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Fig. 1. We investigate the interplay of visual and auditory user representation characteristics for remote
collaboration in augmented reality. In our study, two remote collaborators perceive each other as virtual
avatars, whereby we compared two different visual user representations, Simple Avatar and Rich Avatar , and
two different auditory conditions,Mono Audio (illustrated as single sound wave) and Spatial Audio (illustrated
as three soundwaves).
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Supporting remote collaboration through augmented reality facilitates the experience of co-presence by
presenting the collaborator’s avatar in the user’s physical environment. While visual user representations are
continuously researched and advanced, the audio configuration – especially in combination with different
visualizations – is rarely considered. In a user study (𝑛 = 48, 24 dyads), we evaluate the combination of two
visual (Simple vs. Rich Avatar) with two auditory (Mono vs. Spatial Audio) user representations, to investigate
their impact on user’s overall experience, performance, and perceived social presence during collaboration.
Our results show a preference for rich auditory and visual user representations, as Spatial Audio supports
completion of parallel tasks and the Rich Avatar positively influence user experience. However, the Simple
Avatar draws less attention, which potentially benefits task efficiency, advocating for simpler visualizations in
performance-oriented settings. Our findings contribute to a deeper understanding of how visual and auditory
user representation combinations impact remote collaboration in augmented reality.

CCS Concepts: • Human-centered computing → Mixed / augmented reality; User studies; Collabora-
tive interaction.

Additional Key Words and Phrases: user representation, augmented reality, remote collaboration, avatar,
spatial audio, mono audio, thematic analysis
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1 Introduction
Recent and current crises, such as the COVID-19 pandemic or the climate crisis, drive the need
for solutions that facilitate remote collaboration. Consumer solutions currently support creative
combinations of video conferencing (e.g., Zoom), shared content editors (e.g., Google Docs), and
online whiteboards (e.g., Miro), but typically lack key qualities of in-person interaction, such
as workspace awareness, social presence, and non-verbal communication [8, 13]. This may be
addressed through advancements in immersive technologies that allow for highly detailed user
representations, i.e., avatars that inhabit the same physical space through augmented reality (AR),
creating the illusion that remote users are co-located. Beyond verbal communication, modern
tracking solutions support faithful reconstruction of body and hand movements and even facial
expressions. Thereby the mentioned key qualities of in-person interaction become achievable,
allowing users to communicate, jointly manipulate, and share virtual content [12]. In contrast to
virtual reality (VR), AR brings the benefit that users can still interact with people and objects in
their physical environment.

Recent research has generally investigated ways to facilitate remote collaboration in AR (e.g., [8,
12]) and studied the impact of the visual representation of the remote person – ranging from
rather abstract user representations (e.g., virtual viewing frustums [35] with additional gaze ray
visualization [40]), to mannequin-style avatars [28], to highly realistic virtual avatars [39], while
aiming to avoid the uncanny valley effect [32]. Additionally, researchers have investigated the
role of auditory information in conveying the remote person’s location or activity for workspace
awareness [8, 42]. Studying the interplay of visual and auditory user representation characteristics
for remote collaboration is promising, because the complementarity of audio and vision can benefit
the processing of available information and attention [9], and serves as confirmation of ambiguous
stimuli [3, 31]. Prior research investigated the interplay of visual and auditory user representation
characteristics for a remote navigation scenario involving an asymmetry of devices, user roles,
user representations, tasks, and capabilities [58]. However, it remains unclear to what extent these
results can be transferred to other scenarios.
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Therefore, we set out to explore combinations of visual and auditory user representations for
symmetric synchronous remote collaboration in AR, i.e., where users with equal roles collaborate
through identical interfaces and devices. We represent users with full upper body avatars that
are either abstract plain white mannequin-style avatars (Simple Avatar) or detailed avatars with
animated fingers and simulated facial expressions (based on lip-sync and not mirroring the real
facial movements), which are personalized to the user’s appearance (Rich Avatar). In a user study
with 24 dyads working in remote physical spaces, we investigate the impact on user’s experiences
(RQ1), subjective perception of social presence (RQ2), and performance (RQ3). Our findings indicate
an overall preference for Spatial Audio, regardless of the visual user representations. The rich visual
user representation (Rich Avatar) significantly improved user experience in terms of hedonic aspects
and led to significantly more visual attention paid to the avatar’s head compared to the Simple
Avatar conditions. Interestingly, the visual representation did not affect task performance, but
perceived performance was reported to be better with Simple Avatar due to it being less distracting.
Further, as expected, Spatial Audio led to faster completion times for parallel tasks.
In summary, our paper contributes (1) an investigation of meaningful combinations of visual

and auditory user representations in a user study, emphasizing the complementarity of these
information channels. The results of our user study lead to (2) design perspectives for collaborative
systems. For example, in scenarios prioritizing social interaction and increased user experience (e.g.,
playful or creative activities), a Rich x Spatial user representation is recommended. However, as
some Rich Avatar features were perceived as task-distracting, a reduced visual user representation is
preferable for “performance”-oriented activities, requiring high individual attention on the task (e.g.,
sorting/clustering tasks). Further, we propose (3) directions for future research towards adaptive
user representations and refinement of the volume roll-off curve for Spatial Audio to balance
between speech intelligibility and realistic sound simulation.

2 Related Work
In the following, we review prior research relating to the representation of users in mixed reality
(MR) with focus on remote collaboration scenarios, and review the role of avatar appearance and
auditory cues.

2.1 Remote Collaboration in Mixed Reality Environments
In comparison to video communication platforms (e.g., [11]), MR technology offers the potential to
bring multiple people into the same (virtual) space, where they can feel co-present, communicate,
and collaborate in a shared workspace – simulating key qualities of co-located collaboration. Recent
research has explored a wide range of technologies to support such activities, e.g., using handheld
devices [35, 36, 38] or AR/VR head-mounted displays (HMDs) [39, 41, 57, 58], thereby spanning
the MR continuum [49]. VR has emerged as go-to technology for commercial solutions, such as
Mozilla Hubs1, MeetinVR2, Spatial3, Mesh for Microsoft Teams4, and more recently Meta Horizon
Workrooms5, all of which offer collaboration tools and customization of the user’s (comic style)
avatar. For AR, only few commercial solutions exist (e.g., Microsoft Remote Assist6 or Spatial3).

While recent research highlights the potential of remote collaboration in AR [8], it also reveals
a number of challenges, especially with regard to dissimilar physical environments and spatial

1Mozilla Hubs: https://hubsfoundation.org/ – last accessed: July 1st, 2024
2MeetinVR: https://www.meetinvr.com – last accessed: July 1st, 2024
3Spatial: https://youtu.be/PG3tQYlZ6JQ? – last accessed: August 30th, 2024
4Mesh: https://www.microsoft.com/en-us/mesh – last accessed: July 1st, 2024
5Workrooms: https://www.meta.com/work/workrooms – last accessed: July 1st, 2024
6Microsoft Remote Assist: https://dynamics.microsoft.com/de-de/mixed-reality/remote-assist/ – last accessed: July 1st, 2024
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layouts [12]. For example, different physical spaces can lead to the Jamais Vu effect, a sensation when
“familiar real-world interactions suddenly feel[ing] unfamiliar” [56]. However, it is unclear whether
the design of user representations might also contribute to this effect. User representations for AR
are an active field of research [46, 55] resulting in a wide variety of approaches for representing a
remote person [8, 35, 36, 39–41, 59]. However, most of these focus mainly on visual attributes of
user representations, whereby the relevance and impact of realistic appearance, visual detail and
fidelity on user experience and task performance remain underexplored. Recent research has shown
the benefits of using AR to support remote collaboration, but likewise illustrated its challenges
– emphasizing the need for a deeper understanding of what makes remote collaboration in AR
successful. We aim to contribute to this understanding by studying the influences of different visual
and auditory user representations on remote collaboration.

2.2 User Representations in Immersive Mixed Reality Environments
Most collaborative interactive systems facilitate a sense of co-presence and awareness of others’
actions through some form of visual user representation [52]. Importantly, the user representation
can convey the users’ capabilities and actions, which may, for example, be limited due to the users’
interaction context and the used device [38]. For interactions in immersive MR environments, these
user representations range from abstract and low-cost (e.g., abstract visualization of a user’s virtual
view frustum [35, 58] with gaze ray [40]) to highly realistic yet hardware-heavy representations
(e.g., Holoportation [39]). A popular user representation that combines attributes from both abstract
and realistic techniques are 3D avatars, again ranging from (parts of) an abstract generic body to
almost photo-realistic reconstructions of individual persons [45]. While visual realism has been
found to positively impact the sense of presence and body ownership [45, 62], it may also be prone
to the uncanny valley effect [32].
Exploring the impact of avatar appearance during social interactions and collaboration in im-

mersive multi-user systems, prior work has shown that even abstract avatars can elicit a strong
sense of social presence [59] and communication behavior that is comparable to co-located collabo-
ration [38, 51]. Although a full-body avatar is desirable [7], representing the upper body seems
most critical while the lower extremities are less relevant [30].

We designed our avatars (see section 3.2.1) based on related work, opting for an anthropomorphic
visualization instead of an abstract hand and head position [59] but limiting this to the upper
body [30]. Further, we chose to compare an abstract avatar, which has been found to elicit social
presence [58] and support behaviors comparable to physical co-location [51], to a more realistic
avatar that can positively influence avatar perception [45] and represents the state-of-the-art in
consumer applications. With this comparison, we contribute to a better understanding of the
influence of different levels of visual and motion fidelity of user representations on effects such as
presence and users’ experience, as suggested by recent research [45].

2.3 Spatial Audio for Awareness and Presence
While “sound is an underused modality in VR” [48], it undeniably brings opportunities for designing
effective interactions in immersive environments: Our auditory perception is “always on”, inherently
temporal (i.e., occurs briefly as the effect of an event) and omnidirectional, and can be processed in
parallel to visual information [9]. This allows the reduction of visual clutter and makes it well-suited
for presenting information that might otherwise be overlooked or occluded.
In a virtual space, we can differentiate between action sounds caused by the user (e.g., walking,

hitting something) and environmental sounds (e.g., sound caused by objects in the environment) [48].
For example, in a remote collaboration scenario [42], we may support spatial awareness by commu-
nicating the collaborators’ location in a room through action sounds andwhen they are speaking [43].
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To achieve this, various physical aspects must be simulated, such as sound propagation (i.e., move-
ment of sound from its source to the user’s ear) and binaural rendering (i.e., how sounds reach each
of the user’s ears) [48]. Head-tracked speakers or headphones allow us to simulate locations of
sound sources around the user through spatial audio (e.g., placing a sound source in mid-air [34]).
Using spatial audio for speech has been shown to aid speaker identification, improve intelligibility,
reduce cognitive load, and increase social presence [2, 37, 43, 50] and spatialized environmental
sounds can lead to increased spatial awareness of objects in the space [58].

While our ability for echolocation is surprisingly good [34], we constantly refer to further sensory
information for confirmation and disambiguation of uncertain stimuli. Primarily, we rely on vision,
which dominates to such a degree that it can even lead to erroneous sound source localization (e.g.,
ventriloquist effect [3]) or sound interpretation, e.g., when heard utterances depend on observed
lip movements (McGurk effect [31]). However, in most cases, vision aids hearing, e.g., through
lip-reading – how much we rely on this remains greatly unnoticed until this ability is hampered,
as was experienced by many when wearing face masks during the COVID-19 pandemic. In this
context, recent research on video conferencing reports improved conversation comprehension and
confidence when audio was spatialized, in particular when wearing face masks [44].
As previous research highlights the relevance of spatial audio for awareness, co-presence and

communication, but is technically more challenging to realize [48], we compare a Spatial Audio
representation, which is state-of-the-art in MR, to a Mono Audio representation, as state-of-the-art
for video conferencing (see section 3.2.2). With this comparison, in combination with different levels
of visual user representations, we contribute to a better understanding of the complementarity of
both modalities, to draw conclusions for user representation design targeted to specific scenarios.

3 System Design and Implementation
We developed a study prototype that supports a synchronous collaborative task in AR, whereby
the visual and auditory richness of the remote user representation can be varied. The design and
implementation of the task and user representations are described in the following sections.

3.1 Designing for Collaboration in Augmented Reality
A benefit of AR settings is that users can still interact with the local physical environment. However,
when collaborating remotely, this can lead to limited spatial awareness of each others’ spaces as
two physical environments are rarely the same. While various approaches have been proposed
to address this [8, 12, 60], we avoid this issue by assuming two identical room setups. In our
collaborative workspace remote users perceive each other as virtually co-located with the same
type of visual-auditory user representations, have the same interaction capabilities, and obtain
equal roles in the task (symmetric collaboration). Aiming for a task that takes advantage of AR,
i.e., combining physical and virtual space, we chose the scenario of collaboratively working with
sticky notes used in creativity methods, e.g., affinity diagramming [15]. While sticky notes can be
attached anywhere in the real world, we adapted this task for AR, as described below.

3.1.1 Collaborative Sticky Note Interaction. In our AR application, virtual sticky notes (8 × 8 cm)
can be picked up using a pinch gesture of the dominant hand (see Figure 2b) and attached to two
physical surfaces – a table and a whiteboard (see Figure 2a) – or to each other (see Figure 2d), by
releasing the pinch. In addition, sticky notes can be attached to the palm of the non-dominant hand
and thereby stacked for easier transport (see Figure 2c). Sticky notes snap to dedicated surfaces
when released near them, whereby a white rectangle shows a preview of the snapping position
(see Figure 2b). If a sticky note is not released near a surface, it will fall down, similar to a physical
sticky note. However, to avoid users getting frustrated with having to pick sticky notes up from the

Proc. ACM Hum.-Comput. Interact., Vol. 8, No. ISS, Article 548. Publication date: December 2024.
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Whiteboard

Smartphone A
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Fig. 2. The collaboration space provides a table and a whiteboard where virtual sticky notes can be attached.
In addition, the space includes two virtual smartphones (one for each collaborator) that can interrupt the
collaboration with an incoming call (a). The sticky notes can be moved with a pinch gesture (b), collected in
the palm of the non-dominant hand (c), and attached to each other (d). When a virtual smartphone rings, its
screen lights up (e left) and the call can be declined with the red button (e right).

floor, they are returned to their previous attachment positions. Auditory feedback (action sound) is
given when sticky notes are picked up, dropped, and stuck to a surface (snapping). The position
and rotation of all sticky notes is synchronized between remote spaces in real time. However, when
a sticky note is held by one user, it cannot be pinched by the other to prevent picking up sticky
notes from the collaborator’s hands.

3.1.2 Individual Smartphone Interaction. The space also includes two virtual smartphones (one
blue and one white, one for each collaborator) floating at table height on opposite sides of the room
(see Figure 2a). The ringing smartphones represent environmental sounds in the scene, and their
sole function is to interrupt the primary task with an incoming call (see Figure 2e left), which the
‘owner’ needs to decline (see Figure 2e right).

3.1.3 Remote Communication. Our prototype supports verbal and non-verbal communication. The
first is achieved through live voice transmission using the microphone of the HMD. For the latter,
the avatars are animated by tracking the user’s head, hand and finger poses in real-time (by the
HMD), revealing the user’s position and movement trajectory, gaze direction, arm movements etc.,
which constitute relevant information for effectively collaborating in MR [51, 58].

3.2 User Representation Design
To study visual and auditory user representations, we designed variants for each with two richness
levels. In the following, we describe the user representations in more detail.

3.2.1 Visual User Representations. We explore avatars with an upper body consisting of a head
with eyes and a torso with connected arms and hands, based on our analysis of previous work
(cf. section 2.2) and state-of-the-art consumer applications (cf. section 2.1). We designed two
avatars with distinct visual appearances: Simple Avatar and Rich Avatar , which reflect two opposite
manifestations on the range from ‘stickman’ to ‘realistic,’ as categorized by Weidner et al. [55].

Simple Avatar. The avatar’s body consists of basic geometric shapes (see Figure 3a). The head
is a white capsule with two black spheres as eyes that serve to indicate head gaze direction. The
upper body has a large white capsule as torso, two connected capsule segments form each arm, and
a white sphere represents each hand. This allows only limited hand gestures, but provides precise
enough pointing for task execution, since no task objects are much smaller than the hand spheres.

Proc. ACM Hum.-Comput. Interact., Vol. 8, No. ISS, Article 548. Publication date: December 2024.
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da b c e

Fig. 3. We study two different visual user representations. The Simple Avatar (a) is independent of the
appearance of the real person. The Rich Avatar is generated from a photo (b,d) and the manual selection of
two different torso variations (c,e).

Rich Avatar. The avatar is personalized based on a portrait photo of the real person (see Figure 3b
and Figure 3d). The generated head reflects the person’s skin color, facial features and hair within
certain limits (e.g., glasses are not recognized - hence, users were asked to remove their glasses for
the photo). The avatar’s face is animated with periodical eye blinking with pseudo-random variation
and simulated lip synchronization based on the audio input of the user’s voice (cf. section 3.3).
The lip synchronization also triggers subtle movements of the eyebrows and other parts of the
face, to simulate facial expressions (i.e., no direct face-tracking was used). Between the head and
humanoid torso a small gap serves to reduce potential uncanny valley effects that might emerge
from differently deforming meshes and merging of two different texture styles (i.e., the photo-
generated head texture vs. uniform torso skin texture), which is a common approach for research
prototypes [20]. The humanoid torso of the avatar is available in two variations, one with a subtly
feminine (see Figure 3e) and one with a rather masculine body shape (see Figure 3c). The study
conductor manually selected the torso based on the body shape of the participant. In both variations,
the torso wears a blue shirt. The hands with fingers are animated in real-time using the transmitted
hand tracking data and inverse kinematics. The rich visualization of the hands allows for precise
pointing gestures and can reveal specific interactions (e.g., pinching) with virtual objects.

Both avatars have a comparable size and circumference and are animated using the tracking
data from the HMD (see section 3.1.3) and inverse kinematics. When no hand-tracking data is
transmitted (e.g., because the hands are outside the tracking range), the arms and hands hover next
to the torso. While the non-verbal communication cues conveyed through both avatars may differ
in richness, we consider comparability given, as accurate pointing and detailed hand gestures are
not task relevant, and research showed no significant effect on collaboration [46].

3.2.2 Auditory User Representations. We explore two auditory user representations – Mono and
Spatial Audio – for verbal communication and auditory feedback when interacting with virtual
objects (action sounds). Sound was played from the speakers of the HMD, instead of opting for noise
canceling headphones, as this allows simultaneously hearing sounds from the physical environment
as well (e.g., the own voice). The auditory user representations differ in the audio playback quality
as described below.

Mono Audio. All sounds are played on all speakers at the same volume, without considering the
position in the scene. The perception of the remote user’s voice is comparable to the audio of video
conferencing software.

Proc. ACM Hum.-Comput. Interact., Vol. 8, No. ISS, Article 548. Publication date: December 2024.
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Spatial Audio. We spatialized all sound sources in the environment, following approaches from
existing research (e.g., [58]), whereby the loudness and direction of any audio source in the scene
is adjusted based on a head-related transfer function (HRTF). The function uses a linear volume
roll-off curve (attenuation of sound based on distance), mapping distance to loudness. The sound
of any audio source in the virtual space (the remote collaborator speaking, the smartphone ringing,
or sticky note manipulation sounds) is played with the correct temporal and spectral cues to create
the illusion of coming from its specific direction and distance.

3.3 Implementation
The study prototype was implemented using Unity7 (2019.4), the Mixed Reality Toolkit (MRTK)8
(v2), and the Microsoft HoloLens 29 AR HMD. For a consistent mapping of virtual content to the
physical space, we use Vuforia Image Targets10 (8.5.9). The Image Target is placed at a fixed position
in each room and needs to be viewed once (for several seconds) to align the virtual coordinate
system with the physical space.

The head of the Rich Avatar is generated using the Avatar SDK11 (HEAD 2.0). The generated head
provides blend shapes for the animation of eyes and mouth. We generate the facial movements
using SALSA Lip-sync12 (2.4). The eye blinking animation is realized with the “Eyes” module. The
interval between eye blinks is randomized with values between 0.5 and 5 s. One blink lasts 0.3 s.
Due to the limited memory of the HoloLens 2, we are only able to use three blend shapes of the
avatar’s head (visemes “DD”, “CH”, and “aa”) for mouth movements. The viseme “DD” is triggered
for normalized amplitude values (of the voice data) < 0.11, “CH” for values between 0.11 and 0.43,
and “aa” for values > 0.43.

The torso variations of the Rich Avatar were created using the Unity Multipurpose Avatar13 (2.1)
plugin, which generates fully rigged avatars including fingers. The body of the Simple Avatar was
generated using Unity’s default “Capsule” and “Sphere” objects.

The animation of the body parts is realized with the inverse kinematics solution VRIK of FinalIK14

(1.9). Additionally, a custom finger mapping is applied whereby the 25 hand joints of the MRTK
hand tracking are mapped to the 20 hand joints of the avatar by disregarding the five fingertips,
which are determined based on the distal joints.

For audio spatialization, we use the Microsoft HRTF Spatializer, which is part of the Windows
Mixed Reality15 package for Unity. For Spatial Audio, we set “spatialize” to “true”, “spatialBlend”
to 1 (3D), and apply a linear volume roll-off curve for all audio sources. For Mono Audio, we set
“spatialize” to “false”, “spatialBlend” to 0 (2D), and apply the default logarithmic curve. The audio
sources are positioned at the center of the corresponding virtual objects, e.g., the mouth in case of
the Rich Avatar .
The interaction with sticky notes is realized with the manipulation handler of MRKT, with far

manipulation disabled. The sticky note snapping uses multiple raycasts to detect snappable surfaces

7Unity: https://unity.com/ – last accessed: July 1st 2024
8Mixed Reality Toolkit: https://github.com/microsoft/MixedRealityToolkit-Unity – last accessed: July 1st 2024
9HoloLens 2: https://www.microsoft.com/hololens/hardware – last accessed: July 1st 2024
10Vuforia Image Target: https://library.vuforia.com/objects/image-targets – last accessed: July 1st 2024
11Avatar SDK: https://avatarsdk.com/– last accessed: July 1st 2024
12SALSA Lip-Sync: https://crazyminnowstudio.com/unity-3d/lip-sync-salsa/– last accessed: July 1st 2024
13Unity Multipurpose Avatar: https://assetstore.unity.com/packages/3d/characters/uma-2-unity-multipurpose-avatar-
35611– last accessed: July 1st 2024
14FinalIK: https://assetstore.unity.com/packages/tools/animation/final-ik-14290 – last accessed: July 1st 2024
15Windows Mixed Reality for Unity: https://docs.unity3d.com/Packages/com.unity.xr.windowsmr.metro@4.2/manual/index.
html – last accessed: July 1st, 2024
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at a max distance of 20 cm. When a sticky note is released and no snappable surface is detected,
gravity is applied (by disabling “isKinematic” on the rigid body) and the sticky note falls down.

For data transmission, we used Colibri [21]. Position and rotation data of the head, hands, finger
joints, and sticky notes are transmitted in real-time using TCP. For the processing of the microphone
data, we use the Dissonance Voice Chat16 (6.4.6) plugin. The voice data is transmitted using UDP.
The generated Rich Avatars are uploaded to and downloaded from Colibri’s data store using its
REST API.

4 User Study
We conducted a user study aimed to better understand the role of combinations of visual and
auditory user representations for remote collaboration in AR. We address this overall goal by
investigating the following research questions:
RQ1: How does the visual and auditory representation of remote collaborators influence users’

experiences?
RQ2: How does the visual and auditory representation of remote collaborators influence users’

subjective perception of social presence?
RQ3: How does the visual and auditory representation of remote collaborators influence users’

performance?
We chose a within-subjects design with the visual and auditory user representation as indepen-

dent variables. Combinations of these were presented in our prototype (see section 3), resulting in
four conditions: Simple x Mono, Simple x Spatial, Rich x Mono, and Rich x Spatial. To account for
potential carry-over effects, the order of conditions was determined using a balanced Latin square.
While we expect that all conditions effectively support the collaborative task, prior research

suggests that increased visual realism of the avatar can enhance embodiment and social presence [45,
59]. Further, spatial audio can contribute to intelligibility, reduced cognitive load, and social presence
[2, 37, 42, 43, 50, 58]. Hence, we expect conditions with Rich Avatar and Spatial Audio to be superior.
However, the relative importance and interplay of the visual and auditory modalities remains
unclear, and is subject of this investigation. In the following, we describe how we operationalize
our dependent variables using quantitative and qualitative data collection methods.

Users’ Experiences. We assessed participants’ experience with the User Experience Questionnaire
(UEQ-S) [47], measured their task load using the NASA Task Load Index (NASA TLX) [17, 18], and
asked participants to rank conditions by preference in the concluding semi-structured interview.
The interview also focused on how participants perceived the four conditions and how these
facilitated collaborative activities.

Subjective Perception of Social Presence. Following prior research (e.g., [45, 62]), we assessed social
presence using the Networked Minds Social Presence Inventory [16]. To additionally investigate the
visual attention and proxemics, we logged participants’ eye gaze behavior (e.g., viewing duration
on the avatar) and the distance between the local participant and the remote participant’s avatar.
These aspects were also covered in the concluding interview to gain qualitative insights.

Performance. We studied the dyads’ completion time for the primary task (see section 4.2) and
investigated the individual call rejection time in the interruption task as an indicator for the
effectiveness of spatial audio. The concluding semi-structured interview further allowed us to
investigate perceived performance.

16Dissonance Voice Chat: https://placeholder-software.co.uk/dissonance/ – last accessed: July 1st 2024
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4.1 Setup
Two labs (Lab A and Lab B) at our university served as distributed work environments (see Figure 1).
Each was equipped with one standard-size table, a whiteboard, and a printed marker for room
calibration. The virtual smartphones were positioned on the right and left end of the room, halfway
between the whiteboard and table (see Figure 4 for exact placements). Virtual whiteboards of
identical size were overlayed on the physical whiteboards in both labs, to ensure symmetric setups.
Both participants were equipped with a Microsoft HoloLens 2, using the same 5GHz WiFi in both
labs for synchronization. An experimenter was present in each lab, to control and monitor the
study. Participants’ portraits were captured in Lab A using a Nikon D5100 camera and studio lights.

Whiteboard

Whiteboard

180 cm

148 cm

120 cm
80 cm Table

148 cm

SmartphoneSmartphone
24 x 12 cm

240 cm

Marker
20 x 20 cm

140 cm

80 cm Table

110 cm

95 cm

a b

Smart
phone

Smart
phone

Fig. 4. The study setup of both labs as a top-down view (a) and a front view (b), including the measurements
of the physical and virtual objects and their distances. Virtual objects (i.e., smartphones) are marked with
dots.

4.2 Task
To reflect a common remote collaboration scenario, like brainstorming or doing thematic analyses
with virtual sticky notes on online whiteboards, we chose the abstract classification task by Liu
et al. [27], where participants have to sort items depending on their content (i.e., a letter of the
alphabet). This task has previously been applied for individual use of wall-sized displays [25, 27],
multi-device environments [61], as well as co-located and remote collaboration [1, 26]. It fulfills
our requirements of being demanding enough to engage participants with the task itself and each
other, being adaptable to our study setup and number of conditions, and not requiring specific prior
knowledge. The complexity and task duration can be controlled by the number of letters and items,
and we defined item sets as follows: Participants had to sort 40 sticky notes, each showing one of
eight different letters, into eight white rectangles on the whiteboard, so that each only contains
sticky notes with the same letter (𝑛 = 5). As suggested by previous work [61], we used the following
letters: C, D, E, F, H, K, N, and R as they guarantee equal legibility [24]. While both participants
could see and manipulate all 40 sticky notes, each participant could only read the letters on half of
the sticky notes, while their partner saw the other half (see also Figure 1). This served to simulate
different levels of knowledge among real-world collaborators and encourage communication (e.g.,
“what’s the letter on this sticky note?”). Further, we ensured that a single participant could read
a maximum of 4 (out of 5) sticky notes with the same letter, to ensure that no rectangle could be
completely filled individually. Four distinct item sets of sticky notes with letters were precomputed
based on the aforementioned rules - one per study trial.
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At the beginning, 36 sticky notes were placed on the table in a 8 × 5 grid with a gap of 2 cm,
allocating an area of 78 cm × 38 cm, while four sticky notes were pre-sorted on the whiteboard
inside four rectangles (see Figure 2a). For each participant, 18 letters were visible on the table and
two on the whiteboard. Once a rectangle was correctly filled with five sticky notes of the same
letter, these turned green. The task was completed when all sticky notes were correctly sorted.
In our variation of a dual-task paradigm, we interrupted the primary task with a simulated

incoming phone call on a virtual smartphone. Each participant was assigned their respective
smartphone and was asked to decline incoming calls as fast as possible by pressing the virtual red
“Decline” button. Importantly, participants were only able to decline calls on their own smartphone.
This served multiple purposes: The call increased the realism of the task and forced the participants
to reorient themselves in the shared environment, allowing us to study the effectiveness and
relevance of spatial audio, as well as aspects of awareness of each other’s activities. In each study
session, there were a total of 20 interruptions: Five interruptions per condition, with each phone
ringing at least once per trial and 10 times over all trials. The timing of the incoming calls was
matched to the progress of the primary task: Every time six additional sticky notes were placed on
the whiteboard one of the smartphones rang with a delay of two seconds, to prevent participants
from perceiving a causal relationship between actions.

4.3 Procedure
The participant dyads were welcomed by two examiners in Lab A, they provided informed consent
and demographic data, and were photographed to generate their Rich Avatars. Afterward, one of the
examiners guided Participant B to Lab B, while Participant A remained in Lab A. Participants were
individually introduced to the HMD and the application, following a protocol. After performing the
calibration of eye-tracking and the room, participants learned the possible interactions (with sticky
notes and the virtual smartphone) in an interactive tutorial with text, audio, and video instructions.
After the tutorial, the examiner in Lab A started the data recording (video, audio, data) and

triggered the training phase for both participants. They were given a sheet describing their tasks
and performed a complete test run with a training item set. Here, participants were represented in
a minimal way: three white spheres visually indicated the head and hand position, and the auditory
representation was Mono Audio.

Then followed the task phase, which included four trials, one per condition in counterbalanced
order (Simple x Mono, Simple x Spatial, Rich x Mono, or Rich x Spatial). In each trial, participants were
first asked to (1) describe each other’s user representation to make them focus on the current visual
and auditory combination, (2) perform a short hearing test to ensure that the spatial audio was
perceived, by locating a ringing sound from each direction (i.e., the locations of both smartphones),
(3) discuss the strategy for performing the task to separate discussion time from the task completion
time, (4) collaboratively complete the task, and (5) individually fill out the questionnaires (UEQ-S,
NASA TLX, and Networked Minds Social Presence Inventory). Each trial was initiated by the
examiner in Lab A.

After finishing all four trials, the concluding interview was jointly performed with both partici-
pants in Lab A. Each study session lasted about 90 minutes, and participants were compensated for
their time with the local minimum wage. We followed all ethical and sanitary guidelines of our
university.

4.4 Participants
We recruited 48 participants (24 female, 24 male, 0 non-binary; age 18-37 years, 𝑀 = 22.31,
𝑆𝐷 = 3.55) in dyads that previously knew each other. Of these 24 dyads, 8 were female-female,
8 male-male, and 8 mixed-gender dyads. All had normal or corrected vision (e.g., glasses) and
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indicated no color vision deficiency and normal hearing. Participants were recruited at the local
university and consisted of 43 students from diverse backgrounds (e.g., biology, economics, or
sociology), three PhD students, and two employees. Rating their prior experience on a Likert scale
(1 inexperienced – 5 very experienced), participants indicated low familiarity with AR applications
(𝑀 = 1.5, 𝑆𝐷 = 0.8; 15 had experienced AR before) and similarly low VR experience (𝑀 = 1.75,
𝑆𝐷 = 0.96; 24 had experienced VR before).

4.5 Data Analysis
Our statistical analysis is based on testing against a null hypothesis of no effect, which assumes that
there is no significant difference between the conditions studied. All quantitative data were analyzed
using IBM SPSS 29 [23], assuming an alpha level of .05. We tested all data, except the questionnaires
and preference scores, with the Shapiro-Wilk test to determine whether a normal distribution
can be assumed. If the data were normally distributed, we applied a one-way repeated measures
ANOVA, whereby we treat all four combinations as distinct conditions. For questionnaire ratings
or non-normally distributed data, we used Friedman’s ANOVA to compare the four conditions and
a Wilcoxon test to compare aggregated avatar or audio conditions. Post-hoc pairwise comparisons
were done using Dunn’s test with Bonferroni correction (but alpha level was adjusted back to .05).
Two independent coders performed an inductive thematic analysis [5] of the transcribed interview
data using MAXQDA 2022 [54], with substantial intercoder reliability (Cohen’s Kappa = 0.7, based
on segmental overlap of 4 interviews and adjusted 𝑃𝑐 value [6]).

5 Results
In this section, we report the results of our data analysis from the three questionnaires and the
subjective ranking, the user position (proxemic zones) and eye gaze data (visual attention), the task
performance, and the interview.

5.1 Questionnaires and Subjective Ranking
In the following, we report on responses to the UEQ-S and NASA TLX questionnaires as well as
preference rankings, as measures for the users’ experience, followed by the Networked Minds
Social Presence Inventory.

5.1.1 UEQ-S. The results visualized in Figure 5 (top left) show no statistically significant differences
in terms of Pragmatic Quality (𝜒2 (3) = 2.553, 𝑝 = .466). However, we found significant differences
in Hedonic Quality (𝜒2 (3) = 47.285, 𝑝 < .001). Post-hoc pairwise comparisons reveal significant
differences between all conditions with different visual user representation (Rich x Spatial vs.
Simple x Mono (𝑧 = −4.19, 𝑝 < .001); Rich x Mono vs. Simple x Mono (𝑧 = −4.822, 𝑝 < .001);
Rich x Mono vs. Simple x Spatial (𝑧 = −4.19, 𝑝 < .001)), while the audio appears to have had no
influence.

5.1.2 NASA TLX. Participants’ overall task load was low across all conditions: Simple x Mono
(𝑀 = 26.61, 𝑆𝐷 = 18.17), Simple x Spatial (𝑀 = 26.67, 𝑆𝐷 = 16.69), Rich x Mono (𝑀 = 25.47,
𝑆𝐷 = 17.41), and Rich x Spatial (𝑀 = 25.69, 𝑆𝐷 = 16.25) (see Figure 5 bottom). Results show no
significant differences between conditions in the overall score (𝜒2 (3) = .853, 𝑝 = .837). For the
subscales, significant differences were only found for Effort (𝜒2 (3) = 7.938, 𝑝 = .047), but post-hoc
pairwise comparisons revealed no significant differences.

5.1.3 Networked Minds Social Presence Questionnaire. We assessed participants’ social presence
based on three subscales (see Figure 5 top right). Co-presence scores were high across all conditions:
Simple x Mono (𝑀 = 5.51, 𝑆𝐷 = 1.04), Simple x Spatial (𝑀 = 5.42, 𝑆𝐷 = 1.28), Rich x Mono
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Fig. 5. Box plots visualizing the UEQ-S scores (ranging from -3 to 3), the subjective ranking asked in the
interview (1 most preferred - 4 least preferred), the scores of the Networked Minds Social Presence Inventory
subscales “Co-presence”, “Attentional Allocation”, and “Perceived Message Understanding” (ranging from 1
to 7), and the overall score and all subscales of the NASA TLX (ranging from 0 to 100).

(𝑀 = 5.73, 𝑆𝐷 = 0.99), and Rich x Spatial (𝑀 = 5.75, 𝑆𝐷 = 0.94). Attentional Allocation reveals
medium mutual attention during the task: Simple x Mono (𝑀 = 3.36, 𝑆𝐷 = 0.86), Simple x Spatial
(𝑀 = 3.5, 𝑆𝐷 = 0.92), Rich x Mono (𝑀 = 3.47, 𝑆𝐷 = 0.88), and Rich x Spatial (𝑀 = 3.64, 𝑆𝐷 = 0.86).
Perceived Message Understanding was predominantly good: Simple x Mono (𝑀 = 4.74, 𝑆𝐷 = 0.33),
Simple x Spatial (𝑀 = 4.65, 𝑆𝐷 = 0.52), Rich x Mono (𝑀 = 4.71, 𝑆𝐷 = 0.41), and Rich x Spatial
(𝑀 = 4.8, 𝑆𝐷 = 0.4). Results show no significant differences between conditions: Co-presence
(𝜒2 (3) = 3.325, 𝑝 = .344), Attentional Allocation (𝜒2 (3) = 4.434, 𝑝 = .218), and Perceived Message
Understanding (𝜒2 (3) = 2.768, 𝑝 = .429).

5.1.4 Subjective Ranking. In the concluding interview, we asked participants to rank all four
conditions by their subjective preference from 1 (most preferred) to 4 (least preferred). On average,
participants preferred Rich x Spatial (𝑀 = 1.38, 𝑆𝐷 = 0.64, 𝑛 = 34 most preferred) followed by
Simple x Spatial (𝑀 = 2.19, 𝑆𝐷 = 0.87, 𝑛 = 13 most preferred), Rich x Mono (𝑀 = 2.81, 𝑆𝐷 = 0.87,
𝑛 = 1 most preferred), and Simple x Mono (𝑀 = 3.63, 𝑆𝐷 = 0.64, 𝑛 = 0 most preferred). Rankings
were significantly different between conditions (𝜒2 (3) = 78.525, 𝑝 < .001). Post-hoc pairwise
comparisons revealed significant differences between all conditions except Simple x Spatial and
Rich x Mono, as can be see in Figure 5 (top middle): Rich x Spatial vs. Simple x Mono (𝑧 = 8.538,
𝑝 < .001), Rich x Spatial vs. Simple x Spatial (𝑧 = 3.083, 𝑝 = .012), Rich x Spatial vs.Rich x Mono
(𝑧 = 5.455, 𝑝 < .001), Rich x Mono vs. Simple x Mono (𝑧 = 3.083, 𝑝 = .012), Simple x Spatial vs.
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Simple x Mono (𝑧 = 5.455, 𝑝 < .001). In the interviews, half of the participants (𝑛 = 24) indicated
that their decision was based on the visual representation, while the other half based it on the
auditory representation.

5.2 Proxemic Zones
To compute participants’ interpersonal distance, we assume round torsos with a diameter of
30 cm. We categorize the distance between avatars based on the proxemic zones by Hall [14]:
Intimate (< 18 in ≈ 46 cm), Personal (< 4 ft ≈ 122 cm), Social (< 12 ft ≈ 366 cm), and Public
(>= 12 ft ≈ 366 cm). Additionally, we measured the time that virtual torsos overlapped. We used the
relative duration (percentages) to the total task duration, so that it is comparable across sessions
(see Figure 6). Results show no significant differences for avatar overlap (𝜒2 (3) = .356, 𝑝 = .94)
between conditions. While none of the dyads ever went into the Public zone, the durations spent in
each of the other proxemic zones was similar across conditions (i.e., no significant effects): Intimate
(𝐹 (3, 69) = .292, 𝑝 = .831), Personal (𝜒2 (3) = 2.95, 𝑝 = .399), and Social (𝜒2 (3) = .85, 𝑝 = .837). On
average, participants spent most time within Personal space (𝑀 = 44.38 %, 𝑆𝐷 = 1.25 %), followed
by Intimate (𝑀 = 27.11 %, 𝑆𝐷 = 0.85 %), and Social (𝑀 = 25.28 %, 𝑆𝐷 = 0.29 %), and rarely let
avatars overlap (𝑀 = 3.24 %, 𝑆𝐷 = 0.37 %).
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Fig. 6. Box plots visualizing the percentage of the total duration that the torsos of the avatars overlapped
(left), and the participants’ avatars were within the proxemic zones “Intimate”, “Personal”, and “Social” (right).
None of the dyads were in the “Public” zone.

5.3 Visual Attention
We evaluated participants’ gaze based on eye tracking data recorded on the HoloLens 2. For
comparability across sessions, we compute the relative durations of looking at the other’s avatar and
specifically their head (see Figure 7). In addition to the analysis per condition, we also aggregated
conditions with the same visual or auditory user representation. Results show no significant
differences between conditions for viewing the avatar overall (𝜒2 (3) = 1.75, 𝑝 = .626), and neither
when the conditions are aggregated by avatar (𝑧 = −1.487, 𝑝 = .137) or by audio (𝑧 = −.072,
𝑝 = .943). However, viewing the avatar’s head was significantly different between conditions
(𝜒2 (3) = 14.26, 𝑝 = .003). Post-hoc pairwise comparisons revealed that participants viewed the
avatar’s head significantly longer during Rich x Spatial compared to Simple x Spatial (𝑧 = −3.162,
𝑝 = .009), as well as during Rich x Mono compared to Simple x Spatial (𝑧 = −3.202, 𝑝 = .008).
Here, aggregating the avatar conditions reveals that participants viewed the head of the Rich
Avatar significantly longer than the head of the Simple Avatar (𝑧 = −2.79, 𝑝 = .005). No significant
difference was found when aggregating audio conditions (𝑧 = −1.026, 𝑝 = .305).
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Fig. 7. Box plots visualizing the percentage of time that participants viewed the avatar and the avatar’s head
during the task.

5.4 Task Performance
Task completion time was measured from the start of the sorting task until all notes were correctly
placed on the whiteboard (see Figure 8, left). Here statistical analysis reveals no significant differ-
ences between conditions (𝜒2 (3) = 1.15, 𝑝 = .765). Average task completion times were 240.07 s
(𝑆𝐷 = 111.43) for Simple x Mono, 238.21 s (𝑆𝐷 = 60.41) for Simple x Spatial, 235.09 s (𝑆𝐷 = 81.45)
for Rich x Mono, and 240.21 s (𝑆𝐷 = 77.29) for Rich x Spatial.
In addition, we measured the call response time for the individual call interruption from the

start of the ringing until the “Decline” button was pressed (see Figure 8, right). Results show
no differences in call response time per condition (𝜒2 (3) = 7.37, 𝑝 = .061). When aggregating
conditions with the same auditory user representation, to investigate whether audio had an effect
on performance in this predominantly auditory task, significant difference do become apparent:
Participants responded significantly faster to a call with Spatial Audio than with Mono Audio
(𝑧 = −1.998, 𝑝 = .047).
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Fig. 8. Box plots visualizing measured task completion time (s) and call response time (s) by condition and
when aggregating conditions with the same auditory user representation.

Proc. ACM Hum.-Comput. Interact., Vol. 8, No. ISS, Article 548. Publication date: December 2024.



548:16 D. I. Fink, M. Skowronski, J. Zagermann, A. V. Reinschluessel, H. Reiterer, and T. Feuchtner

5.5 Thematic Analysis of Interview Data
The analysis of the interview transcripts resulted in 137 codes, that were combined into five
themes, including 24 sub-themes. These address topics related to all three research questions. In the
following theme descriptions, we indicate the number of individual participants whose interviews
were coded (and not the number of coded segments) by ‘(𝑛 = 𝑥)’ after each mentioned code. The
complete list of themes and sub-themes, including the associated RQ and codes, and the number of
interviews coded with the respective codes can be found in Appendix A.

5.5.1 Rich avatars are perceived as stimulating. Participants reported that avatars – in general, but
specifically the Rich Avatar– are ‘fun‘, ‘fascinating’, or even ‘entertaining’ (𝑛 = 12).

5.5.2 Visual avatar richness affects the sense of being together with another person. Both visual
avatar representations resulted in a feeling of being together with someone by communicating
their activity and position (𝑛 = 16), with a more prominent effect for the Rich Avatar , even though
few participants (𝑛 = 3) mentioned that it was hard to spot. For the Rich Avatar participants also
mentioned that it was more like ‘face-to-face’ interaction (𝑛 = 18) and more intimate (𝑛 = 8), while
the Simple Avatar was described as ’anonymous’ (𝑛 = 7). Participants also felt hesitation regarding
touching the Rich Avatar (𝑛 = 5).

5.5.3 Visual and auditory richness impact perceived realism. For both aspects – auditory and visual
– of the user representations, participants mentioned that the richer version was more realistic
(visual aspect: 𝑛 = 21; auditory aspect: 𝑛 = 13) because participants recognized the real person the
avatar was based on (𝑛 = 32). Especially in comparison to the Simple Avatar , ’consisting of simple
shapes’ (𝑛 = 36), they described the Rich Avatar as more human-like (𝑛 = 19). They attributed this
to the display of body language with gestures (𝑛 = 14), hands with details such as fingers (𝑛 = 25)
and facial expressions (𝑛 = 17). Yet, on the other hand, some participants felt that Rich Avatar was
not yet real (enough) (𝑛 = 14), as they experienced that the visualization did not truly match the
real person as they would have expected (𝑛 = 11).

5.5.4 Spatial audio supports orientation and task completion but can impact speech intelligibility.
Many participants reported that Spatial Audio was ‘helpful’ (𝑛 = 27) as solving the task was ‘more
efficient’ and ‘easier’ (𝑛 = 26) with it. They could identify where the sound originated (𝑛 = 44)
with high precision (𝑛 = 28). While some participants attributed good or better intelligibility
(𝑛 = 10) with a low perceived latency (𝑛 = 15) to Spatial Audio, others perceived the audio as ‘faint’
(𝑛 = 3), and ‘not clear’ (𝑛 = 3) resulting in lower intelligibility (𝑛 = 9), describing Spatial Audio as
‘demanding’ (𝑛 = 6). In line with this, the same number of participants (𝑛 = 6) reported that Mono
Audio is more efficient. Yet, the majority mentioned that Mono Audio increased the need to rely on
visual cues (𝑛 = 28), making the task more challenging (𝑛 = 12).

5.5.5 Avatars can support specific tasks, while reduced visual features can lower distractions. Having
an avatar during the collaboration task at hand was perceived as helpful by 25 participants. Yet,
20 participants felt it was unnecessary for the task. Many described the Simple Avatar as (more)
efficient (𝑛 = 20), because its visualization provided all necessary information (𝑛 = 23), such as
where the user is and what they are doing (𝑛 = 13). The Rich Avatar was described as ‘distracting’
(𝑛 = 14).

6 Discussion
In the following sections, we discuss our results, present design perspectives, and provide directions
for future research. Statements are attributed to individual participants according to the following
scheme: D1A and D1B are the participants A and B of dyad 1.
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6.1 Users’ Experiences
RQ1 relates to how the visual and auditory user representations influence the users’ experiences.
Based on the preference rankings, the conditions with Spatial Audio were perceived as superior,
regardless of the visual user representation (see Figure 5). However, in the interview, only half of the
participants stated that the auditory user representation was decisive for their ranking, suggesting a
more balanced importance of visual and auditory characteristics, possibly also reflecting individual
differences. Participant D11B, for example, stated that “[. . . ] for this task I would prefer to have
a good sound over a nice avatar”17, while another participant saw a greater benefit of the visual
aspects: “when you see the person, you collaborate more with the person” [D3A]. This ambiguity of
whether the individual preference is based on auditory or visual user representation characteristics
highlights the importance of investigating these aspects in combination instead of individually.
A similar pattern is reflected in the results of the UEQ-S, where conditions with a Rich Avatar

had significantly higher ratings for hedonic qualities, regardless of the auditory user representation.
This is also supported by the theme ‘Rich avatars are perceived as stimulating’ from our thematic
analysis. During the interviews, participants referred to the Rich Avatar as “easy on the eyes” [D17B],
or “more fun” [D18B]. This may suggest that while the Rich Avatar had more hedonic qualities,
the Spatial Audio had other advantages, e.g., in terms of performance. For example, participants
reported that Spatial Audio was helpful in solving the task efficiently because they were more
aware of their surroundings, which is in line with previous research [9]. The different qualities of
the Rich Avatar and Spatial Audio possibly complemented each other, which may have contributed
to the vast majority (𝑛 = 34) preferring Rich x Spatial, as expected.

Design Perspective: As the rich user representations were generally preferred, we recom-
mend the use of rich visual and auditory representations in application scenarios where
hedonic qualities are important for collaboration, e.g., social activities, like playing games or
creative tasks.

6.2 Perceived Realism of Visual Aspects
Several participants stated that they perceived the Rich Avatar as more realistic (e.g., “it looked real”
[D9A]), they even recognized the real person (e.g., “[directed at the other person] it looked like you”
[D7B]), and positively noted the high level of detail. Yet, some participants also mentioned that
it did not meet their expectations for realism. D2B said “[t]he Rich Avatar aimed to look human,
but was not detailed enough”, and added “it was wishy-washy, it was supposed to look like them
but didn’t.” One possible reason is that the torso did not match the real person and was “comic
like” [D19A], there is a small gap between the head and the torso, and it has no legs, as mentioned
by eight participants. The latter were conscious design decisions since the HMD cannot track the
user’s legs, and the merging of the head and torso textures may look even more unrealistic (cf.
section 3.2). Our findings suggest that the automatic generation of the avatar from a photo was
perceived positively. However, users should be given the opportunity to customize the generated
avatar further to ensure that other body parts, such as the torso or hair, can be adjusted to better
match the real person (cf. RQ1). We envision a hybrid approach that combines the advantages
of fast, automatic avatar generation and high customizability of manual avatar generators, while
offering opportunities to resolve perceived mismatches and associated feelings of eeriness. For
example, this could be incorporated in a virtual mirror, as participants also mentioned that they
would have loved to see themselves.

17Quotes were translated from the participants’ mother tongue to English.
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In the qualitative results, we can clearly see that participants appreciated hand gestures, facial
expressions, blinking eyes, and moving lips when speaking: “you could see emotions [...] or how
the avatar moves the lips” [D6A] or “one could recognize facial expressions [. . . ] one could see a
smile” [D10A]. This confirms the importance of facial expressions for social interaction in virtual
settings, as was already expressed in prior research (e.g., [4, 33, 53]), where participants reportedly
missed it, or the authors criticized the limited support thereof in the investigated virtual meeting
platforms. The fully articulated hands of the Rich Avatar were also mentioned frequently (𝑛 = 25,
e.g., “fingers were a plus” [D20A]). In contrast, participants unsurprisingly described the face of
the Simple Avatar as “cold” [D13A], “lifeless” [D2B], or “indifferent” [D6A]. In combination with
the missing ability to perform hand gestures, this strongly hampered non-verbal communication
with the Simple Avatar .

Design Perspective: The photo-generated avatar was generally well received, yet some
participants demanded more visual detail that was not accurately captured or well-reflected.
Therefore, we suggest a hybrid method – combining photo-generated user representations
with manual customization – allowing the creation of pleasing, rich user presentations. An
avatar creation interface could support this by allowing users to upload a portrait photo that
is used to pre-select matching options from the supported avatar feature set.

6.3 Perceived Realism of Auditory Aspects
Participants mentioned in the interview that Spatial Audio increased the perceived realism of the
collaborator’s speech and environmental sounds (cf. RQ1). For example, they described Spatial
Audio as “closer to reality and more fitting” [D17B], or noted that speech seemed “more human-like
– not so robotic” [D23B]. However, most statements regarding the benefit of the Spatial Audio
focused on that it was “more pleasant to listen to” [D1B], “more fun to know the direction of the
sound” [D9B]. As expected, with regards to the task, it was “[...] more comfortable as one knew
where the sound, for example, from the phone originated” [D18A]. Arguably, in a scenario with
more than one remote collaborator, this benefit of Spatial Audio would become evident also with
respect to identifying the current speaker [2, 22, 44, 50].

Interestingly, participants’ opinions of speech intelligibility with Spatial Audio were mixed, with
some mentioning good or even better intelligibility and low perceived latency, while a small subset
perceived audio as faint and unclear, as also reported in some related work [58]. Notably, some
participants remarked for Mono Audio that it made “communication [. . . ] easier” [D20A]. Two
possible explanations for this difference in perception of Spatial Audio could be (1) the used HRTF,
which matches individual sound perception to a different extent (though our hearing tests ensured
that all participants could correctly identify the direction of the ringing), or (2) the applied volume
roll-off curve to simulate the interaural level difference (ILD).While we already used a linear (instead
of logarithmic, cf. section 3) volume roll-off curve to compensate for previously reported problems
(e.g., [58]), this may still have reduced speech intelligibility when participants stood further apart
or back to back. Therefore, we suggest further refinement of the Spatial Audio parameters. For
example, a different volume roll-off curve could be used specifically for speech playback, to further
reduce its impact within shorter distances. However, this needs further investigation.

Notably, the qualities discussed above are mainly pragmatic and Spatial Audio did not evidently
contribute to hedonic quality ratings in the UEQ-S. This may indicate that auditory user represen-
tations are rather appreciated for practical reasons, as Spatial Audio nevertheless ranked higher
in preference than Mono Audio. This is in line with prior work reporting higher perceived overall
quality of spatial audio [2, 37, 43, 50].
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Design Perspective: As Spatial Audio was generally preferred for its realism and support
of the tasks – excluding speech intelligibility issues – we recommend using Spatial Audio
to support collaboration scenarios. To further improve speech intelligibility, we suggest
investigating additional refinement of the volume roll-off curve, for example, to further
reduce its impact within shorter distances.

6.4 Perceived Social Presence
In RQ2, we asked how the visual and auditory representations influence the users’ subjective
perception of social presence. Our data from the Networked Minds Social Presence Inventory
revealed no significant differences between conditions and participants had a strong sense of co-
presence across all conditions. This was further confirmed in interview statements, e.g., participant
D7B described the presence of an avatar as “having naturally a bit more of a feeling that another
person is there” (cf. RQ2). This is in line with research reporting high social presence for even
abstract avatars [51], as well as inconclusive results regarding the impact of avatar representations
on social presence [55].
However, our interviews reveal subtle differences in how the avatars were perceived: Users

explicitly highlighted a sense of social presence with the Rich Avatar (e.g., “it was like sticking
notes to a wall with a friend” [D1A], or “[I had] already forgotten [. . . ] that the person is not really
there” [D6B]). Collaboration with the Rich Avatar was perceived as more personal and intimate: “I
directly felt at ease. I felt more connected with that person” [D23A], “[it] created more personal
connection” [D19B], or “[I had] the feeling I work with them and not with something like a robot”
[D24A]. In contrast, “with the Simple Avatar it was obvious that is not a human” [D2B], and
participants reported it limited the personal connection (e.g., “[it was] strange, because he seemed
very anonymous, very cold, very distant” [D23A]). Hence, we might interpret from our interview
findings that the Rich Avatar indeed contributes to the sense of social presence. However, such
differences cannot be detected with the employed questionnaires, as these do not cover the affective
aspects of social presence.

Reflecting on auditory user representation characteristics, participants’ comments about Spatial
Audio reveal that it supports spatial awareness, not only for environmental objects (i.e., the virtual
smartphones) but also for (moving) remote collaborators. This may suggest an increased sense of
spatial presence. Importantly, the aforementioned speech intelligibility issues with Spatial Audio
did not affect “Perceived Message Understanding” (see Figure 5).

Design Perspective: Although our questionnaire results on perceived social presence show
no significant differences between conditions, the interview reveals benefits in affective
qualities of social presence for the Rich Avatar and an increased sense of spatial awareness
for Spatial Audio. Therefore, if the collaboration scenario aims at facilitating intimate human-
to-human connections, we recommend using Rich x Spatial representations. Examples are
meetings with family, friends, or significant others using social mixed reality applications. In
other scenarios, such as efficient work meetings, Simple x Spatial should suffice to provide a
high sense of co-presence.

6.5 Proxemics
The participants’ interpersonal distance was similar across conditions. Overall, participants spent
most time within the “Personal” space (44 % of the time) and “Intimate” space (27 %). This was
expected due to the nature of the task and layout of the collaboration space: The workspaces
containing sticky notes (i.e., table and whiteboard surfaces) were shared by both users, so they
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would need to stand close together to engage with the materials simultaneously. Additionally, all
dyads were familiar with each other, which has been shown to reduce the comfortable distance
between people [19]. However, although the work area at the table was rather small, the avatars
overlapped only about 3 % of the time on average. The interviews reveal that participants felt “at
the table, the other’s avatar was in my way” [D23B] and that they did not want to reach or walk
through it. These results are strong indicators that both avatars provided a high sense of spatial
presence (cf. RQ2).

We can leverage this knowledge for future designs of a proxemics-adaptive user representation
that, for example, fades, scales, or changes its constitution or abstractness as users approach or
reach through it. This may increase the efficiency of collaborating with avatars and avoid limiting
remote collaboration in AR by physical constraints known from co-located collaboration, e.g., the
other person standing in the way, invading personal space, or obstructing the view.

Design Perspective: Our results show that participants avoided overlapping with the collab-
orator’s user representations, limiting the efficiency of virtual collaboration with (simulated)
physical constraints. Therefore, we propose a proxemics-adaptive user representation that
changes its visual representation when in close proximity to others (e.g., by fading, scaling,
or abstracting) for social mixed reality applications in general, regardless of the scenario.

6.6 Gaze Behavior and Attention
Both avatars reflected the user’s body language to the same degree – with the exception of the
fingers – as the facial expressions (eye blinking, lip-syncing) were only simulated. Nevertheless,
analysis of participants’ gaze revealed that participants looked significantly longer at the head of
the Rich Avatar than at the one of the Simple Avatar (cf. Figure 7). This is in line with previous work
showing that realistic avatars lead to a more human-like gaze behavior [55]. This was mirrored in
the interviews, as participants reported that they liked looking at the Rich Avatar (cf. section 6.2).
Our results suggest that the simulated facial expressions when speaking created the illusion of
richer non-verbal communication cues and may have had a positive effect on social presence
(cf. RQ2). However, the results could not be confirmed with subjective ratings on “Attentional
Allocation”, which show a slight increase for Rich x Spatial but no significant differences. Hence,
while some participants described the facial expressions as generic, the overall positive response
suggests that simulated facial expressions offer an effective approach, if the used HMD does not
provide the technical capabilities for face tracking. Further, a Simple Avatar could incorporate
‘stylized’ facial expressions, and their effects on the perceived effectiveness of communication
should be investigated in future research. Remarkably, with the Simple Avatar the head was on
average viewed longer when combined with Mono Audio (Simple x Mono) than with Spatial Audio
(Simple x Spatial). Here, we assume that participants attempted to visually compensate for the lack
of Spatial Audio cues compared to Simple x Spatial, despite the lack of facial expressions of the
Simple Avatar .

Design Perspective: Since our results suggest that even simulated facial expressions sub-
jectively improve communication, possibly through the illusion of richer body language,
we recommend supporting real facial expressions when tracking is available or simulation
thereof based on other available information such as voice.

6.7 Overall Impact on Task Performance
Investigating RQ3, we analyzed the influence of visual and auditory user representation charac-
teristics on users’ performance. Task completion times from the collaborative sorting task was
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comparable across conditions. In the interview, participants explained that the avatar was not
essential for completing the task (𝑛 = 20, e.g., “I did not need to see her to do [the task]” [D4A]) or
“[...] it was more about the voice [...], appearance did not matter [...]” [D2B]. A few participants
even stated that a simpler visualization (e.g., the three spheres in the training) would be sufficient.
Similar insights were reported by McDonnell et al. [29], who “found that the audio and animation
contributed to the interpretation of the characters’ intention rather than the render style.”
However, the avatar visualization did impact participants’ perceived performance: The Simple

Avatar was described as efficient, since it communicated the remote person’s position and activity
for the sorting task, and the Rich Avatar as distracting, because “it attracts more attention to the
avatar away from the task” [D17B]. Specifically, “[...] there are many more details you can observe,
and it takes more time or effort” [D15B]. The eye gaze data confirm this perceived pattern of
attention, as participants focused significantly longer on the Rich Avatar’s head (cf. Figure 7), yet
our data do not allow us to attribute this increased attention to any of its specific features (e.g.,
lip-syncing or eye blinking). Further, some participants explained that they were less aware of
the Simple Avatar’s presence, which appears to stand in contrast to participants perceiving the
Simple Avatar as an obstacle because it was “in their way” – a problem that participants attributed
to both avatars. A possible design solution could be a variation of the aforementioned adaptive
avatar (see section 6.5), that additionally considers the type or phase of a task, e.g., using a richer
visual representation during discussions and a reduced representation during focused parallel work.
However, it is important to consider that these adaptations may, in turn, also affect perceived social
presence and attention toward the collaborators and requires more in-depth research.

Design Perspective:While the visual aspect of the user representation did not affect objec-
tive task performance, the visually rich representation was perceived as distracting. Therefore,
we suggest reduced avatar representations for collaborative tasks where efficiency and per-
formance are important and hedonic aspects play only a subordinate role, as a feature-rich
avatar can potentially lead to distraction from the task.

Reflecting on the auditory user representation, participants reported that Spatial Audio was
helpful in solving the task efficiently because they were more aware of their surroundings, which
is in line with previous research [9, 58]. These reports are supported by call response times, which
were significantly shorter, i.e., participants were faster in responding with Spatial Audio compared to
Mono Audio (see “Audio Aggregated” in Figure 8). Notably, Spatial Audio only improved performance
in the secondary task of which the user was notified through environmental sounds, but no effect
was apparent in the primary sticky note sorting task. Therefore, results may differ for tasks that
require frequent shifts of attention or transitions between close collaboration and individual parallel
work. Furthermore, participants found that Mono Audio increased their dependency on visual cues
because the direction of audio sources could not be identified, which impacted teamwork as “you
[directed at the other person] could not assess whether you are in my way” [D5A]. Arguably, the
relevance of Spatial Audio might increase for collaborative scenarios with more than two users
(e.g., for speaker identification – see section 6.3).

Design Perspective:As Spatial Audio improved participants’ performance on the parallel task
using environmental sounds, we recommend applying Spatial Audio for scenarios that include
multiple task-related objects that require attention shifts, especially when they are spatially
distributed. Arguably, this might also apply to non-environmental sounds (collaborator’s
action sounds and speech).
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7 Limitations and Future Work
A limitation we encountered in our study was that some users found the volume too low (mostly
for Spatial Audio). As we wanted to control this factor, they were not allowed to adjust the volume
themselves. While no participant reported hearing deficiencies, in future work the volume should
be calibrated to minor differences in hearing ability. Further, the volume roll-off curve, which
decreases volume by distance to mimic sound propagation, could be refined based on how users
modulate their speaking volume depending on their collaborator’s proximity in co-located settings.
With regards to our study task, the sorting task [27] was deliberately chosen, as it was used to

study collaborative activities before [1, 26] and could be adapted to our specific setup. Yet, for this
particular task, the visual user representation was potentially less essential in terms of effectiveness
compared to the auditory user representation, and some users even commented on preferring
the minimal visual user representation with the spheres from the tutorial. However, the hedonic
qualities of the Rich Avatar led to an improved user experience. Thus, the choice of visual user
representations may be described as a trade-off between performance and user experience.

We cannot disentangle the contributions of individual features (e.g., eye blinking, facial expres-
sions, or articulated hands) towards experience, and as prior research suggests that detailed hands
do not provide any significant benefit for remote collaboration [46], a systematic investigation is
needed to explore both their pragmatic and hedonic qualities. The value of visual richness could
also be further studied using tasks that more strongly involve face-to-face communication [10], or
joint assembly or puzzle-like tasks that more strongly encourage cooperation. Eventually, such
tasks might also allow us to systematically study how visual and auditory user representations
influence collaboration and communication (e.g., coupling styles).

8 Conclusion
This work explores symmetric remote collaboration in AR, leveraging increasingly detailed user
representations enabled through current technology, which reflect the state-of-the-art in consumer
applications. Specifically, we investigate the impact of different combinations of visual (Simple
Avatar vs. Rich Avatar) and auditory (Mono Audio vs. Spatial Audio) user representations on users’
experience, social presence and performance in a user study (𝑛 = 48, 24 dyads). Our findings reveal
a preference for user representations with Spatial Audio, highlighting its positive influence on
overall user experience. Additionally, the visually more detailed Rich Avatar significantly enhanced
hedonic aspects of the user experience, and drew increased visual attention to the avatar’s head.
Notably, the visual representation did not affect performance, while Spatial Audio led to faster
reaction times for parallel tasks not requiring continuous attention.

We condensed our findings into design perspectives for user representations that take the collab-
oration scenario and objective into account: When hedonic qualities of the user experience (e.g.,
playful or creative activities) or social interaction on a personal level (e.g., meetings with family,
friends, or significant others) are important, a Rich x Spatial user representation is recommended.
In scenarios where a personal connection is of lower priority (e.g., efficient work meetings), Sim-
ple x Spatial can already provide a high sense of co-presence and contribute to increased (perceived)
task performance by reducing distractions.
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A Full list of themes and codes

Table 1. Table listing all themes (in the order of appearance in the result section 5.5), the corresponding
sub-themes and their associated RQs, and the corresponding codes, including the number of individual
participants whose interviews were coded (and not the number of coded segments) with the respective code
in the fourth column ‘n’.

Theme

Sub-theme RQ Code n

Theme: Rich avatars are perceived as stimulating.

Having an avatar is stimulating RQ1 cool / fun 6
Novelty Effekt 9

Rich Avatar is stimulating RQ1 fun / cool / fascinating / entertaining 12

Theme: Visual avatar richness affects sense of being together with another person.

Having an avatar creates a sense of (physical) co-presence RQ2 joint activity 5
communicates activity and position 16
does not want to touch avatar 6
person actually present 4
prefers having an avatar 17
in their way 22

Rich Avatar creates a personal connection RQ2 more intimacy 8
more ’face-to-face’ 18

Rich Avatar creates a sense of (physical) co-presence RQ2 joint activity with real person 12
improved observability of position
and actions 16

does not want to touch avatar 5
seems like person actually present 15
in their way 9

Rich Avatar is less perceptible RQ2 low / no co-presence 4
hard to spot avatar 3

Simple Avatar limits personal connection RQ2 anonymous / impersonal 7
Simple Avatar was perceived as an obstacle RQ2 distracting 4

bulky 4
in their way 10

Theme: Visual and auditory richness impacts perceived realism.

Rich Avatar resembles real person RQ1 focus on the face 9
rich in detail 19
(more) human 19
resembles real person 32
(more) realistic 21
face resembles real person 18

[Rich Avatar ] Human characteristics (recognizable) arms 6
brows 3
blinking 3
hair 9
similar skin color 5
(recognizable) hands / fingers 25
clothes 13
moving mouth when speaking 21
teeth 6

Rich Avatar mimics or creates the illusion of body language RQ2 gestures 14
facial expressions 17

Rich Avatar does not meet expectations regarding realism RQ1 scary 4
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Sub-theme RQ Code n

missing legs 8
reduce level of detail 6
discrepancy between expectations
and visualization 8

discrepancy between avatar and real
person 11

weird 12
generic facial expressions 9
not realistic 14

Simple Avatar reduces access to body language RQ2 unfeeling / indifferent 4
absence of gestures 2
absence of facial expressions 7
reduced / no communication of activ-
ity and position 5

Simple Avatar was not perceived as human RQ2 abstract 24
bright / glowing 1
boring 5
scary 2
consisting of simple shapes 36
marshmallow 12
tic tac 12
lego (ghost) 4
Michelin Man 12
not human 17

[Simple Avatar ] Reduced humanda characteristics missing legs 4
lacking character 2
no face 8
no mouth 6
no hair 2
spheres instead of (real) hands 11
dots as eyes 17
unnatural 6
confusing 5
resembles a human 4

Spatial Audio increases perceived realism RQ1 prefers realistic sound 2
(more) realistic 13

Theme: Spatial audio support orientation and task completion but can impact speech intelligibility.

Spatial Audio facilitates task completion RQ3 (more) pleasant 7
efficient 26
helpful 27

Spatial Audio supports the orientation RQ2 easier to perceive the space and its
content 16

high accuracy 28
person actually present 1
position (of person) recognizable 12
direction (of sound source) recogniz-
able 44

direction (of sound source) recogniz-
able in training 14

Spatial Audio impacts speech intelligibility RQ3 good/better intelligibility 10
low perceived latency 15
faint (sound) 3
not clear (sound) 3
low(er) intelligibility 9

Spatial Audio increases perceived task load RQ3 more demanding / distracting 6
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Sub-theme RQ Code n

identifying direction of sound source
hard during task completion 13

relying on visual indicators 6
Mono Audio can facilitate task completion RQ3 (more) efficient 6

helpful 2
Mono Audio increases the dependency on visual cues RQ3 distracting 7

reduced / no sense of space 5
direction (of sound source) not recog-
nizable during training 6

direction (of sound source) not recog-
nizable 34

sound origin on the right 5
less efficient / more difficult 12
relying on visual indicators 28

Theme: Avatars can support specific tasks, while reduced visual features can lower distractions.

Having an avatar was not essential for task completion RQ3 task needs little interaction 11
irrelevant for task 20

Full (upper) body avatar impacts task completion RQ3 gestures 4
helpful 25
not helpful 8
prefers training avatar (3 spheres) 6
disturbing 8
unclear what exactly is transmitted
to remote person 4

Rich Avatar impacts task completion RQ3 (more) distracting 14
(more) efficient / supporting 11

Simple Avatar is less distracting RQ3 (more) efficient 20
low distraction due to low co-
presence 10

detailed enough 23
communicates activity and position 13
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