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ABSTRACT

Processing shortest path queries is a basic operation in many graph
problems. Both preprocessing-based and batch processing tech-
niques have been proposed to speed up the computation of a single
shortest path by amortizing its costs. However, both of these ap-
proaches suffer from limitations. The former techniques are prohib-
itively expensive in situations where the precomputed information
needs to be updated frequently due to changes in the graph, while
the latter require coordinates and cannot be used on non-spatial
graphs. In this paper, we address both limitations and propose novel
techniques for batch processing shortest paths queries using land-
marks. We show how preprocessing can be avoided entirely by
integrating the computation of landmark distances into query pro-
cessing. Our experimental results demonstrate that our techniques
outperform the state of the art on both spatial and non-spatial
graphs with a maximum speedup of 3.61X in online scenarios.
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1 INTRODUCTION

Shortest path computations are a basic building block of many
graph algorithms used to route traffic in road and transportation
networks, to measure the influence of people in a social network,
or to answer questions in a knowledge graph. In order to find the
shortest path between two nodes in a graph more efficiently, various

This work is licensed under a Creative Commons Attribution International
4.0 License.

SSDBM 2021, July 6-7, 2021, Tampa, FL, USA

© 2021 Copyright held by the owner/author(s).
ACM ISBN 978-1-4503-8413-1/21/07.
https://doi.org/10.1145/3468791.3468844

133

Theodoros Chondrogiannis
University of Konstanz, Germany
theodoros.chondrogiannis@uni.kn

Michael Grossniklaus
University of Konstanz, Germany
michael.grossniklaus@uni.kn

techniques to amortize computation costs have been proposed. One
family of techniques applies preprocessing to the graph in order
to build index structures that can later guide the shortest path
search [30]. Another family of techniques groups shortest path
queries into batches and then processes them together [24, 33].

However, both families of techniques have their shortcomings.
Though the former significantly speed up single-source single-
target shortest path computations, they are unsuited for situations
where the precomputed information needs to be updated frequently
due to changes in the graph. Techniques from the latter assume
that the graph is spatially coherent by relying on coordinates and
are therefore not applicable to non-spatial graphs.

In this paper, we address both of these problems by proposing
two new techniques to compute batch shortest path queries in
both spatial and non-spatial graphs alike. Our first technique uses
landmark embedding, a well-known preprocessing technique, as
an alternative to coordinates for grouping and batch processing
shortest path queries on both spatial and non-spatial graphs. Our
second technique fuses the preprocessing with the query phase by
integrating the computation of the landmark distances into query
processing. Our experimental evaluation on non-spatial graphs
indicates that our techniques clearly outperform Dijkstra-1N and an
“off-the-shelf” approach that combines the state-of-the-art method
for batch shortest path query processing [33, 34] with FastMap [3, 8],
an algorithm to generate distance-preserving node coordinates.
Our results further show that our techniques are comparable to or
outperform the state of the art even on spatial graphs.

In summary, the contributions of this paper are as follows:

e We propose the BALT algorithm for batch shortest path
query processing using landmarks, along with a landmark-
based decomposition method (Section 3).

e We present the OBALT algorithm, an extension of the BALT
algorithm that requires no preprocessing, thus being able to
process queries in online scenarios (Section 4).

e In a comprehensive experimental evaluation, we study our
proposed solutions with regard to the state of the art and
demonstrate a consistent speedup of up to 4.52X in offline
and 3.61X in online scenarios (Section 5).

We begin in the next section by formally defining the batch
shortest path query problem as well as giving a brief overview
of goal-directed shortest path search algorithms and the current
state-of-the-art solution for batch shortest path query processing.
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General related work is discussed in Section 6. Concluding remarks
are given in Section 7.

2 BACKGROUND AND DEFINITIONS

Let G = (N,E) be a directed weighted graph with nodes N and
edges E C NxN. Each edge e = (n,n’) € E is associated with a
direction n — n’, and has an assigned positive weight w, that
captures the cost of the transition from n to n’. A path p(s—t) from
a source node s to a target node ¢ is a connected and cycle-free
sequence of edges ((s,n1), (n1,n2), ..., (nm,t)). The length £(p) of
a path p is equal to the sum of the weights of all of its edges. A
shortest path between two nodes, psp(s—t), is the path that has
the shortest length among all paths from s to t. The length of
Psp(s—t) is also termed the (network) distance between s and ¢, i.e.,

d(s, t) = {(psp(s—t)).

2.1 Problem Definition

In this paper, we study the problem of batch processing of shortest
path queries. In practice, a batch shortest path query is a set of short-
est path queries that are perceived as being issued simultaneously.
Hence, the result of such a query contains the results of all the
shortest path queries the batch consists of. The batch shortest path
query is formally defined as follows:

Definition 2.1 (Batch Shortest Path Query). Let G = (N, E) be a
directed weighted graph. A batch shortest path query takes as input
aset Q = {(s1,t1),-..,(Sm>tm) } of source-target pairs such that
{s1s...sSm} S Nand{t1,....tm} C N,andreturnsasetRQ of
shortest paths between each pair of source-target nodes in Q, i.e.,
Ro = {psp(s1—=t1), ..., psp(Sm—tm) }.

The simplest way to process a batch shortest path query Q is
to answer each shortest path query separately using an existing
algorithm [30]. However, it has been shown in previous work [18,
34] that the result of certain queries in Q can be utilized to speed
up the processing of other queries in Q. This may happen as the
processing of different queries may require traversing the same
part of the graph. Our aim is to process the queries in Q in a way
that reduces the total computation time of Q.

2.2 Goal-Directed Shortest Path Search

All algorithms discussed in this work are based on the A*-search
algorithm [12], which traverses a graph G = (N, E) from a source
node s to a target node ¢t while employing a heuristic to direct the
traversal towards the target. The heuristic h: NxN — R returns an
approximation for the distance d(n, t) from node n € N to the target
node. In order for A* to always find the shortest path, h must be
admissible, i.e., h(t,t) = 0 and Vn € N : h(n, t) < d(s, n). A heuristic
is additionally called consistent if it satisfies the triangle inequality
h(a,1) < W(a,b) + fl(b, t) for all neighboring nodes (a, b) € E. Every
consistent heuristic is also admissible [7]. A* traverses the graph
visiting nodes in increasing order of their tentative distance from the
source plus their estimated distance to the target, i.e., d(s, n)+ fz(n, t).
Assuming a consistent heuristic, each node n € N visited during
the traversal of G is either open if the distance d(s, n) has not yet
been finalized, or closed if the distance d(s, n) has been finalized.
The set of open nodes is also called the search’s frontier.
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ALT [10] is a preprocessing-based method that combines A*-
search with a graph topology-aware heuristic. Given a graph G, dur-
ing the preprocessing phase, an ordered set of k nodes of G is chosen
aslandmarks L = {l1, 1o, . .., [ }. For each of the selected landmarks
I € L, all distances d(n, ) from each landmark [ € L to a node n of
the graph, and all distances d(I, n) from a node n to each landmark
I € L are computed and stored as two vectors associated with each
node. We refer to these two vectors as the forward landmark vector
for node n being oy, = (d(l1,n),d(lz, n), . ..,d(I,n)) and the back-
ward landmark vector being 55 ={d(n,l1),d(n,1p),...,d(n,I)).

Given such a set of landmarks L, we can obtain a lower bound
for the distance between any two nodes s, t € N using the triangle
inequality, i.e.,

d(s,t) > \r{r;a)L( max{d(s,]) —d(t,1),d(l,t) - d(l,s),0}. (1)
€
ALT executes A* using this lower bound as a heuristic.

Naturally, obtaining tighter bounds, i.e., bounds that are close to
the actual distance from s to ¢, is preferable. Hence, the selection
of landmarks L can have a significant impact on the performance
of the ALT algorithm. For instance, if a landmark lies far away
from both s and t with its distance from/to s being almost equal
to its distance from/to t, the value of the lower bound will be very
close to zero. Instead if a landmark lies very close to either s or ¢,
the lower bound will be very close to the distance d(s, t). At the
same time, the set of landmarks L must be small to avoid inflicting
high computational and space overhead for the computation of the
tightest possible lower bound. Towards this end, multiple landmark
selection strategies have been proposed [23].

2.3 Batch Processing with Petal-A”

To enable the shared computation of individual queries for efficient
batch shortest path query processing on road networks, Zhang et
al. [33, 34] have proposed BPQS as a solution, which is based on a
multiple-targets A*-search extension. The proposed approach first
splits the input batch shortest path query into a set of 1-N shortest
path queries (grouping) and then determines the sequence in which
these queries are processed (scheduling) in order to maximize the
shared computations. Since our techniques directly extend and im-
prove upon the work of Zhang et al., in what follows, we summarize
the key ideas of BPQS in order to make this paper self-contained.

2.3.1 The Petal-A* Algorithm. Zhang et al. [33] first introduced
the A*-1N algorithm as an extension of the classic A*-search [12]
to support the processing of single-source multiple-targets shortest
path queries. Given a graph G = (N, E), a source node s and a
set of target nodes T, the A*-1N algorithm first chooses one of
the target nodes as the representative node ¢,, towards which the
heuristic is always computed. The algorithm traverses the graph
from s towards t, in the same fashion as the traditional A*-search.
For any target t’ € T found during the traversal, including ¢,, the
shortest path psp(s—t’) is retrieved. The traversal continues until
the shortest paths to all the targets have been found, potentially
continuing after t, has already been reached.

Because A*-1N enumerates all reachable nodes in non-descen-
ding order of d(s,n) + ﬁ(n, t), its efficiency in retrieving shortest
paths to nodes other than t, strongly depends on their closeness
to psp(s, tr). Consider as an example a 1-N query from s to the
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Figure 1: Search space illustration of answering a 1-N query (with the blue dot as source and the red dots as targets) by either
one A*-1N search (b) or with two separate A*-1N searches (c) using two different representative nodes t, and ¢]. Straight lines
represent shortest-path distances, jagged lines show heuristic estimates towards representative nodes of each search.

target set {t,,t’,t},t"’} with representative node t,. Assuming a
two-dimensional spatial network and a fairly accurate heuristic,
the search space of A*-1N after reaching t, resembles an ellipse
around s and ¢, as shown in Figure 1a. Then, finding target node
t’ only requires a fairly narrow region of the graph to be explored
— the blue ellipse in Figure 1b grows around its foci s and ¢, until
reaching ¢’. However, including ¢ and t/. in the target set leads to
all nodes in the hatched area also being visited, which expands the
search space significantly until both nodes are found.

In order to reduce the search space, a second A*-1N search can
be started from s with representative node ¢, and target set {t"/, ¢/ }.
Figure 1c shows the resulting search space, i.e., the sum of both
ellipses. Furthermore, given two consecutive 1-N searches from
the same source node s, the second query can reuse the closed
set and the open set (i.e., the frontier) of the previous query. The
information about closed nodes, i.e., their distances from the source
s, does not change since the subsequent search has the same source.
However, open nodes have to be reordered taking into account
the estimated distances towards the new representative node ;..
Figure 1c shows the part of the subsequent search space (in blue)
for which the previous search obtained results in its closed set
as a dotted region. The open nodes that must be reordered are
represented by the black dotted ellipse.

Petal-A* [34] takes advantage of the aforementioned observa-
tions to optimize the processing of a set of 1-N queries. In order
to split one 1-N query into multiple more focused 1-N queries,
Petal-A* uses target set decomposition to partition the target set
of the input 1-N query. More specifically, Petal-A* employs the
angle-based decomposition method, which groups together targets
that have a similar angle from the source node. This decomposi-
tion is parameterized by an angle threshold 0 that dictates when
nodes are to be put into the same or a different target set. When
running the individual, more focussed A*-1N searches, Petal-A*
retains the closed and open sets between searches and modifies
them as described above.

2.3.2  Query Grouping and Scheduling. BPQS processes batch short-
est path queries by executing multiple Petal-A* searches. To this
end, the first step of BPQS is the query grouping, where a given
batch shortest path query Q on a graph G = (N, E) is split into
multiple 1-N shortest path queries.
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(a) Query order for Multi-BPQS. (b) Query order for Zigzag-BPQS.

Figure 2: Example batch shortest path query Q answered by
Multi-BPQS and Zigzag-BPQS. Order of queries is indicated
by circles located near the source of each executed query.
Note that Zigzag-BPQS executes one query (2.) on the graph
with edges reversed.

Multi-BPQS first groups the queries in Q by source node into
a partition Qg, where subsets represent 1-N queries. For exam-
ple, given the batch shortest path query Q = {q1(s1,t1), q2(s1, t2),
q3(s2, 13), qa(ss, t3)}, depicted as jagged arrows in Figure 2a, Multi-
BPQS groups Q into Qs = {{qi(s1.t1), qa(s1,%2)}, {ga(s2. t3)},
{qa(s3,13)}}. To mark the resulting 1-N queries, each group is
surrounded by dashed lines and the source node of each 1-N query
is marked by a circle close by. In general, Multi-BPQS can also
alternatively choose to group the queries by target node into a set
Q7. In the example, the resulting partition is Qr = {{q1(s1,t1)},
{q2(s1, t2)}, {q3(s2, 13), qa(s3,t3)}}. Queries in Qg are executed on
G while queries in Qr are executed on the edge-reversed graph
GR. Multi-BPQS schedules Petal-A* searches such that larger 1-N
queries are computed first. A resulting example schedule is depicted
in Figure 2a with the query order shown in blue circles.

In contrast to Multi-BPQS, Zigzag-BPQS considers partitions
Qs and Qr simultaneously by scheduling them interleaved. Larger
1-N queries are again executed earlier. Since a query result ob-
tained from Qg can potentially answer queries in Qr and vice versa,
Zigzag-BPQS prunes the respective other query set after each Petal-
A*. Figure 2b depicts a reduced query set since Zigzag-BPQS can
prune queries that were already answered in the reverse direction.
For example, the 1-N query {g3(sz, t3)} from Qs will be pruned by
answering the query marked by 9 in an earlier Petal-A* search.

Finally, Zigzag Cluster groups queries like Zigzag-BPQS. In the
scheduling phase though, by executing A*-1N searches from differ-
ent directions interleaved and answering large 1-N queries first,
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Zigzag Cluster enables the pruning of smaller queries from the
reverse query set. Since the authors report worse performance and
higher memory usage than Multi-BPQS and Zigzag-BPQS [34], we
omit this variant from our evaluation.

3 LANDMARK-BASED BATCH PROCESSING

In this section, we propose Batch-ALT (BALT), a landmark-based
technique to compute batch shortest path queries in spatial and
non-spatial graphs. Our technique is based on the preprocessing
and query phases of the ALT algorithm [10]. Even though ALT was
originally developed for road networks, it is effective in non-road
networks [23] as well, while having relatively low preprocessing
overhead [1]. Since ALT does not use node coordinates in its heuris-
tic function but uses the computed landmark embedding based on
distances in the graph, our BALT technique does not require node
coordinates as well, making it applicable in graphs where nodes
are not associated with coordinates.

3.1 Shared Computation with Petal-ALT

In its preprocessing phase, BALT selects from a graph G(N, E) a set
of nodes L € N as landmarks and precomputes distances to and
from landmarks from and to all nodes in the graph similar to the
ALT algorithm (Section 2.2). This preprocessing phase associates
each node n € N with two vectors, one defined by distances to each
landmark J(n, -)r and one defined by distances from each landmark
07( -,n)L, both of which are of size |L|. Thus, the information for
the heuristic function used in BALT takes up space linear in the
number of nodes in the graph: O(|N| - |L|), where |L| < |N| usually.

While any of the proposed landmark selection techniques [10,
11, 23] can be used, one should consider the trade-off between
preprocessing time and benefit through more accurate distance
estimation. Based on existing work that measures the efficacy of
landmark selection techniques [11, 13], we employ the farthest
technique [10] which aims at heuristically maximizing the pairwise
distances between selected landmarks.

In the query phase, BALT retains the input query grouping and
query scheduling techniques—namely Multi or Zigzag—of BPQS.
However, to process 1-N queries, BALT uses Petal-ALT, a version
of Petal-A* that uses the landmark embedding to direct the search
in the underlying A*-1N algorithm, which we therefore refer to
as ALT-1N. To decompose 1-N queries into smaller subqueries,
Petal-ALT uses a landmark-based target set decomposition method,
which we describe in Section 3.2.

Algorithm 1 illustrates the pseudocode of Petal-ALT. The algo-
rithm takes as input a graph G, a heuristic function hr,a target
set decomposition threshold 6, and a 1-N query set Qs. It obtains
the source s and target set Ts from Qg and starts with an initially
empty query result R in Line 2-4. Then, in Line 5, Petal-ALT
initializes a search from s, setting up the open and closed sets for
the search. In the following line, the landmark-based decomposi-
tion method partitions the target set Ts into multiple smaller target
sets {Co, . . ., Ci} based on the landmarks L and the decomposition
threshold 6. Petal-ALT processes these target sets in Line 7-16
sequentially as follows. First, the heuristically farthest away node
among the targets is chosen in Line 7 as the representative node ¢,.
Previously found targets are removed from the current target set
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Algorithm 1: PETAL-ALT.

Input: Weighted directed graph G = (N, E), heuristic hr,
landmarks L, angle threshold 6, 1-N query set Qs
Data: T targets of query set to be found, T¢ targets of
query set to be found in each petal
Result: Query results R,
PetalALT(G, L, 0, Qs) begin

[

2 s « source(Qs)
3 Ts « targets(Qs)
4 Ro, < 0
// initialize a new Petal-ALT search from s

5 Search « initFromSource(s)
6 foreach C € decompose(L, 0, s, Ts) do
7 t; « argmax, .y hr(s,t)

// remove targets found earlier
8 Tc < CNT;
9 if Tc # 0 then

// compute an ALT-1N petal from s to ¢,
foreach psy(s,r) € Search.towards(t,) do
if r € Ts then // found a new target

Ts — Ts \{r}

Ro, < Rp, U {psp(s, r)}

Tc <« Tc\{r}

if Tc = 0 then // found all targets

L break

10

11

12
13
14
15
16

17 return RQS

Tc in Line 8. If there remain targets to be found in T¢, Petal-ALT
proceeds with an ALT-1N search towards ¢, in Line 10-16. To di-
rect the search towards the new t,, the open set of the search is
reordered taking into account the estimated distances towards t,.
When a target r is found during the search, it is removed from T
and Tc and the path ps; (s, r) is added to the results. When T is
empty, the current ALT-1N search stops and Petal-ALT proceeds
with the next target set remaining.

3.2 Landmark-Based Target Set Decomposition

The existing decomposition methods proposed by Zhang et al.,
which were proposed for road networks, cannot be used without
the availability of node coordinates. In contrast, in order to be
applicable in non-spatial networks, Petal-ALT is by design oblivious
to node coordinates. Hence, to enable the shared computation of
multiple 1-N queries with Petal-ALT, we propose the landmark-
based target set decomposition which utilizes the distance vectors
of a landmark embedding. Our decomposition method is based on
the cosine similarity measure of two vectors, e.g., landmark vectors
of query targets. Intuitively, this measure expresses the relation of
one vector with another vector in terms of direction, ranging from
“same direction” (a value of 1) to “opposite direction” (a value of
—1). This measure captures information necessary to obtain target-
focused searches, thus minimizing the combined search space of
Petal-ALT.
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In order to express this measure with respect to the source node
of s the input query, our decomposition method calculates a cen-
tered cosine similarity by centering the landmark vector values of
target nodes on s, and then calculating the cosine similarity on the
resulting vectors. By taking the arc cosine of this similarity measure
one can obtain a value as an angle, which might be more natural as
a threshold parameter. With the forward landmark vector 0y, for
node n, we compute the centered cosine similarity between two
nodes a and b in relation to node s as:

(511 — 55) . (517 ~ 53)

1Ba = sl 155 — sl

simj (a,b) :=

Based on this centered cosine similarity measure, our decomposi-
tion method partitions the input target set as follows. Iteratively,
it selects an arbitrary unlabeled node n € Tg. It assigns the label
of n to all other unlabeled target nodes that have a cosine similar-
ity centered on s which is over a specified similarity threshold 6.
When no unlabeled nodes remain, the decomposition is finished
and returns a partition where nodes having the same label are in
the same subset.

3.3 Proof of Correctness

Since BALT transforms a batch shortest path query into a set of
1-N queries, its correctness depends solely on the correctness of
ALT-1N, which in turn differs from A*-1N in the heuristic that
is used to guide the search. Zhang et al. present A*-1N (and by
extension Petal-A* and BPQS) as a technique on road networks.
Their correctness proof implicitly relies on the triangle inequality
holding for the heuristic used by A* [33, Lemma 1]. This is the case
for both the euclidean and geodesic distance in spatial networks,
but is not a requirement for heuristics in A*-search in general.

In order to prove the correctness of ALT-1N, we show that the A*-
1N technique is correct with any heuristic as long as it is consistent,
and that the landmark-based heuristic used by ALT-1N is in fact
consistent.

LEmMA 3.1. Given a graph G = (N,E), nodes s,t € N and a
consistent heuristic h, an A*-search from s towards t

(a) closes all nodes n € N reachable from s in non-descending
order off(n) =d(s,n) + ﬁ(n, t), and

(b) has found the shortest path psp(s,n) to any noden € N as
soon as n is added to the closed set.

ProoF. Part (a) and (b) are proven as Lemma 3 and Lemma 2
respectively in the paper by Hart et al. originally introducing the
A* algorithm [12]. O

CoRrOLLARY 3.1.1. Given a graph G = (N, E), a start nodes € N, a
set of target nodes T C N and a consistent heuristich : Nx N — R,
A*-IN correctly computes the shortest paths { psp(s,t) |t € T }, since
all reachable target nodest € T are found and their respective shortest
path psp(s, t) is returned.

LemMa 3.2. Landmark-based lower bounds hy, for shortest-path
distances on a graph G = (N, E) are a consistent heuristic, i.e., for
everyL C N, (a,b) € E and everyt € N, ﬁL obeys (1) sz(t, t)=0
and (2) the triangle inequality hp(b,t) > hr(a,t) - W(a, b)-
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Proor. Using the lower bounds of Equation 1, the heuristic
function for ALT is:

hr(u,v) = 1}1aLxmaX{ d(l,v)-d(l,u),du,l)—d(v,1),0} (2)

We prove the two properties required for consistency (and therefore
also admissibility) separately.

(1) sz(t, )= I}mE( max{d(l,t) —d(l,t),d(t,]) - d(t,]),0} =0

=0 =0

(2) Given an edge (a,b) € E, the two “max” operations make it
so that in order for the triangle inequality to hold, at least
one landmark must produce a an estimation for d(b, t) that is
greater than or equal to Ay (a, ) — W(q,b)- This is in fact true
for any landmark node I* € L that produces the maximum
estimation for d(a, t).
We now distinguish which component of the set in Equa-
tion 2 produced flL (a, t), i.e., which of the three elements of
the set { d(I*,t) — d(I*,t),d(t,1") — d(¢,17),0 } is largest. We
mark the steps in which we apply the triangle inequality on

shortest-path distances with a “A”.
(a) If hg(a,t) = 0 we have:

hi(b,t) = max max{d(l,t) — d(I,b),d(b, 1) — d(t,1),0} > 0
€
= hr(a,t) > hi(a,t) - wgp)

——
>0

(b) If hy(a, t) = d(I*, 1) — d(I*, @) we have:
hr(b,t) = max max{d(l,t) — d(l,b),d(b, 1) — d(t,1),0 }
€
> d(I*,t) — d(I*, b)
S d(*, 1) - (@7, @) + wiap)
= (", t) = d(I", a)) = w(q,p)
= hp(a.t) = Wb
(¢) Ifhr(a,t) = d(a,I*) — d(t, I*) we have:
ﬁL(b, t) = rlna£< max{d(l,t) —d(l,b),d(b,]) - d(t,1),0}
d(b,I") — d(t,1")
(d(a,1I") = wig,p)) —d(t,1")
= (d(a,I") = d(t,1)) = w(q,p)

= hr(a,t) = Wb

V> WV

[m]

THEOREM 3.3. Given a graph G = (N, E), a start node s € N, a set
of target nodes T C N and a set of landmark nodes L C N, ALT-IN
using the landmark heuristic hy, correctly computes the shortest paths

{psp(s;t)[t €T}

PRroOF. The theorem follows from Corollary 3.1.1 and Lemma 3.2.
m]
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4 ONLINE-BATCH-ALT

Like any other preprocessing-based algorithm, BALT is not well-
suited for scenarios in which the graph structure or edge weights
change frequently. Such scenarios can arise naturally in both spatial
and non-spatial graphs. For example, in a spatial graph representing
a road network, road construction and traffic congestion lead to
changes in the structure and edge weights of the graph, respectively.
In non-spatial graphs, e.g., a large-scale social network, user activity
may lead to relationships between participants being added or
removed, which changes the structure of the underlying graph.
In such a scenario, any precomputed landmark distances may be
outdated by the time a new batch query is issued and could lead to
the resulting heuristic not being admissible anymore. To ensure the
correctness of the computation, the distances from/to the landmarks
therefore have to be recomputed from scratch prior to answering
the query.

One way to profit from the additional work needed for landmark
computation is to choose some nodes of the batch query as land-
mark nodes. All 1-N queries starting from landmarks can then
be answered through the corresponding landmark computation.
Moreover, this choice of landmarks benefits other 1-N queries that
start or end nearby. This means that areas of the graph where many
queries start or end have a high probability of receiving a landmark.
As earlier work demonstrated [10, 13], estimations from or to such
areas are very accurate. However, placing additional landmarks
in the vicinity of already existing ones imposes additional compu-
tational and space overhead without improving the estimations
considerably. As such, it is desirable to choose a set of landmarks
that are far away from each other.

Following from the aforementioned observations, we propose
Online-BALT (OBALT) to answer batch shortest path queries ef-
ficiently without any need for preprocessing. OBALT fuses the
preprocessing phase of BALT with the query phase, i.e., selects k
of the query nodes as landmarks while maximizing their pairwise
distances. We present the pseudocode of OBALT in Algorithm 2.
OBALT takes as input a graph G, a user-defined parameter k for
the number of landmarks to be computed, and the batch shortest
path query Q. The algorithm starts by grouping the batch into a
query set Qg, where subsets share the same source and represent
1-N queries. In its first stage, in Line 3 — 15, OBALT uses the first
k 1-N queries in Qg to compute landmark vectors from, using
their source nodes as landmarks. A mapping dpj, from all query
sources to minimum distances to and from the current landmarks
is maintained throughout the procedure and initialized in Line 3.

Starting from Line 4, the algorithm iteratively selects k 1-N
queries to compute landmarks with. The first 1-N query is chosen
as the one with the largest target set size (Line 7). Each subsequent
query is chosen such that the distance of its source to the existing
landmarks is maximized (Line 9) according to the distances in dpjp.
The source [ of the chosen query Qj is the next landmark and is
added to the current set of landmarks L in Line 11. In order to
obtain two landmark distance vectors for each node in the graph
based on the landmark I, the algorithm computes the landmark
embedding for I according to ALT in Line 12, i.e.,, by running one
Dijkstra-1-to-All in G and one Dijkstra-1-to-All in GR. Note that
only through the search in G we can obtain the result Rg, for
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Algorithm 2: ONLINE-Batch-ALT.
Input: Weighted directed graph G = (N, E), number of
landmarks k, batch query set Q, angle threshold
Data: map of minimum distances dpj : N — R X R
between query sources and current landmark set L,
landmark heuristic A L
Result: Query results Rp
1 OBALT(G, k, Q) begin
2 Qs « groupBySource(Q)
3 foreach Qs € Qg do dpyiy[source(Qs)] « (o0, 00)
4 L0
5 while |L| < k do

6 if L = () then

7 ‘ Q; ¢ argmax,cq, |targets(q)|

8 else

9 L Q; « chooseByFarthestSource(Qs, dmin)

Qs — Qs \ {0}

I « source(Q;)

// compute landmark I with Dijkstra-1-to-All
(vecy, Rp,) < computelandmark(G, Qy)

Rp <« Rp URp,

L—LU{lm vec}

updateMinDists(dmyin, flL,l)

10

11

12

13

14

15

foreach Qs € Qg with |targets(Qs)| non-ascending do
| Ro < Rg UPetalALT(G, L, 0, Qs)

| return Ro

16
17

18

the 1-N query Q;. As such, the search in G® could be omitted to
improve the run time of the current stage, since it does not directly
answer any queries of Q;. However, we show in Section 5.2.2 that
computing the landmark distances bi-directionally improves the
overall performance of OBALT. After the landmark embedding is
computed, the query result Rp, and landmark distance vectors vec;
are saved (Line 13 — 14). In Line 15, the distance mapping dpiy, is
updated to account for the newly added landmark [.

After the desired number of landmarks is computed on the first k
1-N queries, the method proceeds to the second stage in Line 16—18.
In this stage, OBALT answers the remaining queries using Petal-
ALT using the landmark heuristic from the previous stage. Queries
are scheduled according to query size again (Line 16). Finally, in
Line 18 the result set Ry is returned from the algorithm.

5 EXPERIMENTAL EVALUATION

In this section, we present the results of our experimental evalua-
tion. We examine the efficiency of our proposed solutions presented
in Sections 3 and 4 with respect to batch processing time. First, we
compare our solutions to BPQS, the state-of-the-art for batch pro-
cessing in road networks, and a baseline solution based on Dijkstra’s
algorithm. Second, we evaluate the performance of our offline and
online approaches in a diverse set of non-spatial graphs in compar-
ison to an “off-the-shelf” approach and the baseline solution.
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Table 1: OSM road networks were obtained from OpenStreetMap [21], DIMACS9 road networks were obtained from DI-
MACS [4], and non-road networks were obtained from SNAP [17].

Name Direction Edge Weights Network Type IN| |E| Density Est. Diameter
NYC OSM Directed Distance Road 67,106 158,664 3.52-107° 66 - 10
Porto OSM Directed Distance Road 84,587 192,980 2.70-107° 119 - 103
DIMACS9 BAY Undirected Distance Road 321,270 397,415 7.70-107° 355 - 103
DIMACS9 COL  Undirected Distance Road 435,666 521,200 5.49-107° 935 - 103
DIMACS9 FLA  Undirected Distance Road 1,070,376 1,343,951 2.35-107° 1.2-10°
p2p-Gnutella31 Directed Unweighted Peer-to-peer 14,149 50,916 2.54-107% 23
cit-HepPh Directed Unweighted Citation 12,711 139,965 8.66- 1074 38
ca-AstroPh Undirected Unweighted Co-Author 17,903 196,972 1.23-1073 14
com-DBLP Undirected Unweighted Co-Author 317,080 1,049,866 2.09-107° 23
wiki-Talk Directed Unweighted Communication 111,881 1,477,893 1.18-107* 7
web-Google Directed Unweighted Hyperlinks 434,818 3,419,124 1.81-107° 33

Table 2: Real-world taxi trip data obtained from Kaggle.com.

Network Trips Date Range

NYC [14] 82540 June 1%'—June 30t 2016
Porto [6] 142490 June 15'—June 30t 2014
o - NYC Taxi Trips PORTO Taxi Trips
Hor
y 06 = —_1

— 6
— 1

I - I I I
8000 o0 2000 4000 6000
Batch Size (#Queries)

i
4000 6000
Batch Size (#Queries)

'
0 2000 8000

Figure 3: Cumulative distributions of real world batch sizes
for 1-24 hourly tumbling windows generated from the
datasets shown in Table 2.

We conducted our tests on a server-grade machine with two
AMD EPYC 7351 16-Core processors, 512GiB 2666Mhz DDR4 mem-
ory, Intel 660P NVMe SSD, running GNU/Linux 5.4.0-66, and Open-
JDK 15. All methods were implemented single-threaded and in-
memory using JGraphT 1.5 [20].

5.1 Networks & Query Workloads

Table 1 gives an overview of the networks used in the evaluation.
We divide the networks into two categories: road and non-road
networks. The non-road networks come in a variety of network
types, e.g., peer-to-peer or citation network. In the experiments,
we assign unit weight to edges of unweighted networks and treat
undirected edges as directed ones in both directions. We additionally
reduce all networks to their largest strongly connected component
in order to get results for all generated (source, target)-pairs. The
reported diameters and numbers of nodes and edges are those of
the reduced networks.
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5.1.1 Real-World Query Datasets. The real-world query datasets
consist of recorded, geographically located taxi trips in New York
City, USA and Porto, Portugal. In order to obtain batches of varying
sizes comprised of real-world queries for the experiments, we em-
ploy tumbling windows of time intervals of 1, 3, 6, 12, and 24 hours,
giving us a wider range of batch sizes to evaluate with. Figure 3
shows the resulting cumulative distributions for batch sizes in the
query sets of NYC and Porto, verifying that the obtained batches
cover a wide range of sizes. Note that a production environment
would likely receive large batch sizes even in very small windows.

5.1.2  Synthetic Query Workloads. The performance of all tech-
niques based on Petal-A* is influenced by the number of distinct
source and target nodes in the workload and therefore the number
of 1-N queries to answer. Additionally, they benefit from query
workloads in which target sets per source are decomposable into
a low number of highly coherent 1-N subqueries that can be an-
swered efficiently by A*-1N.

In order to vary these aspects of spatial cohesion, we generate
synthetic workloads as follows. We first partition the graph into
a fixed number of clusters using the METIS graph partitioning li-
brary [15], and we set one node ¢ € N in each cluster to be the
cluster center. Then, we randomly pick k nodes within a config-
urable distance d around each cluster center into candidate sets
CS.. To generate a workload of size n, we generate each query
(sisti),i € {1,...,n} by picking source node s; and target node
t; randomly from different candidate sets. Distance d controls the
spatial coherence of each candidate set, while candidate set size
k = |CS| influences the probability that a single node occurs multi-
ple times in the workload.

5.2 Batch Processing in Road Networks

We start our experimental evaluation on road networks by com-
paring our proposed solutions to the state-of-the-art BPQS method.
BPQS works on the geodesic distance computed on the node coordi-
nates. We also include a baseline method that is based on answering
each 1-N query resulting from the input with Dijkstra-1N.

5.2.1 Run Time Comparison With BPQS. Figure 4 and Table 3 show
the comparison of our proposed BALT and OBALT techniques
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Figure 4: Mean batch execution time on real-world work-
loads.

with Multi-BPQS, denoted by BPQS-GM, Zigzag-BPQS, denoted
by BPQS-GZ, and the baseline approach. Both of our techniques
use four landmarks and a bi-directional landmark embedding. For
BALT we employ the “farthest” selection technique and “Multi”
scheduling. We present the mean batch execution time for queries
derived from the taxi trip datasets over various batch sizes. For
BALT, we additionally include the preprocessing time that one
would have to invest before answering the first batch query.

We observe that both BPQS variants and our proposed approaches
offer a considerable speedup over the baseline (cf. Table 3). On the
smaller network of NYC, both our approaches outperform BPQS
when batches become larger. In the cold start case, when BALT
has to preprocess the graph, OBALT benefits from being able to
answer the first queries already while building its index. Evidently,
when precomputed information is available, BALT outperforms
OBALT and BPQS, especially on larger batches. When executed on
very small batches and with no precomputed information available,
BALT and OBALT do not outperform BPQS. Hence, the preprocess-
ing overhead of landmark embedding does not pay off for small
batch sizes compared to BPQS.

On the larger network of the county of Porto, OBALT is slightly
slower than BPQS on small batch sizes, while it is on par with BPQS
on the larger batch sizes. This difference from NYC where OBALT
outperforms BPQS for large batches, can be explained by the geo-
graphic distribution of taxi trips in the two datasets. By examining
the geographic locations of trip data in the Porto network, we see
that nearly all trips occur in a very small region of the network, the
city of Porto. In such cases where queries are concentrated only
on a small part of the input network, our methods incur a lot of
overhead by considering parts of the network that are almost never
included in the search space.

5.2.2  Impact of Bi-Directional Landmarks for OBALT. In order to
demonstrate that the inclusion of calculated distances from nodes
to landmarks can have a positive impact on the query performance
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Table 3: Speedup (with and without preprocessing time) in
relation to baseline over different batch sizes.

Data |Q] BALT OBALT BPQS BPQS
IL| =4 k=4 GM GZ
w/o w/
NYC  (0,500] 6.86xX 0.77X 1.55X  4.53X  4.42X%

(500, 1500] 6.78x  1.68X 3.02x  4.30x  4.25X
(1500,2500] 6.47x  2.61X 4.18X  4.27x  4.19X
(2500,4500] 6.32x  3.50X 5.16X  4.19x  4.25X
(4500,9000] 6.42x  4.40X 5.58x  4.10x  4.31X

Porto  (0,500] 5.76x  0.50x 1.00x  4.77x  5.90%
(500, 1500] 5.37x  1.28X 2.60x  4.40x  5.46X
(1500,2500] 5.11x  2.12X 4.08xX  4.08x  5.33X
(2500,4500] 4.83x  2.58X% 4.71x  3.92xX  5.35X
(4500,9000] 4.64x  2.81X 4.96x 3.91x 5.11X

NYC Taxi on OSM Network

Mean Batch
Execution Time (s)
w
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1
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Figure 5: Impact of bi-directional landmarks (+) for mean
batch execution time of OBALT.

of OBALT, we show the mean batch execution time on the taxi trip
workload in Figure 5. Here, we compare OBALT with and without
these bi-directional landmarks while varying the number of land-
marks used. Larger batch sizes clearly benefit from the additional
distance vectors for up to 4 landmarks. If more landmarks are in-
volved, computing landmark distances from a search that does not
also answer queries from the batch, i.e., in the reverse graph, seems
to be detrimental to performance. For very small batches consist-
ing of up to 500 query pairs, calculating bi-directional landmark
distances does not have a benefit over the uni-directional variant
when many landmarks are involved. The performance difference
between the two variants using 2-3 landmarks is negligible, since



Online Landmark-Based Batch Processing of Shortest Path Queries

Preprocessing

Query
NYC Taxi on OSM Network

5 =

4 -

Mean Batch
Execution Time (s)

I I SR R R N N R N SN P N
é“ébégégée\i\\\/}\é\é\ b/\Q /\Q S bé\\/&\é\ \
F X T F T T Q,v

AR S P g
FFFFFF IS P

Figure 6: Influence of increasing the number of landmarks
for BALT and OBALT using bi-directional landmarks. Batch
size is (2500, 4500].

the bi-directional variant only has to run two additional Dijkstra-1-
to-All searches. The time invested in computing many landmarks in
the first stage of OBALT seems to be better invested in answering
the remaining parts of the batch query. In conclusion, for a small
number of landmarks the bi-directional variant is preferable to the
uni-directional variant to achieve higher query performance.

5.23 BALT vs. OBALT. Having established the benefits of OBALT
with bi-directional landmarks over the uni-directional variant, we
now compare it with the offline BALT algorithm. Figure 6 shows
the batch query execution time when using various numbers of
landmarks on batch queries of 2500-4500 query pairs. The prepro-
cessing time of BALT is depicted as hatched areas. The results show
that BALT has an advantage over OBALT when the preprocess-
ing can be done ahead of time and does not factor into the cost
of the query execution. As such, BALT is consistently faster than
the fastest instance of OBALT when this preprocessing time is ex-
cluded. In an online scenario though, i.e., when the structure of the
graph or edge weights change prior to a batch query, BALT first has
to compute landmark distances from scratch and only then it can
answer the batch query. In contrast, OBALT can immediately start
computing the batch query, thus offering a faster solution in such a
scenario. Furthermore, BALT including preprocessing costs as well
as OBALT cannot benefit from more than four landmarks, because
the landmark computation cost dominates the benefits gained from
a more precise heuristic. Even excluding the preprocessing time in
BALT, performance degrades gradually for more than 10 landmarks,
since the heuristic function itself, which is called for each node
visited during the search, becomes more expensive to compute.

5.2.4 Synthetic Workload. In order to compare the scalability of
our proposed solutions with respect to larger road networks, we
use a synthetically generated query set as described in Section 5.1.2
on the three road networks from DIMACS [4] presented in Table 1.

Table 4 shows the comparison of BALT and OBALT on 8 land-
marks each with Multi-BPQS and the simple Dijkstra-1N technique
as a baseline. Over all three networks, the relative order regarding
query performance of the tested algorithms stays the same. Both
BALT and OBALT are able to complete batch queries nearly twice
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Table 4: Mean batch execution time and speedup
(with and without preprocessing time) in relation
to baseline on synthetic workload in road networks
(IQ] € (1500,2000], |CS| = 10,d = 20000).

Method Time/Speedup | BAY | COL | FLA
BALT-08 Preproc. 8.32s | 14.57s | 38.90s
Query 32.26s | 43.69s | 177.16s
Speedup w/ 4.02x | 4.27x 3.59%
Speedup w/o 5.06% 5.70x | 4.37X
OBALT-08 Query 40.23s | 58.57s | 196.69s
Speedup 4.06X | 4.25X% 3.94%
BPQS-GM Query 74.06s | 112.92s | 347.48s
Speedup 2.20% 2.20% 2.23%

Dijkstra-IN  Query ‘163.243 248.94s | 774.83s

as fast as BPQS when no preprocessing information is available.
When BALT can use an existing landmark embedding, it is 2-2.6x
faster than BPQS. Compared to the baseline, our techniques achieve
a speedup of approximately 4x with no preprocessing beforehand
or up to 5X when BALT can use an existing landmark embedding.
In the largest network, OBALT achieves a higher speedup than
BALT when no preprocessing is available.

5.3 Batch Processing in Non-Road Networks

Zhang et al. propose BPQS for batch shortest path query processing
on road networks. As such, BPQS employs the geodesic distance
between two nodes computed using their coordinates as a heuristic
for Petal-A*. In non-road networks, however, such coordinates
typically do not exist. For example, most of the networks provided
by the Stanford Large Network Dataset Collection [17] do not carry
node coordinates. Therefore, in contrast to our solutions, BPQS
cannot be used directly for batch shortest path query processing
on networks without coordinates.

In this section, we first demonstrate that an “off-the-shelf” ap-
proach combining the state-of-the-art BPQS with a distance-pre-
serving method that generates node coordinates does not lead to
significant improvements over the Dijkstra-1N baseline technique.
Afterwards, we show that our proposed solutions, based on land-
mark embedding, outperform this “off-the-shelf” approach, achiev-
ing a considerable speedup compared to the baseline.

5.3.1 Generated Coordinates with FastMap. An “off-the-shelf” so-
lution to make BPQS applicable to such networks is to generate
coordinates for each node in a preprocessing phase. To do so, we
use FastMap [3, 8] which allows us to generate coordinates and
obtain a consistent heuristic using the Manhattan distance. Since
the resulting heuristic is consistent, this method is suitable to gen-
erate coordinates for A*-1N and thus applicable in BPQS. Then,
both the heuristic, i.e., the Manhattan distance, and the angle-based
decomposition are computed using these generated coordinates. In
the experiments we denote BPQS using the heuristic and decompo-
sition on d FastMap dimensions as “BPQS-F-d”.
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Figure 7: Mean batch execution time using BPQS on FastMap
coordinates. We selected the networks as representatives,
since the remaining networks showed similar effects.

Figure 7 shows the two representative cases of results we ob-
tained from testing with the non-road networks in Table 1. In one
case (Figure 7a), BPQS-F is providing only a marginal benefit com-
pared to the Dijkstra-1N baseline, even if one excludes the expensive
preprocessing time. In the other case (Figure 7b), BPQS-F improves
upon the baseline technique only by up to a third, if preprocess-
ing cost is excluded. For the shown networks, more than eight
FastMap dimensions do not improve performance and only add to
the preprocessing cost.

5.3.2  Impact of Number of Landmarks and Batch Size. Since the
previous section demonstrates that the “off-the-shelf” solution does
not improve over the baseline technique considerably, we now
investigate the benefits of our proposed techniques on the non-road
networks with respect to whether or not preprocessed information
can be re-used.

Based on Figure 8, we can conclude that the baseline is only
competitive with our proposed solutions when answering large
batch sizes using fewer than three landmarks. In a static scenario,
where BALT can re-use an existing landmark embedding, it always
dominates OBALT’s performance. However, if preprocessing costs
have to be taken into consideration, i.e., when changes to the graph
invalidate the preprocessed information or after a cold start, OBALT
is always faster than BALT, especially when a high number of
landmarks is used.
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5.3.3 BALTand OBALT on Various Types of Graphs. Figure 9 shows
the configurations for BALT, OBALT, and the off-the-shelf-solution
BPQS-F with the shortest overall run times for each of the non-
spatial graphs. As can be seen, BPQS-F cannot speed up the com-
putation compared to the baseline in five of the graphs. In the
remaining graph, its advantage is fairly unsubstantial. Between
BALT and OBALT no clear winner emerges. In the citation and
peer-to-peer graph OBALT performs best overall. In the smaller co-
authorship graph, and the communication and hyperlink graphs,
BALT is faster than OBALT if preprocessing costs are ignored,
slower otherwise. In the larger co-authorship graph, BALT beats
OBALT even if preprocessing costs are considered. Table 5 shows
that OBALT provides a speedup of 1.12-3.61X depending on the
type of the graph.

6 RELATED WORK

The efficient computation of shortest path queries is a problem
that has attracted significant attention from both the academic
community and the industry. Classical solutions like Dijkstra’s
algorithm [5] and A*-search [22] fail to meet the increasing de-
mand for fast shortest path query processing. To achieve scalability,
various preprocessing-based methods have been proposed [2, 30],
including methods that employ landmark embedding [10, 13, 23].
Naturally, all such methods can process batch shortest path queries,
by processing all queries sequentially. To the best of our knowl-
edge though, the only preprocessing-based method that supports
query processing in batches is BBQ [32]. Moreover, variants of some
methods for shortest path query processing have been developed
to process distance joins [9, 16, 26, 28]. However, apart from not
supporting the online computation of batch shortest path queries,
the aforementioned preprocessing-based methods are limited to
computing the distance between source—target pairs and do not
retrieve the actual path.

The work most related to ours is BPQS [33, 34], the method
proposed by Zhang et al. that we describe in Section 2.3. To the best
of our knowledge, this is the only method that tackles the exact
computation of batch shortest path queries. However, the approxi-
mate computation of batch shortest path queries has also attracted
significant attention. Such methods focus on road networks where
they take advantage of the spatial coherence of such networks, i.e.,
the fact that many shortest paths between different nodes share
common parts [25, 27, 29, 31]. Mahmud et al. [19] proposed GBPQ,
an approximate method that uses clustering to split the input batch
shortest path query into groups of queries where sources and tar-
gets are located close-by. For each group, a source and a target
region that contain all source and all target nodes of the input
query respectively are defined. Every query in the input batch is
then processed by concatenating the shortest paths connecting the
source and target nodes to border nodes of the respective regions,
and a shortest path connecting the two regions. Reza et al. [24]
extend the work of Mahmud et al. with a faster but less accurate
method for computing queries in the same group simultaneously.
Li et al. [18] propose an alternative to the GBPQ technique in which
the batch shortest path query is split into groups of queries with
sources and targets in the same regions in such a way that the error
of the resulting approximation can be bounded.
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Figure 9: Comparison of OBALT, offline BALT and BPQS on FastMap coordinates with Dijkstra-1N over various datasets. The
numerical suffix indicates the number of landmarks or FastMap dimensions. OBALT with bi-directional landmarks is marked
with a “+” (|Q| € (1500, 2000], |CS| = 10,d = 5).

Table 5: Speedup and mean batch execution time results for synthetic workload on all non-road networks
(19| € (1500,2000], |CS| = 10,d = 5).

Network Method Time (seconds) | Speedup Network Method Time (seconds) | Speedup
Preproc. ‘ Query | w/ ‘ w/0 Preproc. ‘ Query | w/ ‘ w/o

p2p-Gnutella31 | BALT-12 0.65 1.58 | 1.30 | 1.84 com-DBLP BALT-16 33.99 68.18 | 3.01 | 4.51
+OBALT-16 - 1.46 | 1.99 - OBALT-16 — | 135.40 | 2.27 -

BPQS-F-03 1.50 2.50 | 0.72 | 1.16 BPQS-F-03 55.13 | 261.19 | 0.97 | 1.18

DijkstralN - 2.90 | 1.00 - DijkstralN — | 307.56 | 1.00 —

cit-HepPh BALT-03 0.53 2.87 | 0.90 | 1.06 wiki-Talk BALT-08 1216 | 97.73 | 1.74 | 1.96
+OBALT-03 - 2.72 | 1.12 - +OBALT-08 — | 107.76 | 1.78 —

BPQS-F-03 3.81 2.83 | 0.46 | 1.08 BPQS-F-03 62.61 | 173.33 | 0.81 | 1.11

DijkstralN — 3.05 | 1.00 — DijkstralN — | 191.73 | 1.00 —

ca-AstroPh BALT-16 291 8.90 | 3.40 | 4.52 web-Google | BALT-08 40.59 86.03 | 2.83 | 4.17
OBALT-16 - 11.14 | 3.61 - +OBALT-08 — | 118.60 | 3.02 —

BPQS-F-08 11.48 | 25.65 | 1.08 | 1.57 BPQS-F-02 103.09 | 344.29 | 0.80 | 1.04

DijkstralN — | 40.22 | 1.00 - DijkstralN — | 358.55 | 1.00 —
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7 CONCLUSIONS AND FUTURE WORK

In this paper, we have presented two landmark-based techniques to
efficiently answer batch shortest path queries. First, we presented
the BALT algorithm, a preprocessing-based method that uses land-
marks to direct its search, resulting in its applicability in spatial
and non-spatial graphs alike. BALT uses a novel landmark-based
decomposition method that aims to maximize shared computations
during the search. Our final contribution is the OBALT algorithm,
which is an extension of BALT and requires no preprocessing, thus
being applicable in situations where preprocessed information is
invalidated due to changes in the graph. Our experiments demon-
strate that while OBALT is competitive with the state of the art
approach on road networks, it beats the baseline technique for
non-spatial graphs by up to 3.61X even when no preprocessed
information is available. Furthermore, we have shown that both
BALT and OBALT beat an “off-the-shelf” solution to make the
state-of-the-art approach applicable in non-spatial networks by a
wide margin.

In the future, we want to investigate how the type and structure
of the graph influences the performance of our proposed solutions.
Furthermore, we plan to investigate the concurrent and distributed
computation of batch shortest path queries. In addition, we intend
to extend our solutions to support the processing of complex queries
and analyses that rely on shortest path computations. Finally, we
plan to study the batch processing of path queries under multiple
optimization criteria, label and resource constraints.
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