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Abstract
This thesis discusses the problem of Maximum-Score Diversity Selection (MSDS). Pure
diversity selection, as it is often performed e.g. in early drug discovery, is the selection of
a subset of available objects that is as diverse as possible. MSDS adds a second objective,
which additionally tries to maximize the “score” of the subset, which usually is the sum
of scores of all elements in the subset. Thus, this problem is a classical multi-objective
optimization problem since both objectives – maximizing score and maximizing diversity
– tend to conflict with each other. In this thesis several methods are presented, developed,
and evaluated to efficiently solve this special multi-objective optimization problem. After
a more detailed discussion about the application of MSDS in drug discovery, the question
of suitable definitions of diversity is considered. This is essential for later application
domains, where users have only a vague feeling of diversity. Then the Maximum-Score
Diversity Selection problem is formalized and shown to be an N P-hard optimization
problem. Therefore no exact solution can be computed efficiently for all but the smallest
cases. After putting MSDS into the context of multi-objective optimization, the usage
of evolutionary algorithms – specifically genetic algorithms – for solving the problem is
evaluated. This also includes the presentation of novel genetic operators for evolving
subsets or combinations of objects. However, being a universal tool, genetic algorithms
may not be the best technique for the actual problem. Hence, several problem-specific
heuristics are discussed, two of them motivated by the transformation of MSDS into a
graph-theoretic problem used in the N P-hardness proof, and a novel heuristics methods,
known as Score Erosion. The comparison of all approaches on various synthetic and realworld datasets reveals that all heuristics find solutions of similar quality, given the right
measures of diversity, with Score Erosion being the fastest of all presented algorithm as
a result of its linear time complexity. Also the questions are investigated as to how the
structure of the search space influences the results and whether the application of MSDS
pays off in practice.
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Zusammenfassung
Diese Dissertation behandelt das Maximum-Score Diversity Selection (MSDS) Problem.
Reine Diversitätsauswahl, wie sie bereits häufig z.B. in der frühen Wirkstoffforschung
in der Pharmaindustrie eingesetzt wird, ist die Auswahl einer Teilmenge von Objekten
die möglichst divers ist. MSDS führt ein zweites Kriterium ein, das neben der Optimierung der Diversität, auch die Bewertung (“score”) der Teilmenge optimieren soll (in
der Regel die Summe der Bewertungen der einzelnen Objekte). Diese Kombination ist
typisch für ein multikriterielles Optimierungsproblem, da sich beide Kriterien – die Optimierung von sowohl Diversität als auch Bewertung – in der Regel widersprechen. In
dieser Dissertation werden verschiedene Möglichkeiten, dieses spezielle multikriterielle
Optimierungsproblem effizient zu lösen, vorgestellt, entwickelt und bewertet. Nach einer
ausführlicheren Diskussion der Anwendung von MSDS in der Wirkstoffforschung, wird
die Frage nach passenden Definition von Diversität behandelt. Dies ist für die spätere
konkrete Anwendung in verschiedenen Gebieten unerlässlich, da die Benutzer häufig nur
eine vage Vorstellung von Diversität haben. Es folgt eine Formalisierung von MSDS und
der Beweis, dass es sich um ein N P-schweres Optimierungsproblem handelt. Aus diesem
Grund können, außer für kleinste Beispiele, keine exakten Lösungen effizient gefunden
werden. Nachdem MSDS in den Kontext der multikriteriellen Optimierungsprobleme
eingeordnet worden ist, wird die Verwendung von evolutionären Optimierungsverfahren
– im Speziellen genetischen Algorithmen – untersucht. Das umfasst auch die Vorstellung von neuen genetischen Operatoren für die Erzeugung von Teilmengen oder Kombinationen von Objekten. Auf Grund ihrer universellen Einsetzbarkeit sind genetische
Algorithmen oft nicht die beste Methode zur Lösung vieler Probleme, deswegen werden
drei weitere problemspezifische Heuristiken diskutiert, von denen zwei leichte Modifikationen existierender Algorithmen zur reinen Diversitätsauswahl sind, und das dritte ein
komplett neues Verfahren, genannt Score Erosion, ist. Mittels ausführlicher Tests und
Vergleiche aller Methoden wird gezeigt, dass je nach gewählter Diversitätsdefinition alle
Verfahren in der Lage sind, vergleichbare Lösungen zu finden, wobei Score Erosion der
schnellste Algorithmus ist. Ebenso wird der Einfluss der Struktur des Suchraums genauer
untersucht und ob die Anwendung MSDS in der Praxis Vorteile bringt.
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Chapter 1
Introduction and Motivation
Selection is a process that each human performs many times a day. Be it at the cafeteria
when it comes to choosing main and side-dishes for lunch, at the car dealer when it
comes to choosing which extras are worth their price and which are not, or when you
have to decide who of your numerous friends gets a card for Christmas and who not.
All these choices of a certain number of objects from a bigger set of available objects
are based on one or more criteria. However, quite naturally for humans, it is hard to
actually define these criteria and the chosen subset is more a matter of intuition than
of a sound optimization of all criteria. For such everyday selections this approach may
be acceptable, but there are other similar situations where selecting the right subset is
crucial.
A common subset selection problem arises during the development of new drugs in
pharmaceutical companies. The path that that starts with a disease and ends in a drug
that cures it is extremely long (> 10 years) and costs a lot of money [28]. Figure 1.1
shows a graphical depiction of the so-called pipeline that characterizes the development
of new drugs.
After the desired effect (e.g. a drug against lung cancer) has been chosen, the “target”
inside the human body has to be identified. Usually this is a protein, whose behavior is,
in some sense peculiar (e.g. because it is produced too often). Next, a set of simple handmade experiments are performed in order to validate that the chosen target is in fact the
right one. The following step is the so-called assay design in which a simple, fast, and
cheap test must be found with which several hundreds of thousand of molecules can be
tested automatically. Contrary to what a lot of people assume, in its early stages, drug
design entails nothing more than looking for the proverbial needle in a haystack, and is
1
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Figure 1.1: The drug development pipeline.

known as High Throughput Screening (HTS) in this context [65]. Every pharmaceutical
company has a large library of molecules (up to millions) that they repeatedly use for
each new project in order to find some so-called hits. These are molecules that show
the desired reaction in the used assay. Only after a number of promising molecules has
been identified during lead finding are they further optimized in the lead optimization
phase. This comprises many iterations of experiments, structural modifications, and
computer-aided simulations. Once one (or in rare cases some) drug candidate has been
found it is first tested in animals and then enters the clinical trials stages. If everything
runs successfully during these 10 to 12 years of research, at the end, a new drug will
have been found and can be sold.
During the research period, selections have to be made at many stages. One particularly interesting selection is usually required right before HTS starts. Companies’ libraries are always growing, as before the start of HTS, a small collection of new molecules
is bought specifically for the respective project. The important question is: how are these
few thousand molecules selected from a set of the several million that can be bought from
numerous vendors? Of course the selection could be purely random, but the chance that
any of the selected molecules turns out to be biologically active (i.e. it shows the desired effect) afterwards is rather small. This is when virtual High Throughput Screening
(vHTS) comes into play [5]. There are several methods, some of which are described
later on in Section 2.3, that can predict the activity of molecules. Of course there is no
method that is perfect and chemists are not persuaded of virtual methods – the main
reason why real HTS is still performed. But they can at least be used to rank molecules
and reduce a set of several millions to some thousands, which are subsequently purchased
and tested in the following HTS. Thus, one criteria for the optimal selection of a subset
is quite easy to define: select molecules whose (predicted) activity is as high as possible.

3

In the context of vHTS methods the term activity is usually replaced by score since the
computed numerical values do not have anything to do with real activity values (with
the exception that high score values should be somehow related to high activity values
afterwards). This is the origin of the first part of the title of this thesis: maximum-score.
Unfortunately, matters are not that simple: one fundamental principle in drug discovery is the structure-activity relationship (SAR), which states that similar molecules
(=similar structure) demonstrate similar biological activity. As a consequence the probability of the selection, for example, of the 1,000 highest-ranking molecules, after vHTS,
yielding a large group of similar molecules is quite high. In principle there could also
be many diverse molecules with equally high activities but in practice this is rarely observed. This poses a problem for various reasons: first, if one common substructure
of these similar molecules turns out to be covered by a competitor’s patent the whole
group containing this fragment is essentially rendered useless. The same happens if a
substructure causes negative side-effects. Second, lead finding and optimization need
many structurally different hits from HTS, because if the only active group (containing
similar hits) cannot be optimized for any reason the project will die and have wasted a
lot of money and time. Therefore, the more distinct starting points are available for lead
optimization the better. This results in the second criteria for selecting which suitable
subset of molecules should be bought: the molecules in the selected subset should be
(structurally) as diverse as possible. This makes up the second part of the title: diversity.
These tasks have been dealt with to a certain extent in the chemoinformatics community, and yet, to the best of our knowledge, to date no one has taken both into account at
the same time. Combining both criteria leads to the maximum-score diversity selection
(MSDS) problem. As already indicated, optimizing both criteria at the same time may
pose a problem because structural diversity and activity are conflicting objectives.
Similar problems also arise in other application areas. In economics, portfolio selection [47] has also (at least) two different goals: on the one hand, selected stocks should
perform well, i.e. have a high ”score”, and on the other, the portfolio should be diverse
so that a retracement in one segment of the market does not affect all stocks in the
portfolio but only a few. This is clearly another instance of maximum-score diversity
selection. However, how stock scores (rating, performance over last x months, ...) and
the diversity of a set of stocks (industrial sectors, price dependencies over time, ...) are
measured is not as obvious as for molecules.
Another more abstract application of MSDS is in the field of frequent or discrimi-

4
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native pattern mining, which tries to find re-occurring patterns in a huge set of objects
(see [32] for an overview). Common examples are itemsets, e.g. customer transactions
in supermarkets, where subsets of items that are often bought together are of interest,
or graphs, e.g. the 2D structure of molecules, where frequent subgraphs may explain
the behavior of certain molecules in (bio)chemical reactions. One drawback of most approaches is that the number of discovered patterns is much too large to be useful. Often
more patterns are found than objects. One way to sensibly reduce the amount is to
select the most frequent (i.e. with a high score) and diverse patterns enabling the whole
pattern space to be covered. This can be interpreted as a kind of feature selection.
Regardless of the specific application area, MSDS can always be formulated in the
same way. A subset S with p objects is to be selected such that the following two
objectives are optimized at the same time:
Maximize f1 (S) =

X

σ(u)

(1.1)

u∈S

Maximize f2 (S) = δ(S)

(1.2)

where |S| = p, σ returns the score of an object, and δ is any reasonable diversity function.
These are the two important functions around which this thesis is built. Several questions
arise from these two objectives:
1. How are subset scores measured? This tends to be a simpler sub-problem to solve
since the score is an independent property of each single object.
2. How is the diversity of a selected subset determined? This question is much more
complicated, because diversity is a property of the whole subset and is usually
derived from a pairwise relation between the objects such as a distance or similarity
measure.
3. Given that both the score and the diversity of a subset can be computed, what
does an optimal subset look like and how is it found?
Therefore the goals of this thesis are as follows: First, since the original motivation
was the selection of molecules for usage in HTS, we discuss how the two main prerequisites
for MSDS – scores for the molecules and a sensible distance measure from which diversity
is derived – are best computed for molecules. Computing the distance between two
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molecules is a particularly complex problem, for which a comparably fast algorithm is
presented.
The second goal is to find a suitable definition of diversity that is not only intuitive
and formally sound but also easy to compute. We discover that there are quite a few
existing definitions for diversity but most of them are either not suitable for the general
case of MSDS, too time-consuming to compute, or result in undesirable distributions of
objects in the selected subset.
The third objective is to find one or more algorithms that efficiently find subsets that
optimize both criteria, score and diversity. We show that MSDS is an N P-hard problem
that cannot be solved efficiently. Therefore heuristic algorithms are the only way to solve
common instances of MSDS. In fact, MSDS is a typical hard multi-objective optimization
problem, for which general algorithms exist. However, we demonstrate that these existing
general algorithms are either not applicable, too slow, or produce incomplete and inferior
results compared to other algorithms. With respect to the latter two issues, (partial)
solutions are developed. Since the results continue to disappoint, several other heuristic
approaches are presented involving modifications of existing single-objective algorithms.
Additionally we propose a novel algorithm that is faster than all existing approaches.
The fourth aim involves performing an extensive set of experiments that supports the
conclusions made about the behavior, solution and runtime of the presented algorithms.

1.1

Structure of the thesis

This thesis is structured as follows: The second chapter considers the application of
MSDS in chemoinformatics. We discuss several practical issues in this context, such
as computing scores for molecules that correlate with their real activities, and efficient
distance computation between molecules. Since one crucial aspect of MSDS is the diversity criteria, Chapter 3 discusses various possibilities possibilities of defining diversity and
their pros and cons. In this chapter we also show that MSDS is an N P-hard optimization
problem justifying the usage of heuristic approaches. We have already mentioned that
MSDS is a multi-objective optimization problem. Therefore Chapter 4 introduces the
concepts of general optimization, linear optimization, combinatorial optimization, and
finally multi-objective optimization. Especially the latter requires sophisticated methods of determining the quality of solutions when compared to single-objective problems.
The chapter concludes with a description of state-of-the-art approaches to solve multi-

6

CHAPTER 1. INTRODUCTION AND MOTIVATION

objective optimization problems.
Judging from the vast amount of publications probably the most popular approach
to solving multi-objective optimization problems is metaheuristics, most notably genetic
algorithms. We begin Chapter 5 describing the general ideas of genetic algorithms. One
main aspect is the right choice of the so-called genetic representation and the corresponding operators. Since MSDS is a subset selection problem we discuss representations and
operators for optimizing subsets of objects in more detail, including a set of novel operators. Finally, we explain the necessary modifications of genetic algorithms for multiple
objectives and present three popular multi-objective genetic algorithms.
Chapter 6 describes two well-known heuristics for selecting diverse subsets and how
they can be applied to MSDS. Since both algorithms are rather slow on large numbers
of objects, we present the novel Score Erosion Algorithm, which runs much faster.
All presented algorithms are extensively evaluated in Chapters 7 and 8. In the former
synthetic datasets are used in order to compare the various genetic operators discussed
in Chapter 5, and all heuristics. Also the influence of the search space structure and the
chosen diversity measure is discussed. In the latter chapter a similar set of experiments
is performed on real-world molecular datasets. Their purpose is to check if the results
on synthetic data are transferable and also to check if MSDS is useful in practice. The
chapter concludes with a demonstration of how MSDS can be used effectively in a feature
selection scenario. The results of this thesis are summed up in Chapter 9.

1.2. NOTATION

1.2
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Notation

The following notations are used throughout the whole thesis. Additional symbols, which
are only relevant for certain parts are introduced as they occur.
Symbol Meaning
I
S
u, v
p
σ(·)
d(·, ·)

δ(·)
α
β

Set of all objects under consideration
Set of selected objects; a subset of I
Elements from S (or I, depending on the context)
Number of selected objects; |S| = p
Function that assigns a score to each object; all scores
are assumed to be normalized between 0 and 1
Function that returns distance between two objects; all
distances are assumed to be normalized between 0 and
1
Function that computes a (sub)set’s diversity
Weighting parameter to express preferences between two
objectives
Weighting parameter used in Score Erosion

8
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Chapter 2
MSDS in Early Drug Discovery
Although MSDS can be applied in a number of areas, the most prominent domain and
the initial motivation for this thesis is its application in early drug discovery. Therefore
in this chapter both parts of MSDS in the context of molecules are discussed more
thoroughly. First, distance measures for molecules are presented (from which later on
the diversity of a set of molecules is derived). Second, we discuss an intuitive measure,
which suits the task of MSDS well and is based on the size of the maximum common
substructure between two molecules. As the computation of this measure is complex,
we show an efficient way of computing it. To conclude this chapter, a short overview on
estimating molecule activity is provided.

2.1

Distance measures for molecules

One of the key issues in chemoinformatics is the concept of molecular similarity. There
are dozens (if not hundreds) of publications about general aspects of similarity and
specific algorithms. Good and broad overviews can be found in [7] or [44]. Therefore the
following is only a short summary of the three different groups of similarity measures.
The first group are the so-called fingerprints, which are bit-strings of fixed length.
Each bit encodes the presence or absence of a specific feature in the molecule under
consideration, e.g. existence of hydrogen donors or acceptors, of carbonyl groups, etc.
The number of features can easily reach more than a thousand and each vendor has its
own collection. The similarity between two fingerprints is usually determined with the
9
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Tanimoto coefficient between the two binary vectors x and y:
Pn

xi y i
i=1 (xi + yi − xi yi )

sT an (x, y) = Pn

i=1

(2.1)

The nominator is the sum of bits (i.e. features) that are present in both molecules,
whereas the denominator is the total sum of features in both molecules minus the common
features. Since the Tanimoto coefficient takes on values between zero and one it can easily
be converted into a distance by taking one minus the coefficient. The big advantage of
fingerprints is that they can be computed very easily and fast and their performance
when it comes to building predictive models is surprisingly good. However, they are
still an abstraction of the real molecule and lack important structural information. In
principle it is possible to also encode structural information in fingerprints, e.g. by
defining features such as “a nitrogen atom within three bonds distance of an oxygen
atom”. However, this would blow up their size dramatically, because each bit position
has a fixed meaning for all molecules and all possible combinations would have to be
encoded. Additionally, modeling the quantity of a feature (e.g. number of hydrogen
donors or the solvent accessible surface area) is also cumbersome.
Hence, the second group is formed by a vast amount of numeric descriptors, such as
surface area, molecular weight, or simply the number of features. A sensible collection
of these descriptors is then combined into a feature vector and usually the Euclidean
distance is used to compute the similarity between two vectors. One problem with this
approach is the different scales of properties: whereas the molecular weight is commonly
measured in atomic units ranging between 200 and 800 for drug-like compounds, the
number of hydrogen donors/or acceptors is mostly below 10. One possible solution is to
work with normalized values, but the normalization factors are then dependent on the
actual data and may be inappropriate for yet unseen molecules. Similar to fingerprints,
the numeric descriptors are efficiently computable but are still a high-level abstraction
of a molecule.
The third group of approaches operates more or less directly on the molecules by
using their 2D or 3D structure. Unfortunately, most of these graph-based approaches
suffer from the lack of efficient algorithms because they usually involve the computation of common subgraphs, which is an N P-hard problem (at least for general graphs).
Three-dimensional approaches are affected by alignment problems, which is a research
area of its own. Consequently, most structure-based similarity measures still use some
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kind of abstraction. A very popular tool are the so-called Feature Trees [60]. Here
the functional parts of molecules (e.g. aromatic rings, hydrogenous donors/acceptors)
are represented as nodes in the tree, whose structure resembles the original molecular
structure. The restriction to trees enables the usage of efficient matching algorithms
for comparing them and computing a similarity. Another structure-based approach is
Cofea, the compressed feature matrix [2]. Similar to Feature Trees, functional parts in
the molecules are identified and their pairwise distances in the molecule are encoded in
a matrix. The similarity is then based on the occurrences of similar patterns in the compressed feature matrices. Locating them is similar to the subgraph isomorphism problem
(see below), but since the feature matrices are smaller than the original molecular graphs
the algorithm is still reasonably fast.
Besides the above-mentioned, structure-based similarity measures, which work on
abstractions of the molecular graph, we decided to work directly on the graphs. This
was particularly appropriate since the definition of clusters, which are starting points
for further lead optimization, is usually based on the structures and not abstractions
thereof.
However before we introduce our graph-based distance measure, we first need to
define some graph terminology.
Definition 1. A graph G = (V, E) consists of two sets V and E, the former containing
the graphs’ nodes or vertices and the latter containing its edges. An edge is a tuple of
nodes {x, y} (for undirected graphs). A labeled graph G = (V, E, lV , lE ) additionally has
two functions lV : V → LV and lE : E → LE that assign arbitrary labels (numbers,
names) to all nodes and edges, respectively. The degree of a node x is the number of
other nodes it is connected to via an edge: deg(x) = |{y|{x, y} ∈ E}|.
For molecules the nodes’ labels are usually the element numbers and the edges’ labels
are the bond types (single, double, triple, or aromatic).
Definition 2. A graph is connected if there is a sequence of edges ({x1 , x2 }, ..., {xk−1 , xk }),
xi ∈ V, x1 6= xk with {xi , xi+1 } ∈ E, i = 1, ..., k between all pairs of nodes. Otherwise the
graph consists of several connected components, each of which is itself connected.
A common task is to check whether two graphs are identical. This is done by finding
a so-called graph isomorphism.
Definition 3. A function f : V1 → V2 is called a graph isomorphism between two graphs
G1 and G2 if

12
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• f is bijective
• l1 (x) = l2 (f (x)), i.e. corresponding nodes have the same label
• {x, y} ∈ E1 if and only if {f (x), f (y)} ∈ E2 , i.e. if there is an edge between x and
y in G1 then there is also an edge between the mapped nodes f (x) and f (y), or
there is no such edge in both graphs
• l1 ({x, y}) = l2 ({f (x), f (y)}), i.e. corresponding edges have equal labels
If such a function f exists, then G1 and G2 are isomorphic or, to put it more simply,
equal. The question as to whether or not two graphs are isomorphic is a problem in N P
but it is still unclear if it is N P-complete (it is supposed to be in the gap between P and
N P-complete). Currently no polynomial time algorithm is known, except for special
graph classes, such as bounded-degree or planar graphs.
Similar to the problem of the equality of two graphs is the question of whether or
not one graph is part of another graph, or if a subgraph isomorphism exists between the
two graphs.
Definition 4. A graph G1 = (V1 , E1 , lV , lE ) is called a subgraph of G2 = (V2 , E2 , lV , lE )
if V1 ⊆ V2 and E1 ⊆ E2 . A function f : V1 → V2 is called a subgraph isomorphism, if
• f in injective
• l1 (x) = l2 (f (x)), i.e. corresponding nodes have the same label
• {x, y} ∈ E1 if {f (x), f (y)} ∈ E2 , i.e. if there is an edge between x and y in G1 then
there is also an edge between the mapped nodes f (x) and f (y) (but not necessarily
the other way round)
• l1 ({x, y}) = l2 ({f (x), f (y)}), i.e. corresponding edges have equal labels
The subgraph isomorphism problem, i.e. deciding if G1 is an (induced) subgraph of
G2 , is N P-complete [27].
One possible way of defining structural similarity between a pair of molecules is to
look at the maximum common substructure (MCSS, also known as maximum common
subgraph). The MCSS is a well-known and established concept in chemoinformatics and
many algorithms are based on it. An example for the MCSS between two molecules
is shown in Figure 2.1. Speaking in graph-theoretic terms, the MCSS of G1 and G2 is
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the biggest, usually connected, graph that is both a subgraph of G1 and G2 (an exact
definition of MCSS and its specific types is given in Section 2.2). The size of the MCSS of
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Figure 2.1: Maximum common substructure of two molecules.
two molecules can be used to construct a similarity, which in turn can easily be extended
to a distance measure on molecules or, in general, graphs.
2

Definition 5. The MCSS-based similarity measure is defined as smcss (A, B) = |mcss(A,B)|
.
|A|∗|B|
Likewise we define the corresponding distance measure as dmcss (A, B) = 1 − smcss (A, B).
That is, the similarity between two molecules is the square of the size of the maximum
common substructure divided by the product of the sizes of both molecules. The size of
a molecule (and hence also the MCSS) can be measured as the number of atoms, edges or
even better their sum. Since the size of the MCSS can be at most as large as the smaller
of the two molecules, smcss is always between 0 and 1. Consequently the distance dmcss
is also in the same range. One interesting question is whether this definition satisfies the
mathematical conditions for a metric.
Definition 6. A function m(x, y) is called a metric if it satisfies the following constraints:
• m(x, x) = 0, i.e. objects have a distance of 0 to themselves
• m(x, y) = 0 ⇒ x = y, i.e. if two objects have zero distance then they are equal
• m(x, y) = m(y, x), i.e. the distance function is symmetric
• m(x, y) ≤ m(x, z) + m(z, y), i.e. the triangle inequality is satisfied
2

Theorem 1. The MCSS-based distance measure dmcss (A, B) = 1− |mcss(A,B)|
is a metric.
|A|∗|B|
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Proof. The first property is trivially satisfied, because the MCSS between a molecule
and itself is the molecule and thus both nominator and denominator are equal. The
second property is also true in all cases, because for the distance to be zero it must hold
that |A| ∗ |B| = |mcss(A, B)|2 . As we have already seen |mcss(A, B)| ≤ min(|A|, |B|)
and thus |A| ∗ |B| ≤ min(|A|, |B|)2 . This can only be true if A and B have the same
size. Additionally, the size of their MCSS can only be the same as both A and B if it is
isomorphic to both A and B. Consequently A and B must also be isomorphic to each
other, which means they represent the same object. The third property is again trivially
true, since the MCSS does not depend on the order of the two graphs.
Property four is a bit more complicated to prove. There are two cases to distinguish:
• dmcss (x, z) ≥ dmcss (x, y) or dmcss (z, y) ≥ dmcss (x, y)
• dmcss (x, z) < dmcss (x, y) and dmcss (z, y) < dmcss (x, y)
In the first case, it is easy to see that the triangle inequality is always satisfied, thus the
interesting case is the second. Both inequalities can be transformed to
smcss (x, z) > smcss (x, y)

(2.2)

smcss (z, y) > smcss (x, y)

(2.3)

The triangle inequality can be simplified to
smcss (x, z) + smcss (z, y) − 1 ≤ smcss (x, y)

(2.4)

Replacing the right-hand side with one of the inequalities 2.2 or 2.3 yields
smcss (x, z) + smcss (z, y) − 1 ≤ smcss (x, z)
smcss (z, y) ≤ 1

(2.5)
(2.6)

which follows from the definition of smcss .
To conclude, dmcss satisfies all conditions for a metric and thus certain algorithms,
which rely on the distances being metric, (such as the one presented in Section 6.2) can
be applied.
Coming back to the MCSS as a measure for molecular similarity, one drawback of the
above strict definition is that so far it uses only the one maximum common connected
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substructure of two molecules. However, two molecules can frequently consist of two
identical parts that are connected by a small bridge, which is different in both molecules.
The MCSS is the bigger of the two parts and the smaller one is completely ignored.
Therefore the two molecules have a low level of similarity even though they are identical
but for maybe one single atom that forms the bridge, see Figure 2.2. A much better way
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Figure 2.2: A pair of molecules with two maximal common substructures.
of expressing the similarity is to take all maximal common substructures. A maximal
common substructure is a subgraph of both G1 and G2 that cannot be extended any
further (but it need not necessarily be the biggest of all such common subgraphs). Redefining the mcss-function so that it computes the set of all (non-overlapping) maximal
common substructures results in a better and more intuitive sense of similarity. It still
satisfies the only important property of mcss which is that it always returns a graph
(now consisting of several unconnected components) that is at most as big as the smaller
of both graphs G1 and G2 .

2.2

Efficient MCSS computation

Speaking of “the” MCSS between two graphs is, in fact, not quite correct as there are
various types of MCSS. Usually MCSS is categorized into connected and induced (or
combinations thereof). A general MCSS is defined as the maximum graph H that is
both a subgraph of G1 and G2 . It may consist of several unconnected components.
A connected MCSS consists of a single connected component only. One speaks of an
induced MCSS if induced subgraph isomorphisms between the MCSS and both graphs
exist.
Definition 7. A function f is an induced subgraph isomorphisms if it is a subgraph
isomorphism and
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• {x, y} ∈ E1 if and only if {f (x), f (y)} ∈ E2 , i.e. if there is an edge between x and
y in G1 then there is also an edge between the mapped nodes f (x) and f (y), or
there is no edge in both graphs
If H consists of only one connected component then it is the maximum common
connected substructure (MCCSS). Figure 2.3 shows the difference between the MCSS,
which consists of the gray and the yellow parts of the two molecules, and the MCCSS,
which comprises the gray parts only. If H is an induced subgraph it is known as the
N

O

N

N

Figure 2.3: The figure shows the two molecules’ connected (gray) and unconnected MCSS
(gray and yellow).
maximum common induced substructure (MCISS). This is depicted in Figure 2.4. The
general MCSS would also cover the two non-marked carbon atoms in both molecules,
whereas the MCISS does not contain them. This is because the connection between
the leftmost and rightmost carbon atom is missing in the right molecule and present in
the left molecule, closing the ring. If H is both connected and induced it is called the

N
N

Figure 2.4: The figure shows the two molecules’ maximum common induced substructure.
maximum common connected induced subgraph (MCCISS). For molecules usually only
MCCSS or or MCSS consisting of several large, connected components are of interest.
Single atoms, which are mapped more or less arbitrarily, do not make any chemical or
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biological sense. The question, whether or not MCSS should be induced, depends on
the specific application, however the latter tends to be used more often. They are also
called maximum common connected edge subgraphs since a maximum matching of edges
instead of nodes is sought.
Although induced and/or connected MCSS are restrictions to general MCSS their
computation remains N P-hard in all cases (except for special graph classes) [27]. This
may be one reason why the MCSS is still seldom used as a similarity or distance measure
between two molecules. Nevertheless a lot of algorithms have been invented for the MCSS
problem, which can be categorized into three groups:
• Direct branch-and-bound approaches
• Maximum clique-based algorithms
• Heuristic approaches
Since molecules are rather small graphs there is usually no need to resort to heuristics,
therefore we shall not discuss them any further. The first group is the most natural way
of attacking the problem, and many algorithms exist (e.g. [3, 17, 40, 67]). The rough
idea is to build a subgraph step by step that occurs in both G1 and G2 . However, many
of those compute general MCSS ([67, 40]) which is not only unsuitable for molecules but
also considerably slower than the search for connected MCSS. Computing a connected
MCSS between typical drug-like molecules, consisting of about 70 atoms, takes less
than a second, whereas the general MCSS needs several minutes (using the algorithm
from [40])!
The second group initially builds a so-called compatibility or product graph P , in
which each node represents a pair of nodes (u, v) with u ∈ VG1 , v ∈ VG2 , and lVG1 (u) =
lVG2 (v). Thus, each node in P corresponds to a potential mapping of nodes from G1 and
G2 . Next, edges are added between two nodes (u1 , v1 ), (u2 , v2 ) ∈ VP if there are edges
{u1 , u2 } ∈ EG1 and {v1 , v2 } ∈ EG2 (having the same label), or there are no edges in both
graphs. This means that the mapping u1 ⇔ v1 and u2 ⇔ v2 is compatible. A clique in P
then corresponds to a set of node-tuples from G1 and G2 that are pairwise compatible.
Definition 8. A clique is a subset of nodes V 0 ⊆ V such that ∀x, y ∈ V 0 , x 6= y : {x, y} ∈
E, i.e. there is an edge between all pairs of nodes in V 0 .
Deciding whether a graph contains a clique of size p, or greater, is an N P-complete
problem [27].

18

CHAPTER 2. MSDS IN EARLY DRUG DISCOVERY

The node tuples in the clique form a common subgraph (not necessarily connected)
in both G1 and G2 . Consequently the maximum clique in P is an MCSS of G1 and G2 .
Due to this reduction from MCSS to MAXCLIQUE algorithms for the latter can be used
to find MCSS. Most current algorithms are based on the Bron-Kerbosch algorithm [14].
For computing connected MCSS several modifications are necessary, but provide the
added bonus that the search is performed much faster [39].
Which of the two approaches is faster depends considerably on the structure of the
graph. For molecules, however, additional constraints may be of interest, such as the fact
that rings should not be broken up, or that slight structural variations do not change
chemical behavior (e.g. carbon and nitrogen atoms in rings can often be exchanged with
each other). It would require major changes to existing MCSS algorithms to include these
constraints, therefore we have chosen a different approach to compute the MCSS – and
in fact all maximal common connected subgraphs – between two molecules. Although
frequent subgraph mining (FSM) algorithms are usually used for more complex tasks
they can also be applied to compute MCSS. Their main application is to find subgraphs
that occur in at least a certain number of graphs in a graph database. The motivation
behind FSM is to find interesting patterns in the data that can e.g. explain why a set
of molecules is active or not. The MCSS problem is a special case of FSM where the
database consists of only two graphs and the minimum support (i.e. the number of
graphs in which the subgraph must occur) is set to 100%. It might seem surprising, but
for molecules these algorithms seem to perform extraordinarily well in computing the
MCSS even though they accomplish a more general task.
Frequent subgraph mining became an important research topic in the data mining
community around the year 2000. Most algorithms were published in the years thereafter,
including gSpan [70], FFSM [35], MoFa/MoSS [11] and Gaston [54]. The latter was the
last milestone algorithm in FSM, since then only slight improvements on restricted kinds
of graphs have been reported. One of the fastest algorithms is MoSS (formerly named
MoFa). Since its invention in 2002 several improvements have been made, some of which
are especially useful for MCSS computation in molecules.
Similar to branch-and-bound algorithms for MCSS the frequent subgraphs are built
step-by-step. The search is started at nodes with the least common label. Then in all
graphs all possible extensions with one edge and an atom are gathered and grouped.
All these groups are potential extensions of the frequent subgraphs (or MCSS), but not
all of them need to be performed. Extensions that occur in too few graphs can simply
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be discarded since the resulting subgraph (and all further subgraphs derived from it) is
infrequent. This step is called support based pruning. In the case of MCSS the extension
must be present in both graphs. Figure 2.5 shows an example with two graphs. Assuming
the search is started with S, possible extensions are S-C and S-O. Whereas the former is
possible in both graphs, the latter only occurs in the right graph and can therefore be
discarded.
S

C
O

N

C

O

S

C

N

O

Figure 2.5: Two example molecules, the MCSS is built starting from the sulfur atom.

The second important step is structural pruning. Let us assume that the common
substructure has grown to S-C. Now either =0 or -N can be added. It is easy to see
that in the end both are part of the MCSS, but a naive algorithm would try all possible
combinations of adding the two extensions, i.e. first =0 and then -N and the other way
round. This is of course unnecessary work, therefore several sophisticated pruning rules
are applied to try to avoid it. Current state-of-the-art algorithms rely on canonical codes
for graphs, which represent the graph uniquely [10]. While the MCSS is grown step by
step, the code is built according to the added edges and nodes. If at some point the
subgraph’s code does not resemble its canonical code, this branch of the search tree can
be pruned. However, computing the canonical code (or checking if it is canonical or not)
presents difficulties because it essentially solves the graph isomorphism problem (if two
graphs have equal canonical codes they are isomorphic). Therefore MoSS additionally
uses several simple rules in order to check if the search tree can be pruned. One such
pruning type is perfect extension pruning [12]. It is motivated by the search for so-called
closed frequent subgraphs. A subgraph is closed if there is no supergraph that occurs in
the same number of graphs, i.e. it cannot be grown further without losing support in
at least one graph. It is easy to see that the MCSS is a closed subgraph and hence the
optimizations for closed subgraph mining can be applied.
Perfect extension pruning is based on the observation that sometimes there is a fairly
large common fragment in all currently considered molecules (that is, in all molecules
considered in a given branch of the search tree). From the definition of a closed fragment
it is clear that in such a situation, if the current fragment is only a part of the common
substructure, then any extension that does not grow the current fragment towards the
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maximal common one can be postponed until this maximal common fragment has been
reached. That is, as long as the search has not grown a fragment to the maximal common
one, it is not necessary to branch in the search tree. The reason is, obviously, that the
maximal common fragment is part of all closed fragments that can be found in the
currently considered set of molecules. Consequently, it suffices to follow only one path in
the search tree that leads to this maximal common fragment and to first start branching
at this point. The search for the MCSS is finished at this step, as any further extension
will have already been discarded by support-based pruning. More details, potential
pitfalls and how perfect extension pruning can be combined with canonical codes can be
found in the above-mentioned article.
Another extension to MoSS that is useful for mining in molecules are so-called ring
extensions [33]. Rings are treated as single entities and all their atoms and bonds
are added to the growing subgraph in one step. This not only accelerates the search
considerably, but also prevents open rings in frequent substructures or the MCSS. If in
the example in Figure 2.4 ring extensions had been enabled, MCSS would consist of the
nitrogen atom only, since all carbon atoms are part of a ring in the left molecules but not
in the right. Dealing with complete rings is markedly more appropriate than allowing
matches of ring/non-ring atoms.
Using the above-mentioned features for MoSS it takes about 1 millisecond to compute
all maximal common connected substructures for a pair of typical molecules. Of course
in some cases it may take much longer, e.g. if the molecules are larger, contain many
side-chains or consist of carbon-atoms only. We did not compare MoSS to other MCSS
algorithms for MCCSS, because for the typical use cases, there is currently no need for
faster algorithms. Computing all pairwise MCSS for the 1,376 of the CDK2 dataset
(which is used in the experiments later on) takes about 23 minutes on a dual core 2 GHz
computer.

2.3

Estimation of score values

The name maximum-score diversity selection already suggests that besides a significant
distance measure (for determining the diversity of the selected subset) the molecules also
need a score. Since the goal of most virtual screening approaches is to find potentially
active molecules, the score values should correlate with the molecules’ real activity.
Activities are most often measured by the so-called IC50 value, which is the concentration
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of the compound undergoing tests, at which the activity of a protein in inhibited by 50%.
The lower the concentration needed the more active the molecule. Since IC50 values
are measured in µMol and the concentrations involved can vary over several orders of
magnitude, pIC50 values are usually used, which are defined as 9−log10 (IC50 ). These
values are usually between 0 (inactive) and 10 (highly active).
Later on in the experiments either artificial score values will have been created or
real, measured activity values are used, because the goal is to show how the algorithms
behave under (almost) optimal conditions. However, in practice real activity values are
not available (or only for a very small number of compounds) thus they have to be
estimated in some way. Unfortunately one – if not the – problem of chemoinformatics
is activity prediction meaning this is still an unsolved issue. This is one reason why we
resorted to real activity data for the experiments, however for the sake of completeness,
we shall give a short overview on how activity can be estimated in practice.
The success of any activity prediction method is most often measured by the socalled enrichment factor or the area under the ROC curve. For both measures the
whole dataset, consisting of all known active and inactive molecules, is scored with the
approach under consideration and the molecules are sorted based on the score. The
enrichment factor is then simply the percentage of all active molecules among the first
k molecules, the higher the better. There are also more sophisticated measures such as
the “BEDROC” score [66], which adds a weighting for the front part of the sorted list.
Current state-of-the-art approaches can be grouped into two-classes: docking and
similarity-based. Docking is regarded as the supreme discipline, since it mimics the
biochemical processes that happen inside the human body. Most drugs work by inhibiting
(or activating) certain proteins. Each protein usually has a distinguished spot – called
the binding pocket – where small molecules can attach to and trigger a reaction of the
protein. The goal of drugs is to either block this pocket so that the original substance
cannot attach to the protein any more, preventing any further reactions happening, or the
drug is a replacement for the original substance and should stimulate the reaction. This
combination of protein binding pocket and molecule is called the key-keyhole principle.
Docking tries to arrange a molecule inside the binding pocket and then calculates the
interactions between the molecule and the protein. The more interactions that are
possible, the better the molecule fits and the more efficient it is. Figure 2.6 shows the
surface of a protein. The colored molecule is inside the protein’s binding pocket. The still
unsolved issue with all docking approaches is the “scoring” of the molecule conformations
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Figure 2.6: A protein with a bound molecule in the binding pocket.
inside the binding pocket, i.e. calculating all relevant interactions of different poses of the
same molecule. Moreover, the protein slightly changes its conformation when interactions
with molecules occur, which, in turn, affects other interactions. Accurate computations
can take several minutes per molecule and even then the correct complex of protein and
molecule, which will occur in reality, may not be found. For vHTS usually faster, but
less accurate, docking procedures are used, which in many cases are sufficient in order to
get an acceptable enrichment. Well-known docking programs are Glide, Gold, Autodock,
or FlexX.
The second group does not require a protein, whose structure may not be available
in many cases, but works solely on known active molecules. Similar to computing the
distances used by MSDS for the diversity objective, similarities to known active molecules
are computed. The greater the similarity of an unknown molecule to a known inhibitor,
the more likely it is to be active. The algorithms already mentioned in Section 2.1 are
used to compute the similarities. In addition to these descriptor- or structure-based
approaches there are also so-called pharmacophore models. Pharmacophores are threedimensional abstractions of concrete molecules, where, for example, regions with negative
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or positive charges, volume constraints, or hydrogen donor or acceptor constraints are
substituted for the molecules’ atoms and bonds. Figure 2.7 shows a molecule together
with several relevant features. The green spheres denote hydrophobic regions, the red

Figure 2.7: The Figure shows a molecule together with the pharmacophore model –
indicated by the colored spheres and rings – derived from it.
spheres indicate hydrogen acceptors (together with possible directions for the hydrogen
bonds), the light blue sphere (left) is a hydrogen donor, the dark blue sphere (right) a
positively charged region, and the three aromatic rings systems are symbolized by brown
rings.
This three dimensional model (without the molecule) is used to check if unclassified
molecules fit spatially. Due to the three-dimensional nature of pharmacophore models,
one huge drawback is that a large number of possible conformations of the molecules
need to be generated beforehand, because it is very unlikely that the initial conformation
(which is more or less arbitrary or a low-energy conformation) has the right orientation
and arrangement.
When using such similarity-based approaches for predicting molecules’ activities, care
must be taken that no measure is chosen that will be used later on to determine the
distances for MSDS! It does not make sense to use the same distance measure as a basis
for the activity objective, as the distance is subsequently minimized, and when applied
to the diversity objective the distance is maximized.
Even though this chapter relates specifically to molecules, we want to stress the fact
that MSDS can be applied in any context in which a score and a diversity function is
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available. Therefore the following chapters discuss MSDS in the more general setting
of selecting objects (although some examples still refer to molecules) and the score and
distance functions are assumed to be given and appropriately defined.

Chapter 3
Formalization of Maximum-Score
Diversity Selection
The concept of MSDS has been explained informally in the introduction, however for
further discussion a sound formalization is essential. What has not yet become apparent
is the fact that MSDS is a graph-theoretic problem or can at least be modeled as such.
Using this kind of representation allows several graph-based concepts and algorithms to
be used and avoids developing the theory behind MSDS from scratch. The transformation of the two objectives presented in the introduction into a graph is straightforward:
the objects, which should be selected, form the graph’s nodes, while their labels are the
scores. The distances between all pairs of objects are the labels on the corresponding
edges. This results in a complete, undirected and node and edge labeled graph. Figure 3.1 shows a small example of this transformation with four molecules. Subsequently
the goal of diversity selection is to choose a fixed-sized clique of nodes that optimizes
both objective functions: the score objective on the clique’s node labels and the diversity
objective on its edge labels.
As was already mentioned, the score objective is easy to define and compute, but it
is still unclear how the diversity of the selected subset should be measured. Therefore in
the next section several possibilities of defining diversity are discussed. Unfortunately,
most sensible definitions lead to N P-hard optimization problems, which is highlighted
in Section 3.2.
25
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Figure 3.1: Four molecules, which are represented as nodes in a graph. The edges
are labeled with the molecules’ pairwise distances based on their maximum common
substructure. The node labels are the scores.

3.1

Measures for diversity

Of both the objectives involved, maximization of the subset’s diversity is by far the
most complicated. Not only is the problem of finding an optimal subset computationally
infeasible but a proper definition of diversity is not straight-forward. Although users,
especially in chemoinformatics, tend to have quite a good idea of what a diverse and
active subset should look like, this is of course not suitable for implementation in a
computer program.
In most cases diversity is defined based on the distances d(u, v) between the objects
under consideration. The further two points are apart, the more dissimilar they are. The
challenge is to employ the pairwise distance relation between two objects for a whole set
of objects.
There are (at least) two possible cases when one speaks about diversity of a set. The
first is to disperse the selected points “uniformly” over the whole space, regardless of
the distribution of all points. This ensures that the available space is covered as evenly
as possible. However, this requires a vector space that can somehow be partitioned
into equal parts. If only distances between pairs of objects are available and the objects
cannot be arranged in a low-dimensional vector space, whereby the distances are obeyed,
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then this type of diversity cannot be applied.1 An example of a space covering measure
is given in the first definition below.
The second possibility is to select points that resemble the original distribution, i.e.
the selected subset approximates the complete set of points. This type of definition does
not necessarily require a vector space because the distribution can also be approximated
based on the density of points. Density in this context can be defined based on the
number of objects in close distance to another object, which only requires distances (see
e.g. the DBSCAN clustering algorithm [25]). Depending on which function is used to
approximate the original distribution this can lead to cases in which sparsely populated
regions are not covered by any point (if applied to a vector space). Examples of such
functions are presented below.
Selection of a preferred scenario depends considerably on the application. Completely
covering the space will, for example, mean that many points in sparse regions are selected,
some of which could be outliers and should therefore not be selected. On the other hand,
this kind of point can also be of great interest. Figure 3.2 shows an artificial dataset with
a non-uniform distribution of points. In the left part the selected subset tries to cover
the whole space, no matter how densely populated it is. In the right part the selected
points approximate the original distribution to a greater extent.
1.0

1.0

0.9

0.9

0.8

0.8

0.7

0.7

0.6

0.6

0.5

0.5

0.4

0.4

0.3

0.3

0.2

0.2

0.1

0.1

0.0

0.0
0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

Figure 3.2: Two diverse subsets, covering the whole space in the left diagram, and
resembling the original distribution in the right diagram.
In the rest of the thesis we concentrate on diversity in terms of approximating a
given distribution, since one assumption of MSDS is that in most cases only pairwise
distances are given and that objects cannot be embedded into a low-dimensional vector
1

In principle it is possible to use a very high-dimensional space in which the objects can be arranged
properly. However, this space would be useless, since most of the partitions are empty or filled with
only one object.
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space. Nevertheless the overview of different diversity functions starts with the hypercube
approach that works on vector spaces and tries to cover the complete space.
The hypercube coverage measure
A very intuitive and sensible definition of molecular diversity has been given in [4]. This
definition can be translated to any diversity selection problem in which the objects can be
described by numeric attributes. Each object from the complete set I, |I| = n is described
by a numeric vector of length d that contains several attributes (e.g. molecular weight,
charge, volume, etc. for molecules) All these vectors span a d-dimensional hypervolume
and each object corresponds to one point in this space. A diverse subset should then
cover the space optimally. For this purpose, the hypervolume is partitioned into a set H
of k hypercubes h ∈ H of equal size:
1
h := {x ∈ Rd |∀i = 0, ..., d − 1 : |xi − zi | ≤ r}
2

(3.1)

z is the center of each hypercube and r the length of the hypercube’s edges (which is
assumed to be the same in all dimensions). A subset’s S ⊆ I diversity is then defined as
the fraction of hypercubes that contain at least one object from S.
Definition 9. The hypercube coverage measure δhc is defined as
δhc (S) =

|{h ∈ H : S ∩ h 6= ∅}|
k

(3.2)

Intuitively this makes sense: The more hypercubes are covered by the same amount of
objects, the better they are distributed over the whole space and therefore form a diverse
subset. Figure 3.3 shows two numerical attributes for a set of objects. In terms of the
above definition the selected objects in the right 2D plot constitute a more diverse subset
than those in the left plot. This hypercube-based definition of diversity also allows for a
very easy selection of a diverse subset (compared to the other definitions below). As δhc
is directly influenced by the numbers of occupied hypercubes a simple approach to find
an optimal subset is to select an object from each hypercube, preferably objects near
their centers, and repeat this process (if necessary) until p objects have been selected.
However, one drawback of this definition is that it only works in vector spaces where
the molecules can be arranged in such a way that their positions are in accordance with
their original distances. Unfortunately, there are various distance definitions that do not
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Descriptor B

Descriptor B
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Descriptor A

Descriptor A

Figure 3.3: Both plots show the same set of objects, characterized by two numerical
attributes. The selected subset in the left plot is clearly less diverse than the one in the
right plot because its selected points cover substantially less space.
have this property, especially with regard to molecules. One example is the MCSS-based
distance presented in Section 2.1. Since only the distances between two structures are
known, there is usually no simple way to arrange them in a (low-dimensional) vector
space so that the distances inside this space are the same as (or close to) the original
substructure-based distances. That this is in fact a problem can be verified by looking
at the so-called agreement measure [46]. It is defined based on the eigenvalues of the
double-centered distance matrix.2
Definition 10. The row mean rmi is the mean of all values in row i of the n×n distance
P
matrix A = (aij ): rmi = n1 nj=1 aij . The column mean cmi is defined analogously as
P
P P
cmi = n1 nj=1 aji . The mean m of a matrix A is defined as m = n12 ni=1 nj=1 aij . The
double-centered matrix D = (dij ) of a matrix A is then defined as dij = −0.5(aij − rmi −
cmj + m).
Definition 11. Let λi be the n eigenvalues of the double-centered distance matrix D and
k be the number of dimensions of the space into which
the objects should be embedded.
Pk
λ
i
Then the agreement measure αk is defined as αk = Pi=1
(since the distances are metric
n
i=1 λi
all eigenvalues are non-negative).
αk is a value between 0 and 1 indicating the agreement between the original distances
and the distances in a k-dimensional Euclidean space. The bigger αk the better is the
agreement. Figure 3.4 shows the agreement measures for the MCSS-based distance
matrix computed on CDK2 dataset, which is used in the experiments in Chapter 8. The
2

The agreement measure was proposed in the context of multi-dimensional scaling (MDS). MDS is
a family of methods for embedding objects into a k-dimensional space such that the original distances
are maintained as good as possible. We won’t go into detail in this thesis since it is not necessary for
further understanding.
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Figure 3.4: The figure shows the agreement measure on the distance matrix of the CDK2
dataset with increasing number of dimensions.
dataset consists of 1,376 molecules, i.e. the maximum sensible number of dimension is
1,376.
In order to achieve an agreement of e.g. 90% at least 480 dimensions are necessary.
This is far too many for the hypercube approach to produce usable results because
the number of hypercubes grows exponentially with the number of dimensions. If each
dimension in the above example were divided into two parts, this would result in 2480
different hypercubes! The possibility of there being more than one object in a hypercube
would be extremely low. Therefore selecting any subset of objects would result in a very
high diversity. Consequently, for the general case of diversity selection, a definition is
required that does not need a vector space, but works solely with the pairwise distances
between objects. In the following we assume that all distances are normalized between
0 and 1.
The p-dispersion measure
A more general diversity definition is motivated by the p-dispersion or maxi-min problem [52, 24, 22]. The goal is to disperse a set of facilities so that the minimum distance
between a pair of facilities is maximized.
Definition 12. The p-dispersion measure δd is defined as
δd (S) = min {d(ui , uj ) : ui , uj ∈ S}
1≤i<j≤p

(3.3)
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It is easy to see that only the distances between all pairs of objects are required,
regardless of whether they form a vector space or not. Figure 3.5 shows 2,000 randomly
distributed points in a 2D space, where the points’ distance is their Euclidean distance.
The marked points form a subset of 200 objects, which represents a near optimal solution
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Figure 3.5: A subset of 200 points taken from a set of 2,000 randomly distributed points,
which represent a near-optimal solution for the p-dispersion problem.

for Equation 3.3. This is not necessarily the optimal solution since this cannot be
computed efficiently – as we will show in Section 3.2 – but one that is presumably near
the optimum.
Whereas this definition may be perfect for application scenarios where a large minimum distance is crucial, for our case of MSDS in molecules a single pair of (highly active)
molecules that are very close to each other will result in a very low diversity even if the
remaining molecules cover the molecule space quite evenly. We shall come back to this
potential problem in Chapter 7.

The p-dispersion-sum measure
A similar definition, which is used even more often, is the p-dispersion-sum or maximum
edge weight clique problem [59, 57, 52, 6]. Instead of the minimum distance, the sum
of all pairwise distances is maximized (which is equivalent to maximizing the average
distance).
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Definition 13. The p-dispersion-sum measure is defined as
δds (S) =

p i−1
X
X

d(ui , uj )

, ui , uj ∈ S

(3.4)

i=1 j=1

Intuitively, when optimizing this objective, the selected points are forced away from
each other. If a pair of selected objects happens to be quite close, this only slightly affects
overall diversity, in contrast to the maxi-min case. However, it seems that in many cases
this definition leads to undesirable distributions of points in the space. Figure 3.6 shows
the same 2,000 points as above, but now 200 points are selected to optimize Equation 3.4.
It is obvious that the selected points are concentrated on the corners of the space and the
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Figure 3.6: A subset of 200 points taken from a set of 2,000 randomly distributed points,
representing a near-optimal solution for the p-dispersion-sum problem.

interior is almost void of any selected point. This is obviously not a diverse distribution.
Although the average distance is quite large (about 0.693 in the example), variance
is also quite high: inside the corners the distances are very small whereas the intercorner distances are very large. Even though this is an example in 2D space, which may
not be directly transferable into molecule space, it is not so unreasonable for molecules
close to the borders of the space (supposedly outliers) to be selected. Therefore, this
p-dispersion-sum measure may not be very suitable either.
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The p-center measure
A different diversity measure can be derived from a problem, known as the p-center
problem [31, 61]. The function to optimize is the following:
Definition 14. The p-center measure is defined as
δc (S) = 1 − max

min

1≤i≤n 1≤j≤p,i6=j

d(ui , uj )

, ui ∈ I, uj ∈ S

(3.5)

In contrast to the other definitions so far, the p-center function cannot be solely
computed with the selected points, rather the whole set of points I needs to be available
(for reasons of consistency we do not treat I as second parameter to δc but merely rely
on the fact that it is given – it remains constant anyway). First, all available points
are divided into two sets of selected and unselected points. Next, the minimum distance
from each point (selected or not) to any selected point is computed. Since the goal of
the p-center problem is to minimize the biggest of these minimal distances, we define the
diversity as 1 minus the maximum. Optimizing the p-center problem means choosing
the selected points in such a way that each point (from the set of all points!) is as
close as possible to at least one selected point. Using the 2D example from above this
leads to a very even distribution of selected points over the whole space, see Figure 3.7.
One important difference to the other general diversity measures is the complexity of
1.000
0.900
0.800
0.700
0.600
0.500
0.400
0.300
0.200
0.100
0.000
0.000

0.100

0.200

0.300

0.400

0.500

0.600

0.700

0.800

0.900

1.000

Figure 3.7: A subset of 200 points taken from a set of 2,000 randomly distributed points,
representing a near-optimal solution for the p-center problem.
computing the diversity. Whereas the former require O(p2 ) computation (since they are
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a function of the selected objects only), p-center requires O(p ∗ n) computations, which
becomes significantly larger, if p  n (the standard case in at least the application in
vHTS).
The p-dispersion-min-sum measure
A number of problems can be encountered when applying p-dispersion: a single small
distance can ruin diversity; in the p-dispersion-sum measure, many small distances can
occur, and the p-center measure is more expensive to compute. However, there is a fourth
definition, which involves maximizing the sum of minimal distances to circumvent the
above-mentioned deficiencies.
Definition 15. The p-dispersion-min-sum measure is defined as
δdms (S) =

p
X
i=1

min

1≤j≤p,i6=j

d(ui , uj )

, ui , uj ∈ S

(3.6)

This means that the distances from each point to its nearest neighbor are summed
up. Therefore we term it the p-dispersion-min-sum problem.
Not only is the influence of few small distances reduced, but also many small distances
will heavily influence diversity, as in the corners of Figure 3.6. And indeed, optimizing
the same distribution as before but for Equation 3.6 results in a much better coverage of
the space (see Figure 3.8). Surprisingly, this definition of diversity, which in many cases
1.000
0.900
0.800
0.700
0.600
0.500
0.400
0.300
0.200
0.100
0.000
0.000

0.100

0.200

0.300

0.400

0.500

0.600

0.700

0.800

0.900

1.000

Figure 3.8: A subset of 200 points taken from a set of 2,000 randomly distributed points,
which represent a near-optimal solution for the p-dispersion-min-sum problem.
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appears to work better than the other two, has not found large interest in the research
community. Only in the already mentioned article about the hypercube approach [4] is
it briefly mentioned as a replacement for non-vector spaces.
To conclude the discussion about diversity we would like to refer briefly to an article
from Weitzman [68], in which he proposes another diversity measure:

δw (S) = max (δw (S − {ui }) + d(ui , S − {ui }))
1≤i≤p

(3.7)

with d(ui , Q) = min d(ui , v)
v∈Q

The author argues that this measure is superior over many alternative diversity measures because there are lots of examples where the other measures “fail”. The drawback,
however, is that this recursively defined measure is unlikely to be efficiently computable.
The above definition requires that all possible subsets have to be examined, which is an
exponentially large number. Also further publications such as [26] suggest that there is
no more efficient way of computing the measure. In this publication the authors describe
an application of Weitzman’s diversity function: computing merely the diversity for 33
objects (and not even optimizing it) took approximately 11 hours on a relatively modern
computer (2005).
Table 3.1 summarizes all the presented diversity measures.
There may be well be other possibilities of defining diversity measures (e.g. the size
of the minimum spanning tree for the selected nodes). However, in this thesis only the
presented p-dispersion measures are further evaluated. p-dispersion and p-dispersionsum are commonly used measures (at least in literature) as is p-center. However, as was
pointed out before, p-dispersion-min-sum may have several advantages over the former
measures. All four measures are therefore compared in the experiments in Chapter 7.
Weitzman’s diversity measure is not discussed any further for obvious reasons.

3.2

Maximum-score diversity selection is N P-hard

Even if the above definitions of diversity lead to different solutions (in the 2D case) they
all have one thing in common: finding a subset that maximizes the diversity function
is an N P-hard problem. This means that it is (presumably) computationally infeasible
to find a guaranteed optimal solution for all but very small problem instances. State-
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Table 3.1: Summary of all presented diversity measures.
Formula
δhc (S) =
δ(S) =

Complexity
Hypercube coverage
|{h ∈ H : S ∩ h 6= ∅}|
k

O(n)
p-dispersion
O(p2 )

min {d(ui , uj )}

1≤i<j≤p

Remarks
Only for metric spaces
Also known as maxi-min
problem

p-dispersion-sum
δ(S) =

p X
i−1
X

O(p2 )

d(ui , uj )

i=1 j=1

Also known as maximum
edge weight clique problem

p-dispersion-min-sum
δ(S) =

p
X
i=1

min

1≤j≤p,i6=j

δ(S) = 1 − max

O(p2 )

d(ui , uj )

min

1≤i≤n 1≤j≤p,i6=j

d(ui , uj )

p-center
O(p ∗ n)

Weitzman
δ(S) = max (δ(S − {ui }) + d(ui , S − {ui })) O(2n )
1≤i≤p

Supposedly not efficiently
computable

of-the-art exact algorithms for the p-dispersion-sum problem currently find solutions
for only less than 100 objects (see e.g. [64]). However, in real world scenarios such as
chemoinformatics, selecting 1,000 out of 10,000 molecules is a fairly common problem
size. Therefore only heuristic approaches can be used to find near-optimal subsets of
objects. In the remainder of this chapter we sketch the N P-completeness proofs for
the various diversity definitions introduced in the previous section.3 The first part is a
repetition of existing proofs for the pure diversity selection problem (without scores/node
labels) and in the second part we present the proof for MSDS.
N P-completeness proofs involve finding a suitable transformation of a known N Pcomplete problem to the problem under consideration. Fortunately there is a huge
collection of problems to choose from when searching for a suitable reduction, which
have been proven to be N P-complete. ([27] is an excellent source). Since diversity
selection is usually modeled as a graph problem, it makes sense to use other graph
problems for the reduction.
Let’s start with the p-dispersion problem.
3

Readers not familiar with the theory around N P-completeness may find the short summary in
appendix A useful.
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Theorem 2. The p-dispersion problem, i.e. deciding if the complete graph G contains
a subset S ⊆ V with exactly p nodes such that the clique defined by S satisfies δd (S) = d
for any value d, is N P-complete.
Proof. Erkut [24] used CLIQUE as a starting point for reduction. Recall that the clique
problem determines whether a graph G has a clique of size p or greater, i.e. a subgraph
G1 with p or more nodes all of which are connected with each other. The transformation
from CLIQUE to p-dispersion is fairly straightforward: G is extended into a complete
graph G0 by adding the missing edges where all edges also occurring in G are given an
edge label of 1, all other edges not in G are given a label of 0, see Figure 3.9. It is clear

Figure 3.9: Transformation from an arbitrary graph to a complete graph. The edges of
the original graph are in black and all have a label of 1.
that the transformation can be performed in polynomial time in the number of nodes.
The resulting graph G0 is a restricted instance of the general p-dispersion problem in
that there are only two different edge labels, 0 and 1. Now, G contains a clique of size
p if and only if G0 contains a subset S of p nodes with δd (S) = 1 (i.e. only edges from
the original graph G are used, otherwise δd would be 0), see Figure 3.10a. Therefore
if a polynomial-time algorithm existed for finding such a subset then the N P-complete
CLIQUE problem could also be solved in polynomial time, which is a contradiction.
Consequently, the p-dispersion problem must be N P-complete, too.
The same proof can also be applied to the p-dispersion-sum or maximum edge weight
clique problem.
Theorem 3. The p-dispersion-sum problem, i.e. deciding if the complete graph G contains a subset S ⊆ V with exactly p nodes such that the clique defined by S satisfies
δds (S) = d for any value d, is N P-complete.
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Proof. The second name already indicates its relation to the clique problem: In addition
to finding a clique of size k the clique must also be one with maximal edge weight sum.
Using the same transformation as above (setting the labels of all edges in G0 that also
occur in G to 1 and all others to 0) the question is now, if G0 contains a subset of p
nodes with δds (S) = p∗(p−1)
. If such a subset existed, it would form a clique of size p
2
in the original graph G, see Figure 3.10b. Again, this shows that no polynomial time
algorithm for p-dispersion-sum can exist, either.
Finally, also the proof for the novel p-dispersion-min-sum measure is similar.
Theorem 4. The p-dispersion-min-sum problem, i.e. deciding if the complete graph G
contains a subset S ⊆ V with exactly p nodes such that the clique defined by S satisfies
δdms (S) = d for any value d, is N P-complete.
Proof. Once again, all edges in G0 that are also present in G are assigned a label of
1 and all other edges are labeled with 0. A p-subset of nodes from G0 with δdms = p
corresponds to a clique of size p in the original graph G, see Figure 3.10c. Therefore
p-dispersion-min-sum is also N P-complete.

(a) p-dispersion

(b) p-dispersion-sum

(c) p-dispersion-minsum

Figure 3.10: The red nodes are solutions to the various p-dispersion problems and the
red edges are the ones that contribute to the corresponding diversity functions.
Note that the marked edges in Figures 3.10a and 3.10c are not the only solutions.
For p-dispersion any bold edge can be selected, for p-dispersion-min-sum only two edges
can be counted in δdms (but multiple times) if a pair of nodes are their mutual nearest
neighbors.
The p-center problem differs slightly from the p-dispersion problems because it is
defined on both sets of nodes, the selected and the unselected ones. Therefore, the
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N P-completeness proof (taken from [36]) is based on the dominating set problem [27],
which also involves two sets of nodes. The dominating set problem asks whether a graph
G = (V, E) contains a subset S ⊆ V of size p so that for all nodes x ∈ V − S there exists
a node y ∈ S and an edge {x, y} ∈ E. This means that the graph’s nodes are divided
into selected and unselected nodes and each unselected node has at least one selected
neighbor. Figure 3.11 shows a graph with two different dominating sets of size three (the
minimum size for this graph).

Figure 3.11: Two different dominating sets of size three.
Theorem 5. The p-center problem, i.e. deciding if the complete graph G contains a
subset S ⊆ V with exactly p nodes such that the clique defined by S satisfies δc (S) = d
for any value d, is N P-complete.
Proof. The reduction of the dominating set problem to the p-center problem is similar to
the transformations for p-dispersion. The original graph G is extended into a complete
graph G0 = (V, E 0 ) where each edge in E 0 that also exists in E is assigned a label of one,
and each additional edge not in E is assigned a label of two. Supposing that we are able
to find a subset S of size p in G0 with δc (S) = 1 – thus only the original edges from G
are used – then this subset would also be a dominating set in G. On the other hand, if
δc (S) = 2, i.e. at least one of the additional edges is used, then G does not contain a
dominating set of size p. This is demonstrated in Figure 3.12. The left graph contains a
3-center with δc (S) = 1, whereas the right graph contains a 2-center but has to use some
additional edges with length two and therefore has δc (S) = 2. Hence, the algorithm for pcenter can also solve the dominating set problem and if this algorithm ran in polynomial
time, then the dominating set problem would also be solvable in polynomial time, which
is a contradiction. Consequently, the p-center problem also has to be N P-complete.
The figure also shows the difference between the dominating set problem and the
similar maximum independent set problem, which increases in significance when we
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Figure 3.12: The left graph shows a 3-center using only edges of length one whereas the
right graph shows a 2-center that must also use edges of length two.
discuss an algorithm for optimizing the p-center measure in Section 6.2: the former
allows a selected node to also have selected neighbors (such as in the left graph of the
figure) whereas for the latter this is forbidden (such as in the right graph). A subset
VI ⊆ V is called an independent set if ∀x, y ∈ VI , x 6= y : {x, y} ∈
/ E, i.e. there is no edge
between any pair of nodes in VI . A maximum independent set is an independent set VI
such that no larger independent set exists. This is equivalent to a clique in the inverse
graph (a graph in which edges and non-edges are exchanged) and vice versa. Therefore
the independent set problem is N P-complete, too.
The theorems above only considered the decision variants of the diversity problems,
i.e. deciding if a subset of nodes with a certain diversity value exists. However, in MSDS
we want to find the optimum subset, i.e. the one that maximizes any of the diversity
functions. Since the decision problems are already N P-complete the corresponding
optimization problems are at least as complicated to solve and are therefore N P-hard.
So far the results mentioned above only hold for the task of pure diversity selection,
i.e do not take the activity objective into account. However, reducing any of the pure
problems to the multi-objective MSDS is not a complex procedure.
Theorem 6. MSDS with any of the four presented diversity measures is an N P-hard
optimization problem.
Proof. For example, the N P-hard p-dispersion-sum optimization problem can be transformed to MSDS in linear time. This can be accomplished by setting all node labels to
the same constant value c. This ensures that only the edge labels have an influence on
the function to be optimized, and a solution to this (special) MSDS is a solution to the
corresponding p-dispersion/p-center problem.
The same construction is applicable to all other p-dispersion and p-center measures.
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Note, that this does not imply that all instances of MSDS are hard to solve. For example,
instances where node labels are much larger than edge labels, such that the optimized
function is completely dominated by the node labels, are easy to solve. However, MSDS
in general, without any further restrictions on the node and edge labels, is N P-hard.
In this chapter we have discussed several measures for diversity and shown that pure
diversity selection and its extension to MSDS are both N P-hard optimization problems,
which makes it impossible to find guaranteed optimal subsets for more than about a
hundred objects. Nevertheless we are interested in good solutions, even if they may not
be optimal. Therefore the next chapter discusses various types of optimization problems
and general approaches to finding near-optimal solutions.

Chapter 4
Multi-objective Optimization
As we have already explained in the introduction, maximum-score diversity selection
belongs to the class of multi-objective optimization problems. Since multi-objective optimization is a special case of general optimization, a short introduction to the subject is
given in Section 4.1. Optimization can be grouped into several classes, the most important for this thesis being linear optimization (Section 4.2), combinatorial optimization
(Section 4.3), and multi-objective optimization (Section 4.4). The latter two classes play
particularly important roles in MSDS.

4.1

General optimization

Optimization is the process of finding the maximum or minimum value of a mathematical
function f
f :X→R
(4.1)
where X can be almost any set of objects. Examples are Rk if the variables take on
real values or sets with only a very restricted number of values, e.g. {0, 1}k in the case
of binary optimization problems. The function f is often also referred to as objective
function. The minimum and maximum xmin /xmax are defined as
f (xmin ) ≤ f (x) ∀x ∈ X

(4.2)

f (xmax ) ≥ f (x) ∀x ∈ X

(4.3)

and
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respectively. Usually, optimization problems are constrained, which means that the values xi of a solution (optimal or not) may not take arbitrary values from set X. Constraints can be formulated as equalities or inequalities, e.g. that certain xi must be in a
restricted range of X, that the sum of all xi is smaller or greater than some fixed value,
or even more complicated formulas. In principle each x ∈ X is a solution to the problem,
however one is interested in only a small subset of X. Solutions to an optimization problem that do not satisfy all constraints are called infeasible and can be discarded. If one
of the remaining feasible solutions optimizes f it is referred to as an optimal solution.
Depending on the nature of X, f , and the constraints, optimization problems are
grouped into a number of different categories, some of which are:
Nonlinear Programming This is a very general class of optimization problems (the
term “programming” has historical reasons and was at first not related to computer
programs), where X is usually Rk and the xi in f and the constraints can occur in
linear and nonlinear combinations. Nonlinear problems are usually hard to solve.
Linear Programming (LP) Probably the most popular type of optimization problems, in which X is a subset of Rk , f consists of a linear combination of the xi
only, and all constraints are also linear.
Quadratic Programming (QP) The objective function contains linear and quadratic
terms of xi , but the constraints are still linear.
Integer Programming (IP) These problems are a restriction of linear optimization
problems, where X consists of integer values only: X = Zk . This restriction makes
most problems much harder than linear problems.
Binary Integer Programming (BIP) A further restriction of X to {0, 1}k .
Combinatorial optimization If all solutions belong to a discrete set, the search for
an optimal solution is called combinatorial optimization. In principle the optimum
can be found by enumerating all elements of the finite set X, which is not possible
for LP or QP problems. BIP can also be seen as a special case of combinatorial
optimization.
Multi-objective optimization The optimization problem does not have a single-objective
function, it is rather that there are several criteria that need to be optimized at
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the same time (f is extended to a vector function). Usually the objectives are
conflicting and cannot be optimized simultaneously.

There are many more categories into which an optimization problem can fall, but the
above are the most commonly used. MSDS is certainly a multi-objective problem and
its natural formulation makes it a combinatorial optimization problem, as the selected
objects are from a discrete and finite set and so are all possible solutions. However,
LP and BIP also play a role in the following discussion. Therefore, in the next sections
linear and combinatorial optimization are described first in some detail before introducing
multiple objectives.

4.2

Linear optimization

MSDS is clearly not a general linear optimization problem, because an object is either
selected or not, i.e. the variables are binary and not real. Therefore, solution techniques
for linear programming cannot be applied directly to MSDS. However, it is possible to
derive bounds for several combinatorial problems by using a method called linear programming relaxation. The integer constraints on the variables are dropped and the linear
programming problem is solved. Its solution is usually different from the corresponding
integer programming solution. More precisely the LP solutions are equal or better than
the corresponding IP solutions. Therefore the former can be used to derive bounds for
the latter. This process is described in more detail in the next section. However, in order
to apply this method a basic understanding of linear programming is necessary.
As we already described above, a linear optimization problem consists of a function f ,
which is a linear combination of all variables xi and several linear equalities or inequalities
as constraints. Formally, this is written as
Optimize f = cT x

(4.4)

Ax ≤ b

(4.5)

Subject to
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A simple example with two variables (inspired by [48]) is
Maximize

x1 + x2

Subject to

x1 ≥ 0
x2 ≥ 0
x2 − x1 ≤ 1
x1 + 6x2 ≤ 15
4x1 − x2 ≤ 9

For a better understanding, the above problem can be visualized graphically. The
constraints (formulated as inequalities) define a polygon inside which all feasible solutions
lie, see Figure 4.1. The optimal solution is subsequently the one that is inside the polygon
and maximizes the objective function. The maximum value lies in the direction of the
vector c that defines the coefficients for xi , which is (1, 1) in the example. In cases

Figure 4.1: Feasible area of the linear programming example that is formed by the
constraint inequalities. The optimum point lies in the direction of the coefficient vector
c.
with two or three variables graphical construction of the optimal solution is a simple
procedure. All points on a line that is perpendicular to the coefficient vector c have equal
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objective function values. The farther away from the origin these lines are, the greater
the objective function value becomes. Therefore we are seeking the last intersection of
such a line with the polygon of feasible solutions. Figure 4.2 show three such lines, the
bold one being the one with the optimum value. The optimum solution is the right

Figure 4.2: The three colored lines indicate values where x1 + x2 is constant. The
intersection with the feasible area and the line farthest away from the origin is the
optimal solution.
corner point of the polygon at the coordinates (2.76, 2.04). The objective function value
at this point is 4.8.
The example has one single optimal solution. However, linear programming problems may have more than one solution, if one of the edges of the polygon (in the twodimensional case) is orthogonal to the direction of c, or no solution if the feasible area
is empty. The objective function may also be unbounded if the polygon is open in the
direction of c (e.g. if the last two constraints in the example are dropped).
Even if solving linear programs in two or three dimensions may work in this visual
way, it cannot be used if more variables are involved. And almost all linear programming
problems consist of many more variables than just two or three. One standard algorithm
is the so-called simplex method, which was invented by the American mathematician
Georg Dantzig in 1947. Today it is presumably still the most popular way of solving linear
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optimization problems. Although there is no guarantee that it can solve any problem in
acceptable time — there are in fact instances that lead to exponential runtimes [37] —
it can handle almost all realistic cases with even thousands of variables and constraints
efficiently.

4.3

Combinatorial optimization

Still, the question remains, how linear programming is related to maximum-score diversity selection, which is a combinatorial optimization problem. For this, we first have to
inspect MSDS more thoroughly. We want to accomplish the following:
1. Maximize the score of the selected objects. Suppose each object ui has a corresponding indicator value given by xi ∈ {0, 1} with a value of one if ui is selected
and zero if not. Each object has a fixed score σ(ui ), therefore we can write this
P
objective function as ni=1 xi σ(ui ). This is obviously a linear function in the xi .
2. Maximize the diversity of the subset. Assuming that the diversity function to be
optimized is δds (p-dispersion-sum, see Equation 3.4) then this objective function
P P
can be written as ni=1 i−1
j=i xi xj d(ui , uj ).
Unfortunately the second objective function is not linear any more, so we cannot use it
in this way. However, since xi are restricted to either zero or one, the product xi ∗ xj is
also either zero or one. We can therefore replace the product with an auxiliary variable
xij ∈ {0, 1} and add a constraint xij − 0.5(xi + xj ) = 0 (this is similar to a set of
inequalities used in e.g. [56, 64]). Adding the general constraint that exactly p objects
must be selected results in the following system of equations:
Maximize

n
X

xi σ(ui ) +

n X
i−1
X

xij d(ui , uj )

(4.6)

Subject to xij − 0.5(xi + xj ) = 0, ∀i, j ∈ [1..n]
n
X
xi = p

(4.7)

i=1

i=1 j=1

(4.8)

i=1

xi ∈ {0, 1}

(4.9)

xij ∈ {0, 1}

(4.10)
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The restriction to values from {0, 1} makes this an integer program, precisely a binary
integer program. Coming back to our example from the previous section, the integer
version of the linear optimization problem problem can be seen in Figure 4.3. Instead of

Figure 4.3: Integer version of the linear programming example from the previous section.
The feasible solutions are the dots inside the feasible area of the corresponding linear
program.
the complete polygon formed by the constraints the feasible solutions are now represented
by only a very small subset of points inside the polygon. Obviously, it would be a
coincidence, if the solution of the linear program is the same as the solution for the
corresponding integer version. Hence the questions arises, how an integer program can
be solved. Looking at our small example one is tempted to take the linear solution and
round the values to the nearest integers. However, even in the example this does not
work as (3, 2) is outside the feasible region of even the linear problem. Even if rounding
was possible, what value would we choose in our MSDS application if, for example, some
xi are given a value of 0.5? Does this mean that the object is selected (i.e. rounding
it to one) or that is not selected (i.e. rounding it to zero)? These and other problems
associated with rounding LP solutions can be found in [29]. In short, just rounding the
LP solutions does not work and therefore other ways of solving integer programming
problems have to be found.
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But why does one even try to round the solution of the linear program and not use
an algorithm for the integer program? The reason is that unfortunately (binary) integer
programs in general are N P-hard [27] and therefore cannot be solved efficiently (in
contrast to linear programs), especially with regard to instances with several thousand
objects such as in early drug discovery.
However, one thing that we can do — and which is actually quite often done in
practice — is not to use the solution components of the LP problem but merely the
optimal function value associated with the solution. This process is commonly called
the linear programming relaxation (LP-relaxation) of the integer programming problem.
The reason for applying this process is that the linear programming solution tells us
at least one important thing: solutions to the integer problem cannot be better than
the linear solution(s). This is quite obvious from our example, since all feasible integer
solutions lie inside the polygon and thus are nearer to the origin than the optimal linear
solution. Therefore the LP-relaxation gives us an upper bound on the objective function
value of the integer problem. And if we have an approximate solution to the problem
(computed by some other means) we can compare it to the LP-relaxation’s objective
function value and get an impression of how good our solution is.
For the LP-relaxation the integer constraints on the variables are dropped. For our
example this leads to the following linear program:
Maximize

n
X

xi σ(ui ) +

i=1

n X
i−1
X

xij dij

i=1 j=1

Subject to xij − 0.5(xi + xj ) = 0, ∀i, j ∈ [1..n]
n
X
xi = p
i=1

xi ∈ [0, 1]
xij ∈ [0, 1]
However, solving this LP leads to unexpected results. Since the objective function is to
be maximized and the number of selected edges, i.e. the xij , is not constrained directly
but only indirectly via the first constraint, the solution will contain many xij > 0 where
only one of the adjacent nodes xi or xj is selected. This is of course wrong, because
an edge may only be counted if both nodes are selected. This problem can (at least
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partially) be addressed by adding two additional constraints:
xi − xij ≥ 0
xi − xji ≥ 0
This ensures that an edge is only given a non-zero weight if both adjacent nodes also
have non-zero values.
Solutions to this extended LP still suffer from fractional values for xi and xij , and
even worse in most cases all nodes and edges have the same non-zero value. Thus it
is totally unclear, which nodes have been selected. There is, however, one result from
LP optimization that could in principle be used: the optimal objective function value.
Since the integer version of a maximization problem always produces smaller (or at most
equal) solutions the LP value is an upper bound to the IP problem. This would allow for
an estimation about the quality of IP approximations (that have been found by other
methods). If their values are close to the optimal LP value then they are presumably
quite near the real optimum. Unfortunately, applying this approach to some of the
datasets used in the experiments always resulted in LP function values, which were very
close or even equal to 1 (for values normalized between 0 and 1). The results of the
heuristic approaches suggest that this upper bound is not concise enough to be used in
practice. Therefore we have not performed any more experiments with LP relaxation.

4.4

Multiple objectives

So far we have only dealt with problems that have one single function to be optimized.
However, in reality many problems consist of more than one objective:
• Suppose you want to buy a new car. It should be really fast but you want to spend
as little money as possible. Clearly, the faster the car should be, the more money
you have to spend. So where is the best trade-off between the two objectives? How
much money is 10 km/h of top speed worth (to you)?
• In portfolio selection the expected gain should be as high as possible but the risk
in losing money should be minimized. Usually, it is not possible to achieve both
at the same time. Therefore the question is, what is the best selection of stocks?
• Students need to take several courses in university. Being students, they want to
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have as little work as possible, still get good grades and also take courses that are
interesting and prepare them well for the future. What is the best selection of
courses to optimize these three objectives.
These three simple examples show one important (if not the most important) aspect
of problems with multiple objectives: typically the objectives involved are conflicting,
i.e. optimizing one objective (e.g. speed of the car) leads to a deterioration of the
other objective(s) (e.g. money to be spent). Therefore it is not possible to find one
optimal solution but only several “sub-optimal” solutions each of which involves a certain
drawback in one or more of the objectives.

top speed

Coming back to the car example, the possible choices of cars can be arranged in a
two-dimensional plot where both axes define one objective, see Figure 4.4. Each point
in the diagram represents a car with its top speed and its price. The optimal car would
optimal solution
€ 30,000, 210 km/h

€ 250,000, 260 km/h

€ 50,000, 180 km/h

€ 4,000, 100 km/h

price
Figure 4.4: Possible solutions for the car example characterized by price and top speed.
cost you no money and have the highest top speed. This car would be in the top left
point of the diagram, but obviously this kind of car does not exist. Therefore all realistic
cars are somewhere below the optimal solution. They can be grouped into two classes,
indicated by the red and green points. The marked red point in the center of the diagram
corresponds to a car that costs e 50,000 and has a top speed of 180 km/h. However,
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there is at least one other car that is cheaper and drives faster at the same time: the
one that costs e 30,000 and has a top speed of 210 km/h. The same is true for all
other red cars and in any case there is another car that is better in both objectives.
However, for the green cars, no such choices exist. There are cars that are cheaper or
faster, but in all cases they are either slower or more expensive, respectively. For these
two classes, the terms dominated and non-dominated have been defined. The green cars
dominate the red cars and are themselves non-dominated by any other car. The set of
non-dominated solutions is also called the Pareto front (named after an Italian economist
who first described this concept in the 19th century), since its elements form a kind of
wave-front that tries to converge to the (utopian) optimal solution. Intuitively, no one
would choose a red car, therefore the non-dominated solutions are the ones that are
interesting in multi-objective optimization problems. What is also fairly obvious from
the example, is the fact that the last decision, which of the non-dominated solutions is
chosen in the end, depends on the individual human (providing no further constraints
have been modeled in the problem).
Multi-objective optimization problems are not restricted to two or three objectives
as in the examples, but in principle an arbitrary number of objectives can be involved.
Therefore a general definition for multi-objective optimization problems and the Paretoconcept is required. A multi-objective optimization problem can be written formally
as
Maximize f (x) = (f1 (x), f2 (x), ..., fk (x))
Subject to x ∈ F
where the fi : X → R are the objective functions and x = (x1 , x2 , ..., xn )T is an element of
F ⊂ X, the set of possible or feasible solutions. Similar to linear programs, the definition
only covers maximization problems, but a minimization problem (or any combination
thereof) can easily be reformulated as a pure maximization problem by changing the
signs of the fi accordingly.

4.4.1

The dominance relation

Using the objective function values for a pair of solutions, the dominance relation can
now be defined as follows:
Definition 16. A solution x ∈ F dominates a solution y ∈ F , in short x  y, iff
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fi (x) ≥ fi (y) for all i = 1, 2, ..., k and fj (x) > fj (y) for at least one index j.
This means, x is strictly better than y in at least one of the objectives and has equal
values in the remaining objectives. A feasible solution x ∈ F is called non-dominated or
Pareto optimal if no other y ∈ F exists for which y  x. The Pareto front consists of
all non-dominated solutions.
Besides this rather intuitive concept of Pareto dominance, there is also the weaker
concept of -dominance [42].
Definition 17. A solution x -dominates a solution y, for short x  y, for some  > 0
if (1 + ) ∗ fi (x) ≥ fi (y) for all i = 1, 2, ..., k.
The main implications of this definition are twofold. First, the set of -non-dominated
solutions depends on the choice of  and also on the order in which solutions are added to
the set (or removed from it)! Since a solution’s dominated region is now larger than for
pure Pareto dominance, many Pareto optimal solutions are now -dominated and are not
considered for the Pareto front any more. Figure 4.5 shows the Pareto dominated region
of a solution on the left and the -dominated region of the same solution on the right. If
g

g
Pareto dominated by x

g(x)

(1+ε)g(x)

x

f(x)

ε-dominated by x
x

f

(1+ε)f(x)

f

Figure 4.5: The two diagrams show the Pareto dominated region of a solution on the
left and the -dominated region on the right.
solution x were chosen then the other two solutions would be -dominated. If any of the
other two solutions were chosen first, then x would be -dominated. Therefore the set of
-dominating solutions depends on the order of selecting solutions. With this definition of
dominance solutions can even occur that are not Pareto-optimal, if the dominated region
includes Pareto-optimal solutions. Thus, two different kinds of sets can be defined for
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the -dominance relation. The -approximate Pareto set contains solutions that are dominating but are not necessarily Pareto-optimal, whereas the -Pareto set contains
only Pareto-optimal solutions, i.e. a subset of all non-dominated solutions.
The second implication of -dominance is of practical interest, since the -Pareto set
is usually much smaller than the Pareto set (depending on the choice of ). This can
be of interest if the number of non-dominated solutions is very large. On the one hand,
optimization algorithms, especially population based algorithms, which will be covered in
Chapter 5, have to be used carefully in order to approximate the whole Pareto front and
not only parts of it. Using -dominance can prevent the algorithm from concentrating
too much on densely populated regions of the front [42]. On the other hand, the reduced
set of solutions makes it easier for the user to select a solution – if he is presented only
a few dozens instead of several hundreds (or even more) solutions.

4.4.2

Ranking Pareto front approximations by indicator functions

The true Pareto front with respect to real world optimization problems is usually not
known; the sole task of optimization algorithms is to find a good approximation of the
Pareto front. One fundamental problem is the comparison of different approximations.
Which set of solutions is the best one? For many cases, such as the left and middle
example in Figure 4.6, the answer is easy and can be determined by extending the
Pareto dominance relation from pairs of solution to complete sets. Let Ψ denote the set
of all Pareto front approximations (containing only pairwise non-dominated solutions).
Subsequently a set of solutions A ∈ Ψ dominates a set B ∈ Ψ if all solutions from A
dominate all solutions from B:
A  B ⇔ ∀x ∈ A, ∀y ∈ B : x  y

(4.11)

This concept can easily be justified with the left and middle diagrams of Figure 4.6.
Clearly in both cases set A is better than the solutions in set B. However, this pure
binary indicator cannot distinguish between the left and middle case, where in the latter
the set B is only slightly worse, and does not make any statement for the right case in
which neither set A completely dominates set B nor the other way round. Therefore more
sophisticated measures are needed. Most popular are so-called unary quality indicators
that do not compare a pair of sets but instead compute a real number for each set:

A
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B

B

B

x

A

x

x

Figure 4.6: Set A is clearly a better approximation of the true Pareto front than B in
the left and middle diagram, whereas in the right it is unclear at first sight, which one
is better.
I : Ψ → R. Such a unary measure I should satisfy several properties ([71]):
Strict monotonicity This means that it should be compliant with the Pareto dominance relation from Equation 4.11:
∀A, B ∈ Ψ : A  B ⇒ I(A) > I(B)

(4.12)

This definition guarantees that if set A dominates B then also the corresponding
indicator value of A is greater than that of B.
Scaling invariance If the objective function values are scaled by monotonic transformation, e.g. normalizing them to [0, 1], the value of I must not change.
Efficient computation It should be cheap to compute the measure I.
Whereas the first property is essential, the last two are simply “nice to have”.
Quite a lot of different ways to assess the quality of Pareto set approximations exist,
such as the R indicator family, the Epsilon Indicator family, or the hypervolume indicator
(see [71] and [38] for more thorough overviews). Especially the latter is quite commonly
used, since it is currently the only indicator that is strictly monotonic. The concept of
the hypervolume indicator is quite simple. As the name already suggest, it computes
the hypervolume enclosed by the solutions in the Pareto set approximation. However,
this requires the choice of a point from which the hypervolume is spanned. Ideally, such
a reference point has objective values that are worse than any value from any solution
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in the set. Figure 4.7 shows the hypervolume for a Pareto set (with two objective functions). The hypervolume is computed by taking the union of all hypercubes, which are

Figure 4.7: Hypervolume enclosed by a Pareto set.
constructed from the reference point and one of the solutions as the opposite corners. In
the two-dimensional case this is quite simple. However in the general case, hypervolume
computation requires runtime exponential in the number of objectives [9]. Therefore
the hypervolume is usually approximated in higher dimensional optimization problems.
However, for two objectives computation is easy as the hypervolume area can be split
into several non-overlapping rectangles whose area can be summed up, as indicated in
Figure 4.7.
In principle the hypervolume can be computed for any set of feasible solutions, not
only for non-dominated solutions. Consequently, the hypervolume is defined for any
arbitrary set A ∈ Ω where Ω = 2S is the set of all feasible solutions. Then
Z z upper
IH (A) :=

αA (z)dz

(4.13)

1 : A  {z}
0 : otherwise

(4.14)

z lower

where αA is the so-called attainment function
(
αA (z) =

It returns 1 for all points that are dominated by any point in A, and otherwise returns
0. The integral’s lower boundary z lower corresponds to the reference point, whereas the
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upper boundary z upper must be chosen to be any point that is not dominated by A (e.g.
the utopian optimal solution, see Figure 4.7). The choice of the reference point has a
huge effect on IH whereas the upper boundary does not change the value (as long it is
a non-dominated point) because there are no dominated points outside A.
Using IH allows for a quantitative comparison of several Pareto set approximations
even in cases when they are incomparable with the Pareto dominance relation.

4.4.3

Solving multi-objective optimization problems

Since many real-world optimization problems are multi-objective there exists a huge
collection of methods and algorithms for solving them, see e.g. [51] or [16] for overviews.
Some of the approaches, called no-preference methods, seek to find only a single solution
in cases where the user is satisfied with any Pareto optimal solution. We shall not
discuss them any further, since in practical applications of MSDS the user would like
to have a selection of solutions, from which he can choose (maybe based on some other
constraints). The remaining approaches can be roughly grouped into a-priori and aposteriori methods. Whereas the latter automatically find a set of solutions, from which
the user can choose, the former usually find only a single solution based on the preferences
for certain objectives that the user must articulate beforehand. However, some a-priori
methods can be converted into an a-posteriori method by systematically varying the
parameters the user would normally define.
Popular a-priori methods comprise:
Lexicographic ordering The objectives are ordered by the user and the most important objective is optimized first. If a single solution exists, then this is the optimal
solution, otherwise the second objective is optimized with the first objective’s value
as a constraint. The process continues until either a single solution is found or all
objectives have been optimized. In practice it is hard to determine if only a single
solution exists. Additionally, by ordering the objectives, the user can only articulate very rough preferences since the first objective is infinitely more important
than the second.
Goal programming The user has to set “aspiration levels” zi for each objective that
should be reached. These can e.g. be minimal values for each objective function.
The constraints fi (x) ≥ zi are called the goals, i.e. the function values should
at least be as high as the aspiration levels. Of course, not all objectives can be
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maximized to the chosen aspiration levels and the differences θi = max(0, zi −fi (x))
between attained function values are called the deviations. Goal programming then
tries to minimize the weighted sum of the deviations whereby at the same time
using the goals as side constraints.
Minimize

n
X

wi θi

i=1

Subject to fj (x) + θi ≥ zi

for all j = 1...n

θi ≥ 0 for all j = 1...n
Goal programming is a common method for multi-objective optimization problems
since setting the aspiration levels is quite easy for the user. This is not the case for
the weights, since they do not necessarily have an understandable interpretation in
the original problem. Also the automated conversion into an a-posteriori method
is not straight-forward since the aspiration levels are problem dependent.
In practice it is often complicated to set goals beforehand, because, for example,
objective function values are too abstract (e.g. diversity). Also a strict ordering is quite
often undesirable. Therefore a-posteriori methods are usually preferred, because they
present the user a set of solutions from which he can pick one or more, even based on
additional criteria that have not been used in the optimization process. Some commonly
used a-posteriori methods include:
Weighting method All objective functions are linearly combined into a single function
Pn
by assigning weights to each objective: Maximize
i=1 wi fi (x). This approach
is simple and can easily be automated by sampling the wi between 0 and 1. One
drawback of the weighting approach is that it cannot find solutions in non-convex
regions of the Pareto front [19]. The Pareto front is said to be convex if the line
between any pair of points of the front is completely inside the feasible region. This
is illustrated (for the two-dimensional case) in Figure 4.8. The Pareto front in the
left diagram is convex whereas in the right figure it is non-convex because of the
“hollow” in the middle of the front. Solutions Q and R cannot be connected by a
straight line running inside the feasible area. This prevents solution P from being
found by the weighting method. The two weighting coefficients define the slope
of tangents on the Pareto front. In order to find the maximum value, the tangent
is moved as near to the right upper corner (the utopian point) as possible, such
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Figure 4.8: Convex (left) and non-convex (right) Pareto fronts. Solution P on the right
front cannot be found by a linear combination of both objectives.
that it is still a tangent on the front. However, the shown tangent in P (and in
fact any tangent in P ) intersects the Pareto front also in point Q. This means the
tangent can be moved perpendicularly to itself to reach points on the Pareto front
that have a higher sum value for the same weights, such as T in the example.
Non-convexity can be a problem in practice but in all applications discussed here
the space is either convex or has only very small/few non-convex regions that
are negligible (see the chapter about experiments). By systematically varying the
weights a set of solutions is gradually constructed. However, the number of different
weight combinations grows exponentially with the number of variables, therefore
this approach is only feasible for few variables.
-constraint method Only one objective function is optimized, the remaining are converted into constraints:
Maximize fl (x)
Subject to fj (x) ≥ j

for all j ∈ {1, ..., n} − {l}

In contrast to the weighting approach, the method does not require the solution
space to be convex. However, the j must be carefully chosen such that the whole
system does not become infeasible, which requires a preliminary analysis of the
problem.
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Value function method The user needs to define a scalar so-called value function:
Maximize v(f (x))
This is the more general case of the weighting method. In practice it is quite hard
if not impossible to define a suitable value function.
Method of weighted metrics This method resembles the weighting approach, but
instead of directly optimizing the weighted objective functions, they are first set in
relation to the ideal objective vector z ∗ , which consists of each objective’s individual
optimal value, and then a metric is applied:

Minimize

n
X

!1/k
wi (zi∗

k

− fi (x))

i=1

The usage of a metric emphasizes the greatest deviation with increasing k. E.g.
using k = 1 leads to the weighting approach (except for the constant z ∗ ), k = 2
is the methods of least squares, and for k → ∞ only the greatest deviation is
minimized.
When using this method, the same problem arises as is incurred via the weighting
approach: the problem must be convex in order to find all Pareto optimal solutions.
For this reason, a different form, known as the weighted Chebyshev problem, is often
used:
Minimize max (wi |fi (x) − zi∗ |)
1≤i≤n

If additionally z ∗ is set to the utopian solution vector (i.e. better than any Pareto
optimal solution), finding all Pareto optimal solutions is guaranteed.
Achievement scalarizing function approach This method is very similar to the
weighted Chebyshev problem, except that the the absolute value is dropped. It
enables any reference point z to be used.
Minimize max (wi (zi − fi (x)))
1≤i≤n

Coming back to MSDS the question arises as to which method should be used for
MSDS. The next section discusses the approach we have chosen for solving MSDS with
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existing single-objective algorithms.

4.5

Turning MSDS into a single-objective problem

As we will see later in Chapter 6, there are several heuristics for solving diversity selection
problems. However, they have no knowledge about the objects’ scores. Therefore the
scores have to be integrated into the distances. This can be achieved by adding the
scores of both objects to each distance (this is equivalent to adding the node labels to
the labels of the adjacent edges).
d0 (ui , uj ) := d(ui , uj ) + σ(ui ) + σ(uj )

(4.15)

This transformation can be thought of as a deformation of the original space that (after
normalization) stretches distances between highly scored objects and shrinks them between low scored objects. Therefore heuristics that work only on the distance matrix can
be used to solve this modified problem. However, so far they produce only a single solution, but the goal is to present the user a set of solutions as produced by multi-objective
genetic algorithms. This is where the weighting method presented above comes into play.
The scalarized objective function of MSDS can be written as (see also Section 4.3)
f (S) = α

p
X

σ(ui ) + (1 − α)δ(S) , ui ∈ S

(4.16)

i=1

If we choose δds as diversity function, then Equation 4.16 becomes
f (S) = α

p
X
i=1

σ(ui ) + (1 − α)

p
p
X
X

d(ui , uj )

(4.17)

i=1 j=1

Note that each distance is counted twice and thus the diversity objective is about twice
as large as usual. This can easily be compensated for by different values for α. Further
transformations yield
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f (S) = α

p
X

σ(ui ) + (1 − α)

d(ui , uj )

(4.18)

i=1 j=1

i=1
p

p

=

p
p
X
X

X

!
X
(1 − α)d(ui , uj )
ασ(ui ) +

(4.19)

j=1

i=1
p

p
XX
σ(ui )
=
α
+ (1 − α)d(ui uj )
p
i=1 j=1

(4.20)

p
p
X
X
σ(ui ) + σ(uj )
α
=
+ (1 − α)d(ui , uj )
2p
i=1 j=1

(4.21)

=

p
p
X
X

d00 (ui , uj )

(4.22)

i=1 j=1

with d00 (ui , uj ) =

α
(σ(ui ) + σ(uj )) + (1 − α)d(ui , uj )
2p

(4.23)

Thus if each score σ(ui ) value is divided by 2p then using the transformed distance
d is essentially the same as using the weighting approach directly.
00

Unfortunately this only holds if p-dispersion-sum is the desired diversity measure.
Applying the above distance transformation to either p-dispersion or p-center slightly
different functions are optimized. For p-dispersion the weighted objective function is1
Pp
f (S) = α

σ(ui )
+ (1 − α) min d(ui , uj )
1≤i<j≤p
p

i=1

(4.24)

whereas using the adapted distances d0 yields
f (S) = min (α(σ(ui ) + σ(uj )) + (1 − α)d(ui , uj ))
1≤i<j≤p

(4.25)

The same holds for p-center, where the weighting approach leads to
Pp
f (S) = α

1

σ(ui )
+ (1 − α)(1 − max min d(ui , uj ))
1≤i≤n 1≤j≤p,i6=j
p

i=1

(4.26)

In this case it is advisable not to use the sum of scores as first objective but rather divide it by p
such that the score objective has a comparable value range to the diversity objective, which is a single
distance only in this case (still assuming that scores and distances are normalized).
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whereas applying the transformation yields
f (S) = 1 − max

min

1≤i≤n 1≤j≤p,i6=j

(α(σ(ui ) + σ(uj )) + (1 − α)d(ui , uj ))

(4.27)

Of course the fact that using the transformed edge labels alters the original optimization problems is not optimal. However, one has to keep in mind that all used algorithms
are heuristics anyway (since the problem is N P-hard) and there is no guarantee that they
will find an optimal solution and they do not strictly optimize “the one” function they
were originally applied to. In practice it turns out that the heuristics solutions are quite
satisfactory. Still, using algorithms originally designed for single-objective problems with
multiple objectives by applying some kind of transformation remains a compromise.
Another fact that needs to be checked, is if the above transformation still yields
metric distances if the original distance is metric. This is crucial if the single-objective
algorithms require metric distances in order to work properly or to guarantee a certain
solution quality. Given that node labels are non-negative and the scaling parameter
α ≤ 1:
d(x, y) ≤ d(x, z) + d(z, y)
(1 − α)d(x, y) ≤ (1 − α)d(x, z) + (1 − α)d(z, y)
≤ (1 − α)d(x, z) + (1 − α)d(z, y) + 2αl(z)
α(l(x) + l(y)) + (1 − α)d(x, y) ≤ α(l(x) + l(z)) + (1 − α)d(x, z)
+ α(l(z) + l(y)) + (1 − α)d(z, y)
Therefore the triangle inequality still holds after incorporating the node labels into
the edge labels.
Although for MSDS it was possible to find a transformation to a single-objective
problem, this need not be the case for many other problems. Quite often a specific
optimization algorithm for one or more objectives is not known or too inefficient because
the (sub)problem itself is intractable such as the diversity objective of MSDS. Then
none of the above approaches are of much help since they assume that either each single
objective or the combined objective function can be optimized somehow. For singleobjective problems the last resort, which in many cases works surprisingly well, are
the so-called metaheuristics (see next chapter). Fortunately some metaheuristics can
easily be adapted to work with multiple objectives without without having to fall back
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on any of the above mentioned approaches to weight, sort, or combine in any way the
objective functions. Therefore the next chapter gives an introduction to metaheuristics
in general and then focuses on evolutionary approaches, which are especially suited for
multi-objective optimization problems.

Chapter 5
Metaheuristics for Optimization
Problems
Metaheuristics are a class of several general algorithms for solving all kinds of optimization problems. Their popularity arises from the fact that they can be used even when
little about the search space is known or it is hard to describe it in formal terms. The
only thing that needs to be known about the problem, is a function for comparing (or
ranking) possible solutions. This type of function usually exists, as what needs to be
optimized should already be known. A metaheuristic then gradually changes one (or
several) solutions and checks whether or not the new solution is better. These changes
are of course problem dependent and a suitable internal representation of solutions is
crucial for all approaches.
The algorithms mainly differ in the number of solutions that are processed (one or
many), but also in how local optima are avoided and how new solutions are created based
on existing one(s). On the one hand there are the so-called trajectory methods, which
work with a single solution only. This solution is gradually changed and the search space
is explored along a trajectory. Without any further modifications this search is directed
towards the best solution in the neighborhood of the current solution. However, this
approach easily gets held up in local optima. There are several methods that can be
used to avoid this premature convergence, the most popular being simulated annealing
and tabu search.
On the other hand there are population based methods, which maintain a set of
solutions that are combined in a certain way to generate new and supposedly better
solutions. Solutions can be combined based on their internal representation, e.g. in
65
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genetic algorithms, or a common “memory” of all solutions is used in order to guide
the population towards the optimal solutions. The latter is performed for example in
ant colony optimization or particle swarm optimization. Population based methods have
a slight advantage over trajectory based methods in that by using several solutions
at a time the search space can be explored more thoroughly and getting held up in
local optima is less likely to happen. This of course comes with a considerably higher
computational complexity.
It is easy to see that population based approaches are better suited for approximating
a Pareto front when applied to multi-objective problems, since they generally work with
a collection of solutions.
Since the focus of this thesis is not to find the best existing metaheuristic for MSDS,
but rather to come up with algorithms that solve MSDS quickly and provide qualitatively
acceptable solutions, we have only included metaheuristics as a reference to what can be
achieved without in-depth studies of MSDS. Quite naturally the question arises, which
metaheuristic to choose. Selection was simple, as in the MO community evolutionary
algorithms and especially genetic algorithms are by far the most commonly used and
best studied metaheuristic. The book from Coello et al. [16] is one of best sources
on multi-objective evolutionary algorithm and it also contains a discussion about how
other metaheuristics can be adopted to multiple objectives and information about their
advantages and disadvantages. We repeat the most important facts here in order to
further justify the decision for genetic algorithms.
Simulated Annealing Being a trajectory method considerable effort must be made to
create a set of solutions. A crucial aspect of simulated annealing is the cooling
strategy, which is often hard to find even in the single-objective case. In the
multi-objective case additionally it has to account for diversity in the solution
set, which renders it even more complicated. Although several multi-objective
simulated annealing approaches exist, none of them has been shown to outperform
evolutionary algorithms.
Tabu Search Similar to simulated annealing the algorithm needs considerable changes
for creating a set of solutions. Maintaining diversity among the solutions is also a
problem because tabu search usually modifies solutions so that its offspring are in
the near neighborhood.
Ant Colony Optimization This metaheuristic implicitly maintains several solutions
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and thus is capable of finding several solutions with only minor modifications. Also
no explicit means of maintaining a good spread of the solutions in the search space
is needed. However, ant colony optimization requires an ordering on the objectives
and usually fine tuning of quite a few parameters.
Particle Swarm Optimization Whereas this type of metaheuristic is easy to implement on the one hand – the algorithm works with multiple solutions (the particles)
at the same time – it is quite hard to maintain diversity since in the single-objective
case the particles should converge to one single solution.
Of course, the reported facts may not hold for all problems and MSDS might suit
one of these heuristics especially well. But as already mentioned, it is out of the scope
of this thesis to check every possible metaheuristic to see which works best.
The next sections begin with a general description of genetic algorithms. In Section 5.2 we discuss multi-objective genetic algorithms and present NSGA-II as one popular representative, which we have used for the various experiments. Due to the fact
that as well as the ranking function, genetic algorithms need an abstract gene-like representation of solutions, as in the case of MSDS fixed-sized subsets, in Section 5.3 we
finally present several genetic encoding of subsets, together with genetic operators.

5.1

Single-objective genetic algorithms

Genetic algorithms or the more general term evolutionary algorithms are, as their name
suggests, inspired by evolution in nature. In short, evolution consists of two main parts:
Mendelian inheritance [50], which explains how information is passed from one generation
to the other, and Darwin’s principle of natural selection [18].
All genetic information is encoded on the genome, which consists of several genes.
Each gene can have different values, the so-called alleles. Formulated in more mathematical terms, each genome can be represented by a string or tuple of length n from
some alphabet A:
g ∈ An

(5.1)

The positions in the string are the genes, the values from the alphabet the alleles.
Traditionally, in genetic algorithms A = {0, 1}, i.e. genomes are represented as bit
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strings, but also integer based alphabets are commonly used. In humans the alleles are
formed by the four bases adenine, cytosine, guanine and thymine, i.e. A = {A, C, G, T }.
Inheritance, in a very simplified version, is the combination of two genomes (in the
sexual case), usually by crossover. This means that two genomes are split at a certain
position and the new offspring genome consists of the first part of the first parent genome,
and the second part of the second parent genome, see Figure 5.1 (actually, two offspring
are created, the second consisting of the first part of the second parent, and the second
part of the first parent). Besides this single-point crossover also two-, or, in general,
m-point crossover is possible. A special case is uniform crossover, where every even gene
comes from the first parent and every odd from the second. Nature dictates a second
way for genomes to change, namely by way of mutation. Mutation randomly changes
the structure of the genome, e.g. by exchanging the value of one gene with another of
its alleles. This is depicted in Figure 5.2.
P1

...A C T T G A G C ...

O1

...A C T T C G G A ...

P2

...T A A T C G G A ...

O2

...T A A T G A G C ...

Figure 5.1: One-point crossover of two parent genomes

...A C T T G A G C ...

...A C A T G A G C ...

Figure 5.2: Mutation of a single gene
The second main principle behind evolution is natural selection, which is even simpler than inheritance (on an abstract level). Selection means that from a large pool of
offspring only the ones that are best adapted to environmental conditions will survive
and be given the chance to inherit their properties further to their offspring. This, however, indirectly implies that the phenotypic fitness of an individual to survive in nature
is more or less completely encoded in its genotype, which is represented by the genome.
Taking both, inheritance and selection, leads to constant evolution in which the individuals adapt more and more to their environment and can even indirectly respond to its
changes.
Genetic algorithms adapt this concept of natural evolution to arbitrary optimization
problems. An instance of a (possible) solution to the optimization problem has to be
represented in a way compatible to Equation 5.1, which is accompanied by a set of
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crossover and mutation operators. This means, there has to be a mapping function
c : A 7→ χ

(5.2)

that maps the internal genetic representation into the actual search space χ. This search

space can be structured in any arbitrary way. An example are combinations mp (which
are discussed in more detail in Section 5.3), where the abstract representation is a tuple
of object indices, i.e. A = {1, 2, ..., m} and n = p. An example for a combination of p = 4
out of m = 10 possible objects is the 4-tuple (1, 4, 5, 9). The order of elements is not
important. However, the choice of representing combinations as n-tuples also illustrates
the fact that not every element from An necessarily maps to an element in χ, i.e. there
are genetic representations which are not valid solutions to the problem. The 4-tuple
(1, 1, 2, 3) is not a valid 4-combination, since element 1 occurs twice. Hence, the actual
search space S is usually only a subset:
S ⊆ An

(5.3)

Therefore special care has to be taken when designing a genetic representation and
corresponding genetic operators.
The main aspect is the simulation of the environment, which is usually done by a
fitness function f that assigns each individual’s genotype a value corresponding to its
phenotype’s quality:
f : S 7→ R
(5.4)
By convention smaller values of f mean better solutions, i.e. genetic algorithms
perform a minimization. It could be, for example, the difference between the current
function value and the desired function value (if it is known). Finally the selection
process is mimicked, based on the fitness values. This can be done by e.g. giving
better individuals a higher chance for reproduction and/or survival than less optimal
individuals. Several selection schemes are commonly used, such as
• roulette wheel selection, where the probability of an individual being selected is
proportional to its fitness,
• rank-based selection, where the selection probability is proportional to the individual’s rank (this avoids premature convergence, such as in roulette wheel selection,
if some individuals are much fitter than the rest of the population), or
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• tournament selection, where a small set of individuals is randomly drawn and the
one that has the best fitness wins the tournament and is selected.
The process of selection, reproduction, and fitness evaluation is iteratively executed
until some stopping criterion is met, which can be a fixed number of generations, when a
satisfying solution has been found, or when no improvements are made any more. This
general scheme of genetic algorithms is depicted in Figure 5.3.
Initialize random starting population
Evaluate fitness of all individuals

Good enough/stopping criterion met?

yes

Stop

no

Select parents based on fitness
Generate offspring by recombination
Mutate offspring

Replace generation with offspring

Figure 5.3: General scheme of a genetic algorithm
Fortunately, this general scheme is not only applicable for single-objective problems
but also works for multiple objectives. Nevertheless some modifications are necessary,
which are described in the following section.

5.2

Multi-objective genetic algorithms

As we have just seen, one main component of genetic algorithms is the fitness function
that assigns each individual a single fitness values, which is later on used for selection.
However in Chapter 4 we have seen that when dealing with multi-objective problems, no
single quality criterion exists and solutions cannot be ranked in a total order. Nevertheless, fitness functions still exist, but each objective has its own, as in the single-objective
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case. There are two types of multi-objective genetic algorithms that can be distinguished by the way they use the different fitness functions to rank individuals. One
class uses the dominance relation, whereas the other takes some indicator function (see
Section 4.4). Fortunately, all other ingredients of genetic algorithms – genetic representations, operators, selection strategies – can be used unmodified for multi-objective
problems. Dominance-based algorithms are by far the most widely used. The main
reason is that they are usually faster than indicator-based ones, since many indicators
cannot be computed efficiently. The reason why there is a need for a second algorithm
class at all, is the fact that the dominance relation rapidly loses significance if the number of objectives increases. The more objectives are involved, the more likely it is for a
single solution to be non-dominated in at least one objective. This can be circumvented
by directly optimizing the chosen indicator function, e.g. the hypervolume indicator.
However, since MSDS is a problem with only two objectives, there is no need to resort to
more complicated indicator based algorithms and thus we shall not discuss them further.
Dominance-based algorithms use multiple fitness functions to establish the nondominated relation between pairs of individuals. Intuitively, non-dominated individuals
are fitter than dominated ones and should be preferred during combination. Still, it is
unclear how two mutually non-dominated solutions are to be compared. Here another
aspect of multi-objective optimization comes into play, namely the diversity of the nondominated set. Unfortunately, multi-objective genetic algorithms face a similar problem
to MSDS: getting as near to the real Pareto front as possible (=finding solutions of
maximum score) while at the same time covering the complete front as well as possible (=selecting a diverse set of solutions on the front). Therefore the second ranking
criterion in almost all multi-objective genetic algorithms deals with maintaining a good
diversity in the population. The exact way in which this is achieved is the main aspect in
which all dominance-based algorithms, such as NPGA[34], SPEA2[72], or NSGA-II[21]
differ from each other.

NPGA
NPGA (Niched Pareto Genetic Algorithm) was one of the first algorithms to be successfully applied to multi-objective problems. Selection is carried out in two steps. First
two individuals are randomly chosen to take part in a tournament. However, instead of
making a direct one-to-one comparison, a second comparison set is drawn from the population. Each of the two candidates is then compared against each individual in the set.
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If one dominates the set and the other does not, it wins the tournament and is selected.
If this first round ends without a winner (both are dominating the set or none does), the
tie is broken by applying niching techniques which are also used in single-objective GAs
(see [45] for an extensive overview). Niching tries to avoid the whole population crowing
around one (local) optimum but instead maintains several sub-populations around other
(local) optima. One popular way is fitness sharing where individuals in the same niche
share their fitness values. The more crowded the niche, the more the individual fitness
values are decreased and some of the solutions in that region are then discarded because
other, slightly less fit solutions, in other less crowded niches, have a higher value after
fitness sharing. Sharing is performed by defining a niche sharing radius σsharing , counting
the number of neighbors (measured in either genotype or phenotype space) inside the
radius and then degrading the raw fitness in proportion to the niche count. Since in the
multi-objective case there is no single fitness value, NPGA only uses the niche count itself: individuals with less neighbors are preferred. Presumably for performance reasons,
the niche count is only computed in the comparison set and not the whole population.
The complete selection process is depicted in Figure 5.4. Both marked candidates i and j
neither dominate the comparison set nor are they completely dominated. Therefore the
number of individuals inside the two niches, defined by σsharing , decides that individual
i wins.

Figure 5.4: Ranking by dominance and niche count performed by NPGA.
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The major drawback of NPGA is its lack of an elitism strategy i.e. the best individuals
are not necessarily carried over into the next generation. It has been shown that elitism
improves convergence considerably and therefore NPGA is outperformed by more recent
algorithms such as SPEA2 or NSGA-II.
SPEA2
In contrast to NPGA, SPEA uses a so-called archive – in addition to the regular population – in which the best individuals are permanently stored and carried on into future
generations. The algorithm starts with an empty archive and a randomly generated
population. Then fitness values are calculated for all individuals, both in the population and the archive (which is non-empty after the first iteration). Fitness values are
computed based on the so-called strength values, which are the numbers of individuals
dominated by a solution. Non-dominated solutions have a strength value of 0. Then for
each solution the strength values of all dominating solutions are summed up to form the
raw fitness value. Figure 5.5 show a sample population together with the strength and
raw fitness values.

0/0
0/0
0/3
1/2
0/0

0/0
2/0

0/8

1/0
2/5
2n

d

2/0

1/5

0/8

3 rd

5/0

0/7

1 st

0/2

Figure 5.5: Fitness assignment in SPEA2. The first value beneath the solutions indicates the strength value, whereas the second value indicates raw fitness. Non-dominated
solutions (in green) always have raw fitness values of zero. An example for the density
computation is shown for k = 3.
In order to distinguish between individuals with the same raw fitness value, a density
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value is computed for each solution. It is computed by taking the inverse of the distance
to the k-th nearest neighbor, which is usually chosen to be the square root of the size of
both the population and the archive. This ensures that individuals in sparsely populated
regions are favored (both raw fitness and density values are to be minimized). After
fitness assignment all non-dominated individuals (from both the population and the
previous archive) are copied to the new archive. If the archive is not completely filled up
dominated solutions are added according to their raw fitness and density values. If the
archive is overfilled solutions are removed based on their density values. The individual
with the smallest distance to its k-th nearest neighbor is iteratively removed until the
archive has the desired size. Finally binary tournament selection is performed on the
archive (not on the population!) and mutation and combination operators are applied
to shape the population for the next generation.
While SPEA2, with sophisticated fitness assignment and archive management procedures, has advantages over NSGA-II, when it comes to many objectives it is more
complicated to implement. Since MSDS involves two objectives only, we have chosen the
simpler NSGA-II algorithm.
NSGA-II
Similar to most other dominance-based approaches, the algorithm uses the non-dominated
relation between all solutions. First all globally non-dominated solutions are selected,
put into the first so-called front, and temporarily removed from the population. After
removal, another set of individuals exists that is now not dominated by any other remaining individual. They are selected again, put into the second front, and removed.
This process is termed non-dominated sorting and continues until all solutions have been
assigned to a front. The colors of the solutions shown in Figure 5.6 indicate the different
fronts.
The index of the front is now used as a rank when it comes to selecting individuals for
crossover. However, the rank is again not the only quality measure. Additionally the socalled crowding distance of each individual is taken into account. For this, the distances
to its next neighbors along all objective axes are computed. They span a cuboid in which
no other solutions reside, see Figure 5.6. For easier comparison and computation, the
average length of all edges is taken as the crowding distance.
When it comes to selection, first the individuals’ ranks are taken into account. If
two individuals are in the same front their crowding distance is used to break ties,
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Figure 5.6: Computation of the crowding distance of individual i. The colors of the
points indicate the different fronts they have been assigned to.

favoring individuals with larger crowding distances. Individual i in the figure has a
greater crowding distance than j and would therefore be preferred. This ensures that
the algorithm spreads the solutions more uniformly over the Pareto front and does not
get trapped in local optima too early. These two criteria define a partial order ≥cd on
all solutions:
i ≥cd j ⇔ (rank(i) < rank(j)) ∨ ((rank(i) = rank(j)) ∧ (cdist(i) > cdist(j)))
Differing from the original NSGA-II algorithm, which works with standard binary tournament selection, unbiased tournament selection[63] was used for the experiments instead.
This approach reduces the variance in the probability of an individual getting selected
for a tournament. This cased the loss of diversity in the next generation (because certain
individuals are never picked for a tournament) to be reduced. Algorithm 1 shows NSGAII’s main function. The key functions – non-dominated sorting and crowding distance
assignment – are shown in algorithms 2 and 3, respectively.
Now that we have an algorithm that can optimize multi-objective problems the last
thing that is missing in order to solve MSDS is a suitable genetic representation for the
subsets. In the next section several possibilities, together with their genetic operators
are presented.
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Algorithm 1: NSGA-II
1 P0 ← random initial population;
2 t ← 0;
3 while not finished do
4
Tt ← Pt ∪ Ct ;
5
F ← non-dominated-sort(Tt );
6
i ← 0;
7
while |Ct+1 | ≤ N do
8
assign-crowding-distance(Fi );
9
Ct+1 ← Ct+1 ∪ Fi ;
10
i ← i + 1;
11
end
12
sort(Ct+1 , ≥cd );
13
Ct+1 ← Ct+1 [0..N ];
14
Ct+1 ← new-population(Ct+1 ); /* selection, crossover, mutation
15
t ← t + 1;
16 end

5.3

*/

Genetic representations and operators for subsets

The selection of a fixed number p of molecules from the whole dataset with m molecules

is, in mathematical terms, a combination mp . Since the term “combination” is already
used in the GA community for combining two individuals by crossover, we shall use
the term “subset” in the remainder of this chapter. In principle, such a subset can be
represented and implemented as an unordered set in the genetic algorithm (e.g. a hash
set) so that genotype and phenotype are identical. However, this poses several problems.
Most importantly the notion of crossover between two individuals with one or more
crossover points cannot be easily transferred to such a set representation. Therefore, it
is favorable to implement subsets as ordered tuples or arrays on which crossover can be
defined properly. Until recently only a single publication has described the optimization
of subsets in genetic algorithms, together with one representation and corresponding
operators [15]. Interestingly, for the other combinatorial concept of permutations, quite
a number of publications on genetic representations have been published (see [41] for an
overview). Therefore during this thesis alternatives have been developed [49], which are
described below.
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Algorithm 2: non-dominated-sort
Input : An intermediate population P
Output: A list of fronts F

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

/* Si is the set of individuals that are dominated by i
/* ni is the number of individuals that dominate i
foreach p ∈ P do
foreach q ∈ P do
if p  q then Sp ← Sp ∪ {q};
else if q  p then np ← np + 1;
end
if np = 0 then F1 ← F1 ∪ {p};
end
i ← 1;
while Fi 6= ∅ do
T = ∅;
foreach p ∈ Fi do
foreach q ∈ Sp do
nq ← nq − 1;
if nq = 0 then T ← T ∪ {q};
end
end
i ← i + 1;
Fi ← T ;
end
return F

*/
*/

Algorithm 3: assign-crowding-distance
Input: An intermediate population P
1
2
3
4
5
6
7

8
9
10

l ← |P |;
foreach p ∈ P do pdist ← 0; /* Initialize crowding distances
foreach objective m do
P ← sort(P, m); /* Sort by m-th objective value
P [0]dist ← ∞;
P [l]dist ← ∞;
for i ← 2..(l − 1) do
/* P [i].m is the m-th objective value of P [i]
P [i]dist ← P [i]dist + (P [i + 1].m − P [i − 1].m);
end
end

*/
*/

*/
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Binary subset genomes and SX-crossover

In the mentioned published article, the p elements of a subset are encoded in a bit string
of length m and if element i is selected, the bit at position i is set. For example, the bit
string 010110 represents a subset “3 out of 6” and the selected elements are 2, 4 and 5
(if counted from left). The number of set bits must always be equal to p – the number of
selected elements. The binary encoding automatically prevents one object being selected
twice. However, genetic operators need to ensure that the number of set bits remains
exactly p after their application.
In the original paper, Chen and Hou used the so-called exchange mutation operator.
However, this is not particularly effective, as it randomly selects two elements (bits)
and exchanges their values. Only in cases where p ≈ n2 does this really change the
chromosome. In other cases the probability that two genes with different values are
selected is rather low. This can, of course, be leveled out by increasing the mutation rate
but then this depends on the settings of p and n. Therefore it is advisable to change
the operator slightly so that it selects two random bits with opposite values and swaps
them. This ensures that the genome changes in any case.
Crossover is more complicated, because usual
1 1 1 0 1 1 0 0 1 0
crossover operators such as single-point, two-point,
0 1 1 1 0 1 1 0 0 1
or uniform crossover would produce genomes with
more or less than p set bits if the exchanged parts
1 1 1 0 1 1 0 0 1 0
in the two parents do not contain the same num0 1 1 1 0 1 1 0 0 1
ber of 1s. Therefore the authors proposed a modified two-point crossover – called SX (shrinking
1 1 1 1 0 1 0 0 1 0
crossover) – where first two random points are se0 1 1 0 1 1 1 0 0 1
lected and one of the points is shifted towards
Figure 5.7: Shrinking crossover
the other until the region between the two points
contains the same number of 1s in both parent
genomes. Then the bits in this interval are mutually exchanged. This process is illustrated in Figure 5.7.

5.3.2

Integer subset genomes with two-point crossover

Besides bit string representations a combination can easily be encoded in an integer array
of length p that contains the selected objects’ numbers. The same combination as above
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is then represented as [2,4,5]. This representation not only allows for easier access to
the selected elements (in a bit string, the set bits need to be searched for). Additionally,
combinations with repetitions can easily be evolved with only minor modifications to the
operators, whereas with binary representation this becomes much more complicated (for
our application, combinations without repetitions are sufficient). The fixed-sized array
also ensures that a chromosome always consists of p selected elements, but special care
has to be taken that no element appears twice.
Let us first discuss the mutation operator. In principle it works by selecting a random
element j in the integer array and a random number r < n and replacing j with r.
However, this may lead to duplicate elements appearing in the array if r has already
been selected before. Therefore, the complete array has to be checked for the existence
of r and if so, new j and r are chosen and the process is repeated. Since mutation is
usually only carried out on a small fraction of individuals this potentially time-consuming
process is negligible.
The crossover operator works similarly to normal two-point crossover, however, again,
special care has to be taken to ensure that no duplicate entries appear in the two arrays.
First, two random points are selected and for the two offspring the numbers in between
the two points are taken. The remaining entries are filled up with elements from the
other individual but only if a number has not yet been selected for the individual. This
can be checked by maintaining a bit set of selected elements. Entries still missing after
this second step are consecutively filled up from the other individual – they are even
taken from the middle interval. This operation is illustrated in Figure 5.8 for one of the
offspring.
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Figure 5.8: Two-point crossover for integer representations of combinations needs to be
modified so that no duplicates appear in the offspring.
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Integer subset genomes with uniform crossover

For some problems, such as our problem of diversity selection, uniform crossover works
more efficiently or at least offers faster convergence. Therefore we have also implemented
an adaption of uniform crossover for combinations in the integer array representation.
For reasons of efficiency we decided to work with sorted arrays this time, as this makes it
very easy to detect duplicate entries. Of course, the sorted order needs to be maintained
throughout all operations. Therefore, the mutation operator is modified slightly. Instead
of scanning the whole array for the new number r, this can be accomplished more easily
in logarithmic time with binary search. If no duplicate is found, r needs to be inserted
at the right position in order to keep the array sorted. This position can be determined
quickly, because the binary search not only provides information about whether the
element already exists, but also on its potential position in the array. The elements
between the removed number and the insertion position of r are shifted accordingly and
r is inserted at the free place. Figure 5.9 demonstrates this process with a small example.
Implementing pseudo-uniform crossover with a sorted array is now straight-forward. In
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Figure 5.9: Mutation on integer representations works by selecting a random element
from the array, replacing it with a random number and then shifting it to its right
position in order to keep the array sorted.

principle every second element is exchanged between the two parent individuals, but
again, this may introduce duplicate entries. However, using the two sorted arrays of
both parent individuals makes it easy to create a sorted combined array of length 2p
containing all numbers from both individuals. Note, that a number can appear twice at
most in this new array. If that is the case, both occurrences are next to each other. The
two offspring are now created by taking all odd elements for the first child and all even
elements for the second. This is demonstrated in Figure 5.10. This process ensures that
both offspring arrays stay sorted.
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Figure 5.10: By using sorted arrays for the combination representation, uniform crossover
can be performed easily.

5.3.4

Permutation-based subsets

As we shall see later in Chapter 7, the genetic algorithm has serious problems in approximating the whole Pareto front. While it is hard to determine the real cause of this
problem, one effect is quite obvious when using the above-mentioned representations for
combinations: Once an object is missing in all individuals – be it from the beginning or
via several steps of recombination and selection – it is very hard to get it back into the
population. Only mutation can introduce missing objects. This is different from most
other genetic representations, such as permutations, in which the structure or order is
important and in principle every possible solution can be created by recombination operators (at least it should be possible to do so). Therefore we also tested another type of
genetic representations for combinations, which is based on permutations of all available
objects. In order to interpret a permutation as a combination, a certain range of elements must be selected, e.g. the first p in the permutation. By using an encoding, where
all objects are present at all times and the order determines which elements are in the
corresponding combination, the above-mentioned problems of lost objects are avoided.
Depending on the genetic operators applied to the permutations, a nice side-effect could
be that important objects are successively moved to the front of the permutation. If
the operators make only slight changes to the element order, positions at the front will
prevent the elements from sliding out of the window that defines the combination. One
potential drawback of the permutation-based representation is that quite a lot of work
during recombination is performed that does not have an immediate effect on the combination. If the order of elements in the masked region is changed this does not influence
the combination. It can, however, lead to significant changes in future generations. This
can be seen as a kind of long-term memory, which may even turn out to be an advantage.
As already mentioned, a huge collection of genetic operators is available for permuta-
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tions (see [41] for an overview). We have chosen two exemplary operators, the PMX [30]
and OX1 [20] operators. Of course, one should not infer from their behavior that all
permutation operators behave similarly. However, if the above conjecture is right that
the advantage of using a permutation’s subsequence is that objects do not get lost, most
operators should be able to exhibit this fact.
Both operators work on integer array representations where the position of the elements in the array is equal to their position in the permutation. The PMX (PartiallyMapped Crossover) operator tries to preserve absolute positions of objects from both
parents. Consider two parent individuals
(1 2 3 4 5 6 7 8) and
(3 7 5 1 6 8 2 4)
(the examples are taken from [41]). First, similar to two-point crossover, two random
cutting positions are chosen, e.g. between the third and fourth and between the sixth
and seventh object:
(1 2 3 | 4 5 6 | 7 8)
(3 7 5 | 1 6 8 | 2 4)
The elements between the two crossover points define a mapping 4 ↔ 1, 5 ↔ 6, and
6 ↔ 8. For the children, both mapping sections are used unaltered:
(.
(.

.
.

.
.

| 4 5 6 | .
| 1 6 8 | .

.)
.)

The missing positions are filled up with entries in the same position from the other
parent, except if the number already exists in the child. For example, the 5 from the
third position of the second parent is already present in the first child (in the mapping
section). Therefore the mapping 5 → 6 is applied. In this case, 6 also already exist
therefore the mapping 6 → 8 is used. Applying this scheme results in
(3 7 8 | 4 5 6 | 2 1)
(4 2 3 | 1 6 8 | 7 5)
It is easy to see that this operator is in principle able to (re-)add missing numbers into
the combination-window. If, e.g., the window comprised the first four elements, then the
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8 would be missing in both parent individuals. However, after applying the mapping it
finally appears in the first children in third position.
The OX1 (Order Crossover, first version) operator explicitly makes use of the fact
that for permutations only the order but not the actual position of elements is important.
First it chooses two points in both parent individuals, similar to the PMX operator:
(1 2 3 | 4 5 6 | 7 8)
(3 7 5 | 1 6 8 | 2 4)
The parts between the crossover points are again copied unchanged into the children:
(.
(.

.
.

.
.

| 4 5 6 | .
| 1 6 8 | .

.)
.)

The missing entries are filled up starting at the second point (wrapping over to the start
of the individual) in the order in which they appear in the other parent, also starting at
the second cut point. That is, the first child is appended with 2. Then 4 is skipped since
it is already present, then 3 and so on. The second child is constructed analogously:
(7 1 8 | 4 5 6 | 2 3)
(3 4 5 | 1 6 8 | 7 2)
It is quite obvious that any element can easily change its position and therefore fall out
of or into the window.
There are other permutation operators, such as the CX-operator [55], that cannot
prevent lost objects from never reappearing again because they only interchange numbers
from equal positions in both parents (similar to uniform crossover for combinations).
Unfortunately even the permutation-based operators cannot prevent inferior coverage
of the Pareto front, as we shall demonstrate in Chapter 7. Therefore the usage of
specialized heuristics, some of which are presented in the following chapter, becomes
even more important.
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Chapter 6
Heuristic Approaches
Even if metaheuristics work for almost any type of optimization problem, they are often
not the best choice, especially if the problem structure is well understood and allows for
problem-specific heuristics. They can benefit from the this background knowledge and
allow for faster search and/or solutions of better quality. And as we shall see in the next
chapter, one is usually well-advised to try other heuristics as well if possible.
Fortunately, since MSDS is similar to several graph-theoretic problems, some special
heuristics have already been invented, such as Erkut’s algorithms for the p-dispersion
problem and Hochbaum&Shmoys’ heuristic for the p-center problem. They are presented
in the following two sections. Unfortunately both approaches only work on edge-labeled
graphs and the node labels have to be incorporated somehow into the edge labels. How
this can be achieved and its implications are discussed in Section 4.5. The third heuristic,
which is the novel Score Erosion algorithm presented in Section 6.3, does not need such
transformations and is also much faster than the former two.

6.1

Erkut’s p-dispersion heuristic

In his paper on the p-dispersion problem [24], Erkut presented a heuristic approach for
approximating diverse subsets. The problem is motivated by the placement of obnoxious
facilities, such as nuclear power plants or missile silos. They should be placed as far
apart from each other as possible in order to minimize collateral damage if one facility is
destroyed. Although the presented algorithm has only been applied to the p-dispersion
problem it can be used with only very little changed for p-dispersion-sum. The algorithm
relies on the graph-based formulation of the diversity selection problem.
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Starting with the complete set of all n nodes in the graph, nodes are iteratively
deleted until only p remain. The decision, which nodes to remove, is based on a list of
all edges in the graph, sorted ascendingly by their labels (i.e. distance). The shortest
edge is removed from the list and one of its two nodes is deleted from the set. The
choice, which of the two adjacent nodes is removed, is arbitrary and usually performed
randomly. This has the advantage that several runs of the algorithms may result in
different subsets enabling the user to pick the best one. The process of deleting nodes is
repeated until only p nodes remain. This set is the starting point for the second phase,
in which a local search is performed. Each node currently included in the solution
set is exchanged with all currently unselected nodes, one at a time. If any such swap
improves the objective function δ (either p-dispersion or p-dispersion-sum), it is accepted,
otherwise it is rejected. Algorithm 4 shows this procedure in pseudo-code.
Algorithm 4: p-dispersion optimization heuristics
Input : A complete graph with edge labels G, the number of elements to select p
Output: A subset of objects optimizing the p-dispersion(-sum) measure
1
2
3
4
5
6
7
8
9
10
11
12
13
14

E 0 ← E sorted ascendingly by labels;
Sel ← VG ;
while |Sel| > k do
{u, v} ← pop(E 0 );
if u ∈ Sel then Sel ← Sel − {u};
else if v ∈ Sel then Sel ← Sel − {v};
end
foreach u ∈ Sel do
foreach v ∈ VG − Sel do
Sel0 ← Sel − {u} + {v};
if δ(Sel0 ) > δ(Sel) then Sel ← Sel0 ;
end
end
return Sel

Both construction and local improvement take O(n2 logn) time. In practice about half
the time is usually spent in fully sorting the list of edges. This offers slight potential for
improvement by e.g. using a heap, since usually only about half of the edges are needed.
The runtime does not only depend on n; p also has a noticeable influence. For small p
substantial time is spent sorting the list of edges, which requires O(eloge) = O(n2 logn)
time. During the optimization step each currently selected node is interchanged with
each non-selected node and the win (or loss) of this exchange has to be computed by
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looking at the weights of all adjacent edges. This leads to a complexity of O(p(n−p)p) =
O(p2 n − p3 ), and means that by increasing p the increase of runtime should slow down
or even reverse.
The algorithm makes no guarantees about the solution quality. However, the experiments in Chapter 7 show that this simple heuristic performs surprisingly well for MSDS,
both in combination with p-dispersion and p-dispersion-sum as diversity measures.

6.2

Hochbaum & Shmoys’ p-center heuristic

Hochbaum and Shmoys were the first to present a best-possible heuristic for the p-center
problem that runs in acceptable time [61]. The correctness proof of the approximation
algorithm includes the two facts that the found solutions are at most twice as large as
the optimal solution and that no other polynomial-time heuristic can guarantee a better
approximation factor.
Even if the algorithm itself is barely more complicated than Erkut’s, the reason why
it finds an approximation to p-center is more difficult to see. In Section 3.2 we showed
that the p-center problem is equivalent to finding a dominating set of size p in the graph.
Therefore an algorithm that efficiently approximates the dominating set problem can
also be used (with slight modifications) for p-center. The idea is the following: Instead
of constructing a dominating set, an algorithm for finding a maximal independent set
is used. This must not be confused with the maximum independent set, which is N Phard to determine and would therefore not be of great use. A maximal independent
set denotes an independent set that cannot be extended further by additional nodes.
However, there may exist other independent sets that are larger. Unfortunately, the size
of a maximal independent set can be much larger than for a minimum dominating set in
the same graph. This can be circumvented by the usage of the square G2 of the graph G
under consideration (ignoring the fact that we are dealing with complete graphs for now).
The square of a graph G is the graph G2 = (V, E 2 ) with E 2 = E ∪ {{xi , xk }|{xi , xj } ∈
E ∧ {xj , xk } ∈ E}. This means that G2 contains all edges from G and additionally all
connections between two nodes xi and xk if there is a path of length 2 between between
these nodes. A maximal independent set in G2 has a convenient property: it contains
at most as many nodes as a minimum dominating set in G, therefore it can be used to
approximate the latter.
The algorithm works on graphs Gi that only contain edges that are no longer than the
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i-th shortest edge. The key idea is to find the shortest edge length so that G2i contains a
maximal independent set of size not larger than p (and ideally equal to p). The edge ei
for which this condition is true then determines the value of the p-center measure: the
nodes from the maximal independent set are the p centers, the minimal distances are
exactly the edges in Gi and the longest such edge is ei . It can further be proven that
this construction yields a result that is at most twice as large as the optimal value.
Algorithm 5 uses a slight improvement in that it searches for the edge ei by way
of a binary search instead of a linear scan over all edges. The square of Gi is also not
explicitly constructed but rather simulated by also looking at the neighbors’ neighbors
(see the two nested loops in the pseudo code).
Algorithm 5: p-center optimization heuristics
Input : A complete graph with edge labels G, the number of elements to select p
Output: A subset of objects optimizing δc
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22

low ← 1;
high ← |VG | ∗ (|VG | − 1)/2;
while high >low +1 do
mid ← (high + low)/2;
Gmid ← G without edges longer than mid-shortest edge in G;
Sel ← ∅;
Avail ← VG ;
foreach u ∈ Avail do
Sel ← Sel ∪ {u};
foreach {u, v} ∈ EGmid do
Avail ← Avail − {v};
foreach {v, w} ∈ EGmid do
Avail ← Avail − {w};
end
end
end
if |Sel| ≤ p then
high ← mid;
Sel0 ← Sel;
else low ← mid;
end
return Sel0

The complexity of Hochbaum&Shmoys’ heuristic is O(|E|log|E|) (which is equal to
O(n2 logn) in complete graphs): The outer loop with the binary search runs log|E| times
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at most. Inside the loop each edge is examined once at most: if one of its two nodes is
selected the edge is immediately deleted from Gi . Although the theoretical complexity
of Hochbaum&Shmoys’ algorithm is therefore equal to Erkut’s heuristic in practice it
runs much faster than the latter.
Practically speaking, runtime not only depends on the total number of nodes n but
also on the number of selected nodes p, even if this is not obvious from the algorithm.
The reason lies in the fact that with increasing p the mid-shortest edge gets much shorter
(see lines 4,5 and 17,18 in algorithm 5). This leads to Gmid having fewer edges and thus
fewer nodes are removed by the two innermost loops (lines 10–15) and more iterations
are needed for the outer loop starting at line 8.

6.3

Score Erosion

The motivation for Score Erosion comes from its application in vHTS. The molecules are
expected to exhibit so-called neighborhood behavior [58, 53]. This concept is similar to
the structure activity relationship already mentioned in the introduction. Both describe
the fact – or better the assumption – that molecules that are similar to each other
show similar activities (SAR) or have similar properties (neighborhood behavior). As
a graphic analogy, the term activity islands is often used, meaning that the molecular
space contains mostly inactive molecules and only a few small islands with some active
molecules exist. The height of these islands can be interpreted as the degree of activity.
Using this analogy it becomes more clear what the problem with MSDS is: Huge high
islands can shed the view of smaller and less high islands. Applying traditional vHTS
methods, the molecules are sorted according to their scores and the usual approach would
be to select the “top p” molecules. This very likely leads to finding only one, or at most,
a few islands, and the diversity objective is completely ignored. Therefore, the idea is
to select molecules step-by-step and reduce the score of all molecules ui that are similar
to the just selected molecule us by a certain amount after each step. This can be seen
as an erosion of the current island which makes it shallower. This opens the chance for
the less high islands to become more visible. The force of this erosion depends on the
distance between ui and us and a parameter β:


σt+1 (ui ) = 1 − e

−

d(ui ,us )
β



∗ σt (ui )

(6.1)
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The underlying assumption is that the islands are perfect Gauss bells where the highest
peak is in the center of the islands and the heights (=scores) fall exponentially with
increasing distance to the center. This assumption is somewhat idealistic and presumably
will not appear in practice very often. It is however a sensible abstraction and actually
works quite will. Algorithm 6 shows the pseudo-code for this approach.
Algorithm 6: Score Erosion
Input : A list with activities A, the complete distance matrix D, the number of
objects to select p and the weighting parameter β
Output: A subset of objects that – depending on β – is a good trade-off between
activity and diversity
1
2
3
4
5
6
7

Sel = ∅;
best ← maxp A[k];
for i ← 1 to p do
Sel ← Sel ∪ {best};
A[best] = −∞;
best0 = best;
for j ← 1 to n do
D[best,j]

8
9
10
11
12
13

A[j] ← A[j] ∗ (1 − e− β );
if A[j] > A[best0 ] then best0 ← j;
end
best ← best0 ;
end
return Sel

First, the highest ranked molecule is selected. Next the distance to all remaining
molecules is computed and the scores of all molecules are decreased in proportion to
the distance. The user-defined factor β controls how much the score is eroded. Using
a large value for β decreases the scores of similar molecules quite extensively, therefore
the diversity objective is favored, whereas a small β focuses more on the score objective.
After the erosion step, the molecules are re-ranked based on the changed score values.
These operations are iteratively performed until p elements have been selected.
The computation complexity of Score Erosion is O(pn), since all the scores of all n
molecules are decreased in each iteration and there are exactly p iterations. Therefore Score Erosion has a much lower theoretical complexity than both Erkut’s and
Hochbaum&Shmoys’ heuristic. This becomes significant if the number of objects increases and becomes apparent in the experiments.
A very similar algorithm to Score Erosion was published in [69] in the context of
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pattern mining. The authors discuss the problem of extracting frequent patterns from
a dataset that are significant on the one hand and have a low redundancy on the other
(comparable to score and diversity in our application). The greedy algorithm they developed uses a similar update formula to Equation 6.1 but instead of multiplying the
old value with the redundancy value to the selected pattern, they subtract it from the
significance value:
σt+1 (ui ) = σt (ui ) − β ∗ d(ui , us )
(6.2)
At first glance, this seems a bit odd, since significance and redundancy (or activity and
distance) are two different concepts and subtracting one from the other does not have
such an intuitive interpretation as the exponential erosion of the islands. The scores can
even easily become negative, which, however is not a problem for the functionality of the
algorithm. However, we also tried this update rule in the experiments and, as we shall
see in the next chapter, it appears to work quite well for our application.
Since the idea behind Score Erosion is derived from a practical application, it is
interesting to see which functions it optimizes:
f (S) =

p
X

σ(ui ) − β

i=1

f (S) =

i=1

!
(1 − d(ui , uj ))

for the difference update rule

(6.3)

for the product update rule

(6.4)

j=1

p

X

i−1
X

σ(ui )

i−1 
Y

1−e

−

d(ui ,uj )
β



j=1

Please note that the order of elements in S is important here. Even though Score Erosion
finds optimal solutions (not only approximations) for both functions, a direct relation
to the original MSDS problem with one of the four diversity functions is not apparent.
Score Erosion does not concentrate on achieving high degrees of diversity but rather tries
to discover a large amount of islands (depending on β).
Now that we have presented several heuristics to solve MSDS, the interesting question
is which heuristic performs the best. This is investigated in the next two chapters.
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Chapter 7
Experimental Evaluation on
Artificial Data
This chapter contains a large amount of experimental evaluation of the algorithms presented in the previous chapters. All tests have been performed with artificially generated
datasets that mimic activity islands, whose existence is assumed for at least molecular
datasets. The datapoints were randomly distributed in the plane, and, in turn, several
activity centers c ∈ C were assigned and given a score value of 1. All other points are
given scores that exponentially decrease with increasing distance to the chosen points.
The width of a peak is controlled with the parameter ω:
σ(x) =

X

e−

(x1 −c1 )2 +(x2 −c2 )2
ω

(7.1)

c∈C

Figure 7.1 shows the used dataset with 10,000 data points and three activity spots,
indicated by the green colored points.
All experiments were carried out in KNIME [8]. KNIME is a Java-based data analysis
framework that permits the user to visually build workflows in which data is processed
step-by-step by several nodes. Each algorithm was implemented as one (or several in
the case of Score Erosion) nodes. KNIME was run with Sun’s Java 1.6.0 on 64bit Linux
computers having eight cores and 16 or 32 GB of memory.
The purpose of the experiments is to provide answers to the following questions:
• Which of the various genetic operators for subset selection presented in Chapter 5
is the preferred operator?
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Figure 7.1: Artificial dataset with 10,000 points and three activity peaks.
• Which of the presented heuristics (including the genetic algorithm) is the preferred
one in terms of solution quality?
• What are the algorithms’ runtimes in practice?
• How does the search space structure influence solution quality?
• How does the chosen diversity measure influence the distribution of the selected
objects in MSDS?
In addition to these natural questions, another aspect is discussed that became apparent
when we compared all heuristics with each other: the genetic algorithm approximated
only a small part of the true Pareto front. Therefore we have also looked for a way to
overcome this problem.

7.1

Influence of genetic representations and operators

As already mentioned, the genetic algorithm used was NSGA-II. The population size
was set to 300 and mutation rate to 1% because these settings worked quite well. Each
experiment was carried out 3 times. The number of individuals created during each run
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was 500,000 (which equals 1,667 generations). Even though the genetic algorithm was
executed with eight parallel threads the experiments still took several days. The subset
size p was set to 10% of the dataset size, i.e. 1,000 objects.
Figure 7.2 shows the Pareto fronts and the hypervolume evolution for the five genetic
operators. The x-axis of the top diagram depicts the average score of all 1, 000 objects
in the selected set whereas the y-axis shows the subset’s diversity, using p-dispersionmin-sum as the measure, divided by the number of selected objects (this normalization
is used throughout all experiments in order to ensure compatible value ranges for both
objectives). The bottom diagram shows the number of generated individuals on the
x-axis and the hypervolume enclosed by the Pareto front approximations on the y-axis.
For each operator two curves are shown, the best and the worst hypervolume evolution
from all experiments.
Several observations can be made from these diagrams. First, uniform crossover with
integer representation performs much better and the performance of all other operators
is considerably worse. However, the maximal diversity values are similar for uniform,
two-point, and SX crossover. The choice of representation (binary (SX) or integer) for
two-point crossover does not seem to have a great influence. The two permutation-based
based operators do not perform nearly as well as the other operators. OX1 especially
seems to shuffle the elements too much, preventing any proper convergence.
The hypervolume evolutions impressively demonstrate the superior convergence of
the uniform crossover operator. Judging from the slopes of the curves it is expected that
both two-point and SX crossover may at some point catch up with uniform crossover
but for the dataset with 10,000 points this may take several days, which in most cases is
unacceptable. Therefore the bigger the dataset the more advisable it is to use uniform
crossover.

7.2

Deficiencies of the genetic algorithm

In the next section, in which different heuristic approaches for MSDS are compared with
each other, we see that the Pareto fronts discovered by the genetic algorithms cover only
a part of the true front, since the other algorithms find considerably larger fronts. Even
after lots of further research and discussions with people from the MO community the
cause for this effect is still unclear. It is common knowledge that algorithms such as
NSGA-II acquire problems if the number of objectives increases, but with only two this
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Figure 7.2: The Pareto front and the hypervolume evolution on the artificial dataset for
up to 500,000 created individuals.
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is not an issue. Also potential pitfalls with genetic representations, which were already
mentioned in Section 5.3.4, are unlikely to be a problem, because the two permutation
based representations demonstrate exactly the same behavior. We found a way to at
least partially fix this deficiency: adding the non-dominated solution, which consists of
the top-p most highly scored objects to the initial population. The effect of this boost is
depicted in Figure 7.3, showing the three Pareto fronts of the uniform crossover operator
after 500,000 created individuals (as an example) with and without the boost. We can
see that the genetic algorithms is now able to find much larger score-accentuated parts
of the front. However, this comes at the expense of falling behind on the diversity0.023

Normalized diversity

0.021
0.019
0.017
0.015
0.013
0.011
0.009
0.007
0.005
0.547

Uniform with initial solution
Uniform w/o initial solution

0.587

0.627

0.667
0.707
Normalized activity

0.747

0.787

0.827

0.866

Figure 7.3: Adding the non-dominated solution with the most highly scored objects has
a great impact in the discovered Pareto fronts.
accentuated side of the front. As we explain later in the next chapter this behavior is
not a general problem and for smaller datasets and/or more generations the loss of more
diverse solutions is almost negligible.
Applying the boost has another remarkable effect: whereas before uniform crossover
was clearly the best choice, the lead is now lost to the SX operator. Also all other
operators are much closer, as can be seen in Figure 7.4. The two diagrams show the
same set of experiments as before, the only difference being the applied boost.
To sum up the first set of experiments, two facts can be stated:
1. The novel uniform crossover operator for subset converges much faster than any
other operator. This is especially useful in cases where the evaluation of one
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Figure 7.4: The Pareto front and the hypervolume evolution on the artificial dataset for
up to 500,000 created individuals applying the boost.
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individual takes quite a long time. However, the lead is lost if the boost is applied.
2. The severe problems of the genetic algorithm to properly approximate the whole
Pareto front can be partially overcome by adding corner solutions to the initial
population. The reason for this deficiency is still unclear, because permutation
based representations and operators, which do not lose objects like the other operators, behave even worse. Therefore the true reason is still unknown and may be
a topic for further research.

7.3

Results with different heuristics

The second set of experiments compares the Pareto fronts created by all four heuristics —
NSGA-II, Erkut’s heuristic, Hochbaum&Shmoys’ heuristic, and Score Erosion — with
each other. This comprises an analysis of the approximated Pareto fronts as well as
detailed runtime measurements.
The settings for the algorithms were as follows:
• The multi-objective genetic algorithm was run with using uniform crossover, 1%
mutation rate, 300 individuals in one generation and 100,000 evolved individuals.
We preferred this lower number for reasons of time and based it on the decreasing
slope of the hypervolume curve in the previous experiments. The boost, involving
adding the most highly scored subset, was applied. The GA was run four times,
each time with a different diversity objective function.
• Erkut’s heuristic was run after applying the edge label transformation described
in Section 4.5. The parameterα is increased in steps of 0.01 from 0 up to 1. This
algorithm is run twice, once for p-dispersion and once for p-dispersion-sum.
• For Hochbaum&Shmoys’ p-center heuristic the same transformation and sampling
as for Erkut’s heuristic were used. The solutions shown are the best from eight
random initializations.
• Score Erosion was run once with the product update rule and once with the difference update rule. In contrast to the other two heuristics and the experiments on
molecular datasets in the following chapter, the range of β for Score Erosion was
not chosen from 0 to 1. The artificial datasets contain many small distances and
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therefore the score values degrade very quickly even for small values of β. Therefore in the following experiments β was uniformly sampled from 0 to 0.08 (!) in
steps of 0.0008.
The experiments presented in this section were performed on the same dataset as
above. The subset size p was again set to 10% i.e. 1,000 objects.

7.3.1

Pareto front approximations

Figure 7.5 shows the solutions found for the six variants described above. Each diagram
displays the results for a different diversity measure. Please note that the shown solutions
are not necessarily proper approximations of the Pareto front since — except for the
genetic algorithm — all solutions are displayed and not just the non-dominated ones.
Several observations can be derived from the diagrams.
• The distribution of solutions for both p-center and p-dispersion (first and second
from from top) differs considerably in comparison to the solutions for p-dispersionsum and p-dispersion-min-sum. One reason is that for p-center and p-dispersion
several subsets can have the same diversity value but with different score values.
This is caused by the min/max functions in their definitions.
• The genetic algorithm shows the already mentioned deficiencies in finding diverse
solutions, except for p-center, for which it outperforms all other heuristics. This
is a surprise since it is the other way round in all other three cases. The only
plausible explanation is that the other heuristics behave badly in combination with
this measure and the genetic algorithm’s inferior solutions are not so apparent.
However this is difficult to validate, as there is no other heuristic for comparison.
• For p-center the second best solutions are found by the p-center heuristic. At first
glance it appears to be a little unusual that results are not as good as those from
the genetic algorithm, despite the fact that there is a quality guarantee for the pcenter heuristic. However, one has to keep in mind that due to the transformed edge
labels (cf. Section 4.5) the optimized function is different to what should actually
be optimized, and is plotted in the diagram. Interestingly, the p-dispersion variant
of Erkut’s algorithm also finds good solutions although the optimized function
differs even more. The other three algorithms are unsuitable for p-center.

7.3. RESULTS WITH DIFFERENT HEURISTICS

101

Figure 7.5: The four diagrams show the found solutions of different approaches with four
different diversity measures (see labels on the y-axes) on the artificial dataset.
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• The most diverse solutions for p-dispersion are created by Erkut’s heuristic whereas
the most highly scored solutions are discovered by both Score Erosion (using the
product update rule) and the genetic algorithm. Score Erosion with the difference
update rule is unusable, as are Hochbaum&Shmoys’ heuristic and Erkut’s algorithm for p-dispersion-sum. This is no big surprise, since they are not designed to
optimize the chosen diversity function.
• Solutions for p-dispersion-sum are almost equally well found by the genetic algorithm (again except for very diverse solutions), Erkut’s heuristic and Score Erosion.
Interestingly, this time the difference update rule performs much better than the
product update rule.
• Last but not least the p-dispersion-min-sum objective is best optimized by the
genetic algorithm for subsets with high scores and by Erkut’s p-dispersion and
Hochbaum&Shmoys’ heuristic for diverse subsets. Score Erosion with the product
update rule is slightly behind the genetic algorithm. The remaining approaches
are much worse.
The performance of Score Erosion on this artificial dataset is a bit disappointing,
especially since the construction of the dataset should favor Score Erosion’s update rule.
As we shall see in Section 7.4.1, this is very likely caused by the small number of activity
peaks to which Score Erosion is quite sensitive. It is also apparent that values of β
close to 0.08 do not increase diversity any more but instead often result in subsets that
perform badly in both objectives. This is a clear indicator that the selection of objects
becomes more or less random if many small distances are involved.
To sum up this set of experiments, there is no clear winner. Some heuristics perform
better depending on the chosen diversity measure. Only the genetic algorithm can be
recommended for all diversity measures while keeping in mind that except for p-center
it misses parts of the Pareto front and never finds the best solutions.

7.3.2

Runtimes

In order to verify the runtime complexities of the heuristics, they were run on datasets
of sizes 1,000 to 10,000. Each time three activity spots were created with the same
parameters (location and width). This ensures that the search space structure remains
almost the same for all experiments and only the number of objects varies. The runtimes
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were measured on an eight-core Intel system running at 1.83 GHz with 16GB main
memory. The results are depicted in Figure 7.6.

Figure 7.6: Runtimes of the four heuristics on increasing problem sizes.

As already mentioned, the reported runtimes for the genetic algorithm result from
eight parallel threads, meaning that they are not directly comparable with the other
heuristics. It is however obvious that the p-center measure is much more expensive to
evaluate than the other measures (which are identical in complexity). Erkut’s heuristic
demonstrates the claimed quadratic increase (in fact O(n2 logn)) in runtime well. Also the
runtimes for Hochbaum&Shmoys’ heuristic and for Score Erosion increase non-linearly
in the number of objects but at a much lower rate. The fact that Score Erosion also
shows a nonlinear increase lies in the fact that its complexity is O(np) and since p was
chosen to be 0.1n this also yields O(n2 ).
The second part of the runtime analysis investigates the effect of p, the number of
selected objects, on a constant-sized dataset of 2,000 objects. For Score Erosion linear
increase in runtime is expected over the whole range of the experiment, whereas for the
p-center heuristic the runtimes should show a slight increase (see Section 6.2 for the
explanation). Erkut’s heuristic should show a steep increase at the beginning and then
get again faster at higher values of p since the local optimization (exchanging selected
and unselected nodes) needs less time. Figure 7.7 demonstrates that our conjectures are
right. Still, Score Erosion and the p-center heuristic are much faster than Erkut’s and in
practice the selection of almost all objects from the complete set is rather uninteresting
anyway.
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Figure 7.7: Runtime behavior of all heuristics with an increasing number of selected
objects and a fixed dataset size. The right diagram shows a section from the bottom of
the left diagram.

7.4

Influence of the search space structure

Another advantage of using a 2D dataset is that the resulting subsets can easily be
visualized and evaluated. One aspect that has not been covered yet is the structure of
the search space. The motivation for MSDS was that both objectives are in conflict
with each other meaning that similar objects have similar scores. There are two extreme
cases: Either the objects show no neighborhood behavior, i.e. the scores are randomly
distributed over all objects, or there is one single peak in the data where all highly
scored objects are concentrated. Whereas the former poses a slightly easier problem, as
selecting the most highly scored objects almost automatically results in a diverse subset,
the latter seems to be the most complicated case because subsets that are more diverse
than the top-p objects will always have a lower score.
Two important questions arise from this observation: First, does the search space
structure (i.e. the number of peaks) influence the solutions’ quality for the different
algorithms, and second, how does the chosen diversity measure influence the created
subsets.

7.4.1

Influence of peak count on solution quality

To answer the first question, twelve different artificial datasets were generated, containing
up to twelve activity peaks. All algorithms were run on these datasets — with the same
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settings as in the previous experiments — and the approximated Pareto fronts were
compared. Some of the results are shown in Figures 7.8 to 7.11. Each of the three
diagrams in each figure shows the approximated Pareto fronts for one peak (top), six
peaks (middle) and twelve peaks (bottom).
It is fairly obvious that the more peaks that are present, the easier it becomes to
find solutions that contain both highly scored and diverse objects. The approximated
fronts are much steeper on the right sides of the diagrams for the datasets with more
peaks. Moreover, even if the maximal diverse subset has the same value regardless of
the number of peaks the majority of solutions has much higher diversity values if more
peaks are present. Comparing the individual algorithms, Score Erosion with the product
update rule is very sensitive to the number of peaks. This becomes most obvious for
the p-dispersion-min-sum measure where it easily outperforms all other heuristics with
twelve peaks, except for Erkut’s, however performance for only one peak is much worse.

7.4.2

Behavior of the diversity functions

In order to analyze the diversity functions’ influence, another artificial dataset was generated that mimics a case where one huge activity peak is surrounded by some much
smaller activity islands. The total number of points is 10,000 and the number of selected
points 500 (we used a smaller number this time as the effects are much more apparent
in this constellation). The remaining settings for all algorithms were the same as for the
previous experiments on the artificial datasets.
The naive approach of picking the top-p elements results in the distributions shown
in Figure 7.12.
It is clearly visible that by far the most selected objects lie on the big activity peak
whereas only three of the six smaller islands are sparsely covered. If their activities
were only slightly less, they would not be covered at all. If MSDS worked as expected a
reasonably well chosen subset would cover all islands with a significant amount of selected
objects. Therefore the most diverse subsets in terms of the four diversity measures at
a fixed score value were selected and the corresponding objects were marked in the 2D
plot. Since the approximated Pareto fronts are often not very dense it was not possible
to choose subsets with exactly the same score values. Instead, the most diverse subsets
around a score value of 0.935 were selected. The corresponding objective values are
shown in Table 7.1 and the selected subsets are depicted in Figure 7.13.
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Figure 7.8: Approximated Pareto fronts for the p-center measure on datasets with one
(top), six (middle), and twelve (bottom) peaks.
Table 7.1: Objective values of the selected subsets shown in Figure 7.13.
Diversity measure
p-dispersion
p-dispersion-sum
p-dispersion-min-sum
p-center

Score value Diversity value
0.935
0.014
0.935
0.574
0.935
0.024
0.934
0.873
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Figure 7.9: Approximated Pareto fronts for the p-dispersion measure on datasets with
one (top), six (middle), and twelve (bottom) peaks.
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Figure 7.10: Approximated Pareto fronts for the p-dispersion-sum measure on datasets
with one (top), six (middle), and twelve (bottom) peaks.

7.4. INFLUENCE OF THE SEARCH SPACE STRUCTURE

109

Figure 7.11: Approximated Pareto fronts for the p-dispersion-min-sum measure on
datasets with one (top), six (middle), and twelve (bottom) peaks.
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Figure 7.12: Sample distribution with the 500 most highly scored objects selected.

Figure 7.13: Sample distribution with optimized subsets according to the p-center (topleft), p-dispersion (top-right), p-dispersion-sum (bottom-left), and p-dispersion-min-sum
(bottom-right) diversity measures.
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All four diversity measures lead to the coverage of all six islands around the big peak.
However, there are some obvious differences. p-dispersion shows the most appealing
coverage since all islands contain several selected objects and the points within the islands
are evenly distributed. p-dispersion-sum on the other hand again shows the undesired
effect of clustering points. Coverage of the main peak is particularly degenerated. The
subset optimized with p-dispersion-min-sum looks similar to p-dispersion, however the
small peaks are not very well covered. It also tends to select the points more to the
centers of the peaks. p-center also covers all peaks but with only very few points.
Particularly the two latter diversity functions also lead to a few low scored objects being
selected. Judging from this single experiment, p-dispersion is the first choice, followed
by p-dispersion-min-sum and p-center. p-dispersion-sum is clearly not an appropriate
diversity measure in this case.
Even though the artificial datasets used in this chapter have provided many important
answers to the questions posed at the beginning, the results cannot be directly transferred
to any other dataset. Since the original motivation for MSDS was to select subsets of
molecules, the next chapter tries to verify the results found so far on real-world molecular
datasets.
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Chapter 8
Experiments and Applications on
Molecular Datasets
In this chapter MSDS is tested on molecules in two ways. First MSDS is used on three
different molecular datasets to select subsets of molecules. Similar to the experiments in
the previous chapter first the genetic operators are evaluated in Section 8.1.1 and then
all four heuristics are compared against each other in Section 8.1.2. Another interesting
question is if the usage of MSDS in fact supports the task of finding more potential lead
structures for further improvement in lead optimization. This can be verified by looking
at the number of covered molecule clusters in the found subsets, which is performed in
Section 8.1.3. Finally Section 8.2 takes a look at how MSDS can be used for feature
selection on discriminative molecular fragments.

8.1

MSDS on molecules

The first dataset, which is used throughout most experiments, is publicly available from
BindingDB.org [43, 1] consisting of 1,376 molecules that have been tested for their activity against the CDK2 protein. The dataset contains the molecules’ activities as IC50
values and their two-dimensional graph structure. Setting the subset size to 137 (10%
of the database), results in a search space of about 1.8 ∗ 10193 possible solutions.
The score values used in the experiments are derived from the IC50 values by normalizing them between 0 and 1. The score objective is easily computed by summing up
all score values from the selected subset. The diversity objective is substantially harder
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to compute because first the pairwise distances between the molecules have to be computed. The MCSS-based measure described in Section 2.1 is used and all distances are
computed in a preprocessing step. However, for larger datasets it may not be feasible
to pre-compute distances any more because the distance matrix needs too much space.
In some cases, especially for Score Erosion, only a small fraction of distances is actually
needed during optimization, anyway. Thus it may be better to compute the distances
on-the-fly.
The second, much bigger, dataset was taken from PubChem.1 The bioassay with AID
884 contains 13,082 tested molecules. We filtered out all molecules that did not have a
value for the activity at 0.457 µM, which we took as score values for the molecules (since
the most molecules have been tested at this concentration). 12,156 compounds remained
after this step. The third dataset is an in-house dataset from Nycomed consisting of 1,572
molecules with IC50 values.
The purpose of these experiments is twofold: First, to validate the results from the
artificial dataset and/or make additional observations, and second to check whether
MSDS is useful in practice when it comes to selecting new molecules for HTS.

8.1.1

Influence of genetic representations and operators

Since the CDK2 dataset is much smaller than the artificial dataset used before, we
let the genetic algorithm create up to 10 million individuals and it was run 10 times.
Figure 8.1 shows the Pareto fronts after 500, 000, 1, 000, 000 and 10, 000, 000 created
individuals. The usage of a much larger number of individuals gives more insights into the
behavior of the various genetic operators than the experiments on the artificial dataset.
As before, uniform crossover with the integer representation performs much better in
early stages of the algorithm, whereas the performance of all other operators is worse
on average. After the creation of one million individuals, uniform crossover continues to
take the lead, however differences become smaller. The picture finally reverses after 10
million individuals, where uniform crossover is outperformed by both two-point crossover
variants (this was already suspected based on the slopes of the hypervolume curves). Not
only are the fronts nearer to the optimum but their solutions are also spread more widely,
especially on the diversity axis. The permutation-based operators continue to lag behind.
The improved convergence of uniform crossover in early stages can be seen even
1

http://pubchem.ncbi.nlm.nih.gov/
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Figure 8.1: The three diagrams show the Pareto fronts created by the different genetic
operators. The fronts are shown after 500,000, one million and ten million created
individuals. Each diagram contains the fronts of 10 different runs.
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Hypervolume

better when looking at the hypervolumes of the Pareto fronts. Figure 8.2 shows the
hypervolume for the five different operators, for both the best and worst run. The top
diagram shows a cutout of the first 100,000 individuals whereas the bottom figure shows
the development until 10 million individuals.
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Figure 8.2: The hypervolume indicator for up to 100, 000 created individuals (top) and
for up to 10 million individuals (bottom). Uniform crossover converges much faster but
is outperformed by two-point crossover in late generations
As in the Pareto front plots, it is clear that uniform crossover converges much faster
than all other operators. In the end it is finally outperformed, but only to a small
amount, mainly due to solutions in the corners of the search space.
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The genetic algorithm does not approximate the Pareto front well on this dataset,
too, without the boost. Its effect is depicted in Figure 8.3, showing the 10 Pareto fronts
of the uniform crossover operator after 1,000,000 created individuals (as an example)
with and without the boost. It is clearly visible that the genetic algorithm is now able
to find the score-accentuated part of the front completely. This allows for two important
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Figure 8.3: Adding the non-dominated solution with the most highly scored objects has
a great impact on the discovered Pareto fronts.
conclusions: first, this modification should be applied whenever possible and second, this
supports the claim that metaheuristic are not always the best choice if details about the
problem are known.
The above experiments on the CDK2 dataset support the conclusion drawn so far
from the experiments on the artificial dataset. In addition it has become apparent
that in the long term both two-point crossover operators, the binary SX and the novel
integer-array based operator, are able to evolve slightly better Pareto fronts than uniform
crossover. If time is not an issue either of the two-point crossover operators is preferable.

8.1.2

Pareto front approximations

The second part of the experiments on the molecular datasets compares the results of all
four heuristics. In the process, the Pareto fronts were approximated with the following
algorithm settings:
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• The multi-objective genetic algorithm using uniform crossover, 1% mutation rate,
300 individuals in one generation and 1,000,000 evolved individuals for CDK2 and
100,000 for both other datasets, respectively. The boost is applied, adding the
most highly scored subset. The GA is run four times, each time with a different
diversity objective function.
• Erkut’s heuristic, applying the edge label transformation described in Section 4.5.
The parameter α is increased in steps of 0.01 from 0 up to 1. This algorithm is
run twice, once for p-dispersion and once for p-dispersion-sum.
• Hochbaum&Shmoys’ p-center heuristic using the same transformation and sampling as for Erkut’s heuristic. The shown solutions are the best from 8 random
initializations.
• Score Erosion, once with the product update rule and once with the difference
update rule. The β parameter is varied in the same way as for both other heuristics
from 0 to 1.
Figure 8.4 shows the found solutions on the CDK2 dataset for the six variants described above. Each diagram shows the results for a different diversity measure.
The diagrams substantiate the conclusions that have already been drawn from the
previous experiments on the artificial dataset. Two additional facts are noteworthy:
• Besides the lack of diverse subsets, the genetic algorithm always finds solutions that
are non-dominated by any other solution. This is an indicator that the 500,000
individuals evolved on the artificial dataset were probably too few and that in later
generations result would improve considerably.
• It is quite remarkable that the Pareto fronts approximated by the genetic algorithm,
Score Erosion, and Erkut’s heuristic are almost identical for p-dispersion-sum and
p-dispersion-min-sum. Whereas this cannot be taken as proof, it is nevertheless a
strong indicator that this may be the true Pareto front.
The results on the AID 884 dataset are comparable, as can be seen in Figure 8.5.
Note that here, too, a number of differences are apparent. Once again, the genetic
algorithm does not approximate the Pareto fronts as well. This can be due to the much
larger number of possible subsets (6.77 ∗ 101498 ) and the lower number of generations
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Figure 8.4: The four diagrams show the found solutions of different approaches with four
different diversity measures (see labels on the y-axes) on the CDK2 dataset.
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Figure 8.5: The four diagrams show the found solutions of different approaches with four
different diversity measures (see labels on the y-axes) on the AID 884 dataset.
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because the AID 884 dataset is about 10 times the size of the CDK2 dataset. Also,
the results from the p-center measure appear to be a little unusual, as only about five
classes of subsets with different p-center values are found. Also, the curves representing
the approximated Pareto fronts have degenerated. Still, the genetic algorithm finds the
best solutions in this case, too.
Behavior on the Nycomed dataset is also comparable, see Figure 8.6. The coverage
by the genetic algorithm is again better than for the big AID 884 dataset. One fact
about Score Erosion becomes apparent here: the β-parameter is quite dependent on the
dataset. Whereas the range from 0 to 1 produces usable results for the first two datasets,
this time the solutions get worse if β is above some threshold. This is seen clearly in the
diagrams with the p-dispersion-min-sum measure where the Score Erosion curve sharply
drops down for activity values below about 0.73.
Also on the molecular datasets, there is no clear winner. The genetic algorithm always
finds high-quality solutions but is mostly restricted to more highly scored subsets. Also
the size of the dataset and therefore the number of possible subsets has a great influence
on the solution quality. The larger the search space the more difficult it becomes to
find good solutions (with the same number of iterations). Erkut’s heuristic (in the
correct variant) finds solutions of comparable quality and is much better for diverse
subsets. Except for p-center, where most heuristics perform poorly, Score Erosion with
the product update rule is also a good choice, especially since it is much faster than the
other approach. The p-center heuristic does not find high quality solutions at all.

8.1.3

Practical results

The main motivation for MSDS was that an optimized subset is more diverse than pure
“top-p” selection and is more active than a random or purely diverse subset. In HTS,
chemists are usually interested in the number of molecule clusters that are covered. The
more, the better since each cluster is a potential, independent starting point for further
optimization. Therefore all molecules in the CDK2 dataset were assigned to clusters
in the same way as for all real projects at Nycomed (aided by the ClassPharmerTM
program [62]), yielding 104 clusters. Then for each generated subset the number of clusters covered by its molecules was determined. Figure 8.7 shows the subsets’ normalized
activity plotted against the clusters count.
These results are quite interesting, since the p-center heuristics discovers the most
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Figure 8.6: The four diagrams show the found solutions of different approaches measure
with four different diversity measures (see labels on the y-axes) on the Nycomed dataset.
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Figure 8.7: The number of covered clusters for the CDK2 dataset plotted against the
activity value of all generated subsets.
clusters by far, although with comparatively low scores. However, this does not imply that the p-center measure is best suited for molecules: First, the p-center values
computed by the heuristics were rather low compared to e.g. the genetic algorithm.
Second, the subsets generated by the GA with the p-center measure cover far less clusters although their p-center values are highest. It seems that the measure optimized by
Hochbaum&Shmoys’ heuristic (see Equation 4.27) is quite good for covering the defined
clusters. However, one has to keep in mind that this behavior depends on the chosen clustering algorithm and other sensible clusterings may exist for which coverage is different.
The remaining observations are similar to observations discussed above: Score Erosion
with the product update rule works fairly well as does Erkut’s p-dispersion heuristic.
However, the picture is different for the AID 884 dataset, as can be seen in Figure 8.8.
As opposed to Hochbaum&Shmoys’ heuristic, this time Score Erosion and Erkut’s heuris-

Figure 8.8: The number of covered clusters for the AID 884 dataset plotted against the
activity value of all generated subsets.
tics cover more clusters by far than any other approach. The fact that for Score Erosion
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the number of clusters falls down below an activity value of about 0.58 is due to an inappropriate choice of the β-parameter’s range, which was already discussed above. The
same holds for almost all other heuristics. Concerning the genetic algorithm, optimizing
the p-dispersion-min-sum measure gives the best results which is again an indication
that this measure is the preferred one for molecular datasets.
The behavior is more or less the same on Nycomed’s dataset, which is shown in Figure 8.9. It is apparent that in this case too, the p-dispersion-min-sum measure correlates

Figure 8.9: The number of covered clusters for the Nycomed dataset plotted against the
activity value of all generated subsets.
the best with the number of covered clusters as can be seen from the solutions found by
the genetic algorithm with the corresponding diversity measure. Even better coverage
is obtained by Score Erosion. The reason that this algorithm also produces many inferior solutions is once again attributed to the choice of the β parameter. It was steadily
increased from 0 to 1 and higher values of β lead to worse solutions. In practice this is
not a real problem since this effect is easily noticeable and can be compensated by an
appropriate sampling of β. Since Score Erosion is by far the fastest heuristic one can
easily experiment with different parameter settings.

8.2

MSDS for feature selection

We already mentioned in the introduction that MSDS can also be used to perform feature
selection. This can be motivated by a use case from drug discovery. One possible way to
predict the activities of molecules is to use a labeled dataset and search for discriminative fragments, i.e. fragments that occur often in active molecules and seldom in inactive
ones (or the other way round). This is usually done with one of the subgraph mining
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algorithms already mentioned in Section 2.2. The resulting discriminative fragments are
subsequently used to build a classifier. The simplest classifier checks to see if a discriminative fragment occurs in a molecule or not and labels it accordingly. One drawback of
this approach is the fact that usually quite a lot of discriminative fragments are found,
most of which are similar to each other. Therefore the number of fragments needs to be
reduced. One way is to apply kernel methods to the set of frequent fragments [13, 23].
Another way is to apply MSDS to select a subset of fragments that is best suited for
labeling unknown graphs. The selected fragments should on the one hand have a high
lift (i.e. high ratio between active molecules and inactive molecules in which they occur)
and be pairwise diverse on the other. A similar approach has been described in [69].
In order to verify that MSDS can indeed help in selecting a suitable subset of fragments, which are used as features in later classification tasks, we used PubChem’s AID 1
dataset.2 It consists of 40,877 unique compounds, 2,068 of which are classified as active
and 100 unclassified molecules. MoSS (with the ring mining feature enabled) was subsequently used to search for fragments that occur in at least 1.5% of all active molecules
and at most 5% of the inactive molecules. This may result in fragments that occur more
often in inactive molecules than in actives ones but MSDS should be able to sort those
out since their lift is very low (< 1). In total 2,906 frequent fragments were found.
Using all fragments for “predicting” active molecules on the same dataset results in
35,917 molecules classified as active, which is obviously a useless classification. Therefore
MSDS is applied on the fragments to select a subset of 50 fragments. For this particular
dataset the genetic algorithm and Erkut’s heuristic found the best solutions therefore in
the following figure only their solutions are shown.
In order to evaluate the quality of the simple classifiers that are built using any of
the found subsets, the F-measure (or F-score) was used, mainly because it can handle
imbalanced datasets better than other standard measures such as accuracy, precision, or
recall. The F-measure (more precisely the F1 -measure) is defined as
F1 = 2 ·

2

precision · recall
precision + recall

(8.1)

The positive effect of MSDS with such a simple classifier is not visible on all datasets. However, we
choose not to apply a more sophisticated classifier since the results would then be more dependent on
the chosen method and not on the MSDS itself.
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with
true positives
true positives + f alse positives
true positives
recall =
true positives + f alse negatives

precision =

(8.2)
(8.3)

The active molecules constitute the positive class whereas the inactive molecules
form the negative class. The prospect is that subsets that contain the top-50 molecules
with the highest scores scores do not perform as well as subsets that are more balanced
between highly scored and diverse subsets, because they cover only few active molecules.
The same should hold for subsets that contain the most diverse fragments since they
cannot distinguish between active and inactive molecules. And in fact, this behavior
can be observed. Figure 8.10 shows the MSDS solutions for both the genetic algorithm
(optimizing p-dispersion-min-sum) and Erkut’s heuristic (for p-dispersion). The color
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Figure 8.10: Pareto front for the fragments subsets, the color indicating the subset’s
F-scores.
indicates the F-measure of the subset when used in the simple classifier. Red is the
lowest F-measure of 0.059 whereas green is the highest F-measure of 0.341. Of course,
this value is not an excellent value, but bear in mind that the classificator is a very simple
one. Furthermore, the point is not the absolute F-measures but rather the fact that there
are significant differences between the subsets. It is clear that the most active subsets
are the worst and the best subsets are found more to the middle of the Pareto front. The
diverse subsets are also not good, but not as much as the highly scored subsets. The
same can be seen if the F-measure is plotted on the y-axis instead of the diversity value,
see Figure 8.11. There is a clear peak around score values of 0.53. The same behavior
can be seen when p-dispersion-sum is optimized. p-dispersion and p-center do not show
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Figure 8.11: The subset’s score plotted against their F-scores; the peak in the middle is
clearly visible.
the effect as clearly.
This simple example has demonstrated that MSDS can also be quite useful in feature
selection. On the one hand, subsets with highly scored features (very discriminative
in the example above) yield a high precision but a low recall since they cannot find
all positive objects. On the other hand, highly diverse subsets select objects more or
less independently from their class since the features cannot distinguish well between
positive and negative classes. Therefore feature subsets that are balanced between score
and diversity are much better suited for building a classifier.
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Chapter 9
Conclusions
In this dissertation we have discussed the problem of Maximum-Score Diversity Selection.
It has a broad applicability in chemoinformatics, economics, or in pattern mining and
feature selection. We have shown that MSDS is a typical multi-objective optimization
problem, consisting of two objectives: maximizing the score of the objects in the selected
subsets and maximizing the subset’s diversity. The first objective is easy to handle (once
the scores are available) whereas the second objective is neither obvious to define nor to
optimize. In general cases, where no special assumptions about the object’s space are
made but only a distance measure between a pair of objects is required, the first challenge
is to define a diversity measure for a subset of points based on the pairwise distance
relations. We have presented several existing definitions — p-dispersion, p-dispersionsum and p-center — and proposed a simple yet intuitive measure, p-dispersion-min-sum.
Further, we have proven that all four diversity measures lead to N P-hard optimization
problems, both in the single-objective and multi-objective case, in combination with the
score objective.
Since these results rule out the usage of exact algorithms for practical dataset sizes
of more than 100 objects, the only way to solve the problem of MSDS are heuristic
approaches. One commonly used type of optimization algorithms, especially for multiobjective problems, are genetic algorithms. They do not operate on the problem directly,
but merely need the individual objective functions for the problem with which they
evaluate potential solutions. The solutions — subsets of objects in the case of MSDS —
must be represented in a way that genetic operators can be applied to them to generate
new solutions. Therefore we have developed several representations and genetic operators
for subsets that are superior to existing approaches both in terms of computational
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efficiency and convergence in the optimization process.
However, genetic algorithms do not usually offer the best solution and as we have
shown they suffer from two deficiencies: first their runtime is quite high — although
this can be improved by parallelization, which is quite straight-forward for genetic algorithms — and second they are not capable of finding good approximations of the Pareto
front but omit large parts. Therefore it is recommended to try out other heuristics that
are specialized to the problem. Erkut’s and Hochbaum&Shmoys’ heuristics apply two
algorithms that were originally invented to solve the single-objective problem of finding
maximal diverse subsets for several diversity measures. We have shown a transformation to the input data so that these two approaches can also be used for MSDS. Even
though the functions they are optimizing are not the same as if both objectives had been
combined by the frequently applied weighting approach for multi-objective optimization
problems, the results are quite satisfactory. Still both algorithms suffer from long runtimes and thus we have presented a novel heuristic called Score Erosion that runs much
faster, is easier to implement and in most cases finds solutions of comparable quality.
In order to analyze the presented algorithms we carried out an extensive set of experiments. Several real-world molecular datasets were used to show the behavior in
practice. Additional tests on synthetic data investigated the runtimes and the influence
of the search space structure. The first part of the experiments compared the presented
genetic representations. The novel integer-array-based representation together with uniform crossover showed by far the fastest convergence and was only slightly outperformed
by the other representations in very late generations. Depending on population sizes
and objective function complexity, this novel representation can therefore save a lot of
computational time and resources.
The second batch of experiments compared all four heuristic approaches with each
other. Probably the most important result was that the genetic algorithm was not able to
approximate the Pareto front in its full breadth. Even with the boost of adding the most
highly scored subset to the initial population it missed large parts of the more diverse
region of the front. The second most important finding was that algorithm performance
depends heavily on the chosen diversity measure. For p-center surprisingly the genetic
algorithm performed best. Erkut’s heuristic discovered one of the best solutions for the
other three diversity measures. Score Erosion was best for p-dispersion, or close, for the
other three measures. This behavior was consistent over all used molecular datasets. The
picture slightly changed on the synthetic datasets. All heuristics showed the expected
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improved performance the more activity peaks were present in the dataset. The most
sensitive reaction was observed for Score Erosion.
The runtime experiments confirmed the claims that Score Erosion is the fastest of all
heuristics, followed by Hochbaum&Shmoys’ heuristic. Erkut’s heuristic is considerably
slower as is the genetic algorithm, especially for the p-center measure, although this was
already run eight-fold in parallel.
The final question was which diversity function is best suited for MSDS. Judging
from the experiments on the molecular datasets, where the number of covered clusters
was used as quality criterion, the p-dispersion-min-sum measure is the best choice as
it showed the best correlation between diversity and the number of covered clusters.
On the synthetic datasets visual inspection also showed that both good solutions for
p-dispersion-min-sum and p-dispersion were best able to sufficiently cover all activity
peaks.
We further discussed the application of MSDS in the drug discovery process in more
detail. Especially the determination of sensible distances between molecules is crucial.
As we have shown in the experiments, the chosen MCSS-based measure works quite well
in practice. The computation of the MCSS, which is another N P-hard problem, can
be done efficiently by using a frequent subgraph mining algorithm. Several extensions
that were originally developed for mining closed fragments are also useful for quickly
discovering the MCSS between two molecules.
Finally, we want to point out the three most important aspects of this thesis:
• Defining a suitable measure for diversity is not straight-forward and most definitions lead to N P-hard optimization problems. Among the presented measures
p-dispersion-min-sum is the preferred measure.
• Genetic algorithms are a universal tool for solving all kinds of optimization problems. However, one should not solely rely on them as they can easily miss many
good solutions, even when some assistance is provided.
• Score Erosion is a very fast heuristic for MSDS. It may not create the best solutions
in all cases but is often comparable to other heuristics or even superior. For very
large datasets and if time is an issue it is clearly the method of choice.
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Appendix A
Complexity Theoretic Preliminaries
Although most readers should have heard about the theory of N P-completeness, quite
often the knowledge is only vague. Since it plays an essential role for this thesis, we shall
repeat the most important facts, which are taken from [27], probably the best starting
point for getting in touch with N P.
The concept of complexity classes, of which N P is one, is based on Turing machines
and decision problems. In contrast to optimization problems, where a specific optimal
solutions is sought, decision problems have only answers, “yes” or “no”. However, each
optimization problem can be simulated by a sequence of decision problems by asking
questions such as “is there a solution that has cost at most x”. If a deterministic Turing
machine (DTM) exists, which is able to solve a decision problem instance within a number
of steps polynomially bounded by the length of the problem description, it can be said
that this problem belongs to the P class. Informally, it consists of all problems that
can be solved in polynomial time by a DTM (and therefore each standard computer).
Deterministic means that the Turing machine will always perform the same steps and
return the same result for the same input. Problems in P are said to be easy problems
because there are efficient algorithms for solving them. Please note that use of the term
“efficient” is rather loose here, as an algorithm that needs ‘n10 steps, for example, is no
longer particularly efficient.
The class N P consists of decision problems that can be solved by a non-deterministic
Turing machine (NDTM) with a polynomially bounded number of steps. The big difference is that an NDTM can guess a solution and then check if it is a “yes” or “no” answer
to the original question. Both guessing and checking are still polynomially bounded by
the input size. This implies that the checking procedure, i.e. deciding if a solution yields
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a positive answer or not is in P. Clearly, any problem solvable by DTM can also be
solved by NDTM, i.e. P⊆ N P. Roughly speaking, N P consists of all problems for
which it is possible to verify positive solutions with a polynomial number of steps (but
not to actually find them). The formal definition also includes that fact that only “yes”instances can be checked in polynomial time, but “no”-instances need not. The big flaw
of this model is, however, that in reality the non-deterministic guessing unit does not
exist. It can only be simulated by a deterministic algorithm that needs an exponential
number of steps.
The term N P-complete refers to problems in N P that are the most hard to solve,
i.e. if a problem is N P-complete there is no problem in N P that is harder. This implies
that not all problems in N P are N P-complete and in fact all problems in Pare not
N P-complete, as are various problems that are neither in P, nor N P-complete, such
as the graph isomorphism problem. Along with N P-completeness comes the term of
reducibility, because the whole theory of it is based on reductions. A reduction is a
transformation from a problem P to another problem P 0 . An algorithm or Turing machine that solves P 0 can subsequently be used to solve P , by applying the transformation
beforehand. Usually it is assumed that these transformations run in polynomial time.
If this is the case (and only if!), proving that a problem P 0 is N P-complete essentially
involves finding a suitable transformation from a known N P-complete problem P to
P 0 . If we were able to find an algorithm for P 0 that would run in polynomial time,
we would be able to solve P in polynomial time as well, by applying the (polynomialtime) transformation beforehand. This, however, would be a contradiction to the proven
N P-completeness of P .
A popular reduction technique is restriction. The problem under consideration P 0
is restricted, by e.g. allowing only certain values for its parameters so that it becomes
identical to a known N P-complete problem P . One example is the directed Hamiltonian
circuit problem. If the the edge set is restricted so that each directed edge (u, v) only
occurs together with its counter-edge (v, u) the resulting problem is equal to the N Pcomplete (undirected) Hamiltonian circuit problem. Thus the directed problem has to
be N P-complete, too.
Note that the fact that a problem is N P-complete does not imply that all instances
are hard to solve. It merely means that there is no deterministic Turing machine that
can solve all possible instances in polynomial time.
The last term that frequently appears in discussion around N P is N P-hard. There
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is again a considerable amount of theory around it, but it can be condensed to several
facts:
• N P-hard problems are “at least as hard” as N P-complete problem, but they need
not be in N P
• The definition is not restricted to decision problems any more but merely to the
more general optimization problems
• All N P-complete problems are by definition also N P-hard problems.
To conclude this (very) short introduction to the theory of N P-completeness, Figure A.1
illustrates the relation between the sets of P, N P, N P-complete, and N P-hard. Note
that this figure is only true under the assumption that P6=N P. Otherwise P, N P and
N P-complete would be equal.

Figure A.1: Relations between the four most important complexity classes.
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