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Abstract
Model checking, as a formal verification technique, aims primarily at proving the
correctness of systems. Nevertheless, model checking has also been extensively used
as a debugging technique to aid developers in locating and fixing errors when the
model violates a desired property. Thus, the ability to provide diagnostic information, that facilitates debugging, dictates the usability of model checking techniques
in practice. Counterexamples are the prime example of such diagnostic information.
A counterexample is in general a piece of information which attests the property
violation and which can be used for explaining the causal factors of the property
violation.
Stochastic model checking extends conventional model checking with the verification of quantitative performance and dependability requirements. The core of
stochastic model checkers is a set of efficient numerical algorithms which compute
the probabilities that determine the satisfaction or violation of a given property. Due
to the numerical nature of these algorithms, stochastic model checkers do not provide counterexamples. Within our research in this field we succeeded in extending
stochastic model checking to include the possibility of counterexample generation.
We introduced the notion of counterexamples into stochastic model checking and
devised the first methods for the generation and analysis of counterexamples.
We begin this dissertation with an introduction into stochastic model checking followed by a study of counterexamples in stochastic model checking where we
give a formal definition for counterexamples for common stochastic models. We
also discuss the characteristics of informative counterexamples in this context and
present a variety of novel methods for the generation of informative counterexamples. Our methods are based on heuristics-guided search algorithms, also called
directed search algorithms. We investigate these methods in different settings and
examine their advantages and disadvantages. We also investigate their applicability
to models with real-life complexity. We present extensive experiments using significant case studies. These experiments demonstrate the efficiency and scalability of
our methods. They also show that the counterexamples produced by our methods
are informative and useful for debugging.
Counterexamples in stochastic model checking, as we will show in this dissertation, are very complex. Thus, analysing them for the purpose of debugging is
a very challenging task for human users. We propose the first method which aids
engineers in analysing counterexample in stochastic model checking. Our method
employs interactive visualisation techniques which aim at determining the causal
factors of property violations.
A significant contribution of our research on counterexample generation is the
development of a novel directed search algorithm K∗ for solving the k-shortestpaths problem. This is the problem of finding k shortest paths form a start to a
target node in a weighted directed graph for an arbitrary natural number k. The
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k-shortest-paths problem is a general problem with a wide range of applications.
K∗ scales to very large graphs compared to classical k-shortest-paths algorithms.
We demonstrate the advantage of K∗ by applying it to route planning in the US
road map.

Kurzfassung
Model-Checking ist ein formales Verifikationsverfahren, in dem das Hauptziel die
Überprüfung der Korrektheit von Systemen bezüglich gegebener Anforderungen ist.
Daneben wird Model-Checking häufig als ein Debugging-Werkzeug eingesetzt. Es
wird zur Lokalisierung und Behebung von Fehlern verwendet, wenn das Modell eine
gewünschte Eigenschaft verletzt. Aus diesem Grund ist die Möglichkeit, diagnostische Informationen zu liefern, entscheidend für die praktische Anwendbarkeit von
Model-Checking-Techniken. Gegenbeispiele sind ein wichtiger Vertreter für solche
diagnostische Informationen. Ein Gegenbeispiel besteht in der Regel aus Informationen über das Systemverhalten, welche die Eigenschaftsverletzung belegen und
bei der Bestimmung der Ursache dieser Verletzung helfen.
Stochastisches Model-Checking erweitert das konventionelle Model-Checking um
die Verifikation quantitativer Leistungs- und Verlässlichkeitsanforderungen. Der
Kern des stochastischen Model-Checking besteht aus einer Reihe numerischer Algorithmen. Diese Algorithmen berechnen die Wahrscheinlichkeitswerte, die über
die Erfüllung der zu überprüfenden Anforderungen entscheiden. Aufgrund der
numerischen Natur dieser Algorithmen liefern stochastische Model-Checker keine
Gegenbeispiele. Diese Dissertation präsentiert unsere Forschung zur Lösung dieses
Problems. Im Rahmen dieser Forschung ist es uns als erste gelungen, stochastisches Model-Checking um die Generierung und Analyse von Gegenbeispielen zu
erweitern. Wir haben das Konzept der Gegenbeispiele in das stochastische ModelChecking eingeführt und die ersten Methoden zur Generierung und Analyse von
Gegenbeispielen entwickelt.
Wir beginnen diese Dissertation mit einer Einführung in das stochastische
Model-Checking. Danach behandeln wir das Konzept von Gegenbeispielen in
diesem Zusammenhang. Wir geben eine formale Definition von Gegenbeispielen
bezüglich gängiger stochastischer Modelle. Wir diskutieren anschließend die Aussagefähigkeit von Gegenbeispielen bezüglich Debugging und erläutern die Kriterien von aussagefähigen Gegenbeispielen. Danach präsentieren wir eine Reihe von
neuen Methoden zur Generierung von informativen Gegenbeispielen. Unsere Methoden basieren auf heuristischen, oder auch gerichteten, Suchalgorithmen. Wir untersuchen diese Methoden unter verschiedenen Bedingungen und betrachten deren
Vor- und Nachteile. Wir untersuchen deren Anwendbarkeit in der Praxis für Modelle
mit hoher Komplexität. Wir demonstrieren die Effizienz und Skalierbarkeit unserer
Methoden anhand von ausführlichen Experimenten mit realistischen Fallstudien.
Diese Experimente zeigen auch, dass die erzeugten Gegenbeispiele informativ und
nützlich bei der Fehlerbehebung sind.
Wie wir in dieser Dissertation zeigen werden, sind Gegenbeispiele im stochastischen Model-Checking in der Regel sehr komplex. Infolgedessen stellt die Analyse
solcher Gegenbeispiele zu Debugging-Zwecken eine große Herausforderung für die
Benutzer dar. Wir haben eine Methode zur Unterstützung des Benutzers bei der
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Analyse von Gegenbeispielen entwickelt. Diese Methode setzt interaktive Visualisierungstechniken ein, um kausale Faktoren, die die Eigenschaftsverletzung verursacht haben, zu bestimmen.
Ein wichtiger Beitrag unserer Forschung ist die Entwicklung eines neuen
gerichteten Suchalgorithmus K∗ zur Lösung des Problems der k-kürzesten-Pfade.
Das Problem der k-kürzesten-Pfade ist ein allgemeines Problem mit vielen Anwendungsgebieten. Dabei handelt es sich um das Finden der k kürzesten Pfade von
einem Start- zu einem Zielknoten in einem gerichteten Graphen, wobei k eine beliebige natürliche Zahl ist. Im Gegensatz zu existierenden Algorithmen ist K∗ auch
auf sehr große und komplexe Graphen effizient anwendbar. Wir demonstrieren die
Überlegenheit von K∗ mit Hilfe von Experimenten im Bereich der Routenplanung
im Straßennetz der USA.
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Motivation

The ever increasing presence of computer systems in every aspect of our lives provides a constant challenge. It is imperative that systems which operate in safetycritical fields behave correctly. To this end we employ such methods as formal
verification which aims at proving the correctness of systems. A key representative of formal verification techniques is model checking. In order to employ model
checking a model of the system must first be created. This model describes the
set of possible configurations (or states) of the system and the transitions between
these states. At a low level the model is simply a directed graph where the states
are indicated by nodes and the edges represent the transitions. This graph is called
the state transition graph or the state space. Moreover, the requirements, which are
to be verified, must be formally specified. The formal description of the requirements is called specification. The specification is usually formulated using temporal
logic such as Linear Time Logic (LTL) or Computation Tree Logic (CTL). A model
checking tool, also called model checker , verifies that the given model satisfies the
given specifications. In order to carry out this task the model checker employs a
variety of methods, such as graph analysis methods, with a preference for graph
search algorithms. The prime advantage of model checking is automation, where
the model checker verifies the correctness of the system, with respect to the specification, automatically.
The main challenge facing model checking technique is the formidable extent
of state transition graphs of real-life systems. This problem, known as the state
explosion problem, can be addressed using symbolic model checking. The state
transition graph is not stored explicitly as in the conventional or explicit-state model
checking. Instead, the state transition graph is represented as boolean functions
which can be stored compactly in binary decision diagrams (BDDs). Another way

2
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to handle the state explosion problem is directed (explicit-state) model checking
which exploits the power of directed search strategies. These search strategies are,
in the average case, more efficient due to the use of heuristic estimates which guide
the search. An important example of such search strategies is the Best-First search.
Model checking has been used extensively, in recent years, to aid developers in
locating and debugging errors when the model violates the desired property. As a
result it is important that model checkers provide meaningful diagnostic information that facilitates debugging. This is a necessary feature of a model checker as
debugging is an essential activity during the development of computer systems. The
ability to provide diagnostic information dictates the usability of a model checker
in practice. A prime example for such diagnostic information are counterexamples.
A counterexample is in general a piece of information which attests the property
violation. Established model checkers such as SPIN and NuSMV provide such
counterexamples for a wide range of property classes. Counterexamples are usually
generated using graph search algorithms which are applied to the state transition
graph of the model. The provided counterexamples are analysed in order to extract
some clues to assist in locating the cause of a property violation. Hence, one is
particularly interested in those counterexamples which are informative and can be
easily analysed by a human user. Directed search algorithms are sometimes used
to efficiently generate informative and simple counterexamples.
Stochastic model checking extends conventional or functional model checking
through the verification of quantitative performance and dependability requirements. It is used in application domains in which one is not just interested in
verifying the functional correctness of the system but also in quantitatively assessing the performance and dependability of a given system. Here, systems are
usually modelled as stochastic processes such as discrete-time or continuous-time
Markov chains or Markov decision processes. These models use stochastic information to extend the state transition graph. This information describes how the
system changes, probabilistically, from one state to another over time. The properties are expressed in a stochastic temporal logic such as Probabilistic Computation
Tree Logic (PCTL) in the discrete-time case or the Continuous Stochastic Logic
(CSL) in the continuous-time case. Popular stochastic model checkers such as
PRISM and MRMC apply efficient numerical algorithms to compute the probabilities which determine the satisfaction or violation of a given property. Although
these tools achieve a high degree of accuracy regarding numerical results, they do
not provide the user with diagnostic information, in particular, counterexamples.
This is a result of the numerical nature of the employed algorithms.
The unavailability of informative counterexamples makes debugging very difficult. This constrains the practical usefulness of current stochastic model checking tools. This dissertation represents our research in this field where we extend
stochastic model checking to include the possibility of counterexample generation.
We introduce the notion of counterexamples into stochastic model checking and
develop the first methods for counterexample generation and analysis.
We will see that a counterexample is in principle a set of failure traces. More-
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over, the complexity of the counterexample and the individual probabilities of its
traces are crucial. A simple counterexample with traces having high probabilities
seems to be more informative and interesting for debugging than others. These particularities of counterexamples in stochastic model checking require novel methods.
This dissertation explores the challenges of the generation of such counterexamples.
The main objective has been to propose methods which
1. scale to models with realistic size and
2. provide informative counterexamples which are useful for debugging.
A promising way to fulfil both requirements is to use directed search algorithms.
This dissertation presents a variety of novel methods based on directed search for
counterexample generation. It also investigates the applicability of these methods
to models with real-life complexity.

1.2

Contributions

Our major contribution in a nutshell is that we initiated the first research on the
generation of counterexamples in stochastic model checking. We developed the
first counterexample generation methods. Our methods have been approved to be
efficient and scalable and, consequently, applicable in practice. We also proposed
the first method which aids engineers in analysing counterexample in stochastic
model checking in order to determine the causal factors of the property violations.
In the following we give a more detailed overview on the contributions of our work.
• In this dissertation we study the notion of counterexamples in stochastic
model checking. We give a unified formal definition for counterexamples for
discrete-time and continuous-time Markov chains with respect to PCTL and
CSL formulae, respectively. This definition is inspired by the counterexample
definition for discrete-time Markov chains introduced by Han and Katoen in
[HK07a]. We define counterexamples for Markov decision processes taking
into account the non-determinism. We also discuss the characteristics of informative counterexamples in this context. We show that a counterexample is
in principle a set of failure traces. We also explain how a counterexample can
be seen as a subgraph of the model’s state transition graph. We show how
this view helps to design very efficient counterexample generation methods.
• This dissertation presents the successful use of directed search in order to obtain scalable counterexample generation methods for stochastic model checking. We propose directed methods for generating counterexamples for discretetime and continuous-time Markov chains as well as Markov decision processes.
We investigate these methods in different settings and examine their advantages and disadvantages. We emphasise that the automatic derivation of
heuristic estimates is beyond the scope of this dissertation. Nevertheless we
discuss initial ideas in this regard.
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• We compare both views of a counterexample, namely as a set of traces and as
a diagnostic subgraph. We discuss the consequences of these different views
on the counterexample generation. We compare methods based on both views
with each other.
• This dissertation reports on extensive experiments using significant case studies. The experiments demonstrate the efficiency and scalability of the proposed methods in practice. They also show the quality of the provided counterexamples. The proposed methods are also compared to other methods
published in the literature.
• Counterexamples in stochastic model checking, as it will become clear in this
dissertation, are very complex. Hence, we propose a interactive visualisation
technique to assist engineers with analysing counterexamples and extracting
information which is useful for debugging. The visualisation aims at determining the causal factors of property violations. It focuses on the execution
paths of the counterexample and then extracts the salient stochastic properties of the model, in particular the probabilities of system offending execution,
which will assist with debugging.
• We propose a novel directed search algorithm K∗ for solving the k-shortestpaths problem. This is the problem of finding k shortest paths form a start
node to a target node in a weighted, directed graph for an arbitrary natural
number k. The k-shortest-paths problem is a general problem with a wide
range of applications such sequence alignment and various other optimisation
applications in logistics, financial analysis, etc. We will also see that the generation of counterexamples in stochastic model checking can be presented as
an instance of the k-shortest-paths problem. K∗ scales to very large graphs
compared to classical k-shortest-paths algorithms. We demonstrate the advantages of K∗ by applying it to route planning in the US road map.

1.3

Outline

Chapter 2 discusses related work.
Chapter 3 contains a brief review of some basics from the field of stochastic model
checking. It introduces the stochastic models we deal with and the notions and
concepts related to them. It also introduces temporal logics and gives an overview
of the algorithms of stochastic model checking.
Chapter 4 introduces the notion of counterexamples in stochastic model checking. It also studies the characteristics of informative counterexamples within this
context. Additionally, Chapter 4 discusses some fundamentals of counterexample
generation.
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Chapter 5 gives an overview of directed search. It introduces the general directed
search strategy Best-First and specialised directed search algorithms such as A∗ .
Chapter 6 introduces our extended directed search strategy eXtended Best-First
(XBF). XBF allows the design of highly scalable counterexample generation methods. This chapter presents counterexample generation methods based on XBF for
both discrete-time and continuous-time Markov chains. It also demonstrates the
successful application of these methods to a number of case studies.
Chapter 7 handles the k-shortest-paths problem and introduces our new directed
algorithm K∗ . It also demonstrate the advantages of K∗ with regards to solving the
k-shortest-paths problem by means a case study from the field of route planning.
Readers primarily interested in the K∗ algorithm or the k-shortest-paths problem
in general are recommended to read Chapter 5 and then Chapter 7.
Chapter 8 discusses counterexample generation for discrete-time and continuoustime Markov chains using K∗ . It demonstrates the advantages and disadvantages
of this alternative method in relation to the method presented in Chapter 6.
Chapter 9 studies counterexample generation for Markov decision processes. It
shows how to deal with non-determinism.
Chapter 10 presents our approach for analysing counterexamples based on interactive visualisation.
Chapter 11 concludes the dissertation and suggests future work.

1.4

Own Publications

Our first approach for counterexample generation in stochastic model checking was
published in FORMATS 2005 [AHL05]. In that paper we showed how to use directed
search to generate a single failure trace. The work was limited to probabilistic
time-bounded properties on DTMCs and CTMCs. We extended the approach in
our technical report [AL06a] and published it in FORMATS 2006 [AL06b]. There,
we introduced a new directed search strategy eXtended Best-First search (XBF)
which allows counterexample generation for DTMCs and CTMCs. That approach
was limited to probabilistic time-bounded reachability properties. We revised our
XBF approach and published the improved version in [AL09a]. These publications
are included in parts of Chapter 4 and the greater part of Chapter 6. Section 6.7
presents unpublished work on the counterexample generation for MRMC models.
We first introduced our new directed algorithm K∗ in the technical report
[AL08b]. In Chapter 7 we present an improved version of K∗ which has not been
yet published. Chapter 8 presents unpublished work on the generation of counterexample using K∗ and a comparison between counterexample generation based
on K∗ and XBF.
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We first addressed the generation of counterexample for MDPs in our technical report [AL07]. We revisited the same problem and published the outcome of
our work in QEST 2009 [AL09b]. There, we examined three alternative methods
for generating counterexamples for MDPs. We showed which of these methods
is applicable in practice and which method is best-suited in which settings. This
publication covers a part of Chapter 4 and whole Chapter 9.
Our visualisation method for counterexample analysis presented in Chapter 10
has been published in QEST 2008 [AL08a].
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Model Checking and Counterexamples

The idea of using temporal logics for reasoning about computer systems was first
raised in the 1970s [Pnu77]. Model checking itself originates from the works done
by Clarke and Emerson [CE81, Eme81] and by Queille and Sifakis [QS82]. Symbolic
model checking was introduced in [McM92, BCM+ 92] which are based on the work of
Byrant on Binary Decision Diagrams (BDDs) in [Bry86]. These are directed acyclic
graphs which can be used to represent Boolean functions. McMillan proposed the
use of BDDs to compactly store state spaces as BDDs [McM92]. Reference works
about model checking are for example the books by Holzmann [Hol91], Kulkarni
[Kul94], Clarke, Grumberg and Peled [CGP01] and by Baier and Katoen [BK08].
Examples for established model checkers are the explicit-state model checker SPIN
[Hol03] and the symbolic model checker NuSMV [CCG+ 02].
The generation of counterexamples in model checking was first studied in
[CGMZ95] and [HBK93]. These works were restricted to linear counterexamples.
These are counterexamples consisting of a single finite or infinite path. The algorithms proposed in [CGMZ95] and [HBK93] are designed for symbolic model checking. The generation of linear counterexamples for explicit-state model checking is
much easier. An explicit-state model checker such as SPIN [Hol03] usually applies
variants of Depth-First Search (DFS) [CLRS01] to generate such counterexamples.
According to [VW86], every violated LTL property has a lasso-shaped counterexample. This a path of the form αβ ω with a finite prefix α and a finite loop β. In
the case of a liveness property, the loop is repeated infinitely often. In the case of
a safety property the loop part is empty which means that the counterexample is a
finite path α. As counterexamples are used for debugging, one is particularly interested in those counterexample which are easily analysed by a human user. Hence,
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the generation of short counterexamples has been particularly interesting. For example, Kupfermann and Vardi proposes in [KV99] a method to find the shortest
counterexample for safety properties. Schuppan and Biere address the problem of
generating shortest lasso-shaped counterexamples for liveness properties in [SB05].
CTL allows the specification of existential formulae. This makes the notion
of counterexamples for CTL formula much more complex. In order to prove the
violation of a property like “there is a path which satisfies some formula ϕ” the
counterexample must show that all paths do not satisfy ϕ. A single path or lasso is
not sufficient to prove the property violation. Hence, model checkers only provide
witnesses in the case that a formulae with existential quantifier is satisfied.
Even some CTL formulae, which only allow “All” quantifiers, do not have linear
counterexamples. Clarke et. al. studied a general notion of counterexamples to
cover ACTL formulae in [CJLV02]. ACTL is the fragment of CTL where only the
“All” quantifier is allowed and negation is restricted to atomic sub-formulae. The authors introduced in [CJLV02] the notion of tree-like counterexamples and proposed
algorithms to produce them. It is hard for a human user to analyse such complex
counterexamples. Hence, Gurnfinkel and Chechik annotated CTL counterexamples
with additional proof-steps which help in analysing and understanding the counterexamples [GC03]. The authors extended their work to a general framework for
providing counterexamples in the form of proofs in [CG05, CG07]. Portions of the
proof are displayed and others are hidden according to the user’s needs.
The next step after generating a counterexample is analysing this counterexample in order to extract useful information for debugging. A few works have been
done in this field. An example for this are the proof-like counterexamples introduced by Chechik and Grunfikel in [CG05, CG07]. The proof-steps attached to the
counterexample and the support in exploring such counterexamples help the user
in extracting relevant information. A similar approach, known as Counterexample
Wizard, was proposed in [CIW+ 03]. The main idea of this approach is to generate
all counterexamples for a given LTL property. Users can display the result in various
ways and simulate several counterexamples in parallel. In [BBDG+ 02] an approach
is presented which uses model-checking algorithms in order to explore interesting
paths in the model. This design exploration helps users to gain better understanding of the design and to discover potential problems and weaknesses. Ball, Naik and
Rajamani presented an algorithm that compares a linear counterexample together
with similar correct traces, i.e. property observing executions, in order to localise
the error cause [BNR03]. Once a cause is discovered the model is restricted so that
this cause is eliminated. The model checker is then applied to the restricted model
to examine further causes. This counterexample analysis technique is implemented
in Microsoft’s verification tool SLAM [BR01]. Groce and Visser proposed a similar
method in [GV03]. In contrast to the technique proposed by Ball et. al., this technique is able to deal with concurrent programs. This technique is implemented in
NASA’s Java PathFinder [VM05]. [GCKS06] describes a semi-automated method
assisting users in analysing counterexamples in C programs. This work is based
on the interpretation of Lewis’s counterfactual theory to causality [Lew73] in the
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context of program executions. Dong, Ramakrishnan and Smolka presented an algebraic framework and a tool support for evidence exploration [DRS03b, DRS03a].
This approach allows the user to explore complex counterexamples, referred to as
evidences, through smaller and manageable views. The approach uses several graph
visualization methods in building these views.

2.2

Directed Model Checking

Directed model checking inherits its name from the fact that it employs directed
search in model checking. The notion of directed search refers to those search
algorithms which are guided by heuristics to increase search efficiency. Directed
search has been studied in artificial intelligence (AI) and in operations research. In
AI, general directed search methods were developed by Newell, Shaw and Simon
[NSS59]. Lin was the first who applied directed search methods to directed graphs
[Lin65]. Doran and Michie invented the general directed search strategy Best-First
Search (BF) and experimented with it using their program Graph Traverser guided
by distance-to-goal heuristic [DM66]. Hart, Nilsson and Raphael applied BF search
to optimization problems when heuristics are optimistic [HNR68]. They established
the formal basis of directed search including A∗ , the widely used directed search
algorithm. Reference books about directed search are the book written by Nilsson [Nil80] and the one of Pearl [Pea86]. Our notations and definitions in this
dissertation regarding directed search follow Pearl’s book [Pea86].
The idea of applying directed search in model checking originates from Lin, Chu
and Liu [LCL87]. They apply BF search to the verification of communication protocols. Their approach focuses on detecting failures such as deadlocks and channel
overflows. Edelkamp, Leue and Lluch-Lafuente propose a more general directed
method for protocol verification [ELLL04]. This method is based on A∗ . The authors also propose several heuristic estimates for a large variety of properties. They
show that the directed method is very efficient. The provided counterexamples are
also short. Recollect that short counterexamples are useful for debugging as they
are easier to be analysed. Groce and Visser apply directed search in model checking
of Java programs [GV04]. The authors propose an array of new heuristic estimates
based on structural aspects, such as branching structure and thread interdependency, of the Java software. In [GK04] an approach is presented which applies
heuristic genetic algorithms for finding errors in large state spaces. Yang and Dill
apply directed search to symbolic model checking [YD98]. Reffel and Edelkamp improve this approach in [RE99] where a symbolic variant of A∗ is used [ER98]. Many
works follow in various fields of directed model checking. For instance, heuristics
synthesis for model checking like [KDH+ 07]. A survey on directed model checking
can be found in [ESB+ 09].
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Stochastic Model Checking

Initial works in the field of stochastic model checking focused on qualitative properties, also called functional properties. Such properties state whether some property
holds with probability 1 or 0. The probabilistic characteristics of the models were
irrelevant. Qualitative verification of discrete-time Markov chains (DTMCs) was
studied in [LS83, HS84, CY88]. Qualitative analysis of models which exhibit both
probabilistic and non-deterministic behaviour such as Markov decision processes
(MDPs) were studied in [HSP83, Pnu83, Var85, PZ84].
Quantitative verification is much more challenging because exact probabilities
must be computed. Quantitative model checking of DTMCs was studied by Courcoubetis and Yannakakis [CY88, CY95], Hansson and Jonsson [HJ94] and Aziz,
Senghal and Balarin [ASB95]. In [HJ94], Hansson and Jonsson introduced the
PCTL logic which is a probabilistic extension of the computation tree logic CTL.
Model checking of MDPs was studied by Courcoubetis and Yannakakis in [CY90]
and Bincon and de Alfaro in [BdA95]. Baier and Kwiatkowska incorporated the
notion of fairness taken from Vardi [Var85] into the quantitative model checking of
MDPs [BK98]. This method was improved by Baier in [Bai98]. Aziz et. al. proposed the CSL logic in [ASSB96]. This logic is designed to specify properties on
continuous-time Markov chains (CTMCs). Baier, Haverkort, Hermanns and Katoen extended CSL to reason about steady-state behaviour, also called long-run
behaviour, of systems and presented algorithms for model checking CSL formulae
[BHHK00, BHHK03].
Most Quantitative verification algorithms are based on representing the state
space of a stochastic system as a matrix. The atomic steps of these algorithms
are standard matrix operations. MRMC [KKZ05] is an example for an established explicit-state stochastic model checker which uses sparse matrices to store
the state spaces. Symbolic algorithms for stochastic model checking were proposed in [dAKN+ 00, KKNP01, HKN+ 03]. These symbolic algorithms are based
on Multi-Terminal BDDs (MTBDDs) which are an extension of BDDs for the purpose of representing integer matrices [CMZ+ 93]. MTBDDs give methods for implementing standard matrix operations. Hence, they are used to compactly store
the state space of stochastic models. For further readings about symbolic algorithms for stochastic model checking we refer to Parker’s PhD thesis [Par02]. Most
of these symbolic algorithms are implemented in the prominent stochastic model
checker PRISM [HKNP06]. Other stochastic model checkers like YMER [You05]
and APMC [HLP06] verify properties using statistical execution sampling.

2.4

Counterexamples in Stochastic Model Checking

Established stochastic model checkers such as PRISM [HKNP06] and
MRMC [KKZ05] do not provide the user with diagnostic information, in particular counterexamples. This is a result of the numerical nature of the employed
algorithms. Model checkers which are based on statistical execution sampling such
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as YMER [You05] and APMC [HLP06] can be adopted to construct counterexamples from the statistically generated execution samples. However, it is not obvious
how to focus on certain counterexamples which are informative for debugging purposes, e.g., which are small while carrying high probabilities. The unavailability
of informative counterexamples makes debugging very difficult, which constrains
the practical usefulness of current stochastic model checking tools. This drawback
motivated a few approaches for the generation of counterexamples for stochastic
model checking.
The first approach was presented by Aljazzar, Hermanns and Leue in [AHL05].
In that paper we showed how to use directed search in order to generate a single
failure trace. That work was limited to probabilistic time-bounded properties on
DTMCs and CTMCs. We extended this work in [AL06b, AL06a] where we introduced a new directed search strategy eXtended Best-First search (XBF) which
allows counterexample generation for DTMCs and CTMCs. That approach was
limited to probabilistic time-bounded reachability properties. Han and Katoen formulated a formal definition of counterexamples for DTMCs in [HK07a]. They also
proposed a counterexample generation approach based on k-shortest paths search
algorithms. Using this method it is possible to compute counterexamples for PCTL
model checking of DTMCs. An extension of this approach to deal with CTMCs is
presented in [HK07b]. We revised our XBF approach and published the improved
version in [AL09a]. The improved method covers the entire PCTL and CSL without steady-state properties. Our approach differs from the approach of Han and
Katoen mainly in two points. First, the approach of Han and Katoen enumerates
counterexample paths individually while our method provides the counterexample
as a subgraph of the state transition graph. Second, our approach is based on
directed search, whereas the approach of Han and Katoen requires an exhaustive
search of the entire state transition graph. That means, the full state transition
graph hast to be generated and stored in main memory. As a consequence our
approach has advantages when large models are analysed under tight memory constraints. We experimentally showed that our approach outmatches the approach
from [HK07a, HK07b] with respect to performance and scalability. Damman, Han
and Katoen presented in [DHK08] an algorithm to provide counterexamples for
DTMCs in a more compact representation as regular expressions. The authors
summarised their counterexample generation method for DTMCs in [HKD09].
Wimmer, Braitling and Becker presented in [WBB09] an approach to use
bounded model checking [CBRZ01] in order to improve the efficiency of the counterexample generation for DTMCs. Their approach is designed to operate on symbolic representations based on MTBDDs. However, the authors do not compare the
performance of their approach with existing methods.
First results regarding counterexamples for MDPs are discussed in [AL07]. Hermanns, Wachter and Zhang considered the same problem in [HWZ08]. They proposed to generate counterexamples for MDPs as follows. First a scheduler is computed which resolves the non-determinism in the MDP. This reduces the MDP to
a DTMC. the counterexample generation method proposed by [HK07a, HKD09] is
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then applied to the obtained DTMC. Our method presented in [AL07] differs from
this approach in its dynamic nature as the counterexample is computed in a lazy
manner without processing the entire MDP. A recent proposal [ADvR08] addresses
the problem of generating and analysing counterexamples for MDPs against LTL
formulae. It follows the idea of computing a scheduler and generating a counterexample for the induced DTMC, following the method from [HWZ08] and Method A
mentioned above. However, it applies KSP search to the graph of the strongly connected components (SCCs) of the derived DTMC. It eliminates cyclic paths which
are a big challenge for KSP search algorithms. However, this has got a negative side
effect. Once an SCC is touched by a selected path the complete SCC will be added
to the counterexample. Notice that a single SCC may be very large and could even
comprise the whole model in which case the counterexample would be useless for
debugging.
We revisited the same problem in [AL09b] where we examined there three alternative methods for generating counterexample for MDPs. The first method is
the one presented by Hermanns et. al. [HWZ08]. The second one is a improvement of the first method where directed search is used instead of an conventional
k-shortest-paths search. The third method is an improved version of our method
first presented in [AL07]. This version is also based on directed search. We showed
that the first method does not scale as well to large models as the other two methods. Our experiments also demonstrate the conditions under which each method of
the last two is appropriate to be used.
Analysing counterexamples in stochastic model checking is a subject of ongoing research. This research is still in its early stages. In [AL08a] we proposed the
first method which aids engineers in analysing counterexamples and extracting information which is useful for debugging. Our approach is based on visualisation
techniques which aim at determining the causal factors of the property violations.
In [AFG+ 09] demonstrates the application of probabilistic failure mode and effects
analysis (pFMEA)[GCW07] to an industrial case study of an airbag system provided by TRW Automotive GmbH. Our counterexample generation and visualisation methods have been used in order to gain insight into the system behaviour.
In [ADvR08], the authors present a method to facilitate the analysis of complex
counterexamples based on partitioning the counterexample such that each partition
conveys a similar set of diagnostic information.
Hermanns et. al. presented in [HWZ08] a counterexample-guided abstraction
refinement (CEGAR) in stochastic model checking.

2.5

Conclusion

While there is ample research on model checking stochastic models against PCTL
and CSL formulae, there is a dearth of methods and techniques supporting the
interpretation of the model checking results. In this dissertation we, concurrently
with other researchers, are addressing this issue by defining the notion of a coun-
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terexample for various stochastic models, describing methods to efficiently compute
them, and discussing their representation and interpretation.
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Markov Chains

Markov chains are used to model dependability and performance aspects of systems
by describing the system behaviour as a stochastic process. System states and transitions are associated with probability and time consumption. The simplest kind of
Markov chains are discrete-time Markov chains (DTMCs). A DTMC can be considered as a probabilistic transition system consisting of states and the transitions
between them. The discrete time model means here that the system fires exactly
one transition every time tick. Each transition (s, s0 ) is labelled with a numerical
value referred to as transition probability. This indicates the probability of this
transition to be fired when the current state of the system is s. Atomic propositions are used to formalise characteristics of the states. In other words, atomic
propositions express simple known facts about the system states. The set of atomic
proposition is denoted as AP. A DTMC is formally defined as follows:
Definition 1. A labelled discrete-time Markov chain (DTMC) D is a tuple
(S, ŝ, P, L), where S is a finite set of states, ŝ ∈ S is the initial state, P : S × S −→
P
[0, 1] is a transition probability matrix, satisfying that for each state s,
P(s, s0 ) =
s0 ∈S

1, and L : S −→
is a labelling function, which assigns to each state a subset of
the set of atomic propositions AP.
2AP

For any state s, we interpret L(s) as the set of valid propositions in the state.
For each pair of states s and s0 , P(s, s0 ) gives the probability to move from s to
s0 . A move from s to s0 is possible if and only if P(s, s0 ) > 0 holds. In this
case we call (s, s0 ) a transition. succ(s) is the set of successor states of s, i.e.,
succ(s) = { s0 ∈ S | P(s, s0 ) > 0 }. A state s is called absorbing if P(s, s) = 1 and
consequently, P(s, s0 ) = 0 for all other states s0 6= s.
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DTMCs are widely used in the modelling and analysis of stochastic systems
based on a discrete time abstraction because of their conceptual simplicity. For modelling and verifying of real-time properties continuous-time Markov chains (CTMCs)
can be used. While each transition of a DTMC corresponds to a discrete time step
transitions of CTMCs occur in dense real time. A CTMC is formally defined as
follows:
Definition 2. A labelled continuous-time Markov chain (CTMC) C is a tuple
(S, ŝ, R, L), where S is a finite set of states, ŝ ∈ S is the initial state, R : S × S −→
R≥0 is a transition rate matrix and L : S −→ 2AP is a labelling function as in
Definition 1.
The transition probability matrix P, which we defined for DTMCs, is replaced
by a transition rate matrix R. For any pair of states s and s0 , R(s, s0 ) is the time
rate for moving from s to s0 . More precisely, R(s, s0 ) is the parameter of a negative
exponential distribution describing the probability to move from s to s0 within t
time units. A move from s to s0 is possible if and only if R(s, s0 ) > 0. In this
case we call (s, s0 ) a transition. succ(s) is the set of successor states of s, i.e.,
succ(s) = { s0 ∈ S | R(s, s0 ) > 0 }. We use Λ(s) to refer to the total exit rate of
P
R(s, s0 ). A state s is called absorbing if Λ(s) = 0. For simplicity
s, i.e. Λ(s) =
s0 ∈S

matter we assume that a CTMC does not contain any self loops, i.e. R(s, s) = 0
for all states.
We use the notion of a Markov chain as a generic term for either a DTMC or a
CTMC.
Example 1. Figure 3.1 illustrates a DTMC modelling a system which becomes
ready (state s1 ) after finishing some initialisation routine (state s0 ). When the
system is ready, it may receive a task to process (state s2 ) and return to be ready
after finishing to process the task. The system may fail at any state (states s3 , s4
and s5 ) causing a system crash (state s6 ). Figure 3.2 illustrates a CTMC modelling
a system which is very similar to the one modelled by the DTMC given in Figure 3.1.
The only difference here is that the time is interpreted to be continuous.

Figure 3.1: An example for a DTMC.

Figure 3.2: An example for a CTMC.
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Paths and Probability Measures

Intuitively, a path is a concrete execution of the system, i.e., it is encompassing a
sequence of state transitions. Systems considered in the domain of model checking
are usually reactive systems. A reactive system does not terminate and deliver
some computational results. Instead, it maintains an ongoing activity responding
to stimuli from the system’s environment. Hence, paths are assumed to be infinite.
On the other hand, we often need to refer to finite path prefixes. Hence we use the
notions of infinite path, or simply path, for a full path and finite path, for a finite
path prefix. Formally, let D = (S, ŝ, P, L) be a DTMC, then
Definition 3. A (infinite) path through D is an infinite sequence s0 , s1 , s2 . . .
with, for all i, si ∈ S and P(si , si+1 ) > 0. A finite path is a finite prefix of an
infinite path.
For a finite or an infinite path σ = s0 , s1 , . . ., we use len(σ) to denote the
length of σ determined by the number of states that are touched along σ. Note
that for an infinite path π, len(σ) is equal to ∞. For a natural number k such
that 0 ≤ k < len(σ), σ[k] refers to the (k + 1)-st state of σ, namely sk . With
σ (k) we denote the k-th prefix of σ. This is the prefix of σ consisting of the first k
transitions, namely s0 , . . . , sk . The term f irst(σ) refers to the first state in σ. If σ
is finite, then last(σ) denotes the last state of σ. We use P athsD to denote the set
of all infinite paths in D. For any state s, P athsD (s) refers to the sets of infinite
paths which start at s.
For a DTMC D = (S, ŝ, P, L) and a state s0 ∈ S, the probability of paths
originating at s0 is measurable by a probability measure P rD
s0 . The underlying
σ-algebra is formed by the cylinder sets which are induced by finite paths in D
starting at s0 . Each finite path s0 , . . . , sn induces a cylinder set cyl(s0 , . . . , sn ) =
{σ ∈ P athsD (s0 ) | σ (n) = s0 , . . . , sn }. The probability of this cylinder set is defined
as follows:
n−1
Q
(3.1)
P rD
(cyl(s
,
.
.
.
,
s
))
=
P(si , si+1 )
0
n
s0
i=0

With P rD we denote to the probability measure of paths in D starting at the initial
state, i.e. P rD = P rD
ŝ .
For a CTMC C = (S, ŝ, R, L), a path through C comprises the time delays in
each state along the path in addition to the sequence of state transitions:
Definition 4. A (infinite) path through C is an infinite alternating sequence
s0 , t0 , s1 , t1 , s2 . . . with, for all i, si ∈ S, R(si , si+1 ) > 0 and ti ∈ R≥0 . A finite
path is a finite prefix, ending with a state, of an infinite path.
All notions for paths in DTMCs, defined above, are defined in the same way
for paths in CTMCs. Further, we define σ@t for a finite or an infinite path σ in a
CTMC and a time point t as the state occupied by the system at time point t when
the system runs along the path σ.
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The probability of paths in C starting at some state s0 ∈ S is measurable. We
define the probability measure P rCs0 on P athsC (s0 ) following [BHHK03]. Let s0 ,
. . . , sn be a sequence of states of C such that R(si , si+1 ) > 0 for all i ∈ {0, . . . , n −
1}. Further, let I0 , . . . , In−1 be a sequence of non-empty intervals in R≥0 . Let
cyl(s0 , I0 , . . . , In−1 , sn ) denote the cylinder set consisting of all paths of the form
σ = s0 , t0 , . . . , tn−1 , sn . . . with ti ∈ Ii for all i ∈ {0, . . . , n − 1}. The measure P rCs0 is
defined on the smallest σ-algebra on P athsC (s0 ) formed by all cylinder sets for all
state sequences starting at s0 and sequences of time intervals as described above.
Intuitively, P rCs0 (cyl(s0 , I0 , . . . , In−1 , sn )) gives the probability of visiting the states
s0 , . . . , sn in the indicated order and staying at each state si a period of time ti ∈ Ii
for 0 ≤ i < n. The measure P rCs0 is formally defined by the following induction,
with P rCs0 (cyl(s0 )) = 1, as:
P rCs0 (cyl(s0 , I0 , . . . , In−1 , sn , In , sn+1 ))
R
n ,sn+1 )
= P rCs0 (cyl(s0 , I0 , . . . , In−1 , sn )) · R(sΛ(s
·
Λ(sn ) · e−Λ(sn )·t · dt
n)

(3.2)

In

Note that

R

Λ(sn ) · e−Λ(sn )·t · dt describes the probability of firing any transi-

In

tion outgoing from state sn in the interval In . The probability that the trann ,sn+1 )
sition (sn , sn+1 ) will be chosen is given by R(sΛ(s
. Altogether, the term
n)
R
R(sn ,sn+1 )
−Λ(s
)·t
n
· Λ(sn )·e
·dt gives the probability of firing the transition (sn , sn+1 )
Λ(sn )
In

within the interval In . Like for DTMCs, we use the abbreviation P rC for the probability measure of paths in C starting at the initial state, i.e. P rC = P rCŝ .

3.2

Markov Decision Processes

Markov decision processes (MDPs) allow the modelling of both non-deterministic
and probabilistic behaviour of systems. Non-determinism is useful in several contexts. For example, non-determinism is useful in some abstraction techniques, in
modelling asynchronous concurrency of probabilistic models like DTMCs or when
the probability of transitions to be enabled is unknown. An MDP is formally defined
as follows:
Definition 5. A labelled Markov decision process (MDP) B is a tuple
(S, ŝ, A, L), where S is a finite set of states, ŝ ∈ S is the initial state, A : S −→
2Distr(S) is a transition function, and L : S −→ 2AP is a labelling function.
Unlike DTMCs, we use the transition function A, instead of the transition probability matrix P, to express transition probabilities in MDPs. The transition function
A maps each state s to a non-empty finite subset of Distr(S), which is the set of all
probability distributions over S. In other words, for a state s an element α of A(s) is
P
a function α : S → [0, 1] such that s0 ∈S α(s0 ) = 1. We call elements of A(s) actions
of s. A transition leaving an arbitrary state s begins with a non-deterministic choice
between the actions available in A(s). After an action α is chosen, a probabilistic
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Figure 3.3: Example for an MDP

choice will be made between all possible successors, i.e., states for which α is not
zero..
We use the notion of a Markovian model as a generic term for either a Markov
chain, i.e. a DTMC or CTMC, or an MDP.
Example 2. Figure 3.3 depicts an MDP which was obtained as the result of the
asynchronous concurrent composition of two instances of the DTMC illustrated in
Figure 3.4. The composition semantics is proposed for instance in [Var85, BK98].

Figure 3.4: The DTMC modelling one process of the MDP from Figure 3.3
The non-deterministic transitions represent the decision which of the concurrent
processes is executing the next step. The actions αi and βi represent the execution
of the first and the second process, respectively. The local state s2 of each of the
processes represents a crash of the process. We assume that the composed system
crashes if one of the concurrent processes crashes. Hence, any global state of the
composed MDP is labelled by the atomic proposition crash, if one of the processes
is at its local state s2 . Note that for enhanced readability we do not display the
labelling function in Figure 3.3.
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Paths

Let M = (S, ŝ, A, L) be an MDP, then a path through B is formally defined as
follows:
Definition 6. An (infinite) path in the MDP B is an infinite alternating sequence
s0 , α0 , s1 , α1 . . . with αi ∈ A(si ) and αi (si+1 ) > 0 for all i ≥ 0. A finite path is a
finite prefix of an infinite path.
Let σ = s0 , α0 , s1 , α1 , . . . be a finite or an infinite path in an MDP B. Beside the
notions defined for paths in DTMCs, we define Aσ (k), for a natural number k such
that 0 ≤ k < len(σ) − 1, as the (k + 1)-st action in σ, namely αk . We refer to the
set of all infinite paths in B as P athsB . For any state s, P athsB (s) and P athsB
f in (s)
refer to the sets of infinite or finite paths which start at s.

3.2.2

Schedulers And Probability Measures

The non-deterministic choices in an MDP are made by a scheduler (also called policy
or adversary) [Var85, Put94]. A scheduler constrains the set of allowed executions
of an MDP by selecting an action based on the execution history of the system.
Formally, for an MDP B = (S, ŝ, A, L), a scheduler d is a function mapping every
finite path σ in B onto an action d(σ) ∈ A(last(σ)). Note that we consider only
deterministic schedulers which deterministically select an action. Such schedulers
induce the maximal and minimal probability measures which are of interest when
model checking MDPs, as we shall show later. The probability measures induced by
randomised schedulers (also called probabilistic schedulers), which probabilistically
select an action, always lie between the minimal and maximal ones [HSP83, SL94].
Hence, they are of no interest in the context of this paper. Paths which are allowed
under a scheduler d are called valid under d, as captured by the following definition.
Definition 7. A finite or an infinite path σ in an MDP is valid under a given
scheduler d iff for all 0 ≤ k < len(σ) − 1 it holds that Aσ (k) = d(σ (k) ) and
Aσ (k)(sk+1 ) > 0. Otherwise, we say that σ is invalid under d.
We refer to the set of all infinite paths in B which are valid under a scheduler d
as P athsBd .
A scheduler d resolves the non-determinism of an MDP B. By doing so it
transforms B into a DTMC for which the probability of paths is measurable (cf.
[Put94, BK98] for a detailed discussion of this transformation). This transformation induces, for each state s0 , a probability measure over paths of the MDP
d
starting at s0 , i.e. over P athsB (s0 ). We denote this measure as P rB
s0 . The underlying σ-algebra is formed by the cylinder sets which are induced by finite paths
in B starting at s0 . Each finite path s0 , α0 , . . . , αn−1 , sn induces a cylinder set
cyl(s0 , α0 , . . . , αn−1 , sn ) = {σ ∈ P athsB (s0 ) | σ (n) = s0 , α0 , . . . , αn−1 , sn }. The
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probability of the cylinder set is defined as follows:

n−1
Q



αi (si+1 )
d
i=0
(cyl(s
,
α
,
.
.
.
,
α
,
s
))
=
P rB
0
0
n−1 n
s0



0

if s0 , α0 , . . . , αn−1 , sn
is valid under d
otherwise

Note that As0 ,α0 ,...,αn−1 ,sn (i) is exactly αi , for all i < n. The cylinder set induced by
any finite path σ possesses two possible probabilities. The first is 0 for all schedulers
under which σ is invalid. The second is
len(σ)−1

γ(σ) =

Y

Aσ (i)(π[i + 1]).

(3.3)

i=0

Example 3. An example for a scheduler on the MDP from Figure 3.3 is a scheduler
d which enforces both processes to run in an alternating order, starting with the first
one. It then holds that d(s0 , s0 ) = α1 and d((s0 , s0 ), α1 , (s1 , s0 )) = β2 . Consider the
following paths starting at the initial state:
σ1 = (s0 , s0 ), α1 , (s1 , s0 ), β2 , (s1 , s1 ),
σ2 = (s0 , s0 ), α1 , (s0 , s0 ), β1 , (s0 , s1 ),
σ3 = (s0 , s0 ), β1 , (s0 , s1 ), α3 , (s1 , s1 ) and
σ4 = (s0 , s0 ), α1 , (s1 , s0 ), α2 , (s2 , s0 ).
We can compute that γ(σ1 ) = 0.25, γ(σ2 ) = 0.25, γ(σ3 ) = 0.25 and γ(σ4 ) = 0.05.
Note that σ1 and σ2 are valid under d whereas σ3 and σ4 are not. The probabilities
of the paths under d are hence
P rBd (cyl(σ1 )) = γ(σ1 ) = 0.25,
P rBd (cyld (σ2 )) = γ(σ2 ) = 0.25,
P rBd (cyld (σ3 )) = 0 and
P rBd (cyld (σ4 )) = 0.

3.3
3.3.1

Stochastic Model Checking
Stochastic Temporal Logics

Stochastic temporal logics offer a possibility to formulate performance and dependability requirements. The Probabilistic Computation Tree Logic (PCTL) was introduced the first time by Hansson and Jonsson in 1994 [HJ94] as a stochastic extension
of the CTL. The syntax of a PCTL formula is defined as follows:
φ := true | f alse | a | ¬ φ | φ ∨ φ | φ ∧ φ | P./p (ϕ),
where ./ is one of the operators <, ≤, > or ≥, p ∈ [0, 1] and ϕ is a path formula
the syntax of which is defined as:
ϕ := φ U φ | φ U ≤h φ,
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where h ∈ N.
PCTL semantics is interpreted over a DTMC D = (S, ŝ, P, L) by the satisfaction
relation |=D which is defined as follows. Let s ∈ S be a state and σ be an infinite
path in D.
s |=D
s |=D
s |=D
s |=D
s |=D
s |=D
s |=D

true
f alse
a
¬φ
φ1 ∨ φ2
φ1 ∧ φ2
P./p (ϕ)

iff
iff
iff
iff
iff
iff
iff

true
f alse
a ∈ L(s)
not s |=D φ
s |=D φ1 or s |=D φ2
s |=D φ1 and s |=D φ2
D
P rD
s ({σ ∈ P aths (s) | σ |=D ϕ}) ./ p

σ |=D (φ1 U φ2 )
iff ∃i such that σ[i] |=D φ2 and ∀j < i : σ[j] |=D φ1
≤h
σ |=D (φ1 U
φ2 ) iff ∃i ≤ h such that σ[i] |=D φ2 and ∀j < i : σ[j] |=D φ1
D
For convenience, we abbreviate the term P rD
s ({σ ∈ P aths (s) | σ |=D ϕ} by
D
P rD
s (ϕ). Note that P r s (ϕ) is well defined for any PCTL path formulae ϕ (see for
example [Var85]).
For specifying properties over CTMCs, the Continuous Stochastic Logic (CSL) is
used. CSL was introduced by Aziz et. al. in [ASSB00] and extended in [BHHK03].
The syntax of a CSL formula is defined as follows:

φ := true | f alse | a | ¬ φ | φ ∨ φ | φ ∧ φ | P./p (ϕ),
where ./ is one of the operators <, ≤, > or ≥, p ∈ [0, 1] and ϕ is a path formula
the syntax of which is defined as:
ϕ := φ U φ | φ U ≤t φ,
where t ∈ R≥0 is a non-negative real number. The semantics of a CSL formulae over
a CTMC C = (S, ŝ, R, L) is defined by the satisfaction relation |=C in a similar way
like PCTL over a DTMC. The only difference is in the semantics of a time-bounded
Until- operator. For an infinite path σ in C:
σ |=C (φ1 U ≤t φ2 ) iff ∃x ≤ t such that σ@x |=C φ2 and
∀y < x : σ@y |=C φ1
We remark that we usually use the term time bounded Until-formula to refer to
a bounded Until-formula either in PCTL or CSL and we use the term time bound
to refer to its bound. Remember that in the case of a DTMC, hops and time are
the same thing.

3.3.2

PCTL Model Checking

Now we summarise the algorithms for model checking a PCTL formula φ over a
DTMC D. The first step is to construct the parse tree of φ where each node is
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associated with a subformula of φ. Recursively in a bottom-up manner, for each
subformula φi , the set Sat(φi ) of states satisfying φi is computed. We say that D
satisfies φ iff ŝ satisfies φ, i.e. ŝ ∈ Sat(φ). Checking that a subformula, without
a probabilistic operator, holds for some state s is straightforward. It is easy to
determine which states satisfy an atomic proposition or a logical expression like a
conjunction or a negation. Checking P formulae is more involved because it requires
the computation of probabilities. In order to compute Sat(P./p (ϕ)) for some path
formula ϕ we need to compute, for each state, the probability mass of all paths
in D which start at s and satisfy ϕ. Formally, we have to compute P rD
s (ϕ). The
set Sat(φ) contains then all states where P rD
(ϕ)
./
p
holds.
In
the
following
we
s
D
briefly explain how P rs (ϕ) can be computed for both types of path formulae ϕ,
namely Until and bounded Until.
In the case that ϕ is a bounded Until formula, i.e. ϕ = (φ1 U ≤h φ2 ), we can
employ the well studied transient analysis, see e.g. [Ste94]. The transient probability
πsD (s0 , i) is the probability to be in state s0 after exactly i hops if the system starts at
state s. With πsD (i) we denote the row vector which gives the transient probability
after i hops for all states. This transient probability distribution can be recursively
computed as follows:
πsD (i) = πsD (i − 1) · P,
(3.4)
where πsD (0) is the initial distribution, i.e. πsD (s, 0) = 1 and πsD (s0 , 0) = 0 for all
s0 6= s. For model checking P./p (φ1 U ≤h φ2 ), we proceed as follows. First, we
determine two subsets of the states set S: Sno and Syes . The set Syes is equal to
Sat(φ2 ), whereas Sno = S\(Sat(φ1 ) ∪ Sat(φ2 )). Notice that the sets Sat(φ1 ) and
Sat(φ2 ) are known at this point because of the recursive nature of PCTL model
checking. Any state from Syes satisfies φ2 , while Sno contains those states which
satisfy neither φ1 nor φ2 . Any path which satisfies ϕ must lead to a state in Syes
without touching any state from Sno . We make states in (Sno ∪ Syes ) absorbing. In
other words, we modify the probability matrix P to a matrix P0 , and consequently
the DTMC D to D0 , in which all outgoing transitions of each state from (Sno ∪ Syes )
are replaced by a self loop with probability 1. Formally, P0 is obtained as follows:

if s = s0 and s ∈ (Sno ∪ Syes )
 1
P0 (s, s0 ) =
1
if s 6= s0 and s ∈ (Sno ∪ Syes )

0
P(s, s ) otherwise
Then, we can reduce the satisfaction of (φ1 U ≤h φ2 ) in D to the satisfaction of
(true U ≤h φ2 ) in D0 . This is a probabilistic reachability problem. That means, we
now need to compute the probability in to reach a φ2 state, i.e. states from Syes ,
after at most h hops. Because we made all φ2 states also absorbing, we obtain that:
0

0

≤h
D
P rD
φ2 ) = P r D
s (φ1 U
s ({σ ∈ P aths (s) | σ[h] ∈ Sat(φ2 )})

Note that the right side of the equation is equal to the accumulated transient probability to be in any state from Sat(φ2 ) at hop h. Formally, we get
X
0
≤h
P rD
φ2 ) =
πsD (s0 , h).
s (φ1 U
s0 ∈Sat(φ2 )
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Note that we can compute the vector πsD (h), according to Equation 3.4, by computing h vector-matrix multiplications.
For an unbounded Until path formula ϕ = (φ1 U φ2 ), we determine the sets
Sno = Sat(P≤0 (φ1 U φ2 )) and Syes = Sat(P≥1 (φ1 U φ2 )). Note that Sno and Syes
are extensions of the ones described in the case of a bounded Until. These sets
are precomputed using conventional fixed point computation. The probabilities
P rD
s (φ1 U φ2 ) for states in S\(Sno ∪ Syes ) can be computed as the unique solution
of the linear equation system A · x = b. The matrix A is equal to I − P0 , where I is
the identity matrix and P0 is the matrix as defined as:

0
if s ∈ (Syes ∪ Sno )
0
0
P (s, s ) =
P(s, s0 ) otherwise
The vectors x and b each have |S| entries. b(s) is 1 if s ∈ Syes and 0 otherwise. The
equation A · x = b can be computed using direct methods like Gaussian elimination,
however, iterative methods like Jacobi and Gauss-Seidel are more appropriate for
large Markov chains. After solving the equation, it holds that x(s) = P rD
s (φ1 U φ2 )
for each state state s. The set Sat(P./p (ϕ)) contains those states for which x(s) ./ p
holds.

3.3.3

PCTL on MDPs

The logic PCTL can also be used to specify properties over MDPs. The semantics of
path formulae and almost all state formulae is the same as in the case of a DTMC.
However, the semantics of the P-operator is quite different here. Remember that
the probability of paths in an MDP B strongly depends on the used scheduler. The
satisfaction of P./p (ϕ) is defined as follows:
d
s |=B P./p (ϕ) iff ∀d ∈ D : P rB
s (ϕ) ./ p,
d
where D is the set of all schedulers. Note that P rB
s (ϕ) is just a short form of
Bd
B
P rs ({σ ∈ P aths (s) | σ |=B ϕ}).
d
For model checking of P./p (ϕ) we do not need to compute P rB
s (ϕ) for every
scheduler d. We only compute the probabilities according the extreme schedulers,
max
maximising and minimising schedulers, as we now illustrate. Let P rB
(ϕ) and
s
Bmin
P rs
(ϕ) refer to the maximal and minimal probability of all paths starting at
Bmin
max
d
s and satisfying ϕ, i.e., P rB
(ϕ) = max{ P rB
(ϕ) =
s
s (ϕ) | d ∈ D } and P r s
Bd
min{ P rs (ϕ) | d ∈ D }. It is trivial to deduce the following equivalences:

s |=B
s |=B
s |=B
s |=B

P<p (ϕ)
P≤p (ϕ)
P>p (ϕ)
P≥p (ϕ)

⇔
⇔
⇔
⇔

max
P rB
(ϕ) < p
s
Bmax
P rs
(ϕ) ≤ p
Bmin
P rs
(ϕ) > p
min
P rB
(ϕ) ≥ p
s

max
That means, model checking of P./p (ϕ) requires the computation of P rB
(ϕ) or
s
Bmin
P rs
(ϕ). We briefly show how this can be done in the following.
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First we consider the case of a bounded Until-formula, i.e. ϕ = (φ1 U ≤h φ2 ).
As with the DTMC case, we determine two subsets of S, namely Sno and Syes . For
max
min
each state s from Sno , P rB
(ϕ) = P rB
(ϕ) = 0. For s ∈ Syes , it holds that
s
s
Bmax
Bmin
P rs
(ϕ) = P rs
(ϕ) = 1. For all other states, the needed probabilities can be
computed according the following equations:
(
0
if l = 0
P
≤l
max
B
0
≤l−1
P rB
(φ
U
φ
)
=
max
1
2
s
max {
α(s ) · P rs
(φ1 U
φ2 )} if l > 0
α∈A(s) s0 ∈S

(
min
P rB
(φ1
s

U

≤l

φ2 ) =

0
if l = 0
P
≤l−1 φ )} if l > 0
min
min {
α(s0 ) · P rB
(φ
U
1
2
s
α∈A(s) s0 ∈S

max
min
P rB
(φ1 U ≤h φ2 ) or P rB
(φ1 U ≤h φ2 ) can be computed for all states within h
s
s
iterations, each of which comprises a matrix-vector multiplication.
For an Until-formula, i.e. ϕ = (φ1 U φ2 ), we determine two sets Sno and Syes as
and
in the case of a DTMC. Then, for each state s, we define two functions pmax
s
min
ps on natural numbers as follows:


0
if s ∈ Sno



 1
if s ∈ Syes
pmax
(n) =
s
0
if s ∈ S\(Sno ∪ Syes ) and n = 0

P


0
max

α(s ) · ps (n − 1)} if s ∈ S\(Sno ∪ Syes ) and n > 0
 max {

α∈A(s) s0 ∈S



0



 1
pmin
(n) =
s
0

P



α(s0 ) · pmin
(n − 1)}
 min {
s
α∈A(s) s0 ∈S

if
if
if
if

s ∈ Sno
s ∈ Syes
s ∈ S\(Sno ∪ Syes ) and n = 0
s ∈ S\(Sno ∪ Syes ) and n > 0

In [Bai98] it has been shown that
max
P rB
(φ1 U φ2 ) =
s
min
P rB
(φ1 U φ2 ) =
s

lim pmax (n)
n→∞ s
lim pmin (n)
n→∞ s

and

max
min
That means, the values P rB
(φ1 U φ2 ) and P rB
(φ1 U φ2 ) can be approximated
s
s
max
min
by an iterative computation of ps (n) and ps (n). Each iteration can be carried
out by one matrix-vector multiplication as with the case of bounded Until.

3.3.4

CSL Model Checking

Model checking algorithms have been developed and presented in [BHHK03]. A
CSL unbounded Until-formula does not depend on time, thus, it can be checked as
a PCTL formula on the embedded DTMC as described in Section 3.3.2. Hence, the
only challenge here is to deal with bounded Until-formulae.
In order to model check a CSL formula such as P./p (φ1 U ≤t φ2 ) on a CTMC C
we need to compute the probability P rCs (φ1 U ≤t φ2 ) for each state s. As with the
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DTMC case we determine two subsets Sno and Syes ⊆ S. The set Syes is equal to
the set Sat(φ2 ), whereas Sno = S\(Sat(φ1 ) ∪ Sat(φ2 )). That means, Sno contains
the states which definitely can not be a part of a path satisfying (φ1 U ≤t φ2 ).
Then, it trivially holds that P rCs (φ1 U ≤t φ2 ) = 1 for any state s ∈ Syes and that
P rCs (φ1 U ≤t φ2 ) = 0 for any state s ∈ Sno . In [BHHK03] the computation of
the probability for other states, i.e. S\(Sno ∪ Syes ), is reduced to the well studied
transient analysis. In the transient analysis, one computes the probability that the
system will be in a particular state at a particular point of time. For a pair of states
s and s0 , we denote the transient probability to be in s0 at time point t after starting
in s (at time point 0) with πsC (s0 , t).
The model checking is performed according to the following procedure. First,
the CTMC C is modified into C 0 by making all states in (Sno ∪Syes ) absorbing. Then,
we can reduce the satisfaction of (φ1 U ≤t φ2 ) to the satisfaction of (true U ≤t φ2 ).
Because we made φ2 states, i.e. states from Syes , also absorbing, we imply that:
0

0

P rCs (φ1 U ≤t φ2 ) = P rCs ({σ ∈ P athsC | σ@t |=C 0 φ2 })
Note that the right side of the equation is equal to the transient probability to be
in any state from Sat(φ2 ) at time t. Formally, we get
X
0
P rCs (φ1 U ≤t φ2 ) =
πsC (s0 , t).
s0 ∈Sat(φ2 )

Next we explain how to compute the transient probability distribution for a
CTMC C. Formally, transient state probabilities are obtained as a solution of a system of linear differential equations known as the Chapman-Kolmogorov differential
equations [Kol31, Fel68, Kul95, Ste94]:
d C
π (t) = πsC (t) · Q,
dt s

(3.5)

where πsC (0) is the vector with 1 for s and 0 otherwise. The matrix Q is the
generator matrix of C, i.e. Q = R − diag(Λ), where diag(Λ) denotes the matrix
with diag(Λ)(s, s) = Λ(s) and diag(Λ)(s, s0 ) = 0 for s0 6= s. This equation system
is characterised by the Taylor-MacLaurin series:
πsC (t) = πsC (0) · eQ·t = πsC (0) ·

∞
X
(Q.t)i
i=0

i!

.

(3.6)

However, computing πsC (t) using this series is not appropriate since it suffers from
numerical instability. Thus, other computation algorithms have been proposed.
The uniformization method is the most efficient one so far.
3.3.4.1

Uniformization

The uniformization method turns a given CTMC C = (S, ŝ, R, L) into a DTMC
DC = (S, ŝ, P, L), called the uniformized DTMC , which is is then embedded into a
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Poisson process. The probability matrix P of the uniformized DTMC is defined as
follows:
Q
P=I+ ,
q
where I is the identity matrix, q is the uniformization rate, which is a real number
such that q ≥ max{ Λ(s) | s ∈ S }, and Q is the generator matrix, as defined in
Equation 3.5. That means, all rates in C are normalised with respect to q. This
0
means, the transition probability P(s, s0 ) = R(s,q s ) is assigned for each transition
(s, s0 ). Each hop in the uniformized DTMC corresponds to a time delay, which is
exponentially distributed with a rate q. For each state s with Λ(s) < q, a self loop
with the transition probability P(s, s) = q−Λ(s)
is added. The intuition behind
q
that is as follows. The fact that the exit rate of s is smaller than q means that the
residence time of s is usually longer than a single exponentially distributed delay
with the rate q. The self loop allows the system to stay in s after one step.
Example 4. The uniformization of the CTMC given in Figure 3.2 using the uniformization rate q := max{ Λ(s) | s ∈ S } = 10 will yield to the DTMC defined in
Figure 3.1. We see that self loops have been attached to states having exit rates lower
than 10. These loops allow modelling the longer residence times in such states.
In Equation 3.6, the matrix Q is replaced by q · (P − I). Then, we get:
πsC (t) = πsC (0) ·
=

∞
P

e−q·t ·

i=0
∞
i
P
−q·t
e
· (q·t)
i!
i=0

(q·t)i
i!

· Pi

· πsC (0) · Pi

Note that πsC (0) indicates the same distribution on DC , i.e. πsC (0) = πsDC (0), namely
1 for s and 0 for all other states. That means, the term πsC (0) · Pi is equal to
πsDC (0) · Pi which is identical with the transient probability distribution πsDC (i)
in the DTMC DC after i hops. This distribution can be recursively computed by
i
πsDC (i) = πsDC (i − 1) · P as in Equation 3.4. The term e−q·t · (q·t)
i! is the i-th term of
a Poisson process P Pq,t (i) with the parameters q and t. It describes the probability
that a certain (discrete) number of hops occur in the uniformized model DC during
the (continuous) time interval [0, t].
P Pq,t (i) =

(q · t)i −q·t
·e
,
i!

for all i ≥ 0.

(3.7)

The infinite series has to be truncated to a finite one consisting of the first K
terms. The number K is computed such that the truncation error is very small,
e.g. a predefined small bound . More details about computing K can be found in
[FG88] Together, we can rewrite Equation 3.6 as follows:
πsC (t) ≈

K
X
i=0

P Pq,t (i) · πsDC (i)

(3.8)
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Introduction

When we consider the algorithms of stochastic model checking explained in the previous chapter it is obvious that they all compute probabilities of judgement. These
probabilities judge whether the considered model (i.e. DTMC, CTMC or MDP)
satisfies a given PCTL or CSL property or not. In cases where the model violates
the given property these algorithms do not provide the developer with diagnostic
information. Such diagnostic information is essential for the applicability of both
stochastic model checking and model checking in general. This is the case, in particular, because model checking techniques have recently been used to aid developers
with bug-hunting and locating errors [CGP01]. For this purpose it is necessary
that model checkers provide meaningful diagnostic information that will facilitate
debugging. The most important representatives of such diagnostic information are
counterexamples. A counterexample is a piece of information which shows that the
considered model violates the given property. A counterexample should provide the
developer with clues as to why the model violates the given property and how to
fix this violation. The notion of a counterexample is widely known in the context
of functional model checking as shown in Section 4.2. We introduce the notion of
counterexamples for stochastic model checking in Section 4.3. Then, we study some
fundamentals of counterexample generation in Section 4.4.

4.2

Counterexamples in Functional Model Checking

A typical requirement of critical systems is that “something bad will never happen”. Such properties are called safety properties. For example, a mutual exclusion
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algorithm should never allow two processes to be in the critical section (CS) simultaneously. A state in which two processes are in the critical section is considered
to be a bad state which the system should never reach. Safety properties are complemented by liveness properties which usually express that “something good will
happen” in the future. For example, the requirement that “each process will enter the critical section eventually” is a liveness property in the mutual exclusion
algorithm.
A safety property is violated by finite executions which lead from the initial state
to bad states. That means, a counterexample of a safety property is a linear finite
path as shown in Figure 4.1. This path shows that a bad state is reachable from
the initial state. On the other hand, a liveness property is violated by infinite paths

Figure 4.1: Counterexample for a safety property
which will never lead to a desired state. An infinite path in a finite system must
be cyclic. Hence, counterexamples of liveness properties have the shape of a lasso
as shown in Figure 4.2. This figure shows a counterexample of the requirement

Figure 4.2: Counterexample for a liveness property
that “each process will eventually enter the critical section”. This lasso-shaped
counterexample is an infinite path which represents the possibility that the system
reaches the cycle of “waiting states” and iterates this cycle for ever. That means, it
is possible that proc1 requests to enter the critical section but will never have the
opportunity to do so.
Explicit-state model checkers such as SPIN [Hol03] verify safety properties using
a search algorithm such as Depth-First Search (DFS). DFS systematically explores
all reachable states. The DFS algorithm is easily extended with a routine which
checks for every state whether it is a bad state. If a bad state is found, then the
stack of the DFS contains the path leading from the initial state to the found bad
state. This path is delivered to the user as a counterexample. Breadth-First Search
(BFS) can be used instead of DFS in order to provide short counterexamples. Notice
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that short counterexamples are much easier for a human user to analyse than longer
ones. Hence, short counterexamples are more useful for debugging. However, BFS
is known to consume significantly more memory than DFS and hence not to scale
to models of realistic size.
Meanwhile, liveness properties are verified using a nested Depth-First Search
(nested DFS) which looks for lasso-shaped counterexamples. The idea of nested
DFS is to perform DFS in order to find the finite path to an accepting state. Then
a nested DFS search is started to detect a possible cycle. The stack of the first DFS
search contains the finite prefix, whereas, the stack of the nested DFS contains the
cycle itself. The content of both stacks is delivered as a counterexample.
A lot of research effort has been put into improving the model checking algorithms described above in order to increase their efficiency and, consequently, to
scale to models with realistic size. Another research goal is the efficient production of short and consequently comprehensive counterexamples. An approach for
achieving both goals has been presented in [ELLL04]. This approach is based on
the use of heuristics-guided search algorithms which are also called directed search
algorithms (see Section 5). We discuss this work in more details in Section 5.4.
The notion of counterexamples for CTL formulae is more involved. The reason
for this is that CTL allows the specification of existential formulae. In order to
prove the violation of a property like “there is a path which satisfies some formula
ϕ” the counterexample must show that all paths do not satisfy ϕ. A single path
or lasso is not sufficient to prove the property violation. Hence, model checkers
only provide witnesses in the case that a formulae with an existential quantifier is
satisfied. A witness is the dual concept of a counterexample since it is an evidence
that a given property is satisfied. For example, a witness of the property “there is
a path which satisfies some formula ϕ” is simply a path which satisfies ϕ.

4.3

Counterexamples for PCTL and CSL

In this section we will derive the definition of a counterexample in the context of
PCTL and CSL model checking. We will do this for the cases when a DTMC or
an MDP violates a given PCTL formula, or when a CTMC violates a CSL formula.
Let M be a Markovian model (DTMC, MDP or CTMC) and let φ be a violated
PCTL or CSL property. If φ is a non-probabilistic formula then counterexample
production is easy. For example, if φ = a or φ = ¬a for some atomic proposition
a, then the counterexample is just the set L(ŝ). As M violates φ we conclude the
following. In the case of φ = a the set L(ŝ) does not contain a. In the other case,
where φ = ¬a, the set L(ŝ) does contain a. The counterexample of (φ1 ∨ φ2 ) or
(φ1 ∧ φ2 ) is a combination of the counterexamples of φ1 and φ2 . The production
of a counterexample is a real challenge only in the case of probabilistic formulae.
These are formulae of the form P./p (ϕ). Hence we focus only on the production of
counterexamples for such formulae.
First we will introduce the notion of a diagnostic path which we will need in the
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definition of counterexamples.
Definition 8. In a Markovian model M a (finite) diagnostic path of P./p (ϕ) is a
(finite) path in M which starts from the initial state and satisfies the path formula
ϕ.
In both PCTL and CSL, ϕ is either an Until- or a bounded Until-formula. Thus,
any (infinite) diagnostic path of P./p (ϕ) contains a finite prefix which satisfies ϕ.
Consequently, we can limit our further discussions to finite diagnostic paths. Any
further reference to diagnostic paths will primarily be to finite ones.
First we will consider Markov chains. We start with the definition of the counterexample for upper-bounded P-formulae. These are formulae of the form P/p (ϕ),
where / is either < or ≤. When a Markov chain M violates an upper-bounded formula such as P/p (ϕ) we know that P rM (ϕ) does not satisfy the comparison /p. Any
measurable subset X of diagnostic paths, i.e. X ⊆ { σ ∈ P athsM (ŝ) | σ |=M ϕ },
such that P rM (X) violates /p provides proof of the violation of P/p (φ). Hence, X
can be considered as a counterexample.
Definition 9. Let M be a Markov chain, i.e. a DTMC or CTMC, which violates
the upper-bounded formula P/p (ϕ). A counterexample of P/p (ϕ) is a subset of
diagnostic paths, i.e. X ⊆ { σ ∈ P athsM (ŝ) | σ |=M ϕ }, which is measurable and
for which P rM (X) / p does not hold.
A direct definition of counterexamples for lower-bounded P-formulae does not
make sense. For example, for a lower-bounded formula P≥p (ϕ), a measurable set X
of diagnostic paths with P rM (X) < p does not carry useful information. Note that
even the empty set fulfils this condition. Thus, the way we handle lower-bounded
formulae is to give witness that the accumulated probability of paths which do not
satisfy ϕ is too high. More concretely, for P≥p (ϕ), we provide a measurable set
X = {σ ∈ P athsM | σ 2M ϕ} such that P rM (X) > 1 − p. The set X proves that
P rM (ϕ) < p. Thus, X can be considered as a counterexample of P≥p (ϕ).
Next we consider counterexamples for MDPs. We have to take into account that
the probability of paths in an MDP is only defined in association with a scheduler.
In particular, a scheduler must be assumed in order to state the probability of a set
of diagnostic paths. Different schedulers induce different probabilities for the same
set. Let B be an MDP and P/p (ϕ) be an upper-bounded PCTL formula. Here,
we have to consider the maximal probability. For a measurable set X of diagnostic
cr(X) be the maximal probability of X. That means:
paths, let P
cr(X) = max{ P rBd (X) | d ∈ D }.
P
cr(X) violates /p.
It is obvious that X is a counterexample if and only if P
Definition 10. Let B be an MDP violating an upper-bounded formula P/p (ϕ).
A counterexample of P/p (ϕ) is a subset of diagnostic paths, i.e. X ⊆ { σ ∈
cr(X) / p does not hold.
P athsB (ŝ) | σ |=B ϕ }, which is measurable and for which P
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As in the case of Markov chains, we can not give a direct definition of counterexamples for lower-bounded formulae. For instance, if an MDP B refutes a
lower-bounded formula P≥p (ϕ), then we know that P rBmin (ϕ) < p. However, as
with Markov chains, a measurable set X of diagnostic paths with Pˇr(X) < p, where
Pˇr(X) = min{ P rBd (X) | d ∈ D }, does not carry useful information. Thus, we
handle lower-bounded formulae in a similar way as for Markov chains. We provide
cr(X) > 1 − p. Then, X
a measurable set X = {σ ∈ P athsM | σ 2M ϕ} such that P
Bmin
is provided as a counterexample since it proves that P r
(ϕ) < p.
In the remainder of this dissertation, whenever we explain a method for counterexample generation, we focus on upper-bounded formulae. Then, we separately
discuss how the method can be adopted to deal with lower-bounded formulae.

4.4
4.4.1

Fundamentals of Counterexample Generation
State Transition Graph (STG)

The state space of a Markovian model M can be viewed as a directed graph called
State Transition Graph STGM (or simply STG if M is clear from the context). The
nodes of STGM represent the states of the model and each state transition (s, s0 )
is represented by a directed edge from s to s0 . We will show that the problem of
counterexample generation can be translated into a search problem on STGM . Let
P./p (ϕ) be the property for which we are generating a counterexample. The path
formula ϕ is an Until- or bounded Until-formula which means that ϕ = (φ1 U φ2 )
or ϕ = (φ1 U ≤t φ2 ). We refer to states from Sat(φ2 ) as target states. Further, we
treat states in Sat(¬φ1 ) ∪ Sat(φ2 ) as if they were absorbing in STGM . In other
words, we ignore all their outgoing transitions. By doing this we assure that any
path in STGM leading from ŝ to a target state satisfies (φ1 U φ2 ).
STGM is a directed graph but it is not a stochastic process. Paths in STGM do
not carry stochastic information. In particular if M is a CTMC, paths in STGM
are time abstract. Paths in STGM and paths in M are not the same. To avoid
confusions, we refer to paths in STGM as traces. We call a finite trace in STGM
from ŝ to a target state a diagnostic trace. There is obviously a strong relationship
between traces in STGM and paths in M. We will study this relationship in all
details during this work. It will become clear how we exploit this relationship in
generating counterexamples.
Example 5. We consider the CTMC from Figure 3.2. The sequence s0 , s3 , s6 is a
trace in the STG of the CTMC. Notice that a trace is time abstract. Meanwhile, a
path in the CTMC itself includes state time delays like σ = s0 , 2.7, s3 , 1.2, s6 . Notice
that the path σ runs along the trace s0 , s3 , s6 .

4.4.2

Informative Counterexamples

The provided counterexamples have to convey crucial information in order to be
useful for analysis and debugging purposes. Our goal in this work is to propose
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methods to provide such informative counterexamples. However, we need first to
discuss the informativity notion of counterexamples. For a Markovian model M
and an upper-bounded property P./p (ϕ), a counterexample, as we know now, is a
measurable set of diagnostic paths. A (diagnostic) trace in STGM represents a set
of (diagnostic) paths in M. These are the paths which run along the trace. We
will formally define this set of paths later. We will also show that it is measurable which means that it has a well-defined probability. Hence, a counterexample
can be provided as a set of diagnostic traces. If the accumulated probability of a
set of diagnostic paths represented by a particular diagnostic trace is high, then
this diagnostic trace represents highly probable offending behaviour of the system.
Hence, a counterexample which includes such highly probable diagnostic traces is
more useful for debugging than others.
Moreover, a counterexample which contains highly probable diagnostic traces
tends also to be smaller than other counterexamples. This is because its probability
exceeds the probability upper-bound with fewer diagnostic traces. This means that
it can be analysed by a human user more effectively than other counterexamples
having a very large number of traces. In order to provide counterexamples which
are
• most informative in terms of the property violating behaviour and
• easy to comprehend and to manage
we strive to produce counterexamples which include diagnostic traces with the highest possible probability.

4.4.3

Counterexample Generation as a k-Shortest-Paths-Problem

As already explained, the problem of counterexample generation is translated into
a search on the state transition graph of the model hunting for most probable
diagnostic traces. This can be viewed as an instance of the more general k-shortestpaths problem (KSP) [Epp98]. This is the problem of finding the k shortest paths,
for an arbitrary number k, from a start node s to a target node t in a weighted
directed graph. The graph here is the state transition graph STGM . We set the
initial state ŝ as a start node. We can unify all target states in STGM using an
extra node t and by adding a directed edge from every target state to it. Then, we
search for paths from s to t which are exactly the diagnostic traces. Of course we
search for paths having maximal probabilities instead of ones with minimal length.
We select more and more diagnostic traces until the accumulated probability of
all collected diagnostic traces exceeds the probability upper-bound p. We can not
give a fixed number k since we do not know at the beginning how many traces we
will need to exceed p. Thus, we need KSP algorithms which do not require the
number k to be known from the beginning. We need algorithms which enumerate
the shortest paths, or here most probable diagnostic traces, one-by-one until the
user stops them when “enough” paths or diagnostic traces are found. The most
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known examples for such algorithms are the algorithm of Eppstein [Epp98] and
the Recursive Enumeration Algorithm REA [JM99], which we will explain in more
detail in Chapter 7.

4.4.4

Counterexamples as Diagnostic Subgraphs

A counterexample can be provided by explicitly computing a set of diagnostic traces
as mentioned in Section 4.4.3. Another way is to compute a slice of the Markov
chain, more precisely subgraph of STGM , which we refer to as diagnostic subgraph.
The selected diagnostic subgraph covers a set of diagnostic paths carrying the probability required to form a counterexample.
Definition 11. For a Markov chain M and an upper-bounded P-formula, a diagnostic subgraph is a subgraph of STGM with the following features.
1. It is either empty or it contains ŝ.
2. Each state of it is either a target state or leads to one, i.e. there is a trace
from the state to a target state.
A diagnostic subgraph is called complete iff it contains all states and transitions
which lead to a target state. The fact that a diagnostic subgraph contains only
states and transitions which lead to target states means that it contains only system
behaviour which is relevant for the considered property.
A diagnostic subgraph for an upper-bounded property P/p (ϕ) comprises a set
X of diagnostic paths, namely the biggest subset of { σ ∈ P athsM (ŝ) | σ |=M ϕ }
containing only those diagnostic paths which are built of states and transitions
included in the diagnostic subgraph. This set is measurable which means that its
accumulated probability P rM (X) is well-defined as we will show now. We turn
the subgraph into a Markov chain as follows. For each state s contained in the
diagnostic subgraph, we replace all outgoing transitions of s, which are not included
in the diagnostic subgraph, by a transition to an extra absorbing state sink, which is
substituting the remaining part of the whole Markov chain. We refer to the obtained
Markov chain as a diagnostic Markov chain. We obtain the sought probability
P rM (X) by checking the given property P./p (ϕ) on the obtained diagnostic Markov
chain. If P rM (X) violates the upper-bound ./ p, then X is a counterexample. Note
that X is fully characterised by the corresponding diagnostic subgraph. Thus, the
diagnostic subgraph is delivered to the user as a counterexample.
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Introduction

As explained in Section 4.4, the counterexample generation is, in principle, a search
problem on the state transition graph of the given model. We need efficient and scalable search algorithms in order to deal with large models. Moreover, the provided
counterexamples should be informative and useful for debugging. A promising way
to fulfil both requirements is the use of heuristics guided on-the-fly graph search,
also called directed or informed search. This chapter introduces the basics of this
kind of search algorithms on general state transition graphs. We begin with the
primary directed search strategy Best-First in Section 5.2. Then, we introduce in
Section 5.3 some of the widely used directed algorithms based on BF like A∗ and
study their essential features and properties. Afterwards, we explain how directed
search is used in the functional model checking to improve its scalability and to provide informative counterexamples. The use of directed search in the counterexample
generation for stochastic model checking will first be explained in Chapter 6.

5.2

Best-First Search (BF)

Most of the prevalent directed search algorithms are based on a common optimising
search strategy called Best-First (BF) [Pea86]. Before we explain the algorithmic
structure of BF we first introduce some notations. BF operates on general directed
graphs. However, we restrict our explanations to state transition graphs (STGs)
in order to be close to our application domain. Recollect that a state transition
graph (STG) is a directed graph which represents the state space of a system (see
Section 4.4.1). The nodes of the graph are called states and the edges are called
transitions. The set of possible states is denoted as S. A state s ∈ S is an object
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which encapsulates information about the status of the system such as values of
system variables. A transition (s, s0 ) represents a possible action which changes the
system status from the state s to s0 . A sequence of states s0 , s1 , . . . is called a path
or trace iff (si , si+ ) is a transition for all i with 0 ≤ i < n. A state s0 is said to
be reachable from a state s iff a path from s to s0 exists. An STG has a unique
initial state ŝ, also called start state, which represents the initial configuration of
the system. We usually search for states which satisfy a certain specification. We
call them target states. A path from the initial state ŝ to any target state is called
a solution path. Sometimes we also call such paths diagnostic traces. This notation
originates from our application domain of counterexample generation.
The objective of BF is usually to find a solution path if one exists. Often, one
is interested in an optimal or sub-optimal solution path. More precisely, we assume
that paths are associated with some notion of cost like path length. We measure
this cost using a cost metric C. An optimal solution path is one with a minimal
cost. For a pair of states s and s0 , C ∗ (s, s0 ) denotes the minimal cost to go from s
to s0 . Formally, C ∗ (s, s0 ) is defined as follows:

∞
if s0 is not reachable from s,
∗
0
C (s, s ) =
min{C(σ) | σ is a path from s to s0 } otherwise.
With C ∗ we denote the minimal cost to go from the initial state ŝ to any target
state. That means, C ∗ is equal to the cost of the optimal solution path (C ∗ = ∞ if
no target state is reachable from ŝ). BF can also be applied to problems in which
paths are associated with a notion of quality instead of cost. In such application
domains, C is a quality metric and one is interested in solution path with high
quality. In this case C ∗ (s, s0 ) denotes the maximal quality to go from s to s0 . It
holds then that C ∗ (s, s0 ) = 0 if s0 is not reachable from s or C ∗ (s, s0 ) = max{C(σ) |
σ is a path from s to s0 } otherwise. In this case an optimal solution path is one
with maximal quality. Although we will be dealing with qualities in the application
of counterexample generation, we adhere to the conventional view of C as a cost
metric while explaining the directed search
We assume that an STG is not explicitly available but is implicitly given by its
initial state and a successor operator succ : S → 2S which computes all possible
transitions outgoing of each state. For a pair of states s and s0 such that s0 ∈ succ(s),
we say that s0 is a successor of s and s is a parent of s0 . We exclusively consider
locally finite graphs. That means, we always assume that each state has a finite
number of successors, i.e. the set succ(s) is finite.
The basic step of BF search is the state expansion which means computing
the successor states of a particular state using the successor operator succ. The
parent state is said to be expanded or closed and each new successor is said to
be generated . States which have been generated are called explored, regardless of
whether they have been expanded or not. BF uses two sets to store all explored
states as illustrated in Figure 5.1. One is called closed and contains the closed
states, while the second is called open and stores all explored states which have not
yet been expanded. We call such states open states . These states are waiting to be
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Figure 5.1: Illustration of Best-First search.

expanded. The set open is organised as a priority queue which is sorted according to
the promise of states to lead to a target state. This promise is numerically estimated
by an evaluation function f . Amongst others, f usually depends on local state
information like the values of the state variables and on the information gathered
by the search so far. f may also depend on the specification of the target states,
in our case the given PCTL or CSL property, as well as further knowledge about
the problem domain. This knowledge is mostly encoded in a heuristic function h
which is used by the evaluation function f . If such a heuristic function is used in
the search we call the resulting algorithm, heuristics-guided, informed or directed.
Algorithm 1 illustrates the steps of the BF search. Initially, BF puts ŝ into the
queue open, then it performs iteratively (see Line 4). In each search iteration the
best open state s, i.e., the state from open with the best f value, is expanded. That
means, s is moved from open to closed and all successor states of s are generated.
Each successor state s0 is labelled with a parent link to its parent s. Then, f (s0 )
is computed. Afterwards, the algorithm checks whether s0 is a target state. If s0
is a target state, the algorithm terminates and the solution path is constructed by
backtracking the parent links from s0 up to the initial state ŝ. Otherwise, s is put
into open (see Line 11). Once open is empty, the algorithm terminates without a
solution. If s0 has been explored before, i.e. it is contained in open or closed, then
the better path to s0 is taken and the other is discarded (see Line 12). If s0 is closed
and a the new path is better, then s0 will be moved from closed to open (cf. Line 15).
Consequently, it will be waiting to be expanded again. This step is usually called
reopening and the state s0 is said to be reopened. Due to the selection of the better
path, each state has exactly one parent link except the initial state which does not
have any parents. These parent links form a tree which is called the search tree.
For any state s in the search tree, there is exactly one path from the root ŝ to s.
We call this path the solution base of s.
The strategy BF∗ is derived from BF by a slight modification called termination
delay. This means that the algorithm does not immediately terminate when a
target state is generated, but the termination is delayed until a target state is

40

Chapter 5. Directed Search

Algorithm 1: Best-First Search
Data: A state transition graph given by its initial state ŝ ∈ S and its
successor function succ
Result: A solution path if one exists
1 open ← an empty priority queue
2 closed ← an empty hash table
3 Insert ŝ into open
4 while open is not empty do
5
Remove from open and place on closed the state s for which f is optimal.
6
foreach s0 ∈ succ(s) do
7
Attach to s0 a parent link referring to s
8
Compute f (s0 ). if s0 is a target state then
9
Exit successfully with the path constructed by tracing the parent
links from s0 up to ŝ
10
if s0 is not already in open or closed then
11
Insert s0 into open.
12
else
13
if The newly computed f (s0 ) is better than the old value then
14
Replace the old s0 by the newly generated one (s0 has the new
f (s0 ) value and its parent link point back to s instead of the
old parent).
15
if s0 is in closed then Reopen s0 (move it to open).
16
else
17
Keep the old s0 (with the old f (s0 ) and the old parent link).
18

Exit without a solution.

selected for expansion. This modification is a necessary condition for assuring the
optimality of the solution, when an optimal solution is required. For more details
about termination delay we refer to the literature, e.g. [Pea86].
Note that we have to state a relationship between the state evaluation function
f and the cost of solution paths. This point is essential to assure that f guides the
BF or BF∗ search towards a solution path with a low cost. The evaluation function
f must be monotonic in C for all target states. A formal explanation follows: for
any state s and any path κ = ŝ, . . . , s, . . . leading to s, we denote with fκ (s) the
f -value of s computed according to the prefix of κ to s. For any solution path
σ = s0 , s1 , . . . , sr , i.e. s0 = ŝ and sr is a target state, we require that
fσ (sr ) = ψ(C(σ)),

(5.1)

where ψ is some non-decreasing function in its argument. Note that this requirement
applies only to target states. This monotonicity is not required for non-target states.
Recollect that BF and BF∗ keeps one solution base for each state s. All paths
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leading to s which are not better than the solution base are discarded. Consequently,
many paths going through s are not considered during the search. We have to
ensure that the prefix of the optimal solution is not discarded if we are interested
in the solution optimality. To achieve that the evaluation function must be orderpreserving [Pea86].
Definition 12. For two paths κi and κj such that κj is an extension of κi , i.e.
last(κi ) = f irst(κj ), let κi κj denote the concatenation of both paths. An evaluation
function is said to be order-preserving if for any two paths κ1 and κ2 leading from
ŝ to a state s and a common extension κ3 from s, the following holds:
fκ1 (s) ≥ fκ2 (s) ⇒ fκ1 κ3 (s0 ) ≥ fκ2 κ3 (s0 )

for all s0 ∈ κ3

The order-preservation of f makes sure that if BF∗ discards a path κ1 leading to s
because a better one κ2 is found, then no common extension can complete κ1 to a
better path than κ2 .
Without a proof, we cite here that BF and BF∗ terminate and they are complete.
More precisely, if there is a solution path and the evaluation function f is unbounded
along infinite paths, then BF and BF∗ terminate with a solution [Nil80, Pea86].
Theorem 1. Both search strategies BF and BF∗ are complete if f is unbounded for
infinite paths.
Furthermore, if f is order-preserving, then BF∗ is ψ-admissible, where ψ is the nondecreasing function mentioned above in Equation 5.1. That means the following.
Let σ1 , . . . , σj , . . . be the set of all solution paths in the STG. Note that the set of
solution paths is countable in a locally finite graph [Pea86]. Let M be the value
defined as
M = min{ max{fσj (s)} }
j

s∈σj

If BF∗ terminates with a solution path σ, then it holds that C(σ) ≤ ψ −1 (M ). This
fact forms a basis to verify the solution optimality of most directed algorithms. We
will use it when we prove the solution optimality of A∗ in Section 5.3.2.1.
There are some works on the asymptotic complexity analysis of heuristic search
algorithms under certain conditions [Mar77, KR98, KRE01]. The space complexity
of directed algorithms does not differ from the undirected ones. BF and BF∗ need,
in the worst case, to store the entire graph attaching a search mark of a constant
size to each state. Hence, they have a linear space complexity in the number of
states and transitions. Meanwhile, the worst-case runtime complexity is not pivotal
for most heuristic search algorithms. Many heuristic search strategies, in particular
BF and BF∗ , have an exponential worst-case runtime complexity. However, they
have a good average-case performance [Nil80]. We will therefore not focus much on
complexity analysis of heuristic search algorithms. Nevertheless, we will sometimes
briefly discuss complexity issues.
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5.3

Specialised Directed Search Algorithms

In both strategies BF and BF∗ , the evaluation function f remains undefined. Both
strategies do not specify how f is computed. The concrete definition of f has a
significant impact on the search effort and the found solution. BF and BF∗ are
instantiated to concrete algorithms by specifying a concrete evaluation function f
or requiring f to satisfy particular conditions. We will show this in the following
two sub-sections.

5.3.1

Z and Z∗ Algorithms

BF becomes Z and BF∗ becomes Z∗ , if the evaluation function f is computed recursively [Pea86]. More precisely, when a state s is expanded in Z or Z∗ then for
a successor state s0 the corresponding f (s0 ) is computed by an arbitrary recursive
combination function F , i.e., f (s0 ) = F (χ(s), f (s), h(s0 )). The term χ(s) represents
a set of local parameters characterising s, such as state labels, depth and the weight
of the transition (s, s0 ). Remember that h(s0 ) is the heuristic value of s0 . This recursive nature of the evaluation function is essential in particular for large graphs.
It results in two very useful features:
• Shared computation: computing of f for some state benefits of the computation of f of its successor. Some expressions, which have been computed
before, can be saved and reused without additional effort.
• Selective updating: only the successors of the newly expanded state require
updating their f values, while other states remain unchanged.

5.3.2

The A∗ Algorithm

The most prominent directed algorithm is A∗ . It is an instance of the BF∗ search
strategy. More precisely, A∗ is a specialised form of the Z∗ algorithm. A∗ is an
algorithm for solving the Shortest-path problem (SP). This is the problem of finding
a shortest path from the initial state to a target state. Let c be a cost function which
assigns a positive real number to each transition as a weight. The cost metric C is
defined as the sum of the transition costs of a path. Formally, it holds for a path
s0 , . . . , sr that:
r−1
X
C(s0 , . . . , sr ) =
c(si , si+1 )
i=0

C ∗ (s, t),

Consequently,
for a pair of states s and t, denotes the length of the shortest
path from s to t. If no such path exists, then C ∗ (s, t) is equal ∞. The evaluation
function is here a sum of two functions g and h.
f =g+h

(5.2)

The function g gives the length of the solution base of a state, whereas h is the
heuristic estimate. The heuristic function h should estimate the required cost to
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Figure 5.2: Illustration of A∗ search.
reach a target state. Figure 5.2 illustrates this insight. Consequently, f (s) is an
estimate of the length of a solution path through s. The function g is recursively
defined as follows. Let s be a state which is being expanded and s0 is one of its
successors. The value g(s0 ) is equal to g(s0 ) + c(s, s0 ), where g(ŝ) = 0. In principle,
h can have an arbitrary definition. However, it is required that h(s) = 0 for any
target state s. In this way we ensure that f is monotonic in C as we will show later.
A special case of a heuristic is the trivial case of h = 0. In this case, the evaluation function f degrades to the function g, i.e. f = g. So we derive an uninformed
algorithm which is equivalent to Dijkstra’s algorithm for the shortest-path problem
[Dij59]. Literature commonly uses the symbol d to refer to the evaluation function
in Dijkstra’s algorithm. We follow the same practice here.
The algorithmic structure of A∗ is given in Algorithm 2. One can easily recognise
the strong similarity to BF illustrated in Algorithm 1. Beside the concrete definition
of the evaluation function in A∗ we see that A∗ checks to see if a state is a target state
when it selects that state for expansion, cf. Line 6. This manifests the termination
delay which we mentioned when we introduced BF∗ in Section 5.2.
The additive evaluation function f = g + h used in A∗ has a few useful features.
First, it is monotonic in C for all target states. For any solution path σ = s0 , . . . , sr ,
it holds that:
fσ (sr ) = gσ (sr ) + h(s) = gσ (sr ) + 0 = gσ (sr )
Recollect that h returns 0 for all target states. For any state s and any path κ from
ŝ to s, gκ (s) denotes the g-value of s computed according to the path κ.
gκ (s) =
=
=
=

gκ (r) + c(r, s), where r is the predecessor of s in κ
gκ (ŝ) + C(κ)
0 + C(κ)
C(κ)

This implies that:
fσ (sr ) = gσ (sr ) = C(σ).
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Algorithm 2: The A∗ Algorithm
Data: A state transition graph given by its initial state ŝ ∈ S and its
successor function succ
Result: A solution path if one exists
1 open ← an empty priority queue
2 closed ← an empty hash table
3 Insert ŝ into open
4 while open is not empty do
5
Remove from open and place on closed the state s for which f is optimal.
6
if s is a target state then
7
Exit successfully with the path constructed by tracing the parent
links from s up to ŝ
8
foreach s0 ∈ succ(s) do
9
Attach to s0 a parent link referring to s.
10
Compute f (s0 ) = g(s0 ) + h(s0 ).
11
if s0 is not already in open or closed then
12
Insert s0 into open.
13
else
14
if The newly computed f (s0 ) is smaller than the old value then
15
Replace the old s0 by the newly generated one (s0 has the new
f (s0 ) value and its parent link point back to s instead of the
old parent).
16
if s0 is in closed then Reopen s0 (move it to open).
17
else
18
Keep the old s0 (with the old f (s0 ) and the old parent link).
19

Exit without a solution.

Consequently, the non-decreasing function ψ from Equation 5.1 is the identity function here. Second, it is obvious that f = g + h is a recursive evaluation function.
This implies that A∗ is indeed a specialisation of Z∗ . Hence, A∗ inherits both positive features of Z∗ (and Z), namely, shared computation and selective updating. We
recall that these features are very useful for the scalability of the algorithm. Third,
it is trivial that f = g + h is unbounded for infinite paths, since we assume edges
to have positive lengths. This leads to an essential feature which A∗ inherits from
BF∗ , namely the completeness on locally finite graphs . We can infer the following
theorem from Theorem 1.
Theorem 2. A∗ is complete.
The fourth feature is order-preservation. We can easily verify that f = g + h is
order-preserving as follows. For some state s let κ1 and κ2 be two paths from ŝ
to s. Let κ3 be a common extension of both paths, i.e. a path outgoing from s.
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Furthermore, let s0 be some state in κ3 and κs3 be the part of κ3 from s to s0 . We
assume that fκ1 (s) ≥ fκ2 (s). Then we can infer the following:
fκ1 (s) ≥ fκ2 (s)
⇒
gκ1 (s) + h(s) ≥ gκ2 (s) + h(s)
⇒
gκ1 (s) ≥ gκ2 (s)
⇒
C(κ1 ) ≥ C(κ2 )
0
0
⇒ C(κ1 ) + C(κs3 ) ≥ C(κ2 ) + C(κs3 )
0
0
⇒
C(κ1 κs3 ) ≥ C(κ2 κs3 )
⇒
gκ1 κ3 (s0 ) ≥ gκ2 κ3 (s0 )
⇒ gκ1 κ3 (s0 ) + h(s0 ) ≥ gκ2 κ3 (s0 ) + h(s0 )
⇒
fκ1 κ3 (s0 ) ≥ fκ2 κ3 (s0 )
In conclusion, we have stated that f = g + h is (a) monotonic in C for target
states, (b) it is recursively computed, (c) it is unbounded for infinite paths and (d)
it is order-preserving.

5.3.2.1

Admissibility of A∗

Another feature which A∗ inherits from BF∗ is the ψ-admissibility. Since ψ here is
the identity function, we simply say A∗ to be admissible. As we will soon show, this
feature is key in guaranteeing solution optimality. First, we introduce the following
definition.
Definition 13. A heuristic function h is said to be admissible if, for each state
s, it holds that:
h(s) ≤ min{C ∗ (s, t) | t is a target}

(5.3)

Now, we recall that ψ-admissibility means that if BF∗ terminates with a solution
path σ, then it holds that C(σ) ≤ ψ −1 (M ). The value M is defined as
M = min{ max{fσ (s)} | σ is a solution path}.
s∈σ

A∗ being admissible (with ψ being the identity function) means that the solution
path σ it provides fulfils the property C(σ) ≤ M . If the used heuristic h is admissible, then we can state M more precisely. Let σ ∗ = ŝ, . . . , s, . . . , t be an optimal
∗
∗ from r
solution path. For two states r, r0 ∈ σ ∗ , let σr−r
0 denote the portion of σ
0
∗
∗
to r . For each state s ∈ σ , it trivially holds that gσ∗ (s) = C(σŝ−s ). Furthermore,
∗ ) since h is admissible. Moreover, it holds that:
it holds that h(s) ≤ C(σs−t
M ≤ max
f ∗ (s)
∗ σ
s∈σ
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We infer from that the following:
M

≤ max
f ∗ (s)
∗ σ
s∈σ

= max
(gσ∗ (s) + h(s))
∗
s∈σ

= max
(gσ∗ (s) + h(s))
∗
s∈σ

∗ ))
≤ max
(gσ∗ (s) + C(σs−t
∗
s∈σ

∗ ) + C(σ ∗ ))
= max
(C(σŝ−s
s−t
∗
s∈σ

= C(σ ∗ )
That means M ≤ C(σ ∗ ). On the other hand, we know from the admissibility of
A∗ that the provided solution path σ satisfies the inequality C(σ) ≤ M . Therefore,
we can write C(σ) ≤ M ≤ C(σ ∗ ). Because σ ∗ is optimal, it must hold that
C(σ) = C(σ ∗ ), which, means that σ is an optimal solution. We state this in the
following theorem.
Theorem 3. A∗ is admissible. That means, if h is admissible, then A∗ finds a
shortest solution path whenever a solution path exists.
5.3.2.2

Performance of A∗

In principle, the asymptotic worst-case complexity of A∗ can be exponential as
it is based on the BF∗ strategy, see Section 5.2. However, A∗ shows a very good
performance in many application domains, especially when good heuristic estimates
are possible.
The main reason for the exponential worst-case complexity of A∗ is the possibility to expand states several times because of reopening states. In other words,
A∗ may explore portions of the graph several times. This does not happen if the
heuristic is monotone.
Definition 14. . A heuristic function h is said to be monotone or consistent if,
for each state s, it holds that:
h(s) ≤ c(s, s0 ) + h(s0 )

∀s, s0 with s0 ∈ succ(s).

(5.4)

The reader should not confuse the notion of a monotone heuristic with the monotonicity of f regarding the cost metric C described in Section 5.2 and formulated
in Equation 5.1.
It is easy to show that each monotone heuristic is admissible.
Lemma 1. Each monotone heuristic is admissible.
Proof. Let s and s0 be two arbitrary states such that s0 is reachable from s. By
the induction over the number of transitions of an optimal path from s to s0 we
can infer from Equation 5.4 that h(s) ≤ C ∗ (s, s0 ) + h(s0 ). Now, let s0 be the closest
target state to s. Then, it holds that C ∗ (s, s0 ) = min{C(s, t) | t is a target state}.
Further, h(s0 ) is equal to 0 because s0 is a target state. Therefore, we get that
h(s) ≤ min{C(s, t) | t is a target state} which means that h is admissible (c.f.
Equation 5.3.
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The advantage of using a monotone heuristic is demonstrated in the following
theorem [Nil80, Pea86].
Theorem 4. An A∗ algorithm guided by a monotone heuristic finds optimal paths
to all expanded nodes, that is,
g(s) = C ∗ (ŝ, s)

∀s ∈ closed.

A complete proof of this theorem can be found in [Nil80, Pea86]. The idea of
the proof is to show that the optimal path from ŝ to s will be completely discovered
before s is selected for expansion. Notice that the trivial heuristic h = 0 is monotone.
A consequence of Theorem 4 is that A∗ guided by a monotone heuristic expands
each state at most once. Thus, the while loop at Line 4 in Algorithm 2 will be
executed at most n times, where n is the number of states in the state transition
graph. Moreover, for any state s, each edge outgoing from s is examined in the
foreach loop at Line 8 at most once. Hence, there are a total of m iterations of
this foreach loop, where m is the number of edges in the state transition graph.
Hence, A∗ will call the queue operation to remove the optimal element from the
queue open at most n times in the while loop. Further, m insertions or update
operations are invoked in the foreach loop. If open is realised as a Fibonacci heap
[FT87, CLRS01], then each remove operation takes O(log n) while each insert or
update operation can be performed in a constant time O(1) time. This leads to a
total worst-case complexity of O(n log n + m).
The asymptotic worst-case runtime complexity O(n log n+m) holds in particular
for the trivial heuristic h = 0 since it is monotone. Further, any non-trivial heuristic
is supposed to improve the performance of the search. Thus, we have always this
runtime complexity in mind whenever we refer to the worst-case runtime complexity
of A∗ in this dissertation, although it holds only for monotone heuristics.
A∗ needs to store the states, which it explores. It attaches a search mark of a
constant size to each state. This mark consists of a parent link and other data such
as the f -value of the state. Hence, We trivially imply a worst-case space complexity
O(n). In some versions of A∗ in the literature, not only the parent links but all
discovered edges are stored. In this case, we get a worst-case space complexity of
O(n + m).

5.4

Directed Explicit-State Model Checking

Directed model checking employs directed search algorithms in model checking.
Edelkamp, Leue and Lluch-Lafuente propose a directed model checking method in
[ELLL04]. Here, A∗ is used, instead of DFS, to search for bad states in the case
of a safety property. A∗ saves computational costs and provides the shortest counterexample. Edelkamp et. al. also propose property dependent heuristic estimates
for a large variety of properties.
A∗ stores all expanded states in the set closed. The iterative deepening variant of
A∗ (IDA∗ ) avoids this using a compromise between time and space [Kor85]. IDA∗
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performs a series of independent DFS searches. Each DFS search is bounded to
a cost threshold which increased in each IDA∗ iteration. If a state s is generated
where f (s) cost exceeds the cost threshold for that iteration, its path is cut off. The
evaluation function f is the same as in A∗ . Edelkamp et. al. apply IDA∗ combined
with a bit-state hashing technique [Hol91] and show its efficiency in terms of memory
consumption.
Experiments show that directed model checking provides significant improvements in terms of both computational costs and counterexample quality in the case
of safety properties [ELLL04].
In the case of liveness properties, the authors propose an improved version of
the nested DFS (INDFS). This version is based on the computation of the strongly
connected components (SCCs) in advance and classifying them into three categories:
fully-accepting, partially-accepting and non-accepting SCCs. The algorithm finds
acceptance cycles without nested search if the state space does not contain partiallyaccepting SCCs. If partially-accepting SCCs exist, then the cycle detection search
is restricted to the SCC of the cycle closing states. INDFS can be combined with
A∗ to derive a hybrid algorithm A∗ and improved nested DFS.
Experimental results show that INDFS provides small improvements over the
nested DFS in most cases [ELLL04]. Significant imporvements are rather rare.
The hybrid algorithm with A∗ and INDFS usually finds shorter counterexamples,
but its computational effort varies drastically. The reason of this varying behavior
is that the search is directed to the nearest fully-accepting SCC. This SCC may,
however, be free of accepting cycles. Only after the SCC is entirely explored the
nested search returns control to A∗ which then directs the search into the next
fully-accepting SCC.
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Introduction

In this chapter we concern ourselves with counterexample generation for DTMCs
and CTMCs. A study of counterexample generation for MDPs requires the examination of schedulers and their impact on the probability measurement. Hence, we
handle the problem of counterexample generation for MDPs separately in Chapter 9.
Let M be a Markov chain and P/p (ϕ) be an upper-bounded formula. We assume
that M violates the given property. We propose here an approach for providing
a counterexample as a diagnostic subgraph (see Section 4.4.4). We use directed
search in order to effectively select informative diagnostic subgraphs.
Applying any algorithm based on BF or BF∗ to state transition graph STGM
would deliver a single diagnostic trace as a solution. We extended the search strategy
BF to eXtended Best-First (XBF) as we are interested in selecting a diagnostic
subgraph. XBF is first introduced in Section 6.2 and Section 6.3 discusses its formal
properties. We explain the details of using XBF for generating counterexamples for
Markov chains in Section 6.4. The experimental evaluation of this approach is then
demonstrated in Section 6.6.

6.2

Extended Best-First Search (XBF)

XBF is an extension of the search strategy BF. Search algorithms based on XBF are
able to select diagnostic subgraphs. In this section, we introduce XBF for arbitrary
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state transition graphs. We explain how it is used for counterexample generation
in Section 6.4.
XBF is obtained from BF by three modifications:
1. For each state we record all parent states which we find during the search.
We replace the single parent link used in BF by the list parents containing a
link to each parent detected by the search.
2. In addition to open and closed, XBF maintains a graph Diag which contains,
at any point in the search, the currently selected diagnostic subgraph.
3. XBF does not terminate when it finds the first target state. It continues the
search for further target states until the whole state space has been processed,
or termination is explicitly requested.
Algorithm 3: XBF
Data: A state transition graph given by its initial state ŝ ∈ S and its
successor function succ
Result: A diagnostic subgraph
1 open ← an empty priority queue
2 closed ← an empty hash table
3 Diag ← an empty graph
4 Insert ŝ into open
5 while open is not empty and termination is not requested do
6
Remove from open and place on closed the state s for which f is optimal.
7
foreach s0 ∈ succ(s) do
8
Add a pointer to s into parents of s0 .
9
Compute f (s0 ).
10
if s0 is a target state or s0 is in Diag then
11
Backtrack all parent links from s0 up to the ŝ adding all touched
states and transitions into Diag.
12
Signalise “update of Diag”.
13
14
15
16
17
18

19

if s0 is not already in open or closed then
Insert s0 into open.
else
if The newly computed f (s0 ) is better than the old value then
Replace the old value of f (s0 ) by the new one.
if s0 is in closed then Reopen s0 (move it to open).
return Diag and exit.

The pseudo code of XBF is given in Algorithm 3. The while-loop starting at
code line 5 will run until open is empty or termination is explicitly requested. The
termination can be requested using an arbitrary condition which we refer to as the
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explicit termination condition. This condition in the context of counterexample
generation typically depends on whether the selected diagnostic subgraph has a
sufficient amount of probability. For special requirements it is possible to define
other explicit termination conditions. For example, one can limit the algorithm
runtime or the size of the diagnostic subgraph to some threshold. We will handle
the termination of the algorithm in more detail in Section 6.3.2. In each iteration
of the while-loop the open state s with the optimal f -value is expanded. For each
successor state s0 of s, a pointer to the parent s is added into the parents list of
s0 and f (s0 ) is computed. The if -statement starting at Line 10 checks whether s0
is a target state or if it has already been added to Diag. This check detects new
increments of the diagnostic subgraph. If s0 is a target state, then all states and
transitions from the explored portion of the state transition graph which lead to
s0 are added to Diag at Line 11. The same is done if s0 is not a target state but
it belongs to Diag. In such a case the prior search indicates that a target state is
reachable from s0 . Therefore, each state or transition from the explored portion of
the state transition graph which leads to s0 leads to a target state. The code line
12 is useful to gather any information needed for the explicit termination condition.
For example, the probability of the currently selected diagnostic subgraph can be
updated. If s0 has not already been visited before, then it is added into open at
Line 14. Otherwise, we compare the newly computed f (s0 ) with the old one. If
the new value of f (s0 ) is better than the old one, then we set the f (s0 ) to the new
value. In this case, if s0 is closed, then it is reopened which means that it is moved
from closed to open (see Line 18). Finally, when the while-loop terminates, the
algorithm returns the selected diagnostic subgraph Diag as a result.
Every state may have several parents representing several solution bases which
are traces leading from ŝ to the state. With the “solution base” of a state we always
mean the optimal one, that is, the one causing the best f -value.

6.3
6.3.1

Properties of XBF
Correctness

The proof of correctness of XBF consists in proving that Diag is really a diagnostic
subgraph. We have to prove that Diag is either empty, or that it contains ŝ and
that every state in Diag leads to a target state. The subgraph Diag is constructed
and incremented at code lines 10 and 11. If s0 is a target state then all ancestors of
s0 lead to this target state. Hence, s0 and all its ancestors can simply be added to
Diag. Amongst others, the state ŝ will be added into Diag since it is an ancestor of
s0 . If s0 is in Diag, then we know that s0 leads to a target state. As a consequence
all ancestors of s0 lead to that target state and can all be added into Diag. This
means that any state or transition will only be added to Diag if it is a target state
or if it leads to one. If no target state is reachable, then Diag will stay empty. In
conclusion, Diag is a diagnostic subgraph.
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Termination and Completeness

For proving the termination and completeness of XBF we need the following observation. In the case that XBF does not reopen any state it is guaranteed to
terminate on a finite graph since it expands a new state in every iteration. XBF
will only reopen a closed state if it finds a new trace leading to a better f value
or if it encounters the state at a shorter depth in the depth-bounded case. In both
cases, the new trace must be acyclic, because any cyclic trace is longer and causes
a worse f than the trace which is obtained by not considering the cycle. Hence,
either opening a new state or reopening a closed state means the detection of a new
acyclic trace. The number of acyclic traces in a finite graph is finite. XBF will
detect all acyclic traces at some point and terminate.
If the external termination condition is not enabled, then XBF will run until
open becomes empty. Let (s, s0 ) be an arbitrary transition which belongs to the
complete diagnostic subgraph. As s is reachable from the start state the queue open
can not become empty before s is reached and expanded discovering the transition
(s, s0 ). If s0 is a target state or if it already belongs to Diag, then (s, s0 ) and the
whole portion of the state space leading to s will be added to Diag, see Lines 10 and
11 in Algorithm 3. Otherwise, the same argument can be applied to all diagnostic
transitions reachable from s0 . This means that (s, s0 ) is guaranteed to be added to
Diag at some point. We can conclude that each diagnostic transition will be added
into Diag at some point in the search thereby establishing the completeness of XBF.

6.3.3

Complexity

XBF does not add any runtime effort to the original BF. However, it demands additional space to store the parents lists and the diagnostic subgraph. All parents
lists together contain at most as many elements as the number of transitions of the
STG. The diagnostic subgraph contains in the worst case the entire STG. Hence, the
asymptotic worst-case space complexity of XBF is like BF linear in the number of
states and transitions of the graph. Altogether, XBF maintains the same asymptotic
worst-case complexity as BF with respect to both runtime and space. As explained
at the end of Section 5.2, the runtime complexity of BF and, consequently, XBF can
be exponential. However, we recall that directed search algorithms commonly possess a very good performance in practice although they usually have an exponential
asymptotic complexity.

6.3.4

Optimality

A counterexample is optimal when a diagnostic trace which is included in the diagnostic subgraph is at least as good as any diagnostic trace which is not included.
XBF cannot guarantee the optimality of the computed counterexample. The main
reason for this is that XBF keeps, for every state, all traces leading to it in order
to be able to construct the diagnostic subgraph. Consequently, suboptimal diagnostic traces will be added to the counterexample. However, optimality is not the
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objective of our approach, and our experiments in Section 6.6 will show that the
produced counterexamples are of high quality.

6.4

Counterexample Generation Using XBF

We perform an XBF search on STGM in order to generate a counterexample for
a Markov chain M and an upper-bounded property P/p (ϕ). XBF incrementally
selects a diagnostic subgraph of STGM until the probability of the diagnostic subgraph either exceeds or reaches p depending on whether the property requires a strict
or a non-strict bound. This method requires periodically computing the probability
of Diag (c.f. Line 12 in Algorithm 3) using a stochastic model checker. Doing so
each time Diag is updated would prove fairly inefficient. Therefore, we perform this
check only when the size of Diag has grown by q per cent. In our experiments,
q = 20%.

6.4.1

State Evaluation Function

XBF is guided by a heuristic evaluation function f that we now define. As argued
before, we are searching for informative counterexamples that carry high probability.
We hence define f so that it guides the search along the most probable diagnostic
traces.
A finite trace R = hs0 , . . . , sn i is a compact presentation of the set
P athsM (hs0 , . . . , sn i) := {σ ∈ P athsM | ∀0 ≤ i ≤ n . σ[i] = si } of all paths
in M which mimic R. The set P athsM (R) is measurable for both CTMCs and
DTMCs. In the case of a DTMC D, the trace R = hs0 , . . . , sn i represents the same
set of paths as the finite sequence s0 , . . . , sn . In other words, P athsD (R) is just the
cylinder set cyl(s0 , . . . , sn ). The probability of P athsD (R) is given as follows:
D
probD (hs0 , . . . , sn i) := P rD
s0 (P aths (hs0 , . . . , sn i))

= P rD
s0 (cyl(s0 , . . . , sn ))
=

n−1
Q

P(si , si+1 )

i=0

In the case of a CTMC C, the residence time in each state si can vary
from 0 up to ∞. Hence, P athsC (R) includes all paths which mimic R independently of any time delays.
Then, P athsC (R) is equal to the cylinder set cyl(s0 , [0, ∞[, . . . , [0, ∞[, sn ). This implies that probC (hs0 , . . . , sn i) :=
C
C (hs , . . . , s i))
P
= P rCs0 (cyl(s0 , [0, ∞[, . . . , [0, ∞[, sn )). The term
0
n
R rs0 (P aths
−Λ(s
)·t
i
Λ(si ) · e
· dt from Equation 3.2 represents the probability of firing any
Ii

transition outgoing from state si after an arbitrary time delay in si , which means
Ii = [0, ∞[. This corresponds to a value of 1.0. The probability of firing, particularly the transition (si , si+1 ), after an arbitrary time can therefore be given by
i ,si+1 )
. By using Equation 3.2 we obtain the following
the branching probability R(sΛ(s
i)
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closed expression:
probC (R) = P rCs0 (cyl(s0 , [0, ∞[, . . . , [0, ∞[, sn )) =

n−1
Q
i=0

R(si ,si+1 )
Λ(si )

Now we are able to compare traces with respect to their suitability for inclusion
into a counterexample. Let R1 and R2 be two traces in a Markov chain M. The
trace R1 is considered to be more suitable than R2 iff probM (R1 ) > probM (R2 ).
We use this metric in defining the state evaluation function f used by XBF as
follows. We aim to define the evaluation function f such that, for every state s,
f (s) estimates the probability of the optimal diagnostic trace through s. Let Rs
be the solution base of s. We define g(s) := probM (Rs ). If we possess special
knowledge regarding the application domain we can exploit this in order to estimate the probability of the optimal trace, denoted here as R∗ , from s to a target
state. We formulate a heuristic function h, such that h(s) estimates the probability
probM (R∗ ). Note that during the search R∗ is not known. It is even not guaranteed
that a trace from s to a target state exists at all. Thus, h(s) can only be a heuristic
value. We then define
f (s) = g(s) · h(s).
(6.1)
The determination of a suitable h is a manual process which is tailored to the
particular application. Research which is focused on automatically synthesising
heuristic estimate functions is ongoing, e.g. [KDH+ 07]. The automated synthesis
of heuristic estimate functions for stochastic model checking is yet to be investigated.
However, this topic goes beyond the scope of this work.
XBF uses the evaluation function f in order to steer the search so that the most
probable diagnostic traces will be selected first. Notice that f does not take into
account the time bound that may be specified when ϕ is a bounded Until-formula.

6.4.2

State Evaluation in The Time Bounded Case

Let M be a Markov chain and R be a trace in STGM . In the case of a time bounded
property we are only interested in those paths from P athsM (R) which completely
run along R within the time bound given by the property. We refer to the set of
such paths bounded by a time bound t as P athsM
≤t (R). We refer to the probability
M
of P aths≤t (R) as the time bounded probability of R, denoted as probM
≤t (R). In the
D (R) or it is
case of a DTMC D, the set P athsD
(R)
is
either
identical
to
P
aths
≤t
empty if |R| > t. Consequently, it holds that

probD (R), if |R| ≤ t, or
probD
(R)
=
≤t
0
otherwise.
We define the time bounded variant of the evaluation function as
ft (s) = gt (s) · h(s),
where gt (s) = probD
≤t (Rs ). Remember that Rs is the solution base of s.

(6.2)
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For a CTMC C, the set P athsC≤t (R) is defined as
P athsC≤t (hs0 , . . . , sn i) = {σ ∈ P athsC | σ = s0 , t0 , . . . , tn−1 , sn , . . .

n−1
X

ti ≤ t}.

i=0

The time-bounded probability probC≤t (R) is then defined as follows:
probC≤t (hs0 , . . . , sn i) = P rCs0 (P athsC≤t (R))
S
= P rCs0 (
cyl(s0 , [0, t0 ], . . . , [0, tn−1 ], sn ) )
t0 ,...,tn−1 :

n−1
P

ti ≤t

i=0

The direct computation of this value is very expensive and afflicted with numerical instability. Thus, probC≤t (R) cannot be used directly in evaluating traces
during the search. We address this problem using an approximation based on the
uniformization of the CTMC. The uniformization method has been explained in
Section 3.3.4.1.
The idea is to perform the XBF search on the state transition graph STGDC of
the uniformized DTMC DC . This results in the selection of a diagnostic subgraph
of STGDC . Thus, the question now focuses on the meaning of the selected subgraph
in C. It is hard to interpret the set of paths represented by a trace R of STGDC in
C. To solve this problem we also take into account the paths which execute the self
C
loops introduced by uniformization. Formally, we define a path set P athsD
 ≤k (R)
for a discrete time bound (i.e. step bound) as follows:
DC | σ = sk0 . . . skn . . .
C
P athsD
n
0
 ≤k (hs0 . . . sn i) = { σ ∈ P aths
n−1
P
for some k0 , . . . , kn > 0 with
ki ≤ k }
i=0
DC
DC
C
Following this, we define probD
 ≤k (R) = P r s0 (P aths ≤k (R)).
DC
C
P rD
s0 (P aths ≤k (R))

Note that

is the probability to run a path along R including possible

C
self loops within most k steps. In other words, probD
 ≤k (R) is the probability to
reach sn restricted to R within k steps. This, in turn, is equivalent to the transient probability πR (sn , k) of being in sn at step k when considering sn as being
absorbing:

DC
C
probD
 ≤k (R) = prob ≤k (hs0 . . . sn i) = πhs0 ...sn i (sn , k)

(6.3)

We will show how the function πhs0 ...sn i can be computed later in this section.
C
Notice that probD
 ≤k (R) is the probability measured in the uniformized DTMC DC .
In order to compute probC≤t (R), that is the probability of R in the CTMC C, we
have to involve the Poisson probability distribution. This results into the following
equation:
probC≤t (hs0 . . . sn i) =

∞
X
k=0

C
P Pq,t (k) · probD
 ≤k (hs0 . . . sn i),
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where P Pq,t (k) is the k-th Poisson term as defined in Equation 3.7.
The infinite sum has to be truncated to a finite one consisting of the first K
terms. It is possible to compute the number K so that the truncation error is
confined to a very small bound  [FG88, Ste94].
probC≤t (hs0 . . . sn i) ≈

K
X

C
P Pq,t (k) · probD
 ≤k (hs0 . . . sn i)

k=0

Together with Equation 6.3 we derive the following equation:
probC≤t (hs0 . . . sn i) ≈

K
X

P Pq,t (k) · πhs0 ...sn i (sn , k)

k=0

Recollect that our goal is to come up with a suitable evaluation function to guide
the search rather than a precise computation of the probabilities. Hence, we want
to avoid computing the summation given above, which can be very expensive, in
particular for large K. For this reason we make the following simplification. Instead
of considering all numbers of discrete hops and their probability distribution as
described by the Poisson process, we simply allow the DC to make the maximal
number of hops K. In other words, we simplify the problem by assuming that K
discrete hops will happen with the probability one. We define a function gπ based on
this simplification which will replace the functions g and gt used in f and ft . Let s
be a state explored by XBF. Then, gπ (s) = πRs (s, K), where Rs is the solution base
of s. Consequently, gπ (s) is an over-approximation of the probability of reaching s
via the trace Rs within time t. In principle, various alternative simplifications could
be used, for instance to consider the expected value of the Poisson process instead of
K. However, we chose K because it ensures that gπ is an optimistic estimate of the
probability of Rs . Optimistic estimates are preferable in heuristic search because
they usually improve the quality of the solution. Note also that an optimistic
heuristic estimate is necessary in A∗ to guarantee the optimality of the solution
[Nil80, Pea86]. Similar to the evaluation function f as defined in Equation 6.1, we
use gπ to define a new state evaluation function fπ as:
fπ (s) = gπ (s) · h(s).

(6.4)

We show now how to compute the transient probability πhs0 ...sn i . We assume s0
to be the start point. Formally,

1, if i = 0
πhs0 ...sn i (si , 0) =
0, otherwise
Now we compute πhs0 ...sn i (si , k) for time point k > 0. The probability to be in s0
at any time point greater than 0 arises from the firing of the self loop at s0 . More
precisely,
πhs0 ...sn i (s0 , k) = πhs0 ...sn i (s0 , k − 1) · P(s0 , s0 ).
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For any other state si with the exception of the last state sn , a portion of the
probability comes from the predecessor si−1 and another portion comes from the
firing of the self loop at si . Therefore,
πhs0 ...sn i (si , k) = πhs0 ...sn i (si−1 , k − 1) · P(si−1 , si )
+ πhs0 ...sn i (si , k − 1) · P(si , si )
We treat sn , the last state of R, as an absorbing state. That means
πhs0 ...sn i (sn , k) = πhs0 ...sn i (sn−1 , k − 1) · P(sn−1 , sn )
+ πhs0 ...sn i (sn , k − 1)
We notice that πhs0 ...sn i is recursively computed. In particular, for computing
πhs0 ...sn i (sn , K) we need the values πhs0 ...sn i (sn−1 , k) for all k ∈ {0, . . . , K − 1}.
This means that during the XBF search we have to store for each open state s the
vector π(s) with
π(s) = (πRs (s, k))0≤k<K
This vector is needed to compute gπ for the successors of s when s is expanded.
6.4.2.1

Depth-Bounded XBF

Note that the time bound t induces a depth bound for the search. Both evaluation
function ft and fπ depend on the depth of the currently explored state. In order to
ensure completeness of the search we consider the minimal depth of a state when
computing its ft - or fπ -value. To ensure this we have to adjust the XBF search as
follows. Whenever a new parent leading to any explored state s is found we have to
check whether the new trace leading to s is shorter than the existing ones. If this is
the case, the depth of s is reduced. If s is closed, then it has to be reopened because
the depth of all its successors may change. We realise this by changing Algorithm 3
after the Lines 15 as in Algorithm 4.
Algorithm 4: Depth-Bounded XBF
. . . As in Algorithm 3 until Line 15 . . .
16 if The newly computed f (s0 ) is better than the old value or
the new depth of s is smaller than the old depth then
17
if the new depth of s is smaller than the old depth then
18
Set the depth of s to the new depth value.
19
20
21

Set f (s0 ) to the maximum of the old value and the new one.
if s0 is in closed then Reopen s0 (move it to open).
return Diag and exit.

6.4.2.2

Performance Issues

Both state evaluation functions f and ft , c.f. Equations 6.1 and 6.2, are relatively
easy to compute. Computing fπ requires additional runtime and memory effort
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to compute and store the π vectors. This could have a negative impact on the
performance of the search algorithms. This effect is particularly dramatic if the
time bound or the uniformization rate is large. In this case the π vectors become
very big. On the other hand, for any trace R in a Markov chain M, the bigger
M
the time bound t is the closer probM
≤t (R) becomes to prob (R). In other words,
the advantage gained by the more precise evaluation using fπ is less significant for
large time bounds. In our experiments, we hardly found a case where the effort
needed to compute fπ paid off, see Section 6.6. Hence, from the practical point of
view, we recommend in the case of a CTMC to use f instead of fπ , particularly
when the time bound is large or if a decline in the quality of the counterexample is
acceptable.

6.4.3

XBF Based Algorithms

As we will show soon, the evaluation functions f , ft and fπ , as defined in Equations 6.1, 6.2 and 6.4, are computed by a recursive procedure. This means that the
algorithms obtained from XBF by using f , ft or fπ are extended variants of the Z
algorithm (see Section 5.3). When f or ft is used we refer to the algorithm as XZ.
If the algorithm uses fπ then we refer to it as XZπ . Furthermore, undirected variants of the algorithms are obtained when the evaluation function does not involve
a heuristic estimate. This is referred to as XUZ and XUZπ .
In order to show that fπ is recursively computed, we have to verify that fπ (s) =
F (χ(r), fπ (r), h(s)) when an arbitrary state r is expanded generating a successor
state s. F stands for an arbitrary function. From the definition of gπ we can see
that
gπ (s) = F 0 (π(r), P(r, s))
for a particular function F 0 . Then, it holds that
gπ (s) · h(s) = F 0 (π(r), P(r, s)) · h(s)
= F 00 (π(r), P(r, s), h(s))
where F 00 is another function. The terms π(r) and P(r, s) are local parameters of
r. Thus, we define χ(r) as {π(r), P(r, s)}. Consequently, F 00 (π(r), P(r, s), h(s)) =
F 00 (χ(r), h(s)). In summary,
fπ (s) =
=
=
=

gπ (s) · h(s)
F 0 (π(r), P(r, s)) · h(s)
F 00 (χ(r), h(s))
F (χ(r), fπ (r), h(s)).

The recursivity of f and ft can be derived by similar considerations.

6.4.4

Example

We illustrate the functioning of the algorithm using the following example. Let C be
the CTMC given in Figure 3.2. We consider the property P≤0.4 (true U ≤1.0 crash).
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The CTMC C refutes the property because P rC (true U ≤1.0 crash), according to
the model checker PRISM, is 0.63 which is greater than 0.4. To generate a counterexample we apply XUZπ on the uniformized DTMC given in Figure 3.1. We
observe the events illustrated in Figure 6.1. The algorithm selects the diagnostic subgraph, highlighted by bold lines in Figure 6.1a, at some point during the
search. The corresponding diagnostic CTMC, denoted here as C1 , is given in Figure 6.1b. This diagnostic subgraph is not a counterexample since at this point the
model checker computes the probability P rC1 (true U ≤1.0 crash) = 0.30 while the
probability bound is 0.4. After some iterations the solution grows into the subgraph highlighted in Figure 6.1c. The corresponding diagnostic CTMC, denoted
here as C2 , violates the property as the model checker computes the probability
P rC2 (true U ≤1.0 crash) = 0.50 > 0.4. Hence, this diagnostic subgraph is delivered
to the user as a counterexample. It is not possible to decrease the total probability
to less than the upper given bound of 0.4 without applying changes to the part of
the model returned as a counterexample. It is easy to see that the best way to
debug the model is to confine the factors leading to a crash during initialisation
(state s0 ) and running (state s2 ). This means reducing the rates of the transitions
(s0 , s3 ) and (s2 , s5 ). Crashes during the ready state (state s1 ) have a secondary
impact.
If the algorithm continued, it would select the complete diagnostic subgraph
which can be found as given in Figure 6.1d.

6.4.5

Further Application Scenarios

The main application of our approach is to provide counterexamples when a given
Markov chain M refutes a given upper-bounded property P/p (ϕ). However, this
does not mean that our approach is only applicable after applying complete model
checking. An important feature of this approach is that it allows for the analysis of
P/p (ϕ) even if complete model checking is not possible because M is too large to
fit into the main memory. Our approach can be applied to such very large models
as it is based on directed search, which does not require generating the whole state
transition graph STGM . Often, a diagnostic subgraph with probability greater
than p can be found by exploring a relatively small portion of STGM , which can be
accommodated in the main memory. Therefore, our method can be applied in cases
where a complete stochastic model checking would fail because of tight memory
constraints.
Sometimes one is interested in knowing the probability P rM (ϕ), or as is usually
the case, an approximation of it, rather than knowing whether P/p (ϕ) is satisfied
or not. XBF based algorithms approximate the probability P rM (ϕ) from below.
Checking the property on the diagnostic Markov chain obtained from the complete
diagnostic subgraph results in the same probability as checking it on the original
Markov chain. A sufficient approximation can often be achieved by selecting even
a very small diagnostic subgraph. In such cases, XBF allows fast analysis since
selecting a suitable diagnostic subgraph and checking the property on it can be
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(a) Diagnostic subgraph with a probability of
0.30

(b) The diagnostic CTMC constructed from
the diagnostic subgraph from Figure 6.1a

(c) Diagnostic subgraph with a probability of
0.50

(d) The complete diagnostic subgraph with a
probability of 0.65

Figure 6.1: Incremental Selection of a counterexample

performed faster than checking the property on the original model. For an example
of this see the case study in Section 6.6.3.

6.5

Dealing With Lower-Bounded Formulae

We argued in Section 4.3 that a direct definition of counterexamples for lowerbounded P-formulae is not possible. Instead, we provide a counterexample for
P≥p (ϕ) as a measurable set X ⊆ {σ ∈ P athsM | σ 2M ϕ}, such that P rM (X) >
1−p. The set X proves that P rM (ϕ) < p and can be considered as a counterexample
for P≥p (ϕ). The challenge is then to collect paths violating ϕ.
First we examine ϕ as a time-unbounded Until-formula, i.e. ϕ = (φ1 U φ2 ).
Our objective is to select a measurable set X of paths violating (φ1 U φ2 ) such that
P rM (X) > 1−p. A path violates (φ1 U φ2 ) if it leads to a state which either violates
both φ1 and φ2 , or it never reaches a state satisfying φ2 . We formally state this
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fact as follows:
σ 2M (φ1 U φ2 )

⇔

σ M ( (φ1 ∧ ¬φ2 ) U ((¬φ1 ∧ ¬φ2 ) ∨ φ∗ ) )
|
| {z }
{z
}
=:φ̄1

=:φ̄2

φ∗ is a new state proposition which indicates, for each state, whether it belongs
to a bottom strongly connected component (BSCC), the states of which satisfy
φ̄1 = (φ1 ∧ ¬φ2 ). A BSCC is a maximal strongly connected component which lacks
outgoing transitions. This means that state s satisfies φ∗ when all states that can be
reached from s satisfy φ̄1 . We can similarly handle a strictly lower-bounded property P>p (φ1 U φ2 ) which results in the upper-bounded property P<1−p (φ̄1 U φ̄2 ).
To generate a counterexample we first need to compute all BSCCs using an adaptation of an algorithm for strongly connected components like [Tar72]. The states,
which belong to BSCCs satisfying φ̄1 , are labelled with the new proposition φ∗ .
Afterwards, we can apply the described approach for upper-bounded properties to
P≤1−p (φ̄1 U φ̄2 ) or P<1−p (φ̄1 U φ̄2 ) depending on the strictness of the bound.
Next we consider the case when ϕ is a time-bounded Until-formula of the form
ϕ = (φ1 U ≤t φ2 ). A path in M violates (φ1 U ≤t φ2 ) either if it does not reach a
φ2 -state within t time units or if it reaches a state violating φ1 before it reaches a
φ2 -state.
σ 2M (φ1 U ≤t φ2 )

⇔

σ M (¬φ2 U ≤t ¬φ1 ) ∨ σ M ≤t (φ1 ∧ ¬φ2 ) .
|
{z
}
|
{z
}
=:ϕ̄1

=:ϕ̄2

ϕ̄1 characterises those paths which violate (φ1 U ≤t φ2 ) because they reach a state
violating φ1 before reaching a φ2 -state within time t. On the other hand, ϕ̄1 characterises those paths which violate (φ1 U ≤t φ2 ) because they do not reach a φ2 -state
within time t. This equivalence holds for PCTL formulae on DTMCs and CSL
formulae on CTMCs. In the case of a DTMC we apply XBF to search for traces
satisfying ϕ̄1 or ϕ̄2 . Every time we want to measure the probability of the selected
diagnostic subgraph we need to run the model checker twice to compute the probability of both P rM (ϕ̄1 ) and P rM (ϕ̄2 ). Notice that ϕ̄2 = ≤t (φ1 ∧ ¬φ2 ) is not
a PCTL path formula. Nevertheless, standard stochastic model checkers such as
PRISM have algorithms available to model check this. We also point out that no
path can satisfy both ϕ̄1 and ϕ̄2 . We can, therefore, easily add both probabilities together to obtain the total probability of the diagnostic subgraph. A counterexample
is found once the sum of both probabilities exceeds 1 − p.
In the case of a CTMC we apply XBF search to the STG of the uniformized
DTMC and substitute the continuous time bound t with the discrete bound K as
explained in Section 6.4.2.
Notice that the computation of the BSCCs requires the generation of the entire
state space which weakens the advantage of the on-the-fly feature of the directed
search. This result is a similar to the fact that directed methods are more successful
for safety than for liveness properties in the functional model checking [ELLL04].
Remember that the directed model checking of a liveness property requires the
computation of the strongly connected components (see Section 5.4).
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Experimental Evaluation

We evaluated the approach presented in this chapter experimentally with respect
to the quality of the delivered counterexamples and the computational costs. The
computational costs involve runtime and memory consumption. We measure the
quality of a counterexample in terms of the ratio between its size and the size of
the entire model. The size here is defined as the sum of the number of states and
transitions. The ratio between the size of the counterexample and the entire model
is a good measure to assess which portion of the complete model the user needs to
analyse in order to understand why the model refutes the given property.
We implemented the XBF search strategy and instantiated from it the algorithms XZ, XUZ, XZπ and XUZπ . We also implemented Eppstein’s algorithm to experimentally compare our approach with the KSP based approach
of [HK07a, HK07b]. Our implementation uses the PRISM Simulation Engine to
generate the state transition graph of the DTMCs and CTMCs that we use in our
experiments.
In all experiments we proceeded as follows. Let M be the Markov chain and
ϕ the path formula which we are interested in. We generated a counterexample
for the upper-bounded property P<p (ϕ) where p = P rM (ϕ) is computed using
the PRISM model checker. In this way we can obtain experimental information
about generating counterexamples not only for the upper-bound p, but also for
any probability bound less than or equal to p. We truncate insignificant decimal
places from p in order to dispose of rounding errors, which may be made during
the checking of the model or the counterexamples. We ran all experiments on a
machine having an Intel Pentium CPU with 3.2 GHz speed1 and 2 GB of memory.
For technical reasons, we limited the runtime of all algorithms to at most one hour
(3, 600 seconds). The algorithms were implemented in Java.
We consider here five case studies, cf. Sections 6.6.1 to 6.6.5. We study the scalability of our method regarding the model size in Section 6.6.6. We then demonstrate
the impact of specifying different time bounds in the property on the various algorithms in Section 6.6.7. In Section 6.6.8 we analyse how a variation of the value
of P rM (ϕ) influences the counterexample generation. Finally, we summarise our
conclusions from the experiments in Section 6.6.9.

6.6.1

Workstation Cluster

This case study is a CTMC model of a dependable cluster of workstations as first
presented in [HHK00]. It represents a system consisting of two sub-clusters connected via a backbone. Each sub-cluster consists of N workstations with a central
switch that provides the interface to the backbone. Each of the components of the
system (workstations, switches, and backbone) can break down with a certain rate.
At least 32 N workstations have to be operational connected to each other via oper1
The CPU had two cores with 3.2 GHz each. However, we do not benefit of both cores because
our implementation does not contain any kind of parallelism.
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ational switches in order to provide minimum quality of service (QoS). We refer to
this model with the short name Cluster.
We are interested in the likelihood that the QoS drops below the minimum
within 100 time units, i.e. the path formula is (true U ≤100 ¬ minimum). Here, we
set the parameter N to 64 which results in a CTMC with 151, 060 states and 733, 216
transitions. PRISM computed the probability P r(true U ≤100 ¬ minimum) =
5.022E − 5 within 95.465 seconds using 5, 077.4 KB. We ran the algorithms XZ,
XUZ, XZπ , XUZπ and Eppstein to generate counterexamples for the property
P<5.022E−5 (true U ≤100 ¬ minimum). We invented the following, relatively simple
heuristic function h to be used in XZ and XZπ . The switches are central components
of the system. Thus, our heuristic focuses on them and ignores other components.
For each state s, we define two values hl (s) and hr (s). If a switch is down, then
the sub-cluster is not operational. In this case the corresponding value of hl (s) and
hr (s) is equal to 1. Otherwise, at least one transition is required for a switch to
break down. This is indicated by the value 0.5 of hl (s) or hr (s) respectively. Both
switches need to break down in order to reach a state where both sub-clusters are
not operational. Thus we set h(s) = hl (s) · hr (s).
The results of the counterexample generation are illustrated in Figures 6.2 and
6.3. The X-axis indicates the probability of the counterexample which has been
selected so far. Figures 6.2a and 6.2b show the runtime and memory effort needed
by the various algorithms. Figure 6.3a shows, for each algorithm, the size of portion
of the state transition graph which has been explored to provide a counterexample
with a certain amount of probability. Figure 6.3b shows the quality of the counterexample. We use similar diagrams to present the results for each case study.
Some figures contain enlarged views of particularly interesting portions of the diagrams. The diagrams should be read as follows: To provide a counterexample for
a probability upper-bound 3 E-5, XZ needed about 2 seconds of runtime (c.f. Figure 6.2a), 15 KB of memory (c.f. Figure 6.2b) and explored about 350 states and
transitions (c.f. Figure 6.3a). XZπ needed about 30 seconds, approximately 1,700
KB and explored about 420 states and transitions. The counterexample in both
cases covers about 0.03% of the entire model (c.f. Figure 6.3b). Eppstein failed to
provide a counterexample for this probability bound after exploring 270,000 states
and transitions and 1 hour of runtime and more than 11,000 KB.
Figure 6.3a shows that all XBF based algorithms provided a counterexample
with the total probability p =5.022 E-5 by exploring less than 23,000 states and
transitions. Eppstein’s algorithm had to explore the complete state transition graph,
i.e. about 270,000 states and transitions, before it could provide counterexamples
for any probability bound. This is also reflected in the required runtime and memory
as shown in Figures 6.2a and 6.2b. Eppstein’s algorithm delivers the first diagnostic
trace after approximately 1,250 seconds and after consuming more than 10,000 KB
of memory. After 1 hour of runtime Eppstein could provide counterexamples only
for probability bounds less than 1 E−5.
All XBF based algorithms explored portions of the STG of approximately the
same size, c.f. Figure 6.3a. Figures 6.2a and 6.2b show that the computational
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Figure 6.2: Counterexample generation of P<5.022E−5 (true U ≤100 ¬ minimum) on
Cluster (N = 64) – runtime and memory consumption
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Figure 6.3: Counterexample generation of P<5.022E−5 (true U ≤100 ¬ minimum) on
Cluster (N = 64) – exploration effort and counterexample quality
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costs, in particular the memory consumption, of XZπ and XUZπ are higher than
those of XZ and XUZ since additional effort is needed for storing and computing
the π-vectors.
Figure 6.3b shows that the counterexample covers less than 1.8% of the entire
model in all cases. In order to debug the model the user needs to analyse at most
1.8% and in most cases even less than 0.2% of the entire model.
The curves of XZ, XUZ, XZπ and XUZπ in all plots of Figures 6.2 and 6.3 increase very slowly at first and then increase rapidly just before reaching the total
probability p. This confirms that our proposed algorithms discover the most probable diagnostic traces quite early on in the search and that the remaining parts of
the model contribute with relatively small probability. When only diagnostic traces
with low probabilities remain a noticeable increase in the probability requires relatively high search effort. If we compare the curves of XZπ and XUZπ we notice some
advantage in guiding the search by a heuristic estimate h in terms of both runtime
and memory consumption. This advantage is smaller in the case of XZ and XUZ.
The more precise evaluation function fπ in algorithms XZπ and XUZπ did not lead
to a significant improvement of the counterexample quality in this case study.

6.6.2

Embedded Control System

This case study models an embedded control system based on the one presented in
[MCT94]. The system consists of a main processor (M), an input processor (I), an
output processor (O), 3 sensors and two actuators. The input processor I reads data
from the sensors and forwards it to M. Based on this data, M sends instructions
to the output processor O which controls both actuators according to the received
instructions. This model, which we refer to as Embedded, is translated by PRISM
into a CTMC C comprising 8,548 states and 36,041 transitions (model parameter
MAX COUNT = 8).
Various failure modes, e.g. failure of I, M or O or sensor or actuator failure,
can lead to a shutdown of the system. We are interested in the likelihood that the
system shuts down within one hour. One hour corresponds to 3,600 time units as
one time unit is one second according to the description of the PRISM model. That
means, we consider the path formula of (true U ≤3,600 down). PRISM computes the
probability P rC (true U ≤3,600 down) as 3.0726 E-4. This required approximately
0.3 seconds and 314.4 KB. We applied the various algorithms in order to generate
counterexamples for the upper-bounded property P≤3.0726 E−4 (true U ≤3,600 down).
We defined the heuristic function h used in the algorithm XZ and XZπ based
on the following idea. For each failure mode we first determine transitions which
are necessary to reach from s a state which represents the corresponding failure.
For instance, according to the model the system is shutdown when two sensors
fail. Thus, in order to reach a failure state of the sensor component at least two
sensor failure transitions have to be fired. The heuristic estimate then corresponds
to the probability of firing these necessary transitions. This is calculated as the
product of the probabilities of these transitions. The probability that the system is
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shut down is, roughly speaking, equal to the probability that any of failure modes
occurs. Hence, we define h(s) to be the sum of the estimates for all failure modes.
The summation of the component probabilities is justified since the various failure
modes are independent.
We present the results of the counterexample generation in Figures 6.4 and 6.5.
Figures 6.5a shows that all XBF based algorithms provided counterexamples for
the most upper-bounds by exploring less than 800 states and transitions. They
required less than 15 seconds, c.f. Figure 6.4a. XZ and XUZ consumed to achieve
this about 100 KB, whereas XZπ and XUZπ needed about 500 KB. Meanwhile,
Eppstein explored the complete STG, with approximately 20,000 states and transitions, before it provided a counterexample. It was able to provide a large portion
of the counterexample after about 50 seconds. However, after this it failed to make
a noticeable progress with realistic effort. This effect can be explained as follows.
Since the STG is relatively small Eppstein explored quickly and selected the first
most probable diagnostic traces. These traces carried the most probability. The remaining diagnostic traces had insignificant individual probabilities which impeded
the progress of the algorithm. This also explains the rapid increase in the curves of
XZ, XUZ, XZπ and XUZπ just before the end as shown in Figures 6.4 and 6.5. In
particular the steep increase of the counterexample size, to achieve the total probability of 3.0726 E − 4 (see Figure 6.5b), confirms that the remaining probability is
distributed over a relatively large portion of the model. The XBF algorithms tackled the problem more effectively than Eppstein for the following reason. Whenever
Eppstein finds a diagnostic trace, it adds the individual probability of that trace
to the counterexample. XBF algorithms, however, incorporate the accumulated
probability of all diagnostic traces formed by the states and transitions of the found
trace. This can be an infinite set of traces if the found trace contains a cycle. The
accumulated probability of this set can be very high even if the probability of the
found trace is itself insignificant.
As can be inferred from Figure 6.5b, the quality of the counterexamples provided by XZ and XZπ is almost identical (both curves overlap) and it is better
than the quality of those provided by XUZ. We also notice a minor advantage of
XUZπ in the range between 1E-4 and 2.1E-4 which is explained by the usage of fπ .
However, the advantage of guiding the search by a heuristic is more effective. We
also see an advantage of using a heuristic in the runtime and memory consumption. The counterexamples provided by Eppstein for upper-bounds in the range
1.2 E-4 to 2.9 E-4 are very small. The reason is that Eppstein’s algorithm delivers
only the most probable traces whereas XBF algorithms collect also traces with low
probabilities (see Section 6.3.4).

6.6.3

Fibroblast Growth Factor Signalling

This is a case study from the area of system biology presented in [HKN+ 06,
HKN+ 08]. Fibroblast Growth Factors (FGF ) are a family of proteins which play
a key role in the process of cell signalling within a variety of contexts such as
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Figure 6.4: Counterexample generation of P≤3.0726 E−4 (true U ≤3,600 down) on
Embedded – runtime and memory consumption
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Figure 6.5: Counterexample generation of P≤3.0726 E−4 (true U ≤3,600 down) on
Embedded – exploration effort and counterexample quality
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wound healing. This case study models the early stages of FGF signal propagation as a CTMC. The model incorporates the main features of the process, namely:
protein-protein interactions (e.g. competition for partners), phosphorylation and
dephosphorylation, protein complex relocation and protein complex degradation.
Here, we consider the probability that a particular cause of degradation/relocation, namely relocation of FRS2 (relocFRS2=1), has occurred first.
The path formula is precisely formulated as (relocF RS2 = 0 ∧ degF RS2 =
0 ∧ degF GF R = 0 U relocF RS2 = 1). PRISM constructed the CTMC, which
consists of 80,616 states and 562,536 transitions, and computed the probability P r(relocF RS2 = 0 ∧ degF RS2 = 0 ∧ degF GF R = 0 U relocF RS2 =
1) as 0.621258247 within 12,369.239 seconds (≈ 3.4 hours) while it consumed
54,975.6 KB of memory. We then generated counterexamples for the property
P<0.621258247 (relocF RS2 = 0 ∧ degF RS2 = 0 ∧ degF GF R = 0 U relocF RS2 = 1).
As a heuristic, we used a function h which roughly estimates the number x of transitions which are required to reach a state where relocF RS2 = 1 and returns 0.5x
as a value. The results are reported in Figures 6.6 and 6.7.
We deal here with a time unbounded property which means that XZπ and XUZπ
are not applicable. The first observation we make is that the curves of Eppstein in
Figures 6.7a, 6.6a and 6.6b run in parallel to the Y-axis at counterexample probability 0. This indicates that Eppstein failed to deliver a counterexample for any
probability bound within one hour. XZ and XUZ managed to provide counterexamples for almost all probability bounds after exploring about 100,000 states and
transitions of the STG and consuming about 5,000 KB of memory. In Figure 6.6a,
we see that XZ is slightly faster than XUZ due to the use of a heuristic. Note that
the runtime of XZ and XUZ exceeds the time limit of one hour. This is because
both algorithms ended with a long counterexample checking step which we did not
abort. XZ and XUZ required for this model very long time compared to both models Cluster and Embedded from Sections 6.6.1 and 6.6.2. This is because the model
checking of this model and, consequently, of the generated counterexamples is much
harder than the model checking in the case of Cluster or Embedded. Notice that
PRISM needed about 3.4 hours for checking the entire model.
We see a steady increase of the curves of XZ and XUZ in all plots in Figures
6.6 and 6.7 following a counterexample probability of approximately 0.35. This
indicates that both algorithms had to explore more of the STG and to capture larger
portions in the counterexample in order to achieve a probability increase. This is
a typical effect for models in which the probability of the property is consistently
distributed across a large number of diagnostic traces which are widespread in
the model. Nevertheless, a counterexample which carries almost the total model
probability comprises not more than 10% of the entire model.

6.6.4

Dynamic Power Management - IBM Disk Drive

This case study, which we refer to as Power, is a DTMC model of the power
management of an IBM disk drive taken from [BBPM99]. Here we are inter-
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Figure 6.6: Counterexample generation of P<0.621258247 (relocF RS2 = 0 ∧
degF RS2 = 0 ∧ degF GF R = 0 U relocF RS2 = 1) on FGF – runtime and memory
consumption
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Figure 6.7: Counterexample generation of P<0.621258247 (relocF RS2 = 0 ∧
degF RS2 = 0 ∧ degF GF R = 0 U relocF RS2 = 1) on FGF – exploration effort and
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ested in the probability that 100 or more requests get lost within 400 milliseconds because of power management. This means that we are interested in the
path formula (true U ≤800 lost = 100). Notice that, according to the description of the PRISM model, the duration of a DTMC transition is 0.5 milliseconds. PRISM checked the property within 0.5 seconds and consumed 132.4 KB
of memory. It computed the probability P r(true U ≤800 lost = 100) as 0.014725297.
We applied XZ, XUZ and Eppstein to generate counterexamples for the property
P<0.014725297 (true U ≤800 lost = 100). We used a heuristic h which simply returns
a value from the interval ]0, 1] that is proportional to the number of lost requests.
The results are illustrated in Figures 6.8 and 6.9. Note that we are analysing a time
bounded property defined on a DTMC. This means that XZ and XUZ use ft from
Equation 6.2 as an evaluation function. Both algorithms are bounded to a maximal
depth of 800.
In all plots in Figures 6.8 and 6.9 the curves of Eppstein run almost parallel to
the Y-axis for a counterexample probability close to 0. Within one hour of running
and after exploring the STG (with approximately 14,000 states and transitions),
Eppstein could provide counterexamples for probability upper-bounds up to 4.298 E25 which is insignificant compared to the total probability of 0.014725297. XZ and
XUZ succeeded with a reasonable computational effort to provide counterexamples
for all possible probability upper-bounds. They required about 3 seconds and about
300 KB of main memory.
Figure 6.9a shows that the heuristic helped XZ to find the first increment of
the counterexample after exploring a slightly smaller part of the STG than XUZ.
However, the first counterexample increment found by XUZ carried a probability
greater than 0.009, which is higher than the probability of that found by XZ. XUZ
seems to have included a portion of the STG, for instance a cycle, which increased
the counterexample probability. The heuristic prevented XZ from exploring this
portion while trying to guide it towards most probable diagnostic traces. Both
algorithms found a second increment of the counterexample after exploring roughly
2,000 states and transitions. The second increment completed the counterexample
such that it covered the total probability. For all probability bounds, except the
range between 0.006 and 0.01, XZ provided a counterexample by exploring less
states and transitions than XUZ. Nevertheless, we did not observe here a significant
advantage when using the heuristic. We even see that XZ provided counterexamples
which are mostly larger than the ones provided by XUZ. This means that the
heuristic had a negative impact on the counterexample quality.

6.6.5

Tandem Queueing Network

This model, which we simply refer to as Tandem, describes a simple tandem
queueing network, taken from [HKMKS00]. The queueing network consists of an
M/Cox2/1-queue sequentially composed with an M/M/1-queue. We set the capacity of the queues to 127 (parameter c=127) which results in a CTMC with 32,640
states and 113,283 transitions.
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Figure 6.8: Counterexample generation of P<0.014725297 (true U ≤800 lost = 100) on
Power – runtime and memory consumption
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Figure 6.9: Counterexample generation of P<0.014725297 (true U ≤800 lost = 100) on
Power – exploration effort and counterexample quality
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We are interested in the probability that both queues get full within 100 time
units. We inspect the path formula (true U ≤100 both queues f ull). PRISM computes P r(true U ≤100 both queues f ull) =8.9536 E-43. We generated counterexamples for the property P≤8.9536 E−43 (true U ≤100 both queues f ull). As a heuristic
function h we use in XZ and XZπ the following estimate. For an arbitrary state
s, let n1 and n2 be the current size of both queues. We roughly estimated the
probability to add (2 · c − n1 − n2 ) elements into the first queue and multiply it with
the estimate of the probability to forward (c − n2 ) elements to the second queue.
The results of counterexample generation are illustrated in Figures 6.10 and 6.11.
We see in Figure 6.11a that XZ and XUZ managed to provide counterexamples for
all probability upper-bounds by exploring less than half, or even just a quarter in
the case of XZ, of the STG. Eppstein could not finish the state space exploration
within the given time budget. The curves of XZπ and XUZπ overlap with the curves
of XZ, XUZ and Eppstein up to approximately 8,500 states and transitions. This
means that within one hour XZπ and XUZπ could not explore more of the STG
because they were overloaded by handling the large π-vectors. Remember that
the length of the π-vectors depends on the uniformization rate of the model and
the time-bound of the property. The uniformization rate of this CTMC (524.280)
is very large compared to the models Cluster (41.057) and Embedded (0.085) for
which XZπ and XUZπ scaled relatively better. The length of the π-vectors was
4,578 in Cluster and 448 in Embedded, whereas it was 54,013 in Tandem. Thus,
the computation of fπ in this case was too expensive. In summary, XZπ , XUZπ and
Eppstein failed, within one hour, to provide a counterexample for any probability
bound. We see also that XZ outmatches XUZ significantly in terms of both search
effort and counterexample quality. This means that guiding the search using a
heuristic led to a significant advantage in this case study.

6.6.6

Scalability When Varying Model Size

We consider several model variants of the Cluster and Tandem models which differ
significantly in size in order to assess how the scalability of our algorithms depends
on the model size. We scaled the size of the Cluster model by varying the parameter
N , which gives the number of workstations in each sub-cluster. In the Tandem
model, we considered several values of the parameter c, which defines the capacity
of each queue. Table 6.1 summarises the data of the different model variants and
the model checking of the corresponding properties. We give the uniformization
rate in the table because it, together with the time-bound, rules the length of the
π-vectors in XZπ and XUZπ .
We ran the various counterexample generation algorithms on all models and
recorded the results for Cluster models in Table 6.2 and for Tandem in Table 6.3.
For each experiment, we report the result for the probability upper-bounds 10%,
40%, 80% and 100% (c.f. Column B in each table) of the total model probability,
which is given in Table 6.1. Table cells with a content of the pattern “? > x”, for
some value x, mean that the algorithm failed to provide a counterexample for the
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Figure 6.10:
Counterexample generation of P≤8.9536 E−43 (true
both queues f ull) on Tandem – runtime and memory consumption

U ≤100
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Figure 6.11:
Counterexample generation of P≤8.9536 E−43 (true U ≤100
both queues f ull) on Tandem – exploration effort and counterexample quality
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Table 6.1: Characteristics of variants with different sizes of the models Cluster and
Tandem

corresponding bound although it explored already x states and transitions, ran for
x seconds, consumed x KB or found a counterexample with a size x of the entire
STG, respectively. If no counterexample is found at all, then we just put “?” in the
corresponding cell in the counterexample quality table. In the tables reporting the
size of the explored part of the STG, we replace “? >” with an asterisk “∗ x” in the
case of Eppstein’s algorithm. This asterisk indicates that Eppstein has explored
the complete STG and x will not increase. If we are not sure about that we use
“? ≥ x” indicating that STG might be bigger than x.
First, we see that XZ and XUZ scaled very well for almost all model variants.
An exception is the Tandem model with c = 511 where XZ failed to provide a counterexample with the total probability and XUZ failed to provide counterexamples
for probability bounds starting from 80% of the total probability. This observation
is due to the high effort for model checking the provided counterexamples.
XZπ and XUZπ also scaled well for the Cluster model, although their computational costs were higher than that of XZ and XUZ. While XZπ and XUZπ failed to
achieve the total model probability, they came very close to it as additional figures,
which are not reported in the tables, show: For N = 16, XZπ achieved 99.97%
and XUZπ 99.95% of the total probability, for N = 64 they achieved 99.67% and
99.46% and for N = 256 they achieved 96.68% and 96.18%. XZπ and XUZπ did
not scale in the case of the Tandem model as well as in the case of the Cluster
model. While they managed to provide counterexamples for all probability bounds
for c = 31, they failed for c = 127 and c = 511 to provide a counterexample for any
probability bound. This can be explained by the fact that the uniformization rate
of the Tandem model increases rapidly with the value of c as shown in Table 6.1.
This leads to a rapid increase in the length of the π-vectors. Such an effect is not
observable in the Cluster model.
Regarding the Eppstein based approach it is expected that the larger the STG
is the more search effort is required to completely explore it before any counterex-
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(a) Size of Explored STG






























 

 
 
  













 



 

  



  
 
 
 
  




 
   


 
   
 
 

 

(c) Memory Consumption in KB


 


 


 
 
 







 



 

 







 


  
 
 
 

 





 



 



 





 
 
 
 
 
 
 
 
 

(b) Runtime in seconds













 

 



  
  
  
  

























 
 
 
 
 
 
 
 
 




 
 
 
 
 

 

 
 
 




 
 
 
 
 
 
 
 





 
 
 
  
 



 
 
 



 

 

 
 
 
 

(d) Counterexample Quality

Table 6.2: Counterexample generation for P<p (true U ≤100 ¬minimum) on Cluster
with different sizes

amples can be provided. In Table 6.2a we see that Eppstein started to provide
counterexamples for the Cluster models after exploring 19,266 states and transitions for N = 16 and 271,632 for N = 64. For N = 256, it did not deliver any
diagnostic trace after exploring 549,650 states and transitions. In the case of the
Tandem model, although Eppstein succeeded in exploring the whole STG, it failed
in all cases to collect enough diagnostic traces to provide a counterexample for any
probability bound listed in the table. The reason is that in the Tandem model the
probability of single diagnostic paths is very low. The total probability is widely
distributed on a huge number of them. This becomes clear when we consider, for
instance, that Eppstein found, for c = 31, 13 023 diagnostic paths with an accumulated probability of 3.39 e-15 which corresponds to less than 0.0002% of the total
probability.
If we compare XZ with XUZ and XZπ with XUZπ , then we see in the case
of the Tandem model that guiding the search using a heuristic estimate (i.e. in
XZ and XZπ ) significantly reduced the size of the state space portion which has
to be explored to provide a counterexample, see Table 6.3a. This is reflected in a
significant improvement in terms of runtime and memory consumption, see Tables
6.3b and 6.3c. A similar effect, while less significant, can also be observed in the
case of the Cluster model. For both models, using the heuristic estimate results,
in many cases, in providing smaller counterexamples in many cases. This becomes
clear by comparing XZ with XUZ and XZπ with XUZπ in Tables 6.2d and 6.3d. We
hardly notice any advantage in using XZπ or XUZπ instead of XZ or XUZ, either
in guiding the search more effectively or improving the counterexample quality.
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(a) Size of Explored STG


































 






 

 
 
 
 
 
 
  
  


 
 
 
 
   
   
   
   
   
   
   
   


  
  
  
 
  
  
  
  
    
    
    
    

(c) Memory Consumption in KB






 













 
 
 








  

 










 


























(b) Runtime in seconds

 
 
 
 
  
  
  
  
  
  
  
  




























 
 
 

 
 
 


 

 
 




 
 
 
 











 


 
 
 
 









(d) Counterexample Quality

Table 6.3: Counterexample generation for P<p (true U ≤100 both queues f ull) on
Tandem with different sizes

6.6.7

Scalability When Varying The Time-Bound

For all algorithms we expect additional computation effort for larger time bounds.
This even holds XZ, XUZ and Eppstein, where the search itself is actually independent of the time bound. The reason for this is that the larger the time bound is, the
more diagnostic paths are feasible and the higher the total probability. Thus, in the
case of a large time bound, the search algorithm has to explore more of the STG to
achieve a certain percentage of the total probability. This effect is more drastic for
Eppstein’s algorithm since it has to process each diagnostic trace individually. In
the case of XZπ and XUZπ , increasing the time bound increases the length of the
π-vectors. Thus, we expect XZπ and XUZπ to be more sensitive regarding the time
bound than XZ, XUZ and Eppstein.
For the model Embedded we analyse the property that only the main processor
(M) is shut down within a particular time period T , expressed by the path formula
(¬down U ≤T M F ailure). We formulated a heuristic function, which we used in
XZ and XZπ , according to the same idea described in Section 6.6.2. For the FGF
model we checked again the property that the relocation of FRS2 has occurred
first, restricted to a particular time period while using the same heuristic estimate
described in Section 6.6.3. We summarise the model characteristics and model
checking results of both models in Table 6.4. We ran the algorithms for different
time bounds and report the results in Tables 6.5 and 6.6. Both tables are organised
similarly to Table 6.2 and 6.3.
In the example Embedded, while XZ and XUZ scaled for all time bounds, we
observe that the runtime and memory consumption of XZπ and XUZπ rapidly increase in proportion to the time-bound. This rapid increase can not be explained by
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Table 6.4: Characteristics of the models Embedded and FGF and model checking
results for different time bounds
the increase in the size of the STG which the algorithms have to explore. Table 6.5a
shows that XZπ or XUZπ explored an almost equal part of the STG as XZ or XUZ.
Further, comparing Table 6.5a with Tables 6.5b and 6.5c shows that the increase
of runtime and memory consumption is much faster than the increase in the size
of the STG portion which the algorithms explored. The reason for this rapid increase is the growing length of the π-vectors which leads to greater computation
and storage effort. Eppstein explored 19,452 states and transitions in every case,
c.f. Table 6.5a. As expected, the larger the time bound is the more difficult it was
to provide counterexamples.
In the FGF example we can observe similar effects. However, Table 6.6a shows
for T = 1.0 that XZπ and XUZπ explored often much less of the STG than XZ
and XUZ for the same probability bound. This is due to the fact that fπ was a
better guide than f . However, the advantage of the better guide was compensated
by the computational costs of fπ as we can see in Tables 6.6b and 6.6c. For small
time-bounds the use of fπ offers an advantage with respect to the counterexample
quality (see Table 6.6d for T = 1.0).

6.6.8

Impact of Low and High Probabilities

In general, algorithms need more time and more memory to compute counterexamples with higher probabilities. However, the probability is sometimes associated
with a few highly probable diagnostic traces. In such cases, XBF algorithms would
quickly find these traces and cover the whole probability. In other words, the level
of probability does not affect the performance of the algorithms. Instead, the relevant factor is how this probability is distributed on the STG of the model. We
illustrate this effect using the following experiment. We considered the Tandem
model with c = 127. We analysed two different properties, namely the one used
in Section 6.6.5 as well as the property stating the probability that the first queue
becomes full within 100 time units. Checking both properties on the model using
PRISM results in a very low probability of 8.9536 E-43 for the first property, and a
very high probability of 0.99999 for the second one.
The results of the counterexample generation are reported in Table 6.7. We
observe that all algorithms performed better with the second property. From Ta-
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(a) Size of Explored STG








 



















 
  










 





 
 
 























 



 

 

  









 

 

 

 
 
   









 




 
 





 




 
 


 
 
 
 
 


 





 
 
 

 
 



 
 








 
 
 






 







 
 
 
 
 

 

 
 
 
 
 
 
 

(b) Runtime in seconds




  


 
  
 
  
  
  
 
 
 
 





















 
  





 



(c) Memory Consumption in KB



 
 


 
 



 
 


 




 



 

 


 
 

 
 
 



 
 


 
 
 


 
 







 

 

 




 
 







 
 
  
 
 
 
  
 
  
  
  
  
  
  
  

(d) Counterexample Quality

Table 6.5: Counterexample generation for P<p (¬down U ≤T M F ailure) on Embedded for different time bounds









 


























 

 
 
  

 

    


 
   




 
 

 

 


 
   

 
 
   








   



   

  
  
  







 
   



   
  
  
  
  






   
   
   
   
  
  
  
  
  
  
  
  
   
   
   
   



























 



(a) Size of Explored Part










 


























 





 










 
 

 

 
 








 

 
 




 
 
 






 
 






 
 
 
 





(c) Memory Consumption
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(d) Couterexample Quality

Table 6.6: Counterexample generation for P<p (relocF RS2 = 0 ∧ degF RS2 = 0 ∧
degF GF R = 0 U ≤T relocF RS2 = 1) on FGF for different time bounds
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(c) Memory Consumption



















 
 




 


  



 









(b) Runtime

       








     


(a) Size of Explored Part



     




 




 
 





 

       




 











     





 
 




 
 
 



 
 




 
 
 



 


 

(d) Couterexample Quality

Table 6.7: Counterexample generation for P≤p (true U ≤100 both queues f ull) and
P≤p (true U ≤100 f irst queues f ull) on Tandem (c = 127)

ble 6.7a, we see that in particular XBF based algorithms explored in the case of
the second property much less of the STG than in the case of the first one. For the
first property, XZ explored 22,718 and XUZ explored 52,631 states and transition
while XZπ and XUZπ failed even to explore the needed part. Meanwhile, all XBF
based algorithms provided a counterexample for the second property with 100% of
the total probability after exploring between 6,614 and 7,304 states and transitions.
The reason for this is that the total probability of the first property is distributed
over a large number of diagnostic traces, and that each of these traces has a very
low probability. Thus, the algorithms had to explore more from the STG to cover
the needed diagnostic traces in order to form a counterexample with a certain probability. Eppstein explored almost the same number of states and transitions for
both properties. It succeeded in providing counterexamples for a probability of
up to 80% of the total probability in the case of the second property. However,
it failed to provide a counterexample with any noticeable probability for the first
property. The explanation for this phenomenon is that Eppstein’s algorithm was
engaged in collecting the diagnostic traces with low individual probabilities. For
example, it collected 2,887 diagnostic paths in the case of the first property. The
accumulated probability of these paths is ignorable. On the other hand, the 2,887
diagnostic paths first selected for the second property carry about 85% of the total
probability.

6.7. Counterexamples for MRMC

6.6.9
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Summary

We illustrated in our experiments that XBF based algorithms allow for a very
efficient and scalable counterexample generation. The KSP based approach, which
needs to explore the whole STG before it can provide any counterexamples, is
only applicable to small models. We observed that the usage of fπ improved the
counterexample quality in some cases but its computation is very expensive. In
contrast to XZ and XUZ, XZπ and XUZπ were either inefficient or failed to provide
the desired results. This occurred particularly in the case of models with large
uniformization rate and properties with large time bounds. On the other hand,
XZ and XUZ scaled for very large models and for very large time bounds. From a
practical point of view, we recommend using XZ and XUZ, although, the evaluation
function fπ is theoretically interesting. We also saw that guiding the search using a
heuristic function h in many cases results in an improvement in terms of performance
and counterexample quality. In some cases, this improvement is so significant that
it determines the scalability of the algorithm, for instance in the Tandem model
with c = 511.

6.7

Counterexamples for MRMC

The Markov Reward Model Checker (MRMC) [KKZ05] is a model checker for
DTMCs and CTMCs. MRMC operates completely on the explicit-state space unlike PRISM, which uses symbolic data structures. This makes it easier for our
explicit-state search algorithms to benefit from the information which MRMC attaches to the states during the model checking. The search algorithm then can use
this information to guide the search. MRMC computes a probability vector p̄ when
it is used to check a property P./p (ϕ) on a Markov chain M. The vector p̄ indicates
the probability of all paths which start at s and satisfy ϕ for each state s. Formally,
it holds that
p̄(s) = P rM
s (ϕ).
This probability indicates the likelihood of reaching a target state starting from
s. The vector p̄ can be used to guide the search algorithm along the states which
lead to target states with high probability. We can easily do that by using p̄ as a
heuristic function. We set h = p̄ in the evaluation function of XZ 2 . It is important
to remark here that this heuristic will be available as a side product of the model
checking step without additional effort. It is also produced automatically, without
any human interaction.
We show some experimental results of this technique in the following two sections.
2
The idea of using p̄ as a heuristic is a result of personal discussion with Tinting Han and
Joost-Pieter Katoen from RWTH Aachen.
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MRMC Model of Embedded Control System

We examine the Embedded model from Section 6.6.2 after converting it to MRMC.
We applied XUZ and XZ along with the heuristic described above. The results
are shown in Figures 6.12 and 6.13. We observe that the heuristic caused a minor
disadvantage in terms of runtime (see Figure 6.12a). The heuristic improved both
the memory consumption and counterexample quality as shown in Figures 6.12b
and 6.13b.

6.7.2

MRMC Model of the Dynamic Power Management System

Now we consider the Power case study from Section 6.6.4. Again we applied XUZ
and XZ to the MRMC heuristic. The results are illustrated in Figures 6.14 and
6.15. We notice here a significant advantage of using the heuristic with respect to
memory consumption. The reason for this is the effective guidance of the heuristic.
This is confirmed by Figure 6.15a which shows that XZ explores significantly smaller
part of the STG than XUZ does. Furthermore, the MRMC heuristic does not cause
any disadvantage regarding the counterexample quality as shown in Figure 6.15b.
Unlike the manual heuristic in Section 6.6.4, the counterexamples provided by XZ
here have the same quality as those provided by XUZ.

6.7. Counterexamples for MRMC
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Figure 6.12: Counterexample generation for P≤3.0726 E−4 (true U ≤3,600 down) on
Embedded (MRMC) – runtime and memory consumption
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Figure 6.13: Counterexample generation for P≤3.0726 E−4 (true U ≤3,600 down) on
Embedded (MRMC) – exploration effort and counterexample quality
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Figure 6.14: Counterexample generation for P<0.014725297 (true U ≤800 lost = 100)
on Power (MRMC) – runtime and memory consumption
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Figure 6.15: Counterexample generation for P<0.014725297 (true U ≤800 lost = 100)
on Power (MRMC) – exploration effort and counterexample quality
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Introduction

The k-shortest-paths problem (KSP) is a generalised form of the SP problem (see
Section 5.3.2). Here one is interested in finding the k shortest paths from the initial
state to a target state for an arbitrary natural number k. Application domains of
the KSP problems include sequence alignment and many other optimisation applications in logistics, financial analysis, etc. In Section 4.4.3 we show that the
generation of counterexamples for PCTL and CSL can also be presented as an instance of the KSP problem. Although we propose an efficient method based on
XBF for generating counterexamples as diagnostic subgraphs in Chapter 6, it is
still worthwhile to examine the problem from this point of view for several reasons
as we demonstrate in Chapter 8. Eppstein’s algorithm, which is the most efficient
KSP algorithm published to date, does not scale to large models like those we would
like to deal with (see experimental results in Section 6.6). As a result, we developed
a heuristics guided, directed KSP algorithm, which we refer to as K∗ .
Without loss of generality, we retain our focus on the notations of state transition graphs, although KSP is a general problem with a wide range of applications.
Literature on the KSP usually assumes the existence of a single target state t̂. This
assumption provides no real restriction as several target states can be unified within
a single state by the addition of an extra state and transitions which run from each
target state to this new state. Then, the new state is used as a unified target state.
In many applications, including counterexample generation, the number k is
unknown at the beginning of the search. Subsequently, in this chapter we focus
on algorithms which do not demand k to be given in advance. Such algorithms
enumerate ŝ to t̂ paths in a non-decreasing order with respect to their length. The
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user does not need to specify k in advance but she/he can decide at any time to
stop the algorithm when enough solution paths are delivered.
In the remainder of this chapter, we use n and m to refer to the number of states
and transitions in the given graph. Moreover, let Π(ŝ, t̂) denote the set of all ŝ-t̂
paths.

7.2

Classical Algorithms for KSP

Quite a few approaches to solve the problem of the KSP, or variants of it, have
been published to date. Extensive reviews of the literature can be found in
[Dre68, Epp98]. Several variations of the KSP have been studied. In some works,
the solution paths are restricted to be simple which means that no states are repeated along the paths. In others solution paths must be disjoint in vertices or
edges. We consider here the variant of the KSP problem where loops are allowed.
The most advantageous approach for solving this problem with respect to the worstcase runtime complexity is the algorithm presented by Eppstein [Epp98]. Another
approach called the recursive enumeration algorithm (REA) is presented in [JM99].
The asymptotic complexity of this algorithm is worse than that of Eppstein’s algorithm. The authors claim that REA performs better than Eppstein’s algorithm
in practice. The authors later presented a lazy version of Eppstein’s algorithm,
referred to as Lazy Eppstein [JM03]. It maintains the same asymptotic complexity
as Eppstein’s original algorithm but nevertheless improves the performance of Eppstein’s algorithm in practice. We explain these three algorithms separately in the
following sections.

7.2.1

Eppstein’s Algorithm

Eppstein’s algorithm first applies Dijkstra’s algorithm (cf. Section 5.3.2) to the
given state transition graph G in reverse. The search starts at the target t̂ and
traces the transitions back to their origin state. The result is a “reversed” shortest
path tree T rooted at t̂. This tree is formed by the shortest path from any state
in G to t̂. Subsequently, using an implicit representation, a special data structure
called path graph P(G) is used to save all paths through G. Finally, the k shortest
paths are delivered by applying a further Dijkstra search to P(G).
A central notion here is that of a sidetrack edge: a transition (u, v) either belongs
to the shortest path tree T , in which case we call it a tree edge; otherwise we call it
a sidetrack edge.
Example 6. Figure 7.1 shows a simple graph. Let s0 be the initial state and s4 be
the target state. The reversed shortest path tree is highlighted by heavy lines. The
edges which belong to this tree are tree edges. The other edges, which are drawn
with thin lines, are sidetrack edges.
For any ŝ-t̂ path π, we denote as ξ(π) the subsequence of sidetrack edges which are
taken in π. As Eppstein shows, π can be unambiguously described by the sequence
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Figure 7.1: Example for the notions of tree and sidetrack edges
ξ(π). Formally, the mapping of ξ is injective. Consequently, there is an injective
inverse (partial) mapping χ so that χ(ξ(π)) = π. The mapping of χ manifests
this unique way of completing the sequence of sidetrack edges ξ(π) by adding the
missing tree edges in order to obtain π.
Example 7. We consider again the graph from Figure 7.1. Let π be the path
s0 s1 s2 s4 . Then, it holds that:
ξ(π) = h(s1 , s2 )i
From the sequence h(s1 , s2 )i we can obtain the preimage χ(h(s1 , s2 )i) = π as follows.
We start at the target state s4 . We add the tree edge (s2 , s4 ). We notice here that
s2 is the destination state of the sidetrack edge (s1 , s2 ). Hence, we add the sidetrack
edge (s1 , s2 ). We subsequently add the tree edge (s0 , s1 ). This results in completing
the path π = s0 s1 s2 s4 . The length of π is equal to 7 whereas the length of the
shortest path s0 s1 s4 is 4.
The notion of a sidetrack edge is interesting because any such transition (u, v) ∈
G − T may lead to take a certain detour instead of the shortest path. Sidetrack
edges are therefore closely related to the notion of opportunity costs as they are
based upon the taking of an alternate path as opposed to a given ŝ-t̂ path. The path
graph P(G) is a very complex structure. It is very similar to the path graph used in
K∗ which we will explain in details in Section 7.3.3. At this point it is sufficient to
know that P(G) is a directed weighted graph. Its nodes represent sidetrack edges
of G. The nodes are organised in P(G) using a heap landscape. The structure of
P(G) ensures that a shortest path in P(G) results in sequences of sidetrack edges
which correspond to the shortest ŝ-t̂ paths in G.
Eppstein’s algorithm maintains an asymptotic worst-case runtime complexity of
O(m + n log n + k log k). Some optimisations based on results from [Fre91, Fre93]
result in a worst-case runtime complexity of O(m + n log n + k). The space effort
of Eppstein’s algorithms is divided between
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(a) O(m + n) space used by Dijkstra’s search to determine the shortest path tree,
(b) O(m + n log n) space needed for the path graph and
(c) O(k) space needed to select the k shallowest nodes in P(G) from which the k
shortest paths are constructed.
This results in a total worst-case space complexity of O(m + n log n + k).

7.2.2

Lazy Variant of Eppstein

Constructing the path graph in Eppstein’s algorithm is one of the most expensive
steps of the algorithm. In [JM03], the authors propose a lazy way to construct this
structure. The idea is to construct only those parts of the path graph which are
necessary for selecting the sought k ŝ-t̂ paths. More precisely, a heap of P(G) is
only constructed when it is needed.
This lazy variant of Eppstein’s algorithm maintains the same asymptotic worstcase complexity with respect to both runtime and space. However, it has a significant performance advantage in practice. Whenever we refer to Eppstein’s algorithm
in the remainder of this dissertation, we mean the lazy variant of it.

7.2.3

Recursive Enumeration Algorithm

The recursive enumeration algorithm (REA) [JM99] allocates to each state a heap
of candidate paths from the initial state to that state. First, a shortest path tree
from the initial state to each state is computed, for example using Dijkstra search.
Then, the algorithm assigns to each state a heap of candidate paths. For each state,
the heap of candidates contains at the begining only the tree path to this state. The
algorithm recursively computes every new ŝ-t̂ path using a recursive procedure called
N extP ath. This procedure computes for a state v the next shortest path from ŝ to
v as follows. Let u be the predecessor of v in the previous shortest ŝ-v path. The
next shortest ŝ-u path πu is computed by a recursive call of N extP ath. Then, the
path πu v is added into the heap of candidates belonging to v. The next shortest ŝ-v
path is the head of the heas which means the candidate with the minimum length.
After a shortest path tree is computed, which can be done in O(m + n log n)
time, REA algorithm finds k shortest ŝ-t̂ path within O(m + kn log(m/n)).

7.3

K∗ : A Directed Algorithm for KSP

All algorithms presented in Section 7.2 require the complete problem graph G to
be available when the search starts. They also require that an exhaustive search
is performed initially on G in order to determine the shortest path tree. This is
a major performance drawback, particularly if G is large. In order to solve this
problem we developed a directed algorithm called K∗ which maintains the same
asymptotic worst-case complexity as Eppstein’s algorithm in terms of both runtime
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and space. Furthermore, K∗ has the following major advantages over the existing
KSP algorithms cited above:
• K∗ performs on-the-fly in the sense that it does not require the graph to be
explicitly available and to be stored in the main memory. It partially generates
and processes the graph as the need arises.
• K∗ takes advantage of the heuristics-guided search, which often leads to significant improvements in terms of memory and runtime effort.
The design of K∗ was inspired by Eppstein’s algorithm. As in Eppstein’s algorithm, K∗ performs a shortest path search on G and uses a graph structure P(G).
The path graph is searched using Dijkstra in order to determine the ŝ-t̂ paths in
the form of sidetrack edge sequences. However, as mentioned before, K∗ is designed
to perform on-the-fly and to be guided by heuristics. The main design principles of
K∗ are the following:
1. We apply A∗ (cf. Section 5.3.2) to G instead of the backwards Dijkstra construction in Eppstein’s algorithm.
2. We execute A∗ on G and Dijkstra on P(G) in an interleaving fashion, which
allows Dijkstra to deliver solution paths prior to the the completion of the
search of G by A∗ .
In order to accommodate this design we have to make some adaptations to the
structure of P(G).

7.3.1

A∗ Search on G

K∗ applies the A∗ search to the state transition graph G in order to determine a
search tree T . We will show that K∗ is correct although the search tree of A∗ is not
in general a shortest path tree. Unlike Eppstein’s algorithm, in K∗ , A∗ is applied
to G in a forward manner, which yields a search path tree T rooted at the start
vertex ŝ. This is necessary in order to be able to work on the implicit description of
the problem graph G using the successor function succ. Each transition discovered
during the A∗ search of G will immediately be inserted into the graph P(G), the
structure of which will be explained next.
Example 8. If we apply K∗ to the graph from Figure 7.1, then A∗ yields to a search
tree such as the one shown in Figure 7.2. Tree edges are drawn with heavy lines
whereas sidetrack edges are drawn with thin lines. Unlike the reversed shortest path
tree shown in Figure 7.1, the search tree of A∗ is a forward tree rooted at the initial
state s0 .

7.3.2

Detour

As mentioned before, a sidetrack edge may lead to take a certain detour instead
of the shortest path. We can measure this detour using the detour function δ.
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Figure 7.2: Search tree of A∗
For a transition (u, v), δ(u, v) indicates the disadvantage of taking this transition
in comparison to the shortest ŝ-t̂ path via v. Neither the length of the shortest
ŝ-t̂ path through v nor the length of the ŝ-t̂ path which includes the sidetrack
edge (u, v) are known when (u, v) is discovered by A∗ . Both lengths can only be
estimated using the evaluation function f . Let f (v) be the f -value of v according
to the search tree T and fu (v) be the f -value of v according to the parent u, i.e.,
fu (v) = g(u) + c(u, v) + h(v). Then, δ(u, v) is then defined as:
δ(u, v) = fu (v) − f (v)
= g(u) + c(u, v) + h(v) − g(v) − h(v)
= g(u) + c(u, v) − g(v)

7.3.3

(7.1)

Path Graph Structure

The structure P(G) will be a directed graph, the vertices of which correspond to
transitions in the state transition graph G. The path graph P(G) is organised as a
heap landscape. Two binary min heap structures are assigned to each state v in G,
namely an incoming heap Hin (v) and a tree heap HT (v). These heap structures are
the basis of P(G). The incoming heap Hin (v) contains a node for each incoming
sidetrack edge of v which has been discovered. The nodes of Hin (v) will be ordered
according to the δ-values of the corresponding transitions. The node possessing the
transition with minimal detour is placed on the top of the heap. We constrain the
structure of Hin (v) so that its root, unlike all other nodes, has one child at most.
We denote the root of Hin (v) as rootin (v). Moreover, we refer to the incoming tree
edge of v as edgeT (v).
Example 9. Figure 7.3 illustrates the incoming heaps of the graph from Figure 7.2.
The numbers attached to the heap nodes are the corresponding δ-values.
The heap HT (v), for an arbitrary state v, is built as follows. If v is the initial
state, i.e. v = ŝ, then HT (ŝ) is created as a fresh empty heap. Then, rootin (ŝ)
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Figure 7.3: The incoming heaps of the graph from Figure 7.2
is added into it, if Hin (ŝ) is not empty. If v is not the initial state, then let u
be the parent of v in the search tree T . The tree heap HT (v) is constructed by
inserting rootin (v) into HT (u) if Hin (v) is not empty. Beside the pointers attached
to rootin (v) when it is added into HT (u), we ensure that rootin (v) keeps referring
to its only child in Hin (v). The insertion of rootin (v) into HT (u) is done in a
non-destructive fashion as explained in [Epp98]. In other words, the insertion is
performed in such a way that the structure of HT (u) is preserved. This is done
by creating new copies of the heap nodes which lie on the updated path in HT (u).
In this way the heap HT (u) will not be changed. In order to simplify matters we
can imagine that HT (v) is constructed as a copy of HT (u) into which rootin (v) is
added. If Hin (v) is empty, then HT (v) is identical to HT (u). We refer to the root
of HT (v) as R(v).
Example 10. Figure 7.4 illustrates the tree heaps of the graph from Figure 7.2.
The numbers attached to the heap nodes are the corresponding δ-values. We denote
the newly created or copied nodes using astriks. HT (s0 ) is empty since s0 has no
incoming sidetrack edges at all. The heap HT (s1 ) is constructed by adding rootin (s1 )
into HT (s0 ) since s0 is the predeccessor of s1 in the search tree. Notice that the
heap HT (s0 ) is preserved. The heap HT (s2 ) is built in the same way as HT (s1 ).
Notice that rootin (s2 ) = (s1 , s2 ) has a child in Hin (s2 ) which is the node (s3 , s2 ), cf.
Figure 7.3. This child presists after adding rootin (s2 ) into the tree heap. The heap
HT (s3 ) is identical to the heap HT (s2 ) since Hin (s3 ) is empty, cf. Figure 7.3. The
heap HT (s4 ) is constructed by adding rootin (s4 ), i.e. (s2 , s4 ), into the heap HT (s1 ).
Notice that s1 is the predecessor of s4 in the search tree.
The final structure of P(G) is derived from the incoming and tree heaps as
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Figure 7.4: The tree heaps of the graph from Figure 7.2
follows. To each node n of P(G) carrying a transition (u, v), we attach a pointer
referring to RT (u). We call such pointers cross edges, whereas the pointers which
arise from the heap structures are called heap edges. Moreover, we add a special
node ∗ to P(G) with a single outgoing cross edge to R(t̂). As from now, when we
refer to paths in P(G), we mean paths in P(G) which start at ∗. Furthermore,
we define a length function ∆ on the edges of P(G). Let (n, n0 ) denote an edge in
P(G), and let e and e0 denote the transitions from G corresponding to n and n0 .
Then we define ∆(n, n0 ) as follows:
0

∆(n, n ) =



δ(e0 ) − δ(e),
δ(e0 ),

(n, n0 ) is a heap edge
(n, n0 ) is a cross edge

(7.2)

Similar to [Epp98], we can deduce that all nodes, which are reachable from R(v) for
any state v, form a 3-heap HG (v) that is ordered according to the δ values. This
heap order implies that ∆ is not negative, i.e. ∆(n, n0 ) ≥ 0, for any edge (n, n0 ) in
P
P(G). The length of path σ, i.e. len(σ), is equal to e∈σ ∆(e).
Example 11. Figure 7.5 shows the final path graph obtained from the graph from
Figure 7.2. Notice that the weights are now assigned to the edges. These weights
are computed according to the weighting function ∆.
An arbitrary path σ = n0 → . . . → nr through the path graph P(G) (starting
at ∗, i.e., n0 = ∗) can be interpreted as a recipe for constructing a unique ŝ-t̂
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Figure 7.5: The path graph of the graph from Figure 7.2
path. Each cross edge (ni , ni+1 ) in σ represents the selection of the sidetrack edge
associated to ni . The same holds if ni is the last node of σ. A heap edge (ni , ni+1 )
represents considering the sidetrack edge associated with the node ni+1 instead of
the one associated with ni . Based on this interpretation we derive from σ a sequence
of transitions seq(σ) using the following procedure. At the beginning, let seq(σ)
be an empty sequence. Then, we iterate over the edges of σ. For each cross edge
(ni , ni+1 ) in σ, with ni 6= ∗, we add to seq(σ) the transition associated with ni .
Finally, we add to seq(σ) the transition associated with the last node of σ, i.e. nr .
The structure of P(G) ensures that seq(σ) represents a valid ŝ-t̂ path. Formally,
seq(σ) is in the range of the mapping ξ. The full ŝ-t̂ path is χ(seq(σ)). In other
words, we obtain the full ŝ-t̂ from seq(σ) by completing it with the possibly missing
tree edges up to ŝ.
Example 12. We consider the path graph shown in Figure 7.5. Let σ be the path
∗ → (s2 , s4 ) → (s1 , s1 ) → (s1 , s1 ). Then, it holds that:
seq(σ) = h(s1 , s1 ), (s1 , s1 )i.
Completing this sidtrack edge sequence with tree edges as described above results in
the path s0 s1 s1 s1 s4 .
The structure of P(G) ensures that two different paths in P(G) induce two
different sequences of sidetrack edges and, consequently, two different ŝ-t̂ paths in
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G. Altogether, we get a one-to-one correspondence between ŝ-t̂ paths in G and
paths in P(G). We formally prove this fact in Lemma 2, we consider the following
example.
Lemma 2. The mapping p = χ ◦ ξ from paths in P(G) starting at ∗ and ŝ-t̂ paths
in G is (a) well-defined and (b) bijective.
Proof. First we prove the well-definedness of p. Afterwards we show that p is
injective and surjective.
Well-Definedness: Let σ be a path in P(G) starting at ∗. We show that there
is a path π ∈ Π(ŝ, t̂) such that ξ(π) = seq(σ). This implies that seq(σ) ∈ ξ(Π(ŝ, t̂)).
Since χ is the inverse mapping of ξ, χ(seq(σ)) is defined. This means that p is
well-defined.
We begin with the single state t̂, i.e., π = t̂. Let (u, v) be the first transition
in seq(σ). Then, (u, v) is contained in HG (t̂) as it otherwise could not be the first
element in seq(σ). From that we conclude that there is a path in the search tree
T from v to t̂. Thus, there is a unique way of prepending tree edges to π until v
is reached, i.e., until f irst(π) is equal to v. Afterwards, we prepend the transition
(u, v) to π. Further, for each successive pair of transitions (u, v) and (q, r) in seq(σ),
it must be that (q, r) belongs to HG (u). This means, that there is a path in T from
r to u. We prepend the transitions of this tree paths followed by the sidetrack
edge (q, r). We then repeat this step until all transitions from seq(σ) are handled.
Afterwards, we repeatedly prepend the tree edge of f irst(π) until the start vertex
ŝ is reached, i.e., f irst(π) = ŝ. As a result, the constructed path π runs from ŝ to
t̂ using no sidetrack edges but the ones from seq(σ). This means, the result is a
solution path π such that ξ(π) = seq(σ).
Injectivity: First, we show that p is injective. Let σ and σ 0 be two different
paths in P(G) starting at ∗. Since χ is injective, it is sufficient to show that
seq(σ) 6= seq(σ 0 ). The idea is to show that it is not possible that the tails of σ
and σ 0 , i.e., the parts following their common prefix, induce the same sequence of
sidetrack edges. Let m be the last node in the common prefix of σ and σ 0 .
1. One of the paths ends at m. Without loss of generality, let σ 0 end at m and
let σ have a postfix after m. Let n, be the next node in σ after m. If (m, n) is
a cross edge, then it leads to a heap HG (q) from which a sidetrack edge will
be added to seq(σ). Hence, we get seq(σ) 6= seq(σ 0 ). If (m, n) is a heap edge,
then σ ends or leaves the heap, which contains m, at another node than m
because heaps are acyclic. Consequently, seq(σ) 6= seq(σ 0 ) holds in this case
too.
2. Neither σ nor σ 0 ends at m. This implies that σ and σ 0 branch away from each
other with two different edges, say (m, n) and (m, n0 ). Note that this case can
not occur if m = ∗, since ∗ has exactly one outgoing edge. Furthermore, it is
not possible that both (m, n) and (m, n0 ) are cross edges because any node in
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P(G) has, by construction, at most one outgoing cross edge. Hence, we have
the following two cases:
(a) Both edges (m, n) and (m, n0 ) are heap edges. In this case, the last
nodes touched by σ and σ 0 before the end or the next cross edge must
differ from each other, because heaps are acyclic. Thus, it holds that
seq(σ) 6= seq(σ 0 ).
(b) Now, we assume that one edge, say (m, n) w.l.o.g., is a cross edge and
the other is a heap edge. Again, because heaps are acyclic, the last node
touched by σ 0 before either its end or the next cross edge is different from
m. Then, the sidetrack associated to m will be the next sidetrack edge
added to seq(σ) but not to seq(σ 0 ). This means that seq(σ) 6= seq(σ 0 ).
Altogether, we conclude that seq(σ) 6= seq(σ 0 ). This means that p is injective.
Surjectivity: Now, we show that p is surjective. Let π be an ŝ-t̂ path in G. We
need to determine a path σ starting at ∗ such that p(σ) = π. That means we need
to determine a path σ with seq(σ) = ξ(π). Remember that P(G) is constructed
incrementally. In order to determine the sought path σ we need to assume that π
has been completely explored by A∗ , which implies that all sidetrack edges taken
by π are already included in P(G).
If ξ(π) is empty, then, σ = ∗ is the sought path. When ξ(π) consists of one
sidetrack edge (u, v), we then know that there is a path in T from v to t̂ since π
leads to t̂. Hence, we know that (u, v) belongs to HG (t̂). This simply means that
the path σ must exist inside HG (t̂) between R(t̂) and (u, v). Then, it holds that
seq(σ) = ξ(π).
If ξ(π) = he1 , . . . , er i with r > 1, then, from the induction over r, we can assume
that P(G) contains path σ1 from R(t̂) to the node corresponding to e2 such that
seq(σ1 ) = he2 , . . . , en i. We write e2 and e1 as e1 = (q, r) and e2 = (u, v). By
construction, there is a path in T from r to u. Hence, (q, r) belongs to the heap
HG (u). This means 2w that there is a σ2 inside HG (u) from R(u) to (q, r). Note
that seq(σ2 ) = he1 i. Now, let σ = σ1 σ2 be the path obtained by concatenating σ1
and σ2 . Then it is easy to show that seq(σ) = ξ(π).
That means for any ŝ-t̂ path in G, there is a path σ in P(G) starting at ∗ with
seq(σ) = ξ(π). This implies that χ(seq(σ)) = χ(ξ(π)), which means that:
p(σ) = π.
Thus, p is surjective.

From Lemma 2 we easily imply the following corollary.
Corollary 1. There is a one-to-one correspondence between paths in P(G) starting
at ∗ and ŝ-t̂ paths in G.
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Now, we establish a correlation between the length of a path in P(G) and the
corresponding ŝ-t̂ path in G. To this end, we state the following two lemmata.
Lemma 3. Let σ be a path in P(G) starting at ∗.
P
e∈seq(σ) δ(e).

It holds that len(σ) =

Proof. We consider the subsequences σ0 , . . . , σr which we get by splitting σ at cross
edges. More precisely, each σi starts with a cross edge and continues with only heap
P
edges. Then, for each σi it holds that e∈σi ∆(e) = δ(ei ), where ei is the transition
associated to the last node of σi .
len(σ) =

X

∆(e) =

e∈σ

r
X

δ(ei ).

i=0

Note that seq(σ) is equal to the transition sequence he0 , . . . , er i. Then, it holds
that:
X
len(σ) =
δ(e).
e∈seq(σ)

Lemma 4. Let σ be a path in P(G) starting at ∗. If h is admissible, then it holds
that
len(p(σ)) = C ∗ (ŝ, t̂) + len(σ).
Proof. Let π = p(σ). We write π as π = v0 → . . . → vn with v0 = ŝ and vn = t̂.
Then, consider
P
P
δ(e)
δ(e) =
=

e∈π
n−1
P

=

i=0
n−1
P

e∈ξ(π)

δ(vi , vi+1 )
g(vi ) + c(vi , vi+1 ) − g(vi+1 )

i=0

= g(v0 ) +
= g(ŝ) +

n−1
P

c(vi , vi+1 ) − g(vn )

i=0
n−1
P

c(vi , vi+1 ) − g(t̂)

i=0

Presuming that h is admissible, it holds that g(t̂) = C ∗ (ŝ, t̂). Further, it holds that
g(ŝ) = 0. Then, we get that
X

δ(e) =

c(vi , vi+1 ) − C ∗ (ŝ, t̂).

i=0

e∈ξ(π)

Note that ξ(π) = seq(σ) and

n−1
X

Pn−1
i=0

c(vi , vi+1 ) = len(π). Then, we derive

δ(e) = len(π) − C ∗ (ŝ, t̂)
e∈seq(σ)
P
⇒ len(π) = C ∗ (ŝ, t̂) +
.
P

e∈seq(σ)
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Due to Lemma 3, we conclude that:
len(π) = C ∗ (ŝ, t̂) + len(σ).

This means that the length of σ is equal to the distance penalty of p(σ) compared
to the shortest ŝ-t̂ path. We now know that shorter P(G) paths lead to shorter
ŝ-t̂ paths. This property enables computing shortest ŝ-t̂ paths using Dijkstra for
shortest path on P(G) starting at ∗.

7.3.4

The Algorithmic Structure of K∗

The algorithmic principle of K∗ is as follows. We execute A∗ to search in G and
Dijkstra to search in P(G) in an interleaving fashion as follows. First, we run A∗
on G until the target state t̂ is found. Then, we run Dijkstra on the available
portion of P(G). If Dijkstra finds k shortest paths, then K∗ terminates successfully.
Otherwise, A∗ is resumed to explore a bigger portion of G and, thereafter, Dijkstra
is resumed to search on the incremented P(G). We repeat this process until Dijkstra
succeeds in finding k shortest paths.
Algorithm 5 contains the pseudocode of K∗ . The code from Line 8 to Line 25
manifests a K∗ iteration. The loop terminates when the search queues of both algorithms A∗ and Dijkstra are empty. The lines before Line 8 contain preparation
work. After some initialisation statements, A∗ is started at Line 5 until t̂ is selected
for expansion. If t̂ is not reachable, then the algorithm terminates without a solution. Otherwise, the algorithm adds ∗, which is the designated root of P(G), into
the Dijkstra’s search queue. Afterwards, K∗ starts to iterate.
K∗ maintains a scheduling mechanism to control whether A∗ or Dijkstra should
be resumed. If the queue of A∗ is not empty, which means that A∗ has not yet
finished exploring the whole graph G, then Dijkstra will be resumed if and only if
g(t̂) + d ≤ f (u) (c.f. Line 13). The value d is the maximum d value of all successors
of the head of Dijkstra’s search queue n. The state u is the head of the search
queue of A∗ . If Dijkstra’s search queue is empty or g(t̂) + d > f (u), then A∗ will be
resumed in order to explore a bigger portion of G (c.f. Line 14). How long we let
A∗ run is a trade off. If we run it only for a short time we give Dijkstra the chance
to find the needed number of paths sooner once they are available in P(G). On
the other hand, we cause an overhead by switching between A∗ and Dijkstra. Note
that after resuming A∗ at Line 14, the structure of P(G) may change. Thus, we
need to refresh P(G) at Line 15. This requires a subsequent inspection of the status
of Dijkstra’s search. We have to ensure that Dijkstra’s search retains a consistent
status after the changes in P(G). K∗ stipulates a condition which governs the
decision of when to stop A∗ . We refer to this condition as extension condition. In
order to maintain the same runtime complexity as Eppstein’s algorithm we have
to define the extension condition so that A∗ runs until the number of closed states
is doubled or G has been searched completely. We will discuss this issue in more
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Algorithm 5: The K∗ Algorithm
Data: A state transition graph given by its initial state ŝ ∈ S and its
successor function succ and a natural number k
Result: A list R containing k sidetrack edge sequences representing k
solution paths
1 openD ← empty priority queue.
2 closedD ← empty hash table.
3 R ← empty list.
4 P(G) ← empty path graph
5 Run A∗ on G until t̂ is selected for expansion.
6 if t̂ was not reached then Exit without a solution.
7 Add ∗ into openD .
8 while A∗ queue or openD is not empty do
9
if A∗ queue is not empty then
10
if openD is not empty then
11
Let u be the head of the search queue of A∗ and n the head of
openD .
12
d ← max{ d(n) + ∆(n, n0 ) | n0 ∈ succ(n) }.
13
if g(t̂) + d ≤ f (u) then Go to Line 17.
14
15
16
17
18

19
20
21
22
23
24
25
26

Resume A∗ in order to explore a larger portion of G.
Refresh P(G) and bring Dijkstra’s search into a consistent status.
Go to Line 8.
if openD is empty then Go to Line 8.
Remove from openD and place on closedD the node n with the minimal
d-value.
foreach n0 referred by n in P(G) do
d(n0 ) := d(n) + ∆(n, n0 )
Attach to n0 a parent link referring to n.
Insert n0 into openD .
Let σ be the path in P(G) via which n was reached.
Add seq(σ) at the end of R.
if |R| = k then Go to Line 26.
Return R and exit.

detail later on in this section. Other conditions can be more effective in practice.
In our experiments in Section 7.5 we define the extension condition so that the
number of closed states or the number of explored transitions grows by 20 percent
in each run of A∗ . The scheduling mechanism is enabled as long as A∗ remains
incomplete. Once A∗ has explored the entire graph G (c.f. if -statement at Line 9)
the scheduling mechanism is disabled and only Dijkstra will be executed.
The lines from 18 to 22 represent the usual node expansion step of Dijkstra.
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Note that when a successor node n0 is generated, K∗ does not check whether n0
has previously been visited. In other words, every time a node is generated it is
considered as a new node. This strategy is justified by the observation that a ŝ-t̂
path may take the same transition several times. Line 24 adds the next ŝ-t̂ path into
the result set R. This is done by constructing the sidetrack edge sequence seq(σ)
from the path σ through which Dijkstra reached the node n which has just been
expanded. The algorithm terminates when k sidetrack edge sequences are added
into R (c.f. Line 25).
The fact that both algorithms A∗ and Dijkstra share the path graph P(G)
gives rise to concerns regarding the correctness of the Dijkstra’s search on P(G).
Resuming A∗ results in changes in the structure of P(G). Thus, after resuming
A∗ , we refresh P(G) and inspect the status of Dijkstra’s search, see Line 15 in
Algorithm 5. A∗ may add new nodes, change the δ-values of existing ones or even
remove ones. It can also significantly change the search tree T which destroys,
in the worst case, the structure of all HT heaps. This would make the previous
Dijkstra’s search on P(G) useless. This means that, in the worst case, we have
to fully reconstruct P(G) and restart Dijkstra from scratch. We will study the
impact this has on the runtime complexity of K∗ in Section 7.4.3. However, if the
used heuristic is admissible we find ourselves in an improved situation. We may
still need to restructure the P(G) considerably, but we do not lose the results of
Dijkstra’s search thus far. In the remainder of this section, we first examine all
possible adjustments to P(G) which A∗ is capable of initialising. After this, we
show, in cases where the heuristic h is admissible, that the subsequent changes do
not influence the segment which Dijkstra has already explored. In other words,
the correctness of Dijkstra is maintained. However, as we will see, the changes in
P(G) can interfere with the completeness of Dijkstra’s search. We activate some
mechanism, described below, to ensure the completeness is maintained.
Only through the exploration of some transition A∗ is able to influence the
structure of P(G). This can lead to inserting a new node, updating the δ-value of
or removing an existing node. When A∗ explores a transition such as (u, v) and
ascertains that it is a sidetrack edge or (u, v) was the tree edge of v before A∗ finds
a new tree edge (u0 , v), then a new node n, corresponding to (u, v), is added into
P(G). Moreover, the δ-value of some node n, corresponding to a transition (u, v),
can only be changed through the exploration of a transition where one of the states
u and v is relaxed. If the relaxation makes (u, v) a tree edge, then n is removed from
P(G) and the old tree edge of v is added into P(G). Otherwise, we have two cases.
Either δ(u, v) is decreased by relaxing u or increased by relaxing v. If v is relaxed,
then the δ-values of all incoming edges of v will be increased by the same amount
as which retains the heap order. Thus, heaping-down is never actually necessary.
However, if u is relaxed, then n must be heaped-up in Hin (v) and eventually in
HT (v) if n becomes the root of Hin (v).
Now we show that if h is admissible, then the section of P(G), which has been
explored by Dijkstra, never changes. The scheduling mechanism maintained by K∗
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ensures that the addition of new nodes into P(G) or the heaping-up or removing
of existing ones during the search does not ruin the section which Dijkstra has
explored.
Lemma 5. Let n and m be nodes in P(G). If h is admissible, then the following
holds. If m is added into P(G) or its δ value changes after n has been explored,
then d(m) is never better than d(n).
Proof. Let (u, v) be the transition associated with m. For any state q in G, let πq
be the path in the search tree T from ŝ to q. There are two trivial cases. The first
case is if n = ∗. Then, d(n) = 0 which can not be worse than the d-value of any
other node. The second case is when m is unreachable from ∗ through any P(G)
path. The best d-value of m, is then ∞, which is not better than any other d-value.
Thus, we consider in our proof only the case that n 6= ∗ and a path exists in P(G)
from ∗ to m. Let σ be the shortest one. Then, the best d-value of m is equal
to len(σ). Furthermore, let π be the ŝ-t̂ path corresponding to σ, i.e. π = p(σ).
The admissibility of h implies, due to Lemma 4, that len(π) = C ∗ (ŝ, t̂) + len(σ)
which means that len(π) = C ∗ (ŝ, t̂) + d(m). The admissibility of h implies also
that g(t̂) = C ∗ (ŝ, t̂). Thus, the scheduling mechanism used in K∗ ensures that n is
explored and added into openD only if C ∗ (ŝ, t̂) + d(n) ≤ f (q) for any vertex q in A∗
queue at the exploration point.
We handle first the case that m is added into P(G) after n was explored. This
happens in two different situations. First, A∗ expands u detecting (u, v) as a sidetrack edge of v. Second, (u, v) was the tree edge of v before A∗ discovers a new
transition (u0 , v) which leads to a shorter path to v. In this case, (u0 , v) becomes
the tree edge of v and (u, v) will be added into Hin (v). We prove the claim in each
case separately.
1. case: In this case m is added when A∗ expands u. When n is explored,
let q be the state in A∗ queue which leads to u. Such a state must exist, since
otherwise u would be unreachable. Due to the scheduling mechanism, it holds that
C ∗ (ŝ, t̂) + d(n) ≤ f (q). Note that m is the last node in σ which means that (u, v)
is the first sidetrack edge in π. Thus, it holds that q ∈ π. Since h is admissible,
then f (q) ≤ len(π). That means, C ∗ (ŝ, t̂) + d(n) ≤ f (q) ≤ len(π). It follows that
C ∗ (ŝ, t̂) + d(n) ≤ C ∗ (ŝ, t̂) + d(m). This immediately implies that d(n) ≤ d(m).
2. case:
In this case m is added when A∗ discovers a new transition (u0 , v)
which is selected as a new tree edge of v instead of (u, v). Like in the first case, we
argue for the existence of a vertex q in A∗ queue which will leads to u0 , such that
d∗ (ŝ, t̂) + d(n) ≤ f (q). Note that m is the last node in σ which means that (u, v) is
the first sidetrack edge in π. That means, π = πu → u → v → πtail for some path
πtail in G from v to t̂. Let π 0 = πu0 → u0 → v → πtail . Note that πu0 → u0 → v is
the new tree path to v. Hence, πu0 → u0 → v is shorter than πu → u → v. Which
means that len(π 0 ) < len(π). Further, note that q ∈ π 0 . Since h is admissible,
then f (q) ≤ len(π 0 ) < len(π). That means, g(t̂) + d(n) ≤ f (q) < len(π). From
the we deduce that d∗ (ŝ, t̂) + d(n) < d∗ (ŝ, t̂) + d(m). This immediately implies that
d(n) < d(m).
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Next we handle the case that δ(m) changes after n has been explored. δ(u, v)
can only be changed if u or v are relaxed.
1. case: We consider the case when v is relaxed. That means that A∗ detected
a new tree path πv to v. Let q be the vertex from πv which was in the search
queue of A∗ when n was explored. It holds that C ∗ (ŝ, t̂) + d(n) ≤ f (q). Note
that m is the last node in σ, which, means that (u, v) is the first sidetrack edge
in π. Thus, π is of the form π = πu → u → v → πtail with some path πtail
from v to t̂. Let π 0 be the path πv → πtail . Since πv is the new tree path to v,
it is shorter than πu → u → v. Thus, it holds that len(π 0 ) < len(π). Note that
q ∈ π 0 which implies that f (q) ≤ len(π 0 ), since h is admissible. Thus, it holds
that C ∗ (ŝ, t̂) + d(n) ≤ f (q) ≤ len(π 0 ) < len(π) = C ∗ (ŝ, t̂) + d(m). It follows that
C ∗ (ŝ, t̂) + d(n) < C ∗ (ŝ, t̂) + d(m) which implies that d(n) < d(m).
2. case: Now, we consider the case when u is relaxed. That means that A∗
detected a new tree path πu to u. Let q be the vertex from πu which was in the
search queue of A∗ when n was explored. It holds that C ∗ (ŝ, t̂) + d(n) ≤ f (q).
Note that m is the last node in σ which means that (u, v) is the first sidetrack
edge in π. Thus, π is of the form π = πu → πtail with some path πtail from u to
t̂. Note that q ∈ π which implies that f (q) ≤ len(π) since h is admissible. Thus,
it holds that C ∗ (ŝ, t̂) + d(n) ≤ f (q) ≤ len(π) = C ∗ (ŝ, t̂) + d(m). It follows that
C ∗ (ŝ, t̂) + d(n) ≤ C ∗ (ŝ, t̂) + d(m). This immediately implies that d(n) ≤ d(m).

From the previous lemma we infer the following corollary.
Corollary 2. Let n be a node in P(G) corresponding to an edge (u, v). After n is
explored, δ(u, v) never changes.
Proof. The claim follows from Lemma 5 by setting m = n.
Lemma 6. Let σ be a path in P(G) which is fully explored, i.e. each node in σ has
been explored (at least once). If h is admissible, resuming A∗ never destroys σ or
changes its length.
Proof. Destroying σ means that at least one edge in σ is removed from P(G).
This can only happen if nodes are removed or their positions are changed. From
Corollary 2 we know that the δ-values of transitions corresponding to σ nodes
never change because all σ nodes are explored. Thus, we exclude the possibility of
removing or heaping-up σ nodes themselves. The only case in which the positions
of σ nodes are changed is by adding or heaping-up a node m above the last node n
of σ. We may also exclude this case, as it would imply that d(m) < d(n), which is
contradictory to Lemma 5.
The length of σ can be changed only be changing the lengths of its edges. This
requires changing the δ-value of at least one node in σ. However, Corollary 2 ensures
that this never happens.
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Figure 7.6: The problem graph of the example explained in Section 7.3.5
Lemma 6 ensures, if the used heuristic is admissible, that Dijkstra will never
explore a node of P(G) whose status will change in the future. This guarantees the
correctness of Dijkstra’s search on P(G) but it does not ensure its completeness.
It is possible for a node n0 to be attached to another node n, as a child, after n
has been expanded. In this case the siblings of n0 will have been explored before
n0 became a child of n. We must then consider what has been missed during the
search due to the absence of n0 . We do this by applying the lines from 20 to 22 of
Algorithm 5 to n0 for each expanded direct predecessor n0 . Notice that doing this
does not require extra effort during the typical Dijkstra search. Moreover, Lemma 5
ensures that the best d(n0 ) is not better than the d-values of all explored nodes, in
particular, those which have been expanded before. This means that we did not
miss the opportunity to expand n0 . We can also be sure that no node, particularly
no explored node, was forced down by the heaping-up of n0 . Otherwise, we would
have a node n00 which was a child of n and subsequently reduced to n0 instead.
This means, that d(n0 ) < d(n00 ) as n was expanded, n00 must have been explored.
However, this is contradictory to Lemma 5 which assures that d(n0 ) ≥ d(n00 ). Notice
that catching up the exploration of n0 is monitored by the scheduling mechanism
too. That means, if n0 does not fulfil the scheduling condition, A∗ will be repeatedly
resumed until the scheduling mechanism allows Dijkstra to put n0 into its search
queue.

7.3.5

Example

We illustrate how K∗ works using the following example. We examine the directed,
weighted graph G in Figure 7.6. The start state is s0 and the target state is s6 .
We are interested in finding the 9 best paths from s0 to s6 . To meet this objective
we apply K∗ to G. We assume that a heuristic estimate exists which indicates the
heuristic values h(s0 ) to h(s6 ) annotated in Figure 7.6. A simple check will ensure
that this heuristic function is admissible.
In the first stage A∗ searches graph G until s6 is found. The section of G
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explored so far is illustrated in Figure 7.7. The edges that highlighted with heavy
lines signify the tree edges, while all of the other edges are sidetrack edges which
are stored in Hin heaps, as shown in Figure 7.8. The numbers attached to the heap
nodes are the corresponding δ-values. At this point A∗ is suspended and P(G) is
constructed. Initially, only the designated root ∗ is explicitly available in P(G).
Dijkstra’s algorithm is initialized. This means, the node ∗ is added into Dijkstra’s
search queue. The scheduler needs to access the successors of ∗ in order to decide
whether it is Dijkstra or A∗ that should be resumed. At this point the tree heap
HT (s6 ) should be built. The heap HT (s4 ) is required for the building of HT (s6 ).
Consequently, the tree heaps HT (s6 ), HT (s4 ), HT (s2 ) and HT (s0 ) are built. The
tree heaps s1 and s3 are not built because the were not needed for building HT (s6 ).
The result is shown in Figure 7.9, where solid lines represent Heap edges and dashed
lines indicate cross edges. In order to avoid clutter in the image some of the edges
are not completely drawn in the figure. We indicate each of them using a short
arrow with a specified target.
After constructing P(G), as shown in Figure 7.9, the scheduler checks for the
only child (s4 , s2 ) of ∗ whether g(s6 ) + d(s4 , s2 ) ≤ f (s1 ). Note that s1 is the head
of the search queue of A∗ . The value d(s4 , s2 ) is equal to 2. Then, it holds that
g(s6 ) + d(s4 , s2 ) = 7 + 2 = 9 = f (s1 ). Hence, the scheduler allows Dijkstra’s
algorithm to expand ∗ and insert (s4 , s2 ) into its search queue. On expanding ∗ the
first solution path is delivered. It is constructed from the P(G) path consisting of the
single node ∗. This path results in an empty sequence of sidetrack edges. Recollect
that the empty sidetrack edge sequence corresponds to the tree path s0 to s6 , namely
s0 s2 s4 s6 with the length 7. After this Dijkstra’s search is suspended because the
successors of (s4 , s2 ) do not fulfil the scheduling condition g(s6 ) + d(n) ≤ f (s1 ).
Hence, A∗ is resumed.
We assume the extension condition to be defined as the expansion of one state
in order to keep the example simple and illustrative. Consequently, A∗ expands
s1 and stops. The explored part of G at this point is given in Figure 7.10. This
extension results in the the detection of two new sidetrack edges (s1 , s2 ) and (s1 , s6 )
which are added into Hin (s2 ) and Hin (s6 ) respectively. The modified heaps Hin (s2 )
and Hin (s6 ) are represented in Figure 7.11. The other Hin heaps remain unchanged
as in Figure 7.8. The path graph P(G) is rebuilt as shown in Figure 7.12. Then,
Dijkstra’s algorithm is resumed. We recall that, at this point, Dijkstra’s search
queue contains only (s4 , s2 ) with d = 2. Using manual execution we can easily
determine that Dijkstra will deliver the solution paths enumerated in Table 7.1.

7.4

Properties of K∗

In this section we examine fundamental properties of K∗ . Following the convention
in the literature on directed search we separate between the correctness, which
means that K∗ delivers valid ŝ-t̂ paths, and the solution optimality. First, we show
that K∗ is correct and complete. Then, we show the admissibility of K∗ which is the
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Figure 7.7: The explored part of G (1), see the example in Section 7.3.5

Figure 7.8: The Hin heaps constructed by K∗ (1), see the example in Section 7.3.5

Figure 7.9: The path graph P(G) (1) constructed by K∗ , see the example in Section 7.3.5
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Figure 7.10: The explored part of G (2), see the example in Section 7.3.5

Figure 7.11: The modified Hin heaps after the extension, see the example in Section 7.3.5

Figure 7.12: The new path graph P(G) after the extension, see the example in
Section 7.3.5
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2.
3.
4.
5.
6.
7.
8.
9.
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P(G) Path

Sidetrack Seq.

s0 -s6 Path (π)

∗
∗, (s4 , s2 )
∗, (s4 , s2 ), (s1 , s2 )
∗, (s4 , s2 ), (s1 , s6 )
∗, (s4 , s2 ), (s4 , s2 )
∗, (s4 , s2 ), (s4 , s2 ), (s1 , s2 )
∗, (s4 , s2 ), (s1 , s2 ), (s2 , s1 )
∗, (s4 , s2 ), (s4 , s2 ), (s4 , s2 )
∗, (s4 , s2 ), (s1 , s6 ), (s2 , s1 )

hi
h(s4 , s2 )i
h(s1 , s2 )i
h(s1 , s6 )i
h(s4 , s2 ), (s4 , s2 )i
h(s4 , s2 ), (s1 , s2 )i
h(s1 , s2 ), (s2 , s1 )i
h(s4 , s2 ), (s4 , s2 ), (s4 , s2 )i
h(s1 , s6 ), (s2 , s1 )i

s0 s2 s4 s6
s0 s2 s4 s2 s4 s6
s0 s1 s2 s4 s6
s0 s1 s6
s0 s2 s4 s2 s4 s2 s4 s6
s0 s1 s2 s4 s6
s0 s2 s1 s2 s4 s6
s0 s2 s4 s2 s4 s2 s4 s2 s4 s6
s0 s2 s1 s6

len(π)
7
9
9
10
11
11
12
13
13

Table 7.1: The result of K∗ applied to the graph G from Figure 7.6
key of the solution optimality. Afterwards, we discuss the asymptotic worst-case
runtime and space complexity.

7.4.1

Correctness and Completeness

The correctness of K∗ means that K∗ , applied to an arbitrary state transition graph,
delivers valid ŝ-t̂ paths. The completeness of K∗ means that it finds k ŝ-t̂ paths for
any natural number k or |Π(ŝ, t̂)| such paths if |Π(ŝ, t̂)| < k. Recollect that Π(ŝ, t̂)
is the set of all ŝ-t̂ paths. We prove the correctness and completeness of K∗ in the
following theorem. Notice that the completeness does not include the termination
of K∗ which we handle afterwards in Lemma 7.
Theorem 5. K∗ is correct and complete on locally finite state transition graphs.
Proof. Let G be a locally finite state transition graph. Corollary 1 ensures a oneto-one correspondence between paths in P(G) and ŝ-t̂ paths in G. This implies the
correctness of K∗ since any P(G) path found by Dijkstra results in a valid ŝ-t̂ path.
In other words, the result of K∗ consists of valid ŝ-t̂ paths.
The completeness of A∗ (on locally finite graphs) ensures that any transition
in G will be explored by A∗ after a finite number of A∗ iterations. This implies
that all transitions of any ŝ-t̂ path π will be added into P(G) following a finite
number of A∗ iterations. Consequently, we can use the surjectivity of the mapping
of p to conclude the existence of the path σ in P(G) with p(σ) = π. Due to the
completeness of Dijkstra on P(G), σ will be found by Dijkstra following a finite
number of iterations. That means, K∗ is able to deliver any ŝ-t̂ path after a finite
number of iterations.
Let k be an arbitrary natural number and k 0 = min{ k, |Π(ŝ, t̂)| }. A∗ will
explore all k 0 ŝ-t̂ paths after a finite number of iterations. Consequently, Dijkstra
will detect all corresponding paths in P(G) at some point. Hence, K∗ delivers these
k 0 ŝ-t̂ paths.
Lemma 7. K∗ always terminates on finite state transition graphs.
Proof. If k ≤ |Π(ŝ, t̂)|, then K∗ will find k ŝ-t̂ paths and terminate after executing
the if -statement at Line 25 in Algorithm 5. If k > |Π(ŝ, t̂)|, then K∗ will behave as
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follows. A∗ will be resumed again and again since Dijkstra
paths. This continues until A∗ explores the whole graph G.
become empty after Dijkstra has delivered |Π(ŝ, t̂)| paths.
will terminate as both search queues are empty (see Line 8
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can not find k solution
Afterwards, openD will
Consequently, K∗ loop
in Algorithm 5).

From the proof of Lemma 7 we can easily imply the following corollary.
Corollary 3. For k ≤ |Π(ŝ, t̂)|, K∗ terminates even on infinite state transition
graphs.

7.4.2

Admissibility

In the previous section we proved that K∗ is correct and complete. However, we
have yet to discuss the optimality of the delivered paths. We show that, if the
used heuristic is admissible, then the result of K∗ is optimal. This means that the
delivered ŝ-t̂ paths are indeed the shortest ones.
Theorem 6. K∗ is admissible. This means, if h is admissible, then, at any point
of the search, the ŝ-t̂ paths that are delivered are the shortest possible paths.
Proof. We have to prove that any ŝ-t̂ path which has been delivered at any point
of the search is at least as short as any ŝ-t̂ path which has not yet been delivered.
Actually, Dijkstra’s algorithm ensures that shorter P(G) paths are explored first.
However, we still need to prove that A∗ will never attempt to explore new transitions
which lead to shorter paths after a ŝ-t̂ path π has been delivered. This is assured
by the scheduling mechanism which K∗ uses to schedule Dijkstra and A∗ . Let π
be the last delivered ŝ-t̂ path. Let σ be the P(G) path from which π is formed,
i.e. π = p(σ). Let n be the last node in σ. Moreover, let π 0 another ŝ-t̂ path
which has not yet been completely explored by A∗ . When Dijkstra explores σ and
is expanding n at Line 18, at least one state v of π 0 must be in the queue of A∗ . K∗
only allows Dijkstra to expand n if g(t̂)+d ≤ f (u), where d = max{ d(n)+∆(n, n0 ) |
n0 ∈ succ(n) } and u is the head of the A∗ queue. Note that d ≥ d(n) = len(σ) and
f (u) ≤ f (v). Thus, it holds that g(t̂)+len(σ) ≤ f (v). Since h is admissible we know
that g(t̂) = C ∗ (ŝ, t̂) and f (v) ≤ len(π 0 ). From that we imply that C ∗ (ŝ, t̂)+len(σ) ≤
len(π 0 ). Furthermore, due to Lemma 4, we know that len(π) = C ∗ (ŝ, t̂) + len(σ).
Thus, we conclude that len(π) ≤ len(π 0 ).
From the previous theorem we can immediately conclude that, with an admissible heuristic, K∗ enumerates ŝ-t̂ paths in a non-decreasing order regarding their
lengths. The delivered paths are the shortest in G.
Theorem 7. K∗ solves the KSP problem, if h is admissible.
Proof. Theorem 5 ensures the correctness and completeness of K∗ . In other words,
K∗ terminates and delivers k ŝ-t̂ paths. If k > |Π(ŝ, t̂)|, then K∗ delivers all solution
paths. In this case termination is only guaranteed on finite graphs. Moreover,
Theorem 6 ensures that the paths, which K∗ delivers, are the shortest ones. This
means that:
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1. The result set R contains the shortest ŝ-t̂ paths which means that each path
in R is at least as short as any path in Π(ŝ, t̂)\R.
2. ŝ-t̂ paths are found and added into R in a non-decreasing order regarding
their lengths.
Form that we conclude that K∗ solves the KSP problem.
An important remark is that K∗ does not require the desired number k of solution paths to be defined in advance. K∗ is able to enumerate more and more
shortest ŝ-t̂ paths in the right order until the user decides to stop.

7.4.3

Complexity

Let n be the number of states and m be the number of transitions in the given state
transition graph G.
Runtime Complexity. K∗ relies on A∗ , which generally has an exponential
worst-case complexity. We recall that the asymptotic worst-case complexity of
directed algorithms is not pivotal. Most directed search algorithm have, in general,
an exponential worst-case complexity but a good average-case performance. The
runtime complexity of K∗ is determined by A∗ , the construction of P(G) and the
complexity of finding k paths using Dijkstra on P(G). We discuss the runtime complexity of K∗ under the assumption that the asymptotic runtime complexity of A∗
is O(m + n log n). This holds for monotone heuristic, in particular, for the trivial
heuristic h = 0. The construction of P(G) consists of constructing the Hin and HT
heaps. Hin heaps are constructed by adding the sidetrack edges. The number of
sidetrack edges is (m − n + 1). HT paths will be constructed from scratch in each
K∗ iteration. Let ni be the number of states which A∗ has expanded after it is
resumed for the i-th time. We can prove that all HT together contain O(ni log ni )
nodes. HT heaps are constructed by adding all O(ni log ni ) nodes which can be
done in a constant time for each node using Fibonacci heaps. Hence, constructing
all HT heaps at this point will take O(ni log ni ). We assume that the extension
condition is defined so that the number of closed states is doubled within each run
of A∗ . Consequently, it holds that ni ≥ 2 ni−1 . We can deduce that the effort for
the repeated construction of HT heaps, up to i-th iteration, is O(2 · ni log ni ) which
is equal to O(ni log ni ). Thus, the total effort required for the construction of HT
heaps is O(n log n). This means, the total effort invested in the construction of
P(G) is O(m + n log n).
The scheduling mechanism runs at most log n times. In each run, the successors
of the node on the head of Dijkstra search queue are generated and their d-values
are compared with the f -value of the head of A∗ queue. This effort is constant as
every node in P(G) has 4 successors at most. Moreover, the look up operation on a
heap can be performed in constant time. Hence the effort caused by the scheduling
mechanism is O(log n).
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If the used heuristic is admissible, then Dijkstra’s search is not ruined when
changes P(G). Hence, Dijkstra runs in total k iterations. Our constructions
ensures that each node in P(G) has 4 successors at most. Thus, in k Dijkstra
iterations no more than 4k nodes are added into Dijkstra’s queue. Heap operations
have a logarithmic runtime which leaves us with an effort for Dijkstra of O(k log k).
Frederickson [Fre93] presents an algorithm which selects the k smallest nodes in a
heap in time O(k). If this algorithm is used on P(G) instead of Dijkstra’s search,
then k shortest paths can be selected in time O(k).
We obtain for K∗ the total runtime complexity of O(2(m + n log n) + log n +
k log k), which is equal to O(m + n log n + k log k). Using results from [Fre93] it can
optimised to O(m + n log n + k).

A∗

Space Complexity: The asymptotic space complexity of K∗ consists of (1) the
space needed for A∗ , (2) the space consumed by the data structure of P(G), and (3)
the space needed for the Dijkstra search on P(G). The worst-case space complexity
of A∗ is O(n). P(G) contains O(m + n log n) nodes and, at most, 4 edges for each
node. The index I contains an entry of fixed size for each state which means a space
complexity of O(n). Hence, P(G) consumes, in total, a space of O(m + n log n). As
mentioned in the previous paragraph, Dijkstra would visit O(k) nodes of P(G) in
order to find k shortest paths. This means a space complexity of O(k). Altogether,
we get for K∗ a space complexity of O(m + n log n + k).

7.5

Experimental Evaluation

We demonstrate the advantages of K∗ by applying it to a case study from the context
of route planning. Methods for routing planning have been developed rapidly in
recent years. A good overview of algorithms and methods can be found in [SS07].
The original route planning problem is to find an optimal (or sub-optimal) route
from one point to another. The typical domain for the application of this problem
is logistics, where interest lies in optimizing the routes of vehicles in a road map.
KSP algorithms are used when alternative routes are required or some additional
constraints on the routes are given. Our goal in this section is not to propose a new
method for route planning, instead, we intend to demonstrate the scalability of K∗ .
This implies that K∗ can serve as a basis for route planning methods.
As a basis for our experiments we use the road map of USA which is available
on the home page of the 9th DIMACS Implementation Challenge [Cha06]. We ran
two experiments which we describe in the following paragraphs.
Experiment 1 – New York City: In the first experiment we consider the map
of New York City. This map consists of 264 346 nodes and 733 846 edges. We
loaded the graph into the relational database MySQL and selected a point in the
city centre. We applied Eppstein’s algorithm and K∗ to the graph in order to find
the first 1 000 optimal routes from this point to various targets. The 4 targets we
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selected lie in different directions from the starting point with a shortest distance of
approximately 50 km. For a heuristic in K∗ we used the airline distance, computing
it according to the cosine law. The cosine law computes the airline distance between
two points as follows:
a = sin(lat1 ) · sin(lat2 )
+ cos(lat1 ) · cos(lat2 ) · cos(lon2 − lon1 )
Airline Distance = arccos(a) · Earth Radius
loni and lati are the longitude and latitude of ith point in the radian system. The
earth’s radius is not constant as the Earth is not perfectly spherical. We assumed
a radius of 6 350 km,which is slightly smaller than the minimal value, in order to
ensure that the heuristic was admissible.
We used both algorithms Eppstein and K∗ in order to find 1 000 optimal routes
from the start point in the centre of New York city to each target. We computed
then the mean runtime and memory consumption required for each algorithm. The
results are illustrated in Figure 7.13. We see that K∗ required less than the half of
runtime and memory required by Eppstein’s algorithm. Although the graph is not
extremely large we see that K∗ outmatches Eppstein’s algorithm .
Experiment 2 – Eastern USA: In this experiment we consider the map of the
east coast of the USA. This map consists of 3 598 623 nodes and 8 778 114 edges
and is more than 10 times larger than the map of New York City. We kept the
same starting point as in the first experiment, however, we chose 4 different targets
at approximately 200 km distance from the starting point. Figure 7.14 shows the
results of both algorithms for finding the 1 000 routes. The plots show the mean
runtime and memory consumption as in the first experiment.
We see that curves of Eppstein’s algorithm run parallel to the Y-axis at K =
0. This means that Eppstein’s algorithm failed to find a route. It crashed after
approximately 2 000 seconds and 45 MB with an out-of-memory exception. Note
that the 45 MB are the space used by the data structures of the algorithm. The
total memory reserved by the Java Runtime Environment is much higher. On the
other hand, K∗ succeeded in providing all routes in all four cases. Its mean runtime
was approximately 1 100 seconds. It required approximately 25 MB of memory on
average.

7.5. Experimental Evaluation
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Chapter 8

Counterexample Generation
Using K∗

8.1

Counterexamples Using K∗ versus XBF

A k-shortest-paths (KSP) based approach for counterexample generation has several
advantages over an XBF approach, such as:
1. An XBF based approach includes diagnostic traces which are suboptimal or
which indicate an insignificant probability among the selected diagnostic subgraph. On the other hand, a KSP approach allows more control over which
diagnostic traces are added to the counterexample improving the quality of
the counterexamples.
2. Some counterexample analysis could benefit from the individual listing of
diagnostic traces.
Meanwhile, KSP based methods for counterexample generation have a big scalability drawback as shown in the experiments in Section 6.6. This drawback has
mainly two reasons. The first reason is that classical KSP algorithms, such as Eppstein’s algorithm, require that an exhaustive search is performed initially on the
state transition graph in order to determine the shortest path tree. The use of K∗
allows us to overcome this problem. The other reason is that a KSP based approach has to individually deliver all diagnostic traces which are needed to produce
the counterexample. This results in a performance bottle neck in KSP based methods since the number of diagnostic traces needed to form a counterexample can be
enormous [HKD09]. Whereas, the counterexample provided by a XBF based approach includes all diagnostic traces induced by the selected diagnostic subgraph.
We try to illustrate this effect using the following example.
Example 13. Let R be a diagnostic trace which includes one run of some cycle. If
a KSP based approach finds R, then it adds the probability of R to the counterexample probability. However, an XBF based approach would add the probability of all
diagnostic traces induced by the states and transitions of R. All diagnostic traces
which run the cycle for an arbitrary number of times are included. XBF includes
the total probability of these traces at once, while a KSP approach concerns itself
with enumerating them one-by-one.
The following technique, which we will refer to as X-optimization, mitigates this
problem, although it does not completely solve it.

120

Chapter 8. Counterexample Generation Using K∗

The idea of the X-optimization technique is to add all diagnostic traces found by
a KSP based approach into a diagnostic subgraph which is considered as the counterexample. The probability of the counterexample is computed using a stochastic
model checker whenever the diagnostic subgraph grows by q per cent (in our experiments q = 20%). Using this technique we gain the advantage of diagnostic
subgraphs, as being a compact representation of counterexamples. We also avoid
the drawback of XBF of adding diagnostic traces which indicate insignificant probability. We refer to the algorithms K∗ and Eppstein combined with X-optimization
as XK∗ and XEppstein.

8.2

Experimental Evaluation

We carried out experiments for the following purposes
• We illustrate the advantage of K∗ as an on-the-fly algorithm compared to
Eppstein.
• We compare KSP algorithms, specially K∗ and XK∗ , with XBF.
• We demonstrate the advantage of adding the X-optimization to KSP approaches by comparing XK∗ with K∗ and XEppstein with Eppstein.
In our experiments we consider the case studies of the Workstation Cluster from
Section 6.6.1 and the Embedded Controller System from Section 6.6.2. We used
the algorithms XBF, K∗ and Eppstein as well as XK∗ and XEppstein to generate
counterexamples. We do not use heuristic estimate in either XBF nor in K∗ or
XK∗ . In other words, the trivial heuristic function h = 1 is used. Notice that the
obtained XBF algorithm is then XUZ (see Section 6.4.3). Because the name XUZ
is not of a central meaning here, we simply refer to it as XBF.
All experiments presented here were made on a machine with an Intel Pentium
4 CPU (3.2 GHz)1 and 2 GB RAM. Java code was executed by the Java runtime
environment JDK 1.6.

8.2.1

Workstation Cluster

Here we consider the case study of the Workstation Cluster from Section 6.6.1,
where we set N to 64. We use the algorithms XBF, K∗ and Eppstein to generate a
counterexample for the property P≤5.022E−5 (true U ≤100 minimum). We recall that
5.022E-5 is the total probability P r(true U ≤100 minimum).
The results of the counterexample generation are illustrated in Figures 8.1 and
8.2. The X-axis indicates the probability of the counterexample which has been
selected so far. Figures 8.1a and 8.1b show the runtime and memory effort needed
by the various algorithms. Figure 8.2a shows, for each algorithm, the size of portion
1
The CPU had got 2 cores, but we do not exploit them because our implementation does not
employ parallelism.
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of the state transition graph which has been explored to provide a counterexample carrying a certain amount of probability. Figure 8.2b shows the size of the
counterexample.
By comparing the curves of K∗ and Eppstein in Figures 8.1a and 8.1b we notice
an overhead effort in Eppstein’s algorithm before it delivers any diagnostic paths.
The reason for this is that Eppstein’s algorithm has to explore the entire state
transition graph before it can deliver the first diagnostic paths. This is confirmed
by Figure 8.2a which shows that Eppstein’s algorithm explores almost 450 000 states
and transitions, whereas, K∗ explores less than 50 000 states and transitions. As
a result, K∗ is significantly superior to Eppstein’s algorithm with respect to both
runtime and memory consumption.
Meanwhile, we see that XBF clearly outmatches K∗ . The reason for this is that
∗
K was overloaded by the enormous number of diagnostic paths necessary to achieve
a significant counterexample probability. Although we significantly improved the
efficiency of both K∗ and Eppstein by using the X-optimization, XBF is still more
efficient. However, the counterexamples provided by XK∗ or XEppstein tend to be
smaller than those provided by XBF, as illustrated in Figure 8.2b. This means that
the use of XK∗ or XEppstein improved the counterexample quality.

8.2.2

Embedded Control System

Here we applied the algorithms XBF, K∗ , XK∗ , Eppstein and XEppstein to the Embedded Controller System model from Section 6.6.2 in order to generate counterexamples. We considered here the same property P≤3.0726 E−4 (true U ≤3,600 down)
as in Section 6.6.2. This property expresses the probability that the system will be
shutdown within one hour is less than than 3.0726 E-4. Remember that 3.0726 E-4
is actually the total probability P r(true U ≤3,600 down). The results of this experiment are illustrated in Figures 8.3 and 8.4.
We notice that all KSP algorithms performed better in this experiment than in
the experiment with the cluster model (see Figures 8.1a and 8.1b). The performance
gap between XBF and KSP algorithms is smaller than in the cluster model. The
reason for this is that the property probability of this model is distributed across
a relatively small number of diagnostic paths. Therefore, KSP algorithms were
capable of selecting them quickly. We can still observe that Eppstein has a high
overhead, in both runtime and memory consumption, before it delivers a counterexample. This is again explained by the fact that Eppstein’s algorithm must explore
the entire state transition graph before it can deliver the first diagnostic path, as
we can see in Figure 8.2a. Note that this applies to both Eppstein and XEppstein.
Meanwhile, K∗ and XK∗ start to provide counterexamples much earlier after exploring considerably smaller portions of the state transition graph. This, of course,
reduces the memory consumption of both K∗ and XK∗ .
The X-optimization resulted both in better runtime behaviour and a minor
advantage in the memory consumption, that is, when comparing XK∗ with K∗ and
XEppstein with Eppstein.
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Figure 8.1: Counterexample generation for P<5.022E−5 (true U ≤100 ¬ minimum) on
Cluster (N = 64) – runtime and memory consumption
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Although the KSP algorithms performs well for this model, the performance of
XBF is still the best. It takes the least time and consumes the least memory. It also
explores the smallest section of the state transition graph. The KSP algorithms,
in particular XK∗ and XEppsteins, provide smaller counterexamples than XBF, as
shown in Figure 8.4b.

8.3

Summary

Counterexample generation methods based on KSP search sometimes provide
smaller counterexamples. However, conventional KSP algorithms, like Eppstein’s
algorithm, do not scale to models with realistic size. Our directed KSP algorithm
K∗ represents an efficient and scalable alternative for these algorithms. Nevertheless, counterexample generation methods based on XBF are much more efficient
and scalable than KSP based methods, including K∗ . XBF takes the least time and
consumes the least memory.

8.3. Summary
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Figure 8.3: Counterexample generation for P≤3.0726 E−4 (true U ≤3,600 down) on
Embedded – runtime and memory consumption
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Chapter 9

Counterexamples For Markov
Decision Processes

9.1

Introduction

Unlike a DTMC, a Markov Decision Process (MDP) possesses both probabilistic
and non-deterministic transitions: each transition of an MDP consists of a nondeterministic choice of actions and, after an action has been selected, a probabilistic transition to some successor state. The semantics of an MDP depends on
an assumed scheduler which resolves the non-deterministic choices [BK98]. Consequently, the probability mass of executions also depends on the chosen scheduler.
Thus, counterexample generation approaches for DTMCs and CTMCs represented
in Chapter 6 and Chapter 8 can not be directly applied to MDPs. We need methods which can deal with non-determinism and schedulers. To make this problem
more clear, let M be an MDP refuting a property P≤p (ϕ). Following Definition 10,
cr(X) > p. We can apply
a counterexample is a set X of diagnostic paths with P
KSP search (see Chapter 7) to select such a set. Let R denote the set of already
found diagnostic paths at any time during the search. In principle, the set R is a
cr(R) > p. However,
counterexample once it indicates sufficient probability, i.e. P
there are still two problems that prevent us from providing R as a counterexample
cr(R), which is not trivial. Note that
to the user. First, we need to compute P
c
P r(R) is generally not equal to the sum of the individual probabilities (precisely
the γ-values) of the paths in R as it is the case for a DTMC. This is because it is not
guarantied that a scheduler exists under which all paths in R are valid. Secondly,
R is not very practical for debugging since it contains a lot of ”noise”. Recollect
cr(R) = P rd (R) for some scheduler d. All elements from R which are invalid
that P
cr(R). Hence, they should not be included in the
under d do not contribute to the P
counterexample. The challenge is to provide a counterexample which is “noise free”
and also to state its probability. In the following we present a few ideas to achieve
this goal.
A scheduler removes the non-determinis from the MDP. In other words, a scheduler turns an MDP into a DTMC. This insight motivates a meta approach for providing counterexamples for MDPs. In this approach an adequate scheduler, i.e.
a maximizing scheduler, is computed for a given MDP and a property. A policy
iteration procedure, which originates from dynamic programming, can be used to
computed such a scheduler [BdA95, dA97]. The MDP together with the determined scheduler represents a DTMC for which we can generate a counterexample

128

Chapter 9. Counterexamples For Markov Decision Processes

as explained in Chapter 6 or Chapter 8. An approach based on this principle was
proposed in [HWZ08]. The authors applied the method of Han and Katoen [HK07a]
to the derived DTMC in order to produce the counterexample. The first method
(A) we consider here is based on the same principle as the one from [HWZ08].
In Method A we replace just the recursive enumeration algorithm (REA) [JM99],
which is used in the original method of Han and Katoen, with the more efficient
lazy variant of Eppstein’s algorithm [JM03]. We propose a new method (B) which
is an improvement of Method A. Method B uses our directed KSP search algorithm
K∗ (see Chapter 7) instead of Eppstein’s algorithm.
The computation of an adequate scheduler and of the induced DTMC can be
very expensive when the MDP is large. Hence, we propose a third method (C) which
can be applied to such huge MDPs under tight memory constraints. This method
performs K∗ search directly on the MDP. It avoids generating and processing the
whole state space of the MDP. Method C is an improvement of our first approach
on counterexample generation for MDPs presented in [AL07].
Further alternative methods can be obtained by adopting the XBF approach
presented in Chapter 6 to MDPs. This can be done in two different ways. First,
we could apply an XBF, instead of a KSP search, to the DTMC derived by computing the scheduler. The counterexample is delivered in the form of a diagnostic
subgraph. The probability of the diagnostic subgraph is computed using a model
checker. Second, we could apply XBF directly to the MDP by selecting a diagnostic
subgraph. The non-determinism is removed from the selected diagnostic subgraph
by the model checker. We expect both methods, in particular the second one, to be
very efficient. In both cases, the counterexample is provided as a subgraph (or sub
DTMC), whereas KSP based approaches provide a list of offending paths. The form
of the provided counterexample determines the subsequent analysis techniques applied to it for the purpose of debugging. Therefore the application context of these
methods differs from the context of the three methods we consider here. Thus,
we do not further consider them here, although they are interesting approaches for
further research.
A recent proposal [ADvR08] handles the problem of generating and analysing
counterexamples for MDPs against LTL formulae. It follows the idea of computing a
scheduler and generating a counterexample for the induced DTMC like the method
from [HWZ08] and Method A mentioned above. However, it applies KSP search
to the graph of strongly connected components (SCCs) of the derived DTMC. It
removes cyclic paths which are a big challenge for the KSP search algorithms.
However, this has a negative side effect. Once an SCC is touched by a selected
path the complete SCC will be added to the counterexample. Notice that a single
SCC might be very large. It is even possible for the whole model to consist of
a single SCC, in which case, the counterexample would be useless for debugging.
Unfortunately, there is no implementation of this approach available. Thus, we
could not include it in our experimental evaluation. Instead, we consider Method
A, which follows the same principle but does not consider the SCCs.
A directed algorithm which solves an MDP is presented in [HZ01]. Or, more
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precisely, this algorithim, LAO∗ , solves the stochastic-shortest-path problem (SSP)
described as an MDP [Ber95]. Furthermore, LAO∗ can be applied under certain
assumptions which do not hold here. For instance it requires the existence of an
SSP-proper scheduler. This is a scheduler which guarantees to reach the specified
set of target states with probability 1. The existence of such a scheduler is not
guaranteed in PCTL model checking of MDPs. For more details about this issue we
refer to [dA97]. Consequently, LAO∗ can not be used to generate counterexamples
for MDPs.

9.2
9.2.1

Generating Counterexamples
Method A

The idea of this method is to remove the non-determinism before a counterexample
is generated. Hence, a maximizing scheduler d is determined using a policy iteration
procedure as proposed in [BdA95, dA97]. This scheduler turns M into a DTMC
Md by removing the non-determinism. A counterexample of P≤ (ϕ) on the DTMC
Md can be generated by means of the approach proposed in [HK07a]. The main
idea of the approach from [HK07a] is to apply KSP search to the state transition
graph of the DTMC.
In [HK07a] the REA algorithm [JM99] is recommended. However, here we
use the lazy version of Eppstein’s algorithm [JM03], which has better asymptotic
complexity and which has been proven to perform better in practice. Algorithm 6
illustrates the algorithmic structure of this method.
Algorithm 6: Method A
Input: An MDP M and a property P≤p (ϕ)
1 Compute a maximizing scheduler d for M and P≤p (ϕ). Let Md be the
DTMC induced by d.
2 Run Eppstein’s algorithm on the state transition graph of Md .
3 X ← {}
4 while P r d (X) ≤ p do
5
Ask Eppstein’s algorithm for the next probable diagnostic path π.
6
Add π to X
7

return X as a counterexample.

The result is a set X of diagnostic paths with P rd (X) > p. Note that all paths
from X exist in the original MDP M. The fact that P rd (X) > p implies that
cr(X) > p. Thus, X is also a counterexample of M too. Further, all paths from
P
X are valid under the scheduler d which means that X is “noise free”.
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Method B

We propose a new method B which is an improvement of Method A. It has the
same algorithmic structure as Method A, cf. Algorithm 6. Method B computes the
DTMC induced by a maximizing scheduler. It then generates a counterexample
by running a KSP algorithm on the derived DTMC. The difference compared to
Method A is that we use K∗ instead of Eppstein’s algorithm, see Algorithm 6, Line 2.
K∗ is a directed algorithm for solving the KSP problem [AL08b]. For a proper
understanding of this paper it is fully sufficient to consider K∗ as an adoption of
the lazy variant of Eppstein’s algorithm [JM03, Epp98]. The main feature of K∗ is
that it works on-the-fly and can also be guided using heuristic functions. In other
words, unlike Eppstein’s algorithm, K∗ does not need to process the entire state
transition graph to provide a solution.

9.2.3

Method C

Both methods A and B compute a maximizing DTMC in advance. This requires
the entire state space of the MDP to be processed which can be very expensive for
large models. Method C avoids this effort, as it dirctly applies K∗ to the MDP.
All diagnostic paths discovered by K∗ are stored in a set R. In order to provide a
“noise-free” counterexample we filter out all “noisy” paths from R. We explain soon
how to do this.
cr(R).
Definition 15. Let d be a maximizing scheduler of R, i.e. P rd (R) = P
The set of all diagnostic paths from R which are valid under d is called a maximum
of R.
cr(R) = P
cr(X) = P
We can easily prove for a maximum X ⊂ R that P
π∈X γ(π).
Consequently, if R is a counterexample, then each maximum of R is a “noise-free”
counterexample.
Lemma 8. Let X be a maximum of R, then
cr(R) = P
cr(X) = P
1. P
π∈X γ(π)
2. R is a counterexample ⇔ X is a counterexample
Proof.
1. Let d be the maximizing scheduler of R to which the maximum X corresponds
in the sense of Definition 15. Due to the definition of a maximum, all paths
from R\X are invalid under d and their cylinder sets have, therefore, the
probability 0. Hence, it holds that P rd (R) = P rd (X) which implies that
cr(R) = P rd (X).
P
S
Moreover, P rd (X) is defined as P rd ( π∈X cyl(π)). Remember that all paths
from R, hence those in X aswell, are independent, i.e. none of them is a
prefix of another. As a consequence all cylinder sets induced by these paths
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P
are pairwise disjoint. Hence, we can write P rd (X) =
π∈X P r d (cyl(π)).
Further, since all paths from X are valid under d, P rd (cyl(π)) is equal to
γ(π) for any path in X. Thus, it holds that:
X
P rd =
γ(π).
π∈X

It is obvious that

P

γ(π) is the maximal probability which can be achieved
cr(X) = P γ(π) = P rd (X). Altogether, we imply that:
for X, i.e. P
π∈X

π∈X

cr(R) = P
cr(X) =
P

X

γ(π).

π∈X

cr(X) = P
cr(R) > p, which we have
2. This claim follows from the fact that P
just proven in the first part of the proof.

This leads to the strategy illustrated in Algorithm 7. Now, we need a method to
cr(X) at Line 6 in Algorithm 7.
compute a maximum X of R and its probability P
In the next paragraph we explain how we realized this by implementing the set R
using an adequate AND/OR graph structure.
Algorithm 7: Strategy for generating counterexamples for MDPs
Input: An MDP M and a property P≤p (φ)
1 R ← {}
2 X ← {}
cr(X) ≤ p do
3 while P
4
Ask K∗ for the next probable diagnostic path π.
5
Add π to R
6
Compute a maximum of R and assign it to X.
7

return X as a counterexample.

9.2.3.1

Computing a Maximum

In computing a maximum of R we have to take into account the following issues.
First, R grows with each new diagnostic path found by K∗ . As we see in Algorithm 7,
we have to (re-)compute a maximum of R and also compute its probability, whenever
R grows. Hence, our technique should be designed as an online algorithm which
efficiently updates the maximum computed so far everytime new diagnostic paths
are added into R. Secondly, we have to compute a maximum without knowing a
concrete maximizing scheduler for R. To this end we need first to introduce the
notion of (scheduler) compatible paths.
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Definition 16. A set of paths C is (scheduler) compatible iff there is a scheduler
d such that all paths in C are valid under d.
The relevance of this notion arises from the insight that each scheduler compatible subset X of R with a maximal probability is a maximum of R.
cr(X) is maximal, i.e.,
Lemma 9. A scheduler compatible subset X ⊆ R such that P
cr(X) ≥ P
cr(Y ), is a maximum of R.
for any compatible subset Y ⊆ R it holds P
Proof. Let d be a scheduler under which all paths from X are valid. It trivially
P
P
holds that P rd (X) = π∈X γ(π). On the other hand, π∈X γ(π) is the maximal
cr(X) = P
probability which can be expected for X. Hence, it holds that P
π∈X γ(π).
c
To ensure the maximality of P r(X), X must consist of all paths from R which are
valid under d. According to Definition 15, it is left to show that d is a maximizing
cr(R). We do this by contradiction. We assume that d0 is
scheduler, i.e. P rd (R) = P
a scheduler with P rd0 (R) > P rd (R). Now, let Y ⊆ R be the set of all those paths
cr(Y ) > P
cr(X) which is a
from R which are valid under d0 . We can infer that P
contradiction to the properties assumed for X in the lemma.
Recall that a scheduler is a deterministic function mapping a finite path of
the MDP onto an action. Thus, for diagnostic paths, the first branching (after a
common prefix) is decisive for scheduler compatibility. Diagnostic paths can not
be compatible when branching in a state. On the other hand, it is always possible
to define a scheduler that allows a set of diagnostic paths which branch in actions.
Thus, diagnostic paths which branch in an action are compatible.
Example 14 (Scheduler Compatibility). Consider the following finite paths
in the MDP from Figure 3.3: π1 = (s0 , s0 ), α1 , (s1 , s0 ), α2 , (s2 , s0 ), π2 =
(s0 , s0 ), β1 , (s0 , s1 ), β3 , (s0 , s2 ), and π3 = (s0 , s0 ), β1 , (s0 , s0 ), α1 , (s1 , s0 ), α2 , (s2 , s0 ).
The set { π1 , π2 } is not compatible since π1 and π2 branch at a state, here (s0 , s0 ).
Any scheduler, as a deterministic function, would dictate for the finite path (s0 , s0 )
either the action α1 or β1 , but not both. Meanwhile, the set { π2 , π3 } is compatible. For instance, we consider the scheduler d defined as follows: d((s0 , s0 )) = β1 ,
d((s0 , s0 ), β1 , (s0 , s1 )) = β3 , d((s0 , s0 ), β1 , (s0 , s0 )) = α1 and d is arbitrarily defined
for all other finite paths. Both π2 and π3 are valid under d.
Consequently, checking for scheduler compatibility can be accomplished as follows.
We implement the set R as an AND/OR tree. Each diagnostic path is stored in
R by mapping its states and actions to nodes. We map states to OR nodes and
actions to AND nodes.
Algorithm 8 illustrates the steps to add diagnostic paths into R and how scheduler compatible subsets are identified and their probabilities are computed. The
steps up to Line 4 add a diagnostic path π to R. Notice that the construction
ensures that R is an AND/OR tree rooted at the OR node ŝ. The remaining steps
beginning at Line 5 perform the identification of scheduler compatible subsets of
R and the computation of their probabilities in an online fashion upon adding π
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Algorithm 8: Adding diagnostic paths to the AND/OR tree implementing
R
Input: A newly found diagnostic path π = s0 , α0 , . . . , αk−1 , sk .
1 Interpret π as an alternating sequence of OR and AND nodes
Sπ = hs0 , α0 , . . . , αk−1 , sk i.
2 if R is empty then Add all nodes and the edges
{ (s0 , α0 ), (α0 , s1 ), . . . , (αk−1 , sk ) } to R and go to Line 5.
3 Determine, starting from the root ŝ 1 , the longest prefix of Sπ which is
already contained in R, i.e., the longest prefix which Sπ shares with any path
in R.
4 Attach the remainder of Sπ to the last node of the prefix as a new subgraph
of R. During the adding Sπ is not folded.
5 In a bottom-up manner, assign to each node on the newly added path two
marks, a probability mark Mp and an integer mark Mi , as follows:
6 Assign to the leaf, i.e., the node sk , the marks Mp = γ(π) and Mi = 1.
7 foreach inner node n on Sπ do
8
if n is an AND node then
9
Add the Mp marks assigned to the children of n and assign the sum
to n as a probability mark Mp .
10
Add the Mi marks assigned to the children of n and assign the sum
to n as an Mi mark.
11
else
// If n is an OR node
12
Select the child n0 of n with the maximal Mp mark. If n has more
than one child the Mp mark of which is maximal, then select that one
with the minimal Mi mark.
13
Mark n with identical Mp and Mi marks as n0 .
14
Attach to n a reference MAX referring to n0 .

to R. The AND/OR tree structure makes all scheduler compatible subsets of R
available. Our algorithm compares these subsets in terms of probability and size
at Line 12 and selects, using the reference MAX, the action which leads to the
scheduler compatible subset with maximal probability and minimal size. The aim
of minimizing the size is to compute practically useful counterexamples carrying a
maximal probability with a minimal number of diagnostic paths.
Note that a global processing of the entire AND/OR tree is never required. The
computational effort of Algorithm 8 is limited to traversing the tree only along the
newly inserted path. This feature is important for the performance of our method
and its adequacy as an online technique.
As from now let X ⊆ R be the set of the diagnostic paths corresponding to
those paths in the tree, from the root to the leaves, which contain only AND and
MAX references. Our algorithm ensures that X is a smallest maximum of R. This
means, X is a maximum of R with a minimal number of diagnostic paths.
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Lemma 10. X is a smallest maximum of R. Further, the marks assigned to the
cr(R) and the number |X |.
root of R are the probability P
Proof. For a node n in R, let σn be the path from the root of R to n. Further, let
Rn ⊆ R be the subset of diagnostic paths which go through n. Let Xn ⊆ Rn consist
of the paths of the form σn σ, where σ contains only AND and MAX references. We
claim for any node n, in particular the root of R, that Xn is a smallest maximum of
cr(Rn ) and the number |Xn |. This
Rn and n is marked with the probability value P
establishes the theorem since if n is the root of R, then Rn = R and Xn = X .
Each OR node owns exactly one MAX reference. Hence, for any node n all paths
from Xn only have the opportunity to branch in AND nodes. From this we infer
that Xn is scheduler compatible for any node n. Then, in order to prove that Xn is
a smallest maximum of Rn , it remains to prove the maximality of its probability.
More precisely, we have to show that for any scheduler compatible subset C ⊆ Rn , it
cr(Xn ) ≥ P
cr(C). Then, it holds that P
cr(Rn ) = P
cr(Xn ). Moreover, we
holds that P
have to prove the correctness of the marks assigned to n. We prove this claim using
induction over the tree structure of R. However, before we do that we point out the
cr(Xn ) = P
following point. Since Xn is scheduler compatible, it holds P
π∈X\ γ(π).
That means in order to prove the correctness of the marks assigned to n, we need
P
to show that n is marked with |Xn | and π∈Xn γ(π).
First, let n be a leaf node. Then, Rn contains only one path π and Xn = Rn .
cr(Xn ) = γ(π) is maximal. n is marked with the probability γ(π) =
In particular, P
cr(Xn ) and the number 1 = |Xn |. Therefore, the claim holds for leaf nodes.
P
Now, let n be an inner node with children n01 , . . . , n0r for which the claim holds.
That means, for all n0i it holds that Xn0i is a smallest maximum of Rn0i and n0i is
cr(Xn0 ) and |Xn0 |. To verify our claim for n we distinguish two cases:
marked by P
i

i

r
S
1st Case: n is an AND node. It holds that Xn =
Xn0i . n will be marked
i=1
P
cr(Xn0 ) and the number x = Pr |Xn0 |. The
with the probability value p = ri=1 P
i=1
i
Pr c i
Pr
mark x is correct since x = i=1 |Xn0i | = |Xn |. The mark p = i=1 P r(Xn0i ) is
P P
P
cr(Xn ). Together, n is assigned the
equal to r
γ(π) =
γ(π) = P
i=1

π∈Xn0

π∈Xn

i

correct marks.
cr(Xn ) is maximal by contradiction. Let
Now, we prove that the probability P
C be a compatible subset of Rn . It is clear that C must be a union of subsets
cr(C) = Pr P
c
C1 , . . . , Cr with Ci ⊆ Rn0i . Then, it holds that P
i=1 r(Ci ). However,
cr(Ci ) ≤ P r(Xn0 ) because Xn0 is a maximum of Rn0 . Therefore, it
it holds that P
i

i

i

cr(C) ≤ P r(Xn ). Then, Xn is a maximum of Rn . It remains to
must hold that P
be proven that |Xn | is minimal. Let C be a maximum of Rn . Again, C must be
a union of subsets C1 , . . . , Cr with Ci ⊆ Rn0i . The maximality of C implies that,
for each 1 ≤ i ≤ r, Ci is a maximum of Rn0i . By induction, it holds for all n0i that
Xn0i is a smallest maximum of Rn0i . In particular, it holds that |Xn0i | ≤ |Ci |. Then,
P
P
|Xn | = ri=1 |Xn0i | = ri=1 |Ci | = |C|.
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In conclusion, it holds that Xn is a smallest maximum of Rn and n is marked
cr(Xn ) and the number |Xn |.
with the probability value P
2nd Case: n is an OR node. Then, MAX points to the child n0x for which
cr(Xn0 ) is maximal and |Xn0 | is minimal. It then holds that Xn = Xn0 . Further,
P
x
x
x
cr(Xn0 ) and the number |Xn0 |. Note these
n is marked with the probability value P
x
x
marks are correct since Xn is identical with Xn0x .
Let C be a scheduler compatible subset of Rn . Due to the branching criterion,
any scheduler compatible subset of Rn , in particular C, must lie completely in one
of the sub-trees branching at n. This is because n is an OR node, i.e., it represents
a state. We assume that C lies in Rn0i for some i with 0 ≤ i ≤ r. As Xn0i is a
cr(Xn0 ) ≥ P
cr(C). Further, our algorithm ensures
maximum of Rn0 it holds that P
i

i

cr(C). As Xn = Xn0
cr(Xn0 ). Together, it holds that P
cr(Xn0 ) ≥ P
cr(Xn0 ) ≥ P
that P
x
x
x
i
cr(Xn ) ≥ P
cr(C). Thus, Xn is a maximum of Rn . Note that the size
we derive that P
of Xn0x is minimal over Xn0i for all i with 0 ≤ i ≤ r. This implies the minimality of
the size of X . Thus, Xn is a smallest maximum of Rn .
So X is the most informative counterexample which can be extracted from R.
It carries a maximal probability with minimal size. In other words, X is an optimal
counterexample over R.
Theorem 8. Let X be the computed smallest maximum of R upon termination.
Then, X is a counterexample. Further, for any counterexample X ⊆ R, it holds:
cr(X) ≤ P
cr(X ) and
1. P
cr(X) = P
cr(X ) ⇒ |X| ≥ |X |.
2. P
Proof. Due to Lemma 10, we know that X is a smallest maximum of R. Lemma 8
cr(X ) = P
cr(R). Let X be an arbitrary
implies that X is a counterexample and P
cr(X) ≤ P
cr(R). Thus, it holds
counterexample with X ⊆ R. Then, we know that P
c
c
c
c
P r(X) ≤ P r(X ) (Proof of 1.). In case that P r(X) = P r(X ), then we can conclude
from Lemma 9 that X is a maximum of R. Because X is a smallest maximum of
R, it must hold that |X| ≥ |X |.
However, it is possible to find a counterexample X 0 consisting of elements from
R together with other diagnostic paths which have not been delivered yet by K∗ .
The set X 0 might carry a higher probability and might contain fewer diagnostic
paths than X . However, the probability of the diagnostic paths from X 0 which are
not elements of R may be very low such that they are insignificant for debugging.
X has the advantage that it includes only diagnostic paths from R which are the
most probable and most crucial ones. In our experiments we did not observe any
reduction in the counterexample quality compared to the methods A and B. Note
that A and B provide optimal counterexamples.
In addition to computing the smallest maximum of R, the AND/OR tree includes an explicit representation of the scheduler corresponding to the computed
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maximum. The MAX references represent the scheduler’s decisions for the nondeterministic choices. This scheduler can be useful in debugging since it indicates
a set of extreme choices which lead to the property violation.
9.2.3.2

Example

Let φ be the path formula (true U ≤3 crash). The MDP from Figure 3.3 violates the
property P≤0.09 (φ) because P rmax (φ) = 0.095 > 0.09. We use our method to generate a counterexample. K∗ searches the state space for most probable diagnostic
paths which are then added into R which is implemented as an AND/OR tree. The
obtained AND/OR tree is illustrated in Figure 9.1. Some nodes of interest are additionally labeled with the marks used in Algorithm 8. We see that the root is marked
with 0.095 and 3, which means that the found maximum (highlighted in the figure
by bold lines) has the probability 0.095 and consists of 3 diagnostic paths. Since
0.095 > 0.09, the maximum that was found is a counterexample. Out of a total of
14, which is the number of all paths stored in the tree, our counterexample consists
of only 3 compatible paths. This counterexample facilitates gaining insight why the
property is violated. For instance, it shows that a large portion of the total probability mass of the counterexample of 0.095, namely 0.05, is caused by the immediate
crash of the second component after it becomes busy. Another major contributor
is the crash of the first component after the loop (s0 , s0 ), β1 , (s0 , s0 ) with a mass of
0.025. The remainder is related to the loop (s0 , s1 ), β3 , (s0 , s1 ) which increases the
likelihood of a crash after staying busy for a while. To debug the system, meaning
to make it immune to violations of the property P≤0.09 (true U ≤3 crash), one has
to reduce the probability of the paths making up the counterexample. The effective
approach would be to redesign the system such that the transition probability from
busy to crash is reduced. If this was not sufficient, then one has to lessen the impact
of the loops at the ready and busy states in terms of the likelihood to crash.

9.2.4

Lower-Bounded Properties

A given MDP M refutes a lower-bounded property P./p (ϕ) (./ is either > or ≥)
iff P rmin (ϕ) does not reach/exceed the specified lower-bound p. Thus, in both
methods A and B a minimizing scheduler d is computed instead of a maximizing
one. The DTMC Md induced by the minimizing scheduler refutes P./p (ϕ) too.
Then, a counterexample is generated for the DTMC Md . In order to provide a
proof that a DTMC refutes a lower-bounded property we have to show that the
probability of all diagnostic paths in the model does not reach/exceed the specified
lower-bound. In contrast to the upper-bounded case, any strict subset of diagnostic
paths does fulfill this requirement. Thus, a lower-bounded property is reformulated
into an equivalent upper-bounded one as shown in Section 6.5. This reformulation
requires the computation of the bottom strongly connected components (BSCCs) of
the DTMC.
In Method C we have to perform similar preparations as in Methods A and B.
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Figure 9.1: The AND/OR tree from the example in Section 9.2.3.2
We can reformulate P./p (ϕ) as an upper-bounded property on the MDP directly.
We need then to compute the maximum end components of the MDP [dA97]. These
are the counterpart of BSCCs in a DTMC. For this computation the entire state
space has to be generated which weakens the advantage of the on-the-fly feature of
Method C, c.f. Section 6.5.

9.3

Experimental Evaluation

In the experiments we compare the performance of all three methods investigating
which method is appropriate under which conditions. We report here the experimental results for two significant case studies which are both available from the
PRISM web page2 . We implemented the three methods in Java. All measurements
were made on a machine with an Intel Pentium 4 CPU (3.2 GHz)3 and 2 GB RAM.
Java code was executed by the Java runtime environment JDK 1.6.

9.3.1

IPv4 Zeroconf Protocol

This case study is a model of a dynamic configuration protocol for IPv4 addresses.
We are interested in the probability that a host picks an IP address already in use.
We configured the model with the parameters N O RESET , N = 1000 (number of
hosts) and loss = 0.1 (probability of message loss). In order to study the scalability
of the methods A, B and C we considered three variants of the model with different
2

http://www.prismmodelchecker.org/
The CPU had got 2 cores, but we do not exploit them because our implementation does not
employ parallelism.
3
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Table 9.1: IP – Properties of the MDPs


 
  
 



 
 
  



 






 
 

Table 9.2: IP – Computing maximizing DTMCs

sizes. For this purpose, we set the parameter K (number of probes to send) to
K = 2, K = 4 and K = 8. We list essential characteristics of these model variants
in Table 9.1. Beside the number of states and transitions of the MDP, we give the
probability computed by PRISM for the property of each model variant in the row
labelled “Probability”. The rows “MC Time” and “MC Memory” record the runtime
(in seconds) and memory (in KB) needed for building and checking the models by
PRISM.
Both methods A and B need to generate the DTMC induced by a maximizing
scheduler. Table 9.2 shows, for each model variant, the size of the computed DTMC
and the effort required by PRISM to generate it. Row “Gen. Time” indicates the
generation time (in seconds) and Row “Memory” indicates the memory space (in
KB) needed to store the DTMC. Each DTMC has the same number of states as the
original MDP. Resolving the non-determinism reduces the number of transitions in
each variant of this model approximately by half. This is a clear sign for a high
degree of non-determinism in the original MDP.
We ran the three methods A, B and C on all three variants of the model and
recorded the results in Table 9.3. We report the runtime (in seconds) and memory
consumption (in KB) of generating counterexamples for probability upper-bounds
10%, 40%, 80%, 95% and 100% (see Column “P” in Tables 9.3a and 9.3b) of the
total probability which is given in Table 9.1. Table cells with the content of the
pattern “? > x”, for some value x mean that the corresponding method failed to
provide a counterexample for the corresponding probability bound, although it ran
for x seconds or consumed x KB of memory.
It holds for all three methods that the larger the model is the more effort is
required to generate counterexamples. We notice that the computational costs of
both methods A and B is dominated by the costs of computing the DTMC. For
example, to generate a counterexample with 10% of the total probability for the
case with K = 2, method A needed 19.076 seconds and 7 797.9 KB. The majority
of this effort, precisely 16.150 seconds and 7 757.6 KB, is needed for computing
and storing the DTMC. We observed this effect for both methods A and B and for
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(b) Memory [KB]

Table 9.3: IP – Counterexample generation

all model variants. Method C needed very long time especially for large K values
and large probability bounds. It even failed in the case with K = 8 to provide a
counterexample with 80% of the total probability after running for 144 885 seconds
(i.e. 40 hours). However, it required significantly less memory than both methods A
and B. In most cases C required approximately half of the memory required by A or
B. The economical memory consumption of method C is due to its on-the-fly nature.
The protracted runtime of C in this case study can be explained by the high degree
of non-determinism of the models which leads to two effects. First, the DTMC
derived by resolving the non-determinism contains about half of the transitions of
the original MDP. This caused the reachable portion of the DTMC to be much
smaller in comparison to the original MDP. On the other hand, method C operates
directly on the MDP. The portion which K∗ had to explore was much bigger than
the reachable part of the DTMC. We consider this, for example, in the case where
K = 8. Method A explores 13 053 states and 22 662 transitions (according to figures
which are not reported in the tables). This is the size of the reachable part of the
DTMC since Eppstein’s algorithm, as we know, has to explore the entire reachable
graph before it delivers a solution. Whereas, method C explored 379 791 states and
1 286 235 transitions, which are very large numbers compared to the 13 053 states
and 22 662 transitions constituting the reachable part of the DTMC. Second, the
MDP contains many more diagnostic paths than the DTMC. Notice that an MDP,
due to non-determinism, models more behaviour than the obtained DTMC. Only
a few of these paths are scheduler compatible. Consequently, method C has to
find and process many diagnostic paths in order to achieve a noticeable increase
in the counterexample probability. In the case of K = 8, for instance, method C
delivered 68 202 diagnostic paths to provide a counterexample with 60% of the total
probability. Larger amounts of time are invested in processing this huge number of
paths where only 349 of them form the counterexample.
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Table 9.5: BRP – Computing maximizing DTMCs

9.3.2

Bounded Retransmission Protocol

This case study is based on the bounded retransmission protocol (BRP) [HSV93], a
variant of the alternating bit protocol. The BRP protocol sends a file in a number
of chunks, but only allows a bounded number of retransmissions of each chunk. The
model is represented as an MDP. The parameter N denotes the number of chunks
and M AX the maximum allowed number of retransmissions of each chunk. We set
in our experiments M AX to 5. We scaled the size of the state space by varying the
value of N . We list essential characteristics of the considered variants of the model
in Table 9.4. All tables in this section have the same structure as in the previous
case study.
Table 9.5 shows, for each model variant, the size of the DTMC and the effort
PRISM required to generate it. We can see that, in each model variant, the DTMC
still contains about 98% of the transitions. This is an evidence for a low degree
of non-determinism. The results of running all methods are reported in Table 9.6.
Notice that the probability bounds listed here are very low (c.f. Column “P” in
Tables 9.6a and 9.6b). This is because all three methods failed to provide counterexamples for large probability bounds in realistic time. This phenomenon can
be explained as follows. Single diagnostic paths in this model have very low individual probabilities. For instance in the case with N = 3 200, method A selects
5 588 diagnostic paths of which the accumulated probability is only 1% of the total
probability. That means, numerous diagnostic paths must be found and processed
in order to achieve significant counterexample probability.
Method A and B have comparable performance in the case with N = 640.
However, the larger the models are, the more inefficient method A is. Method C
outmatches A and B in the most cases with respect to both runtime and memory
consumption. This holds particularly for large models with N = 3 200 and N =
6 400. We notice that the advantage of C regarding memory consumption is more
significant for larger probability bounds. This is a result of using AND/OR trees.
The number of found diagnostic paths is very big for large probability bounds.
Hence, storing them compactly in an AND/OR tree pays off.

9.3. Experimental Evaluation
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Table 9.6: BRP – Counterexample generation

9.3.3

Summary of Experimental Results

We summarize our experimental conclusions as follows. Method B outmatches A
in most cases, in particular for large models. Thus, we recommend using Method
B instead of A. Method C brings in the case of large MDPs a significant advantage
with respect to memory consumption. It outmatches A and B also with respect to
the runtime in particular for small probability bounds. For models with extremely
high degree of non-determinism, method C might take protracted time to provide
counterexamples for large probability bounds. However, it has a good runtime
behaviour if the degree of non-determinism of the model is not very high. Hence,
we recommend method C if the model is large with a low degree of non-determinism.
We can also use C for small or highly non-deterministic models if the probability
bound is small. B seems to be the more promising method for small models or
models with a high degree of non-determinism, in particular for large probability
bounds. We summarize these conclusions in Table 9.7.
 
 
 





   
   




   
   

Table 9.7: Which method under which conditions
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10.1

Introduction

The next step after generating a counterexample is to analyse it in order to extract useful information for debugging. A few works have addressed the problem of
analysing counterexamples in functional model checking, see Section 2.1. All these
approaches are aimed primarily at assisting the user in determining the causal factors of an error. There is no single “best” approach for this problem as error explanation is to some extent psychological. The approach presented by Groce et. al. in
[GCKS06], which is built on Lewis’s counterfactual theory to causality [Lew73], is
of particular interest to us. The central point described there is the notion of causal
dependency between events. Intuitively, event b is causally dependent on event a
in a program execution σ iff execution τ , in which the absence of the cause a leads
to the absence of the effect b, is more “similar” to σ than any other execution τ 0 , in
which the effect occurs without the cause. The similarity of executions is defined
by a distance metric d. The definition of causality is formalised as follows.
Definition 17. Let σ be a program execution and a and b be two predicates. The
predicate b is casually dependent on a in σ iff:
1. a and b are both true for σ, abbreviated as a(σ) ∧ b(σ) and
2. There exists an execution τ such that ¬a(τ ) ∧ ¬b(τ ) and
∀τ 0 . ¬a(τ 0 ) ∧ b(τ 0 ) ⇒ d(σ, τ ) < d(σ, τ 0 )
The basic idea of the approach of Groce et. al. is to analyse the counterexample,
which is a single offending path, in comparison with correct executions which are
paths leading to no error states. This is done mainly in two steps which can be
repeated several times.
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1. A correct execution, which is as close as possible to the counterexample, is
generated. This is done using an optimisation algorithm.
2. Then, the differences between this correct execution and the counterexample
are determined.
Both steps are performed in an automated fashion. However, the evaluation of
these differences with the aim of error explanation has to be done by a human user.
The reason for this is that there is no objective standard which allows for such an
evaluation using a tool.
The fact that a counterexample in the realm of stochastic model checking consists of a potentially very large set of diagnostic paths induces a particular need for
counterexample analysis methods and tools. However, the conventional counterexample analysis methods can not be directly applied to stochastic counterexamples.
There are mainly two reasons for this. First, the shape of stochastic counterexamples differs from functional ones. Secondly, these methods do not consider the
probabilistic nature of stochastic models and counterexamples. The research on
counterexample analysis in stochastic model checking is still in its early stages. In
this chapter we propose an approach towards fault localisation for counterexamples
using interactive visualisation techniques. In [ADvR08], the authors present another approach based on partitioning the counterexample such that each partition
conveys a similar set of diagnostic information. This approach can be seen to be
complementary to ours.

10.2

Counterexample Analysis Using Visualisation

We present here an approach to support the analysis and debugging of stochastic
system models based on the interactive visualisation of counterexamples. The visualisation is aiming at facilitating the determination of causal factors for property
violations. The visualisation focuses on the execution paths belonging to the counterexample and brings out salient stochastic properties of the model, in particular
the probabilities of system offending execution. We combine the presentation of
variable valuations with the presentation of system paths so that different views on
potential causal factors can be obtained. The visualisation is dynamic and adds
states and transitions as they are produced by the search algorithm. This aids in
gaining a better understanding of the system, since the order in which transitions
are added to the counterexample is indicative of their importance. Finally, interactive visualisation allows the user to control the state space exploration, for example,
by selecting portions of the state space that s/he considers important, while filtering
out others.
Our approach has some similarity with the work presented in [Gv06]. That
approach presents an interactive 3D-visualisation of the state space of a concurrent
software model. The goal of this work is the visual discovery of structural properties
of the state space, such as size, symmetries, connectedness of states or strongly
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connected components. It is not obvious how this approach can be applied to
counterexample analysis. Our approach is based on a 2D visualisation since we
believe that 3D-visualisations are problematic due to the hiding of portions of the
state space that is inevitable in 3D graph models.
The algorithm visualisation work described in [MS93, MS94] bears some similarity with our work in that they also reconcile algorithm animation and software visualisation. While their objective is to enhance the understanding of algorithms, our
objective is to better understand causal factors for property violations in stochastic
system models.

10.2.1

The Visualisation Technique

Let M denote a Markov chain and let Φ denote a probabilistic reachability property.
Our approach is to use interactive visualisation techniques in order to facilitate
debugging, which in this setting means analysing a counterexample in order to
determine the causality behind the violation of Φ. In principle we visualise the state
transition graph of M where states are represented by node icons and transitions
are represented by lines. The visualisation has the following three objectives:
• First, we visualise the exploration of M using K∗ . The visualisation component monitors the K∗ algorithm while it explores the state space of M
on-the-fly. It displays changes caused by each search step immediately on the
screen which helps in understanding how the search progresses through the
state space. The user can interact with the search algorithm thus enabling
the type of simulation that we will explain in Section 10.2.1.4.
• Second, our approach emphasises the so far found portion of the counterexample using various highlighting mechanisms. This improves the readability of
the counterexample and significantly increases the effectiveness of extracting
information relevant for debugging.
• Third, we enable the use of interactive visual analytics functions that allow
the user to selectively filter the displayed information, which helps to focus
the visual analysis.
10.2.1.1

Drawing of States and Transitions

We use a circle to represent each state. We identify states that belong to the search
front, i.e., states which are in the queue of the search algorithm, by depicting them
as a rectangle. A hexagon represents the initial state. We also give visual indicators
as to which states are going to be expanded next in order to assist the user in cases
where the colour differentiation between states in the search front is too subtle to
be visually recognisable. We mark the first three states in open by drawing arrows
of different width on the nodes, see green arrows in Figures 10.1 and 10.3.
Recall that K∗ employs A∗ to explore the state space of the Markov chain.
∗
A uses an evaluation function f which estimates for each explored state s the
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probability of a potential diagnostic path which will be obtained by completing the
current finite path leading to s. We use this fact in our visualisation to bring out
states having high f -values, i.e., states which very likely belong to diagnostic paths
having high probability. The highlighting is done by varying the colour intensity of
nodes and edges This feature is intended to attract the user’s attention to the critical
behaviour of the system regarding the given safety property, while not discarding
information belonging to the remainder of the behaviour.
The attribute variation factor used in emphasising nodes and edges with high
f -value is computed as follows. We extend the definition of f to cover transitions
in the following way. For a transition t = (s, s0 ), we define f (t) to be equal to f (s0 ),
i.e., f (t) = f (s0 ). This extension relies on the fact that the relevance of a transition
is derived from the relevance of the state of the system after firing that transition,
i.e., the destination state of the transition. We define a colour scale of a particular
number of colours C ranging from little emphasising to strongly emphasising colours.
In DiPro, we created such colour scales using a tool developed in [Alt02]. Let fmin
be the minimal f -value and fmax be the maximal f -value found so far during the
exploration. We map the range [fmin , fmax ] into the interval [0, 1] using the following
f −fmin
monotonic function: a : f 7→ fmax
−fmin . Then, we determine the colour of the node
representing a state s as colour(s) = a(f (s)) · (C − 1). We use the same calculation
to determine the colours of edges. This explains the variation of the intensity of the
blue colour of nodes and edges in Figures 10.1 and 10.3.
10.2.1.2

Layout Algorithm

In graph drawing, the arrangement of nodes and edges significantly influences the
amount of clutter in the graph and hence determines its readability. Various graph
layout algorithms have been proposed to optimise the graph layout in order to
maximise graph readability, e.g. [BETT98]. Since we are visualising the on-the-fly
state space exploration as it occurs we have to use an incremental layout algorithm.
An incremental layout algorithm is an online algorithm that permits nodes and edges
to be added at any time. It ensures a certain degree of stability in the layout of
the already visible part of the graph. Without this stability the online visualisation
would be more confusing than helpful. The graph drawing library yfiles [yG07]
used in our implementation provides four layout algorithms which are suitable for
incremental visualisation. In our tool we make all four algorithms available to the
user.
10.2.1.3

Counterexample Highlighting

Once a counterexample is completely or partially found we surround each counterexample state with a red line and colour the action name of each counterexample
transition in red. This enables the user to quickly identify the offending behaviour
of the system. We facilitate debugging by permitting a comparison of correct and
offending behaviour. For instance, let n be a red node, i.e., a node representing a
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state which belongs to the counterexample. n must have a red successor n0 . If n also
has another successor n00 which is not red, i.e., n00 does not belong to the counterexample, then comparing both transitions (n, n0 ) and (n, n00 ) can help determining
causal factors for the property violation.
We also render the size of each node and action name proportional to the accumulated probability of all diagnostic paths, that have been found so far, including
the corresponding state or transition. We increase the node size compared to the
default size by
P r(X 0 )
α·
,
P r(X)
where X is the currently selected counterexample and X 0 ⊆ X is the set of diagnostic
paths which include the considered state or transition. α is a factor which the
user defines to control the amplification degree. Based on this scaling, states and
transitions which contribute a large amount of probability to the property violation
will appear very large on the screen. It then becomes much easier for the user to
identify the actions which mostly contribute to the property violation.
10.2.1.4

Online Visualisation

The on-the-fly nature of K∗ means that only a relatively small portion of the state
space will be generated and be available for visualisation. This greatly increases
the practicability of our approach since it permits to handle much larger state
spaces. The online visualisation allows the user to interactively control the search
algorithm. While watching the progress of the search, she or he can interactively
halt the algorithm and modify the order of the search queue by selecting one or
more states to be expanded next. It is also possible to execute the algorithm in
step-wise exploration mode in which the user is free to manually determine the next
state to be explored. These features make our visualisation technique very useful
for interactive simulation purposes. The user can simulate the model in a stepwise
fashion and inspect its behaviour in order to detect model faults.
10.2.1.5

Visual Analytics

Our visualisation approach is able to accommodate various visual analytics functions to analyse the information gathered during the search. This will help in
detecting causal factors for the property violation. In our tool we provide a number
of basic analytics functions, which can be improved and extended in future work:
• The user can hide nodes, edges or complete parts of the visible graph.
• The user can select nodes and edges and query state information, such as the
values of state variables or the effect of transition actions.
• The user can hide outgoing or incoming edges for selected states.
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• The user can select paths through the state space which she/he is interested
in and hide all of the model except for these paths. Optionally the model
elements directly connected to the selected nodes can also be included in the
selection.
• Selected paths can be analysed and compared with each other by means of
charts that can, for instance, display the development of the values of certain
state variables along the selected paths.
The comparison of selected execution paths is a key tool in the analysis of counterexamples, as we shall illustrate in the following section.

10.3

Experimental Evaluation

We have implemented a prototype tool for the visualisation approach that we have
described. The tool is called DiPro and is based on Java1 . DiPro calls K∗ in order
to explore the state space of the PRISM models that we use as case studies. The
state space is explored on-the-fly using the PRISM Simulation Engine [HKNP06].
For the drawing of the state space graph we mainly use the yfiles library [yG07].
We illustrate DiPro using two PRISM case studies.

10.3.1

Embedded Control System

We consider the embedded control system which we presented in Section 6.6.2. We
labelled the actions representing failures as follows:
• SensorFail : failure of a sensor
• ActFail : failure of an actuator
• IProcFail : failure of the input processor
• OProcFail : failure of the output processor
• MProcFail : failure of the main processor
We also set the parameter MAX COUNT to 4. The model is translated by PRISM
into a CTMC that consists of 5 168 states and 21 773 transitions. We are interested
in the likelihood that the system is shut down within one hour, i.e., 3 600 seconds.
According to the description of the PRISM model, one time unit corresponds to
one second. This induces the property
P =? [ true U ≤ 3 600 “down” ].

(10.1)

For this property the Prism model checker computes a total probability of 3.586 ·
10−4 .
1

We thank L. Meier for his contribution to the implementation of DiPro.
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We load this model in DiPro to generate and visualise a counterexample for a
probability upper-bound of 3.48·10−4 which amounts to 97% of the total probability.
The output of DiPro after generating a counterexample with the probability
3.497 · 10−4 is given in Figure 10.1. The generated counterexample is highlighted
by surrounding states with red lines and writing the transition labels in red. The
counterexample was found after 370 search iterations. The explored portion of the
state space contained 454 states and 693 transitions. The counterexample consisted
of 205 diagnostic paths. We will illustrate now how our visualisation facilitates
gaining insight into the model and the counterexample and effectively extracting
information, which is relevant for understanding and debugging the model, without
troublesome manual analysis of the very large state space or the 205 paths forming
the counterexample.
The most important feature is the highlighting of the diagnostic paths which
are most responsible for the failure. The size of the symbol representing a state
and the font size of a transition label are proportional to the probability of reaching
a failure state through the respective state or transition. In Figure 10.1 we see
three paths which are very much highlighted in this way compared to other paths.
The first path (Path 0) consists of one transition with the action MProcFail which
models the failure of the main processor. The second path (Path 1) starts with
IProcFail, which indicates the failure of the input processor I, followed by Timeout
actions representing the unavailability of input data. The third path (Path 2) is the
path which starts with OProcFail representing the failure of the output processor
O. This indicates that a major portion of the failure probability flows along these
paths, indicating that a promising approach to make the system more reliable is to
improve the reliability of the processors I, O and M. Conversely, it would not be
effective to try to improve the reliability of the sensors, actuators.
We also notice another two failure paths which are interesting although they are
not emphasised as much as the above mentioned three paths. The first of these is
the path starting with the action IProcTransFail (Path 3), which models a transient
failure of the input processor. The other is the one starting with OProcTransFail
(Path 4), which models a transient failure of the input or output processor. This
means that transient failures of the I/O processors represent further causal factors
for the error. Such transient failures can be rectified automatically by the processor
rebooting itself. However, the rate of reboot seems to be too low. Hence, speeding
up the reboot in case of a transient fault is a further measure to increase the
reliability of the system. Note that this change to the system has less impact than
improving the reliability of the processors I, O and M.
Moreover, we observe in Figure 10.1 that the significant part of the counterexample, i.e. the part including bigger nodes and edge labels, almost overlaps with
the dark blue part of the state space. Remember that the colour intensity is chosen
based on the value of the heuristic evaluation function f which is used in K∗ . This
means that f represents in this case a good guide in determining the counterexample. This is particularly useful for the user when inspecting the model using
step-by-step exploration of the state space. The different intensities of the blue
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Figure 10.1: Visualisation of the Embedded Control System model (emphasis factor
α = 100, c.f. Section 10.2.1.3).

10.3. Experimental Evaluation

151

(a) Status of the input processor (variable i)

(b) Status of the output processor (variable o)

(c) Status of the main processor (variable m)

(d) Communication failure count (variable
count)

Figure 10.2: Visual analytics of some variable values along primary counterexample
paths

colour aid the user in identifying which states and transition are more and which
are less relevant for the property violation. The user can control which state to
explore next or to let the algorithm automatically expand the next most promising
state. This feature and many other interaction functions allow the user to navigate through the state space, thereby learning about modelling mistakes during the
modelling phase or about faults when debugging the model.
A further visualisation feature in DiPro that aids in debugging is the visualisation of the evolution of variable values along execution paths of the model. This
feature is aiming at identifying causal factors for property violations that are to
be found in the development of state variable values. In Figure 10.2 we depict bar
charts to show the evolution of the values of some state variables along the five paths
described above. From Figures 10.2a and 10.2b we can derive that the variable i
in path 3 (yellow bars) and the variable o in path 4 (pink bars) drop to 1. In the
PRISM model this phenomenon is caused by a transient failure of I and O. We can
also observe that i along path 1 (blue bars) and o along path 3 (green bars) attain
the value 0. This points at a failure of I and O. Each of these failures causes a
failure in transferring the signals from the sensor or sending instructions to the actuators, as can be learned from the corresponding code in the PRISM models. This
is confirmed by Figure 10.2d where the variable count, which stores the number of
failing transfer tries, increases for all paths 1, 2, 3 and 4. Figure 10.2c shows that
the variable m attains the value 0 for path 0 (red bars). This represents a failure of
the main processor M, as can be seen by inspecting the PRISM code.
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Workstation Cluster

As a second case study we consider the Workstation Cluster model from Section 6.6.1. We set the parameter N here to 64. We labelled the actions representing
failures of the system components as follows:
• FailWSLeft and FailWSRight indicate the failure of one workstation in the
left or the right cluster, respectively.
• The action FailLine represents the failure of the backbone.
• The actions FailToLeft and FailToRight represent the failure of the switches
of the left and the right cluster, respectively.
The CTMC derived from the PRISM model consists of 151 060 states and 733 216
transitions.
Our requirement is that probability that the quality of service drops below the
minimum within 100 time units is not higher than 2.5 · 10−6 . In other words, we
are interested in the property
P ≤ 2.5 · 10−6 [ true U ≤ 100 !“minimum” ],

(10.2)

where “minimum” is a label which asserts the minimum QoS. PRISM ascertains
that the property is violated since the total probability is 5.022 · 10−5 .
We applied DiPro to this model. K∗ ran for 366 iterations and explored 185
states and 346 edges to generate the counterexample which consisted of 236 diagnostic paths and carried a probability of 2.744 · 10−6 . The result is visualised in
Figure 10.3. The visualisation emphasises two paths, namely the path hFailToLeft,
InspectToLeft, FailToRighti and the path hFailToRight, InspectToRight, FailToLefti.
This indicates that the most probable cause for the QoS to drop below the minimum is the failure of the left and the right switch, respectively. Other actions like
FailWSLeft and FailWSRight are depicted using relatively small edge labels which
means that they have only a secondary influence on the property violation. We can
conclude that the appropriate approach for making the system more dependable is
not to invest effort in increasing the reliability of the individual workstations but
to increase the reliability of the switches.
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Figure 10.3: Visualisation of the Workstation Cluster System model (emphasis
factor α = 50, c.f. Section 10.2.1.3).

Chapter 11

Conclusions

Conclusion
We have extended stochastic model checking with the generation of diagnostic information. We introduced the notion of counterexamples in this context and gave a
formal definition for counterexamples for discrete-time and continuous-time Markov
chains as well as for Markov decision processes with respect to PCTL or CSL formulae. We also discussed the characteristics of informative counterexamples in this
context. Moreover, we explained how the generation of informative counterexamples
can be seen as a k-shortest-paths search or a search for a diagnostic subgraph.
We successfully illustrated how directed search can be used in order to obtain
scalable counterexample generation methods. We proposed an extended directed
search strategy XBF for finding diagnostic subgraphs as well as a novel directed
search algorithm K∗ for finding k shortest paths. We designed several counterexample generation methods based on these algorithms. We investigated these methods
in different settings and examined their advantages and disadvantages. We backed
our investigations up by extensive experiments using significant case studies. The
experiments demonstrate the efficiency and scalability of our methods, and consequently their applicability in practice. They also show that the counterexamples
produced by our methods are informative and useful for debugging. The experiments also compare our methods to other methods published in the literature.
We demonstrated that our novel directed search algorithm K∗ is a very efficient
algorithm not only for the generation of counterexamples but also for solving the
k-shortest-paths problem in its general form.
We also investigated the problem of counterexamples analysis for the purpose of
debugging. We proposed an interactive visualisation technique to assist engineers
with this task. We proposed the first method which aids engineers in analysing
counterexamples in stochastic model checking. Our method employs interactive
visualisation techniques which aim at determining the causal factors of property
violations. We showed the effectiveness of our visualisation method using two significant case studies.

Future Work
This work can be developed further in various aspects. For example, it could be
extended to other model classes such as continuous-time Markov decision processes
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and reward models. It is also interesting to consider other modelling formalisms
like stochastic petri nets and queuing networks.
Another major field of further research is the automated synthesis of heuristic
functions. Recollect that we only presented an automatically synthesised heuristic
estimate for MRMC models as explained in Section 6.7. The automated synthesis
of heuristic estimates for PRISM models would benefit our directed counterexample
generation methods significantly.
We are working on an adoption of XBF which can deal with Markov decision
processes as mentioned in Section 9.1. We expect that this adoption will be very
efficient.
Another wide area for further research is the analysis of counterexamples. Our
visualisation technique presented in Chapter 10 demonstrate the benefit of tools
which assist engineers with the analysis of counterexamples. This approach can be
improved and extended in many possible ways. For instance, this approach can be
equipped with a variety of data mining and visual analytics techniques in order to
enhance the detection of property violation causalities. We also consider displaying
the counterexamples on giga-pixel displays such as the Powerwall at the University
of Konstanz in order to be able to visualise large excerpts of complex state spaces.
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