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Abstract
This thesis presents contributions to two major topics in computer graphics. The first part describes new algorithms for tile-based synthesis of blue noise point sets and solid textures; the
second part describes systems for capturing, viewing, and manipulating outdoor photographs.
Well distributed point sets play an important role in computer graphics, as well as many other
fields, since they lie in the very foundation of any sampling technique. Many previous researchers have pointed out that point sets with a blue noise Fourier spectrum, i.e. the points
are distributed both evenly and randomly, are desirable in many applications.
In this thesis, we introduce a novel technique for rapidly generating such point sets. Through the
use of Wang tiles, our technique deterministically generates infinite non-periodic patterns. Any
local area may be consistently regenerated as needed. The points in each tile form a progressive
sequence, enabling matching arbitrary spatially varying point densities. Recursion allows our
technique to adaptively subdivide tiles where high density is required, and makes it possible
to zoom into point sets by an arbitrary amount, while maintaining a constant apparent density.
The technique is extremely fast (point generation is in the order of several millions of points
per second) and has a compact memory footprint. These properties make our technique highly
suitable for a variety of real-time interactive applications, some of which are demonstrated in
this thesis.
Another area where tiling techniques are commonly utilized is texture synthesis. While 2D texture synthesis has been heavily researched in the past decade, synthesis of high quality solid
textures remained a mostly unsolved problem. We present a novel method for synthesizing solid
textures from 2D texture exemplars. First, we extend 2D texture optimization techniques to
synthesize 3D texture solids. Next, the non-parametric texture optimization approach is integrated with histogram matching, which forces the global statistics of the synthesized solid to
match those of the exemplar. This approach improves the convergence speed of the synthesis
process and the quality of the synthesized results drastically. Our method is applicable to a wide
variety of textures, including anisotropic textures, textures with large coherent structures, and
multi-channel textures.
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Abstract
The second part of the thesis describes systems for capturing, viewing, and manipulating outdoor
photographs.
First, we present a system to capture and view “Gigapixel images” (very high resolution, high
dynamic range, and wide angle imagery consisting of several billion pixels each). We use a
specialized camera mount, in combination with an automated pipeline for alignment, exposure
compensation, and stitching, to acquire Gigapixel images with a standard camera and lens. We
also present a novel viewer that enables exploration of such images at interactive rates over a
network, while dynamically and smoothly interpolating the projection between perspective and
curved projections, and simultaneously modifying the tone mapping to ensure an optimal view
of the portion of the scene being viewed.
An important aspect of working with large imagery is how to deal with computational and memory constraints when processing the images. Image analysis and enhancement tasks such as tone
mapping, colorization, stereo depth, and photomontage, often require computing a solution (e.g.,
for exposure, chromaticity, disparity, labels) over the pixel grid. When processing large images
(e.g. our Gigapixel images) computational and memory costs often require that the solution is
computed on downsampled versions of the images. Once the solution for a downsampled image
is available it has to be upsampled to the full original resolution of the input image. Solutions
upsampled with general purpose upsampling filters suffer from blurring of sharp edges because
of the smoothness priors inherent in those filters. We demonstrate that in cases, such as those
above, the available high resolution input image may be leveraged as a prior in the context of
a “joint bilateral upsampling” procedure to generate a better high resolution solution. We show
results for each of the applications mentioned above and compare them to traditional upsampling
methods.
Finally, we introduce a novel method for browsing, enhancing, and manipulating outdoor photographs by combining them with existing geo-referenced digital terrain and urban models. A
simple interactive registration process is used to align photographs with models. Once the photograph and the model have been registered, an abundance of information, such as depth, texture,
and geographical data, becomes immediately available to our system. This information, in turn,
enables a variety of operations, ranging from dehazing and relighting the photograph, to novel
view synthesis, and overlaying with geographic information. We describe the implementation
of a number of these applications and discuss possible extensions. Our results show that augmenting photographs with 3D models in this manner supports a wide variety of new ways for us
to experience and interact with our everyday snapshots.
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Zusammenfassung
Diese Arbeit stellt eine Reihe von Beiträgen zu zwei wichtigen Gebieten der Computergrafik vor.
Der erste Teil beschreibt neue Algorithmen für die kachelbasierte Synthese von Punktmengen
und Volumentexturen. Der zweite Teil beschreibt Systeme für die Anfertigung, Darstellung und
Bearbeitung von Fotografien.
Wohl verteilte Punktmengen spielen eine wichtige Rolle in der Computergrafik und vielen anderen Gebieten, da sie eine Grundlage für Abtasttechniken bilden. In vielen Arbeiten wurde
in den letzten Jahren gezeigt, dass sich insbesondere Punktmengen mit einem so genannten
Blue Noise“ Fourierspektrum für viele Anwendungen sehr gut eignen. Dabei handelt es sich
”
um Punktmengen, bei denen die Punkte sowohl zufällig als auch gleichmäßig verteilt sind.
In dieser Arbeit wird ein neues Verfahren vorgestellt, mit dem solche Punktmengen effizient erzeugt werden können. Die Verwendung von Wang-Kacheln ermöglicht die deterministische Erzeugung von unbegrenzten nicht-periodischen Punktmengen, bei denen auf jedes lokale Gebiet
direkt zugegriffen werden kann. Die Punkte in jeder Kachel sind in einer progressiven Sequenz
geordnet, wodurch die Punktdichte beliebig räumlich variiert werden kann. Die Punktmengen
sind selbstähnlich, so dass die Kachelung an Stellen, an denen eine höhere Dichte benötigt wird,
rekursiv unterteilt werden kann. Das Verfahren ist sehr schnell (mehrere millionen Punkte pro
Sekunde) und benötigt nur wenig Speicherplatz. Aufgrund dieser Eigenschaften eignet sich das
Verfahren insbesondere für Echtzeitanwendungen, was anhand von mehreren Beispielen demonstriert wird.
Die Textursynthese ist ein weiteres Gebiet, in dem Kachelungstechniken häufig benutzt werden. Während die Synthese von 2D Texturen in den letzten Jahren intensiv erforscht wurde, und
viele erfolgreiche Verfahren vorgestellt wurden, blieb das Problem der Synthese von qualitativ
hochwertigen Volumentexturen weitgehend ungelöst. In dieser Arbeit wird ein neues Verfahren
für die Synthese von Volumentexturen vorgestellt. Das Verfahren erweitert ein existierendes 2D
Texturoptimierungsverfahren, so dass Volumentexturen aus 2D Beispieltexturen erzeugt werden
können. Durch die Integration eines Histogramm-Angleichungsschrittes werden die Konvergenzgeschwindigkeit der Optimierung sowie die Qualität der resultierenden Volumentexturen
deutlich verbessert. Das Verfahren ist auf eine breite Auswahl von Texturen anwendbar, unter
anderem anisotrope Texturen, stark strukturierte Texturen und Texturen mit vielen Kanälen.
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Zusammenfassung
Der zweite Teil der Arbeit beschreibt Systeme für die Anfertigung, Darstellung und Bearbeitung
von Fotografien.
Zunächst wird ein System für die Aufnahme von Gigapixel“ Bildern beschrieben (sehr hoch
”
aufgelöste Weitwinkelbilder mit hohem Dynamikumfang und mehreren Milliarden Bildpunkten). Ein spezielles computergesteuertes Stativ mit einer digitalen Spiegelreflexkamera und einem Teleobjektiv mit hoher Brennweite wird benutzt, um in kurzer Zeit systematisch mehrere
hundert Bilder einer Szene aufzunehmen. Anschließend durchlaufen die Bilder eine automatische Pipeline, in der sie zu einem Gigapixel Bild zusammengesetzt werden.
Es wird außerdem ein neuartiges interaktives Darstellungsprogramm vorgestellt, mit dem Gigapixel Bilder über eine Netzwerkverbindung betrachtet werden können. Das Programm interpoliert zwischen perspektivischer, zylindrischer und sphärischer Projektion, und modifiziert die
Abbildung des Dynamikumfangs für eine optimale Darstellung des betrachteten Bildausschnitts.
Ein wichtiger Aspekt bei der Bearbeitung von großen Bildern ist der Umgang mit beschränkten
Speicher- und Rechenressourcen. Bei vielen Bildverarbeitungsaufgaben werden auf dem Pixelgitter definierte Gleichungssysteme gelöst (z. B. für Belichtungskorrekturen, Farben beim
Einfärben von Schwarz-Weiß-Bildern, Disparitäten bei Stereobildern, oder Quellbild-Zuordnung bei der Fotomontage). Bei größeren Bildern kann der Speicherbedarf für die Lösung leicht
den zur Verfügung stehenden Speicher überschreiten, was zu einem erheblich höheren Zeitbedarf für die Berechnung führen kann. Aus diesem Grund ist es oft erforderlich, insbesondere bei
Gigapixel Bildern, die Lösung für eine kleinere Version des Bildes zu berechnen. Anschließend
muss die Lösung wieder auf die ursprüngliche Auflösung vergrößert werden. Die Verwendung
von allgemeinen Bildvergrößerungsverfahren führt oft zu schlechten Ergebnissen, da diese auf
der Annahme basieren, dass das Bild keine scharfen Kanten enthält. Das Ergebnis erscheint deshalb je nach Vergrößerungsfaktor mehr oder weniger stark weichgezeichnet. In dieser Arbeit
wird gezeigt, wie mit einem Joint Bilateral Upsampling“ Verfahren deutlich bessere Ergebnis”
se erzielt werden können. Das neue Verfahren wird an den oben beschriebenen Anwendungen
getestet und mit herkömmlichen Upsampling-Verfahren verglichen.
Zuletzt wird ein System für die Manipulation von Fotografien von Außenszenen mit Hilfe von
digitalen Terrain- und Stadtmodellen beschrieben. Durch einen einfachen Prozess werden die
inneren und äußeren Kameraparameter der Bilder bestimmt, d.h. unter anderem ihre Lage und
Orientierung in Bezug auf das Modell. Dadurch steht dem System eine Fülle von Informationen
zur Verfügung, unter anderem die exakte geographische Position jedes Pixels. Dies ermöglicht
eine Reihe von Anwendungen, unter anderem die Entfernung von Dunst, die Änderung der Beleuchtung und des Blickpunktes und die Überlagerung von geographischen Informationen. Es
werden die Implementierung der genannten Anwendungen beschrieben und mögliche Erweiterungen diskutiert.
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Chapter 1
Introduction
Part I: Tile-Based Synthesis
Many computer graphics applications deal with complex signals that are defined over large areas,
e.g. large sampling patterns or texture maps. Directly synthesizing such signals might lead to
computational and storage problems because high quality synthesis algorithms are often slow,
and (more importantly) often do not scale well with the size of the problem. An example is
the well known dart throwing algorithm [13] for generating blue noise sampling patterns. The
algorithm generates point sets of very high quality and it is extremely simple to implement.
However, the computation time grows exponentially with the number of points to be generated,
which renders this simple method useless for generating larger patterns.
Another issue is the high storage requirement of large signals. For example, the space required
to store a solid (volumetric) texture is cubically related to its resolution. Thus, doubling the
resolution leads to an eightfold increase of required storage. This rapid growth makes storing
large textures expensive.
A common practical approach that avoids both concerns is to utilize tile-based techniques, where
the signal is precomputed on one or more tiles that can be placed next to each other to form
signals of arbitrary size. Since the expensive synthesis is done in a pre-process, runtime access
to any local window of the pattern is almost instantaneous. The memory footprint is small,
because the signal has to be stored only on a small number of tiles, and the arrangement of tiles
can be represented compactly.
In this thesis we apply the tile-based approach to two important areas of computer graphics that
have attracted significant interest from the community in recent years: generation of blue noise
point sets and texture synthesis.
Generation of point sets is a fundamental task in computer graphics, and was studied in a variety
of contexts, such as anti-aliasing, ray tracing, geometry processing, point-based modeling and
rendering, digital half-toning, object positioning, and primitive placement in non-photorealistic
rendering.
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Chapter 1 Introduction
When generating a point set, different applications require considering different aspects, e.g.
applications such as object positioning are mainly concerned with the visual quality of the pattern, while other applications, such as anti-aliasing, are primarily concerned with the spectral
characteristics. Point sets with a blue noise Fourier spectrum are desirable in many applications,
because of their superior characteristics: they avoid aliasing when sampling non-bandlimited
functions, and they are visually pleasing due to their even—yet random—arrangement of points.
In this thesis we introduce a novel technique for tile-based generation of blue noise point sets.
Our method is capable of generating very large non-periodic and non-uniform density point sets
possessing a blue noise Fourier spectrum and featuring high visual quality. The points may be
distributed over arbitrarily large areas. The local density may be prescribed by an arbitrary target density function, without any preset bound on the maximum density. Since our technique
is deterministic and tile-based, any local portion of a potentially infinite point set may be consistently regenerated upon need. The memory footprint of the technique is constant, and the
cost to generate any local portion of the point set is proportional to the integral over the target
density in the area of interest. In practice, point generation speed reaches a few million points
per second. These properties make our technique an ideal candidate for a variety of real-time
interactive applications.
Another area where tile-based techniques are commonly utilized is texture synthesis. In the past
decade researchers have concentrated on 2D texture synthesis, and a plethora of methods have
been proposed. At the same time, we have not seen so much work on solid (volumetric) texture
synthesis.
Solid textures have several notable advantages over 2D textures. First, many natural materials, such as wood and stone, may be more realistically modeled using solid textures. Second,
solid textures obviate the need for finding a parameterization for the surface of the object to be
textured, which is a challenging problem in itself. Furthermore, solid textures provide texture information not only on surfaces, but also throughout the entire volume occupied by a solid object.
This is a highly convenient property, as it makes it possible to perform high-fidelity sub-surface
scattering simulations, as well as break objects to pieces and cut through them.
However, obtaining solid texture exemplars is difficult. Synthesizing a 3D solid texture from
a 2D exemplar is in many respects an extremely challenging task. For example, some of the
most effective 2D synthesis methods directly copy patches of texture from the exemplar to the
result. Since the synthesized texture looks just like the exemplar inside each patch, the synthesis
process need only to worry about hiding the seams between the patches. In contrast, when the
result has an additional dimension, every slice through each texel in the volume has to look like
the exemplar, and they all need to agree with each other.
Time complexity is also a major concern for solid texture synthesis, since, as mentioned before,
the texel count grows cubically with the spatial resolution. Thus, algorithms that are, e.g., of
quadratic complexity are out of the question for solid texture synthesis.

2

We introduce a novel method for synthesizing solid textures from 2D texture exemplars. Our
approach is to extend 2D texture optimization techniques to synthesize solid textures. Next,
the non-parametric texture optimization approach is integrated with histogram matching, which
forces the global statistics of the synthesized solid to match those of the exemplar. This improves
the convergence of the process and enables using smaller neighborhoods during the synthesis.
Our method is generally superior to previous methods in terms of the quality of the synthesized
results. More importantly, it is applicable to a wider range of textures, including multi-channel
textures with a variety of surface attributes (in addition to color).

Part II: Computational Methods for Outdoor Photography
The second part of the thesis is about new computational methods for outdoor photography.
At first, we present a novel system to capture and view very high resolution, high dynamic
range, and wide angle imagery of outdoor scenes. Each image consists of several billion pixels
each; hence, we refer to them as “Gigapixel images”. Next, we present a novel method for
browsing, enhancing, and manipulating outdoor photographs by combining them with existing
georeferenced digital terrain and urban models.
Capturing panoramic images of outdoor scenes is almost as old as photography itself. Recently,
we have seen a boost in the resolution of such images up to multiple Gigapixels. Most of
the new Gigapixel images were constructed from a large number of individual images. For
example, in the Blue Marble project NASA stitched many small satellite images into gigantic
images of the whole earth [1]. Others have used standard digital single lens reflex cameras
and automated mounts to capture a large number of individual images and stitch them into a
panorama [156, 100]. We have taken a similar approach to construct large high dynamic range,
wide angle Gigapixel panoramas.
The enormous size of these images has consequences for a person viewing them: normally, one
thinks of an image as something one can print or display on a screen and then stand back from
and view. However, as the resolution (i.e., the number of distinct pixels), the field of view, and/or
the dynamic range of the image exceed some threshold, it is no longer possible to view the image
on a screen in its entirety in any single representation. The resolution must be reduced, the field
of view must be narrowed or the projection geometry altered, and/or the dynamic range must be
mapped to one that can be displayed.
Thus, experiencing the full content of the image is only possible by coupling the data with an
appropriate viewer. We present a novel viewing paradigm for high resolution, wide angle, and/or
high dynamic range imagery. It is demonstrated with a novel viewer designed for smooth realtime viewing of the panorama that dynamically adapts to both the requested field of view and
the content of the sub-image being viewed. In particular, it smoothly adjusts the mapping of
rays to pixels between a perspective projection for narrow fields of view and a cylindrical or
spherical projection as the field of view widens. Our viewer also provides superior methods for
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viewing standard resolution wide angle imagery. In addition to modifying the projection, our
viewer also dynamically adapts the tone mapping of the sub-image being viewed based on its
local histogram.
Processing large images is a challenging task due to computational and memory problems. As
an example, consider the tone mapping stage of our Gigapixel capturing framework. The tone
mapping method used by our system requires solving a large sparse system of linear equations,
whose complexity is proportional to the number of pixels. Theoretically, the best existing sparse
solvers have linear complexity. However, in practice they perform much worse once the data exceeds the available physical memory because they iteratively sweep over the data, which results
in thrashing.
Thus, in order to make the computation tractable, high resolution images have to be downsampled before they can be processed. This is particularly essential for interactive applications.
Once a solution for the downsampled image is available, the question then becomes how to
upsample the solution to the full original resolution of the input image. Upsampling is a fundamental image processing operation, typically achieved by convolving the low-resolution image
with an interpolation kernel, and resampling the result on a new (high-resolution) grid. Images
upsampled in this manner typically suffer from blurring of sharp edges, because of the smoothness prior inherent in the linear interpolation filters. However, in our case, additional information
is available in the form of the original high-resolution input image. Ignoring this information
and relying on the smoothness prior alone is clearly not the best strategy.
We present a new upsampling strategy that leverages the fact that we have a high-resolution
image available in addition to the low-resolution solution. In particular, we demonstrate that a
“joint bilateral upsampling” operation can produce very good full resolution results from solutions computed at very low resolutions. We demonstrate our filter on a number of applications,
including stereo depth, image colorization, adaptive tone mapping, and graph-cut based image
composition.
Finally, in the last chapter of this thesis we present a novel system for browsing, enhancing, and
manipulating outdoor photographs. Despite the increasing ubiquity of digital photography, the
metaphors we use to browse and interact with our photographs have not changed much. With
few exceptions, we still treat them as 2D entities, whether they are displayed on a computer
monitor or printed as a hard copy. It is well understood that augmenting a photograph with
depth can open the way for a variety of new exciting manipulations. However, inferring the
depth information from a single image that was captured with an ordinary camera is still a
longstanding unsolved problem in computer vision.
Luckily, we are witnessing a great increase in the number and the accuracy of geometric models
of the world, including terrain and buildings. By registering photographs to these models, depth
becomes available at each pixel. The system described in the last chapter of this thesis, consists
of a number of applications afforded by these newfound depth values, as well as the many other
types of information that are typically associated with such models.
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1.1 Contributions
The main contributions of this thesis are as follows. A more complete list of contributions is
provided in Section 7.1.
• A new technique for rapidly generating large point sets possessing a blue noise Fourier
spectrum and high visual quality. The technique is tile-based and allows local evaluation
of infinitely large and non-periodic patterns.
• A novel method for synthesizing solid textures from 2D exemplars. The method is superior to previous methods in terms of quality and applicable to a wider range of textures.
• A novel viewing paradigm for Gigapixel imagery, demonstrated with a novel viewer that
enables exploration of Gigapxiel images at interactive rates over a network, while dynamically and smoothly interpolating the projection between perspective and curved projections, and simultaneously modifying the tone mapping to ensure an optimal view of the
portion of the scene being viewed.
• A new joint bilateral upsampling filter for upsampling image processing solutions run on
downsampled input images. It is suitable for many image processing applications, such as
tone mapping, colorization, stereo depth, and photomontage.
• A novel system for browsing, enhancing, and manipulating outdoor photographs by combining them with existing georeferenced digital terrain and urban models. We present
implementations for a number of novel operations ranging from dehazing and relighting
the photograph, to novel view synthesis, and overlaying with geographic information.

1.2 Publications
This is a list of all scientific publications of Johannes Kopf (2005–2008). This list also includes
publications not discussed in this dissertation.
Johannes Kopf, Boris Neubert, Oliver Deussen, Billy Chen, Michael Cohen, Matt Uyttendaele,
Daniel Cohen-Or, Dani Lischinski. Deep Photo: Combining Photographs with Digital Terrain
and Building Models. ACM Transactions on Graphics (Proceedings of SIGGRAPH Asia 2008),
27(5), Article no. 116, 2008.
Qing Luan, Steven Drucker, Johannes Kopf, Ying-Qing Xu, Michael Cohen. Annotating Gigapixel Images. Proceedings of ACM Symposium on User Interface Software and Technology
(UIST) 2008, pp. 33–36, 2008.
Johannes Kopf, Chi-Wing Fu, Daniel Cohen-Or, Oliver Deussen, Dani Lischinski, Tien-Tsin
Wong. Solid Texture Synthesis from 2D Exemplars. ACM Transactions on Graphics (Proceedings of SIGGRAPH 2007), 26(3), Article no. 2, 2007.
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Johannes Kopf, Matt Uyttendaele, Oliver Deussen, Michael Cohen. Capturing and Viewing
Gigapixel Images. ACM Transactions on Graphics (Proceedings of SIGGRAPH 2007), 26(3),
Article no. 93, 2007
Johannes Kopf, Michael Cohen, Dani Lischinski, Matt Uyttendaele. Joint Bilateral Upsampling. ACM Transactions on Graphics (Proceedings of SIGGRAPH 2007), 26(3), Article no. 96,
2007.
Yaron Lipman, Johannes Kopf, Daniel Cohen-Or, David Levin. GPU-assisted Positive Mean
Value Coordinates for Mesh Deformation. Symposium on Geometry Processing 2007. ACM
International Conference Proceeding Series, 257, pp. 117–123, 2007.
Johannes Kopf, Daniel Cohen-Or, Oliver Deussen, Dani Lischinski. Recursive Wang Tiles for
Real-Time Blue Noise. ACM Transactions on Graphics (Proceedings of SIGGRAPH 2006),
25(3), pp. 509–518, 2006.
Stephan Behrendt, Carsten Colditz, Oliver Franzke, Johannes Kopf, Oliver Deussen. Realistic Real-Time Rendering of Landscapes Using Billboard Clouds. Computer Graphics Forum
(Proceedings of EUROGRAPHICS 2005), 24(3), pp. 507–516, 2005.
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Part I

Tile-Based Synthesis

Chapter 2
Recursive Wang Tiles for Real-Time Blue
Noise
2.1 Introduction
Well distributed point sets play an important role in a variety of computer graphics contexts, such
as anti-aliasing, distribution ray tracing, Monte Carlo path tracing, geometry processing, pointbased modeling and rendering, digital halftoning, object positioning, and primitive placement
in non-photorealistic rendering (NPR). Thus, it is not surprising that the properties of various
distributions have been extensively studied, and a variety of techniques have been proposed for
their generation.
When generating a point set, there are various aspects that should be considered. In applications such as object positioning, the main concern is the visual quality of the resulting pattern,
such as absence of noticeable repetitions. Other applications, such as anti-aliasing, are primarily
concerned with the spectral characteristics of the distribution, typically preferring distributions
with a blue noise Fourier spectrum. Halftoning and non-photorealistic rendering are examples of applications concerned with dynamic range (the ability to reproduce high contrasts) and
resolution-independence (the ability to maintain the same apparent density under varying degrees of magnification).
Beyond the concerns above, space and time efficiency is of utmost importance for any interactive
application that requires distributing a large number of points. A common practical approach
in such cases is to utilize tiling techniques, where one or more tiles are precomputed and then
placed next to each other to form point sets of arbitrary sizes. However, designing a good
set of tiles is a very challenging problem, since the goal is to encapsulate the desired global
characteristics of the distribution into a small set of local building blocks.
In this chapter we introduce a novel technique for tile-based generation of blue noise point sets.
Our technique utilizes Wang tiles, each containing a carefully constructed point set. The use of
Wang tiles enables the generation of infinite non-periodic tilings. The points in each tile form
a progressive sequence, enabling matching arbitrary spatially varying point densities. The tiles
are also recursive, making it possible to employ adaptive subdivision only in regions where high
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32,965 points,
22.75ms
1,449,011 points / sec

34,897 points,
15.7ms
2,222,739 points / sec

22,748 points,
11.67ms
1,949,272 points / sec

Figure 2.1: Zooming into a stippled non-photorealistic rendering. Each image shows a subset
of the same implicitly infinite point set: while zooming in, more points are shown
to maintain the apparent density. Only the local visible area of the point set was
evaluated for each image.

density is desired. Recursion also enables zooming into point sets by an arbitrary amount while
maintaining a constant apparent density. Constructing a recursive set of tiles while maintaining
progressivity and blue noise properties is challenging, as it requires the point set in each tile to
become a proper subset of the point set after the subdivision.
Consequently, our method is capable of generating very large non-periodic and non-uniform
density point sets possessing a blue noise Fourier spectrum and featuring high visual quality. The
points may be distributed over arbitrarily large areas. The local point density may be prescribed
by an arbitrary target density function, without any preset bound on the maximum density. Since
our technique is deterministic and tile-based, any local portion of a potentially infinite point set
may be consistently regenerated upon need. The memory footprint of the technique is constant,
and the cost to generate any local portion of the point set is proportional to the integral over the
target density in the area of interest. In practice, point generation speed reaches a few million
points per second. These properties make our technique an ideal candidate for a variety of realtime interactive applications. As we shall show in the remainder of this chapter, no other single
method to date features all of these characteristics combined.
We demonstrate our method in the context of three applications: anti-aliasing, stippled nonphotorealistic rendering, and interactive texture synthesis by painting texton densities.

2.2 Background
As mentioned earlier, the analysis of various point distributions and the development of efficient
algorithms for generating point sets with various desirable characteristics has been the subject of
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much previous and current research over the past twenty years. Below we survey only a handful
of the methods that are most relevant to this work.
Many previous authors have pointed out that for sampling in 2D, isotropic point distributions
with a blue noise Fourier spectrum—minimal energy in low frequencies and lack of concentrated
energy spikes—are desirable in many applications (see, e.g., [21, 13, 84, 141, 122, 85, 81, 42,
48, 57, 58, 56, 98]). For example, when sampling a non-bandlimited function with a blue noise
point set, aliasing manifests itself as high-frequency uncorrelated noise, rather than the more
objectionable low frequency structures.
The dart throwing algorithm [13] is one of the simplest, but also slowest, techniques for generating Poisson disk distributed point sets, which possess blue noise spectral characteristics.
Random point locations are generated sequentially, and each new point is discarded if another
point already exist within a certain radius around it. McCool and Fiume [81] describe a more
practical variant of dart throwing, where the dart radius is gradually decreased as more samples are placed. The order in which samples are added to the set is recorded. The result is a
progressive sequence of points, which has the desirable property that any prefix subsequence
is also Poisson disk distributed (no two points are closer to each other than the dart radius of
the last point in the subsequence). This property enables generation of point sets according to a
spatially varying target density function by using only those points in the set whose rank in the
progressive sequence does not exceed the desired density at the corresponding location. This
approach is still too slow for directly generating large point sets, but it may be used to generate
a tile containing a well distributed set of points with toroidal boundary conditions, which may
then be used to tile arbitrarily large portions of the plane periodically. Unfortunately, such periodic tilings typically suffer from obvious repetition artifacts and high anisotropy in the Fourier
spectrum, as shown in Figure 2.2 (top row).
Ostromoukhov et al. [98] introduced a much faster technique for generating blue noise patterns.
The idea is to hierarchically subdivide a Penrose tiling of the plane and apply pre-computed
correction vectors to improve the resulting pattern. Through a clever use of the Fibonacci number
system, this technique is well suited for generation of non-uniform sampling patterns. However,
uniform density patterns generated by this technique reveal some visual artifacts, which also
manifest themselves in the Fourier spectrum, as demonstrated in Figure 2.2 (middle row).
The method presented in this chapter avoids the repetition artifacts present in periodic and Penrose tilings, and exhibits higher spectral quality, as evidenced by the bottom row of Figure 2.2.
Another difficulty with utilizing Penrose tilings for generating very large point sets over arbitrarily large areas is that they are strictly aperiodic. Thus, it does not seem possible to quickly
generate only a small local portion of the point set without starting from a very large base tiling
and using recursive subdivision around the region of interest. In contrast, our method supports
rapid “random access” to local portions of arbitrarily large point sets.
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Figure 2.2: Uniform density blue noise point sets created with periodic tiling (top), Penrose tiling
(middle), and our method (bottom). Each row shows an extract of the point set, the
Fourier power spectrum, and the mean radial power and radial anisotropy plots. The
repetitions in the periodic tiling are easily noticed, revealing the underlying lattice,
and are also manifested by a grid of spikes in the spectrum. While the energy of the
spectrum is distributed quite evenly, the anisotropy is quite strong. The energy of
the Penrose tiling spectrum is concentrated into isolated spikes of energy, resulting
in extreme anisotropy values. The spectrum reveals the rotational tenfold symmetry
of the Penrose tiling. Our method, in contrast, produces few repetition artifacts both
spatially and in the spectrum. The energy of the power spectrum is well distributed
and the anisotropy is very low, as desired for a blue noise spectrum.
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Non-periodic tilings of the infinite Euclidean plane may also be generated using a small set of
Wang tiles [142, 143], unit square tiles with color-coded edges. Wang tilings of the plane are
obtained by placing tiles such that all adjoining edges have matching colors. Cohen et al. [12]
used a set of eight Wang tiles to stochastically create infinite non-periodic seamless 2D textures.
Note, that although this eight-tile set is not strictly aperiodic in the sense that it can never produce
periodic tilings, the stochastic process used when laying down tiles guarantees non-periodicity.
Although repetitions cannot be avoided altogether when using a finite tile set, non-periodicity
makes them difficult to detect visually. Hiller et al. [48] and Cohen et al. [12] used Wang tiles
to generate non-periodic point sets with blue noise properties, utilizing Lloyd’s relaxation [76]
to optimize an initial set of positions.
Recently, Lagae and Dutré [66] introduced Poisson disk tiles, an interesting extension of Wang
tiles aimed at rapid generation of Poisson disk distributed point sets. They construct a set of
4096 Poisson disk tiles, and introduce a “direct stochastic tiling” algorithm that uses a hashing
function to support real-time placement of their tiles at arbitrary locations on the plane, without
generating a complete tiling. They also describe a variant of the direct stochastic algorithm that
works with the eight-tile set of Cohen et al. [12], which we also use in our method.
The above Wang tiling based methods are able to generate high-quality point sets of uniform
density. However, they have not been designed for directly generating the non-uniform density
point sets needed by many applications. It should be noted that non-uniform density point sets
may be generated by warping a uniform density one, as described by Secord et al. [119] (a technique known as inversion or transformation method in the Monte Carlo literature). Indeed, this
approach was used by Lagae and Dutré [66] for stippling and for environment map importance
sampling. However, warping point sets in this manner is inferior to direct generation of nonuniform density Poisson disk point sets, as demonstrated in Figure 2.3. This was also pointed
out by Ostromoukhov et al. [98].
In a contemporaneous work, Dunbar and Humphreys [24] describe two modified dart throwing
algorithms that run in O(n log n) and O(n) time, respectively, and are guaranteed to terminate.
The core of their method is a data structure, which allows sampling only the regions where it
is legal to place a dart. The spectral quality of the resulting patterns is comparable to true dart
throwing; in the O(n log n) case the results are equivalent. However, their method is currently
limited to uniform point sets.

2.3 Overview
The following steps provide a high-level summary of our method for generating a set of recursive
Wang tiles containing progressive blue noise point sets:
1. Generate a set of source tiles (progressive toroidal blue noise tiles) using dart throwing
with gradually decreasing dart radius [81].
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Figure 2.3: Non-uniform point sets generated by warping a uniform blue noise point set (left)
vs. our method (right). Top: 28,493 points, bottom: 20,220 points. The images on
the left are noisier and exhibit lower dynamic range.

2. Construct a set of progressive Wang tiles. This is done using a new algorithm for merging
source tiles together, while preserving a progressive ordering and maintaining the blue
noise properties of the original tiles.
3. Make the Wang tile set recursive, by establishing a subdivision rule for each tile in the set.
A subdivision rule is a recipe for replacing a base tile with an n×n grid of scaled-down
versions of base tiles.
4. Apply a relaxation process to make the points of each base tile a proper subset of the point
set after the subdivision. This step is necessary for generation of continuous progressive
transitions from the base point set to the subdivided one.
The technique outlined above is used once and for all to generate a set of tiles. Once available,
these tiles may be used to rapidly generate non-uniform density blue noise point sets. We begin
by constructing a coarse non-periodic base tiling locally using the direct stochastic tiling algorithm of Lagae and Dutré [66]. The progressive ordering of the points in each tile is then used
to reproduce the target density; we sample the density function for each point of each visible tile
and decide whether to include the point based on its rank. Simultaneously, we check for density
values exceeding the maximum density of the current subdivision level. Next, we subdivide the
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tiling and process only those sub-tiles covering areas where the target density has not yet been
matched. We repeat the process recursively, until the target density is achieved. It is easy to see
that the computational cost of the above method is roughly proportional to the integral of the
target density function over the visible region of interest.

2.4 Progressive Blue Noise Wang Tiles
In this section we introduce our algorithm for construction of progressive blue noise Wang tiles,
a tile set that enables us to rapidly distribute points over arbitrarily large areas on the plane
according to an arbitrary target density function, such that the resulting point sets possess a blue
noise spectrum.
As explained in Section 2.2, a progressive toroidal blue noise tile may be generated using a
dart throwing algorithm, where the radius of the darts is slowly decreased [81]. The algorithm
assigns each point a rank, so that the resulting ranking defines a progressive sequence of points
with increasing density. Using such a tile it is possible to quickly generate large point sets with
arbitrary non-uniform density. However, since a single tile is used to generate the point set, the
tiling is periodic and repetition artifacts are apparent (Figure 2.2).
To avoid repetition, we turn to Wang tiles, which make it possible to tile the plane non-periodically using a small set of square tiles. Cohen et al. [12] describe how to generate Wang tiles
that produce non-periodic point sets with blue noise properties. However, the method does not
generate a progressive ranking of the points in each tile, and therefore their tiles are not suitable
for matching arbitrary non-uniform target density functions.
It should be noted that creating a set of progressive Wang tiles is much harder than creating a
single progressive tile. Recall that the edges of Wang tiles are color coded, and that any two tiles
are allowed to be adjacent in a tiling if the colors of their adjoining edges match. Thus, each tile
must be constructed so as to maintain the Poisson disk property across each of its edges with
respect to several possible neighboring tiles. As explained by Cohen et al. [12], dart throwing
does not work in this case. Whenever a dart lands near a tile boundary, its Poisson disk must be
checked against points in all the possible neighbor tiles. This typically results in fewer points
being inserted in the vicinity of tile edges.
Therefore, we developed a new method to create a progressive blue noise Wang tile set. Our
idea is to create a set of Wang tiles by merging together several progressive toroidal source tiles,
similarly to the merging of texture tiles in [30, 12]. Our goal is to generate a set of 2K 2 Wang
tiles, where K is the number of different edge colors. We begin by computing a unique source
tile for each of the K edge colors. To create each one of the 2K 2 Wang tiles, we begin with a new
source tile, and merge it with the source tiles corresponding to the colors of its edges, as shown
in Figure 2.4. After merging the source tiles we define a sequential ordering of the resulting
points to make the tile progressive. The tiles generated in this manner fit together seamlessly,
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(a)

(b)

(c)

(d)

Figure 2.4: Merging source tiles to create a blue noise Wang tile (a) Each edge has an associated
source tile. The Wang tile is initialized to a unique source tile (black points). (b)
After merging with the source tile associated with the east edge. (c) After merging
with all four edge tiles. Note that a large portion of the resulting point set comes
from the initial unique tile. (d) The same point set with seams removed and all points
colored black. The resulting set is well distributed and the seams are impossible to
detect.

because the points in the vicinity of each edge of a particular color always originate in the same
source tile. In the remainder of this section we describe the two steps (merging and reordering)
in more detail.
As outlined above, to create each Wang tile we start with a fresh unique source tile T and
merge in four other source tiles N, E, S,W corresponding to the colors of the edges, one at a
time. Consider the situation shown in Figure 2.4b, where T has been merged with a tile E
corresponding to the color of its east edge (pink). To merge these two tiles we compute a seam
connecting the endpoints of the right tile edge (shown in orange). Points to the left of this seam
come from tile T , while points to the right of the seam come from tile E. Since both T and E
are blue noise tiles, points away from the seam are well separated from each other, so our goal
is to find a seam that avoids short distances between points across the seam.
We begin by computing a Voronoi diagram of the union of the point sets T ∪ E. Each edge in
the Voronoi diagram separates two neighboring points in the unified point set. Thus, our idea is
to construct the seam from a sequence of Voronoi edges which separate pairs of points that are
as far from each other as possible. More precisely, we construct a planar graph whose edges are
the edges of the Voronoi diagram, clipped by the boundary of the tile. The corners of the tile are
added as vertices to this graph. Each Voronoi edge is assigned a cost c = (1 − d/dmax )r , where
d is the distance between the two points separated by the edge and dmax is the maximum among
these distances. Thus, the cost penalizes short distances. The exact penalty is determined by the
exponent r (we used r = 10 in our experiments). Let s and t denote the vertices corresponding
to the endpoints of the tile’s east edge. We compute the min-cost path between s and t using
Dijkstra’s shortest path algorithm [14], and use the result as our seam. Using the shortest path

16

2.4 Progressive Blue Noise Wang Tiles

foreach tile in the Wang tile set do
// create a blue noise tile
create a unique initial blue noise source tile T
foreach edge tile in (N,E,S,W) do
T ← Merge(T , edge tile)
end
// create a progressive ranking
interleave the original rankings
for i = 2 to n−1 do
for j = i to n−1 do
d = mink<i p j − pk
√
if d > α/ i then break
end
swap pi and p j
end
end
Algorithm 2.1: Progressive blue noise Wang tile set creation pseudocode. pk denotes the
position of the k-th point in the current ordering.

has the nice property that it prevents the seam from venturing too deep into the interior of the
tile, so that each tile in the resulting set has a unique interior part (the black points in Figure
2.4c). This reduces repetitions and improves the spectral characteristics of the resulting tiled
point sets.
Merging in the four edge source tiles yields the full density point set for the Wang tile. In order
to make this tile progressive, we must find an appropriate ranking (sequential ordering) of the
points in the set. We initialize the ranking by sorting the points according to their ranks in the
original source tiles, resolving conflicts (points from different source tiles having the same rank)
in a random fashion. This effectively “interleaves” the original sequences to yield a single new
sequence.
Since the resulting ranking is consistent with the original ranking, it works fine inside the contiguous regions originating in the different source tiles (and in particular across tile boundaries).
However, this ranking fails to account for the adjacencies across the seams. Thus, it is possible
for two points with a low rank to be too close to each other. Our goal is now to prevent this from
happening, while perturbing the ranking as little as possible.
Beginning with the initial ranking described above, we generate a new ranking iteratively, by
fixing the ranks of the points one by one, until all ranks have been fixed. In each step, we assign
the next available rank to the first point from the initial ranking, whose minimal distance to
all previously fixed points is greater than a threshold function. In the densest possible packing
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of the unit square with
√ k non-overlapping disks
√ (hexagonal lattice), the radius of each disk is
approximately 0.54/ k. We thus choose α/ k with α = 0.5 as our threshold function. The
entire process is summarized in pseudocode in Listing 2.1.

2.5 Recursive Point Sets
Our progressive Wang tiles enable generation of point sets with superior spectral quality at the
same speed as periodic progressive tilings; specifically, the anistropy is much lower and the
mean radial power is closer to the desired blue noise profile (see Figure 2.2). The maximal
density of these point sets is determined by the number of points in each tile, and by the area
of the tile. This causes some visual artifacts when the target density function has high dynamic
range: in order to match the highest target density the tiles must be scaled down, but then in
regions with low target density only a few points in each tile are selected, sometimes revealing
the underlying tile grid.
Furthermore, although arbitrarily high densities may be generated by scaling down the tiles, the
maximum density must be known in advance. In certain scenarios, such as interactive object
placement or adaptive sampling, this is a limiting requirement.
In this section we introduce recursive Wang tiles, an extension of our progressive Wang tiles that
makes it possible to generate arbitrarily high densities in a fully adaptive manner using recursive
subdivision. The idea is to associate one or more subdivision rules with each base tile in the
Wang tile set. A subdivision rule replaces a base tile with a grid of n×n scaled down versions of
tiles from the same set.
Using recursive Wang tiles, we start by tiling the plane using a coarse grid of large base tiles.
In areas where the desired density exceeds the maximum density of the base tile, the tile is
recursively subdivided until the desired density is met, as was described in Section 2.3. Our
method for deriving the subdivision rules is described in Section 2.5.1. In order to obtain a
smooth progressive transition from a base tile to its subdivision we carefully design the tiles
such that the point set of each base tile is a proper subset of the point set after the subdivision.
This is achieved by relaxation, as described in Section 2.5.2.

2.5.1 Subdivision Rules
When subdividing a base tile, the resulting arrangement of the n×n sub-tiles must respect the
color matching constraints of a valid Wang tiling. These constraints must be enforced both
(i) across the subdivided boundaries of adjacent base tiles, and (ii) across the edges between
the sub-tiles in the interior of the base tile. We satisfy the first constraint by associating each
base tile edge color with a unique n-color sequence (see Figure 2.5a–b). Now we must find an
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(a)

(b)

(c)

(d)

(e)

Figure 2.5: Recursive Wang Tiling: (a) base tile; (b) exterior edge constraints; (c) initial random
subdivision tiling; (d) repaired subdivision; (e) recursive subdivision of (d). Note
that steps b–d are done in pre-processing once and for all.

arrangement of sub-tiles that agrees with these color sequences, while also satisfying the second
constraint.
With complete Wang tile sets (K 4 tiles for K edge colors), we can simply use the scanline
algorithm of Cohen et al. [12] to determine the interior sub-tiles. However, this is not possible
with the compact tile sets having 2K 2 tiles, which cannot guarantee satisfying more than two
simultaneous edge constraints, as is necessary at the borders of the base tile.
We employ a stochastic search in order to find a valid interior arrangement of sub-tiles. We
begin by tiling the base tile with sub-tiles chosen at random, without accounting for the color
matching constraints (Figure 2.5c). Next, we iteratively “repair” the tiling: in each step we
randomly select a sub-tile and count the number of constraints it violates. The sub-tile is then
replaced with another one that has a fewer or equal number of violations. If a valid arrangement
exists, the search converges rather quickly, e.g., in the order of milliseconds for 1 → 4×4 or
seconds for 1 → 64×64. If the process fails to converge, we simply start over with a different
assignment of n-color sequences to the external base tile edges. This process is illustrated in
Figures 2.5c–d. Figure 2.5e shows the result of applying two levels of recursive subdivision to
the base tile in Figure 2.5a. Recall that this procedure is merely a pre-processing step, computed
once for all the tiles in a particular Wang tile set. Valid recursive Wang tile sets are included in
the supplementary material.
We use the direct stochastic tiling algorithm by Lagae and Dutré [66] to generate an infinite
non-periodic base tiling. The algorithm allows randomly accessing arbitrary parts of the tiling.
To further increase the variety of the recursive tiling, it is possible to use a set of l different
subdivision rules for each tile. During runtime, a deterministic hashing function is evaluated
at the integer lattice position of the tile to select one of the l subdivisions. However, for the
recursive point sets described in the next section, we used only one subdivision rule per tile.
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(a)

(b)

(c)

(d)

Figure 2.6: Generation of a recursive progressive Wang tile: (a) Original base (black) and subdivision points (outlined); (b)–(c) Point set after the relaxation procedure, the base
points are now a subset of the subdivision points: the tile is self-similar. (d) Base
points of the tile only. Note that the points in the zoomed window correspond to the
base points exactly.

2.5.2 Progressive Recursive Point Sets
As mentioned earlier, our goal is to produce a set of base tiles and subdivision rules, such that
the point set of each base tile (base points) is a proper subset of the subdivision point set. We
achieve this property with a relaxation procedure. At first, after subdividing a base tile, the base
points do not coincide with points in the subdivision set (Figure 2.6a). In each relaxation step,
each base point is moved slightly towards its nearest point in the subdivision set. This adjustment
is performed simultaneously for all the base tiles. Note that moving the base points affects all
subdivision sets as well, since they are formed from scaled down versions of the base tiles. The
relaxation process converges after a small number of iterations (typically 30–40). The result is
illustrated in Figure 2.6b–c.
Finally, we must determine a new ranking for the points of the subdivision set. The first N ranks
are reserved to the points coinciding with points of the base set. The ranking of the remaining
points is established using a modified dart throwing algorithm (with a decreasing dart radius),
where the dart locations are generated by randomly selecting points from the subdivision set.
The order in which the dart throwing algorithm accepts the points becomes their new ranking.
For more details we refer to the pseudocode presented in Listing 2.2 and the source code in the
supplementary material.

2.6 Results and Applications
Using the techniques described above, we have constructed a set of eight progressive and recursive Wang tiles with 2048 points per tile. The entire construction process took about 20 minutes.
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// Relax until base points ⊂ subdivision sets
repeat
foreach base point p in any tile do
s ← closest point to p in subdivision set
dp ← s − p
end
foreach base point p in any tile do
p ← p + αd p // α = 0.1
end
until ∑ d p < ε // ε = 0.000001
p

// Create progressive ranking
candidates ← subdivision point set − base points
ranking ← base points
radius ← 1
repeat
c ← random candidate
if min p∈ranking kc − pk > radius then
remove c from candidates
append c to ranking
end
if some number of consecutive failures then
radius ← γ · radius // γ = 0.99
end
until no candidates left
Algorithm 2.2: Progressive and recursive point sets creation pseudocode. The algorithm
is executed simultaneously for all tiles. See the source code in the supplementary materials for full details.

Once the tile set has been constructed, point sets are generated as described in Section 2.3. We
found point generation to be extremely fast in the order of several millions of points per second
(see Figures 2.1 and 2.9). Almost all of the time is spent sampling the density function, while the
time spent on tile subdivision is negligible in comparison. The actual time to generate the points
in a particular region of interest is proportional to the integral over the density in that region.
As discussed earlier, our technique features several desirable properties that make it well suited
for a large variety of applications. In the remainder of this section we demonstrate its use in three
different contexts: blue noise sampling, non-photorealistic rendering, and object distribution.
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Regular Grid

Penrose Tiling

Jittered Grid

Our Method

Time: 17ms
RMS: -8.1548dB

Time: 4983ms
RMS: -8.0873dB

Time: 25ms
RMS: -8.1218dB

Time: 17ms
RMS: -8.2463dB

Figure 2.7: The zone plate test pattern sampled with one sample per pixel using various patterns.
The center is in the lower left corner. A Gaussian filter was used to reconstruct the
shown images. Regular sampling yields strong aliasing artifacts. Penrose tiling improves over this, but artifacts may still be observed. The jittering removes the aliasing almost completely, but the reconstructed image shows a considerable amount of
noise. Our method similarly reduces the aliasing, but at a significantly lower noise
level. Note that the pattern generation time with our method was even lower than
jittering with a fast random number generator.

2.6.1 Blue Noise Sampling

The spectral quality of the point sets generated by our technique has already been demonstrated
in Figure 2.2. Next, we test the effectiveness of such point sets for anti-aliasing. Figure 2.7
shows several reconstructions of the “zone plate” test pattern (sin(x2 + y2 )). Each 512×512
image shows the result of sampling the pattern with one sample per pixel and filtering with a
three pixel wide Gaussian kernel.
As expected, sampling using a regular grid causes severe aliasing: the upper and right circular
patterns are aliasing artifacts. With a Penrose tiling pattern [98] the situation is improved, however significant aliasing may still be observed, particularly at higher frequencies (note how the
aliasing corresponds to the locations of energy spikes in Figure 2.2). Jittered regular grids are
commonly used for anti-aliasing. The aliasing is almost completely removed; however, a considerable amount of noise is present in the reconstructed image. Our method similarly reduces
the aliasing, but features a significantly lower noise level. Note that the generation of uniform
density point sets with our method is just as fast as generating jittered regular grids. Results for
additional test patterns are included in the supplementary material.
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2.6.2 Non-photorealistic rendering
Many non-photorealistic rendering techniques require distributing primitives, such as pen or
brush strokes or stipples (see, e.g., [153, 113, 46, 20, 27, 105, 54, 120, 49]). Different gray tones
are often reproduced by varying the local density of primitives: in dark regions they are placed
closer together than in light regions.
The visual quality of the result depends directly on the quality of the primitive distribution.
Human viewers easily detect unwanted regularities or clumping of primitives. In particular, the
stippling technique [20, 119, 120, 49] is sensitive to these artifacts, because the simple primitives
(pure circular dots) are unable to hide flaws in the distribution. Another important aspect is the
frame-to-frame coherence in NPR animations: the positions of primitives in each new frame
should be consistent with their positions in the previous frame.
We should note that progressive stroke textures may also be used to create coherent hatched
images [113, 105]. Instead of computing positions of independent strokes, a set of textures
captures hatchings at various tones and scales. These textures are applied to objects at runtime.
However, due to the discrete nature of texture, these methods provide only limited zooming
abilities.
Our method is well suited for real-time stippling. The non-periodicity of our point sets reduces
detectable repetitions, and the even spacing of stipples reduces overlaps, and allows producing
a high dynamic range using a low number of stipples, as demonstrated in Figure 2.3. Furthermore, our technique provides superior frame-to-frame coherence: when panning and zooming
over stippled illustrations points move consistently with the camera motion and new points are
inserted in-between, when necessary, to maintain a constant apparent tone. Generating additional stipples while zooming in comes without a performance penalty due to the local nature of
our technique. This is demonstrated in Figure 2.1 and in the accompanying video.

2.6.3 Object positioning
Many scenes in computer graphics consist of extensive distributions of objects, e.g., ecosystems
or crowds. In most cases, only a small set of representative objects are created, and instances
(possibly with transformations) are distributed throughout the scene [130]. Avoiding very small
distances between adjacent instances is often a desirable property. For example, biological and
environmental forces in nature often do not result in random plant locations. Instead, plants
prevent others from growing in their direct vicinity and, thus, Poisson disk distributions arise.
Large scenes might contain many millions of instances; thus, it might not be feasible to even
store their positions explicitly. In contrast, a density map is a much more compact representation,
and it may be compressed even further using standard image coding techniques. The high speed
of our technique allows computing the instance positions on-the-fly from the density maps only
where needed at any given time.
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(a)

(b)

(c)

(d)

Figure 2.8: Our interactive texture painting application. (a) Snapshot from a painting session.
(b) One of the texton classes. The full set contains 6 classes. A blue noise placement of textons using our method results in superior visual quality (c), compared to
random texton placement (d).
We demonstrate our technique for instance positioning in an interactive texture painting application (see Figure 2.8). The user provides an ordered set of “texture classes”, each consisting
of a few representative textons (small cut-out images). During runtime, the textons are simply
rendered with alpha blending. We allow the user to control the placement of textons by directly
painting individual density maps for the texton classes using various brushes.
As the user paints, the texton positions are generated in real-time using our technique. First, we
generate a point set according to a combined density map, which is the sum of the individual
density maps. Then, we determine a texton class for each point based on the values of the individual density maps at the corresponding location. Each texton is deterministically assigned
a random-looking rotation angle, based on its coordinates. Using our method for the placement of textons results in a much higher visual quality compared to simpler distributions, such
as randomly positioned textons (Figure 2.8c–d). This application is also demonstrated in the
accompanying video.

2.7 Conclusion
We have presented a technique for the rapid generation of blue noise point sets with non-uniform
density. The global characteristics of blue noise distributions are encapsulated into a small set of
tiles. The point set in each tile is carefully precalculated so that the tiles can fit together spatially
as well as recursively among themselves in scale space. The strength of the recursiveness of our
tiles is that it provides unlimited dynamic range of the point sets.
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2.7 Conclusion
With our technique, the online distribution of points is extremely fast since all expensive calculations are applied in a preprocessing stage. Any local window of the point set is generated
at a cost proportional to the integral over the density in that window with a constant memory
footprint.

Figure 2.9: Stippling images created with our system. Large Image: 250,869 points, generated
in 99.2ms (2,528,921 points per second). Small Image: 53,042 points, generated in
19.3ms (2,748,290 points per second).
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Chapter 3
Solid Texture Synthesis from 2D Exemplars
In the previous chapter, we described a tile-based method for rapidly generating large blue noise
sampling patterns with small memory overhead. Another area in computer graphics where tiling
techniques are commonly used is 2D texture synthesis (see, e.g., [127, 93, 12, 94, 67]). In
this chapter we are dealing with synthesis of 3D solid textures. Tile-based techniques are even
more important in this context, because solid textures have extensive storage requirements; even
storing only a small set of Wang cubes might be unfeasible. Fortunately, a single solid texture
cube with toroidal boundary conditions is sufficient in most scenarios, because solid texture
repetitions are often less noticeable since object surfaces tend to cut through different parts of a
tiled texture cube. This is demonstrated by the figures in this chapter, which all use a 7×7×7
tiling of a single toroidal cube.

3.1 Introduction
Texture mapping is one of the most essential techniques for realistic image synthesis, since it
enables augmenting geometric models with rich and realistic visual detail. Texture synthesis
techniques are thus of much interest. In this work we present a new method for synthesizing a
3D solid texture from a 2D exemplar.
Solid textures [101, 103] have several notable advantages over 2D textures. First, many natural
materials, such as wood and stone, may be more realistically modeled using solid textures (see
Figure 3.1). Second, solid textures obviate the need for finding a parameterization for the surface
of the object to be textured, which is a challenging problem in itself. In fact, for objects of
general topology it is not possible to find a parameterization that avoids seams and/or distortion.
Although these problems may be alleviated by synthesizing directly on the surface of an object
(e.g., [139, 140, 148, 158]), they cannot be avoided altogether.
Furthermore, solid textures provide texture information not only on surfaces, but also throughout
the entire volume occupied by a solid object. This is a highly convenient property, as it makes it
possible to perform high-fidelity sub-surface scattering simulations, as well as break objects to
pieces and cut through them, as demonstrated in Figure 3.1.
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Figure 3.1: Examples of solid textures synthesized with our approach. Left: the statue appears
to be carved out of a block of wood. Middle: volume rendering this solid texture with
the brown texels rendered as transparent reveals intricate internal structure. Right:
cutting off a part of the bunny reveals a consistent stone texture in the interior (we
synthesized a displacement channel along with the RGB channels). The input 2D
exemplars are shown next to the solid textured models.

So far, solid textures have (almost exclusively) been generated procedurally. Procedural textures
are attractive, because they compactly represent solid textures with unbounded spatial extent
and resolution. However, they can also be difficult to control. In particular, there’s no general
automatic way of developing a procedure that convincingly reproduces some specific natural
pattern. This challenging task is left to the user, and typically requires considerable expertise
and trial-and-error. This makes example-based synthesis an appealing alternative.
However, 3D texture exemplars are difficult to obtain, while synthesizing a 3D solid texture
from a 2D exemplar is in many respects an extremely challenging task. For example, some
of the most effective 2D synthesis methods directly copy patches of texture from the exemplar
to the result. Since the synthesized texture looks just like the exemplar inside each patch, the
synthesis process need only to worry about hiding the seams between the patches. In contrast,
when the result has an additional dimension, every slice through each texel in the volume has to
look like the exemplar, and they all need to agree with each other.
Time complexity is also a major concern for solid texture synthesis, as the texel count grows
cubically with the spatial resolution. Thus, algorithms that are, e.g., of quadratic complexity are
out of the question for solid texture synthesis.
In this work we use a non-parametric global texture optimization approach [150, 64] to synthesize 3D texture solids. This is done by simultaneously minimizing an MRF-based distance
between several orthogonal 2D neighborhoods around each voxel of the 3D texture and their corresponding neighborhoods in the 2D exemplar. We also introduce a novel re-weighting scheme,
inspired by Heeger and Bergen’s seminal work [45], which ensures that the result preserves
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the global statistics of the exemplar. Thus, we achieve both histogram matching and neighborhood matching, leveraging the strengths of both parametric and non-parametric texture synthesis
methods.
The result is a new method for synthesis of solid textures from 2D exemplars, which is generally
superior to previous methods in terms of the quality of the synthesized results. More importantly,
it is applicable to a wider variety of textures, without sacrificing computational efficiency. We
show that the method is effective for texturing both the surface and the interior of solid objects.
We also demonstrate that our method is well-suited for synthesizing multi-channel textures, with
or without correlation between the channels. For example, we can synthesize a variety of surface
attributes (in addition to surface color).

3.2 Related Work
During the past decade many example-based texture synthesis methods have been proposed.
Over the years we have witnessed a shift from parametric methods [45], to non-parametric
methods [16], pixel-based methods [31, 147], patch-based methods [30, 65], and most recently
to optimization-based methods [64], and appearance-space texture synthesis [71]. Parametric
methods attempt to construct a parametric model of the texture based on the input sample, which
has proven to be a challenging task, and are mostly successful with homogeneous and stochastic
textures. Non-parametric methods have demonstrated the ability to handle a much wider variety of textures, by growing the texture one pixel/patch at a time. Optimization-based methods
evolve the texture as a whole, further improving the quality of the results and making the synthesis more controllable. In this work we integrate texture optimization with preservation of some
of the input texture’s global statistical properties; this both speeds up convergence and helps to
avoid undesirable local minima.
Example-based 2D texture synthesis methods have also been extended to synthesize 3D textures
from 3D input samples. This has been explored mostly with the third dimension being time
[134, 118, 147, 4, 125, 65]. Solid textures could probably also be generated in this manner.
However, digitized 3D texture samples of real materials are difficult to obtain, especially for
multi-channel textures, such as BTFs, while 2D texture samples are abundant.
Applying a 2D texture to an object of arbitrary topology requires finding a parameterization.
Hence, several researchers explored the idea of synthesizing the texture directly on the surface
of the target object. Wei and Levoy extend their texture synthesis method [147] by generalizing
their definition of neighborhood search in order to work on general surfaces [148]. Turk [140]
uses a hierarchy of meshes in combination with a user-specified vector field. Tong et al. [137]
and later Liu et al. [75] also synthesize BTFs directly on arbitrary surfaces.
Shell texture functions [10] apply a relatively thin shell on the object surface to speed up rendering of complex translucent materials. The shell texture is synthesized using the approach of
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Tong et al. [137]. Complex inner structures cannot be represented here, since the inner core of
the material is modeled as homogeneous.
While the above methods have been able to produce convincing results, they require re-synthesizing the texture from scratch for each target object. In contrast, once a solid texture is available,
it may be applied to any 3D object, and the only remaining costs are those of rendering the
textured object.
The earliest pioneering attempts to synthesize solid textures from 2D texture samples used a
parametric approach. For example, Ghazanfarpour and Dischler [40, 41] attempt to match the
spectral characteristics of a 2D texture sample, while Heeger and Bergen [45] propose a multiscale histogram matching approach. Dischler et al. [22] combine spectrum and histogram matching and use orthogonal 2D views in order to synthesize anisotropic solid textures. These methods
are designed to handle textures whose appearance is well captured by global parameters, such
as the frequency spectrum and/or histogram, and thus cannot generally handle the large class of
natural textures exhibiting macro-structures.
Wei [145, 146] made the first attempt to extend his non-parametric 2D synthesis method to
synthesize solid textures. His results demonstrate the difficulty of such an extension: they exhibit
considerable blurring and are unable to preserve even fairly small structures. In this work we
are able to demonstrate better results by extending a more recent global texture optimization
approach.
Qin and Yang [107] propose a method for synthesis of solid textures using Basic Gray Level
Aura Matrices (BGLAMs), which are based on concepts originally introduced by Elfadel and
Picard [34]. The BGLAMs of a texture characterize the cooccurrence probability distributions of
gray levels at all possible displacement configurations. While some of the presented results are
impressive, the approach has a significant drawback: the basic method works only on grayscale
images. To process color textures, the color channels must be decorrelated as proposed by
[45]. However, in most textures the color channels are strongly correlated, and independently
synthesizing the decorrelated channels leads to visual artifacts, as demonstrated in Figure 3.2.
It should be noted that constructing aura matrices that capture the cooccurrence probabilities
of multi-channel texels is not a feasible solution, since the size of this representation grows
quadratically in the number of distinct colors in the texture. Thus, the aura matrices would be
huge on the one hand, but very sparse and not containing enough statistics, on the other hand.
In contrast, our new method is able to handle correlated color textures, as well as other multichanneled textures, in which the channels are also often highly correlated.
Another approach that was explored is to estimate the parameters of a procedural shader so as to
match a given texture sample [70, 106]. This approach may be used to generate a solid texture
based on a 2D example, but assumes that the shader is already available and only its parameters
are unknown.
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(a)

(b)

(c)

(d)

Figure 3.2: Independent color channel synthesis. (a) Input texture, (b) decorrelated color channels, computed as described by Qin and Yang [2007]. Note that the channels are still
correlated and independent channel synthesis results in visual artifacts (c). (d) Our
result, where the channels are synthesized together.
Finally, Jagnow et al. [52] present an approach for solid texture synthesis, based on stereology
techniques. This is a statistical approach applicable to materials composed of particles embedded
in a binding medium. However, this approach requires having models for the different particle
shapes that may be present in the solid. We show that our method is capable of delivering results
of similar visual fidelity, but in a more automatic fashion and on a much wider variety of textures.

3.3 Overview
Our method for synthesizing solid textures from 2D texture exemplars integrates ideas and techniques from non-parametric texture synthesis together with a global histogram matching approach.
In the next section we describe how to extend global texture optimization [64, 151] to the task
of solid texture synthesis. While the basic optimization framework is not new, the challenging
nature of the task demanded that we choose and tune the parameters in a judicious manner.
The goal of the optimization process is to minimize a global texture energy function that measures the extent to which the synthesized solid texture deviates from the exemplar over a variety
of local 2D neighborhoods. However, there is a danger that such a process could get stuck in a
local minimum; for example, repeating the same exemplar neighborhoods over and over again,
and failing to make use of the full richness of the exemplar. In order to address this issue, we
integrate the optimization process with a histogram matching scheme, described in Section 3.5.
Histogram matching ensures that the synthesized solid is similar to the exemplar not only over
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Figure 3.3: The neighborhoods used in our equations.

local neighborhoods, but also in its global statistics. We found that this often results in solids that
are more similar in appearance to the exemplars. Furthermore, histogram matching significantly
improves performance by making the convergence of the optimization process much faster, as
well as allowing the use of relatively small fixed size neighborhoods (8×8). It should be noted
that these improvements in quality and performance apply not only to solid synthesis, but also
to 2D texture synthesis.
Although for the sake of simplicity we sometimes refer in this chapter to the texels and voxels as
having colors, none of the algorithms or the equations below are limited to three channel RGB
textures. Rather, each texel can hold a high-dimensional vector.

3.4 Solid Optimization
The solid optimization process begins with a volume where the value of each voxel is randomly
chosen from the exemplar. The goal is to iteratively increase the similarity between the solid texture and the exemplar by minimizing an energy function that measures the differences between
the two. Specifically, for isotropic solid textures we would like every local neighborhood on any
2D slice through the 3D solid to be similar to some neighborhood in the exemplar. In order to
reduce computation time and to avoid resampling issues, we only measure the differences on the
three slices orthogonal to the main axes of the volume, as in previous approaches [145, 107].
As we shall see, this approximation works well in practice, and the resulting solid textures are
similar to the exemplar on arbitrary slices through the volume.
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Denoting by e the input exemplar, and by s the synthesized solid, the global texture energy that
we seek to minimize is defined as
E (s, {e}) = ∑

∑

ksv,i − ev,i kr .

(3.1)

v i∈{x,y,z}

Here sv refers to a single voxel, and sv,x , sv,y , and sv,z are the vectorized neighborhoods of v in
the slices orthogonal to the x, y, and z axis, respectively, as shown in Figure 3.3. The exemplar
neighborhood closest to sv,i (in L2 norm) is denoted by ev,i . The exponent r = 0.8 causes the
optimization to be more robust against outliers [64].
The texture energy is minimized in an iterative fashion, alternating between two phases. In the
optimization phase we update the value of each voxel sv , based on the best matching neighborhoods of the neighboring voxels. In the search phase we search for the best matching exemplar
neighborhoods ev,i for each voxel sv,i . The two phases are described in more detail in the remainder of this section. The process is carried out in a multiresolution fashion: we start with
a coarse version of the volume, using trilinear interpolation to switch to a finer level once the
coarser level has converged.

3.4.1 Optimization phase
We use iteratively re-weighted least squares (IRLS), similarly to Kwatra et al. [64], to minimize
the energy. To this end, we rewrite the terms of the energy functional (3.1) as follows:
ksv,i − ev,i kr = ksv,i − ev,i kr−2 ksv,i − ev,i k2 = ωv,i ksv,i − ev,i k2
|
{z
}

(3.2)

ωv,i

and minimize the following quadratic functional:
E (s, {e}) = ∑

∑

∑

ωv,i,u (sv,i,u − ev,i,u )2

(3.3)

v i∈{x,y,z} u∈Ni (v)

Here, Ni (v) denotes the neighborhood of the voxel v in the slice perpendicular to the i-th axis,
and (for now) ωv,i,u = ωv,i . Note that each voxel participates in a number of terms: one for each
neighborhood it belongs to. Assuming that the weights ωv,i,u are constant during the optimization
phase, and setting the derivative of (3.3) with respect to sv to zero yields the following solution:
sv =

∑i∈{x,y,z} ∑u∈Ni (v) ωu,i,v eu,i,v
.
∑i∈{x,y,z} ∑u∈Ni (v) ωu,i,v

(3.4)

Here, eu,i,v denotes the exemplar texel in the neighborhood eu,i that corresponds to v. Thus, the
optimal value of each voxel is simply a weighted average of a collection of texels from different
exemplar neighborhoods.
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In practice, computing the weighted average using (3.4) may sometimes produce blurry results,
if the variance of the exemplar texels eu,i,v is too large. In such cases, we employ a clustering
approach, proposed by Wexler et al. [151]. Treating the texels eu,i,v in equation (3.4) as points
in a high-dimensional space, we cluster them using the Mean-Shift algorithm. We then average
only those exemplar texels that belong to the dominant cluster.
The bandwidth (window size) of the Mean-Shift algorithm is gradually reduced as the optimization of each resolution level progresses. Large bandwidth results in larger clusters, containing
many or all of the colors, and the result is similar to plain averaging. As the bandwidth is
reduced, the dominant cluster becomes smaller, in turn reducing the blurring.

3.4.2 Search phase
In this phase we optimize (3.1) with respect to ev,i by finding the best matching exemplar window
for every neighborhood sv,i . This is a standard nearest neighbor search in a high-dimensional
space, and it dominates the running time of our optimization.
We speed this step up in a number of ways. First, we apply a PCA projection to the neighborhood
vectors in the exemplar [47, 73, 71]. We keep only the number of coefficients sufficient to
preserve 95% of the variance. For RGB textures with 8×8 neighborhoods the dimensionality is
usually reduced from 192 to about 10–30 dimensions, depending on the size and richness of the
exemplar. Thus, performance is improved drastically. For multi-channel textures, such as BTFs,
initial experiments show the improvements to be even more dramatic, with the dimensionality
dropping from tens of thousands to a couple of hundreds.
The dimensionality reduction paves the way for using approximate nearest neighbor techniques,
which are far more efficient for the resulting relatively low dimensional spaces. We use the ANN
approximate nearest neighbor library [87]. ANN takes as a parameter an ε value, and returns
an approximate nearest neighbor that lies no farther than (1 + ε) times the distance to the true
nearest neighbor. We found in our experiments ε = 2 to be a good compromise between speed
and accuracy.
Finally, we do not search for the best neighborhoods at every voxel, but rather on a sparser grid.
More specifically, for slices orthogonal to the x axis, we perform the search only for a sparser
set of voxels gx = {(i, m · j, m · k) , ∀i, j, k}, and similarly for the y and z axes. For all the results
shown we used m = 2.

3.5 Histogram Matching
For many textures the optimization process described in the previous section could converge
to a wrong local minimum, because the energy function measures only the similarity of local
neighborhoods, without accounting for any global statistics. This is demonstrated by the first and
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Figure 3.4: The convergence of the texture optimization process without (rows 1 and 3) and
with (rows 2 and 4) histogram matching. For each method we show the initial noise
texture followed by the result at the end of each resolution level.

third rows of images in Figure 3.4. The converged results achieve low texture energy because the
local neighborhoods fit well together, yet the result does not look quite similar to the exemplar;
only a small number of neighborhoods from the exemplar participate in the result and it does not
reflect the full richness of the exemplar.
We address this problem by introducing a re-weighting scheme designed to make certain global
statistics of the resulting texture to remain close to those of the exemplar. More specifically, we
carefully adjust the weights in eq. (3.4) so as to effectively ensure that certain histograms of the
synthesized texture match the exemplar.
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During the optimization phase we construct and keep track of one 16-bin histogram for each of
the texture’s channel, e.g., for each of the R, G, and B channels in the case of a color texture.
In principle it is also possible to use other histograms, such as histograms of gradients or of
steerable coefficients, as done by Heeger & Bergen [45]. Whenever a value of a voxel is to
be updated according to eq. (3.4), we examine all of the exemplar texels that participate in this
weighted average and reduce the weight of each texel that might contribute to an increase in the
difference between a histogram of the result and the corresponding histogram of the exemplar.
More formally, let Hs, j and He, j denote the j-th histogram of the synthesized result and the
exemplar, respectively, and let H(b) denote the value of bin b in a histogram H. Next, for a color
c, let b j (c) specify the bin containing c in the histograms Hs, j and He, j . We modify the weights
for equation (3.4) in the following way:
0
ωu,i,v
=

1 + ∑kj=1 max [0,

ωu,i,v
Hs, j (b j (eu,i,v )) − He, j (b j (eu,i,v ))]

(3.5)

Intuitively speaking, the above equation reads as follows. If an exemplar texel eu,i,v has a large
weight in the average, it “pulls” the synthesized texel sv to the bin b = b j (eu,i,v ) in the result
histogram. If the result histogram has a smaller count than the exemplar histogram in this bin
(Hs, j (b) < He, j (b)), this is desirable, because increasing the count Hs, j (b) would make it closer
to He, j (b). However, in the contrary case that He, j (b) < Hs, j (b), increasing the count would
increase the difference between the two histograms. In such a case, we interfere by reducing the
weight assigned to eu,i,v .
Histogram matching causes the global statistics of the texture to match the exemplar, while
the neighborhood matching terms of the optimization enforce local similarities. The integrated
approach automatically adapts itself to the current situation: If the synthesis histograms are far
off the exemplar ones we effectively prevent “bad texels” from contributing to the synthesized
value, whereas if the histograms are close, the weights are largely unaffected and the synthesis
turns to neighborhood-matching only.
Our experiments have shown that the histograms must be kept up to date as the synthesis progresses. For example, if the histograms are only updated once before each iteration, all neighborhoods get reweighted in the same manner, which causes overshooting and divergence of the
algorithm. Therefore, to keep track of the evolving result histograms we update them simultaneously with the voxel updates. To avoid any directional bias, we visit the voxels in a random
order.
We found histogram matching to dramatically improve the convergence of the algorithm (see the
supplementary video). Moreover, it allows us to successfully synthesize textures using small,
fixed-sized neighborhoods. Specifically, we use 8×8 windows, whereas previous methods reported using much larger neighborhoods (32×32 and larger) to recreate the features of the exemplar. The smaller neighborhoods cause our algorithm to be much faster, which is crucial since
for solid textures we deal with a very large number of voxels and long runtimes in general.

36

3.6 Results

3.6 Results
We implemented our approach in C++ and used it to generate a wide variety of solid textures
from 2D exemplars. In all of our experiments we use a three-level synthesis pyramid, with a
fixed-size 8×8 neighborhood at each level. The synthesis times depend on the size and richness
of the exemplar textures. Synthesizing a 1283 solid texture with 3 color channels per texel takes
anywhere between 10 and 90 minutes on a 2.4GHz CPU.
Figure 3.5 shows some representative results of synthesized solid RGB textures, effortlessly
mapped on a variety of 3D objects with non-trivial geometry and topology. Additional results
are available in the supplemental materials and on the accompanying video. It should be noted
that although some of the input textures do not necessarily correspond to a 2D slice through a
solid material, our solid synthesis approach is still able to generate a very plausible solid texture,
which looks quite convincing when applied to these (and many other) 3D objects.
Even though the formulation of the global texture energy (3.1) assumes isotropic textures, it
may be seen that some of our results are actually quite anisotropic (for example, the dunes and
the bricks solid textures in Figure 3.5). Note that in these cases, no isotropic extension of the
exemplar to 3D exists! Nevertheless, our method automatically produces a highly plausible solid
texture. Although we attempt to match the exemplar on all three orthogonal slices through each
voxel, it appears that two out of the three directions become dominant and succeed in matching
the exemplar. Slices corresponding to the third direction are less similar to the exemplar, but are
still coherent and plausible.
It has been shown that some textures can be synthesized better with the aid of feature maps,
which provide non-local feature information [155, 71]. We found feature maps to be particularly
helpful for textures with strong large structures, such as stone patterns. In such cases we provide
our method with a feature map as an extra channel. Our feature maps encode the signed feature
distance, similarly to [71]. When showing results produced using a feature map we show the
map next to the exemplar (except in Figure 3.1).
Figure 3.6 shows a comparison with several previous approaches (using images extracted from
the corresponding papers and/or websites). It may be observed that our results do not suffer from
blurring and preserve structures better than those by Wei [145]. The same observations are true
for the Aura 3D [107] results shown in the figure. In addition, these results exhibit some color
smearing due to the independent synthesis of correlated color channels. It should be noted that
the Aura 3D paper and website contain a large number of other textures on which that method
seems to perform remarkably well. However, all of these other results are generated from input
exemplars which are fairly unstructured, and have decorrelated color channels to begin with,
which is not that common in practice. Furthermore, we have not been able to reproduce these
results. The Aura 3D results that we chose to include in our comparison are the only ones we
found that use input exemplars familiar from other texture synthesis works (these are also the
only ones with correlated color channels).
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Figure 3.5: Various solid textures generated with our method, applied to objects with complex
geometry and topology. The 2D exemplar (and the feature map, when one was used)
is shown next to each texture mapped object. Note the anisotropy in some of the
textures.
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Figure 3.6: Comparison with previous methods.
Our approach produces results comparable to those produced by stereological texture synthesis
[52], but our method did not require modeling the particle shapes. Our method did make use of
a feature map in these cases. Additional examples may be found in the supplementary materials.

3.6.1 Multi-channel textures
Our algorithm is directly applicable to multi-channel textures, where each exemplar texel is a
high-dimensional vector. As an example, consider the exemplar shown in Figure 3.7 (top row).
In addition to three color channels, each texel consist of three additional values: displacement,
shininess, and specularity. These additional channels were crafted by hand from the original
color texture, and are highly correlated with it. In such cases, independent channel synthesis is
doomed, and capturing the cooccurrence probabilities (as in [107]) of the 6D texels is simply
impractical for the reasons explained in Section 3.2.
With our method we were able to synthesize a 1283 volume of 6D voxels, and the results (rendered with displacement mapping on programmable hardware) are shown in Figure 3.7. Using a
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RGB

Specular

Shininess

Displacement

Figure 3.7: Synthesis of a 6-channel solid. The top row shows the channels of the 2D exemplar.
The spheres show the corresponding channels from the synthesized texture. Note the
correlation between features in the synthesized channels. Bottom: object rendered
using all six channels in the synthesized solid.
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Figure 3.8: Finished curly maple texture. Left: the 9-channel exemplar (top: diffuse reflectance
channels, middle: fiber reflectance channels, bottom: fiber axis channels). Middle
and right: two renderings with different lighting of a vase textured using the resulting
9-channel solid. The renderings correctly exhibit the shifting anisotropic highlights
characteristic of this type of finished wood (see supplemental video).

PCA projection in this example reduces the dimensionality of a neighborhood vector from 384
to 19. Because the channels are correlated, we found the reduced neighborhood size (and hence
the synthesis time) scale sublinearly with the number of channels.
As another example, we were able to synthesize a solid texture from one of the finished wood
textures of Marschner et al. [79]. These textures have nine channels per texel, containing parameters for a sophisticated RenderMan shader that simulates the appearance of finished wood.
Figure 3.8 shows an object textured using the resulting nine-channel solid. As may be seen in
the figure, the first six channels of the exemplar are strongly correlated. The solid synthesized by
our method may be used to render convincing images of objects made from this type of wood,
as demonstrated in Figure 3.8 and in the supplemental video.
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Figure 3.9: Synthesis control by constraining different views with different exemplars.

Figure 3.10: Constraining colors in the solid. Colors on a single slice in the solid were constraint
with the maps shown on the left. Note how the other regions of the solid are unaffected, and the smiley cannot be detected in a perpendicular slice through the solid,
shown on the right.

3.6.2 Synthesis Control
Our approach offers the user several simple means of controlling the outcome of the synthesis
process. First, similarly to several previous approaches [22, 145, 107], a different exemplar may
be specified for each of the orthogonal “views” of the volume. Thus, the optimization process
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attempts to match each of the three orthogonal neighborhoods around each voxel to one on a
different exemplar.
An example is shown in Figure 3.9. The solid on the left was synthesized with all three views
constrained to match the zebra pattern shown next to the solid. The solid on the right was
generated with a polka dot pattern as the exemplar for the top view. The result is a very different
solid, where horizontal slices look similar to the polka dot pattern, while vertical slices still look
similar to the zebra pattern.
Second, in several cases, we found it helpful to constrain only two, rather than three views,
making is easier for the synthesis process to find a good minimum. For example, the wood
texture shown in Figure 3.1 was generated in this manner.
Finally, we can also directly constrain colors of specific voxels in the volume. The user specifies
a volume of constraint colors, and constraint weights. During synthesis, we use the following
re-weighting scheme to enforce the constraints:
0
=
ωu,i,v

ωu,i,v
1 + keu,i,v − tv k τv

(3.6)

Here, tv denotes the constraint color and τv the constraint weight for voxel v. The intuition is,
similarly to the histogram matching, to downweight any exemplar colors that pull the synthesized solid away from the specified target. The weights τv allow to restrict the matching only to
some areas in the solid.
Figure 3.10 shows an example of this kind of controllability. The image in the center shows a
slice of a solid, which we have constraint with the color and weight maps shown on the left.
Since other voxels were not constrained, the remaining parts of the solid are unaffected, as can
be seen in the view of the whole cube or the perpendicular slice.

3.6.3 Limitations
While our method is able to extend a surprisingly wide variety of 2D exemplars to solids (sometimes it was not even clear to us in advance what such an extension should look like), there are
some cases where it fails to synthesize coherent structures.
In many of these cases we are still able to successfully synthesize a solid texture that preserves
such structures by providing a feature map as described in Section 3.6. However, there are cases
where, even with a feature map, we were not able to generate a solid texture that would meet
our expectations. Figure 3.11 shows such a case. The 2D exemplar here is a stone texture that
exhibits a cellular structure, but the solid extension of this exemplar contains many elongated
tube-like cells. Thus, when slicing the volume in certain directions, the result looks quite different from the 2D exemplar, which is not what the user might expect. A possible solution to this
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Figure 3.11: A failure case. Our method was not able to preserve the cellular characteristics of
the exemplar, but produced elongated features instead.
problem might be to include additional slices in the optimization. This is an interesting direction
for future work.
Finally, even with the Mean-Shift clustering technique described in Section 3.4.1, some fine
grain detail may be lost due to smoothing. This may be seen, for example, in our comparison
with the results of Jagnow et al. [52] in Figure 3.6.

3.7 Conclusion
We have presented a new method for the challenging task of synthesizing solid textures from 2D
exemplars. We have successfully extended 2D texture optimization techniques to the task, and
integrated them with global histogram matching. Our results demonstrate that our new method
is applicable to a wide variety of textures, including anisotropic textures, textures with large
coherent structures, and multi-channel textures. This wide applicability and the quality of our
results significantly exceeds that of previous automatic methods. We believe that our method
brings example-based texture synthesis to the point where it is truly a practical and useful tool
for image synthesis. Furthermore, we are excited about the possibilities of using example-based
texture synthesis as a tool for 3D modeling.
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Chapter 4
Capturing and Viewing Gigapixel Images
4.1 Introduction
In this chapter, we present a system to capture and view “Gigapixel images”: very high resolution, high dynamic range, and wide angle imagery consisting of several billion pixels each.
There are some issues of how to display such imagery: normally, one thinks of an image as
something one can print or display on a screen and then stand back from and view; however, as
the resolution (i.e., the number of distinct pixels), the field of view (FOV), and/or the dynamic
range of the image exceed some threshold, it is no longer possible to view the image on a screen
in its entirety in any single representation. The resolution must be reduced, the field of view
must be narrowed or the projection geometry altered, and/or the dynamic range must be mapped
to one that can be displayed.
In such cases, experiencing the full content of the image is only possible by coupling the data
with an appropriate viewer. In the case of very high resolution images, the ability to zoom and
pan allows the user to fully explore the image, while very wide angle imagery is often viewed
best with a panoramic browser. A similar argument calls for a specialized viewer for images
with a very high dynamic range. We present a novel viewing paradigm for high resolution, wide
angle, and/or high dynamic range (HDR) imagery.
We demonstrate a novel viewer designed for smooth real-time viewing of the panorama that
dynamically adapts to both the requested FOV and the content of the sub-image being viewed. In
particular, we demonstrate a system that smoothly adjusts the mapping of rays to pixels between
a perspective projection for narrow fields of view and a cylindrical or spherical projection as
the field of view widens (zooms out). It should be noted that this viewer also provides superior
methods for viewing standard resolution panoramas (e.g., QuicktimeVR [9]). The QuicktimeVR
viewer only supports perspective projection which produces distortions and swimming artifacts
for wide angle views. Smoothly and dynamically varying the projection between perspective
and curved projections avoids such artifacts and allows the full FOV to be displayed.
In addition to modifying the projection, the viewer also dynamically adapts the tone mapping
of the sub-image being viewed based on its local histogram. Dynamic modification of the scale

47

Chapter 4 Capturing and Viewing Gigapixel Images

Figure 4.1: Three views of a 1.5 Gigapixel image.
and bias brightens dark regions and darkens light regions, while increasing the contrast in low
contrast areas of the image. This approach effectively performs haze removal on-the-fly when
viewing distant areas of the scene, while leaving the haze intact to serve as a depth cue when
viewing the overall panorama.
Recently, a number of image sources for very high resolution images have been developed.
These images are acquired either with a unique large film back camera such as with Graham
Flint’s Gigapxl Project [38], or by capturing multiple digital images and stitching them together.
Satellite imagery of the earth (e.g., NASA’s blue marble images [1], Google Earth, Microsoft’s
Virtual Earth) forms the basis for other very large virtual images. We demonstrate a new camera
mount to acquire very high resolution panoramas with a standard digital single lens reflex (SLR)
camera and a long lens.
The specific contributions of our work related to image acquisition and processing include a
new hardware design point for acquiring very large HDR panoramas, and a complete processing
pipeline from RAW image data for correcting, stitching and exposure compensating hundreds of
input photographs with widely varying exposures into a consistent Gigapixel HDR panorama.

4.2 Capturing BIG Pictures
4.2.1 Related Work
Capturing panoramic images is almost as old as photography itself. Rotating slit scan cameras
were used to construct panoramas one vertical stripe at a time. In the quest for ever higher
resolution in the film domain, we have recently seen Graham Flint’s wonderful one-of-a-kind
large film back camera capable of resolving a billion distinct points or more in a single shot
[38]. In the digital domain, Spheron markets a digital panoramic camera able to capture high
resolution and high dynamic range imagery [126]. In the past few months, we have also seen
a few Gigapixel images appearing on the web constructed from a large number of individual
images, for example, NASA’s blue marble project [1]. Xrez [156] and others have used standard
digital SLRs and automated mounts such as PixOrb [100] to capture a large number of individual
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images and stitch them into a panorama [131]. We have taken a similar approach. However, our
stitching method allows hundreds of images taken with varying exposures to be automatically
combined into a Gigapixel, HDR, (and optionally tone mapped) panorama. We know of no other
automated system with this capability.

4.2.2 A New Panoramic Camera Mount
Capturing and stitching hundreds of images imposed a number of requirements on the design of
the system.
1. A long telephoto lens is required to achieve the desired resolution.
2. Images should be captured as fast as possible to minimize issues of moving elements in
the scene and changing lighting conditions.
3. Images should be captured on as regular a grid as possible to simplify the stitching process.
4. The capture should allow for wide variations in dynamic range of the scene.
We began with the PixOrb mount [100], which resulted in the Seattle skyline in Figure 4.12.
Unfortunately, this system was not designed to carry the heavy payload of a long lens. The long
lens and camera on these platforms created vibrations long after each move to a new position
and additional vibration was induced by wind and the mirror lockup action in our digital SLR
camera. Waiting for vibrations to subside fought against requirement number 2. Fortunately, we
were able to leverage a platform designed by the astronomy community. We bought a Meade
LX200 telescope mount, removed the optical tube assembly, and built a harness that allowed for
the precise placement of the nodal point of our camera and lens (see Figure 4.2). The LX200
met the first 3 requirements. The result is that with a 400mm lens our system can shoot at about
5 seconds per picture.
For our imaging system we used a 16 Megapixel Canon 1DS Mark II or an 8 Megapixel Canon
20D with a 100-400mm zoom lens. The wide dynamic range of most scenes was captured by
fixing the aperture of the lens but allowing the autoexposure to set the shutter speed. Since the
overall goal is to allow users to interactively view the final result, the images should be as sharp
as possible down to the pixel level. Lenses have an optimal aperture at which they are sharpest.
An f11 aperture for our lens is close to the optimal and has a reasonable depth of field. The
images were stored by the camera in RAW format. The user indicates which portion of the
panoramic sphere to capture. Everything else is automatic. Given this user input, and a desired
16% overlap between images, a script generates the sequence of pan and pitch angles and drives
the motors to point the camera. We pan the scene in vertical scanline order to minimize any
illumination changes between adjacent vertical columns. The high resolution images we have
captured were constructed from between 250 and 800 individual shots taken over time spans of
between 30 and 90 minutes.
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Figure 4.2: The Meade LX200 adapted to shoot Gigapixel images.

4.2.3 Processing the Shots into a BIG Picture
Assembling multiple images into a seamless panorama is possible using several commercial
products. However, in order to create a high dynamic range Gigapixel image from a large set of
pictures that have varying exposures, several technical challenges must be overcome. We have
not seen any other system described that can deal both with the scale and the dynamic range
issues. In this section, we briefly describe our geometric and radiometric alignment pipeline,
shown in Figure 4.3.
The first phase of processing is to produce radiance values for each of the input images. We
work entirely in the linear domain. This means that, unlike other systems [18, 86], there is no
need to compute the non-linear transfer function of the camera. Another difference is that these
systems describe a fixed camera exposure bracketing a scene. Our current system is a rotating
camera capturing the best exposure for each camera position. The result is that for any small
field of view we don’t capture the full dynamic range as the other systems would. However, the
overall composite image will generally cover a very large dynamic range.
The radiometric processing begins by demosaicing the RAW sensor values to produce an RGB
triplet per pixel. Lens vignetting is then removed by dividing the pixels with a vignette adjustment map. The vignette map for a specific lens and aperture is produced by taking a picture
of the very uniform light field generated by an integrating sphere. The only manual step in the
entire processing pipeline is to select, a neutral (gray value) point in the scene. This defines the
color balance for the entire scene. We use Bradford chromatic adaptation [69] to compute the
transform from the sensor neutral point to an scRGB neutral point. Since all processing is done
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Figure 4.3: The processing pipeline
in the linear domain, we convert to radiance by dividing out the exposure value (in this case
simply the shutter speed) of each image.
The radiance images provide the inputs to the next phase, geometric alignment. Even though the
rig moves very precisely its positioning is not accurate enough to use as the true camera pose.
Uncertainty in the pose comes from three factors: (1) when the camera is mounted to the rig
there is an unknown rotation between the mount and the camera, (2) the uncertainty of the rig’s
pan/pitch positions is greater than the angular spacing of a pixel, and (3) the focal length is not
known to the needed precision. Thus a geometric alignment step is needed in order to compute
the pose.
We use a feature based alignment technique [78, 7]. For each captured image we extract multiscale oriented patches (MOPS) features [7].1 The first alignment step is to compute the radial
distortion. For this, our system automatically finds a small sub-set of the images that have good
spatial distribution of features. We then use a Levenberg-Marquardt optimization on the features
to simultaneously solve for a common 4th order radial distortion polynomial and an independent
homography for each image in the sub-set.
The MOPS features are next mapped through the radial distortion polynomial and a pose is
computed. Since our system uses a rotating camera at a fixed position, the pose we solve for
is a single common focal length across all images, and a 3D orientation per image. Given the
approximate pose from the rig, for each image we search for feature matches only in the 8
1 For

featureless images such as sky, we simply trust the pose reported by the rig.
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images known to overlap it, and within these, only within the known positioning tolerances of
the rig. Next, for each pair of adjacent images, a random sample consensus (RANSAC) step
eliminates outliers from the putative matches [37]. Finally, a bundle adjustment step computes
the pose from the valid feature matches. The large number of images and even larger number
of features means we needed to carefully craft the bundle adjuster. The formulated problem is
sparse, because only adjacent images have overlapping features. Our bundle adjuster employs
Levenberg-Marquardt optimization, the inner-loop of which uses a sparse matrix solver where
the matrix is stored in “skyline” form [133].
Once the pose is computed we assemble a composite image. At first, a low resolution proxy
composite is created. The proxy is used for several steps that would not be tractable on the full
resolution result. The first of these steps is to refine the exposure values. The simple division
by the shutter speed doesn’t generate exactly matching radiance values in corresponding images
due to slight errors in reported shutter speeds coupled with minor illumination changes across
the panorama. Better radiometric alignment is achieved by solving for exposures as described
in [29].
After the final radiometric and geometric alignment there may still be mismatches between input
images due to moving objects or lighting changes. To minimize artifacts, we use the proxy to
compute a labeling of which input pixels to use in the final result. This is done by solving
a graph-cut problem as described in Agarwala et al. [2]. Note that even the proxy composite
represents a very large graph. However the largest graph that we need to create is only the size
of one input image. We iteratively solve a series of binary alpha expansion multi-label problems
over the footprint of a each image. Thus the label set includes only the current image and the
overlapping regions of its eight neighbors.
If a tone mapped result is desired then the proxy is also used to perform the required analysis.
Any tone mapper could be used here. In this work we used the interactive tone mapper of
Lischinski et al. [74].
At this point we have everything necessary to produce the full resolution HDR composite image.
We expand the low resolution labeling to the full resolution using the joint bilateral upsampling
method discussed in chapter 5. Then, the camera poses, radial distortion parameters and the
desired output mapping (e.g., perspective for a narrow FOV or cylindrical/spherical for wider
fields of view) are used to warp the input radiance images into the output composite. In practice,
the final warp is performed in a single step. This avoids multiple resamplings from the original
images. If a tone mapped output is desired, then the proxy exposure map is also expanded using
the joint bilateral upsampling method. An example panorama from 750 input images without
radiometric alignment is shown in Figure 4.4 (left). Figure 4.4 (right) shows the result after
alignment and tone mapping.
Previous composition techniques have used blending (e.g., Laplacian [8] or Poisson [102, 2]) to
remove the differences between the images in the composite. However, blending across widely
varying exposures is a poor tone mapping operator. Here, we have shown that by capturing
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(a)

(b)

Figure 4.4: Seattle Skyline (the black bars occurred when the camera battery died. The width of
the bar gives a sense of the width (2600 pixels) of one shot.) (a) Captured images
with correct geometric alignment but no radiometric alignment. (b) Results after
radiometric alignment and tone mapping.
images in the linear domain and using the radiometric alignment and composition techniques
from Eden et al. [29] a seamless HDR image can be constructed with no blending at all. This
can be further processed by any of the recent tone mapping techniques to produce a final result.

4.3 Display of High Resolution Panoramic Imagery
A specialized viewer is required for our imagery for a number of reasons. First, the image
contains three orders of magnitude more data than can be displayed on a typical monitor. The
approximately one million pixels on a monitor is only 1/1000th the resolution, the high dynamic
range (if not pre-tone-mapped) is double the bit depth, and wide angle imagery can only be
displayed in full when mapped to curved surfaces such as a cylindrical or spherical projection.
Second, such large images represent a 2D space for exploration and thus contain an infinite
number of smaller images which the user should be able to discover. Finally, in addition to
allowing the selection of a subset of the image to view, the viewer should dynamically adapt to
the content of the subset.

4.3.1 Related Work
QuicktimeVR [9] (and other similar viewers) deal with wide angle imagery such as 360 degree
images by displaying only a small portion of the field of view through a perspective projection.
This looks fine for small FOVs but rapidly becomes distorted as the FOV widens and reaches a
singularity at 180 degrees. Recent Adobe Flash based viewers such as Zoomify [162] provide
a zooming and panning interface (like that for tiled maps, e.g., Google Maps) for very large
images by directly mapping portions of an image in its native projection to the display but do
not perform on-the-fly transformations to adapt to the momentary image content.
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Real-time tone mapping of high dynamic range imagery has begun to appear in games such as
Half-Life 2 that modify the tone map on-the-fly to simulate effects such as the delayed adaptation
as one leaves or enters a dark tunnel from the sunlight.

4.3.2 The BIG Picture Viewer
Our goals for viewing very large images are to:
• download image data only as needed to minimize bandwidth while maintaining consistent
image quality,
• display the momentary FOV with a projection that best fits that FOV and smoothly varies
the projection as the FOV changes, and
• adapt the tone mapping to the average luminance and contrast of the current image content.
We are aware of no viewer that fulfills these requirements.
The user interface for our viewer is quite simple. There are controls for panning and zooming.
Panning is mapped to mouse motion with the left button down, and zooming is mapped to three
actions: vertical motion with right mouse down, the scroll wheel, and double clicking the left
mouse button. The pan position and zoom level defines the portion of the image to be displayed.
Fetching Image Tiles
Our images are stored as a pyramid of 2562 pixel tiles. A typical Gigapixel image may contain
9 levels of the pyramid. To maintain image quality we want neighboring pixels on the screen to
be displayed from levels of the pyramid that are not more than one level apart. To achieve this
and minimize bandwidth a loader thread uses the following strategy for bringing tiles into the
cache.
Beginning at the top of the pyramid and continuing down to the level of the current view, fetch
any tiles overlapping the current view. When all these tiles are cached and the requested view
has not changed, work recursively up the pyramid again, fetching immediate neighbors to the
tiles in the view. When the cache is full, tiles which are furthest away from the current view are
removed.
The first step in the rendering thread for each frame is to render an unwarped/unaltered rectangular image in its native projective mapping to an offscreen texture buffer that contains, at
a minimum, all pixels for the current view. All requested pixels are rendered from the highest
resolution tile available.
Then, based on the original mapping of the image (perspective, cylindrical, spherical) and the
momentary desired projection, the unwarped buffer is remapped and displayed to the screen as
described next.
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Figure 4.5: Perspective projection (top row) vs. cylindrical projection (bottom row). The left
column shows the projected image, the right column visualizes the projective surface
in world space.

Rendering the Image with Adaptive Projection
Images of approximately 60 degrees or less are well suited to viewing through a perspective
projection. This maintains straight lines as straight and for the most part corresponds to what we
perceive as we look around. As the field of view of the image on the monitor greatly exceeds
the actual field of view subtended by the monitor, perspective projections begin to exhibit distortions. This typically starts by about an 80 degree FOV and only worsens until a singularity
is reached at 180 degrees FOV. To display such wide angle imagery we turn to other curved
projections such as cylindrical and spherical mappings which are then “unwrapped” onto the flat
monitor. While these mappings allow one to see a wide field of view, they incur distortions of
their own (albeit less than perspective for very wide angles) such as mapping straight lines to
curves (see Figure 4.5). Figure 4.6b–c show mappings from screen position to the angle away
from straight ahead in the world for various FOVs for perspective and curved projections. Note
that both perspective and cylindrical mappings are quite similar at small FOVs but diverge significantly for larger FOVs. This is not surprising since a small portion of a cylinder mimics a
planar patch.
Since we wish to be able to zoom in and out to any FOV on our imagery, while providing an
optimal projection, our viewer smoothly adapts the projection from perspective for small FOVs
to curved for large FOVs.
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Figure 4.7: Interpolation between perspective and cylindrical projection from the diagrams in
Figure 4.6(b) and (c). Blue/red denote pure cylindrical/perspective, and green mixed
projections. (a) Angle interpolation: Interpolating corresponding curves from perspective and cylindrical mappings for the desired FOV causes an undesired effect
where the screen-center alternates between enlarging and shrinking during zooming.
(b) Curve interpolation: Interpolating between the perspective curve at the start of
the transition and the cylindrical curve for the end of the transition is better, however, now all interpolated (green) curves run through a very small corridor near the
center of the screen. This causes the center of the screen to appear to stop moving
during interpolation. (c) Our interpolation method. By construction, the center of the
screen always moves at constant velocity during a zooming operation providing the
best visual result. (d) A comparison of the three interpolation methods at a distance
one fifth of the way from the center to the edge of the screen. Note that our method
produces a linear mapping between the users specified zoom and the angle displayed
at that point on the screen.
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Through experimentation we learned that it is desirable to have the user zoom control correlate
directly to the image expansion in the center of the screen. Beyond that, all parts of the screen
should expand monotonically and as smoothly as possible. We also have the constraint that the
projection should be fully curved at fields of view greater than some maximum (colored blue
in Figure 4.7a–c), and perspective below some minimum (colored red). Based on these criteria
we have developed a novel way to interpolate between perspective and cylindrical/spherical
projections in this manner.
To accomplish this, we establish a world coordinate system with the camera sitting at the origin.
The directions from the camera into the world are parameterized by two angles (θ , φ ), where
θ is the longitude on the surrounding sphere and φ is the latitude. Let θ = φ = 0 be looking
straight ahead along the positive z axis. World x is to the right and world y represents the “up”
vector.
A 2D virtual screen or projective surface (described shortly) is established in this coordinate
system parameterized by xs and ys . Rendering a pixel at (xs , ys ) proceeds in two steps:
1. Compute (θ , φ ) for each pixel position (xs , ys ), (screen to world transformation).
2. Compute the corresponding texture coordinates based on how the underlying image is
stored, (world to texture transformation).
By doing so, we decouple the viewing projection (how the world is viewed) from the texture
projection (how the image is stored). There are two ways to implement this procedure efficiently:
using pixel-shaders for newer graphics hardware, or vertex arrays for fixed function graphics
hardware.
For the pixel shader implementation we render only a single screen filling quad. The pixel
shader gets automatically executed for each pixel and computes both steps. For the vertex array
implementation we tessellate the screen into a fine grid of vertices. To render an image, we
compute the texture coordinates for each vertex, and then render the quads defined by the vertex
array, implicitly interpolating texture coordinates.
The Projective Surface
Smoothly interpolating between perspective and curved projections during panning and zooming
is realized by bending, scaling, and rotating the projective surface within the world coordinate
system.
For a perspective projection, the projective surface is flat in world space (Figure 4.5, top row).
We will consider the surface situated at a unit distance along the z axis. To produce a cylindrical
projection, we bend the surface to form a cylinder (Figure 4.5, bottom row). Without loss of
generality, the fully bent cylinder has unit radius, with the viewpoint in the center, thus the
world point (0, 0, 1) remains stationary at the center of the perspective and cylindrical projective
surfaces. (For simplicity, we will continue the discussion considering transformations between
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Figure 4.8: Zooming with perspective projection (top row), cylindrical projection (bottom row),
and our adaptive projection (center row). The perspective projection exhibits strong
distortion when zoomed out (left column), whereas it produces a natural image when
zoomed in (right column). The cylindrical projection produces an undistorted image
when zoomed out, but has a less natural appearance when zoomed in. Our adaptive
projection combines the best of both worlds. It converges to cylindrical projection
for zoomed-out views (left), and to perspective projection for zoom-ins (right).
perspective and cylindrical, thus we can drop the y coordinate. Spherical projections follow the
same logic in both directions.)
Interpolating between cylindrical and perspective projections is accomplished by unbending the
projective surface from a cylinder to a plane. This can be viewed as increasing the radius of the
cylinder while keeping the viewpoint at unit distance away from the cylinder wall (Figure 4.6a).
Ignoring the rotation for now, the point (xa = 0, za = 1) is always on the cylinder (see Figure
4.6a), and is projected to the center of the screen. To compute the cylinder parameters we need
one more point on the surface. Let xb = xa + cos α, zb = za − sin α be that second point, then
the cylinder parameters can be computed as:
rc = (2 sin α)−1 , xc = 0, zc = 1 − rc .

(4.1)

The parameter α ∈ [0.. arcsin 0.5] is used to blend between perspective projection (α = 0) and
cylindrical projection (α = arcsin 0.5).
A screen coordinate xs can now be projected on the cylinder by
x p = xc + rc sin(xs /rc ),
z p = zc + rc cos(xs /rc ) + 1 − rc .

(4.2)

Note that we hit a singularity for α = 0. We treat this as a special case in our implementation
and compute the perspective projection in this case directly as x p = xs , z p = 1.
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Having the projected point we finally compute the angle:
θ = atan2 (x p , z p ) .

(4.3)

We’ll now extend the discussion to the vertical dimension and spherical projections. An advantage of our projection method is the ability to blend independently in the horizontal and vertical
directions. The vertical angle φ is computed similarly to θ . Here each vertical strip on the screen
has its own cylinder with centers on a straight line through point (x p , z p ). A blending parameter
β ∈ [0.. arcsin 0.5] controls the radius of the vertical cylinders, similarly to α. This combination
of two cylinders makes our projective surface essentially a torus, where α controls the outer
radius and β the inner radius. Perspective and cylindrical projections are the special cases where
the inner or outer radius hits infinity. A spherical projection occurs when the inner and outer
radius are one.
We begin by computing a point that has unit distance in the normal direction from the surface:
xd = x p − sin(xs /rc ), zd = z p − cos(xs /rc ). Then, the full projection of the screen coordinate
xs , ys is computed by:
x0p = xd + (x p − xd ) (cos(ys /rv ) + 1 − rv ) ,
y0p = rv sin(ys /rv ),
z0p = zd + (z p − zd ) (cos(ys /rv ) + 1 − rv ) ,

(4.4)

where rv = (2 sin β )−1 . Again, β = 0 needs to be treated as a special case, in which we compute
the projection by x0p = x p , y0p = ys , z0p = z p .
Finally, the φ angle is given by:
 q

02
φ = atan2 y0p , x02
p + zp

(4.5)

Zooming is done in this system by scaling the screen coordinates:
(xs0 , y0s ) = (xs vzoom , ys vzoom ).

(4.6)

Rotation is realized by rotating the projected points (x0p , y0p , z0p ) around the origin. The bending
parameters α and β are set automatically in our viewer by applying a sigmoid function of the
zoom:
arcsin 0.5
α=
(4.7)
1 + bscale exp(vzoom − bmid )
In this Equation bscale and bmid control the shape of the sigmoid function. Figure 4.9 illustrates
the effect. We use bscale = 6 and bmid = 1.74 as default values.
An important point to note is the linear relationship between the user affordance to change the
zoom value, vzoom , and the scaling of the screen. This results in the uniform and consistent
appearance during zooming unlike more naive approaches described in Figure 4.7a–b.
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Figure 4.9: Relationship of user zooming and the field of view. The red line shows a pure perspective projection, while the blue line is for a pure cylindrical projection. The green
lines illustrate our adaptive projection for different parameters of bmid .

4.3.3 Dynamic Tone Mapping
Our panoramas are initially stored in high dynamic range in HD Photo format [82]. Tone mapping is required to map the HDR image to the limited dynamic range of the monitor. A number
of different operators have been tested, Fattal et al. [36], Durand and Dorsey [25] as well as
Lischinski et al. [74] create convincing results. However, none of the methods is able to produce
results in real-time, especially not for Gigapixel images.
We first tried to use Reinhard’s fast operator [111] that can be applied in real-time. Even with
Reinhard’s automatic method to find the parameter settings [110] the results are not optimal, as
the images still exhibit a grayish and washed out look.
Our viewer operates on either of two types of data. It can process the HDR images directly, or
can operate on already quantized and compressed JPEG tiles for faster download times and less
requirements on the client machine. In both cases an initial global tone mapping is performed.
We use the tone mapper of Lischinski et al. [74] to first create a high quality tone map in a preprocess. It is not feasible to create a carefully crafted tone map for every possible view of the
image on-the-fly. Instead, we combine a single (possibly manually-crafted) global tone mapping
with a fast interactive local histogram-based tone mapping.
The output of the global tone mapper is an image where the luminance is mapped to the interval
[0, 1], where zero means totally black and one means pure white. This allows us to compute
the key of the current view as the average luminance. The key indicates whether a scene is
subjectively light, normal, or dark [111]. In addition to the key we also measure the range of
luminance values for the current view.
We measure both the key and range based on the input luminance histogram of the pixels in the
current view. The key, kin , is determined as the average of the 99th and 1st percentiles, and the
range, sin , is the difference between the 99th and 1st luminance percentiles.
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Figure 4.10: Histogram stretch and bias curves. Left: key bias; the curve always moves the key
towards middle gray level. Right: scale stretch; the curve always enhances the scale
slightly.

At each frame, we stretch and bias the histogram: we move the key of the histogram towards
middle-gray to brighten dark regions or darken light regions. At the same time, we also stretch
the histogram to enhance contrast.
Figure 4.10 shows the functions we use to stretch and bias the histogram. The key function is
based on a tangent curve, and the scale function is a sigmoid. More specifically, the key curve is
defined as follows:
kout = 0.5 + c tan(d · (2kin − 1)),

(4.8)

where c and d are chosen so that the curve can be controlled with a single parameter pk ∈ [0, 1]:
d = 0.5π · log(20pk + 1)/log(21) and c = (2 tan d)−1 . If pk = 0 then the key is unchanged, if
pk = 1 then the output key is always middle gray. In between (our default is 0.4), dark and light
keys are smoothly brought towards middle gray based on their distance from middle gray.
The stretch curve is defined as:
s0out = (1 + exp(−b · (sin + a)))−1 ,
 0
(sout − s0out (0))/(s0out (1) − s0out (0)), if ps > 0
sout =
sin , if ps = 0

(4.9)

where a = −0.1 and b = 10ps to control the curve with a single parameter ps ∈ [0, 1].
Figure 4.11 shows comparison of three tone mappings (a manually constructed global tone map,
Reinhard’s operator [111], and our dynamic tone mapping) applied to a wide angle view and
three narrow FOVs. While the manual global tone map, by definition, results in a good wide
angle image, local details are too bright or dark, or lack contrast due to the lack of local adaptation. Reinhard’s operator tends to create too dark images and/or poor contrast. Our dynamic
mapping, however, creates a good local solution at interactive rates.
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Manually Authored Tone Mapping

Reinhard’s Operator

Our Operator

Figure 4.11: Different Tone Mappings. The manual tone mapping produces a great result for
overviews of the full image, and respects the artistic tonal decisions of the photographer. However, when zooming into dark or bright spot of the photo one might
want to enhance some details there. With Reinhard’s global operator the resulting
images often look a bit washed out and also the colors seem to shift a bit. In all
three case, our operator produces a good result at interactive rates.
Hysteresis
In fact, we do not stretch and bias the histogram to its optimal value immediately at each frame
for two reasons. Small changes in the momentary pan and zoom can create large changes in
the 1st and 99th percentiles in the luminance histogram. We want to avoid oscillations in tone
adjustment. Also, just as in the way the human visual system slowly adapts to sudden luminance
changes, we wish the tone adjustment to “adapt” to viewing changes. Thus, we add a hysteresis
term that blends the currently computed key and stretch values with those used in the previous
frame. Thus,
∗
kt∗ = Hkout + (1 − H)kt−1
(4.10)
∗
st∗ = Hsout + (1 − H)st−1

(4.11)

where H is adjustable but typically set to 0.1. And, finally the luminance of each pixel is
Yout = s∗ (Yin − kin ) + k∗
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(4.12)
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Figure 4.12: Exploring Gigapixel Images
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4.4 Results
We have found exploring very large images to be great fun and a source of constant amazement
at the details one discovers. The fluid nature of the interaction provides a natural feel to the
exploration. The best way to evaluate the results is to try it (the viewer and a number of example
Gigapixel images is available on the web [83]).
Figures 1 and 4.12 show overviews and details of some images we captured. The images vary
from 1.2 to 4.5 Gigapixels. The images took between 30 and 90 minutes to capture. Approximately 3–6 hours of total processing time was required to produce the final image pyramid. Total
storage requirements for JPEG tiles is approximately 100 Megabytes per Gigapixel, and about
twice that for HDR pyramids compressed with HD Photo. Viewing the images over our internal
network as well as the internet with a fast connection was very fluid with almost no visible delay
in tile loading.
Watching others use our viewer has been gratifying. They have discovered many details we have
missed even after our own hours of exploration.

4.5 Discussion and Conclusion
We have demonstrated a system for the creation, processing, and interactive display of images
with very high resolution, high dynamic range and wide angle fields of view. A specialized
capture device allows us to acquire images with nearly unlimited resolution. Efficient methods
for the geometric alignment, radiometric alignment and tone mapping automatically produce
smooth, convincing results. The results can be displayed at interactive rates with our viewer that
smoothly adapts both the projection and tone mapping.
That said, capturing gigapixel images by scanning the scene with a conventional camera does
cause difficult issues. In particular, time is our main enemy in the capture process. Changing
illumination makes radiometric alignment difficult. Large moving objects such as the crane in
Figure 4.4 cannot be aligned. Other capture systems can help solve the time issue but at other
costs. Large film format cameras are one of a kind and thus not accessible to most photographers,
scanning cameras such as Panoscan and Spheron HD are faster but introduce smearing artifacts
for moving objects. Camera arrays [152] may improve speed but at considerable cost. Clearly,
there is room for further research and exploration in this space. Some ideas for future research
are listed in chapter 7.
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5.1 Introduction
In the previous chapter, we described a system for acquiring images with multi billions pixels.
Such high resolutions pose a difficult challenge for many image analysis and image processing
methods, such as stereo depth computations [115], image colorization [72, 157], tone mapping
of high dynamic range (HDR) images [112], and applications of minimal graph cuts to image composition [2]. All of these methodologies share a common problem of finding a global
solution: a piecewise smooth function describing some value of interest (depth, chromaticity,
exposure, label, etc.) over the pixel grid of the input image. It typically requires at least linear
time and, more importantly, linear space to compute a global solution. Thus, in order to operate
on such high resolution images, they must first be downsampled to a lower resolution to make
the computation tractable. This is particularly essential for interactive applications.
Once a solution is available for the smaller downsampled image, the question then becomes
how to upsample the solution to the full original resolution of the input image. Upsampling is
a fundamental image processing operation, typically achieved by convolving the low-resolution
image with an interpolation kernel, and resampling the result on a new (high-resolution) grid.
Wolberg [154] provides a good survey of common interpolation kernels. Images upsampled
in this manner typically suffer from blurring of sharp edges, because of the smoothness prior
inherent in the linear interpolation filters.
However, for the applications cited above, additional information is available in the form of the
original high-resolution input image. Ignoring this information and relying on the smoothness
prior alone is clearly not the best strategy. We propose to leverage the fact that we have a highresolution image in addition to the low-resolution solution. In particular, we demonstrate that a
joint bilateral upsampling (JBU) operation can produce very good full resolution results from
solutions computed at very low resolutions. We show results for stereo depth, image colorization, adaptive tone mapping, and graph-cut based image composition.
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5.2 Bilateral Filters
The bilateral filter is an edge-preserving filter, originally introduced by Tomasi and Manduchi
[136]. It is related to broader class of non-linear filters such as anisotropic diffusion and robust
estimation [5, 25, 33]. The bilateral filter uses both a spatial (or domain) filter kernel and a range
filter kernel evaluated on the data values themselves. More formally, for some position p, the
filtered result is:
Jp =

1
kp

∑

Iq f (||p − q||) g(||Ip − Iq ||),

(5.1)

q∈Ω

where f is the spatial filter kernel, such as a Gaussian centered over p, and g is the range filter
kernel, centered at the image value at p. Ω is the spatial support of the kernel f , and k p is a
normalizing factor, the sum of the f · g filter weights. Edges are preserved since the bilateral
filter f · g takes on smaller values as the range distance and/or the spatial distance increase.
Recently we have seen the introduction of joint (or cross) bilateral filters in which the range
˜ for example, when trying to combine the high
filter is applied to a second guidance image, I,
frequencies from one image and the low frequencies from another [104, 32]. Thus,

Jp =

1
kp

∑

Iq f (||p − q||) g(||I˜p − I˜q ||).

(5.2)

q∈Ω

The only difference to (5.1) is that the range filter uses I˜ instead of I.

5.2.1 Previous Work
The bilateral filter has been used previously for various image processing tasks. Durand and
Dorsey [25] applied the bilateral filter to HDR tone mapping and also described a fast approximation, which was recently improved upon [99, 149].
Ramanath and Snyder [108] used the bilateral filter in the context of demosaicking to improve
edge sensitivity. Their method is restricted to Bayer patterns with a fixed small upsampling
factor, and does not use a guidance image as we do.
Durand et al. [26] mention using a bilateral filter to upsample the shading results of a ray tracer.
However, no details are given in the paper and no other applications are explored.
Sawhney et al. [114] upsample stereoscopic images where one view has higher resolution than
the other. Their method estimates an alignment mapping, and then uses warping and fill-in from
neighboring movie frames to upsample the low-resolution image.
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5.3 Joint Bilateral Upsampling
In contrast to general purpose image upsampling, in the problems that we are interested in,
additional information is available to us in the form of the original high-resolution input image.
˜ and a low resolution solution, S, computed for a downsampled
Given a high resolution image, I,
version of the image, we propose a simple method that applies a joint bilateral filter to upsample
the solution.
The idea is to apply a spatial filter (typically a truncated Gaussian) to the low resolution solution
˜ Let p and q denote
S, while a similar range filter is jointly applied on the full resolution image I.
˜
(integer) coordinates of pixels in I, and p↓ and q↓ denote the corresponding (possibly fractional)
coordinates in the low resolution solution S. The upsampled solution S̃ is then obtained as:
S̃ p =

1
kp

∑

Sq↓ f (||p↓ − q↓ ||) g(||I˜p − I˜q ||)

(5.3)

q↓ ∈Ω

This is almost identical to eq. (5.2) with the exceptions that we are constructing a high resolution
solution as opposed to an image, and operate at two different resolutions simultaneously.
Note, that q↓ takes only integer coordinates in the low resolution solution. Therefore the guidance image is only sparsely sampled, and the performance does not depend on the upsampling
factor (see Section 5.5).

5.4 Applications
In this section we demonstrate the usefulness of the joint bilateral upsampling operation for a
variety of applications.
Tone Mapping: With the increasing popularity and utility of high dynamic range (HDR) imaging
[112], there is a need for tone mapping methods to display HDR images on ordinary devices. A
variety of such methods have been proposed over the years (see [112] for an extensive survey).
Some of these methods produce high-quality results, but require solving a very large system of
linear equations [36, 74]. Although these systems are sparse and may be solved efficiently using
multi-resolution solvers [132], handling today’s multi-megapixel images remains a challenge:
once the data exceeds the available physical memory, iteratively sweeping over the data results
in thrashing.
We apply the joint bilateral upsampling filter as follows. Let I be the low-resolution HDR image,
and T (I) the tone mapped image produced by some tone mapping operator. The corresponding
low-resolution solution is then defined as the pixelwise quotient S = T (I)/I. In other words,
the solution is an exposure map, which states the amount of exposure correction to be applied
at each pixel. Such exposure maps are generally smooth but may have discontinuities along
significant image edges [74]. Thus, they are ideal candidates for our upsampling technique. Note
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that the exposure map may have a single channel (if only the luminance has been adjusted), or
multiple channels (to support arbitrary tonal manipulations). Figure 5.2 shows how applying an
exposure map upsampled using our technique compares with a number of standard upsampling
methods. The joint bilateral upsampling yields results that are visually and numerically closer
to the ground truth.
Colorization: A similar linear system to those in the tone mapping methods cited above arises in
the colorization and recoloring method of Levin et al. [72]. Thus, again, processing of very large
images is not tractable due to thrashing. This is also true for the more recent colorization method
of Yatziv and Sapiro [157], which does not solve a linear system, but nevertheless iteratively
sweeps over the data.
To upsample a low-resolution colorization result, we first convert it into the YIQ color space (or
to any other color space separating luminance from chrominance), and then apply our upsampling technique to each of the two chrominance channels. Figure 5.3 shows the result. As in the
tone mapping example, one can see that the JBU avoids having the chromaticity spill over edges
in the image.
Stereo Depth: Stereo matching is a fundamental task in image analysis, whose goal is to determine the disparities between pairs of corresponding pixels in two or more images. Many
different approaches to stereo matching have been explored over the years (for a comprehensive
overview see [115]). In many of these methods an optimization problem of some sort is solved,
yielding a piecewise continuous disparity field over the entire image.
Our technique can be used to upsample low resolution depth maps with guidance from the high
resolution photos. Depth maps also have ideal properties for our technique. They are rather
smooth, and the discontinuities typically correspond with edges in the image. Figure 5.4 shows
the advantages of our technique in action.
Graph-cut based image operations: Several recent interactive image editing techniques involve
finding minimal cuts in graphs. For example, the interactive digital photomontage [2] system
uses graph-cut optimization [6] to compute the least objectionable seams when fusing together
several pre-aligned photographs. The result of the optimization is a label map, indicating for
each pixel in the composite which photograph it originates from.
We tested our joint bilateral upsampling technique with an image stitching application. Here, the
user constrains a number of pixels to come from a certain input image. The stitching algorithm
then computes a label map, which assigns a label to each of the remaining unconstrained pixels,
such that the resulting seams are least conspicuous.
This application differs fundamentally from the previous ones, because here we have a quantized
solution (a discrete number of labels), rather than a continuous one. Furthermore, in this case
there are multiple full resolution images.
We apply our technique in the following way: suppose we want to compute the label for a pixel.
Each low-resolution solution pixel with a non-zero bilateral weight votes for it’s label. The
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Figure 5.1: MSE error profiles for various applications and upsampling methods.
winning label is the one that has aggregated the highest total weight. Figure 5.5 demonstrates
our technique for this application.

5.5 Performance and Accuracy
The complexity of the joint bilateral upsampling operation is O(Nr2 ) where N is the output
image size and r is the domain filter radius. The performance is proportional to the output
size and not to the upsampling factor, because the domain filter is always applied to the low
resolution solution. For all results we have used a 5×5 Gaussian, which is very fast but still has
enough spatial support to pull solution values from some distance. Our implementation takes
approximately two seconds per megapixel of output.
This is significantly faster than running the original algorithms on the full resolution images.
For example, the tone mapper took 80 seconds for a 3.1 megapixel image, while our upsampling took only six seconds to upsample a smaller solution which was computed much faster.
The colorization solver of Levin et al. [72] was even slower, and needed several minutes for a
megapixel sized image. As noted above, due to the memory issue we cannot run a very high
resolution solution so upsampling a low resolution solution is our only way to approach such
large images.
The JBU is strictly local with a very small memory footprint. Large images can be computed
in a single sweep, where only parts are paged in at any time. We have successfully applied our
method to upsample tone mapping solutions for the multi-gigapixel images, discussed in the
previous chapter.
In our experiments, we generally set the domain filter’s Gaussian σd to 0.5 with 5×5 support.
The range filter Gaussian σr is strongly application dependent. The following default values
worked well for the images we tried: colorization, stereo depth, and graph-cut labelings used
images with color values normalized to the [0, 1] interval. σr = 0.1 worked well on most images.
The tone mapping application works with unbounded luminance values. We found that setting
σr to the standard deviation of the values has always given good results.
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Figure 5.2: Tone Mapping: The low resolution exposure map solution at left is at scale relative
to the final upsampled result next to it. Detail insets to the right show results from
Nearest Neighbor, Gaussian Interpolation, Bicubic Interpolation, Joint Bilateral Upsampling, and ground truth based on a full resolution solution. Note that JBU does
not exhibit the blocking and halo artifacts of the other upsampling methods.

Figure 5.1 shows MSE error profiles for the JBU compared to other upsampling methods. To
compute the errors, we computed a full resolution solution (or simply used the full resolution
color image or depth map for colorization and stereo depth) as ground truth. We then downsampled by factors of 2, 4, 8, 16, and 32 in each direction. Then, we performed upsampling using
various methods and plotted the difference from the ground truth. Our filter performed well at all
downsampling levels, and, as expected, the relative improvement increased with each additional
level of down sampling.
Not surprisingly, the MSE error increases with the upsampling factor. But in practice it often
turns out that the application limits how much one can downsample the problem. The results
we show are for solutions on quite tiny downsampled images. Since some of the applications
require some UI, you need enough image left to, for example, scribble on the hints for tone
mapping or colorization.

5.6 Conclusion
We have demonstrated the benefits of a joint bilateral upsampling strategy when a high resolution
prior is available to guide the interpolation from low to high resolution. The four applications
we have shown all improve relative to previous “blind” upsampling methods. We believe this
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Figure 5.3: Colorization: The low resolution pseudo-colored chrominance solution is at left.
Detail insets corresponding to four different upsampling methods are shown on the
right (with increased saturation). Note that the JBU result does not exhibit color
spills.

Figure 5.4: Stereo Depth: The low resolution depth map is shown at left. The top right row
shows details from the upsampled maps using different methods. Below each detail
image is a corresponding 3d view from an offset camera using the upsampled depth
map.
strategy is applicable to a number of other domains within and beyond image processing. For
example, a global illumination solution computed over a coarse simplified mesh can be upsampled to a finer mesh. The domain filter’s kernel might be measured in geodesic distance, while
the range kernel would be over the Gaussian Sphere (differences in normal).
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Figure 5.5: Graph-cut based Photomontage. Upper left: two original aligned images. Upper
center: the downsampled images and the resulting labeling solution. Upper right: a
composite generated using the JBU-upsampled labeling solution. The label colors
are superimposed over the image. The bottom row shows a detail that highlights the
advantages of using JBU over standard upsampling methods.
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Model-Based Photograph Enhancement
and Viewing
6.1 Introduction
In chapter 4 we presented a novel viewing paradigm for Gigapixel imagery. Although our viewer
has some novel dynamic features that enhance the viewing experience, one other fundamental
metaphor of image viewing has not changed: we still treat the image as a 2D entity, although
it is well understood that augmenting an image with depth can open the way for a variety of
new exciting manipulations. However, inferring the depth information from a single image is
still a longstanding unsolved problem in computer vision. Luckily, we are witnessing a great
increase in the number and the accuracy of geometric models of the world, including terrain
and buildings. By registering photographs to these models, depth becomes available at each
pixel. The system described in this chapter, consists of a number of applications afforded by
these newfound depth values, as well as the many other types of information that are typically
associated with such models. Note that these methods are applicable both to Gigapixel and
standard resolution imagery.
A big motivation for this work are two recent trends now reaching critical mass. The first trend
is that of geo-tagged photos. Many photo sharing web sites now enable users to manually add
location information to photos. Some digital cameras, such as the RICOH Caplio 500SE and
the Nokia N95, feature a built-in GPS, allowing automatic location tagging. Also, a number of
manufacturers offer small GPS units that allow photos to be easily geo-tagged by software that
synchronizes the GPS log with the photos. In addition, location tags can be enhanced by digital
compasses that are able to measure the orientation (tilt and heading) of the camera. It is expected
that, in the future, more cameras will have such functionality, and that most photographs will be
geo-tagged.
The second trend is the widespread availability of accurate digital terrain models, as well as
detailed urban models. Thanks to commercial projects, such as Google Earth and Microsoft’s
Virtual Earth, both the quantity and the quality of such models is rapidly increasing. In the public
domain, NASA provides detailed satellite imagery (e.g., Landsat [90]) and elevation models
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Figure 6.1: Some of the applications of our system.

(e.g., Shuttle Radar Topography Mission [91]). Also, a number of cities around the world are
creating detailed 3D models of their cityscape (e.g., Berlin 3D).
The combination of geo-tagging and the availability of fairly accurate 3D models allows many
photographs to be precisely geo-registered. We envision that in the near future automatic georegistration will be available as an online service. Thus, although we briefly describe the simple
interactive geo-registration technique that we currently employ, the emphasis is on the applications that it enables, including:
•
•
•
•
•
•

dehazing (or adding haze to) images,
approximating changes in lighting,
novel view synthesis,
expanding the field of view,
adding new objects into the image,
integration of geographical information system (GIS) data into the photo browser.

Our goal in this work has been to enable these applications for single outdoor images, taken
in a casual manner without requiring any special equipment or any particular setup. Thus, our
system is applicable to a large body of existing outdoor photographs, so long as we know the
rough location where each photograph was taken. We chose New York City and Yosemite National Park as two of the many locations around the world, for which detailed textured models
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are already available1 . We demonstrate our approach by combining a number of photographs
(obtained from flickrTM ) with these models.
It should be noted that while the models that we use are fairly detailed, they are still far away
from the degree of accuracy and the level of detail one would need in order to use these models
directly to render photographic images. Thus, one of our challenges in this work has been to
understand how to best leverage the 3D information afforded by the use of these models, while
at the same time preserving the photographic qualities of the original image.
In addition to exploring the applications listed above, we also make a number of specific technical contributions. The two main ones are a new data-driven stable dehazing procedure, and a
new model-guided layered depth image completion technique for novel view synthesis.
Before continuing, we should note some of the limitations of our system in its current form.
The examples we show are of outdoor scenes. We count on the available models to describe
the distant static geometry of the scene, but we cannot expect to have access to the geometry
of nearby (and possibly dynamic) foreground objects, such as people, cars, trees, etc. In our
current implementation such foreground objects are matted out before combining the rest of the
photograph with a model, and may be composited back onto the photograph at a later stage.
So, for some images, the user must spend some time on interactive matting, and the fidelity of
some of our manipulations in the foreground may be reduced. However, we expect the kinds
of applications we demonstrate will scale to include any improvements in automatic computer
vision algorithms and depth acquisition technologies.

6.2 Related Work
Our system touches quite a few distinct topics in computer vision and computer graphics. Below,
we provide some representative references, and discuss in detail only the ones most closely
related to our goals and techniques.

Image-based modeling. In recent years, much work has been done on image-based modeling techniques, which create high quality 3D models from photographs. One example is the
pioneering Façade system [19], designed for interactive modeling of buildings from collections
of photographs. Other systems use panoramic mosaics [123], combine images with range data
[128], or merge ground and aerial views [39], to name a few.
Any of these approaches may be used to create the kinds of textured 3D models that we use
in our system; however, in this work we are not concerned with the creation of such models,
1 For

Yosemite, we use elevation data from the Shuttle Radar Topography Mission [91] with Landsat imagery [90].
Such data is available for the entire Earth. Models similar to that of NYC are currently available for dozens of
cities.

75

Chapter 6 Model-Based Photograph Enhancement and Viewing
but rather with the ways in which their combination with a single photograph may be useful for
the casual digital photographer. One might say that rather than attempting to automatically or
manually reconstruct the model from a single photo, we exploit the availability of digital terrain
and urban models, effectively replacing the difficult 3D reconstruction/modeling process by a
much simpler registration process.
Recent research has shown that various challenging tasks, such as image completion and insertion of objects into photographs [44, 68] can greatly benefit from the availability of the enormous amounts of photographs that had already been captured. The philosophy behind our work
is somewhat similar: we attempt to leverage the large amount of textured geometric models that
have already been created. But unlike image databases, which consist mostly of unrelated items,
the geometric models we use are all anchored to the world that surrounds us.

Dehazing. Weather and other atmospheric phenomena, such as haze, greatly reduce the visibility of distant regions in images of outdoor scenes. Removing the effect of haze, or dehazing,
is a challenging problem, because the degree of this effect at each pixel depends on the depth of
the corresponding scene point.
Some haze removal techniques make use of multiple images; e.g., images taken under different
weather conditions [88], or with different polarizer orientations [117]. Since we are interested
in dehazing single images, taken without any special equipment, such methods are not suitable
for our needs.
There are several works that attempt to remove the effects of haze, fog, etc., from a single image
using some form of depth information. For example, Oakley and Satherley [96] dehaze aerial
imagery using estimated terrain models. However, their method involves estimating a large
number of parameters, and the quality of the reported results is unlikely to satisfy today’s digital
photography enthusiasts. Narasimhan and Nayar [89] dehaze single images based on a rough
depth approximation provided by the user, or derived from satellite orthophotos. The very latest
dehazing methods [35, 135] are able to dehaze single images by making various assumptions
about the colors in the scene.
Our work differs from these previous single image dehazing methods in that it leverages the
availability of more accurate 3D models, and uses a novel data-driven dehazing procedure. As
a result, our method is capable of effective, stable high-quality contrast restoration even of extremely distant regions.

Novel view synthesis. It has been long recognized that adding depth information to photographs provides the means to alter the viewpoint. The classic “Tour Into the Picture” system [51] demonstrates that fitting a simple mesh to the scene is sometimes enough to enable a
compelling 3D navigation experience. Subsequent papers, Kang [55], Criminisi et al. [15], Oh
et al. [97], Zhang et al. [161], extend this by providing more sophisticated, user-guided 3D mod-
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elling techniques. More recently Hoiem et al. [50] use machine learning techniques in order to
construct a simple “pop-up” 3D model, completely automatically from a single photograph. In
these systems, despite the simplicity of the models, the 3D experience can be quite compelling.
In this work, we use already available 3D models in order to add depth to photographs. We
present a new model-guided image completion technique that enables us to expand the field of
view and to perform high-quality novel view synthesis.
Relighting. A number of sophisticated relighting systems have been proposed by various researchers over the years (e.g., [160, 159, 77, 17]). Typically, such systems make use of a highly
accurate geometric model, and/or a collection of photographs, often taken under different lighting conditions. Given this input they are often able to predict the appearance of a scene under
novel lighting conditions with a very high degree of accuracy and realism. Another alternative is
to use a time-lapse video sequence [129]. In our case, we assume the availability of a geometric
model, but have just one photograph to work with. Furthermore, although the model might be
detailed, it is typically quite far from a perfect match to the photograph. For example, a tree
casting a shadow on a nearby building will typically be absent from our model. Thus, we cannot
hope to correctly recover the reflectance at each pixel of the photograph, which is necessary
in order to perform physically accurate relighting. Therefore, in this work we propose a very
simple relighting approximation, which is nevertheless able to produce fairly compelling results.
Photo browsing. Also related is the “Photo Tourism” system [124], which enables browsing
and exploring large collections of photographs of a certain location using a 3D interface. But, the
browsing experience that we provide is very different. Moreover, in contrast to “Photo Tourism”,
our system requires only a single geo-tagged photograph, making it applicable even to locations
without many available photos.
The “Photo Tourism” system also demonstrates the transfer of annotations from one registered
photograph to another. In our system, photographs are registered to a model of the world, making
it possible to tap into a much richer source of information.
Working with geo-referenced images. Once a photo is registered to geo-referenced data
such as maps and 3D models, a plethora of information becomes available. For example, Cho
[11] notes that absolute geo-locations can be assigned to individual pixels and that GIS annotations, such as building and street names, may be projected onto the image plane. Our system
supports similar labeling, as well as several additional visualizations, but in contrast to Cho’s
system, it does so dynamically, in the context of an interactive photo browsing application. Furthermore, as discussed earlier, it also enables a variety of other applications.
In addition to enhancing photos, location is also useful in organizing and visualizing photo collections. The system developed by Toyama et al. [138] enables a user to browse large collections
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of geo-referenced photos on a 2D map. The map serves as both a visualization device, as well as
a way to specify spatial queries, i.e., all photos within a region. In contrast, our system focuses
on enhancing and browsing of a single photograph; the two systems are actually complementary, one focusing on organizing large photo collections, and the other on enhancing and viewing
single photographs.

6.3 Registration and Matting
We assume that the photograph has been captured by a simple pinhole camera, whose parameters consist of position, pose, and focal length (seven parameters in total). To register such a
photograph to a 3D geometric model of the scene, it suffices to specify four or more corresponding pairs of points [43]. Assuming that the rough position from which the photograph was taken
is available (either from a geo-tag, or provided by the user), we are able to render the model
from roughly the correct position, let the user specify sufficiently many correspondences, and
recover the parameters by solving a nonlinear system of equations [95].
For images that depict foreground objects not contained in the model, we ask the user to matte
out the foreground. For the applications demonstrated here the matte does not have to be too
accurate, so long as it is conservative (i.e., all the foreground pixels are contained). We created
mattes with the Soft Scissors system [144]. The process took about 1–2 minutes per photo. For
every result produced using a matte we show the matte next to the input photograph.

6.4 Image Enhancement
Many of the typical images we take are of a spectacular, often well known, landscape or cityscape. Unfortunately in many cases the lighting conditions or the weather are not optimal when
the photographs are taken, and the results may be dull or hazy. Having a sufficiently accurate
match between a photograph and a geometric model offers new possibilities for enhancing such
photographs. We are able to easily remove haze and unwanted color shifts and to experiment
with alternative lighting conditions.

6.4.1 Dehazing
Atmospheric phenomena, such as haze and fog can reduce the visibility of distant regions in
images of outdoor scenes. Due to atmospheric absorption and scattering, only part of the light
reflected from distant objects reaches the camera. Furthermore, this light is mixed with airlight
(scattered ambient light between the object and camera). Thus, distant objects in the scene
typically appear considerably lighter and featureless, compared to nearby ones.
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Figure 6.2: Dehazing. Note the artifacts in the model texture, and the significant deviation of the
estimated haze curves from exponential shape.
If the depth at each image pixel is known, in theory it should be easy to remove the effects of
haze by fitting an analytical model (e.g., [80, 92]):
Ih = Io f (z) + A (1 − f (z)) .

(6.1)

Here Ih is the observed hazy intensity at a pixel, Io is the original intensity reflected towards
the camera from the corresponding scene point, A is the airlight, and f (z) = exp(−β z) is the
attenuation in intensity as a function of distance due to outscattering. Thus, after estimating the
parameters A and β the original intensity may be recovered by inverting the model:
Io = A + (Ih − A)

1
.
f (z)

(6.2)

As pointed out by Narasimhan and Nayar [88], this model assumes single-scattering and a homogeneous athmosphere. Thus, it is more suitable for short ranges of distance and might fail
to correctly approximate the attenuation of scene points that are more than a few kilometers
away. Furthermore, since the exponential attenuation goes quickly down to zero, noise might be
severely amplified in the distant areas. Both of these artifacts may be observed in the “inversion
result” of Figure 6.4.
While reducing the degree of dehazing [117] and regularization [116, 53] may be used to alleviate these problems, our approach is to estimate stable values for the haze curve f (z) directly
from the relationship between the colors in the photograph and those of the model textures.
More specifically, we compute a curve f (z) and an airlight A, such that eq. (6.2) would map
averages of colors in the photograph to the corresponding averages of (color-corrected) model
texture colors. All of the parameters are estimated completely automatically.
For robustness, we operate on averages of colors over depth ranges. For each value of z, we
compute the average model texture color Iˆm (z) for all pixels whose depth is in [z − δ , z + δ ], as
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Figure 6.3: More dehazing examples.
well as the average hazy image color Iˆh (z) for the same pixels. In our implementation, the depth
interval parameter δ is set to 500 meters, for all images we experimented with. The averaging
makes our approach less sensitive to model texture artifacts, such as registration and stitching
errors, bad pixels, or contained shadows and clouds.
Before explaining the details of our method, we would like to point out that the model textures
typically have a global color bias. For example, Landsat uses seven sensors whose spectral
responses differ from the typical RGB camera sensors. Thus, the colors in the resulting textures
are only an approximation to ones that would have been captured by a camera (see Figure 6.2).
We correct this color bias by measuring the ratio between the photo and the texture colors in the
foreground (in each channel), and using these ratios to correct the colors of the entire texture.
More precisely, we compute a global multiplicative correction vector C as
C=

Fh
Fm
/
,
lum(Fh ) lum(Fm )

(6.3)

where Fh is the average of Iˆh (z) with z < zF , and Fm is a similarly computed average of the model
texture. lum(c) denotes the luminance of a color c. We set zF to 1600 meters for all our images.
Now we are ready to explain how to compute the haze curve f (z). Ignoring for the moment the
physical interpretation of A and f (z), note that eq. (6.2) simply stretches the intensities of the
image around A, using the scale coefficient f (z)−1 . Our goal is to find A and f (z) that would
map the hazy photo colors Iˆh (z) to the color-corrected texture colors CIˆm (z). Substituting Iˆh (z)
for Ih , and CIˆm (z) for Io , in eq. (6.2) we get
f (z) =

Iˆh (z) − A
.
CIˆm (z) − A

(6.4)

Different choices of A will result in different scaling curves f (z). We set A = 1 since this
guarantees f (z) ≥ 0. Using A > 1 would result in larger values of f (z), and hence less contrast
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Figure 6.4: Comparison with other dehazing methods. The second row shows full-resolution
zooms of the region indicated with a red rectangle in the input photo. See the supplementary materials for more comparison images.
in the dehazed image, and using A < 1 might be prone to instabilities. Figure 6.2 shows the f (z)
curve estimated as described above.
The recovered haze curve f (z) allows to effectively restore the contrasts in the photo. However,
the colors in the background might undergo a color shift. We compensate for this by adjusting
A, while keeping f (z) fixed, such that after the change the dehazing preserves the colors of the
photo in the background.
To adjust A, we first compute the average background color Bh of the photo as the average of
Iˆh (z) with z > zB , and a similarly computed average of the model texture Bm . We set zB to 5000m
for all our images. The color of the background is preserved, if the ratio
R=

A + (Bh − A) · f −1
,
Bh

f=

Bh − 1
,
Bm − 1

(6.5)

has the same value for every color channel. Thus, we rewrite eq. (6.5) to obtain A as
A = Bh

R − f −1
,
1 − f −1

(6.6)

and set R = max(Bm,red /Bh,red , Bm,green /Bh,green , Bm,blue /Bh,blue ). This particular choice of R
results in the maximum A that guarantees A ≤ 1. Finally, we use eq. (6.2) with the recovered
f (z) and the adjusted A to dehaze the photograph.
Figures 6.2 and 6.3 show various images dehazed with our method. Figure 6.4 compares our
method with other approaches. In this comparison we focused on methods that are applicable in
our context of working with a single image only. Fattal’s method [35] dehazes the image nicely
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up to a certain distance (particularly considering that this method does not require any input in
addition to the image itself), but it is unable to effectively dehaze the more distant parts, closer to
the horizon. The “Inversion Result” was obtained via eq. (6.2) with an exponential haze curve.
This is how dehazing was performed in a number of papers, e.g., [117, 88, 89]. Here, we use
our accurate depth map instead of using multiple images or user-provided depth approximations.
The airlight color was set to the sky color near the horizon, and the optical depth β was adjusted
manually. The result suffers from amplified noise in the distance, and breaks down next to the
horizon. In contrast, our result manages to remove more haze than the two other approaches,
while preserving the natural colors of the input photo.
Note that in practice one might not want to remove the haze completely as we have done, because
haze sometimes provides perceptually significant depth cues. Also, dehazing typically amplifies
some noise in regions where little or no visible detail remain in the original image. Still, almost
every image benefits from some degree of dehazing.
Having obtained a model for the haze in the photograph we can insert new objects into the scene
in a more seamless fashion by applying the model to these objects as well (in accordance with
the depth they are supposed to be at). This is done simply by inverting eq. (6.2):
Ih = A + (Io − A) f (z).

(6.7)

This is demonstrated in the companion video.

6.4.2 Relighting
One cannot underestimate the importance of the role that lighting plays in the creation of an interesting photograph. In particular, in landscape photography, the vast majority of breathtaking
photographs are taken during the “golden hour”, after sunrise, or before sunset [109]. Unfortunately most of our outdoor snapshots are taken under rather boring lighting. With our system
it is possible to modify the lighting of a photograph, approximating what the scene might look
like at another time of day.
As explained earlier, our goal is to work on single images, augmented with a detailed, yet not
completely accurate geometric model of the scene. This setup does not allow us to correctly
recover the reflectance at each pixel. Thus, we use the following simple workflow, which only
approximates the appearance of lighting changes in the scene. We begin by dehazing the image,
as described in the previous section, and modulate the colors using a lightmap computed for the
novel lighting. The original sky is replaced by a new one simulating the desired time of day (we
use Vue 6 Infinite [28] to synthesize the new sky). Finally, we add haze back in using Eq. (6.7),
after multiplying the haze curves f (z) by a global color mood transfer coefficient.
The global color mood transfer coefficient LG is computed for each color channel. Two sky
domes are computed, one corresponding to the actual (known or estimated) time of day the
photograph was taken, and the other corresponding to the desired sun position. Let Iref and Inew
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Figure 6.5: Relighting results produced with our system.
be the average colors of the two sky domes. The color mood transfer coefficients are then given
by LG = Inew /Iref .
The lightmap may be computed in a variety of ways. In our current implementation, we construct
the lightmap using a basic lighting model: ambient and diffuse light modulated by a shadow map
and scaled by the color mood coefficients:
L = LG · LS · (LA + LD · (n · l)) ,

(6.8)

where LS ∈ [Ishadow , 1] is the shadow coefficient that indicates the amount of light attenuation
due to shadows, LA is the ambient coefficient, LD is the diffuse coefficient, n the point normal,
and l the direction to the sun.
Note that we do not attempt to remove the existing illumination before applying the new one.
However, we found even this basic procedure yields convincing changes in the lighting (see
Figure 6.5, and the dynamic relighting sequences in the video). Figure 6.6 demonstrates that
relighting a geo-registered photo generates a completely different (and more realistic) effect
than simply rendering the underlying geometric model under the desired lighting.

6.5 Novel View Synthesis
One of the compelling features of our system is the ability to modify the viewpoint from which
the original photograph was taken. Bringing the static photo to life in this manner significantly
enhances the photo browsing experience, as shown in the companion video.
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Figure 6.6: A comparison between the original photo, its relighted version, and a rendering of
the underlying model under the same illumination.

Assuming that the photograph has been registered with a sufficiently accurate geometric model
of the scene, the challenge in changing the viewpoint is reduced to completing the missing
texture in areas that are either occluded, or are simply outside the original view frustum. We
use image completion [31, 23] to fill the missing areas with texture from other parts of the
photograph. Our image completion process is similar to texture-by-numbers [47], where instead
of a hand-painted label map we use a guidance map derived from the textures of the 3D model.
In rural areas these are typically aerial images of the terrain, while in urban models these are the
texture maps of the buildings.
The texture is synthesized over a cylindrical layered depth image (LDI) [121], centered around
the original camera position. The LDI image stores, for each pixel, the depths and normals of
scene points intersected by the corresponding ray from the viewpoint. We use this data structure,
since it is able to represent both the visible and the occluded parts of the scene (in our examples
we used a LDI with four depth layers per pixel). The colors of the frontmost layer in each pixel
are taken from the original photograph provided that they are inside the original view frustum,
while the remaining colors are synthesized by our guided texture transfer.
We begin the texture transfer process by computing the guiding value for all of the layers at each
pixel. The guiding value is a vector (U,V, D), where U and V are the chrominance values of the
corresponding point in the model texture, and D is the distance to the corresponding scene point
from the location of the camera. (We use distances from 0 to 5000 meters, normalized to the
[0, 1] interval.) By ignoring the luminance channel we alleviate the problems associated with the
existence of transient features (such as shading and shadows) in the model textures.
Texture synthesis is carried out in a multi-resolution manner. The first (coarsest) level is synthesized by growing the texture outwards from the known regions. For each unknown pixel we
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Figure 6.7: Extending the field of view. The red rectangle indicates the boundaries of the original
photograph. The companion video demonstrates changing the viewpoint.

examine a square neighborhood around it, and exhaustively search for the best matching neighborhood from the known region (using the L2 norm). Since our neighborhoods contain missing
pixels we cannot apply PCA compression and other speed-up structures in a straight forward
way. However, the first level is sufficiently coarse and its synthesis is rather fast. To synthesize
each next level we upsample the result of the previous level and perform a small number of
k-coherence synthesis passes [3] to refine the result. Here we use a 5 × 5 look-ahead region and
k = 4. The total synthesis time is about 5 minutes per image. The total texture size is typically
on the order of 4800 × 1600 pixels, times four layers.
It should be noted that when working with LDIs the concept of a pixel’s neighborhood must
be adjusted to account for the existence of multiple depth layers at each pixel. We define the
neighborhood in the following way: On each depth layer, a pixel has up to 8 pixels surrounding
it. If the neighboring pixel has multiple depth layers, the pixel on the layer with the closest depth
value is assigned as the immediate neighbor.
To render images from novel viewpoints, we use a shader to project the LDI image onto the
geometric model by computing the distance of the model to the camera and using the pixel color
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from the depth layer closest to this distance. Significant changes in the viewpoint eventually
cause texture distortions if one keeps using the texture from the photograph. To alleviate this
problem, we blend the photograph’s texture into the model’s texture as the new virtual camera
gets farther away from the original viewpoint. We found this to significantly improve the 3D
viewing experience, even for drastic view changes, such as going to bird’s eye view.
Thus, the texture color T at each terrain point x is given by
T (x) = g(x) Tphoto (x) + (1 − g(x)) Tmodel (x),

(6.9)

where the blending factor g(x) is determined with respect to the current view, according to the
following principles: (i) pixels in the original photograph which correspond to surfaces facing
camera are considered more reliable than those on oblique surfaces; and, (ii) pixels in the original
photograph are also preferred whenever the corresponding scene point is viewed from the same
direction in the current view, as it was in the original one.
Specifically, let n(x) denote the surface normal, C0 the original camera position from which the
photograph was taken, and Cnew the current camera position. Next, let v0 = (C0 − x)/kC0 − xk
denote the normalized vector from the scene point to the original camera position, and similarly
vnew = (Cnew − x)/kCnew − xk. Then
g(x) = max (n(x) · v0 , vnew · v0 ) .

(6.10)

In other words, g is defined as the greater among the cosine of the angle between the normal and
the original view direction, and the cosine of the angle between the two view directions.
Finally, we also apply re-hazing on-the-fly. First, we remove haze from the texture completely
as described in Section 6.4.1. Then, we add haze back in, this time using the distances from the
current camera position. The results may be seen in Figure 6.7 and in the companion video.

6.6 Information Visualization
Having registered a photograph with a model that has GIS data associated with it allows displaying various information about the scene, while browsing the photograph. We have implemented
a simple application that demonstrates several types of information visualization. In this application, the photograph is shown side-by-side with a top view of the model, referred to as the
map view. The view frustum corresponding to the photograph is displayed in the map view, and
is updated dynamically whenever the view is changed (as described in Section 6.5). Moving the
cursor in either of the two views highlights the corresponding location in the other view. In the
map view, the user is able to switch between a street map, an orthographic photo, a combination
thereof, etc. In addition to text labels it is also possible to superimpose graphical map elements,
such as roads, directly onto the photo view. These abilities are demonstrated in Figures 6.1 and
6.8 and in the companion video.
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(a)

(b)

(c)

(d)

(e)

Figure 6.8: Different information visualization modes in our system. (a-b) Coupled map and
photo views. As the user moves the mouse over one of the views, the corresponding
location is shown in the other view as well. The profile of a horizontal scanline
in the map view (a) is shown superimposed over the terrain in the photo view (b).
Since the location of the mouse cursor is occluded by a mountain in the photo, its
location in the photo view is indicated using semi-transparent arrows. (c) Names of
landmarks are automatically superimposed on the photo. (d-e) Coupled photo and
map views with superimposed street network. The streets under the mouse cursor
are highlighted in both views.

There are various databases with geo-tagged media available on the web. We are able to highlight
these locations in both views (photo and map). Of particular interest are geo-tagged Wikipedia
articles about various landmarks. We display a small Wikipedia icon at such locations, which
opens a browser window with the corresponding article, when clicked. This is also demonstrated
in the companion video.
Another nice visualization feature of our system is the ability to highlight the object under the
mouse in the photo view. This can be useful, for example, when viewing night time photographs:
in an urban scene shot at night, the building under the cursor may be shown using daylight
textures from the underlying model.

6.7 Discussion and Conclusion
We presented a novel system for editing and browsing outdoor photographs. It leverages the high
quality 3D models of the earth that are now becoming widely available. We have demonstrated
that once a simple geo-registration of a photo is performed, the models can be used for many
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interesting photo manipulations that range from dehazing, rehazing, and relighting to integrating
GIS information.
The applications we show are varied. Haze removal is a challenging problem due to the fact that
haze is a function of depth. We have shown that now that depth is available in a geo-registered
photograph, excellent “haze editing” can be achieved. Similarly, having an underlying geometric
model makes it possible to generate convincing relighted photographs, and dynamically change
the view. Finally, we demonstrate that the enormous wealth of information available online can
now be used to annotate and help browse photographs.
Within our framework we used models obtained from Virtual Earth. The manual registration
is done within a minute, matting out the foreground is also an easy task using state-of-the-art
techniques such as Soft Scissors [144]. All other operations such as dehazing and relighting
are interactive; however, computing very detailed shadow maps for the relighting can be time
consuming.
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7.1 Summary, Contributions, and Future Work
In this thesis we have proposed a variety of new algorithms, methods, and systems in the areas of
tile-based synthesis and computational photography. In the following we summarize our main
contributions in each chapter.

Chapter 2: Recursive Wang Tiles for Real-Time Blue Noise
We have presented a novel technique for rapidly generating large point sets possessing a blue
noise Fourier spectrum and high visual quality. Through the use of carefully constructed progressive and recursive blue noise Wang tiles, our technique features the unique combination of
characteristics listed below.
An interesting direction for future research is the extension of our technique for generation of
Poisson hyper-ball distributions in higher dimensions. This is potentially useful for many applications, including depth of field, motion blur, and global illumination. Another important
direction is the creation of point sets with characteristics other than blue noise, which is especially interesting for the non-photorealistic rendering and object distribution applications.
The main contributions of this chapter are
• A novel method for generating blue noise point sets. The method features a unique combination of properties:
– It is extremely fast, point generation is in the order of several million points per
second.
– It allows deterministic random access to any local portion of the point set.
– The time to generate a local portion of the point set is proportional to the integral
over the target density in that area.
– The memory footprint is small and constant.
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– The local point density may be prescribed by an arbitrary target density function.
– The maximum point density is unbounded.
– The spatial extent of the point set can be infinite.
• A method for generating progressive point sets on Wang tiles
• The concept of recursive Wang tiles and an algorithm to generate them.
The techniques described in this chapter were also presented in [60]

Chapter 3: Solid Texture Synthesis from 2D Exemplars
We have presented a new method for synthesizing solid textures from 2D exemplars. The key
technical contribution is the combination of non-parametric texture optimization with parametric
histogram matching. This approach adds much to the robustness and quality of our results, and
allows us to apply our method successfully to a wide range of input textures.
One obvious direction for future research is to further improving the quality and speed of the
synthesis. One possible way to get there is to experiment with other kinds of histograms, in
addition or instead of the per-channel histograms that we use right now. The steerable pyramid coefficients used by Heeger and Bergen [45] seem to be worthwhile candidates, as some
solid textures can be synthesized successfully from these alone. Another way to improve some
textures might be to include additional slices in the optimization. It should also be looked into
developing additional control mechanisms that would enable more control via simple and intuitive interfaces.
The main contributions of this chapter are:
• A new method for synthesizing high quality solid textures from 2D exemplars.
• The extension of texture optimization to synthesize 3D solid textures.
• Integration of texture optimization with histogram matching
• Control over the synthesis process by constraining colors in the volume.
The techniques described in this chapter were also presented in [61]

Chapter 4: Capturing and Viewing Gigapixel Images
We have presented a system for capturing and viewing very high resolution, high dynamic range,
and wide angle Gigapixel images. We acquired our images using a specialized camera mount, in
combination with an automated pipeline for alignment, exposure compensation, and stitching.
The main novelty of our capture process is the ability to automatically combine hundreds of images taken with varying exposures into a tone mapped high dynamic range Gigapixel panorama.
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The main contribution of the system is, however, a novel viewing paradigm for Gigapixel imagery. It is demonstrated with a prototype viewer that enables interactive exploration of the
images over a network, while dynamically and smoothly interpolating the projection between
perspective and curved projections, and simultaneously modifying the tone mapping to ensure
an optimal view of the portion of the scene being viewed.
There are many avenues for future work. One direction is to capture multiple images per direction varying the exposure and focus. Although to date we capture a high dynamic range across
the panorama, within each shot we rely on the auto exposure mode of the camera. Similarly,
long lenses provide a very shallow depth of field, thus for scenes with both near and far objects
we need to focus bracket as well. One could then rely on the work outlined in the Photomontage
paper [2] to combine individual bracketed shots while stitching the full panorama.
Some other stitching issues that should be addressed are the slight radiometric mismatches visible in smooth regions such as sky and visible changes in the noise levels due to changing camera
exposures. The first issue could be addressed by introducing a Poisson blending step. The second problem may be ameliorated by exposure bracketing to reduce noise, and by adding a term
in the graph-cut selection step that favors less noisy pixels.
We think there are many possible applications which could use the Gigapixel images and viewer.
Games (e.g., finding hidden objects, solving mysteries), embedding information (e.g., names
of objects, stores, etc.), inserting sounds and/or video, and creating portals to other Gigapixel
images are among the ideas. Integration with online mapping applications can provide a new
modality for exploring locations.
The main contributions of this chapter are:
• A method to interpolate smoothly between perspective and curved projections of a panorama.
• A method to dynamically adapt the tone mapping of a panorama to local views.
• A prototype implementation of an interactive Gigapixel viewer featuring the previously
mentioned techniques.
The techniques described in this chapter were also presented in [63]

Chapter 5: Joint Bilateral Upsampling
We have presented the joint bilateral upsampling filter, an extension of the bilateral filter for
upsampling solutions of image processing operations. The filter is applicable whenever a high
resolution prior is available to guide the interpolation from low to high resolution. We have
demonstrated that our filter produces very good full resolution results from solutions computed
on downsampled images for a number of applications, including stereo depth, image colorization, adaptive tone mapping, and graph-cut based image composition.
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This upsampling strategy should be applicable to a number of other domains within and beyond
image processing. For example, a global illumination solution computed over a coarse simplified mesh can be upsampled to a finer mesh. The domain filter’s kernel might be measured in
geodesic distance, while the range kernel would be over the Gaussian Sphere (differences in
normal).
The main contributions of this chapter are:
• Introduction and analysis of the joint bilateral upsampling filter.
• Demonstration of its effectiveness in the context of various applications.
The techniques described in this chapter were also presented in [59]

Chapter 6: Combining Photographs with Digital Terrain and Building
Models
We have presented a novel system for browsing, enhancing, and manipulating outdoor photographs by combining them with existing geo-referenced digital terrain and urban models. The
system uses a simple interactive registration process to align the photograph with a model. Once
this is done, a variety of information, such as depth, becomes available per pixel. We have
described a number of applications that use the various types of information.
As can be expected, there are always some differences and misalignments between the photograph and the model. They may arise due to insufficiently accurate models, and also due to
the fact that the photographs were not captured with an ideal pinhole camera. Interestingly,
we found that in many cases these differences are less problematic than one might fear. However, automatically resolving such differences is certainly a challenging and interesting topic for
future work.
We believe that the applications presented here represent just a small fraction of possible geophoto editing operations. Many of the existing digital photography products could be greatly
enhanced with the use of geo information. Operations could encompass noise-reduction and
image sharpening with 3D model priors, post-capture refocussing, object recovery in under or
over-exposed areas as well as illumination transfer between photographs.
GIS databases contain a wealth of information, of which we have just used a small amount.
Water, grass, pavement, building materials, etc, can all potentially be automatically labeled and
used to improve photo tone adjustment. Labels can be transferred automatically from one image
to others. Again, having a single consistent 3D model for our photographs provides much more
than just a depth value per pixel.
In our current work we mostly dealt with single images. Most of the applications that we demonstrated become even stronger when combining multiple input photos. A particularly interesting
direction might be to combine our system with the Photo Tourism system. Once a Photo Tour is
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geo-registered, the coarse 3D information generated by Photo Tourism could be used to enhance
online 3D data and vice-versa. The information visualization and novel view synthesis applications we demonstrate here could be combined with the Photo Tourism viewer. This idea of
fusing multiple images could even be extended to video that could be registered to the models.
The main contributions of this chapter are:
• A novel method to estimate the optical transmission curves from a single geo-referenced
image. The curves can be used to remove or add haze to images.
• A method to add lighting to an image.
• A technique for extending an image beyond its original frame through the use of guided
texture synthesis.
• A number of new interactive information visualization applications.
The techniques described in this chapter were also presented in [62]
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[21] Mark A. Z. Dippé and Erling Henry Wold. Antialiasing through stochastic sampling.
Computer Graphics (Proceedings of SIGGRAPH 85), 19(3):69–78, 1985. 2.2
[22] Jean-Michel Dischler, Djamchid Ghazanfarpour, and R. Freydier. Anisotropic solid texture synthesis using orthogonal 2D views. Computer Graphics Forum (Proceedings of
Eurographics ’98), 17(3):87–96, 1998. 3.2, 3.6.2
[23] Iddo Drori, Daniel Cohen-Or, and Hezy Yeshurun. Fragment-based image completion. ACM Transactions on Graphics (Proceedings of SIGGRAPH 2003), 22(3):303–312,
2003. 6.5
[24] Daniel Dunbar and Greg Humphreys. A spatial data structure for fast Poisson-disk sample
generation. ACM Transactions on Graphics (Proceedings of SIGGRAPH 2006), 25(3),
2006. 2.2
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