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Zusammenfassung

In den letzten Jahrzehnten hat sich die Verfügbarkeit großer Datensätze verbessert, so-
wie die zur Analyse solcher Datensätze zur Verfügung stehende Rechenkapazität stark
erhöht. Dies verstärkte das Interesse an maschinellem Lernen, welches die Erkennung
von Mustern und Abhängigkeiten in Daten erlaubt, ohne diese explizit zu modellieren.
Künstliche neuronale Netze sind eine Modellklasse, die auch aufgrund hervorragender
Ergebnisse unter anderem in der Bilderkennung (Dodge und Karam, 2017), Spracher-
kennung (Xiong u. a., 2016) und empirischen Bepreisung von Vermögenswerten (Gu,
Kelly und Xiu, 2020), populär ist. Sowohl Kapitel 1, als auch Kapitel 2 betrachten
Multilayer Perceptrons, eine Unterklasse künstlicher neuronaler Netze. Hornik, Stinch-
combe und White (1990) und andere Autoren zeigen, dass Multilayer Perceptrons jede
stetige Funktion und ihre verallgemeinerten Ableitungen auf einer kompakten Menge
beliebig genau approximieren können, was die theoretische Grundlage für die Verwen-
dung neuronaler Netze zur Schätzung nichtlinearer Funktionen darstellt.
Kapitel 1, Inference on Marginal Effects in the Deep Learning Framework, beschäftigt
sich mit dem Testen von Hypothesen auf Basis Multilayer Perceptrons, welche meist
als Black-Box Algorithmen angesehen werden. Das Kapitel ist durch das wachsen-
de Interesse motiviert, die Flexibilität und Leistungsfähigkeit des Modells nicht nur
zur Vorhersage und Klassifikation, sondern auch für strukturelle und kausale Analysen
verwenden zu können. Um allerdings etwa Handlungsempfehlungen aus Ergebnissen
ableiten zu können, muss die Möglichkeit bestehen, Hypothesen statistisch zu testen.
Wir stellen eine Methode zur Hypothesentestung auf Basis der marginalen Effekte, also
der Ableitung der abhängigen Variablen nach den erklärenden Variablen, vor, durch
welche etwa die Signifikanz des Einflusses einer erklärenden auf eine abhängige Variable
untersucht werden kann. Die marginalen Effekte sind hierbei lokal, i.e. abhängig vom
Ort im Parameterraum, an dem sie betrachtet werden.
Um eine Hypothese testen zu können, wird eine Schätzung der Verteilung der zuge-
hörigen Teststatistik benötigt. Zur Schätzung der Verteilung der marginalen Effekte
nehmen wir an, dass das künstliche neuronale Netz eine feste Struktur und somit eine
feste Anzahl an Parametern hat, welche die funktionale Form der geschätzten Funkti-
on definieren. Um das Auftreten mehrerer lokaler Minima, zu welchen der Training-
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Zusammenfassung

salgorithmus aufgrund der Nichtkonvexität der Risikofunktion konvergieren könnten
(Fukumizu und Amari, 2000), zu berücksichtigen, führen wir das Konzept einer un-
bedingten Wahrscheinlichkeitsverteilung der marginalen Effekte ein. Diese wird als
Mittelwert der bedingten Verteilungen, gegeben Konvergenz zu einem bestimmten lo-
kalen Minimum, gebildet, wobei die einzelnen bedingten Wahrscheinlichkeiten mit der
Wahrscheinlichkeit gewichtet werden, dass der Algorithmus zum entsprechenden loka-
len Minimum konvergiert. Die bedingten Wahrscheinlichkeitsdichtefunktionen können
mit Hilfe asymptotischer Theorie geschätzt werden. Der Parametervektor eines künst-
lichen neuronalen Netzes ist, bedingt auf Konvergenz zu einem bestimmten lokalen
Minimum, ein M-Schätzer (Huber, 2004, Kapitel 3.2), was eine asymptotische Nor-
malverteilung impliziert, von der ein Schätzer für die bedingte Verteilung des Parame-
tervektors abgeleitet werden kann. Unter technischen Annahmen sind die marginalen
Effekte eine stetige Funktion des Parametervektors, sodass die asymptotische bedingte
Verteilung der marginalen Effekte anhand der Delta-Methode von der asymptotischen
bedingten Verteilung des Parametervektors abgeleitet werden kann und die Konstruk-
tion eines Schätzers für die bedingte Verteilung der marginalen Effekte bei endlichem
Stichprobenumfang erlaubt. Um schlussendlich einen Schätzer für die unbedingte Ver-
teilung der marginalen Effekte zu erhalten, schlagen wir vor das Multilayer Perceptron
mehrere Male zu trainieren, jedes Mal die bedingte Verteilung der marginalen Effek-
te zu schätzen, und den Mittelwert über diese geschätzten bedingten Verteilungen zu
bilden. Bei diesem Ansatz werden die Wahrscheinlichkeiten für Konvergenz zu den lo-
kalen Minima implizit geschätzt. Anhand der unbedingten Verteilung lassen sich nun
Konfidenzintervalle konstruieren.
Anhand einer Simulationsstudie belegen wir das Auftreten von Clustern von margina-
len Effekten und zeigen, dass die Anzahl an Clustern, verglichen mit der Anzahl an
lokalen Minima der Risikofunktion, klein ist. Folglich ist eine relativ geringe Zahl an
wiederholten Schätzungen ausreichend, um die unbedingte Verteilung der marginalen
Effekte gut zu approximieren. Des weiteren zeigen die Ergebnisse die asymptotische
Normalität der bedingten Verteilungen und belegen die Konvergenzrate von 1

2
. Die

Abdeckung der Konfidenzintervalle ist stabil und verändert sich nicht mit der Anzahl
an Observationen, ist aber durchschnittlich 5% bis 15% zu gering. Dementsprechend
sind die Längen der Konfidenzintervalle auch etwas geringer als die entsprechenden
simulierten Interquantilsabstände. Angesichts der komplexen Schätzung der Konfiden-
zintervalle ist die Abdeckung jedoch zufriedenstellend. Alles in allem bestätigen die
Simulationen die Nützlichkeit des Ansatzes für das Testen von Hypothesen bezüglich
der marginalen Effekte eines Multilayer Perceptrons.
Kapitel 2, Nonlinear Dynamic Factor Modeling and Estimation via Autoencoding
Neural Networks, beschäftigt sich mit der Schätzung der Dynamik in Panels mit hoher
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Querschnittsdimension, wie sie beispielsweise in Fiance und der Makroöknomie auftre-
ten. Geht man davon aus, dass jede Variable alle anderen Variablen beeinflussen kann,
macht die hohe Komplexität im Verhältnis zur oft kleinen Zeitdimension der Daten
eine Schätzung schwierig. Unter der Annahme, dass die gemeinsame Dynamik der be-
obachteten Zeitreihen hauptsächlich durch die Dynamik in einer geringen Zahl latenter
Faktoren erklärt wird, können dynamische Faktormodelle die Komplexität reduzieren
(Stock und Watson, 2011). Da die üblichen Faktormodelle einen linearen Zusammen-
hang zwischen beobachteten Zeitreihen und latenten Faktoren annehmen, können sie
die latenten Faktoren jedoch nicht identifizieren, falls der Zusammenhang aufgrund von
Interaktionen, gedämpften Reaktionen oder Ähnlichem nichtlinear ist.
Wir stellen ein nichtlineares dynamisches Faktormodell vor, das einen nichtlinearen
Zusammenhang zwischen beobachteten Zeitreihen und latenten Faktoren zulässt. Das
Modell ist eine Verallgemeinerung exakter Faktormodelle, da wir zwar Dynamik in den
idiosynkratischen Fehlertermen erlauben, nicht jedoch eine Korrelation ebendieser über
die Zeitreihen hinweg.
Zur Schätzung der latenten Faktoren und des Zusammenhangs zwischen Faktoren und
beobachteten Zeitreihen verwenden wir einen Autoencoder, ein Multilayer Perceptron
mit Flaschenhals-Struktur (Witten u. a., 2016, Chapter 10.4). Durch die Schätzung
einer Identitätsabbildung der beobachteten Zeitreihen auf sich selbst identifizieren wir
eine niedrig-dimensionale Repräsentation der Daten, welche dennoch einen größtmögli-
chen Anteil der Variation in den höher-dimensionalen beobachteten Zeitreihen erklären
kann. Diese niedrig-dimensionale Repräsentation interpretieren wir als latente Fakto-
ren. Die Dynamik in den durch den Encoder identifizierten Faktoren kann durch ein
Multilayer Perceptron geschätzt werden, während der Decoder als Schätzer für die Ab-
bildung von Faktoren zu beobachteten Zeitreihen fungiert. Um die Dynamik in den
idiosynkratischen Fehlertermen zu schätzen, betrachten wir die Differenz aus den be-
obachteten Zeitreihen und den mit Hilfe des Decoders aus den identifizierten Faktoren
rekonstruierten Zeitreihen. Für jede Zeitreihe separat schätzen wir dann autoregressi-
ve Prozesse für die entsprechenden Differenzen. Außer technischer Annahmen an die
Stabilität der Prozesse und an höhere Momente der Innovationsterme werden keine
Verteilungsannahmen getroffen.
Wir betrachten nun die Schätzung eines linearen dynamischen Faktormodells anhand
der Hauptkomponentenanalyse (Abdi und Williams, 2010) unter der Annahme, dass
auch die Daten von einem linearen Faktormodell erzeugt wurden. In diesem Fall kann
die wahre Anzahl der Faktoren visuell mit Hilfe des Scree-Tests identifiziert werden
(Cattell, 1966). Wir stellen einen analogen Ansatz vor, der das Konzept auf nichtli-
neare Dimensionalitätsreduzierungsalgorithmen wie Autoencoder verallgemeinert. Wir
plotten für jede Anzahl an Faktoren, um wie viel sich der Anteil der durch die Faktoren
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erklärten Varianz in den beobachteten Zeitreihen durch eine Erhöhung der Anzahl der
Faktoren um 1 vergrößern würde. Anhand eines Knicks in diesem Plot lässt sich die
Anzahl der Faktoren auch bei nichtlinearem Zusammenhang zwischen Faktoren und
beobachteten Zeitreihen identifizieren.
Die Vorhersage der beobachteten Zeitreihen basiert auf der Vorhersage der Faktoren,
der Vorhersage der idiosynkratischen Fehler, sowie dem Dekodieren der vorhergesagten
Faktoren. Da der Decoder die im Allgemeinen nichtlineare Abhängigkeit der Serien
auf die latenten Faktoren schätzt, führt eine Evaluation des Decoders an den vorherge-
sagten Faktoren zu einer Verzerrung. Wir empfehlen eine nichtparametrische Verzer-
rungskorrektur (Duan, 1983), welche auch bei der iterativen Vorhersage von Faktoren
im Rahmen der Konstruktion einer Mehr-Schritt-Prognose angewendet werden sollte.
Um die relative Performanz von nichtlinearem Faktormodell, linearem Faktormodell,
Multilayer Perceptron, und vektorautoregressivem Modell zur Vorhersage der beobach-
teten Zeitreihen vergleichen zu können, simulieren wir Zeitreihen anhand eines nicht-
linearen Faktormodells und treffen Ein-Schritt-Orakel-Vorhersagen. Die Simulationen
zeigen, dass das Verhalten von nichtlinearem und linearem dynamischem Faktormodell
identisch ist, falls der Zusammenhang zwischen beobachteten Zeitreihen und laten-
ten Faktoren linear ist. Bei signifikanter Nichtlinearität in diesem Zusammenhang ist
es hingegen nur noch dem nichtlinearen Faktormodell möglich, die latenten Faktoren
zu identifizieren. Wie erwartet zeigen das nichtlineare und lineare Faktormodell eine
bessere Performanz als die beiden anderen Modelle, falls die Anzahl an beobachte-
ten Zeitreihen deutlich größer als die Anzahl der Faktoren ist. Für datengenerierende
Prozesse mit niedriger Anzahl an Faktoren verglichen mit der Anzahl der beobach-
teten Zeitreihen, einem hohen Signal-Rausch-Verhältnis, und vielen Observationen,
zeigt das nichtlineare dynamische Faktormodell außerdem eine bessere Performanz als
das lineare dynamische Faktormodell, wohingegen auch das lineare Modell bei vielen
datengenerierenden Prozessen eine kompetitive Performanz zeigt. Alles in allem be-
legt die Simulationsstudie die Stabilität des nichtlinearen Faktormodells bezüglich der
Schätzung der zugrundeliegenden Modellstruktur und verleiht ein Gefühl dafür, von
welchem Modell wir bei welchem datengenerierenden Prozess die beste Performanz er-
warten können.
Starke Erdbeben haben große ökonomische und gesellschaftliche Schäden zur Folge,
welche unter anderem aus ihrem unerwarteten Auftreten resultieren. Während sowohl
langfristige Vorhersagen der ungefähren Ort, Zeit und Stärke mit einem Zeithorizont
von Jahren bis Jahrzehnten, als auch sehr kurzfristige Vorhersagen mit einem Zeithori-
zont von Sekunden möglich sind, existieren keine Frühwarnsysteme mit einem Horizont
von Stunden bis Tagen.
Die zugrundeliegende Idee, auf die sich die kurzfristige Vorhersage von Erdbeben mit
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einem Zeithorizont von Stunden bis Tagen stützt, ist das Auftreten eines messbaren
physikalischen Signals, welches sich kurz vor einem größeren Erdbeben vom Hypo- bzw.
Epizentrum des zukünftigen Erdbebens aus ausbreitet. Durch Messung dieses Signals
wäre dann eine Vorhersage möglich. Da kein Konsens bezüglich der Existenz oder ex-
akten Eigenschaften eines solchen Diffusionsprozesses besteht, macht die Vielzahl an
potentiellen physikalischen Signalen das Erstellen eines technischen Detektionssystems
schwierig. Tiere hingegen reagieren auf eine große Vielfalt an Umwelteinflüssen und
könnten somit auch auf solch ein physisches Signal reagieren. Während viele Studien
von unüblichem Tierverhalten vor Erdbeben berichten, mangelt es diesen oft an einer
testbaren quantitativen Messung des Verhaltens. Um statistisch verlässliche Erdbeben-
vorhersagen mittels Tierverhalten machen zu können, müssen die Tiere das potentielle
physikalische Signal wahrnehmen, darauf reagieren, und die Reaktion muss gegenüber
sonstigem Tierverhalten identifiziert werden können (Kenagy und Enright, 1980).
Kapitel 3, Potential Short-time Earthquake Forecasting by Farm Animal Monitoring,
stellt eine Studie zur Identifikation von antizipativem Tierverhalten auf Basis einer
kontinuierlichen, quantitativen Messung von Tierverhalten anhand von 3D Beschleu-
nigungssensoren vor, wobei keine Annahmen zum potentiellen physikalischen Signal
getroffen werden. Wir besenderten mehrere Kühe, Hunde, und Schafe einer Farm in
Zentralitalien in der Nähe des Hypozentrums des M6.6 Norcia Erdbebens. Die Date-
nerhebung erfolgte Oktober-November 2016 bei hoher Erdbebenaktivität, während die
Tiere im Stall waren, Januar-März 2017 bei niedriger Erdbebenaktivität, und März-
April 2017 wieder bei niedriger Erdbebenaktivität, wobei die Tiere nun auf der Weide
waren. Als Maß für die Erdbebenaktivität an der Farm schätzen wir anhand von
Gleichungen zur lokalen Erdbewegungsvorhersage die entsprechende Spitzenbodenbe-
schleunigung für den verfügbaren Erdbebenkatalog (Bindi u. a., 2011).
Die Vorbereitung der Daten erfolgt in drei Schritten. Zunächst akkumulieren wir die
Erdbebenaktivität auf eine Frequenz von 15 Minuten, in der auch die Aktivität der
Tiergruppen vorliegt. In einem zweiten Schritt schätzen wir für jede Tiergruppe und
jede der drei Observationsperioden das durchschnittliche tägliche Bewegungsmuster
und ziehen es vom gemessenen Verhalten ab. In einem dritten Schritt schätzen wir
einen vektorautoregressiven Prozess für die drei Tiergruppen und die Erdbebenaktivi-
tät, um reaktives Verhalten der Tiergruppen aufeinander und auf Erdbebenaktivitäten
zu identifizieren. Die Ergebnisse zeigen, dass die Reaktionen der Tiergruppen aufeinan-
der in Stall und auf der Weide unterschiedlich sind, sowie dass die Tiergruppen unter-
schiedlich auf Erdbeben reagieren. Schließlich betrachten wir für die weitere Analyse
lediglich die Residuen des vektorautoregressiven Modells, welche nun ausschließlich das
Tierverhalten zeigen, welches sich weder durch tägliche Bewegungsmuster, noch durch
Reaktionen auf andere Tiergruppen, noch durch Reaktionen auf erhöhte Erdbebenak-
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tivität erklären lässt.
Basierend auf der Erdbebenaktivität und der verbliebenen nicht erklärten Tieraktivität
führen wir eine Schwellwertanalyse durch, um potentiell auf einen Diffusionsprozess hin-
weisende Muster zu identifizieren. Basierend auf ex-ante gewählten Schwellwerten für
Erdbeben- und Tieraktivität selektieren wir alle Erdbebenevents, welche den Schwell-
wert übersteigen und bilden Datenpaare mit allen Tieraktivitäten in einem Fenster von
20 Stunden vor dem entsprechenden Erdbebenevent, welche ebenfalls den Schwellwert
übersteigen. Wir bestimmen für jedes Paar die sich aus der Zeitdifferenz der beiden
Events ergebende Vorwarnzeit und zeichnen sie als Funktion der Entfernung des ent-
sprechenden Erdbebens zur Farm ein. Unter der Annahme eines Diffusionsprozesses,
welcher zu einer messbaren Veränderung des Tierverhaltens vor Erdbeben führt, er-
warten wir eine negative Steigung im oben beschriebenen Schaubild. Die Auswertung
ergibt signifikant negative Steigungen in den Perioden, in welchen sich die Tiere im
Stall befanden und somit weniger durch andere Umwelteinflüsse abgelenkt waren. Die
Ergebnisse sind nur knapp signifikant, aber robust gegenüber Änderungen in den Hy-
perparametern wie Schwellwerten und dem betrachteten Zeithorizont.
Alles in allem präsentiert die Studie einen quantitativen Rahmen zur kontinuierlichen
Messung von Tieraktivität. Die Ergebnisse demonstrieren das Potential der Verwen-
dung von Tieren als Sensoren und sind eine Motivation für zukünftige Projekte zur
kurzfristigen Erdbebenvorhersage anhand der Beobachtung von domestizierten Tie-
ren. Das Fernziel ist es, durch Triangulation der Information von mehreren räumlich
verteilten Farmen ein Frühwarnsystem vor Erdbeben aufzubauen.
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Summary

In the last decades, large datasets have become widely available and the computational
power to analyze them has strongly increased. This has led to an increasing demand
for machine learning models that are able to detect patterns and find dependencies in
data that are not ex-ante parametrized in the models.
Artificial neural networks are a popular machine learning framework with outstanding
prediction and classification performances in various fields such as object detection on
pictures (Dodge and Karam, 2017), conversational speech recognition (Xiong et al.,
2016) and empirical asset pricing (Gu, Kelly, and Xiu, 2020). In Chapters 1 and 2 of
this dissertation, we consider the multilayer perceptron class of neural networks. The
seminal works of Hornik, Stinchcombe, and White (1990) and others show that multi-
layer perceptrons can approximate any continuous function on a compact set and its
(generalized) derivatives arbitrarily well. This universal approximation ability builds
the theoretical foundation for using multilayer perceptrons to estimate nonlinear func-
tions.
Chapter 1, Inference on Marginal Effects in the Deep Learning Framework, considers
the issue of hypothesis testing in multilayer perceptrons, which are usually considered
as black box algorithms. The chapter is motivated by the increasing interest in using
the modeling abilities not only for forecasting and classification, but also for structural
and causal analyses. Deriving policy implications, however, requires the availability of
hypothesis testing. To enable testing of hypothesis on the effects of explanatory vari-
ables on dependent variables, we propose a framework for inference on the marginal
effects, i.e. the first order derivatives of dependent with respect to explanatory vari-
ables. The marginal effects are local in the sense that the effect of an explanatory
variable on a dependent variable depends on the specific point of interest in regressor
space.
Statistical testing is based on knowing the distribution of the respective test statis-
tic. To estimate the marginal effect distribution, we combine asymptotic theory with
a re-estimation approach. The approach is parametric, as we assume a fixed neural
network structure and in turn a fixed number of parameters that define the shape of
the estimated function. To account for the multiple local minima to which a training
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algorithm might converge due to the non-convexity of the risk function (Fukumizu
and Amari, 2000), we introduce the concept of an unconditional marginal effect dis-
tribution. The unconditional marginal effect density is the average of the conditional
marginal effect densities, given convergence to a specific local minimum, weighted by
the probability that the training algorithm terminates at this specific local minimum.
The conditional marginal effect densities can be estimated via asymptotic theory. As
the parameter vector from network training is an M-estimator (Huber, 2004, Chapter
3.2), we can prove its conditional asymptotic normality and derive an estimator for
the conditional parameter estimator density in finite samples. As the marginal effects
are, given technical assumptions, a continuous function of the parameter vector, we
can use the delta method to derive an estimator for the conditional marginal effect
density. To finally obtain an estimate for the unconditional marginal effect distribu-
tion, we suggest to re-estimate the multilayer perceptron multiple times, to estimate
the conditional marginal effect density for each re-estimation, and to take the average
over these estimated conditional densities. This implicitly estimates the probabilities
for convergence to the local minima. Based on the unconditional marginal effect dis-
tribution, we construct confidence intervals.
In a simulation study, we demonstrate the occurrence of marginal effect clusters and
show that the number of these clusters is much smaller than the number of local min-
ima of the risk function. We conclude that a relatively small number of re-estimation
steps is sufficient to approximate the unconditional marginal effect distribution well.
Moreover, the results indicate that the conditional marginal effects are asymptotically
normally distributed and converge at rate 1

2
. The coverage of the constructed confi-

dence intervals is stable for increasing numbers of observations. However, the coverage
is between 5% and 15% too low. Accordingly, the confidence intervals are slightly
smaller than the corresponding simulated inter quantile ranges. In view of the complex
construction of the confidence intervals, however, the coverage is satisfactory. All in
all, the simulations confirm the usefulness of the approach for testing hypotheses on
the marginal effects of a multilayer perceptron.
Chapter 2, Nonlinear Dynamic Factor Modeling and Estimation via Autoencoding
Neural Networks, considers the estimation of the dynamics in panels with a large
cross-sectional dimension, as observed inter alia in macroeconomics and finance. If
every variable can have an effect on every other variable, the estimation of the dynam-
ics is difficult due to the high model complexity relative to the time series dimension.
Assuming that relatively few latent factors drive the main dynamics in the observed
series, dynamic factor models can help to reduce the model complexity (Stock and
Watson, 2011). As the commonly applied dynamic factor models assume a linear re-
lationship between latent factors and observed series, they cannot identify the factors
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if the relationship contains nonlinearities such as factor interactions, truncations, and
damped responses.
We propose a nonlinear dynamic factor model that allows for a nonlinear mapping
from factors to observed series. The model is a generalization of exact dynamic factor
models, as we allow for dynamics in the idiosyncratic noise, but assume that there is
no correlation of the idiosyncratic noise across series.
To estimate the latent factors and the mapping from factors to series, we use a multi-
layer perceptron with bottleneck layer, called autoencoder (Witten et al., 2016, Chapter
10.4). By estimating an identity function from the observed series on themselves, we
identify a low-dimensional representation of the data that explains as much of the vari-
ation in the data as possible and interpret this representation as latent factors. We
estimate the dependence of the factors, identified via the encoder part of the autoen-
coder, on lagged values using a multilayer perceptron, while the decoder part of the
autoencoder is taken as estimate for the mapping from factors to series. To estimate
the idiosyncratic dynamics, we subtract the reconstructed series, i.e. the decoded fac-
tors, from the observed series, and fit for each observed series an autoregressive model
to the corresponding residuals. Besides technical assumptions on the stability of the
processes and higher moments of the innovations, we do not have to make distribu-
tional assumptions.
Consider estimating a linear dynamic factor model via principal component analyis
(Abdi and Williams, 2010) and assume the observed series depend linearly on few la-
tent factors. Then the true number of factors can be visually identified by a kink in
the Scree plot (Cattell, 1966). We propose an analogon that generalizes to nonlinear
dimensionality reduction techniques such as autoencoders. The Scree plot analogon
plots, for every number of factors, how much adding an additional factor would in-
crease the amount variance of the series explained by the factors. A kink in this plot
can visually identify the true number of factors, even if the dependence of observed
series on factors is nonlinear.
Forecasting the observed series based on an estimated model includes obtaining a fore-
cast of the latent factors, a forecast of the idiosyncratic noise and evaluating the decoder
at the forecasted factors. As the decoder is an estimate of the generally nonlinear map-
ping from factors to series, simply evaluating the decoder at the point forecast of the
factors leads to a bias in finite samples. We suggest to use a nonparametric bias correc-
tion (Duan, 1983), which also should be applied in the iterated forecasting of factors
to construct multi-step ahead forecasts.
We simulate data from a nonlinear dynamic factor model and compute oracle predic-
tions, to compare the relative forecasting performance of the linear dynamic factor
model, nonlinear dynamic factor model, multilayer perceptron, and vector autoregres-
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sive model. The simulations demonstrate that the linear and nonlinear dynamic factor
models behave identically under linearity in the mapping from factors to series. For
increasing nonlinearity, however, the nonlinear dynamic factor model can still iden-
tify the low-dimensional factors, whereas the linear dynamic factor model cannot. As
expected, the nonlinear and linear dynamic factor models outperform the two other
models significantly, when the number of observed series is large compared to the num-
ber of factors. While the nonlinear dynamic factor model outperforms all other models
if the number of factors compared to the number of observed series is small, the signal-
noise ratio is high, or the number of observations is large, the linear dynamic factor
model is still competitive for many data generating processes. All in all the simulation
study demonstrates the stability of the nonlinear dynamic factor model in estimating
the underlying structure, and provides an intuition, for which data generating process
which model might be suited best.
Strong earthquakes cause large economic and societal losses, which results partially
from their unexpected occurrence. While long-term forecasting of the general location,
timing, and strength of earthquakes with a time horizon of years to decades, as well as
short-term warning systems with a time horizon of seconds, are feasible, early warning
systems with a time horizon of hours to days do not exist.
The idea underlying short-term forecasting with a horizon of hours to days is that a
measurable physical signal starts spreading from the future earthquake location, such
that a sensor for such a precursor could act as early warning system. As there is
no consensus on the existence or the exact properties of such a diffusion-like process,
the multitude of potential physical signals makes setting up an appropriate technical
system difficult. Animals, however, are susceptible to a huge variety of environmen-
tal influences and might react also to an unknown physical precursor of earthquakes.
While many studies report the occurrence of unusual animal behavior prior to earth-
quakes, they often lack a quantitative testable measure for animal behavior. To allow
for statistically sound earthquake forecasting via animal behavior the animals have to
detect the precursor, have to react to it, and the reaction has to be measurable against
the background of noise (Kenagy and Enright, 1980).
Chapter 3, Potential Short-time Earthquake Forecasting by Farm Animal Monitoring,
considers the continuous, quantitative measurement of animal behavior via 3D accel-
eration sensors, aimed at identifying anticipatory patterns in the animal activity prior
to earthquakes without making assumptions about the physical precursory signal. We
tagged multiple cows, dogs, and sheep at a farm in Central Italy nearby the hypocen-
ter of the M6.6 Norcia earthquake in the time periods October-November 2016 and
January-April 2017. In October-November 2016 and January-March 2017 the animals
were in a stable, in March-April 2017 on the pasture, while in October-November 2016

11



Summary

the earthquake activity was high and in January-April 2017 comparably low. As mea-
sure for the earthquake activity at the farm, we estimate the peak ground acceleration
for the available earthquake catalog using a regional ground-motion prediction equa-
tion (Bindi et al., 2011).
The data processing consists of three steps. First, we accumulate the earthquake ac-
tivity to the same 15 minute frequency, in which the activity of the animal groups is
measured. In a second step, we estimate the daily activity patterns of the animals for
the three time periods using Fourier filters, and subtract the usual daily patterns from
the series. In a third step, we estimate a vector autoregressive process for the three
animal series and the earthquake activity to identify reactive behavior of the animal
groups to each other, as well as to the earthquake activity. The analysis demonstrates
that the animals interact differently with each other in the stable than on the pasture
and that the animal groups react differently to earth quakes. Finally, we consider only
the residuals from the vector autoregression, which measure the animal behavior that
can be explained neither by daily activity patterns, nor by reactive patterns to other
animal groups, nor by reactive behavior after earthquakes.
Based on the earthquake activity and residuals for the animal groups, we perform a
threshold analysis to search for patterns that provide evidence for a diffusion-like pro-
cess. We select all earthquake events exceeding a given threshold and build data pairs
with all animal activity events in a 20 hour window before the selected earthquake
event that exceed a second threshold. For each pair, we compute the warning time,
i.e. the time difference between the events, and plot it against the distance between
the corresponding hypocenter and the farm. Given a slow diffusion process that af-
fects the animals measurably prior to earthquakes, we expect a negative slope. We
find significantly negative slopes in the periods when the animals were in the stable
and therefore less distracted by their environment than on the pasture. The results
are close to insignificance, but robust against changes in the hyperparameters such as
thresholds and time horizon.
Our work presents a quantitative framework for continuous animal monitoring. The
results show the potential of using animals as sensors and are a motivation for future
work on short-term earthquake forecasting via farm animals, including the goal to con-
struct an earthquake warning system via triangulation of the information from multiple
spatially separated farms.
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Chapter 1

Inference on Marginal Effects in the
Deep Learning Framework

Abstract

Artificial neural networks are a popular model class, being able to detect complex
patterns in data without explicitly specifying a functional form. While achiev-
ing outstanding performance in many prediction and classification tasks, they
are often considered as black box algorithms. Interpretations of the networks
are mainly limited to sensitivity analyses of outputs with respect to inputs that
are hard to test statistically so far. We propose a framework for inference on
the marginal effects in the multilayer perceptron class of neural networks. The
framework explicitly accounts for local minima and decomposes the marginal
effect distribution into distributions conditional on convergence to given local
minima. An estimation approach for the marginal effect density is presented that
combines asymptotic theory for the estimation of the conditional distribution
with a bootstrap-like re-estimation approach to simulate the convergence behav-
ior to local minima.
A simulation study demonstrates that there are substantially less distinct marginal
effect clusters than local minima. In turn, the marginal effect density can be es-
timated using a comparably small number of about 20 re-estimation steps. The
estimated density is close to the simulated marginal effect density and the confi-
dence intervals provide a satisfactory coverage.

Keywords: Parametric inference, deep learning, marginal effects, asymptotic theory.
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Chapter 1. Inference on Marginal Effects in the Deep Learning Framework

1.1 Introduction

In the last decades, large datasets have become widely available and the computational
power to analyze them has strongly increased. This has led to an increasing demand for
machine learning models that are able to detect patterns and find dependencies in data
that are not ex-ante parametrized in the models. Artificial neural networks have gained
popularity due to their flexible architecture, allowing for outstanding performance in
many fields. One popular application of neural networks is to object detection in im-
ages, where Dodge and Karam (2017) show that deep convolutional neural networks
can outperform humans. Korotcov et al. (2017) and Mayr et al. (2018) show that ar-
tificial neural networks can be used not only for classification of labeled data, but also
for finding medical patterns that help in discovering new drugs. In a recent application
to plasma physics, Kates-Harbeck, Svyatkovskiy, and Tang (2019) use neural networks
to predict outbursts of magnetic fields in tokamak fusion reactors milliseconds before
they happen in order to prevent damage to the confinements. In an economic context,
neural networks are, inter alia, applied to asset pricing, as discussed in Gu, Kelly, and
Xiu (2020).
Until recently, the focus of machine learning techniques was mainly on prediction and
rarely on inference. However, there is an increasing interest in using their modeling abil-
ities inter alia for hypothesis testing, which in turn allows for policy recommendations.
Especially if the flexibility of the models shall be used to improve the understanding of
the underlying processes, it is important to confirm that the findings are statistically
significant. One popular framework in this literature is the double machine learning
approach presented in Chernozhukov et al. (2018). The approach allows for inference
on the linear part of an additive model, where the nonlinear part can be estimated
using machine learning techniques.
The effect of regressors on dependent variables in regression frameworks is crucial for
improving the understanding of the underlying processes. Baehrens et al. (2010) dis-
cuss various approaches for measuring the impact of regressors on outcome variables.
Discussions specific to artificial neural networks can be found in Gevrey, Dimopoulos,
and Lek (2003) and Montavon, Samek, and Müller (2018). A straight forward approach
is to compare the predicted dependent variable, i.e. point predictions, for different re-
gressor vectors. By changing, ceteris paribus, the explanatory variables, the effect on
the dependent variables can be measured. As discussed in Sarle (2000), this approach
is very informative if, e.g., the regressor under consideration is categorical. A second
popular approach for neural networks is layer-wise relevance propagation, proposed in
Bach et al. (2015) with an application to image classification. By measuring the infor-
mation propagation from layer to layer, they detect the pixels that are most relevant
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for the prediction. The framework can be applied to most neural network applications,
e.g. to the detection of relevant words in natural language processing, discussed in
Arras et al. (2017). In this paper, we focus on marginal effects, i.e. the partial deriva-
tives of the neural network function with respect to the regressor vector, to measure
the effect of inputs on outputs. This approach is applicable in many context. Nourani
and Fard (2012) used marginal effects to detect the case-dependent relevant variables
for predicting climate variables, Denil, Demiraj, and De Freitas (2014) highlight the
relevant words and sentences for document classification and Simonyan, Vedaldi, and
Zisserman (2014) visualized the pixels most relevant for image classification, equiv-
alently to the approach of Bach et al. (2015). In general, the information can also
be used for input variable selection, as discussed in Zurada, Malinowski, and Cloete
(1994). Compared to e.g. analyzing differences in the predicted dependent variable for
different regressor vectors, the marginal effects are computed locally for one point in
the respective regressor space. As the marginal effects measure a local effect, they can
be used to estimate the effect of a change in a given regressor for a specific point of
interest in regressor space, or we can compute average marginal effects (AME) over the
sample size, marginal effects at the average (MEA), and similar measures, dependent
on the research question (see e.g. Wooldridge, 2015, Chapter 17.1).
While the above-mentioned approaches allow to detect the size of the impact of a given
regressor on a given dependent variable, they do not allow for hypothesis testing, e.g.
the testing for significance of the impact of a regressor. To conduct statistical inference,
we require information about the distribution of the measure for the impact of inputs
on outputs, which is usually not available. One way to approximate the distribution
of e.g. marginal effects is the bootstrap (see Efron, 1979; Mooney et al., 1993; Franke
and Neumann, 2000). However, the necessity to re-estimate the neural network many
times makes this approach infeasible for empirical work.
This paper contributes to the literature on inference in machine learning models by
proposing a framework for estimating the density of marginal effects and construct-
ing confidence intervals, considering a fixed neural network structure and taking into
account the occurrence of local minima in the risk function used for training. We
introduce the concept of an unconditional marginal effect distribution, which weights
the marginal effect densities for the various local minima with the probability that the
algorithm converges to them. This approach reflects the distribution of the marginal
effects resulting from estimating the neural network once best. Using the asymptotic
distribution resulting from only one specific local minimum is a bad approximation.
The outline of the paper is as follows. Section 1.2 introduces the multilayer perceptron
class of neural networks, the notation, and the definition of the marginal effects. In
Section 1.3, we develop the analytic expressions for the marginal effect distribution.
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Section 1.4 discusses the estimation of the marginal effect distribution and the con-
struction of confidence intervals. Section 1.5 provides a simulation study to confirm
the theoretically expected behavior of the marginal effect and marginal effect density
estimators, and assess the coverage of the constructed confidence intervals. Section 1.6
concludes the paper.

1.2 Framework

In this paper, we consider the multilayer perceptron (MLP) class of neural networks.
A detailed introduction to the concept is given in Goodfellow, Bengio, and Courville
(2016). MLPs are structured in multiple consecutive layers with a given number of
neurons per layer. Information is passed from layer to layer via weighting matrices and
bias vectors. An alternative term for an MLP is feed-forward network, which refers to
the consecutive information flow from layer to layer without feedback loops, as they
exist in recurrent neural networks (RNN). A second alternative term is fully connected
network, which refers to the passing of information to the next layer via unrestricted
weighting matrices and bias terms, in contrast to e.g. convolutional neural networks
(CNN), where information is passed via locally applied filters. It is shown in the
seminal works of Cybenko (1989), Hornik, Stinchcombe, and White (1990), and Hornik
(1991) that MLPs can approximate any continuous function on a compact set and its
(generalized) derivatives arbitrarily well. These results are a theoretical justification
for using MLPs for nonlinear function approximation.

Assumption 0.1: Ωx ⊂ Rk and Ωy ⊂ Rk′ are compact sets.

The goal is to approximate a continuous function

f : Ωx → Ωy, x 7→ f(x) (1.1)

via an MLP, using noisy data {xi, yi}ni=1 ⊂ (Ωx,Ωy), where n denotes the number of
observations. We call xi regressors (features/inputs) and yi dependent variables (tar-
gets/outputs). The regressors xi and dependent variables yi follow a joint probability
distribution with density fx,y.

Assumption 0.2: The marginal density fx for the regressors is finite on Ωx. I.e.,

fx,y : (Ωx,Ωy)→ [0,∞), (x, y) 7→ fx,y(x, y), (1.2)

fx : Ωx → (0,∞), x 7→ fx(x). (1.3)
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The data {xi, yi}ni=1 consists of n identically and independently distributed (i.i.d.)
draws from fx,y.

(1.3) guarantees that each regressor vector in Ωx occurs with finite density, there are
no regions in Ωx that are never reached.
Throughout the paper, we denote the number of layers (depth) by d and the number
of neurons in layer l (width) by wl, l = 1, ..., d. The non-activated inputs of layer l
are denoted by sli ∈ Rwl×1 and the activated outputs by zli ∈ Rwl×1, where i = 1, ..., n

denotes the observation. The information is passed from a layer’s output zli to the next
layer’s input sl+1

i via weight matrices W l ∈ Rwl+1×wl and bias vectors bl ∈ Rwl+1×1. It
holds

sl+1
i = W lzli + bl, l = 1, ..., d− 1. (1.4)

A layer’s output zli is obtained from the input sli via an activation function, which we
denote by σl. It holds

zli = σl(sli), l = 2, ..., d. (1.5)

Denote the number of parameters of the multilayer perceptron by P , i.e.

P =
d−1∑
l=1

wlwl+1 + wl+1, (1.6)

where wlwl+1 is the number in parameters in weight matrix W l and wl+1 the number
of parameters in bias vector bl.

Assumption 0.3: Let Θ ⊂ RP be a compact, convex subset in parameter space.

Note that the output of the first layer of the MLP is given by the regressors, i.e. z1
i = xi

and the output of the last layer, zdi = f(xi; θ) = ŷi, is the estimate of the function out-
put f(xi), where θ ∈ Θ denotes the parameter vector. In this notation, σl : Rwl → Rwl

is a general mapping from a layer’s input to the output vector, i.e., an element of the
output vector zli might depend on all elements of the input vector sli. This is indeed
the case for e.g. a softmax activation, but for many common activation functions like
the hyperbolic tangent (tanh), the rectified linear unit(ReLU, see Dahl, Sainath, and
Hinton, 2013), and the linear activation, the activation function is applied elementwise.
Figure 1.1 provides a graphical overview of the introduced network structure and no-
tation.
The network parameters are estimated by minimizing an objective function. We con-
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Figure 1.1: Graphical representation of the multilayer perceptron: The infor-
mation propagates from layer to layer and via weight matrices W l and bias vectors bl.
Activation functions are applied in each layer to obtain the output vectors zli from the
input vectors sli.

sider optimization problems of the form

θ̂ = argmin
θ∈Θ

Rn(θ), Rn(θ) =
1

n

n∑
i=1

L (yi, f(xi; θ)) , (1.7)

where L denotes a non-negative, real-valued, problem-specific loss function, and θ̂ the
parameter estimator. Common loss functions are quadratic loss for regression tasks
and cross-entropy loss for classification tasks. We call Rn the sample risk function.
The risk function is given by

R(θ) = E [L (yi, f(xi; θ))] . (1.8)

We call a parameter vector that solves minθ∈ΘR(θ) a pseudo-true parameter vector, as
it yields the closest (in terms of risk) approximation f of the target function f possible
in the considered subclass of MLPs. Note that R is likely to have local minima. This
issue is discussed in Section 1.3.
Let x ∈ Ωx be a regressor vector of interest. The marginal effects are the first order
derivatives of the dependent variables with respect to the regressors, formally

M : Rk → Rk′×k, x 7→M(x) =
∂f(x)

∂x′
. (1.9)
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We denote the estimator for the marginal effects based on the MLP byM(x; θ̂) = ∂f(x,θ̂)
∂x′

.
Hashem (1992) provides analytic expressions for the marginal effects. The results are
summarized in Proposition 1.

Assumption 1.1: All activation functions σl, l = 2, ..., d are continuously differen-
tiable.

Proposition 1: Given that Assumption 1.1 holds, the marginal effects from an MLP,
evaluated at regressor vector x ∈ Ωx, are given by

M(x; θ) =
d−2∏
j=0

∂σd−j(sd−j)

∂sd−j ′
W d−j−1, (1.10)

where sl and zl = σ(sl), l = 2, ..., d, are the layer inputs and outputs, respectively,
resulting from regressor vector x ∈ Ωx.

The proofs of the propositions are deferred to Appendix 1.A. In general, each marginal
effect depends nonlinearly on almost all parameters of the MLP. Contrary to linear
models, single parameters are non-informative for the effect of a particular regressor
on a particular dependent variable. Moreover, the marginal effects depend on the
regressor vector x ∈ Ωx at which they are evaluated and are, thus, local, as discussed
above.

1.3 Marginal effect distribution

1.3.1 Unconditional distribution

As the MLP is trained on noisy data, following the usually unknown probability dis-
tribution fx,y, the network parameters (weights and biases) and, consequently, the
marginal effects are random variables. The risk functions in the MLP framework are
usually highly non-convex. As discussed in Fukumizu and Amari (2000), it follows that
a risk function R in general has many local minima. Visualizations of loss landscapes
can be found in H. Li et al. (2018). Moreover, the common training algorithms are
based on stochastic gradient descent with stochastic weight initialization, i.e. also the
training process is stochastic. This means that the algorithm might converge to differ-
ent local minima with different probabilities. These probabilities depend on training
algorithm, shape of the respective local minima, and data. Our description of the local
minima follows Fine (2006).

Assumption 2.1: The risk function R has a finite set {θj}µj=1 ⊂ Θ of local minima,
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which are isolated, interior points of Θ. I.e., for every j = 1, ..., µ, there exists an
r > 0, such that for any ε satisfying 0 < ε < r, there exists a δ > 0, such that

sup
{θ∈Θ | ε<||θ−θj ||<r}

R(θ)−R(θj) > δ.

Assumption 2.1 guarantees local identification in the sense that local minima are spa-
tially separated, such that ∂2R(θm)

∂θ∂θ′
is positive definite. The local identification is a

classical assumption of M-estimators (see e.g. Huber, 2004, Chapter 3.2). We denote
the random variable that indicates the index of the minimum by m. Note that the
sample risk function Rn converges to the risk function R as n→∞. Consequently, the
local minima of Rn can be matched with the local minima of R for large n. Denote
the estimated parameter vector by θ̂. We can conclude that for large n the estimated
marginal effects M(x; θ̂) and the minimum index m follow a joint probability distribu-
tion. This motivates a decomposition of the unconditional distribution of the marginal
effects into conditional distributions, given convergence to a certain local minimum.

Proposition 2: Suppose that Assumptions 0.1 – 0.3 and 2.1 hold. Denote the con-
ditional density of the marginal effects at regressor vector x ∈ Ωx, given that the
algorithm converged to minimum m, by fM(x;θ̂)|m. Further let pj, j = 1, ..., µ be the
unconditional probability that the algorithm converges to minimum j. For large n,
given that the sample risk function Rn is sufficiently close to the true risk function R,
the unconditional marginal effect density can be written as

fM(x;θ̂)(u) =

µ∑
j=1

pj fM(x;θ̂)|m(u, j). (1.11)

Proposition 2 allows to split the estimation of the unconditional marginal effect distri-
bution into two parts: The estimation of the conditional distribution in the neighbor-
hood of a given local minimum and the estimation of the unconditional probabilities
for convergence to the local minima.
Note that Proposition 2 holds for large sample sizes, but it is no asymptotic result.
Both, conditional distributions and probabilities for convergence to a specific minimum,
depend on the sample size n. The probabilities depend additionally on the choice of the
training algorithm. However, the dependence of the minimum index m on the data will
converge for n→∞, as the information added by further data will tend towards zero.
This means that the probabilities for convergence to a given minimum will converge as
n→∞ and only reflect the stochasticity resulting from the training algorithm.
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1.3.2 Asymptotic conditional distribution

Consider a local neighborhood around a local minimum θj, j ∈ {1, ..., µ}, of R. We
aim at estimating the conditional distribution of the marginal effects estimator M(.; θ̂),
given that the algorithm converged to minimum m = j of Rn. The estimation is based
on the asymptotic distribution of the marginal effects in the neighborhood of θj. We
proceed in two steps. First, we find the asymptotic distribution of the estimated net-
work parameter vector θ̂, then we infer the asymptotic distribution of the marginal
effects estimator M(.; θ̂).
Our considerations rely on the results of White (1989) and Franke and Neumann (2000),
showing that the parameter vector θ̂ of MLPs is asymptotically normally distributed
in the neighborhood of a local minimum of Rn. Our notation follows mainly Chapters
7.9 and 7.10 from Fine (2006), which explicitly consider the existence of multiple local
minima of R.

Assumption 3.1: All activation functions σl, l = 2, ..., d are twice continuously dif-
ferentiable.

Assumption 3.2: The loss function L is twice continuously differentiable.

Assumption 3.2 implies that R and Rn are also continuously differentiable in the pa-
rameter vector θ. Assumptions 3.1 and 3.2, together with the compactness of Θ and Ωx,
guarantee that gradient ∂R

∂θ
and Hessian ∂2R

∂θ∂θ′
of the risk function R are bounded. More-

over, Assumption 3.1 rules out non-differentiable activation functions like the ReLU
and frameworks that add stochastic changes in the activation functions like dropout
(Srivastava et al., 2014).

Assumption 3.3: The training algorithm only terminates at a local minimum. Let δn
be a positive sequence satisfying δn = o(n−

1
2 ). The training may only stop at parameter

estimate θ̂, if

1.
∣∣∣∣∣∣∂Rn(θ̂)

∂θ

∣∣∣∣∣∣ < δn and

2. ∂2Rn(θ̂)
∂θ∂θ′

positive definite.

Assumption 3.3 is a restriction on the training algorithm. Algorithms that use alterna-
tive termination criteria, e.g. early stopping based on a validation set, discussed e.g. in
Montavon, Orr, and Müller (1998, pp. 55-69), are excluded, or must be complemented
by a consecutive algorithm that satisfies Assumption 3.3. Furthermore, note that large
sample sizes are required, which might be restrictive in practice. Technically, the Hes-
sian ∂2Rn(θ̂)

∂θ∂θ′
can only be positive definite if the sample size n is larger than the number
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of parameters, but to obtain valid results in practice, n should be much larger. This
rules out high-dimensional, over-parametrized setups.

Proposition 3: Suppose Assumptions 0.1 – 0.3, 2.1 and 3.1 – 3.3 hold. Let θ̂|m
be the parameter estimator conditional on convergence to local minimum m. Then
√
n(θ̂ − θm)|m is asymptotically normal. It holds

√
n(θ̂ − θm) | m d−−→ N(0, Vθ̂|m), (1.12)

Vθ̂|m = E

[
∂2Li(θm)

∂θ∂θ′

]−1

E

[
∂Li(θm)

∂θ

∂Li(θm)

∂θ′

]
E

[
∂2Li(θm)

∂θ∂θ′

]−1

, (1.13)

where we identify L (yi, f(xi; θ)) ≡ Li(θ) for brevity of notation.

Proposition 3 provides expressions for the asymptotic conditional distribution of the
parameter estimator. As the marginal effects are a continuously differentiable func-
tion of the parameter vector (Equation (1.10)), we can infer the asymptotic con-
ditional distribution of the marginal effects estimator using the delta method. Let
M(x; θ) ∈ Rk∗k′ be the vectorized marginal effects. Denote the j-th column of M(x; θ)

by M:j(x; θ) and the j-th row by Mj:(x; θ). We vectorize row by row, thus M(x; θ) =

(M1:(x; θ), ...,Mk′:(x; θ))′.
Note that, by Assumption 3.1, the derivative ∂M(x;θm)

∂θ′
exists for a given local minimum

θm ∈ Θ of R and regressor vector x ∈ Ωx of interest.

Proposition 4: Suppose Assumptions 0.1 – 0.3, 2.1 and 3.1 – 3.3 hold. Let θ̂|m
be the parameter estimator conditional on convergence to local minimum m. Then
√
n
(
M(x; θ̂)−M(x; θm)

)
|m is asymptotically normal. It holds

√
n
(
M(x; θ̂)−M(x; θm)

)
| m d−−→ N

(
0, VM(x;θ̂)|m

)
, (1.14)

VM(x;θ̂)|m =
∂M(x; θm)

∂θ′
Vθ̂|m

∂M′(x; θm)

∂θ
, (1.15)

where Vθ̂|m is defined in (1.13).

Note that the asymptotic conditional distribution depends on the regressor vector x ∈
Ωx, which results from the locality of the marginal effects. Proposition 4 shows that the
conditional marginal effect distribution is asymptotically normal. I.e., the conditional
densities fM(x)|m from the decomposition in (1.11) converge to normal densities as
n→∞ and, in turn, the unconditional marginal effect distribution is well approximated
by a Gaussian mixture distribution for large sample sizes n.
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1.4 Estimation and testing

Proposition 2 decomposes the unconditional marginal effect distribution into the sum
of conditional distributions (conditional on convergence to a certain local minimum),
weighted by the probability that the algorithm terminates at the respective local min-
imum. This result holds for large sample sizes n. Proposition 4 shows that these
conditional distributions converge to normal distributions for large sample sizes. We
propose an estimation strategy that combines the asymptotic result from Proposition 4
to estimate the conditional densities fM(x;θ̂)|m and multiple re-estimations to implicitly
estimate the probabilities pj, j = 1, ..., µ, for convergence to the local minima.

1.4.1 Estimation of the asymptotic conditional ME distribution

To estimate the conditional densities, given convergence to minimumm, via the asymp-
totic result from Proposition 4, we have to estimate the elements of Equation (1.15),
i.e. the covariance matrix of the parameters Vθ̂|m and the first order derivative of the
marginal effect vector with respect to the parameter vector ∂M(x;θm)

∂θ′
. Consider first the

estimation of Vθ̂|m. The analytic expression for Vθ̂|m, given in Equation (1.13), consists
of the expected second order derivative and expected outer product of the first order
derivative of the loss function with respect to the parameter vector. For the expected
outer product of the gradient E

[
∂Li(θm)

∂θ
∂Li(θm)
∂θ′

]
, we suggest the estimator

1

n

n∑
i=1

∂Li(θ̂)

∂θ

∂Li(θ̂)

∂θ′
, (1.16)

where ∂Li(θ̂)
∂θ

can be obtained via applying the backpropagation algorithm once again
for each observation after network training.
It remains to estimate the inverse of the expected second order derivative E

[
∂2Li(θm)
∂θ∂θ′

]
.

In the context of deep learning, the second order derivatives are mainly discussed in
the context of second order algorithms for network training, which are based on the
Newton’s method. As the Hessian needs to be computed many times during training,
speed is essential. For this reason, these algorithms employ suitable approximations
of the Hessian. Martens (2010) discusses Hessian-free optimization and suggests a
combination with the conjugate gradient method. In this approach, the product of the
Hessian with a vector is approximated using finite differences, which requires only two
gradient evaluations. The whole Hessian can be constructed by taking finite differences
in each direction, where the step size must be chosen separately for every direction.
Le et al. (2011) apply the L-BFGS algorithm, showing that it can outperform the
conjugate gradient approach and stochastic gradient descent in terms of test error for
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a given training time. The algorithm recursively computes low-rank approximations
of the inverse Hessian to choose the step size for the network training algorithm. This
approach is attractive as it provides an estimate for the inverse Hessian, which we
ultimately need. However, the low-rank approximations are imprecise. Moreover,
Ren-Pu and Powell (1983) discuss the convergence properties of the BFGS algorithm,
showing that the approximations might not even converge to the true Hessian for
infinitely many iterations of the algorithm. LeCun et al. (2012) propose a stochastic,
diagonal version of the Levenberg-Marquardt (LM) algorithm. Denote the j-th element
of f by f j. We can write

∂2L

∂θ∂θ′
=
∂f ′

∂θ

∂2L

∂f∂f ′
∂f

∂θ′
+

k′∑
j=1

∂L

∂f j
∂2f j

∂θ∂θ′
, (1.17)

where the arguments are omitted for brevity. The LM algorithm is based on the Gauss-
Newton algorithm that approximates the Hessian by the weighted outer product of the
gradient of f , i.e.

∂2L

∂θ∂θ′
≈ ∂f ′

∂θ

∂2L

∂f∂f ′
∂f

∂θ
. (1.18)

Using this approximation, the Hessian can be estimated by computing only first order
derivatives. To stabilize the estimator, the LM algorithm adds additional weight on
the diagonal elements. One option is to use an identity matrix IP , where P denotes
the number of parameters as defined in (1.6), a second version multiplies the diagonal
elements with a factor (1 + λ), i.e.

∂2L

∂θ∂θ′
≈ ∂f ′

∂θ

∂2L

∂f∂f ′
∂f

∂θ
+ λ diag

(
∂f ′

∂θ

∂2L

∂f∂f ′
∂f

∂θ

)
, (1.19)

where diag(A) denotes the diagonal matrix with the diagonal elements from square
matrix A. Note that increasing the diagonal elements stabilizes and increases the
eigenvalues and in turn stabilizes the inverse Hessian. All the above-mentioned algo-
rithms provide estimators for the Hessian or inverse Hessian that have proven suitable
for network training. For inference, however, these estimators for the Hessian are too
imprecise. As the Hessian has to be computed only once after network training in our
context, speed is not as critical as during training. In turn, we advise to use the exact
Hessian of the sample risk function as estimator for E

[
∂2Li(θm)
∂θ∂θ′

]
, i.e.

∂2Rn(θ̂)

∂θ∂θ′
=

1

n

n∑
i=1

∂2Li(θ̂)

∂θ∂θ′
, (1.20)
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where θ̂ is the estimator resulting from convergence to local minimumm. Bishop (1992)
provides analytic derivations for the Hessian matrix based on the network parameters
and data, given node-wise activation, i.e. each element of a layer’s output zli is a
function only of the respective element of the layer’s input sli, not of the whole vector.
This includes the tanh and ReLU activation functions and their variants, but excludes
softmax activation and the like, which are often used for classification and in bottleneck
layers. In the following, we provide analytic expressions for general activation functions.
Consider the expression for ∂2L

∂θ∂θ′
from Equation (1.17). The derivatives ∂L

∂f
and ∂2L

∂f∂f ′

can be easily computed for any given loss function satisfying Assumption 3.1 and ∂f
∂θ′

can be computed via the backpropagation algorithm. It remains to compute ∂2f j

∂θ∂θ′
,

j = 1, ..., k′. Note that θ contains the vectorized weight matrices and bias vectors, so
∂2f j

∂θ∂θ′
can be constructed via the blocks ∂2f j

∂W p∂W q ′ , ∂2f j

∂bp∂bq ′
and ∂2f j

∂W p∂bq ′
, p, q ∈ {1, ..., d−1},

whereW p denotes the vectorized weight matrixW p. The analytic expressions for these
blocks are summarized in Proposition 5.

Proposition 5: Suppose Assumption 3.1 holds. Define for p = 1, ..., d − 1, l =

p+ 1, ..., d

zssj,li :=

wd∑
c=1

∂zd,ji
∂zl,ci

∂2σl,c

∂sli∂s
l
i
′ , sbl,pi :=

∂sli

∂sp+1
i

′ , swl,pi :=
∂sli

∂sp+1
i

′ ⊗ z
p
i
′, (1.21)

where zj,li , sj,li and σj,li denote the l-th elements of zji , s
j
i and σji . ⊗ denotes the

Kronecker product. Then it holds for p = 1, ..., d− 1

∂2f j

∂W p∂W p′ =
d∑

l=p+1

swl,pi
′
zssj,li sw

l,p
i , (1.22)

for p, q ∈ {1, ..., d− 1}, q ≥ p

∂2f j

∂bp∂bq ′
=

d∑
l=q+1

sbl,pi
′
zssj,li sb

l,q
i , (1.23)

∂2f j

∂W p∂bq ′
=

d∑
l=q+1

swl,pi
′
zssj,li sb

l,q
i (1.24)
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and for p, q ∈ {1, ..., d− 1}, q > p

∂2f j

∂W p∂W q ′ =
∂zd,ji

∂sq+1
i

′ ⊗
∂zqi

′

∂sp+1
i

⊗ zpi +
d∑

l=q+1

swl,pi
′
zssj,li sw

l,q
i (1.25)

∂2f j

∂bp∂W q ′ =
∂zd,ji

∂sq+1
i

′ ⊗
∂zqi

′

∂sp+1
i

⊗ zpi +
d∑

l=q+1

sbl,pi
′
zssj,li sw

l,q
i . (1.26)

Proposition 5 defines the upper triangular and diagonal blocks of ∂2f j

∂θ∂θ′
, the lower trian-

gular blocks are obtained by transposition. Based on these results, we can construct the
estimator for the Hessian given in Equation (1.20). An alternative way of computing
the exact Hessian estimator from (1.20) can be derived from the work of Pearlmutter
(1994). He provides a method to efficiently compute Hessian vector products without
analytically evaluating the full Hessian. Nilsen et al. (2019) implement this approach
based on the TensorFlow library (Abadi et al., 2015) in the Python scripting language.
An open-source module is provided alongside their paper. Both, the analytic compu-
tation and the implementation of Nilsen et al. (2019), have an asymptotic runtime of
O(nP 2). However, the TensorFlow implementation makes use of the very efficient par-
allel backpropagation and is therefore faster for large networks and many observations.
To estimate Vθ̂|m from Equation (1.13), ∂2Rn(θ̂)

∂θ∂θ′
has to be inverted. Assumption 3.3

guarantees the theoretical invertibility, but for large network structures with many
parameters, the condition number of the matrix might be high, leading to numerical
problems. To guarantee a stable estimation of the inverse, we suggest a similar ap-
proach as presented in Equation (1.19) for the LM algorithm. Given some λ > 0, a

stabilized estimator of E
[
∂2Li(θm)
∂θ∂θ′

]−1

is

[
∂2Rn(θ̂)

∂θ∂θ′
+ λ diag

(
∂2Rn(θ̂)

∂θ∂θ′

)]−1

. (1.27)

To choose λ, we suggest setting an upper bound for the condition number and increase
λ from zero until the condition number falls below this bound. Together with Assump-
tion 3.3, this procedure allows for a stable estimation of Vθ̂|m. Note that, based on this
approach, λ depends implicitly on n. For large sample sizes, however, the stabilization
becomes less important and we expect λ→ 0 as n→∞.
Consider now the estimation of ∂M(x;θm)

∂θ′
. We suggest the plug-in estimator ∂M(x;θ̂)

∂θ′
,

where θ̂ is the estimator resulting from convergence to local minimum m. This ma-
trix consists of the blocks ∂Mj(x;θ̂)

∂bp′
and ∂Mj(x;θ̂)

∂W p′ for j = 1, ..., k′ and p = 1, ..., d − 1.
Mj denotes the derivative ∂f j

∂x
. Analytic expressions for these blocks are provided in
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Proposition 6.

Proposition 6: Suppose Assumptions 3.1 and 4.1 hold. Let θ̂ be a parameter estima-
tor. Then it holds for xi ∈ Ωx

∂Mj(xi; θ̂)

∂W 1′ = W 1′ ∂
2f j(xi; θ̂)

∂b1∂W 1′ +
∂zd,ji
∂s2

i
′ ⊗ Iw1 , (1.28)

for p = 2, ..., d− 1

∂Mj(xi; θ̂)

∂W p′ = W 1′ ∂
2f j(xi; θ̂)

∂b1∂W p′ (1.29)

and for p = 1, ..., d− 1

∂Mj(xi; θ̂)

∂bp′
= W 1′ ∂

2f j(xi; θ̂)

∂b1∂bp′
, (1.30)

where the matrices ∂2f j

∂b1∂bp
and ∂2f j

∂b1∂W p can be obtained from the respective expressions
in Proposition 5.

Using the estimation strategy presented above, we can estimate VM(x;θ̂)|m. Together
with the parameter estimator θ̂, resulting from convergence to local minimum m, this
allows for the estimation of the asymptotic conditional marginal effect distribution.

1.4.2 Estimation of the unconditional ME distribution

The unconditional marginal effect distribution can be constructed by the conditional
marginal effect distributions based on the decomposition from (1.11). Instead of esti-
mating the probabilities pm, m = 1, ..., µ for convergence to a given local minimum m

directly, we suggest to re-run the training algorithm multiple times with random weight
initialization and average over the resulting conditional density estimates. Denote the
number of re-estimations by R. For each re-estimation step r = 1, ..., R, obtain an
estimate θ̂(r) of the parameter vector θ using an algorithm that satisfies Assumption
3.3. For the regressor vector x ∈ Ωx of interest, obtain an estimate f̂ (r)

M(x;θ̂)|m(.,mr)

of the asymptotic conditional density fM(x;θ̂)|m(.,mr), given convergence to the local
minimum mr, using the results from Propositions 5 and 6 discussed in 1.4.1. Then an
estimate for the unconditional density of the marginal effects, evaluated at regressor
vector x ∈ Ωx, is

f̂M(x;θ̂)(u) =
1

R

R∑
r=1

f̂
(r)

M(x;θ̂)|m(u,mr). (1.31)
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As the conditional densities are approximated by normal distributions according to
Proposition 4, the unconditional density of the marginal effects (1.31) is approximated
by a Gaussian mixture distribution with equal weights for each conditional density
estimate obtained from re-training the neural network.
Note that we re-estimate the model on the same data and not on bootstrapped data.
The re-estimations implicitly estimate the probabilities for convergence to the local
minima. As discussed in Section 1.3.1, the dependence of these probabilities on the
data vanishes for large sample sizes. Asymptotically, the probabilities reflect only the
stochasticity of the training algorithm, so we can use the observed data. Moreover,
using a non-parametric bootstrap leads to clustering of observations, which changes
the properties of the ME estimator and biases the conditional distribution estimates.
While using a parametric bootstrap avoids clustering of observations, it requires to
make distributional assumptions on the error term and regressor distributions. Again,
this has an effect on the properties of the conditional distribution estimator.
In general, the sample risk function Rn has many local minima m = 1, ..., µ. However,
due to the symmetry of the neurons in the hidden layers, many of these local minima
are equivalent. I.e., for many local minima the corresponding parameter vectors differ,
but the shape of the local minima and the corresponding marginal effects are the same.
It follows that the number of local minima with distinct implied conditional density
functions fM(x;θ̂)|m for the marginal effects is much lower than the total number of local
minima. In turn, the comparatively small number of local minima with distinct corre-
sponding conditional marginal effect densities leads to a comparatively small number
of re-estimation steps R necessary to approximate the unconditional marginal effect
density fM(x;θ̂). We demonstrate this behavior in the simulation study in Section 1.5.
The effect of increasing R on the properties of the unconditional marginal effect density
estimator f̂M(x;θ̂) is discussed in Section 1.4.3.

1.4.3 Confidence intervals and testing

The distribution estimates for the marginal effects allow for hypothesis testing. As the
marginal effect estimator is asymptotically non-normally distributed, the usual t-tests,
Wald-tests and F-tests cannot be used. For this reason, testing multiple hypotheses
jointly is not straight forward. A general discussion of multiple testing can be found
in Shaffer (1995). In this section, we consider testing for equality constraints on single
marginal effects, i.e. null hypotheses of the form

H0 :
1

µ

µ∑
m=1

pmMi,j(x; θm) = r, (1.32)
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where Mi,j(x; θ̂) denotes the marginal effect of input j on output i at regressor vector
x ∈ Ωx. 1

µ

∑µ
m=1 pmMi,j(x; θm) is the expected pseudo-true marginal effect of regressor

j on dependent variable i evaluated at regressor vector x. We suppose a testing proce-
dure based on confidence intervals derived from the marginal unconditional marginal
effect distribution for Mi,j(x; θ̂).

Proposition 7: Consider the probability density function

fx(z) =

µ∑
m=1

pmf
{m}
x (z) (1.33)

of a multi-dimensional random variable x, where f {m}x , m = 1, ..., µ are multivariate
normal densities, i.e. f {m}x = N

(
µ
{m}
x , V

{m}
x

)
, and

∑µ
m=1 pm = 1. Then the marginal

density of a component xj of x is given by

fxj(z) =

µ∑
m=1

pmf
{m}
xj

(z), (1.34)

where f {m}xj =
∫

Ωx−j
f
{m}
x (z) dz−j = N

(
µ
{m}
xj , V

{m}
xj

)
are the marginal normal densities

for xj. x−j denotes the vector with all components of x except xj, Ωx−j
denotes the

support of x−j. µ
{m}
xj is the j-th element of µ{m}x and V {m}xj is the j-th diagonal element

of V {m}x .

Proposition 7 shows that we obtain a marginal unconditional marginal effect density
estimate f̂Mi,j(x;θ̂) via averaging the respective marginal conditional marginal effect
density estimates.
For the construction of confidence intervals from the resulting univariate Gaussian
mixture distribution, we suggest a quantile approach. For significance level α, use a
root finder to solve

F̂Mi,j(x;θ̂)(a)− α

2
= 0, F̂Mi,j(x;θ̂)(b)−

(
1− α

2

)
= 0, (1.35)

where F̂Mi,j(x;θ̂) denotes the estimated cumulative distribution function for Mi,j(x; θ̂).
Then the confidence interval is given by

CIMi,j(x;θ̂) = [a, b]. (1.36)

Note that, for realistic finite sample sizes, the variation in the means of the conditional
marginal effect distributions is small compared to the widths of the distributions, i.e.,
the conditional densities typically have a strong overlap. Only for very large sample
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sizes compared to the model complexity, the unconditional density will be multi-modal.
This justifies the approach of just considering the left and right tales as rejection areas.
The relative closeness of the conditional distribution means results from the finding
that local minima in MLPs tend to have similar empirical risk. Dauphin et al. (2014)
and Soudry and Carmon (2016) discuss theoretical explanations for this result.
An alternative approach to construct confidence intervals from a marginal uncondi-
tional marginal effect density estimate f̂Mi,j(x;θ̂) is to identify the shortest interval with
coverage 1−α. This approach is related to the construction of highest posterior density
intervals in Bayesian statistics, as discussed e.g. in Chen and Shao (1999). However, we
do not need to simulate from the distribution, as the cumulative distribution function
can be directly evaluated.
There are two effects of the number of re-estimation steps R on the confidence inter-
vals. Firstly, the expected interval length is increasing in R and converges for large
R. Secondly, the variance of the limits of the interval decreases in R and converges
for large R, as the randomness resulting from picking a finite number of local minima
vanishes.
Finally, a restriction of the form as given in (1.32) can be tested by checking, whether
r is in the confidence interval.

1.5 Simulation

The simulations are implemented in the Python scripting language. The implementa-
tion of the neural networks is based on Keras (Chollet et al., 2015) with Tensorflow
backend (Abadi et al., 2015). Packages are managed by the Anaconda distribution
tool and Spyder was used as development environment. The version numbers of all
packages and applications are listed in Appendix 1.C. Note that the implementations
are written for version 2 of Tensorflow. The numbering of the parameter arrays differs
between version 1 and 2, such that the code would need to be adapted to run under
version 1 of Tensorflow. The code for the simulations is available upon request. The
algorithms for estimating the marginal effects and confidence intervals are summarized
in a Python module available on GitHub1.
All neural networks are estimated using the mean square loss function

L (yi, f(xi; θ)) = (yi − f(xi; θ))
2 . (1.37)

The networks are trained in two consecutive steps. In the first estimation step, we use
the Adam algorithm (Kingma and Ba, 2014) with common choices of the parameters,
1https://github.com/gerhardfechteler/Deep-Learning-Inference
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i.e. the global learning rate lr = 0.015, the parameters β1 = 0.9, β2 = 0.999, controlling
momentum, and the tolerance epsilon = 10−8. In this step, we use early stopping with
a patience of 100 epochs, a validation split of 10%, and restoration of the best weights.
We train 500 epochs with a mini-batch size of 256. In the second estimation step, we
use batch gradient descent to satisfy Assumption 3.3 as discussed in Section 1.3.2. We
use the global learning rate lr = 0.01 and a validation split of 1% to qualitatively track
the validation error. Again, we train for 500 epochs. The hyper-parameters of the
training algorithm are tuned to find local minima and thus affect the probabilities for
convergence to the local minima pm, m = 1, ..., µ. However, the results are insensitive
with respect to the hyper-parameters, if those are chosen appropriately for network
training.
We use the default initializations for the layer type “Dense” in Keras, which is the
uniform Glorot initialization (Glorot and Bengio, 2010) for the weights and a zero
initialization for the bias terms. Note that the parameters must be initialized again in
every re-estimation step, which reflects a random draw from the distribution of local
minima to which the algorithm might converge.
To stabilize the inverse second order derivative of the sample loss function, we modify
the approach from (1.27). We iteratively inflate the diagonal by 1% and add a small
number, initialized at 10−15, until the full rank condition is met. In each step, the
small number added to the diagonal elements is doubled.
The simulation study consists of two parts. The first part aims at demonstrating the
properties of the ME estimator, the second part aims at assessing the performance of
the marginal effect distribution estimator in terms of coverage.
In the first part, we show that local minima of the risk function lead to clusters in
the weights and the marginal effects. Moreover, we show that the marginal effects,
conditional on convergence to a given local minimum, have a

√
n convergence rate and

are asymptotically normally distributed. We simulate from the data generating process

Xi ∈ [0, 4] linearly spaced (1.38)

εi ∼ U [−2, 2] (1.39)

Yi = X3
i −X2

i + εi (1.40)

and consider sample sizes in the range n = 100, ..., 40000. To estimate the dependence
of Yi on Xi, we use a multilayer perceptron with one hidden layer. The three layers
of the MLP have the widths w1 = w3 = 1 and w2 = 2. We use the tanh activation
function in the hidden layer and a linear activation in the output layer.
This MLP has only 5 parameters, which allows us to identify the clusters resulting from
minima of the sample risk function for sample sizes of about n = 10000 and larger. We
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Figure 1.2: Weight and marginal effect clusters: We identify 16 local minima that
occur with different probabilities. The marginal effect shows only 2 clusters, where 8
parameter clusters correspond to each of the marginal effect clusters, respectively.

simulate 2000 samples to obtain 2000 weight realizations and marginal effect estimates
at the regressor vector x = 2. Using k-means clustering on the parameter estimates,
we identify the weight clusters. For each cluster identified in this way, we use kernel
density estimation to estimate both, the densities of the parameters and the densities
of the corresponding marginal effect clusters. The number of clusters is chosen by
eyeballing, the bandwidth is chosen by Silverman’s rule of thumb, discussed e.g. in
Silverman (2018). The resulting density estimates are plotted for n = 40000 in Figure
1.2. The figure shows that there occur two marginal effect clusters, even though we
identified in total 16 local minima. This is in line with the intuition that there are
significantly less distinct marginal effect clusters than there are local minima of the
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risk function. This finding reinforces the conjecture that a relatively small number of
re-estimation steps is sufficient to estimate the unconditional marginal effect density.
Note that the clusters can only be visually separated for very high numbers of obser-
vations. For sample sizes below n = 10000, the estimation of the clusters by k-means
clustering becomes imprecise.
To assess the behavior of the marginal effect estimator for increasing numbers of ob-
servations, we repeat the simulation for various numbers of observations n. For each
simulation for a given number of n, we compute the inverse standard deviation of the
simulated sample of marginal effect estimates. For n = 12100 and higher, we iden-
tify the marginal effect clusters based on k-means clustering on the parameters of the
neural network and compute the inverse standard deviation for each of the clusters.
Assuming asymptotic normality of the marginal effect estimator, conditional on con-
vergence to a given local minimum or, equivalently, conditional on a given marginal
effect cluster, and assuming a

√
n convergence rate, i.e. a convergence speed of 1

2
, the

inverse standard deviation should be asymptotically proportional to the square root of
the number of observations. I.e., for large sample sizes it holds approximately

1√
V
[
M(x; θ̂)

] ∝ √n. (1.41)

Figure 1.3 plots the inverse standard deviation of the overall sample of simulated
marginal effect estimates and, for large sample sizes, the inverse standard deviation
of the two marginal effect clusters, against the sample size n. From Figure 1.3, we can
identify 3 sections. For small sample sizes n < 2025, all local minima that the algorithm
converges to result in similar marginal effect estimates. The variance of the conditional
marginal effect estimators is relatively high due to the small number of observations.
As each conditional density estimator shows an asymptotic

√
n convergence behavior,

also their weighted sum approximately shows a
√
n convergence behavior. For interme-

diate sample sizes, 2025 < n < 12100, there occur transitory local minima that result
in marginal effect clusters with mean values that are relatively far from each other.
As the probability of convergence to these minima changes with the sample size n, the
standard deviation of the marginal effect estimator can even increase with n. This
is shown for sample sizes 2025 < n < 5625 in Figure 1.3. However, for large sample
sizes, we only see convergence to local minima that result in similar marginal effects,
which shows that the clusters occurring in this second section are transitory. For large
sample sizes n > 121000, there are two marginal effect clusters. Each of the clusters
shows a

√
n convergence behavior. The variance of the unconditional marginal effect

estimator, however, converges to a finite value, due to the now dominant differences in
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Figure 1.3: Convergence behavior of the marginal effect estimator: We identify
three sections with different behavior. For small sample sizes up to n = 2025, the
marginal effect estimator follows a

√
n convergence behavior. For intermediate sample

sizes, 2025 < n < 12100, the occurrence of transitory local minima leads to an increased
standard deviation. For large sample sizes n > 12100, there are two dominant marginal
effect clusters that show a

√
n convergence behavior, respectively. The unconditional

standard deviation, however, converges to a finite value.

the means of the two marginal effect clusters. Denote the number of marginal effect
clusters by µ̃. Given the probabilities pi for convergence to the µ̃ clusters and given
that the marginal effect of a regressor k on dependent variable j, conditional on a given
cluster, is approximately normally distributed, the unconditional density is for large
sample sizes approximately

fMj,k(x;θ̂) ≈
µ̃∑
i=1

piN(µi, σ
2
i ), (1.42)

where µi and σ2
i are the means and standard deviations of the clusters, respectively.

Their dependence on the regressor vector x is omitted for notational simplicity. The
variance of the marginal effect estimator is then

V
[
Mj,k(x; θ̂)

]
≈

µ̃∑
i=1

piσ
2
i +

µ̃∑
i=1

piµ
2
i −

(
µ̃∑
i=1

piµi

)2

. (1.43)

As the mean values µi are distinct, the variance does not converge to zero even if all
conditional variance terms σ2

i converge to zero. I.e., the variance converges to the finite
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Figure 1.4: Asymptotic normality of the marginal effect estimator: The QQ-
plot for the total sample of simulated marginal effects shows significant deviations
from the normality due to the two clusters. For each cluster separately, however, we
see approximately normal behavior. Deviations in the upper tail of cluster 1 and the
lower tail of cluster 2 are a result of misclassifications of simulated marginal effects to
the clusters, respectively.

value

lim
n→∞

V
[
Mj,k(x; θ̂)

]
=

µ̃∑
i=1

piµ
2
i −

(
µ̃∑
i=1

piµi

)2

. (1.44)

To confirm the asymptotic normality of the marginal effects, we use quantile-quantile-
plots (QQ-plots), where the quantiles of the standardized sample of simulated marginal
effects are plotted against the quantiles of a standard normal distribution. For each
sample size, we create QQ-plots for the total sample of simulated marginal effects and
the sub-samples of simulated marginal effects corresponding one of the two clusters,
respectively. The three QQ-plots are shown for n = 32400 in Figure 1.4. QQ-plots for
various sample sizes from all three sections discussed above are deferred to Figure 1.10
in Appendix 1.B.1. Figure 1.4 shows that the overall distribution is far from normal,
due to the two distinct clusters. The QQ-plots for the two clusters, however, are much
closer to the diagonal line. Note that the deviations in the right tail of cluster 1 and
the left tail of cluster 2 result from misclassification, i.e. wrong assignments to the
clusters. While wrongly assigning observations from cluster 2 to cluster 1 leads to too
high quantiles for cluster 1 in the right tail, wrong assignments of observations from
cluster 1 to cluster 2 leads to too low quantiles for cluster 2 in the left tail.
In general, the first part of the simulation confirms the occurrence of marginal effect
clusters. The simulations demonstrate that the marginal effect estimator, conditional
on convergence to a given cluster, converges with rate

√
n and is asymptotically normal.
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Figure 1.5: Estimated marginal effects and confidence intervals: The confidence
intervals are computed for R = 20 re-estimation steps. The function is well approx-
imated over the whole support. The estimated marginal effects are close to the true
ones, but biased towards zero at the limits of the support. The confidence intervals
widen towards the limits of the support. As they only reflect the estimation uncertainty
of the pseudo-true marginal effects, they do not cover the true marginal effects close
to the limits of the support.

In the second part of the simulation study, we show that the confidence intervals
constructed from the estimated density of the marginal effects estimator as discussed
in Section 1.4.3 provide a satisfactory coverage. Moreover, we demonstrate that the
density estimator converges fast in the number of re-estimation steps R. We simulate
from the data generating process

Xi ∼ U [−3, 5] (1.45)

εi ∼ N(0, 10) (1.46)

Yi = X3
i −X2

i + εi (1.47)

and consider sample sizes in the range n = 400, ..., 10000. This simple data gen-
erating process is sufficient to demonstrate the behavior of the marginal effect den-
sity estimator. For estimation, we consider MLPs with one hidden layer with widths
w2 ∈ {10, 30, 50}. In the hidden layer we use tanh activation functions and in the
output layer linear activation functions. A sample of simulated data, the true and esti-
mated functional form of the dependence of Yi on Xi, the true and estimated marginal
effects, and the estimated confidence intervals are plotted for n = 1000 and w2 = 10

in Figure 1.5. The function and marginal effects are, in general, well approximated.
As known from nonparametric approaches, the confidence intervals widen towards the
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Figure 1.6: estimated density of the marginal effect estimator: The density
estimate becomes wider with the number of re-estimations. Due to the similar marginal
effect estimates, the estimated distribution remains unimodal. However, the estimated
density becomes fat-tailed compared to a normal distribution, due to averaging over
normal distributions with different standard deviations. This becomes evident when
comparing the tails of the distribution estimates with the normal distribution of same
mean and standard deviation as the density estimate for R = 20.

limits of the support, as there is fewer local information. An important aspect that be-
comes evident at the limits of the support in Figure 1.5 is that the confidence intervals
provide coverage only for the estimation uncertainty, not for the modeling uncertainty.
I.e., the confidence intervals reflect the uncertainty in the estimation of the pseudo-true
marginal effects, i.e. the best marginal effects conditional on the selected model class.
In this case, the pseudo-true marginal effects are the marginal effects resulting from
the best-approximating MLP with the prespecified architecture.
The density estimates are based on R = 20 re-estimations of the network. To demon-
strate the impact of the number of re-estimation steps on the properties of the density
estimates, Figure 1.6 shows the marginal effect density estimate at x = 1.44 for mul-
tiple values of R. The figure confirms that the mean values of the clusters are close
to each other, such that the normal distributions from the various re-estimations are
strongly overlapping. Due to the different variance estimates, however, the distribution
estimate becomes leptokurtic. Equivalently to the true variance of the marginal effect
estimator from (1.43), the estimated variance of the marginal effect estimator based on
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the estimator of the unconditional marginal effect distribution from (1.31), is given by

V̂
[
Mj,k(x; θ̂)

]
=

1

R

R∑
r=1

V̂
(r)

Mj,k(x;θ̂)|m

n
+

1

R

R∑
r=1

Mj,k
(
x; θ̂(r)

)2

−

(
1

R

R∑
r=1

Mj,k
(
x; θ̂(r)

))2

,

(1.48)

where V̂ (r)

Mj,k(x;θ̂)|m is the diagonal element of V̂ (r)

M(x;θ̂)|m corresponding to marginal effect

M j,k(x). V̂
(r)

M(x;θ̂)|m denotes the estimate from re-estimation step r of the asymptotic
conditional covariance matrix VM(x;θ̂)|m defined in (1.15). Figure 1.6 shows for R = 20

that a normal distribution with the same mean and standard deviation, computed via
(1.48), as the estimated marginal effect density, has less probability mass at the center,
due to the fat tales of the estimated marginal effect density.
To assess the coverage, i.e. the average number of confidence intervals covering the
pseudo-true marginal effects, and width of the estimated confidence intervals, we
compute the coverage and confidence interval widths for the significance levels α =

0.05, 0.1, 0.2, for numbers of observations in the range n = 400, ..., 10000 and hidden
layer widths w2 ∈ {10, 30, 50}. Moreover, we consider regressor vectors linearly spaced
over the whole support. In the following, we summarize the main findings.
Figure 1.7 shows the coverage and estimated convergence behavior of the marginal
effect estimator for increasing sample sizes, using R = 20 re-estimation steps. We find
significant over-coverage for small sample sizes. For larger sample sizes, there is slight
under-coverage. Especially for larger sample sizes, the variance corresponding to the
estimated distributions is close to the simulated variance of the marginal effects.
Figure 1.8 plots the coverage and confidence interval width for various regressor values
against the number of re-estimation steps. This visualizes the impact of the number of
re-estimation steps on coverage and confidence interval width, as well as the variation
of both quantities over the regressor support. For better comparison of the widths over
the regressor support, we compute the widths relative to the simulated inter quantile
range of the marginal effects simulated for the respective regressor value x. To visual-
ize the behavior of coverage and confidence interval width over the regressor support,
Figure 1.9 plots coverage and interval width for various numbers of re-estimation steps
R against x. Figures 1.8 and 1.9 demonstrate for n = 3600, w2 = 10 and α = 0.1 the
mutual impact of re-estimation steps and location in the regressor support on coverage
and confidence interval width. As expected, the coverage is too small for very few
re-estimation steps R, as the variation in the marginal effect estimator resulting from
the probability distribution over local minima is not sufficiently reflected. However,
the convergence of the coverage is fast in the number of re-estimation steps R, such
that already after R = 10, coverage and interval width only change slightly with in-
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Figure 1.7: Coverage and inverse standard deviation of the marginal effect
estimator for increasing sample sizes: For small sample sizes, the confidence
intervals are too wide, resulting in over-coverage. For larger sample sizes the confidence
intervals are stable and show slight under-coverage. The error bars for the coverage
reflect the variation of the coverage over the regressor support. The convergence pattern
of the estimated densities is close to the simulated convergence pattern for larger sample
sizes. The error bars reflect the variance of the simulated sample of inverse standard
deviations.

Figure 1.8: Coverage and confidence interval width for increasing numbers
of re-estimations: The coverage is increasing in the number of re-estimation steps.
It is too low for very small numbers of re-estimation steps R, but quickly increases
and converges for larger numbers of R. The width of the confidence intervals is mainly
increasing in R, but remains below the simulated inter quantile range.
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Figure 1.9: Coverage and confidence interval width over the regressor sup-
port: For large R, there is no systematic pattern in the coverage over the support.
However, the confidence intervals widen towards the limits of the support. This widen-
ing is more extensive for larger numbers of re-estimation steps R.

creasing R. This confirms the intuition that, due to the similar behavior of many local
minima, only few different marginal effect clusters exist, which reduces the number of
re-estimation steps necessary for estimation. Moreover, we see no systematic change
in the coverage over the regressor support for large R. The width, however, increases
towards the limits of the support, as already discussed above. Note that the change in
the width is more pronounced for larger R, as changes between the various marginal
effect clusters are more pronounced towards the limits of the support, where less local
information is available. The simulations also show that, even for large R, the widths
of the confidence intervals are smaller than the inter quantile ranges.
These findings are also valid for the other simulation designs. The detailed results for
coverage and interval widths are summarized for w2 = 10 in Tables 1.1 and 1.2, con-
sidering various sample sizes and significance levels. The overall results for w2 = 10,
w2 = 30 and w2 = 50 are summarized in Table 1.3. The three tables are deferred to
Appendix 1.B.2.

1.6 Conclusion

This article contributes to the literature on statistic inference in machine learning tech-
niques by proposing a framework for inference on the marginal effects for the multilayer
perceptron class of neural networks. The framework is parametric in the sense that the
marginal effects are parametric functions of the neural network parameters and that
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the density estimation for the marginal effects is based on density estimation of the
network parameters. We take the existence of local minima of the risk function into
account by considering a joint density of the local minima index and the data, allowing
for a decomposition of the distribution of the marginal effect estimator into a weighted
average of conditional distributions.
The estimation strategy proposed in this article combines asymptotic theory, used for
estimating the conditional parameter distribution and the conditional marginal effect
distribution, with a re-estimation approach, aimed at implicitly estimating the prob-
ability distribution over local minima. The re-estimation approach is comparable to
bootstrapping, with the difference that the data is not re-sampled. Instead, only the
neural network parameters are re-initialized in each re-estimation step.
The simulation study demonstrates the occurrence of local minima and the occurrence
of marginal effect clusters. We show that the number of re-estimation steps R necessary
for estimating the marginal effect density is multiple orders of magnitude lower than the
number of re-estimations that a bootstrap procedure would require, which results, inter
alia, from the smaller number of distinct marginal effect clusters compared to the num-
ber of local minima. The coverage is satisfactory for larger sample sizes. On average,
there is an under-coverage of 5% to 15% for large sample sizes, depending on simula-
tion design and confidence level. Given the complexity of the approach, the coverage
is satisfactory. However, the confidence intervals should be interpreted carefully at the
boundaries between significance and insignificance. The substantial improvement of
the coverage in the number of re-estimation steps proves the importance of considering
the unconditional marginal effect distribution to construct confidence intervals, instead
of using the estimated asymptotic distribution from one single re-estimation step only.
The presented framework relies, besides technical assumptions, on two restrictive con-
ceptual assumptions, which result from the parametric approach and, in turn, stan-
dard asymptotic theory that we use in this paper for constructing confidence intervals.
Firstly, we have to assume a fixed network structure. The results are invalid, if the
network is assumed to increase in complexity, i.e. in width and/or depth, with the num-
ber of observations. Secondly, large numbers of observations compared to the number
of parameters are required. This rules out networks with mild over-parametrization,
discussed e.g. in Safran, Yehudai, and Shamir (2021), which require the number of
parameters to be in the same order of magnitude as the sample size.
Future work could generalize the framework in various directions. To allow for ReLU
and similar activation functions, a relaxation of the differentiability assumption for the
activation functions would be interesting. Another restrictive assumption, the compact
support of the regressors, could be relaxed in future work by less restrictive assump-
tions on higher moments of the regressors. Simulation studies could be used to assess
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the behavior of the marginal effect density estimator in the tales of the regressor dis-
tribution. A third issue left for future research is bias correction for the marginal effect
estimator. The simulation results visualize the bias in the tales of the regressor support
and show that it leads to under-coverage. An equivalent approach to the bias correc-
tion in nonparametric estimation, discussed e.g. in Xia (1998), would not only improve
the marginal effect estimates, but also the coverage of the corresponding confidence
intervals.
The presented concepts could also be applied to related issues like testing for signif-
icance of differences in outputs of neural networks for different regressor vectors. In
general, the framework can be applied to any known, continuously differentiable func-
tion of the network parameters.
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Appendices

1.A Proof of propositions

Proof of Proposition 1: The marginal effects are defined as

M(x; θ) =
∂f(x; θ)

∂x′
. (1.49)

By identifying f(x; θ) = zd and x = z1 we find

M(x; θ) =
∂zd

∂z1′ =
∂zd

∂sd′
∂sd

∂zd−1′
∂zd−1

∂sd−1′
∂sd−1

∂zd−2′
· · · ∂z

2

∂s2′
∂s2

∂z1′ (1.50)

=
d−2∏
j=0

∂zd−j

∂sd−j ′
∂sd−j

∂zd−j−1′
. (1.51)

By zj = σj(sj) and sj = W j−1zj−1 + bj−1 it follows ∂zj

∂sj ′
= ∂σj(sj)

∂sj ′
and ∂sj

∂sj−1′ = W j−1, so

M(x; θ) =
d−2∏
j=0

∂σd−j(sd−j)

∂sd−j ′
W d−j−1. (1.52)

Proof of Proposition 2: The local minimum index m and the marginal effect esti-
mator M(x; θ̂) are random variables. Denote their joint density by fM(x;θ̂),m. Then it
holds for the marginal density of the marginal effects

fM(x;θ̂)(u) =

∫
Ωm

fM(x;θ̂),m(u, v) dv, (1.53)

where Ωm denotes the support of m, which consists of the µ discrete points from
Assumption 2.1. By the definition of conditional probability, it follows

fM(x;θ̂)(u) =

∫
Ωm

fM(x;θ̂)|m(u, v)fm(v) dv. (1.54)
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The local minimum index m follows the discrete probability mass function fm(v) =∑µ
i=1 piδ(v − i), where δ denotes the Dirac delta function. I.e., the integral can be

replaced by a sum over the minimum index,

fM(x;θ̂)(u) =

µ∑
i=1

pi fM(x;θ̂)|m(u, i), (1.55)

which yields the proposition.

Proof of Proposition 3: We proceed in two steps. First, we show the conditional
convergence of θ̂ in probability to θm, then we infer the asymptotic distribution. The
proof of convergence in probability is based on the proof of consistency of an M-
estimator from Bierens (2004), Chapter 6. As the risk function is minimized by θm,
it holds for θ̂ ∈ Θm in some compact ball Θm = {θ ∈ Θ | ||θ − θm|| < r} with r > 0

around the local minimum m,

0 ≤ R(θ̂)−R(θm) = R(θ̂)−Rn(θ̂) +Rn(θ̂)−R(θm). (1.56)

As the empirical risk function is minimized at θ̂, it holds Rn(θm) > Rn(θ̂). We find

0 ≤ R(θ̂)−Rn(θ̂) +Rn(θm)−R(θm) (1.57)

≤ 2 · sup
{θ∈Θm}

|Rn(θ)−R(θ)| (1.58)

Assumptions 3.1 and 3.2 imply that L is continuous in θ. Assumption 0 states that
{Xi, Yi}ni=1 are i.i.d. Θm is compact. It follows by the weak uniform law of large
numbers (see e.g. Bierens, 2004, pp. 164-167), sup{θ∈Θm} |Rn(θ)−R(θ)| p→ 0. In turn,

R(θ̂)−R(θm)
p→ 0. (1.59)

Assumption 2.1 states that ∀ ε > 0 ∃ δ > 0 : sup{θ∈Θm | ||θ−θm||>ε}R(θ) − R(θm) > δ.
This implies that ∀ ε > 0 ∃ δ > 0 such that

P
(
||θ̂ − θm|| > ε

)
≤ P

(
R(θ̂)−R(θm) > δ

)
. (1.60)

As by Equation (1.59), P
(
R(θ̂)−R(θm) > δ

)
→ 0, we conclude

lim
n→∞

P
(
||θ̂ − θm|| > ε

)
= 0, (1.61)

which completes the first step. To infer the asymptotic distribution, let the parameter
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estimator θ̂ resulting from local minimum m satisfy

∂Rn(θ̂)

∂θ
= αn, (1.62)

where |αn| ≤ δn in accordance with Assumption 3.3. Denote the parameter vector
identified by the corresponding local minimum of R by θm. Using a first order Taylor
expansion of ∂Rn(θ̂)

∂θ
around θm, we find

αn =
∂Rn(θm)

∂θ
+
∂2Rn(θ∗)

∂θ∂θ′

(
θ̂ − θm

)
, (1.63)

where θ∗ = a θm + (1− a) θ̂ for some a ∈ [0, 1]. Rewriting yields

√
nαn −

√
n
∂Rn(θm)

∂θ
=
∂2Rn(θ∗)

∂θ∂θ′
√
n
(
θ̂ − θm

)
. (1.64)

As |αn| ≤ δn = o(n−1/2), it holds
√
nαn → 0 for n → ∞. By Assumptions 3.1 and

3.2, ∂L
∂θ

is continuously differentiable. From the compactness of Θ, Ωx and Ωy from
Assumption 0.1 it follows that there exists M < ∞ such that

∣∣∣∂L(yi,f(xi;θ))
∂θ

∣∣∣ ≤ M .
Together with the finite densities for x and y from Assumption 0.2 it follows that the
second moments of ∂L

∂θ
are bounded, i.e. E

[
∂L
∂θ

]
, E
[
∂L
∂θ

∂L
∂θ′

]
< ∞. By the multivariate

Lindeberg-Levy central limit theorem,
√
n ∂Rn(θm)

∂θ
converges in distribution,

√
n
∂Rn(θm)

∂θ

d→ N

(
0, E

[
∂Li(θm)

∂θ

∂Li(θm)

∂θ′

])
, (1.65)

where Li(θ) = L (yi, f(xi; θ)) for brevity. Equivalently to ∂L
∂θ
, also ∂2L

∂θ∂θ′
is continuous

and has finite second moments. Moreover, θ∗ p→ θm as θ̂ p→ θm. Hence, it follows from
the weak law of large numbers that ∂2Rn(θ∗)

∂θ∂θ′
converges in probability,

∂2Rn(θ∗)

∂θ∂θ′
p→ E

[
∂2Li(θm)

∂θ∂θ′

]
. (1.66)

By Assumption 2.1, E
[
∂2Li(θm)
∂θ∂θ′

]
is invertible. We can write

√
n
(
θ̂ − θm

)
d→ N

(
0, E

[
∂2Li(θm)

∂θ∂θ′

]−1

E

[
∂Li(θm)

∂θ

∂Li(θm)

∂θ′

]
E

[
∂2Li(θm)

∂θ∂θ′

]−1
)
,

(1.67)

conditional on convergence of the training algorithm to minimum m.
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Proof of Proposition 4: By assumption 3.1 and the compactness of Ωx, Ωy and
Θ, the marginal effects M are continuously differentiable in all θ ∈ Θ and therefore,
by Assumption 2.1, in θm. I.e., the derivative ∂M(x;θm)

∂θ
exists. By Proposition 3,

√
n(θ̂ − θm)

d→ N(0, Vθ̂|m), so it follows by the delta method

√
n
(
M(x; θ̂)−M(x; θm)

)
d→ N

(
0,

∂M(x; θm)

∂θ′
Vθ̂|m

∂M′(x; θm)

∂θ

)
, (1.68)

conditional on convergence of the training algorithm to minimum m.

Proof of Proposition 5: Let q ≥ p and consider the second order derivative ∂2f j

∂W p∂W q ′ .
We consider elements of the derivative. It holds

∂2f j

∂W p,k,l∂W q,m,n
=

∂

∂W p,k,l

∂f j

∂W q,m,n
(1.69)

=
∂

∂W p,k,l

∂zd,ji
∂sdi

′

d−q−2∏
a=0

(
∂sd−ai

∂zd−a−1
i

′
∂zd−a−1

i

∂sd−a−1
i

′

)
∂sq+1

i

∂W q,m,n
. (1.70)

As ∂sd−a
i

∂zd−a−1
i

′ = W d−a−1 with d − a − 1 ≥ p + 1, the differential operator ∂
∂W p,k,l only

applies to ∂zd,ji

∂sdi
′ , ∂zd−a−1

i

∂sd−a−1
i

′ and ∂sq+1
i

∂W q,m,n . We find

∂2f j

∂W p,k,l∂W q,m,n
=

∂sdi
′

∂W p,k,l

∂2zd,ji
∂sdi ∂s

d
i
′

∂sdi
∂W q,m,n

+ (1.71)

d−q−2∑
a=0

∂sd−a−1
i

′

∂W p,k,l

(
wd∑
c=1

∂zd,ji
∂zd−a−1,c

i

∂2zd−a−1,c
i

∂sd−a−1
i ∂sd−a−1

i

′

)
∂sd−a−1

i

∂W q,m,n
+ (1.72)

∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂W p,k,l∂W q,m,n
. (1.73)

By defining zssj,ai =
∑wd

c=1
∂zd,ji

∂za,ci

∂za,ci

∂sai ∂s
a
i
′ , we can summarize the expressions from (1.71)-

(1.72) by the term

d∑
a=q+1

∂sai
′

∂W p,k,l
zssj,ai

∂sai
∂W q,m,n

, (1.74)

leading to the simplified expression

∂2f j

∂W p,k,l∂W q,m,n
=

d∑
a=q+1

∂sai
′

∂W p,k,l
zssj,ai

∂sai
∂W q,m,n

+
∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂W p,k,l∂W q,m,n
. (1.75)
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It holds

∂sai
∂W q,m,n

=

wq+1∑
c=1

∂sai
∂sq+1,c

i

∂sq+1,c
i

∂W q,m,n
. (1.76)

By sq+1
i = W qzqi , we find ∂sq+1,c

i

∂W q,m,n = zq,ni δm,c, so

∂sai
∂W q,m,n

=
∂sai

∂sq+1,m
i

zq,ni . (1.77)

For q > p, we find

∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂W p,k,l∂W q,m,n
=

wq+1∑
c=1

∂zd,ji
∂sq+1,c

i

∂

∂W p,k,l

∂sq+1,c
i

∂W q,m,n
(1.78)

=

wq+1∑
c=1

∂zd,ji
∂sq+1,c

i

∂

∂W p,k,l
zq,ni δm,c (1.79)

=
∂zd,ji
∂sq+1,m

i

∂

∂W p,k,l
zq,ni . (1.80)

Given q > p, we can write

∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂W p,k,l∂W q,m,n
=

wp+1∑
c=1

∂zd,ji
∂sq+1,m

i

∂zq,ni
∂sp+1,c

i

∂sp+1,c
i

∂W p,k,l
(1.81)

=

wp+1∑
c=1

∂zd,ji
∂sq+1,m

i

∂zq,ni
∂sp+1,c

i

zp,li δk,c (1.82)

=
∂zd,ji
∂sq+1,m

i

∂zq,ni
∂sp+1,k

i

zp,li . (1.83)

For q = p, it holds ∂
∂W p,k,l z

q,n
i = 0, so

∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂W p,k,l∂W q,m,n
= 0. (1.84)

We obtain for q > p

∂2f j

∂W p,k,l∂W q,m,n
=

∂zd,ji
∂sq+1,m

i

∂zq,ni
∂sp+1,k

i

zp,li +

d∑
a=q+1

(
∂sai

′

∂sp+1,k
i

zp,li

)
zssj,ai

(
∂sai

∂sq+1,m
i

zq,ni

)
, (1.85)
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which translates in matrix notation to

∂2f j

∂W p∂W q ′ =
∂zd,ji

∂sq+1
i

′ ⊗
∂zqi

′

∂sp+1
i

⊗ zpi +

d∑
a=q+1

(
∂sai

′

∂sp+1
i

⊗ zpi
)
zssj,ai

(
∂sai

∂sq+1
i

′ ⊗ z
q
i
′

)
. (1.86)

We obtain for q = p by the same steps

∂2f j

∂W p∂W p′ =
d∑

a=p+1

(
∂sai

′

∂sp+1
i

⊗ zpi
)
zssj,ai

(
∂sai

∂sp+1
i

′ ⊗ z
p
i
′

)
. (1.87)

Let q ≥ p and consider the second order derivative ∂2f j

∂bp∂bq ′
. Equivalently to Equation

(1.75), we can write

∂2f j

∂bp,k∂bq,m
=

d∑
a=q+1

∂sai
′

∂bp,k
zssj,ai

∂sai
∂bq,m

+
∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂bp,k∂bq,m
. (1.88)

It holds

∂sai
∂bq,m

=

wq+1∑
c=1

∂sai
∂sq+1,c

i

∂sq+1,c
i

∂bq,m
=

wq+1∑
c=1

∂sai
∂sq+1,c

i

δm,c =
∂sai

∂sq+1,m
i

(1.89)

and for any c = 1, ..., wq+1,

∂2sq+1,c
i

∂bp,k∂bq,m
=

∂

∂bp,k
∂sq+1,c

i

∂bq,m
=

∂

∂bp,k
δm,c = 0. (1.90)

We obtain the expression

∂2f j

∂bp,k∂bq,m
=

d∑
a=q+1

∂sai
′

∂sp+1,k
i

zssj,ai
∂sai

∂sq+1,m
i

, (1.91)

which implies

∂2f j

∂bp∂bq ′
=

d∑
a=q+1

∂sai
′

∂sp+1
i

zssj,ai
∂sai

∂sq+1
i

′ . (1.92)

For q ≥ p, consider the second order derivative ∂2f j

∂W p∂bq ′
. Equivalently to Equation
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(1.75), we can write

∂2f j

∂W p,k,l∂bq,m
=

d∑
a=q+1

∂sai
′

∂W p,k,l
zssj,ai

∂sai
∂bq,m

+
∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂W p,k,l∂bq,m
. (1.93)

It holds for any c = 1, ..., wq+1,

∂2sq+1,c
i

∂W p,k,l∂bq,m
=

∂

∂W p,k,l

∂sq+1,c
i

∂bq,m
=

∂

∂W p,k,l
δm,c = 0. (1.94)

By (1.77) and (1.89), we can write

∂2f j

∂W p,k,l∂bq,m
=

d∑
a=q+1

(
∂sai

′

∂sp+1,k
i

zp,li

)
zssj,ai

∂sai
∂sq+1,m

i

(1.95)

and obtain in matrix form

∂2f j

∂W p∂bq ′
=

d∑
a=q+1

(
∂sai

′

∂sp+1
i

⊗ zpi
)
zssj,ai

∂sai

∂sq+1
i

′ . (1.96)

Finally, consider for q > p the second order derivative ∂2f j

∂bp∂W q ′ . Equivalently to Equation
(1.75), we can write

∂2f j

∂bp,k∂W q,m,n
=

d∑
a=q+1

∂sai
′

∂bp,k
zssj,ai

∂sai
∂W q,m,n

+
∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂bp,k∂W q,m,n
. (1.97)

It holds

∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂bp,k∂W q,m,n
=

wq+1∑
c=1

∂zd,ji
∂sq+1,c

i

∂

∂bp,k
∂sq+1,c

i

∂W q,m,n
(1.98)

=

wq+1∑
c=1

∂zd,ji
∂sq+1,c

i

∂

∂bp,k
zq,ni δm,c (1.99)

=
∂zd,ji
∂sq+1,m

i

∂

∂bp,k
zq,ni (1.100)

50



Chapter 1. Inference on Marginal Effects in the Deep Learning Framework

As q > p,

∂zd,ji

∂sq+1
i

′
∂2sq+1

i

∂bp,k∂W q,m,n
=

wp+1∑
c=1

∂zd,ji
∂sq+1,m

i

∂zq,ni
∂sp+1,c

i

∂sp+1,c
i

∂bp,k
(1.101)

=

wp+1∑
c=1

∂zd,ji
∂sq+1,m

i

∂zq,ni
∂sp+1,c

i

δc,k (1.102)

=
∂zd,ji
∂sq+1,m

i

∂zq,ni
∂sp+1,k

i

. (1.103)

We can write

∂2f j

∂bp,k∂W q,m,n
=

∂zd,ji
∂sq+1,m

i

∂zq,ni
∂sp+1,k

i

+

d∑
a=q+1

∂sai
′

∂sp+1,k
i

zssj,ai

(
∂sai

∂sq+1,m
i

zq,ni

)
, (1.104)

which can be rewritten in matrix form,

∂2f j

∂bp∂W q ′ =
∂zd,ji

∂sq+1
i

′ ⊗
∂zqi

′

∂sp+1
i

+

d∑
a=q+1

∂sai
′

∂sp+1
i

zssj,ai

(
∂sai

∂sq+1
i

′ ⊗ z
q
i
′

)
. (1.105)

All diagonal and upper diagonal blocks have been derived, the proof is complete.

Proof of Proposition 6: It holds for the marginal effectsMj on output j ∈ {1, ..., wd},

Mj ′ =
∂f j

∂x′
=
∂zd,ji
∂z1

i
′ =

∂zd,ji
∂s2

i
′
∂s2

i

∂z1
i
′ . (1.106)

Using ∂f j

∂b1′
=

∂zd,ji

∂s2i
′ and ∂s2i

∂z1i
′ = W 1, we can write

Mj = W 1′∂f
j

∂b1
. (1.107)

In turn, it holds for p = 1, ..., d− 1,

∂Mj

∂bp′
= W 1′ ∂

2f j

∂b1∂bp′
. (1.108)
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For p = 2, ..., d− 1, the differential operator ∂
∂W p′ only applies to ∂f j

∂b1
, so

∂Mj

∂W p′ = W 1′ ∂2f j

∂b1∂W p′ . (1.109)

Denote the marginal effect of input l on output j by Mj,l. For p=1, we can write

∂Mj,l

∂W 1,m,n
=

∂

∂W 1,m,n

w2∑
c=1

W 1,c,l ∂f
j

∂b1,c
(1.110)

=

w2∑
c=1

δc,mδl,n
∂f j

∂b1,c
+

w2∑
c=1

W 1,c,l ∂2f j

∂b1,c∂W 1,m,n
(1.111)

=
∂f j

∂b1,m
δl,n +

w2∑
c=1

W 1,c,l ∂2f j

∂b1,c∂W 1,m,n
, (1.112)

which translates in matrix notation to

∂Mj

∂W 1′ =
∂f j

∂b1′ ⊗ Iw1 +W 1′ ∂2f j

∂b1∂W 1′ (1.113)

=
∂zd,ji
∂s2

i
′ ⊗ Iw1 +W 1′ ∂2f j

∂b1∂W 1′ . (1.114)

Proof of Proposition 7: The density of the vector x is given by fx(z) =
∑µ

i=1 pif
{i}
x (z).

The marginal density of the element xj of x is given by

fxj(z) =

∫
Ωx−j

fx(s) ds−j =

∫
Ωx−j

µ∑
i=1

pif
{i}
x (s) ds−j. (1.115)

Since ∀z ∈ Ωx, 0 ≤ fx(z) < ∞, it follows by Tonelli’s theorem for non-negative
measurable functions (DiBenedetto, 2002, p. 156) that the integral and summation
can be exchanged,

fxj(z) =

µ∑
i=1

pi

∫
Ωx−j

f {i}x (s) ds−j, (1.116)

where
∫

Ωx−j
f
{i}
x (s) ds−j = f

{i}
xj (z) with the identification sj = z. It follows

fxj(z) =

µ∑
i=1

pif
{i}
xj

(z). (1.117)
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1.B Supplementary results

1.B.1 QQ Plots for the marginal effect estimator

Figure 1.10: Quantile-quantile plots for the marginal effect estimator: For
n ≤ 2025, the density tends to normality. For 2025 < n < 14400, transitory local
minima occur. For n ≥ 14400, there are two asymptotically normal clusters.
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1.B.2 Coverage and width of the estimated confidence intervals

α=0.05 α=0.1 α=0.2
x= -2.1 0.6 3.2 mean -2.1 0.6 3.2 mean -2.1 0.6 3.2 mean

n=400 R=1 0.945 0.9 0.95 0.938 0.906 0.861 0.91 0.899 0.822 0.776 0.835 0.821
R=3 0.982 0.983 0.994 0.987 0.944 0.965 0.977 0.964 0.884 0.886 0.931 0.909
R=20 0.994 0.996 1.0 0.997 0.97 0.985 0.998 0.986 0.904 0.951 0.966 0.944

n=1600 R=1 0.887 0.835 0.879 0.841 0.841 0.778 0.816 0.789 0.744 0.68 0.733 0.702
R=3 0.95 0.958 0.965 0.957 0.907 0.917 0.932 0.921 0.827 0.831 0.851 0.839
R=20 0.98 0.993 0.994 0.991 0.942 0.97 0.967 0.967 0.859 0.922 0.898 0.894

n=3600 R=1 0.745 0.675 0.681 0.597 0.67 0.594 0.601 0.528 0.571 0.493 0.491 0.439
R=3 0.851 0.889 0.813 0.825 0.776 0.844 0.75 0.764 0.665 0.755 0.639 0.663
R=20 0.913 0.978 0.906 0.93 0.834 0.945 0.842 0.876 0.703 0.89 0.708 0.767

n=6400 R=1 0.746 0.56 0.681 0.538 0.659 0.483 0.602 0.469 0.541 0.38 0.496 0.376
R=3 0.833 0.846 0.773 0.772 0.752 0.802 0.69 0.712 0.641 0.716 0.561 0.62
R=20 0.87 0.971 0.821 0.886 0.802 0.936 0.73 0.825 0.675 0.868 0.6 0.724

n=10000 R=1 0.751 0.542 0.696 0.508 0.66 0.469 0.625 0.446 0.539 0.371 0.511 0.36
R=3 0.829 0.83 0.791 0.788 0.753 0.766 0.714 0.73 0.636 0.687 0.619 0.647
R=20 0.892 0.961 0.825 0.913 0.809 0.926 0.756 0.865 0.69 0.844 0.622 0.777

Table 1.1: Coverage of the estimated confidence intervals: w2 = 10. The table
shows the coverage for given regressor values and the average coverage over the support.
The coverage increases in R. There is no systematic change over the support. For small
sample sizes n there is over-coverage, for large n slight under-coverage.

α=0.05 α=0.1 α=0.2
x= -2.1 0.6 3.2 -2.1 0.6 3.2 -2.1 0.6 3.2

n=400 R=1 12.7 6.3 10.5 10.7 5.3 8.8 8.3 4.1 6.9
R=3 15.5 7.9 12.3 12.0 6.2 9.4 7.9 4.2 6.0
R=20 16.3 8.3 12.5 9.9 5.4 7.2 6.5 3.7 4.6
simulated 7.5 4.8 4.7 6.2 4.0 3.9 4.8 3.0 3.1

n=1600 R=1 4.5 2.8 3.8 3.7 2.4 3.2 2.9 1.8 2.5
R=3 5.5 3.8 4.9 4.3 3.0 3.8 3.0 2.0 2.5
R=20 5.7 3.9 4.9 3.8 2.5 3.0 2.6 1.7 2.0
simulated 3.7 2.4 2.6 3.1 2.0 2.1 2.4 1.5 1.7

n=3600 R=1 1.6 0.9 1.0 1.3 0.7 0.9 1.0 0.6 0.7
R=3 1.9 1.3 1.4 1.6 1.1 1.2 1.2 0.9 0.9
R=20 2.0 1.6 1.5 1.6 1.3 1.2 1.2 1.0 0.9
simulated 2.5 1.7 1.8 2.1 1.4 1.5 1.7 1.1 1.2

n=6400 R=1 1.1 0.6 0.7 0.9 0.5 0.6 0.7 0.4 0.4
R=3 1.2 0.9 0.8 1.0 0.7 0.7 0.8 0.6 0.5
R=20 1.3 1.0 0.8 1.0 0.8 0.7 0.8 0.7 0.5
simulated 1.7 1.2 1.2 1.5 1.0 1.0 1.1 0.8 0.8

n=10000 R=1 0.9 0.4 0.5 0.7 0.4 0.4 0.6 0.3 0.3
R=3 1.0 0.7 0.6 0.8 0.6 0.5 0.6 0.5 0.4
R=20 1.0 0.8 0.6 0.9 0.7 0.5 0.7 0.5 0.4
simulated 1.4 1.0 1.0 1.2 0.8 0.8 0.9 0.7 0.6

Table 1.2: Width of the estimated confidence intervals: w2 = 10. The table
shows the widths of the estimated confidence intervals and the corresponding inter
quantile range of the simulated marginal effects. The widths increase in R. They are
larger than the inter quantile ranges for small sample sizes, but smaller for large sample
sizes.
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w2=10 w2=30 w2=50
α= 0.05 0.1 0.2 0.05 0.1 0.2 0.05 0.1 0.2

coverage n=400 0.997 0.986 0.944 0.987 0.963 0.898 0.984 0.959 0.883
n=1600 0.991 0.967 0.894 0.821 0.742 0.632 0.826 0.752 0.645
n=3600 0.93 0.876 0.767 0.865 0.801 0.689 0.86 0.797 0.686
n=6400 0.886 0.825 0.724 0.859 0.799 0.684 0.848 0.784 0.674
n=10000 0.913 0.865 0.777 0.877 0.82 0.717 0.874 0.815 0.711

rel. width n=400 2.277 1.66 1.419 2.044 1.525 1.322 1.784 1.379 1.212
n=1600 1.726 1.318 1.165 0.655 0.654 0.65 0.658 0.664 0.666
n=3600 0.839 0.806 0.783 0.683 0.686 0.681 0.673 0.68 0.68
n=6400 0.716 0.711 0.715 0.685 0.696 0.676 0.657 0.659 0.652
n=10000 0.733 0.737 0.748 0.684 0.703 0.706 0.677 0.684 0.68

Table 1.3: Coverage and relative width of the estimated confidence intervals:
The table summarizes the results for R = 20. The coverage is computed as average
over the regressor support. The widths are computed relative to the simulated widths,
averaged over the regressor support. The coverage is too high and the confidence
intervals are too large for small sample sizes. For larger sample sizes, we find under-
coverage of around 10% and, correspondingly, confidence intervals that are more narrow
than the simulated confidence intervals. These findings do not change with the number
of hidden nodes.

1.C Package version numbers

Find below the list of packages used and the version numbers under which the codes
were implemented.

• Anaconda 1.9.12

• Python 3.8.5

• Spyder 4.2.3

• IPython 7.21.0

• Keras 2.4.3

• Tensorflow 2.3.0

• Numpy 1.19.2

• Scipy 1.6.1

• Statsmodels 0.12.2

• Matplotlib 3.3.4
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Chapter 2

Nonlinear Dynamic Factor Modeling
and Estimation via Autoencoding
Neural Networks

Abstract

If the dynamics in a panel of many co-moving variables is assumed to depend
mainly on the dynamics of few lower-dimensional latent factors, dynamic factor
models are a common choice to estimate the dynamics in the observed series.
The commonly applied dynamic factor models assume a linear relationship be-
tween latent factors and observed series. If the dependence is more complex,
linear methods cannot identify the low-dimensional representation. We propose
a nonlinear dynamic factor model that allows for a nonlinear dependence of the
observed series on the latent factors. An estimation framework is presented that
estimates the factors via an autoencoding multilayer perceptron. No specific dis-
tributional assumptions on the factor and idiosyncratic noise innovations have to
be made. A scree plot analogon is proposed to identify the number of factors. A
simulation study shows that the proposed nonlinear dynamic factor model is able
to identify the number of underlying factors, while linear dynamic factor models
cannot. The results show that the nonlinear model outperforms the linear dy-
namic factor models for data generating processes with substantial nonlinearity
in the mapping from factors to series, a small number of factors compared to the
number of observed series, and a high signal-noise ratio.

Keywords: Autoencoder, deep learning, forecasting, nonlinear modeling, dynamic
factor models.
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2.1 Introduction

In various fields such as macroeconomics and finance, we observe time series data with
a large number of correlated variables that move together over time, while the time
dimension of the panel is relatively small. Assuming that every variable can have an
effect on every other variable leads to a high model complexity and makes the estima-
tion of the dynamics in such panel data sets difficult.
Dynamic factor models (Geweke, 1977; Chamberlain and Rothschild, 1983; Stock and
Watson, 2011) are a popular approach to reduce the model complexity. The under-
lying idea is that relatively few latent factors drive the main dynamics in the high-
dimensional system. Following this rationale, the estimation of the dynamics in the
observed series requires (1) the identification of the mapping between underlying fac-
tors and observed series and (2) the estimation of the dynamics in the low-dimensional
factors. One assumption of the commonly applied dynamic factor models is that the
dependence of the series on the underlying low-dimensional factors is linear. This allows
for an estimation of the latent factors using linear dimension reduction techniques such
as principal component analysis (PCA) (Pearson, 1901; Abdi and Williams, 2010).
If the dependence of the series on the underlying factors is nonlinear, the linear di-
mension reduction techniques and dynamic factor models are sub-optimal and cannot
identify the low-dimensional representation. Examples for such nonlinearities are in-
teractions between factors, truncations, damped responses of series and comparable
transformations. Kock, Teräsvirta, et al. (2011) point out that the data generating
processes of many time series such as meteorological processes, animals behavior, or
chemical reactions, are considered nonlinear in the dependence on lagged values. This
is most likely also true for the dependence on latent factors in the respective processes.
An early approach to estimate a potentially nonlinear dependence of observed series on
factors is presented in Bai and Ng (2008). The factors are constructed via PCA from an
extended panel containing the observed series, the squared series and the interactions
between the series. While this approach allows for more complex mappings between
factors and series, the introduced nonlinearity is generally insufficient to identify the
underlying factors that drive the dynamics.
In this paper, we introduce a model that generalizes common dynamic factor models
by allowing for a nonlinear dependence of observed series on the underlying factors.
To estimate the nonlinear components of the model, we employ multilayer perceptron
neural networks. Resulting from the increasing amount of large datasets and the im-
proved computational power of CPUs and GPUs, the demand for models that can
estimate nonlinear, previously unknown dependencies has strongly increased over the
last decades. Artificial neural networks (see Goodfellow, Bengio, and Courville (2016)
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for a comprehensive introduction) have proven to be a powerful framework for nonlin-
ear function approximation in many fields. Outstanding prediction performances could
be achieved in multi-object image classification on the ImageNet (Russakovsky et al.,
2015) data by He et al. (2015) and conversational speech recognition on the NIST 2000
data by Xiong et al. (2016). Ahmed et al. (2010) show in a comprehensive study that
artificial neural networks often outperform not only linear models, but also competing
machine learning frameworks in forecasting of time series. Economic applications can,
inter alia, be found in the field of finance. An application to empirical asset pricing is
presented in Gu, Kelly, and Xiu (2020).
To estimate the low-dimensional factors, we use an autoencoder (Kramer, 1991; Wit-
ten et al., 2016, Chapter 10.4), a multilayer perceptron neural network with bottleneck
layer. Autoencoders have become a popular nonlinear tool for signal denoising and
dimension reduction. Hinton and Salakhutdinov (2006) demonstrate the usefulness of
dimensionality reduction via autoencoders for image and text data, for which linear
methods like principal component analysis fail. An application of autoencoding neural
networks to the identification of gene programs can be found in Svensson et al. (2020).
Meng et al. (2017) show on multiple benchmark datasets the usefulness of autoencoders
in extracting low-dimensional features that help in classification tasks. In an applica-
tion to empirical asset pricing, Gu, Kelly, and Xiu (2021) combine the factors obtained
from an autoencoder with transformations of stock specific characteristics to explain
the individual stocks’ returns. In this paper, we use the outputs from the bottleneck
layer as low-dimensional representation of the data, i.e. as factors. This approach
allows for the direct estimation of the factors from the series via the encoding part
and the estimation of the mapping from factors to series via the decoding part of the
autoencoder.
Related literature includes the work of Umbach (2021) and Andreini, Izzo, and Ricco
(2020). Umbach (2021) introduces a nonlinear version of exact static factor models
with static idiosyncratic noise, assuming normality of the idiosyncratic noise. The es-
timation is based on maximum likelihood via an expectation maximization algorithm.
While the identification of the factors is based on an autoencoder, allowing to identify
an underlying nonlinear representation, forecasts are constructed as linear functions
of the identified factors. Andreini, Izzo, and Ricco (2020) allow for dynamics in the
factors and noise and propose a maximum likelihood estimation strategy based on nor-
mality of the factor and idiosyncratic noise innovations. The model in this paper is
similar to the model of Andreini, Izzo, and Ricco (2020), but does not rely on spe-
cific assumptions on the factor and idiosyncratic noise innovations. The estimation
approach is semiparametric in the sense that no distributional assumptions are made.
Moreover, we contribute a scree plot analogon to identify the number of underlying
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factors and a way to construct bias-corrected forecasts, which becomes necessary due
to the nonlinear dependence of the forecast of the series on the forecast of the factors.
Section 2.2 reviews linear dynamic factor models and introduces the notation for the
autoencoder. Section 2.3 provides the model setup for the nonlinear dynamic factor
model. Section 2.4 discusses the estimation of the model via an autoencoder multilayer
perceptron, provides a heuristic for choosing the number of factors and discusses the
construction of optimal forecasts based on the estimated model. Section 2.5 provides
a simulation study. We demonstrate that the estimation framework can identify the
properties of the nonlinear dynamic factor model used for simulating the observed series
and show for which properties of the data generating process the proposed nonlinear
dynamic factor model, linear dynamic factor models, multilayer perceptron neural net-
works or vector autoregressive models perform best. Section 2.6 concludes the paper.

2.2 Framework

We consider the analysis of multiple time series. An introduction to the linear mod-
eling of multiple time series can be found in Lütkepohl (2005). Consider covariance
stationary time series Xi,t, i = 1, ..., k, t = 1, ..., T . The vector of observed series at
time t is denoted by Xt ∈ Rk×1. By the Wold representation theorem (Wold, 1938),
such time series can be decomposed into a deterministic part and a stochastic moving
average part,

Xt = ηt +
∞∑
j=0

Bjut−j, (2.1)

where Bj ∈ Rk×k, B0 = Ik,
∑∞

j=0 ||Bj||2 < ∞ and the innovations ut are white noise.
ηt denotes the deterministic part. In the following, let Xt be a purely stochastic, zero-
mean, covariance stationary time series. Then there exists a stable vector autoregressive
(VAR) process with the V AR(∞) representation

Xt =
∞∑
j=1

AjXt−j + ut, (2.2)

where Aj ∈ Rk×k. This V AR(∞) representation allows to approximate the dynamics
in Xt arbitrarily well with a V AR(p) process, where p denotes the number of lags.
This result shows that every covariance stationary process can be approximated ar-
bitrarily well by a linear VAR process. However, the number of parameters in the
matrices Aj grows quadratically in the number of time series k, making an estimation
in the case of many time series difficult. Nonlinear approaches and dimension reduc-
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tion techniques aim at reducing the complexity to limit the estimation noise, while
trying to maintain the ability to approximate the process as well as possible. I.e., the
various approaches search for an optimal trade-off between approximation ability and
estimation noise.

2.2.1 Linear dynamic factor models

The goal of linear dynamic factor models (DFM), first proposed in Geweke (1977), is to
reduce the complexity of the dynamics by identifying a low-dimensional representation
of the data, called latent factors, that drive the main dynamics in the observed series.
Given that such a low-dimensional representation exists, it is sufficient to estimate the
dynamics in the low-dimensional system, which reduces the estimation noise compared
to linearly estimating the dynamics of the observed series directly.
Stock and Watson (2011) provide a comprehensive review of the literature on dynamic
factor models. There exist various model specification that differ in the amount of
flexibility they allow for. Denote again the time series of observed series by Xi,t,
i = 1, ..., k, t = 1, ..., T , where k denotes the number of series and T the number of
temporal observations of the series. Xt ∈ Rk×1 denotes again the vector of series at
time t. The low-dimensional factors are denoted by fj,t, j = 1, ..., r, t = 1, ..., T , where
r denotes the number of factors. ft ∈ Rr×1 denotes the vector of latent factors at time
t. We usually assume that the number of the factors is much larger than the number
of series, r << k. We consider exact dynamic factor models with the data generating
process

Xt = λ(L)ft + εt (2.3)

ft = ψ(L)ft−1 + ξt (2.4)

εt = φ(L)εt−1 + ut, (2.5)

where λ(L), ψ(L) and φ(L) are k × r, r × r and k × k lag polynomial matrices,
respectively. L denotes the lag operator. We assume that the data generating process
satisfies the following assumptions.

Assumption 1.1: λ(L) has a finite lag order.
Assumption 1.2: ξt and ut are independent multivariate white noise processes with
finite second moments.
Assumption 1.3: ψ(L) and φ(L) imply stable vector autoregressive processes. φ(L)

is diagonal.

Assumption 1.2 implies E[ui,s uj,t] = 0 ∀ s, t, i 6= j. This assumption of exact DFMs
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guarantees that all mutual co-movement of the series stems from the dynamics of the
common factors, not from correlations in the idiosyncratic noise.
The DFM given in (2.3)-(2.5) can be rewritten in state space and VAR representations.
By Assumption 1.1, Xt depends on a finite number of lagged factors. Let the vector
containing these (lagged) factors be given by Ft = (f ′t , f

′
t−1, ...)

′. We can write the
DFM in the state space representation

Xt = ΛFt + εt (2.6)

Ft = Ψ(L)Ft−1 + Ξt, (2.7)

εt = φ(L)εt−1 + ut, (2.8)

where Ψ(L) and Ξ = (ξ′t, 0, ..., 0)′ are chosen such that (2.4) and (2.7) are equivalent,

Ψ(L) =



ψ(L) 0 · · · 0 0

Ir 0 · · · 0 0

0 Ir · · · 0 0
...

... . . . ...
...

0 0 · · · Ir 0


, Ξt =


ξt

0
...
0

 . (2.9)

In this state space representation, Xt is the output variable, while Ft and εt are the state
variables. Given the model components are estimated, forecasts can be constructed by
forecasting factors and idiosyncratic noise via the state equations and plugging the
forecasts into the output equation.
As discussed in Stock and Watson (2005), it can also be useful to represent the DFM
in VAR representation, which provides an expression for the dependence of the future
series on past factors and series. We solve (2.3) for εt and plug the expression into
(2.5). Solving for Xt yields

Xt = λ(L)(1− φ(L)L)ft + φ(L)Xt−1 + ut. (2.10)

Defining λ̃(L) := λ(L)(1− φ(L)L), we obtain

Xt = λ̃(L)ft + φ(L)Xt−1 + ut. (2.11)

To further simplify the expression, we make the following technical assumption.

Assumption 1.4: φ(L) has a finite lag order.

Assumptions 1.1 and 1.4 imply a finite lag order for λ̃(L). Let F̃ = (f ′t , f
′
t−1, ...)

′ be
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the vector containing the (lagged) factors on which Xt depends via λ̃(L). It follows

Xt = Λ̃F̃t + φ(L)Xt−1 + ut, (2.12)

F̃t = Ψ̃(L)F̃t−1 + Ξ̃t, (2.13)

where Ψ̃ and Ξ̃ are defined equivalently to (2.9). Rewriting yields the VAR represen-
tation (

Xt

F̃t

)
=

(
φ(L) Λ̃Ψ̃(L)

0 Ψ̃(L)

)(
Xt−1

F̃t−1

)
+

(
ut + Λ̃Ξ̃t

Ξ̃t

)
. (2.14)

This VAR representation of the DFM decomposes the dynamics of the series into the
contributions of lagged own values and lagged factors.

2.2.2 Neural network and autoencoder notation

Autoencoders belong to the multilayer perceptron (MLP) class of neural networks (see
Goodfellow, Bengio, and Courville, 2016). MLPs are structured in multiple consecutive
layers with a given number of neurons per layer. Information is passed from layer to
layer without feedback loops, as they exist e.g. in recurrent neural networks. Let
ΩX ⊂ Rk and ΩY ⊂ Rk′ be compact sets. The goal is to approximate a continuous
function

f : ΩX → ΩY , X 7→ f(X) (2.15)

via an MLP, using T noisy observations {Xt, Yt}Tt=1 ⊂ (ΩX ,ΩY ). Denote the depth,
i.e. the number of layers of the neural network, by d and the width of layer l, i.e.
the number of neurons in the respective layer, by wl. We denote the inputs of layer
l by slt ∈ Rwl×1 and the activated outputs by zlt ∈ Rwl×1. The information is forward
propagated from layer to layer via weight matrices W l ∈ Rwl+1×wl and bias vectors
bl ∈ Rwl+1×1,

sl+1
t = W lzlt + bl, (2.16)

for l = 1, ..., d − 1. The output zlt of a layer is obtained from the input slt via an
activation function σl : Rwl×1 → Rwl×1,

zlt = σl(slt), (2.17)
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Figure 2.1: Structure of the multilayer perceptron: The information propagates
from layer to layer and via weight matricesW l and bias vectors bl. Activation functions
are applied in each layer to obtain the output vectors zlt from the input vectors slt. We
identify z1

t = Xt and zdt = f̂(Xt; θ).

for l = 2, ..., d. Let Θ ⊂ RP be a compact, convex subset in parameter space, where

P =
d∑
l=1

wlwl+1 + wl+1 (2.18)

denotes the total number of parameters in the weight matrices and bias vectors. The
output of the first layer of the MLP is defined to be the regressor vector, while the
output of the last layer is the estimate of f(Xt),

z1
t = Xt (2.19)

zdt = f̂(Xt; θ), (2.20)

where θ ∈ Θ is the parameter vector. The propagation of information through the
MLP is schematically depicted in Figure 2.1.
Cybenko (1989), Hornik, Stinchcombe, and White (1990), and Hornik (1991) show
that MLPs can approximate any continuous function on a compact set arbitrarily well.
The parameter vector θ is estimated via minimizing an empirical risk function. The
parameter estimator θ̂ is given by

θ̂ = argmin
θ∈Θ

RT (θ), RT (θ) =
1

T

T∑
t=1

L
(
Yt, f̂(Xt; θ)

)
, (2.21)
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Figure 2.2: Schematic representation of an autoencoder: An autoencoder is a
mulitlayer perceptron, for which input and target are the same, Xt = Yt. A bottleneck
structure forces the network to find a low-dimensional representation of Xt. The out-
puts of the bottleneck layer are denoted as the estimated factors F̂t. The mapping from
input to factors is called encoder and the mapping from factors to output decoder.

where L denotes a non-negative, problem specific loss function. For autoencoders, we
consider the quadratic loss function.
An autoencoder, first proposed in Kramer (1991), is an MLP with a bottleneck struc-
ture that uses the input vector Xt also as target vector Yt = Xt, such that the MLP
is trained to approximate an identity mapping. Introductions to autoencoders can be
found in chapter 10.4 of Witten et al. (2016) and chapter 14 of Goodfellow, Bengio,
and Courville (2016). Let the layer bn be the bottleneck layer and denote the number
of neurons in that layer by r = wbn. Due to the bottleneck structure, the MLP is forced
to find the r-dimensional representation of the observed k-dimensional input data that
is able to explain most of the variation in Xt. We interpret this low-dimensional repre-
sentation as factor vector F̂t = zbnt ∈ Rr×1. The part of the MLP that transforms the
observed series Xt = z1

t to the latent factors F̂t = zbnt is called encoder and the part
of the MLP that transforms the latent factors F̂t = zbnt to the reconstructed observed
series f̂(Xt; θ) = zdt is called decoder. We define

f̂enc : Rk×1 → Rr×1, f̂enc(Xt; θ) = zbnt = F̂t, (2.22)

f̂dec : Rr×1 → Rk×1, f̂dec(F̂t; θ) = zdt = f̂(Xt; θ). (2.23)

Figure 2.2 depicts the structure and notation of the autoencoder as discussed above.
The estimator θ̂ for the parameter vector minimizes
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RT (θ) =
1

T

T∑
t=1

∣∣∣∣∣∣Xt − f̂(Xt; θ)
∣∣∣∣∣∣2 . (2.24)

Equivalently to linear principal component analysis, the aim of autoencoders is to
find the low-dimensional representation of the data that explains most of its variation.
In fact, estimating an autoencoder with three layers and linear activation functions is
identical to estimating the principal components, as shown e.g. in Vincent et al. (2010).
However, nonlinear activations and hidden layers allow the autoencoder to find the low-
dimensional factor representation also when the dependence of the observed series on
the latent factors is nonlinear.
Note that the latent factors estimated by an autoencoder are not uniquely identified.
Equivalent to the identification up to a rotation in Rr for linear factors, the low-
dimensional representation obtained via an autoencoder is identified up to a bijective
transformation in Rr.

2.3 A nonlinear dynamic factor model

To allow for a nonlinear dependence of the observed series on the underlying factors, we
generalize Equation (2.3) of the exact DFM specification introduced in Section 2.2.1.
The data generating process of the nonlinear dynamic factor model is given by

Xt = f(L, ft) + εt (2.25)

ft = ψ(L)ft−1 + ξt (2.26)

εt = φ(L)εt−1 + ut, (2.27)

where f(L, ft) = f(ft, ft−1, ...) is a function that depends on lagged values of the
dynamic factors ft. Besides replacing the lag polynomial loading matrix by a nonlinear
counterpart, we maintain the model structure of (2.3)-(2.5). We make the following
assumptions on the stochastic processes.

Assumption 2.1: Xt has zero mean and finite second moments. f(L, .) takes only a
finite number of lagged values of ft as inputs.
Assumption 2.2: ξt and ut are independent multivariate white noise processes with
finite second moments.
Assumption 2.3: ψ(L) and φ(L) imply stable VAR processes and have a finite lag
order. The lag polynomial matrix φ(L) is diagonal.

As ft is low-dimensional and the idiosyncratic noise εt is uncorrelated across series, the
estimation of their dynamics based on a linear VAR representation, which exists by the
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Wold theorem, is feasible. The strong assumption that the VAR representation has a
finite lag order could be relaxed to the existence of a stable V AR(∞) representation.
The estimation strategy presented in Section 2.4.1, however, would still approximate
the dynamics by a VAR with finite lag order. Note that Assumption 2.1 implies
additional restrictions on the higher moments of ξt, depending on the functional form of
f(L, .). If, e.g., f(L, .) outputs a squared factor fj,t, j ∈ {1, ..., r}, then Assumption 2.1
requires that ξj,t has finite fourth moments to guarantee finite second moments of Xt.
Assumptions 2.2 and 2.3 imply that the factors and idiosyncratic noise are covariance
stationary. Together with Assumption 2.1, this implies covariance stationarity for the
observed series.
We follow the steps in Stock andWatson (2011) and Stock andWatson (2005) to rewrite
the model in state space and VAR representation, as explained for the DFM in Section
2.2.1. Stacking the lagged factors, Ft = (f ′t , f

′
t−1, ...)

′, we can rewrite (2.25)-(2.27) in
state space representation,

Xt = f(Ft) + εt (2.28)

Ft = Ψ(L)Ft−1 + Ξt (2.29)

εt = φ(L)εt−1 + ut, (2.30)

where Ψ(L) and Ξ are chosen such that (2.26) and (2.29) are equivalent,

Ψ(L) =



ψ(L) 0 · · · 0 0

Ir 0 · · · 0 0

0 Ir · · · 0 0
...

... . . . ...
...

0 0 · · · Ir 0


, Ξt =


ξt

0
...
0

 . (2.31)

We identify f(L, ft) = f(ft, ft−1, ...) = f(Ft) for simplicity of the notation. Note that
the lag length of the VAR process representing the dynamics of Ft might be lower
than the lag length in the VAR process representing the dynamics of ft, as Ft includes
already lagged values of ft. Denote the lag order of f(L, .) by lags1 and the lag order
of ψ(L) by lags2. If lags1 > lags2, then Ft follows a VAR(1) process. We denote the
lag order of Ψ(L) for the factor dynamics by lagsfd and the lag order of φ(L) for the
idiosyncratic noise by lagsid.
Note that the linear representation of the idiosyncratic noise dynamics allows us to
write the model in a representation that is equivalent to the VAR representation of
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linear DFMs. We follow steps (2.10)-(2.11) and obtain

Xt = f(L, ft)− φ(L)f(L, ft−1) + φ(L)Xt−1 + ut. (2.32)

We define f̃(L, ft) = f(L, ft)− φ(L)f(L, ft−1) and obtain the representation

Xt = f̃(L, ft) + φ(L)Xt−1 + ut (2.33)

ft = ψ(L)ft−1 + ξt. (2.34)

Defining a vector of stacked factor F̃t = (f ′t , f
′
t−1, ...)

′ corresponding to f̃(L, .), we obtain
the analogon to the VAR representation in (2.14),

Xt = f̃(F̃t) + φ(L)Xt−1 + ut (2.35)

F̃t = Ψ̃(L)F̃t−1 + Ξ̃t, (2.36)

where we identify f̃(Ft) = f̃(L, ft). The lagged polynomial matrices Ψ̃(L) and Ξ̃ are
given by expressions equivalent to (2.31).
The model presented in this section generalizes exact dynamic factor models by allowing
for a nonlinear dependence of observed series on factors. Restrictive assumptions are
the existence of finite order VAR representations for the factors and idiosyncratic noise,
as well as the absence of correlation of the idiosyncratic noise across series. However,
if a data generating process does not satisfy these conditions, the presented model can
be seen as an approximation.

2.4 Estimation and forecasting

2.4.1 Estimation of the model components

The estimation of the nonlinear dynamic factor model (nDFM) proposed in Section
2.3 requires inter alia the estimation of nonlinear mappings from series to factors and
factors to series. We present an estimation approach based on training an autoencoder.
Consider the estimation of the nDFM in the absence of idiosyncratic noise dynamics,
i.e. assuming φ(L) = 0. It follows εt = ut and f̃(.) = f(.). Consequently, the state
space and VAR representations of the model are the same,

Xt = f(Ft) + ut (2.37)

Ft = Ψ(L)Ft−1 + Ξt. (2.38)
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Denote the ex-ante chosen number of factors by r1 and the number of lags in the factor
dynamics by lagsfd. In this simplified setup, the model can be estimated using the
following two-step approach:

1. Estimate Ft and f(.) using an autoencoder with Xt as input and target and r1

neurons in the bottleneck layer.

2. Estimate the factor dynamics using an MLP with lagged estimated factors
F̂t−1, ..., F̂t−lagsfd as inputs and F̂t as target.

The estimate of f(.) from (2.37) is given by the decoding part of the autoencoder,
f̂dec(.; θ̂). The estimates of the factors are obtained via the encoder part as F̂t =

f̂enc(Xt; θ̂).
In linear factor models that use principle component analysis to estimate the factors,
the estimated factors are identified up to a rotation in Rr1 . As discussed in Section
2.2.2, however, the factors estimated via an autoencoder are only identified up to a
bijective transformation in Rr1 . While a rotation of the factors does not change the
complexity of the VAR representation for the factor dynamics, this does not hold for
a general bijective transformation. Even if the actual factor dynamics have a simple
linear structure, the dynamics of the factors identified via the autoencoder might be
more complex, which would lead to a more complex VAR model to approximate the
process. Therefore, we suggest to estimate the factor dynamics via an MLP instead of
a VAR model. I.e., we write the dynamics in the identified factors F̂t in the form

F̂t = fF (L, F̂t−1) + ηt, (2.39)

where fF (L, F̂t−1) = fF (F̂t−1, F̂t−2, ...) is estimated via an MLP. We denote the esti-
mate of fF (L, .) by f̂F (L, .; θ̂F ), where θ̂F is the estimator for the parameter vector of
the MLP.
Consider now the full model with dynamic idiosyncratic noise. We propose two estima-
tion strategies of the nDFM, one for the state space representation from (2.28)-(2.30)
and one for the VAR representation from (2.35)-(2.36). First, consider the estimation
of the state space representation. Denote the ex-ante chosen number of factors by r1,
the number of lags in the factor dynamics by lagsfd and the number of lags in the id-
iosyncratic dynamics by lagsid. Following the suggestions of Stock and Watson (2002)
and Stock and Watson (2011) for linear DFMs, we propose the following three-step
estimation approach:

1. Obtain estimates F̂t = f̂enc(Xt; θ̂) and f̂dec(.; θ) of the latent factors Ft and the
mapping from factors to observed series f(.) using an autoencoder with Xt as
input, Xt as output and r1 neurons in the bottleneck layer.
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2. Use an MLP to obtain an estimate f̂F (L, .; θ̂F ) of the function fF (L, .) that de-
scribes the dynamics in the estimated factors, F̂t = fF (L, F̂t−1) + ηt. Inputs are
the lagged estimated factors F̂t−1, ..., F̂t−lagsfd and target is F̂t.

3. Compute the residuals et = Xt − f̂dec(F̂t; θ̂). Obtain an estimate φ̂(L) of φ(L)

via linear regressions of ei,t on the lagged values ei,t−1, ..., ei,t−lagsid for every series
i = 1, ..., k.

This estimation approach requires only one estimation of the autoencoder and one
estimation of the MLP for the factor dynamics.
To estimate the VAR representation of the nDFM, we propose an iterative estimation
strategy, following the suggestion of Stock and Watson (2005) for linear DFMs in VAR
representation. Denote again the ex-ante chosen number of factors by r1, the factor lag
order again by lagsfd and the idiosyncratic lag order again by lagsid. The procedure
is as follows:

1. Obtain estimates ˆ̃Ft = ˆ̃fenc(Xt;
ˆ̃θ) and ˆ̃fdec(.; θ̃) of the latent factors F̃t and the

mapping from factors to series f̃(.) using an autoencoder with Xt as input and
output and r1 neurons in the bottleneck layer.

2. Obtain an estimate φ̂(L) of the lag-polynomial matrix φ(L) via estimating auto-
gregressive (AR) models for each series Xi,t, i = 1, ..., k, i.e. regressing the i-th
element of Xt − ˆ̃fdec(

ˆ̃Ft;
ˆ̃θ) on lagged values Xi,t−1, ..., Xi,t−lagsid .

3. Re-estimate F̃t and f̃(.) using an autoencoder with Xt − φ̂(L)Xt−1 as input and
output, and r1 neurons in the bottleneck layer. Use the weights from the previous
estimation of the autoencoder as initialization.

4. Iterate 2. and 3. until convergence.

5. Use an MLP to obtain an estimate ˆ̃fF (L, .; ˆ̃θF ) of the function f̃F (L, .) that de-
scribes the dynamics in the estimated factors, ˆ̃Ft = f̃F (L, ˆ̃Ft−1) + ηt. Inputs are
the lagged estimated factors ˆ̃Ft−1, ...,

ˆ̃Ft−lagsfd and target is ˆ̃Ft.

Note that this estimation strategy has a higher computational cost than the estimation
of the state space representation of the nDFM. Firstly, we have to estimate the autoen-
coder multiple times. Secondly, we have to expect a higher number of latent factors
than in the first estimation strategy, which results from the construction of f̃(L, .),
given in (2.32). We therefore recommend the estimation approach via the state space
representation, if not explicitly interested in the VAR representation.
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2.4.2 Choosing the number of factors

Stock and Watson (2011) discuss various ways of choosing the number of factors for
DFMs estimated via principle component analysis. A heuristic approach is the elbow
rule derived from a visual inspection of a scree plot, discussed in Cattell (1966). In
a scree plot, the eigenvalues are plotted in descending order. If the plot identifies a
number r of eigenvalues with substantial size, whereas the remaining eigenvalues are
very small, then r should be a good estimate of the number of factors. The underlying
assumption for this heuristic is a high signal-noise ratio and the existence of an under-
lying low-dimensional representation.
We propose a heuristic that is derived from this elbow rule. Denote the trace of the
sample mean squared error (MSE) between the observed series and the reconstructed
series after projection on the low-dimensional subspace and back as empirical recon-
struction MSE. The empirical reconstruction MSE from principal component analysis
is equal to the sum of eigenvalues that are omitted for the construction of the lower
dimensional representation. Denote the reconstructed vector of the observed series Xt

by X̂t. Suppose the eigenvectors corresponding to the r largest eigenvalues were used
to construct the low-dimensional representation. Then it holds

1

T

T∑
t=1

(
Xt − X̂t

)′ (
Xt − X̂t

)
=

k∑
i=r+1

λi, (2.40)

where λi, i = 1, ..., k, are the eigenvalues of 1
T

∑T
t=1XtX

′
t in descending order. The

derivation is deferred to Appendix 2.A. In turn, we can identify the eigenvalues in
the scree plot with the reduction in the empirical reconstruction MSE that results
from including an additional dimension. In turn, we can construct an analogon to the
eigenvalues based on the trace of the empirical reconstruction MSE of the autoencoder.
Based on these considerations, we propose to plot the reduction in the trace of the
reconstruction MSE, resulting from adding an additional factor (increasing r by 1),
against the number of factors. Then the elbow rule can be applied to this “∆-MSE”
plot.
Note that this heuristic is meant for visual diagnostics and is to some degree, as the
scree plot, subjective. An obvious alternative method to choose the number of factors
is cross-validation.

2.4.3 One-step ahead forecasting

The construction of one-step ahead forecasts is subject to the estimated representation
of the nDFM. We consider forecasts from the three representations discussed in Section
2.4.1.
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Firstly, consider the construction of forecasts based on the estimated model without
dynamics in the idiosyncratic noise. We want to estimate

E [XT+1 |FT ] = E [f(FT+1) |FT ] + E [uT+1 |FT ] , (2.41)

where FT denotes the information available up to period T . The idiosyncratic noise
has zero expectation, so the expectation of future realizations is zero. The function f(.)

is estimated by f̂dec(.; θ̂) and an estimate for the factors FT+1 is given by f̂F (L, F̂T ; θ̂F ).
Denote the factor residuals from regression (2.39) of F̂t on lagged values via an MLP by
η̂t. Given that the number of lags used in the regression is lagsfd, there are T − lagsfd
observations of η̂ available at period T . As there are not enough lagged observations
for the first lagsfd estimated factors F̂1, ..., F̂lagsfd they cannot be used as target, such
that there are no residuals available. Note further that f̂enc is a nonlinear function,
thus plugging-in the point estimate F̂T+1 results in a bias, as the expected value of a
nonlinear function of a random variable differs from the value of the nonlinear function
evaluated at the expected value of the random variable. We suggest using a nonpara-
metric quasi-simulation approach as presented in Duan (1983). To obtain an unbiased
estimate of the expected value of a nonlinear function of the forecast from a linear
regression, the author suggests to disturb the point forecast from the linear regression
by the residuals of the linear regression and then to average the function evaluations
at the disturbed forecasts. In this case, we use the residuals of the factor dynamics
η̂j = ˆ̃Fj − ˆ̃fF

(
L, ˆ̃Fj−1; ˆ̃θF

)
, j = lagsfd + 1, ..., T to disturb the point forecast of the

factors Ft+1. By taking the average over the function evaluations at the disturbed
point forecasts, we obtain a bias-corrected forecast of f(FT+1). Based on the estimated
model, we construct the one-step ahead forecasts

Ê[XT+1|FT ] =
1

T − lagsfd

T∑
j=lagsfd+1

f̂dec

(
f̂F

(
L, F̂T ; θ̂F

)
+ η̂j; θ̂

)
. (2.42)

By taking the average over the function f̂dec for each available residual η̂t, the distri-
bution of ηt is taken into account. Moreover, using the residuals avoids the necessity
to estimate the distribution of the factor innovations or to assume some distribution.
Note that this bias correction is not necessary for linear DFMs, as the expectation is
a linear operator and thus commutes with a linear factor loading matrix.
Consider now the construction one-step ahead forecasts based on the state space repre-
sentation of the nDFM with idiosyncratic noise dynamics. The one-step ahead forecast
estimates

E [XT+1 |FT ] = E [f(FT+1) |FT ] + E [εT+1 |FT ] . (2.43)
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The components of the idiosyncratic noise follow AR processes, estimated by the di-
agonal log-polynomial matrix φ̂(L). The idiosyncratic noise εt is estimated by the
residuals ε̂t = Xt − f̂dec(F̂t; θ̂). The factor dynamics are estimated as in the case
without dynamics in the idiosyncratic noise. We construct the one-step ahead forecast

Ê[XT+1|FT ] =
1

T − lagsfd

T∑
j=lagsfd+1

f̂dec

(
f̂F

(
L, F̂T ; θ̂F

)
+ η̂j; θ̂

)
+ φ̂(L)ε̂T , (2.44)

where η̂j, j = lagsfd + 1, ..., T are again the residuals from the estimation of the factor
dynamics.
Finally, consider one-step ahead forecasts for the VAR representation of the nDFM.
The one-step ahead forecast estimates

E[XT+1|FT ] = E[f̃(F̃T+1)|FT ] + E[φ(L)XT |FT ] + E[uT+1|FT ]. (2.45)

The idiosyncratic noise innovations ut have zero expectation, XT and lags are ob-
served at time T and F̃T+1 can be estimated using ˆ̃fF and the estimated factors
ˆ̃FT , ...,

ˆ̃FT−lagsfd+1. Estimates of f̃ and φ(L) are given by ˆ̃fdec and φ̂(L). The one-
step ahead forecast is

Ê[XT+1|FT ] =
1

T − lagsfd

T∑
j=lagsfd+1

ˆ̃fdec

(
ˆ̃fF

(
L, ˆ̃FT ; ˆ̃θF

)
+ ˆ̃ηj;

ˆ̃θ
)

+ φ̂(L)XT , (2.46)

where ˆ̃ηj, j = lagsfd + 1, ..., T are the residuals from the estimation of the factor
dynamics, i.e. the nonlinear regression of ˆ̃Ft on lagged values via an MLP.

2.4.4 Multi-step ahead forecasting

Multi-step ahead forecasts can be either constructed directly or iteratively. Direct 2-
step ahead forecasts can be obtained via regressing Xi,T+2 on ε̂i,T , F̂T and their lagged
values for every series i = 1, ..., k, e.g. using multilayer perceptrons. In this section, we
consider the construction using an iterated approach. We discuss the construction for
the state space representation of the nDFM. However, the results translate directly to
the VAR representation.
An iterated 2-step ahead forecast at time T requires first the forecasting of F̂T+2. As
f̂F is nonlinear, we suggest to apply the bias correction via the factor residuals η̂j also
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to the forecast of the factors,

F̂T+2 =
1

T − lagsfd

t∑
j=lagsfd+1

f̂F

(
F̂T+1 + η̂j, F̂T , ..., F̂T−lagsfd+2; θ̂

)
. (2.47)

F̂T+1 is estimated via f̂F . The factors F̂T , ..., F̂lagsfd+2 are obtained via the estimated
encoder and do not have to be disturbed by noise. As φ(L) and its estimate φ̂(L)

are linear, no correction is necessary for the idiosyncratic noise dynamics. Finally,
Ê[XT+2|FT ] can be constructed equivalently to Equation (2.44).
The direct approach for the construction of the multi-step ahead forecasts generalizes
directly to arbitrary forecast horizons h > 2. In the iterated approach, the function
f̂F has to be applied iteratively to obtain F̂T+h. To obtain unbiased forecasts of the
factors during the iteration, we suggest to add the factor residuals η̂t to each forecasted
factor used as input for f̂F and to take the average.

2.5 Simulation study

The simulation study aims at demonstrating that the nonlinear dynamic factor model
introduced in Section 2.3 is able to identify the number of factors and structure of
the dynamics, even if the series depend nonlinearly on the factors. We show under
which conditions this leads to a better forecasting performance of the nonlinear dy-
namic factor model compared to the linear dynamic factor model. Moreover, we test
the robustness of the findings by analyzing the dependence of the models’ performance
on the properties of the data generating process.
The simulations are implemented in the Python scripting language. The implementa-
tion of the neural networks is based on Keras (Chollet et al., 2015) with Tensorflow
backend (Abadi et al., 2015). Packages are managed by the Anaconda distribution
tool, Spyder was used as development environment. The code for the simulation of
data from the nDFM and estimation via an autoencoder is available on GitHub.1 The
codes for the various simulations results and plots presented in the paper are available
upon request.

2.5.1 Simulation design

We simulate from the nonlinear dynamic factor model in state space representation,
given in Equations (2.28)-(2.30). For the idiosyncratic noise dynamics, we simulate
1https://github.com/gerhardfechteler/Nonlinear-Factor-Model
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from the data generating process

ui,t ∼ N

(
0,

1√
snr

)
for i = 1, ..., k, t = 1, ..., T (2.48)

φ
(j)
i =

0.8

lagsid
for i = 1, ..., k, j = 1, ..., lagsid (2.49)

εi,t = ui,t for i = 1, ..., k, t = 1, ..., lagsid (2.50)

εi,t =

lagsid∑
j=1

φ
(j)
i εi,t−j + ui,t for i = 1, ..., k, t = lagsid + 1, ..., T, (2.51)

where k denotes the number of series, T the number of observations, snr > 0 the signal-
noise ratio compared to the factor innovations and lagsid the number of lags in the
idiosyncratic noise dynamics. Note that the autoregressive process for the idiosyncratic
noise is stable by construction. The factors are simulated from the data generating
process

Ξi,t ∼ N(0, 1) for i = 1, ..., k, t = 1, ..., T (2.52)

Ψ
(l)
i,i ∼ U

[
0.45

lagsfd
,

0.95

lagsfd

]
for i = 1, ..., k, l = 1, ..., lagsfd (2.53)

Ψ
(l)
i,j ∼ U

[
−0.25

lagsfd
,

0.25

lagsfd

]
for i, j = 1, ..., k, i 6= j, l = 1, ..., lagsfd (2.54)

Fi,t = Ξi,t for i = 1, ..., k, t = 1, ..., lagsfd (2.55)

Ft =

lagsfd∑
j=1

Ψ(j)Ft−j + Ξt for t = lagsfd + 1, ..., T, (2.56)

where lagsfd denotes the number of lags in the factor dynamics. Moreover, we check
in each step for stability of the vector autoregressive process. Consider the eigenvalues
of the matrix

Ψ =



Ψ(1) Ψ(2) · · · Ψ(lagsfd−1) Ψ(lagsfd)

Ir 0 · · · 0 0

0 Ir · · · 0 0
...

... . . . ...
...

0 0 · · · Ir 0


. (2.57)

The process is stable, if all eigenvalues of Ψ are inside the unit circle. In the simulation,
we consider only matrices Ψ(1), ...,Ψ(lagsfd) for which the largest absolute eigenvalue of
Ψ is below 0.9. Finally, we construct the series from the factors and idiosyncratic noise.
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The function from factors to series is parametrized as follows.

li,j ∼ U{1, r}\{j} for i = 1, ..., k, j = 1, ..., r (2.58)

vi,j, wi,j ∼ U{1, 5} for i = 1, ..., k, j = 1, ..., r (2.59)

ai,j, bi,j ∼ U [−2, 2] for i = 1, ..., k, j = 1, ..., r (2.60)

Xi,t =
r∑
j=1

ai,jT (Fj,t; vi,j, pnonlin) +

pnonlinbi,jT (Fj,tFli,j ,t;wi,j, pnonlin) + εi,t for i = 1, ..., k, t = 1, ..., T, (2.61)

where pnonlin ∈ [0, 1] denotes the degree of nonlinearity. U{n1, n2} with integers n1 < n2

denotes the discrete uniform distribution over the integers n1, n1 + 1, ..., n2 − 1, n2.
U{n1, n3}\{n3} with integers n1 < n2 < n3 denotes the discrete uniform distribution
over the set of integers {n1, n1 + 1, ..., n3 − 1, n3}\{n2}. The function T (.) denotes a
transformation of the factors. It is given by

T (x; ind, p) = (1− p)x+ p



sgn(x) ln(1 + |x|) ind = 1

x− sgn(x) ln(1 + |x|) ind = 2

x+ 0.3 sgn(x)x2 ind = 3

sgn(x) min(1, |x|) ind = 4

sgn(x) (1 + |x|) ind = 5

(2.62)

The 5 transformations are plotted for p = 1 in Figure 2.3. Note that we can write
Xt = ΛFt + εt, Λ ∈ Rk×r, for pnonlin = 0. I.e., given pnonlin = 0, we simulate from a
linear dynamic factor model. For pnonlin > 0, the series depend on transformations of
factors and transformed interaction terms. The nonlinearities considered in the simu-
lation design aim at mimicking realistic nonlinearities. Considering e.g weather data,
it is likely that the interplay of characteristic latent environmental variables determine
the dynamics in the observed series, which motivates the inclusion of interaction terms.
Limitations in the support of series lead to a dampened or even truncated dependence
of the series on latent factors, which is modeled by the transformations with ind = 1

and ind = 4 in (2.62). On the other hand, considering for instance chemical processes,
small changes in the underlying conditions might have little impact due to the stability
of the systems, such that only larger changes in the underlying factors lead to sub-
stantial responses. This behavior is modeled by the transformations with ind = 2 and
ind = 3. Camacho, Perez-Quiros, and Poncela (2018) consider dynamic factor models
that allow for regime switching, which can be interpreted as discontinuities in the map-
ping from factors to series. We allow for such discontinuities via the transformation
with ind = 5.
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Figure 2.3: Transformation functions: To introduce nonlinearity in the mapping
from factors to series, we use 5 transformation functions. The functions model nonlin-
earities such as a steeper slope at zero, a steeper slope far from zero and a discontinuity
at zero.

We simulate a training set of length T and a test set of length 1000. In each simulation,
we use a burn-in period of 100 observations that are discarded, such that the initial-
ization of the factors and idiosyncratic noise does not affect the results. Moreover, we
compute oracle forecasts for the observations in the test set. The oracle knows the
true lag polynomial matrix Ψ(L) defining the factor dynamics, the true lag polynomial
matrix φ(L) defining the idiosyncratic noise dynamics, the observed values of the series
up to time T , and the true factors up to time T . This information is used to construct
an optimal 1-step ahead forecast X̂T+1. Note that the forecast of the series depends
nonlinearly on the forecast of the factors. For this reason, we first compute the forecast
of the factors at time T +1, FT+1. Similarly to Equation (2.42), we then add 100 times
a draw from the true factor innovation distribution N(0, 1). We evaluate the function
f at these 100 distorted factor forecasts and take the average. Finally we add the
forecast of the idiosyncratic noise to obtain the oracle forecast of the series.
Overall, the data generating process has the following adjustable parameters. The
sample size T , the number of series k, the number of factors r, the number of lags
in the factor dynamics lagsfd, the number of lags in the idiosyncratic noise dynamics
lagsid, the signal-noise ratio snr and the degree of nonlinearity pnonlin. Throughout the
simulation study we take the model with lagsfd = 2, lagsid = 1, snr = 2, pnonlin = 0.8,
k = 50, r = 5, T = 1000 as starting point and assess the effect of ceteris paribus
changes in the seven parameters. This approach is visualized in Figure 2.4.
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Figure 2.4: Parameters of the data generating process that are varied during
the simulation study: The data generating process has 7 parameters. The number
of series k is varied between 10 and 190, the lags of the factor dynamics lagsfd and
the lags in the idiosyncratic dynamics lagsid are varied between 1 and 7, the signal-
noise ratio snr is varied between 0.1 and 10, the degree of nonlinearity pnonlin is varied
between 0 and 1, the number of series r is varied between 2 and 18, and the number
of observations T is varied between 150 and 9600.

2.5.2 Technical details on the estimation of the models

We estimate the dynamics in the simulated series and compute 1-step ahead forecasts.
The models under consideration are the nonlinear dynamic factor model proposed in
Section 2.3, the dynamic factor model based on principal component analysis discussed
in Section 2.2.1, the vector autoregressive model, and the multilayer perceptron taking
lagged values of Xt as inputs and Xt as output.
We choose the number of factors in the nDFM and DFM by time series cross-validation.
For the DFM, we use 5-fold cross-validation. For the nDFM, we use the last 100 ob-
servations of the training set as validation set and train only once for each number
of factors under consideration. This approach limits the computational burden. Both
models are re-trained on the whole training set after having identified the best number
of factors via cross-validation.
For the neural network components of the nDFM, we do not tune the architecture,
but use the same number of layers and neurons for all simulation designs. For the
autoencoder, we use d = 5 layers. The number of neurons in the first and last layer are
given by the number of series, w1 = w5 = k, the number of neurons in the third layer
is given by the number of factors w3 = r. In the second and fourth layer, we use 100
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neurons, w2 = w4 = 100. We use tanh activation functions in the hidden layers 2 and
4. In the bottleneck and output layers 3 and 5, we use linear activation functions, to
allow for values beyond the range [−1, 1]. The dynamics in the factors are estimated
via an MLP in the nDFM. We use d = 3 layers. The number of neurons in the input
layer is w1 = r · lagsfd, the number of neurons in the output layer is w3 = r. In the
hidden layer we use w2 = 100 neurons. Tuning the number of neurons in the hidden
layers of autoencoder and time series MLP for the factor dynamics, or adding more
layers, might improve the performance of the nDFM, so the results for the nDFM are
conservative in this sense. The same holds for the time series MLP. We use one hidden
layer with w2 = 100 neurons and do not tune the architecture. Note that the choice
of the hyperparameters has only a slight effect on the performance. The number of
neurons in the hidden layers and number of hidden layers defines the approximation
ability. As soon as this approximation ability is large enough, small changes in the
architecture have hardly any effect on the models’ behavior.
Before estimating the various models, we demean and standardize the series. The
neural networks are trained via the Adam algorithm (Kingma and Ba, 2014) with
common choices of the parameters, i.e. the global learning rate lr = 0.015, the param-
eters β1 = 0.9, β2 = 0.999, controlling momentum, and the tolerance epsilon = 10−8.
We train 2000 epochs with a mini-batch size of 128. Hereby, we allow for early stop-
ping (Montavon, Orr, and Müller, 1998, pp. 55-69) with a patience of 500 epochs, a
validation split of 10%, and restoration of the best weights. The hyperparameters of
the training algorithm are the standard choices to find good local minima. Changes
slightly impact the speed of the algorithm and the precision, but do not have significant
effects on the performance of the models.
The estimation approach based on the state space representation performs slightly
better than the VAR approach, as expected from the discussion in Section 2.3. As
the state space approach is also computationally less costly and allows for a direct
evaluation of the number of factors, we use the state space approach throughout the
simulation study.

2.5.3 Properties of the simulated data and model behavior

To visualize the time series, 100 observations of simulated r-dimensional factors, k-
dimensional idiosyncratic noise and k-dimensional observed series are plotted in Figure
2.14 in Appendix 2.B. We simulate both, factors and idiosyncratic noise as autoregres-
sive processes, so the lag order determines the number of lags that should be significant
in the partial autocorrelation functions. As the nonlinear function from factors to series
implies a more complex dependence on lagged values, the number of significant lags in
the partial autocorrelation functions does not necessarily coincide with the number of
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Figure 2.5: Scree plots for multiple degrees of nonlinearity: The series are
simulated with a true number of r = 5 factors. The first 20 (of k = 50) eigenvalues are
plotted in decreasing order. The variance of the series is standardized to 1/k = 1/50,
such that the eigenvalues add up to 1. For low levels of nonlinearity, we see a kink in
the scree plot that identifies the true number of factors. For large levels of nonlinearity,
the kink is no longer visible. Moreover, the first five eigenvalues decrease in the degree
of nonlinearity. The further eigenvalues increase in the degree of nonlinearity, as there
is more variance left to be explained.

lags in the data generating process. Instead, further lags could account for the non-
linearity, which is theoretically justified by the Wold theorem. Nonlinear equivalents
for the autocorrelation and partial autocorrelation functions can be derived from the
literature on lag order selection for nonlinear time series, as e.g. discussed in Tjøstheim
and Auestad (1994) for nonparametric time series estimation. For the data generat-
ing processes we consider in this paper, however, the number of significant lags in the
partial autocorrelation functions of the observed series still identifies the maximum of
the lag orders in factor and idiosyncratic noise dynamics. This finding is plotted for
lagsfd = 2, lagsid = 1 in Figure 2.15 in Appendix 2.B. The strength of the correlation
between the simulated factors is low to intermediate. The same holds for the series.
Tables 2.1 and 2.2 in Appendix 2.C provide the respective correlation matrices. Note
that the correlation between the series increases in absolute size with the signal-noise
ratio.
We start with demonstrating the impact of the nonlinearity on the scree plot, i.e. on
the properties of the eigenvalues of the matrix 1

T
X ′X, where X ∈ RT×k is the matrix of

observed series. Scree plots for various levels of nonlinearity are plotted in Figure 2.5.
The variation of the data is mainly driven by the variation in the r = 5 factors. If the
series depend linearly on the factors, i.e. given pnonlin = 0, we find the characteristic
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kink, or elbow, in the scree plot that identifies the number of factors. For increasing
nonlinearity, however, the kink is less pronounced. For large degrees of nonlinearity,
we do not observe a kink in the scree plot anymore. Moreover, the first five eigenvalues
decrease with the degree of nonlinearity. This means that less variation in the data
is explained by the first five principal components and, in turn, the identified factors.
An alternative explanation for the smooth decay of eigenvalues often observed in data
is that some factors are weak (Onatski, 2012). Daniele, Pohlmeier, and Zagidullina
(2019) demonstrate in a simulation study the absence of a kink in the Scree plot, given
weak factors. Our results show that this behavior could also result from nonlinearity
in the data generating process and thus complement existing explanation approaches.
As shown in Appendix 2.A, the reconstruction MSE is equivalent to the sum of the
eigenvalues of the corresponding low-dimensional factors. Equivalently, given that the
eigenvalues are arranged in descending order, the eigenvalues are equal to the reduc-
tion of the reconstruction MSE when the respective dimension is added to the low-
dimensional representation. Figure 2.6 compares the scree plot for the linear DFM
and the scree plot analogon, as discussed in Section 2.4.2, for the nDFM. The figure
demonstrates that the autoencoder is able to identify the low-dimensional represen-
tation, even if the dependence of the series on the factors is nonlinear. While the
eigenvalues decrease without showing an identifying kink, we still find this identifying
kink in the scree plot analogon for the autoencoder. The reduction in the reconstruc-
tion MSE per factor is large for the first 5 factors, but low for the further factors, as
expected in the scree plot given a linear dependence of the series on the factors. For
comparison, Figure 2.16 in Appendix 2.B shows the scree plot and scree plot analogon
for PCA and autoencoder given linearity, i.e. pnonlin = 0. As expected, the behavior
of the autoencoder and PCA is almost identical under linearity. The differences result
from the higher estimation noise of the autoencoder compared to PCA. Figure 2.6 also
shows that the first factors identified by the nDFM explain more of the variation in
the data than the first factors identified by the linear DFM. After the first 5 factors,
the factors from the DFM explain more of the variation than the additional factors
from the nDFM, as they capture nonlinear transformations of the factors and factor
interactions, which is not necessary in the nDFM. The further factors in the nDFM
mainly capture idiosyncratic noise of the series and only to a smaller extent factor
transformations and interactions that were not captured by the autoencoder.

2.5.4 Performance assessment

In the following part of the simulation study, we assess the impact of the properties of
the data generating process described in Figure 2.4 on 1) the forecasting performance
of the nDFM, DFM, MLP and VAR models, and 2) the number of factors chosen by

84



Chapter 2. Nonlinear Dynamic Factor Modeling and Estimation via Autoencoders

Figure 2.6: Scree plot (DFM) and scree plot analogon (nDFM) for nonlinear
dependence of the series on the factors: For the nDFM, we consider the trace
of the reconstruction MSE on the training set, divided by the trace of the variance
of the series. For the DFM, we consider the eigenvalues of the series with variance
standardized to 1/k = 1/50, such that the eigenvalues add up to 1. The left plot shows
the reconstruction MSE, which is equivalent to the sum of the eigenvalues in case of the
DFM, as a function of the number of factors. The right plot is a scree plot for the DFM
and a scree plot analogon for the nDFM, showing the decrease in the reconstruction
MSE by adding an additional factor. Due to the nonlinearity, pnonlin = 0.8, the scree
plot for the DFM does not show a kink that could identify the true number of factors,
while the plot for the nDFM shows an identifying kink.

nDFM and DFM using cross-validation as explained above. For each data generating
process, we simulate the data 10 times and take the average over the results. For
the performance measured by MSE, we compute the model confidence set (Hansen,
Lunde, and Nason, 2011). We stack all residuals of the k series into one vector and use
50 bootstrap replications, based on a block bootstrap of length 100, to compute the
covariances. We use a Python adaptation2 of the Matlab implementation provided in
the MFE module of Sheppard (2018). For the number of chosen factors, we compute
the standard deviation over the repeated simulations.
As discussed in Section 2.2.1, the dynamics of the series can be approximated arbi-
trarily well by a VAR process. Also the MLP, DFM and nDFM can approximate the
dynamics arbitrarily well, so the question is mainly, which model finds the best trade-
off between a good approximation of the process and estimation noise. The MLP, DFM
and nDFM try to reduce the estimation noise in different ways. The MLP allows for
a nonlinear dependence of the series on lagged values, so the estimation is more com-
2https://michael-gong.com/blogs/model-confidence-set/
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Figure 2.7: Predictive performance and number of chosen lags as functions
of the degree of nonlinearity: For each model, we consider the average ratio of
the trace of the predictive MSE on the test set and the trace of the variance of the
series on the test set, relative to the oracle. The right plot shows the mean and
standard deviation of the numbers of factors chosen in 10 repeated simulations. For
low degrees of nonlinearity, the DFM performs slightly better than the nDFM, for large
levels of nonlinearity, the nDFM performs better. The VAR and MLP always perform
significantly worse. The right plot shows that the number of factors chosen by the
nDFM is close to the true number of factors for all degrees of nonlinearity, while the
number of factors chosen by the DFM increases in the degree of nonlinearity.

plex, but the dynamics can be better approximated. The DFM and nDFM reduce the
dimension and compute the forecasts in the lower dimension, as well as 1-dimensional
forecasts of the idiosyncratic components, which reduces the estimation complexity
compared to a forecast of the overall dynamics in the dimension of the observed series.
The difference between DFM and nDFM is that the estimation noise is smaller for the
DFM, as the projection on factors is linear, but the approximation of the dynamics is
better for the nDFM, as it allows to identify nonlinear factors. The simulation study
aims at demonstrating, in which scenarios the various approaches have advantages over
the others, respectively.
We start with considering the impact of the nonlinearity in the mapping from factors
to series. We increase pnonlin while holding all other simulation parameters constant
and compare the performance of the models. The results are visualized in Figure 2.7,
the predictive MSEs of the models are summarized in Table 2.3 in Appendix 2.C. For
low degrees of nonlinearity, the nDFM and DFM perform similarly well with a slight
advantage of the DFM. With increasing nonlinearity, the performance of the DFM
worsens compared to the performance of the nDFM, which now has a significantly
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Figure 2.8: Predictive performance and number of chosen lags as functions
of the true number of factors: See Figure 2.7 for a detailed explanation how the
relative MSE is constructed. The left plot shows that the performance of all models
deteriorates compared to the oracle, as the number of factors increases. For few factors
up to a factor/series ratio of about 1/5, the nDFM performs better than the DFM,
then the DFM performs best. The right plot shows that the number of factors chosen
by the nDFM is close to the true number of factors. The DFM chooses more factors,
but as the factors/series ratio approaches 2/5, the number of factors chosen stagnates
or even decreases.

lower predictive MSE than the DFM. Both, MLP and VAR show a significantly worse
performance. In general, the predictive MSE increases in the degree of nonlinearity for
the models and also for the oracle, as the model complexity increases. The number of
factors chosen by the nDFM is slightly higher than the true number of factors r = 5,
but stable also for increasing degrees of nonlinearity. The DFM chooses the true num-
ber of factors r = 5 almost always for very low levels of nonlinearity and especially
pnonlin = 0. For larger degrees of nonlinearity, the number of factors chosen via cross-
validation increases strongly and also shows a high variation. This demonstrates that
it is harder for the DFM to find the optimal trade-off between model complexity and
estimation noise than for the nDFM, where the trade-off is better identified by the kink
in the MSE reduction by factor, depicted in Figure 2.6.
To assess the impact of the number of factors, we increase r while holding the other
parameters of the data generating process constant. The results are visualized in Fig-
ure 2.8, the predictive MSEs of the models are summarized in Table 2.4 in Appendix
2.C. First of all note that the number of factors chosen by the nDFM is close to the
true number of factors. This holds for the whole range of considered numbers of fac-
tors. For relatively few factors up to a factors/series ratio of about 1/5, the better
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Figure 2.9: Predictive performance and number of chosen lags as functions
of the number of observations: See Figure 2.7 for a detailed explanation how the
relative MSE is constructed. The performance of all model improves with the number
of observations. For large T , The nDFM, DFM and VAR perform almost equally well.
For the nDFM, the number of chosen factors is close to the true number of factors
and the variation of the number of factors chosen decreases in T . For the DFM, the
number of factors chosen increases in T .

approximation of the dynamics by the nDFM outweighs the higher estimation noise,
for larger number of factors, the lower estimation noise of the DFM outweighs the
worse approximation abilities of the linear approach. Even though the nDFM might
be able to identify the true dynamics, the estimation noise increases in r, such that it
does not perform better than a classical VAR model for large factors/series ratios. The
stagnating or even decreasing number of factors chosen by the DFM for large numbers
of factors confirms the finding that, given many factors r, it is most beneficial to reduce
the model complexity in order to reduce the estimation noise.
Consider now the impact of the number of observations on the performance and number
of factors chosen. We increase the number of training observations T , while holding the
other parameters of the data generating process constant. The results are visualized in
Figure 2.9, the predictive MSEs of the models are summarized in Table 2.5 in Appendix
2.C. To minimize the predictive MSE, the DFM balances between the number of fac-
tors chosen to explain the variation in the data and the increasing estimation noise
when the number of factors increases. For few numbers of observations, it is better to
have only few factors, as there is not a lot of information to estimate more complex
dynamics. As the number of observations increases, the dynamics in the factors can
be estimated more precisely, which allows for more factors. In total, this leads to the
finding that the number of factors chosen via cross-validation by the DFM increases in
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Figure 2.10: Predictive performance and number of chosen lags as functions
of the signal-noise ratio: See Figure 2.7 for a detailed explanation how the relative
MSE is constructed. The performance of the models compared to the oracle improves
with the signal-noise ratio. The improvement is stronger for the nonlinear MLP and
nDFM than for the linear VAR and DFM. The number of factors chosen by DFM
and nDFM does not change with the signal-noise ratio. Only for very low signal-noise
ratios, the number of factors chosen by the DFM is lower and the variation in the
number of factors chosen by the nDFM is slightly higher than for larger signal-noise
ratios.

the number of observations. For the nDFM, there is no need to increase the number
of factors in order to improve the approximation, as the small number of r = 5 factors
is sufficient, so the increasing number of observations just leads to a better estimation
of the dynamics. For few numbers of observations, the DFM outperforms the nDFM,
but for large numbers of observations, the nDFM is outperforming the DFM. For very
large sample sizes, however, the difference in the performance is small, which shows
that all models can approximate the dynamics of the system arbitrarily well.
To assess the impact of the signal-noise ratio on the models’ performance and number
of chosen factors, we increase snr from 0.1 to 10 while holding the other parameters
of the data generating process constant. As explained above, snr = 0.1 means that
the standard deviation of the noise innovations is 10 times as large as the standard
deviation of the factor innovations, for snr = 10 it is the other way round. The results
are visualized in Figure 2.10, the predictive MSEs of the models are summarized in
Table 2.6 in Appendix 2.C. First note that the predictive MSEs of the models and the
oracle increase with the signal-noise ratio. This results from the more complex and less
easily predictable dynamics of the factors compared to the idiosyncratic noise. As the
relevance of the factor dynamics increases with the signal-noise ratio, the advantages
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Figure 2.11: Predictive performance and number of chosen lags as functions
of the number of lags in the factor dynamics: See Figure 2.7 for a detailed
explanation how the relative MSE is constructed. The performance of the DFM and
nDFM improves with the number of factor lags. The performance of the MLP does
not change, the performance of the VAR model deteriorates. The number of factors
chosen by the DFM decreases, the number of factors chosen by the nDFM stays close
to the true number of factors.

of the nonlinear approaches are more relevant for higher signal-noise ratios. For this
reason, the performance of nDFM compared to DFM and MLP compared to VAR
improves with increasing signal-noise ratio. The number of chosen factors by DFM
and nDFM does not change with the signal-noise ratio, only for very low signal-noise
ratios, the variation of the number of chosen factors increases and the number of the
chosen factors decreases. A possible explanation is that the relative unimportance of
the factor dynamics changes the trade-off between approximation ability and estima-
tion noise towards less factors, as the dynamics are harder to estimate due the high
level of noise.
Consider now the effect of increasing the number of lags in the idiosyncratic dynam-
ics. The results are visualized in Figure 2.11, the predictive MSEs of the models are
summarized in Table 2.7 in Appendix 2.C. The increase of the MSEs of all models and
of the oracle in lagsfd has two reasons. First, by construction of the factor dynamics
in (2.53)-(2.54), the dependence of the factors on recent lagged values decreases in
lagsfd, such that there is less explanatory power in the lagged factors. Second, the
complexity of the dynamics increases, which affects the performance of the models.
For intermediate numbers of factor lags, the nDFM outperforms the other models, but
for a very large number of factor lags, the DFM shows a better performance. This
can be explained by the lower estimation noise of the DFM, which also chooses a de-
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Figure 2.12: Predictive performance and number of chosen lags as functions
of the number of lags in the idiosyncratic dynamics: See Figure 2.7 for a detailed
explanation how the relative MSE is constructed. The impact of the number of lags
in the idiosyncratic dynamics on the performance of DFM and nDFM is small. The
number of factors chosen by the DFM show a high variance and are smaller for multiple
lags than for one lage in the idiosyncratic dynamics. The VAR and MLP deteriorate
in lagsid.

creasing number of factors as the number of lags in the factor dynamics increases. The
intuition is that the complexity in the factor dynamics makes a good approximation of
the process by many factors costly, such that it is better in terms of predictive MSE
to reduce the complexity by reducing the number of factors.
The models’ behavior for an increasing number of lags in the idiosyncratic dynamics is
visualized in Figure 2.12, details on the predictive MSE are summarized in Table 2.8
in Appendix 2.C. As the necessary increase in the lag length of VAR and MLP comes
at the cost of a substantially higher estimation noise, their performance deteriorates
in the number of idiosyncratic lags. Compared to an increase in the factor lags, an
increase in the idiosyncratic lags has a higher impact on the MLP, as the nonlinearity
allows for a more efficient estimation of the factor dynamics than of the higher dimen-
sional idiosyncratic dynamics. The performances of DFM and nDFM hardly change,
as the estimation of the factor dynamics is not affected by the number of idiosyncratic
lags and the increase in the estimation noise of the idiosyncratic dynamics is small due
to the independent estimation for each series. The number of factors chosen by the
nDFM is close to the true number of factors and does not change with lagsid. The
number of factors chosen by the DFM, however, is slightly lower for larger numbers of
idiosyncratic lags. This can be explained by a shift from the variation explained by
the linearly identified factors to the variation explained by the individual idiosyncratic
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Figure 2.13: Predictive performance and number of chosen lags as functions
of the number of observed series: See Figure 2.7 for a detailed explanation how
the relative MSE is constructed. For the DFM we find no change, for the nDFM a
slight improvement, for the MLP a slight deterioration and for the VAR a substantial
deterioration in performance. The chosen number of factors varies only slightly in k.

noise. Both reduce the complexity of the estimation.
Finally, we consider the effect of increasing the number of series k. The results are vi-
sualized in Figure 2.13, the predictive MSEs are summarized in Table 2.9 in Appendix
2.C. For small number of series, k = 10, the VAR model performs best. Moreover, also
the DFM performs better in this case than the nDFM. The differences in performance
are statistically significant despite the small absolute differences. As the number of
factors is 5, there is almost no gain in estimating the mapping between factors and
series and in a second step their dynamics compared to estimating the whole dynamics
at once. This is also reflected in the high number of factors chosen by the nDFM for
k = 10. For larger number of series, however, the VAR becomes inefficient due to the
high estimation noise and the nDFM performs best.
The ex-ante expectations are mainly confirmed by the findings. Findings that were
not ex-ante obvious include, inter alia, the relatively good performance of the DFM in
many scenarios despite substantial nonlinearity in the mapping from factors to series,
the substantially better performance of nDFM and DFM compared to the MLP, and
the stability of the number of factors chosen by the nDFM.
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2.6 Conclusion

The paper proposes a generalization of linear dynamic factor models that allows for a
nonlinear dependence of the series on the factors. The presented estimation approach
uses an autoencoding neural network to estimate the low-dimensional representation,
i.e. the factors.
Given a linear dependence of series on factors, the autoencoder and principal compo-
nent analysis are equivalent with the only difference that the autoencoder has a higher
estimation noise. For increasing nonlinearity, however, we show that the DFM can no
longer identify the underlying structure, while the nDFM based on the autoencoder
still can. The simulation study shows that the ability of the nDFM to identify the
underlying factors leads to very stable estimates of the number of factors. We can
conclude that the nDFM is well suited to identify the structure of the data generating
process, also if the dependence of the series is nonlinear. This does not hold for the
linear dynamic factor model, if the nonlinearity in the mapping from factors to series
is significant. Even though the factors exist, the nonlinearity leads to a smooth decay
of the eigenvalues, which in turn leads to a high variation in the chosen number of
factors.
In terms of forecasting performance, the nDFM and DFM significantly outperform the
VAR and MLP in most scenarios, which demonstrates the effectiveness of dimension
reduction. Comparing the nDFM and DFM in terms of performance, both models have
advantages in some scenarios. However, the differences are mostly small compared to
the advantage over MLP and VAR. The nDFM performs especially well for high non-
linearity in the mapping from factors to series, small numbers of factors compared to
the number of series, larger numbers of observations, and large signal-noise ratios. We
conclude that DFM and nDFM are competitive in terms of their forecasting perfor-
mance also under nonlinearity in the mapping from factors to series. If interested in
identifying the underlying structure without having to interpret the identified factors,
however, the nDFM is suited best.
The finding that the nDFM and DFM prove advantageous in different scenarios indi-
cates that a model averaging approach might be useful in empirical research, when the
properties of the data generating process are unknown. This would allow to determine
the application-specific optimal weights of the models in a data-driven way.
Future work could include robustness checks and performance analyses for data gen-
erating processes with e.g. vector autoregressive moving average (VARMA) processes
for the factor dynamics and autoregressive moving average (ARMA) processes for the
idiosyncratic noise dynamics. In this case, the dynamics of factors and idiosyncratic
noise can only be approximated, but no longer exactly represented by VAR models
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with finite lag order. Moreover, this paper assumes factor models without correlation
of the idiosyncratic noise across series. Future work could test the performance of
the model, if the data generating process is a nonlinear analogon of the approximate
dynamic factor model introduced in Chamberlain and Rothschild (1983), allowing for
weak correlations of the idiosyncratic noise across series.
Besides robustness checks against modifications in the data generating process, variants
of the estimation approach presented in this paper could be considered. One alterna-
tive to estimate the factor dynamics and/or idiosyncratic noise dynamics is to use a
recurrent neural network instead of the multilayer perceptron. Using this approach,
we could avoid the necessity to choose lag lengths.
The nonlinear dynamic factor model can not only be used for forecasting, but also for
structural analysis. The smooth decay of eigenvalues in many applications of factor
models might, inter alia, result from nonlinearity in the dependence on factors, which
complements existing explanation approaches such as weak factors. The nonlinear dy-
namic factor model presented in this paper might help to identify the true underlying
structure. A limitation of the model is the lack of interpretability of the identified
factors. Research on an analogon to the rotation of linear factors in order to improve
the interpretability would be of great use.
All in all, the paper shows the potential of introducing nonlinearity to the mapping
from factors to series, indicates for which data generating processes the nDFM or DFM
might be the better choice, and identifies various directions for future research.
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Appendices

2.A Empirical reconstruction MSE in PCA

Consider using the principal component analysis for the series {Xt}Tt=1. Let X =

(X1, ..., XT )′ and assume that 1
T

∑T
t=1XtX

′
t = 1

T
X ′X ∈ Rk×k has full rank. Let D

denote the diagonal matrix with the eigenvalues of 1
T
X ′X in descending order on the

diagonal and Z the corresponding matrix of normalized eigenvectors of 1
T
X ′X, such

that it holds

1

T
X ′XZ = ZD, Z ′Z = Ik. (2.63)

Let r ∈ N, r < k. Then a lower-dimensional representation of the series is given by

Ft = Z ′Xt, F = XZ, (2.64)

where Z ∈ Rk×r consists of the first r columns of Z, i.e. the normalized eigenvectors
corresponding to the r largest eigenvalues of 1

T
X ′X. Denote the diagonal matrix of the

r largest eigenvalues of 1
T
X ′X in descending order by D, such that it holds

1

T
X ′XZ = ZD, Z ′Z = Ir. (2.65)

The reconstructed series is the given by

X̂t = ZFt = ZZ ′Xt, X̂ = FZ ′ = XZZ ′. (2.66)

Consider the empirical reconstruction MSE,

M̂SE = Ê
[
(Xt − X̂t)

′(Xt − X̂t)
]

(2.67)

= tr
(
Ê
[
(Xt − X̂t)(Xt − X̂t)

′
])

(2.68)

= tr
(
Ê [XtX

′
t]− Ê

[
X̂tX

′
t

]
− Ê

[
XtX̂

′
t

]
+ Ê

[
X̂tX̂

′
t

])
. (2.69)
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It follows with Ê [XtX
′
t] = 1

T

∑T
t=1 XtX

′
t = 1

T
X ′X and equivalent expressions for

Ê
[
X̂tX

′
t

]
, Ê
[
XtX̂

′
t

]
and Ê

[
X̂tX̂

′
t

]
,

M̂SE =
1

T

[
tr (X ′X)− tr

(
X̂ ′X

)
− tr

(
X ′X̂

)
+ tr

(
X̂ ′X̂

)]
(2.70)

=
1

T
[tr (X ′X)− tr (ZZ ′X ′X)− tr (X ′XZZ ′) + tr (ZZ ′X ′XZZ ′)] . (2.71)

As the trace is invariant under cyclic permutation and Z ′Z = Ir, it holds tr (ZZ ′X ′X) =

tr (X ′XZZ ′) = tr (ZZ ′X ′XZZ ′), such that

M̂SE = tr
(

1

T
X ′X

)
− tr

(
ZZ ′

1

T
X ′X

)
. (2.72)

With 1
T
X ′X = ZDZ ′, Z ′Z = Ik and Z ′ 1

T
X ′XZ = D, it follows

M̂SE = tr (ZDZ ′)− tr
(
Z ′

1

T
X ′XZ

)
(2.73)

= tr (D)− tr (D) . (2.74)

While D has all eigenvalues of 1
T
X ′X on its diagonal, D has has only the r largest

eigenvalues on the diagonal. I turn, the empirical reconstruction MSE is the sum of
the k − r lowest eigenvalues of 1

T
X ′X.
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2.B Supplementary figures

Figure 2.14: Time series of simulated factors, idiosyncratic noise and observed
series: The factors follow a VAR process and the idiosyncratic noise uncorrelated AR
processes. The nonlinearities in the mapping from factors to series lead to a larger
kurtosis of the series compared to factors and idiosyncratic noise.
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Figure 2.15: Partial autocorrelation functions for the simulated factors, id-
iosyncratic noise and series: The partial autocorrelation functions for factors and
idiosyncratic noise show 2 and 1 significant lags, respectively, as expected from the
data generating autoregressive processes. The series show mainly two significant lags,
the maximum number of lags in factor and idiosyncratic noise dynamics.
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Figure 2.16: Scree plot (DFM) and scree plot analogon (nDFM) for a linear
dependence of the series on the factors: See Figure 2.6 for technical details of
the plots. Both, the scree plot for the DFM and the scree plot analogon for the nDFM,
show a kink that identifies the true number of factors. The similarity between the DFM
and nDFM shows that the autoencoder is equivalent to PCA, given a linear dependence
of series on factors.
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2.C Supplementary tables

factor 1 2 3 4 5
1 1.000 0.048 0.089 0.228 -0.102
2 0.048 1.000 -0.168 -0.093 0.073
3 0.089 -0.168 1.000 0.046 -0.144
4 0.228 -0.093 0.046 1.000 -0.185
5 -0.102 0.073 -0.144 -0.185 1.000

Table 2.1: Correlation table of simulated factors: For the simulation, we used the
parameters lagsfd = 2, r = 5 and T = 1000. The factors are only slightly correlated.

series 1 2 3 4 5 6 7 8 9 10 · · ·

1 1.000 -0.145 0.187 -0.186 -0.610 0.600 0.018 -0.264 0.029 -0.187 · · ·
2 -0.145 1.000 0.066 0.168 0.071 -0.096 -0.019 0.004 0.027 -0.144 · · ·
3 0.187 0.066 1.000 0.127 -0.368 -0.026 0.413 -0.218 0.104 0.343 · · ·
4 -0.186 0.168 0.127 1.000 0.305 -0.344 0.322 0.126 0.134 -0.041 · · ·
5 -0.610 0.071 -0.368 0.305 1.000 -0.296 -0.152 0.098 -0.009 -0.083 · · ·
6 0.600 -0.096 -0.026 -0.344 -0.296 1.000 -0.207 -0.099 0.129 -0.341 · · ·
7 0.018 -0.019 0.413 0.322 -0.152 -0.207 1.000 -0.229 -0.125 0.397 · · ·
8 -0.264 0.004 -0.218 0.126 0.098 -0.099 -0.229 1.000 -0.135 -0.554 · · ·
9 0.029 0.027 0.104 0.134 -0.009 0.129 -0.125 -0.135 1.000 0.296 · · ·
10 -0.187 -0.144 0.343 -0.041 -0.083 -0.341 0.397 -0.554 0.296 1.000 · · ·
...

...
...

...
...

...
...

...
...

...
... . . .

Table 2.2: Correlation table of simulated series: For the simulation, we used the
parameters lagsfd = 2, lagsid = 1, snr = 2, pnonlin = 0.8, k = 50, r = 5 and T = 1000.
The correlation table is depicted for the first 10 (of 50) series. The series show a slight
to intermediate correlation.
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nonlinearity nDFM DFM VAR MLP oracle
0.00 0.5344 0.5257 0.5934 0.6009 0.5278
0.11 0.5785 0.5752 0.6430 0.6506 0.5727
0.22 0.5916 0.5990 0.6599 0.6663 0.5855
0.33 0.5812 0.5919 0.6455 0.6551 0.5659
0.44 0.6417 0.6597 0.7183 0.7188 0.6277
0.56 0.6422 0.6568 0.7145 0.7121 0.6174
0.67 0.6793 0.6969 0.7711 0.7564 0.6523
0.78 0.7469 0.7637 0.8324 0.8180 0.7202
0.89 0.7701 0.7833 0.8499 0.8296 0.7378
1.00 0.7793 0.7869 0.8559 0.8337 0.7274

Table 2.3: Dependence of the predictive MSE on the degree of nonlinearity
in the mapping from factors to series: We consider the trace of the predictive
MSE divided by the trace of the variance of the series on the test set. For the best
model we use one-sided 2-sample t-tests to test on a 5% significance level for each
other model, whether the MSE is significantly larger. The models contained in the 5%
model confidence set are highlighted in bold. For the simulation we use the parameters
lagsfd = 2, lagsid = 1, snr = 2, k = 50, r = 5 and T = 1000. The MSEs of all models
and the oracle increase in pnonlin. For very small nonlinearity, the DFM performs best,
for larger degrees of nonlinearity, the nDFM performs best.

factors r nDFM DFM VAR MLP oracle
2 0.7495 0.7460 0.8243 0.8387 0.7209
4 0.7613 0.7758 0.8502 0.8365 0.7371
6 0.7138 0.7333 0.7918 0.7812 0.6771
8 0.7299 0.7607 0.8084 0.8132 0.6828
10 0.7250 0.7265 0.7627 0.7697 0.6237
12 0.7454 0.7396 0.7783 0.7889 0.6145
14 0.7452 0.7254 0.7545 0.7774 0.5833
16 0.7427 0.7149 0.7428 0.7673 0.5521
18 0.7573 0.7323 0.7636 0.7879 0.5503

Table 2.4: Dependence of the predictive MSE on the true number of factors:
See Table 2.3 for a detailed description of the technical details. For the simulation we
use the parameters lagsfd = 2, lagsid = 1, snr = 2, pnonlin = 0.8, k = 50 and T = 1000.
For a factors/series ratio up to 1/5, the nDFM performs best. For a factors/series ratio
above 1/5, the DFM performs best.
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number of observations T nDFM DFM VAR MLP oracle
150 0.8612 0.8449 4.0232 1.0646 0.7092
300 0.8282 0.8372 1.3589 0.9891 0.7416
600 0.7160 0.7324 0.8760 0.8593 0.6607
1200 0.7180 0.7310 0.7800 0.8136 0.6873
2400 0.7101 0.7207 0.7414 0.7655 0.6954
4800 0.7157 0.7208 0.7282 0.7496 0.7028
9600 0.6922 0.6981 0.6993 0.7249 0.6835

Table 2.5: Dependence of the predictive MSE on the number of observations:
See Table 2.3 for a detailed description of the technical details. For the simulation we
use the parameters lagsfd = 2, lagsid = 1, snr = 2, pnonlin = 0.8, k = 50 and r = 5.
For small numbers of observations, the DFM performs best, for intermediate numbers
of observations the nDFM performs best and for large numbers of observations, the
nDFM, DFM and VAR perform similarly well.

signal-noise ratio nDFM DFM VAR MLP oracle
0.10 0.4369 0.4363 0.4840 0.5273 0.4078
0.18 0.5175 0.5135 0.5592 0.6070 0.4637
0.32 0.6115 0.5994 0.6500 0.7073 0.5398
0.56 0.7064 0.7089 0.7644 0.8039 0.6502
1.00 0.7069 0.7167 0.7859 0.7994 0.6603
1.78 0.7270 0.7447 0.8109 0.8013 0.6910
3.16 0.7255 0.7337 0.8027 0.7888 0.6877
5.62 0.7447 0.7644 0.8384 0.8097 0.7226
10.00 0.7440 0.7664 0.8428 0.8074 0.7246

Table 2.6: Dependence of the predictive MSE on the signal-noise ratio: See
Table 2.3 for a detailed description of the technical details. For the simulation we use
the parameters lagsfd = 2, lagsid = 1, pnonlin = 0.8, k = 50, r = 5 and T = 1000.
For small signal-noise ratios the DFM performs best, for larger signal-noise ratios the
nDFM performs best.

factor lags nDFM DFM VAR MLP oracle
1 0.5762 0.5655 0.5889 0.6066 0.5232
2 0.7288 0.7427 0.8125 0.8112 0.6908
3 0.8133 0.8328 0.9538 0.9077 0.7796
4 0.8810 0.8999 1.0978 1.0005 0.8461
5 0.9043 0.9176 1.1908 1.0457 0.8633
6 0.9374 0.9385 1.3302 1.0833 0.8916
7 0.9799 0.9648 1.4761 1.1289 0.9179

Table 2.7: Dependence of the predictive MSE on the number of lags in the
factor dynamics: See Table 2.3 for a detailed description of the technical details. For
the simulation we use the parameters lagsid = 1, snr = 2, pnonlin = 0.8, k = 50, r = 5
and T = 1000. For small numbers of lags in the factor dynamics the nDFM performs
best. For large numbers of lags in the factor dynamics the DFM performs best.
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idiosyncratic lags nDFM DFM VAR MLP oracle
1 0.7188 0.7234 0.7872 0.7780 0.6707
2 0.7237 0.7401 0.8234 0.7973 0.7016
3 0.7218 0.7407 0.8690 0.8213 0.7031
4 0.7248 0.7327 0.9315 0.8409 0.6956
5 0.7090 0.7181 0.9837 0.8486 0.6762
6 0.7418 0.7499 1.1061 0.9062 0.7139
7 0.7356 0.7514 1.2081 0.9464 0.7114

Table 2.8: Dependence of the predictive MSE on the number of lags in the
idiosyncratic dynamics: See Table 2.3 for a detailed description of the technical
details. For the simulation we use the parameters lagsfd = 2, snr = 2, pnonlin = 0.8,
k = 50, r = 5 and T = 1000. The number of lags in the idiosyncratic dynamics has no
strong effect on the performance of DFM and nDFM, as the factor dynamics are not
affected and the idiosyncratic dynamics are estimated per series. The performance of
MLP and VAR, however, deteriorates due to the increased complexity in the dynamics.

number of series k nDFM DFM VAR MLP oracle
10 0.7735 0.7627 0.7552 0.7760 0.7127
30 0.7197 0.7251 0.7452 0.7578 0.6773
50 0.7329 0.7461 0.8144 0.8033 0.6913
70 0.7119 0.7300 0.8383 0.7937 0.6729
90 0.7429 0.7577 0.9407 0.8279 0.7134
110 0.7219 0.7480 1.0173 0.8227 0.7008
130 0.7118 0.7288 1.0752 0.8121 0.6775
150 0.7346 0.7463 1.2079 0.8357 0.7047
170 0.7255 0.7375 1.3179 0.8334 0.6878
190 0.7458 0.7582 1.5662 0.8575 0.7162

Table 2.9: Dependence of the predictive MSE on the number of observed
series: See Table 2.3 for a detailed description of the technical details. For the sim-
ulation we use the parameters lagsfd = 2, lagsid = 1, snr = 2, pnonlin = 0.8, r = 5
and T = 1000. For very small numbers of series, the VAR model is best and the DFM
is better than the nDFM. For larger numbers of series, the VAR is inefficient and the
nDFM outperforms the other models.
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Chapter 3

Potential Short-term Earthquake
Forecasting by Farm Animal
Monitoring

Abstract

Whether changes in animal behavior allow for short-term earthquake predictions
has been debated for a long time. Before, during and after the 2016/2017 earth-
quake sequence in Italy, we deployed bio-logging tags to continuously observe the
activity of farm animals (cows, dogs, and sheep) close to the epicenter of the
devastating magnitude M6.6 Norcia earthquake (Oct–Nov 2016) and over a sub-
sequent longer observation period (Jan–Apr 2017). Relating 5,304 (in 2016) and
12,948 (in 2017) earthquakes with a wide magnitude range (0.4 ≤ M ≤ 6.6) to
continuously measured animal activity, we detected how the animals collectively
reacted to earthquakes. We also found consistent anticipatory activity prior to
earthquakes during times when the animals were in a building (stable), but not
during their time on a pasture. We detected these anticipatory patterns not only
in periods with high, but also in periods of low seismic activity. Earthquake
anticipation times (1–20 hr) are negatively correlated with the distance between
the farm and earthquake hypocenters. Our study suggests that continuous bio-
logging of animal collectives has the potential to provide statistically reliable
patterns of pre-seismic activity that could yield valuable insights for short-term
earthquake forecasting. Based on a priori model parameters, we provide empirical
threshold values for pre-seismic animal activities to be used in real-time observa-
tion stations.

Keywords: Collective behavior, disaster, earthquake, emergent sensing, forecasting.
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3.1 Introduction

Earthquakes are a major threat as they strike unexpectedly, and unpredictably in exact
space and time, causing large economic and societal losses (Davies, 1975; Hui and Kerr,
1997; Kerr, 2009; Oliver, 1964; Wenzel and Zschau, 2013). While the general location,
time period, and expected magnitude range can be statistically forecasted for earth-
quakes in well-instrumented regions, accurate short-term predictions are considered
impossible (Hough, 2016; Keilis-Borok et al., 1988; J. Z. Li et al., 2003). To prepare
for earthquakes and their consequences, probabilistic seismic hazard assessment is used
to estimate possible shaking levels for future earthquakes. Earthquake early warning
systems provide automated short-notice local warnings to agencies and infrastructural
systems about the imminent danger of strong shaking (Cyranoski, 2004; Wenzel and
Zschau, 2013). However, reliable technical warning systems that anticipate the loca-
tion, magnitude, and timing of an earthquake within minutes to hours do not exist
(Hough, 2016; Service, 1994).
Since ancient times, abnormal animal behavior prior to earthquakes or volcanic erup-
tions has been described, with some animals showing “aberrant” or “strange” behavior
in anticipation of natural disasters (Davies, 1975; Humboldt, 2006; Tributsch, 1982b).
Most famously, the 1975 Haicheng earthquake (magnitude M 7.3) in China was antici-
pated based on human observations of animal behavior, such as snakes or rats leaving
their burrows in winter (Wang et al., 2006). Similar observations are rare (Whitehead
et al., 2004), but recently evidence accumulated that animals in earthquake areas may
show aberrant behavior (Fidani, 2013; Fidani, F. Freund, and R. Grant, 2014; F. Fre-
und and Stolc, 2013; R. A. Grant, Raulin, and F. T. Freund, 2015; Y. Li et al., 2009;
Whitehead et al., 2004; Yamauchi et al., 2014; Yokoi et al., 2003). Nevertheless, a
recent review (Woith et al., 2018) points out the sparsity of data and need for testable
quantitative measures on animal-anticipated earthquake occurrence.
Assuming that measurable physical precursors for earthquakes exist, three conditions
must be met for animal behavior to be possibly useful for short-term earthquake fore-
casting (Kenagy and Enright, 1980): i) The precursors must be perceived by animals; ii)
animals must respond to precursors by showing measurable, quantifiable, and testable
behavioral patterns; and iii) these behavioral patterns must be detected and clearly
distinguished against the background of regular behavior. In many reports on antici-
patory animal behavior, these three conditions have been met only partially (Buskirk,
Frohlich, and Latham, 1981; Kirschvink, 2000; Logan, 1977; D. F. Lott et al., 1979;
McClellan, 1980).
More recently, several approaches proposed to quantify animal behavior in accordance
with the abovementioned conditions (Buskirk, Frohlich, and Latham, 1981; R. A. Grant
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and Halliday, 2010; R. A. Grant, Halliday, et al., 2011; R. A. Grant, Raulin, and F. T.
Freund, 2015; Ikeya et al., 1996; Kenagy and Enright, 1980; Kirschvink, 2000; Logan,
1977; D. Lott et al., 1978; Tributsch, 1982a; Tributsch, 1982b). Among others, the use
of camera traps for birds and mammals and the use of locomotor sensors for mice have
shown potential to be useful to detect behavioral changes in animal behavior prior to
earthquakes (Buskirk, Frohlich, and Latham, 1981; R. A. Grant and Halliday, 2010;
R. A. Grant, Halliday, et al., 2011; R. A. Grant, Raulin, and F. T. Freund, 2015; Ikeya
et al., 1996; Kenagy and Enright, 1980; Kirschvink, 2000; Logan, 1977; D. Lott et al.,
1978; Tributsch, 1982a; Tributsch, 1982b).
In our study, we used bio-logging techniques (Kays et al., 2015), enabling remote,
continuous observation of animals in unprecedented detail, particularly through con-
tinuous 3D accelerometer data (Brown et al., 2013; WILSON et al., 2006). Moreover,
recent advances in understanding animal behavior show that collectives of animals can
have sensing abilities that outperform individuals (Berdahl et al., 2013). Collectives
are defined here as interacting groups of animals, either within or between species.
Thus, one may speculate that some animal collectives are able to detect and process
physical signals (Couzin, 2007) for which currently no engineered recording devices
exist. Correspondingly, our study is not only aimed at providing evidence for unusual
animal behavior prior to earthquakes (as proposed in Wikelski et al., 2015), but also
at verifying that animals continuously respond to changes in potential precursors of
earthquakes. For this purpose, we measured the activity (as overall dynamic body ac-
celeration, ODBA) of multiple cows, dogs, and sheep at a farm nearby the hypocenter
of the M6.6 Norcia (Italy) earthquake and analyzed them in the context of the ongoing
seismicity. We distinguish three time periods: (a) the Oct–Nov 2016 period shortly
before and after the M6.6 Norcia shock where the animals were in a stable; (b) the
Jan–Mar 2017 period of lower earthquake activity, where the animals were also in the
stable; and (c) the Mar–Apr 2017 period, where the animals were on a pasture.
A number of possible precursory processes and associated physical signals have been
suggested in the literature (Buskirk, Frohlich, and Latham, 1981; R. A. Grant and Hal-
liday, 2010; R. A. Grant, Halliday, et al., 2011; R. A. Grant, Raulin, and F. T. Freund,
2015; Ikeya et al., 1996; Kenagy and Enright, 1980; Kirschvink, 2000; Logan, 1977;
D. Lott et al., 1978; Tributsch, 1982a; Tributsch, 1982b), but there is no consensus on
which of them may explain changes in animal behavior. Our considerations are based
on the conjecture that a diffusive process, possibly related to slow deformation pro-
cesses in the rock volume near the future hypocentral region of the ensuing earthquake
(F. T. Freund, 2003; F. Freund, 2011; F. T. Freund, Kulahci, et al., 2009; F. T. Freund,
Takeuchi, and Lau, 2006; Little and F. T. Freund, 2019), generates and emanates a
physical measurable precursory signal. However, we refrain from speculating about the
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details of the potential mechanisms of this diffusive process, but for a valuable discus-
sion see Bleier et al. (2009), F. T. Freund (2003), Keilis-Borok et al. (1988), Rydelek
and Horiuchi (2006), and Yoshida and Ogawa (2004). The goal of this study is to
measure and analyze the anticipatory patterns without relying on assumptions about
a potential mechanism.

3.2 Methods

3.2.1 Field site selection and tagging of animals

We approached the farm of the Angeli brothers in the village of Capriglia (Figure 3.8)
and, upon consultation with local authorities, received oral permission and the help
of the farmers to tag their domestic animals. All our experiments were carried out in
accordance with relevant guidelines and regulations. The protocols were in accordance
with Legislative Decree No. 146, implementing Directive 98/58/EC of 20 July 1998
concerning the protection of animals kept for farming purposes.
We chose to tag the animal species and individuals that were selected by the farmers
as being potentially sensitive to earthquakes, based on the farmers previous experi-
ence. On Oct 28th, 2016, we tagged a total of 6 cows, 5 sheep, 1 rabbit, 4 chicken,
2 turkeys and 2 dogs who later experienced earthquakes within 3–30 kilometers (see
Appendices 3.A, 3.B.1), using 54Hz-3D-acceleration loggers to near-continuously quan-
tify their overall dynamic body acceleration (ODBA), a measure for animal activity
(Brown et al., 2013). The loggers were synchronized to GPS time immediately before
deployment and were set to start recording at 18 hr UTC on Oct 28th, 2016. We left
the farm on Oct 28th, 2016, at 15 hr UTC. We then returned to the farm on Nov 18th,
2016, to retrieve the tags. Data were downloaded immediately, entered into Movebank
(Dodge, Bohrer, et al., 2013; Fiedler and Davidson, 2012; Kranstauber et al., 2011),
and visually pre-analyzed.
We returned again to the farm on Jan 3rd, 2017, to record additional animal activity
data; it turned out that earthquake activity was reduced in that period. We tagged the
same individual animals again that were previously tagged, from Jan 17th until Apr
16th, 2017. During the winter period (Oct–Mar 11th, 2017), the cows were held in a
stable, chained to one predefined location as is customary in traditional farms (Figure
3.8, 3.9). The dogs were generally kept inside the house or in the narrow courtyard,
from which they could also enter the stables of the cows or sheep. Starting from Mar
11th, 2017, the animals were brought to the pastures that surround the farm (Figure
3.10) and could roam freely within their large enclosures.
The animals were tagged with nylon harnesses, according to standard procedures (Ken-
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ward, 1987; A. Wilson et al., 2015). They appeared to tolerate the tag attachments
well, based on reports from the farmers and the fact that no anomalies to the fur were
found when retrieving the tags. We recorded the 3D acceleration of the tagged animals
continuously at 54Hz during the Oct–Nov 2016 period and at 54Hz every 120 s for 3.5
s during the Jan–Apr 2017 period. We calculated the ODBA according to standard
procedures (Qasem et al., 2012; Scharf et al., 2016; R. P. Wilson et al., 2014). The
two dogs (of 4 on the farm) were initially restricted to a narrow farm yard, but later
roamed the pastures with the sheep. A total of ca. 20 cows were chained by the farmer
next to each other inside a stable during Oct 2016 to Mar 10th, 2017, but were free
to roam on a pasture after Mar 11th, 2017. The sheep were kept free-running inside
a stable (ca. 4 by 20 meters) in a group of about 100 animals from Oct 2016 to Mar
10th, 2017. Later, the same group was kept free-running in open pastures.

3.2.2 Data description

We used 3D acceleration sensors to measure the activity of the animals (Figure 3.1C).
As only cows, dogs, and sheep were available in all three time periods of the study
(Oct–Nov 2016, Jan–Mar 2017, and Mar–Apr 2017; the other individuals (rabbit,
chicken, turkeys) were consumed during the holidays), only these three species were
considered in the analysis. For each of these individuals of the three species, we com-
puted the 15 min average of their ODBA, that is, the average acceleration and the
average over all tagged animals of the respective species.
Between Oct 29th and Nov 7th, 2016, the animals experienced a total of 5,304 earth-
quakes with M > 0.4 (maximum M 6.6) and from Jan to Apr 2017 a total of 12,948
(maximum M 4.2, Figures 3.2, 3.3, 3.4). The M6.6 Norcia mainshock was felt through-
out central Italy and into Rome (Figure 3.1A).
For each of the earthquakes, we used hypocenter information (latitude, longitude,
depth) to compute the hypocentral distance between the farm and the respective earth-
quakes. The hypocentral distances of these earthquakes range from 5 to 28 km to the
tagged animals, oriented mostly in a southerly direction (Figure 3.1B).
Figure 3.2 shows the time series of both, aggregated animal activity (average over the
species) and the earthquakes, for the Oct–Nov 2016 period.

3.2.3 Data preprocessing

Regarding the animal activity, we could directly use the ODBA time series (on 15-min
intervals) of the three species during the three periods.
Regarding the earthquake activity, a measure for the actual earthquake activity at
the farm was needed. The magnitude is a measure for the strength of the earthquake

111



Chapter 3. Potential Short-term Earthquake Forecasting by Farm Animal Monitoring

Figure 3.1: Earthquake locations and animal tagging: A) Map showing the
locations of the Oct–Nov 2016 earthquakes in central Italy. Concentric circles show
the area where the impact of the earthquake was perceived by people. The largest
circle represents the M6.6 earthquake from Oct 30, 2016, at 6:40 UTC. Data from www.
earthquaketrack.comwileyonlinelibrary.com, based on original data from https:
//earthquake.usgs.gov/wileyonlinelibrary.com. B) Detailed map showing the
epicenters of the earthquakes studied during the current investigation and the location
of the farm where animals were studied. C) Example of a tagged cow inside a stable
secured next to other cows. Electronic tag sits ventral on black neckband.

that does not consider the distance from the hypocenter. As measure for earthquake
activity at the farm, we estimated the peak ground acceleration (PGA) at the farm
for the available earthquake catalog (0.4 < M < 6.6) using a regional ground-motion
prediction equation (Bindi et al., 2011, Appendix 3.B.2).
The depth-dependent seismic wave speeds in the upper Earth crust range typically
from 3 to 7 km/s for the primary P-waves, and 2–4.5 km/s for the secondary S-waves.
Given that we measure animal activity in 15 min time intervals, the travel times of
seismic waves from the earthquake’s hypocenters and the farm are on the order of a
few seconds, and hence negligible in our analysis.
Figure 3.3 visualizes the spatial distribution of the earthquakes, color-coding each
earthquake event by the respective PGA at the farm.
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Figure 3.2: Animal activity in relation to earthquake activity: The blue line de-
picts the ODBA value summed over 15 min time intervals for farm animals during Oct
29th–Nov 6th, 2016. Colored symbols mark earthquake activity in the region (increas-
ing with redness indicates higher magnitudes), dark red squares showing earthquakes
above M4, and a black star indicating the M6.6 Norcia earthquake of Oct 30th, 2016.

Figure 3.3: Spatial distribution of earthquakes during the Oct 29th–Nov 6th,
2016 period: Colored dots show estimated peak ground acceleration (PGA) at the
farm (yellow square) for each event, computed using the empirical relations of Bindi
et al. (2011), considering magnitude, hypocentral distance, faulting style, and soil-site
class (here class A, with VS30 = 800 m/s (Lucia Luzi, pers. comm.), measured at the
station shown as black triangle). Larger far-distant events may cause stronger shaking
than nearby small events (units in log10(g), g = 9.81 m/s2; the Norcia main shock was
about 0.1 g at the farm).

The time series of estimated PGA events at the farm are depicted for Oct–Nov 2016
and Jan–Apr 2017 in Figure 3.4 A) and B), respectively. To align the time-dependent
earthquake-specific information with the animal activity data, we consider an aggre-
gated measure of the estimated PGA value for each earthquake, using the highest PGA
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Figure 3.4: Time series of peak-ground-acceleration (PGA) at the farm: A)
During the Oct 29 – Nov 06, 2016 and B), the Jan 17 – Apr 17, 2017 period. Blue
dots indicate estimated PGA for each event as in Fig. 3.5. Vertical lines highlight +–
1 STD of the estimates. Please note the different x-axis time scales, and the upper
truncation of the highest PGA value (for graphical comparability between A and B).

value estimated for any event that occurred in the respective time span. Note that the
results of the study are robust against the choice of the aggregation method (alterna-
tives were the mean and the sum of PGA events in the respective window).
After this processing, we obtain time series of animal activities and earthquake mea-
sures sampled at identical time intervals.
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3.2.4 Retrieving the daily patterns in animal behavior

The animal activity time series show daily patterns. We estimated the daily pat-
terns separately for the three animal species and the three periods, using Fourier series
with 24 hr periodicity (Brockwell and Davis, 2000). Based on the Bayesian informa-
tion criterion (BIC), we selected 16 discrete frequencies to quantify the daily patterns
(Lütkepohl, 2005). However, the findings of our analysis are robust against the cho-
sen number of frequencies used for the estimation of daily patterns (we tested 10–25
frequencies).

3.2.5 Vector autoregressive (VAR) analysis

In a vector autoregressive model, the variable vector (here the ODBA values of the
three animal groups and the PGA activity) at time t depends linearly on past (lagged)
values of the variable vector at times t-1, t-2, ..., t-p, where p denotes the number of
lags (Lütkepohl, 2005). Using this analysis allows to assess the mutual influence of the
variables on each other, for example, via impulse response functions.
Based on the excess animal activity (observed activity - estimated daily activity) of
cows, dogs, sheep, and the PGA time series, we estimated vector autoregressive pro-
cesses for the three periods. The maximum number of lags suggested by the BIC for
any of the three periods was 6 (VAR(6)), so we used 6 lags in all three periods for
comparative purposes. However, the results are robust with respect to the number of
lags used in the VAR model (we considered 4–10 lags).
The VAR model and the resulting impulse response functions (IRFs) show the mutual
influences of the animal species on each other, as well as the influence of earthquakes
on the animal species (Figures 3.14, 3.15). The mutual influence of the animal species
and the reaction to earthquakes is part of the normal behavior of the animals. To ob-
tain the abnormal animal activity, in which we want to find anticipatory patterns, we
subtract both daily patterns and the predictions of the VAR model from the observed
animal activities.

3.2.6 Threshold analysis

Consider the abnormal component of the animal activity, as defined in the previous
paragraph, that is, abnormal activity = observed activity – daily patterns – VAR pre-
dictions. The following steps were applied for each of the animal species, as well as for
the aggregate animal behavior (mean of animal species) in all three periods.
At first, each PGA event that exceeded a given threshold (2 standard deviations above
the mean) was selected. For each of these PGA events, we selected all occurrences
of “unusual” animal activity in a time span up to 20 hr before the respective PGA

115



Chapter 3. Potential Short-term Earthquake Forecasting by Farm Animal Monitoring

event that exceeded a second threshold (2 standard deviations above average “unusual”
animal activity). In this way, we created pairs of unusually high PGA and animal
activities.
For each pair of observations found in this manner, we computed the respective antici-
pation time (time of PGA event – time of abnormal animal activity event) and plotted
it against the hypocentral distance between the farm and the respective earthquake
event.
The results are robust with respect to the choice of the thresholds (Figures 3.20–3.22)
and with respect to outliers due to the use of median regressions (Koenker, 2005). We
then estimate a linear relationship between anticipation time and distance.

3.2.7 Informed consent

We received informed consent of all study participants for publication of identifying
information/images in an online open-access publication.

3.2.8 Data and modeling code repository

The original data and the Python computer code to conduct the model calculations are
deposited in the Dryad data repository https://doi.org/10.5061/dryad.q2bvq83gq.

3.3 Results

3.3.1 Daily patterns in animal behavior

To identify unusual animal behavior, one first has to identify and quantify the (daily)
normal activity patterns. Therefore, we examined statistically robust daily activity
patterns for three animal species (cows, dogs, and sheep); these are then considered in
our analysis. For the time periods (a) and (b) when animals were in the stable (Oct–Nov
2016 and Jan–Mar 2017), we find that all three species show high activity during the
morning and afternoon, but lower activity during noon and at night (Figure 3.11).
During period (c) on the pasture (Mar–Apr 2017), only cows showed a significantly
reduced activity during noon (Figure 3.11).

3.3.2 Mutual influence of the animal species

All tagged animals were held on the same farm, but cows and sheep in different build-
ings; thus, only dogs could directly interact with all species while animals were in a
stable. To further understand the normal activity patterns of the animals, we stud-
ied the mutual influence of the three species on each other. During all three periods,
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cows and dogs significantly reacted upon each other; the sheep always reacted on dogs.
However, during the period on the pasture (Mar–Apr 2017) the reaction is stronger,
because the dogs guarded the sheep. The mutual reaction patterns are presented in
Figures 3.14–3.16 in the supplementary materials.

3.3.3 Reactive animal behavior after earthquakes

In addition, we considered the reaction of the three animal species on earthquakes.
We detected that the species differ in their sensibility toward earthquakes. Dogs were
most sensible, followed by cows, while the sheep’ activity hardly changed. Moreover,
also the reactive patterns differ between the species. While dogs became hyperactive
as response to earthquakes, cows initially became untypically calm, but then increased
their activity in response to the dogs’ activeness. Notably, these reaction patterns were
only found during the periods when the animals were in the stable (Oct–Nov 2016 and
Jan–Mar 2017), but not during the time on the pasture (Mar–Apr 2017).

3.3.4 Anticipatory animal behavior prior to earthquakes

Finally, knowing the normal activity patterns of the animal species, we analyzed the po-
tential anticipatory behavior of the animals prior to earthquakes. Based on a threshold
approach (see the Methods section), we identified the anticipation times (time differ-
ence between unusually high animal activity and the subsequent earthquake) of the
animal species. For a slow diffusive process that generates the precursory signal that
the animals react to, we expect the anticipation (or warning) times to depend inversely
on hypocentral distance of the respective earthquake to the farm. The further away the
earthquake, the shorter the animal warning time. We find this relationship to be robust
and significant for the Jan–Apr 2017 period in which the animals were in the stable
(Figure 3.5B, Figure 3.18, 3.21). For the period when the animals freely roamed on
the pasture (Mar–Apr 2017), the pattern was less robust and significant (Figure 3.5C,
Figure 3.19, 3.22). In the Oct–Nov 2016 period, we cannot find robust patterns despite
the stronger earthquake activity (Figure 3.5A, Figure 3.17, 3.20), which likely results
from the short observation period (6 days). Interestingly, aggregating the information
from the three animal collectives helps to identify and establish the statistical signifi-
cance of this inverse relationship (reflected by the negative slope in Figure 3.5A). The
pattern was insignificant when considering the information on the individual species
(Figure 3.16). This indicates that the aggregation is likely to reduce background noise.
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Figure 3.5: Warning time before an earthquake event against the distance
between the respective hypocenter and the farm: The warning time is the
time difference between earthquake event and increased animal activity. Assuming
that physical precursors of earthquakes diffuse slowly from the respective hypocenter,
we expect a relationship with negative slope when plotting anticipation time against
hypocentral distance. A) Oct-Nov 2016 period. B) Jan-Mar 2017 period. Both periods
when the animals were in a stable show a significantly negative relationship. However,
this relationship is only robust for the Jan-Mar 2017 period (Fig. 3.21). C) Mar-Apr
2017 period. For this period, where the animals were on the pasture, the relationship
is less significant (Fig. 3.22).

3.4 Discussion

Our observational study systematically quantifies the inter-relationships of complete
time series of animal activity and earthquake occurrence for a period of high earth-
quake activity (including large mainshocks and their aftershocks), as well as during a
period of lower earthquake activity (Borre et al., 2003; Michele et al., 2016; Wenzel
and Zschau, 2013). Our animal activity data are based on proven behavioral surveil-
lance methods that quantify activity patterns of a collective of domestic animal species
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(Brown et al., 2013; Kays et al., 2015; WILSON et al., 2006).
The usual behavior of the animals is subject to a strong daily pattern and mutual
interactions between the three observed species. Moreover, reactive patterns to seismic
activity are observed during the periods when the animals were in a building (stable;
Oct–Nov 2016 and Jan–Mar 2017).
The analysis of the anticipatory animal behavior provides evidence that the animals are
steadily influenced by changes in the physical precursor of seismic events. Notably, the
detection of the anticipatory patterns does not rely on the occurrence of a few strong
and rare earthquakes, but it is also obtained for periods with medium size earthquakes.
This might ease the detection of larger earthquakes against the background of noise in
the animals’ activity.
Both the reactive and the anticipatory behaviors of the animals were significant for
the periods when the animals were in a stable (Oct–Now 2016 and Jan–Mar 2017),
but not when they were on a pasture (Mar–Apr 2017). This implies that the animals
are more sensitive in closed buildings. Our conjecture cannot rule out the possibility
that there may exist simple seasonal differences in behavior. However, as the reactive
patterns are equivalent for the Oct-Nov 2016 and the Jan–Mar 2017 period, both with
the animals held in a stable, the distinction between periods in a stable and periods
on a pasture seems to be the decisive and most reasonable one.
Overall, the continuous monitoring of animal behavior over longer time spans at high
temporal sampling (on the order of minutes) in the controlled setting of a stable pro-
vides evidence for anticipatory behavior, irrespective of the occurrence of large earth-
quakes. Our novel empirical approach (continuous bio-logging) and the a priori statis-
tical and modeling approach significantly advance the way we can now study a possible
anticipation of earthquakes by animal collectives.
Our findings indicate that the anticipation time depends inversely on hypocentral dis-
tance. This is consistent with a (slow) diffusion-like mechanism, originating in the
rock volume around the earthquake nucleation region (about 5–18 km deep, see Figure
3.12C) (F. T. Freund, 2003; F. Freund, 2011). This process seems qualitatively related
to the pre-slip model for earthquake nucleation (Ellsworth and Beroza, 1995; Ohnaka
and Shen, 1999; Rydelek and Horiuchi, 2006). The results indicate that the anticipa-
tion time might span up to 15–25 hr. Resulting from the large estimation uncertainty
and non-earthquake related noise in the data, our results cannot be used for earthquake
prediction at this stage. However, they provide evidence that, given that the maximum
anticipation time and slope of the anticipation time– hypocentral distance–plot can be
estimated more precisely in further large-scale experiments, these parameters might
be useful to identify the actual precursors that the animals react to. One mechanism
consistent with these model observations was proposed by F. T. Freund, Kulahci, et al.
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Figure 3.6: Distance - warning time relation: Plot showing excess animal activities
ahead of 8 earthquake events with a magnitude >4 occurring within a 28 km vicinity
of the farm animals. Each dot represents the anticipating or "animal warning time"
(as in Figure 3.5). This time point is the mid-time when a threshold of sustained (>45
min) excess animal activity (>140% above the 99th percentile background average)
was reached ahead of the subsequent earthquake. This animal warning time before an
earthquake event is plotted against the straight-line distance between the respective
hypocenter and the farm. The solid line indicates a significant linear regression (y =
−0.0174x+ 0.7274, R2 = 0.64, p = .018).

(2009) and F. Freund and Stolc (2013). The air ionizations at pressurized rock surfaces
could slowly diffuse in the air toward the animals that then react toward this novel
sensation (Bleier et al., 2009; F. T. Freund, Takeuchi, and Lau, 2006; Little and F. T.
Freund, 2019; Yoshida and Ogawa, 2004).
Given that future work can quantify anticipatory behavior as our work suggests, and
given that a sufficiently precise relation between warning time and distance can be
estimated, an experimental test setup could be built: As a first step, we can derive an
empirical threshold of excess animal activity that could serve as a trigger for a warning
signal. Practically, this means that daily animal activity has to be quantified continu-
ously for a period of time, at least for 2 weeks (Wikelski et al., 2015). In the current
situation, whenever the farm animals were active for i) an extended period of time (>
45 min) at ii) a level way beyond “regular” (> 140% above the 99th percentile back-
ground average), there was a very high likelihood of a follow-up earthquake activity of
a high magnitude. Eight of nine earthquakes with a magnitude > 4.0 were anticipated
by animal activity using this threshold, with no false positive (Figure 3.6).
However, in the threshold model discussed above, the animal activity at a single farm
cannot identify in advance the time and distance of a future earthquake (Tributsch,
1982b). Either an earthquake will occur at larger distance from the farm, but soon, or
it will happen close by, but not as soon. To estimate both, time and location of a future
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Figure 3.7: A potential test setup for an earthquake-forecast-by-animals sce-
nario: Based on the information in Figure 3.5 (the a priori model) and Figure 3.6 (the
empirical threshold model), one could set up animal activity monitoring sites across a
landscape (e.g., the Italian Abruzzo mountains). If there are preparatory processes in
the Earth crust indicating an imminent earthquake that could be perceived by animals,
the animals on the central farm situated above the hypocenter should show activity ca.
18 hr ahead of the earthquake, but no other farm animals should show warning signs at
this early time. Then, 8 hr later, farm animals at 10 km distance from the central farm
should show warning signs. Another 8 hr later animals at farms 20 km away from the
central farm should show warning signs. If correct, this would indicate an earthquake
is imminent within the next 2 hr. Note that the time constants of 18 and 8 hr used in
this schematic are indicative examples only. If this hypothesis is tested via experiments
and theory involving a physical mechanism, these parameters are expected to change.

earthquake, a triangulation system is needed to forecast the most likely epicenter of an
earthquake within approximately 20-30 km (Figure 3.7).
Our results indicate that many animals would have to be tagged at different locations
over a long period under very controlled settings to obtain useful information. However,
animals react to many different stimuli, which is beyond the ability of a single technical
sensor. Despite the difficulties of using animals as sensors in this context, they could
possibly provide the information necessary to search also for technical implementations
of detection systems, which do not yet exist. All in all, our findings provide motivation
for a controlled, continuous monitoring of animal collectives at different locations to
detect statistically reliable patterns of pre-seismic activity for short-time earthquake
forecasting, while demonstrating the importance of additional noise reduction, long
observation times, and controlled environments.
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Appendices

3.A Preparation of equipment

Starting in January 2014, we kept 20 GPS and 3D-acceleration data loggers (22 grams,
E-Obs, Munich, Germany) in a state of constant readiness for a potential rapid use
on animals in earthquake areas. The rechargeable batteries of these data loggers were
kept at high voltage through a recharge every month. The 3D-acceleration sensors
were initially calibrated according to standard procedures (Qasem et al., 2012; Scharf
et al., 2016; Shepard et al., 2008). We also kept various sizes of nylon harness material
in stock that could be adjusted to previously unknown sizes and shapes of the animals
we hoped to tag and observe.

3.B Supplementary details on the data analysis

3.B.1 Daily patterns of animal activity

In the first step of the analysis, we estimate the regular daily patterns of the animal
activity. We use a Fourier analysis with 24 hours periodicity, so the frequencies are
discrete, integer multiples of 1/24. We estimate models with 0 up to 30 frequencies
and select the best number of frequencies by minimizing the Bayesian information
criterion. The results are shown in Tab. 3.1. We use 16 frequencies, the maximum
number suggested for any of the series (animal, cow, dog, sheep) in any of the periods
(Oct-Nov 2016, Jan-Mar 2017, Mar-Apr 2017) for all series for the sake of consistency.
The estimated daily patterns are shown in Fig. 3.11.
We find that the three animal species showed different daily activity patterns in the
stable and on the pasture. In the stable (Oct-Nov 2016 data and Jan-Mar 10, 2017
data), animals were active in the morning and afternoon, but at mid-day they were
relatively calm (see Fig. 3.11). However, dogs and sheep showed no longer a reduced
activity around noon when roaming freely on the pastures. Moreover, the volatility
of cows and sheep was small while in the stable, but on the pasture both dogs and
sheep showed rather volatile behavior, thus deviated often and strongly from the daily
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patterns.

3.B.2 Peak ground acceleration (PGA) of the earthquakes

The effects of the earthquake activity on the farm animals was estimated by calculating
the expected horizontal peak ground acceleration (PGA) at the farm for each earth-
quake in the catalog. This was accomplished by applying the empirical ground-motion
prediction equation (GMPE) (Bindi et al., 2011) using the corresponding earthquake
magnitude and the hypocentral distance to the farm. The correct time of the respective
activities at the farm was calculated using the distance between the hypocenter and
the farm and an depth-averaged seismic P-wave speed of 6.15 km/s, based on published
Earth-structure models for the region (Chiaraluce et al., 2011; Marchetti et al., 2016).
To match the timescale of the animal ODBA data, we accumulate PGA-values of
events that occurred in the same 15min timescale, using two different approaches. The
first method used the maximum peak ground acceleration (PGA) at the farm of all
earthquakes that happened during the respective 15 min intervals; the second method
is based on the sum of observed PGA values in the respective 15 min interval. The
subsequent analysis is based on the maximum PGA value during each 15 min interval.
However, the results are robust against the choice of the PGA-accumulation method.

3.B.3 Vector autoregressive (VAR) estimation (mutual behav-

ior of animals and reactive behavior after earthquakes)

We subtract the estimated daily patterns from the animal time series to obtain the
series of deviations from regular behavior. For each of the three periods, we estimate a
VAR model with 6 lags, the maximum number of lags suggested by BIC (see Tab. 3.2).
In a VAR model, the current values of the series are linear functions of the past val-
ues of the series. In this way, the expected future activities of animals are non-trivial
functions of the past activity. The regression results for the three time periods are
summarized in Tables 3.3-3.5. If the time series is stationary, which is the case here, a
shock in one variable will result in reactive patterns of all other variables in future time
steps, before converging back to a constant in the long run, if no further shocks occur.
The patterns after a shock in a certain variable is called impulse response functions
(IRF). The impulse response functions for the three time periods are shown in Fig.
3.14-3.16.
The Impulse Response Functions (IRF’s) show that the different animal species reacted
significantly upon each other. However, the interaction patterns differed between the
periods in the stable (Oct-Nov 2016, Fig. 3.14 and Jan-Mar 2017, Fig. 3.15) and the
period on the pasture (Mar-Apr 2017, Fig. 3.16). In the stable (see Fig. 3.14), the
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cows’ activity significantly increased after a shock in the dogs’ activity, leading to a
significantly increased activity for about 1 hour, followed by a calming down phase.
Dogs instantaneously increased activity after a shock in the cows’ activity, but very
quickly relaxed afterwards. On the pasture (see Fig. 3.15), the patterns as described
above remained valid, but only sheep now strongly reacted on the dogs’ activity, most
probably since dogs were used to guard sheep on the pasture.
The time needed to calm down after a shock differed between animal species. In the
stable or on the courtyard, dogs were back to normal activity after about 30 min,
cows after about 45 min and sheep after about one hour (see Fig. 3.14, plots on the
diagonal). This order remained unchanged on the pasture, but the animals needed in
general more time to calm down.
In terms of the animals’ reactive behavior on earthquakes, we found that dogs were
most sensitive, followed by cows. Sheep seemed to be least sensitive. For the Jan-
Mar 2017 data (animals in the stable), we found significant reactions of dogs and cows
on the earthquakes (see Fig. 3.14, row 1, column 4 and row 2, column 4), whereas
the activity of the sheep showed no significant response. The functional form of the
dogs’ response was confirmed by the Oct-Nov, 2016 data. For the Mar-Apr 2017 data
(animals on the pasture), no animal group reacted statistically significantly on the
earthquakes (see Fig. 3.15). Possible explanations are the higher noise on the pasture
and that animals might be less afraid during earthquakes when they are roaming freely
outside the stable.
Moreover, we found that dogs and cows reacted differently on earthquakes. Whereas
the dogs’ activity increased after earthquakes and faded into a relaxing period later on
(see Fig. 3.15, the activity of cows first remained constant or even slightly decreased,
before it increased significantly and finally faded. Knowing that cows reacted strongly
upon dog behavior, we expected that the cows’ post-earthquake activity in the absence
of dogs would decrease, thus an earthquake would calm them down instead of increase
their activity. However, due to the increased activity of the dogs, we found that, after
the first period where the influences of the earthquake and the dogs were balanced, the
activity of cows increased due to the dogs’ increased activity. To confirm this exper-
imentally, one could observe cows on farms where they are separated from the dogs.
We conclude that different animal species behaved differently during earthquakes and
that their mutual interactions were significant and relevant to describe their behavior.
To detect the animals’ specific reactions towards earthquakes more accurately, future
research designs should aim to remove (or at least mitigate) the impact of possible
interdependencies between the animal species. Furthermore, significant responses of
different animal species on earthquakes were only visible when the animals were re-
strained, i.e., in the stable (sheep and cows) or in a narrow farmyard (dogs).
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These results were all robust against changing the number of lags in the VAR estima-
tions.

3.B.4 Threshold model (anticipatory animal behavior prior to

earthquakes)

In this Threshold Model, we selected PGA occurrences that exceeded a given threshold
and then searched for animal activity beyond a second threshold in a 20h time window
before this threshold-exceeding earthquake event.
For the animal activity, we use the residuals from the VAR analysis in step 4. As
discussed, the dogs and sheep show qualitatively the same reaction pattern to earth-
quakes, but cows seem to be unusually calm after an earthquake. For this reason, we
search for unusually high activity of the dogs and sheep, but for unusually low activity
for the cows.
For all pairs of PGA and animal activity found in this manner, we plotted the time
difference between the PGA occurrence and animal activity (warning time) against the
hypocentral distance of the farm.
Via the thresholds, we filtered the relevant data for estimating the relationship between
warning time and distance. Thresholds that were too high led to very few observations;
too low thresholds resulted in increased irrelevant noise. For both, animals (aggregate
and separate) and earthquakes, we considered thresholds in the range of 1 to 3 standard
deviations.
For the selected data pairs, we estimated a linear relationship between warning time
and hypocentral distance by OLS and median regressions. Median regressions are ro-
bust against outliers, which naturally result from non-earthquake related high animal
activity in the data. To investigate the robustness of the inverse relationship between
hypocentral distance and anticipation time, Fig. 3.20-3.22 show the t-statistics of the
slope parameters for all threshold combinations for each animal group in each period.
Fig. 3.17-3.19 show the selected data and regression results based on thresholds of 2
standard deviations. Considering the aggregated animal activity, we obtained signifi-
cantly negative slopes for the Oct-Nov 2016 and the Jan-Mar 2017 periods (animals in
the stable) (see Fig. 3.12, 3.16, 3.17). However, the relationship is not robust in the
Oct-Nov 2016 period, which might result from the short observation period. Signifi-
cance was lower for the Mar-Apr 2017 period on the pasture (See Fig. 3.8), equivalent
to the lower significance of reactive behavior on the pasture in the VAR analysis. As
discussed above, the larger amount of non-earthquake related stimuli on the pasture
compared to the stable reduces the significance of earthquake related patterns.
We obtained the best (in terms of statistical significance) regression results for the
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aggregated animal data, which smoothened the activity levels of the various animal
species and therefore helped to reduce noise in the abnormal activity. Considering
the data on the animal species separately resulted in statistically insignificant slope
parameters.
The results are robust against the threshold choices (see Fig. 3.18) and the estima-
tion method for the linear function. Moreover, we varied the time window before a
threshold-exceeding earthquake in which we searched for threshold-exceeding animal
activity between 15 hours and 25 hours and found the results to be robust. However,
when we chose search windows that are too narrow in time, they possibly cut out
important observations for earthquakes in close spatial proximity and their associated
potential long animal warning times. On the other hand, time windows that were too
long might contain too many irrelevant observations.

3.C Supplementary figures

Figure 3.8: The Angeli brothers farm in Capriglia/Italy and its surroundings:
The stable of the cows is depicted in the middle of the picture.

126



Chapter 3. Potential Short-term Earthquake Forecasting by Farm Animal Monitoring

Figure 3.9: Photos showing the tagged animals during the winter (Oct 2016
– Mar 10, 2017) period: Top left: Cows lined up in the stable. Top right: Tagging
of individual cow. Bottom left: Dogs in the farm yard. Bottom right: Sheep in the
stable.
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Figure 3.10: Photos showing the tagged animals during the spring (after Mar
11, 2017) period: Top left: Cows on the pasture. Top right: Sheep on the pasture.
Bottom left: Dog on the pastures guarding sheep. Bottom right: Dog on the pasture.
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Figure 3.11: Estimated regular daily patterns of animal activity: The daily
activity patterns are plotted for the three periods. In each subplot, we show the
regular daily activity for the three animal groups and the aggregate animal behavior.
The animal activity is measured by the accumulated ODBA in relative units. Especially
in the stable, the animals show high activity during the morning and afternoon, but
are relatively calm during noon. On the pasture, the sheep show the highest activity
during noon and also for the dogs, no calm period during noon is observed. This most
likely is a result from the guarding of sheep by dogs on the pasture. Only the cows
still show a reduced activity during noon also on the pasture.
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Figure 3.12: Earthquake catalog: Properties of the earthquake catalog for the time
period 28/10/2016 – 08/11/2016, consisting of 5304 earthquakes in the magnitude
range 0.4 ≤M ≤ 6.5. (a) 3D view of earthquake locations with color-coded hypocentral
distances. The yellow square marks the position of the farm, to which the spatial data
are referenced. (b) Same as in (a), but color-coded by magnitude. Notice that symbol-
size is also magnitude-dependent. (c) Depth distributions of all hypocenters. 95% of
hypocenters fall in the depth range of 5- 18 km (indicated by the two horizontal lines).
Note that c) is similar to Fig. 5 of the main part.

130



Chapter 3. Potential Short-term Earthquake Forecasting by Farm Animal Monitoring

Figure 3.13: Comparison of ODBA measurements with earthquake data: Tem-
poral analysis of earthquake data: top – earthquake magnitude; center – hypocentral
distance from the farm; bottom – estimated peak ground acceleration (PGA). ODBA
shown in blue; earthquake magnitude is color-coded; M ≥ 4 also marked by vertical
lines. PGA is measured in multiples of the gravitational constant g (= 9.81 m/s2).
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Figure 3.14: How animals react to earthquakes and each other in a building:
Impulse response functions (IRF) in the stable (Oct-Nov period): The plots
show the statistical reaction patterns of the animal species and the PGA (earthquake)
on orthogonalized shocks in each of the time series for the Oct-Nov 2016 data in the
stable, in relation to the time after the shock. The blue line shows the VAR orthogonal
impulse responses, the black dashed lines the 95% confidence intervals (CI). Each plot
examines the effect of a shock in one variable on another one (described above the plot,
e.g., the effect of abnormal dogs’ activity on abnormal cows’ activity, termed ’Dog →
Cow’). Whenever the 95% CI does not overlap with zero line, there is a statistically
significant influence. The different animal species reacted upon activity shocks of the
other animal species and on earthquake occurrence. We find that dogs show a higher
activity after earthquakes, followed by a period of relative calm. Moreover, cows and
sheep react on changes in the dogs’ activity and sheep become active, when cows are
unusually active. The uncertainty is large, because of the short observation period in
Oct-Nov 2016. Fig. 3.15 shows more significant patterns for the Jan-Mar 2017 period
due to the longer observation period.
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Figure 3.15: How animals react to earthquake in a building: Impulse re-
sponse functions (IRF) in the stable (Jan-Mar 2017 period): Please see Fig.
3.14 for a detailed description of IRFs. Dogs show a significantly increased activity
after earthquake shocks. Sheep show qualitatively the same behavior as dogs, but the
reaction pattern is less significant. The cows show a reduced slightly reduced activity
after earthquakes, but their activity finally also increases, most likely because they
react on the dogs’ high activity after earthquakes. Still, the IRFs indicate that cows
become relatively calm after an earthquake, whereas dogs and sheep become more ac-
tive. As already mentioned, cows become more active after an unusually high activity
of the dogs and also the dogs react strongly on cows’ activity. Note that dogs react
instantaneously on the cows’ activity and quickly calm down, whereas cows show a
longer period of high activity after a shock in the dogs’ activity. The sheep do not
really influence the other species and only react slightly on dogs’ activity.
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Figure 3.16: How animals react to earthquake on a pasture: Impulse response
functions (IRF) on the pasture (Mar-Apr 2017 period): Please see Fig. 3.14
for a detailed description of IRFs. The reaction patterns on earthquakes are close to
insignificance (or insignificant) for all species. This is probably the case, because the
animals roam freely on the pasture in the Mar-Apr 2017 period and are influenced
by many other stimuli. While dogs and cows have lower influence on each other than
in the stable (see Fig. 3.15), the sheep react strongly on dogs’ activity, most likely
because the dogs guard the sheep on the pasture. All animal groups need longer to
calm down after a shock than in the stable (compare Fig. 3.15).
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Figure 3.17: Indicators for anticipatory behavior: Distance – anticipation
time plots and estimated linear relationship (Oct-Nov 2016 period, stable):
We select all PGA (earthquake) events that exceed a threshold of 2 standard deviations
from usual PGA activity and all corresponding animal events that exceed a threshold
of 2 standard deviations from the usual animal activity. For all resulting pairs, we
plot the anticipation time (time difference between the events) against the hypocentral
distance of the respective earthquake. We estimate a linear relation between distance
and anticipation time by median regressions for the aggregate animal behavior and
each species separately. A negative slope indicates that the anticipation time becomes
shorter, if the hypocenter is farther away, which would be in line with our model. We
find this negative relationship for the aggregate animal behavior and the dogs, but not
for cows and sheep in this Oct-Nov 2016 period in the stable. Note moreover that the
results are not robust against changes in the thresholds (see Fig. 3.20). We assume
that this results partly from the short observation period. A second reason is that
animals react to many stimuli and the data still contains a lot of noise.
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Figure 3.18: Indicators for anticipatory behavior: Distance – anticipation
time plots and estimated linear relationship (Jan-Mar 2017 period, stable):
For a detailed description of the threshold analysis, see Fig. 3.17. We find a significantly
negative relationship between anticipation time and distance to the hypocenter for the
aggregate animal activity, dogs and sheep. This relationship is robust against the
choice of the threshold (see Fig. 3.21). For the cows, we do not find a significant and
robust relationship.
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Figure 3.19: Indicators for anticipatory behavior: Distance – anticipation
time plots and estimated linear relationship (Mar-Apr 2017 period, pas-
ture): For a detailed description of the threshold analysis, see Fig. 3.17. In the
Mar-Apr 2017 period on the pasture, the significance of the results compared to the
Jan-Mar period in the stable is lower. Due to the higher amount of distracting stimuli
on pastures, there is more noise in the selected data that does not result from potential
earthquake precursors. Qualitatively, the results are similar to the Jan-Mar period in
the stable, but less significant (compare Fig. 3.21 and 3.22).
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Figure 3.20: Robustness of the distance – anticipation time relationship:
Slope t-statistics and threshold choices (Oct-Nov 2016 period, stable): The
heatmaps show the t-statistic of the estimated slope parameters of a linear relationship
for different threshold combinations. If the t-statistic is below -1.96, the slope param-
eter is significantly lower than zero on a 95% significance level. We can talk about a
robust negative relationship, if the heatmaps show large areas with a t-statistic lower
than -1.96. The plots indicate that the relationship is not robust against the choice of
the thresholds in the Oct-Nov 2016 period. Besides the noise in the animal activity,
this might also result from the short observation period.
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Figure 3.21: Robustness of the distance – anticipation time relationship:
Slope t-statistics and threshold choices (Jan-Mar 2017 period, stable): For
a detailed discussion how to interpret the heatmaps see Fig. 3.20. We find the most
robust negative relationship for the aggregate animal behavior. The relationship is
also robust for dogs. It is less robust for sheep and mainly insignificant for cows. This
result emphasizes the usefulness of aggregating the abnormal behavior, as noise from
individual animals and animal groups is reduced.
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Figure 3.22: Robustness of the distance – anticipation time relationship:
Slope t-statistics and threshold choices (Mar-Apr 2017 period, pasture):
For a detailed discussion how to interpret the heatmaps see Fig. 3.20. For the period
in which the animals were on the pasture, the significance of the patterns is reduced
compared to the period in the stable (see Fig. 3.21). The most significant patterns
are obtained for the aggregate animal behavior, followed by the dogs. For sheep and
cows, there is no sign for a negative relationship. As the animals roamed freely on
the pasture the amount of non-earthquake related stimuli is large and the potential
earthquake related patterns are dominated by noise. This result shows the importance
of a controlled environment to reduce noise to the minimum.
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3.D Supplementary tables

Oct-Nov Jan-Mar Mar-Apr
animal 8 15 6
cow 11 15 12
dog 7 16 8
sheep 3 6 6

Table 3.1: Retrieving the daily patterns – suggested number of frequencies for
the fourier analysis by the Bayesian information criterion (BIC):We estimate
the regular daily patterns via a Fourier filter. We estimate models 0 (intercept only
model) up to 30 frequencies. This table shows how many frequencies the model with
the lowest Bayesian information criterion (BIC) value uses. According to the BIC, this
model is the best. We find that the highest number of frequencies suggested by BIC
is 16. To be consistent, we use 16 frequencies for all series to obtain the regular daily
patterns (see Fig. 3.11).

Oct-Nov Jan-Mar Mar-Apr
lags
0 52.053074 44.213040 45.945174
1 51.036706 42.449395 43.428278
2 51.143365 42.166218 43.220160
3 51.255380 42.135202 43.156017
4 51.393517 42.128314 43.158818
5 51.529165 42.141541 43.178102
6 51.678299 42.134711 43.212969
7 51.822840 42.157049 43.247349
8 51.958343 42.172673 43.277412
9 52.099528 42.197307 43.302913

Table 3.2: Vector autoregressive (VAR) analysis – suggested number of lags
by the Bayesian information criterion (BIC): We compute the BIC values for
lags between 0 and 9 for all three periods. The maximum number suggested by BIC
is 6 for the Jan-Mar period. The BIC has another local minimum at 4 lags, but to
retrieve as much information as possible we use 6 lags for all periods.

141



Chapter 3. Potential Short-term Earthquake Forecasting by Farm Animal Monitoring

VAR Regression Results Oct-Nov Period

==================================

Model: VAR

Method: OLS

--------------------------------------------------------------------

No. of Equations: 4.00000 BIC: 51.6783

Nobs: 637.000 HQIC: 51.2503

Log likelihood: -19752.2 FPE: 1.37980e+22

AIC: 50.9786 Det(Omega_mle): 1.18288e+22

--------------------------------------------------------------------

Results for equation eq

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const 0.000937 0.000184 5.079 0.000

L1.eq 0.056460 0.040507 1.394 0.163

L1.cow 0.000000 0.000000 1.073 0.283

L1.dog 0.000000 0.000000 1.808 0.071

L1.sheep -0.000000 0.000000 -0.659 0.510

L2.eq 0.035170 0.040584 0.867 0.386

L2.cow 0.000000 0.000000 0.174 0.862

L2.dog -0.000000 0.000000 -2.148 0.032

L2.sheep 0.000000 0.000000 0.044 0.965

L3.eq 0.009196 0.040524 0.227 0.820

L3.cow -0.000000 0.000000 -0.830 0.406

L3.dog 0.000000 0.000000 1.318 0.188

L3.sheep 0.000000 0.000000 0.304 0.761

L4.eq 0.077005 0.040736 1.890 0.059

L4.cow 0.000000 0.000000 2.692 0.007

L4.dog -0.000000 0.000000 -0.134 0.894

L4.sheep -0.000000 0.000000 -0.257 0.797

L5.eq 0.013867 0.040765 0.340 0.734

L5.cow -0.000000 0.000000 -2.889 0.004

L5.dog 0.000000 0.000000 0.383 0.702

L5.sheep 0.000000 0.000000 0.595 0.552

L6.eq 0.026114 0.040598 0.643 0.520

L6.cow 0.000000 0.000000 1.576 0.115

L6.dog -0.000000 0.000000 -0.119 0.906

L6.sheep 0.000000 0.000000 0.083 0.934

===========================================================================
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Results for equation cow

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const -170.951134 1316.546344 -0.130 0.897

L1.eq 592342.595044 289148.813582 2.049 0.041

L1.cow 0.602802 0.040533 14.872 0.000

L1.dog 0.028534 0.028586 0.998 0.318

L1.sheep 0.054334 0.040649 1.337 0.181

L2.eq -485680.923810 289699.669271 -1.676 0.094

L2.cow -0.045116 0.047409 -0.952 0.341

L2.dog 0.070145 0.032922 2.131 0.033

L2.sheep 0.050988 0.047031 1.084 0.278

L3.eq 254119.721596 289275.523238 0.878 0.380

L3.cow -0.074253 0.047433 -1.565 0.117

L3.dog -0.033824 0.033335 -1.015 0.310

L3.sheep -0.117300 0.046979 -2.497 0.013

L4.eq 11593.937328 290788.135610 0.040 0.968

L4.cow -0.060521 0.047232 -1.281 0.200

L4.dog -0.026904 0.033226 -0.810 0.418

L4.sheep 0.095935 0.047080 2.038 0.042

L5.eq -97766.272835 290989.801884 -0.336 0.737

L5.cow 0.071068 0.047294 1.503 0.133

L5.dog 0.025530 0.033086 0.772 0.440

L5.sheep -0.068808 0.047157 -1.459 0.145

L6.eq -159570.349127 289800.160129 -0.551 0.582

L6.cow -0.068234 0.041198 -1.656 0.098

L6.dog 0.022854 0.028849 0.792 0.428

L6.sheep 0.056260 0.039842 1.412 0.158

===========================================================================

Results for equation dog

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const 972.039667 1867.523035 0.520 0.603

L1.eq 469727.233730 410158.041359 1.145 0.252

L1.cow 0.099807 0.057496 1.736 0.083

L1.dog 0.575000 0.040550 14.180 0.000

L1.sheep -0.045143 0.057661 -0.783 0.434

L2.eq 67131.898049 410939.431011 0.163 0.870
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L2.cow -0.112179 0.067250 -1.668 0.095

L2.dog -0.150134 0.046700 -3.215 0.001

L2.sheep 0.068157 0.066714 1.022 0.307

L3.eq -908521.981318 410337.779204 -2.214 0.027

L3.cow -0.091573 0.067284 -1.361 0.174

L3.dog 0.019878 0.047286 0.420 0.674

L3.sheep -0.074243 0.066640 -1.114 0.265

L4.eq -52434.817874 412483.422204 -0.127 0.899

L4.cow 0.070913 0.066999 1.058 0.290

L4.dog -0.030824 0.047131 -0.654 0.513

L4.sheep 0.099246 0.066783 1.486 0.137

L5.eq -337097.276867 412769.486127 -0.817 0.414

L5.cow -0.070770 0.067087 -1.055 0.291

L5.dog 0.065333 0.046933 1.392 0.164

L5.sheep 0.044237 0.066892 0.661 0.508

L6.eq 28654.101510 411081.977448 0.070 0.944

L6.cow -0.030508 0.058439 -0.522 0.602

L6.dog -0.033719 0.040923 -0.824 0.410

L6.sheep -0.039029 0.056516 -0.691 0.490

===========================================================================

Results for equation sheep

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const -162.425195 1308.113829 -0.124 0.901

L1.eq 272073.610817 287296.807443 0.947 0.344

L1.cow 0.114158 0.040273 2.835 0.005

L1.dog -0.008432 0.028403 -0.297 0.767

L1.sheep 0.581511 0.040389 14.398 0.000

L2.eq 28316.986676 287844.134886 0.098 0.922

L2.cow 0.049679 0.047106 1.055 0.292

L2.dog 0.030561 0.032712 0.934 0.350

L2.sheep -0.043913 0.046730 -0.940 0.347

L3.eq -510651.645010 287422.705520 -1.777 0.076

L3.cow -0.061924 0.047129 -1.314 0.189

L3.dog 0.029487 0.033122 0.890 0.373

L3.sheep 0.070626 0.046678 1.513 0.130

L4.eq -83432.050711 288925.629569 -0.289 0.773

L4.cow 0.028950 0.046930 0.617 0.537

L4.dog 0.074804 0.033013 2.266 0.023
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L4.sheep -0.019082 0.046779 -0.408 0.683

L5.eq 170959.314417 289126.004164 0.591 0.554

L5.cow 0.021583 0.046992 0.459 0.646

L5.dog -0.020755 0.032874 -0.631 0.528

L5.sheep 0.017242 0.046855 0.368 0.713

L6.eq 165544.052234 287943.982097 0.575 0.565

L6.cow 0.029733 0.040934 0.726 0.468

L6.dog -0.020822 0.028664 -0.726 0.468

L6.sheep 0.037328 0.039587 0.943 0.346

===========================================================================

Correlation matrix of residuals

eq cow dog sheep

eq 1.000000 -0.037687 0.085228 -0.016987

cow -0.037687 1.000000 -0.036304 0.043521

dog 0.085228 -0.036304 1.000000 -0.003843

sheep -0.016987 0.043521 -0.003843 1.000000

Table 3.3: Regression summary for the vector autoregressive (VAR) analysis
in the Oct-Nov 2016 period: In the VAR model, the activity of each variable
is regressed on lagged values of all variables. We use 6 lags, so each variable (PGA
(earthquake), cow, dog, sheep) is regressed on 6 · 4 = 24 lagged values and a constant.
The results can be visualized in the form of impulse responses. The corresponding
impulse responses for the Oct-Nov 2016 period are shown in Fig. 3.14.
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VAR Regression Results Jan-Mar Period

==================================

Model: VAR

Method: OLS

--------------------------------------------------------------------

No. of Equations: 4.00000 BIC: 42.1347

Nobs: 4986.00 HQIC: 42.0499

Log likelihood: -132915. FPE: 1.74635e+18

AIC: 42.0041 Det(Omega_mle): 1.71176e+18

--------------------------------------------------------------------

Results for equation eq

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const 0.000051 0.000008 6.786 0.000

L1.eq 0.420692 0.013984 30.085 0.000

L1.cow 0.000000 0.000000 0.636 0.525

L1.dog 0.000000 0.000000 0.355 0.723

L1.sheep -0.000000 0.000000 -0.945 0.345

L2.eq -0.032529 0.015202 -2.140 0.032

L2.cow 0.000000 0.000000 0.071 0.944

L2.dog -0.000000 0.000000 -0.989 0.323

L2.sheep 0.000000 0.000000 0.676 0.499

L3.eq -0.020639 0.015164 -1.361 0.174

L3.cow -0.000000 0.000000 -1.181 0.238

L3.dog 0.000000 0.000000 1.171 0.242

L3.sheep -0.000000 0.000000 -1.210 0.226

L4.eq 0.079694 0.015170 5.253 0.000

L4.cow 0.000000 0.000000 1.291 0.197

L4.dog -0.000000 0.000000 -1.102 0.271

L4.sheep 0.000000 0.000000 0.729 0.466

L5.eq -0.029603 0.015204 -1.947 0.052

L5.cow -0.000000 0.000000 -0.497 0.619

L5.dog 0.000000 0.000000 0.987 0.324

L5.sheep -0.000000 0.000000 -0.457 0.648

L6.eq 0.175340 0.014013 12.513 0.000

L6.cow -0.000000 0.000000 -0.264 0.792

L6.dog -0.000000 0.000000 -0.610 0.542

L6.sheep 0.000000 0.000000 0.935 0.350

===========================================================================
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Results for equation cow

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const -81.332867 256.791775 -0.317 0.751

L1.eq -433821.729337 477990.305199 -0.908 0.364

L1.cow 0.978554 0.014232 68.759 0.000

L1.dog 0.272304 0.023728 11.476 0.000

L1.sheep 0.001907 0.015695 0.122 0.903

L2.eq -238106.326300 519648.510485 -0.458 0.647

L2.cow -0.526370 0.019948 -26.387 0.000

L2.dog -0.266523 0.028778 -9.261 0.000

L2.sheep 0.020288 0.021828 0.929 0.353

L3.eq 1114495.888314 518349.964388 2.150 0.032

L3.cow 0.262554 0.021147 12.416 0.000

L3.dog 0.152589 0.030144 5.062 0.000

L3.sheep -0.007735 0.023119 -0.335 0.738

L4.eq -176580.561075 518549.710771 -0.341 0.733

L4.cow -0.165044 0.021115 -7.816 0.000

L4.dog -0.139030 0.030181 -4.607 0.000

L4.sheep -0.003739 0.023128 -0.162 0.872

L5.eq 1177620.715562 519702.332515 2.266 0.023

L5.cow 0.086219 0.019802 4.354 0.000

L5.dog 0.023036 0.029026 0.794 0.427

L5.sheep 0.002838 0.021834 0.130 0.897

L6.eq -773442.287222 478981.759510 -1.615 0.106

L6.cow -0.029414 0.014051 -2.093 0.036

L6.dog 0.006118 0.023904 0.256 0.798

L6.sheep 0.020045 0.015691 1.277 0.201

===========================================================================

Results for equation dog

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const -42.749286 154.107718 -0.277 0.781

L1.eq 643805.196782 286854.962537 2.244 0.025

L1.cow -0.041425 0.008541 -4.850 0.000

L1.dog 0.681109 0.014240 47.832 0.000

L1.sheep 0.007249 0.009419 0.770 0.442

L2.eq 277745.096440 311855.182807 0.891 0.373
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L2.cow 0.014793 0.011971 1.236 0.217

L2.dog -0.364258 0.017270 -21.092 0.000

L2.sheep -0.010729 0.013099 -0.819 0.413

L3.eq 300050.078773 311075.890031 0.965 0.335

L3.cow -0.016953 0.012691 -1.336 0.182

L3.dog 0.171480 0.018090 9.479 0.000

L3.sheep 0.021355 0.013875 1.539 0.124

L4.eq -43610.296396 311195.763260 -0.140 0.889

L4.cow 0.021076 0.012672 1.663 0.096

L4.dog -0.078188 0.018112 -4.317 0.000

L4.sheep -0.028519 0.013880 -2.055 0.040

L5.eq -650948.867927 311887.482869 -2.087 0.037

L5.cow -0.022013 0.011884 -1.852 0.064

L5.dog -0.000705 0.017419 -0.040 0.968

L5.sheep 0.016529 0.013103 1.261 0.207

L6.eq -180179.589626 287449.961193 -0.627 0.531

L6.cow 0.001009 0.008432 0.120 0.905

L6.dog 0.027127 0.014345 1.891 0.059

L6.sheep 0.005217 0.009417 0.554 0.580

===========================================================================

Results for equation sheep

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const -1.080973 232.202074 -0.005 0.996

L1.eq 305321.357587 432219.218477 0.706 0.480

L1.cow -0.002423 0.012869 -0.188 0.851

L1.dog 0.032081 0.021455 1.495 0.135

L1.sheep 0.969191 0.014192 68.290 0.000

L2.eq -46233.698263 469888.344265 -0.098 0.922

L2.cow -0.014934 0.018038 -0.828 0.408

L2.dog 0.016951 0.026022 0.651 0.515

L2.sheep -0.503945 0.019737 -25.532 0.000

L3.eq -26646.941383 468714.143506 -0.057 0.955

L3.cow 0.007504 0.019122 0.392 0.695

L3.dog -0.002639 0.027258 -0.097 0.923

L3.sheep 0.259054 0.020906 12.392 0.000

L4.eq 202807.674233 468894.762704 0.433 0.665

L4.cow 0.007422 0.019093 0.389 0.697

L4.dog -0.006007 0.027291 -0.220 0.826
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L4.sheep -0.135104 0.020913 -6.460 0.000

L5.eq -229949.448903 469937.012439 -0.489 0.625

L5.cow -0.001406 0.017906 -0.079 0.937

L5.dog -0.015897 0.026247 -0.606 0.545

L5.sheep 0.077539 0.019743 3.927 0.000

L6.eq -262527.472579 433115.733747 -0.606 0.544

L6.cow -0.010495 0.012706 -0.826 0.409

L6.dog -0.021138 0.021615 -0.978 0.328

L6.sheep -0.026070 0.014189 -1.837 0.066

===========================================================================

Correlation matrix of residuals

eq cow dog sheep

eq 1.000000 -0.011665 0.020926 -0.012397

cow -0.011665 1.000000 0.078659 0.009009

dog 0.020926 0.078659 1.000000 0.010762

sheep -0.012397 0.009009 0.010762 1.000000

Table 3.4: Regression summary for the vector autoregressive (VAR) analysis
in the Jan-Mar 2017 period: In the VAR model, the activity of each variable
is regressed on lagged values of all variables. We use 6 lags, so each variable (PGA
(earthquake), cow, dog, sheep) is regressed on 6 · 4 = 24 lagged values and a constant.
The results can be visualized in the form of impulse responses. The corresponding
impulse responses for the Jan-Mar 2017 period are shown in Fig. 3.15.
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VAR Regression Results Mar-Apr Period

==================================

Model: VAR

Method: OLS

--------------------------------------------------------------------

No. of Equations: 4.00000 BIC: 43.2130

Nobs: 3258.00 HQIC: 43.0930

Log likelihood: -88481.1 FPE: 4.85277e+18

AIC: 43.0261 Det(Omega_mle): 4.70663e+18

--------------------------------------------------------------------

Results for equation eq

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const 0.000070 0.000007 10.538 0.000

L1.eq 0.204939 0.017597 11.647 0.000

L1.cow 0.000000 0.000000 3.163 0.002

L1.dog -0.000000 0.000000 -0.312 0.755

L1.sheep 0.000000 0.000000 0.654 0.513

L2.eq 0.014442 0.017959 0.804 0.421

L2.cow -0.000000 0.000000 -2.844 0.004

L2.dog -0.000000 0.000000 -0.586 0.558

L2.sheep -0.000000 0.000000 -0.842 0.400

L3.eq 0.044489 0.017948 2.479 0.013

L3.cow 0.000000 0.000000 1.474 0.140

L3.dog -0.000000 0.000000 -0.741 0.459

L3.sheep 0.000000 0.000000 0.792 0.428

L4.eq -0.009058 0.017951 -0.505 0.614

L4.cow -0.000000 0.000000 -0.909 0.363

L4.dog 0.000000 0.000000 0.924 0.356

L4.sheep -0.000000 0.000000 -0.140 0.889

L5.eq 0.004326 0.017930 0.241 0.809

L5.cow -0.000000 0.000000 -0.178 0.858

L5.dog 0.000000 0.000000 1.318 0.188

L5.sheep -0.000000 0.000000 -0.221 0.825

L6.eq 0.004022 0.017569 0.229 0.819

L6.cow 0.000000 0.000000 1.147 0.252

L6.dog -0.000000 0.000000 -0.584 0.559

L6.sheep -0.000000 0.000000 -0.889 0.374

===========================================================================
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Results for equation cow

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const -335.465427 336.412417 -0.997 0.319

L1.eq 839411.079651 886214.100804 0.947 0.344

L1.cow 1.065789 0.017609 60.525 0.000

L1.dog 0.129002 0.022514 5.730 0.000

L1.sheep -0.026493 0.010035 -2.640 0.008

L2.eq 768178.335850 904447.783733 0.849 0.396

L2.cow -0.529481 0.025745 -20.566 0.000

L2.dog -0.101152 0.029111 -3.475 0.001

L2.sheep 0.036643 0.014769 2.481 0.013

L3.eq 1579932.548730 903914.741626 1.748 0.080

L3.cow 0.277794 0.027218 10.206 0.000

L3.dog 0.048904 0.030610 1.598 0.110

L3.sheep -0.013548 0.015449 -0.877 0.380

L4.eq 1040948.862770 904054.024754 1.151 0.250

L4.cow -0.185804 0.027215 -6.827 0.000

L4.dog -0.012256 0.030582 -0.401 0.689

L4.sheep 0.003436 0.015464 0.222 0.824

L5.eq -717757.174934 902993.674157 -0.795 0.427

L5.cow 0.059830 0.025730 2.325 0.020

L5.dog 0.012755 0.029183 0.437 0.662

L5.sheep -0.009110 0.014780 -0.616 0.538

L6.eq 65015.758622 884848.592521 0.073 0.941

L6.cow 0.013077 0.017528 0.746 0.456

L6.dog -0.002239 0.022544 -0.099 0.921

L6.sheep 0.007105 0.009965 0.713 0.476

===========================================================================

Results for equation dog

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const -94.635945 269.610855 -0.351 0.726

L1.eq -298007.501432 710238.176896 -0.420 0.675

L1.cow -0.008975 0.014113 -0.636 0.525

L1.dog 0.837147 0.018043 46.396 0.000

L1.sheep 0.014003 0.008043 1.741 0.082

L2.eq 634279.243110 724851.189384 0.875 0.382
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L2.cow -0.006362 0.020633 -0.308 0.758

L2.dog -0.455220 0.023330 -19.512 0.000

L2.sheep -0.034542 0.011836 -2.918 0.004

L3.eq 596524.979651 724423.993682 0.823 0.410

L3.cow -0.003259 0.021813 -0.149 0.881

L3.dog 0.318280 0.024532 12.974 0.000

L3.sheep 0.036468 0.012381 2.945 0.003

L4.eq -1310697.698883 724535.619298 -1.809 0.070

L4.cow 0.009686 0.021811 0.444 0.657

L4.dog -0.161580 0.024509 -6.593 0.000

L4.sheep -0.026454 0.012393 -2.135 0.033

L5.eq -245870.131041 723685.822986 -0.340 0.734

L5.cow 0.007326 0.020621 0.355 0.722

L5.dog 0.106319 0.023388 4.546 0.000

L5.sheep 0.003797 0.011845 0.321 0.749

L6.eq 1228553.420112 709143.818193 1.732 0.083

L6.cow -0.009180 0.014048 -0.654 0.513

L6.dog -0.010323 0.018067 -0.571 0.568

L6.sheep 0.000336 0.007986 0.042 0.966

===========================================================================

Results for equation sheep

===========================================================================

coefficient std. error t-stat prob

---------------------------------------------------------------------------

const 249.295431 604.145576 0.413 0.680

L1.eq -1998818.101544 1591505.848802 -1.256 0.209

L1.cow -0.012947 0.031623 -0.409 0.682

L1.dog 0.168123 0.040432 4.158 0.000

L1.sheep 1.087940 0.018022 60.367 0.000

L2.eq -1519873.355236 1624250.772406 -0.936 0.349

L2.cow -0.006675 0.046234 -0.144 0.885

L2.dog -0.214044 0.052279 -4.094 0.000

L2.sheep -0.489520 0.026523 -18.457 0.000

L3.eq 970440.402643 1623293.509786 0.598 0.550

L3.cow 0.008297 0.048879 0.170 0.865

L3.dog 0.182039 0.054971 3.312 0.001

L3.sheep 0.315450 0.027744 11.370 0.000

L4.eq -616424.113622 1623543.641118 -0.380 0.704

L4.cow 0.001131 0.048875 0.023 0.982

L4.dog -0.232105 0.054921 -4.226 0.000
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L4.sheep -0.157470 0.027771 -5.670 0.000

L5.eq 342717.411512 1621639.412586 0.211 0.833

L5.cow -0.001584 0.046207 -0.034 0.973

L5.dog 0.100299 0.052409 1.914 0.056

L5.sheep 0.079874 0.026542 3.009 0.003

L6.eq 131368.179825 1589053.603440 0.083 0.934

L6.cow -0.018542 0.031478 -0.589 0.556

L6.dog -0.130576 0.040485 -3.225 0.001

L6.sheep -0.005490 0.017896 -0.307 0.759

===========================================================================

Correlation matrix of residuals

eq cow dog sheep

eq 1.000000 -0.006571 0.015097 -0.035207

cow -0.006571 1.000000 0.039575 -0.019276

dog 0.015097 0.039575 1.000000 0.220441

sheep -0.035207 -0.019276 0.220441 1.000000

Table 3.5: Regression summary for the vector autoregressive (VAR) analysis
in the Mar-Apr 2017 period: In the VAR model, the activity of each variable
is regressed on lagged values of all variables. We use 6 lags, so each variable (PGA
(earthquake), cow, dog, sheep) is regressed on 6 · 4 = 24 lagged values and a constant.
The results can be visualized in the form of impulse responses. The corresponding
impulse responses for the Mar-Apr 2017 period are shown in Fig. 3.16.
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QuantReg Regression Results (Oct-Nov, animal)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.03858

Model: QuantReg Bandwidth: 5.556

Method: Least Squares Sparsity: 17.65

No. Observations: 154

Df Residuals: 152

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 13.9150 2.129 6.537 0.000 9.709 18.121

distance -0.3215 0.136 -2.363 0.019 -0.590 -0.053

==============================================================================

QuantReg Regression Results (Oct-Nov, cow)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.003815

Model: QuantReg Bandwidth: 7.679

Method: Least Squares Sparsity: 16.86

No. Observations: 62

Df Residuals: 60

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 11.1064 3.158 3.517 0.001 4.789 17.424

distance 0.0667 0.213 0.314 0.755 -0.359 0.492

==============================================================================

QuantReg Regression Results (Oct-Nov, dog)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.03215

Model: QuantReg Bandwidth: 5.157

Method: Least Squares Sparsity: 16.42

No. Observations: 177

Df Residuals: 175

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 14.0330 1.788 7.847 0.000 10.504 17.562

distance -0.3065 0.119 -2.577 0.011 -0.541 -0.072
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==============================================================================

QuantReg Regression Results (Oct-Nov, sheep)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.007808

Model: QuantReg Bandwidth: 7.150

Method: Least Squares Sparsity: 21.54

No. Observations: 96

Df Residuals: 94

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 2.9055 3.276 0.887 0.377 -3.598 9.409

distance 0.5596 0.229 2.441 0.017 0.105 1.015

==============================================================================

Table 3.6: Regression summaries for the distance – anticipation time plots of
the Oct-Nov 2016 period: For all observations selected by the threshold analysis,
the resulting anticipation time is regressed on the hypocentral distance. We use a
median regression, which is robust against outliers. This table shows the regression
results for all animal groups (aggregated animal activity, cow, dog, sheep) in the Oct-
Nov 2016 period. The results are visualized in Fig. 3.17.
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QuantReg Regression Results (Jan-Mar, animal)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.04761

Model: QuantReg Bandwidth: 4.635

Method: Least Squares Sparsity: 17.94

Date: Sun, 24 May 2020 No. Observations: 237

Time: 09:49:56 Df Residuals: 235

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 13.1367 0.824 15.940 0.000 11.513 14.760

distance -0.1235 0.047 -2.626 0.009 -0.216 -0.031

==============================================================================

QuantReg Regression Results (Jan-Mar, cow)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.01681

Model: QuantReg Bandwidth: 4.955

Method: Least Squares Sparsity: 15.12

Date: Sun, 24 May 2020 No. Observations: 184

Time: 09:49:56 Df Residuals: 182

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 13.2154 1.486 8.894 0.000 10.284 16.147

distance -0.2353 0.151 -1.562 0.120 -0.533 0.062

==============================================================================

QuantReg Regression Results (Jan-Mar, dog)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.03541

Model: QuantReg Bandwidth: 3.901

Method: Least Squares Sparsity: 16.40

Date: Sun, 24 May 2020 No. Observations: 354

Time: 09:49:56 Df Residuals: 352

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 9.5907 0.628 15.261 0.000 8.355 10.827

distance -0.1018 0.035 -2.939 0.004 -0.170 -0.034
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==============================================================================

QuantReg Regression Results (Jan-Mar, sheep)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.04568

Model: QuantReg Bandwidth: 4.418

Method: Least Squares Sparsity: 15.95

Date: Sun, 24 May 2020 No. Observations: 272

Time: 09:49:56 Df Residuals: 270

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 14.1410 0.725 19.517 0.000 12.715 15.567

distance -0.1297 0.048 -2.674 0.008 -0.225 -0.034

==============================================================================

Table 3.7: Regression summaries for the distance – anticipation time plots of
the Jan-Mar 2017 period: For all observations selected by the threshold analysis,
the resulting anticipation time is regressed on the hypocentral distance. We use a
median regression, which is robust against outliers. This table shows the regression
results for all animal groups (aggregated animal activity, cow, dog, sheep) in the Jan-
Mar 2017 period. The results are visualized in Fig. 3.18.
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QuantReg Regression Results (Mar-Apr, animal)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.009972

Model: QuantReg Bandwidth: 5.549

Method: Least Squares Sparsity: 22.73

Date: Sun, 24 May 2020 No. Observations: 167

Time: 09:54:42 Df Residuals: 165

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 15.9939 3.783 4.228 0.000 8.525 23.462

distance -0.5834 0.336 -1.735 0.085 -1.247 0.080

==============================================================================

QuantReg Regression Results (Mar-Apr, cow)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.008083

Model: QuantReg Bandwidth: 6.908

Method: Least Squares Sparsity: 19.91

Date: Sun, 24 May 2020 No. Observations: 82

Time: 09:54:42 Df Residuals: 80

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 8.1019 4.658 1.739 0.086 -1.169 17.373

distance 0.2194 0.425 0.517 0.607 -0.626 1.065

==============================================================================

QuantReg Regression Results (Mar-Apr, dog)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.0002487

Model: QuantReg Bandwidth: 4.649

Method: Least Squares Sparsity: 23.31

Date: Sun, 24 May 2020 No. Observations: 253

Time: 09:54:42 Df Residuals: 251

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 8.7732 2.879 3.047 0.003 3.103 14.444

distance -0.0438 0.258 -0.169 0.866 -0.553 0.465
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==============================================================================

QuantReg Regression Results (Mar-Apr, sheep)

==============================================================================

Dep. Variable: warning_time Pseudo R-squared: 0.01684

Model: QuantReg Bandwidth: 5.714

Method: Least Squares Sparsity: 22.34

Date: Sun, 24 May 2020 No. Observations: 158

Time: 09:54:42 Df Residuals: 156

Df Model: 1

==============================================================================

coef std err t P>|t| [0.025 0.975]

------------------------------------------------------------------------------

Intercept 16.6745 3.514 4.744 0.000 9.732 23.617

distance -0.5292 0.312 -1.699 0.091 -1.144 0.086

==============================================================================

Table 3.8: Regression summaries for the distance – anticipation time plots of
the Jan-Mar 2017 period: For all observations selected by the threshold analysis,
the resulting anticipation time is regressed on the hypocentral distance. We use a
median regression, which is robust against outliers. This table shows the regression
results for all animal groups (aggregated animal activity, cow, dog, sheep) in the Mar-
Apr 2017 period. The results are visualized in Fig. 3.19.
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