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Summary
This thesis consists of three independent chapters. Each chapter contains a paper that covers a
topic from the field of Behavioral Economics. The first and second chapter present experiments
on cheap signals and conflicting norms, respectively. The first chapter additionally entails a
simple signaling model that derives the predictions for the experiment. A signaling model is
also used in the third chapter. This chapter comprises an applied theory about hidden overtime
work. Summaries of the chapters are presented below.

The first chapter “Cheap Signaling of Altruism” deals with pro-social actions that might turn out
to be costless. In the experiment we let subjects publicly decide whether to do a costly donation
to a charity or not. However, donation decisions cannot always be implemented. With some
known probability, donation decisions cannot be carried out such that they feature no costs.
We investigate how decisions and perceptions of decisions change if this probability increases,
i.e. if signaling altruism becomes cheaper. Moreover, we test which role different reputational
incentives play in this context. To this end we use different treatments: we show subjects’ donation decisions either with a picture of the decision-maker, anonymously, or with a picture
and additionally pay a monetary bonus for a pro-social appearance. Theoretically, cheapening
signaling costs should lead to more donation decisions. We find that this is indeed the case,
but only if a pro-social appearance is not rewarded with a monetary bonus. Further, cheapened
signaling costs should also decrease the signaling value of decisions. That is, donation decisions as well as decisions against donation should be less indicative of high altruism. However,
perceptions in the experiment do not mirror this pattern.

The second chapter “Norm Enforcement with Conflicting Norms” studies how people enforce
fairness views when different norms conflict. We focus on conflicts between the equality, efficiency and meritocracy norm. In the experiment, we let unaffected parties first resolve several
normative conflicts and then give them the opportunity to punish – potentially opposing – resolutions of others. This enables us to compare the norms that a subject regards as appropriate
with the norms that this subject enforces. Intuitively, it seems natural that people do not enforce
1

Summary
fairness views which they regard as inappropriate, and all in all our experimental results confirm
this. However, it is less clear whether people always enforce their own view, i.e. their preferred
norms. Given the normative ambiguity, they might consider norm enforcement as generally
unsuitable or they might consider it as suitable only in specific situations. Indeed, we find that
subjects largely differed in how stringently they enforced their preferred norms. Moreover, the
specific situation mattered. For example, subjects rather punished opposing views if (among
others) the norm that they generally preferred, i.e. across conflicts, was violated or if there was
less collective disagreement. We further observed that subjects who generally preferred the efficiency norm were often reluctant to enforce it. Possibly, these subjects did not feel entitled to
enforce a norm that it is not shared by the majority.

The third chapter “Optimal Contracts with (Self-)Deceptive Effort Reports” develops a theory
of hidden overtime work. In our model, a principal (she) can hire an image-concerned agent (he)
to complete a task. The task completion requires either high skills or overtime work. Neither the
agent’s skills nor his working time are observable to the principal and/or are later forgotten by
the agent. Thus, it is unclear whether a completed task originates from high skills or overtime
work. This ambiguity might incentivize the agent to report fewer hours to the principal than he
has actually worked, because this can help him to appear more competent to the principal or to
himself. We find that if (self-)image concerns are high, the principal indeed offers a contract
that induces low-skilled agents to hide their overtime work, i.e. to work unreported overtime
hours. Sometimes these unreported overtime hours are even inefficient. Moreover, when overtime work is hidden, the low-skilled agent does not receive a full monetary compensation for
his effort costs. In this sense, the low-skilled agent is not adequately paid for his overtime work.
However, both problems can be solved if the principal is obliged to install a time-recording
system that cannot be so easily manipulated. In particular, a time-recording system which rules
out deflated reports can protect the low-skilled agent from doing hidden overtime work and increase efficiency (although inflated reports - which often cannot be ruled out - are still possible).

2

Deutsche Zusammenfassung
Diese Arbeit beinhaltet drei voneinander unabhängige Kapitel. Jedes Kapitel enthält einen Artikel, der ein Thema aus dem Fachgebiet Verhaltensökonomie behandelt. Das erste und zweite
Kapitel behandeln jeweils ein Experiment, in dem es um kostengünstige Signale beziehungsweise widersprüchliche Normen geht. Das erste Kapitel enthält außerdem ein einfaches Modell
aus dem Prognosen für das Experiment abgeleitet werden. Ein ähnliches Modell wird auch in
dem dritten Kapitel verwendet. Das dritte Kapitel beinhaltet eine angewandte Theorie zu Überstunden, die im Verborgenen geleistet werden. Im Folgenden werden Zusammenfassungen der
Kapitel vorgestellt.

Das erste Kapitel „Cheap Signaling of Altruism” 1 befasst sich mit prosozialen Handlungen,
die sich als kostenfrei herausstellen könnten. Im Experiment lassen wir die Experimentteilnehmenden öffentlich darüber entscheiden, ob sie eine Spende (die etwas kostet) tätigen wollen
oder nicht. Allerdings können Spendenentscheidungen nicht immer umgesetzt werden. Es ist
bekannt, dass mit einer bestimmten Wahrscheinlichkeit Spendenentscheidungen nicht realisiert
werden können, sodass sie keinerlei Kosten nach sich ziehen. Wir untersuchen wie sich Entscheidungen und die Wahrnehmung von Entscheidungen ändern, wenn sich ebendiese Wahrscheinlichkeit erhöht, d. h. wenn es kostengünstiger wird Altruismus zu signalisieren. Außerdem prüfen wir, welche Rolle unterschiedliche Reputationsanreize in diesem Zusammenhang
spielen. Hierzu lassen wir die Teilnehmenden in unterschiedlichen Rahmenbedingungen entscheiden: wir zeigen die Entscheidungen von Teilnehmenden entweder zusammen mit einem
Bild von der entscheidenden Person, anonym oder mit Bild und zusätzlich belohnen wir eine altruistische Reputation mit einem monetären Bonus. Theoretisch sollten reduzierte SignalKosten zu mehr Spendenentscheidungen führen. Wir stellen fest, dass dies tatsächlich der Fall
ist – allerdings nur, wenn eine altruistische Reputation nicht monetär vergütet wird. Außerdem
sollten reduzierte Signal-Kosten es erschweren altruistisch zu wirken. Das heißt, dass Spendenentscheidungen aber auch Entscheidungen gegen eine Spende weniger auf hohen Altruismus
hindeuten sollten. Allerdings entspricht dies nicht dem, wie Entscheidungen im Experiment
1 Kostengünstiges

Signalisieren von Altruismus
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wahrgenommen wurden.

Das zweite Kapitel „Norm Enforcement with Conflicting Norms” 2 untersucht wie Menschen
Fairnessvorstellungen durchsetzen, wenn unterschiedliche Normen im Konflikt stehen. Im Fokus stehen Konflikte zwischen der Gleichheits-, Effizienz-, und der Leistungsnorm. Im Experiment lassen wir unbeteiligte Dritte zuerst mehrere Normkonflikte lösen und geben ihnen
anschließend die Möglichkeit – potenziell abweichende – Lösungen anderer zu bestrafen. Dadurch können wir die Normen, die eine Person als angemessen erachtet, mit den Normen, die
die Person durchsetzt, vergleichen. Es scheint selbstverständlich, dass Menschen nicht Fairnessvorstellungen, die sie selbst als unangemessen empfinden, durchsetzen. Im Großen und
Ganzen bestätigen unsere experimentellen Ergebnisse dies auch. Allerdings ist weniger klar,
ob Menschen immer ihre eigenen Vorstellungen, d. h. ihre bevorzugte Normen, durchsetzen.
In Anbetracht der normativen Unklarheit könnte es generell als unpassend empfunden werden
Normen durchzusetzen oder es könnte nur in bestimmten Situationen als passend empfunden
werden. Tatsächlich unterschieden sich die Teilnehmenden in unserem Experiment stark darin,
wie konsequent sie ihre bevorzugten Normen durchsetzten. Zudem kam es auf die konkrete Situation an. Beispielsweise bestraften die Teilnehmenden abweichende Vorstellungen eher, wenn
(unter anderem) die Norm, die sie generell – d. h. über alle Konflikte hinweg – bevorzugten, verletzt wurde. Gleiches galt, wenn es weniger kollektive Uneinigkeit gab. Überdies beobachteten
wir, dass Personen, die generell die Effizienznorm bevorzugten, oft zögerten, sie durchzusetzen.
Möglicherweise fühlten sich diese Personen nicht dazu berechtigt, eine Norm durchzusetzen,
die nicht von der Mehrheit geteilt wird.

Im dritten Kapitel „Optimal Contracts with (Self-)Deceptive Effort Reports” 3 wird eine Theorie zu Überstunden, die im Verborgenen geleistet werden, entwickelt. In unserem Modell kann
ein Prinzipal (eine Auftraggeberin) einen Agenten (einen Beauftragten), dem sein Image wichtig ist, für die Erledigung einer Aufgabe anstellen. Die Aufgabenerledigung erfordert entweder
eine hohe Kompetenz oder Überstunden. Weder die Kompetenz des Agenten noch seine Arbeitszeit sind für den Prinzipal beobachtbar und/oder werden später vom Agenten vergessen.
Dementsprechend ist unklar, ob eine erledigte Aufgabe auf eine hohe Kompetenz oder Überstunden zurückzuführen ist. Diese Unklarheit kann den Agenten dazu bringen, dem Prinzipal
weniger Stunden zu melden als er tatsächlich gearbeitet hat, weil das helfen kann kompetenter
auf den Prinzipal oder sich selbst zu wirken. Wir zeigen, dass der Prinzipal tatsächlich einen
Vertrag anbietet, der weniger kompetente Agenten dazu bringt ihre Überstunden zu verbergen,
wenn Image für den Agenten sehr wichtig ist. Das heißt, in diesem Fall leisten weniger kom2 Die

Durchsetzung von Normen, wenn sich Normen widersprechen
Verträge bei (selbst-)täuschenden Berichten über die eigene Arbeitszeit

3 Optimale
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petente Agenten Überstunden, die sie nicht melden. Manchmal sind diese nicht gemeldeten
Überstunden sogar ineffizient. Wenn Überstunden verborgen bleiben, erhalten weniger kompetente Agenten außerdem keinen vollständigen finanziellen Ausgleich für ihre Arbeitskosten.
In diesem Sinne werden weniger kompetente Agenten nicht ausreichend für ihre Überstunden
bezahlt. Allerdings können beide Probleme gelöst werden, wenn der Prinzipal dazu verpflichtet
wird ein Zeiterfassungssystem einzurichten, das nicht so einfach manipuliert werden kann. Insbesondere kann ein Zeiterfassungssystem, das Arbeitszeituntertreibungen ausschließt, weniger
kompetente Agenten davor schützen, im Verborgenen Überstunden zu machen und die Effizienz
steigern (wenngleich Arbeitszeitübertreibungen – die oft nicht ausgeschlossen werden können
- noch möglich sind).
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Chapter 1
Cheap Signaling of Altruism
with Moritz Janas
Abstract
Signaling altruism is cheap if it is unlikely that the intended, pro-social action will
be realized. We adapt a model to predict how individuals decide and assess others’
decisions when they know that pro-social decisions can only be implemented with
some probability. The model consists of i) an unobservable valuation of helping
others (altruism) ii) a preference for an altruistic reputation, iii) the effectiveness
of acting pro-socially, and iv) how cheap signaling altruism is (i.e. how likely the
intended pro-social act can be carried out). We solve the model for its perfect
Bayesian equilibria and test the key predictions in a laboratory experiment. In the
experiment, subjects face the choice of either receiving money themselves or donating it to a charity. Observers’ perceptions of others’ altruism, which are a key
ingredient of the perfect Bayesian equilibrium, are elicited in an incentive compatible way. We vary how effective donation is and how likely it can take place
across choices. Between-subjects we manipulate the incentive to appear pro-social
and whether it is additionally linked to monetary rewards. The data confirms the
predicted effect of cheaper signals, but only if the image benefit is not linked to
monetary rewards. Yet, the observers’ perceptions seem to be systematically biased. Theoretically, selfish decisions should be more indicative of low altruism if
the costs of a pro-social decision are hardly ever realized. However, in the experiment observers’ perceptions do not account for this.

6

Cheap Signaling of Altruism

1.1.

Introduction

Signaling games describe a situation in which costly actions (signals) can be used to transmit
private information to others. In this paper individuals can transmit information about their
private level of altruism by using cheap signals. We denote cheap signals as signals that are
costless with exogenous, positive probability. In our scenario the cheap signal is the decision to
engage in a costly pro-social act which may, however, turn out to be impossible and thus costless ex post. Pro-social decisions that may turn out to be costless after the decision (i.e. after the
transmission of the signal) are widely observable in the real world. One example are conditional
favors. Suppose e.g. that an acquaintance asks you whether he could stay a few nights at your
place in case he gets accepted at a specific conference. You both know, however, that he only
gets accepted with a particular likelihood. So, even if you assure your hospitality, you might
not have to host your acquaintance and thus you might not have any costs. An example of a
cheap signaling game with more severe consequences is stem cell donation. The willingness
to be tested and added to the database signals altruism to some degree, the probability to really
help someone (and to incur the costs of helping someone), however, depends on the exogenous
probability that a match is found.

We study, theoretically and experimentally, how individuals behave when signaling altruism is
cheap. Specifically, we investigate how the probability that pro-social decisions are infeasible
influences how individuals decide and how observers evaluate these decisions. We also explore
what role different types of reputation play in this context. That is, whether people react more
or less strongly to cheapened signaling costs if the reputational incentive is high or low.

Although people frequently encounter situations in which signaling altruism is cheap, there exist only few papers which study such decision contexts (e.g. Grossman, 2015; Falk and Tirole,
2016; Carter and Guerette, 1992; Tyran, 2004).1 All of them predict that more people should
decide pro-socially when signaling altruism is cheaper. However, the experimental findings are
mixed: some fail to confirm this prediction. One potential reason may be that the prediction
only works for certain types of reputational incentives. To test this conjecture, we systematically
vary the type of reputational incentive in our experiment. Moreover, we elicit how decisions
are perceived by others when signaling altruism is cheap compared to when it is not. So far
perceptions have received no direct attention. Yet, all of the above-mentioned papers assume
(partly indirectly) that people have image concerns, i.e. that they care about how their decisions are perceived by others (or themselves). Thus, it is only natural to ask how decisions are
1 We

here and later mainly refer to the subsection “The cheap signaling effect” in the working paper version of
Falk and Tirole (2016).
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actually perceived by others. Our paper aims to contribute with respect to perceptions and the
type of reputational incentive, but also tries to deepen the understanding of situations in which
signaling altruism is cheap in general.

Overall, we address the following questions: First, do more people decide pro-socially if the
(costly) pro-social act is less likely possible, i.e. if signaling altruism is cheaper? Second, how
does the answer to this question depend on the type of reputational incentive? And third, do observers realize that donation decisions are less diagnostic and selfish decisions more diagnostic
if signaling altruism is cheaper?

We first use a model based on Bénabou and Tirole (2006), Falk and Tirole (2016) and Grossman (2015) to replicate the core prediction that more people decide pro-socially when signaling
altruism becomes cheaper. From this model we also derive comparative statics predictions for
how perceptions should change when the signaling costs decrease and for how the change in
decisions and perceptions should depend on the reputational incentive. We then test these predictions in a laboratory experiment. In the experiment subjects can decide between keeping
money or donating to a charity instead. This choice is made observable to other subjects. However, sometimes donation turns out to be impossible ex post, i.e. after the decision-maker made
his choice. We use a (3x2)-design in which we manipulate the type of reputational incentive
between subjects (choices are made observable in an anonymous manner vs. with picture of the
decision-maker vs. with picture and there is a monetary bonus for a pro-social appearance) and
the signaling costs within subjects (slightly cheap vs. very cheap). By comparing decisions and
perceptions in settings with different signaling costs, we can draw inferences on questions one
and three. The comparison of decisions and perceptions across different reputational incentives
gives us insights on the second question.

Our experimental findings can be summarized as follows: As postulated by our model we find
that more individuals decide pro-socially if signaling altruism is cheaper. However, this is only
true if the reputational incentive is non-monetary. In the treatment in which a pro-social appearance earned decision-makers a monetary bonus, the fraction of pro-social decisions does not
increase in response to cheapened signaling costs. Indeed in this treatment cheapened signaling
costs influence decisions significantly less. Also in the treatment that showed a picture of the
decision-maker the effect of cheapened signaling costs was lower than in the treatment in which
the decision-maker remained anonymous. This is not in line with our theoretical model which
predicts that cheapened signaling costs should matter more when anonymity is lower. Moreover, theory predicts that observers account for the cheapness of signaling by taking pro-social
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signals less and selfish signals more at “face value”. Our experimental data though finds a systematic bias therein: Observers’ perceptions responded relatively little to cheapened signaling
costs and in one setting the response was even opposing to theory.

The remainder of the paper is organized as follows. Section 1.2 presents the existing literature
and explains our contribution in more detail. Section 1.3 states the theoretical model, and
solves it for its equilibria. The experimental design and procedure are explained in section
1.4, with the testable hypotheses arising from the theoretical model in subsection 1.4.3. The
results are presented in section 1.5, following the structure laid out by the hypotheses from
subsection 1.4.3. Further results like the behavior over time are relegated to Appendix. Section
1.6 concludes.

1.2.

Related Literature

Closely related are papers which study pro-social (or moral or fair) decisions in a context in
which not only image, but also pivotality plays a role (e.g. Carter and Guerette, 1992; Tyran,
2004; Grossman, 2015; Exley, 2016; Falk et al., 2020; Andreoni and Bernheim, 2009; Falk
and Tirole, 2016; Bénabou et al., 2020). However, only in Carter and Guerette (1992), Tyran
(2004), Grossman (2015) and Falk and Tirole (2016) the uncertainty that a costly pro-social
decision is implemented cheapens signaling altruism. The uncertainty in Exley (2016), Falk
et al. (2020) and Andreoni and Bernheim (2009) actually creates an excuse to decide selfishly
making a pro-social decision not more, but less attractive. Bénabou et al. (2020) compare the
extent of pro-social behavior under two elicitation methods that differ in their expected pivotality. Varying the level of visibility of the subjects’ decisions as well as the elicitation method,
they find that with low level of visibility the high pivotality elicitation mechanism leads to more
pro-social outcomes than the low pivotality elicitation mechanism. With high level of visibility,
however, the low pivotality elicitation mechanism leads to more pro-social outcomes than the
high pivotality elicitation.

The experimental papers most closely related to ours are Grossman (2015) and Fischer (1996).
In Grossman (2015) subjects play a dictator game and can either be kind or selfish. Depending on treatment, the decision is likely or unlikely to be overruled by the computer. By also
varying whether the recipient can observe the choice or additionally the outcome, Grossman
tests whether subjects care more about their self-image or their social image. In an additional
experiment in Grossman (2015), the receiver is a charity and the observer is the experimenter.
The results in Grossman (2015) are a bit noisy, but by conducting a reasonable sub-sample anal-
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ysis without selfish subjects, the results speak in favor of social instead of self-signaling. We
build on the theoretical model by also assuming that the subjects’ utility function depends on
an expected monetary gain as well as an image gain determined by beliefs of others. Our paper extends Grossman (2015) by manipulating the strength of the image concern towards other
subjects instead of towards the experimenter, a prediction and test of the interaction of reduced
pivotality and image concerns, as well as an incentive compatible elicitation of observers’ beliefs. This enables us to test whether observers update their beliefs in a Bayesian way.

Fischer (1996) conducts a class-room experiment in an expressive voting framework. By manipulating the pivotality and the visibility of a pro-social choice, he finds that some subjects
only vote pro-socially if the vote is less likely to be pivotal and that subjects also react on the
anonymity of the vote. Fischer (1996), however, does neither explore whether the effect of reduced pivotality depends on the anonymity of the vote, nor how others perceive the votes.

Somewhat, but less closely related are papers that use a signaling model to explain pro-social
behavior but do not directly focus on pivotality (e.g. Tonin and Vlassopoulos, 2013; Ellingsen
and Johannesson, 2011; Bénabou et al., 2018; Klinowski, 2021). Overall, we are not aware
of any experimental paper that specifically tests the perception of people’s pro-social decisions
when a) the signaling costs change, and/or b) the reputational effect differs (weak vs. strong
social reputation). Papers in which signaling costs are cheapened by reduced pivotality (Carter
and Guerette, 1992; Fischer, 1996; Tyran, 2004; Grossman, 2015; Ginzburg et al., 2022) focus
on how the inclination to decide (vote) pro-socially changes when the pivotality of a pro-social
decision (vote) is decreased. Evidence regarding this question is mixed.2 Despite the theoretical importance of perceptions, these previous experiments did not explore how perceptions
are affected by a decline of pivotality. We fill this gap. Moreover, by systematically varying
the strength of social image concerns, we explore which role reputational incentives play in
the context of reduced pivotality and offer a potential explanation for why previous evidence
is mixed. In our theoretical part we build on existing models (mainly on Bénabou and Tirole,
2006; Falk and Tirole, 2016; Grossman, 2015), but tailor it precisely to our research questions.

2 Carter

and Guerette (1992) find weakly significant evidence for more donation votes in case of less pivotality,
but cannot replicate this trend for different parameters. Fischer (1996) finds only a low share (24.5%) of subjects
reacting to changes in pivotality, but finds a significant increase in pro-social choices for lower pivotality among
these subjects. Tyran (2004) finds evidence for a bandwagon effect, i.e. subjects behaving as they expect others
to behave, which contradicts the idea of lower approval for a pro-social decision in case the pivotality within a
committee increases. Grossman (2015) finds no significant influence of lower pivotality on donation behavior,
despite a rather large sample. For a detailed literature review on expressive voting, see Tyran and Wagner (2019).
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1.3.

Theory

1.3.1.

The Model

We use the signaling model of Bénabou and Tirole (2006) and, similarly as in Grossman (2015)
and in Falk and Tirole (2016), extend it by an exogenous probability that the pro-social act does
not take place. More specifically, individuals first publicly decide whether to engage in a costly
pro-social act (ai = 1) or not (ai = 0) and then - after the decision is made - an exogenous factor determines whether the pro-social act is possible at all. With probability p pro-social acts
cannot be implemented such that the individual can not behave pro-socially even if she decided
for it. The probability 0 ≤ p ≤ 1 is commonly known to all individuals. Consequently, not only
the individual who decides upon the pro-social matter, but also the individuals who observe this
decision know p.

Individuals differ in their degree of altruism µi ∼ U(0, 1) which is private information. Only
the distribution of altruism is public information. The degree of altruism crucially shapes how
costly individuals experience the pro-social act to be. The reasoning behind this is that more
altruistic individuals derive more utility from helping others. For simplicity we assume that an
individual with altruism level µi receives utility µi b ≥ 0 from creating a benefit b to others. This
utility sets off part of the direct costs (c > 0) which are associated with the pro-social act. The
net costs of an (implemented) pro-social act are therefore c − bµi ≥ 0 and lower for individuals
with a higher degree of altruism.3

Moreover, individuals are image-concerned in the sense that appearing altruistic to others generates positive utility.4 Others update their beliefs about an individual’s level of altruism based on
the individual’s decision (ai ) and the decision setting (p, c, b). The belief after observing decision ai ∈ {0, 1} is given by E[µi |ai , p, b, c, λ ]. The strength of image concerns is captured in the
parameter λ > 0 which is for simplicity identical for all individuals. Equation 1.1 summarizes
the expected utility of an individual:

EU(µi , ai , p, c, b, λ ) = λ E[µi |ai , p, b, c, λ ] − ai (1 − p)(c − bµi )
{z
} |
{z
}
|
image

(1.1)

net costs

3 In

principle also (c − bµi ) ≤ 0 may hold, i.e. donation is not costly. The interesting case is, however, when
donation is costly, because then decisions may change when p changes. Otherwise one should always donate
independent of p.
4 This utility for being seen as pro-social can source from a valuation for an altruistic image per se and/or future
benefits linked to such an image. For our purpose, the exact source does not matter (as in Andreoni and Bernheim,
2009).
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This creates a signaling framework, as there is a tradeoff between the costs (net costs) and the
benefits (altruistic image) of deciding pro-socially. In the following, we first apply the model
to the specific decision-setting of the experiment. Then we solve the game for its equilibria and
elaborate how making the implementation of pro-social decisions unlikely affects the decisions
and the perceptions of these in equilibrium.

1.3.2.

The Decision Situation in the Experiment

In the experiment the costly pro-social act, in which people can engage or not, is a donation
to charity. Specifically, participants have to decide between either donating 100 · X points or
keeping 100 points. Thereby, X can be one of six possible values: X ∈ {0.5; 0.75; 1.5; 2; 2.5; 3}.
We refer to X as efficiency factor, because it shows how efficient giving up 100 points is. The
individual knows the exact value of X. That is, she knows exactly how much would be donated
in case she foregoes 100 points and donation is implemented. Moreover, she knows that with
probability p donation cannot take place and she must keep 100 points - independent of how she
decided. Therefore it is clear that a donation causes direct costs of c = 100 points and a benefit
of b = 100 · X points for charity. Moreover, donations can be realized with probability (1 − p)
only, which is also known. After the individual decided, her decision and the exact decision
setting (p, X) is revealed to another person. This is common knowledge. Adopting all other
assumptions from above, the expected utility becomes:

EU(µi , ai , p, X, λ ) = λ E[µi |ai , p, X, λ ] − ai (1 − p)(100 − 100X µi )

1.3.3.

Equilibria

We use the concept of Perfect Bayesian Equilibrium (PBE) to calculate all threshold separating
equilibria in which all types above a particular threshold decide to donate. In a PBE each individual behaves optimally given the beliefs and these beliefs are consistent with the strategies
that are chosen in equilibrium.

When deciding whether to donate 100X or keep 100 points, the individual trades off the relative
image benefit against the relative expected costs. The relative image benefit is shaped by the
strategies of all individuals. Given that individuals with µi ≥ µ̄ decide in favor of donation and
individuals with µi < µ̄ decide against donation, the threshold type, µ̄ (for whom the net image
gain just equals the net costs of donation) is implicitly defined by:
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λ (E[µi |µi ≥ µ̄] − E[µi |µi < µ̄]) = (1 − p) · (1 − X µ̄) 100

⇔λ

µ̄ + 1
0 + µ̄
−λ
= (1 − p) · (1 − X µ̄) 100
2
2

⇔λ

1
= (1 − p) · (1 − X µ̄) 100
2



1
1
λ
⇔ µ̄ ≡ µ̄(X, p) = · 1 −
·
X
200 (1 − p)

(1.2)

Note that more people decide for donation if µ̄ is lower, as individuals with µi > µ̄ decide for
donation.

In the following, we first provide predictions regarding our research questions (Proposition
1-3) and then predictions for other aspects of the setting (summarized in Corollary 1). The
derivations leading to Corollary 1 can be found in Appendix A1. Proposition 1 is similar to
Proposition 1 in Grossman (2015). As we replicate parts of the setup in Grossman (2015) and
build on the finding to derive propositions 2 and 3, we nevertheless state it here.

Proposition 1: More individuals decide for donation if donation is less likely possible, i.e. p
increases. In other words, there are more pro-social decisions if signaling altruism is cheaper.

Proof.
λ
∂ µ̄
=−
< 0.
∂p
200 · X · (1 − p)2

Proposition 1 can be understood by realizing that the expected costs of donation decisions decrease if donation is less likely possible (p increases). If p is high, it is rather likely that one can
decide for donation but still keep the money. Thus, committing to donation is often costless.
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Yet, it still generates the same relative image benefit.5 Therefore deciding for donation becomes
more attractive. Now also less altruistic individuals, for whom it was (due to their relatively low
altruism degree) initially too costly to decide for donation, switch to donation decisions. The
number of donation decisions increases.

Note that the strength of image concerns λ defines how much individuals value the relative
image benefit of switching to a donation decision, λ (E[µi |µi ≥ µ̄] − E[µi |µi < µ̄]). If the reputational incentives are high (λ high) image gains are more valuable. We therefore expect that
individuals exploit the chance to cheaply improve their image more, the more they appreciate
image gains. Consequently, we expect that cheapened signaling costs (due to increases in p)
cause more switches to donation decisions when λ is higher. In Proposition 2 we put forward
this expectation.

Proposition 2: Pro-social decisions increase more strongly when p increases if the reputational
incentive is higher, i.e. λ is higher.

Proof.

1
∂ 2 µ̄
=−
< 0.
∂ p∂ λ
200 · X · (1 − p)2

Last, changes in the signaling costs should not only affect decisions but also how these decisions are perceived by others. Bayesian updaters should understand how cheapened signaling
costs affect the incentive to decide for donation and adapt their beliefs accordingly. This consideration motivates Proposition 3.

Proposition 3: The perceived degree of altruism following a donation decision (ai = 1) and
following a keep decision (ai = 0) is higher, the more likely donation is possible, i.e. the lower
p.
0+µ̄
Proof. The equilibrium perceptions of donation and keep decisions are µ̄+1
2 and 2 , respec0+µ̄
tively. Note that as p increases, µ̄ decreases. This in turn implies that µ̄+1
2 and 2 decrease.
5 Since

we assume uniformly distributed types, the relative image benefit is constant in our model. For other
distribution assumptions the relative image benefit may however also decrease when p increases. Yet, as long as
the decrease in the relative image benefit is lower than the decrease in the expected costs (which should be the case
in stable equilibria, see Grossman (2015)) Proposition 1 holds.
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The intuition behind Proposition 3 is that if it is very cheap to signal altruism (p is high), observers discount the signaling value of pro-social decisions, i.e. deciding for donation becomes
a ‘worse’ signal. However, keeping the 100 points also becomes a ‘worse’ signal because the
person did not decide pro-socially, even though it would have been very cheap to do so. In
Figure 1.1 we illustrate how the perceptions of decisions, E[µi |ai = 1], change when the signaling cost go from slightly cheap to very cheap. That is, we visualize the insights of Proposition
3. However, also the insights of Proposition 1 can be found in the figure: when moving from
slightly cheap to very cheap signaling the threshold type decreases such that more individuals
decide for donation.

Figure 1.1: Slightly cheap vs. very cheap signaling costs
Illustration of threshold types (µ̄, µ̃) and beliefs about an individual’s altruism type (E[µi |ai = 0], E[µi |ai = 1]) when signaling is slightly
cheap (p low) vs. very cheap (p high).
E[µi |ai = 0]

E[µi |ai = 1]

|

slightly cheap

|
µ̄

0

donate

E[µi |ai = 0]

|

very cheap
0

|
1

E[µi |ai = 1]

|
µ̃

|
donate

1

Our model also generates other, rather intuitive predictions which we summarize in Corollary
1. These predictions are not the main focus of this paper. However, because they offer further
guidance on what behavior one could (reasonably) expect in our decision setting, we derive
them here and will also test them in the experiment. The short proofs leading to Corollary 1 can
be found in the Appendix A1.

Corollary 1:
1.1 The perceived altruism, E[µi |ai , p, X, λ ], is (a) lower if in the observed decision donation
was more effective, i.e. X is higher and (b) higher if a person decided for donation (ai = 1)
than if not (ai = 0).
1.2 More persons decide for donation (a) if donation is more effective, i.e. X is higher and
(b) if the reputational incentive, i.e. λ , is higher.
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1.4.

Experiment

1.4.1.

Experimental Design

Overview. Table 1.1 gives a schematic overview of our experimental design. We use a 2 × 3design in which we manipulate the signaling costs within-subjects and the reputational incentive
between-subjects. Signaling in Situation A can be either slighty cheap or very cheap and the
reputational incentive in Situation A can be either weak, strong or strong plus monetary.

Table 1.1: Treatment overview
p denotes the probability that donation in Situation A is impossible ex post.

Treatments
T1: anonymous (weak)
T2: with picture (strong)
T3: picture + bonus (strong + monetary)

slightly cheap:
p = 0.1
T1-slightly
T2-slightly
T3-slightly

very cheap:
p = 0.9
T1-very
T2-very
T3-very

Details. The experiment consists of two parts of equal length. In the first part subjects are
decision-makers; in the second part they are observers.

First, all subjects act 16 rounds in the role of the decision-maker.6 In each of these rounds they
are confronted with two decision problems: first with the main decision problem in which signaling altruism is cheap (called Situation A), and then with the supplementary decision problem
which we use to assess how Situation A-decisions are perceived (called Situation B). That is,
subjects face in total 32 decision problems. In all of these decision problems they have to decide
whether to take 100 points or do a donation instead. The specific amount that can be donated
depends on the efficiency factor X of the respective decision problem. In particular, the donation amount is 100 · X and X ∈ {0.5, 0.75, 1.5, 2.0, 2.5, 3.0}, i.e. it is either 50, 75, 150, 200, 250
or 300 points. We draw the efficiency factor X randomly and anew for each decision problem.
Consequently, the donation amount can not only differ across rounds, but also between Situation A and Situation B of the same round.

While the basic decision problem is the same in Situation A and B, Situation A and B differ with
regard to visibility and feasibility of the decision-maker’s decision. In Situation B subjects decide in private whether to donate or not and these decisions are always implemented. However,
in Situation A donations are not always possible: with probability p a donation decision cannot
6 In

the pilot and session 1 each part lasted 20 rounds. Since 20 rounds turned out to be too time-consuming,
we cut it down to 16 rounds for the remaining sessions.
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be implemented. In this case, subjects must keep the 100 points irrespective of their actual
decision. That is, if a subject decides in favor of donation in Situation A this results only with
probability (1 − p) in a donation of 100 · X points and the costs associated with it (i.e. forgoing
100 points). We explained this in detail to subjects and they also knew p and thus the exact
probability with which their decisions were implemented. Moreover, in the second part of the
experiment, decisions made in Situation A are revealed to other subjects (observers). The way
of revelation depends on the reputational treatment.

After playing 16 rounds as decision-maker, subjects act as observers and keep this role for the
remaining 16 rounds. In this role they observe every round the decision setting of a randomly
chosen subject (of their matching group7 ) and are then asked to make an estimate regarding
the behavior of this subject. More specifically, they first observe the specific Situation A and
Situation B which this person faced in the particular round, i.e. the donation amount 100 · X
of each situation and the probability p that donation was impossible in Situation A. Then, they
estimate the probability that this person decided for donation in Situation B (i) given that the
person decided in favor of donation in Situation A and (ii) given that the person decided against
donation in Situation A. Only after observers entered these two estimates, it is revealed how the
observed person actually decided in Situation A. This procedure has two advantages. First, the
strategy method allows us to gather more data on how decisions are perceived. Second, showing
the actual decision as well as the identity of the decision-maker only ex post, i.e. after the estimates are entered, rules out unintended correlations between the picture of the decision maker
they see and the estimate in T 2 and T 3. It is important to stress that observers never see the
actual Situation B-decisions and that this is absolutely clear to subjects. This allows us to use
Situation B-decisions as proxy for subjects’ actual altruism (excluding signaling motives) and
the observers’ estimates as proxy for how altruistic a person is perceived to be. We incentivized
these estimates by using a quadratic scoring rule which ensured that honestly reporting one’s
belief about how the observed person behaved in Situation B maximized one’s expected payoff.8

To test how cheapened signaling costs affect decisions and estimates, we manipulate the probability p that donation is impossible in Situation A within-subjects. p can be either 0.9 or 0.1.
For p = 0.9 the costs of a donation decision hardly never realize which renders signaling altruism cheaper than if p = 0.1. Moreover, we manipulate the reputational incentive by varying
the way in which Situation A-decisions are presented to observers after observers entered their
7 Matching

groups were randomly formed in the beginning of each session and consisted of eight persons.
Since we varied the reputational incentive across sessions, subjects of the same matching group encountered the
same reputational treatment.
8 We only paid the estimate that belonged to the Situation A-decision which was actually made.
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estimate. Overall, we have three different reputational treatments and each subject participates
in only one of these (between-subject design). In the first treatment (T 1) observers see Stituation A-decisions in an anonymous manner, i.e. observers only know that “a participant of
this session decided for...”. In the second treatment (T 2) observers see Situation A-decisions
together with a picture of the decision-maker. To this end we use photographs that we took after
participants were seated in the lab. The photographs were deleted directly after the experiment
and never connected to the participants’ name. In the third treatment (T 3) we connect Situation
A- decisions to pictures (like in T 2) and additionally pay a monetary bonus for a pro-social appearance vis-à-vis the observer. The bonus is equal to the observer’s estimated probability that
the observed person donated in Situation B. Therefore, the size of the bonus payment is always
between 0 and 100 points. By means of the bonus, we strengthen the reputational incentive further but also change its nature. While in T 1 and T 2 an altruistic appearance is only beneficial
in affective terms, in T 3 it can also be used to increase one’s payoff.

In the end of the experiment subjects choose in private whether their donation(s) should go
to Amnesty International, Medecins Sans Frontieres or German Cancer Aid.9 We offered a
list of charities to increase the chance that each subject finds at least one charity which he or
she perceives deserving. After choosing their preferred charity, subjects received their payment in private and we transferred the donated amount to the indicated charity after the session.
The payment consisted of a flat payment (5 Euro), two randomly selected estimates made as
observer and four decisions made as decision-maker (a randomly chosen Situation A- and Situation B-decision for round 1 − 8 and round 9 − 16 each). Points were converted with the
exchange rate 100 points = 1.5 Euro.

1.4.2.

Procedure

We programmed the experiment with ztree (Fischbacher, 2007) and used ORSEE (Greiner,
2015) to recruit subjects.10 In total, we conducted 7 sessions with 165 participants in November and December 2018.11 In sessions that included pictures, we informed about the picture
before entering the laboratory and gave potential participants the chance to leave directly.12
The announcement clarified that (i) we will take a picture in the beginning (ii) this picture will
be shown together with certain decisions to other participants (iii) it will always be clear which
decisions will be shown to others and (iv) pictures were never connected to names and deleted
directly after the experiment. In all treatments we explained in-depth how exactly Situation
9 We

chose charities that rank high in credibility and respectability surveys.
screens can be found in Appendix A3. Instructions are available from the author upon request.
11 The average age was 22.18 (sd = 2.59) and 37.58% (sd = 0.49) of the participants were male.
12 One subject left after the announcement.
10 Decision
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A-decisions were revealed.

To control for order effects we varied whether the probability that donations are impossible, p,
changed from high to low or low to high. In some sessions p was first 0.9 (in round 1 − 8) and
then 0.1 (in round 9 − 16); in other sessions it was first 0.1 and then 0.9. Moreover, we gave
subjects in the beginning only the instructions for round 1 − 8 and presented the instructions for
the remaining rounds (9 − 16) directly on the screen. Consequently, subjects did not know in
advance that there will be a change in probabilities.

1.4.3.

Hypotheses

Hypotheses 1, 2.1, 3 and 4 are direct tests of the propositions and the Corollary in section 1.3.3.
Hypothesis 2.2 is not directly backed by the theoretical predictions, as it is not about how the
effect of cheapened signaling costs changes when reputational concerns are strengthened (λ in
the model). It is about what happens when the nature of reputational concerns is changed. One
could argue that changing the nature of reputational concerns by adding an extrinsic component
also strengthens the reputational concerns. The literature on crowding-out effects (e.g. Frey
and Oberholzer-Gee, 1997; Gneezy and Rustichini, 2000; Bénabou and Tirole, 2006) suggests,
however, that the monetary component could also reverse the direction of the effect. Therefore,
the theoretical model proposed in section 1.3 is not informative and we only explore this question empirically. We start with hypotheses regarding our research questions (1-3) and then offer
the supplementary hypothesis (4).

Hypothesis 1.
Donation decisions in Situation A are more frequent if the probability that donation is impossible is p = 0.9 than if it is p = 0.1.

Hypothesis 2.
2.1 The effect of p on decisions (as described above) is weaker in T 1 than in T 2.
2.2 The effect of p on decisions (as described above) is weaker in T 2 than in T 3.
Hypothesis 3.
An observer’s estimate (i.e. the incentivized belief that a person decided for donation in Situation B given the decision in Situation A) is higher if the observed person faced p = 0.1 than if
he/she faced p = 0.9. This holds independent of the decision in Situation A.

19

Cheap Signaling of Altruism
Hypothesis 4.
4.1 Observers’ estimates are lower (a) if the efficiency factor of Situation A is higher and (b) if
the observed person kept the 100 points in Situation A (instead of deciding for donation).
4.2 The fraction of donation decisions (a) in Situation A and B is higher if the respective
efficiency factor is higher and (b) in Situation A is lowest in T 1 and highest in T 3.

1.5.

Results

1.5.1.

The Effect of Cheapened Signaling Costs

Hypotheses 1-3 make specific predictions about how subject’s behavior (decisions and estimates) change when signaling altruism gets cheaper and how this change depends on the reputational treatment. We now present how subjects actually behaved. In hypothesis 1 we surmised
that subjects will exploit the opportunity to cheaply signal altruism and decide more often for
donation than they would otherwise do. That is, we expected that more subjects will publicly
indicate their willingness to donate if the chance that they must take the 100 points nevertheless,
i.e. the costly donation is infeasible, is high (p = 0.9). In Figure 1.2 (a) one can see that participants whose Situation A-decisions were disclosed in an anonymous manner indeed reacted
rather strongly to cheapened signaling costs. Independent of whether a donation decision led to
50, 75, 150, 200, 250 or 300 points if implemented, we always observe more donation decisions
if deciding for donation is very cheap (p = 0.9) than if it was only slightly cheap (p = 0.1).
On average, cheapening signaling costs increased the percentage of donation decisions by 8
percentage points (p < 0.01, Table 1.2).
Table 1.2: Decisions in Situation A by treatment
The regressions show for each treatment how the ‘Decisions in Situation A’ depend on the ‘Efficiency factor in Sit. A’ (which is the potential
donation amount divided by 100 points) and on the cheapness of Sit. A (captured in the dummy ‘Donation in Sit. A unlikely’ which is 1 if
donation in Sit. A was impossible with p = 0.9 and 0 if it was impossible with p = 0.1). The ‘Decision in Situation A’ is a binary variable
which has value 1 if the decision-maker decided for donation and 0 if he or she decided to take the 100 points. ***(**/*) depict significance at
the 1 (5/10) percent level.

Efficiency factor
in Sit.A

anonymous
OLS
Logit
∗∗∗
0.19
0.91∗∗∗
(0.03)
(0.13)

Donation in Sit.A
0.08∗∗∗
unlikely (p=0.9)
(0.03)
Clusters
69 subj.
Fixed Effects
yes
Adj. R-squared [0,1]
.431
N
1,200

0.42∗∗∗
(0.15)
69 subj.
no
1,200

picture
OLS
Logit
∗∗∗
0.20
0.91∗∗∗
(0.03)
(0.16)
0.06
(0.04)
48 subj.
yes
.324
864

0.30∗
(0.18)
48 subj.
no
864

picture+bonus
OLS
Logit
∗∗∗
0.22
0.96∗∗∗
(0.04)
(0.19)
-0.01
(0.04)
48 subj.
yes
.361
768

-0.06
(0.19)
48 subj.
no
768
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A similar pattern is also observable in T 2, in which observers saw the Situation A-decisions together with a photo of the decision-maker, albeit weaker than in T 1. Clearly different is however
T 3: In Figure 1.2 (c) it is straightforward to see that behavior does not change in a systematic
way if the probability that donation is impossible increases from 0.1 to 0.9. Correspondingly,
cheapened signaling costs do not have a significant effect independent of the model specification (Table 1.2). Seemingly, paying additionally a monetary bonus for a pro-social appearance
prevents an effect to occur. This observation can potentially be explained by a crowding-out
effect between extrinsic and intrinsic motivation (as modeled in Bénabou and Tirole, 2006).
Figure 1.2: Frequency of donation decisions in Situation A depending on the efficiency factor in Sit. A,
the reputational treatment, and signaling costs in Sit. A
This figure illustrates the frequency of donation decisions in Situation A depending on the efficiency factor in Sit. A, the reputational treatment
(T 1, T 2, T 3) and signaling costs in Sit. A. Bars in light gray depict the share of donation decisions if signaling was slightly cheap, bars in
dark gray stand for rounds in which signaling was very cheap. The depicted 95% confidence intervals are based on a bootstrap with 10,000
repetitions and clustering at subject level.
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Result 1: More individuals decided for donation if donation was less likely possible. However,
only in the treatments in which decisions were revealed in an anonymous manner or with pictures.
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These results motivate the conjecture that the effect of cheapened signaling cost becomes weaker
- and not stronger as hypothesized in hypothesis 2 - when moving from T 1 to T 2 to T 3. To validate this conjecture, we performed an OLS and logit regression (Table 1.3 and 1.4). In Table 1.3
the picture-treatment (T 2) serves as a baseline. The impact of cheapened signaling costs in T 2
is captured in the variable ‘Donation in Sit. A unlikely’. The first interaction term (‘Donation in
Sit. A unlikely × T1’) tells us that this effect is slightly lower than in T 1, yet not significantly
so. The second interaction term (‘Donation in Sit. A unlikely × T3’) indicates that the effect is
higher than in T 3 - yet, again not significantly so. Thus, the effect of p in T 2 is not significantly
different from the effect in T 1 or T 3. However, Table 1.4 shows that increasing the probability
that donation is impossible had a significantly different effect for T 1 than for T 3. When signaling became cheaper subjects increased their donation decisions more in T 1 than in T 3 (OLS:
p < 0.1, logit: p < 0.05).
Table 1.3: Decisions in Situation A (T2 as baseline)
The regressions show how ‘Decisions in Situation A’ are affected by the ‘Efficiency factor in Sit. A’, the cheapness of Sit. A (captured
in ‘Donation in Sit.A unlikely’), the reputational incentive in Sit.A (captured in the two treatment dummies ‘T1: anonymous’ and ‘T3:
with picture + bonus’) and interactions between the reputational incentive and cheapness in Sit.A (‘Donation in Sit. A unlikley × T1’ and
‘Donation in Sit. A unlikely × T2’). The ‘Decision in Situation A’, ‘Efficiency factor in Sit. A’ and ‘Donation in Sit.A unlikely’ are defined as
in Table 1.2. ***(**/*) depict significance at the 1 (5/10) percent level. Standard errors are clustered on subject-level and shown in parentheses.

Efficiency factor in Sit.A
Donation in Sit.A unlikely (p=0.9)
T1: anonymous
T3: with picture+bonus
Donation in Sit.A unlikely × T1
Donation in Sit.A unlikely × T3
Constant
Adj. R-squared [0,1]
Clusters
N

OLS
0.20∗∗∗
(0.02)
0.06∗
(0.04)
-0.10∗
(0.05)
0.09
(0.06)
0.02
(0.05)
-0.08
(0.06)
0.06
(0.04)
.148
165 subj.
2,832

Logit
0.93∗∗∗
(0.09)
0.30∗
(0.18)
-0.47∗
(0.27)
0.45
(0.27)
0.12
(0.24)
-0.36
(0.26)
-2.00∗∗∗
(0.23)
165 subj.
2,832

Result 2: The effect of cheapened signaling costs is not significantly stronger for treatments
with higher reputational incentives. On the contrary, the effect is significantly weaker in the
picture+bonus-treatment than in the anonymous-treatment.
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Table 1.4: Decisions in Situation A (T1 as baseline)
These are essentially the same regressions as in Table 1.3 except that we used the anonymous-treatment, T1 (and not the picture-treatment, T2)
as baseline. ***(**/*) depict significance at the 1 (5/10) percent level. Standard errors are clustered on subject-level and shown in parentheses.

Efficiency factor in Sit.A
Donation in Sit.A unlikely (p=0.9)
T2: with picture
T3: with picture+bonus
Donation unlikely × T2
Donation unlikely × T3
Constant
Adj. R-squared [0,1]
Clusters
N

OLS
0.20∗∗∗
(0.02)
0.08∗∗∗
(0.03)
0.10∗
(0.05)
0.19∗∗∗
(0.05)
-0.02
(0.05)
-0.10∗
(0.05)
-0.03
(0.04)
.1499
165 subj.
2,832

Logit
0.93∗∗∗
(0.09)
0.42∗∗∗
(0.15)
0.47∗
(0.27)
0.91∗∗∗
(0.26)
-0.12
(0.24)
-0.48∗∗
(0.24)
-2.47∗∗∗
(0.24)
165 subj.
2,832

By now we found that cheapening signaling costs can in some settings affect how individuals
decide. However, it should also influence how others evaluate these decisions. After all, donation decisions that are implemented with a low probability should raise doubts about whether
high altruism (instead of the cheapness of the situation) was the dominant motive behind the
decision. Observers should understand that one does not have to be extraordinarily altruistic to
commit to a donation which most likely cannot be done anyway. Consequently, the expected
altruism and the estimates should be lower when donations are likely impossible (see hypothesis 3). We will now test whether observers’ estimates actually follow this principle.

Recall that observers’ estimates are the incentivized belief that a person donated in Situation
B given his or her decision in Situation A. Observers were first informed about (i) how likely
donation was impossible for the observed person in Situation A and (ii) how much the observed
person could donate in Situation A and B if donation was possible. Then, they had to make two
estimates: one assuming that the observed person had decided for donation in Situation A and
one assuming that the observed person had decided to keep the 100 points in Situation A.

Tables 1.5 and 1.6 show how the efficiency factor in Situation A, the efficiency factor in Situation
B and the probability that donation is impossible in Situation A influence observers’ estimates
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for a donation or keep-decision in Situation A, respectively. To unravel potential differences
across treatments, we again treat each reputational treatment as separate unit. This also allows
us to include subject fixed effects into the regressions because except of the reputational incentive, which is varied between treatments, all other determinants are varied within subjects. This
regression design rules out all differences in estimation behavior between subjects and casually
identifies the effects of the manipulation of p and the efficiency factor X in Situation A and B.

Table 1.5: Estimates given a donation decision in Situation A
The dependent variable is the ‘Estimate given a donation decision in Situation A’, i.e. the observer’s belief that the observed person donated in
Situation B assuming that this person decided for donation in Situation A. The independent variables are the observed specifics of Situation A
and B: the ‘Efficiency factor in Sit. A’, the ‘Efficiency factor in Sit.B’ and the cheapness of Situation A (‘Donation in Sit.A unlikely (p=0.9)’).
***(**/*) depict significance at the 1 (5/10) percent level. Standard errors are clustered at the matching group (MG) level.

Efficiency factor
in Sit.A

anonymous
(1)
(2)
-1.69
-2.27
(1.03)
(1.25)

picture
(3)
(4)
-1.18 -0.01
(2.17) (1.95)

picture+bonus
(5)
(6)
-4.36∗∗ -3.97
(1.65) (2.17)

Efficiency factor
in Sit.B

8.42∗∗∗
(1.86)

8.34∗∗∗
(2.10)

8.70∗∗
(2.73)

8.69∗∗
(2.53)

6.51∗∗
(1.98)

6.88∗∗
(1.77)

Donation in Sit.A
unlikely (p=0.9)
Model
Clusters
Fixed effects
Adj. R-squared [0,1]
N

-0.90
(1.31)
OLS
9 MG
yes
.506
1,200

-0.94
(1.30)
OLS
9 MG
no
.058
1,200

-1.86
(1.26)
OLS
6 MG
yes
.33
864

-1.84
(1.18)
OLS
6 MG
no
.0697
864

0.49
(1.20)
OLS
6 MG
yes
.501
768

0.51
(1.16)
OLS
6 MG
no
.0435
768

To evaluate the empirical validity of hypothesis 3 we start with estimates made for the scenario
in which the observed person donated the 100 points in Situation A (Table 1.5). The regressions
show a mixed picture. For the anonymous-treatment (T 1) and the picture-treatment (T 2) the
coefficient of the dummy which indicates that the observed donation decisions were unlikely
realized is directionally as expected, i.e. negative. For the picture+bonus-treatment we observe
a positive coefficient. Overall, as all coefficients are insignificant, this offers little support for
the hypothesis that observers discount the diagnostic value of donation decisions if deciding for
donation is cheap.

This conclusion is strengthened by the estimates which observers made for the scenario in
which the observed person took the 100 points in Situation A (Table 1.6). The coefficients of
the anonymous- and picture+bonus-treatment (T 1 and T 3) are again insignificant. Only in the
picture-treatment (T 2) the information that donation decisions in Situation A were only very
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Table 1.6: Estimates given a keep decision in Situation A
The dependent variable is the ‘Estimate given a keep decision in Situation A’, i.e. the observer’s belief that the observed person donated in
Situation B assuming that this person decided to keep the 100 points in Situation A. The independent variables are the observed specifics of
Sit.A and B: the ‘Efficiency factor in Sit. A’, the ‘Efficiency factor in Sit.B’ and the cheapness of Situation A (‘Donation in Sit.A unlikely
(p=0.9)’). ***(**/*) depict significance at the 1 (5/10) percent level. Standard errors are clustered at the matching group (MG) level.

Efficiency factor
in Sit. A

anonymous
(1)
(2)
-1.54
-1.62
(1.02)
(1.33)

picture
(3)
(4)
-1.96 -0.60
(1.90) (2.19)

picture+bonus
(5)
(6)
∗∗∗
-4.76
-4.12∗
(0.92) (1.78)

Efficiency factor
in Sit.B

5.37∗∗∗
(1.33)

4.79∗∗∗
(1.29)

5.54
(3.01)

5.02
(2.81)

7.45∗∗
(1.93)

7.11∗∗
(2.01)

Donation in Sit.A
unlikely (p=0.9)
Model
Clusters
Fixed effects
Adj. R-squared [0,1]
N

0.11
(1.74)
OLS
9 MG
yes
.546
1,200

0.09
(1.71)
OLS
9 MG
no
.0236
1,200

3.51∗
(1.50)
OLS
6 MG
yes
.435
864

3.52∗
(1.44)
OLS
6 MG
no
.0224
864

-2.49
(2.43)
OLS
6 MG
yes
.494
768

-2.49
(2.32)
OLS
6 MG
no
.0531
768

unlikely implemented, shifted estimates in a weakly significant way. However, subjects entered
higher (and not lower) estimates if a person did not donate in Situation A and donation was
very likely impossible. This is surprising because our model suggests that keeping the money
becomes a stronger signal for low altruism when deciding for donation becomes cheaper. When
signaling altruism gets cheaper, the more altruistic individuals among the individuals who keep
the money, switch to a donation decision. Therefore, the group of individuals who still keep the
money is on average less altruistic.

Result 3: Overall, observers’ estimates seem not to be significantly influenced by the cheapness
of signaling. The probability that donation was impossible has only in the picture-treatment a
weakly significant effect - yet, the effect is opposing to the prediction if observers evaluated
keep-decisions.

1.5.2.

The Effect of Other Factors

We complete the analysis of perceptions by discussing how the other situational factors determined observers’ estimates. Clearly, the factor that drove estimations most strongly is the
efficiency factor in Situation B. In all treatments observers assigned a significantly higher probability to the event that the observed person donated in Situation B if waiving the 100 points
resulted in a larger donation amount. Intuitively, donation decisions in Situation A should be
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less predictive for high altruism if the donation amount in Situation A is high because then also
less altruistic persons find it worthwhile to decide for donation. Following this reasoning a high
‘efficiency factor in Sit.A’ should decrease estimates (hypothesis 4.1a). While the direction of
coefficients have the expected sign, they do not reach significance in every treatment (Table 1.5
and 1.6).

Result 4.1a: Observers’ estimates (i.e. the incentivized beliefs that the observed person donated in Situation B) only significantly decreased in the efficiency factor of Situation A if the
observed person received the estimate as monetary bonus.

Seemingly, observers only paid strong attention to the efficiency factor in Situation A if they
knew that the person who they evaluated will be paid their estimate. A possible explanation
for this could be that only in T 3 the incentive to guess a person’s (true) altruism was strong
enough. In T 3 people could use high estimates to reward others. If observers wanted to reward
altruism (but not selfishness), they would have an additional incentive to evaluate the altruism of
others correctly. Consequently, they might want to pay more attention to the efficiency factor of
Situation A because this helps to assess how diagnostic the observed decisions are. While theoretically also the probability that donation is impossible p should matter, empirically it does
not (see result 1). The insignificance of the coefficient ‘Donation in Sit.A unlikely (p=0.9)’
is therefore not at odds with this possible explanation. Cartwright and Patel (2010) model a
similar setup (without the cheapened signaling) and assume two types of observers: Bayesian
observers who take into account decision-makers’ strategic incentive of appearing prosocial and
naive ones who do not take this incentive into account. The solution of our model only assumes
Bayesian observers. The systematic deviation from our theoretical prediction and the experimental results might however also be explained by the existence of naive observers, as modeled
by Cartwright and Patel (2010).

Figure 1.3 displays the cumulative distribution functions of estimates for a given efficiency factor in Situation B. An inspection of the two graphs shows that for all efficiency factors there
is a higher concentration on low estimates if the observed person kept the 100 points in Situation A than if he or she decided for donation in Situation A. This observation is also supported
by the estimates that participants made on average. If a person decided for donation in Situation A the average estimate was 46.15%, while it was with 32.58% significantly lower if a
person decided against donation (paired t-test, p < 0.0001). This is in line with hypothesis 4.1b.
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Figure 1.3: Observers’ estimates that decision-maker donated in Situation B depending on Situation A
decision
This figure shows how likely observers believed that a decision-maker donated in Sit.B given that this decision-maker decided for donation in
Sit.A (upper graph) or given that this person decided to keep the 100 points in Sit.A (lower graph). The beliefs are reflected in the probability
estimate on the x-axis (in %). The y-axis shows the cumulative frequency of each probability estimate (separately for each efficiency factor in
Sit.B).
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Result 4.1b: Observers’ estimates (i.e. the incentivized belief that the observed person donated
in Situation B) was significantly higher when the observed person donated in Situation A.

We now return to donation decisions to evaluate hypothesis 4.2a and 4.2b. Figure 1.4 graphically illustrates how strongly decisions were influenced by the efficiency factor in the respective
situation. Donation decisions more than triple when moving from the lowest donation amount
to the highest: If waiving 100 points resulted in a (potential) donation of 300 points, we observed in about half of the decision-problems donation decisions (66% in Situation A and 48%
in Situation B), while subjects decided in less than a fifth of the decision-problems for donation
if waiving 100 points resulted only in a potential donation of 50 points (19% donation decisions
in Situation A and 11% in Situation B). The regressions in Table 1.2, 1.3 and A1, A2 (Appendix)
confirm that the efficiency factor significantly influenced decisions.
Figure 1.4: Share of donation decisions in Situation A and B
The figure shows the share of donation decisions in Situation A (left) and Situation B (right) across donation amounts and their 95% confidence
intervals (based on a bootstrap with 10,000 repetitions and clustering at subject level). The efficiency factor multiplied by 100 gives the
donation amount. The donation amount specifies how many points the decision-maker could (potentially) donate if he decided for donation
instead of taking 100 points.
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Result 4.2a: In Situation A and B more individuals decided for donation if donation was more
efficient in the respective situation.

Moreover, Figure 1.5 shows that subjects, who took part in treatments with a stronger reputational incentive, decided more often for donation in Situation A (as hypothesized in 4.2a).
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Figure 1.5: Donation decisions in Situation A and B depending on the reputational treatment
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This figure shows the decisions in Situation A and Situation B depending on the reputational treatment. The y-axis depicts the frequency of
donation decisions; the x-axis shows whether Situation A-decisions were revealed anonymously (T1), with picture (T2) or with picture and
there was additionally a monetary bonus for a pro-social appearance (T3).

anonymous

picture
Situation A

picture + bonus
Situation B

Presenting Situation A-decisions together with a picture of the decision-maker increased donation decisions by 9 percentage points (comparison T 1 and T 2), whereas adding a bonus for
pro-social appearance lead to a further increase of 4 percentage points (comparison T 2 and T 3).
However, only the first increase is significant (p < 0.1, see Table 1.3).

Result 4.2b: Strengthening the reputational incentives by adding a picture lead to more donation decisions in Situation A.

While it is very intuitive that the treatment affected decisions in Situation A, figure 1.5 suggests
that it also affected decisions in Situation B. This is less intuitive because T 1, T 2 and T 3 varied
only the reputational incentive for Situation A but not for Situation B. However, a regression
analysis shows that, after controlling for Situation A-decisions, the treatment had no significant
effect on Situation B-decisions (Table A1 and A2 in the Appendix). Since the coefficient of
‘Donation Decision in Sit.A’ is highly significant, we suspect that (some) subjects had a desire
to be consistent between Situation A and B. Such a desire would make sense if they wanted to
prove themselves that the changed reputational incentive does not change their decisions much
because their decisions are mainly driven by altruism and not by image-concerns or the bonus.
That is, if subjects not only had social-image concerns but also self-image concerns.
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In general, our analysis above does not distinguish between behavior in earlier or later rounds.
That is, we pool over different rounds. To account for the possibility that behavior might systematically differ across rounds, e.g. because of potential learning or time effects, we complement our analysis with comparing behavior over time. Figures A1 and A2 in the appendix
plot average donation decisions over time. One can see that decisions appear to be rather stable
over time. Analogously, we plot observers’ estimates across rounds (Figures A3 and A4 in the
Appendix). Recall that in each round observers made two estimates: one for the scenario that
the observed person donated in Situation A and one for the scenario that the observed person did
not donate in Situation A (strategy method). After they made these two estimates, they learned
how the observed person actually decided in Situation A. Potentially, subjects might use this
feedback about others’ behavior in Situation A to update their later estimates (even though the
estimates are about others’ behavior in Situation B which is not revealed at any point in time).
Yet, figures A3 and A4 do not suggest that this is the case: estimates appear to be relatively
constant over time. Thus, there seems to be no apparent updating or learning behavior.

1.6.

Conclusion

This paper studies the tendency to decide pro-socially and the evaluations of these decisions in
the presence of cheapened signaling costs. We find that the effect of cheapened signaling costs
crucially depends on the reputational incentive: when costly donation decisions were more
likely infeasible (i.e. signaling cheaper), more decision-makers decided for donation - but only
if the reputational incentive was non-monetary, suggesting a crowding-out effect. Transferring
this result to situations outside of the lab, it might help to promote pro-social decisions. In
many cheap signaling scenarios people only have vague ideas about how likely they have to
fulfill their costly promise. If there is a reason to believe that this likelihood is biased upwards
and reputational incentives are low, clarifying how unlikely the costs are realized could foster
pro-social decisions.

We also find that expected signaling costs affect the evaluations of observers about the true level
of altruism in a biased way. Overall, observers did not significantly discount how diagnostic
a donation decision is when the signaling altruism became cheaper. We observed, however,
an insignificant trend towards discounting when the reputational incentive was non-monetary.
Decisions against donations were also not perceived as significantly more selfish when signaling
altruism was cheaper. In one treatment we even found that decisions against donations were
regarded as less selfish when the signaling costs decreased. For future research it might be
interesting to test the robustness of this unintuitive deviation and, in case it holds in different
settings, where it originates from.
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Appendix A
A1.

Proofs

Proof for Corollary 1.

1.1a
An increase in X decreases µ̄ (see 4.2b) and thereby also

µ̄+1
2

and

0+µ̄
2 .

1.1b
The perceived altruism is E[µi |µi ≥ µ̄] = µ̄+1
2 if the person decided for donation and E[µi |µi <
0+µ̄
µ̄+1
0+µ̄
µ̄] = 2 otherwise. Since µ̄ ≥ 0 : 2 > 2 .
1.2a
Note that µi ∼ U[0, 1] implies µ̄ ≥ 0 and as we focus on separating
EQ, inwhich at least some

1
λ
1
> 0 it follows that
types do not donate, µ̄ > 0 must hold. From µ̄ > 0 ⇔ X · 1 − 200 · (1−p)
λ < 200(1 − p).
Since λ < 200(1 − p) holds, it holds that


1
∂ µ̄
λ
= − 2 1−
< 0.
∂X
X
200 · (1 − p)
1.2b

∂ µ̄
1
=−
< 0.
∂λ
200 · X · (1 − p)
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A2.

Further Results

Table A1: Decisions in Situation B (T1 as baseline)
These regressions show how the ‘Decision in Situation B’ (which is 1 if the decision in Sit.B was donation and 0 otherwise) depends on the
‘Efficiency factor in Sit.B’ (i.e. the donation amount in Sit.B divided by 100 points), the subject’s decision in Situation A of the same round
(‘Donation Decision in Sit.A’ which is 1 if the subject decided for donation in Sit.A and 0 otherwise), the ‘Efficiency factor in Sit.A’(i.e. the
donation amount in Sit.A divided by 100 points), the probability that donation in Sit.A was impossible (‘Donation in Sit.A unlikely (0.9)’) and
the treatment (the dummy ‘T2: with picture’ is 1 for T 2 and otherwise 0; the dummy ‘T3: with picture + bonus’ is 1 for T 3 and 0 otherwise;
T 1 serves as baseline). ***(**/*) depict significance at the 1 (5/10) percent level. Standard errors are clustered on subject-level and shown in
parentheses.

Efficiency factor in Sit.B
Donation Decision in Sit.A
Efficiency factor in Sit.A
Donation in Sit.A unlikely (p=0.9)
T2: with picture
T3: with picture+bonus
Constant
Adj. R-squared [0,1]
Clusters
N

OLS
0.16∗∗∗
(0.02)
0.22∗∗∗
(0.03)
-0.07∗∗∗
(0.01)
0.01
(0.01)
0.02
(0.04)
0.08
(0.05)
0.00
(0.03)
.158
165 subj.
2,832

Logit
0.93∗∗∗
(0.10)
1.26∗∗∗
(0.19)
-0.41∗∗∗
(0.08)
0.08
(0.08)
0.11
(0.25)
0.43
(0.28)
-2.72∗∗∗
(0.25)
165 subj.
2,832
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Table A2: Decisions in Situation B (T2 as baseline)
Same regressions as in Table A1 except of using T 2 as baseline. ***(**/*) depict significance at the 1 (5/10) percent level. Standard errors are
clustered on subject-level and shown in parentheses.

Efficiency factor in Sit.B
Donation Decision in Sit.A
Efficiency factor in Sit.A
Donation in Sit.A unlikely (p=0.1)
T1: anonymous
T3:with picture+bonus
Constant
Adj. R-squared [0,1]
Clusters
N

OLS
0.16∗∗∗
(0.02)
0.22∗∗∗
(0.03)
-0.07∗∗∗
(0.01)
0.01
(0.01)
-0.02
(0.04)
0.06
(0.05)
0.02
(0.03)
.158
165 subj.
2,832

Logit
0.93∗∗∗
(0.10)
1.26∗∗∗
(0.19)
-0.41∗∗∗
(0.08)
0.08
(0.08)
-0.11
(0.25)
0.33
(0.28)
-2.61∗∗∗
(0.24)
165 subj.
2,832
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Figure A1: Donation decisions in Situation A over time
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Figure A2: Donation decisions in Situation B over time
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Figure A3: Estimates given Situation A decision was donation
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Average of observers’ estimates given a donation decision of the observed subject in Situation A. To ease comparison of the sessions with
mildly different number of rounds, the rounds are depicted as the first 16 observed rounds (either corresponding to round 21 to 37 or to rounds
17 to 34 in the experiment).
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Figure A4: Estimates given Situation A decision was to keep 100 points
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Average of observers’ estimates given a no-donation decision of the observed subject in Situation A. To ease comparison of the sessions with
mildly different number of rounds, the rounds are depicted as the first 16 observed rounds (either corresponding to rounds 21 to 37 or to rounds
17 to 34 in the experiment).
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A3.

Decision Screens

Translations of the German texts (from top to bottom of each screen) are provided in the figure
notes.
Figure A5: Treatment T1, Situation A
English translation: “Round 1: Situation A. You can now state for Situation A in this round, whether you want to keep 100 points or donate
150 points. Every donated point will hence be multiplied by the factor 1.5. After your decision, the computer randomly determines whether
donation can take place in Situation A of this round or not. With 10 % probability donation cannot take place in this round (i.e. your round
payoff is 100 points, independently of your decision). The decision scenario as well as your decision will later be transmitted anonymously to
another person in the room. Please decide: donate 150 points or keep 100 points.”
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Figure A6: All treatments, Situation B
English translation: “Round 1: Situation B. You can now decide between keeping 100 points or donating 200 points. Hence, every donated
point is multiplied by the factor 2.00. Now, in Situation B, your decision certainly determines the round payoff. In Situation B the computer
cannot decide that donation is impossible. Your decision is not communicated to anyone. Please decide: Donating 200 points or keeping 100
points?”
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Figure A7: All treatments, observer screen
English translation: “Estimating the behavior of others. In this round, another person could choose between keeping 100 points or donating
150 points. In Situation A, the computer decided with 10% probability that donation is not possible and that the person (independent of
her/his decision) has to keep 100 points. In Situation B, the same person had the choice between keeping 100 points or donating 200 points.
If the person indicated to donate 150 points in Situation A, what is the probability that the same person decided for donation in Situation B?
Your estimation: 68%. Your payoff equals 89.76 in case the person donated in Situation B, your payoff equals 53.76 in case the person did
not donate in Situation B. If the person indicated to keep 100 points in Situation A , what is the probability that the same person decided for
donation in Situation B? Your estimation: 17%. Your payoff equals 31.11 in case the person donated in Situation B, your payoff equals 97.11
in case the person did not donate in Situation B.”
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Figure A8: Treatment T1, feedback of observer
English translation: “Information about the behavior of others. The person indicated the willingness to donate 150 points instead of keeping
100 points. Reminder: The probability that donation was not possible was in this case 10%.”
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Figure A9: Treatment T2, Situation A
English translation: “Round 1: Situation A. You can now state for Situation A of this round, whether you want to keep 100 points or
donate 150 points. Every donated point will hence be multiplied by the factor 1.50. After your decision, the computer randomly determines
whether donation can take place in Situation A of this round or not. With 10 % probability donation cannot take place in Situation A
of this round (i.e. your round payoff in Situation A is 100 points independent of your decision). The decision scenario as well as your
decision will later be transmitted together with your picture to another person in the room. Please decide: donate 150 points or keep 100 points.”
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Figure A10: Treatment T2 and T3, feedback of observer
English translation: “Information on the behavior of others, round 1 of 16. The person stated to be willing to donate 150 points instead of
keeping 100 points. Reminder: the probability that donation was impossible was in this case 10 %. In the following, you can see a picture of
this person.”
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Figure A11: Treatment T3, Situation A
English translation: “Round 1: Situation A. You can now state for Situation A in this round, whether you want to keep 100 points or donate
150 points. Every donated point will hence be multiplied by the factor 1.50. After your decision, the computer randomly determines whether
donation can take place in Situation A of this round or not. With 10 % probability donation cannot take place in Situation A of this round
(i.e. your round payoff in Situation A is 100 points independent of your decision). The decision scenario as well as your decision will later
be transmitted together with your picture to another person in the room. Please decide: donate 150 points or keep 100 points. On the basis of
your decision above, another person in the room will later estimate the probability that you decided for donation in Situation B. The higher the
estimate, the higher your round payoff. ”
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Chapter 2
Norm Enforcement with Conflicting
Norms
with Urs Fischbacher
Abstract
People are willing and often able to enforce social norms using peer punishment. In
this paper, we investigate the enforcement of a fairness norm when different norms
- equality, efficiency and meritocracy - are in conflict. In an experiment, we let
unaffected parties first resolve several normative conflicts and then observe (potentially diverging) resolutions of others, which they can punish. This procedure
enables us to compare the norm(s) that a subject enforces with the norm(s) that this
subject considers as most appropriate. We find that subjects mainly enforced norms
that they personally preferred in a given conflict. Moreover, subjects’ enforcement
behavior was shaped by their general normative attitude, i.e. the importance they
assigned to norms across conflicts. Finally, subjects differed in how tolerant they
were to deviations from their preferred norms. In particular, subjects who generally favored the efficiency norm were often reluctant to enforce it even though the
punishment mechanism was not efficiency-reducing.
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2.1.

Introduction

There is ample evidence that people use punishment in order to enforce social norms, in particular in order to establish cooperation (see, e.g. Fehr and Gächter, 2000; Fehr and Fischbacher,
2004). In the experiments demonstrating this phenomenon, the social norm is usually unambiguous. Very often though, people disagree in their norms. So, while it is usually undisputed
that behavior should be fair, there is heterogeneity in what is considered as fair. This project
investigates how people enforce norms when there are conflicting views about what is fair.
Specifically, it studies which norm(s) people enforce when only normative considerations matter, but different norms conflict.

It seems obvious that people do not enforce the norm they do not prefer, and actually, this is
indeed rare. However, it is not clear whether people enforce the norm they prefer. First, they
might have only a weak preference for their norm and do not consider it as appropriate to punish. Second, they might generally consider norm enforcement as inappropriate. And third, they
might consider norm enforcement only appropriate if they believe that the norm is collectively
accepted.

We use a number of allocation scenarios to create different normative conflicts. In these allocation scenarios an unaffected party (Participant B) must decide how to distribute money between
two other parties (Participants A.1 and A.2). Thereby, Participants B can only choose between
two options which support different norms. For example, the first option could be an equal (but
inefficient) distribution and the second option an efficient (but unequal) distribution. To cover
also normative conflicts that involve the meritocracy norm, we inform Participants B in some
allocation scenarios whether Participant A.1 or A.2 worked more in a previous real-effort task.1

Previous studies have already documented that people differ in what distribution they consider
as fair (e.g. Engelmann and Strobel, 2004; Konow, 2003; Cappelen et al., 2007). Thus, there
is likely dissent about which option - and thus ultimately which norm(s) - should be chosen
in a given allocation scenario. We are mainly interested in how people react to such dissent
and, in particular, whether they use punishment to enforce their own fairness view. To test this
question, we let half of the allocation scenarios proceed to a punishment stage. In these stages,
another unaffected party (Participant C) can punish Participant B for her/his norm choice. In
order to compare a subject’s opinion about which norm is most appropriate in a given alloca1 Participants

B always only learn the relative performance of Participants A, i.e. who performed better or
worse in the real-effort task. Thus, in our case the meritocracy norm refers to payment according to relative (and
not absolute) performance.
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tion scenario to her/his enforcement behavior, we let each subject act as Participant B and as
Participant C.

There are first results that also in situations with normative conflicts some decisions are punished (e.g. Leibbrandt and López-Pérez, 2011, 2012; Nikiforakis et al., 2012; Reuben and Riedl,
2013). Reuben and Riedl (2013) and Nikiforakis et al. (2012) studied a public good game in
which different contribution norms could be applied. Reuben and Riedl (2013) focused on
whether subjects - despite the normative ambiguity - managed to enforce a contribution norm.2
Nikiforakis et al. (2012) primarily investigated whether the normative ambiguity made feuds,
i.e. series of mutual punishment, more likely.3 Although both experiments examine situations
in which disagreement about which norm is most appropriate exists, they give only limited insights for our research question. The reason is that in Reuben and Riedl (2013) and Nikiforakis
et al. (2012) subjects have personal stakes in the norms that they and others apply, because their
contributions affect their own payoffs. Thus, the decision of which norm to follow might not
only be based on fairness considerations, but also on selfish motives (Elster, 1989; Dana et al.,
2007). That is, the fairness interpretations might be self-serving and the behavior in Reuben and
Riedl (2013) and Nikiforakis et al. (2012) suggests that they often actually were.4 This, however, makes it difficult to cleanly identify why people punish - even if they punish norm-abiding
behavior. They might do so, because (i) they truly view the norm adherence as inappropriate,
(ii) they suspect self-serving fairness interpretations by others and dislike this or (iii) the norm
adherence leaves them (compared to other norms) worse off and they want to retaliate for this.

Although in Leibbrandt and López-Pérez (2011, 2012) unaffected third parties can punish
decision-makers, who sometimes have to resolve a normative conflict, this only rules out retaliatory punishment reasons.5 Since the decision-makers are affected by their norm choice,
2 Reuben

and Riedl (2013) found that subjects indeed enforced some contribution norms. However, there was
not always unanimity about which norm should be enforced: when subjects benefited differently from contributions, high beneficiaries tried to enforce an equal-contributions norm and low beneficiaries an equal-earnings
norm.
3 Nikiforakis et al. (2012) observed that the existence of different norms made it indeed more likely that the
enforcement of (one of these) norms ended in a feud. They suppose that this is the case, because different norms
may lead to disagreement about what behavior (and thus also what punishment) is appropriate.
4 Nikiforakis et al. (2012) report that in their post-experimental survey high beneficiaries stated that the equalcontributions norm is appropriate and low beneficiaries stated that the equal-earnings norm is appropriate. Thus,
the subjects prioritized the norm that lead to higher payoffs for them. Similarly, subjects in Reuben and Riedl
(2013) tried to enforce the norm that benefited them more, but only when they received different benefits of the
public good (see footnote 2).
5 Leibbrandt and López-Pérez (2011, 2012) used several allocation tasks to study potential undesirable aspects
of third-party punishment and to compare third and second party punishment, respectively. In some of these tasks
the decision-maker could choose between a more equal and a more efficient option. In these tasks thus the equality
and efficiency norm conflicted.
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punishment might still be attributed to selfishness or self-serving fairness considerations. Our
design provides a clean test of whether diverging normative opinions alone (reason (i)) are sufficient to trigger punishment. Normative opinions are also elicited in Nicklisch and Wolff (2011).
They ask public-good-game-players for their opinions about others’ punishment plans. These
players are however not unaffected parties, because the punishee’s decision also influences their
payoff. Thus, the expressed opinions might not only reflect normative considerations.

We find that the vast majority of Participants’ C punishment (> 80%) targeted choices which
Participants C considered as inappropriate. This suggests that punishment was mainly driven
by disagreement about which norm(s) are “right” in a given decision-setting. However, not all
Participants C punished opposing fairness views often or at all. Instead we observed a large
heterogeneity in Participants’ C tolerance to opposing views. This heterogeneity likely also
explains why Participants C who displayed a strong support for some norm, did not necessarily
punish violations of this norm more often. Further, we find that Participants C who generally
favored the efficiency norm were often reluctant to enforce it. A possible explanation is that
they are aware that they are in a minority and do not feel entitled to enforce a norm which is not
shared by a majority. In our experiment, meritocracy norm was, on average, enforced most and
the efficiency norm least.

Section 2 presents the experimental design and procedure. In Section 3 we outline our hypotheses and in Section 4 we describe our experimental results. Section 5 concludes.

2.2.

The Experiment

2.2.1.

Experimental Design

Overview. At the beginning of the experiment groups of four are formed. Each group consists
of two Participants A (A.1 and A.2), one Participant B and one Participant C. The two Participants A play a real-effort task. Participant B then decides how to allocate money between the
two Participants A of his or her group. Participant B must always choose between two options.
Yet, these options create a normative conflict, i.e. one option is in line with some norm, while
the other option is in line with (an)other norm(s). The possible norms are the efficiency norm,
the equality norm and the meritocracy norm. Subsequently, in half of the games, Participant
C can punish Participant B’s decision; in the other half Participant C is passive. During the
experiment subjects do not know which role they got assigned to. That is, all subjects act as
Participant A, B and C and learn only in the end which role is payoff-relevant for them. This
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procedure enables us to get a within subject-comparison of the norm applied (as Participant B)
and enforced (as Participant C). The decision screens for Participant A, B, and C can be found
in Appendix B2.6

Figure 2.1: Basic structure
This figure illustrates the basic experimental structure with the three roles (Participant A, B and C) and the main function of these roles (in
italic below). Each subject acts in all three roles, but only one of the three roles is payoff-relevant.

Each subject acts in the role of...
1. Participant A

2. Participant B

3. Participant C

who does a
real-effort task

who decides
which norm(s) to choose?

who decides
which norm(s) to punish?

Details. Before the experiment starts, subjects are randomly divided into groups of four. Afterwards, they proceed to the first part of the experiment in which they act as Participant A.
Participants A play only a supporting role in our experiment. Their main function is to bear
the consequences of Participant B’s norm choice: to them Participants B must allocate money
in an efficient, equal or meritocratic manner. Since meritocracy requires the link to some performance, we let Participants A conduct a real-effort task. Specifically, Participants A work
7 minutes on the “Encryption Task” of Erkal et al. (2011). In this task they have to translate
words into numerical codes by using a given table. This table maps each letter into a unique
number and thus leads to a distinct code for every word. Participants A are instructed to encode
as many words as possible. Moreover, they are told that each correctly encoded word earns
one encryption point and that these encryption points can indirectly, i.e. via the decision of
Participant B, influence Participants’ A payoffs. To ensure that subjects’ relative performance
is known to be comparable, we additionally clarify that the task is identical for all Participants
A. That is, that all subjects have to encrypt the same words, in the same order, using the same
encryption table. Thus, it is clear that differences in encryption points are due to more or better
work and not owing to the luck of e.g. having had easier words.

In the second part, all subjects decide in the role of Participant B. Participants B have to resolve
different normative conflicts that comprise the equality, efficiency and meritocracy norm. We
use allocation scenarios to induce these normative conflicts. In all allocation scenarios Participants B have the choice between two options which differ only in the amount of money (points)
that Participants A of their group receive. These options (Option X and Y) have three features.
First, they differ in how equally they distribute money between Participants A. Participants B
6 Instructions

are available from the author upon request.
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Table 2.1: Normative conflict types
This table lists which norms conflict in each allocation scenario.

Conflict type
Equality
Equality
Equality+Efficiency
Equality+Meritocracy

vs.
Efficiency
vs. Efficiency+Meritocracy
vs.
Meritocracy
vs.
Efficiency

Scenario No.
1-8
9-16
17,18
19-24

can either give Participant A.1 and A.2 the same payoff (Option X) or different payoffs (Option
Y). Second, they differ in how efficient they are. Always either Option X or Option Y leads
to higher total payoffs. Third, they sometimes differ in how meritocratic they are. In some allocation scenarios Participants B learn whether Participant A.1 or A.2 earned more encryption
points. This information makes either Option X or Option Y more meritocratic. Importantly
though, neither option is ever efficient, equal and meritocratic. Thus, it is impossible for Participants B to simultaneously adhere to all norms. Participants B always face a normative conflict
which forces them to prioritize some norm(s) over others.

Across allocation scenarios, we manipulate the type of normative conflict and how the latter is
shaped. Table 2.1 summarizes which types of normative conflicts we cover. We achieve different types and variations of normative conflicts by manipulating (i) how much points Participant
A.1 and A.2 get exactly in Option Y and (ii) whether Participants B know which of the two Participants A earned more encryption points or not. By means of these manipulations we create
overall 24 different scenarios. The scenarios are listed in Table B1 of the Appendix. Participants
B encounter each of these scenarios twice: once as allocation task (AT) and once as allocation
task with later punishment stage (ATP).7 This totals in 48 allocation problems. In all allocation
problems Participants B have to choose one of the two options. However, in ATP Participant
B’s option choice can subsequently be punished by Participant C of the group (details below),
whereas in AT such punishment is precluded. Participants B always know which kind of task
they face, i.e. whether their norm choice could entail punishment or not.

The design of allocation scenarios becomes clearer when looking at specific examples. Consider
for instance scenario 1 (Table B1 in the Appendix). In this scenario Participants B are first informed that they have no information about which Participant A of their group earned more encryption points. Then, we let them decide between allocating (60, 60, 60, 60) or (55, 95, 60, 60)
points to Participant A.1, A.2, themselves and C, respectively. Hence, we confront Participants
7 In

the experiment we refer to AT as “allocation task without deduction possibility” and to ATP as “allocation
task with deduction possibility”.
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B with a normative conflict between equality and efficiency. While the equality norm is obviously in line with (60, 60, 60, 60), the efficiency norm prescribes the option (55, 95, 60, 60),
because this leads to a higher joint payoff. Offering Participants B the same options, but informing them instead that Participant A.2 earned more encryption points (like in scenario 9)
creates a different conflict type. Now, Participants B must trade off the equality norm against
the efficiency and the meritocracy norm. The latter two norms would demand choosing (55,
95, 60, 60), but this choice would violate the equality norm. Scenario 12, in turn, constitutes
another variant of the same conflict type. Here Participants B can either give both Participants
A 60 or give 55 to the Participant A who earned less encryption points, and 115 points to the
Participant A who earned more encryption points. Relative to scenario 9, Option Y rewards
better performance more and is more efficient, but it also constitutes a more severe violation of
the equality norm.

To control for potential effects that the presentation order could have on Participants’ B behavior, we took two measures. First, we randomized the sequence in which we presented the 48
allocation problems across subjects. Second, we randomized the order in which we presented
the available options across subjects and allocation problems: once we presented Option X on
the left and called it “Option 1” and once we presented it on the right and called it “Option 2”.

In the third and last part of the experiment all subjects decide in the role of Participant C. Participants C can punish Participants B for the options (and thus norms) that they chose in scenarios
with punishment stage, i.e. in ATP. Specifically, Participants C make for each ATP two punishment decisions: (i) one for the case that Participant B decided for Option X and (ii) one for the
case that Participant B decided for Option Y (strategy method).8 We frame each of these cases
as a separate decision-problem. This leads to overall 24 · 2 = 48 decision-problems. Again, we
randomize the order in which we present these decision-problems to Participants C.

All decision-problems have the same structure. First, Participants C are instructed to imagine
a specific ATP and option choice. For example, Participants C shall assume that Participant B
chose (60, 60, 60, 60) instead of (35, 115, 60, 60) when Participant B knew that Participant A.2
earned more encryption points than Participant A.1 (scenario 13).9 Then, we ask Participants
C whether they want to deduct 4 points of Participant B (at the cost of 1 point) if Participant B
really decided this way.
8 The strategy method ensures that we get enough data on how Participant C react to opposing views (which we

are mainly interested in). This may not have worked, if we had used actual choices of Participants B - especially if
Participants B and C often had the same views.
9 Of course, Participant B also knew of the punishment possibility.
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Note that if Participant C punishes in the payoff-relevant allocation problem, this reduces the
group’s payoff by 4+1=5 points. To ensure that punishment is not inefficient, we add these
points elsewhere. Specifically, we redistribute these 5 points to all subjects of other groups.
This makes punishment as efficiency-neutral as possible: punishment does not reduce the aggregate payoff (of all participants); but it is still costly for the punisher and the punished person.
Since the punishment points are not “lost”, punishment should not be per se unattractive for
Participants C, who put special emphasis on efficiency. The instructions explain this punishment technology such that Participants C know that punishment is, on aggregate, not efficiencyreducing.

After subjects completed the last part of the experiment, we randomly determine which role and
allocation problem each subject gets paid. More precisely, we (i) first randomly select which
allocation problem is payoff-relevant for a given group10 and (ii) then randomly distribute the
roles of Participant A, B and C within each group. The assignment of Participant A.1 and A.2
depends on the scenario: If scenario 1-8 is payoff-relevant, it is randomly determined which of
the two Participants A is Participant A.1. Otherwise (scenario 9-24) it is based on the earned
encryption points. In case both Participants A of the group encoded exactly the same number of
words, the Participant A who encoded them faster is treated as having more encryption points.11

Subjects total payment consists of (i) a show-up fee of 5 Euro, (ii) the points (converted to
Euro) that the subject receives in the payoff-relevant allocation problem and role and (iii) the
points (converted to Euro) that are redistributed to the subject because of punishment in other
groups. The exchange rate for points to Euro is 1:0.3. That is, each point is worth 30 cents.
The encryption points are not paid - they matter only indirectly via the decision of Participant B.

2.2.2.

Procedure

The experiment was programmed with z-Tree (Fischbacher, 2007) and conducted online with
z-Tree unleashed (Duch et al., 2020). The online sessions took place on December 10th, 2020
and comprised in total 44 subjects. Subjects were recruited with hroot (Bock et al., 2014) and
were from the subject pool of the University of Konstanz. Subjects were on average around 22
10 We

thereby proceed by first randomly choosing a task type (AT or ATP) and then randomly choosing a
scenario number (1-24).
11 Hereby we slightly deviate from Erkal et al. (2011) who break ties randomly. The advantage of our approach
to break ties is that it is more performance-based.
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years old and 47.7% were male. Their study backgrounds varied: 29.55% of the subjects were
enrolled in economics, 25% in natural sciences, 15.91% in humanities, 11.36% in law, 9.09% in
social sciences and 9.1% in others. Together with the pre-instruction phase the sessions lasted
approximately 90 minutes and subjects earned on average 25e. The experiment got ethically
approved by the GfeW (Institutional Review Board Certificate).12

Since the sessions were online, subjects received their payment by transfer. They were informed
about this with the invitation. Thus, only subjects who were comfortable with this procedure
started with the experiment. Subjects could reach experimental staff, e.g. to ask questions, at
any time via BigBlueButton.

The online conduction facilitated the possibility to end the experiment early, i.e. without finishing it. However, to calculate the final payoffs the decisions of all subjects were necessary. Thus,
we needed to ensure that we do not wait (forever) for decisions of subjects who already dropped
out. To prevent this, each part of the experiment had a time limit and in the end subjects were
asked to indicate that they are still active. Specifically, subjects had 30 minutes in part two (as
Participant B) and another 30 minutes in part three (as Participant C). When the 30 minutes
were up, they had to proceed with the next part even if they did not make all decisions yet. To
ease time management the decision screens showed how much time and how many decisions
were still left in each part. Moreover, before the payment was calculated subjects had to confirm
that they did not end the experiment early. To do so, they had to click on a “still active”-button
within 2 minutes. The existence of this confirmation screen was announced in the instructions,
but not when it would occur. The instructions also clarified that persons, who failed to confirm
that they were still active, receive no payoff and that persons, who did not make all decisions,
could get a reduced payoff. During the actual sessions no subject dropped out and no subject
received no or a reduced payoff.

2.3.

Hypotheses

In our allocation scenarios Participant B and C are unaffected by Participant B’s norm choice,
because they always receive 60 points in both options. This means that Participant B’s choice
cannot be motivated by selfishness (like e.g. in Engelmann and Strobel (2004)); only normative
considerations should matter.13 In line with this thought, we suppose that Participants B choose
12 The

Institutional Review Board Certificate is available on https://gfew.de/ethik/coBUCBgR.
and Strobel (2004) also have two distribution problems in which the decision-maker receives
different payoffs in the available allocations (treatment Nx, Ny and Nyi). Apart from those, the decision-maker
obtains the same payoff in all allocations which removes selfish motives.
13 Engelmann
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in each AT the norm that is in their view most important. Note, however, that in ATP Participants’ B choice might (additionally) be influenced by their expectations about others’ views.
For example, Participants B might abstain from choosing their preferred norm(s) in ATP if they
believe that others would punish them for such a choice.

The fact that Participants B and C are unaffected parties does not only restrict the possible
motives for norm choices in AT and ATP, it also restricts the motives for punishment in ATP.
Punishment cannot be explained by retaliation for getting an adverse payoff, because Participants C are not influenced by Participant B’s norm choice. Punishment can also not be driven
by an aversion to selfish behavior, because it is clear that Participant B cannot benefit from either norm choice. Overall, the only convincing explanation for punishment is that Participant C
believes that Participant B should have adhered to another norm (or other norms) and punishes
B to teach him that his choice was “wrong”. If so, we should only observe punishment in ATP
if Participant B violates the norm(s) which Participant C chose in the corresponding AT when
he was in the role of B (hypothesis 1(i)). For brevity, we will sometimes refer to these norm(s)
as Participant C’s own-norm and speak of own-norm violations when Participant B violates the
norm(s) that Participant C chose in the same scenario (when C acted as B).

Note that hypothesis 1(i) does not claim that Participants C punish whenever they perceive Participant B’s choice as “wrong”, i.e. whenever their own-norm is violated. Indeed we expect
that Participants C at least sometimes do not punish choices which they disapprove. After all,
in our allocation scenarios any choice can be justified on normative grounds, since both options support some widely accepted norm(s). Moreover, it is known that Participants B have no
personal stake in their choices. Thus, it is reasonable to assume that Participants B just acted
on ‘best intentions’. On this background, it seems unlikely that opposing normative views are
never tolerated.

Hypothesis 1(i) states how Participants’ C punishment propensity should hinge on their scenariospecific norm preferences (their own-norms). In the following, we conjecture how the norm
preferences that Participants C hold generally, i.e. across scenarios, influence their punishment
behavior. As an indirect consequence of hypothesis 1(i), we expect that Participants C who
attach a great importance to the equality/efficiency/meritocracy norm across AT-scenarios14 ,
punish violations of the respective norm in more ATP-scenarios (hypothesis 1(ii)). The idea is
simple: The more Participant C values norm i, the more often he should find the violation of
14 We

measure the importance that a Participant C attaches to each norm based on how he behaved when was in
the role of Participant B.

52

Norm Enforcement with Conflicting Norms
norm i “wrong”. Since each “wrong” choice bears the risk of punishment (hypothesis 1(i)), the
frequency of punishment should increase.

Moreover, Participant C’s general norm preferences might also give some insight on how strongly
Participant C disapproves choices in specific scenarios. Likely Participants C perceive some
choices as more inappropriate than others. This evaluation may also be reflected in their punishment behavior: one would expect that subjects punish choices especially likely if they view
them as especially “wrong”. We suppose that choices are perceived as especially “wrong”,
if they violate (among others) the norm that Participant C favored most across scenarios, i.e.
advocates. Correspondingly, we expect that choices which Participant C did not take in AT
(own-norm violations) are rather punished if they violate Participant C’s advocated norm than
if they do not (hypothesis 1(ii)).

Hypothesis 1: Participants’ C punishment behavior depends on their personal norm preferences...
(i) ...in the specific scenario: in ATP Participants C punish only choices that they have not
taken in the corresponding AT-scenario.15 That is, Participants C punish only own-norm
violations.
(ii) ...across scenarios: a) the more Participants C generally support the equality, efficiency
or meritocracy norm in AT, the more often they punish choices that violate the respective
norm in ATP. b) Moreover, in ATP Participants C punish choices that they did not take
in the corresponding AT-scenario especially likely if these choices violate (among others)
the norm that they generally advocate. That is, own-norm violations are rather punished
if they imply a violation of Participant C’s generally advocated norm.

So far, we concentrated on how Participants’ C personal norm preferences - in the specific scenario, but also across scenarios - may affect their enforcement behavior. Yet, their enforcement
behavior might also be affected by the collective norm preferences. First, Participants C might
feel less obliged or entitled to enforce their norm preference, if they believe to have a minority
view. We suppose that subjects who switch their AT-choice when punishment is possible (i.e. in
ATP) believe that the majority of others disagrees with their norm preference. Correspondingly,
we expect that Participants C are reluctant to enforce their preferred norm if they switched their
choice from AT to ATP (when they acted as Participant B), because then they likely believe to
have a minority view (hypothesis 2(i)). Second, we expect that Participants C punish choices
15 Whenever we talk about choices that Participant C made in AT we refer to the choices that Participant C made

when he, himself, was in the role of Participant B and faced an AT-scenario.
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which they perceive as “wrong” less likely if there is a strong collective disagreement about
which choice is “right” (hypothesis 2(ii)).

Hypothesis 2: Participants’ C punishment behavior depends also on others’ norm preferences.
In ATP Participants C punish choices that they did not take in the corresponding AT-scenario
less likely...
(i) ...if they switched their choice from AT to ATP. In other words, own-norm violations are
punished less likely if Participants C did not stick to their own-norm when it could be
punished by others.
(ii) ...if there is much collective disagreement in the AT-scenario. That is, Participants C
punish own-norm violations less likely if there is a high variance in own-norms across
subjects.
Last, we explore two questions for which our expectations are not completely pinned down
in advance. The first one concerns the collective enforcement behavior. In particular, we ask
which norm is on average, i.e. across allocation scenarios and Participants C, defended most and
which least. The second one relates to group-specific enforcement behavior. We test whether
advocates of specific norms may have a higher propensity to punish than others. A group’s punishment propensity might depend on how popular the group’s advocated norm is. For example,
people who advocate unpopular norms might generally be more reluctant to punish. Possibly
these people know that they often have views which others disapprove and thus judge generally
less (and/or feel less authorized to enforce their own views, compare to hypothesis 2(i)).

Explorative questions:
(i) Which norms are defended most in ATP?
(ii) Is punishment in ATP more common among advocates of specific norms?

2.4.

Experimental Results

2.4.1.

Main Results

In hypothesis 1(i) we argued that subjects only punish violations of norms which they personally favored in a particular scenario, i.e. violations of own-norms. Due to the role reversal we
can easily test this hypothesis. Since each subject acted in the role of Participant B and C, we
can tell not only which norm violations a particular subject punished (as Participant C), but also
which norm(s) that same subject favored (as Participant B) in a given allocation scenario. To
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cleanly measure a subject’s personal norm preference, we only use allocation scenarios without later punishment stage (AT) to derive own-norms. AT-choices should cleanly reflect which
norm(s) a subject considered as appropriate in a given scenario.

We find that subjects punished, on average, 43.4% of the own-norm violations, i.e. of the
choices that deviated from what they personally chose in the corresponding AT-scenario.16 In
contrast to this, choices that were in line with the punishers’ own choice were only punished in
9.1% of the cases. Thus, most punishment (> 80%) accrued to own-norm violations. Such a
high share is exactly what one would expect if subjects indeed tried to enforce their own-norms
by punishing norm choices that they consider as “wrong”.

However, these numbers refer to average punishment behavior. There could be large differences
across individuals. That is, some subjects might punish own-norm violations more often and/or
more exclusively than others. To unravel such potential heterogeneity, we additionally check
how often a particular Participant C punished diverging and same normative views (Figure 2.2).
Figure 2.2: Punishment for own-norm violations vs. adherences on individual level
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The axes show how often Participants C punished in ATP when Participant B’s choice (i) violated C’s own-norm, i.e. deviated from C’s choice
in the corresponding AT-scenario (x-axis) and (ii) conformed with C’s own-norm. Each dot represents the coordinates of one subject. Points
are jittered.
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Figure 2.2 plots the frequency of punishment for deviating choices (own-norm violations) on
the y-axis and for same choices (own-norm adherences) on the x-axis. Each dot in the graph
refers to one subject. From the graph, one can see that almost all subjects punished own-norm
16 More

correctly speaking, subjects punished assumed norm choices, because we used strategy method. Yet,
for simplicity we here and in the following just refer to “Participants’ B choices”.
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violations more often than own-norm adherences (nearly all dots are above the 45 degree line).
Moreover, many subjects indeed punished never or hardly ever decisions that were in line with
the norm(s) which they personally favored in the respective scenario (many dots are close to
the y-axis). Consequently, subjects behave rather similar in the sense that almost all punish
primarily for own-norm violations. However, there is much heterogeneity in how resolutely
different subjects reacted to own-norm violations: Some subjects punished violations of their
personally preferred norms never, some rarely, some often and others always. Moreover, none
of these punishment patterns apply to very large groups. Thus, it seems not possible to identify
punishment patterns that are on average more prominent. Correspondingly, the y-coordinates
of points in Figure 2.2 are spread rather uniformly along the whole y-axis.

Result 1 (i): The vast majority of punishment (more than 80 %) accrues to own-norm violations, i.e. choices that violate the norm(s) which Participant C preferred in the corresponding
AT-scenario. On average 43.37% of the own-norm violations were punished; there is however
much heterogeneity across subjects.

So far we assessed Participants’ C view only on a case-by-case basis. That is, we considered
which norm(s) Participants C favored in a specific AT-scenario. Yet, we can also evaluate Participants’ C view on a more general level. For each Participant C we know her/his norm choice
in a range of different AT-scenarios. Taking together all these choices, we can deduce how
much a subject generally supports the equality, efficiency and meritocracy norm. The idea is
that norms which a subject prioritizes in many scenarios must be important to the subject. Conversely, norms that are only chosen sporadically, can only have a low priority for the subject.
In line with this reasoning, we use the proportion of norm choices (captured in three shares) to
estimate a subject’s general support for each norm. Based on the latter, we then classify subjects into three groups: advocates of the equality, advocates of the efficiency and advocates of
the meritocracy norm. These groups reflect which norm a subject considered, on average, most
important.

Each share Xi j , i = EQ, EF, MN 17 , which we employ to proxy subject’s j general support for
norm i, is defined as
Xi j =

number of j’s choices that support norm i in AT
number of AT in which norm i is applicable

Hence, the shares track how often a subject chose a specific norm when she/he had the chance
17 EQ, EF

and MN are abbreviations for the equality, efficiency and meritocracy norm, respectively.
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to. The numerator counts the number of choices that are consistent with norm i and the denominator puts this number into perspective. This is necessary, because the meritocracy norm could
not be consulted in all AT; only the equality and efficiency norm could be. The interpretation
of the shares is straightforward. For example, a share of XEQ j = 0.75 means that subject j
opted for the equality norm in 75% of the AT, in which she/he could theoretically have chosen
equality. Clearly, a higher share Xi j implies that subject j resolved the normative conflict more
often in favor of norm i. We interpret this behavior as evidence for a stronger preference (or
support) for norm i. Accordingly, we classify subjects whose largest share is associated with
norm i∗ as advocates of norm i∗ because they likely prefer/support this norm most. This leads
to the following grouping of subjects:18

Table 2.2: Advocacy for norms
Advocacy based on the classification by shares which measure a subject’s general support for each norm.

EQ advocates
(highest share for EQ)
6 subjects

EF advocates
(highest share for EF)
6 subjects

MN advocates
(highest share for MN)
32 subjects

Table 2.2 shows that “MN advocates” make up the largest group. This means that in our AT
most subjects prioritized the meritocracy norm (relatively) more often than the equality or the
efficiency norm. The group sizes of “EQ advocates” and “EF advocates” are clearly smaller.
Thus, based on the choices in all AT only some subjects seem to rank the importance of equality
or efficiency highest.

Given our measure for a subject’s general support and advocacy, we can now test hypothesis 1
(ii). In hypothesis 1(ii) we put forward the expectation that Participants C who support a norm
more in AT (when they acted as Participants B) enforce this norm more likely in ATP. This
expectation proves to be only partially true. Figure 2.3 shows how often Participant C punished
in ATP violations of a given norm i (y-axis) dependent on how strongly Participant C supported
norm i in AT (x-axis). Each norm is plotted on its own. Note that in all plots we observe the
same pattern: the dots, which represent the coordinates of the individual subjects, are approximately arranged in triangles. This suggests that subjects, who support a norm more, may - but
do not necessarily - enforce this norm more strongly.

18 For

six subjects the classification is not very clear, because their highest share is only slightly higher than
their second highest share, i.e. difference ≤ 0.05. This concerns two EQ advocates (whose XMN is almost as high
as their XEQ ), two EF advocates (whose XMN is almost as high as XEF ) and two MN advocates (whose XEF is
almost as high as their XMN ).

57

Norm Enforcement with Conflicting Norms
Figure 2.3: Punishment of equality, efficiency, and meritocracy norm violations and general support for
each norm

0

Punishment of equality violations

Punishment of efficiency violations

depending on general support for equality

depending on general support for efficiency

.2
.4
.6
.8
Subject’s general support for EQ (Share EQ)

(a) Equality

1

Percentage of EF violations that subject punished
0
20
40
60
80
100

Percentage of EQ violations that subject punished
0
20
40
60
80
100
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strongly this Participant C generally supported the respective norm. The x-axis shows C’s general support for norm i (measured with the share
Xi j ). The y-axis captures how many of the choices which violated norm i (or amongst others norm i) C punished in ATP (indicated in percent).

0

.2
.4
.6
.8
Subject’s general support for EF (Share EF)

1

(b) Efficiency

Percentage of MN violations that subject punished
0
20
40
60
80
100

Punishment of meritocracy norm violations
depending on general support for the meritocracy norm

0

.2
.4
.6
.8
Subject’s general support for MN (Share MN)

1

(c) Meritocracy

In light of our definition for the general support the triangle shape seems surprising. After all,
the support for norm i is higher, the more often a subject believed that it is “right” to adhere to
norm i in the 24 AT-scenarios. Thus, a stronger support for norm i implies that in ATP violations of this norm are more frequently seen as inappropriate. On this background, one would
expect that a stronger support maps into more punishment in ATP. In other words, one would
expect increasing lines - and not triangles - in all plots. However, the triangle shape makes
sense when recalling that subjects largely differed in how often they punished choices which
they viewed as inappropriate (result 1 (i)). Indeed, some subjects punished such choices only
sometimes or even never. This can explain why subjects, who supported norm i more, did not
necessarily punish violations of this norm more frequently than subjects who support norm i
less. For example, imagine that two persons are confronted with several violations of equality
norm. The first person is a strong supporter of equality; the second person only weakly supports
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equality. Although the strong supporter (per definition) views more of the equality violations
as inappropriate, she/he may still punish less of the equality violations. This can happen if
the strong supporter is more reluctant to punish choices that are (in her/his view) inappropriate
than the weak supporter. Suppose e.g. the extreme case in which the weak supporter punishes
always when she/he is confronted with an (in her/his opinion) “wrong” norm choice, whereas
the strong supporter punishes never. Then it is trivial to see that the weak supporter will punish
equality violations more frequently.

Overall, the support for norm i can only predict how often Participant C would punish violations of norm i at most. The reason is that the support only indicates how many of the norm
violations Participant C considers as inappropriate and, thus, may want to punish. How often
Participant C actually punishes these norm violations depends, however, on her/his general willingness to punish “inappropriate” behavior, i.e. on how strongly Participant C enforces her/his
own-norms. This in turn is highly heterogeneous.

Figure 2.4: Punishment for own-norm violations if Participant C advocated (one of) the violated norms
The frequency of punishment for own-norm violations (in %) depending on whether Participant C generally advocated the violated norm (or
one of the violated norms) or not.
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In hypothesis 1 (ii) we also conjectured that Participants C might punish some own-norm violations more frequently than other own-norm violations. The idea behind this was that in some
scenarios subjects may have a stronger opinion about which norm choices are “wrong” than in
others. Norm choices of which subjects are more convinced that they are “wrong”, should also
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be punished more likely. We assumed that subjects consider diverging norm choices (i.e. ownnorm violations) as particularly “wrong” if they violate (among others) their advocated norm.
Figure 2.4 shows that Participant C’s advocacy indeed mattered. Participants C punished 49.1%
of the own-norm violations if they generally advocated the violated norm (or one of the violated
norms), whereas they punished only about 34.8% of the own-norm violations otherwise. The
difference in punishment frequency is significant (p < 0.01, see Table 2.3). Thus, subjects seem
to tolerate diverging choices less if these violate (among others) their generally preferred norm.
Possibly this is the case because they perceive such choices as “worse”. Yet, also other reasons
are imaginable. For example, subjects might also punish mostly principle-based.
Table 2.3: Regression on punishment for own-norm violations if Participant C advocated (one of) the
violated norms
This OLS regression shows how the punishment of own-norm violations depends on whether Participant C generally advocated (one of) the
violated norms (‘C is advocate’ is 1) or not (‘C is advocate’ is 0). Standard errors are clustered on subject level and shown in the brackets.
***(**/*) depict significance at the 1 (5/10) percent level.

1
C is advocate
Constant
Adj. R-squared [0,1]
N

0.14220∗∗∗
(0.04581)
0.34834∗∗∗
(0.03922)
.0188
1,056

To offer a more nuanced picture of how Participant C’s scenario-based and general norm preferences affect his/her punishment behavior, we supplement our results on hypothesis 1 with
some regressions (Table 2.4). We capture Participant C’s scenario-based norm preferences in a
dummy which shows whether Participant B’s choice is an own-norm violation or not (B’s choice
deviates from C’s). This displays whether Participant C approves or disapproves Participant B’s
norm choice in the specific scenario. We further model how much Participant B’s norm choice
fits to Participant C’s general norm preferences for the equality, efficiency and the meritocracy
norm. For each norm i = EQ, EF, MN we create a variable that indicates how much Participant
C generally disapproves or approves such a norm violation or adherence (based on share Xi j ).
If norm i is not applicable to Participant B’s choice, the variable is zero. For instance, for the
meritocracy norm the variable is XMN j , −XMN j and 0 when Participant B violates, adheres to or
cannot apply the meritocracy norm, respectively. Model 1 confirms that Participants C punish
significantly more likely if Participant B’s choice violates their own-norm. Yet, also Participants’ C general norm preferences can explain their punishment behavior (Model 2). Punishment is significantly more [less] likely if Participants C generally support the violated [chosen]
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norm(s) more. However, based on the coefficient sizes this relationship is least pronounced
for efficiency. In Model 3 scenario-based and general norm preferences are combined. The
coefficients remain significant, but become smaller due to the correlation between Participant
C’s scenario-based choice and her/his shares. Model 3 suggests that both scenario-based and
general norm preferences matter: punishment is rather executed if Participant C has opposing
norm preferences in the specific situation, but also if Participant B’s choice opposes Participant
C’s general normative priorities more.
Table 2.4: Punishment based on scenario-based and general norm preferences
These OLS regressions show how Participant C’s ‘punishment decision’ (which is 1 if C punished B’s choice and 0 if not) depends on
variables relating to Participant C’s scenario-based and general norm preferences. These variables are (i) ‘B’s choice deviates from C’s’
which captures whether C decided for the same (value 0) or the other option in the respective (AT-)scenario, (ii) ‘C’s view based on
Share EQ’ which is Participant C’s general support for equality, i.e. XEQ j , if B’s choice violates equality and −XEQ j if B’s choice is in
line with equality, (iii) ‘C’s view based on Share EF’ which has value XEF j or −XEF j when B violates or adheres to efficiency and (iv)
‘C’s view based on Share MN’ which has value XMN j , −XMN j or 0 when B violates, adheres to or cannot apply the meritocracy norm,
respectively. Standard errors are clustered on subject level and shown in the brackets. ***(**/*) depict significance at the 1 (5/10) percent level.

1
B’s choice deviates from C’s

2

3

0.09091∗∗∗
(0.01237)

0.28820∗∗∗
(0.04316)
0.16222∗∗∗
(0.04185)
0.28447∗∗∗
(0.03286)
0.26231∗∗∗
(0.02291)

0.20487∗∗∗
(0.03397)
0.19164∗∗∗
(0.04020)
0.07760∗
(0.04072)
0.19553∗∗∗
(0.02955)
0.15988∗∗∗
(0.01611)

.151
2,112

.175
2,112

.211
2,112

0.34280∗∗∗
(0.04012)

C’s view based on Share EQ
C’s view based on Share EF
C’s view based on Share MN
Constant
Adj. R-squared [0,1]
N

Result 1(ii):
a) Participants C who supported a norm more (in AT) did not necessarily punish violations of
this norm more often (in ATP). This is likely explained by interpersonal differences in the general willingness to punish behavior that is perceived as inappropriate, i.e. own-norm violations.
b) Own-norm violations were punished more often if they violated (among others) the norm
that Participant C generally advocated. This suggests that subjects might differentiate between
more and less inappropriate behavior.
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So far, we investigated how Participant C’s scenario-specific or general norm preferences influenced her/his punishment tendency. In the following we test whether also others’ (presumed)
preferences might play a role. Others’ opinion might shape how authorized Participants C feel
to enforce their norm preferences. Participants C who care about others’ opinion have an additional reason to (not) enforce their own opinion if it is (un-)popular. Thus, we expect that
Participants C less likely enforce what they consider “right” (their AT-choice) if they believe to
hold a minority position. In hypothesis 2(i) we use Participant C’s reaction to the punishment
possibility (when she/he acted as Participant B) as proxy for Participant C’s belief. The idea
is that subjects who believe to have made an unpopular choice in an AT-scenario, likely switch
this choice in the corresponding ATP-scenario (to circumvent punishment).19 Thus, switches in
ATP should indicate expected minority positions. With this interpretation of switches, Figure
2.5 suggests that Participants C are indeed reluctant to punish norm choices which they consider
as “wrong”, but expect to be popular. Participants C punished only 17.2% of the own-norm violations, i.e. deviations from their AT-choice, if they switched their choice in ATP. In contrast
to this, 50.7% of the own-norm violations were punished when the punishment possibility did
not change Participant’s norm choice for that scenario.
Figure 2.5: Punishment for own-norm violations when C switched norms from AT to ATP

Own-norm violations that were punished (in %)

This figure shows how often Participants C punished deviations from their AT-choice (own-norm violations) if they kept or switched this choice
in ATP. The left bar shows how often Cs punished when they made a different choice than B in the corresponding AT- and ATP-scenario;
the right bar shows often Cs punished if they made a different choice than B only in the corresponding AT-scenario, i.e. when C switched in ATP.
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In the second part of hypothesis 2, we suspected that Participants C enforce their normative
view also less often when the collective view is more unclear. From a social perspective norm
19 One

could also interpret the switches as indicating the subjects’ indifference between the available options.
If switches would, however, be due to indifference, they should be unsystematic. Figure 2.9 shows that this is not
the case.
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enforcement is in these cases less valuable because (on a collective level) choices are regarded
as about equally appropriate. Thus, the social benefit of enforcing one choice over the other
is smaller. Participants C who additionally consider the social benefit of enforcing their normative view should thus be less inclined to punish. We suppose that Participants C correctly
anticipate the level of collective agreement in a given scenario.20 Then, punishment should be
less frequent in scenarios in which the collective disagreement is higher. Figure 2.6 confirms
this relationship. The x-axis shows how often Participants C decided for Option X in a given
AT-scenario (when they were in the role of Participant B). Since we only have two options, this
suffices to describe the level of collective agreement. For example, if 100% (or 0%) of the decisions are in favor of Option X, subjects perfectly agree that in this scenario Option X (or Option
Y) is the “right” norm. Perfect disagreement corresponds to a percentage of 50%. The y-axis
displays the percentage of own-norm violations that were punished, i.e. how often Participants
C enforced their normative view in a given scenario. We observe a U-shaped relationship between the two variables, which indicates that Participants C punish own-norm violations more
often if the collective agreement is higher (x-values towards 0% and 100%). In contrast, least
punishment occurs if there is no clear collective opinion on “right” or “wrong” (for x-values
around 50%).
Figure 2.6: Enforcement of own-norms vs. level of collective agreement in each scenario
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This figure illustrates how the enforcement of own-norms (y-axis) relates to the level of collective agreement in the scenario (xaxis). For each scenario, the y-axis depicts how often Participants’ C punished deviations from their AT-choices and the x-axis shows
how often subjects decided for Option X (in %). The higher subjects’ collective disagreement, the closer is the x-value to 50% (red vertical line).
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we have no proxy for the subjects’ beliefs (unlike in hypothesis 2(i)). However, a comparison of Figure
2.7 and Figure B4 (Appendix) shows that switches are more systematic when the collective agreement is higher.
This suggests that subjects, on average, correctly anticipate when there is a collective agreement on one of the
options.
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Result 2: Participants C punished own-norm violations less likely (i) if they switched their
choice in ATP (which could indicate that they expected to hold a minority view) (ii) and if the
collective agreement in that scenario was low. Both suggests that not only Participants’ C own,
but also others’ normative preference influenced Participants’ C enforcement decision.

We conclude the main analysis with our two explorative questions. The first of these questions
was which norm (equality, efficiency or meritocracy) would be enforced most persistent across
scenarios and Participants C (explorative question (i)). Figure 2.7 gives a first insight on this
question. It shows - for each normative conflict type - how often Participants C punished specific
norm violations. Take e.g. the normative conflict between equality and efficiency (upper left
graph). Then, the left bar illustrates the percentage of equality violations that Participants C
punished; and the right bar the percentage of punished efficiency violations. Note that if norms
X and Y conflict, a violation of norm X is equivalent to an adherence to norm Y and vice
versa. The reason is that Participants B can only adhere to norm X if they violate norm Y
and, analogously, they can only adhere to norm Y if they violate norm X. However, to increase
readability we express all behavior in the following only in terms of norm violations.
Figure 2.7: Punished choices if B violated X vs. if B violated Y
This figure shows how often Participants C punished when norms X and Y conflicted and (i) B violated norm(s) X (left bars) or (ii) B violated
norm(s) Y (right bars). The gray headline indicates which norms conflicted, i.e. what X and Y stands for. E.g. the upper right graph depicts
how often choices that violated equality (left bar) vs. choices that violated efficiency and meritocracy (right bar) were punished when equality
conflicted with efficiency and meritocracy.
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Evaluating Participants’ C punishment behavior in Figure 2.7 as a whole, i.e. across all conflict
types, one notices two things. First, in ATP in which Participants B had information about Participants’ A performance, Participants C punished behavior that violated the meritocracy norm
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strikingly often. Allocation choices that contradicted the meritocracy and equality norm were
punished especially often - namely, in 55.3% of the cases. But also when the efficiency and
meritocracy norm supported the same choice, Participants C enforced the meritocracy norm
very frequently (in 41.8% of the cases). Only if, both, equality and efficiency, spoke against the
meritocracy norm, punishment for meritocracy norm violations was rather infrequent (19.3%).
Second, when Participants’ A performance was unknown, equality was defended more than
efficiency. In this setting, Participants C punished 38.9% of the equality violations, but only
11.9% of the efficiency violations.

The pronounced punishment of meritocracy norm violations leads to the presumption that Participants C defended the meritocracy norm more strongly than equality and efficiency. Moreover, the direct comparison between equality and efficiency suggest that efficiency is overall
defended least. This interpretation is reinforced by the indirect comparisons between (i) the
equality and meritocracy norm and (ii) the equality and efficiency norm. The first of these comparisons shows that Participants C favored the meritocracy norm over equality when efficiency
was aligned with the meritocracy norm; but in the complementary scenario, i.e. when efficiency was aligned with equality, they did not favor equality (lower left and upper right graph).
Similarly, meritocracy norm violations triggered more punishment if they additionally violated
equality than if they additionally violated efficiency (upper and lower right graph).

To back up the interpretation that the meritocracy norm was enforced most and the efficiency
norm least, we additionally ran some OLS regressions (Table 2.5 and 2.6). The corresponding
logit regressions can be found in the Appendix (Table B2 and B3). Focus first on column 2 of
Table 2.5. This column shows how Participants’ C punishment propensity is affected by the
relative equality, efficiency and performance orientation of Participant B’s choice. The relative
equality (EQ) and the relative efficiency (EF) are measured as
other
other
chosen
chosen
EQ = |πA.1
− πA.2
| − |πA.1
− πA.2
|
chosen
chosen
other
other
EF = (πA.1
+ πA.2
) − (πA.1
+ πA.2
).
j

Thereby, πi denotes Participant i’s payoff in option j.21 That is, the relative equality tracks how
much more equal (if EQ > 0) or unequal (if EQ < 0) Participant B’s choice is compared to the
other, i.e. not chosen, option. Analogously, the relative efficiency captures how much more
21 EQ

compares how much the payoffs of Participant A.1 and A.2 differ in each option. Note that a payoff
difference between Participant A.1 and A.2 can have two origins: (i) Participant A.1 has a higher payoff than
Participant A.2 or (ii) Participant A.2 has a higher payoff than Participant A.1. To ensure that both cases affect the
j
j
formula in the same way, we need to take the absolute values of the payoff differences, i.e. |πA.1
− πA.2
|.
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efficient (if EF > 0) or inefficient (EF < 0) B’s choice is relative to the other option. Last,
the relative performance orientation is summarized in the variable ‘Meritocracy of B’s choice’
which indicates whether B’s choice (value 1), the other option (value -1) or none of the options
is in line with the meritocracy norm (value 0).
Table 2.5: Regressions for punishment decision (OLS)
This table shows how Participant C’s ‘punishment decision’ (which is 1 if C punished B’s choice in ATP and 0 if not) depends on a range of
variables. These variables are (i) ‘B’s choice deviates from C’s’ which captures whether C decided for the same (value 0) or the other option
(value 1) in the respective AT-scenario, (ii) ‘Equality of B’s choice’ which shows how equal B’s choice is compared to the other option, i.e.
other − π other | − |π chosen − π chosen |, (iii) ‘Efficiency of B’s choice’ which shows how efficient B’s choice is compared to the other option, i.e.
|πA.1
A.2
A.1
A.2
chosen + π chosen ) − (π other + π other ) and (iv) ‘Meritocracy of B’s choice’ which shows if B’s choice supports (value 1), violates (value -1) or
(πA.1
A.2
A.1
A.2
has nothing to do with (value 0) the meritocracy norm. Standard errors are clustered on subject level and shown in the brackets. ***(**/*)
depict significance at the 1 (5/10) percent level.

1
B’s choice deviates from C’s

2

3

0.09091∗∗∗
(0.01237)

-0.00371∗∗∗
(0.00041)
-0.00563∗∗∗
(0.00094)
-0.22965∗∗∗
(0.02512)
0.26231∗∗∗
(0.02291)

0.21098∗∗∗
(0.03733)
-0.00290∗∗∗
(0.00034)
-0.00414∗∗∗
(0.00083)
-0.16535∗∗∗
(0.02315)
0.15682∗∗∗
(0.01817)

.151
2,112

.19
2,112

.234
2,112

0.34280∗∗∗
(0.04012)

Equality of B’s choice
Efficiency of B’s choice
Meritocracy of B’s choice
Constant
Adj. R-squared [0,1]
N

To assess how strongly specific norm violations drove punishment behavior, we included all
three variables into the regression of column 2. The reason behind this is that in our allocation
scenarios the norms were to some extent related, e.g. a choice that supported equality oftentimes violated efficiency which leads to a negative correlation between the two norms. Thus,
we need to control for the influence of other norms when evaluating how strongly a given norm
affected punishment behavior. The model specification of column 2 does this. Inspecting the
coefficients’ sign and significance gives some first idea about how the three norms shaped punishment behavior. Unsurprisingly, the coefficients of all three norms are significantly negative.
This tells us two things. Firstly, all norms influenced Participant C’s punishment propensity
in a non-negligible way. And secondly, the probability for punishment was lower, the more
Participant B’s choice was in line with some norm. For example, if the relative equality of
Participant B’s choice was 1 unit (point) higher, Participant B’s choice was punished 0.371 per66
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centage points less likely. Similarly, choices that had a higher relative efficiency or performance
orientation were punished less often. Thus, the strength of Participant B’s norm adherence or
violation matters. Choices that are more in line with some norm - which means either that the
choice supports the norm more or that it violates the norm less - are punished significantly less
often.
Table 2.6: Regressions for punishment decision (OLS) with standardized norm variables
This table shows how Participant C’s ‘punishment decision’ (which is 1 if C punished B’s choice in ATP and 0 if not) depends on a range of
variables. These variables are (i) ‘B’s choice deviates from C’s’ which captures whether C decided for the same (value 0) or the other option
(value 1) in the respective AT-scenario, (ii) ‘Equality of B’s choice (binary)’ which takes value 1 if B’s choice is more equal than the other
option and otherwise value (-1), (iii) ‘Efficiency of B’s choice (binary)’ which take value 1 if B’s choice is more efficient than the other option
and otherwise value (-1) and (iv) ‘Meritocracy of B’s choice’ which shows if B’s choice supports (value 1), violates (value -1) or has nothing to
do with (value 0) the meritocracy norm. Standard errors are clustered on subject level and shown in the brackets. ***(**/*) depict significance
at the 1 (5/10) percent level.

1
B’s choice deviates from C’s

2a

3a

0.09091∗∗∗
(0.01237)

-0.13562∗∗∗
(0.01862)
-0.06661∗∗∗
(0.02025)
-0.20791∗∗∗
(0.02504)
0.26231∗∗∗
(0.02291)

0.25302∗∗∗
(0.03704)
-0.10020∗∗∗
(0.01739)
-0.03926∗∗
(0.01678)
-0.13652∗∗∗
(0.02296)
0.13580∗∗∗
(0.01692)

.151
2,112

.139
2,112

.207
2,112

0.34280∗∗∗
(0.04012)

Equality of B’s choice (binary)
Efficiency of B’s choice (binary)
Meritocracy of B’s choice (binary)
Constant
Adj. R-squared [0,1]
N

Column 2 shows that all norms had a significant effect on the punishment propensity. Yet, we
are also interested in the sizes of these effects and in particular how these sizes compare to each
other. To enable a direct comparison between the coefficient sizes, we re-coded the relative
‘Equality of B’s choice’ and the relative ‘Efficiency of B’s choice’ to make their range similar
to the ‘Meritocracy of B’s choice’ (Table 2.6). Specifically, we employed a rather crude measure
which only indicates if Participant B’s choice is in line with the respective norm (value 1) or
violates it (value -1). The coefficient sizes of Column 2a confirm our previous interpretation of
Figure 2.7, i.e. that meritocracy norm violations triggered most and efficiency norm violations
least punishment. A violation of the meritocracy norm increased the punishment probability
by about 20.8 percentage points, whereas punishment was only about 13.6 and 6.7 percentage
points more likely if equality and efficiency are violated, respectively.
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Table 2.5 and 2.6 also contain two more columns which we did not address yet. Column 1
reports the influence of own-norms (like Column 1 in Table 2.4). Column 3 and 3a show that
own-norms stay important after controlling for the relative equality, efficiency and meritocracy of B’s choice. This suggests that objective standards alone - that is, the relative equality,
efficiency and performance orientation - cannot fully explain punishment behavior. Instead
punishment is also driven by subjective standards, i.e. by personal normative views.
Figure 2.8: Punished choices if B violated X vs. if B violated Y, split by norm advocacy
This figure shows how often advocates of the equality, efficiency and meritocracy norm (blue, red and green, resp.) punished violations of
norm(s) X (left bars) vs. violations of norm(s) Y (right bars) when X and Y conflicted. E.g. the upper left graph depicts how often each
advocacy group punished equality violations (left) and efficiency violations (right) when equality and efficiency conflicted.
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To tackle our second explorative hypothesis, in which we questioned whether some advocacy
groups punish more than others, we now turn to Figure 2.8. Figure 2.8 is similar to Figure 2.7,
but treats each advocacy group as a separate entity. Plotting each advocacy group on its own,
enables us to expose group-specific differences in punishment frequencies. Indeed, we find that
for two normative conflicts (EF vs. EQ and EF vs. EQ+MN) the punishment frequencies are
quite unbalanced across advocacy groups. In both settings, we observe a sharp difference between the punishment propensity of EF advocates and those of EQ and MN advocates: while
EQ and MN advocates punished efficient choices very often (up to 58.3% and 72.2% of the
times, respectively), EF advocates hardly ever punished any choice. In these settings, EF advocates only sometimes punished efficient choices (in 22% of the cases); but otherwise mostly
abstained from punishment.
In contrast to this, the punishment frequencies for the other two normative conflicts (EQ vs.
EF+MN and EQ+EF vs. MN) show a relatively consistent pattern: when equality and ef68
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ficiency opposed the meritocracy norm, punishment was quite uncommon for all advocacy
groups. Similarly, all groups punished quite regularly when equality collided with efficiency
and meritocracy. Consequently, punishment frequencies only notably differed when the efficiency norm was not reinforced by any other norm. If this was the case, EF advocates were
generally reluctant to punish, but EQ and MN advocates not. Apparently, EF advocates only
defended efficiency violations if this could be justified by the reference to another norm. If
people, who hold minority positions feel less authorized and/or obliged to punish, this might
explain why EF advocates punished pure efficiency violations so seldom.

Unsurprisingly, EF advocates punished, on average, indeed less often than the two other groups.
When we pool across normative conflict types and the possible choices of Participant B, the
average EF advocate punished only 15.97% of the norm choices; whereas the average EQ and
MN advocates punished 30.21% and 27.41% of the norm choices. Both values are significantly
larger than 15.97% (p < 0.1, Table 2.7).
Table 2.7: Punishment decisions (EF advocates as baseline)
This table shows how Participant C’s ‘punishment decision’ (which is 1 if C punished B’s choice and 0 if not) depends on her/his advocacy
group. The variables ‘advocate of equality’ and ‘advocate of meritocracy’ are dummies which take value 1 if Participant C is classified as
advocate of the equality or efficiency norm, respectively, and otherwise 0. The constant captures EF advocates. Standard errors are clustered
on subject level and shown in the brackets. ***(**/*) depict significance at the 1 (5/10) percent level.

1
Advocate of equality
Advocate of meritocracy
Constant
Adj. R-squared [0,1]
N

0.14236∗
(0.08440)
0.11437∗
(0.06585)
0.15972∗∗
(0.06059)
.00811
2,112

Result 3:
(i) All norms were defended to some extent by Participants C. Yet, across ATP Participants C
defended the meritocracy norm most and the efficiency norm least.
(ii) Participants C, who we classified as advocates of the efficiency norm, punished less often than advocates of the other two norms. They seemingly exhibited a reluctance to enforce
efficiency when this enforcement could not be justified by any other norm.
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2.4.2.

Further Results

While not being the main focus of this paper, it is also interesting to inspect how the possibility of being held accountable for one’s normative decisions affected Participants’ B decisionmaking (if at all). Theoretically, this possibility creates an incentive to deviate from presumably
unpopular views to avoid punishment. That is, Participants B may not act upon their normative
views, because they fear to attract punishment if they do. Instead they may prefer to adjust
their norm choices to more broadly accepted views.22 Thereby, the way in which Participants B
change their choices (compared to the same decision settings without punishment possibility)
should unravel their expectations about the popularity of different norm choices or views.

Figure 2.9 illustrates in which way Participants B changed their norm choices when they could
be punished. The black bars depict how often Participants B who chose norm(s) X in a given
AT-scenario switched to norm(s) Y when they faced the same scenario as ATP. The gray bars
depict the opposite direction of change: they show in how many cases the punishment possibility made Participants B switch to norm(s) X. Based on the switching behavior in Figure 2.9, it
seems that Participants B often had a rather clear expectation about which norms are enforced
most in a given conflict type. For example, when equality and efficiency conflicted, only 11.8%
of the equal choices, but 41.5% of the efficient choices were switched. This suggests that most
Participants B expected that equality violations would be punished and because of this moved
their choices away from efficiency and towards equality. Also in the two right graphs of Figure
2.9, choices change predominately into one direction. Only if efficiency and equality jointly
opposed the meritocracy norm, there is just a weak directional trend in switches. Comparing
this switching behavior to Figure 2.7 suggests that Participants B, on average, correctly anticipated which norm(s) are enforced how strongly. If Participants C mainly enforced norm(s) X,
Participants B mostly switched to norm(s) X; whereas they mostly switched to norm(s) Y if the
enforcement of norm(s) Y prevailed. Last, when neither the enforcement of norm(s) X nor of
norm(s) Y predominated, the directional trend in switches was weak.

22 Some

subjects might also value acting consistent with their personal normative values higher than the costs
of being punished. They should not adjust their norm choices in ATP.
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Figure 2.9: Percentage of decisions that Participants B switched when their decision could be punished
This figure shows how often Participants B switched their norm choice (of AT) when it could be punished (i.e. when confronted with the
corresponding ATP). The black bars indicate the percentage of choices that were switched from norm(s) Y to norm(s) X; the gray bars those
that were switched from X to Y. As before, each conflict type (which defines what X and Y stands for) is plotted separately.
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Conclusion

In this experiment we studied how people enforce norms in the presence of a normative conflict.
Specifically, we tested how people behave in situations in which it is ambiguous what is fair and,
especially, how they react if the ambiguity leads to a fairness view that opposes their own. We
found that in a number of instances people punished opposing fairness views, i.e. enforced their
own-norms. This was true despite the fact that neither they, themselves, nor the decision-makers
were directly affected by the decision-maker’s fairness view. This suggests that the impulse (or
obligation) to punish choices that run against one’s normative values is rather strong. Yet, the
strength of the impulse appears to be highly heterogeneous: In our experiment subjects differed
largely in how frequently they punished norm adherences which they considered as “wrong”,
i.e. how stringently they enforced their own-norms.

Moreover, we observed that subjects sometimes exhibited a reluctance to enforce their fairness
view (own-norms). This was the case when their behavior suggested that they expect to have
an unpopular own-norm. Seemingly, subjects thus enforced their view more if they believed
that others share their view. However, in this experiment we did not explicitly elicit subjects’
beliefs about others’ views. To further underpin the idea that beliefs about others’ view matter,
it would be useful to explicitly elicit these beliefs.
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We also found that across the different normative conflicts subjects punished violations of the
meritocracy norm particularly often, whereas they only rarely punished violations of the efficiency norm. That is, the meritocracy norm was enforced most and the efficiency norm least
in our sample. It is, however, important to stress that this result may not hold in general. The
reason for this is that normative evaluations - and thus also the enforcement behavior - at least
partly hinge on the exact decision context. Thus, the composition and nature of our allocation
scenarios should also have influenced the observed overall enforcement behavior. Last, we saw
that subjects, who we classified as efficiency advocates, punished more reluctantly than others.
This suggests that efficiency advocates are especially tolerant to opposing views. For future
research, it would be interesting to test whether this finding extends to other samples or decision contexts (allocation scenarios). If so, it would also be interesting to examine whether this
tolerance originates from the awareness of having an unpopular normative view oneself.
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Appendix B
B1.

The 24 Allocation Scenarios

Table B1: Overview of the 24 allocation scenarios
Participants B face each scenario twice: once as AT and once as ATP. In both AT and ATP Participants B must choose one option. However,
in ATP this choice can be punished by Participant C; in AT not. The second and third column show how much payoff (in points) Participant
A.1, A.2, B and C get in Option X and Y of the respective scenario. The fourth column shows which information Participant B had about the
encryption points (EP) in that scenario.

Scenario
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

Option X

Option Y

A.1, A.2, B, C

A.1, A.2, B, C

(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)
(60, 60, 60, 60)

(55, 95, 60, 60)
(35, 95, 60, 60)
(45, 105, 60, 60)
(55, 115, 60, 60)
(35, 115, 60, 60)
(45, 125, 60, 60)
(45, 85, 60, 60)
(25, 105, 60, 60)
(55, 95, 60, 60)
(35, 95, 60, 60)
(45, 105, 60, 60)
(55, 115, 60, 60)
(35, 115, 60, 60)
(45, 125, 60, 60)
(45, 85, 60, 60)
(25, 105, 60, 60)
(35, 75, 60, 60)
(15, 95, 60, 60)
(55, 95, 60, 60)
(35, 95, 60, 60)
(45, 105, 60, 60)
(55, 115, 60, 60)
(35, 115, 60, 60)
(45, 125, 60, 60)

more EP
no info
no info
no info
no info
no info
no info
no info
no info
A.2
A.2
A.2
A.2
A.2
A.2
A.2
A.2
A.2
A.2
A.1
A.1
A.1
A.1
A.1
A.1
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B2.

Main Decision Screens

Figure B1: Screen for main decision task of Participants A
This figure shows an English translation of the main decision task of Participants A, i.e. the encryption task of Erkal et al. (2011).
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Figure B2: Screen of main decision task of Particpants B
This figure shows an English translation of the main decision screen of Participants B.

Figure B3: Screen of main decision task of Particpants C
The figure shows an English translation of the main decision screen of Participants C.
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B3.

Additional Results

Table B2: Regressions for punishment decision (Logit)
This table shows how Participant C’s ‘punishment decision’ (which is 1 if C punished B’s choice and 0 if not) depends on a range of
variables. All variables are defined as in Table 2.5. Yet, this table reports the results of logit regressions (whereas Table 2.5 reports OLS
regressions). Standard errors are clustered on subject level and shown in the brackets. ***(**/*) depict significance at the 1 (5/10) percent level.

1
B’s choice deviates from C’s

2

3

-2.30259∗∗∗
(0.14958)

-0.02366∗∗∗
(0.00248)
-0.03577∗∗∗
(0.00590)
-1.45669∗∗∗
(0.14992)
-1.34539∗∗∗
(0.13814)

1.38775∗∗∗
(0.22059)
-0.01969∗∗∗
(0.00238)
-0.02804∗∗∗
(0.00553)
-1.11803∗∗∗
(0.15548)
-2.15900∗∗∗
(0.16522)

2,112

2,112

2,112

2.03586∗∗∗
(0.19636)

Equality of B’s choice
Efficiency of B’s choice
Meritocracy of B’s choice
Constant
Adj. R-squared [0,1]
N

Table B3: Regressions for punishment decision (Logit) with standardized norm variables
This table shows how Participant C’s ‘punishment decision’ (which is 1 if C punished B’s choice and 0 if not) depends on a range of
variables. All variables are defined as in Table 2.6. Yet, this table reports the results of logit regressions (whereas Table 2.6 reports OLS
regressions). Standard errors are clustered on subject level and shown in the brackets. ***(**/*) depict significance at the 1 (5/10) percent level.

1
B’s choice deviates from C’s

2a

3a

-2.30259∗∗∗
(0.14958)

-0.81065∗∗∗
(0.10231)
-0.39152∗∗∗
(0.11298)
-1.23489∗∗∗
(0.14425)
-1.24373∗∗∗
(0.12960)

1.60845∗∗∗
(0.20663)
-0.65434∗∗∗
(0.11375)
-0.25134∗∗
(0.10328)
-0.88658∗∗∗
(0.15063)
-2.20398∗∗∗
(0.15787)

2,112

2,112

2,112

2.03586∗∗∗
(0.19636)

Equality of B’s choice (binary)
Efficiency of B’s choice (binary)
Meritocracy of B’s choice
Constant
Adj. R-squared [0,1]
N
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Figure B4: Percentage of choices for option X vs. option Y by Participants B
This figure shows how often Participants B decided in the AT-scenarios of a given conflict type for Option X (right bar) and for Option Y (left
bar). For example, the upper left bar chart refers to the conflict type “Equality vs. Efficiency” (gray heading).
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Chapter 3
Optimal Contracts with (Self-)Deceptive
Effort Reports
with Juho Alasalmi and Susanne Goldlücke
Abstract
This paper builds a model where (self-)image-concerned agents first exert effort
into a task and then have to report their effort (hours of work) to the principal.
Based on the task output and the report the principal (i) updates her belief about the
agent’s skill and (ii) pays him a transfer. The report may also affect the agent’s own
perception about his skill. We study contracts that maximize the principal’s profit
and show that under some conditions the principal offers a contract which results
in hidden overtime work. In these cases the agent underreports his true working
hours in order to appear more skillful. We also study which effects different kinds
of regulations would have on behavior and welfare.
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3.1.

Introduction

It has long been recognized that agency problems like hidden action and hidden information
are at the center of many labor relations. Advances in information and communication technologies and the effects of the global COVID-19 pandemic have led to a change in the nature
of work. Working outside the premises of the employer such as working from home or from
rented office spaces has become more and more common. Such telecommuting exacerbates
monitoring problems, which makes employers fear an underprovision of effort. At the same
time, there is a growing concern that as working time gets more difficult to measure, workers
may put in longer hours. While this phenomenon of “hidden overtime” is not new (Barrainkua
and Espinosa-Pike, 2015; Otley and Pierce, 1996), it has received increased attention with the
spread of telecommuting (ILO, 2017). Some even speak of an “epidemic of hidden overtime”
and call for legal regulation of working hours (Jones et al., 2021).

Employers already have an obligation to care for the well-being of their employees, which has
recently led the European Court of Justice to determine that employers also have an obligation
to record the actual working time of their employees.1 However, given the delegated nature
of work and the difficulty of installing any kind of monitoring system, it is not clear whether
such an obligation will succeed in overcoming the hidden overtime problem, and whether there
might be unwanted side-effects.

We develop a theory of hidden overtime based on a simple principal-agent model. In our model,
a principal contracts with an agent who wants to be perceived as high-skilled by the principal or
himself. The agent can only successfully complete the task if he either has high skills or does
costly overtime work. The principal does not observe working hours. By working unreported
overtime hours the agent can thus hide low skills from the principal (or from himself, if he does
not perfectly recall how long he worked). Concealing overtime work may reduce the agent’s
payment, but results in a more competent (self-)image.

We show that the principal potentially benefits from these image concerns, as it will mitigate
the underprovision of effort. It is even possible that the agent works more than in the first best
solution. This is the case if image concerns matter so much that it becomes too costly for the
principal to separate the two skill types. Then, the principal also prefers that overtime work
remains hidden. We use this model to examine potential channels through which the obligation
to have truthful reports or to install a recording system which makes underreporting impossible
1 Judgment

of 14 May 2019, case ECJ C-55/18.
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could have an effect. We find that enforcing truthful reports sometimes makes the agents better
off, but also reduces welfare. However, recording systems that prevent underreporting can under some conditions not only prevent the agent from working hidden overtime, but also increase
welfare.

This paper is structured as follows. Section 3.2 presents related literature, Section 3.3 explains
the model and Section 3.4 solves it. We first specify the lowest cost contracts for different
work and reporting patterns of the agent, i.e. for different (self-) signaling equilibria (Section
3.4.1). Then we derive the contracts that are optimal for the principal under different regimes,
i.e. without regulation, with the requirement to have truthful reports or to install a perfect or
imperfect monitoring system (Section 3.4.2). Section 3.5 concludes.

3.2.

Literature

Hiding overtime work is widespread. Otley and Pierce (1996) and Barrainkua and EspinosaPike (2015) surveyed auditors and report that about 55% and 30% of them, respectively, admitted that they at least sometimes understated their true working hours. Moreover, teleworking
spreads and teleworkers tend to work longer hours and more unpaid hours than workers working in the premises of their employers (ILO, 2017). Thus, hiding overtime work might become
even more prevalent.

Underreporting of working hours has been documented to correlate with the perceptions that
underreporting increases job satisfaction, leads to career advancement and results in a better
feeling about oneself (Akers and Eaton, 2003). The amount of underreporting has also been
found to correlate with feelings of lacking competence (Barrainkua and Espinosa-Pike, 2015)
and time pressure (Barrainkua and Espinosa-Pike, 2015; Otley and Pierce, 1996). We complement this empirical research with a theoretical model of hidden overtime. Motivated by the
findings of this literature, self-image, career concerns and time pressure play a prominent role
in our model.

When employers are not perfectly informed about their employees’ characteristics promotion
and separation choices may depend on various signals generated by the employees. Effort when
observed can work as a signal as such: Landers et al. (1996) model high effort as a signal of
a low disutility of effort. This improves labour market prospects as hard-working colleagues
are desirable joint project partners. In Akerlof (1976), workers in assembly lines of different
speeds are compensated by the average output in their assembly line. Choosing a fast assembly
80

Optimal Contracts with (Self-)Deceptive Effort Reports
line thus signals high productivity creating an incentive to pool with more productive workers
in faster assembly lines.

Often output is more readily observable than effort. In Spence (1978), workers obtain high
education to signal skills to the labour market. While, for a given skill, the deterministic (and
implicit) relationship between effort and education in Spence (1978) makes the distinction between effort and output moot, in the career concern models (e.g. Gibbons and Murphy (1992);
Holmström (1999)) output, for a given skill, is a stochastic function of effort. As the employee
and market together learn about the employee’s unobservable skills, upward distortions in effort
bias the output-generating-process and lead to more favorable inferences about the employee’s
skills.

Our model relates to the learning models in the career concerns literature (e.g. Gibbons and
Murphy (1992); Holmström (1999)). Also in our model an image-concerned agent chooses unobservable effort to produce observable output which, in turn, is interpreted as a signal about
skills. Formally, our model is, however, closer to the signaling games in the labour market
signaling literature where information about skills is asymmetric and the employee can choose
deterministic signals. However, while in Landers et al. (1996) and Akerlof (1976) workers wish
to signal that they are willing to put in long hours, we suggest that workers may wish to signal
high productivity by hiding the long hours that it took to produce the output. We also extend
these two strands of literature by investigating the role of effort reports in signaling skills. In
our model, effort reports complement the output signal: high output indicates high skills only
if it is accompanied by a credible report of low effort.

The idea that agents may also want to signal high productivity to themselves connects to the literature on self-deception in experimental and theoretical cognitive psychology (Quattrone and
Tversky (1986); Sloman et al. (2010); Fernbach et al. (2014)) and self-signaling in economic
theory (Bénabou and Tirole, 2004; Bernheim and Thomadsen, 2005; Mijović-Prelec and Prelec,
2010; Bénabou and Tirole, 2006; Bénabou and Tirole, 2011). In the experiment of Quattrone
and Tversky (1986), subjects who were told that a high tolerance of cold water is indicative of
good future health tolerated cold water longer than subjects who were told the opposite. The
majority of subjects denied that the cover story influenced their tolerance and increased their
optimism about their future health. Those who admitted having tried to manipulate their tolerance to cold water were not as optimistic about their future health as others. This sort of effort
denial and underreporting of effort occurs also in the experiments of Sloman et al. (2010) and
Fernbach et al. (2014). Fernbach et al. (2014) summarize “As people change their behavior to
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provide positive evidence for a desirable trait, they simultaneously deny doing so in order to
enhance the diagnosticity of the evidence for the positive trait.” (Fernbach et al., 2014, page 6).

Self-deception thus seems to require the simultaneous forgetting of the task difficulty and the
effort exerted. Later ambiguity with respect to the task difficulty facilitates the malleability of
beliefs about productivity and the underestimation of exerted effort supports beliefs of high productivity. Self-deception is successful due to the uncertainty of whether the observable output
is the result of exogenous factors such as skill or factors with agency such as effort provision
(Fernbach et al., 2014).

That the agent can deny his effort distinguishes our model from the formal models of selfsignaling in economic theory (Bénabou and Tirole, 2004; Bernheim and Thomadsen, 2005;
Mijović-Prelec and Prelec, 2010; Bénabou and Tirole, 2006; Bénabou and Tirole, 2011). These
models have not studied the denial of the behavior that produces the signals but the behavior
itself has been taken to be the signal.2 There, denial is with respect to an underlying trait. In
contrast, in our model the signal is a consequence of behavior, an outcome jointly caused by
behavior and an underlying trait. Here, denial is with respect to an underlying trait and an
action.

3.3.

The Model

The model is a simple principal-agent relationship with hidden information and hidden action.
The agent (he) can be interpreted as an employee or a self-employed or freelance worker and
the principal (she) as an employer or a customer, respectively. Both agent and principal are
risk-neutral. The agent has image concerns and is wealth-constrained such that payments to the
agent must be non-negative.

3.3.1.

The Sequence of Events

The timeline is illustrated in Figure 3.1.
At the start of the relationship, the principal offers a contract which the agent either accepts
or declines. If the agent declines, both receive their material outside option payoffs, which are
assumed to be zero.

2 Bénabou

and Tirole (2004) and Bénabou and Tirole (2011) allow the signaling actions to be forgotten with
exogenous probability. In their models, forgetting an action thus prevents self-signaling whereas in our model
forgetting an action facilitates self-signaling.
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Figure 3.1: Timeline (image or career concerns)
Date 0

Agent
Principal

Date 1

Observe θ
Offer
contract

Choose
effort e

Date 2

Report
effort ê
form beliefs about θ
given output y and report ê

If the agent accepts, he is confronted with the task and only then learns his productivity in the
task. Task productivity is measured as parameter θ ∈ {θL , θH }, which we will refer to as the
agent’s skill or productivity. It can more broadly be interpreted as task-specific productivity or
difficulty of the task to the agent. It is then natural to assume that it is impossible to know in
advance how much difficulties a task will cause, but that this becomes evident once one works
on the task. The agent is high-skilled, θ = θH , with probability p and low-skilled, θ = θL < θH ,
with probability 1 − p. Expected productivity is denoted by θ̄ = pθH + (1 − p)θL and the range
of productivity by ∆ = θH − θL . While the principal never observes θ , the type distribution is
common knowledge.

After having privately observed his skill θ , the agent chooses effort e ∈ {eL , eH }. In other
words, the agent can either invest high effort (eH ) or low effort (eL ) into the task. We interpret
effort as working hours and e = eL as ‘working the contractual working hours’ and e = eH as
‘working overtime’. If the agent works overtime, he incurs a cost of c.

Both the agent’s skill and the exerted effort contribute to the output y ∈ {0, ȳ}, where y = ȳ
means that the task is successfully completed, while y = 0 means that the task was not successful or remains incomplete. Binary output is simple, but applicable to a large range of situations.
Many tasks, like repairing a product or writing code for a certain purpose, indeed have a passfail-structure. Moreover, while output could be much more nuanced, the important assumption
here is that performance is only measured in a binary way by comparing it to a fixed standard.

Effort and skill translate in a deterministic way into output according to the following production
function:

0 if θ = θ ∧ e = e
L
L
y(θ , e) =
.
(3.1)
ȳ otherwise
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High-skilled agents can thus complete the task in normal time (e = eL ), whereas low-skilled
agents succeed if and only if they work overtime (e = eH ). This production function implies
that the high-skilled type always completes the task. The production function (3.1) also captures the idea that the principal is hiring for a job that can - with nonzero probability - be done
in normal time. Only some agents, i.e. those with skill θL , are not suited for the job, but even
those agents can succeed by increasing their effort input, i.e. by working overtime. The fact that
these agents cannot do the principal’s task in normal time allows us to think of the prevalence
of low-skilled agent (1 − p) as the difficulty of the task.3

3.3.2.

Contracts

In our basic model, the agent’s effort and productivity are not observable to others, only output
is observable and verifiable. Hence, the contract can be made contingent on the agent’s output.
In addition, the contract can be based on the agent’s report on his working hours (effort). Time
cards, time sheets, time books and time-tracking software are all ways for the employer to ask
the employee how long he worked. The employer can then use this report to determine the
agent’s payment. Moreover, self-employed and freelance workers may bill their customers by
the time it took to complete the work. Our analysis will focus on different regimes regarding
the accuracy of such reporting systems and the legal obligation to install them.

The output y and the agent’s self-reported effort ê ∈ {eL , eH } jointly determine the transfer
W (y, ê) that the agent receives. The agent faces a limited liability constraint, which means that
W (y, ê) ≥ 0 has to hold for all y, ê. The set of contracts may be further constrained by regulation, which for example could require that overtime work should be adequately remunerated.
However, such a constraint only applies to overtime that the employer agreed to. Hence, it also
seems reasonable to assume that the principal does not have to allow all reports. This possibility
is incorporated by allowing payments to be zero following an overtime report - also if the output
is ȳ. If the output is 0, the principal may deny overtime pay also for the reason that zero output
reveals that overtime work was actually not delivered.

We will focus on a class of contracts which stipulate a bonus b ≥ 0 for a successfully completed
task and in addition to this performance-dependent component an overtime payment w ≥ 0
which depends on the agent’s report. The overtime payment w ≥ 0 is paid if the agent completes
3 If

(1 − p) is high, only few agents can finish the task in normal time. In this case, the task difficulty might
be too high or the time forecasts too optimistic. With this interpretation it may be possible that the principal can
influence (1 − p) by re-designing the task, so that p becomes a choice variable in the model.
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the task (output is ȳ) and reports overtime hours ê = eH . This corresponds to the following
additional restrictions on contracts: W (0, ê) = 0 and w = W (ȳ, eH ) −W (ȳ, eL ) ≥ 0.

3.3.3.

Payoffs

The agent is motivated by image or career concerns; he values being perceived as high-skilled.
These image concerns may stem from various sources. For instance, signaling high skills may
enhance general career prospects (as in Spence (1978)). The agent may also simply enjoy being
perceived as competent.4 The exact origin of the value of image does not matter for our purposes and we summarize the image concerns as a linear function that is increasing in inferred
skill.5

Overall, an agent of type θ = θL , θH has utility:
u(θ , e, ê) = −c(e) + sE[θ |y(θ , e), ê] +W (y(θ , e), ê),

(3.2)

where s ≥ 0 is the weight on image concerns and c(e) denotes the effort costs which are only
strictly positive if the agents works overtime, i.e.

c
c(e) =
0

if e = eH

.

(3.3)

otherwise

An agent with s = 0 would only care for material payoff and not for his reputation. The weight
s is observed by the principal.
The principal’s profit is:
π(y, ê) = y −W (y, ê).

(3.4)

While the material utilities from taking the outside option are assumed to be zero, the agent in
addition expects image utility sθ̄ . Thus, the values of outside options are sθ̄ for the agent, which
is consistent with either remaining ignorant about skill or learning in some other relationship,
and 0 for the principal, which is also the payoff from an uncompleted task.

Since the agent receives the same expected image gain when taking the outside option, the
4 One

can think of these as image concerns vis-à-vis the principal, whose beliefs then enter the agent’s utility
function. For an interpretation as self-image, see below.
5 The linearity of utility flowing from self-image rules out behavior that stems from information avoidance or
information seeking analyzed for instance by Andolfatto et al. (2009) and Köszegi (2006).

85

Optimal Contracts with (Self-)Deceptive Effort Reports
surplus that is generated in the work relationship is solely determined by the expected output
and the expected effort costs. We denote the maximum expected surplus by
S∗ = pȳ + (1 − p) max{ȳ − c, 0}.

(3.5)

Self-deception
We allow the parallel interpretation of the model in terms of self-image concerns.6 Demand
for self-image may arise from multiple sources: self-image may have an instrumental value e.g.
high self-image may work as a commitment device in future wage bargaining (Hvide, 2002;
Bénabou and Tirole, 2009) or it may counteract the present bias by supporting motivation (Bénabou and Tirole, 2002, 2004). Self-image may have a signaling value, because high self-image
reduces signaling costs when the agent tries to convince others about his high ability (Schwardmann and Van der Weele, 2019; Trivers, 2011). Lastly, self-image may have an affective value
as consumption value (Schelling, 1987), or self-esteem (Köszegi, 2006) or anticipation of higher
future consumption enabled by higher expected productivity (Löwenstein, 1987).

In our setting, agents can use low effort reports ê to try convince themselves about their high
skill. For such self-signaling to work agents need to imperfectly recall their (task-specific) skill
θ and their exerted effort e. Otherwise this information would reveal the skill and the agent’s
report could not influence his later self-inference. We thus assume that the agent knows his
skill θ when he chooses his effort, but afterwards - voluntarily or involuntarily - forgets θ . We
interpret this information structure as momentary knowledge of θ .7 The idea is that when the
agent works on the task, he can assess how difficult the task is to him, but after the task is done
he may forget this. Moreover, we also assume that the agent additionally forgets how much
effort he exerted. The agent may not recall the exact time he spent working on the task, because
e.g. he might not perfectly recall the time he started working, how long the lunch break was
exactly or how long various distractions took.

When interpreting the agent himself as the audience of his signal, we can interpret the effort report in the model in two ways. First, we can think of the effort report as soft information or soft
reminders as in Bernheim and Thomadsen (2005), that is, as information that can be falsified
or manipulated. Then the report is a concrete record that the agent later has access to while the
memories about exerted effort have faded. Second, as a more cognitive interpretation, the effort
6 For

similar parallel interpretations, see e.g. Bénabou and Tirole (2006) and Bénabou and Tirole (2006).
similar information structures, see e.g. Bénabou and Tirole (2004); Bénabou and Tirole (2006); Bénabou
and Tirole (2011) and Battaglini et al. (2005).
7 For
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Figure 3.2: Timeline (self-image concerns)
Date 0

Agent
Principal

Date 1

Observe θ

Choose
effort e

Date 2

Report
effort ê

Forget
θ and e

Form beliefs
about θ
given y and ê

Offer
contract

reports can be interpreted, not as concrete records, but as memories of exerted effort (Bénabou,
2015; Bénabou and Tirole, 2016). In this case, the agent can self-servingly encode the exerted
effort into his memory and later recall when assessing her skills or potentially reporting her
effort.

Our model with self-image concerns differs from the model with social image concerns only
with respect to one feature: the agent wants to influence his self-image with his output and
effort report. This is possible because he forgot how difficult the task was (θ ) and how long
he needed to complete it (e). Everything else is the same as introduced earlier. The timeline is
illustrated in Figure 3.2.

3.3.4.

Solution Concept

In the following, we derive the pure-strategy Perfect Bayesian Equilibria (PBE) of the game.
This concept requires that (i) the equilibrium strategies are sequentially rational given the
player’s beliefs and (ii) the beliefs are consistent with the equilibrium strategies and Bayes’
rule whenever possible.

A pure strategy for the agent assigns to each skill type an effort and report. We denote such
a strategy by e(θ ) ∈ {eL , eH }, ê(θ ) ∈ {eL , eH }. Moreover, µ(y, ê) denotes the principal’s (or
agent’s) posterior belief that the agent’s skill is high.

As is common in signaling games, there are many equilibria since there is no restriction on
beliefs following signals that are not sent in equilibrium. Without any refinement, the principal
is not restricted in his choice of equilibrium outcomes following a given contract. We assume,
however, that the principal can only pick equilibria with reasonable belief systems.
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Specifically, we assume that off-the-equilibrium-path beliefs have to fit the production technology and have to satisfy a strong monotonicity condition. By the former we mean that task
failures generally have to be associated with low skills, i.e. also out of equilibrium µ(0, eH ) =
µ(0, eL ) = 0 holds. This directly follows from the commonly known production technology
according to which high-skilled agents certainly succeed in the task. Given this, any project
failures must originate from low-skilled agents - no matter what the agent reports ê.8

By the latter we mean that in case of doubt normal time reports are attributed to high skills
and overtime reports to low skills, i.e. out of equilibrium µ(ȳ, eL ) = 1 and µ(ȳ, eH ) = 0 holds.
The reports in our model have a natural and endogenously given meaning as messages about
the effort that was exerted (working time). Since output is observable, such a report translates
directly into a message about the skill type. When the task is completed and an agent deviates
to ê = eL , the report ê = eL has the obvious meaning “I am high-skilled”. Since choosing high
effort is strictly dominated for the high type, the report ê = eH similarly has the meaning “I am
low-skilled”. Our assumption on out-of-equilibrium beliefs is hence that unexpected reports
are taken at face value when the task is completed. This choice of out-of-equilibrium beliefs
is intuitive, and while it narrows down the set of equilibria, the equilibrium payoffs are not
affected. Moreover, it would correspond to the D1 refinement (Cho and Kreps, 1987) if there
were arbitrarily small lying costs.

3.4.

Analysis

In Section 3.4.1, we characterize possible equilibria of the (self-)signaling game that unfolds
once the agent has accepted a given contract (b, w). Note first that there are no equilibria in
which the high type works overtime eH . For the high type, working overtime is costly (features
costs c > 0), but generates no benefit: he can choose the report independently of his effort and
he gets the same output with both effort levels. Thus, it is always strictly better to work normal
time.

The cases that we consider are hidden, false, revealed and no overtime. In the first three cases,
the low-skilled agent works overtime and the high-skilled agent normal time. When overtime
is hidden, the low type deflates his working time in his report; whereas when overtime is false
the high type inflates his working time in his report. Only under revealed overtime the agent
makes a truthful report. The last case, no overtime, describes an equilibrium in which the types
8 Beliefs

µ(0, eH ), µ(0, eL ) > 0 are not structurally consistent (Kreps and Wilson, 1982) as there does not exist
a behavior strategy profile that would lead to (y, ê) = (0, eH ) or (y, ê) = (0, eL ) with positive probability and yield
µ(0, eH ) > 0 or µ(0, eL ) > 0, respectively, as a consistent belief.
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are already separated by output.

For these four cases, we specify the conditions on contracts for which a specific equilibrium can
arise. The proofs can be found in Appendix C. Afterwards, we verify when the agent is willing
to participate in a contract that leads to the specific equilibrium and characterize the lowest cost
contract with which the principal can implement this equilibrium. In Section 3.4.2, we then turn
to finding the principal’s optimal contract for different regulation regimes.

3.4.1.

The Agent’s (Self-)Signaling Game

3.4.1.1.

Hidden Overtime

Hidden overtime refers to a situation in which both types report normal time, yet only the high
type works normal time; the low type actually works overtime. That is, ê(θL ) = ê(θH ) = eL and
e(θH ) = eL but e(θL ) = eH . Since the low type engages in overtime work both types successfully
complete the task and receive the performance-based transfer b. Moreover, the types are pooled
such that following a task success and a normal-time-report both types obtain image payoff
E[θ |ȳ, eL ] = θ̄ . Consequently, the high and low type achieve utilities b + sθ̄ and b + sθ̄ − c,
respectively. With off-the-equilibrium-path beliefs µ(0, eH ) = µ(0, eL ) = µ(ȳ, eH ) = 0, hidden
overtime is an equilibrium whenever
sp∆ ≥ w,

(3.6)

sp∆ ≥ c − b.

(3.7)

Condition (3.6) ensures that deviating to reporting overtime is not worthwhile because the image loss of a higher self-report would outweigh the increase in transfer. Condition (3.7) ensures
that the low type works overtime. Overtime helps the agent to hide his lower competence and
thus generates a reputational benefit of sp∆. This image gain needs to offset the net costs c − b
of working longer hours.

Overtime can be hidden even for positive overtime pay as long as image concerns are sufficiently
important. From condition (3.6) we know that the hidden overtime equilibrium is possible for
any w ≤ sp∆.

Further note that image concerns do not matter for the participation constraint. The agent only
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accepts the contract if the transfer at least covers his expected effort costs:
b ≥ c(1 − p).

(3.8)

Let now (bHO , wHO ) denote the contract that minimizes the cost of inducing hidden overtime.
While the overtime payment wHO can be any w ≥ 0 for which (3.6) holds, the performance
bonus bHO is the lowest transfer that satisfies both the incentive and participation constraint
(conditions (3.7) and (3.8)),
bHO = max{(1 − p)c, c − sp∆}.

(3.9)

Thus, the optimal performance-based compensation depends on the importance of image s. If
s∆ ≤ c, the main challenge of bHO is to prevent underprovision of effort. Without extrinsic
incentives, the low-skilled agent would not be willing to work overtime. Thus, high transfers
are needed to make the low-skilled agent do the hidden overtime work and this issue is more
severe than making the agent sign the contract. If s∆ > c, the converse is true. Then, bHO is
designed to cover the expected effort costs which are higher than the costs of hidden overtime
work. The participation constraint is binding and the principal receives the whole expected
surplus.
3.4.1.2.

False Overtime

False overtime captures the possibility that the high-skilled agent exaggerates working time. In
this equilibrium, the low type works overtime and the high type normal time, but both report
overtime. That is, e(θL ) = ê(θL ) = eH and e(θH ) = eL and ê(θH ) = eH . Again neither the output
nor the self-report gives away the type of the agent. Hence, the agent’s utility is b+w+sθ̄ when
he has high skills and b + w + sθ̄ − c when he has low skills. Given off-the-equilibrium-path
beliefs that satisfy our refinement µ(ȳ, eL ) = 1 and µ(0, eH ) = µ(0, eL ) = 0, the conditions for
the false overtime equilibrium are:
w ≥ s(1 − p)∆,

(3.10)

sp∆ ≥ c − b − w.

(3.11)

Condition (3.10) tells us that the overtime compensation must outweigh the image gain that
the agent could get by switching to a normal time report. Reporting normal time would create
a more competent appearance, but also lower the transfer. Agents only report overtime if the
appearance gain is small enough. Condition (3.11) is an incentive constraint for the low-skilled
agent, who only works long hours if the benefit of preserving his (self-)image exceeds the costs
of doing so, which are given by the effort costs net of the transfer.
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Here, the overtime payment and bonus are substitutes. Since again the participation constraint
requires that expected effort costs are covered, the least costly way to implement false overtime
is any contract that has
wFO + bFO = max{(1 − p)c, c − sp∆, s(1 − p)∆}.

(3.12)

If s∆ ≤ c , the total transfer is the same as in the hidden overtime case, bFO + wFO = bHO . The
principal is then indifferent between the contract (bFO , wFO ) and (bHO , wHO ), and the agent’s
payoff is also the same. In contrast, for s∆ > c, the contract that induces false overtime is more
expensive.
3.4.1.3.

Revealed Overtime

Now suppose that the high and low types complete the task in normal time and overtime, respectively, and also truthfully report this. That is, e(θL ) = ê(θL ) = eH and e(θH ) = ê(θH ) = eL .
In this case, the principal (or agent) learns the underlying effort and thereby also the type. The
low type’s payoff is sθL + b + w − c and the high type’s payoff is sθH + b. Given our refinement which requires that µ(0, eH ) = µ(0, eL ) = 0, the revealed overtime equilibrium prevails
whenever
s∆ = w,

(3.13)

b+w ≥ c

(3.14)

Thus, by (3.13) the overtime payment must be equal to the image loss that an overtime report
brings along. Moreover, by (3.14) the overtime payment and bonus together must be high
enough to cover the effort costs of the low-skilled worker. Participation requires
b ≥ (1 − p)(c − w),

(3.15)

which is always satisfied if (3.14) is. Note that the overtime payment is directly pinned down
for any contract that induces revealed overtime, including the least costly one: wRO = s∆. Given
wRO , the performance-based transfer
bRO = max{0, c − s∆}

(3.16)

is optimal for the principal. If the limited liability constraint is not binding, which occurs if
s∆ ≤ c, the total expected transfer is again the same as in the previous two cases. It is thus the
limited liability constraint that destroys the equivalence between the equilibria, making revealed
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overtime worse for the principal than hidden overtime in the case s∆ > c.
3.4.1.4.

No overtime

No overtime describes situations in which both types work normal time, e(θL ) = e(θH ) = eL .
This working behavior implies a task success for the high type, but not for the low type. The
agent’s type can thus be inferred from the output. An easy way for the principal to implement
no overtime is to set wNO = 0. In line with our refinement off-equilibrium-path beliefs are
µ(0, eL ) = µ(0, eH ) = µ(ȳ, eH ) = 0 and µ(ȳ, eL ) = 1. With wNO = 0 there is only one incentive
constraint for these equilibria, namely that the low type has to prefer working normal time if
working overtime allows him to pool with the high type:
b + s∆ ≤ c

(3.17)

Hence, if s∆ ≤ c, the principal can prevent overtime work and capture the complete surplus
by setting (bNO , wNO ) = (0, 0). The principal’s profit is then pȳ. If s∆ > c, the no overtime
equilibria do not exist.
3.4.1.5.

Other equilibrium candidates

There is a last equilibrium candidate in pure strategies in which the low-skilled agent completes
the task. With this strategy, low-skilled agents work overtime and high-skilled agents work
normal time. Yet, they report the reverse: low-skilled agents report normal time, whereas highskilled agents report overtime. Consistently, overtime-reports are associated with high skills and
normal-time-reports with low skills. Then there is, however, no benefit of denying overtime.
It would be better for the low types to truthfully reveal their overtime work. Thus, such an
equilibrium does not exist. There is also the possibility of equilibria in behavior strategies. In
particular, there can be a “babbling” equilibrium, in which the types mix with equal probability
among the two reports and reputation is always equal to the expected skill. However, these
equilibria will never occur following an optimal contract.

3.4.2.

Optimal Contracts

3.4.2.1.

No regulation

In this section we study which contracts are optimal for the principal when there is no external
regulation, i.e. when the principal records working time with reports that can easily be manipulated. At date 0, the principal anticipates how the agent behaves for a given (b, w), i.e. which
equilibria may arise after the agent signed the contract (section 3.4.1). Given this, she chooses
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the lowest cost contract that maximizes her profit. When the principal is free to set any contract
that satisfies the limited liability constraint, her behavior can be summarized as follows:
Proposition 1. Assume that s∆ > c. If ȳ < (1 − p)c, there is no contract at all. Otherwise, the
principal’s optimal contract is the hidden overtime contract (bHO , wHO ). Hence, if ȳ ≥ c the
principal induces hidden overtime which is efficient, but she also does so if (1 − p)c < ȳ < c in
which case hidden overtime is inefficient.
Now assume that s∆ ≤ c. If ȳ < c, the no overtime contract (bNO , wNO ) obtains and is efficient.
If ȳ ≥ c and c−ȳ(1−p)
≤ s∆, the principal gets ȳ − c + sp∆ by either hidden, false, or revealed
p
overtime and thus chooses (bHO , wHO ), (bFO , wFO ) or (bRO , wRO ) which is efficient. If ȳ ≥ c
, the no overtime contract (bNO , wNO ) obtains but is inefficient.
and s∆ < c−ȳ(1−p)
p
Proof. First suppose s∆ > c. With revealed and false overtime the principal can maximally
get ȳ − (1 − p)s∆ which is strictly smaller than what she can get with hidden overtime, i.e.
ȳ − (1 − p)c. Thus, out of the contracts that make the low type do overtime work, the principal
prefers the hidden overtime contract (bHO , wHO ). The principal cannot make the low type work
normal time (i.e. induce no overtime) because s∆ > c. Hence, her only alternative to (bHO , wHO )
is to offer no contract and make a profit of zero (outside option). The principal offers the hidden
overtime contract (bHO , wHO ) if (1 − p)c < ȳ and otherwise offers no contract. This means that
when (1 − p)c < ȳ < c, the principal induces hidden overtime but this is inefficient. In this case,
the surplus with hidden overtime is ȳ − (1 − p)c which is strictly smaller than the maximum
surplus S∗ = pȳ. If ȳ ≥ c the principal induces hidden overtime which is efficient.

Now suppose s∆ ≤ c. The least costly contracts for hidden, false and revealed overtime give
the principal a profit of ȳ − c + sp∆. Thus, the principal is indifferent between the contracts
that induce overtime work. However, the principal sometimes prefers to induce no overtime
. Thus, the principal offers (bHO , wHO ),
and get a profit of pȳ. This is the case if s∆ < c−ȳ(1−p)
p
(bFO , wFO ) or (bRO , wRO ) if s∆ ≥

c−ȳ(1−p)
p

and otherwise offers (bNO , wNO ). This means the

c−ȳ(1−p)
p
c−ȳ(1−p)
c−ȳ(1−p)
and c ≥ s∆ can only hold at the same time if c ≥
⇔ ȳ ≥ c. If ȳ ≥ c and s∆ ≥
p
p
the principal induces overtime work which is efficient. However, if ȳ ≥ c and s∆ < c−ȳ(1−p)
the
p

principal chooses no overtime if ȳ < c which is efficient. To see this note that s∆ ≥

principal chooses a no overtime contract which is inefficient. In this case it would be efficient
to make the low type work overtime.
Consider first the case that working overtime is efficient ȳ ≥ c. Proposition 1 shows that if
the agent has no image concerns (so that s∆ ≤ c holds), there is the usual result that the agent
provides sub-optimal effort. Image concerns benefit the principal, whose payoff is weakly increasing in the strength of the image concerns s. Thus, image concerns alleviate the inefficiency
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generated by hidden action. The surplus is also weakly increasing with s. The agent receives
more than his outside option only for intermediate image concerns c ≥ s∆ ≥ c−ȳ(1−p)
. In this
p
case, encouraging effort in the presence of limited liability requires a relatively large bonus, but
since the agent is partly motivated by image concerns, this payment is not so large that inducing
overtime is no longer optimal. When image concerns are very large s∆ > c, the agent is again
only paid according to his outside option. Although the effort costs of the agent are covered
in expectation, the low type has effort costs of c but only receives a payment of (1 − p)c. The
low type does thus not receive a full (monetary) compensation for this overtime work. While
there might be room for regulation that aims at deterring this kind of unpaid overwork, in this
parameter range, it is structurally impossible for the agent to work too much from an efficiency
point of view.

Consider now the case that working overtime is inefficient ȳ < c. Indeed, in this parameter
range we have a case in which the agent works too much.9 Overworking arises if s∆ > c and
(1 − p)c < ȳ < c, i.e, if image concerns and costs are large, but not so large that there is no
contract at all. It is the image concerns that make the low-skilled agent work, but since the
rational agent has to be compensated for this increase in effort to make him accept the contract,
it is actually the principal who is hurt by this inefficiency.

The proposition also shows that hidden overtime is the preferred outcome for the principal when
image concerns matter a lot, s∆ > c, and the expected effort costs are not too high, (1 − p)c < ȳ.
In these cases making the agent reveal the truth about effort acts only as an additional constraint and the principal will not make use of this possibility. Also if image concerns are lower,
s∆ ≤ c, the principal cannot increase his profit by making the agent reveal his overtime. When
the principal is indifferent between revealed, hidden and false overtime. Hows∆ ≥ c−ȳ(1−p)
p
ever, if asking for the reports had even a tiny cost for the principal, she would strictly prefer
not to install such a cheap talk recording system. One might think that an obligation to install
a recording system might have an effect if the court imposes also a constraint on contracts that
the principal has to adequately remunerate overtime work. However, if the overtime pay does
not exceed the cost of the image loss from reporting overtime, hidden overtime is consistent
with some compensation for overtime work (see condition (3.6)). The result would again be the
same as in the absence of any regulation.

9 While

the standard agency problem is one of underprovision of effort, there are a few contributions have also
identified cases in which there is overwork in equilibrium.
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3.4.2.2.

Regulation

While simply requiring reports is not likely to automatically have an effect, the court has specified some minimal requirements on the recording system. Working time is supposed to be
recorded with an “objective, reliable and accessible system” (ECJ, C-55/18, par. 60). Moreover,
the European Court probably expects national authorities to monitor and enforce compliance.

In the following, we will explore potential channels for a recording system to have some effect. We will first consider the most optimistic cases, namely that a perfect recording system
is available which cannot be manipulated or that truthful reports can be enforced by regular
investigations of some higher authority. We then turn to the more realistic case that some manipulation is always possible. Deterring downward reports is arguably easier than detecting
upward distortions. For this reason, we will ask whether a recording systems that can prevent
hidden overtime would be beneficial to the agent/for welfare.
3.4.2.3.

Perfect Monitoring

We first consider the benchmark of a perfect monitoring system. If the agent never lied (to
himself or to the principal), a simple reporting system would have this property. In our setting,
a perfect monitoring system would yield the first best surplus, accruing only to the principal.
Let SNR denote the surplus that is achievable with “no regulation”.
Proposition 2 (Perfect monitoring system). Assume a monitoring system, which makes effort
choice observable and verifiable, was available at cost k ≥ 0. Such a system would allow
the principal to always implement the efficient outcome. If it is efficient to install the system
(k < S∗ − SNR ) the principal would install it. The principal sometimes installs the system although it is not efficient.
Proof. Assume effort is observable and verifiable such that the agent cannot lie, i.e. ê = e. A
contract that specifies W (ȳ, eH ) = c and zero in all other cases, i.e. (b, w) = (0, c), can induce
an equilibrium in which the high type works eL and the low type works eH . In this equilibrium
the high and low type receive sθH and sθL , respectively, and the principal gets ȳ − (1 − p)c. For
the high type deviating to eH would reduce utility to sθL − c + c. And given that zero output
reveals low skills, for the low type deviating to eL would result in utility sθL . The participation
constraint is fulfilled.

Moreover, the principal can make both types work eL with the no overtime contract (bNO , wNO ).
Then the high and low type get sθH and sθL , respectively, and the principal gets pȳ. Also in
this case the participation constraint is fulfilled and the agent has no incentive to deviate. Given
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µ(ȳ, eH ) = 0, both types would get sθL − c by deviating to eH .

If ȳ ≥ c the principal chooses (0, c) and gets ȳ − (1 − p)c. If ȳ < c the principal chooses
(bNO , wNO ) and gets pȳ. This corresponds to S∗ . With a perfect monitoring system the principal
can thus always implement the efficient outcome and capture the first best surplus S∗ . With no
regulation, the principal always gets the surplus SNR - only when image concerns are intermedi) she gets less. Hence, the principal installs the perfect monitoring
ate (s∆ ≤ c and s∆ ≥ c−ȳ(1−p)
p
∗
NR
system if k < S − S and potentially also for intermediate image concerns (for intermediate
image concerns if k < p(c − s∆)).
This means that if a perfect monitoring system was available, the principal would voluntarily
install it if it is socially beneficial to do so. Thus, no external obligation would be needed to
achieve the efficient outcome. Moreover, the perfect monitoring system would also ensure that
overtime worked is adequately paid.

However, the principal might also sometimes want to install it when the outcome is already efficient without regulation, but the principal does not capture the whole surplus. This is the case
when the agent receives more than his outside option, i.e. when working overtime is efficient,
. From an efficiency point
but the agent has intermediate image concerns c ≥ s∆ ≥ c−ȳ(1−p)
p
of view, a perfect monitoring system is not needed in this parameter range. It only helps the
principal to get a higher share of the surplus. If installing the perfect monitoring system features
positive costs (k > 0), an installation in this parameter range reduces welfare.

The assumption that effort can always be perfectly monitored appears to be rather strict. Thus,
such a perfect monitoring system may not exist or be too expensive. In the next section, we
explore whether other methods may help to circumvent hidden overtime work and increase
welfare. We first focus on whether it may help if an external party randomly checked the
truthfulness of reports from time to time.
3.4.2.4.

External Enforcement of Truthful Reports

Suppose that with probability κ there is an external investigation which verifies the truthfulness
of the agent’s report. Whenever reports are untruthful, the principal must pay a fine F. Consider
the case that the fine is sufficiently large to make the principal comply, e.g. (1 − p)κF ≥ S∗ .
(With a low fine or rare investigations, untruthful reports might be worth the risk, nothing
changes and welfare is reduced by cost of investigations).
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Proposition 3. Assume that a full revelation equilibrium is enforced, i.e. the principal’s contract has to implement revealed overtime or no overtime. In some cases (namely if s∆ > c and
ȳ ≥ (1 − p)s∆), the agent benefits. If the agent is better off, the principal is worse off and welfare
the same as before. However, there are cases with lower effort now, in which welfare is reduced:
if s∆ > c and (1 − p)s∆ > ȳ > (1 − p)c, the principal offers no contract such that welfare is sθ̄ ,
but a hidden overtime contract would have resulted in welfare sθ̄ + ȳ − (1 − p)c > sθ̄ .
Proof. Assume the principal’s contract has to implement revealed or no overtime and the principal complies.
Suppose first s∆ > c. The principal chooses the revealed overtime contract (bRO , wRO ) if ȳ ≥
(1 − p)s∆ and otherwise offers no contract. Compared to no regulation (Proposition 1), the
principal thus induces overtime work less often. If (1 − p)s∆ > ȳ > (1 − p)c she offers no contract and welfare is sθ̄ , but without regulation she would have chosen (bHO , wHO ) which leads
to welfare sθ̄ + ȳ − (1 − p)c > sθ̄ . If ȳ ≥ (1 − p)s∆ revealed instead of hidden overtime occurs.
Hence, the principal’s profit is lower ȳ − (1 − p)s∆ < ȳ − (1 − p)c, but the agent’s expected
utility is higher sθ̄ + (1 − p)(s∆ − c) > sθ̄ than without regulation. Note that the agent gains
what the principal loses such that welfare is the same.

Suppose now s∆ ≤ c. The principal chooses the revealed overtime contract (bRO , wRO ) which
and otherwise offers (bNO , wNO ). Compared to
results in profit ȳ − c + sp∆ if s∆ ≥ c−ȳ(1−p)
p
no regulation (Proposition 1), there are now only truthful reports, but otherwise the principal’s
decision rule remains the same. The principal’s profit, the agent’s expected utility and the
welfare are the same as with no regulation.
Proposition 3 thus shows that enforcing truthful reports can sometimes help to make the agent
better off. Without regulation the agent often gets only his outside option payoff. A policymaker who is interested in improving the agent’s well-being may thus want to make the principal create a work environment that discourages deceptive reports. However, while such an
intervention distributes the surplus of the work relationship more evenly, it sometimes reduces
welfare. Compared to no regulation there is less often a work relationship, because the requirement for truthful reports reduces the principal’s profit when image concerns are large s∆ > c.
This means that there are now some cases in which a hidden overtime contract (without fine)
would have led to a higher welfare.

In this section we assumed that a labor inspectorate will monitor the principal’s monitoring
system on a regular basis. In practice this is not very likely. The monitoring problems should
indeed be larger for an external authority or a worker’s council than for the employer itself.
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In particular, the false overtime equilibrium is very unlikely to be detected. In the following,
we make the more realistic assumption that every monitoring system is imperfect and can be
manipulated by reporting more hours than one actually worked.
3.4.2.5.

Imperfect Monitoring System which Prevents Underreporting

Given the delegated nature of work, it seems that every recording system must remain imperfect. Our “no regulation” case corresponds to a situation in which the recording system is easily
manipulated. This will be the case for example if employees work from home. As we showed
above, in this teleworking case an obligation to record working time has no effect. Proposition
1 shows that - despite the reports - overtime work sometimes remains hidden. In this subsection, we consider the second case that in order to do his work, the agent has to be present at the
facility or to log on to some technical system. In this case, the agent can easily report higher
but not lower working time than the actual number of hours.

Proposition 4. Assume that underreporting is not possible. If s∆ ≤ c the principal now only
offers a revealed or false overtime contract (bRO , wRO ) or (bFO , wFO ), but efficiency and the
payoffs are the same as with no regulation. If s∆ > c the no overtime contract works when
the principal additionally forbids to report overtime. Then a revealed overtime contract with
(0, c) obtains if ȳ ≥ c, otherwise the no overtime contract (bNO , wNO ) results. Thus, in this case
efficiency goes up and the low-skilled agent is protected from overwork.
Proof. For the high type it is still strictly dominant to work eL , so the pure strategy equilibrium
candidates are the same as before. However, since it is impossible to underreport (work eH and
report eL ) neither the hidden overtime equilibrium nor the reverse reports equilibrium can exist.
The calculations for the false overtime equilibrium are like in Appendix C except that the conditions which ensure that the types have no incentive to deviate to underreporting are missing.
This does, however, not affect when the false overtime equilibrium can arise. Hence, the lowest
cost contract with false overtime is (bFO , wFO ) of Section 3.4.1. The revealed overtime equilibrium now requires w ≤ s∆ and b + w ≥ c (the participation constraint is then fulfilled as well).
The lowest cost contract with revealed overtime is thus: (b, w) = (0, c) if s∆ > c and (c − s∆, s∆)
if s∆ ≤ c. The no overtime equilibrium in which both types work eL and report eH does still not
exist if s∆ > c (neither does an equilibrium with e(θH ) = e(θL ) = ê(θL ) = eL and ê(θH ) = eH ).
However, the no overtime equilibria in which both types work and report eL can now arise with
(bNO , wNO ) even if s∆ > c (as well as the equilibrium with e(θH ) = e(θL ) = ê(θH ) = eL and
ê(θL ) = eH ). Thus, the principal can now always make only the high type complete the task if
she additionally forbids that overtime is reported when she offers (bNO , wNO ). Assume that she
does.
98

Optimal Contracts with (Self-)Deceptive Effort Reports

First consider s∆ > c. The revealed overtime contract (0, c) gives the principal ȳ − (1 − p)c
which is strictly larger than her profit with false overtime, ȳ − (1 − p)s∆. The no overtime contract (bNO , wNO ) makes only the high type complete the task and thus gives profit pȳ. Hence,
the principal offers (0, c) if ȳ ≥ c and otherwise (bNO , wNO ). This is efficient. Compared to
no regulation (Proposition 1), efficiency increases and the agent is protected from overwork,
because there is no inefficient overtime work if (1 − p)c < ȳ < c anymore.

Now consider s∆ ≤ c. The least costly contracts for false and revealed overtime give the principal a profit of ȳ − c + sp∆. The principal can also induce no overtime and get a profit of
pȳ. Hence, the principal offers (bFO , wFO ) or (bRO , wRO ) if s∆ ≥ c−ȳ(1−p)
and otherwise offers
p
NO
NO
(b , w ). This means the principal chooses no overtime if ȳ < c which is efficient. If ȳ ≥ c
the principal induces overtime work which is efficient. However, if ȳ ≥ c
and s∆ ≥ c−ȳ(1−p)
p
and s∆ < c−ȳ(1−p)
the principal chooses a no overtime contract which is inefficient. Compared
p
to no regulation (Proposition 1), the only difference is thus that there is never a hidden overtime contract. The efficiency of the principal’s decision rule and the payoffs of the agent and
principal remain the same.
When image concerns are high s∆ > c, it would thus be better if the agent worked at the facility
or had to log on some technical system, because this makes underreporting impossible. If
overtime work is efficient, the principal gets the whole surplus like in the “no regulation” case,
but the low-skilled agent is adequately paid for his overtime work. He receives c instead of
only (1 − p)c. The adequate payment is possible because the agent is effectively protected
against himself. In the “no regulation” setting, the agent would have an incentive to waive the
payment and report lower hours, because the image gain is so high (s∆ > c). Only high payments
(w = s∆ > c) can prevent underreports, such that the principal prefers to let the agent hide his
overtime work and to pay overtime work only in expectation. Due to the high image concerns
it is with “no regulation” also impossible to make the low type work normal time when this
would be efficient. Even if all payments are zero, the low-skilled agent wants to work overtime
if he can thereby signal high skills. However, working at the facility restricts the low type’s
possibility to signal high skills, because this sometimes requires that the low type underreports.
Only if the high type overreports, the low type can mimic him without underreporting, i.e. by
working and reporting eH . Hence, the principal can make the low type work normal time if
she forbids the report eH when she offers the no overtime contract (bNO , wNO ). Forbidding the
report eH might appear peculiar, but not in combination with a contract that clearly aims at
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deterring overtime work.10 Since it is now also possible to make only the high type complete
the task if s∆ > c, the efficient outcome can be achieved when image concerns are high. For low
image concerns s∆ ≤ c nothing changes compared to“no regulation”. Thus, the overall effect
of a monitoring system which prevents underreporting is positive. Moreover, such a monitoring
system is especially beneficial when (self-)image matters much.

3.5.

Conclusion

This paper studies a model in which a principal hires an image-concerned agent to complete a
task. The task completion depends on the agent’s effort and his skill. Both are not observable
to the principal and/or later forgotten by the agent. This may create an incentive to report lower
effort than actually exerted, even if it reduces the agent’s payment. We find that in the absence
of any regulation, the principal prefers that agents hide their overtime work if image concerns
are high. The low-skilled agent does then not receive a full monetary compensation for his
effort costs.

This problem of hidden overtime work can be overcome if an external authority performs random checks that verify the truthfulness of reports. When reports are truthful, low types are
always at least compensated for their effort costs. Yet, external authorities can often not monitor the truthfulness of reports. Usually they can, however, require the principal to use recording
systems which make it impossible for the agent to report lower hours than he actually worked.
For example, the principal could make the agent log on to a time recording device as soon as
he arrives in the employee’s office and could enforce lunch breaks. Then overstating working
hours, e.g. by doing unreported breaks, is possible, but understating working hours is not possible. We find that such a recording system can not only protect the agent from doing hidden
overtime work, but when image concerns are high it can also increase the principal’s profit and
welfare. Thus, it should be especially valuable for occupations in which (self-) image concerns
are pronounced.

10 Note

that the principal could never reasonably offer (bNO , wNO ) and prohibit the report eL at the same time.
If underreporting would be possible this would however be needed for the no overtime contract to work.
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Appendix C.

Proofs for the Agent’s (Self-)Signaling Game

Note: For clarity we will use in all proofs êL and êH to denote the reports ê = eH (overtime
report) and ê = eL (normal time report). The effort choices are denoted as eL (working normal
time) and eH (working overtime).

C1.

Hidden Overtime

High type: The high type has to weakly prefer (eL , êL ) to (eH , êL ), (eL , êH ) and (eH , êH ). First,
it is straightforward that u(θH , eL , êL ) ≥ u(θH , eH , êL ) always holds because both action pairs
lead to the same image and transfer, but (eH , êL ) creates additional costs of c. For this reason
we also have u(θH , eL , êH ) > u(θH , eH , êH ).
Second, given our refinement the off-the-equilibrium-path signal êH identifies a low type, such
that E[θ |ȳ, êH ] = θL . Thus, u(θH , eL , êL ) ≥ u(θH , eL , êH ) holds if:
sθ̄ + b ≥ sθL + b + w
⇔ sp∆ ≥ w

(18)

Third, note that if condition (18) holds also u(θH , eL , êL ) ≥ u(θH , eH , êH ) holds. The reason is
that u(θH , eL , êL ) ≥ u(θH , eL , êH ) and u(θH , eL , êH ) > u(θH , eH , êH ) together imply u(θH , eL , êL ) ≥
u(θH , eH , êH ).
Low type: The low type has to weakly prefer (eH , êL ) to (eL , êL ), (eH , êH ) and (eL , êH ). Given
our refinement, the images off the equilibrium path are E[θ |0, êL ] = E[θ |0, êH ] = θL and
E[θ |ȳ, êH ] = θL . Hence, u(θL , eH , êL ) ≥ u(θL , eL , êL ) is true if:
sθ̄ + b − c ≥ sθL
⇔ sp∆ ≥ c − b

(19)

If condition (19) holds, also u(θL , eH , êL ) ≥ u(θL , eL , êH ) holds, because the self-report does
not affect the agent’s image and transfer if he does not succeed in the task. Hence, we have
u(θL , eL , êL ) = u(θL , eL , êH ).
Last, u(θL , eH , êL ) ≥ u(θL , eH , êH ) requires:
sθ̄ + b − c ≥ sθL + b + w − c
⇔ sp∆ ≥ w
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Hence, the conditions for hidden overtime are sp∆ ≥ w and sp∆ ≥ c−b. Moreover, participation
requires sθ̄ + b − (1 − p)c ≥ sθ̄ ⇔ b ≥ (1 − p)c.

C2.

False Overtime

High type: The high type has to weakly prefer (eL , êH ) to (eH , êH ), (eL , êL ) and (eH , êL ). First,
it is straightforward that u(θH , eL , êH ) ≥ u(θH , eH , êH ) holds because both action pairs lead to
the same image and transfer, but (eH , êH ) creates additional costs of c. For this reason we also
have u(θH , eL , êL ) > u(θH , eH , êL ).
Second, given our refinement the off-the-equilibrium-path signal êL identifies a high type such
that E[θ |ȳ, êL ] = θH . Thus, u(θH , eL , êH ) ≥ u(θH , eL , êL ) holds if:
sθ̄ + b + w ≥ sθH + b
⇔ w ≥ s(1 − p)∆

(20)

Third, note that if condition (20) holds also u(θH , eL , êH ) ≥ u(θH , eH , êL ) holds. The reason is
that u(θH , eL , êL ) > u(θH , eH , êL ) and u(θH , eL , êH ) ≥ u(θH , eL , êL ) together imply
u(θH , eL , êH ) ≥ u(θH , eH , êL ).
Low type: The low type has to weakly prefer (eH , êH ) to (eL , êL ), (eL , êH ) and (eH , êL ). Given
our refinement, the images off the equilibrium path are E[θ |0, êL ] = E[θ |0, êH ] = θL and
E[θ |ȳ, êL ] = θH . Hence, u(θL , eH , êH ) ≥ u(θL , eL , êL ) is true if:
sθ̄ + b + w − c ≥ sθL
⇔ sp∆ ≥ c − b − w

(21)

If condition (21) holds also u(θL , eH , êH ) ≥ u(θL , eL , êH ) holds, because the self-report does
not affect the agent’s image and transfer if he does not succeed in the task. Hence, we have
u(θL , eL , êL ) = u(θL , eL , êH ).
Last, u(θL , eH , êH ) ≥ u(θL , eH , êL ) requires:
sθ̄ + b + w − c ≥ sθH + b − c
⇔ w ≥ s(1 − p)∆
Hence, the conditions for false overtime are w ≥ s(1 − p)∆ and sp∆ ≥ c − b − w. Moreover,
participation requires sθ̄ + b + w − (1 − p)c ≥ sθ̄ ⇔ b + w ≥ (1 − p)c.
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C3.

Revealed Overtime

High type: The high type has to weakly prefer (eL , êL ) to (eH , êL ), (eL , êH ) and (eH , êH ). First,
it is straightforward that u(θH , eL , êL ) ≥ u(θH , eH , êL ) holds because both action pairs lead to
the same image and transfer, but (eH , êL ) creates additional costs of c. For this reason we also
have u(θH , eL , êH ) > u(θH , eH , êH ).
Second, u(θH , eL , êL ) ≥ u(θH , eL , êH ) holds iff:
sθH + b ≥ sθL + b + w
⇔ s∆ ≥ w

(22)

Third, note that if condition (22) holds also u(θH , eL , êL ) ≥ u(θH , eH , êH ) holds. The reason is
that u(θH , eL , êH ) > u(θH , eH , êH ) and u(θH , eL , êL ) ≥ u(θH , eL , êH ) together imply
u(θH , eL , êL ) ≥ u(θH , eH , êH ).
Low type: The low type has to weakly prefer (eH , êH ) to (eL , êH ), (eL , êL ) and (eH , êL ). Given
our refinement, the images off the equilibrium path beliefs are E[θ |0, êL ] = E[θ |0, êH ] = θL .
Hence, u(θL , eH , êH ) ≥ u(θL , eL , êH ) requires:
sθL + b + w − c ≥ sθL
⇔ b+w ≥ c

(23)

If condition (23) holds also u(θL , eH , êH ) ≥ u(θL , eL , êL ) holds, because the self-report does
not affect the agent’s transfer and image if he does not succeed in the task. Hence, we have
u(θL , eL , êH ) = u(θL , eL , êL ).
Last, u(θL , eH , êH ) ≥ u(θL , eH , êL ) requires:
sθL + b + w − c ≥ sθH + b − c
⇔ w ≥ s∆
Hence, the conditions for revealed overtime are w = s∆ and b + w ≥ c. Moreover, participation
requires s(pθH + (1 − p)θL ) + b + (1 − p)w − (1 − p)c ≥ sθ̄ ⇔ b ≥ (1 − p)(c − w).

C4.

Reverse Reports

With reverse reports the agent chooses e(θH ) = eL , e(θL ) = eH and ê(θH ) = êH , ê(θL ) = êL .
Hence, the images of overtime and normal time reports are E[θ |ȳ, êH ] = θH and

103

Optimal Contracts with (Self-)Deceptive Effort Reports
E[θ |ȳ, êL ] = θL . Given these images the low-skilled agent receives u(θL , eH , êL ) = sθL + b − c
under the equilibrium candidate strategy. But he could get u(θL , eH , êH ) = sθH + b + w − c
by deviating to a truthful report. This is clearly higher than u(θL , eH , êL ). Thus, there is no
equilibrium in which the low type works overtime time, but reports normal time and the high
type does the opposite.

C5.

No Overtime

Case 1: High type works and reports normal time; low type works normal time and reports
normal time or overtime.
Consider first e(θH ) = e(θL ) = eL and ê(θH ) = ê(θL ) = êL . Given our refinement, images off
the equilibrium path are E[θ |0, êH ] = E[θ |ȳ, êH ] = θL .

High type: The high type has to weakly prefer (eL , êL ) to (eH , êL ), (eL , êH ) and (eH , êH ). First,
it is straightforward that u(θH , eL , êL ) ≥ u(θH , eH , êL ) holds because both action pairs lead to
the same image and transfer, but (eH , êL ) creates additional costs of c. For this reason we also
have u(θH , eL , êH ) > u(θH , eH , êH ).
Second, u(θH , eL , êL ) ≥ u(θH , eL , êH ) holds iff:
sθH + b ≥ sθL + b + w
⇔ s∆ ≥ w

(24)

Third, note that if condition (24) holds also u(θH , eL , êL ) ≥ u(θH , eH , êH ) holds. The reason is
that u(θH , eL , êH ) > u(θH , eH , êH ) and u(θH , eL , êL ) ≥ u(θH , eL , êH ) together imply
u(θH , eL , êL ) ≥ u(θH , eH , êH ).

Low type: The low type has to weakly prefer (eL , êL ) to (eH , êL ), (eH , êH ) and (eL , êH ). First,
u(θL , eL , êL ) ≥ u(θL , eH , êL ) requires:
sθL ≥ sθH + b − c
⇔ c ≥ b + s∆
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Second, u(θL , eL , êL ) ≥ u(θL , eH , êH ) requires:
sθL ≥ sθL + b + w − c
⇔ c ≥ b+w
Third, u(θL , eL , êL ) ≥ u(θL , eL , êH ) holds, because the utilities are the same.
Hence, the conditions are s∆ ≥ w and c ≥ b + s∆. Moreover, participation requires
s(pθH + (1 − p)θL ) + pb ≥ sθ̄ ⇔ pb ≥ 0 which always holds.
Consider now e(θH ) = e(θL ) = eL and ê(θH ) = êL , ê(θL ) = êH . The conditions are the same as
above, because u(θL , eL , êL ) = u(θL , eL , êH ). (The self-report does not affect the agent’s transfer
and image if he does not succeed in the task.)

Case 2: High type works normal time and reports overtime; low type works normal time and
reports normal time or overtime.
Consider first e(θH ) = e(θL ) = eL and ê(θH ) = ê(θL ) = êH . Given our refinement, images off
the equilibrium path are E[θ |0, êH ] = θL and E[θ |ȳ, êL ] = θH .

High type: The high type has to weakly prefer (eL , êH ) to (eH , êH ), (eL , êL ) and (eH , êL ). First,
it is straightforward that u(θH , eL , êH ) ≥ u(θH , eH , êH ) holds because both action pairs lead to
the same image and transfer, but (eH , êH ) creates additional costs of c. For this reason we also
have u(θH , eL , êL ) > u(θH , eH , êL ).
Second, u(θH , eL , êH ) ≥ u(θH , eL , êL ) holds iff:
sθH + b + w ≥ sθH + b
⇔w≥0
Third, note that if w ≥ 0 holds also u(θH , eL , êH ) ≥ u(θH , eH , êL ) holds. The reason is that
u(θH , eL , êH ) ≥ u(θH , eL , êL ) and u(θH , eL , êL ) > u(θH , eH , êL ) together imply
u(θH , eL , êH ) ≥ u(θH , eH , êL ).

Low type: The low type has to weakly prefer (eL , êH ) to (eH , êH ), (eH , êL ) and (eL , êL ). First,
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u(θL , eL , êH ) ≥ u(θL , eH , êH ) requires:
sθL ≥ sθH + b + w − c
⇔ c ≥ b + s∆ + w

(25)

Second, u(θL , eL , êH ) ≥ u(θL , eH , êL ) requires:
sθL ≥ sθH + b − c
⇔ c ≥ b + s∆
which is fulfilled if condition (25) is since w ≥ 0.
Third, u(θL , eL , êH ) ≥ u(θL , eL , êL ) holds, because the utilities are the same.
Hence, the condition is c ≥ b + s∆ + w. Moreover, participation requires s(pθH + (1 − p)θL ) +
p(b + w) ≥ sθ̄ ⇔ p(b + w) ≥ 0 which always holds.
Consider now e(θH ) = e(θL ) = eL and ê(θH ) = êH , ê(θL ) = êL . The conditions are the same as
above, because u(θL , eL , êL ) = u(θL , eL , êH ). (The self-report does not affect the agent’s transfer
and image if he does not succeed in the task.)
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