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Abstract
This thesis provides a detailed description of the Gauß-Newton method, which is a common and
effective technique for solving least-squares problems. A proof of its linear and locally quadratic
convergence is presented. Additionally, the Levenberg-Marquardt method is discussed as a variant of the Gauß-Newton approach. Furthermore, a new implementation of the mentioned optimization techniques and its embedding into the Python library oppy [22] is introduced. Two
distinct application cases are performed and evaluated, which adopt the formerly presented theoretical considerations and demonstrate the effectiveness of the applied methods.

Zusammenfassung
Diese Arbeit behandelt das Gauß-Newton Verfahren als gängige und effektive Methode zur Lösung von Least-Squares Problemen. Im Zuge dessen wird ein Beweis für die lineare und lokal
quadratische Konvergenz der Methode behandelt. Das Levenberg-Marquardt Verfahren wird als
Variante des Gauß-Newton Ansatzes diskutiert. Desweiteren wird eine neue Implementierung
der beiden Optimierungstechniken vorgestellt und deren Einbettung in die Python-Bibliothek
oppy [22] beschrieben. Dazu werden zwei verschiedene Anwendungsfälle vorgeführt, die die
zuvor präsentierten, theoretischen Ausführungen aufgreifen und die Funktionalität und Effektivität der implementierten Methoden demonstrieren.
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1 Introduction
Applying optimization strategies provides numerical solutions to challenges as typically found
in the fields of science, mathematics, and economics (see [2, 3, 5]). As a subset of such challenges, least-squares problems share a sum-of-squares structure to specifically address model
fitting strategies. The Gauss-Newton method is known for its effective use in solving least square
problems (see [16, p. 254]) and, thus, serves as a relevant technique to enable modeling processes. This thesis presents a comprehensive description of the Gauß-Newton method and a new
implementation embedded in the library oppy [22].
Least-squares problems as the underlying optimization problem of the Gauß-Newton method
are defined, e.g. by Nocedal and Wright [16], as
minn f (x)

x∈R

with f : Rn → R, f (x) =

m
1
1X
rj2 (x) = ∥r(x)∥22
2 j=1
2

where the summands rj : Rn → R are smooth functions, called residuals, and ∥ · ∥2 denotes
the Euclidean norm as defined in Section 1.1. As this field’s usual aim of research, this thesis
focuses on local minima of the objective function f of least-square problems that satisfy the
following two conditions:
∇f (x∗ ) = 0

∧

∇2 f (x∗ ) is positive definite

Effects in the function’s boundary are not taken into account.
The Gauß-Newton optimization method utilizes the particular structure of least-squares problems to iteratively approximate the objective function and solve the approximated problem for
determining a search direction. Within the process, a line search technique can be integrated. Alternatively, the approximated problem of the Gauß-Newton method can be modified to improve
its robustness against sparse matrices, which leads to the Levenberg-Marquardt method. The
overall procedure of the Gauß-Newton method is similar to the Newton method but applicable
exclusively to least-squares problems and often computationally less expensive.
This thesis presents an implementation of the Gauß-Newton method to demonstrate its effectiveness in solving least-squares problems of real-world application cases. The optimization
library oppy [22] of the working group Numerical Optimization at the University of Konstanz
is extended by this implementation to make it accessible to a wide range of users.
In the following, a structural overview of this thesis is provided. As a basis for further investigations, fundamental definitions and statements are provided in Chapter 2. Chapter 3 presents a
comprehensive description of the Gauß-Newton method involving its variation, the LevenbergMarquardt method. The implementation and embedding of the Gauß-Newton method, including
its Levenberg-Marquardt extension, is discussed in Section 4. Two distinct application cases are
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presented to demonstrate the use and functionality of the implemented methods. A conclusion
is drawn to summarize this work’s contribution and discuss perspective future work.

1.1 Notation
The following table introduces notations that are frequently used in this thesis.
notation

description

∥x∥, x ∈ Rn

Euclidean norm ∥x∥2 =

∥A∥, A ∈ Rn×m

spectral norm max ∥Ax∥2 =

λmax (A)/ λmin (A)

largest and smallest eigenvalue of a given matrix A, respectively.
If A is clear by the context, it can be omitted, i.e., λmax and λmin .

B(x̃, δ)

open set ball {x ∈ X|d(x, x̃) < δ} with radius δ for a metric space (X, d),
where x̃ ∈ X δ > 0, as defined in [4, Definition 5.10]
If nothing else is stated, X = Rn and d(x, y) = ∥x − y∥ is assumed.

Nf (x0 )

level set {x ∈ Rn |f (x) ≤ f (x0 )}, as defined in [16, p. 38]

x∗

minimizer of a given function f , i.e., f (x∗ ) = min f (x)

fk

functional value f (xk ) at current iteration point xk

o/O

small and big O notation (Landau symbol), as, e.g., defined in
[3, p. 20], and [6, p. 32]:
(x)∥
f (x) = o(g(x)) for x → x iflim ∥f
= 0 holds
∥g(x)∥

qP
n

i=1

x2i , as defined, e.g., in [3, p. 16]

q

∥x∥2 =1

λmax (AT A), as, e.g., defined in [18]

x∈I

x→x

f (x) = O(g(x)) for x → x if there is a C > 0 and a neighborhood U
for which ∥f (x)∥ ≤ C∥g(x)∥ holds for all x ∈ U \{x}
Table 1.1: Notations that are used throughout this thesis and their meaning.
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The basis of this thesis is built by the findings from the lecture Optimization I. This chapter
summarizes the definitions and statements that are crucial for understanding the procedure of
the Gauß-Newton method and provides further mathematical results that are fundamental to the
method.
Section 2.1 introduces the condition number as a tool for characterizing a numerical problem
in general by its sensitivity to data perturbations. Section 2.2 investigates the underlying optimization problem of the Gauß-Newton method, the least-squares problems, with a special focus
on their linear form. Next, some general aspects of descent methods and line search techniques
are summarized as a basis for understanding the principles of the Gauß-Newton method.

2.1 The Condition Number
Conditioning deals with the level of dependency of a numerical problem on small perturbations
within the underlying data, as explained, e.g., by Nocedal and Wright [16, p. 616]. A problem that is highly impaired by small changes in the data is called ill-conditioned. When small
variances in the data only lead to small changes in a problem’s solution, it is well-conditioned.
For solving a linear system Ax = b with a square, nonsingular matrix A ∈ Rn×n and b ∈ Rn
the condition number of the matrix A, defined in the following, can be used to characterize the
conditioning of the problem [16]:
κ2 (A) := ∥A∥∥A−1 ∥

(2.1)

where ∥ · ∥ is the spectral norm as defined in Section 1.1. A high value of κ2 (A) indicates
an ill-conditioned problem, while a low value arises for a well-conditioned one. Based on the
definition of the spectral norm the equation (2.1) can also be written as follows:
κ2 (A) =

q

λmax (AT A) λmax ((A−1 )T A−1 )

=

q

λmax (AT A)λmax ((AT A)−1 )

s

λmax
λmin

=

q

(2.2)

where λmax and λmin are the largest and smallest eigenvalue of AT A. When having a normal matrix A the equation can also
√ largest and smallest eigenvalues µmax and µmin
√ be expressed by the
of A because |µmax | = λmax and |µmin | = λmin holds (see Dahmen and Reusken [3, Be-
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merkung 3.13]):

µmax
µmin

κ2 (A) =

The concept of the condition number can be extended to nonsquare matrices B ∈ Rm×n based
on the largest and the smallest, positive singular value σ1 and σn of B:
κ∗2 (B) :=

σ1
σn

(2.3)

Further information about singular values and the singular value decomposition can be found in
Section 2.2. The Definition (2.3) for nonsquare matrices is consistent with the one for square
matrices given in equation (2.1), as proved by the following lines:
Let A ∈ Rn×n be a square matrix with the following single value decomposition:
" #

A=U

S T
V
0

Then the following can be concluded based on the fact that multiplying an orthogonal matrix U
to the inner part of an Euclidean norm does not alter its outcome (s. [3, Satz 3.41]):
" #

S T
V
0

∥A∥ =
=

=

v
u
u
tλ

max

v
u
u
u
u
uλmax
t

h

V S

V

i

T

" #

S T
V
0

0

 2
σ1




!


!

..

.
σn2





VT

= σ1
Analogously, it can be deduced that ∥A−1 ∥ =

1
σn

is fulfilled. Therefore, the equation

κ2 (A) = ∥A∥∥A−1 ∥ =

σ1
= κ∗2 (A)
σn

holds and the two definitions (2.1) and (2.3) are consistent for square matrices.

2.2 Least-Squares Problems
The Gauß-Newton method aims to solve least-squares problems. Thus, one must primarily investigate the characteristics of least-squares problems. Throughout this section, least-squares
problems are introduced in general, followed by a description of the linear case of these problems. Finally, three methods for solving linear least-squares methods are presented.
Following the descriptions of Nocedal and Wright [16] throughout this paragraph, the aim of
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least-square problems is to minimize a function f consisting of a sum of squared functions:
min f (x)

x∈Rn

m
1X
1
with f : R → R, f (x) =
rj2 (x) = ∥r(x)∥22
2 j=1
2
n

(2.4)

The summands are smooth functions rj : Rn → R that are called residuals and are stored
in the residual vector r : Rn → Rm , r(x) = (r1 (x), . . . , rm (x))T . If the residuals are linear,
the problem is referred to as a linear least-squares problem [16, p. 250], as further investigated
within this Section.
Least-squares problems can be used to describe the challenge of fitting a model function Φ
to data points (yj , tj ). Figure 1 provides a graphical representation of such a scenario with data
consisting of measured values yj at seven time points tj . In the case of model fitting, the residuals represent the discrepancy between the measured values and the corresponding predicted
values Φ(x, tj ). The parameters x = (x1 , . . . , xn ) of the model serve as an input for the residuals:
rj (x) = Φ(x, tj ) − yj for j = 1, . . . , m
To determine the parameters xi of the model, the sum of squared residuals (SSR) is minimized:
minn

x∈R

m 
2
1X
Φ(x, tj ) − yj
2 j=1

(2.5)

In Figure 1 the squared difference between the model and the measured values is depicted by the
green squares.

Figure 1: Visualization of a least-squares problem based on an example model and corresponding measured values at seven time points; The green squares are the graphical representation of the
squared discrepancy between the measured and the functional values, i.e., the residuals, as
shown in (2.5). The aim of least-squares problems is to minimize the sum of these squares.
(Modified graphic by Nocedal and Wright [16, Figure 10.1])
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Since the model can suffer from inaccuracy and the measured values can contain errors, the
number of measurement points m should be higher than the number of parameters n. In most
applications this is the case [6, p. 104]. Therefore, m ≥ n is assumed throughout this thesis. The
underlying assumption of this procedure is thus that the time tj can be measured with high accuracy, whereas the measurements of yj are less precise. This approach is called fixed-regressor
model.
As preparation for investigating the Gauß-Newton method, the following paragraph deals with
the derivative of the least-squares problems’ objective function.
Throughout this thesis, J(x) represents the Jacobian matrix of the residual vector r:
∇r1 (x)T


..

=
.




J(x) := ∇r(x)T =

 ∂r 
j

∂xi

j=1,...,m
i=1,...,n



(2.6)

∇rm (x)T

One can set up the following general structure of the derivatives of f using the Jacobian matrix:

∇f (x) =
∇2 f (x) =

m
X
j=1
m
X

rj (x)∇rj (x) = J(x)T r(x)
∇rj (x)∇rj (x)T +

j=1

= J(x)T J(x) +

m
X

(2.7)

rj (x)∇2 rj (x)

j=1
m
X

rj (x)∇2 rj (x)T

(2.8)

j=1

As explained in Chapter 3, the Gauß-Newton method takes advantage of this general structure
for solving least-squares problems. Within the process of the Gauß-Newton method arises the
task of iteratively solving linear least-squares problems, as described in the following.

Linear Least-Squares Problems
There are several applications for least-squares problems with linear residuals, see, e.g., in Nocedal and Wright [16]. The residual vector is given by the term r(x) = Jx − c with J ∈ Rm×n
and c ∈ Rm . These minimization problems
minn f (x)

x∈R

1
with f : Rn → R, f (x) = ∥Jx − c∥2
2

(2.9)

are called linear least-squares problems. The first and second derivative of the objective function f are given by the following terms:
∇f (x) = J T (Jx − c)

∇2 f (x) = J T J

(2.10)

Because v T ∇2 f (x)v = v T J T Jv = ∥Jv∥2 ≥ 0 holds for all v ∈ Rn \{0} it follows that the
Hessian matrix is positive semidefinite for all x ∈ Rn . The objective function f of linear least-
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squares problems consequently is always convex (see [4, Satz 11.40]). Hence, if any x∗ ∈ Rn
is fulfilling ∇f (x∗ ) = 0, it has to be the global minimizer of f (see [19, Satz 6.5]). Setting the
derivative to zero leads to the so-called normal equation, as given by Nocedal and Wright [16]:
J T Jx∗ = J T c

(2.11)

Consequently, a vector x∗ that satisfies (2.11) is the global minimizer of f . However, there could
be an infinite number of solutions x∗ if J T J is singular.
The following paragraphs introduce several methods for efficiently solving general linear
equation systems:
Ax = b
with A ∈ Rm×n , b ∈ Rm
(2.12)
The presented techniques can be applied to the system of normal equations by setting A = J T J
and b = J T c.
As demonstrated by Dahmen and Reusken [3], the system (2.12) can be solved recursively,
if A is a upper or lower triangular matrix. Thus, the following strategies all share the aim of
transforming the equation system into one that contains a triangular matrix.

Cholesky Factorization
Before investigating the Cholesky decomposition, the LR factorization is described as a precursor, based on [3, Satz 3.25]:
Proposition 2.1 (LR decomposition)
If A ∈ Rn×n is regular, there exists an permutation matrix P ∈ Rn×n such that the product P A
can be factorized into an upper and a lower triangular matrix L and R:
P A = LR

(2.13)

Proof. A proof is given in [3, Satz 3.25].
As explained by Nocedal and Wright [16, A.20], system LRx = b̃ with b̃ := P b is analog to
Ax = b and can therefore be solved instead. For this purpose, the system Ly = b̃ is solved as a
first step and Rx = y as a second.
In contrast to the LR decomposition, the Cholesky factorization comes with less computational effort but additional requirements for the matrix A. The next proposition presents this
factorization, following Nocedal and Wright [16, A.23].
Proposition 2.2 (Cholesky decomposition)
If A ∈ Rn×n is symmetric and positive definite, one can find a lower triangular matrix L ∈ Rn×n
fulfilling
A = LLT with ljj > 0 ∀j ∈ {0, . . . , n}
(2.14)
Proof. A proof can be found in [3, Satz 3.34].
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Nocedal and Wright provide an algorithm [16, Algorithm A.2] for determining the Cholesky
decomposition based on the following formula:
ljj =

v
u
u
ta

jj

−

j−1
X

2
ljk

j−1

X
1
lij =
aij −
lik ljk
ljj
k=1

and

k=1

i ∈ {j + 1, . . . , n}

The matrix J T J in the normal equation (2.11) is a symmetric square matrix. To apply the
Cholesky factorization, J T J has to be positive definite in addition. This is the case when J
has full rank n ≤ m because then J is injective, and thus v T J T Jv = ∥Jv∥2 > 0 holds for all
v ∈ Rn \{0}.
However, the Cholesky factorization is build for the Hessian matrix J T J for which the condition number is squared compared to the one of J:
σ2
κ2 (J T J) = 12 =
σn

σ1
σn

!2

= κ2 (J)2

This holds since the singular values of J T J are the squared singular values of J. To show this,
let
" #
S T
J =U
V
0
be the singular value decomposition (2.18) of J with the singular values σ1 , . . . , σn , as introduced in the course of this section. Since U is orthogonal, the following can be concluded:
h

i

J T J = V ST 0 U T U

" #

S T
V =V
0

 2
σ1






...
σn2

 T
V


Consequently, σ12 , . . . , σn2 are the singular values of J T J.
Thus, the Cholesky factorization works with a relatively high condition number compared to
the following two factorization methods making the process much more prone to errors. However, it still is a widely utilized factorization strategy for linear least-squares problems due to its
low computational costs. Nocedal and Wright [16] recommend applying the Cholesky decomposition when m ≫ n holds and J T J can be stored more efficiently than J or J is sparse.

QR factorization
A technique that is less restrictive with respect to the matrix A is given by the QR factorization.
As the following proposition shows, the only two requirements for A are that it is a square matrix
with real entries (see [3, Satz 3.47]).
Proposition 2.3 (QR decomposition)
For each matrix A ∈ Rn×n there exists an orthogonal matrix Q ∈ Rn×n and an upper triangular
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matrix R ∈ Rn×n such that the following holds:
A = QR

(2.15)

Proof. A procedure for determining Q and R and thereby a proof for their existence is given in
[3, p. 95-100] using Givens rotations and in [3, p. 101-107] using Householder transformations.
After calculating the QR decomposition, the equation system Rx = QT b can be solved instead
of QRx = Ax = b, as explained by Dahmen and Reusken [3, S.95].
The QR factorization can be used to transform a given linear least-squares problems, as presented by Nocedal and Wright [16]. The approach is based on the fact that the outcome of the
Euclidean norm does not change by orthogonal transformations (s. [3, Satz 3.41]):
∥Jx − c∥ = ∥QT (Jx − c)∥

for Q ∈ Rm×m orthogonal

(2.16)

As a preparation for the QR factorization J is multiplied by a permutation matrix Π ∈ Rn×n , as
suggested by Nocedal and Wright [16]. Since J is not necessarily a square matrix, the second
matrix of its factorization is a rectangular matrix
" #

R
∈ Rm×n
0

build by an upper triangular matrix R ∈ Rn×n and m − n lines of zeros:
" #

" #

h
i R
R
JΠ = Q
= Q1 Q2
= Q1 R
0
0

(2.17)

where Q ∈ Rm×m is an orthogonal matrix of which the first n columns are stored in Q1 and the
last m − n in Q2 . Moreover the upper triangular matrix R is chosen so that it only holds positive
diagonal elements. Using equation (2.16) and (2.17) the following is concluded using the fact
that matrix Π is orthogonal:
"

∥Jx − c∥

2 (2.16)

T

2

= ∥Q (Jx − c)∥ =
"

(2.17)

=

QT1
QT2

"

=

#

" #

R T
Q
Π x−c
0

RΠT x − QT1 c
−QT2 c

#

QT1
(JΠ ΠT x − c)
QT2
! 2

" #

=

2

"

R T
QT c
Π x − 1T
0
Q2 c

# 2

# 2

= ∥R ΠT x − QT1 c∥2 + ∥QT2 c∥2

The last equation is obtained by directly applying the definition of the Euclidean norm, as given
in Section 1.1. The term ∥QT2 c∥2 is not affected by x. Thus, 12 ∥Jx − c∥2 can be minimized by
solving the minimization problem
1
minn ∥R ΠT x − QT1 c∥2
x∈R 2
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In this minimization problem, it can be taken advantage of the fact that R is an upper triangular
matrix. Hence, the minimization can be realized by solving the following equation system:
R ΠT x = QT1 c
which is done by first solving Ry = QT1 c and afterward permuting the entries of y to get the
solution x∗ = Πy = ΠR−1 QT1 c.
As stated by Nocedal and Wright [16], in many cases this strategy leads to a relative error in
the determined x∗ that is proportional to κ2 (J). Therefore, it is more robust than the Cholesky
factorization when dealing with normal equations. However, this advantage comes with a higher
computational effort, as declared by Dahmen and Reusken [3].

Singular Value Decomposition
An even more robust method is given by the singular value decomposition, as it is presented in
the following based on [3, Satz 4.27].

Proposition 2.4 (Singular Value Decomposition)
For A ∈ Rm×n with m ≥ n one can find two orthogonal matrices U ∈ Rm×m and V ∈ Rn×n
and a diagonal matrix S ∈ Rn×n such that the equation of the singular value decomposition
(SVD) holds:
" #
S T
A=U
V
(2.18)
0
The diagonal entries σ1 , . . . , σn of S are named singular values and do fulfill the condition
σ1 ≥ . . . ≥ σn ≥ 0.

Proof. A proof is given in [3, Satz 4.27].

As for the QR decomposition, the SVD of the Jacobian matrix J can be used to rearrange a
given linear least-squares problem:
" #

" #

i S
S T h
J =U
V = U1 U2
V T = U1 SV T
0
0

(2.19)

Here the submatrix U1 holds the firsts n columns of U and U2 the last m − n. Similar to the

10

2.3 Descent Methods and Line Search Approaches

approach using the QR factorization, the following can be concluded:
(2.16)

∥Jx − c∥2 = ∥U T (Jx − c)∥2
"
(2.19)

=

U1T
U2T

#

" #

S T
U
V x−c
0

" #

"

S T
UT c
V x − 1T
0
U2 c

=
"

=

SV T x − U1T c
−U2T c

! 2

# 2

# 2

= ∥SV T x − U1T c∥2 + ∥U2T c∥2
As described in the previous section, the last equation results from the definition of the Euclidean
norm. Analogous to the procedure with the QR factorization, ∥U2T c∥2 is not affected by the
values of x and 21 ∥Jx − c∥2 can be minimized by solving the system of equations
SV T x = U1T c
As above, the system Sy = U1T c is solved first, and afterward the solution can be determined
by x∗ = V y. Therefore, the minimizer is given by the following term:
x∗ = V S + U1T c

(2.20)

where S + is the inverse of S, if σi > 0 holds for all singular values, and the pseudoinverse
S + = diag( σ11 , . . . , σ1r , 0, . . . , 0), if σi = 0 holds for all i > r [3, p. 145]. Equation (2.20) leads
to the following formula
r
X
uTi c
x∗ =
vi
i=1 σi
where ui ∈ Rm and vi ∈ Rn stand for the ith column of U respectively V . If all singular values
are greater than zero then the upper limit of the sum is n. This formula shows that in the case of
small singular values σi , the solution x∗ is sensitive to perturbations in y and in J, as explained
by Nocedal and Wright [16]. Therefore, performing the SVD can help to analyze the sensitivity
of a given minimization problem.

2.3 Descent Methods and Line Search Approaches
The class of descent methods represents a commonly used approach for solving unconstrained
optimization problems, as defined by Ulbrich and Ulbrich [19, p. 4.1]:
min f (x)

x∈Rn

with f : Rn → R

(2.21)

For the following, the objective function f is assumed to be continuously differentiable. Linear least-squares problems have the form of unconstrained optimization problems but with the
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additional structure of the objective function: It is always quadratic and twice continuously differentiable.
The general structure of a descent method is shown in Algorithm 1. The iterative process
starts at a point x0 ∈ Rn and aims to decrease the functional value in each step until a stopping
criteria is met. Common choices for this criteria are to check if ∥∇f (xk )∥ < ϵ or alternatively
∥f (xk+1 ) − f (xk )∥ < ϵ is fulfilled for a given ϵ > 0, as for example suggested by Deuflhard [5,
p. 186]. In addition the number of iteration steps can be restricted, as proposed by Hintermüller
[10, p. 89]. For this purpose, a descent direction is determined in line 3, as defined in the
following based on [18, Definition 3.8].
Definition 2.5 (Descent direction)
Let f : Rn → R be a given function and x ∈ Rn a point. A vector p ∈ Rn is a descent direction
of f in x, if there is a t0 > 0 satisfying:
f (x + tp) < f (x) ∀t ∈ (0, t0 ]

Algorithm 1 general procedure of descent methods
Require: objective function f , starting point x0 ∈ Rn
1: Set k = 0
2: while stopping criteria not fulfilled do
3:
Determine descent direction pk ∈ Rn for f in xk
4:
Calculate step length tk satisfying f (xk + tk pk ) < f (xk )
5:
Set xk+1 = xk + tk pk
6:
Set k = k + 1
By using the following lemma, it can be confirmed that a given vector is a descent direction
for a function in a certain point (see [18, Lemma 3.9]).
Lemma 2.6 (Sufficient descent condition)
Let f : Rn → R be continuously differentiable, x ∈ Rn a point of iteration and p ∈ Rn a search
direction. If
∇f (x)T p < 0
holds, then p is a descent direction of f in x.
Proof. A proof is given in [18, Lemma 3.9].
After determining a descent direction p, an appropriate step length is searched to guarantee
a substantial reduction of the functional value of f , as shown in line 4 of Algorithm 1. For this
purpose, line search techniques are utilized.
A frequently used line search approach is given by the Wolfe-Powell technique. The objective
there is to find an appropriate step length t > 0 for two constants α ∈ (0, 21 ) and ϱ ∈ [α, 1] that
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fulfill the Wolfe-Powell conditions, as presented by Nocedal and Wright [16, p. 34]:
f (x + tp) ≤ f (x) + αt∇f (x)T p
T

T

∇f (x + tp) p ≥ ϱ∇f (x) p

(2.22a)
(2.22b)

Equation (2.22a), which is also known as the Armijo condition, ensures that the step length
is small enough to cause a sufficient decrease of the functional value. The second condition
prevents from choosing a step length that is too small so that significant changes in the functional
value of f are achieved, see Nocedal and Wright [16, p. 33]. As Nocedal and Wright [16, Lemma
3.1] state, a suitable step length can always be found under certain conditions:
Lemma 2.7
For a continuously differentiable function f : Rn → R and a given iteration point x, that is
bounded from below along a descent direction p, i.e.
inf f (x + tp) > −∞
t≥0

there is always an interval of step length fulfilling the Wolfe-Powell conditions (2.22).
Proof. A proof can be found in [16, Lemma 3.1].
To determine a step length that satisfies the Armijo condition (2.22a) the backtracking strategy
can be used [16, p. 37]. In this approach, a sequence of potential step lengths (β l )l=0,1,... with β ∈
(0, 1) is checked iteratively for fulfilling the Armijo condition. The first l ∈ N for which β l
satisfies the condition is used as the next step length.
Algorithm 2 Wolfe-Powell line search
Require: objective function f , iteration point x ∈ Rn , corresponding descent direction p ∈ Rn
1: if (2.22a) holds for t = 1 then
2:
go to line 5
3: Determine the biggest t ∈ {2−1 , 2−2 , . . .} fulfilling (2.22a)
4: Set t = 2t and go to line 9
5: if (2.22b) holds to t = 1 then
6:
return t
7: Determine the smallest t ∈ {21 , 22 , . . .} not fulfilling (2.22a)
8: Set t = 2t (and go to line 9)
9: while t does not satisfy (2.22b) do
10:
Calculate t = t+t
2
11:
if t satisfies (2.22b) then
12:
Set t = t
13:
else
14:
Set t = t
15: return t
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Ulbrich and Ulbrich [19, Algorithmus 9.3] describe an algorithm for finding a step length that
satisfies both Wolfe-Powell conditions (2.22a) and (2.22b). A pseudocode for this procedure
is provided in Algorithm 2. Its core idea is to determine an interval [t, t], where t fulfills the
first condition (2.22a) while t does not. For this purpose, the backtracking strategy with the
value β = 2 is utilized in Algorithm 2. As soon as t = 2−k satisfies (2.22a) the upper bound t
is set to 2−k+1 . Taking
Ψ(t) = f (x + tp) − f (x) − αt∇f (x)T p
as an auxiliary function, Ψ(t) ≤ 0 and Ψ(t) > 0 hold. By the Intermediate value theorem [4,
Satz 7.19] it follows that there is a t∗ ∈ [t, t] with Ψ(t∗ ) = 0. Therefore, there is a t+ ∈ (0, t∗ ]
for which the derivative
Ψ′ (t) = ∇f (x + tp)T p − ϱ∇f (x)T p
is greater than or equal to zero, i.e. Ψ′ (t+ ) ≥ 0. This t+ satisfies the Wolfe-Powell conditions
(2.22). A value for t+ can be found by performing bisection, as demonstrated in lines 9 to 14.

Zoutendijk’s Theorem
When dealing with descent methods utilizing line search techniques, the following theorem
based on [16, Theorem 3.2] can be useful for proving their convergence.
Theorem 2.8 (Zoutendijk’s theorem)
Let the objective function f : Rn → R be bounded from below and continuously differentiable
on an open superset N ⊃ Nf (x0 ) = {x ∈ Rn |f (x) ≤ f (x0 )} for the starting point x0 . Furthermore suppose that (xk )k∈N is the sequence generated by a descent method using descent
directions pk and step lengths αk > 0 satisfying the Wolfe conditions (2.22). If ∇f is Lipschitz
continuously on N , the Zoutendijk condition
X

cos2 θk ∥∇f (xk )∥2 < ∞

(2.23)

k≥0

holds, where θk is the angle between the vectors pk and −∇f (xk ), respectively.
Proof. A proof can be found in [16, Theorem 3.2].
From the fulfilled Zoutendijk condition (2.23) the following convergence can be extrapolated:
k→∞

cos2 θk ∥∇f (xk )∥2 → 0
If the descent method guarantees that the angle θk is bounded away from 90◦ there is a constant δ
for which the following holds for all k ∈ N:
cos θk ≥ δ > 0
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In this case, the following convergence of the gradient’s norm holds
k→∞

∥∇f (xk )∥ → 0
and thereby xk converges to a stationary point for k → ∞.

Rates of Convergence
Applying a descent method to an optimization problem generates a sequence of iteration points
(xk )k∈N , as described at the beginning of Section 2.3. Under certain circumstances, this sequence
converges to a solution of the problem, as shown by Hintermüller [10, Theorem 3.1]. The rate of
this convergence is also of interest since a slow convergence often entails a high computational
effort.
This section provides an overview of common rates of convergence, as presented by Ulbrich
and Ulbrich [19, Definition 10.2]. Those rates are further used to describe the convergence
behavior of the Gauß-Newton method in Section 3.3.
Definition 2.9 (Rates of Convergence)
Let (xk )k∈N ⊂ Rn be a sequence converging to a x∗ ∈ Rn .
1. The convergence is called linear with a convergence rate γ ∈ (0, 1), if there exists a k0 > 0
such that the following holds for all k ≥ k0 :
∥xk+1 − x∗ ∥ ≤ γ∥xk − x∗ ∥

(2.24)

2. The sequence (xk )k∈N converges superlinear, if the following is fulfilled for k → ∞:
∥xk+1 − x∗ ∥ = o(∥xk − x∗ ∥)

(2.25)

3. The convergence is said to be quadratic, if the following holds for k → ∞:
∥xk+1 − x∗ ∥ = O(∥xk − x∗ ∥2 )

(2.26)
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The Gauß-Newton method is an effective optimization strategy for solving least-squares problems
m
1X
1
minn f (x)
f : Rn → R, f (x) =
rj2 (x) = ∥r(x)∥22
x∈R
2 j=1
2
where the residuals rj : Rn → R are smooth functions, as described in Section 2.2.
In the following, the method is derived in Section 3.1 based on the Newton approach. The
Gauß-Newton method itself is comprehensively described in Section 3.2 to provide the reader
inside into its procedure and build a basis for later implementation and application aspects in
Chapter 4. The convergence behavior of the Gauß-Newton method is analyzed in Section 3.3
to show further characteristics of the method. Section 3.4 presents the Levenberg-Marquardt
approach to introduce a variant of the Gauß-Newton method.

3.1 Motivation
As Nocedal and Wright [16] describe, the Gauß-Newton method is built on the Newton method,
which is presented in the following.

Newton method

The Newton method deals with the optimization problem
min f (x)

x∈Rn

where f is twice differentiable and the Hessian ∇2 f (x) is Lipschitz continuous in a neighborhood of the stationary point x∗ and positive definite [16, p. 44]. The central idea of the Newton
method is to approximate the objective function f by its quadratic Taylor expansion (see [4, Satz
9.12]) at each iteration point xk :
1
f (x) ≈ mk (x) := f (xk ) + ∇f (xk )T (x − xk ) + (x − xk )T ∇2 f (xk )T (x − xk )
2
The next step is to set the derivative of mk to zero to find the stationary point of the approximation:
∇mk (x) = ∇f (xk ) + ∇2 f (xk )(x − xk ) = 0
⇒ x = xk − (∇2 f (xk ))−1 ∇f (xk )
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This stationary point of mk (x) is used as the (k + 1)-th iterations point. Consequently, the
Newton step is defined by the following equation:
xk+1 = xk + pkN

pkN = −(∇2 f (xk ))−1 ∇f (xk )

with

The search direction pkN is determined by solving the system
∇2 f (xk )pkN = −∇f (xk )

(3.1)

Based on the Newton method, the strategy of the Gauß-Newton method can be derived in two
different ways, as presented in the following.
First, the equation (3.1) for getting Netwon’s search direction can be modified by using the
following approximation for the Hessian matrix:
∇2 f (x) = J(x)T J(x) +

m
X

rj (x)∇2 rj (x)T

j=1
T

≈ J(x) J(x)

(3.2)

This approximation is reasonable, because in many cases the first part of the second derivative is
dominant, so that the approximation is close to the real value of the Hessian matrix, as stated by
Nocedal and Wright [16, p. 254]. This situation occurs when |rj (x)|∥∇2 rj (x)∥ ≪ λmax (J T J),
where ∥ · ∥ denotes the spectral norm as defined in Section 1.1. This can be seen when assuming
that there exists an ϵ > 0 such that |rj (x)|∥∇2 rj (x)∥ ≤ mϵ holds for all j ∈ {1, . . . , m}. Thus,
the following estimation follows:
∥J(x)T J(x)∥ − ϵ ≤ ∥J(x)T J(x)∥ −

m
X

|rj (x)|∥∇2 rj (x)T ∥

j=1

≤ ∥J(x)T J(x) +

m
X

rj (x)∇2 rj (x)T ∥

j=1
m
X

≤ ∥J(x)T J(x)∥ +

|rj (x)|∥∇2 rj (x)T ∥ ≤ ∥J(x)T J(x)∥ + ϵ

j=1

So for λmax (J T J) = ∥J(x)T J(x)∥ ≫ ϵ ≥ |rj (x)|∥∇2 rj (x)∥, the first term ∥J(x)T J(x)∥ dominates the Hessian matrix ∇2 f (x).
If the residuals represent the discrepancy between a model that perfectly fits its corresponding data points in the solution parameters x∗ , then rj (x∗ ) = φ(x∗ , tj ) − yj = 0 holds for
all j ∈ {1, . . . , m}. Therefore, the exact equality f (x) = J(x)T J(x) is fulfilled at the solution x∗ in that cases.
Replacing the Hessian matrix in equation (3.1) by its approximation (3.2) leads to the following
system for determining a search direction:
J(xk )T J(xk )pkGN = −∇f (xk ) = −J(xk )T r(xk ).
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(3.3)

3.2 Approach
This direction pkGN is called the Gauß-Newton search direction and is used for the Gauß-Newton
method. So, in contrast to the Newton method, the Hessian matrix is approximated by its easily
obtainable and positive semidefinite first part in the Gauß-Newton method.
Alternatively, the Gauß-Newton method can be derived in a similar way as the Newton method.
But instead of approximating the objective function f by its quadratic Taylor expansion (see [4,
Satz 9.12]), the linear Taylor expansion of the residual vector r is used to approximate f :
r(x) ≈ r(xk ) + J(xk )(x − xk )

(3.4)

1
⇒ f (x) ≈ m̃k (x) := ∥r(xk ) + J(xk )(x − xk )∥2
2
Next, the derivative of the approximation m̃k is calculated and set to zero in order to find the
minimum of the approximation m̃k :




∇m̃k (x) = J(xk )T r(xk ) + J(xk )(x − xk ) = 0
⇒ x = xk − (J(xk )T J(xk ))−1 J(xk )T r(xk )
where it is assumed that rank(J(xk )) = n with = n ≤ m, as stated in the introduction, and
thereby J T J is invertible. Consequently, the Gauß-Newton step is given by the following equation:
xk+1 = xk −(J(xk )T J(xk ))−1 J(xk )T r(xk )
|

{z

=:pkGN

}

Thus, the search direction pkGN is determined by solving the linear system:
J(xk )T J(xk )pkGN = −J(xk )T r(xk )

3.2 Approach
This section presents the core aspects of the Gauß-Newton method and describes its advantages
over other unconstrained optimization methods. For the rest of the chapter, it is assumed that
rank(J) = n ≤ m holds if nothing else is stated.
Algorithm 3 shows the basic approach of the Gauß-Newton method minimizing an objective
function f of the form (2.4), as presented by Nocedal and Wright [16]. The iterative procedure
follows the general structure of a descent method, as shown in Algorithm 1. It starts at a given
point x0 ∈ Rn that is updated in each loop passed by a search direction pkGN and a step length tk ,
as shown in line 4 of the algorithm.
As derived in the preceding section, the search direction of the Gauß-Newton step is given by
the following equation system:
JkT Jk pkGN = −JkT rk
(3.5)
where Jk = J(xk ), rk = r(xk ), as defined in Section 1.1. This abbreviation is also used in the
following. The system (3.5) can be solved by applying one of the techniques for solving linear
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Algorithm 3 Gauß-Newton Method
Require: f objective function of a least-squares problem (2.4), starting point x0 ∈ Rn
1: while stopping criteria is not fulfilled do
2:
Determine the search direction pkGN by solving JkT Jk pkGN = −JkT rk
3:
Calculate a step length tk by applying a line search technique
4:
xk+1 = xk + tk pkGN
return xk
least-squares problems described in Section 2.2.
Under certain conditions, the search direction pkGN is a descent direction, as shown in the following based on explanations by Nocedal and Wright [16, p. 254-255].
Lemma 3.1
Let f be the objective function of a least-squares problem and pkGN the search direction of the
k-th Gauß-Newton iteration step satisfying (3.5). If Jk has full rank and ∇fk is not equal to zero,
then pkGN is a descent direction of f .
Proof. The arguments of this proof are based on the explanations by Nocedal and Wright in [16,
p. 254-255]. Applying the conditions of Jk having full rank and ∇fk = JkT rk ̸= 0 to equation
(3.5) it can be concluded that pkGN ̸= 0 is fulfilled. Thereby, it follows that −∥Jk pkGN ∥2 ̸= 0
holds in the following chain of equations:
(3.5)

(pkGN )T ∇f (xk ) = (pkGN )T JkT rk = −(pkGN )T JkT Jk pkGN = −(Jk pkGN )T Jk pkGN

(3.6)

= −∥Jk pkGN ∥2 < 0
Thus, it follows by Lemma 2.6 that pkGN is a descent direction.
The condition of Lemma 3.1 that ∇fk is nonzero is fulfilled unless xk is a stationary point
of f .
Nocedal and Wright [16] state that when pkGN is a descent direction an appropriate step length tk
can be determined by utilizing a line search technique, as the Wolfe-Powell approach introduced
in Section 2.3. This algorithm is guaranteed to terminate for a least-squares problem because
the objective function is bounded away from zero, and thereby the following holds:
inf f (x + tk pkGN ) = inf
t≥0

t≥0

1
∥r(x + tk pkGN )∥2 ≥ 0 > −∞
2

Since f is continuously differentiable by definition, it follows by Lemma 2.7 that Algorithm 2
finds a step length within a finite number of iteration steps. Alternatively, the step length can be
set to tk = 1 for all steps k to perform the undamped Gauß-Newton method.
Advantages The Gauß-Newton method has several benefits, as described by Nocedal and
Wright [16]. First, it saves computing time compared to the Newton method by using the approximation JkT Jk instead of the Hessian matrix ∇2 f (xk ). The lower computation time comes
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from the fact that JkT is already calculated for the first derivative, as shown in (2.8), and can
directly be used again for the second one.
As further investigated in the following section, the Gauß-Newton method shows a rapid local convergence when having small residual values at the solution. This is the case for many
application cases, as explained in Section 3.1.
Lemma 3.1 states that pkGN is a descent direction of f if Jk has full rank and ∇fk ̸= 0. Thereby,
it can be used for a line search method, as stated in [16].
As mentioned before, the system of equations (3.5) for determining the Gauß-Newton search
direction can be solved by using a strategy for linear least-squares problems. Nocedal and
Wright [16] explain that this is the case because the system (3.5) has the form of a normal
equation (2.11) with c = −rk . The corresponding linear least-squares problem is given in the
following:
1
minn ∥Jk p + rk ∥2
(3.7)
p∈R 2
The search direction pkGN is the solution of (3.7). Thus, it can be determined by applying the
strategies for solving linear least-squares problems presented in Section 2.2 to (3.7). Two of
these techniques, the QR factorization, and the SVD approach, hold the additional advantage
that the approximation of the Hessian matrix J T J is not needed for the procedure. Thereby,
computational effort can be saved.

Additional Aspects Storing the derivative of the objective function J(x)T r(x) and the Hessian approximation J(x)T J(x) can entail high working memory costs. Nocedal and Wright [16]
state that this is especially the case when the number of residuals m is large in contrast to the
number of variables n. This problem can be handled by successively calculating the values of
rj (x) and ∇rj (x) and using them in the following two formulas:
JT J =

m
X

(∇rj )(∇rj )T ,

j=1

JT r =

m
X

rj (∇rj )

(3.8)

j=1

as proposed in [16, (10.27)]. These formulas can be used directly when solving the equation
system (3.6).
When having large values of n and m at the same time and the Jacobian matrix J(x) is sparse,
solving the system JkT Jk pkGN = −JkT rk with one of the techniques introduced in Section 2.2
can include a high computational effort (see [16, p. 257]). The factorization costs within these
˜ , for which the following holds for a
strategies can be avoided by using an inexact solution pkGN
δ > 0:
(3.9)
∥JkT Jk pkGN + JkT rk ∥ < δ
If the inequality (3.9) is used instead of equation (3.5), the approach is called inexact GaußNewton method.
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3.3 Convergence
This section analyzes the convergence behavior of the Gauß-Newton method. For this purpose,
the uniform full-rank condition is introduced, following Nocedal and Wright [16, (10.28)]:
Definition 3.2 (Uniform full-rank condition)
Let x0 ∈ Rn be the starting point of the Gauß-Newton method given in Algorithm 3, N a
neighborhood of the levelset Nf (x0 ), and z ∈ Rn an arbitrary vector. If there is a constant
γ > 0 such that the inequality
∥J(x)z∥ ≥ γ∥z∥
(3.10)
holds for all x ∈ N , the uniform full-rank condition is fulfilled.
For the following course of this section, the level set Nf (x0 ) is assumed to be bounded. The
next theorem is based on statements by Nocedal and Wright [16, Theorem 10.1].
Theorem 3.3 (Convergence)
Let f be the objective function of a least-squares problem where all residuals rj are Lipschitz
continuously differentiable in a neighborhood N of Nf (x0 ), and let the Jacobian matrix J(x)
fulfill the uniform full-rank condition (3.10) for x ∈ N . For the sequence (xk )k∈N , which is
created by the Gauß-Newton method with step lengths αk satisfying the Wolfe conditions (2.22),
the following equation holds:
lim JkT rk = 0
k→∞

Proof. The arguments within this proof follow the proof of Theorem 10.1 in [16].
The statement is proved using Zoutendijk’s theorem (see Theroem 2.8). Therefore, it is first
verified that the assumptions of this theorem hold.
The objective function f of a least-squares problem is by definition continuously differentiable
on N (see (2.4)). Its functional values are bounded from below because f (x) = 21 ∥r(x)∥2 ≥ 0
holds for all x ∈ Rn .
Now N ⊃ Nf (x0 ) can be chosen small enough so that it is bounded. Then its closure N is
compact. Thereby, a boundary β > 0 for the continuous functions rj and ∇rj for all j ∈
{1, . . . , m} can be found in N . Moreover, the residuals are Lipschitz continuously differentiable,
and thus their derivatives are also Lipschitz continuous in N . Let L > 0 be the Lipschitz constant
that holds for the residuals as well as their derivatives. As a result of those two facts, the following
equations are fulfilled for all x, x̃ ∈ N and j ∈ {1, . . . , m}:
(1)

|rj (x)| ≤ β

(2)

|rj (x) − rj (x̃)| ≤ L∥x − x̃∥

and

∥∇rj (x)∥ ≤ β
and ∥∇rj (x) − ∇rj (x̃)∥ ≤ L∥x − x̃∥

From (1) it follows that the norm of the Jacobian matrix is bounded above by a constant β
because its entries are all bounded by β:
∥J(x)T ∥ = ∥J(x)∥ ≤ β
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The bound β is needed for further argumentations within this proof.
Nocedal and Wright show that the sum and the product of Lipschitz continuous, bounded functions is again Lipschitz continuous [16, p. 624-625]. Therefore, it can be concluded by using
equation (2) that ∇f is Lipschitz continuous on N as a sum of products of Lipschitz continuous
and bounded functions: ∇f (x) =

m
P

rj (x)∇rj (x).

j=1

Thereby, it is proved that the conditions of Zoutendijk’s theorem are fulfilled. It is further on
concluded that
X
cos2 θk · ∥∇f (xk )∥2 < ∞
k≥0

holds for the angle θk between the descent direction pkGN and the negative gradient −∇f (xk ).
Moreover, it can be shown that cos θk is greater than zero. For this purpose the index k is dropped
and the equation (∇f (x))T pGN = −∥J(x)pGN ∥2 , which is verified in (3.6), is applied. Due to
the uniform full-rank condition, there exists a γ > 0 such that the following holds for all x ∈ N
and all k ∈ N:
cos θk = −

(3.10) γ 2 ∥pGN ∥2
∥J(x)pGN ∥2
γ2
(∇f (x))T pGN (3.5)
=
≥
=
2
2 > 0
∥pGN ∥∥∇f (x)∥
∥pGN ∥∥J T (x)J(x)pGN ∥
β ∥pGN ∥2
β

Thus, lim ∇f (xk ) = lim JkT rk = 0 has to be satisfied to ensure the sum
k→∞

k→∞

P

cos2 θk ·∥∇f (xk )∥2

k≥0

being finite.
If the assumptions of Theorem 3.3 are fulfilled, the theorem implies by lim ∇f (xk ) =
k→∞

lim JkT rk = 0 that lim xk satisfies the necessary first-order optimality condition (see Satz
k→∞
k→∞
5.1 in [19]) due to the continuity of f .
In the following, the rate of the convergence proved above is analyzed, following Nocedal and
Wright [16, p. 257].
Theorem 3.4 (Rate of Convergence)
Let f be the objective function of a least-squares problem and (xk )k∈N the sequence generated
by the Gauß-Newton method with step length tk = 1 for all k ∈ N. Suppose that there exists a
δ > 0 such that xk ∈ B(x∗ , δ) for all k > S ∈ N, so xk is near x∗ . Furthermore, let H(x) be
defined as H(x) :=

m
P

j=1

rj (x)∇2 rj (x), which is the second-order term of ∇2 f (x).

R1

1. ∥xk+1 − x∗ ∥ ≤ ∥[J(xk )T J(xk )]−1 H(x∗ + t(xk − x∗ ))∥∥xk − x∗ ∥dt + O(∥xk − x∗ ∥)
0

2. If H(x∗ ) = 0 holds, xk converges quadratically to x∗ .
Proof. The arguments of this proof follow the considerations made by Nocedal and Wright [16,
p. 257].
For avoiding long terms, J T J(x) is used as a short form for J(x)T J(x) within this proof.
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1. By applying the fundamental theorem of calculus (see [4, Satz 8.23, Folgerung 8.24]) and
the fact that the minimizer x∗ satisfies ∇f (x∗ ) = 0 the following is concluded:
∇f (xk ) = ∇f (xk ) − ∇f (x∗ )
=

Z 1

∇2 f (x∗ + t(xk − x∗ ))(xk − x∗ )dt

0

=

Z 1

J T J(x∗ + t(xk − x∗ ))(xk − x∗ )dt +

0

Z 1

H(x∗ + t(xk − x∗ ))(xk − x∗ )dt

0

In the following argumentation it is used that ∇f (xk ) = JkT rk holds for least-squares
problems:
∗
xk+1 − x∗ = xk + pGN
k −x

= xk − x∗ − (J T J(xk ))−1 (J(xk )T r(xk ))
h

= (J T J(xk ))−1 (J T J(xk ))(xk − x∗ ) − ∇f (xk )

i

J and J T are bounded in B(x∗ , δ), because they are bounded in the compact closure
B(x∗ , δ). Moreover, they are locally Lipschitz continuous in B(x∗ , δ), since they are continuous differentiable. For the following steps it is used that J T J(x) thereby is Lipschitz
continuous with a Lipschitz constant L > 0 as a product of bounded, Lipschitz continuous
functions (see [16, p. 624-625]). Now the Euclidean norm can be applied and ∇f (xk )
can be replaced by the above derived form:
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∥x

k+1

∗

T

k

−1

− x ∥ = ∥(J J(x ))

h

T

k

k

∗

(J J(x ))(x − x ) −

Z 1

J T J(x∗ + t(xk − x∗ ))(xk − x∗ )dt

0

−

Z 1

i

H(x∗ + t(xk − x∗ ))(xk − x∗ )dt ∥

0

= ∥(J T J(xk ))−1

hZ 1

[(J T J(xk )) − J T J(x∗ + t(xk − x∗ ))](xk − x∗ )dt

0

−

Z 1

i

H(x∗ + t(xk − x∗ ))(xk − x∗ )dt ∥

0

≤ ∥(J T J(xk ))−1 ∥

Z 1

∥(J T J(xk )) − J T J(x∗ + t(xk − x∗ ))∥∥xk − x∗ ∥dt

0

+

Z 1

∥[J T J(xk )]−1 H(x∗ + t(xk − x∗ ))∥∥xk − x∗ ∥dt

|0

≤ ∥(J T J(xk ))−1 ∥

Z 1

{z

}

=:H ′

L∥xk − (x∗ + t(xk − x∗ ))∥∥xk − x∗ ∥dt + H ′

0
T

k

−1

= ∥(J J(x )) ∥

Z 1

L∥xk − x∗ ∥2 (1 − t)dt + H ′

0

1
= ∥(J J(x )) ∥ · L∥xk − x∗ ∥2 + H ′
2
1
T
∗ −1
≤ 2∥(J J(x )) ∥ · L∥xk − x∗ ∥2 + H ′
2
≤ L′ ∥xk − x∗ ∥2 + H ′
T

k

−1

= O(∥xk − x∗ ∥2 ) + H ′
where L′ := ∥(J T J(x∗ ))−1 ∥ · L. Thus, the first statement of this theorem is verified.

2. The results of point one of this theorem can be used for an approximation holding for xk
near x∗ . Since J and H are both continuous, the function h
h : Rn × Rn → Rn×n ,

h(x, y) := [J T J(x)]−1 H(x∗ + y)

is also continuous. In other words, for an arbitrary ϵ > 0 there exists a δ > 0 such that
∥h(x, y) − h(x∗ , 0)∥ < ϵ

(3.11)

holds for all x ∈ B(x∗ , δ) and y ∈ B(0, δ). Because xk ∈ B(x∗ , δ) for k sufficiently large,
(3.11) can be applied to x := xk and y := t(xk − x∗ ):
∥h(xk , t(xk − x∗ ))∥ ≤ ∥h(x∗ , 0)∥ + ϵ
⇒ ∥[J T J(xk )]−1 H(x∗ + t(xk − x∗ ))∥ ≤ ∥[J T J(x∗ )]−1 H(x∗ )∥ + ϵ
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Now the following is concluded:
∥xk+1 − x∗ ∥ ≤

Z 1

∥[J T J(xk )]−1 H(x∗ + t(xk − x∗ ))∥∥xk − x∗ ∥dt + O(∥xk − x∗ ∥2 )

0

≤

Z 1

(∥[J T J(x∗ )]−1 H(x∗ )∥ + ϵ)∥xk − x∗ ∥dt + O(∥xk − x∗ ∥2 )

0

= (∥[J T J(x∗ )]−1 H(x∗ )∥ + ϵ)∥xk − x∗ ∥ + O(∥xk − x∗ ∥2 )
This estimation holds for an arbitrary ϵ when k is sufficiently large. Therefore, ϵ can be
chosen arbitrarily small.
Thus, when having ∥[J T J(x∗ )]−1 H(x∗ )∥ ≪ 1 it can be concluded that the second term
O(∥xk − x∗ ∥2 ) will dominate the convergence behavior and the Gauß-Newton method
will show a rapid local convergence.
Moreover, for H(x∗ ) = 0 the following equation holds:
∥xk+1 − x∗ ∥ = O(∥xk − x∗ ∥2 )

(3.12)

It follows from (3.12) that the convergence of xk to x∗ for k → ∞ is locally quadratic in
the case of H(x∗ ) = 0, as further explained in Section 2.3.

As explained in Section 3.1, the residuals are often small or even equal to zero at the solution when the least-squares problem is built on a model fitting the corresponding data set
well. This is the case because then there is a small discrepancy rj (x∗ ) = φ(x∗ , tj ) − yj between the model and the measured values for all j ∈ {1, . . . , m}. Thereby, the entries of
H(x∗ ) =

m
P

j=1

rj (x∗ )∇2 rj (x∗ ), as defined in Theorem 3.4, are small as well and the following is

satisfied:
∥[J(x∗ )T J(x∗ )]−1 H(x∗ )∥ ≪ 1
which leads to rapid local convergence of the Gauß-Newton method, as shown in the proof of
Theorem 3.4. For a model perfectly fitting its data set, H(x∗ ) = 0 holds due to rj (x∗ ) = 0, and
thereby the convergence rate is quadratic.

3.4 The Levenberg-Marquardt Method
Even though the Gauß-Newton method proves to be an effective strategy for solving least-squares
problems, as demonstrated in Section 4.3, it can not be applied if the Jacobian matrix J(xk )
does not have full rank for an iteration point xk (see Section 3.2). Moreover, its convergence
is quadratic only under certain circumstances, as shown in Section 2.3. This section presents
a variant of the Gauß-Newton method that responds to these issues: the Levenberg-Marquardt
approach.
There are several variants of this method described in the literature (see [8, 15, 16]). A common procedure is to realize the Levenberg-Marquardt method as a trust-region approach, as it is
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explained in detail by Nocedal and Wright [16]. However, this thesis investigates a variant that is
closer to the procedure of the Gauß-Newton method. This technique, presented in the following,
is based on the approaches of Levenberg [14] and Marquardt [15].
The core idea of the strategy is to modify equation (3.5), which is used for determining the
search direction in the Gauß-Newton method, by a scalar λ ≥ 0:
(JkT Jk + λk I)pkLM = −JkT rk

(3.13)

Using this equation system for determining the search direction pkLM the full rank of Jk is not
anymore required for the existence of a solution. The choice of λk directly affects the choice of
the search direction and is thus essential for the course of the procedure. Gavin [8] presents a
strategy for choosing convenient values for λk , which is realized in Algorithm 4. The idea is to
start by solving system (3.13) for a relatively high value λ0 . If
f (xk + pkLM ) ≤ f (xk )

(3.14)

holds, pkLM is accepted as a search direction and λk is decreased. If (3.14) is not satisfied, the
value of λk is increased and (3.13) is solved again with the new, larger value.
This strategy substitutes the line search technique performed in the Gauß-Newton method.
Algorithm 4 Levenberg-Marquardt Method
Require: f objective function of a least-squares problem (2.4), starting point x0 ∈ Rn , λ0 ∈ R,
ν>1
1: while stopping criteria is not fulfilled do
2:
Determine the search direction pkLM by solving (3.13) for λk
3:
if f (xk + pkLM ) > f (xk ) then
4:
λk = ν · λk
▷ enlarge λ
5:
go to line 2
λk+1 = λνk
7:
xk+1 = xk + pkGN
return xk

▷ decrease λ

6:

When λk is set to zero at each iteration step, the Gauß-Newton method is performed, as described by Croeze, Pittman, and Reynolds [2]. If, on the other hand, λk is chosen to be large, the
term λk IpkLM dominates the equation system (3.13). Thereby, the method resembles the gradient
descent method, where the search direction is given by the steepest descent (see [19, Satz 7.4]):
pkGD = −

∇f (xk )
∥∇f (xk )∥

Depending on the choice of λ, the Levenberg-Marquardt method corresponds more to the GaußNewton method or the gradient descent method.
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This chapter presents the implementation of the Gauß-Newton method, as illustrated in the previous chapters. Appending to a detailed description of the program and its proof of viability in
Section 4.1, its embedding into the optimization library oppy [22] is presented in Section 4.2.
An application case is performed to comprehensively demonstrate the method’s operating principles using a real-world example. In order to provide a smooth introduction to the use of the
implemented Gauß-Newton method, Section 4.4 presents a quick user manual.

4.1 Implementation
This section introduces the gauss_newton() method to guide users through the implementation.
A presentation of four test cases demonstrating the viability of the method follow.
The project is built on Python 3.9.7 [20], since it is embedded in the Python based optimization
library oppy [22]. The libraries numpy 1.20.3 [9], matplotlib 3.4.3 [11], and scipy 1.7.1 [21] are
utilized to simplify tasks of data handling and processing.
The core structure of the gauss_newton() method is given by Algorithm 3. Figure 2 illustrates
the implemented procedure and explains the interaction between the internal script and external
users as well as the oppy package.
As shown in Table 4.1, the gauss_newton() method gets the residual vector r(x), its Jacobian
matrix J(x) and the starting point of the iteration x0 as an input. Additional specifications can
be entered via the object options, of which Table 4.2 provides an overview. It is described in
detail in Section 4.2.
After initiating the process externally, the objective function f and its derivative ∇f are determined in accordance with the general structure of least-squares problems presented in (2.4)
and (2.8):
1
f : Rn → R, f (x) := ∥r(x)∥22
2
∇f : Rn → Rn , ∇f (x) := J(x)T r(x)

(4.1a)
(4.1b)

Besides, step (a) of the internal script includes calculating the functional value f (x0 ) and the
norm of the derivative ∥∇f (x0 )∥ for further processing, as shown in Figure 2.
The following process is structured by a while loop including the internal steps (b) to (e). It
terminates if the stopping criteria is fulfilled for the actual number of iterations i:
∥∇f (xi )∥ < tol

∨

i ≥ nmax

(4.2)
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Figure 2: Flow chart displaying the implemented procedure of the gauss_newton() method. The graph is
structured into external and internal components interacting with each other. The user initiates
the process by feeding in the required parameters. After processing them internally using two
auxiliary methods by the optimization library oppy [22] the results are returned and can be
viewed or further processed.

where the tolerance is defined by

tol

tol := 

rel

0.1

· ∥∇f (x0 )∥ + tolabs

if the resulting value is < 0.1

(4.3)

else

The values of nmax, tolabs , and tolrel can be set in the input via options or left to their default
values as displayed in Table 4.2. This condition is based on a presentation of relevant stopping
criteria by Hintermüller [10, p. 54]. In the case of a termination, the gauss_newton() method
prepares the results structuring them as described in Section 4.2. As long as the stopping criteria
are not satisfied, the while loop is executed. To keep track of the current number of iterations,
an iteration index i is used.
The first step in the while loop, step (c), is to solve the linear system (3.5) to determine the
search direction. For this purpose, the strategies implemented in the file linear_least_square.py
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for solving a linear least-squares problem are taken from the oppy package [22]. There are three
methods available, that can be chosen using the parameter solver_linear in options: the QRfactorization, which represents the default method in gauss_newton(), the Cholesky-factorization,
and the Singular Value Decompostion. Their mathematical backgrounds are investigated in Section 2.2.
In step (d) a suitable step length is determined by utilizing a line search method from the
oppy package [22]. Via the parameter linesearch in options a line search technique can be input
into the gauss_newton() method. If none is given, the Wolfe-Powell approach as introduced in
Section 2.3 is used. When the applied line search method does not find a suitable step length
within a given number of iterations, the following error message is displayed: ’Linesearch failed,
please check your settings!’.
Afterward, the current point of iteration xk is updated in step (e) using the formula of Algorithm 3 line 4. Furthermore, the functional values of the objective function f and its derivative ∇f are calculated at the current iteration point and the iteration index i is increased by
one.
During the iteration process, the index value i, the point of iteration xi , the functional value
f (xi ), the norm of its derivative ∥∇f (xi )∥, and the applied step length tk are collected. As
described in Section 4.2, the user can decide to print some of these values to the console or get
them returned by the gauss_newton() method for viewing them or further processing.
Levenberg-Marquardt Extension The user can choose to apply the Levenberg-Marquardt
approach, a variant of the Gauß-Newton method described in Section 3.4. For this purpose
the parameter levenberg_marquardt is set to True in the options. In this case, the previously
presented procedure of the Gauß-Newton method is modified, as shown in Figure 3.
Step (c) of the Gauß-Newton method (see Figure 2) is altered to step (c’) by using equation (3.13) to determine the Levenberg-Marquardt search direction pkLM instead of equation (3.5).
For the parameter λk , which is needed for solving this equation, the user can input an initial
value λ0 via the parameter lev_lambda in the options. Analogous to the Gauß-Newton procedure, equation system (3.13) is solved utilizing a linear solver of the oppy library [22].
Step (d’) checks if the functional value of the objective function is increased by the determined
search direction, i.e.
f (xk + pk ) > f (xk )
If this is the case, the search direction is not accepted, and λk is enlarged by
λk = ν · λk
as explained in Section 3.4. Based on former experiments, the value of ν is set to 2. If, on the
other hand, the functional value of f is decreased or at least not increased, the obtained search
direction is accepted and used for updating the iteration point xk in step (e). The parameter λk
is then decreased for the next loop pass:
λk+1 =

λk
ν
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Figure 3: Flow chart displaying the implemented Levenberg-Marquardt variant of the gauss_newton()
method. The graph is structured into external and internal components that are interacting
with each other. The user initiates the process by feeding in the required parameters. After
processing them internally using an auxiliary method by the optimization library oppy [22] the
results are returned and can be viewed or further processed.

One can see that the line search strategy performed in step (d) of the Gauß-Newton method
is replaced by using parameter λk to alter the search direction. Thus, the iteration point xk is
updated with the step length tk = 1 at each step (e).
Testing Besides the actual application case that is discussed in Section 4.3, this paragraph
provides an proof of viability of the gauss_newton() method. Based on typical optimization
problems, five independent test cases are drawn from the literature. Thereby, the functionality
and performance of the method is demonstrated. The interface of the tests is provided by the
unitest module [7].
Test cases 1 and 2 deal with a version of the Rosenbrock function as a commonly used unconstrained optimization problem, as declared by Jarre and Stoer. In order to apply the Gauß-
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Newton method to it, the function is reshaped into a sum of squares to identify the residuals and
the corresponding Jacobian matrix is calculated:
frosen (x) = (1 − x0 )2 + 100(x1 − x20 )2

√
1 √
= ( 2(1 − x0 ))2 + (10 2 · (x1 − x20 ))2
2
T
√
√
2(1 − x0 ), 10 2 · (x1 − x20 )
⇒ rrosen (x) =
!
√
−√ 2
0√
Jrosen (x) =
−20 2 · x0 10 2
Initializing the gauss_newton() method with its default options on rrosen , Jrosen and the starting
point x0 = (0, −0.1)T leads in seven iterations steps to the stationary point x∗ = (1, 1)T . The
first test case is used to confirm that the method finds the solution with a maximum deviation of
10−4 in not more than 100 iteration steps.
The second test case deals with the precision of the gauss_newton() method. For this purpose, a more restrictive stopping criteria is chosen by setting the values of tolabs and tolrel to
10−10 instead of the default value 10−7 . Moreover, the permitted deviation between the calculated solution and the stationary point is decreased to 10−10 . In return, the maximal number of
iterations is raised to 1000.
For the third test case, a small data set and a model to be fit to it are used to set up a least-squares
problem. This test case is described in detail in the second application case in Section 4.3.
The test is carried out twice. The first run tests the functionality of the Gauß-Newton method
in a model-fitting context. The second run proves the viability of the Levenberg-Marquardt
extension. For this purpose, the parameter levenberg_marquardt is set to True in the options.
Since the Levenberg-Marquardt method performs less accurately on this example than the GaußNewton technique, the permitted deviation from the solution is set to 10−3 .
The last test case addresses linear least-squares problems, as introduced in Section 2.2:
1
minn ∥r(x)∥2
x∈R 2

with r(x) = Jx − c,

(4.4)

where J ∈ Rm×n is the Jacobian matrix of the residual vector and c ∈ Rm is a constant. As
demonstrated in Section 2.2, the solution x∗ of this problem is characterized by the normal
equation (2.11):
J T Jx∗ = J T c
Starting the undamped Gauß-Newton method for this problem at an arbitrary point x0 leads
for J T J invertible to the following iteration step:
x1 = x0 − (J T J)−1 J T r(x0 )
= x0 − (J T J)−1 J T (Jx0 − c)
= x0 − (J T J)−1 (J T J)x0 + (J T J)−1 J T c
= (J T J)−1 J T c

(4.5)
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From (4.5) it is inferred that the iteration point x1 fulfills the normal equation (2.11) and is therefore the solution of the linear least-squares problem. Hence, any linear least-squares problem is
solved by the Gauß-Newton method within one step of iteration. This also applies when a line
search technique is used since taking the step length t = 1 leads to the solution in one step.
Test case 4 confirms that the gauss_newton() method solves any linear least-squares problem
with randomly generated J and c in one iteration step. In addition to checking the number of
iterations, the result of the process is compared with the solution determined by the linear solver
numpy.linalg.solve [9], where a maximal deviation of 10−7 is accepted.

4.2 Integration in Oppy
The optimization library oppy [22], which is developed by the working group Numerical Optimization at the University of Konstanz, serves as a framework for the implementation of the
Gauß-Newton method. This Section describes the embedding of the method in the oppy library
to enable users to apply it or expand it by further implementation parts.
The first paragraph presents the input structure of the gauss_newton() method, while the second explains the format of the results. The system embedding is described in the last paragraph
by outlining the folder structure of oppy.

Input
The method gauss_newton() takes the tuple (r, J, x0 , options) as input as presented in Table 4.1.
These variables stand for the residual vector r, as described in Section 2.2, its Jacobian matrix
J, as defined in (2.6), the starting point x0 of the iteration, and additional options listed in Table 4.2. In contrast to other oppy methods that directly take the objective function as an input
(see [22]) this method uses the residuals. Thus, the residuals do not need to be derived from the
function to be minimized. The objective function and its derivative are determined within the
gauss_newton() method, as shown in equation (4.1).
parameter
r(x)
J(x)
x0
options

description
residual vector
Jacobian matric of the residual vector
starting point of the iteration
additional parameters listed in Table 4.2

oppy
f_handle
df_handle
x0
options

Table 4.1: Overview of the input parameters of the gauss_newton() method with a short description and
their names in oppy [22].

The last input element, options, is an object holding a collection of additional input parameters
given in Table 4.2. Its interface is provided by the oppy library [22]. Eleven input parameters
are involved in this object, as shown in Table 4.1. If the parameters are not specified by the user,
the given default value is applied.
The first parameter disp can be used to get insight into the running process of the method.
When it is set to True, the current iteration number i is printed to the console with its corre-
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parameter
disp
fargs
tol_abs
tol_rel
nmax
norm
solver_linear
linesearch
levenberg_marquardt
lev_lambda
results

description
displaying iterim results during iteration
additional arguments of the objective function
absolute tolerance (s. stopping criteria (4.2) and (4.3))
relativ tolerance (s. stopping criteria (4.2) and (4.3))
maximal number of iterations (s. stopping criteria (4.2))
norm function used in (2.4)
choosing method for solving the linear system (3.5)
choosing method for determining the step length
choosing Levenberg-Marquardt approach
instead of a linesearch technique
Levenberg-Marquardt parameter λ (see (3.13))
output specification

default value
False
empty tuple
10−7
10−7
100
None
’qr’
None
False
10−2
’normal’

Table 4.2: Optional input parameters of the method gauss_newton() with a short description and their
default values.

sponding functional value f (xi ), the applied step length ti and the derivative value ∇f (xi ) in
the following scheme:
| Iteration | Function value
| it =
|f=

| Step size
|t=

| Residual
| res =

|
|

When disp is at its default value False, no interim results are output.
Via the second parameter fargs, additional arguments of the objective function can be inserted.
The parameters tol_abs, tol_rel and nmax are used to set up the stopping criteria (4.2) of
the method, as further explained in Section 4.1. Their default values are set based on former
evaluations.
The parameter norm can be set to a norm function. The inserted norm is then applied to derive
the objective function from the given residuals, as shown in (4.1). Additionally, it is used within
the stopping criteria, as presented in (4.2). When the parameter norm is left to its default value
None, the gauss_newton() method uses the Euclidean norm (see Section 1.1), as it is usually
done for the sum of squared residuals in least-squares problems (see [16]).
The algorithm that solves the linear system (3.5) for determining the search direction can
be selected via the parameter solver_linear. The options QR-factorization, Cholesky factorization, and Singlular-Value Decomposition are available as common methods for solving linear
equation systems (see [3]). They can be selected by the String keywords qr, chol, and svd, respectively, where qr is the default. The mathematical background of these methods is explained
in Section 2.2.
By using the linesearch parameter, a function performing a line search strategy, as explained
in Section 2.3, can be provided to the gauss_newton() method. If no custom value is given,
the gauss_newton() method utilizes the Wolfe algorithm provided by the oppy library [22], as
recommended by Nocedal and Wright [16, p. 256].
When the parameter levenberg_marquardt is set to True, the line search procedure is replaced

35

4 Implementation and Application

by a version of the Levenberg-Marquardt method, as explained in Section 4.1. The parameter
lev_lambda is used to regulate the Levenberg-Marquardt procedure as further described in Section 3.4 and 4.1. Its default value 10−2 is chosen based on the suggestions of Marquardt in [15,
p. 438].
The results parameter can be used to specify the structure of the object returned by the method.
The user can choose between four options, which are shown in Table 4.4. Further explanations
follow in the next paragraph after introducing the elements contained in the return object.

Result Format
The results of the gauss_newton() method are collected in an object that is returned at the end
of the process. The interface of this object is given by the oppy library [22]. As listed in Table
4.3 and presented in the following, there are five return elements that can be collected during the
iteration process of gauss_newton(). By using the parameter results in the options, the user can
choose which of these elements are actually included in the return object, as described further
down.
parameter
x
X
res
iterations
linesearch
additional

description
solution x determined by gauss_newton()
list of iteration points xi
norm of derivative of objective function ∥∇f (xit )∥
total number of iterations
list of step length ti
additional output parameters
∗

Table 4.3: Possible elements of the return object of the method gauss_newton() with a short description;
The user can choose, which of them are actually returned by using the parameters listed in
Table 4.3.

First, the solution vector x∗ that is determined by the method can be returned using the parameter x. The complete sequence of iteration points xi can be collected in the parameter X while
the norm of the gradient ∥∇f (xi )∥ is saved in res. The number of iterations the method takes
can be returned in iterations. The step length ti at each iteration step can be stored in linesearch.
Finally, the parameter additional gives the possibility to return further output elements.
available values
sol
normal
all
list

stored value format
{x}
{x, iterations, res}
{x, X, iterations, res, linesearch, additional}
None

Table 4.4: The parameter results in the input options can be set to the listed values in the left column,
which leads to the format of the return object that is given in the right column.

By using the parameter results in the options, the user can choose the format of the return
object. Table 4.3 provides an overview of the values available for this parameter. When the

36

4.2 Integration in Oppy
parameter is set to sol, only the solution x∗ is returned. For results set to normal, which is the
default setting, the list of iteration points xi and the norm of the gradients ∥∇f (xi )∥ are included
in the return object in addition to x∗ . If results is set to all, all of the parameters listed in Table 4.3
are returned. Via list the user can pass a list of parameters that should be collected in the return
object.

System Embedding
This Section provides users an overview of the organizational structure of the library oppy and
localizes the files concerning the Gauß-Newton method.
Figure 4 presents the folder structure of oppy. Files that contain the implementations introduced in this work are marked with green frames. Subfolders without a connection to the
Gauß-Newton method are dropped in this visualization.
The two folders docs and Notebooks hold material for the documentation of oppy, including
beginners and advanced tutorials. The folder Examples contains application cases for the different optimization algorithms in oppy. As marked by the first green box, there are two files
applying the gauß_newton() method to example functions. The file leastSquareData.py uses the
method for fitting a model to a given data set, as it is explained in detail in Section 4.3. In leastSquareRosen.py the Rosenbrock function is minimized as an example for a typical unconstrained
optimization problem, as demonstrated by Jarre and Stoer [13, p. 155].
The main part of the library, the implementation of the different optimization algorithms, lies
in the folder oppy. The methods are sorted into the subfolders shown in Figure 4 according
to their affiliation. As the second green frame marks, the implementation of the Gauß-Newton
method, stored in the file gaus_newton.py, is assigned to the subfolder leastSquares. This file
also holds the Levenberg-Marquardt variant, as described in Section 4.1. Although least-squares
problems present a special case of unconstrained optimization problems, they form their own
subfolder instead of being merged with the subfolder unconOpt because of their requirements
to the objective function (2.4). The folder oppy also holds the subfolders options and results
defining specifications for the input and return object, respectively, as described in the previous
sections. Moreover, it contains the subfolder tests, where test functions are stored for checking
the functionality of the implemented optimization methods. Box 3 in Figure 4 shows the position
of the method test_gauss_newton.py, which is testing the gauß_newton() method, as described
in Section 4.1.
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Figure 4: Folder structure of the optimization library oppy [22], where the files that are related to the
Gauß-Newton implementation are marked by green boxes. Frame 1 contains application cases
(s. Section 4.3), frame 2 the Gauß-Newton algorithm itself and frame 3 a file for testing the
Gauß-Newton method.
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4.3 Application Cases
This section presents two application cases in order to demonstrate the practical usage of the
Gauß-Newton method and its implementation gauss_newton(), as described in Chapter 3 and
Section 4.1. The first application case follows the descriptions of Pöppe, Pellicciari, and Bachmann [17] and Deuflhard and Hohmann [6] presenting an approved approach to embed the
Gauss-Newton method within a practical context. Application case 2 demonstrates the differences between the Levenberg-Marquardt method, described in Section 3.4, and the GaußNewton technique following Croeze, Pittman, and Reynolds [2]. The applied techniques are
described in close detail, and their results are compared to the findings in the respective literature.

Application Case 1
The basis of the first application case is a measurement series of a Feulgen hydrolysis. This
biochemical reaction is used to detect DNA in cellular tissue by staining its aldehyde groups,
as explained by Böhm and Seibert [1]. As presented in Table 4.5, the sequence consists of 30
data points (tj , yj ), where the average amount of stained DNA yj per nucleus is given in time
intervals of six minutes.
t
6
12
18
24
30
36

y
24.19
35.34
43.43
42.63
49.92
51.53

t
42
48
54
60
66
72

y
57.39
59.56
55.60
51.91
58.27
62.99

t
78
84
90
96
102
108

y
52.99
53.83
59.37
62.35
61.84
61.62

t
114
120
126
132
138
144

y
49.64
57.81
54.79
50.38
43.85
45.16

t
150
156
162
168
174
180

y
46.72
40.68
35.14
45.47
42.40
55.21

Table 4.5: Measurement series (tj , yj ) of a Feulgen hydrolysis, provided by Deuflhard and Hohmann [6,
p. 109], where the average amount of stained DNA yj per nucleus is determined at the time
points tj (in min) for j ∈ {1, . . . , 30}.

The measured values of the the Feulgen hydrolysis can be modeled by using a version of the
bateman function, as stated by Böhm and Seibert [1]:
φ(y0 , k1 , k2 , t) =


y0 k1 
exp(−k2 t) − exp (−k1 t)
k1 − k2

(4.6)

where φ(t) describes the average amount of stained DNA within a nucleus at a given time t.
The constant y0 stands for the initial DNA concentration while k1 and k2 are two rate constants
indicating the speed of depurination and depolymerization of the DNA, respectively.
To avoid the problems potentially occurring when k1 ≈ k2 holds and to take into account
that k1 > k2 ≥ 0 is satisfied in this biochemical context, the parametrization is adjusted as
follows:
s
q
k1 − k2
x0 := y0 k1 , x1 := k2 , x2 :=
(4.7)
2

39

4 Implementation and Application
The definition of x1 and x2 ensures that the requirement k1 > k2 ≥ 0 is fulfilled:
k1 = 2x22 + k2 > k2 = x21 ≥ 0
Using this parametrization the model function (4.6) can be transformed:

y0 k1 
exp(−k2 t) − exp (−k1 t)
k1 − k2
 −(k − k ) − (k + k ) 
y0 k1   (k1 − k2 ) − (k1 + k2 ) 
1
2
1
2
=
t − exp
t
exp
k1 − k2
2
2
k1 + k2 
k1 − k2
k1 − k2 
y0 k1
exp(−
t) exp(
t) − exp (−
t)
=
k1 − k2
2
2
2
y0 k1
k1 + k2 
k1 − k2 
=
exp(−
t) 2 sinh (
t)
k1 − k2
2
2
2
t)
k1 − k2 sinh ( k1 −k
2
= y0 k1 exp(−(k2 +
)t)
k1 −k2
2
2

φ(y0 , k1 , k2 , t) =

⇒ φ(x, t) = x0 exp (−(x21 + x22 )t) ·

sinh(x22 t)
x22

(4.8)

where sinh(x) = 12 (exp(x) − exp(−x)) is utilized (s. Kompendium der ANALYSIS [4, p. 63]).
Based on the transformed model function (4.8), the sum of squared residuals rj (x) can be
built to form the least-squares error function:
f : R3 → R ,
x 7→

30 
30 
2
2
1X
sinh(x22 tj )
1X
φ(x, tj ) − yj =
x0 exp (−(x21 + x22 )tj ) ·
−
y
j
2 j=1
2 j=1
x22

|

{z

rj (x)

(4.9)

}

Figure 7 gives an overview of the objective function f by showing its graph in a neighborhood
of the stationary points determined by the Gauß-Newton method as described further down. The
definition of the least-squares function (4.9) leads to the nonlinear least-squares problem :
min3

x∈R

30 
2
1X
sinh(x22 tj )
x0 exp (−(x21 + x22 )tj ) ·
−
y
j
2 j=1
x22

(4.10)

In order to determine the parameters x0 , x1 and x2 for which φ(x, t) has the best fit to the
measured values, the problem (4.10) is solved using the Gauß-Newton method gauss_newton(),
described in Section 4.1, and the Levenberg-Marquardt approach as described further down.
For this purpose the Jacobian matrix J(x) of the residual vector is computed by evaluating the
partial derivatives of φ with respect to the variables x0 , x1 , and x2 :
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(a) Graph of f , where x0 is set to 3.54.

(b) Graph of f , where x1 is set to 0.05.

(c) Graph of f , where x2 is set to 0.15.

Figure 5: Graph plots of the objective function f , as defined in (4.9), with x0 , x1 , and x2 respectively fixed
to the values of the solution x∗ determined further down. The stationary points of f are marked
by red crosses and plotted in the foreground to not be overlapped by the graph.

∂φ
sinh(x22 t)
(x, t) = exp (−(x21 + x22 )t) ·
∂x0
x22
sinh(x22 t)
∂φ
(x, t) = −2x0 x1 t exp (−(x21 + x22 )t) ·
∂x1
x22
∂φ
sinh(x22 t)
(x, t) = −2x0 x2 t exp (−(x21 + x22 )t) ·
∂x2
x22
2x3 t cosh(x22 t) − 2x2 sinh(x22 t)
+ x0 exp (−(x21 + x22 )t) · 2
x42
x2 t cosh(x22 t) − (1 + 2x22 t) sinh(x22 t)
= 2x0 exp (−(x21 + x22 )t) · 2
x32
The method gauss_newton() is called on the tuple (f, J, x0 , options) with the starting point
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set to x0 = (80, 0.055, 0.21)T as recommended by Deuflhard and Hohmann [6]. The options of
the method (see Section 4.1) are chosen as described in the following:
Based on previous evaluations, the tolerance values tolabs and tolrel are set to their default value
10−7 . Using equation (4.3), these values lead to the tolerance value tol = 0.1, since
tolrel · ∥∇f (x0 )∥ + tolabs ≈ 10−7 · (15.41 × 107 ) + 10−7 ≈ 15.41 ≥ 0.1
holds. The maximal number of 30 iterations is chosen based on former experiments of similar
application cases. As a line search method the Wolfe algorithm, as presented in Section 2.3,
with its default options within the oppy package [22] (s. Section 4.1) is utilized.
Applying the gauss_newton() method with the described settings leads to the results presented
in Table 4.6. After nine iteration steps the stopping criteria (4.2) is fulfilled, since 5.7385 ×
10−2 < 0.1 holds. The method stops in x9 = (3.54, 0.05, 0.15)T with the derivative value
∥∇f (x9 )∥ = 5.7385 × 10−2 , rounded to the second and fourth decimal place, respectively. The
process takes an average runtime of approximately 0.05189 s.
i
1
2
3
4
5
6
7
8
9

(3.511,
(3.534,
(3.431,
(3.511,
(3.530,
(3.534,
(3.535,
(3.535,
(3.536,

(xi )T
0.054,
0.042,
0.053,
0.055,
0.055,
0.055,
0.055,
0.055,
0.055,

0.207)
0.142)
0.151)
0.153)
0.154)
0.154)
0.154)
0.154)
0.154)

f (xi )
7234.4102
3895.3261
410.0306
388.4183
388.3788
388.3769
388.3768
388.3768
388.3768

step length
1.0000
1.0000
1.0000
1.0000
1.0000
1.0000
1.0000
1.0000
1.0000

∥∇f (xi )∥
2.5806 × 105
4.5628 × 105
2.8576 × 104
2.3735 × 101
1.3545 × 101
4.7549 × 101
1.1421 × 100
2.5765 × 100
5.7385 × 10−2

Table 4.6: Results of solving the nonlinear least-squares problem (4.10) by applying the gauss_newton()
method introduced in Section 4.1. For each iteration step i the current point of iteration xi , its
corresponding functional value f (xi ) and the norm of its derivative ∥∇f (xi )∥ are given as
well as the current step length. The values are rounded.

As shown in Table 4.6, the Wolfe-Powell condition (2.22) is fulfilled by the step length tj = 1
for all j = {1, . . . , 9}. Thus, the procedure complies with the undamped Gauß-Newton method.
During the nine steps of iteration, the functional value f (xi ) decreases monotonically and
the derivative value ∥∇f (xi )∥ approaches zero. This behavior indicates the convergence to a
stationary point as proved in Section 3.3. By adjusting the tolerance values within the stopping
criteria, the derivative value can be further decreased, as shown in Table 5.1 in the appendix.
Taking the iteration points xi , given in Table 4.6, as input parameters for the model function φ
leads to the graphs presented in Figure 6. The model function φ(xi , t) is plotted for all nine steps
of iteration i together with the measured values of the Feulgen Hydrolysis given in Table 4.5.
It can be observed how the model’s fit to the measured values is improved during the nine steps
of iteration. For the first three steps, the function graphs can be clearly separated from each
other. In contrast, the last six steps yield points xi for which the model functions are very close,
as can be observed in the detailed graph plots in Figure 6b and 6c.
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(a) Graph for the complete measurement time

(b) Zoomed in graph for the time interval [0 s, 25 s]

(c) Zoomed in graph for the time interval [60 s, 70 s]

Figure 6: Model function (4.8) during the fitting process using the gauss_newton() method introduced
in Section 4.1. The x-axis represents the time in minutes, while the y-axis shows the average
amount of stained DNA per nucleus. The measured values of the Feulgen Hydrolysis (see Table
4.5) are depicted by blue crosses, while the graph of the model φ(xi , t) at iteration step i is
given by green lines.
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The solution point x9 = (3.54, 0.05, 0.15)T calculated by the gauss_newton() method leads
to the following values for the parameters y0 , k1 and k2 as defined in (4.7):
k2 = x21 ≈ 0.0030
k1 = 2x22 + k2 ≈ 0.0503
x0
≈ 70.3
y0 =
k1
These values are consistent with those determined by Pöppe, Pellicciari, and Bachmann [17,
p. 55] who used a nonlinear conjugate gradient approach for solving the nonlinear least-squares
problem (4.10).
As an alternative to using the Gauß-Newton method, the Levenberg-Marquardt approach,
presented in Section 3.4, can be applied to solve this model fitting task. For this purpose, the
parameter levenberg_marquardt is set to True in the options of the gauss_newton() method.
Based on previous experiments, the value 2 is chosen for the second Levenberg-Marquardt parameter lev_lambda. For further explanations of the Levenberg-Marquardt implementation see
Section 4.1. When using this setting, the method stops after eight iteration steps. The entries of
the output solution vector comply with the ones determined by the Gauss-Newton method up to
a maximum deviation of 10−4 . The average runtime of the process is approximately 0.02305 s,
which is slightly less than for the Gauß-Newton method. This difference could be due to the
fact that the Levenberg-Marquardt procedure does not apply a line search technique. Further
details of the results of the Levenberg-Marquardt variant in this application case can be found
in Table 5.2 in the appendix.
While the Levenberg-Marquardt method performs similar to the Gauß-Newton method in
this example, the following application case demonstrates major differences between those two
methods.

Application Case 2
This application case demonstrates the differences between the Levenberg-Marquardt and the
Gauß-Newton method regarding their working principles and performance. Following the evaluations of Croeze, Pittman, and Reynolds [2], this application builds on population data in the
United States between 1815 and 1885, as shown in Table 4.7. This period of time is mapped to
the interval [1, 8] to simplify further computations. The following function is utilized to model
the given data points:
φ(x, t) = x0 exp (x1 t)
(4.11)
where φ(x, t) describes the number of citizens of the United States. The time points t are given
by mapping the year values as described above. The vector x ∈ R2 holds the two parameters
that are used to fit the model.
Based on the model function (4.11) and the measured values yi in Table 4.7, the sum of squared
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year
t
y

1815
1
8.3

1825
2
11.0

1835
3
14.7

1845
4
19.7

1855
5
26.7

1865
6
35.2

1875
7
44.4

1885
8
55.9

Table 4.7: Average number of citizens yi in the United States (in millions) between the years of 1815 and
1885 measured at intervals of ten years, taken from [12]. The index i of the measured values
is obtained by mapping the time period between 1815 and 1885 to the interval [1, 8].

residuals rj (x) is formed to build the objective function as described in Section 2.2:
f : R2 → R ,
x 7→

8 
8 
2
2
1X
1X
φ(x, tj ) − yj =
x0 exp (x1 tj ) − yj
{z
}
2 j=1
2 j=1 |

(4.12)

rj (x)

Figure 7 presents the graph of the objective function f in a neighborhood of its minimum computed by the gauss_newton() method, as described further down. Based on the definition of the
objective function (4.12), the following nonlinear least-squares problem is set up:
min3

x∈R

(a) Plot for x1 ∈ [−0.8, 0.3].

30 
2
1X
x0 exp (x1 tj ) − yj
2 j=1

(4.13)

(b) Plot for x1 ∈ [0.24, 0.28].

Figure 7: Graph plots of the objective function f , as defined in (4.12), with the stationary points of f
marked by a red cross. The left figure shows an overview of the graph’s course while the right
figure presents an zoomed in view.

To solve optimization problem (4.13), the Gauß-Newton method and the Levenberg-Marquardt
approach are applied. As described in Section 4.1, the implemented gauss_newton() method is
utilized. The input parameter levenberg_marquardt is set to False for the Gauß-Newton case
and to True for the Levenberg-Marquardt variant.
The method gauss_newton() is executed for the input tuple (f, J, x0 , options). Following
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Croeze, Pittman, and Reynolds [2], the starting point is selected to x0 = (6, 3)T to demonstrate an example case where the Levenberg-Marquardt approach performs better regarding the
number of iterations than the Gauß-Newton technique. The Jacobian matrix J(x) of the residual
vector r(x) is given in the following:
 ∂φ
∂x0



J(x) = 


(x, t1 )
..
.


∂φ
(x, t1 )
∂x1





exp (1 · x1 ) x0 t exp (1 · x1 )



..
..

=
.
.




..
.
∂φ
∂φ
(x, t8 ) ∂x1 (x, t8 )
∂x0

(4.14)

exp (8 · x1 ) x0 t exp (8 · x1 )

Based on previous evaluations, the optional parameters of the method (see Section 4.1) are
left at their default values given in Table 4.2, except for the Levenberg-Marquard parameters.
The stopping criteria (4.2) of the iteration process takes the tolerance value tol= 0.1 due to the
large gradient at the starting point:
tolrel · ∥∇f (x0 )∥ + tolabs ≈ 10−7 · (2.03 × 1023 ) + 10−7 ≈ 2.03 × 1016 ≥ 0.1
For the Gauß-Newton approach, the Wolfe-Powell method, presented in Section 2.3, is utilized
as line search technique with its default options in oppy [22].
To determine an appropriate value for the parameter lev_lambda of the Levenberg-Marquardt
method, as introduced in Section 4.1, its effect on the number of iterations is evaluated. Table 4.8
showcases an extract of the investigations. Resulting in the least number of iterations, the parameter lev_lambda is set to 5.
lev_lambda
number of iterations

10−3
22

10−2
24

10−2
20

1
22

2 3
22 20

4 5
22 16

6 10 50
20 16 20

Table 4.8: Number of iterations needed by the Levenberg-Marquardt method to terminate depending on
the value of the parameter lev_lambda in the options.

The results of applying the Gauß-Newton method and the Levenberg-Marquardt approach
with the described two settings are presented in Figure 8. An additional overview for comparing
the results and performance of the two methods is provided in Table 4.9.
determined solution x∗
Results
∥∇f (x∗ )∥
number of iterations
Performance
average run time

Gauß-Newton
(7.0001, 0.2621)T
3.4 × 10−2
69
0.22522 s

Levenberg-Marquardt
(6.9999, 0.2621)T
9.5 × 10−2
16
0.00924 s

Table 4.9: Overview of the results and performance of the Gauß-Newton method compared to the
Levenberg-Marquardt approach. The average run time is rounded to the fifth decimal place.
The entries of the solution vector and the gradient’s norm are rounded to the fourth and third
decimal place, respectively.

To evaluate the accuracy of the determined results, the solution (7.0001, 0.2621)T as calculated by the method scipy.optimize.minimize of the scipy package [21] is used as a reference.
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The solution vectors x∗ determined by the two methods are shown in Table 4.9. Both vectors are
consistent with the mentioned solution within a maximal derivation of 2 × 10−4 . However, the
solution determined by the Gauß-Newton method is slightly more accurate than it is the case for
the Levenberg-Marquardt method. This difference is also reflected in the norm of the gradient,
which is smaller after performing the Gauß-Newton method.

Figure 8: Graph showing the norm of the objective function’s derivative during the iteration steps of the
Gauß-Newton method (blue line) and the Levenberg-Marquardt method (orange line). Blue
crosses depict the step lengths taken by the Gauß-Newton method, and the values of the
Levenberg-Marquardt parameter lev_lambda are plotted by orange crosses.

The overview in Table 4.9 shows that the Gauß-Newton method takes more iteration steps and
a higher average run time to terminate than the Levenberg-Marquardt does. Figure 8 provides
further insights into the course of the two methods. One can see that their first iterations steps
lead to a similar reduction of the norm of the derivative. This large reduction can be explained by
effective approximations of the objective function during these iteration steps. This explanation
is also supported by the large values of the initial step sizes. The Levenberg-Marquardt method
continues its iteration process with a comparably rapid convergence to the solution, while the
Gauß-Newton method only achieves small changes in the derivative value between the fifth and
the sixtieth iteration step. The small step lengths reflect the slow convergence in this period. In
contrast, the high values of the Levenberg-Marquardt parameter λ, introduced in Section 3.4,
indicate that the method resembles the gradient descent method in this part of the process. By
the resulting quadratic convergence, it outperforms the Gauß-Newton method in the number of
required iterations. At the end of the Gauß-Newton procedure, there can again be observed a
rapid convergence associated with large step length values.
The higher number of iterations for the Gauß-Newton method affects the run time, as shown
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Figure 9: Fitted Model function (4.11) determined by utilizing the gauss_newton() method with its default
values, introduced in Section 4.1. The x-axis represents the time in years, while the y-axis shows
the corresponding average population number in the United States (in millions). The data points
the model is fit to (see Table 4.7) are depicted by blue crosses.

in Table 4.9. Another reason for the higher average run time of the Gauß-Newton method could
be that a line search strategy is performed for each iteration step. In contrast, the LevenbergMarquardt method repeatedly solves system (3.13).
Figure 9 presents the result of the successful fitting process by plotting the model function
together with the measured values of Table 4.7. For the parameters of the model, the solution
vector determined by the Gauß-Newton procedure is used.
Another difference between the Gauß-Newton method and the Levenberg-Marquardt approach
can be obtained when setting the starting point to x0 = (0, 1)T . In this case, the Jacobian matrix
shows the following entries at the start of the iteration:


exp (1)

..
0
J(x ) = 
.




0
.. 
.


exp (8) 0

Thus, the equation 3.13 for determining the search direction has the following form:
(J0T J0 + λk I)p0LM = −J0T r0
P8

i=1
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− exp (1) · y1 · · · − exp (8) · y8
exp (i)2 + λ0 0
p0 = −
0
···
0
0
λ0 LM
!

!

4.4 Quick User Manual
If the Gauß-Newton method is performed, λ0 is set to zero, which leads in this case to an equation
system with no unique solution. The linear solver integrated in the gauss_newton() method
outputs the error message ’numpy.linalg.LinAlgError: singular matrix’.
In the Levenberg-Marquardt method, on the other hand, λ > 0 prevents the matrix on the left
from becoming singular. It returns the solution vector x20 = (7.0002, 0.2621)T in 20 iteration
steps.

4.4 Quick User Manual
This Section presents a short guide as a walk-through of the gauss_newton() method version 1.0.
that is embedded in the oppy library [22].
The gauss_newton() is used to solve least-squares problems, as described in Section 2.2. The
theoretical aspects of the iterative Gauß-Newton procedure can be found in Chapter 3.
Requirements & Installation
The first step is to install the oppy library [22] as the overall Python package in which the methods
are included. It can be referred to the installation instruction of the oppy package documentation.
The here presented methods were tested on Python 3.9.7 [20] and the oppy version 1.0.1.
Imports
Next, the methods of the oppy package that are used throughout the minimization process are
imported, including the gauss_newton() method. Furthermore, the numpy package [9] is imported.
from oppy.tests.costfunctions import data_least_square,\
gradient_data_least_square
from oppy.options.options import Options
import numpy as np
from oppy.leastSquares.gauss_newton import gauss_newton
Setup of Data and Model Function
A measurement series of eight time points and corresponding measured values is given (see
Section 4.3 application case 2):
time = [1, 2, 3, 4, 5, 6, 7, 8]
measured = [8.3, 11.0, 14.7, 19.7, 26.7, 35.2, 44.4, 55.9]
The following model and its derivative are used to approximate the measured values.
def model(x, t):\
return x[0] * np.exp(x[1] * t)
def dmodel(x, t):\
return np.array([np.exp(x[1] * t), t * x[0] * np.exp(x[1] * t)])
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Setup of Input Data
As mentioned above, the objective functions has to be in a sum of squares structure, as shown
in (2.4), to apply the gauss_newton() method to it. When fitting a model to a data set, the
costfunctions data_least_square and gradient_data_least_square of oppy are utilized to build
this structure based on equation (4.1). f_handle and df_handle hold the residuals of the objective
function and their derivative.
def f_handle(x):\
return data_least_square(x, model, time, measured)
def df_handle(x):\
return gradient_data_least_square(x, dmodel, time, measured)
The starting point is given by the following vector:
x0 = np.array([2.5, 0.25])
Setting Options
Since the following settings are optional, one can skip this paragraph and directly go to the
execution part. The following lines show an example for setting additional options. Further
input options as well as a detailed description for each parameter can be found in Section 4.2.
options_gauss_newton = Options()
options_gauss_newton.nmax = 100
options_gauss_newton.tol_rel = 1e-6
options_gauss_newton.tol_abs = 1e-6
To alternatively perform the Levenberg-Marquardt technique, as presented in Section 3.4 and 4.1,
the following parameter is set to True:
options_levenberg_marquardt = Options(levenberg_marquardt=True)
Execution
Finally, the gauss_newton() method is applied. Depending on the options have been set before,
one of the following three execution parts has to be chosen:
result_gauss_newton = gauss_newton(f_handle, df_handle,\
x0)
print(result_gauss_newton)
iterations: 6
res: array([1.15448714e+04, 1.18918917e+04, 7.71959039e+02,
3.68152203e+00, 3.08907754e-02, 1.17316558e-03,
3.79220130e-05])
x: array([7.00015188, 0.26207664])
result_gauss_newton_options = gauss_newton(f_handle, df_handle,\
x0, options_gauss_newton)
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print(result_gauss_newton_options)
iterations: 5
res: array([1.15448714e+04, 1.18918917e+04, 7.71959039e+02,
3.68152203e+00, 3.08907754e-02, 1.17316558e-03])
x: array([7.00015461, 0.26207658])
result_levenberg_marquardt = gauss_newton(f_handle, df_handle,\
x0, options_levenberg_marquardt)
print(result_levenberg_marquardt)
iterations: 6
res: array([1.15448714e+04, 1.20201297e+04, 7.85136012e+02,
3.80880879e+00, 3.11472615e-02, 1.18009947e-03,
3.80636281e-05])
x: array([7.00015188, 0.26207664])
The results that are printed to the console are given below the execution commands. For further
details of the results’ structure, see Section 4.2.
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This work provides a comprehensive description of the Gauß-Newton method as a prominent
technique for solving least-squares problems. Furthermore, a new implementation of the GaussNewton method, embedded into the python library oppy [22], is introduced. Two distinct application cases are presented, which adopt the formerly presented theoretical considerations and
demonstrate the effectiveness of the applied method. In concrete terms, the following contributions have been made in this work:
1. A detailed derivation and description of the Gauß-Newton method and its linear, locally
quadratic convergence towards a solution of a given minimization problem is presented.
2. A practical implementation of the mentioned techniques is developed, embedded into the
oppy library [22] and comprehensively documented within this work.
3. Two model fitting processes are performed and evaluated to showcase theoretical explanations and the practical implementation of the Gauß-Newton method within different
settings.
To understand the underlying working principles of the Gauß-Newton method in its entirety,
several fundamental concepts from the field of optimization need to be reviewed as a theoretical
basis. At first, the condition number, as a tool for determining a numerical problem’s sensitivity
to data perturbations, is discussed. Examining a given (linear) least-squares problem, insight
drawn from its condition number helps to increase the performance of the applied optimization
process. Correspondingly, least-squares problems themselves are examined in close detail. By
investigating the structure of these optimization problems, the basis for the derivation of the
Gauß-Newton method is formed. Linear least-squares problems are then discussed as the instrument to iteratively determine the search direction and generally improve the current guess of
the problem’s solution. As the Gauß-Newton method follows the general procedure of choosing
search directions and step lengths, descent methods and line search approaches are discussed as
the final part of fundamentals.
As the main part of theoretical work, the Gauß-Newton method is presented. To motivate the
optimization technique, the Newton method is discussed as a fundamental basis and modified
towards the particular structure of least-squares problems. Subsequently, this thesis discusses
the working steps of the Gauss-Newton method. The iterative approximation of the objective
function is described. The process of determining the search direction and the corresponding
step length towards the solution of the optimization problem is discussed. Furthermore, the advantages of the Gauss-Newton method are evaluated. Finally, the proof of convergence towards
a stationary point is provided while also focusing on its linear and locally quadratic rate of convergence. As an additional point, the Levenberg-Marquardt method is discussed as an important
variant of the Gauß-Newton method in case of slow convergence or sparse Jacobian matrices.
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The next chapter provides a detailed description of the implementation of the investigated optimization techniques and its application. The algorithms are portrayed in close detail, and their
embedding into the oppy library is described. Test cases are provided to prove the viability and
successful interaction with the library’s API. Eventually, two application cases of the mentioned
methods are presented to demonstrated their practical usages. The developed implementation is
used to solve optimization challenges within the research fields of histochemistry and population
analysis. Lastly, a quick user manual is provided to simplify the technical operation of the new
oppy extension.
Outlook The presented theoretical descriptions and the introduced implementation are bound
to certain limitations.
As mentioned in Section 3.4, the Levenberg-Marquardt variant of the Gauß-Newton method is
often realized as a trust-region approach. Since this thesis describes and applies another variant
of the Levenberg-Marquardt method, it could be beneficial to additionally investigate its trustregion version, as it is described by Nocedal and Wright [16, p. 258-262]. Its implementation
could be used to further evaluate the presented methods and serve as a relevant extension of the
oppy package at the same time.
The implemented Gauß-Newton method could be further improved toward its computational
costs by using formula (3.8) or the inexact Gauß-Newton method described in Section 3.2 in the
paragraph dealing with additional aspects.
As the developed extension is directly integrated into the oppy package, existing limitations
regarding input size and computing capacity of the library also apply to the described implementation.
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Appendix
i
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

(xi )T
(3.511, 0.054, 0.207)
(3.534, 0.042, 0.142)
(3.431, 0.053, 0.151)
(3.511, 0.055, 0.153)
(3.53, 0.055, 0.154)
(3.534, 0.055, 0.154)
(3.535, 0.055, 0.154)
(3.535, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)

f (xi )
7234.4102
3895.3261
410.0306
388.4183
388.3788
388.3769
388.3768
388.3768
388.3768
388.3768
388.3768
388.3768
388.3768
388.3768
388.3768
388.3768
388.3768

step length
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
0.25
1.0
1.0
1.0

∥∇f (xi )∥
2.5806 × 105
4.56285 × 105
2.8576 × 104
2.3735 × 101
1.3545 × 101
4.7549 × 100
1.1421 × 100
2.5765 × 10−1
5.7385 × 10−2
1.2745 × 10−2
2.8290 × 10−3
6.2785 × 10−4
1.3934 × 10−4
1.1223 × 10−4
2.4907 × 10−5
5.5279 × 10−6
1.2265 × 10−6

Table 5.1: Results of solving the nonlinear least-squares problem (4.10) by applying the gauss_newton()
method introduced in Section 4.1 with tolabs = tolrel = 10−14 . For each iteration step i the
current point of iteration xi , its corresponding functional value f (xi ), and the norm of its
derivative ∥∇f (xi )∥ are given, as well as the current step length. The values are rounded.
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i
1
2
3
4
5
6
7
8

(xi )T
(7.276, 0.054, 0.213)
(3.577, 0.047, 0.178)
(3.62, 0.053, 0.155)
(3.542, 0.054, 0.154)
(3.537, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)
(3.536, 0.055, 0.154)

f (xi )
1778.658
1382.0392
409.0269
388.3813
388.377
388.3768
388.3768
388.3768

λ
2.0
1.0
0.5
0.25
0.125
0.0625
0.03125
0.015625

∥∇f (xi )∥
1.5690 × 1005
1.4023 × 1005
2.8287 × 1004
1.8477 × 1002
8.0057 × 1000
1.6697 × 1000
3.6298 × 10−01
8.0212 × 10−02

Table 5.2: Results of solving the nonlinear least-squares problem (4.10) by applying the LevenbergMarquardt variant of the gauss_newton() method introduced in Section 4.1. For each iteration
step i the current point of iteration xi , its corresponding functional value f (xi ), and the norm
of its derivative ∥∇f (xi )∥ are given, as well as the current value of the parameter λ (see Section 3.4). The values are rounded.
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