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Abstract
Technological advances, especially in remote sensing, GPS sensors, and computer vision and
camera-based tracking, enable the collection of spatio-temporal data on an unprecedented
scale. These massive datasets raise the problem of how subject matter experts can derive
useful knowledge from them and how these datasets can be visualized without leading to
overcrowded and cluttered displays. For that, suitable data abstractions are required on
the one hand and the integration of subject matter experts in the analysis process instead
of solely relying on automatic methods on the other hand.
This dissertation addresses the aforementioned issues. First, spatial events, which are
objects with a limited temporal existence with an additional associated spatial position, are
identified as a suitable data abstraction for visualization and further analysis. Additionally,
complex spatial events are introduced, which occur in domains, where events not only have
a spatial and temporal location, but where the events can have semantic interrelationships,
have interdependencies with other objects on other objects, or are constricted by outside
rules and influences. Visual analytics is employed to ensure the integration of subject matter
experts in the analysis process of (complex) spatial events via a combination of automatic
and visual analysis methods with a tight coupling through human interaction.
The suitability of visual analytics to analyze spatial events is successfully demonstrated
in a diverse range of domains and the current state of the art is broadened by several
contributions. Via traditional methods such as glyph-based map representations that are
extended to enable the subject matter experts to use their insights from the visualizations to
steer the model building process further. With completely newly developed methods such as
query-by-sketch interfaces based on real-world metaphors that offer model visualizations
that enable the subject matter experts to evaluate findings of the underlying models.
Furthermore, new approaches are presented that enable the users to offload the complexity
of defining complex spatial events and query construction unto the system with the help of
visual query languages.
The presented approaches are quantitatively evaluated or in use cases and user studies
in close cooperation with relevant subject matter experts. The user-driven evaluation is
performed in paired analytics sessions, where the experts are encouraged to share their
feedback and comments following the Thinking-Aloud protocol. The results demonstrate
the potential that the visual analytics of spatial events offers and how the subject matter
experts can be included in this process. The overall positive reception by experts regarding
these new interaction and analysis modalities demonstrates the empowering and positive
impact that visual analytics can have and reveals an exciting field for future research that
builds upon the findings of this dissertation!

Zusammenfassung
Technologische Fortschritte, insbesondere in der Fernerkundung, bei GPS-Sensoren sowie
im Bereich Computer-Vision und kamerabasiertem Tracking, ermöglichen die Erfassung
von räumlich-zeitlichen Daten in einem noch nie dagewesenen Umfang. Diese massiven
Datenmengen führen zu den Problematiken, wie Fachexperten daraus nützliches Wissen
ziehen können und wie diese Datenmengen visualisiert werden können, ohne dass es zu
überfüllten und unübersichtlichen Darstellungen kommt. Dazu sind zum einen geeignete
Datenabstraktionen erforderlich und zum anderen die Einbindung von Fachexperten in
den Analyseprozess, anstatt sich ausschließlich auf automatische Methoden zu verlassen.
Diese Dissertation setzt sich mit beiden der oben genannten Problematiken auseinander.
Zunächst werden räumliche Ereignisse, das sind Objekte mit einer zeitlich begrenzten Existenz und einer zusätzlich assoziierten räumlichen Position, als geeignete Datenabstraktion
für die Visualisierung und weitere Analyse bestimmt. Zusätzlich werden komplexe räumliche Ereignisse definiert, die in Disziplinen auftreten, in denen Ereignisse nicht nur eine
räumliche und zeitliche Position haben, sondern zusätzlich semantische Zusammenhänge
und Abhängigkeiten mit anderen Objekten haben, oder durch äußere Regeln und Einflüsse
eingeschränkt sind. Visual Analytics ermöglicht die Einbindung von Fachexperten in
den Analyseprozess von (komplexen) räumlichen Ereignissen, durch eine Kombination
von automatischen und visuellen Analysemethoden mit einer engen Kopplung durch
menschliche Interaktion.
Die Eignung von Visual Analytics zur Analyse von räumlichen Ereignissen wird in verschiedenen Anwendungsfeldern erfolgreich demonstriert und der aktuelle Stand der Technik wird durch mehrere Beiträge erweitert. Beispielsweise durch traditionelle Methoden wie
glyphenbasierte Kartendarstellungen, welche erweitert werden, so dass die Fachexperten
ihre Erkenntnisse aus den Visualisierungen nutzen können, um den Modellbildungsprozess
zu steuern, oder über grundlegend neugestaltete Methoden wie Query-by-Sketch-Interfaces
auf Basis von Echtwelt-Metaphern, die Modellvisualisierungen anbieten, die es den Fachexperten ermöglichen, Erkenntnisse der zugrundeliegenden Modelle zu bewerten. Darüber
hinaus werden neue Ansätze vorgestellt, die es Anwendern ermöglichen, die Komplexität der Definition von komplexen räumlichen Ereignissen und der Konstruktion von
Suchanfragen mit Hilfe von visuellen Abfragesprachen an das System auszulagern.
Die vorgestellten Ansätze werden quantitativ oder in Fall- und Benutzerstudien in enger
Zusammenarbeit mit relevanten Fachexperten evaluiert. Die benutzerorientierte Evaluation
wird dabei in Paired Analytics Sessions durchgeführt, in denen die Experten ermuntert
werden, ihr Feedback und ihre Kommentare nach dem Thinking-Aloud-Protokoll zu
teilen. Die Ergebnisse zeigen das Potenzial, das die visuelle Analyse von räumlichen

Ereignissen bietet und wie die Fachexperten in diesen Prozess einbezogen werden können.
Die insgesamt positive Aufnahme dieser neuen Interaktions- und Analysemodalitäten
durch die Experten zeigt, dass Visual Analytics einen entscheidenden und positiven Einfluss
haben kann. Dadurch ensteht ein spannendes Feld für zukünftige Forschungsarbeiten, die
auf den Ergebnissen dieser Dissertation aufbauen!
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The collection of data with spatial and temporal dimensions
is probably as old as civilization itself. In ancient Egypt,
circa 1500 BC, factors such as the size and quality of a plot
of land, as well as surrounding factors such as lakes, and
canals were taken into account when estimating the annual
tax [1]. Even as far back as circa 3400 BC in Mesopotamia,
data, including spatial-temporal information, was recorded.
For instance, in the famous Kushim tablets that specified
information about amounts of produce, its quality, location,
or connected responsibility for a given period, required for
beer brewing [2]. Another example for the collection and
use of spatio-temporal data in Mesopotamian history was
the calculation and recording of the surface areas of fields.
This information was used for various purposes, such as
requesting the required amount of seeds for sowing from
granaries or estimating the crop output of the field [2].
The practice of surveying and collecting spatio-temporal
data continues to this day. However, the way data is collected
nowadays varies considerably from the previously mentioned
manual censuses and surveys. The technical advances in
electronics and computing, especially in sensor and camera
technology, as well as powerful remote sensing capabilities,
enable the collection and storage of spatio-temporal data on
a previously unprecedented scale. For instance, with the help
of a constellation of satellites, such as the Sentinel satellites of
the Copernicus program of the European Space Agency 1 .
A perfect example highlighting the growth of available
datasets and the increase in complexity of analytical tasks, is
the free and open animal tracking database Movebank [3],
where researchers can share, download and analyze spatiotemporal tracking data of animals. In nearly 6000 different
studies, over 3000 researchers provided over 2 billion location
data points as well as over 3 billion other sensor records. This
enormous amount of high-resolution data enables scientists,
analysts and domain experts to address previously virtually
unanswerable questions and even leads to the emergence
of completely new fields of research. For example, the currently being established Center for Visual Computing of

1.2 Dissertation Structure 7
1.3 Publications . . . . . . 11
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Collectives at the University of Konstanz2 . The collection
of spatio-temporal data is also increasing outside of the
academic environment. For instance, in professional sports
such as soccer, where currently all movement data of players
in training sessions, matches or tournaments is captured.
One of the largest companies offering such data is Stats Perform3 , employing optical or GPS-based tracking to capture
high-resolution movement data. In the context of movement
data — collected by either computer vision, satellites, or GPS
sensors — another important issue needs to be mentioned:
not only are the datasets becoming increasingly vast, but the
analytical tasks are becoming more and more complex, as
are the techniques necessary to solve them.
Thanks to an equally rapid development in storage technology, the increasing amounts of captured data can, and is
most often, stored in its raw form without preprocessing,
filtering or any refinement. However, the raw data in itself
is not useful. In order to draw useful knowledge from data
nowadays, computer-based analysis has to be performed
almost exclusively. This is because the data generated by
modern sensors or other sources, as well as the analysis tasks
emerging out of them, are far beyond the scope that can
still be managed completely manually by humans. This is
illustrated in the survey of Stein et al. [4] where — on the example of team sports — the complexity of movement data is
outlined. Possible emerging research aspects are highlighted,
including, the necessity for improved tracking techniques,
efficient and scalable algorithms to handle the large datasets,
and context-aware analysis methods that consider the interdependencies individual players as well as the opposing
teams. Furthermore, analytical methods are described in
order to tackle these aspects. In the analytical methods alone
exists an enormous variety in complexity. The span ranges
from individual statistics calculated with the help of spreadsheets to calculate running distances of players to the latest
deep learning methods from artificial intelligence research
to predict the movement of soccer players [5].
However, applying such automatic analysis methods is only
possible and useful if the whole analysis path from raw
data to decision-making in the end is well-defined and wellunderstood [6]. However, as mentioned above, the issue in
the analysis of spatio-temporal data — movement data in
particular — is that not only the data itself is becoming more

3

Figure 1.1: Six datasets from
the Datasaurus Dozen collection.
Each of the shown datasets has
nearly identical summary statistics (mean, standard deviation
and pearson correlation). Similar
to the well-known Anscombe’s
quartet dataset highlighting the
need for a visual exploratory
data analysis.

and more complex, but also the emerging analysis tasks and
methods necessary to address these tasks as well. The analyst
still has to make decisions about which subset of the data
to use, which algorithms to apply, and which parameters to
run them with. Depending on the analytical task, as well
as other factors including the prior experience of the analyst, the choices are non-trivial [7]. An illustrative example
highlighting the need for such a visual exploratory data
analysis are the well-known Anscombe’s quartet dataset [8],
or the Datasaurus Dozen dataset [9] shown in Figure 1.1.
Both examples contain multiple datasets with widely differing characteristics, but with almost completely identical
descriptive statistics. This clearly shows that the visual exploratory data analysis can help analysts to examine and
better understand their datasets. Thus, the expert can make
an informed choice regarding the subsetting of the dataset,
selecting which methods to use for further analysis, as well
as providing assistance in setting appropriate parameters.

[7]: Andrienko et al. (2020), Visual Analytics for Data Scientists
[8]: Anscombe (1973), Graphs in
Statistical Analysis
[9]: Matejka et al. (2017), Same
Stats, Different Graphs

For spatio-temporal data, the concept of applying visual
exploratory data analysis also holds true. However, an agFigure 1.2: Map of Charles
Joseph Minard depicting the
French losses during Napoleon’s
Russia campaign of 1812. The
thickness of the lines correspondents to the size of the
French army during its march
to Moscow (orange) and their
subsequent retreat (black) at
their respective geographic coordinates. Additional information,
such as the temperature, dates
and locations such as cities and
rivers are also shown.
Source:
commons.wikimedia.
org/wiki/File:Minard.png
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Figure 1.3: John Snow’s map
showing the geographic distribution of Cholera incidents in
London. The distinct spike in
incidents near the public public
water pump in Broad Street led
to its identification as the source
of the 1854 Cholera outbreak.
Source:
commons.wikimedia.
org/wiki/File:Snowcholera-map-1.jpg

gravating effect is that the data has to be considered in its
spatial and temporal context. Many surrounding factors are
not directly available in the given datasets, but by placing the
data on a map, experts and analysts can still include their existing domain knowledge in the analysis process. Two classic
examples illustrate this fact. First, the visualization depicting
the French losses during the Russian campaign of 1812 from
Charles Joseph Minard in Figure 1.2. Here, the thickness of
the flow diagram shows the size of the French army during
its march on Moscow (orange) and during its retreat back to
France (black). In addition to the size of the French army, this
visualization also includes information about the movement
of the army, geographic points of interest such as cities and
rivers, as well as meteorological data such as the temperature
at specific dates. For example, it can be clearly seen that
during the crossing of the Bérézina River, the French army
shrinks by almost half, from 50,000 to 28,000 soldiers. The
reason for this was hypothermia during the crossing, as well
as the gaining Russian army.
A second well-known example is John Snow’s map (see
Figure 1.3) showing the geographic distribution of infections
around Broad Street during the 1854 Cholera outbreak in
London. The high concentration of cases in Broad Street
helped him figure out that the cause of the illnesses was the
water from the pump station. Based on this information, the
pumping station was taken out of service and as a result,
John Snow is credited with ending the cholera outbreak in
1854.
Both of the previous examples clearly show the benefit of
visualizing spatio-temporal data in their geographic context.
However, currently, spatio-temporal data is collected on
too large of a scale to be effectively visualized in its raw
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form, without encountering issues such as overplotting or
information overload. Furthermore, these classic information
visualizations are purely static and therefore do not offer
any interaction possibilities and thus do not allow for an
exploration of the additional context, selections or filtering
possibilities or zooming of the visualized data.

1.1 Research Outline
The problem of overcrowded or cluttered displays when
visualizing the raw data is also encountered in the temporal
data domain [10]. The solution is to derive data abstractions
that reflect the interests and needs of the users, such as data
aggregations or features. However in the context of temporal
data there is a third special type of data abstraction that can
also be considered: events.
“Events are special situations in the development
of time-oriented data. Events can be user-defined
or found by methods of artificial intelligence.
Focusing on events lifts the data analysis to yet a
higher level of abstraction.” [11]

[10]: Aigner et al. (2011), Visualization of Time-Oriented Data

[11]: Aigner et al. (2007), Visualizing Time-Oriented Data - a
Systematic View

These three categories show that the visual analysis of temporal data is not and should not be limited to only visualizing the
raw data but also needs to consider task- and user-dependent
higher-level data abstractions. However to communicate such
data abstractions efficiently, better integration of analytic and
visual methods is needed [10].
The idea of using events as a data abstraction for further
visual analysis is not unique to the pure temporal domain
but has made its way into other domains as well. For example, the concept of events has been taken up as one of the
basic data types for the analysis of spatio-temporal data [12].
Similar to the definition of Aigner et al., they consider events
to be objects with a limited temporal existence, i.e., objects
that appear and then disappear. Here, spatial events are also
defined, namely as events with an additional spatial position
associated with them. An effective concept that Andrienko
et al. present in their work is the idea of the differentiation
between elementary and composite spatial events in the context of the event-based analysis of movement [12]. For them,
movement consists of consecutive spatial events that can be

[12]: Andrienko et al. (2013), Visual Analytics of Movement
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combined, for instance, based on their spatial constancy. An
example that they mention are stop events extracted from
car movement datasets, i.e., situations in which the thematic
attribute speed of the spatial event is zero. Such events can
then be combined, in their case using clustering, to identify
longer stop events. Furthermore, by analyzing movement
data of multiple cars, especially their spatially and temporally
co-located stop events, traffic jams can be detected.

[12]: Andrienko et al. (2013), Visual Analytics of Movement

[6]: Keim et al. (2010), Mastering the Information Age: Solving
Problems with Visual Analytics

The aforementioned approach highlights the potential to
tackle increasingly difficult analysis challenges by focusing
on the parts of the data that are necessary and useful to
solve a given task, namely spatial events, for a given user.
The event-focused analysis is not the only approach for the
analysis of spatio-temporal data. For instance, for movement
data, the analysis can also focus on the moving entities,
or the spatial or temporal dimension [12], but, as detailed
above, by focusing on events the analysis process can be
lifted to a higher level of abstraction, which in turn can help
reduce issues, such as overcrowded or cluttered displays.
However, as previously mentioned and outlined, relying on
purely automatic clustering and other analysis methods, is
only possible and useful if the complete analysis path is
already well-defined and understood [6]. For some tasks
the parameters for the spatial-temporal clustering of events
might be previously unknown or dependent of different
analysis tasks. Additionally, there might already be issues
in an earlier step, namely, how events get abstracted from
the raw data and which effect the parameters have on the
emergence of spatial events in a variety of use cases and
tasks. To overcome these issues, a combination of automatic
and visual analysis methods with a tight coupling through
human interaction must be ensured, in order to gain useful
knowledge.
Furthermore, the previously mentioned tasks and issues only
focus on elementary spatial events or, in the case of clustering
to detect traffic jams, composite spatial events. However, we
argue that we need to consider a third type of events, which
we term complex spatial events. Complex spatial events
can be constructed in domains, where events not only have
a spatial and temporal location, but where the events can
have semantic interrelationships, have interdependencies
with other objects on other objects, or are constricted by
outside rules and influences. Here, we need to consider a
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more varied view of different kinds of spatial events and
how to analyze and combine them into more complex and
semantically more meaningful events. For example, in soccer
where the movement speed and direction of players must be
considered in the context of all other moving players in the
game, in order to construct higher-level and more meaningful
events, such as free spaces [13]. These can then be combined
with other available data and events, such throw-ins, passes,
crosses, and shots, into match plays, which in turn can be
combined into match situations.
The research in this dissertation focuses on the abovementioned problems and summarizes them in the following two
research questions:
Research Question 1
How can we ensure the integration of subject matter
experts in the visual analytics loop for the necessary tight
coupling of automatic and visual methods to enable a
event-focused analysis of spatio-temporal data?

Research Question 2
How can we enable subject matter experts to define and
detect complex spatial events in raw spatio-temporal data?

1.2 Dissertation Structure
To address the aforementioned research questions, this dissertation is structured as highlighted in Figure 1.4. In the
following we provide a description of the content of each
chapter and highlight the most important contributions.

Part I: Elementary and Composite Spatial Events
We start with discussing necessary background information
and provide details and definitions on spatio-temporal data,
spatial events as well as more information and a clear distinction between elementary and composite spatial events
to complex spatial events in Chapter 2. Here, we also highlight how following a visual analytics approach will improve

7
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6. Discussion and Future Research Aspects
Figure 1.4: Overview of the dissertation structure and provided contributions. Highlighted are the two mains
parts. Part I focuses on the definition of spatial events and highlights methods to ensure the integration of
subject matter experts in the visual analytics loop, tackling Research Question 1. Part II introduces methods to
interactively define and detect complex spatial events, in order to satisfy Research Question 2. Furthermore,
the lessons learned from Part I are applied to demonstrate the potential of complex spatial events for a
semantically meaningful analysis on the example of movement data. The individual figures highlight the
major contributions of this dissertation, which are discussed in full detail in the respective sections.

1.2 Dissertation Structure

similarity search applications, which is an important factor
for the analysis of spatial events as well, since in most cases
defining, detecting, and extracting spatial events from the
raw data is a crucial and necessary preliminary step for
further investigation. Additionally, as we point out in this
chapter, the arguments made for using visual analytics for
similarity search can be generalized towards using visual
analytics for spatio-temporal data analysis as a whole.
In Chapter 3 we build upon the foundations laid in Chapter
2 and demonstrate how to integrate researchers and experts
in the analysis process of spatio-temporal data by focusing
on spatial events and following the visual analytics process,
tackling Research Question 1. Here we present two major
contributions to facilitate the analysis of spatial events by
improving the integration of the analyst by following visual
analytics methodologies, focusing the model visualization
and model building aspects in particular.
First, we contribute an interactive application that combines
automatic predictive analysis and glyph-based overview
visualizations by the example of detecting and investigating
urban heat islands. 4 We enable the user-based interactive
steering of automatic analysis methods in order to refine the
detection of spatial events to enable the analysis of complex
predictive scenarios. Additionally, we incorporate abstract
and temporal data visualizations to facilitate the examination
of the impact of various features on the event detection and,
thus, the prediction outcome. Here we put a major focus on
the model visualization. We do not only visualize the analysis
results in their spatial and temporal context, but provide a
difference visualization that highlights the changes between
individual what-if analysis scenarios, thus supporting the
users in understanding the effects their parameter settings
have on the underlying model.
Second, we contribute a novel visual analytics system to analyze spatial events as well as their prediction uncertainty of
the spread dynamics of invasive species, with the example of
Drosophila suzukii. We employ glyph-based visualizations
of aggregated spatial events which are hierarchically clustered dynamically via semantic zooming. This way, analysts
are directly involved in the model building process, enabling
them to seamlessly analyze micro- and macro-ecological factors regarding the spread dynamics of invasive species. We
demonstrate the feasibility of this approach in multiple use

9

Research Question 1
How can we ensure the integration of subject matter
experts in the visual analytics loop for the necessary
tight coupling of automatic
and visual methods to enable
a event-focused analysis of
spatio-temporal data?

4: The urban heat island effect
denotes that the temperature
in urban areas is significantly
warmer than in the surrounding environment, which has negative consequences for human
health, for example through increased heat stress.

Figure 1.5: Drosophila suzukii,
an invasive species in the USA
and Europe, noted an annual
loss of $500 million in fruit
production in the USA within a
few years [14].
Source:
commons.wikimedia.
org/wiki/File:D_suzukii_
female1.jpg
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cases and performed an interview with 37 domain experts
to gather feedback about our design, system and potential
improvements.

Research Question 1
How can we ensure the integration of subject matter
experts in the visual analytics loop for the necessary
tight coupling of automatic
and visual methods to enable
a event-focused analysis of
spatio-temporal data?
Research Question 2
How can we enable subject
matter experts to define and
detect complex spatial events
in raw spatio-temporal data?

5: Basic events in soccer can
be, for instance, passes, sprints
or crosses. An example for
a hierarchically-built, complex
spatial event is a pass from
player A to player B, immediately
followed by a pass from player B
back to player A: a double pass.

Part II: Complex Spatial Events
In Chapter 4 we tackle Research Question 2, by focusing on the
detection of complex spatial events and illustrate the benefits
of employing visual-interactive approaches. Subsequently,
we apply the lessons learned from Chapter 3, where we
tackled Research Question 1, and highlight how complex
spatial events can enable the analysis of complex scenarios
with the help of visual analytics.
We first introduce multiple ways to detect and extract complex spatial events from raw spatio-temporal data as well as
elementary and composite spatial events in Chapter 4. Apart
from automatic or heuristic based approaches, we contribute
two ways to visually-interactively define and extract events
from massive movement datasets. First, we contribute a novel
method that enables analysts to hierarchically define and
search for complex spatial events in large soccer datasets5 .
We incorporate Allen’s interval algebra into a visual analytics
system. Additionally, we visualize identified events in their
spatio-temporal context to enable the assessment of the generated event data and thus allow for an immediate correction
of the event definition, if necessary. Second, we contribute
a walk-up usable interface that allows domain-experts to
descriptively define events in a well-known visual metaphor
in soccer: a virtual magnetic tactic-board. The design for this
approach was conceptualized in an iterative design study
with the coaching team of a European first league soccer club.
By putting virtual magnets on the tactic-board and adding
movement and further annotations via drag & drop and
sketching users can describe match situation of interests that
are translated into spatio-temporal queries. Despite seemingly imprecise input, we can detect situations of interest via
query relaxation, enabling a quick user exploration, event
definition and further analysis.
Subsequently, we show how the detected complex spatial
events in Chapter 4 can be used to foster the visual analysis
of spatio-temporal data. For this we highlight two works that
enable a semantically meaningful analysis of movement data
in Chapter 5. We contribute an visual-interactive system that

1.3 Publications and Contributions

builds directly on the definition of complex spatial events
via the virtual magnetic tactic-board metaphor as previously
described. We propose a simplified result visualization to
support an in-depth analyses to explore team behavior, such
as formation detection, movement analysis, and what-if analysis. We demonstrate the usefulness of our approach in
several expert studies based on extensive usage by a head
coach and a professional analyst from various European first
league soccer clubs. Second, we highlight work that shows
how complex spatial events, such as free spaces and interaction spaces [13], can be used to detect region-based faulty
movement behavior in soccer and even provide suggestions
for possible improved alternative movements.
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We discuss the research of this dissertation and its impact
in Chapter 6 and hightlight the potential for future research
that this dissertation enables.
The visualizations, and techniques presented in this dissertation were tailored to the data and needs of subject matter
experts, which were identified over the course of interviews
and meetings during requirement analysis. In this process, for
each of the featured cases, the state-of-the-art was surveyed
to highlight and clarify the gaps that our proposed novel approaches fill. The effectiveness of the presented approaches
were tested through quantitative evaluations, if applicable,
and evaluations with the subject matter experts, mostly in
paired analytics sessions, in which the experts were encouraged to provide ad-hoc comments via the Thinking-Aloud
method [15, 16].

1.3 Publications and Contributions
During my time as a Ph.D. student, I have contributed to
several scientific works, which were published in high-level
journals and conferences, many of which serve as the basis for
this dissertation. The following list gives an overview of the
publications that contributed to this thesis in particular and
the division of work among the authors. The publications
are sorted by appearance in the following chapters. Explicit
reference is made at the beginning of each chapter, and
briefly at the beginning of corresponding sections, to the
origin of the used texts. Here, I use the following notation
at the beginning of each chapter to refer to which texts and

[15]: Ericsson et al. (1984), Protocol Analysis: Verbal Reports as
Data
[16]: Boren et al. (2000), Thinking
Aloud: Reconciling Theory and
Practice
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images I use from the corresponding papers and in which
form.
I Sections that are "taken from" the following publications have been largely taken from from the corresponding papers and contain only minor structural or literal
changes. In these publications I provided the main
contributions and was largely involved in writing and
rewriting the entire paper.
I Sections that are "based on" the following publications
are rewritten passages from the corresponding papers.
In these publications, I was not responsible for the main
contribution. Therefore, only the most important statements are taken from these publications and rewritten
to fit into the overall structure of this dissertation.

1.3.1 Contribution Clarification
1. Daniel Seebacher, Johannes Häußler, Manuel Stein,
Halldór Janetzko, Tobias Schreck, and Daniel A. Keim.
Visual Analytics and Similarity Search: Concepts and Challenges for Effective Retrieval Considering Users, Tasks, and
Data, Similarity Search and Applications, 2017 [17].
This paper is the result of joint discussions between
Johannes Häußler, Manuel Stein, Halldór Janetzko and
myself. I was the project lead for this paper, identified
the basic research question as well as contributions, contributed large parts of the text, and also provided the
overview of related work. Tobias Schreck and Daniel
Keim were providing comments on the paper drafts
and helped revising all sections. I wrote the major parts
of the text and revised all sections several times. Thus,
I will reuse the paper text in Section 2.4.
2. Daniel Seebacher, Matthias Miller, Tom Polk, Johannes
Fuchs, and Daniel A. Keim. Visual Analytics of Volunteered Geographic Information: Detection and Investigation
of Urban Heat Islands, IEEE Computer Graphics and
Applications, 2019 [18].
This paper was a close collaboration between Matthias
Miller and me (I supervised his master project and
thesis). Matthias Miller was mainly responsible for the
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implementation of the presented approach whereas I
contributed the underlying research question as well
as the main ideas and managed the project. Tom Polk,
Johannes Fuchs and Daniel Keim were providing comments on the paper drafts and helped revising all
sections. I wrote the major parts of the text and revised
all sections several times. Thus, I will reuse the paper
text in Section 3.2.
3. Daniel Seebacher, Johannes Häußler, Michael Hundt,
Manuel Stein, Hannes Müller, Ulrich Engelke, and
Daniel A. Keim. Visual Analysis of Spatio-Temporal Event
Predictions: Investigating the Spread Dynamics of Invasive
Species, IEEE Transactions on Big Data, 2018 [19].
For this paper, I took the project lead and provided
the underlying research question, as well as the idea
of glyph-based analysis in combination with semantic
zoom. Johannes Häußler helped improve and finalize
these concepts throughout the project and was largely
responsible for the implementation of the prototype.
Michael Hundt helped with the overview of related
work. Manuel Stein, Hannes Müller, and Daniel Keim
contributed comments to the paper draft and helped
with revisions. Ulrich Engelke helped finalize the design decisions for the prototype, as well as identify
opportunities for further research aspects. I wrote the
major parts of the text and revised all sections several
times. Thus, I will reuse the paper text in Section 3.2.
4. Manuel Stein, Halldór Janetzko, Thorsten Breitkreutz,
Daniel Seebacher, Tobias Schreck, Michael Grossniklaus,
Iain D. Couzin, and Daniel A. Keim. Director’s Cut: Analysis and Annotation of Soccer Matches, IEEE Computer
Graphics and Applications, 2016 [13].
The paper was a close collaboration between Thorsten
Breitkreutz and Manuel Stein as he supervised his
bachelor project and thesis. Thorsten Breitkreutz was
responsible for the major implementation efforts and
Manuel Stein was responsible for leading the project,
the major ideas, and writing the paper. Halldór Janetzko, Michael Grossniklaus and Daniel Keim helped
guiding the project. Tobias Schreck provided the first
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draft for the sidebox of related work in interactive data
analysis. I supported the paper by evaluating the pass
options and writing the corresponding section. All
authors commented on paper drafts and helped to
improve the text. Since I was not the main contributor
of this paper, the relevant passages are rewritten in
Section 4.2.
5. Manuel Stein, Daniel Seebacher, Tassilo Karge, Tom
Polk, Michael Grossniklaus, and Daniel A. Keim. From
Movement to Events: Improving Soccer Match Annotations,
International Conference on Multimedia Modeling,
2019 [20].
This paper was a close collaboration between Tassilo
Karge, Manuel Stein and me (Manuel and I jointly supervised his bachelor project and thesis). I defined the
research question and the contribution. Additionally, I
contributed the query by iconic representations interface as a basis for the hierarchical definition of events.
Tassilo Karge contributed the necessary extension of
Allen’s interval Algebra and the search algorithm to detect the events and implemented the prototype. Manuel
Stein helped with the organization, data provision, provided necessary contact to domain experts, and was
instrumental in structuring the final paper. Tom Polk,
Michael Grossniklaus, and Daniel Keim commented on
paper drafts and helped revise all sections. I wrote the
major parts of the text and revised all sections several
times. Thus, I will reuse the paper text in Section 4.3.
6. Manuel Stein, Daniel Seebacher, Rui Marcelino, Tobias
Schreck, Michael Grossniklaus, Daniel A. Keim, and
Halldór Janetzko. Where to Go: Computational and Visual
What-If Analyses in Soccer, Journal of Sports Sciences,
2020 [21].
Manuel Stein took primary responsibility for this publication and developed the major ideas for the detection
of faulty movement behavior as well as suggested alternative movements. I helped to improve and finalize
these approaches in many brainstorming sessions during the development phase. Rui Marcelino helped in
shaping the introduction as well as the general outline
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for this non-computer science journal. Tobias Schreck,
Michael Grossniklaus, Daniel Keim, and Halldór Janetzko commented on paper drafts and helped to revise
all sections. Since I was not the main contributor of this
paper, the relevant passages are rewritten in Section 5.2.
7. Daniel Seebacher, Tom Polk, Halldór Janetzko, Daniel
A. Keim, Tobias Schreck, and Manuel Stein. Investigating the Sketchplan: A Novel Way of Identifying Tactical
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underlying algorithms. Halldór Janetzko contributed
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this paper. Manuel Stein was Instrumental in the communication with the external experts and involved in
the design requirement analysis and evaluation. Tobias
Schreck and Tom Polk contributed large parts of the
related work. Daniel Keim contributed comments to
the paper draft and helped the final with revisions of
the paper draft, as did all other co-authors. For the
most part, all chapters were written and finalized by
me, hence, I will reuse them verbatim in Section 4.4
and Section 5.3.

1.3.2 Further Publications
Apart from the publication that directly contributed to this
dissertation I have contributed to the following list of publications, sorted by year:
1. Feeras, Al-Masoudi, Daniel Seebacher, Mario Schreiner,
Manuel Stein, Christian Rohrdantz, Fabian Fischer,
Svenja Simon, Tobias Schreck, Daniel A. Keim. SimilarityDriven Visual-Interactive Prediction of Movie Ratings and
Box Office Results. Proceedings of the IEEE International
Conference on Visual Analytics Science and Technology
(VAST Challenge), 2013 [23].
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Daniel A. Keim. Patent Retrieval: A Multi-Modal Visual Analytics Approach. EuroVis Workshop on Visual
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Keim, Michael Grossniklaus. From Game Events to Team
Tactics: Visual Analysis of Dangerous Situations in MultiMatch Data. 1st International Conference on Technology and Innovation in Sports, Health and Wellbeing
(TISHW), 2016 [26].
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Invasive Species. Symposium on Visualization in Data
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The designated research goal of this dissertation is to improve the involvement of analysts in the analysis process of
spatio-temporal data via a combination of focusing on spatial
events as a basic data type and following the visual analytics
methodology. In this chapter, we provide background information and definitions common throughout this dissertation.
We start with definitions of spatio-temporal data in general
and for the basic type of spatial events in particular. We then
discuss why we need to consider spatial events on various
levels of complexity, from low-level elementary spatial events
to high-level complex spatial events, especially in domains
such as collective behavior or invasive team sports like soccer.
Finally, we argue that considering the analytical challenges
posed by this data considering different tasks or users, visual
analytics is especially helpful in tackling these challenges.
Here we put a specific focus on the detection of spatial events,
since the definition and detection of spatial events is a crucial
first step for the later analysis. However, as we point out,
the visual analytics approach is generalizable to facilitate the
overall analysis of spatio-temporal data, as we demonstrate
in Chapter 3 and Chapter 5.
Contribution Clarification
Parts of this chapter are taken from the following work:
Section 2.4: Daniel Seebacher, Johannes Häußler, Manuel
Stein, Halldór Janetzko, Tobias Schreck, and Daniel A.
Keim. Visual analytics and Similarity Search: Concepts and
Challenges for Effective Retrieval Considering Users, Tasks, and
Data, Similarity Search and Applications, 2017 [17].
Please refer to Section 1.3 for details.
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2.2 Definitions
[45]: Mennis et al. (2000), A Conceptual Framework for Incorporating Cognitive Principles into
Geographical Database Representation

[46]: Tominski et al. (2020), Interactive Visual Data Analysis
[47]: Peuquet (1994), It’s about
Time

Spatio-temporal data can be distinguished into three different
components [45]. What, referring to either abstract or real
entities or objects. Where, referring to locations of the object
or entity, which are discretized n-dimensional spaces. Finally,
When, a time or set of times at which the object exists or
was measured. These components should, of course, not be
analyzed independently. As other researchers also point out,
since the objects have a spatial and temporal references, it
is not enough to investigate just their spatial distribution or
temporal evolution separately, but it is necessary to combine
both of these attributes of the objects to allow for a deeper
and more meaningful analysis of spatio-temporal data [46].
In general, with these above mentioned components, we can
tackle three general analytical questions [47].
1. When + Where → What : Which objects are present at a
location or set of locations at a specific time or set of
times.
2. When + What → Where : Which locations are the object
or set of objects present at, at the specified time or set
of times?
3. Where + What → When : Which times are the object or
set of objects at the specified location or set of locations?

[10]: Aigner et al. (2011), Visualization of Time-Oriented Data

[11]: Aigner et al. (2007), Visualizing Time-Oriented Data - a
Systematic View

However, as discussed in Section 1.1 and by Aigner et al. [10]
working directly with the raw data is infeasible, since the
amount of data usually encountered in this domain is too
large and to complex for direct use. For instance, a car trip
where a GPS coordinate is captured every second, can still be
displayed, although approximately 3,600 points are tracked
each hour. However, as soon as more than one car is tracked
or additional features such as rpm or CO2 emissions are
captured as well, this quickly results in tens of thousands of
multivariate data points and overlapping trajectories, which
results in overcrowded and cluttered visualizations. To tackle
this issue there is the need to derive abstractions to bring
the data to a manageable and visualizable level. Common
ways to do this are either aggregations or derived features.
However, in the domain of temporal data, there exists a third
abstraction: events. Events have one major advantage, since
“focusing on events lifts the data analysis to yet a higher level
of abstraction” [11], this opens a way to not only tackle the
increasing data volume and complexity, but also the ever
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increasing complexity of analytical tasks encountered in new
domains.
Events as a data abstraction have been adopted in other
fields related to temporal data as well, such as the domain
of spatio-temporal data. However, we have to take into account, that spatio-temporal data cannot be considered as
just one uniform entity, but can be divided into different
subcategories. One such classification was first proposed by
Blok [48] and adapted by Andrienko et al. [49], based on the
type of changes occurring over time. Similar to the above
mentioned components by Peuquet [47], Andrienko et al.
consider spatio-temporal data to consist of three fundamental
sets, space S, time T and objects O [12]. Space S is a location
or set of locations, with two major properties. First, locations
in space have a defined distance between them. Second, since
there is no natural ordering of locations, there needs to be
some kind of reference system, which are:

[48]: Blok (2000), Monitoring
Change
[49]: Andrienko et al. (2003), Exploratory Spatio-Temporal Visualization
[47]: Peuquet (1994), It’s about
Time
[12]: Andrienko et al. (2013), Visual Analytics of Movement

1. coordinate-based: locations are specified using a set of
numbers, for instance, in a cartesian or polar coordinate
system.
2. division-based: locations are specified in a geometric
or semantic-based division that can be hierarchical, for
instance, a city in a state inside a country.
3. linear-based: locations are specified using positions
along a linear reference system, for instance, a house
number in a street.
Similar to spatio-temporal data, Time T cannot be viewed
as a uniform entity, but can also be classified or categorized
depending on its various attributes and characteristics. For instance, based on its temporal primitives, which can be points,
intervals or spans, or based on its reference system, which
can be linear, which corresponds to our natural perception
of time, or cyclical, such as the reoccurring days of the week.
A comprehensive overview of temporal data as a whole is
provided by Aigner et al. [10]. Finally, objects, are the set
of real or abstract entities, which are localized in space and
time. In addition, objects, times and spaces can have further
thematic attributes A. For instance, an object can have additional, so called thematic attributes, such as a designation
as a hospital, or even values that change over time (which
can be represented as a mapping from time to the thematic
attribute 𝑇 → 𝐴), such as temperature measurements of a
weather station.

[10]: Aigner et al. (2011), Visualization of Time-Oriented Data
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With these fundamental sets, spatio-temporal data in general
describes changes over time and space. These are:
1. Changes in thematic attributes, for instance, the change
in the measured temperature of a weather station as
mentioned above.
2. Changes in spatial attributes, for instance, the change
of the position of an object, in particular moving objects
such as cars, animals or people.
3. Changes in object existence, which describes appearance or disappearance of objects, for instance, an infestation by an invasive species in summer or also abstract
objects, such as a corner in soccer just before the final
whistle.

[12]: Andrienko et al. (2013), Visual Analytics of Movement

According to these three changes, we can categorize spatiotemporal data into basic types, namely: spatial time series,
moving objects and spatial events. We refer to a thorough
discussion of all of these basic types by Andrienko et al. [12].
In this dissertation, we focus solely on the third basic types
of spatio-temporal data: spatial events. Events describe objects
with a limited time of existence, i.e. objects that appear and
then disappear. There might be instantaneous events with
no interval of existence, which we consider as having the
same time for appearance and disappearance. Spatial events
describe the existence of an object at a specific location or
region for a given interval of time, which we can modeled
as the mapping from the event objects to a combination
of time and space 𝐸 → 𝑆 × 𝑇 , or with optional additional
thematic attributes 𝐸 → 𝑆 × 𝑇 × 𝐴. Of course, these basic
data types are not completely disjoint from each other, but
can sometimes be transformed from one type into another.
For instance, in Chapter 3, we transform spatial time series
into a spatial events, by collecting the intervals where the
value of the time series is above a certain threshold. Since
the focus of the analysis task are not the exact values of the
spatial time series, but the identification of intervals when
predefined anomalies occur and afterwards, understanding
their context.
These basic data types are mainly used as a starting point to
focus the visual analytics pipeline. We cover why data selection is an important aspect of the overall analytics process in
more detail in Section 2.4. While in this section we focus the
topic of information retrieval in detail, which is nevertheless
an important aspect of the analysis of spatio-temporal data,
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which we show in Chapter 4, the arguments for using it in
the rest of the analysis process can be generalized.

2.3 On the Complexities of Spatial
Events
A concept that makes the analysis of spatial events – in particular – especially powerful, is the idea of aggregating or
combining multiple smaller elementary events into bigger
composite events. An interesting use case to highlight this
concept is the analysis of car movement data to investigate
traffic congestion. First features are derived from the raw
spatio-temporal data, for instance, by using the spatial and
temporal distance between two consecutive geo-located positions of a car to determine its velocity. Afterwards this
thematic attribute of the moving objects can be used to detect
spatial events of interest, such as stop events, which are all
the intervals in which the velocity of the car is zero. These
spatial events can then be used to detect traffic congestion,
such as jams, via spatial-temporal clustering. For instance,
via a density based clustering [50] or by manually tuning
parameters of the clustering algorithm based on the target
domain [51].
The example above shows how focusing the analysis of spatiotemporal data on spatial events and using them to find ever
more meaningful composite spatial events via clustering can
help users to analyze more and more complex tasks in a
variety of domains. We also show this in Chapter 3, in which
the users are directly and interactively integrated in the
clustering process, which enables them to tackle a variety of
tasks. Via semantic zooming, the user can steer the clustering
process to generate clusters of elementary spatial events in
fine and coarse resolutions, to allow for an investigation
of the spread of invasive species and facilitate a search for
causes at both micro- and macro-ecological levels.
However, new domains are constantly being identified in
research, which, in addition to new data, also bring with them
an ever increasing complexity of tasks and challenges, which
cannot be solved with classical approaches, such as the ones
described above. One of these research domains dealing with
spatio-temporal data is the analysis of movement, particular

[50]: Birant et al. (2007),
ST-DBSCAN: An Algorithm
for Clustering Spatial–Temporal
Data
[51]: Andrienko et al. (2011),
From Movement Tracks through
Events to Places: Extracting
and Characterizing Significant
Places from Mobility Data
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1: uni-konstanz.de/

in multi-agent systems, specifically collective behavior. The
need for and interest in the study of collective behavior, for
example in schools of fish or flocks of birds, can be seen,
among other things, in the establishment of new research
centers specializing in precisely this research. For instance,
the newly founded Center for the Advanced Study of Collective
Behavior at the University of Konstanz1 .

collective-behaviour/

[52]: Krause et al. (2000), Leadership in Fish Shoals

[53]: Stein (2020), Visual Analytics for Cooperative and Competitive Behavior in Team Sports

In such domains, it is no longer sufficient to just analyze the
elementary spatial events or to use just clustering or other
aggregations to build composite spatial events, to tackle the
tasks and challenges that researchers and analysts face. An
important aspect, that these previous approaches not yet
capture are the semantics and the context these events occur
in. For instance, actions taken by an individual fish in the
front can have a strong influence on the overall direction
and movement of the whole swarm of fish [52]. Also there
might be outside rules, restrictions or objectives that might
influence the movement and actions of individuals. A vivid
example of this is soccer. Soccer is an invasive sport consisting
of two teams. Both teams have the same goal, which is to
score more goals than the opposing team and thus win the
game. In doing so, the players of one team try to support
each other and show cooperative behavior, while the players
of the different teams try to disrupt each other and thus
show competitive behavior. This competitive and cooperative
behavior takes place in a limited field and is influenced by a
number of rules and regulations. A work taking the influences
into account is presented by Stein [53]. Here techniques
for the extraction of movement data from various sources
and new visualization alternatives, for instance, in-video
visualizations. Additionally, there are also context-oriented
methods for feature extraction and, more importantly, also
event detection presented. One such derived feature are the
interaction spaces, which is the area each player is able to
control, which is depending on the players current movement
direction, speed, etc. Here, although not directly called that,
a spatial event is also presented, namely free spaces. Free
spaces are, broadly speaking, regions a player can reach
before opposing players. However, these free spaces are also
dependent on a variety of other factors, such as its respective
size, the number of near opposing players, and the distance
to the opposing goal.
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Such events, like free spaces, that are not only dependent
on manual annotations or derived features, as highlighted
above, but have dependencies on other objects, are constricted
by outside rules and influences or have semantic interrelationships with other co-occurring events are what we call
complex events. Focusing on such complex events allows
experts and researchers to tackle previously unsolvable analysis tasks. The (semi-)automatic assessment of passes or free
kicks is an illustrative example for such a task.
However, research dealing with the analysis of complex
events is still in its infancy. Furthermore, to the best of our
knowledge, there are no works that deal with the detection
and identification of complex events in raw spatio-temporal
datasets by directly integrating analysts in an interactive
process. However, as we highlight in the next section, including the analyst in the detection of complex events is
paramount. We present examples of the realization of our
proposed pipeline for the identification and detection of
complex event in Chapter 4. Of course, this also holds true
for the complete visual analytics of spatial events, which we
show in multiple examples for elementary and composite
spatial events in Chapter 3 and complex spatial events in
Chapter 5.

2.4 Visual Analytics of Spatial Events
As stated above, the identification and detection of spatial
events, especially complex spatial events, is an important
and critical task in the overall analysis process. This task, to
detect, identify and extract such specific information from
vast amounts of (spatio-temporal) raw data can be considered
to be an information retrieval or similarity search task. In this
section, we elaborate on why the visual analytics is especially
well-suited for similarity search tasks in general, before we
conclude with an explanation of why it is of significant
importance for the spatio-temporal domain to involve the
user in the definition and detection of (complex) spatial
events.
Humans assess two objects as being similar if they are considered to be comparable with respect to certain properties.
These properties can be either physical properties (e.g., dimensions, light reflectance, material, etc.) or semantic meta

Contribution Clarification
This section is taken from another work. See Section 2.1 for
further clarification.
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information (e.g., armchairs and chairs are functionally similar). For example, two books can be judged similar if they
share similar content, or two movies if they have the same
combination of genres. At the same time, two books can be
similar because of equally colored covers and movies might
be considered similar because of common actors. The notion of similarity is compound of different factors, including
users, preferences, different options to define and measure
properties, and also uncertainty.

[54]: Zahalka et al. (2014), Towards Interactive, Intelligent,
and Integrated Multimedia Analytics

[55]: Holmstrom (1948), Section
III. Opening Plenary Session

[56]: Ricci et al. (2015), Recommender Systems: Introduction
and Challenges
[57]: Swearingen et al. (2001), Beyond Algorithms: An HCI Perspective on Recommender Systems

Besides the goal of searching for similar items, there are
several other tasks that a user might want to accomplish.
According to the exploration-search axis, introduced by Zahálka
and Worring [54] in the field of Multimedia Analytics, there
are two extreme values, namely Exploration and Search.
In between those tasks, there are a variety of other tasks
such as Browsing, Summarization, and Ranking, etc. which
have to be considered as well when it comes to effective
retrieval since an analytical work-flow may not only consist
of similarity-search.
Digital data storage and processing enabled the research
of automated similarity queries and founded the scientific
area of information retrieval. A manual search for similar
objects might be appropriate for small collections. However,
with the advent of computers, the size of collections typically
found is increasing rapidly. Prominent examples are Spotify
with over 30 million songs and Amazon with over 200 million
products. These volumes of information clarify the need for
(semi-)automatic methods to retrieve and rank data items. A
first mentioning of automatic retrieval of similar objects by
Holmstrom [55] dates back as far as 1948. However, due to
increasingly more complex objects, larger collections, and
new user demands, automated similarity assessment is still
an active research field. The existence of challenges, such as
the Netflix Prize and conferences, such as the ACM RecSys,
illustrate the practical importance and relevance of working
on data- and user-adaptive similarity search.
Among other things, the interaction with Recommender
Systems and helping users understand how their actions
influence the recommendations are open challenges in the
field [56]. The effectiveness of a Recommender Systems is
dependent on more factors than just the quality of the similarity assessment method alone [57]. Similarity search should
create trust, should be comprehensible, and transparent. In
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the following sections, we identify interdepending factors
influencing similarity search. We highlight arising research
aspects and envision a visual analytics approach solving the
introduced challenges.

2.4.1 Foundations
Many influencing factors need to be considered when engaging with the subject of similarity search. We categorize the
influencing factors as building blocks of the respective pillars
of similarity search. An overview about the identified pillars
can be seen in Figure 2.1. In the following paragraphs, we
describe and explain the three pillars data, task, and user in
detail.
Data. Users need data to perform their retrieval tasks. Therefore, it is essential to pay particular attention when working
with data, since errors made in early steps, for example
during preprocessing, persist within the system and will
negatively impact the quality of the results. In the case of
Information Retrieval or Recommender Systems, data might
already be available beforehand, e.g., provided by a database
with records of some kind of media (music, videos, products,
images, etc.). Metadata describing the raw data, such as annotations, tags or derived data is usually available as well.
Finally, there is also user-generated data. Bobadilla et al. [58]
describe the two ways of user data acquisition, in the case

Data Acquisition
Data Selection
Preprocessing
Noise & Uncertainty
Modelling
Feature Extraction

Exploratory

Who they are

Annotation in
Context

Level of Expertise
…

…

What they want

Just Browsing

Confirmatory
Find Good Item

Normalization
…

Find Credible
Recommenders

Data Transformation

Feedback

Dimensionality
Reduction
…

[58]: Bobadilla et al. (2013), Recommender Systems Survey

Recommend a
Sequence
…

Characteristics

Collaboration
Insights
Feedback
…

Circumstances

Context
Perception
Cognitive Biases
…

Figure 2.1: An overview of the three pillars of similarity, Data, Task, and User. Each pillar consists of multiple
building blocks, which in turn can have more building blocks.
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[59]: O’Mahony et al. (2006), Detecting Noise in Recommender
System Databases

[60]: Amatriain et al. (2011),
Data Mining Methods for Recommender Systems

[61]: Needleman et al. (1970), A
General Method Applicable to
the Search for Similarities in the
Amino Acid Sequence of Two
Proteins
[62]: Smith et al. (1981), Identification of Common Molecular
Subsequences
[63]: Lew et al. (2006), ContentBased Multimedia Information
Retrieval: State of the Art and
Challenges
[64]: Skopal et al. (2011), On Nonmetric Similarity Search Problems in Complex Domains

of Information Retrieval and Recommender Systems. Data
can either be acquired explicitly, e.g., through user ratings,
comments, etc., or implicitly, e.g., by the number of times
a song was played. However, it is crucial to consider the
noise or uncertainty in the data, especially for Recommender
Systems, since there is not only natural, but also malicious
noise [59].
Since Recommender Systems use real-world data, often provided by users, preprocessing is vital to enable similarity
search providing relevant results. In data preprocessing, relevant descriptive features are derived and computed. These
features should describe the represented objects very accurately and simultaneously enable similarity assessments.
Amatriain et al. [60] give an overview of preprocessing methods in the context of Recommender Systems.
The choice of the right similarity measure, for example,
should be appropriate for the underlying data, even when
already dealing with abstract representation of objects, such
as feature vectors. The computation of feature vectors and the
selection of similarity (distance) measures is highly domain
dependent. A good example for the domain dependency
are tf-idf vectors for the retrieval of text documents, where
cosine similarity is one appropriate choice, since it ignores
the length of the text documents and finds items of similar
content. However, the similarity measure of genetic code –
represented by letters and being textual data from an abstract
point of view – employs other algorithms such as, Levenshtein, Needleman-Wunsch [61] or Smith-Waterman [62].
This holds also true for other types of data. Lew et al. [63]
provide an overview of such data types. Here, Skopal and
Bustos point out another important aspect to consider [64].
The ever-increasing complexity of data types and tasks gives
rise to the need for novel similarity measures. However, increasingly complex data types and tasks result in increasingly
complex similarity measures, and as the similarity measures
become more complex, they are more likely to be non-metric.
They identify a wide range of domains where non-metric
similarity measures are necessary and present state-of-theart techniques for efficient (fast) non-metric similarity search.
In addition, they show that although non-metric similarity
measures are necessary, the vast majority of similarity indexing techniques still rely on metric space restriction, which
severely limits the ability to tackle domain tasks. Therefore,
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future work is required for a more efficient search.
Task. Tasks in similarity search have different backgrounds
and goals, e.g., to explore data and formulate a hypothesis
or to confirm/reject an existing hypothesis. Herlocker et
al. [65] define eleven common tasks in which Recommender
Systems are beneficial and helpful for users. We use this
tasks exemplary to illustrate how the user’s task influences
the similarity search. The core recommendation task is to
Find Good Items with respect to a specific information need.
Early Recommender Systems [66] implemented this task
by providing the user with a sorted list of results. For this
kind of task, a range or k-nearest neighbor (k-NN) query
using a classical similarity method is sufficient. However,
depending on the definition of good items, adjustments of
the similarity method are needed. For instance, the task find
good hairdressers should not only consider the rating, but also
the location, price, user preference, etc. Another important
task is to Find All Good Items. In this case, neither the range
nor k is known, hence a simple range or k-nearest neighbors
query is not sufficient for this kind of task. A simplified
assumption would be, that all good items belong to the same
cluster. Then instead of searching for the items themselves,
one could search for the nearest cluster prototype. This task is
especially important for lawyers or patent examiners, where
missing one item can have a great impact. A third task is
Just Browsing. Here, the user wants to explore the item or
data space without a clear objective or information need. The
similarity search should provide users with new items that
might be of interest.
User. The user, applying similarity search to fulfill tasks on
data, is judging the success or failure of the similarity-based
application. User requirements are often complex and not
always free of ambiguity. Here, not only the interactions of
the user with the system need to be considered, but also
their personal characteristics and the context of their current
search. Users can have different levels of expertise in one or
another field [67]. Behavioral scientists, for example, search
for movement patterns differently than sport scientists might.
Humans are intrigued by their own perspectives and insights.
People are, consequently, often working collaboratively to
satisfy their information need.
Many more important characteristics for users exist and
influence the perceived similarity such as a user’s current

[65]: Herlocker et al. (2004), Evaluating Collaborative Filtering
Recommender Systems

[66]: Shardanand et al. (1995), Social Information Filtering: Algorithms for Automating “Word of
Mouth”

[67]: Picault et al. (2011), How to
Get the Recommender out of the
Lab?
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[68]: Adomavicius et al. (2011),
Context-Aware Recommender
Systems
[69]: Lau et al. (2007), Do People Experience Cognitive Biases
While Searching for Information?

location or time of day [68]. Additionally, not only the context,
but also the perception and cognitive biases of the user have
an influence during and after searching [69]. Currently, users
are integrated into the process of similarity search by giving
explicit feedback, for instance, by rating an item, or implicitly
by analyzing the items a user previously viewed or for how
long she or he viewed these items. Also, in E-commerce,
metadata available on the users are exploited to learn and
predict user preferences. Therefore, for a successful similarity
search, it is key to understand who the users are, what they
want to achieve, and under which circumstances they work
with the similarity search.

2.4.2 Research Aspects
Although similarity search is a well researched and discussed
area, there are many open challenges to tackle. Research
aspects are categorized with respect to the previously introduced facets of similarity search. This section is not intended
to be a complete and exhaustive survey of the state-of-theart. We rather envision and describe areas in which future
research has to cope with open questions.

[70]: Beyer et al. (1999), When Is
“nearest Neighbor” Meaningful?

[71]: Liu et al. (2015), Similarity
Learning for High-Dimensional
Sparse Data
[72]: Houle et al. (2005), Fast
Approximate Similarity Search
in Extremely High-Dimensional
Data Sets
[56]: Ricci et al. (2015), Recommender Systems: Introduction
and Challenges
[73]: He et al. (2016), Interactive
Recommender Systems: A Survey of the State of the Art and
Future Research Challenges and
Opportunities

Data Accessibility and Usability. A constantly increasing
main challenge for similarity search today, is that the employed data is often not accessible and usable enough. The
curse of dimensionality [70], for example, falsifies the assumption that as more describing features are used, the similarity
assessment will improve. Instead, severe effects on the similarity search have to be expected with an increasing number of
dimensions. A dataset containing 15 dimensions, for example,
can have a distance between the nearest neighbor close to the
distance of the farthest neighbor. Although state-of-the-art
similarity methods [71, 72] have shown that similarity search
in high-dimensional data is possible to a certain extent, the
selection of proper discriminative features and a semantic
meaningful combination is crucial and complicated. Another
challenge dealing with data is the preservation of privacy
as stated in [56, 73]. Besides ethical and legal issues it is
important to ensure that the intersection of query results of
different data sources does not reveal more information than
intended.
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Models for Data and Context. On top of the data accessibility exists a noticeable lack when it comes to appropriate
data and context models. This lack of data and context models is immediately affecting all of the introduced pillars in
Subsection 2.4.1. For example, automatic methods cannot
detect, handle, and remove all noise and uncertainty in the
available data of Recommender Systems [59]. This can, for
example, be illustrated by restaurant recommendations, assuming we have restaurants with noisy data of natural or
malicious origin. Should a restaurant with a noisy rating
still be considered as a good item, if it has otherwise positive
attributes such as price and location? Furthermore, offering
context-depending results of a similarity search helps in
recommending good items [68, 73].
Visualization and Interaction. Eventually, the easiest way
to provide a user with relevant items is to purely rely on the
data and a static similarity measure. However, incorporating
users by capturing their feedback and allowing them to
modify the query and/or the similarity measure already
improves the performance [24]. Nevertheless, visualizing
an abstract similarity space and explain why results were
found or not found is highly application and user dependent.
Additionally, a lack of traceability combined with missing
transparency [56] may lead to situations in which users
are unaware where their insights came from and how the
interactions with the system generated the results. As a
consequence, the task might change during the process of
analysis. YouTube, to name one famous example from one
of the largest Recommender Systems in the world, uses
Deep Neural Networks [74] for its recommendations. The
shift towards a deep learning approach comes at the loss of
transparency. For a given recommendation it is vague, how
the data was weighted and which factors influenced the result.
However, there are initial works proposing visualizations for
neural networks that might help to overcome this problem.
For instance, from Rauber et al. [75], which enables the
inspection of relationships between neurons and classes.

2.4.3 Methodology
In Subsection 2.4.1 we described how the multitude facets
of similarity search are influenced and influence each other.
Understanding how these facets interdepend is crucial in
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[59]: O’Mahony et al. (2006), Detecting Noise in Recommender
System Databases

[68]: Adomavicius et al. (2011),
Context-Aware Recommender
Systems
[73]: He et al. (2016), Interactive
Recommender Systems: A Survey of the State of the Art and
Future Research Challenges and
Opportunities
[24]: Seebacher et al. (2016),
Patent Retrieval

[56]: Ricci et al. (2015), Recommender Systems: Introduction
and Challenges

[74]: Covington et al. (2016),
Deep Neural Networks for
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[75]: Rauber et al. (2017), Visualizing the Hidden Activity of
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order to improve the design of Information Retrieval and
Recommender Systems. In the following, we envision how
such a system could be designed to support similarity search
in the best possible way.

[6]: Keim et al. (2010), Mastering the Information Age: Solving
Problems with Visual Analytics

[76]: Sacha et al. (2014), Knowledge Generation Model for Visual Analytics

[77]: Sacha et al. (2016), Analytic
Behavior and Trust Building in
Visual Analytics

As we need various opportunities to reflect expert knowledge in the analysis process, we propose to follow a visual
analytics process, as described by Keim et al. [6]. In visual
analytics, heterogeneous data sources are processed and
used to generate visualizations and models, thus enabling
users to apply visual as well as automatic analysis methods.
By interacting with the visualizations users are able to share
background knowledge and context information via interactions. This information is then used to update the underlying
model, which creates or updates models and visualizations.
Following such a tight coupling of user and system will result
in a continuous and mutual discourse, which will lead to
higher confidence and better results.
A high-level description of the human and computer processes in visual analytics is given by Sacha et al. [76]. It helps
to facilitate an understanding of the individual components
and concepts of the visual analytics process and their interactions. Their Knowledge Generation Model for visual analytics can
serve as a guideline on how to design new visual analytics
systems or how to evaluate existing ones. One recent example
where this is illustrated is the Note Taking Environment of
Sacha et al. [77], which design is based on the knowledge generation model. Additionally, they show how visual analytics
systems can be evaluated by measuring and investigating
the trust of the user in the system.
In order to show how applying the visual analytics process
can help tackle the open research aspects presented in Subsection 2.4.2, we incorporated them at the corresponding
component in the visual analytics process, as illustrated in
Figure 2.2. With the iterative and interconnected model for
visual analytics, we are able to reflect the interdependent
nature. This enables us to develop an understanding of the
interdependencies of the facets of similarity search and how
visual analytics can help tackle the open research aspects. The
rationales behind this integration are outlined as follows.
Both the visual analytics model as well as our proposed
pillars of similarity search have a data component, which
serves as a base for the automatic analysis via data mining
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Figure 2.2: Main research questions in similarity search integrated in the visual analytics model of Keim
et al. [6]. The iterative and interconnected model of visual analytics reflects the interdependencies of our
described research challenges.

or similarity methods. With respect to the previously stated
research aspects, data accessibility and usability questions
are faced here. The transformation of the original raw data
into meaningful and descriptive features is key for a successful similarity search. This transformation step is often
also iterative and influenced by the curse of dimensionality,
especially in the design phase of a similarity search visual
analytics system.
Models for data and context influencing the similarity search
as described as the second research aspect are key to understand how users employ Recommender Systems. Another
important aspect which still needs more attention in the
field of Recommender Systems are visualizations of both,
the results and the underlying model [73]. It is not only
important to identify, how a user can interact with these
visualization [78], but also what the rationales behind these
interactions are [79]. By capturing these interactions, as well
as contextual information, conclusions about the goals of the
users can be drawn. This enables us to train the underlying
model of the similarity search according to their expectations.
Consequently, by visual analytics we are able to enrich the
similarity search by “Insight Provenance” and traceability of
the results.
As the key ingredients of visual analytics are visualization
and interaction, the overlap to the third research aspect is

[73]: He et al. (2016), Interactive
Recommender Systems: A Survey of the State of the Art and
Future Research Challenges and
Opportunities
[78]: Amar et al. (2005), LowLevel Components of Analytic
Activity in Information Visualization
[79]: Yi et al. (2007), Toward a
Deeper Understanding of the
Role of Interaction in Information Visualization
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[80]: Endert et al. (2014), The Human Is the Loop

granted per se. Visualization and user interaction can be
used to utilize the user’s domain knowledge [80]. In a twodimensional spatial visualization of documents, documents
are distributed by their similarity to each other. By spatially
rearranging documents, for example by drag-and-drop, users
can communicate to the system, which documents they find
similar, which in turn trains the similarity model according to their feedback. As a consequence, the user’s domain
knowledge is captured, interpreted, and applied to the whole
dataset.

2.5 Summary
In this chapter, we have discussed the necessary background
and foundations for the subsequent chapters of this dissertation. We emphasized three basic building blocks in
particular. First, that focusing on spatial events is a suitable
fit for the more analysis of spatio-temporal data. This allows
the analysis to be elevated to a higher level of abstraction.
This focus on spatial events is necessary because using the
raw data for visualizations and further in-depth analysis is
too unwieldy. Second, we argue that for certain domains,
such as the analysis of collective behavior which is just now
emerging, a straightforward consideration of spatial events
is not sufficient. In these domains, further factors have to
be considered, for instance semantic relationships and dependencies between occurring events or external influences
and constraints. We refer to spatial events that take such
attributes and characteristics into account as complex spatial
events. Finally, we show why visual analytics is particularly
suitable for the investigation of spatial events.
We mainly argue for the use of visual analytics in similarity
search and information retrieval processes considering data,
different tasks and different users. The similarity search task
of identifying and extracting spatial events from raw spatiotemporal data is a crucial first step for the later analysis. In
many domains where, for example, spatial events need to be
detected for further analysis, the users are sometimes able
to intuitively define event complex spatial events manually,
although this can become be extremely time-consuming.
For example, in soccer, coaches can provide their players
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with immediate suggestions for possible free spaces in video
footage, which may be suitable targets for passes.
However, teaching this intuitive definition to a computer
can become extremely complex. In order to support users in
this definition, the complexity of query generation has to be
offloaded from the user onto the system as much as possible.
For this, visual analytics approaches, such as those we discuss
in detail in Chapter 4, are suitable because they replace
textual descriptions or complex mathematical formulas with
visual abstractions that users can use to interactively create
definitions of spatial events and immediately inspect the
found results.
The approach we describe in this chapter focuses primarily on
the suitability of visual analytics in the context of similarity
search. However, we are confident that the points described
here can be generalized, and we thus seamlessly tie in with existing work in the area of temporal and spatio-temporal data
analysis. Other research also supports the idea of the triangle
of data, user, and task for visual analytics of time-oriented
data [81]. For most domains and applications, these aspects
largely determine which visual representation, analytical,
and interaction methods are most suited for the task at hand.
Hence, these considerations also implicitly serve as the basis
for selecting visual, analytical, and interaction methods in
our later examples, as shown in Chapter 3 and Chapter 5.
In conclusion, although our approach mainly focuses on
the suitability of visual analytics for similarity search, a
direct connection can be made with spatio-temporal data
analysis. Andrienko et al. even show that extracting spatial
events followed by analyzing their distribution and other
characteristics is a general approach that can be used to
analyze various spatio-temporal data [12]. For this, however,
the events or spatial events must first be extracted from the
raw data, as both Aigner et al. and Andrienko et al. make
clear [10, 12]. As we described in this chapter, visual analytics
approaches are particularly suitable for this step, which we
show in the realizations in Chapter 4.

[81]: Miksch et al. (2014), A Matter of Time

[10]: Aigner et al. (2011), Visualization of Time-Oriented Data
[12]: Andrienko et al. (2013), Visual Analytics of Movement
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The research in this dissertation as identified in Section 1.1
and summarized in Research Question 1 tackles the question
how to integrate users and experts in the analysis process of
spatio-temporal data. As discussed in Chapter 2, we focus on
spatial events, in order to lift the analysis on a higher level of
abstraction and apply the visual analytics methodology in order to ensure a close involvement of the human. An overview
of the visual analytics loop of Keim et al. [82] is shown in
Figure 3.1. The visual analytics loop relies on well-known
and proven concepts, such as the information visualization
reference model [83] in order to generate visualizations or
the knowledge discovery in databases pipeline [84] to generate machine learning models. What makes visual analytics
unique and so powerful is the close coupling of automated
and visual analysis through interactions. Model visualizations can help to evaluate the findings of the generated
models and insights from the visualizations can be used to
steer the model building process in the automatic analysis.

3.4 Summary . . . . . . . . 87

Research Question 1
How can we ensure the integration of subject matter
experts in the visual analytics loop for the necessary
tight coupling of automatic
and visual methods to enable
a event-focused analysis of
spatio-temporal data?
[82]: Keim et al. (2008), Visual
Analytics
[83]: Card et al. (1999), Readings
in Information Visualization
[84]: Fayyad et al. (1996), From
Data Mining to Knowledge Discovery in Databases

Interaction
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Model
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Figure 3.1: The visual analytics model, as defined by Keim et al. [82]

In the following chapter, we demonstrate how we can integrate researchers and experts in the visual analytics loop
presented by Keim et al. Apart from interactive visualization

Knowledge
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and the application of machine learning and data mining
methods, we present two aspects of the visual analytics loop
in particular. First, in Section 3.2 we show, how we can generate model visualizations for machine learning algorithms in
the spatio-temporal data domain. Afterwards, in Section 3.3,
we demonstrate how interactive visualizations can be used
to steer the model building process.
Contribution Clarification
Parts of this chapter are taken from the following works:
Section 3.2: Daniel Seebacher, Matthias Miller, Tom Polk,
Johannes Fuchs, and Daniel A. Keim. Visual Analytics of
Volunteered Geographic Information: Detection and Investigation of Urban Heat Islands, IEEE Computer Graphics and
Applications, 2019 [18].
Section 3.3: Daniel Seebacher, Johannes Häußler, Michael
Hundt, Manuel Stein, Hannes Müller, Ulrich Engelke, and
Daniel A. Keim . Visual Analysis of Spatio-Temporal Event
Predictions: Investigating the Spread Dynamics of Invasive
Species, IEEE Transactions on Big Data, 2018 [19].
Please refer to Section 1.3 for details.

3.2 Model Visualization
Contribution Clarification
This section is taken from another work. See Section 3.1 for
further clarification.

[7]: Andrienko et al. (2020), Visual Analytics for Data Scientists

To integrate users into the analysis process of spatio-temporal
data, we focus on visual analytics, which “is the science and
practice of analytical reasoning by combining computational
processing with visualization. These are tightly-coupled using interactive techniques so that each informs the other [7].”
In this section, we show how model visualizations via interactive visual interface help the analysts to see and understand
the output of the automatic machine learning and data mining methods in their spatial and temporal context, as shown
in Figure 3.2, and highlight how we can visualize the effects of
the users interactions and parameter settings on the analysis
results. We exemplify this approach with an application for
the visual-interactive investigation of urban heat islands.
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Figure 3.2: Model visualizations
of the machine learning and data
mining components can help experts to understand the analysis
output in the spatial and temporal context and highlight the
impact of changes in the model.

3.2.1 Domain Description
The number of people moving into urban areas is constantly
increasing. There are many potential reasons for this, such
as better career opportunities or increased mobility. In 2014,
about 54% of the population lived in urban areas; urbanization experts predict this number will rise to 66% by 2050 [85].
The urbanization process and the increase of the industrial
sector resulted in numerous anthropogenic modifications to
the environment such as buildings and streets, leading to a
decrease of green spaces in urban areas [86].
This ongoing development has several negative consequences
on human health, such as raised noise exposure, heightened
air pollution, and increased heat stress [87]. Within cities in
particular, sources such as industrial processes, building air
conditioning, and transportation increase anthropogenic heat
generation. Paving materials, such as black asphalt, generate
more heat that is then trapped by tall buildings that disrupt
the air flow. These effects all contribute to an increase in
temperature in urban areas and are known as the urban heat
island (UHI) effect. The level of urbanization plays a crucial
role in the severity and frequency of urban heat islands, as
shown by the average temperature for different areas with
different levels of urbanization in Figure 3.3.
The urban heat island effect has social, economic, and meteorological ramifications. First, it has direct negative conse-

[85]: World’s Population Increasingly Urban with More
than Half Living in Urban
Areas. world - urbanization prospects- 2014.html (visited
on 02/09/2021).
[86]: Kalnay et al. (2003), Impact
of Urbanization and Land-Use
Change on Climate
[87]: Godfrey et al. (2005 MarApr), Urbanisation and Health
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[87]: Godfrey et al. (2005 MarApr), Urbanisation and Health

quences on human health. For example, urban heat islands
can lead to dehydration, heat strokes and a generally increased mortality rate due to heat stress, especially for elderly
people [87]. The likelihood of prolonged heat stress is further
exacerbated by global warming. However, this development
could be limited by reducing the quantity and intensity of
urban heat islands.

Figure 3.3: Average temperature
at different urbanization area levels.

1: wunderground.com
2: opensensemap.org
3: sensor.community

To reduce the number of urban heat islands in urban areas,
their occurrence in cities must be made analyzable to enable
an understanding of their underlying causes. This requires
fine-grained resolution data that can provide urban planners
or meteorologists with information on the effects of different building materials, specific building geometry, or green
spaces. However, traditional data sources usually cannot
meet these requirements. Satellite data, such as from MODIS,
has a coarse spatial resolution of about 1km, as well as a
coarse temporal resolution with only two measurements per
day. National weather stations, such as those of the German
Meteorological Service, are often located outside of cities
and thus cannot provide information on the development of
urban heat islands in urban areas. Volunteered geographic
information (VGI) can help to close this gap in the data.
Possible sources are private weather station networks, such
as “Weather Underground” 1 , “openSenseMap” 2 , or “Sensor.Community” 3 that provide access to over thousands of
weather stations in Germany alone, compared to approximately 300 stations provided by the German Meteorological
Service. Thus, data with higher spatial resolution is available,
providing a better foundation for spatio-temporal temperature models. The use of this data source also leads to new
challenges, such as data uncertainty or the handling of hundreds or thousands of data stations, their analysis, and the
visualization of relevant information.

3.2 Model Visualization
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The aim of this section is to support domain experts, such as
city planners or meteorologists, in the detection and investigation of urban heat islands and, by doing so, also improve
their understanding of urban heat islands. We contribute
an interactive visual analytics application that consolidates
automatic predictive analysis and glyph-based overview
visualizations. We tailor existing methods to this specific
application to enable users to adjust input parameters and
visually explore spatial and temporal information while considering the geographic context. The application is evaluated
through two different use cases, highlighting the generalizability of our approach.
The remainder of the paper is structured as follows: In
Subsection 3.2.2, we give an overview of related work and
emphasize how we position our research. In Subsection 3.2.3,
automatic methods for the detection of urban heat islands
are presented and, in Subsection 3.2.4, we present suitable
combinations of visualization and interaction methods. Afterwards, the capabilities of our tool are demonstrated by two
use cases in Subsection 3.2.5. The drawbacks and benefits of
our approach and directions for future work are discussed in
Subsection 3.2.6 with a subsequent conclusion in Subsection
3.2.7.

3.2.2 Related Work
The related work section is inspired by three main categories
of research: (1) Automatic methods to detect and predict
urban heat islands. (2) Spatial, temporal and spatio-temporal
representations to facilitate the detection of interesting spatiotemporal patterns. (3) Visual analytics methods to visually
explore results of an automatic analysis for understanding
causes of the emergence of UHI.

Prediction of Urban Heat Islands
There are two ways to predict urban heat islands. First,
physical or numerical simulation models can be used to
formulate the behavior of complex systems by mathematical
functions and to make them calculable. One example is the
Urban Weather Generator from Bueno et al. [88] which uses
different models such as the vertical diffusion model or the

[88]: Bueno et al. (2012), Prediction of the Urban Heat Island
Effect to Be Used in Building Energy Analyses
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[89]: Voelkel et al. (2017), Towards Systematic Prediction of
Urban Heat Islands

Urban Canopy and Building Energy Model to calculate hourly
values of urban air temperature and humidity. This model
achieved quite accurate results, with an expected error of
around 1 Kelvin. Alternatively, machine learning methods can
be used. For example, Voelkel and Shandas [89] use Random
Forest classification for the prediction of urban heat islands.
Such approaches were able to make reasonable predictions
of urban heat islands, while having the advantage that the
used methods are general and can be easily transferred to
other areas. Currently, a compromise must usually be made
when deciding which of the two approaches to use. Machine
learning methods are usually very efficient and generalizable,
but they often suffer from the fact that they are black-box
methods, which cannot provide an explanation on how the
results were achieved. This is not the case with the simulation
models, since here it can be precisely investigated how the
results were calculated.However, they suffer, for example,
from a lack of generalizability, since they are often developed
for a specific scenario or parameter range.

Spatio-Temporal Event Visualizations

[90]: Ferreira et al. (2011), BirdVis:
Visualizing and Understanding
Bird Populations
[91]: Gimpel et al. (2006), The Political Geography of Campaign
Contributions in American Politics

[92]: Fish et al. (2011), Change
Blindness in Animated Choropleth Maps

[93]: Diehl et al. (2015), Visual Analysis of Spatio-Temporal
Data

[94]: Fuchs et al. (2013), Evaluation of Alternative Glyph Designs for Time Series Data in a
Small Multiple Setting

Urban heat islands can be considered to be spatio-temporal
event data. Heatmaps are often used for this type of data to
convey spatial distribution and density [90]. Another common visualization for spatial data are choropleth maps [91],
which are similar to heatmaps, except that they use geographic boundaries, such as states or counties to aggregate
the data. Similar to heatmaps, choropleth maps also struggle
with the visualization of spatio-temporal data. Often animation is used to convey the temporal aspect of the data.
However, studies show that larger animated choropleth maps
cause issues such as change blindness and change blindness
blindness [92].
Visualizing spatio-temporal data, such as weather forecasts,
there are two common visualization approaches. The first
consists of multiple coordinated views which are connected
through linking [93]: the single visualizations represent only
either spatial or temporal aspects. Users have to simultaneously read multiple views to understand connections within
the data. Unfortunately, this approach leads to increased
cognitive user load [94]. The second common visualization
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approach is to enrich maps with additional information,
using, for instance, with glyph-based visualizations [19].
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[19]: Seebacher et al. (2019), Visual Analysis of Spatio-Temporal
Event Predictions

Spatio-Temporal Event Visual Analytics

The increasing amount of available data, partly due to volunteered geographic information, enables researchers to create
prediction models for future trends or events or to identify
causes and interrelations between outcomes and the input
data. Incorporating the user into this automatic analysis is one
of the core concepts of visual analytics [82]. Various domains
benefit from incorporating domain experts in the analysis
process, including the analysis of spatio-temporal event predictions [19]. Additionally, the spatio-temporal events can be
used as a basis to derive higher level features, such as the
movement of people [95].

[82]: Keim et al. (2008), Visual
Analytics

[19]: Seebacher et al. (2019), Visual Analysis of Spatio-Temporal
Event Predictions
[95]: Kim et al. (2018), Data Flow
Analysis and Visualization for
Spatiotemporal Statistical Data
without Trajectory Information

Positioning

In this dissertation we build on the aforementioned related
work and create a predictive visual analytics application
by tailoring existing methods to the specific application of
detection and the spatial and temporal study of urban heat
islands. We create a geographic information system that uses
a map-based spatial visualization in combination with a
glyph-based visualization, as this design has proven to be
effective in similar contexts in several applications [96, 97].
We use the glyph-based visualization to display the spatiotemporal distribution of the occurrences of UHI in cities, and
we enhance the glyph to simultaneously provide information
on possible local causes for the occurrence by displaying the
area amount of land use and land cover in the surrounding.
Additionally, we incorporate automatic analysis methods that
can be interactively steered and refined by user interactions
to enable the analysis of complex predictive visual analytics
scenarios. We incorporate additional abstract and temporal
data visualizations to steer the user to interesting periods
of time and to examine the impact of meteorological and
topographic features as land-use and land-cover on the
prediction outcome.

[96]: Andrienko et al. (2017),
Revealing Patterns and Trends
of Mass Mobility through Spatial and Temporal Abstraction
of Origin-Destination Movement
Data
[97]: Zhou et al. (2019), Visual Abstraction of Large Scale Geospatial Origin-Destination Movement Data
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3.2.3 Classification

[98]: Trihamdani et al. (2017), Impacts of Land Use Changes on Urban Heat Islands in Hanoi, Vietnam
[99]: Susca et al. (2011), Positive
Effects of Vegetation
[100]: Lo et al. (2003), Land-Use
and Land-Cover Change, Urban
Heat Island Phenomenon, and
Health Implications

[89]: Voelkel et al. (2017), Towards Systematic Prediction of
Urban Heat Islands

The prediction of the urban heat island effect is a complex
problem that depends on a multitude of factors that are
responsible for the increased temperature phenomena occurring in urban areas. The ongoing urbanization process
leads to anthropogenic changes in the land use, such as the
replacement of vegetation and green areas by residential and
industrial areas [98], which are essential for the mitigation
of higher temperatures [99]. According to Lo and Quattrochi
land-cover characteristics, such as the used building materials and their properties such as degree of absorption,
radiation properties, albedo, and evaporation rates, are also
influencing factors [100].
In general, we want to tackle a classification problem in this
work. Based on historical meteorological and environmental
data, we want to train a classifier to ascertain the explanatory
variables for the spatio-temporal occurrence of urban heat
islands in cities to better understand their emergence. We follow an approach that is similar to Voelkel and Shandas [89]:
we combine land use and land cover features with meteorological features and employ machine learning algorithms for
the prediction of urban heat islands. We describe the dataset
that we used in detail and present an evaluation of different
machine learning algorithms and their performance in the
following section.

Data Foundation
For the meteorological data, such as temperature and precipitation, we collect global and local weather data for individual
cities in Germany. The global meteorological data for a city
is provided by the German Meteorological Service (DWD).
DWD s have a good quality with high accuracy and low
uncertainty. However, most DWD stations are situated outside of the city area, thereby providing no measuring points
within cities where the UHI effect occurs. To fill this gap in
the data, we rely on more localized data recorded by private
weather stations. However, one must be careful in using
these datasets, as the quality of the data is not examined
thoroughly. We faced an issue with stations that are located
inside of buildings, which are characterized by providing constant temperature values at room temperature, and stations

3.2 Model Visualization

47

Figure 3.4: Distribution of private weather stations (blue circles) and stations from the DWD
(red squares) in and around the
city of Karlsruhe. The volunteered dataset provides a more
fine-grained spatial distribution:
28 stations in the city of Karlsruhe.

with strongly deviating or opposing temperature patterns.
Nevertheless, even after applying these filtering steps, cities
such as Karlsruhe (about 300,000 inhabitants) contain 28
stations distributed within the city, allowing a closer look
at the emergence of urban heat islands. The distribution
of these stations is shown in Figure 3.4. The distribution
of the weather stations corresponds approximately to the
distribution of the built-up areas and consequently serves
as an acceptable data foundation. For example, a large area
in the north of Karlsruhe is visible in which no weather
stations are present due to the forest area in this region.
Since forests are not suffering from the urban heat island
effect the prediction of the UHI effect is not interesting. In
contrast, there are several stations in the city center which
are only a few hundred meters apart. Throughout Germany,
we have over 1800 stations located within city boundaries.
These city stations can be used to identify places and times
of the emergence of urban heat islands. A heat island is
defined as a location that has a higher temperature than its
surrounding area. We calculate the average temperature of
the surrounding stations within a radius of 1 km using a
bilinear interpolation strategy. Thus, closer stations have a
higher influence and more distant stations a lower influence.
Afterwards, we introduce a threshold value that determines
the amount of temperature difference (with respect to the
average temperature values of neighboring stations) needed
for a specific location to be classified as an urban heat island.
Through initial experiments, we have determined this thresh-
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[101]: Heat Island Effect. https:
/ / www . epa . gov / heatislands

(visited on 02/09/2021).

old to be 1◦ Kelvin, which is the minimum annual mean air
temperature difference, that a heat island is warmer than
its surrounding, according to US Environmental Protection
Agency [101]. We perform this thresholding hourly for each
station over the course of the year 2016, resulting in a binary
classification dataset including ≈ 16 million data points.

We enrich this large dataset by meteorological information
provided by the DWD, namely: Air Temperature, Soil Temperature, Relative Humidity, Cloudiness, Precipitation, Air Pressure,
Sunshine Duration, Wind Direction, and Wind Speed. Additionally, we add land-use and land-cover information from
OpenStreetMap. We considered the surrounding area within
the radius of 1 km around each station to be relevant and
aggregated the surface area characteristics into five different
categories: Water Area, Green Space, Sand/Stone Area, Residential or Institutional Buildings, and Industrial Territory. These five
categories were chosen in consideration of heat absorption
and radiation characteristics of different surfaces.

Classification of Urban Heat Island Events
Table 3.1: Classification model
evaluation results sorted by accuracy.

[102]: Shao et al. (2011), Prediction and Visualization for Urban
Heat Island Simulation
[103]: Xi et al. (2010), Prediction
of Urban Heat Island Intensity in
Chuxiong City with Backpropagation Neural Network

Classification Model
Random Forest (RF)
Decision Tree (J48)
Multilayer Perceptron (MLP)
Naive Bayes (NB)

Accuracy

Cohen’s 𝜅

82.3 %
79.2 %
75.9 %
52.7 %

.647
.584
.519
.055

To identify locations where the UHI effect occurs and to
enable an analysis of the influencing causes, we train prediction models with well-known machine learning algorithms.
To compare our results to those of Shao et al. [102] and Xi
et al. [103] we compare Neural Networks, Random Forests,
Decision Trees and Naive Bayes against each other. To decide
which machine learning method is the most appropriate for
our application, we examine their performance in a quantitative evaluation.
We perform a 5-fold cross validation, i.e., we divide our
dataset into five folds and use four folds for the training
and one fold for the testing of the classifier. The results of
this evaluation are reported in Table 3.1. In our case, the
Random Forest classification has the best performance, with
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Figure 3.5: Our system consists of five components that can be flexibly resized by the user: the Feature Input
Panel (a) allows to predict the influence of 15 environmental parameters on the UHI event outcome. The
colors correspond to the Nightingale glyph in (b). The Nightingale glyph map (b) visualizes the temporal
occurrence of UHI events and the surrounding spatial context of stations in Karlsruhe. The system status panel
(c) displays information feedback about the system’s state to the user. The interactive calendar view (d) depicts
the number of hotspot and their intensity for each day over an entire year. Users can select time ranges to
filter the Nightingale glyphs in (b). The time selector (e) enables users to apply an hourly-based filter to both
the Nightingale glyph map (b) and the calendar view (d) using the clock metaphor.

an accuracy of 82.3% and a Cohen’s 𝜅 score of .647. Thus, we
decided to use Random Forest classification for the prediction
of the emergence of the UHI effect. However, this does not
mean that this evaluation contradicts the results of Shao et
al. and Xi et al. as we have used standard parameters in our
case and have not optimized the classifiers, since this is not
the main contribution of this work.

3.2.4 System
During our research on the subject area and in preliminary
discussions with domain experts, we have have identified
three requirements that our system must meet to support
experts in analyzing the circumstances of the emergence of
urban heat islands:

R1) When do urban heat islands occur? We need suitable visualizations that enable the experts to analyze when
urban heat islands are emerging and if there are temporal pattern, such as correlations in the occurrence of
urban heat islands.
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R2) Why do urban heat islands occur? To understand why
urban heat islands emerge, we connect temporal and
geo-spatial information about the occurrence of urban
heat island events. This enables us to bring the occurrences into its context.
R3) How can we mitigate the urban heat island effect? In order
to mitigate the urban heat island effect in cities, we need
to understand what effects planned urban measures
and climate changes have on the emergence of urban
heat islands. Therefore, we have to enable the experts
to play through what-if scenarios to check whether,
for example, planned structural changes promote or
reduce the emergence of heat islands.
To support the analysis of our predictions of the occurrence of
the urban heat islands and to tackle our three stated requirements, we have developed a visual-interactive application,
which is shown in Figure 3.5. In particular, we are analyzing
the urban heat islands in 2016 for the city of Karlsruhe in Germany. As shown in Figure 3.4, we investigate 28 stations in
detail. The application consists of several components, which
can be resized and rearranged by the user, facilitating the focus on the most relevant components for a given task. We use
a calendar-view visualization to display the distribution and
intensity of urban heat islands for 2016. These visualizations
can also be used for the temporal filtering of date and time
ranges. In addition, we offer a map visualization in which we
use a combination of a radial glyph and a nightingale chart
to encode the temporal distribution of urban heat island
events and additional context information such as surface
characteristics in the surrounding of the stations on the map.
Finally, we offer an intuitive input panel that allows the user
to investigate arbitrary what-if scenarios. To do this, the user
can adjust one or more variables of interest, which alter the
input for the prediction with the trained Random Forest
classifier. In the following, we describe all used components
in detail.

Temporal Components
To fulfill requirement R1, the visualization of the temporal
distribution of the occurrences of the urban heat islands over
the year and for the temporal filtering of the data we have

3.2 Model Visualization

51

implemented a calendar view, as depicted in Figure 3.6 and a
clock-inspired visualization, as shown in Figure 3.5 (e). These
components were selected to use known metaphors such as
calendars and clocks to visualize the temporal distribution
of the occurrence of the urban heat islands and to enable the
application of hourly and date range filters on the data.
On the one hand, we visualize linear time series data to
enable temporal correlation exploration: e.g., the frequency
of UHI events over a year. On the other hand, we have to be
able to reveal cyclical time series patterns providing valuable
information to domain experts, for example an increase or
a decrease of the occurrences at the weekends. In order
to address these two requirements, we decided to use a
calendar view. Each day is represented by a date cell. This
facilitates the users to determine whether the occurrences
are due to the season, the day of the week, or some other
correlation [104]. We use color to encode the number of UHI
as well as their intensity, because color allows us to better
visualize the progression. This also facilitates to quickly
recognize outliers, for example, a day without UHI in a
week with many UHI. However, color as a visual channel is
less effective for encoding of actual values than, for example,
length. Therefore, we offer tooltips to display the exact values
on demand.

[104]: Van Wĳk et al. (1999), Cluster and Calendar Based Visualization of Time Series Data

In the outer area of each date cell, we encoded the number of identified hotspots of the respective date by using a
linear mapping of the number of hotspots to a continuous
white-blue color scale as described in Figure 3.7. Similarly, we
represent the average urban heat island intensity by exploiting a continuous yellow-red color scale. Details-on-demand
are interactively available on hover to get precise information

Figure 3.6: Calendar overview:
provides a temporal overview
using a weekly structure. Each
day is represented by square that
simultaneously provides both information about the UHI intensity and the number of hotpots.
Users can alter the visualization
to focus on only the number of
UHI (center) or the UHI intensity
of each day.
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Figure 3.7: Calendar view legends. The number of identified
hotspots is encoded by a continuous white-blue color scale.
The inner part of the square displays the average UHI hotspot
intensity (> 50%) of all identified hotspot stations on a respective day using a continuous
yellow-red color scale.

such as number of hotspots and hotspot intensity. Additionally, the calendar view is linked to the other visualizations
and allows to filter the data by selecting an individual day
or a user-defined period of time, which then updates the
information visualized in the other components. Likewise, if
filtering is performed in another visualization, the calender
view will be updated as well.
In addition to the calendar view, we have implemented a
clock-based time selector. This component enables the user
to filter the represented information by the time of day,
which allows for an in-depth analysis of the occurrences
of urban heat islands within different time periods of the
days. This clock-based time selector and an example showing
the selection of a time period between 7 a.m. and 6 p.m. is
depicted in Figure 3.5 (e).

Spatio-Temporal: Nightingale Glyph

[105]: Fuchs et al. (2004), Visualizing Abstract Data on Maps

[94]: Fuchs et al. (2013), Evaluation of Alternative Glyph Designs for Time Series Data in a
Small Multiple Setting
[106]: Nightingale (1987), Notes
on Matters Affecting the Health,
Efficiency, and Hospital Administration of the British Army:
Founded Chiefly on the Experience of the Late War

To meet requirement R2, we need to bring the temporal occurrencesof the urban heat islands into their spatial context.
Hence, we havedecided to apply a radial glyph-based strategy. This strategy enablesus to visualize both the temporal
distribution and further information directly on the map,
which, according to Fuchs et al. [105], requires less cognitive
user effort than linking multiple views.Additionally, a radial
glyph-visualization of the time-oriented data has proven to
be more effective for specific tasks, such as picking particular
temporal locations, as highlighted in a study by Fuchs et
al. [94].
In Figure 3.8, the design of our glyph-based visualization
is introduced. Its inner segments can be used to encode
different information. In our case, we encode the distribution
of land use and land cover features in the vicinity of a station
with the help of a Nightingale Rose Chart [106], where we
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(a) Nightingale glyph: The inner group represents the geographic section of the glyph representation. Every segment indicates the amount of a certain
area, that is located within a radius of 1km around a private
weather station. To the right
a colored legend describes the
five different area types.

(b) The outer group visualizes the temporal progress of
the UHI index using a clockwise ordering. Every segment indicates the UHI intensity of the respective temporal unit (hour, day, month,
date range). Here, 24 hours
are displayed: one segment
per hour.

map the fraction of the total area to the radius. Although
this introduces a bias for areas with a larger fraction of
the total area, since they are assigned a disproportionately
large area in the chart, this facilitates users to recognize
the predominant areas more easily. Alternatively, the inner
area segments could be altered to convey meteorological or
statistical features. The outer ring, we visualize the temporal
intensity of urban heat island events of a station in each time
segment using a continuous color scale from green to red.
Green color indicates low UHI event occurrences whereas
red color indicates more UHI events in a specific time slot.
The time segments are arranged radially clockwise around
the inner visualization area and the first time segment of the
selected period starts at 12 a.m. The time segments can be
chosen arbitrarily so that users can retrieve details about the
intensity of the urban heat islands for every day hour or the
months of the year.
The nightingale glyphs are positioned on the map at the
geographic position of stations available in the data, allowing
us to encode additional context information on the map, as
well as the temporal distribution of the occurrence of UHI
events for the respective station. Also, the color scale of the
time segments can also be changed to visualize different
information. We use this feature to enable the user to inspect
the outcome of a user-steered what-if scenario. Instead of
merely showing the distribution of the occurrence of urban
heat islands after a change in the input parameters, the user
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Figure 3.8: An explanation of the
Nightingale glyph visualization.
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can switch to a blue-white-red color scale, which visualizes
the difference between the prediction and the original values.
A reduction in the number of urban heat island events within
a period is indicated by a blue color, an increase in red.
White color indicates no change for a specific time segment.
The color tone is mapped to the strength of the difference,
with a strong increase or decrease being mapped to a strong
red or blue color. This approach was chosen to emphasize
the temporal aggregated changes of UHI events which are
illustrated in the example in Figure 3.9.
Feature Input Panel
To support exploration and to investigate the effects of climate
or land use changes, as stated in requirement R3 , we provide
a Feature Input Panel (FIP) that is presented in Figure 3.10.
Users can use the FIP to interactively steer various parameters.
With the help of this graphical interface, users can generate
both simple and complex scenarios fitting their questions.
For example, how could a change in the cityscape such as an
increase of the industrial sector or a climate change resulting
from global warming affect the UHI situation?
In the input panel, sliders are provided that allow the user
to manipulate values for any of the 15 parameters used for
the prediction of urban heat island events. In the standard
configuration, the sliders are set to 0, which corresponds to
no change in the values from the default state. Moving the
slider to the left decreases a value, while moving it to the right
increases it. The user can adjust these sliders to interactively
generate delta values that are then applied to the measured
values of the regarded time period to alter the input values
for the prediction. This can be used, for example, to increase
the temperature to simulate scenarios with warmer climate
or reduced wind speeds like large buildings in the cityscape
are acting as wind breaks. If the users change one of the
land use characteristics, such as the residential areas, the
sliders of the other land use characteristics are automatically
adapted. For example, if the residential area is increased
by 40%, the water, green, dry and industrial selectors are
reduced by 10% each. This ensures that the area used for
the prediction always remains at 100% to simulate more
realistic situations. Moreover, users can arbitrarily adjust
all parameters of interest simultaneously to generate more
complex scenarios.
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3.2.5 Use Cases
In this section, we want to highlight how our system can help
domain experts in the investigation of the emergence of urban
heat islands. We show the usefulness of our trained classifier
in combination with the selected components presented in
the previous section in two use cases. The first use case is
the analysis of the impact of industrialization in urban areas
and in a second use case we examine the impact of global
warming. Both use cases will be performed for stations in
the city of Karlsruhe in 2016.

Increase of Industry Area Level

(a) Default occurrences of UHI in
Karlsruhe
when
applying
hourly
aggregation.

(b) UHI occurrences,
after a 60% increase of
the industrial sector in
the stations’ surrounding.

(c) Difference view
showing the changes
between the initial
situation depicted in
view (a) and the adjusted situation displayed in view (b).

To investigate the impact of increased industrialization in
urban areas on the occurrence of urban heat islands we
simulate this scenario by using the introduced Feature Input
Panel, as described in Subsection 3.2.4 by increasing the
delta of the industrial area to 60%. As described earlier, this
decreases the delta of the water, green, dry and residential
area by 15% each, to keep the area at 100%. After the delta
values are chosen, the prediction can be repeatedly executed
to simulate a cityscape with 60% increased industrial area.
The results of both the initial and the modified scenario are
shown in Figure 3.9.
The cityscape in Karlsruhe, which can be explored in Figure
3.9a through the nightingale chart glyphs, is dominated by

Figure 3.9: Effects of increased
industrial area level on the occurrence of UHI events. With the
help of the difference view, users
can be observe how growth of
the industrial sector leads to a
considerable increase of urban
heat island events.
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much green space. This leads to a small number of urban
heat islands. However, this can be greatly changed by the
change of the spatial surface characteristics. By increasing
the industrial area by 60% and reducing the other areas by
15% each, we create the scenario depicted in Figure 3.9b. A
direct comparison with Figure 3.9a shows that this increase
of industrial areas would increase the number of urban heat
islands. The difference view that is displayed in Figure 3.9c
supports this result and emphasizes the UHI prediction differences for each station. The glyphs in Figure 3.9c are almost
always consistently red, which indicates that, compared to
the standard situation, the number of urban heat islands has
risen sharply and thus shows the negative effects of increased
industrialization without compensating areas.

Warmer Climate

Figure 3.10: Adjusted feature parameters to simulate a warmer
and drier weather situation.

With the help of our Feature Input Panel, even more complex
scenarios can be simulated and analyzed. For example, we
can explore the effects of global warming on the severity
of urban heat islands in cities. To create such a scenario,
we need to adjust meteorological parameters in our Feature
Input Panel as shown in Figure 3.10. The parameter selection
simulates a warmer and drier weather situation which could
be a result of global warming processes. The prediction is
then recalculated to enable analysis of the selected scenario.

3.2 Model Visualization

57

The effects of this simulation can be analyzed using the
calendar view in combination with our clock-based time
selector to focus on interesting day hours. This enables us to
investigate how the annual distribution of urban heat island
events develops in the context of global warming and what
impact it has at various times of the day. For example, Figure
3.11 shows the annual distribution of urban heat islands
before and after simulation. The calendar view shows that
the number of urban heat islands is declining in summer.
This result seems counter-intuitive at first, since one expects
that warmer weather, especially in summer, will create more
heat islands in urban areas. However, the conditions are
changing in such a way that there are no more isolated urban
heat islands, since it seems that the situation is turning into
a rather global heat problem. In addition, the prediction
shows a shift of the occurrences of heat island events from
summer to spring and even winter. This can be an adverse
development, as prolonged exposure to heat can lead to
health problems.

(a) Yearly distribution of UHI and their intensity before the prediction
simulation.

(b) Yearly distribution of UHI and their intensity after the prediction
simulation.

Figure 3.11a shows that the UHI hotspot intensity distribution
seems to be equally distributed in the summer months.
Generally, higher number of heat islands per day have a
slight correlation with a higher intensity. Some outliers exist
in February and October with a low number of hotspots with
high intensity values. The distribution after the prediction,
depicted in Figure 3.11b, shows that the intensity of the UHI
is increasing for the spring months. The intensity of UHI
events from October to December has increased drastically
indicating a unfavorable future trend if the temperature
increases over the years as a result from global warming.

Figure 3.11: Overview of the
emergence of urban heat islands
and their average intensity per
day for a year before and after
executing a warm weather simulation.
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We can further investigate this scenario by using our clockbased time selector. We examine the first half of the night,
from 8 p.m. to 1 a.m. and the second half of the night, from 2
a.m. to 7 a.m. as shown in Figure 3.12 to identify UHI event
differences between day and night hours. We can identify that
the number of urban heat islands is increasing in the second
half of the night compared to the first half. This development
can be a result of lower humidity and lower wind speeds
that reduce heat dissipation in cities or that the surrounding
of hotspots is cooling down more quickly than the UHI
hotspots. This is why for example industrial areas remain
warmer overnight and act as urban heat islands. Increased
temperatures at night prevent the affected population to
recover from the warm temperatures during the day and
should be considered by city planners for decision making
in urban planning.

Figure 3.12: Comparison of UHI
hotspots characteristics for the
first and second half of the night.

3.2.6 Discussion and Future Work
In this section, we discuss the key topics presented in this
work, limitations of our approach, and ideas for future
work.
Using the example of the city of Karlsruhe in 2016, we have
demonstrated the possibilities offered by our application in
two specific use cases. On the one hand, we can support
city planners in their urban planning by showing them the
impact of changes in the cityscape. On the other hand, meteorologists can use our application to investigate the effects of
different meteorological effects on the occurrence of urban
heat islands. We had an informal discussion with a domain
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expert from the DWD to identify potential fields of application of our system. For instance, the expert emphasized that
local communities would be interested in our visual application but it is essential to revise methodical and climatological
concepts to improve the implemented model. The expert
highlighted that our application targets a relevant problem
domain that will become more severe with the progressing
climate change in the future. Another possible application
would be the investigation of hotspots in the vicinity of sensible infrastructures, such as hospitals, retirement homes, or
schools. City planners are particularly in need of climatological evaluation to understand the emergence of a specific
hotspot in a city. This approach could also be applied to
other domains, such as air pollution analysis. However, this
would require adapting the underlying model and exploiting
additional data sources. In this context, one could consider
the effect of meteorological factors such as the effect of wind
and precipitation on the spread of air pollutants and to better
predict the potential threat to cities and regions. However,
this would require an adaptation of the existing visualization
or an alternative visualization to provide the analyst with
insights into the causes and impacts of air pollution.
Additionally, we got valuable feedback on additional influencing variables that should be included in the prediction
model of urban heat islands, such as the morphology and
physical properties of urban surfaces and buildings, thermal
properties like heat absorption, and surface radiation.
In our application, we consider only local hotspots. In some
use cases, it is required to understand the temperature intensity of the whole city compared to the rural surrounding
of the city. Since Karlsruhe is mainly surrounded by further
smaller cities, we considered to analyze rather local UHI to be
more promising. Nevertheless, our system could benefit from
adding functionality that enables meteorologists to investigate a city’s climate with the immediate rural surrounding
to identify temporal patterns of the upscaled approach.
A current limitation of our application is that it requires
extensive domain knowledge and that it cannot guide users’
attention to relevant sections of the visualization to emphasize outliers or extreme values. Additionally, we currently
do not support an exploratory analysis of an ensemble of
generated scenarios, but rely on a rather confirmatory analysis of user-generated scenarios. In addition, the difference
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view should be implemented in all components. So, strong
deviations from the initial situation can be detected not only
in the spatial distribution of UHI, as is currently possible,
but also in time, if the calendar view would offer such a
difference view. Further extensions we are currently working on include the spatial and temporal extension of the
application by supporting the analysis of several cities over
several years. In this case, however, scalability issues need
to be addressed, especially with respect when transferring
the visualization to other application domains such as with a
dynamic, zoom-level dependent aggregation like Seebacher
et al. [19]. Another future step is the evaluation of our current
system, as well as ideas for future work, in a formal expert
study. Finally, we plan to extend this work to enable the
analysts in this domain to better analyze and understand the
context of urban heat islands in cities, to facilitate the finding
of the relevant causes, and to identify suitable mitigation
strategies.

3.2.7 Conclusion
The main contribution of this section was to provide an application that supports domain experts in analyzing the urban
heat island effect in city areas and to investigate the impact
of changes in the cityscape or the climate. To do so, we used
volunteered geographic information along with other data
sources to train and evaluate a classifier to predict the emergence of urban heat islands. We enabled the visual analysis
of these predictions using an adaptive workspace combined
with various visualizations. For the temporal analysis of
the distribution of the urban heat islands, we developed a
calendar-based view and a clock-based time selector, which
is used for the filtering. Additionally, we presented a nightingale chart glyph, which provides insights into the temporal
distribution of occurrences of urban heat island events, as
well as providing contextual geographic information. By
placing them at their respective positions on the map, we
integrate the temporal and geographic characteristics. We
have presented by two examples how our application can
help to visually analyze simulations of urban heat island
event predictions, how different what-if scenarios can be
investigated, and what conclusions can users draw from the
presented information.
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3.3 Model Building
In this section, we will discuss the second important aspect of
the tight integration between interactive visualizations and
automatic data mining and machine learning methods that
characterize the visual analytics process. The user-driven
model building via interactions, as shown in Figure 3.13.
We demonstrate this with an application that uses semantic
zooming to enable the users to steer the clustering process
to generate clusters of elementary spatial events in fine and
coarse resolutions, to allow for an investigation of the spread
of invasive species and facilitate a search for causes at both
micro- and macro-ecological levels.

Contribution Clarification
This section is taken from another work. See Section 3.1 for
further clarification.

Interaction

Visualization

Model
Building

Model
Visualization

Models
Refinement

3.3.1 Domain Description
Non-native plants, fungus or animal species that out-compete
native species often cause severe economic and ecological
damage to our planet. With increasing globalization through
trade and travel routes, humankind has created opportunities
for invasive species to establish themselves in new regions
all over the earth.

Figure 3.13: Insights from the visualizations can be used to steer
the model building process in
the automatic analysis via interactions.
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An exemplary invasive insect currently spreading around
Europe and North America is the Asian vinegar fly Drosophila
suzukii or spotted wing Drosophila (D. suzukii). In 2008, first
occurrences were reported in California, Spain, and Italy
rapidly followed by other regions and countries [107, 108].
In contrast to other Drosophila species, D. suzukii infests
even non-rotting and healthy fruits. It has a wide range
of possible host plants that have thin-skinned fruits, like
cherries, berries or grapes. An adult female fly can lay 1-10
eggs per fruit and 200-400 eggs within its lifespan of 8-25
days. Depending on temperature and other external factors,
these eggs become adult flies within 11-24 days. Thus, 13-15
generation cycles are possible during one year. As a result
of the spread of D. suzukii, the USA, for example, noted an
annual loss of $500 million [14] in fruit production within
a few years. Agroscop, the Swiss center of excellence for
agricultural research, has also published data on crop losses
from 2014 [109] showing that in some Swiss cantons, 80100% of cherries were unmarketable. Consequently, industry
and science are tirelessly searching for novel ways to keep
the spread of D. suzukii under control through a better
understanding of their spread behavior. Institutes such as the
European and Mediterranean Plant Protection Organization4
or the State Viticulture Institute (WBI) in Freiburg run global
databases with weekly to monthly reports about present
threats and new findings. Focused on the data gathering
aspect these systems are, however, often analytically limited
to providing simple D. suzukii distribution maps. To this
end, various approaches have been proposed to explore the
recorded data. Wiman et al. [110], e.g., make use of the fact
that insects are ectotherms, which means that their body
temperature equals the ambient temperature. Therefore, low
temperatures are a key cause of insect overwinter mortality.
The authors tried to estimate D. suzukii populations in
different life stages, based on average daily temperatures
of some specific fruit production sites combined with trap
catches and fruit infestation counts. With their temperature
model they found some confirmation of population trends
with trap data, and to a limited extent with fruit infestation
data. Building on top of this work, other proposed approaches
try to optimize temporal and spatial dislocation of control
measures by conducting studies on D. suzukii’s plasticity of
cold tolerance and its overwinter behavior [111, 112]. Spatial
and temporal dislocation is caused by mainly measuring in
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high ripening seasons and at orcharding sites. Focusing on
temperature alone neglects the environmental aspects under
which the fly could best procreate, or survive even in colder
seasons. Other approaches focus on several integrated pest
management (IPM) strategies instead. An extensive review of
current methods, as well as a categorization, is given by Haye
et al. [113]. They introduce strategies that focus on chemical,
cultural [114, 115] or biological control [116, 117].

The multitude of approaches shows that analyzing the spread
of invasive species is a complex problem. There are many
different external influences, which affect the spread of D.
suzukii, such as surrounding areas, time, temperature, food
supply and many more. This is aggravated by the fact, that
these influences have to be considered in a temporal and
geospatial context. This illustrates the need of researchers
for analyzing large amounts of complex empirical evidence
interactively, to gain insights.

In this section we present our application Drosophigator
(Drosophila Investigator). We follow a visual analytics approach for interactive exploration of large amounts of heterogeneous data sources, including trap counts of D. suzukii,
surrounding high-detail land use data, and related metadata.
To help researchers investigate the spread dynamics of invasive species, we proceed as follows: Firstly, we interviewed
experts to assess their needs, which we then translated into
requirements for our presented system. Furthermore, they
assisted us in the selection of suitable data sources, which we
used to train an ensemble of classifiers to predict time and
place of possible occurrences by D. suzukii. These events,
the occurrences of D. suzukii, are cumulatively visualized
with a glyph-based visualization and brought into a spatiotemporal context by placing them on a map. By allowing
zoom and filter capabilities, as well as details on demand, our
application enables domain experts to understand the spread
dynamics of invasive species. We demonstrate the usefulness
of Drosophigator in three use cases. Additionally, we collected
feedback regarding our application from 37 domain experts.
Finally, we discuss our application and highlight potential
future work.
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[113]: Haye et al. (2016), Current
SWD IPM Tactics and Their Practical Implementation in Fruit
Crops across Different Regions
around the World
[114]: Cormier et al. (2015), Exclusion Net to Control Spotted
Wing Drosophila in Blueberry
Fields
[115]: Del Fava et al. (2017), CostBenefit Analysis of Controlling
the Spotted Wing Drosophila
[116]: Daane et al. (2016), First
Exploration of Parasitoids of
Drosophila Suzukii in South Korea as Potential Classical Biological Agents
[117]: Wang et al. (2016), Foraging Efficiency and Outcomes of
Interactions of Two Pupal Parasitoids Attacking the Invasive
Spotted Wing Drosophila
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3.3.2 Related Work
In this section, we first provide an overview of related work
for the analysis and prediction of the spread dynamics of
invasive species with a focus on D. suzukii. Subsequently, we
discuss related work in the visualization of spatial, temporal
and spatio-temporal event predictions.

Predicting the Spread Dynamics of D. Suzukii

[107]: Cini et al. (2012), A Review
of the Invasion of Drosophila
Suzukii in Europe and a Draft
Research Agenda for Integrated
Pest Management
[14]: Asplen et al. (2015), Invasion Biology of Spotted Wing
Drosophila (Drosophila Suzukii)

[118]: VitiMeteo. http : / / www .
vitimeteo . de/ (visited on

05/06/2021).
[119]: DrosoMon. http : / /
drosophila . julius - kuehn .
de/index.php?menuid=44 (vis-

ited on 05/06/2021).
[120]: Keim et al. (2006), Challenges in Visual Data Analysis

Various reviews of methods for the prediction of the geographic expansion of D. suzukii have been introduced. Cini
et al. [107] argue that while modeling spread dynamics seems
to be an important first step in understanding the population dynamics of D. suzukii, the consideration of host plant
effects, such as host plant species phenology and density,
has to be a research priority for future work. In another
work, Asplen et al. [14] provide in-depth information about
D. suzukii and propose a general research agenda for future
pest management.
As a crucial starting point, they consider the monitoring of D.
suzukii to collect and identify the data which are necessary
for the prediction of the spread dynamics of invasive species.
Consequently, several projects focus on the monitoring of
invasive species such as VitiMeteo [118] or Drosomon [119].
As pointed out by Asplen et al., further research is now
needed to develop various pest management tools and to
facilitate the transfer of the generated knowledge to users.
Information visualization has shown to be effective in this
regard, since it is the communication of abstract data through
the use of interactive visual interfaces [120].

Visualization of Spatial, Temporal and Spatio-Temporal
Data

[49]: Andrienko et al. (2003), Exploratory Spatio-Temporal Visualization
[121]: McKenna et al. (2016), BubbleNet: A Cyber Security Dashboard for Visualizing Patterns
[122]: Thudt et al. (2013), Visits:
A Spatiotemporal Visualization
of Location Histories

When analyzing the spread dynamics of invasive species,
adequate visualization techniques are required to incorporate the spatio-temporal aspects of the available data. To
this end, Andrienko et al. provide an overview [49] about
existing exploratory techniques related to spatio-temporal
data and the corresponding tasks. Spatial event distributions as well as predictions are often visualized with the
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help of a map [121, 122], heat maps [123–125] or choropleth
maps [26, 126]. Glyph-based visualization for geographical
topic comparison have been introduced as another way of
analyzing contextual spatial data [127]. Their use has been
demonstrated by analyzing Twitter and news stream data to
detect and visualize important discussion topics on a map,
illustrating topic distributions for different countries.
The visualization of temporal data is still a common discipline
in the information visualization community. The state-of-theart evolves around traditional visualization techniques such
as line graphs. For periodical temporal data (e.g., hourly, daily
or monthly readings), circular visualizations have increased
in popularity over the last decade, as Fuchs et al. [94] showed,
that the radial encodings of time are more effective when a
user has to pick particular temporal locations. This includes,
for example, dense-pixel displays [128] or spiral visualization
techniques [129, 130].
Multiple coordinate views have often been proposed [93]
to visualize both geographic as well as temporal data. However, combining both aspects into a single visualization is
more desirable, since this reduces the cognitive effort for the
user [105]. One approach that combines the advantages of
circular visualizations for periodic temporal data, forming a
single visualization, are RingMaps [131].

Positioning of our work
Research on invasive species which conquer new environments is characterized by the fact that distribution processes
are unknown and data is sparse. We account for this key
characteristic in our analysis method and include the visualization of derived uncertainty and statistical importance
measures. We propose a single visualization of the spatial
and temporal dimensions of predictions of the spread of D.
suzukii, using maps and circular glyph-based visualization.
Additionally, we extend this approach by allowing multiple
event types, including the uncertainty of the prediction in the
visualization. Our work is novel in that we combine our glyph
visualization with state-of-the-art information visualization
and interaction techniques to enable experts to seamlessly
analyze micro- and macroecological factors regarding the
spread dynamics of invasive species, with the example of D.
suzukii.
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[26]: Stein et al. (2016), From
Game Events to Team Tactics: Visual Analysis of Dangerous Situations in Multi-Match Data
[126]: Maciejewski et al. (2011),
Forecasting Hotspots—A Predictive Analytics Approach
[127]: Rohrdantz et al. (2012),
What’s Going on? How Twitter
and Online News Can Work in
Synergy to Increase Situational
Awareness

[94]: Fuchs et al. (2013), Evaluation of Alternative Glyph Designs for Time Series Data in a
Small Multiple Setting
[128]: Keim (2000), Designing Pixel-Oriented Visualization
Techniques: Theory and Applications
[129]: Weber et al. (2001), Visualizing Time-Series on Spirals.
[130]: Carlis et al. (1998), Interactive Visualization of Serial Periodic Data
[93]: Diehl et al. (2015), Visual Analysis of Spatio-Temporal
Data
[105]: Fuchs et al. (2004), Visualizing Abstract Data on Maps
[131]: Zhao et al. (2008), Activities, Ringmaps and Geovisualization of Large Human Movement Fields
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3.3.3 Data Description
We performed several expert interviews with the State Viticulture Institute (WBI) in Freiburg, Germany, in order to gain
a better understanding of the influences and factors about the
spread of D. suzukii as well as to identify current challenges
faced by domain experts. The WBI offers, through their web
service VitiMeteo, forecast models for different fungi species,
monitoring data for various pests, as well as weather data related to viticulture in the federal state of Baden-Württemberg.
In our interviews we found that although a lot of data about
D. suzukii is being collected by the WBI, they lack adequate
methods to analyze and interpret the increasing amounts of
data as well as visualization techniques to communicate and
present related findings.

Figure 3.14: Vineyards (highlighted in red) in BadenWürttemberg, as well as measurements stations by the WBI
(highlighted in yellow). Highlighted is the Kaiserstuhl, one
of the biggest wine regions in
Baden-Württemberg.

In the data provided by VitiMeteo are, among other things,
observations of the spread of D. suzukii. This data consists of
trap findings of D. suzukii as well as percentage information
about how many berries were infested in a sample taken at the
station. Additionally, there is percentage information about
how many eggs were found in a sample. This percentage can
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be over 100 % if there are more egg findings than berries in a
sample. These observations are collected from 867 stations
non-uniformly spread over Baden-Württemberg as shown
in Figure 3.14. Some of them only report observations for
one day, others report multiple observations over a time
period of up to 1641 days. The observations are rather sparse
and irregularly sampled, which makes the use of standard
time series analysis techniques challenging, if not impossible.
Consequently, Drosophigator should enable researchers of
the WBI to interactively analyze this complex data source.
The Julius-Kühn-Institute [132] (JKI) suggests that the number
of trap findings are increasing in late summer and stay high
until winter. Pelton et al. [133] found that areas surrounded
by woodland exhibit an earlier infestation.Additionally, as
highlighted in the related work, Asplen et al. [14] recommend
considering host plan effects, such as host plant density.
As a result, the focus of our application is the analysis of
the spread dynamics, exemplified by D. suzukii, by taking
temporal distribution as well as environmental factors into
account. In order to test the hypotheses of the JKI and Pelton
et al., we gathered the relevant data from different resources.
The time of year is already present in our observation data
provided by the WBI. To gather the height of every measuring
station, we make use of the ASTER Global Digital Elevation
Map [134] which was released by the Ministry of Economy,
Trade, and Industry (METI) of Japan and the United States
National Aeronautics and Space Administration (NASA).
Information on land use and land cover for the state of
Baden-Württemberg was derived from the ATKIS[135] and
ALKIS [136] datasets created by the State Agency for Spatial
Information and Rural Development Baden-Württemberg.
This includes high-detail statewide land use information.
It consists of main groups, such as forests or industry, but
also subgroups, such as coniferous forest or treatment plans.
Overall there are 84 different combinations of groups and
subgroups.

[132]: Biologie Der Drosophila
Suzukii. https://drosophila.
julius - kuehn . de / index .
php ? menuid = 28 (visited on

05/06/2021).
[133]: Pelton et al. (2016), Earlier
Activity of Drosophila Suzukii
in High Woodland Landscapes
but Relative Abundance Is Unaffected
[14]: Asplen et al. (2015), Invasion Biology of Spotted Wing
Drosophila (Drosophila Suzukii)

[134]: ASTER Global Digital Elevation Map. https://asterweb.
jpl . nasa . gov / gdem . asp (visited on 05/06/2021).
[135]: Grünreich (1992), ATKISa Topographic Information System as a Basis for GIS and Digital
Cartography in Germany
[136]:
Objektartenkatalog.

ALKIShttps

:

/ / www . lgl - bw . de /
unsere - themen / Produkte /
Geodaten / Daten Liegenschaftskataster

des /

ALKIS/ (visited on 05/06/2021).
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In interviews with experts, we found out that the climate
is also a relevant factor, which should be considered in the
analysis of the spread dynamics of D. Suzukii. Based on
these findings, we have extended the dataset to include meteorological data. The meteorological data was provided by
the German Meteorological Office and provides information
on various features such as hours of sunshine, cloud cover,
wind strength and direction, as well as temperature and
precipitation at over 300 stations. However, many of these
features have severe data gaps, so for subsequent analysis,
only the precipitation and temperature features are used,
resulting in 7 additional features for our feature vector.

3.3.4 Ensemble-based classification of infested
areas
To identify regions, in our case vineyards in Baden-Württemberg,
which are potentially endangered by D. suzukii, we use machine learning to train a model using the data provided by
the WBI in combination with the data collected from ATKIS
and ASTER. This allows us to learn which combination of features make areas, at certain points in time, susceptible to the
occurrence of D. suzukii. By applying the trained model on
other areas we can find new potentially endangered areas.

Data Preparation
To training our model we need to determine which areas
are severely affected by D. suzukii and which are not. As
mentioned in Subsection 3.3.3, we have three types of observations (trap findings, berry infestation and egg findings)
which all indicate whether D. suzukii occurs in a specific area.
All of these observations serve as indicators that an area is
susceptible to the occurrence of D. suzukii, thus allowing us
to combine them into a single measurement by first normalizing them to the range [0 , 1] and afterwards summing them
up into a single feature, subsequently referred to as observations. To cope with irregular samplings of measurements, we
averaged the number of observations per station per month.
The resulting distribution is right-skewed, with most values
being 0, meaning that for most stations we observe no occurrence of D. suzukii in a month. To still be able to differentiate
between stations with a high occurrence of D. suzukii and
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stations with only low or no occurrence, we decided to set
the 70 % percentile as an experimental threshold to classify
our stations. This threshold may be changed later, requiring a
retraining of our model, but otherwise not affecting the later
steps of the classification and the usage of our application.
In total we have a training set consisting of 7224 instances.
Using the 70 % percentile of the average observations per
month to partition our data into low occurrence (negative)
and high occurrence (positive) areas gives us a dataset with
1650 positive and 5574 negative instances.
We enriched these instances, by adding information about the
environmental surroundings of each station. First, we added
the height information, which we extracted from ASTER.
Second, we added the surrounding land use information.
Since a local spread is possible by D. suzukii itself, we
extracted the land use information in a 5 km radius around
each station. In addition, we have included seven weather
features, for which we have extracted the data of the nearest
weather station. Finally, we have an 91 dimensional feature
vector for each instance, consisting of the station height, the
surrounding land use, and the meteorological data.
Using this partitioning we end up with a dataset with over
three times as many negative examples as positive ones. This
can cause problems since many machine learning algorithms
depend on the assumption that the given training dataset is
balanced [137]. Although machine learning techniques exist
which can deal with imbalanced datasets, such as the Robust
Decision Trees of Liu et al. [137], we want to employ ensemblebased classification, since it allows us to improve the classification performance [138] and to model the uncertainty,
which aids people in making more informed decisions [139].
This requires the creation of a balanced dataset, which we can
achieve by either using undersampling of the majority class
or oversampling of the minority class. Undersampling can be
achieved through stratified sampling. However, this would
remove instances from our already small dataset. To avoid
this, we employ oversampling of the minority class using the
Synthetic Minority Over-sampling Technique (SMOTE) [140].
SMOTE picks pairs of nearest neighbors in the minority class
and creates artificial instances by randomly placing a point
on the line between the nearest neighbors until the data
is balanced. Thus, allowing us to employ default machine
learning algorithms.

[137]: Liu et al. (2010), A Robust
Decision Tree Algorithm for Imbalanced Data Sets

[138]: Rokach (2010), EnsembleBased Classifiers
[139]: Skeels et al. (2010), Revealing Uncertainty for Information
Visualization

[140]: Chawla et al. (2002),
SMOTE
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Ensemble-based Classifier Training
Table 3.2: The ensemble-based
classification achieved the best
results, in accordance with the
study by Rokach [138]

[141]: Berthold et al. (2008), KNIME
[142]: Hall et al. (2009), The
WEKA Data Mining Software:
An Update

[143]: Altman (1999), Practical
Statistics for Medical Research
[144]: Wolpert (1992), Stacked
Generalization

[145]: Ho et al. (1994), Decision
Combination in Multiple Classifier Systems

[139]: Skeels et al. (2010), Revealing Uncertainty for Information
Visualization

Classifier

Cohen’s 𝜅

Ensemble-based Classification
Random Forest
Decision Tree
1-NN Classifier
K*
2-NN Classifier
4-NN Classifier
Multilayer Perceptron
3-NN Classifier
5-NN Classifier
LibSVM
Kernel Logistic Regression
Bayesian network
Naive Bayes

0.701
0.659
0.569
0.559
0.534
0.439
0.436
0.422
0.419
0.396
0.368
0.362
0.34
0.188

For training the classifiers we use the state-of-the-art data
mining systems KNIME [141] and WEKA [142]. We use a
selection of well-known machine learning techniques such
as Decision Tree, Random Forest, Multilayer Perceptron,
k-nearest neighbor classifiers, etc. This selection was determined in an experimental evaluation of available classifiers
in KNIME and WEKA, and might be extended later. In order
to support our decision to employ ensemble-based classification to improve the classification performance, we first
need a baseline measurement. We performed a 10-fold cross
validation of each of the classifiers mentioned in the previous paragraph and found that the Random Forest classifier
achieved the best performance, with a mean Cohen’s 𝜅 score
of 0.659. The other classifiers achieved Cohen’s 𝜅 scores
between 0.188 and 0.659, as shown in Table 3.2, which are
according to Altman [143] poor to good agreement between
the prediction and actual class. To test if ensemble-based classification could achieve better results, we used stacking [144].
Here a logistic regression model is trained which uses the
prediction of the previously trained classifiers as inputs to
make the final prediction, as suggested by Ho et al. [145].
Using this approach we achieved a Cohen’s 𝜅 score of 0.701,
which is better than all the individual classifiers that were
tested in this evaluation. Additionally, we are now able to
model the uncertainty of our prediction, which according to
Skeels [139] is important for decision-making.
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Feature Importance
As shown in the last section, ensemble-based classification,
either with stacking or with the random forest classifier,
achieved the best results in our evaluation. Additionally,
ensemble-based classification has the added benefit of allowing us to model the uncertainty of our prediction. These
benefits, however, come with the drawback of lacking interpretability. For individual predictions, it is no longer possible
to determine which combination of features is responsible
for the obtained result. However, it is possible to determine
the global influence of individual features. While this still
does not allow us to explain individual predictions, it allows
us to highlight the most important features. Thus, even with
high-dimensional data, we can quickly guide users to the
most important features so that they can make an informed
decision when comparing predictions for multiple areas.
Feature

Normalized Importance

Monthly Precipitation
Altitude
Max. Daily Precipitation
Closed Building Areas
Hedges and Shrubs
Meadow Orchard
Min. Daily Temperature
Farmland
...
Traffic
Fairground

1
0.805
0.766
0.747
0.695
0.676
0.676
0.642
...
0.101
0.0

To calculate the importance of each feature, we measure its
impact on the evaluation result. We iteratively choose one
feature 𝑓 ∈ 𝐹 of the existing features and shuffle its values
randomly, while leaving the remaining features 𝐹 \ { 𝑓 } untouched. This removes any relationship between the selected
feature and the output class. Then we perform a 10-fold crossvalidation, as described in the last section, to measure how
the shuffling of a feature affects the performance of the classifier. If the influence of the feature is large, the classification
result should deteriorate considerably, but if the influence of
a feature is small, the classification result should remain the
same. Therefore, we define the importance of a feature 𝑓 as
1 − Cohen’s 𝜅 , where Cohen’s 𝜅 is the performance of the classifier on the dataset with shuffled variable 𝑓 . Table 3.3 shows

Table 3.3: The calculated importance (1 − Cohen’s 𝜅 ) for individual features. Precipitation is
considered to be the most important feature. This is followed
by minimum temperature, altitude
and the surrounding agriculture,
hedges and shrubs, and closed building areas.
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[146]: Breiman (2001), Random
Forests

the calculated importance, normalized to a scale of [0 − 1]
for a selection of features. A similar approach to measure
variable importance was presented by Breiman [146], which
calculated the increase in the misclassification rate of random
forests when permutating a random variable. Precipitation is
the most important feature, followed by altitude, minimum
temperature, as well as the land use features closed building
areas, hedges and shurbs, meadow orchards and farmland. The
least important features include fairgrounds, traffic, as well as
rest areas.

Figure 3.15: An overview of the Drosophigator application for the visual analysis of spatio-temporal event
predictions. Our application is divided up into two parts. An interactive map, including our glyph visualization
of the spatio-temporal event predictions and three data visualizations, allowing the investigation of the
aggregated environmental and meteorological features and temporal occurrences of D. suzukii.

3.3.5 Drosophigator: Visual Analysis of
Spatio-Temporal Event Predictions

[147]: Shneiderman (1996), The
Eyes Have It: A Task by Data
Type Taxonomy for Information
Visualizations

Just providing users with the raw results of our prediction is
not sufficient as we generate over 20.000 predictions for all
months and vineyards in Baden-Württemberg for the year
2016. Furthermore, the raw results do not provide spatial
context. Thus, it is not interpretable which makes it hard for
experts to integrate their domain knowledge into the analysis
process. Hence, we need visualization to help experts to
identify spatial and temporal patterns more easily. To achieve
this, we follow the visual information seeking mantra of Ben
Shneiderman: “Overview first, zoom and filter, details on
demand” [147].

3.3 Model Building

To improve our understanding of the needs of domain experts,
we performed additional informal expert interviews with
members of the Julius-Kühn Institute for Plant Protection in
Fruit Crops and Viticulture 5 . We presented a first prototype
of our application to five experts in the field of biology, with
a focus on invasive species, one of whom with more than 30
years of work experience and asked them for feedback and
further requirements to analyze the spread dynamics of D.
suzukii. We use the requirements gathered in this interview
in the design process of our application Drosophigator to tailor
its capabilities to the needs of the users. The following list is
a summarization of the collected requirements:
V Visualization Requirements
V1 What does the geographical context look like? It is
essential for experts to get information about the
geographic context of a prediction. This context
information enables them to incorporate their expertise. For example, they know the dominant
type of wine in certain regions and how susceptible it is to infestation by D. suzukii. Thus, allowing
them to better interpret and validate the results
of the prediction.
V2 When does the infestation happen? The temporal
occurrence of D. suzukii is very interesting for domain experts. Visualizing this information helps
to identify interesting or unusual patterns and is
necessary when investigating certain hypotheses,
such as the effect of the surrounding environment
on the temporal occurrence of D. suzukii.
V3 How to inspect individuals and aggregates? For experts both the visualization of the prediction
for individual vineyards and aggregated regions
are interesting. This enables them to investigate
micro-ecological differences such as environmental
characteristics of an individual vineyard, but also
macro-ecological effects, such as the dominant type
of wine in a certain region, since different types
are affected differently by D. suzukii.
V4 How certain is the prediction? The uncertainty visualization is of high relevance for biologists. Knowing
how certain the prediction is for specific regions allows them to either investigate or filter out regions
with a high uncertainty.

73
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Time Segment

Time
Segments

100%
Visualization
Areas

Ratio
Indicator

Information
Panel
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(a) Each time-segment can be divided into multiple visualization
areas, which correspond to the
number of possible events. The
more interesting events to observe
are placed on the outside, to be
more easily visible. The ratio indicator is used to illustrate which
event is most likely to occur.

(b) Time-segments are ordered clockwise. They can
represent different time
units, from hours, days,
months or years. Each timesegment can be used to visualize the event prediction
for the specified time frame.

(c) Example Glyph
Visualization showing
the ratio of vineyards
with a high occurrence
of D. suzukii and vineyards with a low occurrence, as well the uncertainty of the prediction
for one year.

Figure 3.16: Visual explanation and example of the designed glyph showing the prediction results for each
month of a certain area, (a) Sketch of a single time-segment, (b) the resulting glyph-based temporal event
prediction visualization and (c) a real glyph example.

I Interaction Requirements
I1 How can I see details-on-demand? The experts stressed
the importance of getting details-on-demand. When
analyzing the occurrence of D. suzukii, for instance for a single vineyard, they need to get
further information such as the exact location and
outline of the vineyard, the surrounding environment, and the infestation.
I2 How can I compare regions? The experts want to
be able to compare multiple regions to find out
differences between the independent variables,
such as environmental features and the dependent
variable, i.e., the prediction of D. suzukii.

[105]: Fuchs et al. (2004), Visualizing Abstract Data on Maps

To satisfy requirement V1, we build a geographic information
system, using a map as the basis for interaction and spatiotemporal analysis. We consider the familiarity of domain
experts with this kind of visualization as an additional benefit.
We visualize our predictions on the corresponding position
on the map so that users are immediately aware of the
geographic context. Additionally, combining our geographic
visualization with a visualization of the temporal predictions
into a single visualization is more effective, since this requires
less cognitive effort for the users, than mentally linking
multiple views [105].

3.3 Model Building

With respect to requirement V1 and to satisfy requirement
V2, we enrich our map visualization with a temporal visualization of the occurrence of D. suzukii. Existing related
systems such as BirdVis [90] offer heat map overview visualizations. However, as we want to investigate the distribution
of a species over time, we designed a map overlay consisting
of several glyphs. This partially preserves the geographic
context while the glyphs can be used to encode additional
contextual information. Extensive work on glyphs has been
done in the past which we used as guidelines to design the
final glyph proposed in this section. This includes, e.g., the
work by Fuchs et al. [94] and Borgo et al. [148]. The goal of our
glyph is to visualize whether a certain region is endangered
or not. Consequently, we visually encode the classification
results of a specific month represented by its time segment.
The basic design of a time segment is depicted in Figure
3.16 (a). Therefore, we make use of the interior of the respective time segment to represent the classification results
of the ensemble-classifiers applied in Subsection 3.3.4. For
each month we have a distribution of safe and endangered
vineyards, according to the classification. Since the number
of vineyards stays the same over all months for each glyph,
we fill the area of the time segments according to the ratio
of the binary outcome (endangered, not endangered). This
technique results in a radial glyph similar to a stacked bar
chart showing fractions of the whole. We use the colors red
(endangered) and blue (not endangered), as derived from the
warm-cold color scale [149] to distinguish the outcome.
As we, additionally, are aware of the probability of each
outcome (endangered or not), we can use this to represent
the (un-)certainty from V4 and to, e.g., find out where to place
additional measurement stations. The average probability of
a given outcome is encoded using the respective half of the
warm-cold color scale, such that a high probability/certainty
results in a stronger color tone while a low probability,
on the other hand, is represented by a weaker color tone.
An intense red color, for instance, means that there is a
very high probability of endangered vineyards within the
respective month (time segment) and area (glyph location).
We have included a legend, as shown in Figure 3.15 or
Figure 3.19, which provides the user with more information
about the used colors and the temporal layout of the time
segments. Additionally this technique enables the user to
spot potentially new measurement areas, by detecting areas

75

[90]: Ferreira et al. (2011), BirdVis:
Visualizing and Understanding
Bird Populations

[94]: Fuchs et al. (2013), Evaluation of Alternative Glyph Designs for Time Series Data in a
Small Multiple Setting
[148]: Borgo et al. (2013), GlyphBased Visualization: Foundations, Design Guidelines, Techniques and Applications

[149]: Moreland (2009), Diverging Color Maps for Scientific Visualization
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with a high uncertainty value. An overview of the realized
glyph representing all vineyards in Baden-Württemberg can
be seen in Figure 3.16c. It can be observed that there is a
general trend as the number of endangered vineyards (red) is
increasing rapidly in late summer and stays high until early
winter. This observation corroborates the hypothesis that D.
suzukii may only survive in a relatively stable environment
regarding temperature such that it dries out in the summer
and freezes in winter months.

Figure 3.17: Overview of our
glyph-based visualization. For
each cell, the predictions and
their uncertainties are averaged
per time-segment and visualized
in our glyph. We provide zoomand-filter capabilities by allowing the user to zoom in and out
of the map.

[150]:

Leaflet.Markercluster.

https : / / github . com /
Leaflet

/

markercluster

Leaflet

(visited

.

on

05/06/2021).
6:
https://github.com/SINTEF9012/PruneCluster

The resulting glyphs are positioned on their on top of the
respective vineyards in the map visualization. However, to
fulfill requirement V3, we need to provide an aggregate visualization for whole wine regions. Hence, we use clustering to
group vineyards, depending on the zoom level. The farther
we zoom out, the more vineyards are clustered together.
In order to give the users an indicator for the number of
grouped vineyard in each glyph, we scale the radius of the
glyph on the one hand, and on the other hand give exact
information about the number of vineyard areas in the information panel of the glyph. For the dynamic aggregation
based on the zoom-level, we use the markercluster library [150],
which has a greedy hierarchical clustering algorithm and
allows real-time joining and splitting of clusters, even with
up to 50.000 points. This approach is scalable to very large
problems. PruneCluster 6 is an alternative library which uses
a more performant clustering algorithm, which can scale this
approach up to a million points. This allows for a seamless
investigation of differently sized regions, depending on the
desired analysis use-case, as shown in the example in Figure
3.17. On the left side, all vineyards in Baden-Württemberg

3.3 Model Building

77

are clustered into five groups, with up to 900 vineyards in
a single group. The convex-hull of all vineyards contained
by a cluster is highlighted in blue in the background. On the
right side of Figure 3.17, a more fine-grained clustering with
five to twenty vineyards per group can be seen.
For our use case and to satisfy V3, we have to provide an
aggregated visualization of whole wine-growing regions.
For this purpose, the approach described above is sufficient
since it provides an aggregation of wine-growing regions
that is easy to understand and, at the same time, extremely
performant. Alternatively, more sophisticated distance measures or clustering algorithms can be used, taking other
factors into account when aggregating the wine-growing
regions — for example, topographic location, natural obstacles, or other factors like grape varieties or soil composition.
An example of a clustering algorithm that takes obstacles
into account is COD-CLARANS [151]. Other properties can
be taken into account by adapted or combined similarity
measures. However, more complex or combined similarity
measures may lose their metric properties, requiring special
considerations to use them efficiently. Skopal and Bustos give
an overview of several suitable techniques [64]. However,
since the more complex variants are not necessary to satisfy
our concrete use case, the more straightforward, performant,
and easy-to-understand variant was employed.

[151]: Tung et al. (2001), Spatial
Clustering in the Presence of Obstacles

[64]: Skopal et al. (2011), On Nonmetric Similarity Search Problems in Complex Domains

Figure 3.18: Overview of our
details-on-demand visualizations: We provide the user with
details on the structure and
environment of the vineyards by
highlighting the outline of the
vineyard in a satellite image. We
show the absolute area of the
surrounding land use in a bar
chart visualization. Additionally,
we provide a view with the
relative percentage distribution
of the environmental features
compared to other vineyards in
the viewport and visualization
of infestation information and
uncertainty of our prediction.

During our expert interview, the experts stressed their need
for details-on-demand visualizations, when investigating
vineyards, such as the outline of the vineyard and the surrounding land use.
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To accordingly satisfy requirement I1, we added semantically
meaningful tooltips for individual glyphs, as well as three
data visualizations, a parallel coordinates plot (PCP) of the
environmental features, a box plot inspired visualization of
the climate data, and a line graph (LG) of the infestation and
uncertainty. An overview of these visualizations is shown
in Figure 3.15. By default, only 10 dimensions are visualized
in the PCP, since a visualization of all 84 land use features
would lead to overplotting. We make a preliminary selection
of the most important land use features, with the help of the
feature importance, which we calculated in Subsection 3.3.4.
However, the user can add or remove features manually. To
assist the user in the selection, he can inspect the importance
of each feature before it is added to or removed from the PCP.
In our tooltip, we highlight the vineyard in a satellite image,
which enables the domain experts to more closely investigate
the outline and the surrounding land use. Additionally, we
provide a bar chart of the most prominent environmental
features in the surrounding area in absolute values.

In the PCP we also provide information about the land use
using relative measurements. The axis of the PCP provide
information about the percentage distribution of the environmental features of a region or vineyard, meaning that
summing the values of one line over all axis results in 100 %
land use. Each axis is scaled to the minimum and maximum
value of a particular environmental feature of all vineyards in
the current viewport. This prevents that the scale of features
with a low percentage of the overall land use are dominated
by larger areas. Furthermore, this enables experts to compare
the environmental features of the vineyards currently in the
viewport as requested in requirement I2. An example for the
comparison of four wine regions regarding their environmental features is shown in Figure 3.20. Additionally, we provide
brushing and linking capabilities between all visualizations. By
hovering over a glyph visualization or by selecting multiple
glyphs, their respective environmental features, as well as
infestation and uncertainty measures, are highlighted in the
PCP and LG. Vice-versa hovering over a line in the PCP or
LG highlights this instance in our other visualizations. PCP
and LG also support brushing, allowing the user to filter out
instances. This enables experts to focus on desired vineyards,
for instance, vineyards with a high infestation in April and
May or vineyards with few industrial sites in their vicinity.
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3.3.6 Use Cases
In this section, we highlight how visualization can help domain experts to gain insights about the spread dynamics of
D. suzukii. For this purpose, we demonstrate how experts
can use the interactive map in combination with our glyphbased visualization and the linked data visualizations to
investigate complex micro- and macro-ecological factors and
influences on the spread of D. suzukii. Therefore, we investigated three recently proposed assumptions about the time
of infestation [132] and the influences of environmental [133]
and meteorological factors [152]. These use cases will serve
as examples of how domain experts without special knowledge of data analysis can use visual analytics applications to
examine large and complex amounts of data.

[132]: Biologie Der Drosophila
Suzukii. https://drosophila.
julius - kuehn . de / index .
php ? menuid = 28 (visited on

05/06/2021).
[133]: Pelton et al. (2016), Earlier
Activity of Drosophila Suzukii
in High Woodland Landscapes
but Relative Abundance Is Unaffected
[152]: Santos et al. (2017),
Global Potential Distribution
of Drosophila Suzukii (Diptera,
Drosophilidae)
Figure 3.19: Overview glyphvisualization of all vineyards in
Baden-Württemberg. The development over the time-segments
shows that the severity of infestation and the certainty of our
prediction increases in late summer and stays high until the end
of the year. This corroborates the
hypothesis of the JKI [132].

The JKI states as a general rule, that the number of findings increases with decreasing temperatures in late summer and stays high until November or later if there are no
cold snaps [132]. To investigate this hypothesis we create
an overview of all available predictions. For this we employ
our semantic zoom to dynamically aggregate all vineyards
in Baden-Württemberg into a single glyph. The resulting
glyph-visualization is shown in Figure 3.19. In the visualization, we can easily recognize that the number of infestations
is marginal in the first half of the year. However, there is a
strong increase in the predicted number of infestations and
diminishing uncertainty starting in August until December.
Using our weather chart, we can identify, that starting in

[132]: Biologie Der Drosophila
Suzukii. https://drosophila.
julius - kuehn . de / index .
php ? menuid = 28 (visited on

05/06/2021).
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December, the average daily temperature is dropping below
3°C. This observation is consistent with the hypothesis of
the JKI, which states that the mortality rate of D. suzukii
increases strongly below a temperature of 3°C.
Figure 3.20: Comparison of
four neighboring vineyards. The
bottom-left vineyards (highlighted in green colors) exhibit an earlier infestation by D.
suzukii that the top-right vineyards (highlighted in red colors). The parallel coordinates
plot shows that the vineyards
in the lower cells have more surrounding deciduous forest (Laubholz), as well as, a lower altitude, than those in the upper
cells. This finding strongly supports the hypothesis of Pelton et
al. [133], that forests can act as
a natural habitat for D. suzukii,
thus enabling an earlier infestation.
[133]: Pelton et al. (2016), Earlier
Activity of Drosophila Suzukii
in High Woodland Landscapes
but Relative Abundance Is Unaffected

A recent two-year field study of Pelton et al. [133] suggests,
that high amounts of surrounding woodland are correlated
with an earlier infestation of D. suzukii. By using a finer
resolution, we can identify four neighboring vineyards near
the city of Heilbronn, which show strong differences in the
earliness of the infestation by D. suzukii, as shown in Figure
3.20. The two bottom-left vineyards (highlighted in green
colors) shows an earlier infestation than the two top-right
vineyards (highlighted in red colors). To identify differences
in the land use of these vineyards, we employ our parallel
coordinates plot. We can see that the bottom-left vineyards,
which exhibit an earlier infestation, have a larger amount
of hardwood in the surrounding area and have a lower
altitude than the two top-right vineyards. This may be an
indication that in the bottom two areas D. suzukii has more
potential natural refuges, while in the top two areas it is
more exposed. This finding coincides with the hypothesis
of Pelton et al. However, the parallel coordinates plot also
gives an indication about the feature importance. Hardwood
only has a normalized importance of 0.41, which might be
an indicator that this is not the main feature responsible for
the difference in the earliness of infestation and that further
investigations should be carried out.
In their study on the impact of meteorological factors, San-
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tos et al. [152] identified that one of the most influential
factors was the annual precipitation. In order to examine
whether this finding also applies to the vineyards in BadenWürttemberg, we take a closer look at the major wine-growing
regions, highlighted in Figure 3.21. We can identify that all
wine-growing regions show a medium to large infestation
by D. suzukii during late summer, except for the Bodensee
region in the bottom right. Using our box plot inspired visualization to investigate the meteorological features, we see
that are no major deviations in the temperature. However, in
2016, especially in July and August, the Bodensee region experienced much higher precipitation compared to the other
regions. This is in accordance with the results of Santos et al.,
which say that too little or too much precipitation reduces
the infestation of D. suzukii.
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[152]: Santos et al. (2017),
Global Potential Distribution
of Drosophila Suzukii (Diptera,
Drosophilidae)

Figure 3.21: Comparison of the
major wine-growing regions in
Baden-Württemberg. The Bodensee region (red) in the bottom right shows a lower infestation by D. suzukii, compared to
the other regions. This could be
due to the significantly higher
precipitation in July and August,
which is in line with the results
of Santos et al. [152]

In these three use-cases, we have demonstrated the capabilities of our tool. Following the information-seeking mantra
of Shneidermann using our glyph-based visualization of the
ensemble-based predictions, as well as the uncertainty of
the prediction, allows us to make observations supporting
hypotheses of researchers about the spread dynamics of D.
suzukii.
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3.3.7 Expert Feedback

[153]: Länder für EDV-gestützte
Entscheidungshilfen und Programme im Pflanzenschutz
(2017), 6th Workshop of the
Working Group "D. Suzukii"

To gather feedback from domain experts about our system,
regarding the design decisions made and potential improvement ideas, we presented our system at the 6th workshop of
the working group “D. Suzukii” [153] on the 5th and 6th of
December in Bad Kreuznach, Germany.
The goal of this workshop was the mutual exchange of
knowledge between researchers and practitioners. Over 80
biologists, researchers, agri- and horticulturists from various
countries participated in the workshop. The focus of our talk
was our application Drosophigator. We first gave the experts a
brief introduction to the area of visual analytics and pointed
out how this approach can support them in analyzing the
spread dynamics of D. suzukii. Afterwards we presented our
system in detail and explained the individual components
to them. For example, how to interpret the glyph or how to
work with PCP in combination with brushing and linking to
perform different analysis tasks. In addition, we presented
the possibilities of the system on the basis of various use cases.
After the presentation of the application, a questionnaire
was handed out to the workshop participants, in which they
could evaluate the different aspects of our application and
give us additional information about their background. The
participants had time for the remaining one and a half days
of the workshop to fill in the questionnaires, examine our
system in detail and ask us additional questions. We used
the results of this questionnaire to evaluate our system and
design decisions. A limitation of our evaluation approach is
that it does not capture the actual practice of working with
the tool, but instead provides a first impression of whether
this type of system can support the expert in their use cases,
since the experts only had a limited time for interaction with
the system and also no comparison with other systems. In
addition, in order to better capture the first impression of the
experts, they were able to provide us with open feedback.

Questionnaire Design
The questionnaire was designed to capture feedback about
the visualization and interaction design and the analysis
capabilities of our system, as well as personal information
about the participants of the workshop. For the personal
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information, we asked users to specify their gender, occupation, as well as working experience in years. Additionally, we
asked about their computer expertise (Expert to Novice) and
frequency of computer usage (daily to never), which could
be answered on a 5-point Likert scale [154].

For the system feedback, we asked the users about the various
components of our system. Participants could answer via a
5-point Likert scale (Strongly Agree to Strongly Disagree).
The questions were formulated in German. The following
list provides close translations:

V1 Temporal data is arranged comprehensibly in the glyph.
V2 The glyphs helps me to understand the occurrence of
D. suzukii.
V3 The visualization on a map helps me to interpret the
results.
I1 The interactions in the presented system are comprehensible.
I2 The offered interaction possibilities are sufficient.
A1 I find it important to have overview visualizations (map
of Baden-Württemberg) as well as detail visualizations
(single vineyards).
A2 I can infer causes for the occurrence of D. Suzukii from
the various visualizations.
A3 The presented approach can be applied on other invasive species.
A4 The presented approach can help me with my work.

Participants

The questionnaire was filled out by 37 participants (16 male,
20 female, one abstention). 8 participants work in the field
of agriculture and 4 in the field of horticulture, there were
12 biologists and 10 researchers or research associates and 3
with other or undisclosed jobs. The mean working experience
in years of the participants was 12.64 years, with a standard
deviation of 11.70 and a range of [1 , 40]. Accordingly, we
consider the feedback of the participants as highly valuable
for the evaluation of our approach.
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[154]: Likert (1932), A Technique
for the Measurement of Attitudes.
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Figure 3.22: Evaluation of the
computer skills and computer
usage habits of all participants
(n=37). The participants rated
these questions on a scale from
1 (expert, daily) to 5 (novice,
never).
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Figure 3.23: Evaluation of system feedback of all participants (n=37). Shown are the responses of the
participants on questions regarding the visualization design (V1, V2, V3), the interaction design (I1, I2)
and the analysis capabilities (A1, A2, A3, A4) of our system Drosophigator in a diverging stacked bar chart
visualization [155].

Findings
The results of our evaluation are very promising. As shown
in Figure 3.22, most of the participants (60 %) stated to
be intermediate or novice computer users. This is in stark
contrast to the computer usage habits of the participants,
where 90 % stated to use the computer daily. This distribution
makes the need for intuitive and interactive systems, which
support the user, clear.
The evaluation of the system feedback of all participants
is shown in Figure 3.23. Very noticeable are the results for
question A1. Over 80 % of the participants state that they
find it important to have both overview, as well as detail
visualization, confirming our design decision to follow the
visual information-seeking mantra of Shneiderman. The
feedback with respect to our visualization design (V1, V2,
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V3) is also positive. Nearly two-thirds of the participants
stated that temporal data is arranged comprehensibly in
the glyph and that the glyph helps them to understand the
occurrence of D. suzukii. Additionally, 62 % agree with our
decision to combine the abstract visualization of the temporal
data with a map, since it helps them to interpret the results of
our classification by providing necessary context information
such as location.
The feedback regarding the interaction design (I1, I2) is
confirming our design, too. While most of the participants
agree that the interaction design is comprehensible, many are
undecided whether the interaction possibilities are already
sufficient. In our opinion, experts would highly value even
more ways to interact with the system, allowing them to
change the time-granularity or adjust the classification by
providing additional information. This trend is also reflected
in the feedback with respect to the analysis capabilities of our
system (A1, A2, A3, A4). Most of the participants agree that
our visualizations are comprehensible, that the decision to
follow the visual information-seeking mantra is justified and
that this approach can be applied on other invasive species.
Besides the questionnaire, the experts also had the opportunity to give open feedback. It turned out that this kind
of system is not suitable for every user and every use case.
For example, one of the experts said: “Okay for an overview
in an area, but not suitable for the practical work in the
orchards”. For other experts, however, it is exactly the kind
of tool they have wished for, for example: “Important tool
for assessing the increasing influence of parasitoids in the
future”. This feedback suggests that our system is a step in
the right direction, although it is not suitable for all experts
and their use cases. However, some of the experts see the
potential benefits of this tool and also an extension to other
types of data.

3.3.8 Discussion and Future Work
The results of our evaluation make it clear that there is a strong
need for intuitive and interactive systems, which support
the experts in their daily analysis tasks. The experts are, for
the most part, very supportive of Drosphigator. Our glyph
design was comprehensible, helped them to understand the
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temporal occurrence of D. suzukii and integrating it in a map
helped them to interpret the results. Additionally, allowing
for a seamless clustering of vineyards into larger regions is
deemed important, as it allows the analysis of micro- and
macroecological factors. However, experts are still divided
in their opinion, whether the application can support them
in their work. This is reflected in their opinion about the
possibility to infer causes for the occurrence of D. suzukii
from our application.
We plan to improve our system in the future, for example,
by integrating a more sophisticated classification algorithm,
which considers not only land use and meteorological data,
but also different host plant species than just wine. Additionally, we will improve our interaction capabilities and enable
experts to integrate their domain knowledge in a Visual
Analytics loop, supporting them to better infer causes for the
occurrence of D. suzukii.
The ongoing developments of data platforms such as Drosomon, which offer an increasing amount of measurements,
with more details and a higher temporal resolution, allow
the extension of our approach to support adjustable timegranularities. This enables the analysis of short time periods
(days) to investigate acute infestations or long time periods
(years) allowing analysis of the effectiveness of taken countermeasures. Additionally, we plan to reduce the occlusion
introduced through our glyph by investigating advanced
alternative visualization techniques.

[156]: Global Initiative for Honey
Bee Health (GIHH). https : / /
research.csiro.au/gihh (visited on 05/06/2021).
[157]: Engelke et al. (2016), A
Visual Analytics Framework to
Study Honey Bee Behaviour

For additional future work, we aim to investigate the applicability of our system for spatio-temporal event analysis of
other (invasive) species. One particular use case will be the
Global Initiative for Honey Bee Health (GIHH) launched by
the CSIRO in 2015 [156] aiming to collect scientific evidence of
honey bee population decline through global collaboration.
Towards this end, microsensors are attached to the bees to
record their activity from which predictors of health are inferred. A visual analytics framework [157] is being developed
that facilitates interactive analysis of the microsensing data
and aids in finding correlates with environmental factors
that may impact on bee health. The system we are presenting
here is considered a valuable means of visually investigating
the health predictors and their related uncertainties on a
global scale.

3.4 Summary

3.3.9 Conclusion
In this section, we presented our application Drosophigator
which enables researchers in the field of viticulture and biology to investigate the spread dynamics of invasive species.
Using data provided by the WBI, we trained an ensemble of
classifiers to identify places and times which are susceptible
to infestation by D. suzukii. Using our glyph-based visualization, we allow a visual analysis of these spatio-temporal
event predictions. We demonstrated the capabilities of our
approach in two use-cases, where we show how our tool
can be used to investigate hypothesis about the spread of
D. suzukii. Additionally, we provide an evaluation of our
application by nearly 40 domain experts, which shows the
effectiveness of our proposed glyph-based visualization and
the visual-interactive system.

3.4 Summary
In this chapter, we focused on improving the user’s integration in the analysis process of spatio-temporal data using
visual analytics. One of the aspects that makes visual analytics so powerful and helpful is that it creates a very tight
coupling between automatic methods and data analysis
through visualization. First, through model visualizations of
the machine learning and data mining components, which
help to understand the analysis output in spatial and temporal context and help to highlight the impact of changes in the
model, whether they are manually or automatically induced.
We demonstrated this in Section 3.2 with an application
for urban heat island analysis. Second, through user-driven
model building using interactions with the visualizations.
We illustrated this in Section 3.3, where we demonstrate
how the semi-automatic and human-driven model building
makes it easier for analysts and experts to examine microand macro-ecological factors and the context of the spread
of invasive species.
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Definition and Detection of
Complex Spatial Events
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Detecting complex events in raw spatio-temporal data is a
necessary first step for later analysis tasks. If we consider the
basic definition of events, then “events can be user-defined
or found by methods of artificial intelligence” [11]. To date
manual, user-defined event annotation is a widely employed
approach. In many cases the manual annotation of events is
the only available approach, for instance, in soccer or other
sports. In these domains, video analysts, researchers or even
coaches inspect vast amounts of video footage to annotate
time intervals and sometimes locations to create datasets of
complex spatial events. For instance, the analysts annotate
free spaces or offside, for later use in team briefings in order
to prepare for upcoming matches.
Although extremely time-consuming, detecting such complex events is not only possible, but sometimes even trivial
for humans. However, teaching computers to detect such
complex events is far from it. For complex events not only
derived features or use spatial-temporal clustering need to
be considered, but also the semantic relationships between
other moving entities, co-occurring events or outside rules,
The need of analysts and coaches to define custom complex
spatial events on demand for detection by the system further
aggravates the difficulty. To support such (semi-)automatic
detection of user-defined complex spatial events, there is a
need to offload the complexity of query construction from
the user unto the system. Visual query languages (VQL) can
bridge the gap, since they enable a wider range of users to
define and detect complex spatial events, by replacing textual
descriptions or complicated mathematical definitions with
visual abstractions. In general, there are three types of visual
representations for VQL [158].
1. Form-based: “representations are the simplest way
to provide the users with friendly interfaces for data
manipulation. They are very common as application
or system interfaces to relational databases, where the

4.4 Query by Sketch . . . 109
4.5 Summary . . . . . . . . 118

[11]: Aigner et al. (2007), Visualizing Time-Oriented Data - a
Systematic View

[158]: Catarci (2009), Visual
Query Language
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forms are actually a visualization of the tables. In query
formulation prototypical forms are visualized for users
to state the query by filling appropriate fields.” [158]
2. Diagrammatic: “represent data structures displayed
using visual elements that correspond to the various
types of concepts available in the underlying data
model. Diagrammatic representations adopt as typical
query operators the selection of elements, the traversal
on adjacent elements and the creation of a bridge among
disconnected elements.” [158]
3. Iconic: “representations use icons to denote both the
objects of the database and the operations to be performed on them. A query is expressed primarily by
combining operand and operator icons. For example,
icons may be vertically combined to denote conjunction
(logical AND) and horizontally combined to denote
disjunction (logical OR).” [158]

[159]: Meyer (1993), Beyond
Icons

[158]: Catarci (2009), Visual
Query Language

However, there exists also a fourth visual representation,
which can be employed in spatial-temporal context, namely,
sketching [159]. Compared to query by iconic representations,
query by sketch has yet another degree of freedom, since here
not only can predefined icons be arranged horizontally and
vertically, but freehand drawings can be placed just as freely
in space. Here the major challenge is to translate the sketches
of the users into suitable query metaphors and deal with the
high-input uncertainty due to the freehand drawing.
In general, all of these visual representations are useful,
depending on the use case, and are often combined in hybrid
approaches. Nevertheless, in this dissertation we want to
highlight three approaches in particular. First, we want to
highlight an approach for the automatic detection complex
spatial events in Section 4.2. While query by diagrammatic
language (QBD) achieves better performance for expert users
than query by iconic representations (QBI), there is only a
small performance difference for non-expert users, which is
even slightly in favor towards QBI [158]. Since, in regards
to technical skills, we want to support non-expert users –
who are of course experts in their respective domains – we
present one example for an QBI for complex spatial events
in Section 4.3. Additionally, we also highlight an example
for a query by sketch system (QBS), and demonstrate how to
translate sketches into query metaphors and how to tackle
issues, such as high input uncertainty. Since query by forms
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(QBF) are the most basic approach for querying, we will not
discuss this approach in further detail.
Contribution Clarification
Parts of this chapter are based on the following works:
Section 4.2: Manuel Stein, Halldór Janetzko, Thorsten
Breitkreutz, Daniel Seebacher, Tobias Schreck, Michael
Grossniklaus, Iain Couzin, Daniel A. Keim. Director’s Cut:
Analysis and Annotation of Soccer Matches, IEEE Computer
Graphics and Applications, 2016 [13].
Parts of this chapter are taken from the following works:
Section 4.3: Manuel Stein, Daniel Seebacher, Tassilo Karge,
Tom Polk, Michael Grossniklaus, and Daniel A. Keim.
From Movement to Events: Improving Soccer Match Annotations, International Conference on Multimedia Modeling,
2019 [20].
Section 4.4: Daniel Seebacher, Tom Polk, Halldór Janetzko, Daniel A. Keim, Tobias Schreck, and Manuel Stein.
Investigating the Sketchplan: A Novel Way of Identifying Tactical Behavior in Massive Soccer Datasets, submitted to IEEE
Transactions on Visualization and Computer Graphics,
2021 [22].
Please refer to Section 1.3 for details.

4.2 Automatic Approach
The automatic detection of complex spatial events is a difficult
challenge for several reasons. First, there is no generic way of
defining these events; they have to be reconceptualized for
each domain and for each task. Second, the computation of
these complex spatial events is sometimes very challenging
to convert into automatic methods and algorithms. This
conversion involves not only deriving individual features, but
must also take into account complex relationships between
multiple entities, co-occurring events, and outside rules and
influences. In this section, we illustrate how such complex
spatial events can still be defined, automatically computed,
and detected.

Contribution Clarification
This section is based on another work. See Section 4.1 for
further clarification.
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4.2.1 Free Spaces in Soccer Analytics
In invasive team sports, such as soccer, game and video
analysts have long been used to assist the coaching staff
in assessing and analyzing matches in order to optimize
team preparation and training. An essential part of this is
recognizing interesting match situations, the annotation of
players or areas of interest, and assessing the performances of
individual players or groups of players. An important aspect,
which can be used for the evaluation of player performance as
well as for the evaluation of the game behavior of groups, are
the so-called free spaces. In the following sections, we briefly
discuss the definition of free spaces and present algorithms
for the automatic detection of this complex spatial event.
Afterward, we demonstrate in an evaluation with domain
experts that we have found a valid definition of free spaces
and that the automatic detection yields fitting results.
Soccer is constantly about looking for free spaces and shifting
the match towards them. An important characteristic of good
players is to open up new free spaces by finding the right
positioning on the field and then using them effectively. Using
free spaces effectively can be accomplished, for example, by
passing into free space in combination with another player
sprinting to the pass trajectory’s end point. This usually
results in passing over several opposing players or shifting
the play to the other side of the pitch. In both, this can quickly
lead to dangerous situations resulting in shots on goal for
the attacking team.
In theory, since soccer players cover only a small part of
the pitch, most areas can be considered to be free spaces.
However, not all free spaces are of equal importance. For
instance, if one team is currently in ball possession and on
the opponents side of the pitch, then free spaces near their
own goalkeeper theoretically exist, but are of irrelevant to
the current match situation. Thus, simply considering free
spaces as regions not currently covered by any player, is too
simplistic.
After interviews with several subject matter experts we ended
up with the following calculation for free spaces. First, we
segment the soccer pitch into one square meter grid cells. For
each grid cell we then calculate, which player can reach it
the fastest. A naive approach would be to perform a voronoi
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tessellation, to find the nearest-neighbor using only the
distance of the players to the grid cell.
However, to account not only for the distance, but also the
current movement of the players, we also consider the heading and speed of each player in the calculation. Afterward,
we use the team information to create a binary segmentation
of the soccer pitch, as shown in Figure 4.1. Additionally, to
account for the current positioning of other players and the
match context, we also use the respective size of the free
space, as well as the amount of nearby opposing players, and
the distance to the opposing goal to asses the free spaces.
Following the procedure described above, we could now
already compute free spaces, i.e. complex spatial events that
take into account the movements of the individual players,
their positioning, as well as the game context. However, since
a one-square-meter resolution of the playing field could
suggest too high a level of accuracy, we provide another
abstraction level of the free spaces. Therefore, we reduce the
individual contiguous free spaces to their maximum containing rectangle, using the algorithm of Vandevoorde [160], to
determine the maximum rectangle in a free space, as shown
in Figure 4.2. Ultimately, depending on use case, we can
detect and present free spaces in their spatial and temporal
context in either their raw form, as shown in Figure 4.3a or
in their abstracted form, as shown in Figure 4.3b.

(a) Grid-based free space visualization

(b) Abstract free space visualization

4.2.2 Evaluation
To ensure that the free spaces we detect and rank as important match experts’ perceptions. For that, we conducted an
evaluation with two subject matter experts. Expert A was
an active soccer player for 24 years and has been a youth
coach for 10 years, currently for FC Bayern Munich. Expert B
was an active soccer player for 19 years and is currently an
accredited referee.

Figure 4.1: Grid-based segmentation of the soccer pitch for the
free space calculation. Each cell
shows the team whose player can
reach it first, depending on his
current distance, heading, and
speed.

Figure 4.2: Maximum containing rectangle of a contiguous free
space as detected by the algorithm of Vandevoorde [160]

[160]: Vandevoorde (2021), The
Maximal Rectangle Problem
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The data used for the evaluation is soccer movement of 22
soccer players from 66 professional matches. The data has a
spatial resolution of 10cm and a temporal resolution of 100
milliseconds.
For the assessment of the free spaces, a quantitative evaluation was performed with both experts. Images of the same
52 situations were presented to both experts, in which they
were asked to draw, according to their opinion, the four most
important free spaces by hand. We then computed the free
spaces for the 52 situations using our automatic approach,
resulting in a set of 204. For Expert A, we had an agreement
of 171 out of 204 free spaces, and for Expert B, we had an
agreement of 154 out of 204, resulting in an overall accuracy of 79.65%. Interestingly, the experts had only a 70%
agreement among themselves.

4.2.3 Conclusion
Our results show that automatic detection of complex spatial
events, such as free spaces, is not only possible but also
feasible. However, the disagreement of both experts also
shows, that enabling the expert to influence the calculation of
free spaces could probably improve the results even further.
This is consistent with our hypothesis from Section 2.4, which
calls for models considering users and context.

4.3 Query by Iconic Representations
Contribution Clarification
This section is taken from another work. See Section 4.1 for
further clarification.

In this section, we highlight an approach for the semiautomatic detection of complex spatial events employing a
query by iconic representations approach.

4.3.1 Domain Description

[161]: Stein et al. (2018), Bring It
to the Pitch: Combining Video
and Movement Data to Enhance
Team Sport Analysis

In numerous invasive team sports such as soccer, automatic
video analysis is increasingly being deployed to collect spatiotemporal data, consisting of player and ball movement [161].
This data is collected to gain deeper insights into the respective sport in order to increase the efficiency of players,
analyze opposing teams and, consequently, improve training and team performance. Without further processing and
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analysis, however, this data alone does not provide deeper
insights into a match. In order to take full advantage of the
data, analyses must be carried out and visualizations must
be generated so that analysts can process the large amounts
of retrieved movement data.
Companies such as Stats and Opta manually annotate basic
events, such as passes, ball possession times, and fouls or
penalties, as well as more complex events such as offside
determination. Here, analysts manually inspect and annotate vast amounts of multimedia data, mostly many hours
of video, based on predefined criteria. In addition to being
extremely time-consuming and expensive, this manual annotation is also susceptible to human error, thereby reducing
the quality of the event data. Existing approaches to automate
event detection are divided into two fields: Automatic video
analysis and direct analysis based on previously recorded
movement data in combination with existing, basic events.
Automatic video analysis has been used, for example, to
try to detect events in television broadcasts or video recordings of soccer matches [162–169]. Using these approaches,
simple events such as corner balls or goals, can be easily
detected. However, recognizing new kinds of events requires
a considerable amount of effort, since separate algorithms
have to be created for each event type. Furthermore, many
algorithms rely on implicitly annotated data, such as the
organizer’s logo appearing before replays or specific camera
movements, to detect certain events such as corner kicks or
penalties. These techniques can typically only be applied in
a narrow set of circumstances and do not represent a robust,
generalizable approach. Several systems also use movement
data directly in order to recognize events [170–173]. However,
these concepts do not allow interactive definition of events
and are typically designed for a narrow set of purposes, such
as commenting on soccer matches.Consequently, de Sousa et
al. [174] suggest the recognition of events in matches should
be the core focus of current research on soccer analysis. The
recognition of events based on underlying event patterns
is mentioned as an example. In addition to automatically
recording player and ball movement data at a reasonable
spatio-temporal resolution, it is also necessary to automate
event recognition in order to make the detection of events
more cost-effective, faster, and more reliable. Automatic analysis can also reveal aspects that would not be found with
manual analysis due to bias, human error, lack of time, or
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[162]: Xiao-Feng Tong et al.
(2004), A Three-Layer Event Detection Framework and Its Application in Soccer Video
[163]: Ekin et al. (2003), Automatic Soccer Video Analysis and
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Event Detection and Summarization in Soccer Videos Using
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Figure 4.4: Event Pattern and
Event Data Stream with Pattern
Locations

(a) Event Pattern
of Event Types B,
A and C

(b) Identified Locations of Event Pattern in Event
Data Stream

simple lack of knowledge. At the same time, intuition and
expert knowledge are required to formulate a meaningful
objective and to define event patterns that are interesting or
important for the respective question, analyst, player, or team.
Some event-types in soccer do not have a universally shared
definition, but are instead defined differently depending
on each team, and therefore cannot be recognized correctly
without manual interaction.
In this section, we propose an automated event detection system based solely on soccer movement data. Simultaneously,
we enable analysts to efficiently and flexibly incorporate their
intuitions in order to find complex patterns in events. The developed system gives the user the possibility to custom-define
spatio-temporal patterns and then automatically search for
them. In contrast to existing approaches, it allows expert
knowledge and human intuition to be integrated into the automated analysis process. By directly using movement data
to generate events, it closes the gap between raw multimedia
data and event data and compensates the lack of flexibility
and scalability of manual data annotation. With the help of
a visualization displaying identified events in combination
with the associated movement data, the presented system
allows the correction of existing event patterns, the creation
of new patterns, and the general assessment of event data.
Since the recognition of events is automated, the system
therefore supports real-time analysis.

4.3.2 Detection of Complex Events
The processing of complex events is a broad field in computer
science that includes not only their processing, but also the
architecture for processing data or event streams and the
recognition of (complex) events. The most important step
in event processing consists of detecting complex events and
is therefore the main focus of our proposed approach. The
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detection of complex events in large soccer data enables
analysts to summarize the increasing amounts of gathered
movement data by highlighting interesting occurrences. This
helps soccer analysts and coaches interpret the data faster and
more effectively, giving them more time to use the resulting
knowledge. In the following, we define an event as a time
interval or point containing associated objects and attributes.
For example, a shot on goal event can be associated with
the players specifically involved. Furthermore, we define
event types as events with certain common characteristics.
An event type has a name and contains a definition of the
characteristics common to its events, enabling the user to
identify all associated events. A constellation of event types
is called a temporal pattern or an event pattern. A sequence
of events that satisfies the event pattern is an instance of a
complex event type, also called a complex event. Figure 4.4 (a)
shows an example event pattern involving the event types
𝐵, 𝐴 and 𝐶 . In the example shown, event type 𝐴 is starting
before 𝐵 is fully finished. The identified locations of the user
defined event pattern in the overall event data stream are
highlighted in Figure 4.4 (b). Complex event types themselves
can occur in event patterns, resulting in a hierarchy of event
types as shown in Figure 4.5. For a better understanding,
all subsequent steps are explained using the example of
the offside rule, since the rules for this event are generally
known and many technical details of event detection can be
explained using them.
The Laws of the Game of the International Football Association Board state that a player is in an offside position if
a player is in the opponent’s half of the pitch and closer
to the goal line than both the ball and the second-to-last
opponent [175]. In this description, we can see that several
event types play a role in the offside rule and that they occur
within a certain time constellation. Together, the event types
form a complex event pattern including, for example, players
and teams. Examples of involved event types in the offside
rule are player is in offside position or player is touching the
ball. The description of an event in natural language must be
formalized in order to be usable for a program to find the
event. One very similar and, therefore, intuitive formalism
for describing temporal relationships of natural languages is
given in Allen’s interval algebra [176]. In this algebra, possible
topological relations (qualitative relations) can be expressed
between intervals which, in our case, translate to events. For

[175]: Board (2018), Laws of the
Game 2018/19

[176]: Allen (1983), Maintaining
Knowledge about Temporal Intervals
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Figure 4.5: Complex event patterns can be hierarchically composed by combining primitive or
other complex events.

A
example, the relationship between two events can describe
whether both events happen at the same time or directly one
after another.
Some soccer events are not perceived as a time interval,
but rather as a point in time. For example, the offside rule
speaks about the (...) point in time at which a ball is touched
by a fellow team member (...). In order to use specific points in
time, we need to extend Allen’s interval algebra. However,
these changes are not drastic, since a point in time can be
understood as an interval whose start and end points are the
same. There are some special cases that need to be considered,
when including time points into Allen’s interval algebra. For
example, if A is an event that occurs at a point in time and B
an event that has a time interval, not all relations can occur
between these events, such as DURING, since 𝐴 𝑠𝑡 𝑎𝑟𝑡 = 𝐴 𝑒𝑛𝑑 .
An overview over all possible relations between time points
and intervals is given in Table 4.1 and an overview of all
possible relations between two time points in Table 4.2.
These relations between the events allow us to create complex
event patterns, as is the case, for example, with an offside.
The example in Figure 4.4 (a) can serve as an illustration. B is
the event “player plays the ball”, which must overlap with or
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𝐴 𝑒 < 𝐵 𝑠 ⇒ 𝐴BEFORE 𝐵

A
B
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Table 4.1: Possible relations between a time point and a time
interval

𝐴 𝑠 = 𝐵 𝑠 ⇒ 𝐴STARTS 𝐵

A
B
A

𝐴 𝑠 > 𝐵 𝑠 ∧ 𝐴 𝑒 < 𝐵 𝑒 ⇒ 𝐴DURING 𝐵

B
A
B
A

𝐴 𝑒 = 𝐵 𝑒 ⇒ 𝐴FINISHES 𝐵
𝐴 𝑠 > 𝐵 𝑒 ⇒ 𝐴AFTER 𝐵

B
A

𝐴 𝑒 < 𝐵 𝑠 ⇒ 𝐴 BEFORE 𝐵

B
A

𝐴 𝑒 = 𝐵 𝑒 ⇒ 𝐴 EQUALS 𝐵

B
A

𝐴 𝑠 > 𝐵 𝑒 ⇒ 𝐴 AFTER 𝐵

at least meet event A “player is in an offside position”. This
can be followed by another event C such as “Player A shoots
at the goal”. These events, such as “player is in the offside”
position, can be hierarchically composed by small events, as
shown in Figure 4.5. In addition, multiple conditions can
sometimes apply to a particular event pattern, as described
by the IFAB laws of the game. For example, the player can
be in an offside position before the ball is played, but also
when both events start at the same time. In addition, multiple
conditions may apply to a particular event. For example, the
player can be in an offside position before the ball is played
to him, but also if both events start at the same time. To create
and visualize such ambiguous event patterns, we introduce
the concept of whiskers. Whiskers are a graphical addition
to the well-known rectangular representation of intervals,
which makes it possible to model ambiguous relationships
between intervals. In the example in Figure 4.6 (a) we use
these whiskers to model that event A can start simultaneously
with event B, but A must start before B is finished at the
latest. This ambiguous relationship could not be represented

Table 4.2: Possible relations between two time points
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by simple rectangles.
However, defining these patterns is only the first step in
making the transaction data useful. These patterns must
also be found in the data. This process can be very timeconsuming, which is why it makes sense to check beforehand
whether a sample can be found at all. An example of such an
undetectable pattern of three intervals (I, J, K) is (I BEFORE
J, J BEFORE K, K BEFORE I). With the help of the path
consistency algorithm, such relations can be checked for
consistency in polynomial time.

Events, sorted by time:
B2

B1
C1

A1

A2

B3

C2

B4

A3

C3
time

Event Pattern Identifier:
Figure 4.6: Process of event detection: The starting point is an
empty pattern identifier (a). The
first event matching the pattern
identifier is B1, the pattern identifier is duplicated and B1 is
inserted into one of the duplicates (b). C3 is the last event and
matches two pattern identifiers
(c1, c2), which are therefore both
duplicated. At the end, three pattern identifiers are complete, so
the complex event was found
three times (d).

[177]: Kempe (2008), Häufige
Muster in Zeitbezogenen Daten
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After checking the consistency of the patterns, they can be
searched for in the dataset. For pattern identification, we
proceed similarly to Kempe [177], which uses deterministic
finite automata as pattern identifiers. The complete process
is outlined in Figure 4.6. We want to find the offside pattern
from Figure 4.4 (a) in the set of events which are sorted by
time. For this, we start with an empty pattern identifier a). The
first matching event is B1. We duplicate the pattern identifier
and insert the event B1 (b). The same procedure applies to
the remaining events. After several steps, we have processed
the last event C3 and see that three pattern identifiers are
complete and thus the complex event offside was found three
times in our dataset.
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4.3.3 System
We introduce a visual analytics system in order to define,
search, and save events in soccer, based on the movement
data of players and the ball. An overview about the system
can be seen in Figure 4.7. Based on the available position data,
soccer-specific properties such as the speed of the players or
their distance to the ball are calculated to generate the basic
events. This allows the detection of instances of the event
type Player is less than 1m away from the ball. Basic event types
can be graphically arranged by the user in the system to
build event patterns and, therefore, define a complex event.
The system then automatically interprets the graphically
displayed patterns as expressions of Allen’s interval algebra,
which allows qualitative statements about the (temporal)
order of events (like Event A is before event B or Event A
contains event B). Created event patterns are searched in the
data and the results of the search are visualized on a timeline
as well as an abstract soccer pitch. The timeline allows the
user to draw conclusions about when a pattern occurred in a
match, and whether the definition of the pattern was correct
or whether it needs to be adjusted. The visualization on the
soccer pitch helps analysts to understand the movements of
the players and the ball during identified events.

Defining and Detecting Basic Events
The starting point for the system is the movement data of
the player and the ball during a soccer match. This data is
not yet event data, unless we consider any recorded point as

Figure 4.7: System interface with
abstract soccer pitch(1), mini
map (2), library of events (3),
event definition timeline (4) and
timeline for displaying the results (5).
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Table 4.3: Used properties for
generating basic events

[178]: Visvalingam et al. (1993),
Line Generalisation by Repeated
Elimination of Points

Property

Type

Generates an event, if...

Speed

Interval

Position

Interval

Closest to ball

Interval

Dist. to ball

Interval

Dist. players

Interval

Offside position

Interval

Ball deflection

Point

...the speed has a certain
value, or exceeds or falls below a certain threshold.
...the position is within a certain range. Some special positions on the soccer pitch are
predefined, otherwise one or
more rectangular areas can
be defined..
...a player is at least as close
to the ball as everyone else.
...a player has a certain distance to the ball, exceeds or
falls short of it.
...players have a certain distance to each other, exceed or
fall short of each other.
...a player is in an offside position.
...the ball changes direction.

an event which, however, would not be practical. In our case,
the movement data consist of two-dimensional coordinates
for every tenth of a second of a match for every player and
for the ball. The basic events are generated assuming that the
available movement data is continuous, i.e., in a straight line
or a slight curve from one recorded coordinate to the next. All
implemented soccer-specific properties for basic events are
listed in Table 4.3. The calculation of most features is straightforward, such as the distance between a player and the ball
and the features derived from it, such as the closest player
to the ball. For features that have a temporal aspect, such as
speed, we use linear interpolation between the individual
points in time to calculate these features. The deflection
of the ball, however, is more demanding. Here we use the
algorithm of Visvalingam [178], which removes points from
the trajectory of the ball, which lie approximately on a straight
line. The remaining points are those where the ball has made
a sufficiently strong turn or changed direction. To calculate
offside position and closest to ball, naive detection algorithms
were implemented, which sort the players according to their
distance to the goal or the ball.
Due to the basic event types, no great gain in knowledge

4.3 Query by Iconic Representations

105

Figure 4.8: Timeline enabling analysts to graphically define complex event types. All whiskers
and rectangle sides in one of
the strips are treated as if they
had the same position (1). In the
shown case, the reference interval is called “cross” (2).

is yet to be expected. Complex event types are required
to show hidden connections or find interesting situations
more quickly in a match. Our proposed system provides
a list of already defined events, both basic and complex,
displayed in our system as interactive rectangles. If an event
is an interval, the rectangle always has whiskers, which
enable the modeling of ambiguous interval relationships
such as BEFORE ∧ STARTS WITH. If it is a point, it has no
whiskers. Existing events can be positioned and arranged
on the integrated visual timeline via Drag and Drop. This
interaction concept is based on video editing software in
which users arrange video and audio snippets in time to
create a more complex end product. By dragging the sides
of the rectangle, these can be widened or narrowed and, as a
consequence, the relation of the involved event types to each
other can be defined. To modify the remaining parts of the
event pattern, relationships to other event types can be set
in the timeline as well as minimum and maximum duration
time. Furthermore, it can be specified whether the new event
type is to be an interval or a point, which either adds or
removes the whiskers. After creating a new complex event,
it is saved permanently in the event library. An example of a
definition of a cross event can be seen in Figure 4.8.

Analyzing Identified Events
Complex events can be used both during their definition
as well as afterwards to find and assess match situations in
large amounts of soccer data. To provide an overview for
the analyst, we visualize the locations of the identified event
pattern in an additional, zoomable timeline, representing
the entire match from kick-off to final whistle, as shown in
Figure 4.7 (5). In this timeline, each interval is visualized by a
rectangle, the left edge indicating where the event begins and
the right edge of the rectangle indicating where the event
ends. Since according to our event definition, point events
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Figure 4.9: Occurrences of true
positives, false positives and
false negatives for more than
36,000 passes in both half times
of 43 matches.
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are interval events where start and end time are the same,
they are indicated by a rectangle with a very small width
where the left edge is also at the point the event occurs. By
giving the rectangles the respective team colors, we enable
an efficient overview of the distribution of events and which
team was responsible for which events at which time. The
intervals or points displayed in the timeline are used, among
other purposes, to quickly jump to match situations in which
the event pattern occurs. In order to better assess the found
complex events, the movement of the involved players and
ball is visualized on an abstracted soccer pitch, when selecting
a time period in the timeline. The trajectories are visualized
as fragmented lines, as shown in Figure 4.7 (1). The color of
a line corresponds to the team color. We use an additional
color gradient on each trajectory, going from transparent at
the start of the trajectory to opaque at the end, to indicate
the direction of movement, without the need for animation.
Additionally, we use the distance of the fragments in the line
to indicate the speed of the players involved and the ball.
In slower sections, the fragments are closer together. To see
more precisely how player and ball trajectories progress or
in order to get an overview, the abstracted soccer pitch can
be zoomed in or out by scrolling and moved by clicking and
dragging. When zooming, the displayed area of the soccer
pitch is drawn as a rectangle on an additional mini-map to
improve the user’s orientation.

4.3.4 Evaluation
The goal of the evaluation is to show that most events, which
are currently manually annotated, can be effectively defined
and found with the system presented in this section. Therefore, manually created event datasets of several matches are
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compared with their corresponding instances of event types
defined in our system. The annotated event data has been
collected by an established analysis company and consists
of 43 manually annotated matches. First experiments have
shown that the annotated events can partially lack accuracy
due to human error and there is no detailed information
available about the applied rules for annotation. For cross
events, for example, it is not clear whether only successful
crosses get annotated or an attempted cross is already enough
to be annotated. In our definition for the automatic detection of cross events, we limit ourselves to only successful
crosses. For quantitative analysis, statistical measures for the
evaluation of proposed events are calculated. Afterwards,
the differences between the data found and the manually
generated data for individual cases are examined in more
detail. To assess our method, we calculate the true positives
(TP) (events found both manually as well as automatically),
false positives (FP) (events that we found, but were not in
the annotated data) as well as false negatives (FN) (manually
annotated events that we did not find).
The results of our quantitative evaluation, as displayed in
Table 4.4, are very promising. All defined events that are available in the manually annotated datasets and our proposed
system performed reasonably well, especially, considering
that the rules and standards for manual annotation are not
publicly available and might differ. Overall, the quantitative
results of our proposed method demonstrate a good performance in detecting otherwise manually annotated events.
Furthermore, we evaluated the possibility of our system
to define complex, hierarchic events such as linebreaking
passes within several open interviews with two experienced
soccer experts. The experts, one former coach from the youth
department of the German soccer club FC Bayern München

Event

Events

Prec.

Rec.

F1 -Mea.

Passing
Running with ball
Ball out of the pitch
Goal
Cross
Shot
Reception

36524
23874
3012
129
1807
1124
28147

87.5 %
68 %
78 %
97.5 %
65 %
82 %
70 %

75 %
84 %
98 %
91 %
70 %
49 %
78 %

80 %
75 %
87 %
94 %
67 %
62 %
74 %

Table 4.4: We assess our method
quantitatively by comparing automatically detected events with
manually annotated events from
a professional data provider.
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and one coach from the first team of an Austrian first league
soccer club, confirm the potential of our proposed system.
Both experts state they would make extensive use of such a
system in order to reduce manual effort as well as be able to
dynamically define own complex events

4.3.5 Discussion and Conclusion
Our proposed system enables analysts to define and search
for complex soccer events in large amounts of player and
ball movement data. An important aspect that has not yet
been included in this work is the inclusion of the context in
the event definition, visualization, and subsequent analysis.
Our system can already detect events such as crosses, but
not why these events were carried out, for example, whether
a player passed the ball to his teammate because he was
under pressure, or because of a good free space. Enriching
identified events with further context information can help
analysts in order to define events more precisely and to have
better information available for analysis.
Another part that will be improved in future work is the
visual analysis. Currently, we offer an overview of found
complex events as well as a detailed view of individual events.
A comparative view of events could help to identify common
patterns and help analysts during match summarization. Our
automatic event detection is also centered on events around
the ball. We plan to offer more ways to efficiently integrate
the definition of events to annotate defensive player behavior
in our system. Here, it would be interesting to define events
when a player, for example, is blocking passing possibilities
to other opposing players while attacking the ball possessing
player. Another interesting set of events, according to our
experts, would be to define complex events indicating when
players are attacking in certain predefined pressing areas
or when, for example, midfielders are too far away from
the defenders of their team. Additionally annotating events
when players are not close enough to opposing players would
be helpful as well.
Finally, our work is an important step in the direction of
automatic soccer analysis bridging the gap between movement data tracked by sensors or extracted from multimedia
data and high-level analysis based on events. Our results are
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similar to manual event annotations but can be carried out
in a fraction of the time and cost. Further improvements in
the accuracy of event detection and the introduction of new
events are planned for future work. Another main focus for
subsequent research is not only on extending the detection
of complex events but also on their assessment. For example,
it should not only be detected that a pass has taken place, but
also whether it was a good decision to pass to this specific
player in the current state of the match. This would help soccer analysts and coaches analyzing large amounts of match
data, efficiently making them aware of the relevant events
for analysis and match preparation.

4.4 Query by Sketch
Contribution Clarification

In this section we present an query by sketch approach for
the detection of complex spatial events in massive soccer
datasets. Specifically, we discuss the technical realization
of such a system in detail. In particular, how the user’s
input and sketches can be converted into matching queries
for the detection of complex spatial events. In addition,
we demonstrate how to address issues, especially the high
input inaccuracy inherent to this type of input modality. We
illustrate how this technique can be used in an interactive
system and the analyses it enables in Chapter 5.

This section is taken from another work. See Section 4.1 for
further clarification.

Figure 4.10: Overview of our
query by sketch system, modelled after a real-world magnet tactic-board. Using magnets
and sketches analysts and researchers can define complex
spatial events, namely, specific
match situations, and detect
them in massive soccer movement datasets.
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4.4.1 Domain Description
Crucial tasks during match preparation can be divided into
two major challenges: Finding specific and clearly definable
match situations in a set of recorded matches and performing
a thorough analysis of these situations to identify tactical
patterns in the collective movement behavior. In this section,
we highlight how to tackle both of these challenges following
a real-world concept based on a simple tool widely employed
by coaches and players: the magnetic tactic-board. This tool
is not only used in soccer, but also in a wide variety of
invasive and competitive team-sports world-wide. Tacticboards are currently being deployed in numerous sports
environments (see our interview with a former professional
international soccer player and now head coach of an Austrian
first league team in Chapter 5) and used to manually analyze
and visualize match situations and their development, for
example, during counter-attack situations to communicate
strategies to their players.
One major drawback of tactic-boards is the extensive manual
effort required to setup tactical situations for analysis. Since
every analysis on the tactic-board is performed manually, no
metadata or additional information, such as which players
are usually involved in these situations, can be linked or
visualized on the tactic-board. For instance, to illustrate a
kick from one player to the other, the coach would position
them at their ideal position and move the ball from one to
the other. However, this exact situation may not occur in the
real game. Thus, each of these illustrations also reflects the
individual biases of the coach and analyst.
By creating a virtual and enhanced representation of a magnetic tactic-board, as shown in Figure 4.10, we can address all
of the drawbacks of its traditional counter-part without sacrificing its advantage of being an intuitive and well-known yet
powerful visualization of team positioning and movement
data. In the following, we first introduce a set of required definitions and notations. Afterward, we discuss how a virtual
tactic-board can be utilized as a visual query interface to identify situations of interest in a large set of multi-match data, and
contrast our approach against conventional trajectory-based
retrieval techniques. Finally, we illustrate how identified situations of interest can be summarized to be used for detecting
patterns in the retrieved movement data.
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4.4.2 Formal Definitions and Notations
The basis for our proposed system is spatio-temporal multimatch data 𝐺 . For each match 𝑔 ∈ 𝐺 , the data contains
spatio-temporal information describing the position of all
moving objects 𝑚 ∈ 𝑀 on the pitch for the whole duration
of the game. This includes the players 𝑝 ⊂ 𝑀 of both teams
and the ball 𝑏 ⊂ 𝑀 . Both of these entities are moving objects
as described by the conceptual movement framework of
Andrienko et al. [12].

[12]: Andrienko et al. (2013), Visual Analytics of Movement

A match situation 𝜌 ∈ 𝑃 can now be described as the movement of a set of individual entities during a specific time
interval [𝑡1 , 𝑡2 ] ⊂ 𝑇 , e.g., as the function 𝜇 : 𝑀×𝑇 → 𝑆 . These
situations can commonly be described as a set of positions
that individual players and the ball must occupy at specific
times 𝑡 𝑖 ∈ 𝑇 . For instance, during a corner-kick, the ball and
at least one player must first be at one corner of the pitch and
then the ball usually lands in the penalty area a short time
later. Following this conceptual movement framework, we
describe situations as a set of movements. Movement 𝜇 consists of a sequence of spatial events, i.e. location visits (𝑚, 𝑡, 𝑠)
of a set of movers 𝑚 , where each mover 𝑚 𝑖 must appear at
an assigned location 𝑠 𝑖 at specific time 𝑡 𝑖 . For example, a
corner situation can occur when the following location visit
events for at least one player 𝑝 𝑖 and the ball 𝑏 are present:
(𝑝 𝑖 , 𝑡1 , (52.5 , 34)) and (𝑏, 𝑡1 , (52.5 , 34)), (𝑏, 𝑡2 , (47.5 , 0)), with
(52.5 , 34) being the location of the bottom right corner of the
soccer pitch and (41.5 , 0) the location of the penalty mark.
Additional event data, as described by Stein et al. [4], are also
available. These can be used to implement further desired
features that enable a more in-depth analysis of the game. For
instance, a query to find back-passes from the defender to the
goalkeeper can be created by dragging a ball magnet from the
defender’s position into the penalty area. However, without
further information, this query also includes crosses from the
opposing team into the penalty area. To better differentiate
between such situations, we offer two additional variants
of the ball magnet, which explicitly denote possession or a
change in possession. On the one hand, the ball possession
magnet, requiring that the ball is in possession of the specified
team for each location visit. On the other hand, the ball
conquest magnet, indicating that the possession of the ball
must change from one team to the other at the given location.

[4]: Stein et al. (2017), How to
Make Sense of Team Sport Data
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[179]: Wikipedia (2021), Association Football Tactics

By combining both data sources, movement and event data,
detailed cooperative as well as competitive tactical movement
behavior can be described by using our system. Existing
articles provide detailed overviews about tactical movement
behavior as well as their developments in soccer [179].

4.4.3 Magnet-based Situation Retrieval

1: postgis.net

In our proposed system, we apply the previously described
formal model for the interactive identification of situations
of interest (Subsection 4.4.2). In order to realize an intuitive
query creation interface, analysts and coaches can describe
situations by placing magnets representing the players and
the ball at key positions on a digital, two-dimensional tacticboard. We can separate our process for identifiying situations
into two steps: movement detection and situation retrieval,
which we describe in detail in the following sections. For all
of our geographic computations, we employ the established
and well-known spatial database PostGIS1 .

Movement Detection
Each placed magnet is converted into a location visit event
and can be represented as a spatial range or nearest neighbor
query. However, using either query type alone has drawbacks. Spatial range queries have the problem of trying to
select the right parameter distance threshold 𝜖 , especially
in our use-case, since the distribution of players is heavily
situation-dependent. During open play, the distribution of
players is considerably more varied than during a corner-kick,
where almost all players are located inside the penalty area.
Thus, choosing a suitable 𝜖 that fits both situations is nearly
impossible. Similarly, nearest neighbor queries have the problem of trying to choose an appropriate number of neighbors.
This problem becomes apparent when placing a magnet on
the pitch and dragging it to a second location resembling
movement 𝜇 of a mover 𝑚 from 𝑠 1 to 𝑠 2 . Although we can
find the 𝑛 nearest neighbors of both magnets, the massive
amount of movement data makes the chance of finding a
pair of players of the same situation or even the same game
nearly impossible. However, since the user does not know
the exact location of players and cannot be expected to make
pixel-perfect inputs, an additional complicating factor is that
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the manual placement of magnets results in a high degree of
input uncertainty when creating spatial queries.
To tackle these problems, we employ a technique we call
query relaxation, which is a three-step process where we
combine spatial range and nearest neighbor queries to find
relevant movements despite the aforementioned adversities.
An intuitive use case that illustrates this approach is finding
movement 𝜇𝑖 of a player 𝑚 𝑖 moving from one location to
another, as shown in Figure 4.11.
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As a first step, we create a candidate set for each placed
magnet 𝑚1 , ..., 𝑚𝑛−1 , 𝑚𝑛 , depicted in blue in Figure 4.11. For
this purpose, we perform a spatial range query around each
placed magnet, represented by the white circle with the
dashed border, to find players who have been near the placed
magnet in the selected games. The distribution of players,
can vary extremely around the placed magnets, depending
on the position and situation. For example, during a corner
kick situation the density of players in the penalty area is
extremely high, while extremely low in the midfield at the
same time. Therefore, we deliberately select a large radius
(ten meters in our experiments) for the initial range queries
in order to find the necessary players in a wide range of
situations. As a result of these range queries, we obtain a set
of candidates 𝐶 𝑖 , ..., 𝐶 𝑛−1 , 𝐶 𝑛 for each of the placed magnets.
Each candidate set consists of a set of players 𝑐 ∈ 𝐶 which are
located within the defined radius around the placed magnet
in the selected games. For each player 𝑐 we have the following
information: id, timestamp, match, and position.
Second, in order to extract movements of individual players, it is necessary to identify players that are present in

Figure 4.11: Our proposed query
relaxation approach to detect
movement despite high user
input uncertainty of a player
from the left location to the
right location. A list of candidates around each placed blue
magnet is selected. Using taskdependent join conditions, we
identify valid candidates. Finally,
we can relax the query depending on the results as well as the
selection algorithm. In this instance we want to find at least 3
movements.
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all candidate sets. Furthermore, it has to be taken into account that these are not only the same players in all candidate sets, but also that they are present during the same
games and at approximately the same time. To obtain this
set of valid candidates 𝑉 , highlighted in grey in Figure
4.11, the individual candidate sets 𝐶 are combined in order
by a sequence of 𝜃 -joins: 𝑉 = 𝐶1 ⊲⊳𝜃 ...𝐶 𝑛−1 ⊲⊳𝜃 𝐶 𝑛 . In
our case, the predicate 𝜃 corresponds to equality of player
identity, equality of match identity, and temporal ordering
of candidates: 𝑐 𝑖 .id = 𝑐 𝑗 .id ∧ 𝑐 𝑖 .match = 𝑐 𝑗 .match ∧ 0 <
𝑐 𝑗 .timestamp − 𝑐 𝑖 .timestamp < Δ𝑡 ; 𝑐 𝑖 ∈ 𝐶 𝑖 , 𝑐 𝑗 ∈ 𝐶 𝑗 . Here, we
allow for a maximum time difference Δ𝑡 , which was experimentally determined to be ten seconds. At smaller values, too
few movement sequences were detected, as only very rapid
and linear movements between two magnets are considered.
For larger values, on the other hand, irrelevant movement
sequences were detected too frequently.
Eq. (4.1): Error calculation of
movement 𝜇𝑖 using the location
visits LV as found in the data and
the user inputs UI. To penalize
large errors more severely, we
employ the squared distance to
calculate the error coefficient.

𝜖 𝜇𝑖 =

𝑛
X

𝑑(LV𝑖,𝑗 , UI𝑖,𝑗 )2

(4.1)

𝑗=1

Finally, for each tuple in the set of valid candidates, an error
coefficient is computed, which is the sum of the squared
distances of the found players to the respective placed magnets in each candidate set 𝐶 (see Equation 4.1). This error
coefficient can then be used to relax our query on the fly
to broaden or narrow down the search, since the full list
of valid candidates and error coefficients only needs to be
precomputed once. Here we can either employ a top-𝑛 query
or calculate a suitable cut-off value based on a predefined
absolute value or, for example, based on the mean error to
obtain the final result set, highlighted in black in Figure
4.11.
Following these three steps allows us to find meaningful
results without the need for fine-tuning the 𝜖 threshold of the
spatial range queries for each movement in each situation and
avoids the issue of not finding relevant results when using
nearest neighbor queries. An major benefit of movement
detection with the magnet metaphor is that we enable a more
abstract search than is the case with conventional trajectory
search systems. In our case, only the definition of the start
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condition is necessary. We support an optional definition of
an end and as well as an arbitrary number of intermediate
conditions. In a trajectory search system, all intermediate
steps also need to be defined implicitly and are taken into
account for the similarity computation, although they might
be irrelevant for some situations.

Situation Retrieval
Our query relaxation approach is also applicable to retrieve
situations defined by one or more movement sequences.
We support an arbitrary number of movement sequences,
described by placed magnets, as well other constraints,
such as restricted areas, which are important, for example, during kick-offs or penalties. For instance, we place
a player near a corner 𝜇𝑝 as well as a ball 𝜇𝑏 , which is
subsequently dragged into the penalty area to define a
corner-kick situation. We now need to adapt the previously defined join condition for movement detection, to
not use the player identity, but the match identity and time
instead 𝑆 = 𝜇𝑏 ⊲⊳𝜃 𝜇𝑝 , where the predicate 𝜃 corresponds
to 𝜇𝑏 .match = 𝜇𝑝 .match ∧ 𝜇𝑏 .timestamp = 𝜇𝑝 .timestamp.
Since each of the movements can consist of a tuple of an
arbitrary number of placed magnets, we need to specify
which timestamps to use for the join predicate 𝜃 . In this case,
𝜇𝑝 consists of one placed magnet 𝑚 𝑝,1 and 𝜇𝑏 consists of two
placed magnets 𝑚𝑏,1 , 𝑚𝑏,2 . Since both movements start at the
corner, the timestamps of 𝑚 𝑝,1 and 𝑚𝑏,1 need to be equal.
We can support an arbitrary number movements in a query,
equivalent to the creation of the valid candidate set during
the individual movement detection, by a sequence of 𝜃 -joins
to include the results of additional movements
Finally, a situation occurs when the result set of the join of
all the spatial subqueries for all movements is non-empty. The
result of this spatial query is the set of all found situations
identified by match identity and time. For each situation we
can also calculate the combined error coefficient, which is
the sum of the error coefficient of all combined invidiual
P
movements 𝑛𝑖=1 𝜖 𝜇𝑖
A distinctive feature that our situation-retrieval method
offers is the temporal alignment of movement sequences, as
presented in schematic form in Figure 4.12, showing slow
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Figure 4.12: Situation retrieval
based on a set of user-defined
movement sequences 𝜇1−4 . Using a temporal alignment of the
individual location visit events
that the movements consist of,
we are able to describe the desired situation in more detail. To
narrow down our search results
to only find specific situations,
we limit the time between location visits of a movement to Δ𝑡 .

build-up play over a defender into the midfield. Our query
consists of three movements, as well as a restriction, sketched
by the user, that there should not be any players of the
opposite team in the penalty area: 𝜇1 , the goalkeeper, 𝜇2 , the
sketched restriction, 𝜇3 , the ball, and 𝜇4 , a defender. These
movements can then be aligned temporally according to the
individual conditions of the found movement sequences. For
example, at t1, ball, goalkeeper, and the restriction that no
red players are allowed in the penalty area must be present.
Afterward, the ball and a defender are to be located at the
left edge of the penalty area at time t2. Finally, the ball needs
to be in the left midfield at time t3. Since our way of defining
movement sequences consists of atomic events, the temporal
alignment is trivial since only the temporal condition has to
be adjusted when joining the individual movements.
A special case occurs when we retrieve two situations in
immediately successive time instants. This case can occur
relatively often in the real data, for example, when a player
waits half a second before executing a free-kick. Instead
of considering such successive situations as independent,
we merge them into a situation interval. Here we consider
only the situation with the smallest error coefficient as the
representative of the merged situations. However, we could
also focus on the first, last or any other arbitrary selected
time point in the interval of merged situations, depending on
the task. This way, we detect a set of time instants per match
that represent all the found situations of interest and the
involved players. For each situation, we retrieve the tracking
data of all moving objects on the pitch as well as additional
thematic attributes, such as the role and team-association
of the found players, which will be the foundation for the
following in-depth analysis.
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4.4.4 Situation Aggregation
The set of found situations returned by our query serves as a
basis for further analysis and visualizations. An important
feature needed by the domain experts is the detection of
patterns in the positioning and movement of players and the
ball on the field.
To meet this requirement, we proceed in two stages. First,
we perform a clustering of the positions of all players to
find the most probable formation within the situation as
described by the analyst. Afterwards, in the second stage, for
each cluster of players found in the first stage, we perform
a clustering of their subsequent movements to identify any
common movement patterns among the players within a
cluster.

Formation Detection
To detect formations in the retrieved situation (see Subsection
1), we use the position data of the players and the ball. Since
each soccer team consists of 11 players, except when a player is
sent off after a red card, formation detection requires finding
11 clusters for each team and 1 cluster for the ball, 23 clusters
in total.
Standard clustering approaches, which are often used for
spatio-temporal data, such as DBSCAN or k-Means [180],
cannot be used in our case. An illustrative example against
both methods are corner kick situations, where most players,
across all retrieved situations, are located within the penalty
area. Density-based methods would only detect a single
cluster in this case, instead of showing us the 11 most likely
positions per team. With k-Means, we can specify the exact
number of clusters we want to find. However, the problem
arises that the number of assigned players to each cluster
can vary considerably. Here again, when examining corner
kick situations, we would find one or more clusters in the
penalty area that are assigned a disproportionate number
of players while the remaining clusters are distributed to
outliers outside the penalty area, which would result in an
extremely unequal cluster size distribution. Thus we would
detect a formation, however, it would not reflect reality since
not only one, two, or three players are located in the penalty
area, but usually the majority of both teams.

[180]: Andrienko et al. (2009),
Interactive Visual Clustering of
Large Collections of Trajectories
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[181]: Levy-Kramer (2020), KMeans-Constrained
[182]: Bennett et al. (2000), Constrained K-Means Clustering

To overcome this problem, we need a clustering algorithm
that lets us specify the number of clusters while simultaneously yielding equal-sized clusters. In particular, we use the
k-means-constrained library [181], based on Bradley et al.’s Constrained k-means clustering algorithm [182], which models the
cluster assignment as a minimum cost flow problem based
on defined constraints. We make use of these constraints to
enforce equal-sized clusters. Thus we can achieve a more
fine-grained creation of clusters in areas with a high density
of soccer players while not missing clusters in areas with a
low density of soccer players.

Movement Pattern Detection

[180]: Andrienko et al. (2009),
Interactive Visual Clustering of
Large Collections of Trajectories
[183]: Sakoe et al. (1978), Dynamic Programming Algorithm
Optimization for Spoken Word
Recognition
[184]: Campello et al. (2013),
Density-Based Clustering Based
on Hierarchical Density Estimates
[185]: McInnes et al. (2017), Hdbscan: Hierarchical Density Based
Clustering

Ultimately, we analyze the most frequent movement trajectories of the players assigned to the clusters computed in the
previous step. For this, we perform a trajectory clustering of
their subsequent movements. Since the overall direction of
the movement is more important than its exact end position,
we first translate all trajectories to have the same starting
position, that is, the centroid of the cluster. Afterward, we
follow standard approaches for trajectory clustering, as described by Andrienko et al. [180]. First, we calculate the pairwise distances between all trajectories using dynamic time
warping [183]. Second, we perform density-based clustering.
However, instead of DBSCAN, we employ the HDBSCAN algorithm [184]— in particular the implementation by McInnes
et al. [185] — a density-based, hierarchical clustering method,
since compared to other density-based clustering algorithms,
it is quite robust to parameter selection.

4.5 Summary
In this section, we demonstrated how we can help researchers
in their task of detecting complex spatial events. One important aspect that we show in Section 4.2 is that it is not
only possible, but also feasible to detect complex spatial
events in large datasets. However, as postulated in Section
2.4, and as the results in Section 4.2 show, we need improve
the user integration in the detection process. To support
users in this process, we need visual-interactive systems that
offload the complexity of the query creation process from
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the user unto the system. To this end, we present two visual
representations for querying large datasets, namely, query
by iconic representations and query by sketching (Section
4.3 and Section 4.4).
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Visual Analytics of
Complex Spatial Events
5.1 Introduction
In the previous Chapter 4, we illustrated how complex spatial
events can be defined and detected using automatic and semiautomatic, visual-interactive methods, in order to tackle
Research Question 2. In the following Chapter 5, we will
demonstrate the potential of these complex spatial events for
the analysis of even highly sophisticated problems and tasks.
We show this on the basis of two examples from the field
of cooperative and competitive movement behavior, namely
the invasive team sport: soccer.
Similarly, we face the problem, yet again, of how to integrate
the subject matter experts into the analysis of spatio-temporal
data. However, in our case now, with the complex spatial
events, we have found a powerful abstraction that brings
the data to an understandable, manageable and visualizable
level. In order to deal with the highly sophisticated problems
and tasks that domain experts encounter in their respective
domains, we apply the lessons learned in Chapter 3, where
we tackled Research Question 1.
As in Chapter 3, we explicitly address two significant connections within the visual analytics loop, to demonstrate how
to integrate users into the analysis process, namely model
visualization, and model building. For this, in Section 5.2, we
present a system that uses model visualizations to provide experts and analysts with suggestions for optimized movement
behavior of defensive players based on computations based
on complex spatial events, namely the free spaces presented
in Section 4.2. Subsequently, in Section 5.3, we present a
novel concept for model building for the successive investigation of tactical behavior in soccer: a digital magnetic tactics
board. Using this tactics board and our query-by-sketch algorithm presented in Section 4.4, users can construct and
analyze complex game situations using placed magnets and
sketches.
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Research Question 2
How can we enable subject
matter experts to define and
detect complex spatial events
in raw spatio-temporal data?

Research Question 1
How can we ensure the integration of subject matter
experts in the visual analytics loop for the necessary
tight coupling of automatic
and visual methods to enable
a event-focused analysis of
spatio-temporal data?
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Contribution Clarification
Parts of this chapter are based on the following works:
Section 5.2: Manuel Stein, Daniel Seebacher, Rui Marcelino,
Tobias Schreck, Michael Grossniklaus, Daniel A. Keim,
and Halldór Janetzko. Where to Go: Computational and
Visual What-If Analyses in Soccer, Journal of Sports Sciences,
2020 [21].
Parts of this chapter are taken from the following works:
Section 5.3: Daniel Seebacher, Tom Polk, Halldór Janetzko, Daniel A. Keim, Tobias Schreck, and Manuel Stein.
Investigating the Sketchplan: A Novel Way of Identifying Tactical Behavior in Massive Soccer Datasets, submitted to IEEE
Transactions on Visualization and Computer Graphics,
2021 [22].
Please refer to Section 1.3 for details.

5.2 Model Visualization
Contribution Clarification
This section is based on another work. See Section 5.1 for
further clarification.

In this section we want to highlight how model visualizations
can help experts in the analysis of movement behavior in
invasive team sports by making the underlying complex
models more comprehensible. We explicitly address one
scenario that can only be tackled by utilizing complex spatial
events, the identification of faulty player movement behavior
and recommendations for possible enhanced movement
strategies.

5.2.1 Domain Description
An essential tool to support coaches and players in training and match preparation are annotated video clips from
previous matches. These can help in explaining the tactical behavior of competing teams in order to adjust one’s own lineup
and match strategy. Additionally, such annotated video clips
can also be used in the individual preparation of players, for
example, to identify areas of weakness in their own match
performance, helping to familiarize themselves with them
and correct them in subsequent training sessions. Identifying such weak points in players’ individual match behavior

5.2 Model Visualization
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and creating suggestions for improvement are still carried
out entirely manually and are therefore an extremely timeconsuming and costly process. However, due to the advent
of modern player and ball tracking technologies, for example GPS sensors or camera-based tracking, (semi-)automatic
methods can now be employed in order to assist coaches and
analysts in this laborious process. Here, we present a visual
analysis system that supports trainers and analysts with the
two major problems: First, the detection of errors in players’
movement behavior, which we discuss in Subsection 5.2.2,
and second, providing suggestions for improved movement
behavior, which we present in Subsection 5.2.3. Afterward,
we provide an evaluation of our suggested approach with
three subject matter experts in Subsection 5.2.4.

5.2.2 Faulty Movement Behavior Detection
The basis for the automatic computations is the movement
data of the 22 players, as well as the ball, in a spatial resolution
of 10cm and in a temporal resolution of 100ms. The detection
of faulty movement behavior of the players in this data is a
non-trivial problem. The causes can be extremely diverse and
range from lost header duels to incorrect positioning on the
pitch. Since the underlying data source does not provide more
accurate information about the player skeletons, let alone the
Z-axis of the ball, many analyses are not possible. Therefore,
we restrict ourselves to errors in the players’ two-dimensional
positioning on the pitch.
One way to identify faults in a player’s movement behavior
is to examine the development of free spaces over the course

Shot on goal

Pass into free space

(a) Detect time steps
where a space gain happens

(b) Recognize opposing players who
could be responsible for the large free space

(c) Identify loss of free space
from the defending team

Figure 5.1: Our proposed approach for the detection of faulty movement behavior. First situations of interest
are selected from the overall match (a), in our case, passes into free spaces that lead to shots on goal. Afterward,
the involved players in this situation are selected (b). Finally, we calculate if one of the defenders was
responsible for the emergence of the dangerous situation, by identifying the loss of free space to the opposing
team, caused by wrong positioning, that is, faulty movement behavior.
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of the match, since free spaces indicate the areas that a
team potentially controls. An overview of our proposed
approach is shown in Figure 5.1. The suggested approach
is applicable to the whole match, or special situations of
interest, for instance, shots on goal, which are considered
to be especially dangerous (Figure 5.1 (a)). For each of these
selected situations, we calculate the free spaces for each
timestep backwards, starting from the end of the situation,
that is, the shot on goal. Afterward, we check, if the free spaces
were used by the attacking team, specifically by looking at
passes into the calculated free spaces. If such a pass exists
and lead to a subsequent shot on goal, the players involved
in this pass are identified (Figure 5.1 (b)). Since only players
near the pass are realistically able to influence the outcome
of this situation, we select only those that are closer to the
ball trajectory than a predefined threshold 𝜖 , which we
experimentally set to 8.75m. Finally, we calculate the loss of
free space from each of the defending players to the attacking
players (Figure 5.1 (c)). Since the free space is the region a
team is potentially able to control, a large loss of a controlled
region by a defending players, can be an indicator for a
faulty movement behavior. However, since all players are
involved in the free space calculations (see Section 4.2), the
free spaces can change drastically between each subsequent
timestep, we also consider the duration of loss of free space
from the defending to the attacking player. Finally, we assess
the faulty movement behavior based on overall loss of free
space, duration of free space and temporal distance between
the faulty movement behavior and pass reception and shot
on goal of the attacking player.

_ _ _ _ Proposed Realistic Movement
_____ Linear Interpolation
Figure 5.2: By restricting possible player movement to the
interaction spaces [13] in each
timestep, we can calculate more
realistic player trajectories, since
we take the player heading and
speed into account, instead of using a naive linear interpolation.
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5.2.3 Movement Behavior Suggestions
After situations with faulty movement behavior of players
have been detected, suggestions for optimized player behavior can be given for these situations. Here we offer two
possibilities. A visual-interactive and an automatic approach.
In the visual-interactive approach, the user can drag and
drop a selected player to a new, more appropriate position.
Here, after each position change, that is, after each mouse
movement, the free spaces are recalculated and visualized.
In addition, we also display realistic trajectories of the player
moving from his original faulty position to the new optimized position, which we compute using the approach
depicted in Figure 5.2. By using the interaction spaces [13],
the physical capabilities of the players, with respect to their
running direction and their velocity, are taken into account,
instead of just using a naive linear interpolation. Through
this immediate model visualization of the free spaces and
the movement trajectory, the experts are enabled to quickly
try out hypotheses, and then confirm or reject them.

[13]: Stein et al. (2016), Director’s
Cut

In addition to this visual-interactive approach, we also provide an automatic approach to identify an optimized position
for defenders. An overview of this approach is shown in
Figure 5.3. Again, we show model visualizations for the
evolution of free spaces and provide a more realistic player
trajectory towards the optimized position. In the following,
we give a detailed description of this automatic approach.
The starting point for our automatic calculation of the optimized movement behavior of the players are the situations
detected in the previous section in which faulty movement
behavior of a player was detected. For each of these situaRegion a player could have
reached since fault behavior

1

Reduce free space of receiving player
in the direction to the goal

Move player
to optimal position

3

2

Figure 5.3: Overview of our suggested approach to calculate improvement player movement behavior. First,
we place a grid over the initial position of the player showing faulty movement behavior. Afterward, we
calculate for each cell the reduction in free space of the receiving player in the direction of the goal. Finally,
we move the player to the optimal position.
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tions, we first check which regions the player could have
potentially reached instead. For this purpose, a grid is placed
over the starting position of the player at the start of the
situation. An experimental cell width of 0.5m was defined
for this grid. Obviously, this cell size can be adjusted, but a
trade-off between accuracy and computational effort has to
be made. Subsequently, for each of these cells, the free spaces
are calculated, had the defending player been at this position,
in order to determine the position at which the loss of the
controlled region would have been minimal. Here, as depicted in the middle of Figure 5.3 we emphasize reducing the
free space in the direction of the goal of the defending team,
since this direction is the most dangerous one. Afterward, as
presented in the visual-interactive approach in the section
before, we use the approach from Figure 5.2 to simulate
a realistic movement of the player to the newly calculated
optimal position. This process can be repeated iteratively to
account for physical constraints such as the distance a player
can travel in a given time.

Additionally, this process can also be taken further to not only
calculate and suggest a one-time proposal for an improved
positioning of a player, but also to show how the player
would need to move onward to optimize the defending team’s
controlled region. Lastly, we propose how the player should
act in order to disrupt the play of the player receiving the pass
in the most efficient way, in order to prevent the dangerous
situation, i.e. the shot on goal. A complete overview of the
workflow for calculating the suggestions for the movement
behavior of the players is shown in Figure 5.4.
Start to lose
region control

Maximal loss of region control
& player notices mistake

Faulty movement
behavior

Playing Pass

Player receives pass

Try to regain control of losing free space

Time

Player can reach receiving player:
Pressing Behavior
Move player
to optimal position

Improve player movement to keep
optimum region control

Player can not reach receiving player:
Defensive Behavior

Figure 5.4: Our complete workflow for detection of faulty movement behavior and subsequent suggestion
for improved player movement. First we move the player showing faulty movement behavior to an optimal
position to reduce the free space of the receiving player. Afterward, we also provide suggestions to keep
control of the gained region, as well as, suggestions to best prevent the shot on goal. Either putting pressure
on the receiving player, or by applying a more defensive strategy if the player cannot be reached.
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As shown in this workflow, we provide two options for
calculating suggestions for how the defending player can
best prevent the pass-receiving player from taking a shot
on goal. These options depend on the distance between the
defending player and the pass-receiving player. If the player
receiving the pass is at a distance from the defending player
that the defending player can cover in the time between
the kick of the pass and the reception of the ball, then the
suggested option is: pressing behavior. By putting pressure
on the pass-receiving player while he is trying to receive the
ball, the probability of recovering the ball can be increased,
thus averting the dangerous situation completely. However,
if the pass-receiving player is too far away from the defender,
then a more defensive strategy is suggested. Here, as in the
previous step, we try to increase the region control of the
defending team, especially considering that this happens in
relation to the defending goal, as shown in Figure 5.3.

5.2.4 Evaluation
We evaluated the approach suggested in the sections above
with three subject matter experts. Expert A is a former professional soccer player in international first league clubs and
currently the head coach of an Austrian first league soccer
club. Expert B was an active soccer player for 26 years and
was a youth coach for 13 years, partly for FC Bayern Munich.
Expert C was a soccer player for 16 years, a coach in the
youth sector, and is currently studying sports sciences and
analyzing the annotation of tactical movement behavior in
soccer matches.
We performed the evaluations separately with all three invited experts. Each expert was given a detailed introduction
to our prototype and all of its capabilities. Afterward, we
loaded a match between two European first league soccer
clubs. In this match, our system identified 14 instances of
faulty movement behavior by defending players. For each of
these situations, the experts were first asked whether they
agreed with the labeling by our system, i.e., whether faulty
movement behavior was successfully recognized. Here, for all
identified situations, all experts agreed that faulty movement
behavior occurred. Subsequently, based on our workflow,
which we presented in the last section, suggestions for an
improved movement behavior of the players were calculated
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[15]: Ericsson et al. (1984), Protocol Analysis: Verbal Reports as
Data
[16]: Boren et al. (2000), Thinking
Aloud: Reconciling Theory and
Practice

and presented to the experts. Here we also asked the experts
if they agreed with the improved movement behavior that
was automatically calculated by our system. In 35 out of a
total of 42 situations, the experts agreed with the system’s
suggestions for optimized movement behavior, which corresponds to an average accuracy of ∼ 83%. Throughout the
evaluation, we encouraged the experts to make ad-hoc comments using the Thinking-Aloud [15, 16] method. Finally, we
interviewed to ask the experts for their opinion regarding
our approach’s completeness and usability and to collect
suggestions for improvements.
These quantitative results from our evaluation and the feedback gathered from the experts show that the approach
we propose is promising. Our approach achieved an average accuracy of ∼ 83%; however, the experts themselves
also had slight disagreements for the suggested behavior
for some situations. For all of the suggested alterations of
movement behavior, at least one of the three experts agreed
with the automatic suggestion. This disagreement is to be
expected, considering the difference in the level of expertise
and coaching style between the three selected experts. One
expert especially mentioned that the model visualizations,
that is, the visual storytelling is very beneficial for coaches
and analysts. Furthermore, they all agreed that they see great
potential in this system for an improved training process.

5.2.5 Discussion and Conclusion
In this section, we presented a system for detecting faulty
player movement behavior and the subsequent automatic
computation of suggestions for improved movement behavior. The basis for this is the match data of all 22 soccer players
on the pitch and, more importantly, complex spatial events,
which are necessary to detect the faulty movement behavior
and compute the optimizations. With the help of intuitive
model visualizations, we give experts an insight into the
underlying models proposed by the system. The evaluation
results gathered from user studies with three subject matter
experts show the potential of this approach to analyze soccer
matches and support coaches and analysts in match and
training preparation.
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Figure 5.5: We introduce a novel visual analysis design for searching and comparing team situations in
soccer multi-match data. Our design is based on the magnetic tactic board, widely used in practice for team
coaching and analysis in team sports including soccer. Users efficiently and effectively specify team situations
by dragging & dropping magnets representing players, such as Goalkeeper or Defender, or the ball to pitch
positions and simplified sketch interactions. Appropriate visual data abstractions enable users to understand,
compare, and explain situations of interest for coaching and presentation tasks. The above example shows
two slow build-up play situations retrieved with our approach. Aggressive playing behavior of the Forward
to immediately pressure the defender is clearly visible in both.

5.3 Model Building
In this section, we revisit the model building aspect of the
visual analytics loop, with a focus on complex spatial events.
We do this on the basis of a newly developed concept for
the visual-interactive identification of tactical behavior in the
cooperative and competitive movement behavior in invasive
team sports. For this purpose, we rely on a tool that is familiar
and frequently utilized by experts and analysts in this field:
a magnetic tactic-board. In the following, we illustrate how,
using a digital representation of this tactic-board, users can
build models to identify situations of interest in massive
soccer datasets and study the tactical behavior of teams
within them.

5.3.1 Domain Description
In data-driven soccer match analysis and coaching, analysts
need to examine massive amounts of movement data collected with the help of GPS sensors or optical tracking. Their
main objective is to prepare their team and develop tactics
targeted to the game-playing style and tactical behavior of opposing teams. In this process, they face two major challenges.
First, they have to search through large amounts of collected

Contribution Clarification
This section is taken from another work. See Section 5.1 for
further clarification.
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data to find relevant and repeating key situations of their
and the opposing team, such as build-up play. This includes
identifying reoccurring patterns in both the cooperative and
competitive movement behavior in the detected situations,
which includes positions of the players or the direction in
which the ball is most likely to be kicked. Identifying these
patterns helps coaches and analysts understand the tactics
of the opposing teams in key situations. The second challenge lies in how this information and these insights can be
effectively and efficiently communicated to coaching assistants and players, enabling optimal preparation in training
sessions before an upcoming match.

[186]:

Sportscode.

https

:

/ / www . hudl . com / products /
sportscode

(visited

on

03/31/2021).
[187]: Dartfish. https : / / www .
dartfish . com (visited on
03/31/2021).

Traditional approaches in analysis of soccer match data typically rely on tedious manual video analysis [186, 187] and
formation discussions using whiteboards. To some extent,
interactive visual expert systems are available to teams, based
on collected movement and event data. However, these systems often only use data from single matches or, in some
cases, even only partial matches. Consequently, tedious manual work is required to extrapolate the results to a holistic
analysis of teams. Furthermore, for any single match, many
factors could account for its specific results, such as the daily
condition of individual players, the tactics of the opposing
team, or even weather conditions.
To understand a teams’ tactics and playing style objectively, it
is crucial to not only consider the behavior of a team in a single
match, but also, to analyze it in an aggregated form over
several matches. An additional drawback of existing expert
systems is that they often rely on complex and advanced user
interfaces and interactions. The extensive training required
to use these complex systems puts them out of the reach of
key users: the coaches.
We solve both challenges by bridging the gap between tools
and procedures familiar to professionals in the sports domain and sophisticated, semi-automated soccer analysis
techniques used in research, as shown in Figure 5.5. We
present a light-weight, simplified and effective interaction
and visualization system, which we conceptualized in an iterative design study with the coaching team of a European first
division soccer club. Our simplified, straightforward design
is immediately (or walkup-) usable by all domain stakeholders while, at the same time, can leverage advanced data
retrieval and analysis techniques that support multi-game
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analysis. The metaphor we employ is a magnetic tactic-board
that is highly responsive to interactions based on magnet
movements, such as the one shown in the real-world example
in Figure 5.6.
Our contributions include a novel approach for the efficient
and effective search and analysis of situations in massive
soccer movement data. We identified the need for our solution in an iterative design study with the coaching team of a
European first division soccer club and reviewing relevant
related work in Subsection 5.3.2. Our unique insight into the
work and problems of analysts, coaches, and decision-makers
in the soccer domain enabled us to identify four high-level requirements, from which we derived a detailed set of search,
𝚺 analysis, and
visualization requirements as described
in detail in Subsection 5.3.3. Based on these requirements,
we propose a visual analytics system tightly following the
metaphor of a magnetic tactic-board, which is already very
familiar to our targeted end-users of soccer coaches, analysts,
and players. In our system, we also employ technical contributions presented in Section 4.4 to effectively retrieve relevant
situations in multi-match data using domain-inspired sketch
search operations. We also solve challenges such as high
input inaccuracy, and large data set processing. In addition,
our visual designs allows to effectively compare, understand,
and explain to others information from a potentially large
number of found match situations. Our visual contributions
solve the identified search and analysis requirements resulting in an intuitive system presented in Subsection 5.3.4. We
evaluate our approach using data from 250 soccer matches
with domain experts from European first league soccer clubs
in Subsection 5.3.5, demonstrating its usability and efficacy
to provide useful insights. Finally, in Subsection 5.3.6 and
Subsection ??, we discuss our results and suggest directions
for future work.

5.3.2 Related Work
Our work relates to a larger body of previous work in visual
analysis of sports data, which in turn often relies on visual
analysis of different data types obtained from sport activities.
Also, visual sports data analysis often relies on approaches
for searching and comparing data, including data clustering,
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classification, and query-based data exploration including
sketch-based interaction.

Visual Analysis of Sports Data

[188]: Memmert et al. (2017), Revolution im profifußball
[189]: Probst et al. (2017),
Real-Time Football Analysis
with StreamTeam
[190]: Probst et al. (2018), Integrated Real-Time Data Stream
Analysis and Sketch-Based
Video Retrieval in Team Sports
[194]: Mutschler et al. (2013), The
DEBS 2013 Grand Challenge
[20]: Stein et al. (2019), From
Movement to Events
[170]: Tovinkere et al. (2001), Detecting Semantic Events in Soccer Games
[199]: Sulser et al. (2014), CrowdBased Semantic Event Detection
and Video Annotation for Sports
Videos
[210]: Polk et al. (2014), Tennivis:
Visualization for Tennis Match
Analysis
[211]: Polk et al. (2020), CourtTime: Generating Actionable Insights into Tennis Matches Using
Visual Analytics
[212]: Wu et al. (2018), iTTVis:
Interactive Visualization of Table
Tennis Data

[213]: Ye et al. (2021), ShuttleSpace: Exploring and Analyzing Movement Trajectory in Immersive Visualization

Analysis of sports data is a challenging and relevant problem,
with many application opportunities e.g., for coaching, scouting, and performance assessment tasks [188]. Due to recent
advances in e.g., sensor technology [189, 190] or computer
vision [161, 191–193], it is possible to collect many different
data types from sports activities, e.g., movement data [194],
body postures [195–198], and detecting events [20, 170, 199].
Visual analysis of sport data has recently attracted significant research in visual data analysis. In recent surveys [4,
200–204], encompassing overviews of techniques are given
for different types of sports and have identified three broad
categories of data: statistical or in-sport tracking data, and
metadata.
Approaches have been introduced to data for major sport
types [205–209]. For example, there are several solutions
supporting tennis match data analysis. The TenniVis system
focuses on point outcomes relative to key match factors,
such as who is serving, the serve number, and the game
score [210]. The CourtTime system allows to visually compare
points made by players during tennis matches, based on setting up spatial situations involving the players which allow
to find similar situations across many games [211]. The iTTVis
system provided visual analysis of table tennis matches from
multiple perspectives, including temporal, statistical, and
tactical perspectives [212]. Analysts are able to search for
frequent stroke patterns of players. The system supports data
from individual matches, but does not support querying the
data based on input player positions or situation. Although
existing approaches that do not fully incorporate spatial ball
and player movement data can address the what and when,
we need spatial data to truly get deeper insights that help
us answer why. An approach that illustrates the potential of
incorporating spatial data in analysis and visualization is
ShuttleSpace [213]. 3D trajectory data is immersively visualized in a 1:1 virtual reality reconstruction of a badminton
pitch, enabling the exploration and analysis of data from the
players’ actual point of view.
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Visual Analysis of Soccer Data
Besides tennis, another very popular sport type is soccer.
Due to a wide interest in soccer, numerous papers and whole
books presenting a large variety of methods focusing on
its analysis have been published [214–216]. In the following,
we restrict ourselves to the most similar techniques to the
one proposed in this section. A few years ago, SoccerStories
was proposed and represented the first major contribution
to the visualization of soccer match data [217]. It allows to
interactively explore movement and event data from soccer
matches in a rich visualization design, introducing appropriate visual representation of various soccer-specific events
like ball passes, dribbles, or shots on goal. Soccer data analysis benefits from integration of analytical components for
automatic derivation of features of interest from the underlying movement or event data. Janetzko et al. propose
the feature-oriented analysis of soccer matches based on
generic spatio-temporal features, including player speed,
acceleration or player/ball distance measures as a function
of time [218]. Many more features specific to the soccer domain have to date been leveraged for visual soccer analysis,
including notions such as game pressure [219], interaction
and free spaces [13], team formations over time [220], and
more [221, 222]. Domain-specific and generic features can
be used, among others, to cluster players and game situations [26], segment meaningful match sequences [223], and
identify interesting and outlying match situations or player
properties [224].
Inherent to team sports is the interaction of the team members, hence interaction analysis is a specifically important
topic for soccer and sports analysis. Tools that focus on
passing analysis are proposed, including calculating passing
alternatives and computing frequent pass sequences [225], or
analyzing dynamic changes in a team’s passing tactics [226].
Also, clustering is supported for common trajectory clusters
for a player or groups of players. Other important analytical
tasks in sports and soccer analysis include data reduction and
classification/prediction. Sacha et al. [223] introduce data reduction approaches based on simplification and aggregation
of movement patterns. The reduction may be done interactively, or automatically based on data features of interest.
Data aggregations can help in analyzing general underlying
patterns. Andrienko et al. propose a framework for querying

[214]: Sumpter (2016), Soccermatics
[215]: Castellano et al. (2019),
Footbal Analytics: Now and Beyond
[216]: Carling et al. (2005), Handbook of Soccer Match Analysis:
A Systematic Approach to Improving Performance
[217]: Perin et al. (2013), SoccerStories: A Kick-off for Visual Soccer Analysis

[218]: Janetzko et al. (2014),
Feature-Driven Visual Analytics
of Soccer Data
[219]: Andrienko et al. (2017), Visual Analysis of Pressure in Football
[13]: Stein et al. (2016), Director’s
Cut
[220]: Wu et al. (2019), ForVizor: Visualizing Spatio-Temporal
Team Formations in Soccer
[221]: Fernandez et al. (2018),
Wide Open Spaces: A Statistical
Technique for Measuring Space
Creation in Professional Soccer
[222]: Spearman et al. (2017),
Physics-Based Modeling of Pass
Probabilities in Soccer
[26]: Stein et al. (2016), From
Game Events to Team Tactics: Visual Analysis of Dangerous Situations in Multi-Match Data
[223]: Sacha et al. (2017), Dynamic Visual Abstraction of Soccer Movement
[224]: Stein et al. (2015), Visual
Soccer Analytics
[225]: Gudmundsson et al.
(2014), Football Analysis Using
Spatio-Temporal Tools
[226]: Xie et al. (2021), PassVizor:
Toward Better Understanding of
the Dynamics of Soccer Passes
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and aggregating data, using a new time-homomorphic reference systems, enabling a subsequent comparative visual
exploration coordinated movement of soccer players in different classes of situations as they develop [227]. Regarding
classification/prediction, machine learning tools including a
Support Vector Machine (SVM) can be applied for interactively defining what-if scenarios [228]. Specifically, a SVM
classifier is trained on passing data to predict the likelihood
of success from a pass from a user-specified location on the
field. Resulting probabilities are displayed as a heatmap.
Furthermore, a technique to predict optimal goal shooting
positions is proposed.

Sketch-based Interaction and Searching
Visual data exploration systems often include facilities for
interactive specification of patterns to search and compare.
For sports data exploration, learning from historic movement
is a central data aspect. Hence, similarity search methods for
movements (trajectories) are required. To date, many methods exist for similarity search and comparison of movement
data [12, 229]. Specification of movement patterns to search
for can be done by numeric specification of movement parameters, e.g., length, speed or direction features, which may
however be cumbersome and non-intuitive for non-expert
users. An intuitive specification of movement can be done
via sketch interfaces, which allow users to draw patterns they
are interested in directly on the display. Sketch interfaces are
valuable tools in modeling and retrieval of visual information,
e.g., in shape construction [230, 231] or image retrieval [232].
Sketch interfaces have also been used in visual data analysis,
e.g., in analysis of patterns in traffic movement [233], time
series [234], or scatter plot diagrams [235]. Several works in
visual soccer analysis include sketch-based searching [236,
237] or combined sketch- and feature-based searching [190].
Sha et al. present another related approach for multi-agent
trajectory search by example or sketch in basketball [238]. In
their follow-up work, they present a unqiue feature, namely,
to directly sketch search queries into broadcast videos of
matches to find similar situations [239]. Typically, such sketch
interfaces allow searching with a more or less precise specification of trajectories. Our sketch interface is particularly
light-weight and allows query specification by as little as
dragging & dropping one player on the pitch (which is why
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we regard it as a walk-up usable interface). Furthermore,
users can add subsequent actions and context via sketches,
but our query interface requires a minimum of user input.

Positioning of our Work
Our work supports visual analysis of multi-match soccer
data, and employs methods from the state-of-the-art for
trajectory analysis, including feature-based data clustering
and similarity search. We extend the current state of the art by
providing a novel way to identify tactical behavior, based on
the magnetic tactic-board metaphor. Our interface supports
sketch- and drag-and-drop-based specification of queries for
soccer situations, allowing coaches and non-experts to find
match situations of interest. Key difference to previous works
is the level of abstraction of our user search interface and
result visualization, since users can describe situations as a
sequence of states that need to occur instead of specifying
the intermediate steps, as would be the case when sketching
a trajectory. Additionally, it enables users to identify and
retrieve situations in which no movement occurred, e.g.,
when a team is standing in a particular formation, which
would not be possible with the aforementioned trajectorybased retrieval systems. Furthermore, a distinctive feature
that our approach offers is the temporal alignment of multiple
movement sequences, as highlighted in Subsection 4.4.3.
Our result visualization shows an aggregate overview of
many situations retrieved from a multi-game match database.
The latter is implemented via a query relaxation approach,
tailored to fit specifically the abstracted visual query interface.
Like other works, our design is inspired by domain expert
requirements, however, it delineates itself from other works
by specifically addresses coach-team instruction situations,
requiring abstracted situation search and visualization for
effective communication.

5.3.3 Requirement Analysis
In July 2018, we were contacted by the coach of an European premier league soccer club. The coach is also a former
professional soccer player as well as certified video analyst.
He approached us during the club’s search for a novel visual analysis system that would enable the coaching team
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(a) Initial situation

(b) Moving one player

(c) Reaction of the other players

Figure 5.6: Over the last two years, we closely collaborated with the head coach of an European first league
soccer club. In weekly meetings, we held interviews with each coach and analyst to characterize and formalize
the domain problems focusing on their day-to-day work. In this figure, snippets of a video conference with
the head coach can be seen where he uses a tactic-board to explain player formation changes to the authors.

to process their match data enabling multi-match analysis.
The club had collected massive amounts of soccer movement
data in high resolution but was lacking adequate analysis
possibilities. Their analysis capabilities were limited to basic
statistical approaches concentrating on physiological data of
each player, for example, how many sprints or the overall
distance a player performed in various time intervals during
a match. However, these traditional physiological-focused
methods do not allow to draw conclusions on the tactical
behavior or the strategies of teams on the pitch. This includes
the detection as well as the analysis of player behavior during specific match situations, e.g., how the formation of an
opposing team evolves during counter-attacks or set play
situations. In addition, coaches and analysts lack appropriate
communication media to convey identified strategies to their
players. Hence, identifying, observing and communicating
the match plan of an upcoming opposing team remained a
manual and exhausting task.

[240]: Sedlmair et al. (2012), Design Study Methodology: Reflections from the Trenches and the
Stacks

In this design study, our goal is to develop a novel interactive
visual analysis system enabling new perspectives for multimatch analysis in massive soccer datasets. Over the last two
years, we collaborated closely with the club: head coach as
well as all assistant coaches and video analysts participated
in weekly meetings, following the established nine-stage
methodology by Sedlmaier et al. [240]. During these weekly
meetings over the course of two years, we initially held
interviews with each coach and analyst to characterize and
formalize the domain problems. Especially, we focused on
their day-to-day work to strengthen our understanding of
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what information is currently being used in match analysis,
how analyses are being performed, and how insights are
communicated with the first team. Afterwards, we used the
weekly meetings to discuss analytical requirements of the
coaching team, present our iteratively improving prototype
and collect feedback for further progress. With the consent
of the coaching team the meetings were recorded on video
and distributed among the authors for further discussion.
The knowledge gained from these meetings lead us to the
following four high-level design requirements:
I Focus on individual opponents. Coaches are usually focused on their next opponent in order to tailor training
preparation and strategies to best defend against their opponent’s strengths and exploit their vulnerabilities. This
includes past head-to-head match-ups with the opponent
as well as matches against this opponent from teams with
similar play style as their own.
I Analyze specific situations. Coaches are not just looking
for overall summary statistics of their matches. However,
they want to look more closely at specific types of situations, including set plays like corner kicks and goal kicks.
Across all phases of play, coaches view offensive and defensive formations in reaction to specific situations as
situational problems to be solved. They are not only looking for their own solutions, but also for ways to anticipate
and counteract their opponent’s solutions.
I Support efficient analysis. Most teams cannot afford a
large number of analysts to provide coaches with timely,
strategic input. In worst case, coaches must work alone or
with little help to quickly perform highly targeted analyses that are most likely to yield actionable results. This
includes being able to quickly setup and evaluate specific
match situations through direct interaction techniques
that are easy to learn and be realized.
I Easily communicate results. Coaches do not perform
their analyses in isolation or simply for their own good.
The analyses they perform are only as valuable as their
ability to clearly communicate their findings to key members of the team. Accordingly, coaches need tools and
techniques that help them get their players to understand
situational problems and the role of each player in the
proposed solutions. This includes both the ability to communicate abstract ideas as well as to demonstrate these
concepts through readily accessed video samples from
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prior matches.
Although these requirements have been derived specifically
for analyzing soccer matches, they are generalizable to numerous other invasive sports where opponents can directly
impact each other. These requirements serve as both the
foundation for our design concepts, as well as the evaluation
metric for making trade-offs between alternative designs. All
identified requirements are condensed as follows:
S
Search Requirements are crucial to enable the analyst
finding proper results effectively and efficiently.
S1 Searching in selection of games allows focusing the
query on relevant results. A typical query would be to
search the last 𝑛 games or games against opponents
with similar play style.
S2 Finding specific situations in matches is important
in order to externalize and verify internal hypothesis
of coaches. Instead of vague memories of situations,
historic recordings help to show the true movements
and locations of all players.
S3 Describing situations appropriately allows the coach
interacting with the search system to accurately specify
desired situations though a visual language.
S4 Iterative querying allows altering and refining queries
in the course of the analysis. This means, for example,
that a coach does not have to place all magnets in
advance; a few are enough to find specific situations.
S5 Search by subsequent actions supports to specify subsequent actions directly happening after the specified
situation. For instance, analysts might be interested in
only those situations where the ball moved to the left
side after a goalie kick-off.
S6 Query relaxation is crucial to allow users to be less
exact in specifying input location parameters needed
by the search algorithms. A threshold around location
parameters needs to be supported since coaches are
most interested in a combination of absolute and relative
positioning of players.
A 𝚺 Analysis Requirements correspond to the questions
tackled in strategic analyses.
A1 How often did a situation occur? Knowing whether
situations are rare exceptions or common patterns is important to prioritize and tailor training for an immediate
effect.
A2 Which players and teams are involved? It is crucial to
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identify the players or roles of players and select the
proper teams for a successful analysis. The identification
of individual players or roles helps to directly derive
strategic directives for single players.
A3 Pattern detection identifies common patterns in positioning and movement and is tightly connected to
strengths and weaknesses of teams. Situational training
helps players to master detected patterns.
A4 Investigate individual situations in detail. Although
the detected positioning and movement patterns can
give an overview of the resulting situations, it is still
crucial to investigate individual situations in detail
to understand the individual actions of the players
involved.
V
Visualization Requirements aim for a clear communication of selected situations and a historical record of
movements.
V1 Intuitiveness results in easy and understandable visualizations using same visualization concepts and
metaphors of all information recipients. The designed
system needs to be as user-friendly and understandable
as possible and, in the best case, even allow for usage
by the players themselves.
V2 Resolving of situation conveys the movement alternatives and development of situations. This requirement allows the static player locations to evolve into a
semi-static contextualized visualization communicating
temporal aspects.
V3 Details-on-demand serves two purposes: we do not
overload the display with unnecessary details, but
rather allow interested analysts to dig deeper into the
dataset whenever needed. Additional details are, for
instance, the movement path of players, roles of players,
and the exact locations of the players.
V4 Communicating findings allows all involved parties
to deepen their understanding of the strategic consequences their own movements have. Coaches and
analysts can easily share and discuss their findings in
online and offline meetings.
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Figure 5.7: Overview of our virtual tactic-board. The match selection component (1) allows the quick selection
of relevant teams and matches. The tool palette (2) provides the necessary functionalities to construct more
complex situation queries as well as annotation tools. The magnets bar (4) in combination with the pitch (5) is
our recreation of the analog magnetic tactic-board and enables the user to create queries in a familiar way,
namely by placing and moving magnets around as well as providing contextual information using drawings.
The situation selection and inspection tools (3) allow to filter all found situation as well as inspect individual
situations in detail. This example shows plays from anywhere in the offensive midfield over the right side
that end with a shot on goal.

5.3.4 Visual Exploration of Multiple Matches

The tactic-board is a readily understood concept to visualize
and communicate movement data for a majority of people in
the soccer domain and most other invasive team sports. This
familiarity is the reason why the tactic-board was chosen as
the basis for our visual design. It includes all the functionality
needed to satisfy the search and analysis requirements S1–
S6, 𝚺 A1–A4, while fulfilling the visualization requirements
V1–V4. Figure 5.7 provides an overview of our visual
interface and its major components, namely: (1) Team and
Match Selection, (2), Tool Palette, (3) Situation Palette, (4)
Magnet Bar, and (5) Pitch. In the following sections, we will
present the supplementary visualizations (1–4) as well as
the primary visualization (5) in detail and describe how this
combination can enable a seamless visual analysis of tactical
behavior in massive soccer datasets.
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Supplementary Visualizations, Dialogs and Tools
Although the supplementary visualizations are not part of
the classical magnetic tactic-board, they serve an essential
purpose in combination with our primary visualization: They
allow us to show the additional features necessary to fulfill
search, analysis and visualization requirements at a glance
instead of hiding them behind dialogs, menus, and shortcuts.
This design choice makes the application entirely usable with
just one mouse button or finger on a tablet.
The team and match selection dialogs (1) allow the user to
assign teams to correspond with the blue and red team in the
subsequent analysis steps. It is not only possible to assign a
single team to each color, but a set of teams, to represent not
only 1:1 relationships but also 1:n, n:1 or n:m relationships. The
only restrictions are that at least one team must be assigned
to each color and that one team can only be assigned to one
color at a time since a team can never play against itself.
The result of this selection is a list of matches in which the
blue teams play against the red teams. This selection can be
further filtered down using the match selection dialog. This
way, the user is able to create arbitrary selections of matches,
as required by S1.
The tool palette (2) design is inspired by commonly used
applications, such as graphics editors like Paint or Photoshop.
Currently, we support five different groups of tools. First, the
users can toggle the interactivity mode of the application. If
the interactive mode is activated, each interaction with the
tactic-board produces a new query to find similar situations
that are immediately visualized on the tactic-board. This
immediate feedback can be regarded as an auto-completion
of queries, which allow the user to fine-tune the remaining
aspects of the query and effortlessly drill-down to specific
situations. Hence, we enable an iterative alteration and refinement of the search query as required by
S4. If the
interactive mode is deactivated, the user can place multiple
magnets before a query is issued, or can even use the application as a classical tactic-board with annotation capabilities, as
long as the interactive mode remains deactivated the whole
time.
The situation palette (3) allows for the filtering of found
situations and to select individual situations for further
investigation, as required by 𝚺 A4. Users can either view this
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playback directly in our application via animation or they
have the option to watch a video of real the situation.
The last group of tools are the magnet tools used with the
magnets in the magnet bar (4) and the pitch. The magnet
move tool, depicted by the hand icon, allows uses to move
the magnet from one position to another. The move tool is
required to satisfy search requirements S2–S3. The magnet
trajectory tool, depicted by the symbolic trajectory, allows the
user to model movement of the ball or players by dragging
a magnet that is currently on the pitch and dropping it at
its desired target location in order to satisfy requirement
S5. Finally, the magnet region query tools are used to issue
even more broad queries that can’t be supported by placing
individual magnets, such as when plays from somewhere in
the offensive midfield to the goal should be investigated, as
shown in the example in Figure 5.7.
The fourth set of tools are the sketch tools that allow users to
provide further contextual information to specific situations.
At the moment, we support sketching regions in which only
players of one team are allowed. This is a powerful supporting
tool since many situations in soccer have clear restrictions
where players are allowed to be. For instance, during a goalie
kick-off, there are no players of the opposing team allowed in
the penalty area. Similarly, during open play, we can filter out
situations in which a player would be in an offside position.
Finally, the annotation tools that allow free-form drawing
and have no effect on the search and analysis of situations
but are required in order to satisfy
V4 to communicate
additional information or give suggestions, for instance,
alternative movement possibilities of players.
The magnet bar, which can be found on some analog tactics boards, serves as a repository for the magnets. In order
to add a magnet to the pitch, it can be dragged from the
magnets bar and placed at its desired target location. To
remove a magnet, it can be dropped over the magnet bar.
Demonstrations of these interaction capabilities are also featured in the video in the supplementary material. As can be
seen in Figure 5.7, we support several types of magnets for
each team, which correspond to the different roles a soccer
player can have. Usually, magnets on a tactic-board are either
blank and their role is either communicated verbally or is
determined by the spatial context, or the role is specified
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using a numeric identifier [241], for instance, 1 is the Goalkeeper. However, both of these schemes have drawbacks.
Using no identifiers can be too ambigious and the numeric
identifiers can be too restrictive, especially when comparing
multiple teams with different formations. In discussion with
our expert, we therefore decided on a middle course and
use broader role descriptions, namely: Goalkeeper, Defender,
Midfielder, Forward as well as an unnamed wildcard magnet
that matches every role type. Additionally, we include the
ball magnet (black) and the ball possession (black to blue
or red to black gradient), and ball conquest magnets (red to
blue or blue to red gradient) discussed in Subsection 4.4.2.

Soccer Pitch
The soccer pitch (5) is the core of our system and serves
both as the interaction component to create search queries
by modeling situations of interest as well as the visualizaton
component for the detailed inspection of the found situations.
To achieve this seamless visual analysis approach, the supplementary visualizations, dialogs and tools (1–4), described
above are combined with the enhanced query creation and
situation aggregation algorithms, described in Section 4.4, to
satisfy all requirements identified in Subsection 5.3.3.

Visualization and Interaction Design In the visual design
of our system, be it in the form of placed magnets, trajectory
or region-based queries, or additional sketches, we have
deliberately limited ourselves to visualizations that would
also be possible on an analog magnetic tactic-board. Thus,
players are visualized with the help of magnets and the
movements of players as well as the remaining queries with
the help of arrows or hatched areas, which would usually
be created using whiteboard markers. Similarly, we aim
to base our interaction design as much as possible on the
interactions of the conventional tactic-board. Thus, a situation
request in which a player should stand at a certain position is
created by dragging a magnet from the magnets bar (4) to the
corresponding position on the pitch. Likewise, a trajectory
request is constructed by selecting the trajectory tool and
dragging a magnet from its old position to a new position.
This exact process can be observed in the example in Figure
5.6. However, we additionally draw the old position of the
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Figure 5.8: Clusters drawn in
various levels of sketchiness to
encode the variance of the distribution of the locations of the
underlying moving objects.

magnet as well to ensure an overview of the initial and end
situation after several such actions. Region-based queries
and sketches are produced by drawing a certain region on
the pitch with either a magnet or a pen. These visual and
interaction design choices and restrictions were chosen to
provide an interface that would be intuitively understandable
to users from the domain to meet
V1.

[242]: Wood et al. (2012), Sketchy
Rendering for Information Visualization

Visual Situation Aggregation Once a user has defined
a situation with the help of the tool palette (2), it is sent
to our backend. There, it is converted into a request using
the methods we describe in Section 4.4 and searched for in
all the matches selected by the user. All found situations
are aggregated: First, using the constraint-based k-means
to detect the formation of the players. Second, using the
HDBSCAN algorithm as described in Subsection 4.4.4 to
detect the most likely subsequent movements of the clustered players. We then visualize an overview of the most
likely formation and most probable aggregated movement
in the retrieved situations. The clusters are added as new
glyphs to the pitch visualization. However, we need to have
a distinction between user-placed magnets and formation
clusters, as found in the aggregation step. Since hue and
position are already used, we need an additional visual variable. Studies show that sketchiness is a suitable choice for
the visualization of uncertain data and visualizations for
non-expert audiences [242], which both apply in our case.
Hence, we decided to use sketchiness as the visual variable
for the glyph to distinguish between formation clusters and
user-placed magnets. Furthermore, to encode the variance of
the distribution of the underlying clustered data, we can vary
the drawn clusters’ degree of sketchiness to illustrate this
without incorporating any further visual variables, helping
us avoid information overload caused by too many different
used visual variables. If all moving objects assigned to a
cluster are positioned in the same location, we draw a near
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perfect circle, as shown left in Figure 5.8. On the other hand,
if all moving objects are distributed all over the soccer pitch,
we draw a very rough sketch, as shown right in Figure 5.8.
Finally, we visualize each the most probable movements of
the clustered players as found by our trajectory clustering
algorithm using arrows. We are encoding the size of the
trajectory cluster additionally by the thickness of the drawn
arrow. If the trajectory clustering does not identify any cluster
in the subsequent movements of the players, no arrow with
the most probable movement will be drawn.

Interactive Situation Exploration After the situation query
has been submitted and processed using our relaxed query
method satisfying S6, the user can start with the exploration of the found situations. Here, we support several
options in order to fulfill the analysis requirements while
respecting the visualization requirements, apart from showing how often such a situation occurs to satisfy 𝚺 A1. First of
all, the user can get an overview of the average distribution
of his or her players and the players of the opposing team
during the found situations. For this, the clusters drawn in
the previous step are used, since they enable the user to
quickly gain insight into the positioning of the teams, which
can provide conclusions about the tactical approach of the
teams, satisfying 𝚺 A3.
We also offer details-on-demand
V3, when the user
hovers over a magnet or a drawn cluster. As can be seen in
Figure 5.5, we show the actual positions of the players in
individual situations as well as their individual subsequent
movements
V2. We draw a trajectory from the start of
each situation until several seconds after the situation has
ended. To indicate the position of the player at the end of the
current situation, we use a small circle that also shows the
actual role of the player, thus enabling a detailed examination
of individual players throughout the situation and afterward.
Additionally, we offer a tooltip that provides information
about the most common roles in a cluster as well as the most
likely players (𝚺 A2). For data privacy reasons, we do not
give an example of this. However, this information can be
important for coaches, as they can identify players who are
often involved in certain moves, which can help them to
adjust their team line-up and tactics.
In order to provide even more information about individual
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situations and to satisfy 𝚺 A4,
V2, we also offer playback
functionality. The user selects one situation and can play it
either from start to the end for either the current sketched
situation or the match phase in which the situation took place.
Thus, we can offer information not only about the situation
itself, but also about how the individual situations emerged.
Additionally, the user can also view the original video recording of a situation to obtain information not contained in the
2D data and visualizations. We have deliberately decided not
to offer an animation of aggregated situations. During our
experiments, we realized that this leads to several problems.
For instance, the average position of the players and the ball
does not always overlap entirely, which can lead to ghost
movement. This means the ball cluster changes direction or
speed even though no player cluster is directly positioned
at the ball. This can lead to confusion when watching the
animation since it shows behavior that cannot physically
occur during regular play.
Finally, after the exploration of aggregated and individual
situations and identification of tactical behavior by the users,
they can also use our proposed system to communicate this
information with others. For this purpose, they can rely on the
overview visualization, as well as the playback functionality.
Additionally, they can provide further information using our
annotation tools, which are available in both case. In this
way, they can highlight certain key aspects of the situations
or certain plays or even individual players, thus guiding the
attention to these critical aspects during the presentation of
their found results to help them communicate their findings
as required by
V4.
[243]: PostgreSQL. https : / /
www.postgresql.org/ (visited

on 05/06/2021).
[244]: PostGIS. https : / /
postgis . net/ (visited on
05/06/2021).
[245]:

Flask.

https : / /

palletsprojects . com / p /
flask/ (visited on 05/06/2021).

[246]: Angular. https : / /
angular . io/ (visited on
05/06/2021).
[247]: Bostock et al. (2011), D³
Data-Driven Documents
[248]: Rough.Js. https : / /
roughjs . com/ (visited on
05/06/2021).

Implementation Details
The system presented in this section is built as an interactive
website, allowing us to use the same application with the
same interaction design on desktop computers, laptops, and
touch-oriented interfaces such as tablets. The datasets are
stored in a PostgreSQL database [243], including the PostGIS
extension [244]. The communication to the database was realized as a RESTful API using Flask [245], and the frontend was
implemented as an Angular web application [246]. Two additional Javascript libraries are heavily used, namely, d3.js [247]
for the interactions and visualizations and rough.js [248] for
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the sketchy drawing of visualizations.

5.3.5 Expert Evaluation
In order to continually evaluate and iteratively improve our
proposed approach for novel multi-match analysis, we performed weekly meetings with the coach (in the following
referred to as Expert A) of a Austrian first league soccer club
that contacted us two years ago as described in ??. Additionally, Expert A underwent training to become a certified
video analyst. In order to get insights into the generalizability
of our proposed approach, we also invited five additional
soccer experts that were not involved in the design and development process of our system (in the following referred
to as Expert 1–6) for user studies of our final system as well
as additional interviews. These participants were selected
to cover, together with Expert A, all potential user groups in
the soccer domain, namely coaches, players, and analysts.
Expert 1 and Expert 2 are both soccer players since 2008 and
2011, respectively, and since 2018 both play for the Austrian
first league club TSV Hartberg. Experts 3–5 are professional
soccer match and video analysts. Expert 3 is a video analyst
since 2008 and currently the head of analysis for the German
first league club SV Werder Bremen since 2016. Expert 4 is
match and video analyst for the German first league club TSG
1899 Hoffenheim since 2013. Expert 5 is working in scouting,
recruitment, and performance analysis for the English first
league soccer club Leicester City since 2019. Expert 6 is a
match and performance analyst for the Spanish first league
soccer club FC Barcelona. The interviews with Expert A and
Experts 1–4 were conducted in German, thus quotes and comments are translated into English in the following sections.
The interviews with Expert 5–6 were conducted in English,
therefore their quotes are verbatim.

Study and Interview Design
In our expert studies, we investigated the multi-match analysis capabilities of our proposed approach with each expert
individually. The basis for the expert studies was spatiotemporal multi-match data of 250 individual games from
which movement data was extracted using optical tracking.
In our case, the spatial data is specified with a resolution of
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( 𝑄 1 ) Slow build up play over the left side

( 𝑄 2 ) Ball conquest followed by counter

Figure 5.9: Prepared queries for
the evaluation. For each query,
the participants were asked to
judge the relevance of the first
five retrieved results. The results
in Table 5.1 show that using only
a few magnets, we can achieve
excellent retrieval performance,
with an overall nDCG@5 of 0.88
over the three queries with our
five study participants.

( 𝑄 3 ) Crosses into the penalty area
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10 centimeters using coordinate-based referencing (x and y
position on the pitch) with the center spot of the pitch being
the origin. The temporal data is a discrete, linearly ordered
set of time instants with a resolution of 100 milliseconds.
In total our dataset consists of around 330 million tracked
locations of the ball and players.
We began each session by introducing each expert to the
system and its available interaction and analysis features.
We first described how our design was motivated by the
familiar magnetic tactic-board, using examples from our
initial interview with Expert A (see Figure 5.6). Afterward,
we introduced them to our digital magnetic tactic-board by
first using it to emulate a physical, analog tactic board to
demonstrate the visualizations and introduce them to the
interaction possibilities. We then turned on the query mode
to show how their interactions can be used as the basis for
queries to find suitable situations in our multi-match data
set and how the additional visualizations help to provide an
overview of the retrieved results. To further familiarize them
with our digital representation, we performed several typical
queries together with the experts. After these introductory
steps, we presented them three predefined queries, which
were chosen to include a wide range of different sketch tools
and magnets, shown in Figure 5.9:

𝑄 1 ) Slow build-up game, starting at the goalkeeper into
the left midfield via a defender on the left side: Figure
5.9 𝑄 1 .
𝑄 2 ) Ball conquest by a team in their half of the pitch, followed by a fast counter-attack ending in the opponent’s
penalty area: Figure 5.9 𝑄 2 .
𝑄 3 ) Crosses from the blue team over the right side into the
penalty area of the opossing team: Figure 5.9 𝑄 3
For each of these queries, we had Experts 1 – 6 rate the
relevance of the first five retrieved results. They could rate
the results as either not relevant, moderately relevant, or
highly relevant. Afterward, the study participants were free
to follow their own analysis ideas and perform their own
queries. For both the predefined queries and their own analysis ideas, the experts had access to the whole multi-match
soccer dataset of 250 matches. Over the whole study, we
encouraged the participants to provide comments and feedback via a Thinking-Aloud Protocol [15, 16]. Lastly, we had
an interview with our study participants. We conducted a

[15]: Ericsson et al. (1984), Protocol Analysis: Verbal Reports as
Data
[16]: Boren et al. (2000), Thinking
Aloud: Reconciling Theory and
Practice
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questionnaire with yes/no questions, but the participants
were encouraged to provide short explanations or justifications for their answers. We encouraged an open discussion
in which the study participants could give us their ideas for
possible applications of our system, suggestions for improvement, or other comments. Ultimately, we were interested in
determining if and how our proposed system would find a
place in their day-to-day analysis routine.

Findings
We summarize the results of our interviews with our study
participants in the following section. First, we conduct a
quantitative analysis of the relevance ratings of the three
queries from Figure 5.9. Afterward, we present qualitative
results from two use cases, which were developed by the
experts during our evaluation. Finally, we highlight feedback
and remarks from the participants that emerged during the
Thinking-Aloud process and subsequent discussion.

[249]: Järvelin et al. (2002), Cumulated Gain-Based Evaluation
of IR Techniques

Table 5.1: Results of our retrieval
performance evaluation showing the nDCG@5 for each query
described in Figure 5.9 for our
five study participants. The overall results show the capability of
our approach to find relevant results, with a slight decrease in
performance for 𝑄 2 , which can
be explained by how we define
ball conquest.

Quantitative Assessment We evaluated the retrieved situations for three different queries with all newly invited
experts 1-5. Each expert was asked to assess the relevance of
the first five situations found for each of the queries shown
in Figure 5.9. They could rate the relevance as either not
relevant, moderately relevant, or highly relevant. To take
these relevance ratings into account and to punish showing
irrelevant or only moderately relevant results before highly
relevant results, we have chosen the normalized discounted
cumulative gain (nDCG@5) [249] as our quality metric for
retrieval performance. An advantage of this metric is that it
does not require all situations to be labeled already, which is
unfeasible for such a large dataset on the one hand. On the
Participant
Expert 1
Expert 2
Expert 3
Expert 4
Expert 5
Expert 6
Query Average

𝑄1
1.00
1.00
0.77
1.00
0.77
1.00
0.92

𝑄2
0.90
1.00
0.77
0.76
0.55
0.86
0.81

𝑄3
0.77
1.00
1.00
0.87
1.00
1.00
0.94

Expert Average
0.89
1.00
0.85
0.88
0.78
0.95
0.89 (Overall Average)
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other hand, labeling a situation is entirely dependent on the
analyst and varies between users, meaning that there is no definable gold standard that could be used to calculate metrics
such as recall. The results of this evaluation are summarized
in Table 5.1. We additionally averaged the nDCG per expert,
per query and overall. The overall score of 0.89 shows that
our tool is capable of retrieving relevant results for a multitude of situations, requiring only a few user inputs. There
is a small decrease in performance for 𝑄 2 , with an nDCG
of 0.81 compared to 0.92 for 𝑄 1 and 0.94 for 𝑄 3 . However,
this decrease can be explained in a small discrepancy in our
definition of the ball conquest, compared to the expectations
of the study participants. For most experts, a ball conquest
occurs, when the team that conquers the ball gains a lasting
control over the ball. Our current definition was, that this
occurs, as soon as the one team loses control of the ball. This
short difference of a few seconds was the main issue that
lead most experts to rate queries as not relevant or moderately
relevant instead of moderately relevant or highly relevant.

Qualitative Evaluation The experts found numerous interesting patterns and gained valuable insights while using our
system. Due to the limited space, we restrict ourselves in the
following to the three most interesting use cases.
The first use case, shown in Figure 5.10, was found during
the exploration by Expert 1. In this figure, the kick-offs of the
opposing team’s goalkeeper are to be examined in general.
The goalkeeper and the ball were dragged into the penalty
area to create this query. Additionally, the sketch tool was
used to indicate that no red team players are to be in the
penalty area. Afterward, the first 40 situations were selected

1
2

Figure 5.10: Expert 1 wanted to
investigate the kick-off behavior
of a goalkeeper of an opposing
team. Our summary visualization (1) and detail view (2) show,
that in most situations the goalkeeper plays a long ball into the
midfield. This was previously
unknown, yet interesting behavior for Expert 1.
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and summarized. In summary Figure 5.10 (1), it can be clearly
seen that the most likely option is a long pass into the left
midfield. The visualization of all movements Figure 5.10 (2)
corroborates the summarization. Some individual deviating
options exist, but in most cases, the ball was mostly shot
directly into the midfield. According to Expert 1, this is was
new insight for him. He already knew beforehand that the
defenders of this team often play long balls as well, hoping
to conquer the second ball in the opponent’s half. However,
he had not known beforehand that the goalkeeper shoots it
directly into the midfield that often compared to other teams,
and this was an interesting new insight for him.

Figure 5.11: Expert 3 investigated
situations in which teams successfully overplayed the line
of midfielders of the opposing
team. He placed six player magnets, highlighted in orange, two
midfielders and four defenders
of the read team, and used the
ball magnet and the drag functionality to simulate a pass over
the line of midfielders.

The second use case of note was explored by Expert 3. He
wanted to find situations where teams successfully overplayed the line of midfielders of the opposing team. To
construct this query, he first placed the ball in the blue team’s
half and additionally placed two midfielders and four defenders of the red team around the midfield line, as shown
in Figure 5.11. He then used the drag & drop functionality
to move the ball into the area between the midfielders and
the defenders. The resulting situation, which he examined
in detail, was “in the direction he envisioned it to go” and
that this is the sort of “key query” that an analyst faces.
The third use case was found by Expert A when investigating
ball conquests in front of the opposing team’s penalty area.
The specific situation of interest is shown in Figure 5.12. Here,
a mispass of the red team’s right defender is shown, after
being put under pressure by the blue team’s forward, which
resulted in a ball conquest of the blue team, leading to a
dangerous shot on goal. According to Expert A, this particular
defender often has problems with such long passes to the
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(1) Backpass

(2) Pressuring

(3) Mispass

(4) Conquest

153

(5) Shot on Goal

Figure 5.12: Ball conquest by blue team followed by a shot on goal after a mispass of the red team’s right
defender, as found by Expert A. According to him, the defending player is prone to mispasses when being put
under pressure. Thus, this is a valuable situation to show to his team, to teach them to use the same tactic
during their next games against the red team.

other side; thus, putting him under pressure may force him to
make disproportionately more mispasses in such situations.
This way, his team can create more options close to the
opposing team’s penalty area, leading to more and better
chances for shot on goals. To him, such situations are of great
interest to show to his team, as they can serve as examples of
which tactics to employ in their next match against specific
opponents.

Expert Interview Feedback According to all invited experts, the tactics board plays a vital role in preparation and
matches, for example, during half-time meetings, and is seen
here as a suitable medium to facilitate communication between analysts, coaches, and players. All experts agree that
linking the tactics board to massive soccer data sets is useful
for searching situations. Especially that there is the possibility
to analyze several games, especially from different teams,
at once. According to Expert 4, "This is crucial to identify
recurring patterns."
The visual design was judged to be sound and understandable, apart from Expert 1, and it was clearly distinguishable
for them, through the sketchy design, which magnets were
placed by themselves, and which were shown by the computer as aggregations. Expert 1 stated, "I can’t imagine much
about it if you only see red and blue circles and arrows." For
him, the inspection of individual situations in detail was of
much greater importance. Here, the other experts also agreed
with him that a subsequent analysis of particular situations
with the help of the animation and the video is instrumental.
Expert 3 wished for even closer integration with the video.
Not only should the corresponding situation be shown, but
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additional information, for example, passes, the defensive
line, or annotations from the tactic-board, should be directly
visualized in the video.
The experts were satisfied with the visualization and query
construction options offered, especially in view of the fact
that the tactic-board is to serve as a communication medium
between the different user groups in soccer. Experts 3, 4 and 5
would have liked to see an even more comprehensive range of
interaction and analysis possibilities, especially for analysts.
For example, the inclusion of the game context, such as the
current score, or more options to make the queries more or
less specific.
Experts 2 and 6 both made the interesting statement that,
so far, the tactic-board is only used to visualize idealized
movements and scenarios, which might not happen that way
in the real game. Both said that by linking it to real data, it
can show what happens in actual play, which is, much more
dynamic and unpredictable than idealized scenarios, thus
providing feedback useful and helpful for players.
Many individual suggestions for improvement were also
mentioned, which we will address in the next version of our
system, e.g., Expert 5 would like to see a different design for
the ball magnets, inspired by the black and white hexagon
pattern. Apart from that, the experts are “enthusiastic” (quoting Expert A) about the new possibilities combining the
metaphor of an analogous magnetic tactic-board with real
underlying soccer movement data of multiple matches.

5.3.6 Discussion
We introduced a novel approach for the visual exploration
and communication of tactics in soccer. The most important
question to discuss is whether we are able to assess tactical
behavior with our proposed design. We are well aware that
we neglect important aspects of tactics as for example the
current game context (scores), involved body-parts or further advanced features like the expressed body-language.
Scores will be included in future as an additional filtering
step which is easy to include in our system. Body posture
detection is still expensive with respect to time and computation and more error-prone than pure location-tracking.
We intentionally focused on the location data as absolute
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and relative positioning and the resulting movement is the
strongest indicator for tactics in soccer and other invasive
team sports. We enhance the location-based queries with
role context semantically meaningful to the soccer domain.
We chose the most common roles in soccer with goalkeeper,
defender, midfielder, and forward. We show in our evaluation that domain experts do believe and agree with us
that we are covering the exploration of tactics and foster the
communication of tactics in their day-to-day work. In order
to further support soccer coaches and analysts in the future,
we plan to publish detailed descriptions of state-of-the-art
tactical behaviors that can be identified by our system, what
patterns can be found and how these can be interpreted. We
are convinced, we presented a decent progress towards a key
goal of visual analytics in sport: researching a useful design
combining analytics with visualizations enabling domain
experts to holistically understand their object-of-study and
to communicate the results of their analysis.
In our design, we need to cope with uncertainties resulting
from user input and our visual result communication based
on clustering and abstraction. The graphical input for the
location query is a transformation of the vague human thinking intermixing absolute and relative positioning into exact
positions the computer is able to process. The exact absolute
positioning of players is usually not interesting to domain
experts when understanding tactics. We treat the imperfect
user input by the introduced relaxation queries ensuring
that locations of players can vary from the query by some extent. Additionally, we proposed and included region-queries
making the involved query uncertainties explicit. The visual
representation of the query result is based on clustering and
aggregations of player positions and therefore introduces
uncertainties into the visualizations. For a successful visual
design, we need to address these uncertainties and make
them transparent to the user. We include visual clues to
denote the uncertainties with sketchy rendering of cluster
representatives and give detailed information of the clustered players on mouse-over. The expert study and the query
results show our valid transformation of vague input into
computer readable queries and experts understand that they
look at aggregated query results.
We will address in our future work the inclusion of situational parameters as the current yellow and red cards or
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[223]: Sacha et al. (2017), Dynamic Visual Abstraction of Soccer Movement

the scores as described above. These parameters are affecting the tactics of the teams and leading to other observable
movement patterns. The movement patterns being displayed
as query results could be communicated by further means
of simplification and generalization. We plan as a first step
to investigate the methods proposed by Sacha et al. [223].
The interactive abstraction would allow us to selectively
include more detailed movement information maybe even
enhanced with metadata or statistics. The goal is to achieve
an interactive hybrid between abstracted and high-detail
display. Another direction is the longitudinal analysis of
our design influencing the day-to-day business of soccer
coaches and analysts. We are especially interested in the
commonalities and differences in search patterns of different entities: coaches, analysts, and even teams. Additionally,
we would like to investigate the collaborative potential our
approach offers. Currently, we only focused on individuals
employing the visual query system and not on collaborative
setting in a coach/co-coach or coach/analyst situation. Last
but not least, an even more quantitative evaluation would
strengthen our design research. Unfortunately, highly trained
and well-known soccer coaches, video analysts and players
are very hard to recruit for such evaluations. Consequently,
in-depth analyses with few (in terms of statistics) experts are
our envisioned way for an expressive evaluation.
From a computational performance perspective, we are already able to compute efficiency scores of the situation
querying in our data set of 250 games consisting of around
330 million individual tracked locations. For instance, the
situation shown in Figure 5.7, consisting of four subsequent
actions of one entity, is searched for in five selected matches.
Over ten tries, the query to identify those situations takes
around 0.95 seconds on average. The situation in Figure
5.9 𝑄 1 consists of a region constraint query, two entities without subsequent actions, and one entity with three subsequent
actions. Here, searching in 26 selected matches takes around
1.8 seconds on average. These results already look promising
and enable an interactive visual exploration of tactical behavior. However, we still see room for improvements to enable
near real-time querying of situations. This would allow for
additional features, such as instant feedback, while a user is
still in the process of dragging a magnet.
In conclusion, we proposed a visual analytics application
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supporting coaches visually exploring, externalizing, and
communicating their knowledge about tactical behavior in
soccer. The visual query interface allows soccer coaches to
interactively and intuitively express their information need.
Our quantitative results demonstrate that our relaxed query
algorithm incorporating region queries copes with uncertainties and can provide meaningful situations in massive soccer
datasets, requiring only a few interactions. In addition, the
qualitative evaluation with the experts and their feedback
shows that the found results can provide them with new insights about the behavior of players and teams during soccer
matches. Hence, at the time of writing this dissertation, the
experts are enthusiastic about our novel approach and look
forward to actively use it in every day match analysis.

5.4 Summary
In this chapter, we used two scenarios to show the potential of complex spatial events for the analysis of intricate
tasks and issues. In general, we apply the visual analytics
concept in both examples. However, in each of the sections,
we focus on one of the connections between visualizations
and models, that ensure the tight integration of the user
into the data analysis process. In Section 5.2, we focus on
model visualizations in order to provide users with insight
into complex, automatically computed models. Using complex spatial events we detect faulty movement behavior of
defending players in soccer and provide suggestions for
improved movement behavior to maximize region control
and best prevent dangerous situations, such as shots on goal.
Through immediate model visualization of the free spaces
and suggested movement trajectories, experts are enabled
to quickly try out hypotheses, and then confirm or reject
them. In Section 5.3, we focus on the model building aspect
of the visual analytics loop. Using a digital representation of
a well-known real-world metaphor in invasive team sports,
that is, the magnetic tactic-board, we provide an intuitive,
walk-up usable interface for experts to interactively build
models of match situations, which we then detect in massive
soccer datasets. Additionally, using real-world representations, such as magnets and sketches, we allow for a analysis of
the aggregated found situations. Overall the invited experts
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agreed in both scenarios on the feasibility and potential of
the visual-interactive analysis of complex spatial events.

Discussion and
Future Research Aspects

6

6.1 Discussion

6.1 Discussion . . . . . . 159

In the context of this dissertation, we have identified two
research questions that need to be addressed in order to
support experts and researchers in the analysis of spatiotemporal data. The first issue is to find a suitable abstraction
that allows the complex and massive amounts of data that
are generated in a spatio-temporal domain to be brought
down to a manageable, visualizable and, most importantly,
understandable level. Spatial events were identified as a
suitable abstraction to raise the complete analysis process to
a higher level of abstraction and to reduce the problem of
data complexity.
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However, the problem of how to integrate domain experts
into the analysis process of such spatial events still had to
be addressed. A powerful instrument to achieve this is the
use of visual analytics. How this method can be leveraged
was part of Research Question 1 and we discussed this in
detail in Chapter 3. Here, we have used newly developed
methods, visualizations and system to show how a tight
integration of end users can be achieved by focusing on two
important aspects of the visual analytics loop. First, model
visualizations: Here we employed difference visualizations
to illustrate the effects and impact of user-defined parameters
settings on the prediction of machine learning algorithms.
On the other hand, model building: Here we showed how
to let the user easily build models with the help of intuitive
interaction concepts, such as semantic zooming.
One problem that remained, however, was that basic elementary spatial events were not sufficient for newly developing
domains and the increasingly complex data and tasks that
emerge in them. Here it is no longer sufficient to use classical
methods for the detection and definition of spatial events, for
example, by using derived features of movements of individual entities. A tangible example is collective behavior, where
the movement of entities like animals or automobiles is not
only determined by the actions and behavior of the entity

6.2 Future Research
Aspects . . . . . . . . 161

Research Question 1
How can we ensure the integration of subject matter
experts in the visual analytics loop for the necessary
tight coupling of automatic
and visual methods to enable
a event-focused analysis of
spatio-temporal data?
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itself, but also by the context of the surrounding entities as
well as external influences and rules.

Research Question 2
How can we enable subject
matter experts to define and
detect complex spatial events
in raw spatio-temporal data?

We have summarized the aformentioned challenges in Research Question 2 and discussed multiple ways on how to
tackle it in Chapter 4. We highlight how such events could
potentially be detected using automatic approaches in Section 4.2. However, teaching computers how to detect such
complex spatial events is far from trivial, since all influencing factors, contextual measurements, external rules have
to be predefined. To support a semi-automatic definition
and detection of complex spatial events we present two approaches that allow the user to offload the complexity of
query construction unto the system with the help of visual
query languages. First, a query by iconic representations
approach that allows the users to horizontally and vertically
align iconic representation of events to create new complex
spatial events, which can be used to creater larger events
yet again. Second, a query by sketch approach, in which we
employ a real-world metaphor, the magnetic tactic board,
to let users define situations involving multiple players, the
ball and complex temporal alignments of movements and actions, using intuitive drag & drop gestures and sketch-based
annotations.
Ultimately, we investigate on how we can make the complex
spatial events, which have defined and detected using our
approaches mentioned before, accessible and useable to the
users. For this, we employ the lessons learned in Chapter
3 and apply them to our complex spatial events, detected
using the methods presented in Chapter 4.
By following the approach of combinining the results from
Research Question 1 and Research Question 2, we demonstrate how we can tackle the highly sophisticated problems
and tasks that subject matter experts face in their emerging domains. We again show this on the example of two
approaches that explicitly target the two major connections
that ensure the tight integration of the users inside the visual analytics loop: model visualization and model building.
For the model visualization aspect, we highlight a visualinteractive, (semi-)automatic system that enables experts to
analyze faulty movement behavior and possible manual or
automatic suggestions for improved movement behavior in
soccer. We provide immediate model visualization of free
spaces and the improved movement trajectories, to enable the
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experts to quickly try out hypotheses, and then confirm or
reject them. For the model building, we employ a well-known,
real-world metaphor in invasive team sports, a digital magnetic tactic-board, to allow experts to define situations using
drag & drop as well as sketches. These user-built models
are the basis for the query by sketch algorithm presented in
Chapter 4. Afterward, we use the digital representation of
the tactic-board to provide overview and aggregate visualizations of the found situations to enable experts to understand
the tactical behavior of teams in massive soccer datasets.

6.2 Future Research Aspects
The approaches, methods, work, and system discussed in this
dissertation had one basic goal, that is, to enable subject matter experts to access and draw knowledge from the data they
collect. In the context of achieving this goal, spatial events
were first identified as a necessary yet well-suited abstraction
of massive data sets, and we demonstrated how users can
be engaged in the analytics process using visual analytics.
However, during the course of this dissertation, we also realized that elementary spatial events are not sufficient to take
into account the interdependencies, and context necessary to
tackle the complex tasks that emerge in novel domains, such
as collective movement behavior. For this reason, we introduced the concept of complex spatial events, demonstrated
how they can be defined and detected, harnessing them for
analysis and highlighting their potential. Here, however, we
are still at the very beginning of an exciting and promising
field of research.
We have identified and discussed suitable possibilities for
future research in the respective individual chapters. These
are, in most cases, tailored to the specific problems we discuss
in those chapters. However, when reviewing this body of
work, we noticed commonalities that would be exciting to
explore in future research.

Real-world Inspired Interfaces and Interactions We have
already encountered the potential of displaying data in its
actual context when examining Minard‘s geographic visualization of Napoleon‘s troop movements in the introduction.
This very point was also taken up by Kraus et al.[250] who

[250]: Kraus et al. (2019), Breaking the Curse of Visual Data Exploration
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show that projecting the data and analysis into a real world
representation serves as an additional validation step to
identify analysis and data errors. In one of our most recent
papers in particular, we have again clearly seen that the use of
real-world inspired interfaces, namely our query-by-sketch
interface and the subsequent analysis of game situations
using a digital representation of a tactic-board, can be of
tremendous benefit. First, it helps users to better understand
the data and analysis results, as well as to validate them,
as Kraus et al. state. On the other hand, it reduces contact
barriers between analysts and the analysis, which can emerge
due to too complex systems or lengthy training phases, by
providing a familiar design and handling. In our case, the
experts agreed that this creates significant benefits for them.
In Subsection 5.3.6, we already discussed possibilities for
extensions of this tactic-board, such as additional gestures or
visualization enhancements. However, this is a single type
of interface for a very specific domain. This naturally raises
the question of which kind of interfaces are suitable for other
domains and how can concepts from different domains be
generalized?

[251]: Angelini et al. (2018), A
Review and Characterization of
Progressive Visual Analytics

Immediate Model Feedback A second aspect that stood
out while reviewing this dissertation is the potential that
can be created by immediate model feedback. In Section
5.2, immediate updates to model visualizations are one of
the important factors that enable analysts to quickly try out
hypotheses in order to rapidly evaluate them and either
confirm or reject them. This provides the ability to try out
a large number of hypotheses quickly and therefore rapidly
narrow down the potential search space. In Section 3.3 and
Section 5.3, we used nearly instantaneous built models to
enable experts to analyze large datasets. First by examining
contextual information at micro- and macro-ecological scales.
Second, by identifying match situations and examining tactical behavior in massive soccer datasets. However, one of the
problems that we already identified in the Introduction is
that the datasets are getting bigger and the tasks are getting
more complex. As a result, although it is just about possible
in our presented approaches, analyses inevitably become
slower. Instead of just relying on faster hardware, one option
that has emerged in the visual analytics community in recent years is the use progressive visual analytics [251]. Here,
however, one must take into account the problems that the
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field of progressive visual analytics already faces, such as:
Divergent analysis processes, process steering or judgment
of partial results. In addition, these problems must now be
considered with regard to the additional constraints and
requirements of spatio-temporal data analysis. For instance,
which parts of the geographic visualizations are most interesting in which intermediate step or how can uncertainties,
not only of the data, but also of the intermediate results be
visualized spatially and temporally?

Spatio-temporally-aware frequent pattern mining Through
the user-driven definition and detection of (complex) spatial events, large event datasets can be extracted from raw
spatio-temporal data sources. In many domains, such as the
ones discussed in this dissertation, these spatial events can
then be used for further analysis. Here, especially in the
case of complex spatial events, we analyze their spatial and
temporal distribution, order of emerge and co-occurrence.
We can use this information to detect match situations in
massive soccer data, as highlighted in Section 5.3, or even
use them as input to define and detect even higher-level
events, as we propose in Section 4.3. However, in both of
these scenarios, the information about which distribution
and order of events are interesting for the subsequent analysis algorithms is user-provided. However, it might not be
readily apparent which order or distribution of events are
often occurring or interesting in other domains. Here, pattern
mining algorithms could help in identifying such frequent
patterns. However, the problem here is that classical frequent
pattern mining algorithms only consider the sequence, frequency, and interestingness measures such as the minimum
support and not the spatial and temporal co-occurrence of
the events. Some works address this problem, for example,
the framework for mining regional co-location patterns by
Eick et al. [252]. Unfortunately, this framework lacks aspects
that have been identified as necessary in this work, such
as the close integration of the user into the detection and
analysis process, thus requiring further research.

Task and User-adaptive Visualization and Interaction Concepts A further promising area for future research is taskand user-adaptive visualizations and interaction concepts.
We noticed this especially in our work on analyzing the

[252]: Eick et al. (2008), Finding
Regional Co-Location Patterns
for Sets of Continuous Variables
in Spatial Datasets
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[119]: DrosoMon. http : / /
drosophila . julius - kuehn .
de/index.php?menuid=44 (vis-

ited on 05/06/2021).

[253]: Brown et al. (2014), Finding Waldo: Learning about Users
from Their Interactions

spread dynamics of invasive species and the subsequent
evaluation with subject matter experts (see Section 3.3). The
partially mixed results were mainly due to the different demands of the different user groups concerning a system for
investigating the spread of invasive species. For example, it
was essential for some experts to monitor the monthly and
annual occurrences and trap findings and, consequently, the
development of the spread of the species and the long-term
effectiveness of specific countermeasures. For other users,
extremely short-term but highly detailed case forecasts and
analyses are needed to monitor acute infestations in order to
implement short-term interventions. For this, an increasing
amount of measurements, with more details and a higher
temporal resolution are necessary, such as provided by currently developed data platforms, such as Drosomon [119],
in order to allow the extension of our approach to support
adjustable time granularities, and therefore support different
analysis tasks via task-adaptive visualization. Of course, the
visualizations and interactions could be adapted via a dialog
or after a short initial questionnaire. However, a much more
exciting and promising strategy would be to identify user
intent from low-level interactions [253].

6.3 Concluding Remarks
Putting it all together, this dissertation has addressed the
question of how to enable subject matter experts to gain
useful knowledge from spatio-temporal data. In doing so,
the problem for appropriate abstractions had to be faced
as well, which led to the use of complex spatial events, especially in new, emerging domains. Visual analytics was
identified to tackle both of these problems since it offers a
combination of automatic and visual analysis methods with
a tight coupling through human interaction. Model visualizations enable subject matter experts to evaluate findings
of the generated models immediately, and insights from the
visualizations can be used to further steer the model building
process. The suitability of visual analytics to analyze spatial events has been successfully demonstrated in a diverse
range of domains, from investigating the spread of invasive
species to the analysis of tactical behavior in soccer. In this
regard, the current state-of-the-art has been broadened by
several contributions that have been presented throughout
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this dissertation. Be it traditional methods such as glyphbased map representation that have been extended to ensure
the integration of users in the analysis process or completely
newly developed methods such as query-by-sketch interfaces
based on real-world metaphors. The presented approaches
were quantitatively evaluated, if applicable, as well as in user
studies in close cooperation with the relevant subject matter
experts. The user-driven evaluation was mainly performed
in paired analytics sessions, where the experts were encouraged to share their feedback and comments following the
Thinking-Aloud protocol. Especially the latter methods and
techniques based on real-world metaphors show the potential that the visual analytics of spatio-temporal analysis offers
and how the subject matter experts can be included in this
process. The overall positive reception by experts regarding
these new interaction and analysis modalities demonstrates
the empowering and positive impact that visual analytics
can have and reveals an exciting field for future research that
builds upon the findings of this dissertation!
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