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Abstract
In the thesis presented, we will analyze a PDE-constrained optimal control problem
with uncertain coefficients. While solving such optimal control problems, many
expensive PDE solves are required, leading to high run times. It is beneficial to use
a reduced order model instead of the high-dimensional PDE solves to overcome that
problem. To achieve this, reduced basis (RB) methods are used in the following. This
thesis contributes to the existing literature by developing a Greedy algorithm with
adaptive sampling strategies for the training set and analyzing the Greedy algorithm
in conjunction with stochastic descent methods and a Trust-Region framework.
In addition to the Trust-Region method, further online enrichment strategies are
investigated.
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Chapter 1
Introduction
PDE-constrained optimal control problems arise frequently in physics and engineering,
where the entered control leads to an output state and may also involve costs that
are considered in the optimization process. In such optimization problems, a control
is searched that provides the best trade-off between being close to a pre-defined
desired state and keeping the costs low. The optimization problem analyzed in this
thesis additionally contains parameters that are not known in advance. Instead, only
the distribution of these parameters is known. This uncertainty is motivated, for
example, by inaccuracies in laboratory experiments or other model uncertainties. Due
to the uncertainty, the classic descent methods are no longer applicable. In [Fei21]
stochastic descent methods for an optimal control problem with uncertain coefficients
were analyzed in great detail. When using these stochastic descent methods, many
solutions of the PDE are necessary, which is very expensive if the classical finite
element (FE) method is used for this purpose. For each solution of the PDE, a
high-dimensional system of equations must be solved. Therefore, it is advantageous
to use a surrogate model that requires the solution of a lower dimensional system to
solve the PDE numerically. For this, we use reduced basis methods that have been
discussed, for instance, in [Haa17] or [PR07]. These reduced bases are generated
using the Greedy method in the so-called offline phase. Afterwards, one can exploit
these reduced bases in the online phase, and one ends up with lower dimensional
systems compared to the FE method. In the online phase, one uses stochastic descent
procedures as described in [Fei21].
It is possible to circumvent this strict separation of generating and using the reduced
bases by applying a Trust-Region method. A detailed description of Trust-Region
methods can be found, for example, in [CGT00] or [NW06]. In the context of reduced
order models, Trust-Region methods have been discussed, for instance, in [Ban+20],
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[Kei+21], [Qia+17] and [YM13]. The ideas of this method are applied to optimal
control problems with uncertain coefficients.
This thesis is structured as follows. In Chapter 2, important definitions and theorems
will be stated that will be used throughout the thesis. We will then introduce the
optimal control problem in detail in Chapter 3. Subsequently, in Chapter 4, we
will discuss reduced basis methods. Here, we first present theoretical results that
motivate using this method and then discuss its implementation. At the end of this
chapter, the related numerical experiments will be performed. Chapter 5 contains a
short introduction to stochastic descent methods. For the numerical experiments,
these stochastic descent methods are applied to the FE and the RB method. As an
alternative to the FE method for the stochastic descent procedures, we will introduce
the Trust-Region method in Chapter 6. This has been discussed extensively in the
literature for a deterministic setting. In addition, another online enrichment strategy
is introduced and analyzed. Finally, in Chapter 7, we will briefly summarize the
main results and provide an outlook.
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Chapter 2
Mathematical Foundations
Before we start introducing the problem, we give some general definitions and
theorems used throughout the thesis. The analyzed optimization problem must
solve a partial differential equation as a constraint. Therefore, we start by defining
in Section 2.1 the solvability of such equations and introducing required spaces.
Subsequently, we will state main results from functional analysis. For this, we
mainly refer to [DR11], [DR12] and [Eva10]. Definitions and theorems of numerical
optimization are presented in Section 2.2. The main reference for this is [NW06].

2.1

Functional Analysis and Partial Differential Equations

Partial Differential Equations
We suppose for the remainder of this chapter that D ⊂ Rd is an open and non-empty
set.
Definition 2.1 (Partial Differential Equation). An equation of the form


F x, (∂ α y(x))0≤|α|≤k = 0,

x∈D

(2.1)

for some k ∈ N>0 and α = (α1 , . . . , αd ) ∈ Nd≥0 , for which |α| = α1 + . . . + αd holds,
is called k th -order partial differential equation, where
F : Rd × (Rn × . . . × Rn ) → R
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is given and
y : D → Rn
is not known in advance.
Definition 2.2 (Classical Solution). A function y : D → Rn that satisfies (2.1) is
called classical solution.
Definition 2.3 (Linear Partial Differential Equation). The partial differential equation (2.1) is called linear if it can be expressed as follows
X

aα (x)∂ α y(x) = f (x)

|α|≤k

for given functions f, aα for |α| ≤ k.
Definition 2.4 (Linear Elliptic Partial Differential Equation). Let a 2nd -order linear
partial differential equation
X

aα (x)∂ α y(x) = f (x)

(2.2)

|α|≤2

be given, as defined in Definition 2.3.
The expression
X
|α|=2

d
X

∂ 2 y(x)
aα (x)∂ y(x) =:
Ajk (x)
∂xj ∂xk
j,k=1
α

is also called main part of the linear partial differential equation. The linear partial
differential equation (2.2) is additionally called elliptic if the matrix
(Ajk (x))j,k=1,...,d
has only positive or negative eigenvalues for all x ∈ D.
Remark 2.5. The left side of a linear elliptic partial differential equation can be
rewritten as follows
X
|α|≤2

aα (x)∂ α y(x) =

d
X
j,k=1

d

Ajk (x)

∂ 2 y(x) X
∂y(x)
+
Bj (x)
+ C(x)y(x).
∂xj ∂xk j=1
∂xj

4

A wide range of partial differential equations has no solution in the classical sense,
which motivates the concept of a weak solution. For this, we start by defining needed
function spaces and introducing measure spaces.
Definition 2.6 (σ-Algebra). Let X be a set. We call a collection A of subsets of X
σ-algebra if:
(i) ∅ ∈ A.
(ii) If A ∈ A, then AC = X\A ∈ A.
(iii) {An }n∈N≥0 ⊂ A implies

S

n∈N≥0

An ∈ A.

(X, A) is also called measurable space.
Definition 2.7 (Measure). Let (X, A) be a measurable space.
A function µ : A → [0, ∞] is called measure with respect to A if:
(i) µ(∅) = 0.
(ii) σ-additivity: {An }n∈N≥0 ⊂ A such that Ai ∩ Aj = ∅ for i 6= j implies

µ


[

An  =

n∈N≥0

X

µ(An ).

n∈N≥0

The triple (X, A, µ) is also called measure space.
Definition 2.8 (Probability Space/Measure). A measure space (X, A, µ) where
the measure µ satisfies µ(X) = 1 is also called probability space. Additionally, the
measure µ is called probability measure.
Remark 2.9. Probability spaces will be denoted as (Ω, F, P) for the remainder of
this thesis.
Definition 2.10 (Almost Surely). An event A ∈ A happens (µ-)almost surely if
µ(AC ) = 0 holds. If µ is a probability measure, the condition is equivalent to
µ(A) = 1.
Definition 2.11 (Borel σ-Algebra). Let d be chosen arbitrarily.
The Borel σ-algebra
B(Rd ) := σ



(a, b] : a, b ∈ Rd , aj < bj , j = 1, . . . , d
5



is defined as the smallest σ-algebra1 that contains all half-open sets in Rd . Then,
(Rd , B(Rd ) is now, by definition, a measurable space.
Remark 2.12. (Rd , B(Rd ) is the measurable space we use by default for real numbers
without mentioning it explicitly each time.
Definition 2.13 (Measurable Function). Let (X, A) be a measurable space. A
function f : X → R is called (A-)measurable if f −1 (U ) ∈ A for all U ∈ B(R).
We suppose that (X, A, µ) is a measure space for the following part.
Definition 2.14 (Lp Space). For p ∈ [1, ∞) define
Lp (µ) := {f : X → R|f is a measurable function and kf kp < ∞} ,
where k·kp is defined as
Z
kf kp :=

|f (x)| dx
p

1/p

X

for p ∈ [1, ∞).
In case of p = ∞, L∞ (µ) contains all functions f : X → R such that
∃Cf > 0 : µ ({x ∈ X| |f (x)| > Cf }) = 0
and the corresponding norm is defined as
kf k∞ := inf {C ∈ R|µ({x ∈ X| |f (x)| > C}) = 0} (f ∈ L∞ ).
Definition 2.15 (Lp Space). For p ∈ [0, ∞] define
Lp (µ) := {[f ]|f ∈ Lp (µ)} ,
where [f ] denotes the equivalence class of f . Two functions f, g ∈ Lp (µ) are called
equivalent if
µ ({x ∈ X|f (x) 6= g(x)}) = 0
holds.
1

The set σ(G) is defined as the smallest extension of a set G, such that σ(G) is a σ-algebra.
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Definition 2.16 (Local Integrable Functions). Functions that belong to
L1loc (D) = {y : D → R|y ∈ L1 (D) ∀ V ⊂⊂ D}
are called local integrable 2 .
Definition 2.17 (Test Function). Functions that belong to
Cc∞ (D) := {y : D → R|y is infinitely often differentiable and has compact support},
where the support is defined as
supp y := {x ∈ D|y(x) 6= 0},
are called test functions 3 .
Definition 2.18 (Weak Derivative). Suppose f, g ∈ L1loc and α ∈ Nd≥0 . The function
f is called the αth -weak partial derivative of g, denoted as ∂ α g = f , if
Z

α

g∂ φdx = (−1)

|α|

D

Z
f φdx
D

holds for all test functions φ ∈ Cc∞ (D).
Definition 2.19 (Sobolev Space). The Sobolev space W k,p (D) is defined as

W k,p (D) = y ∈ Lp (D)| for all α ∈ Nd≥0 with |α| ≤ k exists ∂ α y ∈ Lp (D) .
Remark 2.20. In case of p = 2, we set H k (D) := W k,p (D). This notation is
motivated by the fact that H k (D) is a Hilbert space4 .
Definition 2.21 (H01 (D)). H01 (D) is the closure of Cc∞ (D) in H 1 (D).
Definition 2.22 (Weak Solution Linear Elliptic Boundary-Value Problem). Consider
the linear elliptic boundary-value problem

d
d

 − P A (x) ∂ 2 y(x) + P B (x) ∂y(x) + C(x)y(x) = f (x), x ∈ D,
jk
j
∂xj ∂xk
∂xj
j=1
j,k=1


y(x) = 0,
x ∈ ∂D.
2

V ⊂⊂ D indicates that V is a compact subset of D.
" · " denotes the closure of a set.
4
See [DR11, Definition 5.51].

3
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(2.3)

A function y ∈ H01 (D) is called a weak solution of (2.3) if
d

Z X
d

∂y(x)
∂y(x) ∂ϕ(x) X
+
ϕ(x) + C(x)y(x)ϕ(x)dx
Bj (x)
Ajk (x)
∂xj ∂xk
∂xj
D j,k=1
j=1
Z
= f (x)ϕ(x)dx
(2.4)
D

holds for every ϕ ∈ H01 (D).
Note that one can rewrite the weak formulation (2.4) with a bilinear form B(·, ·), i.e.
the left side of (2.4) can be expressed as follows
d

Z X
d

∂y(x) ∂ϕ(x) X
∂y(x)
+
ϕ(x) + C(x)y(x)ϕ(x)dx.
B(y, ϕ) :=
Ajk (x)
Bj (x)
∂xj ∂xk
∂xj
D j,k=1
j=1
The right side of (2.4) can be rewritten with the inner product in L2 (D), i.e.
Z
D

f (x)ϕ(x)dx =: hf, ϕiL2 (D) .

Regarding the existence and uniqueness of weak solutions, we refer to the Lax-Milgram
lemma.
Theorem 2.23 (Lax-Milgram). Let H be a Hilbert space equipped with an inner
product h·, ·iH and the corresponding norm k·kH . Suppose that B : H × H → R is a
bilinear mapping with constants α, β > 0 that satisfy
|B(y, v)| ≤ αkykH kvkH (y, v ∈ H)
and
βkyk2H ≤ B(y, y) (y ∈ H).
Further, f : H → R is a bounded linear functional on H.
Then, there exists a unique y ∈ H with
B(y, v) = hf, viH
for all v ∈ H.
Proof. See [Eva10, Theorem 1 (Chapter 6.2.1.)].
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Functional Analysis
In the remainder of this section, we will list some essential statements of functional
analysis that will be needed later.
Theorem 2.24 (Cauchy & Schwarz Inequality). Let H be a vector space5 equipped
with an inner product h·, ·iH .
Then, the inequality
|hy, viH | ≤ kykH kvkH
holds for all y, v ∈ H. Note that the norm k·kH is defined as kykH =
all y ∈ H.

p
hy, yiH for

Proof. See [DR11, Theorem 5.49].
Definition 2.25 (Dual Space). Let H be a vector space. The corresponding
(topological) dual space is defined as
H 0 := {f : H → R|f linear and continuous} .
Theorem 2.26 (Riesz Representative). Let H be a Hilbert space equipped with an
inner product h·, ·iH and let f ∈ H 0 be chosen arbitrarily.
Then, there exists a unique xf ∈ H such that
f (x) = hx, xf iH
for all x ∈ H.
Proof. See [DR12, Theorem 12.24].
Theorem 2.27 (Orthogonal Projection). Let E be a non-empty and closed subspace
of a Hilbert space H equipped with the norm k·kH . There exists a linear projection
onto E denoted by PE : H → E that fulfills
kx − PE xkH = inf kx − ykH
y∈E

for all x ∈ H.
PE is also called orthogonal projection.
Proof. See [Wer18, Theorem V.3.4 & Theorem V.3.2].
5

See [DR11, Definition 5.44].
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2.2

Optimization

In the current section, we will state some general definitions needed for the optimization problems we will analyze in the remainder of this thesis. For this we consider
the minimization problem
min f (x)
x∈S

(2.5)

for a function f : S ⊂ Rn → R where S is a closed set.
Definition 2.28 (Global Minimizer). A point x̄ ∈ S is called global minimizer if
f (x̄) ≤ f (x) holds for all x ∈ S.
Remark 2.29. The global minimizer is also called global solution for the optimization
problem.
Definition 2.30 (Local Minimizer). A point x̄ ∈ S is called local minimizer if
f (x̄) ≤ f (x) holds for all x in an open set that contains x̄.
We are interested in finding the global solution to the optimization problem (2.5).
Functions that guarantee that every local solution is also a global solution are the
so-called convex functions.
Definition 2.31 (Convex Set). A set S ⊂ Rn is a convex set if
αx + (1 − α)y ∈ S
for all x, y ∈ S, α ∈ [0, 1].
Definition 2.32 (Convex Function). Let S ⊂ Rn be a convex set. A function
f : S → R is called convex if
f (αx + (1 − α)y) ≤ αf (x) + (1 − α)f (y)
for all x, y ∈ S, α ∈ [0, 1].
Definition 2.33 (Strictly Convex Function). Let S ⊂ Rn be a convex set. A function
f : S → R is called strictly convex if
f (αx + (1 − α)y) < αf (x) + (1 − α)f (y)
for all x, y ∈ S, x 6= y, α ∈ (0, 1).
10

Theorem 2.34. Let f be a convex function. Every local minimizer x̄ ∈ S is also a
global minimizer.
Proof. See [NW06, Theorem 2.5].
From now on, we will consider an optimization problem with a convex objective
function. Therefore, whenever we find a local minimizer, we know that it is also a
global minimizer.
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Chapter 3
Optimal Control Problem with
Uncertain Coefficients
Let D ⊂ Rd be an open, non-empty and bounded set with a Lipschitz continuous
boundary ∂D and let (Ω, F, P) be a probability space.
For some nu ∈ N>0 , the convex admissible control set is given by
Uad = {u ∈ Rnu |ua ≤ u ≤ ub }
for given ua , ub ∈ Rnu , where "≤" is understood componentwise in Rnu .
For a given control u ∈ Uad and almost all ω ∈ Ω, we define yu (·; ω) ∈ H01 (D) as the
weak solution of the linear elliptic partial differential equation1
−∇ · (a(x; ω)∇yu (x; ω)) = f (x; ω) +

nu
X

ui bi (x),

(x, ω) ∈ D × Ω,

(3.1a)

(x, ω) ∈ ∂D × Ω,

(3.1b)

i=1

yu (x; ω) = 0,

where the H01 (D) space is equipped with the inner product
h·, ·iH 1 (D) :
0

H01 (D)

×

H01 (D)

Z
→ R, (v, w) 7→ hv, wiH 1 (D) :=
0

∇v (x) · ∇w (x) dx.

D

The equation system (3.1) is called state equation in the remainder of this thesis.
We suppose that
0 < amin ≤ a(x; ω) ≤ amax < ∞
1

In the further course, we will use yu (·; ω) and yu (ω) interchangeably.
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(3.2)

holds for all x ∈ D and almost all ω ∈ Ω. Besides that, we suppose that the functions
b1 , . . . , bnu are part of L2 (D) and the function f satisfies2




Z
Z Z
E  |f (x; ·)|2 dx =  |f (x; ω)|2 dx dP(ω) < ∞.
D

D

Ω

The corresponding weak formulation of the partial differential equation (PDE) (3.1)
is for almost all ω ∈ Ω given by
Z

Z
a(x; ω)∇yu (x; ω) · ∇ϕ(x)dx =

D

f (x; ω) +

nu
X

!
uj bj (x) ϕ(x)dx ∀ϕ ∈ H01 (D).

j=1

D

(3.3)
For ease of use, we define

aω :

H01 (D)

×

H01 (D)

Z
→ R, (v, w) 7→

a(x; ω)∇v(x) · ∇w(x)dx.

(3.4)

D

aω defines an inner product given the strict positivity for the function a(·; ·) as seen
in (3.2). Moreover, we have that aω is almost surely continuous, i.e. there exists for
almost all ω ∈ Ω a parameter γω with
γω :=

aω (v, w)
<∞
v,w∈H01 (D)\{0} kvkH01 (D) kwkH01 (D)
sup

(3.5)

and almost surely coercive, i.e. there exists for almost all ω ∈ Ω a parameter αω with
αω :=

inf

v∈H01 (D)\{0}

aω (v, v)
> 0.
kvk2H 1 (D)

(3.6)

0

Further, we define
fu,ω : H01 (D) → R, v 7→

Z
f (x; ω) +

!
uj bj (x) v(x)dx.

j=1

D
2

nu
X

A definition of the expected value, denoted E[·], can be found in [DR12, Remark 3.26].
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(3.7)

With (3.4) and (3.7), the weak formulation (3.3) can be reformulated for almost all
ω ∈ Ω as follows
(3.8)

aω (yu (ω), ϕ) = fu,ω (ϕ) ∀ϕ ∈ H01 (D).

By the Lax-Milgram lemma, we obtain the existence and uniqueness of a solution
of (3.8) for every u ∈ Uad and almost all ω ∈ Ω. A detailed proof can be found in
[Hin+09, Theorem 1.19], for instance.
Next, we introduce the optimal control problem for given y d ∈ L2 (D) and λ > 0. For
this, we define the function

J : Uad × Ω → R+ , (u; ω) 7→

1
kyu (ω) − y d k2L2 (D) +λ
2

nu
X
i=1

2


,

ui bi

(3.9)

L2 (D)

where y d can be interpreted as the desired state and λ > 0 is the regularization
parameter of the penalization
nu
X

2

u i bi

i=1

L2 (D)

with respect to the control shape functions b1 , . . . , bnu . The penalization term can
be read as a cost term.
Further, we define the objective function
ˆ
Jˆ : Uad → R+ , u 7→ J(u)
= E[J(u; ·)] =

Z

J(u; ω) dP(ω),

Ω

so the optimal control problem
ˆ
min J(u)
subject to u ∈ Uad

(P̂)

describes the problem of finding the control u ∈ Uad that has in expectation the best
trade-off between being close to the desired state while keeping the costs low. A
similar optimization problem was already analyzed in [Gei20, Section 2.4].

Theorem 3.1. The objective function Jˆ is strictly convex for λ > 0.
Proof. In [Sin20, Corollary 4.1], it is proven that J is strictly convex for all u ∈ Uad
and almost all ω ∈ Ω. The integral preserves the strict convexity, thus we obtain the
14

strict convexity for Jˆ as well.
Theorem 3.2. There exists a unique control u ∈ Uad that solves (P̂).
Proof. See [Fei21, Theorem 3.1].
Below is a summary of the most important results concerning the differentiability of
the objective function. A more detailed discussion can be found in [Fei21, Chapter
3], [Sin20, Section 4.1] or [Gei20, Section 2.4].
The existence for almost all ω ∈ Ω of the derivative is proven in [Sin20, Proposition
4.1]. To have a suitable representation, let us introduce the adjoint/dual equation
(see [GP19]):
Definition 3.3 (Adjoint/Dual equation). Let u ∈ Uad and yu (ω) ∈ H01 (D) be the
weak solution of the state equation given in (3.1).
The PDE

−∇ · (a(x; ω)∇pu (x; ω)) = y d (x) − yu (x; ω),

(x, ω) ∈ D × Ω,

(3.10a)

pu (x; ω) = 0,

(x, ω) ∈ ∂D × Ω,

(3.10b)

is called adjoint equation or dual equation, respectively.
The function pu (·; ω) ∈ H01 (D) is called weak solution of the adjoint equation if it
satisfies3
Z
Z

a(x; ω)∇pu (x; ω) · ∇ϕ(x) dx =
y d (x) − yu (x; ω) ϕ(x) dx ∀ϕ ∈ H01 (D).
D

D

(3.11)
Similar to the state equation, we obtain the existence and uniqueness of the solution
to (3.11) by using the Lax-Milgram lemma.
This now provides us with a nice representation of the derivative:
Theorem 3.4 (Representation derivative). Let pu (ω) ∈ H01 (D) be the weak solution
of the adjoint equation introduced in Definition 3.3.
Then, the derivative can be expressed as follows:


ˆ
∇J(u)
= λW u − E hbi , pu (·; ·)iL2 (D) for u ∈ Uad ,
3

Similar to the weak solution for state equation, we will use the notations pu (·; ω) and pu (ω)
interchangeably.
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where W = (Wij )1≤i,j≤nu is defined as
Z
bi (x)bj (x) dx.

Wij =
D

Proof. See [Fei21, Theorem 3.3].
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Chapter 4
The Reduced Basis Method
So far, we have introduced a PDE-constrained optimal control problem without
discussing solution methods for the PDE. A widely used method for solving PDEs
numerically is the finite element method, where the domain is divided into simpler
parts. However, that leads to high-dimensional problems that become prohibitively
expensive when many solutions of the PDE are required. To overcome these expensive
PDE solves, we introduce a reduced order model, namely the reduced basis method.
The main idea of the reduced basis method is to generate a reduced basis in an
offline-phase that leads to a lower-dimensional system than the FE method in the
online-phase, i.e. when we solve the PDE. A very detailed introduction can be found
in [Haa17] or [PR07], for instance.
At first, we briefly discuss the FE method for the given optimization problem and
use the reduced basis approach to significantly reduce the effort needed for solving
the PDEs numerically, given that we have a reduced basis. Thereafter, we discuss
the accuracy of the reduced order model, especially compared to the FE model, since
we suppose that the error between the FE solution and the theoretical solution is
negligible.
Subsequently, we introduce the theoretical Greedy algorithm that is often used to
construct a reduced basis and compare its performance to the Kolmogorov `-width
which represents the smallest error that an `-dimensional linear subspace can obtain.
Based on this, we discuss various Greedy approaches and compare them numerically.

4.1

Introduction of the FE and RB Method

To find a solution to the weak formulation (3.3), we apply the FE method (see
[Fei21, Section 3.1]). For that purpose, we replace H01 (D) with a finite-dimensional
17

space V FE,N = Span{ϕ1 , . . . , ϕN } ⊂ H01 (D) and obtain the FE solution yuFE (ω) =
N
P
FE,N
yu,j
(ω)ϕj ∈ V FE,N by solving the variational problem
j=1



Z
N
X
FE,N
 a(x; ω)∇ϕj (x) · ∇ϕi (x)dx yu,j
(ω)
j=1

D

|

{z

Z
=

f (x; ω)ϕi (x) +

nu
X
j=1

D

|

}

=:AFE,N
(ω)
ij

{z

=:fiFE,N (ω)

}

Z
uj

bj (x)ϕi (x)dx,

1 ≤ i ≤ N, ω ∈ Ω a.s,

D

|

{z

FE,N
=:Bij

}

respectively
 FE,N

A
(ω) yuFE,N (ω) = f FE,N (ω) + B FE,N u,

ω ∈ Ω a.s.

(4.1)

The matrix AFE,N ∈ RN ×N and the vector f FE,N ∈ RN of (4.1) depend on ω ∈ Ω and
hence must be reassembled for every new ω ∈ Ω, making the PDE solves prohibitively
costly. By applying a discrete empirical interpolation method (DEIM), one generates
approximations of the functions a and f , respectively, that have separable parameters,
i.e.

a(x; ω) ≈

Θa
X
k=1

ϑak (ω)ak (x),

f (x; w) ≈

Θf
X

ϑfk (ω)fk (x),

(x, ω) ∈ D × Ω a.s. (4.2)

k=1

A detailed discussion of a DEIM approach can be found in [CS10, Chapter 3],
for instance. Taking these DEIM approximations as surrogates for the functions
a and f leads to an FE formulation where we obtain the FE solution ỹuFE (ω) =
N
P
FE,N
ỹu,j
(ω)ϕj ∈ V FE,N = Span{ϕ1 , . . . , ϕN } ⊂ H01 (D) by solving the linear equation
j=1

system
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Θa
X



Z
N
X
FE,N
 ak (x)∇ϕj (x) · ∇ϕi (x)dx ỹu,j
ϑak (ω)
(ω)
j=1

k=1

D

|
=

Θf
X

ϑfk (ω)

k=1

{z

Z
fk (x)ϕi (x)dx +

nu
X

uj BijFE,N ,

1 ≤ i ≤ N, ω ∈ Ω a.s,

j=1

D

|

}

=:AFE,N
k,ij

{z

}

FE,N
=:fk,i

respectively
Θa
hX

ϑak (ω)AFE,N
k

i

ỹuFE,N (ω)

=

Θf
hX

ω ∈ Ω a.s,

(4.3)

k=1

k=1

|

i
ϑfk (ω)fkFE,N +B FE,N u,

{z

}

≈AFE,N

|

{z

≈f FE,N

}

where we have Θa many matrices AFE,N
∈ RN ×N and Θf many vectors fkFE,N ∈ RN
k
that do not depend on ω ∈ Ω and thus can be assembled once and reused for every
PDE solve. Combined with the fast evaluation of the scalar functions ϑak : Ω → R
and ϑfk : Ω → R, using the surrogates with separable parameters significantly
reduces the effort for a PDE solve. Nonetheless, the FE method requires the solution of an N -dimensional linear equations system (4.3), where N is oftentimes large.
This motivates the use of an RB approach. The goal is to replace the N -dimensional
space V FE,N ⊂ H01 (D) with a lower-dimensional subspace to reduce the effort for
solving the PDE. Now suppose we have a reduced basis matrix Ψ ∈ RN ×` with `  N .
The lower-dimensional space is defined by V RB,` = Span{ψ1 , . . . , ψ` } ⊂ V FE,N where
N
P
ψj =
Ψij ϕi holds for 1 ≤ j ≤ `.
i=1

Similar to the FE approach, we obtain the RB solution ỹuRB (ω) =

P̀

RB,`
ỹu,j
(ω)ψj ∈

j=1

V RB,` by solving
Θa
X



Z
`
X
RB,`
 ak (x)∇ψj (x) · ∇ψi (x)dx ỹu,j
ϑak (ω)
(ω)
j=1

k=1
Θf

=

X
k=1

ϑfk (ω)

D

Z
fk (x)ψi (x)dx +
D

nu
X
j=1

Z
uj

bj (x)ψi (x)dx,
D
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1 ≤ i ≤ `, ω ∈ Ω a.s.

The corresponding linear equation system can be expressed as follows
Θa
hX
k=1

Ψ
ϑak (ω) ΨT AFE,N
k
|

{z

i

ỹuRB,` (ω)

}

=:ARB,`
∈R`×`
k

Θf
hX
i
T FE,N
=
ϑfk (ω) ΨT fkFE,N + Ψ
| B
{z } u,
|
{z
}
RB,`
`×n
k=1
=:fkRB,` ∈R`

=:B

∈R

ω ∈ Ω a.s.

(4.4)

u

Thus, the RB approach leads to an `-dimensional linear equation system (4.4),
whereas the FE approach leads to an N -dimensional system (4.3). However, the
ARB,` matrix is usually dense in contrast to the AFE,N matrix. Nonetheless, the RB
approach is beneficial when we have to solve the PDE frequently.
Note that we can similarly apply the RB method to the adjoint equation as well.
Also we use the same notation for the function and the vector of the RB and FE
solution for convenience, i.e. yuFE (·) = yuFE,N (·) and yuRB (·) = yuRB,` (·).

4.2

Analysis for Reduced Basis Method

Up to now, we have introduced the RB method and shown how it can be used to
reduce the effort for solving the PDEs numerically when combined with the DEIM
approach. Next, we will analyze the accuracy of the RB method compared to the
FE method and derive some a-posteriori estimator for the error that will be useful
when we create the reduced basis.
For the remainder of this chapter, we suppose that
a(x; ω) =

Θa
X
k=1

ϑak (ω)ak (x),

f (x; w) =

Θf
X

ϑfk (ω)fk (x),

(x, ω) ∈ D × Ω a.s.

k=1

holds. We define the FE solution as the element yuFE,N (ω) ∈ V FE,N that satisfies the
variational problem
aω (yuFE,N (ω), ϕ) = fu,ω (ϕ) ∀ϕ ∈ V FE,N

(4.5)

and similarly the RB solution is the function yuRB,` (ω) ∈ V RB,` that fulfills
aω (yuRB,` (ω), ψ) = fu,ω (ψ) ∀ψ ∈ V RB,` .
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(4.6)

The corresponding solution matrices are (aω (ϕi , ϕj ))1≤i,j≤N or (aω (ψi , ψj ))1≤i,j≤`
respectively.
We start by examining the relationship between the RB solution and the best solution
from the V RB,` space in Lemma 4.2. For this, we first need the so-called Galerkin
orthogonality.
Lemma 4.1 (Galerkin orthogonality). For all u ∈ Uad and almost all ω ∈ Ω we have
aω (yuRB,` (ω) − yuFE,N (ω), v) = 0

∀v ∈ V RB,` .

Proof. Let v ∈ V RB,` be chosen arbitrarily. Since the functions yuFE,N (ω) and yuRB,` (ω)
satisfy the variational problem (4.5) and the variational problem (4.6), respectively,
we obtain
aω (yuRB,` (ω), v) = fu,ω (v),

(4.7a)

aω (yuFE,N (ω), v) = fu,ω (v),

(4.7b)

where the first equality follows directly. For the second equality we have used that
V RB,` ⊂ V FE,N holds.
The result follows now by the linearity of aω and the equalities (4.7),
(4.7)

aω (yuRB,` (ω) − yuFE,N (ω), v) = fu,ω (v) − fu,ω (v) = 0.

Lemma 4.2 (Lemma of Céa (sharpened version)). For all u ∈ Uad and almost all
ω ∈ Ω we have
r
γω
RB,`
FE,N
yu (ω) − yu (ω) H 1 (D) ≤
inf
v − yuFE,N (ω) H 1 (D) .
(4.8)
0
0
αω v∈V RB,`
Proof. A rough sketch of the proof is stated in [PR07, Proposition 3A]. For ω ∈ Ω
we define
kvkω =

p
aω (v, v)

for v ∈ H01 (D), which is the norm induced by the inner product aω (3.4).
Using the definition of the norm k·kω , we obtain for every v ∈ V RB,`
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yuRB,` (ω) − yuFE,N (ω)

2
ω

=aω (yuRB,` (ω) − yuFE,N (ω), yuRB,` (ω) − yuFE,N (ω))
=aω (yuRB,` (ω) − yuFE,N (ω), yuRB,` (ω) − yuFE,N (ω))
+ aω (yuRB,` (ω) − yuFE,N (ω), v − yuRB,` (ω))
|
{z
}
=0(Lemma 4.1)

=aω (yuRB,` (ω) − yuFE,N (ω), v − yuFE,N (ω))
≤ yuRB,` (ω) − yuFE,N (ω)

ω

· v − yuFE,N (ω)

ω

(4.9)

,

where we have used the linearity of aω and the Cauchy & Schwartz inequality.
From inequality (4.9) follows directly
yuRB,` (ω) − yuFE,N (ω)

≤ v − yuFE,N (ω)

ω

∀v ∈ V RB,` .

ω

(4.10)

Combined with the definition of coercivity (3.6) and continuity (3.5), we obtain for
every v ∈ V RB,`
αω yuRB,` (ω) − yuFE,N (ω)

2
H01 (D)

≤aω yuRB,` (ω) − yuFE,N (ω), yuRB,` (ω) − yuFE,N (ω)
= yuRB,` (ω) − yuFE,N (ω)

(4.10)

≤

v − yuFE,N (ω)



2
ω

2
ω

=aω v − yuFE,N (ω), v − yuFE,N (ω)
≤γω v − yuFE,N (ω)

2
H01 (D)



,

which directly leads to
yuRB,` (ω) − yuFE,N (ω)

2
H01 (D)

≤

γω
v − yuFE,N (ω)
αω

2
H01 (D)

.

The claim now follows directly.
The constant αγωω does not depend on ` and thus the maximum error with respect to
the FE solution depends only on the quality of the space V RB,` for a given aω .
Later on, we will see that the deviation of the RB solution from the FE solution
yuRB,` (ω) − yuFE,N (ω) =: erru,ω
plays a central role in constructing the reduced basis. For this purpose, we need a
22

feasible upper bound for kerru,ω kH 1 (D) that can be computed without the FE solution
0
for a given pair (u, ω) ∈ Uad × Ω.
Definition 4.3 (Residual). For a given pair (u, ω) ∈ Uad × Ω and v ∈ V FE,N we
define

RB,`
resRB,`
(ω), v − fu,ω (v) .
u,ω (v) := aω yu

(4.11)

Remark 4.4. Due to the linearity of the functions aω and fu,ω we obtain that

FE,N 0
resRB,`
holds almost surely for all u ∈ Uad .
u,ω ∈ V
Given the residual function, we can now derive the a-posteriori error estimation that
solely depends on the RB solution and is therefore independent of the corresponding
FE solution.
Theorem 4.5 (A-posteriori Error Bound (state equation)). For all u ∈ Uad and
almost all ω ∈ Ω we have
yuRB,` (ω)

−

yuFE,N (ω) H 1 (D)
0

= kerru,ω kH 1 (D) ≤

resRB,`
u,ω

(V FE,N )0

αω

0

.

(4.12)

Proof. This proof is based on [Haa17, Proposition 2.24].
(3.6)

αω kerru,ω k2H 1 (D) ≤ aω (erru,ω , erru,ω )
0



= aω yuRB,` (ω), erru,ω − aω yuFE,N (ω), erru,ω

(4.5)
= aω yuRB,` (ω), erru,ω − fu,ω (erru,ω )
(4.11)

= resRB,`
u,ω (erru,ω )

≤ resRB,`
u,ω

(V FE,N )0

· kerru,ω kH 1 (D) ,
0

where we have used that erru,ω ∈ V FE,N holds. The claim now follows directly.
For the upper bound introduced in (4.12), we replace the coercivity constant αω by
a feasible lower bound 0 < αωLB ≤ αω and obtain the more practicable bound
kerru,ω kH 1 (D) ≤
0

resRB,`
u,ω

(V FE,N )0
LB
αω

:= ∆state (u, ω).

(4.13)

A detailed description for computing the lower bound αωLB can be found in [RHP08,
Chapter 10] or [HRS16, Chapter 4.3.1 and Chapter 4.3.4].
A possibility to compute the norm of the residual was introduced in [RHP08, Chapter
23

9.4], for instance.
Having now introduced the upper bound for the error term, we will evaluate the
quality of the bound by checking how far the bound exceeds the true value. For this,
the relation
ηstate (u, ω) :=

∆state (u, ω)
,
kerru,ω kH 1 (D)
0

also called effectivity bound, is of interest.
Theorem 4.6 (Effectivity Bound (state equation)). For all u ∈ Uad and almost all
ω ∈ Ω there exists an upper bound for the effectivity bound
ηstate (u, ω) :=

γω
∆state (u, ω)
≤ LB .
kerru,ω kH 1 (D)
αω

(4.14)

0

Proof. This proof is based on [Haa17, Proposition 2.24].

FE,N 0
Let vu,ω ∈ V FE,N ⊂ H01 (D) be the Riesz representative of resRB,`
for a
u,ω ∈ V
given pair (u, ω) ∈ Uad × Ω.
Thus,
FE,N
hvu,ω , viH01 (D) = resRB,`
u,ω (v) ∀v ∈ V

(4.15)

and
kvu,ω kH 1 (D) = resRB,`
u,ω
0

(V FE,N )0

(4.16)

apply.
We first analyze the connection between the error erru,ω = yuRB,` (ω) − yuFE,N (ω) and
the residual introduced in (4.11).
Let v ∈ V FE,N be chosen arbitrarily:
aω (erru,ω , v) = aω (yuRB,` (ω), v) − aω (yuFE,N (ω), v)
(4.5)

= aω (yuRB,` (ω), v) − fu,ω (v)

(4.11)

= resRB,`
u,ω (v).
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(4.17)

From this, we can conclude
kvu,ω k2H 1 (D) = hvu,ω , vu,ω iH 1 (D)
0

0

(4.15)

=

resRB,`
u,ω (vu,ω )

(4.17)

= aω (erru,ω , vu,ω )

(3.5)

≤ γω kerru,ω kH 1 (D) kvu,ω kH 1 (D) ,
0

0

which is due to (4.16) equivalent to
resRB,`
u,ω

(V FE,N )0

kerru,ω kH 1 (D)

≤ γω .

(4.18)

0

Thus,
RB,`
∆state (u, ω) (4.13) resu,ω (V FE,N )0 (4.18) γω
ηstate (u, ω) =
=
≤
.
kerru,ω kH 1 (D)
kerru,ω kH 1 (D) · αωLB
αωLB
0

0

Remark 4.7. If there exist γ̂ ≥ γω and α̂ ≤ αωLB for almost all ω ∈ Ω, we obtain an
upper bound
ηstate (u, ω) ≤

γ̂
α̂

a.s.

that does not depend on u ∈ Uad or ω ∈ Ω. In that case, the effectivity bound is
bounded, so the error estimate is called effective.
Summarized, we have now introduced an upper bound for the error that depends
solely on the RB solution.
As we will see in Chapter 5, an efficient computation of the derivative will play a key
role in finding the optimal control. Therefore, a fast way to find the weak solution of
the adjoint PDE (3.11) is needed since the adjoint is used to represent the derivative
(see Theorem 3.4). Similar to Section 4.1, we can apply the FE method and the RB
method to the adjoint equation.
For simplicity, we will suppose that the FE space and the RB space for the dual
FE,N
equation coincide with the corresponding space of the state equation, i.e. Vdu
=
RB,`
V FE,N and Vdu = V RB,` hold and that the solution yuFE,N (ω) ∈ V FE,N of the state
equation is given.
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To find a suitable representation of the variational problem for the FE and RB
solution, we define

du
fu,ω

:

H01 (D)

Z
→ R, v 7→


y d (x) − yuFE,N (x; ω) v(x) dx = y d − yuFE,N (ω) , v

L2 (D)

.

D

(4.19)
du
If we test the reduced method numerically, the function fu,ω
is defined based on yuRB,`
instead of yuFE,N .
The FE solution is consequently defined as the element pFE,N
(ω) ∈ V FE,N that
u
satisfies the variational problem
du
aω (pFE,N
(ω), ϕ) = fu,ω
(ϕ) ∀ϕ ∈ V FE,N
u

(4.20)

and similarly, the RB solution is the function yuRB,` (ω) ∈ V RB,` that fulfills
du
(ω), ψ) = fu,ω
(ψ) ∀ψ ∈ V RB,` .
aω (pRB,`
u
RB,`
Much like for the state equation, we will analyze the dual error errdu
(ω) −
u,ω := pu
pFE,N
(ω) and derive an upper bound for the error.
u

Definition 4.8 (Residual (adjoint equation)). For a given pair (u, ω) ∈ Uad × Ω and
v ∈ V FE,N we define
du
resdu,RB,`
(v) := aω (pRB,`
(ω), v) − fu,ω
(v).
u,ω
u

(4.21)

Theorem 4.9 (A-posteriori Error Bound (adjoint equation)). For all u ∈ Uad and
almost all ω ∈ Ω we have
errdu
u,ω H 1 (D)
0

≤

resdu,RB,`
u,ω
αω
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(V FE,N )0

.

Proof.
αω errdu
u,ω

(3.6)

2
H01 (D)

du
≤ aω errdu
u,ω , erru,ω





FE,N
(ω), errdu
(ω), errdu
= aω pRB,`
u,ω
u,ω − aω pu
u


(4.20)
du
du
= aω puRB,` (ω), errdu
u,ω − fu,ω erru,ω

(4.21)
du,RB,`
errdu
= resu,ω
u,ω
du,RB,`
≤ resu,ω

(V FE,N )0

where we have used that resdu,RB,`
∈ V FE,N
u,ω
now follows directly.

0

· errdu
u,ω

H01 (D)

,

FE,N
and errdu
hold. The claim
u,ω ∈ V

Similar to the error bound for the state equation, we obtain a more practicable bound
by replacing the coercivity constant αω with a feasible lower bound 0 < αωLB ≤ αω .
This leads to an upper bound that can be expressed as follows
errdu
u,ω H 1 (D)
0

≤

resdu,RB,`
u,ω

(V FE,N )0

αωLB

:= ∆dual (u, ω).

(4.22)

As with the error bound for the state equation, we obtain an upper bound for the
effectivity bound
ηdual (u, ω) :=

∆dual (u, ω)
.
errdu
u,ω H 1 (D)
0

Theorem 4.10 (Effectivity Bound (adjoint equation)). For all u ∈ Uad and almost
ω ∈ Ω there exists an upper bound for the effectivity bound
ηdual (u, ω) :=

γω
∆dual (u, ω)
≤ LB .
du
αω
erru,ω H 1 (D)
0

Proof. Similar to the proof of Theorem 4.6.
Just like in Remark 4.7, we obtain an upper bound
ηstate (u, ω) ≤

γ̂
α̂

a.s.

that is independent of u ∈ Uad and ω ∈ Ω if there exist γ̂ ≥ γω and α̂ ≤ αωLB for
almost all ω ∈ Ω.
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So far, we have compared the maximum error between the RB and FE method for
the state and adjoint equation. In the next step, we will check whether the RB
method is capable of reproducing the FE solution if yuFE,N ∈ V RB,` or pFE,N
∈ V RB,`
u
holds, respectively.
Lemma 4.11 (Reproduction Solution (state equation)). Let (u, ω) ∈ Uad × Ω chosen
such that yuFE,N (ω) ∈ V RB,` holds. Then, the FE solution and the RB solution
coincide, i.e. erru,ω = 0.
Proof. This proof is based on [Haa17, Proposition 2.21].
(3.6)

αω kerru,ω k2H 1 (D) ≤ aω (erru,ω , erru,ω )
0



= aω yuRB,` (ω), erru,ω − aω yuFE,N (ω), erru,ω
(4.5),(4.6)

=

fu,ω (erru,ω ) − fu,ω (erru,ω ) = 0,

where we have used that erru,ω = yuRB,` (ω) − yuFE,N (ω) ∈ V RB,` holds.
We obtain erru,ω = 0 due to the strict positivity of αω .
Lemma 4.12 (Reproduction Solution (adjoint equation)). Let (u, ω) ∈ Uad × Ω
chosen such that pFE,N
(ω) ∈ V RB,` holds. Then, the FE solution and the RB solution
u
coincide, i.e. errdu
u,ω = 0.
Proof. Same arguments as in the proof of Lemma 4.11.
Looking back to the optimal control problem (P̂), we see that the difference in the
objective function for both approaches is crucial as well. For that purpose, it is of
interest how the function J (3.9) differs for the RB and FE approach.
We start by defining

J RB,` : Uad × Ω → R+ , (u, ω) 7→

1  RB,`
kyu (ω) − y d k2L2 (D) +λ
2

nu
X

2

u i bi




i=1

L2 (D)

nu
X

2

and

J FE,N : Uad × Ω → R+ , (u, ω) 7→

1  FE,N
kyu (ω) − y d k2L2 (D) +λ
2
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i=1

ui bi


.

L2 (D)

Theorem 4.13 (Error Cost Functional). The error errcost,RB
:= J RB,` (u, ω) −
u,ω
J FE,N (u, ω) fulfills for all u ∈ Uad and almost all ω ∈ Ω
errcost,RB
u,ω

cost

≤∆


(u, ω) :=∆state (u, ω)

∆state (u, ω)
+ resdu,RB,`
u,ω
2


.

(V FE,N )0

(4.23)
Proof. This proof is based on [Qia+17, Theorem 4]. For a more readable notation, we
RB,`
FE,N
RB,`
set yu,ω
:= yuRB,` (ω), yu,ω
:= yuFE,N (ω), pRB,`
(ω) and pFE,N
:= pFE,N
(ω).
u,ω := pu
u,ω
u
Later in the proof we need



RB,`
FE,N
RB,` RB,`
FE,N
aω yu,ω
− yu,ω
, pRB,`
= aω yu,ω
, pu,ω − aω yu,ω
, pRB,`
u,ω
u,ω


(4.5),(4.6)
= fu,ω pRB,`
− fu,ω pRB,`
= 0,
u,ω
u,ω

(4.24)

RB,`
where we have used that pRB,`
⊂ V FE,N .
u,ω belongs to V
In addition, we need two further auxiliary statements:

RB,`
FE,N
yu,ω
− yu,ω
resdu,RB,`
u,ω


 (4.21)

RB,`
FE,N
du
RB,`
FE,N
yu,ω
− yu,ω
= aω pRB,`
− fu,ω
u,ω , yu,ω − yu,ω

(4.19)
RB,`
FE,N
= aω pRB,`
u,ω , yu,ω − yu,ω
FE,N
RB,`
FE,N
− y d − yu,ω
, yu,ω
− yu,ω

sym. aω
RB,`
FE,N
= aω yu,ω
− yu,ω
, pRB,`
u,ω
FE,N
RB,`
FE,N
− y d − yu,ω
, yu,ω
− yu,ω

1 FE,N FE,N
1 RB,` RB,`
yu,ω , yu,ω L2 (D) −
y
, yu,ω
2
2 u,ω
1 FE,N FE,N
1 RB,` RB,`
, yu,ω L2 (D) +
y
, yu,ω
= yu,ω
2
2 u,ω
1 RB,`
FE,N
RB,`
FE,N
= yu,ω
− yu,ω
, yu,ω
− yu,ω
.
L2 (D)
2

L2 (D)

L2 (D)

(4.25)

,

L2 (D)

FE,N
RB,`
FE,N
− yu,ω
, yu,ω
− yu,ω

L2 (D)

RB,` FE,N
− yu,ω
, yu,ω

L2 (D)

(4.26)

Using these equations, we can rewrite the error for the cost functions as follows:
errcost,RB
= J RB,` (u, ω) − J FE,N (u, ω)
u,ω
 1

1  RB,`
FE,N
kyu,ω − y d k2L2 (D) −
kyu,ω
− y d k2L2 (D)
=
2
2
1 RB,` RB,`
1 FE,N FE,N
FE,N
RB,` d
=
y
,y
−
y
, yu,ω L2 (D) + yu,ω
− yu,ω
,y
2 u,ω u,ω L2 (D) 2 u,ω
29

L2 (D)

.


RB,`
FE,N
Add aω yu,ω
− yu,ω
, pRB,`
u,ω , which is zero as seen in (4.24):
errcost,RB
=
u,ω

1 RB,` RB,`
1 FE,N FE,N
yu,ω , yu,ω L2 (D) −
y
, yu,ω
2
2 u,ω

FE,N
RB,`
.
, pRB,`
− yu,ω
+ aω yu,ω
u,ω

FE,N
RB,`
FE,N
Add and subtract yu,ω
, yu,ω
− yu,ω

errcost,RB
=
u,ω

(4.25) 1

RB,` RB,`
, yu,ω
yu,ω

L2 (D)

−

2

L2 (D)

:

L2 (D)

L2 (D)

1 FE,N FE,N
, yu,ω
y
2 u,ω

2
FE,N
RB,`
FE,N
− yu,ω
, yu,ω
− yu,ω

(4.26) 1

=

FE,N
RB,` d
+ yu,ω
− yu,ω
,y

1 RB,` RB,`
1 FE,N FE,N
FE,N
RB,` d
yu,ω , yu,ω L2 (D) −
y
, yu,ω L2 (D) + yu,ω
− yu,ω
,y
2
2 u,ω

FE,N
RB,`
FE,N
RB,`
FE,N
RB,`
− yu,ω
, yu,ω
+ yu,ω
, pu,ω
− yu,ω
+ aω yu,ω
L2 (D)
FE,N
RB,`
FE,N
− yu,ω
, yu,ω
− yu,ω

=

L2 (D)

L2 (D)

L2 (D)

du,RB,`
RB,`
FE,N
+ resu,ω
yu,ω
− yu,ω



L2 (D)

RB,`
FE,N
RB,`
FE,N
yu,ω
− yu,ω
, yu,ω
− yu,ω

L2 (D)


du,RB,`
RB,`
FE,N
+ resu,ω
yu,ω
− yu,ω
.

From this, we can conclude

1 RB,`
FE,N
RB,`
FE,N
du,RB,`
RB,`
FE,N
yu,ω − yu,ω
, yu,ω
− yu,ω
+
res
y
−
y
2
u,ω
u,ω
u,ω
L (D)
2

1 RB,`
2
FE,N
du,RB,`
RB,`
FE,N
yu,ω − yu,ω
yu,ω
− yu,ω
.
=
2 (D) + resu,ω
L
2

errcost,RB
≤
u,ω

To have a practical representation of the error term, we must prevent the need for
the FE solution. For this, we refer to the feasible upper bound for the maximum
error between the RB solution and FE solution given in (4.13).
Thus, it follows
errcost,RB
≤
u,ω

∆state (u, ω)2
du,RB,`
+ resu,ω
2

(V FE,N )0

· ∆state (u, ω),

which proves the statement1 .

4.3

Reduced Basis Generation - Greedy Algorithm

Previously, we have discussed how the RB method can reduce the effort for generating
the solution of the state equation and adjoint equation. Further, we analyzed the
1

du
The proof works with similar arguments, if the function fu,ω
stated in (4.19) is defined based
RB,`
FE,N
on yu
instead of yu
.
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accuracy of the RB method compared to the FE method. So far, it has always been
assumed that the reduced basis is given. In the current chapter, we will discuss the
so-called Greedy procedure that generates the reduced basis.
The main idea of the Greedy approach is that we generate a reduced space V RB,` =
Span{ψ1 , . . . , ψ` } ⊂ V FE,N where every ψi (1 ≤ i ≤ `) is a so-called snapshot, i.e.
ψi = yuFE,N
for a suitable pair (ui , ωi ) ∈ Uad × Ω. These pairs (ui , ωi ) ∈ Uad × Ω will
i ,ωi
be iteratively generated by the Greedy algorithm.
Definition 4.14 (Lagrangian Reduced Basis). The pairs (ui , ωi ) ∈ Uad × Ω, 1 ≤ i ≤ `

`
are chosen such that yuFE,N
⊂ V FE,N is linearly independent.
i ,ωi
i=1
We call

Ψ` := yuFE,N
i ,ωi

`
i=1

the Lagrangian Reduced Basis that generates the reduced space
V RB,` = Span (Ψ` ) = Span



yuFE,N
i ,ωi

`
i=1



⊂ V FE,N .

It should be emphasized that linear independence will be assured in the implementation by applying the Gram-Schmidt procedure. For this purpose, we will suppose for
the remainder of this section that linear independence holds for all snapshots.
Intuitively spoken, in each step, the algorithm searches for the pair where the corresponding FE solution is approximated worst by the current reduced basis and the
corresponding snapshot will be taken to enrich the Lagrangian Reduced Basis. To
measure the quality of a pair (u, ω) ∈ Uad × Ω we define ∆u,ω (V ) as approximation
error of the RB method with respect to the FE method, where V represents the
reduced space for the RB solution.
The theoretical Greedy algorithm can now be stated as follows:
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Algorithm 1 Theoretical Greedy Algorithm
Require: εtol > 0
1: Set ` = 1
FE,N
2: (u1 , ω1 ) = arg max yu,ω
H 1 (D)
(u,ω)∈Uad ×Ω

0

Initialize reduced basis Ψ1 = yuFE,N
1 ,ω1
Initialize reduced space V RB,1 = Span (Ψ1 )
while
max ∆u,ω V RB,` > εtol do
(u,ω)∈Uad ×Ω

6:
(u`+1 , ω`+1 ) = arg max ∆u,ω V RB,`
(u,ω)∈Uad ×Ω


7:
Enrich reduced basis Ψ`+1 = ENRICH Ψ` , yuFE,N
`+1 ,ω`+1
3:
4:
5:

8:
9:
10:

Generate reduced space V RB,`+1 = Span (Ψ`+1 )
`=`+1
end while

Having now introduced the theoretical Greedy algorithm, we will analyze how well
the reduced space V RB,` for some ` ∈ N>0 generated by the Greedy approach can
approximate the solution manifold
 FE,N
MFE,N := yu,ω
: u ∈ Uad , ω ∈ Ω
compared to the error of the best `-dimensional linear subspace

d` MFE,N :=

inf

sup

Y ⊂H01 (D) y∈MFE,N
dim(Y )=`

ky − PY ykH 1 (D) ,
0

the so-called Kolmogorov `-width, where PY represents the orthogonal projection
onto Y . Note that the linear subspace of the Kolmogorov `-width does not have

to be a subset of the finite element space V FE,N . Further, we set d0 MFE,N :=
sup kykH 1 (D) .
y∈MFE,N

0

For a given reduced space V RB,` the maximum error with respect to the solution
manifold MFE,N is set as follows

σV RB,` MFE,N :=

sup
y∈MFE,N

ky − PV RB,` ykH 1 (D) ,
0

where PV RB,` represents the orthogonal projection onto V RB,` . Additionally, we set


σ0 := d0 MFE,N and σ` := σV RB,` MFE,N for simplicity. Because we expand the
reduced basis as stated in step 7 of Algorithm 1, (σ` )`∈N≥0 decreases monotonically.

An extensive study on the connection between σV RB,` MFE,N and the Kolmogorov
`-width can be found in [Bin+11]. The two main results are stated in Theorem 4.16
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and Theorem 4.17, whose proofs are based on the auxiliary Lemma 4.15.
Now let us assume that Algorithm 1 finds a pair (u`+1 , ω`+1 ) ∈ Uad × Ω in every
iteration such that
yuFE,N
− PV RB,` yuFE,N
`+1 ,ω`+1
`+1 ,ω`+1

H01 (D)

≥ γ · σV RB,` MFE,N



(4.27)

holds for γ ∈ (0, 1]. Note that the Greedy approach is called strong Greedy if γ = 1
holds and weak Greedy otherwise2 .
Lemma 4.15 (Auxiliary Lemma). Let γ ∈ (0, 1] be the parameter such that (4.27)
holds in every iteration.
2
Choose θ ∈ (0, 1) and set q := d2γ −1 θ−1 e . For some m, ` ∈ N>0 it holds
σ`+qm ≥ θσ` .

(4.28)

 √

σ` = σV RB,` MFE,N ≤ qdm MFE,N .

(4.29)

Then,

Proof. See [Bin+11, Lemma 2.2.].
Theorem 4.16 (Polynomial Decay). Let γ ∈ (0, 1] be the parameter such that (4.27)
holds in every iteration.
For some M > 0 and α > 0 we have

σ0 = d0 MFE,N ≤ M

(4.30)


d` MFE,N ≤ M `−α , ` ∈ N>0 .

(4.31)


σ` = σV RB,` MFE,N ≤ CM `−α , ` ∈ N>0 ,

(4.32)

and

Then,

where C :=

√

2

q (4q)α and q := d2α+1 γ −1 e .

Proof. A shortened version of the proof can be found in [Bin+11, Theorem 3.1].
The proof is divided into two parts. First, we show that the claim follows for all
2

See [Bin+11, Section 1.3].

33

` ≤ L0 for some L0 ∈ N>0 . We then derive a contradiction by assuming that the
claim (4.32) does not hold for a specific L > L0 , thus showing that the statement
(4.32) holds in general.
2
For α > 0 set θ = 2−α ∈ (0, 1) and choose q := d2γ −1 θ−1 e ∈ N≥0 as in Lemma 4.15.
Obviously, q ≥ 9 holds since 2γ −1 θ−1 > 2.
Further, choose L0 := 4q ∈ N≥36 .
We obtain
(4.30)

σ` ≤ σ0 ≤ M ≤ M Lα0 `−α ≤ CM `−α , ` ≤ L0 ,
| {z }
≥1

where we have used that (σ` )`∈N≥0 ⊂ R≥0 is a decreasing sequence and Lα0 = (4q)α ≤
√
√
√
q (4q)α = C holds due to q ≥ 9 ≥ 1.
Therefore, the statement (4.32) holds for all ` ≤ L0 .
Let us now assume that L > L0 is the smallest integer such that (4.32) does not
hold, i.e. we have
(4.33)

σL > CM L−α .
In a first step, we set ` equals to the smallest integer such that

(4.34)

`α L−α ≥ θ

m

 l
1/α
holds and thus ` = θ1/α L = (2−α ) L = dL/2e applies. Since L is the smallest
integer such that condition (4.32) does not hold and ` = dL/2e is strictly smaller
than L, condition (4.32) holds for `. Thus, we obtain
(4.32)

α
−1
σ` ≤ CM `−α = CM `−α Lα L−α = |CM{zL−α} `|−α
{zL } ≤ θ σL .
(4.33)

< σL

(4.35)

(4.34)

≤ θ−1

Now, an integer m ∈ N>0 is needed such that ` + qm ≤ L applies. To this end, we
can set m := b(L − `)/qc. The parameter m is consequently defined as the biggest
integer such that ` + qm ≤ L holds. Note that m strictly exceeds zero because of
4q = L0 < L and ` = dL/2e, leading to L − ` > q.
With the definition of the parameter m and the inequality shown in (4.35), we now
satisfy condition (4.28) in Lemma 4.15
(4.35)

θσ` ≤ σL ≤ σ`+qm ,
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where we used again that the sequence (σ` )`∈N≥0 ⊂ R≥0 is monotonously decreasing
and ` + qm ≤ L holds.
Applying Lemma 4.15 provides us with
σ` ≤


√
qdm MFE,N

(4.36)

and therefore
`≤L

(4.36)

σL ≤ σ` ≤

√

qdm MFE,N

 (4.31) √
≤
qM m−α

(4.37)

holds.
To derive the contradiction, we need an auxiliary statement:

L−`
4qm = 4q
q



L−`
1
≥ 4q
− 1−
q
q


= 4 (L − ` − q + 1)
= 4L − 4 dL/2e − 4q + 4


L 1
≥ 4L − 4
+
− 4q + 4
2 2
= 4L − 2L − 2 − 4q + 4

= L + L − 4q − 2 ≥ L.
| {z }
<L0 ≤L

Thus, it holds
L
≤ 4q.
m
Combining (4.33), (4.37) and (4.38) leads to
(4.33)

C < σL M −1 Lα
(4.37)

√

qM m−α M −1 Lα
 α
L
√
= q
m
(4.38) √
≤
q (4q)α = C,
≤

which is a contradiction.
35

(4.38)

Thus, we see that for a polynomial decay of the Kolmogorov width, the approximation
error of the Greedy approach shows up to a constant the same rate of decay.
A similar result is obtained for the case of exponential decay of the Kolmogorov
width. Here, too, we see a similar rate of decay for the Greedy approach which
motivates the use of the Greedy method.
Theorem 4.17 (Exponential Decay). Let γ ∈ (0, 1] be the parameter such that (4.27)
holds in every iteration.
For some M > 0, a > 0 and α > 0 we have

d` MFE,N ≤ M exp (−a`α ) , ` ∈ N>0 .
Then, it holds


σ` = σV RB,` MFE,N ≤ CM exp −c`β , ` ∈ N>0
for some C, c > 0 and β :=

α
.
α+1

Proof. See [Bin+11, Theorem 3.2.].

4.4

Implementation Greedy Algorithm

Now that we have covered the theoretical Greedy Algorithm 1, let us look at
implementing this algorithm. At first, we will introduce a widely-used version of the
Greedy algorithm, the so-called Training Set Greedy, and discuss its advantages and
disadvantages. In a later step, the Adaptive Sampling Greedy will be derived that is
an advancement of the Training Set Greedy. The numerical performance of these
algorithms is part of Section 4.5.

Training Set Greedy
To illustrate how to implement the Training Set Greedy, we will walk through the
theoretical version and discuss how to realize each step.
Algorithm 1 Theoretical Greedy Algorithm
Require: εtol > 0
1: Set ` = 1
FE,N
2: (u1 , ω1 ) = arg max yu,ω
H 1 (D)
(u,ω)∈Uad ×Ω

3:
4:

0

Initialize reduced basis Ψ1 = yuFE,N
1 ,ω1
Initialize reduced space V RB,1 = Span (Ψ1 )
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The procedure to find (u1 , ω1 ) is computationally expensive. Even for discrete subsets
train
Uad
× Ωtrain ⊂ Uad × Ω the effort would still be very high as a FE solution for every
train
pair (u, ω) ∈ Uad
× Ωtrain is needed. A less expensive alternative was stated in
[Haa17]. Here the authors initialized the reduced space by V RB,0 = ∅ and replaced
step 2 by
(u1 , ω1 ) = arg max k∆state (u, ω)k(V FE,N )0
(u,ω)∈Uad ×Ω

(4.13)

= arg max
(u,ω)∈Uad ×Ω

(4.11)

= arg max

resRB,0
u,ω

(V FE,N )0
αωLB


aω yuRB,0 (ω), · − fu,ω (·)

(V FE,N )0

αωLB

(u,ω)∈Uad ×Ω

= arg max kfu,ω (·)k(V FE,N )0 .
(u,ω)∈Uad ×Ω

The last equality used that the current used space is the empty set, so every reduced
solution is equal to zero, which proves

aω yuRB,0 (ω), · ≡ 0
since aω is linear. For this reason, we only need to calculate the right side of the
PDE.
For simplicity, we omit step 2 and take instead a given pair (u, ω) to initialize the
reduced basis and the reduced space as stated in step 3 and step 4. We leave out the
explanation of those two steps as they will be explained in more depth later on.
Algorithm 1 Theoretical Greedy Algorithm

5: while
max ∆u,ω V RB,` > εtol do
(u,ω)∈Uad ×Ω

6:
(u`+1 , ω`+1 ) = arg max ∆u,ω V RB,`
..
.
10: end while

(u,ω)∈Uad ×Ω


Up to now, we have not specified the approximation error ∆u,ω V RB,` yet. A precise

FE,N
RB,`
way would be to set ∆u,ω V RB,` := yu,ω
− yu,ω
, but this is computationally
H01 (D)
expensive. Instead, we could take the feasible upper bound for the approximation
error ∆state (u, ω) defined in (4.13) that does not depend on the FE solution and is
therefore computationally less expensive than the precise bound.
Steps 5 and 6 are optimization problems. A detailed analysis of the optimization
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problem can be found in [UVZ12, Chapter 5.2.4] or [IV15], for instance. One can
avoid solving an optimization problem by computing the approximation error just
train
on a pre-defined training set Uad
× Ωtrain ⊂ Uad × Ω. For this reason, we enrich
train
the reduced basis for the pair (u, ω) ∈ Uad
× Ωtrain where the FE solution is most
poorly approximated by the current reduced space.
The aim of the Greedy algorithm is not only to construct a reduced model that can
approximate the solution of the state equation well but also approximate the solution
of the adjoint equation since the solution of the adjoint equation is needed for the
derivative of the objective function as seen in Theorem 3.4. A way to combine both
goals is to set3

∆u,ω V RB,` := max {∆state (u, ω), ∆dual (u, ω)} .
train
In this case, step 6 derives the pair (u, ω) ∈ Uad
× Ωtrain such that the solution
of the state equation or the solution of the adjoint equation is approximated worst.
train
Once a pair (u, ω) ∈ Uad
× Ωtrain is added to the reduced model, the approximation
error for that specific pair is zero, as seen in Lemma 4.11 and Lemma 4.12. That
train
prevents us from adding some pairs (u, ω) ∈ Uad
× Ωtrain twice to the reduced
train
model. Besides that, it ensures that the algorithm stops after at most Uad
· Ωtrain
iterations.

Algorithm 1 Theoretical Greedy Algorithm

5: while
max ∆u,ω V RB,` > εtol do
..
.

(u,ω)∈Uad ×Ω



Enrich reduced basis Ψ`+1 = ENRICH Ψ` , yuFE,N
`+1 ,ω`+1
8:
Generate reduced space
9:
`=`+1
10: end while
7:

If one wants to create one reduced model that can approximate the state equation
and the adjoint equation
simultaneously, step 7 can be replaced with Ψ`+1 = Ψ` ∪
n
o
yuFE,N
, pFE,N
u`+1 ,ω`+1 . An obvious drawback of that approach is that we do not
`+1 ,ω`+1
avoid situations where the snapshots are linearly dependent, which would result in
an ill-conditioned solution matrix. To prevent this from happening, the elements
yuFE,N
and pFE,N
u`+1 ,ω`+1 can be added via the Gram-Schmidt procedure as suggested
`+1 ,ω`+1
in [HRS16, Section 3.2.2.], for instance. By using the Gram-Schmidt approach, the
condition number of the RB solution matrix is bounded. Further, the bound does
3

∆state (u, ω) and ∆dual (u, ω) always refer to the current reduced basis.
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not depend on the dimension `, see [Haa17, Proposition 2.17].
Another possibility would be to generate two separate reduced bases for the state and
adjoint case. Such an approach often leads to separate bases with a lower dimension.
However, to ensure that Theorem 3.4 which provides us with a nice representation
of the derivative of the objective function is valid, we need that the reduced space of
the state equation is equal to the reduced space of the adjoint equation. To overcome
that issue, one could use a non-conforming dual approach as introduced in [Kei+21].
In total, we get the following algorithm:
Algorithm 2 Training-Set Greedy Algorithm
train
Require: εtol > 0, Uad
⊂ Uad , Ωtrain ⊂ Ω, u1 ∈ Uad , ω1 ∈ Ω
1: Set ` = 1

2: Initialize reduced basis Ψ1 = yuFE,N
, pFE,N
u1 ,ω1
1 ,ω1
3: Initialize reduced space V RB,1 = Span (Ψ1 )
4: while
max
max {∆state (u, ω), ∆dual (u, ω)} > εtol do
train ×Ωtrain
(u,ω)∈Uad

5:

arg max

(u`+1 , ω`+1 ) =

max {∆state (u, ω), ∆dual (u, ω)}


FE,N
FE,N
= ENRICH Ψ` , yu`+1 ,ω`+1 , pu`+1 ,ω`+1

train ×Ωtrain
(u,ω)∈Uad

6:
7:
8:
9:

Enrich reduced basis Ψ`+1

Generate reduced space V RB,`+1 = Span (Ψ`+1 )
`=`+1
end while

The main drawback of Algorithm 2 is that finding suitable training sets is not
straightforward. A training set that is too small leads to overfitting, i.e. the reduced
model will perform significantly worse on pairs (u, ω) ∈ Uad × Ω the algorithm has
not seen yet. If the training sets are in contrast too big, the effort per iteration is
enormously high. If one wants to use this algorithm nevertheless, one must first test
whether the generated reduced model is sufficiently accurate on an unseen subset
test
Uad
× Ωtest ⊂ Uad × Ω. This can cause the need to run this algorithm several times
with different training sets. To solve this problem, we will introduce an algorithm
that adaptively adjusts the size of the training sets.

Adaptive Greedy
An adaptive approach for a non-stochastic Greedy was proposed in [HDO11, Chapter
3]. We will first discuss the idea of the algorithm and later show how the method
presented here differs from it.
In contrast to the Training Set Greedy stated in Algorithm 2, the adaptive approach
val
introduced in [HDO11] has additional inputs, specifically the validation sets Uad
⊂
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Uad , Ωval ⊂ Ω and a maximum validation ratio η max > 0, where the validation ratio is
defined as the maximum error on the validation set divided by the maximum error on
the training set. How the reduced basis and the reduced space are extended remains
unchanged. A significant difference compared to the introduced Training Set Greedy
is the stopping criterion since the algorithm stops once the test error is below the
tolerance or if the validation ratio exceeds the maximum validation ration η max > 0.
Adapted to our setting, the algorithm is4 :
Algorithm 3 Early Stopping Greedy
train
val
Require: εtol > 0, η max > 0, Uad
, Uad
⊂ Uad , Ωtrain , Ωval ⊂ Ω, u1 ∈ Uad , ω1 ∈ Ω
1: Set ` = 1

, pFE,N
2: Initialize reduced basis Ψ1 = yuFE,N
u1 ,ω1
1 ,ω1
3: Initialize reduced space V RB,1 = Span (Ψ1 )
max {∆state (u, ω), ∆dual (u, ω)}
4: εtrain
=
max
`
train ×Ωtrain
(u,ω)∈Uad

5:
6:
7:
8:
9:

εval
`

=

max

max {∆state (u, ω), ∆dual (u, ω)}

val ×Ωval
(u,ω)∈Uad
val train
η = ε` /ε`
while εtrain
> εtol and
`

η < η max do
(u`+1 , ω`+1 ) =
arg max
max {∆state (u, ω), ∆dual (u, ω)}
train ×Ωtrain
(u,ω)∈Uad


FE,N
,
p
Enrich reduced basis Ψ`+1 = ENRICH Ψ` , yuFE,N
u`+1 ,ω`+1
`+1 ,ω`+1

10:
11:
12:

Generate reduced space V RB,`+1 = Span (Ψ`+1 )
`=`+1
εtrain
=
max
max {∆state (u, ω), ∆dual (u, ω)}
`

13:

εval
`

14:
15:

train ×Ωtrain
(u,ω)∈Uad

=

max

val ×Ωval
(u,ω)∈Uad
val train
ε` /ε`

max {∆state (u, ω), ∆dual (u, ω)}

η=
end while

The algorithm presented is integrated into another algorithm that generates the
training sets and evaluates the generated reduced basis. Termination of Algorithm
3 where the validation ratio exceeds the pre-defined maximum validation ratio while
the test error still exceeds the tolerance indicates overfitting. The generated reduced
basis will be discarded in such cases and the Early Stopping Greedy algorithm will
be re-executed with larger training sets. For the enlargement of the training sets, a
uniform refinement will be used. Only in case of termination due to the test error,
the generated reduced basis is accepted.
A disadvantage of this procedure is that many reduced bases are rejected in some
4

Note that the algorithm introduced in [HDO11] considers on top the dimension of the reduced
basis. For simplicity, we omit this part and solely focus on the training error and the validation
ratio.
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circumstances, leading to high run times. One reason for this could be, for example,
that the training sets are increased too slowly. This motivates the introduction of a
method that adaptively adjusts the training sets within the Greedy method while
preventing overfitting.
The presented method adopts the idea from Algorithm 3 that within the Greedy
method the validation ratio is monitored. In contrast to the Early Stopping Greedy
method, one does not reject the reduced basis if the validation ratio exceeds a
pre-defined threshold, instead one enlarges the training sets. Thus, the presented
method is not embedded in any other algorithm. Another difference is that we do
not calculate the validation error at every step, but only when the maximum test
error is below a threshold εvalidation
> εtol , which further decreases the computational
tol
effort.
Intuitively spoken, we have small training sets at the beginning when we can easily
find poorly approximated solutions. Later, when the model is more accurate and it
is hard to find poorly approximated solutions, we have larger training sets. A similar
idea can also be found in other areas. For instance, an idea was presented in [BBN17]
in which the batch sizes for the stochastic gradients are adaptively adjusted. Here,
one accesses more information close to the minimum by taking larger batch sizes.
So in total, we get the following code:

41

Algorithm 4 Adaptive Sampling Greedy
train
val
Require: εtol > 0, εvalidation
> εtol , η max > 0, ζ > 1, Uad
, Uad
⊂ Uad , Ωtrain , Ωval ⊂
tol
Ω, (u1 , ω1 ) ∈ Uad × Ω
1: Set ` = 1

, pFE,N
2: Initialize reduced basis Ψ1 = yuFE,N
u1 ,ω1
1 ,ω1
3: Initialize reduced space V RB,1 = Span (Ψ1 )
4: εtrain
=
max
max {∆state (u, ω), ∆dual (u, ω)}
`
train ×Ωtrain
(u,ω)∈Uad

5:
6:
7:
8:

εval
`

=

max

max {∆state (u, ω), ∆dual (u, ω)}

val ×Ωval
(u,ω)∈Uad
val train
η = ε` /ε`
while εtrain
> εtol or
`

η > η max do
(u`+1 , ω`+1 ) =
arg max
max {∆state (u, ω), ∆dual (u, ω)}
train ×Ωtrain
(u,ω)∈Uad


FE,N
Enrich reduced basis Ψ`+1 = ENRICH Ψ` , yuFE,N
,
p
u`+1 ,ω`+1
`+1 ,ω`+1

9:
10:
11:
12:

Generate reduced space V RB,`+1 = Span (Ψ`+1 )
`=`+1
εtrain
=
max
max {∆state (u, ω), ∆dual (u, ω)}
`

13:
14:

if

15:
16:
17:
18:
19:
20:
21:

train ×Ωtrain
(u,ω)∈Uad
εtrain
< εvalidation
then
tol
`
val
ε` =
max
max {∆state (u, ω), ∆dual (u, ω)}
val ×Ωval
(u,ω)∈Uad
train
η = εval
` /ε`
max

if η > η
then

train
train
, ζ
= ENRICH Uad
Update training set Uad
Update training set Ωtrain = ENRICH Ωtrain , ζ
end if
end if
end while

In step 17 and step 18, the training sets get enriched since the high validation
ratio indicates that the current training sets are too small. In essence, given an old
old
new
training set Uad
and an increase factor ζ > 1 we create a new training set Uad
that


old
new
new
old
satisfies Uad
⊂ Uad
⊂ Uad and |Uad
| = Uad
· ζ . Similarly, we also update Ωtrain .
Moreover, it is possible to enforce that the cardinality of the training sets does not
exceed a pre-defined maximum cardinality.

4.5

Numerical Experiments

So far, we have seen the theoretical legitimacy of the Greedy method and discussed
its implementation. During the description, we have also commented on certain
characteristics of the different methods. Now we will see whether these characteristics
also appear for our model problem. The code was implemented with Python and
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the FEniCS5 package was used to solve the PDEs. The tests were performed on
a MacBook Air (2020, M1, 16 GB RAM). The presented setting is similar to the
setting applied for the numerical experiments in [Fei21, Chapter 5].
We choose D = (0, 1)2 and
Uad = {u ∈ R9 | − 4 ≤ u ≤ 4},
where "≤" is again understood componentwise.
The shape functions b1 , . . . , b9 are defined by

bi : D → R, x 7→ bi (x) := 1Bi (x) · exp(i), 1 ≤ i ≤ 9.
The sets (Bi )1≤i≤9 ⊂ D are pairwise disjoint, i.e. Bi ∩ Bj = ∅ for i 6= j and besides
9
S
that
Bi = D holds. In our case, the domain is divided into nine squares of equal
i=1

size, starting counting at the bottom left and moving over to the right. Further, the
desired state of our optimal control problem is defined as
y d : D → R, x 7→ y d (x) := − sin (2πx1 ) sin (2πx2 )
and we set the regularization parameter λ to 0.5.
The uncertainty is represented by a multi-dimensional normal distribution N (µ, Σ)
with µ = 2 ∈ R4 and Σ = 1/4 · 14 ∈ R4×4 .
Given a realization ω of the four-dimensional normal distribution, we set
a (x; ω) =6 + sin (πx1 ω1 ) sin (πx2 ω2 )
f (x; ω) = cos (πx1 ω3 ) exp (πx2 ω4 ) .
To these functions, we apply the DEIM method with 30 basis functions to speed up
the creation of the linear equations systems as illustrated in Section 4.1.
For the FE solves that are needed in step 9 (Algorithm 4), for instance, we use 30
FE nodes per dimension.
5

A nice description of the FEniCS package can be found in [LL17]. Especially [LL17, Chapter
2.2] is very helpful because the implementation of a FE solver is introduced and explained in great
detail.
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Comparison Greedy methods
Given the setting, we will compare the Training Set Greedy (TSG) (Algorithm 2),
two types of the Adaptive Sampling Greedy (Algorithm 4) and a Simple Greedy
approach. For the Adaptive Sampling Greedy (ASG), we will choose an upper limit
for the cardinality of the training sets which matches the cardinality of the training
sets used in the Training Set Greedy. The purpose of this type is that we show that
the ASG method can generate a reduced basis that is comparable to the reduced
basis generated in the Training Set Greedy with a much faster run time. The second
type of the Adaptive Sampling Greedy has a much larger upper limit for the training
sets and a smaller max validation ratio, resulting in a more accurate reduced model.
Further, we will take a simple Greedy (SG) into account, which is essentially like the
train
Training Set Greedy, except that the training set Uad
contains only one element.
This approach will set the upper limit for the test error and the lower limit for the
run time, i.e. the remaining models will have a better out-of-sample performance,
but the run time will be significantly larger.
We start by briefly presenting the hyperparameters of each method:
ASG
εtol
Dimension Ωtrain
train
Dimension Uad
Dimension Ωval
val
Dimension Uad
Max validation ratio
increase factor training set ζ
validation check εvalidation
tol

ASG (accurate)

0.3
0.3
≤ 50 (15 in iter. 0) ≤120 (15 in iter. 0)
≤ 50 (15 in iter. 0) ≤ 120 (15 in iter. 0)
25
25
25
25
2
1.5
1.1
1.1
8
8

TSG

SG

0.3
50
50
-

0.3
500
1
-

Table 4.1: Hyperparameter of the tested models
val
Note that the overall cardinality of the validation set Uad
· Ωval = 252 is one
quarter of the size of the maximum training set of the ASG method (502 ), a ratio
that is typical in practice.
Further, we introduce key characteristics we will use to compare the methods:

• time Run time in seconds.
• max error test Largest upper bound for the primal error (4.13) and the adjoint
test
error (4.22) for a test set with |Uad
| = 100 and |Ωtest | = 100 the algorithm has
not seen before. Note that we have the average values in brackets.
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• dimension Dimension of the generated reduced basis, which represents the
dimension of the linear equation system we must solve to compute the RB
solution of the PDE.
• deviation cost function Average deviation of the RB cost function to the
FE cost function, where the upper bound of the deviation of the cost functions
stated in (4.23) is used as a surrogate.
Each method was performed four times as each run varies due to stochasticity. The
average values are presented in the following.
Initially, we focus on comparing the models regarding their run time and the outof-sample performance. We use the maximum error on the test set as the main
indicator for the out-of-sample performance.

Figure 4.1: Trade-off run time and out-of-sample performance
The barplot in Figure 4.1 indicates for every tested method the run time in seconds
on the y-axis (purple bars) and the out-of-sample performance on the secondary
y-axis (red bars).
The findings that we draw from the bar chart are essentially in line with our
expectations since the accurate version of the Adaptive Sampling approach has by far
the best out-of-sample performance. The second Adaptive Sampling method has an
out-of-sample performance comparable to the out-of-sample performance of the Test
Set Greedy method, while the run time of the adaptive approach is much faster. The
first impressions are confirmed by a detailed look at the remaining characteristics
illustrated in Table 4.2.
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time
approach
ASG
ASG (accurate)
TSG
SG

max error
test

90.90 1.30 (0.20)
252.70 0.75 (0.14)
170.79 1.32 (0.20)
33.04 4.68 (1.75)

dimension

deviation
cost function

44
49
41
39

0.028
0.013
0.025
1.795

Table 4.2: Comparison of the models based on the key characteristics
As seen in the barplot, the performance of the Adaptive Sampling approach and the
Training Set Greedy method are almost indistinguishable. A slight drawback of the
Adaptive Sampling approach is that the dimension is on average higher than the
dimension of the reduced basis generated by the Training Set Greedy.
The other characteristics also prove the fact that the accurate Adaptive Sampling
Greedy is the most accurate model, i.e. the method has, in addition, the smallest
average test error and the smallest deviation to the FE generated cost function.
The Simple Greedy method has a run time that is approximately three times faster
than the second fasted method, but the performance measures indicate that the
model is not usable.
In the next step, a run of the Adaptive Sampling Greedy is analyzed in more detail.
Therefore, we will analyze the evolution of the training error (maximum value), the
validation error (maximum value), the run time per iteration and the cardinality
train
of the Uad
and Ωtrain sets over time exemplary for one run. Further, the main
differences compared to the Training Set Greedy will be discussed.

Figure 4.2: Size Training Set over time
Figure 4.2 illustrates the dimension of the reduced basis on the x-axis and the run
time per iteration on the y-axis. The secondary y-axis illustrates the cardinality of
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the current training sets6 . This plot nicely illustrates the main advantage of the
Adaptive Sampling method compared to the Training Set Greedy. At the beginning of
the Greedy algorithm, the training sets are small and therefore the time per iteration
is fast. Moreover, the Adaptive Sampling method does not need to exploit the
maximum training size as the largest cardinality is 41 and the maximum cardinality
is 50. These two things combined result in a significantly faster run time compared to
the run time of the Training Set Greedy, even though we need additional validation
checks.

Figure 4.3: Error-Evolution
Figure 4.3 shows the dimension of the reduced basis on the x-axis. Besides that, the
log-scaled y-axis illustrates the maximum error of the training set and the validation
set. The purple line illustrates the pre-defined εtol parameter.
One can see that there are repeated increases in the maximum training error. Those
increases happen after enriching the training sets, which is a significant difference
compared to the Training Set Greedy. Because of the constant validation sets, the
maximum validation error is monotonously decreasing over time. Another difference
can be seen very nicely when the reduced basis has a dimension of 44. Here, the
maximum training error is below the pre-defined threshold εtol , but the maximum
validation error is too large, so the training sets will be enriched and the algorithm
continues.

Hyperparameter Analysis Adaptive Sampling Greedy
Having analyzed the performance of the Adaptive Sampling Greedy for given hyperparameters, we are now interested in how the performance changes for a different set of
hyperparameters. That is of particular interest since the Adaptive Sampling Greedy
needs more inputs than the Training Set Greedy. To this end, a three-dimensional
6

train
Note that |Uad
| = |Ωtrain | holds in our numerical experiment.
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grid for the hyperparameters is created and for each grid point the algorithm is
executed three times. The grid is generated as follows:
• max validation ratio tested parameters = [2, 4]
• size iteration 0 tested parameters = [5, 15, 25]
• increase factor training set ζ tested parameters = [1.1, 1.4, 2]
The grid consists of 18 grid points. We will consider the average values of the
performance measures7 for every hyperparameter. In the first step, the max validation
ratio will be analyzed. We expect that the max validation ratio of 2 will lead to a
more accurate model but at the cost of a higher run time.

max validation ratio
2
4

time

max error test

dimension

120.20
74.02

1.09 (0.17)
1.66 (0.23)

45.19
41.48

Table 4.3: Analysis max validation ratio
The results of the test runs presented in Table 4.3 are in line with the expectations
because a high max validation ratio allows the algorithm to stop even if the maximum validation error significantly exceeds the maximum training error. In case of
a max validation ratio of two, we allow a maximum error on the validation set of
εtol · max validation ratio = 0.3 · 2 = 0.6. It is noteworthy that the maximum error
on the test set is approximately 1.8 times higher than the maximum error on the
validation set of 0.6. That difference is expected because the test set is 16 times larger
than the validation set and the maximum error is driven by outliers. Nonetheless,
the average error on the test set is significantly below the pre-defined tolerance of 0.3.
For a max validation ratio of four, we allow a maximum error on the validation set
of 0.3 · 4 = 1.2. The maximum test error of 1.66 is roughly 1.4 times larger than 1.2
and the average test error is below the greedy tolerance of 0.3. Overall, one can see
that a tighter max validation ratio leads to a more accurate model that has a higher
dimension. Besides that, the run time is higher for a tighter max validation ratio.
Summarized, the max validation ratio does affect the run time and the out-of-sample
performance. Accordingly, one should be careful when choosing this parameter for
7
Since the max error test and the deviation cost function feature are highly correlated, we will
take the max error test as the main indicator for the out-of-sample performance of the generated
reduced basis.
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other applications.
Next, we analyze the size iteration 0 parameter, which represents the cardinality
train
of the training sets Uad
and Ωtrain in the first iteration. In contrast to the max
validation ratio we do not expect that the size iteration 0 parameter has a significant
impact on the out-of-sample performance.
time

max error test

Dimension

91.85
86.99
112.49

1.35 (0.18)
1.38 (0.22)
1.39 (0.20)

46.11
41.78
42.11

size start
5
15
25

Table 4.4: Analysis size iteration 0
Table 4.4 contains the average values of the test runs. As expected, the out-of-sample
performance is almost indistinguishable. Interestingly, the run time does decrease
between size iteration 0 5 and 15 and increases between 15 and 25. That finding
nicely captures the trade-off between having a small training set in the beginning
and being forced to execute many validation checks already in the beginning. If
one starts with a small training set initially, the maximum test error is relatively
quickly below εvalidation
, which triggers a validation check. A bigger training set
tol
delays the validation checks, which could lead to a faster run time. In the comparison
presented above, a training set size of 15 seems to provide the best trade-off. The
key takeaway is that the size start 0 parameter mainly affects the run time and not
the out-of-sample performance.
Last, we take a closer look at the increase factor training set. A higher increase
factor leads to bigger training sets already in the beginning and therefore we expect
higher run times.
increase factor
1.1
1.4
2.0

time

max error test

Dimension

87.05
94.03
110.25

1.35 (0.19)
1.30 (0.21)
1.47 (0.20)

45.33
42.00
42.67

Table 4.5: Analysis increase factor training set
The analysis of the test runs are presented in Table 4.5. The run time increases with
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the increase factor, which is in line with expectations. Moreover, the average test
error is roughly the same for all three increase factors. Surprisingly, the maximum
test error seems to have minor differences. By taking a closer look at the runs, we
see that one model with an increase factor of 2.0 has a test error of 3.7. A possible
explanation for that phenomenon is that we do not truncate the generated ω values
as done in the numerical experiments in [Fei21, Chapter 5], which could lead to ω
values that deviate more than three standard deviations to the mean. Even though
the maximum test errors differ slightly, the increase factor has only limited impact
on the out-of-sample performance, as we can see by taking a look at the average test
error.
We do not expect any impact on the out-of-sample performance for the remaining
hyperparameters and therefore omit a more detailed analysis.
Overall, it can be concluded that the only hyperparameters that affect the out-ofsample performance are the Greedy tolerance εtol and the maximum validation ratio.
However, these parameters affect the out-of-sample performance in an intuitive way,
making the model relatively easy to use.

4.6

Prospects

In the previous part, we have introduced a particular type of the Greedy procedure
and analyzed how the reduced space generated by the theoretical Greedy performs
compared to the best linear subspace. Further, we discussed various implementations
of the theoretical Greedy algorithm. In this section, we will briefly review other
methods that could have been used as well and are well-established in the literature.
It was touched upon shortly that one could generate separate bases for the state
equation and the adjoint equation. Another method in which multiple bases are
generated is the so-called "hp" approach. Here one decomposes the control set and
generates for each part a separate reduced basis. This is advantageous if the structure
of the FE solution differs for different parts of the control set or in case of a large
control set. In such cases, the snapshot of one part sometimes has only limited
explanatory power for the solutions in other parts, leading to a very high-dimensional
reduced basis. An "hp" method was introduced in [EPR10], for instance.
Another important point of the reduced basis method is the out-of-sample performance since a good performance is essential for getting credible solutions when the
PDE is solved. We ensured a decent out-of-sample performance by checking the
validation error if needed. An approach that leads with a pre-defined probability to a
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given out-of-sample performance was introduced in [Coh+20, Chapter 4]. Here, one
extracts in advance the cardinality of the training sets that lead with a pre-defined
probability to a required out-of-sample performance. Given the cardinality of the
training set, one can now perform a greedy algorithm similar to Algorithm 1, with
the difference that one takes a new training set in each iteration.
Moreover, it is possible to replace the Lagrangian reduced basis introduced in Definition 4.14 by a so-called Taylor reduced basis, analyzed in [FR83], where one enriches
the reduced basis for a given pair (u, ω) ∈ Uad × Ω not only with the solutions
FE,N
FE,N
yu,ω
, pFE,N
but also with the corresponding derivatives ∂ui yu,ω
and ∂ui pFE,N
for
u,ω
u,ω
1 ≤ i ≤ nu . Using the Taylor method leads to a reduced basis that is accurate close
to the control u for a given ω ∈ Ω. However, the reduced basis may be inaccurate
for unseen controls u ∈ Uad , and due to the stochasticity, one ends up with a very
high-dimensional reduced basis. Therefore, the Lagrangian reduced basis method is
preferred for the stochastic setting.
An alternative to the Greedy method is the Proper Orthogonal Decomposition
(POD), which, unlike the Greedy method, is not an iterative approach. The main
idea is that one computes FE solutions on a training set. Then, using a singular
value decomposition, one extracts the FE solutions with explanatory power and
builds the reduced space with these solutions. This method requires more expensive
FE solutions than the Greedy approach, and it also requires a costly singular value
decomposition. For this purpose, we choose the Greedy approach to generate the
reduced space for our model problem. An extensive study of the POD method can
be found in [Vol18], for instance, and a brief comparison of the POD method and
the Greedy method is in [HRS16, Chapter 3.2.2].
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Chapter 5
Projected Stochastic Gradient
Descent Methods
In the current chapter, stochastic gradient descent (SGD) methods for solving the
optimal control problem (P̂) will be presented. To solve the optimization problem,
we need derivatives of the objective function with respect to the control, which can
be expressed as follows
K

1 X
ˆ
∇J (u) =
∇J u, ω i ,
K i=1

(5.1)

where we suppose that Ω is a discrete Laplace space, i.e. Ω = {ω 1 , . . . , ω K } for
K ∈ N>0 . A detailed discussion on the generation of a discrete probability space can
be found in [Fei21, Section 3.2]. The representation of the derivative (5.1) has the
obvious drawback that one has to solve the state equation and adjoint equation for
every pair (u, ω i ) ∈ Uad × Ω, 1 ≤ i ≤ K, which is prohibitively costly if K is large.
In [Bot10] or [GP19], for instance, the so-called SGD method was discussed, which
exactly addresses the mentioned problem. The main idean of the SGDomethod is that
one computes the derivative on a random subset Ω̃ = ω 1 , . . . , ω |Ω̃| ⊂ Ω, i.e. one
replaces the true gradient by
|Ω̃|


1 X
∇J u, ω i ,
|Ω̃| i=1
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where |Ω̃| is called batch size1 . Thus, for the stochastic gradient one needs |Ω̃| many
PDE solves compared to K solves for the true gradient. To solve the PDEs, we can
now exploit the reduced basis that accelerates the PDE solves as discussed.
For a very similar setting, three stochastic descent procedures were analyzed in
great detail in [Fei21, Chapter 4]. In the following, we will briefly sum up the main
points of these methods and compare the numerical performance of the two methods
that have performed best in [Fei21]. For each method, we will also compare the FE
method and the RB method to illustrate how the RB method can accelerate the
run time for the optimization even after taking offline costs into account. Because
there is an additional error due to the reduced model, we will especially compare the
computed optimal controls of the RB and FE approaches.
Since the admissible set Uad is bounded, we need a projection operator P to guarantee
that the control u belongs to the convex admissible set Uad in every iteration.
Therefore, the presented stochastic gradient descent methods are also called projected
stochastic gradient descent (PSGD) methods.
Definition 5.1 (Projection Operator). The projection operator
P : Rnu → Uad = {u ∈ Rnu |ua ≤ u ≤ ub }
is defined as


 uai ,
(Pu)i =
ui ,


ubi ,

if ui ≤ uai ,
if ui ∈ (uai , ubi ) ,
if ui ≥ ubi ,

for 1 ≤ i ≤ nu .

Projected Stochastic Gradient Method
The most intuitive PSGD method is the so-called Projected Stochastic Gradient
(PSG) method that works essentially exactly like the method presented in the
motivation, leading to the following pseudo-code2 :
1

Note that the term batch size is used in a different manner for the Stochastic Variance Reduction
method presented later.
2
The presented pseudo-code is a slight modification compared to [GP19, Algorithm 2.1], where
the authors chose a batch size of 1. The pseudo-code was already stated in [Fei21, Algorithm 1].
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Algorithm 5 Projected Stochastic Gradient Method

Require: starting point u1 , batch size m, Laplace space Ω = ω 1 , . . . , ω K
1: n = 1
2: while stopping criterion not satisfied do
3:
Generate random Ω̃ ⊂ Ω such that |Ω̃|P= m
∇J (un , ω)
4:
Compute stochastic gradient dn = m1
ω∈Ω̃

5:
6:
7:
8:

Generate step length τn > 0
Update control un+1 = P (un − τn · dn )
n=n+1
end while

The batch size m must be chosen carefully. A small batch size m leads to a high
variance in the stochastic gradient and the stochastic gradient is likely a poor
approximation of the true gradient. On the contrary, a large batch size m leads us
to have a more expensive approximation of the true gradient which is usually more
accurate. The corresponding convergence analysis can be found in [Fei21, Chapter
4.1].
In practice, the presented method shows a rather slow convergence, which can be
seen in the numerical experiments [Fei21, Chapter 5], for instance.

Projected Stochastic Variance Reduction Method
An advancement of the PSG method is the so-called Projected Stochastic Variance
Reduction (PSVR) method, which was introduced in [JZ13]. This method is designed
mainly to reduce the high variance of the stochastic gradients. In contrast to the PSG
method stated in Algorithm 5, one needs to compute the full gradient regularly.
However, unlike the normal gradient descent method, one exploits the calculation of
the full gradient for batch size many steps.
The pseudo-code can be expressed as follows3 :
3

The pseudo-code can be found in [JZ13, Figure 1] or [Fei21, Algorithm 3].
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Algorithm 6 Projected Stochastic Variance Reduction Method

Require: starting point u1 , batch size m, Laplace space Ω = ω 1 , . . . , ω K
1: n = 1
2: while stopping criterion not satisfied do
K
P
3:
Compute full gradient d0n = K1
∇J (un , ω i )
i=1

4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

Generate random Ω̃ = {ω̃ 1 , . . . , ω̃ m } ⊂ Ω such that |Ω̃| = m
Set u0n = un
for i = 1, . . . , m do
0
i
i−1
i
Update approximated gradient din = di−1
n − ∇J (un , ω̃ ) + ∇J (un , ω̃ )
i
Compute step length τn > 0
Update control uin = P (uni−1 − τni · din )
end for
un+1 = um
n
n=n+1
end while

In the inner for-loop, the costly full gradient is exploited batch size many times.
During each iteration of the for loop, one slightly adjusts the previous gradient and
the new control is computed based on it. If the cardinality of the Laplace space
K significantly exceeds the batch size m, one can interpret the full gradient d0n as
momentum that impacts all the search directions generated in the inner loop. In case
of a relatively large batch size m, the approximated gradient dm
n could significantly
0
differ from the full gradient dn .
As in the previous case, one must be very careful when choosing the batch size.
Ideally, the batch size is chosen so that one uses the full gradient as long as it is
reasonably accurate for the current control uin , something that is hard to achieve in
practice.
For computing the step length τni the Barzilai-Borwein stepsize method is used, which
was introduced in [Tan+16, Chapter 2]. The key idea of the stepsize method is
motivated by the so-called secant equation
 


ˆ ui − ∇Jˆ ui−1 .
Bni uin − ui−1
=
∇
J
n
n
n

(5.2)

The goal of the Barzilai-Borwein stepsize method is to replace the potentially costly
system (5.2) by approximating Bni with
1
1,
τni
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where τni is chosen such that the secant equation


 
1 i
i−1
i
i−1
ˆ
ˆ
−
∇
J
u
−
∇
J
u
−
u
u
n
n
n
τni n

2
2

is minimized. A derivation of the step size can be found in [Fei21, Theorem 4.4] and
the pseudo-code adjusted for our setting is stated in [Fei21, Algorithm 2]. Overall,
the Barzilai-Borwein stepsize procedure is a fast way to incorporate second-order
information. This fact is particularly advantageous for quadratic objective functions.

Projected Stochastic Adaptive Sampling Method
Another improvement of the PSG method is the Projected Stochastic Adaptive
Sampling (PSAS) method. In contrast to the PSG approach, one does not have a
constant batch size over time but a monotonously increasing batch size. Intuitively
spoken, one starts with a rather small batch size, leading to fast evaluations of the
search direction. Close to the minimum value the batch size increases and oftentimes,
one exploits the full gradient. In every iteration, the batch size is adjusted depending
on an inner product test and an orthogonality test. The inner product test4 aims to
ensure that the computed search direction is often enough a descent direction and
the orthogonality test5 is mostly needed for the convergence analysis of the PSAS
method. It considers the orthogonality between the approximated gradient and the
true gradient in expectation.
Summarized, we end up with the following pseudo-code that was already stated in
[BBN17, Algorithm 3]:
4
5

See [BBN17, Chapter 2]
See [BBN17, Chapter 3.1]
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Algorithm 7 Projected Stochastic Adaptive Sampling Method

Require: starting point u1 , intial batch size m1 , Laplace space Ω = ω 1 , . . . , ω K ,
r ∈ N>0 , γ ∈ (0, 1)
1: n = 1
2: Generate random Ω̃ ⊂ Ω such that |Ω̃| = mn
3: while stopping criterion not satisfied do
P
∇J (un , ω)
4:
Compute stochastic gradient dn = m1n
ω∈Ω̃

Generate step length τn > 0
Update control un+1 = P (un − τn · dn )
n=n+1
Set mn = mn−1
Generate random Ω̃ ⊂ Ω such that |Ω̃| = mn
if inner product test or orthogonality test fails then
Update mn and generate new random Ω̃ ⊂ Ω such that |Ω̃| = mn
end if
if batch size remains unchanged for r iterations then
Compute average stochastic gradient davg based on the last r stochastic
gradients
P
∇J (un , ω)k then
15:
if kdavg k < γk m1n
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

ω∈Ω̃

16:
17:
18:
19:
20:
21:

if inner product test or orthogonality test fails using davg then
Update mn based on davg and generate new random Ω̃ ⊂ Ω such
that |Ω̃| = mn
end if
end if
end if
end while

The batch sizes adjusted in step 11 and step 17 are chosen such that the inner
product test and the orthogonality test are satisfied. Similar to the PSVR method, the
Barzilai-Borwein stepsize method is used to incorporate second-order information.
Overall, the hyperparameters needed for the PSAS method have only limited impact
on the performance of the algorithm, as the r ∈ N>0 and γ ∈ (0, 1) parameters only
come into play if the batch size remains unchanged for r iterations and the initial
batch size m1 mainly impacts the first iteration.

5.1

Numerical Experiments

In the current section, the PSAS and the PSVR method will be compared since these
methods significantly outperformed the PSGD method as seen in [Fei21, Chapter
5]. In contrast to the setting used in Section 4.5 we choose nu = 4, i.e. we have
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four-dimensional controls. Further, we create a Laplace space Ω that contains 20 500
realizations. The Laplace space is generated by drawing random realizations of the
introduced multi-dimensional normal distribution N (µ, Σ) with µ = 2 ∈ R4 and
Σ = 1/4 · 14 ∈ R4×4 and truncating every realization between 0.5 and 3.5. Thus, a
deviation of three standard deviations of the mean is allowed and every component of
the generated random realizations stays with a probability of approximately 99.73%
within these bounds6 . In contrast to the numerical experiments presented in Section
4.5, we take 80 FE nodes per dimension.
We test the PSAS and the PSVR method with the FE method and the RB method,
respectively. Due to stochasticity, we run each approach four times. First of all,
we will compare the run times of every method. For this, we need to introduce a
stopping criterion. The typical stopping criterion, where one considers the norm of
the current gradient is not applicable for the projected methods, which is easy to
imagine if one thinks of the minimum being right on the boundary. In such situations,
a minimum value can occur where the gradient is not even close to zero. Instead, we
take a stopping criterion that was briefly discussed in [Kel99, Section 5.4.1]. We first
define
u(τ ) := P (u − τ · g) ,
where g can be replaced by the true gradient or an approximation of the gradient.
The optimization stops if
ku − u(1)k2 < ε
for a pre-defined ε. We choose ε = 10−8 for our numerical experiments.
For the numerical comparison, we will compute u(1) with the true gradient. Obviously,
the stopping criterion for the FE method needs significantly more time compared to
the RB method. For this reason, we will consider the adjusted run time where we
deduct the time for performing the stopping criterion.
For the generation of the reduced space, the introduced Adaptive Sampling Greedy
(Algorithm 4) is used. For this, we choose a max validation ratio of 3 and a greedy
tolerance εtol of 0.1. We end up with a 38-dimensional reduced basis that took
approximately 190 seconds, significantly longer than the times we have seen in the
previous chapter. This is due to the more accurate greedy tolerance of 0.1 and the
6

The boundedness of the random variable is required for the generation of the discrete random
space (see [Fei21, Theorem 3.9]).
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finer grid for the FE solves.
The generation of the reduced space creates an additional error term. Therefore,
we will compare the generated solutions as well. For this, we look at the Euclidean
distance between the control generated by the FE method and the control generated
by the RB method. Note that one cannot compare the number of iterations for the
two methods because the methods differ too much for such a comparison.
Before the numerical tests, we specify the hyperparameters for the two methods. We
choose a batch size of 300 for the PSVR method7 . The initial batch size of the PSAS
is 500. Further, we choose r = 10 and γ = 0.6.
As a starting point we choose



−4
 
−4
 
−4
 
−4
for all methods.
At first, we take a look at the average adjusted run times for every approach presented
in Table 5.1:

FE method
RB method without Greedy

PSVR

PSAS

1105.6 (2102.2)
15.9 (29.9)

472.2 (1023.3)
6.9 (16.4)

Table 5.1: Adjusted run times in seconds, in brackets are the run times incl. the
time for computing the stopping criterion
The results are in line with the findings in [Fei21, Chapter 5]. The PSAS method
seems to outperform the PSVR method and further, we see that the RB methods
are significantly faster than the FE methods, which is also expected.
Next, we will take a closer look at the PSVR method. For this purpose, we will look
at an FE run and an RB run as examples.
7
The presented results are not affected by the chosen batch size. For simplicity, we omit the
analysis of the hyperparameters.
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Figure 5.1: Evolution Stopping Criterion PSVR method
In Figure 5.1 we see the iteration of the optimization algorithm on the x-axis and the
run time8 on the y-axis. On the secondary y-axis, one can see the evolution of the
stopping criterion. The orange lines and orange markers illustrate the performance
of the FE approach. The blue lines and blue markers represent the RB approach.
If one considers the offline costs, i.e. the costs for building the reduced basis, the
RB method is faster already at the third iteration. The evolution of the stopping
criterion is very similar in both cases.
Interestingly, all the executed runs of the PSVR method look very comparable, so
the presented runs are representative.
We will analyze an exemplary FE run and an exemplary RB run for the PSAS method
in the next step. Similar to the comparison above, we will look at the evolution of
the stopping criterion and the run time. Because the run time depends very strongly
on the batch size in the respective iteration, we will also consider the batch sizes in
every iteration.

Figure 5.2: Evolution Stopping Criterion PSAS method
Much like in Figure 5.1, Figure 5.2 illustrates the run time and the evolution of the
stopping criterion. When looking at the run time across iterations, we see an increase
in the slope. That increase can be fully explained by an increase in the batch size,
as can be seen in Figure 5.3. In contrast to Figure 5.2, Figure 5.3 illustrates the
evolution of the batch size on the secondary y-axis.
8

The run time is shown without the time for the stopping criterion.
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Figure 5.3: Evolution Batch Size PSAS method
Similar to the PSVR method, one can see that the RB method is much faster
compared to the FE method.
Finally, we will compare the generated controls with each other. Due to the transition
to the reduced space, there is an inaccuracy of the computed RB solutions compared
to the FE solutions, which we consider to be true. The Euclidean distance between
the control generated by the FE method and the control generated by the RB method
is approximately 2 · 10−6 . This error can hardly be controlled by the hyperparameters
for the optimization, a drawback of the offline and online separation, i.e. the
generation and application of the reduced basis happens separately. Nevertheless,
the RB approach is recommended if one wants to quickly find an approximation of
the solution.
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Chapter 6
Trust-Region Framework
In this chapter, we will look at a Trust-Region approach for the introduced optimization problem. For this, we mainly refer to [Ban+20], [Kei+21] and [Qia+17]. In
these publications, a Trust-Region algorithm for an optimization problem without
uncertainty has been discussed1 .
Subsequently, we will briefly discuss the connection between the three main references.
Then, we will explain how the deterministic Trust-Region algorithm can be adopted
to handle the uncertainty. Later on, an Adaptive RB-PSAS method with Online
Enrichment will be introduced, which seems to be advantageous for the analyzed
optimal control problem with uncertain coefficients.
A detailed introduction to Trust-Region methods, in general, can be found in [NW06,
Chapter 4]. Intuitively spoken, the main idea of the presented Trust-Region algorithm
is that one does not build a reduced model beforehand and exploits the model in the
so-called online phase. Instead, the reduced model is gradually extended. In each
iteration, a region is defined around the current control in which the reduced model
is trusted. Within this region the objective function is minimized to find the next
control and the reduced model is then extended accordingly at this new control.
In [Qia+17] a Trust-Region algorithm was stated and the authors also introduced an
estimator for the error in the objective function, which can be found in Theorem
4.13. The upper bound for the error in the objective function is needed to check
whether the current control is within the trust region. To generate correct derivatives,
one must assume that the primal and dual space coincide, which is true in our
1

A Trust-Region method for an optimization problem with uncertainty was introduced in
[Kou+13], for instance. However, the method presented here has more in common with [Ban+20],
[Kei+21] and [Qia+17].
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experiments. In [Kei+21] the authors introduced a non-conforming dual approach
that is suitable for settings where the primal and dual space differ. Furthermore, the
authors improved the Trust-Region approach by adding a check to possibly increase
the Trust-Region radius, for instance. A new optimization algorithm within the
Trust-Region algorithm was discussed in [Ban+20], among other things. Because
we do not have a deterministic optimization problem, we need to use a different
procedure. Thus, we will take a stochastic minimization procedure for this, as we
will see later. Nevertheless, we will adopt certain ideas from it for the stochastic
problem.

6.1

Trust-Region Method

For the introduction of the Trust-Region algorithm we are referring to [Kei+21,
Chapter 3]. Because a deterministic version was introduced there, we will explain
how to modify this method to make it suitable for the stochastic problem as well.
In the following, J RB,(`) will represent the objective function that corresponds to the
reduced space in the `th iteration of the Trust-Region algorithm.
Given a reduced space that corresponds to the `th iteration of the Trust-Region
algorithm, the next control u`+1 is defined as the solution of the optimization problem
 cost,RB 
E
erru,·
RB,(`) (u) subject to
≤ δ (`) ,
min J\
u∈Uad
\
RB,(`)
J
(u)

(P̂-TR)

RB,(`) (u) = E[J RB,(`) (u, ·)] holds, errcost,RB is the upper bound for the distance
where J\
u,ω
between the objective functions of the FE and the RB approach for a pair (u, ω) ∈
Uad × Ω as seen in Theorem 4.13 and δ (`) is the so-called Trust-Region radius for
the `th iteration. In contrast to the stopping criterion discussed in Section 5.1, one
adds an additional constraint that prevents the algorithm from spending much time
close to the boundary of the trust region. Summarized, the stopping criterion of the
optimization problem (P̂-TR) is

optimization

ku − u(1)k2 < ε

or β2 δ

(`)



E errcost,RB
u,·
≤
≤ δ (`)
RB,(`) (u)
J\

(6.1)

for some β2 < 1 close to one.
To find a suitable step size the authors of the paper [Kei+21] suggested an Armijo
approach in conjunction with a constraint that ensures that the control stays within
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the trust region, i.e. the step size τ must fulfill
κ
\
RB,(`) (u(τ )) − J
RB,(`) (u) ≤ − arm ku(τ ) − uk2 ,
J\
2
τ
i
h
E errcost,RB
u(τ ),·
≤ δ (`) .
RB,(`) (u(τ ))
J\

(6.2a)
(6.2b)

For this, the authors used a backtracking procedure by choosing a κ ∈ (0, 1) and
iterating over j ∈ N≥0 until κj satisfies the required conditions2 . We are adapting this
idea, however we are iterating over j ∈ N≥0 until τBB · κj (τBB is the Barzilai-Borwein
step size) fulfills (6.2). The Barzilai-Borwein step size is incorporated because it
significantly improves the performance of the stochastic gradient descent methods by
incorporating second-order information. If τBB · κ0 already satisfies the conditions
(6.2), we are able to fully exploit the advantage of the Barzilai-Borwein step size.
After computing the solution of the optimization problem (P̂-TR), we need to check
whether the new iteration meets a sufficient decrease condition. For this, we need
the so-called AGC point.
Definition 6.1 (Approximate Generalized Cauchy (AGC) Point). The AGC point
is defined as
u`AGC := P(u` − τBB · κj · ∇J RB,(`) (u` )),
where j ∈ N≥0 is the smallest index such that the conditions (6.2) are satisfied.
The new iterate u`+1 fulfills the error-aware sufficient decrease condition if
\ (u`+1 ) ≤ J\
RB,(`) (u`
J RB,(`+1)
AGC )

(6.3)

holds. In [YM13, Lemma 3.5] the authors introduced a cheap sufficient condition for
(6.3), namely:
\
RB,(`) (u`+1 ) + E[errcost,RB,(`) (u`+1 )] + E[errcost,RB,(`+1) (u`+1 )] ≤ J
RB,(`) (u`
J\
u,·
u,·
AGC ).
(6.4)
The main difference between the deterministic and the stochastic setting becomes
cost,RB,(`+1) `+1
obvious when we analyze E[erru,·
(u )]. In the deterministic case, one can
easily enrich the reduced basis such that the model is perfect at the current iterate
2

Note that the notation in [Kei+21] differs from the notation used in this thesis. The authors
set u(j) := P(u − κj · g). In this thesis, we use u(κj ) := P(u − κj · g) instead because we need a
more general notation to incorporate the Barzilai-Borwein step size.
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u`+1 , leading to the RB and the FE solutions coinciding at the current control.
cost,RB,(`+1) `+1
Therefore, the error estimation E[erru,·
(u )] can be set to zero and we can
check the error-aware sufficient decrease condition without the necessity to enrich
the reduced model since condition (6.4) does not depend on the new reduced basis.
In the stochastic setting, we cannot evaluate the error-aware sufficient decrease
condition without having enriched the reduced model at the current iterate since
enriching the model such that the RB solution and FE solution coincide at the
current iteration for almost all ω ∈ Ω is too expensive. For this reason, we must
enrich the reduced model and then we can check the error-aware sufficient decrease
condition. If we satisfy (6.3), we accept the current iterate. If not, we reject the
current iterate, replace the enriched reduced basis with the previous reduced basis
and execute the optimization problem again with a smaller Trust-Region radius.
To prevent the Trust-Region algorithm from having a too small Trust-Region radius,
we add similar as the authors in [Kei+21] a check that possibly increases the TrustRegion radius. If the current control is accepted, a decrease in the RB objective
function is expected because of (6.3). If the FE objective function shows a similar
decrease, i.e. if
d
FE (u` ) − J
FE (u`+1 ))
Jd
≥ ηradius
\
RB,(`) (u` ) − J
RB,(`) (u`+1 )
J\

(6.5)

for a pre-defined ηradius ∈ [0.75, 1), we increase the Trust-Region radius.
Having now introduced the AGC point and the optimization problem, we discuss
which optimization approach we will use. Obviously, the PSVR method seems
beneficial since we get the AGC point for free. However, the PSVR method performed
significantly worse than the PSAS method, as can be seen in Table 5.1. Similar to
[Ban+20, Section 3.1], we do not choose the optimization method that generates the
AGC point for free since we use the PSAS method for the numerical experiments.
In contrast to Algorithm 7, we choose the full batch size in the first iteration to
compute the AGC point. In the second iteration, we go back to the pre-defined
starting batch size and the optimization method is exactly as presented in Algorithm
7.
Before introducing the pseudo-code, we discuss the stopping criterion for the TrustRegion method and the enrichment of the reduced model. As a stopping criterion,
we choose
ku − u(1)k2 = ku − P (u − g(u))k2 < ε,
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(6.6)

where g(u) is replaced by the true FE gradient evaluated at the current control.
For the enrichment of the reduced basis, we use an adjustment of the introduced
Adaptive Sampling Greedy. In contrast to Algorithm 4, the quality of a given pair
(u, ω) ∈ Uad × Ω is evaluated based on the deviation of the RB cost function and
the FE cost function to ensure that the RB based cost function is accurate for the
current control. For this, we use the upper bound that we derived in Theorem 4.13,
i.e. we choose

∆u,ω V RB,` := ∆cost (u, ω).
At this point, one must try to ensure that the reduced model becomes accurate
enough over time to satisfy the stopping criterion (6.6) while trying to avoid the
dimension from becoming too large. For this purpose, we replace the tolerance for
the Adaptive Sampling Greedy with a decreasing sequence. In this way, we guarantee
primarily that the effort in the first iterations will be rather low and the reduced
model becomes more accurate in later iterations.
Overall, we end up with the following pseudo-code3 :
3

The pseudo-code is mainly based on [Kei+21, Algorithm 1].
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Algorithm 8 Trust-Region Reduced-Basis Algorithm
Require: Initial control u0 , initial Trust-Region radius δ (0) , β1 ∈ (0, 1) (β1 is used for
shrinking the Trust-Region radius, (β1 )−1 is used for enlarging the Trust-Region
radius), parameters for the stopping criterion (6.1) and the step-size method
(6.2) of the optimization problem (P̂-TR), tolerance stopping criterion ε > 0,
tolerance increase check (6.5) ηradius ∈ [0.75, 1).
1: Set ` = 0 and Run = True
2: Initialize the reduced model around the initial control u0
3: while Run do
4:
Solve the optimization problem (P̂-TR) and denote the solution as u`+1
5:
Enrich the current reduced model at the current control u`+1 with the adjusted
Adaptive Sampling Greedy approach
\ (u`+1 ) ≤ J\
RB,(`) (u`
6:
if J RB,(`+1)
AGC ) then
7:
Accept current control u`+1
8:
if condition (6.5) holds then
9:
Increase Trust-Region radius and set δ (`+1) := δ (`) · (β1 )−1
10:
else
11:
Keep current Trust-Region radius and set δ (`+1) := δ (`)
12:
end if
13:
else
14:
Reject current control u`+1 and decrease Trust-Region by setting δ (`+1) :=
(`)
δ · β1 , discard the enrichment of the reduced basis
15:
end if
16:
if stopping criterion (6.6) is satisfied then
17:
Set Run = False
18:
end if
19:
`=`+1
20: end while

Numerical Experiments
For the numerical tests, we solve the very same optimization problem as in Section
5.1. In the following we will briefly state the chosen hyperparameters for solving the
optimization problem:
• β1 = 0.5, β2 = 0.98, ηradius = 0.85.
• Step 2 (Algorithm 8): max training error = 0.2, increase factor = 1.15, max
validation ratio= 2.5, maximum cardinality of Ωtrain of 500, (size iteration
0)= 100.
• Step 4 (Algorithm 8): Apart from the batch size in the first iteration, we
take the same parameters as suggested in the previous chapter for the PSAS
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method.
For the step size procedure we choose κarm = 10−4 and for the backtracking we
iterate over τBB · 0.85j .
• Step 5 (Algorithm 8): max training error = (initial factor) · (decrease factor)` ,
increase factor = 1.1, max validation ratio= 2.5, maximum cardinality of Ωtrain
of 500, (size iteration 0)= 100.
We start off by finding optimal parameters for the initial factor and the decrease
factor. For this purpose, we choose a tolerance for the stopping criterion (step 16,
Algorithm 8) of 2 · 10−7 and a tolerance of 10−7 for the optimization problem (step
4, Algorithm 8).
Initial Factor

Decrease Factor

Average
(comp. time)

0.02
0.02
0.02
0.05
0.05
0.05
0.1
0.1
0.1

0.6
0.7
0.8
0.6
0.7
0.8
0.6
0.7
0.8

582.0 sec
599.1 sec
639.2 sec
613.3 sec
568.2 sec
696.9 sec
367.4 sec
472.3 sec
752.1 sec

Table 6.1: Hyperparameter-Check
In Table 6.1 we see the average run times for various combinations for the initial
factor and the decrease factor. The algorithm ran three times for each combination.
At first, we will explain both parameters. A small initial factor leads to a more
accurate reduced basis already in the beginning. This leads to higher run times in the
first iterations, but at the same time the reduced model is more accurate. A similar
trade-off occurs when we analyze the effect of the decrease factor. If we choose a
small decrease factor, we have a smaller max training error parameter, leading to a
higher-dimensional reduced basis, which on the other hand is more accurate. We end
up with one combination that has the fastest run time on average. For the following
check, we set the initial factor to 0.1 and the decrease factor to 0.6. It is noteworthy
that some combinations take more than twice the time on average.
We apply the optimal hyperparameters to the Trust-Region method and execute the
algorithm four times with a tolerance for the stopping criterion (step 16, Algorithm
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8) of 10−8 and a tolerance of 8 · 10−9 for the optimization problem. Since we have
the same FE based stopping criterion as the PSAS and the PSVR method when we
take the FE objective function, we can compare the Trust-Region method with these
approaches. The Trust-Region method needs on average 1631.6 seconds (incl. the
time for the stopping criterion) to solve the optimization problem. From Table 5.1
we can deduce that the projected stochastic adaptive sampling method, which needs
on average 1023.3 seconds (incl. the time for the stopping criterion), is significantly
faster than the Trust-Region method.
To understand why the Trust-Region method is slower, we will investigate the main
drivers of computational time for an example Trust-Region run. For this purpose,
we analyze the following components:
• Stopping Criterion Trust-Region: Step 16 in the algorithm. Note that one
could think about a stopping criterion that does not consider all ω ∈ Ω but
only a subset. For illustrative purposes, we take the true stopping criterion.
• Enrich Reduced Basis: Steps 2 and 5 in the algorithm.
• PSAS (w/o Stopping Criterion) & Stopping Criterion PSAS : In step 4 we
apply the PSAS method. We divide the run time of this optimization into the
run time for the procedure without the associated stopping criterion (PSAS
(w/o Stopping Criterion)) and the time for corresponding the stopping criterion
(Stopping Criterion PSAS ).
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Figure 6.1: Breakdown Computational Times
In Figure 6.1 we can see how the four main drivers of the computational times are
related to each other. Interestingly, the time for the PSAS optimization of 65.3%
(= 30.7%+34.6%) exceeds the expectations since we are not running the optimization
with the FE functions. Thus, one would have expected that the costly stopping
criterion of the Trust-Region method, i.e. Stopping Criterion Trust-Region, would
require the most computational time. Next, to understand why optimization is so
expensive, we will look at the individual PSAS optimizations in each Trust-Region
iteration.

Figure 6.2: Iterations for the PSAS optimization in every Trust-Region Iteration
In Figure 6.2 we can see the Trust-Region iteration on the x-axis and the current
dimension of the reduced basis on the primary y-axis. The secondary y-axis illustrates
the number of iterations for the PSAS optimization methods. In Figure 6.3 the
secondary y-axis represents the corresponding computational times for the PSAS
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optimization.

Figure 6.3: Computational Time for the PSAS optimization in every Trust-Region
Iteration
To put these computational times into perspective, we refer to Section 5.1 where we
needed roughly 16.4 seconds on average for a 38-dimensional reduced basis to solve
the optimization problem with the PSAS method. Thus, the computational times for
the PSAS optimization within every Trust-Region iteration are relatively high. In
essence, there are three reasons why the run times are higher than expected. First,
the first PSAS iteration is costly since we take the full batch size at the beginning
to compute the AGC point. Next, the step size procedure is expensive since we
need a backtracking procedure in order to find a suitable step size. Further, the
backtracking procedure leads oftentimes to step sizes that do not fully incorporate
second-order information due to the Trust-Region radius, which is disadvantageous
for the analyzed optimization problem. The high run times are even more surprising
when we also consider that already our starting point in the second Trust-Region
iteration has an Euclidean distance to the optimal control4 of approximately 9 · 10−5
and the starting point is therefore already close to the optimal solution.

6.2

Adaptive RB-PSAS Method with Online Enrichment

In the previous section, we saw that the Trust-Region approach has some drawbacks
for the analyzed optimization problem. These arise primarily due to the inefficient
step size that prevents us from leaving the trust region. This seems inadequate for
our problem since we are analyzing a strictly convex problem and the algorithm has
the true FE stopping criterion, so the approach can only stop at the true minimum.
Therefore, we will introduce a modified version of the Trust-Region algorithm that
4

The optimal control is defined as the solution of the PSAS optimization based on the FE
objective function with a tolerance of 10−12 .

71

captures many ideas of Algorithm 8. Compared to the presented Trust-Region
approach, we no longer work with a trust region that prevents us from making
optimal steps. Nonetheless, we adopt the idea with the enrichment of the reduced
basis at the current control.
Instead of (P̂-TR), we will solve an optimization problem that does not depend on
the Trust-Region radius, i.e. we solve
RB,(`) (u).
min J\

u∈Uad

(P̂-simplified)

Overall, one ends up with the following pseudo-code for the Adaptive RB-PSAS
method with Online Enrichment:
Algorithm 9 Adaptive RB-PSAS Method with Online Enrichment
Require: Initial control u0 , parameters for the optimization method, tolerance
stopping criterion ε > 0
1: Set ` = 0 and Run = True
2: Initialize the reduced model around the initial control u0
3: while Run do
Solve the optimization problem (P̂-simplified) with the PSAS method and
4:
denote the solution as u`+1
Enrich the current reduced model at the current control u`+1 with the adjusted
5:
Adaptive Sampling Greedy approach
6:
if stopping criterion (6.6) is satisfied then
7:
Set Run = False
8:
end if
9:
`=`+1
10: end while
Note that the first iteration of the PSAS method (step 4) does not exploit the full
batch size anymore and similar to the previous chapter, we use the Barzilai-Borwein
step size method.
At first, we compare the Adaptive RB-PSAS method with Online Enrichment and the
PSAS method based on the FE functions. For this purpose, we run both approaches
four times and compare their computational times. Based on the hyperparameter
check performed in Table 6.1, we choose a decrease factor of 0.6 and an initial factor
of 0.1. For the comparison, we choose the same hyperparameters as in Section 6.1.
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Adaptive RB-PSAS Method
PSAS (FE method)
with Online Enrichment

Run
1
2
3
4

889.9
858.9
559.5
452.1

Average Comp. Time

sec
sec
sec
sec

1045.6 sec
943.9 sec
1163.5 sec
940.4 sec

690.1 sec

1023.3 sec

Table 6.2: Computational Times (incl. time for the stopping criterion) for Adaptive
RB-PSAS Method with Online Enrichment and PSAS Method
In Table 6.2 one can see the computational times for every run and the average run
time. Interestingly, the Adaptive RB-PSAS method with Online Enrichment is able
to outperform the PSAS method, unlike the Trust-Region method introduced in
Algorithm 8, which took 1631.6 seconds on average. Nonetheless, one should keep
in mind that we performed a hyperparameter check for the decrease factor and the
initial factor.
In the next step, we will verify that the Adaptive RB-PSAS method with Online
Enrichment outperforms the Trust-Region method because the PSAS optimization
method is less restricted and therefore able to exploit the full potential of the
Barzilai-Borwein step size approach. For this, again an example run will be analyzed.

Figure 6.4: Breakdown computational times
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In Figure 6.4 one can see the computational times of the main components of the
Adaptive RB-PSAS method with Online Enrichment. Compared to Figure 6.1, the
portion of the PSAS optimization significantly declined.
In Figure 6.5 and Figure 6.6 we can see a breakdown of the computational times for
the PSAS optimization method, similar as in Figure 6.2 and Figure 6.3.

Figure 6.5: Iterations for the PSAS optimization in every Trust-Region Iteration

Figure 6.6: Computational Time for the PSAS optimization in every Trust-Region
Iteration
Compared to the evolution plots of the Trust-Region method, it is noteworthy that
the final reduced basis has a comparable dimension and that the example run for the
Adaptive RB-PSAS method with Online Enrichment requires two iterations less than
the Trust-Region method. Especially, the run time for the PSAS optimization in
every Trust-Region iteration is significantly lower for the Adaptive RB-PSAS method
with Online Enrichment as expected.
Overall, it must be noted that implementing the method for a stochastic setting adds
many additional hyperparameters that have a significant impact on performance
as illustrated in Table 6.1. Furthermore, the backtracking method for the step
size also reduces the advantage of the Barzilai-Borwein method. In summary, the
Trust-Region method was not the appropriate model for our optimization problem as
it was not able to exploit the second-order information that is crucial for a quadratic
objective function. Better suited for this purpose was the Adaptive RB-PSAS method
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with Online Enrichment that adopted many ideas of the Trust-Region method, for
example, by enriching the reduced model at the current control. The Adaptive
RB-PSAS method with Online Enrichment has even outperformed the PSAS method,
but after the hyperparameters were tuned.
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Chapter 7
Conclusion
In the thesis presented, we analyzed an optimal control problem with uncertain
coefficients. In this context, we have studied reduced basis approaches to solve the
optimization problem. We introduced the Adaptive Sampling Greedy to construct
a reduced basis that outperforms the well-known Training Set Greedy. Overall, it
can be stated that the Adaptive Sampling Greedy method can be used in two ways.
First, it can be used to improve the computational time of a Training Set Greedy.
Next, it is applicable if one needs an accurate reduced basis method. For further
works, it would be interesting to see how the Adaptive Sampling Greedy performs in
a deterministic setting compared to the Training Set Greedy.
Subsequently, the reduced basis methods paired with stochastic descent methods
were studied. It was found that the combination of these two methods leads to a fairly
accurate approximation of the true solution in a short time. However, one cannot
have real control over the distance to the true solution with the hyperparameters.
To guarantee that the true solution is obtained, the stochastic descent methods were
used based on the FE objective function and a Trust-Region method was introduced
that used the true FE stopping criterion. Especially for the Trust-Region method,
the introduced version is very different from the methods presented in the literature
due to stochastic parameters. It has been shown that it was inefficient not to exploit
the Barzilai-Borwein step size. For this reason, the Adaptive RB-PSAS method with
Online Enrichment was introduced that adopted many ideas of the Trust-Region
method, with the difference the Barzilai-Borwein step size method is used in every
iteration. The Adaptive RB-PSAS method with Online Enrichment outperformed the
fastest stochastic descent method, but the hyperparameters were tuned in advance.
Furthermore, it would be interesting to compare the Adaptive RB-PSAS method
with Online Enrichment and the Projected Stochastic Adaptive Sampling method for
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objective functions where the performance depends less on the step size approach.
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