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Abstract. The debugging of stochastic system models relies on the availability
of diagnostic information. Classic probabilistic model checkers, which are based
on iterated numerical probability matrix operations, do not provide such diag-
nostic information. In precursory work, we have devised counterexample genera-
tion methods for continuous- and discrete-time Markov Chains based on heuris-
tics guided explicit state space search. In this paper we address the problem
of generating diagnostic information, or counterexamples, for Markov Decision
Processes (MDPs), which are a convenient formalism for modelling concurrent
stochastic systems. We define the notion of counterexamples for MDPs in re-
lation to an upwards-bounded PCTL formula. Next we present our approach
to counterexample generation. We first use an adoption of Eppstein’s algorithm
for k-shortest paths in order to collect the most probable MDP execution traces
contributing to a violation of the PCTL formula. We then use the data structure
of AND/OR trees in order to adequately extract from the collected execution
sequences the most informative counterexample and to compute its probability.
In our experimental evaluation we show that our approach scales to models of
realistic size, and that the collected diagnostic information is helpful in system
debugging.

1 Introduction

The strength of Model Checking [1] based software verification lies in the automated
nature of the underlying verification algorithms and in the diagnostic information,
sometimes also referred to as counterexamples, that this technology returns to the user
when a fault is detected. Due to the algorithmic nature of stochastic model checking [2–
6], which relies on iterated numerical probability matrix operations, stochastic model
checkers, e.g. PRISM [7] and MRMC [8], can not provide such diagnostic information
when a property is violated.

In precursory work [9, 10] we have addressed the generation of counterexamples for
the violation of timed probabilistic reachability properties for discrete- and continuous-
time Markov Chains (DTMCs and CTMCs) using heuristics guided, on-the-fly explicit
state space search. In that work we use the heuristics guided search in order to find sets
of execution sequences leading from the initial state into property violating states which
carry high probability mass. The rationale for doing so is that execution paths with
high probability mass highlight which system behaviour is most relevant to violating
the properties, and hence are most informative for system debugging.

That approach cannot be directly applied to the generation of counterexamples
for Markov Decision Processes (MDPs) [11]. MDPs are a suitable formalism to model
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concurrency in probabilistic systems [11]. An MDP is a discrete time probabilistic model
similar to a DTMC. However, it comprises both probabilistic and non-deterministic
transitions: each transition of an MDP consists of a non-deterministic choice of actions
and, after an action has been selected, a discrete time probabilistic transition to some
successor state. The semantics of an MDP, however, depends on an assumed scheduler
which resolves the non-deterministic choices [11]. Consequently, the probability mass
of a set of execution sequences also depends on the chosen scheduler.

In order to obtain a method that delivers informative counterexamples for the
violation of a property of an MDP we address the following issues in our paper:

– We first define the notion of a counterexample for an MDP, relative to a property
specified in Probabilistic CTL (PCTL) [3], taking schedulers into account. We re-
strict ourselves to treating an important subclass of non-nested PCTL formulae
that we refer to as upwards-bounded.

– We then address the question of how to select an informative set of execution
sequences of the MDP. We propose an adoption of Eppstein’s k-shortest-path al-
gorithm [12] that collects, for a given MDP and a characterization of property
violating states, the most probable execution sequences leading into those states.

– In order to take the influence of schedulers on the behaviour of an MDP and hence
on the probability to reach a certain set of states into account we use the data
structure of AND/OR graphs [13]. Our adoption of Eppstein’s algorithm inserts
the paths it delivers into this data structure. Our approach then adjusts the result
taking the influence of the necessary schedulers into account.

– To prove that our approach scales to examples of realistic size and that it produces
helpful and informative diagnostic information we have to perform an experimental
evaluation. We have implemented our ideas as an extension of the PRISM model
checker and applied it to a set of case studies.

Related Work. At the time of writing we are not aware of any other work on devising
counterexamples for probabilistic model checking of MDPs. Our approach bears some
similarity with that presented in [14] which uses shortest path search to determine min-
imal counterexamples for DTMCs. However, this approach cannot be directly applied
to MDPs and the schedulers that are needed to determine probability measures for
them, which on the other hand is the central focus of our paper.

Structure of the Paper. In Section 2 we introduce the formal foundations of DTMCs
and MDPs. The algorithmic foundations of our approach will be presented in Section 3.
In Section 4 we will discuss the experimental evaluation of our method, and we will
conclude and discuss further research goals in Section 5.

2 Markov Decision Processes

Markov decision processes (MDPs) are a type of stochastic models often used to model
dependability and performance aspects of concurrent systems. MDPs can be considered
as a generalisation of discrete-time Markov chains (DTMCs). In the following we first
introduce DTMCs and then MDPs.



2.1 Discrete-Time Markov Chains

A DTMC can be defined as a probabilistic transition system consisting of states and
transitions between them. It is assumed that transitions occur only at discrete instances
of time, called ticks. The system fires exactly one transition every time tick. Each
transition is labeled with a numerical value referred to as transition probability. It
indicates the probability for firing this transition as the next step of the system when
the next tick occurs if the system is in the source state of that transition. Formally, a
DTMC is defined as follows:

Definition 1. A labeled discrete-time Markov chain (DTMC) D is a quadruple (S, ŝ,P,

L), where S is a set of states, ŝ ∈ S is the initial state, P : S×S −→ [0, 1] is a transition
probability matrix, satisfying that for each state s,

∑

s′∈S

P(s, s′) = 1, and L : S −→ 2AP

is a labeling function, which assigns each state a subset of the set of atomic propositions
AP. For any state s, we interpret L(s) as the set of valid propositions in the state.

For each pair of states s and s′, P(s, s′) gives the probability to move from s to s′ when
the next tick occurs. A move from s to s′ is possible if and only if P(s, s′) > 0. In this
case we call (s, s′) a transition.

Example 1. As an example we consider a system which under
normal operation conditions can be in states ready and busy.
If it is ready, which is initially the case, it may become busy
with the probability 0.5 or it may stay ready with probability
0.5 when the next tick occurs. When it is busy, the next step
can be to become ready again with probability 0.5 or to stay
busy 0.4. A transition to the state crash, which indicates a
system failure, can occur with a probability of 0.1 when in
state busy. Figure 1 illustrates a DTMC modelling the system
described above. The labels of the states are shown in the
figure near the corresponding nodes.

Fig. 1. A simple
DTMC

We now define the notion of paths frequently used in this paper. Intuitively, a path
is a concrete execution of the system, i.e., it is a sequence of state transitions. Since
systems considered in the domain of stochastic model checking are reactive systems,
paths are assumed to be infinite. However, sometimes we need to refer to finite path
prefixes. Hence, for convenience, we use the notion of finite path, or simply path, for a
path prefix and infinite path for a full path. Let D = (S, ŝ,P,L) be a DTMC, then a
path through D is formally defined as follows:

Definition 2. A path through D is a non-empty finite or infinite sequence s0 −→ s1 −→
s2 −→ . . . with, for all i, si ∈ S and P(si, si+1) > 0.

For a finite or an infinite path π = s0 −→ s1 −→ . . ., l(π) denotes the length of π which is
determined by the number of transitions taken while executing π. For a natural number
k such that k ≤ l(π), π[k] refers to the k-th state of π, namely sk, and π(k) refers to
the k-th prefix of π, i.e., the prefix of π of the length k, namely s0 −→ s1 −→ . . . −→ sk.
Further, first(π) refers to the first state of π, i.e., s0. For a finite π, last(π) denotes
the last state of π. ΠDfin denotes the set of finite paths and ΠD denotes the set of all
finite and infinite paths.



The probability of paths in D is uniquely defined by the probability measure
PrD as follows: PrD(s0 −→ s1 −→ . . . −→ sk) = PrD(s0 −→ . . . −→ sk−1) · P(sk−1, sk) =

PrD(s0) ·
k
∏

i=1

P(si−1, si), where PrD(s0) = 1 if s0 = ŝ, and 0 otherwise. For more

details about this measure we refer the reader to the literature, e.g. [3]. When D is
clear from the context, we write Π and Pr instead of ΠD and PrD. Intuitively, Pr(π),
for a finite path π, denotes the probability that the system executes π followed by an
arbitrary execution. Two paths π1 and π2, Pr({π1, π2}) are probabilistically indepen-
dent if neither π1 nor π2 is a prefix of the other. In this case Pr({π1, π2}), which is the
probability to run any of them, is simply the sum Pr(π1)+Pr(π2). Generally speaking,
for a set X of independent paths, it holds that Pr(X ) =

∑

π∈X

Pr(π).

2.2 Definition of MDPs

MDPs generalise the concept of DTMCs in the sense that they can describe both non-
deterministic and probabilistic behaviour. Non-determinism is useful when modelling
concurrency, for instance when modelling the composed behaviour of a number of
concurrent DTMCs. An MDP is formally defined as follows:

Definition 3. An labeled Markov decision process (MDP) M is a tuple (S, ŝ,A,L),
where S is a set of states, ŝ ∈ S is the initial state, A : S −→ 2Distr(S) is a transition
function, and L : S −→ 2AP is a labeling function.

Unlike DTMCs, in the definition of MDPs we use a transition function A instead of the
transition probability matrix P to express transition probabilities. A maps each state
s to a non-empty subset of Distr(S), which is the set of all probability distributions
over S. In other words, for a state s an element α of A(s) is a function α : S → [0, 1]
such that

∑

s′∈S

α(s′) = 1. We call elements of A(s) actions of s. A transition leaving an

arbitrary state s begins with a non-deterministic choice between the actions available
in s, i.e., the elements of A(s). After an action α is chosen, a probabilistic choice will
be made between all possible successors, i.e., states for which α is not zero.

Example 2. We consider a system consisting of two concurrently executing instances
of the system described in Example 1. The behaviour of the composed system can be
modeled using an MDP as shown in Figure 2. We use the semantics of asynchronous
concurrent composition from [11]. In each step it has to be decided which component
will take the next transition. There is hence a number of non-deterministic choices of
actions to be taken next in each state. The actions αi represent the execution of the first
component while the actions βi represent the execution of the second component. We
assume that the system crashes if one of it components crashes. To enhance readability
of the figure we omitted the labeling function L for the transitions leaving crash states.

As for a DTMC, a path in an MDP represents a concrete execution of the system.

Definition 4. A path in an MDP is a non-empty finite or infinite sequence s0
α0−−→ s1

α1−−→ . . . with αi ∈ A(si) and αi(si+1) > 0 for all i ≥ 0.

We also extend the notions of finite and infinite paths from DTMCs to MDPs. Moreover,
for some path π = s0

α0−−→ s1
α1−−→ . . . and a natural number k, we define Aπ(k) as the

k-th action in π, namely αk.



Fig. 2. The MDP from
Example 2

Fig. 3. The AND/OR tree from Example 5

2.3 Schedulers And Probability Measures

The non-deterministic choices in an MDP are made by a scheduler (also called policy
or adversary) [11]. A scheduler constrains the set of allowed executions of an MDP by
selecting an action based on the execution history of the system. Formally, for an MDP
M = (S, ŝ,A,L), a scheduler d is a function mapping every finite path π in M onto an
action d(π) ∈ A(last(π)). Note that we consider here only deterministic schedulers, i.e.,
those which deterministically select an action. Such schedulers induce the maximal and
minimal probability measures which are of interest for model checking, as we will show
in Section 3.1. The probability measures induced by randomized schedulers (also called
probabilistic schedulers), i.e. those which probabilistically select an action, always lies
between the minimal and maximal ones [15, 16], which is why they are of no interest
in the context of this paper.

Paths which are allowed under a scheduler d are called valid under d. Formally,

Definition 5. A path π in an MDP M is valid under a given scheduler d iff for all
0 ≤ k < l(π) it holds that Aπ(k) = d(π(k)) and Aπ(k)(sk+1) > 0. Otherwise, we say
that π is invalid under d.

A scheduler d resolves the non-determinism of an MDP M and transforms M into
a DTMC, c. f. [11]. Important for our paper is the observation that this transformation
induces a probability measure Prd over the paths of an MDP, namely

Prd(π) =







Prd(π[0]) ·
l(π)
∏

i=1

Aπ(i − 1)(π[i]), if π is valid under d

0, otherwise,

where Prd(π[0]) = 1 if π[0] = ŝ, or 0 otherwise. Since ŝ is fix, Prd(π[0]) is equal for
all schedulers and we refer to it as Pr(π[0]). Consequently, each path π possesses two
possible probabilities. The first is 0 for all schedulers under which π in invalid. The
second is

prob(π) = Pr(π[0]) ·

l(π)
∏

i=1

Aπ(i − 1)(π[i]) (1)



for all schedulers under which π is valid. The function prob will later be useful when
we introduce our approach to the generation of counterexamples. Due to similar con-
siderations as in the DTMC case, the probability of a set of finite probabilistically
independent paths X is defined as Prd(X ) =

∑

π∈X

Prd(π).

Example 3. An example for a scheduler on the MDP from Figure 2 is a scheduler
d which enforces both system components to run in an alternating order starting
with the first one. Then, it holds that d(s0, s0) = α1 and d((s0, s0)

α1−−→ (s1, s0)) =

β2. Now, consider the following paths: π1 = (s0, s0)
α1−−→ (s1, s0)

β2−−→ (s1, s1), π2 =

(s0, s0)
α1−−→ (s0, s0)

β1−−→ (s0, s1), π3 = (s0, s0)
β1−−→ (s0, s1)

α3−−→ (s1, s1) and π4 = (s0,

s0)
α1−−→ (s0, s0)

α2−−→ (s2, s0). We easily compute that prob(π1) = 0.25, prob(π2) =
0.25, prob(π3) = 0.25 and prob(π4) = 0.05. Note, that π1 and π2 are valid un-
der d whereas π3 and π4 are not. Thus, the probabilities of the paths under d are
Prd(π1) = prob(π1) = 0.25, Prd(π2) = prob(π2) = 0.25, Prd(π3) = 0 and Prd(π4) = 0.
Further, since all four paths are probabilistically independent, Prd({π1, π2, π3, π4 }) =
Prd(π1) + Prd(π1) + Prd(π1) + Prd(π1) + Prd(π1) = 0.25 + 0.25 + 0 + 0 = 0.5.

2.4 Model Checking of MDPs

PCTL can be used to specify properties of MDPs in the same way as it can be used
to express properties on DTMCs [3]. PCTL offers operators which allow reasoning
about the occurrence probability and time of system states and events of interest.
A stochastic model checker, such as PRISM [7], can then be used to verify a PCTL
formula on the given MDP. The interpretation and analysis of the probability operator
P is the most challenging problem in model checking PCTL. It is used in the form
P⊲⊳p(φ) where φ is a path formula, ⊲⊳ is a comparison operator out of {<, ≤, >, ≥}
and p ∈ [0, 1] is a probability bound. Such formulae assert that the probability to satisfy
φ fulfills the comparison ⊲⊳ p. In case ⊲⊳ is < or ≤ we call the property upwards-bounded
otherwise we call it downwards-bounded. The satisfaction of a formula P⊲⊳p(φ) depends
on the probability of the set of all paths satisfying φ, denoted as Sat(φ). In the case
of a DTMC, such a formula is satisfied iff Pr(Sat(φ)) ⊲⊳ p. In essence, a stochastic
model checker needs to compute Pr(Sat(φ)) using numerical algorithms in order to
decide whether the formula holds on the DTMC. For convenience, we normally write
Pr(φ) instead of Pr(Sat(φ)). The Until operator in PCTL can be decorated by a time
constraint, e.g. U≤t, in which case we call it a time-bounded Until operator.

Note that for an MDP the path probability is measurable only for a given scheduler.
The semantics of PCTL on MDPs is therefore slightly different from that on DTMCs.
For MDPs we have to take into account that the probability of the path set Sat(φ)
may differ for different schedulers. A PCTL formula is considered to be satisfied on an
MDP if and only if it is satisfied for all schedulers. Consequently, Φ = P⊲⊳p(φ) holds
on an MDP iff for any scheduler d it holds that Prd(φ) ⊲⊳ p. However, in order to
verify this property it is not necessary to compute Prd(φ) for every scheduler d. It
suffices to compute this measure for some “extreme” scheduler, as we illustrate now.
For an arbitrary set X of paths in in the given MDP, we use the notions Prmax(X ) and
Prmin(X ) to refer to the maximal and the minimal probability of X , i.e., Prmax(X ) =
max
d∈D

[Prd(X ) ] and Prmin(X ) = min
d∈D

[Prd(X ) ], where D is the set of all schedulers.



Then, it is trivial to show the correctness of the following equivalences:

M 2 P>p(φ) ⇔ ∃d ∈ D : Prd(φ) ≤ p ⇔ Prmin(φ) ≤ p

M 2 P≥p(φ) ⇔ ∃d ∈ D : Prd(φ) < p ⇔ Prmin(φ) < p

M 2 P<p(φ) ⇔ ∃d ∈ D : Prd(φ) ≥ p ⇔ Prmax(φ) ≥ p

M 2 P≤p(φ) ⇔ ∃d ∈ D : Prd(φ) > p ⇔ Prmax(φ) > p

Example 4. Let φ be the path formula true U≤3crash. The MDP from Figure 2 violates
the property P≤0.08(φ) because Prmax(φ) equals 0.095 > 0.08, while the property
P>0.02(φ) holds although since Prmin(φ) = 0.025 > 0.02. 1

3 Counterexamples for MDPs

In this section we address the problem of generating a counterexample in case an MDP
violates a given PCTL formula of the form Φ = P⊲⊳p(φ). We restrict ourselves to the
case that Φ is upwards-bounded, i.e., ⊲⊳ is either < or ≤. Upwards-bounded formulae
represent an important and widely used class of dependability properties in which we
express that the probability of satisfying an undesired condition in the model does
not exceed some bound. We note that our approach to generating counterexamples as
described in this paper is designed for the case that φ does not contain nested temporal
operators and all subformulae of φ are atomic propositions or boolean combinations
of those. However, in case a probabilistic model checker was available that could, for
every state of the MDP, inform us which subformulae of a nested formula φ are valid,
then our approach could easily be extended to deal with nested PCTL formulae.

We first define the notion of a counterexample for an MDP. Let Φ = P⊲⊳p(φ) an
upwards-bounded PCTL specified property and M an MDP. If M violates Φ then we
know that Sat(φ) does not satisfy the comparison ⊲⊳ p. In this case, a counterexample
of Φ is a set of paths X ∈ Sat(φ) which unequivocally shows that the probability
constraint ⊲⊳ p cannot hold. We distinguish the following cases:

1. If ⊲⊳ is <, then X ⊆ Sat(φ) is a counterexample iff Prmax(X ) ≥ p.
2. If ⊲⊳ is ≤, then X ⊆ Sat(φ) is a counterexample iff Prmax(X ) > p.

We focus our description on the case that ⊲⊳ is ≤ which comprises the case when ⊲⊳ is
<.

3.1 Generation of Counterexamples

We now turn to the question of how to collect the set of paths X ⊆ Sat(φ) which will
be delivered as a counterexample. A counterexample which carries a higher probability
is more informative and therefore more helpful in debugging than one with lower prob-
ability since it contains the part of the model which mostly contributes to the property
violation. On the other hand, a counterexample which is too complex to be understood
by a human user is not really useful for debugging. The objective is therefore to de-
termine counterexamples which carry high probability but are small at the same time,
i.e., they achieve a high probability mass with comparatively few execution sequences
included.

1 We used PRISM to compute all probabilities given in this example.



We propose the use of an adoption of the k shortest path algorithm by Eppstein [12]
to collect execution paths with high probability mass to form the counterexample.
While a complete description of Eppstein’s algorithm is out of the scope of this paper,
in this context it suffices to consider Eppstein’s algorithm as an iterator over the paths
of Sat(φ) with a decreasing order regarding the probability prob. At any point of the
search, let R denote the set of paths delivered so far. The Eppstein algorithm ensures
that R ⊆ Sat(φ) and none of the paths of R contains another element of R as a prefix.
From this observation we can infer that all paths in R are probabilistically independent.

As opposed to the situation for a DTMC, for an MDP the probability of R is not
measurable without giving a scheduler. As we argued above, we have to compute Prmax

in order to decide Φ. The counterexample is found when Prmax(R) > p. Notice that
at any point R is likely to contain paths that do not contribute to the computation
of Prmax(R). Recall that Prmax(R) = Prd(R) for a scheduler d such that Prd(R) is
maximal. Paths of R which are invalid under d do not contribute to this probability
Prmax(R) and should therefore not be included in the counterexample.

In order to compute the probability Prmax(R) and to identify and ignore the paths
of R which do not contribute to this probability we add a processing step to the
Eppstein search algorithm. Our counterexample generation method now consists of
two components collaborating to solve the task.

– The first component is a modified variant of Eppstein’s algorithm for k shortest
paths. It iteratively delivers the paths of Sat(φ) starting from the most probable
ones to the less probable ones, i.e., starting from the paths with higher prob values.

– Each delivered path is immediately forwarded to the second component which
computes Prmax(R) of the set R consisting of the paths delivered by the search
algorithm so far. The two components run until Prmax(R) > p.

In the remainder of this Section we first introduce the notion of scheduler compatibility
in Section 3.2, and then describe the second component of our method in Section 3.3.

3.2 Scheduler Compatibility

As argued above, we are interested in selecting a set X ⊆ R such that there is a
scheduler d such that Pr(X ) = Prmax(R) and all paths in X are valid under d. We
then say that X is compatible under d.

Definition 6. A set of paths X in an MDP is compatible under a scheduler d if all
paths of X are valid under d. Further, X is compatible iff there is a scheduler d such
that X is compatible under d.

Let X be a set of paths which is compatible under the schedulers d and d′. As we
shall prove in Lemma 1, the probability of X is the same under both schedulers. Thus,
we often omit the subscript and just write Pr(X ) instead of Prd(X ) for all schedulers
under which X is compatible.

Lemma 1. Let X be a set of paths which is compatible under the schedulers d and d′.
It holds that Prd(X ) = Prd′(X ).

Proof. W.l.o.g., we assume that all paths of X are probabilistically independent. Thus,
Prd(X ) =

∑

π∈X

Prd(π). Further, from the definition of compatibility we know that, for

any path π ∈ X , it holds that π is valid under both d and d′. Then, it holds that
Prd(π) = Prd′(π) = prob(π). The claim follows from these observations. ⊓⊔



Note that it is possible to find several compatible subsets of R. In general, any
path set Y may include more than one scheduler compatible subset. The probabilities
of these subsets may not all be identical. We call a scheduler compatible set X ⊆ Y
maximum of Y if Pr(X ) is maximal, i.e., Pr(X ) ≥ Pr(X ′) for any other compatible
subset X ′ ⊆ Y.

Lemma 2. For a path set Y, let X be a maximum of Y. It holds that Prmax(Y) =
Pr(X )

Proof. Assume that d is a scheduler such that Prd(Y) > Pr(X ). Then, let Xd ⊆ Y be
the set of all paths from Y which are valid under d. Then, Prd(Xd) = Prd(Y) > Pr(X ).
However, this is a contradiction to the maximality of X . Hence, for any scheduler d it
must hold that Prd(Y) ≤ Pr(X ) which immediately implies that Pr(X ) = Prmax(Y).

⊓⊔

Lemma 2 says that if we are able to compute a maximum X of R, then we are able
to determine Prmax(R). If Pr(X ) > p then we know that Prmax(R) > p and hence
that R is a counterexample. In this case it also holds that Prmax(X ) = Pr(X ) > p.
Hence, X itself is a counterexample. X has the additional feature that it is scheduler
compatible. In other words, X contains only those paths which contribute to Pr(X )
and, consequently, to Prmax(R). For our method this means that we need to expand
the set R and to compute a maximum X of it until the probability bound p has been
reached, i.e., until Prmax(R) = Pr(X ) > p. In order to provide simple and intuitive
counterexamples, our method ensures that the computed maximum X has a minimal
size in terms of the number of paths, in which case we call it as a smallest maximum. In
this case, X is a smallest counterexample with the highest probability over R. Hence,
X is an ideal counterexample since it indicates a maximal probability with a minimal
number of paths, which means that it is highly informative and intuitive. We present
our technique to efficiently compute the smallest maximum of R in the next section.

3.3 Computing a Maximum for R

Let M be an MDP violating the property Φ = P≤p(φ). We explain a technique to
compute a smallest maximum of the set R, which is obtained through the Eppstein
search in the first component of our method. We have to take into account that R

grows with each search iteration that finds a new path from Sat(φ). A maximum of
the current set R and its probability must be available at any point in time. Hence,
whenever the set R grows, we have to update the result computed so far. Thus, our
technique should be designed as an online algorithm efficiently accommodating new
paths into the result when they are added.

Our technique makes use of AND/OR graphs which are frequently used in problem
solving strategy-seeking problems [13]. We employ this data structure to represent
scheduler compatibility of a set of paths and to accumulate the path probabilities of a
scheduler compatible set. Recall that a scheduler is a deterministic function mapping
a path through the state graph of the MDP onto an action. Two paths can not be
compatible with the same scheduler when branching in a state. The probabilities of
paths that branch at states therefore cannot be accumulated, and we hence map MDP
states to OR nodes. Actions, however, can be followed by different states and still
belong to scheduler compatible paths, hence we map them onto AND nodes.



Procedure Add Into AND/OR Tree(T , π)

Input: T is an AND/OR tree and π a path in the MDP
Let S = 〈s0, α0, s1, α1, . . . , αk−1, sk〉 be the transformation of π ;1

i ← 1 ;2

n ← the root of T ;3

call Add(T, π, n, S, i) ;4

Procedure Add(T , π, n, S, i)

Input: T is an AND/OR tree, π a path in
the MDP, n is a node of T , S is
the transformation of π and i is a
position in S

m ← the i-th element in S ;1

foreach n′ successor of n do2

if n′ = m then3

call Add(T, π, n′, S, i + 1) ;4

call Update Values(T, n) ;5

Exit ;6

n1 ← n ;7

for j = i→ |S| do8

n2 ← a copy of the j-th element in S9

;
Mark n2 with the probability value10

prob(π) ;
Mark n2 with the paths number 1 ;11

Add (n1, n2) into the tree T ;12

n1 ← n2 ;13

call UpdateValues(T, n) ;14

Exit ;15

Procedure UpdateValues(T , n)

Input: T is an AND/OR tree and n is a
node of T

double pr ← 0 ;1

int x ← 0 ;2

foreach n′ successor of n do3

pr′ ← the probability value which n′4

is marked with ;
x′ ← the paths number which n′ is5

marked with ;
if n is an AND node then6

pr ← pr + pr′ ;7

x ← x + x′ ;8

else9

if10

(pr < pr′) ∨ (pr = pr′ ∧ x > x′)
then

pr ← pr′ ;11

x ← x′ ;12

Assign to n a reference13

MAX pointing to n′ ;

Mark n with pr and x ;14

The algorithmic principle underlying our algorithm is that whenever a new element
is added to R by the Eppstein search, this element will be added to the AND/OR graph
T . As we shall see, T is by construction a tree. Each new path π = s0

α0−−→ . . .
αk−1−−−−→ sk

delivered by the search algorithm will be inserted in T by mapping states and actions
from the path to nodes of T . s0 is the root node of T . Our algorithm proceeds in two
steps.

– In the first step, π needs to be inserted into T . The algorithm starts at the root
node of T and determines the longest prefix of π that is already contained in T .
The remainder of π is attached to the last node n of the prefix as a new subgraph
of T . Note that π is not folded when it is inserted into T . Therefore, T may contain
several different nodes corresponding to the same state or action. Consequently, T

is a tree.
– In the second step, the maximum of R computed so far needs to be adjusted to

take the new path π into account. To do this, the algorithm handles all nodes on
the path from n back to the root of T in a bottom-up manner as follows. When it
reaches an AND node, the accumulated probabilities of all paths that branch away
from this node are added. When it reaches an OR node, a smallest maximum of
all paths that branch away from this node is computed.

Note that the effort required to add a new path to T is restricted to traversing T along
the newly inserted path, which is important for the performance of our method and its
adequacy as an online technique.



Procedure Add Into AND/OR Tree illustrates the steps performed to add π into T .
The main work is done by the auxiliary recursive procedure Add which fits π into T .
Procedure Update Values assists Add to compute, for each node, a smallest maximum of
the paths that branch away from this node. For this purpose, two marks are assigned
to each node, one to store the probability and another to remember the number of
paths of the maximum selected at this node. For OR nodes a reference MAX is used
to identify the subtree containing that smallest maximum.

The next theorem asserts the correctness of the algorithm.

Theorem 1. Let Y be set of paths in an MDP. All paths of Y are added into an empty
AND/OR tree T using Procedure “ Add IntoAND/ORTree”. Further, let X ⊆ Y be the
set of paths from the root of T to the leaves constructed by AND and MAX references.
Then, it holds that 1) X is a smallest maximum of Y, and 2) the root of T is marked
by the values Prmax(Y) and | X |.

Proof. For a node n in T , let σn be the path from the root of T to n. Further, let Yn

be the paths of Y whose corresponding paths in T lead through n. Let Xn ⊆ Yn consist
of the paths represented in T by a path of the form σnσ, where σ contains only AND
and MAX references. We claim for any node n, in particular the root of T , that Xn

is a smallest maximum of Yn and n is marked with the probability value Pr(Xn) and
the number |Xn|. This establishes the theorem since if Xn is a maximum of Yn, then
Prmax(Yn) = Pr(Xn). Moreover, if n is the root of T , then Yn = Y and Xn = X . In
the following, we prove the claim given above using induction over the tree structure
of T .

First, let n be a leaf node. Then, Yn contains only one path π and Xn = Yn.
In particular, Xn is a smallest maximum of Yn. n is marked with the probability
prob(π) = Pr(Xn) and the number 1 = |X |. Therefore, the claim holds for leaf nodes.
Now, let n be an inner node with children n′1, . . . , n

′
r for which the claim holds. That

means, for all n′i it holds that Xn′

i
is a smallest maximum of Yn′

i
and n′i is marked by

Pr(Xn′

i
) and |Xn′

i
|. Further, it is obvious that

Yn =

r
⋃

i=1

Yn′

i
.

To verify our claim for n we distinguish two cases:

Case 1: n is an AND node. It then holds that Xn =
r
⋃

i=1

Xn′

i
. Moreover, n will

be marked with the probability value pr =
r
∑

i=1

Pr(Xn′

i
) and the number x =

r
∑

i=1

|Xn′

i
|, c. f. Procedure “Update Values”. First, we show that Xn is compatible.

To do this, we consider the following scheduler. For each 1 ≤ i ≤ r, let di be a
scheduler under which Xn′

i
is compatible. Then, we define a scheduler d as follows.

For any path π ∈ Xn it is ensured that there is exactly an Xn′

i
with π ∈ Xn′

i
. Then,

for any 0 ≤ k < l(π), we define d on the prefix π(k) as d(π(k)) = di(π
(k)). It can

easily be shown that Xn is compatible under d. Moreover, it trivially holds that

|Xn| = x. Further, Pr(Xn) =
∑

π∈Xn

=
r
∑

i=1

Pr(Xn′

i
) = pr. Next, we show that Pr(Xn)



is maximal. Let A be a compatible subset of Yn. It is clear that A must be a union

of subsets A1, . . . , Ar with Ai ⊆ Yn′

i
. Then, it holds that PrA =

r
∑

i=1

Pr(Ai). How-

ever, it holds that Pr(Ai) ≤ Pr(Xn′

i
) because Xn′

i
is a maximum of Yn′

i
. Therefore,

it must hold that Pr(A) ≤ Pr(Xn). Then, Xn is a maximum of Xn. It remains to
be proven that |Xn| is minimal. Let A be a maximum of Y. Again, A must be a
union of subsets A1, . . . , Ar with Ai ⊆ Yn′

i
. The maximality of A implies that, for

each 1 ≤ i ≤ r, Ai is a maximum of Yn′

i
. By induction, it holds for all n′i that

Xn′

i
is a smallest maximum of Yn′

i
. In particular, it holds that |Xn′

i
| ≤ |Ai|. Then,

|Xn| =
r
∑

i=1

|Xn′

i
| =

r
∑

i=1

|Ai| = |A|. In conclusion, it holds that Xn is a smallest max-

imum of Yn and n is marked with the probability value Pr(Xn) and the number
|Xn|.

Case 2: n is an OR node. Then, MAX points to the child n′x for which Pr(Xn′

x
)

is maximal and |Xn′

x
| is minimal. It then holds that Xn = Xn′

x
. Further, n is marked

with the probability value Pr(Xn′

x
) and the number |Xn′

x
|. Let π ∈ Yn′

i
and π′ ∈ Yn′

j

be two paths where i 6= j. We can be sure that any set of paths containing both
π and π′ is not scheduler compatible. This is because both paths π and π′ start
with a common prefix and afterwards they execute two different actions. This is
not possible for any scheduler since a scheduler always returns for the same finite
path the same action. Therefore, any scheduler compatible subset of Yn must lie
completely in Yn′

i
for some 0 ≤ i ≤ r. In particular, any maximum of Yn must be

a maximum of Yn′

i
for 0 ≤ i ≤ r. However, Procedure “Update Values” ensures

that Pr(Xn′

x
) ≥ Pr(Xn′

i
) = Prmax(Yn′

i
) for any 0 ≤ i ≤ r. It also ensures that

|Xn′

x
| ≤ |Xn′

i
| in the case that Pr(Xn′

x
) = Pr(Xn′

i
). Thus, Xn = Xn′

i
is a smallest

maximum of Yn and the claim also holds in this case.

⊓⊔

Example 5. From Example 4 we know that the MDP from Figure 2 violates the prop-
erty Φ = P≤0.09 (true U≤3 crash). We use our method to generate a counterexample.
Our adoption of Eppstein’s algorithm searches the state space for paths satisfying
(true U≤3 crash) which are then added into an AND/OR tree, which is illustrated in
Figure 3. Some nodes of interest are additionally labeled with the marks used in our
method, i.e., the probability value and the number of paths. We see that the root is
marked with 0.095 and 3, which means that the found maximum (highlighted in the fig-
ure by bold lines) has the probability 0.095 and consists of 3 paths. Since 0.095 > 0.09,
the maximum that was found is also a counterexample. Out of a total of 14, which
is the number of all paths stored in the tree, our counterexample consists of only 3
compatible paths. This counterexample facilitates gaining insight why the property is
violated: For instance, it shows that a large portion of the total probability mass of the
counterexample of 0.095, namely 0.05, is caused by the immediate crash of the second
component after it becomes busy. Another major contributor is the crash of the first

component after the loop (s0, s0)
β1−−→ (s0, s0) with a mass of 0.025. The remainder is

related to the loop (s0, s1)
β3−−→ (s0, s1) which increases the likelihood of a crash after

staying busy for a longer period of time. To debug the system, meaning to make it
immune against violations of the property Φ, one has to reduce the probability of the
paths making up the counterexample. For instance, this would require to redesign the
system such that the transition probability from busy to crash is reduced. Another



approach is to lessen the impact of the loops at the ready and busy states in terms of
the likelihood to crash.

We point out that our construction delivers a counterexample that is minimal with
a maximal probability with respect to R. However, it is possible that there are paths
in the set Sat(φ)\R that the search algorithm has not yet explored which together
with some paths from R will form a counterexample with less paths and an even
higher probability mass. In this regard our approach may not deliver a global optimum.
However, the counterexample our method provides includes only paths from R which,
as argued before, are the most probable and crucial ones.

3.4 Application to DTMCs

A DTMC can be considered as an MDP in which in every state exactly one action is
available, i.e., with trivial non-determinism. With this understanding our approach can
be applied to DTMCs. More precisely, we consider a given DTMC D as an MDP and
apply our approach to it. Note that for such an MDP there exists a unique scheduler
d which delivers for each finite path the unique action available in the path’s last
state. Evidently, all paths in D, in particular those which are delivered by the search
algorithm, are valid under d. Consequently, the set R of the delivered paths is scheduler
compatible and, consequently, has got a unique smallest maximum which is the set R

itself. Therefore, the algorithm will terminate as soon as Pr(R) exceeds the specified
probability upper-bound p. The counterexample is the whole set R. That means that
we get an approach which is very similar to that one presented in [14]. The main
difference between applying our approach to DTMCs and the approach from [14] is
that our approach uses an AND/OR tree to store the paths of the counterexample.
The reader may get the impression that this is an unnecessary overhead. In fact, an
AND/OR tree is not needed because the scheduler compatibility of R is guaranteed
by nature. Hence, it can be skipped. However, the use of an AND/OR tree reduces
the memory consumption of the method. This is because the AND/OR tree saves the
counterexample in a compressed form where the paths shares the common prefixes.
Therefore, the memory required to store the counterexample is significantly less than
the space which would be occupied if the counterexample paths would be stored in a
normal list. We conclude this section with the insight that our approach can be applied
to DTMCs where the usage of AND/OR trees reduces the memory space needed to
store the counterexample.

4 Experimental Evaluation

For the purpose of experimental evaluation we implemented the approach including
the implementation of an adopted version of Epstein’s algorithm for k shortest paths
and a data structure for AND/OR trees in Java. Our implementation uses the PRISM
Simulation Engine to generate the state space of Prism models, here MDPs. All case
studies considered in this section are available from the PRISM webpage2:

A Two Dice: This case study models the behaviour of two dice using only fair coins.
We analyse here the probability to throw two sixes.

2 http://www.prismmodelchecker.org/



B IPv4 Zeroconf Protocol: This case study is a model of a dynamic configura-
tion protocol for IPv4 addresses. We are interested in the probability that a host
picks an IP address already in use. We configured the model with the parameters
NO RESET , N = 1000 (number of hosts) and loss = 0.1 (probability of message
loss). The parameter K (number of probes to send) was set to K = 1 (B.1), K = 2
(B.2) and K = 3 (B.3), respectively.

C Probabilistic Fair Exchange: This case study uses Rabin’s protocol for proba-
bilistic fair exchange. We check the reachability of an unfair state, i.e., a state in
which a party B possesses a party A’s commitment of the other, but A does not
possess B’s commitment. In our experiments we set the single parameter of the
model N to the value 100.

Table 1 gives an overview of some model characteristics.

Model States Transitions Actions Probability Memory [KB]

A 169 436 254 0.02778 7.4
B.1 26,280 61,129 47,602 0.01538 1,194.0
B.2 77,279 180,442 142,023 0.00304 3,559.1
B.3 158,941 369,344 293,180 0.00061 6,996.3
C 20,400 40,399 20,599 0.01000 689,9

Table 1. Model statistics

To maintain some generality of our experiments we did not specify probability
bounds in the properties we checked. Consequently, the algorithm would have run
until all paths in the model are considered. We stopped the algorithm after 50, 000
iterations. We also forced the algorithm to ignore paths without significant impact on
the result, i.e., with a probability less than 10−6.

Counterexample Quality. As mentioned before, a good counterexample, in this context,
is one which carries a high probability and contains as few paths as possible. In order
to investigate the quality of counterexamples which our approach delivers we applied
it to the models A, B.1, B.2, B.3, C presented above. We recorded the probability
of the found solution and the number of its paths after each search iteration. For all
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curves in Figure 4 we observe a sharp increase in the beginning before they taper
off to form parallels to the x axis. This confirms that the most probable paths are
found first and that the remaining paths have insignificant probabilities and hardly
influence the result. Further, for all models, the probability of the found solution can
be arbitrarily close to the total probability. Thus, if the property is violated, it is
possible to give a counterexample no matter what probability bound is specified in the
considered property. Figure 5 illustrates the size of the counterexample in comparison
with the size of R. We notice that the size of the counterexample is very small compared
to the size of R which highlights the discriminative power between the ”noise” in R

and the delivered counterexample of our algorithm. In all cases the counterexamples
contain a manageable number of paths, which is essential for debugging. For example,
if the claim for model B.1 is that the probability of a host to pick an already used IP
address does not exceed 0.01, then a counterexample is provided after 800 iterations.
This counterexample has the probability 0.01009 and consists of 3 paths. Interestingly,
the solution of model C that our approach returns consists of exactly one path with
probability 0.01, which is identical to the total model probability.

Runtime. The runtime of our method is mainly determined by the number of search
iterations needed to compute a counterexample. Figure 4 shows that, for all models
except C, a solution carrying the most probability is found after less than 5, 000 search
iterations. This meant an acceptable runtime effort on the computing infrastructure
that we used. In light of the vagaries of a Java runtime environment we deliberately
refrain from giving precise runtime figures for the experiments. In order to give the
reader an idea of the actual runtime, it took on average approximately 3320 msec on a
machine with two Intel Pentium (4) 3.00 GHz processors and 2 GB RAM to compute
counterexamples when we set the probability upper-bound for every model to 50% of
the total probability given in Table 1. PRISM took on average 15450 msec to check the
models on the same machine. This should not be mistaken as a comparison between
PRISM model checking and our counterexample generation approach, but merely taken
to illustrate that counterexample generation is not necessarily more expensive than the
model checking itself. However, notice that for the type of properties that we currently
support our method can on some examples and for some probability bounds actually
be faster than complete model checking.

Memory Consumption. The task of generating counterexamples for stochastic model
checking, in particular for MDPs, is in general a harder problem than the model check-
ing task itself. To check a property P≤p(φ) the model checker just needs to compute
Prmax(φ), while any approach for generating a counterexample includes additional
memory effort to compute a large number of model paths and to identify those paths
which build the counterexample. Although, our method behaves very well with respect
to memory consumption. Figure 6 shows the memory consumption after each iteration.
We can see that for each of the models the maximal used memory is below 1.5 MB
which is very well acceptable from a practical perspective. Moreover, as explained in
the previous paragraph, a counterexample is found in most cases within at most 5,000
search iterations. This means, in most cases we are able to deliver a counterexample by
using no more than 0.5 MB. The sources of memory consumption for analyzing the case
study models, namely storage of the model state space (Model), memory needed by the
search algorithm (Search), and memory needed to store the AND/OR tree (AND/OR
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Tree), are depicted in Figure 7. Our counterexample determination method currently
requires an explicit, complete storage of the state space. The amount of memory needed
for this purpose is constant in the number of search iterations. For low numbers of it-
erations, including the range up to 5000 iterations where counterexamples for most
of the models were found, the model storage dominates the other sources of memory
consumption. In that range, memory needed for the Eppstein search is second, and
memory consumed by the AND/OR tree is the smallest contributor. Memory con-
sumption for the latter two operations grows linearly with the number of iterations,
where the growth of the AND/OR tree memory consumption is slightly steeper. This
can be explained by the fact that as the number of iterations is increased, the amount
of information that needs to be stored increases for both components, but while in the
Epstein search we only store additional search marks, in the AND/OR graph complete
paths and hence more information has to be stored.

5 Conclusion

In this paper we have presented an efficient method to determine counterexamples for
the violation of upwards-bounded PCTL formulae by MDPs. Our method mainly con-
sists of two components. The first component is an adoption of Eppstein’s k-shortest-
path algorithm to deliver the most probable paths violating the desired PCTL formula.
In the second component these paths are inserted into an AND/OR tree which deter-
mines a maximum of the set of paths delivered so far. The algorithm stops when the
probability of the found maximum exceeds the probability bound specified in the PCTL
formula and returns the found maximum as a counterexample. A counterexample pro-
vided by our method has a minimal size and a maximal probability over the set of all
paths delivered by by the first component. Our experimental results show the usefulness
of the provided counterexamples as well as the scalability of the method.

Current and Future Work. We currently work on improving the memory consumption
and runtime of our method by developing an on-the-fly, heuristics-guided algorithm
which allows the selection of counterexamples for MDPs without requiring the genera-
tion of its complete state space. We also work on integrating our approach into existing
probabilistic model checkers, such as PRISM and MRMC. Finally, we are investigat-
ing visualisation techniques which will help the user in analysing counterexamples and
debugging the model.
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