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Abstract
Social networks have seen an unprecedented surge of interest in the past few years. Traditionally, they are restricted
to central server farms which collect huge amounts of private information from their users. This fails to address two
key issues which we expect to shape future social networks:
(1) including mobility and location awareness and (2) privacy concerns of the users. Our paper addresses the locality
challenge by providing a distributed wireless peer-to-peer
infrastructure, which enables discovering of user profiles
of nearby users and their friends. More importantly, using easy-to-understand mechanisms that preserve your privacy and render the storage of plain data unnecessary, our
system facilitates meeting new friends and recognising old
friends in a crowd. Unlike prior approaches in social networking, we focus on utilising mobile devices that establish
direct connections to each other, broadcasting camouflaged
information that preserve user privacy without losing the
ability of similarity finding using a technology based on a
graph representation of a user’s data-set and subsequently
mapped on a Bloom filter. Furthermore, our approach can
be generalised to utilise an inherent property of social networks, namely transitivity, that makes it even more common
to get into contact with new, like-minded people.

1. Introduction
Nowadays, we face a novel kind of social networking,
virtual social networks as enforced by well known platforms like Facebook, MySpace or Friendster – just to name
a few – that have more than 50 million registered users. This
new approach to social networks somehow reflect the old
habit of mankind that like-minded people tend to arrange
themselves in groups with similar interests. Thus, the Internet made it possible to arrange groups in different, possibly
far away, geographic locations and still share their interests
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Figure 1: Soclialising: (a) direct connection requests from
one person (red node) to other people (beige nodes) shown
as red arrows and (b) getting connected to an arbitrary
person utilizing the transitive relationship between interadjacent connected people.

as well as exchange information.
However, this new kind of social networking also reflects
another aspect of today’s’ life. Information is no longer
solely stored and found in databases or documents in the
World Wide Web. Instead information, or to be more precise, knowledge, is provided by people. Hence, social networking becomes even more prominent when searching for
information to solve a problem. Simplified, it all comes
down to knowing the right people that might provide you
with relevant information. Therefore, the question we face
today is less and less how we find the information, but more
and more how we find, and even more important, how we
get in contact with someone who has the information and
knowledge to help us. Such group-forming networks, as discussed in Reed’s law [19], have a utility which grows exponentially with the number of participants, unlike traditional
networks whose utility merely grows linearly or quadratically.
Looking at the construction process, we can distinguish
between the “old-fashioned” real-world social networks,
the type of network we are all used to since the birth of
mankind, and the novel type of networks virtual social net-
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works in which people probably never met or meet each
other in real life. In both cases there are, more or less, two
ways to get connected to other people (cf. Fig. 1): (1) you
directly get in contact with another person due to sheer interest in the person – whatever this interest might be – or (2)
get connected by a third person, thus, some kind of transitive relationship.
Especially the second type of connection is facilitated in
virtual social networks as one can simply explore the profiles of contacts from person one is directly connected with.
Note that the term “friend” gets somewhat altered in the
context of virtual social networks as it is by far easier to
simply click on the “OK” button for an incoming connection request than getting acquainted to someone before calling him a “friend” as it is the common case in real-world
social networks. Actually, anonymity even facilitates these
virtual social networks. However, as virtual social networks
alter the type of relationship between people in the way that
personality becomes more or less irrelevant to get connected
to other people – only the mere interest for a specific topic
connects one person to another – they bypass the geographic
context in which people reside. Therefore a virtual social
network tends to grow much faster than a real-world social
network. Again, technology simplified it to stay in contact
with others in our social network even with remote locations
of our planet, for instance via e-mail or chat, however, the
most obvious device we use to stay in contact with others –
and probably nowadays the most personal device nowadays
– are mobile phones.
This would make mobile phones the optimal source of
building up social networks by simply always broadcasting
personal information, were it not for some concerns about
our privacy.
Especially in virtual social networks information is published airily by users that are unaware of the potential risk of
identity theft or that this information could get embarrassing
sometime in the future. In some sense this also applies to
real-world social networks where people carefree give away
their personal data that is gladly used by companies to tailor
user specific advertising. Even if data is made anonymous
recent results published by Narayanan and Shmatikov[18]
have shown that “simple anonymisation” can easily be circumvented. Therefore, as social networking more and more
facilitates technologies to store and distribute information
over the Internet, privacy should be a major issue in the next
generation of social networks.
Examining these requirements closer we can refine the
following problem definition::
Mobility:: The next generation of social networks will
more frequently facilitate mobile devices to connect the
users to each other. However, mobile devices are restricted
to some constraints that can be reduced to storage capac-

ity and data transfer rates. These constraints must be met
to establish a mobile social network with a convenient user
experience and user benefit.
Privacy:: The most convenient user experience and
benefit for a user would be rendered useless if the user
himself and his data are not protected against attacks.
Therefore, the next generation of social network must meet
an easy to use, but reasonably save protection of someones
private data.
We continue with a motivating example to introduce our
approach to mobile social networking we call Major Domus
Redux (MDrX)::
Neo, a young and motivated tech-savvy computer scientist attends a conference on peer-to-peer networking. As he is new to this field of computer science
and does not know anyone who could help him with
his initial ideas, he decides to utilize MDrX to get in
touch with researchers who could give him some fundamental ideas and information to start with. Unbeknownst to even the scriptwriter, Neo has another
issue on his mind. During his early research with
computer networks he discovered some strange, unaccountable phenomena in the behaviour of his system. Some mysterious, unaccountable errors occur
over and over again and Neo starts to question his
programming skills. As Neo does not want to blame
himself he decides to keep this information private,
however, he still intends to dig into this problem and
even likes to know if some of his colleagues encountered the same, or a similar phenomenon. By utilizing the privacy preserving feature of Major Domus
Redux he updates his profile accordingly. Major Domus Redux will now include this shadowed information when comparing his profile with other users of
the system.
In this paper we propose a system that approaches the issues we brought up so far, namely utilizing mobile devices
to create mobile social peer-to-peer networks while preserving user privacy. We contribute to the constraints inherent
to mobile devices by reducing the amount of data to store
on a mobile device utilizing Bloom filters first introduced by
Burton Bloom [3] that are common in networking today that
also facilitates low data transfer size. However, we do not
simply create a Bloom filter for a user’s data set but camouflage the data by introducing fake data. Therefore, we propose an initial system to close the gap between the two types
of social networks, real-world social networks, and virtual
social networks; working towards a network which provides
both the limited information disclosure experienced in real
world with the facilitated community-building process from
virtuality.
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Figure 2: The infrastructure setup using direct short-distance connections (blue arrows) as well as arbitrary-distance connections. The later can be established by either accessing an access point – note that an access point can be either a WiFi access
point of some cell phone access point like a GSM or UMTS base station – or by a standard cable link.

2. Related Work
In general, a virtual social networks aim towards some
specific kind of business or interest group where users
can share their ideas, their experiences, and information.
Weaver and Morrison[21] recently analyzed these trends in
online social networks.
Also, the approach to mobile social networks gained
some interest recently. Kanis et al.[14] introduced a prototype of a device that exchanges information with other
people in the vicinity of the user that own the same device, called the iBand. The iBand exchanges information
about its users and their relationships, automatically exploring the intersection of interests of the users whenever two
devices detect each other. Counts and Geraci[7] make use of
location-aware mobile devices – e.g. cf. Fischmeister[10]
– to track a users physical co-location with other users
and build a social network system that incorporates this information. Another approach, based on RFIDs has been
demonstrated by Konomi et al.[15]. Their system responds
to nearby users and algorithms dynamically derive common interests, displaying social networks on a large display device. Bottazzi et al.[4] recently proposed a semantic context-aware middleware founding a fundamental platform for mobile social networking.
Another important aspect when talking about mobile social networks was already emphasized in section 1, namely
sheer technical constraints we have to meet when dealing with mobile devices. In the field of network applications, there exists a widely used and accepted concept to
reduce storage and data transfer size based on the work
of Bloom [3], Bloom filters. A Bloom filter is a simple

space-efficient randomized data structure for set representation which supports membership queries with drawback of
allowing false positives. However, in most cases this drawback is outweighted by space savings. Mitzenmacher [17]
introduced compressed Bloom filters that save even more
space without increasing the possibility of false positives.
Another approach that extends Bloom filters is the one proposed by Chazelle et al. [5]. They introduce the so called
bloomier filter that generalizes the standard Bloom filter to
compactly encode functions to support approximate evaluation queries. Therefore, Chazelle et al. are able to not
only handle simple membership queries but handle arbitrary
functions. Guo et al. [12] extend the original concept of
Bloom filters to dynamic Bloom filters (DBF). DBF enable
membership queries in dynamic sets opposed to static sets
as with standard Bloom filters.
In general, Bloom filters found general approval in distributed systems and networking. Bauer et al. [1] utilize
Bloom filter arithmetic to optimize distributed queries in
peer-to-peer networks, including the handling of multiple
subqueries, while keeping resource consumption by queries
and index information as low as possible. For instance,
Song et al. [20] extend the concept of conventional hash
table lookups used in network processing algorithms and
applications by utilising extended Bloom filters. Dharmapurikar et al. [8] propose a fast packet classification technique that utilizes an on-chip Bloom filter to avoid look-ups
in subsets that contain no matching rule. However, Hurley and Waldvogel [13] have shown that Bloom filters are
not the only way to go. They pointed out that some application areas where Bloom filters are employed today do
not require the strong restriction of no false-negatives, thus,

other approaches that allow false-negatives can outperform
Bloom filters.
As stated in section 1, virtual social networks facilitate anonymity of their users, however, publishing information about oneself ease privacy restrictions even though the
user itself is accountable for this. Traditionally, privacy in
databases is ascertained by access control, completely preventing access to selected types of information. When some
of the information should be made available, inference control (cf. [9]) can be used to ensure only aggregated information is delivered, whereas operations on multiple subsets
will not reveal individual entries. The inverse is private
information retrieval (cf. [6], [16]), where the database
is unable to successfully profile the querier. Bellovin and
Cheswick [2] use encrypted Bloom filters to query a data
base. In a nutshell, Bellovin and Cheswick mask the intentional database query by augmenting the proper questions with fake inquiries. As the authors show, making the
fake questions look plausible is very hard, when your questions are under the scrutiny of a trained eye. Freedman et al.
[11] provide efficient private set intersection, which solves
the above problems, but lacks transitivity and, more importantly, deniability: An attacker can create a set of his “interests” which cover what it wants to learn from the victim,
thereby being able to profile him with arbitrary scrutiny.
Woodruff and Staddon [22] introduce the concept of private
inference control, PIC, to control the amount of information
that can be obtained by a querier or the database owner.
In contrast to the aforementioned related work we not
only propose to utilize mobile devices to facilitate mobile
social networking but also take into account the constraints
we have to meet when dealing with these devices as well as
protecting a user’s privacy

3. Major Domus Redux
Our system facilitates to meet new, interesting, or likeminded people using mobile devices like smartphones. As
already stated in section 1, mobile phones are probably
one of the most personal items someone owns, maintaining an extensive list of contacts, managing appointments
by means of an embedded calendar, writing e-mails, or
doing basic document editing. Therefore we build up the
infrastructure of our system around these devices and utilize arbitrary wireless technologies to establish short lived
ad hoc peer-to-peer networks. Simplified, we can distinguish between two different types of wireless connections:
(1) Short-distance networks, for instance Bluetooth connections, or (2) arbitrary-distance connections via the Internet.
Note that, in general, mobile devices have different possibilities to get connected to the Internet (e.g. integrated WLAN
cards, or normal cell phone networks like GSM or UMTS
just to name two).
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Figure 3: Information stored on a MDrX device. The user’s
camouflaged data-set, a list of registered, but not necessary
known or connected people, and a factbook that maintains
data associated with other users. Data-Sets related to other
users are only stored if the other person is connected to oneself (if an arc exists in the graph that corresponds to the social network topology).
Both types of network facilitate location awareness. The
first through sheer range restrictions, the later, for instance
utilized with a smartphone, through location determination
as, for instance, previously described by Fischmeister [10].
A recently released open-source platform that supports location determination is the android1 mobile platform that includes location-based services2 . MDrX utilize both types of
networks to build up the necessary infrastructure as shown
in Fig. 2.
However, mobile devices have considerable technical
restrictions that must be taken into account when utilizing these devices to create mobile social networks. These
constraints can be broken down to storage space and data
transfer rates. To contribute to these constraints, we utilise
Bloom filters [3] to reduce the amount of storage space
needed as well as to reduce the necessary bandwidth, or
connection time, respectively, to transfer the data. Note
that Bloom filters are only one potential candidate that
solves this problem for the moment, however, other approaches might be even more appropriate as Hurley and
Waldvogel[13] have shown.
At present, and for the sake of simplicity, our system
only connects to registered users of the system, simplified,
only users that are contained in one’s MDrX specific ad1 http://code.google.com/android/
2 http://code.google.com/android/toolbox/apis/lbs.html

dress book. Therefore, every mobile device in our system
design maintains the following elements (cf. Fig. 3)::
User-Specific Data:: The user’s specific, private data will
be camouflaged (on demand) and optimized by our system
to meet the storage as well as transmission size constraints
aforementioned. This process is discussed in detail in section 3.1.
Social Network:: The social network, to be more precise
the list of users registered with our system, are stored in a
simple list. With every connected user – note that the term
connected refers to the state that two user’s either own a device that where at least paired once to each other – we store
the user’s specific (camouflaged) data. Simplified, the dataset for another users is only stored iff an edge exists in the
graph that represents the social network topology. The data
about the actual social network topology is utilized later
whenever two devices get paired. This will be discussed
in section 3.2
Factbook:: The factbook is some kind of small knowledge base oneself can maintain to associate some kind of
specific data or information related to another person. This
knowledgeable can be utilized to store some additional information about the person that where revealed whilst getting in (real-world) contact with the other user. For instance,
this additional information could contain some obvious fake
information that where scattered through our camouflaging
technique in the other user’s data-set.

3.1. How to Camouflage Your Data?

Figure 4: An illustration of a graph G for a global data-set
(grey nodes and edges), for the user specific subgraph G0
(red nodes and edges) and inserted fake vertices and edges
(beige nodes and edges) that, together with G0 form the extended user graph G0lie . Note that the nodes and edges of
G0 and the fake nodes and edges, respectively, overlay the
nodes and edges of G.
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To protect a user’s private data we perform a precomputation step as follows. Assuming that there exists global
data-set that is a superset for user data-sets – in practice,
this is an adequate assumption – we map the global data-set
on a graph G(V, E), as well as the user data-set on a graph
G0 (V 0 , E 0 ), respectively. The set of nodes V corresponds
to the elements of the global data-set, the nodes in V 0 correspond to the elements of the user’s data-set. The edges
E = {(u, v)|u, v ∈ V } are defined by an arbitrary but predefined relationship between the elements in the data-set.
Similar, the edges in E 0 = {(u0 , v 0 )|u0 , v 0 ∈ V 0 } correspond to the same relationship in the user’s data-set. Thus
we have G0 (V 0 , E 0 ) ⊂ G(V, E).
Further, we can define a third graph Glie (Vlie , Elie ) =
G\G0 . We enhance a user’s graph by introducing fake ver0
tices vlie
∈ Vlie through three simple random schemes: (1)
single, random node insertion, (2) insertion by adding nodes
as leafs to the spanning tree of G0 , and (3) by inserting random clusters that somewhat resemble clusters of the original user-specific data-set. Let G0lie be the enhanced user-
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Figure 5: Mapping of nodes to the Bloom filter through the
hash functions Hi ; i = 1, . . . , n. The bits that correspond
to the global filter are shown in black, nodes from the user
specific subgraph G0 are shown in red, and bits set by mapping fake nodes are shown in beige. Note that the bits for
the global graph G and the user specific graph G0 and G0lie
are depicted in the same Bloom filter to point out that user
specific Bloom filters are a subset of the Bloom filter for the
global graph.
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Figure 6: The granularity introduced by using byte values instead of bits in the Bloom filter. (a) The Bloom filter encoding
only G0 . (b) The Bloom filter for a “lightweight” version of G0lie , and (c) the Bloom filter for G0lie . Note that all values in the
Bloom filter will be set to the lowest granularity level.
specific graph. A graph illustrating the relationship between
G, G0 and the extended user graph G0lie is shown in Fig. 4.
Thus, we protect the user’s private data by introducing lies
taken from a consistent set of options. We camouflage the
user’s data without restricting the access to the data-set.
However, mapping a data-set to a graph does not really
reduce the storage space needed to store a user’s profile on
the device. To reduce storage space as well as the size of
the transmitted data, we make use of an inherent property
of MDrX, namely that we only need to check if an element
is contained in another user’s profile, thus, a membership
query. An obvious solution – and a widely accept technique
in networking today (cf. section 2) – is to use a Bloom filter
to maintain a user’s data-set.
Therefore, we map each node of G0lie on n indices utilizing hash functions Hi ; i = 1, . . . , n as depicted in Fig.
5. We obtain a space efficient data-structure that representing a user’s data-set camouflaged by fake vertices that guard
the true data of the user but still allows membership queries,
even though fake data is embedded.
Per-User Classification:: Beside simply using Bloom filters to efficiently store a user’s (camouflaged) data-set, we
propose to distinguish between users. This is usefull whenever a user wants to let other people obtain more precise
information from his data-set. Aforementioned we camouflage the original data-set of a user by introducing fake information. However, there are situations where a user has
more confidence in one person than the other, thus, he likes
to reduce the amount of fake information in his Bloom filter.
To achieve this, we make use of an idea derived from
Chazelle et al. [5], the bloomier filter. We not only store
bits in our Bloom filter but byte values in the range [0, 3],
where 0 still represents a non-set bit in the Bloom filter.
However, a value of 3 for an index is set whenever a hash
function Hi maps a node v 0 ∈ V 0 on the index. Thus, a
value of 3 is only set for elements that are true members
of the user’s data-set. Values of 1 and 2 set for an index
represent fake information, which in we use the value of 2

to include a subset of fake information from G0lie , the value
of 1 corresponds to all fake information contained in G0lie .
In other words, we distinguish between transmitting only
the Bloom filter corresponding to G0 (cf. Fig. 6(a)), the
Bloom filter that corresponds to G0lie (cf. Fig. 6(c)) – the
Bloom filter that represents the camouflaged data-set of the
user –, or a Bloom filter corresponding to a “lightweight”
version of G0lie (cf. Fig. 6(b)). Using this more granular
classification of nodes we are able increment the reliability
of the transmitted information on a per user basis.
An important aspect of this scheme is that we will always
transmit a single bloom filter that contains only values of the
actual granularity level the user has chosen to submit. Thus,
if a user has chosen to send his Bloom filter with level 2 to
another user, the receiving user will get an array containing
only 0 and 2 as values. Additionally, as oneself can use
the factbook to maintain some notes about the other user,
oneself could mark elements in the other user’s data-set as
fake information. This additional information could either
be propagated by the other user directly, or could just be a
guess of oneself due to some conclusions onself has drawn
over time.
For the sake of simplicity we limit ourselves to only three
different increments, however, extending this technique to a
finer grained version is straightforward.

3.2. How to Get in Contact?
To establish a connection to other devices, we propose
a simple connection protocol, as outlined in Fig. 7, to create short lived ad hoc peer-to-peer networks. In general this
protocol is used for all types of network connections, either if we build up a direct connection using short-distance
networks, or if we use arbitrary-distance networks.
The first step in our connection protocol is to locate other
devices on the network that are running MDrX. To achieve
this we broadcast short bind messages over the available
network connections. These simple messages include the
device-id of the sending device as well as the user’s user-

Requester

Responder

bindToService (id: int, uid: int): void

acceptBind (id: int, uid: int, bloom: byte[]): void

checkSimilarity (bloom: byte[]): int

[similarity exceeds threshold]
toConnectRequest (similarity: int)
[similarity exceeds threshold]
acceptConnected ()

Figure 7: The MDrX connection protocol to pair two devices, exchange information about interests and possibly
connect the two users.
id. Whenever MDrX is running on another system that receives a bind request, it consumes the message, stores the
requester’s device-id in its list of known devices (the list
that maintains the registered users) according to the user-id
passed as second argument, and accepts the bind request by
transmitting back its own device-id as, the responder’s userid, and the responder’s Bloom filter as a byte array. Then,
the requester compares the its own Bloom filter with the one
received from the responding device and calculates a similarity value s = [0 . . . 100].
If s ≥ δrequester , where δrequester = [0 . . . 100] is a user
chosen threshold, the requesting device sends back the similarity value s to the responder, requesting a connection to
the user of the responding device. Note that this connection
request is mere a request to get connected to the responding
user in terms of a social network connection, thus, to create
an edge between the two users in the graph that represents
the topology of the social network. Whenever the responder
receives such a connection request it compares s to its own
user chosen threshold δresponder . If s ≤ δresponder a last
message is passed to confirm the connection request and inform the user that a new, possibly interesting connection,
was established.
What follows depends on the actions of the users. As
both users are informed about the new connection, and depending on the network connection that was used to pair the
devices, they could immediately get in direct contact, or at
least get in virtual contact to exchange some first information.

By now, Neo, the young computer scientist arrived at
the conference location. As a tech-savvy person, he is
equiped with the latest mobile communication device
running MDrX. Short-time after the first sessions took
place he gets some notifications from MDrX that there
are some interesting colleagues attending the conference that seem to have similar interests and research
areas as himself. Again he utilizes MDrX to make
appointments for the lunch break to discuss some of
his ideas with his colleagues as well as talk about
the papers presented earlier that day. One of his colleagues, Morpheus, a calm expert in the development
of distributed systems, attracts his attention. Neo is
not sure what exact interests he and Morpheus have
in common, as during their discussion it came up that
they both work on completely different areas in the
sweeping field of networking and distributed computing. However, MDrX initialized the contact for some
reason. Thus, Neo updates his factbook, adding a
new rule associated with Morpheus, such that Morpheus now receives a more accurate version of Neos’
profile. Later that day, Morpheus contacts Neo and
asks him to join Morpheus for dinner in the evening to
discuss some interesting issues he can not talk about
right now. As the two meet each other for dinner
in the evening, Morpheus comes to talk about some
strange, unaccountable issues he encountered lately
during the implementation of his latest ideas. These
issues seem familiar to Neo and he reveals that he has
similar problems. They discuss their issues for hours,
looking at each other’s implementation, however, the
errors that come up do not seem to be features but
more a set of bugs that both systems seem to share.
After they spent hours on debugging, and found some
errors in their applications, they narrowed down the
cause to a of their faulty systems to a data-structure,
a complex data-matrix. Happy that they now have
at least a more concrete idea about the cause of the
unaccountable behaviour of their systems, suddenly,
Neo has the feeling he already has seen this scenario
before. A déja vu!
Transitivity:: As we intend to utilize the transitive relationship between people to enable users to get in touch with
others they do not know yet, but have links to them through
arbitrary intermediate directly connected people, we propose to extend the connection protocol to facilitate locating
these people. This extension to the standard connection protocol is illustrated in Fig. 8.
In contrast to the simple protocol the responding device now also asynchronously broadcasts the bind request
to other mobile devices in its network neighborhood, possibly to devices the initially requesting device can’t con-

nect to, serving as a proxy for the requesting device. Thus,
the responding device becomes a proxy for the requester by
delegating the requester’s bind request to others. To reduce
network load, the proxy will only delegate bind requests to
other devices in the network neighborhood that are associated with already established contacts, thus with people
they are connected to by an edge in the graph representing
the social network topology.
Beside the additional delegation of the bind request to
connected users, the responding device proceeds with the
same steps as described in the standard MDrX protocol.
However, other devices that got the bind request through the
proxy device can now either send and accept bind response
to the initially requesting device, again using the proxy as a
delegate. One could think about this technique as if a person would look-up in his address book to check if there are
direct contacts that might have an answer to a problem the
initially requesting person asked. Additionally, the proxy
could serve as an arbitrary filter between the original requesting device and the devices the initial bind request was
delegated to through the proxy. This establishes a highly
flexible and modular approach to modern social networking
utilizing mobile devices.

ing people, amongst using direct connections, through transitivity inherent to social networks (either real-world social
networks or virtual social networks). Further we presented
a simple but useful scheme to protect a user’s private data
by introducing fake elements into the original data-set.

4. Conclusion
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In this paper we addressed some important questions that
come up nowadays moving towards the next generation of
social networking. First, and probably the most important
aspect is the lag of privacy we face in common social networks. Second, that modern social networking is virtual
most of the time. Certainly, virtual social networks make it
easy to get in touch with others, however, this sole virtual
socializing can not (completely) substitute real-world social networks. Further, common virtual social networks assume that their users want to explore the content of the network provided by other users, thus they require their users
to search for information. This kind of pull-approach to
get in touch with others seems to be immature compared to
the abilities we have today, especially looking at the technological advance we observed in mobile computing lately.
Additionally, we explored an interesting feature inherent to
arbitrary social networks, transitive relationships, and how
to utilize these in our system to facilitate meeting new, interesting people.
We proposed a system that uses mobile devices to locate
possibly interesting, like-minded people to share information and knowledge with each other using a push-approach.
Our system does not expect a user to look-up other possibly
interesting people in a network but get notified about interesting people she might like to get in contact with. We realize this by building short lived ad hoc peer-to-peer networks
utilizing arbitrary network technologies and facilitate locat-

Future Work Aforementioned, Bloom filters are not the
only way to go to reduce storage space and connection
bandwidth. Future research will go towards comparing
other techniques to reduce storage space of user data. Another aspect we like to look at is the possibility to define an
appropriate middleware layer for our system to build up a
more convenient infrastructure. This would also include to
open up the system in such a way that the social network
stored on a user’s device will grow dynamically by simply
connecting to other devices without the a priori information
about the registered users. Further, we like to explore the usage of semantic technologies that could be help-full to compare the interests of users and help them define their profiles
as well as receive better results during profile matching due
to specific interrelated information that could be modelled
more precisely.
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