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Deutsche Zusammenfassung
Unter einem Netzwerk verstehen wir einen Datensatz bestehend aus einer
Menge von Objekten oder Individuen (den Knoten eines Graphen) zusammen
mit einer oder mehrerer Beziehungen zwischen diesen (formalisiert durch die
Kanten eines Graphen). Netzwerkanalyse umfasst Algorithmen, die solche
Datensätze als Eingabe erhalten und hieraus Informationen über das gesamte
Netzwerk oder einzelne Elemente daraus berechnen. Beispiele für solche
Methoden sind etwa die Berechnung der Wichtigkeit oder Zentralität von
Individuen oder das Auffinden dicht zusammenhängender Teilgraphen (Cluster) innerhalb eines Netzwerks. Diese Arbeit befasst sich mit struktureller
Ähnlichkeit von Knoten in Netzwerken.
Ähnlichkeit von Objekten kann potenziell auf vielerlei Weise definiert
werden. So könnte man zum Beispiel zwei Web-Seiten als ähnlich sehen,
wenn sie ähnlichen Inhalt (Text) haben. In dieser Arbeit geht es jedoch
ausschließlich um Ähnlichkeit bezüglich der Netzwerkstruktur. Zum Beispiel
könnten zwei Web-Seiten, die beide auf viele andere Seiten verweisen (sogenannte hubs oder Portale) als ähnlich angesehen werden. Dies wäre ein
sehr einfaches Beispiel, in dem die Ähnlichkeit über die Netzwerkstruktur
definiert wird. Wir werden hier andere, wesentlich allgemeinere Definitionen
für strukturelle Ähnlichkeit vorstellen.
Das Konzept von struktureller Ähnlichkeit in Netzwerken (oder auch
struktureller Netzwerkpositionen) wird schon seit Jahrzehnten in der sozialen
Netzwerkanalyse eingesetzt. Frühe Definitionen sahen zwei soziale Akteure
als strukturell äquivalent an, wenn diese die gleichen Beziehungen zu den gleichen anderen Akteuren haben. Obwohl diese recht strikte Definition auf verschiedene Weise relaxiert wurde, sind bisherige Ansätze entweder ungeeignet
für irreguläre Anwendungsdaten, oder sie operationalisieren nur eine sehr
eingeschränkte Sicht von struktureller Ähnlichkeit, bei der etwa automorph
äquivalente Knoten nicht zwingend als ähnlich erkannt werden können. Der
Hauptbeitrag dieser Arbeit ist eine neue Formalisierung von struktureller
Ähnlichkeit, die allgemein anwendbar und gleichzeitig robust gegenüber Irregularitäten ist.
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In Kapitel 2 und Abschnitt 3.1 geben wir eine systematische Übersicht
über bisherige Definitionen. Wir gehen dabei besonders darauf ein, inwiefern
sich diese Konzepte in der Netzwerkanalyse einsetzen lassen, oder welche
Probleme sich bezüglich effizienter Berechenbarkeit, Güte der Ergebnisse
oder Einschränkung der Allgemeinheit ergeben. Ab Abschnitt 3.2 stellen
wir in Kapitel 3 unsere neue Formalisierung von struktureller Ähnlichkeit
vor. In Kapitel 4 zeigen wir, wie strukturelle Ähnlichkeiten in der Analyse
und Visualisierung von Anwendungsdaten eingesetzt werden können. Die erhaltenen Methoden sind effizient und lassen sich auf empirische Daten anwenden in denen Annahmen an die Netzwerkstruktur nur ungefähr erfüllt sind.
Kapitel 5 zeigt, dass strukturelle Ähnlichkeiten verbesserte Heuristiken für
das Färben von Zufallsgraphen liefern. Bisherige spektrale Algorithmen für
dieses Problem, die nur auf Zufallsgraphen mit uniformen Kantenwahrscheinlichkeiten anwendbar waren, wurden verallgemeinert und deren Korrektheit
unter schwächeren Voraussetzungen bewiesen.
Teile dieser Arbeit wurden bereits in [19, 20, 21, 22, 63] veröffentlicht.
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Chapter 1
Introduction
Many datasets consist of a set of objects together with one or more relations.
Such datasets will informally be called networks and are mathematically
represented by graphs, i. e., sets of vertices connected by edges. Examples
include networks of humans together with kinship or friendship relations,
affiliation networks where actors are connected by common participation in
events or common membership in organizations, authorship networks where
researchers are connected by co-authored documents, citation networks where
articles point to other articles, customer-product networks where customers
are linked to the products they bought or evaluated, or online discussion
groups where users respond to other users. Concrete examples include Amazon’s “who purchased this, also purchased that”-network, the WWW where
Web-pages link to other pages, and the online encyclopedia Wikipedia where
users are co-authoring articles and articles point to other articles.
While it is generally believed that valuable information is contained in
these networks, their sheer size makes it a challenging and important task
to extract this information automatically. For instance, a Web-user who is
interested in a particular topic can obviously not read billions of Web-pages
to find pages treating that topic. Instead he has to rely on search engines that
provide a small set of pages hopefully containing (some of) the most relevant.
Similarly, a company that collected data about millions of customers buying
or rating thousands of products can only obtain useful knowledge about
customer behavior with the help of automated data-processing.
Network analysis methods (see [86] and [18] for an overview) can help
in performing such tasks by solving different graph-theoretic problems. A
well-known issue is the computation of importance or centrality of vertices
(see, e. g., Chapt. 5 of [86]). For instance, Google’s PageRank [23] defines
the importance of Web-pages relative to a user’s query and thereby facilitates
seeing the most important results first. A different goal in network analysis is
7

the computation of densely connected groups of vertices (see, e. g., Chapt. 7
of [86]). The hope is that these clusters correspond to natural divisions of the
network into, e. g., articles or documents treating similar topics, researchers
working on the same problems, or customers interested in the same products.
A third issue in network analysis (which is the topic of this thesis) aims
at computing groups of vertices that occupy the same structural position or
play the same role in the network (see, e. g., [63] or Chapts. 9–12 of [86]).
Before reviewing previous approaches for role similarity and describing our
contributions we briefly give an intuition of network roles and positions.
Formally, methods that compute role assignments partition the vertex
set of a graph into several classes. However, in contrast to clustering where
these classes have to be densely connected, role assignments try to identify
classes of vertices that occupy the same position, play the same role, or have
the same function in the network. To illustrate this distinction, employees
of a company that work on the same projects are likely to form a dense
group, e. g., due to having frequent email or face-to-face contact. Nevertheless, densely connected employees may occupy different positions (like, e. g.,
manager or secretary) and these differences are reflected in their mutual relations. However, positions are normally not so evident, since social actors
do not always occupy institutionalized positions (like manager or secretary).
In many social networks, actors appear uniform or at least differences in
their positions are not known. In this situation we might still discover informal positions dependent on the relations that actors have with other actors.
For instance, Turner et al. [84] analyzed the patterns of user interaction in
Usenet groups and identified several types of users (in our notation, groups
of users that occupy the same position), among others the answer person,
questioner, troll (someone who likes to draw others into useless discussions),
spammer, and flame warrior. Of course, these positions are not institutionalized (nobody enters a Usenet group officially as a questioner). Instead,
the positions are determined by the pattern of interaction these users have
with other users. Moreover, note that these types of users do not correspond
to dense groups. It is simply impossible that a dense group of users (users
that have frequent interaction) is solely composed of, e. g., questioners. To
summarize these considerations we conclude that in many networks there
is a meaningful group structure which does not necessarily coincide with a
partition into dense clusters and that these groups are defined (or reflected)
by similar patterns of interaction to other groups.
Contribution. This work gives a systematic overview of existing approaches
for role similarity and introduces a novel approach, called structural similar-
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ity, which unifies and extends many of the previous definitions and overcomes a series of drawbacks inherent in these proposals. The term structural
similarity is motivated by the fact that the similarity is dependent on the
relations, i. e., the graph structure.
Organization of this Work
Previous approaches and their relation to structural similarity.
Table 1.1 gives an informal classification of different approaches for rolesimilarity of vertices. The terms in italics serve as intuitive labels, the Roman numbers (I–IV) are only for reference. Approaches for Classes I–III are
operationalized by definitions proposed in previous work. Our new approach
fits in Class IV. Below we note which approach is treated in which chapter
or section.
Table 1.1: Classification of notions of vertex similarity. The two rows
distinguish between discrete approaches that establish equivalence or nonequivalence of vertices and real-valued approaches that establish similarity
values for pairs of vertices. The two columns distinguish between formalizations that require (almost) identical neighborhoods for equivalent (similar)
vertices and formalizations that require equivalent (similar) neighborhoods
for equivalent (similar) vertices (compare Fig. 1.1).

equivalence

identical neighborhood

equivalent neighborhood

(I)neighborhood identity

(III)neighborhood equivalence

similarity (II)neighborhood overlap

(IV)neighborhood similarity

The most basic approaches define vertices as structurally equivalent if
they have identical neighborhoods (see [64]), i. e., if they connect to exactly
the same other vertices. This requirement fits in Class I in Table 1.1 and
is treated in Sect. 2.2. Clearly, this requirement is much too strict to be
of use in noisy, empirical networks, as vertices will be seldomly structurally
equivalent.
To obtain more robust measures, structural equivalence has been relaxed
in the sense that vertices are defined to be similar to the extent that their
neighborhoods overlap, see Chapts. 9 and 10 of [86], Chapt. 10 of [18], and
references therein. This requirement fits in Class II in Tab. 1.1 and is treated
9

Figure 1.1: Two graphs with vertex partitions indicated by the coloring.
Left: Equivalent vertices have identical neighborhoods—as required in the
column on the lefthand side in Table. 1.1. Right: Equivalent vertices have
equivalent (but non-identical) neighborhoods—as required in the column on
the righthand side in Table. 1.1.

in Sect. 3.1. However, this understanding of structural position is still a very
limited point of view. Coming back to the Usenet example, two users may be
equivalent in their role (e. g., may both be answer persons) without replying
to any common other user. Furthermore these measures are not capable
to identify vertices that are far apart (e. g., that lie in different connected
components, or in loosely connected dense subgraphs), even if these vertices
cannot be distinguished in terms of the graph’s structure (e. g., even if they
are an automorphic image of each other). Several researchers have pointed
out that the requirement of identical neighborhoods (left column in Tab. 1.1)
does not meet the intuition of structural position (see, e. g., [78, p.78] or [65,
p.304]). A more exhaustive explanation of the limitations of these measures
is given in Sect. 2.2.3.
To overcome these limitations, several formalizations have been proposed
that recognize vertices as equivalent if their neighborhoods themselves are
equivalent (but not necessarily identical). This requirement fits in Class III
in Tab. 1.1 and is treated in Sect. 2.3. These notions provide intuitive role
assignments on specifically designed small examples that exhibit a regular
structure. Furthermore, these types of equivalences have proven to be useful in combinatorical applications like determining equivalent states of finite
automata or partitioning highly symmetric configuration graphs in combinatorial optimization. On the other hand, the discrete approaches (upper row
in Tab. 1.1) are inappropriate for noisy, irregular empirical networks. Major
drawbacks are the facts that results are often trivial (very small classes),
10

highly sensitive to small changes in the input data, computationally intractable, and unable to deal neither with varying importance of vertices nor
with vertices that do not fit exactly into one of the classes. A more exhaustive
explanation of the limitations of discrete notions is given in Sect. 2.6.
The novel approach, structural similarity, is obtained by a relaxation of
discrete notions that require neighborhood equivalence to the real-valued
notion of neighborhood similarity. While it is not the first formalization of
neighborhood similarity, it is much more general than previous approaches
and enjoys a number of conceptual and practical advantages. Starting from
Sect. 3.2, the whole remainder of this work treat definition, computation,
mathematical properties, and applications of structural similarity.
Content of Chapters. Chapter 2 presents definitions and properties of
discrete notions of role-equivalence (upper row in Tab. 1.1). Chapter 3
presents definitions and properties of real-valued notions of role-similarity
(lower row in Tab. 1.1) mostly our new proposal structural similarity.
Both, Chapt. 2 and 3 are mostly on a formal level, although definitions
and theorems are usually illustrated by small examples. Chapters 4 and 5
present large-scale applications for the framework of structural similarities.
In Chapt. 4 we develop analysis and visualization techniques for empirical
network data. In Chapt. 5 we illustrate how the framework of structural similarities yields improvements for spectral algorithms in different application
areas ranging from heuristics for hard graph partitioning problems to data
analysis tasks like collaborative filtering or latent semantic indexing.

11

Chapter 2
Equivalence
In this chapter we describe concepts for the classification of vertices that seek
equivalence of vertices and not just similarity. While we already argued in the
introduction that these concepts are inappropriate in the context of irregular
noisy application data (compare Sect. 2.6), we will nevertheless treat them
in detail for several reasons. Firstly, to relate our work to previously defined
concepts. Secondly, to illustrate the differences between various concepts
which are often easier to understand in the discrete case. Last but not least,
to clarify precisely which properties make these concepts inappropriate in
which situation.
Definitions in this chapter have in common that vertices which are claimed
to occupy equivalent structural network positions must have something in
common with respect to the relations they have with other vertices, i. e., a
generic problem definition for this chapter can be given by
given a graph G = (V, E),
find a partition of V that is compatible with E.
The generic part here is the term compatible with E. In this chapter, we
present definitions for such compatibility requirements, and properties of the
resulting classes of vertex-partitions.

2.1

Preliminaries

In this section we recall some previously defined notions. In Sect. 2.1.1, we
recall standard notation from graph theory, in Sect. 2.1.2, we introduce the
term role assignment and describe an ordering relation on the set of vertex
partitions, and in Sect. 2.1.3 we define a graph structure on the class level
induced by a vertex partition.
12

2.1.1

Graphs

A (directed ) graph G = (V, E) consists of a finite set of vertices V and a set
of (directed ) edges E ⊆ V × V . An edge (v, v), connecting a vertex v with
itself, is called a loop. A weighted graph is a graph G = (V, E) together with
edge weights w : E → R. In this work, edge weights are usually interpreted as
encoding the strength of the relation, as opposed to weights encoding, e. g.,
distance of vertices. If all edge weights are integers, the weight of an edge
is also called its multiplicity and the graph is called a multigraph. The edge
weights are often extended to a function w : V ×V → R by setting the weight
of (u, v) to zero if (u, v) 6∈ E. A graph without given edge weights is identified
with the one that assigns weight one to every edge and weight zero to every
non-edge. Similarly, a weighted graph is identified with the one that results
from deleting all edges with weight zero. Thus, we adopt the convention that
all graphs are weighted and edge weights are different from zero. A graph
G = (V, E, w) is called undirected or symmetric if w(u, v) = w(v, u) holds
for every pair of vertices. A graph is called simple if all edges have weight
one. If not stated otherwise, “graph” refers to directed, weighted graph that
may have loops. This graph model will be extended in Sect. 2.4, where we
consider graphs with multiple relations.
If e = (u, v) ∈ E, we say that u and v are adjacent and also that u and
v are neighbors. Further e is called incident to u and to v and u and v are
called incident to e. The set
N (v) = {u ∈ V ; (u, v) ∈ E or (v, u) ∈ E}
of all vertices adjacent to v is called the neighborhood of v. The out-neighborhood
of v is
N + (v) = {u ∈ V ; (v, u) ∈ E} ,
the set of all vertices that receive an edge from v. Conversely, the inneighborhood of v is
N − (v) = {u ∈ V ; (u, v) ∈ E} ,
the set of all vertices that send an edge to v. A vertex
P v is called isolated
+
if N (v) = ∅. The out-degree
of
a
vertex
v
is
d
(v)
=
u∈V w(v, u) and its
P
−
in-degree is d (v) = u∈V w(u, v). A graph is called regular if all its vertices
have the same in-degree and the same out-degree. In an undirected graph
the degree of a vertex v is d(v) = d+ (v) = d− (v).
A graph (V 0 , E 0 ) is called a subgraph of a graph (V, E) if V 0 ⊆ V and
0
E ⊆ E. A subgraph (V 0 , E 0 ) of (V, E) is called an induced subgraph if
E 0 = {(u, v) ∈ E ; u, v ∈ V 0 }. A subset U ⊆ V is called an independent set
13

if U induces a subgraph without edges. A subgraph is called a clique if every
pair of different vertices in it is connected by a bidirected edge. A graph is
called complete if it is a clique.
Let G = (V, E, wG ) and H = (W, F, wH ) be two graphs. A bijection
ϕ : V → H is called an isomorphism from G to H if for every two vertices
u, v of G it is wG (u, v) = wH (ϕ(u), ϕ(v)). For graphs without edge weights
this is equivalent to (u, v) is an edge in G if and only if (ϕ(u), ϕ(v)) is an edge
in H. Two graphs G and H are called isomorphic if there is an isomorphism
from G to H. Isomorphic graphs have exactly the same structure, only their
vertices are named differently. An isomorphism from a graph to itself is
called an automorphism. If ϕ and ψ are two automorphisms on the same
graph, their composition ϕ ◦ ψ : v 7→ ϕ(ψ(v)) is again an automorphism.
This composition is associative, the identity-mapping is the neutral element
and each automorphism has an inverse. Hence the set of automorphisms of
a graph is a group.
Let G = (V, E, w) be a graph and n = |V |. The adjacency matrix of G is
the real n × n matrix A = A(G) whose rows and columns are indexed by the
vertices of G and where Auv = w(v, u). If X is a matrix whose columns are
indexed by the vertices of a graph then X(v) denotes the v’th column-vector
of X. The transpose of an m × n matrix X is the n × m matrix X T defined
by XijT = Xji .

2.1.2

Equivalence, Partition, and Role Assignment

Classification of vertices can be expressed by three mathematical notions:
by a vertex partition, by an equivalence relation on the vertex set, or by a
mapping of vertices to some set of classes or positions (called a role assignment). Here we establish that these are just three different formulations for
the same underlying concept.
Let V be a set and ∼⊆ V × V a (binary) relation on V . In this context
we also write u ∼ v for (u, v) ∈∼. The relation ∼ is called an equivalence
relation on V if it satisfies for all u, v, w ∈ V
• v ∼ v (reflexive),
• u ∼ v implies v ∼ u (symmetric),
• u ∼ v and v ∼ w implies u ∼ w (transitive).
If ∼ is an equivalence relation on V and v ∈ V then [v] = {u ; u ∼ v} is called
its equivalence class. We can consider the elements of an equivalence relation
as edges of a graph on V . Such a graph G has the following properties: all
14

edge weights of G are one, every vertex has a loop, G is undirected, and G
is the disjoint union of unconnected cliques (the equivalence classes). See
Fig. 2.1(left) for an example.

Figure 2.1: Left: graph of an equivalence relation on a set of five vertices,
associated to the partition {{1, 2, 3}, {4, 5}}. Right: the associated role assignment maps 1, 2, and 3 to the class A and 4 and 5 to the class B.
A partition P = {C1 , . . . , Ck } of V is S
a set of non-empty, disjoint subsets
Ci ⊆ V , called classes, such that V = ki=1 Ci . That is, each vertex is in
exactly one class.
The set of equivalence classes of an equivalence relation is a partition.
Conversely, a partition induces an equivalence relation by defining that two
vertices are equivalent if and only if they are members of the same class.
These two mappings from equivalence relations to partitions and vice versa
are mutually inverse.
A third formalization of this concept adopts the point of view that vertex
classification is the assignment of classes to vertices.
Definition 2.1.1 A role assignment for V is a surjective mapping r : V →
W onto a set W of positions, classes, or colors.
(Note that, in contrast to a frequent usage of the term “vertex coloring” in
computer science, a role assignment can map adjacent vertices to the same
class.)
A role assignment r : V → W defines a partition of V by taking the
inverse-images r−1 (w) = {v ∈ V ; r(v) = w}, w ∈ W as classes. Conversely
an equivalence relation induces a role assignment for V by the class mapping
v 7→ [v].
We do not distinguish two role assignments that differ only in a renaming
of the set of classes:
15

Remark 2.1.2 Let r : V → W and r0 : V → W 0 be two role assignments.
Then, the following two assertions are equivalent.
1. r and r0 define the same equivalence relation on V ;
2. there is a bijection ϕ : W → W 0 such that r0 = ϕ ◦ r.
In either case we do not distinguish between r and r0 .
For instance, Fig. 2.1(right) shows a role assignment associated to the partition {{1, 2, 3}, {4, 5}}. If we labeled the two classes with (say) X and Y
instead of A and B, we would obtain an equivalent role assignment.
Remark 2.1.3 Partitions, equivalence relations, and role assignments mutually stand in a canonical one-to-one correspondence. For the remainder of
this chapter, definitions and theorems stated for one of these concepts translate to the other two.
If u ∼ v then we say that u and v occupy the same position, play the same
role, or are role-equivalent (according to the equivalence ∼).
Two specific and trivial role assignments are the identity partition and
the complete partition. The identity partition is the partition in which each
vertex v is in a singleton class {v}. It is associated to the equivalence relation
in which every vertex is only equivalent to itself and to the identity role
assignment v 7→ v which maps every vertex to a different position. The
complete partition is the partition that has only one class (the entire vertex
set). It is associated to the equivalence relation in which every pair of vertices
is equivalent and to the role assignment that maps every vertex to the same
position.
Lattice of Equivalence Relations
Obviously, there is in general more than one equivalence relation on a given
vertex set. Here we define a partial order on this set that turns out to be a
lattice (see e. g., [48]).
Equivalence relations on a set V are subsets of V × V , thus they can be
partially ordered by set-inclusion (∼1 ≤∼2 iff ∼1 ⊆∼2 ). (A partial order is a
binary relation ≤ with the properties that u ≤ v and v ≤ w implies u ≤ w and
u ≤ v and v ≤ u implies u = v. In contrast to a linear ordering, two elements
are not necessarily comparable in a partial ordering.) If ∼1 ≤∼2 then ∼1 is
called finer than ∼2 and ∼2 is called coarser than ∼1 . An equivalence ∼1 is
therefore finer than an equivalence ∼2 if, whenever two vertices are equivalent
according to ∼1 then they are equivalent according to ∼2 . Thus a finer
equivalence relation makes (possibly) more distinctions between vertices.
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We introduce formally the notion of a lattice. Let X be a set that is
partially ordered by ≤ and Y ⊆ X. We call an element y 0 of X an upper
bound (a lower bound ) for Y if for all y ∈ Y , y ≤ y 0 (y 0 ≤ y). We call an
element y 0 of X the supremum (infimum) of Y , if it is an upper bound (lower
bound) and if each upper bound (lower bound) of Y is larger (smaller) than
y 0 . The second condition implies that suprema and infima (if they exist) are
unique. Instead of supremum we also say least upper bound and instead of
infimum greatest lower bound. The supremum of Y is denoted by sup(Y ) the
infimum by inf(Y ). We also write sup(x, y) or inf(x, y) instead of sup({x, y})
or inf({x, y}), respectively. A lattice is a partially ordered set L, such that
for all a, b ∈ L, sup(a, b) and inf(a, b) exist. The supremum sup(a, b) is also
called the join of a and b and denoted by a ∨ b. The infimum inf(a, b) is also
called the meet of a and b and denoted by a ∧ b. A lattice is called complete
if suprema and infima exist for all subsets (not only two-element subsets). A
subset X ⊆ Y of a lattice Y is called a sublattice of Y if the meet and join
operation of Y restricted to elements of X, always yields an element of X. It
is easy to see that a sublattice is a lattice. Note however that a subset of a
lattice that is itself a lattice is not necessarily a sublattice. This distinction
becomes important later, since the property of being a sublattice implies the
existence of certain hull and interior operations (see, e. g., Corollary. 2.3.15
and Theorem 3.7.4).
The set of all equivalence relations on a vertex set V is a lattice (but
not a sublattice of the lattice of subsets of V × V ). If ∼1 and ∼2 are two
equivalence relations on V , then their intersection (as sets) is the infimum of
∼1 and ∼2 . That is, if ∼inf = inf(∼1 , ∼2 ), then
u ∼inf v ⇐⇒ u ∼1 v and u ∼2 v .
Thus, the infimum of two role assignments distinguishes between vertices
that play a different role in either one of the two role assignments. As an
example see Figs. 2.2 and 2.3. Figure 2.2 shows the personal network of
an Argentinian immigrant to Spain, together with two different partitions.
The partition P1 according to country of origin and partition P2 according to
country of residence. Some pairs of actors (e. g., 1 and 3) are equivalent in P1
but not in P2 . Conversely, other pairs of actors (e. g., 3 and 24) are equivalent
in P2 but not in P1 . Thus, none of the two equivalence relations identifies
all pairs that the other does and therefore P1 and P2 are incomparable.
Figure 2.3 shows the partition P3 which is defined to be the intersection of
P1 and P2 in Fig. 2.2. Whenever two vertices are equivalent in P3 , then they
are equivalent in P1 and in P2 .
The supremum of two equivalence relations ∼1 and ∼2 is slightly more
complicated. It must contain all pairs of vertices that are equivalent in either
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Figure 2.2: Personal network of an Argentinian immigrant to Spain partitioned in two different ways. Left: Partition P1 according to country of
origin. Black for Argentina, white for Spain, the grey vertex is from a European country different from Spain. Right: Partition P2 according to country
of residence. Black for Argentina, white for Spain.

∼1 or ∼2 , but also vertices that are related by a chain of such pairs. The union
∼1 ∪ ∼2 of two equivalence relations is in general not an equivalence relation
since it is not transitive. The transitive closure of a relation R ⊆ V × V is
defined to be the relation S ⊆ V × V , where for all u, v ∈ V
uSv ⇔ ∃k ∈ N, ∃w1 , . . . , wk ∈ V such that
u = w1 , v = wk , and ∀i = 1, . . . , k − 1 it is wi Rwi+1 .
The transitive closure of a symmetric relation is symmetric, the transitive
closure of a reflexive relation is reflexive and the transitive closure of any
relation is transitive. It follows that, if ∼1 and ∼2 are two equivalence relations on V , then the transitive closure of their union is the supremum of
∼1 and ∼2 . The supremum of two role assignments identifies vertices that
play the same role in either of the two role assignments. The supremum of
the two partitions P1 and P2 shown in Fig. 2.2, is the complete partition.
For instance, Vertices 37 and 38 are equivalent in the supremum since 37 is
equivalent to 3 in P1 and 3 is equivalent to 38 in P2 .
Theorem 2.1.4 ([48]) The set of equivalence relations is a lattice.
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Figure 2.3: Partition P3 which is the intersection (infimum) of the two partitions from Fig. 2.2. Black vertices are from Argentina and live in Argentina.
Light-grey vertices are from Argentina and live in Spain. The dark-grey vertex (Number 38) is from a country in Europe and lives in Spain. White
vertices are from Spain and live in Spain.

The identity partition is the minimum element in the lattice of equivalence
relations, the complete partition is the maximum element.

2.1.3

Role Graph

A role assignment encodes which individuals play the same role in the network. Thereby it gives valuable information about individuals. However,
there is a second gain arising from role assignments, namely that they give
an overview of the network structure by defining a network on the class level
(called role graph). For instance, food-webs, i. e., networks of living beings
together with predator-prey relationships, are normally not described on the
individual level but on the class level. More precisely, it is not encoded which
particular individual is eaten by which other individual. Instead, individuals
are classified and it is encoded which class serves as a prey for which other
class. Similarly, a large society of people is normally not described by build19

ing a network of individuals but by putting these into classes or levels and
describing the relations among them. The aggregated network is not only
much smaller, it can also be expected to be more stable over time. While
individuals enter and leave the network, it can be expected that carefully
chosen classes and their relations remain stable over longer periods of time.
The vertex set of the role graph is the set of classes. We define that two
classes are adjacent if there are adjacent vertices that are members of these
classes.
Definition 2.1.5 Let G = (V, E) be a graph and r : V → W a role assignment. The role graph R = (W, F ) is the graph with vertex set W (the set of
classes, positions, or colors) and edge set F ⊆ W × W defined by
F = {(r(u), r(v)) ; (u, v) ∈ E} .
The role graph R is also sometimes referred to as quotient of G over r.
Only encoding whether two classes are adjacent or not is a too coarse
distinction. It is more insightful to define edge weights that express how
strongly two positions (classes of vertices) are connected. Due to different
possibilities of normalization, these can be defined in several ways.
Definition 2.1.6 Let G = (V, E, w) be a weighted graph, r : V → W a role
assignment, and R = (W, F ) the associated role graph. Weights for a pair of
two classes (C1 , C2 ) ∈ W × W are defined as follows.
X
w(u, w)
(2.1)
wunorm (C1 , C2 ) =
u∈C1 ,v∈C2

wfnorm (C1 , C2 ) = wunorm (C1 , C2 )/|C1 |
wbnorm (C1 , C2 ) = wunorm (C1 , C2 )/|C2 |
p
wsnorm (C1 , C2 ) = wunorm (C1 , C2 )/ |C1 | · |C2 |
wdens (C1 , C2 ) = wunorm (C1 , C2 )/(|C1 | · |C2 |)

1 if (C1 , C2 ) ∈ F
wbool (C1 , C2 ) =
0 if (C1 , C2 ) 6∈ F

(2.2)
(2.3)
(2.4)
(2.5)
(2.6)

The unnormalized weight (2.1) simply sums the edge weights over all edges
connecting vertices from the two classes. This has the disadvantage that
(often) pairs of large classes are more strongly connected than pairs of small
classes. The forward normalized weight (2.2) overcomes this drawback by
defining the edge weight between two classes to be the average weight of edges
connecting a vertex from C1 to a vertex from C2 . Thus, if all edge weights
are equal to one, this is the average number of neighbors that a C1 -vertex
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has in C2 . Conversely, the backward normalized weight (2.3) is the average
weight of edges connecting a vertex from C2 to a vertex from C1 . Thus, if all
edge weights are equal to one, this is the average number of neighbors that a
C2 -vertex has in C1 . However, in these two definitions the role graph might
be directed even if the original graph is undirected (this happens always
if two adjacent classes are of different size). The symmetrically normalized
weight (2.4) overcomes this by dividing with the geometric mean of the class
sizes. The density (2.5) sets the weight between two classes to the proportion
of pairs of vertices that are indeed connected by an edge. This measure is
inappropriate in the context of sparse graphs, e. g., when the number of edges
is linear in the number of vertices, since then the weights between two classes
will tend to zero if the class sizes increase. The Boolean weight (2.6) simply
encodes whether two classes are adjacent or not.

2.2

Requiring Neighborhood Identity

In this section we introduce two types of role assignments that fit in Class I in
Table 1.1. These formalizations are built on the idea that, if two individuals
have the same neighbors, then they cannot be distinguished from the point
of view of any individual in the network. The two formulations differ in how
neighbors within the own class are treated. For simplicity we consider in this
section only simple graphs (i. e., graphs with edge weight one) and define
edge weights of the role graph according to the Boolean formulation (2.6) in
Def. 2.1.6.

2.2.1

Structural Equivalence

The most simple, but also most restrictive requirement of role equivalence
has been defined by Lorrain and White [64] who proposed that individuals
are role equivalent if they are related to the same individuals.
Definition 2.2.1 Let G = (V, E) be a graph, and r : V → W a role assignment. Then, r is called
1. out-structural if r(u) = r(v) =⇒ N + (u) = N + (v),
2. in-structural if r(u) = r(v) =⇒ N − (u) = N − (v),
3. structural if both conditions hold
for all vertices u, v ∈ V .
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By Def. 2.1.5 it holds for any role assignment r that, if (u, v) is an edge
in the graph, then (r(u), r(v)) is an edge in the role graph. If r is structural,
then the converse is also true. This is even an equivalent condition for a role
assignment to be structural.
Proposition 2.2.2 ([87]) Let G = (V, E) be a graph, r : V → W a role
assignment, and R = (W, F ) the associated role graph. Then, r is structural
if and only if for all u, v ∈ V , it is
(r(u), r(v)) ∈ F ⇐⇒ (u, v) ∈ E .
There is another equivalent characterization of structural equivalence
which is formulated by an identity of matrices and will be useful for comparison later. We define the characteristic matrix S of an equivalence relation
∼ by
(
1/r if u ∼ v and r is the size of v’s class ,
Suv =
0
else .
The normalization by 1/r seems to be arbitrary at the moment. However, it
is exactly this normalization which yields the following theorem. In any case,
representing equivalence relations by the more usual Boolean characteristic
matrices that have only zero or one as entries is equivalent to the definition
here since there is a canonical one-to-one correspondence between the two
representations.
Theorem 2.2.3 Let G = (V, E) be a graph with adjacency matrix A and
∼ an equivalence relation on V with characteristic matrix S. Then, ∼ is
structural for G if and only if it is AS = SA = A.
Proof
Assume that ∼ is a structural equivalence and let u, v ∈ V and
r = |[u]| be the size of u’s equivalence class. Then
(SA)uv =

X

Suw Awv =

w∈V

X 1
Awv .
r
w:w∼u

(2.7)

Obviously, all w that are equivalent to u are mutually equivalent themselves.
Thus, since ∼ is structural, either all or no such w have/has an incoming
edge from v. In particular, for all w with w ∼ u it is Awv = Auv and from
(2.7) it follows
1
(SA)uv = r Auv = Auv ,
r
which proves SA = A. The equation AS = A is shown using the fact that ∼
is out-structural.
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Conversely, assume that ∼ is not in-structural. Then there are vertices
u, v, w ∈ V such that u ∼ w, u has an incoming edge from v, and w does not
have an incoming edge from v. By (2.7) if follows that (SA)uv ≤ (r − 1) 1r <
Auv = 1 and hence SA 6= A.

Trivially, the identity partition is structural for each graph. A slightly
less trivial example of a structural equivalence is the bipartition of complete
bipartite graphs, see Fig. 2.4.

Figure 2.4: The bipartition of a complete bipartite graph (indicated by the
vertex coloring) defines a structural equivalence.
We note some elementary properties of structural equivalence. A class
of structurally equivalent vertices is either an independent set (as in the
example in Fig. 2.4) or a clique in which every vertex has a loop. The
undirected distance of two structurally equivalent, non-isolated vertices is at
most 2, since if u and v are structurally equivalent and u has a neighbor w
then w is also a neighbor of v. Thus, structural equivalence can only identify
vertices that are close to each other.
The requirement that structurally equivalent, adjacent vertices must have
loops is a serious drawback on loopless graphs. For instance, the two Vertices 30 and 31 in Fig. 2.3 are not structurally equivalent since they are
adjacent but have no loops. (Actually, in this graph only the isolated Vertices 35, 39, 40, and 45 are structurally equivalent.) Therefore, some authors
(including Everett and Borgatti [34]) defined vertices to be structural equivalent if their transposition is an automorphism of the graph. Note, that this
is strictly weaker than the requirement of identical neighborhoods. For instance, transposing the two Vertices 30 and 31 in Fig. 2.3 is an automorphism.
White and Reitz [87] gave a slightly different definition to make structural
equivalence applicable to loopless graphs. They required the equivalence in
Prop. 2.2.2 only if u 6= v. Again, the two Vertices 30 and 31 in Fig. 2.3 are
equivalent by this weaker criteria.
It can easily be verified that if ∼1 and ∼2 are two structural equivalences
for a graph, then so are their intersection and the transitive closure of their
union.
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Proposition 2.2.4 The set of structural equivalences of a graph is a sublattice of the lattice of all equivalence relations.
In particular there exists always a maximum structural equivalence (MSE)
for a graph. The property of being structural is preserved under refinement:
Proposition 2.2.5 If ∼1 ≤∼2 and ∼2 is a structural equivalence, then so
is ∼1 .
Although the above proposition is very simple to prove, it is quite useful, since
it implies that the set of all structural equivalences of a graph is completely
described by the MSE. A linear time algorithm for computing the MSE of a
graph is given in Algorithm 1.
Computation of Structural Equivalences
Computing the maximal structural equivalence for a graph G = (V, E) is
rather straight-forward. Each vertex v ∈ V partitions V into 4 classes (some
of which may be empty): vertices which are in N + (v) but not in N − (v), those
that are in N − (v) but not in N + (v), those that are in the out-neighborhood
and in-neighborhood, and those that are not adjacent to v. The basic idea of
Algorithm 1 is to compute the intersection of all these partitions by looking
at each edge at most twice. This algorithm is an adaption of the algorithm
of Paige and Tarjan, described in Paragraph 3 of [72] (also see Sect. 2.3.3)
for the computation of the regular interior, to the much simpler problem of
computing the MSE.
The correctness of Algorithm 1 follows from the fact that it separates
exactly the pairs of vertices with non-identical neighborhoods. An efficient
implementation requires some datastructures, satisfying the following time
bounds. A graph G = (V, E) must permit access to the (out-/in-)incidence
list of a vertex v (as well as scanning all elements in this list) in time proportional to the size of the list, an edge must permit access to its source and
its target in constant time, a partition must allow insertion and deletion of
classes in constant time, a class must allow insertion and deletion of vertices
in constant time, and a vertex must permit access to its class in constant
time. The requirements on partitions and classes are achieved if a partition
is represented by a doubly linked list of its classes and a class by a doubly
linked list of its vertices.
One refinement step (the loop over the vertices) for a given vertex v is
performed as follows.
1. Scan the outgoing edges of v. For each such edge (v, u), determine the
class C of u and create an associated class C 0 if one does not already
exist. Move u from C to C 0 .
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Algorithm 1: maximal structural equivalence (MSE)
Input: a graph G = (V, E)
maintain a partition P = {C1 , . . . , Ck } of V , which initially is the
complete partition P = {V }
// at the end, P will be the MSE of G
foreach v ∈ V do
foreach class C to which a vertex u ∈ N + (v) belongs to do
create a new class C 0 of P
move all vertices in N + (v) ∩ C from C to C 0
if C has become empty then
remove C from P
foreach class C to which a vertex u ∈ N − (v) belongs to do
create a new class C 0 of P
move all vertices in N − (v) ∩ C from C to C 0
if C has become empty then
remove C from P

2. During the scanning, create a list of those classes C that are split.
After the scanning process the list of split classes. For each such class
C mark C 0 as no longer being associated with C and eliminate C if C
is now empty.
3. Scan the incoming edges of v and perform the same steps as above.
A loop for a given v runs in time proportional to the degree of v, if v is nonisolated and in constant time else. An overall running time of O(|V | + |E|)
follows, which is also an asymptotic bound for the space requirement.
Summary for Structural Equivalence
Structural equivalence is theoretically and computationally very simple and it
provides a certain baseline for role assignments (in fact, nearly all concepts for
role similarity in this work are relaxations of structural equivalence, although
the relaxations follow different directions). However, structural equivalence
is much too strict for defining structural vertex positions in irregular and
possibly noisy application data as the result will be in most cases close to
the identity partition and therefore trivial. In the remainder of Chapt. 2, we
introduce equivalence relations that satisfy weaker constraints with respect
to the graph structure. In Sect. 3.1 we present measures that do no longer
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require equivalence of vertices but that define similarity by measuring how
much their neighborhoods overlap.

2.2.2

Modular Decomposition

In this section we present another compatibility requirement for vertex partitions that yields a convenient decomposition of a graph and is widely used
in graph theory and combinatorics. Here it is required that all vertices that
lie in one class must have identical neighborhoods outside their own class,
whereas structural equivalence required identical neighborhoods without any
restriction. The following is mostly adapted from [68]. In this section we
consider only loopless, undirected graphs where all edges have weight one.
Let G = (V, E) be a graph. A subset of vertices W ⊆ V is called a
module if for any v ∈ V \ W , either v is adjacent to every member of W ,
or v is adjacent to no member of W . It is easy to see that V and the
singleton subsets are always modules, called trivial modules. A partition P
of V is called a congruence partition if every class of P is a module. Thus
the complete partition and the identity partition are congruence partitions
for all graphs. In the context of modular decomposition the quotient G/P
of a graph G modulo a congruence partition P is defined to be the subgraph
induced by a set of representatives of each class of P. This is well-defined
since each class is a module, i. e., a different choice of representatives yields
an isomorphic subgraph. Note that in this context the quotient is different
from Def. 2.1.5 since loops connecting classes with themselves are dropped.
The set of modules of a graph G = (V, E) satisfies the following properties.
(We say that two sets overlap if they intersect and neither of them contains
the other.)
1. V and its singleton subsets are modules.
2. Whenever U and W are overlapping modules, then U ∩W , U ∪W , U \W ,
and the symmetric difference (U \ W ) ∪ (W \ U ) are also modules of G.
We call a module strong if it overlaps no other module. See Fig. 2.5 for a
graph and its strong modules.
Let M be the set of strong modules. We say that a strong module M1
is a (direct) child of another strong module M2 if M1 ⊂ M2 and there is no
M ∈ M such that M1 ⊂ M ⊂ M2 . This child-relation on M defines a rooted
tree whose nodes are the elements of M, whose root is V , and that has one
leaf for each vertex v ∈ V . A node of this tree corresponds to the element of
M that contains exactly the leaf descendants of that node. Such a tree will
be called a union tree on V . The union tree represents M in O(|V |) space. A
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Figure 2.5: Affiliation network G resulting from the affiliations W =
{0, 1, 2, 3}, X = {1, 2, 3, 4}, Y = {4, 5, 6}, and Z = {7, 8}. The strong
modules of G are: {1, 2, 3}, {5, 6}, {7, 8}, {0, 1, 2, 3, 4, 5, 6}, and the trivial modules (singleton sets and the complete vertex set). For instance,
{{0}, {1, 2, 3}, {4}, {5, 6}, {7, 8}} is a congruence partition for G, which reveals the vertices that participate in the same set of affiliations.

central observation is that all modules of G can be represented by the union
tree defined by its strong modules (and hence in O(|V |) space). A node U
is called degenerate if the union of any subfamily of the direct children of U
is a module; it is called prime if no union of any nontrivial subfamily of the
direct children of U is a module.
Theorem 2.2.6 ([68]) A strong module is either degenerate or prime.
All modules of G may thus be represented by constructing the union tree
of its strong modules and labeling the nodes as degenerate or prime. This
labeled union tree is called the modular decomposition tree (MD-tree) of G.
The MD-tree of a graph G = (V, E) can be computed in O(|V | + |E|) time
by the algorithm from [68]. See Fig. 2.6 for the MD-tree of the graph from
Fig. 2.5.
A node X in the MD-tree induces a graph whose vertices are the (direct)
children of X (which are strong modules of G). Two such children are adjacent if nodes contained in them are adjacent. Thus, the graph induced by a
node of the MD-tree is the quotient of a subgraph of G.
If a node of the modular decomposition tree is prime, then it induces a
graph that has no nontrivial modules. Such a graph is called prime. If a
node of the modular decomposition tree is degenerate, it induces a graph in
which every subset of nodes is a module. Such a graph is called degenerate.
A degenerate graph is either complete or edgeless.
A degenerate node that induces a complete graph is called an S-node,
a degenerate node that induces an edgeless graph is called a P -node. If we
label nodes in the MD-tree as S or P if they are degenerate and with the
induced subgraph if they are prime, then the MD-tree encodes not only the
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Figure 2.6: MD-tree T of the graph G shown in Fig. 2.5. The leaves of T are
the vertices of G. The internal nodes (A, B, C, D, and E) of T correspond
to the strong modules that are not singleton sets. They are labeled by S if
the induced graph is complete, by P if the induced graph is edgeless, and by
the induced graph if it is prime. For instance, the node B induces a prime
graph that is a path connecting the the modules {0}, D = {1, 2, 3}, {4}, and
E = {5, 6}.

set of modules of G but it is also possible to reconstruct G from this labeled
MD-tree, compare Fig. 2.6.
Summary for modular decomposition. Modular decomposition is an
effective tool in certain combinatorial applications, see, e. g., [68]. It has also
be used for drawing graphs that exhibit certain regular substructures (e. g.,
large cliques etc.), see [74]. Gagneur et al. [39] used modular decomposition
to identify functional complexes in protein-protein interaction networks. The
fact that the whole decomposition tree can be efficiently computed gives a
certain freedom in choosing the appropriate granularity for vertex classes.
However, due to the strong requirement, most classes in irregular graphs will
be either close to singleton classes or close to the complete vertex set.
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2.2.3

Limitations of Requiring Identical Neighborhoods

Neither structural equivalence, nor modular decomposition are sufficient as
a general formalization for role assignments. First of all, the requirements
are so strict that in empirical networks there will be seldomly a non-trivial
equivalence satisfying these constraints. Furthermore, the requirements are
highly sensitive to small changes of the network (such as missing edges etc.).
A second drawback is not so obvious but has been recognized already in [78]:
requiring identical neighborhoods (even in a relaxed version as in Sect. 3.1)
does not meet the intuition of structural position and yields similarity measures of limited generality that can only identify individuals which are close
to each other. We will illustrate this fact by several examples below.
We mentioned in the introduction that users in Usenet groups can play
different roles, such as answer person, questioner, or spammer (compare [84]).
It is easy to see that two users may be equivalent in their role (e. g., may
both be answer persons) without being structurally equivalent (i. e., without
replying to any common other user). Two users play the role of an answer
person if they both reply frequently to someone but not necessarily to the
same others, as it would be required by structural equivalence.
This drawback of structural equivalence has been remarked quite often.
For instance, Luczkovich et al. [65] explained as follows the insufficiency
of structural equivalence (operationalized by a measure which is called the
“Yodzis-Winemiller approach” below) for the task to discover trophic groups
in food webs:
As an example, consider two species of insect that serve as prey for
two different species of congeneric birds, and which consume very
similar, congeneric species of plants. In the Yodzis-Winemiller
approach, these two insect species would be placed in separate
trophic groups because they share no predators and no prey. Yet
this measure misses the similarity at a higher level of trophic
organization: both species have a similar trophic position within
the food web. Both insects are functional herbivores, and they
are eaten by very similar species, but there is no way for the
Yodzis-Winemiller approach to detect that these two have any
more in common than any random pair of species that also share
no prey or predators [65, p.304].
Similarly, Sailer [78] clarified the insufficiency of structural equivalence, referred to as the “Lorrain-White (LW) definition” (compare [64]), by the following example about roles in a fictitious juridical system (note that the term
block in [78] refers to what we call class).
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For example, two judges need not be connected to the same crook
in order to be classified into the same block (as seems to be required by the LW definition); they need only each be connected
to some crook, . . . [78, p.78]
As a last and more abstract example, in Fig. 2.7 the white vertices are indistinguishable in terms of the graph’s structure (since they are automorphic
images of each other). However, two white vertices belonging to different
stars have disjoint neighborhoods and hence would not be recognized as similar by measures that require (almost) identical neighborhoods.

Figure 2.7: Graph with a vertex partition indicated by the coloring. Vertices
with identical neighborhoods (like {4, 5, 6, 7}) can be recognized by equivalences defined in Sect. 2.2 (or by measures from Sect. 3.1). However, the fact
that all white vertices are structurally indistinguishable is not discovered by
these concepts.

2.3

Requiring Neighborhood Equivalence

The examples used in Sect. 2.2.3 already provide the idea how to generalize these measures: in many situations individuals that intuitively play the
same role are connected to equivalent (but not necessarily the same) alters.
For instance, two answer people in a Usenet group are connected (they reply) to some other users but not necessarily the same. Two species that
occupy a similar trophic position feed on (and are eaten by) other species
that themselves occupy similar tropic positions but that are not necessarily
the same species. Similarly, the white vertices in Fig. 2.7 all have a black
vertex in their neighborhoods, but not necessarily the same. In this section
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we present generalizations of structural equivalence which require no longer
that role equivalent vertices have identical neighborhoods but only that they
have equivalent neighborhoods. The intuitive notion of neighborhood equivalence (compare Table 1.1) can be formalized in different ways, which leads
to the different definitions presented here.

2.3.1

Automorphic Equivalence

Two vertices that are automorphic images of each other are indistinguishable
with respect to structural properties. Automorphic equivalence defines that
exactly these vertices occupy the same structural position.
Definition 2.3.1 ([34]) Let G = (V, E) be a graph, u, v ∈ V . Then u and
v are automorphically equivalent if there is an automorphism ϕ of G with
ϕ(u) = v.
Let G = (V, E) be a graph and H a subgroup of G’s automorphism
group (not necessarily proper). An orbit of the action of H on V is a subset
of vertices of the form {ϕ(v) ; ϕ ∈ H}, for a vertex v ∈ V . It is easy
to see that the orbits of a group of automorphisms define a partition of
V that is an automorphic equivalence. Such partitions will be called orbit
partitions. For example, the coloring in Fig. 2.7 defines the orbit partition of
the automorphism group of the shown graph.
It is easy to see that structurally equivalent vertices are automorphically
equivalent so that automorphic equivalence is a generalization of structural
equivalence. Orbit equivalence has the nice feature that its condition is invariant with respect to a shift to the complement graph. This is an advantage
in situations where it is not clear whether a relation is best expressed by an
edge or a non-edge. The computation of orbit equivalences is related to the
problem of computing the automorphism group for which no polynomial time
algorithms are known.
Summary for automorphic equivalence. Automorphically equivalent
vertices cannot be distinguished in terms of graph structure. It could therefore be argued that every general concept for defining structural positions
should include automorphic equivalence relations. However, the notion of
automorphic equivalence itself is inappropriate for irregular, noisy application data. First of all there are no efficient algorithms known to compute automorphic equivalence in the general case. Secondly, and more importantly,
automorphic equivalence will normally be close to the identity partition in
empirical networks and hence trivial. Furthermore automorphic equivalence
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is highly sensitive to small changes in the network which is a serious drawback in the context of noisy or dynamic application data (see Sect. 2.6 for a
more detailed discussion of this issue). To our knowledge, the novel concept
for role similarity which is introduced in Sect. 3.2 is the first measure of similarity that includes automorphic equivalence and at the same time is robust
to the irregularities of empirical data. In Sects. 2.3.2 and 2.3.3 we present
previously defined relaxations of automorphic equivalence that are built on
discrete approaches.

2.3.2

Equitable Partitions

The partition shown in Fig. 2.7 satisfies the condition that every white vertex has exactly one black neighbor and zero white neighbors and every black
vertex has exactly four white neighbors and two black neighbors. Thus equivalent vertices have the same colors but not necessarily the same vertices in
their neighborhoods. Partitions satisfying this condition have first been defined as divisors of graphs (compare [29]). They are known as equitable
partitions in algebraic graph theory (e. g., [44]). In the context of social network analysis, partitions of this type have been called exact colorations [34].
Below we give an equivalent definition which will be more convenient later.
We represent a partition P of n vertices into k classes by its characteristic
matrix P , which is the k × n matrix whose entries are defined by
( √
1/ r if vertex v is in class c and r = |c|
Pcv =
0
if v is not in class c .
√
The normalization by r seems to be arbitrary at the moment. However, the
so-defined characteristic matrices have the property that their rows have unit
length in the Euclidean norm which simplifies formulas later in this work.
In any case, representing partitions by the more usual Boolean characteristic
matrices that have only zero or one as entries is equivalent to the definition
here since there is a canonical one-to-one correspondence between the two
representations.
Definition 2.3.2 Let G = (V, E, w) be a graph, A = A(G) its adjacency
matrix, P a partition of V , and P its characteristic matrix. Then, P is called
1. out-equitable if P (u) = P (v) ⇒ P A(u) = P A(v);
2. in-equitable if P (u) = P (v) ⇒ P AT (u) = P AT (v);
3. equitable if both conditions hold;
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for all u, v ∈ V .
In [43], out-equitable has been called row equitable and in-equitable has been
called column equitable. It is easy to see that for undirected graphs all three
conditions coincide. To illustrate Def. 2.3.2 we make some comments. The
lefthand side of the required implication in Condition 1 (i. e., P (u) = P (v))
is satisfied if and only if u and v are in the same class. The righthand side
is an equation of k-dimensional vectors, if P has k classes. For a class c
the c’th entry of the vector P A(v) is the inner product of the c’th row of P
(which is the characteristic vector of class c) with the v’th column of A (which
encodes the weights of the edges starting from v). Hence, the c’th entry of
P A(v) is the number of out-neighbors of v that are in class c weighted
p by the
respective edge weights. (The fact that this number is divided by |c| does
not matter since both sides of the equation are equally normalized.) In short
Condition 1 requires that vertices that are in the same color class have the
same number of colors in their out-neighborhoods, where occurrences of a
color are weighted by edge weights. In particular, equitable partitions ensure
that role equivalent vertices have the same degree.
As an example consider the equitable partition in Fig. 2.7. If v is a
√ T
white vertex, then P A(v) = 0, 1/ 3 (independent on which specific white
√
√ T
vertex is taken). If v is a black vertex, then P A(v) = 2 3/3, 2 3/3 .
There is an equivalent characterization of equitable partitions. We represent an equivalence relation ∼ on a set of n vertices by its characteristic
matrix S, which is defined to be the n × n matrix
(
1/r if u ∼ v and r is the size of v’s equivalence class
Suv =
0
if u 6∼ v .
Again, the division by r seems to be arbitrary at the moment. However, it
is exactly this normalization which allows the characterization of equitable
partitions in Theorem 2.3.3. Furthermore, the representation of an equivalence relation by the characteristic matrix is equivalent to the representation
by the more usual Boolean characteristic matrix (which has only zero and
one as entries), since there is a canonical one-to-one correspondence between
the two representations.
Theorem 2.3.3 Let G = (V, E) be a graph with adjacency matrix A and
∼ be an equivalence relation with characteristic matrix S. Then, ∼ is associated to an equitable partition if and only if AS = SA (under real matrix
multiplication).
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Proof
Assume that ∼ is equitable and let u, v ∈ V , ru = |[u]|, and
rv = |[v]|. Further, let
X X
R=
Aww0
w0 :w0 ∼v w:w∼u

denote the sum of the edge-weights connecting the class of v with the class
of u. A central observation is that, since ∼ is out-equitable, every w0 ∼ v
gets the same share of this sum. In particular,
X
Awv = R/rv .
w:w∼u

Likewise, since ∼ is in-equitable, every w ∼ u gets the same share of this
sum. In particular,
X
Auw0 = R/ru .
w0 :w0 ∼v

Together we obtain
(SA)uv =

X

Suw Awv =

w∈V

and
(AS)uv =

X
w0 ∈V

Auw0 Sw0 v =

X 1
1
Awv =
R ,
r
ru rv
w:w∼u u
1
1
Auw0 =
R ,
r
r
v
u rv
0
0
w :w ∼v
X

from which it follows SA = AS.
Conversely, if ∼ is not equitable, then the sum
X X
R=
Aww0
w0 :w0 ∼v w:w∼u

is not equally shared for at least one pair u, v ∈ V and the equation SA = AS
is not satisfied (details are omitted).

A related theorem for structural equivalence (Theorem 2.2.3) stated that an
equivalence with characteristic matrix S is structural if and only if AS =
SA = A, which yields once more the fact that structural equivalences are
equitable.
Equitable partitions are even a relaxation of automorphic equivalence as
the following theorem states.
Proposition 2.3.4 ([33]) Orbit partitions are equitable.
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Figure 2.8: Example graph taken from [14]. The complete partition is equitable but not an automorphic equivalence. The coloring defines an automorphic equivalence and hence an equitable partition.

The set of orbit equivalences forms a proper subset of the set of all equitable
partitions, which can be proved by any regular graph which is not vertextransitive. For example, the complete partition for the graph in Figure 2.8
is equitable but not an orbit partition. The complete partition is equitable
exactly for regular graphs.
The next theorem states that the spectrum of the quotient over an equitable partition is a subset of the spectrum of the original graph. This fact
makes equitable partitions so useful in spectral graph theory (see, e. g., [29]).
If A is an n × n matrix (real or complex valued), then χ(T ) = det(T · id − A)
is a polynomial in T of degree n, called the characteristic polynomial of A.
Its roots are the eigenvalues of A. The characteristic polynomial of a graph
is the characteristic polynomial of its adjacency matrix. We note that a (real
or complex) polynomial q divides a (real or complex) polynomial p if and
only if the eigenvalues of q are a subset (counting multiplicities) of p.
Theorem 2.3.5 ([44]) Let G be a graph and P an equitable partition.
Then, if the edge weights of the quotient G/P are defined according to (2.2)
in Def. 2.1.6 (forward normalized), the characteristic polynomial of G/P
divides the characteristic polynomial of G.
The set of equitable partitions of a graph forms a lattice [34]. The
maximal equitable partition of a graph G = (V, E) can be computed in
O(|E| · log |V |) time (see [24] and [72]).
Many problems around equitable partitions are N P-complete. Let R
be a graph with edge weights. We remind that in the context of equitable
partitions the quotient is normally defined by (2.2) in Def. 2.1.6 (forward
normalized).
Problem 2.3.6 (Equitable R-Role Assignment) Given a graph G. Is there
an equitable partition P whose quotient equals R?
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At least for some R, the hardness of Problem 2.3.6 follows from known complexity results as the following theorem shows.
Theorem 2.3.7 There are graphs R such that Equitable R-Role Assignment is N P-complete.
Proof Follows from the fact that the N P-complete problem of deciding
whether a 3-regular graph has a perfect code [56], can be formulated as the
problem of deciding whether G has an equitable partition with quotient


0 1
R=
.
3 2

Summary for equitable partitions. Equitable partitions are powerful
tools in algebraic and spectral graph theory. While some problems around
equitable partitions are N P-complete, there are efficient algorithms to compute the maximal equitable partition of a graph, or to compute the coarsest
equitable refinement of an a priori partition. These algorithms could be used
to compute role assignments, but, due to irregularities, the results contain
in most cases too many classes and miss the underlying (possibly perturbed)
structure. In empirical networks the maximal equitable partition is often
close to the identity partition and hence trivial. Structural similarities, which
will be introduced in Sect. 3.2 are a relaxation of equitable partition which
is tolerant against irregularities.

2.3.3

Regular Equivalence

Regular equivalence goes back to the idea of structural relatedness of Sailer [78],
who proposed that actors play the same role if they are connected to roleequivalent actors—in contrast to structural equivalence, where they have to
be connected to identical actors. A formalization of this idea is given by
the definition of bisimulation (compare [70]) and [66]). The term regular
equivalence has been introduced by White and Reitz [87]. Borgatti and Everett [34] gave an equivalent definition in terms of colorings. A coloring is
regular if vertices that are colored the same, have the same colors in their
neighborhoods. In contrast to equitable partitions multiple occurrence of a
color makes no difference for regular equivalence. Therefore it is sufficient
to consider regular equivalence on graphs whose edges all have weight one
which we adopt as the graph model of this section. If r : V → W is a role
assignment and U ⊆ V then r(U ) = {r(u) ; u ∈ U } ⊆ W is the set of classes
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or colors that members of U have. Note that r(U ) is a set, i. e., multiple
occurrences of the same element (color) are ignored.
Definition 2.3.8 Let G = (V, E) be a graph. A role assignment r : V → W
is called
1. out-regular if r(u) = r(v) ⇒ r(N + (u)) = r(N + (v));
2. in-regular if r(u) = r(v) ⇒ r(N − (u)) = r(N − (v));
3. regular if both conditions hold;
for all u, v ∈ V .
An example of a regular equivalence can be seen in Fig. 2.9. Note that,
in contrast to equitable partitions, regularly equivalent vertices can have
different degrees.

Figure 2.9: Graph with a non-trivial regular equivalence indicated by the
vertex coloring. Note that the maximal regular equivalence of this graph is
the complete partition.

There are many more equivalent definitions for regular equivalence (see
e. g., [87, 17]). We recall one of these that uses Boolean matrix multiplication.
The Boolean characteristic matrix of an equivalence relation ∼ on a set of n
vertices is the n × n matrix S defined by
(
1 if u ∼ v ;
Suv =
0 else .
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If A and B are two n × n matrices with entries in {0, 1} the Boolean product
AB is defined to be the n × n matrix whose ij’th entry is
(AB)ij =

n
_

Aik ∧ Bkj .

k=1

Theorem 2.3.9 ([17]) Let G = (V, E) be a graph with adjacency matrix
A and ∼ an equivalence relation on V with Boolean characteristic matrix S.
Then, ∼ is a regular equivalence if and only if AS = SA holds under Boolean
matrix multiplication.
The use of Boolean matrix multiplication ignores multiple occurrences of a
color in the neighborhood of a vertex, which is consistent with the definition
of regular equivalence. In contrast, the corresponding theorems for structural
equivalence and equitable partition (Theorems 2.2.3 and 2.3.3) are formulated using real matrix multiplication, since for those types of equivalences
the number of occurrences of a color matters.
Elementary Properties of Regular Equivalence
The identity partition is regular for all graphs. More generally, every equitable partition (hence every orbit partition, and every structural equivalence)
is regular. It is easy to see that equitable partitions are a proper subset of
regular equivalences.
The next proposition characterizes when the complete partition is regular.
A sink is a vertex with empty out-neighborhood, a source is one with empty
in-neighborhood.
Proposition 2.3.10 ([14]) The complete partition of a graph G = (V, E)
is regular if and only if G contains neither sinks nor sources or E = ∅.
This implies the simple observation that for undirected graphs the maximal
regular equivalence is the division into isolates and non-isolates (and therefore
does not provide useful information). For instance the complete partition is
regular for the graph in Fig. 2.9, since this graph has no isolates.
We remember that the identity and the complete partition are called
trivial role assignments. A graph with at least 3 vertices whose only regular
role assignments are trivial is called role primitive in [33]. Constructing
directed role primitive graphs is trivial. For every directed path only the
identity partition is regular. Directed graphs which have exactly the identity
and the complete partition as regular partitions are, e. g., directed cycles of
prime length, since every non-trivial regular equivalence induces a non-trivial
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divisor of the cycle length. Undirected role primitive graphs are not that easy
to find but exist as well.
Theorem 2.3.11 ([33]) The graph in Figure 2.10 is role primitive.

Figure 2.10: A role-primitive undirected graph
It is easy to see that in the complete graph every role assignment is regular
(if all vertices in the complete graph have loops than every role assignment
is even structural).
Lattice Structure and Regular Interior
For a given graph there might be many regular equivalences and the maximal
regular equivalence is often trivial. Thus, in order to make regular equivalence a useful tool for role assignment one has to clarify whether it is possible
to characterize specific non-trivial elements of the set of regular equivalences.
One step in this direction is the observation that this set has a lattice structure, although it is not a sublattice of the lattice of all equivalence relations.
See the definitions for lattice and sublattice in Sect. 2.1.2.
Theorem 2.3.12 ([14]) The set of all regular equivalences of a graph G
forms a lattice, where the supremum is a restriction of the supremum in
the lattice of all equivalences. (For the infimum see Proposition 2.3.13 and
Corollary 2.3.16.)
Although the supremum in the lattice of regular equivalences is a restriction of the supremum in the lattice of all equivalences, the infimum is
not.
Proposition 2.3.13 ([14]) The lattice of regular equivalences is not a sublattice of the lattice of all equivalences.
Proof
We show that the infimum is not a restriction of the infimum in
the lattice of all equivalences (which is simply intersection). Consider the
graph in Figure 2.11 where the intersection of the two regular partitions
{{A, C, E}, {B, D}} and {{A, C}, {B, D, E}} is {{A, C}, {B, D}, {E}}, which
is not regular.
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Figure 2.11:
The intersection of the two regular equivalences
{{A, C, E}, {B, D}} and {{A, C}, {B, D, E}} is not regular for this
graph.

The fact that the supremum in the lattice of regular equivalences is a
restriction of the supremum in the lattice of all equivalences implies the existence of a maximum regular equivalence which lies below a given (arbitrary)
equivalence.
Definition 2.3.14 ([17]) Let G be a graph and ∼ an equivalence relation
on its vertex set. An equivalence relation ∼1 is called the regular interior of
∼ if it satisfies the following three conditions. The equivalence ∼1 is regular,
it is smaller than or equal to ∼, and for all ∼2 satisfying the former two
conditions it holds ∼2 ≤∼1 .
Another name for regular interior is coarsest regular refinement.
Corollary 2.3.15 Let G be a graph and ∼ an equivalence relation on its
vertex set. Then the regular interior of ∼ exists. On the other hand there is
in general no minimum regular equivalence above a given equivalence (called
regular closure or regular hull).
Proof The first part has been shown in [17]. For the second part recall the
example in the proof of Prop. 2.3.13 shown in Figure 2.11). It is easy to verify
that the regular partitions {{A, C, E}, {B, D}} and {{A, C}, {B, D, E}} are
both above the (non-regular) partition {{A, C}, {B, D}, {E}} and are both
minimal with this property.

Corollary 2.3.16 ([17]) The infimum (in the lattice of regular equivalence
relations) of two regular equivalence relations ∼1 and ∼2 is given by the
regular interior of the intersection of ∼1 and ∼2 .
Regular Equivalence, Bisimulation, and Dynamic Logic
Marx and Masuch [66] pointed out the close relationship between regular
equivalence, bisimulation (see, e. g., [70]), and dynamic logic (see [66] and
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references therein). Bisimulations are used, e. g., to prove equivalence of
finite automata: A finite automaton is a directed graph G = (V, E), whose
vertices are called states and whose edges are labeled with the letters of a
finite alphabet. Furthermore, an automaton has an initial state s ∈ V and a
set of terminal states F ⊆ V . The labels on a directed path from the initial
state to any terminal state form a word that is said to be accepted by the
automaton. The language defined by an automaton is the set of accepted
words. Two automata are equivalent if they accept the same language. A
partition of the vertex set of a graph is called stable if it is out-regular in the
sense of Def. 2.3.8. Consider the partition P0 = {F, V \ F } into terminal and
non-terminal states and let P be the coarsest stable refinement (out-regular
interior) of P0 . The role graph with respect to P defines an (in many cases
smaller) equivalent automaton. See Fig. 2.12 for an example.

Figure 2.12: Left: Finite automaton with initial state S and terminal states
2 and 6 (in black). All edges are assumed to have the label a. Middle:
Coloring indicates classes of equivalent states (corresponding to the coarsest
stable refinement of the partition into terminal and non-terminal states).
Right: Minimal equivalent automaton with initial state {S, 3} and terminal
state {2, 6}. The automaton defines the language {a2 a3i ; i ∈ N}.
There are quite efficient solutions for algorithmic problems around bisimulation (compare, e. g., [72]). Of course, these results carry over to regular
equivalence—even if the original articles do not use this term.
Computation of Regular Interior
The regular interior (see Definition 2.3.14) of an equivalence relation ∼ is
the coarsest regular refinement of ∼. It can be computed, starting with ∼,
by a number of refinement steps in each of which currently equivalent ver41

tices with non-equivalent neighborhoods are split, until all equivalent vertices
have equivalent neighborhoods. For an example of such a computation see
Figure 2.13. Note that the maximal regular equivalence for this graph is
the complete partition. So, in this example the regular interior of a certain
input partition provides more useful information than the maximal regular
equivalence.

Figure 2.13: Computation of the regular interior for the graph shown in
Fig. 2.9. Left: initial partition (some white vertices have black neighbors
some do not); right: first step (white vertices with black neighbors got a
black-white color gradient (bw-vertices), some of these have white neighbors
some do not); the second and final step is shown in Fig. 2.9 (the class of
bw-vertices has been split into grey and bw-vertices, the partition is now
regular).

The running time for computing the regular interior depends heavily on
how the refinement steps are organized. catrege [15] is the most wellknown algorithm in the social network literature and runs in O(n3 ) time
for a graph on n vertices. catrege implements the refinement steps in a
rather straightforward manner: the algorithm maintains a partition P which
is initially set to the input partition and will be the regular interior at the
end. In each refinement step, catrege tests for each pair of vertices that
are equivalent with respect to P whether their neighborhoods are equivalent.
If so, they remain equivalent, otherwise they are separated in this refinement
step. The algorithm terminates if no changes happen. The number of refinement steps is bounded by n, since in each refinement step (except the last)
the number of equivalence classes grows by at least one. The running time
of one refinement step is in O(n2 ).
Tarjan and Paige [72] present a sophisticated algorithm for the relational
coarsest partition problem. Their algorithm runs in O(m log n) time on a
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graph with n vertices and m edges and is well-known in the bisimulation
literature. (See [66] for the relationship between bisimulation and regular
equivalence.) The algorithm presented in [72] computes the coarsest stable
refinement of an input partition, corresponding to the out-regular interior
(compare Def. 2.3.8). However, it is possible to compute the coarsest refinement that is stable with respect to a bounded number of relations in the
same asymptotical running time. Since stable with respect to the edge relation and its inverse is equivalent to regular, a O(m log n) time bound for the
regular interior follows.
The algorithm from [72] maintains a partition P that is initially set to
the input partition and will be the coarsest stable refinement at the end. In
each step the partition is refined from the point of view of only one class C:
all classes are split into those vertices that have outgoing edges terminating
in C and those that do not have outgoing edges terminating in C. Such a
refinement step can be implemented such that its running time is proportional
to the sum of the degrees of all vertices in C. Furthermore, the splitting
classes can be chosen in such a way that if a vertex is used a second time as
a splitting vertex then the class containing this vertex has at most half the
size of the previous time. It follows that each vertex is used at most log n + 1
times as a splitting vertex, so that the overall running time is asymptotically
log n times the sum over all degrees, i. e., in O(m log n).
Since the algorithm from Paige and Tarjan is much faster than catrege,
it is preferable to compute the regular interior—if regularity is required in
the strict sense. However, it should be noted that catrege can be used to
compute a degree of regular equivalence (compare, e. g., [65]) of two vertices
that are not strictly regular equivalent. Such a relaxation is certainly necessary for empirical data (compare Sect. 2.6) and seems to be infeasible for
the algorithm from Paige and Tarjan.
The Role Assignment Problem
The maximal regular equivalence (MRE) can be computed quite efficiently,
however, it is often trivial: for undirected graphs the MRE is simply the
division into isolates and non-isolates and for directed graphs the MRE is the
complete partition if the graph contains neither sinks nor sources. While the
regular interior of a carefully chosen input partition might be more useful in
some cases, we do not know of any guidelines to chose a good input partition.
To get non-trivial regular equivalences, one might want to compute only those
that have a number of equivalence classes different from one and n (in most
cases a small number different from one). However, as will be noted below,
it is N P-complete to decide whether a graph admits a regular equivalence
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with exactly k classes for all k ≥ 2. Similarly, the more specific problem of
determining a regular equivalence that yields a given role graph is N P-hard
as well. Thus, computing non-trivial regular equivalences can probably not
be solved efficiently. See Sect. 3.4 for further reasons why efficient solutions
of the role assignment problem would be desirable.
The results below are from Fiala and Paulusma [37]. Let k ∈ N and R
be an undirected graph, possibly with loops.
Problem 2.3.17 (Regular k-Role Assignment) Given an undirected graph
G. Is there a regular equivalence for G with exactly k equivalence classes?
Problem 2.3.18 (Regular R-Role Assignment) Given an undirected graph
G. Is there a regular role assignment r : V (G) → V (R) with role graph R?
Note that we require role assignments to be surjective and that we consider
for regular equivalences the role graph without edge-weights (see Def. 2.1.5).
Theorem 2.3.19 ([37]) Regular k-Role Assignment is polynomially solvable for k = 1 and it is N P-complete for all k ≥ 2.
Theorem 2.3.20 ([37]) Regular R-Role Assignment is polynomially solvable if each connected component of R consists of a single vertex (with or without a loop), or consists of two vertices without loops and it is N P-complete
otherwise.
Although k-role assignability can not be tested efficiently, there is an
easy-to-verify sufficient condition that guarantees the existence of regular krole assignments. Briefly, the condition is that the minimal degree is not too
far from the maximal degree.
Theorem 2.3.21 ([76]) For all k ∈ N there is a constant ck ∈ R such that
for all graphs G with minimal degree δ = δ(G) and maximal degree ∆ = ∆(G)
satisfying
δ ≥ ck log(∆) ,
there is a regular equivalence for G with exactly k equivalence classes.
The proof in [76] makes use of the so-called probabilistic method [5].
Actually, it shows that for each graph satisfying the conditions of the theorem
there is a vertex partition into exactly k classes such that every vertex is
adjacent to at least one vertex from every class. In particular this partition
is regular and its role graph is the complete graph on k vertices including all
loops.
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It is not completely clear whether Theorem 2.3.21 favors the use of regular
equivalences for defining role assignments: on one hand it is nice to know
that under certain conditions non-trivial role assignments exist. On the other
hand these conditions are typically not satisfied in empirical networks as these
are often reported to have many vertices of very low degree (like degree one
or two) and other vertices of very high degree.
Perfect Equivalence
Results so far indicate that the maximal regular equivalence is in many cases
(almost) trivial and that non-trivial regular equivalences are computationally intractable. Perfect equivalence is a restriction of regular equivalence
which requires additionally that if two vertices are non-equivalent then their
neighborhoods must be non-equivalent. Thus, perfect equivalence requires
that there must be a reason if two vertices are not considered as equivalent. In our definition of perfect equivalence we do not include out-perfect
or in-perfect (compare Def. 2.3.8).
Definition 2.3.22 ([34]) A role assignment r defines a perfect equivalence
if for all u, v ∈ V
r(u) = r(v)

⇐⇒

r(N + (u)) = r(N + (v)) and r(N − (u)) = r(N − (v)).

A regular equivalence is perfect if and only if the induced role graph has
no structurally equivalent vertices. The idea that there must be a reason
that two vertices are non-equivalent could also be formulated for structural
equivalence (requiring that two vertices are equivalent if and only if their
neighborhoods are identical). However, in this case we would only specify
the maximal structural equivalence. On the other hand, perfect equivalence
defines a non-trivial subset of all regular equivalences.
The set of perfect equivalence relations of a graph is a lattice [34], which is
neither a sublattice of all equivalence relations (Sect. 2.1.2) nor of the lattice
of regular equivalence relations. A perfect interior of an equivalence relation
∼ is a coarsest perfect refinement of ∼ (compare Def. 2.3.14). In contrast to
the regular interior, the perfect interior does not exist in general.
Theorem 2.3.23 In general, the transitive closure (see Sect. 2.1.2) of the
union of two perfect equivalence relations is not perfect. In particular, for
some equivalences there is no perfect interior.
Proof For the first statement see Fig. 2.14. For the second, note that P1
and P2 are both perfect refinements of P and are both maximal with respect
to this property.
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Figure 2.14: Graph for the proof of Theorem 2.3.23. Transitive closure of the two perfect equivalences P1 = {{1, 5}, {2, 6}{3, 4}} and
P2 = {{1, 2}, {5, 6}{3}, {4}} is the (automorphic) equivalence P =
{{1, 2, 5, 6}, {3, 4}} (indicated by the coloring) which is not perfect.

The second statement has a more trivial proof: For a graph with two strong
structurally equivalent vertices, the identity partition has no perfect refinement. The graph in Fig. 2.14 also shows that an automorphic equivalence is
not necessarily perfect, which is certainly a drawback of perfect equivalence.
Many decision problems concerning perfect equivalence are N P-complete
as well. This can be seen by Theorem 2.3.20 restricted to role graphs without
strong structurally equivalent vertices.
Summary for perfect equivalence. Perfect equivalence is a restriction
of regular equivalence, but it does not seem to yield better role assignments.
Some mathematical properties of regular equivalences get lost and there are
examples where the condition on perfect equivalence rules out meaningful
regular role assignments, or automorphic equivalences.
Relative Regular Equivalence
Relative regular equivalence expresses the idea that equivalent vertices have
equivalent neighborhoods in a coarser, predefined measure. Again, we do
not formulate the definitions for relative out-regular and relative in-regular
(compare Def. 2.3.8).
Definition 2.3.24 ([17]) Let G = (V, E) be a graph and r : V → W and
r0 : V → W0 be two role assignments. Then, r is a relative regular equivalence with respect to r0 if r is finer than or equal to r0 and for all u, v ∈ V
r(u) = r(v) ⇒ r0 (N + (u)) = r0 (N + (v)) and r0 (N − (u)) = r0 (N − (v)) .
As a small example, consider Fig. 2.13 where the coloring on the righthand
side is the coarsest relative regular equivalence with respect to the coloring
on the lefthand side.
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A larger example, stemming from empirical data, is shown in Fig. 2.15.
There the vertex labels define the coarsest relative regular equivalence with
respect to the partition defined by the coloring (already shown in Fig. 2.3).
The black class (Argentineans that live in Argentina) has been split into three
classes: A1 only black neighbors; A2 black, white, and light-grey neighbors;
and A3 black and light-grey neighbors. The white class (Spaniards living in
Spain) is split into five classes: B1 only white neighbors; B2 white, black,
and light-grey neighbors (this class consists of only one actor, thus Spaniards
knowing Argentineans that live in Argentina are rare in this network); B3
white and light-grey neighbors; B4 dark-grey neighbors; B5 no neighbors.
The light-grey class (Argentineans living in Spain) has been split into three
classes: C1 only light-grey neighbors; C2 black, white, and light-grey neighbors (again this class consists of only one actor, so that Argentineans in
Spain that have contact with the Argentineans in Argentina are rare in this
network); and C3 white and light-grey neighbors. The dark-grey class (the
one actor originating from a country different from Argentina and Spain) is,
of course, not split and labeled D1.
Relative regularity below a fixed equivalence is preserved under refinement. (Compare Prop. 2.2.5 for a similar proposition for structural equivalence.)
Proposition 2.3.25 Let ∼, ∼1 , and ∼2 be equivalence relations on V . If
∼1 ≤∼2 and ∼2 is relative regular with respect to ∼, then so is ∼1 .
Similar to Prop. 2.2.5, this proposition implies that the set of equivalences
that are relative regular with respect to a fixed equivalence ∼ is a sublattice
of all equivalences and is completely described by the maximum of this set,
denoted here by MRRE(∼). Computing the MRRE(∼) is possible in linear
time by an adaptation of the Algorithm 1 for computing the maximal structural equivalence: Instead of splitting equivalence classes from the point of
view of single vertices, classes are split from the point of view of the classes
of ∼. Note that the classes of ∼ are fixed and the MRRE(∼) has been found
after all classes of ∼ have been processed once. Each refinement step in the
catrege algorithm computes an equivalence that is relative regular with
respect to the previous one, but the running time of one step is in O(n2 ),
which is worse than the above described algorithm on sparse graphs.
Summary for Relative Regular Equivalence. Relative regular equivalence is computationally simple and might produce good results if a meaningful input partition is given. On graphs that are not a priori partitioned it
seems hard to apply. A conceptual weakness of relative regular equivalence
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Figure 2.15: Partition P3 (indicated by the vertex coloring and already shown
in Fig. 2.3) partitions the vertices into classes that have identical country of
origin and identical country of residence. The vertex labels indicate the
coarsest relative regular equivalence with respect to P3 . This equivalence
distinguishes between, e. g., Argentineans that have contact with Spaniards
and those who do not. See text for a more detailed description. This relative
regular equivalence is still not regular.

is the arbitrariness of considering only first order neighbors: in the example from Fig. 2.15 it appears sensible to distinguish between actors that are
related to (say) Spaniards and those who are not. But we could as well distinguish between actors that are connected by a short path (e. g., over two or
three edges) to certain other actors and those who are not. Relative regular
equivalence has often been applied in connection with composite relations
(see, e. g., Winship-Pattison Role Equivalence in Def. 2.4.16).
Summary for Regular Equivalence
The notions of structural equivalence, congruence partition, automorphic
equivalence, and equitable partition are inappropriate for empirical data sim48

ply for the reason that the constraints are typically not satisfied in irregular
networks and hence the role assignments will be close to the identity partition. Regular equivalence is the first concept introduced in this work that
is not obviously too strict. However, it still suffers some drawbacks when
applied to the task of defining structural positions in irregular, noisy application data: the efficiently computable maximal regular equivalence (MRE)
is trivial as well for undirected graphs or directed graphs without sinks or
sources (in these cases the MRE is the division into isolates and non-isolates
or the complete partition). Non-trivial regular equivalences are computationally intractable, in general, and may often not exist. The guarantee for
the existence of non-trivial regular equivalences (minimal degree sufficiently
large) is often not satisfied in real world networks that have many vertices of
very low degree. We explain these drawbacks and others more exhaustively
in Sect. 2.6. Despite these problems, a relaxation of regular equivalence (operationalized by the rege algorithm) may achieve good results on directed
graphs that have sinks or sources, e. g., [65].

2.4

Multiple and Composite Relations

So far we assumed that vertices in a network are connected by only one
relation. Clearly this not enough to model real world data sets such as social networks, where actors are often connected by several relations. For
example, on the set of employees of a company there might be two relations GivesOrdersTo and IsFriendOf. It is often insufficient to treat
these relations separately since their interdependence matters. As a concrete
example, the two networks in Fig. 2.16 are isomorphic if we consider each
relation separately (this is obvious for the GivesOrdersTo-relation; for the
IsFriendOf relation, the transposition of the two actors (8, 9) defines an
isomorphism). However, the two networks differ significantly if we consider
the two relations simultaneously: on the lefthand side no actor gives orders
to a friend. In contrast, on the righthand side, e. g., Actor 4 gives orders
to Actor 8 who is a friend of her. Thus, Actor 4 does not play the same
structural role as, e. g., Actor 2 who separates friendship and work-relations.
Graphs with multiple relations and definitions for role assignments on them
are treated in Sect. 2.4.1.
The number of relations gets even higher if we take into account that
relations have effects not only over edges but also over sequences of edges.
For instance, if A is a friend of B and B an enemy of C, then A and C are
not totally unrelated, even if they do not have a direct tie in the social network, compare Fig. 2.17. Section 2.4.2 introduces higher order relations (like
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Figure 2.16: Two networks on two relations: directed relation GivesOrdersTo (lines with arrowheads) and undirected relation IsFriendOf (dashed
lines). The networks are isomorphic for each of the relations separately. However, on the righthand side some actors give orders to a friend which does
not happen on the lefthand side.

EnemyOfAFriend) and highlights their connection to role assignments.

Figure 2.17: Networks on two undirected relations: a positive relation (labeled P ) called Friend and a negative relation (labeled N ) called Enemy.
The dashed line is not an edge of the network but mark a higher-order relationship. This indirect relationship between A and C could be assumed to
be negative, since C does not like one of A’s friends. On the other hand, if
the dashed edge were positive, the network would be unbalanced (compare
[49]).

2.4.1

Graphs with Multiple Relations

In this section we generalize the graph model to graphs with multiple relations, that is, collections of graphs with common vertex set.
Definition 2.4.1 A graph with multiple relations G = (V, E) consists of
a finite vertex set V , and a finite set of relations (finite set of edge sets)
E = {Ei }i=1,...,p , where p ∈ N and Ei ⊆ V × V .
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As for graphs with one relation we could introduce edge weights. For sake
of simplicity we will assume in this section that all edge weights are equal
to one. For the remainder of this section we often write graph as shorthand
for graph with multiple relations. A graph is identified with the one resulting
from deleting duplicate relations (E is a set), where we say that two relations
are equal if they consist of the same pairs of vertices. That is, relations do
not have external labels or identifiers but are distinguished by the pairs of
vertices they contain.
The role graph of a graph with multiple relations is again a graph with
(possibly) multiple relations. (Compare Def. 2.1.5 of the role graph of a
graph with one relation.)
Definition 2.4.2 Let G = (V, E) (E = {Ei }i=1,...,p ) be a graph with multiple
relations, and r : V → W be a role assignment. The role graph of G over
r is the graph R = (W, F), where F = {Fi ; i = 1, . . . , p}, where Fi =
{(r(u), r(v)) ; (u, v) ∈ Ei }.
Note that Fi may be equal to Fj even if Ei 6= Ej and that duplicate edge
relations are eliminated (F is a set).
From the above definition we can see that role assignments are actually
mappings of vertices and relations. That is r : V → W defines a mapping of
relations
rrel : E → F ; E 7→ {(r(u), r(v)) ; (u, v) ∈ E} .
Note that rrel does not map edges of G onto edges of R but relations (i. e.
edge sets) onto relations.
Having more then one relation, the possibilities for defining different types
of role assignments explode. See [87, 75] for a large number of possibilities.
Here will sketch only some of them.
The easiest way to translate definitions for different types of vertex partitions to graphs with multiple relations is by the following generic definition.
Definition 2.4.3 A role assignment r : V → W is said to be of a specific
type t for a graph G = (V, E) with multiple relations, if for each E ∈ E, r is
of type t for the graph (V, E).
For instance, this generic definition yields the definition of regular equivalences for graphs with multiple relations proposed by White and Reitz [87].
Definition 2.4.4 ([87]) Let G = (V, E) be a graph. A role assignment
r : V → W is called regular for G if for each E ∈ E, r is regular for the
graph (V, E).
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Definition 2.4.4 restricted to out-regular corresponds exactly to the notion of
equivalent states of finite automata, where the different relations are given
by the labels of the edges, i. e., letters of the alphabet. Figure 2.18 shows a
regular equivalence according to Def. 2.4.4.

Figure 2.18: Networks shown in Fig. 2.16 with the maximal regular equivalence according to Def. 2.4.4, indicated by the coloring. Note that this
definition does not distinguish between the different structures of the two
networks.
Regular role assignments as defined in Def. 2.4.4 make sure that equivalent
vertices have, in each of the graphs relations, identical ties to equivalent
counterparts. Sometimes it is considered as desirable that they have the
same combinations of relations to equivalent counterparts. That is, if we
consider the example at the beginning of this section, it matters whether an
individual gives orders to someone and is the friend of another individual
or whether he gives orders to a friend. For instance, in Fig. 2.18(right)
the grey Vertex 4 has a GivesOrdersTo and an IsFriendOf tie to the
same white individual. In contrast, Vertex 2 (which is also grey) only has
a GivesOrdersTo tie to some white vertex and an IsFriendOf tie to
a different white vertex. Definition 2.4.7 is a stronger version for regular
equivalence in which Vertices 2 and 4 do not occupy the same position. First
we need some preliminary definitions.
Definition 2.4.5 ([87]) Given a graph G = (V, E) and u, v ∈ V , we define
the bundle (of relations) from u to v as
Buv = {E ∈ E ; (u, v) ∈ E} .
These bundles define a new graph with multiple relations.
Definition 2.4.6 ([34, 87]) Let G = (V, E) be a graph and B be the set of
all non-empty bundles. Each bundle B ∈ B defines a graph with vertex set
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V and edge set MB where (u, v) ∈ MB if and only if Buv = B. MB is called
a multiplex relation induced by the graph G = (V, E). Let M = {MB }B∈B ,
then MPX (G) = (V, M) is called the multiplex graph of G.
For instance, Fig. 2.19 shows the multiplex graphs of the graphs from Fig. 2.16.

Figure 2.19: Multiplex graphs of the graphs shown in Fig. 2.16. The multiplex graph on the lefthand side coincides with that of Fig. 2.16(left) since no
pair of vertices is connected by more than one relation. For this graph, the
coloring defines a partition which is multiplex regular according to Def. 2.4.7.
On the righthand side we get a new type of relation (edges labeled with fo)
having the meaning that the source of these edges gives orders to the target
and both are in a (symmetric) friendship relation. The coloring together with
vertex shape indicates a multiplex regular equivalence according to Def. 2.4.7.
For instance, Vertices 4 and 5 are no longer equivalent to 2 and 3.

Definition 2.4.7 ([34]) Let G = (V, E) be a graph with multiple relations.
A role assignment r : V → W that is regular for MPX (G) is called multiplex
regular for G.
As in the above definition one might define multiplex structural role assignments, but one can easily verify that a structural role assignment on a
graph (with multiple relations) is necessarily structural on the corresponding
multiplex graph.
Regular role assignments of a graph are in general not multiplex regular
(compare Fig. 2.19 and Fig. 2.18). Regularity however is preserved in the
opposite direction. Thus, multiplex regular is strictly stronger than regular.
Proposition 2.4.8 ([87]) If G = (V, E) is a graph, M = MPX (G) its
multiplex graph, and r : V → W a role assignment. Then, if r is regular for
M, it is regular for G.
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2.4.2

The Semigroup of a Graph

In this section we formalize higher-order relations and highlight the relationship with role assignments. The following definitions and theorems can
be found essentially in [87], but have been generalized here to graphs with
multiple relations (see Sect. 2.4.1). Labeled paths of relations (e. g., EnemyOfAFriend) are formalized by composition of relations, see Fig. 2.20 for
an illustration.
Definition 2.4.9 If Q and R are two binary relations on V then the Boolean
product of Q with R is denoted by QR and defined as
QR = {(u, v) ∈ V × V ; ∃w ∈ V such that (u, w) ∈ Q and (w, v) ∈ R} .

Figure 2.20: Left: Illustration of Boolean composition of relations. Right:
The weight of the edge (u, v) is one under Boolean composition and two
under real matrix multiplication. (Edges labeled Q or R have weight one.)
Boolean multiplication of relations corresponds to Boolean multiplication
of the associated adjacency matrices, where for two {0, 1} matrices A and B
the Boolean product AB is defined by
(AB)ij =

n
_

Aik ∧ Bkj .

k=1

Boolean composition of relations is associative, i. e., it satisfies (QR)S =
Q(RS) for any three relations
Q, R, and S. Therefore the product of a
Q
finite number of relations ki=1 Ri is well-defined. As it is usual, we extend
this definition to the product over zero relations, which is defined to be the
identity relation {(v, v) ; v ∈ V } (the neutral element of the multiplication
of relations). Note that the product of two symmetric relations (undirected
graphs) is not necessarily symmetric.
The Boolean composition of relations does not distinguish between situations where an actor A has one friend B who is an enemy of C and situations
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where there is a larger number of friends of A who are enemies of C. To
achieve this, Boyd [16] advocated the use of real matrix multiplication, see
Fig. 2.20(right) for the difference between Boolean and real composition of
relations. In this section we adhere to the Boolean composition but return
to Boyd’s suggestion in Sect. 3.7.5.
Definition 2.4.10 Let G = (V, E) be a graph (with multiple relations).
Then, the semigroup induced by G is defined to be
( k
)
Y
S(G) =
Ri ; k ∈ N, E1 , . . . , Ek ∈ E
.
i=1

The set S(G) is indeed a semigroup (compare [10]) since the product is associative. Note that two elements in S(G) are equal if and only if they contain
the same set of ordered pairs in V × V and that duplicate relations are eliminated. If the vertex set V is fixed, we do not distinguish between a set
of relations R and the graph (V, R). In particular, S(G) also denotes the
graph (V, S(G)). In general, relations have no inverse and the multiplication
is not commutative. Although the length of strings in the definition of S(G)
is unbounded, S(G) is finite since the number of its elements is bounded by
2
2(|V | ) , the number of all binary relations over V .
The interesting thing about composite relations are the identities satisfied by them. For example, we could imagine that on a network of social actors with two relations Friend and Enemy, the identities FriendFriend=Friend and FriendEnemy=EnemyFriend=Enemy hold (see
Fig. 2.21 for an example). At least, the fact whether these identities hold
or not gives us valuable information about the network. In all cases, nontrivial identities exist necessarily since S(G) is finite but the set of all strings
{E1 . . . Ek ; k ∈ N, Ei ∈ E} is infinite. However, short and concise identities
can not be expected in irregular application data.
Role assignments reduce the number of individuals to a smaller number
of classes. Thus, the role graph satisfies (potentially) more identities on
relations than the original graph. Compare Fig. 2.21(right) which is the role
graph of the regular equivalence shown in Fig. 2.21(middle). The remainder
of this section analyzes the relationship between role assignments and the
identification of relations.
Definition 2.4.11 ([87]) Let G = (V, E) be a graph with multiple relations
and r : V → W a role assignment. For Q ∈ S(G), rrel (Q) is the relation on
W defined by rrel (Q) = {(r(u), r(v)) ; (u, v) ∈ Q}. Thus r induces a mapping
rrel on the semigroup S(G).
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Figure 2.21: Three graphs with two types of relations: Relation E encoded
with the dashed lines, having the meaning that the adjacent actors are enemies and relation F (non-dashed edges) having the meaning that the adjacent
actors are friends (loops labeled with F are implicitly given). The semigroups
of the graphs on the lefthand and the righthand sides are equal and consist of
only two elements E and F. Left: Graph satisfying the identities FE=EF=E
and EE=FF=F. The vertex coloring defines a structural equivalence ∼ for
the graph. Middle: Graph not satisfying (e. g.) the identity FE=E (for
instance, Vertex 5 is the enemy of a friend of Vertex 1, but the edge (1, 5)
does not exist. The vertex coloring defines a regular equivalence ∼ for the
graph. Right: Role graph of the equivalence ∼. This graph satisfies again
the identities FE=EF=E and EE=FF=F.

For instance, in Fig. 2.21(middle) the coloring defines a role assignment r
and hence a mapping of relations rrel which maps FE in the original graph
to E in the role graph (shown on the righthand side).
Note that in general rrel (S(G)) is not the semigroup of the role graph
of G over r, however, this is true if r is regular. Role assignments do not
necessarily preserve composition, i. e., rrel is not a semigroup homomorphism.
One of the main results (see Theorem 2.4.14) of this section is that regular
role assignments have this property.
Theorem 2.4.12 ([87]) Let G = (V, E) be a graph and r : V → W a
role assignment which is regular with respect to Q and R ∈ S(G). Then,
rrel (QR) = rrel (Q)rrel (R).
Theorem 2.4.12 does not hold for non-regular role assignments, as the example in Fig. 2.22 shows.
The next theorem shows that regular (structural) on the set of generator
relations E implies regular (structural) on the semigroup S(E). This is the
second step in proving Theorem 2.4.14. Theorem 2.4.13 also shows that,
although the requirement on regular equivalences is seemingly local, it is
actually a global compatibility requirement: regularly equivalent vertices
not only have equivalent neighborhoods but also equivalent second order
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Figure 2.22: Left: Graph on two relations with a (non-regular) role assignment r indicated by the coloring. Right: Role graph. For simplicity, the
relational mapping is denoted by r instead of rrel . It is r(Q)r(R) 6⊆ r(QR)
since the relation QR and hence r(QR) is empty.

neighborhoods, equivalent third order neighborhoods and so on. So they
not only have the same classes in distance one but the same classes in any
distance. For instance, in Fig. 2.21(middle) for each white vertex v there is a
black vertex which is the enemy of a friend of v (second order neighborhood).
Theorem 2.4.13 ([87]) Let G = (V, E) be a graph. If r : V → W is regular
(structural) with respect to E then r is regular (structural) for any relation
in S(G).
Combining Theorems 2.4.12 and 2.4.13 we get
Theorem 2.4.14 ([87]) Let G = (V, E) be a graph with multiple relations.
If r : V → W is a regular role assignment with role graph R, then rrel : S(G) →
S(R) is a surjective semigroup homomorphism.
The condition that r must be regular, is not necessary for rrel being a
semigroup homomorphism. Kim and Roush [54] gave a more general sufficient condition. Also see [75] for additional reading.
The next theorem shows that the role graph of a structural role assignment has the same semigroup as the original graph (see Fig. 2.21(left)
and (right) for a small example).
Theorem 2.4.15 ([87]) Let G = (V, E) be a graph with multiple relations.
If r is a structural role assignment on G with role graph R, then rrel : S(G) →
S(R) is a semigroup isomorphism.
Role equivalence by identification of relations. Theorem 2.4.14 shows
that a regular role assignment r reduces not only the graph to a smaller one
(the role graph) but also the semigroup of relations to a smaller one (the
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image of rrel ). More shortly, a classification of individuals implies a classification of (potentially composite) relations. Some researchers (including
[13, 16, 75, 64]) attempted to reverse this process in the following way. The
network of individuals defines a semigroup of relations. This semigroup can
by reduced, e. g., by imposing new identities that are considered to be reasonable or by decomposing the semigroup into well-defined factors. Then
it is tried to find a partition (a role assignment) of the original network, or
a decomposition of the network such that the reduced network corresponds
to the reduced semigroup. Thus, it is attempted to obtain a classification
of individual by a classification of relations. Although this approach is theoretically and computationally hard in general, it can be solved on some
instances.
Winship-Pattison role equivalence. At the end of this section, we mention another established type of role equivalence that classifies individuals
according to the set of (basic or composite) relations that start or end at
them. For instance, if two vertices u and v are claimed to be equivalent and
u has a second-order neighbor w that is an enemy of one of u’s friends, then
also v has to have a second-order neighbor w0 that is an enemy of one of v’s
friends. In contrast to regular equivalence, the class of w and w0 need not be
the same.
Winship-Pattison role equivalence can be defined via relative regular
equivalence, see Def. 2.3.24. For other (but equivalent) definitions see [75,
p. 79ff]) and [14, p. 81]. Note that the definition for relative regular equivalence can naturally be extended to graphs with multiple relations, compare
Def. 2.4.3.
Definition 2.4.16 Let G = (V, E) be a graph with multiple relations and
let (V, MPX (S(G))) the multiplex graph of the associated semigroup. An
equivalence relation ∼ on V is called a local role equivalence or WinshipPattison role equivalence if it is a relative regular with respect to the complete
partition for the graph (V, MPX (S(G))).
Local role equivalences are, in general, not regular. Indeed, let two vertices
u and v be connected by a bidirected edge and v have an out-going edge to a
third vertex w which is a sink. Then u and v are locally role equivalent but
not regularly equivalent.
Summary for Semigroups
Many real world networks such as social networks can only be adequately
described with a graph model that allows multiple and composite relations.
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The semigroup of a graph models the composition of relations and encodes
identities that are satisfied by these. Indeed, the semigroup of a network is
often considered as an abstract representation of the network structure, i. e.,
a description of the relations between the relations without looking at the
individuals. Some types of role assignments (most notably regular equivalences) are compatible with the composition of relations. Thus, regular role
assignments simplify the network structure encoded in the semigroup, while
preserving composition.
A major drawback of the semigroup approach is that it is highly unstable
towards irregularities or noise. It can be expected that empirical network
relations do rarely satisfy concise and meaningful identities. To overcome
this, noisy data would require a more stable formalization of composition.

2.5

Optimizational Blockmodeling

The fact that requirements for role assignments are often not satisfied in
application data, gives rise to the idea to formulate role assignments as a solution of an optimization problem, i. e., to compute the equivalence relation
which (under certain constraints) differs the least from the imposed compatibility requirement. Such an approach, which is mostly taken from [36] will
be presented here. For sake of simplicity, we consider only graphs with edge
weights equal to one in this section.
Let G = (V, E) be a graph with adjacency matrix A. If P = {C1 , . . . , Ck }
is a partition of V and Ci and Cj two of its classes, then the submatrix of A
corresponding to the edges that connect vertices from Ci with vertices from
Cj is called a block and is denoted by A[Ci , Cj ] or E(Ci , Cj ). If, for instance,
P is a structural equivalence for G, then all blocks are either constantly
one or constantly zero. If P is a regular equivalence, then all blocks are
either constantly zero, or have at least one non-zero entry in each row and
each column. The approach from [36] allows more general types of role
assignments.
We denote with Πk the set of all vertex partitions that have exactly k
classes. An optimization problem is given by
• a set of ideal blocks B and
• a specification of the local error d(E(Ci , Cj ), B) which measures the
difference between the block E(Ci , Cj ) and an ideal block B ∈ B
If the above two points are fixed, then the global error of a partition P =
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{C1 , . . . , Ck } is defined by
Φ(P) =

X
i,j

min d(E(Ci , Cj ), B) ,
B∈B

and the problem is to determine a partition P ∈ Πk that minimizes Φ(P).
This model for generalized blockmodeling can be specialized to types of role
assignments that have already been introduced in this chapter.
Structural equivalence. For the optimization problem associated with
structural equivalence, the set of ideal blocks consists of all blocks (of arbitrary dimension) that are either constantly zero or constantly one. The
local error d(E(Ci , Cj ), B) counts the numbers of ones in E(Ci , Cj ) if B is an
all-zero block and d(E(Ci , Cj ), B) counts the numbers of zeros in E(Ci , Cj )
if B is an all-one block. The global error function Φ(P) hence counts for all
blocks either the number of ones if the block has more zeros than ones or
the number of zeros if the block has more ones than zeros and sums up these
counts over all k 2 blocks.
Regular equivalence. The ideal blocks of the problem associated with
regular equivalence are either constantly zero or have the property that no
row is constantly zero (i. e., has at least one entry that is one) and no column
is constantly zero. For computing the least local error minB∈B d(E(Ci , Cj ), B)
one has to count the number of rows and columns that are constantly zero
and the number of ones in the block E(Ci , Cj ) and take the smaller number
of these two. Since it is N P-complete to decide whether a graph admits a
regular equivalence with exactly k equivalence classes (see Theorem 2.3.19)
the optimization problem associated with regular equivalence is N P-hard as
well.
Other block types. In addition to the block types for structural and
regular equivalence, Ferligoj et al. [36] propose several other ideal block types.
• Row-dominant and column-dominant. An ideal row-(column-)dominant
block contains at least one row (column) that is constantly one. This
implies that there is at least one vertex in the row-(column-)class that
is connected to all vertices in the column-(row-)class. The local error
is given by the minimum number of zeros in a row (column).
• Row-regular and column-regular. An ideal row-(column-)regular block
has no row (column) that is constantly zero. The local error is given
by the number of rows (columns) that are constantly zero.
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• Row-functional and column-functional blocks have in every row (column) exactly one entry that is one. Thus, the associated block defines
a function from the row (column) class to the column (row) class. The
local error adds up for all rows (columns) the absolute value of the
difference between its number of ones and one.
The set of ideal blocks B is not restricted to consist purely of one of
the above types. For instance, B could contain the set of structural blocks
and the set of row-functional blocks if this seems to be appropriate for the
analysis.
Pre-specified blockmodeling. In pre-specified blockmodeling the block
type that best fits a given block E(Ci , Cj ) can not be chosen from a set
but is fixed a priori. Pre-specified blockmodeling is N P-hard since it can
be specialized to the N P-hard problem of determining a regular equivalence
that yields a pre-specified role graph (compare Theorem 2.3.19).
An optimization algorithm. Ferligoj et al. [36] propose a local optimization algorithm to compute an approximative solution for optimizational
blockmodeling.
1. Chose an initial partition P (e. g., a random partition).
2. If in the neighborhood of P there exists a better partition P 0 , then
repeat Step 2 with P 0 .
Here the neighborhood of a partition is defined by two transformations: interchanging two vertices from different clusters, and moving a vertex from
one cluster to another (making sure that the number of clusters stays the
same). They propose repeating this procedure several hundred times with
different random initial partitions.
Summary for Optimizational Blockmodeling
Several types of equivalence relations (for instance structural and automorphic equivalence or equitable partitions) suffer from the fact that their requirements are often not satisfied in application data. Obviously, the optimizational approach overcomes this drawback: a partition that optimizes a
certain requirement always exists. A major drawback of this approach is that
the solution is computationally intractable in general and the behavior of the
proposed local optimization algorithm is not well understood. Furthermore,
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an optimal solution may be highly sensitive to small changes in the input
data or may even not be unique.
Structural similarities, defined in Sect. 3.2, take a different approach by
relaxing the partitions rather than the compatibility requirement.

2.6

Limitations of Discrete Approaches

All formulations of role assignments given in this chapter were discrete, i. e.,
they recognize vertices as equivalent or non-equivalent. While discrete role
assignments are easier to interpret than continuous, real-valued measures,
they suffer a series of drawbacks when applied to irregular, noisy empirical
data.
1. Inexistent/trivial. Solutions are often either close to the identity partition or close to the complete partition. Non-trivial role assignments
are often inexistent or computationally intractable.
2. Computationally intractable. Determining an equitable or regular
role assignment with given number of equivalence classes or with given
role graph is N P-hard in general. Similarly, no efficient algorithm for
computing automorphic equivalence is known.
3. Sensitive/instable. It is straightforward to construct instances of
regularly structured graphs which admit intuitive automorphic, equitable, or regular role assignments but where the addition or deletion
of a single edge breaks the equivalence classes into small pieces. These
role assignments are therefore inappropriate in noisy or dynamic settings. Furthermore, we do not know of any results to recognize stability or instability as this is possible for structural similarities (compare
Sect. 3.6.2).
4. Egalitarian. Discrete partitions cannot express varying importance of
vertices. Thus they do not fit well to empirical data, where typically
some few vertices are much more important than most others.
5. Strict. Individuals in real world situations can play several role, i. e.,
they may be members of several classes. This cannot be expressed
by equivalence relations, which require individuals to be members of
exactly one class.
We conclude that while discrete approaches model ideal types of role assignments they are inappropriate in the context of noisy, irregular application
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data. While it could still be argued that only the correct compatibility requirement has not yet been found, it is obvious that some drawbacks (most
notably Points 4 and 5) are intrinsic to discrete approaches. The next chapter
will treat continuous or real-valued formulations of vertex similarity (instead
of equivalence) that aim to overcome these drawbacks.
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Chapter 3
Similarity
Section 2.6 emphasized the need to relax notions of structural positions that
are built on discrete formalizations. Robust concepts should not only be able
to distinguish between equivalence and non-equivalence but between varying
degrees of similarity. In Sect. 3.1 we briefly mention previous approaches
which relaxed the notion of structural equivalence (vertices are equivalent if
they have identical neighborhoods) in the sense that vertices are defined similar to the extend that their neighborhoods overlap. Starting from Sect. 3.2
we introduce structural similarity as a novel formulation for vertex similarity
that is robust to the irregularities of application data and more general than
notions from Sect.3.1.

3.1
3.1.1

Previous Relaxations of Structural Equivalence
Similarity by Neighborhood Overlap

This section presents relaxations of structural equivalence in the sense that
vertices are declared similar to the extent that their neighborhoods overlap. These measures fit in Type II in Table 1.1 since they define similarity
(rather than equivalence) and require that similar vertices have almost identical (rather than only equivalent) neighborhoods. The idea of similarity by
overlapping neighborhoods can be formalized in many ways, some of which
are listed in the following (also compare [86] and [18]). For the sake of simplicity we will only consider undirected graphs.
The simplest measure is to count how many neighbors two vertices have
in common. So a first (rather primitive) similarity measure for two vertices
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u and v is
σcount (u, v) = |N (u) ∩ N (v)| .
An obvious drawback of this measure is that high-degree vertices are favored
to be more similar than low-degree vertices. For instance, in Fig. 2.3 the
two Vertices 30 and 31 are almost structurally equivalent (they are not exactly structurally equivalent since they are adjacent but have no loops; see
Sect. 2.2.1 for a discussion on this issue). However, their similarity is only
σcount (30, 31) = 2 which is equal to σcount (30, 10) = 2, although Vertex 10
seemingly occupies a very different position than Vertex 30.
A way to overcome this is to normalize the number of common vertices
over the size of the union of the two neighborhoods. Of course, this measure
(as are the following) is not applicable to isolated vertices, which may be left
out from consideration anyway.
σnormcount (u, v) =

|N (u) ∩ N (v)|
.
|N (u) ∪ N (v)|

Note that σnormcount lies between zero and one where zero means disjoint
neighborhoods and one implies that u and v are structurally equivalent. In
the example from Fig. 2.3, it is σnormcount (30, 31) = 2/2. (It is usual to leave
out the vertices u and v when counting the size of their neighborhoods, as this
yields a better measure on loop-less graphs.) In contrast, σnormcount (30, 10) =
2/7. Thus, 30 and 10 are relatively less similar than 30 and 31.
A different normalization is the so-called cosine-measure which is the
cosine of the angle between the characteristic vectors of the two neighborhoods. (Again we leave out the vertices u and v when counting the size of
their neighborhoods, as this yields a better measure on loop-less graphs.)
|N (u) ∩ N (v)|
σcosine (u, v) = p
.
|N (u)| |N (v)|
As σnormcount , the cosine-measure lies between zero and one. In the example
from Fig. 2.3, it is σcosine (30, 31) = 1 and σcosine (30, 10) = 0.47.
Instead of defining similarity of vertices it is also possible to define the
distance of their neighborhoods and then apply some (in most cases, monotonically decreasing) mapping from distance to similarity. A famous distance
measure is the Euclidean distance which, again, treats neighborhoods as vectors of the Euclidean space.
sX
δeuclid (u, v) =
(Auw − Avw )2 .
w6=u,v
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Besides the abovementioned measures, other similarity measures known in
datamining (cf., e. g., [32]) could be applied to define neighborhood similarity
of vertices.

3.1.2

Closeness Similarity

Some authors, including [27, 62] defined vertices as similar if they are connected by many paths of length k, where k goes through all integers (for
structural equivalence k must be two). The approaches differ in how the
number of connecting paths is normalized, and how paths of length k are
counted (in most cases, the weight is decreasing with growing k). However,
as with structural equivalence, these measures cannot identify vertices that
are far apart, even if these vertices cannot be distinguished in terms of the
graph’s structure. Therefore, these measures do still not overcome the drawback of structural equivalence mentioned by, e. g., [78] (compare Sect. 2.2.3).
For instance, these measures assign a higher similarity to Vertices 1 and 4
in Fig. 2.7 (since these are connected by short paths) than to Vertices 4
and 8, although the latter are automorphically equivalent and the former
not. Furthermore, it seems to be likely that these measures are biased to
detecting dense subgraphs and thus do not distinguish conceptually from
density based graph clustering. As [62] puts it: “The fundamental starting
point for our measure of similarity is the assumption that the edges in a
network themselves indicate a similarity between the vertices they connect.”
Thus, it seems to be unlikely that these measures could be applied to, e. g.,
the analysis of conflict networks (compare Sect. 4.2, or random graph coloring (compare Sect. 5.1), since in these applications edges indicate that the
connected vertices should/must be put in different classes. See [77] for an
algorithm for the computation of dense communities using random walks
which conceptually resembles the algorithm from [62].

3.1.3

Stochastic Blockmodelling

Nowicki and Snijders [71] propose a stochastic approach for determining similarity of vertices. Their approach, which is sketched in this section, makes
the following assumptions.
1. There is a latent, unobserved partition P of the vertex set V = {1, . . . , n}
into k classes.
2. The probability of a directed edge (u, v) is only dependent on the classmembership of u and v and of the reversed edge (v, u).
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The approach aims at estimating the most likely partition (or estimating the
probability that two vertices are equivalent), given an observed network on
the n vertices.
The model. It is assumed that a set of n vertices labeled 1, . . . , n is fixed.
A pair of different vertices (u, v) can take a value from a finite set α =
{a1 , . . . , ar } which encodes the relation from u to v. To include mutual
dependence of a relation from u to v and the relation from v to u the variable
yuv takes values from A ⊆ α2 . Thus for every pair (u, v) there is an a =
(as , at ) ∈ A such that the relation from u to v is as and the relation from v
to u is at . For instance, for a directed graph (with only one relation type)
we have α = {0, 1} and A = {(0, 0), (0, 1), (1, 0), (1, 1)}
The operator π on A denotes the reflection defined by π(as , at ) = (at , as ).
A can be divided into two parts: the symmetric relations A0 characterized
by π(a) = a and the others, the asymmetric relations A1 . To obtain a
non-redundant parameterization it is necessary to take only one half of A1 ,
denoted by A10 in such a way that no relation in A10 is the reflection of
another relation in A10 . It is unimportant how A1 is split. We denote
A0 = A0 ∪ A10 . A relational structure (i. e., a network) can be represented
by its generalized adjacency matrix y = (yuv ).
Further, we assume that the set of vertices is partitioned into k classes
or colors C = {1, . . . , k}. The partition is represented by the vector x = (xv )
that takes values in C. The pair (y, x) (a network together with a partition)
is called a colored relational structure. The associated random variables are
denoted by capital letters Y and X. The vertices, the classes, and A are
assumed to be fixed, while the structure (y, x) is stochastic. Further, y is
observed but x not. The ultimate goal is to compute the partition x that is
most likely, given y.
The random distribution is defined as follows: the colors of vertices are
i. i. d. random variables with P (Xi = c) = θc for a color c. Hence, the joint
distribution of X is given by
P (X1 = x1 , . . . , Xn = xn ) = θ1m1 · · · θkmk ,
where
mc =

n
X

I(xv = c)

v=1

denotes the number of vertices colored c. (The function I is the characteristic
function of an event, i. e., I(event) = 1 ⇔ event = true.)
The matrix of relations Y depends on X. Given the vector of vertex
colors X = x, the random variables Yuv for u < v are independent with
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probabilities
P (Yuv = a|X = x) = ηa (xu , xv ) .
Hence the tie between u and v depends only on the colors of these two
vertices.
Due to the symmetry in the relations (yuv = π(yvu )), the probabilities
η satisfy ηa (c, d) = ηπ(a) (d, c). Thus, to obtain a non-redundant parameterization, we define the parameter η as consisting of ηa (c, c) for a ∈ A0
(representing the probabilities for a tie between same-colored vertices) and
ηa (c, d) for a ∈ A and c < d.
The conditional distribution of Y given X = x is given in the following
form
!
Y Y
P (y|x, θ, η) =
(ηa (c, d))ea (c,d)
a∈A 1≤c<d≤k

!
×

Y

Y

a∈A0

1≤c≤k

(ηa (c, c))ea (c,c)

,

where the relation counts ea are given by
X
ea (c, d) = (1 + I(c = d)I(a ∈ A0 ))−1
I(yuv = a)I(xu = c)I(xv = d) .
u,v∈V

The stochastic block model is then given by the joint distribution of (Y, X)
P (y, x|θ, η) = θ1m1 · · · θkmk
!
Y Y
×
(ηa (c, d))ea (c,d)
a∈A 1≤c<d≤k

!
×

Y

Y

a∈A0

1≤c≤k

(ηa (c, c))ea (c,c)

.

We assume that the relational structure Y can be observed and the partition X is unobserved. The probability of observing edge pattern y can be
written as
X
P (y, x|θ, η) ,
P (y|θ, η) =
x

where the sum is over all possible partitions x of n vertices into k classes.
Given this a posteriori block model, we wish to estimate the parameters θ
and η and predict the unobserved coloring x.
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Estimation. The ultimate goal is to estimate the parameters θ and η and
the coloring x. However, this estimation runs into a serious identifiability
problem: permuting the colors in C (and hence the values that x assigns to a
specific vertex) yields the same probability. This is because what matters is
the partition defined by x and not the color labels. To overcome this, Nowicki
and Snijders propose to estimate only distributions of functions that are
invariant with respect to a permutation of colors. These functions include:
• the indicator function I(Xi = Xj ) that two given vertices i and j have
the same color;
• the probability of the class to which a given vertex i belongs
θXi =

c
X

θk I(Xi = k),

k=1

related to the size of the class to which vertex i belongs.
The former indicator can be rearranged in the matrix of the posterior predictive probabilities
(P (Xi = Xj | y))i≤i6=j≤n ,
which is the matrix of probabilities that vertices are in the same class. This
matrix can be interpreted as a matrix of role-similarities of vertices. Algorithms for the estimation are quite intricate and can be found for instance in
[71].
It is important to note that this stochastic approach (as all other similarity measures presented in Sect. 3.1) require (almost) identical neighborhoods
for similar vertices (i. e., it fits in Type II in Table 1.1). An automorphic
equivalence, equitable partition, or regular equivalence can not be recognized in general. In particular, these measures do not overcome the drawback of requiring identical neighborhoods for equivalent vertices, mentioned
in Sect. 2.2.3.

3.2

Definition of Structural Similarity

In this section we define structural similarity as a novel proposal for role similarity. Structural similarities relax equivalence relations that require equivalent neighborhoods for equivalent vertices to similarities such that similar
vertices have similar neighborhoods. Thus we define a similarity measure that
belongs to Type IV in Table 1.1 by relaxing discrete measures belonging to
Type III.
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The relaxation process we follow is very similar to relaxations of integer linear programs (ILP). Solutions of ILPs are integer-valued vectors that
satisfy given matrix inequalities and optimize given linear functions. Relaxations of ILPs are called linear programs (LP). Solutions of LPs satisfy the
same inequalities and optimize the same functions as solutions for ILPs—the
only difference is that they are real-valued (instead of integer valued) vectors.
Coming back to the case of vertex similarity, regular equivalence or equitable
partitions can be defined as partitions whose characteristic matrices satisfy
certain matrix equations involving the adjacency matrix of the graph (compare Theorems 2.3.3 and 2.3.9). Structural similarities are required to satisfy
comparable identities but instead of being restricted to Boolean partitions
they can be more general similarity matrices.

3.2.1

Preliminaries

In this section we introduce some preliminary notions for this chapter. We
start by recalling some definitions from linear algebra (see, e. g., [6]).
A (real ) vectorspace is a set V together with two operations, addition
+ : V × V → V; (u, v) 7→ u + v
and multiplication with real numbers
· : R × V → V; (a, v) 7→ a · v = av
satisfying the axioms of a vectorspace (see [6]). In this work we consider only
real vectorspaces. A subset U ⊆ V is called a subspace of a vectorspace V
if U is closed under addition and multiplication with reals. An important
example of a vectorspace is Rn whose elements are n-tuples of real numbers
and where addition and multiplication is defined component-wise.
A family of vectors v1 , . . . , vn ∈ V is called linearly independent if for all
a1 , . . . , an ∈ R,
n
X
ai vi = 0 =⇒ a1 = · · · = an = 0 .
i=1

A family of vectors v1 , . . . , vn ∈ V is said to generate the subspace
( n
)
X
ai vi ; a1 , . . . , an ∈ R .
i=1

A linearly independent family of vectors v1 , . . . , vn ∈ V that generates V is
called a basis of V. The cardinality of a basis is uniquely determined by
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the vectorspace and is called its dimension. In this work we consider only
vectorspaces of finite dimension. If v1 , . . . , vn ∈ V is aP
basis of V then every
vector v ∈ V has a representation of the form v = ni=1 ai vi for uniquely
determined real numbers a1 , . . . , an .
If V and W are two vectorspaces then a mapping α : V → W is called
linear if α(av) = aα(v) and α(u+v) = α(u)+α(v), for all a ∈ R, u, v ∈ V. A
special linear mapping is the identity idV : V → V; v 7→ v. A linear mapping
α : V → W is uniquely determined by the values it assigns to the vectors of
a basis of V. The image of a linear mapping α : V → W is the subspace
img α = {α(v) ; v ∈ V} ⊆ W ,
and the kernel of a linear mapping α : V → W is the subspace
ker α = {v ∈ V ; α(v) = 0} ⊆ V .
It holds that the dimension of the image and the dimension of the kernel sum
up to the dimension of V.
If bases v1 , . . . , vn ∈ V and w1 , . . . , wk ∈ W of V and W are fixed, then the
linear mappings α : V → W are in a one-to-one correspondence to matrices
X ∈ Rk×n , as explained in the following. If X ∈ Rk×n P
is a k × n matrix
then the value of basis vector vj is defined to be αX (vj ) = ki=1 Xij wi . Since
linear mappings are determined by their values on a basis, we get a linear
mapping P
αX : V → W. Conversely, if α : V → W is a linear mapping and
k
α(vj ) =
i=1 xij wi the value of the j’th basis vector of V (for uniquely
determined reals xij ), then setting X = (xij ) defines a k × n matrix. These
two mappings are mutually inverse. We stress that this construction is unique
only if bases are fixed. The rank of a matrix is the rank of its associated
linear mapping and is defined to be the dimension of its image.
A Euclidean vectorspace is a vectorspace V together with an inner product
h·, ·i : V × V → R ,
satisfying hu, vi = hv, ui (symmetry), hau + u0 , vi = a hu, vi + hu0 , vi (bilinearity), hv, vi ≥ 0, and hv, vi = 0 ⇔ v = 0p(positive definite). An inner
product defines the Euclidean norm kvk = hv, vi. Two vectors u, v ∈ V
are called orthogonal if hu, vi = 0. A basis that consists of mutually orthogonal vectors is called an orthogonal basis. If in addition the basis vectors have
unit length in the Euclidean norm, then the basis is called orthonormal. Two
subspaces U, U 0 ⊆ V are called orthogonal if every vector in U is orthogonal
to every vector in U 0 .
If V and W are two Euclidean vectorspaces and α : V → W a linear
mapping then there is a uniquely defined linear mapping αT : W → V, called
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the transpose of α, with the property hα(v), wi = v, αT (w) . It can be
obtained by transposing the matrix representation of α with respect to any
orthonormal bases of V and W. (The transpose of a matrix is obtained by
interchanging row and column indices.) A linear mapping α : V → V is called
symmetric if it equals its transpose. A linear mapping α : V → W is called
orthogonal if its transpose is its multiplicative inverse. A linear mapping
is orthogonal if and only if the columns of its matrix representation with
respect to any orthonormal bases, themselves form an orthonormal basis.
A real number λ is called an eigenvalue of a linear mapping α : V → V
if there is a vector v 6= 0 such that α(v) = λv. A vector v ∈ V is called
an eigenvector associated to an eigenvalue λ if α(v) = λv holds. A famous
theorem states that for any symmetric linear mapping α : V → V there is an
orthogonal basis of V consisting of eigenvectors of α.
Graph spaces. We need the notion of a vectorspace since we want to
embed a graph into a continuous structure. Thereby, we generalize the notion
of a subset of vertices to weighted sets of vertices, i. e., sets where vertices
have varying, real-valued degrees of membership. This point of view can also
be found in [16].
Similar to [11], we associate with a graph G = (V, E) the vertex space
V = VG = {f : V → R}, that is the vectorspace of all real-valued functions
on the vertex set. The space V has standard basis (fv )v∈V , where fv (v) = 1
and fv (u) = 0 if u 6= v. An element fv of the standard basis is naturally
associated with the vertex v. Further, we define αG : V → V ; v 7→ Av to be
the linear mapping determined by the adjacency matrix A = A(G). Finally,
we get an inner product h·, ·i on V which is uniquely defined on the basis
vectors (fv )v∈V by hfv , fv i = 1 and hfu , fv i = 0, if u 6= v, for u, v ∈ V , i. e.,
the vectors of the standard basis are orthonormal.
Definition 3.2.1 Given a graph G, the pair G(G) = (VG , αG ) is called the
graph space of G. For two vectors u, v ∈ V the weight of the pair (u, v) is
defined to be w(u, v) = hv, α(u)i.
A vector in the vertex-space v ∈ V is therefore a real valued function on the
vertex set. This vector is interpreted as a weighted set of vertices. The degree
of membership of a specific vertex to v is its value in the function v. Special
cases are the elements of the standard basis which correspond to singleton
sets.
A single vertex v is adjacent to a set of vertices (its neighbors). This
set of neighbors is weighted if edges in the graph are weighted, so that the
degree of membership of a vertex u in v’s neighborhood is the weight of the
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edge (v, u). Similarly, a weighted set of vertices v (i. e., an element of the
vertex space) is adjacent to a weighted set of vertices. This neighborhood
is defined to be the sum over the neighborhoods of all vertices weighted by
their degree of membership to the set v. In short, it is defined to be α(v). So
the weight w(v, u) = hu, α(v)i for two vectors u, v ∈ V is the degree to which
u is a member of the (out-)neighborhood of v which can be understood as
the degree of adjacency of u and v.
Conversely, a graph space in its abstract representation corresponds to
a weighted graph: suppose we are given a pair G = (V, α), where V is a
Euclidean vectorspace and α : V → V a linear mapping. Then G induces
a weighted graph G = (V, E) by choosing an orthonormal basis of V as
the vertex set V , and defining (for vertices u and v) the weight of an edge
e = (u, v) by w(e) = hv, α(u)i. Note that the mapping from graph spaces to
weighted graphs is only unique if a basis is fixed (as this is the case, e. g., for
vertex spaces that have a canonical basis).
As for graphs, it is reasonable to identify graph spaces which differ only
by a renaming of the vertex space. As a graph isomorphism is an adjacency
preserving bijection, a graph space isomorphism is defined to be an adjacency
preserving orthogonal mapping between vectorspaces. Graph isomorphisms
are thus special, more restrictive types of graph space isomorphisms.
Definition 3.2.2 Let G = (V, α) and H = (W, β) be two graph spaces. An
isomorphism from G to H is an orthogonal linear mapping ϕ : V → W, such
that for all u, v ∈ V
hu, α(v)i = hϕ(u), β(ϕ(v))i .
In this case G and H are called isomorphic graph spaces. An automorphism
of a graph space G is an isomorphism from G to itself.

3.2.2

Relaxing Equivalence

In the following we introduce similarities as relaxations of equivalence relations. As a running example for this section we will consider the graph G
shown in Fig. 3.1(left) (formally defined by the adjacency matrix A shown
in Fig. 3.1). The dashed edge will be seen as a perturbation of G which
destroys the property of the partition being equitable. However, a structural
similarity for G0 is very close to the one for G.
We remind that a partition P of n vertices into k classes is represented
by its characteristic matrix P , which is defined to be the k × n matrix
( √
1/ r if v is in class c of size r
Pcv =
0
if v is not in class c .
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Figure 3.1: Example for this section. Left: graph G (not including the dashed
edge) with a vertex partition induced by the coloring. The graph including
all edges is denoted by G0 . All edges of G and G0 have weight one. Right:
adjacency matrix of G. The dashed edge of G0 corresponds to a one in the
(underlined) entries A4,7 = A7,4 .

The characteristic matrices of partitions satisfy P P T = idk and have the
property that in each column there is exactly one entry different from zero
(since each vertex is in exactly one class).
To define relaxations of vertex partitions we drop the restriction on the
columns (i. e., we allow vertices to be members of several classes), but keep
the normalization requirement P P T = idk . The real value in row c and
column v is called the degree of membership of vertex v to class c. A class of
vertices is thus generalized to a weighted set of vertices.
Definition 3.2.3 Let V and W be two Euclidian vectorspaces, where W
has dimension k. A linear mapping π : V → W is called a projection ( of
dimension k), if ππ T = idW . The space W is called the class-space or rolespace.
A vector c in the role space W is called a class if it has unit length. If c
is a class in the role-space and v ∈ V a vertex, then hc, π(v)i is the degree
of membership of v to c. The position of a vertex v ∈ V is defined to
be the k-dimensional real vector π(v), i. e., a linear combination of classes
(or a weighted set of classes). The definition of the characteristic matrix
of a partition yields a natural embedding of the set of partitions into the
set of projections. For instance, the partition of the graph in Fig. 3.1 has
characteristic matrix shown in Fig. 3.2, which defines a projection π : R12 →
R3 .
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Figure 3.2: Characteristic matrix for the partition of G shown in Fig. 3.1
defines a projection of dimension three for the associated graph space (which
is isomorphic to R12 ) to the role space (which is isomorphic to R3 ).
However, projections are not limited to Boolean partitions. For instance,
Fig. 3.3 shows a projection of a network with several hundred actors to a twodimensional class-space (see Sect. 4.2 for a description of the data set and
its analysis). Note that real-valued projections can express varying degrees
of membership (e. g., actor BOS is to a much higher degree in the left class
than actor CRO) and membership in several classes (e. g., actor UNO is to
a certain degree in both classes although more in the left). This projection
is far from a Boolean partition.

Figure 3.3: Two-dimensional projection of a network of political conflicts
(see Sect. 4.2 for a description of the data set and its analysis) visualized
as a two dimensional drawing. The coordinate system (i. e., the classes) is
indicated by the two arrows pointing to the upper left (x-coordinate) and
upper right corner (y-coordinate). The degree of membership of an actor to
the first (second) class is proportional to its x (y)-coordinate.
A similar relaxation is performed for equivalence relations. We remind
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that an equivalence relation ∼ on a set of n vertices is represented by its
characteristic matrix S, which is defined to be the n × n matrix
(
1/r if u ∼ v and r is the size of v’s equivalence class
Suv =
0
if u 6∼ v .
The characteristic matrices of equivalence relations satisfy S T = S and S 2 =
S (due to the symmetry and transitivity of equivalence relations) and have
the property that, after appropriate reordering of the rows and columns,
they have block-diagonal form with constant diagonal blocks (since vertices
are equivalent to all members of their class and non-equivalent to members
outside their class, i. e., there are no varying degrees of equivalence).
To define relaxations of equivalence relations we drop the restriction on
the block-diagonal form but keep the requirements S T = S and S 2 = S. The
real value in row u and column v is called the similarity of vertices u and v.
Definition 3.2.4 For a euclidian vectorspace V a linear mapping σ : V → V
is called a similarity if it is symmetric, i. e. σ T = σ, and idempotent, i. e.
σ 2 = σ. The rank of σ is called its dimension.
If u and v are two vertices, then hu, σ(v)i is the similarity of u and v.
The definition of the characteristic matrix of an equivalence relation yields
a natural embedding of the set of equivalence relations into the set of similarities. For instance, the equivalence relation on the vertex set of G in Fig. 3.1
has characteristic matrix shown in Fig. 3.4, which defines a similarity in R12 .
However, similarities are not limited to Boolean equivalence relations. For
instance, Fig. 3.5 shows a similarity for the graph shown in Fig. 3.1 which is
not induced by an equivalence relation. This similarity will turn out to be
structural for the perturbed graph G0 . Thus similarities allow not only for
varying degrees of similarity (compare Fig. 3.3) they are also more robust to
irregularities.
Like equivalence relations and their associated class-mappings (compare
Sect. 2.1.2), similarities and projections are just two points of view of the
same concept. A projection π induces a similarity by σπ = π T π. From the
point of view of a pair of vertices u and v, the similarity between u and v
is therefore defined to be hπ(u), π(v)i. That is, similarity is high if u and v
belong to a high degree to the same classes (i. e., occupy similar positions)
and it is low if u and v belong to almost disjoint sets of classes (i. e., occupy
almost orthogonal positions). Conversely, let σ : V → V be a similarity. Set
W = img σ. Then, πσ : V → W; v 7→ σ(v) is a projection. It can be shown
that, the two mappings σ 7→ πσ and π 7→ σπ are mutually inverse, up to
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Figure 3.4: Characteristic matrix of the equivalence shown in Fig. 3.1 defines
a similarity of dimension three for the associated graph space. It turns out
later that S is a structural similarity for the graph G.
isomorphism of vector spaces, see Theorem 3.2.6 for a proof. That is, for
each similarity there is a unique associated projection and vice versa. For
instance, the projection defined in Fig. 3.2 is associated to the similarity
defined in Fig. 3.4.
Remarks
(Representation of matrices by linear mappings) A projection π : V →
W can be represented by a k × n matrix P determined by the choice of an
arbitrary orthonormal basis of the role space W, i. e., the choice of an orthogonal set of basis classes. (The vertex space V has a canonical basis defined by
the vertex set.) However, different choices for a basis lead to different matrix
representations of π (compare Remark. 3.2.7). In this work we define projections as linear mappings rather than matrices to abstract from arbitrary
rotations or reflections of W. Note however that the relative positions of vertices (such as distance, angle, etc.) and the similarity values hπ(u), π(v)i of
two vertices u and v are independent on the chosen basis. While the matrix
representations of projections are not unique, the matrix representations of
similarities are. In a sense, the same holds for Boolean equivalence relations
and their associated role assignments which are unique only up to renaming
of the set of classes, compare Remarks 2.1.2 and 3.2.7.
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Figure 3.5: Similarity S 0 of dimension three for the graph shown in Fig. 3.1.
It turns out later that S 0 is a structural similarity for the perturbed graph
G0 . Note that S 0 is very close to S shown in Fig. 3.4. The three classes of G
can still be recognized by the higher intra-class similarity values.
(Similarities and fuzzy equivalence relations) On a first glance, similarities seem to be closely related to (or even identical with) fuzzy equivalence
relations [82]. Indeed both, similarities and fuzzy equivalences, are motivated by the need to find a robust real-valued version of the Boolean notion
of equivalence. However, the two definitions are incomparable in the sense
that none of them includes the other one. Similarities are not fuzzy equivalence relations since they may admit negative similarity values. Conversely,
fuzzy equivalence relations are not similarities since they do not satisfy the
idempotency constraint S 2 = S.
Having stated that fuzzy equivalence relations are different from similarities, we still might ask why a different relaxation of equivalence is needed. It
would have been possible to formulate the condition of compatibility with the
graph structure (compare Def. 3.2.8) for fuzzy equivalences instead of similarities. However, while the structural similarities can be characterized making use of the strong framework of linear algebra (compare Theorems 3.3.1
and 3.4.2), such a characterization would not hold for structural fuzzy equivalences. Thus, similarities enjoy more desirable properties than fuzzy equivalence relations, since they lead to a convenient characterization and efficient
numerical algorithms.
(Negative similarity values) If σ is a similarity according to Def. 3.2.4,
then the induced similarity hu, σ(v)i for two vertices u and v may be negative. While this seems to be disturbing at first glance, it actually can provide
a better representation of the class structure of a graph than by using only
non-negative similarity values. Compare the well-known measure of correlation of two random variables which can also assume negative values and
where a correlation of minus one actually provides more information than a
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correlation of zero.

3.2.3

Quotients of Graph Spaces

Projections (and thus similarities) reduce graphs to smaller graphs, called
quotients. As a graph describes the adjacency structure of vertices, the
quotient describes the adjacency structure of vertex classes (compare the
definition of a role graph in Defs. 2.1.5 and 2.1.6).
Definition 3.2.5 Let G = (V, α) be a graph space and π : V → W a projection. Then, π and α induce a linear mapping β : W → W by β = παπ T .
The graph space G/π = (W, β) is called the quotient of G modulo π.
If a projection is induced by a partition, then the weight of the edge between
two classes is equal to the sum of edge-weights between members of the two
classes divided by the geometric mean of the class sizes. This corresponds to
the definition of the symmetrically normalized role graph (2.4) in Def. 2.1.6.
As an example, see Fig. 3.6. The white and black class in the quotient are
connected by an edge of weight two, since white vertices have on the average
two black neighbors.




0 2 2
B = P AP T =  2 0 2 
2 2 0

Figure 3.6: Quotient defined by the graph in Fig. 3.1(left) having adjacency
matrix A and the projection P shown in Fig. 3.2. Matrix B is the adjacency
matrix of the quotient. Edges of the quotient have weight two.
We shown next that, the two mappings σ 7→ πσ and π 7→ σπ from similarities to projections and vice versa (see Sect. 3.2.2) are mutually inverse, up
to isomorphism of graph spaces. That is for each similarity there is a unique
associated projection and vice versa.
Theorem 3.2.6 Let (V, α) be a graph space and σ : V → V a similarity.
Then σ = σπσ . Conversely, let (V, α) be a graph space, W a Euclidian
vectorspace, and π : V → W a projection. Further set W 0 = img σπ ⊆ V,
π 0 = πσπ , β = παπ T , and β 0 = π 0 απ 0T . Then, there is an isomorphism
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ϕ : W 0 → W between the graph spaces (W, β) and (W 0 , β 0 ) such that π = ϕπ 0 ,
i. e., π and π 0 are identical up to isomorphism.
Proof For the first part, note that σπσ = πσT πσ = σ T σ = σ. For proving
the second part, define ϕ = π|W 0 = ππ 0T .
/W
O
BB
BB
ϕ
π 0 BB

V BB

π

W0
We have that ϕ : W 0 → W is an orthogonal isomorphism, since if u, v ∈ W 0
then hϕ(u), ϕ(v)i = hπ(u), π(v)i = u, π T π(v) = hu, vi, and ϕ is invertible
since it has an inverse given by π 0 π T . It remains to show that βϕ = ϕβ 0 .
This holds since, for u ∈ U, the equation ϕβ 0 (u) = πα(u) = βϕ(u) follows
from the definitions and properties of the respective mappings.

We have thus obtained a criterion, when two projections define the same
similarity. As we do not distinguish between two role assignments that yield
the same vertex partition (see Remark 2.1.2), we do not distinguish between
two projections that yield the same similarity.
Remark 3.2.7 Let (V, α) be a graph space, W and W 0 two Euclidean vectorspaces, and π : V → W and π 0 : V → W 0 two projections defined on V.
Then the following two assertions are equivalent.
1. π T π = π 0T π 0 , i. e., π and π 0 define the same similarity on V.
2. There is an orthogonal mapping ϕ : W 0 → W, such that ϕπ 0 = π.
In either case we do not distinguish between π and π 0 .
For instance, the projection P ∗ shown in Fig. 3.7 defines the same similarity
(namely the one from Fig. 3.4) as P shown in Fig. 3.2.
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Figure 3.7: Projection P ∗ defines the similarity S shown in Fig. 3.4. Hence
P ∗ is equivalent to the projection P shown in Fig. 3.2.
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3.2.4

Compatibility with the Graph Structure

Similarities are defined to be compatible with the graph structure, if whenever two vertices are assigned the same position (linear combination of classes),
then their neighborhoods have the same positions. Thus, this condition requires that equivalent vertices have equivalent but not necessarily identical
neighborhoods (compare Chapt. 2).
For directed graphs we distinguish between similarities that are structural
with respect to outgoing edges, incoming edges, and both. It is easy to see
that for symmetric α (undirected graphs) all three definitions coincide.
Definition 3.2.8 Let (V, α) be a graph space, π : V → W a projection,
and β = παπ T the linear mapping of the induced quotient. Then, π and its
associated similarity σπ are called
1. out-structural if πα = βπ,
2. in-structural if παT = β T π,
3. structural if both conditions hold.
As a trivial example, the identity partition induces a similarity that is structural for all graphs. For a non-trivial example, note that in graph G in
Fig. 3.1, every white vertex has exactly two black neighbors. Thus, the number of black neighbors of each white vertex is equal to the average number of
black neighbors of white vertices, i. e., equal to the weight of the edge between
the white and black class in the quotient. It is exactly this equality which
is required in the matrix equations in Def. 3.2.8. Indeed, with A defined by
Fig. 3.1(right), P defined by Fig. 3.2, and B defined by Fig. 3.6 we have
P A = BP , hence P defines a structural similarity for G. See Fig. 3.8 for examples of out-structural or in-structural similarities which are not structural.
It can be shown that structural projections are compatible with the composition of projections.
Theorem 3.2.9 Let (V, α) be a graph space, W1 and W2 two Euclidean
vectorspaces, π1 : V → W1 a projection on (V, α), and π2 : W1 → W2 a
projection on (W1 , π1 απ1T ). Then π : V → W2 ; v 7→ π2 (π1 (v)) is
1. out-structural if both π1 and π2 are out-structural,
2. in-structural if both π1 and π2 are in-structural,
3. structural if both π1 and π2 are structural.
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Figure 3.8: Examples for out-structural and in-structural similarities. Left:
The coloring defines an in-structural similarity which is not out-structural.
Middle: The coloring defines an out-structural similarity which is not instructural. Right: The partition {{1, 3}, {2, 4}, {5}} (levels from the top) is
in-structural. The partition {{2, 5}, {1, 4}, {3}} (levels from the bottom) is
out-structural.
Proof The first assertion follows from the fact that the concatenation of
two commutative diagrams commutes (let β = π1 απ1T ).
V

π1

α

/

β



V

W1

π1

/

π2



W1

π2

/

W2
/

W2



The second assertion follows by transposing α and β and the third assertion
follows from the former two.

Equitable partitions (see Def. 2.3.2) are standard concepts in algebraic
and spectral graph theory [44, 29] and algebraic combinatorics [43]. Below
we demonstrate that if a projection P is induced by a partition P then P
is structural if and only if P is equitable. Thus structural similarities are
exactly the real-valued version of the discrete notion of equitable partitions.
In particular, structural similarities are a relaxation of equitable partition
and hence of automorphic equivalence.
Corollary 3.2.10 Let G = (V, E) be a graph and P the characteristic matrix of a partition P of V . Then,
1. P is out-structural iff P is out-equitable,
2. P is in-structural iff P is in-equitable, and
3. P is structural iff P is equitable.
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Proof The assertion for structural similarities follows directly from Theorem 2.3.3 and Theorem 3.3.1 (whose proof makes no use of Corollary 3.2.10).
The assertions for in-structural and out-structural similarities can be shown
by similar techniques as Theorem 2.3.3, when making use of Theorem 3.3.1.

By Corollary 3.2.10, structural similarities are the real-valued version of
the Boolean notion of equitable partitions. We might want to ask whether it
would also be possible to define a real-valued version of regular equivalence
relations. However, while it would indeed be possible to come up with such
a definition, we claim that the natural way to do this would not extend the
notion of regular equivalences at all. Thus, nothing would be gained.
To illustrate our claim, we first look at the relation between equitable
partitions and structural similarities. By Theorem 2.3.3, equitable partitions
are exactly those equivalence relations whose characteristic matrices commute (under real matrix multiplication) with the graph’s adjacency matrix.
By Theorem 3.3.1, structural similarities are exactly those similarities whose
representing matrices commute (under real matrix multiplication) with the
graph’s adjacency matrix. Thus, the generalization from equitable partitions
to structural similarities is done by generalizing matrices of Boolean partitions to similarities (and requiring exactly the same matrix equation). Regular equivalences could be generalized in the same manner: by Theorem 2.3.9,
regular equivalences are exactly those whose characteristic matrices commute
(under Boolean matrix multiplication) with the graph’s adjacency matrix.
The only way to translate this requirement to the larger class of similarities
(instead of equivalence relations) would be to require that the representing matrices of similarities commute under Boolean matrix multiplication
with adjacency matrices. Since Boolean multiplication of real matrices is
not defined, we first would have to round the similarities to Boolean matrices, obtaining matrices of equivalence relations and, thus, having recovered
exactly an equivalent characterization for regular equivalence relations.

3.3

Characterizing Structural Similarity

Until now the definition of structural similarity gives rise to the questions,
under what conditions do non-trivial structural similarities exist and how
can they be computed. In this section, we derive equivalent conditions for a
similarity to be structural. These conditions yield a compact description of
the set of structural equivalences of a graph. Furthermore they yield efficient,
numerical algorithms to compute structural similarities and serve to relate
structural similarities to established spectral methods. A subspace U ⊆ V is
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called α-invariant if for all u ∈ U, it is α(u) ∈ U.
Theorem 3.3.1 Let (V, α) be a graph space, π : V → W a projection, and
σ = σπ the associated similarity. Then
1. π is out-structural iff σα = σασ iff ker σ is α-invariant,
2. π is in-structural iff ασ = σασ iff img σ is α-invariant,
3. π is structural iff ασ = σα iff img σ and ker σ are α-invariant.
Proof
Let β = παπ T . We prove the first assertion. Assuming σα =
σασ and multiplying this equation with π from the left we get ππ T πα =
ππ T παπ T π, which implies (since ππ T = id) πα = βπ, i. e., π is out-structural.
Conversely, given π with πα = βπ we get
σα = π T πα = π T βπ = π T παπ T π = σασ .
Now assume that ker σ is not α-invariant. Then there is a v ∈ V such that
σ(v) = 0 but σα(v) 6= 0. It follows that σα(v) 6= 0 = σασ(v) and therefore
σα 6= σασ.
Conversely, assume that ker σ is α-invariant and let v ∈ V. The space V
is the orthogonal sum of img σ and ker σ. This implies that v = u1 + u2 for
some u1 ∈ ker σ and u2 ∈ img σ. Then, since by assumption α(u1 ) ∈ ker σ,
we get σα(v) = σα(u2 ) = σασ(v) and it follows that σα = σασ.
The second assertion follows from the first by considering αT and β T and
using the fact that img σ is α-invariant if and only if ker σ is αT -invariant.
The third assertion is obtained by 1. and 2.

Theorem 3.3.1 yields an even simpler characterization for the case of symmetric graph spaces (undirected graphs).
Corollary 3.3.2 Let (V, α) be a graph space where α is symmetric, π : V →
W a projection, and σ = σπ the associated similarity. Then π is structural
if and only if img σ or ker σ (and hence both) are generated by eigenvectors
of α.
For instance, the row-vectors of the matrix P ∗ , defined in Fig. 3.7, are eigenvectors of A, defined in Fig. 3.1, and yield the similarity S, defined in Fig. 3.4.

3.3.1

Computation of Structural Similarities

As corollaries of Theorem 3.3.1 we can give the following general algorithms
for the computation of structural similarities. We distinguish between undirected and directed graphs. Algorithms 2 and 3 are generic in the sense that
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they involve the selection of a subset of eigenvalues that is not restricted here.
Which subset actually has to be chosen depends on what the similarity is
for, what properties should it satisfy, or what criterion should be optimized.
See Sects. 3.4 and 3.6 for such restricting properties and Chapts. 4 and 5 for
application examples.
Undirected Graphs
From Corollary 3.3.2 we know that for undirected graphs, a similarity σ is
structural if and only if img σ is generated by eigenvectors of α. Thus a
general way for determining any structural similarity is Algorithm 2.
Algorithm 2: Generic computation of structural similarities for undirected graphs
Input: symmetric adjacency matrix A of an undirected graph and k
the dimension of the structural similarity
Output: a structural projection P and its associated structural
similarity S
1. Compute the eigenvectors of A
2. Select a subset of k (orthogonal and normalized) eigenvectors and
write them into the rows of a matrix P
3. S = P T P

As an example, the structural projections in Figs. 3.2 and 3.7 are both
projections onto the eigenvectors of the graph G shown in Fig. 3.1 associated
to the eigenvalues 4, −2, and −2. The rows of P ∗ in Fig. 3.7 are eigenvectors
associated to these eigenvalues. See all eigenvalues of G in (3.1). (Eigenvalues
that yield the similarity shown in Fig. 3.4 are bold. These are exactly the
eigenvalues of the quotient shown in Fig. 3.6.)
{4, 2, 2, 0, 0, 0, 0, 0, 0, −2, −2, −4}

(3.1)

As a different example, projecting to eigenvectors of the perturbed graph
G0 (with the dashed edge in Fig. 3.1) associated to the eigenvalues 4.21,
−1.93, and −2.34 yields the structural similarity S 0 shown in Fig. 3.5. See
all eigenvalues of G0 in (3.2). (Eigenvalues that yield the similarity shown in
Fig. 3.5 are bold.)
{4.21, 2.10, 1.81, 0.48, 0, 0, 0, 0, −0.47, −1.93, −2.34, −3.86}
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(3.2)

Eigenvectors can be computed efficiently by numerical algorithms. A
good reference is, e. g., [47]. The time-complexity depends on whether we
really need to compute all eigenvectors or whether we can directly compute
the k eigenvectors that we want to write in the rows of P . Secondly the timecomplexity depends on whether the adjacency matrix is sparse (has much less
than n2 non-zero entries) or dense. A selection of algorithms that are useful
in different situations are presented in Sect. A.1.
Directed Graphs
A representation of all invariant subspaces of a graph, and thus of all (out/in-)structural similarities, is obtained by the Jordan form of the graphs
adjacency matrix. See [45] for a comprehensive treatment of this topic and
[47] for algorithms. However the Jordan form is highly sensitive to perturbations and thus not suitable for the applications of structural similarity that
we envision here. In Sect. 3.6 we identify a subset of structural similarities
(called simple) that are robust to noise and have other desirable properties. All simple in-structural (out-structural) similarities can be computed
by Algorithm 3.
For Algorithm 3 we need the notion of the real Schur form of a general
quadratic matrix.
Theorem 3.3.3 (real Schur decomposition
exists an orthogonal Q ∈ Rn×n such that

R11 R12 . . .
 0 R22 . . .

QT AQ =  ..
..
...
 .
.
0
0 ...

[47]) If A ∈ Rn×n then there
R1m
R2m
..
.







Rmm

where each Rii is either a 1 × 1 matrix of a 2 × 2 matrix having complex
conjugate eigenvalues.
Such a matrix QT AQ is called upper quasi-triangular.
Since the Schur form QT AQ is quasi-triangular, any set of leading column
vectors of Q that does not split a block of QT AQ spans a subspace that is
invariant for A. Thus we obtain Algorithm 3 for the generic computation
of all simple out-structural and in-structural similarities. Efficient computation and reordering of the Schur form is treated in [47] and algorithms are
described in Sect. A.2.
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Algorithm 3: Generic computation of in-structural (out-structural)
similarities for general (i. e., possibly directed) graphs
Input: adjacency matrix A of a graph and k the dimension of the
structural similarity
Output: an in-structural (out-structural) projection P and its
associated similarity S
1. Compute a real Schur form X = QT AQ of A.
2. Select a subset of diagonal blocks of X whose dimensions sum up to k
and reorder X such that these blocks are at the upper left (lower
right) position. Denote the resulting Schur form by X 0 = Q0T AQ0 .
3. Write the k leftmost (rightmost) columns of Q0 in the rows of a
matrix P .
4. P determines an in-structural (out-structural) projection and
S = P T P an in-structural (out-structural) similarity.

3.3.2

Structural Similarities and Spectral Methods

Spectral techniques are a frequent tool in many data analysis applications
(compare [73, 1, 7, 85, 42, 52]) and spectral algorithms are used as powerful heuristics for hard combinatorial problems (compare [4, 69, 28]). (More
details about these methods are in Chapt. 5.) Methods in these references
typically project onto the eigenvectors corresponding to the eigenvalues with
the largest absolute values. Thus, by Theorem 3.3.1, these methods compute special cases of structural similarities. The latter are not restricted to
projecting to the largest eigenvalues but can choose all subsets.
The question arises, what do we gain by projecting to general subsets of
eigenvalues. In fact, as we show next, traditional spectral methods compute
projections that require largely overlapping neighborhoods for similar vertices. Thus, these methods belong to Type II in Table 1.1. In particular,
they do not relax notions such as automorphic equivalence that are built
on the idea of equivalent (and not necessarily identical) neighborhoods for
equivalent vertices. To achieve this but still make use of powerful spectral
techniques one has to drop the restriction of projecting only to the eigenvalues of largest absolute value.
See Fig. 3.9 for a small example illustrating the differences between traditional spectral techniques and structural similarities. As a different example,
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the partition in Fig. 3.1 can not be found by traditional methods, since to do
so the eigenvalue −4, which is one with the largest absolute value (compare
(3.1)), has to be left out. Similarly, for the graph in Fig. 2.7, having the
eigenvalues
{−2.56, −2.56, −1.24, 0, 0, 0, 0, 0, 0, 0, 0, 0, 1.56, 1.56, 3.24} ,
we can only detect the automorphic equivalence if we project to 3.24 and
−1.24 and leave out the larger eigenvalues −2.56 and 1.56. More generally, we
shown in Chapt. 5 limitations of traditional spectral methods when applied
as heuristics for graph partitioning problems.

Figure 3.9: The vertex coloring represents a vertex partition whose characteristic matrix is a structural projection onto eigenvalues 4.56 and 0.44.
In contrast, traditional spectral methods would typically project onto the
three largest eigenvalues (4.56, 3.83, and 3.83), resulting approximately in
the three clusters that are defined by the K5 subgraphs. Vertices that are
equivalent in the first partition have equivalent but non-identical neighborhoods. Vertices that are equivalent in the second partition have best possible
identical neighborhoods.
We formalize next the intuitive notion that traditional spectral methods
relate only vertices vertices that have best possible identical neighborhoods.
Let A be the the adjacency matrix of an undirected graph, S the matrix of
a structural similarity and u and v two vertices. The value kA(u) − A(v)k =
kA(u − v)k is a measure for the difference of the neighborhoods of u and v.
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Thus, u and v have almost identical neighborhoods if kA(u − v)k is small.
Similarly, u and v are seen as almost equivalent by S if kS(u − v)k is small.
We prove below that traditional spectral methods satisfy best possible the
following equivalence for all vertices u and v:
kS(u − v)k is small if and only if kA(u − v)k is small.
To see that this is true, let x1 , . . . , xn be orthonormalized eigenvectors of A
with associated eigenvalues λ1 , . . . , λn which are ordered such that S projects
to the first k eigenvectors. (Thus, if S is determined by traditional spectral
methods the first k eigenvalues are those of maximal absolute values.) Further, let c1 and c2 be defined by
c1 = max 1/|λi |

c2 = max |λi | .

i=1...k

i=k+1...n

(Note that c1 is defined only if S does not project to an eigenvalue λi = 0,
which can be safely assumed for traditional spectral methods.) The value
c2 is the maximal absolute value of an eigenvalue that has been left out
by the projection. Conversely, c1 is the inverse of the minimal absolute
value of an eigenvalue that has been chosen to project on. For given k,
traditional spectral methods chose the structural projection of dimension k
that minimizes c1 and c2 over all structural projections
√ of dimension
Pnk.
Let y be any vector of norm less than or equal to 2 and y = i=1 ai xi
for uniquely determined real values ai . It is
2

kS(y)k

2

kA(y)k

=

=

k
X
i=1
k
X
i=1

a2i

≤

c21

k
X

(ai λi )2 ≤ c21 kA(y)k2

and

(3.3)

i=1
2

(ai λi ) +

n
X

(ai λi )2 ≤ kAk22 kS(y)k2 + 2c22 .

(3.4)

i=k+1

By taking y = u − v for two vertices u and v we obtain from (3.3) and (3.4)
the following two properties for a structural similarity S.
1. Assume that S does not project to an eigenvalue λi = 0. If kA(u) −
A(v)k is small, then kS(u) − S(v)k is small, i. e., vertices with almost
identical neighborhoods are assigned almost the same positions. Furthermore, the ratio kS(u − v)k/kA(u − v)k is bounded from above by
c1 and, thus, minimized by traditional spectral methods.
2. Conversely,
if kS(u) − S(v)k is small then kA(u) − A(v)k is bounded
√
by 2c2 (plus a small ε > 0), i. e., if vertices are assigned almost the
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same
position, then their neighborhoods can differ by no more than
√
2c2 . Traditional spectral methods minimize c2 , i. e., those methods
assign (best possible) only vertices with almost identical neighborhoods
to almost the same position.
Putting it the other way round, these two properties cause traditional spectral methods to possibly miss some structure of the graph. Vertices may have
a high structural similarity (e. g., they may be even automorphically equivalent) without having (almost) identical neighborhoods. Compare Fig. 3.9,
where there is no k such that the projection to the k largest eigenvalues highlights the fact that the three clusters are equivalently structured. Also see
Sect. 5.1, where we show that established spectral graph coloring algorithms
fail in a model in which equally colored vertices can have different expected
neighborhoods.
Results in this section can serve as a guideline to answer the question
whether traditional spectral methods work for a specific application or whether
other projections than those to the largest eigenvalues must be taken. If it is
likely that vertices that should be identified as similar have (almost) identical
neighborhoods, then the traditional methods should work well. In contrast, if
similar vertices are likely to have equivalent but not identical neighborhoods,
then other projections have to be taken. See Chapt. 5 for examples on this
distinction.

3.4

Selecting Structural Similarities

Until now the definition of structural similarities yields a huge set of possible
choices for each given graph. In this section we develop a method how to
select the similarity that is most appropriate for a specific task. This method
will be used in the applications in Chapts. 4 and 5.
It would be desirable to have a method that computes for each input
graph one and only one structural similarity, which then is claimed to be the
optimal choice out of all possibilities. We clarify first that such a universal
criterion cannot exist. Which similarity is the best for a given graph depends
on the goal of the role analysis and also on the semantics of the edge relation.
We illustrate this on the example of conflict networks, where the input data
consist of weighted graphs that encode hostile relations between political
actors (see Sect. 4.2 for a detailed description of the networks and their
analysis). For these conflict networks, at least two conceptually different
types of role assignments can be justified. First the computation of classes
of actors that are densely connected, so that actors in the same group have
many hostilities with each other and actors from different groups do not have
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much hostile interaction. These clusters correspond to groups of actors that
participate in the same conflict or struggle on the same issue. A second,
conceptually different role assignment has the objective to put actors into
classes such that there are many conflicts between the classes and only few
or no conflicts within the classes. These classes correspond to groups of actors
that fight the same enemy. Note that both projections give us some insight
into the network structure and can therefore be considered as reasonable
choices. However, the two projections are far from each other and have to
be interpreted in a totally different manner. We conclude that a universal
selection criterion for structural similarities is impossible. Instead we will
develop a criterion to determine a structural similarity that fits the network
into a pre-specified model for the network structure.
We first formalize the problem to determine a structural projection onto
a pre-scpecified quotient (compare Problem 2.3.18 for a version for discrete
role assignments). Let R = (W, β) be a given graph space modeling the
interaction of the vertex classes.
Problem 3.4.1 (R-Role Assignment with Structural Similarity)
Given a symmetric graph space G = (V, α). Is there a structural projection
π : V → W with quotient R ?
The next theorem gives for symmetric graph spaces (i. e., undirected
graphs) a characterization of role assignability which yields an efficient algorithm for the role assignment problem.
Theorem 3.4.2 Let G = (V, α) be a symmetric graph space of dimension
n and R = (W, β) a graph space of dimension k. Then there is a structural
projection π : V → W such that β = παπ T if and only if β is symmetric
and the characteristic polynomial of β divides the characteristic polynomial
of α. In this case, the image of the associated similarity σπ is generated by
k eigenvectors of α associated to the eigenvalues of β.
Proof Only if : (We note that the proof of the only if part is very similar
to Theorem 9.3.3 of [44]. However, since our theorem applies to the larger
set of structural similarities and not only to equitable partitions we briefly
sketch its proof.) Let n be the dimension of V and k that of W. Further,
let π 0 : V → Rn−k be a linear mapping such that ππ0 : V → W ⊕ Rn−k ; v 7→
(π(v), π 0 (v)) is an orthogonal isomorphism and let β 0 = π 0 απ 0T . It is
   T 

π
π
β 0
α 0
=
,
0 β0
π0
π
from which it follows that the characteristic polynomial of β divides that of
α. Finally, β is symmetric since β = παπ T and α is symmetric by hypothesis.
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If : Let {(λ1 , ν1 ), . . . , (λr , νr )} be the set of different eigenvalues λi of β
with multiplicities νi . For each 1 ≤ i ≤ r choose νi linearly independent
eigenvectors vi1 , . . . , viνi of α with eigenvalue λi . Let U ⊆ V be the subspace, generated by (v11 , . . . , v1ν1 , v21 , . . . , vrνr ). Then, by Theorem 3.3.1, the
projection π1 : V → U is structural and β1 = π1 απ1T = α|U has exactly the
eigenvalues with multiplicities of β. Finally define ϕ : U → W to be the
isomorphism which maps (v11 , . . . , vrνr ) onto an orthonormal eigenbasis of
(W, β) in such a way that the image of vij has eigenvalue λi . The assertion
follows with π = ϕπ1 .

For example, the partition of graph G in Fig. 3.1 corresponds to the structural
projection onto eigenvalues 4, −2, and −2. See the eigenvalues of G in (3.1).
These are exactly the eigenvalues of the quotient shown in Fig. 3.6.
If σ is a structural similarity for a symmetric graph space (V, α) and π its
associated structural projection, we call the eigenvalues of παπ T associated
to σ and π.
Theorem 3.4.2 also implies that the role assignment problem for structural
similarities (see Problem 3.4.1) is easier than its discrete counterparts.
Theorem 3.4.3 Let R be a graph and let R denote the graph space associated to R. Then the R-role assignment problems with regular equivalences
and equitable partitions (Problems 2.3.18 and 2.3.6) are N P-complete. On
the other hand, the R-role assignment problem for structural similarities can
be efficiently solved.
Proof The first statement has been shown in Theorems 2.3.20 and 2.3.7.
The second statement follows from Theorem 3.4.2, since computation of the
characteristic polynomial and divisibility testing for polynomials can be performed in polynomial time.

Unfortunately, we do not know of a theorem for general (not necessarily
symmetric) graph spaces that is comparable to Theorem 3.4.2.

3.5

Network Generation Models

In this section we describe models for random generation of graphs or, equivalently, probability distributions on the set of graphs. The models are designed
in such a way that the generated graphs admit (or are likely to admit) a nontrivial partition compatible with certain constraints for role assignments. Our
models are a generalization of the so-called planted partition models, see e. g.,
[69], which we will call later uniform planted partition models.
Planted partition models can be useful for several tasks. First, the average
running time of algorithms or their ability to detect good role assignments
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can be evaluated empirically on graphs generated by these models. Second,
many algorithmic problems in network analysis are N P-hard in the general
case. However, efficient heuristic algorithms may find with high probability
the correct solution (compare Sect. 5.1). In order to prove such quality
guarantees we must fix a probability distribution over the problem-instances,
i. e., a random graph model. By proving correctness of algorithms under
certain conditions we obtain a more detailed insight into which instances are
hard and which ones are efficiently solvable. Third, random graphs can model
real world scenarios. By developing efficient heuristics for these models, we
might get insights how to handle real-world graphs.
In graph theory there are some very simple random graph models that
have been in use for decades. A famous one is the so-called G(n, p) model
[41], where n is an integer and p a real number from the interval [0, 1].
The model G(n, p) is defined as follows. A graph drawn from G(n, p) is
an undirected graph on n vertices, where each set of two different vertices
{u, v} independently becomes an edge with probability p. A special case is
G(n, 1/2) which assigns the same probability to every graph on n vertices.
The parameter p allows to regulate the expected edge density. In G(n, 1/2)
most graphs are dense, i. e., their number of edges is quadratic in n. Since
most application graphs are much sparser, one considers usually values of p
that decrease with growing n (e. g., p = d/n for a constant d, which is then
the expected degree).
However, the model G(n, p) is completely unstructured and thus not realistic for applications. For instance, a graph drawn from G(n, p) is very
unlikely to admit an outstanding partition into dense clusters. This contrasts to empirical graphs (e. g., see the graph in Fig. 2.3 which naturally
decomposes into clusters). Similarly, a graph drawn from G(n, p) is very unlikely to admit an outstanding role assignment. These limitations of G(n, p)
have been observed for a while and many models have been proposed, which
generate graphs with skewed degree distributions or high clustering coefficient, compare Chapt. 13 of [18]. Here we define a model to generate graphs
that admit non-trivial vertex partitions satisfying different constraints.
For simplicity we consider only undirected graphs in this section. A symmetric real n × n-matrix whose entries are from the interval [0, 1] is called
a matrix of probabilities. A matrix of probabilities A encodes in its entry
Auv the probability that two vertices u and v are connected by an edge.
Therefore, a matrix of probabilities defines a random graph model.
Definition 3.5.1 Let A be an n × n matrix of probabilities. The random
graph model G(A) is defined as follows. A graph G = (V, E) drawn from G(A)
is an undirected graph with vertex set V = {1, . . . , n}. A set of two vertices
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{u, v} (not necessarily different) is independently chosen to be an edge with
probability equal to Auv . The matrix A is the expected adjacency matrix of
G(A).
The probability density function of G(A) is very simple since the edges are
drawn independently. Let G = (V, E) be a graph and A a matrix of probabilities of dimension |V | × |V |. The probability of G in the model G(A)
is
Y
Y
P (G|A) =
Auv ·
1 − Auv .
{u,v}∈E

{u,v}6∈E

If all entries of a matrix of probabilities are either zero or one, we call it
a binary matrix of probabilities. Binary matrices define degenerated graph
models: if A is a binary matrix of probabilities then the random graph model
G(A) assigns probability one to the graph with adjacency matrix A and
probability zero to every other graph. Loosely spoken the random graph
model defined by a binary matrix produces only one graph.
As an example for G(A), if A is constantly p ∈ [0, 1] except on the diagonal
where it is zero, then G(A) is equivalent to the uniform random graph model
G(n, p). However the above model is much more general, we will use it in
the following to define planted partition models.
Let A be an n×n matrix of probabilities and P = {C1 , . . . , Ck } a partition
of the vertex set V whose classes have sizes ri = |Ci |. For i, j = 1, . . . , k, the
blockmatrix (also called block ) A[i, j] is defined to be the ri × rj submatrix
of A corresponding to the edges connecting vertices in Ci to vertices in Cj .
For instance, the matrix A in Fig. 3.1 together with the partition induced by
the vertex coloring of the graph G defines the nine blockmatrices in Fig. 3.1.
The partition P is referred to as the planted partition and we call the pair
(G(A), P) a planted partition model. Planted partition models are associated
to a problem of partitioning random graphs.
Problem 3.5.2 (Planted Partition Problem (G(A), P)) Given an instance from G(A), determine the partition P.
Obviously, without any assumptions on the blocks of A it is simply impossible to solve this problem—it is even impossible to determine whether a given
partition is the planted partition. However, when restricting the blocks this
problem can be specialized to well-known graph partitioning problems. For
instance, if the diagonal blocks are constantly zero then the planted partition
is a proper coloring of the graph (i. e., edges connect only vertices from different classes). Furthermore, if the off-diagonal blocks are sufficiently dense
then the planted partition is (surely or with high probability) the unique
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proper k-coloring. Hence, the planted partition problem can be specialized
to, e. g., the problem of determining a proper k-coloring.
In particular, since the planted partition problem can be specialized to
N P-hard problems it is normally tried to design algorithms that succeed with
high probability. Still for finding such algorithms one has to make additional
assumptions on the blocks of A. As a trivial example continuing with the
graph coloring example, if the off diagonal blocks are constantly one then
two vertices are in the same color class if and only if they have identical
neighborhoods. Thus the planted coloring can be determined quite easily.
We will see later that it is still possible to determine the planted coloring
(at least with high probability) if the blocks are much sparser and exhibit a
certain structure.
Below we note simple correspondences between properties of the blockmatrices and properties of the planted partition for the (weighted) graph
induced by the expected adjacency matrix. We call a blockmatrix X constant if all its entries are equal (i. e., in the binary case if either all entries
are one or all entries are zero). The block X is called regular if all rows sum
up to the same value and all columns sum up to the same value (i. e., in
the binary case if all rows contain the same number of ones and all columns
contain the same number of ones). Finally, X is said to have no isolates if
neither a row nor a column of X is constantly zero (i. e., in the binary case if
every row and every column contains at least one entry that is equal to one).
Theorem 3.5.3 Let A be an n × n matrix of probabilities, G the weighted
graph with adjacency matrix A, and P a partition of the vertex set. Then,
1. P is structural for G iff every block of A is constant;
2. P is equitable for G iff every block of A is regular;
3. P is regular for G iff every block of A either has no isolates or is
constantly zero.
Unfortunately, the attribute regular has a different meaning for partitions,
than for matrices (or graphs). However, the definition of regular graphs
(constant degrees, i. e., regular adjacency matrix) is well established in graph
theory and so is the definition of regular equivalence in, e. g., social network
analysis (compare [86]). Motivated by Theorem 3.5.3 we make the following
definition.
Definition 3.5.4 Let A be an n×n matrix of probabilities and P a partition
of the vertex set. Then the planted partition model (G(A), P) is called
1. structural if every block of A is constant;
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2. equitable if every block of A is regular;
3. regular if every block of A either has no isolates or is constantly zero.
Theorem 3.5.3 and Corollary 3.2.10 give the idea that the planted partition problem can be solved for the case of regular blockmatrices by computing
structural projections.
Corollary 3.5.5 Let A be an n × n matrix of probabilities, G the weighted
graph with adjacency matrix A, P a partition of the vertex set into k classes,
and π the projection associated to P. Then, π is a structural projection for G
if and only if every block of A is regular, i. e., if the planted partition model
is equitable.
At a first glance, it seems that Corollary 3.5.5 does not yield any improvement over Theorem 3.5.3, since equitable partitions can already do the job
and, thus, structural projections are not really necessary. However, normally
a graph partitioning algorithm does not get the expected adjacency matrix
of the random graph model but only a sample of it. For this sample, the
planted partition is (in general) no longer equitable. On the other hand, the
sample admits, under certain conditions that are necessary to prove stability, a structural projection that is so close to the planted partition that the
latter can be determined from the former. For instance compare Fig. 3.1,
where the partition is equitable for the graph G but not for the perturbed
graph G0 . However, G0 admits a structural similarity S 0 (shown in Fig. 3.5)
that is very close to the planted coloring. Also compare Sect. 5.1, where
we use the stability of structural similarities to compute planted partitions.
Another advantage of structural projections over equitable partitions is that
by solving the Role Assignment Problem 3.4.1, it is possible to efficiently
determine which structural projection has to be chosen if the quotient is prespecified (again compare Sect. 5.1). Note that this is in general not possible
for equitable partitions, as mentioned in Theorem 3.4.3.

3.6

Simple Structural Similarities

In general, a graph may admit infinitely many structural similarities. More
precisely, the set of structural similarities is infinite if and only if the graph
has multiple eigenvalues. In this section, we show that all but finitely many
are inappropriate if noisy, empirical data has to be analyzed. The remaining
structural similarities will be called simple and are characterized by two properties: that of being invariant under automorphisms and that of depending
continuously from the adjacency matrix.
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We need some basic facts concerning invariant subspaces. Let (V, α) be
a graph space and σ a similarity. If U = ker σ (or U = img σ) is an αinvariant subspace (i. e., if σ is out-structural, resp. in-structural), then the
representation of α with respect to the decomposition V = U ⊕ U ⊥ is


β1 γ
,
(3.5)
0 β2
for linear mappings β1 : U → U, β2 : U ⊥ → U ⊥ , and γ : U ⊥ → U. An invariant
subspace is called simple [80] if, in the notation of (3.5), the spectra of β1
and β2 have empty intersection.
Definition 3.6.1 A similarity σ is called simple, if it is
1. out-structural and ker σ is a simple invariant subspace,
2. in-structural and img σ is a simple invariant subspace,
3. structural and ker σ or img σ (and hence both) are simple invariant
subspaces.

3.6.1

Automorphism Invariant Similarities

The condition on simple similarities excludes similarities that contain an
arbitrary choice that is not justifiable only in terms of the graph’s structure.
We say that a similarity is only derived from the graph’s structure, if it is
invariant under automorphisms of graph spaces, where invariant under an
automorphism ϕ means that the similarity of every pair of vertices u and v
is the same as the similarity of their images ϕ(u) and ϕ(v). See Fig. 3.10 for
a small example.
Definition 3.6.2 Let G = (V, α) be a graph space. A similarity σ is called
automorphism invariant if for each two vectors u, v ∈ V and every automorphism of graph spaces ϕ : V → V (see Def. 3.2.2), it is hu, σ(v)i =
hϕ(u), σ(ϕ(v))i.
Automorphism invariant similarities are, in particular, invariant under graph
automorphisms (that are special cases of graph space automorphisms).
Theorem 3.6.3 A simple similarity is automorphism invariant. If the
graph space is symmetric, then any automorphism invariant, structural similarity is simple.
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Figure 3.10: Two different colorings on a graph with spectrum {2, 0, 0, −2}.
Left: The coloring corresponds to the structural projection onto {2, −2} and
is automorphism invariant. This coloring reflects the unique bipartition of
the graph and is therefore well justified by the graph structure. Right: The
coloring corresponds to a specific structural projection onto {2, 0} (only one
eigenvector with eigenvalue 0 is taken). This coloring is not automorphism
invariant (e. g., a rotation by 90 degrees makes Vertices 1 and 2 equivalent
and Vertices 1 and 3 non-equivalent). It seems to be arbitrary that Vertex
1 should be more similar to 3 than to 2, as encoded in the partition on the
right.

Proof If σ is simple, then every automorphism ϕ of graph spaces leaves
ker σ and img σ invariant (see Theorem 9.1.1 of [45]). This implies
hu, σ(v)i = hϕ(u), σ(ϕ(v))i ,
for all u, v ∈ V, i. e., σ is automorphism invariant.
Conversely, let σ be a structural similarity that is not simple and let
α be symmetric. Then, in the notation of (3.5), γ is zero and β1 and β2
have a common eigenvalue λ. This implies that α can be represented in an
orthonormal basis by


λ 0
0
 0 β10


 .

λ 0 
0
0 β20
The transposition of the first and k + 1’th (if k is the dimension of U = ker σ)
vector in this basis is an automorphism ϕ of the underlying graph space. If
v is the first vector in this basis, then
hv, σ(v)i = 0 6= 1 = hϕ(v), σ(ϕ(v))i ,
i. e., σ is not automorphism invariant.
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In particular, simple similarities are invariant under graph automorphisms
which are special cases of graph space automorphisms. Here the converse is
not true, i. e., a structural similarity that is invariant under graph automorphisms is not necessarily simple (even for undirected graphs). This follows
from the existence of graphs with trivial automorphism group, but multiple
eigenvalues (see, e. g., Theorems 5.1 and 5.13 of [29]).

3.6.2

Stability of Structural Similarities

A second characterization is that simple similarities are exactly those that
satisfy a local stability criterion. The next definition is best understood if one
keeps in mind the usual definition of continuity of functions. (“A function f
is called continuous in x0 if for every ε > 0 there is a δ > 0 such that for all
x with |x − x0 | < δ it is |f (x) − f (x0 )| < ε.”)
Definition 3.6.4 Let (V, α) be a graph space. An out-structural (in-structural)
similarity σ is called stable if for every sufficiently small ε > 0 there exists
a δ > 0 such that for any linear mapping α0 with kα − α0 k < δ, there is
a unique similarity σ 0 that is out-structural (in-structural) for α0 , for which
kσ − σ 0 k < ε.
Theorem 3.6.5 A similarity is stable if and only if it is simple.
Proof For the definitions of Lipschitz stable invariant subspace and root
space see [45]. Let σ be out-structural. Then σ is stable iff ker σ is a Lipschitz
stable invariant subspace. By Theorem 15.5.1 of [45] this holds iff ker σ is
the sum of root spaces, which is true iff σ is simple.

The above theorem implies that for a similarity that is not simple there
are arbitrarily small perturbations of the adjacency matrix that make the
similarity “jump”.
Stable similarities (see Def. 3.6.4) depend continuously on the input data.
This is a minimal requirement for any measure that should be robust to noise.
However, the ratio between change in the similarity over change in the data
can still be very large. Here we define a stability measure that bounds this
ratio. Here we consider only simple similarities. The following definition is
an adaptation of the separator, known in matrix perturbation theory (see,
e. g., [80]).
Definition 3.6.6 Let σ be a simple similarity and let (3.5) denote the corresponding decomposition of α. The stability of σ is defined to be the positive
real number
kβ1 ψ − ψβ2 k
stab(σ) = min
,
kψk
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where the minimum is taken over all linear mappings ψ : U ⊥ → U that are
not identical zero. For symmetric α it is
stab(σ) = min |λ1 − λ2 | ,
where the minimum is taken over all eigenvalues λ1 of β1 and λ2 of β2 [80].
The stability stab(σ) can be computed efficiently. For symmetric graph
spaces this follows directly from Def. 3.6.6, for the general case see, e. g.,
[8].
A large value stab(σ) guarantees resistance to perturbations. Many error
bounds can be given that differ in the matrix norms that are used to measure
the deviation, the symmetry or non-symmetry of α, and in the assumptions
on the form of the error. See Chapts. IV and V of [80] for a representative
set of error bounds and compare Theorems 4.2.4 and 5.1.9.
Next we present a toy example, illustrating the effects of the stability
indicator. A frequent type of networks arising in practice are the so-called
affiliation networks, where actors are connected if they have common affiliations. Examples include social actors participating in the same event,
employees working in the same company, authors connected by articles they
wrote together, or directors affiliated with the same company board (often
referred to as “interlocking directorates”). Consider the affiliation network
defined in Tab. 3.1, where 21 actors are linked to 13 observed affiliations. A
14’th affiliation, in which actors E, J, and M participate is assumed to be
overseen during data collection.
The 21 actors A to U are connected by weighted edges signifying the number of affiliations they share (second column of Tab. 3.1), where 13 shared
affiliations have been found in total during data collection. This network is
referred to as the observed network. Importance in this network is computed
by the widely-used eigenvector centrality [12], in which vertices are valued
by the entries of the principal eigenvector of the adjacency matrix; values
are depicted in the third column (largest values are printed bold). Network
analysis, in general, is plagued by the fact that data collection is often incomplete or erroneous. Suppose, that in this example a 14’th affiliation in
which actors E, J, and M participate, has been overseen. Eigenvector centrality values according to the “true” network (depicted in the forth column)
differ dramatically from those computed on the observed network; also see
Fig. 3.11.
On the other hand, applying a two dimensional centrality (obtained by
projection onto the first two eigenvectors) is fairly stable, see Fig. 3.12. Twodimensional centrality assigns two values to each actor: degree of membership
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Table 3.1: Fictitious affiliation network, see the text for a description.
actor
A
B
C
D
E
F
G
H
I
J
K
L
M
N
O
P
Q
R
S
T
U

affiliation
1, 5
5, 7
8, 10, 12
3, 4, 6
12
6, 9
9, 13
3, 11
1, 7
1, 7
2, 6, 11, 13
1, 10
10, 12
11, 13
3, 4, 9
8, 10
7, 10, 12
6, 13
2, 5
2, 9
2, 4

EVC(13) EVC(14)
0.06
0.12
0.07
0.15
0.13
0.42
0.33
0.02
0.04
0.27
0.27
0.01
0.26
0.01
0.19
0.01
0.07
0.21
0.07
0.31
0.52
0.03
0.09
0.28
0.10
0.46
0.25
0.01
0.29
0.01
0.08
0.26
0.14
0.47
0.30
0.01
0.15
0.04
0.24
0.02
0.21
0.01

2DC(13)
2DC(14)
0.06/0.12
0.02/0.12
0.07/0.15
0.02/0.15
0.13/0.46 -0.03/0.42
0.33/-0.10 0.35/0.02
0.04/0.16 -0.02/0.27
0.27/-0.08 0.28/0.01
0.26/-0.08 0.27/0.01
0.19/-0.06 0.20/0.01
0.07/0.21
0.00/0.21
0.07/0.21 -0.01/0.31
0.52/-0.15 0.54/0.03
0.09/0.30 -0.01/0.28
0.10/0.37 -0.03/0.46
0.25/-0.08 0.26/0.01
0.29/-0.09 0.31/0.01
0.08/0.29 -0.02/0.26
0.14/0.49 -0.03/0.47
0.30/-0.09 0.31/0.01
0.15/0.00
0.14/0.04
0.24/-0.06 0.24/0.02
0.21/-0.06 0.22/0.01

to the first respectively second cluster. In Tab. 3.1, see column five for values
on the observed network and column six for values on the true network.
The unstable behavior of eigenvector centrality could have been foreseen
by the stability indicator for structural similarities. The first three eigenvalues of the observed network are 9.24, 9.09, and 5.94. Stability of eigenvector
centrality is 9.24−9.09 = 0.15, whereas stability of two-dimensional centrality
is 9.09−5.94 = 3.15. We can conclude that, in general, eigenvector centrality
is not appropriate for noisy data if the first two eigenvalues are close together.
This observation generalizes to arbitrary spectral projections: almost equal
eigenvalues should not be separated, if stability is needed.
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Figure 3.11: Graphical representation of eigenvector centrality. Vertex-size
is proportional to their centrality, loops are not drawn. Centrality values in
the observed network (left) differ dramatically from those in the true network
(right).

Figure 3.12: Graphical representation
of two-dimensional centrality. Vertexp
2
2
size is proportional to d1 + d2 for degrees of membership d1 to the first
cluster and d2 to the second cluster. The most important members of each
cluster stay the same for the observed (left) as for the true network (right).

3.6.3

Dual Similarities

For undirected graphs, an out-structural similarity is necessarily in-structural.
For directed graphs, this is no longer true. Simple (out-structural or instructural) similarities enjoy a third property: they admit a unique associated in-structural resp. out-structural similarity, as will be shown next. In
Theorem 3.6.9, we provide bounds for the distance between such associated
similarities.
We call a pair (U1 , U2 ) of invariant subspaces of V complementary if they
have trivial intersection and their direct sum equals V.
Definition 3.6.7 Let σ1 be an out-structural and σ2 be an in-structural
similarity. Then σ2 is called dual to σ1 , and vice versa, if (ker σ1 , img σ2 ) is
a pair of complementary invariant subspaces.
For undirected graphs, a similarity always equals its dual.
Theorem 3.6.8 For a simple out-structural similarity, there exists a unique
dual simple in-structural similarity, and vice versa.
Proof Let σ be out-structural and simple. Then, in the notation of (3.5),
there is a unique solution ψ : img σ → ker σ of the equation β1 ψ − ψβ2 = −γ
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(see [80]). It follows,

id
ξ=
0

Thus, the image of

that with





ψ
β1 γ
β1 0
−1
, it is ξ
ξ=
.
(3.6)
id
0 β2
0 β2

ψ
span an invariant subspace that is complementary
id
to ker σ. This subspace is the image of the dual in-structural similarity. It is
unique, since σ is simple (see [80]).

We show next that, if an out-structural (or in-structural) similarity has
large stability, then it is close to its dual (see Def. 3.6.7). This implies that
out-structural (in-structural) similarities with high stability could be seen as
almost structural.
The distance between a similarity σ and its dual is the norm of the matrix
ψ that occurred in (3.6). From Def. 3.6.6 it follows that kψk ≤ kγk/stab(σ).
Thus we get:
Theorem 3.6.9 Let σ be a simple, out-structural (in-structural) similarity
and σ 0 its dual similarity. If γ is defined by (3.5), then the inequality
kσ − σ 0 k ≤

kγk
stab(σ)

holds.

3.7

Advanced Structural Properties

In this section we describe additional properties and generalizations of structural similarities. These include a natural ordering relation and the induced
lattice structure, structural similarities for so-called 2-mode networks, and
structural similarities on networks with multiple and composite relations.

3.7.1

Lattice Structure

If ∼1 and ∼2 are two equivalence relations on a set V and σ1 respectively σ2
the associated similarities, then ∼1 is finer than ∼2 if and only if ker σ1 ⊆
ker σ2 . We will use this correspondence to generalize the partial order of
equivalence relations to a partial order on the set of similarities. We establish
first a connection between similarities and subspaces.
Lemma 3.7.1 Let U ⊆ V be a subspace of a Euclidean vectorspace V. Then
there is a unique similarity σ : V → V such that U = ker σ.
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Proof
Suppose σ is such a similarity. First we observe that, since σ is
symmetric, img σ is the orthogonal complement of ker σ = U, hence img σ
is determined by U. Thus, each v ∈ V admits a unique representation v =
v1 + v2 , where v1 ∈ img σ and v2 ∈ U. Further, since σ is idempotent, it is
the identity on img σ. Thus
σ(v) = σ(v1 + v2 ) = v1 ,

(3.7)

which shows the uniqueness. On the other hand, (3.7) defines a similarity σ,
such that ker σ = U, which shows the existence.

By the above lemma, we get a bijection between the set of subspaces of
V, denoted by U(V), and the set of similarities on V, denoted by
S(V) = {σ : V → V ; σ T = σ and σ 2 = σ} .
Via this bijection S(V) can be supplied with a partial order ≤, where we say
that a similarity σ is finer than a similarity τ (and conversely, τ coarser than
σ), denoted by σ ≤ τ , if
ker σ ⊆ ker τ .
If M = {Ui ; i ∈ I} is a set of subspaces of V (not necessarily finite),
then
inf(M) = {v ∈ V ; ∀i ∈ I it is v ∈ Ui }
is the infimum of M in U(V). Conversely, the subspace
sup(M) = {v ∈ V ; ∃k ∈ N, v1 ∈ Ui , . . . , vk ∈ Uk : v = v1 + · · · + vk }
is the supremum of M in U(V). In particular, U(V) is a complete lattice,
where the infimum is given by intersection and the supremum by the sum
of subspaces. (See the definition of a lattice in Sect. 2.1.2.) Thus, S(V) is
also a complete lattice, where the infimum is defined by intersection of the
kernels of similarities and the supremum is defined by the sum of the kernels
of similarities.
We show next that the set of structural similarities (with respect to a
linear mapping α : V → V), denoted by Sα (V), forms a sublattice of S(V).
Theorem 3.7.2 Let (V, α) be a graph space. Then, the set Sα (V) of structural similarities is a complete sublattice of S(V).
Proof
By Theorem 3.3.1 it suffices to show that the intersection of αinvariant subspaces is α-invariant and that the sum of α-invariant subspaces
is α-invariant. Proving this is straightforward.
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Theorem 3.7.2 implies (see Theorem 3.7.4) that, given a similarity σ,
that is not necessarily structural, there is always a finest structural similarity
above σ and a coarsest structural similarity below σ. Note, that this does not
hold, neither for regular equivalence relations, nor for equitable partitions.
For regular equivalence only the regular interior exists but not the regular
hull (see Corollary 2.3.15).
Definition 3.7.3 Let (V, α) be a graph space, and σ : V → V be a similarity
on V (not necessarily structural). Then, a similarity τ : V → V is called a
structural hull of σ if τ is structural, σ ≤ τ , and for all τ 0 ∈ Sα (V), σ ≤ τ 0
implies τ ≤ τ 0 . A similarity τ : V → V is called a structural interior of σ if
τ is structural, τ ≤ σ, and for all τ 0 ∈ Sα (V), τ 0 ≤ σ implies τ 0 ≤ τ .
Theorem 3.7.4 Let (V, α) be a graph space. Then, in S(V) there exist
structural hulls and interiors.
Proof We utilize the fact that Sα (V) is a complete sublattice of the complete lattice S(V). Let σ ∈ S(V) then inf{τ ∈ Sα (V) ; σ ≤ τ } is the structural
hull and sup{τ ∈ Sα (V) ; τ ≤ σ} is the structural interior of σ.


3.7.2

Two-Mode Networks

A frequent type of networks are the so-called two-mode networks.
Definition 3.7.5 A two-mode graph is a graph G = (V1 ∪ V2 , E) whose
vertex set V = V1 ∪ V2 is a priori partitioned into two disjoint subsets and
whose edges connect only vertices that are from different subsets, i. e., E ⊆
(V1 × V2 ) ∪ (V2 × V1 ).
In particular, two-mode graphs are bipartite. Examples are authorship networks where authors are connected to the documents they wrote, affiliation
networks where actors participate in affiliations (like social events, conferences, etc.), or product-customer networks where customers are connected to
the products they bought or connected by weighted edges to the products
they evaluated. Even if the edges appear to be asymmetric, it is in most
cases natural to treat these networks as undirected. For instance, if an author a wrote a document d (i. e., if (a, d) is an edge in an authorship network)
then obviously d has been written by a so that (d, a) is also an edge of the
network. We will restrict ourselves to undirected two-mode networks.
(Symmetric) two-mode graphs G = (V1 ∪ V2 , E) are typically represented
by rectangular adjacency matrices A of dimension |V1 | × |V2 | whose rows are
indexed by V1 , whose columns are indexed by V2 and where the real value
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in entry Av1 ,v2 is the weight of the edge (v2 , v1 ) (or zero if (v2 , v1 ) 6∈ E). If
A ∈ Rn1 ×n2 is such a rectangular adjacency matrix, then


0 A
Abipartite =
∈ R(n1 +n2 )×(n1 +n2 )
(3.8)
AT 0
is the bipartite adjacency matrix of the graph, which indeed is symmetric.
Definition 3.7.6 If G = (V1 ∪V2 , E) is a two-mode graph and P a partition
of V = V1 ∪ V2 , we call P compatible with the two-mode structure of V or
a two-mode partition if every class of P is entirely contained either in V1
or in V2 . That is, P compatible with the two-mode structure of V if P is a
refinement of the partition V = V1 ∪ V2 .
Informally, two-mode partitions do not mix up vertices from different types.
In this Section 3.7.2 we consider only compatible partitions, even if not explicitly stated. Definition 3.7.6 already defines two-mode role assignments
and two-mode equivalences, compare Remark 2.1.3. For instance, two-mode
role assignments on authorship networks map authors to classes of authors
and documents to classes of documents. In particular, the role graph of a
two-mode graph over a two-mode role assignment is a two-mode graph. For
instance, classes of authors are only connected to classes of documents and
not to classes of authors. Thus, a two-mode partition P of V = V1 ∪ V2 is
naturally associated to two partitions: a partition P1 of V1 and a partition
P2 of V2 .
The different types of discrete role assignments from Chapt. 2 naturally
translate to two-mode networks, under the restriction that the induced partitions must be compatible with the two-mode structure.
The graph space G(G) = (V, α) of a two-mode graph G = (V1 ∪V2 , E) has
the property that its vertex space V = V1 ⊕ V2 is the orthogonal sum of the
two vertex spaces induced by V1 and V2 . Furthermore, the linear mapping α
has the property that α(V1 ) ⊆ V2 and α(V2 ) ⊆ V1 . We will call such a graph
space a two-mode graph space. We consider in this section only symmetric
two-mode graph spaces.
Two-mode projections and similarities are defined similar to two-mode
partitions.
Definition 3.7.7 Let G = (V1 ⊕ V2 , α) be a two-mode graph space and
V = V1 ⊕ V2 . A two-mode similarity is a similarity σ : V → V with the
property that σ(V1 ) ⊆ V1 and σ(V2 ) ⊆ V2 . A two-mode projection is a
projection π : V → W with the property that its associated similarity π T π is
a two-mode similarity.
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Thus, a two-mode similarity does not mix up vertices of different types.
A two-mode similarity σ of V = V1 ⊕ V2 is naturally associated with two
similarities σ1 on V1 and σ2 of V2 .
It is straightforward to show that the role space W = W1 ⊕ W2 of a
two-mode projection π : V → W is the orthogonal sum of W1 = π(V1 ) and
W2 = π(V2 ) and that the induced quotient (W, παπ T ) is a two-mode graph
space with respect to this decomposition.
All theorems for structural similarities apply to two-mode graph spaces.
In particular, structural similarities are projections onto invariant subspaces.

3.7.3

Roles of Senders and Receivers

The existence of nontrivial out-structural or in-structural similarities in directed graphs is guaranteed. However, this is not the case for structural
similarities. Furthermore, the computation of similarities for directed graphs
is more complicated and less efficient than for undirected. A simple way to
surround this problem is if we allow vertices to play two different roles: one
as a sender of links and one as a receiver of links. A well-known example for
this point of view is the definition of hubs and authorities [55]. Informally a
strong hub is a vertex that points at many strong authorities and a strong
authority is a vertex that is pointed at by many strong hubs. In our notation, hub is a sender-role and authority a receiver-role. The positions hub
and authority are independent: a vertex can be a strong hub and a weak
authority, or a weak hub and a strong authority or it can be weak or strong
in both roles. Here we generalize the one-dimensional centrality measure of
hubs and authorities to higher-dimensional structural similarities.
Technically, sender and receiver roles mean that we are looking for two
projections πs and πr on V, where πs : V → Ws assigns the sender roles to
vertices and where πr : V → Wr assigns the receiver roles to vertices. The
two projections πs and πr , together with the graph space mapping α : V → V
induce a mapping β = πr απsT : Ws → Wr that encodes how a sender class is
adjacent to a receiver class (thus β encodes the adjacency structure on the
set of classes). Together we get the following picture
V
πs



Ws

/V

α

β

/



πr

Wr

From a different point of view, we take the vertex space V twice, i. e., we
consider Vsr = Vs ⊕ Vr , where both the sender space Vs and the receiver
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space Vr are isomorphic to V . The adjacency mapping α is extended to the
mapping
αsr : Vsr → Vsr ; (vs , vr ) 7→ (αT (vr ), α(vs )) .
Thus α maps a vertex from the sender space to vertices in the receiver space
and αT maps a vertex from the receiver space to vertices in the sender space.
By this simple trick, the mapping αsr is symmetric and the stronger theorems for symmetric graph spaces apply. Structural similarities that assign
sender and receiver roles to vertices in V correspond to structural two-mode
similarities of the symmetric two-mode graph space (Vsr = Vs ⊕ Vr , αsr ).

3.7.4

Multiple Relations

In Sect. 2.4.1 we discussed discrete role assignments in the context of multiple
relations. We identified two translations of different types of role assignments
from one-relation graphs to multi-relation graphs: the first that simply requires the role assignment to be compatible with each of the relations and the
second that requires role assignments to be compatible with combinations of
relations (compare Def. 2.4.7). Here we discuss these issues for structural
similarities.
A graph with multiple relations is associated to a graph space with multiple adjacency mappings.
Definition 3.7.8 A graph space with multiple relations is a tuple G =
(V, A), where V is a vertex space and A = {α1 , . . . , αp } a finite set of linear
mappings αi : V → V.
As for graphs with multiple relations we identify two adjacency mappings if
they are equal as linear mappings.
If G = (V, A) is a graph space with multiple relations and π : V → W a
projection, then the induced quotient is the graph space R = (W, B) where
B = {πα1 π T , . . . , παp π T }. Note that it may be παi π T = παj π T even if
αi 6= αj .
Structural similarity on graphs with multiple relations is defined as follows.
Definition 3.7.9 A similarity and its associated projection are called outstructural, in-structural, or structural for a a graph space with multiple relations G = (V, A) if they have this property for each α ∈ A.
A subspace U ⊆ V is called A-invariant if it is α-invariant for all α ∈ A. It
follows that, e. g., in-structural projections are exactly the orthogonal projections to A-invariant subspaces. However, the set of subspaces that are
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invariant with respect to several linear mappings is not that easy to determine in general and in addition this set might be trivial, compare [45].
Next we define similarities that are structural with respect to combinations of relations, called multiplex structural (compare Def. 2.4.7). For doing
this we have to translate the notion of a multiplex graph to graph spaces. A
natural way to do so is to make use of the component-wise matrix product.
Let A1 and A2 be two m × n matrices. The component-wise product of
A1 and A2 is defined to be A = A1 ◦ A2 , where Auv = (A1 )uv · (A2 )uv . If A1
and A2 are adjacency matrices of Boolean relations (all edge weights equal
to one) then the component-wise product corresponds to the set-intersection
of relations.
Definition 3.7.10 Let G = (V, A) be a graph space with multiple relations,
where A = {A1 , . . . , Ap } for n × n matrices Ai . The multiplex graph space
MPX(G) is the graph space with vertex space V and set of relations
{Ai1 ◦ · · · ◦ Aij ; j ∈ {1, . . . , p} and 1 ≤ i1 < · · · < ij ≤ p} .
Definition 3.7.11 Let G = (V, A) be a graph space with multiple relations.
A similarity on V is called multiplex structural (respectively out-structural
or in-structural) for G if it is structural (respectively out-structural or instructural) for the multiplex graph space MPX(G) of G.

3.7.5

Composite Relations

In Sect. 2.4.2 we discussed discrete role assignments in connection with composition of relations. Here we treat this issue for structural similarities. We
remember that higher order relations are formalized in Sect. 2.4.2 by the
Boolean composition of relations (corresponding to the Boolean matrix product). Already Boyd [16] pointed out that Boolean composition of relations
has a serious drawback. It does not distinguish between situations where,
e. g., an actor A is the friend of exactly one actor B who in turn is the enemy of an actor C from situations where there are several actors Bi that are
friends of A and enemies of C. To overcome this drawback Boyd advocated
the use of real matrix multiplication. Using real multiplication one counts
the number of paths labeled FriendEnemy that exist between A and C.
Real matrix multiplication corresponds to concatenation of the associated
linear mappings, i. e., if α is represented by A and β represented by B (with
respect to the same basis), then αβ is represented by AB. We will adhere
to this approach and extend it slightly. On weighted relations (i. e., real matrices or real linear mappings) we can define two more operations: addition
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(which corresponds to the union of relations) and multiplication with reals
(which corresponds to a scaling of edge-weights).
Definition 3.7.12 Let G = (V, A) be a graph space with multiple relations, where A = {α1 , . . . , αp }. The network algebra of G, denoted by
R[G], is defined to be the set of all linear mappings that can be obtained from
{α1 , . . . , αp } by a finite application of the operations addition, multiplication
with real numbers, or concatenation.
As in the case of Boolean composition and semigroups, the interesting
thing about this network algebra are the identities satisfied by its elements.
Compare, e. g., Fig. 2.21 where networks could be distinguished whether a
positive (friendship) relation F and a negative (enmity) relation E satisfy
identities like EF = F E = E (“the enemy of my friend is my enemy”).
In the network algebra we have not only concatenation of relations (as in
the Boolean case) but also addition and multiplication with reals. Thus,
in the network algebra identities like one relation is two times the other or
the sum of two relations equals a third can be verified or rejected. In a
graph space with only one relation α we even have the guarantee that short
identities exist: it is a famous theorem that inserting a linear mapping in its
characteristic polynomial yields the zero mapping (compare [61]). Thus, if n
is the dimension of the graph space, then the linear mapping αn can always
be expressed as a linear combination of the form
n

α =

n−1
X

ai αi ,

i=0

with real coefficients ai .
We have that the condition on structural similarities is compatible with
the algebra structure of R[G]. A similar theorem for regular equivalences is
Theorem. 2.4.13.
Theorem 3.7.13 Let G = (V, A) be a graph space with multiple relations,
and σ an out-structural, in-structural, or structural similarity with respect to
A. Then σ has this property with respect to any relation α ∈ R[G]
Proof We prove the assertion for the case of σ being out-structural and
use the fact that σ is out-structural with respect to α if and only if σα = σασ.
By definition of R[G] it suffices to show that if σ is out-structural with respect
to α1 ∈ R[G] and α2 ∈ R[G] and a is a real number, then σ is out-structural
with respect to α1 + α2 , aα1 and α1 α2 . All of this holds by the following
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equations (assuming that σ is out-structural with respect to α1 and α2 ):
σ(α1 + α2 ) = σα1 + σα2 = σα1 σ + σα2 σ = σ(α1 + α2 )σ
σ(aα1 ) = aσα1 = aσα1 σ = σ(aα1 )σ
σα1 α2 = σα1 σα2 = σα1 σα2 σ = σα1 α2 σ .
The assertion for in-structural and structural are obtained as for out-structural.

Theorem 3.7.13 implies that if a projection π is out-structural (or instructural) with respect to a graph space with multiple relations than π
induces a surjective algebra homomorphism on the associated network algebras. A similar theorem for regular equivalences is Theorem 2.4.14.
Theorem 3.7.14 Let G = (V, A) be a graph space with multiple relations,
π : V → W an out-structural or in-structural or structural projection. Let
R = (W, B) denote the quotient of G modulo π and define πrel by
πrel : R[G] → R[R]; α 7→ παπ T .
Then πrel is a surjective algebra homomorphism, i. e., it satisfies πrel (aα) =
aπrel (α), πrel (α1 + α2 ) = πrel (α1 ) + πrel (α2 ) and πrel (α1 α2 ) = πrel (α1 )πrel (α2 ).
Proof The only non-trivial part and the only one where we need the hypothesis that π is out-structural is the compatibility with the concatenation
of linear mappings. So let α = α1 α2 and assume that the assertion holds for
α1 and α2 . Then,
πrel (α1 α2 ) = πα1 α2 π T = ππ T πα1 α2 π T = ππ T πα1 π T πα2 π T
= πα1 π T πα2 π T = πrel (α1 )πrel (α2 ) .
We used the fact that ππ T = idW . The surjectivity of πrel follows from the
fact that the generator relations B of R[R] are in the image of πrel .
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Chapter 4
Applications in Network
Analysis
Structural similarities are a valuable tool for role assignments in social networks. In contrast to discrete approaches to this problem which were presented in Chapt. 2, structural similarities are computationally tractable, stable to noise, and can accommodate with vertices that do not fit exactly into
one of the classes. A general approach to select the similarity that is most
appropriate for a specific task is to make use of Theorem 3.4.2. We illustrate the usage of structural similarities on two real-world data sets, differing
largely in size and interpretation of the network structure.

4.1

Southern Women Data

The so-called “Southern Women” data set [30] is a small but well-studied network representing 18 women who are connected by weighted edges signifying
the number of co-appearance at 14 selected social events. A meta-analysis
of this data is presented in [38].
It is a striking observation that a number of commonly used techniques
can be seen as determining structural projections onto specific role graphs.
The analysis of the Southern Women Data mostly serves to illustrate that
our method also gives a uniform interpretation to established, but seemingly
unrelated methods of network analysis. Furthermore, analyzing this wellstudied data set makes it easy to compare results obtained by structural
similarities to those obtained by other more traditional methods.
A widely-used approach to determine the importance of vertices in a
graph is eigenvector centrality [12], in which vertices are valued by the entries
of the principal eigenvector of the adjacency matrix. Vertices are therefore
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central if they have central neighbors, so that centrality can be viewed as
the degree of membership in the only position present in the quotient shown
at the lefthand side in Fig. 4.1 (in the following denoted as Rc ). From
Theorem 3.4.2 we know that a similarity σ is structural with G/σ = Rc , if
and only if σ is the projection onto a 1-dimensional space generated by an
eigenvector associated with an eigenvalue c > 0 of the adjacency matrix of
G. Therefore, eigenvector centrality is precisely a structural projection onto
Rc , i.e. a 1-dimensional role assignment, and the eigenvalue determines the
weight of the loop.

Figure 4.1: Quotients for eigenvector centrality (left) and 2-way clustering
with c  w (right).
Freeman [38] compared 21 (more or less established) clustering methods
on the task to partition the “Southern Women” network into dense clusters. The assignments of these methods are shown in Tab. 4.1. On the first
glance, the results look rather consistent (apart from methods BGR74 and
OSB00) and indicate the existence of the two clusters A = {1, . . . , 9} and
B = {10, . . . , 18}. However, according to Tab. 4.1, the group membership
of actors 8 and 9 (ruth and pearl) is somehow questionable and could be
either A or B.
In the following we derive a 2-clustering method by our framework. This
derivation mostly serves to illustrate the application of Theorem 3.4.2, to
illustrate the usefulness of real-valued degrees of membership in the context of
noisy data, and to show that an established technique (spectral k-clustering)
fits naturally into the framework of structural similarities. Membership in
a cluster can be seen as a position, and partitioning into two clusters thus
corresponds to projecting onto the quotient shown in Fig. 4.1 (right) (in the
following denoted as Rcw ). A vertex is in one of the two clusters to the extend
that it has neighbors in the same cluster, in particular, similar vertices have
similar neighbors. The quotient Rcw has the eigenvalues
λ=c+w

and

µ=c−w .

From a different perspective the edge-weights of the quotient Rcw are determined by its two eigenvalues λ and µ as
c=

λ+µ
2

and
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w=

λ−µ
.
2

Laura(2)

Theresa(3)

Brenda(4)

Charlotte(5)

Frances(6)

Eleanor(7)

Pearl(8)

Ruth(9)

Verne(10)

Myra(11)

Katherine(12)

Sylvia(13)

Nora(14)

Helen(15)

Dorothy(16)

Olivia(17)

Flora(18)

DGG41
Hom50
P&C(72)
BGR(74)
BBA(75)
BCH(78)
DOR(79)
BCH(91)
FRE(92)
E&B(93)
FR1(93)
FR2(93)
FW1(93)
FW2(93)
BE1(97)
BE2(97)
BE3(97)
S&F(99)
ROB(00)
OSB(00)
NEW(01)

Evelyn(1)

Table 4.1: Clusterings of the Southern Woman data, as computed by 21
different methods. First column denotes the methods by the abbreviations
chosen in [38]. The other columns list the group membership (A, B or C)
for the 18 actors (“AB” means that this actor is assigned to clusters A and
B, a “?” means that this actor has not been assigned to any cluster), actor
numbers are chosen as in [38].
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Theorem 3.4.2 implies that a similarity σ is structural with G/σ = Rcw , if
and only if σ is the projection onto the eigenvalues λ and µ of Rcw . Since
our goal here is to maximize the edge weights within the clusters, i. e., to
maximize c, the optimal choice are the two largest eigenvalues λ1 and λ2 of
the adjacency matrix. The weight c is then determined as c = λ1 + λ2 . The
result is shown in Fig. 4.2.
Figure 4.2 shows the advantage of using real-valued degrees of membership rather than discrete assignments as in Tab. 4.1. Actors ruth (numbered
with 8) and pearl (numbered with 9) are between the two clusters, which is
consistent with the fact that commonly used methods disagree largely about
the cluster these actors belong to (see Tab. 4.1). Thus, the usage of relaxed
role assignments not only makes role assignments algorithmically tractable
but the solution is also a better representation of the data. It is preferable to
place some actors between groups rather than to apply an arbitrary rounding
that pretends unjustified equivalence of actors.
The above method also yields a new interpretation for spectral k-clustering:
projecting to the k largest eigenvalues corresponds to a special type of role
assignment, where the objective is to maximize the weight of the loops in
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Figure 4.2: 2-way clustering of southern women data. Degree of membership
to the first (second) cluster is encoded in the vertical y-coordinate (horizontal
x-coordinate) and in the brightness (darkness) of the vertex color. Actors
that are close to the line x = y are between the clusters.
the quotient, i. e., where vertices are strongly connected to members of their
own class.

4.2

Conflict Networks

The framework of structural similarities is especially convenient to develop
methods for the analysis of large, noisy, empirical data sets. In this section
we present a method to analyze and visualize networks of political conflicts.
Data about conflict and collaboration among political actors can be extracted efficiently from news reports and dossiers, and there are several data
sets freely available on the Internet. However, even when aggregating actors
(like different people representing the same organization or country) and focusing on specific global regions (like the Balkans or the Persian Gulf) and
periods of time (like 10 or 20 years) there are typically several hundreds of
actors engaged in tens of thousands of events. The specific data sets that we
are going to analyze encode conflicts between political actors in the Balkans
and Persian Gulf regions. These data sets are obtained from the Kansas
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Event Data System (KEDS) [79] and consist of approximately 78,000 (resp.
57,000) dyadic events automatically encoded from news sources.
This section describes a method to visualize event data sets in such a way
that the most essential information contained in it can be captured without
too much effort. Of special interest in social and political event analysis is the
identification of conflicts and the division of parties engaged into opposing
sides. While the ultimate goal is conflict prediction, a first step consists in the
detection and analysis of historical or ongoing conflicts. This is particularly
difficult if the parties involved are not, or only partially, known to the analyst.
Previous work related to Sect. 4.2. There is much work on analyzing
and summarizing (streams of) news reports. Goals include the automatic
generation of warnings about political crisises, topic detection and tracking,
and the identification of frequent patterns in the development of conflicts
[90, 3, 2, 50, 9]. However, most of the proposed methods are restricted to
the computation of certain statistics, whereas visual support to the analyst
is either absent or bounded to plotting the time-series of these statistics.
Exceptions include the following two: Best et al. [9] used a geographic information system to generate maps that highlight countries having the most
co-occurrences with certain keywords. Wong et al. [89] proposed a method
to generate animated scatterplots from data streams like, e. g., sequences of
news articles. (Scatterplots are widely used in statistical graphics, see, e. g.,
[25, 26].) However, the scatterplots in [89] show similarities between documents and not hostile relationships between political actors as will be done
in this section. Moreover, most previous work (except, e. g., [88]), is limited
to analyze individual dyads of actors separately. In contrast, we will exploit
the macroscopic network structure of bilateral events.
Contributions. We present a method that, given a list of events, constructs a sequence of networks which in turn is converted into an animated
scatterplot. The resulting video summarizes graphically the dynamics of major conflicts over a potentially long period of time. From this video, an analyst
can recognize or discover the major actors engaged in conflict during certain
periods of time. The observer is also enabled to detect time-points where
the conflict structure changes significantly. Since our animation is smooth
by design, it can be recognized easily which actors enter or leave a conflict
during transitions. The gain from the proposed method is threefold. Firstly,
efficiency of data analysis is augmented by enabling visual mining of huge sets
of event data supported by a sophisticated preprocessing. Secondly, the presented partial networks give additional information about indirect ties (e. g.
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enemies of enemies) and about density, complexity, and structure of the actors’ environments. Last but not least, the analyst can communicate his/her
insights much more conveniently to others by showing (parts of) the video
or printed still images than by large statistical tables. Thus, usage scenarios for our method include the exploration of unfamiliar political situations,
identification of crucial turning points, and briefing of decision makers.
An outstanding additional property of our method is that it allows for
a rigorous analysis of robustness to noise in the input data. High stability
gives the certainty that the derived representation is indeed meaningful and
not caused by errors. On the other hand, significant drops in the stability
indicator can draw attention to rapid changes in the conflict structure as well
as to inconsistencies in the input data.

4.2.1

Event Data

Our method is applicable to event data given as a series of pairwise interactions. Although it is independent of the data format, we will focus on a
particular coding scheme to make the exposition more concrete. The Kansas
Event Data System (KEDS) [79] is a software tool that automatically extracts events from text. In Sect. 4.2.5 we will use KEDS data for the Persian
Gulf and Balkans regions. Formally, an event series is a sequence a1 , . . . , ak
of tuples ai = (ti , si , oi , ci ), where
• ti is the time-stamp (date),
• si is the subject (source),
• oi is the object (target), and
• ci is the code (type)
of event ai . Dates are given by the day and actors may be aggregated. We
say that actors si and oi are involved in event ai . Events are classified using
to the World Event/Interaction Survey (WEIS) codes [67]. Each event is
assigned Goldstein weights −10 ≤ ω(ai ) = ω(ci ) ≤ 10, which are psychometrically determined scores depending only on the type of event [46]. A
positive (negative) weight indicates the degree of cooperation (hostility) of
the corresponding type of event.
The following excerpt indicates the coding of actors in the Balkans data.
NATO_OFFICIAL [NAT]
NATO-LED_STABILIZATION_FORCE_IN_BOSNIA [NAT]
SERBS_IN_BOSNIA [BOSSER]
RATKO_MLADIC [BOSSER]
MILOSEVIC [SERGOV 890101-971230] [FRYGOV 971231-001005] [SERSM >001006]
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Several tokens in the news may be interpreted as referring to the same aggregated actor. In the above excerpt, NATO (NAT) is represented by (among
others) potentially unnamed officials and SFOR1 . Similarly, the actor BOSSER
is represented by (among others) the general term “Serbs in Bosnia,” as well
by specific persons like Ratko Mladić.2 On the other hand, the same token may represent different actors at different times. For instance, Slobodan
Milošević represents the Serbian government until December 1997, the government of the Federal Republic of Yugoslavia until October 2000, and after
being replaced by opposition leader Vojislav Koštunica only himself.
Given an actor coding, textual statements are parsed into events like the
following, dated July 1995.
950710
950710
950710
950710
950711

NAT
FRN
UNO
UNO
NAT

BOSSER
MOS
BOS
BOSSER
BOSSER

173
054
102
160
223

(SPECIF THREAT) POSSIBLE AIR STRIKES
(ASSURE)
CONDEMNED ATTACK ON MOSLEM
(URGE)
MUST
(WARN)
WARNED
(MIL ENGAGEMENT) WARPLANES STRUCK

The first event is an action initiated by the NATO (active) and directed at
the Serbs in Bosnia (passive). In addition to the event code (173), a textual
description of the type of event is given in parentheses (SPECIF THREAT).
The rest of the line is the stemmed form of the text fragment that has been
turned by the KEDS parser to the corresponding event. Often, this text gives
valuable additional information, e. g. for the first event, information about
the nature of NATO’s threat.
Examples for Goldstein weights associated with event types are the following.
072
054
160
173
223

EXTEND MIL AID
ASSURE
WARN
SPECIF THREAT
MIL ENGAGEMENT

8.3
2.8
-3.0
-7.0
-10.0

Apparently, extending military aid is a highly cooperative action (positive
Goldstein weight of 8.3), whereas warnings are mildly hostile, a specific threat
is much more conflictive, and military engagement is extremely hostile. To
analyze conflict, we will only make use of negatively weighted events, i. e.
hostile actions.
To detect emergent patterns and utilize indirect relations, we transform
the data into a network. Any set {a1 , . . . , ak } of events gives rise to a directed
1
The Stabilization Force (SFOR) was a NATO-led multinational force in Bosnia and
Herzegovina.
2
Ratko Mladić was the leader of the Bosnian Serb Army.
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interaction graph G = (V, E) in the following
way. Every actor involved in
S
any event constitutes a vertex, i. e. V = ki=1 {si , oi }. There is a directed edge
e = (u, v) if there is an event with source u and target v, and we assign a
weight ω(e) that is minus the sum of all negative weights on events initiated
by u and directed to v. Figure 4.3 shows an example of a conflict graph
drawn by standard force-directed layout techniques [53]. The complexity of
Fig. 4.3 already indicates the insufficiency of general-purpose graphdrawing
techniques and the need for other analysis and visualization methods that are
more appropriate for this application. In Sect. 4.2.2 we develop a method that
is able to extract the dominant conflict structure, filters out minor actors,
and produces a less complex image that is easy to understand.

Figure 4.3: Hostile interaction in the Balkans from 1991 until 1997 (edge directions are not shown). Saturation of the edges is proportional to cumulative
hostility weights.
It is unlikely that a focused data set yields an interaction graph with more
than one significant connected component. However, since connected components can be analyzed separately, we may safely assume that all interaction
graphs are connected, anyway.
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4.2.2

Visualizing Bilateral Conflicts

In this section we focus on extracting the structure of conflicts from static
event data, i. e. we ignore time-stamps and consider the data to be given as a
set (rather than a sequence). We will use the corresponding interaction graph
to determine the main opposition of actors, where the assumption is that
conflicts are predominantly bilateral. The static methods that are developed
in this section will be augmented to include dynamics in Sect. 4.2.3.
During the computation of the conflict network’s group structure we will
ignore edge directions. The rationale behind this is that if there is a strong
negative (hostile) edge between actors u and v, then u and v should be in
different groups—independent of whether the edge is directed from u to v
or vice versa. However, edge directions will be taken into account when
determining whether an actor is more active or more passive (see Sect. 4.2.2)
and highly asymmetric edges will also be shown as such.
A straightforward attempt to determine the two opponent groups of a
bilateral conflict is to try to divide the actor set V into two disjoint subsets
U and W , such that for each edge e = (u, w), or e = (w, u) we have u ∈ U
and w ∈ W , i. e. conflicts are only between and not within the two groups.
See Fig. 4.4 for an example partition of a small subset of actors in the Balkans
and selected events among them.

Figure 4.4: The subgraph of hostile interaction induced by selected Balkan
events constitutes a bipartite conflict structure.
The existence of a perfect partition into such sets corresponds to the
graph being bipartite and is thus easy to test for. However, larger data sets
will seldomly result in purely bipartite structures. In fact, our experiments
provide evidence that the interaction graphs are not bipartite for almost all
reasonable selections of actors and periods of time. Thus, in order to make
the idea applicable to empirical data, the concept of a bipartition must be
relaxed.
A possible relaxation is to determine a partition V = U ∪ W such that
the sum of edge weights between the two sets is maximized (in a perfect
bipartition, this sum is over all edges). However, this is the well-known
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MaxCut problem, which is highly inappropriate for our purposes: It is
NP-hard, not robust to noise, requires actors to be purely in one group or
the other, and reveals no prominence of actors. Note that this drawbacks are
those that we claimed to be inherent to Boolean role assignments in general
(compare Sect. 2.6). In the following we develop a method build on the
framework of structural similarities that poses no algorithmic problems, is
stable, can handle actors that are members of both groups, and filters out
unimportant actors on the fly.
For instance, Fig. 4.5 shows the structural projection of all actors involved in the Balkans to conflict space. Note that the degree of membership
assigned to actors varies. E. g., Bosnia (BOS) is a much stronger member of
the blue group than, e. g., the Moslem ethnic group (MOS). On the other hand
UNO, though closer to the blue group, does not fit exactly into the bipartite
structure, because conflicts with other blue actors (e. g., with Bosnia) are
reported. Many of the unimportant actors close to the origin are filtered out
because their level of hostility is not sufficient to place them prominently in
one group or the other. Thus, our method not only determines a relaxed
bipartition, but also indicates which actors are most responsible for the division.

Figure 4.5: Structural projection of Balkan conflict 1989–2003. Dominant
actors include those of Fig. 4.4. Actors are members of the first (second)
group to the extent that they are mapped in direction of the left (right)
coordinate axis. Angle (left vs. right) and color (blue vs. red) encodes the
ratio between the two group membership values. Importance is proportional
to the distance from the origin. The aspect ratio (shape) of an actor encodes
the ratio between activeness (height) and passiveness (width).
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Projecting into Conflict Space
Consider the parameterized graph in Fig. 4.6. It consists of two vertices

B=

c w
w c



Figure 4.6: Quotient R representing the conflict space. Weights w and c are
average weights of edges between and within the two groups.
representing the opposition of two groups, an edge with large weight w representing the hostility of events involving actors in opposite groups, and two
edges with small weight c representing the hostility of events involving actors
within a group.
The single-edge quotient of a bipartite graph is augmented by loops of
weight c, because the interaction graph will almost never be bipartite at
any given point in time. For this quotient, we need to find a (continuous)
projection of actors onto these two classes, such that w is as large as possible
and c as small as possible.
The eigenvalues of the adjacency matrix B of the quotient shown in
Fig. 4.6 are
λ=w+c
and
µ = −w + c .
From a different perspective, parameters w and c are given by the two eigenvalues λ and µ of B as
w=

λ−µ
2

and

c=

λ+µ
.
2

By Theorem 3.4.2, a projection P onto the graph R is found by eigenvectors
of A associated with λ and µ. Since our goal is to maximize w, we choose λ
as large and µ as small as possible, i. e. we take eigenvectors of A associated
with the largest and smallest eigenvalue λmax and λmin . We thus have the
following result.
Theorem 4.2.1 The structural projection with quotient R from Fig. 4.6
that maximizes w is the orthogonal projection onto the two eigenvectors of A
associated with the largest and smallest eigenvalue.
The above derivation also shows that c = 0 if and only if λmin = −λmax ,
which is well-known to hold if and only if the graph is bipartite (note that we
consider here only connected graphs). Although this is almost never the case
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in empirical data, our experiments provide evidence that often c is very small
compared to w. To assess the degree to which the data matrix A is bipartite,
i. e., to which degree does the bilateral model fit the data, we introduce the
following index.
Definition 4.2.2 Let λmax and λmin be the largest and smallest eigenvalue
of the adjacency matrix of a graph G. The bipartiteness of G (or fit of the
bipartite model) is defined as
β(G) =

−λmin
.
λmax

Index β(G) is between zero and one. It is one if and only if the graph is
bipartite (i. e. if the model fits perfectly) and it is zero if and only if c equals
w, i. e. if there are as many edges within the groups as there are in-between
making the assignment meaningless.
Graphing Conflict Space
Using the projection specified in Theorem 4.2.1, we obtain a representation
of the interaction graph in a two-dimensional conflict space, i. e. a scatterplot
of the vertices with coordinates given by the eigenvectors of the adjacency
matrix of the graph. So far, actors are drawn without the connecting edges
to avoid clutter (compare Fig. 4.3).
The coordinates of the scatterplot are transformed to indicate the degree
of membership to each of the two classes. To do so, first consider what
happens when the ideal, single-edge, conflict graph (i. e., the graph R in
Fig. 4.6 with c = 0) is projected onto itself. The normalized eigenvectors of
a single edge are
 
 
1 1
1
1
x= √
and y = √
,
2 1
2 −1
so that

 
 
1
0
x+y
x−y
√ =
√ =
and
.
0
1
2
2
If x, y are the first and last eigenvectors of an arbitrary input graph, the
lefthand side transformations thus yield real-valued degrees of membership in
the two conflict groups. To obtain a horizontal opposition, we finally rotate
the result by 45 degrees (compare e. g., Fig. 4.5). The rotated coordinate
system prevents, in contrast to the more usual one (one axis vertical and
one horizontal), misguided interpretation of superiority of one group over
the other.
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Because of the intricate relation between structural similarities and vertex
centrality, the distance from the origin (i. e., the norm of the actor’s column
in P ) is an indicator of the actor’s involvement. As it is apparent in Fig. 4.5,
our projections thus not only classify actors to one group or the other, but
also distinguish between major and minor members of each group. We draw
circles around the origin to facilitate the recognition of actors with the same
level of importance.
The graphical attributes of our visualization are determined as follows.
The actor’s position in the two-dimensional drawing indicates its group membership and importance: Actors are members of the first (second) group to
the extent that they are mapped in direction of the left (right) coordinate
axis. Importance is proportional to the distance from the origin. Angle (left
vs. right) and color (blue vs. red) encodes the ratio between the two group
membership values. Importance is further emphasized by the saturation of
the actor’s color. Vertex shape and size are used to add information about
activeness of actors. Activeness is defined as the net weight of the events in
which an actor is involved as the subject initiating the event. Symmetrically,
passiveness adds weights of events received. The ratio between activeness
and passiveness determines the aspect ratio of a vertex, so that aggressive
actors that initiate hostile interactions, but are not the subject of retaliation
are high and narrow. The size of a vertex represents an actors involvement in
a conflict structure. Finally, we indicate the fit of the bipartite model using
a bipartiteness gauge on the righthand side of the frames.
We summarize the algorithm for scatterplots representing the conflict
structure of a graph G of hostile interactions with symmetric adjacency matrix A:
1. Compute maximum and minimum eigenvalues λmax and λmin of A together with associated normalized eigenvectors vmax and vmin .
√
2. The projection is given by the 2×n√
matrix P with x = (vmax +vmin )/ 2
in the first and y = (vmax − vmin )/ 2 in the second row. Rotate coordinates by 45 degrees.
3. The bipartiteness is given by β = −λmin /λmax .
4. Draw each actor v as an ellipse with coordinates and color values proportional to the two values in the v’th column of P , height proportional
to activeness and width proportional to passiveness.
For the computation of eigenvectors see [47] and Sect. A.1.
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Figure 4.5 shows the projection into conflict space for events of the Balkan
Conflict from 1989 until 2003. The circles around the origin facilitate to recognize that the most important actor during the whole period of time is
Serbia (SER), closely followed by the Serbs in Bosnia (BOSSER) and Bosnia
(BOS). The bipartiteness of this projection is rather low (only around 0.42),
indicating many conflicts within the two groups. Despite of the low bipartiteness, our method still yields two reasonable opponent groups: Serbia and
the Serbs in Bosnia opposed to Bosnia and Croatia (CRO). The NATO (NAT)
is opposed to SER and BOSSER, due to the massive air strikes in 1994 and
1995. Since NATO initiated more events than it receives, it shows as a high
and narrow actor.
Figure 4.7 shows the projection for the conflicts in the Persian Gulf from
1979 until 1999. The two major opponents for the whole period of time
are clearly the Iran and Iraq, due to their war from 1980 to 1988. The
bipartiteness is, although much higher than in Fig. 4.5, considerably distant
from one. The reason for this is that the USA have strong negative ties
to both Iran and Iraq, thus these three actors form a hostile triangle. The
fact that the aggregated weight of hostile events between the USA and Iraq
(mostly following Iraq’s invasion of Kuwait in 1990) is larger than the weight
between the USA and Iran, is the cause that USA is mapped farer from Iraq
and thus, necessarily, closer to Iran .

Figure 4.7: Gulf Conflict 1979–1999.

4.2.3

Animating Conflict Dynamics

The images generated as described in Sect. 4.2.2 already reveal the actors
and conflicts that are dominant over the whole period of time. However, due
to changing oppositions and alliances these images might not well represent
the structure at specific time-points. Likewise, conflicts of short duration
might be filtered out. To obtain a more detailed insight into the evolution
of conflicts, we will introduce a technique for smooth animation of the above
type of scatterplots for limited periods of time.
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The event graph G is used to generate a sequence of graphs Gt , each of
which represents the view on the set of events at the specific time t. A graph
Gt yields one frame of the final video and this frame shows a detailed image
of the situation at time t. How the events are viewed at a certain time-point
is determined by a scaling function η : R → R≥0 , which models how events
move into the data when time increases and how they fade out. Examples of
possible scaling functions are triangular shaped scaling functions with time
radius r

 (t + r)/r if |t| ≤ r and t < 0
−(t − r)/r if |t| ≤ r and t ≥ 0
ηr (t) =
(4.1)

0 if |t| > r .
The function ηr does not consider events with a time-stamp more then r
away from the current time-point. Events move into Gt linearly until t is
larger than their time-stamp. Then, they fade out linearly until they have
zero weight.
For a fixed η and t, the graph Gt = (V, E, ωt ) is defined as follows.
The actor set V and the edge (or event) set E are the same as for the
input graph G. The weight ωt (e) of an event e at time t is defined to be
ωt (e) = ω(e) · η(te − t), that is, the weight of e at time t is its absolute weight
ω(e) times a scaling factor which is dependent on the difference between the
time-stamp te of the event and the current time t. The graph Gt may be
reduced by removing events with zero weight, as well as isolated actors, since
these do not influence the analysis and would be invisible in the final video.
Given a graph G, representing a list of events, the movie is generated by
the following steps.
1. Select a sequence of time-points t1 < · · · < tN in a given time interval.
2. For each i from 1 to N
Compute the visualization of the graph Gti .
3. The images for all time-points yield the frames of the video.
In order to maintain the overall appearance of the frames one further detail has to be taken into consideration. If v is an eigenvector of A associated
to eigenvalue λ, then so is −v. Thus the eigensolver algorithm could return
either v or −v as a solution to the eigenvalue problem. To prevent that this
assignment switches from one frame to another (which would result in interchanging the axes of the coordinate system from one frame to another) we
have to ensure that the eigenvectors we use point in a well-defined direction.
The canonical direction for the eigenvector vmax associated to the largest
eigenvalue is simply the direction in which each entry of vmax is positive.
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(It is standard knowledge in algebraic graph theory that all entries of this
eigenvector have the same sign.) We define the canonical direction for the
eigenvector vmin for time-step t recursively by the direction of this eigenvector
for time-step t−1. The direction of vmin is chosen such that the angle between
vmin at time t and vmin at time t − 1 is smaller than 90 degrees. Thus, only
the direction of vmin for the very first time-step is arbitrary. This translates
to the fact that there is no absolute meaning attached to the two opponent
groups. A second computation of the movie could reverse the red and the
blue groups, but then it has to reverse the assignment for all actors and at
all time points, which results in the same opponents.

4.2.4

Robustness on Noisy Data

In this section we tackle the issue of stability of our method. Stability, i. e.,
robustness to errors in the input data, is one of the most crucial properties
of any method that analyzes and/or visualizes empirical data, because the
vast majority of application data does contain errors.
Reasons for errors are manifold—we will exemplary mention only two of
them that are related to our data. First of all the news reports that have
been used as input to the KEDS parser cannot be assumed to be objectively
correct in all cases. Due to several reasons, some events might be more
intensively reported than others, or journalists might not be aware of certain
events. Secondly, the automatic coding of natural language text is certainly
not perfect. According to the KEDS web-site, “machine-coded event data
has a 15% to 20% coding error rate.” 3 Thus, the list of events that forms
the input data of our system is only a perturbed coding of the true relations
between actors.
In the ideal case, our method would turn the perturbed input data into an
image that gives the same (or very similar) visual information to the analyst,
as if the input data contained no errors. One of the most desirable features
of our method is that we can provide a quantitative indicator that tells us
to what extent this ideal case is reached. It can be proved that, for a given
value of this indicator, errors up to a certain magnitude are harmless. The
benefits of the stability indicator are twofold. A high parameter gives the
certainty that the representation of the data is indeed meaningful, because it
is close to the representation of the unperturbed data. On the other hand, a
low parameter draws the attention to unstable states of the conflict network
which in turn might indicate unstable political situations, as well as inconsistencies in the input data. Furthermore, the magnitude of the stability
3

http://www.ku.edu/∼keds/data.dir/balk.html
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parameter also provides bounds on how much does the visualization change
from one frame to the next one, thus giving guarantees for the smoothness
of the animation.
The next subsection provides a more formal model for the stability analysis and introduces the notation used in the following.
Modeling Stability
We assume that the true conflict network is described by an n × n matrix
A. Given A, our method would compute an image whose coordinates are the
entries of the projection matrix P . However, A is not known. Instead, the
input data is a perturbed matrix A0 = A + E, where E is the error matrix.
Given A0 , our method computes an image whose coordinates are the entries
of the projection matrix P 0 . The problem is to clarify how much does P 0
differ from P .
A first solution to this problem is that we define in Def. 4.2.3 the absolute
stability s0 (dependent only on A0 ), such that the difference between P and
P 0 can be bounded in terms of s0 and the norm of E.
However, s0 is not appropriate to compare the stability of networks with
different number of actors and different average edge weight. As a more useful indicator of stability, we define in Def. 4.2.7 the relative stability s which
builds on the assumption that errors for individual edges are uncorrelated
and do not exceed a certain factor δ. (In the light of the stated 20% coding error in the KEDS data, this would translate to the assumption that
each matrix entry is perturbed independently by up to 0.2 times the average
magnitude of all entries.) The parameter s is only dependent on A0 and δ.
Given the independence assumption on E, the difference between P and P 0
can be bounded in terms of s alone. Since the true, unperturbed data is
not known, the independence assumption can never be proved. However,
assuming independence of errors is very common in statistical data analysis
and is motivated from the belief that errors are not distributed in a worst
case manner. From a different angle, assuming independent errors means
assuming that there are no systematic errors in the data collection process.
General Stability Results
We recall the definition of two matrix norms. The 2-norm kM k2 of a Matrix
M is defined to be
kM k2 = max kM xk2 ,
kxk2 =1
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where kxk2 denotes the 2-norm (Euclidean length) of the vector x. The
Frobenius norm kM kF of a Matrix M is defined to be
sX
Mij2 .
kM kF =
i,j

As specified in Theorem 4.2.1, our method projects to the eigenvectors
associated to the largest eigenvalue λmax and the smallest eigenvalue λmin .
The absolute stability is the smallest distance of one of these two eigenvalues
to any other eigenvalue of the adjacency matrix.
Definition 4.2.3 Let A0 be the adjacency matrix of the given conflict network and let λ1 ≤ · · · ≤ λn be the ordered sequence of its eigenvalues (in
particular, λ1 = λmin and λn = λmax ). The absolute stability s0 of the
projection P 0 to conflict space is defined to be
s0 = min{|λ1 − λ2 |, |λn−1 − λn |} .
The inverse of s0 gives a bound to what extent errors in the data may
propagate to errors in the visualization of the data:
Theorem 4.2.4 Let s0 be the absolute stability of the projection to conflict
space, ε = kEk2 the norm of the error matrix, and let P and P 0 be the
projections computed according to A and A0 , respectively. Set s00 = s0 − ε.
Then, if ε < s00 /2, it is
2ε
kP − P 0 kF ≤ 0 .
s0
The proof of Theorem 4.2.4 follows in a straightforward manner from
Theorem V.3.4 of [80] (also compare Theorems 5.1.8 and 5.1.9).
The parameter s0 as defined in Def. 4.2.3 has the drawback that it is not
possible to compare values of s0 across different networks, as s0 normally
increases with increasing number of actors and with increasing average edge
weight. In the next section we define the relative stability s by a normalization of s0 .
Uncorrelated Errors
The appropriate normalization of the stability indicator can be derived under
the assumption that the errors of individual edges are uncorrelated. We give
a model for such a random error process in the following definition.
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Definition 4.2.5 Let avg(A0 ) denote the average of the entries of A0 , and
let δ be a given parameter (0 < δ < 1). We say that E satisfies the independence assumption with error rate δ if the entries of E are uniformly and
independently drawn from the interval [−δ · avg(A0 ), δ · avg(A0 )].
The 2-norm of random matrices with bounded variance can be well estimated. The following theorem can be proved using results from [58].
Theorem 4.2.6 Let E be a symmetric matrix whose entries are drawn independently from a probability distribution with variance var and mean zero.
Then with high probability the 2-norm of E is bounded by
√
kEk2 ≤ 3 var n .
The term “with high probability” means: with probability that tends to one
as n increases.
Drawing numbers uniformly from an interval [−∆, ∆] has mean zero and
variance ∆2 /3. We conclude that if E satisfies the independence assumption
with error rate δ then with high probability its 2-norm is bounded by
√
kEk2 ≤ δavg(A0 ) 3n .
(4.2)
The above bound, together with Theorem 4.2.4 motivates the definition of
the relative stability.
Definition 4.2.7 Let A be the true adjacency matrix of a conflict network,
A0 = A + E the noisy input matrix, √
s0 the absolute stability, and δ a given
0
error rate. Further, let ε = δavg(A ) 3n be the upper bound for kEk2 . The
relative stability s of the projection to conflict space is defined to be
s=

s0 − ε
,
2ε

if s0 > ε. (Otherwise s is undefined.) We call s−1 the volatility of the
projection, if s is defined.
The key perturbation-theorem for the case of uncorrelated errors follows
from Theorem 4.2.4 and Eq. (4.2) .
Theorem 4.2.8 If E satisfies the independence assumption and if s > 1.0,
then with high probability kP − P 0 kF ≤ s−1 .
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Measuring P −P 0 is done in the Frobenius norm since kP −P 0 kF is closely
related to p
the difference between the unperturbed and perturbed drawing:
0 2
0 2
If ∆(v) = (P1v − P1v
) + (P2v − P2v
) denotes the Euclidean distance between the positions of actor v in the two drawings (where the unit length is
determined as being the length of the rows of P and P 0 ), then
X
kP − P 0 k2F =
∆(v)2
v∈V

is the sum of the squared distances over all actors. Taking the squared
distances has the advantage of counting a few large deviations more heavily
than many small deviations. Indeed, moving one actor to a very distant place
distorts the perceived information more seriously than moving all actors only
slightly.
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Figure 4.8: Left: Volatility profile of the Balkan conflict. Right: Bipartiteness
(model fit) profile of the Balkan Conflict.
As an example, Fig. 4.8(left) shows the volatility of the analysis of the
Balkan conflict computed with δ = 0.2. The volatility is well below 0.1 for
most time steps. It reaches the threshold 1.0 (where Theorem 4.2.8 provides
no bounds) only on a small number of days. These peaks in the volatility
curve are all mirrored in the video by a sudden movement of the actors,
resulting in a rapid change of the dominant conflict structure.
We conclude that the stated 20% coding errors in the KEDS data do only
slightly affect the analysis for the majority of time-steps.
In the video we visualize a high volatility by changing the backgroundcolor from green to red. Coding volatility (similar to the model-fit) by a
“volatility gauge” would not be appropriate due to the very short peaks that
could easily be overseen. In contrast, a red background is easy to recognize
and warns the analyst that the representation is currently very sensitive to
errors and that possibly a major change in the conflict structure is going on.
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4.2.5

Application Examples

We apply our method to visualize two selected data sets from the Kansas
Event Data System (KEDS) [79] in a prototypical implementation. We generate the graphs Gt with the triangular shaped scaling function ηr which is
defined in (4.1). For the two investigated data sets we used for the time
radius r a period of 90 days. This simple but continuous scaling function already yields a smooth animation, since the coordinates depend continuously
on the entries of the input matrix (lest s−1 becomes greater than one).
In the video, the current time is shown by a triangle on the horizontal
time-scale at the bottom. The current bipartiteness βt is shown in a scale
ranging from zero to one. This scale is green if βt is close to one and red if
it becomes low.
The animations4 are realized in SVG (Scalable Vector Graphics, see W3C
Recommendation5 ) format, thus they can be viewed on any web browser with
an appropriate plug-in. The file for the Balkan region, e. g., covers about 5000
days using 1000 key frames to ensure smooth animation.
Balkan
The KEDS Balkans data6 contains 78,668 events for the major actors (including ethnic groups) involved in the conflicts in the former Yugoslavia.
Coverage is April 1989 through July 2003. The varying degree of polarization can be inferred from the model fit indicator curve in Fig. 4.8(right).
Although there is great variation in the magnitude of the model fit, it is often
close to one and at all time points considerably distant from zero. Thus, the
simplistic assumption of bipartite conflicts already fits the data sufficiently
well. The following figures show selected time-points of the Balkans conflict.
Important changes in the conflict structure took place in 1995 and 1996.
Figure 4.9(left) shows the war in Bosnia, where Serbia and the Serbs in Bosnia
(BOSSER) are opposed to Bosniaks and Croats. The UNO, which is trying to
install peace in Bosnia, has conflicts of similar strength to all of them. This
changes when troops of the Bosnian Serbs captured weapons from UN peace
keepers and declined to return them (Fig. 4.9right). After the Bosnian Serbs
did not respond to an ultimatum, the NATO started air strikes under the
order of the UN (Fig. 4.10left). The opposing parties finally participated in
peace talks which took place in Dayton/Ohio and where signed in December
4
The
animations
referred
to
in
this
paper
are
http://www.inf.uni-konstanz.de/algo/research/conflict/
5
http://www.w3.org/TR/SVG/
6
http://www.ku.edu/∼keds/data.dir/balk.html
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available

from

Figure 4.9: Left: War in Bosnia (only edges incident to UNO are shown).
Two opposing groups and UNO trying to mediate. Right: BOSSER’s troops
in conflict with the UN. The heavy edge pushes UNO to the red group.

Figure 4.10: Left: NATO bombing in Bosnia. Note that BOSSER changed
from high and narrow (being the source of events) in Fig. 4.9(right) to broad
and flat (being a target). Right: Dayton peace talks.
1995 (Dayton Peace Agreement, Fig. 4.10right). After this, events in the
Balkans calmed down and the media focused on the conflict between Turkey
and the Kurds.
The conflict between Turkey and the Kurds also exemplifies a problem
with the data that we were not aware of before seeing the animation. In July
1997, there is an abrupt change in media coverage in the sense that reports
on hostilities between Turks and Kurds are suddenly missing. Figure 4.11
shows the conflict structure in the Balkans with only a few days in between.
The change is also visible in a significant drop in the bipartiteness curve
(Fig. 4.8(right)), where the highly bipolar situation rapidly changes into a
more complex one and in a peak in the volatility curve (Fig. 4.8(left)), which
becomes visible to the analyst by the red background in Fig. 4.11(right).
That this change is indeed supported by the data can be verified by
printing the events involving TUR and KUR. During the period from May 10’th
1997 to June 10’th 1997 many hostile events between these two actors are
reported (see Fig. 4.12).
In contrast, from June 11’th 1997 until July 11’th 1997 there is no hostile
event reported between TUR and KUR. There are no prominent historic events
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Figure 4.11: Left: Conflict between Turkey and the Kurds before the change
from Reuters North America to Reuters Business Briefing. Right: During
the change: A red background indicates a highly unstable projection. TUR
and KUR are still visible to the left and to the right of the origin and are
rapidly moving towards it.
explaining this sudden peace. However, turning to the data description gives
the information that this is precisely the time when KEDS sources change
from Reuters North America to Reuters Business Briefing, with the latter
apparently not covering the conflict. (Or TUR and KUR being filtered out
during preparation of the data for the KEDS parser.) The different news
sources are
01
01
11
01

Apr 1989
Jan 1991
Jun 1997
Jun 1999

–
–
–
–

31
10
31
31

Dec 1990
Jun 1997
May 1999
Jul 2003

Reuters Business Briefing
Reuters North America
Reuters Business Briefing
Agence France Press

Persian Gulf
The KEDS Gulf data set7 contains 57,000 events for the states of the Gulf region and the Arabian peninsula for the period 15 April 1979 to 31 March 1999.
The volatility plot, computed with δ = 0.2, is shown in Fig. 4.13(left).
In September 1980, the Iraqi invasion of Iran (shown in Fig. 4.14 left) took
place. The projection shown in Fig. 4.14(left) remains almost unchanged
until 1987, although Iraq and Iran switch several times from being the main
source to being the main target of the hostilities and back. The very flat
line in the first half of the volatility plot (Fig. 4.13(left)) is a quantitative
measure for the continuity or pervasiveness of this conflict.
On 2 August 1990, Iraqi troops invaded Kuwait. A coalition of 34 countries, most notably the U.S., mobilized troops in Saudi Arabia and in the
Persian Gulf. Figure 4.14(right) shows the Kuwait as a very broad and flat
7

http://www.ku.edu/∼keds/data.dir/gulf.html
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(DENY) DENIED
(DEMAND) DEMANDING

Figure 4.12: Hostile events between TUR and KUR from May 10’th 1997 to
June 10’th 1997.
actor (target of aggression) on the same side as the USA and opposite to
Iraq. The color coding indicates that one edge is directed from Iraq towards
Kuwait and the other one (mostly) from USA towards Iraq.
Starting from the end of 1991 a repeated switch between the two conflict
pairs USA vs. Iraq on one hand and Israel vs. the Lebanon on the other
can be observed. This interchange of the dominant conflict structure is also
reflected in the volatility plot (Fig. 4.13(left)) which shows many peaks. Figures 4.15(left) and 4.15(right) show one of these changes which took place in
1996. This oscillation is not an artifact of our method but can actually be
found in the data. We calculated the aggregated negative weights of the undirected edges (ISR,LEB) and (IRQ,USA) and plotted them in Fig. 4.13(right).
For example, the weight of (ISR,LEB) is significantly higher than the weight
of (IRQ,USA) at the beginning of 1996. This priority becomes inverted in the
second half of 1996, which is the cause for the change from Fig. 4.15(left) to
Fig. 4.15(right).

4.2.6

Discussion

In this section we presented a method for designing scatterplots that represent the conflict structure embodied in event data, and a method for smoothly
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Figure 4.13: Left: Volatility profile of the Gulf Conflict. Right: Aggregated
weight of edges (ISR,LEB) and (IRQ,USA).

Figure 4.14: Left: Iraqi invasion of Iran. Right: Iraqi invasion of Kuwait.
Edge coloring indicates the main direction.
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Figure 4.15: Left: Conflict pair Lebanon vs. Israel. Right: Conflict pair Iraq
vs. USA.
animating these scatterplots to highlight conflict dynamics. One of the main
advantages of the proposed method is that it allows for a rigorous stability
analysis and—on the above example data sets—actually proved to be stable. There are several interesting avenues for extending and improving our
visualizations which will be addressed in further research.
A straightforward extension is secondary analysis of our dynamic projections. For instance, it might be interesting to focus on particular actors
and follow their trajectories in the animated scatterplot and relate it to their
involvement profile. Sensitivity analysis may point to crucial events or actors that trigger major changes in the structure. Ultimately, combinations
of these analyses could serve as early warning indicators.
Beyond bipolar conflict structures The assumption of one dominant
bilateral conflict is quite well satisfied in the example data for most time
steps. However, in some situations (especially when generating the conflict
networks for longer periods of time) this could be violated in two directions:
Firstly, there could be more than two groups that are mutually in conflict
(k-lateral conflicts). For instance, the situation in the Persian Gulf for the
period from 1979 to 1999 (shown in Fig. 4.7) is best described as a triangle
formed by the USA, Iraq, and Iran, since these actors have mutually strong
negative ties. Secondly, the conflict network might contain several (mostly)
independent major conflicts. An example is provided by the two conflict pairs
(ISR,LEB) and (IRQ,USA), which are alternately visible in the Gulf video (see
Fig. 4.15). (Note however, that the media rarely covers both conflicts with
the same intensity at the same time, see Fig. 4.13(right). While it seems to
be improbable that one pair stopped fighting whenever the others increased
their hostilities, this is sometimes suggested by the media coverage.)
The analysis method based on structural similarities can be extended to
cope with both situations. However, to generalize the complete visualization
technique, several problems have to be solved. To detect k-lateral conflicts,
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a k-clique has to be used as quotient instead of the bipolar quotient, shown
in Fig. 4.6. The eigenvalues of this quotient determine, according to Theorem 3.4.2, the eigenvectors to project on. Similarly, to handle independent
bilateral conflicts, the union of several copies of the graph in Fig. 4.6 has to
be used as quotient. Combinations of both (i. e., multiple k-lateral conflicts)
are also possible.
The problems to be solved are the following. Firstly, one has to decide on
the model (quotient) for the conflict structure. Moreover, this decision has
to be made dynamically as the conflict network evolves. Secondly, the nonuniqueness of the direction of the eigenvectors (compare Sect. 4.2.3) becomes
harder to resolve. In the bipolar case only one eigenvector (potentially) had
to be reversed. In the more general case the correct combination of reversions
has to be chosen. Finally, to visualize the projection matrix (which in the
general case is a k × n matrix) it has to be mapped to two-dimensional
space. Possibilities include parallel coordinates for the different conflicts, or
displaying several adjacent frames on one screen. All three tasks require
further work, to yield an applicable method.
As a different generalization, we may extend our data basis by also considering events with positive weights. Natural groups are identified by clustering
actors based on cooperation, and these can be compared to or integrated with
a partitioning based on hostility.
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Chapter 5
Generalized Spectral
Algorithms
Spectral algorithms are widely used in data analysis tasks and graph algorithms. These methods typically project vertices to the eigenvectors associated to the eigenvalues with the largest absolute values. By Corollary 3.3.2,
structural similarities yield more general methods since they are not restricted to projection to the largest, but can choose all subsets of eigenvalues.
We argued in Sect. 3.3.2 that this generalization is conceptually the same as
the step from identical to equivalent neighborhoods. In this chapter we will
illustrate on more concrete examples what we gained by this generalization
in different application areas of spectral algorithms. In Sect. 5.1 we consider
the specific problem of computing proper colorings for random graphs. In
Sect. 5.2 we outline how results from Sect. 5.1 could be generalized to spectral
data analysis tasks.

5.1

Coloring Random Graphs

Graph coloring [51] is one of the central problems in graph theory and combinatorics. A (proper) graph coloring is the assignment of colors to vertices
so that adjacent vertices are always colored differently. The problem of coloring graphs with the minimum number of colors is of large theoretical interest. Furthermore, efficient coloring algorithms are important for applications,
as many practical problems can be formulated as graph coloring problems.
However, even if it is known that a graph G is k-colorable, it is N P-hard to
properly color G with k colors, for any fixed k ≥ 3 [40].
Much research has focused on k-coloring random k-colorable graphs with
high probability [59, 31, 83, 4, 35, 69], see [57] for a survey on random graph
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coloring. (We say that an algorithm succeeds with high probability (w. h. p.)
if its failure probability tends to zero as the input size tends to infinity.)
There are several models for random k-colorable graphs, all of which have the
property in common, that every possible edge (i. e., every pair of differently
colored vertices) is included in a sampled graph with non-zero probability.
In this section we propose a more general model for 3-colorable graphs
where there is no lower bound on the edge probabilities. This model is
based on the random graphs models proposed in Sect. 3.5. We show that
the algorithms from [4, 69] cannot color graphs from this model and present
a more general spectral algorithm that can cope with these distributions.
The assumptions that we need for our algorithm are simultaneously more
restrictive and more general than those for known algorithms. Thus, we
provide an alternative description for random graphs that are easy to color.

5.1.1

Background and Results

Previous Models and Known Results
We review first two random graph models for 3-colorable graphs. Let r be
a positive integer and p a real number, 0 ≤ p ≤ 1. The random graph
model G(r, p, 3) is a probability distribution for graphs on n = 3r vertices,
partitioned into three color classes of size r. The edges between vertices from
different color classes are included independently with probability p. The
best result for this model (i. e., the algorithm that works for the smallest
non-trivial p) is from Alon and Kahale [4], who gave a spectral algorithm
that (w. h. p.) 3-colors graphs from G(r, p, 3), if p ≥ c/n, for a sufficiently
large constant c. McSherry [69] described a different spectral algorithm for
a more general problem that (w. h. p.) 3-colors graphs from G(r, p, 3), if
p ≥ c log3 (n)/n.
It has been pointed out (compare [81]), that random graphs from G(r, p, 3)
have very special properties that graphs encountered in applications usually
do not have. It is more demanding to design algorithms for graph models that
mediate between the uniformly structured graphs from G(r, p, 3) and worstcase instances. One possibility to generate such graphs are the so-called
semi-random graph models. In the semi-random model GS (r, p, 3), first a
“true random” graph is drawn from G(r, p, 3), then an adversary can decide
to introduce additional edges between vertices from different color classes.
While, at a first glance, it seems to help an algorithm if more bi-colored edges
are introduced, this is not the case. The fact that the random structure of
the graph from G(r, p, 3) is spoiled counts more than the benefit from the
additional edges. Feige and Kilian [35] showed that there is a polynomial
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time algorithm that optimally colors almost all graphs from GS (r, p, 3) if p is
as large as p ≥ (1 + ε)3 log n/n, for every ε > 0. On the other hand (also
in [35]), unless N P ⊆ BPP, every random polynomial time algorithm will
fail almost surely to 3-color a graph from GS (r, p, 3) if p ≤ (1 − ε)3 log n/n.
The algorithm from [35] is not based on spectral methods. Instead it uses
semidefinite programming, followed by several sophisticated post-processing
steps.
It should be noted that graphs from GS (r, p, 3) have a substantial subgraph that is a random graph from G(r, p, 3). The adversary is only allowed to
add more edges and cannot force any pair of differently colored vertices to be
non-adjacent. In the following we define a different probability distribution,
where there is no lower bound on the edge-probabilities.
A Generalization of G(r, p, 3)
To generalize the random graph model G(r, p, 3), consider the matrix A(p) in
the lefthand-side of (5.1). (The nine blocks of A(p) are understood as being
constant r × r blocks.) It is easy to see that the sampling process from
G(r, p, 3) can be described as follows: construct a graph on n = 3r vertices,
(p)
where an edge {u, v} is introduced with probability equal to Auv . The matrix
A(p) is the expected adjacency matrix of the distribution G(r, p, 3).
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The fact that the diagonal blocks of A(p) are zero ensures that graphs from
G(r, p, 3) are 3-colorable. The off-diagonal blocks of A(p) describe the expected adjacency structure between two different color classes. In G(r, p, 3)
this structure is uniform. Every vertex has the same probability to connect
to every other differently colored vertex. We generalize the model G(r, p, 3)
by allowing arbitrary adjacency structure between different color classes.
Definition 5.1.1 Let r be an integer and n = 3r. Further, let X, Y , and
Z, be arbitrary real r×r matrices whose entries are between zero and one and
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let A = A[XY Z] be defined as in (5.2). A graph drawn from the probability
distribution G(A) is a graph on n vertices, where a set of two vertices {u, v}
is independently chosen to be an edge with probability Auv . The matrix A is
the expected adjacency matrix for the distribution G(A).


[0] X Y
(5.2)
A[XY Z] =  X T [0] Z 
T
T
Y
Z [0]
As an example, the distribution G(r, p, 3) is equivalent to G(A(p) ).
Clearly, the model G(A[XY Z]) is a specialization of those defined in
Def. 3.5.1. The restrictions on the form of A in Def. 5.1.1 ensure only that
every graph drawn from G(A) admits a proper 3-coloring whose color classes
are all of size r. In particular, the problem of 3-coloring graphs from G(A)
includes the problem of 3-coloring graphs that are 3-colorable with equally
sized color classes. Since this problem is N P-complete in general we cannot
hope to develop an algorithm that works for all A.
The distribution G(A) is obviously much more general than G(r, p, 3). It
is simultaneously more restrictive and more general than the semi-random
model GS (r, p, 3): In G(A) we do not allow for an adversary to add edges to a
sampled graph. On the other hand, in GS (r, p, 3), each possible (bi-colored)
edge is included with probability at least p (independent on the adversary’s
decisions), whereas in G(A), the structure of A can force large sets of possible
edges to be not included. Thus, the model G(A) is an alternative possibility to
mediate between the uniformly structured graphs from G(r, p, 3) and worstcase instances.
Novel Algorithm
We propose in the following a spectral algorithm that 3-colors (w. h. p.)
graphs from G(A) if the matrices X, Y , and Z are regular with a common degree and if the spectral properties of A do not obfuscate the planted
3-coloring (in a sense that will become clear later). In particular, our algorithm succeeds for many matrices X, Y , and Z for which the algorithms from
[4, 69] do not work. The algorithm is presented below and gets the n × n
adjacency matrix Â of a sampled graph as input.
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Spectral 3-Coloring Algorithm(Â)
P
1. Compute d = ni,j=1 Âij /(2n).
2. Compute (orthonormalized) eigenvectors {v1 , v2 , v3 } of Â associated to those eigenvalues that have the smallest distance to 2d, −d
and −d.
3. Let P be the 3 × n matrix whose rows are the vi and compute
Ŝ = P T P .
4. Compute the pairwise distances of vertices according to the distance
between their columns in Ŝ.
5. Successively join vertices with the smallest distance until three color
classes are left.
See [47] or Sect. A.1 for the efficient computation of eigenvectors. Of course,
the computed 3-coloring is not necessarily proper for Â. In the following we
clarify the assumptions under which the above algorithm succeeds with high
probability.
A matrix is called regular (of degree d) if the sum of every row and column
is equal to d. The first assumption we need for our algorithm is that X, Y ,
and Z must be regular with a common degree.
We turn our attention to the spectral properties of A: If X, Y , and Z are
regular of degree d, then (see Theorem 5.1.6) A has the three eigenvalues
λi1 = 2d, and λi2 = λi3 = −d

(i2 6= i3 ) .

(5.3)

It is crucial for our algorithm that the other eigenvalues of A are separated
from those specific eigenvalues. The separation sep3 (A) of the planted 3coloring in A is defined to be the minimal distance from λi1 , λi2 , and λi3 to
any other eigenvalue of A. We define the variance of the distribution G(A) to
be σ 2 = maxu,v (Auv − A2uv ) (i. e., the maximal variance of individual entries).
The variance is bounded by 1/4 and goes to zero if all entries of A go either
to zero or to one. For instance, for the distribution G(r, p, 3), if p = c/n (that
is the smallest p for which the algorithm from [4] is guaranteed to work), then
the variance decreases linearly in n, i. e., σ 2 is in O(1/n). Our main result is
the following.
Theorem 5.1.2 Let X, Y , and Z be regular matrices of degree d and A =
A[XY Z]. Let σ 2 be the variance of G(A) and assume that sep3 (A) is in ω(nσ)
and that σ 2  (log6 n)/n. Then, the Spectral 3-Coloring Algorithm
properly 3-colors graphs from G(A), with high probability.
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Theorem 5.1.2 is proved in Sect. 5.1.3.
As a corollary, we get an algorithm that 3-colors (with probability one) a
given graph with adjacency matrix A[XY Z] assumed that X, Y , and Z are
regular of common degree and that the separation of the planted 3-coloring
is not zero.
Corollary 5.1.3 Let X, Y , and Z be regular {0, 1} matrices of degree
d and assume that sep3 (A[XY Z]) 6= 0. Then, the Spectral 3-Coloring
Algorithm properly 3-colors the graph G with adjacency matrix A[XY Z].
Interpretation of assumptions. To interpret the assumptions that we
make in our theorems, we note first that also the traditional model G(r, p, 3)
implicitly makes assumptions on both, the regularity of the block matrices
and the separation of certain eigenvalues. The specific form of the matrix
A(p) in (5.1) ensures in particular that the submatrices are regular of degree
d = rp. In this paper the property of being constant is relaxed to that
of being regular. From the point of view of the coloring this means that
vertices are no longer required to have the same probability to connect to
all vertices of different color, but they are only required to have the same
expected number of neighbors of each different color.
Turning to the assumption on the separation, we remark that the specific
form of the expected adjacency matrix A(p) implies that A(p) has the three
eigenvalues 2d, −d and −d, whereas all other eigenvalues are zero and thus
well-separated from the aforementioned. Both previous results [4, 69] use
this observation and the fact that the random deviation
from the expected
√
adjacency matrix has w. h. p. eigenvalues in O( d). Thus, an assumption
on the separation of eigenvalues is also made when assuming that graphs
are drawn from the standard model G(r, p, 3). We note however that the
assumption on the separation that we make in our paper in not competitive
to that of [4, 69] when applied to the specific model G(r, p, 3). Currently it
is unclear whether the post-processing steps of [4] could be adapted to the
more general model G(A). Similarly, [69] uses the fact that vertices that are
in the same color class have identical columns in A(p) . Since this is no longer
true for our model, it is unclear whether the same bounds could be derived.
Insufficiency of Traditional Methods
We show here that our algorithm can solve many instances that can not
be handled by previous spectral algorithms, e. g., [4, 69]. The proofs of the
following two Theorems are deferred to Sect. 5.1.4.
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Theorem 5.1.4 For arbitrary large r, there are r×r matrices X, Y , and Z
such that graphs from G(A[XY Z]) are not colored properly by the algorithms
in [4] and [69], but the Spectral 3-Coloring Algorithm succeeds on these
graphs.
The matrices A that appear in the proof of Theorem 5.1.4 also seem to
yield instances of G(A) for which the algorithm from [35], which is designed
for the semi-random graph model, does not work. Since this algorithm consists of many randomized sub-procedures, it is more complicated to provide
an example of G(A) for which it fails surely (or with high probability). However, we can show that the proofs in [35] do not generalize to G(A): A graph
G (with a planted coloring) is said to have the k-collision property, if for
every set U of equally colored vertices and every set T of vertices that are
colored differently than those of U , such that |T |, |U | ≥ k, there is an edge in
G joining U and T . It is proved in [35] (by translating Lemma 6 of [35] to the
graph coloring problem, compare Section 3 of [35]), that semi-random graphs
log n
G have with high probability the k-collision property for k = 2nclog
. This
log n
does not hold for G(A). In particular the proofs in [35] do not generalize to
G(A).
Theorem 5.1.5 For arbitrary large r, there are r × r matrices X, Y , and
Z, such that graphs from G(A[XY Z]) do not have the k-collision property for
any k that is in o(n), but are properly colored by the Spectral 3-Coloring
Algorithm.

5.1.2

Methodology

The expected adjacency matrix A(p) for the distribution G(r, p, 3) (see (5.1))
is so convenient for traditional spectral algorithms since vertices from the
same color class have identical columns (neighborhoods) in A(p) . Therefore,
projecting vertices to the column space of A(p) (that space is spanned by
those three eigenvectors that have non-zero eigenvalues) trivially reveals the
classes. Moreover, this spectral projection is stable to random noise (given
certain assumptions) and the algorithm succeeds also on sampled graphs.
This approach fails for the more general model G(A). Consider the expected adjacency matrix A = A[XY Z] that arises if the off-diagonal blocks
are equal to the matrix shown in (5.4) and the corresponding graph in
Fig. 5.1(left).


0 0 p p
 0 0 p p 

X=Y =Z=
(5.4)
 p p 0 0 
p p 0 0
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Two vertices that are colored the same may have very different (even disjoint) neighborhoods. In particular, projecting vertices to the column space
of A does not reveal the color classes. Equation (5.4) and Fig. 5.1 indicate
how to construct distributions G(A) for which traditional spectral methods
[4, 69] fail: introduce large (i. e., of linear size) sub-blocks of X, Y , Z that
are zero, i. e., prohibit edges between large subsets of differently colored vertices. To cope with the distribution G(A[XY Z]) we have to apply a different
projection.

Figure 5.1: Left: Small example of a non-uniform expected adjacency structure, defined by the block-matrices shown in (5.4). Edges have weight p.
Every white vertex has exactly two black neighbors. Right: Quotient induced by the coloring. Edges have weight 2p.

We represent a vertex k-coloring by a real k × n matrix P , called the
characteristic matrix of the coloring, defined by
 √
if vertex v is colored ` and r is the size of the color class `,
1/ r
P`v =
0
if vertex v is not colored `.
The characteristic matrix P of the planted 3-coloring projects vertices to
3-dimensional space, such that vertices are mapped to the same point if and
only if they are equally colored. Thus, P could be used to determine the
planted coloring—we just need a method that identifies the correct P (or a
good approximation of it), given only a sample of the distribution.
To derive such a method we observe that, if the block matrices are regular, then the planted 3-coloring is an equitable partition (see Def. 2.3.2).
For instance, the coloring of the graph in Fig. 5.1(left) defines an equitable
partition.
The idea of equitable partitions serves only as a guide to find a projection
that recovers the planted 3-coloring. The property of being equitable is
not robust to random noise. However, structural similarities, which are a
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relaxation of equitable partitions, are stable under certain assumptions. Note
that, although we treat here a combinatorial problem (i. e., we seek a discrete
partition rather than similarity of vertices), the Boolean notion of equitable
partitions is still inappropriate since it suffers the drawback of not being
robust towards random noise, compare Sect. 2.6.

5.1.3

Correctness of the Algorithm

Throughout this section, let A = A[XY Z] be a real n × n matrix as in (5.2)
and let G(A) be the associated distribution of 3-colorable graphs (compare
Def. 5.1.1). Let Â be the adjacency matrix of a sample drawn from G(A).
Further, let σ 2 be the variance of the distribution and assume that σ 2 
(log6 n)/n.
The following theorem states that, for regular X, Y , and Z, there is
a structural similarity for A, which reveals the planted 3-coloring. Theorem 5.1.6 does not rely on any assumptions on sep3 (A).
Theorem 5.1.6 Let X, Y , and Z be regular r × r matrices with degree d.
Then, there is a structural similarity S for A that has 2d, −d, and −d as
associated eigenvalues and satisfies for all vertices u and v,

0
if u and v are colored the same, and
(5.5)
kS(u) − S(v)k = p
2/r
if u and v are colored differently.
Proof Since the matrices X, Y , and Z are regular, the planted 3-coloring
defines an equitable partition for A. Thus, by Corollary 3.2.10, its characteristic matrix P is a structural projection. Furthermore, the induced quotient
B = P AP T is the adjacency matrix of a triangle whose three edges have
weight d. Thus, the associated eigenvalues of P are 2d, −d, and −d (compare Theorem 3.4.2). Finally, the similarity S = P T P satisfies (5.5).

We show in Theorem 5.1.8 that there is a structural similarity Ŝ for the
sampled adjacency matrix Â that is close enough to S. First we have to
recall a well-known bound on the eigenvalues of random matrices.
Theorem √
5.1.7 Let F be defined by F = A − Â. Then (w. h. p.) it is
kF k2 ≤ 4σ n [69]. In particular,
the eigenvalues of Â differ (w. h. p.) from
√
those of A by at most 4σ n [80].
Theorem 5.1.8 Let X, Y , and Z be regular r×r matrices with common degree d and A = A[XY Z]. Further, let
√ S be the similarity from Theorem 5.1.6
and assume that sep3 (A) is in ω(σ n). Then, w. h .p. the similarity Ŝ that
is associated to those three eigenvalues of Â√that have the smallest distance
to 2d, −d, and −d satisfies kŜ − Sk2 ∈ O(σ n/sep3 (A)).
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Proof (The following assertions hold w. h. p. for sufficiently large n.) By
the assumption on sep3 (A) and Theorem 5.1.7, there are three well-defined
eigenvalues λi1 , λi2 , and λi3 of Â that have the smallest distance to 2d,
−d, and −d. Let vi1 , vi2 , and vi3 be three orthonormal eigenvectors of Â,
associated to λi1 , λi2 , and λi3 . Let C be the n × 3 matrix whose columns
are the vij , j = 1, 2, 3. We show that Ŝ = CC T satisfies the assertions of the
theorem.
By Theorem 3.4.2, Ŝ is structural for Â and λi1 , λi2 , and λi3 are the
eigenvalues associated to Ŝ. To show the bound on kŜ − Sk, let M = C T ÂC,
B1 be an n × 3 matrix whose columns span the image of the similarity S, and
B2 be an n × (n − 3) matrix, such that (B1 B2 ) is an orthogonal n × n matrix.
Let F be defined by Â = A − F and set L = B2T AB2 . By definition of M and
the fact that Ŝ commutes with Â (Ŝ is structural for Â), it is 0 = ÂC − CM .
By the definition of F it follows F C = AC − CM . Let δ be the minimal
distance between eigenvalues of M and those of L. By the assumptions on
the separation sep3 (A) and Theorem 5.1.7, δ is in Ω(sep3 (A)) and it follows
with Theorem 5.1.9 that
kS − Ŝk2 ≤

2kF CkF
.
δ

√
The 2-norm of F is bounded by 4σ √n (Theorem 5.1.7), the Frobenius norm
of the n × 3 matrix F C is at most 3-times the 2-norm of F C, and the 2norm of the matrix C (having orthonormal columns) is 1. Thus, the assertion
follows with
√
√
√
kF CkF ≤ 3kF Ck2 ≤ 3kF k2 ≤ 4σ 3n .

For the proof of Theorem 5.1.8 we needed the following Theorem.
Theorem 5.1.9 ([80]) Let A be a symmetric matrix, X1 ∈ Rn×k such that
the columns of X1 form an orthonormal basis of an A-invariant subspace,
and X2 ∈ Rn×n−k such that X = (X1 X2 ) is an orthogonal n × n matrix.
Define k × k and (n − k) × (n − k) matrices L1 and L2 respectively by


L1 0
T
X AX =
.
0 L2
Let Z ∈ Rn×k have orthonormal columns and M ∈ Rk×k be symmetric. Set
R = AZ − ZM ∈ Rn×k . Let S be the orthogonal projection to X1 and Ŝ
be the orthogonal projection to Z. If
δ = min |Λ(L2 ) − Λ(M )| > 0 ,
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(5.6)

then
kS − Ŝk2 ≤ kS − ŜkF ≤
Proof

2kRkF
.
δ

(5.7)

From [80, Theorem V.3.4], it follows
k sin Θ[X1 , Z]kF ≤

kRkF
.
δ

Together with [80, Theorem I.5.5.] we get
kS − Ŝk2 ≤ kS − ŜkF ≤

2kRkF
.
δ


To determine the matrix Ŝ in Theorem 5.1.8, the degree d of the block
matrices has to be estimated:
Lemma 5.1.10 Let X, Y , and Z be regular r × r matrices with common
degree d and A = A[XYP
Z]. Let Â be the adjacency matrix of a graph drawn
ˆ
from G(A) and set d = ni,j=1 Âij /(2n). Then, with high probability, dˆ− d is
in O(log n).
Proof Follows in a straightforward manner from the Hoeffding bound. 
Proof (of Theorem 5.1.2) By Lemma 5.1.10 and Theorem 5.1.7, the
similarity Ŝ, as computed by the algorithm, is w. h. p. the similarity from
Theorem 5.1.8. (Note that Ŝ = P T P is independent on orthogonal transformations on the rows of P like, e. g., permutation or reflexion of eigenvectors.)
Let v be any vertex and let S be the similarity from Theorem 5.1.6. We have
by Theorem 5.1.8 that w. h. p.
√
kS(v) − Ŝ(v)k ∈ o(1/ n) .
Hence, for two vertices u and v it is (applying Theorem 5.1.6)

√
o(1/ √n) if u and v are in the same color class,
kŜ(u) − Ŝ(v)k ∈
Ω(1/ n) else .
Thus for sufficiently large n the clustering procedure in Step 5 yields exactly
the planted color classes.

Proof (of Corollary 5.1.3) Follows from Theorem 5.1.2 by considering
the zero-variance distribution that assigns probability one to G (and probability zero to any other graph). Following the proofs in Sect. 5.1.3, it can be
seen that the restriction “with high probability” from Theorem 5.1.2 can be
dropped in this situation.
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5.1.4

Hard Instances for Traditional Methods

Proof (of Theorem 5.1.4) The instances for which the algorithm from
[4] does not work are essentially a blown-up version of the example in (5.4)
and Fig. 5.1 with a few added edges. For simplicity we take p = 1 in our
example. This implies that only one graph has non-zero probability in the
distribution. It should be obvious that similar examples with probabilities
different from zero or one can be constructed.
Let r = 2k for an integer k. Let H be the graph that is the complete
bipartite graph Kk,k plus the edges of two cycles of length k, connecting the
vertices in the bipartition classes of Kk,k (thereby making H non-bipartite).
Let X = Y = Z denote the adjacency matrix of H and let A = A[XY Z].
Let G be the graph with adjacency matrix A (the unique graph returned by
G(A)).
The preprocessing step from [4] is void in this case since G is regular. The
last eigenvector vn has median zero. Further for t = vn , in the first phase of
the algorithm from [4] the vertices are colored with only two colors, according
to which bipartition class they belong to. In particular this coloring is a very
bad approximation to the unique proper 3-coloring and it is easy to see that
the second and third phase in the proposed algorithm do not overcome this.
Examples of distributions for which the algorithm in [69] does not recover
the planted 3-coloring, are quite similar to the one above.
Finally, the above distribution satisfies the assumptions of our theorems
and, hence, G can be colored by our algorithm: The matrices X, Y , and Z
are d-regular by construction, where d = k +2. By computing the eigenvalues
of the complete bipartite subgraphs and applying facts about the eigenvalues
of the Kronecker product of matrices (compare [29]), we get that the eigenvalues 2d, −d, and −d have non-zero separation from the others and thus
Corollary 5.1.3 applies.

Proof (of Theorem 5.1.5) In the example above there are suitable sets
U and T of size linear in n such that there is no edge joining U and T . 

5.1.5

Discussion

The ideas developed in this section are not restricted to graph coloring. Many
heuristics for N P-hard graph partitioning problems (like min-bisection, clique,
or independent set) are based on spectral techniques that typically chose
projections associated to the eigenvalues with the largest absolute values.
McSherry [69] showed that these specific spectral projections recover partitions if vertices in the same class have identical columns (neighborhoods)
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in the expected adjacency matrix. It seems that the converse is also true:
these specific spectral projections recover partitions only if vertices in the
same class have almost identical neighborhoods in the expected adjacency
matrix. We outlined in Sect. 5.1.2 that projections associated to eigenvalues
that are not necessarily the largest may succeed in more general situations,
where vertices from the same class have only same-colored (instead of identical) neighborhoods. It seems to be promising to consider these generalized
spectral projections also for the solution of other problems.

5.2

Spectral Datamining

In this section we outline how results from Sect. 5.1 could be generalized to
spectral data analysis tasks. We focus on the specific application of collaborative filtering.
Traditional Methods
Spectral techniques are a frequent tool in many data analysis applications
(compare [73, 1, 7, 85, 42, 52]). For example, collaborative filtering (CF), also
known as recommendation systems, is the task to make recommendations to
customers, based on previously observed patterns in purchases or product
ratings [60]. Azar et al. [7] model CF as follows. The ij’th entry of a matrix
A denotes the true utility that product j has for customer i. The CF algorithms “knows” an entry Aij only with probability Pij (the probability that i
purchases/rates j) and has to estimate A, given this incomplete information.
Let the matrix A∗ be defined by A∗ij = Aij /Pij if Aij is known and zero else.
It is shown in [7] that if A is well-approximated by a rank-k matrix (where
k is much smaller than the number of products and customers) and if the
purchase probabilities Pij are in Ω(1) (i. e., are bounded away from zero),
then the rank-k approximation of A∗ is a good estimate for A. Obviously,
for constructing A∗ the probability matrix P has to be estimated.
The condition that A has to be well-approximated by a rank-k matrix
is often shifted back to the assumption that there are only k many utility
classes for products and customers (like those customers that like innovative
technical products, etc.) and that the utilities are only dependent on these
classes. More interesting here is the condition that the Pij shall be bounded
away from zero. This assumption translates to the requirement that every
customer has access to every product. This seems to be unsatisfiable in
a scenario, where customers and products are geographically constrained,
as this is the case with, e. g., restaurants and their clients. A customer
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purchases/rates with high probability a product from his/her own region
but only with vanishing probability from a distant region. If some of the
Pij are close to zero then A∗ is very sensitive to random noise (moreover
if a single probability is equal to zero then A∗ is undefined) and simple
simulation experiments provide evidence that the algorithm from [7] does
not work in such a situation. Below we briefly sketch under which conditions
we can overcome these limitations when using the framework of structural
similarities.
Generalized Spectral Method
Above we outlined that traditional spectral methods for collaborative filtering do not work if the purchase-probabilities are not bounded away from zero,
as this is the case, e. g., with geographically constrained products like restaurants. A restaurant in one region will surely have almost disjoint customers
than a restaurant in a distant region, and by Sect. 3.3.2, where we showed
that these methods do only identify vertices with almost identical neighborhoods, they cannot be recognized as similar. We will give a simple extension
of the model proposed by Azar et al. [7] (see above), where the framework
of structural similarities yields a more general algorithm. It is important to
note that we do not claim our model to be realistic for collaborative filtering
applications. It rather illustrates under which conditions traditional spectral
methods have to be generalized. See Fig. 5.2 for a small example.
Assume that n products and m customers each belong to one out of k
utility-classes and each belong to one out of r regions. Further, assume
that the utility-classes and regions are well mixed and equally distributed
(i. e., that each two regions have equally many products/customers from each
utility-class), that utility Aij is high if i and j are from the same utility class
(otherwise Aij is low), that the purchase probability Pij is high if i and j
are from the same region (otherwise Pij is low), and that k and r are small
compared to n and m. Simulation provides evidence that the algorithm from
[7] (see above) is very unstable and does not recover the utility matrix A.
On the other hand, the following procedure, which is motivated from results
of this article, succeeds in estimating A quite well.
Construct an (n + m) × (n + m) adjacency matrix Â for the bipartite
product-customer graph, where the two entries corresponding to product j
and customer i are equal to Aij if the utility Aij is known and zero else (note
that, in contrast to the algorithm from [7], we do not have to estimate P , nor
do we divide by an estimated P ). Compute the eigenvalues ±λ1 , ±λ2 , . . . of
A. Delete large clusters of eigenvalues that are almost equal until a few (in
the ideal case k many) are left (always delete eigenvalues symmetrically to
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Figure 5.2: Illustration of a more general model for collaborative filtering (let
a∗ denote a high utility, a∗ a low utility, p∗ a high probability and p∗ a low
probability): example data with customers (circles) and products (squares)
in two regions (left and right group) belonging to two utility classes (black
and white). Thick edges that have endpoints in the same region and in the
same utility class have weight a∗ · p∗ , thin cross-utility edges within a region
have weight weight a∗ · p∗ . Between regions, dashed intra-utility edges have
weight a∗ · p∗ while cross-utility edges with weight a∗ · p∗ are not drawn.
Standard spectral methods for collaborative filtering are very unstable in
such a situation and can not detect the partition according to the utility
classes.

zero). Let S be the structural similarity associated to the remaining ones.
The matrix S Â is an estimate for the true utilities.
The motivation for this procedure is that it works (under certain assumptions, compare Sect. 5.1) if we apply it to the expectation of the matrix Â.
Similar to Sect. 5.1 we could show the stability to random deviation from
the expectation if certain gaps in the spectrum of Â are sufficiently large.
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Chapter 6
Conclusion
The topic of this thesis is the definition and computation of structural positions in networks. We started by giving a systematic overview over previous
approaches and highlighted properties such as efficient computability, existence and quality of solutions in irregular networks, and generality of the
derived similarity measures. A conclusion for this part of the work was that
previous concepts are either built on discrete notions and therefore not applicable to irregular application data, or they formalize a rather strict point of
view of similarity in networks, in which only vertices with largely overlapping
neighborhoods are recognized as similar.
As our main contribution we introduced a novel proposal, called structural
similarity, which overcomes many drawbacks inherent in previous definitions
of role similarity. Structural similarities are very general and at the same
time applicable to irregular application data. We showed that structural
similarities exist in all graphs and can be efficiently computed. While not
all structural similarities are robust to changes in the input data, their stability can be well characterized and empirical data typically yields stable
solutions. The structural similarity that best fits to a pre-specified model of
the class-level graph can be efficiently determined—a task that is impossible
for commonly used discrete notions for role assignment. Furthermore, structural similarities satisfy a range of desirable properties such as compatibility
with the composition of edge relations or the existence of hull and interior
operations in the lattice of structural similarities.
Structural similarities give a uniform interpretation for spectral graph
algorithms that are commonly used to solve seemingly different problems such
as centrality in networks, computation of dense clusters, or computation of
proper colorings in random graphs. Theorm 3.4.2 provides a unified approach
to specialize structural similarities to any of the aforementioned problems or
to the computation of other pre-specified blockmodels.
154

We illustrated the broad utility of structural similarities by several application examples, ranging from the analysis of large empirical data sets to
more formal tasks such as algorithms to compute proper colorings of random
graphs. The main example in applied network analysis has been the analysis
and visualization of conflict networks among political actors. The derived
animated pictures reveal the most involved actors, how they are grouped together and which are their main opponents. Furthermore, our method yields
a robust measure for how bilateral is a conflict and how sensitive to noise is
the computed two-dimensional visualization. Our second application area has
been a generalization of spectral algorithms for the partitioning of random
graphs. More specifically, we developed an algorithm for 3-coloring random
3-colorable graphs that computes with high probability a correct solution.
While previously proposed algorithms for this task can only handle random
graph models with uniform edge-probabilities, our algorithm can deal with
more general models where the expected adjacency structure between color
classes is potentially non-uniform. We briefly outlined how insights gained
from spectral coloring of random graphs could be translated to data analysis tasks such as collaborative filtering or latent semantic indexing, although
these application areas require future work.
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Appendix A
Numerical Matrix Algorithms
A.1

Eigenvectors of Symmetric Matrices

In this section we note some algorithms for the computation of eigenvectors
(and hence invariant subspaces) of symmetric matrices. All algorithms in
this section are taken from [47].
Computing all Eigenvectors of a Dense Symmetric Matrix
Algorithm 4 is a general procedure to compute the complete eigenvalue decomposition of a symmetric matrix and requires O(n3 ) floating point operations for an n × n matrix (see [47]). In contrast to algorithms based on
power iteration or orthogonal iteration (compare Algorithm 8), its convergence does not depend on gaps between the eigenvalues. On the other hand,
Algorithm 4 cannot exploit sparsity of the input matrix. For sparse matrices,
the orthogonal iteration (Algorithm 8) is preferable—especially if only a few
leading or trailing eigenvectors are needed.
The description of Algorithm 4 is taken from [47, Algorithm 8.2-3]. The
columns of the computed orthogonal matrix Q are an orthonormal system of
(approximate) eigenvectors of the input matrix A and the diagonal entries
of D are the associated (approximate) eigenvalues. Algorithm 4 relies on
several other algorithms that will be described in the following.
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Algorithm 4: Computation of all eigenvalues and eigenvectors of a
symmetric matrix [47].
Input: A real, symmetric n × n matrix A and a small multiple of the
unit roundoff ε.
Output: An orthogonal matrix Q and A ← QT AQ + E = D, where
D is diagonal and E a small error matrix.
begin
Overwrite A by its tridiagonalization
A ← (P1 . . . Pn−2 )T A(P1 . . . Pn−2 ) using Algorithm 5
and set Q ← P1 . . . Pn−2 .
repeat
foreach i = 1, . . . , n − 1 do
if |ai+1,i | = |ai,i+1 | ≤ ε(|aii | + |ai+1,i+1 |) then
ai+1,i ← ai,i+1 ← 0
Find the largest q and the smallest p

A11 0
A =  0 A22
0
0

such that if

0
0 
A33

with a p × p-matrix A11 and a q × q matrix A33 , then A33 is
diagonal and A22 has no zero subdiagonal elements.
if q < n then
Apply Algorithm 6 to A22 and set
A ← diag(Ip , Z, Iq )T A diag(Ip , Z, Iq ) and
Q ← Q diag(Ip , Z, Iq ).
until q = n
end
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The first sub-procedure needed for Algorithm 4 is the tridiagonalization
of a symmetric matrix. A matrix A is called tridiagonal if it is zero outside
its diagonal and upper and lower sub-diagonal, i. e., if |i − j| > 1 implies
aij = 0. Algorithm 5 is from [47, Algorithm 8.2-1] and runs in O(n3 ) floating
point operations on an n × n matrix (see [47]).
For Algorithm 5 we need the notion of a Householder transformation.
Definition A.1.1 ([47]) Let x ∈ Rn \ {0}. If v = x ± kxk2 e1 (where the
sign is chosen such that v 6= 0) and P = In − 2vv T /v T v, then P is called a
Householder matrix, Householder transformation, or Householder reflection.
It is symmetric and orthogonal and satisfies P x = ±kxk2 e1 . In particular,
all entries but the first of P x are zero.
The term Householder reflection stems from the fact that the matrix P acts
as a reflection on the hyperplane span(v ⊥ ) ⊂ Rn .
Algorithm 5: Householder tridiagonalization of a symmetric matrix [47].
Input: A real, symmetric n × n matrix A.
Output: An orthogonal matrix U0 = P1 . . . Pn−2 , which is the product
of Householder transformations and A ← U0T AU0 = T ,
where T is tridiagonal.
begin
foreach k = 1, . . . , n − 2 do
Determine (see Def. A.1.1) an (n − k) × (n − k) Householder
matrix P k such that
 


x
ak+1,k
 0 

  
P k  ...  =  ..  .
 . 
ank
0
Set A ← Pk APk , where Pk = diag(Ik , P k ).
end
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A symmetric tridiagonal matrix is called unreduced if the entries immediately below the diagonal (and hence those above the diagonal) are non-zero.
Algorithm 6 is applied to the (unreduced, tridiagonal) blocks A22 in each
step of Algorithm 4 to make the trailing subdiagonal elements of A22 close to
zero. Algorithm 6 is from [47, Algorithm 8.2-2] and needs O(n) floating point
operations and square roots. Givens rotations are defined in Def. A.1.2.
Algorithm 6: Implicit symmetric QR-step with Wilkinson shift [47].
Input: A real, unreduced, symmetric, tridiagonal n × n matrix T .
Output: A matrix Z = J1 . . . Jn−1 , which is the product of Givens
T
rotations with the property that Z (T − µI) is upper
triangular and µ is that eigenvalue of T ’s trailing 2 × 2
principal submatrix closer to tnn . T gets overwritten by
T
Z T Z.
begin
d ← (tn−1,n−1 − tnn
h )/2

i
q
µ ← tnn − t2n,n−1 / d + sign(d) d2 + t2n,n−1
x ← t11 − µ
z ← t21
Z ← In
foreach k = 1, . . . , n − 1 do
Determine by Algorithm 7 c = cos(θ) and s = sin(θ) such that

   
c −s
x
∗
=
.
s
c
z
0
Set T ← JkT T Jk , where Jk = J(k, k + 1, θ) (see Def. A.1.2)
and Z ← ZJk .
if k < n − 1 then
x ← tk+1,k
z ← tk+2,k

end
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The Givens rotations needed for Algorithm 6 are defined in Def. A.1.2.
The appropriate c and s for Algorithm 6 can be computed by Algorithm 7
which is from [47, Algorithm 3.4-1].
Definition A.1.2 ([47]) Let c = cos(θ) and s = sin(θ) for some θ and let
n be an integer and i, k such that 1 ≤ i < k ≤ n. The Givens rotation
J(i, k, θ) is defined to be the n × n matrix


..
..
1
.
.


 ...
c ... s ... 


..
..
 ,
J(i, k, θ) = 
.
.


 . . . −s . . . c . . . 


..
..
.
. 1
i. e., J(i, k, θ) differs from the identity In in that the entries J(i, k, θ)ii and
J(i, k, θ)jj are c instead of one, the entry J(i, k, θ)ik is s instead of zero, and
the entry J(k, i, θ)ik is −s instead of zero.
Algorithm 7: Givens rotation zeroing a specific element of a vector [47].
Input: n ∈ N, x ∈ Rn , and i, k satisfying 1 ≤ i < k ≤ n.
Output: c = cos(θ) and s = sin(θ) such that the k-th component of
J(i, k, θ)x is zero.
begin
if xk = 0 then
c ← 1, s ← 0
else
if |xk | ≥ |xi | then
t ← xi /xk , s ← (1 + t2 )−1/2 , and c ← st.
else
t ← xk /xi , c ← (1 + t2 )−1/2 , and s ← ct.
end
Algorithm 7 requires four floating point operations and one square root. Note
that it does not compute θ but c = cos(θ) and s = sin(θ), which is all that
we need for Algorithm 6.
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Computing a Small Number of Eigenvectors
Often we want to project to (a small number of) the eigenvectors at the
outer ends of the spectrum, i. e., those eigenvectors whose eigenvalues have
the largest absolute values. This can be achieved much faster than computing
the complete eigenvalue decomposition as in Algorithm 4—especially if these
eigenvalues are well-separated from the rest of the spectrum. Algorithm 8 is
from [47, Sect. 8.5].
Algorithm 8: Orthogonal iteration with Ritz acceleration [47].
Input: A real, symmetric n × n matrix A, and a n × p matrix Q0 with
QT
0 Q0 = Ip .
(k)
(k)
Output: Approximative eigenvalues d1 , . . . , dp of A (having the
largest absolute values) in the diagonal entries of Dk and
associated approximative eigenvectors in the columns of Qk .
begin
foreach k = 1, 2, . . . ,max-iter do
Set Zk ← AQk−1 .
Compute the QR-factorization Qk Rk = Zk by Algorithm 9
T
and set Sk ← Qk AQk .
Compute the eigenvalue decomposition UkT Sk Uk = Dk by
Algorithm 4 and set Qk ← Qk Uk .
end
Note that if A is sparse, then the matrix multiplications AQk−1 and
(which are in fact p matrix-vector multiplications) can be performed
with O(pm) floating point operations if m is the number of non-zero entries
of A.
For the convergence of the eigenvalues, it can be shown (see [47]) that
(k)
(k)
if |d1 | ≥ · · · ≥ |dp | and λi (A) denotes the (exact) i-th eigenvalue of A
(where the eigenvalues are ordered by non-increasing absolute values), then
for i = 1, . . . , p
!
k
λp+1
(k)
|di − λi (A)| ∈ O
.
λi
T
Qk AQk

Thus, especially the eigenvalues λi (A) for small i are fast approximated—
even if the ratio λλi+1
is close to one.
i
For the orthogonal iteration we need the so-called QR-factorization of
a (rectangular) matrix, which can be computed by Algorithm 9 (see [47,
Algorithm 6.2-1]).
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Algorithm 9: QR-factorization/Householder orthogonalization [47].
Input: Two integers m ≥ n and a real m × n matrix A.
Output: An orthogonal matrix Q such that QT A = R is upper
triangular and A ← R.
begin
foreach k = 1, . . . , n do
Determine (see Def. A.1.1) a Householder matrix P k of order
m − k + 1 such that




rkk
ak,k


 ..   0 
P k  .  =  ..  .
 . 
amk
0
A ← diag(Ik−1 , P k )A
end
Algorithm 9 needs O(n2 m) floating point operations if Q is not explicitly
required. (It is not explicitly required in Algorithm 8.) All we need are
the v in the definition of a Householder matrix (compare Def. A.1.1) and
an efficient way to compute the products diag(Ik−1 , P k )A. Algorithm 10 is
from [47, Algorithm 3.3-2] and runs in 2q(j − k + 1) floating point operations.
Algorithm 10: Pre-multiplication by a Householder matrix [47].
Input: A ∈ Rn×q , v T = (0, . . . , 0, vk , . . . , vj , 0, . . . , 0), and β = 2/v T v.
Output: A ← (I − βvv T )A
begin
foreach p = 1, . . . , q do
s ← vk akp + · · · + vj ajp
s ← βs
foreach i = k, . . . , j do
aip ← aip − svi
end
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A.2

Invariant Subspaces of Matrices

For the computation of simple structural similarities of a not necessarily
symmetric matrix (compare Algorithm 3) we need to compute the real Schur
form (compare Theorem. 3.3.3). Algorithm 11 is from [47, Algorithm 7.5-2]
and achieves this in O(n3 ) floating point operations.
Algorithm 11: Computing the real Schur form [47].
Input: A real matrix A ∈ Rn×n and a small multiple of the unit
roundoff ε.
Output: The real Schur decomposition QT AQ = T .
begin
Use Algorithm 12 to compute the Hessenberg decomposition
U0T AU0 = H, where U0 = P1 . . . Pn−2 and set Q ← U0 .
repeat
Set to zero all subdiagonal elements that satisfy
|hi,i−1 | ≤ ε(|hii + |hi−1,i−1 |) .
Find the largest q and the smallest p

H11 H12

0 H22
H=
0
0

such that if

H13
H23 
H33

with dimensions p, n − p − q, q, then H33 is upper
quasi-triangular and H22 is unreduced. (p and q may be zero.)
if q = n then
Upper triangularize all 2 × 2 diagonal blocks in H that have
real eigenvalues and accumulate the orthogonal
transformations.
else
Apply a Francis QR step (Algorithm 13) to H22 and set
H22 ← Z T H22 Z, Q ← Q diag(Ip , Z, Iq ), H12 ← H12 Z, and
H23 ← Z T H23 .
until q = n
end
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For Algorithm 11 we needed the notion of an upper Hessenberg matrix,
which is defined in Def. A.2.1 and can be computed by Algorithm 12 (see [47,
Algorithm 7.4-2]) in O(n3 ) floating point operations.
Definition A.2.1 ([47]) A matrix H is called upper Hessenberg if i > j+1
implies that hij = 0. Stating it otherwise, an upper Hessenberg matrix is
upper triangular plus non-zero elements in the first sub-diagonal. An upper
Hessenberg matrix is called unreduced if all elements in the first sub-diagonal
are non-zero.
Algorithm 12: Householder reduction to Hessenberg form [47]
Input: A real matrix A ∈ Rn×n .
Output: An orthogonal matrix U0 = P1 . . . Pn−2 which is the product
of Householder matrices such that H = U0T AU0 is upper
Hessenberg and A ← H.
begin
foreach k = 1, . . . , n − 2 do
Determine (see Def. A.1.1) a Householder matrix P k of order
n − k such that
 


x
ak+1,k
 0 

  
P k  ...  =  ..  .
 . 
ank
0
Set A ← PkT APk , with Pk = diag(Ik , P k )
end
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The following algorithm is from [47, Algorithm 7.5-1] and is repeatedly
applied to make trailing subdiagonal elements of the upper Hessenberg matrix
H22 in Algorithm 11 close to zero. It needs O(n2 ) floating point operations.
Algorithm 13: Francis QR step [47]
Input: An unreduced upper Hessenberg matrix H ∈ Rn×n whose
trailing 2 × 2 principal submatrix has eigenvalues a1 and a2 .
Output: An orthogonal matrix Z = P1 . . . Pn−2 which is the product
of Householder matrices such that Z T (H − a1 I)(H − a2 I) is
upper triangular and A ← Z T HZ.
begin
m←n−1
s ← hmm + hnn
t ← hmm hnn − hmn hnm
x ← h211 + h12 h21 − sh11 + t
y ← h21 (h11 + h22 − s)
z ← h21 h32
foreach k = 0, . . . , n − 2 do
if k < n − 2 then
Determine (see Def. A.1.1) a Householder matrix P k of
order 3 such that
   
x
∗



Pk y = 0  .
z
0
H ← Pk HPkT , with Pk = diag(Ik , P k , In−k−3 ).
else
Determine (see Def. A.1.1) a Householder matrix P n−2 of
order 2 such that
   
x
∗
=
.
P n−2
y
0
T
H ← Pn−2 HPn−2
, with Pn−2 = diag(In−2 , P n−2 ).
Set x ← hk+2,k+1 and y ← hk+3,k+1 .
if k < n − 3 then
z ← hk+4,k+1

end
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The Schur form of a matrix A not only has the eigenvalues of A in its
diagonal, but it also gives the invariant subspace associated to a certain
subset of eigenvalues. More precisely, if


T11 T12
T
Q AQ = T =
,
0 T22
where T11 is a p × p matrix and T22 a q × q matrix, and λ(T11 ) ∩ λ(T11 ) = ∅,
then the first p columns of Q are an orthonormal basis of the unique invariant
subspace of A associated with λ(T11 ).
Unfortunately, Algorithm 11 computes a Schur form where the eigenvalues of A might be arbitrarily ordered on the diagonal. Thus, if we want to
compute the invariant subspace associated to a specific subset of eigenvalues,
we have to reorder the Schur form such that this subset appears on the upper left corner of T . Algorithm 14 is from [47, Algorithm 7.6-1] and achieves
this for unsymmetric matrices that have real eigenvalues. (For the general
case see [47] and references therein.) This algorithm requires O(n2 p) floating
point operations.
Algorithm 14: Reordering of a real Schur form [47].
Input: An orthogonal n × n matrix Q, an upper triangular matrix
T = QT AQ and a subset ∆ = {λ1 , . . . , λp } of λ(A).
Output: T ← S and Q ← QQD where QD is orthogonal and
S = QT
D T QD is upper triangular such that
{s11 , . . . , spp } = ∆.
begin
repeat
foreach k = 1, . . . , n − 1 do
if tkk 6∈ ∆ and tk+1,k+1 ∈ ∆ then
Determine (see Algorithm 7) c = cos(θ) and s = sin(θ)
such that


  
c s
tk,k+1
∗
=
.
−s c
tkk − tk+1,k+1
0
Set T ← J(k, k + 1, θT J(k, k + 1, θ)T
and Q ← QJ(k, k + 1, θ)T .
until {t11 , . . . , tpp } = ∆
end
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