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The human spirit must prevail over technology.
Albert Einstein

Abstract
A main characteristic of human language and understanding is our ability to reason
about things, i.e., to infer conclusions from given facts. Within the field of Natural
Language Processing and Natural Language Understanding, the task of inferring
such conclusions has come to be known as Natural Language Inference (NLI) and
is currently a popular field of research. NLI is most often formulated as the task
of determining where a sentence entails (i.e., implies) or contradicts (i.e., implies
the opposite) or is neutral (i.e., does not have any relation) with respect to another
sentence (MacCartney and Manning, 2007). Although such a task sounds trivial for
humans, it is less so for machines: the processes behind human inference require even
more than understanding linguistic input; they presuppose our understanding about
the world and everyday life and require the complex combination and interaction of
this information.
In this thesis, I implement a hybrid NLI system, Hy-NLI, which is able to determine the inference relation between a pair of sentences. Hy-NLI consists of a symbolic
and a deep-learning component, combining the best of both worlds: it exploits the
strengths that each approach exhibits and mitigates their weaknesses. The implemented system relies on the finding that each of the two very different approaches
is particularly suitable for a specific kind of phenomena. Deep-learning methods
are good in dealing with graded and more fluid aspects of meaning, while symbolic
approaches can efficiently deal with contextual phenomena of natural language, e.g.,
modals, negations, implicatives, etc. Hy-NLI learns to distinguish between the cases
and respectively employ the component that is known to work best for each of them.
Thus, this thesis contributes to the state-of-the-art in NLI. It also contributes to the
general debate whether symbolic or deep-learning approaches are most efficient by
showing that systems can benefit from both of them in different ways. Hence, the
thesis at hand motivates research that does not choose one of the two, but marries
them up into a successful combination.
To reach the ultimate goal of closing the gap between these two approaches, this
thesis makes four major contributions. First, it sheds light on the available NLI
datasets, their issues and the insights they can offer us about the NLI task in general. Precisely, I investigate one of the well-known mainstream NLI datasets, SICK
(Marelli et al., 2014b), and observe how certain corpus construction practices have
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influenced the quality of the data itself and of its annotations. I also show how
the quality of annotations is not only affected by the corpus construction process
but also from inherent human disagreements and fine-grained nuances of human inference. The issues found in the datasets are addressed in a variety of ways, from
manually correcting subsets of the corpus to performing experiments that quantify
and identify these aspects of the NLI task. The second major contribution of the
thesis at hand is the development of the Graphical Knowledge Representation (GKR,
Kalouli and Crouch (2018)), a semantic representation suitable for semantic tasks
such as NLI, and the implementation of an efficient GKR parser. The representation
stands out from other similar representations for its separation of the sentence information in different layers/graphs. Particularly, there is a strict separation between
the conceptual, predicate-argument structure and the contextual, boolean structure.
This modularity and projection architecture gives rise to a concept-based, intensional
Description Logic (Baader et al., 2003) semantics. The efficiency and suitability of
GKR for NLI is revealed through the implementation of the symbolic inference engine
GKR4NLI, a further major goal of this thesis. GKR4NLI is developed as an inference mechanism relying on Natural Logic (Van Benthem, 1986, Sánchez-Valencia,
1991) and on the semantics imposed by GKR. Its performance on different datasets
confirms previous findings that symbolic engines are good in dealing with semantically complex phenomena, but struggle with more robust aspects of meaning. Thus,
these results motivate the need for a hybrid system, where each aspect of meaning is treated by the most suitable component. This need is addressed with the
implementation of Hy-NLI, the final major goal of this thesis. The hybrid system
uses GKR4NLI as its symbolic component and the state-of-the-art language representation model BERT (Devlin et al., 2019) as its deep-learning component. Their
successful combination leads Hy-NLI to outperform other state-of-the-art methods
across datasets of different nature and complexity. With such performance across
the board, Hy-NLI confirms the need for hybrid systems and paves the way for more
work in this research direction.

Zusammenfassung
Ein zentrales Merkmal der menschlichen Sprache und Kommunikation ist das logische
Denkvermögen, d.h., die Fähigkeit auf Basis von gegebenen Fakten Schlussfolgerungen zu ziehen. Diese Fähigkeit wurde auf dem Gebiet der maschinellen Sprachverarbeitung und des maschinellen Sprachverständnis unter dem Namen Natural Language Inference (NLI – maschinelle Sprachinferenz ) bekannt und ist derzeit ein
beliebtes Forschungsgebiet. Das Ziel von NLI ist die Bestimmung der Beziehung
zweier Sätze: ein Satz kann den anderen implizieren (entailment), er kann dem
anderen widersprechen (contradiction) oder es kann keine Beziehung zwischen den
beiden Sätzen geben (neutrality) (MacCartney and Manning, 2007). Solch eine Aufgabestellung klingt zunächst trivial für den Menschen, aber nicht jedoch für Maschinen. Zusätzlich zum Verständnis linguistischer Strukturen, erfordern die Prozesse,
die sich hinter menschlicher Inferenz verbergen, ein Verständnis unserer Welt und
des alltäglichen Lebens, ebenso wie die komplexe Kombination und Interaktion dieser
Informationen.
In der vorliegenden Dissertation wird ein hybrides NLI System – im Folgenden Hy-NLI genannt – implementiert, welches die Inferenzbeziehung zwischen zwei
Sätzen bestimmen kann. Hy-NLI besteht aus einer symbolischen und einer DeepLearning Komponente, sodass die Vorteile beider Ansätze vereint und gegebene
Schwäche ausgeglichen werden können. Das hybribe System basiert auf der Erkenntnis, dass jeweils einer der beiden Ansätze besonders gut geeignet ist bestimmte
Fälle von Sprachphänomenen zu verarbeiten. So sind die Deep-Learning Methoden hervorragend dafür geeignet abgestufte und vage Aspekte der Bedeutung zu erfassen. Auf der anderen Seite können symbolische Ansätze kontextuelle Phänomene
der Sprache, wie z.B. Modalverben, Negation und implikative Verben, zuverlässig
behandeln. Das hybride System lernt zwischen den verschiedenen Fällen zu unterscheiden und die Komponente zu nutzen, die für den vorliegenden Fall am besten
geeignet ist. Dadurch leistet Hy-NLI einen relevanten Beitrag zum aktuellen Stand
der Forschung. Außerdem trägt diese Dissertation zur Debatte bei ob symbolische
oder Deep-Learning Systeme effektiver sind, indem sie zeigt, dass beide Ansätze eine
Daseinsberechtigung haben. Systeme können von beiden Ansätzen auf verschiedene
Arten profitieren. Auf diese Weise regt die vorliegende Dissertation die Forschung
an, nicht eine der beiden Ansätze auszuwählen, sondern diese in einer erfolgver-
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sprechenden Kombination zusammenzufügen.
Aus diesem Grund wurde Hy-NLI mit dem Ziel entwickelt, die Kluft zwischen
den beiden Ansätzen zu schließen. Um dies zu erreichen, leistet diese Arbeit vier
Beiträge. Als Erstes werden die verfügbaren NLI Datensätze, deren Probleme und
die Erkenntnisse, die diese über NLI im Allgemeinen geben können, erläutert. Insbesondere wird einer der bekanntesten und weit verbreiteten Datensätze, das SICK
(Marelli et al., 2014b) Korpus, untersucht und es wird aufgezeigt, wie einige der Techniken zur Korpuserstellung die Qualität der Daten und deren Annotation beeinflusst
haben. Außerdem wird aufgezeigt wie die Annotationsqualität nicht nur vom Korpuserstellungsprozess beeinflusst wird, sondern auch von inhärenten menschlichen
Diskrepanzen und feinen Nuancen der menschlichen Inferenz. Die in den Datensätzen gefundenen Probleme werden auf unterschiedliche Art und Weise adressiert,
z.B. durch die manuelle Korrektur eines Teiles des Korpus oder durch Experimente,
die diese Aspekte von NLI identifizieren und quantifizieren. Der zweite Beitrag dieser
Dissertation ist die Entwicklung einer semantischen Repräsentation – im Folgenden
GKR (Graphical Knowledge Representation) genannt – die für semantische Anwendungen, wie z.B. NLI, geeignet ist, sowie die Implementierung eines effizienten GKR
Parsers. Die entwickelte Repräsentation unterscheidet sich von ähnlichen Repräsentationen darin, dass die Satzinformation in verschiedenen Ebenen/Graphen getrennt
wird. Es gibt eine strikte Trennung zwischen der konzeptuellen, Predikat-Argument
Struktur und der kontextuellen, Booleschen Struktur. Aus dieser Modularität und
Projektionsarchitektur heraus entsteht eine konzeptbasierte, intensionale Description Logic (Baader et al., 2003) Semantik. Die Effizienz und die Eignung von GKR
für NLI wird durch die Implementierung des symbolischen NLI-Systems, GKR4NLI,
aufgezeigt. Die Implementierung von GKR4NLI ist ein weiterer signifikanter Bestandteil dieser Dissertation. GKR4NLI ist ein Inferenzmechanismus, der auf den
Prinzipien von Natural Logic (Van Benthem, 1986, Sánchez-Valencia, 1991) und
der Semantik von GKR basiert. Dessen Leistungsfähigkeit auf unterschiedlichen
Datensätzen bestätigt die vorherige Erkenntnis, dass symbolische Systeme komplexe
semantische Phänomene effizient behandeln können, aber mit robusteren Aspekten
der Bedeutung Probleme haben. Daher erwecken solche Ergebnisse das Verlangen
nach einem hybriden System, in dem jeder Bedeutungsaspekt von der geeignetesten
Komponenten behandelt wird. Dieses Verlangen wird durch die Implementierung von
Hy-NLI adressiert, das Hauptziel dieser Dissertation. Hy-NLI benutzt GKR4NLI als
symbolische Komponente und das Sprachrepräsentationsmodel BERT (Devlin et al.,
2019) als Deep-Learning Komponente. Deren erfolgreiche Kombination ermöglicht
es Hy-NLI andere moderne Methoden über Datensätze unterschiedlicher Natur und
Komplexität hinweg zu übertreffen. Mit dieser Leistungsfähigkeit bestätigt Hy-NLI
den Bedarf für hybride Systeme und wird zum Wegbereiter von mehr Forschung in
diesem Gebiet.

Acknowledgments
Completing a dissertation is a mighty adventure and I could not have made it without
the influence, advice and support of colleagues, friends and family.
First and foremost, I would like to thank Miriam Butt. Miriam was the teacher
of my first computational linguistics course, Finite State Morphology, back in 2011
during my Erasmus stay in Konstanz. She was the one who planted in me the seed for
the computational processing of language and who has thus shaped my professional
future ever since. And this is not a minor achievement, given the fact that up until
that point I swore I would never work in a field related to computers! I particularly
thank her for giving me the freedom to pursue my own interests, making me the
curious, enthusiastic and independent researcher I am today. Moreover, I thank her
for providing me with constant job opportunities so that I could focus on research
without worrying about funding. This also included funding for presenting my work
on numerous conferences, learning the field even better and collecting unique life
experiences from conference stays around the world. I am also thankful for her
valuable feedback for this thesis and for always pushing me to dig deeper and answer
questions to which I had yet no answer.
I am also especially thankful to Maribel Romero, the second supervisor of this
thesis. Maribel happily agreed to supervise this dissertation and provided invaluable
feedback. Particularly, Maribel was of great help for various aspects of the formal
semantics account and helped me understand and improve numerous theoretical
issues. I thank her for the time and energy she invested in making this thesis better.
I would also like to thank Lauri Karttunen for kindly agreeing to be part of
my dissertation committee. Even more I thank him for sharing with me his longlasting enthusiasm on natural language semantics and particularly natural language
understanding and inferencing. For sharing with me insights of the research he
has tirelessly pursued since the ’70s, for showing me the value of integrating new
technologies without forgetting past findings, for inspiring me to pursue my research
with the same determination and motivation.
I am also particularly thankful to Dick Crouch, who shaped this dissertation
from early on. Dick opened up for me the exciting world of semantic processing
and influenced my decision to take up the task of NLI. With his valuable advice,
expertise and experience, he guided me through this thesis, in theoretical as well as

xi

xii
computational aspects. I thank him for the numerous early-morning/late-evening
Skype meetings, in which he happily answered my long lists of questions!
There are more people whose help will not be forgotten. I have to thank Valeria
de Paiva, who also greatly influenced my decision to work on NLI and who has
since provided immense support. I thank her for inspiring me to look under every
unturned stone, for helping me stay on top of the constantly appearing new literature,
for keeping me motivated, and above all, for making me believe in myself and my
research in times I needed it. The same goes for Livy Real, my dear friend and
colleague, who in desperate times convinced me that NLI is worth a try, even if it
is so hard. Long discussions and arguments (over Skype or over drinks) with both
Valeria and Livy shaped a big part of this thesis.
I would also like to thank Tracy King, who on her occasional visits to Konstanz
always invested the time to meet with me and give me not only useful feedback on
my progress, but also inspiring ideas on how to continue. Thank you for taking the
time! I am also thankful to Annie Zaenen who back in 2017 offered me a research
stay at Stanford University, having a larger impact on my work than she is probably
aware of. During this stay, I was able to decide on my thesis topic and come in
contact with people who would become crucial for this endeavor. Thank you, Annie,
it’s you where this whole thesis started from!
Co-travelers were also my colleagues and friends from my working group in Konstanz. Tina Bögel, Hannah Booth, Annette Hautli-Janisz, Benazir Mumtaz, Farhat
Zabeen, Jessica Zipf, Mark Zymla made sure it was not only about work, but also
about having fun on the way. Thank you! I am especially thankful to Saira Bano for
always having a smile for me and for lifting me up when I was down. Christin Beck
started off as an office-mate, became a co-traveler and ended up a friend. For guiding
me through the dissertation jungle, for your motivating words, for your support and
understanding whenever I needed it, for being there for me, I thank you!
Finally, a big thanks goes to my family, without whose constant support this
thesis would not have been completed. First and foremost, I thank my parents for
giving me the opportunity to be at this university in the first place and now be
completing my PhD. I thank them for always understanding and motivating me and
for standing by me in the difficult times of this long endeavor. I also thank my
brother and Evagelia for always encouraging me when things got hard, for hearing
me out when things got messy, for being there for a good laugh. Last but not least,
my deepest thanks goes to Stephan, who has been more supportive than I could ever
ask for: for motivating me to start this PhD in the first place, for encouraging me to
hold on to it in difficult times, for pushing me to take these final steps. I thank him
for always being on my side, for his valuable advice (technical and psychological!)
and for enduring my stress and craziness at all times. Thank you!
Overall, I thank the German Research Foundation (DFG) for the financial support within the project P8 “Questions Visualized" of the Research Group FOR 2111
Questions at the Interfaces at the University of Konstanz.

Abbreviations
The abbreviations listed in the following are used in this thesis:
ADV-SP
AI
AKR
ALBERT
AMR
BERT
BiLSTM
BLT
BOW
C
CBOW
CCG
CNN
COGEX
CS
CU
DAS
DL
DeL
DN
DRS
DRT
E
ECD
ELMo
FOL
GF
GKR
GKR4NLI
GPU

Advance over a span
Artificial Intelligence
Abstract Knowledge Representation
A Lite BERT
Abstract Meaning Representation
Bidirectional Encoder Representations from Transformer
Bidirectional Long Short-Term Memory Network
Basic Linguistic Theory
Bag-Of-Words model
Contradiction (inference label)
Continuous Bag-Of-Words model
Categorial Combinatorial Grammar
Convolutional Neural Networks
Logic Prover for Question Answering
Compositionality Score
University of Colorado
dataset by Dasgupta et al. (2018)
Deep Learning
Description Logic
Don’t Know (inference label)
Discourse Representation Structure
Discourse Representation Theory
Entailment (inference label)
Entailment Contradiction Detection
Embeddings from Language Models
First-Order Logic
Grammatical Framework
Graphical Knowledge Representation
Graphical Knowledge Representation for Natural Language Inference
Graphical Processing Unit
xiii

xiv
GRU
H
HANS
HIC
HOL
HP
IAA
IE
INS
IR
JWI
KB
KR
LDC
LFG
LHS
LSTM
MC
MINE
MIT
ML
MLP
MRS
MT
Multi-NLI
MWE
N
NER
NL
NLI
NLP
NLU
NN
NP
OANC
OWL
P
PA
PC
POS
PSD
QA

Gated Recurrent Unit
Hypothesis sentence
Heuristic Analysis for NLI Systems dataset
system by Hickl and Bensley (2007)
Higher-Order Logic
Hewlett-Packard
Inter-Annotator Agreement
Information Extraction
Insertion of a span
Information Retrieval
Java WordNet Interface
Knowledge Base
Knowledge Representation
Linguistic Data Consortium
Lexical Functional Grammar
Left-Hand Side
Long Short-Term Memory network
Monotonicity Calculus
system by Mineshima et al. (2015)
Massachusetts Institute of Technology
Machine Learning
Multi-Layer Perceptron
Minimal Recursion Semantics
Machine Translation
Multi-genre Natural Language Inference corpus
Multi-Word Expression
Neutral (inference label)
Named-Entity Recognition
Natural Logic
Natural Language Inference
Natural Language Processing
Natural Language Understanding
Neural Network
Noun Phrase
Open American National Corpus
Ontology WEB Language
Premise sentence
Paraphrase Acquisition
Projectivity Calculus
Part-Of-Speech
Prague Semantic Dependencies
Question-Answering

xv
RDF
ReLU
RHS
RNN
RRN
RTE
SPINN
RoBERTa
SICK
SNLI
SOTA
SRL
SUMO
SVM
TAC
TIL
UCCA
UD
VP
WWW
W3C
XML

Resource Description Framework
Rectified Linear Unit
Right-Hand Side
Recursive Neural Network
Recursive Routing Networks
Recognizing Textual Entailment
Stack-augmented Parser-Interpreter Neural Network
Robustly optimized BERT approach
Sentences Involving Compositional Knowledge
Stanford Natural Language Inference corpus
State-Of-The-Art
Statistical Relational Learning
Suggested Upper Merged Ontology
Support Vector Machines
Text Analysis Conference
Textual Inference Logic
Universal Conceptual Cognitive Annotation
Universal Dependencies
Verb Phrase
World Wide Web
World Wide Web Consortium
Extensible Mark-up Language

Contents
1 Introduction

1

2 Background
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . .
2.2 What is Natural Language Inference . . . . . . . . . . . .
2.2.1 Inference as a Binary Classification . . . . . . . . .
2.2.2 Inference as a Three-way Classification . . . . . . .
2.3 Applications of Natural Language Inference . . . . . . . .
2.3.1 Summarization . . . . . . . . . . . . . . . . . . . .
2.3.2 Information Extraction . . . . . . . . . . . . . . . .
2.3.3 Question-Answering . . . . . . . . . . . . . . . . .
2.3.4 Machine Translation . . . . . . . . . . . . . . . . .
2.4 Approaches to Natural Language Inference . . . . . . . . .
2.4.1 Lexical Approaches . . . . . . . . . . . . . . . . . .
2.4.2 Graph Matching Approaches . . . . . . . . . . . .
2.4.3 Machine Learning and Deep Learning Approaches
2.4.3.1 Traditional Classifiers . . . . . . . . . . .
2.4.3.2 End-to-end Deep Models . . . . . . . . .
2.4.3.3 Language Representation Models . . . . .
2.4.4 Logic-based Approaches . . . . . . . . . . . . . . .
2.4.4.1 Boxer (Bos, 2008b) . . . . . . . . . . . .
2.4.4.2 Mineshima et al. (2015) . . . . . . . . . .
2.4.4.3 Martínez-Gómez et al. (2017) . . . . . . .
2.4.4.4 Bernardy and Chatzikyriakidis (2017) . .
2.4.4.5 Yanaka et al. (2018) . . . . . . . . . . . .
2.4.4.6 Limitations . . . . . . . . . . . . . . . . .
2.4.5 Hybrid Approaches . . . . . . . . . . . . . . . . . .
2.4.5.1 Bos and Markert (2005) . . . . . . . . . .
2.4.5.2 Lewis and Steedman (2013) . . . . . . . .
2.4.5.3 Beltagy et al. (2013, 2016) . . . . . . . .
2.4.6 Semantic Approaches . . . . . . . . . . . . . . . . .
2.4.6.1 Bridge (Bobrow et al., 2007a) . . . . . . .
xvii

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

5
5
6
7
8
9
10
10
10
11
11
11
13
14
14
15
16
20
21
21
22
23
24
24
25
25
26
27
28
28

xviii

2.5

2.6

Contents
2.4.6.2 NatLog MacCartney and Manning (2007) .
2.4.6.3 MonaLog (Hu et al., 2020) . . . . . . . . .
2.4.7 Current State-Of-The-Art . . . . . . . . . . . . . . .
2.4.7.1 Bias and Artifacts . . . . . . . . . . . . . .
2.4.7.2 Hard Datasets . . . . . . . . . . . . . . . .
Approaches to Semantic Parsing . . . . . . . . . . . . . . .
2.5.1 Discourse Representation Structure (DRS) . . . . . .
2.5.2 Abstract Knowledge Representation (AKR) . . . . .
2.5.3 Abstract Meaning Representation (AMR) . . . . . .
2.5.4 Universal Conceptual Cognitive Annotation (UCCA)
Summary and Conclusion . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

29
30
31
32
33
38
39
44
47
50
52

3 Inference and Logic
55
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
3.2 The Notion of Inference . . . . . . . . . . . . . . . . . . . . . . . . . 56
3.2.1 Entailments . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
3.2.2 Conventional Implicatures . . . . . . . . . . . . . . . . . . . . 58
3.2.3 Conversational Implicatures . . . . . . . . . . . . . . . . . . . 60
3.2.4 Background Knowledge . . . . . . . . . . . . . . . . . . . . . 61
3.2.5 Edge Cases . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63
3.3 Foundations of Description Logics (DeL) . . . . . . . . . . . . . . . . 63
3.3.1 Brief History of DeL . . . . . . . . . . . . . . . . . . . . . . . 63
3.3.2 Principles of DeL . . . . . . . . . . . . . . . . . . . . . . . . . 66
3.3.2.1 Basic description language AL . . . . . . . . . . . . 67
3.3.2.2 More expressive description language . . . . . . . . 68
3.3.2.3 Terminologies or the TBox . . . . . . . . . . . . . . 69
3.3.2.4 World descriptions or the ABox . . . . . . . . . . . 70
3.3.2.5 FOL and Inferences . . . . . . . . . . . . . . . . . . 71
3.3.2.6 DeL and the World Wide Web . . . . . . . . . . . . 71
3.3.3 Limitations of DeL and OWL . . . . . . . . . . . . . . . . . . 74
3.4 Foundations of Natural Logic (NL) . . . . . . . . . . . . . . . . . . . 76
3.4.1 Brief History of NL . . . . . . . . . . . . . . . . . . . . . . . . 76
3.4.2 Principles of NL . . . . . . . . . . . . . . . . . . . . . . . . . 78
3.4.2.1 Monotonicity Calculus (MC) . . . . . . . . . . . . . 78
3.4.2.2 Projectivity Calculus: Extended Monotonicity Calculus . . . . . . . . . . . . . . . . . . . . . . . . . . 82
3.4.2.3 Joining entailment relations . . . . . . . . . . . . . . 84
3.4.2.4 Determiming Entailment Relations . . . . . . . . . . 85
3.4.2.5 Semantic Composition of Monotonicity/Projectivity
88
3.4.2.6 Monotonicity beyond quantifiers and determiners . 91
3.4.3 Limitations of NL . . . . . . . . . . . . . . . . . . . . . . . . 97
3.5 Summary and Conclusion . . . . . . . . . . . . . . . . . . . . . . . . 101

Contents

xix

4 NLI Datasets
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.2 The Datasets . . . . . . . . . . . . . . . . . . . . . . . . . .
4.2.1 The FraCas Testsuite (Cooper et al., 1996) . . . . .
4.2.2 The RTE Datasets . . . . . . . . . . . . . . . . . . .
4.2.3 The SICK corpus (Marelli et al., 2014b) . . . . . . .
4.2.4 The SNLI dataset (Bowman et al., 2015a) . . . . . .
4.2.5 The MultiNLI dataset (Williams et al., 2018) . . . .
4.2.6 Hard Datasets . . . . . . . . . . . . . . . . . . . . .
4.2.6.1 Dasgupta et al. (2018) . . . . . . . . . . . .
4.2.6.2 HANS (McCoy et al., 2019) . . . . . . . . .
4.3 Issues of Existing Datasets . . . . . . . . . . . . . . . . . . .
4.3.1 Data Issues . . . . . . . . . . . . . . . . . . . . . . .
4.3.2 Annotation Issues: A Study . . . . . . . . . . . . . .
4.3.2.1 Asymmetric Contradictions . . . . . . . . .
4.3.2.2 Annotation Challenges . . . . . . . . . . . .
4.4 Correcting SICK (Kalouli et al., 2017a,b, 2018b) . . . . . .
4.4.1 Manual Correction . . . . . . . . . . . . . . . . . . .
4.4.2 Semi-Automatic Correction of SICK . . . . . . . . .
4.4.2.1 The one-word difference approach . . . . .
4.4.2.2 Processing SICK . . . . . . . . . . . . . . .
4.4.2.3 Assigning relations to the pairs . . . . . . .
4.4.2.4 Evaluation of the semi-automatic approach
4.4.2.5 Contributions of the Approach . . . . . . .
4.5 Quantifying Annotation Issues . . . . . . . . . . . . . . . .
4.5.1 Experiment 1: Explaining NLI . . . . . . . . . . . .
4.5.1.1 Methods . . . . . . . . . . . . . . . . . . .
4.5.1.2 Preliminary observations . . . . . . . . . .
4.5.1.3 The Meta-Experiment . . . . . . . . . . . .
4.5.1.4 Conclusions of the Experiment . . . . . . .
4.5.2 Experiment 2: Inherent Annotation Difficulty . . . .
4.5.2.1 Methods . . . . . . . . . . . . . . . . . . .
4.5.2.2 Results and Discussion . . . . . . . . . . .
4.6 Summary and Conclusion . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

103
103
104
104
106
111
113
114
116
116
118
120
120
123
124
128
131
131
136
136
137
137
139
144
145
145
146
147
148
152
154
154
156
158

5 Graphical Knowledge Representation
5.1 Introduction . . . . . . . . . . . . . . . . . . .
5.2 GKR Representation . . . . . . . . . . . . . .
5.2.1 Overview . . . . . . . . . . . . . . . .
5.2.2 Representation . . . . . . . . . . . . .
5.3 GKR Semantics . . . . . . . . . . . . . . . . .
5.3.1 Description Logic without Individuals

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

161
161
162
162
163
168
169

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

xx

Contents

5.4

5.5

5.6

5.3.1.1 Nominal Concepts . . . . . . . . . . . . . .
5.3.1.2 Role Restrictions and Semantic Roles . . .
5.3.1.3 Conceptual Interpretation . . . . . . . . . .
5.3.2 Semantics of GKR . . . . . . . . . . . . . . . . . . .
5.3.2.1 Concept Graph . . . . . . . . . . . . . . . .
5.3.2.2 Context Graph . . . . . . . . . . . . . . . .
5.3.2.3 Property Graph . . . . . . . . . . . . . . .
GKR Implementation . . . . . . . . . . . . . . . . . . . . .
5.4.1 Dependency Graph . . . . . . . . . . . . . . . . . . .
5.4.2 Concept Graph . . . . . . . . . . . . . . . . . . . . .
5.4.3 Context Graph . . . . . . . . . . . . . . . . . . . . .
5.4.3.1 Negation . . . . . . . . . . . . . . . . . . .
5.4.3.2 Modals . . . . . . . . . . . . . . . . . . . .
5.4.3.3 Implicative and Factive Contexts . . . . . .
5.4.3.4 Clausal Contexts of Propositional Attitudes
5.4.3.5 Coordination . . . . . . . . . . . . . . . . .
5.4.3.6 Imperatives . . . . . . . . . . . . . . . . . .
5.4.3.7 Interrogatives . . . . . . . . . . . . . . . . .
5.4.3.8 Not Implemented Phenomena . . . . . . . .
5.4.3.9 Putting it all together . . . . . . . . . . . .
5.4.4 Property Graph . . . . . . . . . . . . . . . . . . . . .
5.4.5 Lexical Graph . . . . . . . . . . . . . . . . . . . . . .
5.4.6 Coreference Graph . . . . . . . . . . . . . . . . . . .
GKR Evaluation . . . . . . . . . . . . . . . . . . . . . . . .
5.5.1 Intrinsic Evaluation . . . . . . . . . . . . . . . . . .
5.5.2 Extrinsic Evaluation . . . . . . . . . . . . . . . . . .
Summary and Conclusion . . . . . . . . . . . . . . . . . . .

6 GKR4NLI: the Symbolic Inference Engine
6.1 Introduction . . . . . . . . . . . . . . . . . .
6.2 GKR4NLI Inference Engine . . . . . . . . .
6.2.1 Inference Pipeline . . . . . . . . . . .
6.2.2 Inference Algorithm Characteristics .
6.3 GKR4NLI Implementation . . . . . . . . . .
6.3.1 Initial Term Matching . . . . . . . .
6.3.2 Specificity Update . . . . . . . . . .
6.3.3 Path-Match Flagging . . . . . . . . .
6.3.4 Inference Checker . . . . . . . . . . .
6.3.4.1 Opposing Instantiabilities .
6.3.4.2 Same Instantiabilities . . .
6.3.4.3 Putting it all together . . .
6.4 GKR4NLI Evaluation . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

169
171
171
173
173
175
179
179
181
182
186
187
190
192
194
195
196
197
199
201
205
207
211
212
212
216
221

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.

223
223
224
224
226
228
229
233
243
248
249
251
254
255

Contents
.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

256
261
265
270
274
278

7 Hy-NLI: a Hybrid Natural Language Inference System
7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . .
7.2 Deep Learning Component . . . . . . . . . . . . . . . . . .
7.3 The Hy-NLI Hybrid Classifier . . . . . . . . . . . . . . . .
7.3.1 Rationale . . . . . . . . . . . . . . . . . . . . . . .
7.3.2 Implementation . . . . . . . . . . . . . . . . . . . .
7.3.2.1 The Fake Task . . . . . . . . . . . . . . .
7.3.2.2 Creation of the Training Set . . . . . . .
7.3.2.3 Traning of the Classifier . . . . . . . . . .
7.4 Evaluation of Hy-NLI . . . . . . . . . . . . . . . . . . . .
7.4.1 Results . . . . . . . . . . . . . . . . . . . . . . . .
7.4.2 Discussion . . . . . . . . . . . . . . . . . . . . . . .
7.5 Explainability . . . . . . . . . . . . . . . . . . . . . . . . .
7.5.1 Motivation . . . . . . . . . . . . . . . . . . . . . .
7.5.2 XplaiNLI . . . . . . . . . . . . . . . . . . . . . . .
7.5.2.1 Providing Explanations . . . . . . . . . .
7.5.2.2 Visual Interface . . . . . . . . . . . . . .
7.5.2.3 Usability . . . . . . . . . . . . . . . . . .
7.6 Outlook: Potential Extensions and Improvements . . . . .
7.6.1 GKR4NLI Extensions . . . . . . . . . . . . . . . .
7.6.2 DL Extensions . . . . . . . . . . . . . . . . . . . .
7.6.3 Hy-NLI Extensions . . . . . . . . . . . . . . . . . .
7.7 Summary and Conclusion . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

281
281
282
283
283
285
285
288
290
293
294
297
299
299
300
300
302
304
306
306
308
308
309

6.5

6.4.1 FraCas . . . . . . .
6.4.2 RTE-3 . . . . . . .
6.4.3 SICK . . . . . . .
6.4.4 HANS . . . . . . .
6.4.5 DAS . . . . . . . .
Summary and Conclusion

xxi

8 Conclusion

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

311

List of Tables
3.1
3.2

Concept Construction and Interpretation in ALC. . . . . . . . . . . .
The basic semantic relations of the MC+ by MacCartney (2009) and
MacCartney and Manning (2009). . . . . . . . . . . . . . . . . . . . .

Examples of single-premise inference pairs from each category of the
FraCas testsuite. The number in the fist column represents the ID of
the pair in the testset. . . . . . . . . . . . . . . . . . . . . . . . . . .
4.2 Examples of inference pairs from RTE-1, RTE-2 and RTE-3. The
abbreviations QA, IR and SUM stand for the application domain,
from which the example originates, as described above. The number
in the first column represents the ID of the pair within the dataset. .
4.3 Examples of inference pairs from RTE-4, RTE-5, RTE-6 and RTE7. Labels E, C, N stand for entailment, contradiction, neutrality,
respectively. For RTE-6 and RTE-7, the example presents a hypothesis referring to a given topic, and some of the entailing sentences
(premises) among the larger set of candidate sentences retrieved by
Lucene. The abbreviations IR and SUM stand for the application
domain, from which the example originates, as described above. . . .
4.4 Examples of inference pairs of SICK. Labels E, C, N stand for entailment, contradiction and neutrality, respectively. . . . . . . . . . . . .
4.5 Examples of inference pairs of SNLI. Labels E, C, N stand for entailment, contradiction and neutrality, respectively. . . . . . . . . . . . .
4.6 Examples of inference pairs of MultiNLI. Labels E, C, N stand for
entailment, contradiction and neutrality, respectively. . . . . . . . . .
4.7 Examples of inference pairs of HANS. Labels E and nonE stand for
entailment and non-entailment, respectively. . . . . . . . . . . . . . .
4.8 Phenomena in non-labeled pairs . . . . . . . . . . . . . . . . . . . . .
4.9 Pairs meta-annotated in all conditions.*_mono stands for “monoclausal". . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.10 Overview of the average IAA (%) for each condition of our experiment.
The bold-face figures exhibit statistical significance. . . . . . . . . .

68
84

4.1

xxiii

105

108

110
113
114
116
119
141
150
150

xxiv

List of Tables

4.11 Examples of clear-cut and controversial pairs. The labels E, C, N
stand for entailment, contradiction and neutrality, respectively. . . . 155
4.12 The min, max, mean and standard deviation of the Difficulty score for
the pairs, as labeled by the annotators, and the number of clear-cut
vs. controversial pairs based on the z-score computation. . . . . . . . 156
4.13 IAA between clear-cut and controversial pairs, across groups and
guidelines, based on both classification schemes. . . . . . . . . . . . . 157
5.1

5.2

5.3
5.4
5.5
5.6
5.7
5.8
5.9
6.1
6.2
6.3

6.4
6.5
6.6
6.7

6.8

Concept Construction and Interpretation in ALC, where A is any
concept name in NC , C, D are any concept terms and R is any role
name in NR . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Mapping between UDs and GKR semantic roles. *These conversions
only apply when the passive condition is met, i.e., when there is a
passive construction. . . . . . . . . . . . . . . . . . . . . . . . . . .
The properties of the property graph and their possible values. . . .
Overall performance of the GKR parser on the HP test suite. . . . .
Error analysis on the HP test suite after evaluation. . . . . . . . . .
Overall performance of the GKR parser on the ParGram test suite. .
Error analysis on the ParGram test set after evaluation. . . . . . . .
Overall performance of the GKR parser on the DELPH-IN test suite.
Error analysis on the DELPH-IN test set after evaluation. . . . . . .
The computation of the updated specificity of a match, when only one
of the terms has dependents. . . . . . . . . . . . . . . . . . . . . . .
The computation of the updated specificity of a match, when both
terms have a dependent. . . . . . . . . . . . . . . . . . . . . . . . .
Monotonicity signatures of the determiners and quantifiers implemented in GKR4NLI. The signatures are given for the first and second
argument of the quantifiers/determiners. ↑ stands for upward monotonicity, ↓ for downward and − for non-monotone environments. . .
Formalized look-up of the updated specificity. Mon stands for Monotonicity and Card for Cardinality. . . . . . . . . . . . . . . . . . . . .
Sample computation of the updated specificity of the specifier all
when combined with itself and with some. . . . . . . . . . . . . . . .
Sample problem setting for association rule mining. . . . . . . . . . .
Sample itemsets (input) for the fpgrowth algorithm. Each item/pathmatch is enclosed between curly brackets. Within an item, the leftside of the dash represents the path in P and the right-side the path
in H. No role before/after the dash means that there was no match
for this concept. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Inference rules employed during the Inference Checker stage of the
pipeline. Instant. stands for Instantiability and P-M Flag for PathMath Flag. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

170

183
205
214
214
215
215
216
216

234
236

239
240
241
244

246

255

List of Tables
6.9
6.10

6.11

6.12

6.13

6.14
6.15

6.16

6.17
6.18

6.19
6.20
6.21

Accuracy (in %) of various systems on the FraCas testsuite. The bold
figures represent the best performance in each section. . . . . . . . .
Ablation study for GKR4NLI for the FraCas testsuite. A check means
that this component has been used in this configuration and a dash
that it has not. Acc_E, Acc_C, Acc_N stand for the accuracy on
entailments, contradictions and neutrals, respectively. . . . . . . . . .
Accuracy (%) of various systems on the RTE-3 test set. The bold
figure shows the best performance. No further separation in categories
is available for RTE-3. . . . . . . . . . . . . . . . . . . . . . . . . . .
Ablation study for GKR4NLI for the RTE-3 dataset. A check means
that this component has been used in this configuration and a dash
that it has not. Accuracy_E, Accuracy_NON stand for the accuracy
on entailments and non-entailments (neutrals and contradictions), respectively. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Accuracy (%) of various systems on the corrected (AccuracyCorrected )
and the original (AccuracyOriginal ) SICK test set. The bold figure
shows the best performance. No further separation in categories is
available. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Types of errors of the GKR4NLI system on SICK. . . . . . . . . . .
Ablation study for GKR4NLI for the SICK test set. A check means
that this component has been used in this configuration and a dash
that it has not. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Accuracy (%) of various systems on the HANS dataset. The left side
of the table shows the performance when the label is entailment, i.e.,
the correct answer is in line with the hypothesized heuristic. The right
side shows the performance when the correct label is non-entailment
and thus opposite to the hypothesized heuristic. The column Overall
represents the average accuracy of each model on the entire dataset.
The bold figure shows the best performance. . . . . . . . . . . . . . .
Types of errors of the GKR4NLI system on HANS. . . . . . . . . . .
Ablation study for GKR4NLI for the HANS dataset. A check means
that this component has been used in this configuration and a dash
that it has not. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Accuracy (%) of various systems on the DAS dataset. The bold figure
shows the best performance. . . . . . . . . . . . . . . . . . . . . . . .
Types of errors of the GKR4NLI system on DAS. . . . . . . . . . . .
Ablation study for GKR4NLI for the DAS dataset. A check means
that this component has been used in this configuration and a dash
that it has not. Although DAS uses a 3-way classification pattern, the
set itself does not contain any neutral pairs and thus the accuracy on
neutrals is not reported. . . . . . . . . . . . . . . . . . . . . . . . .

xxv

258

260

262

266

268
269

270

272
273

274
276
277

277

xxvi
7.1

7.2

List of Tables
Sample output of the Hy-NLI classifier and its mapping to real inference labels. GKR4NLI and DL output one of the inference labels,
E(ntailment), C(ontradiction) or N(eutral). Hy-NLI outputs one of
S(ymbolic), D(eep)L(earning) or B(oth) labels. Mapped and Gold are
associated with one of the inference labels. . . . . . . . . . . . . . . 292
Accuracy of Hy-NLI on all datasets and in comparison with other symbolic and DL systems. The column All shows the average accuracy of
each system across datasets. Bolded figures are the best performances
for each dataset and the bolded* figure is the best performance across
datasets. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 294

List of Figures
2.1

An overview of an ML classifier for inference (Ghuge and Bhattacharya,
2014). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.2 Sentence encoding architecture for NLI based on Bowman et al. (2015a).
2.3 Simplified cross-sentence attention model for NLI. . . . . . . . . . . .
2.4 Overview of the word2vec architecture (Mikolov et al., 2013a). . . . .
2.5 Overview of the BERT architecture (Devlin et al., 2019). . . . . . . .
2.6 DRS of the sentence John did not go to school. . . . . . . . . . . . .
2.7 The proving process for the pair P: A black and white dog naps. H:
A black and white dog sleeps. . . . . . . . . . . . . . . . . . . . . . .
2.8 The graph AMR of the sentence The boy wants to go. . . . . . . . .
2.9 The UCCA graph of the sentence Woody generally rides his bike home.
2.10 The UCCA graph of the sentence A similar technique is almost impossible to apply to other crops, such as cotton, soybeans and rice. . .
3.1
3.2

A sample semantic network (Baader et al., 2003). . . . . . . . . . . .
Architecture of a knowledge representation system based on Description Logics (Baader et al., 2003). . . . . . . . . . . . . . . . . . . . .
3.3 What humans see (left) and understand (right) from a website (Bechhofer et al., 2003). . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.4 What computers see (left) from a website and what they could see
with mark-up (right) (Bechhofer et al., 2003). . . . . . . . . . . . . .
3.5 Sample graph of the sample triples found in (32). . . . . . . . . . . .
3.6 A schematic history of NL (Karttunen, 2015). . . . . . . . . . . . . .
3.7 2-step computation of MC, as presented by Karttunen (2015). . . . .
3.8 Join table for relations in B, according to MacCartney and Manning
(2009). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.9 Projectivity signatures for various logical connectives (MacCartney,
2009). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.10 Projectivity signatures for various binary generalized quantifiers, for
each of the two arguments (1st argument = restrictor NP, 2nd argument = body VP). Results marked with † and ‡ depend on the
assumption of non-vacuity (MacCartney, 2009). . . . . . . . . . . . .
xxvii

14
16
17
18
20
22
23
48
51
52
64
67
72
72
74
76
81
85
89

90

xxviii

List of Figures

3.11 Kim did not fail to remember to have breakfast < Kim had breakfast
5.1
5.2

5.3
5.4
5.5
5.6
5.7
5.8
5.9

5.10

5.11
5.12
5.13
5.14
5.15
5.16
5.17
5.18
5.19
5.20
5.21

92

The dependency graph of The family canceled the trip. . . . . . . . . 164
The concept graph (blue) and the context graph (grey) of the sentence
The family canceled the trip. The two graphs are presented together
for better understanding of their linking. . . . . . . . . . . . . . . . . 165
The property graph (in purple) of the sentence The family canceled
the trip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 166
The lexical graph (in red) of the sentence The family canceled the trip. 167
The coreference graph of the sentence Mary likes Anna, her new boss.
The coreference links are marked with dark green edges. . . . . . . . 167
TBox equivalents of ABox Assertions . . . . . . . . . . . . . . . . . . 169
Concept-based Interpretation for ALC, where A is any concept name
in NC , K, L are any concept terms and R is any role name in NR . . 173
A screenshot of the online demo of the GKR semantic parser. . . . . 180
An overview of the GKR parser architecture. The arrows show the
order in which the implementation proceeds. The dashed arrows show
what other graphs a given graph needs as input in order to be implemented. External resources needed for certain graphs are also displayed with dashed arrows. . . . . . . . . . . . . . . . . . . . . . . . 181
The concept graph of The boys are dancing and the girls are singing.
The concept graph would look alike even if the sentences were connected with disjunction instead of conjunction. . . . . . . . . . . . . 184
The concept graphs of sentences with coordination. The complex
concepts are marked with orange. . . . . . . . . . . . . . . . . . . . . 185
The concept graph of The adventurous boys and the happy girls are
dancing. The complex concept is marked with orange. . . . . . . . . 185
The dependency graph (i) and the concept graph (ii) of I like none of
the boys and girls. The complex concepts are marked with orange. . 186
The flowchart of the operations during the concept graph creation. . 187
The concept (blue) and context (grey) graphs of the three cases of
negation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 188
The concept (blue) and context (grey) graphs of sentences with modals.191
The concept (blue) and context (grey) graph of sentences with the
factive remember that. . . . . . . . . . . . . . . . . . . . . . . . . . . 193
The concept (blue) and context (grey) graph of sentences with the
implicative remember to. . . . . . . . . . . . . . . . . . . . . . . . . . 194
The concept (blue) and context (grey) graph of the sentence Mary
told John to close the window. . . . . . . . . . . . . . . . . . . . . . . 195
The concept (blue) and context (grey) graphs of conjoined sentences. 196
The concept (blue) and context (grey) graphs of disjoined sentences. 196

List of Figures
5.22 The concept (blue) and context (grey) graphs of the sentence Wash
the dishes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.23 The concept (blue) and context (grey) graphs of interrogative (direct
and indirect) sentences. . . . . . . . . . . . . . . . . . . . . . . . . .
5.24 The concept (blue), context (grey) and property (purple) graphs of the
sentence Bake four cakes two times (not yet implemented – schematic
representation). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.25 The concept (blue), context (grey) and property (purple) graphs of
the sentence If he is sick, John always goes to the doctor (not yet
implemented – schematic representation). . . . . . . . . . . . . . . .
5.26 The concept (blue) and context (grey) graphs of the sentence Mary
might fail to remember to close the window. . . . . . . . . . . . . . .
5.27 An approximate flowchart of the operations during the context graph
creation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.28 The concept (blue) and property (purple) graphs of the sentence The
dog is eating a bone. . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.29 The concept (blue) and lexical (red) graphs of the sentence The family
canceled the trip. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
5.30 The concept (blue) and lexical (red) graphs of the sentence The dog
is biting a tennis ball. . . . . . . . . . . . . . . . . . . . . . . . . . .
5.31 The coreference graph on top of the concept graph of the sentence
Mary likes Anna, her new boss. The coreference links are marked
with dark green edges. . . . . . . . . . . . . . . . . . . . . . . . . . .
5.32 Computation of inference within the extrinsic evaluation experiment.
6.1
6.2
6.3
6.4
6.5
6.6
6.7

6.8

The concept and context graphs of the working example P: The dog
is eating a bone. H: The animal is not eating a large bone. . . . . .
The two first stages of the inference engine for the pair P: The dog is
eating a bone. H: The animal is not eating a large bone. . . . . . . .
The overall architecture of the GKR4NLI inference engine. . . . . . .
Samples of the Initial Term Matching process. . . . . . . . . . . . . .
Initial Term Matching process with coreference links for the pair P:
Mary likes her new boss. H: Mary does not like her new boss. . . . .
The concept graphs of the premise sentences of the pairs in (2), (3)
and (4) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
The consecutive updates of the specificity of the H-P match eat-eat
through its dependents’ specificities. P: The dog is eating a bone
outside. H: The animal is eating a large bone. . . . . . . . . . . . . .
The match graph of the pair P: Mammals give birth to children. H:
Humans give birth to children. Observe how the H-concept humans
matches to two different P-concepts. . . . . . . . . . . . . . . . . . .

xxix

197
198

200

201
204
205
206
210
211

212
220

225
225
229
231
232
235

236

237

xxx
6.9
6.10

6.11
6.12
6.13
6.14

6.15
7.1

7.2
7.3
7.4
7.5
7.6

7.7

7.8

List of Figures
The concept graph of the sentence with relative clause The dog that
barked is eating a bone. . . . . . . . . . . . . . . . . . . . . . . . . . .
The Specificity Update process when there is a quantifier that is
downward-monotone in its body. The pair P: Few people are listeners.
H: Few people are good listeners is displayed. . . . . . . . . . . . . .
Example pairs of contradictions (or neutrals) resulting from opposing
instantiabilities. . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Example pairs of entailments resulting from opposing instantiabilities.
Example pairs of entailments resulting from same instantiabilities. .
Complete match graph for the pair P: Dolphins are more intelligent
than sheep. H: Sheep are less intelligent than dolphins. ⇒ ENTAILMENT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Example pairs of contradictions resulting from same instantiabilities.
A high-level overview of the fine-tuning process of BERT for the NLI
task (modified version of the original figure found in Devlin et al.
(2019)). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
The overall architecture of the Hy-NLI system. . . . . . . . . . . . .
A screenshot of the online demo of the Hy-NLI inference system. . .
The concept and context graph of the sentence John managed to pass
the exam. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
The match graph of the pair P: The dog is chasing the small cat. H:
The big cat is not chasing the dog. . . . . . . . . . . . . . . . . . . .
The training and testing phase of the hybrid classifier. The MLP
model computed during the training phase is used in the testing phase
to label unlabeled datapoints. The predicted label corresponds to the
component (S, DL or B) that is expected to correctly find the inference relation. The predicted labels are then mapped to an inference
label based on the inference label that the predicted component has
computed. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
The high-level architecture of XplaiNLI: on the left, the three NLI
approaches providing an inference label and explainable features, and
on the right, the interactive, explainable, visual frontend. . . . . . . .
The XplaiNLI visualization of the pair P: The doctor advised the president. H: The president advised the doctor. GKR4NLI can correctly
label it as contradiction, but the DL component fails to recognize the
relation. Still, Hy-NLI is able to recognize that this is a semantically
complex pair for which the symbolic system should be trusted. Hence,
it also predicts the label of the symbolic system. . . . . . . . . . . .

238

242
251
252
253

253
254

284
286
287
289
290

291

301

305

List of Figures
7.9

xxxi

The XplaiNLI visualization of the pair P: The dog is walking. H: The
animal is walking. Both components predict the same label (entailment) and Hy-NLI recognizes that this is a pair that can be solved
equally well by both approaches. . . . . . . . . . . . . . . . . . . . . 305

Chapter 1

Introduction
As Artificial Intelligence (AI) becomes increasingly infused throughout society, automatic systems that emulate human activity are emerging in all aspects of everyday
life. Dominant among them is human communication and natural language, where
the fields of Natural Language Processing (NLP) and Natural Language Understanding (NLU) have recently seen tremendous advances. A main characteristic of human
language and understanding is our ability to reason about things, i.e., to infer conclusions from given facts. The study of this human ability goes back to ancient
times, at least to Aristotle (4th century BCE) and his famous syllogisms: All men
are mortal, Socrates is a man, thus, Socrates is mortal. Within NLU, the task of inferring such conclusions has come to be known as Natural Language Inference (NLI)
and is currently one of the most popular fields of research in NLP. This surge of
interest is not surprising given the fact that NLI is considered such a complex task
that “solving it perfectly entails human level understanding of language" (Goldberg
and Hirst, 2017). NLI is most often formulated as the task of determining where
a sentence entails (i.e., implies) or contradicts (i.e., implies the opposite) or is neutral (i.e., does not have any relation) with respect to another sentence (MacCartney
and Manning, 2007). Although such a task sounds trivial for humans, it is less so
for machines: the processes behind human inference require even more than understanding linguistic input; they presuppose our understanding about the world and
everyday life and require the complex combination of this information. Additionally,
the fact that these human processes are anyway not entirely clear makes the goal of
resembling human inference even more challenging.
Most current research tackles the NLI task by applying methods of AI and deep
learning (DL). To this end, huge datasets of annotated NLI data are devised and
large neural networks are trained to learn to associate patterns to specific labels.
Such methods are able to capture how humans use language within the speaker
community, i.e, which (lexical) combinations are most often associated with each
inference label. With this, the trained models are able to exhibit high robustness
and achieve high performance on test sets. Considerably less research focuses on
1
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more traditional approaches for reasoning, where linguistic and logical constraints
of human communication are carefully considered. Such methods are suitable for
capturing the truth and logic implications behind natural language, i.e., which linguistic phenomena lead to specific implications. Although each of these strands of
research has been shown to lack crucial strengths that the other strand provides,
attempts to marry up the two approaches do not seem to gain on popularity. This
does not contribute to fruitful dialog between the approaches so that their combined
strengths can advance the field even further. This is probably due to the fact that
none of the two fields is entirely convinced of the benefits of the other.
In this thesis, I contribute to closing this gap and highlighting the merits of
each strand of research, by proposing and implementing a hybrid NLI system, HyNLI. Hy-NLI combines the best of both worlds by employing a symbolic and a DL
approach and tailoring the inference decision to the approach that is known to work
best for each inference case. With this, this thesis proposes a novel way of combining
very different approaches, which can also be employed in further NLP and NLU tasks.
All systems and sub-systems implemented within this thesis are not domain-specific
nor have they been fine-tuned for specific applications or datasets. Additionally,
they all target English, although they are designed in a way that is easily adaptable
to other languages. It should also be noted that any comparisons undertaken within
this thesis only consider relevant work until January 2020. To reach the ultimate
goal of developing Hy-NLI, the thesis makes four major contributions.
First, it offers a thorough investigation and analysis of the most well-known
NLI datasets, e.g., FraCas (Cooper et al., 1996), RTE (Dagan et al., 2005), SICK
(Marelli et al., 2014b), SNLI (Bowman et al., 2015a), etc. Particularly, I study SICK
to observe what kinds of inferences are found within the data and how annotators
have chosen to label each case. The investigation leads to important findings about
the quality of the NLI data, the trustworthiness of the annotations and aspects
of the inference task in general, e.g., the inherent human disagreement for certain
annotations. Based on these findings, this thesis makes proposals for dealing with
these issues and manually corrects and reannotates 1/3 of the SICK corpus. With
this, it contributes to the discussion about the nature of the current NLI data and
offers a corrected and more reliable version of the SICK corpus. This corpus is also
used as one of the evaluation datasets of the implemented system. The findings and
proposals are also studied experimentally to determine their impact and efficiency.
The second major contribution of this thesis is the development of a suitable
representation on which symbolic inference can be computed. Based on the kind
of inference mechanism that this thesis pursues, there is a need for a modular,
Description-Logic-style (Baader et al., 2003), concept-based semantic representation.
Such a representation is introduced with the Graphical Knowledge Representation
(GKR, Kalouli and Crouch (2018)). The two main characteristics of GKR that
distinguish it from other semantic representations and make it suitable for the inference mechanism pursued are: a) the sentence information is split into distinct
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layers/graphs, so that modular linguistic generalizations can govern a given layer
independently from others, and b) there is a strict separation between the conceptual, predicate-argument layer/graph and the contextual, Boolean layer/graph. This
projection architecture lends itself not only to the pursued symbolic inference mechanism, but also to the novel way in which the symbolic and the DL approach are
combined. The mapping of a sentence to its GKR representation is done through the
semantic parser implemented as part of this thesis. The GKR parser is open-source
and freely available. The parser is evaluated on three complex datasets and the results show that it has high precision and above-average recall and thus a competitive
performance.
A further contribution of this thesis is the implementation of the symbolic inference engine, GKR4NLI. The implemented symbolic inference mechanism can be
employed as a stand-alone system for inference or be exploited in a hybrid setting,
as proposed within this thesis. GKR4NLI relies on GKR and on Natural Logic
(Sánchez-Valencia, 1991, MacCartney, 2009) and computes inference by determining specificity relations between matching concepts and the instantiabilities of these
concepts. It uses external lexical resources to match concepts with each other, and
monotonicity principles to determine the specificities of the matches. The instantiabilities of the matched concepts are conveniently provided by GKR. Furthermore,
the engine employs a machine learning module, in which association rule mining
improves the quality of the matching results. With this, this thesis contributes an
open-source and freely available symbolic inference system. Detailed evaluation and
error analysis of GKR4NLI on five datasets of different nature and various complexity confirms the need of a hybrid approach: GKR4NLI has high performance when it
has to solve linguistically complex inference, but struggles with cases requiring more
fluid and gradable aspects of meaning.
With these tools in place, this thesis is able to accomplish its ultimate goal of
implementing a hybrid NLI system. The system uses the implemented symbolic
engine and off-the-shelf DL models to train a classifier that is able to decide which
approach should be used in what case. Hy-NLI is extensively evaluated on the
same five datasets as GKR4NLI. It is shown how, for each dataset, Hy-NLI achieves
comparable performance to the state-of-the-art (SOTA) approach, and thus across
datasets, it is able to outperform purely symbolic or purely DL approaches. These
results confirm the claim that different approaches can be married up to a successful
system, where the strengths of each of them are exploited. Additionally, the successful implementation of such a system shows the potential of hybrid systems, not
only for NLI, but for all applications where the advances in DL approaches are taken
to nullify traditional methods and vice versa. Overall, this thesis does not seek to
take sides on the symbolic vs. DL debate, but to show how they can harmonically
co-exist and complement each other.
The thesis proceeds as follows: Chapter 2 introduces the main background information for this thesis. It first defines the task of NLI and then shows the wide
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spectrum of applications that rely on some notion of NLI. The importance of the
inference task is also manifested by the number of different approaches used to tackle
it. Aspects of several of those approaches are utilized in the implemented inference
system, which also heavily relies on the introduced GKR. To position GKR among
other semantic representations, the chapter also offers an overview of existing semantic representations and their main characteristics.
Chapter 3 introduces the necessary theories for the development of GKR and the
implementation of GKR4NLI. The first part of the chapter focuses on the notion of
inference and what this encompasses and makes clear how much of it is a feasible goal
for an automatic system. The rest of the chapter focuses on Description Logic and
Natural Logic. The principles of the former are employed within GKR, while Natural
Logic style of inference is used within GKR4NLI. Apart from the main principles of
the theories, their limitations are also discussed.
In Chapter 4, I conduct an investigation and analysis of the available NLI
datasets. First, I give an overview of the available datasets and their main characteristics. The issues observed in the datasets are extensively discussed and studied
from different perspectives. The actions taken to solve these challenges are then
detailed. How several of these issues and the gained insights can be quantified is
shown through suitable experiments.
The goal of Chapter 5 is to introduce GKR and its main characteristics. Before
detailing the implementation of the representation, I discuss the main principles
of GKR and how it uses a concept-based Description Logic style semantics that
perfectly fits its purpose. After detailing the implementation of the GKR semantic
parser, the performance of the system is evaluated and strengths and weaknesses are
highlighted.
Chapter 6 presents GKR4NLI, the symbolic inference engine implemented within
this thesis. Before presenting the implementation of the system, the chapter discusses
the main principles behind the algorithm and the way in which Natural Logic is
employed. Then, the chapter proceeds with the implementation of the four stages
of the inference pipeline. A thorough evaluation, error analysis and ablation studies
for GKR4NLI are also provided in this chapter.
In Chapter 7, I detail the implementation of the hybrid NLI system, the ultimate
goal of this thesis. I present the DL component that is used as part of the system
and then discuss how this component and GKR4NLI can be combined into a hybrid
system. The success of this novel idea is proven through suitable evaluation and the
promising results. The merits of Hy-NLI are further emphasized by showing how
the system can contribute to higher explainability of black-box models. The chapter
also offers an outlook of the thesis by discussing ways of improving different parts of
Hy-NLI.
Chapter 8 concludes the thesis at hand and offers a summary of the main takeaways.

Chapter 2

Background
2.1

Introduction

This chapter introduces the main background information for this thesis. First, the
task of Natural Language Inference (NLI) is introduced and the different definitions
that have been given to the task are presented. Particularly, a line is drawn between
the task that has come to be known as Textual Entailment and the broader task of
NLI. It is also shown how the task definition required for NLI is different from formal
definitions found in logic or formal semantics. These definitional issues are discussed
in Section 2.2. The chapter also highlights how NLI occupies a central place within
the spectrum of AI applications. Inference and reasoning are the basis for many
other far more complex applications, e.g., Summarization, Information Extraction,
Question-Answering, Machine Translation. These representative applications of NLI
are introduced in Section 2.3, by detailing how each of them can be reformulated
as an NLI task. The importance of NLI can be manifested not only by the large
number of applications exploiting its advances, but also by the number of different
approaches used to tackle the task. Approaches to the task range from shallow surface approaches to increasingly complex semantic and Deep Learning (DL) methods.
A discussion of the different approaches and their strengths and weaknesses is given
in Section 2.4. The same section also critically examines the current state-of-the-art
(SOTA) methods. The hybrid NLI system developed within this thesis adopts techniques of the different approaches and in this way, it aims at combining the best of all
worlds. To achieve this, it builds the Graphical Knowledge Representation (GKR),
a novel semantic representation that allows for the kind of inference proposed. To
position the proposed representation among other semantic representations, Section
2.5 gives an overview of existing representations and their main characteristics. Finally, the main background knowledge that the reader should take along for the rest
of the thesis is summarized in Section 2.6.
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2.2

What is Natural Language Inference

Drawing conclusions from given facts through some form of reasoning is essential in
everyday interactions and an action that humans perform without difficulty. Given
a sequence of statements, i.e., some premises, humans are (generally) able to infer or
derive a conclusion that follows from the facts described in the premises. An example
of a simple, valid argument is given by Aristotle’s famous syllogism in (1). This and
the other types of Aristotelian syllogisms are still the basis of the study of logic and
human inference. Within the field of formal logic (and semantics), inferences are
steps in reasoning that encompass the notions of entailment and contradiction. A
common definition of entailment (Chierchia and McConnell-Ginet, 2001) determines
that a premise text P entails a hypothesis text H, if H is true in every circumstance
(possible world) in which P is true. In terms of a function, such a model accepts an
ordered pair hp, hi of declarative expressions as input and outputs a Boolean value
indicating whether p entails h or not (p |= h or p 6|= h). A contradiction, on the
other hand, “is the conjunction of a proposition and its denial", i.e., sentences P and
H are contradictory if there is no possible world in which P and H are both true
(Mates, 1972). These formal notions also underlie the current attempts to develop
automated systems aimed at Natural Language Inference (NLI), i.e., at reasoning
based on everyday language.
(1)

All men are mortal.
Socrates is a man.
Therefore, Socrates is mortal.

Natural Language Inference1 (NLI) has received various definitions over the years.
Assuming the probably most recent definition by MacCartney (2009), “NLI is the
task of determining whether a natural language sentence, also called hypothesis
(H), can be inferred from another natural language sentence, also called the premise
(P)". Before this broader definition of NLI, the first relevant shared challenge (Dagan
et al., 2005) in 2005 made the task popular under the name of Recognizing Textual
Entailment (RTE) and narrowed the focus of inference only on entailment.
The complexity of the NLI task has been highlighted in various occasions. Condoravdi et al. (2003) argue that “NLI is a necessary metric for evaluating a Natural
Language Understanding (NLU) system since it forces a model to perform many
distinct types of reasoning." Goldberg and Hirst (2017) suggest that “solving [NLI]
perfectly entails human level understanding of language", and Nangia et al. (2017a)
argue that “in order for a system to perform well at natural language inference, it
needs to handle nearly the full complexity of natural language understanding." In1

Natural Language Inference will often be referred to as inference. The use of this term should
not be confused with other kinds of inference, e.g., statistical inference, for which hard mathematical
proof is required. Inference within NLI is more fluid, as it is subject to the inherent variability of
human language and perception.

2.2. What is Natural Language Inference
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deed, to solve inference of everyday language most of the basic Natural Language
Processing (NLP) challenges have to be tackled first. Tasks such as tokenization,
morphological analysis, word sense disambiguation, syntactic and semantic parsing,
named-entity recognition, coreference resolution, (lexical) semantic similarity and
even pragmatics have to be handled first.

2.2.1

Inference as a Binary Classification

A loose translation of the formal definition of entailment given above would define
entailment as a directional relation between texts, which holds when the truth of
one text follows from the truth of another. Even this looser definition is too strict
for real-world natural language applications because it requires that H is true in all
instances of P. However, we might just not be able to know if something is true
in all possible worlds. A more practical definition is necessary, in which we do not
need to know whether the truth of H is true in all possible worlds, but whether it is
highly plausible to be true for most practical purposes, as humans understand it. To
overcome this difficulty, in the 2005 RTE challenge, Dagan et al. (2005) defined the
inference task in terms of entailment, where entailment is
a directional relationship between pairs of text expressions, denoted by P - the
entailing “Premise", and H - the entailed “Hypothesis". We say that P entails H
if the meaning of H can be inferred from the meaning of P, as would typically be
interpreted by people.
The example in (2), taken from the 2005 RTE dataset, clarifies the need for this
definition. The pair is annotated as entailment although the relation is not absolutely certain; the fact that Yemen is an Arab state does not necessarily (i.e., in
terms of formal logic) mean that the national language is Arabic; maybe there is
another national language. However, based on our knowledge about the world and
our sentence understanding, we humans would typically allow for this kind of looseness and tend to conclude that this is indeed an entailment. From this example it
also becomes clear that this definition of NLI allows too much room for subjective
interpretation. The notion of “typically interpreted by people" is not clear, as it is
discussed in Chapter 3 and also shown on the data in Chapter 4.
(2)

T: The Republic of Yemen is an Arab, Islamic and independent sovereign
state whose integrity is inviolable, and no part of which may be ceded.
H: The national language of Yemen is Arabic.

The task definition proposed in the RTE challenge is translated to a binary classification problem: the relation between P and H is to be classified as either entailment
(if H follows from P) or non-entailment (if H does not follow from P). However, this
simplified task formulation does not address important aspects of human inference.

8
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First, the formal notion of contradiction is missing: there is no distinction between
contradiction and simple non-entailment (i.e., if P is true, then H may or may not
be true). Second, no distinction between unidirectional and bidirectional entailment
(i.e., equivalence) is made. Third, the use of the notion of entailment is not broad
enough to cover everything that human inference encompasses. As already discussed
by Zaenen et al. (2005) and Manning (2006) and later adopted by other researchers
(e.g., Cabrio (2011), Angeli and Manning (2014)), entailment is only one of the three
classes of possible inferences; inference also encompasses (at least) conventional and
conversational implicatures. A detailed analysis of these notions of inference is given
in Section 3.2.

2.2.2

Inference as a Three-way Classification

To mitigate these weaknesses, the task definition was refined. First, it was refined
to include the concept of contradiction. Excluding it from the previous task formulation was not totally accidental though: although the notion of contradiction might
sound intuitive, it is in fact one of the most challenging relations to detect, even for
humans (more discussion on the notion of contradiction and its challenges is given
in Section 4.3.2). Nevertheless, the necessity of this notion should be balancing out
its complexity, as claimed by various researchers. According to Katz (1972) and van
Benthem (2008), the semantic concepts of entailment and contradiction are central
to all aspects of natural language meaning, from the lexicon to the content of entire
texts. Condoravdi et al. (2003) have also argued that entailment and contradiction
detection are a necessary condition for NLI and NLU. The importance of the contradiction label was also shown early through the FraCaS dataset (Cooper et al., 1996),
the first extensive NLI dataset. In this dataset, sentence pairs were annotated with
one of the three labels, yes, no, unk. yes denoted entailment (“H can be inferred
from P"), no denoted contradiction (“The negation of H can be inferred from P")
and unk denoted compatibility, i.e., neutrality ("Neither H nor its negation can be
inferred from P") (more details on the dataset are given in Chapter 4).
As with entailment, the formal definition of contradiction is too strict for practical natural language cases because we might not be able to judge whether H is
false in all possible worlds where P is true. Thus, a looser definition, matching more
closely human intuitions, is needed. According to de Marneffe et al. (2008),
The Hypothesis H of an inference pair contradicts the Premise P if a human
reader would say that the relations/events described by H are highly unlikely to be
true given the relations/events described by P.
The clause “highly unlikely" suggests that we do not need to be sure that H is false in
all possible worlds where P is true, but that it is enough for it to be highly unlikely to
be true. This definition of the notion of contradiction can then address more easily
natural language expressions “in the wild".

2.3. Applications of Natural Language Inference
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With the additional label of contradiction, the NLI task is broadened from an
entailment task and a two-way classification problem to a general inference task and
a three-way classification problem: P can entail H, P can contradict H or P can
be neutral to H, i.e., no specific relation can be established between H and P. In
other words, the non-entailment relation is divided into contradiction (p |= ¬h) and
compatibility (p 6|= h ∧ p 6|= ¬h). With such a broader task formulation, NLI can
address a larger variety of the notions of human inference and not only entailment.
Easy examples of each relation are given in (3), (4), and (5). First automatic systems
that implement this three-way classification include Bobrow et al. (2005), Harabagiu
et al. (2006), MacCartney and Manning (2007), Crouch and King (2007).
(3)

P: John is running.
H: John is moving.
Relation: Entailment (P entails H)

(4)

P: John is running.
H. John is not running.
Relation: Contradiction (given P, H cannot be true at the same (micro-)time
for the same person (the granularity of events is decisive for the label here,
see also discussion in Section 4.3.2.2) )

(5)

P: John is running.
H: John is wearing a red t-shirt.
Relation: Neutral (given P, H may or may not be true)

In this thesis, the task of NLI is also tackled as a three-way classification problem.
This choice addresses the necessity for the notion of contradiction and the necessity
for a broad inference task, encompassing not only entailment but also structures like
conventional and conversational implicatures. Additionally, with this choice, this
thesis contributes to the discussion about the challenges posed by contradictions
and their potential solutions (see Section 4.3.2.2 for discussion).

2.3

Applications of Natural Language Inference

Most high-level NLP applications, e.g., Summarization, Question-Answering, etc.,
require some kind of reasoning. Although nowadays such tasks are mostly approached as end-to-end challenges and the reasoning mechanism behind them is
not implemented as such, many NLP problems can be formulated in terms of NLI
(Sammons et al., 2012). Some of the most representative and popular domains for
which NLI is employed are briefly discussed in this section. Several other NLP applications, such as argument mining and text generation, have also started exploiting
the insights gained from the NLI research.
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2.3.1

Summarization

NLI is relevant to the task of summarization, where systems are required to generate
human-readable summaries of one or more documents. In this task, the system
needs to identify if a new sentence contains information already expressed by the
summary-in-progress, i.e., by the summary draft constantly being updated by the
system. If the information is not already included, it should be added; otherwise,
it should be skipped to avoid redundancy. Moreover, the system needs to make
sure that the constructed summary does not contain any conflicting or contradictory
information to the original document. Both these processes can be thought of as
inference reasoning. For the former, the current summary can be seen as the premise
and the new sentence as the hypothesis; if P does not entail H, it means that the
sentence contains new information and should be integrated to the summary (e.g.,
see recent work by Falke et al. (2019)). For the latter, the system can check that
each sentence of the new summary does not contradict any sentence of the original
document (e.g., see work by Pasunuru et al. (2017)).

2.3.2

Information Extraction

The task of Information Extraction (IE) can be formulated in a similar way. The
goal of the task is to detect instances of a predefined set of relations such as “born
in", “works for", etc. in a given source document. To this end, these relations can be
reformulated as short generic sentences, like “A person was born in a location" and
“A person works for an organization". Then, specific spans of the source document
can function as the premises and the reformulated relations as the hypotheses. If the
spans of the source documents entail the reformulated relations, then these spans
can safely be output as the results. Example (6) is taken from the Wikipedia entry
for Ludwig van Beethoven2 . This passage could be used as P for an inference system:
with a sentence like “A person was born in a location" as H, the system would label
the pair as entailment (Beethoven was born in Bonn... entails A person was born in
a location). The detection of entailment signalizes that the necessary information is
found and can be retrieved from the passage (see e.g., Roth et al. (2009), de Araujo
et al. (2013)).
(6)

[...] Beethoven was born in Bonn, the capital of the Electorate of Cologne,
which was part of the Holy Roman Empire. [...]

2.3.3

Question-Answering

In the domain of Question-Answering (QA) the goal is to find candidate answers
(i.e., passages of documents from a predefined document collection) to a question.
The task can be reformulated as an NLI task in a similar way as the Information
2

https://en.wikipedia.org/wiki/Ludwig_van_Beethoven
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Extraction task: the question under investigation can be converted to a statement
which will be treated as the hypothesis, and the documents where the answer has to
be found can be treated as the premise. If the documents, i.e., the premise, entail
the statement-like question, then they can be considered candidate answers to that
question. For instance, Harabagiu and Hickl (2006) use such an approach to re-rank
the candidate answers of a pre-existing QA system: if a candidate answer entails the
reformulated question, it is moved to the top of the list and if not, it is moved to
the bottom. Similarly, Celikyilmaz et al. (2009) perform an entailment comparison
between candidate answers and the question to compute similarity values between
members of a large set of question-answer pairs.

2.3.4

Machine Translation

Another domain involving NLI is that of Machine Translation (MT). In this field,
researchers (e.g., Mirkin et al. (2009)) have experimented with using entailment to
translate unknown terms. If a term is unknown to the translation system, it is
attempted to transform it into a more general term by applying lexical entailment
rules. For instance, this approach can generate paraphrases by replacing terms with
synonyms or it can generate entailed (more general) texts by replacing them with
hypernyms. These replacements increase the probability that the translation system
will know one of them. Within MT, NLI has also been used for evaluation. The
intuition behind this kind of evaluation is that the candidate translation has to be
a paraphrase of the reference translation, i.e., the two translations have to entail
each other. This metric was proposed by Padó et al. (2009), who describe the
requirements: if there is missing information in the candidate translation, then it
will not entail the reference. Conversely, if there is additional information in the
candidate translation, then the reference will not entail the candidate.

2.4

Approaches to Natural Language Inference

Researchers have experimented with a wide range of approaches for computing NLI.
These cover the spectrum from superficial, simple techniques to machine learning
approaches and more sophisticated semantic methods. To position the approach of
this thesis within this wide spectrum, this section presents the main characteristics
of the available approaches, collecting the informative surveys of Sammons et al.
(2012) and Ghuge and Bhattacharya (2014) and other relevant literature.

2.4.1

Lexical Approaches

Lexical or shallow approaches are approaches that directly use the input surface
string to compute inference. They might involve some preprocessing step, such as
Part-of-Speech (POS) tagging or Named-Entity-Recognition (NER), but they do not
retrieve any further syntactic or semantic information. The inference is computed
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based on the measure of similarity between H and P. This category of approaches includes systems based on lexical overlap (e.g., Glickman and Dagan (2005)), patternbased relation extraction (e.g., Romano et al. (2006)) or approximate matching of
predicate-argument structure (e.g., MacCartney et al. (2006a), Hickl et al. (2006)).
The inference is computed in the four following stages.
Preprocessing In the lexical approaches, the preprocessing step involves tokenization, lemmatization/stemming and removal of stop words. Some systems also perform further preprocessing, such as phrasal verb recognition, idiom extraction or
named-entity recognition.
Representation In this stage, P and H are converted to a suitable representation.
This representation can be either a bag-of-words representation, where both H and P
are represented as a set of words without any specific order, or an n-gram representation, where a sequence of n tokens are grouped together. The new representations
of H and P are compared with each other to calculate their matching score. This
score is calculated based on the information retrieved from knowledge resources.
Knowledge Resources Diverse knowledge resources are used for knowledge extraction, the most popular being WordNet(Fellbaum, 1998) for English and further
ported versions of WordNet to other languages, e.g., the German GermaNet(Hamp
and Feldweg, 1997) or the open-source Portuguese OpenWordNet-PT (de Paiva et al.,
2012). Such resources are utilized to extract lexical relations of the words under investigation, e.g., hyponyms, hypernyms, antonyms, synonyms, meronyms, holonyms,
etc.
Decision Making The lexical approaches employ a single pass control strategy.
This means that they reach a decision in a single iteration. The similarity scores
are calculated based on the distance of the P and H term in the used knowledge
resource. For instance, in WordNet, the distance of a hyponym to its hypernym
within the WordNet hierarchy determines the similarity of the P and H term. Based
on that similarity/score and on predefined, experimentally decided thresholds, the
pair is assigned to an inference label. Generally, lexical approaches use the binary
inference task of entailment vs. non-entailment, as binary classification lends itself
better to the technique of defining thresholds for each label.
The lexical approaches are generally robust and broadly effective but they are
not precise (MacCartney, 2009). Example (7) from MacCartney (2009) illustrates
this. Here, H is a substring of P and thus a perfect match, but there is obviously
no entailment relation between the two sentences. Another obvious problem is that
bag-of-words approaches cannot distinguish between sentences like the ones in (8).
Such approaches ignore the predicate-argument structure of a sentence and thus
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would label pair (8) as entailment. Similarly, other complex linguistic phenomena,
like negation, modals, factive and implicative verbs, etc. are equally difficult for such
systems.
(7)

P: The main race track in Qatar is located in Shahaniya, on the Dukhan
Road.
H: Qatar is located in Shahaniya.

(8)

P: The dog chased the cat.
H: The cat chased the dog.

2.4.2

Graph Matching Approaches

To address some of the issues that arise with bag-of-words approaches, work on inference has explored graph-matching techniques. In such approaches, it is attempted to
capture the order, structure and dependencies of the words of a sentence (cf. example
(8)). These dependencies can be syntactic or semantic. The most common conversion to a graph is the parsing of the sentence into a syntactic parse tree. This parse
tree is then used to extract dependencies between words. Such dependency graphs
are often augmented with co-reference links, semantic role labeling, collocation substitution, etc. (Haghighi et al., 2005). Although the matching process behind such
techniques is appropriate for the task of NLI, the fact that mostly syntactic graphs
are used for the matching restricts the quality of the approach. The use of semantic graphs could positively boost the results, but appropriate graph-based semantic
representations are only in their infancy. The implemented NLI system of this thesis
borrows some of the matching techniques of these approaches but uses them on top
of semantic graphs.
The overall method of these approaches works as follows: P and H are converted
into graphs, either syntactic or semantic. Based on the graphs, the system tries
to find subsumption of sub-graphs of the graphs: it tries to map the vertices of H
to those of P in a number of different ways, e.g., by checking whether they are an
exact match, whether one is the stem or a derivational form of the other, whether
one is a synonym of the other according to WordNet, etc. Consecutively, it applies
graph matching techniques to determine the matching score between the two graphs:
each mapping of the vertices has a match cost which is added up to calculate the
total cost function of the matching. A predefined threshold, which is determined
experimentally, is used to classify the computed matching cost function to one of
the inference labels. Again, graph-matching approaches prefer using the binary NLI
task formulation as they can then easily define the similarity thresholds for the two
relations. Different graph matching algorithms have been proposed, for instance by
Haghighi et al. (2005) and Herrera et al. (2006).
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Machine Learning and Deep Learning Approaches

Regardless of the choice of binary or three-way inferencing, the inference task remains a classification task. Thus, NLI has been tackled with machine learning (ML)
and deep learning (DL) methods in three major directions: with traditional ML
classifiers, with end-to-end neural models and with language representation models.
Providing an exhaustive list of all work undertaken in these three major directions
goes beyond the scope of this thesis, especially because by the time of publication of
this thesis this list would be completely outdated. Anecdotally, the work by Talman
et al. (2019) was the SOTA on the popular SNLI dataset only for some minutes!
Therefore, here I concentrate on the most popular techniques and works as of January 2020.
2.4.3.1

Traditional Classifiers

Early work (e.g., Agichtein et al. (2008), Mehdad et al. (2010), Ren et al. (2009))
concentrated on converting the premise and hypothesis sentences into vectors by
extracting appropriate similarity features between the two sentences. Such vectors
were then used to train standard classifiers, e.g., Support Vector Machines (SVM),
Bayesian classifiers, etc. A sample architecture of such systems is illustrated in 2.1.

Figure 2.1: An overview of an ML classifier for inference (Ghuge and Bhattacharya,
2014).
For constructing the feature vectors, traditional approaches use features of three
different kinds: distance features, entailment triggers and pair features. First, distance features are superficial, non-lexicalized features that capture the distance between the premise and the hypothesis: they might, for example, model the number of
common words in the two sentences or the length of the longest common subsequence
or the longest common syntactic subtree. On the other hand, entailment triggers are
lexicalized features found in the sentences, e.g., polarity markers, antonymy features
and adjuncts/modifiers, whose presence/absence is used as an indicator for the inference relation. Lastly, pair features try to model the content of P and H, rather
than the distance between them, e.g., with key-word matching and matching of the
main topics.
However, none of these kinds of features are enough for capturing the meaning
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of an average sentence. For example, the distance between two sentences is not necessarily representative of their relation. Consider (9) from Ghuge and Bhattacharya
(2014).
(9)

P: At the end of the year, all solid companies pay dividends.
H1: At the end of the year, all solid insurance companies pay dividends.
H2: At the end of the year, all solid companies pay cash dividends.

If we measure the distance of these pairs, [P, H1] and [P, H2] will be on the same
point in the feature space because they only differ by one word. Thus, we need
something that can model more of the content and the structure of the pairs. To
account for some structure, several approaches have integrated fragments of parse
trees of the premise and hypothesis as features, e.g., Zanzotto et al. (2009), Bar-Haim
et al. (2007). Pair features are also not enough to express the content of a typical
sentence because meaning encompasses not only key-words and topics, but also how
these are related to each other. The best performing (traditional) ML system on the
RTE-3 challenge by Zanzotto et al. (2009) (see Chapter 4.2.2 for more details on the
challenge) achieved an accuracy of almost 80%, showing the capabilities as well as
the limits of such simple methods.
2.4.3.2

End-to-end Deep Models

Although the idea of DL goes back to 1950’s, when engineers decided they could
write a computer program that would try to imitate intelligence, the real revolution
of DL models can probably be pinpointed to December 2012. At the 2012 NIPS
meeting, the biggest AI conference, Geoff Hinton and two of his graduate students
showed how you could take a very large dataset called ImageNet, with 10,000 categories and 10 million images, classify the images into categories and reduce the
classification error by 20 percent using DL methods. Traditionally on that dataset,
error decreased by less than 1 percent in one year. In one year, 20 years of research
were bypassed. Since then, DL has entered every field of AI, including NLP. Specifically for NLI, DL has allowed for the training of end-to-end models, which transform
premise and hypothesis sentences into n-dimensional vectors without the expensive,
time-consuming and challenging feature engineering that traditional ML approaches
require.
The most common methods range from sentence-encoding models, which encode
the premise and hypothesis individually, to cross-sentence attention models, which
align words in the premise with similar words in the hypothesis, encoding the two
sentences together. In the former category, various Neural Networks (NN) architectures have been used: Long Short Term Memory (LSTM) architectures, (e.g.,
Bowman et al., 2015a), Gated Recurrent Units (GRU), (e.g., Vendrov et al., 2016),
Convolutional Neural Networks (CNN) (e.g., Mou et al., 2016), Bidirectional LSTMs
(BiLSTM) and its variants (e.g., Liu et al., 2016, Nie and Bansal, 2017, Lin et al.,
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2017), etc. The basic architecture of such a NN is illustrated in Figure 2.2. Each
sentence is encoded separately into some (random) vector and these vectors are combined in different ways, e.g., subtracted, averaged, multiplied, and passed over to a
stack of fully-connected layers. Then, each layer reweighs the weights of the vector
it gets from the previous layer, i.e., it learns additional information not present on
the previous layer, and by reweighing the vector, it tries to classify the pair into
one of the inference categories. The final layer outputs the final prediction, i.e., the
probability with which each of the inference labels is correct for the given pair. This
main model undergoes several adjustments based on the exact architecture that each
approach uses.

Figure 2.2: Sentence encoding architecture for NLI based on Bowman et al. (2015a).
The cross-sentence attention-based models (e.g., Rocktäschel et al. (2016), Chen
et al. (2017), Shen et al. (2018)) align words in the premise with similar words in the
hypothesis and give to the aligned words higher weights, i.e., higher attention (see
Figure 2.3). This technique is utilized to account for words with higher importance
for the meaning of the sentence, such as verbs and nouns.
DL methods range further over approaches integrating linguistic features such
as syntactic parses, e.g., Chen et al. (2016), and external knowledge like WordNet,
e.g., Chen et al. (2018a), to more complicated NN architectures (e.g., Bowman et al.,
2016, Munkhdalai and Yu, 2017a,b, Choi et al., 2017).
2.4.3.3

Language Representation Models

Another major strand of research focuses on language representation models and
how these can contribute to the progress of NLI. To clarify how the advances in such
models affect the development of NLI, the history and main principles of language
representation modeling are briefly presented.
A language representation model is a probability distribution over sequences of
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Figure 2.3: Simplified cross-sentence attention model for NLI.
words. Given such a sequence, say of length m, it assigns to each word of the sequence
a probability P (w1 , . . . , wm ) of being present within the given distribution. Representation models go back to the distributional hypothesis of Harris (1954): “words
that occur in same contexts tend to have similar meanings". The distributional hypothesis has been implemented by various distributional models: the models learn
from corpora the cooccurrence frequencies of words and use a word-word matrix
to represent those cooccurrences. Thus, each word is represented as a very highdimensional sparse vector, where each dimension reflects the cooccurrence frequency
of the word with another word in the corpus. Although such models opened the
way for the field of distributional semantics, they were soon proven inefficient and
computationally expensive due to their high-dimensionality.
The solution that caused the breakthrough in the field came with the popular
word2vec model by Mikolov et al. (2013a). The main intuition behind the word2vec
model is simple: train a simple neural network with a single hidden layer to perform
a certain task, but then ignore the neural network trained and the task (i.e., it is a
“fake" task); instead, just extract the weights of the hidden layer of the network which
in fact represent this word’s vector or representation or embedding (i.e., it comes from
the embedded layer). A simplified overview of the two variants of word2vec is found
in Figure 2.4: in the Skip-gram variant (Figure 2.4, right), the model tries to predict
the context, i.e., the nearby words, of a given target word (that is the “fake" task).
Briefly, given a certain target word, the model looks at the words nearby and picks
one at random. It then outputs the probability for every word in the vocabulary
of being the “nearby word" that it chose. nearby is equivalent to a window size
parameter of the algorithm. By computing the probability of each word being near
the target word, the model also learns an intermediate, hidden (projection) layer
with weights. This hidden layer is the final word vector or embedding, capturing
cooccurrence effects of that word within the training corpus. The other variant of
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the model, CBOW (Continuous Bag Of Words) or the “reverse Skip-gram" operates
with a reverse principle (Figure 2.4, left): it tries to predict a target word based
on the surrounding context words (this is the “fake" task). Briefly, for each word
of the corpus, the model considers its contexts. It then outputs a sparse vector
representation of that word by averaging over the contexts it has considered. By
producing this output sparse vector, the model also learns an intermediate, hidden
(projection) layer, which is again the final word vector or embedding of the word.
The success of the word2vec model was shown with the establishment of certain
semantic relations that the model had learned, e.g., the model had learned that a
woman is to a queen what a man is to a king or that Paris is to France what Berlin
is to Germany, to name two of the most popular examples. For more examples, see
Mikolov et al. (2013a,b).

Figure 2.4: Overview of the word2vec architecture (Mikolov et al., 2013a).
Soon after this success several similar models for word embeddings were introduced, the most significant ones being the GloVe embeddings by Pennington et al.
(2014) and FastText by Bojanowski et al. (2017). With the success of such approaches, the question arose whether word embeddings techniques can also be used
to produce phrase- or sentence embeddings, just as earlier work had used the traditional distributional word representations to produce representations for phrases
and sentences. This early work focused on bigram compositionality and considered
various simple functions, such as vector addition and averaging (Mitchell and Lapata, 2008, 2010, Blacoe and Lapata, 2012), while Turney (2012) integrated further
features for more meaningful relations. Therefore, two main approaches to compute
phrase and sentence embeddings have been pursued: the compositional one and the
non-compositional one. The former derives a phrase or sentence representation from
the embeddings of its component words in various ways, from simple addition and
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average operations, e.g., White et al. (2015), to more complex NN architectures, e.g.,
the Skip-Thought vectors by Kiros et al. (2015), the Quick-Thought vectors by Logeswaran and Lee (2018), the InferSent vectors by Conneau et al. (2017) or Sent2Vec
by Pagliardini et al. (2018). The non-compositional approach treats phrases as single
units and attempts to learn their embeddings directly from corpora, much as it is
done for words (Socher et al., 2010, Mikolov et al., 2013a, Yin and Schütze, 2014).
Although many of these approaches were successful, there are obvious drawbacks
in such methods. Firstly, such approaches tend to ignore word order and sentence
structure, which means that the two sentences in (10) will get the same or very
similar embeddings although they have very different meanings. Moreover, many of
the modeled methods do not distinguish between the different senses, i.e., meanings
of a word. This means that a word like bank could end up having the same embedding
for its use as financial institution and as river bank.
(10)

P: The dog is licking the man.
H: The man is licking the dog.

This weakness of the models led to the new era of contextualized embeddings, i.e.,
word vectors that are grounded within the sentence or corpus they are found. The
first attempt was made with the ELMo (Embeddings from Language Models) embeddings by Peters et al. (2018): instead of using a fixed embedding for each word,
ELMo looks at the entire sentence before assigning an embedding to each word. To
create those embeddings, it uses a Bi-LSTM trained with a coupled language model
objective on a large text corpus. After ELMo and its younger sibling Open GPT
(Radford et al., 2018), BERT (Bidirectional Encoder Representations from Transformer) (Devlin et al., 2019) and BERT-like architectures came to stay. BERT, the
first unsupervised, deeply bidirectional (i.e., reads sentences from both directions)
embedding model, combines all features and innovations of previous approaches and
is fine-tuned on a series of NLP tasks, from QA to NLI. With this, BERT manages
not only to produce efficient sentence embeddings, but also to beat the state-of-theart (SOTA) in the tasks it is fine-tuned on. In a nutshell (Figure 2.5), BERT uses
an architecture of 12 layers of transformer encoders on top of four input layers. The
first input layer simply consists of the vectors of the sequence tokens. The second
layer, the token embeddings, contains the vocabulary IDs for each of the tokens.
The sentence embeddings layer is just a numeric class to distinguish between sentence A and B. Lastly, the transformer positional embeddings layer indicates the
position of each word in the sequence. On top of these input layers, 12 layers of
transformer encoders are stacked in order to solve two unsupervised tasks created
by the researchers. By solving these tasks, the embeddings have been pretrained
and can be further fine-tuned for specific (supervised) tasks. From each transformer
layer, the vector corresponding to a token can be used as the word embedding of
that token, with the best performing combination being the vector resulting from
the summation of the last four layers.
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Figure 2.5: Overview of the BERT architecture (Devlin et al., 2019).
The younger siblings of BERT, e.g., XLNet (Yang et al., 2019), ALBERT (Lan
et al., 2019), RoBERTa (Liu et al., 2019a), etc. use variants of BERT’s architecture
to achieve better performance across tasks. The common characteristic of these
models – which also links them to the task of NLI – is that their fine-tuning is done
through popular NLP tasks like NLI. From this process benefit the tasks themselves
as they are initialized with pretrained embeddings – as opposed to the randomly
initialized input vectors described in Section 2.4.3.2 – and can thus achieve high
performance and advance the SOTA. Hence, NLI, being one of the most popular
tasks for fine-tuning, has seen considerable progress through these approaches. The
current SOTA adopting these approaches is detailed in Section 2.4.7.

2.4.4

Logic-based Approaches

These approaches are the most traditional approaches to semantic inference and differ
from the previous ones in that they actually attempt to consider the meaning of the
texts. They rely on logical/formal representations of meaning that are external to the
language itself and are typically independent of the structure of a particular natural
language. Within this approach, natural language expressions are first translated
into some kind of a logical form, e.g., to First Order Logic (FOL), Higher-Order
Logic (HOL), etc. From these representations, suitable logical theorem provers infer
new propositions. For example, within FOL, we can have the axiom “All greedy
kings are evil" formalized into FOL in (11) (Russell and Norvig, 2010). From this
proposition, we can infer further propositions like in (12). A step-by-step deduction
reasoning is performed, applying a set of rules of inference that allow reaching a
conclusion through a finite number of successive steps of reasoning, each of which is
fully explicit and indisputable (Russell and Norvig, 2010).
(11)

∀ king(x) ∧ greedy(x) =⇒ evil(x)

(12)

king(john) ∧ greedy(john) =⇒ evil(john)
king(richard) ∧ greedy(richard) =⇒ evil(richard)
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king(father(john)) ∧ greedy(father(john)) =⇒ evil(father(john))
Several systems using formal representations and logical theorem provers have
been developed over time, e.g., as part of the PASCAL RTE challenge (more details
on the challenge in Chapter 4), Akhmatova (2005) and Hodges et al. (2005) use
OTTER, Bayer et al. (2005) use EPILOG and Raina et al. (2005) abduction. In the
following, one of the first and most well-known logic-based systems to NLI, Boxer,
as well as four other more recent logical systems are presented.
2.4.4.1

Boxer (Bos, 2008b)

Boxer (Bos, 2008b) is one of the first and probably most well-known logic-based
tools for semantic tasks and inference in particular. Boxer uses Discourse Representation Theory (DRT) (Kamp and Reyle, 1993) to construct Discourse Representation Structures (DRS). These DRSs are translated to FOL formulas, which allow
for tasks as inference, given suitable theorem provers and model builders. Briefly,
Boxer uses Combinatory Categorical Grammar (CCG) (Steedman, 2000) to map
sentences to their syntactic representations. The syntactic representations are further transformed to semantic ones, based on DRT (more details on DRT follow in
Section 2.5.1). The produced DRSs can then be straightforwardly converted to FOL
formulas as explained in Bos (2008b). In this way, Boxer outputs either resolved
semantic representations (i.e., completely unambiguous) or underspecified representations, where ambiguities are left unresolved. A sample output of Boxer for the
sentence John did not got to school can be found in Figure 2.6 (taken from Bos
(2015)). In this Figure, the box notation of DRT is used for a more intuitive representation. The Figure contains an outer box in which a discourse referent x1 is
introduced. x1 is a per(son) named john. Within this box, a second box is introduced where the discourse referents e2 and x3 are introduced. e2 is the school-going
event and x3 is the school. The agent of the event is x1. This inner box is negated
within the outer box, which means that it is not the case that there is a schoolgoing-event e2 that involves the entities x1 (John) and x3 (school), which exactly
conveys the meaning of the sentence. The whole NLP pipeline behind Boxer as well
as the FOL theorem prover Bliksem (de Nivelle, 1998) and the model builder Mace
(Claessen and Sörensson, 2003) used for the inference task have been wrapped in
Nutcracker. The Nutcracker system has been evaluated, among others, on the NLI
testsuite FraCas (Cooper et al., 1996) (more on the testsuite in Chapter 4) and has
shown average performance across the various categories of the dataset.
2.4.4.2

Mineshima et al. (2015)

Mineshima et al. (2015) present a HOL system: as an initial step, they use the C&C
parser (Clark and Curran, 2007), a statistical CCG parser trained on the CCGBank (Hockenmaier and Steedman, 2007a). The parser’s outputs are mapped onto
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Figure 2.6: DRS of the sentence John did not go to school.
semantic representations, following Hockenmaier and Steedman (2007b) and using
λ-calculus. To build a semantic lexicon, the lexical entry for each open-class word
is generated based on its syntactic category in CCG and its semantic representation
encoded as a λ-term (see (13) taken from Mineshima et al. (2015)). There is a special
treatment of generalized quantifiers, modals, veridical and antiveridical predicates
and attitude verbs. They use the proof-assistant Coq (Bertot and Castéran, 2013)
to implement a specialized prover for higher-order features and combine it with efficient FOL inferences. Their system is evaluated against FraCas (Cooper et al., 1996)
and shows improved performance compared to Boxer and the system by Lewis and
Steedman (2013) presented below.
(13)

2.4.4.3

category: S\N P
semantics: λQ.Q(λx.T rue)(λxE(x))
Martínez-Gómez et al. (2017)

Another logic-based system relying on CCG is the one proposed by Martínez-Gómez
et al. (2017). In their approach, they follow the standard CCG way for semantic
composition, by assigning a meaning representation, a λ-term, to each syntactic
category and then combining those representations of the constituent words that
appear on a CCG derivation tree, to obtain a logical formula that serves as the
semantic representation of the input formula. For the semantic representation they
adopt neo-Davidsonian event semantics so that the sentence in (14-a) is not mapped
to a FOL formula as in (14-b), but to the formula in (14-c) that involves an event
variable. As a proof calculus, they use Natural Deduction, where a typical proving
strategy is the following (Figure 2.7): in step 0, P and H are decomposed into a pool
of logical premises P and a list of sub-goals G. In step 1, g1, g2 and g3 are proved
using p1, p2 and p3 and the variable unification x2:=x1. In step 2, g4 is proved
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with p4 and variable unification v2:=v1. Finally, g5 can be proved from p4 and the
external axiom ∀v.nap(v) → sleep(v), resulting in a proved theorem. For evaluation
of their system they use the NLI corpus SICK (Marelli et al., 2014b) (more on the
testsuite in Chapter 4) and compare their performance with other systems, also
statistical, that participated in the SemEval 2014 (Marelli et al., 2014b) challenge.
Their system performs fourth best, lying behind the statistical systems.
(14)

a.
b.
c.

John greets Mary.
greet(john,mary)
∃v(greet(v) ∧ (agent(v) = john) ∧ (theme(v) = mary))

Figure 2.7: The proving process for the pair P: A black and white dog naps. H: A
black and white dog sleeps.

2.4.4.4

Bernardy and Chatzikyriakidis (2017)

Another approach, not relying on CCG, is presented by Bernardy and Chatzikyriakidis (2017). In their work, parse trees resulting from the Grammatical Framework
(GF) (Ranta, 2011) theory are mapped to Coq (Bertot and Castéran, 2013) propositions. These propositions are then input into the Coq theorem prover to be proved.
Concretely, for obtaining the parse tress in GF, they do not perform their own
parsing but use the existing GF treebank of Ljunglöf and Siverbo (2011). These
syntactic structures are then converted into Coq, based on the manual process detailed in Bernardy and Chatzikyriakidis (2017), which is specific to each word class.
The resulting Coq propositions are used for computing inference: if a proof can be
constructed from the premise to the hypothesis, there is an entailment. If a proof for
the negated hypothesis can be constructed, then there is a contradiction; otherwise
there is a neutral relation. Their evaluation is based on the FraCas testsuite (Cooper
et al., 1996) and shows that this approach outperforms the Nutcracker system and
the HOL approach by Mineshima et al. (2015).
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Yanaka et al. (2018)

The most recent logic-based approach is presented by Yanaka et al. (2018). In this
approach, the inference pair is mapped to logical formulas based on neo-Davidsonian
event semantics. Concretely, a verb is formed as a one-place predicate over events,
while the arguments and modifiers are linked to events by semantic roles, and the
entire sentence is closed by existential quantification over events. Such formulas are
basic formulas and are complemented by a full language of event semantics with
negation, disjunction, implication and universal quantification. Basic formulas are
straightforwardly converted into directed acyclic graphs, by representing constants
and variables as vertices and two-place predicates and functional terms as edges.
Based on these graphs, natural deduction (Prawitz, 2006) is used to capture phrase
correspondences between P and H, following the word axiom injection presented by
Martínez-Gómez et al. (2017). Specifically, the researchers detect phrase-to-phrase
entailing relations between the subgraphs of the meaning representations of P and H.
For more details on the graph alignment process see Yanaka et al. (2018). For nonbasic formulas containing logical operators, inference rules of natural deduction are
used to decompose the formulas to basic ones. Then, these basic formulas undergo
the process described above. The system is evaluated on the SICK (Marelli et al.,
2014b) dataset with various settings, e.g., with including axioms and the phrase
abduction technique or not. Other comparison systems include the best performing
system in the SemEval 2014 challenge (Marelli et al., 2014a), the system by (Beltagy
et al., 2016) (presented in Section 2.4.5.3) and the SOTA GRU (Yin and Schütze,
2017) model of the time. The full configuration of their system with axioms and
word and phrase abduction shows competitive performance, coming fourth after the
three above mentioned comparison systems.
2.4.4.6

Limitations

Many similar deductive systems for FOL or other formalisms have been developed,
showing both soundness (i.e., only correct results are derived) and completeness (i.e.,
any logically valid implication is derived). However, with the increasing availability
of data and information, we have witnessed a paradigm shift, due to the need to
process this huge amount of (often noisy) data. Addressing NLI by means of logical theorem provers has several limitations (Monz and de Rijke, 2001). First, in
formal approaches, semanticists generally opt for rich (i.e., including at least FOL)
representation formalisms to capture as many relevant aspects of the meaning as
possible. However, practicable methods for generating such representations are very
rare. Indeed, the translation of real-world sentences into logic is challenging because of issues such as ambiguity, vagueness or problem complexity. Furthermore,
the computational costs of deploying logic theorem provers in real world situations
can be prohibitive. Additionally, as it was discussed in Section 2.2.1 with example
(2), many valid entailments for the NLI task are not strictly logical consequences,
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which means that they would fail in an automatic deduction system although they
are legitimate inferences for the task at hand. Formal approaches address forms of
deductive reasoning, and therefore often exhibit a too high level of precision and
strictness as compared to human judgments, that allow for uncertainties, typical of
inductive reasoning. For these reasons logical approaches seem less tractable for the
current requirements of the NLI task.

2.4.5

Hybrid Approaches

To mitigate some of the inherent limitations of logical systems, other approaches have
aimed at more hybrid settings, combining formal representations with distributional
features. Such systems are of particular interest for this dissertation, which also
implements a hybrid system, though different from the approaches described in the
following. More discussion on hybrid systems and their merits follows in Chapter 7.
2.4.5.1

Bos and Markert (2005)

The first researchers experimenting with a hybrid setting were Bos and Markert
(2005), in a system that combines shallow features, such as word overlap and WordNet (Fellbaum, 1998) sense matches, with deeper features coming from logical representations. For the shallow features, they look at the word overlap between premise
and hypothesis, i.e., the similarity measure of the two sentences within WordNet, and
the length overlap. For the deep semantic analysis, they use a theorem prover and
augment it with a model building component. Particularly, they use a wide-coverage
CCG parser (Bos et al., 2004) to generate fine-grained semantic representations for
each inference pair. The semantic representations are DRSs (Kamp and Reyle,
1993). These semantic representations are converted to FOL based on the standard translation of DRS to FOL(Kamp and Reyle, 1993); then, they are passed to
the theorem prover Vampire (Riazanov and Voronkov, 2002) and the model builder
Paradox (Claessen and Sörensson, 2003). The theorem prover can check where P
implies H (entailment) and whether P and H are inconsistent (non-entailment). In
addition to the information from P and H, the theorem prover is also given other
background information in the format of first-order axioms (e.g., the background
knowledge that Clinton is a person is formulated as the axiom in (15)), as well as
the extracted shallow features.
(15)

∀(clinton(x) → person(x)

Simultaneously to the theorem prover which checks for entailment vs. non-entailment,
the model builder checks for contradiction vs. neutrality: it attempts to find a model
for the negation of the premise formula; if it finds a model for the negation of the
premise formula, there cannot be a proof for the negation of the negation, i.e., for
the premise formula itself, thus there is a contradiction. Otherwise, there is neutrality. The system is tested on the RTE-5 challenge (more on the RTE-5 challenge
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in Chapter 4) with five different settings, including a hybrid setting combining the
shallow and the deep features. The results show that the best performance across
domains is achieved by the hybrid setting, where all features are available.
2.4.5.2

Lewis and Steedman (2013)

A similar approach using CCG and combining a distributional with a formal approach is presented by Lewis and Steedman (2013). Their system learns a CCG
lexicon which maps equivalent words onto the same logical form, e.g., author and
write map to the same logical form. This is done by first mapping P and H to deterministic logical forms. Particularly, P and H are first parsed syntactically with the
C&C parser (Clark and Curran, 2007). These initial parses along with their POS
are then automatically mapped to a neo-Davidsonian representation of arguments.
Then, an entity-typing model assigns types to nouns, which is useful for disambiguating polysemous predicates. For example, the pair (bornargIn , 1961) maps to a
DAT (date) type, while the pair (bornargIn , hawai) maps to a LOC (location) type.
These typed binary predicates are grouped into clusters, each of which represents a
distinct semantic relation. The clustering is based on the arguments of the predicates as found in a corpus. For the final stage of semantic parsing, the system uses
the lexical semantic representation produced by CCG for each word. For binary
predicates, it performs a deterministic lookup in the learned cluster model, using
all possible corresponding typed predicates. With this, the binary predicates are
represented as packed predicates: functions from argument types to relations. For
example, if the clustering maps bornarg0:P ER,argIn:LOC to rel49 (“birthplace") and
bornarg0:P ER,argIn:DAT to rel53 (“birthdate"), the lexicon contains the packed lexical
entry found in (16).
(16)

born `(S\N P )/P P [in] :

(x : P ER, y : LOC) =⇒ rel49
λyλx
(x : P EDR, y : DAT ) =⇒ rel53

Then, the distributions over argument types imply a distribution over relations.
For example, if the packed-predicate for (bornarg0,arg1 ) is applied to arguments
Obama and Hawaii, with respective type distributions (PER=0.9, LOC=0.1) and
(LOC=0.7, DAT=0.3), the distribution over relations will be (rel49=0.63, rel53=0.27,
etc.). If 1961 has a type-distribution (LOC=0.1, DAT=0.9), the output packedlogical form for Obama was born in Hawaii in 1961 is illustrated in (17).




rel49 = 0.63
rel49 = 0.09
(17)
(ob, hw) ∧
(ob, 1961)
rel53 = 0.27
rel53 = 0.81
The distributional clusters that emerge from this process are combined with the
formal semantics of Steedman (2012) and are evaluated on the NLI testsuite FraCas.
For computing inference, they use the theorem prover Prover9 (McCune, 2005-2010).
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Their results are competitive to other systems applied on the same testsuite, reaching
an accuracy from 70% to 89%, depending on the evaluation setting.
2.4.5.3

Beltagy et al. (2013, 2016)

Beltagy et al. (2013, 2016) present a three-component hybrid system, which uses
FOL to represent a sentence and combines it with distributional information for
a more graded representation of words and short phrases. The first component of
their system translates a sentence to a logical form: for this translation they use
Boxer (Bos, 2008b), which converts a CCG parse to a DRS in a neo-Davidsonian
way. Given these logical representations and the task does the given P entail H
given a Knowledge Base (KB)?, in standard logic, entailment would be established
if P ∧ KB =⇒ H. In probabilistic logic, this implication can be calculated as the
probability P (H|P, KB, WP,H ), where WP H is a world configuration, which includes
the size of the domain. With this probabilistic version, the task of NLI can be
reformulated as such: a decision about inference can be made by learning a threshold
for the probability P ∧ KB =⇒ H. To differentiate between the three inference
relations, the probability ¬P ∧ KB =⇒ H is also calculated. If ¬P ∧ KB =⇒ H
is low, while P ∧ KB =⇒ H is high, there is an entailment. The opposite case
indicates contradiction. If the two probabilities are close, P does not significantly
affect the probability of H, indicating a neutral case. To learn the thresholds for
these decisions, they train an SVM classifier to map the two probabilities to the final
decision. Up to this first step, the produced logical forms are “uninterpreted" because
the predicate symbols are simply words and do not have meaning by themselves.
Their semantics derives from the second component of the system, the KB. The
KB is generated automatically with a variant of Robinson Resolution (Robinson,
1965): they assume that P entails H, and ask what missing rule set is necessary
to prove this entailment. In other words, this technique removes words that P and
H have in common, leaving the words for which inference rules are needed, and it
aligns words and phrases in P with words and phrases in H through unification (for
more details see Beltagy et al. (2016)). After extracting such rules, they use several
combinations of distributional information and lexical resources to build a lexical and
phrasal entailment rule classifier for weighting the rules appropriately. For example,
the rule “if x is grumpy, then there is a chance that x is also sad" is weighted by
the distributional similarity of the words grumpy and sad. As a last component,
the system draws inferences over the weighted rules using Markov Logic Networks
(Richardson and Domingos, 2006), a Statistical Relational Learning (SRL) technique
(Getoor and Taskar, 2007) that combines logical and statistical knowledge in one
uniform framework, and provides a mechanism for coherent probabilistic inference.
Their evaluation on the SICK (Marelli et al., 2014b) dataset reveals SOTA results in
the time of writing of this thesis and shows that distributional features are of great
importance to the entailment rule classifier and the end-to-end system, especially
when word relations are not explicitly found in WordNet.
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Semantic Approaches

Semantic approaches are most often categorized under logical approaches. However,
for the purposes of this thesis, semantic approaches are discussed separately because
the symbolic component of the implemented NLI system of this thesis is motivated
by such approaches. Semantic approaches attempt to avoid the imprecision of the
shallow approaches, the generalization difficulties of the machine learning methods
and the “translation" challenges of the formal systems. Semantic approaches address
the inference task at a textual level; the emphasis is given on informal reasoning,
lexical semantic knowledge, and variability of linguistic expressions. In other words,
with such approaches, the challenge of NLI moves away from earlier studies on
logical inference, and becomes a central topic in NLP. Tasks such as tokenization,
lemmatization, morphological analysis, word sense disambiguation, syntactic parsing
and lexical semantic relatedness become now essential components and challenges
for this framework. This is due to the fact that these elements allow NLI to deal with
the variation of linguistic expression as well as the lexical semantic knowledge and
the world knowledge required for reasoning. Semantic approaches do not translate
natural language to a formal representation, but instead deal directly with a nonstandard, informal representation of natural language. Most of the works that have
focused on this direction involve Natural Logic (NL) (van Benthem, 2008, SánchezValencia, 1991). NL is discussed in more detail in Chapter 3 as many of its principles
are utilized within this thesis; this section only gives an overview of the two earliest
and the latest approaches using NL for inference.
2.4.6.1

Bridge (Bobrow et al., 2007a)

One of the earliest systems using NL as their vehicle for reasoning was PARC’s
Bridge system (Bobrow et al., 2007a). The algorithm used in this system is also
presented in Bobrow et al. (2007b) and was later patented by Crouch and King
(2007). The pipeline presented in Bridge is the following: an input sentence is syntactically parsed based on the Lexical Functional Grammar (LFG) (Kaplan, 1995)
formalism. This parse includes a tree of the syntactic constituents of the sentence
(constituency structure) and a dependency structure (functional structure) which encodes the predicate-argument relations, including long-distance dependencies, and
also provides other syntactic features (e.g., number, tense, noun type). The output
of syntax is input in the semantic component (Crouch, 2005), which assigns scope
to scope-bearing elements, such as negation, and normalizes the output of syntax,
e.g., reformulates syntactic passives as actives. Moreover, the semantic component
converts words into concepts and syntactic grammatical functions into roles. The
mapping of words onto concepts is done through WordNet (Fellbaum, 1998) and the
mapping of syntactic objects, subjects, etc. to more abstract thematic roles through
VerbNet (Kipper et al., 2000) and the Unified Lexicon (Crouch and King, 2005). The
final semantic processing is done through the Abstract Knowledge Representation
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(AKR) (Bobrow et al., 2005) component, which further abstracts the created representation towards meaning (the exact formalism behind AKR is handled in Section
2.5.2). The formulation of the sentence into an AKR representation allows for the
application of the Entailment and Contradiction Detection (ECD) algorithm. The
algorithm (i) aligns specific terms in the premise and hypothesis AKRs, (ii) calculates term subsumption orderings between the aligned P and H terms, i.e., applies
NL principles of monotonicity, and (iii) checks instantiability and uninstantiability
claims of these subsumption orderings to determine whether P entails H, P contradicts H, or P neither entails not contradicts H. More details on this three-step process
are given in Chapter 6, as a version of the ECD algorithm is also used within this
thesis. Running this system on the RTE-3 dataset (more on the dataset in Chapter
4), Bobrow et al. (2007b) find a very high precision over 85%, but a very low recall;
the system can correctly label the inferences it detects but it fails to detect most of
them. A later version of ECD (Boston et al., 2019) and the version proposed within
this thesis have greatly improved on that performance.
2.4.6.2

NatLog MacCartney and Manning (2007)

A contemporary system with Bridge and ECD was the NatLog system by MacCartney and Manning (2007). The theoretical background behind the system and NL in
general, is laid out in MacCartney (2009) and MacCartney and Manning (2009), and
here it is discussed in Chapter 3. The NatLog system attempts to stay even closer
to natural language by applying reasoning directly on the surface forms without any
intermediate, more abstract level. Briefly, the NatLog system has a three-stage architecture: linguistic preprocessing, alignment and entailment classification. In the
first stage of preprocessing, the system computes the monotonicity of each token of
an input sentence. For this, the researchers use the Stanford parser (Klein and Manning, 2003) to do phrase-structure parsing, which enables them to gradually project
the monotonicity of each token up to the level of the sentence (see Chapter 3 for
more details on monotonicity.) The second stage of the process establishes an alignment between the premise and the hypothesis. Specifically, the alignment is done
with atomic edits, i.e., by gradually editing the hypothesis and the premise until
they coincide with each other. Four types of atomic edits are permitted: deletion
(DEL) of a span from the premise, insertion (INS) of a span into the hypothesis,
substitution (SUB) of a hypothesis span for a premise span and advance (ADV)
over a span without modification. An example of such an atomic edit procedure is
given in (18): here we can see that a of P has to be substituted by the of H and
the span for literature has to be inserted into H, in order to go from the premise to
the hypothesis. We can also observe that there is no atomic edit representing the
movement of a token span from one sentence location to another and instead we use
a combination of deletion and insertion.
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P: An Irishman won a Nobel prize.
H: An Irishman won the Nobel prize for literature.
An Irishman ⇒ An Irishman
ADV-SP
won
⇒ won
ADV-SP
a
⇒ the
SUB
Nobel prize ⇒ Nobel prize
ADV-SP
⇒ for literature.
INS
.
⇒.
ADV-SP

The edit sequence obtained during this stage practically transforms the inference
task into a sequence of atomic entailment problems, one for each atomic edit. In the
final stage, a trained decision tree classifier predicts an entailment relation for each
atomic edit. These atomic entailment predictions can then be composed to produce a
global entailment prediction. The trained classifier predicts one of the five elementary
entailment relations, for each atomic edit: equivalence, forward entailment, reverse
entailment, independent relation, exclusive relation (these relations are discussed
in detail in Chapter 3). The NatLog system is evaluated on the FraCas testsuite
and the RTE-3 data (more details on these datasets follow in Chapter 4). On the
FraCas data, the system achieves an overall accuracy of 60%, falling behind other
logic-based systems presented before. Still, the system shows a strong performance
in pairs containing quantifiers, adjectives and comparatives, showing the potential
and power of such an approach. On the RTE-3 data the performance of the system
increases to 70%, after hybridizing it with the Stanford RTE system (MacCartney
et al., 2006b). The Stanford RTE system is mainly used for its alignment algorithm,
instead of the original atomic edit algorithm of NatLog. These results indicate that
the system is competitive to other systems tested on the same data, e.g., Bos and
Markert (2005).
2.4.6.3

MonaLog (Hu et al., 2020)

A more recent approach to NL is the one presented by Hu et al. (2020) in their
MonaLog system. This system also operates on surface forms, but unlike other
systems, it does not include expensive alignment and search sub-procedures. As
a first step of the process, MonaLog receives the CCG parse tree of the premise
and polarizes each token of the premise, i.e., it assigns an upward or downward
monotonicity to each token and then to the entire tree. As a second step, MonaLog
creates a Knowledge Base K that stores some basic world knowledge needed for
inference, e.g. that a dog is an animal. This K is populated from WordNet (Fellbaum,
1998). Apart from the Knowledge Base, the system also creates a Sentence Base S,
which holds all entailments and contradictions that the system has encountered so
far, i.e., it stores every inference pair that is computed in order to be able to use it
for other inferences. With the two bases and the polarization process, the system
can now start with the generation and search process. The goal of these processes
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is to reach the hypothesis from the premise. In the generation process, entailments
and contradictions are generated by replacing tokens of the premise with words
from K, in a manner obeying to monotonicity rules, e.g., upward-entailing tokens
can be replaced with words denoting bigger sets, while downward-entailing tokens
can be replaced with words denoting smaller sets. Example (19) shows the three
generated entailments out of the premise every linguist swim 3 (the arrows show the
monotonicity/polarity of each token).
(19)

every↑ linguist↓ swim↑ can be replaced by:
- most↑ linguist↓ swim↑
- every↑ semanticist↓ swim↑
- every↑ linguist↓ move↑

The generated entailments and contradictions are stored in S. Given this base S,
the system can check whether the hypothesis is within S and label the inference
accordingly. If the hypothesis is not found in S, then the pair is labeled neutral. The
system is evaluated on the SICK dataset (more details on the dataset in Chapter
4) and shows competitive performance to other logic-based and DL approaches,
reaching an accuracy of 85%. Hu et al. (2020) also attempt to hybridize the system
by falling back to BERT (Devlin et al., 2019), whenever their system predicts neutral:
the logic behind this is that their system, being rule-based, can be trusted if it
predicts entailment or contradiction. But when it outputs N, then the BERT output
can be used. With this method, they improve BERT’s performance by 1%, from
85% to 86%.

2.4.7

Current State-Of-The-Art

From all the different approaches to NLI presented so far, the one of language representation modeling achieves the best results at the time of writing of this thesis
(February 2020). The system of Liu et al. (2019a), an architecture using BERT,
achieves accuracy of 86% and 81% on two of the popular NLI datasets, MNLI and
RTE, respectively (more details on the datasets in Chapter 4). ALBERTA reaches
accuracy of 91% and 89% for the two datasets, respectively, almost reaching the
human performance of 92% and 93%, respectively.
Despite this seemingly perfect performance, we are far from solving the NLI
task: massive models might perform well but they lack the generalization and compositionality power needed to truly understand language. One strand of research
shows this by discovering biases and artifacts in the training data of the models.
Another strand of research constructs “hard" datasets that contain sentences with
complex linguistic phenomena or pairs with basic lexical inferences and shows how
the performance of SOTA models heavily decreases for such datasets.
3

Morphology is omitted in the system; the words are treated lemmatized.
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2.4.7.1

Bias and Artifacts

Poliak et al. (2018) argue that interesting NLI should depend both on the premise
and the hypothesis. In other words, a baseline system which is trained only on
hypotheses can be said to perform NLI only if it possesses some prior background
knowledge on which to judge these hypotheses. If this background knowledge is
about the world, this may be justifiable as an aspect of NLU. But if the “background
knowledge" consists of learned statistical irregularities of the data, this is no real
task-solving. In their work, they train a hypothesis-only model and compare it
to the majority baseline:4 the two models should have similar performances since
the hypothesis model has indeed no prior background knowledge and should thus
default to a majority baseline (chance) model. Their results show that this is not the
case: the hypothesis-only model outperforms the majority baseline in all three NLI
datasets tested: MNLI (Williams et al., 2018), SNLI (Bowman et al., 2015a) and
SICK (Marelli et al., 2014b). This shows that the training data has some inherent
statistical irregularities that allow the hypothesis-only model to learn more about
the pair than pure majority labeling and chance would allow. Specifically, they find
that specific words in the hypotheses have a high correlation with specific inference
labels so that the model can learn to always associate these words with a specific
relation. For example, in the SNLI dataset, the words instrument and activity are
highly correlated with entailment, the words tall and competition with neutrality and
the words sleeping and driving with contradiction. Thus, the model only learns such
correlations and no real reasoning. Furthermore, they show that the grammaticality
of the sentences highly correlates with specific inference labels.
Gururangan et al. (2018) explore some surface-form properties of the NLI data
and also discover further artifacts of the models. They do the same experiment as
Poliak et al. (2018): they train a classifier that only considers the hypothesis and
is oblivious to the premise. Their results are similar with the ones of the previous
paper: the hypothesis-only model strongly outperforms the majority baseline. They
list the words they find to be highly correlated with specific inference relations,
e.g., their finding that the presence of any of the words not, no, nobody, never,
nothing always leads to a contradiction is intriguing. They also find a correlation
between sentence length and inference label: neutral hypotheses tend to be long,
while entailing hypotheses are much shorter. This is probably the result of the
annotation process of the training data by crowd workers: the easiest way to create
entailed hypotheses is to simply remove words from the premise. Both these works
show that what the models really learn is not clear yet and that there is much to be
done before real NLU is achieved.
4

Majority baseline is the baseline created when we label all data of a corpus with the label that
appears mostly in it. For example, if 80% of the data is labeled neutral and we label all instances
as neutral, then we will be correct in 80% of the cases.
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Hard Datasets

Another strand of research focusing on hard datasets has reached similar conclusions
and has, above all, emphasized the generalization and compositionality difficulties
of such models. Glockner et al. (2018) create a new NLI test set with examples
that capture various kinds of lexical (taxonomic) knowledge. For example, that
champagne is a type of wine (hypernymy), and that saxophone and electric guitar
are different musical instruments (co-hyponyms). They take the premises from the
popular SNLI (Bowman et al., 2015a) training set and for each premise they generate
several hypotheses by replacing a single word within the premise by a different word
(the replaced word is still within the model’s vocabulary). They generate entailments
when they replace a word by a hypernym or a synonym (cf. example (20)) and they
generate contradictions by replacing a word with its antonym or with a mutuallyexclusive co-hyponym (cf. example (21)). They test four SOTA (at the time of
publication) models on their new test set, including KIM (Chen et al., 2018b), a NN
model integrating WordNet (Fellbaum, 1998) knowledge. Their results show that
despite their dataset being considerably simpler than the standard NLI sets, there
is a substantial drop in performance in the three of the four models, ranging from
11 to 33 points in accuracy. The only model where the performance drops by only
5% is KIM, which explicitly integrates such lexical knowledge. These results show
the inability of the models to generalize when encountering new lexical (taxonomic)
relations.
(20)

P: The little girl is very sad.
H: The little girl is very unhappy.

(21)

P: The man is holding a saxophone.
H: The man is holding an electric guitar.

Similar is the set-up of the experiments by Zhu et al. (2018) and Naik et al.
(2018). Specifically, Zhu et al. (2018) construct a dataset with pairs containing
seven distinct types of problems: not-negation, quantifier negation, synonymy substitution, embedded clause extraction, passivization, argument reordering and fixed
point inversion. For the two negation cases, they create new pairs by adding the
negation not after the main verb of the sentence or adding the phrase there is no
at the beginning of the sentence, respectively. The synonymy substitution is done
as in Glockner et al. (2018). For the category of embedded clause extraction, the
researchers extract the embedded clause of sentences with verbs such as say and
think and use it as the hypothesis (cf. example (22)). For passivization, they simply match the passive variant of a sentence with its active variant. To create pairs
with argument reordering, for sentences with the structure h somebody i h verb i h
somebody i to h do something i, the subject and object of the original sentence are
swapped (cf. example (23)). The fixed-point inversion technique selects a word in
the sentence as the pivot and inverts the order of words before and after this pivot.
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The intuition behind this technique is that this simple corruption is likely to result
in a new sentence that does not properly convey the original meaning, despite sharing the same words (cf. example (24)). Zhu et al. (2018) test SOTA models of the
time of publication and find similar results to Glockner et al. (2018): negation detection is probably the easiest of the tasks for the models, while the complex semantic
phenomena lead the models to deliver poor performance.
(22)

P: Octel said the purchase was expected.
H: The purchase was expected.

(23)

P: Matilda encouraged Sophia to compete in a match.
H: Sophia encouraged Matilda to compete in a match.

(24)

P: A dog is running on concrete and is holding a blue ball.
H: concrete and is holding a blue ball a dog is running on.

Naik et al. (2018) construct further stress tests which they organize in three
classes and seven categories. The first class (competence tests) evaluates a model’s
ability to reason about quantities and to understand antonymy relations (categories:
antonymy and numerical reasoning). The second class (distraction tests) estimates
the model’s robustness with respect to shallow distractions such as lexical similarity
or presence of negation words (categories: negation, word overlap, length mismatch).
The final class (noise tests) checks the model’s robustness with respect to noisy data
and consists of spelling error cases. The cases of antonymy, numerical reasoning and
negation are clear and straightforward to construct. For the word overlap category,
Naik et al. (2018) create tautologies, i.e., statements that are true in all worlds,
and append those to the premise or hypothesis of the pairs (cf. example (25)). By
appending a tautology, the relation of the pair does not change, so its label also
should not: despite the lower word overlap ratio due to the presence of extra words,
the model should predict the right relation if it does not merely rely on the word
overlap heuristic. Similarly, with the length mismatch heuristic (cf. example (26)):
they append the tautology and true is true five times at the end of the premises,
which makes the premises much longer than the hypotheses. If the length mismatch
heuristic really plays a role, such pairs will be labeled incorrectly. For the last
category of spelling errors, the created test sets introduce spelling errors (cf. example
(27)) which are common in the big NLI datasets. The results after testing SOTA
models on those stress tests are similar to previous approaches: the performance
drops radically to chance.
(25)

P: Possibly no other country has had such a turbulent history.
H: The country’s history has been turbulent and true is true.

(26)

P: Possibly no other country has had such a turbulent history and true is
true and true is true and true is true and true is true and true is true.
H: The country’s history has been turbulent.
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P: As he emerged, Boris remarked, glancing up at teh clock: “You are early"
H: Boris had just arrived at the rendezvous when he appeared.

Similar findings are made by Dasgupta et al. (2018) who create a test set with
hard “structural" phenomena: pairs with swapped word order like Zhu et al. (2018),
pairs with negation not like several of the previous works, and pairs with comparisons, i.e., containing the comparative forms more or less (cf. example (28)). Nie
et al. (2018) also experiment with subject-object swapping and also with modifier
addition (cf. example (29)): each premise with at least two different noun entities
is converted to a pair where an adjective modifier is added to the one noun in the
premise and to the other noun in the hypothesis. This should result in a neutral pair
as the hypothesis contains additional information and is neither implied nor refuted
by the premise. However, SOTA models are unable to trace this swapping and label
the pairs as entailments. Based on these findings, the researchers propose a Compositionality Score (CS), which measures how much compositional information SOTA
models are able of capturing. Unsurprisingly, models of different architectures show
low CS for different datasets.
(28)

P: The woman is more cheerful than the man.
H: The man is less cheerful than the woman.

(29)

P: A yellow cat sits alone in dry grass.
H: A cat sits alone in dry yellow grass.

Test sets published in 2019 contained even harder phenomena. McCoy et al.
(2019) create a hard NLI set with three types of heuristics: the lexical overlap
heuristic, the subsequence heuristic and the constituent heuristic. These three broad
categories include 5 phenomena each, from passives and relative clauses (cf. example
(30)) to coordination (cf. example (31)), prepositional phrases (cf. example (32)) and
embedded clauses under factive or implicative verbs (cf. example (33)). Again, SOTA
models, with and without BERT, drop their performance below chance when tested
on such phenomena.
(30)

P: The doctor called the judges who supported the actor.
H: The judges supported the actor.

(31)

P: The actor encouraged the president and the author.
H: The actor encouraged the author.

(32)

P: The banker near the judge saw the actor.
H: The banker saw the actor.

(33)

P: The lawyer knew that the judges shouted.
H: The judges shouted.

Similar in difficulty is the dataset by Richardson et al. (2020). Their focus is on pairs
requiring some kind of logic and reasoning. They include seven categories in what

36

Chapter 2. Background

they call semantic fragments: negation, boolean coordination, quantifiers, counting, conditionals, comparatives and monotonicity. Examples of negation, boolean
coordination, counting, conditionals and comparatives are also present in some of
the datasets presented previously. However, quantifiers and monotonicity phenomena are not found in previous challenging datasets. Quantification and quantifier
scope phenomena are found in examples as in (34). Monotonicity reasoning concerns reasoning about word substitutions in context; in example (35), dogs in the
premise occurs in a downward-monotone context, meaning that it can be replaced
with a more specific concept such as small dogs in H1 to generate an entailment.
If it is replaced with a more generic concept, such as animal in H2, a neutral relation will be generated. Monotonicity reasoning is addressed in detail in Chapter 3.
Testing SOTA models on this extensive dataset delivers similar results to the other
challenging sets.
(34)

P: Everyone has visited every place.
H: Virgil didn’t visit Barry.

(35)

P: No dog is eating a bone.
H1: No small dog is eating a bone.
H2: No animal is eating a bone.

This brief presentation of the previous experiments makes clear that the NLI
task is far from solved. Most of this work that has “broken" the NLI task proposes
augmenting the training data with the adversarial cases and shows that models can
then successfully improve their performance if they are trained on this kind of data
(Dasgupta et al., 2018, Nie et al., 2018, McCoy et al., 2019, Richardson et al., 2020).
However, augmenting the training data with specific phenomena does not solve the
bigger problem. Due to the recursive nature of language, there are infinitely many
ways of composing information into meaningful sentences; thinking of Chomsky’s linguistic creativity, a language user [] can “on the basis of this finite linguistic experience
produce an indefinite number of new utterances which are immediately acceptable to
other members of his speech community". But each type of adversarial set can only
improve performance for this specific linguistic phenomenon. And already generating
high-quality data following a single phenomenon is extremely costly, let alone a more
exhaustive list of phenomena. Indeed, Nie et al. (2018) show that training on one
type of adversaries does improve performance for that type but not for others. They
find that the overall performance might even drop when focusing on one adversarial
type, due to over-fitting. McCoy et al. (2019) also observe that augmenting the
training data with only some of the heuristics of their dataset enables the model to
learn those, but it does not solve the cases of the withheld heuristics. Additionally,
adding their dataset to the training data does not improve performance on the set
of Dasgupta et al. (2018). Thus, including all possible cases of linguistic expression
into training sets seems like a less feasible goal. Other solutions benefiting from the
advances of the SOTA models but also from the linguistic/logic research of the past
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and present might be more suitable. The Hy-NLI system proposed in this thesis sits
squarely within this goal, as it is discussed in Chapters 6 and 7.
A worth-noting attempt in this direction has already been undertaken by Cases
et al. (2019), who propose a neural architecture that targets modularity and generilizability by applying Routing Networks (Rosenbaum et al., 2018) to NLU. Routing
Networks are self-organizing networks with two components: a) a set of function
blocks which transform the input sentences, and b) a router which makes decisions
about which function block to apply next. Cases et al. (2019) introduce Recursive
Routing Networks (RRNs), in which there is a single set of composable functions, recursively chosen by the router. The router is able to decide which block to apply next
based on the provided meta-information, e.g., the genre a specific example belongs
to or other structured semantic properties of the example. To test the effect of such
an architecture and the importance of such linguistically informed meta-information,
the researchers experiment with a newly created, challenging corpus, the Stanford
Corpus of Implicatives (SCI). The corpus is constructed to contain implicative constructions as in (36) and (37). Such constructions require that the exact implication
signature is known in order for the inference to be correctly solved. The corpus of
11,000 pairs contains examples of seven types of implication signatures, which are all
labeled for their inference relation and their implication signature. The implication
signatures are provided to the router as the basis for its block decision. The results of
the experiment indeed seem promising, with the routing architectures outperforming
their counterparts without routing. This confirms that the proposed architecture is
able to make reliable use of the structured semantic information provided in the form
of the implication signatures, and opens the way for more research in this direction:
exploit structured linguistic knowledge to improve current NN architectures. As the
researchers note, future work will have to investigate how such an architecture can
generalize to other linguistic phenomena such as negation, quantifiers, monotonicity,
modals, etc. Other open issues concern how routing models can address general
properties of inference, e.g., the symmetry of contradiction (i.e., if A contradicts B,
B necessarily contradicts A, assuming that A does not have presuppositions that B
does not have), the reflexivity and transitivity of entailment and the notion of distant contradiction (i.e., if A entails C and B entails not C, can the model conclude
that A and B contradict each other?). Despite the open questions, such attempts
highlight how DL approaches can benefit from linguistic and logical knowledge, as
it is also discussed in Chapters 6 and 7.
(36)

P: John managed to solve the problem.
H: John solved the problem.

(37)

P: John failed to solve the problem.
H: John did not solve the problem.
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Approaches to Semantic Parsing

As is clear from the approaches to NLI discussed so far, all of the approaches could
benefit from reliable semantic representations, on which to apply their corresponding
mechanism. Shallow approaches, like the lexical and the graph-matching approaches,
could benefit if they operated on more structured input that does not merely reflect
the syntax but indeed the sentence meaning. ML and DL approaches could presumably learn to generalize better if they had the opportunity to learn features from
more abstract meaning representations instead of surface forms. Logic-based approaches, which rely on the correct translation of a given sentence to a logical form,
could be improved if syntax would not be directly converted to logic, but would first
be abstracted away and then converted to a logical representation, like in the Bridge
system discussed in Section 2.4.6.1 – in this way, the challenges of the translation of
the one representation to the other can be tackled in different levels of abstraction.
The semantic approaches also depend on correct representations that give them more
of the “meaning" of the sentence. Overall, NLI can be improved through appropriate
semantic representations.
Semantic representations have a long history and have gained greater attention
in recent years, especially after the success of the syntactic parsing task. The success
of syntactic parsing can be attributed to the availability of large manually-annotated
treebanks that have allowed researchers to train high-performing statistical and machine learning parsers. Another reason for the success is that the task was approached
as a single, whole-sentence parsing task, rather than separate subtasks and evaluations, i.e., there are no separate tasks for, say, base noun identification, prepositional
phrase attachment, verb-argument dependencies, etc. In contrast, the semantic parsing task has suffered from the lack of large high-quality annotated corpora and from
the fact that there are different annotations for the different subtasks or even for the
same task, e.g., different annotations for named-entity recognition, for coreference,
for discourse connectives, for temporal entities, etc. Thus, attempts have been made
to create uniform, large sembanks, i.e., corpora where each sentence is fully annotated with its semantic representation. In this section the focus is on (semantic)
formalisms that have indeed been implemented and used for parsing. A comparative analysis of all available semantic representations is beyond the scope of this
thesis, but the presented ones should help position the semantic representation to
be proposed within the spectrum of available representations. In the following, the
Abstract Meaning Representation (AMR) (Banarescu et al., 2013) and the Universal
Conceptual Cognitive Annotation (UCCA) (Abend and Rappoport, 2013), two of
the most recent, large-scale efforts to semantic parsing are discussed. Before this discussion, the Discourse Representation Structures (DRS) of DRT (Kamp and Reyle,
1993) and the Abstract Knowledge Representation (AKR) (Bobrow et al., 2005), two
of the oldest computationally implemented semantic representations are presented.
The two more recent representations are graph-based, i.e., the meaning is elicited
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through graphs, while the two older ones are flat-structured. AMR and UCCA are
motivated as annotation efforts for large semantic corpora, while DRT and AKR
were used as semantic representations of already well-established syntactic formalims. AMR, UCCA and DRS have large gold-standard meaning banks annotated with
their schemata and have thus facilitated their use in semantic parsing. Other popular semantic formalisms, such as the Prague Semantic Dependencies (PSD, Hajič
et al. (2012)) or the Minimal Recursion Semantics (MRS, Copestake et al. (2005)),
have not explicitly targeted NLI and are thus left out of this discussion.

2.5.1

Discourse Representation Structure (DRS)

Discourse Representation Structures (DRSs) are produced based on Discourse Representation Theory (DRT), a formal semantic theory originally designed by Kamp
(1981). The distinctive characteristics of DRT are that it is a mentalist and representationalist theory and that it is a theory of the interpretation not only of individual
sentences but also of discourse. In this respect, at its inception, DRT was very different from classical formal semantics of the 1970s, which were based on Montague’s
pioneering work. In other respects, however, it continued the previous tradition, e.g.,
in the use of model-theoretical tools. The main innovation of DRT is that it introduces a level of mental representations, called DRSs: a hearer builds up a mental
representation of the discourse as this unfolds and every incoming sentence adds to
that representation. This intermediate level of representation deals with anaphoric
or other contextually sensitive linguistic phenomena, such as ellipsis and presuposition. A brief introduction to DRT is given in the following, based on Burchardt
et al. (2003) and Geurts et al. (2020).
Officially, DRSs are set-theoretical objects but a linear and a box notation are
also available. To illustrate the different notations, (38) represents the sentence
A farmer chased a donkey and caught it. For the following discussion, the linear
notation is used as this is more suitable for the demonstration of variable binding.
(38)

Official DRS: < {}, < {x, y}, {f armer(x), donkey(y), chased(x, y),
caught(x, y)} >>
Linear notation: [x, y : f armer(x), donkey(y), chased(x, y), caught(x, y)]

Box notation:

x, y
f armer(x)
donkey(y)
chased(x, y)
caught(x, y)

A DRS consists of two parts: a universe of so-called discourse referents, which represent the objects under discussion, and a set of DRS-conditions which encode the
information relevant to those discourse referents. The DRS in (39) represents the
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information that there are two individuals, one of which is a farmer, the other the
donkey, and that the farmer chased the donkey.
(39)

[x, y : f armer(x), donkey(y), chased(x, y)]

The universe of this DRS contains two discourse referents, x and y, and its condition
set is f armer(x), donkey(y), chased(x, y). This DRS can be given a straightforward
model-theoretic interpretation, but in DRT this is done by means of embedding
functions. Embedding functions are partial functions from discourse referents to
individuals in a model M . This means that an embedding function f verifies (39)
in M iff the domain of f includes at least x and y, and according to M it is the
case that f (x) is a farmer, f (y) a donkey and f (x) chased f (y). In the absence of
any other context, the DRS in (39) is taken to be the semantic representation of the
sentence in (40). This means that the indefinite expressions a farmer and a donkey
prompt the introduction of two new discourse referents, x and y, and contribute
the information that x is a farmer and y a donkey, while the verb contributes the
information that the former chased the latter.
(40)

A farmer chased a donkey.

The created DRS is also the context against which the next utterance will be
interpreted. If (40) is followed by (41), then (42) captures the semantic content of
(41) before the pronouns are resolved.
(41)

He caught it.

(42)

[v, w : caught(v, w)]

In the DRS in (42), the anaphoric pronouns he and it of (41) are represented by
the discourse referents v and w, respectively. Since (41) is uttered in the context of
(40), the next step in the interpretation of this sentence is to merge the DRS in (42)
with that in (39). The result of this merging operation is shown in (43).
(43)

[x, y, v, w : f armer(x), donkey(y), chased(x, y), caught(v, w)]

Since (41) is immediately preceded by (40), the antecedent of the referential he is
probably (though not necessarily) a farmer, while it is anaphorically dependent on
a donkey. At the DRS level, this is represented by equating the discourse referents
v and w with x and y, respectively. These operations yield (44), which is equivalent
to (45). These DRSs are verified in a model M iff M features a farmer who chased
and caught a donkey.
(44)

[x, y, v, w : v = x, w = y, f armer(x), donkey(y), chased(x, y), caught(v, w)]

(45)

[x, y : f armer(x), donkey(y), chased(x, y), caught(x, y)]

So far, only DRSs with simple conditions have been introduced. But in order
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to account for more complex phenomena, e.g., negated and conditional sentences,
complex conditions are required. (46) is the sentence corresponding to the DRS of
(47). This DRS contains a condition that consists of a DRS prefixed by a negation
sign.
(46)

Pedro doesn’t have a donkey.

(47)

[x : P edro(x), ¬[y : donkey(y), owns(x, y)]]

A function f verifies the condition of (47) (x : P edro(x)) in a model M iff f maps x
onto an individual in M which “is a Pedro", and f cannot be extended to a function
g which verifies the embedded DRS of (47) (¬[y : donkey(y), owns(x, y)]). In other
words, no g should map y onto a donkey that Pedro owns.
The embedded DRS of (47) (¬[y : donkey(y), owns(x, y)] contains a token of
the discourse referent x which is introduced externally in x : P edro(x). Apart from
that, ¬[y : donkey(y), owns(x, y)] also introduces a discourse referent of its own,
i.e., y, which is associated with the indefinite NP “a donkey", and whose scope is
delimited by ¬[y : donkey(y), owns(x, y)]. Consequently, it doesn’t make sense to
refer to y outside of ¬[y : donkey(y), owns(x, y)]. This means that the “lifespan" of
the individual introduced by the indefinite NP in (46) is delimited by the scope of
the negation operator. If (46) were followed by (48), for example, the pronoun could
not be linked to the indefinite.
(48)

It is grey.

(49)

[z : grey(z)]

(50)

[x, z : P edro(x), ¬[y : donkey(y), owns(x, y)], grey(z)]

If we merge (47) and (49), which is the DRS corresponding to (48), we obtain (50).
In this representation, the discourse referent z does not have access to y, because y
is introduced in a DRS that is not accessible to the DRS in which z is introduced,
and therefore it is not possible to bind z to y. In other words, if (48) follows (46),
the pronoun cannot be anaphorically linked to the indefinite.
Accessibility is primarily a relation between DRSs; derivatively, it is also a relation between discourse referents. x, z : P edro(x) is accessible to ¬ [y : donkey(y),
owns(x, y)], grey(z)], but not the other way round, and therefore the discourse
referents introduced in x, z : P edro(x) , i.e., x and z, are accessible from ¬[y :
donkey(y), owns(x, y)], grey(z)] , but conversely, if we are in x, z : P edro(x) we
have no access to ¬ [y : donkey(y), owns(x, y)], grey(z)] and its discourse referents,
i.e., y. Thus, in (50), anaphora is not possible because y is not accessible to z.
In (45), by contrast, anaphora is possible, because x and y are accessible to v and
w (the accessibility relation being reflexive). The notion of accessibility in DRT is
not stipulated, but entailed by the semantics of the DRS language. x, z : P edro(x)
is accessible to ¬ [y : donkey(y), owns(x, y)], grey(z)] because every embedding
function that must be considered for ¬ [y : donkey(y),owns(x, y)], grey(z)] is an
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extension of an embedding function for x, z : P edro(x), and thus, every discourse
referent in x, z : P edro(x) is also defined in ¬ [y : donkey(y), owns(x, y)], grey(z)].
The converse, however, does not hold.
Syntax of the DRS language DRSs are set-theoretic objects consisting of discourse referents and DRS-conditions. A DRS-condition is either atomic, i.e., it consists of a predicate and a suitable number of discourse referents (see (39), (42),
(45)), or complex, i.e., it embeds one or two DRSs (see (47)). Thus, the following
definitions are allowed:
• A DRS K is a pair < UK , ConK >, where UK is a set of discourse referents,
and ConK is a set of DRS-conditions.
• If P is an n-place predicate, and x1 , ..., xn are discourse referents, then
P (x1 , ..., xn ) is a DRS-condition.
• If x and y are discourse referents, then x = y is a DRS-condition.
• If K and K 0 are DRSs, then ¬K, K =⇒ K 0 and K ∧ K 0 are DRS-conditions.
• If K and K 0 are DRSs and x is a discourse referent, then K(∀x)K 0 is a DRScondition.
There are no conditions corresponding to conjoined sentences. Such sentences
are handled by merging the DRSs associated with their parts, where the merge of
two DRSs K and K 0 is defined as their pointwise union in (51). The merge operation
is also used for combining a sentence DRS with the DRS of the preceding discourse,
so there is no principled distinction between clausal conjunction and sentence concatenation.
(51)

0 , Con ∪ Con0 >
K ⊕ K 0 =< UK ∪ UK
K
K

Semantics of the DRS language The DRS representations can be interpreted
through embedding semantics or via translation to FOL. Concerning embedding
semantics, the main idea is that a DRS is true with respect to a model, e.g., a model
describing the real world, if it can be embedded in that model. Such an embedding
succeeds, if the discourse referents of the DRS can be mapped onto entities of the
model’s domain in a way that all conditions of the DRS are fulfilled in that model.
So, for the sentence A woman walks a dog and its DRS in (52), we can say that this
DRS is true with respect to a model < D, F >5 , if we can find an assignment f such
that f (x), ∈ F (woman), f (y) ∈ F (dog) and hf (x), f (y)i ∈ F (walk).
5
D is a non-empty finite domain of entities and F is an interpretation function mapping constants
of the DRS language to elements or tuples of elements of D.
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[x, y : woman(x), dog(y), walk(x, y)]

Apart from interpreting DRSs through embedding semantics, we can also translate
DRSs to FOL. The translation of a DRS is straightforward and can be accomplished
via the translation function in (53). This maps the discourse referents to existentially
quantified variables, and recursively translates the conditions. Basic conditions simply map to themselves, viewed as first-order atomic formulas in (54), while complex
conditions with ¬ and ∨ are translated by pushing the function over the connective,
leaving the connective unchanged, as in (55). Complex conditions formed using =⇒
are translated as shown in (56).
def

(53)

[h{x1 , ..., xn }, {γ1 , ..., γm }i]f0 = ∃x1 ...∃xn ([γ1 ]f0 ∧ ... ∧ [γm ]f0 )

(54)

[R(x1 , ..., xn )]f0 = R(x1 , ..., xn )[τ1 = τ2 ]f0 = τ1 = τ2

(55)

[¬B]f0 = ¬[B]f0

def

def

def

def

[B1 ∨ B2 ]f0 = ([B1 ]f0 ∨ [B2 ]f0 )
(56)

def

[h{x1 , ..., xn }, {γ1 , ..., γm }i =⇒ B]f0 = ∀x1 ...∀xn (([γ1 ]f0 ∧ ... ∧ [γm ]f0 ) →
[B]f0 )

Implementation of the DRS language The most well-known parser producing
DRS representations is Boxer (Bos, 2008b), as briefly presented in Section 2.4.4.1.
Boxer uses a semantic lexicon which defines a suitable mapping from lexical categories to semantic representations. The lexical categories are gained from a syntactic
lexicon, e.g., the CCGbank (Hockenmaier and Steedman, 2007a); Boxer relies on
CCG for the syntactic analysis. Mapping lexical categories to semantic representations cannot always be done solely on the basis of the category, because a lexical
category can give rise to several different semantic interpretations according to the
clausal and discoursal context. Thus, Boxer takes into account further resources,
such as the part-of-speech (POS) tag, the word form, the named-entity associated
with the category, the morphological root of the word that triggered the lexical category, etc. Within Boxer, the semantic representations are defined in the shape of
lambda-DRSs (see Bos (2008b) for more details on λ-DRS). Boxer has been evaluated on the Shared Task on Semantic Representations (Bos, 2008a) and has shown
promising behavior. Since then, various systems dealing with reasoning tasks have
employed Boxer; the most representative ones within NLI were presented in Section
2.4. Boxer has also been employed in various efforts to create large annotated corpora with DRSs. The most popular such efforts have been the Groningen Meaning
Bank (GMB, Basile et al. (2012)) and the Parallel Meaning Bank (PMB, Abzianidze
et al. (2017)). GMB is a large English corpus annotated with token information,
POS-tags, named entities and lexical categories, and DRSs compatible with FOL.
Its latest version comprises some 10,000 documents and 1.5 million tokens. GMB
has since gone multilingual, resulting in PMB, a parallel, multilingual corpus of En-
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glish, German, Italian and Dutch. Again, the main objective of PMB is to provide
fine-grained meaning representations for words, sentences and texts. Both meaning
banks are created in a semi-automatic way: Boxer automatically provides preliminary (silver) DRSs and humans post-process them to make them golden.6

2.5.2

Abstract Knowledge Representation (AKR)

The Abstract Knowledge Representation (AKR) (Bobrow et al., 2005, 2007a,b) is
the semantic component of the LFG formalism (Kaplan, 1995). The representation
aims at closing the gap between semantic (formal) representations and knowledge
representations. It focuses on intensional phenomena in natural language, with the
sentence Negotiations prevented a strike being a driving example (Condoravdi et al.,
2001). The claim is that, viewed in the right way, the logical formula in (57) is
a correct but incomplete semantic representation. It is correct, if the variables n
and s are construed as referring to sub-concepts of the concepts negotiation and
strike, rather than to an individual strike or negotiation. The formula just describes
the subject matter: some kind of prevention, restricted to a relation between some
kind of negotiation and some kind of strike. The formula, construed as talking
about concepts, makes no assertions about the existence or otherwise of any such
negotiations or strikes. To complete the representation it is necessary to add a
contextual level that makes assertions about whether instances of the concepts exist.
In the driving example, there are two contexts. A top level context in which the
negotiation concept is asserted to have an instance, and a hypothetical (prevented)
context in which strike is claimed to have an instance. The two contexts are in an
antiveridical relationship, meaning that the strike concept that has an instance in
the lower hypothetical context has no instance in the top context.
(57)

∃n, s. negotiation(n) ∧ strike(s) ∧ prevent(n, s)

Two of the main characteristics of AKR is the aforementioned eschewal of reference to individuals, in favor of reference to concepts, and the strict distinction
between concepts and contexts, i.e., between conceptual and contextual structure.
The logic behind AKR is best shown through an example; a sample AKR for the
sentence Bush claimed that Iraq possessed WMDs is shown in (58) (borrowed from
Bobrow et al. (2007a)).
(58)

6

Conceptual Structure:
subconcept(claim:37,[claim-1,: : :,claim-5])
role(Topic,claim:37,claim cx:37)
role(Agent,claim:37,Bush:1)

The terms silver/golden in the context of annotations are used to describe the source (and
thus the quality) of the annotations: if the annotations are produced semi-automatically by some
system, they are considered silver because they are bound to contain mistakes. In contrast, if they
are produced manually by humans, they are considered golden as they have been manually checked.
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subconcept(Bush:1,[person-1])
alias(Bush:1,[Bush])
role(cardinality restriction,Bush:1,sg)
subconcept(possess:24,[possess-1,own-1,possess-3])
role(Destination,possess:24,wmd:34)
role(Agent,possess:24,Iraq:19)
subconcept(Iraq:19,[location-1,location-4])
alias(Iraq:19,[Iraq])
role(cardinality restriction,Iraq:19,sg)
subconcept(wmd:34,[weapon of mass destruction-1])
role(cardinality restriction,wmd:34,pl)
Contextual Structure
context(t)
context(claim cx:37)
context relation(t,claim cx:37,claim)
instantiable(Bush:1,t)
instantiable(Iraq:19,t)
instantiable(claim:37,t)
instantiable(Iraq:19,claim cx:37)
instantiable(possess:24,claim cx:37)
instantiable(wmd:34,claim cx:37)
Temporal Structure
temporalRel(After,Now,claim:37)
temporalRel(After,claim:37,possess:24)
An AKR distinguishes between the conceptual, the contextual and the temporal
structure. In the conceptual structure, we can see that all subconcept expressions link
the words of the sentence to their concepts in WordNet. So, for example, claim:37
is stated to be some subkind of the type claim-1 and wmd:34 to be some subkind
of the type weapon of mass destruction-1. An important characteristic of AKR is
that terms like claim:37 and wmd:34 do not refer to individuals, but to concepts
(or types or kinds). Saying that there is some subconcept of the kind weapon of
mass destruction-1 does not commit us to saying that there are any instances of
this subconcept. Such assertions and commitments about existence are made in the
contextual structure, which is discussed in the following. Within the conceptual
structure, there are also the role expressions, which link two subconcepts with each
other, i.e., capture some notion of thematic roles between subconcepts. For example,
role(Agent,claim:37,Bush:1) captures the restriction that the agent of the claim is
Bush, while role(Topic,claim:37,claim cx:37) captures the fact that the topic of the
claim is whatever is within the claim context. Finally, the expressions alias map the
named entities Iraq and Bush to their concept alias.
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Looking at the contextual structure we can make instantiable assertions that
capture the commitments about the existence of the kinds of concepts (subconcepts) described. Specifically, there are two contexts: the context t and the context claim cx:37. Context t is the top context, stating what the author of the
sentence is committed to as the true state of events in the world by virtue of uttering the sentence. Within this context, there is a commitment to an instance of
Bush (instantiable(Bush:1,t)) and a commitment to a claim event made by him (instantiable(claim:37,t)). However, in this top context, there is no commitment to
any instances of wmd:34 or of a possession event possess:24. These commitments
are only made in the embedded context (claim cx:37), which captures the state of
affairs according to Bush’s claim: instantiable(possess:24,claim cx:37) and instantiable(wmd:34,claim cx:37). It is left open whether those embedded commitments
correspond to the actual events of the real world, i.e., the top context, or not. On
the other hand, there is an instance of Iraq in both contexts (instantiable(Iraq:19,t),
instantiable(Iraq:19,claim cx:37) ): it is the possession of WMD by Iraq that needs
to be restricted to exist only in the world of the things claimed by Bush and not
Iraq itself. Therefore, Iraq is also lifted to the top context. Finally, the two contexts are related via a context_relation, which indicates the relationship between
the two contexts induced by the meaning of the lexical item: context relation(t,claim
cx:37,claim) says that there is a relation induced by the claiming concept between
the two contexts, t and claim cx:37.
The temporal structure captures the relative time ordering of the events described, with respect to the time of utterance or writing of the sentence. Now represents the time of utterance. Thus, temporalRel(After,Now,claim:37) means that
this utterance was made after the claim event, while temporalRel(After,claim:37,
possess:24) says that the claim event was after the possess event.
To summarize, AKR has two main distinct levels of structure: the conceptual
structure and the contextual structure. The conceptual structure, through use of
subconcepts and roles, indicates the subject matter: what is talked about. The contextual structure indicates commitments as to the existence of the subject matter
via instantiability assertions, linking concepts to contexts, and via context relations
linking contexts to other contexts. Contexts roughly correspond to possible worlds
of higher-order, intentional semantics: different possible worlds can contain different
individuals; in AKR, different contexts can instantiate different instances of subconcepts or not. The quantification over concepts and not over individuals solves
many of the philosophical problems that the latter poses (see Condoravdi et al.
(2001, 2003), Cocchiarella (2002)): while the domain of individuals may vary from
world/context to world/context, the domain of concepts is fixed; all that varies are
the extensions of these concepts. For example, in the go-to example with the strike
described in (57), the concept associated with the prevented strike is the same in
all worlds, though it may be instantiated differently in each of them. Contexts are
introduced by different linguistic phenomena, such as propositional attitudes, nega-

2.5. Approaches to Semantic Parsing

47

tion, disjunction, conditionals, modals, implicative and factive verbs, etc. Indeed,
later work by Nairn et al. (2006) used this framework to capture a wide variety of
relative polarity inferences arising from factive and implicative verbs.
A semantics for a variant of AKR was presented in the form of a Textual Inference
Logic (TIL) (Bobrow et al., 2005, de Paiva et al., 2007). This recast AKR as a
contexted Description Logic, but was not strictly faithful to AKR’s eschewal of
reference to individuals in favor of reference to concepts. The underlying semantics
for TIL followed that of Description Logic by not taking concepts as primitive, but
instead defining concept relations in terms of relations between sets of individuals
in concept extensions. AKR was decoupled from LFG in Crouch (2014) by being
transformed to use dependency parses of the Clear Parser (Choi and Nicolov, 2009,
Choi and Palmer, 2010). The approach was revisited in an explicitly graphical form
by Boston et al. (2019), recasting AKR as a set of layered sub-graphs. More details
on this graphical approach are given in Chapter 5, as the current implementation
is based on it. At the moment, there are no openly-available implementations of
AKR: the original AKR is encapsulated within PARC’s XLE software (Maxwell
and Kaplan, 1996), which only offers restricted licenses for academic purposes. The
software described in Boston et al. (2019) is also proprietary. Thus, one of the
contributions of this thesis is to make a revisited version of the AKR formalism
available to the public.

2.5.3

Abstract Meaning Representation (AMR)

The Abstract Meaning Representation (AMR) (Banarescu et al., 2013) formalism
differs considerably from AKR, despite the similarity in the names. AMR, in contrast to the two previous approaches, was conceived with the goal of semantically
annotating large amounts of data with it, i.e., it aims at being easy to annotate,
easy to follow and computationally efficient, and is based on the manual annotation
of structures. AMRs are rooted, edge-labeled, node-labeled graphs that facilitate
their reading by humans and also make it easy for programs to traverse them. The
main goal of the AMR notation is to abstract away from syntactic idiosyncracies
and assign the same AMR to sentences with the same basic meaning. For example,
the sentences He described her as genius and She was genius, according to him are
to be mapped onto the same AMR. AMR makes use of PropBank (Kingsbury and
Palmer, 2002, Palmer et al., 2005) framesets, so that a noun phrase like bond investor
is represented by the frame invest-01, even though no verbs appear in the phrase.
Moreover, being based on manual annotation, for translating a sentence to AMR,
there is no particular sequence of rule applications; annotators are free to explore
their own ideas about how strings are related to meanings. AMRs can be written
in three equivalent ways: as conjunctions of logical triples ((59)), as directed graphs
(Figure 2.8) or in the PENMAN style (Mathiessen and Bateman, 1991) ((60)).
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(59)

∃w, b, g :
instance(w, want−01)∧instance(g, go−01))∧instance(b, boy)∧arg0(w, b)∧
arg1(w, g) ∧ arg0(g, b)

(60)

(w/want − 01
: arg0(b/boy)
: arg1(g/go − 01
: arg0 b))

Figure 2.8: The graph AMR of the sentence The boy wants to go.
In a neo-Davidsonian fashion, the graph nodes (in the graph format) or the variables (in the logic format) introduce entities, events, properties and states. Leaves
are labeled with concepts, so that (b / boy) refers to an instance of the concept boy.
Relations link entities, so that arg0(w,b) means that the boy is the argument0 or the
agent of the wanting. AMR concepts are either English words (boy) or PropBank
framesets (want-01 ) or special keywords. Keywords include special entity types
(e.g., date-entity, world-region, etc.), quantities (e.g., monetary-quantity, distancequantity, etc.), and logical conjunctions (e.g., and ). AMR relations come from five
different categories: frame arguments of PropBank, e.g., arg0, arg1, etc., general
semantic relations, e.g., :age, :beneficiary, :destination, etc., relations for quantifiers, e.g., :quant, :unit, etc., relations for date-entities, e.g., :day, :month, etc. and
relations for lists, e.g., :op1, :op2, etc.
The largest available resource annotated with AMRs comprises 59,255 English
natural language sentences from broadcast conversations, newswire, weblogs, web
discussion forums, fiction and web text, and is licensed under the Linguistic Data
Consortium (LDC)7 . Open-source annotated corpora are also becoming increasingly
available, e.g., with the Little Prince Corpus or the Bio AMR corpus. Based on
this large amount of manually annotated data, there are analogously many efforts to
train statistical or machine learning parsers that produce AMRs. The first attempt
goes back to Flanigan et al. (2014) and the most recent one (as of February 2020) is
the work by Zhang et al. (2019). The performance of those parsers is not satisfactory,
7

https://catalog.ldc.upenn.edu/LDC2020T02
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reaching around 70%. The efforts to increase the available annotated data also have
an effect on the representation itself, which is constantly developed and improved.
Despite these developments, in an attempt to make the annotation scheme as
easy as possible and thus to be able to produce large amounts of annotated data,
AMR seems to gloss over several important linguistic aspects of semantic representations. First, AMR does not represent function words, tense, aspect, articles and
prepositions (Banarescu et al., 2013). This might speed up the annotation process,
but on the other hand, it means that important information is left out of the semantic representation. Additionally, it seems that AMR has limited expressive power
(Bos, 2016, Stabler, 2017), especially concerning scope: it does not model universal
quantification, negation is represented in an inconvenient way and it does not make
a distinction between real and irrealis events. First, the inability of AMRs to express
universal quantification is already discussed by the creators of AMR. Bos (2016) and
Stabler (2017) comment that this is not exactly true because the original AMR is
able to express universal quantification, but not more than one universal quantifier
can be handled at the same time. So, the AMR in (61) for the sentence Every boy
whistled, can indeed be translated to the formula in (62), which is logically equivalent to the formula in (63), which does express the notion of Every boy whistled.8
However, the one-rooted nature of AMR does not allow sentences with a transitive
verb and two universally quantified noun phrases, as in Every dog chased every cat,
to be accurately represented. AMR would have to be reformed to allow for such
sentences; Bos (2016) proposes a translation function that makes quantifier scope
ambiguities underspecified and thus different readings can be obtained.
(61)

(x/boy : polarity −
: ARG0-of (e/whistle-01
: polarity −))

(62)

¬∃x(boy(x) ∧ ¬∃e(whistle-01(e) ∧ ARG0(e, x)))

(63)

∀x(boy(x) → ∃e(whistle-01(e) ∧ ARG0(e, x)))

Concerning negation, AMRs express it with a polarity marker (–) at the concept
that is negated, as shown in (64) for the sentence The boy didn’t giggle. This is
an unorthodox representation of negation as it cannot be inverted and it needs a
special treatment during semantic interpretation because it is propositions that are
negated and not concepts. Thus, Bos (2016) proposes a translation function that
would make negation take wider scope than all other existential quantifiers, with
the polarity being assigned to the root concept of the AMR. With this translation
function, the AMR in (64) would be interpreted with the formula in (65). Without
this translation, if the negative polarity remains assigned to x, the AMR in (64)
would be interpreted as the formula in (66). This formula, however, corresponds to
8
The numbering next to the predicates represents the exact frameset of PropBank to which the
predicate belongs.
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a situation where somebody was giggling, but not a boy (It was not a boy who was
giggling.), and not to the original sentence The boy didn’t giggle.
(64)

(e/giggle-01
: polarity −
: ARG0(x/boy))

(65)

¬∃e(giggle-01(e) ∧ ∃x(boy(x) ∧ ARG0(e, x)))

(66)

∃e(giggle-01(e) ∧ ¬∃x(boy(x) ∧ ARG0(e, x)))

Concerning the difficulty that AMR has to express real vs. irrealis events, there
does not seem to be a satisfactory solution so far. In examples like the one in Figure
2.8, the instances of want-01 and go-01 have the same status, even though the go-01
may or may not happen. Future work will have to address this issue if AMR is to be
used for real human reasoning. Another disadvantage of the representation is the fact
that AMR is biased towards English, as pointed out by the creators. Although there
have already been efforts to translate AMR to other languages, it is more beneficial
to have approaches that can be straightforwardly extended to other languages and
are not tailored to only a specific one. Furthermore, the fact that in AMR the
representation of a whole sentence is conflated in only one graph does not facilitate
semantic tasks that require stepwise access to different kinds of information, e.g.,
semantic similarity or NLI tasks. Finally, AMR has no model theory; e.g., man and
every are the same type of node. But if man refers to a set of men in the world, it
is not clear what every refers to.

2.5.4

Universal Conceptual Cognitive Annotation (UCCA)

The Universal Conceptual Cognitive Annotation (UCCA) is a further graphical semantic representation, also based on manual annotation and aiming at providing
large training corpora for statistical approaches. It was introduced by Abend and
Rappoport (2013) and has since gained much attention. One of its main merits is
that it is not a language-specific representation, already comprising three languages
(English, German, French) and planning to expand to others, e.g., Hebrew. Its main
goal is to capture the predicate-argument structure of a sentence in a way that abstracts away from syntactic details. It is inspired by typological principles and the
Basic Linguistic Theory (BLT) (Dixon, 2005, 2010). It aims at an intuitive annotation, also cross-linguistically, that can be done by non-experts. UCCA is designed
as a multi-layer structure that allows extending it in an open-ended way. Most work
has been completed for the foundational layer of UCCA, which captures the grammatically relevant information and covers the major semantic phenomena. Other
potential layers are, for example, a coreference layer.
The main structure in UCCA is a tree, where the tokens and some additional internal nodes are the leaves which are connected by a small set of semantic relations.
Additional remote edges represent argument sharing. More precisely, the most basic
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notion in the foundational layer of UCCA is the Scene. A Scene can either describe
some movement or action, or otherwise a temporally persistent state. A Scene usually has a temporal and a spatial dimension. Sentences can contain multiple scenes.
Every Scene contains one main relation, which is marked as a Process (P), if the
Scene evolves in time, or otherwise as a State (S). Scenes can have participants
(i.e., arguments) (A) and adverbials/times (i.e., modifiers) (D). As an example, the
sentence Woody generally rides his bike home contains a single Scene with three As,
Woody, his bike and home, and one D generally. The sentence is also illustrated in
its graphical form in Figure 2.9. Not all relation words evoke a Scene. From the
non-Scene relations, Elaborators (E) apply to a single argument, while Connectors
(N) are relations that apply to two or more entities in a way that highlights the fact
that they have a similar feature or type. The arguments of non-Scene relations are
marked as Centers (C). For example, in the expression hairy dog, hairy is an E and
dog is a C. In John and Mary, John and Mary are C, while and is a D. Finally, any
other type of relation between two or more units that does not evoke a Scene is a
Relator (R). For example, in the sentence I saw cookies in the jar, in relates the jar
to the rest of the Scene. Words that do not refer to a specific participant or relation,
but instead function only as part of the construction they are situated in, are called
Functions (F). So, in the sentence It is likely that John will come tomorrow, it does
not refer to any specific entity or relation and is thus an F.

Figure 2.9: The UCCA graph of the sentence Woody generally rides his bike home.
UCCA graphs need not be rooted trees: argument sharing across units will give
rise to reentrant nodes. For example, in the more complex example of Figure 2.10,
technique is both a Participant in the scene evoked by similar and a Center in the
parent unit.
UCCA already comprises a large parallel corpus in English, French and German.
Specifically, the work 20,000 Leagues under The Sea by Jules Verne has been annotated with UCCA structures in the three languages. For English, there are also
annotated web texts available. The inter-annotator agreement of these corpora is
around 80%. Based on these corpora, there are attempts to build semantic parsers,
which automatically produce UCCA structures. The first such instance of a parser
has been the TUPA parser by Hershcovich et al. (2017), which has been followed by
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Figure 2.10: The UCCA graph of the sentence A similar technique is almost impossible to apply to other crops, such as cotton, soybeans and rice.
other parsers built for the SemEval-2019 Task on Cross-Linguistic Semantic Parsing with UCCA (Hershcovich et al., 2019) and the Meaning Representation Parsing
Task at the Conference for Computational Language Learning (CoNLL) (Oepen
et al., 2019), e.g., Marzinotto et al. (2019), Tuan Nguyen and Tran (2019), Lyu et al.
(2019), Pütz and Glocker (2019), Taslimipoor et al. (2019), Yu and Sagae (2019).
UCCA is a less-studied approach than DRS, AKR and AMR so that its main
merits and limitations are only beginning to be studied. One clear problematic point
is that UCCA does not distinguish different argument roles. So, in the example in
Figure 2.9, Woody and his bike are both Participants (A), although in more traditional semantic theories they would be distinguished as an agent and a theme,
respectively. Such a distinction can be useful in semantic tasks like NLI. Furthermore, the representation is built in a way that a modification of a head causes major
changes to the graph structure so that accurate parsing becomes challenging. Finally, it seems that UCCA is lacking a clear concept of more traditional syntactic
and semantic principles.

2.6

Summary and Conclusion

This chapter introduced the relevant background for the study of NLI and for the
implementation of the hybrid NLI system. After having introduced the task of Natural Language Inference in its two- and three-way formulation, the value of the NLI
reasoning task was shown through a brief discussion of the applications of NLI. This
was followed by a detailed presentation of the approaches employed for NLI, ranging
from more simple and superficial to more complex and deeper approaches. Along
with the various approaches, I have also discussed the current state-of-the-art and
some of its limitations, by presenting relevant work that has exposed the weaknesses
of the currently commonly used approaches. Furthermore, I have introduced some
of the most well-known approaches to semantic parsing that are also relevant for the
semantic representation built within this thesis.
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Several conclusions can be drawn from the background chapter. First, defining
NLI is challenging as the formal definitions of entailment and contradiction are too
strict for the purposes of NLP, but the looser definitions used within NLI allow
too much room for interpretation. This large interpretation space leads to severe
challenges when implementing an inference system as this cannot straightforwardly
capture the notion of “as typically inferred by humans" that the looser definitions
require. Some of these challenges are addressed in Chapter 4. Despite the challenges
and complexity of the task, NLI has been shown to be an integral part of various
NLP applications that rely on some notion of reasoning and entailment. This means
that efforts to develop better NLI systems can contribute not only to the improvement of the task itself, but also to an improved NLU domain in general. Better NLI
systems will have to rely on a combination of the available approaches, as it was
shown that each of them has serious drawbacks. Shallow methods, considering only
the superficial tokens of the sentences can solve easy problems, but are proven insufficient for complex cases. Complex problems are better approached with logic-based
methods, which can achieve high levels of precision but are harder to translate into
from natural language. ML and DL approaches have managed to reach high performance and have contributed great advances to the field, but reach their limits with
hard linguistic problems, as they have not yet learned to efficiently generalize. Thus,
more promising seem the hybrid approaches, which consider formal representations
and statistics at parallel, and recent semantic approaches, which conduct informal
reasoning on informal representations. The semantic approaches have gained special
attention, also due to the increased interest in semantic parsing. Although the task
of semantic parsing is not at all new, it seems that the focus of the current semantic
parsing approaches has shifted. Recent methods focus on the construction of large,
human-annotated corpora, on which statistical or DL models can be trained. The
two most dominant approaches presented here fulfill this desideratum, but seem to
lack other properties of older, more carefully designed semantic representations.
On these grounds, I investigate the implementation of a hybrid NLI system,
capable of exploiting the merits of logical and semantic approaches (see Chapter
6), while incorporating the strengths of current DL methods and mitigating their
weaknesses (see Chapter 7). For a suitable implementation, I first investigate the
kind of available NLI data and their characteristics in Chapter 4. In Chapter 5,
I investigate an appropriate semantic representation which allows for the kind of
inference mechanism I implement. Before detailing the investigation on the available
NLI data and on an appropriate semantic representation, the relevant theories for
the kind of inference proposed in this thesis is presented in Chapter 3.

Chapter 3

Inference and Logic
3.1

Introduction

This chapter introduces the necessary theories for the semantic representation and
inference mechanism that are proposed in this thesis and exploited in the implemented NLI system. First, it is necessary to analyze the notion of inference in a
more detailed way to make clear in what ways humans perform inference and what
phenomena and cases are dealt with by inference. An understanding of these inference phenomena will also make clear the requirements for the implemented system,
i.e., the cases that should be targeted and solved by the system. Particularly, the
notions of linguistic knowledge, common-sense knowledge and world-knowledge are
discussed, in an attempt to outline, when possible, the boundaries for each of them.
Linguistic knowledge is further divided into entailments, conventional implicatures
and conversational implicatures. A presentation of the phenomena that inference
encompasses is given in Section 3.2. The implemented system attempts to tackle
these inference phenomena with semantic representations inspired from the principles of Description Logic (DeL) and with an inference mechanism based on Natural
Logic (NL). Description Logic is a relatively recent theory, mostly known in the
field of real-world NLP applications, where it has mainly been used for representing
knowledge bases and computing inference on them. Natural Logic has existed since
Aristotle, even if its formal formulation and rise came much later in the 19th century.
Natural Logic has mostly been known in the field of Logic and Semantics, although
since its rebirth in the 1990’s it has also been employed for Natural Language. A
brief history and the basic foundations of Description Logic are discussed in Section
3.3. The section also outlines some of the limitations of the theory. Section 3.4
provides an overview of the history of Natural Logic and also presents its main principles. Again, some of the limitations of the theory are analyzed. The last section
summarizes the main phenomena that are targeted within inference, as well as the
foundations of Description and Natural Logic.
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Chapter 3. Inference and Logic

The Notion of Inference

The definition of entailment as given by Dagan et al. (2005) (cf. Section 2.2.1) says
that “[...] P entails H if the meaning of H can be inferred from the meaning of P,
as would typically be interpreted by humans." Although this definition is implicit
in all inference tasks, also the ones assuming a three-way classification of inference,
it is clear that “typically interpreted by humans" assumes human understanding of
language, i.e., linguistic knowledge, but also common background knowledge, i.e.,
common-sense and world-knowledge. However, the distinction between linguistic
and background knowledge is vague as there are no good definitions for linguistic
knowledge, common-sense knowledge and world-knowledge; the notions underlie everything we say or write. For example, most of the Western world uses a common
view of time to describe events, and Euclidean geometry to describe space, leading
to shared calendars and measurement systems; trying to separate such a notion from
linguistic knowledge would be impossible. This is also the main conclusion of a series of papers on whether and how such background knowledge can and should be
integrated in the NLI task (Zaenen et al., 2005, Manning, 2006, Crouch et al., 2006).
At this point, it is also important to note that Dagan et al.’s definition of entailment has a further implication: the entailment is said to hold only if the statement in
P licenses the statement in H, i.e., the content of P and common knowledge together
should entail H, and not common knowledge alone. What this means can be seen in
examples (1) and (2).
(1)

P: Excessive amounts of pesticides and chemical fertilizers may be poisoning
huge tracts in India.
H: Pesticides ruin fruits.

(2)

P: The king of France is bald.
H: The king of France has no hair.

In (1) we cannot take P to entail H because the information that P gives us says
nothing about pesticides ruining fruits. It is part of human world-knowledge that
pesticides are bad for fruits and vegetables. However, we cannot use only this worldknowledge to judge the pair; we have to consider P to judge it. A similar but opposite
example of this restriction is (2): based on P, H is entailed because bald means with
no hair. However, our world-knowledge tells us that France does not have a king,
let alone a bald one, so maybe the pair should not be a valid inference at all because
it does not make correct assertions. Here, it is important to make the distinction
between two aspects of the truth value of an utterance, as discussed by Zaenen et al.
(2005). One aspect is the trustworthiness of the utterer and the other is the stance
of the utterer vis-a-vis the truth of the content or, in other words, the veridicity of
the content. The former concerns the truth of the content of the utterance and goes
beyond what can be inferred from texts: in example (2), we might be able to judge
the truth but this is not the case for all potential examples. Consider (3): we cannot
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possibly know whether John really went to the cinema or not. Thus, the latter view
is needed where we are only interested in the veridicity of the content, i.e., in the
stance that the author takes vis-a-vis the events or states described. We have to
assume a trustworthy author so that veridical statements are also true. We have to
assume that John did go to the cinema, as “humans would typically interpret it".
(3)

P: John went to the cinema after school.
H: John was at the cinema after school.

In the remaining of this chapter, I follow Zaenen et al. (2005) in introducing
the three classes that linguistic knowledge and inference encompass: entailments,
conventional implicatures, conversational implicatures (based on Horn’s types of inference). A complete analysis of these notions is beyond the scope of this thesis, but
their brief introduction should give an idea to the reader of the kinds of inferences
the implemented system deals with. The interested reader is referred to more recent work by the XPRAG1 group, where the notions of inference are studied more
closely experimentally, e.g., Benz et al. (2019), Bade and Schwarz (2019), Gotzner
et al. (2018), Leffel et al. (2016), Benz and Gotzner (2014). The notion of commonsense and word-knowledge is also captured through examples. Edge cases between
linguistic and background knowledge are also discussed.

3.2.1

Entailments

The most straightforward and uncontroversial type of inference that we perform is
the simple entailment, i.e., the inferences that can be made based on what is asserted
in a text. Entailment can safely be considered a linguistic kind of knowledge. An
entailment is a case of a direct assertion based on P. So, from the sentence P in (4),
we can conclude that Barack Obama was in New York on Sunday night. In other
words, we can say that the second sentence is true when the first sentence is true
(and assuming we are talking about the same Barack Obama, the same New York
and the same Sunday), just by virtue of what the words mean. Computationally,
we can easily get lexical knowledge from a lexical resource like WordNet (Fellbaum,
1998). In a simple example like the one in (5), we can look up murder and see that
it is a specific “kind" of killing and thus that murdering should entail killing. Such
lexical resources that resemble traditional dictionaries or thesauri often order terms
in a hierarchy that encodes less specific relations at the top of the hierarchy and more
specific at the bottom. With such a structure, the replacement of a more specific
term with a less specific term ensures that the term becomes less specific (an upward
monotonic relation) and thus leads to an entailment2 . In contrast, for a case as in
(6), where the term animal is replaced by a more specific term dog, the entailment
1
2

Available under https://www.xprag.de/
More details on monotonicity are given within Section 3.4
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does not hold, and in fact, we cannot make any claims for the pair (neutral).3
(4)

P: Barack Obama arrived in New York on Sunday night.
H: Barack Obama was in New York on Sunday night.

(5)

P: Bill murdered John.
H: Bill killed John.

(6)

P: The animal was black and white.
H: The dog was black and white.

Apart from the synonymy/hypernymy/hyponymy kinds of entailments, lexical items
can also establish a whole/part (meronymy) relation. For the example in (5), we
could have the H in (7): in this pair, we would then still have a lexical inference,
since the event described in H is a sub-event of what is described in P.
(7)

H: John died.

The implemented system of this thesis attempts to deal with both types of entailment
by including the relevant information from resources like WordNet.

3.2.2

Conventional Implicatures

Making assertions is only one part of human communication. Often, speakers/authors
“conventionally implicate" things. Conventional implicatures are also known as presuppositions, but I follow Karttunen and Peters (1979) in making no distinction between the two.4 A conventional implicature is a statement with a speaker-oriented
entailment and is independent of the at-issue 5 entailment. In other words, a conventional implicature conveys information not only about the actual entailment of
the statement, the at-issue entailment, but also about other extra information, e.g.,
about how the speaker of the utterance conceives the statement, how the listener
should conceive it, etc. To make the notion clearer, consider (8), borrowed from
Potts (2005). From this example, we learn that the speaker must mow the lawn but
also that she does not enjoy doing that; thus, the use of damn suggests that the
discourse should be interpreted so that the lawn-mowing is viewed negatively.
(8)

I have to mow the damn lawn.

Another representative example is given by Zaenen et al. (2005): when somebody
says (9), we learn something about the speaker’s as well as Bill’s beliefs, namely that
3

It should be noted that the inference here is not resolved through lexical decomposition, e.g.,
by decomposing murder and kill to cause to die, but by looking for more specific/general instances
of a word (i.e., computing monotonicity).
4
The term presupposition seems a less felicitous term because it tends to be confused with “old
information".
5
At issue entailment is understood as the general asserted content; “what is said" in terms of
Grice (1975).
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the author is committed to the belief that the earth is round. Such implications
are not considered to be part of what makes the sentence true, but the author is
committed to them the same way she is committed to an actual assertion. Thus,
conventional implicatures can be used the same way as assertions and can be part of
what textual inferences should be based on. This is also illustrated in conventional
implicatures rising out of supplemental expressions, as Potts (2005) puts it, e.g.,
appositives, parentheticals. An example from the RTE test suite is shown in (10):
the information in the appositive that Hanssen sold FBI secrets is not the main
information (the at-issue entailment) that the utterance wants to convey but rather
background information, which can be left un-accommodated for.
(9)
(10)

Bills acknowledges that the earth is round.
P: The New York Times reported that Hanssen, who sold FBI secrets to the
Russians, could face the death penalty.
H: Hanssen sold FBI reports to the Russians.

Other types of embedded clauses that are conventionally implicated are temporal
adverbials (except for before and until ), as shown in (11), and adverbial expressions
such as evidently, again or still, as shown in (12).
(11)

P: During his stay in Paris, John took painting lessons.
H: John stayed in Paris.

(12)

P: John will visit the museum again.
H: John has already visited the museum.

Since conventional implicatures are independent from the at-issue entailment,
and are speaker-oriented, they normally survive under negation. The examples in
(13) and (14) show that negation does not flip the implication made: both Ps conventionally implicate their Hs. This characteristic makes them more interesting and
challenging for practical applications, such as an NLI system, which have to be able
to compute the implications both in affirmative and negative contexts.
(13)

P: John realized that Mary was right.
H: Mary was right.

(14)

P: John didn’t realize that Mary was right.
H: Mary was right.

The partial listing of cases of conventional implicatures is by no means exhaustive,
but aims at giving the interested reader some understanding of the concept. The
implemented NLI system only deals with conventional implicatures stemming from
verbs or their negation (cf. (9), (10), (13) and (14)). The augmentation of the
system with further structures is left for future work.
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3.2.3

Conversational Implicatures

A further type of speaker commitment are conversational implicatures. Conversational implicatures go back to Grice (1989), but have also been studied in detail by
Horn (2003). A conversational implicature is a statement that assumes that, in absence of evidence to the contrary, a collaborative interlocutor will say as much as she
knows. This is based on Grice’s maxims. So, if Mary says that she has four children,
we tend to conclude that she has no more than four. However, such implicatures
can be easily waived without a contradiction arising. In the example in (15), we are
first informed that the person did not eat some of the cake, which makes us think
that they did not eat any of the cake. However, the sentence continues to tell us
that the person in fact ate all of it, in a way that the sentence does not become
self-contradictory.
(15)

He did not eat some of the cake, he ate all of it.

In inference tasks, there is typically little context given for the judgment of a
pair. This means that inferences based on conversational implicatures might be
wrong. Therefore, in the implemented NLI system, inferences coming from generalized conversational implicatures are not explicitly resolved into an entailment.6
Examples of generalized inferences that an NLI system could be considering as such,
in the absence of further evidence, are given in (16), (17) and (18).
(16)

I had the time to read your paper.
conversationally implies that I read your paper. But it could be followed by
but I decided to go play piano instead.

(17)

Some soldiers were killed.
conversationally implies that not all of them were killed. But it could be
followed by In fact, we fear that all of them are dead.

(18)

He certainly has three children.
conversationally implies that he doesn’t have more than three children. But
it could be followed by In fact, he has five, three daughters and two sons.

The other type of conversational implicatures, the particularized conversational
implicatures, arise by virtue of something being said or not being said. The famous
example from Grice (1975) uses a recommendation letter where the author says that
“Jones has beautiful handwriting and his English is grammatical". This is then an
implicature that those are Jones’ best qualities and he is thus not smart, creative,
hard-working etc. Making particularized conversational implicatures requires worldknowledge: one has to know a considerable amount about recommendation letters
and how they are normally written for this implicature to arise. The NLI task
6

See Section 3.4.2.6 for more details concerning generalized conversational implicatures arising
from one-way implicatives.
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would be closer to human reasoning if it could consider such inferences. However, at
the moment, the kind and amount of world-knowledge required for such reasoning
is not available in a way that can be injected into automatic systems. Thus, the
implemented system does not deal with particularized conversational implicatures.

3.2.4

Background Knowledge

As mentioned before, there is no clear definition of background knowledge. It is clear
that background knowledge comprises common-sense and world-knowledge, but the
definition of those is also vague. Generally, common-sense and world-knowledge is
knowledge about how people usually do things, how the world works, how specific
activities and events take place, how things “normally" work. Personally, I consider world-knowledge a superset of common-sense, where all cases that fall under
common-sense also fall under world-knowledge, but not vice-versa. What I consider
to belong only to world-knowledge is actual knowledge about the current state of affairs in the world, as it is made clear in the following examples. Viewing background
knowledge in this way can address the controversy around examples like the ones
presented in the following. The examples originate from the datasets studied in this
thesis (more on the datasets in Chapter 4).
For the pair in (19), we need our background knowledge that turning on the
microwave requires the pushing of some buttons and that therefore some button
must have been pushed (excluding the future scenario where the microwave might
be navigated by voice). A further example is the pair in (20): although we know that
catching is not a synonym of biting, we also know that concerning dogs, catching
something can only be done in a way that involves biting it. Thus, this pair should
be an entailment. Another example is the pair in (21). In this example, we are able
to say that there is an entailment because, even if we do not know the meaning of the
word stenograph, our background knowledge tells us that a stenograph should be a
machine used for stenography, following other more known patterns, like typewriter
and machine used for typing. In the example in (22), it is again our understanding
of the world that tells us that this is probably an entailment, although it could be
the case that the man is holding an umbrella (but following Grice’s informativity,
we assume that we would have been given this detail if it would have been true).
(19)

P: One man is turning on the microwave.
H: The buttons of a microwave are being pushed by a man.

(20)

P: A dog is catching a black frisbee.
H: A dog is biting a black frisbee.

(21)

P: The man is cautiously operating a stenograph.
H: A man is typing on a machine used for stenography.

(22)

P: The man is sitting in the rain.
H: The man is wet.
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Deciding whether such examples require world-knowledge or common-sense to be
solved is not straightforward. For some it might even be hard to differentiate between
the two notions altogether. But by viewing world-knowledge as an overarching term,
we avoid the need to distinguish between these fine-grained nuances of inference.
On the other hand, examples requiring actual knowledge about the current state
of affairs in the world are easier to be clearly identified as world-knowledge. For
example, a pair like (23), requires our knowledge that currently this specific person
serves a specific role. For me, such knowledge can only be part of world-knowledge;
nothing in our common sense tells us that it is within the normal course of events
that this specific person, or any person for that matter, is to serve a specific role.
Additional examples like (24) can also rather be resolved due to our world-knowledge
that Germany and Greece are two distinct countries on the map, than to commonsense. The example in (25) shows how cultural aspects can also be part of worldknowledge: depending on whether we know that football can be either the American
football or the European soccer, we can say that P entails H or not. Although such
examples seem easier to be classified as world-knowledge cases, it is also clear that
the distinction between common-sense and world-knowledge is not clear-cut. Thus,
in this thesis, based on the proposed division, I adopt the term world-knowledge as
a cover term for both notions.
(23)

P: Angela Merkel announced a new law today.
H: The chancellor of Germany announced a new law today.

(24)

P: The German minister gave a speech.
H: The Greek minister gave a speech.

(25)

P: Different teams are playing football on the field.
H: Two teams are playing soccer.

The presented examples also show that the integration of sufficient world-knowledge
in inference systems is not an easy task. First, it is not trivial to capture all available
world-knowledge a human possesses: there is no “one" true world-knowledge and even
if there was, our world-knowledge is constantly changing and increasing. Previous
attempts to exhaustively encode world-knowledge in ontologies or similar structures
have partly failed because there is just too much of it (cf. Domingos (2015), Schulz
et al. (2009)). Furthermore, including it in systems is not easy because this knowledge has to be available in some computationally-processable format. In line with
this hardship, the implemented system of this thesis only attempts to capture and
process the amount of world-knowledge available in public resources, such as SUMO
(Niles and Pease, 2001, 2003) (more details on SUMO are given in Chapter 6), and
in language representation models, such as BERT Devlin et al. (2019) (see Section
2.4.3 for more details).
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Edge Cases

Within this general vagueness of the boundaries of each of the kinds of knowledge,
there are edge cases that deserve special mention because they are pervasive and they
are at the borderline between linguistic and world-knowledge: temporal relations and
spatial relations. Knowing that Tuesday follows Monday or that there are leap years
and non-leap years or that on an Eucledian space, the place and movement of objects
is a specific one, fits squarely on the borderline between linguistic and background
knowledge. The two are so close to one another that they cannot be separated. It
is similar with knowledge about colors, shapes, professions, etc. For example, P: A
woman is posing for a photo. H: A model is posing for a photo, brings our knowledge
about the world to its limits: first, what is a good definition of a model and is that
part of our linguistic or world-knowledge? Most importantly, is every person who
poses for a photo also a model? Based on our world-knowledge, no: everybody poses
for a photo from time to time, being them models or not. So, not only is it not clear
what kind of knowledge is addressed here, but it is also not clear what label such a
pair should have. There is also no way of “looking up" such a term in a dictionary
or other resource and finding a satisfactory answer. More discussion of such cases
follows in Chapter 4.

3.3

Foundations of Description Logics (DeL)

Description Logics (DeL) are a family of formal languages that were introduced to
provide a semantic (logic-based) interpretation to knowledge representations (i.e.,
knowledge graphs) and to enable reasoning with such structures. They were given
their current name in the 1980’s, while previously they were known as terminological
systems and later as concept languages. As formal languages, they contain a specific
syntax and semantics and allow for specific kinds of reasoning. Their formulation
rely on their ancestors and therefore the brief history of DeL, following in the next
section, introduces the basic concepts that were later exploited by DeL. A complete
presentation of DeL is offered by Baader et al. (2003), on whose work the following
introduction into DeL is based. The main principles of DeL are used for the implementation of the proposed semantic representation of this thesis, on which the
inference mechanism is applied.

3.3.1

Brief History of DeL

Attempts to capture and model parts of common-sense and world-knowledge presented in the previous section go back to the 1970’s. The attempts focused on
building suitable knowledge representations (KR), as they were known, that can hold
high-level descriptions of the world and can be used to build intelligent systems. The
approaches to KR that were developed in the 1970’s can be roughly divided into two
categories: logic-based formalisms and non-logic-based representations. The former
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were based on the power of FOL as their representation language and reasoning with
them amounted to verifying logical consequences. These were similar approaches to
the logical natural language representations presented in Chapter 2, e.g., DRT. In
contrast, the latter representations were based on graphical interfaces, where knowledge is represented by specific ad hoc data structures (graphs) and reasoning is
conducted through similarly ad hoc procedures that manipulate these structures.
Among these representations we find semantic networks and frames.
Semantic Networks were developed based on the work of Quillian (1967) with
the goal of describing the knowledge and reasoning of a knowledge representation
system by means of network-shaped cognitive structures. Later systems shared similar goals (Minsky, 1974) by relying on the notion of a “frame" as a prototype and
on the capability of expressing relationships between frames. Despite the significant
differences between semantic networks and frames, both of them have a network
structure, which represents sets of individuals and their relationships. More precisely, a network’s elements contain nodes and links. Nodes are used to describe
concepts, i.e., sets or classes of individual objects, and links are used to capture
relationships between them. More complex relationships are sometimes represented
as nodes. Additionally, concepts can have simple properties, attributes, which are
typically attached to the corresponding nodes. A simple example of a network is
given in Figure 3.1. The network holds knowledge concerning persons, parents, children, etc. The structure in this figure is also called a terminology and its aim is to
represent the generality/specificity of the concepts involved. For instance, the link
between Mother and Parent says that “mothers are parents" (sometimes called an
IS-A relationship).

Figure 3.1: A sample semantic network (Baader et al., 2003).
The IS-A relationship defines a hierarchy over the concepts and allows for the
principle of inheritance of properties: when a concept is more specific than another,
it inherits the properties of the more general one. So, in the example in Figure 3.1,
if a Person has an age, then a Mother also has an age. An important characteristic
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of such networks is their ability to represent other kinds of relationships between
concepts, apart from the IS-A relation. In Figure 3.1, we can see that the concept
of Parent has a further property (role) associated with it, expressed with a link
from the concept to a role-node labeled hasChild. The role has a so-called value
restriction, denoted by the label v/r, which expresses a limitation on the range of
types of objects that can fill this role, i.e., fill the notion of a Child. Additionally, the
role-node has a number restriction (1,NIL): the first number is a lower bound on the
number of children and the second number is the upper bound; NIL means infinity.
Thus, the representation of the concept Parent can be read as “A parent is a person
who has at least one child and all of his/her children are persons." According to
the principle of inheritance of properties, relationships of this kind are also inherited
from more general concepts to the more specific ones. In this example, Mother,
i.e., a female parent, is a more specific descendant of both the concepts Female and
Parent, and as a result it inherits from Parent the link to Person through the role
hasChild. In this way, Mother inherits the restriction on the hasChild role from
Parent. Many more implicit relations can be established based on such a network:
the more complex the relations among concepts, the harder to give a characterization
of the kind of relationships that can be computed and how this can be done without
asserting wrong relations or failing to recognize some of them.
Thanks to their world-knowledge-centered origins, such networks were considered more appealing and effective from a practical point of view than logic-based
systems. However, they lacked a precise semantic characterization, so that every
system behaved and reasoned differently from the others – even if their components
or relationship names seemed identical. This raised the question as to how to provide
semantics to such representation structures, so that both the notion of hierarchical
structure of such networks and the corresponding ease of representations is exploited,
and efficient and precise reasoning is facilitated. An important step in this direction
was the realization that frames could be given a semantics by relying on FOL (Hayes,
1979): the basic elements of the representations become unary predicates, denoting
sets of individuals, and binary predicates, denoting relationships between individuals. However, this “transformation" does not capture the constraints of semantic
networks and frames with respect to logic; more machinery of FOL would need to be
used. The most significant consequence of this realization was that the typical forms
of reasoning used in structure-based representations could be accomplished without
FOL theorem provers, but instead through specialized reasoning techniques. This
realization opened the way for research in the area of Description Logics (DeL); DeL
was first called terminological systems to emphasize that the representation language
was to establish the basic terminology adopted in the modeled domain. Later, DeL
was known as concept languages to emphasize the fact that a set of concept-forming
constructs were admitted in the language. In more recent years, the name Description Logics became popular, after the attention was shifted towards the properties
of the underlying formal, logic-based semantics (Brachman, 1977, 1978). This se-
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mantics puts emphasis on reasoning, which allows one to infer implicitly represented
knowledge from the knowledge that is explicitly contained in the knowledge graph.
A further important feature of DeL is that the reasoning process behind it aims at a
decision procedure, i.e., unlike FOL provers, the reasoning procedure should always
terminate in a reasonable time and be able to deliver a positive or a negative answer.

3.3.2

Principles of DeL

DeL has been shaped by three main ideas, first put forward in Brachman’s (1978)
work on structured inheritance networks. First, the basic syntactic building blocks
are atomic concepts (unary predicates), atomic roles (binary predicates), and individuals (constants). Second, the expressive power of the language is restricted
in that it uses a rather small set of (epistemologically adequate) constructors for
building complex concepts and roles. Third, implicit knowledge about concepts and
individuals can be inferred automatically with the help of inference procedures. In
particular, subsumption relationships between concepts and instance relationships
between individuals and concepts play an important role: unlike IS-A links in semantic networks, which are explicitly introduced by the user, subsumption relationships
and instance relationships are inferred from the definition of the concepts and the
properties of the individuals.
The architecture of a KR system based on DeL is illustrated in Figure 3.2. A
knowledge base (KB), as it is called, (i.e., an extended knowledge graph) comprises
two components, the TBox and the ABox. The TBox introduces the terminology, i.e.,
the vocabulary of an application domain, while the ABox contains assertions about
named individuals in terms of this vocabulary. The vocabulary consists of concepts,
which denote sets of individuals – those individuals that instantiate the concept, and
roles, which denote binary relationships between individuals. Additionally to atomic
concepts and roles, all DeL systems allow for complex descriptions of concepts and
roles. The TBox can be used to assign names to those complex descriptions and
the specific language for building such descriptions is a characteristic of each DeL
system. The description language has a model-theoretic semantics; thus, statements
in the TBox and in the ABox can be identified with formulae in FOL or sometimes a
slight extension of it. A DeL system not only stores terminologies and assertions, but
also offers services that reason about them. Common reasoning tasks for a TBox
are to determine whether a description is satisfiable (i.e., non-contradictory) and
whether some description is more general than another one, i.e., whether the first
subsumes the second. Main tasks for an ABox are to find out whether its set of
assertions is consistent, i.e., whether there is a model, and whether the assertions
entail that a particular individual is an instance of a given concept description.
Satisfiability checks of descriptions and consistency checks of sets of assertions are
used to determine whether a KB is meaningful at all. With subsumption tests,
the concepts of a terminology can be organized into a hierarchy according to their
generality. A concept description can also be conceived as a query, describing a set
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of objects. Thus, with instance tests, the individuals that satisfy the query can be
retrieved.

Figure 3.2: Architecture of a knowledge representation system based on Description
Logics (Baader et al., 2003).

3.3.2.1

Basic description language AL

Elementary descriptions are atomic concepts, atomic roles and individuals. Complex descriptions are built from them inductively with concept constructors. Atomic
concepts are represented by the letters A and B, atomic roles by R and concept descriptions by C and D. Description languages are distinguished by the constructors
they provide; in the following, one of the basic description languages ALC (=attributive language with complements) (Schmidt-Schauß and Smolka, 1991) is presented.
Concept descriptions in ALC are formed based on the syntax rules in (26).
(26)

C, D → A| (atomic concept)
>| (universal/top concept)
⊥| (bottom concept)
¬A| (atomic negation)
C u D| (intersection)
∀R.C| (value restriction)
∃R.> (limited existential quantification)

This syntax means that negation in ALC can only be applied to atomic concepts and
that only the top concept is allowed in the scope of an existential quantification over
a role. To make clearer what can be expressed in ALC, we take Person and Female
to be atomic concepts. Then, Person u Female and Person u ¬Female are ALC
concepts, describing, roughly, those persons that are female and those that are not
female. If we also suppose that hasChild is an atomic role, we can form the concepts
Person u ∃hasChild.> and Person u ∀hasChild.Female, denoting those persons that
have a child and those persons all of whose children are female. We can also describe

68

Chapter 3. Inference and Logic

the persons without a child by using the bottom concept and the concept Person u
∀hasChild.⊥.
To define a formal semantics of ALC-concepts, we consider interpretations I that
consist of a non-empty set ∆I (the domain of the interpretation) and an interpretation function, which assigns to every atomic concept A a set of individuals AI ⊆
∆I , to every atomic role R a binary relation RI ⊆ ∆I × ∆I and to every individual
name an individual. The interpretation function is extended to concept descriptions
by the inductive definitions in Table 3.1.
Concept Term
A
>I
⊥I
(¬A)I
(C u D)I
(∀R.C)I

(∃R.>)I

Interpretation/Explanation
AI
the set of individuals for which A holds
∆I
the universal concept, holds of all individuals
ø
the empty concept, holds of no individuals
∆I \ AI
the individuals for which A does not hold
C I ∩ DI
the individuals for which both C and D hold
{a ∈ ∆I |∀b.(a, b) ∈ RI → b ∈ C I }
universal role restriction:
the set of individuals such that all the objects they stand in
the R role to are in C
{a ∈ ∆I |∃b.(a, b) ∈ RI }
limited existential quantification:
the set of individuals that stand in the R role to other individuals

Table 3.1: Concept Construction and Interpretation in ALC.
We say that two concepts C and D are equivalent (C ≡ D), if C I = DI for all
interpretations I. So, the two expressions ∀hasChild.Female u ∀hasChild.Student
and ∀hasChild.(Female u Student) are equivalent.
3.3.2.2

More expressive description language

We can obtain more or less expressive languages based on the operators included in
them. So, for example, to express union of concepts (denoted by U), we write C t D,
which can be interpreted as (C t D)I = C I ∪ DI .
Full existential quantification (denoted as E) is expressed by ∃R.C and interpreted
as (∃R.C)I = {a ∈ ∆I |∃b.(a, b) ∈ RI ∧ b ∈ C I }. ∃R.C differs from ∃R.> in that
in the former, arbitrary concepts are allowed within the scope of the existential
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quantifier.
Number restrictions (denoted as N ) are indicated as > nR (at-least restriction) and 6 nR (at-most restriction), where n ranges over the natural numbers,
i.e., non-negative integers. The two operators are interpreted as (> nR)I = {a ∈
∆I |{b|(a, b) ∈ RI }| ≥ n} and (6 nR)I = {a ∈ ∆I |{b|(a, b) ∈ RI }| ≤ n}, respectively, where |.| denotes the cardinality of a set.
The negation of arbitrary concepts (denoted as C, for complement) is written as
¬C and interpreted as ¬C I = ∆I \ C I .
With these additional operators, we can describe further concepts. For example,
we can describe persons that have either not more than one child or at least three
children, one of which is female: Person u (6 1 hasChild t(6 3 hasChild u ∃
hasChild.Female)).
Extending AL (basic attributive language (without complements)) by any of
those constructors yields particular AL-languages, which we name by a string of
the form AL[U][E][N ][C], where a letter in the name stands for the presence of
the corresponding constructor. For example, ALEN is the extension of AL by full
existential quantification and number restrictions. However, from a semantic point
of view, not all languages are distinct. The semantics enforces the equivalences in
(27).
(27)

C t D ≡ ¬(¬C u ¬D) and ∃R.C ≡ ¬∀R.¬C.

This means that union and full existential quantification can be expressed by negation. Conversely, the combination of union and full existential quantification gives us
the possibility to express negation of concepts. Therefore, we assume that union and
full existential quantification are available in every language that contains negation
and vice versa. From this follows that all AL-languages can be written using only
the letters U, E, N .
3.3.2.3

Terminologies or the TBox

Apart from the complex descriptions of concepts presented before, ALC also includes terminological axioms, which make statements about how concepts or roles
are related to each other. Thus, terminological axioms make no direct reference to
individuals. In the most general form, such axioms have the form in (28-a) and
(28-b) where C, D are concepts and R, S are roles.
(28)

a.
b.

C v D (R v S)
C ≡ D (R ≡ S)

Axioms of the first kind are called inclusions and axioms of the second kind
equalities. The semantics are as expected: an interpretation I satisfies an inclusion
C v D if C I ⊆ DI , and it satisfies an equality C ≡ D if C I = DI . If T is a set of
axioms, then I satisfies T iff I satisfies each element of T . If I satisfies an axiom,
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then it is also a model of this axiom. Two axioms or two sets of axioms are equivalent
if they have the same models.
An equality, whose left-hand-side (LHS) is an atomic concept, is a definition.
Definitions introduce symbolic names for complex descriptions. For example, the
axiom Mother ≡ Woman u ∃hasChild.Person associates the symbolic name Mother
to the descriptions on the right-hand-side (RHS). Symbolic names may be used
recursively as abbreviations in other descriptions. So, if Father has been defined
analogously to Mother, we can also define Parent as Mother u Father. We call a
finite set of definitions T a terminology or TBox if no symbolic name is defined
more than once, i.e., if for every atomic concept A there is at most one axiom in
T whose LHS is A. A sample terminology of family relations is given in (29). The
atomic concepts that occur in such a terminology are divided into name symbols NT
that occur on the LHS of some axiom and the base symbols BT that occur only on
the RHS of the axioms. Name symbols are also called defined concepts, while base
symbols are also called primitive concepts.
(29)

3.3.2.4

Woman ≡ Person u Female
Man ≡ Person u ¬Woman
Mother ≡ Woman u ∃hasChild.Person
Father ≡ Man u ∃hasChild.Person
Parent ≡ Father t Mother
MotherWithManyChildren ≡ Mother >3 hasChild
MotherWithoutDaughter ≡ Mother t ∀hasChild.¬Woman
Grandmother ≡ ((Person u Female) u ∃hasChild.Person)
u ∃hasChild.(((Person u ¬(Person u Female))
u ∃hasChild.Person)
t ((Person u Female)
u ∃hasChild.Person))
World descriptions or the ABox

The second component of a KB is the world description or ABox. In the ABox, we
describe the state of affairs of an application domain in terms of concepts and roles.
Some of the concepts and role restrictions in the ABox may be defined names of the
TBox. In the ABox we introduce individuals, by making direct reference to them,
and we also assert properties of these individuals. We denote individual names as a,
b, c. Using concepts C and roles R, we can make assertions of two kinds, within an
ABox: C(a) and R(b, c). The former kind, a concept assertion, states that a belongs
to the interpretation of C (C holds of a) and the latter kind, a role assertion, states
that c is a filler of the role R for b (Role R holds between b and c). So, if PETER,
PAUL and MARY are individual names, then Father(PETER) means that Peter is
a father and hasChild(MARY,PAUL) means that Paul is a child of Mary. A fuller
sample of an ABox is given in (30).
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MotherWithoutDaughter(MARY)
Father(PETER)
hasChild(MARY, PETER)
hasChild(PETER, HARRY)
hasChild(MARY, PAUL)

An ABox is a finite set of such assertions. To give semantics to an ABox, we
extend the interpretation to individual names. An interpretation I = (∆I ,.I ) maps
atomic concepts and roles to sets and relations, respectively, as well as each individual
name a to an element aI ∈ ∆I . Distinct names denote distinct individuals.
3.3.2.5

FOL and Inferences

The purpose of a knowledge representation goes beyond storing concept definitions
and assertions. In fact, the semantics of concepts identifies ALC as a fragment of
FOL. Since an interpretation I assigns to every atomic concept and role a unary
and binary relation, respectively, over ∆I , we can view atomic concepts and roles
as unary and binary predicates. Then, any concept C can be translated effectively
into a FOL formula φC (x) with one free variable x such that, for every interpretation
I, the set of elements of ∆I satisfying φC (x) is exactly C I : an atomic concept A is
translated into the formula A(x); the constructors intersection, union, and negation
are translated into logical conjunction, disjunction, and negation, respectively. If C is
already translated into φC (x) and R is an atomic role, then universal role restriction
and existential quantification are captured by the formulae in (31), where y is a new
variable.
(31)

φ∃R.C (y) = ∃x.R(y, x) ∧ φC (x)
φ∀R.C (y) = ∀x.R(y, x) → φC (x)

Thus, a KB, comprising a TBox and an ABox, has a semantics that makes it equivalent to a set of axioms in FOL. So, like any other set of axioms, it contains implicit
knowledge that can be made explicit through inferences. So, from the TBox in (29)
and the ABox in (30), we can conclude that Mary is a grandmother, although this
knowledge is not explicitly stated as an assertion. Thus, a knowledge representation
system based on DeL is able to perform specific kinds of reasoning and inference.
3.3.2.6

DeL and the World Wide Web

Nowadays, the largest and most popular knowledge graph available is the World
Wide Web (WWW). The ever expanding WWW was viewed for a long time as being
limited by its reliance on languages such as HTML, that focus on presentation (i.e.,
text formatting) rather than content. Languages such as XML (Bray et al., 1998)
or RDF (Screiber and Raimond, 2014) do add support for capturing the meaning
and structure of Web content, but still do not exploit to its full extent the ever
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increasing range of information and services accessible via the Web. In other words,
the WWW does the easy task of presenting the information, but people are left with
the hard task of linking and interpreting this content. This state of affairs is nicely
captured by Bechhofer et al. (2003) in their presentation: on the left of Figure 3.3 we
see what a standard website looks like, while on the right we see what humans get
from a website. The left icon of Figure 3.4 schematically depicts what the computer
really sees on a website and the right icon shows how a mark-up such as XML can
put some structure to what the computer sees and allow it, for example, to separate
participants from locations and dates and other types of information.

Figure 3.3: What humans see (left) and understand (right) from a website (Bechhofer
et al., 2003).

Figure 3.4: What computers see (left) from a website and what they could see with
mark-up (right) (Bechhofer et al., 2003).
The need to provide the WWW information in a more efficient format for the
machines gave rise to the so-called Semantic Web (Berners-Lee et al., 2001). Semantic Web is an ongoing effort to give structure to the WWW and evolve it from a
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linked document repository into an application platform where “information is given
well-defined meaning, better enabling computers and people to work in cooperation"
(Berners-Lee et al., 2001). This is achieved by augmenting the existing layout information with semantic annotations that add descriptive terms to Web content, with
the meaning of such terms being defined in ontologies. But in order for the meaning
of such semantic annotations to be accessible to applications (as well as humans),
the ontology language used should have a precisely defined semantics and should
be amenable to automated processing. DeL appeared to ideally suit this role: it
has a formal logic-based semantics and it is equipped with decision procedures that
have been designed with the objective of being implemented in automated reasoning systems. This realisation led to the development of a number of languages that
brought DeL concepts to the Semantic Web (and the WWW), culminating in the
development of the Ontology Web Language (OWL)(Hitzler et al., 2012).
OWL is the ontology language for the Semantic Web, as recommended by the
World Wide Web Consortium (W3C). It extends previous Semantic Web formalisms,
like XML and RDF, and aims at bringing the expressive and reasoning power of
DeL to the Semantic Web (and the WWW). Since it is based on DeL, its has a welldefined semantics, its formal properties are well understood, it can make use of known
reasoning algorithms and it already has many implemented systems. Although a
comprehensive presentation of the RDF and OWL formalisms are beyond the scope of
this thesis, in a nutshell, OWL borrows from the syntax of RDF and imposes further
constraints on it: an RDF statement has the structure <subject> <predicate>
<object> to express the relationship between two resources. The subject and the
object represent the two resources and the predicate represents the nature of their
relationship. The relationship is phrased in a directional way (from subject to object)
and is called a property. Because RDF statements consist of three elements they are
called triples. Some sample triples are given in (32).
(32)

<Bob> <is a> <person>.
<Bob> <is a friend of> <Alice>.
<Bob> <is born on> <the 4th of July 1990>.
<Bob> <is interested in> <the Mona Lisa>.
<the Mona Lisa> <was created by> <Leonardo da Vinci>.
<the video ’La Joconde à Washington’> <is about> <the Mona Lisa>.

RDF-triples can also be represented as a graph, shown in Figure 3.5 taken from
RDF’s official documentation.7
Every resource in RDF belongs to a specific class, which is recursively a subclass of the mother-class Thing. Apart from the (default) subclass relation present
in RDF, OWL provides several other class constructors: unionOf specifies that a
class contains things that are from more than one classes, e.g., Restroom could be
7

https://www.w3.org/TR/rdf11-primer/#section-data-model
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Figure 3.5: Sample graph of the sample triples found in (32).
defined as a union of MensRoom and LadiesRoom, intersectionOf specifies that a
class contains things that are both in one and the other, e.g., Mother is defined as
an intersection of Parent and Female, complementOf specifies that a class contains
things that are not other things, e.g., Children are not SeniorCitizens. Additionally,
OWL restricts the freedom of RDF as to what kinds of entities can occur in triples:
in RDF, individuals, relations and classes can intermingle freely. We can state facts
about how classes relate to other classes (e.g., one is a subclass of the other), how
relations relate to other relations, and how individuals relate to relations and classes.
In contrast, in OWL, there is an attempt to tighten up this freedom of expression
for the resulting gain in inferential tractability.

3.3.3

Limitations of DeL and OWL

This brief presentation of the OWL formalism might give the impression that knowledge graphs like OWL are suitable for capturing natural language semantics and for
computing human tasks such as NLI. However, it should be made clear that DeL
and OWL-like graphs cannot offer a satisfactory solution for natural language, as
already discussed in Crouch and Kalouli (2018).
DeL is suitable as a pure logic of concepts: it conveniently models subsumption
relations, as well as the notion of restriction of concepts. Thus, it is suitable for
tasks like inference where these notions need to be exploited. It also offers a direct
translation to FOL, which again makes it attractive for inference tasks, if we choose
to rely on FOL for inference. However, this merit is at the same time a drawback: the
fact that the expressive power of DeL is restricted to FOL makes DeL face all issues
that logical approaches like FOL face for inference (see Section 2.4.4). As already
discussed there, translating natural language sentences to a logical representation like
FOL (or DeL for that matter) is not trivial and even if it was, FOL in its simplest
formulation is not adequate to express some of the semantics of natural language,
e.g., modals, temporal relations, etc. – extensions of FOL or higher-order-logics are
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required.
Second, OWL-like knowledge graphs only provide a limited number of class construction operations in comparison to the ones available in natural language. At
a class level, they mimic Booleans by defining complement (negation), intersection
(conjunction) and union (disjunction). We can therefore assert that Rosie is not a
cat by saying that she is an instance of the cat-complement class, and we can assert
that Rosie is a cat or a dog by asserting that she is an instance of the class formed
by taking the union of cats and dogs. But asserting, for example, that Rosie might
be a cat is not so straightforward as OWL classes or relations cannot express the
notion of modality.
Furthermore, all OWL-style representations are geared toward capturing positive facts about what is known, e.g., a knowledge graph in WWW might capture
positive facts with the triples < Rosie >< is >< a_cat > and < AngelaM erkel >
< is_chancellor > < of _Germany >. Then, two positive facts can establish a
negative, e.g., that cats and dogs are disjoint classes and that Rosie is a dog establishes that Rosie is not a cat. The fact that Merkel is a chancellor and that the role
of chancellor cannot be occupied by the head of the opposition party establishes that
Merkel is not head of the opposition party, etc. But the need to assert a negative
fact rarely arises in KBs: a KR would prefer to “wait" until the corresponding “incompatible" positive is known or even make up a positive fact that is incompatible
with the negative (e.g., that Rosie is a non-cat, Merkel is a non-head-of-opposition)
than to assert a negative fact. In other words, knowledge graphs, which are designed
to represent facts about the world rather than linguistic knowledge, are not well
set up to represent negation, disjunction, conditional or hypothetical contexts, etc.
Arguably, the world contains no negative, disjunctive, or hypothetical facts; just
positive facts that make them true. Natural language, by contrast, has to deal with
more partial assertions: it is full of negative, disjunctive, and hypothetical assertions
for which the justifying positive facts that make them true are not known.
Moreover, the Boolean and modal assertions of natural language express relationships between propositions (i.e., collections of triples, in the KR language), and
not between classes; but DeL and OWL take classes as their primitive structure
so that an assertion on a whole proposition is not possible. A further limitation
of such knowledge representations is shown by the work of Gardenförs (2014). He
makes the case for restricting natural language semantics to natural concepts within
a conceptual space. A conceptual space consists of a set of quality dimensions. A
point in the space is a particular vector along these dimensions. A natural concept
is a region (collection of points in the space) that is connected and convex. This
essentially means that the shortest path from one sub-region of a natural concept to
another does not pass outside of the region defined by the concept: natural concepts
are regions that are not gerrymandered. But OWL’s unions of classes can arbitrarily combine disconnected regions, and complements of classes can tear holes in the
middle of regions, i.e., they both produce undesired gerrymandering.
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Thus, OWL-style knowledge representations are not suitable for expressing natural language semantics and hence, the impression that there is substantial overlap
between these graphs and the natural language semantics representations of Section
2.5 should be abandoned.

3.4

Foundations of Natural Logic (NL)

The inference mechanism implemented in this thesis is based on a version of NL and
allows for some kinds of inference that standard NL systems cannot address, e.g.,
temporal and causal reasoning, paraphrases and relation extraction. Briefly, NL
attempts to do reasoning in natural language by using syntactic structure and the
semantic properties of lexical items and constructions. In other words, it contrasts
with other approaches to inference because it does not involve the translation of
natural language to a formal language, such as FOL or HOL. NL has a long history,
which is briefly presented in the next section. Also, the main principles of NL are
introduced to make clear how inference is computed within this formalism. Last,
some of the limitations of NL are discussed in order to show why the proposed
approach of this thesis distants itself from the original version of NL.

3.4.1

Brief History of NL

The history of NL is best summarized by Karttunen (2015), see Figure 3.6. NL has
existed since over 2000 years, going back to Aristotle and the Greeks who invented
some two dozens valid syllogisms, i.e., patterns of inference. The most famous one is
probably the one given in the very first example of this thesis in Section 2.2, where
we infer that Socrates is mortal from the premises that Socrates is human and that
all humans are mortal.

Figure 3.6: A schematic history of NL (Karttunen, 2015).
These initial syllogisms were ported into Latin in the medieval times and extended
by scholars like William of Ockham and Buridan. These philosophers were also able
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to clearly establish the laws of NL. After the Middle Ages began a decline in logic,
with the lowest point being the work of De Morgan in the middle of the 19th century.
This great decline was mostly due to De Morgan’s unsuccessful attempts to give
a formal explanation of the validity and invalidity of some simple syllogisms that
medieval logicians had already managed to explain. For example, since horses are
animals, it is obvious that (33-a) is true, but since some other animals also have tails
(33-b) is false.
(33)

a.
b.

Every tail of a horse is a tail of an animal.
Every tail of an animal is a tail of a horse.

The difficulty in such examples is explaining the obvious but in logical terms. Consider that we start with the tautology in (34) that contains two instances of the word
horse. The substitution of a more general term animal at the second occurrence of
horse is a valid inference, yielding (33-a). But the substitution of animal at the first
occurrence of horse is an invalid inference, resulting in (33-b). In contrast, if we
assume the tautology in (35), replacing animal with the more specific horse is valid
in the first instance but invalid in the second one.
(34)

Every tail of a horse is a tail of a horse.

(35)

Every tail of an animal is a tail of an animal.

Medieval logicians, such as William Ockham, had already solved that puzzle,
although they had it explained with a complex theory of so-called Doctrine of Distribution. This theory was a general account of contexts φ(P ) where the statement
was either about “all of P" (the “Dictum de Omni"), or about “none of P" (the “Dictum de Nullo"). These contexts could be of any sort of linguistic complexity, where
the expression φ might include iterated quantifiers such as ‘Someone loves every human’, or even high-order constructions. One reason why the puzzle was difficult for
them was that at the time there was no syntactic theory in Latin to describe (34) and
(35). De Morgan considered that his rules of inference validated the valid inferences
from (34) and (35) to (33-a), but as it was later shown by Sánchez-Valencia (1991),
his rules also validated the invalid inference of (33-b).
However, soon came the rebirth of modern logic with Gottlob Frege in the 1890’s,
and of NL in particular with Charles Sanders Peirce. He was the first logician of
modern times to give the right answer to the puzzle. Although his system is also
quite complex, it is based on the right idea: the validity of substituting a general
term like animal for a more specific one like horse, or vice versa, depends on the
position of the target word in the syntactic structure of the sentence. Although
this might seem trivial to any speaker of English, it is not as trivial to prove (33-a)
expressed in FOL and starting with (34) and the premise that horses are animals.
The modern conception of NL began with Lakoff (1970), who proposed “a logic
for natural language ... [] which would characterize all the valid inferences that can

78

Chapter 3. Inference and Logic

be made in natural language". Then, the study of NL was intensified by Eijck (1985),
Van Benthem (1986) and Sánchez-Valencia (1991) who pointed out in more detail
that the medieval distribution principle of “Dictum de Omni et Nullo" corresponded
to inferences of traditional (Aristotelian) logic of two kinds: downward monotonic,
i.e., substituting stronger predicates for weaker ones, and upward monotonic, i.e.,
substituting weaker predicates for stronger ones. At that time, the idea arose that
natural language is not just a medium of saying and communicating things, but
that it also has a “natural logic", i.e., it is a system of modules for ubiquitous forms
of reasoning that can operate directly on natural language surface forms. NL was
formalized by Van Benthem (1986), who connected it with categorial grammar, and
its full potential was later shown by his student Sánchez-Valencia (1991), who gave
a precise definition of a Monotonicity Calculus.
These works made the field popular under the name Natural Logic. Among the
latest advances is the work by Van Eijck (2005), Crouch and King (2007), MacCartney (2009) and MacCartney and Manning (2009), who expanded the work of
Sánchez-Valencia (1991) and Van Benthem (1995). More recently, Icard (2012),
Karttunen (2015) and Moss (2018) attempted to formalize the extensions of the
previous researchers and also expand the theory.

3.4.2

Principles of NL

NL explains inferences by the principles of monotonicity, i.e., by whether the concepts or constraints expressed are expanded (become “more general") or contracted
(become more “specific"). So, similarly to the example (33-a), in the sentence in
(36), some semantic elements can be expanded (but not contracted) salva veritate
(i.e., without loss if truth) and are therefore said to have positive polarity or be
upward-monotone: wine can be replaced by the more general drink, terrible crime
might be relaxed to crime and every may be weakened to some, preserving truth. In
contrast, other elements can be contracted (not expanded) salva veritate and therefore have negative polarity or are downward-monotone: meal can be narrowed to
dinner, while preserving truth. The distinction between “more specific" and “more
general" applies not only to nouns and quantifiers; it is applicable to expressions of
any syntactic category. If X and Y are expressions of the same syntactic type, we
say that X is more specific than Y if all instances of X are instances of Y, but not
vice versa (Karttunen, 2015).
(36)

Every meal without wine is a terrible crime. (MacCartney, 2009)

Such polarity effects are explained in detail in the Monotonicity Calculus (MC) of
Sánchez-Valencia (1991), the first complete work to formalize NL.
3.4.2.1

Monotonicity Calculus (MC)

Sánchez-Valencia (1991) explains the polarity effects of the previous examples by
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a) defining an entailment relation for expressions of natural language, b) defining
monotonicity properties of semantic functions and c) specifying how monotonicities
combine during Fregean composition of semantic functions.
Defining the entailment relation As far as the entailment relation is concerned,
Monotonicity Calculus (MC) carves things up differently than the common notion of
entailment presented in Section 2.2.1. Here, entailment is interpreted as a semantic
containment relation (analogous to the containment relation of set theory v) over
expressions of all types, including words, phrases and sentences. The entailment
relation v is defined recursively over the semantic types of Montague semantics. If
c and d are of type t (truth values), then c v d iff c → d. If c and d are of type e
(entities), then c ⊆ d iff c = d. Finally, if c and d are of functional type hα, βi, then
c v d iff for all α ∈ α, c(α) v d(α). Otherwise, if c 6v d and d 6v c, we write c#d.
Defining semantic containment for expressions of every semantic type is necessary
to the goal of MC, as it aims to explain the impact of inversions of monotonicity on
the semantic containment relations in a compositional manner. Using these formal
definitions, entailment relations (or specificity relations) can be established between
common nouns (e.g., horse v animal ), common and proper adjectives (e.g., huge v
big and German v European), transitive and intransitive verbs (e.g., slice v cut and
graze v eat), modifiers (e.g., this morning v today and in Konstanz v in Germany),
connectives (e.g., and v or ) and quantifiers (e.g., everyone v someone, all v most v
some).8 Finally, dropping a modifier generally yields entailment (run fast v run),
except in some special cases, e.g., with operator adjectives or privative adjectives
(Partee, 2010) (e.g., alleged murderer 6v murderer and cartoon airplane 6v aiplane).
The entailment/containment relations described here can be inversed, depending on
the monotonicity of an expression, as it is described in the following.
Monotonicity properties of semantic functions Concerning the monotonicity
of an expression, MC follows the Fregean hypothesis, which states that a compound
expression is the result of function application. In mathematics and semantics, a
function can be described as upward-montonone if “larger" inputs produce “larger"
outputs, e.g., the mathematical function y = x2 is upward-monotone because the
larger the x, the larger the y. Formally, given a function f of functional type hα, βi:
• f is upward-monotone (↑) iff for all x, y ∈ α, x v y entails f (x) v f (y)
8

As noted by MacCartney (2009), the entailment relations among quantifiers might be counterintuitive to the “quantificatious thinking", which considers someone “smaller" than everyone.
But in the theory of generalized quantifiers, the denotation of a quantified noun phrase is the
set of predicates which it satisfies, and the predicates satisfied by everyone are a subset of those
satisfied by someone. Note also that logicians will deny that the universal entails the existential:
∀xP (x) 6→ ∃xP (x). However, most people would be happy to infer someone is hungry from everyone is hungry and since NL is about the common understanding of language, not through logical
formalisms, this entailment is taken to hold.
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• f is downward-monotone or antitone (↓) iff for all x, y ∈ α, x v y entails
f (y) v f (x)
• f is non-monotone (6↑↓) iff it is neither upward-monotone nor downwardmonotone.

Most linguistic expressions may be considered as upward-monotone semantic
functions. So, tango in Paris v dance in France, since tango v dance and in Paris
v in France. However, certain important linguistic constructions are downwardmonotone, including negation, restrictive quantifiers (e.g., no, few, at most n), restrictive verbs (e.g., lack, fail, prohibit), certain adverbs (e.g., without, except), the
antecedent of a conditional, etc. In these downward-monotone environments, the
entailment/ specificity relations flip: e.g., dance = tango but didn’t dance < didn’t
tango, people = men but few people v few men, contact = call but fail to contact me
v failed to call me, clothes = shirt but without clothes v without shirt, bad weather
= rain but If there is bad weather, we stay home v If it is raining, we stay home.
On the other hand, some expressions are considered non-monotone, e.g., superlative
adjectives and quantifiers like most (e.g., tallest girl # tallest child and most dogs #
most animals). Finally, to account for the introductory example given in (33-a) and
for the claim that “the validity of substituting a general term for a more specific one,
or vice versa, depends on the position of the target word in the syntactic structure
of the sentence", it should be noted that some linguistic expressions have different
monotonicities depending on their position in the sentence. In particular, generalized
quantifiers are treated as binary functions as they exhibit different monotonicities
in different arguments, i.e., positions in the sentences. Thus, every is downwardmonotone in its first argument, i.e., the first argument of its function application
(every animal eats v every dog eats), but upward-monotone in its second argument
(every dog walks v every dog moves).
Semantic composition of monotonicities The definition of the monotonicity
properties (also called implications or monotonicity signatures) of the above linguistic expressions might give the incorrect impression that monotonicity can be
determined locally. In fact, the simple example in (37) shows that the upward
monotonicity of woman becomes downward, if the sentence appears in a negative
context and if it should keep its truth. The same can be observed in (38) (Karttunen,
2015): in (38-a) student is in a downward-monotone context and cheap car in an
upward (according to the signature of every). Thus, we can replace student by the
more specific poor student and cheap car by the more general car. However, if we
factor in negation, everything is flipped as in (38-b): the monotonicity of the first
argument of every (poor student) is flipped and it becomes upward-monotone (and
can thus be replaced by the more general student), while the monotonicity of the
otherwise upward-monotone car flips to downward (and thus it can be replaced by
the more specific cheap car ).
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(37)

a.
b.

A woman is walking v A person is walking (↑)
No woman is walking v No beautiful woman is walking (↓) but 6v No
person is walking.

(38)

a.
b.

Every student has a cheap car. v Every poor student has a car. (↑)
Not every poor student has a car. v Not every student has a cheap car.
(↓)

Such complications are not only caused by negation but from other structures too;
Fregean composition of semantic functions influences how the monotonicities combine. In MC, Sánchez-Valencia (1991) sets up a two-step marking algorithm, where
each input expression is represented as a parse in the Lambek categorial grammar.
In the first step, the leaf nodes in the parse tree are marked with their lexical monotonicity values (+ for upward, − for downward and ◦ for non-monotone), using the
signatures of the linguistic expressions presented above. Figure 3.7 (Karttunen, 2015)
shows the marking algorithm for example (38-b): since not is downward-monotone,
its sentential argument gets a minus sign. In the second step, the algorithm traces
the paths from the leaves of the parse tree to the root, counting the minus signs on
the path: if the number of minuses is even, the final sign is + (like in traditional
mathematics) and indicates an upward-monotone context, while if the number of minuses is odd, the node is marked with a − and indicates the downward monotonicity.
This means that the monotonicity (and the signs) in Figure 3.7 is flipped. With this
mechanism, the marking algorithm computes the effects of the nested monotonicity
properties on the specificity relations of the sentence and is able to infer one final
entailment relation.

Figure 3.7: 2-step computation of MC, as presented by Karttunen (2015).
Summing up, the main objective of the Monotonicity Calculus is to define algorithms that assign monotonicity markings to expressions of arbitrary type, at
arbitrary places in a given expression, so as to facilitate inferences that may depend
on several embeddings of quantifiers or other expressions causing monotonicity flipping (Icard, 2012). Given the entailment/containment relations of the expressions
in a premise-hypothesis pair, their monotonicities, their composition principles and
the contexts they are in, MC can then compute the inference of the pair.
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3.4.2.2

Projectivity Calculus: Extended Monotonicity Calculus

The definition of entailment as a containment relation within MC emphasizes the
distinction between forward entailment (p v h) and reverse entailment (p w h). With
such a definition, v and w can be factored into three mutually exclusive relations: ≡,
< and = (MacCartney, 2009). For completeness, the relation NO-CONTAINMENT
is added, which holds when none of the other relations hold. The output space for
MC then consists of four relations, as shown in (39).
(39)

def

≡ = {hp, hi ∈ Dom2T : p |= h ∧ h |= p}
def
< = {hp, hi ∈ Dom2T : p |= h ∧ h 6|= p}
def
= = {hp, hi ∈ Dom2T : p 6|= h ∧ h |= p}
def
NO-CONTAINMENT = {hp, hi ∈ Dom2T : p 6|= h ∧ h 6|= p}

With this, MC is concerned with the relation of inclusion between expressions
of the same type (Icard, 2012). However, unlike the three-way formulation of the
inference task (see Section 2.2.2), this entailment definition lacks any way to represent contradiction, i.e., semantic exclusion. The work by MacCartney (2009) and
MacCartney and Manning (2009) has proposed an extension of MC to also deal with
relations of exclusion and thus combine the best of both worlds.
As MacCartney (2009) and MacCartney and Manning (2009) explain, the representation of entailment used in MC – with four mutually-exclusive entailment
relations defined over expressions of all semantic types – is far more expressive than
the two-way or three-way formulations of entailment (see sections 2.2.1 and 2.2.2).
On the other hand, the three-way formulation makes a useful distinction between
contradiction and mere non-entailment which is absent from MC. But this inability
of MC to express semantic exclusion limits its deductive power because linguistic
expressions project exclusion relations systematically and analogously to the projection of inclusion relations. A representative example is given in (40): proposition
(40-a) entails (40-d), but MC lacks the machinery to recognize this. It can infer
(40-b) from (40-a) (using the semantic containment cat < mammal ) and also infer
(40-d) from (40-c) (using the containment relation fish = carp). But it cannot make
the simple inference from (40-b) to (40-c) because for that it needs the notion of
semantic exclusion between mammal and fish: the set of mammals excludes the set
of fish.9
(40)

9

a.
b.
c.
d.

Garfield
Garfield
Garfield
Garfield

is
is
is
is

a cat.
a mammal.
not a fish.
not a carp.

Note that this limitation is similar to the limitation of DeL to assert negative facts, i.e., to
assert that Rosie is not a dog (see Section 3.3.3).
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Such inferences are easily solvable within FOL, but using such a formal logic requires
full semantic interpretation which goes against the principles of NL. Thus, in an
attempt to preserve the main merits of NL while enhancing it, MacCartney (2009)
and MacCartney and Manning (2009) create the Projectivity Calculus (PC), an
extension of the MC, which:
• preserves the semantic containment relations of MC
• augments MC with relations expressing semantic exclusion
• is complete (exhaustive), so that every pair of expressions can be assigned to
some relation
• is not only exhaustive but also mutually exclusive, so that any ordered pair of
expressions can be mapped to a single entailment relation
More precisely, to extend MC, MacCartney (2009) and MacCartney and Manning
(2009) follow Sánchez-Valencia (1991) in proceeding by analogy with set relations.
In a universe U, the set of ordered pairs hx, yi of subsets of U can be partitioned into
16 equivalence classes, according to whether each of the four sets x ∩ y, x ∩ ȳ, x̄ ∩ y
and x̄ ∩ ȳ is empty or non-empty.10 From these 16 classes, 9 represent degenerate
cases in which either x or y is empty or universal. Since expressions with empty
denotations (e.g., colorless green ideas) or universal denotations (e.g., exists) fail
to divide the world into meaningful categories, they are regarded as semantically
vacuous. Thus, MacCartney (2009) and MacCartney and Manning (2009) assume
non-vacuity of the expressions encountered in a practical model of NLI.11 Thus, for
their calculus, they focus on the remaining 7 classes, which they name the set B of
basic semantic relations, as illustrated in Table 3.2.
Within this extended calculus, we find the semantic containment relations (v and
w) of Sánchez-Valencia’s MC, which are now factored into three mutually-exclusive
relations, as already illustrated in (39): equivalence (≡), forward entailment (<)
and reverse entailment (=). Then, we also find two relations expressing semantic
exclusion: first, there is negation (^) or exhaustive exclusion, which is analogous
to set complement; all elements of the world have to belong to one of the two sets
and belonging to one set excludes belonging to the other. Within semantic exclusion,
there is also alternation (|) or non-exhaustive exclusion: belonging to one set excludes
10

x̄ denotes the complement set of x in U; thus, x ∩ x̄ = ∅ and x ∪ x̄ = U.
Contradictions and tautologies are common in logic textbooks, but rare in everyday speech.
This allows the researchers to assume non-vacuity of expressions. This assumption is closely related
to the assumption of existential import in traditional logic (Geurts, 2008): a proposition is said to
have existential import if the truth of the proposition requires a belief in the existence of members
of the subject class, i.e., the domain of all expressions is presupposed to be nonempty unless it is
explicitly stated otherwise. For example, according to existential import, if we say “All unicorns are
white", we are committed to believing that unicorns exist. Existential import for natural language
semantics is defended by Böttner (1988).
11
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Symbol
x≡y
x<y
x=y
x^ y
x|y
x ^ y
x#y

Name
equivalence
forward entailment
reverse entailment
negation
alternation
cover
independence

Example
couch ≡ sofa
crow < bird
European < French
human ^ nonhuman
cat | dog
animal ^ nonhuman
hungry # hippo

Set theoretic notation
x=y
x⊂y
x⊃y
x∩y = ∧x∪y =U
x ∩ y = ∧ x ∪ y 6= U
x ∩ y 6= ∧ x ∪ y 6= U
all other cases

Table 3.2: The basic semantic relations of the MC+ by MacCartney (2009) and
MacCartney and Manning (2009).

belonging to the other, but an element does not have to belong to any of those sets
at all. The next relation is cover (^) or non-exclusive exhaustion: belonging to one
set does not exclude belonging to the other, but all elements have to belong to one
of the two sets. Finally, the independence relation (#) covers all other cases and
expresses non-equivalence, non-containment, non-exclusion and non-exhaustion.
In this extended version of MC, the relations in B are defined for all semantic
types as in the original MC. This is easy since the relations in B are mutually
exclusive and thus a function β(x, y) can map every ordered pair of expression to a
unique relation in B. The extended version of MC was further formalized by Icard
(2012).
3.4.2.3

Joining entailment relations

The extended version of MC mainly concerns the addition of semantic relations to
the inventory of entailment/specificity relations. However, it also discusses how these
semantic relations can be combined and what the product of such joins would be. In
other words, it delivers the semantic relation between x and z, given the semantic
relation R between x and y and the semantic relation S between y and z. Then, the
join of the semantic relations R and S, denoted by R ./ S, can be defined as in (41).
(41)

def

R ./ S = {hx, zi : ∃y(hx, yi ∈ R ∧ hy, zi ∈ S)}

Some joins are pretty intuitive. For example, it is obvious that < ./ < = <, = ./
=== , ^ ./ ^= ≡, and for any R, (R ./ ≡) = (≡ ./ R) = R.12 However, other joins
are less obvious, but still intuitive enough. For example, it is intuitive that | ./ ^
= < by considering simple examples like fish | human and human ^nonhuman, thus
fish < nonhuman. However, apart from these more or less obvious joins, there are
joins that yield relations outside B. For instance, if x|y and y|z, the relation between
x and z is not determined. They could be equivalent or one might contain the other;
they might be independent or alternative; all we can say for sure is that they are not
12

This means that any relation joined with the equivalence relation will yield the first relation.
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exhaustive (since both are disjoint from y). Thus, the relation of joining | and | is not
a relation in B, but a union of such relations { ≡, <, =, |, # }. Of the 49 possible
joins of relations in B, 32 yield a relation in B and 17 a union relation, with larger
unions conveying less information. Union relations can be further joined, so that the
smallest set of relations which contains B and is closed under joining contains just 16
relations. The relation which contains all pairs of (non-vacuous) expressions is called
the total relation and is denoted by •: a) it conveys no information about pairs of
expressions which belong to it and b) joining a chain of semantic relations will, if
it contains any noise and is of sufficient length, lead inevitably to •. A complete
join table, as given by MacCartney and Manning (2009), for relations in B is shown
in Figure 3.8. As the table shows, every union relation which results from joining
relations in B contains # and thus can be safely approximated by #: # is already the
least informative relation in B, so further joining it will never manage to strengthen
it. Therefore, such union relations do not pose problems for implemented models
and systems as they just lead to less informative relations.

Figure 3.8: Join table for relations in B, according to MacCartney and Manning
(2009).

3.4.2.4

Determiming Entailment Relations

Given the entailment relations defined within the extended version of MC, the question arises of how these relations in B can practically be discovered, e.g., for implementing systems and real-world applications. Most NL approaches so far, including
MacCartney (2009), MacCartney and Manning (2009), Hu et al. (2019, 2020), etc.,
rely on some notion of rewriting or atomic edits, i.e., some kind of ‘rewriting/editing’
mechanism (deletion, insertion or substitution) is applied on one compound linguistic expression in order to reach another one. For example, to reach the expression
black animal from the expression black dog, we can substitute dog with animal. Since
dog is a hyponym of animal, this atomic edit will lead to the < entailment relation.
The proposed system of this thesis does not make direct use of the notion of
rewriting/atomic edit due to the limitations that this method poses (more details
in Section 3.4.3). Still, it is useful to briefly discuss how specificity relations are
determined, as some of the basic principles are also used within the implemented
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system of this thesis. For a more complete discussion of atomic edits, see MacCartney
(2009).
Open-class Terms The easiest relations to determine are those coming from openclass terms such as common nouns, adjectives and verbs. For such terms, we can
determine the entailment relation by consulting a lexical resource such as WordNet
(Fellbaum, 1998). With this, synonyms belong to the ≡ relation (sofa ≡ couch,
happy ≡ glad, etc.); hyponym-hypernym pairs belong to the < relation (dog < animal, guitar < mus.instrument, etc.); antonyms generally belong to the | relation
(hot | cold, bad | good, etc.) (most antonyms do not belong to the ^ relation since
they typically do not exclude the middle: there are also “middle" notions between
hot and cold). Two common nouns that have neither a synonymy nor a hyponymy
relation typically describe exclusive categories (|), whether they are coordinate (cat |
dog) or unrelated nouns (cow | girl ). In contrast, two unrelated adjectives normally
describe properties which are not incompatible and thus belong to the independence
relation (#) (good # fast). Proper nouns, denoting an individual entity or event,
stand in the ≡ relation if they denote the same entity (USA ≡ United States) or the
| otherwise (JFK | FDR). Determining the entailment relation between two verbs
seems more challenging: the relation might depend on their lexical aspects (Aktionsarten) and also on world-knowledge hard to capture in an automatic system. For
example, dancing | sleeping because someone who is dancing is surely not sleeping, but dancing # talking because someone who is dancing might or might not be
talking. But even common nouns can exhibit more controversial cases, where the
judgment is subjective and depends on context, e.g., the words baby and toddler may
be considered synonymous and thus ≡ in an everyday context like John looked after
the toddler. ≡ John looked after the baby, although the two words denote different
sets according to a dictionary definition. However, this difference might be of great
importance in another context like in the dosis of a medicine: Dosis of 1 pill to be
given to toddlers. 6≡ Dosis of 1 pill to be given to babies.
Closed-class Terms Closed-class terms pose different challenges and require special handling. First, quantifiers generate a wide range of entailment relations as
given in (42), which need to be “manually" defined.
(42)

all ≡ every
every < some
some ^ no
no | every
four or more < two or more
exactly four ^exactly two
at most four ^ at least two
most # ten or more
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Some of these relations are more obvious when seen in context. For instance, some
birds talk ^ no birds talk or every animal eats < some animal eats (assuming that
animal is a non-empty predicate, cf. non-vacuity assumption of Section 3.4.2.2).
Quantifiers also bring about pragmatic issues: four can mean exactly four or at least
four. If it is the former, then I have four children < I have two children; if it is the
latter, then I have four children | I have two children. This distinction goes back
to the distinction between entailment and conversational implicature (Grice, 1975),
already discussed in Section 3.2. To the category of closed-class terms also belong
pronouns. Two pronouns or a noun and a pronoun should be assigned the ≡ relation, if it can be established from the context that they refer to the same entity. For
automatic systems this poses a challenge as automatic coreference resolution is still
far from solved. Another category that poses challenges, especially for automatic
systems, are prepositions. The relations among prepositions heavily depend on context. Some prepositions can be mostly treated as antonyms and thus assigned to the
| relation (up [the ladder] | down [the ladder] ). Still, the same prepositions might not
be so clear-cut in other contexts, where the subjective judgment and the speaker’s
“definitions" of things are in play: in a context like [going] up [the aisle] - [going]
down [the aisle], the relation heavily depends on the speaker’s point of view and on
the speaker’s definition of the “upper-lower part of an aisle". Other prepositions are
used so flexibly in natural language that the obvious choice is to assign them to the
≡ relation (on [a plane] ≡ in [a plane] ≡ by [plane] ). Then again, in contexts where
they clearly refer to spatial relations, such prepositions should be better assigned to
the | relation (on [the box] | in [the box] | by [the box] ). This context-dependence
poses a great challenge for automatic systems.
Deleting and Inserting Expressions Deleting or inserting an expression from/to
another expression should make the first expression more general or more specific,
respectively. So, to reach car from red car, we have to delete red, which will generate the relation < between the two expressions. Vice versa, to reach the expression
red car from car, we have to insert red which generates the relation = between the
two expressions. This heuristic can safely be applied whenever the phrase under
investigation is an intersective modifier, a conjunct or an independent clause, e.g.,
relative clause (car which the man bought last week < car ). For this reason, it is also
heavily used in all existing NLI systems which attempt to check whether a premise
subsumes the hypothesis and thus penalize new content inserted into the hypothesis,
not present in the premise. However, this strategy only succeeds in upward-monotone
contexts and thus contexts of negation, certain quantifiers, restrictive verbs and adverbs and other antitone contexts pose challenges for such systems. For example,
in a negation context, deleting not from did not sleep does not produce the < to
did sleep, but rather the ^ relation. Additionally, other categories of lexical items
also exhibit similar problems, e.g., non-intersective adjectives such as fake, former,
alleged, etc., and privative adjectives (Partee, 2010). For the former, deleting fake or
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former generates the | relation (fake picture | picture), while deleting alleged generates the # relation (alleged murderer # murderer ). Similarly for privative adjectives,
deleting cartoon from cartoon airplane produces the | relation. For practical reasons,
most current NLI systems also assume that auxiliary verbs and punctuation marks
are semantically vacuous and thus generate the ≡ relation upon deletion or insertion. The same goes for morphological or tense and aspect information: those are
currently ignored in NLI systems (even logic-based ones) so that is sleeping ≡ sleeps
and did sleep ≡ slept.
3.4.2.5

Semantic Composition of Monotonicity/Projectivity

As shown in Section 3.4.2.1, MC assumes a certain way of performing semantic composition on entailment relations. Sánchez-Valencia’s marking algorithm shows the
way of propagating an entailment relation upward through a semantic composition
tree, from leaf to root, while respecting the monotonicity properties of each node
along the path. So, with this, it explains how the containment relations ≡, <, =
and # can be composed by assigning semantic functions to one of the three monotonicity classes: upward, downward and none. Thus, if a function/expression has
upward monotonicity, the entailment relation is projected through the function without change: some parrots talk < some birds talk, because parrot < bird and some
is (upward) monotone in its first argument. In contrast, if the function/expression
has downward monotonicity, then < and = are projected as #: most humans talk #
most animals talk because human < animal and most is non-monotone in its first
argument.
However, since MC does not include relations of semantic exclusion, it also does
not explain how these relations project in semantic composition. This gap is again
filled by the work of MacCartney (2009) and MacCartney and Manning (2009).
First, they propose to generalize the concept of monotonicity to the concept of projectivity. With that, the semantic functions are categorized into projective signatures,
which are considered generalizations of the three monotonicity signatures of SánchezValencia (1991) discussed above and the nine implication signatures of Nairn et al.
(2006) and Karttunen (2015) (see following Section 3.4.2.6). Each projectivity signature is defined by a map B 7→ B specifying how each entailment relation is projected
by each function (binary functions, e.g., quantifiers, have different signatures for each
argument).
Projectivity of logical/boolean connectives Logical/boolean connectives are
natural language expressions that include negations, conjunctions, disjunctions, conditionals, etc. The signatures are summarized in Figure 3.9 (MacCartney, 2009).
First, negation projects ≡ and # without change, but swaps < and = due to its
downward-monotone nature. Also, it can be established that ^ is projected without
change and | and ^ are swapped. Thus, we could say that negation projects every
relation as its dual under negation. Duals under negation are the set relations R and
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Figure 3.9: Projectivity signatures for various logical connectives (MacCartney,
2009).
S, iff ∀x, y : hx, yi ∈ R ⇔ hx̄, ȳi ∈ S. This means that the following relations can be
established:
happy ≡ glad
tango < dance
human ^ nonhuman
German | Greek
more than 3 ^ less than 5
walking # sad

⇒
⇒
⇒
⇒
⇒
⇒

not happy ≡ not glad
didn’t tango = didn’t dance
not human ^ not nonhuman
not German ^ not Greek
not more than 3 | not less than 5
isn’t walking # isn’t sad

As far as coordination is concerned, conjunction is upward-monotone, but projects
^ and | as |, and ^ as #. Disjunction is also upward-monotone, but projects ^ and
^ as ^, and | as #:
human ^ nonhuman
red | blue
human ^ nonhuman
red | blue

⇒
⇒
⇒
⇒

human and vegetarian | nonhuman and vegetarian
red and yellow | blue and yellow
human or equine ^ nonhuman or equine
red or yellow # blue or yellow

Projectivity of quantifiers Moving on to quantifiers, Figure 3.10 gives an overview
of the projectivity signatures of the most common binary generalized quantifiers for
each argument position. As mentioned before, quantifiers are assigned two monotonicity/projectivity signatures to account for the two arguments in their function.
Figure 3.10 confirms some well-known properties of quantifiers, e.g., that no is
downward-monotone in both arguments, every is downward-monotone in its first
argument and not every in its second. All quantifiers project ≡ and # without
change. The figure also shows that because no is the negation of some, its projectivity signature can be found by projecting the signature of some through the signature
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of not. Likewise for not every and every. This property becomes particularly useful
during the implementation of the symbolic inference system (see Section 6.3.2).

Figure 3.10: Projectivity signatures for various binary generalized quantifiers, for
each of the two arguments (1st argument = restrictor NP, 2nd argument = body VP).
Results marked with † and ‡ depend on the assumption of non-vacuity (MacCartney,
2009).

Projectivity of verbs Verbs and verb-like constructions are mostly upward-monotone
and many project ^ , | and ^ as #:
humans ^ nonhumans
cats | dogs
mammals ^ nonhumans

⇒ eats humans # eats nonhumans
⇒ eats cats # eats dogs
⇒ eats mammmals # eats nonhumans

However, not all verbs obey these general patterns. For example, verbs expressing
functional relations, such as is married to or is the capital of, impose a sort of exclusivity constraint on their objects: a given subject can have the specified relation
to at most one object.13 Thus, such verbs project ^ and | as |, and ^ as #:
is married to a German | is married to a non-German
is married to a German | is married to an Italian
is married to a European # is married to a non-German
More verbs exhibiting a special behavior are discussed in Section 3.4.2.6.
13

It is clear that finding examples for this phenomenon is quite hard as in all the examples there
can be potential exceptions: Solomon had 700 wives and London is the capital of London and UK.
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Monotonicity beyond quantifiers and determiners

Historically, monotonicity has been studied with a focus on the semantics and the
properties of determiners and quantifiers. Especially MC has mainly dealt with such
expressions. However, monotonicity inferences arise in many other areas of language,
which have recently been studied (Nairn et al., 2006, MacCartney, 2009, MacCartney
and Manning, 2009, Karttunen, 2015) and are still an open area of research. Some
of them have already had computational implementations and some of them are still
left to be discovered.
Implicatives The classical scope of NL can be extended from simple sentences
to constructions with infinitival clauses and embedded sentences and precisely, to
implicative structures (e.g., forget to, remember to, manage to, fail to ). These
structures have been thoroughly studied and discussed by Karttunen (1971, 2012).
Implicatives were later implemented within NL by Nairn et al. (2006) and MacCartney (2009), MacCartney and Manning (2009). The main question here is whether
the proposition implicit in an infinitival clause is presented as true, false or not entailed either way. The representative example by MacCartney and Manning (2009)
is given in (43):
(43)

a.
b.

James Dean refused to move without blue jeans.
Dean didn’t dance without trousers.

(43-a) entails (43-b): since without is downward-monotone, we would expect the entailment without trousers < without blue jeans (i.e., trousers w blue jeans, but since
they are in a downward-monotone context, the relation is flipped to v). But here
the entailment goes in the opposite direction: from the more specific blue jeans to
the more general trousers. In positive contexts, dance < move but in (43) the relationship is reversed because of the negative implication of refused. Thus, for verbs
like refuse, we first need to know their implication signature (denoted with the +
and − signs; + stands for upward-monotone, − for downward-monotone) to be able
to determine the entailment relation they generate. Particularly, it is important to
know their implication signature both in a positive and in a negative context. Some
implicatives entail the truth of their infinitival clauses in positive contexts and also
entail the falsity of their infinitival clauses in negative contexts ((44-a), (44-b)), while
some other reverse the polarity ((45-a), (45-b)).
(44)

a.
b.

John managed to pass the exam < John passed the exam.
John didn’t remember to close the door < John didn’t close the door.

(45)

a.
b.

John failed to pass the exam < John did not pass the exam.
John didn’t avoid getting caught < John got caught.

These implicatives (two-way implicatives) are symmetrical in that they yield an en-
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tailment both in positive and negative contexts. However, other types of implicatives
(one-way implicatives) yield an entailment only under one or the other polarity, as
shown in examples (46-a), (46-b) and (47-a), (47-b). In the other polarity, they just
yield unknown.
(46)

a.
b.

Dean refused to move < Dean didn’t move but
Dean did not refuse to move # Dean moved (the fact that he didn’t
refuse does not necessarily mean that he actually moved)

(47)

a.
b.

John didn’t hesitate to go into the fire. < John went into the fire but
John hesitated to go into the fire. # John didn’t go into the fire (the
fact that he hesitated does not necessarily mean that he didn’t go after
all; maybe he hesitated for a bit and then went anyway)

Computing inferences with implicative verbs is a natural extension of the monotonicity calculus, but not a triviality, as recursively embedded clauses have to be
taken into account. A computational approach to implicatives has already been
implemented in Nairn et al. (2006), MacCartney (2009), MacCartney and Manning
(2009) and Cases et al. (2019). In the former, the implementation is based on a topdown process based on a semantic composition tree (similar to Sánchez-Valencia’s
marking algorithm that propagates information about the effects of semantic functions on inferability through a semantic composition tree). A sample of this process
is given by Karttunen (2015) in Figure 3.11 with three stacked two-way implicatives:
the example entails its innermost clause, Kim had breakfast, because not and fail
reverse the incoming polarity and remember preserves it. This example makes clear
how the polarity of the environment of an embedded predicate is determined relatively to the chain of predicates or sentential operators it is in the scope of. The
implementation of Nairn et al. (2006) also consists an inspiration for the system
developed within this thesis, as discussed in Section 5.4.3.9.

Figure 3.11: Kim did not fail to remember to have breakfast < Kim had breakfast
.
Concerning the implementation by MacCartney (2009) and MacCartney and
Manning (2009), they first determine, for each implication signature, the relation
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generated when an operator of that signature undergoes an atomic edit (insertion
or deletion). For example, deleting an operator with the implication signature −/◦,
e.g., refuse, generates the | relation (he refused to fight | he fought). In this way,
they are also able to get right predictions concerning the implications of implicatives
occurring in negative polarity contexts. On top of that, they determine the projectivity properties of each implication signature, i.e., how each implication signature
behaves in respect to monotonicity, e.g., whether refused to tango with an implication signature −/◦ is upward- or downward-monotone and thus < or = to refused to
dance (it is downward-monotone and thus =).
Finally, the approach employed by Cases et al. (2019) exploits a recursive routing
NN architecture to learn the signatures of the implicatives and compute the inference
based on the learnt signature. The approach is already presented in Section 2.4.7.
Factives and Counterfactives Factives and counterfactives are another class of
verbs that take sentential or infinitival complements, first discussed by Kiparsky and
Kiparsky (1968), and responsible for starting the ever-lasting debate on presuppositions. Representative examples are verbs like forget that, remember that, know that.
Despite the ongoing controversy, some aspects of their meaning remain unchanged,
e.g., the difference between remember to and remember that. The latter commits the
speaker to the truth of the embedded clause both in positive and negative contexts
((48-c), (48-d)). On the other hand, remember to can entail the truth or the falsity
of the embedded clause, depending on the polarity of the upstairs clause, as shown
in (48-a) and (48-b).
(48)

a.
b.
c.
d.

John
John
John
John

remembered to lock the door. < John locked the door.
did not remember to lock the door. < John did not lock the door.
remembered that he locked the door.  John locked the door.
did not remember that he locked the door.  John locked the door.

In both (48-a) and (48-c) the speaker is committed to the proposition that John
locked the door but not in the same way: (48-a) is a two-way implicative that
yields a negative entailment under negation in (48-b), while (48-c) and its negation
(48-d) presuppose that John locked the door ( stands for presupposition). So,
the difference between presuppositions and entailments is that the former ‘project’
from embedded clauses in a way that entailments do not (Karttunen, 1973). Also,
presuppositions do not behave differently under negation as (48-d) confirms. It is also
not the case that the difference between remember to and remember that is due to the
complementizer to vs. that, because other structures with different complementizers
are still both factive (e.g., be bad to and be bad that) or both counterfactive (e.g.,
pretend that and pretend to).
The projectivity calculus and the atomic edits approach of MacCartney (2009),
MacCartney and Manning (2009) cannot deal with presuppositions and thus with
factive and counterfactive constructions. This is mainly due to the fact that the
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insertion/deletion mechanism does not lead to the correct predictions in negative
polarity contexts. So, for example, if deleting an operator of the signature +/+
yields <, then since negations flips < to =, we would expect to find that de didn’t
admit that he knew = he didn’t know. This, however, is clearly incorrect: he didn’t
know does not imply he didn’t admit that he knew. Moreover, if x = y, then the
truth of x must be compatible with the truth of y, but one cannot consistently assert
both he didn’t admit that he knew and he didn’t know, since the former presupposes
the negation of the latter.
More recent work by Lotan et al. (2013) and Stanovsky et al. (2017) has indeed
focused on factuality prediction (i.e., the assessment of commitment towards a predicate in a sentence or, in other words, the entailment or not of the embedded clause
in a sentence) and has created automatic annotation tools that can label predicate
occurrences for semantic phenomena, such as negation, modality, presupposition,
implicativity, etc. The former of these approaches uses a deterministic rule-based
top-down approach on dependency trees, changing the factuality assessment when
encountering factuality affecting predicates or modality and negation cues, following
the implication signatures discussed above. The latter use the rules of the former
system to extend them semi-automatically and then use them as deep linguisticallyinformed features in a supervised classifier for factuality prediction of recursively
embedded clauses. However, both these approaches do not account for how monotonicity/projectivity principles affect the assigned implication signatures, since the
approaches do not aim at inference tasks. This means that for an expression like
forced to dance, they are able to assign the correct implication signature +/◦, but
cannot determine whether force is upward- or downward-monotone and thus what
is the entailment relation between forced to tango and forced to dance (< relation).
The approach by Nairn et al. (2006) presented above for implicatives also handles simple factive constructions and the interaction between implicative and factive
verbs, but ignores much of the presuppositional aspects of their meaning. On the
other hand, the work by Cases et al. (2019) addresses factive constructions by learning their corresponding (presuppositional) signatures.
Soft/Invited inferences The aspects of the “Monotonicity Beyond" examined so
far have focused on inferences that are based on what the sentence logically entails
or presupposes. However, there are other kinds of inferences that people make that
go beyond that and need to take into account pragmatic factors, the context of use
and the perceived intent of the speaker. Due to the hardship of this task, these
kind of inferences have not been implemented in any system so far, to the best of
my knowledge. Soft/Invited inferences is one such kind and refers to inferences that
might be explicitly canceled but, if there is no indication otherwise, we take them
to be what the speakers intends to convey (Karttunen, 2015, 2016, Karttunen and
Cases, 2019). Soft inferences fall under the category of conversational implicatures
(see Section 3.2.3). For example, one-way implicatives yield a definite entailment
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only under one polarity, but in many contexts they may be interpreted as two-way
implicatives. So, be able logically has ◦/− implication signature, but in most cases
‘in the wild’ it is used to convey a +/− signature, as in example (49). Here, be able
clearly means that John was not only able to deliver but also did so.
(49)

The boss called and John was able to deliver.

Similar behavior is exhibited by −/◦ verbs like prevent: if something was not prevented, it might still not have happened for other reasons, cf. (50). Still, the most
common use of prevent assumes that if something was not prevented, it actually
happened (−/+).
(50)

John didn’t prevent Mary from going out. (this does not necessarily mean
that Mary indeed went out. Maybe she wasn’t in the mood after all and she
didn’t go out.)

Interestingly, Karttunen (2016) and Karttunen and Cases (2019) observe that the
strength of such invited inference varies: the inference is very strong for verbs like be
able, but very weak for verbs like hesitate. Verbs like refuse and force are considered
in the middle of this gradient. The researchers also show how such one-way implicatives fit squarely within the cover relation of the Projecticity Calculus. A sentence
like John hesitated to speak is in a cover relation to the sentence John spoke: having
spoken does not exclude having hesitated to speak (i.e., belonging to the one set
does not exclude belonging to the other), but John must have done the one or the
other thing (i.e., all elements have to belong to one of the two sets). See Karttunen
(2016) for a schematic presentation of this observation.
According to Karttunen (2015), there must be some pragmatic explanation why
we tend to assume that when someone says that something was allowed or not
prevented, she means that it did occur, if there is nothing else to suggest otherwise.
Karttunen (2015) relates this to the phenomenon of conditional perfection (Geis and
Zwicky, 1971) that makes us interpret simple conditionals if p then q as biconditionals
if p and only if p then q. Another reason might be that humans psychologically
prefer to make invited inferences when these are positive rather than when they
are negative. Indeed, taking a closer look into one-way implicatives, we see that
the invited inference is stronger when the resulting polarity is positive, and weaker
when the polarity is negative. The inferences of the examples (51) and (52) are
considered stronger, i.e., it is more likely to say that they hold in the absence of
relevant evidence, and we can also see that the invited inference would be positive.
In contrast, examples (53) and (54) show weaker examples of invited inferences and
in this case, the inferred content would be negative. Whether the polarity of the
invited inference really plays a role for the strength of the invited inference, is left to
be studied with appropriate experiments, as it is done for the consonance/dissonance
effect detailed in the next paragraph.
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(51)

Mary was able to speak.

Mary spoke. ((+)/−)

(52)

Mary did not refuse to speak.

(53)

Mary was not forced to speak.

(54)

Mary hesitated to speak.

Mary spoke. (−/(+))
Mary did not speak. (+/(−))

Mary did not speak.((−)/+)

Given this peculiar nature of one-way implicatives, the question arises how an
automatic system should treat them. There are three possible solutions. First, the
system could decide to leave such inferences unresolved, i.e., these implicatives keep
the “unknown" signature in the polarity in which they do not yield an entailment.
Another solution would be to resolve all invited inferences with the polarity that
is assumed most often. A third solution, also employed by Karttunen and Cases
(2019) in their work, is to assign a probabilistic signature to such implicatives. With
this method, a signature is assigned based on the manual estimation of what the
author intends to communicate and also based on the context of the construction
itself. For example, Karttunen and Cases (2019) assign the signature 0.9 / - to be
able, after the observation that in 90% of the cases, it is estimated that the author
intends to communicate not only that the protagonist was able to do something but
also that he actually did it. In the implemented system of this thesis (Chapter 6),
invited inferences coming from one-way implicatives are left unresolved, i.e, they
keep their “unknown" singature; although the solution of probabilistic signatures
seems more appropriate, the time constraints of this thesis did not allow for the
manual assignment of such signatures.
Consonance/Dissonance Effect Another grey area of inference are the so-called
evaluative adjectives, such as stupid, clever, bad, etc. It seems that the intepretation
of expressions like NP was not stupid to VP as implicative or factive depends on the
relationship between the evaluative adjective and the action expressed by the VP.
This is called the consonance/dissonance effect by Karttunen (2015). More precisely,
with a crowdsourcing experiment, Karttunen (2015) was able to gather judgments for
sentences like (55) for whether the evaluative adjective is a factive or an implicative
construction.
(55)

Paul was not smart to take the middle piece.

The results of the experiment indicate that the majority of crowdsourcing workers
gave this type of sentence a factive interpretation: Paul was not smart and took the
middle piece. Only a minority chose the implicative reading: Paul was not smart
and did not take the middle piece. Still, the experiment showed that people could
be pushed towards the implicative reading, if the adjective and the content of the
VP were manipulated. So, in example (56-a), smart and the VP take the best piece
are in a consonant relation: taking the best piece would be smart. In contrast, the
adjective and the VP are in a dissonant relation in (56-b): taking the worst piece

3.4. Foundations of Natural Logic (NL)

97

would not be smart.
(56)

a.
b.

Paul was not smart to take the best piece.
Paul was not smart to take the worst piece.

Overall, the experiment showed that the annotators gave a factive intrepretation for
dissonant examples like (56-b), and in consonant cases like (56-a) they still preferred
the factive interpretation, but the number of implicative interpretations was double
than for the neutral case (i.e., the case where there is no consonance/dissonance
effect). Such findings suggest that very basic inferences as to whether an event
described in an infinitival complement happened or not, depend on aspects that are
not part of the literal meaning of the sentence and thus pose a great challenge for
tasks like compositional semantics and inference.

3.4.3

Limitations of NL

In recent years the increasing interest in NLI systems has also increased the attention
devoted to NL and its inferencing mechanism. NL is without doubt an appealing
inference mechanism: it avoids the problems of other logic-based approaches, particularly the issues of translating natural language into a formal language and being
computationally inefficient, while being “logical/symbolic" and thus capable of dealing with hard linguistic phenomena (e.g., negation, modals, implicatives, conditionals, etc.) that other SOTA deep learning approaches struggle with. However, NL
still has limitations in respect to its inferencing power. This is the main reason why
the implemented system of this thesis uses some of the main principles of NL and
its monotonicity reasoning and combines them with principles of DeL, to overcome
shortcomings of both and combine the best of both worlds.
The implementation of an NLI system based on NL was first undertaken by
MacCartney and Manning (2007) with their system NatLog, already described in
Section 2.4.6. The system is based on the Projectivity Calculus presented in this
chapter and on an alignment algorithm: the former makes sure that the correct
monotonicities are assigned to every node of a parse tree and the latter determines
the atomic edits that should be imposed to the premise and hypothesis to match
each other (see Section 3.4.2.4). However, as the creators themselves observe, atomic
edits can only bring you this far: finding an appropriate edit sequence connecting
the premise and the hypothesis is not trivial. Their theory as presented in their
work offers no insights as to how such a sequence should be found or when one
candidate edit should be preferred over another. The method assumes that none
of the edits span multiple monotonicity/projectivity domains, and can thus break
if this assumption is not met. Additionally, the method is sensitive to the ordering
of the edits as different edits can lead to different outcomes: some edit orders can
lead to more informative relations than others. Moreover, the fact that joining
atomic entailment relations across a sequence of edits can yield a union of relations
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in B, rather than an individual relation, means that there is a tendency of the
join operation for less informative relations, which is not as useful if the goal is
to compute inference. Another downside of this inference mechanism is that it
provides no method for combining information from multiple premises as it needs
to operate on a pair of sentences. However, the inference task is often provided
as a multi-premise task, where the hypothesis should be judged on the basis of
multiple premises (e.g., the RTE-5 and RTE-6 challenges). Due to this limitation,
such a system cannot capture many inference rules of classical logic, such as modus
ponens,14 modus tollens,15 , disjunction elimination,16 etc.
Because of such limitations, the inference method of MacCartney and Manning
(2007) has in fact less deductive power than FOL. Indeed, it fails to compute some
fairly simple inferences, e.g., de Morgan’s laws for quantifiers. For example, the de
Morgan law in (57) can be instantiated in natural language as in (58).
(57)

¬(∀xP (x)) ⇔ ∃x(¬P (x))
¬(∃xP (x)) ⇔ ∀x(¬P (x))

(58)

P: Not all birds fly.
H: Some birds fly.

Although this inference is trivially valid and can be expressed with the ≡ relation,
the inference method of NatLog cannot show this: transforming P into H will require
3 atomic edits: a) the deletion of the sentential wide-scope negation, b) the substitution of all with some and c) the insertion of the predicate narrow scope negation.
These three edits could be performed in different orders, but would all lead to the
same, not incorrect, but under-specific and uninformative result. For details on the
computation, see MacCartney (2009). Although the researchers do propose a way of
solving this issue, they admit that the solution would be ad-hoc and would not have
any good generalizable power for similar issues. Generally, it seems that monotonicity inference, as presented here, is both richer and weaker than FOL (van Benthem,
2008). It is weaker in that it only describes a part of all possible quantifier-based
inferences (see examples above), but it is richer in that it is not tied to any particular
logical system, i.e., it works for second-order just as well as for first-order logic.
Many of the limitations discussed above are tied with NatLog’s mechanism of
atomic edits. However, other existing approaches pursuing NLI with NL with dif14

Modus ponens, a rule of inference in propositional logic, can be summarized as: if P implies Q
and P is asserted to be true, then Q must also be true, e.g., If the weather is bad, we stay inside.
The weather is bad. So, we stay inside.
15
Modus tollens, a rule of inference in propositional logic, can be summarized as: if P implies Q,
then the negation of Q implies the negation of P, e.g., If the weather is bad, we stay inside. We
don’t stay inside. So, the weather is not bad.
16
Disjunction elimination, an inference rule of propositional logic, can be summarized as: if P
implies Q and R also implies Q, then if either P or R is true, then Q has to be true, e.g., If the
weather is bad, we stay inside. If the weather is good, we stay inside. It is true that either the
weather is good or bad. Thus, we stay inside.
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ferent mechanisms also have limitations. Such an approach is the most recent work
by Hu and Moss (2018) and Hu et al. (2019, 2020). This work is based on using a
small inventory of monotonicity facts about quantifiers, lexical items and token-level
polarity and a small set of background knowledge and primitive relations to compute logical inference. But unlike NatLog, this work avoids the need for expensive
alignment and search sub-procedures (atomic edits) by creating a knowledge base
with inference facts from the premise, and then looking for the hypothesis within
it (for more details on the system see Section 2.4.6). Still, such a system faces the
crucial limitation of the syntactic variation involved. Such an approach is not able
to deal with syntactic variation, an inherent characteristic of natural language. This
means that only inferences which are syntactically “close" enough to the premise
can be computed. Small-scale handcrafted rules, e.g., passive to active voice, can
solve some of the simple cases of syntactic variation but cannot deal with the whole
spectrum of natural language expressions.
NL exhibits further limitations with respect to the phenomena that it is able to
represent. As discussed, one of the main benefits of NL is its eschewal of translating
natural language to a formal representation. However, its syntax-based representation can at the same time be a drawback, if it means limited power of expressing
certain phenomena. For example, phenomena like negation (scope), temporal and
causal reasoning, coreferent discourse entities, paraphrases and relation extraction
cannot be dealt with in a satisfactory way. First, since negation is always factored
in as a an atomic edit mechanism or as a rewrite mechanism to “reach" one sentence
from another, it cannot account for scope issues that arise, e.g., there is no way of
disambiguating what is the scope of no in a sentence like No dog is eating a bone.
Concerning temporal and causal reasoning, NL does not offer good solutions either,
because tense, aspect and causality relations have no way of being expressed: an
inference like Facebook bought Whatsapp ⇒ Facebook possesses Whatsapp cannot be
made within NL. Although most current NLI systems ignore such temporal/causal
aspects anyway, it is important for a reasoning mechanism to be potentially able to
provide such inferences. As far as coreferent discourse entities are concerned, the
existing NL systems offer no satisfactory way of establishing the coreference between
two entities. They do have the machinery to deal with one (≡ relation) once they
have it, but it is not clear how such coreferences can be traced with the mechanisms
presented here. A further troubling point for NL is its inability to work with paraphrases and other expressions that require relation extraction or world-knowledge.
So, for an inference like George is a pilot. ⇒ George flies airplanes, NL has no way of
establishing the connection between pilot and fly airplanes: first, because the lack of
a deeper syntactic component cannot lead to an accurate “conversion" (i.e., atomic
edit or search routine) of the one sentence to the other, and secondly, because current
approaches only engage plain lookup in external resources like WordNet (Fellbaum,
1998), but not in ontologies or axiom-containing databases.
Last but not least, NL in its current version seems unable to integrate insights
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from recent advances in lexical semantics, particularly distributional semantics. NL
computes inference in a “solid", relatively inflexible way (i.e., finding an atomic edit,
reaching the hypothesis from the premise, based on surface forms and their lookup
in lexical resources), which does not allow for its expansion with other kinds of
lexical representations, e.g., with word embeddings. As already illustrated in Section 2.4.3, approaches based on word embeddings have accomplished great progress
within lexical semantics and indeed dominate the current SOTA. Despite their limitations presented in Section 2.4.3, they are able to act in a complementary fashion to
hand-curated resources like WordNet (Fellbaum, 1998), and this advantage should
not be kept unexploited in current NLI systems. Particularly, the integration of
word embeddings in an NLI system can be beneficial in two major ways. First,
word embeddings can be used as a fall-back strategy when the hand-crafted lexical
resources fail. On the one hand, this might happen if specific lexical items are not
included in the resource or are included with different orthographical variants, e.g.,
ping-pong might be written with or without the dash and depending on that a simple look-up might fail. Although simple rules can and should be able to catch such
small divergences, having a fall-back strategy is useful. On the other hand, word
embeddings can help in cases where the lexical items are present in the resource, but
are not associated in any logical way. This means that word embeddings can capture
more of what was described as world-knowledge, since their construction is based on
capturing real-world/real-corpus knowledge. This function can be illustrated with
the same example used in Section 3.2.4 and repeated in (59).
(59)

P: The dog is catching the frisbee.
H: The dog is biting the frisbee.

No lexical resource would be able to (logically) connect the notions of catching and
biting and determine an entailment relation/specificity between them. However, we,
humans, are fine with labeling this example an entailment because we consider that
catch and bite are synonyms within this context of a dog: a dog can only catch
something that is in the air with its mouth, so by biting it. Word embeddings have
been trained on large corpora, where dogs and frisbees and bitings and catchings
should have cooccurred, so that a good word vector should capture that similarity
(in context). Thus, integrating distributional representations in the NLI task can
be useful even in cases where the lexical items exist in resources. Moreover, an
efficient NLI algorithm and system should be able to integrate distributional representations to account for languages where no lexical resources exist. Most of the
world’s languages do not have large human-created lexical resources, because their
creation is time-consuming, expensive and tedious. Apart from major languages like
English, German, French, Spanish, Portuguese and a couple of others, no resources
with wide-coverage exist. On the other hand, building word embeddings for languages lacking such resources is fast, inexpensive and requires little effort. A large
unannotated text collection – which probably exists for most languages – suffices for
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the training of good word vectors. These can then be used to account for lexical
semantics. Of course, the use of word embeddings leads to the question of how to
acquire taxonomies and logical relations between lexical items in order to be able to
determine specificity relations of < or = or |, for example. This topic has attracted
attention since the beginning of the rise of word embeddings and is still a hot topic
(e.g., Yu and Dredze (2015), Zafar et al. (2016), Nguyen et al. (2017), Sarkar et al.
(2018), Alsuhaibani et al. (2019))
The series of work by Condoravdi et al. (2001, 2003), Bobrow et al. (2007a,b),
Nairn et al. (2006), Crouch and King (2007), Boston et al. (2019) seems to be able to
offer attractive solutions for most of these limitations: the atomic edits limitations,
the syntactic variation problem, the scope limitations, the lexical expansion issues,
etc. (see Section 2.5.2 for more details on this work). The system of this thesis is
motivated by this work.

3.5

Summary and Conclusion

This chapter has presented the necessary background on the theories utilized for
the semantic representation and the inference mechanism proposed in this thesis.
Before doing so, the chapter discussed the notion of inference in a detailed way to
show what it encompasses and what kinds of cases have to be tackled by an automatic NLI system. This discussion was followed by an introduction into Description
Logic; into its history, main principles and limitations. A background in Description
Logic is essential for the reader to understand how our proposed semantic representations are constructed. The third part of the chapter focused on Natural Logic
as an inference mechanism, and presented its long history, its foundations and its
weaknesses. Understanding the strengths and weaknesses of Natural Logic makes
clear how the proposed inference system differs and how it exploits the former and
avoids the latter.
This chapter leads to several interesting conclusions. First, it stresses the fact
that inferring encompasses much more than linguistic knowledge: it also requires
common-sense and world-knowledge and distinguishing between the two is not trivial. In fact, even linguistic knowledge is not a uniform class, but includes from simple
entailments of the taxonomic kind (dog < animal ) to far more complex phenomena
like conventional and conversational implicatures. Although the former and parts of
the latter can probably be tackled in some (complex) way by an automatic system,
it is debatable whether an automatic system has a chance of dealing with particularized conversational implicatures. Concerning common-sense and world knowledge, it
is also controversial how much of it can be efficiently modeled for automatic systems
to use. Attempts to capture some of that knowledge were already made in the 1970’s
with the rise of knowledge representations/graphs. These representations were able
to hold high-level descriptions of the world. At the same time, and to account for
inference phenomena, they were also given a more formal semantics through the
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Description Logic Framework. Description Logics, mainly consisting of concepts (of
things in the world) and roles (i.e., relations between these things), can effectively
be translated into FOL and thus become an efficient inference mechanism. However, some of the inherent characteristics of such a pure logic of concepts, e.g., the
inability to express non-positive facts about the world and intensional phenomena,
make it less suitable as a representation of natural language, which includes exactly
such phenomena. Some of these phenomena can be tackled by other kinds of inference mechanisms such as Natural Logic. Natural Logic computes inference based on
surface forms and does not involve any kind of semantic representations. Its core
is the notion of monotonicity, i.e., how concepts can be made more specific or more
general while preserving their truth. Although Natural Logic has been around since
Aristotle and was formalized in the 1980’s, it was only practically implemented in
automatic systems in the last 15 years. The implemented approaches have achieved
competitive performance to other, more complex, formal approaches, while exhibiting simplicity and flexibility. Still, they have not attracted further attention as there
has been no work showing how to overcome their limitations.
Bearing all this in mind, I implement an NLI system that attempts to show how
the strengths of each of these methods can be put together for the goal of computing
inference. The principles of Description Logic can contribute to an efficient semantic
representation of natural language and world-knowledge, while Natural Logic can
lay the foundations for the style of inference required. Particularly, the notions
of concepts, restriction and subsumption of Description Logic and the notion of
monotonicity of Natural Logic are exploited in the current system. Before analyzing
in Chapters 5 and 6, respectively, how these notions are exploited, the next chapter
offers an overview of the available data for NLI and shows how the notions of inference
discussed in this chapter are present (or not) within the available datasets.

Chapter 4

NLI Datasets
4.1

Introduction

This chapter focuses on the data that has been used to evaluate and train NLI systems. Although investigating this data might seem like a useless task to invest time
in or a step one should only worry about at the end of the system implementation, in
fact knowing the data beforehand is of great importance for the implementation itself
and should therefore also precede it. First, the evaluation data can provide insights
on issues and challenges that need to be taken into account when implementing the
system, e.g., types of hard linguistic phenomena involved. By looking into an NLI
corpus we can also observe which of the types of inference discussed in Chapter 3
are included in the data. This can help us answer questions as to what components should be implemented and in what way, e.g., whether a component providing
world-knowledge is needed or not. Moreover, the inspection of the data can show us
what lay people (annotators) actually consider entailment/contradiction/neutrality
relations. Although annotators are usually given specific guidelines to follow – which
are based on the theoretic definitions and notions presented in the previous chapter,
it can still be the case that lay people make different judgments from the expected.
This can be caused if the guidelines given are too vague or if the “real-life" notion of
entailment/contradiction/neutrality is indeed different from what the theory says.
Additionally, investigating the test data can show us which and to what extent offthe-self tools can directly be used as components of the system. For example, we
can conclude on the best ontological resource to use by inspecting the kind of worldknowledge included in the datasets. Last but not least, by verifying the testing data
we can be sure that it can indeed be used as a golden standard for the evaluation
of the implemented system. A system should not be evaluated, let alone trained, on
data that is erroneous or contains notions of inference that are against the theory
presented in the previous chapter. Thus, investigating and improving the NLI data
has been one of the main subgoals of this thesis.
Section 4.2 gives an overview of the available datasets to date. The issues and
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challenges observed within these datasets are then discussed in Section 4.3. The actions taken within this thesis to improve and solve some of these issues are presented
in Section 4.4, while Section 4.5 quantifies some of these issues and gained insights
through the presentation of the experiments that were performed. Finally, Section
4.6 summarizes the main points concerning the NLI data and what these mean for
the implemented system.

4.2

The Datasets

As discussed in Section 2.2, inference can be seen as a two-way or a three-way
classification problem, depending on whether we decide to include contradiction in
the inference labels or not. As was explained there, the first large-scale challenge for
inference started out as a two-way classification task, named RTE, and later evolved
to what we now call NLI. This evolution is clearly visible via the datasets, which
evolved from smaller, two-way inference to larger, three-way inference datasets. This
evolution is also characterized by a gradual decrease in semantic complexity in the
most recent large datasets. In this evolution of the datasets we can also observe the
shift of the focus of NLI from more symbolic to purely DL systems. This section
presents the most popular datasets in order of creation: the FraCas test suite, the
RTE datasets, the “big-data" datasets such as SICK, SNLI and MultiNLI and some
of the most recent “hard" datasets introduced in Section 2.4.7.

4.2.1

The FraCas Testsuite (Cooper et al., 1996)

The FraCaS test suite (Cooper et al., 1996) was created by the FraCaS Consortium,
a large collaboration in the mid-1990s which aimed at developing resources related to
computational semantics. The test suite contains 346 NLI problems, each consisting
of one or more premise sentences, a question sentence, an answer and a justification. Although the standard formulation of NLI involves a premise and a declarative
hypothesis, the FraCas set expresses the hypothesis as a question to be answered
with one of the three answers: yes (the hypothesis is entailed from the premise),
no (the hypothesis contradicts the premise) and unk (the hypothesis is neutral to
the premise). The distribution of answers is not balanced: about 59% of the problems have answer yes, while 28% are unk, and 10% have answer no. The dataset
was later converted to a “mainstream" NLI dataset with declarative hypotheses by
MacCartney (2009).1 The justification provided for certain pairs explains the label
chosen, when there is controversy. Of the 346 FraCaS problems, 154 (about 45%)
contain multiple premises: 122 problems contain two premises, 29 problems contain
three premises, two problems contain four premises, and one problem contains five
premises. Also, there are 41 cases (around 12%) that do not contain a clear answer,
e.g., because the answer depends on the reading.
1

Available under https://nlp.stanford.edu/~wcmac/downloads/.
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The FraCaS NLI pairs seem quite simplistic at first glance, because of their limited, simple vocabulary (i.e., few unique words) and the similarity between premise
and hypothesis. Despite this simplicity, the problems are carefully designed by semanticists to cover a broad range of semantic and inferential phenomena, including quantifiers (e.g., monotonicity on different arguments), plurals (e.g., conjoined
noun phrases, collective and distributive plurals), anaphora (e.g., intra-sentential
and inter-sentential anaphora), ellipsis (e.g., phrase ellipsis, sluicing), adjectives
(e.g., extensional and intensional comparison classes), comparatives (e.g., phrasal
and clausal comparatives), temporal reference (e.g., temporal adverbials, different
use of tenses), verbs (e.g., distributive and collective predication) and propositional
attitudes (e.g., veridicality, intensional attitudes). Each problem is assigned to a
phenomenon/category by the creators themselves. An example of each category is
given in Table 4.1.
§1: Quantifiers
6
P No really great tenors are modest.
H There are really great tenors who are modest.
§2: Plurals
83
P Either Smith, Jones or Anderson signed the contract.
H Jones signed the contract.
§3: Anaphora
115 P Mary used her workstation.
H Mary has a workstation.
§4: Ellipsis
178 P John wrote a report, and Bill said Peter did too.
H Bill said Peter wrote a report.
§5: Adjectives
207 P Fido is not a large animal.
H Fido is a small animal.
§6: Comparatives
233 P ITEL won more orders than APCOM.
H ITEL won some orders.
§7: Temporal Reference
252 P Since 1992 ITEL has been in Birmingham.
H Itel was in Birmingham in 1993.
§8: Verbs
333 P Smith, Anderson and Jones met.
H There was a group of people that met.
§9: Attitudes
336 P ITEL managed to win the contract in 1992.
H ITEL won the contract in 1992.

NO

DON’T KNOW

YES

YES

DON’T KNOW

YES

YES

YES

YES

Table 4.1: Examples of single-premise inference pairs from each category of the
FraCas testsuite. The number in the fist column represents the ID of the pair in the
testset.
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The fact that the dataset is a manually constructed corpus with no “real-life"
examples has been criticized in various occasions (Marelli et al., 2014b, Bernardy
and Chatzikyriakidis, 2017, to name only a few). Arguably, it does not reflect
the lexical variation and the world-knowledge humans normally need to deal with
inferences. Also, the manual labor required for it had an impact on its size, which is
considered very small, if not insignificant, for current standards. On the other hand,
the FraCas testsuite does fulfill the goal of containing the whole range of easy and
hard linguistic phenomena that an NLI system should be able to deal with.
Despite its value, the test suite has not been heavily used. The NatLog system
by MacCartney and Manning (2007) and MacCartney (2009) was the first one to
employ the testsuite for its evaluation. NatLog evaluates only on the 183 examples of
the testsuite that are single-premised, because it has no way of dealing with multiple
premises (see Section 3.4.3). On this subset, they report a performance of 70% in
their best setting. For phenomena like quantifiers and attitudes, for which NL is
especially suitable, their system scores high. Since then, a couple of other works
have used the testsuite, mainly as a test set for logical systems (e.g., Bos (2008b),
Mineshima et al. (2015), Bernardy and Chatzikyriakidis (2017)) and as the basis for
the development of further test sets (Cooper et al., 2016).

4.2.2

The RTE Datasets

The RTE datasets are the datasets that were created for the official RTE challenges,
the first series of public challenges for NLI. The challenges were organized for six
consecutive years, from 2005 to 2011 (Dagan et al., 2005, Bar-Haim et al., 2006,
Giampiccolo et al., 2007, 2008, Bentivogli et al., 2009, 2010, 2011). For the first three
years, the challenge was initiated by the European Commission’s PASCAL project,
but in 2008 it became an integral part of the NIST Text Analysis Conference. The
main goal of the challenge was to compare and evaluate NLI systems on a common
dataset provided by the organizers. The challenge started out as a two-way inference
task, where systems had to differentiate between entailment and non-entailment.
This is also where the name RTE (Recognizing Textual Entailment) originates from.
However, from RTE-4 onward the task was reformulated as a three-way task, after
the successful piloting of such a classification during the RTE-3 challenge. Each
challenge provided a different dataset, of different size and different sources for the
pairs.
The Construction Process The creation of the RTE datasets relies on manual
annotation. But unlike the textbook examples of FraCas, the pairs are not manually constructed and carefully designed to make sure they cover specific (linguistic)
phenomena. Instead, the examples are collected from different text processing applications, e.g., information retrieval, reading comprehension, etc., to evaluate whether
the competing systems are able to deal with real-life scenarios in each of those
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domains. The datasets are split into sections, one for each application. The collected examples represent a range of different levels of entailment reasoning, based
on lexical-, syntactic-, logical- and world-knowledge, at different levels of difficulty.
The collection of the examples is, however, manual and does not rely on the automatic extraction of sentences. All data is collected “in the wild" from different sources
of newswire text (political news, economical news, etc.), but are hand-corrected afterwards, i.e., they are checked for typographical and grammatical errors by expert
annotators.
For the application of Information Retrieval (IR), the annotators generate hypotheses that correspond to meaningful IR queries and match those with a search
engine’s retrieved documents, picking documents that either do or do not entail the
hypothesis. For the application of Comparable Documents (CD), annotators provide inference pairs by examining a cluster of comparable news articles that cover
the same story. As far as Reading Comprehension2 (RC) is concerned, the annotators are asked to create hypotheses relative to texts taken from news stories. For
the application of Question Answering (QA), the annotators use an off-the-shelf resource of questions and an off-the-shelf QA system: the questions are reformulated
as hypotheses and the (correct) answer delivered to the question by the QA system
is converted to the premise. For Information Extraction (IE), given an IE relation of
interest (e.g., a purchasing event), the annotators create premises out of candidate
news story sentences in which the relation is suspected to hold. As a hypothesis they
create a natural language formulation of the IE relation, which expresses that relation with the particular slot variable instantiations found in the text (see also Section
2.4). For the Machine Translation (MT) domain, two translations of the same text,
an automatic translation and a gold-standard human translation are compared and
modified to obtain inference pairs. Last, in the Paraphrase Acquisition (PA) application, annotators select a premise from some news story, which includes a certain
relation for which a paraphrase rule can be found within an off-the-shelf paraphrase
system. The result of applying the paraphrase rule on the premise is then used as
the hypothesis.
RTE-1, RTE-2, RTE-3 The first RTE challenge (Dagan et al., 2005) attracted 17
submissions worldwide. The dataset of the challenge contains 1600 pairs, annotated
for entailment and non-entailment. The relatively low performance of the competing
systems (highest score of 60%) pointed to some of the challenges of NLI and laid the
ground for the future tasks. The second RTE challenge (Bar-Haim et al., 2006) received 23 submissions and contained the same number of pairs as the first challenge.
The best system was able to achieve an accuracy of 75% with a machine learning
classification algorithm. The third RTE challenge (Giampiccolo et al., 2007) kept
the main principles of the older tasks, but was also enriched with newer standards.
2

The task corresponds to a typical school reading comprehension task, where students are asked
to judge whether a particular text can be inferred from a given text story.
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First, a limited number of pairs contained more than one sentence for the premise;
a premise could be up to a paragraph long. Additionally, the RTE Resource Pool
was made available; contributors could share the resources they use. The previous
challenge had highlighted the need for this pool as it had showed that all systems
need to make heavy use of lexical resources, as well as off-the-shelf tools for parsing,
tagging, etc. Thirdly, a pilot task was introduced, which aimed at exploring whether
the two-way classification task can also be reformulated as a three-way task containing contradiction. The best results on the main task reached an accuracy of 80%,
outperforming previous systems. The datasets of the three first RTE challenges are
available online in the augmented version made available by Catherine de Marneffe
under https://nlp.stanford.edu/projects/contradiction/.3 A sample of the
pairs of the first three RTE challenges is given in Table 4.2.
RTE-1
1586 P

H
RTE-2
110
P

H
RTE-3
P

H

The Republic of Yemen is an Arab, Islamic and independent
sovereign state whose integrity is inviolable, and no part of
which may be ceded.
The national language of Yemen is Arabic.

QA

True

Drew Walker, NHS Tayside’s public health director, said:
“It is important to stress that this is not a confirmed case
of rabies."
A case of rabies was confirmed.

IR

False

A Pentagon committee and the congressionally chartered
Iraq Study Group have been preparing reports for Bush,
and Iran has asked the presidents of Iraq and Syria to meet
in Tehran.
Bush will meet the presidents of Iraq and Syria in Tehran.

SUM

False

Table 4.2: Examples of inference pairs from RTE-1, RTE-2 and RTE-3. The abbreviations QA, IR and SUM stand for the application domain, from which the example
originates, as described above. The number in the first column represents the ID of
the pair within the dataset.

RTE-4, RTE-5, RTE-6, RTE-7 In 2008, RTE-4 (Giampiccolo et al., 2008) was
proposed as a track at the Text Analysis Conference (TAC) and was thus decoupled
from the PASCAL project. A major change in RTE-4 was that it contained the
three-way classification task that was piloted during RTE-3. This kind of classification proved more challenging for the competing systems and led to a decrease
in performance compared to the previous challenges; the best performing system
3

The augmented version has converted the two-way task to a three-way task.
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had an accuracy of 74%. This is not surprising given the fact that the majority of
the competing systems were machine learning approaches: such approaches perform
better the less labels they have to choose from. RTE-5 (Bentivogli et al., 2009) had
the same basic format as RTE-4 but with some additions. First, the average length
of the premise could now be even higher. Second, the text was not checked after
its collection from the original sources. In other words, the systems had to be able
to deal with potential typos and ungrammatical cases. Due to its higher complexity, the RTE-5 challenge also released a development set beforehand. Additionally,
RTE-5 introduced a pilot subtask in the summarization application setting: the task
was to find all sentences (premises) within a set of documents that entail a given
hypothesis. Particularly, given a corpus and a set of candidate sentences retrieved
by Lucene4 from that corpus, the systems were required to identify all the sentences
among the candidates that entail a given hypothesis. For the main task, the highest accuracy was 68.3%, significantly dropping from RTE-4’s highest score. This is
probably due to the increased length of the premises and the ungrammaticality of
some of the pairs.
The RTE-6 challenge (Bentivogli et al., 2010) took a more specific stand to inference and focused on inference “within a corpus", as the organizers called it, and
precisely on the applications of Summarization and Knowledge Base Population. The
former had already been tried out in RTE-5 and had showed promising results. The
latter concerned the validation of given relations within specific documents; reformulated for NLI, it concerned the validation of whether a hypothesis is supported in
a specific document (which serves as the premise). Both for the Summarization task
and the Knowledge Base Population task, the entailment relation considered documents retrieved beforehand. In other words, the RTE-6 challenge was the first RTE
challenge to not include the traditional RTE main task of defining the entailment
relation between a pair of isolated premises and hypotheses, but the much harder
task of identifying inference and then using it for a further task. The increased difficulty associated with this change in the task setting was reflected on the results:
the highest F-score only reached 48%. RTE-7 (Bentivogli et al., 2011) followed the
formulation used in RTE-6 and focused on Summarization and Knowledge Base Population as main tasks. Only 14 teams managed to participate to the competition,
with the best F-score at 42%. The data of the latest RTE challenges are available
upon request under https://tac.nist.gov/data/index.html. Sample cases of the
latest RTE data can be found in Table 4.3.
It is difficult to compare the results from different years, as each year’s set was
different, i.e., it may have included different domains, contained different sizes of
premises, been constructed with slightly different guidelines, etc. However, it is
accurate to summarize the RTE challenges with the following: a) the first systems
competing at RTE showed an accuracy of below 60%, b) the highest accuracy of 80%
across datasets was achieved in RTE-3 and not by later systems, which we would
4

Lucene is a popular search engine software library.
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expect to have become better, c) the introduction of the three-way classification in
RTE-4
P The Dalai Lama today called for Tibetans to end protests against the
Beijing Olympics, also telling MPs in London he would happily accept
an invitation to attend the event if relations with China improved.
H China hosts Olympic games.
RTE-5
P An appeals court in Eastern France has confirmed that the Swedish
car manufacturer Volvo is guilty over the deaths of two schoolchildren
aged nine and ten and the serious injury of a third after a brakes
failure caused an accident in 1999. The Volvo 850 TDI was being
driven by a local teacher when it struck the children, who had been
on their way to school. Driver Catherine Kohtz later asserted that the
brake pedal had become stiff and the brakes themselves unresponsive
as she traveled along the steep road.
H Volvo is a car manufacturer from Finland.
RTE-6
P The Christian Science Monitor newspaper on Monday pleaded
for the release of American reporter Jill Carroll, seized in
Baghdad by abductors who gunned down her Iraqi translator.
(doc_id=“AFP_ENG_20060109.0574" s_id=“1")
P US-Iraq-journalist-kidnap WASHINGTON: The Christian Science
Monitor newspaper pleaded for the release of American reporter Jill
Carroll, seized in Baghdad by abductors who gunned down her Iraqi
translator. (doc_id=“AFP_ENG_20060110.0001" s_id=“9")
H Jill Carroll was seized by gunmen.
RTE-7
P Claims by a French newspaper that seven-time Tour de France winner Lance Armstrong had taken EPO were attacked as unsound
and unethical by the director of the Canadian laboratory whose
tests saw Olympic drug cheat Ben Johnson hit with a lifetime ban.
(AFP_ENG_20050824.0557 s_id=“1" )
P L’Equipe on Tuesday carried a front page story headlined "Armstrong’s Lie" suggesting the Texan had used the illegal blood
booster EPO (erythropoeitin) during his first Tour win in 1999.
(doc=“AFP_ENG_20050824.0557" s_id=“2")
H Lance Armstrong is a Tour de France winner.

IR

E

IR

C

SUM

E

SUM

E

Table 4.3: Examples of inference pairs from RTE-4, RTE-5, RTE-6 and RTE-7.
Labels E, C, N stand for entailment, contradiction, neutrality, respectively. For
RTE-6 and RTE-7, the example presents a hypothesis referring to a given topic, and
some of the entailing sentences (premises) among the larger set of candidate sentences
retrieved by Lucene. The abbreviations IR and SUM stand for the application
domain, from which the example originates, as described above.
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RTE-4 (acc=74%), the longer sentences of RTE-5 (acc=68%) and the combination
of the two in RTE-6 (f-score=48%) and RTE-7 (f-score=42%) probably resulted
in poorer results of the systems in those challenges. This shows that the earlier
formulation of the RTE task is not as appropriate, since it lacks the more realistic
three-way classification, and the later formulation of the task is not as successful
due to its high complexity. It should also be noted that the RTE datasets seem to
be very complex only for computers, as humans show very good agreement on their
annotation, with agreement rates from 91% to 96% (Dagan et al., 2005).

4.2.3

The SICK corpus (Marelli et al., 2014b)

Despite their complexity and the resulting poor performance of the systems, the
previous datasets have important merits: FraCas includes representative examples
of the whole range of syntactic and semantic phenomena of natural language and the
RTE data requires mastering “real-world" reasoning, with linguistic as well as worldknowledge being in play. Additionally, the corpus construction methods, though
different, ensure high quality data since the sets are humanly created or at least
manually checked for their soundness. However, this high quality comes at the cost
of quantity: both datasets suffer from their small sizes, which make them unsuitable
for machine- and deep learning approaches, which require large amounts of data to
train on. Thus, to respond to the increasing need for large datasets, attempts were
made to create new, larger sets.
The first such larger dataset was SICK by Marelli et al. (2014b). SICK (Sentences Involving Compositional Knowledge) is an English corpus, originally created
to provide a benchmark for compositional extensions of distributional models at the
SemEval 2014 challenge (Marelli et al., 2014a). The data set consists of almost 10K
English sentence pairs (9840), annotated for their inference relation (entailment,
contradiction, neutrality) and their semantic relatedness. The formulation of the
task as a three-way classification shows that the importance of the contradiction
label had already been established by that time, especially because the RTE challenges showed how challenging this task was. For the annotation of the semantic
relatedness, annotators used a scale from 1 to 5 to mark how related the premise is
with the hypothesis. One important difference to previous datasets is that here the
annotators were lay people, recruited from the Amazon crowdsourcing platform, as
opposed to expert annotators.
The Construction Process The inference pairs were generated from existing
sets of captions of pictures and specifically, from the ImageFlickr data set5 (Young
et al., 2014) and the SemEval 2012 STS MSR Video Description data set.6 The
creators of SICK selected a subset of the captions and applied a 3-step generation
5
6

http://nlp.cs.illinois.edu/HockenmaierGroup/data.html
http://www.cs.york.ac.uk/semeval-2012/task6/index.php?id=data
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process to obtain the pairs. In the first stage, the original sentences were normalized
to remove unwanted (hard) linguistic phenomena; the goal of the set is to evaluate
systems for simple inferences so that phenomena like modals, auxiliaries, idioms,
multiword expressions, named entities, etc. were removed. The tenses were simplified
to the progressive only, there are few modifiers, few pronouns and small amount of
encyclopedic world-knowledge needed to interpret the sentences, unlike the RTE
data sets where world-knowledge is a necessary prerequisite for the inferences. In
the second stage of the generation process, the normalized sentences were expanded
to generate up to three new sentences. For the expansion, different syntactic and
lexical transformations were applied to obtain a sentence with a similar meaning, a
sentence with a logically contradictory meaning and a sentence that contains most
of the original lexical items but has a different meaning. For example, for sentences
with similar meaning, they used passive/active voice conversion, while for sentences
with contradictory meaning they removed or inserted negations. In the final stage,
the pairs resulting from the normalization and the expansion process were paired
with each other to produce the final set. All resulting pairs were checked by a native
speaker for their grammaticality and natural-ness. The dataset was then annotated
by Amazon Turkers,7 who only received examples of relatedness and inference as
task guidelines. For example, they received the example in (1) for A and B are
completely unrelated and the example in (2) for If A is true, then B is false.
(1)

A and B are completely unrelated:
A: Two girls are playing outdoors near a woman.
B: The elephant is being ridden by the man.

(2)

If A is true, then B is false:
A: A man is playing golf.
B: No man is playing golf.

Each pair was annotated in both directions, i.e., from A to B and from B to A.
Each pair direction was annotated separately by 5 annotators, where the majority
vote of their inference annotation consisted the final label of that pair direction.
With this process, pairs were classified as contradictions if both pair directions were
labeled as contradictions; pairs were classified as entailments for the corresponding
pair direction; the remaining pairs were classified as neutral. Concerning the relatedness score, the average score of all annotations was used as the final score for
that pair. The inter-annotator agreement for the inference relation was measured at
84%, whereby this number expresses the agreement with the majority vote and not
a Kappa score. The final SICK set consists of 5595 neutrals, 1424 contradictions
and 2821 entailments.8 Table 4.4 gives examples of each category. Overall, SICK is
considered a simple corpus, since it is created based on captions of pictures, which
7
8

www.mturk.com
Available under http://marcobaroni.org/composes/sick.html

4.2. The Datasets

113

means that it mainly contains literal, non-abstract, daily scenes that can be part of
captions of pictures. Also, there was the effort to simplify the corpus with respect
to its linguistic phenomena. SICK, being the first corpus of such a large size, is used
as training and testing data in a number of works, e.g., in all of the systems of the
SemEval 2014 Task (Marelli et al., 2014a), but also in later works (e.g., Bowman
et al. (2015a), Williams et al. (2018)) for comparison. In the SemEval 2014 Task,
the best performing system achieves an accuracy of 84.6%, outperforming previous
systems tested on the three-way RTE challenge; however, it should be noted that the
SICK dataset is much simpler than the RTE data, both in its linguistic phenomena
and the world-knowledge required.
ID
13
22
57

Pair
P: Two dogs are wrestling and hugging.
H: There is no dog wrestling and hugging.
P: A skilled person is riding a bicycle on one wheel.
H: A person is riding the bicycle on one wheel.
P: Three boys are jumping in the leaves.
H: Children in red shirts are playing in the leaves.

Label

Relat. Score

C

3.3

E

4.3

N

4.1

Table 4.4: Examples of inference pairs of SICK. Labels E, C, N stand for entailment,
contradiction and neutrality, respectively.

4.2.4

The SNLI dataset (Bowman et al., 2015a)

Although SICK was considered a very large inference corpus for quite some time, it
was still not massive enough for the DL world. Thus, the creation of SNLI (Bowman et al., 2015a) set new standards for the size of NLI training corpora. SNLI,
the Stanford Natural Language Inference corpus, was specifically created to address
the need for large inference corpora and was designed to tackle some of the issues
that the SICK corpus construction caused (more details in Section 4.3). It consists
of around 570K English sentence pairs, annotated for their inference relation by
Amazon Turkers.
The Construction Process The premises come from the Flickr30k corpus of
image captions (Young et al., 2014) and contain literal scene descriptions, just like
SICK. With such captions, scenes typically associated with personal photographs are
avoided, e.g., no caption of the format Our trip to Orlando is included. The hypotheses for these premises were created by Amazon Turkers. The Turkers were presented
with the premises and were asked to write sentences, i.e., create hypotheses, for each
of the three labels: entailment, contradiction, neutrality. As guidelines for the three
inference relations, they were told that they are given a caption of the photo and
they should write an alternate caption that is a definitely true description of the
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image (entailment), a definitely false description of the photo (contradiction) or a
might be true description of the photo (neutral). For each of the cases, they were also
given simplistic examples. It should be noted that they were not given the picture
itself because the label of each created premise-hypothesis pair should be retrievable
based solely on the text, not the image. To validate the corpus further, 10% of the
corpus (around 50.000 pairs) was further validated by Amazon Turkers. In this validation step, the Turkers were presented with the complete inference pair and were
asked to assign one of the three labels to it. Each validation pair was given to four
annotators, yielding five labels per pair including the label of the original author. If
a label was chosen by at least three annotators, the pair was validated; otherwise,
the pair was left unannotated. The inter-annotator agreement measured with Fleiss
κ was at 70%, which is a relatively low agreement considering the simple nature of
the pairs and which foreshadows some of the issues discussed in Section 4.3.2. Table
4.5 shows representative examples of the dataset. The resulting corpus9 was first
used by the creators themselves to evaluate SOTA models of the time, and opened
the way for the massive attention that NLI has been receiving in the recent years.
SNLI is used for training and testing DL models, with the official project site listing
already more than 60 relevant works, e.g., Zhang et al. (2020), Liu et al. (2019a), to
name only two of the most recent ones as of April 2020. The best performance on
SNLI as of April 2020 is at 90%, almost reaching human performance.
ID
2267923837.jpg#2r1c
4705552913.jpg#4r1n
4804607632.jpg#3r1e

Pair
P: Children smiling and waving at camera.
H: The kids are frowning.
Two blond women are hugging one another.
H: Some women are hugging on vacation.
P: An older man is drinking orange juice at a restaurant.
H: A man is drinking juice.

Label
C
N
E

Table 4.5: Examples of inference pairs of SNLI. Labels E, C, N stand for entailment,
contradiction and neutrality, respectively.

4.2.5

The MultiNLI dataset (Williams et al., 2018)

A descendant of SNLI is MultiNLI (Williams et al., 2018). MultiNLI (Multi-Genre
Natural Language Inference) corpus was created to target specific limitations of
SNLI: since the sentences in SNLI come from image captions, they are limited to
descriptions of concrete, literal visual scenes and fail to express key natural language
phenomena, like tense, belief and modality. As the authors argue, an NLI system
should serve as a benchmark for Natural Language Understanding (NLU) and can
9

Available under https://nlp.stanford.edu/projects/snli/
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thus not do away with complex phenomena like the ones mentioned. The corpus
consists of 433K pairs, i.e., it is three times larger than the already huge SNLI.
The Construction Process The premises of MultiNLI were derived from ten
different sources of freely available text and are thus meant to cover the full range of
American English. They encompass both spoken and written language. Specifically,
for the selection of the premises, the creators used nine genres out of the Open
American National Corpus (OANC)10 (Fillmore et al., 1998, Manning, 2006), which
includes in-person conversations, reports, speeches, letters, press releases, non-fiction
works, telephone conversations, travel guides and short posts about linguistics for
non-specialists, slate articles, etc. For the tenth genre, FICTION, they compiled
freely available works of contemporary fiction between 1912 and 2010. The rest of
the construction process was similar to the process of SNLI: the collected premises
were presented to crowdworkers of the platform Hybrid,11 who were asked to give a
sentence (hypothesis) for each of the three labels: one which is necessarily true or
appropriate whenever the premise is true (entailment), one which is necessarily false
or inappropriate (contradiction) and one where neither condition applies (neutral).
As in SNLI, there was also a validation step of 10% of the corpus. Again, each created
inference pair was given to four crowdsourcers who were asked to provide one single
label for the pair. According to the majority vote of the total of 5 annotations (the
original one and the four validation ones), the final label of the pair was validated.
The creators do not report on a specific κ score for inter-annotator agreement, but
state that the percentages of agreement are similar to those of SNLI.
The resulting corpus of MultiNLI12 contains inferences that require linguistic
and world-knowledge. Table 4.6 illustrates representative examples of each inference
relation. The corpus was compared to its descendant by the creators themselves
by evaluating SOTA models of the time on this dataset. The results show that the
diversity and complexity of the MultiNLI data led to a much lower performance of the
SOTA models on MultiNLI than on SNLI (72% accuracy compared to 86% on SNLI).
By now, this performance gap has (almost) closed and the latest best performing
models can score as high for MultiNLI as for SNLI, reaching 90% accuracy as of April
2020.13 By now, most systems use MultiNLI to include more diversity, complexity
and a large training size. For example, the set was used as a benchmark for the
systems competing in the RepEval 2017 Shared Task (Nangia et al., 2017b).
10

Available under http://www.anc.org/
gethybrid.io
12
Available under https://www.nyu.edu/projects/bowman/multinli/
13
No citation is given for this score because the speed with which the SOTA in current NLI
applications is broken is so high, that systems solving the task are not published as papers,
but report their scores in openly available competitions like Kaggle (https://www.kaggle.com/c/
multinli-matched-open-evaluation/leaderboard). The latest result written up in a published
paper is by Radford et al. (2018) and lies at 82%.
11
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Genre
Telephone Speech

Letter

9/11 Report

Pair
P: yes now you know if if everybody like in August when
everybody’s on vacation or something we can dress a little
more casual or
H: August is a black out month for vacations in the company.
Your gift is appreciated by each and every student who
will benefit from your generosity.
H: Hundreds of students will benefit from your generosity.
P: At the other end of Pennsylvania Avenue, people began
to line up for a White House tour.
H: People formed a line at the end of Pennsylvania Avenue.

Label

C

N

E

Table 4.6: Examples of inference pairs of MultiNLI. Labels E, C, N stand for entailment, contradiction and neutrality, respectively.

4.2.6

Hard Datasets

Section 2.4.7 presented the current SOTA in NLI and showed how models trained on
mainstream datasets like SNLI and MultiNLI, achieve almost human performance.
This achievement leads many to believe that NLI is almost solved. However, the
section also showed that there are efforts in the opposite direction, which attempt
to highlight the limitations of SOTA models by exposing the data they are trained
and evaluated on. As discussed, some works (Gururangan et al., 2018, Poliak et al.,
2018) have revealed bias and artifacts in the training data and have thus showed
that the achieved performance is not representative of the actual reasoning power of
the models. Another strand of research (Dasgupta et al., 2018, Nie et al., 2018, Zhu
et al., 2018, Naik et al., 2018, McCoy et al., 2019, to name only a few) has exposed
current SOTA models by constructing hard datasets, containing complex linguistic
phenomena, and exposing the generalization capabilities of the models. Among the
datasets discussed in Section 2.4.7, the datasets by Dasgupta et al. (2018) and McCoy
et al. (2019) are also mentioned in passing. Here, these datasets are detailed further
because they are also used for the evaluation of the system implemented within this
thesis.
4.2.6.1

Dasgupta et al. (2018)

Motivated by the need to explain what SOTA models learn and what their generalization capabilities really are, Dasgupta et al. (2018) created a hard compositional
NLI test set of 40,000 pairs (this dataset is abbreviated as DAS from now on). The
pairs of this set require compositional knowledge and cannot be solved with wordlevel (lexical) knowledge only. The set was generated using comparison structures
because these yield simple examples of sentence pairs that require more than world-

4.2. The Datasets

117

level data to understand (i.e., in comparisons the order of the two compared entities
makes a difference) and also because generating such sentence pairs can easily be
automated. Particularly, the created set contains three types of pairs: the same
type, the more-less type and the not type. In the same type, P and H only differ in
the order of words as shown in (3). In the more-less type, P and H differ by whether
they contain the word more or less and might even differ in their word order, as
in example (4). In the not type, the sentences of the pair differ by whether they
contain the word not, as in (5). All three types can produce both entailments and
contradictions (but no neutrals). The set is balanced between the three pair types.14
(3)

a.

b.

(4)

a.

b.

(5)

a.

b.

P: The woman is more cheerful than the man.
H: The man is more cheerful than the woman.
CONTRADICTION
P: The woman is more cheerful than the man.
H: The woman is more cheerful than the man.
ENTAILMENT
P: The woman is more cheerful than the man.
H: B: The woman is less cheerful than the man.
CONTRADICTION
P: The woman is more cheerful than the man.
H: The man is less cheerful than the woman.
ENTAILMENT
P: The woman is more cheerful than the man.
H: The woman is not more cheerful than the man.
CONTRADICTION
P: The woman is more cheerful than the man.
H: The man is not more cheerful than the woman.
ENTAILMENT

To compare how their newly created dataset affects the behavior of SOTA models,
Dasgupta et al. (2018) trained a classifier using the InferSent Conneau et al. (2017)
embeddings (InferSent was SOTA at the time of publishing their paper). Their classifier was trained on SNLI but tested on their dataset; the goal was to test whether
the SNLI trained model has learnt to “understand language" and to generalize in a
way that it can solve the newly created inferences. For better comparison, they also
trained a bag-of-words (BOW) model, which is expected to make classifications that
are exactly symmetric across the two categories of each pair type – since the members
of each type are just permuted versions of each other, a model like BOW that does
not consider order cannot distinguish them. This also means that with a BOW model
the upper performance limit on the new dataset lies at 50%, i.e., it can maximally
get half of the cases correct. The results of the experiment showed that the trained
14

Available under https://github.com/ishita-dg/ScrambleTests
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InferSent classifier has poor performance on the new dataset: its performance barely
reaches 50% and is thus comparable to the BOW model. But the trained model is
expected to be “smarter" than a BOW model and should have learnt some notion of
sentence structure and word order. With these findings, Dasgupta et al. (2018) are
able to show that current models do not capture sentence structure in the desired
way. Their proposal is to include such complex data in the training data so that
models can learn to capture them. Indeed, they show that the performance of the
classifier is improved, if it is also trained on the new dataset. However, this does not
seem to be a very satisfactory solution, as already discussed in Section 2.4.7.
4.2.6.2

HANS (McCoy et al., 2019)

One of the latest hard datasets at the time of writing of this thesis is the one by
McCoy et al. (2019). Their goal is similar to what was discussed before: explore
the reasoning capabilities of SOTA models and inspect whether specific heuristics
or true language understanding lead to high performance. The researchers created
an NLI set of 30,000 pairs, which they named HANS for Heuristic Analysis for NLI
Systems. The dataset contains syntactic heuristics, with which the researchers can
find out whether the models use those heuristics to solve the inference or indeed
utilize some more complex reasoning knowledge. HANS contains three types of
heuristics: the lexical overlap heuristic, the subsequence heuristic and the constituent
heuristic. The heuristics form a hierarchy: the constituent heuristic is a special case
of the subsequence heuristic, which in turn is a special case of the lexical overlap
heuristic. In the lexical overlap type, the heuristic is whether a premise entails all
hypotheses which are constructed from words in the premise. For the subsequence
type, the assumption is that a premise entails all of its contiguous subsequences. For
the constituent type, the expected heuristic is that a premise entails all complete
subtrees in its parse tree. More precisely, the three broad types include 5 phenomena
each, from passives and relative clauses to coordination, prepositional phrases and
embedded verbs under factive or implicative verbs. A list of representative examples
of each type is given in Table 4.7. To generate the pairs, the researchers created five
templates that support each heuristic and five that contradict it. So, for example,
for the subsequence heuristic, they used the template in (6). For each template, they
generated 1000 examples, with a total of 10,000 examples per heuristic.
(6)

The N1 P the N2 V. 6 =⇒ The N2 V.
The lawyer by the actor ran. 6 =⇒ The actor ran.

With the generated dataset, they were able to evaluate SOTA models of the time
of publishing, which have been trained on MultiNLI. It should be noted that HANS
is only annotated with two labels (entailment and non-entailment) because, as the
creators argue, the distinction between contradiction and neutral is often unclear.
They present the example in (7), which could be labeled as neutral, because the actor
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Constituent
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Pair
P: The doctors visited the lawyer.
H: The lawyer visited the doctors
P: The lawyer was advised by the actor.
H: The actor advised the lawyer.
P: The judges heard the actors resigned.
H: The judges heard the actors.
P: Angry tourists helped the lawyer.
H: Tourists helped the lawyer.
P: If the actor slept, the judge saw the artist.
H: The actor slept.
P: The lawyer knew that the judges shouted.
H: The judges shouted.

Label
nonE
E
nonE
E
nonE
E

Table 4.7: Examples of inference pairs of HANS. Labels E and nonE stand for
entailment and non-entailment, respectively.

could have helped the judge as well, or as contradiction, if we consider the pragmatic
meaning of the sentence that implies that the actor did not help the judge. The vague
boundaries between contradictions and other relations were already mentioned in
Section 2.2 and are also analyzed in detail in Section 4.3. To mitigate such effects,
McCoy et al. (2019) trained on the three-way MultiNLI and for evaluating on HANS,
they collapsed contradiction and neutral to non-entailment. However, as they note,
the results they obtain are similar to the alternate approach of first collapsing the
labels of MultiNLI and training on them and then evaluating on HANS.
(7)

P: The actor was helped by the judge.
H: The actor helped the judge.

After training four different SOTA models on MultiNLI and testing on HANS,
they show that performance is high when the correct answer is in line with the
hypothesized heuristic (one half of the corpus), but drops under chance (accuracy
of less than 10%) when the heuristic leads to an incorrect prediction (other half of
the corpus). Thus, despite their high performance on mainstream datasets, all four
models behave in a way consistent with the exploitation of the heuristics targeted in
HANS, and not with the correct rules of inference. These results confirm findings of
previous works (see Section 2.4.7). Similarly to previous work, the creators of HANS
show how the models can perform well if they are also trained on a subset of the
HANS data, so that they learn such structures. However, they also show that training
the models on their dataset does not help the models with other adversarial datasets
like the DAS (cf. Section 4.2.6.1), for which the performance stays low. Moreover,
they find that adding only some subcases of their heuristics to the training data
and withholding some others, does not solve the withheld heuristics. These findings
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highlight what was already argued in Section 2.4.7: it is unlikely that training sets
can include all possible constructions of language and thus, approaches based on
increasingly more data seem sub-optimal.

4.3

Issues of Existing Datasets

The presentation of some of the most popular datasets makes clear that different eras
in NLI have led to different needs for datasets and there still does not seem to be
one specific dataset which covers all desiderata. This can probably be attributed to
the fact that there is no general consensus as to what kinds of inference (see Section
3.2) current NLI systems should be targeting and thus what the datasets should
include. Carefully created datasets like FraCas are of high quality and make sure
that they include a wide spectrum of syntactic and semantic phenomena that should
be addressed within inference – and thus types of inference. However, such sets are
not natural enough, they do not exhibit high lexical- and world-knowledge variation
and their small size is prohibitive for data-based approaches. Datasets like RTE do
compensate for some of these limitations: they require lexical- and world-knowledge
and they are based on examples “in the wild". However, to satisfy these needs, they
might be overcompensating: the world-knowledge (see Section 3.2) required in RTE
is far too complex, compared to the currently available methods and resources. In
other words, datasets like RTE seem to require higher orders of reasoning where all
types of inference can simultaneously be addressed with the same degree of easiness
and correctness. However, as Zaenen et al. (2005) point out, although the separation
of linguistic and world-knowledge is artificial anyway, it is still a necessary step, as
the task of NLI cannot be solved if it is not sliced into manageable pieces. Even
so, early datasets like FraCas and RTE have almost lost their appeal, as their small
sizes make it difficult for them to compete with the current massive corpora that
are especially constructed for the needs of the neural networks era. However, the
quantity comes at the cost of quality: current massive datasets suffer from quality
issues, both concerning the nature and coverage of the data itself and its annotation
with inference labels. In this section, these two issues are detailed.

4.3.1

Data Issues

The first issue of current large datasets concerns the nature of the data itself, i.e.,
the way the pairs of the sets are selected or generated and the phenomena they
encompass. As already shown in Section 2.4.7, the big NLI datasets can be exposed
for being too biased, for containing too many artifacts and for being too “easy" and
superficial and thus not representative of human reasoning.
Concerning bias and artifacts, Gururangan et al. (2018) and Poliak et al. (2018)
with their hypothesis-only experiments show how the datasets contain statistical
irregularities, which is what is mainly picked up by the models. Particularly, they
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are able to show that some inference labels can be inferred from specific words
being present in the premise and/or hypothesis. For example, the presence of a
negation word such as not, no, nobody, in the premise or hypothesis correlates with a
contradiction label. Similarly, the presence of general terms like instrument, animal,
person in the hypothesis leads to entailment; this is because such general terms are
used in the hypotheses of premises where a more specific term is involved, as in (8).
Along the same lines are indicators of neutral pairs: modifiers like tall, sad, popular
are mostly found in neutrals, because their addition in the hypothesis produces
neutral relations as in (9).
(8)

P: A woman playing the violin with sunglasses on her head.
H: Someone is playing an instrument.
ENTAILMENT

(9)

P: People in a truck-full of sacks in a field full of sheep.
H: Tall humans in a truck.
NEUTRAL

According to Poliak et al. (2018), such artifacts are found both in human-judged
datasets like SICK, where humans only label the inference relation, and in humanelicited datasets like SNLI and MultiNLI, where humans produce the hypothesis for
a given premise. This finding shows that such artifacts are caused both from the
way the premises are collected and the way the hypotheses are gained. In the former
case, datasets like SICK collect their premises from captions of pictures and use automatic methods to generate hypotheses. This process has two consequences. First,
captions of pictures are not suitable for inference purposes: the literal, non-abstract
scenes involved in the captions might be suitable for taxonomic-style inferences like
in (10), but they are not representative of natural language. There are only that
many natural language phenomena that can be described through captions; notions
like modality, intensionality, conditionality, temporal and spatial notions are not expressed in captions because there is no need for them. Additionally, the fact that
the premises originate from captions of pictures also creates problems with the annotation, as detailed in Section 4.3.2. The second step of the process, automatically
generating the hypotheses, also has a disadvantage: since the hypotheses are automatically generated, they are based on predefined templates, e.g., a template of the
form The Subj is Ving the Obj ⇒ The Subj is not Ving the Obj is used to generate
the inference pair in (11). But since these are pattern-based templates, a SOTA
model which is trained to pick up exactly such patterns will learn this template: the
addition of not creates a contradiction. And since such datasets normally do not
contain “contrary" examples to teach the models that the presence of not does not
necessarily mean contradiction (see (12)), artifacts of this kind arise.
(10)

P: The dog is walking on the yard.
H: The animal is walking outside.
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ENTAILMENT

(11)

P: The dog is eating the bone.
H: The dog is not eating the bone.
CONTRADICTION

(12)

P: The dog is eating the bone.
H: The dog is not eating a ball.
ENTAILMENT

Other datasets that are not based on captions of pictures and do not automatically generate their hypotheses, such as MultiNLI, can avoid the points raised but
still contain artifacts. These mostly come from the human-elicited hypotheses. SNLI
and MultiNLI rely on humans to write sentences that are definitely true, definitely
false and maybe true or false for a given premise. The annotators are normally
crowdworkers who do the task in the pressure of time and for earning money. Thus,
it is only natural that they will use the most obvious and straightforward ways to
create such sentences and will not take notice of the patterns that might arise in
doing so or consider the potential linguistic variation (or not) they produce. This
sentence creation strategy is clear when observing some of the artifacts: to create
contradictions, crowdsourcing workers do not generate sentences that require finegrained semantic reasoning because a majority of the activities described in the
premises can easily be negated by just removing the agent’s agency, i.e., describing the agent as sleeping (Poliak et al., 2018). This leads to the artifact that pairs
containing the word sleep are labeled as contradictions. Of course, this “trick" of
the crowdworkers is facilitated in datasets, e.g., in SNLI, where the premises come
from captions, which mostly describe concrete activities as opposed to more general
events. A similar observation can be made for neutral pairs (cf. (9)), where the
annotators just add modifiers to create a neutral assertion, or for entailments where
things are conveniently made more general (cf. (8)). Last but not least, the humanelicited hypotheses also lead to confusions as far as the annotation is concerned, as
it is discussed in Section 4.3.2.
Putting bias and artifacts on the side, current NLI datasets are also criticized for
being too superficial and not representative enough of human language and reasoning. As the list of adversarial datasets in Section 2.4.7.2 shows, several researchers
were able to show that the current SOTA models cannot generalize efficiently. They
fail to perform on sets that require compositionality and boolean understanding or
other complex linguistic phenomena such as modals, negations, conditionals, implicatives, factives, etc. As they comment, this could be due to the mainstream
training datasets not being representative enough of human language or to the models not being capable of learning such complex structures. Many of the approaches
(Dasgupta et al., 2018, Richardson et al., 2020, McCoy et al., 2019) argue for the
former: the datasets are not representative enough of the structures of natural language, but the models could learn these structures if trained on them. They support
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their claim by including their adversarial sets into the training data and observing
that the models are able to learn the included structures. Thus, Dasgupta et al.
(2018) highlight the necessity of carefully designed datasets both for testing models’
representational abilities, as well as for better understanding what they have actually
learned. McCoy et al. (2019) also propose enriching the training data with complex
phenomena, although they do also show that one kind of phenomenon addition does
not boost the performance on a different phenomenon. Richardson et al. (2020) argue that “given a particular linguistic hole in an NLI model, one can plug this hole
by simply generating synthetic data and using this data to re-train a model to cover
the target phenomenon." But they are also careful to comment that this might lead
to trade-offs with the model’s original performance.
The careful investigation of the datasets undertaken within this thesis (Section
4.3.2) can confirm the claim that current NLI data is not representative enough
of natural language. Thus, models trained on them cannot claim to understand
language as they have been shown to lack the generilization capabilities that would
enable them to do so. On the other hand, the claim that a carefully designed dataset
can solve all compositionality and generalization issues cannot be defended in this
thesis (see also Section 2.4.7). If we assume that models are able to generalize to
the whole spectrum of linguistic expressions just from a carefully designed seed-set,
a good NLI seed-corpus would have to incorporate all of the strengths of each of
the datasets presented in this chapter. First, it would have to contain the semantic
complexity found in FraCas, which is comparable with the phenomena that some of
the adversarial sets have exposed. Second, it would have to contain cases where only
linguistic knowledge is required and cases where only world-knowledge is requested
and cases where both are in play. Additionally, a good set for DL models would
have to feature these two characteristics in the size scale of SNLI or MultiNLI. It
would have to originate from multiple genres, like MultiNLI does, and not only
from captions, and within each genre, it would have to contain the different kinds
of linguistic phenomena and reasoning. Of course, other challenges like artifacts
and bias would have to be addressed as well. But as the list of desiderata keeps
increasing, the feasibility of the task keeps decreasing. Therefore, the proposal of
this thesis is to put less effort in a newer, larger and better seed-dataset and to
rather implement new ways of solving NLI, e.g., with hybrid approaches where the
strengths of DL and of more traditional, symbolic approaches can be exploited to
their full potential. This should not mean that better datasets are not important or
needed. As the following subsection highlights, better datasets are essential for any
reliable evaluation of NLI systems.

4.3.2

Annotation Issues: A Study

The introduction of this chapter showed that investigating the available evaluation
data in detail can be beneficial for various reasons: we can obtain insights on issues
and challenges that the implemented system should account for, we can observe
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which types of inference are required and to what extent off-the-shelf tools can be
used for a system’s components. In particular, by looking at the annotations of the
evaluation data, we can gain insights on how lay people conceive each of the inference
relations and how good the annotation guidelines are, and also verify that the data
can indeed be used as a gold-standard for the evaluation.
On these grounds, in Kalouli et al. (2017a,b) Livy Real, Valeria de Paiva and
myself set out to investigate the annotations of the SICK corpus. The choice of
corpus is deliberate: SICK is a large corpus, used for DL approaches, but also not
as massive as SNLI or MultiNLI, so that manual inspection is feasible. Additionally,
it is a corpus that was manually checked by native speakers for the grammaticality
and soundness of the pairs so that we expected reliable data. SICK is also based on
captions and on automatically generated hypotheses, which are both problematic as
the previous subsection showed; thus, we wanted to examine whether this construction process is problematic for the annotations as well. Finally, a practical reason
for the choice of the corpus is that at the time of investigation only SICK and SNLI
were available – and not MultiNLI, an equally interesting corpus to investigate. Our
investigation revealed annotation issues of the corpus, resulting from the construction and annotation process, as well as general annotation challenges resulting from
the ways inference can be conceived of.
4.3.2.1

Asymmetric Contradictions

Contradictions in logic – but also within the looser definition of NLI – are symmetric;
if proposition A contradicts B, then B must contradict A. However, the human
annotators of SICK produced several cases where the contradictions are asymmetric.
Since each annotator annotated each pair only in one direction, the corpus ended
up with 611 pairs where the direction A to B is labeled as a contradiction, but B
to A as neutral or — in a few cases — even as entailment. The analysis shows the
following asymmetric pairs:
• 8 pairs AeBBcA, i.e., A entails B, but B contradicts A, e.g.,
A: The man is playing the piano with his nose.
B: A man is playing the keyboard with his nose.
• 327 pairs AcBBnA, i.e., A contradicts B, but B is neutral with respect to A,
e.g.,
A: Three kids are sitting in the leaves.
B: Three kids are jumping in the leaves
• 276 pairs AnBBcA, i.e., A is neutral with respect to B, but B contradicts A,
e.g.,
A: A boy is standing outside the water.
B: A boy is standing in the water.
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These 611 asymmetric pairs, out of 9840, may seem few (around 6%), but given
that the sentences are extracted from captions to describe simple, non-abstract,
daily activities, the number raises questions. The cases where A entails B, but
B contradicts A raise most concerns. In fact, it is surprising that the creators of
the corpus decided to label pairs of this category as entailments. If A entails B,
but B contradicts A, there is a logical contradiction, an absurd situation. The
unidirectionality can work for AeBBnA, because such a relation is possible in logic:
a sentence A can entail B and sentence B might be neutral with respect to A, because
it does not make any commitments about A. However, for the category AeBBcA, if
sentence B contradicts A, it can never be the case that A entails B; there is definitely
an erroneous annotation. Both other asymmetrical sets are also logically inconsistent
and hence raise questions. To try to answer some of these questions, in Kalouli et al.
(2017a) we look into these asymmetrical pairs and try to analyze the reasons they
were annotated as such.
First of all, some pairs contain ungrammatical sentences. Although the grammatical errors can be considered minor, we can assume that each annotator mentally
“fixes" the grammar in a different way, thus creating different relations and annotations. In (13) we could replace is with are or convert the plural players to singular,
and depending on this decision, the sentence may have a different implication: in
the former case, the sentence conveys that there are more than one players involved,
while in the latter case the sentence says that there is only one. Thus, different
assumptions can be made for the hypothesis. Secondly, there is the case of nonsensical sentences (cf. (14)), over which it is hard to reason. The templates used for
the automatic normalization and expansion of the premises-captions created some
odd sentences. The checking by the native speaker should have eliminated those, but
it seems that mistakes still persist. In such non-sensical examples, it is not clear how
annotators labeled the pairs; maybe they tried reasoning about them by assuming a
mental “fix" again or they just annotated them as neutrals, as the least informative
label, leading to such logical asymmetries.
(13)

The players is maneuvering for the ball.

(14)

A motorcycle is riding standing up on the seat of the vehicle. (did they just
forget the word driver after motorcycle or did they mean something else?)

Another common issue within the odd pairs is the difference between contradictory and alternative concepts. In the sentences Three civilians died in the incident
and No civilians died in the incident, assuming a single referent for the incident in
question, there is a true contradiction: both sentences cannot be true in one possible world. But when concepts are alternative to others, the annotator may have a
problem deciding whether they are contradictory or not. For example, for the pair
in (15), the annotators decided that A entails B, but B contradicts A. Clearly, a
bowl is a sub-type of dish, as any bowl is a dish ( i.e., a container that is round
and deep), so the A to B entailment is easy to see. But it is not as clear why the
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annotators decided that being a dish is contradictory to being a bowl (direction B to
A). One reason could be that bowl and dish are considered alternatives (i.e., bowls
are deep, while dishes are flat), and therefore judged as contradictory. Similar to
this example, but even harder to label are pairs like (16), for which the annotators
decided that A entails B, but B contradicts A. The rationale seems to be that to
aim a gun, one first needs to draw it from the holder, so aiming a gun entails having
drawn it beforehand (A to B direction). This is similar to the example that every
bowl is primarily a dish and then a specific kind of dish. But drawing the gun does
not necessarily contradict aiming the gun: in event semantics, the two events aiming
and drawing could be considered separate sub-events of the broader event of using
a gun, or the event aiming could be taken to include the sub-event drawing as a
“precondition" of aiming the gun. Thus, the inference label here strongly depends
on the granularity that we assign to events and sub-events.
(15)

A: The lady is cracking an egg into a bowl.
B : The lady is cracking an egg into a dish.

(16)

A: The man is aiming a gun.
B: The man is drawing a gun.

Another interesting case are pairs containing some kind of “loose" or ambiguous
lexical meaning, as in (17). What things in the world mean to us tends to be loose
and subjective. In this example, the confusion seems to come from what the notion
of a beach is. The question might be whether a beach is some “sand beside the
ocean". But there are beaches in seas, lakes and rivers too. There are stone beaches,
as well. Interestingly, the association of a beach might depend on the cultural/living
background of an individual: for example, people in the Mediterranean area probably
consider beaches areas that are next to the sea and would not call the area around a
lake a beach. In contrast, people from Central Europe, in the lack of a sea, probably
consider beaches any area around a lake or a river. Thus, what a lexical meaning
encompasses can be very subjective and not clear-cut, as it strongly depends on the
world-knowledge we possess.
(17)

A: There is no man on a bicycle riding on the beach.
B: A person is riding a bicycle in the sand beside the ocean.

Furthermore, the analysis shows that there are sentences among the 611 pairs
that are simply wrongly annotated; no apparent source for the mistake can be traced.
A pair like (18) is marked as AcBBnA. This cannot be the case because assuming
the same blond girl, she should be either in front or behind the sound equipment,
for the same observer. Thus, B should also contradict A. A possible explanation for
that might be the vagueness of the notion of entailment for a lay person. Consider
the definition of Dagan et al. (2005) (see Section 2.2) stating “P entails H, if typically
a human reading P would infer that H is most likely true". The problem with the
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human reading notion is that it leaves too much choice for annotators. Annotators
might have been overcompensating for the human reading, assuming that – for (18)
– different observers were at play. Nevertheless, it can also be the case that such
examples are simply annotation errors, out of speed, tiredness, lack of attention,
etc. This seems plausible as the RTE datasets have also been found to have similar
problems with pairs that can only be classified as “plain errors" (Zaenen et al., 2005).
(18)

A: The blond girl is dancing behind the sound equipment.
B: The blond girl is dancing in front of the sound equipment.

Our analysis shows that the most striking and most common asymmetrical contradictions come from coreference issues, resulting from design flaws in the corpus
construction and annotation process. Coreference issues concern pairs where it is not
clear whether the entities or events described are coreferent, i.e., refer to the same
entity or event. This can lead to problematic annotations for pairs as in (19), which
is inconsistently annotated as AcBBnA. It is clear that the same woman cannot at
the same time be carrying a black bag and not carrying the same bag, in which
case there is a contradiction. But, in fact, there might be one woman carrying a
bag and another one not carrying a bag – we might simply be talking about different women –, in which case the pair is neutral (in both directions). As Marelli
et al. (2014b) observe, the fact that the sentences of many pairs contain indefinite
determiners led to many neutral annotations, because the usual interpretation of
indefinite determiners creates a new referent, every time one indefinite determiner is
introduced. Thus, this confusion can be attributed to two main flaws of the original
corpus design. Firstly, the captions as source for the premises: when a caption of a
picture is written, most people use indefinites to introduce and describe the objects
on the picture. But this was not taken into consideration during the normalization
process of the SICK sentences. This led to sentences with indefinites being paired
with other sentences with indefinites. In such pairs, however, it is not clear whether
the common reference should be established or not. On top of that design flaw comes
the fact that the annotators were not given any information on where the sentences
come from or what their frame of reference is. They were also not given guidelines
about how to judge such “similar" referents. Thus, some annotators assumed that
the pairs are neutral as the indefinite determiners do not somehow bind to each
other, and some others labeled them as contradictions because they assumed that
they must be talking about the same event/entity.
(19)

A: An Asian woman in a crowd is not carrying a black bag.
B: An Asian woman in a crowd is carrying a black bag.

Apart from these issues leading to asymmetrical contradictions, our investigation
revealed further annotation challenges, which are discussed in the following.

128
4.3.2.2

Chapter 4. NLI Datasets
Annotation Challenges

By analyzing the annotated data of SICK, we came across various examples which
confirm that the task of NLI is not only challenging for machines but also for humans. Many aspects of inference can lead to diverging annotations for the same
pair, especially if the guidelines for the annotation task are not clear enough. In
the following, I list some of the cases we came across; the list is not supposed to
be exhaustive, but rather contain the most representative examples of annotation
challenges.
First, it seems that compound nouns and, in particular, deverbal adjectives modifying nouns are a source of controversy, such as in (20): if the talking parrot is a
parrot that is talking right now, then A entails B and B is neutral to A. But if the
talking parrot refers to the parrot’s general ability to talk (rather than that the parrot is talking right now), then A should be neutral with respect to B and B should be
neutral with respect to A. Thus, in such cases, more than one inference label could
be correct, depending on the assumptions made by each annotator. Second, among
the inference pairs, we can trace examples of the traditional problem of what Partee
(2010) calls privative adjectives. These are adjectives that contradict the noun they
modify, e.g., a fake gun is not a gun, a toy car is not a car, etc. Consider the example
in (21): a cartoon airplane is not a proper airplane, the same way a toy car is not a
car. Thus, A cannot entail B and should rather be neutral with respect to B, just
as B is neutral with respect to A. However, annotators might have been using looser
notions of cartoon airplane and airplane and have been assuming that airplane in
the hypothesis should refer to the cartoon airplane of the premise. Furthermore,
the analysis showed expected issues with ambiguous sentences as in pair (22). Here,
sentence B is ambiguous in a way that does not allow us to judge if the two people
are riding one bike together (a tandem bike) or if they are each riding their own bike
(collective or distributive reading). Depending on which reading we decide on, the
inference relation in this pair can be a contradiction or an entailment, respectively.
We might expect that such ambiguities will not be encountered in a corpus like SICK
which ought to contain simplified sentences. Nevertheless, it seems that language
cannot avoid ambiguity even in its simplest forms.
(20)

A: The microphone in front of the talking parrot is being muted.
B: A parrot is speaking.

(21)

A: A cartoon airplane is landing.
B: A plane is landing.

(22)

A: Two bikes are being ridden by two people.
B: Two people are riding a bike.

Moreover, we observe that some inference decisions are based on cultural aspects,
as already observed with asymmetrical contradictions in (17). A representative example is the pair in (23). Depending on whether sentence A is taken to talk about
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American football or not, we can say that it entails B or not. If we are talking about
American football, then sentence A does not entail B. Thus, for such examples there
is no “universal" truth; the truth depends on the cultural background of the annotator. Similar is the case of examples challenging the political assumptions of an
individual, like in (24). Asian people are not necessarily people coming from Asia.
There are Asian people (and any people for that matter) that are born and have
lived since generations in other parts of the world, e.g., in the US. For these people,
it is incorrect to say that they come from Asia as they actually come from the US,
in that example. So, again, depending on the assumption, the inference relation is a
different one. Similar are cases where some kind of prejudice can be detected. For
example, pair (25) was labeled as entailment by the annotators, although it is clear
that man w person and thus man ; person. But the label was probably given based
on the prejudice that a person doing tricks on a motorbike has to be a man, and not
a woman. Thus, we see that in real-life examples the notions of linguistic knowledge,
common-sense and world-knowledge discussed in Section 3.2 are each so loose and
at the same time so intermingled with each other. Even world-knowledge does not
seem to encompass the same things for all people, which means that in many cases a
uniform inference relation is challenging, if not impossible (see Section 4.5 for more
discussion on this matter). However, in cases where it is possible, there should be
an effort for a uniform label, free of bias and prejudice. Otherwise, models trained
on biased data will only learn to reproduce human prejudice, as recent workshops
on ethics in NLP have showed, e.g., Hovy et al. (2017).
(23)

A: Different teams are playing football on the field.
B: Two teams are playing soccer.

(24)

A: A large group of Asian people is eating at a restaurant.
B: A group of people from Asia is eating at a restaurant.

(25)

A: A person in a black jacket is doing tricks on a motorbike.
B: A man in a black jacket is doing tricks on a motorbike.

Another interesting issue is related to agentive nouns, such as swimmer, biker,
singer, etc. Everyone who swims is a swimmer, but is everyone who sings a singer?
Or even more, is everyone who poses for a photo a model? In our analysis, we found
many pairs, where this linguistic phenomenon is found and seems to have an impact
on human judgments. For example, the annotators may label (26) as entailment.
However, in my view, a model is not anyone who poses for a photo, but only the ones
who are doing that intentionally (for money or not). Hence, it should not be the case
that A entails B. A thesaurus like WordNet (Fellbaum, 1998)15 will not necessarily
map man to model, as the annotators seem to have done. In contrast, for the example
of swimmer, WordNet contains the relation derivated-by that relates swimmer to
swim. In the case of pose and model, there is no explicit relation between these
15

More details on WordNet are given in Section 5.4
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synsets. However, if we consider the glosses offered by Wordnet, we might be able to
get that inference: the synset for model reads “a person who poses for a photographer
or painter or sculptor". Thus, an indirect connection could be established, but it is
not clear that this connection is suitable for all contexts.
(26)

A: A man is wearing a purple shirt and black leather chaps and is posing
for the camera.
B: A model is wearing a purple shirt and black leather chaps and is posing
for the camera.

Moreover, our investigation showed that the “indefiniteness" and the lack of a
specific common reference to judge the pairs on (see Section 4.3.2.1) leads to many
more annotation challenges, apart from the asymmetrical contradictions discussed.
Particularly, it does not make clear when a pair may be a contradiction and when
neutral. Especially, the use of examples to describe each inference relation to the
annotators, as opposed to more specific guidelines, creates much confusion about
when a pair should be a contradiction or neutral. Annotators consider as contradiction, pairs in which B has nothing to do with A. In an attempt to find some
relation between the sentences and without considering that contradictions can be
defined only when entities/events are coreferent, the annotators label examples such
as (27) as contradictions. But contradictions need a common reference background
(Zaenen et al., 2005, de Marneffe et al., 2008). If there is no such common reference,
then the truth of the one cannot be influenced in any way by the truth or falsity of
the other, so no contradiction can emerge. In (27), we only know something about
sumo ringers, so we cannot make a statement about any man being in water. This
“prerequisite" of contradiction does not seem to have been clear to the annotators
and was surely not communicated clearly in the task guidelines. One could still
raise the argument that such pairs were judged on the basis of a photo: a photo is
probably showing either sumo ringers or a man in the water but not both (though
not impossible). Thus, the hypothesis “contradicts" the premise because it is not
about sumo ringers but about something else. However, this cannot be the reason
for such annotations because the annotators did not know that the sentences come
from captions of pictures. Thus, they could not have made such an assumption.
(27)

A: Two sumo ringers are fighting.
B: A man is riding a water toy in the water.

Conversely, we find many cases where there is an obvious coreference and contradictory events/entities, but the annotators probably attempted to think of scenarios
where both things could still co-occur and thus, be neutral to each other. The pair
(28) is a good example: the annotators apparently thought that a person could be
getting one tattoo and having another one removed at the same time.
(28)

A: The girl is getting the tattoo removed from her hand.
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B: The girl is getting the tattoo on her hand.
This confusion between contradictions and neutrals is indeed very interesting
because it seems to concern other NLI corpora as well. As discussed in Kalouli et al.
(2019a), this is also found in SNLI, where pairs like (29) are marked as contradicitons,
although it is clear that there is no coreference and they should be neutral. In
fact, the SNLI creators claim that they tried to avoid such coreference issues, after
having observed the negative consequences that this had on SICK. However, it seems
that their attempt was not fully successful. Also, MultiNLI seems to have similar
problems: as described earlier, McCoy et al. (2019) decide on a two-way classification
for their HANS corpus as they observe that MultiNLI does not have a clear-cut
distinction between contradictions and neutrals either.
(29)

A: A young boy in a field of flowers carrying a ball.
B: Dog in pool.

The study of the SICK corpus shed light on various corpus-specific design flaws
and annotation issues, as well as to general annotation challenges of the NLI task.
For the purposes of this dissertation, I attempted to address some of these flaws and
annotation issues, with the ultimate goal to produce a reliable testing set for the
implemented NLI system, and to contribute to our understanding of the NLI task.
Two lines of work were pursued: on the one hand, annotation errors were removed
through re-annotation and correction efforts; on the other hand, in an attempt to
quantify the general annotation challenges and to gain insights on the task, suitable
annotation experiments were performed. The next two sections present this work.

4.4

Correcting SICK (Kalouli et al., 2017a,b, 2018b)

The discovery of persistent annotation errors in SICK, due to its construction and annotation process, raises the question of how to deal with these mistakes. Apart from
the cases of asymmetrical contradictions that can automatically be detected based
on their labels, the rest of the annotation errors cannot even be automatically traced.
Thus, in Kalouli et al. (2017a,b, 2018b), my co-authors and I made an effort to reannotate a large subpart of the SICK corpus semi-automatically. We were able to
re-annotate all pairs of the corpus that have a non-neutral original label, i.e., entailments or contradictions. All pairs were re-annotated in both directions (A to B and
B to A). 10% of SICK was found to be problematic and was corrected. The revised
corpus is available online under https://github.com/kkalouli/SICK-processing.

4.4.1

Manual Correction

The manual correction of the corpus was completed in four phases. All four phases of
correction and annotation were conducted by Livy Real, Valeria de Paiva and myself.
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The general annotation strategy used was the following: each of us annotated a pair
without knowing its original label. If the new label was the same as the original
label, then the label was verified and kept; otherwise, the label was given to a
further annotator so that there were a total of three annotations for that pair. The
label supported by two annotators was used as the gold-standard; interestingly, there
were no cases where the three annotators decided on three different labels.
1st phase In the first phase, we aimed at removing all ungrammatical and nonsensical pairs. The idea was that the inference label of such pairs depends on the
mental “fix" of each annotator and thus cannot be trusted to be consistent. Thus, we
decided to exclude these sentences from the re-annotation. To this end, we looked at
all 6076 unique sentences of the corpus and found 183 sentences that belong to one
of the two categories. Subsequently, we removed from the corpus all pairs consisting
of at least one of those 183 sentences. This process resulted in a remaining 9385
pairs to be annotated (from a total of 9840, 95%). As mentioned above, from these
pairs, we only re-annotated the non-neutral ones, so 4095, but in both directions, so
a total of 8192 annotations.
2nd phase In the second phase, we dealt with all pairs which were originally
marked as single entailments (AeBBnA). It seemed natural to start with this category
as the study of the corpus had showed us that it is easier to judge single entailments
than other categories; e.g., for contradictions, we need to decide whether the entities
in the two sentences are co-referent and whether there can be a possible world where
the two sentences can be true, and for double entailments we need to check whether
the entailment is possible both directions. In total, in the subcorpus of 4095, there
are 1502 single entailments, from which 167 (11%) were deemed wrong, i.e., either one
or both of the pair directions were labeled wrongly. The mistakes that we observed
fall in the categories discussed in Section 4.3.2.2.
3rd phase In the third phase, we corrected all asymmetrical contradictions discussed in Section 4.3.2.1. Correcting these is not as straightforward as the correction
of the previous phase was. The reason is that, in order to correct these pairs, we
have to decide on solutions to the problems discussed above. Particularly, we need a
solution to the common reference issue described: the presence of indefinites and the
lack of a common reference to judge the pairs on led to many of the asymmetrical
pairs.
Previous literature on detecting and classifying contradictions in text is not very
extensive. Works like that by Zaenen et al. (2005) and de Marneffe et al. (2008)
argue that the events or entities of a pair need to be coreferent if the pair is to be
deemed a contradiction. But to decide when things should be considered coreferent
is not trivial, more so for events and less for entities. In their annotation guidelines,
de Marneffe et al. (2008) propose that compatible noun phrases between the two
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sentences should be treated as coreferent in the absence of clear countervailing evidence. They also agree that deciding on the coreference of events is more subtle: if
two descriptions appear overlapping, rather than completely unrelated, they assume
by default that the two passages describe the same context. So, they argue that if
there are details that seem to make it clear that the same event is being described,
but one passage says it happened in a different year than the other, or one passage says it happened in place X, and the other in place Y, then the two sentences
should be regarded as contradictions. They provide the example in (30) from RTE-2,
where it seems reasonable to regard a ferry collision and a ferry sinking as the same
event, and then the reports make contradictory claims on casualties. Even such more
concrete guidelines seem to leave room for discussion: what are considered “compatible noun phrases", what is “clear countervailing evidence", what about sentences
whose events do not differ by time or date but by more complex details, what is the
boundary between “overlapping" and “unrelated" events, etc.
(30)

P: Rescuers searched rough seas off the capital yesterday for survivors of a
ferry collision that claimed at least 28 lives, as officials blamed crew incompetence for the accident.
H: 100 or more people lost their lives in a ferry sinking.

Bearing in mind these guidelines and attempting to address some of their vague
points, we considered different options to correct contradictions. First, since the
coreference of entities and events in the SICK pairs is not somehow made explicit,
we could agree to take the sentences with indefinite determiners as they are and
re-annotate them accordingly: the indefinite determiners in an example like (19),
repeated in (31), would mean that the two women are different women and therefore
that the sentences should consistently be marked as neutral to one another. Although
such an approach might seem natural and straightforward, it does not make a useful
contribution to the correction of the annotations. This is because most pairs would
be marked neutral by assuming independence of referents and events: if there is
no binding referent, contradictions can only be established if sentence A uses an
indefinite determiner and B ultimately negates this with a universal quantifier, like
there is no, no, never, nobody, nothing, etc., and the sentences are reasonably similar.
An example is the pair in (32). But such constructions are not very common. In the
corpus, in all other cases (i.e., both sentences have indefinites or one has indefinites
and the other non universal quantifiers), the pairs would have to be classified as
neutral, leading to a less informative dataset. Another solution to the coreference
problem would be to change the determiners of the problematic sentences to definite
ones. We do not consider this solution good practice either: while this would avoid
the existential quantification of the indefinites, we would also be interfering with the
corpus data itself, changing it into something that is not the original SICK data.
(31)

A: An Asian woman in a crowd is not carrying a black bag.
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B: An Asian woman in a crowd is carrying a black bag.

(32)

A: There is no man chopping a log with an axe.
B: A man is chopping a tree trunk with an axe.

Therefore, after considering our options, we concluded that the best way to
correct such pairs is to make a hard compromise: to assume that the pairs talk
about the same event and entities, no matter what definite or indefinite markers
are involved, however with certain restrictions. First, to be able to assume that
two sentences refer to the same entities and events, we have to consider the monoclausal nature of the sentences: we call mono-clausal a sentence with only one
predicate-argument structure, or roughly, with only one event. To be comparable,
two sentences have to be both mono-clausal or both non mono-clausal with each
of their predicate-argument structures matching to each other, or one sentence has
to be mono-clausal and the other one non mono-clausal and without containing a
negation.16 So, in the first case, we just have mono-clausal sentences which we
can directly compare to one another; in (33) we can make the man and the event
coreferent and mark the pair as a contradiction since the same man cannot be getting
in and off the same car at the same time. In the second case, where both sentences
are non mono-clausal, there is the further restriction that each of the predicateargument structures should match one another. In (34-a), we can make both the
playing of the children/kids and the standing of the man coreferent with each other
and thus we can judge the pair as contradiction. In contrast, in a pair like (34-b), the
second event (predicate-argument structure) of A (no) man standing cannot easily
be made coreferent with the second event of B (no) man walking because the agent
is common but not the predicate. Thus, this pair has to be labeled neutral – no
contradiction can be established since there is no coreference. In the third case,
where only one of the sentences is mono-clausal, we have to make sure that the non
mono-clausal one does not contain a negation (for which we cannot know its scope);
otherwise, the pair is again incomparable and thus neutral. Consider (35): A is non
mono-clausal and contains negation. Even if we assume that the two entities of men
are the same, still the events cannot be made coreferent, as we do not know the
scope of the negation, i.e., the reading to pursue: even if there is no man [singing
and playing the guitar], there might still be a man playing the guitar; if there is
no man singing and there is also no man playing the guitar, then there is no man
playing the guitar. Thus, according to our approach, this pair is incomparable, given
the lack of a specific context/reading: the entities/events cannot be made coreferent
and thus the pair remains neutral.
(33)

A: A man is getting off the car.
B: A man is getting into a car.

16
This constraint is presented here in a more complete form than in the original paper (Kalouli
et al., 2017a), due to improvements that were made to the approach after publication of the paper.
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A: A group of children is playing in the house and there is no man
standing in the background.
B: A group of kids is playing in a yard and an old man is standing in
the background.
A: A group of children is playing in the house and there is no man
standing in the background.
B: A group of kids is playing in a yard and no man is walking.

A: There is no man singing and playing the guitar.
B: A man is playing a guitar.

Apart from the mono-clausality constraint, a further constraint of our approach is
that even sentences obeying the above constraints have to be close enough in meaning
to be comparable. Making the compromise to ignore the semantic contribution of
definite and indefinite determiners is one thing; but making the compromise that all
entities corefer no matter what is said about them is another. If the two sentences
are not close in meaning, it is hard to assume coreference and therefore the sentences
are incomparable for our purposes. If we take the pair in (36), it is hard to assume
that the man is the same, although both sentences are mono-clausal, because the
man in B is by a tree, which makes the sentence incomparable to A where we do
not know where the man is. In contrast, if we have the pair in (37), we can easily
assume that the large green ball is the same in both sentences and that it can either
be missing or hitting the same potato at the same time, so the pair is a contradiction.
Of course, this notion of close enough meaning is very hard to pin down and might
vary from annotator to annotator, as it also does in de Marneffe et al.’s guidelines.
But there seems to be no solution that can get past this obstacle. For our purposes
of correcting the annotations, we performed a calibration round of 200 pairs, to
check whether our way of judging close enough meaning was similar enough among
us, and to discuss disagreement of cases. The results showed agreement in 95% of
the cases and for the remaining disagreement portion we decided to use the neutral
label, which is the least informative one and thus does less harm to the precision of
the dataset.
(36)

A: A man is eating a banana.
B: The man is not eating a banana by a tree.

(37)

A: A large green ball is missing a potato.
B: A large green ball is hitting a potato.

Although this method of correcting the asymmetrical annotations does make
some serious compromises, it seemed to us the best one for the task at hand. No
other method would give us a satisfactory result without altering the corpus too
much or turning all asymmetrical pairs to neutral stances. Despite our linguistic
compromises, our approach follows Zaenen et al. (2005) and de Marneffe et al. (2008),
who say that “contradiction occurs when two sentences are extremely unlikely to
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be true simultaneously", a definition that attempts to “more closely match human
intuitions". It seems plausible to assume that if an annotator has a pair of sentences
that could be understood as talking about the same referents and the same event,
the annotator would assume the coreference. In the third phase, we re-annotated all
611 asymmetrical contradictions in both directions, so a total of 1222 annotations
were performed.
4th Phase The fourth phase was the last one of the whole annotation process
and (chronologically) followed the semi-automatic correction that is described in the
next subsection. However, it is manual and thus it is included in this subsection.
In the fourth phase, we corrected all non-neutral pairs that had not been corrected
after phases 2 and 3 and after the semi-automatic process. These were 1362 pairs,
so a total of 2724 annotations. Most of these pairs are double entailments (around
900), which had not been explicitly addressed in any of the other manual efforts, and
some 400 are (symmetrical) contradictions. In this phase we used the same approach
described in phase 3 to establish coreferences.

4.4.2

Semi-Automatic Correction of SICK

Phases 2 and 3 of the correction process showed us that the manual checking and correcting, even of the non-neutral subset of the SICK corpus, was more time-intensive
than we could afford. Therefore, we considered semi-automatic ways of correcting
sub-parts of the corpus. In Kalouli et al. (2018b) we presented our one-word difference approach, which allowed us to automatically label 1651 pairs.
4.4.2.1

The one-word difference approach

Our approach of automatically annotating and correcting the inference pairs is based
on the observation that several SICK pairs only differ by none or one word. Differing
by “one word" can mean either that the one sentence has one more word than the
other or that each of the sentences contains one word that is not found in the other
one. We say that two sentences differ by “no word", when they differ only in their
use of the determiners the and a/an, following the constraints established during
phase 3 of the annotation (cf. Section 4.4.1). In such pairs, we can ignore syntax (as
a common “denominator") and find the relation between them solely based on the
relation between the different words. An example of a one-word difference pair is
shown in (38), where we only need to know the inference relation between kids and
children to label the whole pair.
(38)

A: Kids in red shirts are playing in the leaves.
B: Children in red shirts are playing in the leaves.
Difference: kids-children
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To detect the one-word different pairs, we looked at the surface forms of the
sentences. Since we work on the surface level, different forms of the same word, e.g.,
drum and drums, still count as different words at this point. We created a small
module which takes as input each pair of SICK and checks if the sentences of the pair
contain more than two different words. This works on the basis of the creation of
sets of words out of the two sentences and the comparison of the sets. If the sets have
more than two different words, then they are discarded; if they are different by none,
one or two (one from each sentence) words, then the pair is collected, along with the
words by which the pair is different (its words-apart), as well as the information on
which sentence each of the words-apart comes from (e.g., the pair in (38) would be
assigned the pair of words A: kids, B: children). Note that determiners are excluded
from this set comparison to account for the constraints discussed in phase 3 of the
correction process (see Section 4.4.1). Since we assume co-reference no matter the
definiteness of the determiners in the sentences of a pair, we can also exclude them
from the difference comparison so that they do not count as words by which the
sentences can be different. Note that this approach does not exclude all determiners
from the corpus, but only the determiners the and a/an. Other determiners that
play a role in SICK relations, as well as quantifiers, are taken into account. By
running this module on all 9840 pairs of SICK, we end up with 2936 pairs being
one-word apart, so almost 30% of the corpus.
4.4.2.2

Processing SICK

In this preprocessing step, we parsed the SICK sentences with the Stanford Enhanced
Dependencies (Schuster and Manning, 2016) produced by the Stanford neural parser
(Chen and Manning, 2014), one of the SOTA dependency parsers for English.17
Then, the sentences were run through the JIGSAW algorithm Basile et al. (2007),
which disambiguates each word of the sentence by assigning to it the sense with
the highest probability. JIGSAW exploits the WordNet senses and uses a different
disambiguation strategy for each part of speech, taking into account the context of
each word. It scores each WordNet sense of the word based on its probability to be
correct in that context. The sense with the highest score is assigned to the word as
the disambiguated sense.18
4.4.2.3

Assigning relations to the pairs

The two previous processing steps are necessary for the step of automatically assigning inference relations to the one-word difference pairs. We created a second
module that takes the words-apart of the previously extracted pairs and depending
17

More details on the parser and its choice are given in Section 5.4, where the parser is used as
the basis for the implementation of GKR.
18
More details on the algorithm and its choice are given in Section 5.4, where the algorithm is
an integral part of the implementation of GKR.
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on the nature of those words, it either runs some heuristics on them or feeds them
to WordNet for further processing.
Heuristics for non-lexical relations If at least one of the words-apart is not a
WordNet word, i.e., it is not a noun, a verb, an adjective or an adverb, the word
classes handled by WordNet, then the words-apart are fed into a heuristic engine
that decides which label should be given to the pair. Such an engine is necessary to
account at a very primitive level for the missing syntax and at the same time to not
lose the precision of such pairs. Only the following cases are dealt with:
• one of the words is a form of the auxiliary be (the only one used in SICK) and
the other one is the negated version of that auxiliary: the sentences contradict
each other;
• one of the words is the negation particle not or no: the sentences contradict
each other;
• there is only one different word and this is the quantifier one which is handled
as a determiner and thus “ignored": the sentences entail each other;
• the two words are opposing prepositions, e.g., on-off, up-down, with-without,
in-out: the sentences contradict each other;
• both words are quantifiers or there is only one different word and it is a quantifier: depending on the quantifiers, different monotonicity rules apply; e.g., if
the word of A is the quantifier many and the word of B the quantifier few,
then the sentences contradict each other, but if the word of A is the quantifier
many and the word of B the quantifier some, then sentence A entails B but
B is neutral to A, etc;
• both words are one of the pronouns someone or somebody or one word is one
of those and the other one is the word person. In both cases the sentences are
taken to entail each other.19
This means that every pair that enters this engine is finally labeled with one of
the inference relations AeBBeA, AeBBnA, AcBBcA, AnBBnA, AnBBeA or “-".
We use the symbol “-" for cases the heuristics cannot deal with.
WordNet for lexical relations If none of the words-apart are one of the above
cases, then the words are fed into our WordNet-based engine. The engine retrieves
from WordNet the synonyms, hypernyms, hyponyms and antonyms that correspond
to the disambiguated sense of each word, as this was assigned during the step of
19

We use this heuristic because, since WordNet has no pronouns, someone and somebody are not
mapped to the concept of person, as humans would naturally map them.
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processing SICK with JIGSAW (see Section 4.4.2.2). The entries found for each
lexical relation (i.e., synonymy, hypernymy, hyponymy, antonymy) of the one word
are compared with the entries for each lexical relation of the other word. Depending
on the ordering of the sentences within the pair, different monotonicity rules apply.
For example, if the word of A is one of the hyponyms of the word of B, then there is
upward monotonicity that implies that sentence A will entail sentence B, but B will
be neutral to A. Similarly, if the word of A is one of the synonyms of the word of B,
then the two sentences entail each other. The method takes into account all possible
combinations between the lexical relations of the words-apart and gives to each pair
one of the inference labels mentioned above. If no relation between the words-apart
can be established, then the pair is left unlabeled. If one of the words-apart cannot
be found within WordNet altogether, then the pair is marked with the label “not
found”.
The implemented WordNet-based engine has the merit of precision. No matter
how many annotators say that a person =⇒ man, WordNet will tell us that men
are persons, but there are other persons too. So, for the biased example in (25) with
the motorbike rider being a man, B entails A but not conversely. Similarly, WordNet
will tell us that a guitar is a musical instrument, but not all instruments are guitars
and thus it avoids the issue noted by Beltagy et al. (2016)20 that makes guitars and
flutes entail each other. Note that this theoretical precision can be broken if the
tools on which the mechanism is based, i.e., the Stanford Parser and the JIGSAW
algorithm, deliver faulty output. For instance, a miss-recognized part-of-speech will
lead to a faulty disambiguation, which might in turn lead to the assignment of the
wrong WordNet label.
The senses involved in SICK’s words are expected to refer to daily actions and
common entities that a knowledge base like WordNet should already have. The
evaluation of our approach reports on the exact findings.
4.4.2.4

Evaluation of the semi-automatic approach

Our one-word difference approach was applied on all 2936 pairs that are one-word
apart and it was able to label 1651 of them automatically (56.2%). We manually
checked21 both the labeled and unlabeled pairs. On the one hand, we wanted to see if
the labeled pairs have the right annotation. On the other hand, we were interested in
understanding which kinds of lexical inference can be accomplished by WordNet and
which senses or relations are still missing. The latter is crucial for the implemented
system as it gives us insights about the coverage that WordNet offers, but also about
the challenges that the system has to yet overcome.
20

Described in https://github.com/ibeltagy/rrr
Although this step does not avoid manual effort completely, the checking itself is much faster
and easier than an annotation from scratch.
21
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Evaluation of labeled pairs Our manual investigation of all 1651 pairs showed
that our approach is reliable and has almost perfect accuracy. Although not all pairs
receive a label, the 1651 that do, are (mostly) assigned the correct inference relation.
We could confirm 1100 contradictions, with most of them coming from the non-lexical
heuristics and 200 coming from lexical antonyms. We additionally found 221 singlesided entailments which correspond to hypernymy and hyponymy relations. These
are taxonomic subsumptions of the kind: a dog is an animal, the collection of pianists
is contained in the collection of persons and a man is a person. We also confirmed
330 double entailments coming a) from WordNet synonyms, e.g., couch and sofa,
clean and cleanse, carefully and cautiously, or b) from some of our heuristics, e.g.,
the quantifiers heuristics. There are 199 pairs out of these double entailments which
belong to a third category, in which no different word is found within the pair,
e.g., because the sentences only differ with respect to their determiners. However,
33 pairs out of the 199 were indeed wrong: since the very basic processing we did
only considered the surface forms of the sentences and could not distinguish between
agents and patients, in these 33 pairs the predicate arguments are scrambled and
thus the sentences do not entail one another, see example (39). 33 pairs (1,9%) out of
the 1651 labels cause the accuracy of our approach to drop to 98,1%. Nevertheless,
by using this approach, we could automatically correct pairs such as (40) that were
labeled as AnBBnA in the original SICK and in our present version are annotated
as AeBBnA.
(39)

A: A baby is licking a dog.
B: A dog is licking a baby.

(40)

A: A woman is combing her hair.
B: A woman is arranging her hair.

Evaluation (and taxonomy) of unlabeled pairs There are 1285 pairs that
could not receive a label automatically. See Table 4.8 for a detailed taxonomy of
the phenomena found within the unlabeled pairs. Surprisingly, only a few of them
are due to words missing altogether from WordNet; the rest are due to missing
relations between the terms. Only the words debone, atv (all terrain vehicle), biker
and kickboxing are missing from WordNet altogether. A few other failures are due
to issues with disambiguation. For example, for the pair in (41), WordNet does
have the verb amalgamate in the same synset as mix, but JIGSAW wrongly assigns
amalgamate to the lemma amalgam and wrongly annotates it as an adjective, and
thus as such cannot find it within WordNet.
(41)

A: A woman is amalgamating eggs.
B: A woman is mixing eggs.

Among the missing relations, we classify 325 pairs as near-antonyms. Knowing
that the corpus was constructed aiming for a reasonable number of contradictions
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and assuming that sentences refer to the same events and entities, we corrected
pairs such as (42) to contradiction, although sit and jump are not direct antonyms.
The same children cannot be sitting and jumping at the same time. Clearly, such
an antonym relation is not present in WordNet; it is part of our common-sense that
people cannot sit and jump at the same time. Many of the 325 pairs can be accounted
for by such world-knowledge. It is an interesting, open question whether some of
these relations should be included in a thesaurus like WordNet and if yes, under
which category. Some other near-antonyms bring us to the previously discussed
issues (cf. Section 4.3.2.2) of deciding on the granularity of events: for the pair (43),
A does not contradict B, but the same man at the very same moment cannot be
doing both, even if exercising requires some resting between exercises.
(42)

A: Three kids are sitting in the leaves.
B: Three kids are jumping in the leaves.

(43)

A: A man is resting.
B: A man is exercising.
Near Antonyms
Intersective
Hypernyms/Hyponyms
Paraphrases
Scramble
Similar
Dropping
Meronyms
Synonyms
Others
Total

325
299
259
112
55
36
34
27
24
114
1285

Table 4.8: Phenomena in non-labeled pairs
Additionally, there are 299 pairs that we call intersective. These correspond to
a single-word difference and this word, usually either an adjective or an adverb,
provides an intersective subset of the predicate described. For example, in (44), we
only need to know the monotonicity rule that something specific entails something
more general and thus that a skilled person is a person. Similarly for the example
in (45): we only need to know that swimming quickly implies swimming. A few of
these intersectives are actually compounds, like swimming pool, cyclone fence, etc.
Such intersective cases are not expected to be handled by WordNet as they rely on
basic inference rules.
(44)

A: A skilled person is riding a bicycle on one wheel.
B: A person is riding a bicycle on one wheel.
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A: Some fish are swimming quickly.
B: Some fish are swimming.

Furthermore, among the unlabeled pairs, we find 283 that belong mostly to the
taxonomic relations described before, i.e., hyponymy/hypernymy and synonymy, and
would thus be single-sided (259 pairs) or double entailments (24), respectively. On
the one hand, the (positively) low number (24) of double-entailments, or synonyms,
not labeled by WordNet shows some of its interesting weaknesses. For example,
WordNet has nine synsets for the verb fire, at least four of which have to do with
guns and weapons, but the verb shoot does not appear anywhere in these four synsets.
Similarly, the noun cord has four synsets, only one relevant to its similarity to rope,
which also has four noun synsets, only one relevant to cord, but these two synsets are
not connected at all. On the other hand, the relatively high number of single-side
entailments left unlabeled (259) can mainly be attributed to more complex challenges
than plain weaknesses of WordNet. For example, to perform does not necessarily
entail to play; one can perform mimes, act on plays, do performance art. But in (46),
A does entail B, and conversely. So, we have relations that only work in the specific
context of the sentence, similarly to what we observed for the near-antonyms. It
is again worth investigating if and how such relations and information should be
encoded in lexical resources such as WordNet. For some of them, it is clear that we
need to exploit the strengths of SOTA word embeddings, which can probably provide
some of the intended relations since they are trained to capture the meanings of the
words in context (see also discussion in Section 3.4.3). We also observe that such
harder cases mostly involve verbs as their senses are more controversial than nouns.
(46)

A: A band is performing on a stage.
B: A band is playing on a stage.

The categories of unlabeled pairs discussed in the following constitute smaller
groups. Firstly, there are 27 pairs whose sentences involve meronymy relations and
precisely what specific nouns are made of. A representative example is given in
(47). Since this version of our approach did not consider the meronymy relation of
WordNet,22 which would provide us with the information that an ocean consists of
water, such cases remained unlabeled.
(47)

A: A couple is running towards the ocean.
B: A couple is running towards the water.

Secondly, there is a collection of pairs (112) that look like an effort on the part of
the corpus creators to paraphrase certain complex expressions during the expansion
process of the corpus construction. The first case (27 pairs) concerns the removal of
22
This approach started off experimentally and therefore we initially only considered the basic
lexical relations (i.e., synonymy, hypernymy, hyponymy and antonymy). The later version of the
symbolic inference system presented in Chapter 6 also considered meronymy.
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adjective expressions from the sentences. A sentence like A man in a black jersey is
standing in a gym is transformed into A man in a jersey which is black is standing
in a gym; such pairs cannot of course be dealt with by lexical semantics and require
basic syntax rules. The second case (32 pairs) is doing a similar job of rewriting nounnoun compounds, but without creating a relative clause. For example, the sentence
A soccer player is scoring a goal is expanded to A player of soccer is scoring a goal.
These pairs mostly use the prepositions for, of, from, as in fishing rod, roof top, tap
water, respectively: a rod for fishing, the top of the roof, water from a tap. Lastly,
there are several pairs (53), where the specification of a term is attempted. The
sentence The crowd is watching two racing cars that are leaving the starting line is
paired to The crowd is watching two cars designed for racing that are leaving the
starting line, in which there is an attempt to explain racing cars as cars designed
for racing. Clearly some of this information is lexical and could be codified having
more Wikipedia-style world-knowledge in WordNet, like saying that a motocross
bike is a kind of motorcycle for racing on dirty roads or a ceiling fan is a fan usually
attached to the ceiling. But many of the pairs of this category specify colors of
concrete nouns, such as blue shirt, brown duck, black dog described as a shirt dyed
blue, a duck with brown feathers, a dog with a black coat, respectively, which should
not be in a thesaurus, and it is thus not surprising that they are not found by the
WordNet-based approach.
Furthermore, we have 34 pairs of dropped modifiers or conjunctions, for instance
in (48). Although such pairs can be solved by simple logic, similar to the one
presented for the intersective pairs, the knowledge required to do so is not lexical
and is thus not encoded in WordNet. Additionally, we have 55 scrambled pairs
as in (49) (see also Section 4.4.2.4), where some syntactic knowledge is necessary.
Moreover, we have cases of lexical similarity that are not really logical. For example,
consider the pair in (50). Toddlers are not babies, the words are not synonyms, but
they are similar enough that people will use them as if they were synonyms. Such
cases are interesting, as they prompt the question of how this kind of information
can be captured, similar to the discussion about context-specific near-antonyms and
near-synonyms.
(48)

A: A man is playing a piano at a concert.
B: A man is playing a piano.

(49)

A: A baby is licking a dog.
B: A dog is licking a baby.

(50)

A: A dog is licking a toddler.
B: A dog is licking a baby.

Last but not least, there are cases of unlabeled prepositions, quantifiers and miscellaneous ones. As explained earlier, we only have a few prepositions in our heuristics
and thus there are 42 pairs, whose differences are prepositional, but which our ap-
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proach does not handle. Other cases that our approach could not label are some 20
pairs that differ by numbers or quantifiers (see (51)), for which more than lexical
knowledge is required and another 40 pairs that just seem neutral and no linguistic knowledge, lexical or otherwise, would help. Representative is the pair in (52):
people can dance and think at the same time. We call this entire last category others.
(51)

A: Three women are dancing.
B: A few women are dancing.

(52)

A: A man is thinking.
B: A man is dancing.

4.4.2.5

Contributions of the Approach

With the semi-automatic WordNet-based approach presented in this section, my coauthors and I attained two goals: a) we provided a corrected sub-corpus of SICK
and b) we evaluated the coverage of WordNet.
Correcting a portion of SICK One of the strengths of the one-word difference
approach is its precision with respect to a given thesaurus. If some inference is in
the thesaurus, it will be annotated correctly and the evidence of the inference can
be provided. But of course the question remains how close the annotators’ intuitions
are to the ones of the linguists that built lexical resources like WordNet. This part of
correcting the corpus showed that there is in fact much disagreement, even in such
easy inferences that are only one-word apart. Note that out of the 1651 pairs that
our approach could automatically label, 336 received a different label by the SICK
annotators. After verifying the labels of our approach, we can confirm that indeed
20% of this sub-corpus of SICK was wrongly annotated. Such a percentage raises
worries, especially considering the fact that these are considered easy inferences.
Thus, the first contribution of our approach is to provide a corrected subset of SICK.
Evaluating WordNet Everyone should agree that there is an easy inference from
the sentence A dog is barking at a ball to the sentence An animal is barking at a ball
or an easy contradiction from The baby elephant is not eating a small tree to The
baby elephant is eating a small tree. These are the kinds of trivial, non-controversial
inferences that corpora such as SICK are expected to mold. But the question remains
of whether and to what extent these trivial inferences are supported by the available
lexical resources. We were able to answer such questions with our approach by
investigating which cases could be handled by WordNet and which ones are missing.
A taxonomy of the relevant phenomena was provided in Section 4.4.2.4. Such efforts
could be taken into account by lexicographers to improve WordNet and other such
resources. Of course, lexical resources will never cover everything, but they should
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constantly be expanded and then further supported by other SOTA techniques such
as distributional representations of words. Some of the data presented also brings
up old but unanswered questions, e.g., which lexical relations of a word are essential
(cf. (42)). Additionally, it should be noted that the approach presented allows us
to relatively evaluate the quality of the other tools used apart from WordNet, i.e.,
the Enhanced Stanford Dependencies and the JIGSAW algorithm. It allows us to
identify cases where WordNet could not give a label, not because of its own weakness,
but because the wrong sense was given to a word and this sense was not somehow
related to the sense of the other word, or a wrong part-of-speech was assigned which
then led to the wrong sense and thus again to no match.
By evaluating WordNet, we were also able to show that the proposed one-word
difference approach is suitable for testing the coverage of other lexical resources as
well.

4.5

Quantifying Annotation Issues

The annotation challenges and issues observed in SICK make a disheartening impression at first; above all, because they imply that further correction, like the
one described above, is required to make this and similar corpora reliable to use.
However, at the same time, these challenges and issues offer an opportunity to gain
insights into the NLI task and improve. Specifically, the annotation challenges might
be quantifiable properties that can contribute to the better definition of the task of
NLI or to better creation processes for the NLI corpora. Thus, Annebeth Buis, Livy
Real, Martha Palmer, Valeria de Paiva and myself attempt to contribute to the direction of this research by performing two experiments inspired from the observations
made during the correction of the corpus. The first experiment (Kalouli et al., 2019a)
focuses on annotation guidelines, improved task design and the need for “justified" inference labels, i.e., labels where there is also an explanation. The second experiment
focuses on how inherent human disagreements shape the NLI task and should thus
be taken into account. This section describes the two experiments. The data of the
experiments is available under https://github.com/kkalouli/SICK-processing.

4.5.1

Experiment 1: Explaining NLI

The first experiment (Kalouli et al., 2019a) was performed at the University of
Colorado Boulder (CU) and had three main goals. First, it aimed at discovering
which linguistic phenomena are hard for humans to annotate and at showing that
these do not always coincide with what is assumed to be difficult for automatic
systems. Secondly, it proposed aspects of NLI and of the annotation task itself that
should be taken into account when designing future NLI corpora and annotation
guidelines. Thirdly, it highlighted the need to include a justification method in
similar annotation tasks as a suitable way of checking the guidelines and improving
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the training and evaluation processes of automatic systems, towards explainable
Artificial Intelligence.
4.5.1.1

Methods

The experiment was undertaken with the help of 12 Computer Science and Linguistics graduate students in a Computational Linguistics seminar. These annotators
were not under the pressure of making hasty judgements for money and had a much
smaller number of pairs to work with than an average crowdworker. The goal was to
provide the students with clear, uncontroversial guidelines and ask them to annotate
a small part of SICK. They were also asked to justify their decisions, in order for
us to see whether the given guidelines solve some of the problems discussed earlier
(see Section 4.3.2) and whether we could gain additional insights from the students’
justifications.
Guidelines To provide good guidance for the task, we built on the guidelines of the
existing corpora and we improved them based on our observations on the annotation
issues. Particularly, the guidelines gave a detailed definition of NLI by using common
literature definitions. The annotators were asked to imagine sentence A as a caption
of a picture, describing whatever is on that picture. For each judgment, they were
instructed to consider only the inference relation from A to B and not vice versa.
They were also instructed to assume that sentence A represents everything they
know about the world of the picture; A represents the truth based on which they
have to judge sentence B. If A is talking about a man in red pants walking and B is
also talking about a man in red pants running, they were told to assume that both
sentences are talking about the same man and event. The guidelines also provided
detailed examples of each inference relation, along with the kinds of justifications
expected. Finally, special remarks were made for edge cases that have already been
shown to cause confusion (see Section 4.3.2). For example, they were told to ignore
differences in determiners and to use common-sense for matters that might seem
subjective, e.g., a huge stick contradicts a small stick, even if a huge stick for a child
might be a normal size stick for an adult, etc. The exact guidelines may be found
under https://github.com/kkalouli/SICK-processing.
Annotation Process A total of 224 pairs was randomly chosen from SICK to be
annotated. The pairs were annotated for their inference relation in both directions,
resulting in a total of 448 judgments. Each direction was annotated separately by 3
annotators. The annotators had to provide an inference label (E, C, N for entailment,
contradiction, neutrality, respectively, or, if they could not decide at all, DN for
“don’t know") and a justification for their choice. They could also note whether
something is ungrammatical or non-sensical or if they have additional comments.
A set of 24 pairs (48 judgements) was given to all annotators at the beginning of
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the process for calibration. The annotators were instructed to use the same four
labels described above (E, C, N, DN). In this set, the three inference relations were
almost equally represented: 16 entailments, 14 contradictions and 18 neutrals. For
this set there was 75.8% overall inter-annotator agreement (IAA) with Fleiss κ at
0.68 (“allowing tentative conclusions" (Carletta, 1996)). More concretely, there was
80% IAA for contradiction, 93% for entailment and 63% for neutrals. The relatively
low IAA for neutrals can be accounted for through the following observations.
4.5.1.2

Preliminary observations

After collecting all annotations, we calculated the IAA to compare it to the calibration set. The overall average IAA was 73.25% with κ 64.25, comparable to the
calibration set. Additionally, we compared the labels of our annotators to the original labels of SICK and found that they were different in 17% of the cases. This
finding led us to a more careful investigation of the annotated data and of the justifications. The following are preliminary observations. First, we observed meaningful
but less-informative justifications of the kind “no relation" or “sentences mean the
same thing". Though reasonable, such justifications do not offer a lot of insight into
the annotation. Second, there were justifications describing the relation between the
sentences and thus explaining the decision. For example, for the pair in (53), we got
the justifications: “cat cannot be both brushed and not brushed", “cannot both brush
and not brush a cat" and "someone != no one". Such justifications are expected and
what we hoped for when integrating the justification annotation. Thirdly, we were
able to confirm our previous finding that there is confusion about when a pair should
be a contradiction and when neutral (see Section 4.3.2.2): pairs where no common
reference can be established were judged contradictory and pairs where there is a
common reference were judged neutral. In the improved guidelines we provided, we
considered that the issue of coreference was clear: things can only be contradictory
if they are coreferent. Apparently, however, the issue was not as clear as we thought
or it is inherently vague and thus no definition can avoid it altogether.
(53)

A: A person is brushing a cat.
B: Nobody is brushing a cat.

Another more interesting observation is that the same pair had different agreement rates depending on its direction. Recall that the pairs were annotated in both
directions, but separately from each other. An example is the calibration pair in
(54): the presented direction of the pair (A to B) was unanimously annotated as entailment by 12 annotators. However, the opposite direction B to A got an agreement
of 25% entailment and 75% neutrality. Here, some annotators gave justifications like
“running and sprinting are kind of the same for every day situations", while others, following dictionaries more carefully, assumed that while sprinting is a kind of
running, running does not entail sprinting. Thus, only one direction of the pair is
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uncontroversial. This raises questions of whether, for some pairs, one direction is
persistently harder than the other and whether such directionality effects should be
considered in the design and evaluation of NLI annotation tasks.
(54)

A: A light brown dog is sprinting in the water.
B: A light brown dog is running in the water.

This observation is closely related to our previous finding about “loose" and ambiguous lexical meaning (see Section 4.3.2.2), which can be observed in this experiment
as well. Pairs involving “loose" and ambiguous lexical meanings are more prone to
disagreements. An interesting example is illustrated in (55): one annotator marked
it as neutral as “talking on the phone does not entail that the man initiated the call",
another marked it as contradiction because “making a phone call is an action that
precludes talking on the phone", while the third one considered it an entailment because “talking on implies phone call". For tasks like NLI and for certain domains, we
might need this kind of looseness that would allow the pair to be an entailment, even
though talking on the phone does not logically entail making a phone call (assuming
that making a phone call contains the concept of in fact initiating the call, talking
on the phone does not entail initiating the call and thus it also does not logically
entail making a phone call (modus tollens)). For such cases, the question arises how
we can define them and whether annotation guidelines can ever exactly define the
concept of world-knowledge, so that such cases are treated uniformly.
(55)

4.5.1.3

A: A man is talking on the phone.
B: A man is making a phone call.
The Meta-Experiment

The preliminary observations led us to two important conclusions: for one, the justifications the annotators provide are crucial to make us understand what is being
annotated and what aspects of the guidelines might still be unclear. For another,
our preliminary observations might not be merely coincidental, but might indeed
be classifiable phenomena and observable in other NLI data as well. We conjectured that these phenomena are measurable quantities that need to be considered
in annotation tasks. If so, there should be a measurable correlation between the
phenomena and low IAA, so that these phenomena lead to statistically worse agreements. To investigate these questions, we conducted a meta-experiment based on
the main experiment: based on the observations in Section 4.5.1.2 and the issues
discussed in Section 4.3.2.2, we defined six distinct categories, according to which
my co-authors and I meta-annotated all 224 pairs. Although this meta-annotation
took place after our preliminary observations on the data, the validity of this annotation is not influenced in any significant way: our preliminary observations were
only that; observations and no real analysis of the data, also not an informal one.
It is thus exactly this question that we sought to answer by this second experiment:
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whether these abstract observations can be quantified and analyzed in a measurable
way.
Meta-Annotation We meta-annotated the pairs for coreference, directionality,
loose lexical meaning, mono-clausality, negation and quantification phenomena. For
the feature coreference, we marked whether a pair contains events or entities that are
hard to assume to be coreferent (we annotated True for hard coreference and False
for easy coreference). Coreference difficulty can lead to what is described above:
not being able to decide whether something is coreferent and thus contradictory, or
neutral. In the category directionality, we marked for each pair direction whether we
considered this direction harder, easier or equally difficult to annotate to the opposite
direction. In the loose lexical meaning category, we checked whether the pair contains
concepts that are potentially “loose", subjective or vague to define (annotated as
True) or not (annotated as False). The features of mono-clausality are motivated
by our previous study of SICK (cf. Section 4.3.2): mono-clausality concerns the
question of whether a sentence contains only one predicate-argument structure or
more. The mono-clausality constraint developed in Section 4.4 indirectly shows that
the inference, and especially the coreference between two sentences, is easier to judge
when the pair only contains mono-clausal sentences. We annotated each sentence
of each pair with True or False, depending on whether it is mono-clausal or not.
Negation also contains the labels True or False: here we marked if each sentence
of the pair contains at least one negation of any kind (verbal, pronominal, etc.) –
regardless of whether the negation is in different clauses or not. We did a similar
task for quantifiers: we marked whether each sentence contains a quantifier or not.
The two last categories were added to quantitatively test our intuition that negation
and quantifiers also complicate inference judgments, just as the former phenomena.
Table 4.9 provides examples in each of the conditions of the meta-annotations.
Results The overall goal of the meta-annotations was to check whether the presence of these phenomena correlates with low IAA. In other words, we wanted to test
whether the IAA is statistically worse in pairs with such phenomena. To this end,
we calculated the IAA for each pair. We then computed the average IAA of the pairs
in each condition of our meta-annotations. The results are shown in Table 4.10. We
should note that we could conduct this kind of study only on the re-annotated SICK
pairs of our main experiment and not on the original SICK annotations, because for
those the exact IAAs are not available but only the final majority label. Thus, it
would not have been possible to quantify our findings over those annotations. However, we did investigate how the pairs that have been differently annotated by the
original annotators and our annotators (17% of the cases) exhibit these linguistic
categories and we were able to retrace some of the findings discussed below: for
example, among the pairs that were differently annotated by the original and our
annotators, there are significantly more pairs containing “loose" lexical meanings
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Pair

A_mono
B_mono
A_quant
B_quant
A_neg
B_neg
Loose
Coref.
Direct.

A: A boy is
looking at a
calendar.
B: No boy
is checking a
calendar.
True
True
False
True
False
True
True
False
same

A: A light brown
dog is running in
the water.
B: A light brown
dog is sprinting
in the water.
True
True
False
False
False
False
True
False
A to B harder

A: A pet dog is standing on
the bank and is looking at another brown dog in the pond.
B: The tan dog is watching a
brown dog that is swimming
in a pond.
False
False
False
False
False
False
False
True
A to B easier

Table 4.9: Pairs meta-annotated in all conditions.*_mono stands for “mono-clausal".
(37% vs. 20%) and hard coreference (32% vs. 26%) than among the pairs that were
annotated with the same label by the original and our annotators.
Phenomenon
A_is_mono-cl
B_is_mono-cl
A_is_negated
B_is_negated
A_has_quant
B_has_quant
hard_coref
loose_lex_m

IAA
True False
72.06
79.41
72.60
76.81
88.88 71.46
90.47 71.27
79.67
72.60
80.48
72.50
62.45 77.27
59.60 77.19

IAA for Directionality
Direction Easier Harder Equal
IAA
81.18
58.33
74.90

Table 4.10: Overview of the average IAA (%) for each condition of our experiment.
The bold-face figures exhibit statistical significance.

To test for the involved effects, we analyzed the IAA results using Generalized
Additive Mixed Models (GAMMs) with the ocat-linking function for ordered categorical data (Wood, 2011, 2017). We chose this kind of modeling due to the nature
of our dependent variable IAA, i.e., the variable is not strictly continuous (cannot
get any value within the range), but rather contains ordered categorical data.23 The
six meta-annotation categories were added as fixed factors with interactions, and the
23

IAA normally ranges from 0 to 1 or from 0 to 100, but since we have four possible annotation
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pairs were entered as random smoothers. The fixed factors coreference, loose lexical
meaning, mono-clausality of A, mono-clausality of B, negation of A, negation of B
and quantification of A and quantification of B were binary (True or False for each
of them as described – cf. Table 4.10, left) and the effect directionality was a 3-level
variable (“easier", “harder" and “equal" – cf. Table 4.10, right). Interaction, main
effects and random smoothers were removed if they were not significant at α = 0.05
and the model was refitted.
The results showed main effects of coreference, directionality, loose lexical meaning and negation. For the coreference setting (cf. left side of Table 4.10), there is
statistically lower agreement in pairs with coreference marked as hard than in pairs
with easy coreference, with p < 0.04. Directionality (cf. right side of Table 4.10) also
shows a correlation with the agreement rates, with pairs in the “harder" direction
having statistically lower IAA (p < 0.001) than pairs in the “easier" and “same" direction, and pairs in the “same" direction having statistically lower agreements than
pairs in the “easier" direction (p < 0.001). A similar observation can be made for the
loose lexical meaning effect (cf. left side of Table 4.10): pairs not containing loose
lexical meanings show a statistically better agreement than pairs with such meanings
(p < 0.02). These three factors confirmed the preliminary observations that these
phenomena are not random, but are quantitatively depicted in the data. As far as
negation is concerned (cf. left side of Table 4.10), the results are counter-intuitive
at first glance: pairs with negation in one of the sentences A or B have statistically
higher IAA rates (p < 0.001) than pairs with no negation at all. However, after a
closer look, this is not so puzzling: the pairs of our subset containing negation are
the kind of clear-cut, textbook types of negation with one sentence negating exactly
what the other sentence is stating by the use of not, no, nobody, etc. (see pair (56)).
Thus, this statistical result shows that it might in fact be easier to decide for such
straightforward pairs with clear-cut negation than for pairs that have no negation,
but contain hard coreference or loose lexical meanings or generally some complex
context.
(56)

A: Nobody is holding a hedgehog.
B: Someone is holding a hedgehog.

There is no main effect of quantification (cf. left side of Table 4.10), i.e., there
is no statistical difference between the agreement of annotators in pairs with and
without quantifiers. This is probably expected given the very small number of quantifiers found in the data. Otherwise, it could also indicate that quantifiers are not
so hard for humans as they are assumed to be for machines. Last but not least, the
effect of mono-clausality (cf. left side of Table 4.10) offers grounds for discussion.
We expected pairs with mono-clausal sentences to be significantly easier to annotate
compared to non mono-clausal sentences, because annotators only need to focus on
labels (E, C, N, DN) and three annotators per pair, there can only be distinct ordered agreements
of 0.00, 33.33 or 100%.
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one event (and its coreference). However, this does not seem to be the case: the
mono-clausality of the sentences does not impact the agreement rates; in fact, there
is a slightly higher agreement when A or B are non mono-clausal (condition False),
although this difference is not statistically significant ( p > 0.08). It is thus clear that
further testing is needed to get a better picture of this effect. Nevertheless, we can
also probably explain this counter-intuitive result through the way we annotated for
this effect. We annotated sentences as non mono-clausal, only if they contained more
than one main predicates. In other words, sentences containing participles were still
considered mono-clausal, as the example in (57). However, sentences with participles should also have been annotated as non mono-clausal as participles are in fact
reduced relative clauses. This oversight on our side could have led to this confusing
result. The experiment of correcting such annotations and re-calculating the results
is left for future work. Overall, no significant interactions could be established for
this model.
(57)

4.5.1.4

A: A white dog is standing on a hill covered by grass.
B: A white dog is standing on a grassy hillside.
Conclusions of the Experiment

The results of our main and meta-experiment lead us to two main insights. The
first one concerns the improvement of the NLI task in general and the second one
highlights the value of justifications for tasks like NLI. Both insights are discussed
in the following.
Improvement of the NLI Process Our experiment was conducted on a small
subset of SICK, yet it is enough to show that even a small subset of a simple NLI
dataset like SICK contains certain phenomena that are statistically harder than
others to annotate. The upper limit of agreement humans can reach seems to be
below the perfect 100% that much research has assumed so far. Given this and the
fact that the ultimate goal is indeed human-level understanding, the NLI task should
take into account these cases. It can either create corpora without those phenomena
and expect systems to achieve an (almost) perfect performance (as humans probably
would, without these hard cases) or include the phenomena in the corpora, but be
aware of them during all stages of the task (annotating, training, evaluating).
For the former goal of avoiding such phenomena in a corpus, some of the phenomena, such as coreference, can indeed be partly addressed in the guidelines. Guidelines
like the ones we proposed in this experiment or the ones from corpora such as SNLI
fail to show annotators the difference between contradiction and neutrality. The
idea of assuming a photo sounded promising, but was still not able to prevent confusions. Other phenomena like loose lexical meanings can also be partly treated by
appropriate guidelines: the annotators can be motivated to judge the pairs strictly
or leniently, according to the needs of the corpus creators. They can alternatively be
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given dictionaries to adhere to. They can even be encouraged to give two labels, a
strict one and a more lenient/common-sense one. Still, the ambiguity resulting from
loose lexical meanings cannot be fully treated by guidelines, and other phenomena,
such as directionality, can generally neither be treated by guidelines nor be predicted
during the corpus data creation/generation.
This shows that the goal of avoiding such phenomena might not be feasible.
Indeed, it highlights once again the problem that has plagued the NLI task since its
inception (discussed in Section 3.2): the definition of entailment and contradiction
in terms of likely human inference leaves a lot of room for interpretation and neither
sufficient annotator training nor unambiguous guidelines can prevent that. Thus, this
fact should motivate us to follow the other path of dealing with such phenomena in a
more efficient way. We need to start devising corpora based on the notion of human
inference which includes some inherent variability, and find appropriate methods to
train our systems on such data and measure their performance on them. For example,
NLI pairs can be labeled with the information about the specific kind of inference
they are dealing with, similarly to what was already proposed by Zaenen et al. (2005).
Alternatively, the systems can be adapted to consider these different labels: in the
case of directionality, for instance, we can post-hoc measure the IAAs of each pair
in both directions and find the harder one. This feature can then be exploited by
automatic systems to evaluate their performance on easier vs. harder cases. It can
also be considered for the training process itself: pairs in the easier direction have a
higher IAA, are more reliable and should thus have a stronger learning effect, e.g.,
have higher training weights, than pairs in the harder, less-reliable direction.
Value of Justifications The preliminary observations, which led us to the metaexperiment and revealed the impact of the discussed phenomena, were facilitated by
the justifications of the annotators. Such justifications can reveal, as in our case,
whether the guidelines of the task are clear enough or whether there is confusion.
In this way, the corpus creators can check the quality of the annotation data. We
show that the commonly used metric of simple IAA or even Fleiss Kappa does not
necessarily have to coincide with high annotation quality: the observed agreement
and Kappa in our experiment are relatively high, but a closer look at the data exposes
the real annotation quality. Secondly, justifications can indicate other aspects of the
task that need to be taken into account during the annotation, as in this experiment.
Additionally, the insights gained can be exploited in the use of the corpus, i.e., in
the training process of some supervised method. When the insights gained can be
classified and quantified in clear patterns, as in our case, these patterns can be used
as additional features during training. This is common in active learning scenarios:
the goal in active learning is to output annotations for an initially unlabeled corpus,
in addition to linguistic insight (e.g., in the form of rules or deduced patterns).
During the labeling stage of the learning loop, the user interacts with the algorithm
by labeling an unannotated data instance, verifying a given annotation, providing
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an estimate of her confidence, and providing a justification for the decision. These
justifications along with the annotations and the provided confidence are used to
update the existing model in the form of updated or new rules and train the algorithm
further (e.g., Sevastjanova et al. (2018)). Similarly, the produced justifications in
such annotation tasks could be integrated in a “static" learning system in the form
of additional rules, patterns or weights and thus lead to a more explainable model.
Such justifications can be beneficial in annotations where there is a specific label
or score to be chosen among other labels/scores, e.g., in NLI, in semantic similarity
tasks, in sentiment analysis, in argument annotation, etc.

4.5.2

Experiment 2: Inherent Annotation Difficulty

The previous experiment showed that some pairs are hard to annotate and have thus
statistically worse IAA because of the complex phenomena they involve. To confirm
this finding and to also test if this annotation difficulty indeed results from inherent
human disagreements, we designed an experiment to investigate whether inherent
disagreements lead to significantly lower IAA. Parallel to that, the experiment investigated how such difficult pairs can be detected, as well as to what extent different
annotation guidelines might be able to solve some of the inherent controversy. At
the same time, this experiment showed the value of the augmentation of the NLI
annotation task with a Difficulty Score, which can contribute to a better training
process, as well as to capture and avoid some of the aforementioned artifacts and
bias. Additionally, the experiment confirmed that the quality and thoroughness of
guidelines and of the corpus construction itself, play an important role in the amount
of disagreement.
4.5.2.1

Methods

The experiment was again undertaken with the help of nine Computer Science and
Linguistics graduate students in a Computational Linguistics seminar at the University of Colorado Boulder (CU). Again, the annotators had the luxury of time and
were not motivated by financial profit. The students were split in three teams of
three, each receiving the same set of 100 NLI pairs, but with different annotation
guidelines. The goal was to observe whether the different guidelines lead to different
amounts of disagreement or whether some pairs have consistently lower IAA scores
across guidelines. The students were asked to provide a label for each pair, but
also to justify their decision in a short comment. Additionally, they had to give a
Difficulty Score from 1 to 5 for how hard the annotation of each pair was for them;
1 being very easy and 5 very hard.
The dataset The dataset used for this experiment was constructed with pairs
originating from the SICK and the SNLI corpus. From each corpus, we selected 50
pairs: 20 were originally annotated as contradictions (C), 20 as neutrals (N) and
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10 as entailments (E). We chose this distribution of labels because controversies are
most common in pairs labeled as contradictions and neutrals (de Marneffe et al.,
2008, McCoy et al., 2019) and thus, it makes sense to include more of these examples to test our hypothesis. From these 50 pairs, 25 were pairs we considered
clear-cut, i.e., easy, unambiguous inferences where we expect people to agree on (10
Cs, 10 Ns and 5 Es), and 25 were considered controversial, i.e., some ambiguity
within the pair could potentially lead to different annotations (10 Cs, 10 Ns and 5
Es). To capture the notion of ambiguity, we used the findings of the previous experiment (see Section 4.5.1); pairs with directionality, coreference and loose lexical
meanings phenomena were considered controversial. Examples of each type are given
in Table 4.11. It should be clarified that this distinction is annotation-based. This
means that the clear-cut vs. controversial distinction concerns the difficulty of the
annotation of the pair and not the linguistic complexity of the pair. The linguistic
complexity of the pairs has been investigated by the strand of research that aims at
exposing the generilization difficulties of current SOTA models (see Sections 2.4.7.2
and 4.2.6). The distinction between linguistic and annotation difficulty is essential
in this experiment.
Clear-cut
P: A man is riding a horse on the beach.
H: A guy is riding a horse.

P: A woman holding a boombox.
H: A man holding a boombox.

P: A woman is running a marathon in
a park.
H: The woman is running fast.

Controversial
P: A woman is making a clay pot.
H: An artist is sculpting with clay.
is everyone who is making something
with clay an artist?
P: A man is holding a small animal in
one hand.
H: A man is holding a big animal in one
hand.
depending on the judge, an animal
might be small or big
P: A woman is being kissed by a man.
H: A lady is being kissed by a man.
is lady a synonym to woman or not?

E

C

N

Table 4.11: Examples of clear-cut and controversial pairs. The labels E, C, N stand
for entailment, contradiction and neutrality, respectively.

The guidelines Each group of annotators was given different guidelines. The goal
behind this strategy was to see if different guidelines lead to more or less controversy
and whether there are pairs that are inherently more ambiguous across guidelines.
Group 1 received the original SNLI guidelines, where the crowdworkers were asked to
write a sentence that is definitely-true/definitely-false/might-be-true description of
the premise. Since we already have the P-H pairs now, we reformulated these guidelines: the annotators were asked to judge whether H is a definitely-true/definitely-
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false/might-be-true description of P, as the SNLI creators also did in their validation
stage. Group 2 received an improved version of the guidelines we provided in our previous experiment (cf. Section 4.5.1.1), after addressing some of the issues discussed
there.24 Finally, Group 3 was not given any guidelines, but only the instruction You
get two pieces of text: a premise and a hypothesis. For some examples, the hypothesis
follows from the premise (“entailment"). In other cases, the text and the hypothesis
are contradictory (“contradiction") and in some others the hypothesis neither follows
from nor contradicts the text (“neutral"). Annotate each pair with an inference label,
i.e., E for entailment, C for contradiction or N for neutral.
4.5.2.2

Results and Discussion

The overall goal of the experiment was to test whether the IAA is statistically worse
in controversial pairs. At the same time, we wanted to test what effect different
guidelines have on this aspect. To this end, we split the pairs into clear-cut vs.
controversial in two different ways: on the one hand, we relied on our own initial
classification of the pairs into clear-cut vs. controversial (see Section 4.5.2.1). On the
other hand, we used the annotators’ Difficulty Score to get a notion of ambiguity and
controversy: for each group, annotator and pair, we applied z-score normalization of
the Difficulty Score to account for different raters using the scale differently; then, if
the z-score of a given pair was greater than 1, the pair was considered controversial
and, if it was equal or less than 1, it was considered clear-cut. The minimum,
maximum, mean and standard deviation of the Difficulty Score for each group, i.e.
for each set of guidelines, is shown in Table 4.12. The number of pairs classified as
clear-cut or controversial with this process are also illustrated. Based on these two
classifications of the pairs, we calculated the IAA between clear-cut and controversial
pairs, across the three sets of guidelines. Results are shown in Table 4.13.
Group: Guidel.
1: SNLI
2: ours
3: no

Min
1
1
1

Max
4
4
2.6

Mean
2.14
1.95
1.5

St.Dev.
0.71
0.75
0.48

# Clear-cut
80
86
71

# Controv.
20
14
29

Table 4.12: The min, max, mean and standard deviation of the Difficulty score for
the pairs, as labeled by the annotators, and the number of clear-cut vs. controversial
pairs based on the z-score computation.

Despite the small-scale of this experiment, the results allow us enlightening observations. First, we observed that the clear-cut pairs have a significantly higher
IAA (p < 0.03) than the controversial pairs, both in ours and in the annotators’
classification. Interestingly, the significance level is higher for the annotators’ classification, i.e., the agreement for the controversial pairs as defined by the annotators
24

Available under https://github.com/kkalouli/SICK-processing
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Group: Guidelines
1: SNLI
2: ours
3: No

Own Classification
Clear-cut Controv.
72.1
51.9
76.7
52.5
50.8
38.9

157
Annotators’ Classification
Clear-cut
Controv.
72.1
20.6
70.5
35.3
51.5
23.3

Table 4.13: IAA between clear-cut and controversial pairs, across groups and guidelines, based on both classification schemes.

themselves is much worse than the agreement for the controversial pairs as defined
by our classification. This finding is in line with Pavlick and Kwiatkowski (2019),
who show that disagreements are not to be dismissed as annotation noise, but rather
persist as more ratings are collected and as the amount of context provided to raters
increases. Similarly, our experiment showed that some disagreements are persistent,
no matter the guidelines and the task definition; those are inherent disagreements
in the way humans perceive semantic notions and deal with world-knowledge. They
can also not be solved by using a graded scale of annotation rather than distinct
labels: the extent of disagreement will always persist. However, this does not mean
that the task is unsolvable, but rather that a different perspective is required.
One solution is proposed by Pavlick and Kwiatkowski (2019), who show that current SOTA models do not capture the same distribution over inference labels as that
of the human judgments. Thus, they argue that NLI evaluation should explicitly
incentivize models to predict distributions over human judgments. This solution is
useful, but does not tackle the issues discussed in Section 4.3.1: the artifacts of the
datasets and the generalization difficulties of the models. Our experiment attempted
to also address these challenges: the NLI annotation should be complemented by a
Difficulty Score like the one introduced here. This score can then serve two roles.
First, it can be exploited during the training process: pairs that are clear-cut are
more reliable for training and should thus have a stronger learning effect, e.g., have
higher training weights, than controversial pairs with lower IAA. This is similar to
the proposal made in the previous experiment. The score can also be exploited during the evaluation process by measuring performance on clear-cut vs. controversial
pairs: it is expected that current SOTA models will fail on many of what might be
annotation-clear-cut pairs (for humans) but linguistically-hard pairs (for machines),
and thus this will reflect better the real reasoning power of these models. Second,
our proposal can help reduce the artifacts of the datasets. For example, if pairs
containing the word sleep in H are always judged as contradictory and clear-cut,
no matter the complexity (i.e., the Difficulty Score) of P (due to the artifact that
sleeping is used to contradict any other action), they can be recognized as artifacts
and thus be removed or dealt with otherwise.
Additionally, despite the small scale of this experiment and the inconclusive picture we get, we observed that guidelines play an important role: Group 1, which
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was given the SNLI guidelines, had the lowest IAA for the controversial pairs in
the classification done by the annotators’ themselves (20.6 vs. 35.4 and 23.3). On
the other hand, Group 2 which was given our improved guidelines, had the fewest
controversial pairs (14 vs. 20 and 29) and the best IAA for these controversial pairs
in both classification schemes (in the annotators’ classification the difference is even
significant). Group 3 had the most controversial pairs and the lowest IAAs both for
clear-cut and controversial in both classification schemes – except for the controversial in the annotators’ classification. From these findings, we could argue that a) the
nature of the SNLI guidelines leaves much space for interpretation and does not avoid
some of the controversy which seems avoidable given our improved guidelines, b) the
SNLI guidelines do not address harder cases and thus there is high disagreement
for the annotation of the controversial pairs, c) no guidelines whatsoever (Group 3)
do lead people to think that the annotations are easy, presumably because they are
not given all those “restrictions" based on which they should judge the pair (lowest
mean Difficulty Score), but no guidelines clearly lead to poor IAA and thus the claim
that people should be annotating as naturally as possible (Manning, 2006) cannot
be justified.
Summing up, the experiment confirms inherent annotation difficulties for some
pairs, originating from the loose definition of entailment and contradiction and the
inherent differences in people’s world-knowledge. Improved guidelines can mitigate
some of the controversy and should thus be given special attention during the corpus
construction process. A Difficulty Score can also contribute to a better treatment of
the controversies.

4.6

Summary and Conclusion

This chapter has focused on the NLI datasets and their characteristics. First, it
has introduced the most popular datasets created over the years for the task of NLI
and has highlighted the strengths of each of them. Following this introduction, the
chapter has presented a number of issues that the most recent (SOTA) datasets
exhibit, concerning both the data itself and its annotation. The issues are classified
in categories and types, based on the closer investigation of SICK, conducted by
collaborators and myself. The chapter has also reported on the efforts made by my
collaborators and myself to deal with some of the issues, by correcting annotation
errors and proposing solutions for the annotation challenges. Specifically, the insights
gained from this investigation have been quantified in two conducted experiments
that are able to shed light on the NLI task and propose improvements.
The importance of high-quality datasets was already discussed in the introduction of the chapter and the rest of the chapter leads to further conclusions. First,
the various NLI datasets developed in the past 20 years have each fulfilled different
requirements based on the goals of the time: earlier datasets were carefully designed
with the aim of high coverage of semantic and inferential phenomena, and encom-
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passed large amounts of world-knowledge. More recent datasets have sacrificed these
virtues for the sake of size, to be able to respond to the increasing needs of DL for
large datasets. Thus, they suffer from severe bias and artifacts, introduced in them
during the construction process. They also suffer from limited coverage of the linguistic phenomena addressed, harming their generalization power. Moreover, the
trustworthiness of these datasets is compromised through troublesome annotations;
some of them resulting from inherent annotation disagreements and some of them
from the corpus’ creation process. Careful investigation of these issues shows that
both types of problems can be addressed – to a larger or smaller extent – with
appropriate task design decisions. This thesis contributes to this direction by providing corrections for the faulty annotations and suggesting ways of dealing with
the inherent human disagreements. Both conducted experiments confirm that carefully designed guidelines, justifications for the label chosen, a score expressing the
difficulty of annotation and other measurable features can improve the annotation
quality and reduce the inherent controversy. Such handling can lead to reliable
gold-standard data for training and testing.
With the re-annotated golden data of SICK, the earlier datasets of FraCas and
RTE-3 and the recent datasets DAS and HANS, I am able to evaluate the implemented symbolic (cf. Chapter 6) and hybrid system (cf. Chapter 7). With this choice
of datasets, I am able to evaluate my system on different kinds of data, of various
difficulties and complexity. With FraCas, I can mostly test the semantic coverage
of my system and its performance on logical inferences. With RTE-3, I can test the
amount of world-knowledge that my system is able to capture. SICK with its corrected labels offers a good (very large) evaluation ground for every-day “in the wild"
inferences. Finally, DAS and HANS can test my system on matters of linguistic and
inferential complexity, as well as on matters of generalization and compositionality.
Before presenting the components of the hybrid inference engine, the next chapter
presents the semantic representation on which the inference engine is based. The
proposed semantic representation, the Graphical Knowledge Representation (GKR),
is one of the main contributions of this thesis.

Chapter 5

Graphical Knowledge
Representation
5.1

Introduction

The goal of this chapter is to introduce the semantic representation used in the
symbolic inference component. This representation is also exploited in the hybrid
component. The symbolic engine uses a version of Natural Logic (NL) to compute
inference. However, it does not take surface forms as input, as most NL approaches
do, to avoid many of the limitations discussed in Section 3.4.3. Instead, it exploits
the strengths of a more semantically motivated input. Given the limitations of the
current SOTA semantic approaches in tasks like inference (see Section 2.5) and due
to the desideratum of exploiting the power of NL for inference, it is necessary to
develop such a suitable representation. The representation addresses many of the
limitations of other formalisms and allows for a NL-based inference mechanism. The
representation developed is the Graphical Knowledge Representation (GKR), whose
implementation is one of the main goals of this thesis. GKR was first introduced in
Kalouli and Crouch (2018). GKR can be best viewed as a contextual (intensional)
concept-based Description Logic (DeL). GKR is inspired by the Abstract Knowledge
Representation (AKR), presented in Section 2.5.2. Despite important differences
between the two approaches, they are both faithful to their two main principles, as
detailed in the following. The main foundations and an overview of the representation
is given in Section 5.2. Although the main goal of this thesis with respect to GKR is
its implementation, i.e., a working system that can be employed to solve inference,
Section 5.3 gives a theoretical account for the semantics behind GKR. A complete
account of the GKR formalism is beyond the scope of this thesis, but Section 5.3 aims
at providing the necessary basics. The main goal of implementing a GKR parser is
detailed in Section 5.4. The performance of the implemented system is discussed in
Section 5.5 to highlight its strengths and weaknesses. Finally, Section 5.6 summarizes
the GKR representation and foreshadows how it is used in the inference engine.
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5.2

GKR Representation

This section introduces the GKR representation by giving an overview of its ancestors and its main characteristics and presenting the graphs that comprise the
representation. The specific implementation of the graphs is detailed in Section 5.4.

5.2.1

Overview

GKR was first introduced in Kalouli and Crouch (2018) as a layered semantic graph.
The representation is produced by an open-source semantic parser implemented by
us.1 GKR is inspired by the Abstract Knowledge Representation (AKR), the semantic component to LFG (Kaplan, 1995), as described in Section 2.5.2. AKR
splits sentence meaning into its conceptual and contextual structure, whereby the
former holds the subject matter of the sentence and the latter the existential commitments of the sentence. Crucial in the approach is the fact that the quantification
is over concepts, rather than individuals (refer to Section 2.5.2 for more details and
references). AKR was decoupled from LFG in Crouch (2014), by being transformed
to use dependency parses of the Clear Parser (Choi and Nicolov, 2009, Choi and
Palmer, 2010). The approach was revisited once more in an explicitly graphical
form by Boston et al. (2019), recasting AKR as a set of layered subgraphs. The layered subgraphs included a conceptual graph, a contextual graph, a property graph
and a lexical graph, and with the possibility of layering in further subgraphs based
on an application’s requirements. This graphical revision of AKR has been the main
driving force for GKR.
Although the original AKR and the graphical approaches are close, they differ
in important points. First, they are based on different manifestations of dependency
grammar (Tesnière, 1959, inter alia). AKR is based on the hierarchical and functional syntactic representations produced by LFG, while the graphical variant and
GKR are based on Universal Dependencies (UDs) (Nivre et al., 2016). On the one
hand, LFG is more informative in the linguistic analysis it offers and could thus already provide many of the features that need to be explicitly implemented on top of
UDs, e.g., LFG can distinguish between different readings for ambiguous sentences
such as The boy saw the girl with the telescope, while UDs default to one of the readings (the PP attaches to the verb). On the other hand, however, LFG parsing is not
robust enough for real-world applications, it does not comprise as many languages as
the UDs do (more than 90 languages) and its XLE parser is not openly available as
SOTA dependency parsers are. Also, there are only a few efforts to keep the software
of the XLE parser up-to-date, complicating the user-friendliness of the software. All
this make it less attractive as the basis of the semantic representation. Another
difference between AKR and its graphical variants is that AKR is flat-structured
(see Section 2.5.2), while the graphical variant and GKR are based on graphs. As
1

Available at https://github.com/kkalouli/GKR_semantic_parser
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the following section shows, the graphical format is not just notational sugar for
a more colorful representation, but serves certain functionalities. Third, AKR is
different from its graphical variants as it is not straightforwardly combinable with
other SOTA techniques, e.g., distributional representations of words and phrases and
DL approaches for learning the structures. Last but not least, both AKR and its
graphical variant in Boston et al. (2019) are proprietary software, either restricted
to strict academic license agreements or completely unavailable and not further developed any more. GKR is the first attempt to open-source the valuable knowledge
that has been encapsulated in the previous representations over the years, bring it
to SOTA standards and extend its usefulness.
Despite their differences, there are two important principles that underlie all
approaches: first, the sentence information is separated into layers/levels/subgraphs
and second, there is a strict separation between the conceptual/predicate-argument
structure and the contextual/Boolean structure of the sentence. Both principles are
detailed in the following.

5.2.2

Representation

GKR is a rooted, node-labeled, edge-labeled, directed graph. In its current form, it
consists of six subgraphs: the dependency subgraph, the conceptual subgraph, the
contextual subgraph, the properties subgraph, the lexical subgraph and the coreference subgraph. More subgraphs can be added based on application requirements.
The core of a GKR graph is its conceptual subgraph, on top of which all others
subgraphs are layered. Each subgraph encodes different information. As it is shown,
such an approach increases the depth of expressivity and precision because we can,
if needed, ignore some subgraphs and lose precision, but we will not lose accuracy.
The representation is best illustrated based on an example sentence. The working
example is the sentence The family canceled the trip.
Dependency Graph The dependency graph captures the full syntactic parse of
the sentence as this is represented in UDs. The dependency graph’s main role is to
feed the syntactic analysis of the sentence to the conceptual graph, which is the basis
of the representation. The dependency graph of the working example is shown in
Figure 5.1. Note that the number added to each graph node represents the position
of that word in the sentence and is an extra identifier for that word to preserve
uniqueness.
Concept Graph The conceptual graph shown in Figure 5.2 (blue) contains the
basic predicate-argument structure of the sentence: the predicate cancel has two
arguments, family and trip. In terms of thematic roles, family is the agent and trip
the theme, and they correspond to arg0 and arg1, respectively, of the PropBank
implementation (Kingsbury and Palmer, 2002, Palmer et al., 2005), which is in turn
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Figure 5.1: The dependency graph of The family canceled the trip.
based on Dowty’s 1991 proto-roles. Within GKR, agent/arg0 and theme/arg1 are
dubbed as semantic_subject and semantic_object, respectively. With this structure
in place, the conceptual graph describes what is talked about, the subject matter of
the sentence. A more formal representation of the sentence might look like (1).
(1)

∃c, f, t.cancel(c) ∧ f amily(f ) ∧ trip(t) ∧ agent(c, f ) ∧ theme(c, t)

But, as in AKR (see Section 2.5.2), in this formula the variables c, f , t do
not denote individuals but concepts. The formula trip(t) does not say that t is
an instance of trip, but that there is some subconcept of the concept T rip. If we
treat the variables as denoting individuals, then we have to say that there exists an
individual trip such that the family canceled it. But if the family canceled it, no
such trip should exist. Thus, the graph and the formula are accurate, only if they
are considered to apply to concepts and subconcepts, but not individuals. Then,
viewed that way, the concepts of the concept graph impose restrictions on the root
concept. However, the concept graph is also incomplete as it does not convey all
information of the sentence: it makes no claims about the existence or otherwise of
instances of the involved concepts.
Thus, on its own, the concept graph is not a logical representation as it cannot
support logical notions as truth and entailment; it can maximally allow judgments
about semantic similarity or subsumption. To become complete by making assertions, the conceptual graph needs to be supplemented by the contextual graph.
Context Graph The contextual graph in Figure 5.2 (grey) adds existential commitments to the concepts of the conceptual graph, so that assertions can be made.
The commitments are factored in through the use of contexts, i.e., a version of possible worlds in higher-order logic terms. The top context represents whatever the
author of the sentence takes the described world to be like; whatever the “true" world
holds. Below the top context additional contexts are introduced, corresponding to
any alternative worlds introduced in the sentence. Each of the embedded contexts
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Figure 5.2: The concept graph (blue) and the context graph (grey) of the sentence
The family canceled the trip. The two graphs are presented together for better
understanding of their linking.
makes commitments about its own state of affairs: principally they claim, through
the ctx_hd edge, that this context’s head concept is instantiated within that context. Linguistic phenomena that introduce such embedded contexts are negation,
disjunction, modals, clausal contexts of propositional attitudes (e.g., belief, knowledge, obligation), implicatives and factives, imperatives, questions, conditionals, and
distributivity. The introduction of contexts (alternative worlds) to deal with intensional predicates is not novel, although their combination with reference to concepts
as opposed to reference to individuals probably is. However, the treatment of Boolean
operations like negation and disjunction through contexts is less common – though
it has already existed in AKR.
In our working example, the top context claims that there is at least one instance
of the Cancel concept of the kind where some family cancels some trip. This instantiation of the concept Cancel within the top context is represented through the
edge ctx_hd, which links the top context with its head concept Cancel. The other
context of this example ctx(trip_4) has Trip as its context head. This asserts that,
in this embedded context, there is an instance of the concept T rip that was canceled.
But this embedded context is linked to top with an antiveridical link, which asserts
that the head concept of ctx(trip_4) is not instantiable in top, which is accurate as
the trip was canceled; thus, no trip exists in top.2 Any other concepts, e.g., family,
involved in the sentence but not explicitly linked to any context, are taken to be
instantiated in the top context.
Property Graph The property graph imposes further, mostly non-lexical, restrictions to the concepts of the concept graph. It associates the concept graph with
2
Note that definiteness does not project up through presuppositions in a way that predicts
existence. Definiteness indicates that some specific kind of trip is presupposed, e.g., a trip to the
woods, but not some specific individual.
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morpho-syntactical features, such as the cardinality of nouns, verbal tense and aspect, definiteness of determiners/quantifiers, etc. In other words, the property graph
defines the exact nature of the concept, e.g., how much of the concept, which temporal version of the concept, etc. So, in our working example (Figure 5.3), except
from the restrictions imposed on the concept Cancel that it is a cancellation of the
trip by the family, the property graph also restricts the cancellation to the past and
non-progressive. Furthermore, the property graph restricts the number of F amily
and T rip to a single one – as opposed to a collection of F amilies and T rips, in the
case of plural. The two concepts are also further restricted as common nouns, as
opposed to proper names. Finally, the two concepts are also restricted to be definite,
specific ones.

Figure 5.3: The property graph (in purple) of the sentence The family canceled the
trip.

Lexical Graph The lexical graph, illustrated in Figure 5.4 (in red) on top of the
concept graph (in blue), associates the nodes of the concept graph with a (lexical)
sense. Particularly, the lexical graph contains up to five subgraphs for each concept
(to account for polysemy), each represented by its WordNet (Fellbaum, 1998) sense
ID. Through its sense ID, the concept can be linked to other concepts in the domain
of interpretation, e.g., with synonyms, antonyms, hypernyms, hyponyms. Thus,
the lexical graph both restricts and extends the concepts: it restricts them to the
specified senses, but also extends them by facilitating linking to other concepts of
the domain.
Coreference Graph The coreference graph is also built on top of the concept
graph and resolves coreference phenomena of the sentence. The coreference is expressed through edges linking the co-referring concepts, e.g., pronouns or appositives
with their referential word or phrase. The coreference links of the sentence Mary
likes Anna, her new boss is illustrated in Figure 5.5. In this example, the pronoun
her is resolved to Mary and the appositive boss to Anna.
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Figure 5.4: The lexical graph (in red) of the sentence The family canceled the trip.

Figure 5.5: The coreference graph of the sentence Mary likes Anna, her new boss.
The coreference links are marked with dark green edges.
Graphical Notation As it may be clear by now, the graphical notation of GKR
is more than an attractive, colorful format for SOTA NLP applications. First, the
separation into subgraphs is analogous to the separation into levels in the projection
architecture of LFG: it allows for the formulation of modular linguistic generalizations which govern a given level independently from others. Analogously, GKR factors sentence information into the interdependent graphs. This explicit organization
of information allows for the combination of multiple logics and styles of representations, e.g., a structural/linguistic representation can co-exist with a distributional
one. This flexibility contrasts with the latent representations used in end-to-end DL
approaches and in other graph-based semantic representations like AMR and UCCA
(see Section 2.5). Second, there is a strict separation between the concept and context graph: concepts cannot be restricted by contexts, but only by other concepts
or properties. Only one kind of link between concepts and contexts is permitted:
a ctx_head link that indicates the main concept that has an instance within that
context, but whose instantiation may change in a higher context. The strict sep-
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aration between the concept and the context graph also highlights the distinction
between completeness and correctness, and similarity and entailment. The concept
graph is correct but incomplete and can thus only be used for similarity judgments;
the combination of the concept and context graph is both complete and correct and
can be used for entailment (truth) judgments. These distinctions are hard to achieve
for more conventional logical representations that quantify over individuals and do
not distinguish between the two structures. For instance, although DRT (see Section 2.5.1) has the ability to name sub-DRSs and have those act as arguments of
predicates (similarly to the use of contexts in GKR), it also freely mixes individual
and context-denoting discourse referents, which leads to a highly realist approach
to possible worlds. Third, the parent-children dominance relations in the graphs
have expressive power. In the concept and property graphs, these dominance relations are strictly aligned with concept restrictions: the parent concept is subsectively
restricted by the child concept or property. In the context graph, the dominance relations express the scope of each context and thus the instantiability of a concept in
different contexts. More details on the expressive power of the dominance relations
are given in Section 5.3.

5.3

GKR Semantics

As already mentioned in the introduction, a complete formal analysis of the semantics
of GKR is beyond the scope of this thesis. This section presents a first account for
the semantics of GKR, as was introduced in Crouch and Kalouli (2021), to point
the interested reader in the right direction. To this end, the section first revises
Description Logic (DeL, see Section 3.3) with reference to concepts as opposed to
reference to individuals. Then, the section offers an overview of the semantics of
GKR, as was laid out in Crouch and Kalouli (2021).
A semantics for a variant of AKR, GKR’s predecessor, was introduced in the form
of Textual Inference Logic (TIL) by Bobrow et al. (2007b) and de Paiva et al. (2007).
TIL recast AKR as a contexted DeL, but did not avoid reference to individuals in
favor of reference to concepts. The underlying semantics for TIL followed that of
DeL by not taking concepts as primitive, but instead defining concept relations in
terms of relations between sets of individuals in concept extensions.
In contrast, the semantics presented in Crouch and Kalouli (2021) attempts to
stay faithful to AKR’s and GKR’s requirement for reference to concepts and not to
individuals. The standard semantics for FOL, for example, starts with a domain of
individuals and constructs concepts and relations as sets of individuals and sets of tuples of individuals. In contrast to this individualistic semantics, GKR takes concepts
as the starting point, and avoids direct reference to individuals by merely stating
that various concepts are instantiated. This leads to a fine-grained, intensional semantics. Natural language semantics requires such intensionality, as it has been
argued in numerous occasions and in various formal settings (Frege, 1892, Church,
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1951, Montague, 1970, to name only some of the pioneers). For example, the concepts Morning-Star and Evening-Star may be co-extensive – they designate the same
object –, but they nonetheless describe different properties. Typically, however, the
formal setting of such intensionality has introduced new kinds of entities, such as
possible worlds, which co-exist as first-class objects alongside regular individuals.
But GKR expresses intensionality without intermingling individuals with properties
or possible worlds. The semantics of GKR can thus be identified as a contextual
(intensional) concept-based Description Logic.

5.3.1

Description Logic without Individuals

The DeL presented in Section 3.3 uses individuals in both its syntax and semantics:
the vocabulary contains terms that denote individuals, concepts that denote sets of
individuals and roles that denote pairs of individuals. An extended version of Table
3.1 from Section 3.3 is repeated in Table 5.1 for ease of reference.3 But individuals
could be eliminated both from the vocabulary and the semantics.
5.3.1.1

Nominal Concepts

Recall from Section 3.3 that the TBox, i.e., the terminology/vocabulary of the application domain, only makes assertions about how concepts and roles are related to
each other, but does not make direct reference to individuals. In contrast, the ABox,
i.e., the state of affairs of the application domain, asserts individuals and their properties by making direct reference to them. However, as observed by Krötzsch et al.
(2011), ABox assertions about individuals can be discarded, if we replace individual
names by nominals. A nominal, {a}, is interpreted as a singleton set containing only
the interpretation (extension) of the individual name (cf. (2)).
(2)

{a}I = {aI }

Thus, the Abox assertions of Section 3.3.2.4 can be recast as TBox assertions as
shown in Table 5.6.
ABox Assertion
C(a)
R(a, b)

Equivalent TBox Assertion
{a} v C
{a} v ∃R.{b}

Figure 5.6: TBox equivalents of ABox Assertions
This replacement might seem unsatisfactory at first, because the new TBox assertions still seem to contain individuals ({a}). But this is only an artifact of notation:
{a} does not refer to the individual a, but to the singleton set containing a.
3
The extended version also contains the intersection of concepts and the full existential quantification, instead of the limited existential quantification.
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Concept Term
A
>I
⊥I
(¬A)I
(C u D)I
(C t D)I
(∀R.C)I

(∃R.C)I

Interpretation /
Explanation
AI
The set of individuals for which A holds
∆I
The universal concept, holds of all individuals
ø
The empty concept, holds of no individuals
∆I \ AI
The individuals for which A does not hold
C I ∩ DI
The individuals for which both C and D hold
C I ∪ DI
The individuals for which either C or D hold
{a ∈ ∆I |∀b.(a, b) ∈ RI → b ∈ C I }
Universal role restriction:
the set of individuals such that all the objects they stand in the
R role to are in C
{a ∈ ∆I |∃b.(a, b) ∈ RI ∧ b ∈ C I }
Existential role restriction:
the set of individuals that stand in the R role to some individual
in C

Table 5.1: Concept Construction and Interpretation in ALC, where A is any concept
name in NC , C, D are any concept terms and R is any role name in NR .
Recall the vocabulary of DeL introduced in Section 3.3, written as a tuple
hNC , NR , NI i, where NC comprises a set of (atomic) concept names, NR a set of
role names and NI a set of individual names. Also, recall the interpretation I and
interpretation function of DeL, which can be written as a pair hI, [[ ]]I i, where I is
the set of individuals (i.e., the domain of interpretation), and [[ ]]I is the function
mapping concept names onto sets of individuals, role names onto sets of pairs of
individuals, and individual names onto individuals. With the introduction of nominals, any signature hNC , NR , NI i and interpretation hI, [[ ]]I i can be transformed to
0
0
hNC , NR i and hI, [[ ]]I i where:
0

0

• NC = NC ∪ {a | a ∈ NI }
0
Add individual concept names a for each individual name a in NI .4
4

For readability reasons due to the many brackets, the notation “{a}" for the concept names
0
has been changed to “a ". Since these names are just atomic strings and as long as uniqueness is
preserved, the change in names does not have any effect in their meaning.
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• [[ ]]I = ([[ ]]I \ [[NI ]]I ) ∪ {ha , {[[a]]I }i| a ∈ NI }
The interpretation of individual names is removed from the interpretation and
each added individual concept name is interpreted as the singleton set containing the interpretation of the original individual name.
This means that we can eliminate all individual names and replace them by
individual concept names that denote the singleton set containing the denotation of
the individual name. This provides a vocabulary that lacks individual terms, but
where TBox assertions can be used to make statements about individuals.
5.3.1.2

Role Restrictions and Semantic Roles

DeL typically asserts facts about a limited domain of named individuals. Nevertheless, natural language needs to be able to make indefinite assertions about unnamed
individuals, such as a woman sold a man a car. Since DeL lacks explicit quantifiers
over individuals, we have to consider how such indefinite assertions can be expressed.
Consider the sentence a woman sold a man a car. This can be represented in a
neo-Davidsonian way as in (3).
(3)

∃w, m, s, c. woman(w) ∧ man(m) ∧ car(c) ∧ sell(s) ∧ agent(s, w) ∧
recipient(s, m) ∧ theme(s, c)

But this representation could also be reformulated in DeL. We can assume the
atomic/lexical concepts Sell, Woman, Man, Car and the roles Agent, Theme, Recipient and define the abbreviation C.R.D = C u ∃R.D. Then, a complex concept
can be created and expressed as in (4), where Sell.Agent.Woman denotes the set of
sellings that were done by women. This gets further restricted to those that were
sellings of cars and even further restricted to those being sellings to men.
(4)

((SellI u {s ∈ ∆I : ∃w(s, w) ∈ AgentI ∧ w ∈ W omanI })
u {s ∈ ∆I : ∃c(s, c) ∈ T hemeI ∧ c ∈ CarI } )
u {s ∈ ∆I : ∃m(s, m) ∈ RecipientI ∧ m ∈ M anI } =
((Sell.Agent.Woman).Theme.Car).Recipient.Man

To assert that a woman sold a man a car is then to assert that the denotation of
this complex concept is non-empty, as shown in (5).
(5)

∃w, m, s, c. woman(w) ∧ man(m) ∧ car(c) ∧ sell(s) ∧ agent(s, w) ∧
recipient(s, m) ∧ theme(s, c)
is true iff ((Sell.Agent.Woman).Theme.Car).Recipient.Man = ⊥

5.3.1.3

Conceptual Interpretation

The previous sections 5.3.1.1 and 5.3.1.2 showed how various kinds of assertions
about individuals can be made using only concept and role terms. However, the
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semantics of these assertions still took individuals to be first-class objects. Here, an
alternative semantics where only concepts are first-class objects is introduced.
Viewed as sets of individuals, concepts are elements in the powerset of the domain
of individuals. In set theory, the powerset of any set forms a complete lattice ordered
by set inclusion. From this follows that concepts can also be seen as atomic objects
in a complete lattice ordered by the sub-concept relation v.
To provide a better understanding for lattices, the following points are salient
(Davey and Priestley, 2002):
• a lattice is a partially ordered set of objects, hO, ≤i, where for any two objects
o1 , o2 ∈ O, their meet o1 ∧ o2 and join o1 ∨ o2 are also objects in O.
• The meet of two objects om = o1 ∧ o2 is such that
– om ≤ o1 and om ≤ o2
– ∀o if o ≤ o1 and o ≤ o2 , then o ≤ om
The meet is the (unique) greatest lower bound of the two objects. If the objects
are sets, then the meet is the intersection of the sets.
• The join of two objects oj = o1 ∨ o2 is such that
– oj ≥ o1 and oj ≥ o2
– ∀o if o ≥ o1 and o ≥ o2 , then o ≥ oj
The join is the (unique) least upper bound of the two objects. If the objects
are sets, then the join is the union of the sets.
• A lattice is complete,
V if every subset S of O has a meet and a join. The meet
of a set of objects, S, is an object in O such that
V
– ∀s ∈ S : S ≤ s
V
– ∀o ∈ O if ∀s ∈ S : o ≤ s then o ≤ S
And likewise for the join of a set of objects. If the objects are sets, then the
meet is the intersection of all objects and the join is the union.
W
• Every complete lattice
hO,
≤i
has
a
maximum
element
>
=
O and a miniV
mum element ⊥ = O. > is the unit element for meet, o ∧ > = o, and ⊥ is
the unit element for join, o ∨ ⊥ = o. If O is the powerset of a set of items I,
then > = I and ⊥ = ∅
Given a DeL signature hNC , NR i we define an interpretation as a triple hC, ≤
, [[]]C i where hC, ≤i is a complete semi-lattice over a set of concepts C, and [[]]C is a
function that maps members of NC onto elements of C, and maps members of NR
onto sets of pairs of concepts in C. Then, the interpretation of concept terms and
TBox assertions is shown in Table 5.7. Having established the interpretations of a
concept-based DeL, the semantics of GKR can be laid out.
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Expression
A
>
⊥
K uL
K tL

Interpretation
[[A]]C
>
⊥
[[K]]C ∧ [[L]]C
[[K]]C ∨ [[L]]C

¬K

k̄ where k̄ ∨ [[K]]C = >
and ∀c0 ∈ C if c0 ∨ [[K]]C = > then k̄ ≤ c0

∃R.K
∀R.K
KvL

W
W{x ∈ C| ∃y.hx, yi ∈ [[R]]C and y ≤ [[K]]C }
{x ∈ C| ∀y. if hx, yi ∈ [[R]]C then y ≤ [[K]]C }
True if f [[K]]C ≤ [[L]]C

Figure 5.7: Concept-based Interpretation for ALC, where A is any concept name in
NC , K, L are any concept terms and R is any role name in NR .

5.3.2

Semantics of GKR

The semantics of GKR presented in this section focuses on the concept and context
graph, as already presented in Crouch and Kalouli (2021). These are the main graphs
that make GKR a logical representation and thus they should be accounted for first.
5.3.2.1

Concept Graph

The concept graph is defined as a tuple < Nodes, Edges, NLabels, ELabels, eStart,
eEnd, NC , RC , nLabel, eLabel, C, nConcept, eRelation >, where:
• Nodes is a set of graph nodes (vertices)
• Edges is a set of graph edges (arcs), which are pairs of nodes (i.e., an edge is
associated with two distinct nodes)
• NLabels is a set of node labels
• ELabels is a set of edge labels
• eStart is a function mapping each edge to its start (head) node
• eEnd is a function mapping each edge to its end (dependent) node
• NC is a set of concept names
• NR is a set of role names
• nLabel is a function mapping each node to its concept name in NC
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• eLabel is a function mapping each edge to its relation name in NR
• C is a set of concepts
• nConcept is a function mapping, for each node n, nLabel(n) to a Concept in
C
• eRelation is a function mapping, for each edge e, eLabel(e) to a set of pairs
Concept x Concept in C (assigns a relation to a pair of head-dependent(child))

The root(s) of the concept graph are those nodes that have no incoming edges.
The subgraphs of a concept graph are the graphs that are rooted at any outgoing
edges of the root of the graph. In the concept graph of Figure 5.2 (in blue), there are
three nodes n1, n2 and n3, labeled by the concepts Cancel_2, Family_1, Trip_4,
respectively. There are also two edges e1 and e2, labeled with the roles sem_subj,
sem_obj, respectively. The root of the graph is the node with the label Cancel_2
and there are two subgraphs rooted at Family_1, and Trip_4.
The interpretation of the concept graph is the interpretation of its root node.
The interpretation of a node are those concepts that could be possible denotations
of the node; these concepts are partially ordered by the v relation. The denotation
of a node without dependent nodes (children) are some subconcepts of the label
concept of that node. The denotation of a node with dependent nodes (children) are
those subconcepts of its label concept that also satisfy the restrictions imposed by
the node’s concept subgraphs, i.e., by the dependent nodes of this node.
If [[d]] is the interpretation of a node d without dependent nodes, then
(6)

[[d]] = {D v nConcept(nLabel(d))}
If [[n]] is the interpretation of a node n with dependent nodes, then

(7)

[[n]] = {N v nConcept(nLabel(n)) | ∀d, e. n = eStart(e) ∧ d = eEnd(e) :
∃D ∈ [[d]] : hN, Di ∈ eRelation(eLabel(e))}

With the interpretation in (6), in our example, the denotation of node n2 (Family)
are some subconcepts of the concept Family. The formal interpretation is shown in
(8):
(8)

[[n2]] = {F | F v F amily}

With the interpretation in (7), the denotation of node n1 (Cancel ) of our example are those subconcepts of Cancel such that some subconcepts of Family stand
in the sem_subj /agent role to them and some subconcepts of Trip stand in the
sem_obj /patient relation to them. Formally, we have the interpretation in (9):
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[[n1]] = {C | C v Cancel ∧ ∃F v F amily : hC, F i = “sem_subj”
∧ ∃T v T rip : hC, T i = “sem_obj”}

In other words, there is a complex concept of cancellations of the trip by the family:
Cancel u ∃Agent.Family u ∃Theme.Trip (see Section 5.3.1.2). To assert that the
family canceled the trip is to assert that the denotation of this complex concept is
non-empty.
5.3.2.2

Context Graph

The concept graph does not make assertions about the existence or otherwise of
instances of the involved concepts, and thus cannot be used as a logical representation. The existential commitments are expressed in the contextual graph through
contexts. Contexts relativize the instantiations of concepts by limiting the domain
over which they can quantify. In other words, contexts restrict the extensions of
concepts to capture linguistic restrictions on the domain of discourse (Condoravdi
et al., 2001). Thus, contexts are roughly comparable with possible worlds in modal
logics, where objects instantiating a concept (subconcepts) can vary from context to
context. This highlights the gain of quantifying over concepts instead of individuals:
quantifying over individuals is bound to well-known problems, e.g., different possible
worlds can contain different individuals so that we cannot be sure that an individual
in one world is the same as its counterpart in another world (see Cocchiarella (2002)
for a review). Such problems are avoided with quantification over concepts: while
the domain of individuals may vary from context to context, the domain of concepts
is fixed; what varies is the extensions of those concepts, i.e., the instantiation or not
of their subconcepts. For instance, the concept of the canceled trip is the same in all
worlds, but it may be instantiated differently. Thus, it also becomes trivial whether
an entity instantiating the canceled trip in one world is the same as some entity
instantiating it in another:5 what matters is that the entities instantiate the same
concept (see also Condoravdi et al. (2001)).
In graph terms, context graphs can be seen as named graphs (Crouch and Kalouli,
2018). Named graphs were introduced by Carroll et al. (2005) as an extension of
RDF graphs (see Section 3.3.2.6), with the goal of recording provenance metadata for
different parts of a knowledge graph. A named graph associates an extra identifier
with a graph, i.e., a set of triples. For example, a sentence like Mary believes that
John did not lie can be represented as in (10).
(10)

:g1 {:john :lie}
:g2 :not :g1
:g3 {:mary :believe :g2}

5
Note that this is not true for other phenomena, e.g., for identity sentences of the kind “If I were
you...". Such phenomena are currently not addressed and left for future work.
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where g1 is the name given to the graph of the proposition John lies, g2 is the
name given to the negation of the graph g1, and g3 is the graph expressing Mary’s
belief. Thus, the meaning of a named graph is the meaning of the underlying graph,
and sub-graph relations between named graphs (e.g., :g2 :not : g1) reflect the
underlying relations between the graphs that are named. Named graphs do not
make assertions about the triples in them, i.e., there is no presumption that the
triples in them are true. This means that the named graph above does not assert
that John lied or did not lie. This handling is thus suitable for treating notions
of natural language such as negation, disjunction, conditionals, modals, etc. Thus,
context graphs express relations between named concept graphs so that contexts are
essentially concept (sub-)graphs.
Contexts are introduced by various linguistic phenomena: negation, modals, disjunction, propositional attitudes, implicative and factive verbs, imperatives, questions, conditionals, and distributivity. Specifically, the contexts of propositional
attitudes, implicative and factive verbs, imperatives, questions, conditionals and distributivity are introduced by a specific concept of the concept graph. For example,
the context of ctx(cancel) (merged with top) in our working example is introduced
by the concept mapping to the node of the implicative Cancel. Thus, for these phenomena, these concepts also constitute the heads of the contexts (ctx_hd edge). On
the other hand, the contexts introduced from negation, modals and disjunction do
not correspond to any concepts of the concept graph.6 For example, in a sentence
with negation like The man is not talking, negation creates an antiveridical lower
context (ctx(talk)), which defines that the concept Talk that is instantiated in this
lower context is uninstantiated in the top, negated one. In that sense, negation
does not map to any concept of the concept graph, but introduces a negative context and the antiveridical relation between this context (i.e., top) and the context
of talk. Similarly, a modal like might introduces a type of averidical lower context
(“possibility context"), where the concept that is instantiated in the lower context
is neither instantiated nor uninstantiated in the upper one, as in the example John
might quit. Here, might does not correspond to any concept of the concept graph,
but introduces a modal context and creates the averidical edge between the modal
context (i.e., top) and the context of quitting.7 Summing up, this means that in
GKR, a word of a sentence can either a) only be a concept of the concept graph
6

The reader might wonder to what these phenomena correspond, if not concepts. A detailed
account for that is beyond the scope of this thesis, but briefly, phenomena like negation and modals
can be considered properties of the property graph, e.g., the property of polarity and modality,
respectively, giving rise to contexts.
7
This treatment of modals only accounts for their quantificational force, which is of boolean
nature. The modal flavor of the modals, which is of conceptual nature, is not addressed for this
dissertation. Briefly, this modal flavor could be captured in two ways: a) by including the modal
in the property graph as a property of the predicate and capturing its modality (e.g., deontic,
epistemic, etc.; see Footnote 6), or b) by including the modal in the concept graph as a concept
and thus treating it like the other phenomena whose contexts are introduced by specific concepts
of the concept graph, e.g., implicatives and factives.
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(e.g., girl, John, walk ), or b) only be a property of the property graph (e.g., aux. be,
three, a, see Section 5.3.2.3), or c) be a concept of the concept graph and introduce
a context in the context graph (e.g., prevent, cancel, know ), or d) be a property of
the property graph and introduce a context in the context graph (e.g., not, might).
The interpretation of a context graph corresponds to what the author/speaker of
the sentence takes the real world to be like, i.e., it corresponds to the interpretation
of its root node (top). The interpretation of its root node is the interpretation of all
of its (context) nodes and the interpretation of all edges between them. For these
interpretations we need the following functions:
• nCtxHd is a function mapping a context to its head Concept in C, if such a
head Concept exists (in terms of named graphs: mapping a “name" to its head
Concept)
• nCtx is a function mapping each (context) node to its context (in terms of
named graphs: mapping a concept (sub-)graph to a “name")
• X is instantiated in ctx (inst(ctx, X)) iff X has a non-null extension in ctx
• X is not instantiated in ctx (¬inst(ctx, X)) iff X has a null extension in ctx
• X might be instantiated in ctx (?inst(ctx, X)8 ) iff X 0 s extension in ctx is
unknown
With these functions in place, the assertions following from the (only possible) edge
between a concept and a context, ctx_hd, are illustrated in (11).
(11)

ectx_hd |= ∃ctxn , n, N. eLabel(ectx_hd ) = “ctx_hd” ∧ ctxn = eStart(e) ∧
n = eEnd(e) ∧ N v nConcept(nLabel(n)) : inst(nCtx(ctxn ), N )
a context head edge (ctx_hd ) between a context and a concept asserts that
this concept is instantiated in this context

In our working example, the ctx_hd between the top context and the concept Cancel
means that the concept of Cancel has an instance in the top world, which is accurate
as a cancellation took place.
Furthermore, the three most common edges (relations) between two contexts,
namely veridical, antiveridical and averidical, make following assertions:
• ever |= ∃ctxh , ctxd , ctxH , ctxD . eLabel(ever ) = “ver” ∧ ctxh = eStart(ever ) ∧
ctxd = eEnd(ever ) ∧ ctxH = nCtx(ctxh ) ∧ ctxD = nCtx(ctxd ) :
inst(ctxH , nCtxHd(ctxD ))
a veridical edge between two context nodes asserts that the head concept of
the dependent (child) context is instantiated in the context of the head context
8

We use the notation ? to express the uncertainty/averidicality of such instances.

178

Chapter 5. Graphical Knowledge Representation
• eantiver |= ∃ctxh , ctxd ., ctxH , ctxD . eLabel(eantiver ) = “antiver” ∧ ctxh =
eStart(eantiver ) ∧ ctxd = eEnd(eantiver ) ∧ ctxH = nCtx(ctxh ) ∧ ctxD =
nCtx(ctxd ) : ¬inst(ctxH , nCtxHd(ctxD ))
an antiveridical edge between two context nodes asserts that the head concept
of the dependent (child) context is not instantiated in the context of the head
context
• eaver |= ∃ctxh , ctxd ., ctxH , ctxD . eLabel(eaver ) = “aver” ∧ ctxh =
eStart(eaver ) ∧ ctxd = eEnd(eaver ) ∧ ctxH = nCtx(ctxh ) ∧ ctxD = nCtx(ctxd ) :
?inst(ctxH , nCtxHd(ctxD ))
an averidical edge between two context nodes asserts that the head concept
of the dependent (child) context might or might not be instantiated in the
context of the head context

In the working example, the antiveridical edge between top and ctx(trip_4)
means that the subconcepts of Trip are not instantiated in the top context, which is
accurate as the trip was canceled. Formally, we can write (12).
(12)

top |= ∃T.T v T rip ∧ ∃F.F v F amily ∧ ∃C.C v Cancel : inst(top, C) ∧
inst(top, F ) ∧ ¬inst(top, T ) 9

Based on the interpretations of contexts, the notion of subconcept can also be further
refined as shown in (13).
(13)

X v Y iff ∀X, Y, ctx.inst(ctx, X) → inst(ctx, Y )

In our working example, this means that the antiveridical edge between top and
ctx(trip_4) also implies that potential more specific instances of the Trip concept
(e.g., a trip to the woods) are also left uninstantiated, since the more general concept
of Trip is uninstantiated.
The representation shown in (12) is not dissimilar to FOL and can easily be
dissolved to it: instead of taking individuals as primitives, it assumes concepts.
There is some subconcept T of the concept of Trip and some subconcept F of the
concept Family and some subconcept C of the concept Cancel such that, C and F
are instantiated in top (i.e., in the actual world) and T is not instantiated in top, but
is instantiated in all counterfactual worlds, where C is not instantiated. Thus, by
using concepts as primitives and having a strict separation between the conceptual
and the contextual structure, nothing of FOL has been lost; in fact, through the
modeling of intensionality and veridicality, the expressivity of more powerful tools
of formal semantics, e.g., FOL combined with λ-calculus, has been gained.
9
The lexical meaning of the verb cancel would also allow us to state that the subconcepts
of Trip would be instantiated in all counterfactual contexts, where Cancel is not instantiated:
∀ctxc .¬inst(ctxc , C) → inst(ctxc , T )
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Property Graph

The formal account presented in Crouch and Kalouli (2021) and summarized here
focuses on the conceptual and contextual graph. However, it should be briefly mentioned that the interpretation of the property graph is similar to that of the concept
graph in that further restrictions are imposed on the concepts. Particularly, the concepts are restricted to those sub-concepts of them that also satisfy the restrictions
imposed by their value nodes in the property graph. Different value nodes impose
different kinds of restrictions. For example, the value nodes can impose restrictions
relevant to the cardinality of the concepts, their specificity, their temporal nature,
etc. These properties/restrictions imposed on the concepts are again similar to
DeL-style restrictions. For example, cardinality (singular/plural) and quantifiers are
treated as number restrictions of DeL. Particularly, quantifiers in GKR are treated as
cardinalities without distributivity (in the property graph). Distributivity is added
in the context graph, as detailed in Section 5.4. For a more detailed discussion of
these kinds of restrictions, see van den Berg et al. (2001).

5.4

GKR Implementation

The previous sections gave an overview of GKR and its main characteristics. This
section focuses on the concrete implementation of the GKR semantic parser and
its challenges. By detailing the implemented system, this section also discusses
representations of various example sentences.
The implemented semantic parser rewrites a given English sentence to the layered semantic graph presented before. Although the current implementation is
targeted towards English, it is still as language-independent as possible, to facilitate future implementations in other languages. To the GKR representation itself
there is nothing language specific and it is thus suitable for other languages.10 The
parser is implemented as an open-source software, licensed under Apache 2.0, available at https://github.com/kkalouli/GKR_semantic_parser/. A demo of the
parser has also been implemented and is available at http://lap0973.sprachwiss.
uni-konstanz.de:8080/sem.mapper/. Figure 5.8 shows a screenshot of the demo.
The implementation of the GKR parser is object-oriented and is done in the
programming language Java. Java was chosen for two main reasons. First, it is the
programming language of major NLP tools that are used as components of the GKR
10

The GKR parser could be refactored for another language by changing the dependency parser
and providing lexical resources for the desired language. However, it should be noted that if
the dependency parser does not provide enhanced UDs, then additional effort will be required
to implement some of the functionalities that I currently use “for free" from the Enhanced++
Stanford Parser. Also, depending on the language, manually-created lexical resources might not
be available, in which case the parser would have to be restricted to the lexical knowledge found
within distributional representations, which might however have a strong (negative) impact on the
performance.
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Figure 5.8: A screenshot of the online demo of the GKR semantic parser.
system. This means that these tools can be used off-the-shelf, without the need
of the time-consuming and tedious development of suitable wrappers. Also, this
means that the GKR parser can straightforwardly be combined with such SOTA
tools, which makes it more attractive. Second, Java was preferred over other text
processing programming languages, such as Python, due to its performance. Despite the increasing improvement of Python in matters of performance, Java is still
faster (in CPU processing) and better-performing than Python. This is crucial for
a system like this one, which comprises many external libraries and many different
components. Although the implementation of the GKR parser does not claim to be
of production-level, it still offers decent waiting times for the processing of sentences.
The software has been implemented and tested on MacOs 10.13 and Ubuntu 18.04.4
LTS. On both systems the Java Development Kit (JDK 1.8) made available by Oracle11 has been used, which provides the Java runtime environment, the compiler
and the Java APIs. The external libraries used for the project are detailed at the
parts where they are used. The external libraries used and their inter-dependencies,
as well as the size of this system, stress the need for a suitable building tool. The
building tool used within this implementation is gradle,12 one of the SOTA building
tools. The tool was also chosen due to my familiarity and experience with it from
previous projects.
From an architectural perspective, the parser implementation contains two packages, one for the implementation of the different GKR graphs and one for the implementation of the parsing of a sentence to these graphs. In total, the implementation
comprises some 40 classes and more than 7000 lines of code, not counting the external libraries used. In the following, the concrete implementation of each graph
and the challenges experienced are detailed. The order in which the graphs are pre11
12

Available under https://www.oracle.com/java/
Available under https://gradle.org/
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sented is also the order in which they are produced during the parsing of a given
sentence. Figure 5.9 gives an overview of the GKR parser architecture: an input
sentence is first syntactically parsed by the Stanford Parser and is then input to
the GKR parser, which consecutively creates the six subgraphs. The subgraphs are
created in the illustrated order; the dashed lines show which other graphs a given
graph requires in order to be implemented, e.g., the property graph needs both the
dependency graph and the concept graph as input. External resources required for
some of the graphs are also linked to the respective graphs, e.g. to the lexical graph.
This architecture shall become clearer in the following.

Figure 5.9: An overview of the GKR parser architecture. The arrows show the order
in which the implementation proceeds. The dashed arrows show what other graphs
a given graph needs as input in order to be implemented. External resources needed
for certain graphs are also displayed with dashed arrows.

5.4.1

Dependency Graph

As explained in Section 5.2, the dependency graph represents the syntactic parse
tree of the sentence as represented in UDs. The parse tree is produced by the opensource Stanford CoreNLP Parser 3.9.213 (Chen and Manning, 2014). The parser
is a neural network dependency parser and a SOTA parser for English at the time
13

Available under https://nlp.stanford.edu/software/lex-parser.shtml
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of implementing the GKR parser. It also provides the so-called Enhanced++ UDs
(Schuster and Manning, 2016), which make the parser particularly attractive and
suitable for this implementation. The Enhanced++ UDs are an extended version
of the basic UDs and their main functionality is to make implicit relations between
content words more explicit. The relations are made more explicit by adding further
relations that conventional UD parsers do not have. For example, in the case of
subjects of control verbs, the relation between the subject of the main verb and of
the control verb is marked by adding an extra edge pointing from the control verb to
the subject. Some of the phenomena for which the Enhanced++ dependencies offer
better analyses are multiword expressions, partitives and light noun constructions,
conjoined prepositions and prepositional phrases, relative pronouns, etc. See Schuster and Manning (2016) for more details. Thus, the Enhanced++ UDs offer a good
basis for this implementation because they already deal with many of phenomena
that any quality parser needs to deal with. The output dependency graph of the
Stanford parser is converted one-to-one to GKR’s dependency graph, so that it is
in the right format for the subsequent processing. The produced GKR dependency
graph is then input to the next processing step, which creates the concept graph.

5.4.2

Concept Graph

The concept graph holds the predicate-argument structure of the sentence, its propositional content: who is doing what to whom. Recall that the nodes comprising the
concept graph refer to concepts and not individuals (see Section 5.3). To produce the
concept graph, the parser uses the rewritten dependency graph as input to extract
the relevant elements.
Plain Semantic Roles All syntactic relations between the content words of the
dependency graph are converted to more abstract “semantic" roles. GKR makes use
of 12 semantic relations, merging some of the dependencies to one semantic relation.
Table 5.2 presents an overview of the mappings of the syntactic dependencies to
semantic roles. Various observations are possible based on the table. First, we can
observe that all passive constructions are converted into active. This step is crucial
for an accurate semantic representation, as it makes sure that sentences with the
same meaning, but different active-passive syntax, are still mapped to one single
uniform representation. Additionally, the table allows us to observe that the order
in which the conversions apply plays a role. For example, in order to correctly
identify a noun modifier with by (nmod:by) as the agent of a passive construction
(as opposed to a simple spatial prepositional phrase), the relation nsubjpass (i.e.,
passive nominal subject) has to have been treated first, so that the parser already
has the information that the sentence is passive. Moreover, we can observe that
not all available UD relations are accounted for in the conversion of the concept
graph. This is because the separation of levels/graphs that GKR imposes requires
that certain relations are captured in other graphs and not in the concept graph. For
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instance, the UD relation aux (auxiliary) is ignored because its information is only
encoded in the property graph, as shown below. Similarly, a relation like nummod
(numerical modifier) is treated in the property graph. Some other relations like expl
(expletive) or neg (negation) are handled in the context graph.
Syntactic relation
subject
direct object
indirect object
clausal complement
open clausal complement
subject of passive predicate
clausal subject
clausal subject of passive predicate
subject of a controlled verb
nominal noun modifier
(nominal) agent in passive constructions
nominal by-modifier
nominal than-modifier
adjectival noun modifier
adverbial noun modifier
clausal noun modifier
relative clause
adverbial clause modifier
appositional modifier
compound
a concrete dependency cannot be determined

UD relation
nsubj
dobj
iobj
ccomp
xcomp
nsubjpass
csubj
csubjpass
nsubj:xsubj
nmod
nmod:agent
nmod:by
nmod:than
amod
amod
acl
acl:relcl
advcl
appos
compound
dep

GKR role
sem_subj
sem_obj
sem_iobj
sem_comp
sem_xcomp
sem_obj
sem_subj
sem_obj
sem_subj
nmod
sem_subj*
sem_subj*
nmod_comp
amod
advamod
nmod
rstr
amod
nmod
compound
mod

Table 5.2: Mapping between UDs and GKR semantic roles. *These conversions only
apply when the passive condition is met, i.e., when there is a passive construction.

Coordination Before this straightforward mapping of UD relations to semantic
roles can be completed, the system needs to check whether the sentence contains
clausal coordination, i.e., whether it contains more than one main clause. A sentence
is taken to contain more than one main clauses, when it contains more than one main
root predicates, e.g., The boys are dancing and the girls are singing. Particularly,
clausal coordination in GKR leads to the two or more clauses be split and processed
further as separate sentences. In this case, the concept graph has as many root
nodes as there are clauses and there is no apparent difference between conjunctive
and disjunctive coordination. Their difference can only be traced in the context
graph, as shown shortly. The concept graph of the sentence The boys are dancing
and the girls are singing is found in Figure 5.10.
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Figure 5.10: The concept graph of The boys are dancing and the girls are singing.
The concept graph would look alike even if the sentences were connected with disjunction instead of conjunction.
Coordination receives a special treatment also when it is found within one clause.
This treatment is necessary for the correct representation of the context graph later
on. Specifically, disjunction and conjunction within a single sentence (nominal or
adjectival or predicate coordination with shared arguments, etc.) introduce an additional complex concept that is the combination of the individual disjoined/conjoined
concepts. Each component concept is marked in the concept graph as being an element of the complex concept, as illustrated in Figure 5.11a for verbal disjunction
and in Figure 5.11b for nominal conjunction. What is crucial in the creation of this
complex concept is that all shared arguments between the two coordinated concepts
are correctly re-assigned to the complex concept. For example, in Figure 5.11a, dog
is the sem_subj both of eat and drink. Thus, in the concept graph, it has to depend
on the newly created complex concept eat_or_drink. Similarly, in Figure 5.11b,
the sem_subjs of the sentence are those forming the complex concept and thus the
role sem_subj has to be assigned to the whole complex concept. Making sure that
the restrictions that each concept carries in the original sentence are also reflected
in the complex-concepts version of the concept graph is not trivial implementationwise. For example, it is important that only shared arguments (restrictions) of the
complex concepts are indeed depending on the complex concept and not restrictions
that only apply on one of the disjoined/conjoined concepts. In an example like The
adventurous boys and the happy girls are dancing, the modifiers/restrictions adventurous and happy should not be assigned to the complex concept boys_and_girls,
because these are specific restrictions of each of the concepts, as shown in Figure
5.12. As with clausal coordination, other types of coordination also do not reflect a
difference between conjunction and disjunction in the concept graph.
Further Structures Apart from the plain semantic roles and the complex concepts introduced by coordination, the implementation of the concept graph is also
responsible for implementing other structures. First, it has to check whether the concept graph contains a sem_subj or is at least non-empty. A concept graph without
an explicit sem_subj is allowed, only if the graph is otherwise non-empty. An empty
graph can be caused by sentences consisting only of a predicate and thus not having
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(a) The dog is eating or drinking.
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(b) The boys and the girls are dancing.

Figure 5.11: The concept graphs of sentences with coordination. The complex concepts are marked with orange.

Figure 5.12: The concept graph of The adventurous boys and the happy girls are
dancing. The complex concept is marked with orange.
any outgoing edges to model; for example in the case of imperative constructions. In
such cases, the implementation makes sure to introduce a further concept you in the
sem_subj relation to the predicate, so that the concept graph can at least contain
the predicate and its (introduced) subject. The introduced concept is labeled with
_0 to show that it is a derived concept and not an original word of the sentence. If
the graph is non-empty, but does not have a sem_subj, it is left as-is.
Additionally, the implementation has to take care of constructions with the quantifier none. This quantifier is not recognized as such by the Stanford CoreNLP
Parser, but rather as a plain nominal. However, quantifiers in GKR are treated as
cardinalities without distributivity (see Section 5.3) and should thus be added to
the property graph. To this end, the implementation has special rules to trace such
constructions and convert any children nodes of none to the actual nodes and mark
none as a property. Figure 5.13b shows the concept graph of the sentence I like none
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(a) The dependency graph.

(b) The concept graph.

Figure 5.13: The dependency graph (i) and the concept graph (ii) of I like none of
the boys and girls. The complex concepts are marked with orange.
of the boys and girls, next to the dependency graph (5.13a) produced by Stanford
CoreNLP: the nominal modifiers boys and girls of none in the dependency graph
are treated as direct arguments of the predicate in the concept graph. The marking
of none as a property is not visible in the concept graph, but only in the property
graph, detailed later on.
Summing up, Figure 5.14 gives an overview of the operations performed during
the concept graph creation in the form of a flowchart.

5.4.3

Context Graph

By referring to concepts rather than individuals, the concept graph makes no assertions about the existence or not of instances of the concepts. These existential
commitments are conveyed in the context graph in the form of contexts, as detailed
in Sections 5.2 and 5.3. The context graph uses the implemented concept graph and
the dependency graph to match concepts to contexts. As mentioned before, various
linguistic phenomena/structures introduce embedded contexts, including negation,
modals, implicatives and factives, clausal contexts of propositional attitudes (e.g.,
belief, desire, obligation), disjunction, imperatives, interrogatives, conditionals, and
distributivity. This means that the parser needs to be able to deal with each of these
phenomena, but also with all their possible combinations, e.g., a sentence like Mary
should not forget to lock the door, containing an implicative under a negated modal.
The current version of the parser does not implement conditionals and distributivity
due to the restricted time frame of this thesis. However, this section schematically
presents how their implementation would look like and it also exemplifies the rest
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Figure 5.14: The flowchart of the operations during the concept graph creation.
of the implemented phenomena. The phenomena are not handled in the order they
are presented, but this order of presentation is more intuitive. The exact order of
operations is crucial for the correctness of the resulting graph and is summarized at
the end of this section. For a clearer understanding of the graphs, context graphs (in
grey) are always displayed on top of their concept graph (in blue). Also, it should
be noted that the context label top is automatically given to any context that is also
the root node of the context graph. Finally, as mentioned in Section 5.2, to avoid too
complex graphs, any concept not explicitly linked to a context in the context graph
is taken to be instantiated in the top context (and thus also in any lower contexts).
5.4.3.1

Negation

As it may have become clear by now, the impact of negation is only reflected in the
context graph and not in the concept graph; the concept graphs of a negated and
non negated sentence are the same. This treatment of Boolean operations like negation through contexts is less common than the treatment of modals or conditionals
through contexts. However, it is in line with GKR’s theory that makes a strict distinction between the DeL-style concept restrictions and the existential commitments
of those concepts; negation imposes such existential commitments. Also, contexts
are suitable for modeling the scope of negation. Negation is treated differently based
on the specific kind of negation, i.e., on the scope of negation (wide vs. narrow) and
thus also on the kind of implementation required. Three types are already implemented: a) wide negation with not, never, none, b) narrow negation with no and
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c) narrow negation with nothing, nobody, no-one.14 After recognizing the type of
negation, the parser follows different paths.
In case a), negation introduces an antiveridical context, which uninstantiates the
concept of the node modified by the negation. More precisely, a new context is
introduced for the negated concept, with that concept as the head of the context.
This context is embedded to the top (negated) context (i.e., wider scope of the
negation). Then, the two contexts are linked with an antiveridical edge, expressing
that the embedded concept is not instantiated in the top, actual world, in which the
concept is negated. An example sentence The dog is not eating the bone is shown
in Figure 5.15a. The context ctx(eat) has as its head the concept of eat, restricted
to be an eating of a bone by a dog. In this context it is asserted that there is an
instance of this kind of eating; but in the top context, which is the context in which
negation is introduced, the concept of eat is asserted to be uninstantiated through
the antiveridical edge, which is accurate as the dog is not eating a bone. Also, we
can observe that the concepts bone and dog are not explicitly linked to any context
of the context graph, which means that they are instantiated in top – recall that
any concept not explicitly linked to a context is taken to be instantiated in the top
context (and thus also in any lower contexts).

(a) The dog is not eating the
bone.

(b) No dog is eating the
bone.

(c) Nobody is eating chocolate.

Figure 5.15: The concept (blue) and context (grey) graphs of the three cases of
negation.
In case b), negation introduces again an antiveridical context which uninstantiates both the concept modified by the negation and the parent node of that concept.
Here, a new context is introduced for the parent concept of the negated concept.
This context is again embedded within the top context. Then, the two contexts
14
Although types b) and c) both model narrow negation, they require different kinds of implementations and therefore they also belong to a different type.
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are linked with an antiveridical edge, expressing that the embedded concept is not
instantiated in the top (negated) context. There is also an additional veridical edge
linking the negated concept with the context of its parent concept, expressing in this
way that the negated concept is only instantiated in that context and not in top (as
the default interpretation would be in the absence of any additional link). An example sentence No dog is eating the bone is shown in Figure 5.15b. The context ctx(eat)
has as its head the concept of eat, restricted to be an eating of a bone by a dog. In
this context it is asserted that there is an instance of this kind of eating and there is
also an instance of a dog (due to the nature of the narrow-scope no negation). But
in the top context, which is the context in which negation is introduced, the concept
of eat (of a bone by a dog) is asserted to be uninstantiated through the antiveridical
edge. In the top context, we cannot make any claims whether there is an instance of
a dog; there might be a dog or not. This is expressed by the veridical edge explicitly
linking dog to ctx(eat) and not to the top. The treatment of negation in this case is
different from case a), where the dog is considered instantiated in top. In a) there is
a dog and a bone involved, but there is no eating of a bone by a dog; maybe there
is a playing with a bone by a dog. In b) there is again no eating of a bone by a dog,
but we do not know neither whether there is other eating (by another animal) nor
whether there is a dog (doing some other activity).
Case c) expressed with nobody, nothing, no-one is slightly different from the previous ones in that it splits the negated word in its two parts (nobody: no + person,
nothing: no + thing, no-one: no + person) and introduces a new concept node for
the nominal part, i.e., for person and thing. This concept node can be identified
from its label containing −n, where n stands for an integer, and shows that this is
not an original word of the sentence.This splitting process and the introduction of
a new concept node is necessary to capture the commitments imposed by negation
with nobody, nothing no-one. The sentence can then be treated as a case b) sentence, which is accurate because both cases b) and c) have narrow scope. Negation
introduces an antiveridical context which uninstantiates both the newly introduced
nominal concept modified by the negation and the parent node of that concept. As
in b), a new context is introduced for the parent concept of the newly introduced
nominal concept. This context is again embedded in the top context. Then, the two
contexts are linked with an antiveridical edge, expressing that the embedded concept is not instantiated in top. There is also an additional veridical edge linking the
newly introduced nominal concept with the context of its parent concept, expressing in this way that the nominal concept is only instantiated in that context and
not in top (as the default interpretation would be in the absence of any additional
link). An example sentence Nobody is eating chocolate is shown in Figure 5.15c. The
negation nobody leads to the introduction of the concept node person to capture the
commitments of this type of narrow scope negation. Then, the parent concept eat of
nobody (and of person) introduces a new context ctx(eat), restricted to be an eating
of chocolate by a person. In this context, it is asserted that there is an instance of
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this kind of eating and there is also an instance of a person; but in the top context,
which is the context in which negation is introduced, the concept of eat is asserted
to be uninstantiated through the antiveridical edge. In the top context, we cannot
make any claims whether there is an instance of a person; there might be a person
or not. This is expressed by the veridical edge explicitly linking person to ctx(eat)
and not to the top. Similarly to case b), case c) tells us that there is no eating of
chocolate by a person, but we do not know neither whether there is other eating (by
some animal maybe) nor whether there is a person (doing some other activity).
5.4.3.2

Modals

Modal verbs are another category of context-inducing phenomena. The current
implementation includes the modals must, should, ought, might, may, can, could,
need, would. A modal introduces a modal context in which the context of the concept
the modal modifies is embedded. The two contexts are in whatever relation that
modal expresses, e.g., in a “might", “should", “can" relation. This relation can then
be translated to a specific veridicality relation, e.g., might to averidical, as well as to
a specific modal flavor, e.g., deontic or epistemic, also based on which worlds we take
the modal to quantify over, e.g., the ideal deontic world which does not include the
actual world or some other sets of worlds that do include the actual world. In the
current implementation of the symbolic inference system (Chapter 6), these relations
are only translated to veridicality relations; recall from Section 5.3.2.2 that only the
quantificational force of the modals is addressed in this thesis, and not their modal
flavor. As mentioned there, the modal flavor could be captured as a property of the
property graph; in that case, the current implementation would already facilitate
this treatment. On the other hand, if modality would be captured as an additional
context-inducing concept, the implementation detailed in Section 5.4.3.3 would be
more suitable. For the current inference system, all implemented modals apart from
must are translated to averidical, while must to veridical. This means that only the
(deontic) must is taken to quantify over the ideal deontic world, where things that
must happen actually happen.15
An example sentence Mary may go to the cinema is illustrated in 5.16a: may
introduces a modal context, which is simultaneously the top context in this sentence.
Embedded under this context is the context of the concept go. The two contexts
are in a “may" relation (e.g., in an averidical relation, if we choose a deontic or
epistemic reading), which would mean that the concept of go might or might not
be instantiated in top, which is accurate as the sentence does not tell us whether
the going happened or not; the fact that Mary has the permission to go somewhere
does not mean that she actually went there. All non-negated modals lead to similar
graphs like this one.
15
For the epistemic must the translation to veridical is anyway accurate, as epistemic universals
are taken to include the actual world.
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(b) Mary may not go to the
cinema.

(c) Mary must not go to the
cinema.

Figure 5.16: The concept (blue) and context (grey) graphs of sentences with modals.
In contrast, negated modals can lead to two different kinds of graphs, depending
on whether the negation takes wide scope over the modal or narrow scope under
the modal. The interaction between modals and negation has been the subject of
much study, e.g., Iatridou and Zeijlstra (2013), Rubinstein (2014), Homer (2015)
and Giannakidou and Mari (2018): the core observation is that universals like must,
should, ought to take scope over negation,16 while existential modals like may, might,
can, could and modals like need, would take scope under negation. So, in the example
sentence Mary may not go to the cinema., illustrated in Figure 5.16b, the context
of negation is the top context. Embedded in it is the context of the modal may and
the antiveridical link between them shows that there is no instance of the concept
may instantiated in the top context. Under the context of may we find the context
of go, linked with a “may" relation, which again can be translated to an averidical
relation. Based on the extended implication projection algorithm presented below
(see Section 5.4.3.9), we can also compute the instantiability of go in the top context:
in this case, go would be a-instantiated17 in top. Completely opposite is the picture
we get from modals taking scope over negation. Figure 5.16c shows the sentence
Mary must not go to the cinema. Here, the context of the modal must is the top
context, taking scope over negation. Embedded in it is the context of the negation
and the two are linked with a “must" relation. Assuming for must a deontic reading
in an ideal deontic world, i.e., an order that has to be followed, we can translate this
16

In both their epistemic and deontic uses.
“a-instantiated" is used to mean neither instantiated nor uninstantiated, i.e., the two contexts
are in an averidical relation.
17
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edge to veridical. Within the context of negation, we find the context of go, which is
uninstantiated in the context of negation, i.e., there is an antiveridical link between
them. Again, based on the implication projection algorithm presented below (see
Section 5.4.3.9), we can compute that go is not instantiated in top.
5.4.3.3

Implicative and Factive Contexts

The kind of contexts introduced by implicative and factive words and phrases (see
Section 3.4.2.6 for more details) have already been briefly discussed in Section 5.2
with the working example The family canceled the trip. Given the large number of
such constructions and the fact that each of them has its own implication signature
(see Section 3.4.2.6), the implementation of these contexts cannot merely rely on
surface forms, but requires a lexicon where the signatures can be looked up. To this
end, the open-source extended lexicon of Stanovsky et al. (2017), which is based on
the works of Karttunen (1971), Karttunen (2012) and Lotan et al. (2013), is used.
The lexicon holds more than 2,400 unique words, each assigned to an implication
signature for positive and negative assertions. Words and phrases are assigned to
signatures based on their finite and infinite complements. For example, the factive
remember that is assigned to the implication signature +/+, i.e., its embedded clause
is entailed both in positive and negative assertions, while the two-way implicative
remember to is assigned to the signature +/-, i.e., its embedded clause is entailed in
positive assertions and not entailed in negative ones. The extracted signatures are
utilized for adding the correct edges between the introduced contexts.
Thus, to implement such contexts, the parser has to first detect such an implicative or factive and to also identify its complement type: that, to or other/none.
Based on this information, the suitable signature is retrieved from the lexicon. The
signature then guides the implementation. First, the implicative/factive introduces
a new context headed by that implicative/factive concept. Then, an additional context is created for the complement of the implicative/factive. The complement is
identified from the concept graph as any child of the implicative/factive linked with
one of the GKR semantic relations sem_comp, sem_xcomp, sem_obj (see Section
5.4.2). To define the suitable edge linking the context of the implicative/factive with
the context of the complement, the retrieved signature is considered. To define the
right edge, the polarity of the predicate also has to be considered so that the correct part of the signature is retrieved. For example, Figure 5.17a shows the context
graph of the sentence Mary remembered that she had closed the window : the factive
remember that introduces a context, which is also the top context of the sentence.
Embedded in it, is the context of its complement close. Since remember that has
a positive entailment in positive assertions and the sentence is a positive assertion,
there is a veridical edge linking the two contexts. Similarly, in Figure 5.17b of the
sentence Mary did not remember that she had closed the window : there is again a
veridical edge between the context of remember and the context of close (because
remember that has a positive entailment in positive assertions), but since remember
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that is negated here, an additional edge is needed to show the instantiability of the
context of close in the context of the negated remember that (here, in top). Thus,
since remember that has a positive entailment in negative assertions, a veridical edge
is added between the context of close and top (i.e., the negated context).18

(a) Mary remembered that she had
closed the window.

(b) Mary did not remember that she had closed
the window.

Figure 5.17: The concept (blue) and context (grey) graph of sentences with the
factive remember that.
In contrast, Figure 5.18 illustrates an example with the implicative remember
to: the same contexts as before are introduced, but the relations between them are
different, based on the polarity of the sentence. In Figure 5.18a, since remember
to has a positive entailment in positive assertions and there is a positive assertion,
there is a veridical edge between the context of remember (here, top) and the context
of close. The same edge is also observed in Figure 5.18b between the context of
remember and the context of close. But since the implicative in this example is also
negated, an extra edge states the instantiability of the context of close in the context
of the negated implicative (here, in top). Thus, since remember to has a negative
entailment in negative assertions, there is now an antiveridical edge between the
negated context (i.e., top) and the context of close.19
18

Given the extended implication projection algorithm presented below (see Section 5.4.3.9),
this additional edge can always be computed anew, but it is explicitly added to the graph for
convenience.
19
See Footnote 18.
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(a) Mary remembered to close the window. (b) Mary did not remember to close the window.

Figure 5.18: The concept (blue) and context (grey) graph of sentences with the
implicative remember to.
5.4.3.4

Clausal Contexts of Propositional Attitudes

Not all predicates with clausal complements are implicative or factive verbs, e.g.,
there are also propositional attitudes of belief, desire, obligation, etc., and not all
predicates raising implicatures or presuppositions are included in the off-the-shelf
lexicon of Stanovsky et al. (2017). Thus, for all predicates with clausal complements
that are not contained in the lexicon (no matter if they are implicative/factive or
not20 ), there is a similar implementation as for implicatives and factives, but the
link between the contexts remains underspecified. More precisely, a predicate with
a clausal complement introduces a new context headed by the concept of that predicate. A further context is introduced for the complement. The edge between them
is labeled after the predicate, as shown in Figure 5.19 for the sentence Mary told
John to close the window : in the top context, the concept of tell is instantiated.
Embedded under this context, we find the context of the clausal complement close.
The link between the two contexts is labeled as tell and thus remains underspecified
for whatever translation would be required for a given application. For example, we
could choose to translate the relation as averidical, as telling someone to do something does not necessarily mean that this person actually does it. For the symbolic
inference system implemented (see Chapter 6), any such relation not explicitly included in the off-the-shelf lexicon of Stanovsky et al. (2017) defaults to the averidical
relation, assuming a non-perfect set of worlds including the actual one.
20

The lexicon also contains signatures for non-implicative/factive verbs such as say, believe.
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Figure 5.19: The concept (blue) and context (grey) graph of the sentence Mary told
John to close the window.
5.4.3.5

Coordination

When introducing the implementation of the concept graph, it was shown how GKR
encodes coordination in the concept graph: for clausal coordination, it splits the sentence into separate clauses and for other types of coordination, it introduces an additional complex concept that is the combination of the individual disjoined/conjoined
concepts. In that sense, the treatment of both disjunction and conjunction in the
concept graph is identical. Their difference can be traced in the context graphs,
where disjunction introduces additional contexts for the components of the complex
concept, while conjunction does not.
Particularly, in the case of conjunction (clausal or otherwise), the conjoined concepts are both instantiated in the context of their parent concept. For example,
we can observe Figure 5.20: in 5.20a both component concepts eat and sleep of the
complex concept are heads of the top context, i.e., they are both separately instantiated in top. Similarly, in Figure 5.20b, where there is clausal conjunction and thus
no complex concept (see Section 5.4.2), both root concepts of the concept graph are
instantiated in top, which is again accurate. This means that conjunction does not
introduce any further contexts, but it just instantiates concepts accordingly.
In contrast, disjunction introduces new contexts, one for each disjuct. Each
disjunct context states the concepts that are instantiated within it. The disjunct
contexts are linked to the context of their parent concept through the coord_or
relation. This states that none of the disjunct concepts is apriori instantiated in top
and that at least one of the disjuncts is instantiated in top.21 In that sense, each
disjunct is in an averidical relation to its parent context, which is accurate as we do
not know which of the disjuncts is indeed instantiated. In Figure 5.21a illustrating
the sentence Babys eat or sleep, we observe that the top context has two embedded
21
Here, we assume the inclusive reading of or. An exclusive reading – one or the other, but not
both –, is a conversational implicature and is left out of this implementation.
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(a) Babys eat and sleep.

(b) The boys are singing and the girls are
dancing.

Figure 5.20: The concept (blue) and context (grey) graphs of conjoined sentences.
contexts, one for each disjunct. Top is linked to those contexts with a coord_or
edge, expressing the averidicality of each disjunct in top. In one arm of the disjunct
the sleeping concept is instantiated, while in the other arm it is the eating concept
that is instantiated. Similar is the case for the clausal coordination in Figure 5.21b
for the sentence The boys are singing or the girls are dancing: each disjunct only
instantiates its own concepts and is linked to top with a coord_or /averidical relation.

(a) Babys eat or sleep.

(b) The boys are dancing or the girls are
singing.

Figure 5.21: The concept (blue) and context (grey) graphs of disjoined sentences.

5.4.3.6

Imperatives

An imperative introduces a context in which the imperative predicate is embedded.
More precisely, the parser recognizes an imperative by the absence of a “normal"
sem_subj and the presence of a concept node you_0, introduced during the creation
of the concept graph for imperatives (see Section 5.4.2). The imperative predicate
introduces an embedded context of the predicate which is linked with the imperative
relation to its upper context. As with the modal relations and the clausal contexts
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relations, the imperative relation can be specified further to veridical or averidical,
depending on how we consider the commitments that imperatives make, i.e., which
sets of worlds we take them to quantify over. In Figure 5.22 we observe the example sentence Wash the dishes: in the top context there is no head, i.e., there is
no concept directly instantiated in top. The concept of wash is instantiated in the
context of wash, which is in an imperative relation to top; it might be instantiated
or not, depending on our interpretation and assumptions. The interpretations and
assumptions we make could be greatly facilitated, if the modeling of imperatives in
the context graph offered a more fine-grained representation. For example, apart
from command, an imperative can express advice, dare, wishes, “audienceless", “predetermined", etc. See Condoravdi and Lauer (2012) for a more detailed discussion.
Though useful for semantic tasks like inference, this kind of modeling remains an
open issue for future work. In the currently implemented inference system (see
Chapter 6), imperatives are translated to veridical, taken to quantify over the ideal
deontic world.

Figure 5.22: The concept (blue) and context (grey) graphs of the sentence Wash the
dishes.

5.4.3.7

Interrogatives

Interrogative contexts are introduced both for direct questions and indirect speech.
Direct questions are currently detected based on the presence of a question mark.22
In such questions, the interrogative predicate is embedded in a context, linked with
an interrogative edge to its upper context; in this upper context no concept is directly
instantiated. This efficiently informs us about the commitments of the sentence: the
concept of the interrogative predicate is not necessarily instantiated or uninstantiated; it is under an interrogative setting. An example is given with the sentence Can
22
Another way of detecting direct questions in some languages, e.g., English and German, is
through word order.
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you wash the dishes? in Figure 5.23a: the context of the concept can, the interrogative predicate of the question, is in an interrogative relation to top. The rest of the
graph follows the implementation for modals due to the presence of can.
For indirect speech, the parser attempts to model indirect questions embedded
under interrogative verbs like ask, query, wonder, inquire, etc. The list of such
predicates is manually created and can be expanded as required. In such sentences,
the embedded interrogative clause is detected and a new context is introduced for
it. This context is again linked with an interrogative edge to the context of its
interrogative predicate; in this context the concept of the interrogative predicate is
instantiated. An example of an indirect interrogative clause is given in Figure 5.23b:
the top context instantiates the concept of wonder and has an interrogative edge to
the context of wash, which is accurate as this part of the sentence is not asserted but
under question. For the symbolic inference engine (see Chapter 6), the interrogative
edge is considered averidical.

(a) Can you wash the dishes?

(b) Mary wondered whether John had washed the
dishes.

Figure 5.23: The concept (blue) and context (grey) graphs of interrogative (direct
and indirect) sentences.
It is clear that the current treatment of interrogatives can be improved to capture
more fine-grained meanings expressed in questions and, particularly, to distinguish
between the various kinds of interrogatives. For example, the parser could learn
to distinguish between information-seeking and non-information-seeking questions,
i.e., questions requiring an answer and information and questions not expecting an
answer, but posed to achieve other communication goals such as rhetorical questions, echo questions, self-addressed questions, etc. Such a fine-grained analysis
could be useful for semantic tasks like NLI, question-answering, argumentation min-

5.4. GKR Implementation

199

ing, dialogue generation, etc. Research in this area is currently being undertaken
within the Research Unit “Questions at The Interfaces" (FOR 2111) at the University of Konstanz.23 The task of question classification has explicitly been targeted
by my colleagues and myself in Kalouli et al. (2018a) and Sevastjanova et al. (2018).
Another interesting direction in which this implementation can be expanded is recognizing what is the Question-Under-Discussion (QUD; Roberts (2012)), i.e., what
is the main question that the interlocutors are committed to resolving. In terms of
NLP and Question-Answering (QA) systems, this could be approximated to recognizing the type of answer that a question requires, e.g., if the answer should be a
person (to a “who" question), a place (to a “where" question), a time (to a “when"
question), etc. This detection can then also lead to better modeling of the context
graph for interrogatives. For instance, a better modeling would create a context only
for the wh-concept that is under question (the QUD) and then this context would
be linked with the interrogative edge to the context of its parent concept. This
would then benefit QA systems because for them, it is not the whole sentence that
is “interrogative"/under question (and thus maybe averidical), but only the specific
wh-concept.24 So, for a QA system, for a question like Who started the war?, the
answer type targeted is a person, a “who". Thus, a context could be created for the
concept of person, headed by who, and then this context could be linked with an
interrogative edge to top; in top, the concept of starting would be instantiated, as
for a common QA system, it is for the agent of the starting for which an answer has
to be retrieved, and not for the starting itself. Though exciting, such extensions are
currently beyond the scope of this thesis and are left for future work.
5.4.3.8

Not Implemented Phenomena

As mentioned before, due to time restrictions, the implementation completed for this
thesis did not include two of the context-inducing phenomena, distributivity and
conditionals. However, for the sake of completeness, this subsection schematically
illustrates how the implementation of these phenomena can be achieved.
The reader might wonder by now about quantifier scope. In Section 5.3 quantifiers were treated as properties, i.e., as cardinalities without distributivity. Quantifier
scope — or rather, distributivity — is regarded as context-inducing in GKR. In other
words, quantification is treated as a modal aspect. This is not novel: in first-order
modal logic, modal operators switch the context of evaluation of sub-formulas by altering the parameter of a possible world. Quantifiers switch the context of evaluation
by altering the assignment function giving values to a variable. In other words, both
23

https://typo.uni-konstanz.de/questionsInterfaces/
Note that this treatment goes against insights of formal semantics (e.g., Karttunen (1977)),
which say that a wh-question, such as Who has called this morning? neither presupposes nor entails
that somebody has called. Maybe the answer to that question is simple Nobody so far. However,
for practical applications of QA systems, such granularity is ignored and only the wh-element is
considered under question.
24
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switch contexts of evaluation. GKR’s contextual treatment of distributivity just
makes this similarity more apparent. Figure 5.24 shows how distributivity is modeled for the sentence Bake four cakes two times: the distributional context ctx(bake)
has two edges linking it to the concept graph. In addition to the normal ctx_hd
edge, which marks the body (concept) of the distribution, there is a restriction edge
(ctx_rstr ) that marks the concept to be distributed over: in this case times, which
comprises individual sub-concepts of the concept 2-times (see also van den Berg et al.
(2001) for more details on individual sub-concepts). For each individual sub-concept
in the distributive restriction, there is asserted to be an instance of the head concept
(bake), further restricted by its individual children sub-concepts.

Figure 5.24: The concept (blue), context (grey) and property (purple) graphs of the
sentence Bake four cakes two times (not yet implemented – schematic representation).
Nevertheless, it is worth noting that distributivity is a rarer phenomenon than
the literature might reflect. The primary reading for a sentence like Three girls
baked five cakes involves no scope variation: there were just three girls and five
cakes, and baking. This cumulative reading is difficult to express in standard logical
representations without using branching quantifiers or treating three and five, not
as generalized quantifiers, but as cardinality restrictions on existential quantifiers.
It is thus an inelegance that scoped readings are the default in standard logical
representations, while being the exception in practice. This is effectively captured in
the way GKR defaults quantifiers to cardinalities without distributitivity, and only
adds distributivity as part of the context graph and if needed.
The treatment of distributive contexts is similar to the treatment of conditionals. Conditionals introduce head (consequent) and restriction (antecedent) edges, as
shown in Figure 5.25 for the sentence If he is sick, John always goes to the doctor :
the conditional context, which is also the top context, has two edges linking it to
the concept graph: the normal ctx_hd edge that marks the head (consequent) of
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the conditional, and a context restriction edge (ctx_restr ), marking the antecedent
of the conditional, i.e., the condition under which the consequent applies. For each
individual sub-concept in the conditional restriction, i.e., for each instantiation of the
antecedent sub-concept, there is asserted to be an instance of the (consequent) head
concept (go), further restricted by its individual children sub-concepts. This treatment corresponds to the so-called multi-event conditionals (Schwarz, 1998). Future
work will have to address other kinds of conditionals, e.g., epistemic or counterfactual.

Figure 5.25: The concept (blue), context (grey) and property (purple) graphs of
the sentence If he is sick, John always goes to the doctor (not yet implemented –
schematic representation).

5.4.3.9

Putting it all together

As it may have become clear by now, implementing accurate context graphs is a
challenging task due to the number of different phenomena that have to be treated
– and which are by no means exhausted by this implementation. On top of that
comes the greater challenge of implementing solutions that also work for all possible
combinations of the phenomena, e.g., for a sentence combining a negated modal
with an implicative, multiple implicatives and factives embedded in each other, an
interrogative with an implicative or factive, etc. For such complex cases, we utilize
the implication projection algorithm by Nairn et al. (2006). The algorithm computes
the polarity (instantiability) of a concept in some ancestor context, i.e., some higher
context in terms of graph depth. Most often we are interested in the instantiation
of a concept in the top context, but we might as well want to make inferences about
“intermediate" contexts. For example, we might want to infer (14-b) from (14-a),
in addition to inferring (14-c). The implication projection algorithm accommodates
these needs.
(14)

a.
b.

Mary managed to forget to close the window.
Mary forgot to close the window.
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c.

Mary did not close the window.

We rephrase the implication projection algorithm by Nairn et al. (2006), according to
our notation (see Section 5.3). Given the head concept C of context ctxC , the parent
context ctxP of ctxC , the head concept P of ctxP and the parent context ctx0P of ctxP :
the polarity/instantiability of C in ctx0P depends on the polarity/instantiability of P
in ctx0P and the implication signature sigPe of P , where e represents the environment,
i.e., the signature in a positive and negative assertion. Specifically:
• inst(ctx0P , C) if inst(ctx0P , P ) ∧ sigP+ = +
concept C is instantiated in ctx0P , if P is also instantiated in ctx0P and the implication signature of P is positive in positive assertions, e.g., from the sentence
John remembered that he had closed the window, we can infer that John closed
the window: close is instantiated in top because remember is instantiated in
top and the signature of remember that in positive assertions is positive (+/+).
• inst(ctx0P , C) if ¬inst(ctx0P , P ) ∧ sigP− = +
concept C is instantiated in ctx0P , if P is uninstantiated in ctx0P and the implication signature of P is positive in negative assertions, e.g., from the sentence
John did not admit that he had closed the window, we can infer that John closed
the window: close is instantiated in top because admit is uninstantiated in top
(due to the negation) and the signature of admit that in negative assertions is
positive (+/+).
• ¬inst(ctx0P , C) if inst(ctx0P , P ) ∧ sigP+ = −
concept C is uninstantiated in ctx0P , if P is instantiated in ctx0P and the implication signature of P is negative in positive assertions, e.g., from the sentence
John forgot to close the window, we can infer that John did not close the window: close is uninstantiated in top because forget is instantiated in top and
the signature of forget to in positive assertions is negative (−/+).
• ¬inst(ctx0P , C) if ¬inst(ctx0P , P ) ∧ sigP− = −
concept C is uninstantiated in ctx0P , if P is also uninstantiated in ctx0P and
the implication signature of P is negative in negative assertions, e.g., from the
sentence John did not manage to close the window, we can infer that John
did not close the window: close is uninstantiated in top because manage is
uninstantiated in top (due to the negation) and the signature of manage to in
negative assertions is negative (+/−).
• ?inst(ctx0P , C) in all other cases
concept C might be instantiated in ctx0P in all other cases.
With such an algorithm in place, we can compute the consecutive instantiabilities of the head concept of a given context in all “intermediate" contexts and finally
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in top.25 The algorithm was proposed by Nairn et al. (2006) to compute the relative
instantiability of implicatives and factives, for which the implication signature can
be extracted from the off-the-shelf lexicon. However, the algorithm remains accurate
even if it is applied on other (context-inducing) phenomena which can be embedded
into one another, e.g., a belief verb embedded into a modal, which is in turn embedded into negation. Therefore, in the current implementation, the algorithm is used
to compute the consecutive instantiabilities of other phenomena.26 The algorithm
requires that we know the instantiability of a given concept in its parent context
and the implication signature of each construction. The former is guaranteed in the
current implementation: the instantiability of a head concept in its parent context
is always stated. The latter can also be easily retrieved, if we define specific implication signatures for the context-inducing phenomena and specifically, for negation,
modals, clausal contexts of propositional attitudes, coordination, imperatives and
interrogatives.
To negation we can assign the obvious signature of −/+, i.e., negation entails
the falsity of its embedded context in a positive assertion, but entails the truth of
its embedded context in a negative assertion (¬(¬P ) =⇒ P ).
For modals (except for must), for clausal predicates of propositional attitudes,
for coordination and for interrogative predicates, the signature o/o is defined. With
this signature, any combination of an instantiability with such a construction will
(correctly) yield an a-instantiated concept. This can be showcased with an example
of a modal embedded into negation ((15)), a clausal predicate embedded into a modal
((16)) and an interrogative predicate embedded into negation ((17)).
(15)

John might not close the window (might embedded into negation – modal
has scope under negation): ?inst(top, close) because:
−
=o
¬inst(top, might) (due to the negation) and sigmight

(16)

John might believe that Ken has left (clausal predicate embedded into
might): ?inst(top, leave) because:
?inst(top, believe) (recall that we translate might to averidical, thus ?inst())
+
and sigbelieve
=o

(17)

Did not John pass the exam? (interrogative embedded into negation):
?inst(top, pass) because:
+
¬inst(top, interrogative) (due to the negation) and siginterrogative
=o

To imperatives and the modal must we assign the +/− signature. By assigning this
“symmetrical" signature, i.e., there is a positive entailment in a positive assertion
and a negative entailment in a negative one, and given the fact that imperatives
25

Note that the algorithm can only be used to compute the relative polarity of the head concept
of a given context and not of any other concept of the concept graph. The instantiability of other
non-head concepts in a given context cannot be computed in this way and has to be explicitly
stated in a graph, e.g., as it is done in case b) and c) of negation (see Section 5.4.3.1).
26
This is parallel to the semantic composition process of MC and PC (see Section 3.4.2.5).
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and the modal must are translated to veridical in the current system, we are able to
reach the correct predictions. Representative examples for must are shown in (18),
(19) and (20). Similar is the treatment of imperatives.
(18)

John must manage to pass the exam (implicative embedded into must):
inst(top, pass) because:
+
inst(top, manage) (since we translate must to veridical) and sigmanage
=+

(19)

John must not pass the exam (negation embedded into must – modal has
scope over negation): ¬inst(top, pass) because:
+
inst(top, negation) (since we translate must to veridical) and signegation
=−

(20)

John must believe that John left (clausal predicate embedded into must):
?inst(top, leave) because:
+
inst(top, believe)) (since we translate must to veridical) and sigbelieve
=o

A complex example of embedded constructions is shown in Figure 5.26 with the
sentence Mary might fail to remember to close the window : in this sentence there
is a modal construction and two implicatives embedded into one another. Based
on the (extended) algorithm, we can compute the instantiation both of remember and close. Both concepts are a-instantiated in top: ?inst(top, remember) because ?inst(top, f ail) (since we translate might to averidical) and sigf+ail = −, and
?inst(top, close) because ?inst(top, remember) (from the previous computation) and
+
= +.
sigremember

Figure 5.26: The concept (blue) and context (grey) graphs of the sentence Mary
might fail to remember to close the window.
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To ensure that an accurate context graph is created, the implementation deals
with the aforementioned phenomena in a specific order, which is crucial for the result.
A flowchart of the implementation of the context graph is illustrated in Figure 5.27.

Figure 5.27: An approximate flowchart of the operations during the context graph
creation.

5.4.4

Property Graph

The property graph holds the morpho-syntactic information of the sentence and
restricts the concepts accordingly. As a reminder of the representation, a sample
property graph is shown in Figure 5.28. The current implementation of the graph
models two properties for predicates, namely tense and aspect, and three properties
for nouns, namely cardinality, name, specifier. Table 5.3 gives an overview of the
various properties and their possible values; each property can have only one value of
the possible ones. The current implementation is based on the extraction of shallow
morphological information from the Part-Of-Speech (POS) tags provided by the
Stanford CoreNLP parser and on information of the dependency graph. The shallow
morphology captured in the POS tags amounts to the information that could also
be extracted from a mainstream morphological analyzer.

cardinality
name
specifier

Nouns
singular
plural
common
proper
indefinite/definite/bare
QUANTIFIER (some, many, few, etc.)
NUMBER (one, two, three, etc.)
MODIFIER (bunch, both)

tense
aspect

Verbs
present
past
progressive
non-progressive

Table 5.3: The properties of the property graph and their possible values.

206

Chapter 5. Graphical Knowledge Representation

Figure 5.28: The concept (blue) and property (purple) graphs of the sentence The
dog is eating a bone.
Predicates get assigned both their properties, tense and aspect, based on POS
tags. The POS tags VB, VBP, VBZ are used to identify the present tense – they
stand for verb: base form, verb: non-3rd person singular present, verb: 3rd person
singular present, respectively. The POS tags VBD and VBN are used to identify
the past tense of a verb as they stand for verb: past tense and verb: past participle, respectively. All predicates are assigned the non-progressive value for aspect,
unless they carry the POS VBG, which stands for gerund or present participle. All
predicates are necessarily assigned both a tense and an aspect property.
As far as nouns are concerned, the properties cardinality and name are also extracted from POS tags. More precisely, the tags NNP, NNPS, NN, NNS – standing
for noun: singular proper, noun: plural proper, noun: singular common name, noun:
plural common name, respectively – are used to extract the cardinality and the name
properties. To extract the specifier of the nouns, the relations of the dependency
graph are utilized. Specifically, the semantic parser looks for the relations det, nummod and det:qmod. det is used in UDs for determiners such as a, the and quantifiers
like some, many, few, every, etc. Thus, the extracted det is straightforwardly used
within the graph. The UD relation nummod identifies numerical modifiers such as
one, two, three, five, etc., and is represented with the exact same number in the property graph. The enhanced dependency det:qmod stands for quantificational modifiers
with of such as both of, bunch of, two of, etc. In such cases, the modifier both, bunch,
etc. fills in the place of the specifier. If none of det, nummod, det:qmod can be found
within the dependency graph, then the specifier value defaults to bare.
It is clear that the current implementation of the property graph cannot capture
all complex nuances of phenomena like that of tense and aspect and that it only
offers a simplification of those. Still, the property graph remains accurate; it does
not convey all that is there, but whatever is conveyed is correct. The complex
interactions between tense and aspect are best modeled through a separate temporal
graph; as mentioned before, GKR can be expanded by additional graphs based on
the requirements. This kind of expansion remains open for future work.
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Lexical Graph

The lexical graph carries the lexical information of the sentence. It associates each
node of the conceptual graph with its senses and concepts, its synonyms, hypernyms,
hyponyms and antonyms, and its embedding. The lexical graph provides access to
lexical resources and it exploits six external libraries to this end. It should be noted
that the specific libraries chosen were selected for their suitability and efficiency for
English; the implementation of another language might require different external
lexical resources, which can however easily be integrated thanks to the modularity of GKR. Particularly, the information contained in the lexical graph originates
from three different sources: a thesaurus, an ontology and a trained distributional
model. The first two are manually created resources, while the latter is automatically
created.
First, as a thesaurus/dictionary the system uses WordNet (Fellbaum, 1998).
WordNet is the largest publicly available lexical database for English.27 Nouns,
verbs, adjectives and adverbs are grouped into sets of cognitive synonyms (synsets),
each expressing a different concept. Synsets are linked with conceptual-semantic
and lexical relations, e.g., through synonymy, hypernymy, hyponymy, antonymy relations. This interlinking results in a hierarchical structure, where the most frequent
encoded relation is the super-subordinate relation, i.e., the hypernymy-hyponymy
relation. For example, this relation links words like bed and chair to general synsets
like furniture. WordNet, which is a hand-created resource, comprises more than
117,000 synsets as of today. The version of WordNet used within this implementation is 3.0 due to its compatibility with the other used tools, particularly the
Java interface used and the SUMO ontology. For illustration, the noun bank has 10
different senses in WordNet, i.e., belongs to 10 different synsets. The synsets’ meanings range from a sloping land beside a body of water to financial institution and
to a kind of flight manuever, where the aircraft tips laterally about its longitudinal
axis. To access the lexical resource, the GKR implementation makes use of the MIT
Java WordNet Interface (JWI) (Finlayson, 2014).28 The interface offers functions
for directly accessing and querying the resource.
The SUMO ontology is the second lexical resource used in the lexical graph.
SUMO (Niles and Pease, 2001, 2003) is the largest formal public ontology available, with some 25,000 terms and 80,000 axioms.29 The ontology, also manually
created, maps word senses to their concepts, and interlinks these concepts with axioms. SUMO is mapped to the WordNet 3.0 lexicon, so that it provides a concept
for each WordNet sense of a word. For the example of bank, the sense of sloping
land beside a body of water is mapped to the SUMO concept RiverBank, the sense
of financial institution is mapped to Bank-FinancialOrganization and the sense of
flight maneuver to FlightAircraft. Then, these concepts are further expanded with
27

Available under https://wordnet.princeton.edu/
Available under https://projects.csail.mit.edu/jwi/
29
Available under http://www.adampease.org/OP/
28
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axioms. For example, RiverBank is a subclass of LandForm and ShoreArea. Also,
there is the axiom that “if an object is an instance of a river bank, then there exists
another object such that the other object is an instance of river and the other object
meets the object." Thus, the main difference between WordNet and SUMO is that
the former is more like a taxonomic subsumption dictionary distinguishing between
the fine-grained senses of a word, while the latter abstracts away from many distinct
senses to higher-level concepts and links these concepts not only with subsumption
relations but also with general axioms. For example, WordNet can give us the information that one of the senses of pilot is airplane pilot 30 and then that pilot is
an aviator and an aviator is a skilled worker, etc. SUMO can not only give us the
information that a Pilot is an instance of SkilledOccupation, but it can also tell us
that a pilot is someone who can fly airplanes, and thus actually link pilot with airplane and flying (If an agent is an instance of human and pilot is an attribute of
the agent, then the agent has the skill to do flying). However, it should be noted
that, due to time constraints, the current version of the system does not make use
of SUMO’s axioms, but only of its subsumption relations. SUMO offers a suitable
Java interface for accessing and making queries.
The third lexical resource used within the lexical graph is that of word embeddings. As discussed in Section 2.4.7, language representation models have conquered
the SOTA as they can offer good representations for words and phrases. Thus, a
SOTA semantic representation like GKR should be able to integrate and be improved
with such information. Also, as discussed in Section 3.4.3, allowing the integration
of such resources is crucial for languages for which no other hand-created lexical
resources are available – but for which large amounts of digital data is available.
Despite lacking the linguistically informed taxonomies and axioms of hand-curated
lexical resources like WordNet and SUMO, word embeddings offer a reliable source
of lexical information. This implementation utilizes one of the pretrained SOTA (at
the time of implementation) contextualized word embeddings model, BERT (Devlin
et al., 2019) (see Section 2.4.7). BERT receives a piece of text as input and outputs
a vector representation for the whole text, whereby it is possible to split that output
to the distinct representation for each word of the text. Here, BERT is given the
whole sentence and the resulting vector representation is split to the distinct words
of the sentence. I make use of the Java implementation of BERT by Rua (2019)31
and the BERT-base pretrained uncased model with 12 layers and 768 dimensions.32
Apart from the three kinds of lexical resources and external libraries discussed
so far, the lexical graph also encompasses a word-sense disambiguation component.
This component is responsible for ranking the different WordNet senses of a word
according to their suitability for a given context, in this way disambiguating between
them. The GKR implementation makes use of the JIGSAW word-sense disambigua30

“someone who is licensed to operate an aircraft in flight"
Available under https://github.com/robrua/easy-bert
32
Available under https://github.com/google-research/bert
31
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tion algorithm (Basile et al., 2007).33 JIGSAW exploits the WordNet senses and
uses a different disambiguation strategy for each part of speech, taking into account
the context of each word. The algorithm modifies the original Lesk algorithm (Lesk,
1986). It first looks at nouns: given a set of nouns W = {w1 , w2 , ...wn } obtained from
a text, with each wi having an associated sense inventory Si = {si 1, si 2, ..., si k} of
possible senses, the goal is to assign to each wi the most appropriate sense si h ∈ Si ,
according to the similarity of wi with the other words in W , i.e., in the context of
wi . The intuition behind this implementation is that the most plausible assignment
of senses to multiple co-occurring words is the one that maximizes relatedness of
meanings among the chosen senses. So, for an example sentence The cat chases the
mouse and for the two possible senses of cat, feline mammal and computerized axial
tomography, the former sense is more similar (i.e., closer in the WordNet hierarchy) to
one sense of mouse (small rodent), than the latter sense is. For verbs, the algorithm
tries to establish a relation between the verbs and the nouns that have distinct IS-A
hierarchies in WordNet. The motivation is that the meaning of the verb depends
strongly on the noun in its context. A verb vi is disambiguated using the nouns in
the context C of vi and the nouns in the description of each candidate synset for vi .
The description is the string obtained by concatenating the gloss and the sentences
that WordNet uses to explain the usage of a synset. So, as an example, we might
want to disambiguate the verb play in the sentence I play basketball and soccer. So,
vi = play, the verb to be disambiguated, and C = {basketball, soccer}, since these
are the nouns that are in the context of vi . Two of the descriptions (senses) of play
are participate in games or sport; “We played hockey all afternoon"; “play cards";
“Pele played for the Brazilian teams in many important matches" and play on an
instrument; “The band played all night long". In these descriptions, the nouns game,
sport, hockey, afternoon, card, team, match and instrument, band, night appear, respectively. Now, the similarity of each of those to the nouns in C is measured, so
that it is established that the similarity of basketball and soccer to games and sport is
higher than to instrument or band. For adjectives and adverbs, the algorithm practically adopts the original Lesk algorithm unmodified (Lesk, 1986) and computes the
overlap between the glosses of each candidate sense of the target word to the glosses
of all words in its context, and assigns the synset with the highest overlap score.
In fact, for each POS, JIGSAW is able to provide not only a single disambiguated
sense, but also a ranked list with the disambiguated senses of the word, based on
the propabilities of each sense to be correct. This functionality is also utilized in the
lexical graph, so that robustness is increased; particularly, the lexical graph represents (up to) the top five disambiguated senses of each word to make sure it captures
one of the indeed correct senses of the word. This underspecification resembles the
technique of packed representations found in other grammatical formalisms like LFG
(see e.g., Crouch (2005) and Crouch and King (2006)). A sample lexical graph is
illustrated in Figure 5.29.
33

Available under https://github.com/pippokill/JIGSAW
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Figure 5.29: The concept (blue) and lexical (red) graphs of the sentence The family
canceled the trip.
Although the sense ID is the only lexical information visible on the graph, there
is further information encoded behind each sense node. Firstly, each sense node
holds the SUMO concept corresponding to that sense. It also holds the WordNet
synonyms, hypernyms, hyponyms and antonyms of that sense and the SUMO superand subconcepts. The SUMO super- and subconcepts sometimes overlap with the
WordNet hypernyms and hyponyms, but sometimes they are also broader, since the
SUMO concepts are more high-level than the WordNet senses, as already discussed.
Additionally, each node also holds the BERT embedding extracted for that word.
The BERT embedding corresponds to a specific word and not to a specific sense of
a word – BERT, as a contextualized word embedding model, applies its own kind
of “disambiguation" by considering the whole context in which a word is embedded.
Thus, the same embedding is assigned to all sense nodes (see Section 2.4.3.3 for more
details).
The lexical graph provides a special treatment for compounds and Multi-WordExpressions (MWE). If an expression is identified as a compound or MWE by the
Stanford CoreNLP Parser, then it is mapped to the cmp semantic relation (see Table
5.2). If the concept graph then contains such a cmp relation, the implementation of
the lexical graph considers it, so that the whole compound or MWE expression is
queried in the lexical resources. If the expression is found as such within the lexical
resources, then a sense node with the label cmp: is added to the head of the expression, holding all the information of the expression. Despite this, all components
of the expression are also mapped to their plain sense nodes, as if they were separate words. This ensures that there is always a fall-back strategy if the compound
or MWE cannot be found or if it cannot be used to compute a semantic task like
inference. An example is given in Figure 5.30, where the compound tennis ball is
found. The head of the expression ball is assigned an extra node, identified by the
notation cmp, which holds the lexical information (sense, concept, synonyms, hypernyms, hyponyms, etc.) of the compound expression tennis ball. Still, the concepts
ball and tennis are also assigned their plain sense nodes.
As it may have become clear by now, the lexical graph can be expanded as
required – with further resources or different ones, e.g., for other languages.
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Figure 5.30: The concept (blue) and lexical (red) graphs of the sentence The dog is
biting a tennis ball.

5.4.6

Coreference Graph

The coreference graph resolves some of the coreference phenomena of the sentence.
Its implementation is based on two components. First, the statistical coreference
system (Clark and Manning, 2015) of the Stanford CoreNLP Software is used. This
is suitable both for pronominal and nominal coreference resolution, e.g., mapping
a pronoun to its reference. If such a coreference is found, the edge pronoun_res is
added between the two coreferring concepts in the concept graph. This component
does not identify appositives, because these are added as normal UD relations in the
Stanford dependency graph. Thus, to have as a complete coreference resolution as
possible, the second component of the coreference graph implementation looks for
the relation appos in the dependency graph. If found, the head and its dependent are
linked with the relation appos_identical_to. Figure 5.5 is repeated in 5.31 for the
sentence Mary likes Anna, her new boss. Currently, the coreference graph only captures links between words of the same sentence, as the whole GKR implementation
is sentence-based. However, the coreference graph also has the potential of capturing inter-sentential links, if the rest of the implementation feeds it with the concept
graphs of two or more sentences. Then, this can lead to the incremental building of
a discourse representation where coreference between sentences is resolved, similarly
to how DRT establishes discourse representations (see Section 2.5.1). Additionally,
it should be noted that this simple implementation of the coreference graph cannot yet capture complex anaphora phenomena like spatial anaphora (e.g, Abrams
works in the consultants’ office, and interviewed Browne in that location.), personal
anaphora (e.g., Browne was interviewed by Devito, who knew that the applicant was
not trustworthy.), etc.
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Figure 5.31: The coreference graph on top of the concept graph of the sentence Mary
likes Anna, her new boss. The coreference links are marked with dark green edges.

5.5

GKR Evaluation

The previous section detailed the implementation of the GKR semantic parser, which
is also one of the main parts of this thesis. Although the implemented GKR parser is
not used as a stand-alone tool within this thesis, but as the basis of the implemented
symbolic inference system (see Chapter 6), it is essential to evaluate the performance
of the parser itself. This evaluation can offer a measure of the coverage and precision
of the parser and highlight phenomena that can be improved. Also, it can already
offer some insights about the expected performance of the symbolic inference engine,
as this is based on the output of the GKR parser; if certain phenomena are not
treated correctly by the parser, there should be no expectation that the symbolic
inference engine can reason about them. Thus, this evaluation can contribute to
the better evaluation of the symbolic inference engine, as it can help identify the
sources of errors. This evaluation is not supposed to be exhaustive, but rather help
quantify the quality of the implemented semantic parser. Two kinds of evaluation
are pursued, an intrinsic and an extrinsic one, as detailed in the following.

5.5.1

Intrinsic Evaluation

In an intrinsic evaluation the system’s output is directly evaluated against a “ground
truth", i.e., in this case, the output semantic representation of the parser is evaluated against a gold-standard GKR representation. The evaluation quantifies the
system’s agreement with the ground truth, using common measures such as recall,
precision and F-score. Briefly, in this setting, recall measures the extent to which
the parser can deal with the provided test set, i.e., measures the number of phe-
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nomena it can process34 ; precision captures the extent to which the phenomena that
are processable are indeed processed correctly; F-score is a measure that combines
recall and precision into a single figure of merit. It should be noted that the focus of
this evaluation is on the correctness of the dependency, concept, context, property
and coreference graph. The lexical graph is not evaluated because it is necessary to
have a specific semantic task to evaluate whether the lexical semantic information
provided is accurate and adequate, e.g., an NLI or a Question-Answering task. This
graph is evaluated during the extrinsic evaluation, detailed below in Section 5.5.2.
The intrinsic evaluation is undertaken on three different test sets: the HP test suite,
the ParGram test set and the DELPH-IN test set. All test sets have been created for
evaluating the coverage and performance of syntactic and/or semantic formalisms.
HP Test Suite The first test set used is the Hewlett Packard (HP) test suite by
Flickinger et al. (1987).35 The HP test suite is an extensive test suite with various
kinds of syntactic and semantic phenomena, originally created for the evaluation of
parsers and other NLP systems and thus specifically suitable for the purposes of
evaluating the produced semantic representation. The test set features 1250 sentences, dealing with some 290 distinct syntactic and semantic phenomena and subphenomena. The phenomena range from plain sentences with one, two and three
obligatory arguments to sentences with NP or VP coordination, and from sentences
with relative clauses and sentential adverbs to sentences with donkey pronouns. Some
of the contained sentences are ungrammatical on purpose (and marked as such). For
this evaluation only a subset of the test suite consisting of 916 sentences is used –
containing some 200 phenomena, an average of 4.6 sentences pro phenomenon. This
subset does not contain the ungrammatical sentences (314) and the sentences with
typos (20); since this evaluation aims at testing the performance of the implemented
semantic parser and not of the Stanford CoreNLP syntactic parser, which is the stage
of the pipeline where typos and ungrammaticality should be traced, these cases are
left out of the test set.36 Two trained annotators created gold-standard GKR representations for this subset. The subset of 916 sentences was run through the semantic
parser and the output representations were compared with the gold-standard ones.37
The results of the evaluation are found in Table 5.4.
The results show a clear picture: the parser cannot process all sentences and thus
has a relatively low recall, but the sentences it processes are represented correctly
– the precision is very high. To observe more clearly where the parser fails and
34

A sentence is considered “processable", if the GKR parser gets a correct dependency graph
from the Stanford CoreNLP parser and if the involved phenomenon of the sentence is already
implemented within the GKR parser
35
Available under https://w3.ual.es/~nperdu/hpsuite.htm
36
As it is known, neural dependency parsers like the Stanford CoreNLP tool, will always give a
parse, even if the sentence contains a grammatical error, to increase robustness.
37
The comparison is based on full-graph matching: only if the whole gold-standard GKR graph
matches with the whole graph produced by the GKR parser, the parsing is considered accurate.
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Metric
Precision
Recall
F-score

Percentage
98.7
68.1
80.6

Table 5.4: Overall performance of the GKR parser on the HP test suite.
what the exact reasons for that is, an error analysis was performed. The error analysis identifies three types of errors: a) not-yet-implemented, b) Stanford CoreNLP
syntactic parser error and c) GKR semantic parser error. Table 5.5 shows the distribution of the three types of errors. Most errors result from the incorrect syntactic
parsing of the Stanford CoreNLP parser. An incorrect dependency graph leads to an
incorrect concept graph and thus to the other graphs also being incorrect. The resolution of this kind of errors is beyond the scope of this thesis, but some preliminary
observations lead to the conclusion that the errors made by the syntactic parser show
patterns and thus some of them can be treated explicitly based on these patterns,
e.g., the Stanford CoreNLP parser struggles with copula verbs; a solution might be
to implement a separate post-processing module that can correctly recognize such
verbs. The second most frequent source of errors are sentences with phenomena not
yet implemented in the GKR parser. Particularly, it concerns conditionals, ellipsis
and complex anaphora, which are not included in the current implementation and
are thus expected to fail. Last, the GKR parser fails itself in some 0.05% of the
cases, with the errors being internal bugs of the implementation, which can be fixed
in future versions of the system.
Error Type
Stanford CoreNLP syntactic parser error
not-yet-implemented
GKR semantic parser error
Total Errors

Sentences
189
103
16
308

Percentage
61.3
33.4
0.05

Table 5.5: Error analysis on the HP test suite after evaluation.

ParGram Test Suite To evaluate the performance of the GKR semantic parser
on further data, test sets of established syntactic-semantic formalisms are also used.
These test sets have the merit of containing a wide range of phenomena in carefully designed sentences; thus, they are considered a suitable benchmark for the
current system. First, the parallel test set of the ParGram/ParSem initiative is
used. ParGram/ParSem38 are collaborative efforts by researchers in academic and
industrial institutions around the world to produce wide coverage grammars and
38

https://pargram.w.uib.no/
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semantic structures for various languages. These are written collaboratively based
on the LFG framework Kaplan (1995) and developed with the XLE (Maxwell and
Kaplan, 1996) development platform. The test suite is made available by the INESS
initiative39 (Rosén et al., 2012). The test set consists of 101 sentences and involves
a wide range of phenomena, from copulas and coordination to modal and implicative verbs, and from negation of different kinds to imperatives and interrogatives.
The same evaluation process as before was followed: two trained annotators created
gold-standard GKR representations for the test set and these were compared with
the output representations of the parser. The results are shown in Table 5.6.
Metric
Precision
Recall
F-score

Percentage
96.5
86.1
91

Table 5.6: Overall performance of the GKR parser on the ParGram test suite.
The results show a similar behavior as before: the precision is very high for
the phenomena that are treated by the GKR parser, but certain phenomena are
still “unprocessable" for the parser. A more detailed error analysis can shed light
on these phenomena, as illustrated in Table 5.7. This test suite does not contain
phenomena that are not yet implemented in this version of the GKR parser, but there
are other unprocessable cases from sentences where the Stanford CoreNLP parser
delivers incorrect dependency graphs. These make up most of the faulty cases. The
remaining 17.6% of the cases are errors coming from the GKR parser itself, e.g., the
sentence Don’t push the button does not get the correct analysis as the combination
of negation and imperative does not lead to an accurate context graph due to a
system bug.
Error Type
Stanford CoreNLP syntactic parser error
GKR semantic parser error
Total Errors

Sentences
14
3
17

Percentage
82.3
17.6

Table 5.7: Error analysis on the ParGram test set after evaluation.

DELPH-IN Test Suite The DELPH-IN test suite originates from a similar effort
as the ParGram test suite. DELPH-IN40 is a collaboration of academic and industrial
research groups over the world to achieve a deep linguistic processing of language.
This effort uses the formal linguistic analysis offered by the Head-Driven Phrase
39
40

Available under http://clarino.uib.no/iness/treebanks
http://www.delph-in.net/wiki/index.php/Home
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Structure Grammar (HPSG) (Sag and Pollard, 1987, Pollard and Sag, 1994) and
Minimal Recursion Semantics (MRS) (Copestake et al., 2005). Within this effort,
the ESD test suite has emerged, containing 89 sentences. The sentences capture
various phenomena such as compounding, conditionals, ellipsis, quantification, to
name only a few. The same evaluation process as before was followed: two expert
annotators created golden GKR representations and these were compared to the
output of the parser. The results are illustrated in Table 5.8.
Metric
Precision
Recall
F-score

Percentage
87
69.6
77.3

Table 5.8: Overall performance of the GKR parser on the DELPH-IN test suite.
In this test set the precision is lower than in the two previous ones, which means
that more cases are not processed correctly by the GKR parser. The recall is at
the same levels as in the HP test suite, showing that several of the phenomena
are not processable by the GKR parser. A closer look at the errors can detail the
picture, as shown in Table 5.9: most of the unprocessable phenomena come from bad
parses of the Stanford CoreNLP parser that lead to a bad dependency graph. This
can probably be partly explained from the fact that this test suite contains many
grammatical, but relatively uncommon sentences such as Browne arrived the day of
the garden dog or Three bark. Since the syntactic parser relies on training on data,
it is possible that it has not seen many of such rather uncommon sentences; thus,
it is also not able to process them correctly. Additionally, 26% of the test set cases
are not yet implemented in the GKR parser. These are mostly conditionals, ellipsis
and fragments phenomena. Lastly, 23% of the cases are plain, fixable errors of the
GKR parser, e.g., combinations of negation and imperative, number sequences and
vocatives.
Error Type
Stanford CoreNLP syntactic parser error
not-yet-implemented
GKR semantic parser error
Total Errors

Sentences
18
9
8
35

Percentage
51.4
25.7
22.8

Table 5.9: Error analysis on the DELPH-IN test set after evaluation.

5.5.2

Extrinsic Evaluation

In an extrinsic evaluation, the system’s output is assessed through its impact on
a task external to the system itself, i.e., in this case the expressivity and coverage
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of the semantic representations produced by the GKR parser is evaluated based on
how suitable and effective they are for a semantic task like NLI so that they lead to
high performance in this task. Thus, the evaluation quantifies the performance in
the selected task and can again be measured through precision, recall and F-score.
However, most often, semantic tasks like NLI are measured through accuracy.41
To evaluate the system extrinsically, two methods were pursued. The first and
obvious one is the implemented symbolic NLI system detailed in Chapter 6: since
the GKR representation is designed to particularly target inference, the quality of
the implemented inference system is the best extrinsic evaluation for GKR. The
second method to extrinsically evaluate the quality of the GKR semantic parser is
through an experiment. The experiment computes inference, but is designed in a
way that it does not test the quality of the inference mechanism, but only of the
underlying semantic representation.
The Inference Experiment The experiment described here has already been
presented by Richard Crouch, Valeria de Paiva and myself in Kalouli et al. (2019b).
The experiment not only highlights the expressivity of the GKR representation for
tasks like inference, and the efficiency of the GKR parser, but also foreshadows how
the representation can be exploited in a hybrid inference setting like the one proposed and implemented within this thesis. Particularly, the experiment makes use of
the concept and context graphs of GKR and shows how the strict separation of the
two and their expressivity can allow for hybrid settings, where distributional representations of sentences are used. The benefits of hybrid approaches are discussed in
detail in Chapter 7, thus the interested reader is referred to Section 7.3.1. In this
section, the focus lies on the evaluation of the GKR parser and specifically of its
concept and context graph, the two most important graphs of the representation.
The main idea of the experiment is the following: highlight the expressivity and
efficiency of GKR by showing how it can be combined with SOTA distributional
representations (see Section 2.4.3.3 for more details on these representations). Distributional representations are known to be good for capturing the graded and more
fluid meanings of words and phrases, but struggle with intensional and boolean phenomena. But these are exactly the kind of phenomena that should be efficiently
captured by the GKR context graph. Thus, by combing the two, these different
aspects of meaning can be efficiently tackled. To show how GKR can allow for this
combination, given an inference pair and the GKR graphs of each of the sentences
of the pair, the experiment first encodes each concept graph with a distributional
representation: if the concept graph is correct, the distributional representation will
also capture the right information. Then, the experiment combines the existential
commitments of the context graphs with these representations: if the context graphs
are correct, correct assertions will be made for the distributional representations.
41

Accuracy is a weighted arithmetic mean of precision and inverse precision as well as a weighted
arithmetic mean of recall and inverse recall.
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More precisely, the following steps are undertaken. First, all contexts introduced in
the context graph are collected. Some of these contexts have a ctx_hd (see Section
5.2), which is a concept of the concept graph. For this node of the concept graph
and all of its children (arguments, modifiers), i.e., for the subgraph with this node as
the root, a distributional representation is computed. By computing this distributional representation for each such (concept) subgraph, each context of the context
graph is now headed by the distributional representation. This means that, within
the context graph, these distributional representations are linked with each other
with veridical, antiveridical or averidical edges, based on the original edges. After
doing this computation for each of the sentences of the inference pair, the resulting
graphs can be fed into a subsequent layer function, which matches some or all the
representations across graphs/sentences based on a computed similarity. Finally, by
look-up of the instantiability of each of the matched representations and, if required,
by computation of the result of subsequent instantiabilities, the inference relation
can be decided. The idea becomes clearer in the following.
The experiment implements this idea by using two of the adversarial inference
test sets of Dasgupta et al. (2018) (DAS, see Section 4.2),42 containing a total of
4800 pairs, where sentence A involves a conjunction of a positive sentence with a
negative sentence and sentence B contains one of the conjunct sentences, either in
its positive or its negative version, as shown in (21). The pairs are annotated as
entailments or contradictions.
(21)

P: The boy does frown angrily, but the girl does not frown angrily.
H: The boy does not frown angrily.
CONTRADICTION

For this subset, DAS report a performance of 53.2% and 53.8% for subjv_long and
subjv_short, respectively, when training on the original SNLI (Bowman et al., 2015a)
model. This subset is chosen for two main reasons: a) it has one of the lowest performances among DAS’s sets and so it offers good testing ground for this approach, b)
it involves challenging phenomena, requiring the simultaneous treatment of negation
and coordination, something that should be captured in the context graphs.
The two sentences of each pair of this subset were processed with the GKR parser
(Figures 5.32a and 5.32b) and then each sentence was matched to its distributional
representation/vector: for each context introduced in the context graph, its cxt_head
was retrieved. This is a concept node of the concept graph. For the phrase/sentence
consisting of this concept node and all its children, the InferSent (Conneau et al.,
2017) distributional representation/vector (see Section 2.4.3.3) was computed (Figure 5.32c, in purple) with the available pretrained model.43 Now, within the context
graph, every context is headed by such a representation/vector (instead of a con42
Available from https://github.com/ishita-dg/ScrambleTests. Chosen sets: subjv_long and
subjv_short.
43
Available under https://github.com/facebookresearch/InferSent
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cept), which means that the instantiability of each representation/vector is defined
(see Figure 5.32c). Then, for each pair, there is an attempt to match one of the
representations/vectors of sentence A with the representation/vector of sentence B
based on their similarity (i.e., closeness of the vectors); the representations/vectors
of A and B with the highest cosine similarity are matched to each other. After a
match is found (Figure 5.32c, blue arrow), the instantiability of each of the matched
representations/vectors in the top context is looked up: if one of them is antiveridical
and the other one veridical, there is a contradiction; if both of them have the same
veridicality, then we have an entailment. In the example of Figure 5.32c, we have
one match between vectors v and w. Vector v is in a veridical relation with the top
context (it is in fact the head of the context, thus it is veridical in it), while vector w is
in an antiveridical relation to top. This means that there is a contradiction between
the matched representations and thus, the whole pair is labeled contradictory.
After processing the pairs of the two sets with this method, the output inference
labels were compared with the gold-standard labels provided by Dasgupta et al.
(2018). The accuracy turned out to be very good at 99.5%. These results highlight
the two goals of this experiment. First, they show that the quality of the concept
and context graphs produced by the GKR parser is reliable, so that inference can
be computed on them. Especially in this experiment where the performance boils
down to the correctness of the concept and context graph and is not affected by
an inference mechanism (due to the nature of the test sets, which contain similar
sentences), the quality of the GKR parser output is emphasized. Additionally, these
results show that the strict separation of the concept and the context graph imposed
in GKR allows for the better integration of symbolic and distributional approaches,
as the distributional representation only needs to model the content of the concept
graph,44 while the heavy burden of intensional and boolean phenomena is lifted by
the context graph, which remains symbolic in its nature. This discussion becomes
more relevant in Chapter 7.
There are 24 pairs that are incorrectly labeled and these errors are caused by the
wrong output of the Stanford CoreNLP Parser, which leads to the wrong dependency
graph, wrong conceptual graph and finally wrong contextual graph. In fact, if we
observe the results, there are more cases where the output of the Stanford Parser
is incorrect, but if the assignment of concepts to contexts is correct, i.e., a partially
wrong conceptual graph is matched to a valid context graph, those weaknesses might
not be crucial for the final result. This additional merit shows how the best of the
symbolic and distributional worlds can be combined: the computation can succeed,
even if the concept graph is erroneous, as long as the contexts assigned to the concepts and the matching between the distributional representations of A and B are
44

Note that modeling the content of the concept graph is not always trivial. Sentences demonstrating complex compositionality are currently not efficiently represented by distributional methods, e.g., sentences with scrambled agent and patient. Thus, it remains an open question and an
area of active research whether such approaches can effectively model the concept graph in all cases.
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(a) The concept and context graph of The
boy does frown angrily, but the girl does not
frown angrily. It should be noted that the
connective but (and its implications) are not
currently modeled within GKR.

(b) The concept and context graph
of The boy does not frown angrily.

(c) Injection of the distributional representations in the context graphs of the two sentences,
respectively. The blue arrow is matching the two most similar representations.

Figure 5.32: Computation of inference within the extrinsic evaluation experiment.
good enough. In an erroneous concept graph, the concepts acting as context heads
might be restricted by wrong concepts (children), which in turn means that the distributional representation will also not encode the subgraph that we would ideally
want. However, given the robustness of such representations and the fact that they
encode world-knowledge, the matching between the representations across the two
sentences can still succeed, if the similarity function can recognize two representations as more similar. Then, if the contexts assigned to the concepts and thus to the
computed distributional representations are correct, the system can still predict the
correct relation because it can use the matched representations of the distributional
approach and their instantiability of the symbolic approach. This means that we
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benefit from the robustness of the distributional approaches without sacrificing the
precision of the symbolic ones.
Nevertheless, it should also be noted that the two test sets are artificially simple,
so that the simple trick of factoring out the contextual structure performs extremely
well in comparison to the purely distributional approaches. Firstly, in this test set,
there is little variation between the predicate-argument structures of the sentences
of the pairs so that we cannot fully check how the Stanford CoreNLP Parser would
perform in other cases and how well the GKR concept and context graphs would
then be able to “repair" the mistakes of the parser. Furthermore, in this test set,
we know that sentence B has only one representation which definitely matches with
one of the representations of A. This makes the simple cosine similarity as metric
for the matching of the representations efficient enough; however, in a harder data
set with no such “patterns", the performance would strongly depend on the quality
of the trained matching function, which would have to be more complex and thus
more error-prone. Thus, the experiment presented here is left to be replicated for
other larger and harder data.

5.6

Summary and Conclusion

This chapter introduced the Graphical Knowledge Representation, the semantic representation that was proposed within this thesis and whose computational implementation is one of the main goals of this thesis. The chapter first presented the history
of GKR and its motivation and then gave a schematic overview of the representation. A first account of the semantics behind GKR was also discussed. Following
this discussion, the implementation of the GKR semantic parser was detailed. This
comprised discussions about the operations, challenges and current weaknesses of the
system. Finally, this chapter presented an evaluation of the implemented semantic
parser and particularly, an intrinsic and extrinsic kind of evaluation, highlighting the
value of the implemented system.
The chapter allows for a number of conclusions. First, it shows how the two main
characteristics of the representation are employed and how they are beneficial for an
expressive and efficient semantic representation. The modularity and flexibility of
the representation is achieved through the separation of the sentence information
into different graphs/levels. The efficient treatment of boolean and contextual phenomena and the efficient combination of symbolic and distributional approaches are
guaranteed through the strict separation of concepts and contexts. This separation is
made possible due to the proposed semantic formalization, which takes concepts and
not individuals as primitive, and thus gives rise to a fine-grained intensional semantics. The semantics behind GKR can be identified as an intensional concept-based
DeL. In this semantics, the main principles of DeL are adapted to the use of concepts,
instead of individuals, and enriched with intensional functionalities through the use
of contexts. Despite the seeming complexity of this proposal, the semantics of GKR
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can be easily ported to FOL, as this chapter has shown. Moreover, the implementation of the semantic parser has indicated many of the implementation facets and
challenges of the various graphs. It has also shown how many of the limitations of
other contemporary semantic representations (see Section 2.5) are avoided. At the
same time, the implementation has highlighted the weaknesses of the current system.
Some of these weaknesses could also be observed during the evaluation of the system.
The error analysis undertaken for the intrinsic and extrinsic evaluation showed in
which ways the current system can be improved and which problems can only be
tackled through the improvement of external tools used in this system. Nevertheless,
the overall performance of the system delivered promising results for its use in the
inference engine.
The ways in which the implemented GKR representation is used in the inference
engine are detailed in the remaining parts of this thesis, in Chapters 6 and 7. Particularly, it is important to make clear that both inference components utilize the GKR
representation. The symbolic inference algorithm is based on the representation and
on the gradual use of the information of the different graphs. The hybrid component
exploits certain aspects of the representation by converting them to suitable features
for the hybrid computation. Thus, the GKR representation not only targets symbolic inference, but is also essential for hybrid settings. How the representation is
utilized in the symbolic inference engine is detailed in the next chapter.

Chapter 6

GKR4NLI: the Symbolic Inference
Engine
6.1

Introduction

This chapter presents the symbolic inference engine, GKR4NLI, implemented as
one of the main goals of this thesis. The symbolic engine is part of Hy-NLI, the
hybrid inference system (Chapter 7). However, GKR4NLI also works as a standalone system for inference and therefore it is detailed in this chapter separately.
The main characteristic of the symbolic engine is that, although it is based on a
version of NL, it uses the GKR graphs to compute inference. This is different from
standard NL approaches, which exploit the surface forms of the sentences (see Section
3.4), and thus solves many of their weaknesses discussed in Section 3.4.3. First, it
does not depend on atomic edits (see Section 3.4.2.4), i.e., consecutive editing of
the hypothesis to reach the premise, so that it is not constrained by not finding
an appropriate edit sequence. Second, the approach can easily handle syntactic
variation as this has already been taken care of in the GKR graphs. The same goes
for dealing with a variety of other phenomena, like negation, for which standard NL
approaches do not offer satisfactory solutions due to their reliance on surface forms.
Last but not least, the symbolic engine is able to integrate SOTA insights from
distributional semantics and machine learning, and thus benefit from these advances.
With these characteristics, GKR4NLI sits squarely in the middle of semantic and
graph-matching inference approaches. The implemented symbolic component was
first introduced in Kalouli et al. (2020a).
This chapter is structured as follows. An overview of the GKR4NLI inference
engine is given in Section 6.2. The exact implementation of the symbolic component
is detailed in Section 6.3, by presenting the four stages of the engine: the Initial
Term Matching process, the Specificity Updating stage, the Path-Match Flagging
process and the final stage of determining the inference relation. Although the full
potential of the inference engine is revealed in Chapter 7, this chapter separately
223
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evaluates the symbolic component in Section 6.4, especially by offering a detailed
error analysis and extensive ablation studies. Finally, Section 6.5 summarizes all
important features of the system, which are also utilized in the implementation of
the hybrid engine.

6.2

GKR4NLI Inference Engine

This section introduces the GKR4NLI inference engine by providing an overview of
the inference pipeline and of the main characteristics of the inference algorithm. The
specific implementation of the algorithm is detailed in Section 6.3.

6.2.1

Inference Pipeline

The GKR4NLI inference engine was first introduced in Kalouli et al. (2020a) as the
symbolic component of a hybrid inference system. The approach implemented in
GKR4NLI is inspired by the Entailment Contradiction Detection (ECD) algorithm.
The ECD algorithm was first proposed in Bobrow et al. (2007a) as part of PARC’s
Bridge system (see Section 2.4.6.1). Shortly after, the algorithm was patented by
Crouch and King (2007). A graphical implementation of ECD was introduced in
Boston et al. (2019).
GKR4NLI parses English input sentences to their GKR representations and computes inferences in four stages. Each stage makes use of a different GKR subgraph.
The exact implementation of each stage is discussed in Section 6.3. The inference
mechanism is best illustrated based on an example pair. The working example is the
pair P: The dog is eating a bone. H: The animal is not eating a large bone.
Semantic Preprocessing In this stage zero of the inference pipeline, P and H are
processed separately to their GKR graphs. The sample GKR concept and context
graphs for our working example are shown in Figure 6.1. For space reasons, I do not
include all GKR subgraphs but only the two main ones, which are also crucial for
inference.
Initial Term Matching In this stage, the lexical graphs of the two sentences are
used to extract potential matches between the concepts of H and P. The matches are
extracted on the basis of the lexical information encoded in the nodes of the lexical
graphs. Based on this information, the specificity of the match is also defined. For
example, in our working pair, the H term dog can be matched to the P term animal,
as the former is the Wordnet hyponym of the latter, and be assigned the specificity
subclass. The specificity of a match is always defined based on the specificity of
the P term with respect to the H term, and not vice versa. There are five kinds
of specificity: equals, subclass, superclass, disjoint, none. The matches that are
extracted from our working example are illustrated in the match graph of Figure
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(a) P: The dog is eating a bone.
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(b) H: The animal is not eating a large bone.

Figure 6.1: The concept and context graphs of the working example P: The dog is
eating a bone. H: The animal is not eating a large bone.
6.2a. The start nodes of the match graph represent H concepts and the end nodes
P concepts.

(a) Initial Term Matching

(b) Specificity Update

Figure 6.2: The two first stages of the inference engine for the pair P: The dog is
eating a bone. H: The animal is not eating a large bone.

Specificity Update After the initial term matches have been determined, it is
necessary to check whether the specificity of these matches is affected by other modifying terms both on the H and P side. In this case, the specificity should be updated
accordingly. The modifying terms can be extracted by the corresponding concept
and property graphs of the sentences. For example, bone is equally specific to bone,
as shown in Figure 6.2a, but it is not equally specific to large bone; not all bones are
large. bone is more general than large bone and thus the specificity of this match
has to be updated to superclass, as shown in Figure 6.2b: bone in P (end node) is a
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superclass of the (large) bone in H (start node). Similar rules apply for the update of
the specificity of the match eat-eat, which lead to the specificity none. More details
on how these rules apply are given in Section 6.3.
Path-Match Flagging The matches extracted so far have not considered the
semantic roles of the matched terms. This means that in a pair like P: The dog is
chasing the cat. H: The cat is chasing the dog, there will be a match dog-dog and catcat. However, dog in P is the sem_subj, while dog in H is the sem_obj, and vice versa
for cat. Thus, these matches should not be treated as normal compatible matches,
but be assigned the contradiction flag: such a flag shows that the combination of the
path matches sem_subj – sem_obj and sem_obj – sem_subj is mostly associated
with contradictions. This step is essential to ensure that incompatible term matching
does not lead to wrong inference relations, e.g., that in this case the pair is not
labeled as entailment. Our working example is not assigned any particular flag, as
its path-match combination is not found to be associated with a specific relation.
Inference Computing Once all the matches have been fully updated according
to the structure of the P and H graphs, the inference relation between the two graphs
can be determined. This stage of the pipeline makes use of the context graphs of
P and H to check what concepts are instantiated in which contexts. Based on the
instantiabilities as well as the specificities of the matches and any potential flags,
different rules apply. For example, a contradiction can be found in a pair where
the root concept of H is equally specific to the root concept of P, but the former is
uninstantiated in top while the latter is instantiated (H: no dog - P: dog). Conversely,
an entailment can be established if the root concept of H is less specific than the
root concept of P and both are instantiated in top (H: dog - P: animal ).

6.2.2

Inference Algorithm Characteristics

This brief sketching of the inference pipeline highlights where the implementation
of GKR4NLI follows previous implementations of ECD and the implementation by
Boston et al. (2019), and where the implementations differ. The main characteristics
of the inference algorithm are indeed found in all implementations. First, the algorithm pursues an NL-style inference, benefiting from an intensional, concept-based
DeL to retrieve “specificities" and “generalities". Recall from Section 3.4 that NL
is about determining if a concept can become more general or more specific salva
veritate. The concept-based DeL approach (see Section 5.3), on which the inference
mechanism operates, is thus ideal to capture such “widening" or “narrowing" effects,
as concepts in DeL (and GKR) are always taken to be restricted (i.e., become more
specific or more general) by other (children) concepts or properties. Since such concept restrictions apply, it is straightforward to calculate what their effects are on
matching terms. Then, the intensional component of the algorithm, i.e., the context
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structure of ECD and the context graph of GKR, lends itself to the extraction of
logical relations between the matched (restricted) concepts. Thus, such an inference mechanism can be seen as a harmonic mixture of semantic and graph-matching
inference approaches (see Section 2.4). On the one hand, the algorithm operates
on a non-standard, non-FOL/HOL representation of natural language as semantic
approaches do; the Bridge-like implementations use the AKR representations of the
sentences and GKR4NLI uses the GKR graphs of the sentences. On the other hand,
the algorithm also borrows from graph-matching approaches, as it seeks to match
the representations (graphs) of the two sentences. However, the matching is different
from mainstream graph-matching approaches: the representations (graphs) used for
matching are not some kind of surface forms, nor syntactic tress, but rather carefully designed, inference-geared semantic representations. In this way, the algorithm
separates the task of sentence/structure alignment – which is based on the graphical
nature of the representations –, from the task of detecting logical relations between
the representations – which is based on the semantic nature of the representations.
Thus, this explicit separation makes this algorithm more robust than plain semantic
and graph-matching approaches. First, the term alignments are robust to variations in the surface forms as they are based on the semantic representations, which
are already more abstract than the exact syntactic expressions. Secondly, the NLstyle calculus used can be sensitive to non-local aspects of structure and thus deal
with more global constraints on entailment or contradiction than standard graphmatching and semantic approaches can. Thirdly, by combining a semantic with a
graph-matching approach, the algorithm can resolve ambiguities by checking if there
is at least one reading of P that entails or contradicts one reading of H; in effect, P
and H mutually disambiguate each other.
Despite these core similarities between the implementations of ECD, the Bridgelike implementations are different from the Boston et al. (2019) and the GKR4NLI
implementation. The first and most apparent difference is that Bridge-like implementations are based on AKR, while Boston et al. (2019) and GKR4NLI are based
on graphical variants. This means that all merits of using graphical structures and
precisely GKR, instead of AKR, explicitly detailed in Sections 5.2 and 5.3, are also
reflected in these new implementations of the algorithm. Additionally, GKR4NLI
uses different resources for the term matching stage than Bridge and Boston et al.
(2019). Specifically, Bridge uses the proprietary lexical resource Unified Lexicon
(Crouch and King, 2005). Similarly, Boston et al. (2019) use the proprietary semantic lexicon Cognition (Dahlgren, 1988) and the proprietary ontology Cyc (Lenat and
Guha, 1989). In contrast, GKR4NLI makes use of the open-source tools WordNet
(Fellbaum, 1998) and SUMO (Niles and Pease, 2003), which means that it struggles
with the lower coverage of these tools – in comparison to the proprietary tools –, and
has to find other ways to compensate for that. As a consequence, GKR4NLI integrates distributional representations in the Initial Term Matching stage. This means
that, apart from the hand-curated lexical resources, the lexical and world-knowledge
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captured in word and phrase embeddings is used. None of the other implementations
feature that. At the same time, this shows that the revised version of the algorithm
in GKR4NLI is suitable to be combined with SOTA technology and particularly
be hybridized, as it is shown in Chapter 7. This can also be seen by the fact that
GKR4NLI is the only approach that features a machine learning component within
the inference pipeline, as detailed in Section 6.3.3. Additionally, GKR4NLI features
other smaller functionalities not present in the original ECD algorithm, which are
highlighted in Section 6.3. Last but not least, the implementation of the revised
ECD algorithm in the GKR4NLI engine is the only one, which is open-source and
freely available.

6.3

GKR4NLI Implementation

The implemented inference engine receives an English sentence pair as input and
outputs one of the three inference relations, entailment (E), contradiction (C) or
neutral (N) (three-way inference). The engine is implemented as an open-source
software, licensed under Apache 2.0, available at https://github.com/kkalouli/
GKR4NLI. The implementation of the GKR4NLI inference engine is object-oriented
and is done in the programming language Java. Java is chosen for the reasons
detailed in Section 5.4 and because the engine is then straightforwardly compatible
with GKR. As with GKR, GKR4NLI has been implemented and tested on MacOs
10.13 and Ubuntu 18.04.4 LTS. On both systems the Java Development Kit (JDK
1.8) made available by Oracle1 has been used, which provides the Java runtime
environment, the compiler and the Java APIs. The project builds on top of the
implementation of GKR. It does not use any other external libraries, apart from
the ones used within GKR. Gradle, the building tool for GKR, is also used for this
implementation.2
From an architectural perspective, the inference engine implementation contains
only one package. In total, the implementation comprises some 14 classes and more
than 6500 lines of code, not counting the GKR code and the external libraries used.
In the following, the implementation of the inference pipeline and the challenges
experienced are detailed. The order in which the components of the pipeline are
presented is also the real order during computation.
Figure 6.3 gives an overview of the GKR4NLI architecture: a premise and a
hypothesis sentence enter the semantic preprocessing component, in which they are
mapped to their GKR representations. Consecutively, each stage of the pipeline uses
some of the GKR graphs to complete its operation. The graph(s) used in each stage
are shown above the respective component, e.g., the Initial Term Matching stage
requires the lexical and coreference graph. The blue box next to each component
summarizes the main operations and characteristics of each component.
1
2

Available under https://www.oracle.com/java/
Available under https://gradle.org/
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Figure 6.3: The overall architecture of the GKR4NLI inference engine.

6.3.1

Initial Term Matching

The first stage of the pipeline is responsible for determining possible matches between H and P. To this end, it makes use of the GKR lexical graphs. These graphs
contain the top five disambiguated WordNet (Fellbaum, 1998) senses of each concept of the concept graph. Each such sense is further mapped to its SUMO (Niles
and Pease, 2003) concept, as well as to its corresponding synonyms, hypernyms, hyponyms, antonyms, superconcepts, subconcepts and BERT (Devlin et al., 2019) word
embedding (see Section 5.4.5 for more details). Matches between H and P can be
established in five different ways (lemma, surface form, sense, concept, embedding)
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and can carry one of the five specificity relations (equals, subclass, superclass, disjoint, none). For each concept in H a possible match to a concept in P is searched for
in the following fixed order and the specificity relation between them is determined:
• the H-concept has the same lemma as a P-concept → Specificity: equals
• the H-concept has the same surface form as a P-concept → Specificity: equals.
This match type is added for increased robustness: if the lemma matching fails
due to errors in the lemmatization, two same surface forms should still match.
• the H-concept has at least one common WordNet sense with a P-concept →
Specificity: equals
• the H-concept has at least one sense that is embedded under a sense that is
a hypernym/hyponym of a P-concept or a H-concept sense is in an antonymy
relation with a P-concept sense → Specificity: depends on sense relation, e.g.,
if the H-concept sense is a hyponym of the P-concept sense, then the specificity
is defined as superclass
• the H-concept has the same SUMO Concept as a P-concept3 → Specificity:
equals
• the H-concept has at least one SUMO Concept that is embedded under a Concept that is a superconcept/subconcept of a P-concept → Specificity: depends
on Concept relation, e.g., if the H-concept Concept is a subconcept of the
P-concept Concept, then the specificity is defined as superclass
• the H-concept is mapped to a word embedding which has to a specific P-concept
embedding the highest cosine similarity than to all other P-concepts embeddings, and this similarity is higher than a predefined threshold → Specificity:
equals
Multiple matches of an H-concept are allowed at any one level, but if an H-concept
is matched at an earlier level, it is not considered for matching at the later levels,
i.e., a lemma match for an H-concept ends the search for matches for that H-concept.
Any extracted match is added as a directed edge in the match graph. In the match
graph, the start nodes are the matched H-concepts and the end nodes the matched
P-concepts. The edge between them encodes the specificity of the P-concept with
respect to the H-concept (bottom-up reading) and the source of the match (stem,
surface, sense, concept, embedding). The Initial Term Matching of the example
pair P: The person is singing in the rain. H: The man is performing in the rain is
shown in Figure 6.4a: there are three matches rain-rain, man-person, perform-sing.
The first one has the specificity equals, which can be determined based only on the
3
To avoid confusion between the concept assumed in the concept graph and the lexical Concepts
included in the SUMO ontology, the latter ones will be written with capital C.
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lemma. The second match man-person has the specificity superclass because one
sense of person is a hypernym of one sense of man; the match is established based
on the WordNet senses. The last match perform-sing gets the specificity subclass,
because some SUMO Concept of sing is a subconcept of the SUMO Concept of
perform. The match is based on the concept match type and shows how useful the
broader Concepts of SUMO are: the relation of perform-sing is not an immediate
one, but it is still captured in the SUMO hierarchy.

(a) P: The person is singing in the rain.
H: The man is performing in the rain.

(b) P: A girl is practicing the piano.
H: A girl is playing the piano.

Figure 6.4: Samples of the Initial Term Matching process.
Another example is the pair P: A girl is practicing the piano. H: A girl is playing
the piano, shown in Figure 6.4b: there are again three matches piano-piano, girl-girl,
play-practice. The first two are obvious: they have the specificity equals due to their
lemmata. The third one also has the specificity equals but due to an embeddings
match, i.e., the similarity of the embedding of practice to play was higher than to
any other word of P, and greater than a pre-defined threshold. Although the equals
specificity in this example correctly leads to an entailment, the assignment of the
specificity equals to all embedding matches is not entirely correct. Indeed, this is
an oversimplification: the matching of embeddings always defaults to the specificity
equals, although it is clear that similar embeddings can have any kind of relation,
even an antonymy one. Extracting a more concrete taxonomical relation out of two
similar embeddings is a field of active research (Lees et al., 2019, Sarkar et al., 2018,
inter alia), but with no practical applications yet. Thus, this oversimplification is
necessary to benefit from the lexical and world-knowledge captured in distributional
representations. To compensate for the potentially wrong assigned specificity, this
type of match is searched for as last, after none of the other types have been found.
The concrete impact of the embeddings match type is highlighted during the evaluation of the inference engine in Section 6.4 and with the help of ablation studies.
Future work should seek to determine more specific relations between embedding
matches.
This stage of the pipeline features the additional functionality of assigning scores
to the matches. A sense or concept match is penalized based on the disambiguation
score of each of the matched senses/concepts in the lexical graph. Recall from the
implementation of the GKR lexical graph (Section 5.4.5) that the JIGSAW wordsense disambiguation algorithm assigns to the top five senses of a word a probability
to be correct in that context. As this is a probability, the highest possible score a
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sense can have is 1.0. With that, the penalty formula shown in (1) can be calculated:
if both senses of a match have the best possible score of 1, then the formula returns a
penalty of 0; if the senses’ scores are lower, then the respective penalty is calculated.
Thus, the penalty can range between 0 and 2. This penalizing method is crucial
for the later stages of the pipeline in order to select the match with the highest
probability to be correct.
(1)

2 - scoreOfHConceptSense - scoreOfPConceptSense

A further penalty is calculated: the depth-penalty. With this, a sense or concept
match is penalized based on the depth of each of its matched senses/concepts in
WordNet’s/SUMO’s hierarchy. Recall from Section 5.4.5 that WordNet and SUMO
are hierarchical structures, where subconcepts/-senses are stacked under superconcepts /-senses. The distance between some subconcept/-sense and some superconcept /-sense expresses the proximity of the concepts/senses. Thus, a sense/concept
matching to another sense/concept which is further in this hierarchy should be penalized more than another sense/concept which is closer. The depth-penalty can take
values from 0 to any number4 and is directly provided by the respective matched
sense/concept.
The Initial Term Matching stage is also the stage where coreference matches are
added, using the GKR coreference graphs. The idea behind this matching is that, if
an H-concept has been matched to a P-concept and the H-concept has a coreferent
concept, then this coreferent concept should also be matched to the same P-concept.
More precisely, if an H-concept is matched to a P-concept and the H-concept is
coreferent with an H’-concept and the P-concept is coreferent with an P’-concept,
then matches are also added for H’-P and H-P’. An example is shown in Figure 6.5
for the pair P: Mary likes her new boss. H: Mary does not like her new boss: the
matches boss-boss, like-like and new-new are determined as equal matches with the
process described. Mary in H matches with Mary in P, but also with the coreferent
term of P she. The specificity type is defined as coref+lemma to show that this is
a match originating from the coreference resolution. The same happens with the
coreferent term of H she which matches to the resolved Mary in P.

Figure 6.5: Initial Term Matching process with coreference links for the pair P: Mary
likes her new boss. H: Mary does not like her new boss.
4

Maximally the depth that the WordNet and SUMO hierarchies have.
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Specificity Update

After determining initial term matches, it is essential to see whether the specificity
of these matches is affected by potential modifiers/arguments both on the P and H
side. For example, while dog is a subclass of animal, it is not a subclass of black
animal ; not all dogs are black.5 For updating the matches, we use the conceptual
and the properties graph of GKR. This is consistent with the semantics of the GKR
concept and property graphs which encode the restrictions imposed on the concepts.
Recall from Section 5.3 that for a sentence like A dog is eating a bone, the concept
graph expresses the complex concept of eatings of bones by dogs, where bones and
dogs restrict the eatings. Thus, with such a semantics in place, it is clear that an
initial match of eat-eat, for example, has to be updated with the restrictions that
the modifiers of each matched term impose on it, otherwise the matching might not
be accurate. For instance, if one of the eatings is an eating of meat by a dog and the
other an eating of a bone by a dog, the equals specificity of the match eat-eat should
be updated. Specificity updates are captured in the match graph, with updated
match edge names along with the justifications for those updates.
The update process considers each match separately, starting from the ones with
the fewest modifiers/arguments, i.e. the fewest nodes dependent on them in the
concept graph. In the example P: The dog is eating a bone. H: The dog is not eating
a large bone, following order is used for the update: dog < bone < eat because dog
has no modifiers, bone has only one modifier (large in H) and eat has two modifiers
in each sentence (dog, bone) plus the modifiers of these modifiers, thus a total of
five modifiers (dog, bone in both sentences and large in H). This updating order is
crucial to ensure that there is a bottom-up updating, from the leaves of the concept
graphs to the root, as the higher nodes need to take into account the specificity of
the lower nodes in order to be correctly updated. This reason becomes clearer in the
following.
No dependents For a match H-P, if both terms have no further nodes dependent on them in their respective concept graph, then the initial specificity remains
unchanged (cf. animal-dog in Figure 6.2)
H or P have dependents If H has additional dependents but P does not, then
the H side of the match becomes more specific because H is restricted more than P
is (in the sense of concept restriction explained above). This means that, if H was
already more specific than P (specificity superclass; recall, the specificity is always
defined from P to H), then the match specificity remains unchanged; H remains more
specific. If H was equally specific to P (specificity equals), it now becomes more
specific; thus, the match specificity is updated to superclass. If H was more general
5

Note that this updating process has parallels to the process of joining entailment relations
within the extended version of MC (see Section 3.4.2.3).
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than P (specificity subclass), then making H more specific leads to the specificity
becoming undetermined (none), as we cannot define any more what is the relation
between H and P. If H is disjoint to P, then making H more specific again leads to
an undetermined specificity (none). The same process but in the opposite direction
happens, if P has dependents but H does not; in this case, P becomes more specific.
Table 6.1 gives an overview of the algorithmic updates taking place. In the working
example in Figure 6.2, the specificity of the match bone-bone turns to superclass due
to the presence of the modifier large only on the H side (rule of the first line of the
table, middle column).
Initial
Specificity
equal
subclass
superclass
disjoint
none

Updated Specificity
H has dependents, P does not P has dependents, H does not
⇒ H more specific
⇒ P more specific
superclass
subclass
none
subclass
superclass
none
none
none
none
none

Table 6.1: The computation of the updated specificity of a match, when only one of
the terms has dependents.

H and P have dependents If both H and P have dependents (cf. eat-eat in the
working example), we first need to check if those dependents also have matches. For
a dependent Hd of H, if Hd has no match in P, then H becomes more specific than P,
as it is again more restricted than P. In other words, the same specificity updating
as before is initiated (see Table 6.1). If Hd does have a match Pm in P, then the
H-P match is updated with the match specificity of Hd-Pm. Note that the match
Pm of Hd can be a direct or indirect dependent/modifier of P (i.e., dominated by
P in some way) or even not a dependent/modifier of P at all (i.e., there is some
undirected path between Pm and P). To make this clear, consider the examples in
(2), (3) and (4).
(2)

P: The girl in the dress is holding a bag.
H: The girl in the dress is not holding a bag.
⇒ the H-term girl of the H-P match girl-girl (H-P) has the dependent Hd
dress. dress has a match Pm dress. The Pm dress is a direct modifier of P,
i.e., the path from dress to girl only contains the semantic role nmod (see
Figure 6.6a).

(3)

P: The girl wearing the dress is holding a bag.
H: The girl in the dress is not holding a bag.
⇒ the H-term girl of the H-P match girl-girl (H-P) has the dependent Hd
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dress. dress has a match Pm dress. But the Pm dress is not a direct modifier
of P, but an indirect modifier; to reach girl from dress, we need to traverse
the path sem_obj, nmod (see Figure 6.6b).
(4)

P: The girl is holding a bag with a dress.
H: The girl in the dress is holding a bag.
⇒ the H-term girl of the H-P match girl-girl (H-P) has the dependent Hd
dress. dress has a match Pm dress. But the Pm dress is neither a direct nor
an indirect modifier of P. There is an undirected path between dress and girl
across the root of the graph: nmod, sem_obj, sem_subj (see Figure 6.6c).

(a) The girl in the dress is
holding a bag.

(b) The girl wearing the
dress is holding a bag.

(c) The girl is holding a bag
with the dress.

Figure 6.6: The concept graphs of the premise sentences of the pairs in (2), (3) and
(4)
No matter the kind of Hd-Pm match, the H-P match is updated based on the
specificity of Hd-Pm and according to the rules shown in Table 6.2. First, the Hdependents are considered. Once all the dependents of H have been considered, there
is a search for dependents of P that have been left unmatched by any dependents
of H. If found, then the P-term becomes more specific, i.e. is further restricted,
according to the update rules of Table 6.1, 3rd column.
To make this update process clearer, Figure 6.7 shows the consecutive updates
that happen on the specificity of the H-P match eat-eat in the example pair P: The
dog is eating a bone outside. H: The animal is eating a large bone: in 6.7a, the
initial specificities have been determined as described in Section 6.3.1. In 6.7b, the
specificity of the H-P match eat-eat is updated with the specificity of the match of
one of the H dependents, bone. Since bone-bone has the specificity superclass, the
specificity equals of the H-P match is updated to superclass, according to Table 6.2
(1st line, 4th column). Then, in 6.7c the specificity of the H-P match eat-eat is further
updated with the specificity of the match of the other H dependent, animal. Since
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H-P Specificity
equals
subclass
superclass
disjoint
none

equals
equals
subclass
superclass
disjoint
none

Hd-Pm Specificity
subclass superclass disjoint
subclass superclass disjoint
subclass
none
disjoint
none
superclass disjoint
none
none
disjoint
none
none
none

none
none
none
none
none
none

Table 6.2: The computation of the updated specificity of a match, when both terms
have a dependent.
animal-dog has the specificity subclass, the specificity superclass of the H-P match is
now updated to none (3rd line, 3rd column). At this point, all H-dependents of eat
have been considered. The system now looks for P-dependents of eat that have been
left unmatched: indeed, there is the P-dependent outside. This means that P has to
become more specific: according to Table 6.1, an initial specificity of none remains
none, when P becomes more specific. Note that, for a certain match, the order in
which the H-dependents (or the P-dependents) are considered does not play a role for
the final specificity: a different updating order would lead to the same final results,
as it can also be observed from Table 6.2. This behavior contrasts with standard NL
approaches, such as the NatLog system by (MacCartney and Manning, 2007) (see
Section 3.4.3), where the order of the atomic edits is crucial for the soundness of the
final result. The table also allows the observation that a match whose specificity has

(a) Specificities before updating the
match eat-eat.

(b) Specificity Update on eat-eat after
considering the H-dependent bone.

(c) Specificity Update on eat-eat after considering the Hdependent animal.

Figure 6.7: The consecutive updates of the specificity of the H-P match eat-eat
through its dependents’ specificities. P: The dog is eating a bone outside. H: The
animal is eating a large bone.
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become none, i.e., the least informative specificity, does not need to be further updated because all its updates necessarily remain undetermined.
Sometimes an Hd might have more than one possible Pm – recall that the step
of Initial Term Matching (Section 6.3.1) allows multiple matches of an H term to a P
term at any one level. In this case, the H-P match is updated with the specificity of
the Hd-Pm match with the lowest penalty. During the stage of Initial Term Matching, the sense/concept matches are assigned a penalty and a depth-penalty (see Section 6.3.1). The two of them are merged; the higher the penalty and depth-penalty,
the worse the match, and vice versa. Thus, the possible matches are compared and
the one with the lowest penalty is chosen to update with its specificity the main
match H-P. In the case where more than one of the matches have the same lowest
penalty, then one of them is chosen randomly for the update; this, however, can lead
to faulty updates. Future versions of the system will have to find other ways to penalize multiple matches so that only one is left. An example where multiple matches
are found is shown in Figure 6.8 for the pair P: Mammals give birth to children.
H: Humans give birth to children: the H-concept humans is matched both to the
P-concept child and mammal. With the former, the specificity is subclass and with
the latter superclass. Unfortunately, in this case, the penalties of the two matches
are equal, so that the match human-child is randomly selected, which in turns leads
to the specificity of the match give-give to be updated to none, instead of superclass
which would have been the correct specificity for the pair. We can observe that in
such an example it is easy to improve the penalizing process by adding a rule that
checks whether one of the Pm matches of the H-concept is also matched to another
H-concept, as child here is. In this case, this should be penalized more and the other
match should be preferred.

Figure 6.8: The match graph of the pair P: Mammals give birth to children. H:
Humans give birth to children. Observe how the H-concept humans matches to two
different P-concepts.
Once a match has been completely updated, there are still two special cases to
be taken care of: relative clauses, and determiners/quantifiers.
Relative Clauses The special characteristic of sentences with relative clauses such
as The dog that barked is eating a bone is that the noun that is modified by the head
of the relative clause (dog) is at the same time an argument/modifier of the relative
clause. The concept graph of this sentence is shown in Figure 6.9. Up to this
stage of the pipeline, only the latter relation has been considered for the Specificity
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Update; now the former relation is also taken into account. If H has a relative clause
restriction, the system first searches for a matching relative clause restriction in P.
If one is found or if some other direct or indirect modifier of P or some undirected
P-term matches the H restriction, then the original H-P match is updated by the
specificity of this match, as described previously and according to Table 6.2. If no
match is found for the H-restriction, H becomes more specific according to the rules
of Table 6.1. After that, the system looks for any still unmatched relative clauses
in P. If found, the same process as for H is repeated, trying to find a match for the
relative clause: if found, the original match is updated according to Table 6.2; if not,
P becomes more specific and the original match is updated according to Table 6.1.

Figure 6.9: The concept graph of the sentence with relative clause The dog that
barked is eating a bone.

Determiners and Quantifiers The second case requiring special attention is the
effect that determiners and quantifiers have on the match specificities defined so
far. Recall that, within the GKR semantics (Section 5.3), quantifiers are treated as
cardinalities without distributivity and restrict further the concepts of the concept
graph. Thus, in this stage, they are treated just like the rest of the dependents of
H and P, restricting the concepts they modify. Determiners and quantifiers can flip
the specificity of a match, based on the monotonicity principles discussed in Section
3.4.2.1. For instance, a dog is more general than a black dog, but every dog is more
specific than every black dog, i.e. every black dog does not entail every dog 6 . As discussed in Section 3.4.2.1, determiners and quantifiers can have different monotonicity
on their first and second arguments (restriction and body, respectively), as exemplified in Table 6.3 for the quantifiers and determiners implemented in GKR4NLI.
The determiner and quantifier information is provided in the property graph under
6
This might sound counterintuitive to the “quantificatious thinking", which considers every black
dog “smaller" than every dog. But in the theory of generalized quantifiers, the denotation of a
quantified noun phrase is the set of predicates which it satisfies, and the predicates satisfied by
every dog are a subset of those satisfied by every black dog. Most people would be happy to infer
every black dog walks from every dog walks and since NL is about the common understanding of
language, this entailment is taken to hold. See also MacCartney (2009) and Section 3.4.2.1
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the property specifier. For the correct treatment of quantifiers and determiners the
system also considers the cardinality of the quantified nouns, also captured in the
property graph.
Quantifier
some, several,
a, the
all, every

Restriction
↑

Body
↑

↓

↑

no

↓

↓

(exactly) N

−

−

most, many,
much
few, little

−

↑

−

↓

bare (no specifier)

↓

↑

Example
some old dogs are good companions
⇒ some dogs are companions
all dogs are good companions
⇒ all old dogs are companions
no dogs are companions
⇒ no old dogs are good companions
(exactly) 3 old dogs are good companions
?? (exactly) 3 dogs are companions
most dogs are good companions
⇒ most (??old) dogs are companions
few dogs are companions
⇒ few (??old) dogs are good companions
dogs are good companions
⇒ old dogs are companions

Table 6.3: Monotonicity signatures of the determiners and quantifiers implemented
in GKR4NLI. The signatures are given for the first and second argument of the
quantifiers/determiners. ↑ stands for upward monotonicity, ↓ for downward and −
for non-monotone environments.

To compute the effect of the monotonicity signatures of the determiners/quantifiers
of the concepts of an H-P match, the system creates an entry containing the (restriction) monotonicity of the specifier of the P-concept and the cardinality of the
P-concept, the (restriction) monotonicity of the specifier of the H-concept and the
cardinality of the H-concept and the current specificity of the match. The entry has
the form shown in (5), where the P-concept is restricted by the downward-monotone
(↓) quantifier all and is in plural, while the H-concept is restricted by the upwardmonotone (↑) quantifier some and is also in plural. The specificity of this match is
superclass. This entry could be extracted, for example, from the pair P: All dogs
eat. H: Some animals eat.
(5)

↓_pl_↑_pl_SUBCLASS

With this entry in place, the updated monotonicity in the restriction part (1st argument) can be retrieved from a look-up table that captures all 967 possible combinations between monotonicities, cardinalities and specificities, e.g., all subclass →
some superclass (all young women → some women). This formalized look-up is
7
There are 2 cardinalities → 22 = 4 possible specifier orders, 3 monotonicities → 32 = 8 possible
combinations, and 3 specificities per combination, thus 4x8x3 = 96 total combinations.
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shown in Table 6.4. It should be noted that the specificities disjoint and none are
not included in the look-up. The reason for that is that these specificities will not
change, no matter the monotonicity signatures of the specifiers. For example, in the
pair P: All women are dancing. H: All men are dancing, the disjoint specificity of
P-Mon

P-Card

H-Mon

H-Card

↑
↑
↑
↑
↓
↓
↓
↓
↑
↑
↑
↑
↓
↓
↓
↓
−
−
−
−
↑
↑
↑
↑
↓
↓
↓
↓
−
−
−
−
−
−
−
−

pl
pl
sg
sg
pl
pl
sg
sg
pl
pl
sg
sg
pl
pl
sg
sg
pl
pl
sg
sg
pl
pl
sg
sg
pl
pl
sg
sg
pl
pl
sg
sg
pl
pl
sg
sg

↑
↑
↑
↑
↓
↓
↓
↓
↓
↓
↓
↓
↑
↑
↑
↑
−
−
−
−
−
−
−
−
−
−
−
−
↑
↑
↑
↑
↓
↓
↓
↓

pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg
pl
sg

Updated Specificity
superclass subclass
equals
superclass
subclass
equals
none
subclass
subclass
none
superclass superclass
superclass
subclass
equals
subclass
superclass
equals
none
none
equals
none
none
equals
subclass
subclass
equals
superclass
superclass superclass
superclass
superclass superclass
superclass
superclass superclass
superclass
superclass superclass
subclass
subclass
subclass
subclass
subclass
subclass
subclass
subclass
subclass
subclass
subclass
subclass
none
none
equals
none
none
equals
none
none
equals
none
none
equals
none
superclass superclass
none
superclass superclass
none
superclass superclass
none
superclass superclass
none
none
subclass
none
none
subclass
subclass
none
subclass
subclass
none
subclass
none
subclass
subclass
none
subclass
subclass
none
subclass
subclass
none
subclass
subclass
none
none
superclass
superclass
none
superclass
none
none
superclass
superclass
none
superclass

Table 6.4: Formalized look-up of the updated specificity. Mon stands for Monotonicity and Card for Cardinality.
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women-men is not affected by the specifier all restricting both concepts.
To make this dense table clearer, Table 6.5 shows a small sample of the look-up
process, when the specifier all is matched with itself and with some. When reading
the table, it is important to note that the specificity defined in the column Look-up
Entry is the specificity of the H-P match without the specifiers. For example, in the
first line the specificity of the H-P match dog-animal is superclass.8 On the other
hand, the specificity recorded in the column Updated Specificity is the specificity
that the match should be assigned, in order to produce the relation described in
the Example column, and is not necessarily the actual relation between the matched
terms. In other words, from a set theory point of view, in line 1, all animals is not
a subset (subclass) of all dogs, but the specificity needs to be updated to subclass to
make all animals entail all dogs, based on the downward monotonicity of all.9
Look-up Entry
↓_pl_↓_pl_SUPERCLASS
↓_pl_↓_pl_SUBCLASS
↓_pl_↓_pl_EQUALS
↑_pl_↓_pl_SUPERCLASS
↑_pl_↓_pl_SUBCLASS
↑_pl_↓_pl_EQUALS

Updated Specificity
subclass
superclass
equals
superclass
superclass
superclass

Example
all animals ⇒ all dogs
all dogs 6⇒ all animals
all dogs ⇒ all dogs
some animals 6⇒ all dogs
some dogs 6⇒ all animals
some animals 6⇒ all animals

Table 6.5: Sample computation of the updated specificity of the specifier all when
combined with itself and with some.

It should also be noted that this formalized way of updating the specificity allows
for the quick and easy addition of quantifiers not currently included in GKR4NLI; it
is only necessary to define the monotonicity of the desired quantifier and the look-up
will work as presented.
The computation presented so far concerns the restriction part of the quantifiers.
For the body part, all quantifiers that are upward-monotone do not need any special
treatment as upwards is the “default" monotonicity (see Section 3.4.2). However,
for the specifiers that are downward-monotone in their body, a special treatment is
required. We observe from Table 6.3 that all quantifiers that are downward-monotone
(no, few, little) in their body can be conveniently treated as a negated version of a
quantifier that is upward-monotone in its body: no = not some, few = not many,
little = not much. Thus, these effects can be captured by including an antiveriridical
(negation) context in the corresponding GKR context graph and converting the
specifier to its corresponding “positive" version. Particularly, negation with no is
already explicitly handled in the context graphs, while the other two quantifiers fall
under the case of negation with not (see Section 5.4.3.1 for more details). Figure
8

Recall that the matches are given with the H term first.
Recall that downward monotonicity means that the entailment is preserved only when the term
becomes more specific, just like here where animal becomes dog.
9
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6.10 shows the concept, context and property graphs and the consecutive updates
of the match graph for the pair P: Few people are listeners. H: Few people are good
listeners: in the concept, context and property graph of P (Figure 6.10a) we can see
that there is an antiveridical context introduced and the concept people has been
assigned the specifier many (instead of few ). Similar are the context and property
graphs of H (Figure 6.10b), whereas the concept graph includes an extra concept
for good. With these graphs, we can see that the specifier few has been converted
and is treated like not many. Then, in the initial match graph shown in Figure
6.10c, the matches listener-listener and people-people are equal. After considering
the modifier good on the H side and updating the specificities, the match listenerlistener gets assigned the specificity superclass. If the computation would stop here
and the specifier many would not be considered, the system would not yield an
entailment, because H needs to be more general and not more specific than P to get

(a) Merged concept, context and
property graph of Few people are
listeners.

(c) The match graph during the Initial
Term Matching.

(b) Merged concept, context and property graph
of Few people are good listeners.

(d) The match graph after the Specificity
Update.

Figure 6.10: The Specificity Update process when there is a quantifier that is
downward-monotone in its body. The pair P: Few people are listeners. H: Few
people are good listeners is displayed.
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an entailment (more details are given in Section 6.3.4). But the computation does
continue and the specificity of listener-listener is flipped to subclass, after taking into
consideration the upward monotonicity of many in its body.10 In this way, the pair
can correctly be labeled an entailment. With the described process, all specifiers
that are downward-monotone in their body are taken care of.

6.3.3

Path-Match Flagging

With the dependents’ matching Hd-Pm described in the previous section, the match
Pm of Hd can be connected to P either through a directed path, i.e., it is a direct or
indirect modifier of P, or via an undirected path, i.e. there is some kind of possibly
distant relation between them, as already detailed with examples (2), (3) and (4) in
Section 6.3.2. But such undirected paths do not necessarily capture a valid relation
between P and Pm and even less a relation that parallels the one between H and
Hd, as shown in (4) and repeated in (6).
(6)

P: The girl is holding a bag with a dress.
H: The girl in the dress is holding a bag.
⇒ the H-term girl of the H-P match girl-girl (H-P) has the dependent Hd
dress. dress has a match Pm dress. But the Pm dress is neither a direct nor
an indirect modifier of P. There is an undirected path between dress and girl
across the root of the graph: nmod, sem_obj, sem_subj (see Figure 6.6c).

In other words, some of the matched dependent terms might have different,
incompatible relations to their heads. In an example like P: The dog is eating a
bone. H: The dog is eating a large bone, the matched modifiers dog-dog of the match
eat-eat are compatible and valid because they both stand in the sem_subj role to
eat, i.e., the path from each of these nodes to the node of eat includes sem_subj.
However, in a pair like P: The dog is chasing the cat. H: The cat is chasing the dog,
the matched modifiers dog-dog of the match chase-chase are not compatible, because
dog is the sem_subj in P but the sem_obj in H. So, since two modifiers/dependents
may match no matter their relation/path to their head and thus produce an invalid
match, the exact combination of the path-matches found within a pair is assigned a
flag based on whether it is more often associated with an entailment, contradiction or
neutral relation. To find such associations, association rule mining (Agrawal et al.,
1993) is used.
Association Rule Mining Association Rule Mining or Frequent Set Mining is
a popular rule-based machine learning method for discovering interesting relations
between items in large databases. It is one of the main concepts of data mining and
it goes back to the 1990’s, when Agrawal et al. (1993) introduced association rules
for discovering patters between the purchased products in large-scale transactions
10

This updated specificity is not illustrated in the graph.
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recorded by supermarkets. For example, the rule {milk,bread} ⇒ {butter} found in
the sales data of a supermarket would indicate that if a customer buys milk and
bread together, they are likely to also buy butter.
An association rule mining problem can be defined as follows:
• there is a set of n binary attributes called items: I = {i1 , i2 , ...in }
• there is a set of transactions called the database: D = {t1 , t2 , tm }
• each transaction in D has a unique ID and contains a subset of the items in I
• a rule is defined as an implication of the form: X ⇒ Y , where X, Y ⊆ I
• every rule contains two different sets of items, the itemsets, X and Y , where
X is the antecedent or left-hand-side (LHS) and Y is the consequent or the
right-hand-side (RHS).
A sample problem setting is shown in Table 6.6. The set of items is I ={milk,
butter, flour, chocolate}, the value of 1 signalizes that this product is found in the
transaction and 0 that it is not. From this small sample we could, for example,
extract the rule {milk, butter} ⇒ {flour}; if milk and butter are bought together,
flour is probably also bought.
Transaction ID
1
2
3
4

milk
1
0
1
1

butter
1
0
1
0

flour
1
1
1
1

chocolate
1
1
0
1

Table 6.6: Sample problem setting for association rule mining.

It is clear that this is a very small sample and many rules with the same (low)
significance can be observed. To select interesting rules among the possible ones,
minimum thresholds on the measures of support and confidence are used. Support
is a measure of how frequently the itemset appears in the dataset. In the sample of
Table 6.6, the support of the itemset X = {flour, chocolate} is 0.75, i.e., it appears
in 75% of all transactions, in 3 of 4. Confidence is the measure of how often a rule
has been found to be true, i.e., how often its LHS is found together with its RHS. In
the sample of Table 6.6, the confidence of the rule {milk, butter} ⇒ {flour} is 0.5,
i.e., 50% of the transactions containing milk and butter, also contain flour.
Various algorithms for association rule mining exist. In the current implementation the fpgrowth algorithm (Han et al., 2000) is used. The main characteristic
of the fpgrowth algorithm, in comparison to other popular algorithms like Apriori
(Agrawal and Srikant, 1994), is that it utilizes a depth-first search, instead of a
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breadth-first search, for finding patterns in the dataset, and only considers patterns
actually existing in the dataset. The description so far has already foreshadowed the
way this kind of rule mining can be used for the Path-Match Flagging. The idea is
that path-matches can be found in different combinations in inference pairs and thus
lead to different inference relations. Thus, if we can mine rules on which path-match
combinations are mostly associated with what inference relation, we can also assign
the corresponding flag to the pair.
At this point, the reader might wonder why association rule mining is used,
although the task sounds more like a classification task. This approach is deliberately
chosen over other learning approaches, e.g., standard classifiers or deep learning
settings, after experimentation. On the one hand, standard classifiers need to operate
on a predefined set of features, whose patterns they can learn. However, the task
at hand cannot easily be restricted to a predefined set of features (path-matches),
because the possible path-match combinations are theoretically infinite due to the
recursion of natural language. Thus, in this task, each data point (each pair) can
have a very different feature size than the next one, not only due to different sentences
sizes, but also, in general, due to different sentence complexities. This means that
the attempt to convert the combinations of path-matches to features in the standardclassifier way leads to high-dimensional, sparse vectors which cause too much noise
during training. Indeed, approaches of both converting the path-matches to one-hot
vectors or integer vectors with padding, were tested. Different classifiers such as the
Gaussian Naive Bayes, the Multinomial Naive Bayes, the Support Vector Machine
(SVM), the AdaBoost Classifier, were compared. The results showed a clear picture:
none of the classifiers and feature engineering settings was able to pick up enough
signal and extract useful patterns.11 Similar problems arise when experimenting with
deep learning settings. Such learning architectures require an even larger amount of
data. This is not available in this case, not only because the (reliably) annotated
inference data is sparse, but also because there is so much variation in the data
(again, due to the recursion of language) that we would need even more data to
be able to include enough samples of each combination and thus exploit the real
strengths of deep learning. A number of different architectures were tested, including
popular embeddings algorithms like word2vec and GloVe (see Section 2.4.3), to train
a kind of “path-match" embeddings. None of these architectures was able to deliver
satisfactory results and thus they will not be further detailed. In contrast to the
problems that such methods exhibit, association rule mining is especially suitable
for the task at hand: it can directly work with categorical data so that no conversion
to sparse, high-dimensional vectors is required. This means that less noise is input,
while all available training combinations are considered. This can then lead to better
results. Thus, the only requirement is to convert what sounds like a classification
task to an association rule mining task or, in other words, modify the association
11
This classifier training was done on the same data also used for the association rule mining,
explained in the next paragraph.
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task in such a way that it delivers the desired classification.
Flagging For producing appropriate input for the association rule mining algorithm, the path-matches are treated as items in I and the exact combination of
path-matches of a pair forms an itemset, a transaction. The itemset is also complemented by an extra item, which is the inference label of the pair (one of E, C
or N). Examples are shown in Table 6.7, whereby each item/path-match is enclosed
between curly brackets, and within an item, the left side of the dash represents the
path in P and the right side the path in H. In the first example of the table, there
are two path-matches, {sem_subj – sem_obj} and {sem_obj – sem_subj}, corresponding to the pair P: The turtle is following the fish. H: The fish is following the
turtle. A third item is added, the label of contradiction. To collect this data and
train the algorithm, the pairs of an annotated inference training set (see Section 6.4
for more details on the exact set) are run through the first 3 stages of the pipeline,
and for each pair all possible path-matches are extracted. Then, the path matches
along with the inference label form an itemset. A balanced12 subset of these itemsets
Transactions
Pair 1

Pair 2

Pair 3

Itemsets
{sem_subj – sem_obj}
{sem_obj – sem_subj}
{C}
{sem_subj – sem_subj}
{nmod – nmod,
sem_subj}
{amod,sem_subj –
amod,nmod,sem_subj}
{N}
{sem_subj – sem_subj}
{amod,nmod – nmod}
{amod –} {E}

Example
P: The turtle is following the fish.
H: The fish is following the turtle.
P: Asian people are eating at a
restaurant.
H: People in an Asian restaurant
are eating.

P: The cat is playing passionately
with a watermelon.
H: The cat is playing with a watermelon.

Table 6.7: Sample itemsets (input) for the fpgrowth algorithm. Each item/pathmatch is enclosed between curly brackets. Within an item, the left-side of the dash
represents the path in P and the right-side the path in H. No role before/after the
dash means that there was no match for this concept.

is used as input for the association algorithm. The algorithm then learns rules for
which path-match combinations are mostly associated with what label. The rules
with a minimum confidence of 0.9 are collected, manually verified and bootstrapped
in the current stage of the pipeline to act like the flagging mechanism for the pathmatches. For example, the algorithm finds that the combination of the path-matches
12

Here, “balanced" means that there is an equal number of itemsets belonging to each of the three
inference labels.

6.3. GKR4NLI Implementation

247

{sem_subj – sem_obj} and {sem_obj – sem_subj} in one pair is mostly found in
Cs; we verify this rule, which allows us to account for pairs like The dog is chasing
the cat. The cat is chasing the dog or The fish is following the turtle. The turtle is following the fish.13 Similarly, the algorithm finds that the combination of the
path-match amod,sem_subj – amod,nmod,sem_subj with sem_subj – sem_subj and
nmod – nmod,sem_subj (Table 6.7, Pair 2) is mostly found in neutral pairs: in P,
asian is the amod (adjectival modifier) of people and people is the sem_subj of eat.
In H, asian is the amod of restaurant, restaurant is an nmod (nominal modifier) of
people and people is the sem_subj of eat. We can then verify that such a path-match
combination should indeed be flagged as neutral. It is necessary to manually verify
the rules with the highest confidence to make sure that they are no artifacts of the
training set. Any learning method depends on the quality and unbiased-ness of the
training data. If the data is wrongly annotated or contains too many or too few samples of one case, then the model might learn rules that are not representative: either
generalize something that is in fact not as representative as the training data might
have it believe or miss certain absolute rules because only few patterns are included.
Therefore, to compensate for such effects, the rules with the highest confidence are
manually verified and some 20 of them are included in the current implementation.
Further rules can and should be added to improve the system; more rules can come
from larger training sets or from further manual verification of the existing patterns.
Another question might arise at this point: is this kind of unlexicalized training
on the path-matches appropriate to learn correct associations? For a pair like Pair
1 of Table 6.7, the learned association correctly leads to a contradiction. However,
this is not true for a pair with a different kind of verb like P: The boy met the girl.
H: The girl met the boy. In such an example, the inference relation should not be a
contradiction but an entailment, although there is the same path-match combination
(sem_subj – sem_obj, sem_obj – sem_subj ). Thus, to be able to capture such
distinctions which concern the semantic nature of the verbs, the training would need
to also contain information about the specific combinations of path-matches with
lexical items.
This was indeed attempted during implementation in two ways. First, the concrete lexical items were added to the path-matches, so that the itemset of Pair 1
was {sem_subj – sem_obj} {sem_obj – sem_subj} {follow – follow} {C}, while
the itemset of the pair with the boy meeting the girl was {sem_subj – sem_obj
} {sem_obj – sem_subj} {meet – meet} {E}. Second, the Levin (Levin, 1993)
verb classes were added to the path-matches. With the Levin verb classes, verbs
can be categorized based on their common syntactic and semantic characteristics.
Semantically-related verbs share a range of linguistic properties, such as the possible
13

Note that the learned rules concern the entire path-match combination and are not taken to
hold for parts of it. This means that a pair like P: John broke the vase. H: The vase broke will
correctly not be assigned a contradiction flag because only the {sem_obj – sem_subj} path-match
is found and not the entire path-match combination {sem_subj – sem_obj, sem_obj – sem_subj}.
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realizations of their arguments or the interpretation associated with each possible
argument realization. By assigning to each verb its Levin class, meet, for example,
will be unified with its semantically similar verbs, where the “relation" of the subject
to the object is the same as of the object to the subject. Similarly, follow can be
grouped together with verbs of its class, where the “relation" between subject and
object is not bidirectional. By using such classes instead of the specific lexical items,
the algorithm is expected to be able to capture more variation: during training, the
algorithm does not need to see all possible combinations of lexical items with pathmatches (which is anyway impossible), but it should suffice to see enough entries of
every class. Then, during testing, it should be able to correctly associate path-match
combinations that involve new verbs, which however belong to the same classes that
the algorithm has learned. The Levin classes are extracted from VerbNet (Kipper
et al., 2000). In this second case, the itemset for Pair 1 was {sem_subj – sem_obj}
{sem_obj – sem_subj} {chase-51.6 – chase-51.6} {C}, because follow belongs to
the VerbNet class chase-51.6. For the pair of the boy meeting the girl, the itemset
looked like {sem_subj – sem_obj } {sem_obj – sem_subj} {meet-36.3 – meet-36.3}
{E}. Experimenting with both these settings shows that including any kind of lexicalized information harms performance or even worse, it does not even allow for a
reliable extraction of associations. What might sound un-intuitive at first, makes
perfect sense, if we consider the corpora used for the training. The corpora, which
are detailed in Section 6.4, do not include enough examples of each case so that
reliable associations can be learned. Including the specific lexical items themselves
introduces too much variation as each combination of lexical items and path-matches
is only seen a couple of times. This does not even improve when including the Levin
classes which should exactly be able to capture this variation. Still, there are too
few examples of each combination of a Levin class and a path-match. Thus, for the
current implementation only the unlexicalized path-matches are used, because with
them the variability is lower and most path-match combinations are found many
times. These unlexicalized association rules are bound to deliver wrong results in
some datasets. Thus, it becomes clear that future work will need to collect NLI data
that is rich enough in different constructions and can thus also be used for training lexicalized, and thus also more representative, path-matches associations. An
alternative to collecting such data from scratch would be to use the examples of the
Levin classes included within VerbNet itself and additionally extract from corpora
more sentences that are similar to these examples; in this way, one could achieve a
sufficient number of representative examples.

6.3.4

Inference Checker

After all H and P matches have been updated according to the restrictions of the
concept and property graphs and the flags have been assigned, the system can determine the inference relation by using the GKR context graphs. Since the context
graph provides the existential commitments and assertions of each sentence, and by
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checking what assertions are made for the matched concepts, claims about entailment
and contradiction can be made.
Before the computation of the inference label, the system first checks whether
any of the matched concepts has a downward monotonicity. Recall from Section
3.4.2.1 that, although most linguistic expressions are upward-monotone, some of
them are downward-monotone, e.g., expressions with negation, restrictive quantifiers,
restrictive verbs, certain adverbs, the antecedent of a conditional. Negation and
quantifiers have already been taken care of within the implementation; downwardmonotone adverbs and the antecedent of a conditional are not treated within the
current implementation. This means that the system still needs to handle downwardmonotone verbs (mostly implicatives and factives). Thus, at this stage, the system
looks up the implication signature of any matched predicates. The three signatures
−/+, −/◦ and ◦/+ are defined as downward-monotone MacCartney (2009). Thus,
if any of them is identified, the specificity of the matched predicates is flipped to
reflect this downward environment: if the specificity was superclass, it now becomes
subclass; if it was subclass, it becomes superclass – equals, disjoint and none do
not undergo a change. An example of such a downward environment is shown in
(7): after the Specificity Update, the specificity of refuse-refuse has been updated to
subclass – due to the subclass specificity of run-move which has been projected up.
But since the implicative refuse is downward-monotone, this subclass specificity has
to be flipped to superclass; otherwise, the pair will end up labeled as entailment. In
this way, downward-monotone predicates are accounted for.
(7)

P: John refused to run.
H: John refused to move.

After this initial step, the instantiabilities, specificities and path-match flags of the
matched terms are considered in combination, as detailed in the following.
6.3.4.1

Opposing Instantiabilities

First, the system checks for matched concepts that have “opposing" instantiabilities.
“Opposing" means that a concept in a veridical context is matched with a concept in
an antiveridical context. The two concepts must also be the heads of their respective
contexts. Based on the combination of specificities and path-match flags different
inference relations can be established.
Contradictions If the H-concept is instantiated in some context and it is more
or equally specific than the P-concept which is uninstantiated in the same context,
then there is a contradiction. An example is the pair P: No woman is singing. H: A
young woman is singing, illustrated in Figure 6.11a: the Figure shows the complete
match graph: the merged concept and context graphs of each sentence (P on the
left, H on the right) and the matches and specificities between concepts are shown
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in orange. The specificities are the final ones after all updates. The concept of
singing by a woman is instantiated in top in H, but it is not instantiated in top in P.
The match of the two concepts has the specificity superclass (H more specific) and
thus the pair is labeled a contradiction. If the H-concept is less specific, we cannot
determine the relation. Figure 6.11b illustrates an example of the pair P: No young
woman is singing. H: A woman is singing: the concept of singing by a woman is
instantiated in H, but uninstantiated in P. But H is less specific than P (specificity
subclass) and thus, no relation can be established. In simpler words, the fact that
there is no young woman singing does not mean that no woman in general is singing.
Conversely, if an H-concept is uninstantiated in a context and it is equally or
less specific than the P-concept which is instantiated in the same context, there is a
contradiction. An example is shown in Figure 6.11c for the pair P: A young woman is
singing. H: No woman is singing: the concept of singing by a woman is instantiated
in P but uninstantiated in H and H is less specific than P (P is a subclass of H).
Finally, if the H-concept is more specific than P, the relation cannot be determined,
as shown in Figure 6.11d for the pair P: A woman is singing. H: No young woman
is singing.
Entailments Opposing instantiabilities do not lead to contradictions in all cases.
If there is a disjoint relation between the H-concept and the P-concept, there is in
fact an entailment. Practically, the contradiction arising from the opposing instantiabilities is canceled out by the contradiction arising from the disjointness, and the
relation flips (i.e., two negatives make a positive). An example is shown in Figure
6.12a for the pair P: The man is carrying a small bag. H: The man is not carrying a big bag: the match carry-carry is disjoint due the disjoint modifiers big and
small. But it is also the case that the concept of carrying in P is instantiated in
top, while the concept of carrying in H is not instantiated in top. Thus, the two
contradictions “cancel" each other out and there is an entailment. A similar flip is
also caused by the presence of a contradiction flag. If there is a contradiction flag on
the path-matches that have opposing instantiabilities, then there is an entailment.
A example is illustrated in Figure 6.12b for the pair P: The dog is chasing the cat.
H: The cat is not chasing the dog: as mentioned before, in a pair like that there
are two path-matches sem_subj – sem_obj and sem_obj – sem_subj. But based
on the extracted association rules, such a path-match combination gets assigned the
contradiction flag. The concept of chasing is instantiated in P but uninstantiated in
H and would thus indicate a contradiction. But since it also has the contradiction
flag, it flips the relation to entailment: two contradictions lead to an entailment.
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(a) Complete match graph for the pair P:
No woman is singing. H: A young woman
is singing. ⇒ CONTRADICTION

(c) Complete match graph for the pair P:
A young woman is singing. H: No woman
is singing. ⇒ CONTRADICTION
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(b) Complete match graph for the pair P:
No young woman is singing. H: A woman
is singing. ⇒ NEUTRAL

(d) Complete match graph for the pair P:
A woman is singing. H: No young woman
is singing. ⇒ NEUTRAL

Figure 6.11: Example pairs of contradictions (or neutrals) resulting from opposing
instantiabilities.
6.3.4.2

Same Instantiabilities

If none of the matched concepts have opposing instantiabilities, the system looks for
the highest14 concept of the H-graph that has a match in the P-graph. The H- and
14

In terms of graph depth, so the concept with the least depth.
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(a) Complete match graph for the pair P: The
man is carrying a small bag. H: The man is
not carrying a big bag. ⇒ ENTAILMENT

(b) Complete match graph for the pair P:
The dog is chasing the cat. H: The cat is
not chasing the dog ⇒ ENTAILMENT

Figure 6.12: Example pairs of entailments resulting from opposing instantiabilities.
P-concept of this match have the same instantiability in the same context and thus
the inference relation can be determined accordingly.
Entailments If both concepts are instantiated in top, the H-concept is equally
or less specific than the matched P-concept and the path-match combination is not
associated with a contradiction or neutral flag, there is an entailment. An example
is shown in Figure 6.13a for the pair P: A young woman is singing. H: A woman is
singing: the concept of singing is instantiated both in P and H, but H is less specific
than P (P sublass of H: young woman ⇒ woman). Likewise, if both concepts are
uninstantiated in top, the H-concept is equally or more specific than the P-concept
and the path-match combination is not associated with a contradiction or neutral
flag, there is also entailment. Figure 6.13b shows the match graph of the pair P: A
woman is not singing. H: A young woman is not singing, where both concepts of
singing are uninstantiated in top and H is more specific than P.
An entailment can also be established when the highest matched concepts both
have the same instantiability in top, their specificity is disjoint and they are associated with a contradiction flag; again, two contradictions, one from the disjointness
and one from the flag, lead to an entailment. An example is the pair P: Dolphins are
more intelligent than sheep. H: Sheep are less intelligent than dolphins, illustrated
in Figure 6.14: the highest matched H-concept intelligent is disjoint to its match
due to the disjointness of their modifiers more-less. Additionally, the path-matches
of the pair sem_subj – nmod_comp and nmod_comp – sem_subj are assigned the
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(a) Complete match graph for the
pair P: A young woman is singing.
H: A woman is singing. ⇒ ENTAILMENT
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(b) Complete match graph for the pair P: A
woman is not singing. H: A young woman is
not singing. ⇒ ENTAILMENT

Figure 6.13: Example pairs of entailments resulting from same instantiabilities.
contradiction flag. Thus, the two contradictory elements lead to an entailment. The
same kind of entailment is produced when both concepts are not instantiated.

Figure 6.14: Complete match graph for the pair P: Dolphins are more intelligent
than sheep. H: Sheep are less intelligent than dolphins. ⇒ ENTAILMENT

Contradictions Even when the highest matched concepts have the same instantiability, a contradiction relation can arise. This happens in cases where both concepts are instantiated and in cases where both concepts are uninstantiated. When
both concepts are instantiated, if the H-concept is equally or less specific than the
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P-concept and the path-match combination is associated with a contradiction flag,
there is a contradiction. An example is given in Figure 6.15a with the pair P: The
dog is chasing the cat. H: The cat is chasing the dog, similar to the example of
Figure 6.12b: the highest concept match chase-chase has an equals specificity but
a contradiction flag, due to the path-match combination sem_subj – sem_obj and
sem_obj – sem_subj. Similar is the opposite case where both concepts are uninstantiated: if the H-concept is equally or more specific than the P-concept and the
path-match combination is associated with a contradiction flag, there is a contradiction. Moreover, the inference relation is contradictory if the highest match is
disjoint, its concepts are both instantiated and the path-match combination of the
pair is not associated with a contradiction flag, as in the example P: The woman
is arriving. H: The woman is leaving in Figure 6.15b. The highest matching concepts of arriving-leaving are in a disjoint relation and there is no contradiction flag
assigned to the match, thus there is a contradiction. The same relation arises if the
concepts are both uninstantiated.

(a) Complete match graph for the
pair P: The dog is chasing the cat.
H: The cat is chasing the dog. ⇒
CONTRADICTION

(b) Complete match graph for the pair P: The
woman is arriving. H: The woman is leaving.
⇒ CONTRADICTION

Figure 6.15: Example pairs of contradictions resulting from same instantiabilities.
In all other combinations of contexts, specificities and path-match flags, the
relation cannot be determined and thus defaults to neutral. The final inference
decision is output, along with its justification; as justification the system delivers
the match that led to the decision, along with its penalty and flag.
6.3.4.3

Putting it all together

To give the reader a high-level overview of the inference computation, Table 6.8
summarizes the inference rules presented.

6.4. GKR4NLI Evaluation
H Instant.
instantiated
instantiated
uninstantiated
uninstantiated
uninstantiated
instantiated
uninstantiated
instantiated
instantiated
uninstantiated
instantiated
uninstantiated
instantiated
uninstantiated
instantiated
uninstantiated

P Instant.
Specificity
uninstantiated equals/ superclass
uninstantiated
subclass/none
instantiated
equals/subclass
instantiated
superclass/none
instantiated
disjoint
uninstantiated
disjoint
instantiated
equals/subclass
uninstantiated
equals/subclass
instantiated
equals/subclass
uninstantiated equals/superclass
instantiated
disjoint
uninstantiated
disjoint
instantiated
equals/subclass
uninstantiated equals/superclass
instantiated
disjoint
uninstantiated
disjoint
all other combinations
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P-M Flag
E_flag
E_flag
E_flag
E_flag
E_flag
E_flag
C_flag
C_flag
E_flag
E_flag
C_flag
C_flag
C_flag
C_flag
E_flag
E_flag

Relation
C
N
C
N
E
N
E
N
E
E
E
E
C
C
C
C
N

Table 6.8: Inference rules employed during the Inference Checker stage of the
pipeline. Instant. stands for Instantiability and P-M Flag for Path-Math Flag.

6.4

GKR4NLI Evaluation

As already mentioned, GKR4NLI is a stand-alone inference engine. Thus, it is also
evaluated separately by detailing the test sets on which it was tested and the performance results. However, it should be noted that the real value of the system
is revealed in Chapter 7, where the hybrid engine is presented. There, it becomes
clear that the system can not only deliver competitive results as a stand-alone symbolic inference engine, but can also be exploited in hybrid settings and show SOTA
performance.15
GKR4NLI has been evaluated on five different NLI datasets, one of each of the
kinds of NLI datasets presented in Chapter 4. With this, the evaluation seeks to
be as complete as possible, by reporting results on datasets of different complexities
and with various kinds of (linguistic) data. Such a thorough evaluation attempts
to highlight as many strengths and weaknesses of GKR4NLI as possible, contrary
to SOTA evaluation settings, which only target specific, mostly easy datasets (see
Sections 2.4.7 and 4.2.6 for discussion). Particularly, GKR4NLI is evaluated on the
FraCas testsuite, the RTE-3 challenge data, the SICK corpus, the challenging dataset
of DAS and the HANS corpus. The details and background of each of these datasets
were discussed in Section 4.2; this section provides details on the exact partition
15

The SOTA results presented in every evaluation section are as of February 2020.
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of the datasets that was used for evaluation and the respective results. To better
position GKR4NLI within the spectrum of the SOTA, its performance is compared
to other systems that have been evaluated on the same datasets. Unfortunately,
there is no single system that has been evaluated on all datasets chosen here and
thus the comparison systems differ from dataset to dataset. Additionally, an error
analysis is conducted to shed light on problematic cases and highlight the ways in
which the system can be improved. Finally, for each dataset, I perform extensive
ablation studies to measure what is the impact of some of GKR4NLI’s components
on the dataset, e.g., to what extent linguistic- or world-knowledge play a bigger role.
By discovering what components are essential for each dataset, the evaluation also
stresses the necessity for modular systems that can tailor their inference mechanism
to the needs of the dataset. Moreover, it shows that dataset-specific performance
should not easily be considered SOTA for the whole domain or task.
Foreshadowing the results of this evaluation, GKR4NLI is able to achieve competitive performance to SOTA DL models and other symbolic systems in three of the
five datasets. On SICK, GKR4NLI performs comparatively to SOTA DL models,
following closely behind them, and outperforms other symbolic systems. For the adversarial datasets of DAS and HANS, the implemented system strongly outperforms
the average performance of SOTA models. With this, GKR4NLI shows its power in
solving mainstream but also semantically complex inferences, and foreshadows the
benefits of hybridizing such a system with SOTA models, which can offer the robustness and world-knowledge missing from the system. Indeed, in RTE-3, the system
delivers only average performance, due to the large amounts of world-knowledge required, which are not currently available to the system. Similarly, for the complex
FraCas dataset, GKR4NLI struggles to stay competitive, as many of the phenomena
of the dataset are not yet implemented within this version of the system.

6.4.1

FraCas

Recall that FraCas is an NLI set, carefully designed by semanticists, to test a wide
range of complex, linguistic (inference) phenomena. Thus, it is a great testbed for
the semantic/linguistic coverage of GKR4NLI. Almost half of the FraCas testsuite
(45%) contains multi-premise inference pairs. The architecture of GKR4NLI theoretically allows for multiple premises by separately converting each of them to a
GKR graph and then merging them into a single premise graph (also using coreference links, if necessary, see Section 5.4.6), which is then matched to the hypothesis
graph. However, the current version of the system has not been practically optimized for this functionality due to time constraints. Thus, following MacCartney
and Manning (2007) and MacCartney (2009), the evaluation is only conducted on
the single-premise pairs, i.e., a set of 187 pairs encompassing nine sections: quantifiers, plurals, anaphora, ellipsis, adjectives, comparatives, temporal phenomena,
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verbs and attitudes.16 This subset also does not contain pairs for which there is
no single clear answer (see MacCartney (2009)). GKR4NLI is expected to show
good performance for those phenomena of the set that are already handled by it:
quantifiers, plurals, adjectives, comparatives, verbs and attitudes. Pairs containing
anaphora, ellipsis and temporal phenomena are expected to have a negative impact
on the overall performance, as they are not explicitly handled by the current version
of the symbolic inference engine (and of GKR). The results are compared to the performance of other symbolic and machine learning systems that have been evaluated
on FraCas.
First, GKR4NLI is compared to the Nutcracker system (Bos, 2008b), one of the
first logical systems for inference. The system is based on CCG and Boxer and utilizes a first-order theorem prover and a model builder (see Section 2.4.4.1 for more
details). Its main commonality with GKR4NLI is that it also first builds semantic
representations on which the inference is computed. Another common characteristic
is that both systems were developed as general-use inference systems, not specifically targeting or having been optimized for a specific test set. The second system
to compare the results to is the system by Mineshima et al. (2015) (abbreviated as
MINE). MINE is based on the output of the C&C parser (Clark and Curran, 2007),
which is mapped to semantic representations, using λ-calculus. These semantic representations are then input to a higher-order theorem prover that computes inference
(for more details see Section 2.4.4.2). MINE is similar to Nutcracker and dissimilar
to GKR4NLI in that it uses a theorem prover to conduct inference on logical forms.
The system was especially optimized for the FraCas testsuite and it only tests on the
sections of FraCas that are implemented in the system. A further interesting system to compare the performance to is the system by Bernardy and Chatzikyriakidis
(2017) (abbreviated as BER). BER manually maps gold-standard GF parse trees to
Coq propositions, which are then used as input to the theorem prover (see Section
2.4.4.4 for more details). This means that this system has a heavy manual load, as
both the syntactic representations, on which the logical representations are built,
and the logical representations themselves are manually created and thus presumably of high-quality. It tests on multiple-premises pairs, but only on the phenomena
handled by the system. Finally, the results are compared with the NatLog (MacCartney, 2009, MacCartney and Manning, 2007) system, which uses a combination
of NL-based inference and machine learning to compute inference (for more details
see Sections 2.4.6.2 and 3.4). Thus, NatLog uses heavier machinery than GKR4NLI
as it employs machine learning-style classification. Overall, it should be noted that
the results of GKR4NLI are straightforwardly comparable only with the results reported for NatLog, as the other three works are using a slightly different testing set:
they do not exclude the multiple-premises (instead they test on the whole FraCas)
and they do not report results for the categories of phenomena that are not handled
by their system.
16

The separation of pairs into sections was already done by MacCartney (2009), see Section 4.2.1.
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Results The accuracy (represented in %) of the various systems is shown in Table
6.9. Overall, GKR4NLI shows an average performance. It is the fourth best system
after BER, NatLog and MINE in Sections 1, 2, 5, 6, 9 of the testsuite, for which
the accuracy of all systems is reported. BER is the best performing system in these
sections, but this is not surprising; as mentioned above, BER is mainly based on
manual work as both the syntactic representations and the logical ones are handcrafted. With no accuracy losses resulting from bad syntactic parses or bad semantic
representations, the system can achieve high accuracy. However, this characteristic
also makes it incomparable to the rest of the systems, which have to deal with
syntactic and semantic weaknesses. Additionally, the system only models certain
phenomena and can thus not be considered a general-purpose inference mechanism.
NatLog is the second best-performing system with high performance in the sections
in which the system specializes, similar to GKR4NLI. Nevertheless, it is clear that
its machine learning nature greatly helps performance. MINE comes third, but
considering that the system was explicitly optimized for FraCas, it falls short of the
expectations. Closely behind it follows GKR4NLI, showing the system’s strengths
and weaknesses. These are discussed in detail in the error analysis below. Nutcracker
comes last with below average performance in many of the sections. However, this is
expected as by using FOL, it uses the “lowest-order" logics and least robust inference
mechanism than all other approaches.
Sections
1. Quantifiers
2. Plurals
3. Anaphora
4. Ellipsis
5. Adjectives
6. Comparatives
7. Temporal reference
8. Verbs
9. Attitudes
Sections 1, 2, 5, 6, 9
All sections

GKR4NLI
78
45.8
66.6
73.9
40
50
36.1
50
93
61.3
59.3

Nutcracker
53
52
32
45
46
45.6
-

MINE
77
67
68
48
77
67.4
-

BER
96
76
95
56
85
81.6
-

NatLog
97.7
75
50
24
80
81.3
58.3
62.5
88.9
80.9
70.5

Table 6.9: Accuracy (in %) of various systems on the FraCas testsuite. The bold
figures represent the best performance in each section.

Error Analysis The error analysis aims at highlighting the problematic cases and
show how much of the performance loss is due to an erroneous inference mechanism
and how much due to cases not yet implemented within the current version of the
system. The analysis is done per section of the dataset. The section of quantifiers
shows a high performance, the second best among the other sections. In fact, a
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closer look shows that GKR4NLI is able to deal correctly with all pairs that contain
quantifiers that are implemented in the current version. It seems that the performance loss comes from quantifiers such as a lot of, at least, at most, neither, which
are not yet in the system. Simply including these quantifiers in the implementation
is expected to boost performance to 100%, as the rest of the examples prove that
the way that quantifiers are treated within the inference mechanism is indeed effective. In the plurals section, performance is low. This can be accounted to the fact
that the section contains many pairs that include constructions with exactly, just,
either-or, etc. The effects of such specifiers, especially in combination with the use
of plural, are not implemented in the current version of the system. Thus, a pair
like P: Exactly two lawyers and three accountants signed the contract. P: Six lawyers
signed the contract is labeled as neutral, although its accurate label is contradiction.
Again, implementation of these specifiers should account for most of the errors. In
the section of anaphora, only an average performance is achieved and this is not
surprising as complex cases of anaphora have not been explicitly implemented in
the current version. Examples like P: A company director awarded himself a large
payrise. H: A company director has awarded and been awarded a payrise include
too complex anaphoric relations to be correctly handled by the current version of
GKR4NLI. The same can be said for the section of ellipsis, where, however, the
performance is not as low as expected. In fact, it is even higher than in the NatLog
system. This means that the Enhanced++ UD relations and their abstraction into
GKR is able to account for some elliptical pairs such as P: John went to Paris by car,
and Bill by train. H: Bill went to Paris by train (entailment). The adjectives section
reveals interesting weaknesses of the current implemented system. Specifically, it
shows that it cannot yet deal with privative and other adjectives that contradict the
noun they modify. A pair like P: John is a former university student. H: John is
a university student is a contradiction due to the presence of former. However, due
to time constraints, the current system is not implemented to treat such adjectives
appropriately. Comparatives show a surprisingly low performance. A closer look
at the dataset though shows that straightforward comparisons of the type P: The
PC-6082 is faster than the ITEL-ZX and the ITEL-ZY. H: The PC-6082 is faster
than the ITEL-ZX are indeed handled correctly. On the other hand, comparisons
involving “bidirectional" inferences such as P: ITEL won more orders than APCOM
lost. H: APCOM lost some orders cannot be handled well by the system. It seems
like such “bidirectional" inferences could be captured by an extra module that learns
to extract such inferences from comparison pairs. The temporal references section
suffers from the lack of a concrete implementation targeting temporal phenomena.
Thus, pairs like P: Smith wrote a report in two hours. H: Smith spent more than
two hours writing the report are labeled wrongly. GKR itself has a rather shallow
handling of temporal aspect at the moment (see Section 5.4.4) and this means that
GKR4NLI is not any better in handling such cases. The section of verbs is closely
related with the temporal section in that its pairs also require temporal reasoning to
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be solved. For a pair like P: ITEL was building MTALK in 1993. H: ITEL finished
MTALK in 1993, it is crucial to recognize that performing an action in a specific
time does not guarantee that the action was also completed in the same time. Finally, the attitude section is one of the strong sides of GKR4NLI, where the context
graph is able to capture the implications of inferences of the type P: ITEL tried to
win the contract in 1992. H: ITEL won the contract in 1992.
To sum up, GKR4NLI shows high performance in all types of constructions that
have already been implemented. This result is most encouraging as the FraCas
dataset has been explicitly created to contain hard inference cases. Although the
system cannot deal with all phenomena of the testsuite, the ones it can deal with
are solved correctly. Building a system able to address the whole variety of linguistic
expression is beyond and above the scope of a single thesis.
Ablation Study To be able to judge the usefulness and impact of certain system
components, this paragraph is devoted to a number of ablation studies performed for
the FraCas dataset. This experimentation seeks to determine which configuration of
the system delivers the best possible results. Specifically, the system is tested with
fewer lexical resources and without the association rule mining: the SUMO ontology
and the BERT embeddings are removed from the Initial Term Matching process
(see Section 6.3.1) and no Path-Match Flagging takes place (see Section 6.3.3). The
performance is illustrated in Table 6.10. Additionally to the total accuracy, the table
also shows the accuracy for each of the inference labels as interesting observations
can be made based on them.
SUMO
X
X
X

BERT
X
X

Assoc. Rules
X
X
X

Accuracy
59.3
59.3
59.3
58.2
57.7
57.5

Acc_E
69.6
70.5
69.6
67.6
68.6
68.6

Acc_C
36.8
36.8
36.8
42.1
36.8
36.8

Acc_N
50
48.4
50
48.4
46.9
46.9

Table 6.10: Ablation study for GKR4NLI for the FraCas testsuite. A check means
that this component has been used in this configuration and a dash that it has not.
Acc_E, Acc_C, Acc_N stand for the accuracy on entailments, contradictions and
neutrals, respectively.

The experiments show that the accuracy is at the highest, when none of the three
components is included. Adding SUMO or BERT does not improve the accuracy. For
this dataset this is not surprising though: FraCas complexity lies in the compositional
semantics involved and not on its lexical semantics; in fact, the lexical semantics involved is pretty simple. Thus, richer lexical resources do not bring improvements.
Nevertheless, we can observe that adding SUMO to the system modifies the distribu-
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tions of the specific accuracy of the labels: more entailments than before are found
and fewer neutrals. Since more terms can be matched through SUMO’s concepts,
more entailments can be found (higher entailment accuracy). However, this also
means that more pairs that are actually neutral are falsely identified as entailments
and thus the accuracy of neutrals drops. The addition of the Path-Match Flagging
component causes rather a drop than a boost of the performance. However, the
distribution of the accuracy of the labels is affected: the flagging mechanism makes
sure that matched terms that are not supposed to be “straightforwardly" matched,
in the sense that they should not lead to an entailment, get assigned a contradiction
or neutral flag. Indeed, the results show that the accuracy of contradictions increases
when flags are used. Experimenting with a combination of SUMO and association
rules or BERT and association rules or all three components does not improve performance either. In fact, the complex interactions between these components lead
to the effects of Path-Match Flagging to be erased: SUMO and BERT operate on
the Initial Term Matching stage of the pipeline and thus, by activating them, they
alter the terms matching. These altered term matches are then processed in the
Path-Match Flagging stage, where a wrong term matching also leads to a wrong
flag. Thus, this complex interaction leads to worse performance than when no such
interaction is in play. The performance reported for the aforementioned comparison
of GKR4NLI to other systems originates from the simplest configuration, where none
of the components are used.

6.4.2

RTE-3

The RTE datasets are mostly known for the amount of world-knowledge they require. The pairs of these sets contain various linguistic phenomena and require the
kinds of world-knowledge that can be captured with difficulty in common databases
and resources. RTE-3 is chosen among the rest of the RTE datasets for two main
reasons. First, it is one of the three RTE datasets (RTE-1, RTE-2 and RTE-3) that
are publicly available online. From those three datasets, RTE-3 is a richer, improved
version of the previous challenges and thus the best option to evaluate GKR4NLI on.
Particularly, the test partition of RTE-3 is used. It consists of 800 pairs, encompassing a wide range of linguistic phenomena, coming from the domains of Information
Retrieval, Information Extraction, Question Answering and Multi-Document Summarization.
For comparison three systems are used. To the best of my knowledge, there is
no purely logical/symbolic system that has been applied on RTE-3; all three chosen
systems integrate a machine learning classification component. The first system in
comparison is again the NatLog system (see Sections 2.4.6.2 and 3.4). The second
and third systems are the two best-scoring systems of the RTE-3 challenge: the
system by Hickl and Bensley (2007) (abbreviated as HIC) and COGEX by Tatu
and Moldovan (2007). The former seeks to extract so-called discourse commitments
from P and H, i.e., propositions that can necessarily be inferred to be true, given
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a conventional reading of a text passage. These are extracted from P and H with
a series of heuristics, while P and H have been previously processed linguistically
(syntactically parsed and semantically annotated with PropBank (Kingsbury and
Palmer, 2002)). Then, a trained entailment classifier computes the likelihood that a
commitment extracted from P textually entails a commitment extracted from H (for
more details see Hickl and Bensley (2007)). On the other hand, COGEX is closer
to GKR4NLI in that it operates on some kind of semantic representations. The two
sentences of an inference pair are syntactically and semantically processed and then
a set of lexical, syntactic, semantic and world-knowledge axioms are generated based
on them and on external resources. The system then iteratively searches for a proof
between P and H; a pair is labeled as entailment if the score of the found proof is
above a threshold learned on the training data.
Results The accuracy of the various systems is shown in Table 6.11. Recall that
the RTE-3 challenge uses the two-way classification of inference and thus the results
correspond to the two labels, ENTAIL and NON-ENTAIL. For approaches using
classification algorithms, a two-way classification should be easier and deliver better
results than a three-way classification. To make results as comparable as possible, the
performance of GKR4NLI is also adjusted to the two labels: the labels contradiction
and neutral are merged to NON-ENTAIL. The table provides a clear picture: both
GKR4NLI and NatLog are not able to reach the performance of the best-scoring
systems in RTE-3 and barely reach 60%.
System
COGEX
GKR4NLI
HIC
NatLog

Accuracy
72
52.8
80
59.4

Table 6.11: Accuracy (%) of various systems on the RTE-3 test set. The bold figure
shows the best performance. No further separation in categories is available for
RTE-3.

This picture is not surprising: NatLog and GKR4NLI do not involve the amount
of lexical- and world-knowledge necessary to tackle a dataset like RTE-3. GKR4NLI
uses WordNet and SUMO to mostly extract taxonomic and conceptual kinds of relations among words and phrases. Currently, it does not use the available SUMO
axioms, which would indeed capture some amount of world-knowledge, e.g., that
a pilot is someone who flies airplanes (see Section 5.4.5). On the other hand, the
embeddings that the system uses are capable of making up for some of the missing
world-knowledge, but are still not powerful enough. Similarly, NatLog does not have
any other knowledge sources than WordNet and thus it heavily relies on the robust-
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ness of its machine learning classification component to compensate for some of the
missing world-knowledge. In contrast, the winning RTE-3 systems make heavy use of
resources with the necessary knowledge. First, COGEX uses the so-called eXtended
WordNet Knowledge Base (XWN-KB), a knowledge base created by the researchers,
which captures and stores the rich world-knowledge encoded in WordNet’s glosses.
The glosses are transformed into a set of semantic relations using a semantic parser,
whose output is verified by human annotators. Additionally, COGEX utilizes the
outputs of the TARSQI17 project (Temporal Awareness and Reasoning Systems for
Question Interpretation), whose functions range from detecting, resolving and normalizing time expressions to adding temporal relations between events and temporal
expressions. Moreover, to deal with the long text pairs of RTE-3, COGEX includes
a dedicated pronominal coreference resolution module, especially tuned for the task.
Similarly, HIC presents a task-specific inference mechanism: they do not employ an
external knowledge resource, but the discourse commitments they create, constitute
the extracted knowledge based on which inferences are computed. These commitments are extracted from P and H, with dataset-specific heuristics: the heuristics
extract supplemental expressions, including appositives, as-clauses, parentheticals,
adverbs, non-restrictive relative clauses, epithets, etc., and then create new sentences
which specify the conventional implicature conveyed in the expressions. Additionally,
an in-house relation extraction system recognizes semantic relations between namedentities, and heuristics are again used to generate new commitments expressed by
these nominal relations. Thus, the inference mechanism can perform well on the
datasets as it has been explicitly designed to solve the kind of constructions included
in the dataset.
Error Analysis Although it is harder to have a phenomena-specific error analysis, as the dataset is not separated in categories, this paragraph seeks to shed light
on some of the problematic cases. The most common source of errors is the missing world-knowledge; such errors can be easily identified in pairs which are labeled
neutral, although they should be entailments. Some examples are given in (8), (9)
and (10). In (8), the system needs to be able to interpret correctly the meaning of
the idiom off-label uses. But this is not a piece of information that a thesaurus or
an ontology has. This is more the kind of information found in Wikipedia. Thus,
matching off-label uses with remedy fails and thus the pair defaults to neutral. A
similar kind of information is required in (9). The system needs to be able to identify that a) Bulls and Chicago Blackhawks are (ice-hockey)18 teams, b) the United
Center is in Chicago and c) when we are talking about teams, X being a home to a
team means that this team is based in X. A good ontology and/or knowledge base
might be able to provide some axioms that facilitate the reasoning on b) and c),
17

http://www.timeml.org/tarsqi/
Even if we do not know what kind of teams these are, humans have the world-knowledge to
understand that the sentence refers to sports teams.
18
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but a) is something that is again part of our general world-understanding. Another
representative example of this kind of knowledge and understanding is given in (10).
To solve the inference in this example, the system has to know that a) when we
celebrate to mark something it means that this something has happened, b) what
European Union is, and c) because of the nature of b) being added to it means you
become member of it.
(8)

P: Levomepromazine has off-label uses as an antiemetic for cancer patients
and for the treatment of cases of treatment-resistant insomnia.
H: Levomepromazine is a remedy against insomnia.
ENTAILMENT

(9)

P: The United Center, home for the Bulls and Chicago Blackhawks, opened
for the 1994-95 season, and the Bulls began using the Sheri L Berto Center,
their state-of-the-art training facility, in 1992.
H: Blackhawks are based in Chicago.
ENTAILMENT

(10)

P: Huge celebrations have been held in Romania and Bulgaria to mark their
accession to the European Union, 17 years after the fall of Communism.
H: European Union expands its membership.
ENTAILMENT

However, among the erroneous parses there are also examples of pairs where
the implemented inference mechanism falls short, although the required information
is available. Three examples are given in (11), (12) and (13). Particularly, (11)
is wrongly labeled as an entailment: the system is not able to interpret correctly
the meaning of imitation, similarly to the wrong treatment of privative adjectives
discussed in Section 6.4.1. This noun changes the whole meaning of the sentence, as it
says that rhinestone is not really a diamond and thus – from this premise – it cannot
follow that diamonds are made with glass. In (12), the system annotates the pair as
entailment as it cannot deal with the temporal reasoning of the premise, which says
that the selling would happen next year. Example (13) is also a hard case where all
necessary world-knowledge is indeed found in the premise, but the complexity of the
sentences leads the system to miss the entailment. We can extract the information
that Clinton made some trip by knowing that, if there is a story about a trip that
exemplified something (something else, in fact, completely irrelevant to the rest of
the content of the pair), then this trip must also have taken place. The assertions
currently captured in the context graph of GKR are by no means able to capture
such fine-grained notions of instantiability.
(11)

P: A rhinestone is an imitation diamond made from rock crystal, glass or
acrylic.
H: Diamonds are made with glass.
NEUTRAL
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(12)

P: Mo Siegel retired in 1986, and the next year, Kraft announced they would
sell Celestial Seasonings to Lipton.
H: Kraft sold Celestial Seasonings to Lipton in 1986.
CONTRADICTION

(13)

P: Beyond the sexual matters, there is Bill Clinton’s perceived need for
attention - adulation, even - exemplified in the story about his trip to the
World Cup in Berlin this year.
H: Clinton made a trip to the World Cup in Berlin.
ENTAILMENT

Ablation Study Just like for the previous dataset, ablating some components of
the system can offer insights on their usability and impact. Furthermore, it can show
how different datasets might need different kinds of components. The same kind of
ablation study is conducted as before: the SUMO ontology, the BERT embeddings
and the association rule mining are turned on and off. Table 6.12 summarizes the
results. The performance in each configuration allows interesting observations, consistent with the overall results reported before and with the error analysis. The
performance of the system when none of the named components are present is significantly lower than in all other configurations. Adding richer lexical resources and
world-knowledge with SUMO or BERT increases performance by 3%, showing the
importance of such resources for this dataset. Recall that FraCas did not show any
performance difference when these resources where added, due to its nature not requiring intense world-knowledge. Accuracy also increases when Path-Match Flagging
is used. Again, the observation can be made that when adding the association rules,
which specifically target contradictions and neutrals, the accuracy of non-entailment
is higher than in the other settings. These results show that the RTE dataset benefits from all three components and thus, all three should be included, which is also
the last configuration shown in the table and the one used for the results reported
above. To highlight the importance of lexical resources and world-knowledge for a
dataset like RTE, a further experiment added only the two external resources and
omitted Path-Match Flagging. Interestingly, the performance is then almost equal
to the best setting, showing that the complex interaction of the two resources can almost compensate for over-matching resulting from the missing Path-Match Flagging
component.

6.4.3

SICK

The SICK dataset is chosen to represent the mainstream, “easy"19 datasets, i.e.
SNLI, MultiNLI, etc. As it is discussed in detail in Section 4.3, these datasets suffer
from several issues, making them unreliable sources of training and testing. In an
19

“Easy" here is used as discussed in Sections 2.4.7.2 and 4.2.6.
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BERT
X
X
X

Assoc. Rules
X
X

Accuracy
49.1
52.1
52.5
52.1
52.7
52.8

Accuracy_E
19.7
35.3
33.6
30.4
37.3
36.5

Accuracy_NON
80
69.7
72.3
74.8
68.9
70

Table 6.12: Ablation study for GKR4NLI for the RTE-3 dataset. A check means
that this component has been used in this configuration and a dash that it has
not. Accuracy_E, Accuracy_NON stand for the accuracy on entailments and nonentailments (neutrals and contradictions), respectively.

attempt to address many of these issues and produce a more reliable corpus, the reannotation and correction work described in Section 4.4 was undertaken. One of the
outcomes of this work is the corrected SICK corpus, which is now used in this section
for reliable evaluation. Particularly, the evaluation makes uses of the test set portion
of SICK, as this was defined in the SemEval-2014 task (Marelli et al., 2014a), where
SICK was the training and testing corpus. The test set contains 4674 pairs, which
are matched to their corrected inference label.20 However, for completeness and
better comparability, the performance on the original (non-corrected) SICK test set
is also reported. The train set of the corpus is used for the training of the association
rule mining algorithm (see Section 6.3.3) and for the training of the hybrid classifier
reported in Chapter 7. The SICK corpus has been used to evaluate a large number of
systems, both logical and machine learning, and thus it is impossible to compare the
current results with all existing systems. The evaluation here focuses on two logicbased works and two machine learning systems, all achieving SOTA. More machine
learning settings are discussed in Chapter 7. It is also worth noting that this test
set is more than four times larger than the two previous datasets.
The first logic-based system to be compared is the one presented by Yanaka et al.
(2018) (abbreviated as YAN). In this system,21 P and H are translated to logical
formulas through neo-Davidsonian semantics and then natural deduction (Prawitz,
2006) is used to capture phrase correspondences and thus inferences between P and
H (for more details see Section 2.4.4.5). The other logical system compared is MonaLog22 by Hu et al. (2020), already discussed in Section 2.4.6.3: by assigning monotonicity signatures to every word of a sentence, new premises can be created by
replacing words with more general or more specific instances. The system then looks
20

In fact, the original test set contains 253 more pairs, but these are removed from the current
evaluation because they contain ungrammatical or non-sensical sentences, as described in Section
4.4.1.
21
Available under https://github.com/mynlp/ccg2lambda
22
Available under https://github.com/huhailinguist/monalog/
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for the specific hypothesis within the newly created premises, i.e., it searches for a
way to “reach" the hypothesis from the premise. It should be noted that the evaluation undertaken here uses the logic-based version of MonaLog that is not hybridized
with BERT, in order to keep the system as comparable as possible with Yanaka et al.
(2018) and GKR4NLI. On the machine learning side, the first system compared is
the best-scoring system of the SemEval 2014 challenge: the Illinois-LH (Lai and
Hockenmaier, 2014) system resolves the task as a classification task. It makes use of
distributional semantics and precisely, it extracts distributional similarity features,
denotational similarity features and alignment features based on shallow syntactic
structure to train a classifier. As a last comparison, I use the SOTA pretrained
language representation model BERT (base, uncased) (Devlin et al., 2019), which
has shown to outperform previous approaches. For more details on BERT refer to
Section 2.4.3.3; for the exact fine-tuning of the pretrained model refer to Section 7.2.
It should also be noted that the five systems are not entirely comparable as they
test on slightly different datasets: YAN, MonaLog, GKR4NLI and BERT are tested
both on the corrected and the original version of SICK, while Illinois-LH is evaluated
only on the original version of the corpus, because the system is not openly available
to be tested on the corrected version.
Results The results of the comparison are illustrated in Table 6.13. First, we observe that YAN and MonaLog perform better on the original version of SICK than
on the corrected one. This is interesting because it might suggest that these systems
have undergone dataset-specific fine-tuning in an attempt to perform particularly
high on SICK.23 Thus, the rest of this discussion concerns only the corrected version
of the corpus. The table, first of all, confirms the previous literature finding that
language representations models currently outperform other approaches (see Section
2.4.7), with BERT performing best among the compared systems. It should also be
noted that BERT’s performance on SICK is similar to what the SOTA reports for
BERT and other mainstream “easy" datasets like SNLI or MultiNLI. This means
that by using SICK as a test set and not the even larger SNLI or MutliNLI, the
performance of representation models does not fall short in compared to those. The
second best-scoring system is the winning system at the SemEval 2014 challenge by
Lai and Hockenmaier (2014). The fully distributional approach used in this system
seems to benefit from SICK’s linguistic and data simplicity. Superficial features such
as the existence of negated words, the word overlap rate, the number of matched
synonym and hypernym pairs, etc., are able to deal with the inferences required
in SICK. The question remains how such a feature engineering can work for more
challenging data. The next best-performing system is GKR4NLI. Although the per23

The performance of YAN and MonaLog reported here is different from what the authors report
in their original works (see Sections 2.4.4 and 2.4.5) as that performance could not be replicated.
This could be either due to the open-source software the authors make available being outdated or
to any manual pre- and post-processing that they might have performed for their results.
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formance is the highest that GKR4NLI achieves on the datasets presented so far, it
also shows room for improvement. A detailed error analysis is given in the following.
After GKR4NLI comes the system by Yanaka et al. (2018). This complex system,
which detects phrase correspondences through natural deduction proofs of semantic
relations, seems to be able to deal with the majority of cases in SICK. However, it
is not clear that the complexity it requires is feasible for longer and more complex
pairs than the ones included in SICK, e.g., in RTE-kind of pairs. It is also not clear
whether the approach works as well for linguistically more challenging constructions,
like the ones of FraCas (see Section 7.4 for more results). The MonaLog system delivers mediocre results. Lacking a deeper syntactic and semantics component, it
relies on its SICK-specific tuning to deal with the test set.
System
BERT
GKR4NLI
Illinois-LH
MonaLog
YAN

AccuracyCorrected
86.5
78.6
84.6
52.5
73.3

AccuracyOriginal
86
76.3
55.3
81.5

Table 6.13: Accuracy (%) of various systems on the corrected (AccuracyCorrected )
and the original (AccuracyOriginal ) SICK test set. The bold figure shows the best
performance. No further separation in categories is available.

Error Analysis Going through the erroneous labels reveals the challenges that
GKR4NLI has to overcome. The most common sources of errors are summarized in
Table 6.14. The list is not supposed to be exhaustive, but give some insight into
the erroneous output. First, there is the expected issue of wrong syntactic parsing,
which leads to incomplete or wrong GKR graphs, which in turn lead to bad inference.
An example is shown in the first entry of Table 6.14: the Stanford CoreNLP parser
has often trouble distinguishing copulas from verbs in present tense, so that in this
example, is is incorrectly identified as a copula, instead of an auxiliary, and singing as
an adjective, instead of a verb, and root of the parse tree. The erroneous dependency
tree leads to an incorrect GKR concept graph, where no complex concept out of
singing and dancing can be created (see Section 5.4.2). Since no such complex
concept can be created, the inference mechanism is not able to identify that dancing
is entailed by singing and dancing. Another issue are the missing terms from the
lexical resources which prevent the accurate matching of the concepts. An example is
shown in the second entry of Table 6.14: bmx is not included in WordNet or SUMO,
which means that it cannot get matched to bike. Apparently, the embeddings are
also not able to compensate for this weakness. Thus, important terms of the pair
remain unmatched so that the entailment cannot be established. The reliance of
the inference mechanism on the term matching process means that if things fail to
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match, the pair will most probably be assigned the wrong label. This is also why it
is crucial to have enough resources within this system so that the matching can be
made in one way or another. Other problems come from prepositions. The current
system has no good way of dealing with the “meaning" of prepositions and such
information is not available in resources like WordNet. Thus, opposing prepositions
do not bring about a contradiction, as they should, for example. The system needs
a separate module for dealing with prepositions. An example is shown in the third
entry of Table 6.14: it is clear that the pair is a contradiction, but it gets labeled
as neutral, because the system has no way of identifying the disjointness between
into and out of. Another issue arises through insufficient Path-Match Flagging. If
some path-match combination is not captured by the association rules included in
the current system, then the pair will probably end up with the wrong inference
label, due to over-matching. The fourth example of Table 6.14 shows that clearly:
red shirts matches across the two sentences, but in fact, each expression modifies
a different head in each sentence. A neutral flag would have prevented the pair
ending up as an entailment. Furthermore, a closer look reveals that the correction
work undertaken as part of this thesis was unfortunately not able to eliminate all
annotation errors. Recall that the re-annotation effort focused on the SICK pairs
originally annotated as entailments or contradictions. Thus, pairs originally labeled
as neutral were not re-checked. The evaluation, however, shows that there are indeed
several originally neutral pairs, as seen in the last example of Table 6.14, where the
gold label is erroneous. This means that the predicted label might in fact be the
correct one, but since it does not correspond to the gold label, the label is considered
false during the automatic performance measurement (false-negative setting).
Error Type
CoreNLP error
failed matching
prepositions
path-match flagging

wrong gold label

Example Pair
P: The girl is singing and dancing.
H: The girl is dancing.
P: A man is making a jump in a dirt bike race.
H: A man is participating in a race for bmxs.
P: A soccer player is kicking a ball out of the goal.
H: A soccer player is kicking a ball into the goal.
P: Children in red shirts are playing in the leaves.
H: Children covered by leaves are playing with
red shirts.
P: A man, a woman and two girls are walking on
the beach.
H: A man, a woman and two girls are sitting on
the beach.

Gold Label

Table 6.14: Types of errors of the GKR4NLI system on SICK.

E
E
C
N

N
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Ablation Study The ablation study undertaken for SICK is similar to the previous ones: SUMO, BERT and the association rule mining component are added and
removed from the system to observe their effect. Since SICK is a relatively simple
dataset with no large amounts of world-knowledge required, the lexical resources are
expected to boost the performance only a little, if at all. The performance with
the ablated components is shown in Table 6.15. An overall observation is that the
ablation or not of the components does not have a large impact on the performance.
When no components are present, the accuracy lies at 78.5%. Adding SUMO barely
improves accuracy by 0.1%, while adding BERT makes the performance deteriorate.
This is probably due to the fact that SICK contains simple lexical relations that can
mostly be solved with the taxonomic and hierarchical information found in WordNet
and maybe also in SUMO. Using embeddings leads to more matched terms between
P and H. But since the embeddings matches always default to the specificity equals
(see Section 6.3.1), many of these “approximate" matches do in fact harm performance. This is different from what happens in the RTE-3 set, where the amount
of world-knowledge required benefits from the kind of approximation and similarity
that embeddings provide. But in an easy dataset like SICK this leads to the opposite results. As far as the association rules are concerned, their addition does not
offer much to the performance either. For the sake of completeness and because the
complex interactions between the Initial Term Matching stage and the Path-Match
Flagging stage have led to interesting results before, I also experiment with adding
SUMO and association rules together and also all three components together: as the
results show, the performance does not benefit from any of these configurations.
SUMO
X
X
X

BERT
X
X

Assoc. Rules
X
X
X

Accuracy
78.5
78.6
76.9
78.4
78.5
77

Acc_E
59.4
65
73.3
58.9
64.5
73.5

Acc_C
69.3
69.5
71
69.5
69.7
71

Acc_N
91.2
88.6
80.8
91.3
88.7
80.8

Table 6.15: Ablation study for GKR4NLI for the SICK test set. A check means that
this component has been used in this configuration and a dash that it has not.

6.4.4

HANS

The HANS dataset by McCoy et al. (2019) is considered one of the challenging,
adversarial datasets that was created to reveal the generalization power of SOTA
models. The set contains 30,000 pairs, covering a wide range of linguistic and inference phenomena. The pairs are divided into three categories based on the kind of
heuristic that is hypothesized to be used by neural models for a given pair (lexical
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overlap heuristic, subsequence heuristic and constituent heuristic, see Section 4.2.6.2
for more details). The set requires a combination of good linguistic coverage and
enough lexical- and world-knowledge. It could be argued that HANS is somewhere
between RTE-3 and SICK: it requires less world-knowledge than RTE-3 but more
than SICK, and it involves more complex linguistic structures than SICK and about
the same as RTE-3. The entire dataset is used for evaluating GKR4NLI. Also, recall
that the dataset uses a two-way classification, merging contradiction and neutral
to non-entailment. The performance is compared to four other systems. All four
systems are DL approaches as the set was conceived to test those and to the best of
my knowledge, there is no logical/symbolic system evaluated on this dataset. The
four systems are in fact the ones on which HANS is tested by its original authors
in McCoy et al. (2019) and the results reported here are the ones reported by the
authors. Nevertheless, for the purposes of this thesis the results reported by McCoy
et al. (2019) have been replicated and can be confirmed. Arguably, three of the four
systems compared are suitable for capturing structure, which is absolutely necessary
for this dataset.
The first system compared to GKR4NLI is the Decomposable Attention (DA)
model (Parikh et al., 2016). The model uses a form of attention to align words in P
and H and predicts the labels based on the aggregation of this alignment. It is the
only one of the compared models that does not use word-order information and can
thus be viewed as a bag-of-words model. It is also used as a “control" model, which
should have worse performance than the other three which are capturing structure.
The second system under comparison is the Enhanced Sequential Inference Model
(ESIM) (Chen et al., 2018b). This is an end-to-end neural architecture that encodes
P and H with a bidirectional LSTM. A special characteristic of this model is that it
integrates lexical knowledge contained in WordNet and is thus expected to capture
many of the easy taxonomic inferences. A further structure-considering model is
the Stack-augmented Parser-Interpreter Neural Network (SPINN) (Bowman et al.,
2016), which is tree-based: it is also an end-to-end model, but it encodes sentences
by combining phrases based on a syntactic tree. The variant used for the comparison
is the SPINN-PI-NT, which takes a parse tree as input (rather than also learning to
parse). Finally, the language representation model BERT (base, uncased) (Devlin
et al., 2019) is used for comparison. McCoy et al. (2019) train all four models on
the MultiNLI dataset and thus the results reported here are based on MultiNLI as
the training set. However, given the much larger size and variation of MultiNLI in
comparison to SICK, the results are expected to be better than if the training was
done on SICK. Nevertheless, the results are also replicated with training on SICK,
but the overall picture does not change; in fact, the performance of these models
slightly drops, if trained on SICK.
Results Table 6.16 shows the results of the comparison and conveys a clear picture: all four DL models barely reach chance performance on the entire dataset,
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while GKR4NLI shows similar performance to the results reported for the previous
datasets. All neural models achieve almost ceiling performance for the pairs whose
correct label is entailment, i.e., the pairs that are consistent with the heuristic hypothesized (left side of the table), but their performance falls even to 0 when the
correct label is non-entailment and thus the heuristics lead to incorrect predictions
(right side of the table). DA and ESIM have the worst performance, which is expected for DA as it does not encode any structure necessary for this dataset. ESIM,
on the other hand, would be expected to benefit more from its RNN architecture.
Better than these two is the BERT model, whose bidirectional transformer architecture has been argued to capture structure and compositionality. This does not
seem to be the case for this dataset. Best among the neural models is SPINN: it is
also the only one whose input is linguistically informed with the use of parse trees.
This architecture seems to be beneficial, although it cannot overcome chance by a
large margin. GKR4NLI scores over 70%, being consistent with its previous performance and with the type of dataset that HANS is: as mentioned before, HANS is
somewhere between RTE-3 and SICK in difficulty. This is mirrored in the results of
GKR4NLI, whose performance on HANS is higher than its performance on RTE-3
(which requires more world-knowledge), but lower than its performance on SICK
(which involves simpler linguistic phenomena and inferences). The results allow the
further observation that GKR4NLI struggles more in the pairs which are opposite to
the heuristic than in the ones that are consistent with it, and a more detailed error
analysis can show us why.
System
BERT
DA
ESIM
GKR4NLI
SPINN

Correct:ENTAILMENT
Lexical Subseq. Const.
98
100
99
100
100
98
99
100
100
88.2
90.4
74.7
94
96
93

Correct:NON-ENTAIL.
Lexical Subseq. Const.
4
2
20
0
0
3
0
1
0
97.7
40.7
53.6
6
14
11

Overall
52.3
50.1
50
71.7
53.8

Table 6.16: Accuracy (%) of various systems on the HANS dataset. The left side of
the table shows the performance when the label is entailment, i.e., the correct answer
is in line with the hypothesized heuristic. The right side shows the performance when
the correct label is non-entailment and thus opposite to the hypothesized heuristic.
The column Overall represents the average accuracy of each model on the entire
dataset. The bold figure shows the best performance.

Error Analysis Taking a closer look at the partitions of the dataset, we observe
that GKR4NLI has particular difficulty in the pairs that are opposite to the heuristic
and belong to the subsequence and constituent heuristics. It is interesting to see what
leads to this performance. Table 6.17 summarizes the most common errors observed.

6.4. GKR4NLI Evaluation

273

As before, many of the errors can be traced back to faulty dependency graphs,
resulting from inaccurate syntactic parsing. An example is the first pair shown
in Table 6.17: the coreference module of the CoreNLP parser makes the strange
decision that managers is the pronoun-resolution of senators. This is obviously
wrong, but this small error leads to the Initial Term Matching stage to create the
coreference match senators-managers (see Section 6.3.1), which in turn leads to
the pair being labeled as entailment. This odd behavior seems to happen in many
pairs that contain “occupations" as subject and object. Similar faulty output is
produced by CoreNLP for pairs that contain a clausal complement, like in the second
example of Table 6.17: the parser does not seem to be able to correctly identify the
complement as such and thus managers gets to be a direct object and performed a
clausal modifier of noun. But by being labeled an object, P is then identical with
H and thus GKR4NLI dooms it an entailment. Other errors come from weaknesses
of the current system. The third category shown in Table 6.17 concerns adverbs
and their special meaning. HANS uses a number of context-inducing adverbs such
as probably, maybe, hopefully, supposedly, etc. These adverbs bring about assertions
that should be reflected in the context graph, e.g., that they introduce averidical
contexts. However, the current implementation does not provide any treatment
for them. Similar is the case with conditionals, shown in the fourth example of
Table 6.17. As discussed in Section 5.4.2, the current GKR parser does not model
conditionals, so that the implications bound with them are left unserved. Last but
not least, this error analysis shows further path-match combinations which are not
captured by the current association rules. This leads to pairs such as the last one of
Table 6.17 be labeled as an entailment: the path-match sem_subj,nmod – sem_subj
should have been assigned a neutral flag.
Error Type
CoreNLP error
(coreference issues)
CoreNLP error
(complement issues)
adverbs
conditionals

path-match flagging

Example Pair
P: The senators were recommended by the
managers.
H: The senators recommended the managers.
P: The senator knew the managers performed.
The senator knew the managers.
P: Probably the athletes slept.
H: The athletes slept.
P: If the judge encouraged the managers, the
lawyers supported the doctors.
H: The judge encouraged the managers.
P: The banker next to the professors waited.
H: The professors waited.

Gold Label

NON
NON
NON

NON
NON

Table 6.17: Types of errors of the GKR4NLI system on HANS.

274

Chapter 6. GKR4NLI: the Symbolic Inference Engine

Ablation Study Having conducted ablation studies for the previous datasets, it
is easy to see which configuration is most beneficial for a dataset like HANS. Since
it sits squarely between RTE-3 and SICK in terms of required world-knowledge
and complexity, the best configuration is expected to be the one where SUMO and
association rules are used. In terms of world-knowledge, SUMO has shown to benefit
both RTE-3 and SICK, while the BERT embeddings were proved useful for the long
and very complex pairs of RTE-3, but harmful for the simpler sentences of SICK.
The pairs in HANS resemble the ones of SICK in terms of world-knowledge and thus
adding SUMO should be beneficial. The results are shown in Table 6.18 and confirm
the expectations. When none of the components are present, the performance is
similar to chance, mainly because the cases not consistent with the heuristics are
treated poorly. Adding the lexical information encoded in SUMO seems to slightly
improve performance, although the increase is negligible. Adding BERT to the
system does not bring any change in the performance, confirming the expectation
that embeddings do not benefit such a dataset. The greater performance boost
is achieved through the addition of the association rules, which bring performance
to 71%, by improving the predictions on the pairs which are inconsistent with the
heuristics (see Column Accuracy_NON-ENT ). This is expected due to the nature of
the association rules: the rules capture structural information of the pairs and allow
the inference engine to correctly treat the structural heuristics included in these
pairs. Combining the association rules with the SUMO information only slightly
improves performance, but this is the best performance reported for GKR4NLI for
this dataset.
SUMO
X
X

BERT
X
-

Assoc. Rules
X
X

Accuracy
52.9
53
52.9
71.2
71.7

Acc_ENT.
83.2
83.7
83.4
82.8
84.4

Acc_NON-ENT.
28.2
27.8
27.9
65.2
64

Table 6.18: Ablation study for GKR4NLI for the HANS dataset. A check means
that this component has been used in this configuration and a dash that it has not.

6.4.5

DAS

The DAS dataset by Dasgupta et al. (2018) is another one of the challenging, adversarial datasets. It was created to test the compositionality power of SOTA models.
The set consists of 40,000 pairs, containing three kinds of comparative sentences:
the same type (the sentences only differ in the word order), the more-less type (the
sentences only differ by whether they contain more or less) and the not type (the
sentences differ by whether they contain not). For more details on the dataset refer
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to Section 4.2.6.1. To test compositionality, the set mainly concentrates on linguistic knowledge, while the need for world-knowledge is less intensive. In other words,
the set involves more complex linguistic structures than SICK, but about the same
amount of world-knowledge. The evaluation is done on the entire dataset. The performance is compared to four other systems. Similarly to HANS, all four systems are
DL approaches. To the best of my knowledge, no logical/symbolic system reports
results on this dataset. The results reported for one of the systems are the official
results published by Dasgupta et al. (2018). The results of the three other systems
have been calculated as part of this thesis, via the available open-source pretrained
models. All three models have been trained on the training set of the SICK corpus.
Two of the systems are expected to be able to capture structure as their architecture
is argued to be beneficial for linguistic matters.
The first system to which GKR4NLI is compared, is the one originally published
in Dasgupta et al. (2018): the authors encode the pairs with the InferSent (Conneau
et al., 2017) embeddings and train a classifier on the SNLI corpus. The classifier is
then evaluated on their newly-created corpus. The second system to be compared
is the end-to-end model ESIM by Chen et al. (2018b), also used for the HANS
evaluation. The two other systems have similar architectures and are the SOTA at
the time of writing of this thesis: the language representation models BERT (base,
uncased) by Devlin et al. (2019) and XLNet by (Yang et al., 2019). BERT is also
used for the evaluation of HANS and in fact, showed the highest performance among
the DL models on HANS. XLNet is the younger sibling of BERT, using an improved
version of BERT’s architecture and thus also achieving better performance in the
mainstream tasks and datasets (for more details on the fine-tuning of BERT and
XLNet see Section 7.2).
Results The results of the evaluation are shown in Table 6.19 and repeat the picture observed for the HANS dataset. All four DL models are not able to capture the
structure required to solve DAS and thus their performance barely reaches 50%. The
two oldest models, InferSent and ESIM, have the worst performance. This is not
surprising, as InferSent is a model using an older architecture of language representation models, i.e., no transformer architecture, and ESIM is an end-to-end model,
integrating information from WordNet and thus focusing more on lexical semantics
than on structure. BERT and XLNet seem to have comparable performances. The
models do not show strong performance differences between the three categories of
the dataset, which means that all types of comparatives are equally hard for them.
Concerning GKR4NLI, it is able to achieve an accuracy of 90.8%, the best accuracy across all tested datasets. The structural nature of the dataset can be reliably
treated by GKR4NLI, which considers syntactic and semantic constraints. Still, the
performance leaves room for improvement and a detailed error analysis can shed
light on the problematic cases. From the distribution of the accuracy across the
categories of the set, it is clear that GKR4NLI has more trouble in the not and
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more-less category, while the same category is less problematic.
System
BERT
InferSent
ESIM
GKR4NLI
XLNet

Acc_same
50.5
50.3
52.4
93.4
52

Acc_more-less
50.1
50.3
36.8
89.8
47.6

Acc_not
50
45.2
50
89.2
50

Accuracy
50.2
48.6
46.4
90.8
49.8

Table 6.19: Accuracy (%) of various systems on the DAS dataset. The bold figure
shows the best performance.

Error Analysis Although GKR4NLI achieves high performance on this dataset,
it is still useful to see in which cases it fails. Table 6.20 gives an overview of types
of mistakes for each category. It is striking that all pairs analyzed as part of this
analysis revealed faulty dependency graphs resulting from the output of the Stanford
CoreNLP parser. The parser seems to struggle with comparative constructions, so
that it assigns wrong relations to some examples. In the first example of Table 6.20,
the parser is not able to identify man and girl as subjects but instead as objects.
This has two consequences. First, it leaves both sentences of the pair without any
subject, which is then interpreted as an imperative construction by GKR. Second,
the Path-Match Flagging cannot be completed, because the system only contains a
rule for a sem_subj, and not a sem_obj, matching to a nmod_comp (noun modifier
as comparative). In the second example of Table 6.20, cleaner and host in the first
argument positions cannot be precisely parsed and thus get the default relation dep.
With such a relation, however, the inference fails: the Path-Match Flagging cannot
assign the contradiction flag because no combination of sem_subj – sem_obj and
sem_obj – sem_subj can be found, rather dep – sem_obj and sem_obj – dep. In
the examples of the not category, similar errors occur. In the last pair of Table 6.20,
the parser assigns the term less as root of the H dependency graph, rather than the
correct term pleasant. This means that for the matches writer-writer and girl-girl,
the following incorrect path-match is created: sem_subj – amod, nmod_comp (i.e.,
the path between writer and pleasant in P is only sem_subj, while to reach writer
from pleasant in H the path amod,nmod_comp has to be taken). The Path-Match
Flagging mechanism contains no rule about such a path-math combination and thus
the pair is incorrectly labeled as contradiction.
Ablation Study As with the previous datasets, the evaluation on DAS also includes an ablation study that shows the effect of the components on the system’s
performance. As before, SUMO, BERT and the association rule mining are removed.
Table 6.21 shows the performance of GKR4NLI in each configuration. Removing all
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more-less

same

not

Error
Type
CoreNLP
Parser
error
CoreNLP
Parser
error
CoreNLP
Parser
error
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Example Pair

Gold Label

P: The girl wearing a hat is less condemned than the man with a beard.
H: The man with a beard is more condemned than the girl wearing a hat.
P: The cleaner is more disturbed than
the host.
H: The host is more disturbed than the
cleaner.
P: The writer is less pleasant than the
girl.
H: The girl is not less pleasant than the
writer.

E

C

E

Table 6.20: Types of errors of the GKR4NLI system on DAS.

three components from the system makes performance drop below chance, similarly
to the DL models compared. Adding SUMO or BERT does not have any impact, as
expected: the DAS set focuses on structure and compositionality and lexical- and
world-knowledge play a less important role. This is confirmed when adding the association rules component: accuracy hits 90.8%. As already observed for the HANS
dataset, the association rules capture structural and compositionality information
which is essential for this kind of dataset. This finding confirms the complexity of
the set and highlights the extent to which SOTA models lack such information. With
this, it foreshadows the need for better SOTA systems, capable of combining different kinds of knowledge. For the sake of completeness and because the Initial Term
Matching stage interacts with the Path-Match Flagging stage in interesting ways,
the configuration of SUMO and association rule mining is also tested. However, as
the table shows, this does not benefit performance.
SUMO
X
X

BERT
X
-

Assoc. Rules
X
X

Accuracy
47.7
47.6
47.6
90.8
90.8

Accuracy_E
32.7
32.6
32.6
88.9
88.8

Accuracy_C
62.6
62.6
62.6
92.7
92.8

Table 6.21: Ablation study for GKR4NLI for the DAS dataset. A check means
that this component has been used in this configuration and a dash that it has not.
Although DAS uses a 3-way classification pattern, the set itself does not contain any
neutral pairs and thus the accuracy on neutrals is not reported.
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Summary and Conclusion

This chapter presented the symbolic component GKR4NLI of the hybrid inference
engine. After a brief introduction of the inspiration behind GKR4NLI and of its main
characteristics, the focus was laid on its implementation. The implementation was
introduced through a detailed description of the four stages comprising the symbolic
pipeline. Then, GKR4NLI was thoroughly evaluated on five datasets of various sizes
and complexities. Particularly, a detailed error analysis for each dataset revealed the
weaknesses of the current system, while the extensive ablation studies showed the
value of some of the components implemented within this system.
The presentation and evaluation of the GKR4NLI component can lead us to various conclusions. First, the implemented inference mechanism shows how NL can be
successfully applied on a semantically motivated representation, like GKR, instead
of surface forms. Particularly, it shows how the concept-based DeL captured in GKR
can be combined with NL: the DeL-style concept restriction posed by GKR is perfectly aligned with the monotonicity concepts utilized in NL, i.e., concepts becoming
more general or more specific. Thus, the Initial Term Matching and the Specificity
Updater can naturally be utilized for inference. Additionally, the inference engine
emphasizes the value of the graphical notation of GKR, where sentence information
is separated in graphs and each of them is used as needed in a different stage of
the process. Particularly, it emphasizes the value of the strict separation of the concept and context graphs, i.e., of the predicate-argument structure and the existential
commitments of the sentence. The former is used for the NL-style inference in the
first three stages of the pipeline and the latter is used on top of those specificities to
determine the logical relation in the last stage of the pipeline. Furthermore, the evaluation shows the necessity for the Path-Match Flagging component, which makes
sure that the system does not over-match terms and that fine-grained inferences can
be captured. Especially, the error analysis highlights the need for an extension and
improvement of the Path-Match Flagging to include more cases.
Further interesting conclusions can be drawn based on the detailed ablation studies performed. The studies could shed light on the nature of each dataset, which
requires more or less components to come to action. Some datasets benefit more
from additional lexical resources, while others profit more from structural information. This shows that systems which are tuned for specific datasets are bound to
fail in others, as it is the case with SOTA DL models highly tuned on mainstream,
“easy" datasets (see discussion in Section 2.4.7). Thus, general non-dataset-specific
solutions should be pursued. The results of the ablation studies also stress the value
of modular systems, such as GKR4NLI, that are able to easily integrate additional
components, depending on the needs of the application and domain. Current endto-end DL models, as well as other mono-modular symbolic NLI systems, cannot
integrate as easily components that target specific phenomena.
Overall, the evaluation shows that GKR4NLI has a competitive performance to
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other SOTA systems: it may suffer from little world-knowledge and lower robustness,
but it performs very well in semantically complex datasets. This high performance
is even more striking if one considers that there are straightforward ways to boost
this performance even more. Errors coming from the GKR graph being erroneous
or incomplete (there are syntactic errors of the Stanford CoreNLP parser or missing structures from GKR) or from unimplemented phenomena of GKR4NLI, can
be addressed with appropriate implementation. Similarly, failures stemming from
matches between the sentences not being established, can be tackled with further,
high-quality, ever expanding resources like Wikipedia. This would also mitigate
the world-knowledge difficulties of the current system, which struggles to capture
enough world-knowledge, despite the use of embeddings – in fact, it seems that word
embeddings might harm performance depending on the dataset.
By highlighting the strengths and weaknesses of GKR4NLI and of other SOTA
systems, this chapter motivates the need for a hybrid system that is able to combine the best of both worlds: the precision of the linguistically motivated symbolic
inference engine and the robustness of the world-knowledge-capturing SOTA distributional models. Such a hybrid system is proposed in the next chapter. There,
it is shown not only how the symbolic component can be hybridized with a DL
component, but also how the architecture and semantics of GKR lends itself to the
extraction of the necessary features and information for the hybridization.

Chapter 7

Hy-NLI: a Hybrid Natural
Language Inference System
7.1

Introduction

This chapter introduces the hybrid inference system implemented as the main goal
of this thesis. The hybrid system combines a symbolic and a deep learning component, exploiting the strengths of each approach and mitigating their shortcomings.
For the symbolic component it relies on GKR4NLI, presented in Chapter 6, whose
evaluation confirms the necessity and value of a hybrid system: a symbolic system
can successfully deal with semantically complex inference problems due to its precision and linguistic informativity. On the other hand, a distributional approach
can successfully deal with a wider variety of cases due to its robustness and its capturing of world-knowledge. Thus, in a hybrid system, the power of each approach
can be deployed. For the distributional component, the system relies on BERT, a
SOTA language representation model as of February 2020, after experimentation
and comparison with further SOTA models.
Overall, the hybrid algorithm is based on the idea that each inference pair should
be best solved by one of the two components and that thus, the most suitable solver
should be chosen based on the nature of the pair. To the best of my knowledge, such
an approach for inference has not been implemented elsewhere. The DL component
deployed within the hybrid setting is presented in Section 7.2. Section 7.3 describes
the hybrid system by detailing how the DL component and the symbolic engine are
successfully combined. The section first discusses the rationale behind the hybrid
classifier and presents other similar approaches. The value of the hybrid system
is illustrated in Section 7.4, where the system is thoroughly evaluated on different
datasets. The power of the hybrid system is further highlighted in Section 7.5, where
it is shown how the system can contribute to higher explainability of the DL and
hybrid model. Section 7.6 offers an outlook of the current work, by discussing ways
of extending and improving it. Finally, Section 7.7 draws relevant conclusions.
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7.2

Deep Learning Component

The DL component exploits off-the-shelf tools and specifically, pretrained language
representation models. For evaluation purposes, I experiment with two SOTA models, BERT (Devlin et al., 2019) and XLNet (Yang et al., 2019). Both pretrained
models are fine-tuned for the inference task. For fine-tuning the HuggingFace implementation1 is used. The implementation is done in the Python programming
language as this is the language in which the recent advances in GPU processing
and DL have taken effect – as opposed to Java which is better-performing for more
traditional programming.
BERT was already presented in Section 2.4.3.3. Briefly, BERT makes use of a
Transformer, an attention mechanism that learns contextual relations between words
(or sub-words) in a text. As opposed to directional models, which read the text input
sequentially (left-to-right or right-to-left), a Transformer reads the entire sequence
of words at once. This characteristic allows the model to learn the context of a word
based on all of its surroundings (left and right of the word) and produce a vector
representation for the whole sequence. These pretrained vector representations can
be further fine-tuned on a classification task like NLI. This can be done by adding
a classification layer on top of the Transformer output, as suggested by the authors.
By fine-tuning the model on such a task, the task itself is tackled as well (see Section
2.4.3.3). This is also how the BERT model is employed for the purposes of the hybrid
system. The pretrained model base, uncased is used and the parameters of batch
size, learning rate and the number of epochs are fine-tuned, as suggested by the
authors. More precisely, the best performing model uses a batch size of 32, learning
rate of 2e-5 and 3 epochs. The fine-tuning and testing is done via Google Colab 2 and
the GPU power it makes available. For fine-tuning BERT, the training set of SICK
is used, as this was made available for the SemEval-2014 task (Marelli et al., 2014a).
Specifically, the training and trial sets of the challenge are merged, which results in
5000 pairs. Pairs which are originally labeled as entailment or contradiction have
been checked in both directions, as part of the annotation effort within this thesis
(see Section 4.4). Therefore, these pairs can be used in both directions and thus
another 1213 pairs can be added to the training set (to increase the training set
size). The final training set has a size of 6213. The fine-tuned model can classify an
input inference pair into one of the three inference labels.
Similar to BERT is the more recent language representation model XLNet (Yang
et al., 2019). The model became popular for outperforming the already highperforming BERT in 20 tasks. The main difference between BERT and XLNet is
that the former is an autoencoder model, while the latter an autoregressive model.
An autoregressive model uses a context word to predict the next word only in one
direction (forward or backward) and does not consider the whole sequence/context.
1
2

Available under github.com/huggingface/transformers
Available under https://colab.research.google.com
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Such a model is good at generative NLP tasks as in these tasks the forward direction is used to generate context. But this is also a disadvantage, as it means
that the forward and backward contexts cannot be used at the same time. This
technique is different from the autoencoder architecture, where the context of both
directions is considered. However, this bi-directionality brings about other disadvantages, e.g., during pretraining it assumes artificial symbols which are absent from
the fine-tuning process and thus there is a pretrain-finetune discrepancy. To mitigate this shortcoming, XLNet uses an autoregressive approach, but is enriched to
learn from a bi-directional context. It does so by using a permutation technique that
gathers information from all positions on both sides of a given word (see Yang et al.
(2019) for more details).
The task-specific fine-tuning of XLNet happens in the same way as for BERT: a
classification layer is added on top of the Transformer output. Specifically, for finetuning the model, the pretrained model base is used and the parameters of batch
size, learning rate and the number of epochs are fine-tuned, similar to BERT. The
best performing model is found to have a batch size of 32, learning rate of 2e-5 and
3 epochs. Again, the fine-tuning and testing is done via Google Colab 3 and the GPU
power they make available. The merged SICK trial and train set is used for the
fine-tuning of XLNet, similar to BERT. The fine-tuned model can classify an input
inference pair into one of the three inference labels.
An overview of the fine-tuning procedure for NLI is shown in Figure 7.1. The
figure is shown as specific to BERT, but XLNet’s fine-tuning works the same way.
The model is first initialized with the pre-trained parameters. Then, the input
inference pair, sentence 1 and 2, are mapped to their token, segment and positional
embeddings (for details on those layers see also Figure 2.5 in Section 2.4.3.3). This
input-specific data is then used to fine-tune all initialized parameters. For finetuning, a layer of a softmax classifier is added on top of the pretrained model, which
outputs a probability for each of the possible output labels, i.e., the probability that
a given input pair is labeled as one of the inference labels. The label with the highest
probability is taken to be the inference label for the pair.

7.3
7.3.1

The Hy-NLI Hybrid Classifier
Rationale

The evaluation of GKR4NLI in Section 6.4 highlighted what has already been argued
by Lewis and Steedman (2013) and Beltagy et al. (2016): symbolic/structural and
distributional approaches clearly differ in the strengths that they currently possess
and thus there should be a division of semantic labor. Distributional approaches are
well suited for dealing with conceptual aspects of the meanings of words, phrases,
and sentences, such as semantic similarity, and conceivably hypernym and antonym
3

Available under https://colab.research.google.com
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Figure 7.1: A high-level overview of the fine-tuning process of BERT for the NLI
task (modified version of the original figure found in Devlin et al. (2019)).
relations (Mikolov et al., 2013a, Pennington et al., 2014, Devlin et al., 2019), as well
as modeling word meaning in context. But they have yet to establish themselves
in dealing with Boolean and contextual phenomena like modals, quantifiers or hypotheticals (see Sections 2.4.7.2 and 4.2.6). These are phenomena to which more
symbolic/structural approaches are well suited. Symbolic approaches can offer indepth representations of sentence structure and provide an explicit representation
of discourse referents. But these approaches have struggled to deal with the more
fluid and gradable aspects of conceptual meaning, as already shown in Section 6.4.
This suggests that the two frameworks can and should be complementary. Another
argument for combining the two frameworks is that from a theoretical point of view,
meaning is a complex and multi-faceted phenomenon and thus it makes sense to
address it with a combination of representations (Beltagy et al., 2016): meaning is
about truth, and symbolic/structural approaches with a model-theoretic semantics
can efficiently tackle this facet of meaning. On the other hand, meaning is also about
a speaker community and how they use language, and thus distributional models can
capture observed uses from many speakers.
Attempts to combine the two kinds of representations to tackle semantic tasks
go back to 2007 and have been pursued in three main directions. The first strand
of research used linguistic features as additional input to systems that create distributional representations, e.g., Padó and Lapata (2007), Levy and Goldberg (2014),
Bowman et al. (2015b), Chen et al. (2018b). Another strand of research attempted
the opposite: to use distributional features as input to systems that create symbolic
representations, e.g., Banarescu et al. (2013), van Noord et al. (2018). Both these
research directions have delivered promising results, but their potential has not been
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tested on a variety of tasks and datasets, e.g., on the task of NLI and on mainstream
and adversarial datasets. Moreover, both these strands of research have laid their
focus on one of the frameworks and have only used the other one in a complementary
manner. Thus, the third and less represented approach has attempted to bridge the
gap between the other two and lay an equal focus on the two frameworks by combining symbolic and distributional aspects in the final representation, e.g., Lewis and
Steedman (2013), Beltagy et al. (2016). The approach pursued in the current implemented hybrid system follows this third strand of research by equally combining
symbolic and distributional features in the hybrid engine.
This is made possible by the GKR representation, which is employed both in
the GKR4NLI component, as described in Chapter 6, and in the hybrid system.
Unlike most symbolic meaning representations, GKR does not attempt to push all
aspects of meaning into a single uniform logical notation. Nor does it attempt to
push all aspects of meaning into a single vector representation, as most distributional
meaning representations do. Instead, it allows for the separation of, and controlled
interaction between, different levels of meaning. This facilitates the use of each level
of meaning for a different task, as it is made clear in the following.

7.3.2
7.3.2.1

Implementation
The Fake Task

The implemented Hy-NLI system uses the outputs, i.e., the inference labels, of the
symbolic and DL component, as well as features of semantic nature, coming from
the symbolic component and discussed in the following. An overview of the Hy-NLI
architecture is shown in Figure 7.2. As becomes clear from the Figure, the modular
architecture of Hy-NLI allows for the integration of any kind of DL/ML component,
as the only prerequisite is that it is able to deliver an inference label for the pair.
Less replaceable is GKR4NLI, which provides the necessary features for the hybrid
classifier.
Hy-NLI was first introduced in Kalouli et al. (2020a). The system is implemented
as an open-source software, licensed under Apache 2.0, available under https://
github.com/kkalouli/Hy-NLI/. A demo of the system has also been implemented
and is available under http://bit.ly/Hy-NLI. Figure 7.3 shows a screenshot of
the demo. Its implementation is done in Python, following the implementation
of the language representation models and taking advantage of the available highperformance Python libraries that are used for the hybrid classifier. Specifically, the
machine learning Python library scikit-learn 4 is used.
The hybrid classifier makes use of the rationale discussed above and implements
a simple, yet powerful idea. As shown in Figure 7.2, each component labels a given
pair with its own inference label. What is essential to know is which of the two
labels is correct, if any. The DL label will probably be correct if the pair is one of
4

Available under https://scikit-learn.org/stable/
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Figure 7.2: The overall architecture of the Hy-NLI system.
the linguistically less-complex pairs that do not involve one of the hard phenomena.5
5

The following are considered semantically complex phenomena: negation, modals, disjunction,
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Figure 7.3: A screenshot of the online demo of the Hy-NLI inference system.
However, the DL label will probably be false if there is such a pair, as discussed in
Section 7.3.1. On the other hand, the symbolic component will be able to successfully
label a semantically complex pair, but will struggle with pairs requiring more fluid
or gradable aspects of meaning or world-knowledge. Thus, if it can be determined
whether the pair is one of the linguistically more complex ones, i.e., if it involves
phenomena that require deeper semantics analysis, or if it rather requires robust
and fluid aspects of meaning, it can also be determined which component’s decision
should be chosen, based on what we know to work best in each case. This means
that the system needs to recognize whether there is a complex linguistic phenomenon
involved. Most of these phenomena cannot be traced solely based on surface forms,
e.g., even if modals can be captured through a short list of words, the semantic implications that potentially make inferences with them complex cannot be modeled
so straightforwardly, because they depend on the context. But the symbolic component, and specifically the GKR architecture, lends itself to the extraction of such
information. The GKR context graphs capture exactly the complex implications
and assertions coming from such phenomena. For example, a pair where one of the
context graphs has an antiveridical or averidical context seems a good candidate for
a complex pair, because it means that the sentence involves one of the structures
discussed in Section 5.4.3. Thus, to determine whether a pair is complex or not,
a classifier only needs to learn which combinations of such instantiabilities, match
specificities and path-match flags are indeed complex and which are not.
To learn that, the classifier is given a fake task: it learns which component of
the Hy-NLI system delivers the correct inference label for a given pair. By learning
this, the classifier indirectly learns whether the pair is complex: if the symbolic
implicatives and factives, other verbs with clausal complements, imperatives, interrogatives, conditionals, distributivity, quantifiers, compositionality phenomena e.g., word-order., etc.
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component is right, the pair is probably complex; if the DL component is right, the
pair is probably simple,6 but might still require world-knowledge or vague aspects
of meaning not captured in the symbolic system. If both components can get the
inference right, then the pair does not require any special treatment; it probably
only involves taxonomic kind of inference which can be correctly treated by both
methods. If none of the components gets the inference right, then no claims about
the nature of the pair can be made.
7.3.2.2

Creation of the Training Set

The training set used for the classifier is the same used for fine-tuning BERT and
XLNet (see Section 7.2 for more details). It consists of 6213 pairs. For each H-P
pair of this set, the following information is converted to binary features, marked
with 1 if this feature is present in the pair and with 0 otherwise:
• specificity relations: equals, subclass, superclass, disjoint
• instantiability: veridical, antiveridical, averidical
• path-match flags: entail_flag, contra_flag, neutral_flag
• embedded contexts
The nature of the first three types of features has been discussed in Chapter 6. The
last feature is less familiar. It considers whether any of the context graphs of the pair
includes further embedded contexts apart from the top context. This is important
because some of the complex implications do not lead to the complex instantiabilities
of antiveridical and averidical, but instead to veridical contexts embedded in one
another. This is the case in a pair like P: John managed to pass the exam. H:
John passed the exam. The concept and context graph of P is shown in Figure
7.4: only instantiable concepts (i.e., veridical contexts) are included in the graph,
but the sentence is complex in that it contains an implicative which conveys the
meaning that its embedded complement (passing) happened. In such a case, only
the veridical feature would be marked as present; but this would also be the case
for H, where also only a veridical context is involved. However, P has an increased
complexity in comparison to H, but this is not captured. By introducing the feature
embedded contexts, the system can capture exactly the kind of pairs where there are
only veridical contexts, but where these are embedded into one another and thus the
complexity is higher.
To make the feature extraction clearer, Figure 7.5 shows the complete match
graph of the pair P: The dog is chasing the small cat. H: The big cat is not chasing
6
The term “simple" here is used to refer to sentences not involving any semantically complex
phenomena, but this does not mean that the inference pair is an easy inference. For example, a pair
like P: Chicago Bulls won the game. H: A basketball game took place is not semantically complex,
but still requires a good deal of world-knowledge to get the inference right.
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Figure 7.4: The concept and context graph of the sentence John managed to pass
the exam.
the dog. From the match graph the following features can be extracted and mapped
to their values:
•
•
•
•
•
•
•
•
•
•
•

equals: 1
subclass: 0
superclass: 0
disjoint: 1
veridical: 1
antiveridical: 1
veridical: 0
entail_flag: 0
contra_flag: 17
neutral_flag: 0
embed_ctxs: 1

Such 11-dimensional vectors are input to the classifier as training data.
To create the learning target for the training pairs, we compare the gold label of
a pair with the label that each component of Hy-NLI delivers. The learning target of
the pair is the component that assigns to it the correct inference label: the symbolic
one (S), the DL one or both of them (B). If none of the components delivers the
right label, the pair is left out of the training set. This makes sure that only relevant
patterns are seen during training and it also reduces training noise since there are
only a few of these cases. Using BERT (and the SICK train set, as explained above)
in the DL component delivers the following distribution of labels: 78 are S, 1233 are
DL, 4707 are B and 195 are none. As becomes clear, most pairs are not “special"
and can be treated equally well by both systems. From this distribution, the classes
are resampled so that there is a balanced set for training. Guide for the resampling
7

The flags are not visible on the graph in Figure 7.5 but are encoded in its implementation.
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Figure 7.5: The match graph of the pair P: The dog is chasing the small cat. H: The
big cat is not chasing the dog.
is the class with the fewest instances, i.e., the S class. Thus, B is downsampled to 78
and DL to 60. DL is downsampled more than the others to account for the fact that
the SICK training corpus is heavily skewed towards the DL component and it only
contains a few complex linguistic phenomena.8 Using XLNet for the DL component
delivers the following distribution: 123 are S, 1311 are DL, 4662 are B and 117 are
none. Again, the resampling process downsamples DL and B to 70 to account for
the fewer instances of S. The created training set can now be used by the classifier.
7.3.2.3

Traning of the Classifier

We experiment with various machine learning and deep learning classifiers and various settings. Best performing is a Multi-layer Perceptron (MLP) classifier. An MLP
classifier belongs to the class of feedforward neural networks and consists of at least
three layers: an input layer, a hidden layer and an output layer. Except for the
input nodes, all other nodes are neurons that use a nonlinear activation function.
The classifier implemented here contains eight hidden layers and uses the ReLU
activation function (Hahnloser et al., 2000). The following parameters are defined
with a grid search: Adam solver for weight optimization (Kingma and Ba, 2014),
adaptive learning rate, L2 penalty at 0.01, learning rate initialization at 0.01 and
maximum iterations of 1000. The classifier learns one of the labels S, DL or B (3way classification). In the testing phase, each pair is classified as one of S, DL or
B and then mapped to the respective label: if classified as S or DL, the inference
8

The exact thresholds of the downsampling are determined experimentally.
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label of the symbolic or the DL component is used, respectively. If classified as B, it
should not matter which label is chosen, but to increase robustness the label of the
DL component is preferred (there are similar results when the label of the symbolic
system is chosen). After this mapping, a final inference relation is assigned to each
pair. An overview of the training and testing phase is given in Figure 7.6.

Figure 7.6: The training and testing phase of the hybrid classifier. The MLP model
computed during the training phase is used in the testing phase to label unlabeled
datapoints. The predicted label corresponds to the component (S, DL or B) that
is expected to correctly find the inference relation. The predicted labels are then
mapped to an inference label based on the inference label that the predicted component has computed.
To better understand how Hy-NLI works we can have a look at some concrete examples. Table 7.1 gives a glimpse into how the final inference labels of real examples
are assigned during the testing phase. In the first pair P: The artist encouraged the
secretary. H: The secretary encouraged the artist, GKR4NLI predicts contradiction
as there is a scrambling of the subject and the object of the sentences. The DL
component does not seem to be able to capture this kind of compositionality and
thus predicts entailment. Hy-NLI, however, is able to recognize that this is a pair
with complex compositionality and thus it should trust the symbolic component (i.e.,
predict S). Hence, the label C of the symbolic component is used, which is also the
correct label for the pair. Different is the case of the second pair in Table 7.1 P: A
man is running. H: A man is standing still. Here, GKR4NLI fails to find a relation
between running and standing still and thus labels the pair as neutral. On the other
hand, the DL component can rely on its robust training that running and standing
still are found in contradictions. Hy-NLI uses the features of the pair to label it as
“simple" or in other words, as a pair where the DL model is expected to be more
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robust. Thus, it chooses the label of the DL model, which maps to contradiction
and is also the golden label. Finally, the third pair P: A boy is happily playing the
piano. H: A white bird is landing swiftly in the water presents a case where both
components agree and thus the decision of Hy-NLI is made easier. Since no matches
whatsoever can be established between the sentences, GKR4NLI predicts neutrality.
The same is true for the DL model. Then, based on the features of the pair, Hy-NLI
determines that any one of the two components would give the correct label; in such
cases, as explained above, in order to increase robustness, the label of the DL model
is preferred (but there are similar results if the decision of the symbolic component
is preferred).
Pair/Label
P: The artist encouraged the secretary.
H: The secretary encouraged the
artist.
P: A man is running.
H: A man is standing still.
P: A boy is happily playing the
piano.
H: A white bird is landing swiftly
in the water.

GKR4NLI

DL

Hy-NLI

Mapped

Gold

C

E

S

C

C

N

C

DL

C

C

N

N

B

N

N

Table 7.1: Sample output of the Hy-NLI classifier and its mapping to real inference labels. GKR4NLI and DL output one of the inference labels, E(ntailment),
C(ontradiction) or N(eutral). Hy-NLI outputs one of S(ymbolic), D(eep)L(earning)
or B(oth) labels. Mapped and Gold are associated with one of the inference labels.

At this point, two important questions arise. First, the reader might wonder what
happens with pairs where both DL robustness/world-knowledge and symbolic reasoning are required; which component should then be used. Although such pairs are
not very common in current popular NLI datasets, they indeed represent a very realistic scenario. In the current Hy-NLI system, such cases are solved by the GKR4NLI
component: since a pair is assigned to GKR4NLI if it includes a complex phenomenon, as soon as such a phenomenon is found, the pair has no chance of ending
up assigned to the DL component. The current version of GKR4NLI then attempts
to solve these cases by benefiting from the limited world-knowledge and the fluid
word meanings captured in the embeddings used during the Initial Term Matching
stage. This works well for some cases, as shown in Section 6.4.2 for the RTE-3
dataset, which greatly benefits from the addition of the embeddings, but also leads
to false predictions for others. Thus, an extended version of GKR4NLI, able to capture more world-knowledge, would be a better way-forward. Specifically, GKR4NLI
could make use of the SUMO axioms, which are not currently utilized in the sys-
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tem, but also integrate further resources such as Wikipedia (see Section 7.6 for more
discussion). Then, GKR4NLI would have more chances of treating correctly such
dual cases, where both robust and symbolic reasoning is required; it would probably
still not be as efficient in capturing robustness and world-knowledge as a purely DL
approach is, but on the other hand, it would be able to perform symbolic reasoning,
which the purely DL approaches struggle with.
The treatment of such dual cases is then also intertwined with the next question: how optimal is the solution of necessarily using the label of one of the two
components? The optimal learning setting would be one where the inference label is
directly predicted based on the labels of the two components and the semantic features. In this way, the system would learn weighted predictions, where not the one
or the other label has to be chosen, but also the third one, if the system has learned
that, for example, the combination of label E from GKR4NLI and label C from
DL with X and Y semantic features should lead to a N label. This direct weighted
learning would then also be able to tackle the dual cases presented above better, because it would not need to choose one of the two components but could instead find
a middle-way. This kind of learning scenario was indeed the first setting that was
tested for the hybrid classifier. However, it performed poorly. It could be the case
that the optimal classifier and/or parameter setting could not be successfully found
or that the specific semantic features used are not descriptive enough for this kind of
classification. Further experimentation might show whether integrating more such
features or replacing BERT with a newer model like RoBERTa (Liu et al., 2019b)
can lead to better results. Thus, the current trained classifier, which indirectly learns
the inference label by learning which cases are complex or not, is indeed currently
the optimal way for combining the symbolic and the DL components into a hybrid
system.

7.4

Evaluation of Hy-NLI

As already mentioned in Section 6.4, the evaluation of Hy-NLI reveals the real value
of the GKR4NLI symbolic engine as it shows how the mechanism can benefit hybrid
settings. At the same time, this evaluation also reveals the potential hidden in hybrid
systems, where the advances of the field are combined and each problem is tackled by
the most suitable solver. For the evaluation of the hybrid system, the same datasets
used in the evaluation of GKR4NLI (see Section 6.4) are used: the FraCas testsuite,
the RTE-3 dataset, the SICK corpus, the DAS dataset and the HANS dataset. The
hybrid classifier is trained and evaluated twice, once for each of the models used in
the DL component of Hy-NLI: once for BERT and once for XLNet. As it is shown,
the two models show different performance on the datasets and thus they are also
expected to show different performance when coupled with the hybrid classifier.
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Results

The results of the evaluation are shown in Table 7.2. The table lists each of the five
datasets separately and features a column All, which contains the average performance of each system across datasets. The table shows five categories of comparison.
These categories are detailed in the following, while the concrete discussion of the
results is presented in Section 7.4.2.
The first category includes the baselines for each dataset, i.e., the majority baseline if a system would label all pairs with the label that is found most often within
the dataset. As expected, all datasets show a majority baseline of around 50%, with
an average across datasets of 52.2%. This baselines-setting is used for better comparisons of the other settings, as such a baseline suggests that any well-performing
system should be better than a majority labeling.
Method

FraCas

RTE-3 SICK
Baselines
majority baseline
54
51.2
56.8
Logic-based/Symbolic systems
MonaLog (Hu et al., 2020)
34.2
38.1
52.5
YAN (Yanaka et al., 2018)
49.4
41.9
73.3
GKR4NLI
57.7
52
78.5
deep learning systems
ESIM (Chen et al., 2018b)
49.1
43.1
80.7
BERT (Devlin et al., 2019)
54.7
58.3
86.5
XLNet (Yang et al., 2019)
54.6
55.8
85.8
Hy-NLI
Hy-NLI (BERT)
56.6
57.1
84.8
Hy-NLI (XLNET)
60.9
50.6
83
Ceiling
performance 57.7
58.3
86.5
(best component’s performance)

DAS

HANS

All

50

50

52.2

16
32.8
90.8

50
80.4
71.7

38.1
55.5
70.1

50.3
50.2
49.9

47.6
47.5
53.6

59.5
54.1
59.9

90.8
72.6
90.8

68.9
53.5
71.7

71.6*
64.1
73

Table 7.2: Accuracy of Hy-NLI on all datasets and in comparison with other symbolic
and DL systems. The column All shows the average accuracy of each system across
datasets. Bolded figures are the best performances for each dataset and the bolded*
figure is the best performance across datasets.

The second category lists logical/symbolic systems. It contains MonaLog by Hu
et al. (2020), the approach by Yanaka et al. (2018) (YAN) and GKR4NLI. MonaLog
and YAN are chosen among other symbolic systems for a couple of reasons. First,
among the logic-based systems evaluated on FraCas and SICK, they are among the
very few openly available. By being open-source, they can also be easily evaluated on
the datasets of FraCas, RTE-3, DAS and HANS, for which there are no pre-existing
accuracy figures. Other logic-based systems like NatLog are not open-source and can
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thus not be evaluated on futher datasets. Second, among the open-source logic-based
systems, YAN delivers the best performance on the SICK dataset (see Section 6.4.3),
with an accuracy of 73.3. MonaLog, on the other hand, is the most recent of such
logic-based systems and the only one with an attempt for hybridization. Thus, YAN
and MonaLog are chosen for the current evaluation. In FraCas, RTE-3 and DAS,
YAN performs worse than the majority baseline. For FraCas and DAS, this low
performance might be due to linguistic phenomena of the datasets not captured by
the system. For RTE-3, the system probably struggles to reliably translate the long
and complex sentences of the dataset to quality neo-Davidsonian representations. On
the other hand, the YAN system performs very well on the HANS dataset, with an
accuracy of 80.4%. This confirms that YAN is a strong system with a lot of potential.
However, across datasets, YAN achieves an accuracy of only 55.5%. MonaLog, on
the other hand, is not able to compete with YAN. It barely reaches the majority
baseline for SICK, while for the other datasets it lies further below the baseline.
Its simple replacement method fails to perform in challenging datasets, and thus
also across linguistic complexity. Concerning GKR4NLI, Table 7.2 summarizes the
evaluation results of the system, as these were detailed in Section 6.4. Specifically, to
keep the results comparable across datasets, I report the results of the configuration,
where only SUMO and association rule mining are used, but not BERT – excluding
BERT only harms performance for RTE-3 and is thus the best configuration across
datasets. We can clearly observe again how GKR4NLI shows highly-competitive
performance for the mainstream SICK dataset, but also for the semantically complex
DAS and HANS. Its performance drops severely for FraCas and RTE-3, whereby for
the latter it barely overcomes the majority baseline. As detailed in Section 6.4, this
performance drop can be explained through the missing implementation of some of
the FraCas phenomena and the missing world-knowledge required in RTE-3. Across
datasets, however, GKR4NLI is able to achieve an accuracy of 70.1%, much higher
than the other logic-based systems, but also much higher than the DL approaches
detailed in the following. In fact, the performance of the symbolic GKR4NLI is even
competitive to the ceiling performance and the performance of the hybrid system,
as discussed in Section 7.4.2.
The third category of the table is represented by two recent SOTA DL systems,
BERT and XLNet, and the older SOTA model ESIM (Chen et al., 2018b), which
contains WordNet knowledge (see Section 6.4.4). As discussed in Section 7.2, BERT
and XLNet are chosen as models of the DL component and thus also for the evaluation, because they have shown high performance on the mainstream NLI datasets
(as of February 2020). On the other hand, ESIM is chosen because its innovation
of integrating WordNet knowledge makes it an interesting competing approach for
other symbolic (WordNet-based) systems. The high performance of BERT and XLNet on mainstream NLI datasets can also be confirmed from Table 7.2, where their
performance on SICK reaches 86.5 and 85.8, respectively. Competitively high is also
the performance of ESIM on SICK. However, the table also confirms that such DL
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models struggle with semantically complex inferences (see Section 2.4.7): they barely
reach the majority baseline for the semantically complex FraCas, DAS and HANS.
Even for the world-knowledge intensive, but also linguistically challenging RTE-3
dataset, they seem to struggle at 43.1% for ESIM, 58.3% for BERT and 55.8% for
XLNet. This very low performance on the complex datasets costs them the overall
accuracy across datasets, which is at 54.1 for ESIM, 59.4 for BERT and 59.9 for
XLNet, much lower than the average performance of the symbolic GKR4NLI.
The fourth category of the table shows the evaluation results for Hy-NLI. Specifically, it shows two settings: one for when Hy-NLI is hybridized with the BERT
model and one for when the hybridization happens with the XLNet model. Although the discussion of the results follows in Section 7.4.2, we can already observe
that the version of Hy-NLI hybridized with BERT is able to achieve the best performance across datasets, by almost reaching the best component’s performance on
each dataset. Across datasets, it achieves an accuracy of 71.6%, competitive to the
ceiling performance. Hy-NLI with XLNet shows a similar picture, although it is not
capable of reaching high performance across the board.
The last category presented in Table 7.2 contains the Ceiling performance. This
term is used to describe the performance of the best Hy-NLI component on each
dataset, i.e., whether the symbolic GKR4NLI or one of the DL models delivers
the best performance for each dataset. For example, for the FraCas dataset the
ceiling performance lies at 57.7, which is the performance of GKR4NLI and the
highest performance on this dataset. Similarly, for RTE-3 the ceiling performance
is at 58.3, which is the accuracy of BERT and the highest performance for this
dataset. It should be noted that the ceiling performance is reported based on HyNLI’s components, and not in comparison to other systems in general: the goal is
to test whether Hy-NLI can resemble the performance of each of its components for
each dataset. Computing the ceiling performance based on the system that overall
delivers the best performance would be pointless. For example, the best performance
for the FraCas testsuite is delivered by NatLog (see Section 6.4.1), but this system
is not openly available and thus cannot be used to evaluate the other datasets apart
from FraCas. Similarly, the best performance on the RTE-3 dataset is achieved by
the machine learning system of Hickl et al. (2006) (see Section 6.4.2). However, the
system itself and the labels produced for RTE-3 are not available so that it cannot
be used for comparison on the other datasets. Neither is it fair to consider for the
ceiling performance an open-source system like YAN, where we can indeed compare
the accuracy on each dataset. For example, in HANS, YAN achieves the highest
performance at 80.4%, higher than GKR4NLI. But since Yanaka et al. (2018) do
not propose any ways to hybridize their engine, this high performance cannot be
exploited to its full potential because it cannot be used by a hybrid system such
as Hy-NLI. Overall, it would be interesting to see whether and how such systems
can be hybridized by extracting appropriate features from their representations. It
would also be interesting to see how Hy-NLI performs differently when provided, for

7.4. Evaluation of Hy-NLI

297

example, with labels of the machine learning system of Hickl et al. (2006), instead
of BERT and XLNet. Last but not least, the ceiling performance reported confirms
the picture discussed before: the symbolic system GKR4NLI is the best system in
the semantically complex datasets FraCas, DAS and HANS, while BERT is the best
system in the mainstream SICK dataset and the world-knowledge intensive RTE-3
set.

7.4.2

Discussion

The results of Table 7.2 show a clear picture for each of the discussed categories and
allow us a number of conclusions. First, we can confirm that DL approaches suffer
when confronted with challenging data, as already discussed in Sections 2.4.7.2 and
4.2.6. The picture is similar for the system by Yanaka et al. (2018), which seems to be
very good at SICK and HANS but less so for the other datasets. This could suggest
that the system cannot efficiently deal with some of the more complex phenomena.
A similar observation can be made for MonaLog. On the other hand, Hy-NLI keeps
its promise to combine the best of both-worlds and exhibits the highest performance
across datasets.
In the hybridization with BERT, Hy-NLI is able to achieve an average accuracy
of 71.6% across datasets, almost 12% higher than the purely DL models and 1 to
16% higher than the purely logical systems of GKR4NLI and Yanaka et al. (2018),
respectively. With this, it approaches the ceiling average performance of 73, which
suggests that for each dataset it almost achieves the performance of the best component. More precisely, for each dataset it is behind the best component only by
1-3%. For FraCas, it achieves 56.6% in comparison to the best score of 57.7% (from
GKR4NLI). A performance gap of only 1% to the best score (from BERT) is also
observed for RTE-3. The picture is similar for SICK, where Hy-NLI reaches 84.8,
while the best component (BERT) reaches 86.5, and HANS, with 68.9 for Hy-NLI
and 71.7 for the best component (GKR4NLI). For DAS, Hy-NLI is indeed able to
exactly reach the performance of the best approach (GKR4NLI) at 90.8. This picture shows how Hy-NLI is able to mix the different components and benefit from
what each of them is good at – even if the ceiling performance is not reached for all
datasets.
The fact that the system does not reach the ceiling performance in four of the
five datasets suggests that the training of the classifier did not include several of the
feature combinations. The SICK training set, a corpus of simple inferences, does not
contain a large variety of feature combinations of complex phenomena. Thus, the
classifier could only learn a limited number of types of complex inferences, which is
reflected in the lower performance for FraCas, RTE-3 and HANS. On the other hand,
the type of sampling process (see Section 7.3.2) might also have disadvantaged the
learning of “simple" patterns, because the pairs on which only the DL component
gave the correct label, had to be severely downsampled to match the low number of
pairs on which only GKR4NLI gave the correct label (again, due to the nature of the
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SICK corpus that mainly contains “simple" pairs). Thus, this could have led to the
performance difference for the SICK dataset, where Hy-NLI’s performance misses
the best performance by 1.7%.
Still, the real potential of Hy-NLI can be clearly seen at the performance on
the FraCas testsuite, when Hy-NLI is hybridized with XLNet. When hybridized
with XLNet, Hy-NLI outperforms the ceiling performance on FraCas, managing to
combine the predictions of the symbolic and the DL component in the best possible
way. By being able to choose the right component for each pair, Hy-NLI can not only
reach the performance of the best component, but on a dataset as a whole, it can
even outperform the best component by smartly combining the correct components.
This is also the ideal setting of the conceived hybrid system. Although it is found
in only one of the possible configurations and datasets, it highlights the system’s
potential, if trained with enough representative data.
On the rest of the datasets, the hybridization of Hy-NLI with XLNet does not
deliver as good results as Hy-NLI with BERT does. Interestingly, even when comparing the pure models, XLNet delivers worse results than BERT in four of the five
datasets, although the differences are negligible to a large extent. This could be due
to the fine-tuning process being more optimized for BERT than XLNet or even due
to the models’ architecture, which favors one kind of data over others. For the hard
datasets of RTE-3, DAS and HANS, Hy-NLI with XLNet struggles to reach the best
performance. This might again be related to the subsampling process (see Section
7.3.2), which attempts to balance out the too strong effect of the “simple" cases of
the SICK training set with complex cases. In a similar line of thought, the lower
accuracy might be the result of a suboptimal classifier, where the grid search did
not lead to the most effective parameters. Unfortunately, the neural nature of the
classifier does not allow for insights in the decision-making process of the model and
thus, it is hard to determine more closely which features played the most significant
role for which decisions.
The reader might also wonder why the average performance of Hy-NLI across
datasets is only higher by a small margin than the average performance of GKR4NLI.
This is not so puzzling considering the performance of all systems on each dataset.
On FraCas and RTE-3, GKR4NLI and BERT have very similar performances and
they are both relatively low. This means that none of the components has a
clear dominance over the other; for example, BERT does not do much better than
GKR4NLI on RTE-3, as expected, and GKR4NLI does not do much better than
BERT on FraCas, as expected. Thus, Hy-NLI does reach (almost) the best performance on FraCas and RTE-3, but since this performance is very similar to what
GKR4NLI reaches anyway, their average accuracy does not differ by a large margin. This is expected to be very different if the comparison could include systems
which do significantly better on RTE-3 or FraCas than BERT and GKR4NLI do,
respectively, e.g., the machine learning approach by Hickl et al. (2006) on RTE-3.
On the other hand, this small performance difference also highlights the efficiency
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of the symbolic GKR4NLI engine, which does not only manage to outperform other
symbolic and DL approaches, but to also stay competitive with a hybrid setting.
Overall, it is clear that Hy-NLI achieves its goal to combine the strengths of very
different components and to be able to perform across the board. By considering
what types of inference each kind of component is best at, the system can successfully implement the idea of using the most suitable solver for a given problem. By
exploiting features about the semantic nature of a pair, it can determine which pairs
should be best handled by which component. The features that Hy-NLI exploits are
generalizable semantic properties and not specific sentence combinations, so that the
augmentation of the training data with further properties combinations should give
a direct boost to the performance. In fact, given the small number of features used
for training, this kind of classifier should be able to perfectly learn to classify the
pairs, if presented with all combinations of the few used generic features. The current
classifier only used the SICK training corpus to keep the results comparable to the
SOTA NLI models and to not include any dataset-specific phenomena. Recall that
many of the researchers who have published adversarial datasets and have shown
that SOTA NLI models struggle, have proposed augmenting the data with hard
cases, which then the models are able to learn. However, as was already discussed
in detail in Section 2.4.7.2, augmenting the data with specific phenomena cannot
solve the bigger problem because due to the recursive nature of language, there will
always be other combinations of phenomena that the models will not have seen. In
contrast, the proposal to learn a few distinct semantic patterns that can distinguish
the pairs, does not require that specific sentence combinations are learned.

7.5

Explainability

The previous section showed how inference, a multi-faceted problem, can be best
tackled by a hybrid setting, in which each of the facets is explicitly served by uniting
the strengths of different approaches. With these performance results, this thesis
proposes the development of further hybrid systems that make smart use of the
available stand-alone tools. Nevertheless, such efforts should not only aim at high
performance, but also at explainability. This section makes the case for this argument.

7.5.1

Motivation

Understanding what triggers the decision of a “self-deciding" system is of crucial
importance. First, it can give us intuitions about the decision-making process. For
linguistics, it can help us distill linguistic knowledge about the analyzed phenomena.
For DL, we can refine the models and optimize them with respect to our intuition
and domain understanding. Additionally, such explainability can help us discover
how the approaches interact and thus how their interplay can be exploited in a better
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way. Apart from these more practical reasons, understanding what such a system
does, can help us deal with ethical issues. The better such “self-deciding" systems
get, the more ethical issues will arise. This means that these issues can be best
discovered and resolved if we are clear about them. For example, models trained
on (politically, socially, personally) biased data will necessarily lead to biased and
unfair predictions. Examples of such biased data were given in Section 4.3.2.2, e.g.,
an inference pair such as P: The doctor helped the patient. H: The man helped the
patient labeled as entailment, reproduces the prejudice that only men can be doctors.
Thus, opening the black-box of a system, especially of a system relying on DL, should
be as important a goal as achieving high performance. In fact, this explainability is
already targeted in current research. Most of the adversarial datasets created (see
Section 2.4.7.2) seek to test what DL models really learn and detect biases. Another
strand of research has attempted to directly learn natural language explanations
along with the inference decision Camburu et al. (2018) or create distributional
representations of syntactic and semantic inference rules Zanzotto and Ferrone (2017)
and train machine learning models on them.

7.5.2

XplaiNLI

To contribute to this direction, this thesis also makes an attempt to explain the
implemented hybrid system, by capitalizing on insights of previous research and on
own findings. To this end, in Kalouli et al. (2020b), Rita Sevastjanova, Richard
Crouch, Valeria de Paiva, Menna El-Assady and myself present XplaiNLI, an interactive visualization, web-based interface that uses Hy-NLI to compute inference and
then provides sketches of explanations for the decision made by each component of
the system. A demo of the system is available under bit.ly/XplaiNLI. An overview
of the XplaiNLI architecture is found in Figure 7.7. The user on the frontend (right)
inputs a P and an H. The pair is passed to the backend (left) where it goes through
the symbolic and DL component, which compute an inference label each. Each component also determines the rules and features, respectively, that lead to the decision.
The complete output enters the hybrid classifier, which decides on the final label.
All output is forwarded to the frontend, where an intuitive visualization encodes the
inference labels of the three approaches, as well the corresponding explanations. The
user can interact further with the interface by adding their own heuristics and by
providing feedback on the inference label, which is used for improving the separate
components.
7.5.2.1

Providing Explanations

The explanations provided for the decision of each component depend on the component itself. In the following, I present which features and rules are used as explanations by each of the components.
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Figure 7.7: The high-level architecture of XplaiNLI: on the left, the three NLI approaches providing an inference label and explainable features, and on the right, the
interactive, explainable, visual frontend.
DL Explanations To provide potential explanations for the model’s decision, my
co-authors and I implemented the findings by Naik et al. (2018), Gururangan et al.
(2018), Dasgupta et al. (2018) and McCoy et al. (2019). These findings concern
heuristics and artifacts that arguably appear in the training sets of these models and
can thus explain, to some extent, the way the models label a pair. Thus, in a given
pair, we look for these heuristics and artifacts and if they are found, we provide
them as potential explanations for the inference label. Particularly, four kinds of
heuristics/explanations are detected. First, the presence of negation. As observed
by Naik et al. (2018), Dasgupta et al. (2018) and McCoy et al. (2019), negation words
such as no, not, don’t, nobody, etc. make the model predict contradiction, consistent
with the heuristic found in the SNLI training set that contradictions almost always
contain such a negation word. Thus, if the pair contains any such negation, this is
provided as explanation for its (contradiction) label. Second, we follow Dasgupta
et al. (2018), Naik et al. (2018) and McCoy et al. (2019) and compute the lexical
overlap of the two sentences. It is argued that whenever H is completely contained
in P, the models tend to predict entailment, no matter the word order or other
constraints. Thus, if the computed lexical overlap is high, then we provide it as
potential explanation of an entailment. The third heuristic of sentence length is
similar (Naik et al., 2018, Gururangan et al., 2018): Hs that are much longer than
their Ps tend to be neutral, while Hs that are shorter than their Ps tend to be
entailed. Thus, we compute the sentence length of P and H of each pair and based
on that, we provide an explanation for the decision made by the model. Last, we
add relation-specific word heuristics. According to the findings of Gururangan et al.
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(2018), specific words being present in H or/and P are characteristic for a specific
inference relation. So, generic words like animal, instrument, outdoors are mostly
found in the hypotheses of entailments, while modifiers and superlatives like sad,
tall, best, first are mostly found in neutral pairs. Thus, if such words are detected
within a pair, they are used as explanations of the inference label of the pair.
GKR4NLI Explanations Explaining the decision of the GKR4NLI engine is
more straightforward as all steps of the process can be retraced. The rules used for
the decision, i.e. the exact combination of specificity relations, contexts and pathmach flags, are directly used to explain the decision (see Table 6.8 in Section 6.3.4).
Hy-NLI Explanations The decision of Hy-NLI is harder to explain. As mentioned before, neural models like MLP act like black-boxes at the moment, so that it
is not straightforward to see the reasons that lead to a decision. To compensate for
this un-explainability, my co-authors and I retrained Hy-NLI (with BERT) with a
Random Forest Classifier (Gini impurity, 30 estimators), as decision trees have been
shown to be among the most interpretable models (Guidotti et al., 2018).9 All other
training details remain the same. The features detailed in Section 7.3.2 used by HyNLI for prediction are also used for explainability purposes: the role each feature
plays in the prediction is represented by the weight of the feature. Apart from this
kind of explanations, by separately providing the labels of the two components of
the system, XplaiNLI makes clear what label Hy-NLI chooses.
7.5.2.2

Visual Interface

To communicate to the user the reasons that led each component to its decision, the
user interface of XplaiNLI (Figure 7.7, right) features three main components. The
first and most basic component visualizes the explanations of the decisions. The
other two require the interaction of the user with the machine and thus emphasize
the role of the human-in-the-loop: users’ observations and insights can be triggered
by the system, but the system can also be optimized based on users’ observations
and insights. For all three components to work, the user has to insert the desired
inference pair in the two available text fields (for P and H).
Visualizing Explanations First, to explain the components’ labels, the explanations are visualized with an intuitive visualization schema, as follows (Figure 7.7,
right): each sentence of the pair is presented along with all features that led to a
certain inference label. On the left side, the user can find the features (rules) of the
symbolic approach and on the right, the features of the DL model. The features
that are relevant for this pair are colored and contain X, if the feature’s value is
9

This means that this model targets explainability, rather than high performance, which was
the target of the previously trained MLP.
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true, or do not contain a X, if the value is false. The color of the features encodes
the inference relation that each approach predicted: green is for entailment, red for
contradiction and grey for neutral. Some DL features might have lower opacity: this
means that they should – according to the literature – lead to a different label than
the one actually predicted by the model. In this way, the user can verify previous
literature findings or discover new patterns. The colored features are then linked
with the predicted inference label, also encoded by color. No link between the DL
features and the label means that the prediction is not based on any of these features.
In the middle of the visualization, the user can find the label of the hybrid approach,
marked with bold text. Again, links visualize the behavior of the approach: if there
is a link between the symbolic decision and the hybrid one, Hy-NLI chose the symbolic label; if the link is between the DL label and the hybrid one, Hy-NLI chose the
DL label. If both links exist, then the labels of the symbolic and the DL component
were the same and so Hy-NLI just chose one of them. In terms of visualization, the
features used for the hybrid decision are marked with a grey H in increasing opacity:
the darker the color, the more weight this feature had for the decision.
User-defined Heuristics This component aims at helping users obtain new insights and confirm existing findings. The component is useful for users that wish to
test further heuristics than the ones that XplaiNLI already implements (see Section
7.5.2.1). Along with the input pair, users can also input words that are expected
to act as heuristics for a certain inference relation. The option of input words is
available for both P and H and for all three inference relations. For instance, it has
been shown by Gururangan et al. (2018) that the presence of the word asleep in the
hypothesis always coincides with a contradiction label in the training data, and thus
models have learned to predict contradiction if they see the word. To test whether
this heuristic is indeed true, users can insert the word asleep in the Contradiction
field of H and insert a pair containing the word asleep in its hypothesis such as The
man is walking. The man is asleep. In this case, the DL model will indeed predict
contradiction and XplaiNLI will show that this label is due to the inserted heuristic
with asleep. In this way, users can verify current findings and also produce new
insights, e.g., discover heuristic-words or phrases not yet reported in the literature.
Due to Hy-NLI’s architecture, the additional heuristics that users may enter can
only help explain the decision of the DL model; the symbolic approach is based on
predefined inference rules and Hy-NLI uses the semantic features of GKR4NLI to
make its decision, independently from surface heuristics.
Learning from User Feedback This component also requires the interaction of
the user with the system, but contributes rather to the optimization of the system
than to the generation of new insights. The labels of the hybrid decision are at the
same time clickable buttons, with which users can provide their annotation of the
pair. With this annotation, a learning process is initiated: the pair and the user’s
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annotation are added to the training pool of the DL model so that the model can
be re-trained on increasingly large data. Concerning the symbolic component, there
is a similar kind of learning process: the annotated pair runs through the association rule mining stage (see Section 6.3.3) and based on the extracted associations,
it either reinforces or weakens existing association rules or adds new ones. With
this learning stage, the symbolic component can be constantly improved and is not
solidified with the predefined inference rules. After both the DL and the symbolic
component have been updated, the hybrid classifier is also retrained based on the
newly retrained components. With such a component in place, the system can be
constantly improved without heavy labor and tedious annotation efforts.
7.5.2.3

Usability

Two simple use cases illustrate the applicability of XplaiNLI and how it can highlight
the value of hybrid settings and the importance of explainability.
A Glimpse of Hybridness A suitable pair to demonstrate the power of the
hybrid nature of Hy-NLI is the pair P: The doctor advised the president. H: The
president advised the doctor illustrated in Figure 7.8. The symbolic system labels
the pair as a contradiction using the rule the highest matching concepts (advise) are
both instantiable in top, they have the specificity equals but they are associated with
the contradiction flag (see Section 6.3.4). The DL model is predicting entailment
due to the high word overlap (see Section 7.5.2.1), not considering word order or
structure: all words of P are contained in H. Finally, the hybrid system judges the
pair as linguistically complex, due to the true value of the CONTRADICTION Flag
(highest opacity of H at this point), and thus decides to go with the label of the
symbolic system. This label is also the correct one for this pair.
A Glimpse of Explainability A simple case of explainability is demonstrated
in Figure 7.9. The pair The dog is walking. The animal is walking, is labeled as
entailment by all three components. The symbolic approach uses the rule the highest
concept match (walk) has an equals or subclass specificity, both matched concepts are
instantiable in top (veridical is true) and the path of the match is not associated
with a contradiction or neutral flag (CONTRADICTION Flag is false). The DL
approach is probably using the high lexical overlap and the fact that H contains the
generic “animal" to label it as entailment. Finally, Hy-NLI uses the false values of
the CONTRADICTION Flag and the AVERIDICAL feature to consider the pair
solvable by both components and thus simply choose the label of the DL component
for increased robustness.
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Figure 7.8: The XplaiNLI visualization of the pair P: The doctor advised the president. H: The president advised the doctor. GKR4NLI can correctly label it as
contradiction, but the DL component fails to recognize the relation. Still, Hy-NLI
is able to recognize that this is a semantically complex pair for which the symbolic
system should be trusted. Hence, it also predicts the label of the symbolic system.

Figure 7.9: The XplaiNLI visualization of the pair P: The dog is walking. H: The
animal is walking. Both components predict the same label (entailment) and Hy-NLI
recognizes that this is a pair that can be solved equally well by both approaches.
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Outlook: Potential Extensions and Improvements

One of the main advantages of a modular, hybrid architecture, apart from combining
the best of different worlds, is that each of the involved components can be separately
optimized and extended, hence improving the performance of the whole system. This
section proposes some potential extensions and improvements that can be done on
each of the components. The further development and implementation of these
proposals is left for future work.

7.6.1

GKR4NLI Extensions

As discussed above, the higher the explainability of a system, the better optimization is possible because concrete improvement methods can be suggested. Thus,
GKR4NLI, as the most explainable between the components of Hy-NLI, can be
improved and extended in more than one ways. More precisely, the detailed error analysis provided in Section 6.4 showed that the engine mainly struggles with
erroneous GKR graphs resulting from erroneous parsing, too little lexical- and worldknowledge, too few association rules and missing inference phenomena.
First, erroneous GKR graphs could be prevented by implementing a module that
is able to deal with the most common mistakes of the Stanford CoreNLP syntactic
parser. A detailed error analysis of the errors of the syntactic parser can reveal patterns or common phenomena of errors. For example, copula verbs are still too often
misinterpreted as auxiliaries. A dedicated module trained to recognize structures
with copulas could help solve the problem. Another solution would be to employ a
further parser for the syntactic analysis and investigate which parser is more suitable
for what phenomena.
Another central issue of the current symbolic engine is the restricted lexical- and
world-knowledge it contains, which leads to matching terms not getting matched. Although capturing world-knowledge is mainly the task of the DL component, GKR4NLI
can still be improved in that aspect, also to be able to better address cases where
both symbolic reasoning and DL robustness is required (see Section 7.4.2). This
can be done in three ways. First, the information of SUMO can be exploited in
a better way. At the moment, SUMO is only used to look-up concepts and their
super- and subconcepts, but in fact, it can do more than that. SUMO contains a
number of axioms about everyday “unchanging" concepts, e.g., the information that
a pilot is someone who flies airplanes. Right now, this information is getting lost,
but if it were to be utilized, pilot could then match to a sentence containing flies
airplanes or even just airplanes. The proposal for injecting this kind of knowledge is
practically to expand the current lexical graph of GKR with any axioms that can be
found in SUMO concerning the concepts of the sentence, leading to something like a
knowledge base/graph. For our example, the concept of pilot could be linked to the
concept of airplane through an edge fly/operate/occupation, etc. In this way, each
sentence would be expanded to a larger knowledge network, where the linked con-
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cepts can themselves be linked to other concepts and so on. The resulting network
would then facilitate the matching of terms. A similar facilitation would be provided
if the lexical graph could also be expanded via Wikipedia entries. Wikipedia contains
a good amount of “unchanging" and “changing" knowledge. Information about the
HIV virus, for instance, is a rather “unchanging" knowledge, while the information
that Angela Merkel is the current chancellor of Germany is bound to change. Thus,
a similar network like the one proposed above could be populated and capture facts
and relations for concepts not contained in WordNet or SUMO. It should be noted
that the embeddings injected in the lexical graph are indeed contributing to this
kind of knowledge, but the engine could benefit from more structured information.
Indeed, as a third measure for improving this kind of knowledge, the system could
employ techniques to maximize the impact of the embeddings. Specifically, it could
apply methods that capture the specific relations between matched embeddings. At
the moment, terms can be matched through their embeddings only based on their
similarity and their default specificity is equals. However, similar embeddings can
even be antonymous. Thus, techniques that are able to determine the exact taxonomic relation between terms is expected to improve performance.
Furthermore, the GKR4NLI engine can be improved by adding further association rules. The current short list of association rules cannot account for many of the
path-matches found in the datasets. This suggests that the association algorithm
should be trained on a larger corpus than SICK, so that more rules can be extracted
and more rules can be verified. The more associations are gathered, the better the
system can deal with the natural variation of natural language. This will be particularly useful if the system is extended with the resources mentioned above, which
will naturally bring more variation to the potential matches and thus to the potential matching paths. Apart from extending the current association rules, variation
can also be targeted by adding lexicalized information into the current rules and
thus capturing more accurate patterns. Recall that the current associations do not
contain any information about the lexical items themselves, but rather only about
their semantic relations, which can be problematic in many cases (see Section 6.3.3
for discussion). Such an addition could be achieved by devising corpora that include
more lexical variation and thus lexicalized information can be reliably learned.
Last but not least, GKR4NLI could be improved by implementing the phenomena
that are not part of the current version of GKR and/or GKR4NLI, e.g., adding the
treatment of conditionals, distributivity and ellipsis in GKR or adding the inference
implications of further quantifiers in GKR4NLI.
Apart from the practical additions and improvements that can be done to GKR
and GKR4NLI, laying out the complete semantics of GKR is a further issue that
remains open for future work. The semantics of GKR as presented in Crouch and
Kalouli (2021) and summarized in Section 5.3 does not yet formalize important
aspects of the representation, e.g., the semantics of the property and lexical graphs,
distributivity and conditionality aspects of the context graph, the exact status of
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“non-concept" terms like negation words and modals, etc. Future efforts should
address these issues and present a more complete account of the GKR semantics.

7.6.2

DL Extensions

The possible extensions for the DL component are not as direct. Improved models
can be produced by training on increasingly large data, but also by improving the
algorithmic side of the approach. Current research focuses on both these directions.
However, as discussed above and also in Section 4.3, it is essential that this research
takes into account other current considerations about fair and unbiased data and
explainability. The risk that increasing amounts of data will lead to more of the
issues discussed in Section 4.3 is high. The same goes for explainability: the more
complex the algorithms become, the less we know what they do. Thus, a shift of
attention is necessary, so that such aspects are taken into account, while improving
the current models.

7.6.3

Hy-NLI Extensions

The reliance of Hy-NLI on the two other components naturally means that any improvement in these components will automatically also bring improvements to the
hybrid system. However, even with the current setting, the hybrid system itself can
be improved in a couple of ways. First, it could be trained on more combinations of
linguistically complex and less complex patterns. As discussed in Section 7.4.2, the
features of the classifier are generalizable semantic properties that can straightforwardly benefit from their augmentation with further cases. This augmentation could
be achieved through an appropriate corpus containing balanced kinds of semantic
patterns, i.e., linguistic complexities, or through the collection of representative cases
from different corpora to form a training corpus. Additionally, Hy-NLI could be improved by experimenting with further classifiers and fine-tuning further parameters
to find an even more suitable hybrid model. Ideally, the hybrid classifier should
be able to smartly combine the decisions of each component so that, on a mixed
dataset, it can achieve a higher performance than any one of the components alone
(cf. the Hy-NLI with XLNet configuration for the FraCas testuite, discussed in Section 7.4.2). Furthermore, to contribute to the explainability effort, it is important
to find ways to optimize the performance of the current Random Forest Classifier,
so that the same model can be used to target both performance and explainability.
Last but not least, it is worth investigating how a high-performing weighted classifier, which is able to directly learn the inference label, can be trained (cf. Section
7.3.2.3).

7.7. Summary and Conclusion

7.7
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Summary and Conclusion

This chapter described Hy-NLI, the hybrid inference engine built as the main goal
of this thesis. After an introduction of the DL component used in the hybrid engine,
the rationale behind the engine was presented. It was detailed how the DL component can be combined with the symbolic engine GKR4NLI, presented in Chapter 6,
to form a hybrid system. The hybrid system was thoroughly evaluated by showing
how it is able to smartly combine its components to reach the best performance
in each of the five datasets under comparison. Moving on, the chapter introduced
XplaiNLI, an interactive visual interface built on top of Hy-NLI and aiming at explainability. It was shown how the decisions of the different system components can
be explained. Finally, the chapter offered an outlook discussion concerning potential
extensions and improvements of the system. Particularly, it discussed how each of
the system’s components can be separately improved and thus contribute to a better
overall system.
The hybrid system presented in this chapter allows for a number of observations.
First, it proposes an efficient division of semantic labor. It shows how a symbolic
engine and a DL model can be efficiently combined, so that the strengths of each
approach can be exploited. With this, it not only highlights the areas for which each
approach is suitable, but it also shows how a hybrid setting can learn to tackle these
different facets of meaning. Still, the proposed hybrid engine does not attempt to
push all aspects of meaning into one final representation. Instead, it allows for the
symbolic and DL component to live alongside one another and to each contribute
different aspects. It exploits the finding that each approach is more suitable for a
specific kind of problem and thus an inference label should be tailored based on its
nature. With this, it manages to achieve across the board higher performance than
each of its components alone. The simple, yet powerful idea behind the development of Hy-NLI is made possible thanks to the GKR architecture and especially,
its strict separation between the conceptual, predicate-argument and its contextual,
existential structure. This characteristic of GKR allows for the distinction and different treatment of the different facets of meaning: pairs with no complex contextual
structure, but possibly a complex conceptual structure should be treated by the DL
component; on the other hand, pairs with complex contextual structure, but simpler
conceptual structure, should be handled by the symbolic engine. Thus, the successful
implementation of the hybrid engine highlights not only the value of this architecture
for the purposes of the symbolic inference engine, but also how it can benefit hybrid
settings.
The chapter also makes the case for explainability. Achieving high performance
should not be the only goal of such systems: being able to provide explanations
and justifications for the decisions of the system is important too. To this end, the
XplaiNLI interactive visual interface presented in this chapter attempts to explain
the decisions of Hy-NLI. It shows how the symbolic engine is the most straightforward
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to understand, because the decisions can be traced all the way back to their source.
On the other hand, for the explanation of the DL component we have to capitalize
on literature findings that may or may not be verifiable. Concerning the hybrid
classifier, being able to explain its decision depends on the model we choose for the
classification. The best-performing model is a black-box DL model that does not
allow for further interpretability. On the other hand, the model which can indeed
efficiently tackle explainability, suffers from lower performance. Thus, it becomes
clear that there is a need for models that are both high-performing and explainable.
Last but not least, the chapter offers an outlook of potential improvements and
extensions of the current system. Thanks to the modular nature of Hy-NLI, each
component can be separately optimized and thus contribute to the improvement of
the whole system. In particular, the symbolic engine can be optimized by dealing
with open issues of the GKR semantic parser, but also with weaknesses of the inference engine itself. The DL component can benefit from an improved model that
targets performance as much as explainability. Similarly, the hybrid system can benefit from a classifier which is both explainable and high-performing. The classifier
can also be optimized with further training data. Overall, the outlook reflects the
fact that, although the system implemented within this thesis can still be improved
in many ways, it represents a first successful proposal to develop a truly hybrid inference engine that is not trying to win the debate between symbolic and deep learning
approaches, but instead to marry them up into a harmonical co-existence.

Chapter 8

Conclusion
This thesis proposed and implemented a hybrid NLI system, Hy-NLI. The hybrid
system combined the strengths of a symbolic and DL approach and determined which
approach should be trusted based on the nature of the inference pair. This novel
way of marrying up so different approaches proved promising for NLI and could also
be beneficial for other NLP and NLU applications. The implemented system and
all of its sub-parts are of general domain and have not been fine-tuned for specific
applications or datasets. Although the system has been implemented for English,
the underlying approaches of the sub-parts are easily adjustable to other languages.
By fulfilling the ultimate goal of implementing such a system, this thesis made four
major contributions.
First, the thesis contributed to the discussion on the quality and nature of the
available NLI data (Chapter 4). After a detailed investigation of the SICK corpus,
this thesis collected and presented a number of issues that most recent datasets
exhibit, concerning both the data itself and its annotation. The issues were classified
in categories and types, and proposals were made on how to deal with some of
these issues, e.g., an annotation effort corrected one third of the SICK corpus. The
thesis also proposed experiments with which the insights of the investigation can be
quantified and light can be shed on the NLI task.
With such an investigation, the thesis at hand showed that earlier NLI datasets
were carefully designed to have high coverage of semantic and inferential phenomena and to require large amounts of world-knowledge. More recent datasets have
focused on the need for large-size corpora and cannot fulfill similar desiderata, while
also exhibiting bias and artifacts. Additionally, this work was able to show that
the datasets suffer from erroneous annotations, resulting from inherent annotation
disagreements, but also from the corpus’ creation process. I proposed ways in which
such issues can be mitigated, by reconsidering task design decisions, correcting faulty
annotations and recognizing inherent human disagreements. Particularly, the experiments performed to quantify the gained insights showed how some of the proposed
measures can work in practice, improve the annotation quality and reduce the inher311
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ent controversy. With this, this thesis attempted to spell out aspects and challenges
of NLI that are usually glossed over. Apart from these theoretical contributions, the
analysis of the NLI data also led to the publication of a corrected SICK sub-corpus,
which can now be used as a reliable gold-standard for the evaluation of NLI systems.
It is also used as one of the evaluation datasets of the system of this thesis.
A further contribution of this thesis is the development of an expressive semantic representation and the implementation of a suitable semantic parser producing
the representation (Chapter 5). Precisely, the Graphical Knowledge Representation
(GKR) was proposed. The thesis presented the inspiration behind GKR and summarized a formal account of its semantics. By detailing the implementation of the
GKR semantic parser, this work also discussed challenges and current weaknesses
of the system. Through an extensive intrinsic and extrinsic evaluation, the thesis
showed the value of the implemented system.
By achieving high performance on the tested datasets, this thesis was able to
show how the two main characteristics of GKR are beneficial. On the one hand,
the separation of the sentence information into different graphs leads to modularity
and increased flexibility. On the other hand, the strict separation of concepts and
contexts allows for the efficient treatment of boolean and contextual phenomena and
for the efficient combination of symbolic and distributional approaches. This work
also made clear the importance of taking concepts and not individuals as primitive,
in order to achieve this efficient separation. By uncovering all implementation facets
and challenges, this thesis additionally showed how GKR can avoid many of the
limitations of other contemporary semantic representations. At the same time, it
made explicit the weaknesses that are still present in the current system and in
which ways they can be improved. With the successful implementation of the GKR
parser, the thesis at hand could argue for the usefulness of GKR for the symbolic,
as well as the hybrid inference engine.
The third contribution of this thesis was the implementation of the symbolic
inference engine, GKR4NLI (Chapter 6). The thesis presented the rationale behind
the inference algorithm and detailed the four-stage pipeline implementation of the
system. GKR4NLI was thoroughly evaluated on five datasets of various sizes and
complexities, revealing the strengths and weaknesses of the system. This work further included detailed error analysis and ablation studies to shed more light on the
performance and efficiency of the implemented system.
By implementing such a symbolic inference engine, this work showed how Natural Logic (NL) can be successfully used for inference, especially when it is applied
on semantically motivated representations and not on surface forms. Particularly,
it highlighted how the Description-Logic-style concept restriction posed by GKR is
perfectly aligned with the monotonicity concepts utilized in NL. Additionally, the
implementation of the inference engine emphasized the value of the projection architecture of GKR, where concepts can be utilized for the NL-style inference in the
first stages of the pipeline, and contexts can determine the logical relations in the
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last stage of the pipeline. Furthermore, detailed error analysis and ablation studies
contributed to an exhaustive evaluation of the system, with explainable results, in
contrast to black-box, dataset-specific SOTA models. The error analysis highlighted
the need for an extension and improvement of the path-match flagging process and
improvement of the GKR graph, either through its augmentation with missing structures or through the treatment of erroneous syntactic parses. It also showed that
weaknesses in performance stem from inference phenomena not yet implemented
and from matches between concepts not being found. The fact that the inference
mechanism relies on the matches means that the system should constantly be improved in terms of resources, based on which matches can be established. With the
ablation studies, this thesis shed light on the nature of each dataset. It was shown
that not all system components are equally useful for each dataset and thus, that
each dataset poses different challenges. This finding also contributes to the discussion that implemented models and systems should be evaluated on a wide range of
datasets to be able to report representative performance. Overall, this thesis showed
that GKR4NLI, a symbolic inference engine, has a competitive performance to other
SOTA systems: it lags behind in datasets requiring intensive world-knowledge and
high robustness, but strongly outperforms them in semantically complex datasets.
Therefore, the thesis at hand could motivate the need for a hybrid system that is
able to combine the precision and linguistic informativity of the symbolic inference
engine and the robustness and world-knowledge of SOTA neural models.
The thesis could not only motivate the need for a hybrid system, but also propose and implement such a system (Chapter 7). With Hy-NLI, this thesis fulfilled
its ultimate goal. The rationale behind Hy-NLI and the way that GKR4NLI can
be combined with a DL approach were described in detail. The value and impact
of the system was revealed through a thorough evaluation that showed how Hy-NLI
can smartly combine its components to outperform the SOTA across datasets. With
this, this work was able to propose an efficient division of semantic labor, where
each approach is used for those facets of meaning, for which it has been shown to
be more suitable. This thesis managed to let a symbolic and DL component live
alongside each other, without attempting to declare an all-solver. This was made
possible thanks to the GKR architecture and especially, its strict separation between
the conceptual and its contextual structure: pairs with no complex contextual structure, but potentially a complex conceptual structure could be treated by the DL
component; on the other hand, pairs with complex contextual structure, but simpler
conceptual structure could be handled by the symbolic engine. Thus, this work could
emphasize even further the value of GKR, not only for implementing an inference
engine but also for facilitating hybrid settings.
Apart from a working inference system, the thesis at hand contributed towards
the explainability of the proposed methods by developing an appropriate visual interface, XplaiNLI. The interface was able to provide explanations for the decisions
of all three components of Hy-NLI: GKR4NLI, the DL component with BERT and
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the hybrid engine itself. By providing such an interface, this thesis made the case
for opening the black-box of DL and why this is absolutely necessary. It showed how
understanding a system leads to its more efficient optimization and to the mitigation
of biases and artifacts. Thus, this work motivated more research in this direction.
Furthermore, this thesis offered a detailed outlook of potential extensions and
improvements of each of the system’s components. Thanks to the modularity of the
system, each component can be separately improved. The work offered solutions in
how GKR4NLI can be optimized by dealing with open issues of the GKR semantic
parser but also with weaknesses of the inference engine itself. Additionally, it argued
for the benefits of an improved DL model, which also targets explainability. The
improvement of the hybrid classifier was proposed through the improvement of the
training process: increase of the training data and optimization of the trained model.
Overall and despite the improvement potential extensively discussed, this thesis
could successfully fulfill its goal of developing a truly hybrid inference engine. This
thesis accepts the fact that different approaches do have different strengths and
does not try to argue for the one or the other, but instead marry them up into a
harmonical co-existence. Thus, this work contributes to current active research in
NLI and advances the field. Although it is clear that many aspects of human inference
and reasoning are far too complex and multi-faceted, and that our understanding on
them is still at an early stage, this thesis helps emulate some aspects of it. With this,
it furthers AI research in the interface of human language and human reasoning.
My hope is that this and similar efforts can help advance the field for the sake of
humanity: build AI systems that can improve the quality of human life by facilitating
everyday tasks and most importantly, assisting people in need. While hoping, I am
totally aware of the dangers hidden behind such technologies. As Wernher von
Braun, German rocket scientist and astronautics engineer, put it “Science does not
have a moral dimension. It is like a knife. If you give it to a surgeon or a murderer,
each will use it differently."1 In the words of Christian Lange during his Nobel Peace
Prize Lecture in 1921, “Technology is a useful servant but a dangerous master."2
May AI never be used to physically or emotionally hurt humans or nature.

1
2

Available under https://en.wikiquote.org/wiki/Wernher_von_Braun
Available under https://www.nobelprize.org/prizes/peace/1921/lange/lecture/

Appendix
The demos and software made available within this thesis are summarized in the
following:
• the demo of the GKR semantic parser can be found under http://lap0973.
sprachwiss.uni-konstanz.de:8080/sem.mapper/
• the open-source code of the GKR semantic parser is available at https://
github.com/kkalouli/GKR_semantic_parser
• the demo of Hy-NLI, the hybrid inference engine, can be found under http:
//bit.ly/Hy-NLI
• the open-source code of Hy-NLI is available at https://github.com/kkalouli/
Hy-NLI
• the demo of XplaiNLI, the explainable Hy-NLI interface, can be found under
http://bit.ly/XplaiNLI
• the open-source code of XplaiNLI is available at https://github.com/kkalouli/
XplaiNLI
• the open-source code of GKR4NLI, the symbolic inference component, is available at https://github.com/kkalouli/GKR4NLI/

315

Bibliography

317

Bibliography
Abend, Omri and Rappoport, Ari. 2013. Universal Conceptual Cognitive Annotation
(UCCA). In Proceedings of the 51st Annual Meeting of the Association for Computational Linguistics (Volume 1: Long Papers), pages 228–238, Sofia, Bulgaria:
Association for Computational Linguistics.
Abzianidze, Lasha, Bjerva, Johannes, Evang, Kilian, Haagsma, Hessel, van Noord,
Rik, Ludmann, Pierre, Nguyen, Duc-Duy and Bos, Johan. 2017. The Parallel
Meaning Bank: Towards a Multilingual Corpus of Translations Annotated with
Compositional Meaning Representations. In Proceedings of the 15th Conference of
the European Chapter of the Association for Computational Linguistics: Volume
2, Short Papers, pages 242–247, Valencia, Spain: Association for Computational
Linguistics.
Agichtein, Eugene, Askew, Walt and Liu, Yandong. 2008. Combining Lexical, Syntactic, and Semantic Evidence for Textual Entailment Classification. In Proceedings of the 1st Text Analysis Conference (TAC), Recognizing Textual Entailment
(RTE) Track , Maryland, USA: National Institute of Standards and Technology.
Agrawal, Rakesh, Imieliński, Tomasz and Swami, Arun. 1993. Mining association
rules between sets of items in large databases. In Proceedings of the International
Conference of the Special Interest Group on Management of Data, pages 207–216,
Portland, Oregon, USA: Association for Computing Machinery.
Agrawal, Rakesh and Srikant, Ramakrishnan. 1994. Fast Algorithms for Mining Association Rules in Large Databases. In Proceedings of the 20th International Conference on Very Large Data Bases, VLDB ’94, page 487–499, San Francisco, CA,
USA: Morgan Kaufmann Publishers Inc.
Akhmatova, Elena. 2005. Textual entailment resolution via atomic propositions. In
Proceedings of the First PASCAL Challenge Workshop on Recognizing Textual
Entailment, volume 150, pages 61–64, Southampton, U.K.: PASCAL.
Alsuhaibani, Mohammed, Maehara, Takanori and Bollegala, Danushka. 2019. Joint
Learning of Hierarchical Word Embeddings from a Corpus and a Taxonomy. In
Proceedings of the Automated Knowledge Base Construction Conference (AKBC),
Amherst, MA, USA: Association for Computational Linguistics.
Angeli, Gabor and Manning, Christopher D. 2014. NaturalLI: Natural Logic Inference for Common Sense Reasoning. In Proceedings of the 2014 Conference on Empirical Methods in Natural Language Processing (EMNLP), pages 534–545, Doha,
Qatar: Association for Computational Linguistics.

318

Bibliography

Baader, Franz, Calvanese, Diego, McGuinness, Deborah, Patel-Schneider, Peter and
Nardi, Daniele. 2003. The Description Logic handbook: Theory, implementation
and applications. Cambridge University Press.
Bade, Nadine and Schwarz, Florian. 2019. An experimental investigation of antipresuppositions. Working Papers in Linguistics 25(1), 5.
Banarescu, Laura, Bonial, Claire, Cai, Shu, Georgescu, Madalina, Griffitt, Kira,
Hermjakob, Ulf, Knight, Kevin, Koehn, Philipp, Palmer, Martha and Schneider,
Nathan. 2013. Abstract Meaning Representation for Sembanking. In Proceedings of
the 7th Linguistic Annotation Workshop & Interoperability with Discourse, pages
178–186, Sofia, Bulgaria: Association for Computational Linguistics.
Bar-Haim, Roy, Dagan, Ido, Dolan, Bill, Ferro, Lisa, Giampiccolo, Danilo, Magnini,
Bernardo and Szpektor, Idan. 2006. The Second PASCAL Recognising Textual
Entailment Challenge. In Proceedings of the Second PASCAL Recognising Textual
Entailment Challenge Workshop, pages 1–9, Venice, Italy.
Bar-Haim, Roy, Dagan, Ido, Greental, Iddo, Szpektor, Idan and Friedman, Moshe.
2007. Semantic Inference at the Lexical-Syntactic Level for Textual Entailment
Recognition. In Proceedings of the ACL-PASCAL Workshop on Textual Entailment and Paraphrasing, pages 131–136, Prague: Association for Computational
Linguistics.
Basile, Pierpaolo, de Gemmis, Marco, Gentile, Anna Lisa, Lops, Pasquale and Semeraro, Giovanni. 2007. UNIBA: JIGSAW algorithm for Word Sense Disambiguation. In Proceedings of the Fourth International Workshop on Semantic Evaluations (SemEval-2007), pages 398–401, Prague, Czech Republic: Association for
Computational Linguistics.
Basile, Valerio, Bos, Johan, Evang, Kilian and Venhuizen, Noortje. 2012. Developing
a large semantically annotated corpus. In Proceedings of the Eighth International
Conference on Language Resources and Evaluation (LREC 2012), pages 3196–
3200, Istanbul, Turkey: European Language Resources Association (ELRA).
Bayer, Samuel, Burger, John, Ferro, Lisa, Henderson, John and Yeh, Alexander.
2005. MITRE’s Submissions to the EU Pascal RTE Challenge. In Proceedings
of the First PASCAL Challenge Workshop on Recognizing Textual Entailment,
volume 150, pages 41–44, Southampton, U.K.
Bechhofer, Sean, Horrocks, Ian and Patel-Schneider, Peter F. 2003. Tutorial on
OWL. http://www.ling.helsinki.fi/kit/2004k/ctl310semw/OWL/ISWC2003/
introduction.pdf.

Bibliography

319

Beltagy, Islam, Chau, Cuong, Boleda, Gemma, Garrette, Dan, Erk, Katrin and
Mooney, Raymond. 2013. Montague Meets Markov: Deep Semantics with Probabilistic Logical Form. In Second Joint Conference on Lexical and Computational
Semantics (*SEM), Volume 1: Proceedings of the Main Conference and the Shared
Task: Semantic Textual Similarity, pages 11–21, Atlanta, Georgia, USA: Association for Computational Linguistics.
Beltagy, Iz, Roller, Stephen, Cheng, Pengxiang, Erk, Katrin and Mooney, Raymond J. 2016. Representing Meaning with a Combination of Logical and Distributional Models. Computational Linguistics 42(4), 763–808.
Bentivogli, Luisa, Clark, Peter, Dagan, Ido, Dang, Hoa Trang and Giampiccolo,
Danilo. 2010. The Sixth PASCAL Recognizing Textual Entailment Challenge. In
Proceedings of the 10th Text Analysis Conference (TAC), Maryland, USA: National Institute of Standards and Technology.
Bentivogli, Luisa, Clark, Peter, Dagan, Ido, Dang, Hoa Trang and Giampiccolo,
Danilo. 2011. The Seventh PASCAL Recognizing Textual Entailment Challenge.
In Proceedings of the 11th Text Analysis Conference (TAC), Maryland, USA: National Institute of Standards and Technology.
Bentivogli, Luisa, Dagan, Ido, Dang, Hoa Trang, Giampiccolo, Danilo and Magnini,
Bernardo. 2009. The Fifth PASCAL Recognizing Textual Entailment Challenge. In
Proceedings of the 9th Text Analysis Conference (TAC), Maryland, USA: National
Institute of Standards and Technology.
Benz, Anton and Gotzner, Nicole. 2014. Embedded implicatures revisited: issues
with the truth-value judgment paradigm. In Proceedings of the formal & experimental pragmatics workshop, pages 1–6, Tübingen: Universität Tübingen.
Benz, Anton, Gotzner, Nicole and Raithel, Lisa. 2019. Embedded implicature in a
new interactive paradigm. Proceedings of Sinn und Bedeutung 22(1), 205–221.
Bernardy, Jean-Philippe and Chatzikyriakidis, Stergios. 2017. A Type-Theoretical
system for the FraCaS test suite: Grammatical Framework meets Coq. In Proceedings of the 12th International Conference on Computational Semantics (IWCS) Long papers, Montpellier, France: Laboratoire d’Informatique, de Robotique et
de Microélectronique de Montpellier (LIRMM).
Berners-Lee, Tim, Hendler, James and Lassila, Ora. 2001. The Semantic Web. Scientific American 284.
Bertot, Yves and Castéran, Pierre. 2013. Interactive theorem proving and program
development: Coq’Art: the calculus of inductive constructions. Springer-Verlag
Berlin Heidelberg.

320

Bibliography

Blacoe, William and Lapata, Mirella. 2012. A Comparison of Vector-based Representations for Semantic Composition. In Proceedings of the 2012 Joint Conference
on Empirical Methods in Natural Language Processing and Computational Natural
Language Learning, EMNLP-CoNLL ’12, pages 546–556, Stroudsburg, PA, USA:
Association for Computational Linguistics.
Bobrow, Daniel G., Cheslow, Bob, Condoravdi, Cleo, Karttunen, Lauri, King,
Tracy Holloway, Nairn, Rowan, de Paiva, Valeria, Price, Charlotte and Zaenen,
Annie. 2007a. PARC’s Bridge and Question Answering System. In Proceedings
of the Grammar Engineering Across Frameworks Workshop (GEAF 2007), pages
46–66, Stanford, California, USA: CSLI Publications.
Bobrow, Danny G., Condoravdi, Cleo, Crouch, Richard, de Paiva, Valeria, Karttunen, Lauri, Holloway-King, Tracy, Nairn, Rowan, Price, Charlotte and Zaenen,
Annie. 2007b. Precision-focused Textual Inference. In Proceedings of the PASCAL Workshop on Textual Entailment and Paraphrasing, RTE ’07, pages 16–21,
Stroudsburg, PA, USA: Association for Computational Linguistics.
Bobrow, Danny G., Crouch, Richard, de Paiva, Valeria, Kaplan, Ron, Karttunen,
Lauri, King-Holloway, Tracy and Zaenen, Annie. 2005. A basic logic for textual
inference. In Proceedings of the AAAI Workshop on Inference for Textual Question
Answering, Pittsburgh, Pennsylvania, USA: AAAI Press.
Bojanowski, Piotr, Grave, Edouard, Joulin, Armand and Mikolov, Tomas. 2017. Enriching Word Vectors with Subword Information. Transactions of the Association
for Computational Linguistics 5, 135–146.
Bos, Johan. 2008a. Introduction to the Shared Task on Comparing Semantic Representations. In Proceedings of the Conference on Semantics in Text Processing
(STEP), pages 257 –– 261, Venice, Italy: Association for Computational Linguistics.
Bos, Johan. 2008b. Wide-Coverage Semantic Analysis with Boxer. In Proceedings of
the Conference on Semantics in Text Processing (STEP), pages 277–286, College
Publications.
Bos, Johan. 2015. Open-domain semantic parsing with boxer. In Proceedings of the
20th Nordic Conference of Computational Linguistics, (NODALIDA), NODALIDA, No. 109, pages 301–304, Vilnius, Lithuania: Linköping University Electronic
Press.
Bos, Johan. 2016. Expressive Power of Abstract Meaning Representations. Computational Linguistics 42(3), 527–535.

Bibliography

321

Bos, Johan, Clark, Stephen, Steedman, Mark, Curran, James R. and Hockenmaier,
Julia. 2004. Wide-Coverage Semantic Representations from a CCG Parser. In Proceedings of the 20th International Conference on Computational Linguistics (COLING), pages 1240–1247, USA: Association for Computational Linguistics.
Bos, Johan and Markert, Katja. 2005. Recognising Textual Entailment with Logical Inference. In Proceedings of the Conference on Human Language Technology
and Empirical Methods in Natural Language Processing (HLT), pages 628–635,
Stroudsburg, PA, USA: Association for Computational Linguistics.
Boston, Marisa, Crouch, Richard, Özcan, Erdem and Stubley, Peter. 2019. Natural
language inference using an ontology. In Cleo Condoravdi and Tracy Holloway
King (eds.), Lauri Karttunen Festschrift, CSLI Publications.
Böttner, Michael. 1988. A note on existential import. Studia Logica 47(1), 35–40.
Bowman, Samuel R., Angeli, Gabor, Potts, Christopher and Manning, Christopher D. 2015a. A large annotated corpus for learning natural language inference.
In Proceedings of the 2015 Conference on Empirical Methods in Natural Language
Processing, pages 632–642, Lisbon, Portugal: Association for Computational Linguistics.
Bowman, Samuel R., Gauthier, Jon, Rastogi, Abhinav, Gupta, Raghav, Manning,
Christopher D. and Potts, Christopher. 2016. A Fast Unified Model for Parsing
and Sentence Understanding. In Proceedings of the 54th Annual Meeting of the
Association for Computational Linguistics (Volume 1: Long Papers), pages 1466–
1477, Berlin, Germany: Association for Computational Linguistics.
Bowman, Samuel R., Potts, Christopher and Manning, Christopher D. 2015b. Recursive Neural Networks Can Learn Logical Semantics. In Proceedings of the 3rd
Workshop on Continuous Vector Space Models and their Compositionality, pages
12–21, Beijing, China: Association for Computational Linguistics.
Brachman, Ronald J. 1977. What’s in a concept: structural foundations for semantic
networks. In International journal of man-machine studies, volume 9, pages 127–
152, Elsevier.
Brachman, Ronald J. 1978. Structured inheritance networks. In Research in Natural
Language Understanding, Quarterly Progress Report, volume 1, pages 36–78, Bolt
Beranek and Newman Inc.
Bray, Tim, Paoli, Jean and Sperberg-McQueen, C. M. 1998. Extensible Markup
Language (XML) 1.0. https://www.w3.org/TR/1998/REC-xml-19980210.html.
Burchardt, Aljoscha, Walter, Stephan, Koller, Alexander, Kohlhase, Michael, Blackburn, Patrick and Bos, Johan. 2003. A course in Computational Semantics.
http://www.coli.uni-saarland.de/projects/milca/courses/comsem/html/.

322

Bibliography

Cabrio, Elena. 2011. Component-Based Textual Entailment: a Modular and
Linguistically-Motivated Framework for Semantic Inferences. Ph. D.thesis, University of Trento.
Camburu, Oana-Maria, Rocktäschel, Tim, Lukasiewicz, Thomas and Blunsom, Phil.
2018. e-SNLI: Natural Language Inference with Natural Language Explanations.
In S. Bengio, H. Wallach, H. Larochelle, K. Grauman, N. Cesa-Bianchi and R. Garnett (eds.), Advances in Neural Information Processing Systems 31 , pages 9539–
9549, Curran Associates, Inc.
Carletta, Jean. 1996. Assessing Agreement on Classification Tasks: The Kappa
Statistic. Computational Linguistics 22(2), 249–254.
Carroll, Jeremy, Bizer, Christian, Hayes, Pat and Stickler, Patrick. 2005. Named
Graphs. Web Semantics: Science, Services and Agents on the World Wide Web
3(4), 247–267.
Cases, Ignacio, Rosenbaum, Clemens, Riemer, Matthew, Geiger, Atticus, Klinger,
Tim, Tamkin, Alex, Li, Olivia, Agarwal, Sandhini, Greene, Joshua D., Jurafsky,
Dan, Potts, Christopher and Karttunen, Lauri. 2019. Recursive Routing Networks:
Learning to Compose Modules for Language Understanding. In Proceedings of the
2019 Conference of the North American Chapter of the Association for Computational Linguistics: Human Language Technologies, Volume 1 (Long and Short Papers), pages 3631–3648, Minneapolis, Minnesota: Association for Computational
Linguistics.
Celikyilmaz, Asli, Thint, Marcus and Huang, Zhiheng. 2009. A Graph-based SemiSupervised Learning for Question-Answering. In Proceedings of the Joint Conference of the 47th Annual Meeting of the ACL and the 4th International Joint
Conference on Natural Language Processing of the AFNLP , pages 719–727, Suntec, Singapore: Association for Computational Linguistics.
Chen, Danqi and Manning, Christopher. 2014. A Fast and Accurate Dependency
Parser using Neural Networks. In Proceedings of the 2014 Conference on Empirical
Methods in Natural Language Processing (EMNLP), pages 740–750, Association
for Computational Linguistics.
Chen, Qian, Zhu, Xiaodan, Ling, Zhen-Hua, Inkpen, Diana and Wei, Si. 2018a.
Neural Natural Language Inference Models Enhanced with External Knowledge.
In Proceedings of the 56th Annual Meeting of the Association for Computational
Linguistics (Volume 1: Long Papers), pages 2406–2417, Melbourne, Australia:
Association for Computational Linguistics.
Chen, Qian, Zhu, Xiaodan, Ling, Zhen-Hua, Inkpen, Diana and Wei, Si. 2018b.
Neural Natural Language Inference Models Enhanced with External Knowledge.

Bibliography

323

In Proceedings of the 56th Annual Meeting of the Association for Computational
Linguistics (Volume 1: Long Papers), pages 2406–2417, Melbourne, Australia:
Association for Computational Linguistics.
Chen, Qian, Zhu, Xiaodan, Ling, Zhen-Hua, Wei, Si and Jiang, Hui. 2016. Enhancing
and Combining Sequential and Tree LSTM for Natural Language Inference. CoRR
abs/1609.06038.
Chen, Qian, Zhu, Xiaodan, Ling, Zhen-Hua, Wei, Si, Jiang, Hui and Inkpen, Diana.
2017. Enhanced LSTM for Natural Language Inference. In Proceedings of the 55th
Annual Meeting of the Association for Computational Linguistics (Volume 1: Long
Papers), pages 1657–1668, Vancouver, Canada: Association for Computational
Linguistics.
Chierchia, G. and McConnell-Ginet, S. 2001. Meaning and Grammar: An Introduction to Semantics. Cambridge, MA: MIT Press, second edition.
Choi, Jihun, Yoo, Kang Min and Lee, Sang-goo. 2017. Unsupervised learning of taskspecific tree structures with tree-lstms. arXiv preprint arXiv:1707.02786 17(43),
143.
Choi, Jinho D and Nicolov, Nicolas. 2009. K-best, locally pruned, transition-based
dependency parsing using robust risk minimization. Recent Advances in Natural
Language Processing V 309, 205–216.
Choi, Jinho D and Palmer, Martha. 2010. Robust constituent-to-dependency conversion for English. In Proceedings of the 9th International Workshop on Treebanks
and Linguistic Theories (TLT’9), pages 55–66, Tartu, Estonia.
Church, Alonzo. 1951. A formulation of the logic of sense and denotation. New York:
Liberal Ars Press.
Claessen, Koen and Sörensson, Niklas. 2003. New techniques that improve MACEstyle finite model finding. In Proceedings of the CADE-19 Workshop: Model
Computation-Principles, Algorithms, Applications, pages 11–27, Citeseer.
Clark, Kevin and Manning, Christopher D. 2015. Entity-centric coreference resolution with model stacking. In Proceedings of the 53rd Annual Meeting of the Association for Computational Linguistics and the 7th International Joint Conference on
Natural Language Processing (Volume 1: Long Papers), pages 1405–1415, Beijing,
China: Association for Computational Linguistics.
Clark, Stephen and Curran, James R. 2007. Wide-Coverage Efficient Statistical Parsing with CCG and Log-Linear Models. Computational Linguistics 33(4), 493–552.

324

Bibliography

Cocchiarella, Nino B. 2002. Philosophical Perspectives on Quantification in Tense
and Modal Logic. In D. M. Gabbay and F. Guenthner (eds.), Handbook of Philosophical Logic, pages 235–275, Dordrecht: Springer Netherlands.
Condoravdi, Cleo, Crouch, Dick, De Paiva, Valeria, Stolle, Reinhard and Bobrow,
Daniel G. 2003. Entailment, intensionality and text understanding. In Proceedings of the HLT-NAACL 2003 workshop on Text meaning-Volume 9 , pages 38–45,
Association for Computational Linguistics, Edmonton, Canada.
Condoravdi, Cleo, Crouch, Dick, Everett, John, Paiva, Valeria, Stolle, Reinhard, Bobrow, Danny and van den Berg, Martin. 2001. Preventing Existence. In Proceedings of the International Conference on Formal Ontology in Information Systems
- Volume 2001 , FOIS ’01, page 162–173, New York, NY, USA: Association for
Computing Machinery.
Condoravdi, Cleo and Lauer, Sven. 2012. Imperatives: meaning and illocutionary
force. In Christopher Piñón (ed.), Empirical Issues in Syntax and Semantics, volume 9, pages 37 —- 58.
Conneau, Alexis, Kiela, Douwe, Schwenk, Holger, Barrault, Loïc and Bordes, Antoine. 2017. Supervised Learning of Universal Sentence Representations from Natural Language Inference Data. In Proceedings of the 2017 Conference on Empirical
Methods in Natural Language Processing, pages 670–680, Copenhagen, Denmark:
Association for Computational Linguistics.
Cooper, Robin, Chatzikyriakidis, Stergios and Dobnik, Simon. 2016. Testing the
FraCaS test suite. In Proceedings of the Logic and Engineering of Natural Language
Semantics Workshop, Tokyo, Japan.
Cooper, Robin, Crouch, Dick, van Eijck, Jan, Fox, Chris, van Genabith, Josef,
Jaspars, Jan, Kamp, Hans, Milward, David, Pinkal, Manfred, Poesio, Massimo and
Pullman, Steve. 1996. Using the framework. The FraCaS Consortium. Technical
Report, University of Edinburgh, technical Report LRE 62-051 D-16.
Copestake, Ann, Flickinger, Dan, Pollard, Carl and Sag, Ivan A. 2005. Minimal
recursion semantics: An introduction. Research on language and computation 3(23), 281–332.
Crouch, Dick and King, Tracy Holloway. 2005. Unifying lexical resources. In Proceedings of the interdisciplinary Workshop on the identification and representation
of verb features and verb classes, pages 32–37, Saarland, Germany.
Crouch, Richard. 2005. Packed rewriting for mapping semantics to KR. In Proceedings of the 6th International Workshop on Computational Semantics, pages
103–14, Citeseer, Tilburg, The Netherlands: Association for Computational Linguistics.

Bibliography

325

Crouch, Richard. 2014. Transfer Semantics for the Clear Parser. In Proceedings of the
Second Workshop on Natural Language and Computer Science (NLCS), Vienna,
Austria.
Crouch, Richard and Kalouli, Aikaterini-Lida. 2018. Named Graphs for Semantic
Representation. In Proceedings of the Seventh Joint Conference on Lexical and
Computational Semantics, pages 113–118, New Orleans, Louisiana: Association
for Computational Linguistics.
Crouch, Richard and Kalouli, Aikaterini-Lida. 2021. Collectivist Semantics. In
I Wayan Arka, Ash Asudeh and Tracy Holloway King (eds.), Modular Design
of Grammar: Linguistics on the Edge, Oxford University Press.
Crouch, Richard, Karttunen, Lauri and Zaenen, Annie. 2006. Circumscribing is
not excluding: A response to Manning. Unpublished manuscript. http: // www2.
parc. com/ istl/ members/ karttune/ publications/ reply-tomanning. pdf .
Crouch, Richard and King, Tracy Holloway. 2006. Semantics via F-Structure Rewriting. In Proceedings of LFG06 , page 145–165.
Crouch, Richard and King, Tracy Holloway. 2007. Systems and methods for detecting
entailment and contradiction. US Patent 7,313,515.
Dagan, Ido, Glickman, Oren and Magnini, Bernardo. 2005. The PASCAL recognising
textual entailment challenge. In Proceedings of the Machine Learning Challenges
Workshop, pages 177–190, Springer, Southampton, UK.
Dahlgren, Kathleen. 1988. Native Semantics for Natural Language Understanding.
Norwell, Massachusetts: Kluwer Academic Press.
Dasgupta, Ishita, Guo, Demi, Stuhlmüller, Andreas, Gershman, Samuel J. and
Goodman, Noah D. 2018. Evaluating Compositionality in Sentence Embeddings.
CoRR abs/1802.04302.
Davey, B. A. and Priestley, H. A. 2002. Introduction to Lattices and Order . Cambridge University Press, second edition.
de Araujo, Denis, Rigo, Sandro, Muller, Carolina and Chishman, Rove. 2013. Exploring the inference role in automatic information extraction from texts. In Proceedings of the Joint Workshop on NLP&LOD and SWAIE: Semantic Web, Linked
Open Data and Information Extraction, pages 33–40, Hissar, Bulgaria: INCOMA
Ltd. Shoumen.
de Marneffe, Marie-Catherine, Rafferty, Anna N. and Manning, Christopher D. 2008.
Finding Contradictions in Text. In Proceedings of the 46th Annual Meeting of the
Association for Computational Linguistics, pages 1039–1047, Columbus, Ohio:
Association for Computational Linguistics.

326

Bibliography

de Nivelle, H. 1998. Bliksem. http://www.ii.uni.wroc.pl/~nivelle/software/
bliksem/.
de Paiva, Valeria, Bobrow, Danny G., Condoravdi, Cleo, Crouch, Richard, Kaplan,
Ron, Karttunen, Lauri, Holloway-King, Tracy, Nairn, Rowan and Zaenen, Annie.
2007. Textual inference logic: Take two. In Proceedings of the Workshop on Contexts and Ontologies: Representation and Reasoning, Workshop associated with
the 6th International Conference on Modeling and Using Context (CONTEXT),
Roskilde, Denmark.
de Paiva, Valeria, Rademaker, Alexandre and de Melo, Gerard. 2012. OpenWordNetPT: An Open Brazilian Wordnet for Reasoning. In Proceedings of the International Conference on Computational Linguistics (COLING): Demonstration Papers, pages 353–360, Mumbai, India.
Devlin, Jacob, Chang, Ming-Wei, Lee, Kenton and Toutanova, Kristina. 2019.
BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. In Proceedings of the 2019 Conference of the North American Chapter of the
Association for Computational Linguistics: Human Language Technologies, Volume 1 (Long and Short Papers), pages 4171–4186, Minneapolis, Minnesota: Association for Computational Linguistics.
Dixon, Robert MW. 2005. A semantic approach to English grammar . USA: Oxford
University Press.
Dixon, Robert MW. 2010. Basic Linguistic Theory. Grammatical Topics (Volume 2).
Domingos, Pedro. 2015. The master algorithm: How the quest for the ultimate learning machine will remake our world . Basic Books.
Dowty, David. 1991. Thematic proto-roles and argument selection. Language 67(3),
547–619.
Eijck, Dingeman Johannes Norbertus van. 1985. Aspects of quantification in natural
language. Ph. D.thesis, Rijksuniversiteit te Groningen.
Falke, Tobias, Ribeiro, Leonardo F. R., Utama, Prasetya Ajie, Dagan, Ido and
Gurevych, Iryna. 2019. Ranking Generated Summaries by Correctness: An Interesting but Challenging Application for Natural Language Inference. In Proceedings of the 57th Annual Meeting of the Association for Computational Linguistics,
pages 2214–2220, Florence, Italy: Association for Computational Linguistics.
Fellbaum, Christiane. 1998. WordNet: An Electronic Lexical Database (Language,
Speech, and Communication). Cambridge, MA, USA: The MIT Press.

Bibliography

327

Fillmore, Charles, Ide, Nancy, Jurafsky, Daniel and Macleod, Catherine. 1998. An
American National Corpus: A Proposal. In Proceedings of the First Annual Conference on Language Resources and Evaluation (LREC), pages 965–969, Granada,
Spain: European Language Resources Association (ELRA).
Finlayson, M. A. 2014. Java Libraries for Accessing the Princeton Wordnet: Comparison and Evaluation. In H. Orav, C. Fellbaum and P. Vossen (eds.), Proceedings
of the 7th International Global WordNet Conference (GWC 2014), Tartu, Estonia.
Flanigan, Jeffrey, Thomson, Sam, Carbonell, Jaime, Dyer, Chris and Smith, Noah A.
2014. A Discriminative Graph-Based Parser for the Abstract Meaning Representation. In Proceedings of the 52nd Annual Meeting of the Association for Computational Linguistics (Volume 1: Long Papers), pages 1426–1436, Baltimore, Maryland: Association for Computational Linguistics.
Flickinger, D., Nerbonne, J., Sag, I.A. and Wasow, T. 1987. Toward Evaluation
of NLP Systems. Hewlett-Packard Laboratories. In 24th Annual Meeting of the
Association for Computational Linguistics (ACL), New York, USA: Association
for Computational Linguistics.
Frege, Gottlob. 1892. Über Sinn und Bedeutung. Zeitschrift für Philosophie und
philosophische Kritik 100, 25–50.
Gardenförs, Peter. 2014. The Geometry of Meaning: Semantics Based on Conceptual
Spaces. MIT Press.
Geis, Michael L and Zwicky, Arnold M. 1971. On invited inferences. Linguistic inquiry 2(4), 561–566.
Getoor, L. and Taskar, B. 2007. Introduction to Statistical Relational Learning. MIT
Press.
Geurts, Bart. 2008. Existential import. In Existence: Semantics and syntax , pages
253–271, Springer.
Geurts, Bart, Beaver, David I. and Maier, Emar. 2020. Discourse Representation
Theory. In Edward N. Zalta (ed.), The Stanford Encyclopedia of Philosophy, Metaphysics Research Lab, Stanford University, spring 2020 edition.
Ghuge, Swapnil and Bhattacharya, Arindam. 2014. Survey in textual entailment.
Center for Indian Language Technology .
Giampiccolo, Danilo, Dang, Hoa Trang, Magnini, Bernardo, Dagan, Ido and Dolan,
Bill. 2008. The Fourth PASCAL Recognizing Textual Entailment Challenge. In
Proceedings of the 8th Text Analysis Conference (TAC), Maryland, USA: National
Institute of Standards and Technology.

328

Bibliography

Giampiccolo, Danilo, Magnini, Bernardo, Dagan, Ido and Dolan, Bill. 2007. The
Third PASCAL Recognizing Textual Entailment Challenge. In Proceedings of the
Workshop on Textual Entailment and Paraphrasing, Prague, Czech Republic: Association for Computational Linguistic.
Giannakidou, Anastasia and Mari, Alda. 2018. The semantic roots of positive polarity: epistemic modal verbs and adverbs in English, Greek and Italian. Linguistics
and Philosophy 41(6), 623–664.
Glickman, Oren and Dagan, Ido. 2005. Web based probabilistic textual entailment. In
Proceedings of the 1st PASCAL Recognizing Textual Entailment Challenge Workshop, pages 33–36, Southampton, UK.
Glockner, Max, Shwartz, Vered and Goldberg, Yoav. 2018. Breaking NLI Systems
with Sentences that Require Simple Lexical Inferences. In Proceedings of the
56th Annual Meeting of the Association for Computational Linguistics (Volume
2: Short Papers), pages 650–655, Association for Computational Linguistics.
Goldberg, Yoav and Hirst, Graeme. 2017. Neural Network Methods in Natural Language Processing. Morgan & Claypool Publishers.
Gotzner, Nicole, Solt, Stephanie and Benz, Anton. 2018. Adjectival scales and three
types of implicature. In Semantics and Linguistic Theory, volume 28, pages 409–
432.
Grice, H Paul. 1989. Studies in the Way of Words. Harvard University Press.
Grice, Herbert P. 1975. Logic and conversation. In Speech acts, pages 41–58, Brill.
Guidotti, Riccardo, Monreale, Anna, Ruggieri, Salvatore, Turini, Franco, Giannotti,
Fosca and Pedreschi, Dino. 2018. A Survey of Methods for Explaining Black Box
Models. ACM Comput. Surv. 51(5).
Gururangan, Suchin, Swayamdipta, Swabha, Levy, Omer, Schwartz, Roy, Bowman,
Samuel and Smith, Noah A. 2018. Annotation Artifacts in Natural Language Inference Data. In Proceedings of the 2018 Conference of the North American Chapter
of the Association for Computational Linguistics: Human Language Technologies,
Volume 2 (Short Papers), pages 107–112, Association for Computational Linguistics.
Haghighi, Aria D., Ng, Andrew Y. and Manning, Christopher D. 2005. Robust
Textual Inference via Graph Matching. In Proceedings of the Conference on Human Language Technology and Empirical Methods in Natural Language Processing,
HLT ’05, pages 387–394, Stroudsburg, PA, USA: Association for Computational
Linguistics.

Bibliography

329

Hahnloser, Richard H. R., Sarpeshkar, Rahul, Mahowald, Misha A., Douglas, Rodney J. and Seung, H. Sebastian. 2000. Digital selection and analogue amplification
coexist in a cortex-inspired silicon circuit. Nature 405(6789), 947–951.
Hajič, Jan, Hajičová, Eva, Panevová, Jarmila, Sgall, Petr, Bojar, Ondřej, Cinková,
Silvie, Fučíková, Eva, Mikulová, Marie, Pajas, Petr, Popelka, Jan, Semecký, Jiří,
Šindlerová, Jana, Štěpánek, Jan, Toman, Josef, Urešová, Zdeňka and Žabokrtský,
Zdeněk. 2012. Announcing Prague Czech-English Dependency Treebank 2.0. In
Proceedings of the Eighth International Conference on Language Resources and
Evaluation (LREC’12), pages 3153–3160, Istanbul, Turkey: European Language
Resources Association (ELRA).
Hamp, Birgit and Feldweg, Helmut. 1997. GermaNet - a Lexical-Semantic Net for
German. In Automatic Information Extraction and Building of Lexical Semantic
Resources for NLP Applications.
Han, Jiawei, Pei, Jian and Yin, Yiwen. 2000. Mining Frequent Patterns Without
Candidate Generation. In Proceedings of the 2000 ACM SIGMOD International
Conference on Management of Data, SIGMOD ’00, pages 1–12, New York, NY,
USA: ACM.
Harabagiu, Sanda and Hickl, Andrew. 2006. Methods for Using Textual Entailment
in Open-Domain Question Answering. In Proceedings of the 21st International
Conference on Computational Linguistics and 44th Annual Meeting of the Association for Computational Linguistics, pages 905–912, Sydney, Australia: Association for Computational Linguistics.
Harabagiu, Sanda, Hickl, Andrew and Lacatusu, Finley. 2006. Negation, contrast
and contradiction in text processing. In AAAI , volume 6, pages 755–762.
Harris, Zellig S. 1954. Distributional structure. Word 10(2-3), 146–162.
Hayes, PJ. 1979. The Logic of Frames. In D. Metzing (ed.), Frame Conceptions and
Text Understanding, de Gruyter, Berlin.
Herrera, Jesús, Peñas, Anselmo and Verdejo, Felisa. 2006. Textual Entailment Recognition Based on Dependency Analysis and Wordnet. In Proceedings of the First
International Conference on Machine Learning Challenges: Evaluating Predictive Uncertainty Visual Object Classification, and Recognizing Textual Entailment,
MLCW’05, pages 231–239, Berlin, Heidelberg: Springer-Verlag.
Hershcovich, Daniel, Abend, Omri and Rappoport, Ari. 2017. A Transition-Based
Directed Acyclic Graph Parser for UCCA. In Proceedings of the 55th Annual Meeting of the Association for Computational Linguistics (Volume 1: Long Papers),
pages 1127–1138, Vancouver, Canada: Association for Computational Linguistics.

330

Bibliography

Hershcovich, Daniel, Aizenbud, Zohar, Choshen, Leshem, Sulem, Elior, Rappoport,
Ari and Abend, Omri. 2019. SemEval-2019 Task 1: Cross-lingual Semantic Parsing
with UCCA. In Proceedings of the 13th International Workshop on Semantic Evaluation, pages 1–10, Minneapolis, Minnesota, USA: Association for Computational
Linguistics.
Hickl, Andrew and Bensley, Jeremy. 2007. A Discourse Commitment-Based Framework for Recognizing Textual Entailment. In Proceedings of the ACL-PASCAL
Workshop on Textual Entailment and Paraphrasing, pages 171–176, Prague: Association for Computational Linguistics.
Hickl, Andrew, Williams, John, Bensley, Jeremy, Roberts, Kirk, Rink, Bryan and
Shi, Ying. 2006. Recognizing textual entailment with LCC’s GROUNDHOG system. In Proceedings of the Second PASCAL Recognizing Textual Entailment Challenge Workshop, volume 18, Venice, Italy.
Hitzler, Pascal, Krötzsch, Markus, Parsia, Bijan, Patel-Schneider, Peter F. and
Rudolph, Sebastian. 2012. OWL 2 Web Ontology Language Primer. https:
//www.w3.org/TR/owl2-primer/.
Hockenmaier, Julia and Steedman, Mark. 2007a. CCGbank: A Corpus of CCG
Derivations and Dependency Structures Extracted from the Penn Treebank. Computational Linguistics 33(3), 355–396.
Hockenmaier, Julia and Steedman, Mark. 2007b. CCGbank: A Corpus of CCG
Derivations and Dependency Structures Extracted from the Penn Treebank. Computational Linguistics 33(3), 355–396.
Hodges, Daniel, Clark, Christine, Fowler, Abraham and Moldovan, Dan. 2005. Applying COGEX to recognize textual entailment. In Proceedings of the Machine
Learning Challenges Workshop, pages 427–448, Springer.
Homer, Vincent. 2015. Neg-raising and positive polarity: The view from modals.
Semantics and Pragmatics 8(4), 1–88.
Horn, Larry. 2003. Implicature. In Handbook of Pragmatics, Blackwell, Oxford.
Horn, Laurence R. 2006. The border wars: A neo-Gricean perspective. Where semantics meets pragmatics 16, 21–48.
Hovy, Dirk, Spruit, Shannon, Mitchell, Margaret, Bender, Emily M., Strube, Michael
and Wallach, Hanna (eds.). 2017. Proceedings of the First ACL Workshop on Ethics
in Natural Language Processing, Valencia, Spain, Association for Computational
Linguistics.

Bibliography

331

Hu, Hai, Chen, Qi and Moss, Larry. 2019. Natural Language Inference with Monotonicity. In Proceedings of the 13th International Conference on Computational
Semantics - Short Papers, pages 8–15, Gothenburg, Sweden: Association for Computational Linguistics.
Hu, Hai, Chen, Qi, Richardson, Kyle, Mukherjee, Atreyee, Moss, Lawrence S. and
Kuebler, Sandra. 2020. MonaLog: a Lightweight System for Natural Language
Inference Based on Monotonicity. In Proceedings of the Society for Computation
in Linguistics 2020 , pages 284–293, New York, New York: Association for Computational Linguistics.
Hu, Hai and Moss, Larry. 2018. Polarity Computations in Flexible Categorial Grammar. In Proceedings of the Seventh Joint Conference on Lexical and Computational
Semantics, pages 124–129, New Orleans, Louisiana: Association for Computational Linguistics.
Iatridou, Sabine and Zeijlstra, Hedde. 2013. Negation, polarity, and deontic modals.
Linguistic inquiry 44(4), 529–568.
Icard, Thomas F. 2012. Inclusion and Exclusion in Natural Language. Studia Logica
100(4), 705–725.
Kalouli, Aikaterini-Lida, Buis, Annebeth, Real, Livy, Palmer, Martha and dePaiva,
Valeria. 2019a. Explaining Simple Natural Language Inference. In Proceedings of
the 13th Linguistic Annotation Workshop, pages 132–143, Florence, Italy: Association for Computational Linguistics.
Kalouli, Aikaterini-Lida and Crouch, Richard. 2018. GKR: the Graphical Knowledge
Representation for semantic parsing. In Proceedings of the Workshop on Computational Semantics beyond Events and Roles, pages 27–37, New Orleans, Louisiana:
Association for Computational Linguistics.
Kalouli, Aikaterini-Lida, Crouch, Richard and de Paiva, Valeria. 2020a. Hy-NLI: a
Hybrid system for Natural Language Inference. In Proceedings of the 28th International Conference on Computational Linguistics, COLING ’20, Association for
Computational Linguistics.
Kalouli, Aikaterini-Lida, Crouch, Richard and dePaiva, Valeria. 2019b. GKR: Bridging the Gap between Symbolic/structural and Distributional Meaning Representations. In Proceedings of the First International Workshop on Designing Meaning
Representations, pages 44–55, Florence, Italy: Association for Computational Linguistics.
Kalouli, Aikaterini-Lida, Kaiser, Katharina, Hautli-Janisz, Annette, Kaiser,
Georg A. and Butt, Miriam. 2018a. A multingual approach to question classification. In Nicoletta Calzolari (ed.), Proceedings of the Eleventh International

332

Bibliography

Conference on Language Resources and Evaluation (LREC 2018), pages 2715–
2720, Paris: ELRA, iSBN: 979-10-95546-00-9.
Kalouli, Aikaterini-Lida, Real, Livy and de Paiva, Valeria. 2017a. Correcting Contradictions. In Proceedings of Computing Natural Language Inference (CONLI)
Workshop, Montepellier, France: Association for Computational Linguistics.
Kalouli, Aikaterini-Lida, Real, Livy and de Paiva, Valeria. 2017b. Textual Inference:
getting logic from humans. In Proceedings of the 12th International Conference on
Computational Semantics (IWCS), Montepellier, France: Association for Computational Linguistics.
Kalouli, Aikaterini-Lida, Real, Livy and de Paiva, Valeria. 2018b. WordNet for
"Easy" Textual Inferences. In Proceedings of the Eleventh International Conference
on Language Resources and Evaluation (LREC 2018), Paris, France: European
Language Resources Association (ELRA).
Kalouli, Aikaterini-Lida, Sevastjanova, Rita, Crouch, Richard, de Paiva, Valeria and
El-Assady, Mennatallah. 2020b. XplaiNLI: Explainable Natural Language Inference through Visual Analytics. In Proceedings of the 28th International Conference
on Computational Linguistics: System Demonstrations, COLING ’20, Association
for Computational Linguistics.
Kamp, Hans. 1981. A theory of truth and semantic representation. In Paul Portner
and Barbara H. Partee (eds.), Formal Semantics - The Essential Readings, pages
189–222, Blackwell Publishers Ltd.
Kamp, Hans and Reyle, Uwe. 1993. From Discourse to Logic. Introduction to Modeltheoretic Semantics of Natural Language, Formal Logic and Discourse Representation Theory. Springer Netherlands.
Kaplan, Ronald M. 1995. The Formal Architecture of Lexical-Functional Grammar.
In M. Dalrymple, R. M. Kaplan, J. T III Maxwell and A. Zaenen (eds.), Formal
Issues in Lexical-Functional Grammar , pages 1–21, CSLI Publications/University
of Chicago Press.
Karttunen, Lauri. 1971. Implicative verbs. Language 47, 340–358.
Karttunen, Lauri. 1973. Presuppositions of compound sentences. Linguistic inquiry
4(2), 169–193.
Karttunen, Lauri. 1977. Syntax and semantics of questions. Linguistics and philosophy 1(1), 3–44.
Karttunen, Lauri. 2012. Simple and Phrasal Implicatives. In Proceedings of the First
Joint Conference on Lexical and Computational Semantics *SEM , pages 124–131,
Montréal, Canada: Association for Computational Linguistics.

Bibliography

333

Karttunen, Lauri. 2015. From natural logic to natural reasoning. In Gelbukh A.
(ed.), Computational Linguistics and Intelligent Text Processing. CICLing 2015.
Lecture Notes in Computer Science, volume 9041, pages 295–309, Springer.
Karttunen, Lauri. 2016. Presupposition: What went wrong? In Proceedings of the
26th Semantic and Linguistic Theory (SALT) Conference, Austin, Texas, USA.
Karttunen, Lauri and Cases, Ignacio. 2019. Teaching a Neural Network to Reason
with Implicatives, slides from invited talk at the University of Goethenburg.
Karttunen, Lauri and Peters, Stanley. 1979. Conventional Implicature. Syntax and
semantics 11, 1–56.
Katz, Jerrold J. 1972. Semantic Theory. New York: Harper & Row.
Kingma, Diederik P and Ba, Jimmy. 2014. Adam: A method for stochastic optimization. arXiv preprint arXiv:1412.6980 .
Kingsbury, Paul and Palmer, Martha. 2002. From TreeBank to PropBank. In Proceedings of the Third International Conference on Language Resources and Evaluation (LREC’02), Las Palmas, Canary Islands - Spain: European Language Resources Association (ELRA).
Kiparsky, Paul and Kiparsky, Carol. 1968. Fact. Linguistics Club, Indiana University.
Kipper, Karin, Dang, Hoa Trang and Palmer, Martha. 2000. Class-Based Construction of a Verb Lexicon. In Proceedings of the Seventeenth National Conference
on Artificial Intelligence and Twelfth Conference on Innovative Applications of
Artificial Intelligence, page 691–696, AAAI Press.
Kiros, Ryan, Zhu, Yukun, Salakhutdinov, Russ R, Zemel, Richard, Urtasun, Raquel,
Torralba, Antonio and Fidler, Sanja. 2015. Skip-Thought Vectors. In C. Cortes,
N. D. Lawrence, D. D. Lee, M. Sugiyama and R. Garnett (eds.), Advances in
Neural Information Processing Systems 28 , pages 3294–3302, Curran Associates,
Inc.
Klein, Dan and Manning, Christopher D. 2003. Accurate Unlexicalized Parsing. In
Proceedings of the 41st Annual Meeting of the Association for Computational Linguistics, pages 423–430, Sapporo, Japan: Association for Computational Linguistics.
Krötzsch, Markus, Maier, Frederick, Krisnadhi, Adila and Hitzler, Pascal. 2011. A
Better Uncle for OWL: Nominal Schemas for Integrating Rules and Ontologies. In
Proceedings of the 20th International Conference on World Wide Web (WWW’11),
pages 645–654, ACM.

334

Bibliography

Lai, Alice and Hockenmaier, Julia. 2014. Illinois-LH: A Denotational and Distributional Approach to Semantics. In Proceedings of the 8th International Workshop
on Semantic Evaluation (SemEval 2014), pages 329–334, Dublin, Ireland: Association for Computational Linguistics.
Lakoff, George. 1970. Linguistics and natural logic. Synthese 22(1-2), 151–271.
Lan, Zhenzhong, Chen, Mingda, Goodman, Sebastian, Gimpel, Kevin, Sharma,
Piyush and Soricut, Radu. 2019. Albert: A lite bert for self-supervised learning of
language representations. arXiv preprint arXiv:1909.11942 .
Lees, Alyssa Whitlock, Welty, Chris, Korycki, Jacek and Zhao, Shubin. 2019. Taxonomy Embeddings on PubMed Article Subject Headings. In Taxonomy Embeddings
on PubMed Article Subject Headings.
Leffel, Timothy, Cremers, Alexandre, Gotzner, Nicole and Romoli, Jacopo. 2016.
Vagueness and the derivation of structural implicatures, https://ling.auf.net/
lingbuzz/003091.
Lenat, Douglas B and Guha, Ramanathan V. 1989. Building large knowledge-based
systems; representation and inference in the Cyc project. Addison-Wesley Longman Publishing Co., Inc.
Lesk, Michael. 1986. Automatic Sense Disambiguation Using Machine Readable Dictionaries: How to Tell a Pine Cone from an Ice Cream Cone. In Proceedings of the
5th Annual International Conference on Systems Documentation, SIGDOC ’86,
pages 24 –– 26, New York, NY, USA: Association for Computing Machinery.
Levin, Beth. 1993. English verb classes and alternations: A preliminary investigation. University of Chicago press.
Levy, Omer and Goldberg, Yoav. 2014. Dependency-Based Word Embeddings. In
Proceedings of the 52nd Annual Meeting of the Association for Computational
Linguistics (Volume 2: Short Papers), pages 302–308, Baltimore, Maryland: Association for Computational Linguistics.
Lewis, Mike and Steedman, Mark. 2013. Combined Distributional and Logical Semantics. Transactions of the Association for Computational Linguistics 1, 179–
192.
Lin, Zhouhan, Feng, Minwei, Santos, Cicero Nogueira dos, Yu, Mo, Xiang, Bing,
Zhou, Bowen and Bengio, Yoshua. 2017. A structured self-attentive sentence embedding. arXiv preprint arXiv:1703.03130 .
Liu, Xiaodong, He, Pengcheng, Chen, Weizhu and Gao, Jianfeng. 2019a. Multi-Task
Deep Neural Networks for Natural Language Understanding. In Proceedings of

Bibliography

335

the 57th Annual Meeting of the Association for Computational Linguistics, pages
4487–4496, Florence, Italy: Association for Computational Linguistics.
Liu, Yang, Sun, Chengjie, Lin, Lei and Wang, Xiaolong. 2016. Learning natural
language inference using bidirectional LSTM model and inner-attention. arXiv
preprint arXiv:1605.09090 .
Liu, Yinhan, Ott, Myle, Goyal, Naman, Du, Jingfei, Joshi, Mandar, Chen,
Danqi, Levy, Omer, Lewis, Mike, Zettlemoyer, Luke and Stoyanov, Veselin.
2019b. RoBERTa: A Robustly Optimized BERT Pretraining Approach. CoRR
abs/1907.11692.
Ljunglöf, Peter and Siverbo, Magdalena. 2011. A bilingual treebank for the FraCas
test suite. CLT Project Report. Technical Report, University of Gothenburg.
Logeswaran, Lajanugen and Lee, Honglak. 2018. An efficient framework for learning
sentence representations. In Proceedings of the 6th International Conference on
Learning Representations, ICLR, Vancouver, BC, Canada: OpenReview.net.
Lotan, Amnon, Stern, Asher and Dagan, Ido. 2013. TruthTeller: Annotating Predicate Truth. In Proceedings of the 2013 Conference of the North American Chapter
of the Association for Computational Linguistics: Human Language Technologies,
pages 752–757, Atlanta, Georgia: Association for Computational Linguistics.
Lyu, Weimin, Huang, Sheng, Khan, Abdul Rafae, Zhang, Shengqiang, Sun, Weiwei
and Xu, Jia. 2019. CUNY-PKU Parser at SemEval-2019 Task 1: Cross-Lingual
Semantic Parsing with UCCA. In Proceedings of the 13th International Workshop
on Semantic Evaluation, pages 92–96, Minneapolis, Minnesota, USA: Association
for Computational Linguistics.
MacCartney, Bill. 2009. Natural Language Inference. Ph. D.thesis, Stanford University, Stanford, CA, USA, aAI3364139.
MacCartney, Bill, Grenager, Trond, de Marneffe, Marie-Catherine, Cer, Daniel and
Manning, Christopher D. 2006a. Learning to Recognize Features of Valid Textual
Entailments. In Proceedings of the Main Conference on Human Language Technology Conference of the North American Chapter of the Association of Computational Linguistics, HLT-NAACL ’06, pages 41–48, Stroudsburg, PA, USA:
Association for Computational Linguistics.
MacCartney, Bill, Grenager, Trond, de Marneffe, Marie-Catherine, Cer, Daniel and
Manning, Christopher D. 2006b. Learning to recognize features of valid textual
entailments. In Proceedings of the Human Language Technology Conference of the
NAACL, Main Conference, pages 41–48, New York City, USA: Association for
Computational Linguistics.

336

Bibliography

MacCartney, Bill and Manning, Christopher D. 2007. Natural Logic for Textual Inference. In Proceedings of the ACL-PASCAL Workshop on Textual Entailment and
Paraphrasing, pages 193–200, Prague: Association for Computational Linguistics.
MacCartney, Bill and Manning, Christopher D. 2009. An extended model of natural logic. In Proceedings of the Eight International Conference on Computational
Semantics, pages 140–156, Tilburg, The Netherlands: Association for Computational Linguistics.
Manning, Christopher D. 2006. Local textual inference: it’s hard to circumscribe, but you know it when you see it–and NLP needs it.
https://nlp.stanford.edu/manning/papers/Textual Inference.pdf .
Marelli, Marco, Bentivogli, Luisa, Baroni, Marco, Bernardi, Raffaella, Menini, Stefano and Zamparelli, Roberto. 2014a. SemEval-2014 Task 1: Evaluation of Compositional Distributional Semantic Models on Full Sentences through Semantic Relatedness and Textual Entailment. In Proceedings of the 8th International Workshop
on Semantic Evaluation (SemEval 2014), pages 1–8, Dublin, Ireland: Association
for Computational Linguistics.
Marelli, Marco, Menini, Stefano, Baroni, Marco, Bentivogli, Luisa, Bernardi, Raffaella and Zamparelli, Roberto. 2014b. A SICK cure for the evaluation of compositional distributional semantic models. In Proceedings of the Ninth International
Conference on Language Resources and Evaluation (LREC’14), pages 216–223,
Reykjavik, Iceland: European Language Resources Association (ELRA).
Martínez-Gómez, Pascual, Mineshima, Koji, Miyao, Yusuke and Bekki, Daisuke.
2017. On-demand Injection of Lexical Knowledge for Recognising Textual Entailment. In Proceedings of the 15th Conference of the European Chapter of the Association for Computational Linguistics: Volume 1, Long Papers, pages 710–720,
Valencia, Spain: Association for Computational Linguistics.
Marzinotto, Gabriel, Heinecke, Johannes and Damnati, Géraldine. 2019.
MaskParse@Deskin at SemEval-2019 Task 1: Cross-lingual UCCA Semantic Parsing using Recursive Masked Sequence Tagging. In Proceedings of the 13th International Workshop on Semantic Evaluation, pages 107–112, Minneapolis, Minnesota,
USA: Association for Computational Linguistics.
Mates, Benson. 1972. Elementary Logic. New York: Oxford University Press.
Mathiessen, Christian MIM and Bateman, John. 1991. Text Generation and
Systemic-Functional Linguistics. London: Pinter .
Maxwell, John and Kaplan, Ron. 1996. LFG grammar writer’s workbench. Technical
Report. Technical Report, Xerox PARC.

Bibliography

337

McCoy, Tom, Pavlick, Ellie and Linzen, Tal. 2019. Right for the Wrong Reasons:
Diagnosing Syntactic Heuristics in Natural Language Inference. In Proceedings of
the 57th Annual Meeting of the Association for Computational Linguistics, pages
3428–3448, Florence, Italy: Association for Computational Linguistics.
McCune, W. 2005-2010. Prover9 and Mace4. http://cs.unm.edu/n mccune/mace4/
.
Mehdad, Yashar, Moschitti, Alessandro and Zanzotto, Fabio Massimo. 2010. Syntactic/Semantic Structures for Textual Entailment Recognition. In Human Language
Technologies: The 2010 Annual Conference of the North American Chapter of the
Association for Computational Linguistics, pages 1020–1028, Los Angeles, California: Association for Computational Linguistics.
Mikolov, Tomas, Chen, Kai, Corrado, Greg S. and Dean, Jeffrey. 2013a. Efficient
Estimation of Word Representations in Vector Space. http://arxiv.org/abs/
1301.3781.
Mikolov, Tomas, Sutskever, Ilya, Chen, Kai, Corrado, Greg S and Dean, Jeff. 2013b.
Distributed Representations of Words and Phrases and their Compositionality. In
C. J. C. Burges, L. Bottou, M. Welling, Z. Ghahramani and K. Q. Weinberger
(eds.), Advances in Neural Information Processing Systems 26 , pages 3111–3119,
Curran Associates, Inc.
Mineshima, Koji, Martínez-Gómez, Pascual, Miyao, Yusuke and Bekki, Daisuke.
2015. Higher-order logical inference with compositional semantics. In Proceedings
of the 2015 Conference on Empirical Methods in Natural Language Processing,
pages 2055–2061, Lisbon, Portugal: Association for Computational Linguistics.
Minsky, Marvin. 1974. A Framework for Representing Knowledge. Technical Report,
Massachusetts Institute of Technology, USA.
Mirkin, Shachar, Specia, Lucia, Cancedda, Nicola, Dagan, Ido, Dymetman, Marc
and Szpektor, Idan. 2009. Source-Language Entailment Modeling for Translating
Unknown Terms. In Proceedings of the Joint Conference of the 47th Annual Meeting of the ACL and the 4th International Joint Conference on Natural Language
Processing of the AFNLP: Volume 2 - Volume 2 , ACL ’09, page 791–799, USA:
Association for Computational Linguistics.
Mitchell, Jeff and Lapata, Mirella. 2008. Vector-based Models of Semantic Composition. In Proceedings of ACL-08: HLT , pages 236–244, Columbus, Ohio: Association for Computational Linguistics.
Mitchell, Jeff and Lapata, Mirella. 2010. Composition in Distributional Models of
Semantics. Cognitive Science 34(8), 1388–1429.

338

Bibliography

Montague, Richard. 1970. Pragmatics and intensional logic. Synthese 22(1-2), 68–94.
Monz, Christof and de Rijke, Maarten. 2001. Light-weight entailment checking for
computational semantics. In Proceedings of the third Workshop on Inference in
Computational Semantics (ICoS-3), Siena, Italy.
Moss, Lawrence S. 2018. Implementations of Natural Logics. In Christoph
Benzmüller and Jens Otten (eds.), Proceedings of the 3rd International Workshop
on Automated Reasoning in Quantified Non-Classical Logics (ARQNL 2018) affiliated with the International Joint Conference on Automated Reasoning (IJCAR
2018), Oxford, UK, July 18, 2018 , volume 2095 of CEUR Workshop Proceedings,
pages 1–10, CEUR-WS.org.
Mou, Lili, Men, Rui, Li, Ge, Xu, Yan, Zhang, Lu, Yan, Rui and Jin, Zhi. 2016. Natural Language Inference by Tree-Based Convolution and Heuristic Matching. In
Proceedings of the 54th Annual Meeting of the Association for Computational Linguistics (Volume 2: Short Papers), pages 130–136, Berlin, Germany: Association
for Computational Linguistics.
Munkhdalai, Tsendsuren and Yu, Hong. 2017a. Neural Semantic Encoders. In Proceedings of the 15th Conference of the European Chapter of the Association for
Computational Linguistics: Volume 1, Long Papers, pages 397–407, Valencia,
Spain: Association for Computational Linguistics.
Munkhdalai, Tsendsuren and Yu, Hong. 2017b. Neural Tree Indexers for Text Understanding. In Proceedings of the 15th Conference of the European Chapter of the
Association for Computational Linguistics: Volume 1, Long Papers, pages 11–21,
Valencia, Spain: Association for Computational Linguistics.
Naik, Aakanksha, Ravichander, Abhilasha, Sadeh, Norman, Rose, Carolyn and Neubig, Graham. 2018. Stress Test Evaluation for Natural Language Inference. In
Proceedings of the 27th International Conference on Computational Linguistics,
pages 2340–2353, Santa Fe, New Mexico, USA: Association for Computational
Linguistics.
Nairn, Rowan, Condoravdi, Cleo and Karttunen, Lauri. 2006. Computing relative
polarity for textual inference. In Proceedings of the Fifth International Workshop
on Inference in Computational Semantics (ICoS-5).
Nangia, Nikita, Williams, Adina, Lazaridou, Angeliki and Bowman, Samuel. 2017a.
The RepEval 2017 Shared Task: Multi-Genre Natural Language Inference with
Sentence Representations. In Proceedings of the 2nd Workshop on Evaluating Vector Space Representations for NLP , pages 1–10, Copenhagen, Denmark: Association for Computational Linguistics.

Bibliography

339

Nangia, Nikita, Williams, Adina, Lazaridou, Angeliki and Bowman, Samuel. 2017b.
The RepEval 2017 Shared Task: Multi-Genre Natural Language Inference with
Sentence Representations. In Proceedings of the 2nd Workshop on Evaluating Vector Space Representations for NLP , pages 1–10, Copenhagen, Denmark: Association for Computational Linguistics.
Nguyen, Kim Anh, Köper, Maximilian, Schulte im Walde, Sabine and Vu,
Ngoc Thang. 2017. Hierarchical Embeddings for Hypernymy Detection and Directionality. In Proceedings of the 2017 Conference on Empirical Methods in Natural Language Processing, pages 233–243, Copenhagen, Denmark: Association for
Computational Linguistics.
Nie, Yixin and Bansal, Mohit. 2017. Shortcut-Stacked Sentence Encoders for MultiDomain Inference. In Proceedings of the 2nd Workshop on Evaluating Vector Space
Representations for NLP , pages 41–45, Copenhagen, Denmark: Association for
Computational Linguistics.
Nie, Yixin, Wang, Yicheng and Bansal, Mohit. 2018. Analyzing CompositionalitySensitivity of NLI Models. CoRR abs/1811.07033.
Niles, Ian and Pease, Adam. 2001. Towards a Standard Upper Ontology. In Proceedings of the International Conference on Formal Ontology in Information Systems
- Volume 2001 , FOIS ’01, page 2–9, New York, NY, USA: Association for Computing Machinery.
Niles, Ian and Pease, Adam. 2003. Linking Lexicons and Ontologies: Mapping WordNet to the Suggested Upper Merged Ontology. In Proceedings of the IEEE International Conference on Information and Knowledge Engineering, pages 412–416,
Las Vegas, Nevada, USA.
Nivre, Joakim, de Marneffe, Marie-Catherine, Ginter, Filip, Goldberg, Yoav, Hajič,
Jan, Manning, Christopher D., McDonald, Ryan, Petrov, Slav, Pyysalo, Sampo,
Silveira, Natalia, Tsarfaty, Reut and Zeman, Daniel. 2016. Universal Dependencies
v1: A Multilingual Treebank Collection. In Proceedings of the Tenth International
Conference on Language Resources and Evaluation (LREC’16), pages 1659–1666,
Portorož, Slovenia: European Language Resources Association (ELRA).
Oepen, Stephan, Abend, Omri, Hajic, Jan, Hershcovich, Daniel, Kuhlmann, Marco,
O’Gorman, Tim, Xue, Nianwen, Chun, Jayeol, Straka, Milan and Uresova, Zdenka.
2019. MRP 2019: Cross-Framework Meaning Representation Parsing. In Proceedings of the Shared Task on Cross-Framework Meaning Representation Parsing at
the 2019 Conference on Natural Language Learning, pages 1–27, Hong Kong: Association for Computational Linguistics.
Padó, Sebastian, Galley, Michel, Jurafsky, Dan and Manning, Christopher D. 2009.
Robust Machine Translation Evaluation with Entailment Features. In Proceedings

340

Bibliography

of the Joint Conference of the 47th Annual Meeting of the ACL and the 4th International Joint Conference on Natural Language Processing of the AFNLP , pages
297–305, Suntec, Singapore: Association for Computational Linguistics.
Padó, Sebastian and Lapata, Mirella. 2007. Dependency-Based Construction of Semantic Space Models. Computational Linguistics 33(2), 161–199.
Pagliardini, Matteo, Gupta, Prakhar and Jaggi, Martin. 2018. Unsupervised Learning of Sentence Embeddings Using Compositional n-Gram Features. In Proceedings of the 2018 Conference of the North American Chapter of the Association
for Computational Linguistics: Human Language Technologies, Volume 1 (Long
Papers), pages 528–540, New Orleans, Louisiana: Association for Computational
Linguistics.
Palmer, Martha, Gildea, Daniel and Kingsbury, Paul. 2005. The Proposition Bank:
An Annotated Corpus of Semantic Roles. Computational Linguistics 31(1), 71–
106.
Parikh, Ankur, Täckström, Oscar, Das, Dipanjan and Uszkoreit, Jakob. 2016. A
Decomposable Attention Model for Natural Language Inference. In Proceedings of
the 2016 Conference on Empirical Methods in Natural Language Processing, pages
2249–2255, Austin, Texas: Association for Computational Linguistics.
Partee, Barbara H. 2010. Privative Adjectives: Subsective Plus Coercion. In Presuppositions and Discourse: Essays Offered to Hans Kamp, pages 273–285, Brill.
Pasunuru, Ramakanth, Guo, Han and Bansal, Mohit. 2017. Towards Improving Abstractive Summarization via Entailment Generation. In Proceedings of the Workshop on New Frontiers in Summarization, pages 27–32, Copenhagen, Denmark:
Association for Computational Linguistics.
Pavlick, Ellie and Kwiatkowski, Tom. 2019. Inherent Disagreements in Human Textual Inferences. Transactions of the Association for Computational Linguistics 7,
677–694.
Pennington, Jeffrey, Socher, Richard and Manning, Christopher. 2014. GloVe:
Global Vectors for Word Representation. In Proceedings of the 2014 Conference on
Empirical Methods in Natural Language Processing (EMNLP), pages 1532–1543,
Doha, Qatar: Association for Computational Linguistics.
Peters, Matthew, Neumann, Mark, Iyyer, Mohit, Gardner, Matt, Clark, Christopher,
Lee, Kenton and Zettlemoyer, Luke. 2018. Deep Contextualized Word Representations. In Proceedings of the 2018 Conference of the North American Chapter
of the Association for Computational Linguistics: Human Language Technologies,
Volume 1 (Long Papers), pages 2227–2237, New Orleans, Louisiana: Association
for Computational Linguistics.

Bibliography

341

Poliak, Adam, Naradowsky, Jason, Haldar, Aparajita, Rudinger, Rachel and
Van Durme, Benjamin. 2018. Hypothesis Only Baselines in Natural Language
Inference. In Proceedings of the Seventh Joint Conference on Lexical and Computational Semantics, pages 180–191, New Orleans, Louisiana: Association for
Computational Linguistics.
Pollard, Carl and Sag, Ivan A. 1994. Head-driven phrase structure grammar . Chicago
& London: University of Chicago Press.
Potts, Christopher. 2005. The logic of conventional implicatures. USA: Oxford University Press.
Prawitz, Dag. 2006. Natural deduction: A proof-theoretical study. Courier Dover
Publications.
Pütz, Tobias and Glocker, Kevin. 2019. Tüpa at SemEval-2019 Task1: (Almost)
feature-free Semantic Parsing. In Proceedings of the 13th International Workshop
on Semantic Evaluation, pages 113–118, Minneapolis, Minnesota, USA: Association for Computational Linguistics.
Quillian, M Ross. 1967. Word concepts: A theory and simulation of some basic
semantic capabilities. Behavioral science 12(5), 410–430.
Radford, Alec, Narasimhan, Karthik, Salimans, Tim and Sutskever, Ilya. 2018. Improving language understanding with unsupervised learning. Technical Report,
Technical report, OpenAI.
Raina, Rajat, Ng, Andrew Y. and Manning, Christopher D. 2005. Robust Textual
Inference via Learning and Abductive Reasoning. In Proceedings of the 20th National Conference on Artificial Intelligence - Volume 3 , AAAI’05, page 1099–1105,
AAAI Press.
Ranta, Aarne. 2011. Grammatical Framework:
Grammars. Stanford: CSLI Publications.

Programming with Multilingual

Ren, Han, Ji, Donghong and Wan, Jing. 2009. WHU at TAC 2009: A Tricategorization Approach to Textual Entailment Recognition. In Proceedings of
the Second Text Analysis Conference, TAC 2009, Gaithersburg, Maryland, USA,
November 16-17, 2009 , NIST.
Riazanov, Alexandre and Voronkov, Andrei. 2002. The Design and Implementation
of VAMPIRE. AI Communications 15(2,3), 91–110.
Richardson, Kyle, Hu, Hai, Moss, Lawrence S. and Sabharwal, Ashish. 2020. Probing
Natural Language Inference Models through Semantic Fragments. In The ThirtyFourth AAAI Conference on Artificial Intelligence, AAAI 2020, The ThirtySecond Innovative Applications of Artificial Intelligence Conference, IAAI 2020,

342

Bibliography

The Tenth AAAI Symposium on Educational Advances in Artificial Intelligence,
EAAI 2020, New York, NY, USA, February 7-12, 2020 , pages 8713–8721, AAAI
Press.
Richardson, Matthew and Domingos, Pedro. 2006. Markov logic networks. Machine
Learning 62(1), 107–136.
Roberts, Craige. 2012. Information structure in discourse: Towards an integrated
formal theory of pragmatics. Semantics and Pragmatics 5(6), 1–69.
Robinson, J. A. 1965. A Machine-Oriented Logic Based on the Resolution Principle.
J. ACM 12(1), 23–41.
Rocktäschel, Tim, Grefenstette, Edward, Hermann, Karl Moritz, Kociský, Tomás
and Blunsom, Phil. 2016. Reasoning about Entailment with Neural Attention.
In Yoshua Bengio and Yann LeCun (eds.), Proceedings of the 4th International
Conference on Learning Representations, ICLR 2016 , San Juan, Puerto Rico.
Romano, Lorenza, Kouylekov, Milen, Szpektor, Idan, Dagan, Ido and Lavelli, Alberto. 2006. Investigating a Generic Paraphrase-Based Approach for Relation Extraction. In Proceedings of the 11th Conference of the European Chapter of the
Association for Computational Linguistics, Trento, Italy: Association for Computational Linguistics.
Rosén, Victoria, Smedt, Koenraad De, Meurer, Paul, and Dyvik, Helge. 2012.
An open infrastructure for advanced treebanking. In Proceedings of the METARESEARCH Workshop on Advanced Treebanking, LREC 2012, pages 22–29, European Language Resources Association (ELRA).
Rosenbaum, Clemens, Klinger, Tim and Riemer, Matthew. 2018. Routing Networks:
Adaptive Selection of Non-Linear Functions for Multi-Task Learning. In Proceedings of the 6th International Conference on Learning Representations, Vancouver,
Canada.
Roth, Dan, Sammons, Mark and Vydiswaran, V. G. Vinod. 2009. A Framework for
Entailed Relation Recognition. In Proceedings of the ACL-IJCNLP 2009 Conference Short Papers, ACLShort ’09, pages 57–60, Stroudsburg, PA, USA: Association for Computational Linguistics.
Rua, Rob. 2019. easy-bert:
zenodo.2652964.

open-source software. https://doi.org/10.5281/

Rubinstein, Aynat. 2014. On necessity and comparison. Pacific Philosophical Quarterly 95(4), 512–554.
Russell, SJ and Norvig, Peter. 2010. Artificial Intelligence: A Modern Approach.
Pearson Education Limited.

Bibliography

343

Sag, Ivan A and Pollard, Carl. 1987. Information-based syntax and semantics. CSLI
Publications.
Sammons, Mark, Vydiswaran, V.G.Vinod and Roth, Dan. 2012. Recognizing Textual Entailment. In Daniel M. Bikel and Imed Zitouni (eds.), Multilingual Natural
Language Applications: From Theory to Practice, Chapter 6, pages 209–258, IBM
Press, Pearson plc.
Sánchez-Valencia, Victor. 1991. Studies on Natural Logic and Categorial Grammar .
Ph. D.thesis, University of Amsterdam.
Sarkar, Rajdeep, McCrae, John Philip and Buitelaar, Paul. 2018. A supervised
approach to taxonomy extraction using word embeddings. In Nicoletta Calzolari (Conference chair), Khalid Choukri, Christopher Cieri, Thierry Declerck,
Sara Goggi, Koiti Hasida, Hitoshi Isahara, Bente Maegaard, Joseph Mariani,
Hélène Mazo, Asuncion Moreno, Jan Odijk, Stelios Piperidis and Takenobu Tokunaga (eds.), Proceedings of the Eleventh International Conference on Language
Resources and Evaluation (LREC 2018), Miyazaki, Japan: European Language
Resources Association (ELRA).
Schmidt-Schauß, Manfred and Smolka, Gert. 1991. Attributive concept descriptions
with complements. Artificial intelligence 48(1), 1–26.
Schulz, Stefan, Stenzhorn, Holger, Boeker, Martin and Smith, Barry. 2009. Strengths
and limitations of formal ontologies in the biomedical domain. Revista electronica
de comunicacao, informacao & inovacao em saude: RECIIS 3(1), 31.
Schuster, Sebastian and Manning, Christopher D. 2016. Enhanced English Universal
Dependencies: An Improved Representation for Natural Language Understanding
Tasks. In Nicoletta Calzolari (Conference Chair), Khalid Choukri, Thierry Declerck, Sara Goggi, Marko Grobelnik, Bente Maegaard, Joseph Mariani, Helene
Mazo, Asuncion Moreno, Jan Odijk and Stelios Piperidis (eds.), Proceedings of the
Tenth International Conference on Language Resources and Evaluation (LREC
2016), Paris, France: European Language Resources Association (ELRA).
Schwarz, Bernhard. 1998. Reduced conditionals in German: Event quantification
and definiteness. Natural Language Semantics 6(3), 271–301.
Screiber, Guus and Raimond, Yves. 2014. RDF 1.1 Primer.
Sevastjanova, Rita, El-Assady, Mennatallah, Hautli-Janisz, Annette, Kalouli,
Aikaterini-Lida, Kehlbeck, Rebecca, Deussen, Oliver, Keim, Daniel A. and Butt,
Miriam. 2018. Mixed-Initiative Active Learning for Generating Linguistic Insights
in Question Classification. In 3rd Workshop on Data Systems for Interactive Analysis (DSIA) at IEEE VIS .

344

Bibliography

Shen, Tao, Zhou, Tianyi, Long, Guodong, Jiang, Jing, Wang, Sen and Zhang,
Chengqi. 2018. Reinforced Self-Attention Network: A Hybrid of Hard and Soft
Attention for Sequence Modeling. In Proceedings of the 27th International Joint
Conference on Artificial Intelligence, IJCAI’18, page 4345–4352, AAAI Press.
Socher, Richard, Manning, Christopher D. and Ng, Andrew Y. 2010. Learning continuous phrase representations and syntactic parsing with recursive neural networks. In Proceedings of the NIPS-2010 Deep Learning and Unsupervised Feature
Learning Workshop, Whistler, BC, Canada.
Stabler, Ed. 2017. Reforming AMR. In A. Foret, R. Muskens and S. Pogodalla
(eds.), Formal Grammar 2017. Lecture Notes in Computer Science, volume 10686,
Springer.
Stanovsky, Gabriel, Eckle-Kohler, Judith, Puzikov, Yevgeniy, Dagan, Ido and
Gurevych, Iryna. 2017. Integrating Deep Linguistic Features in Factuality Prediction over Unified Datasets. In Proceedings of the 55th Annual Meeting of the
Association for Computational Linguistics (Volume 2: Short Papers), pages 352–
357, Vancouver, Canada: Association for Computational Linguistics.
Steedman, Mark. 2000. The syntactic process, volume 24. Cambridge, MA: MIT
Press.
Steedman, Mark. 2012. Taking scope: The natural semantics of quantifiers. Cambridge, MA: MIT Press.
Talman, Aarne, Yli-Jyrä, Anssi and Tiedemann, Jörg. 2019. Sentence embeddings
in NLI with iterative refinement encoders. Natural Language Engineering 25(4),
467–482.
Taslimipoor, Shiva, Rohanian, Omid and Može, Sara. 2019. GCN-Sem at SemEval2019 Task 1: Semantic Parsing using Graph Convolutional and Recurrent Neural
Networks. In Proceedings of the 13th International Workshop on Semantic Evaluation, pages 102–106, Minneapolis, Minnesota, USA: Association for Computational Linguistics.
Tatu, Marta and Moldovan, Dan. 2007. COGEX at RTE 3. In Proceedings of the
ACL-PASCAL Workshop on Textual Entailment and Paraphrasing, pages 22–27,
Prague: Association for Computational Linguistics.
Tesnière, Lucien. 1959. Eléments de syntaxe structurale. Klincksieck.
Tuan Nguyen, Dang and Tran, Trung. 2019. DANGNT@UIT.VNU-HCM at SemEval
2019 Task 1: Graph Transformation System from Stanford Basic Dependencies
to Universal Conceptual Cognitive Annotation (UCCA). In Proceedings of the
13th International Workshop on Semantic Evaluation, pages 97–101, Minneapolis,
Minnesota, USA: Association for Computational Linguistics.

Bibliography

345

Turney, Peter D. 2012. Domain and Function: A Dual-Space Model of Semantic
Relations and Compositions. In Journal of Artificial Intelligence Research, volume 44, pages 533–585, National Research Council Canada.
Van Benthem, Johan. 1986. Essays in logical semantics. Springer.
Van Benthem, Johan. 1995. Language in Action: categories, lambdas and dynamic
logic. Cambridge, MA: MIT Press.
van Benthem, Johan. 2008. A brief history of natural logic. In M. Chakraborty,
B. Lowe, M. Nath Mitra and S. Sarukki (eds.), Logic, Navya-Nyaya and Applications: Homage to Bimal Matilal , College Publications.
van den Berg, Martin, Condoravdi, Cleo and Crouch, Richard. 2001. Counting Concepts. In R. van Rooy (ed.), Proceedings of the Thirteenth Amsterdam Colloquium,
pages 67–72, Amsterdam, Netherlands: Institute for Logic, Language and Computation.
Van Eijck, Jan. 2005. Natural logic for natural language. In International Tbilisi
Symposium on Logic, Language, and Computation, pages 216–230, Springer.
van Noord, Rik, Abzianidze, Lasha, Toral, Antonio and Bos, Johan. 2018. Exploring
Neural Methods for Parsing Discourse Representation Structures. Transactions of
the Association for Computational Linguistics 6, 619–633.
Vendrov, Ivan, Kiros, Ryan, Fidler, Sanja and Urtasun, Raquel. 2016. OrderEmbeddings of Images and Language. In Yoshua Bengio and Yann LeCun (eds.),
Proceedings of the 4th International Conference on Learning Representations
(ICLR), San Juan, Puerto Rico.
White, Lyndon, Togneri, Roberto, Liu, Wei and Bennamoun, Mohammed. 2015.
How Well Sentence Embeddings Capture Meaning. In Proceedings of the 20th
Australasian Document Computing Symposium, ADCS ’15, pages 9:1–9:8, New
York, USA: Association for Computing Machinery.
Williams, Adina, Nangia, Nikita and Bowman, Samuel. 2018. A Broad-Coverage
Challenge Corpus for Sentence Understanding through Inference. In Proceedings
of the 2018 Conference of the North American Chapter of the Association for
Computational Linguistics: Human Language Technologies, Volume 1 (Long Papers), pages 1112–1122, New Orleans, Louisiana: Association for Computational
Linguistics.
Wood, Simon N. 2011. Fast stable restricted maximum likelihood and marginal likelihood estimation of semiparametric generalized linear models. Journal of the Royal
Statistical Society (B) 73(1), 3–36.

346

Bibliography

Wood, Simon N. 2017. Generalized Additive Models: An Introduction with R. Chapman and Hall/CRC, second edition.
Yanaka, Hitomi, Mineshima, Koji, Martínez-Gómez, Pascual and Bekki, Daisuke.
2018. Acquisition of Phrase Correspondences Using Natural Deduction Proofs. In
Proceedings of the 2018 Conference of the North American Chapter of the Association for Computational Linguistics: Human Language Technologies, Volume 1
(Long Papers), pages 756–766, New Orleans, Louisiana: Association for Computational Linguistics.
Yang, Zhilin, Dai, Zihang, Yang, Yiming, Carbonell, Jaime G., Salakhutdinov, Ruslan and Le, Quoc V. 2019. XLNet: Generalized Autoregressive Pretraining for
Language Understanding. CoRR abs/1906.08237.
Yin, Wenpeng and Schütze, Hinrich. 2014. An Exploration of Embeddings for Generalized Phrases. In Proceedings of the ACL 2014 Student Research Workshop, pages
41–47, Association for Computational Linguistics.
Yin, Wenpeng and Schütze, Hinrich. 2017. Task-Specific Attentive Pooling of Phrase
Alignments Contributes to Sentence Matching. In Proceedings of the 15th Conference of the European Chapter of the Association for Computational Linguistics:
Volume 1, Long Papers, pages 699–709, Valencia, Spain: Association for Computational Linguistics.
Young, Peter, Lai, Alice, Hodosh, Micah and Hockenmaier, Julia. 2014. From image
descriptions to visual denotations: New similarity metrics for semantic inference
over event descriptions. Transactions of the Association for Computational Linguistics 2, 67–78.
Yu, Dian and Sagae, Kenji. 2019. UC Davis at SemEval-2019 Task 1: DAG Semantic
Parsing with Attention-based Decoder. In Proceedings of the 13th International
Workshop on Semantic Evaluation, pages 119–124, Minneapolis, Minnesota, USA:
Association for Computational Linguistics.
Yu, Mo and Dredze, Mark. 2015. Learning Composition Models for Phrase Embeddings. Transactions of the Association for Computational Linguistics 3, 227–242.
Zaenen, Annie, Karttunen, Lauri and Crouch, Richard. 2005. Local Textual Inference: Can it be Defined or Circumscribed? In Proceedings of the ACL Workshop
on Empirical Modeling of Semantic Equivalence and Entailment, pages 31–36, Ann
Arbor, Michigan: Association for Computational Linguistics.
Zafar, Bushra, Cochez, Michael and Qamar, Usman. 2016. Using distributional semantics for automatic taxonomy induction. In Proceedings of the International
Conference on Frontiers of Information Technology (FIT), pages 348–353, Islamabad, Pakistan: IEEE.

Bibliography

347

Zanzotto, F. M. and Ferrone, L. 2017. Can we explain natural language inference
decisions taken with neural networks? Inference rules in distributed representations. In Proceedings of the International Joint Conference on Neural Networks
(IJCNN), pages 3680–3687, Anchorage, AK: IEEE.
Zanzotto, Fabio Massimo, Pennacchiotti, Marco and Moschitti, Alessandro. 2009. A
machine learning approach to textual entailment recognition. Natural Language
Engineering 15(4), 551––582.
Zhang, Sheng, Ma, Xutai, Duh, Kevin and Van Durme, Benjamin. 2019. AMR
Parsing as Sequence-to-Graph Transduction. In Proceedings of the 57th Annual
Meeting of the Association for Computational Linguistics, pages 80–94, Florence,
Italy: Association for Computational Linguistics.
Zhang, Zhuosheng, Wu, Yuwei, Zhao, Hai, Li, Zuchao, Zhang, Shuailiang, Zhou,
Xi and Zhou, Xiang. 2020. Semantics-Aware BERT for Language Understanding.
In The Thirty-Fourth AAAI Conference on Artificial Intelligence, AAAI 2020,
The Thirty-Second Innovative Applications of Artificial Intelligence Conference,
IAAI 2020, The Tenth AAAI Symposium on Educational Advances in Artificial
Intelligence, EAAI 2020, New York, NY, USA, February 7-12, 2020 , pages 9628–
9635, AAAI Press.
Zhu, Xunjie, Li, Tingfeng and de Melo, Gerard. 2018. Exploring Semantic Properties
of Sentence Embeddings. In Proceedings of the 56th Annual Meeting of the Association for Computational Linguistics (Volume 2: Short Papers), pages 632–637,
Melbourne, Australia: Association for Computational Linguistics.

