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Abstract: The technical progress in the last decades makes photo and video recording devices
omnipresent. This change has a significant impact, among others, on police work. It is no longer
unusual that a myriad of digital data accumulates after a criminal act, which must be reviewed by
criminal investigators to collect evidence or solve the crime. This paper presents the VICTORIA
Interactive 4D Scene Reconstruction and Analysis Framework (“ISRA-4D” 1.0), an approach for
the visual consolidation of heterogeneous video and image data in a 3D reconstruction of the
corresponding environment. First, by reconstructing the environment in which the materials were
created, a shared spatial context of all available materials is established. Second, all footage is spatially
and temporally registered within this 3D reconstruction. Third, a visualization of the hereby created
4D reconstruction (3D scene + time) is provided, which can be analyzed interactively. Additional
information on video and image content is also extracted and displayed and can be analyzed with
supporting visualizations. The presented approach facilitates the process of filtering, annotating,
analyzing, and getting an overview of large amounts of multimedia material. The framework
is evaluated using four case studies which demonstrate its broad applicability. Furthermore,
the framework allows the user to immerse themselves in the analysis by entering the scenario in
virtual reality. This feature is qualitatively evaluated by means of interviews of criminal investigators
and outlines potential benefits such as improved spatial understanding and the initiation of new fields
of application.
Keywords: 4D reconstruction; visual exploration; computer vision; machine learning; forensics;
virtual reality; surveillance systems

1. Introduction
Image and video footage is becoming increasingly important for criminal investigation, as more
and more sensors, from security cameras to mobile phones, are easily available and in use. This has
an impact on the accumulation of data that needs to be thoroughly investigated, which is often done
manually and thus time-consuming and cost-intensive. The German police expects approximately 8 h
of investigation time for one hour of video material [1]. In cases where the police ask citizens to upload
video or image data for an incident, it is expected that several images will be uploaded, capturing the
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same content from different perspectives. Famous examples are the Boston Marathon Bombing and
New Year’s Eve at Cologne Cathedral [2]. Investigators determine the relevance for the data provided
and note whether the supplied video records the scene of interest at the time of interest. A second step
is spatial localization, which is used to determine the location of the camera sensor and its field of
view. The third step is temporal localization, which establishes a temporal relationship between the
other available video data. Finally, a detailed analysis of the video and image content is performed to
identify objects, persons, and scenes of interest necessary for the particular case.
Our proposed visual analytics approach (ISRA-4D 1.0) supports the user in all these tasks.
It automates processes to a great extent, while still allowing the user to intervene and optimize
during all steps. The processed scene is composed of a 4D scene that combines multiple video
sources synchronized on a single timeline. Users can explore this 4D scene in our interactive 4D scene
investigator, tracking objects across various video feeds, annotating scenes, and exploring the scene
in virtual reality, which significantly improves the perception of distances, angles, and details of the
scene. In the long-running VICTORIA project (https://www.victoria-project.eu/), numerous internal
and external stakeholders underlined the importance and necessity of such an approach for their daily
work. Furthermore, additional use cases could be identified.
When massive amounts of data are available, for instance, through upload platforms asking the
public to upload videos of an incident, the police is often confronted with a lot of irrelevant material.
Our scene reconstruction approach can automatically determine whether specific images and videos
where taken of a specific scene. Therefore, the police needs to reconstruct a static scene where the
incident took place. Afterward, the reconstruction algorithms can determine whether the additionally
uploaded video material fits into the scene or not. This approach is robust, as for videos multiple
frames are available and thus more evidence can be gathered.
The primary use case is, however, crime scene reconstruction, where image material can be
collected from witnesses in combination with image material recorded by the police after the incident.
The constructed 4D scene can then be further annotated and explored using ordinary desktop
computers and virtual reality with available consumer hardware. This allows persons involved
in the case to better understand and orient themselves at the crime scene, even if they may not have
seen it in reality. Additionally, such scenes can be digitally archived and also used in court.
Besides, the framework can be deployed for efficient monitoring of critical infrastructures and
public places, such as airports, train stations, or industrial areas. The state-of-the-art uses arrays
of monitors showing the live streams of cameras. Such an array of monitors is difficult to oversee,
and important events can easily be overlooked. In addition, it requires a constant cognitive workload to
recognize and remember position and orientation of each camera, which makes it increasingly difficult
to trace moving objects. Our approach allows the embedding of cameras into the 4D scene, whereby
the images can be projected into the scene in real-time. Additionally, the proposed concept can be used
for mission planning and training for special forces in which virtual reality is an essential component.
It allows users to spot a scene using drones, video glasses, or other imaging sources and receive a 3D
scene that can be virtually inspected to plan the mission. Especially, the collaborative virtual reality
and mixed interactions with desktop access that provide an overview are considered useful.
This work is a direct extension of an earlier publication [3] in which the predecessor framework is
presented in less detail. In the line with this work, this publication contributes (1) a modular pipeline
approach for the reconstruction of static 3D and dynamic 4D scenes, (2) a visual interface concept for
the interactive and immersive exploration of such scenes, and (3) four use cases demonstrating
the manifold applicability of our approach. The 4D scene reconstruction pipeline is carefully
constructed to increase its robustness, extensibility, and user handling. The final reconstructed scene
can be investigated on desktop computers, providing a good overview of the progression of events.
Additionally, virtual reality allows the operator to immerse into the scene where distances, angles and
orientation are perceived as in reality. The scene can be further annotated and investigated using
various tools for spatial and temporal analysis to find interesting locations and times within the scene
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and timeline. Furthermore, our approach allows the operator to always intuitively access the original
material that has been used to reconstruct the scene as well as the dynamic material that is blended
into the scene.
2. Related Work
In this section, first, an overview of existing approaches and techniques is provided which can
be used to create a 3D reconstruction of dynamic and static environments, as well as methods to
analyze the content of videos. Subsequently, current state-of-the-art multi-video surveillance systems
are presented. Finally, the use of visual and immersive analytics approaches in different domains
is outlined.
2.1. 3D Scene Reconstruction
The reconstruction of dynamic objects or static scenes with state-of-the-art approaches like
Simultaneous Localization and Mapping (SLAM) [4] or Structure from Motion (SfM) [5] is
challenging. The quality of the reconstruction depends significantly on the quality of the footage.
Zhong et al. presented the “Detect-SLAM” framework, which combines an object detection approach
with a reconstruction technique for a more robust 3D reconstruction of dynamic objects [6]. By initially
segmenting the scene material, their framework improves the reconstruction quality and detection rate
even from disadvantageous viewpoints and potential occlusion. Similarly, Bullinger et al. integrated
algorithms and segmentation techniques based on optical flow to compute object-specific motion
cues and corresponding points [7]. The combination of SfM and triangulation enables 3D scene
reconstruction and simultaneous tracking of static and dynamic entities in a scene. However, a typical
limitation of such an approach is the availability of binocular footage. Besides the reconstruction of 3D
objects, the extraction of a three-dimensional scene from 2D images is another challenging research
area that deals with the restoration of dynamic 3D scenes. This endeavor requires elaborate routines to
mitigate the negative effects of inaccuracy and uncertainty in dynamic scenarios.
Mustafa et al. presented an approach to improve an initially sparse 3D scene reconstruction
using traditional reconstruction techniques with a joint optimization framework [8]. Their approach
is applicable to scenarios with moving cameras without prior knowledge of the scene structure,
whereas earlier techniques were often limited to fixed camera positions in the scene. They take
into account data, contrast, smoothness, and temporal characteristics to narrow the solution space
and achieve a clean depth restoration for multiple synchronized and unsynchronized input videos.
In contrast, Ji et al. presented a method for the 3D reconstruction of dynamic scene objects based
on video synchronization that exploits locally rigid patches without the need for segmentation [9].
However, these approaches are limited to a few large, moving foreground objects in a scene. Therefore,
they cannot always be applied to real-world scenarios that might contain diverse, dynamic objects,
such as crowds of people or cars.
In the current work, especially for the reconstruction of dynamic scenes, several different
approaches are realized and compared. The most visually appealing approach was selected and
implemented as a module of the preprocessing pipeline.
2.2. Video Content Synthesis: Object Detection and Re-Identification
The generation of data about image content, such as the detection of objects in images and videos,
is a common task used in numerous domains. One area that receives a lot of attention is research on
real-time object detection. For example, YOLO, introduced by Redmon et al., is a framework based on
neural networks enabling the detection of objects within images with little computational effort [10].
In later years, gradual improvements of the YOLO framework were presented: YOLOv2 [11] and
YOLOv3 [12]. Besides, many alternative approaches for real-time object detection in videos were
established, such as SSD [13] and R-FCN [14].
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In addition to the mere object detection within an image, it is also essential to identify the
same object during a video or in different footage. The so-called object re-identification task is a
very challenging and error-prone task, e.g., due to context-related problems like occlusion, noise,
varying illumination, moving background objects, and ambiguity [15,16]. Li and Loy presented an
approach that allows the re-identification of objects in successive frames, even if an object could not be
identified in the frames in between [17]. Their segmentation-based approach allows visual tracking of
objects that even change in scale and rotation. While this approach focuses on object re-identification
in a single camera, others specialize in object tracking through multi-camera systems. For example,
Bialkowski et al. [18] presented a database for the re-identification of persons with videos that record the
same environment from different angles and under different lighting conditions. They demonstrated
the dataset using a simple re-identification system that compares detected objects between different
cameras. The presented approach requires overlapping viewports of the cameras. Other approaches
are even more sophisticated and support the tracking of objects through non-overlapping camera
networks [19,20]. Beyond the extraction of movement trajectories, several approaches aim to analyze
the movement of detected persons further. For example, Devanne et al. analyzed the trajectories
of skeletons and focused on the recognition and classification of actions within the movement of a
person [21]. Goffredo et al. dealt with gait analysis in surveillance videos [22]. The way a person walks
is very individual, making it possible to use gait characteristics for person re-identification.
Depending on the choice of the object detection and re-identification approach, the run times
and results vary. Thanks to the modular design of the current approach, new improvements of
such models can easily be implemented in the pipeline. In the current version of the presented
framework, a pretrained YOLO v3 module [12] was used in combination with a state-of-the-art
re-identification approach.
2.3. Multi-Video Surveillance Systems
Another research focus is on the optimization of multi-camera surveillance systems. Here,
the dominant goal is to contextualize heterogeneous video sources with different viewports, light
and color differences, and structurally different parameters (e.g., camera intrinsics). For example,
Collins et al. presented a framework for the seamless tracking of moving objects through a network
of surveillance cameras [23]. A site model of the monitored environment and calibrated cameras are
required to calculate the trajectories of objects. There are alternative approaches that do not require a
spatial model of the environment with calibrated cameras, but rather estimate relative camera locations
and their intrinsic parameters on the fly. For example, Javed et al. presented a large-scale surveillance
system that automatically calculates the spatial relation between the cameras [24]. The system detects
and tracks objects and persons across multiple cameras. First, the tracks of objects are computed for
each camera. Then, a match between the views of the same object by multiple cameras is calculated.
This makes it possible to find relationships between the field of view lines of different cameras without
explicit camera calibration. Several approaches in literature (see, e.g., in [25,26]) follow a similar
principle for scenarios where it cannot be assumed that there is sufficient visual overlap occurs which
would allow a purely visual camera correspondence estimation.
Other work deals with the quantification of camera constellations, calibrations, and image content.
For instance, Zaho and Cheung presented a technique for optimizing the camera placement in a
multi-camera system by measuring and comparing the performance of different camera constellations
for object and face detection tasks [27]. Lim et al. suggested an approach for automatic, image-based
calibration of stationary cameras [28], i.e., the automatic configuration of pan, zoom, and tilt parameters
of cameras in multi-camera systems to optimize the system’s overall performance. Beyond that,
Shen et al. proposed an approach to quantify the content of surveillance cameras to prioritize the views
of specific cameras in multi-camera surveillance systems [29].
The current framework comprises publicly available, state-of-the-art approaches for object
detection and re-identification. The output of these models is used to improve dynamic point cloud
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generation processes and to simultaneously display high-level information from multiple videos in a
shared 3D environment. With the modular design of the introduced framework, it is possible to adapt
to further advances in this area by exchanging individual modules in the preprocessing pipeline and
adapting their output to the required format.
2.4. Visual and Immersive Analytics
Visual analytics has proven to be a valuable tool for explorative and confirmatory analysis
tasks [30–33]. With the help of visualizations, hidden information in the data can be spotted without a
concrete definition of a hypothesis. In contrast to merely statistical evaluations, this makes it possible
to keep users up to date during interactive data analysis procedures. Various visual analytics solutions
have also been developed in the field of police and law enforcement. For example, Malik et al. presented
an instrument for police resource allocation and predictive analytics [34]. Various other works also
deal with the identification of criminal hotspots and use visual analytics procedures to facilitate the
process [35,36]. Sacha et al. introduced a tool for the interactive analysis of spatio-temporal metadata
of crime reports using abstract data visualizations such as correlation matrices and scatterplots [37].
Similarly, Jentner et al. analyzed crime reports, but focused on the analysis of patterns to provide
insights on a large bulk of data and to find clusters of similar crimes [38].
Virtual reality has been frequently used for simulation [39], training [40], and educational [41]
purposes due to its ability to immerse users in virtual environments. Virtual content can be observed
more naturally, conveying the impression to experience a real situation. Immersive analytics [42] is a
relatively new field in which visual analysis procedures are performed in immersive environments
such as augmented or virtual reality environments. Previous research has identified several benefits
associated with induced immersion. For example, Probst et al. used VR to explore large chemical
spaces in which molecules are depicted as volume visualizations [43]. They concluded that VR
provides a more intuitive exploration process, which is particularly useful for educational and training
purposes. Zhang et al. found a benefit of VR in terms of understanding geometric structures in VR
and attribute this effect to the natural inspection of 3D objects, which is similar to the inspection of
physical objects in the real world [44]. Similar effects were also reported regarding more abstract data
visualizations. For instance, Donalek et al. reported a better perception of the datascape geometry in
graph visualizations when participants were immersed in VR [45]. Further benefits have been identified
in terms of data validation [46], collaboration [45], increased task performance on specific data
exploration tasks [47,48], and memorability [49]. Etemadpour et al. found that especially surface-based
visual encodings profited from a stereoscopic perception in VR [50].
The use of visualizations for the analysis and extraction of knowledge from data has proven itself
in the past. Therefore, visualizations are used in the current framework to facilitate the analysis process
of mass video data. Recent developments in immersive analytics research could demonstrate various
advantages of using virtual reality in the visualization context. The current framework allows users to
observe 4D scene reconstructions in VR in order to exploit these benefits.
3. Crime Scene Analysis Framework: Processing Pipeline
In order to explore heterogeneous data sources in a shared 3D reconstruction, the underlying data
needs to be preprocessed. In this section, a detailed overview of the used preprocessing pipeline is
provided (see Figure 1). First, all supported input data types and data-specific terms are introduced.
Subsequently, the approaches used for static and dynamic scene reconstructions as well as metadata
extraction (high-level scene analysis) are explained. The section concludes with the description of the
module for temporal synchronization.
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Figure 1. Processing pipeline of the crime scene analysis framework. Multimedia input data are
processed in three main steps: First, a static reconstruction of the crime scene is created using a
structure-from-motion approach. Second, dynamic elements are extracted as dynamic point clouds.
Third, tracks of persons and objects are extracted using machine learning models.

3.1. Input Data
The crime scene analysis framework presented is optimized for the rapid analysis of large
amounts of image and video data from a certain incident. For example, after a shooting in a city
center, sources could be recordings from surveillance cameras as well as photos and videos taken
by eyewitnesses with their mobile phones. Therefore, the resulting set of data sources can be very
unstructured and difficult to analyze. The two main sources are static cameras that do not move
and maintain their perspective (static camera), and moving cameras that record different locations
throughout the incident (dynamic camera). To further enhance the context, image and video material
from the time before or after an incident can also be integrated into the framework by registering it
solely in space, without considering time. These sources are time-independent, as they are not registered
to a certain point in time of the progression of events to be analyzed.
Besides video data, image data such as individual photos, panoramas, and photo spheres can
also included in the analysis. By default, such footage is currently treated as time-independent and
is only registered in space. This could, for example, comprise images and photo spheres taken from
the place of interest after the incident in the forensic analysis and help investigators to compare the
environment at the time of the incident with the environment shortly after the incident.
3.2. Reconstruction of the Static Scene
The 4D reconstruction pipeline is divided into a static scene reconstruction and a dynamic scene
reconstruction. In the latter, all dynamic objects are reconstructed for each frame and mapped into the
previously created static surface reconstruction (see Section 3.3). In order to support the investigator
in navigating through a large multimedia database of an event, our approach first reconstructs the
static scene. The goal is to provide the user with a 3D surface model and a cadastre of all cameras in
the scene. This approach spatially structures the data and provides the user with a big picture of the
scene, which means that a scene no longer needs to be investigated on basis of video files. This enables
investigators to directly understand the geometric relationships of camera locations and their viewing
direction as well as objects within the scene.
As depicted in Figure 1, the static scene reconstruction pipeline starts with a dynamic object
segmentation step. Moving objects like cars or persons can lead to inconsistent 3D reconstructions
because feature points of these objects change their 3D position over time. Therefore, binary masks are
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created for each image to indicate whether a pixel is static or not. MaskRCNN is a neural network
that creates such instance boundary segmentations for individual objects in the scene such as persons,
cars, or bicycles [51]. For this task, we used a publicly available pretrained model that was trained
using the mscoco dataset [52]. All other classes are considered static. It is important to note that
these binary masks may not always be perfect, for example, a person displayed on an advertising
board is actually a static image, but is still identified as a person by the network. However, the masks
are only used to filter out areas that most likely contain dynamic content to allow for a high-quality
static reconstruction.
Subsequently, the locations of all cameras and a sparse static point cloud are restored using a
Structure-from-Motion (SfM) approach. Previously calculated masks are used to exclude dynamic
elements in images from this procedure. The current approach integrates COLMAP, a state-of-the-art
SfM pipeline [5]. SfM is a technique which first attempts to identify correspondences between all
images by means of image feature point detection and matching, such as SIFT [5]. From the set of
all possible 2D-2D correspondences, the camera locations as well as a sparse point cloud of valid
correspondences are restored and globally optimized using Bundle Adjustment (BA) [53]. Cameras that
could not be spatially registered can be manually positioned.
Once the sparse reconstruction is completed, a dense reconstruction is started. In this phase,
a multi-view stereo (MVS) reconstruction is performed by employing OpenMVS, resulting in a textured
surface model of the scene [54]. The surface model and camera locations resulting from the SfM and
MVS pipeline are usually not metrically scaled or georegistered. However, in order to be able to
measure the distances between individual points in the scene or to obtain the geolocation of a selected
3D point, absolute scaling or georegistration must be performed (see Figure 2).

Figure 2. 3D reconstruction after being manually geo-registered into satellite imagery based map data.

In case GPS metadata is available, georegistration can be performed automatically as long as there
is sufficient valid GPS metadata. When the respective options are enabled, images from smartphones
usually contain a geo-tag. However, videos usually do not contain GPS metadata, unless they were
captured by specialized drones that create separate GPS logs. The reason for that is that it would
require a GPS tag per frame which does not fit in the standardized EXIF metadata field. Therefore,
the prototype contains a manual georegistration approach, which enables users to manually align
the reconstructed scene using a satellite map with elevation data on a 3D globe, similar to Google
Maps. This makes it possible to add several separate, non-overlapping reconstructions which may be
relevant to a case, but are physically located at different locations. In case map data is not available
due to indoor footage, the reconstruction has to be scaled metrically by specifying a measure of a
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known object like the height of a door or the size of a tile on the floor. However, geo-information is
still missing and one can only interact with the model in a local metrically scaled coordinate space.
3.3. Reconstruction of the Dynamic Scene
3.3.1. Classical Stereo Depth Estimation
The reconstruction of a dynamic scene, i.e., a sequence of video frames with dynamic content,
is a challenging task. In the past, point clouds were typically reconstructed from calibrated and
synchronized stereo image pairs or multi-view setups. Disparity maps were computed by exploiting
the epipolar stereo geometry. There are different block matching approaches that assign each pixel of
the left image to the best matching pixel of the right image along its epipolar line by comparing local
image blocks with correlation-based block matching approaches [55,56]. These classical approaches
allow an efficient reconstruction of any image structure without having to rely on high-level
information of scene content. An example result of a point cloud that has been reconstructed using
stereo block matching is shown on the left in Figure 3. The drawback, however, is its inherent
dependency on synchronized image pairs from at least two different cameras that overlap. In practice,
stereo cameras are not available in most video security applications and cameras are preferably installed
in different viewing directions to reduce the total number of cameras and thus hardware costs.

Figure 3. (Left) Point cloud reconstructed from a stereo camera using classical stereo block matching.
(Right) Point cloud reconstructed with our geometrically based monocular depth reconstruction.

3.3.2. Neural Network-Based Monocular Depth Estimation
Different approaches are worth to be considered to deal with non-synchronized heterogeneous
monocular image data. We focused on approaches that are frame-based and capable of obtaining
a depth map, point cloud, or other high-level representation for each frame independently of other
frames. This enables high parallelization and thus fast processing. In recent years, monocular
depth estimation using neural networks grew in popularity. Several methods like Monodepth2 [57],
monoResMatch [58], and a self-monitored monocular depth estimation approach by Hermann [59]
were considered. An exemplary result of Monodepth2 with a pretrained model based on the KITTI
dataset [60] is shown in the bottom line of Figure 4. While the results of these approaches look
impressive from a scientific point of view, these point clouds did not meet the requirements for the
application, as they were still too noisy or stretched. These artifacts become particularly visible when
the perspective of the observing camera on the point cloud is changed. Even the slightest variation in
depth on the surface of a human body makes it difficult to identify the person in the scene. This does
not mean, however, that these approaches are not suitable in general. Recent work that explicitly dealt
with monocular depth estimation, for instance, with focus on videos with humans [61] or for obstacle
detection in autonomous cars [62], showed that monocular depth estimation from neural networks
could be a promising technique in the future.
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Figure 4. (Top left) Input image. (Top right) Result of our method, in which people are segmented and
placed upright on the ground.(Bottom left) Resulting depth map using Monodepth2. (Bottom right)
Embedded point cloud generated using Monodepth2.

3.3.3. Object Detector-Based Dynamic Object Placement
To avoid the previously mentioned noisy artifacts in the final scene, it is possible to focus only
on detected dynamic elements in the scene. This monocular reconstruction approach is limited
to detected objects (e.g., persons and cars) and positions them in the already reconstructed static
scene geometry. A generic object bounding box detector can be used for the detection of multiple
classes such as pedestrians, bicycles, cars, and trucks. The 3D object location of each object can be
calculated by intersecting the bottom edge of the bounding box with the surface mesh of the static
scene reconstruction. The image patches of the detected objects are then placed individually in the
scene, similar to billboards, so that the objects are upright. A result of such an embedded dynamic
reconstruction is shown at the top of Figure 5.
3.3.4. Orthogonal Depth Estimation Approach
In the current framework, an orthogonal depth estimation approach is used (see Figure 1) as
an improvement of the previously presented approach with bounding box detectors. The proposed
prototype integrates MaskRCNN, an instance segmentation approach based on neural networks that
can segment individual objects [51]. As shown in Figure 6 (left) as a red silhouette, the segmentation
is capable of cutting out objects in more detail. Similar to the previous approach, the 3D location of
segments is then calculated with the aid of the underlying static 3D reconstruction. The resulting
depth map can be superimposed over the static mesh, preserving all pixels of the original input image
(see Figure 5, center).
A skeleton extraction module increases the stability of the procedure for detected persons.
The neural network-based approach OpenPose allows to obtain 2D key point locations of a person [63].
These key points include body parts such as feet, shoulders, elbows, hands, head, nose, and ears,
as shown in Figure 6. An advantage of this approach is that it is possible to obtain high-level
information about a person’s body, even if the person is partly occluded, e.g., by another person or
object. A person’s skeleton information is used to improve the depth estimation for the corresponding
image segment. The framework assumes that a person is on average 1.70 meters tall and that the feet

Sensors 2020, 20, 5426

10 of 38

always touch the ground. Handstands, jumps, or other artistic postures are currently not supported
by our approach. However, in most cases of visual surveillance this is not a major limitation. The 3D
location of a person is calculated by casting a ray that intersects the pixel position of the foot with the
3D surface model, provided that the camera position and the intrinsic camera parameters are known.
In case the location of the foot could not be restored, other known key point locations are used and an
estimated offset is added. Thus, if the segmentation algorithm only returns, for example, the upper
body of a person due to occlusion, the extracted skeleton key points indicate this circumstance. The 3D
location of the segment is then calculated taking into account that the entire person is actually larger
than the extracted segment, resulting in a more accurate 3D position.

Figure 5. Dynamic objects can be displayed differently in the static 3D reconstruction. (Top) Detected
bounding boxes of persons are embedded upright. (Center) Complete depth map of the segmented
image is superimposed. (Bottom) People reconstructed with PIFuHD are embedded.
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Figure 6. (Left) OpenPose annotation key points. The red silhouette represents the segmented
instance boundary when using MaskRCNN. (Top right) Exemplary OpenPose result on an image with
several persons and partial occlusions. (Bottom right) Neural network-based automatic foreground
segmentation of people. This foreground is the dynamic part of the image that has to be placed in the
scene as dynamic content.

3.3.5. Neural Network-Based Full Body Reconstruction
Recent developments in artificial intelligence also enable the reconstruction of the complete 3D
body shape of a clothed person from monocular image data [64]. This means that even if only the front
of a person is visible, the back can be estimated from the network. The results of this approach are
shown in Figure 7. In addition to the reconstruction of the body shape, the entire body texture can
be reconstructed from a single monocular image or even with multiple views [65]. By reconstructing
each person individually for each frame, these models can be inserted into the scene and give the
impression of actually animated people walking through the scene (see Figure 5, bottom). In the scope
of this work, we experimented with a pretrained model provided by the PIFuHD authors that was
trained using a synthetic dataset.
The different approaches described in this section can be selected according to the needs of users.
In some cases, where the user prefers to rely on fast processing methods such as the display of image
snippets in the static scene, fast analysis capabilities are especially important. In other cases, a more
detailed and accurate 4D reconstruction is important. While some approaches retain all information
from the input material at the price of artifact-afflicted representations (e.g., superimposition of the
entire depth map), others rely on object detection algorithms and may withheld information during
the visual exploration (e.g., 3D models of persons). The choice of the most appropriate approach is
always a compromise and must be considered for each individual application.
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Figure 7. 3D models of different persons reconstructed from single images using PiFuHD. The
reconstruction time was approximately 10 seconds per person. The size of the image patches varied
between 260 × 330 and 440 × 960 pixels. Most models were successfully reconstructed from all sides.
Only the kneeing man opening a suitcase (lowest resolution) could not be reconstructed from the back.

3.4. High-Level Scene Analysis
After starting the main application, the system checks whether feature preprocessing has been
performed beforehand. If not, the preprocessing sequence will be started and each time-dependent video
is processed in an object detection pipeline. The pipeline for the high level scene analysis (see Figure 1)
has a modular structure. This way, the entire pipeline or parts of it can be replaced by other modules
that deliver an output using the same format. Figure 8 shows a frame from the feature extraction
preprocessing step. During preprocessing, the video is played back and all recognized objects and
persons are highlighted by colored rectangles, including their respective path of movement.

Figure 8. Frame taken from feature detection preprocessing procedure. During processing, the original
video is played back while detected objects are highlighted.
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3.4.1. Object Processing in Camera Space
Most of the feature extraction pipeline takes place in camera space. The position of detected
objects is described in pixel coordinates, based on the frame in which they were detected. All further
steps of feature processing (e.g., skeleton extraction and re-identification) are image feature-based and
therefore do not make use of the position itself. In a subsequent step, which is described in the next
paragraph, these pixel coordinates are mapped to world coordinates using the estimated camera pose
from the reconstruction.
As a first step in the feature extraction pipeline, each video from the input pool is processed
in an object detection module (convolutional neural network (CNN)) that extracts all detected
entities (persons and objects) for each frame of the video. In the present case, the YOLO v3 library
(https://pjreddie.com/darknet/yolo/) is applied. The network was used pretrained on the mscoco
dataset [52]. The result is a set of independent Detections for each frame, each containing information
about its location in the image space (bounding box), a confidence score, and a classification of the
object type (e.g., car, person, and backpack). In a second feature extraction step, each detection
classified as “person” is processed in a skeleton extraction module by using the mentioned bounding
box coordinates of the detection as input parameter. The current status of the proposed framework
includes the OpenPose skeleton extraction library (https://github.com/CMU-Perceptual-Comput
ing-Lab/openpose). Similar to the YOLO module, the OpenPose network was used pretrained on
the mscoco dataset [52]. With that, each detection of the class “person” is enriched with skeleton
information representing the key points of the detected skeleton. Figure 9 depicts a skeleton (right) as
shown later in the exploration framework for the detection of a person (left). Subsequently, for each
video, all detections are processed in a re-identification module, comparing the detections from
different frames and identifying all detections that belong to the same entity (Track). The current
implementation exploits DeepSort (https://github.com/Qidian213/deep_sort_yolov3), which reuses
features from the object detection module (YOLO v3). As a result, a set of tracks is available for each
video, each of which containing detections from the same entity (e.g., person and car) that describes its
spatial movement over time. For each track, a representative detection is selected in which the entity is
optimally represented (Best Shot). Currently, the detection with the highest confidence (YOLO output)
is selected as best shot. Last, a global re-identification module is used to find relations between tracks
of different videos. The detection features from the object detection module are used to compare the
tracks of different videos and form sets of tracks that belong to the same entity.

Figure 9. For each person recognized in a video frame (Left), OpenPose is applied for skeleton
extraction. The extracted skeletons can later be displayed in the scene as connected points (right).

3.4.2. Position Mapping to World Space
After each video is passed through the object detection pipeline, the position information of the
detections remains in camera space (frame coordinates in the pixel space). To locate the detection
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positions in the 3D scene, the corresponding 3D coordinates are computed based on the extrinsic and
intrinsic parameters of the respective camera. These parameters are available due to the preceding scene
reconstruction, pose estimation process, and camera characteristics. Depending on the information
available, there are two different approaches for calculating the 3D coordinates.
The first strategy requires the availability of depth images containing the depth for each pixel
of the respective camera frames. If this depth information is available, the detections’ 3D position
can be retrieved based on their bounding box position in the respective frames. This required depth
information is available natively for binocular cameras that can capture 3D images [16]. For mono
cameras, the depth information can be estimated as described in Section 3.3. This means that in our
case, depth maps exist for all videos that were processed in the dynamic scene reconstruction module.
As depth maps may be noisy and thus lead to faulty 3D localizations of detections, we provide an
alternative strategy based on the 3D mesh created in the scene reconstruction step (see Section 3.2).
Raycasting is applied to calculate the 3D position of a detection. As shown in Figure 10, originating
from the estimated camera coordinates (Section 3.2), a ray (red line) is emitted through the bottom
center of the detection in the image. The intersection point of the line with the geo-registered mesh
is then used as the 3D position of the detection. To determine the angle of the ray, the estimated
camera intrinsic properties (focal length and lens distortion) are used in combination with the camera
space pixel coordinates of the detection. This approach is based on the assumption that objects
must reside at the ground. With objects that are not at the ground, this strategy is, of course, prone
to errors. For instance, if a person jumps, then this approach would calculate a wrong position for
the time span during the jump, which is farther away from the camera than it is actually the case.
To mitigate such inaccuracies in the future, it might be helpful to consider the position and direction of
object shadows [66]. Unfortunately, such shadow algorithms depend heavily on lighting conditions.
The consideration of shadow effects will therefore probably not eliminate all existing problems of this
position extraction task.

Figure 10. Its extrinsic parameters define the world coordinates of a camera in a 3D scene (camera icon).
Based on intrinsic parameters, the pixel coordinate position of an object can be transformed into its
respective world position through raycasting. A ray (red line) is emitted through the image at the lower
edge of the bounding box of a detection (red rectangle in the camera frame). The intersection of the ray
with the mesh provides the related 3D world coordinate.

Another promising approach builds on the availability of multiple cameras which capture the
same detection from different angles. It would be possible to perform a triangulation of emitted
rays from several cameras to detect the position of an object in the 3D world space [67]. Overall,
the simultaneous application of different positioning strategies allows for modularity by prioritizing
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more accurate procedures. In the future, this modularity allows to extend the available methods,
for example, by camera triangulation and shadow position estimation approaches. Eventually,
the proposed prototype enables analysts to view the original footage, which is crucial for confirmatory
analysis and critical decision-making processes.
3.5. Temporal Footage Synchronization
Another factor why a detailed analysis of video footage is time-consuming and costly is the
inaccurate temporal synchronization of several cameras that usually originate from heterogeneous
sources. Available video footage must be temporally synchronized so that analysts can get an overview
of an incident. This temporal synchronization accuracy also affects the resulting quality of feature
extraction methods that require multiple cameras (see Section 3.4). The available footage is often not
temporally appropriately synchronized, resulting in poor analysis results, which may even lead to
false assumptions that impede accurate decision-making. Therefore, it is crucial to identify the correct
temporal synchronization before the information is used in further analysis steps. Even minimal time
differences may have a significant impact on critical decision-making processes.
The most basic strategy for performing time synchronization is to use the meta-data of a video to
determine its start time. However, the information stored in video files is often incorrect. The system
time in cameras may be inaccurate due to manual settings, or the stored creation time is overwritten
when the video files are converted or copied. For small adjustments, analysts can manually manipulate
the time offsets by to use appropriate values and adjust these offsets for each camera separately.
However, this method is tedious, time-consuming, and error-prone, especially as the amount of the
video material increases. Therefore, it is advisable to use available auditory or visual features that
appear in the video content. For example, analyzing the cameras’ soundtracks to extract distinctive
audio features such as shots, shouts, or other significant noises could enable (semi-)automatic temporal
synchronization to reduce the manual effort of the analyst. Additionally, it may be helpful to consider
the visual features of video frames to identify similarities of events and synchronize the video material
based on such anomaly conditions. For instance, the appearance of outstanding visual elements,
such as a red bus driving through the scene at a specific time, could be used to match different videos
temporally. Moreover, the trajectories of detected objects or persons could be compared and used for
temporal synchronization. Enabling analysts to inspect the automatic temporal synchronization is
essential for verification. For example, providing a time-aligned list of all videos enables the user to
see and compare aligned frames.
So far, the proposed system only supports the first hands-on approach, which is feasible for
scenarios with few cameras. As discussed, this approach does not scale for large numbers of videos,
which would require the implementation of automatic algorithms that can be monitored by analysts.
However, in line with the modular approach of the entire framework, we plan to integrate additional
temporal synchronization modules, which can be selected in the preprocessing step depending on the
available information.
3.6. Preprocessing Run Times
Preprocessing times vary and are highly dependent on the current constellation of modules,
their configuration, the input data, and the underlying hardware infrastructure. The proposed
pipeline comprises standalone modules that were benchmarked individually by their respective
authors. Nevertheless, in the following, we provide a rough overview of preprocessing times for the
previously presented constellation of modules on a conventional consumer desktop PC (GeForce GTX
1080Ti, 32 GB RAM, SSD, Intel i7-6700K). The considered data set consists of one handheld camera
video (2 min, 1080 p) and three static camera videos from surveillance cameras recording a scene
(1.5 min each, 1080 p). For the static 3D scene reconstruction, mainly frames from the moving camera
are taken into account (two-minute video). A sparse reconstruction can be created within 10 min.
The following dense reconstruction requires approximately 90 min to complete. It is noteworthy
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that this step only has to be completed once and is not affected by additional static cameras that are
embedded in the scene. The given example data set comprises three time-dependent videos which
are reconstructed as a dynamic scene. The dynamic object detection and segmentation, as well as
the monocular depth estimation, requires about 250 ms per frame. For the given example data set,
this results in about 27 min for 6480 frames. This process can be sped up by only reconstructing
keyframes. In particular preprocessing times of the high-level analysis are highly dependent on the
content of videos, i.e., if many objects appear in the scene, the time increases, and vice versa. Object
detection, re-identification, skeleton extraction, and 3D pose calculation require roughly 500 ms per
frame. For the given example dataset, this results in an overall run time of 54 min. In the current
configuration, the modules were opted for high-quality results. By tweaking parameters, for instance,
by disabling multi-resolution object identification in the YOLO module, processing times can be sped
up significantly.
In summary, the preprocessing pipeline required approximately 181 min to process the example
data set and display the result in an enriched 4D scene, which can be explored interactively. To allow
for fast analysis procedures, all individual modules can be tweaked at the price of lowering the quality
of results. Additionally, thanks to the modularity of the pipeline and highly parallelizable modules,
preprocessing computation can be outsourced to more powerful GPU clusters, shrinking preprocessing
times to a fraction of the ones described above.
4. Visual Exploration of 4D Reconstruction
After completing the preprocessing pipeline, analysts can inspect and examine the reconstructed
scene using an interactive application. Figure 11 depicts the main building blocks of the analysis
application. On the left is the 3D reconstruction, including a static mesh of the given environment and
spatially registered time-independent materials such as photos and panoramas. This environment
can be spatially explored and enriched with annotations, even if no time-dependent materials were
added to the analysis. On the right are all time-dependent materials, such as cameras with estimated
locations in space per timestamp, dynamic point clouds, and extracted meta information. We provide
a video to demonstrate an exemplary visual exploration of a 4D reconstruction (https://www.youtub
e.com/watch?v=bcDrLCaI2RI). In the following, most examples are taken from a 4D reconstruction
based on the dataset provided by Pollok [68]. The dataset includes several scenes in which several
persons, cars, suitcases, etc. are visible and actors reenact different scenarios (e.g., kidnapping and
dropping suitcases). It contains video material from three static surveillance cameras as well as footage
from handheld devices monitoring the reenacted incident.
3D Reconstruction
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Figure 11. Main elements of the analysis application.
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Figure 12 gives a first impression of the benefit of the presented approach. The static 3D
reconstruction serves as a base visualization in which all input sources can be placed within a shared
context. Static elements such as photos (green) and panoramic images (teal), which provide additional
contextual information about the environment, can be spatially registered. Their positions are indicated
as camera icons or spheres. Video sources are also spatially registered and visualized as camera
icons (orange, blue, and red). This visualization gives the user a good overview of all available
input sources and their spatial distribution. It allows the user to relate sources to each other and,
for example, find all cameras directed to a certain point of interest. Last but not least, the video
footage is temporally synchronized and automatically extracted meta information from all sources
can be displayed simultaneously. Blue and yellow dashed lines mark skeletons of detected persons,
which were found in different videos. In the following, the building blocks of the demonstrator are
described in more detail.

Figure 12. Multiple data sources are bundled and displayed simultaneously in a shared context. On the
left side, three frames from static surveillance cameras are displayed. Their locations are indicated by
small camera icons in the 3D scene (orange, blue, and red). Detections from all cameras are displayed
simultaneously in the scene (dashed lines) as well as static material, such as photos (light green) and
panoramic images (teal).

4.1. GUI
The ISRA-4D interface for the visual exploration of the 4D reconstruction comprises four main
parts. As shown in Figure 13, the view of the reconstruction (center) is surrounded by three panels:
a menu bar at the top, a mini-map in the top right corner, and a timeline panel at the bottom.
4.1.1. Menu Bar
The menu bar at the top (see Figure 13) allows the user to configure the appearance of the
inspected scene and provides options for additional user interactions. A time slider at the top left
corner with a play/pause button is followed five menu panels. The first panel (Layer Options) allows
the user to switch visual layers, such as static and dynamic point clouds, the static mesh, or camera
icons in the main scene. The second tab (Custom Annotations) provides functions for adding, loading,
saving, and changing manual annotations. The third tab (Real Data) contains three interaction options
for entering or retrieving original photo/video footage into or from the scene. Next to it, there is
a panel (Detections) for configuring the appearance of automatically extracted content, i.e., detected
persons and objects. For instance, users can determine whether bounding boxes should be displayed
or skeletons should be drawn into the scene. The last tab (Advanced) contains additional functionalities
for manually editing and saving automatically extracted detections as well as options for configuring
the VR interface.
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Figure 13. The graphical user interface of the presented demonstrator consists of four main parts:
a menu at the top, a minimap at the top right, a bottom panel, and the main window as a view of the
inspected scene.

4.1.2. Minimap
To keep an overview while inspecting the scene, a minimap at the top right provides a birds eye
view of the environment (see Figure 14). The current position and viewing direction of the observer is
indicated by a red dot and a frustum of pyramid. The minimap’s size can be arbitrarily changed by
using drag and drop on the small icon at the bottom left. If cameras are active at the currently selected
time, their icons can also be displayed in the minimap, giving the observer an overview of all sources
that were monitoring the scene at the selected time. Selecting a camera in the minimap changes the
viewport of the main window to that of the selected camera, allowing the user to inspect the scene
from the perspective of the source and, if desired, view the original video footage.

Figure 14. Minimap depicting a top-down view of the reconstructed environment. The locations of the
cameras recording the investigated incident are displayed as small camera icons (3 static cameras: blue,
green, and magenta; 2 moving cameras: red and yellow). The current location of the user is shown as a
small dot, with a red frustum indicating the viewing direction (center) and field of view.

4.1.3. Bottom Panel
The bottom panel represents a timeline that covers the period from all time-dependent contents
(see Figure 13, bottom). By default, it is collapsed, but it unfolds when the mouse cursor is moved
over it, revealing frame previews and additional visualizations about the class distribution and the
duration of detections in the scene. See Section 4.4 for more information on the visual elements in the
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bottom panel. A transparent yellow slider indicates the current temporal position. By clicking on the
timeline, the analyst can choose to view a specific point in time manually.
4.2. Reconstruction (3D) & Spatial Navigation
Time-independent elements comprise a static 3D reconstruction of the environment, including
photos and panoramas that are temporally not registered, and manual annotations (see Figure 11, left).
All these elements are static and can be explored independently of temporal navigation. The static 3D
reconstruction of the environment serves as a base visualization. Figure 15 shows an exemplary 3D
reconstruction. The user can navigate through the scene using standard input modalities (mouse and
keyboard). The virtual camera can be moved with the keyboard and rotated with the mouse.

Figure 15. 3D scene that can be inspected by flying around in it, which interactively changes the perspective.

4.2.1. Photospheres and Time-Independent Materials
Additional materials collected for the respective environment can be embedded into the scene,
including forensic evidence photos of a crime scene, panoramic shots, and photospheres. These expand
the context provided in the analysis, or the analyst can employ them for pre-post comparisons.
Figure 16 shows how a panoramic image (left) is displayed within the 3D scene as a textured sphere
(center). Once the user clicks on the sphere, the virtual camera is moved to the location of the sphere
and the panorama is blended over the 3D reconstruction (right). The user can then “look around” in
the 3D scene by similarly using the mouse as before. Photos, photospheres, and panoramas can also be
inserted live during the entire analysis process. For example, if the automatic positioning of panoramas
is not correct or if new sources became available after the reconstruction was completed. For that to
happen, the user can press the corresponding button in the top menu (see Figure 13, “Real Data”),
position the new sphere, and select the image from the hard drive to be inserted.

Figure 16. Panoramas (Left) are displayed as spheres in the scene (center). By opening a sphere,
the user “enters” the photosphere to inspect it (right).
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4.2.2. Annotations
Users can further enrich the scene by manually adding static annotations (see Figure 17).
The respective interaction for adding a new annotation can be selected in the top menu bar. The user
then defines the position of the annotation in two steps. First, a horizontal plane must be selected,
which determines the height of the annotation. Second, users can select a position on the plane,
allowing them to pick the desired 3D location on the 2D screen. After setting the location, width,
height, and depth, additional information of the annotation can be altered. For example, the user can
specify a custom logo, enter an annotation label, and type notes.

Figure 17. Static user annotations can be manually added to the scene.

4.3. Dynamic Content
Time-dependent elements include temporally registered cameras (static and moving), dynamic
point clouds, detections from video footage, and animated user annotations (see Figure 11, right).
All these elements are registered on the global timeline and can be explored by temporal navigation.
4.3.1. Temporal Navigation & Timeline
For easy access, the timeline is displayed twice—at the top left corner and, in large, in the
bottom panel (see Figure 13). The currently selected time is indicated by slider bars in the respective
timelines and numbers in the upper left-hand corner. The time range is automatically extracted from
time-dependent sources as the time span from the global minimum time to the global maximum time.
To navigate through time, the user can drag the timeline handles or click anywhere on the timeline.
With the play button in the upper left corner, the time can be automatically increased continuously,
analogous to the real-time progression. Once clicked, the button turns into a pause button that can be
used to stop the automatic increment in time.
4.3.2. Camera Positions
All time-dependent video sources are registered in the timeline, and their location is indicated
by a small camera icon that can be made visible if required in the scene and the minimap, separately.
Camera icons are only visible if they provide footage for the currently selected time on the time slider.
As shown in Figure 18, different types of frustums can be displayed, highlighting the area in the
3D reconstruction that is covered by the video material of the respective camera. On the left side,
a semi-transparent frustum is inserted into the scene, clearly showing a cut through the scene where
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the viewport ends. On the right are two alternative frustum options that work with illumination.
At the top right, the camera projects a colored light into the scene that illuminates everything seen by
the camera. At the bottom right, a subtractive approach is shown, which hides everything that the
camera cannot see.
Camera icons in the scene and on the minimap can be clicked to take a look at the scene from the
perspective of the selected camera. Once a camera is selected, it is possible to view its original video
material. Additionally, the user can select interactions from the menu bar option “Real Data” to jump
to the nearest camera to discover original footage for a potentially interesting perspective. The user
can also select a point on the 3D reconstruction to retrieve all cameras with the chosen point within
their field of view at the currently selected time on the time slider.

Figure 18. The camera frustums displayed in the scene and minimap can be customized: either as
semi-transparent objects (Left) or using additive (top right) or subtractive (bottom right) lighting.

Moving cameras change their location in the scene over time. Therefore, a camera icon is created
for each frame, as shown in Figure 19. The camera position at the currently selected time is highlighted
with a red halo around the respective camera icon. This view helps to get an overview of where a
camera has moved to and which areas are generally covered. The user can configure the display of
moving camera frustums to reduce clutter. The user can set for how long after and before the currently
selected time dynamic frustums should be displayed. This makes it possible to show only one frustum
that changes its location over time or to show the current one with any number of preceding and
succeeding camera icons. Transparency is used to encode temporal distance.

Figure 19. The user can configure the display of moving cameras in the scene. The location of the
camera at the currently selected time is highlighted with a red halo. In this example, the camera
locations of the last four time steps are also shown with increasing opacity.

4.3.3. Detections
Each time-dependent video is preprocessed in a feature extraction pipeline (see Section 3.4).
The generated information can be visualized in the 4D reconstruction. Using the top menu bar, the user
can configure how detections are displayed. As shown in Figure 20, a detection can be represented
as (a) an abstract minimum bounding box with a title; (b) the best shot of its track; (c) the snippet of
the minimum bounding box from the original video, as (d) a combination of a, b, and c; or, in case
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the detection belongs to the class “person”, (e) a skeleton. Detections are displayed with regard to the
currently selected time on the time slider. This means that all detections found in different sources
at the selected time are displayed. The user can select the sources (cameras) from which detections
should be displayed. Additionally, it is possible to filter detections according to their class, so that only
detections of certain classes, such as suitcases and bikes, are displayed.

Figure 20. (a) A detection can be displayed as a bounding box, (b) the best shot of its track, (c) the
corresponding snippet from its frame, (d) a combination of bounding box and best shot or frame
snippet, or, if available, (e) its skeleton.

By clicking on a detection in the scene, a context menu appears on the left side (see Figure 21).
This menu allows the user to change its label and add notes. Once a detection has been selected, its track
trajectory is visualized in the 3D scene, depicting its spatial progression over time (see Figure 21).
Black arrows on the trajectory indicate the direction of movement.

Figure 21. The trajectory of a selected detection is visualized as a directed path within the scene.
A menu allows to change the displayed title of a detection and to leave notes.

The demonstrator comprises tools to manually refine and adjust automatically extracted
information in case the automatic approach did not work as desired. If, for example, two persons who
look similar cross in front of a camera, their tracks may get mixed up, and the information displayed
is incorrect. The user can solve such issues by splitting the respective tracks and then merging the
related tracks.
Identities can be anonymized to protect the privacy of persons in the 4D reconstruction.
For instance, if the tool is deployed for an investigation at a public place, faces of bypassers who are
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not subject to the investigation itself can be pixelated, making them unrecognizable. As displayed
in Figure 22, a face detection algorithm detects bounding boxes of faces, and the respective area is
pixelated. Throughout the analysis, investigators can reveal the faces of persons that are relevant to
the case. A right management system could be deployed to regulate face revelations and define who
can use this function.

Figure 22. Faces of displayed persons within the 4D reconstruction can be anonymized for privacy
reasons. A face detection algorithm detects the bounding boxes of faces (center) which are subsequently
blurred in the displayed content throughout the visual analysis (right).

4.3.4. Dynamic Point Clouds
For each time-dependent camera in the scene, a dynamic point cloud is extracted in the
preprocessing step. During the inspection of the scene, the 3D point clouds of all cameras recorded
at the currently selected time can be displayed simultaneously. In this way, it is possible to perceive
the content of several videos at the same time and in a mutual spatial context without much mental
effort. While playing, the observer can fly through the scene and observe the progression of events
from different perspectives.
Of course, it is possible to select which cameras are to be displayed as 3D point
clouds. The advantage of this technique is that, unlike automatically extracted meta-information
(e.g., detections), the original video footage is completely mapped into the 3D scene. Due to detection
or classification errors, certain people or objects may not be detected in a frame and, therefore, not be
displayed in case the option to show all detections in the scene is selected. However, if the point cloud
of the respective frame is visualized in the scene, each pixel of the input frame is also displayed.
If the point cloud is viewed from the camera location, it resembles the original video footage.
Figure 23 shows an example of the dynamic point cloud visualization in the reconstructed environment.
In the current perspective, point clouds are displayed as shown on the left. However, when navigating
through space and observing, for instance, a person from different perspectives, different point clouds
can be observed from cameras monitoring the scene from respective directions (e.g., (1) from the
orange and (2) from the blue viewing angle).
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Figure 23. Dynamic point clouds displayed in the static scene from the current perspective (Left).
If one navigates through space, the perspective changes and point clouds generated from different
cameras can be perceived. For example, (1) the (top right) point cloud snippet can be seen from the
direction indicated by (1) the orange camera and (2) the (bottom right) one from the direction indicated
by the blue camera.

4.3.5. Animated Annotations
Static annotations can be animated and thus integrated into the global timeline along with videos
and detections. To do this, the user can select the annotation to animate and select the option to add
a waypoint. This action creates a waypoint for the annotation’s current location, and another can
be set interactively, similar to the location selection of annotations (see Section 4.2). When adding
waypoints, the bottom panel view is automatically changed to a waypoint timeline view (see Figure 24).
Each annotation is displayed in a list, and all corresponding waypoints are lined up for each annotation.
The user can shift waypoints in time to define the location of the annotation at a specific time. If two
waypoints are at different locations, the annotation position is interpolated depending on the time
between the two waypoints. In this way, the user can, for example, reconstruct a course of events
described by eyewitnesses or plan the progression of an intervention.

Figure 24. To animate annotations, waypoints can be set and arranged on a timeline that temporarily
replaces the bottom panel. Waypoints determine the location of an annotation at a particular time.

Sensors 2020, 20, 5426

25 of 38

4.4. Visual Analysis
The bottom panel can be expanded by hovering over it with the mouse, as depicted in Figure 25.
Optionally, it can be pinned to stay open and reveal the underlying visualizations while navigating
through the environment. When it is enlarged, three visualization elements appear. At the top,
all time-dependent video frames are aligned in a scrollable and filterable list that indicates the start
and endpoint of each video on the global timeline and provides a first glance at the original video
footage. The visibility of the frames is supported by a fisheye effect induced by hovering over the
frames. Dependent visualizations accordingly scale while hovering.

Figure 25. The bottom panel consists of three elements: At the top is a frame preview of all selected
cameras. In the center, the class distributions of the detections are visualized as horizon charts. At the
bottom is a chart depicting the appearances of all detections as lines.

The other two elements (center, bottom) are visualizations of automatically extracted detections.
A horizon chart visualization shows the distribution of a particular class of detections over the entire
time axis in the center. The user can select classes and combinations thereof to be displayed as
individual horizon charts. For each selection, a horizon chart is displayed, showing the total number
of detections of the selected class(es) at each time. In the example (see Figure 25), one horizon chart
was created for all detections of the “suitcase” class and another for the “person” class. With the
given visualization, it is easy to identify at what times a particular object type was detected to
jump to it quickly. Besides, this visualization allows the user to identify periods when nothing was
detected, which in surveillance use cases, for example, helps to sight large amounts of video material
more quickly.
The last visualization element (bottom) shows the time spans of detected tracks. Each row belongs
to a single object and is filled with color when it was detected in the original footage. The line’s color
represents a visual link to the corresponding video in which the track was detected (colored camera
icons in scene and minimap). The sources of the detections visualized in the bottom panel can be
filtered as desired to analyze only one video or a subset of videos.
Additionally, the current selection of detections (after filtering by classes and video sources) can
be displayed as a heatmap projected onto the reconstruction (see Figure 26). Once the user selects the
respective option in the top menu bar (Figure 13, “Detections”), a 2D heatmap with the locations of all
selected detections is created in the background. A grid of 10 × 10 cm tiles with the environment’s
size is used to create the heatmap. Each tile counts how many detections are in its corresponding area.
The resulting n × m grid is smoothed with a Gaussian kernel, normalized, and finally saved as an
image in which the corresponding tile value determines each pixel on a user-defined color gradient
(from transparent to yellow to red). The generated image is then projected orthogonally onto the mesh.
With the heatmap visualization, the user can quickly identify which areas of the environment
contain most occurrences of persons and objects and which areas were uneventful. For example,
by filtering for all detections of the class “suitcase” and displaying the heatmap for it, the user can
quickly see where a suitcase was detected to find all video sources which monitored the respective
areas. Especially in combination with horizon chart visualizations, it is easy to find all videos in which
and the corresponding times at which suitcases were spotted.
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Figure 26. A heatmap visualization of selected detections can be projected onto the environment
providing an overview of where objects or persons were detected in the analyzed scene.

Throughout the analysis, the user can insert images or spatial and time-dependent annotations.
Additionally, the user can activate a measuring tool in the top menu (Figure 13, “Measure Distance”).
Once activated, measuring points can be created by clicking on the environment (see Figure 27).
Intermediate segments are labeled with their distance in meters, and the total length is displayed in
the top menu.

Figure 27. Interactive tool for measuring distances and object sizes in the reconstruction.

4.5. VR Exploration
Besides exploring the 4D reconstruction on a monitor screen, it is possible to enter the scene in
virtual reality (“VR”). When a VR headset is connected to the PC, it is automatically recognized and
configured for usage. In the current example, we use a Valve Index VR head-mounted display [69].
The environment is scaled to metric space, which means that the environment is represented as a
life-size model. Distances and dimensions of objects can be viewed as in the real world. Figure 28 shows
an example scene as it can be observed in VR. All visualization elements like detections, heatmaps,
camera positions, and annotations can also be inspected in VR. The user can navigate through space by
walking (if the available physical space allows it) or virtual teleportation. The user can press and hold
the touchpad on the right controller to select a target location to teleport. When released, the user’s
location is set to the respective position.
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Figure 28. (Left) View of an exemplary scene in VR. (Right) Set-up with immersed investigator.

For further interactions, the user can open a menu by placing the thumb on the right joystick
(see Figure 29, left). The joystick can be moved around and released at the desired option to select an
item on the radial menu. The selected menu opens and is attached to the left controller. Options can
then be selected by pointing the laser on the right controller at them and pressing the right trigger
button. In this way, it is possible to modify the appearance of the scene (“Layer Options”), the display
of detections (“Detections”), and the annotation of the scene (“Annotation Options”). The user can
either drag the slider attached to the left controller or use the left joystick to scroll forward and
backward to navigate in time.

Figure 29. (Left) A radial menu can be opened on the right controller to open various menus that are
displayed on the left controller to configure the visualized scene. (Right) A minimap and a distance
measuring tool can be activated on demand.

A minimap of the environment can be toggled using the “B” button on the left controller (Figure 29,
right). The user can click in the minimap to teleport to the selected location. Furthermore, the “B”
button on the right controller can be used to toggle a measuring tool. After activation, the laser
emitted from the right controller measures the distance to the surface that it hits and displays it above
the controller.
Similar to interaction possibilities on the screen, the user can select detections and annotations
in VR by pointing at them and pressing the trigger button. When selected, the respective menu is
displayed and attached to the left controller. As traditional text input in VR is quite cumbersome,
a speech-to-text module allows to change labels or add textual notes to annotations and detections
via voice commands. For this, the user can select an input field, hold down the left trigger button,
and record spoken input. Afterward, it is converted to text and inserted into the chosen input field.
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Our exploration tool allows the simultaneous usage on a screen and in VR. While one collaborator
observes the scene in VR, the other can interact as usual on the monitor while seeing the VR user as
an avatar walking through the scene (see Figure 30, left). If two monitors are connected to the PC,
one depicts the scene’s regular interface and the other the observer’s view in VR (Figure 30). The VR
user can activate a laser pointer on the right controller by pressing the right trigger button to point at
something for improved communication.

Figure 30. Collaborative setup with multiple monitors connected to the system. One monitor shows the
usual view of the 4D reconstruction (Left) and the other one, a view from the simultaneous observer’s
perspective in VR (right). An avatar of the VR observer is displayed in the desktop interface (Left).

In a initial qualitative assessment, law enforcement officers who had the opportunity to test
our demonstrator provided feedback. Eleven criminal investigators of the German Federal Police
(Bundespolizei) evaluated the presented demonstrator. Overall, they were convinced of the added
value of virtual reality in the given context. The main argument was that it was advantageous to
inspect the scene “from within”, as one could perceive the environment in its natural size and explore
it by walking around in it. This made it easier for them to estimate distances between detected entities
and get a better spatial sense of the scenario. Another potential benefit mentioned was that such virtual
tours in VR could be used to inspect crime scenes from a distance without visiting their actual physical
location, or to use them at court to illustrate a sequence of events in a criminal incident graphically.
5. Use Cases
In the following, four use cases demonstrate the potential of the proposed approach.
5.1. Mass Data Analysis & Preparation of Evidence
After major criminal incidents, such as terrorist attacks in a city, law enforcement agencies
collect large amounts of evidence. These usually consist, among other things, of surveillance
videos and recordings of eyewitnesses (photos and videos). In the case of unusually large incidents,
law enforcement agencies even tend to set up platforms for the civil population to upload witness
photos and video recordings. In total, the amount of digital information collected can easily exceed
thousands of gigabytes of data and months of non-stop video recording. In practice, the review of
evidence materials is still primarily done by hand. Criminal investigators go through all photos
and videos, assess their relevance, and try to relate them to other materials, e.g., by annotating time,
location, and meta information.
However, to cope with such an amount of data and facilitate the preparation of evidence for use
at court, automatic mechanisms could be used. Our demonstrator could filter spatially and temporally
relevant sources, place them in a shared context, and extract valuable meta information. To achieve
this, the region of interest would first have to be specified and reconstructed as a 3D model. To return
to the example of a terrorist attack in a city, videos of all affected areas could be employed to create
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a reconstruction. This can either be videos and photos from the time after the incident (filming the
area with handheld cameras or drones) or video footage from the incident, which can be assigned
with certainty to the area of interest (e.g., surveillance cameras with known locations). Subsequently,
the entire pool of videos and images of the incident is fed into the reconstruction pipeline, trying
to find matching points with the original reconstruction. Materials that do not overlap with the
reconstruction are filtered out and may be subject to manual inspection. However, for all videos and
images that can be registered at the site of the event, their location can be estimated and positioned in
the reconstruction. After a semiautomatic temporal synchronization step, footage from before or after
the incident can also be filtered out. All remaining evidence can be aligned on a shared time axis.
The 4D reconstruction can then be inspected, providing an overview of the environment,
all available video and photo sources and their locations, and the time during which each location
was monitored. This approach could drastically reduce the materials that need to be viewed manually.
In addition, the approach facilitates the process of bringing recordings of the same area from different
angles into a mutual spatial context without much mental effort. Moreover, the automatic approach
could assist investigators in the analysis of meta information. For example, it would be possible to
track an object or person through a single video or complete footage. In the graphical exploration,
an entity’s spatial progression would be displayed as a single continuous path, regardless of the
recording’s source.
Besides providing a quick first overview of the evidence, it can be used as a starting point for
further adjustments, such as the manual insertion of footage that could not automatically be registered
correctly. When all relevant information is in one place and can be located precisely in space and time,
it is much easier to keep track of large amounts of evidence.
5.2. Crime Scene Investigation
Crime scenes, such as a murder scene, are carefully documented during criminal investigations.
After the incident, the police collects forensic footage to record evidence and store as much information
as possible about what the location looked like shortly after the crime was discovered. If available,
information at the time of the incident is also considered, such as nearby surveillance cameras,
witness reports, or even videos and witnesses’ photos.
A 3D model of the crime scene can be reconstructed with the presented demonstrator, showing the
crime scene as it was found before clean-up. All available sources are registered in the reconstruction.
In this way, the highly unstructured mass of digital information is spatially organized, so that,
for example, all sources recording a certain point in space can be easily identified. The 3D model could
help criminal investigators organize the available information and put it into a spatial context without
much mental effort. It also allows remote inspecting of the crime scene without physical presence and
at a later time. For example, as pointed out by interviewed criminal investigators, the reconstruction
could be used as an interactive, graphic basis for conveying information at court hearings.
Besides providing a permanent image of the crime scene, footage of the incident itself, if available,
can be interlaced. Similar to the previous use case, footage from surveillance cameras and eyewitnesses
can be displayed in the reconstruction. Meta information such as person and object detections and
their tracks could be automatically extracted and displayed. As the forensic material provides much
information about the scene after the incident, pre–post comparisons with the footage could easily
be made. For example, suppose a specific point of interest was recorded with a surveillance camera.
In that case, this point can be selected in the 3D scene to reveal all original footage sources which
contain the same location.
The 3D reconstruction could also be incredibly helpful in reconstructing the sequence of events
that led to the crime and a possible later course of events. If, for example, witness reports are available,
criminal investigators can resort to animated annotations and try to visually model the described
occurrences—possibly together with the witnesses themselves. Having a graphic representation of the
environment in front of them could help them remember the course of events more accurately.
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5.3. Real-Time Surveillance Scenario
The approach presented could also be used for real-time surveillance tasks. A monitored complex,
such as an airport site, can be reconstructed as a 3D model—either with the previously presented
method using large amounts of images or with alternative approaches, such as native 3D modeling
(e.g., with a floor plan of the building), or 3D laser scanning. All available surveillance cameras
are then spatially registered within the model, and their video streams are fed into the system
(see Figure 31). Their video streams are processed in real-time in a pipeline for object and person
detection. The extracted meta information is continuously displayed within the 3D scene. Security
staff can then interactively monitor a single representation of the entire complex, rather than a wall of
monitors, showing the footage from a single surveillance camera. Besides, the model would provide a
good overview of the distribution of cameras in the complex, making it easier to follow suspicious
persons walking past different cameras, even if the cameras’ original video recording is monitored.
Especially in use cases like this one, however, it must be critically reflected from a data protection
and ethical point of view to what extent technical possibilities should be employed. For example,
the tracing and re-identification of a person could already constitute a massive encroachment on a
person’s rights.

Figure 31. Reconstruction of airport in which multiple surveillance cameras are spatially registered.
Video streams of the cameras are fed into the system and automatically extracted detections are depicted
in the 3D reconstruction in real-time.

5.4. Mission Planning and Training
Another use case for the presented demonstrator would be applying 3D reconstructions for
mission planning and training scenarios. For example, in the case of a hostage situation in a
university, the available video and photo footage of its complex could be used to create a reconstruction.
Additional material collected during recon missions by robots or drones can be used to improve the
3D model. Special police forces could then use this reconstruction to get a picture of the surroundings
and plan strategies. For example, animated annotations can be used to sketch possible ways to enter
the building and free the hostages (see Figure 32).
Furthermore, police forces could use models of past missions or create new 3D models of training
environments to train their personal. Employing VR could be of particular benefit in such training
scenarios, as trainees can enter the given surrounding and perceive them more realistically. Previous
research points to advantages of virtual reality in terms of memorability [49], spatial navigation [70],
orientation [71], learning performance on 3D models [41], and the understanding of complex
geometries [44], which could also lead to an overall better training effect in the given context.
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Figure 32. Exemplary reconstruction of the environment for strategy planning in police operations.
The demonstrator creates a static mesh from drone recordings. The planned movement of police forces
can be sketched in it.

6. Discussion
6.1. Limitations
The current version of the demonstrator has different limitations. Like other state-of-the-art
3D scene reconstruction algorithms, the current algorithm is sensitive to low-quality input material.
For example, differences in illumination in images taken from the same location may mean that no
commonalities may be found between the two sources, leading to the inability to identify spatial
links. The image quality is also of great importance. Artifacts caused by motion blur in videos or
low image quality, e.g., due to poor illumination during night shots, have a significant impact on the
reconstruction quality and can make it impossible to register cameras. Therefore, it is not guaranteed
that all videos that record a specific location are also registered in space and thus revealed in the
visual analysis process. Additionally, cameras may be incorrectly registered due to a confusion of
crucial points. Both cases pose a threat to a possible decision-making process during visual analysis.
Therefore, it is essential to verify automatically calculated and extracted information and consult the
original data for the final decision making. Although the current framework provides links to original
data, the convenience provided may discourage additional verification steps.
In the current approach, the reconstruction can be recognized as a non-realistic estimation of the
environment. However, with improving reconstruction algorithms, the environment’s quality and level
of realism might align more and more with real-world experiences. Like this, errors in the reconstruction
might be accepted without further verification. Therefore, the currently already provided functionalities
to quickly open original video and image footage will be important in the future.
We presented our tool’s functionality for navigation through a 4D reconstruction in VR. Although
this offers several advantages, it also has drawbacks. Some users are prone to simulator sickness and
become nauseous after a short time of immersion, limiting the target group of potential end users.
Moreover, even though the illusory reality looks spacious, the physical interaction space is usually
limited, resulting in a small area where users can actually walk naturally. Movement-compensating
techniques such as virtual teleportation must be used to cover greater distances in VR, but can
negatively influence the perceived presence and orientation [71].
Beyond that, the demonstrator presented is intended to convey the underlying concepts and
not represent a ready-to-use prototype. Therefore, it cannot currently scale to hundreds of input
videos. The preprocessing should be outsourced to a GPU cluster, enabling highly parallel processing
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to process more massive amounts of input data. This would lead to an almost linear reduction in
computation time since most high computing power steps can indeed be parallelized.
6.2. Ethical Considerations and Legal Aspects
Naudts and Vogiatzoglou state in “The VICTORIA Ethical and Legal Management Toolkit”
that every application of new technology should consider several general ethical principles [72].
The proposed approach requires readily available imaging data. Of course, this data needs to be
gathered in a lawful and ethical way. For example, this could include locations such as airports,
train stations, or other public places where CCTV cameras are already deployed. To create a proper
reconstruction, additional imaging material from a moving camera sensor is necessary. It is best
to achieve a high-quality reconstruction if no persons or other moving objects obstruct the view.
Thus, no personal data is required for the reconstruction.
The following list of general ethical principles [72] need to be discussed that concern the proposed
demonstrator. Beneficence is a principle stating that new technology should improve the individual
and collective well-being. Our approach is designed to improve the way users can access 4D imaging
data from multiple camera sensors in a more intuitive manner. In general, this measurement can
improve the overview of complex scenes, such as an airport, enabling security personnel to detect
important events such as an imminent threat and eventually respond faster. In the case of a crime
scene reconstruction, a 4D scene may enable criminal investigators and legal experts to improve
the decision-making, and the trial process as the specific spatial properties of a crime scene can be
investigated exploratory and immersively using virtual reality. This is also relevant in the principle
of the right to a fair trial. The same argument is also valid for our use case of mission planning and
training, potentially saving lives.
On the contrary, the principle of non-maleficence states that new technology may not be exploited
to harm human beings. Our most significant concern here is that our approach may lead to an increase
in surveillance, as it allows humans to maintain the overview of a scene even if more camera sensors
are being added. On the other hand, deploying CCTV cameras must be aligned to the law and is
heavily regulated in many countries.
Justice and fairness are heavily discussed topics in scientific communities [73] and politics [74].
This topic is related to non-discriminatory AI. Both topics are notably complex, and no general
solution seems to be available. Naudts describes how this is also reflected in regulations as they are
complex and multilayered [75]. The modular system employed in the presented demonstrator also
includes the detection of objects and persons. The demonstrator merely receives a class, bounding
box, and the respective frame plus additional metadata such as uncertainty values. Our tool displays
all available data and does not filter, for example, by uncertainty values to mitigate the problem of
fairness. However, the problem that certain aspects of a scene may remain undetected persists, but it
is more unlikely the more cameras and frames are available containing the object. Another optional
module is the re-identification if this is enabled, it allows the user to track objects through the scene;
for example, by visualizing the paths and lifelines. Such modules may require the use of biometric
data such as detecting persons by their faces. Therefore, the lawful applicability must be ensured.
However, as Kindt argues, clearer rules regarding the use of biometric data are required [76]. This is
also heavily affected by GDPR. Our approach is robust to deal with, for example, with blurred faces.
The data must be prepared before it is loaded into our tool.
The principle of autonomy states that humans must remain in control over important decisions
affecting themselves and others. In the research field of visual analytics, this is also known as the
human being, the ultimate decision-maker. In a criminal investigation, interactions with a tool relevant
for decision-making must be tracked and presented at court in combination with the findings [38].
We envision our approach and tool as an alternative view for 4D scenes. It does not automatically
make decisions except for the reconstruction itself. The tool furthermore always allows the operator to
access and view the original data and relevant metadata. This measurement also complies with the
principle of explicability and eventually increases the operator’s trust in the system.
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6.3. Future Work
New techniques and approaches are continually being developed, which are improvements
of current steps in our preprocessing pipeline. For example, new, faster, and more accurate ways
are developed to detect objects and persons in videos, re-identify them in other frames or videos,
and extract metadata from them. The presented demonstrator is based on a modular design that allows
the continuous adaptation to technological progress.
In the future, outsourcing the preprocessing pipeline to a GPU cluster should increase processing
speed and facilitate the analysis of large amounts of videos. We also plan to improve various steps in
the preprocessing procedure, such as the extraction of meta information. Although skeletal data can be
easily extracted from detected persons, they are not yet classified for further analysis. Another next step
would be to apply behavior classification networks to the skeletal data. As a result, the skeletons would
be labeled with tags describing their current state within a particular frame, such as “walking” or
“sitting”. We also plan to improve the inter-video re-identification of detections to calculate 3D locations
of detections, merge 3D point clouds of the same detection, and create 3D avatars for detected persons.
Currently, the reconstruction of the static 3D environment and the cameras’ spatial localization
are computed in a single step. It would be advantageous if sources could be added incrementally to an
existing 3D reconstruction. In this way it might even be possible to register a moving camera on-the-fly
in the static reconstruction and enable image-based position tracking.
Furthermore, we plan to extend the applicability of the tools for collaborative investigations.
Currently, only one person at a time can enter the virtual environment. In the future, however,
the remote collaboration of several users in virtual reality should be supported. The option to enter
the same virtual environment and explore the 4D reconstruction interactively could improve the
dialogue between remotely located participants due to the improved communication basis [77,78].
Future research should assess the possible benefits of remotely co-located collaboration in this context.
In addition to a quantitative evaluation of immersive analytics for the interactive analysis of
4D scene reconstructions, we also plan to systematically evaluate the overall system by assessing its
performance for various analysis tasks and comparing it with alternative approaches. For selected
databases, users will try to solve specific tasks and extract high-level information from the data. Tasks
could range from basic questions such as “How many different people are visible in all videos?”
or “Who drops a suitcase when and where?” to more complex analysis tasks such as “Find the person
who threw a bottle, trace back where he/she came from, and extract a frontal image of the person’s
face”. Besides performance and task completion times, additional measures such as usability and
workload will be taken into account.
7. Conclusions
This work introduces a framework for the interactive, visual analysis of mass image and video
data. The framework consists of a modular preprocessing pipeline that prepares a highly unstructured
and heterogeneous bulk of digital footage for later display. Besides the temporal and spatial registration
of the sources in a static 3D reconstruction of the corresponding environment, meta-information is
extracted for each video. Therefore, the user can spatially and temporally explore the data while
maintaining an overview of all materials. The main advantage of this approach is that all information
is presented in a shared visual context, which reduces users’ mental effort to link different sources.
Besides, the framework enables immersive exploration of the data space in VR, allowing the analyst
to “enter” the 4D reconstruction and search it more naturally. To illustrate the versatile applicability
of the framework, four use cases for different application areas such as crime scene investigation,
real-time surveillance, mission planing, and training scenarios were presented. Initial qualitative
assessments by criminal investigators underline the potential of using virtual reality for the exploration
of 4D reconstructions, as it fosters spatial understanding, allows more intuitive ways of collaboration,
and enables remote inspection of crime scenes in a natural way.

Sensors 2020, 20, 5426

34 of 38

Author Contributions: Conceptualization, M.K., T.P., M.M., T.K., T.M., D.S., J.B., D.K., C.Q., and W.J.; funding
acquisition, J.B., D.K., C.Q., and W.J.; methodology, M.K., T.P., M.M., C.Q., and W.J.; development, M.K., T.P., M.M.,
T.K., T.M., and D.S.; visualization, M.K., M.M., T.K., D.S., and W.J.; 3D reconstruction, T.P. and C.Q.; supervision,
J.B., D.K., and C.Q.; writing—original draft, M.K., T.P., M.M., and W.J.; writing—review and editing, J.B., D.K.,
and C.Q. All authors have read and agreed to the published version of the manuscript.
Funding: This work has received funding from the European Union’s Horizon 2020 research and innovation
program in the context of the VICTORIA project under grant agreement No. 740754.
Conflicts of Interest: The authors declare no conflict of interest.

References
1.

2.

3.

4.
5.
6.

7.

8.

9.

10.

11.
12.
13.

14.
15.
16.

Qu, C.; Metzler, J.; Monari, E. ivisX: An Integrated Video Investigation Suite for Forensic Applications.
In Proceedings of the 2018 IEEE Winter Applications of Computer Vision Workshops (WACVW), Lake Tahoe,
NV, USA, 15 March 2018; pp. 9–17.
Noack, R. Leaked document says 2000 men allegedly assaulted 1200 German women on New Year’s Eve.
The Washington Post. Available online: https://www.washingtonpost.com/news/worldviews/wp/2016
/07/10/leaked-document-says-2000-men-allegedly-assaulted-1200-german-women-on-new-years-eve/
(accessed on 21 September 2020).
Pollok, T.; Kraus, M.; Qu, C.; Miller, M.; Moritz, T.; Kilian, T.; Keim, D.; Jentner, W. Computer vision meets
visual analytics: Enabling 4D crime scene investigation from image and video data. In Proceedings of the
9th International Conference on Imaging for Crime Detection and Prevention (ICDP-2019), London, UK,
16–18 December 2019; pp. 44–49.
Lemaire, T.; Berger, C.; Jung, I.; Lacroix, S. Vision-Based SLAM: Stereo and Monocular Approaches. Int. J.
Comput. Vis. 2007, 74, 343–364. [CrossRef]
Schönberger, J.L.; Frahm, J. Structure-from-Motion Revisited. In Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), Las Vegas, NV, USA, 27–30 June 2016; pp. 4104–4113.
Zhong, F.; Wang, S.; Zhang, Z.; Chen, C.; Wang, Y. Detect-SLAM: Making Object Detection and SLAM
Mutually Beneficial. In Proceedings of the IEEE Winter Conference on Applications of Computer Vision
(WACV), Lake Tahoe, NV, USA, 12–15 March 2018; pp. 1001–1010.
Bullinger, S.; Bodensteiner, C.; Arens, M. 3D Object Trajectory Reconstruction using Stereo Matching and
Instance Flow based Multiple Object Tracking. In Proceedings of the International Conference on Machine
Vision Applications (MVA), Tokyo, Japan, 27–31 May 2019.
Mustafa, A.; Kim, H.; Guillemaut, J.; Hilton, A. General Dynamic Scene Reconstruction from Multiple View
Video. In Proceedings of the IEEE International Conference on Computer Vision (ICCV), Santiago, Chile,
7–13 December 2015; pp. 900–908.
Ji, D.; Dunn, E.; Frahm, J.M. Spatio-Temporally Consistent Correspondence for Dense Dynamic Scene Modeling.
In Proceedings of the European Conference on Computer Vision (ECCV), Amsterdam, The Netherlands,
8–16 October 2016; pp. 3–18.
Redmon, J.; Divvala, S.; Girshick, R.; Farhadi, A. You only look once: Unified, real-time object detection.
In Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition (CVPR), Las Vegas, NV,
USA, 27–30 June 2016; pp. 779–788.
Redmon, J.; Farhadi, A. YOLO9000: Better, faster, stronger. In Proceedings of the IEEE Conference on
Computer Vision and Pattern Recognition (CVPR), Honolulu, HI, USA, 21–26 July 2017; pp. 7263–7271.
Redmon, J.; Farhadi, A. YOLOv3: An Incremental Improvement. arXiv 2018, arXiv:1804.02767.
Liu, W.; Anguelov, D.; Erhan, D.; Szegedy, C.; Reed, S.; Fu, C.Y.; Berg, A.C. Ssd: Single shot multibox detector.
In Proceedings of the European Conference on Computer Vision (ECCV), Amsterdam, The Netherlands,
8–16 October 2016; pp. 21–37.
Dai, J.; Li, Y.; He, K.; Sun, J. R-FCN: Object detection via region-based fully convolutional networks. arXiv
2016, arXiv:1605.06409.
Zhou, D.; Frémont, V.; Quost, B.; Dai, Y.; Li, H. Moving object detection and segmentation in urban
environments from a moving platform. Image Vis. Comput. 2017, 68, 76–87. [CrossRef]
Huang, Q.; Mo, W.; Pei, L.; Zeng, L. 3D Coordinate Calculation and Pose Estimation of Power Meter based
on Binocular Stereo Vision. In Proceedings of the 8th International Conference on Software and Computer
Applications (ICSCA’19), Penang, Malaysia, 19–21 February 2019; pp. 282–285.

Sensors 2020, 20, 5426

17.

18.

19.

20.

21.

22.
23.
24.

25.
26.

27.

28.

29.

30.
31.
32.
33.
34.

35.
36.

35 of 38

Li, X.; Loy, C.C. Video Object Segmentation with Joint Re-identification and Attention-Aware Mask
Propagation. In Proceedings of the European Conference on Computer Vision (ECCV), Munich, Germany,
8–14 September 2018; Lecture Notes in Computer Science; Volume 11207, pp. 93–110.
Bialkowski, A.; Denman, S.; Sridharan, S.; Fookes, C.; Lucey, P. A database for person re-identification in
multi-camera surveillance networks. In Proceedings of the 2012 International Conference on Digital Image
Computing Techniques and Applications (DICTA), Fremantle, Australia, 3–5 December 2012; pp. 1–8.
Pham, T.T.T.; Le, T.L.; Vu, H.; Dao, T.K. Fully-automated person re-identification in multi-camera surveillance
system with a robust kernel descriptor and effective shadow removal method. Image Vis. Comput. 2017,
59, 44–62. [CrossRef]
Yang, T.; Chen, F.; Kimber, D.; Vaughan, J. Robust people detection and tracking in a multi-camera indoor
visual surveillance system. In Proceedings of the 2007 IEEE International Conference on Multimedia and
Expo, Beijing, China, 2–5 July 2007; pp. 675–678.
Devanne, M.; Wannous, H.; Berretti, S.; Pala, P.; Daoudi, M.; Del Bimbo, A. 3-d human action recognition
by shape analysis of motion trajectories on riemannian manifold. IEEE Trans. Cybern. 2014, 45, 1340–1352.
[CrossRef]
Goffredo, M.; Bouchrika, I.; Carter, J.N.; Nixon, M.S. Performance analysis for automated gait extraction and
recognition in multi-camera surveillance. Multimed. Tools Appl. 2010, 50, 75–94. [CrossRef]
Collins, R.T.; Lipton, A.J.; Fujiyoshi, H.; Kanade, T. Algorithms for cooperative multisensor surveillance.
Proc. IEEE 2001, 89, 1456–1477. [CrossRef]
Javed, O.; Rasheed, Z.; Alatas, O.; Shah, M. KNIGHT M : A real time surveillance system for multiple and
non-overlapping cameras. In Proceedings of the 2003 International Conference on Multimedia and Expo
(ICME’03), (Cat. No. 03TH8698), Baltimore, MD, USA, 6–9 July 2003; Volume 1; p. I-649.
Lee, L.; Romano, R.; Stein, G. Monitoring activities from multiple video streams: Establishing a common
coordinate frame. IEEE Trans. Pattern Anal. Mach. Intell. 2000, 22, 758–767. [CrossRef]
Kettnaker, V.; Zabih, R. Bayesian multi-camera surveillance. In Proceedings of the 1999 IEEE Computer
Society Conference on Computer Vision and Pattern Recognition, (Cat. No PR00149), Fort Collins, CO, USA,
23–25 June 1999; Volume 2, pp. 253–259.
Zhao, J.; Sen-ching, S.C. Multi-camera surveillance with visual tagging and generic camera placement.
In Proceedings of the 2007 First ACM/IEEE International Conference on Distributed Smart Cameras, Vienna,
Austria, 25–28 September 2007; pp. 259–266.
Lim, S.N.; Elgammal, A.; Davis, L.S. Image-based pan-tilt camera control in a multi-camera surveillance
environment. In Proceedings of the 2003 International Conference on Multimedia and Expo (ICME’03),
(Cat. No. 03TH8698), Baltimore, MD, USA, 6–9 July 2003; Volume 1, p. I-645.
Shen, C.; Zhang, C.; Fels, S. A multi-camera surveillance system that estimates quality-of-view measurement.
In Proceedings of the 2007 IEEE International Conference on Image Processing, San Antonio, TX, USA, 16–19
September 2007; Volume 3, p. III-193.
Keim, D.; Andrienko, G.; Fekete, J.D.; Görg, C.; Kohlhammer, J.; Melançon, G. Visual analytics: Definition,
process, and challenges. In Information Visualization; Springer: Berlin/Heidelberg, Germany, 2008; pp. 154–175.
Wong, P.C.; Thomas, J. Visual analytics. IEEE Comput. Graph. Appl. 2004, 5, 20–21. [CrossRef]
Keim, D.A.; Mansmann, F.; Schneidewind, J.; Thomas, J.; Ziegler, H. Visual analytics: Scope and challenges.
In Visual Data Mining; Springer: Berlin/Heidelberg, Germany, 2008; pp. 76–90.
Sacha, D.; Stoffel, A.; Stoffel, F.; Kwon, B.C.; Ellis, G.; Keim, D.A. Knowledge generation model for visual
analytics. IEEE Trans. Vis. Comput. Graph. 2014, 20, 1604–1613. [CrossRef] [PubMed]
Malik, A.; Maciejewski, R.; Towers, S.; McCullough, S.; Ebert, D.S. Proactive spatiotemporal resource
allocation and predictive visual analytics for community policing and law enforcement. IEEE Trans. Vis.
Comput. Graph. 2014, 20, 1863–1872. [CrossRef] [PubMed]
Braga, A.A.; Papachristos, A.V.; Hureau, D.M. The effects of hot spots policing on crime: An updated
systematic review and meta-analysis. Justice Q. 2014, 31, 633–663. [CrossRef]
Sathiyanarayanan, M.; Junejo, A.K.; Fadahunsi, O. Visual Analysis of Predictive Policing to Improve Crime
Investigation. In Proceedings of the 2019 International Conference on contemporary Computing and
Informatics (IC3I), Singapore, 12–14 December 2019; pp. 197–203.

Sensors 2020, 20, 5426

37.

38.

39.
40.

41.

42.
43.
44.

45.

46.

47.
48.

49.

50.

51.
52.
53.
54.
55.

36 of 38

Sacha, D.; Jentner, W.; Zhang, L.; Stoffel, F.; Ellis, G.; Keim, D. Applying Visual Interactive Dimensionality
Reduction to Criminal Intelligence Analysis. In VALCRI White Paper Series; VALCRI: London, UK, 2017;
pp. 1–11.
Jentner, W.; Sacha, D.; Stoffel, F.; Ellis, G.; Zhang, L.; Keim, D.A. Making machine intelligence less scary
for criminal analysts: reflections on designing a visual comparative case analysis tool. Vis. Comput. 2018,
34, 1225–1241. [CrossRef]
Pausch, R.; Crea, T.; Conway, M. A literature survey for virtual environments: Military flight simulator
visual systems and simulator sickness. Presence Teleoperators Virtual Environ. 1992, 1, 344–363. [CrossRef]
Merchant, Z.; Goetz, E.T.; Cifuentes, L.; Keeney-Kennicutt, W.; Davis, T.J. Effectiveness of virtual reality-based
instruction on students’ learning outcomes in K-12 and higher education: A meta-analysis. Comput. Educ.
2014, 70, 29–40. [CrossRef]
Gutiérrez, F.; Pierce, J.; Vergara, V.; Coulter, R.; Saland, L.; Caudell, T.; Goldsmith, T.; Alverson, D. The Impact
of the Degree of Immersion Upon Learning Performance in Virtual Reality Simulations for Medical Education.
J. Investig. Med. 2007, 55, S91. [CrossRef]
Marriott, K.; Schreiber, F.; Dwyer, T.; Klein, K.; Riche, N.H.; Itoh, T.; Stuerzlinger, W.; Thomas, B.H.
Immersive Analytics; Springer: Berlin/Heidelberg, Germany, 2018; Volume 11190.
Probst, D.; Reymond, J.L. Exploring drugbank in virtual reality chemical space. J. Chem. Inf. Model. 2018,
58, 1731–1735. [CrossRef]
Zhang, S.; Demiralp, C.; Keefe, D.F.; DaSilva, M.; Laidlaw, D.H.; Greenberg, B.D.; Basser, P.J.; Pierpaoli, C.;
Chiocca, E.A.; Deisboeck, T.S. An immersive virtual environment for DT-MRI volume visualization
applications: A case study. In Proceedings of the Visualization (VIS’01), San Diego, CA, USA, 21–26
October 2001; pp. 437–584.
Donalek, C.; Djorgovski, S.G.; Cioc, A.; Wang, A.; Zhang, J.; Lawler, E.; Yeh, S.; Mahabal, A.; Graham, M.;
Drake, A. Immersive and collaborative data visualization using virtual reality platforms. In Proceedings
of the 2014 IEEE International Conference on Big Data (BigData), Washington DC, USA, 27–30 October 2014;
pp. 609–614.
Kraus, M.; Weiler, N.; Breitkreutz, T.; Keim, D.A.; Stein, M. Breaking the curse of visual data exploration:
improving analyses by building bridges between data world and real world. In Proceedings of the
10th International Conference on Information Visualization Theory and Applications (IVAPP), Prague,
Czech Republic, 25–27 February 2019; pp. 19–27.
Kraus, M.; Weiler, N.; Oelke, D.; Kehrer, J.; Keim, D.A.; Fuchs, J. The impact of immersion on cluster
identification tasks. IEEE Trans. Vis. Comput. Graph. 2019, 26, 525–535. [CrossRef]
Kraus, M.; Angerbauer, K.; Buchmüller, J.; Schweitzer, D.; Keim, D.A.; Sedlmair, M.; Fuchs, J. Assessing
2D and 3D Heatmaps for Comparative Analysis: An Empirical Study. In Proceedings of the 2020 CHI
Conference on Human Factors in Computing Systems, Honolulu, HI, USA, 25–30 April 2020; pp. 1–14.
Merino, L.; Fuchs, J.; Blumenschein, M.; Anslow, C.; Ghafari, M.; Nierstrasz, O.; Behrisch, M.; Keim, D.A.
On the Impact of the Medium in the Effectiveness of 3D Software Visualizations. In Proceedings of the 2017
IEEE Working Conference on Software Visualization (VISSOFT), Shangahi, China, 18–19 September 2017;
pp. 11–21.
Etemadpour, R.; Monson, E.; Linsen, L. The effect of stereoscopic immersive environments on projection-based
multi-dimensional data visualization. In Proceedings of the 2013 17th International Conference on Information
Visualisation, London, UK, 16–18 July 2013; pp. 389–397.
He, K.; Gkioxari, G.; Dollár, P.; Girshick, R.B. Mask R-CNN. arXiv 2017, arXiv:1703.06870.
Lin, T.; Maire, M.; Belongie, S.J.; Bourdev, L.D.; Girshick, R.B.; Hays, J.; Perona, P.; Ramanan, D.; Dollár, P.;
Zitnick, C.L. Microsoft COCO: Common Objects in Context. arXiv 2014, arXiv:1405.0312.
Triggs, B.; McLauchlan, P.; Hartley, R.; Fitzgibbon, A. Bundle Adjustment—A Modern Synthesis. In International
Workshop on Vision Algorithms; Springer: Berlin/Heidelberg, Germany, 2000; pp. 298–375.
Cernea, D. OpenMVS: Multi-View Stereo Reconstruction Library. Available online: https://cdcseacave.git
hub.io/openMVS (accessed on 19 September 2020).
Konolige, K. Small vision system: Hardware and implementation. In Robotics Research; Springer: London,
UK, 1997; pp. 111–116.

Sensors 2020, 20, 5426

56.

57.
58.

59.
60.

61.
62.
63.
64.

65.
66.
67.
68.

69.
70.

71.

72.

73.
74.
75.

76.

37 of 38

Hirschmuller, H. Accurate and efficient stereo processing by semi-global matching and mutual information.
In Proceedings of the 2005 IEEE Computer Society Conference on Computer Vision and Pattern Recognition
(CVPR’05), San Diego, CA, USA, 20–25 July 2005; Volume 2; pp. 807–814.
Godard, C.; Aodha, O.M.; Brostow, G.J. Digging Into Self-Supervised Monocular Depth Estimation. arXiv
2018, arXiv:1806.01260.
Tosi, F.; Aleotti, F.; Poggi, M.; Mattoccia, S. Learning monocular depth estimation infusing traditional stereo
knowledge. In Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
Long Beach, CA, USA, 16–20 June 2019.
Hermann, M.; Ruf, B.; Weinmann, M.; Hinz, S. Self-Supervised Learning for Monocular Depth Estimation
from Aerial Imagery. arXiv 2020, arXiv:2008.07246.
Geiger, A.; Lenz, P.; Urtasun, R. Are we ready for autonomous driving? The KITTI vision benchmark
suite. In Proceedings of the 2012 IEEE Conference on Computer Vision and Pattern Recognition (CVPR),
Providence, RI, USA, 16–21 June 2012; pp. 3354–3361.
Li, Z.; Dekel, T.; Cole, F.; Tucker, R.; Snavely, N.; Liu, C.; Freeman, W.T. Learning the Depths of Moving
People by Watching Frozen People. arXiv 2019, arXiv:1904.11111.
Guizilini, V.; Ambrus, R.; Pillai, S.; Gaidon, A. PackNet-SfM: 3D Packing for Self-Supervised Monocular
Depth Estimation. arXiv 2019, arXiv:1905.02693.
Cao, Z.; Hidalgo, G.; Simon, T.; Wei, S.; Sheikh, Y. OpenPose: Realtime Multi-Person 2D Pose Estimation
using Part Affinity Fields. arXiv 2018, arXiv:1812.08008.
Saito, S.; Simon, T.; Saragih, J.; Joo, H. PIFuHD: Multi-Level Pixel-Aligned Implicit Function for High-Resolution
3D Human Digitization. In Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition
(CVPR), Online, 14–19 June 2020.
Saito, S.; Huang, Z.; Natsume, R.; Morishima, S.; Kanazawa, A.; Li, H. PIFu: Pixel-Aligned Implicit Function
for High-Resolution Clothed Human Digitization. arXiv 2019, arXiv:1905.05172.
Wang, T.; Hu, X.; Wang, Q.; Heng, P.A.; Fu, C.W. Instance Shadow Detection. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition (CVPR), Online, 14–19 June 2020.
Sarafianos, N.; Boteanu, B.; Ionescu, B.; Kakadiaris, I.A. 3D Human pose estimation: A review of the
literature and analysis of covariates. Comput. Vis. Image Underst. 2016, 152, 1–20. [CrossRef]
Pollok, T. A New Multi-Camera Dataset with Surveillance, Mobile and Stereo Cameras for Tracking, Situation
Analysis and Crime Scene Investigation Applications. In Proceedings of the 2018 the 2nd International
Conference on Video and Image Processing (ICVIP 2018), Hong Kong, China, 29–31 December 2018; pp. 171–175.
Valve Index Developer Website. 2020 Available online: https://store.steampowered.com/valveindex/
(accessed on 30 July 2020).
Ruddle, R.A.; Payne, S.J.; Jones, D.M. Navigating large-scale virtual environments: What differences occur
between helmet-mounted and desk-top displays? Presence Teleoperators Virtual Environ. 1999, 8, 157–168.
[CrossRef]
Riecke, B.E.; Schulte-Pelkum, J. Perceptual and cognitive factors for self-motion simulation in virtual
environments: How can self-motion illusions (“vection”) be utilized? In Human Walking in Virtual Environments;
Springer: Berlin/Heidelberg, Germany, 2013; pp. 27–54.
Naudts, L.; Vogiatzoglou, P. The VICTORIA Ethical and Legal Management Toolkit: Practice and Theory
for Video Surveillance. 2019. Available online: https://lirias.kuleuven.be/2954812?limo=0 (accessed on
19 August 2020).
Oneto, L.; Chiappa, S. Fairness in Machine Learning. In Recent Trends in Learning From Data; Springer:
Berlin/Heidelberg, Germany, 2020; pp. 155–196.
Rademacher, T. Artificial intelligence and law enforcement. In Regulating Artificial Intelligence; Springer:
Berlin/Heidelberg, Germany, 2020; pp. 225–254.
Naudts, L. Criminal Profiling and Non-Discrimination: On Firm Grounds for the Digital Era? In Security and
Law. Legal and Ethical Aspects of Public Security, Cyber Security and Critical Infrastructure Security; Intersentia:
Cambridge, UK; Antwerp, Belgium; Chicago, IL, USA, 2019; pp. 63–96.
Kindt, E.J. Having yes, using no? About the new legal regime for biometric data. Comput. Law Secur. Rev.
2018, 34, 523–538. [CrossRef]

Sensors 2020, 20, 5426

77.
78.

38 of 38

Clark, H.H.; Brennan, S.E. Grounding in communication. In Perspectives on Socially Shared Cognition; American
Psychological Association: Washington DC, USA, 1991; pp. 127–149.
Müller, J.; Butscher, S.; Feyer, S.P.; Reiterer, H. Studying collaborative object positioning in distributed augmented
realities. In Proceedings of the 16th International Conference on Mobile and Ubiquitous Multimedia, Stuttgart,
Germany, 26–29 November 2017; pp. 123–132.
c 2020 by the authors. Licensee MDPI, Basel, Switzerland. This article is an open access
article distributed under the terms and conditions of the Creative Commons Attribution
(CC BY) license (http://creativecommons.org/licenses/by/4.0/).

