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Abstract
Greedy algorithms (also called “Hill Climbing”) are algorithms that are iterative in nature and choose a best solution from a range of possible candidate solutions at each
iteration until a stopping criterion is met (usually when there is no improvement seen).
As a result, greedy algorithms get stuck at local optima and are unable to improve beyond
these optima. Many different types of methods (metaheuristics) have been introduced
to overcome these shortcomings, from the mundanely simple (Random Restart) to
clever attempts at mimicking nature’s ability to solve problems (Ant Colony Optimization). Widening is a new metaheuristic that uses diversity among parallel workers
to improve on greedy algorithms.
Bayesian Networks are probabilistic graphical models used in a variety of applications
from medical diagnosis to document classification, among many others. When learning
the structure of Bayesian networks from data, the hypothesis space grows superexponentially with the number of features in the dataset, making their hypothesis space
an interesting use case for understanding the effects of Widening on greedy learning
algorithms from those datasets.
This dissertation describes Widening as a metaheuristic and places it in context to
other metaheuristics. Widening is inherently parallel and can take advantage of the
rapid growth of parallel resources available today. The key element of Widening is
its use of diversity to ensure that the parallel workers explore different regions of the
hypothesis space. Widening can be realized by explicitly enforcing diversity among the
parallel workers at each iterative step, called here Diverse Top-k Widening. It can
also be realized by methods where the hypothesis space is partitioned and each parallel
worker is restricted to a specific partition, thus enabling the parallel workers to proceed
without exchanging information among themselves, called here Communication-free
Widening.
This dissertation covers one method of Diverse Top-k Widening, where a diver-
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sity measure, p-min-sum, is used in conjunction with a distance metric, the Frobenius
Norm of the difference of the graphs’ Laplacian. It also covers two different approaches
to Communication-free Widening, where in one case two different methods of using
an eigenvector from the matrix representations of Bayesian networks (the Fiedler vector from the graph’s Laplacian, and the eigenvector associated with the second largest
eigenvalue of the skew-symmetric adjacency matrix) are discussed. A second method of
Communication-free Widening is covered using diverse orders, where an order is a
strict restriction on what nodes may be parents of other nodes in the Bayesian network.
In all three cases, Widening applied to learning the structure of Bayesian networks
for use as classifiers was able to outperform the reference algorithms in a majority of the
datasets covered in the experiments, indicating that Widening is a metaheuristic ready
for broader application to other greedy algorithms.

Zusammenfassung
Gierige Algorithmen (auch als “Hill Climbing” bezeichnet) sind Algorithmen, die einen iterativen Charakter haben und bei jeder Iteration aus einer Menge möglicher Kandidatenlösungen die beste Lösung auswählen, bis ein Stoppkriterium erfüllt ist (üblicherweise,
wenn keine Verbesserung festzustellen ist). Infolgedessen bleiben gierige Algorithmen
bei lokalen Optima hängen und können sich über diese Optima hinaus nicht verbessern.
Um diese Mängel zu beheben, wurden viele verschiedene Arten von Methoden (Metaheuristiken) eingeführt, von einfachen Methoden (z.B., Random Restart) bis hin zu
cleveren Versuchen, die die Fähigkeit der Natur Probleme zu lösen nachahmen (z.B.,
Ant Colony Optimization). Das Widening ist eine neue Metaheuristik, die die
Diversität unter paralleler Ressourcen nutzt, um gierige Algorithmen zu verbessern.
Bayes’sche Netzwerke sind probabilistische grafische Modelle, die in einer Vielzahl
von Anwendungen verwendet werden, unter anderem bei medizinischen Diagnosen bis
hin zur Klassifizierungen von Dokumenten. Beim Lernen der Struktur von Bayes’schen
Netzwerken aus Daten wächst der Hypothesenraum mit der Anzahl der Features eines
Datensatzes überproportional. Dieses macht den Hypothesenraum zu einem interessanten Anwendungsfall, um die Auswirkungen des Widenings auf gierige Lernalgorithmen
aus diesen Datensätzen zu verstehen.
Diese Dissertation beschreibt Widening als Metaheuristik und stellt es in einen Kontext mit anderen Metaheuristiken. Widening ist inhärent parallel und kann sich das
heutige schnelle Wachstum der verfügbaren parallelen Ressourcen zu Nutze machen. Das
Schlüsselelement des Widening ist die Verwendung von Diversität, um sicherzustellen,
dass die parallel Ressourcen unterschiedliche Regionen des Hypothesenraums erkunden. Widening kann durch explizites Erzwingen der Diversität zwischen den parallelen
Ressourcen bei jedem iterativen Schritt realisiert werden, der hier als Diverse Top-kWidening bezeichnet wird. Es kann auch durch Methoden realisiert werden, bei denen
die Hypothesen aufgeteilt werden und jede parallele Ressource auf eine bestimmte Parti-
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tion beschränkt ist, die hier als Communication-free Widening bezeichnet werden.
Diese ermöglicht den parallelen Ressourcen, Verfahren zu verfolgen, ohne untereinander
Information auszutauschen.
Diese Dissertation beschreibt eine Methode der Diverse Top-k-Widening, wobei
das Diversitätsmaß p-min-sum in Verbindung mit einer Distanzmetrik, der Frobeniusnorm der Differenz der Laplace-Matrizen, verwendet wird. Es werden auch zwei verschiedene Ansätze zum Communication-free Widening behandelt. In einem Fall
werden zwei verschiedene Methoden zur Verwendung eines Eigenvektors aus der Matrixdarstellung von Bayes’schen Netzwerken diskutiert, der Fiedler-Vektor aus der LaplaceMatrix und der mit dem zweitgrößten Eigenwert des assoziierten Eigenvektors der schiefsymmetrischen Adjazenzmatrix. Ein zweites Verfahren zum Communication-free
Widening nutzt diverse Knotenreihenfolgen, wobei eine Knotenreihenfolge eine strikte
Beschränkung dahingehend darstellt, welche Knoten direkten Vorgänger der anderen
Knoten in dem Bayes’-schen-Netzwerk sein können.
In allen drei Fällen konnte Widening beim Lernen der Struktur von Bayes’-schen
Netzen zur Verwendung als Klassifikatoren, die Referenzalgorithmen in einem Großteil
der in den Experimenten behandelten Datensätze übertreffen. Dies weist darauf hin, dass
Widening eine Metaheuristik ist, die für eine breitere Anwendung auf andere gierige
Algorithmen bereit ist.
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Chapter 1
Introduction

“

My dear, here we must run as fast as we can, just to stay in place.
And if you wish to go anywhere you must run twice as fast as that.

”

Lewis Carroll, Alice’s Adventures in Wonderland, 1899

Better. In computer science, and, in particular, in machine learning, we are obsessed
with better and faster. The meaning of “better,” when qualified as something like “classification accuracy” or “fewer false positives” becomes self-evident. But somehow “faster”
is automatically and intrinsically deemed better without qualification. “More speed” is
without thinking considered to be “more good,” most likely because of the axiom “time
is money.”
This dissertation explores the use of some common tools in computer science and
machine learning that are usually applied to making algorithms faster, but instead of
making algorithms faster, they are applied to making algorithms better, i.e., if we compare their use to what would have happened if we had not applied them. Specifically, we
will discuss the application of parallel computation to finding better performing machine
learning models, and therefore better solutions to problems, instead of using the parallel
resources merely to find the same solution faster.
Using parallel resources to accelerate the finding of solutions has a long history in
computation, however using those parallel resources for finding better solutions has not
been a top priority. In the past several years, the ability of computer CPU (central

2

CHAPTER 1. INTRODUCTION

processing unit) manufacturers to increase the speed of their chips, simply by shrinking
the components and (thereby) increasing the clock frequency, as described by Moore’s
Law [167], has begun to peter out. In order to continue giving consumers more processing power to compel the next upgrade cycle, consumer computer manufacturers are
currently offering high-end machines with CPUs with up to 641 cores and GP-GPUs
(general-purpose computing on graphics processing units) with thousands of graphics
processing cores. Current research into novel types of execution paradigms, like the
speculative execution of Fractal [209], will allow for even better utilization of the parallel resources. This trend will only continue until the typical computer has essentially
unlimited compute power, especially when it is able to offload some of the processing to
the cloud.
At some point, using parallel resources for just “faster” will show diminishing returns,
in that the user or even the application will be unable to notice the difference in the results
being available microseconds earlier, with perhaps the possible, notable exception for
the high-frequency securities trading community. As the marginal value of incremental
computational speed approaches zero, using these compute resources for finding better
solutions seems like a natural application. This application of parallel resources has
been touched upon very occasionally in the literature, such as by Crainic and Toulouse
in 2010:
. . . [A]n equally important objective when parallel heuristics are contemplated
is to design methods that outperform their sequential counterparts in terms
of solution quality and, ideally, computational efficiency, i.e., the parallel
method should not require a higher overall computation effort than the sequential method or should justify the effort by higher quality solutions [63].
This dissertation is part of an effort to fulfill that objective.

1.1

Bayesian Networks

Bayesian networks are probabilistic graphical models. They are “probabilistic” in how
they describe the (frequentist) probabilities for each feature in a dataset conditioned on
1

As a reflection of how fast the technology is moving, this number has been updated twice during
the course of writing this dissertation. Future readers will smile at the quaint notion that 64 cores at
some time in the past seemed like a large number.
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some other features of the dataset. Drawing the features as the nodes of a graph and
connecting the nodes with edges representing the conditioning yields the the “graphical”
part of the moniker. Bayesian networks became popular in the 1990s as a compact representation of influence—or what was part of the original research, causal—relationships
between features in high-dimensional data. The earliest research into Bayesian networks
grew out the field of expert systems, which were laboriously created from interviews
with experts. Given a Bayesian network, it is possible to infer or query probable values
of some features based on a set of other features. Since the development of efficient
algorithms to learn Bayesian networks’ structure directly from data, Bayesian networks
have proven themselves useful in an even wider variety of applications.
Learning Bayesian networks’ structures from data is, however, NP-hard, and finding
the best or optimal Bayesian network configuration for a dataset with a non-trivial number of features is nigh impossible. Common algorithms for learning Bayesian networks’
structure make some assumptions about the basic structure or about the relationships between the features and then use variations on a search-and-score heuristic to find “good”
or “good-enough” Bayesian networks. Current research still focuses on new algorithms
and methods for finding better Bayesian networks.

1.2

Widening

The research presented in this dissertation is centered around a metaheuristic called
“widening”—referring to the use of parallel resources to simultaneously search multiple
regions (therefore “wider”) of a solution space to find potentially better solutions than
what the non-widened version of the algorithm would find by itself. Most important
is that the algorithm be greedy, i.e., at each decision point, it chooses the best solution
from those it has available, and that there be some notion of diversity among the parallel
workers, so that they are forced to keep their solution paths separate and distinct. The
guiding philosophy for the work in Widening is “Better. Not Faster.” as described in
the title from the 2012 paper from Akbar et al. [3] that kickstarted the research effort
into Widening. Widening is best thought of as a metaheuristic that wraps a heuristic
search, thereby overcoming the shortfalls of the heuristic. The concepts presented in
this dissertation are concerned primarily with local search, although the concepts could
just as easily be applied to a global or population-based search given a suitable diversity
measure.
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Diversity among a set of objects is often related to a distance or difference between
any two of the objects, and therein lies the problem of defining exactly what these
concepts mean for different problems. It is not only the case that different data types,
(e.g., numeric, string, molecular structures, etc.) require different distance metrics and
diversity measures, but that different problem types require different notions of diversity;
these are not necessarily obvious to the researcher at the beginning of the process of
applying Widening to a greedy algorithm.
Measuring diversity has its own downside, in that it takes time and computational
effort to be measured, and depending on the measure, it can even be more computationally demanding than the evaluation of the heuristic itself. The diversity measurement
between the different parallel workers can be thought of as a type of communication or
knowledge sharing among themselves; it is an additional portion of serial computation
in addition to the parallelized portion, resulting in significant slowdowns as described by
Amdahl’s Law [17].
The natural resolution to this quandary is the introduction of a communication-less
or knowledge-sharing-less method for the parallel resources to maintain their diversity as
a set, referred to later in this document as Communication-free Widening. This in
turn imposes a new problem: How does one define a function that separates a solution
space into subspaces where the required path from the starting model to a better solution
lies completely within that subspace; this is the problem of reachability.
Despite these three significant hurdles, Widening has proven successful in finding better solutions than what would have been found with greedy algorithms alone
in the areas of Frequent Itemset Mining [190], Hierarchical Clustering [94],
Database Join Optimization [95], and Index Portfolio Tracking [100].

1.3

Goals and Structure of this Thesis

The goals of this dissertation are the following:
• Describe and position Widening in the larger context of other metaheuristics.
• Provide a critical analysis of one of the previous attempts to use parallel resources
to find better solutions.
• Describe the application of Widening to the learning of structures for Bayesian
Networks for use as classifiers.

1.3. GOALS AND STRUCTURE OF THIS THESIS
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• Describe novel measures of diversity for Bayesian networks that can be used for
Widening.
• Describe novel methods of Communication-free Widening for use with Bayesian
networks.
The discussion of Widening begins in Chapter 2 with a short introduction to Graph
Theory and Spectral Graph Theory, which are necessary for topics covered in Chapter 3
and Chapter 5. Chapter 3 discusses metaheuristic and heuristic search in general and
describes Widening within the context of other common metaheuristics. Included is a
discussion of a taxonomy of parallel algorithms found in the literature and a description of
other important metaheuristics. Chapter 4 discusses the role of parallelism in computing
and, in particular, to machine learning applications. Different models of parallelism in
both hardware and software are compared. Included is a critical analysis of the only
other really concentrated effort that we have found in the literature, that explicitly
describes the application of parallel resources to finding better solutions. Chapter 5
gives background information on Bayesian Networks, common methods of learning
their structure from data, and provides a summary of their important uses. Chapter 6
describes the application of Widening from Chapter 3 to Bayesian Networks from
Chapter 5, for one non-communication-free variant and two different communicationfree variants. Chapter 7 describes and discusses the experimental results of the different
approaches from Chapter 6. Chapter 8 summarizes the findings and provides an outlook
for future work in the field.
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CHAPTER 1. INTRODUCTION

Chapter 2
Graph Theory

“

I’m writing about matrices & it strikes me that the literal definition of
a matrix is very not representative of its utility in math. “A matrix is
an array of numbers...” “Serena Williams is a member of the phylum
chordata.” Not incorrect but somehow spectacularly not the point.1

”

Evelyn Lamb, Twitter@evelynjlamb, 2018

Because the basics of graph theory are necessary for both the discussion of Bayesian
Networks and for model spaces in general, this chapter summarizes some of the fundamentals needed for the later discussion.
A concept of relationships between things is a graph, which can have a visual or
mathematical representation of those relationships. These can be positional as in the
case of a road map, circuit diagram, or chemical network, relational as in the case of
a family tree, functional as in the case of production map showing which components
are included for manufacturing a more complex device, or a state diagram, and so on.
Graph theory, a field of discrete mathematics studying the properties of graphs, is an
area of very active research with many specialized subfields like network analysis, graph
drawing, and spectral graph theory.
1

https://twitter.com/evelynjlamb/status/968618077003825152

8

CHAPTER 2. GRAPH THEORY

A

B
A

B

C

D

E

C
(a) A simple graph.

D

(b) A simple, labeled, directed, acyclic graph.

(c) A complete graph.

Figure 2.1: Examples of graphs

2.1

Graph Theory

Graphs have nodes or vertices representing things, commonly represented as dots or
other geometric figures, and edges representing the relationships between the things.
The edges may be undirected, commonly represented by a line, or directed, commonly
represented by an arrow indicating a type of dependency in the relationship. Some types
of graphs allow vertices to have edges that point back to themselves (a loop) or multiple
edges between nodes. Graphs without loops or multiple edges are called simple graphs.
Graphs with directed edges are called directed graphs or digraphs. Graphs with both
undirected and directed edges are mixed graphs. The nodes in a graph may have specific
names or identifiers; graphs of this type are called labeled graphs. A graph where every
node is connected to every other node is complete [111] (see Figure 2.1).
A graph, G = (V, E), is a pair where V is a finite set of nodes (vertices) and E ⊆ V ×V
is a finite set of edges. An undirected edge E = (Vi , Vj ) ∈ E is a pair where Vi , Vj ∈ V are
called the edge’s endpoints. A directed edge E = hVi , Vj i is an ordered pair indicating
an arrow from Vi (tail) to Vj (head) or a dependency of Vj on Vi . If an edge E has
an endpoint Vi , then E is said to be incident on Vi and Vi is said to be incident on
E. A vertex Vi is adjacent to Vj if there is an edge between them. When two nodes
are adjacent, they are said to be neighbors. The degree of a vertex is the number of
edges with that vertex as an endpoint. Similarly, the in-degree and the out-degree of
a vertex are the number of directed edges containing the vertex as either the head or
tail endpoint, respectively. Edges may be assigned a value called a weight. Graphs with
weighted edges are called weighted graphs [111].
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A walk is a alternating sequence of vertices and edges, e.g.,
W = hV0 , E1 , V1 , . . . , En , Vn i
for i = 1, . . . , n. The vertices, Vi−1 and Vi are the endpoints of edge Ei . If the edges are
directed then the walk is a directed walk. The initial vertex is V0 , and the final vertex is
Vn . A trail is a walk where no edge appears more than once, and a path is walk where
no vertex appears more than once [111].
A graph is connected if there there is a walk between every pair of vertices. A
subgraph, H, of G is a graph such that VH ⊆ VG and EH ⊆ EG (where the notation
VG refers to the specific set of vertices of graph G, when more than one graph is being
discussed). A component of a graph, G, is a subgraph, H, such that no other subgraph of
G that contains H is connected. A graph that is connected for all its vertices is a singlecomponent. If a subgraph is complete, it is called a clique. The number of components
in a graph is equal to the number of sets of vertices, where there is a walk between
every pair of vertices in the set. Directed graphs where there are no cycles, i.e., it is not
possible to follow a walk from node to node along the arrows from any node and return
to that node; these are called directed acyclic graphs or DAGs. A graph with a positive
number of nodes and no edges is an empty graph [111].
If two graphs, G and H, are identical in all structural details, they are isomorphic.
An isomorphism exists when there is a bijection φ : VG → VH such that every Vi , Vj ∈ VG
is adjacent in G iff φ(Vi ) and φ(Vj ) are adjacent in H. A direct implication is an edge
bijection EG → EH such there is an edge E(Vi , Vj ) iff there is an edge E(φ(Vi ), φ(Vj )) [111].

2.2

Spectral Graph Theory

Spectral graph theory, the area of discrete mathematics concerned with the study of the
properties of the eigenvalues and eigenvectors of the matrix representations of graphs
or networks, is a thoroughly explored, yet still very active, field of research with applications as varied as circuit analysis [80], image segmentation [157], social networks [33],
transportation networks [91], and biological networks [176]. For a given matrix, M, the
eigenvectors {ul }l=0,1,...,|V|−1 and eigenvalues {λl }l=0,1,...,|V|−1 satisfy the equation:
Mul = λl ul [202].

(2.1)
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2.2.1

Undirected Graphs

The adjacency matrix and the Laplacian matrix are the primary matrices with which
spectral graph theory is concerned. Informally, an undirected adjacency matrix,2 A◦ ,
of a graph, is a |V| × |V| matrix, whose entries hold the value “1” whenever there is a
an edge between two nodes represented by the row and column labels, or the value “0”
otherwise.3
Definition 2.1 Undirected Adjacency Matrix. An undirected adjacency matrix,
◦
◦
A of a simple graph, G = hV, Ei, of size |V| × |V|, with elements Aij : i, j = {1, . . . , |V|}
is defined to have an element of 1 if there is an edge between Vi and Vj [111, p. 557].
A◦ij =



1,

if Eij ∈ E and i 6= j


0,

otherwise.

(2.2)

The undirected adjacency matrix is symmetric, i.e., A◦ = A◦T , and the properties
of its eigenvalues, or graph spectra, have been researched extensively [67, 66, 30]. The
eigenvalues are all real and nonnegative and all of the values of the eigenvectors are real.
A graph’s spectrum is insufficient to describe it uniquely, as was first shown in 1957 [58],
where cospectral graphs with different morphologies are presented.
Related to the undirected adjacency matrix is undirected degree matrix of a graph,
D (G).
◦

Definition 2.2 Undirected Degree Matrix. An undirected degree matrix, D◦ , of a
graph is a diagonal matrix sized |V| × |V| with entries, D◦ii : i = {1, . . . , |V|} equal to the
number of edges incident to the node, with all other values equal to 0 [111, p. 570].

D◦ij =



deg(Vi ),

0,

if i = j

(2.3)

otherwise.

where deg(Vi ) is the number of edges incident to node Vi .
The normalized adjacency matrix is a variation of the undirected adjacency matrix,
where the values in the rows of the matrix are divided by the degree (deg(·)), i.e, number
2

This is more commonly referred to in the literature as simply the adjacency matrix.
For weighted graphs this definition is usually extended to use nonnegative weights other than just
1, but for unweighted graphs just 1 is used.
3
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of edges incident to the node indexed by the row (see Section 2.1). This is the same
representation as the transition probability matrix for random walks on a graph [143].

Definition 2.3 Normalized Adjacency Matrix. A normalized adjacency matrix,
AN , of a simple graph G = hV, Ei, of size |V|×|V|, with elements AN
ij : i, j = {1, . . . , |V|}
1
is defined to have an element of deg(V
if there is an edge between Vi and Vj [143].
i)
AN
ij =





1
,
deg(Vi )


0,

if Eij ∈ E and i 6= j

(2.4)

otherwise.

Or alternately,
AN = D◦−1 A◦

(2.5)

Although not as common in the literature as the undirected adjacency matrix, the
normalized adjacency matrix is well-researched with applications such as the Graph
Isomorphism Problem [201] and graph partitioning and state clustering of Markov
chains [143].

2.2.1.1

The Laplacian Matrix

In a continuous space, the Laplacian operator ∇2 is the second derivative of a function.
The Laplacian matrix is the discrete analog of the Laplacian operator on graphs. In
the calculus, the second derivative is the rate of change of the rate of change of the
variable(s) in a function. In the Laplacian matrix, instead of showing the rate of change
of each variable (e.g., along each direction in Euclidean space), it gives a sense of the
rate of change in the number of connected nodes along each edge.

Definition 2.4 Unnormalized Laplacian Matrix. An unnormalized Laplacian matrix, LU n , is the undirected degree matrix, D◦ , subtracted by the undirected adjacency
matrix, A◦ [111, p. 570].
L U n = D ◦ − A◦
(2.6)
Or, alternatively, the unnormalized Laplacian matrix, LU n , of a simple graph G = hV, Ei,

12
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is a matrix of size |V| × |V|, with elements LUijn : i, j = {1, . . . , |V|} is defined such that



−1,




if Eij ∈ E and i 6= j

LUijn = deg(Vi ), if i = j



0, otherwise.

(2.7)

There are also two forms of normalized Laplacian matrices, the symmetric-norm as
defined by Chung [55] and the random-walk normalization introduced by Doyle and Snell
in [82].
Definition 2.5 Symmetric Norm Laplacian. The symmetric-norm Laplacian maand
trix, LSN , is defined as having 1 for non-isolated elements along the diagonal, LSN
ii
the negative inverse of the square root of the product of the number of edges adjacent to
both nodes indexed by the element’s row and column, or 0 otherwise [55].

LSN
ij =




1











if i = j and deg(Vi ) 6= 0,

−√

if Eij , Eji ∈ E

0

otherwise.

1
deg(Vi )deg(Vj )

(2.8)

Or alternately,
1

1

1

1

LSN = D◦− 2 LU n D◦− 2 = I − D◦− 2 A◦ D◦− 2

(2.9)

Definition 2.6 Random Walk Laplacian. The random-walk Laplacian matrix.
LRW , is defined as having 1 for non-isolated elements along the diagonal, LRW
ii , and
the negative inverse of the number of edges adjacent to the node indexed by row, or 0
otherwise [82].
LRW
=
ij




1




if i = j and deg(Vi ) 6= 0,
1

− deg(Vi )




0

if Eij , Eji ∈ E

(2.10)

otherwise.

Or alternately,
LRW = D◦−1 LU n = I − D◦−1 A◦

(2.11)

This is termed “random-walk” because of the similarity to the normalized adjacency
matrix, where the edge weights are the probabilities of traversing an edge in a random walk. Indeed, LRW = I − AN , where I is the identity matrix, with 1s along the
diagonal [82].
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The usefulness of these three representations of the Laplacian matrix become apparent when the eigendecomposition of the matrices is performed and the eigenvalues and
eigenvectors are examined. The unnormalized Laplacian, the symmetric norm Laplacian,
and the random-walk Laplacian matrices are positive semidefinite, i.e., the eigenvalues
are all real and nonnegative [55, p. 4]. The eigenvalues are usually considered as ordered,
i.e., for a connected graph 0 = λ0 < λ1 ≤ λ2 · · · ≤ λ|V|−1 . The spectra of LSN range between 0 and 2 are related to other graph invariants like the graph diameter [55, pp. 7–8],
whereas the the spectra range up to |E| for LU n .
The number of independent occurrences of an eigenvalue in the eigenvalue vector is
its multiplicity. For graphs that are not connected, the multiplicity of eigenvalues equal
to 0 is equal to the number of connected components in the graph. For graphs that are
connected, the smallest eigenvalue is 0 with an associated constant-valued eigenvector.
The second smallest eigenvalue is related to how connected the graph is, and the largest
eigenvalue is related to how close the graph is to being bipartite [23]..
Differences between the three types of Laplacian matrices has been studied extensively by von Luxburg et al. in [225] in their use with Spectral Clustering [224]. Von
Luxburg et al. survey the use of the unnormalized and normalized Laplacian matrices and
show that the normalized versions of the Laplacian show greater consistency under different conditions and should therefore be favored. Consistency is where as |D| increases,
the algorithm converges to a clustering of the underlying space, and that the clusters are
reasonable representations of the partitions of the underlying space [225]. Von Luxburg
makes the case that LRW should be preferred over LSN , because their differences become apparent when the node degrees of the underlying graph vary considerably—the
entries of the eigenvectors become very small for LSN , which may lead to “undesired artifacts” [224]. However, LSN and LRW are similar to each other with the same eigenvalues
1
and the eigenvectors scaled by D◦ 2 [134].

Relationship to the Fourier Transform The spectra of the Laplacian matrix are
related to Fourier transform of a single-dimensional function. The Fourier transform
.
fˆ(ξ) = hf, e2πiξt i =

Z

f (t)e−2πiξt dt

(2.12)

R

is the expansion of f in terms of complex exponentials. The complex eponentials are the
eigenfunctions of the one-dimensional Laplace operator

14

CHAPTER 2. GRAPH THEORY

− ∆(e2πiξt ) = −

∂ 2 2πiξt
e
= (2πξ)2 e2πiξt [202].
2
∂t

(2.13)

Similarly, the graph Fourier transform, is defined on the vertices of a graph, G, as
f̂ , where any function f ∈ R|V| is the expansion of f in terms of the graph Laplacian’s
eigenvectors,
|V|
X
.
fˆ(λl ) = hf , ul i =
f (i)u∗l (i) [202].
(2.14)
i=1

In Fourier analysis of a single dimensional dataset, the eigenvalues {(2πξ)2 }ξ∈R represent frequencies, where low values of ξ correspond to low frequencies and higher values of
ξ correspond to higher frequencies. The eigenvalues and eigenvectors of the graph Laplacian are analogous to that of the single dimension Fourier transform where the smaller
values of λ corresponds to lower frequencies. λ0 = 0 and its associated eigenvector u0
is a constant vector equal to √1 . The eigenvectors corresponding to eigenvalues with
|V|

smaller values vary more slowly across the graph; when two vertices are more strongly
connected (or in weighted graphs, by an edge with a higher weight), their eigenvector values are likely to be similar. Correspondingly for higher-valued eigenvalues, the
eigenvectors’ values are likely to be dissimilar for more strongly connected nodes [202].

2.2.1.2

The Fiedler Vector

The second smallest eigenvalue of LU n is called the algebraic connectivity by Fiedler,
because of its relation to the connectivity properties of a graph: the vertex connectivity
and the edge connectivity [92]. It is also related to the “expanding properties of graphs,”
the isoperimetric number, the diameter, and the mean distance of a graph [163]. The
eigenvector associated with the second smallest eigenvalue is called the Fiedler vector,
or the characteristic valuation of a graph, and is studied extensively by Fielder in [93].
The Fiedler vector can be used to partition a graph, where it is part of the solution
to the Normalized Cut Problem, where a graph is separated into two subgraphs
with the sums of their weights being similar; the values of the Fiedler vector are sorted,
and a value is selected to separate the corresponding nodes into two groups. When
the selected value is 0, the nodes are grouped by the sign of their corresponding vector
values [93]; the median value can also be used [200]. This method is applied recursively
until only complete subgraphs are found. The Fiedler vector has found use in several
applications including image segmentation [200] and partitioning data for use in parallel
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processing [203].
Van Dam and Haemers in [217] described the relationship where, as the number of
nodes in a graph increases to infinity, the more unique the Fiedler vector becomes as
an identifier for the graph. Additionally, small changes to networks, e.g., adding or
removing an edge, generally result in small changes to the Fiedler vector.
2.2.1.3

The Stewart Method

Stewart began looking at the properties of the transition probability matrix for Markov
chains, i.e., the normalized adjacency matrix, at the same time that Fiedler was researching the spectral properties of the Laplacian matrix [143]. A method similar to that of the
recursive graph partitioning using the Fiedler vector can be performed with the eigenvector associated with the second largest eigenvalue of the normalized adjacency matrix
(see Definition 2.3).

2.2.2

Directed Graphs

The spectral properties of directed graphs have been studied much less frequently until
recently. As Guo and Mohar write, “[o]ne reason is that it is not clear which matrix
associated to a digraph. . . would best reflect interesting combinatorial properties in its
spectrum” [115].
One possibility is the directed adjacency matrix, which is similar to the undirected adjacency matrix (see Definition 2.1), but it is not symmetric and the resulting eigenvalues
after decomposition need not be real.
Definition 2.7 Directed Adjacency Matrix. A directed adjacency matrix, AD , of
a simple graph, G = hV, Ei, of size |V| × |V|, with elements AD
ij : i, j = {1, . . . , |V|} is
defined to have an element of 1, if there is an edge from Vi to Vj [115].
AD
ij =



1,

if Eij ∈ E


0,

otherwise.

(2.15)

The directed adjacency matrix of a simple undirected graph, G, is equivalent to the
undirected adjacency matrix of G, if each undirected edge Eij ∈ E were to be replaced
with two directed edges, each going in opposite directions.
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Another possibility is the skew-symmetric adjacency matrix, which has the property
of the eigenvalues are all imaginary and are complex conjugate pairs [48].
Definition 2.8 Skew-symmetric Adjacency Matrix. A skew-symmetric adjacency
matrix, Ask , of size |V| × |V|, with elements Ask
ij : i, j = {1, . . . , |V|} is defined to have
an element of 1, if there is a directed edge from Vi to Vj and Ask
ji is defined to be −1 for
the same edge [48].
Ask
ij =




1,




if Eij ∈ E

−1, if Eji ∈ E




0, otherwise.

(2.16)

Another possibility is the Hermitian adjacency matrix, H, where a Hermitian matrix is a matrix which is its own transpose complex conjugate, i.e, Hij = Hji : i, j =
{1, . . . , |V|}
Definition 2.9 Hermitian Adjacency Matrix. The elements of a Hermitian adjacency matrix, H of size |V| × |V| with elements Hij : i, j = {1, . . . , |V|} is defined to be
1 if both Eij and Eji are in E, i if only Eij ∈ E with the symmetric value at ji set to −i,
and 0 otherwise [115].

Hij =




1,






i,

if Eij and Eji ∈ E
if Eij ∈ E andEji ∈
/E




−i, if Eij ∈
/E





0, otherwise.

(2.17)

and Eji ∈ E

The eigenvalues of the Hermitian matrix are real and the values for the eigenvectors
are complex.

2.3

Summary

A short introduction to the vocabulary of graph theory and spectral graph theory is
presented in this chapter. The properties of eigenvalues and eigenvectors of different
matrix representations of directed and undirected graphs are compared (see Table 2.1)
as are uses of the partitioning method of Fiedler, using the eigenvector associated with the
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Matrix
Undirected Adjacency
Normalized Adjacency
Unnormalized Laplacian
Symmetric-norm Laplacian
Random-walk Laplacian
Directed Adjacency
Skew-symmetric Adjacency
Hermitian Adjacency

Symbol
A◦
AN
LU n
LSN
LRW
AD
Ask
H

Entries Eigenvalues
R
R
R
R
R
R
R
R
R
R
R
C
R
C with 0 + iλ
C
R

Eigenvectors
R
R
R
R
R
C
C
C

Table 2.1: Matrix types and the number types of their eigendecomposition.
second smallest eigenvalue of the Laplacian matrix, and of Stewart, using the eigenvector
associated with the second largest eigenvalue of the normalized adjacency matrix.
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Chapter 3
Heuristic Search

“

“Begin at the beginning,” the King said, gravely, “and go on till you
come to an end; then stop.”

”

Lewis Carroll, Alice in Wonderland, 1899

Human beings learn from experience (optimistically speaking), or, more likely, from
mistakes. When exposed to new information that does not match their previous experience, or when making a mistake, and given the opportunity to correct that mistake
at the next opportunity, the human being is said to have learned from the new experience. Machine learning is similar. When a computer program improves its performance
relative to some metric, after being exposed to a new experience, it is also said have
learned [162, p. 2].
A machine learning algorithm experiences something by being exposed to new data
about which it forms a model. Each new datum allows the algorithm to refine the
model’s parameters and, assuming the performance from the new parameters is better,
the algorithm has learned something and has a better model to show for it. For some
algorithms, if the performance is not better, then the change from the exposure to
the experience is discarded. This refine-and-select-if-better iterative process is repeated
until the model shows no improvement or there is no more data, and the algorithm halts.
The combination of algorithm and data for a problem is used to create a model whose
evaluation is said to be a solution to the problem.
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These problems often have many possible models, each evaluating to a valid solution
of varying quality. The models differ from one another through some manipulation of
the model’s structure or by the model’s parameters made by some stochastic or dataresponsive process during its creation. The collection of all of these models, including the
links between them reflecting their differences, is the model space. Heuristics are methods
that pick out models and solutions that are useful—i.e., “good” or “good enough”—when
solving for the single, best solution is infeasible, or when it is impossible to guarantee
that the solution found is the best possible solution.
Greedy algorithms are algorithms for solving or approximating the solution to problems that are iterative and selective in nature; they make a series of steps through the
model space, where the best choice at each step is selected [61, p. 414]. When the models
to be evaluated are drawn from the entire population of models, it is called a populationbased or global search; when the selection is limited by some other qualifier, it is a local
search (see Figure 3.1). In machine learning, a greedy algorithm often takes the form of
a recursive search through a model space, where a next model is selected at each step
until some stopping criterion is met, e.g., in Decision Tree [183], the algorithm halts,
at the very latest, when there are no features to check for a further split. Unless the
problem can be represented as a matroid, greedy algorithms have no guarantee of finding
the global optimum, meaning that the solution found is most likely a local optima, while
other regions of the model space, perhaps with better solutions, remain unexplored.
(Problems that are represented as matroids exhibit the optimal substructure property,
where each sub-problem results in an optimal solution.)
The definitions and differences between the words “heuristic,” “metaheuristic,” and
“algorithm” are a little slippery, but the rough guide to understanding the relationship
between them is that a heuristic is a simple method of finding a usable solution; a
metaheuristic is a method that tries to overcome the shortcomings of a heuristic, such
as a heuristic’s inability to proceed past the finding of a local optima; and an algorithm1
is a specific implementation of either a heuristic or metaheuristic. A metaheuristic adds
a layer (usually in a loop) of decision-making to help the underlying heuristic.
The greedy search path through the model space is also necessarily dependent on the
start conditions. In practice, greedy algorithms are commonly executed several times
with different start conditions—the so-called Random Restart metaheuristic [146]—
where the best performing model from several executions with different initial conditions
1

Whereas in this document, figures labeled as “Algorithms” may describe any of the three.
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Local

Population-based
(Global)
Stochastic

Metaheuristic
Heuristic

Figure 3.1: A Euler diagram showing the relationship between stochastic, global and
local searches, and heuristics and metaheuristics.
is taken as the solution model.

3.1

Model Space as a Directed Graph

A naïve attempt to describe a model space2 would look like a completely connected graph.
A random model could be selected and prove itself useful in that it is a representation of a
concept behind the dataset, but the likelihood of selecting a useful model decreases as the
size of the model space grows [43]. Biases introduced by neighbor selection and a scoring
function can help guide a search to find better models with a higher likelihood than
Random Search (see Section 3.2). As Mitchell writes, without bias “a learner. . . has
no rational basis for classifying any unseen instances” [162, p. 42]. Furthermore, as
is considered by the well-known bias/variance dilemma, there is a trade-off in error
estimation, where a unbiased learner will show large variance and overfit to noise in the
data [101]. To counteract the high variance and overfitting, a bias is introduced to the
iterative model selection for the models being evaluated at each step, forcing the search
to move forward in some (hopefully effective) manner.
2

Here “model space” refers to the the graph of models with edges representing their distance when
the emphasis is on that relationship, and “solution space” refers to the models with their evaluated
scores when the emphasis is on their scored evaluation. In the literature, this is variously called some
combination of noun1 and noun2, where noun1 ∈ {hypothesis, model, fitness, solution, cost} and
noun2 ∈ {space, surface, landscape, topology, manifold}, but they all refer generally to the same
concept. See Appendix A.
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Definition 3.1 Model Space. A machine learning problem, P, is described by an
algorithm, A, and dataset, D. P is said to induce a set of models, M, describing
solutions to P, i.e., P(A, D) |= M. The algorithm, A, 1) describes methods of inducing a
model, m0 , potentially from the data, D0 ⊆ D, or from changes to another model, m ∈ M,
thereby describing the neighborhood, N (m). A also 2) provides a method of evaluating
the model, score(m), or evaluating the model with D0 ⊆ D, score(m, D0 ). The set of
neighbors N (m) = M 0 ⊆ M of a model m are the models that differ from m by at most
some (minimal) measurement, , using a distance function d(m, m0 ) <  : ∀m0 ∈ M 0 .
The model space, S, of P(A, D) is a directed graph, where the nodes are every m ∈ M
and the edges from m to m0 exist only when d(m, m0 ) <  and score(m0 ) is strictly better
than score(m) [234, p. 42].

The model space as directed graph represents all of the possible paths to optima. The
nodes in the graph that have no outgoing edges are the local optima [234]. Local optima
are assumed to be distributed around a solution space with some relationship between
the locally optimal model and the surrounding models called a summit of attraction 3
resulting in a distribution of peaks throughout a solution space [146].

3.2

Stochastic Search Heuristics

The application of a metaheuristic to a simple heuristic wraps the heuristic in a decision loop as described in Algorithms 1 and 2, thereby overcoming the simple heuristic’s
shortcomings.
One of the fundamental assumptions about search heuristics is that similar models
will tend to evaluate to similar scores and that there is a structure in the solution space
that a neighborhood function can take advantage of, thereby inducing a surface gradient
to follow. If this were not the case, then slightly different models would evaluate to
radically different scores resulting in no trend that can be followed by a search algorithm.
There is a family of metaheuristics called stochastic search heuristics, because there
is a random element in their execution.
3

The combinatorics literature is usually concerned with minimizing costs, and refers to these topological features of a solution space as a basins of attraction. “Summit” is used here, because in machine
learning, we are usually concerned with maximization (usually accuracy), but the difference is purely
superficial.
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Algorithm 1: Population-based Metaheuristic [63]
input : P – a machine learning problem
score (·) – the scoring function
output: m – a locally optimal model
while termination condition not met do
A.state ← newState (A) // Monitor and update global search state
A.metaInf o ← updateInfo (A, M ) // Update metaheur. guidance info
// e.g., select elite sub-populations and compute model scores
// with score (·)
A.globalInf o ← updateGlobalInfo (A) // compute global information
M ←updatePop (M ) // update population
end
return best model found, m ∈ M .

3.2.1

Stochastic Population-based Search

In its simplest form, a stochastic population-based (global) search is not even a metaheuristic, because there is no wrapper to steer the underlying heuristic; it is just Random Search as presented in detail by Brooks in [43]: A number of random models
are compared and the best one is chosen. It has the drawback that the experimenter is
unable to be sure that the best result is actually within a desirable region in the model
space; to have a high confidence that it is a reasonably good solution, a large number of
experiments must be undertaken. However, Random Search has the advantage that
each experiment can be performed in parallel and is therefore embarrassingly parallel
(see Section 4.2.1.1).
As the name implies, a population-based metaheuristic does not limit itself while
updating the model(s) being evaluated and, instead, draws from the entire set of possible
models, M, that may solve problem P, as does Random Search. In contrast, the
Population-based Metaheuristic as shown in Algorithm 1, the inner-loop heuristic
is the method of selecting and scoring an elite sub-population, whereas the rest of the
algorithm is concerned with steering that selection to some fruitful part of the model
space [63].
Some examples of population-based, stochastic metaheuristics are Evolutionary
Algorithms [123], Scatter Search [104], and swarm intelligence methods like Ant
Colony Optimization [81], and The Bees Algorithm [181]. Each algorithm has
some element of randomness in their selection of new models from the entire population
of models to be evaluated.
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Figure 3.2: A solution path through a model space, showing the neighbor models (candidate models) at each refinement. (Based on a drawing from [16].)

3.2.2

Stochastic Local Search

In contrast to global search algorithms, local search algorithms evaluate a model and the
neighbors of a model in the model space and continue iteratively selecting a better model
from each successive set of neighbors until no better solution is found (see Figure 3.2).
In a local search, there is some bias of the sampling of neighbors, usually in the sense
that the neighbors are a set of models that have a relatively low or minimal distance to
the model from which the neighborhood is derived and from the choice of the distance
metric used [146].
The outer loop (the metaheuristic wrapper) of the Neighborhood-based Metaheuristic shown in Algorithm 2, guides the overall search among the entire population
of models, and an inner loop guides the local search. A third loop-like iteration is implied
in the neighborhood function N [63].
Evidence from combinatoric experiments [146, 127, 194] indicates the distribution of
the evaluations of the set of local optima has a better mean and a smaller standard deviation, resulting in a peakier distribution than that of the set of all models’ evaluations.
This indicates that performing a local search is more likely to find a better solution than
drawing from the set of all models, as in Random Search, especially as the size of the
model space increases.
Further evidence for comparing the distributions comes from Schreiber and Martin
in [194] while studying the Graph Partitioning Problem (GPP). They make the
argument that the physical property of “self-averaging” begins to apply for graphs, where
the solution distribution becomes Gaussian as |V| → ∞; they postulate that this is
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Algorithm 2: Neighborhood-based metaheuristic [63]
input : P – a machine learning problem
score (·) – the scoring function
output: m – a locally optimal model
while termination condition not met do
A.state ← newState (A) // Monitor and update global search state
A.metaInf ← updateInfo (A) // Update metaheur. guidance info
// e.g., select Local Search procedures and select neighborhoods
while Local Search termination criterion not met do
find best m0 ∈ N (m)
end
end
return best model found, m.

because the cut-size of a partition is “the sum of a large number of random variables
which are not too4 correlated.” Furthermore, they claim that their evidence holds for
the GPP where partitions are generated for any iterative search algorithm, and that
in the limit the distribution converges to a peak as described by the Central Limit
Theorem.
3.2.2.1

Random Restart

A very simple extension to any search algorithm is Random Restart. In this case
a new initial model is selected and the local search is performed again some number
of times. Unfortunately, as described in Section 3.2, as the size of the model space
increases the distribution of local optima becomes more peaked due to a smaller standard
deviation. Therefore, independent random sampling of new initial states tends to a lower
probability of finding better optima. It is in these cases that a biased sampling of new
starting positions is required [146].
3.2.2.2

Hill Climbing

Simple Hill Climbing is arguably the simplest form of greedy, local-search algorithm,
where a model is compared to a set of candidate neighbor models, and the first model
found that is better than the current model is selected. This is repeated until no better
solution is found (see Algorithm 3). Given a initial model on a given summit on the solu4

Emphasis in the original.
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Algorithm 3: Simple Hill-Climbing[188]
input : P – a machine learning problem
score (·)– the scoring function
output: m – a locally optimal model
m ← chooseInitialModel (P)
repeat
M 0 ← N (m)
m0 ← findFirst (M 0 , score (m))
// findFirst (·) returns ∅ when no better model is found
if m0 6= ∅ then
m ← m0
end
until score (m0 ) < score (m) ∨ m0 = ∅
return m

tion surface, the algorithm finds the nearest peak/local optimum along the monotonically
increasing solution path, although perhaps not with the shortest possible path.
A simple extension to Simple Hill Climbing is Steepest Ascent Hill Climbing, where the findFirst(·) subroutine is replaced with a findBest(·) routine that
evaluates all of the models in the neighborhood of m [188].

3.2.2.3

Simulated Annealing

Simulated Annealing is a local search metaheuristic inspired by the natural process
of a molten substance’s cooling. In annealing, a crystalline solid is heated to a (near-)
liquid form, where it loses its crystalline structure. The material is cooled slowly, which
allows the material to take a “best” crystalline structure having the lowest crystalline
Function findFirst(M , s)
input : M – a set of models,
s – a minimum score
foreach m ∈ M do
if score (m) > s then
return m
end
end
return ∅
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Algorithm 4: Simulated Annealing[129]
input : P – a machine learning problem
score (·) – the scoring function
T – the initial temperature
α – the rate of cooling, 0 ≤ α ≤ 1
Nr – the number of repetitions at each temperature level
Nt – the number of time steps
output: m – a locally optimal model
m ← chooseInitialModel (P)
foreach t ∈ {1, . . . , Nt } do
foreach n ∈ {1, . . . , Nr } do
m ← m0 ∈ N (m) // Select random neighbor
if score (m0 ) ≥ score (m) then // new model better than old
m ← m0


0
else if randomNumber (0,1) < exp score(m )−score(m)
then
T
0
m←m
end
end
T ←α×T
end
return m

energy state. Depending on the length of time for cooling, the material can have superior
structural features when compared to the material when cooled quickly [126, 171].
The Simulated Annealing algorithm (see Algorithm 4) loops over a decreasing
value of temperature, which is controlled by a constant cooling factor α. At each temperature value, a number of attempts, Nr , are made at finding a better model, m0 , than
the current model, m. If a better model is found, it is selected. If not, then a random number is generated and compared to the value given by Metropolis et al. in [160],
0
e(score(m )−score(m))/T , which decreases more slowly as T gets smaller. The stochastic attempt at introducing worse models allows the algorithm to move to different portions of
the model space with probability inversely proportional to the number of visited temperature states. This ensures that a a better solution will eventually be found as the
algorithm progresses.
Intuitively, Simulated Annealing, and in contrast to Hill Climbing, allows a
model path to vary from a strictly increasing path to the nearest peak and can allow a
broader search of different summits on the solution surface.
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Algorithm 5: Tabu Search [105]
input : P – a machine learning problem
score (·) – the scoring function
Nr – the maximum number of steps
output: m – a locally optimal model
m ← chooseInitialModel (P)
T ←∅
repeat
M 0 ← N (m) \ T : ∀m0 ∈ N (m) : δ(m0 , m) ∈
/T
m0 ← argmax score (m0 )
∀m0 ∈M 0
0

if score (m ) ≥ score (m) then
m ← m0
T ← T ∪ δ(m0 , m)
end
until k = Nr ∨ N (m) \ T = ∅
return m

Volumes (e.g., [135, 1, 220]) have been written on variations of this relatively simple
heuristic, primarily with variations in application to different problem domains. Some
extensions like Threshold Accepting, which acts like a slack parameter allowing acceptance of any new solution within some performance threshold of the current solution.
This threshold is also gradually reduced in a manner similar to the temperature until
only positive improvements are seen [86].
3.2.2.4

Tabu Search

Tabu Search, first formalized by Glover in [105], is in its simplest form, a form of Hill
Climbing, where a tabu list is kept that prevents the search from visiting models already
visited by the algorithm (see Algorithm 5). The primary reason for the tabu list is that
it prevents cycling along the solution path when different models are being evaluated,
where the tabu list functions as a memory of “moves,” or changes to the model (shown in
Algorithm 5 as δ(m0 , m)). In order to allow the evaluation of not-strictly-better solutions,
an Aspiration List may be included where tabu moves may be accepted irrespective
of their tabu status. Additional extensions to Tabu Search include Intensification
where the size of the tabu list is decreased or models that are closer in the model space
to the currently evaluated model are preferred. Similarly Diversification may be
employed performing a Random Restart or by penalizing models that are close to the
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Algorithm 6: Iterated Local Search[146]
input : P – a machine learning problem
f (·) – the scoring function
output: m – a locally optimal model
m0 ← chooseInitialModel (P)
m ← localSearch (m0 )
repeat
mp ← perturbation (m, history)
m0 ← localSearch (mp )
m ← acceptanceCriterion (m, m0 , history)
until termination condition met
return m

currently evaluated model [105, 106, 107, 121].

3.2.2.5

Iterated Local Search

Iterated Local Search (see Algorithm 6) is a search heuristic that utilizes the
strength and simplicity of an underlying local-search algorithm, where the metaheuristic
element is a perturbation, which jumps the model path to a possibly more remote region
of the model space (see Figure 3.3). After performing a local search in this region, if an
acceptance criterion is met, e.g., the local optima has not been previously reached, the
solution is added to what is a Random Walk through the space of local optima. This
Random Walk is “Markovian,” in that the probability of jumping from one summit to
another is dependent only on the two summits [146].
Iterated Local Search has shown-state-of-the-art performance for some problems, with much research focusing on the role of the perturbation “strength” and with
some research implementing hierarchies of nested perturbations [146]. Further research
has looked at population-based extensions, where a number of solutions are kept for
purposes of comparison when implementing the perturbation [213], or models that are
more than a given distance from best performing solutions are kept in the search population [208].
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Figure 3.3: Iterated Local Search showing the perturbation from one local optimum
(the result of a local search) to another summit (the start of another local search). (Based
on a drawing from [146].)

3.3

Parallel Metaheuristics

Strategies for parallelizing existing metaheuristics come in many forms, but the methods
were with primary the aim of accelerating computation. This section describes a taxonomy of parallel metaheuristics that is used in the following discussion with examples
of how widely-used metaheuristics have been parallelized. Also included is a discussion
of an additional family of metaheuristics called Ensemble Methods where multiple
instances of the same or different (meta-)heuristics are used to improve performance.

3.3.1

Taxonomy

Crainic and Toulouse describe in [63] a fleshed-out taxonomy for parallel metaheuristics
that classify metaheuristics along three dimensions: 1) Search Control Cardinality, 2)
Search Control and Communication, 3) Search Differentiation.
Dimension 1, Search Control Cardinality, describes whether parallelization of the
overall search is controlled by a single process or by a number, p, of processors. Singly
controlled searches are termed 1-control (1C) and multiply-controlled searches are termed
p-control (pC) [63].
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Dimension 2, Search Control and Communication, describes how communication is
performed between the parallel resources. There are three types of communication between parallel workers, synchronous, asynchronous, or none at all. Four categories describe information shared in this manner: Rigid Synchronization (RS) describes the
absence of synchronization or knowledge sharing between parallel resources. Collegial
(C) describes asynchronous communication, but with no knowledge passed between the
resources; the parallel workers move through the model space relying on something internal to the algorithm and state of the search. Knowledge Synchronization (KS) describes
when the parallel workers stop at predetermined intervals, share information about the
states of their respective searches, and then restart. Knowledge Collegial (KC) describes
when the parallel workers share information, often through a central memory method,
but work asynchronously [63].
Dimension 3, Search Differentiation, describes how the different parallel workers begin
their search (same/multiple) and how they follow their (same/different) search strategies,
because different parameters or heuristic variants may be used by the different parallel
workers with different starting points. The four cases are Same initial Point/Population,
Same search Strategy (SPSS), Same initial Point/Population, Different search Strategy
(SPDS), Multiple initial Points/Populations, Same search Strategies (MPSS), and Multiple initial Points/Populations, Different search Strategies (MPDS) [63].

3.3.2

Application of Parallelization to Metaheuristics

After the introduction of a new metaheuristic by a researcher, the trends in parallelization research are clear. Initially, there are strategies to improve speed-up at the lowest
level of parallelization in the inner loop of Algorithms 1 and 2. These are termed “low
level” because the strategies are implemented purely for speeding up execution and do
not alter the overall search strategy. Often in this case are 1C/RS/SPSS metaheuristics,
where the neighborhood evaluation is parallelized for local search heuristics (e.g., Parallel Simulated Annealing [155]) and in the case of global search heuristics (e.g.,
genetic algorithms as found in the selection, crossover, mutation, and fitness evaluation
subroutines). In the case of Ant Colony Optimization [45], the parallelism is found
by implementing each ant as an individual parallel worker [63]. Later, research focuses
on more complex methods of information sharing (C, KS, KC) between parallel workers
to influence the behavior of other parallel workers with information they would not have
had access to themselves.
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Parallel Simulated Annealing

Some metaheuristics lend themselves more easily to being parallelized than others. Simulated Annealing (see Section 3.2.2.3) does not parallelize easily due to its sequential
nature which invites a strategy of several parallel annealings to be executed with the best
result being used for a new annealing process [77]. In the taxonomy from Section 3.3.1,
this is a 1C/KS/MPSS strategy. Another strategy apportions models among p different
processors where k annealings are performed. Afterwards models are migrated between
the p processes and the k annealings begin anew [139]. This is a pC/KS/MPSS strategy according to Crainic and Toulouse. A taxonomy of parallel simulated annealing
algorithms and further discussion is available in [110].

3.3.2.2

Parallel Tabu Search

Most of the early attempts at parallelizing Tabu Search were in the evaluation of
the neighborhood function and of the neighbors, i.e., the algorithms in the 1C/RS category of the taxonomy from Section 3.3.1 [62]. Crainic et al. in 1995 implemented a
1C/KS/SPSS heuristic that performed a small number of looks ahead into the neighborhoods (“sequential fan candidate”) before synchronization between the parallel threads,
essentially implementing a Beam Search with a depth greater than 1 [62, 64]. Similarly,
and as with the history of Parallel Simulated Annealing (see Section 3.3.2.1), the
next phase in research focuses on parallelization strategies where each parallel worker
has access to a restricted portion of the model space (or to partial models), where synchronization is performed to compare models or combine partial models, and iterate
further.
pC/RS/MPSS strategies where multiple Tabu Search instances are run in parallel
with different starting points (parallelized Random Restart) also appeared shortly
after the introduction of Tabu Search. Of note is the pC/KS/MPDS strategies where
the parallel synchronous workers dynamically have their search parameters adjusted by
a master process [62, 169].
Asynchronous methods of parallel Tabu Search were also fruitful with methods
using different methods of communication to the other workers (“broadcast”) or via a
shared memory structure like that of Badeau et al. in [21].
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Ensemble Methods

Ensemble Methods for classification in machine learning learn more than one predictive model and take a (weighted) vote of their predictions for unseen data. For an
ensemble to be better together than any of its individual models, the models must be
accurate and diverse [119, 78].
Ensemble Methods is one of the few examples in machine learning where multiple
resources, often executed in parallel, but not necessarily so, are used to find better
solutions than what a single classifier would have found. Three primary justifications for
this are given in the literature: First is statistical; in cases where the amount of training
data is (too) small compared to the model space, several models may be used that have
different views or biases on the model space, where the average of the results will have a
better representation of the true underlying concept or model. Second is computational;
in other situations several instances of the same greedy algorithm may be executed
with different initial conditions, each terminating at a different local optima, whose
average give a better representation of the underlying concept. Third is representational;
it is entirely possible that the true underlying concept cannot be represented by the
models generated by the algorithm, and that the combination of their outputs is a
better representation of the underlying model [78].
There are several methods for creating diverse ensembles, of which the most obvious
is the use different classes of algorithms, e.g., Decision Tree and Artificial Neural Network, for each of the ensemble members. Each algorithm imposes its own
algorithmic bias, focusing on different regions of the model space. Together they may
provide a more comprehensive view of the entire model space and are able to generalize
better. These systems are in general in the pC/RS/MPDS category in the taxonomy
from Section 3.3.1.
When using multiple instances of the same model, there are other methods of creating
diverse ensembles:
Diverse Data For unstable algorithms, i.e., algorithms that show large changes in
output based on small changes in the training data, creating diverse training subsets
from the training data, Dtr ⊆ D has been shown to have good results. Bootstrap
Aggregation (often shortened to “Bagging”), is a method by which a subset of Dtr
is drawn randomly with replacement |Dtr | times, creating a training set of the same
size, but with an average of 63.2% of the training data represented with some of the
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training instances appearing multiple times [37, 78]. Bagging induces overfitting in the
individual learners in different regions of the solution, but not in the ensemble with a
higher number of individual learners as in the case of Random Forests [38].
A Cross-validated Committee is an ensemble where each individual algorithm
instance is trained with a subset of Dtr where the subsets are collections of disjoint
subsets, but each algorithm is trained with a different set of subsets in a manner similar
to that of Cross Validation [175, 78].
Diverse Features Another method of creating diverse predictive models is for the
models to be trained on diverse subsets of the dataset’s features. The Random Subspace Method selects a number random of subsets of dataset features without replacement and trains models based on each of these subsets [122].
Stochastic Methods By injecting randomness into the creation the models, different
models are necessarily created. Examples of methods of injecting randomness include
random initial weights for Artificial Neural Networks [175], and randomly selecting features to branch on for Decision Tree [79].

3.4

Widening

Widened Machine Learning—or just “Widening”—is an inherently parallel metaheuristic. Parallel compute resources are employed to find better solutions with greedy
algorithms, rather than using parallel compute resources to find the same solutions
faster [3]. Although there have been some explicit attempts to use parallel resources
for finding better solutions, such as ensemble-type/metalearning methods such as those
by Chan and Stolfo in 1993 [49] or by Akl, as described in more detail in Section 4.2.2,
very few attempts at explicitly using parallel resources for finding better solutions are
found in the literature when compared to the volume of papers, textbooks, and conferences devoted to using parallel resources for accelerating algorithms.
Widening attempts to approach the model space from a higher view where different
regions of the model space are explored; parallel workers are guided by the explicit
knowledge of the other parallel workers, thereby informing their own heuristic choices,
or they are restricted to particular regions of the model space by some external limitation
on the parallel worker’s model choice.
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Fundamental to Widening is the element of diversity that is used to keep the parallel
workers refining their models in disparate regions of the hypothesis space. This diversity
can be thought of as a forced distance between parallel workers, but can be implemented
in a wide variety of ways, depending on the algorithm being widened. For example,
Widened Krimp [190] used diversity in the ordering between itemsets being evaluated
for the compression of the dataset and Widened Hierarchical Clustering [94]
clustered solutions together and picked the best performing solutions from the (diverse)
clusters as representative examples. Each model of the set was then iteratively refined
and selected with diversity as appropriate, thereby keeping the refinement paths separate
in the model space.
Widened Krimp and Widened Hierarchical Clustering are both examples
of Widening in a local search space, in that the refinements to a given model a drawn
from smaller (usually with a “small” distance between the refinements and the refined
model) population than from that of the entire model space.
A greedy machine learning algorithm can be either a local or population-based search.
In general, it is an algorithm that starts with an initial model, m0 , from the set of all
models, M, and iteratively refines that model based on a comparison of the refined
model’s performance to the previous model’s performance. The greedy algorithm stops
refining successive models when no more improvement is seen. Before defining a greedy
algorithm and the extensions to that definition for use with Widening, definitions for
refinement operator and selection operator are needed.
A refinement operator is closely related to the neighborhood function, N from Definition 3.1, but is not equivalent, because a bias other than, or in addition to, a simple
distance metric on the selection of models from N .5

Definition 3.2 Refinement Operator. A refinement operator,6 r(·), describes a
mapping, 7→, from a model, m ∈ M, to a subset of models, M ⊆ M, of size l, where
m∈
/ M [28].
.
r(m) = M 7→ M : |M | = l
5

(3.1)

For example the methods of models allowed to be evaluated in Tabu Search or in Simulated
Annealing are wrapped up in the general “refinement operator” of Widening.
6
Internal to r(·), the size of the set of refinable models may be either tractable or intractable,
depending on the parameters used for the algorithms initialization. In practice, a randomly selected
subset of refinable models is selected when the size of the refinable set to be evaluated is intractable.
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A scoring function is required to evaluate a model as described in Definition 3.1. This
is inherently model- and problem-domain specific, but can be realized with common
scoring measures like accuracy, recall, precision, area under a ROC curve, minimum
description length, or any other measure.
Definition 3.3 Scoring Function. A scoring function, score(m) returns a measure
of performance for a given model, where score(m) ∈ R.
A selection operator, s(·), prunes a set of models based on a scoring function, and
when k top models are returned, it is called sT op−k (·).
Definition 3.4 Top-k Selection Operator. sT op−k (M , score(·), k), a top-k selection
operator, returns a subset of models, M 0 , of size k from a set of models, M , based on a
scoring metric, score(·) [28].7
M 0 = sT op−k (M , score(·)) : |M 0 | = k, k ≤ |M |, M 0 ⊆ M

(3.2)

A solution path through the model space is based on the definition of path as described
for graphs in Section 2.1 considering the model space as a directed graph (see Section 3.1)
with the additional consideration that the scores evaluated at each node in the path must
be strictly monotonically increasing.
Definition 3.5 Solution Path. A solution path through a model space is an ordered
series of models hm0 , . . . , mn i, where mi+1 ∈ r(mi ) and score(mi+1 ) > score(mi ).
The Hill Climbing algorithm, as presented in Algorithm 3, can be represented
using this simpler notation as in the following definition.
Definition 3.6 Hill-climbing Algorithm. A hill-climbing algorithm is an algorithm
that iteratively refines and selects a model until no further improvement in performance
is seen [28].
mi+1 = s(r(mi ), score(·))
(3.3)
Beam Search [149] is a natural extension to Hill Climbing, where instead of one
best solution being kept at each iteration a larger number, k ≥ 2, of best-performing
solutions, i.e., the beam width, are refined and selected at each step. In the Widening
framework, this is called Top-k Widening
7

The the k is understood to be included for the selection function, s(·), and is removed from the
notation for clarity. If no reference to “Top-k” is given, it is assumed that s(·) returns one best model.
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Definition 3.7 Top-k Widening. Top-k Widening is an algorithm that selects a number, k, of best solutions at each step until some stopping criterion is met [3].
Mi+1 = sT op−k (r(Mi ), score(·)) : |M | = k

(3.4)

The refinement operator in Equation 3.4 shows a refinement on a set of models, where
in Top-k Widening, the refinement operator is actually acting on each m ∈ M singly.
. [
r(M ) =
r(m)

(3.5)

∀m∈M

3.4.1

Diverse Top-k

Diverse Top-k Widening differentiates itself from Top-k Widening by the inclusion
of diversity in the refine-and-select process. This can be implemented by applying a
diversity measure in either the refinement or the selection operators. In the refinement
operator, a diversity measure returns a diverse set of refined models of size l; this is the
method that is employed by Widened Krimp, Widened Portfolio Tracking, and
Diverse Top-k Widened Bayesian Networks (see Section 6.1). Diversity as part
of the selection operator as part of a multi-objective optimization where the best and
most diverse models are selected at each step. This is the method that is employed by
Widened Hierarchical Clustering.8
By the taxonomy in Section 3.3.1, Diverse Top-k Widening is 1C/KS/SPSS,
where there is (1C) one overall process controlling the parallel workers to facilitate the
selection from all of the refinements, direct knowledge sharing (KS) between the parallel
workers at the selection step, and where there is a single model (SP) at the beginning
after which each solution path follows the same refining strategy (SS).

Definition 3.8 Diverse Refinement Operator. A diverse refinement operator, r∆ (·)
is a refinement operator that returns a set of size l of maximally diverse models from the
union of the neighborhoods of every m ∈ M
.
r∆ (M ) = ∆(r(M )) : |r∆ (M )| = l
8

(3.6)

When discussing Diverse Top-k Widening, this document focuses on methods of injecting diversity in the refinement operator rather than those of the selection operator.

38

CHAPTER 3. HEURISTIC SEARCH

i
r(·)
∆(·)
s(·)
r(·)

i+1

∆(·)
s(·)

Figure 3.4: Diverse Top-k Widening. A graphical depiction of two iterations of three
models (green) being refined each to three models, where four maximally diverse models
from the group are derived (red). The three best performing of those are selected and
used for refinements in the next iteration.
where the function ∆(M ) returns a maximally diverse subset, M 0 ⊆ M , and where
“maximally diverse” is specified according to the problem domain [28].
How this function represents “maximally diverse models” is specific to the problem domain. For example, Widened Krimp extended the Krimp algorithm [226], by creating
l diverse orderings of subsets of frequent itemsets, and Widened Portfolio Tracking [100] used l diverse subsets of stocks for tracking stock market index performance.
Although both of these examples used diversity between the model structures, diversity
could just as well be measured as a function of the type of predictions that the model
makes or any other sensible measure of the models’ presence in different regions of the
model space. Crucial to the implementation of the diversity measure is the use of an
appropriate similarity/distance metric between the elements of the set.
Using the diverse refinement operator, r∆ (·), Diverse Top-k Widening can be
defined (see Figure 3.4).
Definition 3.9 Diverse Top-k Widening. Diverse Top-k Widening is a metaheuristic similar to Top-k Widening that employs a diverse refinement operator.
Mi+1 = sT op−k (r∆ (Mi ), score(·)) : |Mi | = k

(3.7)
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The downside to Diverse Top-k Widening is the run-time for the necessary communication between the parallel workers to compare and ascertain which subset of models
is maximally diverse, execute the scoring function on each model, and to compare those
results. Examples of Communication-free Widening eliminate those portions of
the metaheuristic.

3.4.2

Communication-free Widening

Communication-free Widening is a metaheuristic that employs parallel independent resources to search different portions of the model space with neither the need
for synching nor for comparing the output of the different refinements at regular intervals. Using the taxonomy from Section 3.3.1, a communication-free implementation of
Widening is a pC/C/MPSS, where there is (pC) more than one process performing a
search in parallel, (C) internal representation of the model space to each parallel worker
to enable no communication between them, and (MPSS) multiple starting points with
the same strategy, meaning that each parallel worker follows the same search heuristic,
with its own internal compass.
Ensuring a parallel worker is able to work within a restricted model subspace requires
the partitioning of the model space.
Definition 3.10 A partitioning of a model space M into k subspaces, k ∈ N+ , is a set
ΠM = {M1 , . . . , Mk } satisfying
1. ∀1 ≤ i ≤ k : Mi ⊆ M
2. M =

Sk

i=1

Mi ,

3. ∀1 ≤ i, j ≤ k; i 6= j : Mi ∩ Mj = ∅.
The subspaces Mi , 1 ≤ i ≤ k, are called partitions of M [28].
A partition is said to be closed under r(·) if all of the models in the partition are
within the refinement neighborhood of at least one other model in the partition, i.e.,
that there exists at least one path to a model from another model in the partition, but
no paths between the partitions [28].
Definition 3.11 Closed Model Space Partitioning. A partition, M from a partitioning of a model space is closed under r(·) iff ∀m ∈ M, r(m) ⊆ M [28].
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r(·)
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i+1
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H(·) = 1

H(·) = 2

H(·) = 3

Figure 3.5: Communication-free Widening. A graphical depiction of three iterations of three partitions identified by the output of a (hash) function, H(·). Each model
(green) is refined to three models, where the best performing of that group is selected
and refined in the next iteration. Although the iterations are depicted synchronously,
there is no actual requirement for their synchronous iteration.
Closed model space partitioning does not allow for solution paths to “jump” the partitions. The definition of partitioning can instead be weakened not to include completely
disjoint sets, but rather to include all of the models that are reachable given a refinement
operator [28].
Definition 3.12 Path-closed Set. A set of models, M ⊆ M, called a path-closed set
iff ∀m0 ∈ M, ∃m ∈ M : m0 ∈ r(m) [28].
An approximate partitioning of a model space is made of path-closed sets, i.e., the
refinement operator returns models that may belong to multiple partitions [28].
Definition 3.13 Path-closed Approximate Partitioning. A partitioning of a model
S
space, M into j partitions is called a path-closed approximate partitioning iff j = M
and ∀j : Mj is a path-closed set [28].
A natural method for implementing Communication-free Widening over a set
of partitions is with a hash function. An ideally appropriate hash function would hash
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the model space into partitions where each partition includes a solution path to each
local optimum. Unfortunately finding this hash function is infeasible, because if we knew
how to formulate it exactly, we would know how to solve the problem exactly. However
other hash functions may be useful enough to approximate it.
Definition 3.14 Disjoint Communication-free Widening. Disjoint Communicationfree Widening is a metaheuristic where each model in a solution path belongs to exactly
one of a set of disjoint partitions [192, 28].
Mj,i+1 = s({m ∈ r(Mj,i )|H(m) = j}, score(·))
H(m ∈ M) → j ∈ N+

(3.8)

An approximately partitioned form of Communication-free Widening uses an
approximate partition (see Definition 3.13) divided among the parallel workers.
Definition 3.15 Approximately Partitioned Communication-free Widening.
Approximately Partitioned Communication-free Widening is a metaheuristic where each
model in a solution path may belong to more than one path-closed partition [28].
Mj,i+1 = s({m ∈ r(Mj,i )}, score(·))

(3.9)

where Mj is a path-closed approximate partition.

3.4.3

Reachability

Diverse Top-k Widening steers a number of parallel workers by ensuring there is some
distance from each of the parallel workers to each of the other parallel workers. There are
no restrictions on how the refinement neighborhoods overlap, so, ceteris paribus, there is
no reason that each and every parallel worker could not have access to the entire model
space based on the inputs to the process; there are no hard partitions restricting a model’s
neighborhood. This has the disadvantage, in addition to communication overhead of
Diverse Top-k Widening, that the same model may be evaluated by different parallel
workers, resulting in duplicated work [28].
Communication-free Widening, as presented above in Section 3.4.2, does have
hard limits on the refinement neighborhood, i.e., each of the partitions is closed.
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Definition 3.16 Closed Partition. A partition M ⊆ M is said to be closed iff
∀m ∈ M : r(m) ⊆ M [28].
When the model space is subdivided into closed partitions, it is a closed partitioning.
Definition 3.17 Closed Partitioning. A model space partitioning, Mj 0 ⊆ M : ∀j 0 ∈
{1, . . . , j} is said to be closed iff each partition Mj 0 is closed [28].
It is possible that a given partitioning prevents solution paths from moving across
partition boundaries. When a solution path to a better solution has members in more
than one partition, the solution cannot be reached. This is the problem of reachability.
Definition 3.18 Problem of Reachability. A solution path, M s is unreachable unS
der a closed partitioning, M = j 0 ∈{1,...,j} Mj0 , iff ∃Mj 0 ∈ M : Mj 0 ∩ M s 6= ∅ ∧ Mj 0 ∩
M s 6= M s .
The problem of reachability may become less stringent to Communication-free
Widening when an approximate partitioning is used (see Definitions 3.13 and 3.15).

3.4.4

Hypotheses

Large solution landscapes are often discussed in a manner likening them to the topology
of a mountainous region like the Himalayas.9 There are lots of peaks, i.e., local optima,
scattered about the landscape, but there has to be a global optimum or one of a number
of global optima, somewhere. The values of each of the solutions has an unknown
distribution, but if we were to sample them, a mountain of evidence indicates [194] that
by the Central Limit Theorem [164], we would see a normal distribution of values.
Greedy algorithms for non-matroidal problems can get stuck in local optima, and
which as discussed in Section 3.2.2.1 can be overcome with a simple reëxecution of the
algorithm with different initial conditions. With sufficiently large and varied solution
spaces, the answers returned by better performing models should give enough information
about what kind of performance should be possible if one were to find a great performing
model; the distribution of local optima has a better mean and smaller standard deviation
than that of the entire solution population, because all of the lower performing models are
discarded and because there is a structure that can be exploited by a local search [146].
9

http://page.mi.fu-berlin.de/prechelt/Biblio/kangaroo_analogy.html
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Widening, and in particular, Diverse Top-k Widening diverge from these distributions by drawing non-independent samples from the normal distribution, by having
processes that affect each other during their creation. Intuitively, a diverse set of parallel workers push at least one parallel worker away from the local optima that would
have normally been found by the greedy algorithms and towards hopefully more fruitful
portions of the solution landscape.
Based on this, we can formulate the following hypotheses:
Hypothesis 1 Employing multiple greedy algorithm search paths, where each path maintains a minimum distance from all other search paths, will allow better solutions to be
found for (some) problems, than the solutions the greedy search would have found alone.
Hypothesis 1 is the fundamental hypothesis of Widening. A greedy algorithm draws
from the smaller better distribution of local optima, whereas Widening draws from a
different distribution due to the non-independent nature of the draws, where the distribution hopefully has a better mean.
Hypothesis 2 As the number of diverse parallel workers grows, the quality of the solutions will improve.
The intuition behind Hypothesis 2 relies on how more parallel workers will push
themselves to more, different regions that are inaccessible to the greedy algorithm even
with Random Restart, or equivalently with multiple parallel instances.
Hypothesis 3 As the solutions improve with greater width, the variance among the
parallel workers will decrease.
Hypothesis 3 is another way of saying that the better solutions found (Hypothesis 2)
will tend to be more similar to one another as they approach the global optimum in
quality. As the variance decreases, the likelihood of approximating the global optimum
increases.

3.5

Summary

Metaheuristics are wrapper methods to improve on the short-comings of an underlying
heuristic. Many metaheuristics have been presented in the literature, differing in the
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method they explore a model space, be it based on natural phenomena or other inspiration. Stochastic search methods have an element of randomness in their exploration
which is used to explore regions that normally would not have been explored or to limit
the size of the search space. A taxonomy of parallel metaheuristics is presented as are
three popular metaheuristics with parallelized versions. Widening is discussed as a
parallel metaheuristic and three Hypotheses are presented that can be tested in its use.

Chapter 4
Parallel Computing

“

In pioneer days they used oxen for heavy pulling, and when one ox
couldn’t budge a log, they didn’t try to grow a larger ox. We shouldn’t
be trying for bigger computers, but for more systems of computers.

”

Grace Hopper, The OCLC Newsletter, March/April, 1987, No. 167
Rumors of Moore’s Law’s [167] death have long been exaggerated. In June 2017,
the IBM Research Alliance announced a new technology, stacked nanosheet, that will
enable silicon processes down to 5nm, bypassing the 7nm limits of the existing FinFET
technology [145]. However even this exponential increase of power doubling once every
one to two years1 is insufficient for the needs of industry and academia, and always has
been.
From the dawn of electronic computation, forms of parallel computation have been
considered, e.g., the 1943 patent “Electronic Computing Device” by Jan Rajchman describes a parallel, asynchronous, binary calculator for calculating functions of “one or
more variables” [87, p. 69][185]. Although Rajchman’s computing device patent was more
calculator than universal computer, it set the (parallel) stage for the first universal computer, the ENIAC (Electronic Numerical Integrator and Computer) [88], started in 1943,
which had 20 parallel accumulators [87, p. 73]. The ENIAC was intended primarily for
1

The 1965 paper [167] originally predicted a doubling once every year. In 1975 Moore in updated
this to once every two years [168]. Moore’s Law is often stated as a doubling once every 18 months, as
in [173, p. 30] and [153].
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calculating ballistic tables, but was also used to calculate approximate solutions to differential equations, making the first universal computer more calculator than computer [87,
pp. 74–75] More modern concepts of parallel processing for universal computers began
to show in the late 1950s, with the first commercially available multiprocessor computer,
the Burroughs D825, being released in 1962 [89, 18].
By far, the primary driver for the interest in parallel and distributed computing has
been for accelerating computational performance, however, there have been, broadly
speaking, four primary goals from the introduction of parallel computing: hardware reliability, accelerating computational performance, processing larger data or more complex
problems in the same amount of time, and improving the quality of the computational
output. For example, the stated motivations for the design of multiple processing modules for the D825 included not only faster processing via divide-and-conquer, but also
greater reliability via redundant modules [18]; a requirement that seems quaint to modern eyes when viewed intra-device, but, rather, with the commoditization of computer
hardware, has become a primary design requirement for large networks, inter-device [102].

4.1

Models of Parallelism

“Parallel computing” describes computer architectures ranging from multiple heterogeneous compute devices2 to specially designed hardware, tuned for alleviating resource
bottlenecks, e.g., shared memory access. In every case, a sequential algorithm has to
be rewritten to take advantage of the parallel hardware. Over time, specialty parallel
processing software frameworks, and even computer languages like Chapel3 and Cilk4
have been developed to ease this transition for the algorithm designer and to optimize
the use of parallel resources.

4.1.1

Hardware

By 2006 Malek estimates that over 400 unique parallel computing architectures had been
developed at universities, labs, and companies around the world [153]. When trying
2

Here, the terms compute unit, compute device, compute resource, or processor are meant to be
equivalent and to be taken in their most general sense, i.e., comparable computing entities. It is the
comparison that is important, rather than the compute unit’s internal architecture.
3
https://chapel-lang.org/
4
https://www.cilkplus.org/
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Intel 8086

GPGPU

Most consumer CPUs
to 2001-2004

Nortel DMS-100

HPC
Most consumer CPUs
since 2001-2004

Figure 4.1: Flynn’s Taxonomy of computer architectures [96].

to comprehend the diversity of parallel computing and distributed computing architectures, Flynn’s taxonomy [96] is a good beginning framework (see Figure 4.1). Compute
resources are categorized as “single instruction” and “multiple instruction,” and data
streams are categorized as “single data” and “multiple data.” Single instruction devices
acting on single data streams (SISD), as were common in central processing units (CPUs)
until roughly the turn of the millennium, are relatively simple devices that can execute
one instruction on one datum at a time.5 Single instruction devices acting on multiple
data in parallel (SIMD) were popularized for specialized video processing in graphics
processing unit (GPU) programming and later in general-purpose GPU (GPGPU) programming. Multiple instruction, multiple data streams (MIMD) are what have become
common in CPU architectures, such as what can be found in laptops, desktops, and
servers. Multiple compute device, single data stream (MISD) is restricted to specialty
applications where the results of computations are compared between hardware devices
to ensure consistency, such as in flight controllers or older telecommunication switches,
or at the microcode level where compute units execute speculatively on different paths
based on the same data. SISD, SIMD, and MISD are best though of as single-device
5

These are now found only in specialty, low-powered embedded devices. Even the low-cost, ultrasimple, first generation Raspberry Pi, released in 2012, had a single CPU with a dual processor DSP
GPU. The Raspberry Pi 2 released in 2015 had the same GPU with a quad-core CPU [215].
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designations, where “single-device” means “a single shared memory.” SIMD can indeed
have the same code executing on different physical devices, but SIMD architectures are
more reflective of the hardware executing to the same source clock with shared memory. MIMD computing designations, in the broadest sense, can be thought of multi-core
devices where the compute units have shared access to a memory store, or can be expanded further under the moniker of distributed computing, where each compute device
has access to its own memory store [96, 153].
Distributed computing comes in a variety of architectures ranging from client-server,
where the clients interact with a server for data or processing, based on the needs of the
client, to peer-to-peer, where each compute unit can interact with other compute units
based on their needs. In between the two extremes are tiered structures, where each tier
may represent a layer in a processing stack, as is common with web applications, [44]
where each compute unit can act as a client or a server to another computer further up
or down the hierarchy. In all cases, the compute units communicate with each other with
some type of message passing model like Message Passing Interface (MPI)6 or OpenMPI7
for data sharing or synchronization when necessary, even when the services for each layer
reside in the same physical computer. Large clusters of computers, as found in high
performance computing (HPC) centers, allow programmers to configure the clustered
computers into very flexible architectures depending on the application, with the peers
communicating with one another via the message passing protocols mentioned above.

4.1.2

Software

Many different software frameworks have been developed to take advantage of parallel
computing resources, each with their own design trade-offs between flexibility, scalability,
and ease of (re-)implementation. Some more recent frameworks have been developed
specifically with consideration for machine learning.
OpenMP (Open Multi-Processing), was first released in 1997 by the OpenMP Architecture Review Board, a consortium of hardware and software companies. OpenMP
provides language level extensions—libraries, compiler directives, etc.—for C, C++, and
Fortran that enable shared memory parallelization on multiprocessor devices via multithreading [68].
Development of large-scale, parallelized, software frameworks specifically for machine
6
7

http://mpi-forum.org/
https://www.open-mpi.org/
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learning began to steamroll at the turn of the millennium with the introduction of
MapReduce from Google.
MapReduce, described by Google8 in 2004 and open sourced in 2015, is an API
for large-scale distributed processing framework for clusters of computers. The system
is conceptually based on the primitives map and reduce from functional programming
languages like Lisp9 and Haskell.10 Users of the framework supply two programmatic
routines, map(key, value) and reduce(key, list(value)), where the map() routine
receives as input a key and value and outputs a set of keys and values. map() is the
routine that does the actual distributed processing work, where the output from the
map() processes are collated together by the reduce() processes into a unified output.
The framework includes a master task that distributes the work to the computers in the
cluster and has features for fault-tolerance [75]. A popular MapReduce implementation
is Hadoop, an Apache Software Foundation11 project developed by Yahoo!12 starting in
2006 [230].
IBM13 Parallel Machine Learning Toolbox, is a distributed machine learning
API originally begun in 1999 that first offered parallelization in 2006. The API accommodates distributed data and, unlike that of MapReduce, an iterative execution model
that uses MPI as the method of communication between the parallel workers. The API
includes mechanisms for tracking and modifying the distributed state of distributed data
structures [180].
CUDA (Compute Unified Device Architecture), released in 2007, is an API developed by Nvidia14 for use with their GPU products, which allows the hardware to be used
for general-purpose applications. As described in Section 4.1.1, GPGPUs are SIMD devices, where one program can be executed on multiple data streams simultaneously. The
GPU hardware is essentially a logical, 2- or 3-dimensional matrix of processing units
(cores) that “knows” its position in the grid. The primary programming construct in
CUDA is the kernel, which is the code that is executed in each of the cores. With the
indices of its position in the compute grid, the kernel can access different portions of the
shared memory, if necessary, so that only one software kernel needs to be written for all
8

https://www.google.com
https://common-lisp.net/
10
https://www.haskell.org/
11
https://www.apache.org
12
https://www.yahoo.com
13
https://www.ibm.com
14
http://www.nvidia.com
9
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Framework
AWS Machine Learning
CUDA
Dryad
GraphLab
IBM Parallel Machine Learning Toolbox
MapReduce
Azure Machine Learning
OpenCL
OpenMP
Spark

Parallel
3
3
3
3
3
3
3
3
3
3

Distributed
3
7
3
3
3
3
3
3
7
3

Iterative
3
3
3
3
3
7
3
3
3
3

Table 4.1: Summary of software distributed/parallel frameworks.
of the cores [170].
Dryad, published first in 2007 and canceled in 2011, was a project by Microsoft15
to create a framework for data parallel applications. The distributed application is
written with a C++ library, describing the dataflow as edges and computational actions
as vertices in a directed-acyclic-graph. Based on the data state dependency graph, the
scheduler is able to parallelize the computation of the actions at the vertices [125].
OpenCL (Open Computing Language), released in 2009, is an API specification
initially developed by Apple16 and now jointly maintained by a consortium of hardware
vendors through the Khronos Group.17 Like CUDA, the primary programming construct
is the kernel, but instead of being limited to Nvidia’s GPGPU hardware, the kernel can
run on any hardware and operating system supported by an OpenCL library. OpenCL is
intended to enable computing across heterogeneous devices, like GPGPUs, digital signal
processors (DSPs), CPUs, and field-programmable gate arrays (FPGAs) [207].
Spark, released in 2010, is a cluster-computing API originally developed at the
University of California at Berkeley and later donated to the Apache Software Foundation. Spark was specifically directed at ameliorating the shortcomings of the MapReduce
model. The MapReduce model is a linear programming model, where the data passes
through filters or operators in a defined order; Spark enables cyclic dataflows for iterative jobs and interactive analysis by introducing resilient distributed datasets, a read-only,
distributed dataset with fault tolerance [235].
15

http://www.microsoft.com
https://www.apple.com
17
https://www.khronos.org
16
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GraphLab, released in 2010, by Carnegie Mellon University is a parallelized datagraph-based framework, where the nodes in a graph represent the data and computational dependencies implemented specifically for iterative machine learning algorithms.
Similar to Spark, a primary motivation was to get around the limitations of the linear MapReduce programming model. Because of the representation as a graph, the
GraphLab scheduler can guarantee sequential consistency, i.e., it guarantees the same
output using parallel processing as if it had been computed sequentially, based on computational dependencies of the data at the graph vertices and executing the nodes in
parallel when possible [148]. GraphLab was extended to use distributed models in 2012,
primarily by introducing a method of pipeline locking, where locks are passed along a
related pipeline signaling execution completion on the data at a given node [147].
Microsoft Azure Machine Learning,18 announced in 2014, and Amazon Web
Services Machine Learning,19 announced in 2015, are APIs for machine learning
services based on underlying cloud services of scalable compute and data resources. The
machine learning API provides for integration to the core cloud products with natural
language processing, speech recognition, language translation, among other services.
Although the survey here is not comprehensive, the trend over time is clear. Software
frameworks which can be used for parallelized, i.e., performant, implementations of machine learning algorithms have evolved from simpler single multiprocessor frameworks
(OpenMP in 1997) with which machine learning algorithms have to be programmed by
the user, to semi-automatically scalable instances with partially configured algorithms
(Azure ML in 2014 and AWS-ML in 2015). Systems that enable a distributed data model
(MapReduce in 2004, Hadoop 2006) really began the push towards scalable iterative algorithms, with a near-commoditization of some machine learning algorithms for use by
non-experts. The parallelization of machine learning has become a standard part of its
deployment.

4.2

Scalability

The vast majority of the literature about parallel computation concerns itself with methods for maximizing computational speed (“speedup”) with up to some number, p, of
compute units [97, 20], even up to the theoretical limit described by the Linear Speedup
18
19

https://azure.microsoft.com/en-us/overview/machine-learning/
https://aws.amazon.com/machine-learning/
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Theorem [172, p. 32]. A smaller research effort has focused on superlinear speedup or
“more than a linear combination of single serial processors combined,” seemingly in
defiance of the Linear Speedup Theorem.
However, some research has focused instead on methods for finding better (“qualityup”) results with multiple parallel compute units, where “better” is defined as increase
in solution quality.

4.2.1

Speed Scalability

Measuring the speedup, i.e., the decrease in execution time, is simply a matter of comparing the ratio of the uniprocessor execution time to the multiprocessor execution time.
Definition 4.1 Speedup. Speedup, S ↑ (p), is defined to be the ratio of the time for a
task to be executed on one compute unit, T (1), to the time executed on a system with p
parallel compute units, T (p) [173, p. 19][174].
S ↑ (p) =

T (1)
T (p)

(4.1)

which by the Linear Speedup Theorem,
S ↑ (p) ≤ p

(4.2)

Similarly, Brent’s Principle describes the degree to which a problem can be optimally
parallelized [193]. Given a computational problem, C, requiring t non-parallelizable steps
with mi parallelizable operations at each step, assuming no communication overhead,
the fastest possible execution time of C is t. Let mmax = max mi : i = 1, . . . , t. Then,
given a machine with p ≤ mmax processors, problem C can be performed on machine M
in time T (p), [193]
&
'
mmax
+t
(4.3)
T (p) ≤
p
This is roughly equivalent to the idea of slowdown, where one compares the execution
time with the reduced number of processors to the execution time for a higher (as opposed
to optimal) number of processors. Slowdown is proportional to, and performs at worst
relative to, the decreased number of processors, i.e., the ratio of q to p:
Definition 4.2 Slowdown. Slowdown is defined to be the ratio of the time for a parallel
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algorithm to be executed with q processors to the time executed with p processors, where
1 ≤ p < q [39, 8].
T (q)
S ↓ (p, q) =
:1≤p<q
(4.4)
T (p)
4.2.1.1

(Sub)Linear Scalability

Multiple computer devices’ working together does not imply a linear scaling to the number of compute devices, due to process scheduling issues, data coordination and other
resource management issues that cannot be parallelized. Most approaches to algorithm
and system design describe improvements to these resource management issues to improve sub-linear speedup. Two well-known attempts to describe the relationship of the
scaling to the number of compute elements and the amount of processing time spent
coordinating their actions have been proposed over the years: Amdahl’s Law [17] and
Gustafson-Barsis’ Law [116].
Definition 4.3 Amdahl’s Law [17] is defined to be:
↑
(p, s) =
SAm

1
s + 1−s
p

(4.5)

where p is the number of compute units and s is the proportion of the processing that is
performed serially.
Definition 4.4 Gustafson-Baris’ Law [116] is defined to be:
↑
SGB
(p, s) = p − (p − 1)s

(4.6)

where p and s are the same as described for Amdahl’s Law.
The primary difference between the two is that Amdahl’s Law (Figure 4.2a) is much
more pessimistic about the improvement via parallelization, because the amount of work
that is parallelizable, i.e., 1−s, is shared among the parallel processes. Gustafson-Barsis’
Law (Figure 4.2b.) is considerably more forgiving in that it starts by assuming linear
scalability, p, and then subtracts from it a linear portion based on the amount of code
↑
requiring serial processing. For any p and for s = 1.0, SGB
= 1. For any p and s = 0.0,
↑
SGB = p. For problems of fixed size, where the amount of processing is constant with
respect to the number of parallel workers, Amdahl’s Law is more applicable, but for
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(a) Amdahl’s Law

(b) Gustfason-Barsis’ Law

Figure 4.2: Comparison of Amdahl’s Law and Gustafson-Barsis’ Law for s ∈
{0.1, . . . , 1.0} (amount of serialization) and for p ∈ {1, . . . , 128} (number of compute
units). Amdahl’s Law is considerably more pessimistic about the potential for speedup
improvement from parallelization.

larger problems/data that can be easily separated and parallelized, Gustafson-Barsis’
Law is more applicable. Problems that cannot be parallelized are inherently sequential,
and problems that reach near linear scalability are called embarrassingly parallel [165].

4.2.1.2

Superlinear Scalability

Discussion of the potential for superlinear speedup occurs in the literature at least as far
back as the mid-1980s [174], and were originally concentrated on configurations where
differences in resource allocation, e.g., cache access as a bottleneck, could result in superlinear speedup. In the early 1990s, descriptions began to appear with time-varying
data, time varying number of processors, scheduling operation [152], and were further
extended to geometric transformations [8] and modeling complex dynamical physical
systems like chemical reactions and the forced damped oscillation model [13].
For illustration, the p-Shovelers Problem proposed by Luccio and Pagli in [150]
is analyzed by Akl in [6].
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The p-Shovelers Problem as Snow Metaphor [150]
After a night of snowfall, two neighbors go out to shovel their same-sized driveways while it still continues to snow. Neighbor A has to shovel his driveway by
himself, but Neighbor B has a team of size p shoveling his snow. Neighbor/Team
B finishes more than p-times faster than Neighbor A, because, while he has been
shoveling for longer period of time, even more snow has fallen, which takes even
longer to clear.
Definition 4.5 The p-Shovelers Problem. p data elements arrive at a computing
system every k > 1 time units and are processed with a constant time operation requiring
at most 1 time unit. After all the data has been processed, the computation is complete.
If new data arrive before the processing is finished, the new data must be processed as
well. with the result that the maximum deadline for termination before the arrival of a
new set is k − 1 time units after the arrival of the data. An upper limit is set to 2p sets
of p data elements to guarantee completion. Assume a buffer large enough to hold all
data elements not yet processed [150, 6].
Sequential Solution. After the first set of p data elements arrive, the computing
system with p = 1 processors, requires one time unit per data element for a total of
j k
p time units. During this, kp more data elements have arrived. When k < p, the
sequential solution in unable catch up until all 2p sets of p data elements have arrived
and have been processed, requiring 2p × p time units [150, 6].
Parallel Solution. The parallel computing system is set up in an array of p units,
so that each processor can handle 1 of p data elements in one time unit for a total of
p data elements. After one time unit, all p data elements have been processed and no
additional dataset has arrived because of the restriction of k time units between sets of
data elements, and the computation is completed [150, 6].
To measure the speedup, T (1) = 2p × p, and T (p) = 1. Therefore the speedup, S ↑ (p)
is 2p × p, which is superlinear [6].
When considering the slowdown, consider a computing system with 2 ≤ q < p
and pq > k processing units, guaranteeing that the computing system is never able to
l m
catch up with the input data. The first set of data elements is processed in pq time
jl m

k

units. In the meantime pq /k new sets of data elements have arrived, and because the
system is unable to catch up, 2p × p data elements must be processed. In this manner,
T (q) = d(2p × p)/qe time units, resulting in S ↓ (p, q) = d(2p × p)/qe which is larger than
l m
the pq given by Brent’s Principle [6].
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At first glance, the comparison seems unfair, because the sequential solution processed
much more data than the parallel solution, and is only a result of the part of the problem
definition where the computation halts when the data buffer is empty. Luccio and Pagli
justify this condition for situations where a “condition of consistency” is necessary on a
set of data before an answer can be given [150].
The problem definitions for when superlinear speedup can be achieved are very specific. However, the thought experiment for what types of problems can be solved even
faster than with linear speedup, i.e., problems that are solved even better with parallel
computing resources than with serial computer, is very interesting, and leads naturally
to the question: Is it possible to get better quality solutions with parallel compute units
than would be possible with a single compute unit?

4.2.2

Quality Scalability

Of all the research devoted to parallel computing, only a few attempts for specific applications has been devoted to improving solution quality, e.g., Chan and Stolfo in 1993 [50],
a small body of work from Luccio and Pagli [150, 151], Luccio et al. [152], Vishkin [221]20
in the 1990s, and Akl and Bruda at the turn of the millennium [9, 10, 11, 4, 12, 6], with
ideas going back to the early 1990s [14]. Even in 2004, regarding the potential for better
quality, Akl comments in [6] that the “[q]uestion. . . is hardly ever posed.”
For some problem types, e.g., those involving real-time computation [6] and geometric transformations [8], Akl claims the potential for superlinear, or sometimes even
unbounded improvements in quality. Akl coins and defines the term quality-up in [4] to
reflect the amount of improvement that can be obtained with parallel processing.
Definition 4.6 Quality-up. Let V1 be the value of a solution to a problem calculated
by a sequential computer and Vp be the value of a solution to the same problem calculated
by a parallel processing computer, then
Q↑ (p) =

Vp
V1

(4.7)

According to Theorem of Simulation [172, Theorem 2.1, p. 30], a sequential computer
20

This was published first as an abstract and technical report in 1991 [221], which is no longer available
via the linked, yet still active as of this writing, ftp server. The paper was later published as an extended
abstract in 1994 [222] and as an article in the Communications of the ACM [223] in 1996, which explains
how an article in 1992 [150] seemingly references an article that appears only in the future.
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can simulate the output of a parallel computer with time O(|D|2 ) at worst. Akl goes to
great lengths in [4] and [6] to describe superlinear quality-up as when Q↑ (p) > p, not
just when Q↑ (p) > 1.
Combinatorial Optimization as a “Prize behind a Door” Metaphor [6]
There are 10 doors. Behind each door are 10 prizes, each of which requires one
minute to open and inspect. The player has to pick 10 prizes within 10 minutes,
with one prize each coming from behind every door. Clearly, only one prize per
door can be opened behind each door with a single player. In order to get a
maximal return on prizes, it would be better if a team of 10 players were able
work together, to guarantee the best prize being chosen behind each door.
Definition 4.7 A parallel combinatorial optimization problem. Given are p > 1
input streams, each of length p. At each time unit, one data element in the form of a
number in the range [1, pw ] : w > 1 is received and evaluated. For each data stream, the
largest value is to be chosen [6].
Sequential Solution. A sequential computer can at best evaluate one element per
stream. In order to meet the time constraint, the computer can only select one element
per stream in an arbitrary order. For example, it could select the p-th element from the
p-th stream. All other elements are discarded unevaluated [6].
Parallel Solution. A parallel computer with p processors evaluates each stream in
parallel, where each processor compares the new value from the stream to the stored
highest value [6].
Akl’s Quality-up Evaluation. For the sequential solution, because it is only a
guess, is only rewarded with 1 per stream, i.e., V1 = p. The parallel solution is exact,
and instead receives the full value of the selected element, pw , i.e., Vp = p · pw . Therefore
Q↑ = pw , and because w > 1, the performance increase is superlinear [6].
There is much to quibble with in Akl’s evaluation. Why is the sequential computer
penalized with a value of 1 instead of the actual value evaluated? What is the distribution
of values in the data stream, or are the values only in the set of {1, pw }? Even then, on
average, at least one value of pw would be chosen, resulting in Q↑ = p · pw /(9p + pw ) > 1.
Would it make much of a difference if the values fell into a more standard distribution?
An Alternate Evaluation. Given a linear distribution of values in the range [1, 10]
with values in the p = 10 streams arriving in a random order, the sequential computer
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would have a total value, on average, of V1 = 5.5p. For the parallel computer, the
total value would be Vp = 10p, resulting in Q↑ (p) = 10p/5.5p = 1.81 > 1. This is still
better performance, based on the problem definition, than what we traditionally think
of is possible according to the Theorem of Simulation, where parallel computers and
sequential computers are able to simulate each other with either a time savings or time
cost. The increase in quality performance also comes from the time constraint, where,
similarly to the analysis of the p-Shovelers Problem, a different amount of work is
performed by the sequential (p evaluations) and the parallel (p2 evaluations) computers.
Part of the dissatisfaction with Akl’s analysis and championing of superlinear speedup
and quality-up is that the astronomical improvements are based on subtle choices in the
problem definition, which distracts from the valuable contribution of describing under
what kinds of situations superlinear improvement can be achieved.
An array is not the only configuration for multiple processors; it is possible to place
the parallel processors serially, so that the output of one is the input of the next in a
chain.
Definition 4.8 A numerical computation problem. Given a continuous function,
f (x), and two values a and b, where f (a) > 0 and f (b) < 0 and a < b. A zero, xzero of
f () is guaranteed to exist, because the the function changes sign in the interval [a, b]. An
algorithm bisects the interval [a1 , b1 ], such that m1 = (a + b)/2. If f (a1 ) × f (m1 ) < 0,
then xzero must lie in the interval [a1 , m1 ], otherwise it must lie in the interval [m1 , b1 ].
The process is repeated with a2 and b2 set to the corresponding values from the previous
decision. The decision and refinement of ar and br for some r ≥ 1 is repeated until
xapprox = |br − ar |/2 < , where 2 is some acceptable error window.
Given a real-time constrained computational setting, a triplet hf (·), a, bi is received
each time unit by a compute device. Each triplet must be processed immediately and an
estimate for xapprox given as the output. All of the computations for calculating xapprox
can be performed in one time unit [6].
Sequential Solution. At each time unit, a new triplet arrives and is processed by
the compute device. A single sequential compute device can perform no more than one
iteration, i.e., r = 1, of the calculation for xapprox , which in this case is m1 [6].
Parallel Solution. With p compute devices configured serially, the output of one
compute device is the input of the next. Compute device P1 calculates m1 or xapprox
and passes the value of either a1 or b1 and m1 as a2 and b2 , as appropriate, to P2 . This
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refinement can be performed for as long of a cascade of processors as necessary or as is
available.
Quality-up. For the sequential case, the maximum error is |b − a|/2 = V1 . For the
parallel case, each triplet is refined to p iterations for a maximum error of |b−a|/2p = Vp .
The resulting quality-up of Vp /V1 = 2(p−1) , meaning that the resulting improvement is
exponential in p.
This explanation for the increase in improvement using a parallel configuration of
serial processors is more satisfying than the parallel array in the previous description,
and the case for superlinear improvement is stronger. For both cases, the thought experiment of “Can parallel workers find better solutions than the sequential worker would find
alone?” yields an answer of yes. Akl’s results, however, are applicable only to resource
constrained systems, which, in reality, are seldom so constrained that the problem is unresolved after waiting one to two years for a Moore’s-Law-induced hardware improvement
upgrade cycle.

4.2.3

Inherently Parallel Problems

In [5, 7] Akl et al. describe types of dynamical systems that can only be computed in
parallel and fail when computed sequentially. Dynamical systems are systems where the
next state relies on the values of the current inputs (if any) and the values of the previous
states, i.e., the derivatives of the response functions, depend on the values of those
functions at that point in time, or more simply, time dependent systems with memory.
Dynamical systems’ inputs (excitations) and outputs (responses) are typically monitored
by measuring their behavior at regular points in time or at regular intervals. Some
example dynamical systems are electrical systems, hydraulic or fluid systems, ecological
systems, and thermal systems [56].
Definition 4.9 Parallel-only Measurement Problem. [5, 8] A physical system,
S. has the following properties:
1. The system has a set of p properties ({x1 , . . . , xp } : p ≥ 2), e.g., pressure, temperature, that can be measured independently from one another, each at a specific
physical location in S.
2. There is a global condition C(x1 , . . . , xp ), that is satisfied when S with properties
x1 , . . . , xp is in equilibrium.
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3. With a periodic interval, T , the state of S is to be measured when C(x1 , . . . , xp ) is
satisfied, i.e., in equilibrium.
4. If the values x1 , . . . , xp are measured sequentially, the equilibrium is disturbed. For
some i : 1 ≤ i < p, x1 , . . . , xi are measured correctly and at least one variable
xi+1 , . . . , xp changes unpredictably within time T , such that C(x1 , . . . , xp ) is no
longer satisfied, and may never be recovered.
5. A measuring computer can perform only one measurement in time T .

Sequential Solution. Given is a measurement computer with p input sensors and
one processor that can make only one measurement in time T , requiring p time intervals
to measure each sensor. S will immediately move to a state that is not in equilibrium,
and the system cannot be measured.
Parallel Solution. Given a measurement computer with p input sensors and p
processors that measure each sensor in parallel in time T , requiring 1 time interval to
measure each sensor. S will remain in equilibrium after each interval.
This is another provocative thought experiment from Akl et al. Certainly it is possible
to describe physical systems that have this property, but do any actually exist? In [13]
Akl et al. describe two physical, dynamical systems where changes that are made singly
drive the system to an unstable state, but where changes performed simultaneously in
parallel are successfully conducted: a Belousov-Zhabotinskii chemical reaction, where a
measurement disturbs the reaction and cannot be carried out, as described above, and
the forced damped oscillation model, where setting a parameter singly causes the system
to move out of equilibrium.
There are some physical processes that when modeled are inherently parallel, in that
they can only be measured or modeled with parallel processes. This means that there
are not just situations where parallel computing can provide better solutions, but there
are situations where the only method of calculating any solution is by using parallel
computing.

4.2.4

Parallel Computing and Machine Learning

Machine learning algorithms are often computationally intensive, because they are heuristic solutions to NP-hard optimization problems and/or they are used with enormous
amounts of data. The requirement for results within a reasonable amount of time means
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Parallel k-Means
Deep Learning
GPUSVM
GPUKNN

Random Forests
Bagging
Boosting
MapReduce
CudaRF
Ensemble Methods

Stacked Generalization
Multistrategy Hypothesis
Boosting
Ensemble Methods

Ensemble Methods
Meta-Learning
Multi-Agent

Figure 4.3: A taxonomy for parallelized algorithms.
that the parallelization of computationally intensive machine learning algorithms started
in the 1980s, before the widespread availability of parallel resources [136]. Figure 4.3
is extended from [189] and depicts a taxonomy of parallel machine learning algorithms
similar to that of Flynn’s taxonomy (see Figure 4.1). Parallel algorithms are categorized
by how they divide up the data, and by how they distribute the work in the algorithm.21
With each new advance in parallel computing, be it a new software framework (Section 4.1.2) or a newly available class of hardware, like GPGPU, a flurry of research is
performed adapting machine learning algorithms to the new parallel hardware or software architecture. For example, after NVIDIA released their CUDA software API [170]
in 2008 for general purpose programmatic access to their GPUs, a bevy of CUDA research was released, including k-Means [22, 32], Dbscan [32], Random Forests [109],
SVM [142], k-Nearest Neighbors [142].
4.2.4.1

Ensemble Methods

In The Wisdom of Crowds, Surowiecki details methods where groups of non-expert
decision-makers are able to outperform expert decision makers [210]. When applied to
Ensemble Methods of machine learning algorithms, collecting the individual results
21

Not shown nor discussed is the use of parallel resources for parameter optimization, where the same
algorithm with different (hyper-)parameter values is executed in parallel.
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and combining them with a method (e.g., averaging, voting, etc.) as appropriate is often
better, because the different learners are able to examine different parts of the solution
space and form a better collective “picture” of the solution space. See Section 3.3.2.3 for
more details.
Applying parallel compute resources to Ensemble Methods is so natural, that it is
not mentioned or is mentioned off-hand in the literature. It’s shown in three quadrants of
Figure 4.3 indicating the variety of ways Ensemble Methods can be implemented. The
individual algorithms in an ensemble may be the same or different, and correspondingly
may learn from the entire or just portions of the dataset.

4.3

Summary

This chapter discusses models of parallel computing including physical and software
models. The advantages of parallelism with respect to Speed-up and Quality-up are
discussed as is a critical analysis of the only other concerted effort for using parallelism for
finding solutions that are better, instead of just merely accelerating their computation.
Most of the reports of Moore’s Law demise focus on the physical limitations of shrinking the transistors on a silicon chip, thereby decreasing future available complexity for
the devices, but there is an even more fundamental limit that will drive future increases
in computing power to parallel resources: the speed of light, as noted by Parhami in
2002 [173, p. 30].
The speed of light is approximately 30 cm/ns, or 30 cm/10−9 s. Assuming a chip
diameter of 3cm, signals will not be able to cross the chip faster than 10−10 s, limiting calculations to about 1010 computations per second, putting it in the GFLOPS to
TFLOPS22 range. In 2017 Intel released a new chip for the desktop—the Core i9 Extreme
Edition with 18 cores—and with 1 TFLOPS [219], it puts the chip (1011 FLOPS/core)
into the physical limit range provided by the speed-of-light prediction. Meanwhile in
mid-2017, AMD announced the P47—a single rack of 20 EPYC 7601 processors with 80
Radeon Instinct GPUs capable of 1 PetaFLOP of compute power.23 The transition to
parallel computing has fully arrived.

22
23

Giga- and Tera-floating point operations per second, respectively.
https://instinct.radeon.com/en/p47-announcement/

Chapter 5
Bayesian Networks

“

Perhaps one day we will have machines that can cope with approximate
task descriptions, but in the meantime, we have to be very prissy about
how we tell computers to do things.

”

Richard Feynman, Feynman Lectures on Computation, 1984
Probabilistic graphical models are graphical models that describe probabilistic relationships between a dataset’s features1 and compactly represent a potentially high
number of conditional probabilities. Graphical models have the property that the relationships between a dataset’s features are more easily interpretable than long columns of
numbers, allowing for a deeper understanding of the relationships between the features of
the dataset. The two most common types of probabilistic graphical models are Bayesian
networks and Markov networks (also called Markov random fields), where Bayesian networks are directed acyclic graphs and Markov networks are undirected graphs. The
directed edges in Bayesian networks describe the conditional in-/dependencies between
features. The graphs’ acyclic definition prevents circular dependencies, which is necessary considering their origin and use in the creation of “causal networks,” where a
feature cannot cause itself. The edges in Markov networks, in contrast, represent the
interaction between features—a joint probability—which does not preclude circular relationships [131]. We concern ourselves only with Bayesian networks for the rest of this
1

These are often called “random variables” in the literature by those coming from a statistics background.
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chapter.
The usefulness of Bayesian networks is in their ability to describe complex relationships and to answer questions about those relationships in a probabilistic manner. When
the values for one or more features is known, it is possible to infer the likely values of
other features. Bayesian networks have found utility in applications like medical diagnosis, clinical decision support, complex genetic models, crime risk factors analysis, among
many others [182].
This chapter begins with a short history of the development of Bayesian networks
followed by a formal definition. A description of methods for learning Bayesian networks’ structure from data is followed by a section devoted to how inference—including
classification, a particular type of inference—is performed with Bayesian networks whose
structure is known.

5.1

A Little History

An early example of a directed graph for related features was used by Wright in the 1930s
for studying inheritance between species [232]. Later examples of networks are found in
the success of early implementations of naïve Bayes networks in medical diagnosis [228,
74]. These were in turn supplanted with rule-based systems (expert systems), e.g., Duda
et al. [83], in the AI community in the early 1980s, but probabilistic networks gained a
resurgence in the 1990s.
In principle, each dependent feature can be described without a network, but this
method becomes unwieldy after a relatively small number of features. The compact and
concise graphical representation of Bayesian networks, where the probabilities are factorized,2 as they are used today, were first introduced in a paper by Judea Pearl in 1982 at
2

It is interesting to note a common theme from the early 1980s: factorization. Relational databases,
i.e., a factorization of data among tables, began to become popular after the commercial release in 1979
of Oracle v2 from Relational Software, Inc [140]. RISC architectures, such as MIPS and RISC from
Stanford and Berkeley, respectively, can be thought of as a factorization of complex instructions (CISC)
to simpler building blocks. Their introduction began in the early 1980s and are now commonly used in a
wide range of devices from handheld computers (ARM architecture) to supercomputers [211]. Research
into factorized or relational probabilities in Bayesian networks began in earnest in 1982 [177].
With the arrival and widespread use of NoSQL (non-relational) databases, the defactorization of
databases has been in full swing since the early 2000s. Although RISC has become the dominant
architecture in handheld devices, the 80x86 CISC architecture remains stubborn in its market perch for
more powerful computers. Research indicates that the differences between the architectures for power
and performance have become negligible [31].
A defactorization of Bayesian Networks has not been sighted.
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AAAI-82 [177] and were called “inference nets” reflecting the initial research at the time.
“Causal” networks, as they were also called, were often the result of interviews with
experts describing the experts’ knowledge and/or opinion on the relationship between
different features describing some area. This reflected both the AI community’s interest
in mimicking expert decisions, as with expert systems by replicating human knowledge,
and a lack of computational power for deriving networks with more than a trivial number
of features. Pearl’s seminal work in 1988 [179] provided a solid mathematical foundation for the understanding of the interrelated probabilities [133], and set the stage for
later research into Bayesian networks, when reasoning and learning networks with larger
numbers of features became tractable [131, pp. 13–14].

5.2

Representation as Graphs

Given a dataset, D, consisting of a set of features, X , each of which may assume a
finite set of values, xk ∈ Xi : k = |Xi |, and some number of observations for each of
those features,3 a Bayesian network is a probabilistic graphical model of the dataset.
Specifically, a Bayesian network model of a dataset is a directed-acyclic-graph where the
nodes represent the features, and the directed edges describe conditional dependencies
between the features. More formally, a Bayesian network, B(D),4 is represented by a
pair (G, Θ), where G = (X , E) is a pair representing a graph with nodes equal to the
features of the dataset and E ⊆ X × X representing the edges, and Θ is the set of
conditional probability tables for each feature X ∈ X . An edge between nodes, as in
Xi → Xj : Xi , Xj ∈ X , is represented by Eij = hXi , Xj i : Eij ∈ E, an ordered pair,
showing the conditional dependency of one feature on another. The dependent feature,
Xj is called the child node, and a feature upon which the child node is conditioned, Xi ,
is called a parent node. A node without parents is called a root node [34].

5.2.1

Conditional Probabilities

Associated with each node Xi in the graph G is a conditional probability table, Θi , which
describes the probabilistic relationship of a feature’s values to all of the combinations of
3

We assume that the datasets here have no missing values, or have had the missing values imputed
with common methods. See [112] for a description and comparison of some of these methods.
4
The simpler notation B is used, when it is clear that different Bayesian networks are derived from
the same dataset.
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A

B

X
(a) A simple network.

(A, B)
a1 , b1
a1 , b2
a2 , b1
a2 , b2

P (X|A, B)
x1
x2
x3
0.15 0.15 0.70
0.80 0.15 0.05
0.15 0.80 0.05
0.25 0.33 0.42

1.00
1.00
1.00
1.00

(b) An example CPT for the network.

Figure 5.1: A normalized conditional probability table (CPT) for a feature, X, conditionally dependent on two other features, A and B.
all of its parent features’ values, if any. For root nodes, a conditional probability table is
the probability distribution of the feature, i.e., it is either the number of times that each
of the feature’s values appear in the dataset—the count—or the proportion/probability
for each of the feature’s values represented in the dataset. For child nodes the conditional
probability table shows the joint distribution of the feature and is expanded to include
all of the combinations of the conditioning features—the parents (see Figure 5.1) [131,
p. 53].
Laplacian Correction. When the probability for a conditioned value is equal to zero,
the joint probability calculation including that value also goes to zero—thereby skewing
the probability calculation and comparison—and requires a strategy to minimize its
effect. Commonly, when the table holds count values, a Laplacian correction of 1 is added
to each of the entries in the table. This has the benefit of increasing the probabilities by
a small value approaching zero for large datasets (large number of observations), but all
of the values are adjusted by the same amount, meaning the relative proportions remain
similar to one another. When the conditional probability table only has probability
values, a minimal probability, such as 0.01 or 0.001 may be used, but, of course, the
table’s values have to be (re)normalized after applying the Laplacian correction, where
normalization is the application of a weight equal to the weighted probability ensuring
that all of the conditional probabilities add up to 1 (as in Figure 5.1) [131, p. 735].

5.3

Learning Bayesian Networks

Since the publication of Pearl’s work [179] in 1988, a rich body of research has produced
a dizzying variety of algorithms to create or discover a feature-dependency network
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B

A

B

A

C

B

C

B

C

(b) A → B removed.

(a) Initial model.

A

A

(c) A → B ⇒ B → A

C

(d) A → C removed.

A
A

C

B
A

B
C

B
(e) A → C ⇒ C → A

C
(f) B → C added.

(g) Reversed edge applied to Figure 5.2f.
Disallowed; not DAG.

Figure 5.2: Example possible refinements for the edges between the nodes {A, B, C}
.
structure from data. Learning Bayesian networks from data is NP-complete [54], resulting
from the combinatorial acyclicity constraint [238], within a superexponential search space
|X |
in |X |, i.e., O(|X |!2( 2 ) ) [187].

5.3.1

Limiting the Search Space

All algorithms for learning Bayesian networks’ structures limit the size of the search
space by selecting a type of optimization for the search or by making assumptions about
the networks’ structure. Many algorithms execute a two-stage learning process where the
skeleton of the Bayesian network is derived and then an exact method or heuristic search
is performed. Exact algorithms based on integer linear programming (e.g., [65, 53]),
dynamic programming (e.g. [144, 233]), and constraint programming (e.g., [216]) exist
but are limited to smaller networks.5
The more common types of algorithms are those that are based on a decomposable
5

“Small networks” is typically given in the literature as a “few dozen” or approximately 30.
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score and perform a local greedy search after assuming some structure. Decomposable
scores are those where intermediate values can be calculated on substructures in the
network and then combined. After assuming the initial structure the heuristic search is
performed by perturbing that structure via edge addition, deletion, or direction reversal,
(see Figure 5.2.) and scoring the network according to some criterion. Perturbing and
scoring are repeated until no performance improvement is seen. Heuristic local search
algorithms for learning Bayesian networks can be broadly grouped into three categories:
search-and-score [120], constraint-based [206], hybrid [214, 99]. All of these methods are
examples of local search, due to the single changes made to the network and comparison
to the refined model. The heuristics used for searching the limited search space are
often the common metaheuristics described in Section 3.2.2 such as Tabu Search,
Simulated Annealing or Hill Climbing [36].
There are other optimization methods: evolutionary algorithms are examples of global
search that limit the search region based on some metaheuristics [137]. Recent work
in [238] has shown promise by optimizing over a smooth function that characterizes
acyclicity for global search. Early methods of learning structure were in the space of the
order graphs [60, 98, 154, 15] where an order graph is a graph that presupposes an order
on the nodes in the graph, and the search is performed within this space. These methods
have been extended to more exotic methods using non-decomposable scores [52] and for
methods to learn the ordering [25].

5.3.2

Scoring

Search-and-score Bayesian network learning algorithms largely use scoring methods that
fall into two categories: information theoretic, which is a frequentist approach and
Bayesian, which is, naturally, Bayesian. There are also other scoring methods, such
as classification accuracy, which are more common with other families of algorithms,
such as evolutionary algorithms.
5.3.2.1

Information Theoretic Scoring

Information theoretic scores that are based on the Shannon entropy include log-likelihood6
(LL), Akaike information criterion (AIC) [2], Bayesian information criterion (BIC) or
minimum description length (MDL) [195], the mutual information test (MIT) [72], and
6

A computer science interpretation of “log2 ” for “log” is assumed here.
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normalized maximum likelihood (NML) [132].7 Scores based on information entropy
measures how well a given Bayesian network encodes a given dataset, where a better encoding is provided by a shorter code. The information content of a dataset, D, encoded
by B is
L(D|B) = − log(PB (D))
=−

|X | |pa(Xi )| |Xi |
X
X X
i=1

=−

j=1

|X | |pa(Xi )|
X
X
i=1

Nijk log(Θijk )

(5.1)

k=1
|Xi |

Nij

j=1

Nijk
log(Θijk )
k=1 Nij
X

where |Xi | is the number of states of feature Xi , |pa(Xi )| is the number of combinations
of the parent set,
Y

|pa(Xi )| =

|Xj |

(5.2)

Xj ∈pa(Xi )

Nijk is the number of examples in D where feature Xi assumes its k-th value xik and the
features in pa(Xi ) assume their j-th configuration, Nij is the number of examples in D
where the features in pa(Xi ) assume their j-th configuration, and Θijk is an encoding of
parameters that describes the k-th configuration of feature Xi with its parents in j-th
configuration [36, 47].
When the structure of the network is fixed, Equation 5.1 is minimized when Θijk =
meaning that PB (D) is maximal; the network that encodes the data the best is
the one with the highest probability of observing D resulting in the log-likelihood being
defined as [36, 47]:
Nijk
,
Nij

LL(B|D) =

|X | |pa(Xi )| |Xi |
X
X X
i=1

j=1

Nijk
Nijk log
Nij
k=1

!

(5.3)

Because the log-likelihood increases with the number of edges in the network, and
increasingly complex networks are too difficult to understand, interpret, or explain, the
log-likelihood is penalized by a factor related to the complexity of the network. (See
P|X |
Table 5.1.) The AIC and BIC can be generalized to f (|X |)|B|, where |B| = i=1 (|Xi | −
7

Although the NML is based on the log-likelihood like AIC and BIC/MDL, the derivation and
explanation for its calculation is quite lengthy. For an in-depth discussion, the reader is encouraged to
read the discussion in [47, pp. 12–18].
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Score

Penalty
0

LL
AIC

|X |
X

(|Xi | − 1)|pa(Xi )|

i=1

BIC and MDL

|X |
X
1
log(|X |) (|Xi | − 1)|pa(Xi )|
2
i=1

Table 5.1: Comparison of information theoretic scoring penalty functions.
1)|pa(Xi )| is the number of free parameters in the network. For AIC, f (|X |) = 1 and
for BIC f (|X |) = 21 log(|X |). Considerable research has been conducted into appropriate
penalty functions with suggestions that as |X | → ∞, f (|X |) should tend to infinity and
f (|X |)/|X | should tend to 0. However experiments show that values ranging from 2 to
6 perform well [36, p. 64]. Networks generated using AIC tend to be more complex than
those generated with BIC/MDL [47].
5.3.2.2

Bayesian Scoring

Bayesian scores are based on finding the highest posterior probability for a network
given some prior probability distribution of the potential networks given the data D, i.e.,
P (B|D). Since P (D) is identical for all B ∈ B, it is sufficient to calculate P (B, D) [47].
Bayesian scoring functions include K2, Bayesian Dirichlet (BD) and BD based on
different assumptions, equivalence (BDe), and equivalence and uniform (BDeu) [47].
Given four assumptions [47]:
1. Multinomial Sample. The probability of observing any example in D is conditionally independent from the observations of any other example.
2. Dirichlet. All possible encoding parameters Θij for the network are the hyperparameters of the Dirichlet distribution.
3. Parameter Independence. Given P (B) > 0, the encoding parameters are independent.
4. Parameter Modularity. In two different graphs with P (B1 ) > 0 and P (B2 ) > 0 then
for any Xi that has the same parent set in both B1 and B2 , then the probabilities
of the encoding parameters for Θij : j = 1, . . . , |pa(Xi )| given the networks are
equal, i.e., P (Θij |B1 ) = P (Θij |B2 ).
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Hackerman et al. propose the Bayesian Dirichlet (BD) score [120]:
BD(B, D) =
log(P (B)) +

|X | |pa(Xi )|
X
X
i=1

j=1



!

|Xi |
0
X
Γ(Nijk + Nijk
)
Γ(Nij0 )
log

+
log
0
Γ(Ni j + Ni0 j)
Γ(N
)
ijk
k=1

!

(5.4)

P|X |

i
0
where N 0 : Nij0 = k=1
Nijk
are the hyperparameters of the Dirichlet distribution. Unfortunately, specifying the hyperparameters is intractable, leading to additional modifying
assumptions for tractability [47].

0
Assuming the simplifying case, Nijk
= 1, Equation 5.4 reduces to the K2 score [47, 60]:

K2(B, D) = log(P (B)) +

|X | |pa(Xi )|
X
X
i=1

j=1

!

!

X
(|Xi | − 1)!
+
log(Nijk !)
log
(Nij + |Xi | − 1)!

(5.5)

Further simplifying assumptions concern the likelihood equivalence, where equivalent
graphs have an equal likelihood of their encoding parameters and where the probability
of the structure of any given graph is positive. Equation 5.4 is then used with an
equivalent sample size N 0 , which essentially calculates Equation 5.4 with the counts
from the observed dataset and is called the BDe score [47, 120].
A further simplifying assumption for Equation 5.4 yields the BDeu score, where the
prior probability of each network configuration is assumed to be uniform [47, 46].

BDeu(B, D) =
log(P (B)) +

|X | |pa(Xi )|
X
X
i=1

j=1
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(5.6)
N 0 is in this case an input parameter representing the strength of the belief of the
uniformity of the network’s conditional distributions; BDeu is highly sensitive to its
value. In practice, several values for N 0 are evaluated during learning [47].
5.3.2.3

Classification Accuracy

Evolutionary algorithms use a variety of scoring methods, including those described in
Sections 5.3.2.1 and 5.3.2.2, for the fitness function in the typical recombination, mu-
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Prediction
Label
Other Label

Labeled Data
Label
Other Label
True Positive (TP) False Positive (FP)
False Negative (FN) True Negative (TN)

Table 5.2: Confusion Matrix for Labeled Data.
tation, evaluation, and selection cycle. One additional scoring method, found primarily
with Evolutionary algorithms, is the classification performance when learning Bayesian
networks as classifiers [137]. Given a confusion matrix for a binary classifier extended
to multiple classes (see Table 5.2) a number of different metrics can be defined, one of
which is accuracy (see Equation 5.7).
TP + TN
TP + FP + FN + TN
TN
True Negative =
TN + FP
TP
Precision =
TP + FP
TP
Recall =
TP + FN
Accuracy =

(5.7)

where T P is the number of correctly predicted instances, F N and F P are the numbers
incorrectly labeled depending on the label, and T N is the number of instances correctly
predicted as not having the label.
For datasets with binary classes, a metric like the receiver operating characteristic
(ROC) area under the curve (AUC) can be used, which is especially useful when probabilities for classes are assigned [26, p. 97], or scores like the F1 -score [205, 76] and the
more general Fβ [218] (see Equations 5.8 and 5.9) may be used. For more than two
classes Pearson’s χ-squared test may be used [137], or even a pairwise averaged ROCAUC [118], but for datasets with relatively balanced classes, the added complexity of
the score is of little value.

Precision × Recall
Precision + Recall
Precision × Recall
Fβ = (1 + β 2 ) 2
β × Precision + Recall
F1 = 2 ×

(5.8)
(5.9)

Classification in Bayesian networks is really a specific type of inference of the target
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Algorithm 7: K2 Algorithm [60]
input : D – a dataset,
n – the maximum number of parents per node
output: B – a Bayesian network
foreach Xi ∈ X do
B ← emptyNetwork (D)
pa(Xi ) ← ∅
scorebest ← score (B, D)
while keepLooking ∧ |pa(Xi )| ≤ n do
Xz ← argmaxXj ∈ pred(Xi ) score (addEdge (B, Xj → Xi ), D)
scorenew ← score (addEdge (B, Xz → Xi ), D)
keepLooking ← true
if scorenew > scorebest then
scorebest ← scorenew
B ← addEdge (B, Xz → Xi )
end
else
keepLooking ← false
end
end
end
return B

feature, based on the instantiation of the other features’ values.

5.3.3

Learning Algorithms

Presented here are two different greedy algorithms that limit the search space by different
methods—one by restricting a model’s possible neighbors based on a restricted ordering
of the nodes, and one based on the number of edges that differ between the models—and
search for the best neighboring solution at each iterative step. The second of the two
methods is also rightly considered a metaheuristic (see Section 3.2), because it includes
a operation to move the search out of a local optima.
5.3.3.1

The K2 Algorithm

The K2 Algorithm [60] is a greedy algorithm that maximizes a score for each feature
Xi for a set of parents pa(Xi ). The search space is limited by assuming an order, ≺, on
the nodes in the graph, as briefly described in Section 5.3.1, where the set of possible
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Algorithm 8: ILS for Bayesian Networks with Node Swapping
input : D – a dataset,
p – the maximum number of perturbations,
output: B – a Bayesian network
B ← randomNetwork (D)
Bbest ← B
scorebest ← score (B, D)
c = 0 // Count the perturbations
while c < p do
B 0 ← simpleHillClimbing (B, D, score) // Algorithm 3 modified to
accept an initial model
scorenew ← score (B 0 , D)
if scorenew > scorebest then
scorebest ← scorenew
Bbest ← B 0
end
B ←swapTwoNodes (Bbest )
c++
end
return Bbest

parents for Xi is limited to those that come before it in ≺ and is given by the function
pred(·).
The algorithm begins with an empty graph and begins testing each node by adding an
edge to it from the node in the set of possible parents given by pred(·) that gives the best
score for the network with its presence. If the network scores better than the previous
best score, the edge is kept in the network and the best score is updated, otherwise the
edge is discarded. This is continued until either no improvement is seen, or until the
maximum number of parents for a node is reached.
The original paper [60] also introduced the K2 score (see Equation 5.5), which can
be used in Algorithm 7 or can be replaced with another scoring method.
5.3.3.2

Iterated Local Search for Bayesian Networks

Iterated Local Search as described in Section 3.2.2.5 is a metaheuristic that wraps a
simpler local search algorithm with a perturbation loop. De Campos et al. in [73] describe
an ILS algorithm for Bayesian networks where the inner loop is Hill Climbing and the
outer loop is a test based on conditional independence tests between all of the nodes,
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where edges are added or deleted as necessary.
Another simple ILS method for learning Bayesian network structure applies a nodeswapping perturbation as the outer metaheuristic loop. The inner loop maintains a
simpler local search heuristic like Hill Climbing, whereas the perturbation pushes the
network into another order, as shown in Algorithm 8. Of course, if the evaluation of the
network is to be classification accuracy, the node-swapping perturbation would have to
be limited to having at least one node in the Markov blanket to have any affect on the
model’s classification performance.

5.4

Inference

Given a Bayesian network, it is possible to query the probability distribution of particular
features in the network related to instantiated values of other features, even when not
all of the values of the potentially conditioning features are known.

5.4.1

Query Types

There are primarily three types of inferential queries for Bayesian networks. The first
query type is a conditional probability query, P (X|Y = y) : X, Y ⊂ X , where the query
asks what is the posterior probability of the query values X = x given the observed
evidence y. The second type of query is the MAP query (maximum a posteriori) query,
where the query asks what is a high-probability joint assignment to a subset of features
give the rest of the features, i.e., MAP(W |Y = y) = argmaxw P (w, y) : W = X \ Y .
The third type of query is the marginal MAP query is where a subset of variables not
observed as evidence that have the highest joint probability, i.e., let Z = X \ X \ Y ,
P
MAP(X|y) = argmaxX Z P (X, Z|y) [131, pp. 26–27].
Unfortunately, exact computation of probabilistic inference is NP-hard [59], and even
approximate probabilistic inference is NP-hard [69]. Fortunately, there are several methods of efficiently calculating probabilistic inference using techniques that can be broadly
divided into two categories: exact and inexact methods. Exact methods are exactly that,
but, in general, have a run-time exponential in the size of the induced width 8 and be8

The induced width is the largest clique of the triangulated moral graph, where a triangulated moral
graph places an undirected edge between any two parents of a given node and additional edges (chords)
are added to ensure that the largest loop of the undirected version of the Bayesian network is a triangle [138, 114].
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come infeasible for large networks. For large networks, inexact or approximate methods
become useful [131].

5.4.2

Exact Inference Algorithms

Pearl (co-)developed two algorithms in the 1980s using message passing for polytrees9 [128]
and for multiply connected networks called loop cutset conditioning [178]. The Polytree algorithm runs in polynomial time, but is only applicable to polytrees. The loop
cutset conditioning algorithm approximates a network by reducing the network to a set
of singly connected nodes which is solved by Polytree, which are then recombined according to the weight of their prior probabilities. Each loop cutset has to be considered
based on the number of values each variable can take and the number of nodes in the
cutset, which causes the runtime to grow exponentially [114]. Variable elimination [237]
is an algorithm that utilizes the structure of a Bayesian network to tease out efficiencies
in the factoring and caching of factors in the network to make the calculation tractable.
Clique-tree propagation [138] transforms a Bayesian network from a multiply connected
graph to an undirected graph whose nodes are clusters (cliques) of nodes, which provide a type of variable elimination in passing calculated probabilities to the queried
node [131, 114]. Differential approach [70] translates the Bayesian network to a multivariate polynomial and calculates the partial derivatives with respect to each feature,
with which inference can be made in constant time. Arc reversal [197] applies operators
to reverse the edges and the conditional probabilities using Bayes’ rule until the network
is reduced to the query nodes and its neighbors. Symbolic probabilistic inference [198]
treats inference as a combinatorial optimization problem, where the optimal factoring is
to be found given the probabilistic distributions [114]. There are many variants of each
of these algorithmic types including, but not limited to, conditional probabilistic and
joint probabilistic methods.

5.4.3

Inexact Inference Algorithms

Inexact inference algorithms are roughly categorized as stochastic simulation, model simplification, search-based, and loopy belief propagation. Stochastic simulation algorithms
or particle-based queries involve repeated random sampling from the nodes in the net9

A polytree is directed-acyclic-graph where there is, at most, one path from any one node to any
other node [186].
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work’s topology, such that a particular child value is sampled after each of its parent
nodes has been sampled. One completed sample is a particle. This process is repeated
until the error converges below a desired error rate, as measured by the Hoeffding bound
or Chernoff bound. The measure of the probability of some queried event is simply the
fraction of the particles that have the values present [131, pp. 488–491].
Model simplification algorithms remove weak dependencies or edges or even entire
nodes. Some use the cutset methods mentioned above, but only add additional cutsets
until an error bound has been reached. Search-based algorithms search for likely instantiations and refine them to find better approximations. Loopy belief propagation is the
use of Pearl’s Polytree algorithm on Bayesian networks with loops [114].

5.4.4

Classification

Machine learning classification is a supervised method for which a dataset labeled with
target classes is used to train a model. When the model is used for predictions, unlabeled
data values are presented to the model, and it returns its best estimate of the target
class. Some common machine learning classifiers are Support Vector Machines [35],
Decision Trees [183], and Artificial Neural Networks [156, 229].
Machine learning algorithms used for classification often use probabilities for selecting a target class. Simpler methods can be found in the voting of Ensembles (see
Section 3.3.2.3) or Random Forests [38], where the predicted target class is the class
value with highest number of votes.
Classification with Bayesian networks is a special type of inference, where values for
all of the conditioning features are known, with the methods described in Sections 5.4.2
and 5.4.3 for estimating values for unknown features being unnecessary. The calculations
of the conditional probability are based on Bayes’ Law [24, pp. 381-382].
Definition 5.1 Bayes’ Law. The posterior probability of an event happening is proportional to the likelihood times the prior probability scaled by the evidence [141][85,
p. 22].
likelihood × prior
evidence
P (x|c)P (c)
P (c|x) =
P (x)

posterior =

where c is a target value and x is an observed feature.

(5.10)
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class

sepallength

sepalwidth

petallength

petalwidth

Figure 5.3: A simple Bayesian network created with Naïve Bayes on the iris dataset.
Selecting the target class is just a matter of picking the value with the highest conditioned probability.
Definition 5.2 Bayes’ Decision Rule. Bayes’ decision rule states that given the
choice between two values, c1 and c2 , select the value with the higher probability [85,
p. 23].
Select c1 if P (c1 , x) > P (c2 , x) : otherwise select c2
(5.11)
where c1 and c2 are two classes and x is one observed variable.
Simple application of the chain rule to both sides of Equation 5.11, the Bayes Decision
Rule is
Select c1 if P (x|c1 )P (c1 ) > P (x|c2 )P (c2 ) : otherwise select c2
(5.12)
where both sides of the equation look like the numerator in Equation 5.10.
Generalizing Equation 5.11 to more than one variable yields
ĉ = argmax P (x, cu )

(5.13)

u=1,...,|C|

where x is a vector with instantiated values for all features excluding the target feature,
is of dimension |x| = |X \ C| and ĉ is the target feature with the highest calculated
probability.10
5.4.4.1

Naïve Bayes

A simple and common type of Bayesian network used for classification is the one used
by the Naïve Bayes [84] algorithm. As seen in Figure 5.3, each of the features is
10

In practice, these calculations can yield very small decimal values; to help prevent a floating point
arithmetic underflow and to limit rounding errors, a common implementation is to sum the logs of the
probabilities.
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dependent only on the class node, i.e., each child node has only one parent node, and by
Bayes Law (Definition 5.1), the class is (equally) dependent on each of the features.
It is “naïve,” because it assumes conditional independence between all of the features.11
Classification is performed using Equation 5.13. The probability of each class, P (cu |x)
is calculated:

P (x|cu )P (cu )
P (x)
u=1,...,|C|

(5.14a)

= argmax P (x|cu )P (cu )

(5.14b)

ĉ = argmax

u=1,...,|C|

The denominator in Equation 5.14a does not change for each of the different class
values being compared, so it is usually dropped in practice from the calculation, which
gives Equation 5.14b. However, the independence between the variables is still not
evident until the chain rule is applied to Equation 5.13.

P (x, cu ) = P (x1 , . . . , x|x| , cu )
= P (x1 |x2 , . . . , x|x| , cu )P (x2 , . . . , x|x| , cu )

(5.15)

= ...
= P (x1 |x2 , . . . , x|x| , cu ) . . . P (x|x|−1 |x|x| , cu )P (x|x| |cu )P (cu )

Because all of the variables are assumed to be conditionally independent from one
another, all of the conditioned values from x are eliminated leaving:

P (x, cu ) = P (x1 |x2 , . . . , x|x| , cu ) . . . P (x|x|−1 |x|x| , cu )P (x|x| |cu )P (cu )
= P (x1 |cu )P (x2 |cu ) . . . P (x|x|−1 |cu )P (x|x| |cu )P (cu )
= P (cu )

|x|
Y
v=1

P (xv |cu )

(5.16)
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Figure 5.4: A Bayesian network for the pima dataset showing the nodes in the Markov
blanket around the target “Outcome” in gray.

5.4.4.2

Markov Blanket-based Classification

When using a Bayesian network more complex than those from Naïve Bayes as a
classifier, all of the features in the Markov blanket, but not necessarily all of the features
of the dataset, are taken into account for the conditional probability calculation (see
Figure 5.4). The Markov blanket includes the target feature, C, its children, and the
other parents of its children [179, p. 97]. Feature values outside of the Markov blanket
do not affect the calculation, because the target variable is conditionally independent of
all features given the features of the Markov blanket excluding the target variable itself.
Just as with Naïve Bayes, classification is performed by applying Bayes’ Decision
Rule to the target value with the highest joint probability over the instantiated values
(Equation 5.13).

ĉ = argmax P (cu , x)
u=1,...,|C|

= argmax P (cu |pa(C))
u=1,...,|C|

|x|
Y

(5.17)
P (xv |pa(Xv ))

v=1

where pa(·) is the set of parents of a feature with an instantiated value [29].
11

It is exactly this assumption that a “full” Bayesian network rejects by describing the relationships
between features with a more complicated or, perhaps, complete description of their (in)dependencies.
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Summary

Bayesian networks are graphical models (labeled, directed, acyclic graphs) that have
demonstrated their usefulness in a wide range of applications. Many different types of
algorithms have been developed over the years to improve the learning of Bayesian networks’ structure from data, where measuring the improvement comes in many different
forms. The usefulness of the graph theoretical and spectral-graph theoretical properties
of Bayesian networks has also gained traction in recent years and provides a basis for
their use in learning Bayesian network structure using families of graphs.
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Chapter 6
Widened Learning of Bayesian
Networks

“

The shortest distance between two points is a straight line.

”

Euclid, Euclid’s Elements

“

The shortest distance between two points is always under construction.

”

Rebecca McClanahan, Deep Light: New and Selected Poems,
1987–2007
Section 3.4 introduces the metaheuristic Widening and describes how the application of parallel resources can be used to find better solutions rather than merely
speeding-up the computation (see Section 4.2.1). Chapter 5 describes methods for learning Bayesian network structure and methods for using Bayesian networks for inference
and classification.
This chapter describes the application of Widening to learning Bayesian networks
for use as classifiers. One method using Diverse Top-k Widening is presented as are
two different methods of Communication-free Widening.
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Function naiveBayesNet(D) [84]
input : D – a dataset
output: B – a network with a Naïve Bayes configuration
B ← emptyGraph
foreach X ∈ {X \ C} do
addEdge (B, C → X)) // add edge from C to X to network B
end
return B

6.1

Diverse Top-k Widened Bayesian Networks

Diverse Top-k Widening (see Section 3.4.1) requires an initial state, a refinement
strategy, a distance metric, a diversity measure, a scoring function, and a selection
operator; the choice of which for each one has implications for the other parts of the
design and implementation of the algorithm.
In order to demonstrate the efficacy of Widening in exploring the search space of
Bayesian Networks, other aspects of learning Bayesian networks are simplified to
place the emphasis on the metaheuristic, e.g., no attempt is made to find a structure
with the highest posterior likelihood or to guarantee that the best model is found.

6.1.1

Initial Models

The initial model chosen for Diverse Top-k Widened Bayesian Networks is the
model created by Naïve Bayes [84]. A base model of a Bayesian network represented
by an empty graph could have been chosen, but given the enormity of the Bayesian
Networks solution space, it would be far too computationally intensive to find any suitable classifiers considering the computational demands of the diversity measure. Naïve
Bayes has demonstrated an ability to find remarkably good classifiers despite its extreme simplicity, and demonstration of performance at least as good as this is desirable
(see Function naiveBayesNet).

6.1.2

Refinement Strategy

Diverse Top-k Widened Bayesian Networks uses the refinement strategy presented in Section 5.3.1, where edges can be added, deleted or flipped. In this case no
restrictions are placed on the networks’ being single components. With this strategy the
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Function r(B)
input : B – a Bayesian network
output: B – the set of all neighboring Bayesian networks
B←∅
forall E ∈ E do
B ← B ∪ { deleteEdge (B, E)} // See Figures 5.2b and 5.2d.
B ← B ∪ { flipEdge (B, E)} // See Figures 5.2c and 5.2e.
// flipEdge returns only valid DAGs.
end
forall E ∈ (X × X ) \ E do
B ← B ∪ { addEdge (B, E)} // See Figure 5.2f.
end
return B

number of possible refinements at each iteration grows quadratically with the number of
nodes.
The following equation
|X |−1

max(G) =
|E|

X
i=1

i=

(|X | − 1)|X |
2

(6.1)

is both the maximum number of edges that can be added or deleted assuming an empty
or maximally connected DAG, G, respectively. Allowing for the reversal of all edges
would, at most, double the number of differing networks, but is impossible to achieve
considering the acyclic requirement of the networks (see Function r).

6.1.3

Distance Metric

Considering the refinement strategy of adding, deleting, or flipping an edge in a graph
is essentially a type of “editing,” a distance measure that represents an edit distance
between two graphs seems like an obvious choice. Diverse Top-k Widened Bayesian
Networks in [191] introduced the distance measure “Frobenius Norm of the Graphs
Laplacian” as a type of edit distance between graphs.
The Frobenius Norm embeds the matrix representation of a graph into Euclidean
metric space.
Definition 6.1 Frobenius Norm. The Frobenius Norm is defined to be the square
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root of the sum of the squares of every element in a matrix,1

||A||F =

v
uX
n
um X
t
|aij |2

(6.2)

i=1 j=1

where, aij are elements of matrix A [108, p. 71].
The Frobenius Norm of Graphs Laplacian2 is simply the Frobenius norm of the
difference between the networks’ unnormalized Laplacian matrices (see Section 2.2.1.1
and Definition 2.4).
Definition 6.2 Frobenius Norm of Graphs Laplacian. The Frobenius Norm of
Graphs Laplacian is defined to be the Frobenius Norm of the difference of two networks’
Laplacian matrices.
∆Frobenius (G, H) = ||LU n (G) − LU n (H)||F

(6.3)

where LU n (·) is an unnormalized Laplacian matrix of a graph as defined in Definition 2.4 [191].
Two isomorphic graphs necessarily have the same Laplacian matrix, where their difference is the zero matrix with a corresponding Frobenius norm of 0, giving a distance
of 0. Similarly, graphs with widely divergent sets of edges would have correspondingly
larger distances.
This distance metric has the disadvantage that the edges’ directions are not encoded
into the matrix representation, meaning that some networks could have a comparatively
small distance despite significantly different classification performance.

6.1.4

Diversity Measure

Even after selecting a distance metric, selecting a distance-agnostic diversity measure is
non-trivial. For example, for the well-defined (discrete) p-Dispersion Problem [166],
Meinl in [158] surveys four related p-dispersion measures that can be maximized, each
of which selects significantly different subsets from the others.
1

The Frobenius Norm is defined here for a general m × n matrix, although the work in this thesis is
only concerned with n × n or square matrices.
2
This is called “the Frobenius Norm of Graphs Laplacian” because “the Frobenius Norm of the
Difference of Two Graphs’ Laplacian Matrices” is a little unwieldy.
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(a) p-dispersion-sum
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(b) p-dispersion-min-sum

Figure 6.1: A comparison of the subset selection for p-dispersion-sum and p-dispersionmin-sum for selecting 300 most diverse points from 3000 [158].
Here, the p-Dispersion Problem is defined for a set of Bayesian networks:
Definition 6.3 p-Dispersion Problem. Given a set of Bayesian networks, B, the pDispersion Problem is to maximize the minimum distance between any two networks
in a subset, B̂, of size p, where 1 < p < |B| [166, 90].
This problem is NP-hard and Erkut et al. in [90] compare ten different heuristics for
approximating it. The related measures surveyed by Meinl are computationally easier,
of which two, p-dispersion-sum and p-dispersion-min-sum, are described here.
Definition 6.4 p-dispersion-sum. Given a set B = {B1 , . . . , Bn } of n distinct Bayesian
networks and p, where p ∈ N+ and p ≤ n, and a distance measure d(Bi , Bj ) : Bi , Bj ∈ B
between Bayesian networks Bi and Bj , the p-dispersion-sum measure selects the set
B̂ ⊆ B, such that [158]
B̂ = argmax
B 0 ⊆B
|B 0 |=p

p X
i−1
X

d(Bi , Bj ) : Bi , Bj ∈ B 0

(6.4)

i=1 j=1

Definition 6.5 p-dispersion-min-sum. Given a set B = {B1 , . . . , Bn } of n distinct
Bayesian networks and p, where p ∈ N+ and p ≤ n, and a distance measure d(Bi , Bj ) :
Bi , Bj ∈ B between Bayesian networks Bi and Bj , the p-dispersion-min-sum measure
selects the set B̂ ⊆ B, such that [158]
B̂ = argmax
B 0 ⊆B
|B 0 |=p

p
X
i=1

min

1≤i,j≤p,i6=j

d(Bi , Bj ) : Bi , Bj ∈ B 0

(6.5)
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Function rDelta (B, l)
input : B – a Bayesian network,
l – the number of refinements,
dist (·) – a distance metric
output: B – a set of diverse Bayesian networks
B 0 ← r (B)
B ← p-dispersion-min-sum(B 0 , l, dist (·))
return B

The difference in behavior of the two is that p-dispersion-sum tends to select points
that come from the edge of the set to be drawn from, whereas p-dispersion-min-sum
returns a more representative sample, while still being maximally diverse (see Figure 6.1).
Diverse Top-k Widening uses p-dispersion-min-sum as a diversity measure in the
refinement operator (see Function rDelta ).

6.1.5

Scoring Function and Selection Operator

The scoring function used for Diverse Top-k Widened Bayesian Networks is the
classification accuracy. Although a scoring function like the F-score could be used for
non-binary classification problems, for well-behaved datasets with balanced classes, accuracy is sufficient (see Function s). The selection operator selects the k best performing
models at each step. Together, the score function and selection strategy for Diverse
Top-k Widened Bayesian Networks resemble the Hill Climbing algorithm with
the findFirst(·) strategy (see Algorithm 3, Section 3.2.2.2, and Definition 3.6).

6.1.6

Diverse Top-k WBN Algorithm

Putting all of the pieces together, using an initial Naïve Bayes model, a set of l
diverse models are selected from the neighborhood of the model. From these l models, k
best-performing models are selected which are then each refined to l most-diverse sets,
resulting in k × l models at each step. From these the k best models are selected and
this is iterated until the best performing model’s increase in performance is less than the
performance threshold (see Algorithm 9).
From the taxonomy in Section 3.3.1, Diverse Top-k Widened Bayesian Networks is a pC/KS/SPSS, where there are p = k different control processes (pC), there
is knowledge synchronized between the processes for selection of the diverse and best
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Function s(B, k)
input : B – a set of Bayesian networks
k – the number of best performing models to return
output: B 0 – the set of best performing models
scorebest – the score of the best performing models
B0 ← ∅
Q ← PriorityQueue() // returns highest score first with score
foreach B ∈ B do
Q.add(B, score (B))
end
B 0 , scorebest ← B 0 ∪ { Q.poll() }
foreach i ∈ {2, . . . , k} do
B 0 , scoreother ← B 0 ∪ { Q.poll() }
end
return B 0 , scorebest

sets (KS), and the parallel processes had the same starting point with the same search
strategy (SPSS).

6.2

Communication-free Widened Bayesian Networks

The method of driving diversity among the parallel search paths as described in Sections 3.4.1 and 6.1 has the drawback that communication is required for comparison between the distinct and diverse parallel workers; this can slow down the refine-and-select
process considerably. An improvement would be to instill some method of diversity that
does not have this requirement: partition-based Communication-free Widening as
described in Section 3.4.2
From the point of view of the solution space as a directed graph (see Section 3.1),
partitioning the graphs is similar to assigning a color to each node, where nodes of the
same color belong to the same partition. The task is to find a coloring scheme that allows
the nodes of paths to superior solutions in the solution space to have a single color, i.e.,
to belong to the same partition.
Following the taxonomy in Section 3.3.1 Communication-free Widened Bayes
is pC/RS/MPSS, where multiple parallel workers (pC) follows their own paths, using
no knowledge sharing (RS) between the parallel workers, and with each parallel worker
starting from different starting points, but following the same search strategy (MPSS).
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Algorithm 9: Diverse Top-k Widened Bayes [191]
input : D – a dataset,
l – the number of diverse refinements,
k – the size of the selection set
f – the performance threshold
output: B – a Bayesian network
B ← naiveBayesNet (D)
B ← ∅ ∪ {B}
scorebest ← 0
repeat
S
B∆ ← B∈B r∆ (B, l)
B 0 , scorenew ← s(B∆ , k)
B ← argmaxB 0 ∈B score (B 0 )
B ← B0
if scorenew > scorebest then
scorebest ← scorenew
end
until (scorenew − scorebest )/scorebest < f
return B

6.2.1

Eigendecomposition-based Communication-free Widening

A hash function is a natural method for partitioning a space. Given an input of some
dimension, a hash function maps the input to a lower dimensional output. “Traditional”
hashing schemes, such as those used for encryption or as checksums, perform a one-way
mapping from a high-dimensional space to a lower dimensional space, where going from
the low dimensional space back to the high-dimensional space is nearly impossible. Additionally, the distribution of values in the output mapping is ideally linear and apparently
random without knowledge of the mapping function [130].
Hashing the set of models requires two things: a suitable hash function and a numeric
input for the hash function.
6.2.1.1

Locality-sensitive Hashing

Consider for a moment a thought experiment: Assume a model space with a number
of different models ≥ 1 evaluating to the global optima with a given scoring function.
There is a neighborhood of models in the solution space that are within some minimal
distance, and therefore similar to the optimal model. Similarly, each of those models
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has a neighborhood of models that are similar to those models. The models up to some
number of degrees away will remain similar to each other until the distance from the
optimal model to the farthest model is greater than some arbitrary distance. All of
the models within this larger arbitrary distance are in a partition around the optimal
solution(s). Our task is to find this partition of similar groupings of models. The concept
describing Locality-sensitive Hashing finds exactly these types of partitions, but
of course without the ability to discern where the optimal solutions are.
Locality-sensitive Hashing (LSH), proposed by Indyk and Motwani in 1998 [124]
and Gionis et al. in 1999 [103], in contrast to traditional hashing techniques, employs
methods where similar inputs will hash to the same outputs. Indyk and Motwani introduced the term “locality-sensitive hashing” in 1998, but the first example of LSH,
MinHash, was invented by Andrei Broder in 1997 [40], which was used to detect duplicate web pages by AltaVista in the early days of web search [41].
LSH as described by Gionis, Indyk, and Motwani arose as a solution to the rNearest Neighbors (r-NN) (also called the Approximate Nearest Neighbors
problem) [124]. r-NN is a modification to the Nearest Neighbor problem [161,
p. 222], where instead of finding the exact nearest neighbors to a query item, the goal is
to find the nearest neighbors within a given distance (hence the “r” for “radius”).
Several LSH families of functions for different distance types have been proposed with
the appropriate properties, including the Hamming distance [124], `1 and `2 distances
generalized to `s distances for s ∈ [0, 2) [71], Jaccard distance [40, 42], arccos for angular
distance [51], and `2 projected onto a unit hypersphere [212]. A thorough survey of the
state of LSH is found in [227].

LSH for `2 Euclidean space LSH maps a higher-dimensional dataset to a lowerdimensional dataset using a hash function, h(·) ∈ F, from a hash family F, which has a
high probability of returning the same value to similar examples, qa , qb . That is,
Ph∈F (h(qa ) = h(qb )) ≈ sim(qa , qb )

(6.6)

where sim(qa , qb ) ∈ [0, 1] is a similarity measure appropriate for qa and qb [51].
A suitable hash function for `2 or Euclidean space is found in the function:
$

v·a+b
h(v) =
w

%

(6.7)
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(a) 3000 Random Points

(b) Single partitioning with (c) Two overlapping partitions
w = 0.8, g = 1
with w = 0.8, g = 2

Figure 6.2: In this example, 3000 points drawn randomly (Figure 6.2a) are partitioned
using the `2 Gaussian hash family, first horizontally (g = 1) (Figure 6.2b) and then
horizontally and vertically (g = 2) (Figure 6.2c). This can be increased with larger
values of g and smaller values of w (or larger, depending on the input vector), thereby
increasing the number of and decreasing the size of the partitions.

where v is the d-dimensional vector to be hashed, a is a d-dimensional vector with
values randomly drawn from a Gaussian distribution with µ = 0 and σ = 1, b is a value
randomly drawn from a linear distribution between 0 and w, and w in an input parameter
that tunes the number of different possible output values to h(v) in Equation 6.7 [71].
The output of a number, g, of these functions are concatenated to create the output
for the hash function H(v), i.e.,
H(v) = [h1 (v), h2 (v), . . . , hg (v)]

(6.8)

where each function in {h1 (·), . . . , hg (·)} has a set of randomly-drawn values different
from those of each other function [71].
Figure 6.2 demonstrates the partitioning of a dataset in `2 space. For the input
dataset, the hash function, H(v) = [h1 (v)], in Figure 6.2b groups the data into (horizontal) partitions. In Figure 6.2c, the hash function, H(v) = [h1 (v), h2 (v)], groups
the data into two different sets of partitions (horizontal and vertical). The number of
partitions is affected by the input parameter w which controls the number of partitions
for each h(·), and by the combination of more than one h(·). The angles of the bands
in each partition relative to the x- and y-axes are a result of the random values selected
for the a vector in Equation 6.7.
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With LSH for the r-NN problem, each value in the dataset is hashed with the hash
function, H(·), and stored in hash table L, which maintains a list of collisions for each
input point and output value of H(·). A query point, pq , is then hashed with the same
function, and compared to the collision list for that value. pq is then compared to each
of those values using a standard distance metric and all of those within the r-distance of
pq are considered (approximate) nearest neighbors. Furthermore, more than one L-table
is used for increasing the likelihood of finding possible matches [19].
In the case of Eigendecomposition-based Communication-free Widened
Bayes, however, only one H(·) function (with g h(·) functions) is sufficient for a single
partitioning of the solution space.
6.2.1.2

Hashable Numeric Values for Graphs

The hash function in Equation 6.7 requires a suitable numeric input. Fortunately, the
matrix representations of a Bayesian network convert the graphical depiction of the
features’ dependencies to a numeric format, from which the eigendecomposition into
eigenvalues and eigenvectors results in characteristic values of the networks.
Fiedler Vector The Fiedler vector—the eigenvector associated with the second smallest eigenvalue of a Laplacian matrix as described in Section 2.2.1.2—is precisely such a
vector: Small changes to a network result in predominately small changes to the Fiedler
vector; it has been demonstrated as being useful in other graph partitioning applications; among a set of eigenvalues and eigenvectors representing a matrix, the Fiedler
vector seems to be a bit more special than the others [163].
The Fiedler vector has the disadvantage that the edge directions of the DAG representation of Bayesian networks is not taken into account, meaning that some networks
with wildly divergent predictive capabilities will have similar, or even exactly the same,
Fiedler vector.
Skew-symmetric Adjacency Matrix Vector The skew-symmetric adjacency matrix as described in Definition 2.8 in Section 2.2.2, does however encode the directional
information of the edges of a DAG. Following an inspiration of the use of the Stewart vector3 in the Stewart Method (see Section 2.2.1.3), the eigenvector associated with
3

It should be noted that this is not called the “Stewart vector” in the literature, yet. It is called the
Stewart vector here to draw a parallel to its use in a manner similar to that of the Fiedler vector and
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Function rh (B, l, hashV alue)
input : B – a Bayesian network,
l – the number of refinements,
hashV alue – the hashValue for this partition
output: B – a set of Bayesian networks
B←∅
B 0 ← r (B) // See Function r
foreach B 0 ∈ B 0 do
if LSH (B 0 ) = hashV alue then // same LSH as in Algorithm 10
B ← B ∪ {B 0 }
end
end
return B
the second largest eigenvalue of the skew-symmetric adjacency matrix could be a useful
numeric representation of a DAG.
The skew-symmetric adjacency matrix has the advantage that the eigenvalues are
all complex with the real component equal to 0, meaning that they are easily sorted.
The disadvantage is that the skew-symmetric adjacency matrix is not normalized and
therefore the parallel to the use of the normalized adjacency matrix in the Stewart
method may not be as applicable.
When hashing the eigenvector, is is unclear how the values should be hashed. Hashable values include the magnitude of the complex vector or the real and imaginary
components individually and concatenating them as if it were a larger value of g.
Other values Zhang et al. in [236] propose a method of using LSH on graphs using
data vectors based on distances to a set of randomly selected prototypes or via clustering
from the dataset. The distance measure used in [236] is the Weisfeiler-Lehman subtree
graph kernel [199]. This vector is calculated for each graph in the database and used to
populate the L tables using Equation 6.7.
Markov Blankets Because the only part of the network that is used for classification
with Bayesian networks is the Markov blanket (see Section 5.4.4.2), comparing the hashed
because it is significantly shorter than repeatedly including the text “the eigenvector associated with
the second largest eigenvalue of the normalized adjacency matrix.” Additionally, we refer to this as the
“Stewart vector” and not the “Liu-Stewart vector” from [143] because this method was presented in
2007 (http://meyer.math.ncsu.edu/Meyer/Courses/Barbara_Ball_Presentation.pdf) by Barbara
Ball as “the Stewart method.”
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values of eigenvectors of networks with different Markov blankets could be problematic.
In this case, the eigenvector elements associated with nodes that are not in the Markov
blanket are set to 0 before being hashed using Equation 6.7. This has the effect of
eliminating the nodes from the hash equation, as if they had not been present at all,
allowing networks with similar Markov blankets to have the opportunity to evaluate to
similar hash values.
6.2.1.3

Eigendecomposition-based Communication-free WBN

The eigendecomposition-based, communication-free, hill-climbing, structure-learning algorithm for Bayesian network classifiers is shown in Algorithm 10. The primary difference
between Algorithm 10 and that of the p-dispersion-based Algorithm 9 is the outer loop,
which can be performed in parallel, because there is no dependency on information other
than the current hashV alue being used. Additionally, and in contrast to Diverse Topk Widening, an input parameter, n, of initial random networks are created, which are
hashed with the LSH function. These hash values are the hash values that are used for
the partitions during the rest of the process.
The refinement operator, Function rh , also contrasts with that of Diverse Top-k
Widening, in that it accepts a hashV alue as a parameter to which the hash value of
each of the refinements from Function r are compared. All of those with a differing
hash value are discarded. The function LSH used within Algorithm 10 and Function rh is
configured to use the appropriate eigenvector, depending on whether the Fiedler vector
or the skew-symmetric adjacency matrix vector variant is used.

6.2.2

Orders-based Communication-free Widening

Another method of Communication-free Widening for learning Bayesian network
structure is based on the work of Friedman and Koller in [98] in which orders of Bayesian
networks are considered. An order for a Bayesian network, ≺, as briefly described in
Section 5.3.1, is a total ordering of the features in D. It is a restriction on the search
space of the Bayesian networks, where for a given order and for each pair of features
Xi , Xj ∈ X , if Xi precedes Xj in the order, only E = hXi , Xj i may be in E. An order
greatly reduces the size of the solution space given a particular order, and Friedman and
Koller claim that the solution space is more “regular” and has a “smoother posterior
‘landscape’ ” [98].
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Algorithm 10: Eigendecomposition-based Communication-free
Widened Bayesian Networks [191]
input : D – a dataset,
l – the number of refinements,
k – the size of the selection set,
n – the number of initial models,
w – the parameter for the LSH hash function,
g – the number of hash functions to append to each other
f – a performance threshold
output: B – a Bayesian network
initLSH (g, w) // initialize each h(·) in H(·)
S
B ← ni=1 randomNetwork (D)
foreach B ∈ B do
B.hashV alue ←LSH (B)
addToTable (L, B, B.hashV alue) // maintain a list of hashes
end
B 00 ← ∅
foreach hashValue ∈ L do // this is performed in parallel
scorebest ← 0
B 0 ← L.get(hashV alue)
repeat
S
B 0 ← B 0 ∈B 0 rh (B 0 , l, hashV alue)
B 0 , scorenew ← s(B 0 , k)
B 00 ← argmaxB 0 ∈B score (B 0 )
if scorenew > scorebest then
scorebest ← scorenew
end
until (scorenew − scorebest )/scorebest < f
B 00 ← B 00 ∪ {B 00 }
end
return argmaxB∈B 00 score (B)
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Function rprec (B, l)
input : B – a Bayesian network
l – the number of refinements
output: B – a set of Bayesian networks
B←∅
forall E ∈ E do
B ← B ∪ deleteEdge (B, E) // See Figures 5.2b and 5.2d.
end
forall E ∈ (X × X ) \ E : E.X ≺ E.Y do
B ← B∪ addEdge (B, E) // See Figure 5.2f.
end
return B

Because each order is unique, a search within one order can be performed completely
independently of searches within each other order, making it an ideal candidate for
Communication-free Widening. Because the ordering of nodes is just a type of
string ordering, the distance between two orders can be measured with a string-edit
distance or with a rank correlation. Furthermore, because the same model may be
described by more than one order, the partitioning is not a closed partitioning as with the
Eigendecomposition-based Communication-free Widening, but rather uses an
approximate partitioning as described by Definition 3.13, where portions of the subspaces
described by each order may overlap. This has the advantage that it may reduce the
significance that the reachability problem (see Section 3.4.3) plays with this version of
the metaheuristic, but also has the disadvantage that different parallel workers working
on insufficiently diverse orders may find the same local optima.
Orders-based Communication-free Widened Bayesian Networks is shown
in Algorithm 11. A number, n, of initial random networks, each with a unique order, ≺,
are created, from which a set of k most diverse models using the p-dispersion-min-sum
diversity measure (see Definition 6.5) and Spearman’s Ranked Correlation as a distance
measure; this results in a diverse set of partitions distributed across the solution space,
but is not strictly necessary. The primary differences between Algorithm 11 and Algorithm 10 is that the partitions are based on the order of the initial model, and that
Function rprec is used to return l refinements with the same order.
This method of Communication-free Widening is essentially a parallelized version of Algorithm 8, Iterated Local Search for Bayesian Networks Using
Node Swapping presented in Section 5.3.3.2, where the partitions in Algorithm 11
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Algorithm 11: Orders-based Communication-free
Bayesian Networks
input : D – a dataset,
n – the number of initial models,
g – the number of partitions,
l – the number of refinements,
k – the size of the selection set,
f – a performance threshold
output: B – a Bayesian network

Widened

B ← ni=1 randomNetwork (D)
B ← p-dispersion-min-sum(B, g, spearmanRankDistance )
B 00 ← ∅
foreach B ∈ B do // this is performed in parallel
scorebest ← 0
B0 ← B
repeat
S
B 0 ← B 0 ∈B 0 r≺ (B 0 , l)
B 0 ← s(B 0 , k)
scorenew ← maxB 0 ∈B 0 score (B 0 )
B 00 ← argmaxB 0 ∈B score (B 0 )
if scorenew > scorebest then
scorebest ← scorenew
end
until (scorenew − scorebest )/scorebest < f
B 00 ← B 00 ∪ B 00
end
return argmaxB∈B 00 score (B)
S

may actually be up to several perturbations away from one another.

6.3

Summary

This chapter describes the application of the Widening metaheuristic to the learning
of Bayesian networks for use as classifiers. One method of Diverse Top-k Widening
using the Frobenius Norm of the Graphs Laplacian as a distance metric and the pdispersion-min-sum diversity measure is presented. Additionally two different methods
of Communication-free Widening for Bayesian networks are presented, one based
on the eigendecomposition of the matrix representation of the Bayesian network and
one based on the orders of the nodes in the networks. The eigendecomposition-based
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Communication-free Widening is further discussed using two different eigenvectors:
the Fiedler vector, which is well understood, but does not encode information about the
directions of the edges from the Bayesian network, and the eigenvector associated with
the second largest eigenvalue of the skew-symmetric adjacency matrix.
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Chapter 7
Experimental Results

“

. . . failure and invention are inseparable twins. To invent you have to
experiment, and if you know in advance that it’s going to work, it’s not
an experiment.

”

Jeff Bezos, Letter to Amazon Shareholders, 2015
The performance of the methods presented in Chapter 6 is demonstrated with two
types of experiments, Diverse Top-k Widening and Communication-free Widening. Diverse Top-k Widening (see Section 6.1), requires a step where the parallel
resources have completed execution and the results of all the parallel workers are compared before launching again. In Communication-free Widening (see Section 6.2),
all of the parallel workers are allowed to execute to completion without comparing results
at any stage.

7.1

Datasets and Reference Algorithms

The datasets used for the experiments are summarized in Table 7.1. All of the datasets,
with the exception of pima,1 are available from the UCI Machine Learning repository2
1

The pima dataset was apparently removed from the UCI ML repository on 6 Mar 2018, but it
is still readily available from other online sources like Kaggle. https://archive.ics.uci.edu/ml/
machine-learning-databases/pima-indians-diabetes/
2
https://archive.ics.uci.edu/ml/index.php
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Dataset
iris
car
ecoli
led7
nursery
pima [204]
glass
ticTacToe
flare
pageBlocks
wine
letRecog
penDigits
zoo
waveform
ionosphere
connect4

|D|
|X | |C|
150
5
3
1728
7
4
336
8
8
3200
8 10
12960
9
8
768
9
2
214 10
7
958 10
2
1389 11
9
5473 11
5
178 14
3
20000 17 26
10992 17 10
101 17
7
5000 22
3
351 35
2
67556 43
3

Table 7.1: Dataset Properties. Properties of the selected datasets, where |D| is the
number of entries in the dataset, |X | is the number of features, and |C| is the number
of classes in the target feature.

and were discretized using the LUCS KDD-DN3 [57] binning software. The experiments
were performed using the KNIME Analytics Platform4 v3.0–v3.5 [27] with some experiments being performed in parallel using two HPC clusters available to researchers in
Baden-Württemburg, bwUniCluster5 and BinAC.6
The experiments are all compared with three algorithms (Max-Min Hill-Climbing [214] (MMHC), Tabu, and Hill-Climbing) for discovering Bayesian network structure from the R7 [184] bnlearn8 v3.9 package [196]. MMHC and Hill Climbing were
executed with the operational parameters test = mi, perturb = 100, and restart
= 100, which were chosen experimentally as providing the best results. The reference
experiments were evaluated using 5-fold cross-validation.
3

https://cgi.csc.liv.ac.uk/~frans/KDD/Software/LUCS-KDD-DN/DataSets/dataSets.html
https://www.knime.com/knime-software/knime-analytics-platform
5
https://www.bwhpc-c5.de/wiki/index.php/Category:BwUniCluster
6
https://www.bwhpc-c5.de/wiki/index.php/Category:BwForCluster_BinAC
7
https://www.r-project.org/
8
http://www.bnlearn.com/
4
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Dataset
MMHC
Tabu
Hill-Climbing Diverse Top-k
ecoli
0.430 ± 0.062
0.593 ± 0.060
0.647 ± 0.029
0.747 ± 0.016
flare
0.843 ± 0.007 0.843 ± 0.007 0.843 ± 0.007
0.843 ± 0.008
glass
0.457 ± 0.076
0.564 ± 0.067
0.536 ± 0.056
0.649 ± 0.069
nursery
0.570 ± 0.075
0.621 ± 0.107
0.632 ± 0.123
0.935 ± 0.024
pageBlocks 0.913 ± 0.006 0.913 ± 0.002
0.910 ± 0.014
0.898 ± 0.008
pima
0.721 ± 0.068 0.757 ± 0.049
0.736 ± 0.074
0.710 ± 0.034
waveform
0.342 ± 0.007
0.619 ± 0.010
0.620 ± 0.011
0.790 ± 0.013
wine
0.746 ± 0.075
0.798 ± 0.058
0.747 ± 0.092
0.939 ± 0.046
Table 7.2: Accuracy (µ ± σ) of Diverse Top-k Widened Bayes compared to three
reference algorithms from the R:bnlearn package [191].

7.2

Diverse Top-k Widened Bayesian Networks

We conducted a series of experiments on Diverse Top-k Widening for finding better
Bayesian network classifiers [191]. In these experiments the distance metric is the Frobenius norm of the Graphs Laplacian (see Definition 6.2), and the diversity measure used is
p-min-sum-dispersion (see Definition 6.5) as described in Algorithm 9: Diverse Top-k
Widened Bayesian Networks in Section 6.1. The initial model used for refinement
is the model given by Naïve Bayes (see Section 5.4.4.1). The width, k ∈ {1, 5, 10, 20}
is tested with the breadth, l, i.e, the size of the diverse refinement set, equal to double
the width, l ∈ {2, 10, 20, 40}, except for the nursery and waveform datasets where the
largest width is not evaluated.
The results of the experiments are found in Table 7.2 and Figure 7.1. Diverse Topk Widened Bayes outperformed the three reference algorithms in five (ecoli, glass,
nursery, waveform, and wine) of eight datasets, with one dataset (flare) having the
same result for all four algorithms, indicating that the resulting Bayesian network may
be optimal for flare. Six of the eight datasets show better results with increasing width
lending support to Hypothesis 2. One dataset (pima) showed improvement with increasing width, but did not outperform the bnlearn algorithms. One dataset (pageBlocks)
showed no improvement with Diverse Top-k and performed more poorly than the
three R:bnlearn algorithms, remaining completely unresponsive to this technique.
Supporting Hypothesis 3 are the ecoli, glass, pima, and waveform datasets. All four
show decreasing variance as the width increases (see Figure 7.1). flare and pageBlocks
as with their accuracy performance showed no response to this technique whatsoever,
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(a) ecoli |X | = 8

(b) flare |X | = 11

(c) glass |X | = 10

(d) nursery |X | = 9

(e) pageBlocks|X | = 11

(f) pima |X | = 9

(g) waveform |X | = 22

(h) wine |X | = 14

Figure 7.1: Diverse Top-k Widened Bayes accuracy progression verses width with
5-fold cross-validation for hl, ki ∈ {h2, 1i, h10, 5i, h20, 10i, h40, 20i} [191].
and nursery and wine, while showing positive accuracy performance improvements,
demonstrated no decrease in variance.
Although the results are good and provide evidence of Widening’s ability to find
superior solutions, Diverse Top-k Widened Bayes as implemented here is very computationally intensive, with the diversity heuristic consuming significant runtime and the
selection step requiring all parallel workers to halt during the comparison.

7.3

Communication-free Widened Bayes

Two different strategies for Communication-free Widening for learning Bayesian
network structure are evaluated: eigendecomposition-based and orders-based.

7.3.1

Eigendecomposition-based Communication-free Widening

Eigendecomposition-based, communication-free Widening is described in Section 6.2.1
and is presented here using eigenvectors from two different types of matrices, the Fiedler
vector (Section 2.2.1.2) from the symmetric-norm Laplacian matrix (Definition 2.5) and
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the eigenvector associated with the second largest eigenvalue of the skew-symmetric
adjacency matrix (Definition 2.8). Both methods use Locality Sensitive Hashing (LSH)
(see Section 6.2.1.1).
7.3.1.1

Tuning LSH

Using LSH with Eigendecomposition-based Communication-free Widening requires understanding the relationship of the input parameters for the `2 Gaussian distribution hash family.
There are two input parameters for the LSH scheme as presented in Section 6.2.1.1:
g–the number of hash functions concatenated to one another and w–the degree to which
the dot product is subdivided in Equation 6.7. To determine the sensitivity of the
number of partitions LSH creates to these two input parameters, we conducted some
experiments varying the two values and measuring the number of different hash values
on the Fiedler vector for differently-sized datasets. The total number of hash-values
(partitions) is upper-bounded by the number of initial models, where at most one initial
model evaluated to one hash value.
The results are shown in Figure 7.2 for two datasets, one small and one large, car
and ionosphere, respectively, for two different numbers of initial models, |B0 | ∈ {40, 80}
with values of g ∈ {1, 2, 3} and w ∈ {0.1, 0.2, 0.4, 0.8, 1.0, 2.0, 3.0, 4.0}. Curves are fitted
to each of the three values for g. As expected, the number of partitions increases for
both larger values of g and for smaller values of w; the absolute value of the dot product
of the Fiedler vector with the random values drawn from a Gaussian distribution with
µ = 0 and σ = 1 is generally less than 1, giving a larger output in the range of integers
for hg (·), with the number of partitions amplified considerably for smaller w.
7.3.1.2

Clumpiness

The primary assumption behind using LSH is that LSH can indeed find groupings or
“clumps” of models in the solution space, in which a model differs only slightly from its
neighbors (see Section 6.2.1.1), but before evaluating how well LSH works keeping similar
graphs together, we evaluated how easy it would be to use the structural properties of
graphs for use with a non-LSH hash function.
For all of the “Clumpiness” experiments, the initial networks were limited to each
node having a maximum number of two parents, and the nodes in the refinements were
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(a) car, |X | = 7

(b) car, |X | = 7

(c) car, |X | = 35

(d) car, |X | = 35

Figure 7.2: Response of LSH to input values g and w. Shown are two datasets, car and
ionosphere, both with |B0 | = 40 (Figures 7.2a and 7.2c) and |B0 | = 80 (Figures 7.2b
and 7.2d). The number of unique hash values, and therefore partitions, increases with
the value of g, i.e., the number of hash values concatenated into a larger hash value, and
decreases with the value of w. The number of different hash values becomes very large
for small values of w.
limited to having five parents.
Naïve Hash Given an (approximately) random hash function, applying the hash function to an appropriate numerical representation of successive refinements of Bayesian
networks should result in hash values linearly distributed over the number of partitions,
i.e., the proportion of Bayesian networks that are randomly assigned to the same partition, given k partitions, is k1 . We consider this to be a baseline for the effectiveness of
our LSH scheme; a hash function that returns more than k1 hashed values to the same
partition is effective at “clumping” similar networks together in a partition.
To verify that this is possible, we created a naïve hash function based on some
undirected features of the Bayesian network’s graph. These are:
• The number of nodes. Simply the number of nodes in the network. When comparing entire networks, this is invariant from refinement to refinement. When
comparing Markov blankets between refinements, this can vary.
• The number of edges. The total number of edges in the network.
• The minimum degree of a node in the network. The number of edges for a node
with the minimum number of incident edges in the network.
• The maximum degree of a node in the network. The number of edges for a node
with the maximum number of incident edges in the network.
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(a) iris |X | = 5

(b) connect4 |X | = 43

(c) iris |X | = 5

(d) connect4 |X | = 43

Figure 7.3: Naïve hash refinement ratio. Baseline (1/k) = red, refinement ratio =
blue. Shown is the percentage of graphs from a neighborhood that hash to the same hash
value. A simple hash function based on the properties of a graph (see Section 7.3.1.2
for a list of the properties) approximates a random hash extremely well. Figures 7.3a
and 7.3b are of the complete network. In Figures 7.3c and 7.3d, just the Markov blanket
subgraph is hashed.
• Wiener’s Index [231]. The “path number” as it was called by Wiener, is the “sum
of the distances between any two carbon atoms in the molecule” [231]. In graphical
analysis, this is now just used as the sum of the number of shortest paths between
any two nodes in a graph [159, p. 34]. A fully connected graph has a minimal
Wiener’s index, and less connected graphs like trees, for example, have larger
indices, for the same number of nodes.
• The number of random walks. The number of paths between any two nodes. This
is calculated by iteratively summing all of the values in an adjacency matrix and
raising it to the to the next iterated power, until the resulting matrix is a zero
matrix.
• The longest path. This is the longest path between two nodes, and is calculated in
a manner similar to calculating the number of random walks. Instead of summing
the path lengths, the largest value is kept and returned.
Each of these (integer) values is formatted to three-digits and concatenated in a Java9
String.10 The hashCode()11 function for the String is used, and this in turn modded
by the number of partitions being evaluated in the experiment.
9

https://www.oracle.com/java
https://docs.oracle.com/javase/8/docs/api/java/lang/String.html
11
https://docs.oracle.com/javase/8/docs/api/java/lang/String.html#hashCode-10
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(a) iris, |X | = 5

(b) connect4, |X | = 43

(c) iris, |X | = 5

(d) connect4, |X | = 43

Figure 7.4: Refinement ratio for Fiedler vector/LSH. The percentage of Bayesian
network refinements that have the same hash value compared to a baseline of 1/k.
Assuming a perfectly random hash, the number of refinements to the same hash value
would be at the baseline (see Section 7.3.1.2 for discussion of the baseline). In Figure 7.4a
and 7.4b consider the hashing of the entire network. Figures 7.4c and 7.4d show results
for hashing the Markov blanket. Shown are results for unnormalized Laplacian matrices
and for two different types of normalization with the trend lines fitted to log10 (·). Baseline
(1/k) = red, RandomWalk = purple, SymNorm = green, Unnormalized = blue.
The results of these experiments are shown for two sample datasets in Figure 7.3.
For each number of partitions, the networks were refined successively 10 times, with each
experiment of 10 refinements being repeated 25 times. The blue dots show the percentage
number of graphs refined to the same partition, and maps to the theoretical k1 values
very well. For refinements to the entire Bayesian network, any small perturbation causes
the hash value to change with an equal probability.
When hashing only the Markov blanket, that is, the part of network that is used for
classification, we expect the number of networks to be refined to the same partition to
be slightly higher than k1 , because sometimes the refinement will affect a portion of the
network outside of the Markov blanket. The results are shown in Figures 7.3c and 7.3d.
In contrast to expectations, we do not see any appreciable difference between hashing the
entire network and just the Markov blanket; this may just be an artifact of the refining
strategy (see Function rDelta on page 88).

Fiedler Vector Clumpiness To verify that the LSH scheme with Fiedler vectors does
indeed refine similar Bayesian networks to the same partition, we conducted experiments
where randomly initialized sets of Bayesian networks (|B0 | = 80) for the datasets were
refined repeatedly 10 times, with each of these experiments being repeated 25 times.
The number of networks refined to the same partition is compared to the number refined
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(a) flare, |X | = 11

(b) iris, |X | = 5

(c) connect4, |X | = 43

Figure 7.5: Percentage of models refined to the same partition when using LSH and
the eigenvector associated with the second largest eigenvalue of the Skew-symmetric
Adjaceny Matrix. Figure 7.5a shows unpredictable results when using the entire vector.
Figures 7.5c and 7.5b show much more well-behaved results when only the positive values
of the vector are used for the hash function.
to the other partitions. The actual dataset was not considered in the evaluation, with
only the number of features being necessary for the random refinements. Results for two
datasets showing the range of number of features are found in Figure 7.4. The overall
trend lines show that the Symmetric Normalization performs marginally better than
Random Walk and Unnormalized.
When considering hashing the entire network (see Figures 7.4a and 7.4b), the percentage of refined networks that are hashed to the same partition is considerably larger
than that of a random scheme. The primary trend visible is that for networks with
a higher number of features, the percentage remains high even for a large number of
partitions.
Fiedler Vector-Markov Blanket Clumpiness We also conducted experiments in
a similar manner to those above, but instead only the Markov blanket is considered for
the hash function. Here the values of the Fiedler vector entries for nodes not in the
Markov blanket are set to 0 (see Section 6.2.1.2). The results for the same two datasets
from the entire-network experiments in the previous section are found in Figures 7.4c
and 7.4d. As expected for comparisons for the same dataset to the experiments for the
whole network, the percentage of networks that refine to the same partition is smaller
and progresses with an increasing number of partitions to a point that the percentage
becomes equivalent to the random baseline. The first value that is less than the k1 baseline
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Outcome

BMI

DiabetesPedigreeFunction

SkinThickness

BloodPressure

Glucose

Pregnancies

Insulin

Age

(a) pima, |X | = 9

(b) pima, |X | = 9

Figure 7.6: Network and Eigenvectors for the Skew-symmetric Adjacency Matrix. The
plotted eigenvectors for a the skew-symmetric adjacency matrix of a directed graph are
complex and symmetric about the real axis.
is listed in the column “Best number of Partitions” in Table 7.3. (This value is used for
the visualizations in Figure 7.7.) Similar to the experiments for the whole network, the
dataset with a larger number of features, and therefore a larger number of nodes from
which to draw for the Markov blanket, are more likely to have networks refined to the
same partition for a larger number of partitions.
Skew-symmetric Adjacency Vector-Markov Blanket Clumpiness Following the
example of Liu and Stewart [143], where the eigenvector associated with the second
largest eigenvalue of an adjacency matrix is used for recursive graph partitioning and
clustering, we performed clumpiness experiments for the LSH scheme and the Stewart
vector (see Section 6.2.1.2). As shown in Figure 7.5a, the results are far from wellbehaved with a trend being visible (the blue line) at the expense of coherence (the
dots are widely distributed around the the trend). The eigenvectors have the property
that they are symmetric about the real axis (see Figure 7.6b) indicating that the added
information of either the positive or negative values is zero.
Clumpiness experiments were conducted as described above, except where the negative imaginary values are set to 0, show an even stronger affinity for refined matrices

111

7.3. COMMUNICATION-FREE WIDENED BAYES
Dataset
car
connect4
ecoli
glass
ionosphere
pima
waveform

R:Hill-climbing
0.715 ± 0.037
0.678 ± 0.012
0.632 ± 0.044
0.501 ± 0.112
0.807 ± 0.055
0.706 ± 0.053
0.504 ± 0.119

R:MMHC

R:Tabu

0.700 ± 0.002 0.718 ± 0.035
0.658 ± 0.000 0.684 ± 0.002
0.495 ± 0.088 0.602 ± 0.109
0.388 ± 0.036 0.500 ± 0.057
0.641 ± 0.011 0.810 ± 0.057
0.716 ± 0.065 0.760 ± 0.027
0.339 ± 0.000 0.612 ± 0.016

Greedy

max |H(·)|

CFWBFv

0.682 ± 0.125
0.589 ± 0.152
0.677 ± 0.100
0.532 ± 0.107
0.826 ± 0.055
0.693 ± 0.050
0.630 ± 0.058

22
29
23
24
28
24
28

0.816 ± 0.029
0.669 ± 0.006
0.803 ± 0.032
0.649 ± 0.079
0.869 ± 0.037
0.745 ± 0.051
0.725 ± 0.017

Best number
of Partitions
2
23
17
15
17
23
15

p-value
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01

Table 7.3: Experimental results comparing simple greedy search (one partition) to
the best results from Communication-free Widened Bayes with Fiedler Vector and three algorithms from the R bnlearn package. The p-values are for Student’s t-test, two-tailed, 95% confidence level with equal variances assumed, comparing
Communication-free Widened Bayes Networks with Fiedler Vector to the
purely greedy variant [192].
staying within the same partition (see Figures 7.5b and 7.5c compared to Figures 7.4c
and 7.4d.). Here only the Markov Blanket was considered, where the values in the
eigenvector for nodes not present in the Markov blanket are set to 0. As with the experiments with the Fiedler vector, networks of larger sizes tend to have a higher percentage
of networks refined to the same partition for a given number of partitions. However
when comparing the results for SSAM-Stewart vector to those of the Fiedler vector, the
difference is astonishing, e.g., a 50% partition-refinement level for connect4 is reached
at 4 partitions when using the Fiedler vector and at 26 partitions for when using the
SSAM. This indicates that the addition of the edge directional information is significant
in describing similar networks and that small perturbations to the network/matrix are
less likely to push closely related networks—and therefore networks potentially along a
successful solution path—out of the LSH partition.
7.3.1.3

Fiedler Vector-based Experiments

The experiments for the Communication-free Widened Bayes experiments based
on the Fiedler vector (CFWBFv ) compare the results of the algorithm (see Algorithm 10)
using the Fiedler vector (see Section 2.2.1.2) as the network characteristic property being
hashed to the three reference algorithms described in Section 7.1 and to simple greedy
Hill Climbing using the same code base as software being tested. The values of
g ∈ {1, 2, 3} and w ∈ {0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0, 1.5, 2.0, 3.0, 4.0} created a
range in the number of partitions up to the number of initial models.
CFWBFv outperformed the four other algorithms being tested in five of the seven
datasets. CFWBFv also showed that the results were statistically significant when com-
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(a) car |X | = 7

(b) ecoli, |X | = 8

(c) pima, |X | = 9

(d) glass, |X | = 10

(e) waveform, |X | = 22 (f) ionosphere |X | = 35 (g) connect4, |X | = 43 (h) connect4, |X | = 43

Figure 7.7: Communication-free Widened Bayes with Fiedler Vector accuracy versus the number of unique hashes. The red and blue lines are second degree
polynomials fitted to the mean (red dots) and median accuracy, respectively, for each
value of the number of unique hashes (width). When the lines are concave facing down,
it may indicate that Widening performs better to a certain point with worsening performance thereafter. connect4 is shown twice (Figures 7.7g and 7.7h, once each with
and without outliers (σ ≥ 3), to better show the trend.) The x-axis shows the max
number of hashes (max |H(·)|) from Table 7.3 plus 20% thereof allowing for a decline in
accuracy afterwards [192].

pared to the simple Greedy variant (see Table 7.3), thereby supporting Hypothesis 1.
Figure 7.7 shows the progression of the results for an increasing number of partitions
for seven datasets, with one dataset shown twice, with and without outliers (> 3σ).
Width values with fewer than five results are omitted from the figures. Boxplots for the
experimental results at each number of partitions are shown along a polynomial (y = x2 )
curve for both the mean (red) and the median (blue). The figures, as originally presented
in [192] show a range along the x-axis that increases to the value shown in the column
“Best number of Partitions” in Table 7.3 plus 20% thereof to allow showing a decline
in the curve. When the curves are concave facing down, this supports Hypotheses 2 by
demonstrating better performance up to some point. Worsening performance may be
due to problems of reachability when the number of partition is too large. ecoli, glass,
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Dataset
car
ecoli
flare
glass
ionosphere
led7
letRecog
nursery
pageBlocks
penDigits
pima
ticTacToe
waveform
wine
zoo

R:Hill-climbing
0.715
0.632
0.843
0.501
0.807
0.197
0.184
0.532
0.914
0.540
0.706
0.695
0.504
0.652
0.620

±
±
±
±
±
±
±
±
±
±
±
±
±
±
±

0.037
0.044
0.006
0.112
0.055
0.006
0.030
0.005
0.004
0.008
0.053
0.059
0.119
0.099
0.090

R:MMHC
0.700
0.495
0.843
0.388
0.641
0.193
0.114
0.333
0.911
0.353
0.716
0.670
0.339
0.399
0.560

±
±
±
±
±
±
±
±
±
±
±
±
±
±
±

R:Tabu

0.002
0.718 ± 0.035
0.088
0.602 ± 0.109
0.006 0.843 ± 0.006
0.036
0.500 ± 0.057
0.011
0.810 ± 0.057
0.011
0.190 ± 0.014
0.001
0.200 ± 0.008
0.000
0.579 ± 0.100
0.008
0.915 ± 0.005
0.104
0.494 ± 0.102
0.065 0.760 ± 0.027
0.032
0.653 ± 0.003
0.000
0.612 ± 0.016
0.014
0.799 ± 0.058
0.125
0.620 ± 0.090

Greedy
0.682
0.677
0.793
0.532
0.826
0.526
0.279
0.661
0.905
0.661
0.693
0.654
0.630
0.752
0.713

±
±
±
±
±
±
±
±
±
±
±
±
±
±
±

0.125
0.100
0.122
0.107
0.055
0.155
0.099
0.222
0.011
0.143
0.050
0.058
0.058
0.112
0.144

CFWBSSAM

Best Number
of Partitions
0.827 ± 0.038
2
0.767 ± 0.060
24
0.833 ± 0.019
27
0.604 ± 0.083
10
0.865 ± 0.046
27
0.732 ± 0.016
2
0.487 ± 0.037
2
0.897 ± 0.013
4
0.920 ± 0.008
7
0.845 ± 0.015
3
0.742 ± 0.048
21
0.704 ± 0.043
5
0.721 ± 0.019
25
0.853 ± 0.083
25
0.836 ± 0.110
32

p-value
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01
< 0.01

Table 7.4: Experimental results comparing simple greedy search (one partition) to the
best results from Communication-free Widened Bayes with SSAM and three
algorithms from the R bnlearn package. The p-values are for Student’s t-test, two-tailed,
95% confidence level with equal variances assumed, comparing Communication-free
Widened Bayes with SSAM to the purely greedy variant.
and connect4 show the best results, with glass even having a sharp peak in the middle
smoothed-over by the polynomial smoothing function.
pima and ionosphere both show good results where the smoothing function oversmooths the increase. car actually shows worsening performance indicating that the
best solution was found with the minimal number of partitions. waveform shows no
significant response to CFWBFv , indicating that the distribution of “better” solutions is
not necessarily wide.

7.3.1.4

Skew-symmetric Adjacency Matrix-based Experiments

In these experiments Communication-free Widened Bayes is conducted using the
the eigenvector associated with the second largest eigenvalue of the skew-symmetric Adjacency Matrix (see Definition 2.8). Only the values of the vectors for the Markov blanket
are considered with the values for the other nodes being set to 0. For the LSH scheme
varying g ∈ {1, 2, 3} and w ∈ {0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0, 1.5, 2.0, 3.0, 4.0}. In
this case, the real and imaginary components of the eigenvectors are hashed individually
and concatenated resulting in hash values of length 2 × g. Each experiment is conducted
using 5-fold cross-validation and repeated 5 times. Additionally, the actual hash values
generated were much less uniform and three sets of experiments with |B0 | ∈ {40, 60, 80}
were conducted for a wider range of of numbers of partitions. Every value of the number
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Dataset
car
ecoli
flare
led7
nursery
pima
ticTacToe
zoo

Weka:K2
0.479
0.925
0.690
0.903
0.428
0.968
0.806
0.970

±
±
±
±
±
±
±
±

0.021
0.035
0.026
0.012
0.013
0.016
0.033
0.028

R:Hill-climbing
0.715
0.632
0.843
0.197
0.532
0.706
0.695
0.620

±
±
±
±
±
±
±
±

0.037
0.044
0.006
0.006
0.005
0.053
0.059
0.090

R:MMHC
0.700
0.495
0.843
0.193
0.333
0.716
0.670
0.560

±
±
±
±
±
±
±
±

R:Tabu

0.002
0.718 ± 0.035
0.088
0.602 ± 0.109
0.006 0.843 ± 0.006
0.011
0.190 ± 0.014
0.000
0.579 ± 0.100
0.065
0.760 ± 0.027
0.032
0.653 ± 0.003
0.125
0.620 ± 0.090

CFWB≺
Best Width
20
20
5
15
20
10
20
15

CFWB≺
0.924
0.802
0.841
0.744
0.941
0.734
0.824
0.909

±
±
±
±
±
±
±
±

0.021
0.048
0.021
0.016
0.011
0.047
0.038
0.058

Table 7.5: Experimental results comparing Orders-based Communication-free Widened
Bayesian Networks (CFWB≺ ) to three reference algorithms form the R:bnlearn package.
of partitions with fewer than 5 experimental values is excluded.
The results for CFWBSSAM are shown in Table 7.4 and are compared to the results
from the three reference algorithms described in Section 7.1. CFWBSSAM outperformed
the algorithms from the R:bnlearn package in 13 of 15 datasets thereby supporting
Hypothesis 1.
The progression of accuracy versus width is shown for the datasets in Figure 7.9.
Each dataset is fitted with a second-degree polynomial for the mean (red) and median
(blue). Width values with fewer than five results are omitted from the figures. It is
clear from the figures that there is no trend in this scheme to finding better solutions for
increasing width, lending no support to Hypothesis 2, nor is there any trend in decreasing
variance, lending no support to Hypothesis 3.

7.3.2

Orders-based Communication-free Widening

The results for the orders-based, communication-free widened learning of Bayesian network structure (CFWB≺ ) described by Algorithm 11 in Section 6.2.2 are found in Table 7.5. Here CFWB≺ is compared not only just to the three reference algorithms from
Section 7.1, but also to the K2 algorithm (see Section 5.3.3.1) from Weka12 v3.7 using the
BAYES scoring metric [117]. CFWB≺ outperformed in three (car, nursery, ticTacToe)
of the eight datasets, lending some support to Hypothesis 1. One dataset (flare) showed
no improvement with CFWB≺ over the R:bnlearn algorithms, as was the case in the
other experiments further indicating that the solution surface for these datasets lack the
features to benefit from the metaheuristic. K2, however, outperformed in four (ecoli,
led7, pima, zoo) of the eight datasets.
12

https://www.cs.waikato.ac.nz/ml/weka/
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(a) car |X | = 7

(b) ecoli, |X | = 8

(c) led7, |X | = 8

(d) nursery, |X | = 9

(e) pima, |X | = 9

(f) ticTacToe,|X | = 10

(g) flare, |X | = 11

(h) zoo,|X | = 17

Figure 7.8: Experimental results for Orders-based Communication-free Widened Bayes
(CFWB≺ ) showing the relationship between accuracy and the number of partitions.
With CFWB≺ , the trend of increasing accuracy and decreasing variance is found in
most of the datasets lending support to Hypotheses 2 and 3.
For those datasets that showed a positive response to Widening, six of the eight
show a smaller variance as the width increases, thereby lending support to Hypothesis 3.
The progression with width are shown in Figure 7.5. In contrast to the results for the
eigendecomposition-based, communication-free Widening, (CFWBFv and CFWBSSAM )
the datasets car, ecoli, led7, nursery, ticTacToe, and zoo all showed increasing
performance with increasing width lending support to Hypothesis 2.

7.4

Discussion and Summary

Presented in this chapter are experiments for testing Diverse Top-k Widening, two
sets of experiments testing eigendecomposition-based Communication-free Widening, and one set of experiments testing orders-based Communication-free Widening. All four methods successfully found superior solutions when compared to the
reference implementations from the R:bnlearn package thereby supporting Hypothesis 1. Diverse Top-k Widening and CFWB≺ both demonstrated for some datasets
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that with greater width progressively better solutions can be found for some datasets,
thereby supporting Hypothesis 2. Less conclusive is evidence supporting Hypothesis 3,
where there was no support from the eigendecomposition-based experiments and only
partial support from Diverse Top-k Widening, but with good support from CFWB≺ .
Although the confirmation for the usefulness of Widening as a metaheuristic for
finding better solutions is very strong, an interesting aspect of these experiments is in
how the eigendecomposition-based, communication-free variants were unable to describe
a gradual progression with width. In the case of CFWBFv , this could be because the
Fiedler vector does not encode any information about the direction of the edges, meaning that networks with completely different predictive performance could resolve to the
same or similar Laplacian matrices and the corresponding Fiedler vector. In the case of
CFWBSSAM , the lack of a clear encoding scheme for the complex values leads to a similar conundrum; when encoding the magnitude of the complex values, different complex
eigenvector elements will have the same magnitude, whereas encoding the real and imaginary parts separately may overspecify the resulting hash value. Although the clumpiness
experiments looked promising, the actual results look more like a collection of random
searches at different widths.
As touched-upon in the discussion of Iterated Local Search in Section 3.2.2.5,
Local Search works in part, because of the bias imposed by assuming a neighborhood
structure to the model space. CFWBFv and CFWBSSAM both seem to work, despite not
supporting Hypothesis 2, by imposing a local structure.
CFWB≺ in contrast to Diverse Top-k Widening is a relatively simple implementation of the Communication-free Widening for Bayesian networks and should
prove its utility when combined with other score functions or in other applications. The
surprising good performance of K2 lends credence that orders are a good type of partitioning for local search for Bayesian Networks, and that a scoring function of a
whole network is better even when the networks are used as classifiers, i.e., only the
Markov blanket is considered.
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(a) car |X | = 7

(b) glass, |X | = 7

(c) ecoli, |X | = 8

(d) led7, |X | = 8

(e) nursery, |X | = 9

(f) pima, |X | = 9

(g) glass,|X | = 10

(h) ticTacToe,|X | = 10

(i) flare, |X | = 11

(j) pageBlocks|X | = 11

(k) wine, |X | = 14

(l) letRecog, |X | = 17

(m) penDigits,|X | = 17

(n) zoo,|X | = 17

(o) waveform,|X | = 22 (p) ionosphere|X | = 35

Figure 7.9: Experimental results for CFWBSSAM for 16 datasets plotted against the
number of partitions (width, k). No strong trend for accuracy or variance can be seen
with regards to increasing width, lending no support to Hypotheses 2 and 3.
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Chapter 8
Conclusion

“

Computer science is no more about computers than astronomy is about
telescopes.

”

Edsger Dijkstra (attr.), 1970
The metaheuristic Widening is presented in this dissertation with application to
Bayesian Networks. Three distinct implementations are described in detail, one using the Diverse Top-k Widening metaheuristic and two different Communicationfree Widening strategies, of which one has two variants.
In Section 3.4, Widening is presented, describing a framework for using parallel
resources to find potentially better solutions using greedy algorithms instead of using
those parallel resources for finding the same solutions faster. Section 3.4.4 listed three
hypotheses that can be tested in any application of Widening, where in this dissertation they are tested using the superexponentially-sized solution spaces of Bayesian
Networks.
Hypothesis 1 Employing multiple greedy algorithm search paths, where each path maintains a minimum distance from all other search paths, will allow better solutions to be
found for (some) problems, than the solutions the greedy search would have found alone.
The results for experiments using Diverse Top-k Widening for Bayesian Networks described in Section 6.1 are detailed in Section 7.2. Widening outperformed
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Experiment
Diverse Top-k
CFWBFv
CFWBSSAM
CFWB≺

Datasets
Hypothesis 1
Tested Outperf.
8
5
3
7
5
3
15
13
3
8
6
3

Hypothesis 2

Hypothesis 3

3
7
7
3

7
7
7
3

Table 8.1: Summary of the experiments and the hypotheses.
standard and state-of-the-art implementations in five of eight datasets tested and tied
for one, lending support to Hypothesis 1.
The results for experiments using Eigendecomposition-based Communicationfree Widening for Bayesian Networks described in Section 6.2.1 are detailed in
Section 7.3.1.3 for the Fiedler vector (CFWBFv ) and Section 7.3.1.4 for the Stewart
vector (CFWBSSAM ). In the CFWBFv experiments, Widening outperformed standard
and state-of-the-art implementations and a simple greedy implementation in five of seven
datasets tested, lending support to Hypothesis 1. For the CFWBSSAM experiments,
Widening outperformed in 14 of 16 datasets, lending support to Hypothesis 1.
The results for experiments using the Communication-free Widening scheme for
Bayesian Networks using orders (CFWB≺ ) described in Section 6.2.2 are detailed in
Section 7.3.2. CFWB≺ outperformed the reference algorithms in six of the eight datasets
lending support to Hypothesis 1.
Hypothesis 2 As the number of diverse parallel workers grows, the quality of the solutions will improve.
Visual inspection of the results for Diverse Top-k Widening for Bayesian Networks in Figure 7.1 show steadily increasing results versus width for five of eight
datasets, no response for two datasets, and a slight decrease for one dataset, lending
support to Hypothesis 2.
Visual inspection of the results for Communication-free Widening using the
Fiedler vector in Figure 7.7 and for the SSAM in Figure 7.9 show no discernible pattern
with respect to increasing number of hashes, lending no support to Hypothesis 2.
Visual inspection of the results CFWB≺ showed increasing performance for six of
eight datasets lending support to Hypothesis 2.
Hypothesis 3 As the solutions improve with greater width, the variance among the
parallel workers will decrease.

8.1. FUTURE WORK
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For Diverse Top-k Widening, visual inspection of Figure 7.1 shows no clear trend
from larger variance to smaller, nor is it obvious that the best performing width has a
smaller variance. However, the number of results (5) at each width may be too small to
draw a definite conclusion, therefore the experiments do not support Hypothesis 3.
Despite the lack of a clear trend of better results for greater width, it is clear from
the results in Table 7.3 and Table 7.4, that when the Widening heuristic performed
better, it also had a smaller standard deviation, when compared to the purely Greedy
heuristic in six of seven for CFWBFv and in 15 of 15 for CFWBSSAM .
Similarly for CFWB≺ , when the dataset responded to Widening, lower variance is
seen at the greater widths, lending support to Hypothesis 3.

8.1

Future Work

Addressing some of the limitations of these experiments is of the first order for any
future work. The primary drawback to the methods demonstrated here is that the
scoring function only uses part of the network for evaluation. Other scoring measures
that respond to any change to the networks’ structure would be advantageous for being
able to explore the solution space more fully.
For the eigendecomposition-based experiments, CFWBFv were the “best behaved,”
but did not encode the directedness of the graphs. The CFWBSSAM experiments, on the
other hand, encoded the direction of the edges, yet were not nearly as well “behaved.”
And both of these cases outperformed the reference algorithms! The implementation
for CFWBSSAM may falter in the encoding of the complex values, or because of the
matrix was not normalized. Further research into its use is necessary. Similarly, other
matrix representations of directed graphs like the Hermitian adjacency matrix (see Definition 2.9) could be beneficial.
Crainic and Toulouse in [63] describe an additional goal for research into parallel
heuristics: robustness, which they describe as “providing ‘equally’ good solutions to a
large and varied set of problem instances, without excessive calibration, neither during
initial development nor when addressing new problem instances.” From the experiments
presented here CFWB≺ is certainly the most promising candidate for this. Further
research is necessary with even larger numbers of features, but CFWB≺ could be easily
applied to any dataset with 10 to 20 parallel workers and provide better results for
classification.
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Other distance measures such as the (pseudo-)distance measures based on spectral
classes defined by [113] could be useful with Diverse Top-k Widening. Insights based
on these measures could also lead to efficient and useful hash functions for effective
communication-free schemes.
The Diverse Top-k Widening method described in Section 3.4.1 is based on the
refinement operator returning a diverse set of models, from which the best performing
models are chosen. Instead, if the diversity and the performance were chosen as part a
multiobjective optimization problem, the results could also be interesting or add more
insight to the application of Widening to Bayesian networks.

Appendix A
Spaces, Surfaces, Landscapes, and
Topologies
The use of different terms over time to refer to solution spaces is interesting, and thanks
to the Google Ngram Viewer,1 we can see what terms have been used over time or if they
have been used at all. The concept that is referred to as noun1 noun2, where noun1 ∈
{hypothesis, model, fitness, solution, cost} and noun2 ∈ {space, surface, landscape,
topology, manifold} has the preferred nomenclature of “solution space” today, with
“model space” in a close second and “hypothesis space” as third. This is, of course,
assuming that all of the terms lose their homographic meanings, so that, for example,
“model space” meaning “a space that is a best example” is measured along with the
meaning of “interconnected different algorithmic representations of a machine learning
problem.” Different disciplines will favor particular terms, but in terms of heuristic
search, these terms could be used interchangeably.
It could be argued that there are some connotational differences. “Model” and “hypothesis” are discrete values where as “fitness” and “cost” are continuous. “Solution”
could be either discrete or continuous. “Surface,” “landscape,” and “manifold” all convey
a continuous connotation, whereas “space” and “topology” could refer to both discrete
or continuous values.

1

https://books.google.com/ngrams
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Figure A.1: Ngram View output for x-space vs. time. Z

Figure A.2: Ngram View output for x-surface vs. time. Z

Figure A.3: Ngram View output for x-landscape vs. time. Z
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Figure A.4: Ngram View output for x-topology vs. time. Z

Figure A.5: Ngram View output for x-manifold vs. time. Z
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