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Applications of Optimal Control to Road Cycling
by Stefan Wolf
This thesis describes theoretical as well as practical applications of optimal control
to road cycling. Its main concern is the optimization of pacing strategies and their
transfer to the field. Based on mathematical models, optimal control problems are
defined to calculate pacing strategies that minimize the time that is needed to finish
a race. Besides physical conditions, the physiological properties of the rider are the
limiting factor for the optimal time. While several theoretical studies have been recently carried out to optimize pacing strategies for individual time trials based on
optimal control theory, none has considered more than one rider or the practical validity and relevance of those strategies. These two topics are tackled by this thesis.
In the first part, the optimal control problem for pacing strategies for individual time
trials is extended to two riders. A break-away of two riders from the peloton is simulated, where they are forced to work together and complete the remaining course
as quickly as possible in order to stay ahead of the peloton. This approach could
also be extended to team time trials, in which normally six athletes ride together.
In the second, major part, the focus is a practical evaluation of the optimal pacing
strategies. In cooperation with the sports science department of the University of
Konstanz, a laboratory study was carried out to evaluate time gains during rides
with optimal strategy feedback compared to self paced rides. The tests were performed on a simulated real world course on a cycling ergometer. Since the results
were promising and even for experienced riders a time improvement was achieved,
a similar experiment will be conducted in the field in the future. Therefore, a mobile
application is currently being developed in order to provide feedback during the
ride. In this thesis, the backend functionality for this application, e.g., the evaluation
of the position during the ride, is provided. In contrast to the simulated environment in the laboratory, in the field the underlying physical processes are not known
exactly. Therefore, the perturbations induced by the slope estimate of the course
and the model parameters for rolling resistance, air resistance, and chain efficiency
are evaluated and minimized. Additionally, a strategy adaptation based on model
predictive control as well as a PID-controller is presented to handle remaining inaccuracies in the model and changing wind conditions. In the end, simulations of the
whole process are provided to evaluate the performance of the system under various
conditions.
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Anwendungen der optimalen Steuerung
im Rennradsport
von Stefan Wolf
Diese Arbeit beinhaltet theoretische sowie praktische Anwendungen der optimalen
Steuerung im Rennradsport. Der Fokus liegt dabei auf der Optimierung von Pacingstrategien und ihr Transfer in die Praxis. Basierend auf mathematischen Modellen werden optimale Steuerungsprobleme definiert um Pacingstrategien zu berechnen, die die Fahrtzeit auf einer vorgegebenen Strecke minimieren. Neben physikalischen Bedingungen sind die physiologischen Eigenschaften eines Fahrers der limitierende Faktor bezüglich der Fahrtzeit. Während in letzter Zeit einige theoretische
Studien auf diesem Gebiet für Einzelzeitfahren publiziert wurden, berücksichtigt
keine davon mehrere wechselwirkende Fahrer oder die praktische Aussagekraft der
generierten Pacingstrategien. Diese zwei Themen werden in dieser Arbeit betrachtet. Im ersten Teil wird das optimale Steuerungsproblem für Einzelzeitfahrten
auf zwei Fahrer erweitert. Ein Ausbruch von zwei Fahrern vom Hauptfeld wird
simuliert, bei dem die beiden Fahrer darauf angewiesen sind zu kooperieren, um die
restliche Stecke so schnell wie möglich zu absolvieren und damit vor dem Hauptfeld zu bleiben. Dieser Ansatz kann auch für Teamzeitfahren mit sechs Fahrern
erweitert werden. Im zweiten Teil der Arbeit geht es um eine praktische Bewertung der optimalen Pacingstrategien. Zusammen mit der Sportwissenschaft der
Universität Konstanz wird eine Studie durchgeführt, um den Zeitgewinn zwischen
Fahrten mit optimalem Feedback und Fahrten mit eigener Strategie zu beurteilen.
Alle Tests werden auf einer simulierten, echten Strecke auf einem Rennradsimulator
durchgeführt. Da die Ergebnisse sehr erfolgversprechend sind, soll in der Zukunft
ein ähnliches Experiment im Feld durchgeführt werden. Dafür muss eine mobile
Applikation entwickelt werden, um dem Fahrer während der Fahrt Feedback zu
geben. In dieser Arbeit wird die Backend Funktionalität dieser App, wie z.B. die
Positionsbestimmung während der Fahrt, vorgestellt. Im Gegensatz zur simulierten
Umgebung während der Labortests, sind die physikalischen Prozesse im Feld nicht
exakt bekannt. Darum werden die Störeinflüsse der Schätzung der Steigung des
Kurses und der Modellparameter für Rollwiderstand, Windwiderstand und Ketteneffizienz evaluiert und minimiert. Zusätzlich wird die Strategie basierend auf
einem Model Predictive Control Ansatz sowie einem PID-Regler an sich ändernde
Umweltbedingungen angepasst. Zuletzt wird das ganze System durch Simulationen unterschiedlicher Bedingungen überprüft.
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Chapter 1

Introduction
In recent years, the phrase “aggregation of marginal gains” has become popular
in professional road cycling. Dave Brailsford, at that time General Manager and
Performance Director for Team Sky, was the first to develop this concept for cycling,
with the result that Bradley Wiggins, of his team, won the Tour de France already
three years after starting this development. The idea is that an improvement of only
1 % in every area related to cycling will add up to a significant performance gain.
Starting with improvements in training, nutrition, and bike technology, other less
obvious areas were also investigated, such as sleep and health. This strategy was so
successful that not only Bradley Wiggins won the Tour de France in 2012, but also
Chris Froome from Team Sky in the following year, and the British team coached
by Dave Brailsford dominated cycling in the 2012 Olympics. In the present thesis,
I contribute to one piece of the puzzle, about which not much concrete information
is known so far: pacing strategy during the race. Especially during individual time
trials, where the rider is completely on his own, pacing strategy plays a major role
in winning or losing. For example, the 2016 time trial world champion Tony Martin
finished only 9th in the 2017 world championship. One reason for the bad result
was that he had not enough energy reserves left for the final climb, on which he lost
a significant amount of time compared to his competitors. A better pacing strategy
would most probably have resulted in a better overall standing.
Not much is known about the best pacing strategy for races. In the context of this
thesis, “pacing strategy” means the distribution of power over the course of the race.
So, a good pacing strategy defines where in the course the rider has to push and
where he has to save energy in order to finish with a good overall time. Abbiss and
Laursen (2008) provide an overview of the different general pacing strategies on flat
courses. Especially during middle-distance events, often a negative pacing strategy
is observed, where the speed is permanently increased. In very short sprint events,
an ‘all out’ pacing is preferable. Since most of the rider’s power output is used for
acceleration, it is beneficial to invest it as early in the race as possible. In swimming
and running, it is mainly in short-time disciplines that positive pacing strategies are
employed. In such a scenario, the speed permanently decreases during the race. It
is assumed that the impact of the acceleration phase induces this strategy. Besides
short-time events, this behavior is also observed during ultra-endurance events, due
to increased fatigue. Since the starting phase has a smaller effect on prolonged exercise, an even pacing is considered to be optimal for tasks over 2 min. More successful track cyclists competing in 1000 m time trials used a more constant power
output during the race than did those who were less successful. Also, the nearly
constant speed during a successful 1-hour track cycling world record supports this
thesis. The last basic pacing profile to be described is the set of parabolic shaped
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strategies, for example, progressively reducing the speed in the first part of the race
and increasing the speed towards the end. Little is known about this type of pacing,
but it has been observed in elite rowing events and also in cycling time trials in hot
conditions, where the body’s core temperature starts to become a limiting factor in
performance.
These strategies are relevant in track cycling, but in road cycling, the courses are
rarely completely flat. For example, the 2017 world championship course mentioned
above had a very steep final climb of 3.4 km length, with a mean slope of over 9 %.
Therefore, it was necessary to save enough energy to perform well on this demanding last segment. The pacing strategy needs to be adapted to varying levels of difficulty in the track. While the basic pacing strategies for flat courses described above
are mainly derived by observing the self-selected strategies of athletes and how successful they were, the little research that is available on variable pacing is mostly
based on simulations. Based on the equation of motion of Di Prampero et al. (1979),
Swain (1997) investigated variations of power output in windy conditions and on
hilly roads. The first modeled time trial was performed on a 10 km long course with
consecutive 1 km uphill and downhill segments with slopes of 0, 5, 10 and 15 %. The
second time trial course was 40 km in length with alternating 5 km segments of headand tailwinds of 0, 8, 16 and 24 km/h. It was shown that with the same mean power
output, time is saved if the power output is varied according to the conditions: it is
advantageous to increase power output on uphill or headwind segments and reduce
power output on downhill or tailwind sections. Atkinson, Peacock, and Passfield
(2007) confirmed these findings, replacing the equation of motion of Di Prampero
et al. (1979) by the more sophisticated and validated model of Martin, Milliken, et al.
(1998). In their simulations, the time savings were even larger than found by Swain
(1997). Experimental trials were performed by Cangley et al. (2011) to confirm these
theoretical results. On a 4 km time trial course with varying slope, 21 participants
performed several rides with constant and variable power outputs. In the trials with
variable power output, time savings of 2.9 % were achieved. This was less than what
was predicted by the model, which was 4 %, but this could be due to the difficulty
of following the variable strategy. Auditory feedback was provided, via an earpiece,
informing the rider every 80 m of the reference power output.
Even though Swain (1997), Atkinson, Peacock, and Passfield (2007), and Cangley et
al. (2011) employed only trial-and-error approaches in terms of the power selection,
they showed that varying the power output can result in saving time if the conditions during the ride vary. The first study to systematically evaluate the best power
variation was done by Gordon (2005). Mathematical methods of optimization were
used to derive the best power distribution on a course with varying, but piecewise
constant, slope. The model of the rider’s power output considers the air resistance,
rolling resistance, and grade resistance; wind and acceleration are ignored. As a
natural extension of the work of Swain (1997), the time needed to finish a climb followed by a descent with a constant slope of ±2.5 % was minimized while fixing the
total amount of work, which is similar to fixing the mean power output. This problem was solved analytically and resulted in a constant speed over the whole course.
Therefore, during the uphill segment, the power output was very large and would
exhaust the rider very quickly. This showed that only fixing the total amount of
work does not lead to practically feasible results. This issue was resolved by replacing the constraint in terms of the total amount of work by a constraint in terms of
exertion, based on the three-parameter critical power model of Morton (1996). With
this extension, on the same course, there was achieved a time savings of only 0.2 %,
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compared to a ride with constant power output. The power variation was −8 W on
the descent and 5 W during the climb. It was shown that the amount of time saved is
increased if the course is split into several consecutive, shorter climbs and descents,
since the rider can recover during the descents. Also, if the course is steeper or the
peak of the hill is not centered, the advantage of a variable strategy becomes clearer.
In these cases, larger time savings were achieved.
The approach of Gordon (2005) has two major flaws considering optimal pacing
strategies for real world courses: Acceleration is not considered and only courses
with a piecewise constant slope were investigated. Generally speaking, on a real
world course, the slope changes continually, which also induces speed variations,
and therefore the acceleration as well as the slope make a significant contribution
to the equation of motion. Wolf and Dahmen (2010)1 extended the work of Gordon
(2005) by replacing the model of the rider’s power output by the more sophisticated
model of Martin, Milliken, et al. (1998), which includes acceleration. This increases
the complexity of the equation, since it is an ordinary differential equation of the
speed instead of an algebraic one. In addition, real world courses were considered.
The slope profile of those courses was derived by altitude measurements from a
cycling computer. Due to the additional complexity of the slope profile as well as
the physical model, numerical methods were employed to solve the optimization
problem, instead of solving it analytically as in Gordon (2005). Considering acceleration also allowed investigating the optimal starting behavior. On a 4 km, flat time
trial, the optimal pacing strategy proposed a sprint start to reach a certain speed as
fast as possible, which then is kept constant until the end. On a steep course, on
the other hand, a constant power output throughout the whole course was advantageous, which indicates a slower start. On real world courses, the nature of the
pacing strategy was similar to the findings of Swain (1997) and Gordon (2005) on
simpler courses: the steeper the course, the higher the power output. A showcase
comparison between a self paced ride on the Schienerberg in South Germany and the
corresponding calculated optimal ride leads to a time improvement of 2.5 % (Wolf
and Dahmen, 2010).
Most of the recent studies investigating pacing strategies have focused on the physiological model. Dahmen (2012) extended the critical power model of (Morton and
Billat, 2004) by multiplying the exertion rate by a saturation function, introducing
four additional parameters. The optimal pacing strategies were calculated by solving the corresponding minimum time optimal control problem. The results were
compared to the optimal pacing strategies derived from the critical power model
and a 3-parameter critical power model (Morton, 1996). The optimal pacing strategy with the extended critical power model had a more realistic behavior during the
start than that of the 3-parameter critical power model, and a more realistic behavior
during recovery phases than that of the critical power model. Furthermore, better
numerical properties were achieved, defining the optimal control problem with this
extended physiological model. Sundström, Carlsson, and Tinnsten (2014a) calculated the optimal strategies with the critical power model and with an extension of
that model developed by Margaria (1976) and Morton (1986). Unfortunately, the
results of the two methods are not really comparable, since for one, an additional
dynamic constraint on the maximum power output was introduced. This constraint
had a very large impact on the resulting strategy, and therefore the optimal strategies
1

For an English language version, see Dahmen, Wolf, and Saupe, 2012.
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with the two different physiological models were also very different. Another extension of the critical power model was proposed by Dahmen (2016). The 3-parameter
critical power model of Morton (1996) was extended by a parameter that basically
controls the exertion rate for high power outputs. The author claims that the behavior is more realistic and the numerical properties are better. Sundström (2016)
just recently presented an extension of the Margaria–Morton model (Morton, 1986).
Unfortunately, this results in a very complex model with a large number of physiological parameters which are hard, if not impossible, to estimate sufficiently well. In
Sundström and Bäckström (2017), they provide optimal pacing strategies with that
model. Interestingly, a positive pacing strategy is recommended for a flat course of
100 km length, while the consensus seems to be that an evenly paced strategy is best
for that kind of course. While the above mentioned physiological models all take
the rider’s power output as the main input, and therefore consider it to be the main
factor regarding fatigue, Fayazi et al. (2013) use a different approach. They assume
that in many cases, exhaustion is not due to a lack of energy resources but due to
muscle fatigue. Based on this assumption, a model for muscle fatigue induced by
the rider’s pedal force was developed. The optimal control problem is redefined as
a problem of the pedal force instead of the power, which makes it necessary to also
include gear ratios and shifting. The physiological model was calibrated by five consecutive climbs of a hill and then was used to calculate the optimal pacing strategy
for a 100 mile race. A qualitative comparison between the optimal strategy and the
actual race showed similar trends. Nevertheless, no time savings were reported, and
the validity of the physiological model remains uncertain as well. The second point
actually holds for all the studies referred to in this paragraph. All these studies are
mainly based on theoretical arguments, and none of them have been actually tested
in practice. Therefore, the validity of the resulting strategies is also uncertain.
Besides the physiological model, other aspects have also been investigated. Sundström, Carlsson, and Tinnsten (2014b) analyzed the impact of course bends on the
pacing strategy. It was shown that a sharp course bend has a significant impact on
the pacing strategy and the resulting finishing time. Unfortunately, the tested course
was very short, which resulted in an all-out effort, which only was interrupted by a
preparation phase before the course bend. This phase can be split into three parts:
a steady state with reduced power, coasting, and breaking. Over the whole course,
the average power and speed were reduced with reduced curve radius.
Since optimal control problems can be quite difficult to solve, Dahmen and Brosda
(2016) investigate the robustness of different formulations of the optimal time problem. This lead to the conclusion that replacing the speed by the kinetic energy in
the physical model as well as penalizing large variations in the power output can
improve the numerical properties of the optimal control problem.
Another interesting application of optimizing pacing strategies has arisen from the
increased availability of electric bicycles. In this case, not only does the rider propel
the bike, but also an additional electric motor. Therefore, similar optimal control
problems can be defined, which additionally incorporate a model for changes in the
battery charge. Minimum time problems (Wan et al., 2014) as well as minimum rider
fatigue problems (Guanetti et al., 2017) have been investigated so far.
In the present thesis, I address different theoretical as well as practical issues that
have not or only very briefly been investigated so far. Chapter 2 provides an overview
of the mathematical models used, and presents the basic optimal control problem
definitions to derive optimal time pacing strategies and how they are solved. In
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Chapter 3 the problem of determining optimal pacing strategies for an individual
rider is extended to two riders. The optimization goal remains the same: the two
riders have to work together in order to finish in the fastest possible time. Therefore, the physical model is adapted in order to consider slipstream effects and the
optimal control problem is extended to two riders who are both free to choose their
strategies. Simulated results are provided for a 5 km, flat course. In the second part
of this thesis, the main objective is to provide evidence about the practical validity of these optimal pacing strategies. This means: can the riding performance actually be improved based on a calculated, optimal pacing strategy, compared to a
self-chosen strategy? Chapter 4 provides an initial answer to that question. In cooperation with the sports science department of the University of Konstanz, a study
of a simulated real world climb was conducted, comparing self-paced rides with
rides following a precalculated optimal pacing strategy. One challenge was a suitable choice of the physiological parameters, something which is mostly ignored in
theoretical papers. Since the results of this study were quite promising, a similar
study will be conducted in the field. Chapter 5 shows some of the work done so far
towards that goal. For a field study, it is important to have a precise physical model,
which means that a good estimate of the course slope should be available (Section
5.1) and that the remaining, most important model parameters, such as rolling resistance and air resistance, be estimated precisely (Section 5.2). Since air resistance
changes with air pressure, the effects of the altitude on the air resistance are investigated in Section 5.3. To provide the rider with the correct feedback, it is crucial
to know the current position on the course. Therefore an experiment was designed
and conducted to evaluate the precision of different position determination methods on a known course (Section 5.4). In order to provide the rider with feedback,
a mobile application is currently being developed. Therefore, I designed the backend functionality for this application and implemented a simulation environment
in MATLAB to test it (Section 5.5). During field tests, not everything is as controllable as in the laboratory. Especially the wind can change the situation compared
to what was expected when calculating the optimal strategy. To account for those
unpredictable factors, the strategy needs to be updated during the ride. A model
predictive control approach as well as a PID controller are developed and tested in
the simulation environment (Section 5.6).
This work is part of the Powerbike project at the Multimedia Signal Processing
Workgroup of the Department of Computer and Information Science at the University of Konstanz. It’s focus is on data acquisition, analysis, modeling, optimization,
and visualization of performance parameters in road cycling. In the beginning of the
project, a simulator was developed to ride real world courses in the laboratory. The
focus was on a realistic power demand on uphill courses and a synchronized video
playback of the course. The simulation was validated by showing a high correlation
between field rides and similar simulated rides in term of speed and corresponding
power output (Dahmen, Byshko, et al., 2011). Lately, the focus of the project has
shifted to modeling the physiological parameters and optimizing the pacing strategies. In order to get a better understanding of the aerobic metabolism and fatigue,
the oxygen uptake during exercises with varying power output was modeled (Artiga Gonzalez et al., 2017). Even though the performance of the models was satisfying, no concrete relation with fatigue was discovered. After doing some theoretical
work on optimal pacing strategies over the last years, the focus is now on obtaining
a proof of the practical benefit of the developed methods for recreational as well as
professional athletes.
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Chapter 2

Modeling and Optimization in
Road Cycling
In this chapter, the fundamental models and methods used in the subsequent chapters will be described. To apply optimal control approaches to optimize pacing
strategies in road cycling, essentially two dynamic models are required, which describe how the effort of the rider is transferred physically as well as physiologically.
The physical model specifies the relation between the rider’s power output and the
resulting speed on the track, taking the occurring physical resistive forces into account. This model will be described in Section 2.1. On the other hand, the physiological model describes the reaction of the human body to a certain power output in
terms of fatigue and will be described in Section 2.2. With these two models in hand,
an optimal control problem will be formulated to calculate an optimal pacing strategy. That means finding a distribution of power throughout a race that minimizes
the time needed to complete the course. The optimal control problem formulation
in the temporal as well as the spatial domain will be described in Section 2.3. In
Section 2.4, different optimal control solvers will be introduced and some examples
of results for the optimal pacing strategies will be provided.

2.1

Physical model

In this section, a model will be described that specifies the relation between the
rider’s power output and the resulting speed on the course. A complete description of this model was first published by Martin, Milliken, et al. (1998). It takes air
resistance, rolling resistance, bearing resistance, inertia, and gravity into account. Incorporating wind tunnel tests to evaluate the aerodynamic drag, and an SRM power
meter (Schoberer, 1994) to directly measure the rider’s power output, they were able
to validate the model on a nearly flat airfield. Thereby, the model explained 97 %
of the variation in the rider’s power output and had a standard error of only 2.7 W
between the modeled and measured power outputs. In contrast, previous models
accounted for only up to 79 % of the variation in time trial performance (T. S. Olds,
K. I. Norton, et al., 1995).
In order to investigate the accuracy of the model of Martin, Milliken, et al. (1998) for
more variable tracks, as they occur in training sessions and races in the field, Dahmen, Byshko, et al. (2011) performed a series of tests on real world uphill tracks. The
slope of the course was determined based on the altitude measurements of a highly
precise differential GPS device (Leica GPS900). This allowed modeling real world
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F IGURE 2.1: Square function preserving the sign. Blue shows the
function defined by the signum function times the square function.
Red shows a continuous, smooth version using a tanh sigmoid function instead of the signum function.

tracks with a precision that is not possible with the data provided by commercially
available cycling computers. The tests were divided into two modeling tasks: using
the measured speed to model the power output, and vice versa. In both cases, the
model accounted for over 98 % of the variation in the recorded data. The mean error
for the power prediction was less than 8 W and the corresponding standard deviation around 20 W. Except for the slightly higher error, these results were comparable
to the results of Martin, Milliken, et al. (1998) on flat tracks and emphasize the good
performance of the model.
The model describes the equilibrium of the rider’s power output and the power
needed to overcome different resistive and energetic forces. It is described by
ηPped = Pair + Proll + Pbear + Pkin + Ppot

(2.1)

where η is an efficiency factor accounting for losses in the chain between the crank,
where the rider’s power output Pped is introduced, and the road. Pair is the power
needed to overcome air resistance, Proll the power needed to overcome rolling resistance, and Pbear the power needed to overcome bearing resistance. Pkin denotes the
changes in kinetic energy and Ppot the changes in potential energy. The demands on
the right hand side of the equation are described in the following by their relation to
the riding speed v by basic physical principles.
Aerodynamic resistance. The power to overcome the air resistance Pair at a certain
speed v is described by
1
Pair = cd Aρv(v + vw )2 sgn(v + vw )
2
where cd is the drag coefficient, A the frontal area, and ρ the air density. The frontal
area mainly depends on the posture on the bike, while the drag coefficient is influenced by a wide variety of factors. For example, loose, casual clothes have a higher
drag coefficient than tight cycling jerseys; also, aerodynamic helmets and bikes reduce the drag coefficient. Besides the riding speed v, also the wind speed against
the riding direction vw is considered. The wind speed vw is negative in the case of a
tailwind and positive in the case of a headwind. The magnitude of vw can become
larger than the riding speed for strong tailwinds, therefore the signum function is required to preserve the wind direction. If no wind is considered, sgn(v+vw ) is always
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positive, and that can therefore be neglected. Since numerical methods, especially
the optimizers used, can not handle the discontinuity of the signum function very
well, a smooth version based on the sigmoid function
sgn(v + vw ) = tanh(α(v + vw ))
is used. The parameter α controls the smoothness of the transition from -1 to 1 and is
set to 1. The resulting square function that preserves the sign is shown in Figure 2.1.
The smoothed version (red) has only very small differences from the non-smooth
version (blue) in a range of about ±2.5 m/s and practically no differences outside
this range.
Rolling resistance. The power to overcome the rolling resistance Proll at a certain
speed v is described by
Proll = µmgv
where m is the combined mass of the rider and bike, g is the acceleration due to
gravity, and µ is the friction coefficient. In road cycling, the rolling resistance mainly
results from the deformation of the tires and therefore the friction coefficient depends on the surface of the road and the material, profile, and air pressure of the
tires.
Bearing resistance. Dahn et al. (1991) describe the torque in each pair of bearings as
a linear function of the rotational speed, and therefore the power output accounting
for losses in the wheel bearings can be modeled by the following quadratic equation
of the riding speed v.
Pbear = β0 v + β1 v 2
with coefficients β0 and β1 .
Change in kinetic energy. When the speed changes, e.g., in acceleration or braking,
the kinetic energy of the combined system of bike and rider changes. The power
associated with these changes in kinetic energy is given by


Iw
Pkin = m + 2 av
rw
where m is the total mass of the rider and bike, Iw the inertia of the wheels, rw the
radius of the wheels, and a the acceleration of the bike. For
 notational
 simplicity, the
Iw
total mass of inertia is summarized in the variable M := m + r2 .
w

Change in potential energy. During climbs and descents, the potential energy of
the system of bike and rider changes. The power associated with these changes in
potential energy is given by
Ppot = mgsv
(2.2)

where m is the total mass of the rider and bike, g is the acceleration due to gravity
and s the slope of the course. The slope is mostly derived from GPS or barometric
altitude measurements. In Section 5.1, several methods for estimating the slope of a
real world track will be evaluated.
Dynamic model. Considering that the acceleration a is the time derivative of the
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TABLE 2.1: Parameters of the physical model. The default values for
the aerodynamic parameters A and cd are taken from Wilson and Papadopoulos (2004). The rolling resistance parameter µ is the value for
asphalt road taken from the Cyclus2 Software. The chain efficiency
η, bearing factors β0 and β1 , and wheel inertia Iw are adopted from
Martin, Milliken, et al. (1998). The standard average value for the the
acceleration due to gravity g and the approximate air density ρ at sea
level and at 20 ◦C are used.

Description
cross-sectional area
bearing factor
bearing factor
drag coefficient
chain efficiency
acceleration due to gravity
wheel inertia
total mass
mass of inertia
friction factor
power output
wheel radius
air density
slope of the course
speed
wind speed
distance on the course

Variable
A
β0
β1
cd
η
g
Iw
m
M
µ
P
rw
ρ
s
v
vw
x

Default value
0.4 m2
0.091 N m
0.0087 N m s
0.7
0.975
9.81 m/s2
0.2 kgm2
80 kg
m + rIw2
w
0.004
0.335 m
1.2 kg/m3
0.0 m/s
-

speed v and that the slope s is a function of the traveled distance x, the model Equation 2.1 is described by the following system of differential equations.
ẋ =
v̇

=

1
v
1
M



ηP
v


− 12 cd Aρ(v + vw )2 − µmg − β0 − β1 v − mgs(x)

(2.3)

An overview of all the parameters of the model is given in Table 2.1.

2.2

Physiological model

The aim of the physiological model is to provide information about the change of
the state of fatigue given a certain intensity of exercise. In this section, a dynamical model based on the concept of critical power introduced by Monod and Scherrer
(1965) will be presented. The basic idea behind this concept is that the rider is capable of accessing two different energy resources: aerobic and anaerobic. The aerobic
energy supply is unlimited in magnitude but can only be accessed at a fixed rate, the
so-called critical power PC . On the other hand, the rate of accessing the anaerobic energy supply is unlimited, but its magnitude Ean is limited. Based on observations of
constant work rate tests, this modeling approach assumes a hyperbolic relation between a constant power output P and the resulting time to exhaustion T , as shown
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F IGURE 2.2: Hydraulic representation of various physiological models. On the left the classical model of Monod and Scherrer (1965), in
the middle the extension with a lowered tube between the aerobic
and anaerobic vessel of Wilkie (1981), and in the right the more complex model of Margaria (1976) and Morton (1986) with two separate
anaerobic vessels.

in Equation 2.4.
T =

Ean
P − PC

(2.4)

Based on Monod and Scherrer (1965), several extensions of the model have been developed. Wilkie (1981) changed the model to account for the observation of oxygen
uptake kinetics that the aerobic resources are not fully available at the beginning of
the exercise. Nevertheless, for periods of exercise longer than ten minutes, this effect
can be neglected (Morton, 2006). This model was further refined by Margaria (1976)
and Morton (1986) by adding a lactic/glycolytic anaerobic energy source. This leads
to a very complex model with a lot of different parameters and has been very difficult to tune for practical applications. These extensions of the original model are
illustrated in the hydraulic models shown in Figure 2.2. In this type of model description, energy resources are represented by vessels containing water which are
connected by tubes, allowing flows between the different vessels. The tap in the bottom represents the power output of the rider and therefore the corresponding drain
of water from the main vessel.
Another approach improving the model was made by Morton (1996). He criticized
how, in the hyperbolic curve of the original critical power model (Figure 2.3, left),
the power output increases to infinity when the time to exhaustion approaches zero.
Therefore, he shifted the curve in order to get a finite value at time zero. This is an
upper bound for the rider’s maximum achievable power output (Figure 2.3, right)
in terms of the instantaneous fatigue. In this model, the time to exhaustion T is
T =

Ean (Pm − P )
(Pm − PC ) (P − PC )

(2.5)

where Pm is the newly introduced parameter providing the power output of instantaneous fatigue.
The above mentioned papers are limited to modeling and predicting the time to exhaustion for constant power or incremental ramp tests. The first to generalize these
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F IGURE 2.3: Hyperbolic relation between constant power output P
and resulting time to exhaustion T . The left picture shows the original
model of Monod and Scherrer (1965) with asymptotes at T = 0 and
P = PC . The right figure shows the three-parameter model of Morton
(1996) with a finite value Pm at T = 0 and an asymptote at P = PC .

models to variable power profiles was Gordon (2005). In order to calculate optimal
power distributions on simple, piecewise constant courses, a rate of exhaustion was
defined based on the three-parameter critical power model (Morton, 1996) shown in
Equation 2.5. The rate of exertion R for a given power output P was defined as
R(P ) =

(Pm − PC ) (P − PC )
1
=
T
Ean (Pm − P )

and therefore the exertion ean at time t is given by
ean (t) =

Z

t

R(P (τ ))dτ

0

With this definition, ean is zero in the state of being totally rested, and is unity at
the point of exhaustion. In the present thesis, a slightly different version of this
approach is used. Instead of the three-parameter critical power model, the classical
one with only two parameters is used. This is mainly for practical reasons: the more
parameters the model has, the harder it is to identify a suitable parameter set and
the more tests are needed. Also, the scaling has been changed from one to zero to
Ean to zero. So, ean does not describe an abstract state of fatigue, but the remaining
anaerobic energy. Therefore, the physiological model can be described in the time
domain by the differential Equation 2.6 with the initial value ean (0) = Ean in a rested
state.
ėan = PC − P
(2.6)
One remaining question is the behavior of the model below critical power, i.e., when
the rider recovers. Since the origin of the critical power model was to predict the
outcome of constant power tests above critical power, it was not designed to provide information about power values below this threshold. Only the generalization
to variable power outputs, described in the paragraph above, allows making predictions in this range. Nevertheless, the validity of these predictions has remained disputable. Tests with intermittent exercise showed a good fit of the model (Morton and
Billat, 2004), but that study looked only at short recovery intervals. Informal simulations for longer recovery intervals showed that the time needed to recover seems to
be underestimated in the sense that the simulated athlete recovers more quickly than

13

2.3. Optimal control problems
A(P )
1

α
P

Pc

F IGURE 2.4: Sigmoid function A(P ) to smoothly change the rate of
recovery below critical power PC . Below critical power, it converges
to the reduction factor α. Above critical power, it converges to 1.

would a real athlete during these periods. A more promising approach was developed in Skiba et al. (2014) by adding a time dependence that exponentially decreases
the recovery rate during the recovery period. This approach is nowadays included
in the very popular open source software application Golden Cheetah1 . Nevertheless, scientifically, it was again only validated for intermittent exercise with short
recovery intervals. Since I focus in this thesis on uphill tracks, only little recovery
is expected. Therefore, the traditional critical power model has only been extended
slightly, by simply damping the recovery rate by a constant parameter α ∈ [0, 1].
To avoid numerical problems, the transition between exertion rates above the critical power and recovery rates below the critical power has been smoothed using the
sigmoid function A(P ) shown in Figure 2.4. This results in the extended dynamic
critical power model described in Equation 2.7.




1−α
P − PC
α+1
ėan = (PC − P )
tanh
+
(2.7)
2
20
2
|
{z
}
A(P )

This model extension has not been validated, but was shown to be practically useful
in the experimental study presented in this thesis (Chapter 4).

2.3

Optimal control problems

In the context of the present thesis, the basic task of finding optimal pacing strategies
is to determine that distribution of power throughout the course that minimizes the
total time needed to complete the course. This naturally leads to an optimal control
problem. In general, this kind of problem can be described as finding a control law
for a given dynamical system that minimizes a certain optimality criterion. Mathematically speaking, it minimizes the cost functional
J = Φ (x(t0 ), t0 , x(tf ), tf ) +

Z

tf

t0

L (x(t), u(t), t) dt

subject to the dynamic constraint
ẋ(t) = F (x(t), u(t), t)
1

http://www.goldencheetah.org/
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path constraints
and boundary conditions

b (x(t), u(t), t) ≤ 0
φ (x(t0 ), t0 , x(tf ), tf ) = 0

where t is the independent variable, x is the state, and u is the control. The optimization interval is defined by the start value t0 and the end value tf . The cost functional
consist of two terms: the Mayer term Φ, which adds a cost based on the states at
the start and end of the optimization interval, and the Lagrange term L, defining
the cost based on the values of the states as well as the control over the whole of the
interval. Here, F denotes the right hand side of the first-order differential equation
defining the dynamical system. The system’s boundary conditions can be specified
by φ. The path constraints are optional and can be used to restrict the trajectories of
the state and control to a certain domain.
Throughout this thesis, different optimal control problems will be considered, depending on the task. Nevertheless, in the following, I will present some basic optimal control problems to determine the optimal pacing strategies for cycling. All
minimize the time needed to complete an individual time trial course in the shortest
possible time, taking into account the physiological abilities of the rider. The first
problem is a very basic formulation in the time domain, the second an extension
based on Dahmen and Brosda (2016), which eliminates some numerical problems,
and the third is an equivalent description, in the spatial domain, of the problem.

2.3.1

The basic optimal control problem in the time domain

In the optimal control problem described in the following, the independent variable
is the time t. This formulation is the most intuitive since the underlying models
described in Sections 2.1 and 2.2 are defined in the time domain and also the variable
that should be minimized is the final time. The optimal control problem in the time
domain is defined as follows.
Minimize the time to finish the course
J = tf
subject to the dynamic constraints
ẋ(t)
v̇(t)

= v(t)

ηP (t)
1
1
2 − µmg − β − β v(t) − mgs(x(t))
= M
−
c
Aρv(t)
0
1
d
2
v(t)

ėan (t) = PC − P (t)
path constraints

and boundary conditions

x0 ≤ x(t)
≤ xf
0 ≤ ean (t) ≤ Ean
x(t0 )
x(tf )
v(t0 )
ean (t0 )

=
=
=
=

x0
xf
v0
Ean

(2.8)
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with the control P and the state (x, v, ean ) including the travelled distance x, the
speed v, and the remaining anaerobic capacity ean . The path constraints ensure that
the rider stays within the course and within the physiological limits of the rider. The
boundary conditions ensure that the whole course is covered, beginning from the
starting point x0 to the finish at xf , define an initial speed v0 , and state that the rider
is fully recovered at the beginning of the ride.

2.3.2

The extended optimal control problem in the time domain

The above optimal control problem has the problem that it is singular. In such cases,
the numerical solution tends to oscillate between the boundary values of the control.
Dahmen and Brosda (2016) suggest introducing a new variable Q to avoid this problem by penalizing large variations in the power output. Additionally, it has been
proposed to replace the speed v by the kinetic energy. This lead to a calculation of
the optimal time strategies that is numerically more robust. The kinetic energy ekin
and its time derivative ėkin are defined by
ekin (t) =

1
2
2 M v(t)

ėkin (t) = M v(t)v̇(t)

(2.9)

with a total mass of inertia M as defined in Table 2.1. Solving Equation 2.9 for the
speed v and its derivative v̇ results in
q
2ekin (t)
v(t) =
M
v̇(t) =

ėkin (t)
M v(t)

and changes the physical model (Equation 2.3) to
q
2ekin (t)
ẋ(t)
=
M
ėkin (t) = ηP − cdMAρ ekin (t) + µmg + β0
q
q
2ekin (t)
2ekin (t)
+β1
+ mgs(x(t))
M
M

(2.10)

With these two changes, the following extended optimal control problem is defined.
Minimize the time to finish the course while limiting the variation in the power
output
Z tf
J = tf + 
Q(t)2 dt
t0

subject to the dynamic constraints
q
2ekin (t)
ẋ(t)
=
M
ėkin (t) = ηP − cdMAρ ekin (t) + µmg + β0
q
q
(t)
2ekin (t)
+β1 2ekin
+
mgs(x)
M
M
ėan (t)
Ṗ (t)

= PC − P (t)
= Q(t)

16

Chapter 2. Modeling and Optimization in Road Cycling

path constraints

and boundary conditions

x0 ≤ x(t)
≤ xf
0 ≤ ean (t) ≤ Ean
x(t0 )
x(tf )
ekin (t0 )
ean (t0 )

= x0
= xf
= 12 M v02
= Ean

where  is used to control the impact of the regularization. The larger  is, the
smoother the resulting optimal power profile. By replacing the speed by the kinetic energy in this formulation of the problem, the division by the state variable v
vanishes. This significantly improves the performance and quality of the numerical
solution.

2.3.3

The extended optimal control problem in the spatial domain

For the numerical solution of optimal control problems, it can be advantageous to
translate the problem from the time domain to the spatial domain. In this case, the
independent variable is the traveled distance x instead of the time t. The big advantage is that the optimization interval is fixed and doesn’t depend on the optimization
variable tf . The time derivative of a function g can be translated to a spatial derivative as follows
dg
dg dx
ġ(t) =
=
= g 0 (x)v(x)
dt
dx dt
with the speed v. If the problem is formulated in the spatial domain, the final time
tf can be obtained from the speed v during the ride, as shown in Equation 2.11.
Z xf
1
tf =
dx
(2.11)
x0 v(x)
Therefore, this optimal control problem in the time domain can be translated to the
spatial domain as follows.
Minimize the time to finish the course while limiting the variation in the power
output
Z xf
1
Q(x)2
J=
+
dx
v(x)
x0 v(x)
subject to the dynamic constraints

ηP (x)
1
v 0 (x) = M
− 12 cd Aρv(x) −
v(x)2
e0an (x) =
P 0 (x) =

1
v(x) (PC −
1
v(x) Q(x)

P (x))

1
v(x) µmg

1
β0 − β1 −
− v(x)

path constraints
and boundary conditions

0 ≤ ean (x) ≤ Ean
v(x0 )
= v0
ean (x0 ) = Ean



1
v(x) mgs(x)
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In comparison to the time domain formulation, the number of states as well as constraints is reduced and the optimization interval is fixed, which should improve the
robustness and runtime of the numerical solvers. Since it is not possible to get rid of
the division by v or ekin respectively in the spatial domain, there is no benefit from
this substitution, and therefore the more intuitive speed formulation is used.

2.4

Solving optimal control problems

Solving optimal control problems is generally quite a hard task and only lately have
powerful solvers become available for end-users. But even with these solvers, some
trial and error attempts are necessary to find the problem formulation and configuration that works best for a specific solver. In this section, the three solvers that are
used in this thesis are presented and it is shown for which kind of strategy optimization problem they are used.
The first solver is GPOPS-II (Patterson and Rao, 2014), which is a commercial thirdparty software for MATLAB (Guide, 1998), developed by RP Optimization Research
LLC2 . It uses hp-adaptive Gaussian quadrature collocation and sparse nonlinear
programming (NLP) to solve multi-phase optimal control problems. To solve the
resulting NLP problem, the already integrated solver IPOPT (Wächter and Biegler,
2006) is used. Furthermore, the software can also handle the commercially available
NLP solver SNOPT (Gill, Murray, and Saunders, 2005). The derivatives required
by the NLP solvers are generated by the automatic differentiation tool ADiGator
(Patterson, Weinstein, and Rao, 2013). In the Bachelor thesis of Brosda (2015), different third-party optimal control solvers for MATLAB were investigated with regard
to optimizing the extended, time domain optimal control problem described in the
previous section. GPOPS-II turned out to be the most suitable tool of the tested
solvers, which were ACADO3 , PROPT4 , and GPOPS-II.
In 2016, FALCON.m (Rieck et al., 2017) was released. It is a promising, freely available optimal control toolbox for MATLAB developed by the Trajectory Optimization
research group at the Institute of Flight System Dynamics at the Technical University
of Munich. In contrast to the variable and self-refining discretization mesh used in
GPOPS-II, FALCON.m uses a predefined, fixed, normal grid. The derivatives that
are needed for the NLP solver are analytically determined by the MATLAB symbolic toolbox. As does GPOPS-II, FALCON.m supports the NLP solvers IPOPT and
SNOPT.
Table 2.2 compares the runtimes of GPOPS-II and FALCON.m to calculate optimal
pacing strategies for the extended optimal control problems. It shows that GPOPS-II
performs better if the problem is defined in the time domain, whereas FALCON.m
does better in the spatial domain. The resulting optimal controls calculated by the
different solvers are shown in Figure 2.5. Except for the result of FALCON.m for
the time domain formulation, the other three results are practically equivalent. This
leads to the conclusion that one should use GPOPS-II if time domain formulations
are required and FALCON.m otherwise. It should also be noted that FALCON.m
reacts very sensitively to the choice of the initial guess and the boundaries for the
optimization parameter tf in the time domain problem. If this guess is too far from
2

http://www.gpops2.com/
http://acado.github.io/
4
https://tomopt.com/tomlab/products/propt/
3
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TABLE 2.2: Comparison of the runtimes of the solvers GPOPS-II and
FALCON.m for the extended optimal control problems in the time
domain as well as the spatial domain. Calculations were done on
an Intel R CoreTM i9 with MATLAB 2016a, GPOPS-II v2.1 and FALCON.m v1.15. The table shows the total time (hh:mm:ss) the algorithms need to calculate optimal strategies for a real world climb at
the Flüela mountain pass (see Chapter 4 for more details).

solver
GPOPS-II
FALCON.m

time domain
00:00:38
00:10:30

space domain
00:09:01
00:01:18

power
(W)

400
300
200
100
0

1

2

3
distance
(km)

4

5

6

F IGURE 2.5: The first 6 km of the optimal power output at the Flüela
pass calculated by GPOPS-II and FALCON.m in the temporal and
spatial domains. The cyan curve shows the result of FALCON.m in
the time domain, the red curve the result of GPOPS-II in the time
domain. The orange curve shows the result of GPOPS-II in the spatial
domain and the blue curve the result of FALCON.m in the spatial
domain.

the real value or if the range of the boundaries is too large, the performance drops
significantly, to the point where no optimal solution is found at all. On rare occasions it was observed that the GPOPS-II time domain solution contained artifacts, as
shown in Figure 2.6: the power output peaked for a short time at an arbitrary position. Even though the reason for this behavior could not be detected, translating the
problem into the spatial domain and solving it with FALCON.m mostly fixed this
issue.
Even though Brosda (2015) showed that the performance of ACADO in solving optimal pacing strategy problems is not as good as GPOPS-II, it proved to be beneficial in
one area, as outlined in the present thesis. In order to validate the optimal strategies
in the field, a model predictive control (MPC) approach was developed to provide
self-correcting feedback to the rider (Chapter 5.6). To continually show some feedback to the rider during the exercise, it has to be implemented on an Android mobile
phone. The ACADO Code Generation tool (Houska, Ferreau, and Diehl, 2011) provides a functionality for generating highly efficient C code to solve MPC problems.
Vukov et al. (2012) validated this toolbox on an overhead crane. The MPC problem
is formulated in C++ using the ACADO toolkit and generates pure and independent
C code. This C code can then be integrated in MATLAB for simulation purposes but
also in an Android project via the Android NDK toolset5 .
5

https://developer.android.com/ndk/
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power
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distance
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F IGURE 2.6: Artifact in the GPOPS-II solution. In some problem
configurations, short, large peaks in the optimal power output were
observed in GPOPS-II solutions for the time domain problem (red
curve). This issue was not present in the FALCON.m solution of the
corresponding spatial domain problem (blue curve).
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Chapter 3

Two-Rider Cooperative Strategies
In this chapter, I will investigate optimal pacing strategies for more than one rider.
In contrast to optimizing pacing strategies for individual time trials, only very few
studies have looked into that field. One of the first was Pitcher (2009), calculating
strategies for two runners. Slipstream effects in running were considered and it was
pointed out that the runner behind can take advantage of this effect and win a race
by taking over shortly before the finish line. Dahmen and Saupe (2014) adapted this
approach to cycling and showed that a similar strategy leads to victory in cycling
on a Tour de France stage. A major limitation in both studies is that the loosing
athlete does not react to the strategy of his opponent. Fiorini (2017) generalized
Pitcher’s approach and modified the optimal control problem to allow both runners
a free strategy. The optimization goal was to minimize the time of the winning runner while considering that the loser had tried to win as well. Nevertheless, it does
not cover the complex dynamics of real races where both riders constantly react on
the strategy of the other rider, which requires solving non-cooperative differential
games problems. Besides being very difficult to solve, the results of these problems
have only little practical relevance since they are obsolete if one of the riders does
not behave as expected, which is normally the case in a competitive race. Therefore,
I focus on cooperative riding. That means, both riders have the same goal: to cover a
certain distance in the fastest possible time. It can be expected, that the riders follow
the proposed strategy, since it benefits both.
In terms of the difference in modeling the cycling dynamics for an individual rider
or for several riders in a group, air resistance plays the key role. Cycling in a group
can reduce the air resistance significantly for riders in the slipstream. In a study of
Barry et al. (2014) the change in air resistance has been investigated in a wind tunnel
for different position configurations of two riders. Riding close behind another rider
gives the largest advantage with a reduction of the air resistance force of about 50 %.
Additionally, the leading rider gains a reduction of about 5 % in this configuration
due to less turbulence and an artificial tailwind produced by the trailing rider. On
the other hand, there is an increase in wind resistance if both cyclists are riding side
by side of about 7 %. If the distance between the two riders increases, T. Olds (1998)
reported a quadratic increase of wind resistance for the rider in the slipstream up to
a wheel gap of 3 m. See the parabola on the right hand side of Figure 3.1. For larger
distances, the impact of slipstream can be neglected.
In this chapter, I provide an extension of the physical model to account for the dynamics between two cyclists and present the optimal control problem for two cooperating riders. The underlying mathematical models, the optimal control problem
and results of numerical simulations are provided. This work has been published in
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slipstream factor
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1
0.8
0.6
−8

leading
−6
−4

side-by-side
−2
0
2

trailing
4
6

8

xd
(m)

F IGURE 3.1: Slipstream factor for wind resistance as a fraction of the
distance between the two cyclists, xd . The orange dots are the measurements of Kyle (1979), and the red curve is the quadratic relation
between gap and reduction in wind resistance determined by T. Olds
(1998), based on Kyle’s data. The cyan dots are the wind tunnel measurements of Barry et al. (2014). The blue curve is the wind reduction
curve defined by our slipstream function r(xd ).

a first version at the Science and Cycling conference 2016 in Caen, France (Wolf and
Saupe, 2017b) and in more detail in an article in the Journal of Computer Science in
Sport (Wolf and Saupe, 2017a).

3.1

Methods

The physical model of Martin, Milliken, et al. (1998), to describe the equilibrium of
the rider’s pedal force and the forces induced by aerodynamic drag, friction, gravity,
and inertia, is used. Slipstream is modeled based on the findings of Barry et al. (2014)
and T. Olds (1998) by smooth exponential functions. The physiological capabilities
of the athlete are modeled by a dynamic version of the critical power concept introduced by Monod and Scherrer (1965) incorporating aerobic and anaerobic energy
resources.

3.1.1

Physical model for two riders

To model the relation between the power output of the rider and the resulting speed
on the course, the well-known model of Martin, Milliken, et al. (1998) is used. It
incorporates aerodynamic drag, gravity, rolling resistance, bearing friction, and inertia and is described in more detail in Section 2.1. This model describes the cycling
dynamics for an individual rider. In order to account for interactions between two
riders, slipstream effects need to be considered. Slipstream changes the air resistance
by a multiplicative factor r(xd ) that depends on the gap xd , which is defined as the
longitudinal distance between the centers of mass of the two riders. Distances in lateral directions are neglected or implicitly covered by our slipstream formula shown
below. Figure 3.1 shows the modelled slipstream effect together with the experimental measurements of Kyle (1979) and Barry et al. (2014) upon which our formula is
based on. The slipstream formula r(xd ) is described as the sum of four exponential
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TABLE 3.1: Parameters of the physical and the slipstream model.

Description
cross-sectional area
bearing factor
bearing factor
drag coefficient
chain efficiency
gravitational acceleration
wheel inertia
total mass
mass of inertia
friction factor
power output
wheel radius
air density
slope of the course
wind speed
bike length
minimum tire gap
length of the race

Variable
A
β0
β1
cd
η
g
Iw
m
M
µ
P
rw
ρ
s
vw
l
dmin
xf

Value
0.4 m2
0.091 N m
0.0087 N m s
0.7
0.975
9.81 m/s2
0.2 kgm2
80 kg
m + rIw2
w
0.004
0.335 m
1.2 kg/m3
0%
0.0 m/s
1.8 m
0.1 m
5000 m

functions in order to approximate the experimental data by a smooth function.
r(xd ) = e1 (xd ) + e2 (xd ) + e3 (xd ) + e4 (xd )
with the exponential functions
e1 (xd ) = −0.053 exp(−(xd + l)2 )
e2 (xd ) =

0.076 exp(−5(xd + 0.07)2 )

e3 (xd ) = −0.053 exp(−(xd − l)2 )
e4 (xd ) = −0.437 exp(−a(xd )(xd − l − dmin )2 )
the sigmoid function
a(xd ) = −1.85 tanh(10(xd − l)) + 2.15
and model parameters as shown in Table 3.1.
Therefore, the model formula for the cycling dynamics for two riders in the time
domain is given by
 P

1
v̇ = M
η v − 12 r(xd )cd ρAv 2 + mgs + µmg + b0 + b1 v
=: Fphysical (x, xd , v, P )

with x being the rider’s current position on the course, v the rider’s current speed,
P the rider’s current power output and xd the gap to the other rider. In Table 3.1 the
model parameters used in the following simulations are provided.
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Physiological model

The athletes’ energy expenditure throughout the race is modeled using the critical
power concept introduced by Monod and Scherrer (1965), which is described in Section 2.2. In this chapter, the basic hyperbolic model provided in Equation 2.4 is used.
It incorporates parameters for the maximum available anaerobic energy (Ean ) and
the rate at which the rider can access the aerobic power supplies (critical power PC ).
If we look at recovery and therefore riding below the threshold critical power, the
anaerobic resources refill and keep refilling even if the maximum anaerobic energy
(Ean ) is reached. In terms of the hydraulic representation in Figure 2.2, this means
that the water flows over the edge of the vessel Ean . In the one rider optimal control
problems, this is avoided by adding a path constrain (e.g. Equation 2.8) to avoid the
remaining anaerobic capacity to exceed the maximum available anaerobic capacity.
This restricts the problem in the following way: if the rider is completely recovered,
he is not allowed to ride below critical power. This assumption is valid for individual time trials, since riding below critical power without further recovery is not
advantageous. For two rider situations on the other hand, it could be of advantage
if the trailing rider rides below critical power even though he is already fully recovered, just to further follow the leading rider. Therefore, a similar path constraint
would limit the problem and exclude probable optimal solutions. To avoid the problem, the physiological model is adapted accordingly: when the remaining anaerobic
resources reach the maximum available anaerobic capacity in recovery phases, the
recovery rate slows down. So, the maximum amount is approached slowly and is
not exceeded. Equation 3.1 shows the extended model.


ėan

=







1
1
ean 20 


(PC − P ) 1 −
tanh
(PC − P ) + 1

2
2
Ean


|
{z
} | {z }
|

=: Fphysiological (P, ean )

a(P )

{z

c(P,ean )

b(ean )

(3.1)

}

The original critical power model is extended by the factor c(P, ean ) which ensures
a smooth convergence to Ean in full recovery phases. Figure 3.2 shows the unrestricted increase of the original critical power model (blue) and the smooth model
extension (brown) to restrict the remaining anaerobic capacity to its maximum value.
In Equation 3.1, the factor c(P, ean ) mainly consists of two parts, a(P ) ∈ [0, 1] and
b(ean ) ∈ [0, 1]. The task of b(ean ) is to decrease the recovery rate if ean approaches
its maximum value Ean , while a(P ) ensures, that the rate is only decreased during
recovery intervals (P < PC ).

3.1.3

Optimal control problem

Strategies are calculated for two cooperating riders, therefore the objective of the
optimization is to minimize the race time of the overall slower rider for a given segment on a course. Additionally, a control parameter is introduced to restrict the
difference in exertion states between the two riders during the ride. To avoid singularities, power variations are penalized for both riders, similar to the extended
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F IGURE 3.2: Behavior of the remaining anaerobic capacity during recovery intervals. The figure in the bottom shows the power output
and the one in the top the corresponding remaining anaerobic capacity. The blue curve shows the basic critical power model (Equation
2.4). The red curve shows the same model but the recovery rate is set
to zero, once the remaining anaerobic capacity reaches its maximum.
Since a certain amount of smoothness is required by the numerical
optimization algorithms, the model extension (Equation 3.1) is introduced (brown).

problem for individual time trials (Section 2.3.2). This leads to the following optimal
control problem:
Minimize the cost functional

Z T
Z T
ean,1 (t) ean,2 (t) 2
2
2
J = T + 1
Q1 (t) + Q2 (t) dt + 2
−
dt
Ean,1
Ean,2
0
0
|
{z
} |
{z
}
limit power variations

limit differences in exertion states

subject to the dynamic constraints
ẋ1 (t)
ẋd (t)
v̇1 (t)
v̇2 (t)
ėan,1 (t)
ėan,2 (t)
Ṗ1 (t)
Ṗ2 (t)

=
=
=
=
=
=
=
=

v1 (t)
v2 (t) − v1 (t)
Fphysical (x1 (t), xd (t), v1 (t), P1 (t))
Fphysical (x1 (t) + xd (t), −xd (t), v2 (t), P2 (t))
Fphysiological (P1 (t), ean,1 (t))
Fphysiological (P2 (t), ean,2 (t))
Q1 (t)
Q2 (t)
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F IGURE 3.3: Optimal strategy for two equally strong riders with
PC = 300 W, Ean = 25 000 J and 2 = 1. The left figure represents the
strategy over the whole flat course of 5 km length, while the right figure gives a detailed view of the overtake process at 83 s, where rider
1 overtakes rider 2. The top graph shows the gap between the two
riders, blue indicates that the first rider is in lead while red indicates
that the second rider is in lead. The following three graphs show the
speed, power and remaining anaerobic work capacity for each rider
during the race. According to the gap graph, rider 1 is represented by
the blue curve and rider 2 by the red.

and the boundary conditions
x1 (0)
x1 (T )
xd (0)
xd (T )
v1 (0)
v2 (0)
ean,1 (0)
ean,2 (0)

=
=
=
≥
=
=
=
=

0
xf
0
0
0.1
0.1
Ean,1
Ean,2

The boundary conditions define that both riders start at the same starting point at
the beginning of the track. The race finishes when Rider 1 crosses the finish line and
Rider 2 is side by side or ahead. Both riders should start from a standing position.
However, since the mechanical model includes a division by the speed, speeds exactly zero are not a feasible option. Therefore, the starting speed is set to 0.1 m/s.
The last two conditions specify that both riders are fully recovered at the beginning
of the race. Furthermore, there are no restrictions on the number of position changes
and the time one rider stays in the lead. This is an outcome of the optimization
algorithm.

3.2. Results
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The optimal control problem is solved numerically by the state-of-the-art optimal
control solver GPOPS-II (Patterson and Rao (2014)). Since the algorithm reacts sensitive to the choice of the initial guess, different starting configurations are generated
and an optimal solution is calculated for each of them. The best of these solutions is
used. Also note, that the problem is defined in the time domain and with the speed
as one of the states. In Section 2.4 it was observed, that for individual time trials,
a substitution of the speed with the kinetic energy is recommended if the time domain problem is solved by GPOPS-II. Nevertheless, for the two rider problem, the
formulation with speed instead of kinetic energy performed much better.

3.2

Results

In the following, simulation results on a 5 km long, flat track are shown. At first, the
optimal strategy for two equally strong riders as well as details of the overtake process are provided. In the following, the influence of the penalty on large differences
of the exertion states of the two riders on the optimal strategy is investigated. This
parameter is crucial to get solutions with a realistic behavior. In the end, changes in
the pacing strategies for weaker/stronger riders are studied.

3.2.1

Strategies for two riders

Figure 3.3 shows the optimal strategy for the basic case: Both athletes are equally
trained with a critical power of 300 W and an anaerobic work capacity of 25 000 J.
The weight 2 controlling the penalty for differences in the remaining anaerobic capacity of the two riders is set to 1, while the regularization weight 1 is set to 10−7 .
The overall strategy can be described the same as optimal strategies for individual
time trials: A short starting phase with maximum power output to reach the target speed as fast as possible, followed by the main phase in which the target speed
is maintained constant. In a short finishing phase, due to complete exertion of the
athletes, the speed slightly drops.
Looking at the gap between the two riders it is observed, that Rider 1 (blue) takes
over the lead right after the start while Rider 2 (red) gets into the ‘sweet-spot’ position of around 1.9 m behind. After 31 s, the riders change position for the first time.
More details on this process are provided in the next section. Overall, they need
to change position seven times in a periodic pattern to achieve the minimum total
race time. Thereby the remaining anaerobic work capacity diminishes roughly linear over the whole race with alternating periods of depletion (leading position) and
reconstruction (trailing position).
The total race time sums up to 6 min and 16 s. The time one rider spends in the
leading position is nearly balanced with Rider 2 (red) leading 51 % and Rider 1 (blue)
leading 49 % of the time. The optimal race-time for one individual rider on the same
course under the same conditions is 6 min and 54 s. That means that compared to an
individual time trial, the race time improves by around 10 % if two equally strong
riders work together.
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300

300

F IGURE 3.4: This figure shows the impact of the penalty of differences
in the exertion state. From a small influence on the top to a large
influence on the bottom, the weight 2 is equal to 0.01, 0.1, 1 and 10.
The graphs on the left show the optimal gap between the two riders
and the graphs on the right show the corresponding anaerobic work
capacity of rider 1 (blue) and rider 2 (red).

3.2.2

Change of leading position

A detailed view of the overtake process is shown in Figure 3.3. Rider 2 (red) is
leading and Rider 1 (blue) is taking over. Preparing the overtake process, first both
riders increase their speed equally, then Rider 1 (blue) reduces the speed slightly to
enlarge the gap right before taking over the lead. This enables Rider 1 to accelerate
into the draft and gain speed while Rider 2 (red) reduces the speed. Therefore, a
very fast change of position is performed, which uses the slipstream in an efficient
way. Rider 1 (blue) reduces the speed after passing, while Rider 2 (red) accelerates
to get back to a common speed. On the way back to a stable riding configuration,
a similar behavior as in the initial phase is observed: The trailing rider is falling
behind further than the sweet spot and then accelerates into the emerged gap. After
that maneuver, both riders have the same speed and keep the gap within the perfect
slipstream distance.

3.2.3

Influence of penalizing differences in the fatigue state

In the previous subsections, the weight for the penalty for differences in the remaining anaerobic work capacity of the two riders was set to one. Figure 3.4 shows how
the strategy changes, if we change this parameter. In the top graph, it is set to 0.01,
which is also the smallest reasonable value since the strategy does not change if it is
further decreased. Which also means, that this corresponds to the optimal strategy
if the penalty term is neglected.
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−2

F IGURE 3.5: Optimal gap for equally trained athletes with different
properties. In the left column the athletes have the same anaerobic work capacity of 25 000 J but a different critical power of 200 W,
250 W, 300 W and 350 W from top to bottom. In the right column, the
athletes have the same critical power of 300 W but a different anaerobic capacity of 15 000 J, 20 000 J, 25 000 J and 30 000 J from top to
bottom.

Rider 1 (blue) starts the race in the lead. After around one fourth of the ride, Rider
2 (red) takes over and remains in the lead until full exhaustion. Then, Rider 1 (blue)
takes over again and likewise stays in the lead until full exhaustion. At that point,
Rider 2 (red) is slightly recovered again and able to lead until the end. In contrast
to the previous results, it is beneficial to distribute the leading periods irregularly in
this scenario. Rider 1 (blue) has two leading periods of medium length while Rider
2 (red) has one long and one very short leading period. Nevertheless, in total both
riders share the lead nearly evenly by 48.4 % (blue) and 51.6 % (red) of the race time.
In this scenario, we have a high discrepancy in the remaining anaerobic capacity
throughout the race. While one rider is highly exhausted, the other one is nearly
recovered. By increasing 2 , the exertion states of the two riders are forced to stay
closer together, which induces more position changes: From top to bottom the number of position changes increases, while the remaining anaerobic work capacity curves
stay closer together. In the extreme case in the bottom, the position changes constantly and both riders are on a comparable exertion level throughout the race.
Since with increasing 2 the problem is more restricted, the optimal race-time increases slightly with 2 . From 6 min and 15 s in the unrestricted case, over 6 min and
15 s in the second, and 6 min and 16 s in the third, up to 6 min and 19 s in the last case.
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Differences in critical power and anaerobic capacity

In this section, the influence of an identically increased critical power or anaerobic
capacity in both athletes is shown. Obviously, the total race-time decreases if we
have stronger athletes, in the case of a higher critical power as well as a larger anaerobic capacity. Figure 3.5 shows the optimal patterns of position changes for different
critical power values in the left and different anaerobic work capacities in the right.
For critical power values of 200 W and 250 W, the pattern of position changes is the
same, while the time of each leading phase is reduced due to the reduced overall
race-time. Interestingly, if the critical power is increased to 300 W or 350 W, an additional position change is advantageous and the leading phases get even shorter. In
case of riders with a critical power of 350 W, we do not have the small gap enlargements before and after the overtake process, and we have a relatively long finishing
turn of Rider 2 (red) compared to the earlier, regular phases. This also leads to a
difference in the leading time of each rider. While for 200 W, 250 W and 300 W the
leading times are nearly equally distributed 50 ± 1 %, for 350 W, Rider 2 (red) is in
the lead for 55 % of the total race time.
In the case of variations in the anaerobic capacity, the results are opposite to the findings of critical power variations. While we get more position changes and shorter
leading phases for stronger riders in terms of a higher critical power, we get less
position changes and longer leading periods for stronger riders in terms of a larger
anaerobic capacity. The leading times are nearly equally distributed with 48.7±0.3 %
for Rider 1 (blue).

3.3

Discussion

The simulations show that significant improvements in the total race time are achieved
if two riders cooperate in an optimal way. The improvement of the total race time of
about 10 % for two equally strong riders is explained by exploiting slipstream effects.
Since over 90 % of the rider’s power output is needed to overcome air resistance at
high speeds (Martin, Milliken, et al., 1998), slipstream plays a major role in the outcome of a mass-start race. In the perfect position, riding right behind each other,
both riders experience a positive effect due to reduced air resistance. Additionally,
while the leading rider has to work harder, the trailing rider can recover and save
energy for his next turn in front. Besides the position changes and the end of the
race where both riders are exhausted, they consistently stay right behind each other
to get the most out of the reduction of air resistance due to the slipstream.
In case of the naive extension of the individual time trial optimal control problem
without the penalty for differences in the exertion state, the results show very few
changes of position and therefore long turns for each rider. Nevertheless, in real
races it can be observed, that positions are changed permanently, in breakaways as
well as team time trials. One explanation for this different behavior can be found in
the exertion states of the two riders during the race. At the end of each leading phase,
the difference is quite large, up to the situation, where one is completely exhausted,
while the other has decent resources left. This can lead to a major disadvantage in
a race situation. In case of a breakaway from the peloton, after working together,
at some point the two riders have to compete against each other again. If at this
point, one of the riders is significantly more fatigued, he has reduced chances to
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win the race. Therefore, none of the riders wants to stay in the lead too long, which
induces more position changes. For this reason, the additional penalty in the cost
function was introduced. The results then behave as proposed, whereby increasing
the influence of the penalty results in a decrease in the difference in the remaining
anaerobic capacity of the two riders and more position changes occur. This way,
depending on how much risk the riders are willing to take, the optimal number of
position changes and therefore the optimal strategy can be determined.
Before the overtake process, an enlargement of the gap is observed. This may seem
detrimental, because the trailing rider leaves the perfect slipstream position earlier
than necessary. However, this gives the trailing rider the advantage to accelerate
into the draft and take this additionally gained speed into the following part, where
he is out of the slipstream and faces the full wind resistance. Martin, Davidson, and
Pardyjak (2007) observed a similar behavior for sprinting applications. Starting 1
meter behind gave the second rider the advantage to win the finishing sprint with
the same power output as the first rider. Since the acceleration and final speed in a
finishing sprint is much higher as in the overtake process, we have a smaller effect in
our proposed strategy. A similar explanation holds for the gap enlargement shortly
after the overtake process. Before changing the position, the leading rider reduces
his speed in order to let the trailing rider pass as quickly as possible. Therefore,
when the riders switch position, the rider whom is overtaken has a lower speed and
has to accelerate to catch up to the speed of the other rider. This is again supported
by accelerating into the draft.
Looking at the behavior of athletes initiating position changes, their approach seems
to be much simpler than the results of our optimization indicate. Mainly, the trailing rider keeps his speed while the leading rider slows down to let the other rider
pass. One reason for the disagreement between mathematical and practical approach could be, that the solution of the mathematical optimizer is too complex to
be applied in practice, since it requires fast, highly synchronized variations in power
output. Additionally, in practical situations often more than two riders are working
together in a group, especially in team time trials where position changes can be
trained and optimized very well. In this case, the dynamics within the group differ
from those of two riders and position changes closer to what can be observed in reality seem beneficial. Indeed, preliminary pilot data from similar optimizations for
a group of three riders supports this hypothesis (see Figure 3.6).
One point that cannot be understood to the extent possible in this study are the
contradictory results when physiological parameters are changed. Changing the
training status of the athletes either by changing the critical power or by changing
the anaerobic work capacity affected the very nature of the strategy. One supposed
few, long turns for weaker riders and more, short turns for stronger riders, while the
other supposed exactly the opposite. This leads to the conclusion, that not only the
absolute values of critical power and anaerobic work capacity are important for the
strategy, but also the relationship between those two parameters. Further investigation of this relationship would also be beneficial for training purposes, to get the
right balance between endurance and interval training, in order to increase critical
power and anaerobic capacity, respectively.
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Conclusions and future work

In this chapter, existing models and optimization approaches for individual time
trials were extended to simulate and improve cooperative rides of two athletes. A
slipstream model based on experimental data has been provided to simulate the
interaction between the two riders. The introduction of a control over the difference
in the exertion states of the two riders allowed implicitly adjusting the number of
position changes as well as the risk coming with one of the riders being significantly
more fatigued. The simulations showed, that the cooperation holds a considerable
advantage for the two riders, which then for example is needed to stay in front of
the peloton in a mass start race. On the other hand, the simulations also showed that
the results behave not necessarily in an obvious manner if we introduce variations
in the physiological parameters of the riders.
Future work will include empirical data for a closer investigation of practical approaches for strategies of two cooperating riders. Comparing successful breakaways
in real races will give more insight in the quality of the simulations. The focus will
be on the pattern of position changes and the practical realization of the overtake
process. On the other hand, the theoretical considerations may help to analyze and
improve racing in practice and increase the chance for a successful breakaway. Another important application are team time trials. Since nowadays teams of six riders
compete in time trials against each other, the problem has to be extended from two
riders to six riders in order to find an optimal strategy for one group. Besides handling the higher complexity of the mathematical problem, also a suitable slipstream
model for several riders is needed to simulate and optimize such rides in general.
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F IGURE 3.6: This figure shows preliminary results of optimizations
for three cooperating riders. The top plot shows the relative distance
of the three riders to each other. In the beginning, the blue rider goes
into the lead, followed by the red rider in the middle and the brown
rider in the rear. In the first and second exchange, the leading rider
falls back to the rear position by reducing his speed, while the other
two riders keep their formation as well as their speed. One part that
needs more work done is the model for air resistance reduction for
three rider configurations. Here, the reduction factor to each of the
other riders is calculated by the model for two riders and the results
added up. The bottom graph shows the reduction for some selected
configurations. The blue dot represents the rider, for whom the reduction is calculated and the red crosses the relative position of the
other two riders. It can be seen, that for example, the reduction of
92 % in configuration 7, with two riders riding directly in front, is too
large. For a valid model, experiments similar to the ones Barry et al.
(2014) conducted would be nescessary to get some reliable values for
key configurations. Then, a smooth, continuous, three dimensional
model needs to be derived from this data providing the reduction
factor for each rider based on the distance to the other two riders.
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Chapter 4

Optimal Strategies in the
Laboratory
All of the previous studies in the field of deploying mathematical models and optimization methods to calculate pacing strategies were mainly of theoretical nature
and it still remains to be shown whether one can improve realistic rides using optimized strategies. For this purpose, an experiment where a mathematically calculated, optimal pacing strategy has been used to provide visual feedback during a
simulated ride on a real world course was conducted in the laboratory. This study
has been done together with Raphael Bertschinger from the department of Sports
Science at the University of Konstanz. He was responsible for the planning and
execution of the laboratory experiments which are outlined in the following.
The experimental setting was designed to answer the following three questions:
• Is it possible to maintain the proposed optimal strategy?

• Does the race time improve using optimal strategy feedback?

• If so, does the race time improve because of the strategy or because of the fact
that there is a pace maker
To do so, five tests were performed on a bike simulator based on a Cyclus2 brake
(RBM elektronik-automation GmbH, Germany) and a customized simulator software (Dahmen, Byshko, et al., 2011). Figure 4.1 shows the visual interface of the
simulator which is projected on the wall in front of the rider. Each series of tests was
performed by six healthy male subjects (mean standard deviation; age = 27.7 ± 4.2
years; height = 182.6 ± 5.3 cm; weight = 76.3 ± 5.3 kg) after giving informed consent.
Subjects were asked to refrain from caffeine and alcohol at least one night and from
intense physical activity at least two days prior the experiment. Table 4.1 shows an
overview over the participants characteristics.
The first test (INC) was an incremental step test to exhaustion starting at 100 W with
increments of 20 W every 3 minutes. The following four tests were simulated rides
on a real course, namely the eastern climb of the Flüela Pass in Switzerland (Figure
4.2). During the first simulated ride (I), the subjects were free in the choice of their
strategy to get familiar with the course and the simulation environment. Instructions
for the second simulated ride (II) were to finish the course as fast as possible, there
was no restriction or cue on the choice of strategy. The next two rides were blinded,
in random order and with feedback on how to ride the course. In one of them (III)
the subjects followed the optimal strategy and in the other one (IV) a manipulated
version of ride II. See Sections 4.1.4 and 4.1.5 for more details on these strategies.
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F IGURE 4.1: Visual interface of the simulator. The top graph shows
the slope profile and the position on the course. In the background
a video of the track is played which is synchronized to the simulated
speed. On the bottom current status information like traveled distance, speed or power output is shown.
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F IGURE 4.2: This figure shows the altitude profile in blue and the
slope profile in red of the eastern climb of the Flüela pass in Switzerland starting in Susch.

In the following the mathematical models, the parameter estimation process, the
optimization problem, the calculation of the different strategies and the results of
the study are described. The results of the study have been published and presented
on the dvs-Workshop Modelling in Endurance Sports 2016 in Konstanz, Germany
(Wolf and Bertschinger, 2016) and the icSPORTS conference 2016 in Porto, Portugal
(Wolf, Bertschinger, and Saupe, 2016).

37

4.1. Methods
TABLE 4.1: Weight, height, and power-to-weight ratio (PTW) at the
lactate threshold of the six subjects and the power offsets ∆P between
ride II and ride IV.

subject 1
subject 2
subject 3
subject 4
subject 5
subject 6

4.1
4.1.1

weight
(kg)
83.1
80.7
72.5
68.5
76.2
77.0

height
(cm)
192
184
182
180
182
176

PTW
(W/kg)
4.6
3.0
4.6
2.8
3.7
3.1

∆P
(W)
3.6
3.6
4.6
4.9
6.1
10.2

Methods
Physical model in the lab

A slightly modified version of the model of Martin, Milliken, et al. (1998), described
in Section 2.1, was used. Due to a bug in the simulator software, the bearing resistances were ignored. Since they only account for a very small percentage of the
overall power consumption, this bug doesn’t have a significant impact on the results.
Another model change was necessary in terms of the inertia involved. In the simulator it is not possible to simulate inertia realistically, so the influence of inertia was
reduced to the impact of the brake’s flywheel. This depends on the fixed mechanical
gear ratio (50/13) and the virtual gear ratio which was chosen by the rider during
the experimental rides. Since a steep uphill course was simulated, riders were using
the smallest available virtual gear ratio of 33/31 most of the time. Therefore, the
contribution of kinetic energy to the model is approximated by
Pkin =
where Ms =

33
32

·


13 2 Is
2
50
rw



33 13
·
32 50

2

Is
v̇v =: Ms v̇v
2
rw

denotes the mass of inertia of the simulator.

To achieve a better numerical stability, the substitution of speed by kinetic energy
as described in Section 2.3 was used. Equation 4.1 shows the final model formula
giving the kinetic energy dynamics Ėkin based on a certain power output P . The
model parameters used for the study are shown in Table 4.2.
ėkin

=

ηP −



ρcw A
Ms ekin

+ µmg + mgs(x)

=: Fphysical (ekin , x, P )

4.1.2

q

2ekin
Ms

(4.1)

Physiological model

To simulate the athlete’s energy expenditure throughout the race the extended critical power model, described in Chapter 2.2, Equation 2.7, was used. Therefore, the
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TABLE 4.2: Parameters of the physical model as they were used in the
simulator and the optimization.

parameters
description
variable
cyclist mass
mrider
bike mass
mbike
total mass
m
gravity factor
g
slope of the course
s
friction factor
µ
wheel inertia
Iw
wheel radius
rw
simulator inertia
Is
mass of simulator inertia
Ms
drag coefficient
cd
air density
ρ
cross-sectional area
A
chain efficiency
η

value
Table 4.1
10 kg
mrider + mbike
9.81 m/s2
Figure 4.2
0.004
0.2 kgm2
0.335 m
0.658 kgm2

33 13 2 Is
2
32 · 50
rw
0.7
1.2 kg/m3
0.4 m2
0.95

physiological model is given by
ėan

=

(PC − P )



1−α
2

=: Fphysiological (P )

tanh



P −PC
20



+

α+1
2



with parameters critical power PC , maximum anaerobic capacity Ean and recovery
reduction factor α provided in Table 4.3 for each rider as estimated in Section 4.1.3.

4.1.3

Parameter estimation

The three parameters PC , Ean and α of the physiological model are determined with
the step test and rides I and II by assuming that the athlete was completely recovered
when the rides started and fully exhausted at the end of each test.
Therefore, parameters were chosen in a way that the remaining anaerobic work capacity is zero at the end of the rides by minimizing its squared error as shown in the
following equation,
3
X
min
ean,i (Ti )2
i=1

where ean,1 (t), ean,2 (t) and ean,3 (t) are the remaining anaerobic work capacities during the step test, ride I and ride II respectively and Ti are the corresponding test
durations. To ensure that the remaining anaerobic work capacity ean stays above
zero, the additional constraints
0 ≤ ean,i (t)
for i = 1, 2, 3 and t ∈ [0, Ti ] are added to the minimization problem. During recovery, the remaining anaerobic resources are limited to their maximum value Ean .
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TABLE 4.3: Physiological parameters of the subjects. The critical
power PC , the anaerobic work capacity Ean , and the recovery damping factor α.

subject 1
subject 2
subject 3
subject 4
subject 5
subject 6

PC
(W)
378
262
330
167
258
288

Ean
(J)
27465
11999
16432
27038
13789
10616

α
0.10
0.49
0.63
0.16
0.20
0.11

Employing the Euler method, the remaining anaerobic capacity during test i is calculated by
ean,i (t0 ) = Ean

ean,i (tj ) = min Ean , ean,i (tj−1 ) + (tj − tj−1 ) Fphysiological (Pi (tj ))

for recorded power values Pi (tj ) at the track-points j = 1 . . . Ni . The minimization
problem was solved with the MATLAB function fmincon and the resulting parameters for each subject are shown in Table 4.3.

4.1.4

Optimal control problem

In order to calculate an optimal strategy, the time tf needed to complete a given
course is minimized. The extended optimal control problem in the time domain, described in Section 2.3.2, is used. This lead to the following optimal control problem.
Minimize the functional
J = tf + 

Z

tf

Q(t)dt

t0

subject to the dynamic constraint
ẋ(t)
ėkin (t)
ėan (t)
Ṗ (t)

p
=
2ekin (t)/M
= Fphysical (ekin (t), x(t), P (t))
= Fphysiological (P (t))
= Q(t)

path constraints

and boundary conditions

x0 ≤ x(t)
≤ xf
0 ≤ ean (t) ≤ Ean
x(t0 )
x(tf )
ekin (t0 )
ean (t0 )

=
=
=
=

0
xf
0
Ean

where P (t), x(t), ekin (t) and ean (t) are the states, Q(t) is the control, and xf is the
length of the course. This problem was solved numerically by the state-of-the-art
optimal control solver GPOPS-II (Patterson and Rao, 2014).
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TABLE 4.4: Total race-times for the self-paced rides II, rides III with optimal strategy feedback and the validation rides IV. There were no significant differences between the calculated optimal race-times and those of rides III. Additionally for rides III the improvement
compared to rides II is provided in relative values as well as whether the subjects were able
to follow the validation feedback in rides IV.

ride II
self-paced
(hh:mm:ss)
00:43:03
01:00:12
00:44:28
01:19:01
00:58:17
00:53:55

subject 1
subject 2
subject 3
subject 4
subject 5
subject 6

ride III
optimal feedback
(hh:mm:ss) (%)
00:42:43
-0.77
00:59:26
-1.27
00:43:55
-1.24
01:16:51
-2.74
00:57:00
-2.20
00:52:10
-3.24

ride IV
validation feedback
(hh:mm:ss) (target time achieved)
00:42:43
yes
00:59:26
yes
00:44:44
no
01:18:42
no
00:57:49
no
00:52:10
yes
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F IGURE 4.3: Power output for subject 1 (left) and subject 5 (right).
The red curve is the calculated optimal power output and the blue
curve is the power output during ride II smoothed with a Gaussian
filter (σ = 150 m).

4.1.5

Forced selfpaced strategy

The idea behind the forced self paced strategy is to see if it is possible to achieve
the same final time as the optimal strategy predicts with the same strategy idea the
subject chose in their self paced ride II. Therefore a constant power offset was added
to the power profile of ride II to theoretically reach the same final time as the optimal strategy does. Table 4.1 shows the resulting power offsets for each rider. The
power offset is calculated by a bisection method starting with an offset range of
[0 W, 10 W]. Since the race time increases monotonic with increasing power offset,
the power range translates to a time range defined by the resulting race times with
power offsets at the lower border, the middle, and the upper border of the power
offset range. If the optimal race time falls into the lower or upper half of this time
range, the corresponding half is further refined. If it is not in the range, the initial
power offset range is extended. This is repeated until a time accuracy of 0.01 s is
achieved or the power offset changes less than 0.01 W.
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F IGURE 4.4: Power output for subject 4. The red curve is the power
output during ride IV and the blue curve is the power output during
ride II. Both are smoothed with a Gaussian filter (σ = 150 m).

4.2

Results

Figure 4.3 shows the strategy chosen by subject 1 in ride II as well as the calculated
optimal strategy. Two main differences in the strategies can be observed: In the steep
sections of the course the optimal strategy suggests a higher power output than the
athlete chose whereas the athlete used this saved energy for a sprint in the end. In
general it is observed, that the optimal strategy is close to a constant power output
with slightly higher values for steep segments and lower values for flat segments.
Nearly all subjects chose a power output lower than the optimal one in the first 10
km and finished the ride with a sprint. Only subject 5 selected a different strategy by
starting with a high power output, decreasing it during the ride and finishing with
a sprint (Figure 4.3).
In the ride with optimal strategy feedback, all subjects were able to follow the proposed strategy and finish with the time the optimal strategy predicted. This resulted
in a reduction of the total race time compared to the self-paced ride II (Table 4.4).
The relative improvement was between 0.8 % and 3.2 % corresponding to time savings between 20 s and 130 s. Three out of six subjects (1, 2 and 6) were able to follow
the validation strategy feedback and thus exactly achieved the target finishing time
identical to that for the optimal pacing strategy. The other three riders (3, 4 and
5) failed in that regard, becoming too exhausted to maintain the proposed power
output in the end of the ride. In Figure 4.4 this behavior is shown for subject 4. Until 10 km the subject was able to perform constantly above ride II but after that the
performance dropped considerable.

4.3

Discussion

In this study we addressed three questions:
1. Is it even possible to maintain the proposed optimal strategy?
2. Does the race time improve using optimal strategy feedback?
3. If so, does the race time improve because of the strategy or because of the fact
that there is a pace maker?

42

Chapter 4. Optimal Strategies in the Laboratory

The first two questions can be answered positively. All subjects were able to follow
the optimal strategy until the end and the total race times improved for all subjects
compared to their own paced rides.
To answer the third question the subjects performed ride IV. The feedback in ride
IV implied a power output constantly above the power output of ride II. Since ride
II was until exhaustion, it should have not been possible to maintain the proposed
power output until the end of the ride. Three out of six subjects confirmed this assumption. They were not able to follow the feedback given in ride IV in the last part
of the race. Nevertheless the other three subjects were able to maintain the strategy
until the end. This indicates that the feedback itself motivated them to access more
energy resources than in their self paced ride.
Therefore question three cannot be answered clearly. Feedback alone enabled most
subjects to improve their race times, even if they were not able to follow it until the
end. But the three subjects that could not follow the feedback in ride IV until the
end clearly showed that there is an advantage using the optimal strategy. In order to
answer the third question satisfactorily and distinguish between improvements due
to the strategy and improvements due to the pace maker, a larger set of participants
would be needed to be able to apply statistical methods and provide an adequate
quantitative justification.

4.4

Conclusions and future work

This experiment showed that the calculated optimal strategy is feasible in a way
that all athletes were able to follow it until the end. Furthermore, it provides an
advantage over the strategy the athletes chose on their own. Even though external
feedback itself already enabled most subjects to improve their performance, a well
chosen strategy like the calculated optimal strategy is required to ensure that the
athlete can finish the race properly and enhance the total race time.
The next step to get closer to real racing conditions is to perform a similar experiment
in the field. Therefore a feedback device is developed, which incorporates a pace
maker based on GPS measurements. Another major challenge arising with field
tests is to consider wind conditions along the track and to provide a corresponding
real-time adaptation of the optimal strategy. These issues are approached in the next
chapter.
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Chapter 5

Modelling and Optimization in the
Field
In this chapter, I will describe some challenges we faced when we adapted the laboratory experiment from Chapter 4 to the field. First of all, there are some uncertainties in the parameters of the physical model. Since the laboratory tests were
performed on our own simulator, the parameters of the underlying physical model,
as well as the model itself, were exactly known. Even though studies have reported
a good performance of the physical model (see Section 2.1), these studies had some
limitations that do not always hold in the conditions of field experiments. Martin,
Milliken, et al. (1998) validated the model on a flat course and used wind tunnel
tests to determine the aerodynamic parameters, neither of which are conditions that
we enjoy. Dahmen, Byshko, et al. (2011) validated the model on variable, real world
uphill courses with literature values and improved the model by calculating an individual parameter set based on a series of calibration rides (Dahmen and Saupe,
2011). The accuracy of the model and the method of parameter estimation rely on
measurements of the altitude profile with differential GPS. This type of measurement requires expensive equipment and is very time consuming. It also suffers from
the problem that the quality of the measurement significantly deteriorates if obstacles, such as trees and houses, are next to the road. For these reasons, we used only
commercially available, affordable, and widely used equipment, such as the Garmin
Edge 1000 cycling computer or the SRM powermeter. In Section 5.1 different methods to gather a slope profile based on barometric altitude data from a Garmin Edge
1000 will be compared to the slope profile based on differential GPS data from a
Leica GPS900.
In Section 5.2, an algorithm to estimate the remaining parameters of the physical
model will be presented. In contrast to the algorithm of Dahmen and Saupe (2011),
it doesn’t rely on differential GPS data over the whole of the course. The last point
that I will address regarding the physical model is the fact that the air resistance
changes with the altitude. This is completely ignored by the validation studies of
Martin, Milliken, et al. (1998) and Dahmen, Byshko, et al. (2011). In Martin, Milliken,
et al. (1998), it didn’t have any effect, since the track was flat and the air density was
directly measured next to the track. The change in air density at different altitudes
and its influence on the air resistance term in the physical model will be studied
in Section 5.3. Since the air density and temperature vary over the course of the
day, and also between regions, the effect of different altitudes on the air resistance is
investigated in the international standard atmosphere, which provides comparable
and constant conditions.
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A general problem of position-based feedback is that it is crucial to know the current
position of the rider on the track. Therefore, a Kalman filter approach based on GPS
and speed measurements is presented in Section 5.4. It provides a real-time position
evaluation on a known course, which allows showing the rider the corresponding
pre-calculated, desired states, such as power or speed. In order to test these methods
under field ride conditions, a simulation environment has been designed. It includes
a simulation of the ride based on the physical model and an implementation of each
part of the feedback application’s backend functionality. With this simulation, one
can test the impact of environmental factors, such as wind or inaccuracies in the
physical model. The simulation environment is described in Section 5.5. In Section
5.6, a model predictive control approach will be presented to control the feedback of
the rider. It can compensate for unpredicted winds, inaccuracies in the parameters
of the physical model, and imprecision in following the feedback in real time.
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Slope profile determination

This thesis focuses mainly on uphill courses, on which the power needed to overcome the differences in altitude can consume over 90 % of the rider’s total power
output (Dahmen, Byshko, et al., 2011). As outlined in Equation 2.2, this power output can be described by
Ppot = mgsv
where m is the mass of the rider and bike, g is the acceleration due to gravity, and
s is the slope of the course. The mass of the rider and bike can be measured quite
accurately with a scale. The Kern MPD1 scale that is used in our laboratory has an
accuracy of 100 g and, therefore, even for a person with a low weight of 50 kg the possible error is only 0.2 %. The acceleration due to gravity ranges from 9.763 92 m/s2
to 9.819 74 m/s2 on earth (Hirt et al., 2013). Using g = 9.81 m/s2 introduces an error
of less than 0.5 % and is expected to be even less in most of the areas usually used
for cycling. The smallest value of g, and therefore the largest error, is observed at the
Nevado Huascarán summit, in Peru, with an altitude of 6768 m. With the small error
introduced by the two parameters m and g, the critical parameter for the accuracy
of modeling the power Ppot is the slope of the course. The slope is usually derived
from altitude measurements, gathered either by GPS or by barometric pressure.
In this section, I present five methods to derive a slope profile from barometric altitude measurements as well as speed and power measurements. The results are
compared with the slope determined by highly precise differential GPS data from a
Leica GPS900 device. This work was presented at the Science and Cycling conference 2017 in Düsseldorf, Germany (Wolf and Saupe, 2018).

5.1.1

Altitude correction of barometric data

The barometric pressure depends not only on the altitude, but also strongly on the
current weather conditions. Therefore, identifying the altitude with barometric pressure fails in cases of extreme weather changes, such as during a thunderstorm. But
also in good weather, the conditions vary over the course of the day and between different regions. That is why there is practically always a drift in the altitude recorded
during a ride by devices using barometric sensors. A method to handle this drift is
presented in the following. It is based on correction data from the SRTM-1 dataset.
The Shuttle Radar Topography Mission (SRTM)2 derives digital elevation models
based on radar measurements. Most parts of the planet, except the most northern
parts and Antarctica, are scanned with a resolution of 1 arc-second, which corresponds to a grid of about 30 m. To gather the altitude from the SRTM-1 dataset that
corresponds to the position recorded by the cycling computer during the ride, GPSies.com3 is used. It is an online platform to plan and view routes based on GPS data
and has an integrated feature to create an altitude profile from the SRTM-1 dataset
for a specific route. So, after recording a track on the road, it is imported to GPSies.com, the corresponding altitude is determined, and the results are downloaded.
Due to the coarse grid of 30 by 30 meters, the SRTM-1 altitude can not be used to
determine the slope directly, but it is suitable for handling the drift in the recorded
1

https://www.kern-sohn.com/shop/en/medical-scales/personal-scales/MPD/
https://www2.jpl.nasa.gov/srtm/
3
https://www.gpsies.com
2
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F IGURE 5.1: Example of altitude correction. The left picture shows
the recorded data. In red: recorded altitude from the barometric sensor; in blue: the corresponding altitude from the SRTM-1 elevation
map. The figure in the middle shows the correction curve (black)
derived by smoothing the differences between the two altitude estimates (brown). In the right figure, the resulting corrected altitude is
shown in red over the SRTM-1 altitude in blue.

barometric altitude. The altitude at one position is always the same in the SRTM1 dataset, while it additionally depends on the atmospheric conditions in the case
of the barometric measurements. Let x be the recorded distance, hbarom the corresponding altitude provided by the barometric sensor, and hSRTM1 the corresponding
altitude provided by the SRTM-1 dataset. The correction algorithm consists of three
steps:
1. Calculate the difference d between the barometric altitude hbarom and the SRTM1 altitude hSRTM1 .
d = hSRTM1 − hbarom
2. Calculate the difference tendency d¯ by smoothing the difference d with a Gaussian filter with σ = 500 m.
3. Calculate the corrected altitude h̄ by adding the difference tendency d¯ to the
barometric altitude hbarom .
h̄barom = hbarom + d¯
The idea behind this approach is to locally preserve the altitude recorded by the
barometric sensor. It reacts with high precision to small changes in the altitude and
for short time intervals, the atmospheric conditions are not expected to change. But
globally, the shape of the curve should conform to the SRTM-1 altitude. Adding the
strongly smoothed difference between the two signal to the original signal should
accomplish this. Figure 5.1 illustrates the algorithm on real data.

5.1.2

Slope determination methods

To calculate the slope, five different approaches have been investigated:
GAU

Gaussian filer and difference quotient

SGO

Savitzky–Golay filter

TIK

Tikhonov regularization

5.1. Slope profile determination
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TABLE 5.1: Parameters of the different methods.

Method
GAU
SGO
TIK
VIR
ETI

Parameter
σ
k
N
α
σv
σP
α1
α2
α3

Description
Standard deviation of the Gaussian filter
Degree of the polynomial
Window size
Smoothing factor
Standard deviation for the recorded speed smoothing
Standard deviation for the recorded power smoothing
Weight for the altitude conformity
Weight for the physical model conformity
Weight for the smoothing

VIR

Virtual slope

ETI

Extended Tikhonov regularization

The first three methods rely only on the altitude measurements: smoothing with a
Gaussian filter and applying the differential quotient, smoothing with a Savitzky–
Golay filter, and applying the Tikhonov regularization method. The fourth method
incorporates only the smoothed speed and power measurements, by calculating the
slope with the physical model. Additionally, the Tikhonov regularization approach
was extended to include the altitude as well as the speed and power measurements.
These methods are described in more detail in the following. An overview of all the
parameters of the methods is provided in Table 5.1.
Gaussian filer and difference quotient
In this method, the altitude data is first smoothed by a Gaussian filter. The backward
differential quotient is then applied to the resulting smoothed altitude to obtain the
slope of the course. This is a straightforward approach, first smoothing the data
series to reduce the noise and then applying the finite difference quotient to calculate
the derivative of the data series. Since the finite difference quotient amplifies the
noise, the amount of smoothing is a trade-off between sufficient noise reduction and
signal fidelity.
The Savitzky–Golay filter
The Savitzky–Golay filter smooths the data by fitting successive subsets of data
points by a low-degree polynomial. The degree of the polynomial as well as the
size of the subsets are adjustable and control the amount of smoothing. Because the
subsets are approximated by polynomials, the Savitzky–Golay filter not only provides a smoothed data series, but also the derivative of this smoothed data series,
since the derivative of the polynomial can be calculated analytically. The advantage
of this is that no difference quotient, which tends to amplify the noise in the original
data series, is required.
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Tikhonov regularization
Knowles and Renka (2014) compared different mathematical methods for numerical
differentiation of noisy data. In dense datasets, the Tikhonov regularization showed
by far the best performance. Translated to our data, the Tikhonov regularization
looks as follows.
The measurements of the altitude h = (h1 , . . . , hm ) are given, for distance instances
x = (x1 , . . . , xm ). The Tikhonov regularization determines a slope profile s = (s1 , . . . , sn )
for an equidistant sampling of the distance, x̄ = (x̄1 , . . . , x̄n ) with a sampling interval
∆x by minimizing
2
E(s) = As − b
h + α kDsk2
(5.1)

with A an integral matrix, defined below, b
h = h − h1 the normalized altitude measurements, α a smoothing parameter, and D a certain difference operator, defined
below. The first term in E(s) ensures that the integral of the slope stays close to the
measured altitude data, while the second term enforces a certain smoothness of the
slope. In the case of noisy altitude measurements, these two goals are contradictory
and their balance can be controlled by the smoothness parameter α. The integral
matrix A is defined by

if xi ≤ x̄j
 0
xi − x̄j if x̄j < xi < x̄j+1
Ai,j =

∆x
if x̄j+1 ≤ xi
and calculates the integral of the slope
differential operator D is defined by

1
1
1 

D=

∆x2 


at the measured distance instances x. The

−2 1

−2 1


.. .. ..

.
.
.

1 −2 1
1 −2 1

It is a second order difference operator. The minimization problem is solved by
setting the gradient of E to zero. This leads to the m-dimensional system of linear
equations

At A + αDt D s = Atb
h

which can be solved by the MATLAB function linsolve using LU factorization.
Virtual slope

If measurements of the speed and power are available, the physical model introduced in Section 2.1 can be applied to estimate the slope of the course. The corresponding altitude is also known as the “virtual elevation” (Chung, 2012). Rewriting
the differential Equation 2.3 of the physical model to isolate the slope smod leads to


1
1
3
2
smod =
ηP − cd Aρv − µmgv − β0 v − β1 v − M av
(5.2)
mgv
2
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using the model parameters given in Table 2.1. The recorded power output as well
as the recorded speed are smoothed by a Gaussian filter to reduce the noise. The
acceleration a is calculated by the backward difference quotient of the smoothed
speed data. Note that for this approach, the literature parameters for the physical
model, provided in Table 2.1, have been used, and that neither wind nor braking are
considered in the model. Since I focus on uphill segments, braking is not expected
to be a problem.
Extended Tikhonov regularization
Since the physical model is linear in the slope, as shown in the previous section,
it can be nicely integrated into the Tikhonov regularization method. A third term
is added to the minimization Functional 5.1 which ensures that the physical model
agrees with the recorded speed and power values as much as possible. The extended
problem is to minimize
E(s) = α1 As − b
h

2

+ α2 kBs − smod k2 + α3 kDsk2

where A, b
h and D are defined by Equation 5.1, smod is defined by Equation 5.2, and B
interpolates the slope at the measured distance instances x. Therefore, B is defined
by
 1
if x̄j−1 < xi < x̄j

∆x (xi − x̄j−1 )


 1 (x̄
if x̄j < xi < x̄j+1
j+1 − xi )
∆x
Bi,j =

1
if xi = x̄j



0
else

where x1 , . . . , xm are the distance instances at which the data is recorded and x̄1 , . . . , x̄n
are the equidistant distance instances at which the slope is calculated by the Tikhonov
regularization method. The parameters α1 , α2 and α3 control the balance between
the three terms. Increasing α1 enforces a better fitting to the recorded altitude, increasing α2 enforces a better fitting of the model to the recorded values of the speed
and power, and increasing α3 enforces a smoother slope. The minimization problem
is solved by setting the gradient of E(s) to zero. This leads to the system of linear
equations

α1 At A + α2 B t B + α3 Dt D s = α1 Atb
h + α2 B t smod
which can be solved by the MATLAB function linsolve using LU factorization.

5.1.3

Practical experiment

Three rides were performed on a 5.3 km long course from Pfyn to Reckenwil in
Switzerland. All were performed in good weather conditions. The altitude, distance, speed and power data were recorded with a Garmin Edge 1000 and an SRM
power meter. In addition, highly precise differential GPS data recorded by a Leica
GPS900 was available on most parts of the course (accuracy < 5 cm). The resulting
differential GPS slope profile is presented in Figure 5.2.
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F IGURE 5.2: Slope profile derived from differential GPS data, measured by the Leica GPS900 device. Only datapoints with an accuracy
better than 5 cm were used. The blue curve shows the difference quotient of the measured altitude and the red curve the slope gathered
by the Gauss method described in Section 5.1.2. The smoothing parameter of the altitude σ was set to 15 m, which corresponds to about
four datapoints.
TABLE 5.2: Parameter estimation. The tested range and resolution of
each parameter as well as the resulting best set of parameters for each
ride and the mean of all three rides are presented.

Method
GAU
SGO
TIK
VIR
ETI

5.1.4

Param
σ
k
N
α
σv
σP
α1
α2
α3

Tested parameters
20, 21, . . . , 75
2, 4, . . . , 8
10, 20, . . . , 300
106 , 106.125 , 106.25 , . . . , 1013
1, 2, . . . , 15
1, 2, . . . , 15
1
−2
−1.75
10 , 10
, 10−1.5 , . . . , 1010
4
4.25
10 , 10 , 104.5 , . . . , 1015

R1
44
2
150
189
4
4
1
324
189

Optimum
R2 R3
32
43
2
2
100 140
188 249
4
4
4
4
1
1
104 564
109 189

Mean
40
2
130
149
4
4
1
334
159

Estimation of the method parameters

The best method parameters were derived by brute force, by testing different parameter sets and comparing the resulting slope profile with the differential GPS reference
for all three tests. The tested parameter sets and the resulting best parameter set for
the three rides are shown in Table 5.2. In the following, the optimal parameter set
for the corresponding ride was used.

5.1.5

Accuracy of the slope

Since the overall goal is to quantify the impact of errors in the estimates of the slope
on the rider’s power output, the error of the slope as well as the resulting modeling
error in power needed to overcome altitude levels is presented. According to the
physical model, the change of potential energy Ppot is
Ppot = mgsv
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F IGURE 5.3: The slopes determined by each method. The orange
curve in the foreground shows the differential GPS reference. Violet: virtual slope; blue: slope derived by the Gauss method; red: from
the Savitzky–Golay filter; brown: from the Tikhonov regularization;
black: from the extended Tikhonov regularization.

where m is the total mass of the rider and bike, g is the acceleration due to gravity,
s is the slope of the course and v is the speed. See also Equation 2.2. The speed was
comparable on all three rides, with mean values of 18.6 ± 0.4 km/h. The root mean
square error (RMSE) and the mean error (ME) of the slope are calculated by
s
N
2
1 P
s
−
ŝ
RMSE =
i
dgps,i
N
ME =

1
N

i=1
N
P

i=1

sdgps,i − ŝi

and of the corresponding potential power by
s
N
2
1 P
RMSE =
mgsdgps,i vi − mgŝi vi
N
i=1

ME =

1
N

N
P

i=1

mgsdgps,i vi − mgŝi vi

where sdgps is the slope derived from the differential GPS recordings and ŝ is the
slope estimated by the proposed methods at the corresponding positions. The mass
of the rider and bike m was measured with a Kern MPD scale and was 81 kg. The
value of g was set to 9.81 m/s2 .
Figure 5.3 shows the slopes given by each of the methods. In all, nine different methods were applied: Gaussian smoothing, the Savitzki–Golay filter, Tikhonov regularization, extended Tikhonov regularization, each based on the recorded altitude with
and without correction, and the virtual slope. The overall behaviors of the slope profile are quite similar for all methods. At around 600 m, an outlier can be observed:
the virtual slope (violet). The most likely explanation for this outlier is braking. It
can not be reconstructed if there actually was any braking involved, but the negative slope indicates that it was a downhill segment, which makes this the most likely.
Nevertheless, the local peaks of the slope profile are estimated more precisely by the
virtual slope as well as the extended Tikhonov approach than by the methods based
solely on altitude measurements.
Looking at the root mean square error shown in Figure 5.4 confirms this observation. The root mean square error, which provides information about the local error
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F IGURE 5.4: Root mean square error (RMSE) and mean error (ME)
of the change in potential energy for the different methods. The first
block shows the results for the altitude based methods without altitude correction, the second block shows the results for the same methods but using corrected altitude values, and the third block shows the
results for the altitude independent virtual slope. The bars denote
the errors during the first ride (blue), second ride (red) and third ride
(brown). The black line shows the average of all three rides.

of the slope estimation, is lowest for the two model-based methods VIR and ETI.
The mean of all three rides is 28.69 W (VIR), 27.45 W (ETI without altitude correction) and 26.83 W (ETI with altitude correction). On the other hand, the mean
root mean square errors of the methods relying only on altitude measurements are
41.52 W (GAU without altitude correction), 41.91 W (SGO without altitude correction),
49.95 W (TIK without altitude correction), 41.85 W (GAU with altitude correction),
42.40 W (SGO with altitude correction) and 50.23 W (TIK with altitude correction).
Surprisingly, the Tikhonov regularization performs worse than the ‘naive’ Gaussian
approach and could not achieve the good results reported by Knowles and Renka
(2014). This indicates that the recorded data is not dense enough. In summary, the
accuracy of the methods incorporating model estimations is roughly around 30 W
(Ppot ) or 0.6 % (slope), and for the methods using only altitude measurements, more
than 10 W worse, with over 40 W (Ppot ) or 0.9 % (slope).
Regarding the root mean square error, there are hardly any differences between the
methods using the altitude correction and those that don’t. On the other hand, it has
a huge impact on the mean error. The altitude correction significantly reduces the
mean error. Especially, the methods using only altitude measurements show their
potential and reduce the mean error to a point where it is practically nonexistent,
with an absolute value of less than 0.7 W. This indicates that the altitude correction works exactly as intended: the original recording is hardly changed locally (so
there is no difference in the root mean square error) but globally reduces the drift
introduced by the barometric measurements (so there is also a smaller mean error).
The virtual slope on the other hand can produce large global errors and is therefore less reliable in this matter. The mean error of that method ranges from -3.1 W
up to 15.9 W. The mean error of the extended Tikhonov regularization, which incorporates altitude measurements as well as model estimations, lies somewhere in

5.1. Slope profile determination

53

the middle, with an absolute value of less than 3 W. In terms of optimizing pacing
strategies, the mean error becomes quite important since it introduces a cumulative
error in the remaining anaerobic capacity of the athlete.
It should be noted that the literature values for the physical model were used in
order to calculate the virtual slope. An individual parameter set that better fits the
rider, the bike, and the track, could improve the performance of the virtual slope,
especially with regard to the poor performance of the mean error. But it remains
that errors introduced by braking or wind can not be handled well.

5.1.6

Conclusion

By representing the error in terms of the power output, a direct measure of the error
that is introduced in the physical model used in the optimization of pacing strategies
is provided. With the altitude correction, the mean error diminishes, which avoids
having the impact of modeling errors add up over time. Moreover, the local modeling error can be reduced by considering speed and power data in addition to the
recorded altitude. None of the methods combines an excellent local and global accuracy. Therefore, it is necessary to specify which criterion is important for the specific
application. If a small local error or a good compromise between small local and
small global error is required, the extended Tikhonov regularization with altitude
correction is recommended. It enjoys a small local error in the virtual slope while
the additional use of altitude measurements provides more stability and a better
global accuracy. In the context of this thesis, the smallness of the global modeling
error of the power output is quite important, since it accumulates in the calculation
of the remaining anaerobic resources. Since it practically reduces the global error
to zero, the Gaussian filter applied to the corrected altitude measurements is used
throughout this thesis, if not stated otherwise.
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Estimating the parameters of the physical model

Modeling and predicting the speed on the course given the rider’s power output in
the field requires good estimates of the parameters of the physical model, such as,
for example, the coefficients specifying the rolling resistance or the air resistance.
These parameters can either be evaluated by individual experiments, for example,
by wind tunnel tests to determine the frontal area and drag coefficient, or conjoined
by field rides selecting that parameter set which best explains the measured data.
When the first physical models were developed, power meters were not yet available. Therefore, the first attempts to estimate the air friction and rolling resistance
were made by towing the bike at constant acceleration as well as coasting down a hill
(De Groot, Sargeant, and Geysel, 1995). Probably due to the additional turbulence of
the air in the towing experiment, the results of the tests were not congruent with each
other. The first systematic approach to estimate the parameters of a model and validate the physical model itself was performed by Martin, Milliken, et al. (1998). The
model parameters were derived individually. The aerodynamic parameters were
obtained from wind tunnel tests. Since the field tests were conducted on the taxiway of an airport, the road gradient could be derived from the construction plans.
The remaining parameters for the coefficients of rolling resistance and wheel bearing friction were taken from other studies. Using an SRM power meter, the model
estimates for the power output could be compared with the recorded values, which
resulted in a low standard error (2.7 W) and a high correlation (R2 = .97).
Since wind tunnel tests are quite expensive and time consuming, other ways of determining the model parameters were derived. Dahmen and Saupe (2011) used
classical parameter estimation techniques to derive an optimal parameter set. On
a calibration track, the speed and power output were recorded. The parameters
were chosen by minimizing the root mean square error between the modeled and
the recorded speed. This parameter set was then compared to a parameter set taken
from the literature. The accuracy of the model improved significantly when using
the optimized parameters on the calibration track as well as on a validation track.
One disadvantage of this method is that differential GPS recordings of the track are
required. They provide the accuracy in the altitude recordings required to derive
a precise parameter set. Another interesting approach to obtain the coefficients for
rolling resistance and air friction was presented by Chung, 2012. It requires a test
track that is circular. The fact that the altitude at the start and the finish are similar
is used to obtain the parameters. Using speed and power measurements allows calculating the slope by the physical model. With this so called virtual slope, a virtual
elevation profile is calculated. The parameters for the aerodynamic drag and rolling
resistance are then modified so that the virtual elevation at the start matches the virtual elevation at the finish. As far as I understand, there is no scientific publication
showing the accuracy of this method so far.
In this chapter, I present a method to derive a parameter set that only requires precise
differential GPS recordings at the start and finish of the calibration segment and is
even independent of those measurements if the calibration segment is circular. The
method is validated using the data recorded in Dahmen and Saupe (2011).
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Parameter estimation by segment work method (SWM)

Instead of comparing the modeled and measured speeds for each point on the course,
as in Dahmen and Saupe (2011), only the work done within certain segments is compared. Therefore, the recorded calibration ride can be split into segments or several
individual recordings can be used. During the ride it is necessary that no braking or
wind is involved. This requirement holds also for the methods presented by Dahmen and Saupe (2011) and Chung, 2012. The optimizer then solves the least squares
problem
N
X
2
min
Wi,model − Wi,measure
(5.3)
µ,cd A,η

i=1

with the optimization variables µ (friction factor for the rolling resistance), cd A (combined parameter of drag coefficient cd and cross-sectional area A), and η (chain efficiency); Wi,model is the estimate of the model of how much work was done in segment i and Wi,measure the corresponding value derived from the measurements. In
the following, it is described how the work is calculated. For the sake of better readability, the index i indicating the segment is omitted since the work calculations are
done for each segment independently. Since three parameters are sought, at least
three segments are required. But for a good estimate, there should be more. Also
each segment should provide new information: a good way to ensure this is to ride
each segment with a different speed.
The work that was done by the rider during the test can be calculated by

Wmeasure =

ZT

P (t) dt

0

where T is the time in which the segment is finished and P (t) the power recordings
within the segment. The corresponding modeled value is described by
Wmodel =


1
Wair + Wroll + Wbear + Wkin + Wpot
η

where Wair , Wroll , and Wbear are the work done to overcome the air resistance, rolling
resistance, and bearing resistances, respectively, while Wkin and Wpot take into account the changes in the kinetic and potential energy. These terms are calculated as
follows.
Work required due to aerodynamic resistance
Wair =
=

RT

0
RT
0

=

Pair (t) dt
1
3
2 cd Aρv(t) dt

1
2 cd Aρ

RT
0

v(t)3 dt
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Work required due to rolling resistance
Wroll =
=

RT
0
RT

Proll (t) dt
µmgv(t) dt

0

= µmg (x(T ) − x(0))
Work required due to bearing resistances
Wbear =
=

RT
0
RT

Pbear (t) dt
β0 v(t) + β1 v(t)2 dt

0

= β0 (x(T ) − x(0)) + β1
Work required due to changes in kinetic energy
Wkin =
=
=

RT

0
RT

=

RT
0
RT

v(t)2 dt

0

Pkin (t) dt
M v̇(t)v(t) dt

0
M
2

v(T )2 − v(0)2

Work required due to changes in potential energy
Wpot =

RT



Ppot (t) dt
mgs(t)v(t) dt

0

change of variables: ϕ(t) = x, ϕ̇(t) = v
x
Rf
= mg s(x) dx
0

= mg (h(xf ) − h(0))

The parameters in these equations are equal to the definitions in the physical model
described in Section 2.1. It can be seen that the slope of the course is no longer
needed, but only the altitude difference between the start and end. If the segment is
circular, this difference is zero and no knowledge of the segment’s shape is required
at all. Since all integrals are independent of the optimization variables µ, cd A, and
η, they can be precalculated, which speeds up the optimization process. Since in
the method of Dahmen and Saupe (2011), a differential equation has to be solved in
each optimization step, the run-time of the SWM is drastically lower. In the real-data
example in Section 5.2.3, the run-time of the optimizer to find the parameter set is
less than one second (0.42 s) for the SWM compared to 3 min and 36 s for the method
of Dahmen and Saupe (2011).
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Implementation of the SWM

The following data needs to be recorded for each segment: the time t, the traveled
distance x, the speed v, and the power P . From the recorded data, the following
entities are extracted for each segment:
dx,i Distance between start and end of the ith segment: x(T ) − x(0).

dv2,i Squared difference in speeds between start and end of the ith segment: v(T )2 −
v(0)2 .
dh,i Difference in altitude between the start and end of the ith segment: h(xf ) −
h(0).
RT
IP,i Integral over the ith segment of the rider’s power output: 0 P (t) dt.
RT
Iv2,i Integral over the ith segment of the square of the speed: 0 v(t)2 dt.
RT
Iv3,i Integral over the ith segment of the cube of the speed: 0 v(t)3 dt.

Simpson’s rule (Pozrikidis, 1998, p. 533) was used to calculate the integrals from
the recorded speed and power data. The altitude could also be obtained from the
cycling computer, but it is highly recommended to record the start and end of each
segment with a highly accurate differential GPS device.
This leads to the condensed, discrete formulation of the minimization problem defined in Equation 5.3:

2
N 
X
1 1
M
min
IP,i −
cd AρIv3,i + (µmg + β0 ) dx,i + β1 Iv2,i +
dv2,i + mgdh,i
µ,cd A,η
η 2
2
i=1

where the parameters m, ρ, g, M , β1 , and β2 were either measured or taken from the
literature. To solve this optimization problem, the MATLAB function lscurvefit
was used. To get fast and stable results, the three optimization variables have been
scaled by the reciprocal of their literature values provided in Table 2.1. These literature values were also used as the starting values for the optimization algorithm.
Furthermore, the objective function was scaled by the reciprocal of the integral over
the rider’s power output.

5.2.3

Field validation

The SWM was tested on the same dataset used in Dahmen and Saupe (2011). Unfortunately, it was not possible to fully reconstruct the result from that study. One
reason for this is that the available data was recorded again after the paper was published, so it contains the same tests on the same courses but with slightly different
data. It consists of two tracks: the first used to determine the model parameters and
the second to validate the model predictions. Each course was traversed back and
forth five times, resulting in ten segments per course.
In Dahmen and Saupe (2011), the optimization parameters were different from the
method described here. Four variables were used according to their dependence on
the speed and the power:
k1 Dependence on power: η
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TABLE 5.3: Model parameters and corresponding modeling error.
Three parameter sets are shown: “Literature” deploys parameters
from literature as shown in Table 2.1, “Optimal a” are the parameters
determined by the SWM, and “Optimal b” are the parameters derived
by the method of Dahmen and Saupe (2011). Additionally, the mean
error (mean) and the root mean square error (rmse) between modeled
speed and recorded speed is shown for the training dataset as well as
for the validation dataset.

Literature
Optimal a
Optimal b

Parameters
µ
cd A
η
0.0040 0.28 0.97
0.0027 0.55 1.01
0.0035 0.55 1.04

Error Training
mean rmse
1.313 1.573
0.009 0.254
0.007 0.251

Error Validation
mean
rmse
1.197
1.465
0.150
0.407
0.144
0.408

k2 Dependence on speed: mgµ + β0
k3 Dependence on speed squared: β1
k4 Dependence on speed cubed: 12 ρcd A
Since the bearing resistances are very small compared to other factors, such as the
air resistance and rolling resistance, the estimation of their parameters β0 and β1 is
quite sensitive. Therefore, these parameters are fixed in the SWM and taken from
the literature (Martin, Milliken, et al., 1998). The remaining parameters are comparable: k1 is equal to the optimization parameter η, while k2 and k4 are proportional
to the optimization parameters µ and cd A. The air density ρ is thereby assumed to be
1.2 kg/m3 ; any error in this parameter is compensated for by the optimization variable cd A. As shown in Section 5.1, the acceleration due to gravity g can be assumed
to be 9.81 m/s2 without any limitation. The mass of inertia M = 89.5 kg consists of
the mass of the rider and bike m = 86.7 kg plus the mass of inertia of the wheels,
which were both derived experimentally in Dahmen and Saupe (2011).
In Table 5.3, the resulting optimal parameter sets for the SWM (Optimal a) as well as
for the method described in Dahmen and Saupe (2011) (Optimal b) are shown. Both
methods deliver similar results. The parameter for the air resistance is the same
for both methods and about twice as much as the literature value. One reason for
this could be that the training data was recorded with the goal of simulating uphill rides, so the rider’s position was upright and therefore the wind resistance is
larger. According to Wilson and Papadopoulos (2004), the derived value for cd A is
located between the value for “road bike, touring position” (0.4 m2 ) and “upright
commuting bike” (0.632 m2 ). In contrast to the larger value for the air resistance,
the determined parameters for the rolling resistance are smaller than the literature
values, less for the SWM than for the method of Dahmen and Saupe (2011). Bicycle
rolling resistance4 provides one of the largest public databases providing practical
tests on rolling resistance for a variety of different tires. For the used tire, a Continental Grand Prix, their results correspond with the literature value. This shows that
determining the parameters individually is not necessarily the best method, and the
model performance can be improved if the model is looked at as one entity. Interestingly, the chain efficiency factor is slightly larger than unity, which physically is
impossible since it implies that the rider’s power output is amplified by the chain.
This could indicate that the SRM powermeter was not calibrated 100 % accurately
and the model compensates for that.
4

https://www.bicyclerollingresistance.com/
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F IGURE 5.5: Measured speeds (black) and modeled speeds for three
different parameter sets; on the training dataset (top figure) and the
validation dataset (bottom figure). The blue curve shows the speed
modeled with literature parameters, the red curve shows the speed
modeled with parameters determined by the SWM, and the brown
curve shows the speed modeled with parameters estimated by the
method described in Dahmen and Saupe (2011).

Since the derived model parameters are quite similar for both methods, it is not surprising that the resulting accuracies of the models are also similar. Table 5.3 shows
the error between the measured and modeled speeds on the training dataset as well
as the validation dataset. Naturally, the accuracy on the training data is higher, with
a root mean square error of about 0.25 m/s, compared to the accuracy on the validation dataset of about 0.4 m/s. In both cases, the accuracy was significantly improved
compared to the accuracy of the model with the literature parameters of 1.57 m/s
and 1.46 m/s respectively. This is also supported by visually comparing the modeled speed with the recorded speed as shown in Figure 5.5. Modeling the speed
with the optimized parameter sets is clearly closer to the recorded values than modeling the speed with the literature parameters. On the other hand, there is practically
no difference between the speeds calculated with the two optimal parameter sets.

5.2.4

Conclusion

Dahmen and Saupe (2011) already showed that the accuracy of the physical model
can be significantly improved by fitting the model to real data instead of using parameters that have been determined in individual experiments under artificial conditions. One main disadvantage of the method used in that study is that hard-to-get
differential GPS altitude data is required for the whole of the course. In this section, I
presented a method that obtained equally good results but only relies on differential
GPS measurements at the beginning and end of the test segment. With an intelligent
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design of the course on which the training data is acquired, even these measurements are not required. If the segments are circular, with the same start and end
points, the effects of changes in altitude cancel out and therefore no altitude measurements are needed at all. In such a scenario, this method could also be compared
with the method of Chung (2012), which uses the concept of virtual elevation to
derive the model parameters. Since circular courses with an altitude difference necessarily also contain downhill segments, it should be noted that for both methods it
is required that no braking is involved.

5.3. Influence of altitude on air resistance
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Influence of altitude on air resistance

The air resistance is correlated to the aerodynamic drag, frontal area, and air density.
The aerodynamic drag and frontal area mainly depend on the position of the rider on
the bike and the shape of the rider and the bike. These parameters have been widely
investigated by wind tunnel tests as well as fluid dynamics simulations (Debraux
et al., 2011). The third parameter, air pressure, depends on the local weather conditions and is therefore very difficult to estimate if it can not be measured directly,
for example, if optimal strategies for future rides are to be developed. Nevertheless,
it is possible to make some general observations: the air density is proportional to
the air pressure and therefore decreases with increasing altitude. It is also inversely
proportional to the temperature, so the air density also decreases with increasing
temperature. Even though this effect is described in one of the earliest works on
modeling in road cycling by Di Prampero et al. (1979) and T. S. Olds, Kevin I. Norton, and Craig (1993), it is, in most studies, assumed to be constant during the ride.
Martin, Milliken, et al. (1998) were the first to show the validity of a mathematical
model of road cycling. They found a high correlation (R2 = .97) between the modeled and the measured power output, and a very low standard error of 2.7 W. The
air density was measured in a wind tunnel close to the test track and assumed to be
constant during the trials, which is applicable in terms of changes of altitude since
the track was nearly flat. Dahmen, Byshko, et al. (2011) validated the same model
on a hill climb. Tests on two tracks with an altitude difference of about 250 m were
performed. Again, a high correlation (R2 ≥ .9) between the modeled power and the
predicted power was observed, with a standard error of about 23 W. In that research,
even though the altitude changed during the ride, the air density was expected to
be constant. This indicates that the influence of altitude on the air density is quite
small and negligible for applications with small differences in altitude, such as in
Dahmen, Byshko, et al. (2011).
To get a better understanding of the effect of altitude on air resistance, in this chapter
I will provide an overview of the required physical equations for air density and air
pressure and show the effect of the air density, temperature, and humidity on the
power output of the rider needed to overcome the air resistance. To exclude weather
effects from the investigation, the atmospheric settings defined in the international
standard atmosphere (Coesa, 1976) have been applied. Note that in the following,
the temperature T is provided in Kelvin (K), the air pressure p in Pascal (Pa), and
the air density ρ in kilogram per cubic meter (kg/m3 ) if not stated otherwise.

5.3.1

International standard atmosphere

The international standard atmosphere defines an idealized model described by Coesa (1976) for the pressure, temperature, and density in different layers of the atmosphere. For our purpose, only the first layer is relevant, since it is valid up to an
altitude of 11 km. Table 5.4 provides an overview of the model parameters used in
the following.
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TABLE 5.4: Parameters defined in the international standard atmosphere for the first layer (Troposphere).

Parameter
Sea level pressure
Sea level temperature
Temperature lapse rate
Relative humidity

5.3.2

symbol
pb
Tb
Lb
φb

value
101325
288.15
-0.0065
0.0

unit
Pa
K
K/m
%

Air pressure vs. altitude

The air pressure p in the international standard atmosphere model at an arbitrary
altitude h of less than 11 km can be determined by the following formula, described
in Stull (2016):

−5.255877
Tb
p = pb
(5.4)
Tb + Lb h

with pb the pressure at sea level, Tb the temperature at sea level, and Lb the temperature lapse rate. The values for these parameters are provided in Table 5.4.

5.3.3

Air density

The air density depends on three quantities: the air pressure, temperature, and humidity. In dry air conditions, the air density ρ is calculated by
ρ=

p
RT

where p is the air pressure, T is the temperature, and R = 287.058 J/(kg K) the
specific gas constant for dry air. In humid conditions, this formula should be
ρ=

p
φpsat
+
RT
Rv T

(5.5)

where φ is the humidity, psat the saturation vapor pressure of water, and Rv =
461.495 J/(kg K) the specific gas constant for water vapor. In the calculation of the
saturation pressure, I follow Orlando, Brionizio, and Lima (2004), who applied the
following formula of Sonntag (1990):
!
4
X
i−1
psat = exp
ai T
+ a7 ln(T )
i=1

with temperature T and coefficients ai described in Table 5.5.

5.3.4

Simulations

To investigate the influence on the air resistance of the different parameters, the altitude in particular, the following scenarios will be considered: (1) the isolated effects
of the pressure, temperature, and humidity; (2) the effect of the altitude as a combination of changes in pressure and temperature, and (3) two real world examples.
The power output needed to overcome air resistance is calculated according to the
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TABLE 5.5: Coefficients of the formula to calculate the saturation
pressure of water.

Coefficient
a1
a2
a3
a4
a7

value
-6096.9385
21.2409642
-0.02711193
0.00001673952
2.433502

TABLE 5.6: Simulation parameters for the aerodynamic resistance
model. See Table 2.1 for more details on the values for cd and A.

Parameter
Drag coefficient
Frontal area
Speed

symbol
cd
A
v

value
0.7
0.4
8.33

unit
m2
m/s

physical mode defined in Section 2.1 by
1
Pair = ρcd Av 3
2

(5.6)

where ρ is the air density, cd the aerodynamic drag coefficient, A the frontal area, and
v the speed. For the simulation, we use the default parameters provided in Table
5.6. The speed of 8.33 m/s (30 km/h) was chosen, because overcoming air resistance
accounts for a significant amount of the energy spent at that speed.
In the first scenario, the three parameters, pressure, temperature, and humidity, were
each varied individually while the other two parameters were assumed to be constant (values from Table 5.4). The pressure was varied from 61 640 Pa to 101 325 Pa,
which corresponds to altitudes from 4000 m to 0 m. The temperature varied from
273.15 K to 318.15 K (0 ◦C to 45 ◦C), and the humidity varied from 0 % to 100 %. These
are ranges that are very unlikely to be exceeded during cycling.
The second scenario investigates the relation between altitude and air resistance.
The air pressure that corresponds to an altitude h is provided by Equation 5.4. To
calculate the air density with Equation 5.5, the humidity and temperature are also
needed. The humidity is assumed to be constant with respect to φb , but the temperature decreases with increasing altitude by Lb starting from Tb at sea level (Table
5.4).
The third scenario treats two examples of real world rides. The first one is a shorter
climb starting at 413 m and ending at 631 m. The temperature at the start was 30 ◦C
and at the end 28 ◦C, while the humidity was constant at 56 %. This track is comparable to the tracks used to validate the model in Dahmen, Byshko, et al. (2011). Since
there are a lot of races where the riders have to face altitude changes of more than
1000 m, we also looked at a track in the island of Gran Canaria, Spain, going from
Maspalomas up to San Bartolomé de Tirajana. This climb starts at nearly sea level
(13 m) and finishes at 940 m. The recorded temperature at the start was 24 ◦C and at
the top of the hill it was 17 ◦C. The humidity was not measured, but estimates made
by the weather forecast services suggest 64 % at the bottom and 37 % at the top. For
both examples, the air pressure was calculated by Equation 5.4 using the recorded
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F IGURE 5.6: Power needed to overcome air resistance at 30 km/h.
Left: power vs. pressure. Middle: power vs. temperature. Right:
power vs. humidity.
TABLE 5.7: The first two lines show the conditions during a ride on
Gran Canaria, Spain, and the following two lines show the conditions
during a ride near Ermatingen, Switzerland. Altitude and temperature were measured, humidity was taken from a weather forecast service, and the pressure, density and the power needed to overcome
air resistance at 30 km/h were calculated. The last column shows the
relative decrease in air resistance and density respectively from the
lower to the higher altitude.

altitude
(m)
13
940
413
631

temperature
(◦C)
24.0
17.0
30.0
28.0

humidity
(%)
64
37
56
56

pressure
(hPa)
1012
905
965
940

density
(kg/m3 )
1.20
1.09
1.13
1.10

power
(W)
97.22
88.50
91.18
89.30

decrease
(%)
9.0
2.1

altitude. To apply Equation 5.5 to calculate the air density, the derived air pressure,
the measured temperature, and humidity estimated by the weather services were
used.

5.3.5

Altitude and air resistance

The results for the first scenario are shown in Figure 5.6. In the investigated ranges,
the power needed to overcome the air resistance behaves nearly linearly in the three
parameters. At a pressure of 61 640 Pa (=4000
b
m), the power needed to overcome
the air resistance is around 40 W less than at sea level, which is a reduction of about
40 %. The air resistance is reduced if the temperature increases, at a rate of 0.32 W/K.
The effect of humidity is very small, only 1 W more is needed to overcome the air
resistance in water vapor than in dry air. In the second scenario, the simultaneous
decrease of pressure and temperature due to an increased altitude is considered.
The result is shown in Figure 5.7. Similar to the first scenario, the air resistance
drops linearly with increasing altitude. The air resistance is reduced by 9.25 % per
kilometer from its value at sea level. For the third scenario, the results are provided
in Table 5.7. The air resistance was reduced by 9 % on a 927 m incline and by 2 % on
a 218 m incline.
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F IGURE 5.7: Power needed to overcome air resistance at 30 km/h in
realtion to the altitude at which the ride is performed. If the altitude
increases by 1 km, the power output drops by 9.25 %.

Looking only at the physics of cycling, it can be noted that the altitude has a significant effect on the air resistance if courses that cover a large change in altitude are
considered. Per kilometer of altitude gained, the air resistance drops by nearly 10 %.
This drop comes mainly from the lower air pressure at higher altitudes. The behavior of the air resistance at different temperatures slightly attenuates this drop, since
at higher altitudes, the temperature normally drops and therefore the air resistance
slightly increases. Humidity has only a minor effect on the air resistance. These theoretical observations indicate that the model performance should be improved by
adding an altitude dependency to the air resistance term. Instead of using a fixed
value for the air pressure, it could be replaced by an altitude dependent function,
reducing its base value ρ0 by 10 % each km and therefore being defined by
ρ(h) = ρ0 −

0.1ρ0
h = (1 − 0.0001h) ρ0
1000

(5.7)

with the altitude h in m. Nevertheless, if a course with only a small altitude gain,
like the climb near Ermatingen shown in Table 5.7, is investigated, using a constant
value for the air density should be sufficient.
When modeling real world rides, the two most important parameters to calculate the
changing magnitude of air resistance, namely, the temperature and the air pressure,
are measured by standard cycling computers like the Garmin Edge 1000. Unfortunately, air pressure is only used internally to calculate the altitude and not stored as
an individual parameter in the data file provided by the Garmin Edge 1000. So, additional external sensors would be required to record the air pressure, or it could be
estimated from the altitude record. Since the weather changes continually, it is very
difficult to determine precise values for modeling future rides. As a rule of thumb,
the reduction of air resistance of about 10 % per kilometer could be used as a correction factor as shown in Equation 5.7. The base value ρ0 could be included in the
parameter estimation process described in Section 5.2, with the combined parameter
cd A.
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Altitude and cycling performance

In terms of optimizing performance on courses with a large altitude gain, it should
be noted that most probably the impact of environmental conditions such as altitude
or temperature on the physiological attributes of the rider is greater than their impact on the air resistance. Gore et al. (1997) showed, in a hypobaric chamber, that
cycling performance decreased significantly when performing at 580 m compared to
sea level. It has also been shown that the performance drops significantly in severe
heat or humidity (Nielsen, 1996). This means that for optimizing performance on
courses with a large altitude gain or in extreme conditions (hot, humid), it is not
only necessary to adapt the physical model, but it is also crucial to adapt the physiological model.

5.3.7

Conclusion

From a theoretical point of view, altitude has a significant influence on the air resistance. Nevertheless, for the practical experiments that are considered in this thesis,
it is not crucial, since they cover only small altitude gains. Additionally, optimal
strategies are currently only tested practically on uphill tracks. On such tracks, overcoming altitude differences makes up the main part of the energy expenditure (see
Chapter 5.1) and due to the low speed, air resistance accounts only for around 5 %
to 10 % of the rider’s power output. Therefore, the reduction of the air density of
around 10 % per km of altitude only has an effect of less than 1 % per km of altitude
on the total power output. This means that even though altitude has an effect on air
resistance, it can be neglected for hill climbs in most practical situations.

5.4. Position determination
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One crucial property of feedback based on the optimal pacing strategy is its dependence on the position. For each point on the course, a certain optimal power output has been precalculated and should be communicated to the rider on reaching
that point. Garmin Ltd.5 , one of the leading manufacturers of cycling computers,
introduced a rudimentary real-time feedback feature with their “Virtual Rider.” It
shows information about how far off the rider currently is, compared to a previous
ride, in terms of time and distance. An initial test of this feature showed that it is
not sufficiently accurate for our purposes. When trying to stay as close to the virtual rider as possible, the distance measure consistently jumped back and forth by
several meters. Therefore, a Kalman filter has been implemented to determine the
current position from speed measurements and GPS coordinates, and was evaluated
by a field experiment.
Using common bike gear, two main sources to determine the current position are
available: a speed sensor, which incorporates an odometer to derive the traveled distance, and the Global Positioning System (GPS). Some newer devices also support
less common global navigation satellite systems, such as GLONASS and Galileo.
Both these measurement methods have their own weaknesses: the distances obtained from the odometer can lead to errors if the rider chooses a slightly different route compared to a reference recording, e.g., by cutting curves. An additional
source of error when using an odometer is that the exact circumference of the wheel
must be known. A small error in this parameter leads to a continuously increasing
error in the calculated distance during the ride. The accuracy of the GPS position on
the other hand strongly relies on satellite coverage and landscape settings and can
be expected to range from 5 m to 10 m (Wing, Eklund, and Kellogg, 2005; Yoshimura
and Hasegawa, 2003). From experience, the best self-reported accuracies of satellite
based positioning on commercially available cycling computers are about 3 m.
In this section, the results of an experiment to evaluate the accuracy of different
methods to determine the position on a predefined course are presented. Three
methods have been investigated: the traveled distance provided by an odometer,
GPS measurements projected onto the course trajectory, and a Kalman filter incorporating both measures. The experiment was conducted on a Tartan track using a
physical marker as a reference position. This work was presented at the 11th International Symposium on Computer Science in Sport 2017 in Constance, Germany,
and published as a short paper in the conference proceedings (Wolf, Dobiasch, et al.,
2017).

5.4.1

Reference trajectory

Since the main goal is to evaluate optimal strategies in the field, it was necessary to
first measure the course. To calculate an optimal strategy, the slope of the course is
needed as a function of the traveled distance from the starting point. As a result,
the optimal power distribution is also a function of the traveled distance. Therefore,
the position on the course is defined as the traveled distance recorded during a reference ride along the trajectory of the course. The traveled distance is provided by
5

http://www.garmin.com
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·

GPS recordings reference ride
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GPS data point during ride
projected GPS data point
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F IGURE 5.8: Schematic representation of the reference trajectory.
First, the reference trajectory was calculated based on measured GPS
coordinates and corresponding distance values. The red dots represent the recorded latitude and longitude GPS coordinates. Through
those points a smoothing spline was placed (blue), the arc length being provided by the recorded distance. With this reference trajectory,
in future measurements, GPS coordinates are projected onto the reference spline to get the arc length of the projected point on the spline
(brown), which corresponds to the reference distance of the recorded
GPS point.

the odometer and the course trajectory by the lateral and longitudinal GPS coordinates. These GPS coordinates are approximated by a cubic smoothing spline with
the MATLAB function csaps (MathWorks, 2002). In this way, the arc length of the
spline corresponds to the recorded distance provided by the odometer.
This allows mapping a GPS position in future rides onto this reference trajectory,
determining the corresponding traveled distance in the reference ride, and obtaining the appropriate optimal power value. The general idea behind the mapping is
illustrated in Figure 5.8. With the measured GPS coordinates in red, a spline is determined. The arc length of the spline corresponds to the traveled distance recorded
by the odometer, which is mapped onto the two dimensional coordinates latitude
and longitude. In addition, the spline trajectory is slightly smoothed to take into
account measurement noise. In subsequent rides, the measured GPS coordinates are
projected onto the spline by searching for the closest node on the spline curve. The
corresponding arc length provides the traveled distance in the reference recording
of the measured GPS position.

5.4.2

Position algorithms

Three methods of deriving the position during a subsequent ride have been considered:
1. Associate the position with the distance provided by the odometer of the external speed sensor.
2. Project the GPS coordinates onto the reference trajectory. See the previous section.
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F IGURE 5.9: Experimental setup: The left picture shows a screenshot
of the application. The number at the top shows the current speed
and the gray box is the button that was pressed each time the marker
was passed. The picture in the middle shows the physical realization
of the marker: a rounded bar, taped on the 50 m line of the track. The
Garmin hub speed sensor is shown in the right picture, mounted on
the hub of the front wheel of the test bike.

3. Use a Kalman filter (Bishop and Welch, 2001) based on the discrete dynamical
system
xt+1 = xt + ∆tvt
vt+1 = vt
with speed v, reference distance x, and sampling interval ∆t = 1 s. The measurements used in the Kalman filter are the values of the speed provided by the
external speed sensor and the reference distance as derived in method 2. The
covariance matrices defining the sensor’s standard deviations were estimated
by previous experiments (see Appendix A). The Kalman filter is described in
more detail in Appendix B.
Method 1 is based solely on measurements by the speed sensor, whereas method
2 incorporates only GPS measurements. To increase the accuracy and compensate
for the shortcomings of these two methods, the data of both sensors is combined in
method 3 using a Kalman filter.

5.4.3

Experimental setting

All the data was collected with an Android application on a Samsung S8 smartphone. The application was generated with the Pegasos framework (Dobiasch and
Baca, 2016). The GPS data was recorded by the phone’s internal GPS sensor, while
the speed and distance were measured by an external Garmin hub speed sensor (Figure 5.9, right). In addition, a button was integrated with the Pegasos front end to
allow the rider to tag specific positions on the road during the ride. Figure 5.9 (left)
shows a screenshot of the application. The smartphone was mounted on the handlebar within reach of the right hand, to allow pressing the button with the thumb
while still being able to hold the handlebar firmly. The speed data was recorded at
a sampling frequency of 3.79 ± 0.71 Hz and the GPS data at a sampling frequency
of 1.00 ± 0.02 Hz. For further use, all the data was resampled uniformly at 1 Hz by
applying a low pass filter in the form of a Gaussian filter with σ = 1 s.
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F IGURE 5.10: The blue curve shows the acceleration in the z-direction
when passing the marker. T = 40 denotes the threshold that is used
to determine the marker’s position. The first data point with an acceleration larger than T is considered the point where the tire first hits
the bar. This point is marked by the red dot. In addition, the vertical
gray bar at 16.17 s shows the time at which the button was pressed.

Two rides were conducted on the fourth lane of a 400 m oval running track. Both
rides were performed on the same bike, by the same rider, who was instructed to
stay in the middle of the lane. Each ride started at the beginning of the 100 m track
and a marker was placed at the 50 m line. In the first design of the experiment, the
rider pressed the button on the smart phone to tag a marked position. To improve
the accuracy of the pressing of the button, the marker was a 2 cm high, rounded
plastic bar, as shown in Figure 5.9 (center), which was passed over in each round.
With this construction, the rider not only had a visual feedback of the position of
the marker but also a haptic one. Since this method relies on the rider’s ability to
press the button at the right moment, the acceleration sensor of the mobile phone
was taken into account to gather more reliable data about the passing of the marker.
More details about the determination of the passing of the marker based on the acceleration data will be provided in the following section. In the first ride, the reference
trajectory was recorded. One lap on the course was performed, the first pass of the
marker tagged the beginning of the lap and the second passing tagged the end of the
lap. This lap was replicated to form a virtual reference ride of 35 laps. In the second
ride, all 35 laps were completed in a row on the track.

5.4.4

Marker detection by acceleration

The mobile phone was mounted flat on the bar, so that the z-axis of the acceleration
sensor pointed towards the ground. Due to the smooth surface of the Tartan track,
the passing of the 2 cm high rounded bar should be clearly seen in the acceleration
in the z-direction. Since the length of the bar is only 7 cm and therefore it is passed
in a very short time, a high sampling frequency of the acceleration sensor was necessary. During the recording, a mean sampling frequency of 500 Hz was observed.
In addition, 99.6 % of the datapoints have a time resolution of less than 7 ms, which
corresponds to a spatial resolution of around 6 cm at 30 km/h. This indicates that it
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F IGURE 5.11: Fine tuning of the marker position. The blue curve
shows the first peak that occurs in the acceleration data when crossing
the first marker. The red curve shows the corresponding data for one
of the subsequent passes, aligned at the marker position determined
by the threshold method. The brown curve shows the refinement of
the marker’s position to best match the relative position of the marker
during the first passing.

should be possible to detect the impact of the bar with an accuracy better than 6 cm
in the experiment.
The blue curve in Figure 5.10 shows one passing of the marker. Around 16.1 s, the
first impact of the bar is observed, followed by two more significant peaks in opposing directions, and then some oscillation afterward. The figure also shows when
the button was pressed, indicating that the marker was passed. The gray, vertical
bar at 16.17 s indicates this event. In terms of this study, the marker’s position is
defined as the time where the tire first hit the bar and therefore where there is the
first detection of a significant peak in the acceleration data. This is simply achieved
by defining a threshold value T . The time stamp of the first data point that exceeds
this acceleration is considered to be the position of the corresponding marker. To
account for inaccuracies due to the sampling rate and to assure the consistency of
the marker position throughout all markers, their position was aligned with the first
occurring peak using the cross-correlation. Figure 5.11 shows this refinement. The
blue curve shows the acceleration curve when the first marker was passed. The distance is normalized to be zero at the detected marker position. The red curve shows
the acceleration curve of a subsequent marker passing, also normalized with the corresponding detected marker position. It can be observed that the acceleration is still
increasing at the marker position in the blue curve, while it has already peaked in
the red curve. This means that the point where the wheel hit the bar was detected
a little bit earlier in the blue curve than in the red one. By calculating the crosscorrelation, it is possible to find the best alignment of the red and the blue curves
and therefore correct the marker position of the red curve. The result is shown by
the brown curve. Figure 5.12 shows the alignment of the acceleration data at each
marker passing normalized with its final marker position.
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F IGURE 5.12: Acceleration curves around each passing of the marker,
aligned at the final marker position. The positions at which the button
was pressed are also shown, by the vertical gray bars.

5.4.5

Accuracy of the pressing of the button

With the acceleration data, an objective and precise way to determine the marker’s
position is available. Since (Wolf, Dobiasch, et al., 2017) only contains the marker
positions determined by the pressing of the button, I will investigate the accuracy of
the button press method to evaluate the validity of the published results. The error
between the two methods is defined as the time difference between the time when
the button was pressed and the time when the tire first hit the bar, as determined in
Section 5.4.4. The mean error is 110 ms with a standard deviation of 40 ms. Considering the speed at the moment the bar was passed, this results in a spatial error of
81 cm with a standard deviation of 27 cm. These results are also illustrated in Figure
5.12. The gray bars show the position at which the button was pressed in relation
to the marker position identifying the first contact with the bar. The button was always pressed after the first contact with the bar, which makes sense since the button
was pressed after the first physical impact of the bar. This delay has no effect on
the results of the original study, because it applied to all markers. The variation of
the difference on the other hand directly introduces an error into the results of that
study. Nevertheless, this error is quite small, with only 40 ms, or, equivalently, 27 cm,
considering that human interaction was involved, and does not change the overall
conclusions of that paper.

5.4.6

Accuracy of the position determination methods

At each marker position, the positioning error was determined as the difference of
the distance in the reference ride and the corresponding distance derived by the
different methods. Figure 5.13 shows these errors of the different position estimation
methods at the marker positions. In the distance returned by the speed sensor, a
clear drift over time can be detected, while the errors of the methods employing GPS
measurements stay within the same range throughout the whole test. Projecting the
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F IGURE 5.13: Position error at the marker points relative to the
marker tags in the reference ride. The blue curve shows the recorded
distance of the speed sensor, the red curve the distance determined
by projecting the GPS coordinate onto the reference trajectory, and
the brown curve shows the result of the Kalman filtering.

GPS coordinates onto the reference trajectory led to a mean error of 0.78 m and a root
mean square error of 1.84 m. The extension using the Kalman filter further improved
these results with a mean error of −0.32 m and a root mean square error of 0.71 m. In
addition, the GPS sensor provided information about the accuracy of the measured
horizontal coordinates for each measured point. The mean self-proclaimed accuracy
at the marker positions was 6.73 m.
In order to determine a precise, absolute position on a course, using only the odometer is obviously not feasible. The error gets larger the longer the ride. Three potential
problems occur if using the odometer alone: (1) A consistently different choice of line
in the test ride compared to the reference ride introduces a drift, as can be seen in
Figure 5.13. Since we chose a course with a high portion of uniform curvature, this
phenomenon most likely was amplified. (2) The total distance is calculated over the
number of rotations of the wheel. So, if the wheel diameter is estimated wrongly, an
error accumulates with each rotation. (3) The distance at the starting point has to be
estimated correctly, since any error that is made there is passed on to all subsequent
measurements. Altogether, the distance provided directly by the odometer is not
suitable for precisely estimating the rider’s position on a given course, and is subject
to many possible failures.
Due to these shortcomings, GPS measurements have to be taken into account. They
provide a global measure, independent of previous measurements, which avoids
having the error constantly increase during the ride. For the pure GPS measurements, a self-proclaimed accuracy of about 6.73 m in the two-dimensional horizontal plane was provided by the sensor. Since the proposed application is to estimate
the position on a given course, the two dimensional GPS coordinates are projected
into one dimension: the distance along the course. This projection significantly improved the accuracy of the determined position. One serious issue with using GPS
alone is that under certain circumstances, the GPS signal can vanish, for example, in
a dense forest or in a tunnel. In such a case, no or only very poor information about
the current position is available. Therefore, a Kalman filter was employed, incorporating GPS and speed measurements. It can handle the loss of sensor information
by using model data and by using both speed and GPS sensors. The accuracy of the
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determined position is further improved by this method. The achieved accuracy of
0.71 m is more than twice as good as with the method projecting the GPS coordinates
onto the spline and nearly ten times better than the self-proclaimed accuracy of the
original GPS measurements.
Another behavior that is not intended is that the position ‘jumps,’ meaning that the
distance difference between two consecutive data points is inconsistent. For a constant speed it should be constant, for a varying speed it should change smoothly
with the speed. This unwanted behavior can be observed in the previously mentioned Garmin Virtual Rider, where the distance to the virtual rider jumps several
meters each instance, e.g., in one case it was observed that it jumped from −5 m to
+5 m in the next time frame, and so on. Since in this experiment the speed changed
very little, the following error measure can be used:
v
u
−1
u 1 NX
t
(xi−1 − 2xi + xi+1 )2
N −2
i=2

calculating the root mean square error of the second derivatives of the position; here,
N is the number of data points and x is the position derived by the corresponding
method at each data point. For the odometer, this results in 0.17 m, for the spline
projection, 0.49 m, and for the Kalman filter, 0.05 m. This means that, especially for
the Kalman filter, the large jumps as observed with the Garmin Virtual Rider are
avoided.

5.4.7

Conclusion

To provide cyclists with feedback during training sessions or races, the precise position on the course may have to be be known. The naive approach, taking the
distance provided by the bike computer, is unstable and cannot be recommended.
A Kalman filter incorporating the GPS position along the course as well as speed
measurements provides stable and accurate values for this distance. The achieved
accuracy of 0.71 m should be good enough for most practical applications and is
better than using only GPS coordinates. Future research will apply this method to
provide real-time feedback to finish a course in the shortest possible time. A strategy
for the whole course will be precalculated, and during the ride, the proposed speed
for the current position will be presented to the rider.

5.5. Workflow and simulation of a field application
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In order to validate optimal pacing strategies in the field, it is necessary to communicate the strategy to the rider. This can be done using mobile devices, such as mobile
phones or bicycle computers. Garmin Ltd., one of the leading manufacturers of cycling computers, recently opened their infrastructure to third party developers and
provides an API (Connect IQ6 ) to write applications for their cycling computers and
smart watches. The applications can be published and sold in their own app store7 .
The API allows developing different app types, which define the level of access to
the system. By now, all app types are available for the cycling computer Edge 1000,
which is the one used in our project. Nevertheless, when we started to develop the
system, this was not the case, and only the lowest level was available, which doesn’t
offer enough freedom for our purposes. Therefore, it was decided to develop an Android application from scratch. Most modern smart phones support ANT+, which
allows connecting external sensors like a power meter or speed sensor, include GPS
for the position determination, and have enough computational power to perform a
certain degree of strategy optimization in real time.
In this chapter, I will present the workflow of the application. The required measurements and computations for a functional app are shown. To test this workflow as
well as the strategy adaptation presented in Section 5.6, a simulation environment
has been developed in MATLAB. This allows testing and developing the backend
functionality of the app in MATLAB without having to do time-intensive field tests
with the final product. It can also be used to generate test data for the different steps
in the workflow. This helps to develop the Android application, since every part can
be tested individually.

5.5.1

Application workflow

Figure 5.14 shows the proposed workflow of the applications backend functionality.
In the following, I will go over each block individually and provide more information on its function.
Initialize
The initialization block has to be done externally, prior to the ride. The track is
recorded and the position mapping is created (Section 5.4.1). Also, the optimal strategy is calculated (Section 2.4). The sampling time of the application is set to 1 s, the
update horizon is defined, and the remaining anaerobic capacity is set to its maximum value, meaning that the athlete starts the test in a fully rested state.
Start
The laboratory experiment (Section 4) showed that starting from a standing position
is quite hard, since there is a great variability in the power output, something which
is very difficult to follow. Therefore, a controlled and sufficiently high starting speed
6
7

https://developer.garmin.com/connect-iq
https://apps.garmin.com/
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initialize
state reference: Pref (x), vref (x), ean,ref (x)
position reference: Dref : (lat, lon) 7→ x
sampling time: ∆t ← 1 s
mpc horizon: ∆x
initial values: ean (t = 0) ← Ean
start ride with constant
power/speed below PC ahead
of the actual time trial course
get measurements at time t
output: speed v(t), power P (t)
GPS-coordinates lat(t), lon(t)

wait for ∆t

determine position with Kalman filter
input: lat(t), lon(t), v(t), Dref
output: distance x(t)

store data for time t
t, x(t), v(t), P (t), Pb(t), ean (t), P∆t

calculate smoothed power
input: P (t), P (t − ∆t), . . .
output: smoothed power Pb(t)

calculate remaining anaerobic capacity
input: ean (t − ∆t), Pb(t), ∆t
output: anaerobic capacity ean (t)

yes

x(t) < 0
no

x(t) > xf

yes

stop

no
update reference strategy
input: x(t), Pb(t), ean (t), Pref , vref , ean,ref
output: Pupdt (x(t)),. . . ,Pupdt (x(t) + ∆x)
optimal power during next time step
input: Pupdt (x(t)),. . . ,Pupdt (x(t) + ∆x), ∆t
output: next optimal power P∆t
create feedback for the rider
input: P∆t , Pb(t)
output: rider feedback

F IGURE 5.14: Field feedback workflow.

at the beginning of the optimization segment is favored. Also, the Kalman filter, to
determine the current position on the course, needs a little time to adjust if the initial
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position guess is not 100 % accurate. For these reasons, the ride starts a few hundred
meters ahead of the actual optimization segment. This gives the rider enough time to
slowly, without inducing fatigue, reach the speed that is required at the beginning
of the optimization segment and the Kalman filter can adjust to a precise position
estimate.
Get measurements
When the test starts, first all the measurements of the sensors are gathered. The
internal GPS sensor of the mobile phone provides the latitude and longitude coordinates at the current position, the external speed sensor provides the current speed,
and the external power sensor, e.g., an SRM crank or Powertap hub, provides the
current power output of the rider.
Determine position
As shown in Section 5.4, a Kalman filter incorporating the measured speed and spatial GPS coordinates is used to estimate the current position along the course.
Calculate smoothed power
For further processing, the noisy power output needs to be smoothed. In the simulation, the average value of the last 5 measurements is used. Whether that is also a
good range for the field tests still needs to be determined.
Calculate remaining anaerobic capacity
The remaining anaerobic resources are calculated by integrating the depletion rate
of the physiological model starting from a fully filled state. In case of the simple
critical power model, the current remaining anaerobic capacity would be calculated
by
ean (t) = ean (t − ∆t) + ∆t (PC − P (t))

where ∆t is the time difference to the last time step, ean (t − ∆t) is the remaining
anaerobic capacity in the last time step, PC is the critical power, and P (t) is the
smoothed measured power output. Therefore, at each instance in time, the remaining anaerobic resources are known.
Is the rider within the optimization segment?
Knowing the position on the course allows checking whether the rider is in the optimization segment or not. The first decision box checks whether the rider still has not
reached the start of the optimization segment. In this case, the measured and calculated data are stored and after the sampling time, the whole procedure is repeated.
The second decision box checks whether the rider has completed the optimization
segment. If so, the test is over. If none of these two criteria are satisfied, the rider is
still within the optimization segment and proper feedback needs to be generated.
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Updating the reference strategy
It can happen that the current states are different from the corresponding ones in the
reference strategy (optimal pacing strategy). For example, one reason for this could
be that the rider didn’t follow the feedback properly and was riding always a little
bit below the power requirement. In this case, the rider would have more remaining
anaerobic capacity than expected and can go slightly faster in the future. The opposite would be the case if the rider had followed the power requirement, but had
faced a headwind in the first part of the ride. Due to the headwind, the speed and
the traveled distance would then be less than expected. Therefore, the rider would
have to continue with a lower power output than the optimal pacing strategy suggests, in order to avoid premature exhaustion. Section 5.6 shows some approaches
to handling this issue and updating the reference strategy accordingly. The reference
strategy is always updated until a certain horizon into the future, which should be
substantially larger than what is covered in the next time step.
Optimal power during the next time step
From the updated reference strategy, the required power output during the next time
step is determined. For the simulation, simply the power output in the reference
strategy at the next time step is used. Since humans have a certain delay in their
response time, for the field experiment it should be considered to also take future
values into account.
Feedback for the rider
In the end, the proper feedback must be calculated and shown to the rider via the
application’s front end. One solution would be to show the difference between the
current power output and the required power output. The best type of feedback
should be determined using user studies in the laboratory and in the field to take into
account human limitations, such as the response time or the amount of concentration
required to process the feedback. In the simulation, simply the absolute power value
derived in the previous step was forwarded to the virtual rider.

5.5.2

Simulation

In order to test this workflow, a simulation environment was developed. This has
an advantage over field rides, in that conditions can easily be changed and their
influence on the whole ride is then directly quantifiable. For example, what happens
if the rider faces a headwind during the ride? Futhermore, it provides a great benefit
for the development and bug-fixing of the mobile phone application. The simulation
can provide input–output pairs for each single block. So the code can first be tested
individually on these small test cases before the application as a whole is tested in
time-consuming field tests. For a realistic simulation, it is necessary to simulate the
ride itself and the corresponding measurements, highlighted by the red, dotted block
in Figure 5.14. The individual steps of simulating the dynamics during the real ride
are shown in Figure 5.15 and will be described in more detail in the following.
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input
optimal power for next time step: P∆t
position reference: Dref : x 7→ (lat, lon)
current states: x(t), v(t)
sampling time: ∆t
add rider perturbation
input: P∆t
output: Pb∆t ← P∆t + N (0; 24)

calculate speed and distance corresponding to the applied power output
input: Pb∆t , x(t), v(t)
output: x(t + ∆t), v(t + ∆t)
solve the dynamical system of the physical model in the interval [t, t + ∆t]
get spatial position
input: x(t + ∆t)
output: lon(t + ∆t), lat(t + ∆t)

al
ption

o

opt

l
iona

mean power perturbation
select non-zero mean value to
simulate a constant deviation
from the proposed power
add model perturbation
introducing wind or changing
model parameters like aerodynamic drag or rolling friction
add slope perturbation
s(x) ← s(x) + N (0; 0.009)

add sensor perturbation
v(t + ∆t) ← v(t + ∆t) + N (0; 0.042)
lon(t+∆t) ← lon(t+∆t)+N (0; 0.0000049)
lat(t + ∆t) ← lat(t + ∆t) + N (0; 0.0000084)
output
simulated measurements at the next time
instance:
v(t + ∆t), Pb∆t , lon(t + ∆t), lat(t + ∆t)

F IGURE 5.15: Simulation of the measured states during one time step
in the field ride during the feedback loop.

Input
The inputs for the simulation are the power output required to be maintained for
the next time step, the current states (distance traveled on the course and speed), the
position mapping between the distance traveled and the spatial coordinates, and the
sampling interval ∆t. Based on this data, the speed and position after ∆t is derived.
Add rider perturbation
It is not possible for the rider to follow the feedback exactly. Therefore, a normally
distributed, random value is added to the feedback power value. The standard deviation as chosen, considering the experimental findings presented in Appendix A.2,
to be 24 W. Futhermore, the mean value of the perturbation can be chosen to be
different from zero, which simulates the rider’s performing below or above the requirement on average.
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Calculate speed and distance
The physical model described in Section 2.1 is employed to simulate the ride itself.
Based on the power output of the rider derived in the previous block, the traveled
distance and the speed at the end of the next time step is calculated. This means that
the differential Equation 2.3 is solved on the interval [t, t+∆t] with the current speed
and distance being the starting values and the rider’s distorted power output being
the control. The differential equation is solved by the MATLAB function ode45.
In this step, additional external perturbations can be introduced by changing the
underlying model parameters. The effects of the wind can be simulated, as well as
inaccuracies in the model parameters, such as, for example, the rolling resistance.
Since the model is never 100 % correct, this is an important feature for seeing how
the application behaves in the case of certain inaccuracies. Futhermore, inaccuracies
in the slope profile are introduced into the model. In Section 5.1 it was shown that
an error in the slope of about 0.9 % is to be expected when using an altitude-based
slope estimation method.
Get the spatial position
Since in the real application it is not the traveled distance but the spatial GPS coordinates of the latitude and longitude that are measured, it is necessary to simulate
these coordinates. This is done by the mapping described in Section 5.4.1. It provides the longitudinal and lateral coordinates for a certain position on the course
defined by the traveled distance derived in the previous step.
Add the sensor perturbation
In the last steps, the measurement errors of the sensor are added. Similar to the
rider’s perturbation of the required power output, a normally distributed, random
value is added to the derived speed and GPS coordinates. The standard deviations
are 0.042 m/s for the speed (Appendix A.5), 0.000 004 9◦ for the longitudinal coordinate, and 0.000 008 4◦ for the lateral coordinate (Appendix A.4). The standard deviations in the longitudinal and lateral coordinates correspond to a spatial standard
deviation of about 1 m (Appendix A.4).
Starting phase
This simulation of real rides holds for the feedback loop. In the beginning of the ride,
before the optimization segment starts, the situation is slightly different. In the real
ride, at first there is no precise strategy provided. The rider is instructed to choose
the speed in such a way that the required initial speed is reached at the beginning of
the optimization segment without any fatigue. Therefore, the first two, blue, blocks
in Figure 5.15 differ before the optimization segment is reached. The algorithm does
not get a power requirement, but a speed requirement: the speed at the start of the
optimization segment. Futhermore, the power output is limited to the critical power,
to avoid fatigue. Figure 5.16 shows the simulation during the starting phase. In
the first step, a normally distributed, random perturbation is added to the required
speed. The standard deviation of this normal distribution is 0.074 m/s (Appendix
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input
speed after next time step: v∆t
position reference: Dref : x 7→ (lat, lon)
current states: x(t), v(t)
sampling time: ∆t
add rider perturbation
input: v∆t
output: vb∆t = v∆t + N (0; 0.074)

set power requirement for the next time
step
P∆t ← PC

calculate power and distance corresponding to the required speed
input: vb∆t , x(t), v(t)
output: x(t + ∆t), v(t + ∆t), Pb∆t
Pb∆t < PC
yes

no

add rider perturbation
input: P∆t
output: Pb∆t ← P∆t + N (0; 24)

calculate speed and distance corresponding to the applied power output
input: Pb∆t , x(t), v(t)
output: x(t + ∆t), v(t + ∆t)
solve the dynamical system of the physical model in the interval [t, t + ∆t]
get spatial position
input: x(t + ∆t)
output: lon(t + ∆t), lat(t + ∆t)
add sensor perturbation
v(t + ∆t) ← v(t + ∆t) + N (0; 0.042)
lon(t+∆t) ← lon(t+∆t)+N (0; 0.0000049)
lat(t + ∆t) ← lat(t + ∆t) + N (0; 0.0000084)
output
simulated measurements at the next time
instance:
v(t + ∆t), Pb∆t , lon(t + ∆t), lat(t + ∆t)

F IGURE 5.16: Simulation of the measured states during one time step
in the field ride during the starting phase.

A.1). Instead of solving the differential equation in the next step, the physical model
is used to calculate the power output corresponding to the required speed. The
acceleration is calculated by the difference quotient. If the resulting power output
is smaller than the critical power, the following steps are calculated, as in Figure
5.15: get the spatial position and add the noise induced by the sensors. Otherwise,
if the power output is larger than the critical power, this speed is not feasible since
fatigue would accumulate. In this case, the requirement is again changed, this time
from speed to the critical power and the measurements are calculated similarly to
those in Figure 5.15. So, if it is possible to ride with the speed needed at the start
of the optimization segment without fatigue, the rider performs with that speed,
otherwise, he tries to reach it as fast as possible by riding with the critical power,
which is the largest power output without accumulating fatigue.
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Restrictions
As a simulation of realistic processes, the previously described simulation algorithm
has of course some limitations. The perturbations introduced are only rough estimates of what happens in reality. But the major limitation is the missing interaction
of the rider with the device. As mentioned previously, the rider’s reaction to a specific feedback is not simulated. Therefore, the precise nature of the type of feedback
and also how well the rider reacts to this feedback must be tested in practical experiments in the laboratory and in the field. Nevertheless, the simulation provides a
valuable tool for testing the underlying algorithms under different conditions.

5.5.3

Simulation results without strategy adaptation

In this section, I will present some results to show the simulation output under various conditions. All simulations presented here are without strategy adaptation,
which means that the feedback is always equal to the precalculated power output
of the optimal pacing strategy. The last two use-cases also show why an adaptation is required. The results are calculated on the track that is favored for a field
study: the climb from Ermatingen to Helsighausen in Switzerland. It has a length of
3.7 km, a total climb of 213 m, and a mean slope of 5.7 %. The starting phase, before
the optimization segment starts, has a length of 154 m. Figure 5.17 shows the slope
and altitude profiles of the course. For the simulations shown, the extended critical
power model described in Equation 2.7 is used. The model parameters are set to
PC = 300 W, Ean = 25 kJ and α = 0.1. The parameters of the physical model are set
to the standard values defined in Table 2.1. Due to the random perturbations introduced in the simulation to take into account measurement noise and inaccuracies in
following the feedback, there is a certain variance in the results. Therefore, the race
times are provided as <mean value> ± <standard deviation> over 100 simulations,
in the format mm:ss.
Rides faster than the mathematical optimum
In the following, it happens that the race time for the simulated rides is lower than
the mathematical optimum. This is mainly due to perturbations induced during the
simulations that lead to a violation of the assumptions made for the calculation of the
optimal pacing strategy. One assumption made is the speed at the beginning of the
optimization segment. Since the rider can not follow the feedback precisely, this may
be higher during the simulated ride, which provides a small advantage. Futhermore,
the solution of the optimal control problem is forced to have a certain degree of
smoothness to avoid numerical problems. If this restriction is lifted, theoretically a
better total time can be achieved. Also, the slope is not known exactly, therefore,
the slope profile during the ride can vary slightly from the one used to calculate the
optimal pacing strategy, which can result in a less demanding course. Lastly, due to
variations in the power output, the remaining anaerobic capacity can slightly drop
below zero. This is not valid from a model point of view, but in practice, it seems
reasonable since the point of exhaustion is somewhat fuzzy. Altogether, this can add
up to a small time gain over the predicted mathematical optimum.
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F IGURE 5.17: Altitude (blue) and slope (red) of the simulated course
(the climb from Ermatingen to Helsighausen in Switzerland). At distance 0 m, the optimization segment starts.

Simulation without model perturbations
In this first example, there are no perturbations introduced into the physical model.
This means that the underlying physical model used to calculate the optimal reference pacing strategy is the same as in the simulation. Even though perturbations in
the rider’s power output are introduced, their mean value is zero, and therefore the
total race time of the simulations is, at 10:01 ± 00:02, similar to the time predicted
by the optimal strategy: 10:01. Figure 5.18 shows the result of one particular simulation. The red curve shows the precalculated optimal states and the blue curve the
states “measured” during the simulation. During the starting phase, the algorithm
described in the previous section can be explained nicely. Due to the power needed
to accelerate, it is not possible, at the very beginning, to reach the required speed
of about 24 km/h. Therefore, at the very beginning, the rider performs at the critical power PC = 300 W. Once the required speed is reached, it is held constant and
the power output stays below the critical power, so no fatigue is induced during the
starting segment (ean stays at its maximum value) and the speed required at the start
of the optimization segment at distance 0 m is reached.
During the optimization segment, the rider’s power output varies around the reference value of the optimal pacing strategy. These perturbations can not be avoided
in practice. Nevertheless, in this example, the rider follows the feedback as closely
as possible, which means that the mean value of these perturbations is zero. Due
to these variations, there will be slight deviations from the optimal speed trajectory,
as well as the optimal remaining anaerobic capacity trajectory. In this best case scenario, where the physical model is precisely known and the rider follows the feedback as closely as possible, these deviations are quite small. In what follows, two
examples will be presented with differing conditions during the ride, which leads to
considerable problems in following the optimal strategy during the ride.
Simulating headwinds
One parameter of the physical model that is difficult to measure and practically impossible to predict precisely is the wind. In this example, the optimal pacing strategy is calculated assuming that there is no wind. But during the ride, there is a
constant headwind of around 15 km/h (see Figure 5.23 top left). If the rider follows
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F IGURE 5.18: Simulation results for a ride without any perturbations
in the physical model. The rider follows the proposed strategy as
closely as possible, which means that the mean value of the perturbations introduced by the rider is zero. The red curves show the states
determined by the optimal pacing strategy and the blue curve shows
the “measurements” during the simulated ride.

the optimal power output in that situation, it is to be expected that the rider becomes prematurely exhausted, due to the higher resistance throughout the course.
In Figure 5.19, the result of such a scenario is shown. While the rider can follow the
power requirement in the first part of the course, the accumulated fatigue is larger
than predicted by the optimized strategy because more time is needed due to the
lower speed. Therefore, all anaerobic resources are depleted after around 3 km and
the rider can only perform at the critical power for the rest of the course. Surprisingly, the time loss is quite small, with a total time of 11:38 ± 00:02 compared to
the optimal time for the conditions during the ride of 11:36. Nevertheless, it should
be noted that riding for about 700 m in a completely fatigued state would be mentally very challenging for the rider, and therefore, the performance might drop even
further towards the end.
During the starting phase, a potential problem can be observed riding in these conditions. Since there is a larger resistance, a larger power output is required to reach
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F IGURE 5.19: Simulation results for a ride with headwind. The red
curves show the states determined by the optimal pacing strategy
without wind and the blue curve shows the “measurements” during
the simulated ride with headwind.

the starting speed for the optimization segment. Even though this speed is reached,
the power output is close to the critical power and therefore it can get critical if the
wind is slightly stronger. In that case, the initial speed at the start of the optimization
segment has to be decreased beforehand.
Simulating an unmotivated rider
During the field experiments that will be conducted in the future, the riders are
encouraged to make their best effort and follow the feedback as precisely as possible. Nevertheless, it cannot be guaranteed that they actually follow this guideline.
This example shows the result of having an unmotivated rider who always performs
about 10 W below the requirement. In this case, the total race time drops by 14 s
compared to the situation where the rider strictly follows the feedback. An example
of such a ride is provided in Figure 5.20. It can be seen that the power output and
therefore also the speed are constantly below the reference. Therefore, the remaining
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F IGURE 5.20: Simulation results for an unmotivated rider performing
slightly below the requirement throughout the course. The red curves
show the states determined by the optimal pacing strategy and the
blue curve shows the “measurements” during the simulated ride.

anaerobic capacity drops slower than suggested and in the end a significant amount
of energy is left.
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The simulation results in Section 5.5.3 show that an adaptation of the reference pacing strategy is required to react to riders’ not following the requirements on their
own and in order to handle perturbations of the physical model, such as the wind
or inaccuracies in the model parameters. A common approach to adapt the precalculated pacing strategy during the ride is model predictive control (MPC). MPC is
a closed loop control: the optimal control is recalculated periodically by using the
current measured states as initial values for the dynamical system. In order to recalculate the optimal control in real time, it is only derived for a relatively short
future time horizon. MPC has great practical importance and has been widely used
in the industry for several years now (Qin and Badgwell, 2000). In terms of pacing
strategies, the basic idea is, starting from the currently measured states, to reach the
corresponding precalculated optimal trajectories after a fixed distance in the shortest possible time. For example, if the remaining anaerobic capacity is lower than it
should be according to the precalculated optimal strategy at a certain distance, the
rider should perform below the proposed power output for a certain time in order
to get back to the remaining anaerobic capacity trajectory. Once the reference trajectories are reached, the original optimal strategy is valid for the remainder of the
course. Two main goals should be achieved: (1) avoiding premature exhaustion and
(2) the energy resources at the end of the ride should be depleted. Two scenarios in
which these goals were not achieved have been observed in Section 5.5.3, the first
resulting in riding in a highly fatigued state for the last section of the course and the
second resulting in an unnecessary additional time needed to complete the course.
In this chapter, I will present the MPC problem for adaptive optimal pacing strategies and its implementation using the ACADO toolkit8 . Furthermore, a proportional
integral derivative controller (PID controller) has been developed and will be compared to the MPC approach. In Section 5.6.3, the effects of the strategy updates will
be presented for simulated rides under various conditions, such as the wind, and
perturbations of the model and rider.

5.6.1

Model predictive control (MPC)

In the following, a closed loop control solution for optimizing pacing strategies will
be presented. The terminology and the underlying dynamical system are similar
to the optimal control problem in the spatial domain described in Section 2.3.3. In
contrast to the optimal control solvers GPOPS-II and FALCON.m, which handle the
discretization of the continuous formulation of the optimal control problem internally, the ACADO Toolkit used to solve the resulting MPC problem (see Section
5.6.1) partly requires an already discretized input. Therefore, I will provide a discrete formulation of the MPC problem in this section.
The discrete optimal control (Q1 , . . . , QN ) is calculated on the optimization interval
[x0 , xN ], which is sampled by the equidistant space grid (x0 , . . . , xN ). N denotes
the number of optimization variables Qi , x0 the current position on the course, and
l = xN − x0 , the prediction horizon. In the following simulations, the prediction
horizon has been set to 300 m with a grid step size of 10 m, and therefore l = 300 m
and N = 30. A grid step size of 10 m has already been proven useful for solving the
8

http://acado.github.io/
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F IGURE 5.21: Spatial discretization employed by the MPC during
three consecutive time steps. The interval on which the strategy is
updated has length l, starts from the current position x0 , and is discretized equidistantly by the variables x0 , . . . , xN represented by the
dots. Since the current position increases with each time step, the optimization interval for the MPC is shifted accordingly, but always has
the same length.

optimal control problems with FALCON.m. The prediction horizon l was decided
upon by running the simulation with different values for l ranging from 50 m up
to 500 m. The proposed value of l = 300 m provides a sufficiently fast run-time of
the solver to derive the updated strategy and the simulation results barely changed
for larger horizons. Figure 5.21 presents an illustration of the discretization of the
prediction horizon in the spatial domain.
The objective of the optimization is to follow the trajectory of the precalculated remaining anaerobic capacity within the optimization interval (x0 , . . . , xN −1 ) and to
reach the precalculated speed and power states at the end of the interval xN . Figure
5.22 shows these optimization goals: the updated power and the remaining anaerobic capacity (red) should be close to their corresponding reference values (black
dots). Furthermore, the optimization interval should be finished in the shortest possible time and the optimal solution should have a certain degree of smoothness.
All these goals are combined in the cost function of the following optimal control
problem (Equation 5.8). The sum combines the goals that are aimed at within the
optimization interval: (1) a small change in the power output Q to force a certain
smoothness of the solution and to avoid singularities, and (2) a small deviation of
the remaining anaerobic capacity from its reference value. After the sum, the goals
that only need to be achieved at the end of the optimization interval are listed: (1)
a small deviation from the reference speed, (2) a small deviation from the reference
power, and (3) a short time needed to complete the optimization interval. Since the
remaining anaerobic capacity is close to its reference value at xN −1 and the power
output is close to its reference value at xN , the remaining anaerobic capacity should
also be close to its reference value at xN . Therefore, no additional cost term for the
remaining anaerobic capacity at the end of the optimization interval is required.
The main difference from the previously defined optimal control problems is that it
is a closed loop problem. A time sampling of 1 s is used for updating the strategy. At
each time step, the initial states of the MPC problem are updated based on the current measurements, then the prediction horizon is shifted according to the traveled
distance, and a strategy based on the MPC problem is calculated.
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F IGURE 5.22: Example of the MPC’s optimization goals and the resulting updated trajectories. The discretization corresponds to the
third time step in Figure 5.21. Two states are shown: the rider’s power
output (top figure) and the remaining anaerobic capacity ean (bottom
figure). The blue curves show the precalculated reference trajectories and the brown dots the current states (at the current position x0 )
based on the measured data. In this example, the current remaining
anaerobic capacity is larger than prescribed. This excess of energy is
reduced by an increased power output (red curve) w.r.t. the reference
strategy (blue). Two kinds of optimization goals are represented by
the black dots: For the power output, the reference value at the end
of the optimization interval should be reached, while for the remaining anaerobic capacity, the whole interval should match the reference
trajectory. The red curves show the resulting updated trajectory.

The MPC problem
The MPC problem has the following form: Minimize the cost functional
J=

"N −1
X

w1 Q2k

k=0

2

+ w2 (ean,k − ean,ref (xk ))

#

+ w3 (vN − vref (xN ))2
+ w4 (PN − Pref (xN ))2 + w5 t2N

subject to the dynamic constraints
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1
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TABLE 5.8: Perturbations imposed on the model and the rider’s ability to follow the feedback. There are considered different wind conditions, changes in the parameters of the physical model, and the error
introduced by the inability of the rider to follow the feedback exactly.

parameter
wind

rolling resistance
air resistance
chain efficiency
inertia
accuracy following feedback

perturbation
no wind
constant headwind (4 m/s)
constant tailwind (−4 m/s)
first headwind (4 m/s) then tailwind (−4 m/s)
first tailwind (−4 m/s) then headwind (4 m/s)
short bursts of headwind (10 m/s)
short bursts of tailwind (−10 m/s)
−20 %, +0 %, +20 %
−20 %, +0 %, +20 %
−10 %, +0 %, +1 %
−20 %, +0 %, +20 %
Gaussian noise with σ = 24 W and σ = 48 W

which are numerically solved internally by ACADO using the Runge–Kutta method,
and the initial conditions
v0
ean,0
P0
t0

=
=
=
=

vmeasure (x0 )
ean,measure (x0 )
Pmeasure (x0 )
0

(5.10)

where w1 , . . . , w5 are the weights for the different optimization goals; vref , Pref , and
ean,ref are the speed, power output, and remaining anaerobic capacity of the precalculated optimal strategy; and vmeasure , Pmeasure , and ean,measure are their corresponding
measured values. The dynamic constraints in Equation 5.9 are defined similarly to
the pacing strategy optimal control problem in the spatial domain in Section 2.3.3.
The weights in the objective function
The weights w1 , . . . , w5 in Equation 5.8 have two purposes: They are used to scale
the corresponding error and to balance the different, partially conflicting, optimization goals. To determine the weight factors, a series of simulations under different
conditions has been performed, so as to get the corresponding expected errors. Table 5.8 shows the perturbations added to the model and the rider. Seven different
wind conditions are incorporated, including constant head and tail winds, changing
conditions from head to tail wind and vice versa, and short bursts of wind. These
conditions are shown in Figure 5.23. The strengths of the winds were chosen according to the Beaufort scale. Wind speeds of 4 m/s fall into the lower range of Beaufort
3, which is described as “Gentle breeze: Leaves and small twigs in constant motion;
light flags extended.”9 . Field experiments should not be conducted in worse conditions than that, and, therefore, this provides a worst case scenario for constant wind
during field experiments. Nevertheless, short bursts of wind can always appear,
and therefore, for this scenario, a higher wind magnitude has been tested. Wind
9

https://www.rmets.org/weather-and-climate/observing/beaufort-scale
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F IGURE 5.23: Different wind conditions. The top row shows constant head and tailwind respectively throughout the whole course of
±4 m/s (±14.4 km/h). The middle row shows changing conditions:
in the first half, headwind followed in the second half by a tailwind,
and vice versa, with a magnitude of ±4 m/s (±14.4 km/h). The last
row shows short strong wind bursts of ±10 m/s (±36 km/h) from the
front or from behind in the middle and at the beginning of the third
quarter of the ride. All wind profiles are smoothed to allow calculating optimal strategies.

speeds of 10 m/s fall into the upper range of Beaufort 5, which is described as “Fresh
breeze: Small trees in leaf begin to sway; crested wavelets form on inland waters.”9 .
Again, this is a worst case scenario for wind blasts during field experiment conditions. Higher wind speeds are acknowledged with a “strong wind warning” or
worse and are not suitable for field testing. Since the remaining parameters of the
physical model are only roughly known, errors of ±20 % in the rolling resistance, air
resistance, and inertia parameters are also taken into consideration. For the chain
efficiency, a slightly smaller error is expected, since it is somewhere close to and not
above unity. Therefore, −10 % and +1 % were chosen. Appendix A.2 presents experimental evidence that the standard deviation of the expected error in power when
the rider follows a constant power feedback is about ±24 W. Since the power output
proposed by the optimal strategy is not constant, simulations with double that value
were also conducted.
All possible combinations of the perturbations defined in Table 5.8 have been simulated, which leads to a total of 1134 simulations. In the following, the number of
simulations is denoted by L and the number of track points at 1 s intervals in the
ith simulation is denoted by Ki . The expected error ē between the speed during
the simulated rides and the corresponding reference value derived by the optimal
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strategy is given by
v
u
Ki
L
u1 X
1 X
ēv = t
(vi,j − vref (xi,j ))2 = 0.763 m/s
L
Ki
i=1

j=1

and that for the power by
v
u
Ki
L
u1 X
1 X
t
(Pi,j − Pref (xi,j ))2 = 40.28 W.
ēP =
L
Ki
i=1

j=1

where xi,j , vi,j , and Pi,j are the distance, speed, and power at the jth track point
during the ith simulation and vref and Pref the reference trajectories for the speed and
the power. Since errors in ean accumulate, the deviation of the difference between
the ride and the reference of the change in ean is calculated over all simulations by
v
u
Ki
L
u1 X
1 X
t
ēean =
((ean,i,j − ean,i,j−1 ) − (ean,ref (xi,j ) − ean,ref (xi,j−1 )))2 = 16.46 J
L
Ki−1
i=1

j=2

where xi,j and ean,i,j are the distance and remaining anaerobic capacity at the jth
track point during the ith simulation and ean,ref the reference trajectory of the remaining anaerobic capacity. The mean speed v̄ during all simulations is determined
by
Ki
L
1X 1 X
vi,j = 5.8 m/s.
v̄ =
L
Ki
i=1

j=1

where vi,j is the speed at the jth track point during the ith simulation.

The terms of the objective function are normalized as follows. The weight w1 which
controls the smoothness of the optimal power output is defined by trial and error
testing to ensure a smoothness sufficient to avoid oscillations. It is set to
w1 =

0.1
N

where N is the number of optimization variables. The terms for following the reference trajectories are normalized by the reciprocal of their expected magnitude,
which is the square of the expected error. Therefore, the weights are set to
w2 =
w3 =
w4 =

1 −2
N ēean
ē−2
v
ē−2
P

1
271·N
1
0.572
1
1623

=
=
=

where w2 is further divided by N to take into account the summation. The last
term is the square of the time that is needed to finish the optimization interval. It
is normalized by the reciprocal of the squared average value for the time needed to
complete the optimization segment t̄, which is approximated by the mean speed v̄
during all simulations and the length of the interval. Therefore, w5 is set to
 v̄ 2
1
=
w5 = 2 =
t̄
l



5.8
l

2
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where l is the length of the optimization interval.
Acado MPC

In order to solve the MPC problem in real time for field experiments, a sufficiently
fast solver is needed. Since the simulations run on MATLAB and the final application will run on an Android smart phone, both systems should be supported by the
solver. This can be achieved by using the ACADO toolkit (Houska, Ferreau, and
Diehl, 2011) and its “Code Generation Tool” in particular. It produces stand-alone C
code to solve model predictive control problems and also provides a .mex file to use
the controller in MATLAB. In order to build and run the C code in Android, the Android Native Development Kit (NDK)10 has been employed. A detailed description
of the ACADO implementation is provided in Appendix C.
The ACADO documentation describes the implemented algorithms as follows:
“ACADO Code Generation exports highly efficient C code for solving nonlinear
MPC and MHE problems by means of the real-time iteration scheme with Gauss–
Newton Hessian approximation. Discretization of the time-continuous ODEs and
DAEs is done via shooting techniques. The resulting large but sparse QP can be
optionally condensed and passed to dense linear algebra QP solver qpOASES (embedded variant) that is employing an active set method.” (see ACADO toolkit user’s
manual v1.2.1beta 2017, p. 104).
In general, the ACADO Code Generation Tool can handle problems of the form
min
x,u

s.t.

N
−1
X
k=0

kh(xk , uk ) − ỹk k2Wk + khN (xN ) − ỹN k2WN

x0 = x̂0
xk+1 = F (xk , uk , zk ), for k = 0, . . . , N − 1.
up

xlo
k ≤ xk ≤ xk , for k = 0, . . . , N.
up

ulo
k ≤ uk ≤ uk , for k = 0, . . . , N − 1.
up

rklo ≤ rk (xk , uk ) ≤ rk , for k = 0, . . . , N − 1.
up

lo
rN
≤ rN (xN ) ≤ rN

where x is the state, u is the control, z is an algebraic variable, x̂0 is the current
state measurement, h and hN the reference functions, Wk and WN the corresponding weighting matrices, ỹk and ỹN the corresponding time-varying references, and
rk and rN are additional constraint functions. k·kW denotes a weighted Euclidean
norm:
q
kxkW = W1,1 x21 + · · · + WN,N x2N
if W is an N × N diagonal matrix and x is a vector of dimension N .
10

https://developer.android.com/ndk
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Translating the MPC problem defined in Section 5.6.1 to this form leads to the following definitions. The state x is provided by




x=



v
ean
P
x
t








where v is the speed, P the power output, ean the remaining anaerobic resources, x
the traveled distance, and t the time. Note that the distance x was not considered as a
state in the MPC definition in Section 5.6.1, since it is the independent variable. Since
ACADO can not access the independent variable directly, it needs to be induced as
a state. The control u is given by
u=Q
where Q is the change in power output. No algebraic variables are used, hence
z = [ ].
The system dynamics
v0

=

e0an =



ηP
1
− 21 ρcd Av
M
v2
1
v (PC − P )
1
vQ

P0

=

x0

= 1

t0

=

− v1 µmg − v1 β0 − β1 − v1 mgs(x)



1
v

contain an additional state, x, compared to Equation 5.9, which is similar to the independent variable, and therefore its derivative is unity. The continuous definition of
the system dynamics is required by ACADO, as shown here, and is then numerically
solved internally by ACADO using a Runge–Kutta method, Therefore, the updating
function F is not provided explicitly, since it depends on the Runge–Kutta method
used. The initial values for the states x̂0 are provided by




x̂0 = 



vmeasure (x0 )
ean,measure (x0 )
Pmeasure (x0 )
x0
0








defined similarly to Equation 5.10 with the additional value x0 denoting the current
position. The reference functions tracking the states within the optimization horizon
h and at the end of the optimization horizon hN are given by


vk

 ean,k


h
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 xk
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the corresponding references ỹk and ỹN are defined by




vref (xN )
0
ỹk =
and ỹN =  Pref (xN ) 
ean,ref (xk )
0
and the corresponding weight matrices Wk and WN are given by

Wk =



0.1
N

0

0
1
271·N



and



WN = 

1
0.572

0
0

0
1
1623

0

0
0


5.8 2
l




With these definitions, the MPC problem in Section 5.6.1 can be solved by the C
code generated by the Acado Code Generation Tool. The implementation details are
provided in Appendix C.

5.6.2

Proportional–integral–derivative controller (PID)

One of the main goals of the model predictive controller is to stay close to the precalculated trajectory of the remaining anaerobic capacity. Isolating this goal from
the others considered in the MPC problem can be easily implemented by a PID
controller. It calculates a correction based on proportional, integral, and derivative
terms of the difference between a desired state and a measured state. In this case,
the error is given by the difference between the precalculated remaining anaerobic
capacity at the current point of the course and its corresponding measured value. At
the current time step k, the error ek is given by
ek = ean,k − ean,ref (xk )
where ean,k is the computed remaining anaerobic capacity, ean,ref is the precalculated
optimal trajectory of the remaining anaerobic capacity, and xk is the measured distance. The correction uk is calculated by




k


X
e
+
e
1
e
−
e

j
j−1
k
k−1 
uk = K ek +
+Td
(xj − xj−1 )


Ti
2
xk − xk−1 
j=1

| {z } 
{z
}
|
derivative
integral approximation

approximation

where K, Ti and Td are the coefficients of the proportional, integral, and derivative
terms. The correction uk is added to the proposed power output which controls the
process.
The controller parameters were derived manually by trial and error, testing different
parameters in various simulations and picking a suitable one. Not too much effort
was invested in this step, since the following results already show a good performance with the roughly estimated values. The parameters are given by K = 0.1,
Ti = 100 and Td = 0.
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Simulation results with strategy adaptation

In this section, I investigate the effects of the previously described adaptive strategies. The test conditions are similar to those in Section 5.5.3. The same course and
the same physiological and physical parameters are used. The same three condition
use cases as in Section 5.5.3 were tested, but the strategy was adapted during the
simulation by the model predictive controller. This allows a detailed analysis of the
effects of the adaptation. Furthermore, an overview of the resulting race times under various condition changes is provided: employing no strategy adaptation, an
adaptation by the PID controller, or an adaptation based on the MPC approach. As
explained in Section 5.5.3, the race times are provided as <mean value> ± <standard deviation> over 100 simulations in the format mm:ss and they can drop below
the time of the optimal pacing strategy for the test conditions due to perturbations
induced during the simulation.
Simulation without model perturbations
In case of a precisely known physical model, it was already shown in Section 5.5.3
that the resulting ride is very close to the prediction. Therefore, in this use case,
no big improvements are expected using an adaptive strategy. Employing the MPC
approach, the total race time of the simulations is 10:01 ± 00:02, which conforms
with the optimal time of 10:01. The variance in the simulated race times is explained
by the inability of the athlete to follow the power feedback precisely and other perturbations induced during the simulation (see Section 5.5.3), which result in small
differences in speed from those of the optimal strategy, as shown in Figure 5.24.
Simulating headwinds
In a headwind scenario, the advantage of adapting the strategy is clearly visible.
Without adaptation, the rider is exhausted prematurely and has to finish the race
in a highly fatigued state, as shown in Figure 5.19. Applying the MPC approach
changes the strategy on the fly in a way that the rider follows the optimal trajectory
of the remaining anaerobic capacity. This avoids premature exhaustion and ensures
that the rider reaches the finish line in the proposed way. Figure 5.25 shows a simulation with the model predictive controller. In terms of the total race time, no big
improvements are to be expected, since the total race time without adaptation is
already very close to the optimal one. It is slightly improved, from 11:38 ± 00:02
without adaptation to 11:37 ± 00:02 with adaptation, which are both similar to the
optimal time under these headwind conditions of 11:36. The major advantage of the
controller here is that premature exhaustion is avoided.
Simulating an unmotivated rider
The largest discrepancy between the optimal time and the simulated time was observed when the rider refuses to follow the strategy and rides below the requirement. Section 5.5.3 showed that the rider loses 28 s from the optimal time, since
not all anaerobic resources are spent. Figure 5.26 shows the result incorporating
the model predictive controller. In this case, the rider follows the reference strategy
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F IGURE 5.24: Simulation results for a ride without any perturbations
in the physical model where the feedback is updated using the model
predictive controller. The red curves show the states determined by
the optimal pacing strategy and the blue curve shows the “measurements” during the simulated ride.

quite closely and the total race time is 10:02 ± 00:02 and therefore is similar to the
optimal time of 10:01. Since the rider performs below the required power output,
the remaining anaerobic resources are larger than the reference value. The controller
detects this and increases the power output in the reference strategy. After a short
time, the controller is in a balanced state and shows 10 W more than in the optimal
strategy. Since the rider performs at that same amount below the requirement, the
rider follows the original strategy in the end.
Race times under different conditions
In Figure 5.27, the mean race-times over 100 simulations are shown for different
conditions. During the simulations, no adaptation (blue curve), a strategy adaptation based on the PID controller (red curve), and a strategy adaptation based on the
MPC approach (brown curve), were applied. The following conditions have been
investigated:
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F IGURE 5.25: Simulation results for a ride with headwind with adaptive feedback based on the model predictive control approach. The
red curves show the states determined by the optimal pacing strategy
without wind and the blue curve shows the “measurements” during
the simulated ride with headwind.

none

No perturbation is introduced. The assumed physical conditions for
the reference strategy are similar to the ones during the simulated ride.

constHead A constant headwind of 4 m/s is introduced during the simulated rides
(see Figure 5.23 top left).
constTail

A constant tailwind of 4 m/s is introduced during the simulated rides
(see Figure 5.23 top right).

headTail

During the first half of the course, a constant headwind of 4 m/s and
during the second half of the course, a constant tailwind of 4 m/s is
introduced during the simulated rides (see Figure 5.23 middle left).

tailHead

During the first half of the course, a constant tailwind of 4 m/s and
during the second half of the course, a constant headwind of 4 m/s is
introduced during the simulated rides (see Figure 5.23 middle right).
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F IGURE 5.26: Simulation results for an unmotivated rider performing
slightly below the requirement throughout the course with adaptive
feedback based on the model predictive control approach. The red
curves show the states determined by the optimal pacing strategy and
the blue curve shows the “measurements” during the simulated ride.

blastsHead In the middle and after 3/4 of the course, short blasts of a headwind
of 10 m/s are introduced during the simulated rides (see Figure 5.23
bottom left).
blastsTail

In the middle and after 3/4 of the course, short blasts of a tailwind
of 10 m/s are introduced during the simulated rides (see Figure 5.23
bottom right).

roll−20 % The rolling resistance is reduced by 20 % during the simulated rides
compared to the reference problem.
roll+20 % The rolling resistance is increased by 20 % during the simulated rides
compared to the reference problem.
air−20 %

The air resistance is reduced by 20 % during the simulated rides compared to the reference problem.
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air+20 %

The air resistance is increased by 20 % during the simulated rides compared to the reference problem.

eff−10 %

The chain efficiency is reduced by 10 % during the simulated rides
compared to the reference problem.

eff+1 %

The chain efficiency is increased by 1 % during the simulated rides
compared to the reference problem.

weight−10 % The weight of the rider and bike is reduced by 10 % during the simulated rides compared to the reference problem.
weight+10 % The weight of the rider and bike is increased by 10 % during the
simulated rides compared to the reference problem.
pwr−10 W The rider performs continuously about 10 W below the requirement.
pwr+10 W The rider performs continuously about 10 W above the requirement.
The first use case provides a benchmark on how well the feedback can be followed
under the best possible conditions: the physical behavior during the ride is exactly
known and therefore a precise prediction is possible. The following six use cases
introduce different wind conditions. While the reference strategy is calculated assuming that there is no wind, these examples show what happens if it is actually
windy during the ride. Since the parameters of the physical model are only estimates of the real parameters, deviations between the model and the field must be
expected. This is covered in the next eight use cases. Discrepancies between the
model parameters and the field parameters for the rolling resistance, air resistance,
chain efficiency, and weight are investigated. The last two cases show what happens
if the rider follows the feedback with a certain offset, i.e., riding continuously above
or below the requirement.
In addition to the race times, a t-test has been applied to test whether the different
methods lead to statistically faster race times or not. To ensure statistical significance, it is checked whether the data is normally distributed, the sample size is large
enough (power analysis G*Power 3.111 ) and if both conditions are fulfilled, the t-test
is applied. The significance threshold is set to 1 %. In the figure, an asterisk next
to the mean value indicates that this method is statistically worse than the one denoted by the color of the asterisk. For example, in constant tailwind conditions, the
PID controller as well as the MPC approach perform statistically better than no strategy update, but no statistically significant difference between the two approaches is
observed.
In general, it is observed that the PID controller performs best, followed by the MPC
approach. In most conditions, the results using these two controllers are very satisfying, with deviations from the optimal time of less than 1 s. Even though the results
with the PID controller are slightly better than with the MPC approach, for most
conditions, there is no statistically significant difference between them. In the conditions where a statistically significant difference was observed, the magnitude of
this difference is quite small, being less than 1 s. This makes both methods suitable
for handling differences between the conditions of the precalculated pacing strategy
and the actual field ride. Since the PID controller is simpler to implement, faster to
calculate, and the results are slightly better, this would be the obvious choice for the
final mobile application.
11

http://www.gpower.hhu.de/
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F IGURE 5.27: This figure shows simulation results under various conditions. For each condition, 100 simulations were performed. The
dots show mean values, while the error bars show one standard deviation. The difference between the total race times of the simulated rides and the optimal race time in the corresponding condition
is shown. The blue curve shows the results of simulations without
adaptation, the red curve shows results of simulations with the PID
controller (Section 5.6.2), and the brown curve shows results of simulations with the model predictive controller (Section 5.6.1). Note that
the performance during the ride can be even better than the mathematical optimum for the corresponding conditions. In this case, the
time difference is negative. Possible explanations for this behavior
are provided in Section 5.5.3
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As expected, the results without adaptation can be much worse under certain conditions. The largest loss of time is due to the following two reasons: premature
exhaustion (constHead and pwr+10 W) and remaining resources at the end of the
ride (constTail and pwr−10 W). Especially if the rider is not fully exhausted at the
end, the race time is much longer compared to the optimal strategy. The case of
riding below the power requirement (pwr−10 W) has already been described in Section 5.5.3: Due to the remaining anaerobic resources at the end of the ride, a time
gain of 14 s would be possible if using them. The same effect, but less marked, is observed when riding with a constant tailwind. Due to the tailwind, the rider finishes
earlier than expected, and therefore has some anaerobic energy left, which could
have been invested during the ride. The opposite behavior appears in the case of
a headwind or of riding above the requirement. Due to the heavier load, the rider
becomes exhausted prematurely and from that point on is only able to ride with critical power. A point that has not been considered in the simulation but could be an
additional problem in practice is the psychological component. Riding in a totally
fatigued state is mentally very challenging and therefore the rider could give up before finishing the course, so that the rider performs even below critical power. The
simulations show that the strategy adaptation, PID as well as MPC, can handle both
these situations, not being fully exhausted as well as being prematurely exhausted.
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The work presented in this chapter has provided a basis for developing an Android
feedback device. Unfortunately, the application has not yet been fully developed at
this point in time, and therefore no practical results from the field can be provided.
Nevertheless, the simulations indicate that good results can be expected and a similar study to that performed in the laboratory (Chapter 4) can be conducted in the
field. All the technical aspects for transferring the laboratory study to the field have
been described in this section. The major difference from working in the field is that
the physical conditions are not fully known. The first sections dealt with the question of evaluating and minimizing this error. Some disturbances, such as the wind,
are only very roughly predictable, if at all. Changes in these conditions have to be
considered and the application has to react to these changing conditions. Therefore,
two approaches have been introduced: a model predictive controller which acts similarly to the optimal pacing strategy calculation, and a PID controller. To evaluate
the performance of these methods, a simulation environment was implemented to
simulate field rides. Since the PID controller is easier to implement, faster, and even
had a slightly better performance than the MPC approach, it is highly recommended
for the mobile application. A third proposal is to directly provide the difference between the reference and the actual remaining anaerobic capacity, instead of a feedback based on power. This could be expected to provide similar results to those of
the PID controller. In this case, the rider, instead of the controller, would select the
power output in order to stay close to these reference values. Unfortunately, this
approach can only be tested in the field when the mobile application is available.
What is missing and not part of this work is the human–computer interface, i.e.,
how precisely the feedback is communicated to the rider, the implementation of the
whole application for Android, and then finally the field experiments. The design
for an initial field experiment with local amateur and ambitious hobby cyclists is
already accomplished and closely related to the design of the laboratory study. It
will be performed on the climb from Ermatingen to Helsighausen in Switzerland,
on which all the simulations in this chapter were based. It is located close to our
university and therefore easily accessible by bike for everyone participating in the
study. It is also one of the longest climbs in the region and has some variation in
the steepness of the slope. The final form of the feedback is not decided yet. Since
the strategy should be adapted on-the-fly, a virtual-rider feedback, as used in the
laboratory study, is not possible, since the distance would always jump to zero at
each update. Therefore, experiments with different visual forms of feedback are currently being conducted. Some possibilities are, for example, showing the differences
from a reference value, e.g., the power, as a number or similar to a speedometer in
a car by a needle, where zero is on the top, indicating perfect alignment with the
reference value. Other approaches too, such as acoustic or tactile feedback, should
be considered.
In order to generalize from hill climbs to arbitrary courses, the physiological model
needs to be extended. For now, a very general model has been used, which can be
employed to improve racing performance in a very specific context, which has been
shown in the laboratory study in Chapter 4. This works very well if the parameters are estimated based on rides of similar lengths and loads. If this changes, the
predictions of the model are expected to worsen, for example, calibrating the critical
power model traditionally with a series of constant work rate tests up to 30 min and
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optimizing a time trial of over an hour will not work very well. Another defect of the
model is the magnitude of recovery when riding below critical power. In this work, I
simply damped the recovery by a constant factor. Since I mainly investigated uphill
segments, recovery is hardly an issue. But when generalizing to arbitrary tracks with
downhill segments or flat segments, this becomes more important. An extension of
the physiological model should improve two properties: handling a wider range of
exercises and handling recovery. Right now, in our workgroup we are working on
such a model, in close cooperation with the head of the performance analysis of a
professional road cycling racing team. The model is related to the critical power
model, but with a different recovery behavior and an additional long term accumulation of fatigue. Based on data about top athletes, recorded throughout the season,
the model will be calibrated and evaluated. This will help not only with developing strategies for arbitrary courses, but also allow coaches and athletes to properly
analyze their data.
In this thesis, I focused on minimum time pacing strategies. But there are also practical applications for minimum fatigue pacing strategies. The goal is to finish a course
in a fixed time, while minimizing the fatigue at the end of the race. Such a pacing
strategy is needed, for example, for individual time trials, during a multi-stage bicycle race, to meet the time requirement. It defines the maximum time the riders have
to finish the course without being disqualified. Even though the time limit depends
on the time of the winner, it can be estimated beforehand and minimum fatigue pacing strategies based on that estimate can be derived. With these strategies, riders
that have no chance of winning the time trial can save as much energy as possible
for the following stages. A comparable situation occurs in mountain bike enduro
races. In such races, the goal is to finish a series of descents as quickly as possible. In
contrast to downhill races, the riders also have to ride the uphill segments between
the descents on their own. Even though these climbs have no impact on the winning
time, they have to be completed within a predefined time. In order to perform well
on the descents, it is crucial to be in a rested state when starting them. This leads
to a minimum fatigue problem with fixed time on the parts between the downhill
stages.
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Experiments on Sensor and Human
Accuracy
In this chapter, the quantities used to specify the uncertainties in the Kalman filter
developed in Section 5.4 and in the simulation environment presented in Section 5.5
will be provided. All the data was gathered during rides on the Universitätsstraße
between Jacob-Burckhardt-Straße and the University, in Constance, Germany. The
conditions are difficult, as might occur in field experiments. The road is mostly
shaded by trees and has an uphill section with varying slope. Note that the purpose
of these experiments was not to provide precise information about the errors but
rather to get a reasonable expectation for the magnitude of these errors. Table A.1
presents an overview of the experiments and their results as will be described in the
following sections.
TABLE A.1: Mean values and standard deviations for the different
experiments. The first column indicates the section in which more
details of the specific experiment is provided.

section
A.1
A.2
A.3
A.4
A.5

A.1

description
Following a constant speed feedback
Following a constant power feedback
Variations in acceleration
Accuracy of the GPS sensor
Accuracy of the speed sensor

mean
−0.010 m/s
2.955 W
−0.005 m/s2
−0.003 m/s

s.d.
0.074 m/s
24.018 W
0.244 m/s2
1.086 m
0.043 m/s

Accuracy of following a constant speed feedback

To evaluate how well a rider can maintain a predefined, constant speed on an uphill course with varying slope, three rounds were performed on the university track.
During each round, the rider tried to follow the proposed speed as best as possible on the uphill segments. Figure A.1 shows the results of this test. The blue dots
represent the measured speed values during the uphill segment. During the first
and second rounds, the uphill segments start slightly later since other cyclists interfered at the beginning. The rider was riding slightly slower than proposed, with a
mean error of −0.010 m/s, and with a standard deviation of 0.085 m/s. Compensating for the sensor error derived in Section A.5, this results in a standard deviation of
0.074 m/s.
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F IGURE A.1: Result of the experiment to evaluate how well a rider
can follow a constant speed requirement on an uphill course with
varying slope. In the left figure, the measured values are shown in
black. The selected (uphill) segments are shown in blue. The red
bars show the constant speed requirement. The right figure shows
the distribution of the difference from the required speed.
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F IGURE A.2: Results of the experiment to evaluate how well a rider
can follow a constant power requirement on an uphill course with
varying slope. In the left figure, the measured values are shown in
black. The selected (uphill) segments are shown in blue dots. The red
bars show the constant power requirement. The right figure shows
the distribution of the difference from the required power.

A.2

Accuracy of following a constant power feedback

To evaluate how well a rider can maintain a predefined, constant power output on
an uphill course with varying slope, three rounds were performed on the university
track. During each round, the rider tried to follow the proposed power output as
best as possible on the uphill segments. Figure A.2 shows the results of this test.
The blue dots represent the measured power output during the uphill segment. The
rider performed with a slightly higher power output than proposed, with a mean
error of 2.955 W and a standard deviation of 24.018 W.
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A.3. Variation of the acceleration
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F IGURE A.3: Result of the experiment to evaluate the variation in acceleration. In the left figure, the calculated values of the acceleration
are shown. The right figure shows its distribution throughout the
ride, including uphill and downhill sections as well as braking and
accelerating.

A.3

Variation of the acceleration

To estimate the variance of the acceleration for an average ride, the university track
was ridden three times. This resulted in a total distance of 6.9 km and included uphill
and downhill segments, accelerating, and braking. The acceleration was calculated
by the difference quotient
vi − vi−1
ai =
ti − ti−1

where ai , vi and ti are the acceleration, speed and time at the ith data point. The standard deviation of the acceleration during the ride was 0.244 m/s2 and the variance
0.059. Figure A.3 illustrates the calculated acceleration and its distribution throughout the ride.

A.4

Accuracy of the GPS sensor

This experiment provides only a rough estimate for the noise in the GPS measurements. During the rides on the university track, there were two pauses in the ride,
of 193 s and 141 s, so as to obtain the standard deviation of the GPS measurements
during those pauses. This resulted in a standard deviation of 0.000 004 9◦ in the longitudinal direction and 0.000 008 4◦ in the lateral direction. The answers to the question “How to convert latitude or longitude to meters?” on stack overflow1 provided
an approximation of the standard deviation in meters of 1.08 m.

A.5

Accuracy of the speed sensor

This was the only experiment conducted in the laboratory. The Garmin speed sensor was mounted at the hub of the front wheel, which was placed in a wheel trueing
stand. The wheel was propelled by hand and then left to coast without interference.
1

http://stackoverflow.com/questions/639695/how-to-convert-latitude-or-longitude-to-meters
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F IGURE A.4: Results of the experiment to evaluate the measurement
noise of the speed sensor. In the left figure, the measured values are
shown in black. The selected segments are shown in blue dots. These
indicate the time intervals in which the wheel slows down without
any interference after being propelled. The red curve shows the ideal,
modeled exponential decrease of the wheel. The right figure shows
the distribution of the error between modeled and measured speed.

This was repeated five times, as shown in Figure A.4 (left). The main resistive force
that slows down the wheel is the resistance in the bearings, which mainly changes
linearly with the speed. Therefore, an exponential behavior of the speed decrease
was expected. Since the precise parameters of this process are not known, they have
been estimated by fitting the exponential decrease to the measured data. The difference between this smooth, exponential decrease and the recorded data is assumed
to be the sensor’s internal noise. Figure A.4 (right) shows the resulting distribution
of this error. The resulting mean error is −0.003 m/s with a standard deviation of
0.043 m/s.
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Kalman Filter
In this section, I will describe in more detail the Kalman filter used in Chapter 5.4.
The Kalman filter in general is defined in the time domain at equidistant time steps
with a sampling interval ∆t. The filter uses only the current measurements and the
estimated state from the previous time step. It is based on a discrete linear system
and perturbations modeled by Gaussian noise. In each time step, basically two steps
are executed: In the first step, the prior state estimate is predicted based on the linear
dynamical system and the state estimate of the previous time step. In the second
step, the prior state is updated using current measurements. In the following, the
initial definitions, including the dynamic model and the introduced perturbations,
as well as the prediction and updating steps, will be described.

B.1

Initial definitions

In the case of the positioning algorithm in Chapter 5.4, two states are incorporated:
the distance along the course trajectory and the speed. This induces a two-dimensional
problem. The state of the filter is represented by the state estimate
 
x
x=
v
and the error covariance matrix
P =



σx2 0
0 σv2



where x is the distance along the reference course trajectory, v is the speed, and σx
and σv are the estimates of the accuracy of the corresponding state estimates.
The linear system of the state dynamics is
xt+1 = xt + ∆t v
vt+1 = vt
and therefore
xt+1 = F xt
with
F =



1 ∆t
0 1
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where ∆t is the time between two consecutive time steps. This model assumes the
speed is constant. Therefore, noise is induced if the rider accelerates or decelerates,
which is described in the noise covariance matrix of the model, Q. The change of the
system states x and v due to acceleration a is
 1 2 
2 ∆t
a
∆t
and therefore the noise covariance matrix is given by
Q = Cov



1
2
2 ∆t

∆t

  
a =

1
2
2 ∆t

∆t




2

σa

1
2
2 ∆t

∆t



=

"

1
4
4 ∆t
1
3
2 ∆t

1
3
2 ∆t
∆t2

#

σa2

where σa is the standard deviation of the acceleration. An experimental estimate for
σa is provided in Appendix A.3.
Besides the model estimations of the states, also measurements are considered. In
this case, the states are directly measured and therefore the observation matrix H is
equal to the two-dimensional identity matrix.


1 0
H=
0 1
In other scenarios, measured values can be mapped using linear operations onto the
model states. Also the measurements introduce a certain noise, depending on the
sensors used. This is represented by the measurement noise covariance matrix R. It
is defined by

 2
σx̄ 0
R=
0 σv̄2

with σx̄ and σv̄ being the standard deviations of the errors induced by the distance
measurements and the speed measurements, respectively. Suitable values for these
parameters are provided in Appendices A.4 and A.5.

B.2

Predict

In the prediction step, the model is used to predict the state estimate at the current
time step based on the state of the previous time step xt−1 . The predicted state
bt is provided by
estimate x
bt = F xt−1
x

and the predicted estimate covariance Pbt is given by
Pbt = F Pt−1 F t + Q.

bt and predicted estimate covariance Pbt are also known
The predicted state estimate x
as the a priori state estimate and a priori estimate covariance, since they do not include
any observations at the current time step.
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B.3

Update

In the updating stage, the measurements zt at the current time step are included.
The measurement pre-fit residuals,
bt
yt = zt − H x

which represent the difference between the predictions and the measurements, and
the covariance
St = H Pbt H t + R
are calculated. The optimal Kalman gain Kt is then given by
Kt = Pbt H t St−1 .

The updated state estimate xt is provided by

bt + Kt yt
xt = x

and the updated estimate covariance Pt by

Pt = Pbt − Kt H Pbt .

The updated state estimate xt and updated estimate covariance Pt are also known
as the a posteriori state estimate and a posteriori estimate covariance.
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Acado MPC Implementation
In this section I will present the code for the Acado Code Generation Tool and how
to use the generated code in MATLAB and Android.
Code C.1 shows the C++ source code for the Acado Code Generation Tool. The function s(...) is not fully shown since it contains a long series of operations created
automatically by MATLAB. It describes the cosine transformation of the slope profile
of the course. Running the application creates the following files:
generated_code
acado_auxiliary_functions.c
acado_auxiliary_functions.h
acado_common.h
acado_integrator.c
acado_qpoases_interface.cpp
acado_qpoases_interface.hpp
acado_solver.c
acado_solver_mex.c
make_acado_solver.m
Makefile
test.c

In order to run the model predictive controller in MATLAB, make_acado_solver.m
needs to be executed in MATLAB. A .mex file is created with which, the function
acado_solver can be used in MATLAB to execute a model predictive control update. In order to compile the mex file as well as the Android library described below
properly, the qpoases source-code must be provided in the same folder.
To run the C code in Android, a wrapper is needed. It handles the communication
between the Java and C structures. Codes C.2 and C.3 show the wrapper files. The
name of the wrapper function is a composition of the names of the Android package,
class, and function in which the wrapped function is called. To build the Android
library, the Makefile presented in Code C.4 is used. It requires the Android Ndk
compilers, which are provided for different target platforms, such as arm64 (which
would be required to build the application for a Samsung S8) or x86 (which is recommended for virtual devices on a PC) and generates the shared library libacado.so.
In the Java code for the Android implementation, the library is included by
static {
System.loadLibrary("acado");
}

and the native function is defined by
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private native double[] acadoSolver(double[] v, double[] ean,
double[] P, double[] x, double[] t, double[] Q, double[] eanRef,
double vN, double PN, double v0, double ean0, double P0, double x0);

With these two definitions, the function acadoSolver can be used like any other
Java function. It should be noted that the results of a test iteration in Matlab and one
in Android were different. Since the conclusion in Section 5.7 indicates that a PID
controller is the better choice after all, this discrepancy was not further investigated.
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C ODE C.1: Acado C++ implementation of the model predictive controller. Running this program generates the C code of the controller.
#include <acado_toolkit.hpp>
#include <acado_code_generation.hpp>
#include <math.h>
/*
* tanh implementation with ACADO expressions
*/
REFER_NAMESPACE_ACADO IntermediateState tanh ( const
REFER_NAMESPACE_ACADO Expression &arg )
{
return 1-2/(exp(2*arg)+1);
}

/*
* slope function (cosine transformation - code generated in matlab)
*/
REFER_NAMESPACE_ACADO IntermediateState s ( const REFER_NAMESPACE_ACADO
Expression &x )
{
return 0.056839662132903
-0.000081939364518*(x*0.000422597881839).getCos() + ... ;
}
int main( ){
USING_NAMESPACE_ACADO;
int iError;
// VARIABLES:
// -----------------------DifferentialState aStateV ;
DifferentialState aStateEan ;
DifferentialState aStateP ;
DifferentialState aStateX ;
DifferentialState aStateT ;

//
//
//
//
//

Control aControlQ;

// change of power output

// MPC parameters
double dHorizon = 300.0 ;
int
iN
= 30 ;

// MPC horizon in m
// number of discretization points

speed
remaining anaerobic capacity
power output
distance
time

// physical model parameters
double dg
= 9.81 ;
//
double dm
= 80.0 ;
//
double deta = 0.975 ;
//
double drho = 1.2 ;
//
double dcw
= 0.7 ;
//
double dA
= 0.4 ;
//
double dmu
= 0.004 ;
//
double db0
= 0.091 ;
//
double db1
= 0.0087 ;
//
double dM
= dm*0.14/pow(0.33,2) ; //
double dwind = 0.0 ;
//
// physiological model parameters
double dPc
=
300.0 ;
double dPmax = 1100.0 ;
double dEan
= 25000.0 ;

gravitational acceleration
mass of rider and bike
chain efficiency factor
air density
drag coefficient
frontal area
friction factor
bearing factor 1
bearing factor 2
inertia mass
wind for reference calculation

// critical power
// maximum power
// maximum anaerobic capacity
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double dalpha =
// boundaries
double dxmin
double dxmax
double dvmin
double dvmax
double deanmin
double deanmax
double dPmin
double dtmin
double dtmax
double dQmin
double dQmax

0.1 ;

// recovery factor

=
0.0 ;
= 3717.0 ;
=
1.0 ;
=
30.0 ;
=
0.0 ;
=
dEan ;
=
0.0 ;
=
0.0 ;
= dHorizon/dvmin ;
= -1.0e3 ;
=
1.0e3 ;

//
//
//
//
//
//
//
//
//
//
//

minimum
maximum
minimum
maximum
minimum
maximum
minimum
minimum
maximum
minimum
maximum

distance
distance
velocity
velocity
anaerobic
anaerobic
power
time
time
change in
change in

capacity
capacity

power
power

// objective function weights
double dWeightQ
= 10.0 ;
double dWeightEan = 1.0/16.06 ;
double dWeightV
= 1.0/0.748 ;
double dWeightP
= 1.0/40.17 ;
double dWeightT
= 5.8 / dHorizon ;
// DIFFERENTIAL EQUATION
// --------------------DifferentialEquation aOdeFun;

// The model equations

aOdeFun << dot(aStateV)

== 1/(dM*pow(aStateV,2))*(aStateP*deta
- (0.5*drho*dcw*dA*pow(aStateV+dwind,3)
+ db1*pow(aStateV,2) + (dmu*dm*dg + db0
+ dm*dg*s(aStateX))*aStateV)) ;
aOdeFun << dot(aStateEan) == (dPc - aStateP)*((dalpha-1)/2*-tanh(0.01
*(aStateP-dPc)) + (dalpha+1)/2)/aStateV ;
aOdeFun << dot(aStateP)
== aControlQ/aStateV ;
aOdeFun << dot(aStateX)
== 1 ;
aOdeFun << dot(aStateT)
== 1/aStateV ;
// DEFINE LEAST SQUARE FUNCTION
// ---------------------------Function h ;
// tracking over the whole horizon
Function hN ;
// tracking at the end of the horizon
h << aControlQ << aStateEan ;
DMatrix W(2,2) ;
W.setAll(0.0) ;
W(0,0) = dWeightQ/iN ;
W(1,1) = dWeightEan/iN ;
hN << aStateV << aStateP << aStateT ;
DMatrix WN(3,3) ;
WN.setAll(0.0) ;
WN(0,0) = dWeightV ;
WN(1,1) = dWeightP ;
WN(2,2) = dWeightT ;
// OPTIMAL CONTROL PROBLEM
// ----------------------OCP ocp(0.0,dHorizon,iN) ;
// add objective
ocp.minimizeLSQ(W,h) ;
ocp.minimizeLSQEndTerm(WN,hN) ;
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// add dynamic constraints
ocp.subjectTo( aOdeFun ) ;
// add state and control boundaries
ocp.subjectTo( dvmin
<= aStateV
ocp.subjectTo( deanmin <= aStateEan
ocp.subjectTo( dPmin
<= aStateP
ocp.subjectTo( dxmin
<= aStateX
ocp.subjectTo( dtmin
<= aStateT
ocp.subjectTo( dQmin
<= aControlQ

<=
<=
<=
<=
<=
<=

dvmax
deanmax
dPmax
dxmax
dtmax
dQmax

)
)
)
)
)
)

;
;
;
;
;
;

// MODEL PREDICTIVE CONTROL
// -----------------------OCPexport mpc( ocp );
// MPC options
mpc.set( HESSIAN_APPROXIMATION,
mpc.set( DISCRETIZATION_TYPE,
mpc.set( INTEGRATOR_TYPE,
mpc.set( NUM_INTEGRATOR_STEPS,
mpc.set( QP_SOLVER,
mpc.set( GENERATE_TEST_FILE,
mpc.set( GENERATE_MAKE_FILE,
mpc.set( GENERATE_MATLAB_INTERFACE,
mpc.set( GENERATE_SIMULINK_INTERFACE,

GAUSS_NEWTON
SINGLE_SHOOTING
INT_RK4
500
QP_QPOASES
YES
YES
YES
NO

)
)
)
)
)
)
)
)
)

// folder for generated code
std::string sOutputFolder = "./generated_code" ;
// generate mpc code
if (mpc.exportCode(sOutputFolder) != SUCCESSFUL_RETURN)
exit( EXIT_FAILURE ) ;
mpc.printDimensionsQP( ) ;
return EXIT_SUCCESS ;
}

;
;
;
;
;
;
;
;
;
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C ODE C.2: Header file of the wrapper for the acado solver for use in
Android: acado_solver_ndk.h

#include "acado_common.h"
#include <stdio.h>
#include <jni.h>
/* Global variables used by the solver. */
ACADOvariables acadoVariables;
ACADOworkspace acadoWorkspace;
/* Array used to return the results of the mpc controller. */
double retVal[ ACADO_NX*(ACADO_N+1) ];
/*
* Solve mpc problem
*/
double *acado_solver_jni(double *v, double *ean, double *P, double *x,
double *t, double *Q, double *ean_ref, double vN, double PN, double
v0, double ean0, double P0, double x0);
/*
* NDK function wrapper
*/
JNIEXPORT jdoubleArray JNICALL
Java_com_example_powerbike_acadotest_MainActivity_acadoSolver(JNIEnv
*, jobject, jdoubleArray, jdoubleArray, jdoubleArray, jdoubleArray,
jdoubleArray, jdoubleArray, jdoubleArray, jdouble, jdouble, jdouble,
jdouble, jdouble, jdouble);
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C ODE C.3: Source code of the wrapper for the acado solver for use in
Android: acado_solver_ndk.c
#include "acado_solver_ndk.h"
#include <jni.h>
/*
* NDK function wrapper
*
* name convention: Java_<android package - replace dot by
underscore>_<java class name in which the function is
called>_<function name>
*/
JNIEXPORT jdoubleArray JNICALL
Java_com_example_powerbike_acadotest_MainActivity_acadoSolver(JNIEnv
*env, jobject thisObj, jdoubleArray inJNIArrayV, jdoubleArray
inJNIArrayEan, jdoubleArray inJNIArrayP, jdoubleArray inJNIArrayX,
jdoubleArray inJNIArrayT, jdoubleArray inJNIArrayQ, jdoubleArray
inJNIArrayEanRef, jdouble vN, jdouble PN, jdouble v0, jdouble ean0,
jdouble P0, jdouble x0)
{
jdouble *inCArrayV
;
jdouble *inCArrayEan
;
jdouble *inCArrayP
;
jdouble *inCArrayX
;
jdouble *inCArrayT
;
jdouble *inCArrayQ
;
jdouble *inCArrayEanRef ;
jdouble
*outCArray ;
jdoubleArray outJNIArray ;
// Convert the incoming JNI jdoublearrays to C’s jdouble[]
inCArrayV = (*env)->GetDoubleArrayElements( env, inJNIArrayV, NULL);
if (NULL == inCArrayV)
{
return NULL;
}
inCArrayEan = (*env)->GetDoubleArrayElements( env, inJNIArrayEan,
NULL);
if (NULL == inCArrayEan)
{
return NULL;
}
inCArrayP = (*env)->GetDoubleArrayElements( env, inJNIArrayP, NULL);
if (NULL == inCArrayP)
{
return NULL;
}
inCArrayX = (*env)->GetDoubleArrayElements( env, inJNIArrayX, NULL);
if (NULL == inCArrayX)
{
return NULL;
}
inCArrayT = (*env)->GetDoubleArrayElements( env, inJNIArrayT, NULL);
if (NULL == inCArrayT)
{
return NULL;
}
inCArrayQ = (*env)->GetDoubleArrayElements( env, inJNIArrayQ, NULL);
if (NULL == inCArrayQ)
{
return NULL;
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}
inCArrayEanRef = (*env)->GetDoubleArrayElements( env,
inJNIArrayEanRef, NULL);
if (NULL == inCArrayQ)
{
return NULL;
}
// Perform its intended operations
outCArray = acado_solver_jni(inCArrayV, inCArrayEan, inCArrayP,
inCArrayX, inCArrayT, inCArrayQ, inJNIArrayEanRef, vN, PN, v0, ean0,
P0, x0);
// Release resources
(*env)->ReleaseDoubleArrayElements(
(*env)->ReleaseDoubleArrayElements(
0 );
(*env)->ReleaseDoubleArrayElements(
(*env)->ReleaseDoubleArrayElements(
(*env)->ReleaseDoubleArrayElements(
(*env)->ReleaseDoubleArrayElements(
(*env)->ReleaseDoubleArrayElements(
inCArrayEanRef, 0 );

env, inJNIArrayV, inCArrayV, 0 );
env, inJNIArrayEan, inCArrayEan,
env,
env,
env,
env,
env,

inJNIArrayP, inCArrayP,
inJNIArrayX, inCArrayX,
inJNIArrayT, inCArrayT,
inJNIArrayQ, inCArrayQ,
inJNIArrayEanRef,

0
0
0
0

);
);
);
);

// Convert the C’s Native jdouble[] to JNI jdoublearray, and return
outJNIArray = (*env)->NewDoubleArray( env, ACADO_NX*(ACADO_N+1) );
if (NULL == outJNIArray)
{
return NULL;
}
(*env)->SetDoubleArrayRegion( env,
outJNIArray,0,ACADO_NX*(ACADO_N+1), outCArray );
return outJNIArray;
}
/*
* Solve mpc problem
*
: double array (N+1) initial guess for the speed.
* @param v
: double array (N+1) initial guess for the ean.
* @param ean
: double array (N+1) initial guess for the power.
* @param P
: double array (N+1) initial guess for the distance.
* @param x
: double array (N+1) initial guess for the time.
* @param t
: double array (N)
initial guess for the control.
* @param Q
* @param ean_ref : double array (N+1) reference trajectory for ean.
: terminal reference values for speed
* @param vN
: terminal reference values for power
* @param PN
: initial value for speed
* @param v0
: initial value for anaerobic capacity
* @param ean0
: initial value for power
* @param P0
: initial value for distance
* @param x0
*
* @return double array (NX*(N+1)) containing updated states [v_0,...,v_N,
ean_0,...,ean_N, P_0,...,P_N, x_0,...,x_N, t_,...t_N].
*
*/
double *acado_solver_jni(double *v, double *ean, double *P, double *x,
double *t, double *Q, double *ean_ref, double vN, double PN, double
v0, double ean0, double P0, double x0)
{
int idxStruct;
int idxLocal;
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/* Map states from input array to structure. */
idxStruct = 0;
for(idxLocal = 0 ; idxLocal < (ACADO_N+1); idxLocal++)
{
acadoVariables.x[ idxStruct
] = v[
idxLocal ];
acadoVariables.x[ idxStruct + 1 ] = ean[ idxLocal ];
acadoVariables.x[ idxStruct + 2 ] = P[
idxLocal ];
acadoVariables.x[ idxStruct + 3 ] = x[
idxLocal ];
acadoVariables.x[ idxStruct + 4 ] = t[
idxLocal ];
idxStruct = idxStruct + ACADO_NX;
}
/* Map controls from input array to structure. */
idxStruct = 0;
for(idxLocal = 0 ; idxLocal < ACADO_N; idxStruct++, idxLocal++)
{
acadoVariables.u[ idxStruct ] = Q[ idxLocal ];
}
/* Map reference values from input array to structure. */
idxStruct = 0;
for(idxLocal = 0 ; idxLocal < ACADO_N; idxStruct++, idxLocal++)
{
acadoVariables.y[ idxStruct ] = 0.0;
}
for(idxLocal = 0 ; idxLocal < ACADO_N; idxStruct++, idxLocal++)
{
acadoVariables.y[ idxStruct ] = ean_ref[ idxLocal ];
}
/* Map terminal reference values from input array to structure. */
acadoVariables.yN[ 0 ] = vN
;
acadoVariables.yN[ 1 ] = PN
;
acadoVariables.yN[ 2 ] = 0.0 ;
/* Map initial state
acadoVariables.x0[ 0
acadoVariables.x0[ 1
acadoVariables.x0[ 2
acadoVariables.x0[ 3
acadoVariables.x0[ 4

values from input array to structure. */
] = v0
;
] = ean0 ;
] = P0
;
] = x0
;
] = 0.0 ;

/* Initialize the solver. */
acado_preparationStep();
/* Perform the feedback step. */
acado_feedbackStep( );
/* Map local structure into output array. */
for(idxLocal = 0 ; idxLocal < ACADO_NX*(ACADO_N+1); idxLocal++)
{
retVal[ idxLocal ] = acadoVariables.x[ idxLocal ];
}
return retVal;
}
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C ODE C.4: Makefile to compile a shared library for a Samsung S8
device.

CFLAGS = -O3 -finline-functions -I. -I./qpoases
-I/usr/lib/jvm/java-8-openjdk-amd64/include
-I/usr/lib/jvm/java-8-openjdk-amd64/include/linux
CXXFLAGS = -O3 -finline-functions -I. -I./qpoases -I./qpoases/INCLUDE
-I./qpoases/SRC
CC = ~/android-ndk/build/ndk-build-arm64/bin/aarch64-linux-android-gcc
CXX = ~/android-ndk/build/ndk-build-arm64/bin/aarch64-linux-android-g++
OBJECTS = \
./qpoases/SRC/Bounds.o \
./qpoases/SRC/Constraints.o \
./qpoases/SRC/CyclingManager.o \
./qpoases/SRC/Indexlist.o \
./qpoases/SRC/MessageHandling.o \
./qpoases/SRC/QProblem.o \
./qpoases/SRC/QProblemB.o \
./qpoases/SRC/SubjectTo.o \
./qpoases/SRC/Utils.o \
acado_qpoases_interface.o \
acado_integrator.o \
acado_solver.o \
acado_auxiliary_functions.o \
acado_solver_ndk.o
.PHONY: all
all: libacado.so
libacado.so: ${OBJECTS}
$(CXX) -shared $? -o $@
.PHONY: clean
clean:
-rm -f *.o libacado.so ./qpoases/*.o ./qpoases/SRC/*.o ./qpoases/SRC/*.a
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