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Abstract
Stochastic point sampling, mostly blue-noise sampling, is a fundamental process in computer graphics, appearing in applications like image reconstruction,
halftoning and stippling, (quasi)-Monte Carlo integration, and distributing various kinds of objects (people, plants, etc). Many of these applications require
real-time performance, and such speeds are not met by common generation algorithms, which lead to the idea of tabulating and reusing pre-optimized sets of
sampling points. Being “noise”, however, such point sets inherently bear high
entropy, which makes it challenging to store and manipulate them.
Many ideas have been proposed over the past three decades to address this problem of storing and redistributing noise sets. The current state of the art encompasses two categories: methods based on sets of regular tiles, with multiple sample points per tile, and methods based on complex-shaped recursive tiles, with a
single sample point per tile. These methods offer different trade-offs in terms of
quality, speed, memory usage, flexibility, and coding complexity, but no method
is considered optimal in all aspects.
In this thesis we study a new approach for distributing pre-optimized sample
points. The main idea is to morph a regular grid into the desired distribution.
Thanks to the simple underlying structure, this approach is readily simpler than
exisiting methods, and we also demonstrate its advantages in terms of both quality and performance. More importantly, we demonstrate that a grid-based approach enables the development of analytic and objective solutions to replace the
heuristic treatments used earlier.
We present three solutions aimed at three sampling scenarios. For uniform sampling, e.g. for distributing objects, we employ ornamental subsets of the regular
grid known as AA Patterns, and demonstrate that, using a finite lookup table
of any affordable size, the patterns can distribute non-periodic sets of optimized
samples. For low-discrepancy sampling, mainly needed in quasi-Monte Carlo
integration, we develop a new grid-based low-discrepancy point set, and demonstrate that such a set can be rearranged to acquire a blue-noise spectrum without
loosing its low-discrepancy property. Finally, for adaptive sampling, e.g. for stippling or importance sampling, we develope a new indexing scheme, based on the
Thue-Morse word, to identify individual points in a multi-resolution grid, and
use it to build an adaptive sampler on a regular lattice. We demonstrate the superiority of our solutions over respective state-of-the-art methods. In addition,
we present a new blue-noise optimization algorithm that is well-suited for offline
optimization in our solutions and other lookup methods.
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Zusammenfassung
Stochastisches Sampling, insbesondere das sogenannte Blue-Noise Sampling, ist
ein grundlegender Prozess in der Computergraphik mit Anwendungen wie Bildrekonstruktion, Halftoning und Stippling (Punktiertechnik) sowie (quasi) -Monte
Carlo-Integration und bei der Verteilungsbeschreibung verschiedener Objekte wie
etwa Pflanzen. Viele dieser Anwendungen erfordern Echtzeitperformance, und
solche Geschwindigkeiten werden nicht durch gängige Generierungsalgorithmen
erzielt, was zu der Idee führt, voroptimierte Sätze von Abtastpunkten zu tabellieren und wiederzuverwenden. Da die Punkte “Rauschen” sind, haben sie inhärent
eine hohe Entropie, was es schwierig macht, sie zu speichern und zu manipulieren.
In den letzten drei Jahrzehnten wurde eine Reihe von Ideen vorgeschlagen, um
das Problem der Speicherung und Umverteilung solcher Punktmengen zu lösen.
Der derzeitige Stand der Technik umfasst hierbei zwei Kategorien: Methoden basierend auf regelmäßigen Kacheln mit mehreren Abtastpunkten pro Kachel und
solche basierend auf komplex geformten rekursiven Kacheln mit einem einzigen
Abtastpunkt pro Kachel. Diese Methoden bieten unterschiedliche Kompromisse
hinsichtlich Qualität, Geschwindigkeit, Speichernutzung, Flexibilität und Codierungskomplexität, aber keine Methode ist in allen Aspekten optimal.
In dieser Arbeit untersuchen wir einen neuen Ansatz zur Verteilung voroptimierter Samplingpunkte. Die Hauptidee besteht darin, reguläre Gitter in die gewünschte
Verteilung umzuwandeln. Dank der einfachen zugrundeliegenden Struktur ist
dieser Ansatz einfacher als existierenden Methoden und hat Vorteile hinsichtlich
Qualität und Leistung. Wichtiger ist jedoch, dass solch ein netzbasierter Ansatz
die Entwicklung von analytischen und objektiven Lösungen ermöglicht, welche
heuristische Verfahren ersetzen, die früher verwendet wurden.
Wir präsentieren drei Lösungen für drei Sampling-Szenarien. Für gleichmäßiges
Sampling, z.B. für die Verteilung von Objekten verwenden wir ornamentale Teilmengen eines regulären Rasters (AA-Pattern) und zeigen, dass die Muster aufgrund endlicher Lookup-Tabellen mit praktisch vertretbaren Größen einen nichtperiodischen Satz optimierter Punktmuster erzeugen können. Für Sampling mit
geringer Diskrepanz (low-discrepancy sampling), welches hauptsächlich bei der
Quasi-Monte-Carlo-Integration benötigt wird, entwickeln wir eine neue Samplingmenge und zeigen, dass diese durch Permutationen dazu benutzt werden
kann, ein Blue-Noise Spektrum zu erhalten, ohne die geringe Diskrepanz zu verlieren. Für adaptive Abtastungen, z.B. für Stippling oder Importance-Sampling
entwickeln wir ein neues Indexschema basierend auf dem Thue-Morse-Wort, um
einzelne Punkte in einem Raster mit mehreren Auflösungen zu identifizieren und
iii

um einen adaptiven Sampler auf einem regulären Gitter zu erzeugen. Wir demonstrieren die Überlegenheit unserer Lösungen gegenüber dem State-of-theArt. Darüber hinaus stellen wir eine neue Optimierungsmethode für Blue-Noise
Punktmengen vor, die sich gut für die Offline-Optimierung von Punktmengen in
unseren Verfahren und anderen Lookup-Methoden eignet.
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1 Introduction
Two-dimensional point sampling is a fundamental process in computer graphics.
We may broadly distinguish two categories of point sampling, based on how the
sample points are used. First, we have analytic point sampling, where information
is being collected at the sample points. This is commonly used in rendering applications, where the film and the lens of a virtual camera, and the different sources
of light in a virtual scene, are all point-sampled to collect information that is used
to render a virtual photo of the scene using Monte Carlo method [PH10]. Then we
have synthetic point sampling, where the sample points are used to convey information. A typical example application is distributing objects; for example, trees in
a forest [ZHWW12, WPC∗ 14]. Between the two categories lie some applications
like stippling [DHVOS00] and halftoning [Uli87], where the sample points could
be used to render a given grayscale image, or the grayscale image itself may represent a density map for distributing analytic sample points. This latter situation
is commonly referred to as importance sampling [MF92, Gla95], and is used in
rendering applications.
In analytic sampling there are usually preferable distributions of samples for collecting information, characterized by some spatial and/or spectral properties. On
the other side, in many synthetic sampling applications the distribution (trees,
grass, stipple-points, etc.) follows a distinct pattern, again characterized by some
spatial and/or spectral properties. Thus, the underlying process is similar whether
the sample points are used to collect or to convey information: we want to distribute the sample points in accordance with a given pattern. This makes the two
broad categories of applications join into one main topic: point-sampling in accordance with a prescribed pattern.
Most of the desired sampling patterns are not regular. For example, the photoreceptors in the eyes are not distributed regularly [Yel83], and a photorealistic rendering scheme may accordingly favor a non-regular distribution of samples [Coo86]. Such inherently stochastic1 distributions are usually characterized
by their typical periodogram, for a single set, or by the frequency power spectrum of the underlying process. For isotropic point sets and processes these twodimensional plots are commonly replaced by their radial averages [Uli88]. Figure 1.1 shows some examples. Blue noise is arguably the most important stochastic distribution in computer graphics, and will be our primary focus in this thesis,
with occasional reference to other stochastic distributions.
1 Some authors may use the word “stochastic” exclusively to refer to white noise. Following Cook
[Coo86], we use it here to refer to distributions that embody a random element.
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White Noise
Blue Noise
Green Noise
Pink Noise

Point Distribution

Periodogram

Radial Power

Figure 1.1: Some examples of common stochastic distributions, showing 4k points.
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1. Introduction

1.1

Statement of the Problem

There are several algorithms, e.g. [DW85, Coo86, MF92, Jon06, DH06, BSD09,
SGBW10, Fat11, EDP∗ 11, SHD11, XLGG11, EMP∗ 12, dGBOD12, Yuk15, JZW∗ 15],
for generating blue noise point sets, and a few more, e.g. [ZHWW12, OG12,
HSD13], that admit more control on specifying the exact color of noise; with more
algorithms being published every year in top venues. This alone gives an idea of
the importance of stochastic sampling in computer graphics.
In spite of this large variety, however, there is still an open problem. Indeed, sample points represent an atomic building block in many applications, and (literally)
billions of samples might be required to render a single frame, for example, in
a two-hours animation that runs at 60 frames per second. Unfortunately, none
of the mentioned generation algorithms can feasibly afford such huge sampling
rates. This was stated earlier by Lagae and Dutré [LD08], and it is still the situation
today.
Thus, it is usually not feasible to compute the sample locations on the fly. Instead,
sets of samples need to be pre-computed and stored for subsequent reuse. The
term “semi-stochastic” is then more appropriate for describing such table-driven
distributions.
Our primary focus in this thesis is not on the production of optimized stochastic sampling point sets, but on the problem of distributing pre-computed sets
using lookup tables. While easy to say, tabulating and reusing sampling point
sets is a non-trivial task. It is the irregularity of the stochastic distributions that
makes them difficult to manipulate. After all, we are talking about “noise”, hence
the highest entropy [Sal04] is expected, and these point sets are difficult to compress, index, etc. Even if the distribution remains similar, complexity arises from
the need to deliver different locations and/or numbers of samples each time the
lookup sampler is called.
Depending on the application, we may need some or all of the following desirable
features in a lookup sampler:
Granularity: ability to control the number of generated samples.
Progressiveness: ability to incrementally add more samples depending on the
outcome of the previously taken samples. The sampler should retain similar
distribution properties over different numbers of samples.
Localization: some applications, e.g. image reconstruction [DW85], require the
ability to easily locate samples nearby a given location.
Adaptivity: Localization is also sometimes combined with progressiveness; that
is, more samples are generated in a specific neighborhood, possibly guided
by a density map. Example applications include stippling [DHVOS00] and
importance sampling [MF92, Gla95].
Optimizability: ability to apply different optimization techniques to control the
placement of the sample points. Any generated distribution should retain
the favorable quality of the optimizer.
Efficiency: a lookup sampler should maintain reasonable costs in terms of memory and processing time.
3

1.2. Summary of Contributions
Simplicity: It is also desirable that the framework be simple, understandable, and
easy to implement.

1.2

Summary of Contributions

As we will review in Chapter 2, the primary approach for distributing offlineoptimized point sets is tiling, using regular tiles with many samples per tile, or
complex-shaped tiles with a single sample per tile. We depart from these approaches and open a new trend. Instead of distributing the samples over tile containers, we distribute a coordinated set of displacement vectors over a regular grid
of points to morph it into the desirable distribution. This is the basic idea, and we
present three different realizations of it for different sampling scenarios.
The main contributions of this thesis are:
1. A new technique for morphing algebraic subsets of a regular grid, known
as AA Patterns [Ahm11c], into various colors of noise for uniform sampling,
using compact lookup tables. This is the first technique able to distribute
non-periodic sets of granular, randomly-accessible samples over a regular
grid, and it outperformed all known uniform samplers then in terms of quality and speed. See Chapter 3.
2. A grid-based technique for combining a user-controlled blue-noise spectrum
with a provable low-discrepancy property in the same point set for quasiMonte Carlo integration, using compact lookup tables. This is the first time
such a combination is realized. See Chapter 4.
3. A new technique for morphing a multi-resolution grid into a self-similar
blue-noise set, using a compact lookup table that works across all resolutions. Looking at the regular grid as a regular lattice of cells, this is the first
adaptive and progressive method that uses a single sample per tile in a set
of regular tiles. See Chapter 5.
4. A new optimization algorithm for generating blue-noise distributions. This
is the first algorithm to enforce prescribed conflict and coverage radii, and
this combination defines a criterion for obtuse-free triangulation, making the
algorithm an important contribution to the remeshing literature, in addition
to its utility in optimizing lookup samplers. See Chapter 6.
5. A proven lemma for the discrepancy bounds of two-dimensional stratified
point sets. See Appendix A.
6. A new construction of two-dimensional low-discrepancy point sets. The
constructed sets are inherently indexed in two dimensions, offering much
higher degrees of freedom for scrambling [KK02]. See Section 4.2.
7. An analytic, closed-form formulation for distributing self-similar point sets
over recursive tiles, replacing the iterative treatment used earlier. See Section 5.5.
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1.3

Publications

Parts of these contributions have been published in the following publications:
Ahmed A. G. M., Huang H., Deussen O.
AA Patterns for Point Sets with Controlled Spectral Properties
ACM Trans. Graph. (Proceedings of SIGGRAPH Asia), 34(6), pp.
212:1–212:8, Nov 2015
Ahmed A. G. M.
Sampling with AA Patterns
Eurographics 2016 – Doctoral Consortium, Lisbon, May 2016
Ahmed A. G. M., Perrier H., Coeurjolly D., Ostromoukhov V., Guo
J., Yan D.-M., Huang H., Deussen D.
Low-Discrepancy Blue Noise Sampling
ACM Trans. Graph. (Proceedings of SIGGRAPH Asia), 35(6), pp.
247:1–247:13, Nov 2016
Ahmed A. G. M., Niese T., Huang H., Deussen O.
An Adaptive Point Sampler on a Regular Lattice
ACM Trans. Graph. (Proceedings of SIGGRAPH), 36(4), pp. 138:1–
138:13, Jul 2017
Ahmed A. G. M., Guo J., Yan D.-M., Franceschia J. Y., Zhang X.,
Deussen O.
A Simple Push-Pull Algorithm for Blue-Noise Sampling
IEEE Transactions on Visualization and Computer Graphics, 23(12),
pp. 2496–2508, Dec 2017

1.4

Structure of the Thesis

In the following chapter we briefly review the most related literature and show
the state of the art in real-time two-dimensional sampling. The main contents of
this thesis are then split between three consecutive chapters, each presenting a
distinct grid-based approach to a different point-sampling scenario. Specifically,
in Chapter 3 we present a grid-based approach to distribute points for uniform
semi-stochastic sampling, in Chapter 4 we present a grid-based approach for distributing spectrally-controlled low-discrepancy point sets, and in Chapter 5 we
present a grid-based approach for adaptive and progressive sampling. We augment our grid-based frameworks by a flexible blue-noise optimization algorithm
that is presented in Chapter 6. Finally, we present concluding remarks and outlook for future research in Chapter 7. Some of the materials that could not fit in
the main text were moved to appendices at the end of the thesis.
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2 Background
As we mentioned in Section 1.1, fast techniques are needed to distribute semistochastic sample points. In this chapter we review the state of the art in this
area that comprises two categories: lookup-based approaches and on-the-fly approaches.

2.1

Lookup Techniques

Existing lookup sampling methods prior to our research were all based on tiling.
We will now briefly review the evolution of the tiling methods through the past
three decades, highlighting the most relevant references.

2.1.1

Single Toroidal Tiles

Since the early days when Dippé and Wold [DW85] proposed using Poisson-disk
point sets for anti-aliasing, they also suggested to store such sets on toroidal tiles
to avoid the high computational cost of their creation. In a different context,
halftoning, Ulichney [Uli88] studied the frequency properties of a similar distribution, and coined the name “blue noise” to describe its spectral profile. He
subsequently devised the “void-and-cluster” method to distribute such point sets
also over toroidal tiles [Uli93].
The toroidal-tile approach has to balance between two opposite targets. On the
one hand, using a few samples per tile makes it easy to locate samples nearby a
given pixel, which is a desirable feature [DW85], and on the other hand, the few
number of samples would soon manifest the tiling structure, since each individual
sample would become a regular grid, and the whole set of samples would turn
into an ensemble of grids [Gla95], offering a poor frequency spectrum.

2.1.2

Color-Coded Tiles

With the advancement of computer graphics, optimization techniques were developed to produce higher-quality noise sets [MF92], and a single toroidal tile was no
longer able to cope with the improved quality. Cohen et al. [CSHD03] introduced
Wang tiles [Wan61, Wan65] to create non-periodic semi-stochastic tilings for sampling. These are square tiles with color-coded edges and a matching rule that can
be used to create a semi-stochastic tiling.
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2.2. On-the-Fly Techniques
Unfortunately, Wang tiles create visible seams near the edges, because each tile
may match many combinations of neighbor tiles, making it difficult to place points
near tile edges. Lagae and Dutré [LD06a] suggested color-coding the corners instead of the edges, and also proposed a more systematic approach for placing the
points on the tiles. Kopf et al. [KCODL06] presented recursive Wang tiles, a quite
sophisticated tiling structure that enables seamless tiling; side-by-side as well as
recursively, which makes the method suitable for adaptive sampling. In addition,
points on each tile are ordered (ranked), enabling progressive sampling.
Lagae and Dutré [LD08] report that the quality of conveyable noise sets is low for
the Wang-tiles family of lookup samplers. The granularity is also poor, starting
from 256 samples per tile for a decent-quality blue noise, and reaching 2048 for
recursive Wang tiles, which is not suitable for some applications, e.g. when it
is desirable to locate nearby samples. Furthermore, optimizing the placement of
samples across tile boundaries is rather difficult, which limits Wang-tiles-based
point sets to distributions based on dart throwing [MF92].

2.1.3

Complex Recursive Tiles

An alternative approach was introduced by Ostromoukhov et al. [ODJ04], using
Penrose tiles. The key principle is to use a complex recursive tiling structure that
itself creates a spectrum that resembles blue noise. This allows to place only a
single sample per tile, making optimization substantially easier. This approach is
well-suited for adaptive sampling, and aims at substantially-higher spectral qualities than Wang tiles; but this comes at a considerable cost in memory, since the
whole tiling structure has to be stored.
Through two subsequent steps of development [Ost07, WPC∗ 14], this approach
reached a quality that enables almost full spectral control over the conveyed point
sets, using sophisticated optimization techniques [ZHWW12, OG12, HSD13] that
were developed concurrently. Unfortunately, to that end the required memory
footprint grows beyond the practical limits of many applications: gigabyte-sized
lookup tables for a single spectral profile. Another drawback of this family of
lookup techniques is that such complex tilings are difficult to map to a unit square,
a desirable feature for some applications such as quasi-Monte Carlo integration
[Kel12]. Finally, coding complexity is relatively high in these approaches, as admitted by Ostromoukhov himself [Ost07].

2.2

On-the-Fly Techniques

Alternative to lookup approaches, many techniques were also considered for the
fast table-less computation of the sample locations. The general idea is to use geometric and/or algebraic formulations to compute uniformly-distributed point sets
that strive to emulate blue noise. In spite of their modest quality [Ö16], these techniques are popular in practice [PH10] thanks to their little memory and processing
overheads. Below we review the main techniques in this category.
8

2. Background

2.2.1

Stratified Sampling

Stratified sampling patterns are obtained by subdividing the sampled domain into
a regular lattice of strata (cells), and placing one or more sample point on each
stratum. As an efficient alternative to Poisson-disk distributions, Dippé and Wold
[DW85] proposed a jittered grid by placing the samples randomly on each stratum.
This approach subsequently became popular for its computational efficiency and
decent anti-aliasing qualities.
Chiu et al. [CSW94] proposed a multi-jittered grid to improve the uniformity of
a jittered grid. The idea is to evenly-distribute the horizontal offsets of the samples along the columns of a stratified set, and the vertical offsets along the rows.
Kensler [Ken13] proposed correlated multi-jittering to improve the spacing between
the points. The difference from multi-jittering is that one and the same sequence
of offsets is used for all columns, and one sequence is used for all rows.
More recently, Ramamoorthi et al. [RAMN12] considered a uniform-jittered grid
for visibility sampling, obtained by placing the sample points in all strata at the
same offset that is randomly-chosen for each instance of the point process (each
call to the sampler). Öztireli [Ö16] subsequently studied more advanced strategies
for stratification, and reported tangible improvements for carefully-selected ones
— without much compromising the simplicity of stratification.

2.2.2

Latin-Hypercube Sampling

Another approach to generating a uniform distribution of samples is the Latin hypercube, also known as N-Rook sampling [Shi91]. The idea is that the projections
of the samples on each axis are uniformly distributed. Note that the multi-jittered
grid of Section 2.2.1 bears the Latin-hypercube property. Saka et al. [SGB07] studied Latinization as a post-processing of an optimized blue-noise set, whereas Reinert et al. [RRSG16] integrated the idea within the optimization process.

2.2.3

Low-Discrepancy Sets and Sequences

Low-discrepancy (LD) sets (or sequences) use deterministic mathematical formulas to compute the coordinates of the sample points directly from the ordinal sequence numbers of the samples in the set (or sequence). They are provably more
uniformly-distributed than random numbers can be [KN74]. In fact, most LD sequences exhibit both stratification (Section 2.2.1) and Latin Hypercube properties
(Section 2.2.2).
Shirley was among the pioneers and the best advocates for the use of discrepancy
as a quality measure of computer graphics samplers [Shi91]. Keller and his collaborators further promoted the use of LD sequences in computer graphics [Kel12].
The problem with the original low-discrepancy sets and sequences is that they
exhibit some regularity, manifesting as strong spikes in the frequency spectrum
that could cause strong aliasing/banding artifacts in rendering applications. This
problem is partially treated in the following set of techniques.
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2.3. Discussion

2.2.4

Scrambled LD Sets and Sequences

Random scrambling techniques [Tez94, Owe95, Mat98, Owe03] were originally introduced to improve the uniformity of low-discrepancy point sets and sequences,
and to enable error estimation, resulting in so-called randomized quasi-Monte
Carlo techniques. Kollig and Keller [KK02] advocate the use of such sets in computer graphics, since they embody a stochastic element that attenuates the strong
spikes in the spectrum of vanilla LD sets and sequences. While they preserve
the structure of so-called elementary intervals [Nie92], hence preserve the lowdiscrepancy property, existing scrambling techniques do not enable full spectral
control; rather, the typical resulting power spectrum resembles a multi-jittered set
(Section 2.2.1).

2.3

Discussion

As we can see, there is a large variety of approaches for the real-time distribution of two-dimensional samples, offering different trade-offs in terms of speed,
quality, memory usage, flexibility, etc. None of the mentioned techniques, however, is considered optimal in all aspects. A common weakness to all tile-based
approaches, for example, is that locating nearby samples is difficult, especially
at locations near the edges of two or more tiles. On the other hand, on-the-fly
techniques do not provide much room for optimization or offer control over the
frequency spectrum of the generated point sets. The user has to live with the
preset quality offered by these techniques.
As we will discuss in subsequent chapters, grid-based approaches offer many of
the advantages offered by the existing samplers, and avoid many of their shortcomings. Even better, they enable combining the features of on-the-fly and lookup
approaches, as evident in the Low-Discrepancy Blue Noise sampler presented in
Chapter 4.
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3 Uniform Sampling
As mentioned in the preceding chapters, generating optimized point sets is a
costly operation, and distributing pre-computed points on tiles has some disadvantages. An important thing to note is that the tiles themselves are not a part of
the final output; they are only an auxiliary element to guide the distribution of the
points. While they do help in planning the layout of the points, tiles bring extra
constraints. For example, in a typical optimization scenario, points are forced to
stay within their respective tiles.
In this chapter we present a different approach towards the problem: instead of
employing a quasi-random process to distribute tiles, we use such a process to
directly distribute granular points. In other words, we optimize algebraicallygenerated point sets that bear desirable features. For this purpose we adopt a family of ornamental point sets known as AA Patterns, which are subsets of a regular
grid. The word ‘ornamental’ implies that these patterns feature some symmetries.
This, in turn, has an important implication that some parts of the point set, some
local neighborhoods, repeat elsewhere in the set, which enables the use of a finite
set of displacement vectors over the infinite pattern. As it turns out, these patterns also possess a powerful indexing mechanism for identifying similar layouts
of points, which facilitates indexing of the lookup table of displacements. This is
the key element of our proposed method that we describe in detail in this chapter.
We start by describing the underlying point sets in an intuitive way, also describing the way they were originally discovered and evolved, and then we describe
how they can be adapted for point sampling. The main contents of this chapter
are published in the papers [AHD15]. For the purpose of this thesis, however,
we explain the actual research path that lead us to the technique in the published
paper, rather than just showing the final outcome.

3.1

AA Patterns: Background

AA Patterns [Ahm11c] are aliasing artifact patterns that emerge in forward texture
mapping under certain conditions. It is quite easy to get them. A beginners’
approach to rotating an image might be to scan the image, pixel by pixel, and
project these pixels on a viewport using the rotation matrix
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3.1. AA Patterns: Background

(a)

(b)

Figure 3.1: Holes (black points) in a forward-mapped rotation of (a) 30° and (b)
35°. Evidently, the 30° pattern of holes is visually structured.

where {( X, Y )} are pixel coordinates of the viewport and {( x, y)} are pixel coordinates of the image. While it is well-known that such a naı̈ve mapping leaves
‘holes’ in the viewport, it is interesting to note that such holes make an ornamental
layout when the rotation angle is 30° or 60°; see Figure 3.1.
Further inspection revealed that ornamental, eye-pleasing layouts of holes are obtained for all forward transformation of the form:


X
Y



=

 
1 α
2 1

−1
α



x
y



1 < α < 2.

(3.2)

Quantizing by rounding leads to the same patterns, but the convention in the published paper [Ahm11c] was to use truncation. These patterns came to be called
AA Patterns, where “AA” may stand for “Aliasing Artifacts”, “Algorithmic Art”,
or the initials of the author who coined the name. Figure 3.2 shows a few examples. Thus, AA Patterns come from the interaction of a foreground grid of points,
a background grid of cells, and a transformation that distributes the points over
the cells. All cells that are ‘hit’ by points are switched OFF, or ‘unset’, and the
pattern is made up of the cells that are ‘missed’ and therefore stayed ON, or set1 .
More details about AA Patterns can be found in [Ahm11c, Ahm11a, Ahm11b,
Ahm12]. In this thesis we are mainly interested in their indexing mechanism,
which we discuss subsequently. We will also mention some of their properties in
relevant contexts. Even though AA Patterns are defined for α in the whole real
interval (1, 2), we will confine our discussion to α ∈ (1.5, 2) because it is the range
analyzed in [Ahm12], which underlies our analysis in Section 3.4.1.
1 In fact this is exactly the opposite of the original nature of these patterns as aliasing artifacts, but
now we are interested in the pattern itself.
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Figure 3.2: Example AA Patterns, reproduced from [Ahm11c, Figure 1].
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3.2. Indexing in AA Patterns

α−1
2
1
2

1/2

α/2

Figure 3.3: Hitting the shaded areas of a cell, where α ∈ (1, 2), indicates that
the neighbor cell (adjacent to shaded region) is missed, which implies that it is
included in the AA Pattern.

3.2

Indexing in AA Patterns

The passive definition of AA Patterns in terms of misses, as discussed in the preceding section, conveys only little information about the pattern. Fortunately, it
is also possible to define the patterns in terms of hits, by looking at one of the
adjacent cells; see Figure 3.3. A cell is set if and only if a point hits the respective
marked area of the neighbor cell. Thus, the marked region can be thought of as an
ON/OFF switch for setting/unsetting the adjacent cell. Following the notation of
[Ahm11c], we define
t = (α − 1)/2
(3.3)
as the width of this region, which we refer to as the “set range”; in lack of a more
meaningful name.
As demonstrated in Figure 3.4, it is possible, and is more convenient, to associate
the set range with the cell itself instead of the neighbor cell, and it is also possible
to move it to any convenient place in the cell; say the bottom-left corner2 . Finally,
it is also possible, and desirable, to associate the pattern with the points rather
than the cells. That is, a point is set if and only if it hits the set range of the hosting
cell. Applying these manipulations leads to the following formal and compact
algebraic definition of AA Patterns:
AA(α) = {( x, y) : x, y ∈ Z; dX < t; dY < t},
where

dX
dY

= dX( x, y) = {(αx + y)/2} ,
= dY( x, y) = {(αy + x )/2} ,

(3.4)
(3.5)

and {·} stands for the fractional part of a real number:

{x} = x − bxc .
2 In some sense it might have been better to place the set range concentric with the cell. Choosing
the bottom left was motivated by code-optimization requirements, but we will stick to that convention
in this thesis.
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(a) Pattern in empty cells, and set range in adjacent
cells.

(b) A unit translation in X in Eq. (3.2) brings the set
range in the same cell.

(c) A fractional translation in X and Y in Eq. (3.2)
brings the set range to the bottom-left of the cell.

(d) Finally, the pattern is straightened by associating
it with the hitting points instead of the hit cells.

Figure 3.4: Through a sequence of algebraic manipulations we arrive at the simplified definition of AA Patterns in Eq. (3.4).
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3.3. Neighborhood Maps in AA Patterns

√ 
Figure 3.5: A part of AA
3 , colored to highlight distinct clusters of points.
Arbitrarily-large clusters exist in the pattern, but only the smallest four appear in
this part.
In the published paper [AHD15] describing our adaptation of AA Patterns for
sampling, we started from this definition, referring to (dX, dY ) as the “indices”.
Thus, the index is the location of a point in the background cell, and the preceding
brief discussion explains the origin of these indices and their curious naming convention (dX, dY ). Note that each point in the integer grid is mapped to a fractional
index in [0, 1). The geometrical interpretation also helps to understand the neighborhood maps below. A rational pattern parameter α = p/q produces a finite set
of indices that repeats periodically (every 2q) over the regular grid, and the pattern
is therefore periodic. In contrast, an irrational parameter assigns a unique index
to every point in the grid, leading to a non-periodic pattern. Figure 3.5 shows a
part of a non-periodic AA Pattern.

3.3

Neighborhood Maps in AA Patterns

The transformation from grid points to indices in Eq. (3.5) is linear in the toroidal
index-space:
dX( x0 + x, y0 + y) = dX( x0 , y0 ) + dX( x, y) .
Each offset ( x, y) in the grid corresponds to a fixed offset (dX, dY ) in indices, possibly wrapped around the unit torus. Consequently, any layout of grid points maps
to a specific layout of indices; again possibly wrapped around the unit torus. All
the grid points in a given layout are set if and only if the corresponding layout
of indices falls completely in the set range. This lead earlier [Ahm11c] to an algorithm for painting the distinct clusters of an AA Pattern by marking the corresponding layouts of indices, as illustrated in Figure 3.6(b).
Thus, inside the set region is a map that tells the cluster to which each point belongs. This is not the only map associating pattern features with indices; for example, an even-odd painting [ASI99] of points is associated with another map,
16

(c) Even-Odd Coloring

(b) Distinct-Cluster Coloring

(a) Vanilla Pattern (No Coloring)

3. Uniform Sampling

0

111
Pattern Space

0

t = 41/112

111/112

Index Space

Figure 3.6: Different colorings of (a single period of) AA (97/56), and their indexspace images. (a) The original, uncolored pattern. (b) Distinct-cluster coloring;
each of the 32 green 3 × 3 blocks in the color map, for example, corresponds to a
specific point in the nine 32-point green layouts; one of them being darkened for
the sake of illustration. (c) Even-odd coloring; note that the index-space image
now resembles an AA Pattern.
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as demonstrated in Figure 3.6(c). Note that these maps already exist by virtue of
the underlying transformation in Eq. (3.2); the quest is on how to discover them,
retrieve them algorithmically, and validate the algorithms analytically.
A practical approach for discovering maps is through inspection. For example,
the even-odd painting maps like the one in Figure 3.6(c) were found by actually
even-odd painting a periodic pattern, painting the projected points in index space
accordingly, and trying to see a pattern. It seems like the pattern here is closely
related to so-called AA Bitmaps [Ahm13], but further investigation of these evenodd maps is beyond the scope of this thesis.
The original layout-based coloring maps might seem attractive for our purpose of
shaping AA Patterns to match a given spectral/spatial profile. Distinct clusters
can be thought of as tiles of different shapes and sizes. We can morph each cluster
to match the target distribution, and project this information onto index space to
save it for subsequent retrieval. There is, however, more than one practical problem with this approach. For example, although the number of distinct clusters is
countable, it is infinite for a non-periodic pattern, and the corresponding coloring
map is a fractal [Ahm12]; visually-similar to Sierpinski carpet [PJS92]. We are also
interested in a neighborhood that is symmetrical around the points. Nevertheless,
coloring maps suggest that it should be possible to find the neighborhood maps
we are interested in, as we will discuss subsequently.

3.4

Structural Maps

As we mentioned, a practical approach to discover index-space maps in AA Patterns is to try to visualize the interesting phenomena in the index space. The
phenomenon of interest in the context of point-set optimization is the neighborhood similarity around the points, since it reflects the required displacements for
optimization with algorithms that operate locally. Lloyd’s algorithm [MF92], also
known as Lloyd relaxation, represents a powerful tool for detecting similar neighborhoods in a point set. It works iteratively by moving each point (in parallel)
to the centroid of its Voronoi cell [Aur91], hence the displacement of each point
in each iteration is decided solely by the relative locations of its immediate neighbors. If two points incur identical displacements all over the first n iterations, then
there is a high likelihood that their first n rings of neighbors are identical.
We inspected by applying Lloyd relaxation to a few periodic AA Patterns and
plotting the resulting displacements onto index-space maps, as illustrated in Figure 3.7, where the values of α are taken as successive rational approximations of
the golden ratio:
55
21
≈
≈ ϕ.
13
34
There is an evident pattern, and we observe the following:
1. Distinct neighborhoods correspond to contiguous blocks in the index-space
map, in a simple checkered layout.
2. The number of distinct neighborhoods grows linearly with the number of
iterations; that is, it grows linearly with the neighborhood width.
3. The maps look similar for close pattern parameters.
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Fifth Iteration

Second Iteration

First Iteration
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(a)

(b)

(c)

(d)

Figure 3.7: Response of AA Patterns to Lloyd relaxation, showing (a) current positions of the points, (b) displacements, and (c) displacements plotted in index
space, for AA (21/13), and (d) displacements in index space for AA (55/34).
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=
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√
Figure 3.8: A part of AA( 3) decomposed into its constituent dX-bitmap and
dY-bitmap, respectively, highlighting the constituent pair of rows and and pair of
columns.
We call these index-space blocks “structural maps”, and they play the central role
in sampling with AA Patterns. Luckily, structural maps have much simpler layouts than the coloring maps of Section 3.3, and they are also much easier to retrieve algorithmically, as we show in the following subsections; where we also
validate our observations analytically.

3.4.1

Windowed-Neighborhood Analysis

Since the two conditions in Eq. (3.4) are independent, AA Patterns3 are separable
into pairs of constituent bitmaps, one for each index, as illustrated in Figure 3.8.
The two bitmaps are essentially transposed versions of each other, so it is sufficient
to analyze only the dX-bitmap, and analogous arguments hold for the dY-bitmap.
Inspecting Eq. (3.5) reveals that dX depends only on the least significant bit of y,
so the the dX-bitmap is actually made up of two repeating rows. Further, the 0.5
offset between indices in adjacent rows, and the specific setting of the threshold t
in Eq. (3.3), enforce a certain structure of the two rows: the former implies that the
condition in Eq. (3.5) can not be satisfied simultaneously in the two rows, and the
latter means that there is exactly 1 step between satisfying Eq. (3.5) in one row and
in the other. The resulting structure is a run of 1s in one row (0s in the second), a
single pair of 0s in both rows, then a run of 1s commences in the second row, and
so on; see Figure 3.8. Thus, the two rows are inter-dependent, and one of them is
sufficient to deduce the other; hence the whole dX-bitmap. This makes it possible
to only focus on a single row, or bit-sequence, of the dX-bitmap. Let this be the
row through y = 0, and for sake of brevity we define
dX( x ) = dX( x, 0) = {αx/2} .

(3.6)

Since the row can be represented as a bit-sequence we will use the words “bit”
and “point” interchangeably in our discussion.
Zooming into the row, consider a set point c at distance xc from the origin. Since
this bit is set we have
dX( xc ) < t .
3 Since our analysis is based on [Ahm12], we will narrow down our discussion to the constraint
α ∈ (1.5, 2) considered thereat.
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Figure 3.9: In a row of the dX-bitmap of AA( 3), examining a window of width
15 generates 10 thresholds that partition the indices into 11 ranges; that is, 11
distinct layouts.
Now we examine the neighbor point at distance x from c. If the point at ( xc + x )
is set, it means that
dX( xc + x ) < t ,
and since
dX( xc + x ) = {dX( xc ) + dX( x )}

(3.7)

we conclude that


dX( xc ) < t − dX( x )
dX( xc ) >= 1 − dX( x )


impossible

if dX( x ) < t
if dX( x ) > 1 − t
if t ≤ dX( x ) ≤ 1 − t

.

(3.8)

Recall that c stands for any set point in the row, hence the values (t − dX( x )) or
(1 − dX( x )) mark thresholds between indices of set points that have and those
that do not have the xth neighbor set. Now (t − dX( x )) are right delimiters, and
(1 − dX( x )) are left delimiters; the xth neighbor of c is set if and only if the index of
c falls on the delimited side of the threshold. Each offset x which does not return
“impossible” in Eq. (3.8) sets a new threshold.
Now we examine all the offsets in a window of width W centered at c. If an
offset returns “impossible” it means that this location is always unset. All other
offsets generate thresholds that partition the interval [0, t) into sub-intervals; see
Figure 3.9. Indices in the same interval mean identical neighborhoods of indexed
points, because these indices fall on the same side of every threshold. Conversely,
each interval between consecutive thresholds correspond to a unique bit-sequence
in the window around c, and this bit-sequence can be reproduced by iterating
through all thresholds, testing if the interval falls on the delimited side of the
threshold, and setting/unsetting the respective bit accordingly. For example, the
third (red) interval in Figure 3.9 falls in the delimited side of the thresholds corresponding to the offsets {−7, −2, −1, 6, 7}, so it corresponds to a window containing the bit-sequence 1000011 1 0000011; and nearby points can be found 7, 2, and
1 step to the left, as well as 6 and 7 steps to the right. Recall that we are still inside
a single row of the dX-bitmap.
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Algorithm 3.1: Defining a structural table (list of thresholds) for a designated
window width W or a prescribed number of IDs N.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Set i ← 0;
Set m ← 1;
repeat
Set i ← i + 1;
for { x = i, x = −i } do
dX = {α · x/2};
if dX < t then
addThreshold(t − dX);
m ← m + 1;
end
if dX > 1 − t then
addThreshold(1 − dX);
m ← m + 1;
end
end
until i = W/2 or m = N;
Sort the table of thresholds.

Since the union of all sub-intervals spans the whole range of indices of set points,
the union of the corresponding bit sequences comprises all distinct bit-sequences
in the row around a set bit; that is, all distinct neighborhoods around a point. The
number of sub-intervals is equal to the number of thresholds, which is no larger
than W. Thus, the number of distinct layouts is no larger than W, and the indices
of points at the center of each layout fall in a contiguous interval.
Before proceeding to the two-dimensional case we stop to make a few notes:
When α is irrational dX is a well distributed sequence modulo 1 [KN74], which
means that the average number of thresholds is proportional to W; but in
all cases W is a supremum. Also note in Eq. (3.6) that dX( x ) = 0 only when
x = 0 (otherwise α will be rational); applying this to Eq. (3.7) reveals that indices are unique. Since thresholds make a well-distributed sequence, there
would eventually be a threshold (in fact an infinitude of thresholds) between any two indices, indicating a different neighborhood of some size.
This proves that the pattern is non-periodic when α is irrational.
IDs: It is easy to convert Eq. (3.8) into an algorithm for finding the thresholds,
as summarized in Algorithm 3.1. We sequentially assign numerical IDs to
intervals of indices to label them4 . All points with a given ID have identical neighborhoods. The ID of a point can be retrieved by searching for the
interval in which its index falls, which can be implemented efficiently as a
binary search. We call this conversion “thresholding”, because it effectively
searches for the threshold immediately preceding the index. Thus, we have
three levels of addressing in AA Patterns:
4 While such sequential assignment is adequate for our purpose, it seems more appropriate to label
the intervals using a bit-reversal approach (see Section 4.4 and Section 5.6.1) so that the labels maintain
a hierarchical invariant scheme. We mention this as a hint for future research, and are not going to
elaborate on it.
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Figure 3.10: Inspecting the immediate neighbor location outside the window of
Figure 3.9 reveals two dual-context IDs.
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ID

Contexts: For a given ID, a context refers to a distinct configuration of IDs of
close neighbors around a point with that ID. Whereas points with the same
ID have identical locations of neighbors, these neighbors might have different IDs. For the same ID we might therefore have different contexts. To
give an example, we inspect the immediate neighbors outside the window
of Figure 3.9. These two locations produce two more thresholds that split
two intervals; see Figure 3.10. IDs of these two intervals can occur in two
contexts; that is, points with these IDs have two possibilities for IDs of their
immediate neighbors. All other intervals have single contexts: the state
of the eighth neighbor is fixed, hence the whole ID window of immediate
neighbors, hence their IDs. We may also consider wider contexts than the
immediate neighbors, but the number of dual-context IDs grows no larger
than the considered width.
Close parameters imply similar patterns: Algorithm 3.1 generates a similar sequence of thresholds for α0 ≈ α, until α0 fails to approximate α faithfully. It is
the order of thresholds that matters in identifying neighborhoods, not their
exact values, therefore AA(α0 ) and AA(α) share all distinct layouts of points
up to the width where the sequence of thresholds of AA(α0 ) goes out of order. The two patterns are indistinguishable in a window smaller than that
width. Note that if the indistinguishable window is larger than a chosen ID
window, the two patterns share the same set of IDs; if it is larger by 2r they
share all r-steps contexts of all IDs.
Discussion: Only after the paper [AHD15] was published, we realized that these
properties and observations that we derived from the first principles are already
well-established in Combinatorics in Words literature; specifically so-called Sturmian words. The Lothaire’s book [Lot02] is a good starting point for the interested reader. Trying to reformulate the technique described in this chapter in the
context of Words is what eventually lead to the advanced technique described in
Chapter 5.

3.4.2

Two-Dimensional Neighborhood Maps

The single row we analyzed implies the whole dX-bitmap, so our conclusions
extend to whole vertical slices in the dX-bitmap. Analogous arguments hold for
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Figure 3.11: A Cartesian product of two of the one-dimensional profile in Figure 3.9 produces a checkered map that fills the set region in index space. The
actual layouts of points are shown inside the corresponding intervals of indices.
dY, and upon combining the two bitmaps we get a Cartesian product of indices
and IDs. Pattern-space neighborhood windows become squares, and index-space
intervals become two-dimensional blocks; as illustrated in Figure 3.11.
Following the distribution of indices, IDs are also distributed evenly and quasirandomly when α is irrational, as illustrated in Figure 3.12. Global distribution of
IDs can be visualized in index-space by comparing neighborhood maps to coloring maps; each block in the latter comprises indices of a specific point in a distinct
cluster. From Figure 3.13(c) we see that Each ID is held by either a subset of a specific point in a distinct cluster, or a union of specific points from different clusters.
The distribution of each cluster resembles an AA Pattern [Ahm12], but subsetting
and merging obscures this ornamental distribution. Thus, the global distribution
of IDs is visually quasi-random, in addition to being quasi-random in a mathematical sense.
As we will show subsequently, IDs can play a similar role to color codes [CSHD03,
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Figure
 Distribution of the third column of IDs of Figure 3.11 in a part of
√3.12:
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√
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Figure 3.13: Set-region maps of AA( 3): (a) The neighborhood map from Figure 3.11, (b) the fractal coloring map for Figure 3.5, and (c) the superposition of
the two maps. The neighborhood map tends to align with the blue blocks because
our chosen neighborhood window is the same order of size as the blue clusters in
Figure 3.5.
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KCODL06, LD06a] or structural indices [ODJ04, Ost07, WPC∗ 14] in tiling methods, with three major advantages:
• IDs can be extracted directly from point coordinates, no need to store production rules,
• The distribution of IDs is inherently quasi-random, eliminating the need to
use an external randomization process, and
• The number of IDs grows quadratically (linearly on each axis) with the
width of identified neighborhood, compared to exponential growth in tiling
techniques; cf. [WPC∗ 14].
Dual-context IDs in the one-dimensional profile produce dual- and quad-context
IDs in the two-dimensional Cartesian product. This brings an interesting analogy to color-based tiling methods: In tiling there is a majority of interior (singlecontext) points, a few edge points (multiple-context), and very few corner points
(too many contexts). In AA Patterns the majority of IDs have single-contexts, only
a few have dual-contexts, and very few have quad-contexts. Thus, in AA Patterns
we logically have “interior points”, “edge points”, and “corner points”, with the
important difference that the three classes are interspersed, which reduces seams.
This is one reason why this approach surpasses tiling.

3.5

Optimizing AA Patterns

The preceding analysis of the basic structure of AA Patterns exposed all the elements needed to build an efficient sampling framework. Now we optimize the
point locations to attain various spectral properties. AA Patterns offer a quite
convenient facility for optimization via the “similar patterns” feature discussed
in Section 3.4.1. Indeed, choosing a rational parameter p/q close-enough to the
target irrational α produces a periodic pattern AA( p/q) that shares all contexts as
AA(α) in the desired neighborhood width5 . This setup is an advantage of AA Patterns, as it circumvents the overhead of synchronizing the optimization process
across many patches; cf. [WPC∗ 14]. It also eliminates the difficulty pointed out by
Ostromoukhov [Ost07] of handling non-toroidal domains.
First, we explain the concept using Lloyd’s relaxation, then we move on to other
optimizations. Like in the beginning of Section 3.4, we applied Lloyd’s algorithm
to a few periodic AA Patterns, and visualized the incurred displacements in index space; see Figure 3.14. The purpose this time is to verify that the emerging
index-space block structures do indeed coincide with the analytically-predicted
neighborhood maps described in Section 3.4.2. The structure is indeed a multiresolution one, revealing more sub-blocks of the map as more iterations are applied; that is, as wider neighborhoods become involved in determining the displacements. The behavior of points with the same ID is identical, both within the
same pattern and across similar patterns. Note that this is the natural response of
AA Patterns to Lloyd’s algorithm: we are not enforcing any behavior. Its implication is that:
• A small table, one vector per ID, is sufficient to store information about an
optimized AA Pattern.
5 See

“Close parameters imply similar patterns” in Section 3.4.1.
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Index Space

Second Iteration

First Iteration

Pattern Space

(a)

(b)

(c)

(d)

Figure 3.14: Visualization of two iterations of Lloyd’s algorithm applied to a single
√ period of (a, c) AA(97/56) and (b, d) AA(362/209), where 97/56 ≈ 362/209 ≈
3. Plots (a, b) show the actual displaced point set, where each point is colored
according to the size of incurred displacement; in a smooth scale from green (0)
to red (largest displacement). In (c, d) we rearranged the points by order of their
indices; in other words, we plotted the sizes of displacements in index space. For
comparison, the ticks below each index-space plot show the thresholds of Figure 3.9 at the right scale.
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3.5. Optimizing AA Patterns
Algorithm 3.2: Generating an optimized displacement map for a periodic
AA Pattern AA( p/q), using an iterative optimizer of a local nature.
input : A t × t map assigning a set of N × N IDs to points.
1 Use Eq. (3.4) to generate a single period of AA ( p/q );
2 repeat
3
Use the optimizer to find the necessary displacement for each point;
4
Average the displacements across points sharing the same ID;
5
Apply the average displacements to points;
6 until the point set has the desired properties;
7 Record the displacements in an N × N map, one displacement vector per ID.

• The structure of the table is simple, enabling easy retrieval of stored information.
• Optimization information can be generated/stored to any desirable resolution.
• Information obtained from a small-period pattern can be reused for a similar
long-period (or non-periodic) pattern.

3.5.1

Optimizing with Other Methods

A general optimizer may optimize the points sequentially, one at a time (e.g.
CCDT [XLGG11]), and/or may incorporate a random behavior (e.g. jittering
to break local symmetries6 . Consequently, points with the same ID might be
displaced differently. Thus, we have to enforce identical displacements, which
we do by averaging the displacements across same-ID points, as advocated in
[Ost07, WPC∗ 14].
Optimizing a periodic AA Pattern is very similar to optimizing a point set in a
toroidal domain; the only constraint is to ensure that points with the same ID
make identical displacements. Algorithm 3.2 summarizes the procedure. The
result is stored in a compact table that we call a “displacement map”; in contrast
to the coloring maps mentioned earlier in Section 3.3.
In our examples (Figure
3.15) we used AA(183/112) during optimization, approx√
imating α = (5 − 3)/2, with ID window width of 99 steps (49 on each side), and
4-steps contexts. This produced 55 single-context and 8 dual-context IDs in each
of (dX, dY ). Thus, the majority of IDs have single contexts; averaging is sparingly
applied, and it has little effect on the optimization process. Figure 3.15 shows
some of the profiles we managed to obtain under the mentioned constraints: save
a little anisotropy, the results are almost indistinguishable from the unconstrained
optimization. Such anisotropy is inevitable in lookup techniques, as will be discussed in more detail in Section 5.8.3. For FPO [SHD11] we used a very local
variant that moves each point to the farthest point within the convex hull of its immediate neighbors; thus preserving contexts. This idea has evolved subsequently
into the powerful optimization recipe discussed in Section 5.4.1.
6 Jittering, if needed, should be sized such that it does not take a point “out of context”; that is, a
point should not jump behind immediate neighbors.
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Figure 3.15: Typical periodograms, point sets, radial powers, and anisotropies of
noise profiles comparing the original optimizer output to the AA-Patterns-based
one.

29

3.6. Results
Algorithm 3.3: Generating an optimized point set AA(α) using a table T of N
thresholds generated by Algorithm 3.1, and an N × N displacement map D
generated by Algorithm 3.2 using a rational parameter that closely approximates α.
1 foreach grid point (x, y) do
2
Set dX ← {(α · x + y)/2} ;
3
Set dY ← {(α · y + x )/2} ;
4
if dX < t and dY < t then
5
Set row ← binarySearch(T, dY ) ;
6
Set col ← binarySearch(T, dX ) ;
7
Output ( x, y) + D[row, col ].
8
end
9 end

3.5.2

Retrieving Optimized Point Sets from Tables

Once a displacement map is available, it can be used with any AA Pattern that
shares the same set of IDs and contexts. The local spatial statistics (e.g. nearest neighbor distance, coverage radius, and bond-orientation order [HSD13]) are
maintained; as long as points do not make large displacements beyond the minimum context width. Algorithm 3.3 lists the steps. It is simple, fast, compact,
self-contained, and therefore lends itself well to system-level implementation in
any device.

3.6

Results

We now discuss various aspects of our technique, and compare to tiling methods.

3.6.1

Speed

In a 2.50GHz CORE i5 CPU our production algorithm produces more than 100M
points per second; almost 20 times faster than [WPC∗ 14], the state-of-the-art tiling
technique then, and is faster than any tiling method we were aware of when the
paper was published; though the LDBN (Chapter 4) and ART (Chapter 5) we developed subsequently outperform AA Patterns in terms of speed. Offline optimization (Algorithm 3.2) is also quite fast thanks to the periodic approximation
patterns; we used a point set of 5041 (71 × 71) points during optimization, and
it takes from a few seconds for Lloyd relaxation, up to three minutes using the
target-matching method of Heck et al. [HSD13]. The latter can be considered an
upper limit, since their algorithm is able to match most common profiles.

3.6.2

Memory Footprint

Thanks to the limited size of the displacement map (a few kilobytes), the memory footprint of the method is orders of magnitude smaller than Wachtel et al.
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(a)

(b)

Figure 3.16: (a) Power spectrum of a 64k blue-noise point-set generated with Algorithm 3.3 using a 5071-entry table. (b) A closeup showing the quantized nature
of the spectrum.
[WPC∗ 14] or other tile-based methods. Note that the speed and memory usage
of our production algorithm are independent of the profile of the point set. We
also need a small memory footprint during optimization, since our method optimizes a single point set over a toroidal domain, eliminating the overheads of
synchronizing across many patches.

3.6.3

Quality

Compared to tiling methods, the described approach puts less constraints on the
optimization algorithms, and is able to consider arbitrarily large neighborhoods
and contexts. To the best of our knowledge, none of the earlier tiling methods can
index beyond the second ring of neighbors and stay within the practical limits of
resources; cf. [WPC∗ 14, supplementary material]. Our optimization is therefore
more accurate.
The spectral quality of all known lookup methods deteriorates gradually as the
size of the point set grows [LD08]. Specifically, a grid-like structure appears in
the power spectrum, reflecting the fact that this spectrum is only a quantized approximation of the target spectrum; see Figure 3.16. The intuition is that lookup
methods (including ours) displace points from a deterministic structure using a
finite set of vectors, and the latter has a limited capacity to conceal the underlying
structure as the point set grows. Please see also the discussion in Section 5.8.3 on
page 76. That being said, the proposed approach offers two important advantages
over earlier tiling methods: a) it can generate very faithful displacement maps, as
discussed above, that retain their quality for higher ratios of point-set-size to map
size, and b) thanks to the large selection set of α, it enables generating tables of exactly any desirable size, to match the available budget of memory and/or support
a specific target neighborhood size.
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3.6.4

Flexibility

The fact that we do not need much resources makes our approach suitable for
many implementation scenarios unattainable by earlier tiling methods. For example:
• It is well-suited for client-server implementation, where a server can keep
thousands of reusable displacement tables of different noise profiles.
• It enables implementation of on-the-fly target-matching at interactive speeds.
• It enables storing extra information in the neighborhood tables, tabular or
functional.

3.7

Discussion

In this chapter we presented a new grid-based technique for producing large point
sets that are optimized to match a wide range of spatial and/or spectral profiles.
The method runs at high speeds and uses very little resources. It is free of the
seams problem found in the color-based tiling approaches, and it solves the problem of large memory consumption for geometry-based methods by generating all
structural information from the coordinates of points in a grid.
Our technique is based on AA Patterns, ornamental patterns originally introduced
for artistic purposes. We reintroduced these patterns as quasi-random point sets
with powerful neighborhood identification mechanism through their maps of indices.
In the concluding remarks of the published paper [AHD15] we wrote:
The adaptation of AA Patterns for sampling suggests two directions
for future research: one is to investigate other properties of AA Patterns as quasi-random point sets (e.g. their incremental quality), and
the other is to inspect optimizing other quasi-random point sets (e.g.
Halton sequences).
Even though our approach offers some advantages, it is currently limited to fixed densities of points. In principle, AA Patterns are hierarchical and self-similar [Ahm12], so there is a good potential for extending
the concept to adaptive sampling. However, we so far faced two obstacles: their self-similarity is topological, not geometrical, and details
appear upon zooming out, not upon zooming in, thus we currently do
not have an infinite possibility for zooming-in. We leave this for further research. Other directions for future research include extending
the concept to multi-class sampling and higher dimensions.
Many of these questions were answered in the subsequent research that is detailed
in Chapter 4 and Chapter 5. While AA Patterns offered us the primary inspiration
for the following research, we switched to alternative approaches that we found
substantially easier to explain and implement.
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4 Low-Discrepancy Sampling
The choice of a sampling pattern in rendering applications plays a crucial role
to reach a prescribed rendering quality [PH10]. Unfortunately, it is still not clear
what the ideal pattern is for a given number of samples. At low sampling rates,
some scholars argue in favor of blue-noise patterns [Mit87], noting that these patterns are observed in the photoreceptors of animal eyes [Yel83], and are therefore
desirable from the visual perception perspective. Others argue in favor of lowdiscrepancy (LD) sequences and point sets that are commonly used for sampling
in various contexts, noting their computational efficiency [Shi91, KK02]. These
different perspectives lead to two different and relatively disjoint trends of research.
In this chapter we try to reconcile these two perspectives by developing a gridbased sampling pattern that simultaneously carries the blue-noise and LD properties. The main contents of this chapter were published in the paper [APC∗ 16a].

4.1

Motivation

LD sequences and point sets play a crucial role in quasi-Monte Carlo (QMC) integration — an active research field during the last few decades [Nie92, Lem09,
Kel12]. In computer graphics, (quasi-)Monte Carlo integration is extensively used
to evaluate light transport in complex scenes that incorporate sophisticated geometry and/or objects with complex reflection, refraction, and/or absorption properties, as well as having multiple light sources [PH10, RAMN12].
The discrepancy of a point set is a quantitative measure of deviation from the
uniform distribution. The extreme discrepancy of a point set in a unit domain is
defined1 as the largest difference, over all axes-aligned rectangles, between the
area of a rectangle and the proportion of the point set it contains. The star discrepancy is defined similarly, but one corner of the rectangles is fixed at the origin.
These measures allow for bounding the numerical integration error; cf. KoksmaHlawka inequality [Nie92]. A 2D set of N points is considered an LD set if its
discrepancy is O(log( N )/N ). A 2D LD sequence is a sequence that maintains
O(log2 ( N )/N ) discrepancy for all its sub-sequences. The concept of uniform,
low-discrepancy sequences emerged in the 1930s, after the pioneering work of
1 In this discussion we are defining the terms intuitively. Please see Appendix A for more
mathematically-flavored definitions. The interested reader is referred to [KN74] for further reading.
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van der Corput [vdC35]. Many different LD constructions were proposed thereafter [Nie92, Lem09].
Despite the wide adoption of LD sets and sequences in computer graphics, there
are considerable differences compared to their application in, say, financial simulations. First, the final judgment on image quality of a QMC integration is performed on a two-dimensional projection plane, whereas most existing LD sequences
were developed to improve the uniformity in very high dimensions. Secondly, the
rendering results are evaluated visually, and the human eye is particularly sensitive to aliasing artifacts, which is much less important in financial simulations.
Most LD sequences, such as Sobol, Faure, or Halton sequences — without scrambling (see Section 2.2.4) — contain strong spectral peaks, and may generate strong
aliasing artifacts when used in rendering applications.
Our goal in this chapter is to build a provably LD point set that bears a blue-noise
spectrum. On the one hand, the variance in integration is directly dependent
on the product of the power spectra of the integrand and the sampling pattern
[PSC∗ 15]. Consequently, for integrands whose spectral content can be estimated,
one can considerably reduce variance by choosing the parameters of the bluenoise sampling distribution in such a way that its vanished low-frequency spectral part contains the major part of the spectral content of the integrand. On the
other hand, according to the Koksma-Hlawka inequality, the error in integration
is bounded by the product of the integrand’s variation, in the sense of Hardy and
Krause, and the star discrepancy of the sampling distribution [Nie92]. Thus, for
bounded-variation integrands whose spectral content cannot be easily estimated,
the LD property will still guarantee low variance, at least asymptotically. Finally,
the absence of spectral peaks will avoid aliasing [Dur11, PSC∗ 15].
The realization of our goal consists in morphing a special stratified (i.e. gridbased) LD point set into a close approximation of a given stratified reference point
set; thus adopting the spectral properties of the reference set, while retaining its
LD properties. We achieve this by locally rearranging the coordinates first in the
horizontal and then the vertical direction. We prove that such a rearrangement
maintains LD properties, and we provide evidence that we achieve close approximations of the reference point set even with small LD sets. Our construction
is conceptually very simple and computationally efficient. It minimizes aliasing
and introduces only low levels of noise. Furthermore, it is easy to implement, and
we make our code publicly available as well. Although we focus on blue-noise
properties and very low spectral peaks, our method can be applied to any given
stratified point set.

4.2

Template Low-Discrepancy Set

In order to build a low-discrepancy blue-noise set we start on the deterministic
side and incorporate the stochastic element. Thus, we start with a template LD
set, and optimize it to acquire the desired blue noise profile (BNOT [dGBOD12],
Step [HSD13], etc). There are many LD constructions to choose from (Sobol, Halton, Hammersley, rank-1, etc.), but they all suffer from one fundamental problem
when it comes to blue-noise optimization: for a point with a given index number
in these sets or sequences, the relative locations of the nearest neighbors around
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that point change with the size of the set, making it difficult to identify the neighborhoods of the indexed points; whereas, on the other hand, the spectral properties are sensitive to the local neighborhoods of the points [WW11]. We therefore
had to devise a new LD construction that suits our needs, based on stratification.
A generic stratified two-dimensional (2D) point set can be written as
P = {( X + x X,Y , Y + y X,Y )} ,

(4.1)

where ( X, Y ) are integers that denote a cell (stratum) in a regular lattice, and
( x, y) are fractions that specify the location of the sample point in that stratum.
Note, that x and y are not necessarily functions of X and Y; we only indicate here
that each ( X, Y ) stratum is assigned a specific, though not necessarily distinct,
( x, y) pair of offsets of the sample point relative to the bottom-left of the stratum.
Eq. (4.1) defines a generic stratified set over a 2D lattice; in practice we would slice
a finite portion and scale it to the sampled domain.
The essence of stratification is that the discrepancy is zero for all the strata that
are completely enclosed by the considered rectangle, since each point accounts
exactly for the area of its stratum2 . Thus, evaluating the star discrepancy of a
stratified point set reduces to evaluating the discrepancy along a column and a
row. As we show in Appendix A, we obtain a low-discrepancy 2D stratified point
set if for every column X the sequence

{ x X,0 , x X,1 , . . .}
of horizontal offsets is an LD sequence, and for every row Y the sequence

{y0,Y , y1,Y , . . .}
of vertical offsets is an LD sequence. To transform this condition into a construction, we pick up a one-dimensional (1D) low-discrepancy sequence S, and use it
to supply the horizontal offsets along the columns:
x X,Y = SY ,
and the vertical offsets along the rows:
y X,Y = SX .
The resulting LD point set is then defined by:
PS =

4.2.1

n

o
( X + SY , Y + SX ) .

(4.2)

Understanding PS

The set PS is different from all common LD constructions. The most significant
difference is the domain in which the set is defined. Typical LD constructions are
defined in the unit hypercube, or in a finite domain anyway. In contrast, PS is
defined over an infinite 2D domain. This puts it between LD sequences and sets.
On the one hand, it is a fixed set, not a sequence, and on the other hand, it is an
infinite set, not a finite one. Figure 4.1 illustrates these differences.
2 See

Eq. A.10 for a proper mathematical derivation.
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PS

Hammersley

Sobol
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16 Points

36 Points

64 Points

Figure 4.1: Point sets of different sizes generated by Sobol LD sequence, Hammersley LD set, and our new LD construction using van der Corput sequence (see
Eq. (4.5)). Both Sobol and PS maintain the same layout of the first points as subsets of larger point sets, as highlight in the second and third column, but Sobol
construction inserts the additional points in between the existing ones, disturbing
their neighborhoods, whereas our construction adds more points by expanding
into space rather than into resolution, maintaining a fixed neighborhood around
every point. In contrast to both, Hammersley construction generates a new set
for each number of points. Note that Hammersley sets coincide with PS (first and
third columns) when the latter uses the van der Corput sequence and the number of points is a power of two, but they are different otherwise, as evident in the
middle column.
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Unlike existing LD constructions, the set PS is inherently indexed in two dimensions, using a pair of indices. This difference is important for optimization, because the local neighborhood is fixed around any given index ( X, Y ). Thus, our
new construction allows to align the LD set with any stratified set, on a one-toone basis. As we will discuss in Section 4.3.2, this is the key element to control the
spectral properties of the set. The set PS will serve as our template LD set, and we
will subsequently discuss how to enhance its spectral properties.

4.3

Rearranging the Low-Discrepancy Set

Choosing a template LD set is only the first step in constructing a low-discrepancy
blue-noise set. The template set illustrated in Figure 4.1, for example, exhibits regular repetitions of the local layouts of the points that would manifest as strong
spikes in its frequency power spectrum. We need to adjust the point locations
in such a way as to add the blue-noise spectral properties to the set, but without
loosing its low-discrepancy spatial properties. Merely applying a blue-noise optimization algorithm (e.g. Lloyd’s [MF92], FPO [SHD11], or BNOT [dGBOD12])
would not work, since it would potentially destroy the low-discrepancy property.
Instead, we need to make special arrangements to make the set acquire the bluenoise properties. We start by explaining an approach to incorporate a random element in the LD set, at the cost of a controlled degradation in the low-discrepancy
property. We then refine the approach to incorporate spectral control over the random element; effectively realizing our goal of combining the blue-noise spectrum
and the low-discrepancy property in one point set. Figure 4.2 demonstrates the
outcome of random and controlled rearrangement of the template LD set.

4.3.1

Randomized Permutation

A random element can be incorporated into the PS construction by applying a
discrepancy-aware rearrangement of the sequence S for each row and column.
Unlike the global bit-wise scrambling techniques used with common LD constructions (Section 2.2.4), we randomly permute the entries of the constituent sequences (in rows and columns) locally within small chunks:
….

…

We choose a chunk size m, and re-order every subsequent m entries of the input
sequence S:
Sk0 ·m+i = Sk·m+σk (i) ;

i ∈ {0 . . . m − 1} ; k ∈ N ,

(4.3)

where each σk is a permutation over {0...m − 1}. To incorporate this 1D chunkwise permutation into PS , we apply two independent passes: one pass along the
columns and one along the rows, as summarized in Algorithm 4.1. Figure 4.2(a)
shows an example output of the algorithm.
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(a) Algorithm 4.1: m = 8

(b) Algorithm 4.2: m = 16, BNOT target

Figure 4.2: Typical output of our algorithms for generating anti-aliased lowdiscrepancy point sets, using (a) random and (b) controlled discrepancy-aware
rearrangement of our template low-discrepancy set.
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Algorithm 4.1: Randomized permutation of PS .
1
2
3
4
5
6
7

for each column X do
for each chunk k do
m + m −1
Randomly permute the vector { x X,Y }Yk·=
;
k·m
Write the permuted vector back into the set;
end
end
Repeat with the rows by exchanging the roles of X, x and Y, y, respectively.

What makes this chunk-wise permutation have little impact on the discrepancy
is that for any contiguous range of sequence numbers, the subset of S0 differs
from the corresponding subset of S in no more than m points, even though the
order of the coincident points might be different. According to [KN74, Chapter 2,
Theorem 4.1]3 , the difference in discrepancy of any subsets of length n > m of the
two sequences is then bounded by m/n. Since m is fixed, the difference

| Dn∗ (S0 ) − Dn∗ (S)|
in discrepancy between the two sequences is O(1/n). Consequently, if S is an LD
sequence, with O (log(n)/n) discrepancy bound, then the rearranged sequence
S0 is also an LD sequence. The parameter m only alters the constant in the O(·)
notation, but we still want to keep m small so that we stay close to the discrepancy
bounds of S.
Discussion: At this point, the resulting point set of Algorithm 4.1 (Figure 4.2(a))
closely resembles a scrambled LD set (Figure 4.7, second row), which is the current
state-of-the-art. Our localized permutation, however, admits much more control
over the placement of individual points than axis-wise scrambling (Section 2.2.4),
and it enables better optimization, as we discuss subsequently.

4.3.2

Optimized Permutation

Instead of considering random permutations, we can construct the permutations
such that the resulting point set PS0 4 is close to a given reference point set. Consider a stratified point set that is optimized to a specific blue noise profile (BNOT,
Step, etc; see Section 4.4.2). The main idea is to start with a slice of the PS template
set of the same size as the given set, and find the permutations, for all 1D chunks
along the columns and the rows, that would transform this point set so that it
approximates the reference set.
Technically, we minimize the distance between the two sets in two passes: one
along the horizontal axis, and one along the vertical axis; see Algorithm 4.2 and
3 The

exact statement of the mentioned theorem compares corresponding entries in two “finite sequences”. But since we are referring to subsets, these can be arranged in any order without altering
their discrepancy. To give an example, the sets {0, 0.25, 0.5, 0.75} and {0, 0.5, 0.25, 0.75} have different
discrepancies as sequences, but the same discrepancy as fixed sets. Alternatively, it is easy to show
from the first principles that the difference in discrepancy of any n subsequent elements between S0
and S is bounded by m/n, since in any intervals the number of points of the two sequences differs by
no more than m points.
4 A more precise notation might be P
{S0 } to reflect the fact that we are using independently scrambled LD sequences along different columns and rows; but such a notation is arguably distracting.
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Figure 4.3: A visual illustration of step 6 in Algorithm 4.2, using m = 8. For each
chunk of size m from the template LD set (blue dots) and the reference set (orange
squares), we rearrange the points of the template set so that the smallest x aligns
with the smallest x of the reference, the second smallest with the second smallest,
and so on. Note that y is not relevant in this pass.
Figure 4.4. Note that the two passes are completely independent, and can thereAlgorithm 4.2: Generating a blue-noise low-discrepancy set from a stratified
blue-noise reference point set and our template low-discrepancy point set.
1
2
3
4
5
6
7
8
9
10

Initialize the output set to PS from Eq. (4.2);
for each column, X, do
for each chunk, k, do
m + m −1
Retrieve the vector Lx = { x X,Y }Yk·=
from the reference set;
k·m
Retrieve the corresponding vector, Qx , from the output set;
Rearrange Qx so that the smallest entry aligns with the smallest
entry in Lx , the second smallest with the second smallest, and so on;
Write the permuted vector Qx back to the output set;
end
end
Repeat with the rows by exchanging the roles of x, X and y, Y, respectively.

fore be parallelized. Our algorithm solves a discrete assignment problem similarly
to the Hungarian algorithm [Kuh55]. Figure 4.3 illustrates the process for a single
1D chunk, and Figure 4.4 illustrates it inside a single m × m 2D block. We apply a
similar rearrangement to each m × m block in the point set. Within each block, the
process is very similar to Latinization [SGB07], but instead of snapping the points
to a regular grid, the coordinates are taken from the underlying LD sequences.
Thanks to this Latinization, the discrepancy is improved even within the blocks,
cf. [Ken13]. Figure 4.2(b) shows an example output of Algorithm 4.2.
The resulting point set of Algorithm 4.2 inherits the LD property from the template set PS , and the spectral profile from the reference set. The parameter m controls the blending ratio between the two, as illustrated in Figure 4.5. Setting m = 1
reproduces PS , whereas setting m equal to the width of the point set produces a
merely Latinized copy of the reference set, with limited improvement of its dis40
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(a)

(b)

(c)

(d)

Figure 4.4: Rearranging the template LD set (blue circles) to match a given reference (orange squares). (a) An m × m block is extracted from the LD set, along
with the corresponding block from the reference. (b) The horizontal offsets are
rearranged along the columns, as shown in Figure (4.3) for one column. (c) Similarly, the vertical offsets are rearranged along the rows. (d) The final block — now
closely matching the reference — is written back to the set. In this illustration
m = 8, and the set is 24 × 24 strata.
crepancy. From our experiments, m = 16 is a good compromise. Analysis of the
impact of m on the discrepancy was provided earlier in Section 4.3.1, and analysis
of the impact of m on how the rearranged LD set comes close to the reference is
provided in Appendix B.

4.4

Low-Discrepancy Blue-Noise (LDBN) Sampler

In this section we discuss technical details of how the insights of the preceding
section may be translated into a practical lookup sampler.

4.4.1

The Underlying Low Discrepancy Sequence

Any one-dimensional LD sequence can be used to construct the template LD
point set in Eq. (4.2), but the inherent binary nature of the van der Corput sequence [vdC35] makes it an excellent candidate for an efficient implementation.
This sequence is obtained by mirroring the binary digits of each sequence number
around the binary point. That is, if φ is a binary bit-reversal function:
∞

φ

∑ aj2

j =0

∞

!
j

=

∑ a j 2− j −1 ;

j =0

a j ∈ {0, 1} ,

(4.4)

then the ith entry in the sequence is φ(i ). If the chunk size m is a power of 2
then permutation reduces to permuting the log2 (m) least significant bits of the
sequence number. We denote by PvdC the 2D stratified point set obtained from the
van der Corput sequence:
PvdC =

n

o
( X + φ(Y ), Y + φ( X )) ; X, Y ∈ N .
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(4.5)

m = 1 (PS )

0.004665374756

m=2

0.004665374756

m=4

0.004772186279

m=8

0.004474639893

m = 16

0.004661560059

m = 32

0.006149291992

m = ∞ (Reference)
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0.009787935548

Point Distribution

Periodogram

Star Discrepancy

Figure 4.5: Illustration of how the parameter m controls the blending ratio between a template low-discrepancy set PS and a stratified reference set. The size of
the reference set is 32 × 32.
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As shown in Appendix (A), PvdC is a low-discrepancy point set, with discrepancy
bound in O (log( N )/N ). It is worth noting that PvdC coincides with the Hammersley construction when the generated number of points is a power of two, and is
different otherwise; see Figure 4.1.

4.4.2

Generating the Optimized Reference Sets

The only input we require to build an LDBN sampler is a stratified set optimized
for the desired spectral profile. In order to create a stratified blue noise set, we
start with a jittered grid, then apply a blue noise optimizer while ensuring that
the displacements of the points are confined to the respective strata. The actual
realization of these steps, however, is not as trivial as it may sound.
The first obstacle is that a regular grid is a stable minimum for the associated energy of many optimizers (Lloyd’s algorithm [MF92] and kins [BSD09, dGBOD12,
CYC∗ 12, XLGG11]); hence, such optimizers tend to restore the grid structure of
the jittered grid. Rather than employing direct optimization algorithms, we may
overcome this problem by employing a target-matching algorithm like the one by
Heck et al. [HSD13]. These algorithms consider much wider neighborhoods compared to Lloyd’s variants, and are therefore less likely to form local regular structures. Once the point set is sufficiently close to the target profile it becomes safe to
use the original optimizer without risking convergence towards a grid structure.
Alternatively, the target-matching algorithm can be resumed until convergence.
This becomes the only available choice for producing noise profiles that are only
defined analytically, such as the Step blue noise [HSD13]. In our subsequent work
on Adaptive Regular Tiles (Chapter 5), which also involves stratification, we were
able to develop a neater solution to overcome the grid structure; see Section 5.4.1.
The push-pull algorithm of Chapter 6 is also less susceptible to forming regular
structures than the Lloyd’s family of algorithms, and may be used as well.
The second obstacle we faced concerns the treatment of points that escape their
strata during optimization. We experimented with different policies including
clamping the shifts suggested by the optimizer to the stratum boundary, moving
the escaped points to a random location, or just skipping these point in the current
iteration. We prefer the latter option, since it imposes less bias (over- or undercrowding) near the edges of the strata, and is also easier to implement. We also
occasionally Latinized [SGB07] the point-set during the optimization process. This
Latinization almost circumvents the bias to the edges.
Depending on the optimizer and the targeted quality, the optimization process
may take a few cycles of jittering, optimization, Latinization, and evaluation. It
requires certain skills, and may take hours. In the supplementary material of the
published paper [APC∗ 16a] we provide the lookup tables for the BNOT and the
Step blue noise profiles.

4.4.3

Indexing and the Overall Sampler Construction

While Algorithm 4.2 is sufficiently fast to run on the fly, it is not feasible to generate the reference set in real time, hence we have to implement LDBN as a lookup
sampler. The required parameters are the size of the permutation chunk m, for
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which we advocated 16 in Section 4.3.2, and the size of the reference set, t × t,
which determines the size of the lookup table. Evidently, t should be divisible by
m for Algorithm 4.2 to work consistently.
To generate a lookup table we run Algorithm 4.2 and store the rearrangement
information. To retrieve the sample location at stratum ( X, Y ), all that we have to
do is to replace the least significant base-m bit of X and Y by the value stored in
the table before applying the binary bit-reversal function φ of Eq. (4.4).
A nice property of the van der Corput sequence is that the smallest-to-largest order of the entries repeats periodically over powers of 2; which is a direct consequence of its bit-reversal-based construction. Hence, when the permutationchunk size m is a power of two, all the m × m blocks of the template set PvdC would
have identical order along the rows and the columns. For example, the order

{0, 4, 2, 6, 1, 5, 3, 7}
seen in Figure 4.3 is fixed for all 8-long chunks of the van der Corput sequence,
and all the 8 × 8 blocks of PvdC have identical arrangement or points to that shown
in Figure (4.4)(a). This property has a subtle interesting consequence: matching
a periodic point set whose period is a multiple of m would produce a periodic
lookup table! To take advantage of this property, we optimize the reference set
over a toroidal boundary. Now we may think of the t × t finite set as if it were an
infinite set that is periodic over t; then the resulting lookup table would become
periodic as well. This makes it possible to generate an infinite low-discrepancy
point set using a finite lookup table. This infinite set is almost periodic: over
each period of t it would be slightly shifted in such a way as to maintain the low
discrepancy property.
The final definition of the set becomes as follows: For a each stratum ( X, Y ) in the
infinite set, let
( Xt , Yt ) = ( X mod t, Y mod t)
(4.6)
denote its relative offset within the periodic lookup table; then this offset is used
to retrieve an entry,

( L X , LY ) = T ( Xt , Yt ) ;

L X , LY ∈ { 0 . . . m − 1 } ,

(4.7)

from the lookup table T. Now let

( Xm , Ym ) = ( X mod m, Y mod m)

(4.8)

denote the relative offset of the stratum in the m × m permutation block; then this
offset is replaced by the value retrieved from the table. The final Low-Discrepancy
Blue-Noise set in defined as:
LDBN = {( X + φ (Y − Ym + LY ) , Y + φ ( X − Xm + L X ))} .

(4.9)

In practice we replace the costly modular division operations by efficient bit-wise
operations, and as such we also want t to be a power of 2.
As analyzed in Appendix A, LDBN is provably a low-discrepancy set, while Appendix B discusses its ability to closely match a reference blue-noise set and acquire its spectral profile. On the practical side, LDBN is extremely computationally efficient, since it can be implemented using only bit manipulations and memory lookups. It is also considerably efficient in storage, since only integer permutations in {0 . . . m − 1} have to be stored, rather than the actual real-valued ( x, y)
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offsets. If m = 16 then the storage space reduces to only four bits per axis, that is
one byte per stratum!

4.5

Results

In this section we present a selection of the experimental results of LDBN. We
demonstrate low-discrepancy and spectral properties of LDBN that should lead
to good performance in quasi-Monte Carlo integration. First, we recall that, for
bounded-variance functions, the integration error and the discrepancy of a sampling point set are related thanks to the Koksma-Hlawka’s [Hla61] inequality. In
Section 4.5.1 we present a comparison between LDBN and state-of-the-art samplers with respect to star discrepancy. In Section 4.5.2 we compare spectral contents in addition to zoneplate experiments that are widely used to evaluate the
anti-aliasing performances of point sets. Finally, in Section 4.5.3 we present some
integration results for a selection of integrand functions. In all our experiments,
we compare our sampler with samplers of different types, including LD samplers like Sobol [Sob67], blue noise samplers like BNOT [dGBOD12] and Step
[HSD13], stratified samplers like jittered grid [DW85] and rank-1 lattices with Fibonacci sequences [Kel04]. More exhaustive analysis can be found in the supplementary materials of the published paper [APC∗ 16b], including CVT [Llo82,
DFG99], recursive Wang tiles [KCODL06], FPO [SHD11], Variational Blue Noise
[CYC∗ 12], Polyhexes [WPC∗ 14], AA patterns (Chapter 3), dart throwing [DW85],
Halton [Hal60], Hammersley [Ham60], Faure [Fau82], Niederreiter [Nie88], NRooks [Shi91], rank-1 [Kel04, Dam09], Correlated Multi-Jittered sampling [Ken13],
Owen’s scrambling over Sobol [Owe95, KK02, Owe03], regular and hexagonal
grid, jittered grid [DW85], and white noise. All LDBN tests were performed using
m = 16 and a 128 × 128 lookup table; the influence of these parameters is also
discussed in the supplementary material of the published paper [APC∗ 16b].

4.5.1

Discrepancy

Figure 4.6 compares the star discrepancy of LDBN against common samplers. As
predicted, LDBN is a low-discrepancy point set and thus behaves like LD samplers in Figure 4.6(a). In Figure 4.6(b) we also compare LDBN with stochastic
samplers targeting particular spectral content such as BNOT [dGBOD12] or Step
[HSD13]. Since these samplers do not optimize specifically the discrepancy, LD
samplers outperform them in this discrepancy test. All these star-discrepancy
measurements were obtained using an exact O(n2 ) algorithm.

4.5.2

Spectral and Anti-Aliasing Properties

In Figure 4.7 we compare the spatial distribution and spectral content of various
samplers, and show zoneplate aliasing tests. This test reconstructs the function
sin( x2 + y2 ) using a single sample per pixel and a Mitchell reconstruction filter
[MN88]. Zoneplate reconstructed-images are classical tools to evaluate the aliasing defects of sampling patterns, since a wide range of frequencies is present in
the zoneplate function.
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Figure 4.6: Discrepancy comparison between LDBN and various point samplers.
First, you may note that apart from the black cross (resulting from the LD and
Latin-hypercube properties of LDBN), the Fourier spectra of LDBN, with BNOT
and Step targets, closely match with, respectively, the BNOT and Step spectra,
demonstrating the versatility of LDBN. Secondly, the zoneplate images show that
the best balance between noise in the low-frequency range, and coherent aliasing
in the range of higher frequencies, is obtained using blue noise samplers, such
as BNOT or ours. However, whereas BNOT requires several hours to generate a
100k point set, our lookup-based sampler requires less than a millisecond. The
zoneplates also show how state-of-the-art LD samplers, such as Sobol’s, perform
poorly for this reconstruction, due to the spectral peaks in their Fourier spectra.
Note that scrambled Sobol sequence is still an LD sequence, but does not exhibit
significant peaks in the Fourier spectra; hence, only little aliasing is observed in
the reconstruction. Nevertheless, its zoneplate is similar to a jittered grid, with
only a narrow low-noise band.

4.5.3

Quasi-Monte Carlo Integration

In this test, point sets are used in a Monte Carlo context where we want to evaluate a complex integral by sampling and summing-up integrand values. To predict
the integration error with respect to the number of samples, the discrepancy is a
first critical value, as discussed earlier. The shape of the power spectra can also be
explicitly related to variance or integration error [PSC∗ 15]. We evaluate integration variance by integrating a scene with several realizations of a point set (1000
realizations for a fast sampler and between 10 to 100 for slower ones). All samplers considered here being unbiased, the integration error is only composed of
the variance term. For deterministic samplers we apply Cranley-Patterson rotations to achieve several realizations [PH10] similarly to stochastic samplers. This
is also what we did for LDBN in the published paper, although a more appropriate way to get several realizations is to slice from a randomly-chosen origin of the
infinite quasi-periodic LDBN set (see the discussion in Section 4.4.3).
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Figure 4.7: Typical point distributions, periodograms, and zoneplates for a native
and scrambled LD sequence (Sobol’s), two common blue-noise profiles, and the
corresponding LDBN profiles.
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Figure 4.8: Measured integration variance over an analytical disk. Samplers such
as Step or BNOT take too long to generate over 105 points, therefore we could not
perform their analysis for 106 points.
The integrand functions used in this test are of two kinds. First (Figure 4.8), we
integrated over an analytical disk with a radial mean spectral profile in O(ρ−3 ),
which corresponds to a difficult integration test [PSC∗ 15]. The integrated disk
has a radius 0.25 with a sampling domain of [0, 1)2 . Secondly (Figure 4.9), we
integrated HDR images. The two HDR images used were chosen because they
present very different Fourier spectra profiles. Natural-images spectra can be
roughly classified into two categories [TO03]: the ones showing man-made scenes
(buildings, streets, etc.), and the ones showing natural scenes (forests, grass, etc.).
Man-made structures have much more anisotropic spectra and present a mean
spectral profile in O(ρ−1.8 ), while natural images are much more isotropic with a
mean spectral profile in O(ρ−2 ). Integrating over an HDR image of each kind allows us to test the behavior of a sampler in very different situations. The two gray
scale HDR images are taken from the sIBL archive [sIB] with a size of 1600×1600.
√
In Figure 4.8 and Figure 4.9, analytic curves in O(1/N ) and O(1/N N ) correspond to expected behaviors of white noise and jittered grid or blue noise samplers, respectively [PSC∗ 15]. We observe that, for quasi-Monte Carlo integration,
LDBN performs at least as good as common samplers. We see the advantage,
however, when we recall that LDBN combines the low cost of LD samplers with
the anti-aliasing (anti-banding) properties of stochastic samplers.

4.6

Discussion

LDBN is the first of its kind! To the best of our knowledge, it is the first point
set that combines the low-discrepancy property with a user-specified blue noise
profile; which is a substantial contribution to the art. Besides combining the bluenoise spectrum and the low-discrepancy property, it also features stratification
and the Latin-hypercube profile, and as such it combines features of four popular
sampling methodologies [PH10]. This opens interesting questions for future re48
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Figure 4.9: Measured integration variance over two HDR images. Samplers such
as Step or BNOT take too long to generate over 105 points, therefore we could not
perform their analysis for 106 points.
search. The most important question is whether it would be possible to develop
an adaptive low-discrepancy blue-noise sampler; one that delivers sequences instead of fixed point sets. Another interesting question is whether there are highdimensional analogs of our template LD construction. We currently have no clues
if there is a positive answer for these questions.
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5 Adaptive Sampling
The grid-based techniques we have seen so far only work for even-density sampling. There are many sampling scenarios, including dithering, stippling, and
importance sampling for Monte Carlo method, where it is desirable to vary the
sampling densities at different parts of the sampled domain. We may also distinguish two cases: progressive sampling, where more sample-points might be added
dynamically and should fit well within the previously added sample-points, and
adaptive sampling, where the allocation of sampling densities is preset. Note that
a progressive sampler should also be capable of adaptive sampling, but we would
expect better distribution qualities from an adaptive-only sampler. We will subsequently use the word “adaptive” to refer to adaptive but non-progressive samplers1 .
In this chapter we develop grid-based progressive and adaptive samplers, based
on the insights learned from the preceding uniform-sampling techniques. The
general idea is to morph a multi-resolution grid into a multi-resolution blue noise
set, and impose an effective ordering of the points such as to maintain blue noise
properties for any taken number of samples. We will use a uniform grid, in a
point-to-point basis, in contrast to AA Patterns (Chapter 3) that used only a subset.
Thus, in the final distribution, each sample-point may be thought of as displaced
from a point in a regular grid, or placed on a tile in a regular lattice, and we will
use both perspectives in our discussion. Please note also that we will refer to the
sub-division ratio s, of the multi-resolution grid, both as a fraction (small-to-large
scale) and a whole number (large-to-small scale), and the difference should be
clear from the context.
Figure 5.1 illustrates our target distribution. We will start by describing how to
morph a regular grid into an even-density blue noise distribution, and then move
on to showing how to add the multi-resolution property.

5.1

Point Identification

To morph a regular grid into the target distribution we need to apply a precomputed displacement to each point. Since we have a limited budget of memory,
1 This is not a universal definition of adaptive sampling. For example, McCool and Fiume [MF92]
define adaptive sampling the way we defined progressive here. In contrast, Ostromoukhov and colleagues [ODJ04, Ost07, WPC∗ 14] use “adaptive” the way we defined it here, and from the anonymous
reviews we received for the paper [ANHD17] we learned that more people prefer this definition.
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Point Distribution

Periodogram (for the black points)

Figure 5.1: An example tile-based self-similar blue-noise point set, showing three
scales of the multi-resolution point set.
we can only maintain a finite set of displacement vectors that we reuse at different
parts of the infinite grid. Each point in the grid is assigned an ID that identifies
which displacement vector to use for that point. Seen from the tiling perspective,
we will maintain a finite set of regular tiles; each tile has a distinct ID, and has
a fixed location for the sample point. To distribute a set of samples we construct
a tiling over a lattice with the desired dimensions. Each position in the lattice is
assigned an ID that identifies which tile from the set is to be laid at that location,
along with its associated sample point.

5.2

Matching Rule

Suppose that the sample-point location is uniformly distributed over the tile set.
If we are free to place any tile at any lattice position we will end up with a distribution that resembles a jittered grid [DW85], or a quantized variant of such
distribution, to be more specific. To obtain a blue-noise distribution we need to
add more constraints on the placement of the tiles. This is best described by considering the Poisson-disk property of typical blue-noise distributions; that is, a
minimum nearest-neighbor distance should be maintained between the sample
points (see Section 6.2). The Poisson-disk radius dmin is commonly measured relative to the packing radius of a triangular grid
and to convert it relative to
p [LD08],
√
a regular-grid spacing we need to divide by 2/ 3. For the typical 0.75 Poissondisk radius of “dart throwing” [Mit87], the area of the Poisson disk (Figure 5.2) is

q √ 2
π · 0.75 × 2/ 3 ≈ 2 .
That is, placing one sample-point on each tile inhibits the placement of samplepoints on at least one-tile-worth area of adjacent tiles, and placing a sample point
near the edges or corners of a tile severely restricts the placement of the sample
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dmin = 0.75

Figure 5.2: With a single sample per tile, even a modest nearest-neighbor distance
of 0.75 puts considerable constraints over the placement of points in adjacent tiles:
no other sample point is permitted inside the shown circle that represents the
Poisson disk.
points in adjacent tiles that share that edge or corner. Thus, we need a way to
constrain which tiles can be placed next to each other, in order to make coordinated placement of the sample points on these tiles. We call such a requirement a
matching rule.

5.2.1

Wang Tiles

The classic matching rule for regular tiles in the sampling literature is based on
Wang tiles [Wan61, Wan65], and was made popular in computer graphics by Cohen et al. [CSHD03]. The idea is to color-code the four edges of each tile in a
tile set; then two tiles can be placed adjacent to each other only if they bear the
same color on the shared edge between them. This gives for each distinct tile an
idea about the IDs of potential neighbors on the four (north, east, south, west)
sides, but there is no explicit information about, say, the north-eastern neighbor
tile. Thus, too many degrees of freedom are found in Wang tilings, making them
unsuitable for having a single sample per tile.
To address this issue of neighbors on the corners, Lagae and Dutré [LD06a] proposed color-coding the tile corners instead of their edges, offering for each tile
some information about all the possible eight neighbors. To compare the two
color-coding approaches, let us consider n distinct colors. We may think of the ID
of each distinct tile in a colored-edges tile set as a four-digits number in base n;
then the matching rule informs us only a single digit about the neighbors on the
sides, and nothing about the neighbors on the corners. In contrast, with colored
corners we know two digits about the neighbors on the sides and one digit about
the neighbors on the corners. While this offers a tangible improvement [LD08],
the degree of freedom is still too high, since for each tile we still have too many
combinations of neighbors to coordinate with. Thus, corner tiles are still unable
to sustain our desired granularity of one sample per tile, nor do they offer a good
environment for optimization across tile boundaries.

5.2.2

Axis-Wise Matching

Moving from colored edges to colored corners is, effectively, moving from matching individual tiles, independently, to matching combinations of tiles. To reduce
the degrees of freedom further, we may take this all the way to matching whole
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Figure 5.3: Our proposed tiling structure: using axis-wise matching, a valid tiling
is a Cartesian product of valid strings of IDs along each axis, and each tile itself
comprises a distinct tiling of scaled tiles from the same set.
rows and whole columns. That is, if a tile bears a certain color on the eastern
edge, for example, we require that all the tiles on the same column bear that color
on their eastern edges, and, accordingly, all the tiles of the adjacent column to bear
the same color one their western edges. This would dramatically reduce the degrees of freedom to a range that enables putting a simple point per tile. More importantly, it enables systematic analysis in terms of Combinatorics in Words [Lot02].
Suppose that we defined such a column-wise and row-wise matching rule, and assigned a set of distinct colors to the edges. For any valid tiling — one that respects
the matching rule — we will always have the same sequence of column colors as
we traverse the tiles along any row. Thus, we have orthogonal identification for
rows and columns: irrespective of the row, the column that matches a given tile is
distinctly identified by the color on the eastern and westerns edges of the tile. We
may assign a distinct ID to each distinct combination of opposite edge colors, and
the tile ID is an ordered pair of column and row IDs.

5.3

String-Based Identification

Our goal is to build a finite set of regular tiles that would be assembled into a
tiling at run time to distribute the sample points carried on the tiles. To enable
progressive and adaptive sampling we also make our tiles recursive, as illustrated
in Figure 5.3, so that the same tile-set is able to tile a multi-resolution lattice. In
this section we design a matching rule that guides the placement of the tiles on
the lattice, as well as on other tiles, and in the following section we describe how
to optimize the placement of the points on the tiles.
As mentioned in Section 5.2.2, our key idea is to match whole rows and columns,
rather than individual tiles. Thus, our first step is to use an orthogonal identification for rows and columns. We will talk about columns, but the same discussion
holds for rows.
Assume that we have already assigned tile IDs, built a matching rule, and used
it to make a valid tiling. The distinct IDs can be represented by symbols from a
finite set:
X = { A, B, · · · } .
(5.1)
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As we traverse through any row, we read a string of symbols of column IDs:
S = S0 S1 S2 · · · ,

(5.2)

where each Si is a symbol from X. Different tilings are described by different
strings that use the same set of symbols. That is, a column with a certain ID, say
A, is identical in a given tiling, but might be different from a column with the same
ID in a different tiling. In the following discussion, however, we use the symbol S
to stand for what we read in any tiling that adheres to the matching rule.
The set X of IDs, and the set S of strings, comprise all the information in our
tile identification scheme, and we will now tailor properties of these variables to
impose certain desired features on this scheme.
The first property we may set is the size of X, which is the number of IDs per
dimension. This is directly reflected in the size of the final lookup tables, hence it
is desirable to keep |X| as small as possible. Please also note that the total number
of entries grows exponentially with the number of dimensions that we would like
to consider in our tiling.
Once the number of distinct IDs is decided, we need to decide on the number
of potential distinct neighbor columns for a given column ID, which we called
contexts in Chapter 3. From an optimization perspective, we want to keep this
number low. A value of one would enforce a periodic tiling. To gain more flexibility, we allow two, but no more, distinct neighbor columns for any column. In
our symbolic representation, this is equivalent to saying that any symbol from X
may be followed (or preceded) in S by only one or two distinct symbols. This
is our equivalent of a matching rule, and dramatically reduces the string S to an
equivalent of a binary string W. Given the initial symbol, S0 , we may traverse S,
symbol by symbol, and write ‘0’ or ‘1’ if the current symbol is followed by its first
or second allowable successor. If, however, the following symbol is not allowed,
then the tiling does not respect the matching rule.
So far we have been analyzing a fictitious matching rule that meets our needs.
To actually build the matching rule we may work the other way around; starting
from a binary string W that represents a valid tiling. The ID I of any column X
is defined as the binary string “WX −n+1 · · · WX −1 WX ” comprising the n entries
of W preceding and including the Xth entry; where n is a design parameter that
controls the number of IDs. The first n − 1 IDs have to be assigned manually.
Alternatively, the string W has to be defined periodically.
The properties of the string W are directly reflected on the identification scheme.
For example:
• A periodic string generates a periodic sequence of IDs.
• The complexity [Lot02] of W, that is, the number of factors (distinct substrings) of length n, determines the number of distinct IDs.
• The number of factors of length n + 2 determines the number of combinations of immediate neighbors, or more generally:
• The number of factors of length n + 2r determines the number of combinations of neighbors in a range r on each side.
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ABCDEFGHIJKLABCDIJKL...
011010011001011010010110...

Figure 5.4: How the 12 distinct IDs emerge and repeat as we slide a 5-digits window down the Thue-Morse word.
• A morphic string, that is, a string that is the stable point of a homomorphism
(replacement rule), defines a recursive identification scheme, as we will see
later.
• If the ith entry of the string can be computed from i, we obtain a randomlyaccessible identification scheme.
A binary string that meets our typical needs is the Thue-Morse word [Lot02,
AS99]:
T = 011010011001011010010110 · · · .
(5.3)
There is more than a single way to describe this string. For example, it is obtained by starting with 0 and successively appending the Boolean complement
of the sequence obtained thus far. The Thue-Morse word is a fixed point of the
homomorphism:
0 7→ 01
µ:
.
(5.4)
1 7→ 10
It is a low-complexity string, which greatly simplifies optimization, since only
a few IDs have more than one neighbor ID. By applying Eq. (5.4) i times, each
symbol is replaced by s = 2i symbols. This specifies the subdivision ratio of the
tiles. The morphed string then identifies columns and rows in a proportionallyhigher-resolution lattice.
The Thue-Morse word is non-periodic. For most practical applications, however,
we would not have to deal with T; it is sufficient to work with a periodic sequence
of IDs generated from a periodic sub-string of T.
Let us give a small example of how tile IDs are created, and how they are transformed using the homomorphism. Suppose that we set the length n of ID-strings
to 5. The string T has 12 factors of this length, all of them are found (with periodic
wrapping) in the first 24 bits shown in Eq. (5.3). Thus, we have 12 IDs. Since T
is a fixed point of the homomorphism in Eq. (5.4), these IDs would not change by
applying this homomorphism. Table 5.1 displays the relation between these IDs
as we traverse T sequentially or recursively, and Figure 5.4 shows how these IDs
emerge as we slide through the Thue-Morse word. For example, on the right of
a column bearing an ID A we can only find an ID B, because the string “011011”
never exists in T. Similar to A, most IDs in Table 5.1 have only one successor, only
{ D, F, H, L} have two.

5.3.1

Recursive Tiling

To give an example of the recursive traversal of IDs, we start with an ID C, our
symbolic name for the bit string “10100”. Applying the homomorphism of Eq. (5.4),
we get “1001100101”. We need 5 bits to define an ID, so only the rightmost 6 bits
of the morphed string define the next-generation IDs; namely, an I (“10010”) followed by a J (“00101”). Note that only the 3 rightmost bits of the ID-string of
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ID-string

ID

On 0

On 1

Morphed ID-string

Children IDs

01101
11010
10100
01001
10011
00110
01100
11001
10010
00101
01011
10110

A
B
C
D
E
F
G
H
I
J
K
L

B
C
I
F
G
I
L
G

D
E
A
H
E
J
K
A

0110100110
1010011001
1001100101
0110010110
1001011010
0101101001
0110100101
1010010110
1001011001
0101100110
0110011010
1001101001

EF
GH
IJ
KL
AB
CD
IJ
KL
GH
EF
AB
CD

Table 5.1: An example set of string-based IDs using the 12 distinct 5-bit factors
of the Thue-Morse word T, and a single application of the homomorphism in
Eq. (5.4) to generate IDs of sub-tiles when the resolution of the underlying grid is
doubled. “On 0/1” columns show the following ID when a 0/1 is encountered in
the subsequent entry of T. The dimmed portions in the fifth column indicates an
irrelevant portion of the morphed ID string.

I,L
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E,D

F,D

G,C

H,C

E,C

F,C
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→

→

I,K

J,K

Figure 5.5: Illustration of how a 2D tile ID is translated in two steps of subdivision.
The column and row IDs are translated independently according to Table 5.1, and
IDs of the children tiles are obtained as a Cartesian product.

the parent tile are relevant in determining the IDs of child tiles, which means that
even though there are 12 distinct IDs, there are only 6 distinct layouts of children
upon subdivision.
Thus, upon subdividing the tiles into halves along each axis, a column whose ID
is C would split into two columns with IDs I and J. Note that the sub-tiles of C are
always I J, irrespective of the neighboring tiles. Subsequent application of Eq. (5.4)
gives us:
C → I J → GHEF → I JKLABCD → · · · .
Figure 5.5 illustrates how this subdivision and mapping of IDs works in 2D. Please
note that since the whole string T is generated recursively from a single bit, any
ID would eventually have descendants of all the other IDs.
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5.3.2

Adaptive Regular Tiles

In the published paper [ANHD17] we branded the sampling framework we are
developing in this chapter as Adaptive Regular Tiles (ART), where “regular” may
be understood as square tiles, in contrast to samplers like Polyhexes [WPC∗ 14]
and Polyominoes [Ost07] that are based on irregular tile shapes. Interestingly, the
word “regular” implies a very different aspect that relates to string-based identification. Indeed, Table 5.1 may be viewed as a transition table of a finite automaton
[HMU06] with binary alphabet, with the distinct IDs being the states; then a valid
tiling is equivalent to a string in the regular language accepted by this automaton.

5.3.3

Application to AA Patterns and LDBN

It is worth mentioning that the identification scheme of AA Patterns in Chapter 3
is equivalent to a binary identification that uses so-called Sturmian words [Lot02],
but it further adds more complexity by splitting the string between evenly- and
oddly-indexed rows and columns, and yet more complexity by taking only a subset of IDs. In fact, the idea of string-based identification presented in this section
originally came from inspecting the indexing scheme of AA Patterns. Periodic
identification schemes, such as that of LDBN (Chapter 4), are also equivalent to
binary strings: for a t × t periodic set, the corresponding string could be a t-digits
periodic binary string containing only one digit set to 1.

5.4

Populating the Tiles

With the tiling framework we developed in the preceding section, our goal now
is to put the sample points on the tiles in such a way that any valid tiling would
distribute a point set that adheres to a desirable distribution quality; e.g. a given
blue noise profile such as the Step [HSD13] or BNOT [dGBOD12].
As advocated by Wei and Wang [WW11], most of the interesting distributions in
computer graphics are defined locally by a small neighborhood, no more than 12
rings of neighbors around each sample point, and only one ring for many bluenoise profiles [WPC∗ 14]. One advantage of our string-based identification scheme
is that it allows us to synthesize a finite, periodic, representative tiling that contains all the possible local neighborhoods of any possible valid tiling of the tile set;
cf. approximate AA Patterns in Chapter 3. This is done by assigning tile IDs from
a periodic sub-string of the Thue-Morse word that is long enough to contain all
the factors of length n + 2r, where n is the length of identification strings, e.g. 5 in
Table 5.1, and r is the designated neighborhood size. Such a tiling would furnish
a toroidal domain for optimizing the tile set.
To give an example, a periodic string of the first 24 bits of T shown in Eq. (3.3)
contains all the 7-bits-long factors of T, and as such encompasses all the possible
combinations of distinct tiles and their immediate neighbors for the 5-bits-long
set of IDs shown in Table 5.1. Thus, for the two-dimensional tile set, the Cartesian
product
GHEFABCDEFGH I JKLABCDI JKL × GHEFABCDEFGH I JKLABCDI JKL
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Algorithm 5.1: Optimizing the placement of points using a representative
toroidal ART tiling, following a prescribed sequence of optimization steps
applied to each visited point.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

foreach ID do
assign a random point location;
end
Populate the tiles with the points according to their IDs;
repeat
foreach point, in a random scanning order do
foreach entry in the optimization sequence do
find the optimum location of the point and/or the neighbors
according to the designated optimization;
foreach suggested optimum location do
if the point would stay within the tile then
Move the point;
Update the locations of all the points in same-ID tiles;
end
end
end
end
until the distribution is acceptable;
Store the final point locations (per tile ID) in a lookup table.

defines the IDs in a toroidal optimization environment that considers immediate neighbors, which works for many blue noise profiles; e.g. the push-pulloptimized blue noise of Chapter 6.
Once the optimization environment is set up, we proceed to optimize the point locations, starting with a random location for each distinct tile, and then iteratively
adjusting the locations of the points towards the optimal distribution. We focus
on blue noise, but the process is similar for general noise. It is an advantage of
our framework that numerous optimizations techniques could be used. We found
serial algorithms that work on a point-by-point basis to work much better under
the constraints of tile boundaries and multiple combinations of neighbors.
Typical optimization algorithms include Lloyd’s algorithm [MF92, Llo82], a localized version of Farthest Point Optimization (FPO) [SHD11], where a point is
moved to the farthest point within the convex hull of its immediate neighbors, as
well as our Push-Pull Optimization (PPO) described in Chapter 6. Since the mentioned algorithms are all based on a Delaunay triangulation of the point set, they
can easily be combined, leading to a sequence of optimizations applied to each
visited point. Algorithm 5.1 summarizes the framework we used for optimization. The acceptance criterion varies between algorithms; for example, PPO automatically terminates once the prescribed spatial measures are satisfied, whereas
Lloyd’s algorithm has to be stopped manually after a prescribed number of iterations [MF92]. Please note that restricting the points to stay within tile boundaries
is not absolutely necessary, but is highly desirable for some applications such as
Monte Carlo integration. It is also a pre-requisite for building the recursive tiles
in subsequent sections.
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5.4.1

Combating the Grid Structure

As discussed earlier in Section 4.4.2, optimizing under a regular-lattice constraint
is challenging. This time, however, we experimentally found an effective recipe by
intertwining Lloyd’s algorithm [MF92] and FPO [SHD11]. For each visited point
we first apply a step of FPO that moves the point farthest away from its neighbors,
followed by a step of Lloyd’s relaxation, moving the point to the centroid of its
new Voronoi cell. FPO has a good performance in avoiding regular structures, as
observed by Schlömer et al. [SHD11], while Lloyd’s method improves coverage
and fills the holes commonly found in FPO profile. On top of that we found it
helpful to occasionally Latinize [SGB07] the point set to get rid of any remaining
grid structure. It takes only 10 iterations to reach the quality in Figure 5.17. Once
the point set is sufficiently isotropic, other optimizations may be applied.

5.4.2

Multi-Class Blue Noise

The framework can also be used with multi-class blue noise — blue noise point
sets that are composites of many blue noise subsets [Wei10]. For this we distribute
multiple samples per tile, one sample for each class. Algorithm 5.1 can easily be
adapted for multi-class optimization by splitting each iteration into two passes:
we first optimize the points within each class, then optimize globally over the
whole set. Displacements of the global pass are substantially smaller than in the
class-wise pass, hence the optimization converges. The two passes do not have
to use the same optimization algorithm. For instance, the point set in Figure 5.6
uses Lloyd-FPO for global optimization and conflict-coverage PPO for per-class
optimization.

5.4.3

Spectral Control

Target-matching algorithms [ZHWW12, OG12, HSD13] can easily be adapted to
the ART framework thanks to the toroidal-domain optimization environment.
The only change needed is to average the displacements of the points holding
the same ID, as in AA Patterns (Chapter 3).
For uniform sampling it is not required to keep the sample points within tile
boundaries. For some distributions, such as green or pink noise, sample points
tend to concentrate into larger clusters [ZHWW12]. This can not be realized with
a single sample per tile, and we have to either allow the sample points to leave
the tile boundaries, or use more samples per tile. It remains desirable, though,
to keep the displacements within a small neighborhood in order to control the
number and locations of sample points. Figure 5.7 shows examples of tile-based
colored noise sets.

5.5

Enforcing Self-Similarity

So far the tiling can distribute sample points in a flat tiling order, one point per
tile, as well as recursively by subdividing the tile into sub-tiles, and putting sample points onto these tiles. Recursive generation, however, works only with full
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Figure 5.6: An example tile-based multi-class blue noise with four classes. Note
that the shared distribution properties are different from the per-class properties thanks to the different optimization scheme used in this example. The periodogram and 1D averages in the first row are averaged over the four classes.
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Figure 5.7: Typical point sets and periodograms of two colored noise distributions optimized using [HSD13], comparing the original optimizer output to the
tile-based one. The most notable difference in the spectrum is a very narrow null
region near the DC peak in the tiled distribution, which should not make a difference in typical applications.
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Figure 5.8: (a) Snapping a point (red) to the nearest point in a child tile. The displacement vector D comes from the initial optimization, and s is the self-similarity
scale of the tiling, 1/2 in this illustration. (b, c) The distribution of a point set (b)
before and (c) after snapping, demonstrating that the net effect of snapping is a
slight jitter. This distribution uses a scale s = 1/4; the jitter would be substantially
larger for s = 1/2.
octaves; that is, by putting a sample point on each of a complete set of child tiles.
The next step is to enforce inter-octave coherence by ensuring that the sample
point in any tile fits well within the sample points of its sub-tiles. The only way to
cope with an arbitrary depth of subdivision is to ensure that the sample point on a
tile coincides with the sample point on one of the child tiles, cf. [KCODL06]. Thus,
we overlay parent and children tiles, and snap the point of the parent to the closest point of one of the children. Instead of the heuristic treatment in [KCODL06],
however, we provide a closed-form solution.
As illustrated in Figure 5.8(a), we want to snap the point (red) of a parent tile with
ID x, to coincide with the (black) point in a child tile that holds an ID y. The target
point also moves, since it has to be snapped to its own target in a grand-child
tile. Please note, however, that the target, being at a smaller scale, moves slower
than the chasing point of the parent tile, which guarantees convergence. Our goal
now is to compute the final value of the displacement Dx when all the points of
all IDs coincide with their targets. We also want to estimate the amount of jitter J
experienced by each point after this process.
We start by factoring Dx into a sum of two vectors:
Dx = Vx + sDy ,

(5.5)

where s is the scaling factor. The vector Vx is the origin of the designated child tile
relative to the parent tile, and is invariant. The other component, Dy , is a variable
that can be computed by applying Eq. (5.5) recursively to the tile ID y. This leads
to the following formulation:
∞

Dx =

∑ si Vhi (x) ,

(5.6)

i =0

where h ( x ) is the ID of the nominated
target child for a tile of ID x (that is y in

Figure 5.8), hi ( x ) = h hi−1 ( x ) , and h0 ( x ) = x.
Since the number of IDs is finite, by design, we will eventually have h j ( x ) = x
for some j ≤ N, the number of IDs; hence we obtain the following closed-form
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formulation:

j −1

Dx =

∑i=0 si Vhi ( x)
1 − sj

.

(5.7)

In practice, the computation is limited by the numeric precision, hence it is sufficient to take a large-enough j, irrespective of whether h j ( x ) = x or not.
The error vector Jx can be computed in a similar way by factoring it into two components; the only difference is that we now compute it relative to the displaced
positions rather than the original positions of the points. We end up with the
following equation:
j −1

Jx =

∑ i =0 s i Oh i ( x )
1 − sj

.

(5.8)

From here we can draw some insights about the process. The first thing to notice
is that the optimization data is only used to nominate the target child; the initial
displacement (D) vectors never appear in Eq. (5.7). In some sense, this represents
a quantization process, and the subdivision scale s plays an important role in the
final quality. The example in Figure 5.1 uses a scaling factor of 1/4, obtained by
applying Eq. (5.4) twice.
Besides the scaling factor, the quality of the initial optimization directly affects the
final results. The coverage radius (largest distance from any location to the nearest
point, Section 6.2) determines how far the nearest child point would be to each
parent point (the offset vector O), hence it is directly reflected in the expected
jitter J (Eq. (5.8)). The conflict radius (smallest nearest-neighbor distance among
the points, Section 6.2) has no direct influence on the jitter, but on the impact of
these jitters, since they would bring some points closer to each other.
This analysis is generic and works for different tiling schemes, e.g. [KCODL06,
Ost07, WPC∗ 14], but it simplifies greatly for our case that uses orthogonal coordinates. Each ID is assigned log2 (1/s) fractional bits, on each axis, to indicate the
row and column of the nominated target child; then Eq. (5.7) reduces to concatenation of bits.
Thus, the overall effect of snapping the points is a random jitter sized by the coverage radius and the scaling factor s. We want to have a large conflict radius and
a small coverage radius. This directly suggests FPO and Lloyd’s algorithm, respectively, which is another reason to favor this combination. We may further
assist these algorithms by applying coverage and conflict optimization from the
push-pull algorithm described in Chapter 6.
Finally, we found that higher-quality sets can be obtained by applying cycles of
optimizing (Algorithm 5.1) and snapping, so we integrated the snapping process
in the optimization code. We ended up applying the snapping step after each
iteration of the optimization algorithm.

5.6

Ranking

By now the tiles can progressively deliver coherent sets of samples in full octaves.
The next step is to optimize them to deliver also subsets of octaves. For this goal
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Figure 5.9: Progressive delivery order of samples in an ART tile. First is the sample
point of the parent tile, which is shared by a child tile. The parent tile then visits
the remaining children (in an optimized order) and instructs them to add their
samples. For each subsequent 16 (number of children) samples, control is passed
recursively to the children — in the same order as the first round — to add more
samples.
we follow the procedure suggested by Ostromoukhov [Ost07] for Polyominoes:
we assign ranks (order) to the children of each tile to work with different densities.
Like Ostromoukhov, we use an adaptation of Ulichney’s void-and-cluster method
[Uli93]. In our case the first rank is always assigned to the child whose sample
point coincides with the parent’s.
Ranking is the final step in our progressive construction. Afterward we store all
the optimization information in a single lookup table. The record for each tile ID
contains the coordinates of the sample point(s), plus the IDs and ranks of the child
tiles. This table actually represents an infinite non-periodic set of sample points,
and each sample holds a unique sequence number in the top-level tile, obtained
by left-concatenating the ranks of its ancestry, followed by “bit-reversing”. Algorithm 5.2 describes how to retrieve the ith sample in a tile, and the idea is visually
illustrated in Figure 5.9. Please note that in contrast to Polyhexes [WPC∗ 14] and
Polyominoes [Ost07], we do not need to store any geometric rules to define the
tiles.

5.6.1

A Note on the Bit-Reversal Principle

This is not so obvious, and we took some time to get it. The more obvious (yet incorrect) ranking would assign the ranks linearly upon subdivision, whereas they
should grow exponentially. To give an example, the sample points in the first row
of Figure 5.9 may be ranked 1 through 16. When the child tiles are subdivided, as
in the second row, it is easy to fall into the mistake of ranking the samples of each
Algorithm 5.2: Retrieving the ith sample in a tile given the top-level tile ID.
The variable s is the subdivision ratio (per axis) of the tiling.
1
2
3
4
5
6
7
8

while i > 0 do
Set childNo ← tile[id].order [i % s2 ];
Set id ← tile[id].childID [childNo ];
Scale by 1/s;
Translate to (childNo % s, childNo/s);
Set i ← i/s2 ;
end
Return tile[id].point.
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child tile independently, assigning a rank of 17 to all the sample points added in
the second row. The reason one might be tempted to do so is when you think in
terms of Poisson-disk radius, in the light of the hierarchical dart-throwing algorithm of McCool and Fiume [MF92], as seems to be the case with Recursive Wang
Tiles [KCODL06]; see Figure 5.14 on page 73. The idea of bit-reversal is more clear
in the halftoning literature [Uli87], which may explain why Victor Ostromoukhov,
an expert in that field, could avoid such a pitfall in his designs [Ost07].
Notably, we arrived at the bit-reversal principle from a different path. One of
our original motivations to develop ART was to create lookup-based “blue-noise
sequences” that emulate the sequence property of low-discrepancy sequences; c.f
[ELPZ97]. The direct inspiration of our design actually came from (t, s)-Sequences
that visit the cells repeatedly in the same order, as highlighted by Grünschloß et
al. [GRK12]. As a historical note, the idea of these self-similar tiles preceded our
work on low-discrepancy blue noise (Chapter 4), and all the details (e.g. stringbased identification, snapping, etc.) were available; the only missing element was
the bit-reversal principle, which we learned from our literature review of lowdiscrepancy sets and sequences.

5.6.2

Post-Ranking Optimization

Let s be the one-dimensional subdivision ratio of the tiles, and let m = s2 be the
number of child tiles of each tile. If the required point density is not a power
of m then each tile is partially populated with sample points from a selection of
child tiles. The selection of tiles is optimized using a ranking algorithm such as
Ulichney’s void-and-cluster method [Uli93], but ranking algorithms produce substantially less-optimal distributions than the optimization algorithms used to assign sample-point locations. In fact, for each rank the ranking algorithm itself is
constrained to choose among a few (less than m) predefined sample locations for
each tile. Thus, the distribution quality is substantially degraded between full(mk ) and sub-octave distributions, as demonstrated in Figure 5.10.
Progressive sampling is needed in situations where the required number of samples is not known beforehand and is decided by the outcome of the previously
taken samples. In such cases there seems to be no choice but to accept the degraded quality between full octaves. When the required density is already known,
however, then it is possible to improve the quality of the distribution using two
ideas proposed by Ostromoukhov and colleagues [ODJ04, Ost07, WPC∗ 14]: optimizing the distribution for each individual rank (each density in the first row of
Figure 5.9), and maintaining coherence between ranks. In the following discussion we describe our own implementation of these ideas.
The first idea is straightforward: we re-optimize the point locations for each of the
m − 1 densities of points. The points would no longer coincide with child points,
but the assumption is that we would distribute a static number of samples per
tile; no dynamic subdivision. There is more than one way to actually implement
this idea. For example, for each tile ID we may maintain a list of m − 1 locations
for the sample point, depending on the rank of the tile in its parent. This expands
the lookup tables by a factor of m − 1. To maximize the distribution qualities,
however, we went to the far end of maintaining and independently storing sample
locations for each child and each density. Thus, for each tile we maintain m(m −
65

15 SPT

13 SPT

11 SPT

9 SPT

7 SPT

5 SPT

3 SPT

1 SPT

5.6. Ranking

Progressive

Post-Optimized

Figure 5.10: A comparison between progressive and post-optimized 4 × 4 ART
point sets delivering different numbers of samples per tile (SPT).
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1)/2 pairs of coordinates for up to m − 1 sample points over the m − 1 different
densities. The size of lookup tables grows accordingly; for example, for a 4 × 4
subdivision we maintain 120 sample locations per tile, even though the nominal
number of samples per tile is still 1. The lookup tables grow accordingly from a
few tens of kilobytes to a few megabytes, as indicated in Table 5.2.
Applying the preceding idea extends the capacity of high-quality distributions
from full octaves to full ranks. That is, optimum quality is now maintained for
any distribution with {1, · · · , m − 1} × mk samples per tile. Unfortunately, the
distribution is not optimized between these densities – the sample points on each
tile fit only well with the sample points of a neighbor tile that has the same number
of points.
To maintain a good distribution over the full range of densities, Ostromoukhov et
al. proposed the complementing idea of maintaining coherence between different
locations of the same point. For example, to ensure that a tile with 3 points fits
well with a neighbor tile with 4 points, we need to make sure that the locations of
the first three points in the 4-point tile are not very different from their locations
when the tile has only the three. Coherence between sample locations may be
obtained by low-pass filtering the list of locations for each specific sample in the
parent tile using a Gaussian filter. To maintain inter-octave coherence, we append
the first location of a sample point on the ith child tile while creating the list of
locations of the ith sample..
One way to think of these post-optimization ideas is as follows: in our progressive
sampling design the ranking algorithm finds the optimal location for inserting a
subsequent sample; now we also make room for slightly relocating existing samples to allocate the new sample point. This sample point would itself be slightly
relocated for subsequent samples. The relocation goes through m − 1 cycles, after
which the tiles are subdivided, and the sample point on each child tile is relocated
according to that tile’s plan. Figure 5.10 demonstrates the attainable qualities after
implementing these ideas.
While the overall idea is simple, its implementation is very tricky, and tuning the
optimization is challenging. Specifically, there is a trade-off between the quality
of the distribution at individual densities and the coherence between point locations over different densities. A great advantage of the ART framework is the
simple optimization environment it provides. With iterative optimization algorithms (e.g. Lloyd’s [Llo82], FPO [SHD11], and PPO (Chapter 6)) we were able to
embed the low-pass filtering of the point locations within the optimization process. After a lot of experimentation we were able to obtain satisfactory results. As
demonstrated in Figure 5.11, our results slightly surpass Polyhexes [WPC∗ 14], the
current state-of-the-art. The real difference, however, is the size of lookup tables:
a few megabytes for ART, compared to more than one gigabyte for Polyhexes!

5.7

Applications

Quasi-Monte Carlo integration is arguably the most important application of point
samplers in computer graphics, so we proceed here by highlighting two example
application scenarios where our design will be advantageous, then we briefly discuss other applications.
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Stanford Bunny

Figure 5.11: Stippling results comparing ART to Polyhexes [WPC∗ 14], using the
same number of samples for each image. Our results are slightly less grainy. The
code for Polyhexes was retrieved from the author’s website in April 2017, and
only edited to enable exporting the sample points.
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5.7.1

Area-Light Sampling

Theoretical analysis of Monte Carlo integration error and variance, by different
groups [Dur11, RAMN12, SK13, PSC∗ 15, Ö16], leads to the intuition that a sampling pattern with a blue noise spectrum is a good choice for area-light sampling.
Yet, low-discrepancy sequences continue to prevail as the favorite sampler for this
purpose [PH10]. Notably, low-discrepancy sequences are not only much easier to
produce, but they also tend to give better results; which is quite surprising and
counter-intuitive at first sight.
One possible explanation relates to the way how shadow samples are eventually
aggregated to decide the per-pixel radiance. For a super-sampled image [Gla95],
many samples are taken around each pixel. For each pixel-sample a set of shadowsamples is generated, for each light source, and these sets are aggregated for the
final pixel radiance. Most of the theoretical analysis consider shadow samples
as a single sample set and neglects that many sample sets are actually being averaged. On the practical side, common blue noise samplers can not do better
than generating the shadow sample sets independently for each pixel-sample. In
contrast, a low-discrepancy sequence can produce negatively-correlated sets of
samples to reduce variance, by generating the whole set of shadow samples as
a single sequence, and assigning sub-sequences of it to individual pixel-samples,
as described by Pharr and Humphreys [PH10]. This grants a low-discrepancy
sequence of samples to each pixel sample, as well as to the whole set.
Our framework offers more than one way to emulate the partitioning capability of
low-discrepancy sequences. The simplest configuration uses a randomly-chosen
tile of our set to produce a sequence of blue-noise samples; the same way as a lowdiscrepancy sequence does. A more sophisticated setup combines the side-by-side
and recursive tiling order of our tile set. To produce i2 light samples for each of p
pixel samples, we construct an i × i tiling, and sequentially add p samples to each
tile. The first sample on each tile is assigned to the first pixel-sample, the second
to the second, and so on. This assigns a stratified sub-set of light samples to each
pixel-sample, and a blue-noise super-set to the whole pixel. Yet another possibility
is to use the multi-class concept described by Wei [Wei10], using one class for each
pixel-sample. It assigns a blue noise set to the individual pixels-samples as well
as the whole pixel.
Figure 5.12 illustrates these ideas for partitioning the point set, which are still at
an early stage of development. The initial results are promising; at least as good
as the default low-discrepancy sampler of PBRT [PH10], as demonstrated in the
rendering results of Figure 5.13.

5.7.2

Importance and Adaptive Sampling

The recursive nature of ART makes it suitable for importance sampling, where a
map is provided to control the density of samples. As already pointed out by McCool and Fiume [MF92], importance sampling is equivalent to the well-studied
problem of ordered dithering [Uli87]. Each of our tiles, with sequentially ordered
sub-tiles (and sample points), represents a matrix for ordered dithering with an
infinitude of thresholds, optimized to recursively deliver a blue noise distribution. This is the setup developed by Ostromoukhov for Polyominoes [Ost07]. We
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Figure 5.12: Four individual shadow sample sets and the combined set for different samplers. A typical blue noise sampler like BNOT offers excellent individual
sets, but the combined set is poor. In contrast, low-discrepancy sampling is capable of maintaining the same quality for the sub-sets and the combined set. Our
framework tries to emulate this capability.
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Ground Truth

Low-Discrepancy

Progressive ART

Sphere
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Figure 5.13: Rendering results for soft shadows comparing ART to lowdiscrepancy sequences. The ground truth images use four samples per pixel and
1024 low-discrepancy light samples. Detail images of the different methods use
four samples per pixel and a varying number of light samples per pixel sample. “Low-Discrepancy” refers to the scrambled low-discrepancy sequences of
PBRT [PH10]. Please note the banding in low-discrepancy towards the end of the
shadow in the sphere scene. Our samplers, in contrast, provide the typical noisealiasing trading of blue noise [Gla95].
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were inspired by his work, but we use a much simpler structure for the tiles. The
square tiles of our design have an important advantage over Polyominoes. For
most applications the sampled domain is rectangular. For the complex shape of
a G-Hexomino, for example, 33% of the samples would fall outside the sampled
domain, and the corresponding thresholds are lost. In contrast, our tiles match the
sampled domain, so we retain a smooth linear gradient of thresholds. Figure 5.14
demonstrates how our samples can faithfully reproduce a density map, and Figure 5.15 shows an example importance sampling with our sampler. Figure 5.16
illustrates how our tiles adaptively subdivide to retrieve more samples.

5.7.3

Progressive Sampling

For some sampling scenarios the required number of samples is not known in advance but is determined instead from the outcome of previously taken samples
[Gla95]. Our progressive design is especially advantageous for these scenarios,
since the new samples fit well with the already taken ones. Grünschloß et al.
[GRK12] studied ways to add a localization functionality to the low-discrepancy
sequences that are inherently progressive but are defined only globally. In contrast, localization is readily available in our framework thanks to the hierarchical
tiling structure.
In addition to low-discrepancy sequences there are two more real-time progressive sampler designs found in the literature. The first one is Recursive Wang Tiles
[KCODL06], which were an important source of inspiration to our work. Our
design offers way-more granularity compared to Wang tiles: 1 sample per tile,
compared to 2048! This means that our sampler needs to check only 16 samples
before deciding to subdivide locally, compared to 2048 tested samples in Wang
tiles. Another problem with Wang tiles is their lack of bit-reversal ranking, as we
discussed in Section 5.6.1, but this seems to be an implementation mistake, not an
inherent problem in Wang tiles.
The other design we are aware-of that delivered progressive semi-stochastic samples is the self-similar-tile approach proposed by Lagae and Dutré [LD06b], using a single tile that recursively tiles itself. The idea is interesting, but it seems
that having only one tile is too restrictive, since there are tight mathematical constraints on the possible locations of the sample points. No optimization seems
possible; instead, you search for solutions that seem optimal, and the process is
quite slow. Further, a single tile is quite “monotonous,” and the sampling results
exhibit artifacts similar to those found in ordered dithering [Uli87].

5.7.4

Other Applications

The ART framework combines features of all major lookup samplers, and can
therefore serve as a convenient substitute for existing implementations of Penrose
tiles [ODJ04], Wang tiles [KCODL06], Polyominoes [Ost07], Polyhexes [WPC∗ 14],
or AA Patterns (Chapter 3), in a number of applications ranging from stippling,
to various systems for distributing objects in films and games (crowds), biology
(trees and other plants), or texturing.
One important advantage of the ART framework is that it readily scales to three
or four dimensions. This could be useful for distributing particles in 3D, or using
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

Figure 5.14: Sampling of (a) a quadratic density map using (b) an optimizationbased sampler (BNOT [dGBOD12]), (c) Polyhexes [WPC∗ 14], the current state-ofthe-art adaptive lookup sampler, (d) Recursive Wang Tiles [KCODL06], the current state-of-the-art progressive sampler, and (e–g) our method: (e) 2 × 2 progressive ART, (f) 2 × 2 post-optimized ART using the initial table of (e), and (g) 4 × 4
post-optimized ART. Note how the points are relocated between (d) and (e). Even
at 2 × 2 subdivision ratio our post-optimized sampler compares with the state-ofthe-art in adaptive lookup sampling. At 4 × 4 we are evidently better. An interesting observation in is the visible seam in Wang tiles. This seems to be due to the
fact that Wang tiles, to our knowledge, do not implement a bit-reversal principle.
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Figure 5.15: Example importance sampling using ART. Our method is able to distribute samples over a large density variation.

(a)

(b)

Figure 5.16: Adaptive localized subdivision of the ART tiles to add more samples:
(a) a density map, and (b) a distribution of samples adapted to the map.
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Method

ART

Polyhexes
[WPC∗ 14]

Wang Tiles
[KCODL06]

AA Patterns
(Chapter 3)

Samples per tile
Progressive?
Adaptive?
Localization
Spectral control
Optimization Set
Optimization Domain
Memory footprint O(·)

1
Yes
Yes
Easy
Yes
Single
Toroidal
KB to MB

1
No
Yes
Difficult
Yes
Multiple
Not toroidal
GB

2048, ranked
Yes
Yes
Difficult
No
Multiple
Not toroidal
MB

Not applicable
No
No
Easy
Yes
Single
Toroidal
KB

Table 5.2: Qualitative comparison of ART to the major categories of lookup samplers. All the four are ultra fast (millions of samples per second) so speed comparison is not quite relevant.
Monte Carlo integration to estimate volumes. The size of the lookup tables grows
exponentially with the number of dimensions, which limits the framework to four
dimensions only; but this is still better than most lookup samplers that work only
in two dimensions.

5.8

Results

Table 5.2 shows a qualitative comparison of our method with some of the existing
samplers. In the rest of this section we discuss some practical aspects of our design
and the way it delivers the samples.

5.8.1

Design Parameters

A few parameters have to be set to define our tile system. The first important parameter is the number of IDs. For the self-similar construction, during all our tests,
we considered a 4k (64 × 64) set of IDs, as advocated for AA Patterns in Chapter 3.
This corresponds to identification strings of 21 bits from the Thue-Morse word T.
If we use more than one sample per tile we may consider fewer IDs, since we
have another degree of freedom then. In our experiments with multi-class blue
noise sets, for example, we were satisfied with the results obtained by using only
44 × 44 sets of IDs. Figure 5.6 shows the quality of these sets.
Once the number of IDs (and the length of the ID bit-strings) is determined, we
need to choose a sub-string of T to define the optimization environment. As discussed in Section 5.4, the length of this sub-string depends on the neighborhood
we wish to consider during optimization. For blue noise, only one or two levels
of neighbors need to be considered, but the framework is flexible and allows us
to define an arbitrary-wide neighborhood. It is a property of T that any prefix of
length 3 · 2k toroidally wraps the first few elements; this follows from the fact that
the word is generated recursively and the fourth symbol is the same as the first.
The first 96 elements of this string can be wrapped periodically to contain all the
21-bit ID strings, and all combinations of six neighbors on each size. Thus, our optimization environment was a single 96 × 96 toroidal set of tiles for the self-similar
construction, and 48 × 48 tiles for the multi-class configuration.
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Finally, we need to define a subdivision ratio for the self-similar tiling. The subdivision ratio needs to be a power of 2 per axis if we use T. In theory, the concept
supports other subdivision ratios using different homomorphisms than Eq. 5.4,
but in practice we have more than a reason to favor the Thue-Morse word. First,
dividing by 2 can take advantage of the binary nature of computers. Secondly,
the Thue-Morse word is well-studied, and future research may take advantage of
this. Finally, the Thue-Morse word is cube-free [Lot02], that is, no sub-string repeats twice in tandem, which means that the sampling pattern would avoid local
repetitions.
Choosing a subdivision ratio is a trade-off between many aspects, including the
quality of the distribution at full octaves, the quality between octaves, the granularity of subdivision, the size of tables for the post-optimized variant, and the uniformity of distribution. We observed that a too-optimal distribution at full octaves
tends to produce poorer distributions between octaves. For many applications we
find 4 × 4 to be a good compromise.

5.8.2

Performance

All our experiments were conducted in a Core i7 desktop with 16 GB memory.
The first phase of optimization, placing the points, takes between a few seconds
using classic blue noise optimization techniques (Lloyd, FPO, etc), and a few minutes using the target-matching algorithm of [HSD13]. Snapping does not take any
time, since it comprises only a few bit operations. Ranking takes around two minutes for 16 children. Thus, the complete lookup table can be created within a few
minutes. It might be desirable, though, to feed the table back through a few cycles
of optimization and snapping, which takes more time, and may involve manual
intervention.
At run time the ART framework delivers more than 270M samples per second for
uniform sampling if the Thue-Morse word has to be evaluated, reaching 390M
when using a periodic sub-string, which is faster than any lookup sampler we
are aware of. In recursive scanning mode the sampler is an order of magnitude slower, delivering around 13M samples per second, but is still faster than
the speeds reported for common adaptive samplers [WPC∗ 14]. Thus, the ART
sampler meets the speed requirements of time-sensitive applications such are realtime rendering. Indeed, we tested our sampler in PBRT [PH10], and did not notice
any speed difference from the default low-discrepancy sampler.

5.8.3

Quality

Figure 5.17 shows some of the distributions we obtained using ART. Overall, the
quality is good, though it can be seen that for all the spectra there is some fixed
level of anisotropy. This is inevitable in lookup samplers. It comes from the fact
that some parts of the distribution have to be repeated elsewhere in the point
set. The shown plots use 96 × 96 points (our optimization environment) but only
64 × 64 degrees of freedom (the number of IDs), which means that, on average,
each local neighborhood is found twice.
This anisotropy can be concealed by using larger tables, but would immediately
appear once the number of points is substantially larger than the size of the table.
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Figure 5.17: Example blue-noise point sets distributed with ART, showing the
point distributions, periodogram, radial power, and anisotropy. On the left we
show tiled point sets without enforcing self-similarity, and on the right are ones
snapped to achieve self-similarity.
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Compared to tile-based frameworks, our construction has the advantage that the
lookup tables can be scaled freely to any desirable/affordable size. Many practical
applications, such as area-light sampling, distributing objects, or stippling, would
not be too sensitive to repetitions beyond 4k points, which justifies our choice of
this table size.
The more important comment on the spectra is that even though the spectrum
might look visually perfect, it might contain some spikes that could be harmful for
some applications such as rendering. Anisotropy is a good tool to highlight such
artifacts. We observed that enforcing self-similarity has the tendency to emphasize harmonic frequencies of the tiling. For our regular tiling we know exactly
where these harmonics are located, and we can get rid of them by Latinization
[SGB07]. On the down side, Latinization implies some regularity, and might lead
to banding in shadow rendering, as is the case with low-discrepancy sequences
(see Figure 5.13). A possibly better treatment is to weaken these harmonics by
interleaving Latinization with optimization, which explains the cross in some of
our spectra. The implicit jitter on snapping (Section 5.5) then removes this negative effect of Latinization, and we obtain a good distribution. This is our current
plan, but we do not claim any optimality, and we encourage further research on
this aspect. Finally, we observed that the multi-class setup is less susceptible to
this problem, which is another reason to prefer it for area-light sampling (Section 5.7.1). This is a natural consequence of having more than one sample per tile,
but the self-similar setup has its own merits. Figure 5.13 on page 71 shows some
rendering results that highlight these insights.

5.9

Discussion

In this chapter we presented the first adaptive sampling method that uses a simple lattice structure with only one sample-point per tile and is able to produce
point sets with blue noise or other spectral properties. The method is suitable for
importance sampling, area-light sampling, stippling and other applications that
need point sets with varying densities.
We have demonstrated how to optimize point sets using combinations of existing
methods. While we were able to produce point sets with good quality, we do not
claim optimality, and we are almost sure that better qualities are achievable using other optimization methods and combinations that may appear in the future.
The main advantage of our framework is that such optimizations can easily be
integrated and future works can produce even better point sets.
The focus in this thesis is on presenting the framework itself, and we think that
it will encourage further research on many aspects. We are especially interested
in the ranking step. Current ranking algorithms are devoted to blue noise, and it
would be great to see ranking techniques that enable varying densities of arbitrary
noise spectra.
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6 Optimizing for Blue Noise
In the preceding chapters we discussed three different techniques for morphing a
regular grid into semi-stochastic point sets, mainly blue noise. In all these techniques it is required to optimize the displacements of the grid points towards the
desired spectral and/or spatial profile. There are many published algorithms for
blue-noise and general-noise optimization, and thanks to the toroidal optimization environment offered by each of our lookup techniques, most of these optimization algorithms can easily be adapted for them. During the development of
the mentioned techniques, however, we had to conduct hundreds of experiments,
and not all the optimization algorithms are really suitable for quick testing. Thus,
we had to develop our own blue-noise optimization algorithm. Our requirements
were an algorithm that is simple, efficient, versatile, and can still produce decent
qualities. By translating the spectrum-based definition of blue noise into three
spatial properties we were able to develop an optimization algorithm that fits our
needs, as we describe in detail in this chapter. While the primary purpose for
developing this algorithm was optimizing lookup samplers, it proved to be really powerful in meshing and remeshing applications. In this thesis, however,
we only focus on the relevant part: uniform point-set optimization, and the interested reader is referred to the published paper [AGY∗ 17a] for the meshing-related
details.

6.1

Blue Noise: Overview

The term “blue noise” was coined by Ulichney [Uli88, Uli87] to describe point
distributions with frequency power spectra characterized by low energy in low
frequencies, a sharp transition towards a peak frequency (corresponding to the
mode distance between neighbor points), followed by a flat spectrum over higher
frequencies. The spectral properties of blue noise are very important for rendering
applications. In image sampling, point sets with a “Poisson-disk” property, that
is, a large minimum separation between samples, are an excellent choice [DW85,
Mit87]. The blue noise spectrum of such sets trades low-frequency aliasing for
broadband noise, but avoids the excessive noise levels of white noise. In light
transport sampling [PH10], blue noise properties present certain advantages for
Monte Carlo integration, as recently reported by Pilleboue et al. [PSC∗ 15].
From the geometric point of view, the point distribution corresponding to a blue
noise spectrum is even but not regular. Evenness implies a uniform density of
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points, with no noticeable clusters or holes (gaps) in the point set, since the presence of either suggests1 low-frequency energy. Irregularity implies no noticeable
harmony between points, hence a flat high-frequency spectrum (quickly decaying
harmonics of the primary peak). The presence of local clusters is detected by a
small minimum nearest-neighbor distance (dmin ), also known as conflict radius
(rf ), or Poisson-disk radius. The local presence of holes is reflected in a large coverage radius (rc ), which is the largest distance between a location and the nearest
point. These measures are usually presented relative to the measures of a triangular grid with the same point density [LD08]. Finally, for an irregular point set,
an equal area (capacity) of the Voronoi cells [Aur91] of the points implies global
evenness.
The classic approach to generating Poisson-disk point sets is dart throwing, which
was suggested by Dippé and Wold [DW85] and Cook [Coo86], and then greatly
improved thereafter [MF92, Jon06, DH06, Bri07, Wei08, GM09, EDP∗ 11, YW13,
GYJZ15]. While perfectly isotropic, point sets obtained by dart throwing are relatively “noisy”; that is, they have large holes and a relatively-small Poisson-disk
radius, leading to relatively-narrow low-energy bands. To improve the Poissondisk radius of dart throwing, McCool and Fiume [MF92] proposed the use of
Lloyd’s algorithm [Llo82] to relax the point set towards a centroidal Voronoi tessellation (CVT) [DFG99]. The problem of CVT is that it is considerably regular: energy
is concentrated in a few harmonic frequencies that lead to coherent aliasing. Thus,
Lloyd’s algorithm has to be manually stopped after a few iterations.
Over the last few years, many optimization algorithms, offering various advantages, emerged as alternatives to Lloyd’s method, including Capacity-Constrained
Voronoi Tessellation (CCVT [BSD09]), Farthest-Point Optimization (FPO [SHD11]),
Capacity-Constrained Delaunay Triangulation (CCDT [XLGG11]), Kernel-Density
Model (KDM [Fat11]), Blue Noise through Optimal Transport (BNOT [dGBOD12]),
and Smoothed Particle Hydrodynamics (SPH [JZW∗ 15]).
While many blue-noise algorithms exist, each algorithm has its shortcomings in
terms of speed, memory footprint, coding complexity, and control of sample count,
among others. To the best of our knowledge, no single algorithm can be considered ideal for all purposes. Moreover, the corresponding point-set profiles include trade-offs in their properties. For example, FPO reaches the highest known
Poisson-disk radius (no clustering whatsoever) but it leaves holes, CCDT eliminates holes but leaves clusters, CCVT and BNOT are more even but their Poissondisk radii are not high, and so on. On the other hand, the optimization targets of
blue noise are not yet exhausted by existing algorithms, leaving room for finding
new algorithms that exhibit improved properties.

6.1.1

Optimization Strategies

Before discussing the common strategies for enforcing blue-noise properties, let us
make it clear that in our discussion we use the word “optimization” in its naturallanguage sense: making something optimal; rather than the technical sense of
minimizing an energy function. This natural-language sense is relatively common
in the blue-noise literature.
1 While this is the common situation, it is not absolutely necessary that clusters and holes imply low
frequency energy; a known counter-example is the Step blue noise [HSD13]; see Figure 3.15.
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The irregularity of blue noise makes algorithmic generation of blue-noise sets difficult, and this explains the large number of published methods for such purpose, as listed above. A common principle, however, underlies most of these
methods. They typically start from a random point set (flat frequency spectrum),
and energy is attenuated in the low frequencies by imposing one or another local
constraint that leads to some correlation between the close neighborhoods of the
points. Such constraints vary between a minimum separation distance between
the points (dart throwing [DW85, Coo86] and sample elimination [Yuk15]), regular distribution of neighbors (CVT [MF92]), equal area of Voronoi or power cells
[BSD09, dGBOD12, CYC∗ 12, XLC∗ 16], equal area of Delaunay triangles (CCDT
[XLGG11]), maximized separation between points (FPO [SHD11]), or maximized
aspect ratio of Voronoi cells [EAG∗ 14]. These algorithms generate similar but not
identical point sets, leading to different blue noise profiles usually named with
acronyms (CCVT, FPO, BNOT, etc.).
Instead of posing explicit spatial constraints, some algorithms employ a simulation that implies similar constraints; e.g. electrostatic equilibrium between charged
particles representing the points [SGBW10], statistical-mechanical interaction between kernels representing the points (KDM [Fat11]), mechanical equilibrium between springs representing the edges between adjacent points ([Ost93], DistMesh
[PS04]), or interaction of particles representing the points in fluid hydrodynamics
simulations (SPH [JZW∗ 15]).
In addition to the local-correlation-enforcement mechanism, blue noise algorithms
also explicitly or implicitly incorporate a randomization mechanism to prevent
this local correlation from creeping into larger neighborhoods and manifesting as
regular structures in the point set and/or strong harmonics in its spectrum.
Apart from the mentioned categories of locally-based algorithms, a few globallybased optimization algorithms [ZHWW12, OG12, HSD13] were recently proposed
to enable precise spectral control of the generated point sets. In exchange to the
added control, these algorithms are substantially slower than most of the ones
listed above.

6.1.2

A New Blue-Noise Optimization Algorithm

Considering coding complexity, flexibility, and/or running speed, most of the
mentioned algorithms are not very well-suited to the experimentation phase in
our research, which lead us to develop a new blue-noise optimization algorithm
that we call push-pull optimization (PPO), to enforce three spatial constraints: a
prescribed conflict radius, a prescribed coverage radius, and equal capacity of
Voronoi cells.
Apart from offering a practical and efficient blue-noise algorithm, our method
makes some important contributions to the research on blue noise:
1. In many spatial and spectral measures, e.g. conflict radius, coverage radius,
and effective Nyquist frequency νeff [HSD13], our algorithm surpasses the
best outcomes of known algorithms; hence pushing the limits of realizable
blue noise.
2. Enriching the set of blue noise profiles is useful in investigating the correlation between measurable properties and the actual performance of point
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sets [PSC∗ 15]. Our method involves three tunable parameters, leading to a
large ensemble of profiles; cf. a single parameter for each of [SGBW10, Fat11,
JZW∗ 15].
3. When applied to surface remeshing [YGJ∗ 14], our approach can effectively remove obtuse triangles, and exhibits significantly-better minimum and maximum angles (θmin , θmax ).

6.2

Formal Definitions

As mentioned in Section 6.1, the description of a blue-noise pattern is directly
reflected in three spatial measures: a large conflict radius, a small coverage radius,
and an equal area (capacity) of Voronoi cells. For a given point set X in a toroidal
domain D , these measures are formally defined as follows:
Conflict Radius: The smallest distance between any pair of points in X:
rf =

min

xi ,x j ∈X,i 6= j

d T ( xi , x j ) ,

(6.1)

where d T is the toroidal distance between two locations.
Coverage Radius: The largest distance between any location in D and the nearest
point in X:
rc = max d T (y, xi )
(6.2)
y∈D ,xi ∈X

A set of disks with radius rc , centered at each xi , covers the entire domain;
hence the name “coverage radius”. Technically, the coverage radius is the
largest distance from a point in the set to the farthest corner of its Voronoi
cell. The value of rc is usually given relative to the spacing between the
points in a triangular grid with the same density of points.
Capacity: Assuming we use the sample set X to construct a Voronoi diagram in D ,
then the capacity of a sample point is defined as the area of its corresponding
Voronoi cell, optionally weighted by an underlying density function for nonuniform sampling.
It is worth noting that these three geometric constraints have been previously
studied individually. Among them, conflict radius was the first addressed in literature, and is equivalent to the popular Poisson-disk criterion in dart-throwing
algorithms [DW85, Coo86]. Capacity optimization has been addressed more recently [BSD09, dGBOD12, CYC∗ 12, XLC∗ 16], and has become increasingly adopted
for creating high-quality blue noise sets. Most recently, the need to improve coverage has been highlighted in [EAG∗ 14], but the algorithm presented by the authors
does not provide explicit control over rc . To our knowledge, however, no method
so far but ours considers enforcing these three constraints simultaneously.

6.3

The Push-Pull Set of Algorithms

We propose an intuitive algorithm that involves three steps to achieve prescribed
target settings of the three spatial measures defined above. All steps are based on
Delaunay triangulation, and its dual, the Voronoi diagram.
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r
rf

rc

Figure 6.1: Schematic of the strategy applied in repositioning neighbor points to
enforce conflict, coverage, and capacity constraints, respectively.
Given that these three constraints are defined for each sample xi , the underlying
mechanism of our approach should be similar to other optimization algorithms
(e.g., Lloyd’s algorithm, CCVT, FPO) that allow each visited point to choose an
optimal placement for itself relative to its neighbors. However, point-by-point
capacity enforcement2 seems impractical by moving the visited points [Bal09].
Therefore, we propose a different approach: a visited point repositions its neighbors
rather than itself. This “move neighbors” technique turned out to make much of
a difference: a full iteration gives each point a turn to optimize its local neighborhood, contributing to global optimization. Thus, after visiting each point, a part
of the domain is optimized, allowing higher convergence speed than that when
the point itself is simply moved.
Therefore, the basic model is serial: in each iteration, each sample is given a turn
to optimize the placement of its immediate neighbors. As Illustrated in Figure 6.1,
these three spatial constraints are achievable through the following steps.

6.3.1

Conflict Optimization

Conflict optimization is the most straightforward action. For each visited point
xi we iterate through its neighbors {x j }, i.e. the incident vertices in the Delaunay
triangulation. If x j conflicts with xi (i.e. closer than the target rf ) then x j is pushed
by an appropriate offset, (rf − d T (xi , x j )), beyond the conflict distance. We call this
operation a “push”. Algorithm 6.1 summarizes this step.

6.3.2

Coverage Optimization

For each visited point xi we iterate through its incident facets {t j } in the Delaunay
triangulation. If the circumscribed radius r of a facet t j is larger than the target
rc , we pull the two other end-points of t j to the appropriate offsets, obtained by
scaling the edges by a factor of rc /r. We call this operation a “pull”. This step is
summarized in Algorithm 6.2.
2 There are effective ways, though, for capacity enforcement over the whole set [CYC∗ 12,
dGBOD12].
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Algorithm 6.1: Enforcing a global conflict radius rf .
1
2
3
4
5
6
7

8
9
10
11
12
13

Construct a Delaunay triangulation DT (X);
repeat
foreach xi ∈ X do
foreach neighbor point x j of xi do
d~ ← x j − xi ;
if d~ < rf then
d~
shi f t ← (rf − d~ ) ·
;
d~
Apply shift to x j : x j ← x j + shi f t;
end
end
Update DT (X);
end
until no more points are moved;

Algorithm 6.2: Enforcing a global coverage radius rc .
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Construct a Delaunay triangulation DT (X);
repeat
foreach xi ∈ X do
foreach incident triangular face t j of xi do
if t j is obtuse then
skip t j ;
else if t j ’s circumradius r > rc then
Set scale ← rc /r;
for other two end points xk of t j do
Set d~ ← xi − xk ;
~
Set shi f t ← (1.0 − scale) × d;
Apply shift to xk : xk ← xk + shi f t;
end
end
Update DT (X);
end
until no more points are moved;
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6.3.3

Capacity Optimization

This process is slightly more involved. For each visited point xi the Voronoi cell
is modeled as if it contains a fluid that needs to expand or shrink, by pushing
or pulling neighbor cells, in order to attain the optimum volume. The fluid exerts equal pressure p on the cell boundary, hence the force f j on each cell edge is
proportional to its length l j :
f j = p · lj .
(6.3)
However, the gained (or lost) volume in displacing an edge is also proportional to
its length, therefore the overall gain is:
∆ = p ∑ l 2j .

(6.4)

j

By setting ∆ to the required difference in cell volume we obtain p, hence the required offset of each edge. Finally, the offset of the respective neighbor samples
is set to twice the offset of the corresponding Voronoi cell edges. Evidently, there
are small errors in these calculations, but the order of magnitude of the errors
is lower than that of expansions or contractions, hence the algorithm could converge. Although the process can be run to numeric precision, in practice we may
wish to set a maximum tolerance, ∆max , in capacities. This condition represents
the parameter that controls this step. The detailed computation process is given
in Algorithm 6.3.
It is worth noting that our “pressure” metaphor is closely associated with the computation of weights in [dGBOD12] and the CapVT energy gradient in [CYC∗ 12].
Liu et al. [LPS∗ 13] also used a similar approach, but for a completely different
application. We do not claim any performance optimality in comparison to these
capacity-enforcement methods, but our approach is simple, intuitive, and can be
applied iteratively to individual points, making it fit within one framework along
with the conflict and coverage optimization.

6.3.4

Combined Optimization

Given that the above mentioned three steps are based on the same data structure,
they can easily be mixed by optimizing each target in turn for each visited point.
The conflict and coverage constraints do not provide a mechanism for distributing
the points evenly in a large point set. They work well when starting from an
already-even distribution (e.g. jittered grid), but tend to leave some energy in
low frequencies when starting from a random distribution. On the other hand,
capacity optimization enforces global evenness thanks to the capacity constraint,
but does not offer control over the aspect ratios of the Voronoi cells. It is therefore
constructive to combine the three steps and gain the advantages of all the three:
high rf , low rc , and even density.

6.4

How It Works

The described algorithm works well and converges reasonably fast in practice.
Thus, it is reasonable to ask why it works, and how it compares with other methods. At first glance, the conflict optimization step might seem similar to DistMesh
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Algorithm 6.3: Enforcing the capacity constraint.
1
2
3
4
5
6
7
8
9
10
11
12

Construct a Delaunay triangulation DT (X);
repeat
foreach xi ∈ X do
Set A equal to area of Voronoi cell of xi ;
Compute the deviation from average area: ∆ = A − Ā;
if |∆| < ∆max then
Skip xi ;
else
foreach neighbor point x j of xi do
Set l j equal to length of the Voronoi cell edge between xi and
xj;
end
compute the pressure per unit length on the edges:
p ← −∆/ ∑ l 2j ;
j

13
14
15
16
17
18
19
20
21
22

foreach neighbor sample x j of xi do
Compute the shift direction vector d~ ←

x j − xi

k x j − xi k
Compute the force exerted on x j : f ← p × l j ;
~
Set shi f t ← 2 × f × d;
Apply shift to x j : x j ← x j + shi f t;
end
end
Update DT (X);
end
until no more points are moved;
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[PS04], since it is based on the edges between adjacent points. There is, however, a fundamental difference: our algorithm only considers conflicting neighbors, whereas DistMesh pushes on all neighbors. Thus, DistMesh is equilibriumbased, whereas ours is collision-based, and it is this collision nature (broken mesh)
that furnishes the randomization mechanism in our algorithm and reduces its tendency to create regular structures.
Moreover, our approach seems to be the first work to explicitly optimize coverage
radius. It is worth noting that the gap processing framework of Yan and Wonka
[YW13] supports conflict and coverage optimization, and they actually mention
coverage. However, our algorithm replaces the substantial overheads for tracking
the gaps with a simple trial-and-error logic that seems to be more efficient.
The fact that our conflict and coverage optimization steps are based on collision, not equilibrium, differentiates them from many optimization algorithms.
Rather, we find our underlying logic closer to dart throwing: we remove conflicting neighbors and re-insert them in conforming positions from the perspective of
the tested sample. They might then conflict with other samples, but these samples
will subsequently have their chance to move to a conflict-free region. The algorithm terminates when all samples are in conforming positions to all others. If
the target rf and/or rc are not very tough, then there are many possible conforming layouts for the samples, and our algorithm iteratively attempts to find one of
them.
Within existing blue-noise algorithms there are many that try to enforce equal
capacity of Voronoi or power cells, but these algorithms usually follow indirect
approaches: discretizing the underlying space [BSD09], imposing weights on the
samples [dGBOD12], enforcing equal capacity to Delaunay triangles [XLGG11], or
reducing an energy function associated with capacity [CYC∗ 12]. The only direct
(point-by-point) approach we are aware of is described by Balzer [Bal09], using a
downhill algorithm to find optimal shifts to the points, but that algorithm is prohibitively slow. In contrast to previous methods, our “move neighbors” approach
makes it possible to immediately and explicitly enforce the constrained capacity
of each visited sample in a single step.

6.5

Technical Details

In this section we first provide further details on implementation, and then analyze the run-time complexity of the proposed algorithm.

6.5.1

Implementation

The input in our algorithm includes the desired number of samples n, as well
as the three user-specified spatial constraints: a target conflict radius rf , a target
coverage radius rc , and a target maximum deviation of the cell capacities ∆max .
To render these parameters independent
of n, assuming a unit-area domain, we
q
√
set rf and rc relative to rmax = (2/ 3 n), which is the largest attainable conflict
radius, obtained when the samples form a hexagonal lattice [LD08, SHD11]. Thus,
rf should be within the [0, 1] range. In contrast, rc can be larger than 1, but for a
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decent blue-noise quality it should stay below 1, based on our experience. Finally,
we scale the domain so that the average capacity is 1; hence ∆max is relative to 1,
independent of n. We will analyze the influence of these parameters in Section 6.6.
Starting from any point set X that contains n samples (e.g. random distribution or
jittered grid), our algorithm iteratively optimizes the positions of the samples by
enforcing the three spatial constraints. In each iteration the algorithm proceeds by
repeatedly visiting each point and performing the above three optimization steps,
so as to move its non-conforming neighbors to suitable positions. Here, a full iteration indicates that each sample in X is visited once. The optimization performed
by one point might undo the optimizations of the points visited earlier, but these
points would have another turn in the following iterations. The algorithm converges when no sample is further moved in one iteration. In our experiments, the
order for conflict, coverage, and capacity enforcement does not seem to make a
significant difference on the performance or the resulting distribution. We provide a more detailed discussion about the convergence behavior of the algorithm
in the supplementary material of the published paper [AGY∗ 17b].
To eliminate redundant processing we maintain a list of “stable” points in each
iteration, and skip them in the following iteration. A point is stable if it did not
move in the last iteration, nor did any of its immediate neighbors. The algorithm
starts slowly, where all the points are processed, and speeds up dramatically in
subsequent iterations.
Parallel Implementation
Instead of applying the push/pull forces immediately, a parallel variant of the
algorithm is obtained by aggregating the forces acting on each sample point. Notably, the optimizations are then based on different elements of the Delaunay triangulation: vertices for capacity, edges for conflict, and faces for coverage. Our
observation is that the parallel algorithm exhibits better qualities (less regular
point sets), and it is faster per iteration, but it is slower overall (needs more iterations), and fails to converge for some tough targets that are attainable by the
serial version. Thus, we will not further consider the parallel algorithm in our
discussion.

6.5.2

Run-Time Complexity

We now consider the run-time complexity of each iteration. A dynamic global
Delaunay triangulation DT (X) is first constructed in our implementation. Then in
each optimization step the triangulation is updated locally by moving the points
one at a time. On average, the local update of DT (X) requires T1 = O(1) time.
For each visited sample, we have to move no more than all its neighbors, so the
run time for visiting one sample is T2 = O( g), where g is the average number of
neighbors of each point in the triangulation. As a result, the run-time complexity
for a full iteration is T = n × T2 × T1 = O(ng). Since g = O(1) is true for large
classes of well-distributed point sets [SHD11], the overall run time is linear in the
number of points: T = O(n). In contrast, the best time required for one iteration
in FPO is O(n log n).
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Method

dmin

davg

rc

β

νeff

Ω

BOO

Random
MPS [EMP∗ 12]
BNOT [dGBOD12]
CVT [Llo82]
CCVT [BSD09]
CapCVT [CYC∗ 12]
KDM [Fat11]
FPO [SHD11]
Push-pull-1
Push-pull-2
Push-pull-3

0.023
0.780
0.738
0.805
0.711
0.755
0.645
0.925
0.800
0.900
0.920

0.465
0.821
0.872
0.941
0.856
0.895
0.868
0.933
0.847
0.905
0.922

1.635
0.781
0.744
0.657
0.782
0.772
0.746
0.869
0.630
0.650
0.620

71.420
1.000
1.008
0.817
1.100
1.022
1.157
0.939
0.787
0.722
0.674

0.00
0.66
0.86
0.95
0.83
0.91
0.87
0.90
0.86
0.90
0.92

0.074
2.168
1.994
4.733
1.774
2.957
2.223
4.628
1.894
3.180
3.718

0.363
0.388
0.427
0.842
0.403
0.661
0.451
0.428
0.487
0.499
0.597

Table 6.1: Comparison of the main characteristics of different blue noise sampling patterns. Here dmin (= rf ) and davg are the minimum and average nearestneighbor distance, β = rc /rf is the aspect ratio of Voronoi cells [EAG∗ 14], νeff is the
effective Nyquist frequency [HSD13], Ω is the radial-power oscillation [HSD13],
and BOO is the bond orientational order [HSD13].

6.6

Results

This section presents some of the experimental results that demonstrate the effectiveness of the proposed algorithm. First, we compare the main characteristics
of our sampler with those of other blue noise sampling patterns, and then we
present spectral analysis and zoneplate plots to demonstrate the performance of
our optimized point sets for anti-aliasing. Our algorithm is implemented in C++,
using the CGAL library [CGA] for computing the Delaunay triangulation. All the
results presented in this chapter are obtained on a PC with Intel i7-3770, 3.40 GHz
CPU, 16GB memory, and a 64-bit Windows 7 operating system.

6.6.1

Point Sets Evaluation

In the following, we present several characteristics of our resulting point sets, and
we discuss the influence of the target parameters on performance and convergence behavior.
Table 6.1 summarizes the mostly-used measures in the blue noise literature, and
we thoroughly compare them with the state-of-the-art sampling patterns. We
use Push-pull-{1, 2, 3} as our samplers with different parameters that will be explained in Section 6.6.2.
The first two columns, dmin and davg , show the minimum and average nearestneighbor distance [SHD11]. They also roughly measure how uniformly-distributed
the points are: a high dmin indicates that points do not cluster anywhere, and a
high davg means that the points are evenly spaced.
The value of dmin also seems to be correlated with regularity, but their relationship is not linear. It was previously conjectured that pushing dmin beyond 0.85
would introduce regular configurations [LD08], but Schlömer et al. [SHD11] subsequently introduced FPO, which reaches dmin ≈ 0.93 with regularity-free point
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sets; and the authors doubted the possibility of reaching even higher dmin without
introducing regular structures. Our algorithm can reach dmin > 0.96, but regular
structures are observed for dmin > 0.93; confirming their assumption. It is worth
noting that dmin ≈ 0.93 is coincident with dmin of a regular grid, which may explain what is special about this value. In general, we observed that (hexagonal)
regularity is noticed whenever any of the measures {rf , rc , β, νeff } exceeds those of
the regular grid:
n
o
r f ≈ 0.93, rc ≈ 0.67, β ≈ 0.71, νeff ≈ 0.95 ,
where for rc and β “exceeds” means goes below the indicated values. To quantify
irregularity, we follow Heck et al. [HSD13] idea of using the bond orientational
order (BOO) [KTT00] (last column of Table 6.1), which measures the similarity of
a point distribution to a hexagonal arrangement. A value of 1 means a perfect
triangular grid. In general, regularity starts to be noticeable for BOO > 0.5, and
becomes evident for values above 0.6.
Heck et al. [HSD13] have established two targets for a blue-noise point set used
in sampling: high effective Nyquist frequency νeff (a wide low-energy band) to
reduce noise, and low oscillation Ω in the spectrum at higher frequencies to reduce coherent aliasing. An ideal blue noise should have high νeff with low Ω, but
unfortunately high νeff tends to come with high Ω. It is evident, and understandable, that dmin is positively correlated with νeff ; but once again the relation is not
linear. Unfortunately, dmin seems to also correlate with Ω. Thus, even though FPO
reaches a much higher dmin than all other blue noise methods, it achieves only a
small increase in νeff , and at the cost of much stronger oscillation. A few years
back, increasing dmin was the only known way to increase νeff , so there was no
way to increase νeff without increasing Ω. In contrast, besides directly controlling dmin , our method offers another handle to increase νeff through reducing rc .
Thus, unlike the single combinations for classic methods, or the single curve for
[JZW∗ 15], our method can achieve a larger set of combinations of νeff and Ω.
It is worth mentioning that Ebeida et al. [EAG∗ 14] have considered the contribution of coverage to the quality of point sets, and offered an algorithm to improve
coverage, but their algorithm optimizes the ratio β = rc /rf , rather than handling
rc and rf individually. In our experiments we could observe direct correlation between β and νeff , which sounds interesting for future research. While Ebeida et
al. observed that their algorithm “starts to lose blue noise between β = 0.75 and
β = 0.7”, our method could reach values of β as low as 0.67 while maintaining
blue noise properties, thanks to our dual-parameter configurations.

6.6.2

Parameter Selection

In summary, three main parameters are used in PPO. A wide range of combinations of parameters are attainable. For capacity optimization, by setting the
capacity deviation tolerance ∆max = 0 the capacity constraint can be enforced up
to numerical precision, but we found that this is not needed in practice. Instead,
we may set ∆max ≈ 0.0386, which is the typical value achieved by CCVT [Sch12].
If not explicitly specified, we use this default setting in our results. Thus, we only
need to tune rf and rc . In Table 6.1, Push-pull-1 represents the sampler with

{rf = 0.80, rc = 0.63} ,
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Figure 6.2: Performance and convergence analysis of the push-pull algorithm: (a)
Running time (in log scale) dependency on the number of points. (b) Convergence
curves of our method with different parameter configurations. (c) Convergence
curves of our method with the same parameters, but using different initialization
methods.
Push-pull-2 with

{rf = 0.90, rc = 0.65} ,
and Push-pull-3 with

{rf = 0.92, rc = 0.62} .

6.6.3

Performance and Convergence

We now evaluate the performance and convergence behavior of our algorithm.
Figure 6.2(a) compares the running time of our algorithm to other methods, using
a varying number of sample points. In this example, we use a moderate parameter
configuration {rf = 0.85, rc = 0.67}. We see that although our algorithm is slower
than MPS [EMP∗ 12], which is a variant of dart throwing, we are faster than all the
iterative-based optimization methods. Kernel-based methods like [Fat11, JZW∗ 15]
seem to be faster than our method, but we did not have access to their code then.
Compared to MPS, we have better sampling quality in many spectral and spatial
measures, as shown in Table 6.1.
Figure 6.2(b) analyzes our convergence speed with different parameter selections.
We compute the ratio of stable samples in relation to the number of iterations.
Both increasing rf and reducing rc call for more iterations to converge. Even
though we have no theoretical proof of convergence, we found, according to our
extensive testing, that our combined algorithm converges reasonably fast for all
combinations of rf <= 0.9 and rc >= 0.65, for any ∆max , leading to superior bluenoise quality. If one of these thresholds is exceeded, then the convergence will
highly depend on the capacity deviation tolerance ∆max . The further we are away
from these thresholds, the higher is the ∆max needed for the algorithm to converge.
This also considerably increases the number of iterations needed for convergence.
From our experience, when {rf > 0.92, rc < 0.61}, the presented algorithm will
hardly converge for any ∆max . We are also aware that different initializations of
the samples have different influence on the convergence speed, as illustrated in
Figure 6.2(c). Intuitively, the more even the initial distribution of samples is, the
faster the convergence speed will be.
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Figure 6.3: Spectral and anti-aliasing analysis of the point sets obtained with different parameter configurations. From top to bottom: point sets with 1024 points,
zoneplate test function sampled by 5122 points, power spectrum, radial power,
and anisotropy. The left three columns show the influence of reducing parameter
rc , while the right three columns show the influence of increasing parameter rf .

6.6.4

Spectral and Anti-Aliasing Analysis

To further verify the ability of our algorithm to tune the trade-off between noise
and aliasing, we conducted spectral and anti-aliasing analysis. Figure 6.3 shows
the power spectra and zoneplate plots [KCODL06] of point sets obtained with several sets of parameter configurations. The zoneplate test reconstructs a function
( x, y) 7−→ sin( x2 + y2 ) using a single sample per pixel and a Mitchell reconstruction filter [MN88]. Since it shows the response for a wide range of frequencies, it
represents a powerful tool for assessing the aliasing defects of sampling patterns.
First, the power spectra indicate that, by varying the parameters, our algorithm
could achieve a series of high-quality spectral profiles that are very similar to the
state of the art, ranging from BNOT [dGBOD12] to FPO [SHD11]. This also shows
our potential ability to generate controllable blue noise profiles. Furthermore, we
can observe that increasing rf can effectively reduce the low-frequency noise, but
at the cost of introducing structured aliasing. Fortunately, reducing rc gives us
another handle to reduce noise without adding too much aliasing, as shown in
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the left part of Figure 6.3. Hence, we can easily control the trade-off between
noise and aliasing by tuning the optimization parameters, yielding images that
are of low noise and only little coherent aliasing.

6.7

Discussion

In this chapter we presented an auxiliary optimization algorithm for blue noise
to augment our lookup frameworks. The algorithm is faster and more flexible
than most of the known blue-noise optimization algorithms, and is therefore wellsuited for computing the displacement vectors in our grid-based frameworks, as
well as in other lookup frameworks.
As a side product, it turned out that the algorithm delivers superior performance
in meshing/remeshing applications. We present here a selection of the impressive
remeshing results we obtained, demonstrating the absence of artifacts (aliasing
and obtuse/narrow triangles) in our algorithm for both uniform (Figure 6.4) and
adaptive (Figure 6.5) remeshing. We refer the interested reader to the published
paper [AGY∗ 17a] for details.
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6.7. Discussion

Input

ACVD [LB12]

CapCVT [CYC∗ 12]

CVT [MF92]

CVT-nob [YW16]

MPS [YW13, GYJZ15]

FPO [YGJ∗ 14]

Push-Pull

Figure 6.4: Uniform remeshing results of the Venus model. The obtuse triangles
are shown in pink, and triangles with θmin < 30 are shown in blue.
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Input

ACVD [LB12]

DistTuning [ERA∗ 16]

CapCVT [CYC∗ 12]

CVT [MF92]

CVT-nob [YW16]

MPS [YW13, GYJZ15]

FPO [YGJ∗ 14]

Push-Pull

Figure 6.5: Adaptive remeshing results of the Homer model. The obtuse triangles
are shown in pink, and triangles with θmin < 30 are shown in blue.
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7 Conclusions and Outlook
Through three different examples, addressing different semi-stochastic sampling
scenarios, we demonstrated that grid-based lookup techniques offer many advantages over earlier tile-based techniques. We were able to combine the main
features of the two categories of tilings: the simplicity and low cost of regulartiling methods, with the versatility and high quality of complex recursive tilings.
We were also able to add new features. For example, doing all the optimizations
over a single toroidal domain is offered by all the three of our frameworks, but
none of the tiling methods. Another advantage offered by ART, and potentially
by AA Patterns, but not by most of the tiling techniques, is the smooth scalability to three and four dimensions; though we can not go higher because the tables
grow exponentially.
In their order of development, our frameworks deliver O (100MPPS) (million
point per second) for AA Patterns, O (200MPPS) for LDBN, and O (300MPPS)
for ART in commodity hardware. That is about an order of magnitude faster than
the fastest tiling techniques reported in literature [WPC∗ 14]. In fact, these rates are
quite close to the clock rate of these-days CPUs, so it would not be easy to outperform our samplers in terms of speed. As we mentioned in the caption of Table 5.2,
however, we think that such scale of speed comparison is not really relevant in
practical applications; we only mention it here to locate our grid-based approach
relative to state-of-the-art tiling methods, [KCODL06] and [WPC∗ 14], who both
considered speed comparisons. A more relevant measure is memory footprint,
and our grid-based solutions are much more memory-friendly than state-of-theart tiling techniques.
Apart from their practical advantages, the grid-based approaches we studied offer
important theoretical advantages by linking the sampling problem in computer
graphics to well-established disciplines. For example, AA Patterns and LDBN are
deeply rooted in Number Theory, and ART is based on Combinatorics in Words.
Thus, some properties of the samplers could be studied using tools from these
disciplines, which represents an interesting direction for future research.
As a PhD researcher, a concluding statement I can make about this research is that
I find grid-based lookup-sampling approaches superior to state-of-the-art tiling
methods in almost all aspects, and would recommend their adoption to replace
existing tiling solutions1 . Indeed, that does not mean that grid-based solutions do
not have their shortcomings in comparison to tiling techniques. For example, all
1 To encourage the adoption of our solutions we made all our code publicly available for practitioners and other researchers. Please check the author’s personal website: http://abdallagafar.com/.
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the three frameworks presented use separable indexing in the horizontal and vertical axes, and while this apparently does not cause a problem in point sampling,
it may pose a problem if these frameworks are adopted for texture synthesis; or it
may not. In other words, the stated superiority of grid-based approaches is confined to point sampling, the scope of the thesis, and does not automatically extend
to other contexts.
The research in this thesis opens many questions for future research. We presented three frameworks, each featuring its unique advantages; e.g. easy indexing in AA Patterns, low discrepancy in LDBN, and adaptivity in ART. A natural
question to ask is whether it would be possible to combine these features into one
framework. Another interesting direction for future research is to study the application of the presented indexing (identification) techniques to texture synthesis;
where the analytic nature of these indexing frameworks might prove useful for
integrating procedural features such as Perlin noise [Per85].
The optimization Chapter 6, which is auxiliary to the main topic of the thesis,
pushed the extents of realizable blue-noise distributions, and opened its own interesting questions for future research. For example, it is interesting to study the
exact connections between the spatial and spectral properties of blue-noise patterns.
An important theoretical contribution of this thesis is Lemma 1 that relates the
discrepancy of stratified two-dimensional point sets to the discrepancy of onedimensional sequences along the rows and columns. The proof we presented is
only valid for the two-dimensional case, and it would be interesting to see higherdimensional analogs, if any, of Lemma 1 and the associated low-discrepancy construction.

98

A Discrepancy Bounds of Stratified
Point Sets

In this appendix we demonstrate that if a two-dimensional stratified point set P,
as defined in Eq. (4.1), is viewed as an ensemble of one-dimensional sequences
of horizontal offsets along the columns, and an ensemble of one-dimensional sequences of vertical offsets along the rows, then the discrepancy of the whole point
set is bounded by the discrepancy of these one-dimensional sequences.
Let λk denote the k-dimensional Lebesgue measure of Rk . Let
J = {[α1 , β 1 ) × · · · × [αk , β k ) : αi ∈ [0, 1) , β i ∈ (αi , 1] for 1 ≤ i ≤ k}
be a variable that runs through all axes-aligned hyperrectangle in [0, 1)k . Let P be
a finite set of N points in [0, 1)k , and let the counting function A( J; P) denote the
number of points of P in J. The discrepancy of P with respect to J is defined as
D N ( J; P) = λk ( J ) −

A( J; P)
.
N

(A.1)

The discrepancy D N ( P) of the point set P is defined as the supremum discrepancy
for all axes-aligned hyperrectangles in [0, 1)k :
D N ( P) = sup { D N ( J; P)} = sup λk ( J ) −
J

J

A( J; P)
.
N

(A.2)

Further, let
J p = [0, β 1 ) × · · · × [0, β k )
denote the contiguous interval between the origin and a point p = ( β 1 , · · · , β k ),
and let p run through all the points in (0, 1]k , then the star-discrepancy D ∗N ( P) of
P is defined as

D ∗N ( P) = sup D N ( J p ; P)
p

= sup λk ( J p ) −
p

A( J p ; P)
.
N

(A.3)

If we extend the definition of discrepancy in Eq. (A.1) to include unions of nonoverlapping intervals, then the additivity of both the Lebesgue measure λk and
the counting function A( J, P) leads to the following property. Let R and S be
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disjoint intervals in [0, 1)k , then:
A( R ∪ S; P)
N
A( R; P)
A(S; P)
= λk ( R) + λk (S) −
−
N
N
A( R; P)
A(S; P)
≤ λk ( R) −
+ λk (S) −
,
N
N

D N ( R ∪ S; P) = λk ( R ∪ S) −

hence
D N ( R ∪ S; P) ≤ D N ( R; P) + D N (S; P) .

(A.4)

We denote by
x = x0 , x1 , · · ·
a sequence of points in [0, 1), and let
x ( k ) = x 0 , · · · , x k −1
n
o n −1
denote the first k elements of the sequence. We consider a collection x(X )
of
X =0

n such sequences,
(0)

(0)

x (0) = x 0 , x 1 , · · ·
..
.
( n −1)

x ( n −1) = x 0

,

( n −1)

, x1

,···

,

indexed by an integer X; that is, x(X ) is the Xth sequence in the collection, while
(X)

xi is the ith entry in that sequence. We consider a similar setup for y, y, and Y,
respectively. Now consider a two-dimensional stratified point set,
(
P=

(X)

(Y )

X + xY Y + y X
,
n
n

!

)
;

X, Y ∈ {0 . . . n − 1}

,

(A.5)

of N = n × n points in the unit square, assembled from these two collections of
sequences. Note that such a set represents an n × n slice of the generic stratified set
in Eq. (4.1) that is scaled to the unit square. Within each stratum ( X, Y ), thoughtof as a unit square, the location of the sample point is taken as the Yth element
of the sequence x(X ) and the Xth element of the sequence y(Y ) . A bound for the
star discrepancy of such a stratified set is obtained in terms of the discrepancy of
n
o n −1
n
o n −1
and y(Y )
. More formally, we have the
the constituent sequences x(X )
X =0

following lemma:

Y =0

Lemma 1. If N = n2 denotes the total number of points in P, we have
D ∗N ( P)

1
≤
N



max

X,Y ∈{0...n−1}



∗
XDX



y

(Y )

(X)

100



+ YDY∗



x

(X)

(Y )



+1



.

(A.6)
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Y +v
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p
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Juv
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Y
n

X
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X +u
n

X +1
n

1

Figure A.1: Notations for Lemma 1.
Proof. Let
p = (( X + u)/n, (Y + v)/n) ;

X, Y ∈ {0 . . . n − 1};

u, v ∈ (0, 1]

be an arbitrary point in (0, 1]2 , and let
J p = [0, ( X + u)/n) × [0, (Y + v)/n)

(A.7)

be the interval between the origin (included) and the point p (excluded). Estimating the discrepancy of P with respect to J p gives a bound for the star discrepancy
of P. As illustrated in Figure A.1, the contiguous interval J p can be partitioned
into non-overlapping sub-intervals:
J p = JXY + JXv + JuY + Juv ,

(A.8)

where
JXY = [0, X/n) × [0, Y/n) ,
JXv = [0, X/n) × [Y/n, (Y + v)/n) ,
JuY = [ X/n, ( X + u)/n) × [0, Y/n) ,
Juv = [ X/n, ( X + u)/n) × [Y/n, (Y + v)/n) .
Thanks to the additive property of discrepancy in Eq. (A.4), we have
D N ( J p ; P) ≤ D N ( JXY ; P) + D N ( JXv ; P) + D N ( JuY ; P) + D N ( Juv ; P) .

(A.9)

Now
D N ( JXY ; P)

=
=

A( JXY ; P)
N
X Y
X·Y
· −
= 0.
n n
N

λ2 ( JXY ) −
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(A.10)

For JXv we have
(X)

(Y )

X + xY Y + y X
,
n
n

!

(Y )

∈ JXv =⇒ y X < v .

(A.11)

If we write Jv to denote the one-dimensional interval [0, v), we observe that


A( JXv ; P) = A Jv ; y(Y ) ( X ) ,

(A.12)

X v
Xλ1 ( Jv )
· =
,
n n
N

(A.13)

and
λ2 ( JXv ) =
therefore
D N ( JXv ; P) = λ2 ( JXv ) −

=

A( JXv ; P)
N

X · λ1 ( Jv )
A( Jv ; y(Y ) ( X ))
−
N
N

=

A( Jv ; y(Y ) ( X ))
X
λ1 ( Jv ) −
N
X

=


X
X ∗  (Y )
DX ( Jv ; y(Y ) ( X )) ≤
DX y ( X ) .
N
N

(A.14)

Y ∗ (X)
D (x (Y )) .
N Y

(A.15)

Similarly,
D N ( JuY ; P) ≤

Finally, A( Juv ; P) is either 0 or 1, and λ2 ( Juv ) is at most 1/N, therefore
D N ( Juv ; P) = λ2 ( Juv ) −

A( Juv ; P)
1
≤
.
N
N

(A.16)

Substituting Eqs. (A.10,A.14,A.15,A.16) into Eq. (A.9):
D N ( J p ; P) ≤






1 
∗
XDX
y(Y ) ( X ) + YDY∗ x(X ) (Y ) + 1
N

(A.17)

and Eq. (A.6) follows for the upper bound of the star discrepancy of the set P.
A regular grid of sample points uses a fixed value, typically 0 or 12 , for all the
(Y )
∗
(Y )
∗ (X)
entries in all of x(X ) and
 y , hence DX (y ( X )) and DY (x (Y )) are O(1), and
as such D ∗N ( P) is O

√

N
N

.

∗ ( y(Y ) ( X )) is
If all of x(X ) and y(Y ) are low-discrepancy sequences, that is, DX
∗
(
X
)
O (log( X )/X ) and DY (x (Y )) is O (log(Y )/Y ), both are O (log(n)/n), then a
discrepancy bound of the resulting point set is obtained by direct substitution in
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Eq. (A.6):
D ∗N ( P)

1
≤
N



max

X,Y ∈{0...n−1}



∗
XDX



y

(Y )

(X)



+ YDY∗



x

(X)

(Y )



+1





log (n)
log (n)
1
+n·
+1
n·
N
n
n


1
=O
(2 log (n) + 1)
N
 
 

1
=O
log n2 + 1
N


log ( N ) + 1
=O
.
N


=O

For a large N, the effect of the added 1 is negligible. Thus, the resulting
stratified


log( N )

. Note,
point set is a low-discrepancy point set, with discrepancy in O
N
however, that such a construction does not extend automatically to higher dimensions.
Finally:
Corollary 1. The LDBN
point

 set defined from van der Corput sequences in Eq. (4.9) has
log( N )
a discrepancy in O
.
N
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B Approximation Error in LDBN
The differences between corresponding entries (in ascending order) of the vectors
L and Q in Algorithm 4.2, in all chunks, determine, along the respective axes,
the distances between corresponding points in the given reference and its lowdiscrepancy approximation constructed from the template low-discrepancy set.
Let us refer to these distances as the “approximation error”. To get an estimate
of this error we compare the entries to a common reference: the uniform set A =
n
o m −1
2i +1
. The largest difference between an entry li ∈ L and the corresponding
2m
i =0

entry qi ∈ Q, both sorted in an ascending order, is bounded by

| li − q i | ≤ | li − a i | + | q i − a i | ,
where ai is the ith entry in A. But for any finite set s of m points,
∗
(s) −
| s i − a i | ≤ Dm

1
;
2m

see [KN74, Chapter 2, Theorem 1,4]; therefore:
1
.
m
For the van der Corput sequence, and when m is a power of 2, then
∗
∗
( L ) + Dm
(Q) −
| l i − q i | ≤ Dm

∗
Dm
(Q) =

1
;
m

hence
∗
(L) .
| l i − q i | ≤ Dm

(B.1)

Thus, the approximation error is bounded by the discrepancy of the horizontal
and vertical offsets in the chunks of strata. This has been shown in Appendix A to
be closely connected with the discrepancy of the whole stratified set. We conclude
that the approximation error is directly proportional to the discrepancy of the reference set, and inversely proportional to the chunk size, since the discrepancy
normally decreases with the number of points. Thanks to the inherent stochastic
nature of blue-noise sets, this approximation error manifests as random jittering
of the points, sized by the estimate in Eq. (B.1).
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As seen for BNOT in Figure 4.6(b) on page 46, typical blue-noise point sets attain
relatively-low discrepancies; not so low as to qualify them as LD sets, but low
enough to make them easily matchable by rearranging the template LD set. At
some point the approximation error becomes small relative to the Poisson disk
radius of the set. In our experiments, the error becomes barely noticeable with
m ≥ 16; see Figure 4.5 on page 42.
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