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Preface

On my first night in Konstanz, I took the ferry over to Meersburg. I sat down
on a terrace with a beautiful view of the lake and ordered Maultaschen, a local
speciality. It was September 2010, I was about to give my first-ever conference
presentation, and I did not yet know that the town I saw across the lake and
the university hill I would climb the next morning would become my home a few
years later. This conference trip, the conclusion of an undergraduate research
project, became the start of a new adventure.
I would like to express my deepest gratitude to my advisor, Ulrik Brandes, for
making that adventure possible. His extensive knowledge and creative mind
have been an inspiration, and I have benefited greatly from his guidance and
encouragement. I am thankful to all my colleagues from the algo group in Konstanz for the warm welcome I received and the wonderful time I have had. In
particular, I would like to thank Barbara Pampel for her inspiring enthusiasm
and our great teamwork, Jan Athenstädt for our motivating meetings and his
support during my writing process, Viviana Amati for the Italian sweetness (in
both meanings of the word) she always brought to the office, Sabine Cornelsen
for the most interesting coffee breaks, and Arlind Nocaj and Felix Schönenberger for their technical support whenever I needed it. Furthermore, I owe a
special thanks to Christine Agorastos, for making my transition to Konstanz and
Germany so much smoother by helping me with every administrative, organizational, or personal matter I ever took to her.
iii

My research was carried out in the context of the multidisciplinary projects
NEXUS 1492 1 and CARIB 2 , collaborations between archaeologists, computer
scientists, archaeometrists, biochemists, and heritage specialists, focused on
studying the impact of colonial encounters in the Caribbean. I would like to
thank the principal investigator of both projects, Corinne Hofman, for giving me
the opportunity to be a part of this endeavour. During my work in these projects,
my horizon was broadened by the people from various other disciplines whom
I had the opportunity to get to know and work with. In particular, I would like to
thank Tom Brughmans for his patience and enthusiasm in explaining the wonderful world of archaeology to me, Mariana Françozo and Csilla Ariese-Vandemeulebroucke for introducing me to the fascinating field of museum studies,
Patrick Degryse and Rebecca Scott for showing me the beauty of Saint Kitts
from a geologist’s perspective, Katarina Jacobson for teaching me the basics of
pottery analysis, and Eduardo Herrera Malatesta for taking me on a field survey
in the Dominican jungle (and for making sure I made it back safely).
Writing this dissertation has been one of the most challenging tasks I have
faced, and it is mainly due to the excellent education I have enjoyed that I was
up to this challenge. I am indebted to Albert Dorrestein for teaching me not just
mathematics, but also his love for the subject, to Henk Meijer for his support
of undergraduate research and the opportunities it provided me with, and to
Bettina Speckmann for being my mentor throughout my time in Eindhoven and
for making me a better speaker, writer, and researcher.
I am grateful to my proofreaders, who boosted my writing as well as my confidence: Jan Athenstädt, Barbara Pampel, Mark Ortmann, Florian Sterl, Andreas
Sterl, and Caroline Sterl. Your meticulous comments have been of great help.
I would like to thank my friends and family in The Netherlands for their longdistance but heartfelt support throughout the last four years, and in particular
my parents for their unwavering belief that I can do anything I put my mind to.
Finally, I could not have finished this dissertation without the loving support and
patient encouragement of Florian Sterl. Thank you for being everything you are
to me.
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Deutsche Zusammenfassung

Jeder, der schon einmal Ikea-Möbel nach der Anleitung zusammenbaute, den
Weg nach Hause auf dem U-Bahn-Netzplan einer Großstadt fand oder mit einem kurzen Blick auf das Smartphone feststellte, dass es trocken bleibt, weiß,
dass manchmal nur wenige Worte nötig sind, um Informationen zu übertragen.
Entgegen der allgemeinen Auffassung hat das Sprichwort “ein Bild sagt mehr
als tausend Worte” keinen chinesischen Ursprung. Ein amerikanischer Werbetexter behauptete dies nur, damit die Leser es ernst nehmen würden. Dennoch
enthällt das Sprichwort einen wahren Kern.
Datenvisualisierung (wortwörtlich “das visuelle Darstellen von Daten”), Hauptthema der vorliegenden Arbeit, ist die Wissenschaft des Entwerfens und Erstellens von Abbildungen, die zur Wiedergabe von Informationen gedacht sind.
Insbesondere handelt es sich hier um abstrakte Daten, bestehend aus Text und
Zahlen, für die eine visuelle Wiedergabe nicht selbstverständlich ist. In einem
wissenschaftlichen Kontext sind die zu visualisierenden Daten üblicherweise
Forschungsergebnisse, die jeder beliebigen Disziplin entstammen können.
Visualisierung kann auf unterschiedliche Arten zum Forschungsprozess beitragen. Erstens können graphische Darstellungen eine Übersicht über die Daten
liefern und dabei helfen diese zu explorieren, sodass ein Forscher zu neuen
Einsichten gelangen kann. Zweitens ermöglicht eine geeignete Darstellung der
Daten in manchen Fällen die Beanwortung von konkreten Forschungsfragen.
xi

Drittens können graphische Darstellungen eine effektive Methode sein, um Forschungsergebnisse und die damit verbundenen Schlussfolgerungen zu kommunizieren – an Fachkollegen, aber vor allem auch an ein breiteres Publikum.
Für jede dieser Anwendungen ist die Qualität der Visualisierung extrem wichtig.
Die größten Herausforderungen der Datenvisualisierung liegen darin, die Daten so genau wie möglich in einer Darstellung wiederzugeben, die sich gut und
schnell verstehen lässt und – vor allem, wenn es um große Datenmengen geht
– von einem Computer ausreichend schnell erstellt werden kann.
Diese Dissertation befasst sich hauptsächlich mit einer bestimmten Anwendung: der Visualisierung archäologischer Daten, die zum größten Teil die Karibik betreffen. Archäologie – die Erforschung der menschlichen Vergangenheit
– ist ein Forschungsgebiet, in dem mit vielen verschiedenen Arten von Daten
gearbeitet wird und in dem oftmals komplexe Zusammenhänge zwischen mehreren Variablen untersucht werden. Dies macht Visualisierung zu einem wertvollen Hilfsmittel bei der Analyse. Ein weiterer wichtiger Aspekt archäologischer
Forschung ist es, die Erkenntnisse mit der lokalen Bevölkerung der erforschten
Gegend zu teilen. Gute Visualisierungen können in diesem Fall dazu beitragen,
dass dabei ein breiteres Publikum erreicht wird und dass Sprachbarrieren eine
geringere Rolle spielen.
In der vorliegenden Arbeit werden diverse Methoden vorgestellt, die zur Visualisierung archäologischer Daten angewendet werden können. Darunter befinden
sich mehrere Methoden, die aus der Mathematik und der theoretischen Informatik bekannt sind. Sie kamen bisher zwar nicht oder nur kaum in der Archäologie
zur Anwendung, haben aber in diesem Bereich, teilweise mit einigen Anpassungen oder Erweiterungen, großes Potential. Andere Methoden wurden speziell
für diverse archäologische Anwendungen neu entwickelt.
Diese Dissertation ist in drei Teile gegliedert. Jeder dieser Teile besteht wiederum aus zwei Kapiteln.
Teil 1 – Visualisierungsprobleme in der Archäologie
Das erste Kapitel dieses Teils enthält eine kurze Einführung in den Forschungsbereich der Archäologie und die Erfassung archäologischer Daten. Weiterhin
werden sieben archäologische Datensätze aus der Karibik vorgestellt, die später
zur Demonstration der in den nachfolgenden Kapiteln vorgestellten Visualisierungsmethoden eingesetzt werden. Das zweite Kapitel enthält eine Übersicht
der verschiedenen Arten von Visualisierungsmethoden, die für Daten mit unterschiedlichen Eigenschaften eingesetzt werden können, was mit Beispielen
archäologischer Anwendungen illustriert wird.
xii

Teil 2 – Methoden für relationale Daten
Dieser Teil der Arbeit befasst sich mit Verfahren für die Analyse und Visualisierung relationaler Daten, das heißt Daten, bei denen gegenseitige Zusammenhänge eine wichtige Rolle spielen. Im ersten Kapitel geht es dabei um die
Zusammenhänge zwischen archäologischen Fundstellen, die aus den Ähnlichkeiten und Unterschieden zwischen den dort gefundenen Materialien abgeleitet werden können. Es wird ein Verfahren vorgestellt, mit dem aus diesen Informationen Netzwerke (sog. similarity networks) erstellt und visuell analysiert
werden können. Im zweiten Kapitel dieses Teils beschreiben wir ein neues Verfahren zur Analyse von Sichtbarkeitsrelationen zwischen Standorten in einem
Gelände. Hierbei geht es um die Frage, wie die Sichtbarkeitseigenschaften einer Landschaft – z.B. ob man von einer bestimmten Stelle aus einen guten
Ausblick hatte oder sich an einer anderen Stelle gut verstecken konnte – die
Nutzung der Landschaft durch die Menschen beeinflussten.
Teil 3 – Methoden für georeferenzierte Daten
Der letzte Teil der Arbeit behandelt Verfahren für Daten, die an eine geographische Position gekoppelt sind (sog. geo-referenced data), beispielsweise archäologische Fundstellen oder Museen. Hier bietet sich als Visualisierungsmethode an, die Informationen zu jeder Position (teilweise) auf einer Landkarte
darzustellen. Dies führt allerdings häufig zu Überschneidungen und somit zu
nicht mehr lesbaren Beschriftungen. Die automatisierte Bestimmung eines geeigneten Maßstabs sowie einer geeigneten Stelle für eine größtmögliche Anzahl von Beschriftungen, ohne dass diese zu klein werden, sich gegenseitig
zu sehr überschneiden oder sich zu weit von ihrer ursprünglichen Position entfernen, ist ein kompliziertes theoretisches Problem – das sog. automated map
labelling oder overlap removal Problem. Das erste Kapitel dieses Teils gibt eine
kurze Übersicht etablierter Methoden, die zu diesem Zweck eingesetzt werden
können. Im zweiten Kapitel wird eine neue Methode vorgestellt, die sich zum
Erstellen von Landkarten mit archäologischen Daten sehr gut eignet.

Die in dieser Arbeit beschriebenen Methoden werden hauptsächlich anhand
von Beispielen sowie realen Datensätzen aus der karibischen Archäologie vorgeführt. Die vorgestellten Methoden wurden allerdings basierend auf allgemeinen Dateneigenschaften (relational, geografisch, usw.), die auch in nicht-archäologischen Datensätzen häufig vorkommen, entwickelt. Diese Methoden sind
daher auch außerhalb der Archäologie in vielen Bereichen einsetzbar.

xiii

Nederlandse samenvatting

Iedereen die wel eens een Ikea-meubelstuk volgens de handleiding in elkaar
heeft gezet, de weg naar huis heeft gevonden op de lijnennetkaart van een
grote stad, of met een snelle blik op de smartphone-app heeft vastgesteld dat
het voorlopig droog blijft, weet dat er soms maar weinig woorden nodig zijn om
veel informatie over te brengen. De gevleugelde uitdrukking “een beeld zegt
meer dan duizend woorden” werd weliswaar bedacht door een Amerikaanse
schrijver van krantenadvertenties, die deed alsof het een Chinees spreekwoord
was in de hoop dat men het dan serieus zou nemen, maar er zit desondanks
een kern van waarheid in.
Datavisualisatie (letterlijk “het visueel weergeven van gegevens”), het hoofdthema van dit proefschrift, is de wetenschap achter het ontwerpen en creëren
van afbeeldingen die bedoeld zijn om informatie weer te geven. Hierbij gaat
het in het bijzonder om abstracte data, bestaande uit getallen en tekst, waarvoor een visuele weergave niet vanzelfsprekend is. In een wetenschappelijke
context zijn de data die gevisualiseerd moeten worden doorgaans onderzoeksresultaten, die uit elke discipline afkomstig kunnen zijn.
Visualisatie kan op meerdere manieren bijdragen aan het onderzoeksproces.
Ten eerste kunnen afbeeldingen helpen bij het overzichtelijk maken en verkennen van de data, zodat een onderzoeker zelf tot nieuwe inzichten kan komen.
Ten tweede kunnen concrete onderzoeksvragen soms beantwoord worden door
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data op de juiste manier weer te geven; dit wordt ook wel visuele analyse genoemd. Tot slot kunnen afbeeldingen een effectieve manier zijn om onderzoeksresultaten en conclusies te communiceren, zowel naar collega’s in het vak als
vooral ook naar een breder, algemeen publiek. Voor elk van deze toepassingen
is de kwaliteit van de visualisatie van groot belang. De voornaamste uitdagingen in datavisualisatie bestaan eruit om de gegevens zo accuraat mogelijk
weer te geven, in een representatie die goed en snel door mensen begrepen
kan worden, en die – vooral wanneer het gaat om grote hoeveelheden data –
met behulp van een computer binnen afzienbare tijd automatisch gegenereerd
kan worden.
Dit proefschrift is hoofzakelijk gericht op een specifieke toepassing: de visualisatie van archeologische data, voornamelijk afkomstig uit het Caribisch gebied.
Archeologie – de studie van het menselijk verleden – is een vakgebied waarin
met veel verschillende soorten data gewerkt wordt, en waarin vaak complexe
verbanden tussen meerdere variabelen onderzocht worden. Dit maakt visualisatie tot een waardevol hulpmiddel in de analyse. Een ander belangrijk aspect
van archeologisch onderzoek is het delen van de bevindingen met de lokale
bevolking van het gebied dat onderzocht werd. Goede visualisaties kunnen er
in dat geval toe bijdragen dat een breder publiek bereikt kan worden, en dat
taalbarrières een minder grote hindernis vormen.
In dit werk worden diverse methodes gepresenteerd die gebruikt kunnen worden voor de visualisatie van archeologische data. Sommige daarvan zijn bekende methodes uit de wiskunde en theoretische informatica, die tot nu toe
nog niet of nauwelijks zijn toegepast in de archeologie, maar daar – soms met
enkele aanpassingen of uitbreidingen – wel het potentieel voor hebben. We
stellen ook een aantal nieuwe methodes voor, die speciaal zijn ontwikkeld voor
diverse archeologische toepassingen. Dit proefschrift bestaat uit drie delen; elk
deel is wederom opgesplitst in twee hoofdstukken.
Deel I – Visualisatieproblemen in archeologie
Het eerste hoofdstuk in dit deel geeft een algemene introductie tot archeologie
en het verzamelen van archeologische data. Tevens worden in dit hoofdstuk
zeven datasets uit de Cariben voorgesteld die als voorbeelden zullen dienen
om de visualisatiemethodes in de volgende hoofdstukken te demonstreren. Het
tweede hoofdstuk geeft een overzicht van de verschillende soorten visualisatietechnieken die voor de representatie van data met diverse eigenschappen
gebruikt kunnen worden. Deze methodes worden geı̈llustreerd met voorbeelden van archeologische toepassingen.
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Deel II – Methodes voor relationele data
Dit deel van het proefschrift is gewijd aan methodes voor de analyse en visualisatie van relationele data: data waarbij onderlinge verbanden een belangrijke
rol spelen. In het eerste hoofdstuk gaat het daarbij om de verbanden tussen archeologische sites die kunnen worden afgeleid van gelijkenissen en verschillen
tussen de materialen die er gevonden zijn. We stellen een methode voor om
uit deze informatie netwerken te construeren (zgn. similarity networks) en deze
visueel te analyseren. In het tweede hoofdstuk van dit deel beschrijven we een
nieuwe methode voor de analyse van zichtbaarheidsrelaties tussen locaties in
een landschap. Hierbij draait het om de vraag hoe zichtbaarheidseigenschappen in een gebied (bijvoorbeeld of men vanaf een bepaalde plek goed uitzicht
had of zich ergens anders juist goed kon verstoppen) beı̈nvloed hebben hoe
mensen het landschap gebruikten.
Deel III – Methodes voor geografisch gelinkte data
In het laatste deel van dit proefschrift worden methodes behandeld voor data
die gelinkt zijn aan geografische locaties (zgn. geo-referenced data), zoals archeologische sites of musea. De meest voor de hand liggende methode om
zulke data te visualiseren is om (een deel van) de informatie over elke locatie
weer te geven op een kaart. Dit leidt echter in veel gevallen tot overlappende
labels, die niet meer leesbaar zijn. Het automatisch vinden van een goede
schaal en locatie voor zo veel mogelijk labels, zonder dat ze te klein worden, te
veel overlappen, of te ver bij hun oorspronkelijke locatie vandaan raken, is een
ingewikkeld theoretisch probleem (het zgn. automated map labelling of overlap removal probleem). Het eerste hoofdstuk van dit deel geeft een beknopt
overzicht van diverse bestaande methodes voor het automatisch plaatsen van
labels. In het tweede hoofdstuk presenteren we een nieuwe methode, die bijzonder geschikt is voor het maken van kaarten met archeologische data.

De in dit werk beschreven methodes worden voornamelijk gedemonstreerd met
voorbeelden en datasets afkomstig van (Caribische) archeologische toepassingen. De technieken die we gebruiken zijn echter niet specifiek op archeologische data gebaseerd, maar op algemene data-eigenschappen (relationeel,
geografisch, etc.) die ook in veel niet-archeologische datasets voorkomen. Dezelfde visualisatiemethodes zijn daarom ook buiten archeologische toepassingen breed inzetbaar.
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Introduction

“Often the most effective way to describe, explore, and summarize
a set of numbers – even a very large set – is to look at pictures of
those numbers.”
(Tufte, 1983, p. 9)
“To envision information – and what bright and splendid visions can
result – is to work at the intersection of image, word, number, art.
The instruments are those of writing and typography, of managing
large data sets and statistical analysis, of line and layout and color.”
(Tufte, 1990, p. 9)
“Clarity and excellence in thinking is very much like clarity and excellence in the display of data. When principles of design replicate
principles of thought, the act of arranging information becomes an
act of insight.”
(Tufte, 1997, p. 9)

Anyone who ever followed the manual for putting together a piece of Ikea furniture, found their way home on the transit map of a large city, or concluded
from a quick look at their phone that it would probably start raining soon, knows
that information can sometimes be conveyed without many words. The wellknown expression “one picture is worth a thousand words” was in fact invented
by an American ad-writer, who claimed it was a Chinese proverb “so that people
would take it seriously” (Burton, 1949, p. 2611). Even so, there is some truth to
the statement.
1
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1.1

Research context

Data visualization, the main topic of this dissertation, is the science concerned
with the design and creation of visual representations intended to convey information and facilitate understanding. In a scientific context, the data to be
visualized are typically research results, which can originate from any discipline.
The visualization of scientific data can have multiple benefits. Firstly, a visual
representation can provide the researcher with a better overview of the data
and allow them to explore their results, which may lead to new insights. Secondly, concrete research questions can sometimes be answered by interpreting
an appropriate visualization of the data. This approach is commonly referred to
as visual analysis. Finally, visualization can be a powerful tool to communicate
research findings – to fellow scientists as well as to a more general audience. In
any of these scenarios, the quality of a visualization is of the utmost importance
for its effectiveness. Much has been written about basic design principles underlying effective visualizations (notable examples are the works by Tufte (1983,
1990, 1997) and Bertin (1983)) as well as their practical applications (see for
example the book by Kirk (2016) for an extensive introduction).
The main challenges in data visualization are to find visual representations
which (1) are as accurate as possible, (2) can be understood quickly and well
by viewers, and (3) can be produced automatically and efficiently. The latter is
especially important when large data sets are involved.

1.1.1

Archaeology

This dissertation is focused on addressing the challenges mentioned above
for a particular application domain: the visualization of archaeological data.
Archaeology aims to understand past human activity and cultural practices
through the study of material remains. It is a broad and diverse discipline that
draws on analytical methods from the social sciences, humanities, and natural
sciences. As a result, many different types of data and associated visualization
problems can be encountered in the context of archaeology.
In this dissertation, we will identify general properties that often characterize
archaeological data and discuss a variety of visualization methods suitable for
data with these properties. For existing methods from the area of mathematics
and computer science, we explain how they can be applied – either directly
or with some adaptations – in the context of archaeology. We also introduce
2
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new approaches, tailored to various archaeological applications. Case studies
and real archaeological data sets are used to demonstrate the use of these
approaches in practical applications. However, because of our focus on general
data properties rather than specific data sets, the methods presented in this
dissertation are in fact widely applicable beyond the field of archaeology as
well.

1.1.2

Caribbean

The work presented in this dissertation was carried out in the context of two research projects1 focused on Caribbean archaeology. Both projects aim to study
the impact of colonial encounters in the Caribbean, taking an interdisciplinary
approach involving archaeologists, computer scientists, archaeometrists, biochemists, and heritage specialists. Much of the research described here originated from collaborations with other researchers in these projects, and many of
the examples and case studies stem from the field of Caribbean archaeology.
In the following, we provide a brief introduction to the region and its history. For
a more extensive introduction to Caribbean archaeology, we refer the reader to
the Handbook of Caribbean Archaeology by Keegan et al. (2013) and a more
recent work on the pre-Columbian Caribbean by Keegan and Hofman (2017).
The Caribbean is the region surrounded by the South, Central, and North American mainland, as shown in Figure 1.1. It consists of the Caribbean Sea and its
islands. Figure 1.2 provides a more detailed view of the Lesser Antilles.
Archaeological evidence suggests that the first humans reached the Caribbean
islands in the fifth millennium BC (Keegan and Hofman, 2017). Over the course
of the seven millennia to follow, many different groups of people migrated into
the area and influenced the cultural practices. In 1492, Christopher Columbus
and his crew were the first Europeans to arrive in the Caribbean. They referred
to the people they encountered as Indios, as Columbus mistakenly believed that
they had arrived in the East Indies (Keegan et al., 2013). In English, the term
Amerindians is now used to describe the collection of different peoples who
lived in the Caribbean before European contact.
The arrival of the Europeans soon became the beginning of the European colonization of the area. The indigenous population rapidly declined, due to confrontations with the Europeans, enslavement, and European diseases brought
1
The ERC-Synergy Project NEXUS 1492 (see also www.nexus1492.eu) and the HERA Joint
Research Project CARIB (see also heranet.info/carib/index)
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over by the colonizers. Although extensive historical sources regarding the colonial encounters in the Caribbean are available, few of them are concerned with
the life and culture of the indigenous people. Furthermore, almost all of these
sources are biased by a European point of view. To investigate the culture of
the Amerindian peoples, we have to rely mostly on archaeological material.
The overarching aim of the two projects this research has been a part of is to
rewrite a chapter of history that has so far been written only by the colonizers,
as well as to raise more awareness of Caribbean histories both in the Caribbean
and in Europe. Being able to visualize the data and research outcomes associated with these projects forms an essential part of achieving those goals.

1.2

Outline

The remainder of this dissertation is structured as follows.
PART I – Visualization problems in archaeology
The first part of this dissertation provides a high-level overview of the different
types of data commonly used in archaeology and various visualization methods
that can be used to represent and explore them. Although we mostly use data
sets from the field of Caribbean archaeology as running examples to illustrate
the visualization methods, most of the approaches we discuss are based on
general data properties that apply to many non-archaeological data sets as
well.
Chapter 2 – Archaeological data
This chapter provides a brief introduction
to the field of archaeology and the process of archaeological data collection. We discuss some of the most common types of data that archaeologists collect and work with, and we introduce seven real archaeological
data sets from the field of Caribbean archaeology. These data sets will be
used to demonstrate the visualization methods presented in the following
chapters. This chapter concludes with an overview of general data properties commonly found in archaeological data.
Chapter 3 – Visualization methods
In this chapter, we introduce various visualization techniques that are suitable for data with (some of) the general
properties identified in Chapter 2. The data sets introduced in Chapter 2
are used to illustrate how these techniques can be applied to different
kinds of archaeological data.
6
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PART II – Methods for relational data
The second part of this dissertation describes formal methods for the analysis
and representation of relational data. Chapter 4 focuses on relations between
archaeological sites based on the similarity of their material culture. Chapter
5 is concerned with the analysis of visibility relations between locations in the
landscape.
Chapter 4 – Multidimensional scaling for similarity networks
In this chapter, we consider a chain of operations that has become prominent among
network methods used in archaeology. In this approach, a network is
constructed based on the similarities between site assemblages. This
similarity network is then filtered and binarized, in order to use a springembedder algorithm to compute a layout. We propose an alternative
method based on multi-dimensional scaling for the layout of such networks, which results in a more accurate representation of the similarities.
We demonstrate this method through the re-analysis of an archaeological case study. Furthermore, we evaluate the layout error it introduces in
comparison to the commonly used spring-embedder approach.
Chapter 5 – Visual neighbourhood configurations
In this chapter, we propose a new approach to archaeological visibility studies based on what
we have termed Visual Neighbourhood Configurations (VNCs). The VNC
approach offers a way to formally express and evaluate hypotheses about
patterns in the visibility properties of a location in the landscape and the
area immediately surrounding it. We describe how archaeological hypotheses can be expressed in terms of a VNC and propose several evaluation methods. Furthermore, we present a user-friendly tool for carrying
out VNC-based analyses and illustrate the use of the method by revisiting
and extending an archaeological case study.

PART III – Methods for geo-referenced data
The third part of this dissertation is concerned with geo-referenced data and
methods to automatically place labels or symbols on a map. Chapter 6 provides
a review of known methods for label placement. Chapter 7 proposes a new
method that is particularly suitable for labelling archaeological sites in an island
setting.
Chapter 6 – Automated map labelling
The most intuitive approach to the
visualization of geo-referenced data is to display them on a map. The
topic of this chapter is the problem of finding a good placement of labels
7
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on a map. Since automated labelling has been a popular research topic
for decades, many algorithms have been proposed to compute many different kinds of label placements. In this chapter, we highlight some of
the more interesting and influential approaches that have been proposed
throughout the years.
Chapter 7 – Minimum-displacement overlap removal
In this chapter, we
study a version of the overlap removal problem that we call M INIMUM D ISPLACEMENT OVERLAP R EMOVAL ( MDOR ). Given a set of labels on
a map, we aim to remove any overlap between the labels while keeping
them close to their original position and in the same left-to-right and topto-bottom order. Although our interest in the problem is motivated by the
archaeological application of displaying information about excavation or
heritage sites on a map, our method can be applied to many other types
of geo-referenced data as well.

Chapter 8 – Conclusion This chapter contains a brief summary of the results
presented in all previous chapters and discusses some possible directions for future research based on these results.
Unless indicated otherwise, all illustrations, visualizations, and photographs included in this dissertation were created by the author. Data processing and
visualization were mostly done in R using the ggplot package. All geographical maps used in the visualizations are based on boundary data from the GADM
database of Global Administrative Areas (www.gadm.org). Vector graphics editors CorelDRAW and Inkscape were used for post-processing automatically
generated figures and for the creation of manual designs. The playing cards
(see Section 3.2.4) were created using PGF/TikZ.
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1.3

Publications and presentations

Parts of this thesis have already been published or presented at various conferences.
Mapping museums and collections – Some of the visualizations of the Caribbean Museums data set (see Section 2.4.2) and the Caribbean Collections data set (see Section 2.4.3), shown in Chapter 3 and Section
7.4.4, have been presented at the 27 th Congress of the International Association for Caribbean Archaeology (Ariese-Vandemeulebroucke et al.,
2017). I designed and created the visualizations and contributed to the
presentation.
Culture and heritage playing cards – The playing cards representing entries
from the Cultural Heritage data set (see Section 2.4.1), presented in Section 3.2.4, were published in the card game Go Fish! for culture and
heritage on St. Kitts and Nevis (Van Garderen and Brandes, 2015a). A
culture and heritage map making use of the card stacks introduced in
Section 3.2.4 and the associative labelling described in Section 3.6.3 was
presented together with the card game at the CARIB outreach workshop
that took place on Saint Kitts (Van Garderen and Brandes, 2015b).
Glyphs for geo-temporal frequency data – The glyphs for geo-temporal frequency data described in Section 3.2.3 have been presented at a departmental summer school (Van Garderen and Weidele, 2014) and at the
seminar Exploring Ancient Networks at Leiden University (Van Garderen,
2015).
Multidimensional scaling for similarity networks – The results described in
Chapter 4 have been presented at the 43 rd Computer Applications and
Quantitative Methods in Archaeology (CAA 2015) annual conference (Weidele et al., 2015) and have been published in the Journal of Archaeological Science (Weidele et al., 2016). My main contributions to this work
were the visualizations of the data set, the creation of the network layouts, and the evaluation of the proposed method. I also contributed significantly to writing the paper.
Visual neighbourhood configurations – The work presented in Chapter 5
has been accepted for publication in the Journal of Archaeological Science (Brughmans et al., 2018). My main contributions to this work were
the formalisation of the problem, the development and implementation of
the computational methods, and the creation of a user-friendly tool for
9
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performing the proposed analyses (Van Garderen, 2017). I also contributed significantly to writing the paper. An application of the method
introduced in Chapter 5 to a visibility study in the Caribbean has been
published by Brughmans et al. (2017b); this paper also contains one of
the visual explanations from Section 3.7.
Minimum-displacement overlap removal – The contents of Chapter 7, with
the exception of Section 7.2, have been presented at the 19 th EG/VGTC
Conference on Visualization (EuroVis 2017) and published in Computer
Graphics Forum (Van Garderen et al., 2017). A preliminary version of this
work has been presented at the 24 th International Symposium on Graph
Drawing and Network Visualization (GD 2016) (Van Garderen et al., 2016).
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Part I

Visualization Problems
in Archaeology

—–—
The first part of this dissertation provides an overview of the different types
of data commonly used in archaeology and various visualization methods
that can be used to represent and explore them. Chapter 2 provides a brief
introduction to the field of archaeology and the process of archaeological data
collection. Furthermore, we introduce seven archaeological data sets from the
field of Caribbean archaeology. Chapter 3 discusses visualization methods
that can be useful for the representation of archaeological data. The data sets
introduced in Chapter 2 are used to illustrate how these techniques can be
applied in an archaeological context.

—–—

2
Archaeological data

The word archaeology is derived from the Greek word αρχαιολογία (arkhaiologia), which literally means speaking of ancient things. Archaeology started out
as simply collecting and describing objects from the past, but has since evolved
into a major field of research. Many different definitions of the present-day discipline have been published; some notable examples are:

“Archaeology is the discipline concerned with the recovery, systematic description and study of material culture in the past.”
(Clarke, 1968, p. 12)
“Archaeology is the study of material culture in its relationship to
human behaviour.”
(Rahtz, 1985, p. 1)
“Archaeology [is] the study of past human societies and their environments through the systematic recovery and analysis of material
culture or physical remains.” (Darvill, 2008, entry “archaeology”)
“Archaeology is the study of how people in different places in the
past have behaved through the physical evidence that they have
left behind.”
(Henson, 2012, p. 3)
“[Archaeology is] the study of the human past through the material
traces of it that have survived.”
(Bahn, 2012, p. 2)
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Three main concepts play a role in each of the definitions: the past, humans,
and material culture. Archaeology studies the human past, ranging from the
time that the first stone tools were made in Africa 3.3 million years ago (Harmand et al., 2015) up until yesterday. Archaeologists do not concern themselves with dinosaurs (a common misconception, that is what paleontologists
do), because dinosaurs went extinct about 60 million years before the first humans evolved. Most archaeological research is focused on prehistory, the time
for which no written sources exist, which covers the vast majority of the human
past. For the study of history, however, archaeological data can still provide
valuable information to complement written accounts, which are generally biased and selective. The main source of information for archaeological research
is material culture, anything that was made or altered by humans (or the remains of such things). Unlike historians, who study the past based on what
people have said or written about it, archaeologists look at the physical traces
of people in the past.
This chapter provides a brief introduction to the process of archaeological research and describes some of the most common types of data that archaeologists collect and work with. Throughout this chapter, we introduce seven
real archaeological data sets from the Caribbean. They will function as running
examples to demonstrate the visualization methods presented in the following
chapters. Since archaeology is a broad discipline covering a wide variety of
research areas and specialities, a complete and representative overview would
be well beyond the scope of this dissertation. However, to effectively visualize and correctly represent archaeological data, which is the objective in the
remainder of this thesis, it is important to have some understanding of how
such data are obtained and what can or cannot be inferred from them. Therefore, we mainly discuss the practical aspects of finding (Section 2.1), recording
(Section 2.2), and analysing (Section 2.3) archaeological data, focusing on the
methods and approaches most relevant to Caribbean archaeology and to the
data sets we introduce. Three of the data sets come from the field of heritage
studies, described in Section 2.4, a research area closely related to archaeology that developed into a separate discipline in recent years. Section 2.5 gives
an overview of general data properties commonly found in archaeological and
heritage data. Focusing on the underlying characteristics of these data sets
when designing visualizations, as we will do in the following chapters, will result
in more broadly applicable visualization methods, suitable for any data set with
the same (or similar) properties.
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2.1

Sites

In the context of archaeology, a site is defined as any place where objects or
features manufactured or modified by humans are found. The term is also used
to describe places of archaeological interest. These can either be places where
human activity took place in the past or places where archaeologists are working in the present (Darvill, 2008). Note that there are subtle differences between
these interpretations: human-made objects may have ended up (through natural forces or burrowing animals) in a place where no human activity has taken
place in the past, and archaeologists may be working in areas where they do
not find any physical traces of human activity (although they were expecting to),
which in turn does not necessarily mean that no human activity has taken place
there. Another important realization is that a site does not need to be a settlement. Places where people from the past buried their dead, discarded their
waste, or travelled to or through for hunting, gathering resources, or trading, can
also be sites, even though they were never habituated.

Discovering sites
The first step in archaeological fieldwork is often to find the site that will be studied. In some cases, like the monument of Stonehenge, historical buildings, or
Roman temples of which the ruins are still standing, it is quite clear where to
look. More often, however, sites are not so easily recognizable, because they
have been completely ruined, covered by sediments, or overgrown, or they are
located in remote areas. This problem is common in the Caribbean: although
the islands are relatively small, the diverse geography and often dense vegetation strongly impair the visibility and accessibility of site locations (Reid, 2008).
Many different methods are available to discover such sites, with recent technological advances extending the possibilities. The following list is adapted from
the student handbook by Henson (2012):
Aerial photography – Photographs taken from high altitude can make features visible that could not be observed from the ground. Slight differences in elevation cast shadows, buried structures can cause subtle
differences in crop growth, and there may be differences in soil colour
between archaeological features and natural deposits. The (often largescale) patterns this reveals can be observed much better from the air.
A case study conducted on Jamaica showed that even in the presence
of dense vegetation, aerial photographs and multi-spectral satellite im15
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ages can be useful aids when searching for pre-Columbian sites in the
Caribbean (Lyew-Ayee and Conolley, 2008).
Geophysical methods – Underground features can influence the geophysical
properties of the soil, and geophysical survey methods can be used to
detect such changes. One of the more common methods is a resistivity study, i.e. measuring the electric conductivity of the soil. Resistivity
is strongly influenced by the distribution of moisture. Wet clay conducts
electric currents easily, whereas a stone wall has a very high resistance.
A resistivity study carried out by Gilmore (2008), for example, helped to
find the location of a slave village and sugar-processing buildings at a
sugar plantation on Saint Eustatius. Another geophysical survey method
is magnetometry. Magnetometry can be used to find remains of burnt
materials because burning changes the magnetic properties of the surrounding soil. Klingelhofer (2008), for example, used magnetometry and
other geophysical methods to find traces of an Elizabethan outpost on
Trinidad. An extensive review of geophysical methods used in archaeological surveys can be found in the work by Clark (2004).
Surface survey – In a surface survey, archaeological finds are collected directly from the ground, for example in ploughed fields or in areas where
burrowing animals or erosion bring objects to the surface. In a systematic surface survey, the survey area is divided into grid cells or explored
along a set of equally spaced lines to obtain a representative sample of
the material. In unsystematic or opportunistic surface surveys, the area
is not explored in a structured way and material is collected wherever it
may be found (Darvill, 2008). An example of survey data collected in the
Caribbean, the Montechristi Survey data set, will be introduced in Section 2.1.1.
Test pitting – Test pits can be used to survey a large area where no or very little archaeological material can be found at the surface. In this approach,
small test pits are dug at regular distances. Each pit is excavated until
a specified depth or volume is reached or until any artefacts are found.
In shovel pit testing, only a small volume of material (roughly a shovelful,
hence the name) is taken out of the ground and examined for each “pit”
(Darvill, 2008).
Written evidence – Sometimes there is written evidence available that points
towards the presence of a site in a particular area. Written evidence is
especially relevant for sites from historical periods, about which contemporary sources may exist. Written accounts from other archaeologists,
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however, can also be helpful to (re)discover prehistoric sites. Many of
the sites in the Settlement Patterns data set that will be introduced in
Section 2.1.2 were identified based on written sources.

2.1.1

The Montechristi Survey data set

An example of a surface survey carried out in the Caribbean is the study conducted by Eduardo Herrera Malatesta in the context of his doctoral research
at Leiden University (Herrera Malatesta, 2018). The survey was carried out in
the coastal area of the Montechristi province in the northern Dominican Republic. The island nowadays shared by Haiti and the Dominican Republic was the
first Caribbean island where Columbus landed, which makes it a particularly
interesting location for researchers interested in the first contact between Europeans and the indigenous population. In addition to getting a general overview
of sites and material culture in the coastal area of Montechristi, the main objective of this research was to study the transformation of the landscape from
indigenous to colonial in the context of the conflicts that occurred after the arrival of the Europeans in 1492. To this end, Herrera Malatesta (2018) explored
the relations between the distribution of material culture, archaeological sites,
and some environmental variables describing the find locations.
The total area covered in this survey was roughly 750 square kilometres, consisting mostly of areas with dense, arid to sub-arid vegetation and agricultural
fields. Part of the area was surveyed systematically using a line-walking approach, as illustrated in Figure 2.1a, an opportunistic survey was carried out
in the rest of the area. Figure 2.1b shows some examples of the finds (after
washing) that were collected and recorded during the systematic survey.
More than 100 find locations were identified in the survey area. For each find location, information about the objects that were found, the location itself, and the
environmental factors was recorded. Finds of six different materials were collected: ceramics, European materials, lithic objects, coral objects, shell objects,
and shell remains. The difference between the two shell materials is that shell
objects are utensils or decorative objects made out of shells, whereas shell
remains are the discarded remains of consumed shellfish. Each of the categories is subdivided into several subclasses (e.g. ceramic styles, object types,
or shellfish species) for which the presence or absence at each find location was
recorded. Furthermore, the data set contains environmental variables describing the find locations, so relations between material culture and environmental
factors can be studied. These factors include for example altitude, type of vege17
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Figure 2.1: Impression of the surface survey conducted in the coastal area of the Montechristi province in the
northern Dominican Republic, directed by Eduardo Herrera Malatesta.

(b) Some of the finds collected during the systematic survey, mostly remains of saltwater shellfish that would not
have occurred this far inland unless people brought them there to eat.

(a) Systematic survey by line walking: multiple teams separated by equal distances (in this case 30 meters) walk in
straight parallel lines and record everything they find on their path − photograph by Eduardo Herrera Malatesta.
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tation, and distances to various natural features such as rivers, mangroves, salt
pans, hills, and the sea. The data set also contains the geographic coordinates
of the find locations.
We use this data set in Section 3.1 to illustrate the concept of bivariate representations by exploring the relation between some of the environmental variables.
In Section 3.2 we demonstrate the use of glyphs to show the relation between
environmental factors and the presence of ceramics and to display the number
of subtypes found at each location. Furthermore, we use this data set in Section 3.3 to illustrate how small multiples can be used to give an overview of the
spatial distribution of all object types over the find locations. A more detailed
description of the data set and the variables relevant for the visualizations can
be found in Appendix A.1.

2.1.2

The Settlement Patterns data set

In the context of her doctoral research at Leiden University, Samantha de Ruiter
studied settlement patterns in the Windward Islands in the Lesser Antilles (De
Ruiter, 2018). A settlement pattern is the distribution of settlement sites over
the landscape (Darvill, 2008). Common properties of known settlement locations can give an indication of which factors people in the past took into account when deciding to settle somewhere. The main objective of this research
was to characterize Amerindian settlement patterns, to enable the development
of a predictive model for site locations and to investigate the theory that the
Amerindian people started selecting a different type of settlement location after
the arrival of the Europeans in the late fifteenth/early sixteenth century.
The data set consists of almost 500 site locations spread over five different
islands in the southern Lesser Antilles. An overview of the sites on each island
is shown in Figure 2.2. Information about these sites was gathered through a
combination of fieldwork (mostly surface surveys) and literature research. About
20% of the sites are settlement sites; other site types include burial sites, waste
deposits, and single finds.
In addition to site type, the data set also contains information about what types
of materials (e.g. ceramics, lithic objects, shells) were found at each site and
which ceramic styles (if any) were present. However, due to the various sources
on which this data set was based, not all information is available for all sites.
The sites for which chronological information is available are dated with respect
to five time periods: the Early Early Ceramic Age (EECA, 1-300/400 AD), the
Late Early Ceramic Age (LECA, 300/400-700 AD), the Early Late Ceramic Age
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(ELCA, 700-1000 AD), the Late Late Ceramic Age (LLCA, 1000-1500 AD), and
the Colonial period (COL, after 1500 AD).
We use this data set in Section 3.3 to show how small multiples can be used to
visualize the changes in settlement patterns over time for all five islands simultaneously. In Section 3.6, we illustrate the use of boundary labelling to show
multiple properties of each site in addition to their geographic location in a single visualization. A more detailed description of this data set and the variables
relevant for the visualizations can be found in Appendix A.2.

20 km

N

Dominica

St. Lucia

Martinique

St. Vincent

Grenada

Figure 2.2: Overview maps of all sites (shown as red dots) on each island in the Settlement Patterns data set – data provided by Samantha de Ruiter.
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2.2

Excavation

Excavation is the process of methodically removing archaeological evidence
layer by layer and recording everything that was found. Although excavations
are the principal source of archaeological data, not every discovered site will
or should be excavated. Excavation is destructive (a site that has been excavated can never be put back together), and it is expensive in terms of time as
well as resources. Additional resources are then required to record, conserve
and store the excavated objects properly, and a huge backlog of uncatalogued,
unpublished material already exists (Rahtz, 1985; Henson, 2012). Nowadays,
excavations appear to be carried out for two main reasons: either because a site
is in danger of being destroyed by construction work or natural forces, or to answer specific research questions. In other cases, it is considered better to leave
a site conserved for the future. The development of not-yet-known technology
might enable future archaeologists to recover more information than what could
be obtained by excavating the site now. In the meantime, archaeologists can
learn a lot more from already excavated objects thanks to recent technological advances in areas like DNA analysis and isotope analysis. Furthermore,
remote sensing techniques like LIDAR make it possible to study unexcavated
sites without disturbing them.
When a site does need to be excavated, everything that is found should be
recorded. Not only artefacts, movable objects manufactured or modified by humans, are recorded but also features, (remains of) buildings or structures such
as walls or post holes. Various excavation methods exist, but the basic approach is usually similar. A site may consist of several units, separate areas that
are being excavated. An imaginary grid divides each unit into squares, typically
of one by one meter. The precise location of everything that is found on the site
is described in terms of these units and squares. The soil is then removed layer
by layer, and through maps, drawings, photographs, and reports the position
and appearance of all finds are recorded. The artefacts are collected for further
analysis, and the excavation usually continues until undisturbed, natural soil or
rock is reached. Figure 2.3 shows an impression of an excavation carried out
at the El Flaco site, located in the Valverde province in the northern Dominican
Republic.
An important concept in the recording of an excavation is that of context. The
context of a find consists of the exact place in which it was found, what material
that place consisted of, and what else was found there (Henson, 2012). A site
is usually a complex layering of sediments and archaeological remains on top
of each other, sometimes even cutting into each other. Each separate layer that
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(a) Small test pits are used to establish
the extent of the site.

(b) Patterns of holes in the bedrock hint at
the size and shape of former structures.

(c) Even very small artefacts can be recovered by sieving the removed soil.

(d) Organic material is perishable and has
to be excavated especially carefully.

(e) Precise measures of the site layout
and find locations are taken.

(f) Finds are washed, sorted, recorded,
bagged, and stored.

Figure 2.3: Impression of the excavation at El Flaco, a site in the Valverde province in
the northern Dominican Republic, directed by Prof. Dr. Corinne Hofman.
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can be identified makes up a different context. Stratigraphy is the study of the
order and positioning of these layers (also called strata). Information about in
which layer or context an artefact was found and what else was found in the
same context can be used to make inferences about the dating of a site. Darvill
(2008) lists the following principles for interpreting the layers of a site:
Superimposition – The layering of contexts one above the other is such that
the oldest layers are the deepest, and layers closer to the surface are
more recent.
Intercutting – If a layer or feature cuts into an existing context, it must be more
recent. For example, if a post-hole cuts through multiple deeper layers,
those layers must have existed before the post-hole was dug out.
Incorporation – Objects found in a certain layer must be at least the same
age as that layer. An object cannot date the layer it was found in, as it
may have been around for centuries before it was deposited there, but it
cannot be more recent than the layer it was found in (unless the layer was
disturbed and the object is intrusive).
Correlation – If different units or even different sites have a comparable stratigraphy, and similar contexts are found in the same stratigraphic position in
both locations, parallels may be drawn between these contexts in the interpretation.
Furthermore, it is usually the combination of multiple artefacts in the same context that can tell us something about what a particular place has been used for
at some point in time. The find of a single potsherd tells us very little about the
place it was found. When remains of multiple plates and pots, ashes of a fire,
and shells and animal bones are all found in the same place, however, it is quite
likely that this place was once used as a cooking area.

2.3

Analysis and interpretation

Material remains recovered during surveys or excavations form the basis for
most archaeological research, they may need to be studied, analysed, and interpreted before new insights can be obtained based on these finds. Depending
on the type of research question one is interested in, different analytical and
temporal units can be considered, different analytical techniques can be used,
and different archaeological theories can provide the basis for interpretation.
The properties of the data set at hand influence the possibilities for analysis
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as well. Chemical analyses, for instance, are possible only if (samples of) the
physical objects (rather than just the records) are available and can be brought
into the lab, statistical methods typically require a large number of observations,
and studying changes over time requires reliable dating of the materials. The
quality of the data (i.e. completeness, accuracy, consistency, etc.) should also
be taken into account when choosing an appropriate method for the analysis
and interpreting the results.

Analytical and temporal units
The unit of analysis is the type of entity that is the focus of the analysis. Commonly used analytical units in archaeological research are for example:
Individual objects – Individual objects such as pottery sherds, stone tools, or
shell objects can be studied and compared with respect to various properties such as the raw materials they are made of, production techniques
used to make them, or their decorations.
Areas of the site – The assemblages of different areas of a site (e.g. separate
dwellings within a settlement or the rooms in a fort) can be studied to
determine, for example, the functions these areas may have fulfilled or
who may have used them.
Sites – Entire sites can also be the unit of analysis, for instance when the research is focused on comparing the assemblages of different sites or on
studying the locations of different types of sites.
Regions – When the study area can be divided into multiple regions, such as
a coastal and an inland region or regions inhabited by different peoples,
one could make comparisons between these regions regarding, for example, settlement patterns or site developments.
The unit of analysis is not necessarily the same as the unit of observation, the
main entity for which information is collected. One could, for example, collect information about individual potsherds (the unit of observation), but then compare
the assemblages of different sites (the unit of analysis).
The temporal units used when studying changes over time define the temporal
resolution at which developments are analysed. Temporal units in archaeological research are not necessarily units in the sense that they are of equal
size. Periods of interest may be delineated, for example, by the arrival of different peoples or technological advances and therefore be of varying duration.
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The temporal resolution in archaeological research is usually very coarse, with
periods spanning hundreds or even thousands of years. A coarse temporal resolution is especially prevalent in prehistoric archaeology because most dating
methods are not very precise. Dating, i.e. determining how old a particular artefact, layer, or site is, is a major part of archaeological research. Absolute dating
estimates the age of objects or materials in real calendar years, for example
through Carbon-14 analysis. Relative dating only determines the place of an
object or site in a larger chronological sequence. This sequence can be based,
for example, on stratigraphy or typology, i.e. a classification of objects into different types for which a development sequence is known or assumed. Temporal
units can be defined in absolute as well as in relative dates.

Theoretical assumptions
The objective of archaeological research is not only to collect and describe
material culture, but also to interpret it and draw conclusions about the past.
As Rahtz (1985) nicely put it: “to make any sense of past material remains,
however, archaeology has to have theory, concerning what can or cannot be
deduced from material residues (i.e. rubbish).”
One of the main assumptions that archaeological interpretation relies on is that
people in the past were largely similar to people today. If a custom of a current
or well-documented past society leaves particular traces of physical evidence,
and very similar patterns of evidence are found at a site, it is assumed that this
was caused by similar behaviour. This approach works especially well for more
technical processes such as making pots or cooking shellfish since there is only
a limited number of ways this can be done. It becomes a lot more difficult for
behaviour related to religion and social rituals since the possibilities are endless
and it is possible that some behaviour in the past was not like anything we know
today (Henson, 2012).
Another important assumption is that material culture can be seen as a proxy for
communication and trade. When two settlement sites have very similar assemblages, it is assumed that these settlements were in contact with each other and
traded. When the use of a particular technology first appeared at one site, and
later appeared at multiple other sites in the surrounding area, it is assumed that
people travelled and taught each other the new technique. The reconstruction
of trade and communication networks based on similarities in site assemblages,
as well as the visualization of such networks, is briefly discussed in Section 3.5
and treated in more detail in Chapter 4.
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2.3.1

The Pottery Production data set

One of the most durable inorganic materials, and therefore the most ubiquitous kind of archaeological evidence on sites of the last 10,000 years, is pottery (Bahn, 2012). In the context of her doctoral research at Leiden University,
Katarina Jacobson studied the production processes of pottery found at two
Caribbean sites, the Argyle site on the island St. Vincent and the El Flaco site
in the Dominican Republic (Jacobson, 2018). The data set we consider here
describes 243 ceramic sherds found at the Argyle site on St. Vincent.
The French term chaı̂ne opératoire (operational sequence) is commonly used in
archaeology to describe the step-by-step production process of artefacts such
as pots or stone tools. The chaı̂ne opératoire of an artefact includes every step
that was taken during its production, from the gathering of raw material until
the finishing and decoration of the final product. A detailed explanation of the
chaı̂ne opératoire approach is provided by Roux (2016). The main objective
of Jacobson’s (2018) research was to identify the different chaı̂nes opératoires
that were used to produce ceramics at the two different sites, with a focus on
the following three steps in the pottery production process:
Roughing out: creation of the main shape of the pot, for example through coiling or the use of a potter’s wheel. Roughing out is applied to the pot as a
whole.
Preforming: manipulation of the rough pot to give it its final shape, for example
by scraping away excess material. Different preforming techniques can
be applied to the inside and the outside of the pot.
Surface finishing: modification of the surface of the pot, for example through
smoothing, polishing, or burnishing. Different surface finishing techniques
can be applied to the inside and the outside of the pot.
The data set contains an entry for each potsherd, describing the techniques that
were used in these three production steps. For the last two steps, techniques
used for the inside and the outside of the pot were recorded separately.
We use this data set in Section 3.4 to demonstrate how a tabular representation
can be used to give a visual overview of the data without loss of details. Furthermore, we use a network representation in Section 3.5 to explore the relation
between the inside and the outside of the sherds in the preforming and surface
finishing steps. Finally, a visual explanation in Section 3.7 gives an overview of
the different chaı̂nes opératoires present in the pottery found at Argyle. A more
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extensive description of this data set and the variables used for the visualizations can be found in Appendix A.3.

2.3.2

The Lithics Networks data set

The Lithics Networks data set originates from the work by Hofman et al. (2014),
in which regional interactions in the Caribbean during the Archaic and early
Ceramic Ages are analysed through network analysis. Mol (2014) re-analysed
a version of this data set in his doctoral dissertation. The version of the data set
we consider here has been augmented and verified by Alvaro Castilla Beltran
for his master’s thesis at Leiden University under the supervision of Prof. Dr.
Corinne Hofman.
The data set consists of 28 sites and five lithic sources spread over 13 Caribbean
islands, from Puerto Rico in the north all the way to Grenada in the south. The
sites are dated with respect to three time periods: Period C (800-200 BC), Period D (AD 200 - BC 100) and Period E (AD 100-400). Furthermore, the data
set contains information about the relations between the archaeological sites
and the lithic sources. For each site-source combination, we know whether or
not material from this particular source was found at this particular site.
The relational nature of this data set makes it particularly suitable for exploration
with the help of network methods. We use this data set in Section 3.5 to illustrate
the construction of two-mode and one-mode network representations and to
illustrate the problem of visualizing geo-referenced networks. A more detailed
description of this data set and the relevant variables for the visualizations can
be found in Appendix A.4.

2.4

Heritage studies

Derived from the word inheritance, the term heritage has broadly been used
to cover everything in the world that was handed down to us from the past.
It includes natural heritage, such as landscapes, flora and fauna, as well as
cultural heritage, the works of humankind. The distinction is not always clear,
and some kinds of heritage, such as cultural landscapes, are a combination of
natural and cultural heritage. Cultural heritage can be tangible or intangible.
Tangible cultural heritage is physical and includes for example monuments, historic buildings, and archaeological sites, but also individual objects. Intangible
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cultural heritage consists of living traditions that might be expressed through
oral histories, language, music, dance, rituals, and so on.
Heritage studies, unlike archaeology, has only recently been recognized as a
field of research in its own right. It is concerned with the relationship between
people and their heritage, both tangible and intangible (Sørensen and Carman,
2009). In the context of heritage studies, heritage is commonly taken to mean
”the present-day uses of the past for a wide array of strategic goals” (Hoelscher,
2011, p. 202). One of the main topics in heritage studies is heritage management, which deals with questions about how to manage and preserve cultural
heritage, how to communicate research results to the general public, and how
to involve communities in learning about and protecting their heritage. Section 2.4.1 describes an example of a project that aimed to involve the local
community of Saint Kitts and Nevis in heritage management.
In the Caribbean, the protection of cultural heritage is a particularly challenging
endeavour for multiple reasons. As Siegel (2011a) points out in his preface to an
edited volume on this topic, one of the issues is that people may have conflicting views on the past and on which heritage is worth preserving. Many people
currently living in the Caribbean feel no connection to the Amerindian peoples
who once lived on the islands. They identify more with their African or European
ancestors, but the negative associations of this heritage with slavery and colonialism also lead to controversy. Whereas some would like to see the symbols
of the colonial past removed from the landscape, others argue that they should
be preserved as reminders of what happened. Majority support from the public,
however, is essential for heritage preservation to succeed, as Keegan and Phulgence (2011) explain in the same book. The authors illustrate this point with an
example regarding a site on Grenada. After the relocation of the international
airport caused a severe economic downturn in the area, people started looting
the site to find artefacts they could sell to tourists. Although legislation was in
place to prevent this, the local government did not undertake any action, turning
a blind eye to satisfy the needs of its constituents. However, after a workshop
sponsored by the International Association for Caribbean Archaeology to teach
people how to make replicas of artefacts that they could sell to tourists instead,
the excessive looting stopped. In addition to human actions like looting and
large-scale construction, natural processes such as tropical storms and coastal
erosion also pose a threat to heritage sites in the Caribbean (Fitzpatrick et al.,
2006; Fitzpatrick, 2012; Siegel et al., 2013; Stancioff et al., 2017), especially
when the public interest and financial resources to protect endangered sites
are lacking (Siegel, 2011b; Keegan and Phulgence, 2011).
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The data sets we will introduce in Section 2.4.2 and 2.4.3 come from the field
of museum studies (also referred to as museology), a sub-discipline of heritage
studies. The field of museum studies encompasses the study of the history
of museums, their role in society, and the way the public perceives museum
collections. It also covers research regarding museum activities such as physical conservation, education, and dissemination. Furthermore, the economic,
administrative, and organizational aspects of museums are considered in museum studies (Desvallées and Mairesse, 2009).
In her introduction to the Companion to Museum Studies, Macdonald (2011)
outlines three main areas of interest in museum studies:
1. The meanings of museum objects. The meaning of an object is not necessarily inherent but may change in different contexts. Both the context
of a particular exhibition (which objects were selected or left out and how
they are displayed) and the wider cultural and political context of the museum can be considered in the interpretation.
2. Matters of commerce, market, and entertainment. This area includes
work on museum economics, addressing matters like attracting sponsors,
maximizing visitor numbers, and the impact of financial or governmental
changes for a museum.
3. The museum audience. Understanding how the visitors perceive a museum and its exhibitions can help the museum relate to the public. Research in this area also addresses topics like accessibility, diversity, and
visitor involvement (e.g. interactive displays).

2.4.1

The Cultural Heritage data set

One way to engage the general public with heritage (and many other things as
well) that gained popularity in recent years is the use of crowdsourcing. The
idea of this approach is to gather input or information from a large number of
people, typically over the internet. Perhaps the most well-known example of
crowdsourcing is the online encyclopedia Wikipedia, which is edited and updated by thousands of people around the world every day. The Cultural Heritage data set is based on a crowdsourcing website designed to collect and
disseminate information about cultural heritage in the island country Saint Kitts
and Nevis. This website, www.culturesnaps.kn, was developed by Habiba
and Eloise Stancioff in collaboration with the Department of Culture of Saint
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Kitts and Nevis as one of two case studies regarding the use of crowdsourcing
in heritage management (Habiba and Stancioff, 2017).
The goal of this project was to create a more inclusive representation of the
diverse heritage of Saint Kitts and Nevis; one that is not limited to colonial or
archaeological heritage (Stancioff, 2018). The initial release of the website was
populated with a list of 69 entries provided by the Department of Culture of
Saint Kitts and Nevis. After the release, everyone could access the website and
propose additions to the heritage database. The local population was encouraged to contribute, as the project aimed to obtain a comprehensive overview of
the heritage they value. The data set we consider here, however, contains only
the initial entries provided by the Department of Culture. The entries represent
different forms of heritage, such as archaeological sites, culinary practices, and
festival traditions. Each entry has a name and geographic location assigned
to it, as well as one or more categories describing what type(s) of cultural heritage (e.g. historical site, culinary tradition, festival) this entry represents. Some
entries additionally have a picture or a textual description (or both) attached to
them. Figure 2.4 shows some examples of heritage sites that are included in
this data set.
In Section 3.2, we introduce playing cards representing the individual entries
of this data set as a special case of glyph-based visualization. We use these
cards in Section 3.6 to illustrate the concept of associative labelling by showing
them in relation to a map of the island. In Section 7.4.4, we create a map
with simplified card glyphs of all entries to demonstrate the use of the labelling
algorithm presented in Chapter 7. A more extensive description of the data set
and the variables used for the visualizations can be found in Appendix A.5.

2.4.2

The Caribbean Museums data set

In the context of her doctoral research at Leiden University, Csilla Ariese-Vandemeulebroucke investigated the societal role of museums in contemporary
Caribbean communities. The focus of this research was on community engagement practices adopted by the museums, the different ways in which these
practices were adapted to local circumstances, and their impact on museums
as well as communities (Ariese-Vandemeulebroucke, 2018).
As the first step in this project, a database of Caribbean museums was compiled based on fieldwork conducted in 25 different countries and islands involving research visits to a total of 195 museums. The museums in this data set
range from private archaeological collections to national science centres and
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(a) Petroglyphs, Stone Fort Canyon

(b) Independence Square, Basseterre

(c) Brimstone Hill Fortress

(d) St. George’s Church, Basseterre

(e) Berkeley Memorial, Basseterre

Figure 2.4: Examples of heritage sites included in the Cultural Heritage data set
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from community art museums to national parks. In addition to the museum
name, geographic location, and country or island where the museum is located,
the data set contains a wealth of information about each museum including visiting information, the content of the collection, ownership of the museum, and
community engagement practices employed at the museum.
We use this data set in Section 3.1 to illustrate the concepts of univariate and
bivariate representations and the difference between representing absolute or
relative frequencies. We propose glyph-based representations of the museums
in Section 3.2, which can be used to create a map of all Caribbean museums
with the algorithm presented in Chapter 7, as shown in Section 7.4.4. Furthermore, a small-multiples visualization of this data set is shown in Section 3.3.
A more detailed description of this data set and the variables relevant for the
visualizations can be found in Appendix A.6.

2.4.3

The Caribbean Collections data set

Although there are many museums in the Caribbean, large amounts of Caribbean archaeological objects can be found outside of the Caribbean as well.
In the context of her research at Leiden University, Mariana Françozo studied
Caribbean archaeological collections in European museums, in collaboration
with André Delpuech from the Musée du Quai Branly in Paris. The resulting database informed a discussion on the topic of returns (repatriation) of the
Caribbean objects in Europe (Françozo and Strecker, 2017). Of the 82 museums in Europe that were considered in this research, 59 indeed had Caribbean
archaeological collections. These collections range in size from a few objects
to thousands of pieces and together contain more than 30,000 objects.
Based on literature, online databases, information provided by museum curators, and site visits, an inventory was compiled of all museums containing
Caribbean collections. The data set contains general information about each
museum, such as its location, collection size, and displayed languages, and
more detailed information about the collection of archaeological objects from
the Caribbean. These variables include for example the size and origins of
the Caribbean archaeological collection, the types of objects it contains, and
whether or not an online research catalogue is available for these objects. However, there is a large variation between the museums in how detailed this information is. Whereas some museums could only provide a rough estimate of the
number of objects or their origins, others have complete and detailed catalogue
information available about each object.
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We use this data set in Section 3.1 to illustrate the concepts of univariate and bivariate representations. We propose two different glyph-based representations
of the museums in Section 3.2, which can be used to create an overview map of
all European museums with Caribbean collections. A simple placement strategy
for the museum glyphs on a map of Europe is shown in Section 3.6. The more
advanced map labelling algorithm presented in Chapter 7 can be used to create
a map with larger glyphs without any overlap, as shown in Section 7.4.4. Furthermore, a tabular representation of the available information about Caribbean
origins of the collections is shown in Section 3.4. A more detailed description
of this data set and the variables relevant for the visualizations can be found in
Appendix A.7.

2.5

General data properties

Although this dissertation is focused on the visualization of archaeological and
heritage data, the applicability of the methods presented in the following chapters reaches well beyond archaeology. Most of the visualization methods we
introduce make use of general data characteristics that commonly apply to archaeological data, but to many other types of data as well. Because of this,
the same approaches can be used to visualize non-archaeological data sets
that also have these properties. In the following, we provide an overview of
which data properties will be considered and in which parts of this dissertation
appropriate methods for such data can be found.
Multivariate – Archaeological data is often multivariate, which means that multiple variables are recorded for each unit of observation, as opposed to
univariate, with only a single property for each unit. Consider for example a data set describing the potsherds found at an archaeological site.
This data set will probably not be univariate, describing only one property
of each potsherd, but rather contain multiple variables (such as colour,
shape, size, etc.) describing each artefact. The main challenge in visualizing multivariate data is to find a way to display the values of multiple variables simultaneously. All data sets we introduced in this chapter
are multivariate. Section 3.2 and 3.3 describe two visualization methods
aimed specifically at displaying the values of multiple variables at once.
Multilevel – A multilevel (also called multiscalar ) data set contains information at multiple different levels of aggregation. An example of this can
be found in the Caribbean Collections data set, which contains informa33
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tion on the geographical origins of the collections. In some cases these
origins are specific islands or countries (e.g. Dominica), in other cases
they are groups of islands (e.g. the Lesser Antilles), and sometimes even
more general categories (e.g. the Caribbean) are used. The challenge
in visualizing such data is to maintain the details for the cases where
they are available, but also correctly represent the information that is only
available at a higher aggregation level. One way to achieve this for the
Caribbean Collections data set is a tabular representation, as described
in Section 3.4.
Fragmentary – Archaeological data can be fragmentary, meaning that not all
variables are defined for all observations. Many of the data sets we introduced are fragmentary. One example is the Settlement Patterns data
set, where many of the variables are defined only for a subset of the sites.
This issue resulted from the fact that information about these sites was
gathered from many different sources, and not all of them contained the
same level of detail. When dealing with (potentially) fragmentary data, it
is important to keep in mind a well-known phrase: “The absence of evidence is not evidence of absence.” Regarding the Settlement Patterns
data set, this means that if, for a particular site, there is no information
about which ceramic styles were found, this does not necessarily mean
that there were no ceramics at this site. Alternative explanations would
be that the site has not been (fully) excavated, or that the ceramics have
not been analysed, or that the site had been looted before the excavation.
Geo-referenced – Since a major portion of archaeological data is based on
finds recovered during surveys or excavations, it is often geo-referenced,
which means that each piece of information is linked to a particular geographical location. The Caribbean Museums data set and Caribbean
Collections data set are also geo-referenced: each entry is linked to the
location of the museum it describes. The challenge for this type of data is
twofold: first to find a good representation for the individual data points,
and then to place these in such a way that everything is legible, but the
geographical relations are still apparent. Three different ways to visualize
geo-referenced data in relation to a map are introduced in Section 3.6. A
more extensive survey of related literature can be found in Chapter 6, and
we present a new method for automatically placing information on maps
in Chapter 7.
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Quantitative and Qualitative – Any information that can be expressed in numbers is quantitative data. At least part of the data collected during an
excavation is typically quantitative, the most obvious example being the
numbers of finds of different types. Qualitative data, which cannot be
expressed numerically, also plays an important role in archaeological research. Photographs, drawings, and descriptions of individual pieces of
pottery, case studies of particular sites or events, or interviews with people (common in heritage studies) are all examples of qualitative data.
Most data sets we introduced in this chapter contain both quantitative and
qualitative information. The Caribbean Collections data set, for example,
contains quantitative variables like the number of Caribbean objects in
the museum and the size of the entire museum collection, but also qualitative information like the name of the museum and the types of objects in
the Caribbean collection. Section 3.1 and 3.2 discuss some differences
between representing quantitative and qualitative variables.
Relational – Many archaeological research questions focus on topics like trade
and communication, where the relations between multiple sites, objects,
or people are more relevant than each of them individually. To gain some
insight into such questions, visualization methods tailored to the display
of relational information are necessary. The Lithics Networks data set
is an example of relational data, with relations between a site and the
sources that were the origin of the materials found at that site. Networks
and network representations are introduced in Section 3.5, a visualization method designed to represent relations between sites and sources
is presented in Chapter 4, and the analysis of visibility relations between
locations in the landscape is discussed in Chapter 5.
Heterogeneous – One of the biggest challenges in working with archaeological data is that it tends to be heterogeneous in many ways. When data
sets of different sites are compared, they may differ in size and quality.
Common reasons for this are a difference in the time and effort spent on
excavating the different sites or different methods for recording information. When pottery sherds are analysed, the certainty with which they can
be assigned different properties may vary from piece to piece. Especially
for very small pieces, it might be difficult to distinguish any characteristics. When studying settlement patterns in a larger area, the density
of information and the density of actual sites might be very different between regions. Issues like this need to be taken into account to prevent
misleading or illegible representations.
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3
Visualization methods

In this chapter, we discuss various visualization methods that can be applied to
data with some of the general properties identified in Section 2.5. The data sets
introduced in Chapter 2 are used as running examples to illustrate how these
techniques can be applied to different kinds of archaeological data. Basic visualizations involving only one or two variables are treated in Section 3.1. Two
different approaches to the visualization of multivariate data, namely glyphs and
small multiples, are discussed in Section 3.2 and 3.3. Tabular representations,
described in Section 3.4, can be used to find global patterns in the data without
losing sight of the full details. In Section 3.5, we focus on network representations, which can be used to visualize relational data. An intuitive way to visualize
geo-referenced data is to display them on a map. Different ways to do so and
the associated challenges are described in Section 3.6. Finally, the ultimate
goal in archaeology is to tell the story of the past. To this end, Section 3.7 discusses visual explanations: manually designed illustrations that combine data,
context, and interpretation.

3.1

Univariate and bivariate representations

Simple plots like the line, bar, and pie charts commonly taught in school are
most students’ first experience with visually representing numerical data. They
are classic examples of univariate representations: visualizations that show the
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values of a single variable. Even for multivariate data, such representations of
one or more of the variables can be helpful in getting a first overview of the
data set. To gain some insight into the relationship between two variables, a
bivariate representation is needed. Such a representation shows the different
combinations of values from two variables that occur in the data set. Well-known
examples of bivariate representations are scatter plots and stacked bar charts.

3.1.1

Univariate representations

Bar charts and histograms can be used to represent frequency tables. Both
are usually drawn as a series of columns in a graph, such that the height of
a column represents the size of the group represented by that column. They
look very similar, but there is a difference between the two regarding the type of
variable on the x -axis. In a bar chart, the x -axis represents a discrete variable.
The column labels are categorical, and the columns can be ordered arbitrarily.
Figure 3.1a shows an example of a bar chart representing the Caribbean Collections data set. The object types are shown on the x -axis, and the height of
a bar indicates how many museums have objects of the corresponding type in
their Caribbean collection. In contrast, the x -axis of a histogram represents a
continuous variable. An appropriate binning has to be chosen to create discrete
groups for which the columns are drawn. Figure 3.1b shows an example of a
histogram, also based on the Caribbean Collections data set. The continuous

30
Number of museums

Number of museums

40
30
20
10
0

Lit
h

ics

Po
t

te
ry

Sh

ell

/c

W
oo
d

or

al

An
im
/p

lan

Object type

ts

Hu

Ot

m

al
r

em

an

re

20

10

ain

0

he
r

0.00

0.25

0.50

0.75

1.00

1.25

1.50

m

s

ain

s

Percentage of collection that is Caribbean

(a) Bar chart

(b) Histogram

Figure 3.1: Univariate representations of the Caribbean Collections data set. The bar
chart in (a) shows in how many museums different object types are part of the Caribbean
collection; (b) is a histogram of the percentage of the total museum collection that consists of Caribbean objects – data provided by Mariana Françozo.
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variable on the x -axis is the percentage of the entire museum collection that
consists of archaeological objects from the Caribbean. This histogram uses
bins of 0.25 %, so the first column represents the number of museums that
have a percentage of Caribbean material between 0 % and 0.25 %. Note that
the sum of the columns in a histogram always amounts to the total number of
observations (in this case 40, the number of museums for which the percentage of Caribbean objects is known). For a bar chart, this holds true only if the
categories are exclusive (in this example they are not: one museum can have
objects of multiple types).
Another way to represent the frequency table of a categorical variable is the
pie chart, a circle divided into segments representing the relative frequency
of each value. A bar chart, which represents absolute frequencies, can be
used for overlapping as well as exclusive categories. A pie chart, however,
should be used only for exclusive groups, such that the proportions shown in
the chart are meaningful. The two plots in Figure 3.2 both show the ownership
of the museums from the Caribbean Museums data set. Absolute frequencies
and small differences are more easily observable in the bar chart shown in
Figure 3.2a, from which we can read for example that there are 55 grassroots
museums. The pie chart in Figure 3.2b, on the other hand, is more helpful
for understanding proportions. It shows for example that almost half of the
museums are governmental and that roughly a quarter of the museums are
grassroots museums.
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Figure 3.2: Univariate representations of the Caribbean Museums data set, the bar
chart in (a) and the pie chart in (b) both show the ownership of the museums – data
provided by Csilla Ariese-Vandemeulebroucke.
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3.1.2

Bivariate representations

Bar charts can be extended to include an additional variable. Figure 3.3 shows
an example of a stacked bar chart, where the height of the columns expresses
one variable and the vertical subdivision of the columns represents another variable. This example is based on the Caribbean Collections data set. The height
of a column represents the number of Caribbean objects in the museums of the
corresponding country. Additionally, the columns are subdivided into coloured
blocks indicating for how many of the objects an online catalogue is available.
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Figure 3.3: Bivariate representation of the Caribbean Collections data set, showing the
number of catalogued and uncatalogued Caribbean objects in the museums of each
country – data provided by Mariana Françozo.

Bivariate representations can be used to compare the values of one variable between groups defined by another variable. When these groups are not of equal
size, it makes a difference whether one considers the absolute or the relative
frequencies within each group. Figure 3.4 shows two bivariate representations
of the same pair of variables from the Caribbean Museums data set: the language spoken in the country or on the island where the museum is located and
the participatory practices employed by the museum. For each participatory
practice, coloured dots indicate how many museums in each language group
make use of it. In Figure 3.4a, the absolute numbers of museums are represented. Since the vast majority of islands and countries in the research area
40
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Figure 3.4: Bivariate representations of the Caribbean Museums data set, showing (a)
the number of museums and (b) the percentage of museums within each languagespeaking area (represented by colours) employing the different participatory practices –
data provided by Csilla Ariese-Vandemeulebroucke.
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are English-speaking, this group has the highest count for all of the participatory practices. Figure 3.4b, in contrast, shows the relative frequencies, i.e.
the percentage of the museums in the language group employing a particular
participatory practice. This figure reveals that there is not a single practice for
which the relative frequency is highest for museums in English-speaking areas.
A notable example is the practice of community staffing. Figure 3.4a shows that
there are over 30 museums in English-speaking areas that employ local community members, more than for any other language area. Figure 3.4b reveals,
however, that less than 40 % of all museums in English-speaking areas have
community staffing, the lowest percentage of all language areas. Another interesting observation that becomes apparent from the relative frequencies shown
in Figure 3.4b is that the museums in Germanic language areas (English and
Dutch) are more similar to each other than to the museums in Roman language
areas (French and Spanish) with respect to which participatory practices they
use more or less frequently.
The above examples of bivariate representations are all based on categorical
variables with a relatively small number of possible values. To represent two
continuous variables, a scatter plot is the most commonly used approach. In
a scatter plot, two variables are mapped onto the x - and y -axis, and each observation is represented by a dot, its position indicating the values of both variables. Figure 3.5 shows two scatter plots of environmental variables from the
Montechristi Survey data set. In both plots, each point represents a find location, and the y -coordinate of a point corresponds to the distance from this find
location to the sea. In Figure 3.5a, the distance to the nearest hills is mapped
onto the x -axis. No clear pattern can be recognized in the cloud of points, which
means there is no apparent relation between the distance to the sea and the
distance to the hills of the find locations. The second variable in Figure 3.5b
is the distance to mangroves, and here the point cloud shows a clear positive
correlation between distance to the sea and distance to mangroves. This correlation is to be expected since mangroves grow in salt water.
For multivariate data sets, i.e. data sets with more than two variables, a bivariate
representation no longer suffices to incorporate them into a single visualization.
In the following sections, we will discuss two different ways to approach this
problem: glyphs (Section 3.2) and small multiples (Section 3.3).
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(b) Positive correlation between distance to the sea
and distance to the mangroves.
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Figure 3.5: Scatter plots of the Montechristi Survey data set, where dots represent find locations. In (a) the distance to the sea is shown
in relation to the distance to the nearest hills for each find location, while in (b) the distance to the sea is shown in relation to the distance
to the nearest mangroves – data provided by Eduardo Herrera Malatesta.

(a) No clear relation between distance to the sea and
distance to the hills.
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3.2

Glyphs

A popular visualization method for multivariate data is the use of glyphs: visual
markers representing individual data items, with multiple graphical attributes
reflecting the attribute values of each entry (Ward, 2008). The definition of
a glyph is intentionally broad, since many, widely different visualization approaches have been published in a broad range of fields under this umbrella
term. Some examples of well-known glyphs are shown in Figure 3.6. The faces
proposed by Chernoff (1973), shown in Figure 3.6a, are perhaps the most entertaining glyph design. In such representations, numerical variables are mapped
to the width, height, shape, and orientation of the face and its features (e.g.
eyes, nose, and mouth). Figure 3.6b shows an example of star glyphs (Chambers et al., 1983), in which each variable is mapped to the length of a ray of the
star. Arrow glyphs are particularly popular for the visualization of flow and vector
fields (Telea, 2008). In the example shown in Figure 3.6c, the direction, length,
shape, and line thickness of an arrow each represent a different variable.
Glyph-based multivariate data representation has been an active field of research for several decades. Comprehensive introductions are provided by Ward
(2002, 2008), and an extensive survey on the design, implementation and applications of glyphs has been compiled by Borgo et al. (2013). Furthermore,
many user studies have been performed to evaluate which glyphs are most ef-

(a) Chernoff faces

(b) Star glyphs
Figure 3.6: Examples of glyphs
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(c) Arrow glyphs
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fective for various tasks and data types. A systematic review of such studies
was recently published by Fuchs et al. (2017).
In this section, we will first give a brief overview of the main concepts involved
in designing a glyph-based visualization. Subsequently, we propose new glyph
representations for three different types of archaeology and heritage data.

3.2.1

Variables, mapping, and positioning

Before a glyph-based visualization can be designed, three main questions should
be answered based on the properties of the data set and the purpose of the visualization:
1. Which graphical attributes will be used?
2. Which data attributes will be mapped to which graphical attributes?
3. Where will the glyphs be placed?
Bertin (1983) described the first classification of graphical attributes that can
be used to map information to visual markers, in which he distinguished the
following seven visual variables. Figure 3.7 shows a basic example of the use
of each of these variables.
Position

Color

Size

Shape

Orientation

Value

Texture

Figure 3.7: Visual variables as described by Bertin (1983)
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Position – In any glyph-based visualization the glyphs will have positions, which
may or may not convey additional information about the data set. When
position is used as a visual variable, the order of the glyphs or their x and y -coordinates represent the value of one or two variables.
Size – Size can be used as a visual variable in many ways, either by changing
the height, width, or area of the glyph as a whole or by changing the sizes
of multiple elements of the glyph individually.
Shape – Different marker shapes such as circles, squares, and triangles can
be used to convey the value of a categorical variable. Although a theoretically infinite number of different shapes exist, this visual variable is most
effective for showing only a small number of different categories, such
that the different shapes are well recognizable.
Value – Value in this context refers to the lightness or darkness of a colour.
Changing the value of a colour for a given hue results in a variation from
light to dark.
Colour – When using colour as a visual variable, the choice of appropriate
colours has a significant impact on the effectiveness of the visualization.
Various aspects of the human perception of colour have to be taken into
account. For example, some colour combinations are associated with
certain meanings. Green and red are usually associated with good and
bad, red and blue are typically used for hot and cold. The human ability
to recognize a sequence is also of importance. As Bertin (1983) points
out, most people do not know the order of the colours in the visible spectrum, which makes a rainbow colour map difficult to interpret. Furthermore, common perceptual issues like colour blindness should be taken
into consideration.
Orientation – For markers that are not rotationally symmetric, their orientation
can be used to represent an attribute. This approach is commonly used
in physics, for visualizations of flow and vector fields.
Texture – The texture of a glyph can be changed through variations in pattern
and granularity. Since relatively large glyphs are required to make effective use of texture, this visual variable is more commonly used for the
areas of a map.
Many discussions and extensions of Bertin’s ideas have appeared, for example specifying which visual variables can be used for different types of markers
(MacEachren, 1995), explaining which visual variables can be used for which
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types of attributes (Carpendale, 2003), extending the list based on new technological possibilities (Mackinlay, 1986), linking Bertin’s theory to vision and
perception research (Green, 1998), and evaluating the effectiveness of the different variables for particular tasks (Garlandini and Fabrikant, 2009).
Once the visual variables to use and the data attributes to map have been selected, the next step in glyph design is to decide which attributes should be
mapped to which variables. Ward (2008) distinguishes the following three types
of mappings:
One-to-one – In a one-to-one mapping, each data attribute is mapped to a
single, different visual variable. An example of one-to-one mapping is
shown in Figure 3.8a. Like the basic scatter plot in Figure 3.5b, this plot
shows the distance to the sea and to the mangroves for each of the find
locations from the Montechristi Survey data set through the x - and y positions of the points. Furthermore, three additional variables have now
been included in the visualization: the elevation of the find location is
mapped to colour, the presence or absence of ceramics is mapped to
shape, and size is used to show how many different subtypes of objects
were found at each location. The result shows, for example, that both
small and larger amounts of different objects can be found at low as well
as high elevations.
One-to-many – A one-to-many mapping can be used to emphasize a particular attribute by mapping it to multiple visual variables at once. Figure 3.8b
shows an example of this. It is similar to Figure 3.8a, except for the fact
that the presence of ceramics is now mapped to two visual variables:
colour and shape. This mapping makes it easier to notice that find locations without ceramics only occur in relatively close proximity to the sea,
although the same information was present in the one-to-one mapping as
well. The obvious drawback of one-to-many mapping is that it decreases
the number of different attributes that can be represented. In the example
in Figure 3.8b, elevation is no longer displayed because both shape and
colour are used to show the presence of ceramics.
Many-to-one – In more complex glyphs, a many-to-one mapping translating
multiple data attributes to the same visual variable is also possible. A
basic example of this is shown in Figure 3.8c. Each find location is represented by a bar-glyph showing five variables (the number of subtypes
present at a find location for each of the five object types), and each variable is mapped to the height of a bar. The star glyphs from Figure 3.6b
also contain a many-to-one mapping: each variable is mapped to the
47
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Figure 3.8: Glyph-based visualizations of the Montechristi Survey data set, where each glyph represents a find location. Both (a) and
(b) are extensions of the scatter plot in Figure 3.5 with additional variables. In (c), the glyphs show the number of different subtypes found
for each object type at the given location. The glyphs are ordered by increasing total number of subtypes – data provided by Eduardo
Herrera Malatesta.

(c) Many-to-one mapping: the number of subtypes present at the find location is mapped to the same visual variable (height of a bar) for
each object type.

Object type:
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length of one of the rays. Many-to-one mappings are less common than
the other two types, but they can be useful to enable comparison of different attributes within a glyph as well as across glyphs.
A single visualization can make use of multiple mappings at once. As explained
above, the glyphs in Figure 3.8c make use of a many-to-one mapping for the
height of the bars. However, both the colour and the horizontal position within
the glyph of each bar map the object type, constituting a one-to-many mapping.
Finally, after the individual glyphs have been created, they need to be arranged
somehow. Ward (2002) proposed a taxonomy for glyph placement strategies,
distinguishing between data-driven and structure-driven placement. A datadriven glyph layout is based on attribute values. Data-driven approaches either
use position as a visual variable, mapping one or two attributes directly to coordinates, or they are based on a property derived from the data and possibly
other factors. Directly data-driven placement is used for example in scatter plots
or when geo-referenced data entries are shown on a map. An example of derived data-driven placement is shown in Figure 3.8c. In this figure, the glyphs
are ordered by the total number of different object subtypes, which is calculated
by adding up multiple attribute values, but the desired aspect ratio of the figure
was used to determine into how many rows and columns the glyphs should be
divided. A common problem with data-driven glyph layouts is that the positions
computed in this way might result in a cluttered visualization with overlapping
glyphs. One way to resolve this is to scale down the glyphs to reduce overlap,
but they have to remain large enough to be readable. Another approach would
be to move the glyphs apart, but without moving them so far that the implied
meaning of the positions gets lost. Chapter 7 deals with this problem of overlap
removal in the context of placing geo-referenced labels on a map. A structuredriven layout cannot be derived from the data attributes, but instead is based
on some implicit or explicit order or hierarchy in the data. Borgo et al. (2013)
suggest to add user-driven placement to the classification as a third alternative. Especially in interactive visualizations aimed at data exploration, it might
be helpful to allow manual placement.
Since archaeological data typically are of a multivariate nature, glyphs can be
a useful tool for their visualization and exploration. A popular approach for
the representation of site data has been the use of symbol maps (Conolly
and Lake, 2004), where each site is represented by a symbol that conveys a
selection of the metadata about the site. These symbols are placed on the
map at the geographical coordinates of the corresponding sites. In proportional symbol maps, the size of the symbols is also used to encode informa50
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tion about the sites (Conolly and Lake, 2004). Symbol maps have for example
been used to represent the geological distribution of lithic sources in the research area (Morin, 2015), site assemblages or occupation histories (Golitko
and Feinman, 2015; Bright, 2011), or the spatial distribution of features within
a site (Homsey-Messer, 2015), to name but a few examples. However, the use
of glyphs in archaeology has mostly been limited to the designs available in
commonly used software, such as small pie glyphs to show the assemblages of
multiple sites (e.g. Bright, 2011; Golitko et al., 2012; Freund and Batist, 2014).
In the following sections, we present new glyph designs suitable for three different kinds of data sets from the fields of archaeology and heritage.

3.2.2

Glyphs for museums and collections

Both the Caribbean Museums data set and the Caribbean Collections data
set are particularly suitable for glyph-based representations because they have
many different variables with only a limited number of occurring values. Since
the exact location of each museum is given, we would ultimately like to display
the museum glyphs on a map. Due to the extensive study areas in both cases,
this requires relatively small glyphs with clearly distinguishable features. In the
following, we introduce the different glyphs we designed to represent the two
data sets. Their placement on the map will be addressed in Section 3.6 and
Section 7.4.4.

Caribbean museums
For the Caribbean Museums data set, we opted for simple icons that use only
colour and shape to represent the two most important descriptive variables for
each museum: the type of museum (colour) and the ownership (shape). Figure 3.9 shows the glyphs for all museums, grouped by ownership and ordered
by type. The different colours and shapes can be recognized even when the
glyphs are displayed at a very small scale, which is necessary due to the large
number of museums in the data set, especially when we display them on a map
(see Section 7.4.4 for the resulting map).
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Governmental

Grassroots
Private
Mixed ownership

Unkown

Museum type

Archaeology

Built heritage

Mixed content

Art

History

Nature/science

Popular culture

Figure 3.9: Glyphs representing of the Caribbean Museums data set, showing the ownership (represented by shape) and type (represented by colour) of each museum – data
provided by Csilla Ariese-Vandemeulebroucke.

Caribbean collections
For the Caribbean Collections data set, we designed two different representations, shown in Figure 3.10. The first one displays meta-data about the collection. The glyphs represent three variables: the size of the Caribbean collection
(mapped to size), the collecting period of the Caribbean collection (mapped to
colour), and whether or not there is an online catalogue available for this collection (mapped to shape). Due to the large differences in collection sizes, a
logarithmic scaling was used for the size of the glyphs. Figure 3.10a shows all
glyphs for this data set, grouped by collecting period and ordered by size.
This representation shows, for example, that most collections are from the modern collection period. It also shows that there are slightly more museums without an online catalogue, while most of the larger collections do have an online
catalogue. A map with these glyphs can be found in Section 3.6.1.
The second set of glyphs for this data set, shown in Figure 3.10b, represents
the content of the Caribbean collections. Each museum is represented by a
stack of coloured blocks showing which object types are part of the Caribbean
collection in this museum. The object types are mapped to colour, but also to
fixed positions within the stacks. They are ordered from the most frequently occurring type (lithics) at the bottom to the least frequently occurring type (human
remains) at the top. In this way, unusual museums that do not have the most
frequent types in their collection, but do have some of the rare object types,
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immediately stand out. Figure 3.10b shows all glyphs ordered by decreasing
Caribbean collection size, which makes clear that there are some large collections for which we have no information about the object types (empty stacks
early in the top row), as well as some small collections with only rare object
types (non-empty stacks in the bottom row without lithics or ceramics). A map
with these glyphs can be found in Section 7.4.4.

Historical

Historical & Modern

Modern

Modern & Contemporary

Collection size

10

Unknown

100

1000

5000

Online catalogue available

Yes

No

(a) Glyphs representing collection metadata

Object type
Human remains
Animal remains
Wood/plants
Shell/coral
Pottery
Lithics

(b) Glyphs representing collection content
Figure 3.10: Glyphs representing the Caribbean Collections data set. The glyphs in
(a) show the collecting period (represented by colour) and size (represented by glyph
size) of the Caribbean collection and the presence of an online catalogue (represented
by shape) for each museum. The glyphs in (b) are ordered by decreasing collection
size and show the types of objects (represented by coloured blocks) present in each
museum’s Caribbean collection – data provided by Mariana Françozo.
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3.2.3

Geo-temporal frequency glyphs

Geo-temporal frequencies are a type of data commonly found in archaeological
studies on a regional scale. Such data sets typically consist of a number of
sites with known geographical locations and, for each site, the frequencies of
objects of different types found in different stratigraphic layers or dated to different time periods. Since we have no data set of this type available from the
field of Caribbean archaeology, we make use of geo-temporal frequency data
describing obsidian (i.e. volcanic glass) found at Maya sites on the mainland
of Central America as an example (Golitko et al., 2012). The data set consists
of 122 sites in present-day Mexico, Guatemala, Belize, El Salvador, and Honduras. Over 25.000 obsidian objects in total were found at these sites. Obsidian
is an interesting material for archaeologists because the source of the material can be determined with high confidence (Glascock et al., 1998). Golitko
et al. (2012) distinguish five different obsidian sources: San Martin Jilotepeque
(SMJ), El Chayal (ELC), Ixtepeque (IXT), Mexican (MEX), and other (for obsidian from anywhere other than the previously mentioned sources). Furthermore,
the data is split into four time periods: Classic (P1), Terminal Classic (P2), Early
Post-Classic (P3), and Late Post-Classic (P4). For each site location (geo-),
we know for each time period (temporal), how many objects from each source
(frequencies) were found there. More details on the original study as well as
a re-analysis based on network methods can be found in Chapter 4. Here, we
only use this data set as an example to illustrate three different types of glyphs
that we designed to display geo-temporal frequency data. The mapping from
attributes to visual variables is similar for all three: the sources are mapped to
colours, the periods are mapped to positions within the glyph, and the amount
of objects is mapped to area. However, the different designs of the glyphs emphasize different properties of the data set. Which one is most helpful depends
on the type of research question one is trying to answer. Figure 3.11 shows
examples of the three different glyphs for a selection of 14 sites from the aforementioned Maya obsidian data set. Note that the same designs could be used
to represent data sets with different numbers of periods or sources by adjusting
the number of circle segments, columns, or coloured subdivisions appropriately.
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Angular fan
The angular fan glyph consists of a circle divided into four sectors. Each sector
represents one period, in clockwise order starting from the top. Each sector
contains one circle segment, with a diameter chosen such that the area of the
segment corresponds to the total number of objects found at the site for the
corresponding period. Each segment is divided into sub-segments of different
colours. The angular subdivision is chosen such that the numbers of objects
from different sources found at the site for this period are represented by the
areas of the sub-segments. This implies that the angles of a sub-segment correspond to the relative frequency of objects from the corresponding source.
Figure 3.11a shows some examples of angular fan glyphs. The presence or
absence and size of the segments in the different sectors of the glyphs make
it immediately apparent which sites have materials from which periods. The
colours reveal which sources were prevalent at which sites, and whether or not
that changed over time. The glyph of the site Chan, for example, shows that the
total amount of material (area of the segments) decreased over time, but the
relative frequencies of the different sources (coloured subdivision) stayed very
similar. In Tipu, on the other hand, the majority of the objects from the second
period came from the El Chayal source (green), whereas the majority of objects
from the fourth period came from Ixtepeque (purple).

Radial fan
The radial fan glyph consists of a circle divided into five sectors, representing the five obsidian sources. Each sector contains four circle segments with
the same angle, representing the periods in clockwise order. The radius of
each segment is chosen such that the area of the segment corresponds to the
number of objects from the corresponding source dated to the corresponding
period. Figure 3.11b shows radial fan glyphs of the same set of sites shown in
Figure 3.11a. Compared to the angular fan glyphs, the radial fans make it easier
to observe changes in the use of a particular source over time, but it is harder
to compare the periods to each other as a whole. Figure 3.11b also clearly
shows a potential drawback of the radial fan glyphs: for very uneven distributions of objects over periods and sources, some of the segments get extremely
long, rendering the others almost invisible. The sites LasLomas and Yaxha are
the strongest examples of this, where the vast majority of objects belongs to a
single period-source-combination. A possible solution for this issue is to scale
the segment areas logarithmically, as shown in Figure 3.11c. The logarithmic
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Figure 3.11: Different glyph representations for the same subset of 14 sites from the obsidian data set. In all of them, the sources are
represented by different colours, the periods are mapped to positions within the glyph, and areas represent numbers of objects.
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scaling distorts information about proportions, but increase and decrease of the
use of different sources over time can be seen more clearly. Depending on the
data set, however, this property can also be an advantage. When the objects
are quite evenly distributed over the different sources and periods, the radial
fan glyphs make small differences visible that could not be distinguished in the
angular fan.

Block
The block glyph was inspired by the concept of mosaic displays (Hartigan and
Kleiner, 1981; Friendly, 1994, 2002). It is more space-efficient than the radial
glyphs since the entire area of the block is used to display information. The block
is subdivided into columns for the periods, ordered from left to right. The area of
the block represents the total number of objects on a site, and the width of the
columns is chosen such that the area of a column corresponds to the number
of objects for that period. Each column is then again subdivided into blocks of
different colours to represent the numbers of objects from the different sources.
The height of these blocks corresponds to the relative frequency of objects from
each source, in combination with the column width this means that the area of
the blocks represents the number of objects. Figure 3.11d shows block glyphs
of the same 14 sites that were used for the other glyphs. Note that periods for
which there are no objects are mapped to columns of width zero, so when a
block glyph shows only three out of four periods we know that one is missing,
but not which one. The idea behind this design decision is that in archaeology
the absence of material from a particular period does not necessarily mean
that the site did not exist in this period. Factors like the resources available
for excavation and how well different layers of the site are preserved also play
a role. Therefore, it is in some cases more relevant to look at the sequence
of periods for which we do have information, rather than to focus on the ones
that are missing. Block glyphs show most clearly how the relative frequencies
of materials from different sources change over time. When it is important to
know which periods are present, however, the angular fan glyphs are more
informative.
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3.2.4

Culture & heritage playing cards

We designed a visualization to represent the Cultural Heritage data set in support of the release of the corresponding crowdsourcing website (see Section
2.4.1). This visualization had to serve two main objectives: to inform the public
and in particular children about their cultural heritage, and to encourage people
to participate in the crowdsourcing project and add new entries to the website.
These two requirements in combination with the fact that the data set consists
mainly of qualitative variables, including textual descriptions of the entries and
even photographs, led us to the decision to design playing cards to represent
the entries. It is well-known that people are best able to memorize information
when it is presented to them in small portions with visual appeal; flashcards are
the most commonly used example of this. The huge success of trading card
games like Pokémon showed that also children are attracted to the concept and
can absorb impressive amounts of information this way. Cards may not be typical glyphs, but the principle is the same: each card corresponds to a single
entry from the database and represents the values of multiple variables for this
entry.
The use of flash cards and card games as learning or memory aids has a long
history. Several educational card games have been proposed over the years, for
example to practice vocabulary (Mankoff and Mankoff, 1976; López i Agustı́ and
Weaver, 1994), for alphabet and spelling exercises (Bitner, 1999), to learn musical notation (Hughes, 2003), to practice solving chemistry exercises (Cancela
et al., 2012), for general learning purposes (Druce and Druce, 1998; Rathyen,
2008), or even to learn playing a card game (Gray and Janeway, 2006). The use
of (playing) cards as a visualization method is not such a common approach. A
notable exception is the work by Strobelt et al. (2009) on Document Cards. In
this work, the authors represent documents by virtual cards with some figures
and keywords automatically extracted from the text, to support easy browsing
through large corpora of texts.

Playing cards
Our cards contain the name, type of heritage, picture (if available), and description of an entry. Figure 3.12 shows three example cards; the full deck can be
found in Appendix B. The name of the entry is displayed on top of the card. If
there is a picture for the entry in the data set, this picture is shown in the upper
half of the card. If no picture is available, we show a map with the location of this
entry (see figure 3.12b). The types of heritage (historical site, arts and crafts,
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locally prepared lunches
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It also provides high energetic
entertainment on weekends
with music from our local
bands and DJs, making this
place one of the most popular
hangout spot in Basseterre.
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Figure 3.12: Three examples of playing cards representing cultural heritage sites – data provided by the Saint Kitts and Nevis Department of Culture.
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(a) Historical site

(c) Culinary
traditions

(b) Arts and crafts

(d) Performing arts

Figure 3.13: Symbols used to indicate which types of heritage each card shows −
designed in collaboration with Peter Hoetmer.

culinary traditions, and performing arts) are represented by the icons shown
in Figure 3.13. Note that the icon for historical sites (Figure 3.13a) shows a
famous petroglyph (i.e. Amerindian rock art), which will be recognizable to anyone familiar with the island. All four symbols are displayed on the right side of
each card. The symbols of the types that apply to a given card are shown in
colour, the others are greyed out. The lower half of the card contains a short
text describing the site or tradition in more detail.
To make the deck suitable for children’s games as well as regular card games,
we divided the cards into groups of four and assigned each group a name and a
colour in addition to the rank of the card. The card in Figure 3.12a for example is
the king of hearts, but also one of four blue Basseterre cards. The deck can be
used for any card game, but instructions for the popular children’s game Go fish!
are included. The cards were distributed among participants of a workshop on
heritage for legislators and educators on the island of Saint Kitts, and among
the general population during a public event associated with the workshop.

Card stacks
In addition to the card game, we also created a map that shows all entries of
the database. We designed simplified versions of the cards containing only
the name, picture, and categories of each entry, as shown in Figure 3.14a.
Since a grouping into sets of four is not needed in this case, we now use the
colour to represent the town or region to which an entry belongs. When placing
these cards on a map of the island, we can make use of an interesting property
of cards as a visualization concept: cards can be stacked. As illustrated in
Figure 3.14b, if the card images are placed on top of each other with a small
offset, the title and categories of each card can still be seen. Figure 3.14c
shows that even for a large stack displayed at a small scale, the fixed positions
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Figure 3.14: Visualization of the Cultural Heritage data set. Aggregating the cards into
stacks makes it possible to display multiple entries that are located close together – data
provided by the Saint Kitts and Nevis Department of Culture.
Potential Bar is a locally
owned restaurant providing
locally prepared lunches
Monday-Saturday.
It also provides high energetic
entertainment on weekends
with music from our local
bands and DJ’S, making this
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The International House
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The sugar industry was saved
from its threatening extinction in 1912 by the opening
of the central sugar factory,
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of the category icons enable us to still get an impression of how many items of
each category are in the stack. Figure 3.14d shows the resulting map, where
cards that would be too close to each other to display them side by side are
stacked on top of each other. In Section 3.6.3 we will use associative labelling
to combine this map with images of the full cards.

3.3

Small multiples

In this section, we introduce small multiples for the representation of multivariate
data. The idea of small multiples is to split the data by the values of a variable (or
multiple variables) and create a separate visualization of each occurring value
(or combination of values).

3.3.1

Definition

The term small multiples was introduced by Tufte, who defines them as “a series
of graphics, showing the same combination of variables, indexed by changes
in another variable” (1983, p. 170). The individual graphics can be anything
from bar charts to spatial data visualizations, as long as they can be displayed
at a relatively small scale. They usually contain few to no textual elements,
as a single legend can be used to cover all graphics. In a later work, Tufte
(1990) explains that the key to a good small-multiples design is to keep the
design consistent between the different frames. In this way, the emphasis of the
visualization is on differences in the data, and viewers can make comparisons
between categories or time frames at a glance. Bertin (1983) proposed a very
similar concept under the name collections, Becker et al. (1996) use the term
trellis displays to describe the same idea.

3.3.2

Archaeological applications

In the following, we present three examples of small-multiple representations
that we created for three of the data sets introduced in Chapter 2.
Caribbean museums – For the Caribbean Museums data set, we were interested in comparing the distribution of different museum types across locations. Figure 3.15 shows a bar chart of the number of museums per
63

Chapter 3. Visualization methods

Museum type

Archaeology

Art

Built
heritage

History

Mixed
content

Nature/
science

Popular
culture

8
6
4
2
0

Anguilla

Aruba

Barbados

Belize

Bequia

Carriacou

Curacao

Dominica

Dominican Republic

French Guiana

Grand Cayman

Grenada

Guadeloupe

Jamaica

Marie−Galante

Martinique

Puerto Rico

St. Barthelemy

St. Lucia

St. Maarten

St. Martin

St. Vincent

Surinam

Tobago

Trinidad

8
6
4
2
0

8
6
4
2
0

8
6
4
2
0

8
6
4
2
0

Figure 3.15: Small multiples representing the Caribbean Museums data set, showing
the distribution of different museum types for each of the countries and islands – data
provided by Csilla Ariese-Vandemeulebroucke.
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type for each of the 25 locations in the data set. By keeping the individual charts visually simple and arranging them together on a single
page, we can quickly get an overview of the differences and commonalities between the locations. This visualization shows for example that the
Dominican Republic and Jamaica have a very similar distribution of museum types, except for the fact that there are no built heritage museums
on Jamaica, whereas the Dominican Republic has six of them. In most
cases, when we have information about many museums in one location,
we also have many different museum types. A notable exception to this is
Curaçao: the data set contains 13 museums on the island, but only three
different museum types (history, mixed content, and popular culture).
Settlement patterns – An important aspect of the Settlement Patterns data
set is that of changes over time. We have data for five different time periods, and one of the main research questions related to this data set is
whether the types of locations people chose to build settlements changed
over time. Small multiples can be an effective tool to look into changes
over time, by plotting the situation for different time periods separately and
displaying the results in a sequence. The result is shown in Figure 3.16.
For each island, the visualization shows the known sites and settlements
for each of the five periods (Early Early Ceramic Age, Late Early Ceramic
Age, Early Late Ceramic Age, Late Late Ceramic Age, and the Colonial
period). The most interesting pattern can be seen on Martinique, where
all known sites for the first period are on the north-east coast of the island, for the next two periods they are spread all around the island, and
archaeological evidence from the fourth period was found mostly in the
south of the island. When interpreting this picture, however, one should
keep in mind that one of the core issues with archaeological data is that
the absence of evidence is not evidence of absence. When we have evidence of a site we know for sure there was one, but where there is no dot
on the map we do not know whether there was no site or whether it just
has not been found (yet).
Montechristi survey – Figure 3.17 shows small multiples of the Montechristi
Survey data set. There is a plot for each object subtype showing the
survey area with all find locations in grey and the locations where this
subtype was present highlighted in colour. Different colours are used for
the different object types (ceramics, lithics, etc.). This visualization shows
in one overview how many object types there are, how many subtypes
are distinguished for each type, and at which locations each of them was
found.
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Figure 3.16: Small multiples representing the Settlement patterns data set, showing the settlements and other sites per island for each
time period – data provided by Samantha de Ruiter.
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Figure 3.17: Small multiples representing the Montechristi Survey data set, showing which objects were found at which find locations –
data provided by Eduardo Herrera Malatesta.
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3.4

Tabular representations

One of the most basic ways to record, store, and represent a data set is through
the use of a data table. The obvious advantage of this format is that there is
no information loss or misrepresentation: as long as a data set consists only
of words and numbers, a simple table is indeed the most accurate representation. Although sufficient when one needs to look up particular values, big tables
with many observations and a large number of variables are not very helpful in
gaining an overview of the data set as a whole. In this section, we show some
examples of tabular representations, visually enhanced data tables that provide
an overview of the data at a glance but still contain many of the details.

Pottery production
Figure 3.18 shows two tabular representations of the Pottery Production data
set. The representation in Figure 3.18a displays information about techniques
used in the preforming step of the production process; Figure 3.18b contains
information about the surface finishing step. Following a principle similar to
the creation of treemaps (Johnson and Shneiderman, 1993), the width of each
cell in the table corresponds to its value. This means that, conceptually, each
pottery sherd is represented by a vertical bar of width one. The bars are sorted
from left to right first by the roughing technique used, then by the preforming or
finishing technique used on the outside of the pot, and then by the preforming or
finishing technique used on the inside of the pot. We split the data based on the
four possible techniques in the first step (roughing out), resulting in a separate
table for each roughing technique. In this way, we can observe in Figure 3.18a,
for example, that the most common combination of preforming techniques for
pots that were coiled is the use of a scraping tool on both the inside and the
outside of the pot. For the vast majority of sherds with an unidentified roughing
technique, however, the preforming technique for both inside and outside is also
unidentified. When we consider the finishing step (Figure 3.18b), there does
not appear to be a large difference between sherds made with the different
roughing techniques. The main benefit of this type of visualization is that while
the coloured, proportionally sized blocks help us to identify interesting contents
of the data set quickly, a closer look reveals the full details from the original
table. Looking up exact values is aided by the numerical values displayed in
the blocks and the legends identifying the different techniques. Values between
one and three are displayed as small dots because the corresponding blocks
are not wide enough to fit the numbers into.
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Figure 3.18: Tabular representation of the Pottery Production data set, showing the different combinations of techniques used in the
preforming (a) and finishing (b) step. The numbers 1, 2, and 3 are represented by a corresponding number of dots – data provided by
Katarina Jacobson.
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Figure 3.19: Tabular representation of the Caribbean Collections data set. The European museums with Caribbean collections are
grouped by country (rows), and Caribbean origins of objects in these collections are grouped by the main language of the country or
island (columns). A dot indicates that this museum has materials with this origin in its collection, the colour of the dots indicates whether
or not an online catalogue is available for this collection – data provided by Mariana Françozo.
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Caribbean collections
Figure 3.19 shows a tabular representation of the Caribbean Collections data
set, in particular of the information about collection provenience: the Caribbean
origins of the collections present in European museums. This table has a row
for each museum in the data set, and a column for each of the possible places
of origin for the objects in the Caribbean collections. A coloured dot at the
intersection of a row and a column means that this museum has material with
this origin in its collection. The colour of the dot indicates whether or not an
online catalogue is available for this collection. The museums are ordered by the
country they are located in, and the islands and countries of origin are grouped
by their (main) language. The column on the far right contains more general
origins, which are used when the exact provenience of the objects is unknown.
This ordering allows us to recognize relations between the museum locations
and collection origins. Some interesting patterns can be recognized here. For
example, almost all material in Spain comes from Spanish-speaking places,
and most of the material from the Dutch-speaking Caribbean can be found in
the Netherlands. Another notable observation is that although Germany has
many museums with materials from multiple different origins, only one of these
has an online catalogue about its collection.

3.5

Network representations

When dealing with relational data, a network representation can be used to
show both the individual entities (represented by nodes) and the relations between them (represented by edges). A formal description of the definition and
construction of networks and a more extensive discussion of the use of network
science in archaeology can be found in Chapter 4. Here, we provide a brief
introduction to the visual representation of relational data as network diagrams.

3.5.1

Lithics networks

Of the seven data sets we introduced in Chapter 2, the Lithics Networks data
set is most clearly suitable for a network representation. This data set consists
of archaeological sites and the sources of the lithic materials found at the sites.
The most straightforward way to construct a network based on this information
is to create a node for each site and a node for each source. A site-node and a
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source-node should be connected with an edge if material from this source was
found at this site. This type of network, with two different types of nodes and
no edges between nodes of the same type, is called a two-mode network. The
nodes and edges define the structure of the network, but to draw the network
diagram we also need a layout, defining where each node is drawn.
Figure 3.20 shows a manually created layout of the two-mode network described above. In this figure, the sites are depicted by purple disks and the
sources by grey triangles; the grey lines connecting sites to sources indicate
the presence of material from a source at a site. We can see in this representation, for example, that there are six sites (at the top of the figure) where only
material from the Carnelian source was found, and that four sites (in the lower
left corner of the figure) have material from all five sources. Four other sites (in
the lower right corner of the figure) do not have material from any of the sources
and are therefore not connected to the network.
A two-mode network can be converted into a one-mode network, with only one
type of node, based on the connections these nodes have in common in the
two-mode network. In the case of this example, a one-mode network of the
sites can be created in which two sites are connected if they had a connection
to the same source in the two-mode network. A greater level of detail can be
maintained by assigning a weight to the edges, corresponding to the number
of sources two sites have in common. Figure 3.21 shows the result of this
procedure.

Geo-referenced networks
When networks are geo-referenced, which means the nodes represent entities
associated with geographical locations, an alternative layout method is to display the network on a map.
Figure 3.22 shows a geographical layout of the one-mode network of the sites
from the Lithics Networks data set. The distances between the nodes in the
layout now correspond to their geographical distances. This helps to identify
interesting cases, like sites located close to each other that have little material
in common (e.g. the south-western and north-eastern site on Puerto Rico) and
sites with a large distance but many sources in common (e.g. some of the
connections from the site on Grenada with sites in the north of the region).

75

Figure 3.20: Two-mode network of the Lithics Networks data set where sites are represented by purple disks and sources are represented by grey triangles − data adapted from Hofman et al. (2014).
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Figure 3.21: One-mode network of the Lithics Networks data set where sites are represented by purple disks and the width and the
darkness of the edges corresponds to the number of sources two sites have in common − data adapted from Hofman et al. (2014).
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Figure 3.22: Geographical layout of a one-mode network representing the Lithics Networks data set, in which each pair of sites is linked with an edge weighted by the number
of sources the sites have in common − data adapted from Hofman et al. (2014).
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Figure 3.23a shows the two-mode network based on the Lithics Networks data
set, with all sites and sources displayed at their geographical locations in the
Caribbean. The edges are coloured corresponding to the source to which
they are adjacent. This visualization makes clear that particularly the materials
Amethyst (red) and Serpentinite (green) sources were wide-spread throughout
the Caribbean.
Since similarities between sites based on material culture are often used as
proxies for trade and interaction between sites, geo-referenced networks could
be interpreted as (strongly simplified) proxies for possible trade routes. With this
perspective in mind, the network in Figure 3.23a represents the assumption that
people from each site went directly to the sources to obtain their materials. As
this is considered rather unlikely, Figure 3.23b shows the result based on the
alternative assumption that sites obtained their material through the nearest
site that also had that material. In more formal terms, this network consists
of the minimum spanning trees (MST) for the sub-graphs induced by each of
the sources. Although network representations like this can be helpful to get
a first idea about possible interactions between sites, one should keep in mind
that they are based on a strongly simplified model. Many other factors, like
the contemporaneity of the sites, the available modes of travel, and actual travel
routing influenced by natural forces, also play an important role in theories about
interaction and trade. We refer the reader to the work of Athenstädt (2017) for
elaborate methods to analyse possible canoe travel routes in the Caribbean.

3.5.2

Pottery production networks

As a second example, we consider the Pottery Production data setagain, focusing on the relations between the techniques used on the outside and the inside
of the pots. Figure 3.24 shows a network representation of these relations for
the preforming (Figure 3.24a) and finishing (Figure 3.24b) techniques. In these
figures, each technique is represented by two nodes, one on the left for the
outside of the pot and one on the right for the inside of the pot. The numbers
in the nodes indicate how many of the sherds were manufactured using this
technique. Edges are drawn to connect the outside and inside techniques that
occur together on some sherds; the thickness of the edges corresponds to the
number of sherds that display this combination of used techniques. Techniques
applied to the outside are connected exclusively to techniques applied to the
inside and vice versa, making this another instance of a two-mode network.
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(a) Two-mode network based on the assumption that all sites get their material directly
from the sources
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(b) Two-mode network based on the assumption that material is distributed via minimum
spanning tree edges

Figure 3.23: Geographical layouts of two-mode networks representing the Lithics Networks data set, where edges represent material exchange from sources (coloured
squares) to sites (black symbols) − data adapted from Hofman et al. (2014).
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(a) Network representation of preforming techniques
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(b) Network representation of finishing techniques
Figure 3.24: Network representations of the Pottery Production data set, showing the
relations between techniques used on the inside and outside of the pots – data provided
by Katarina Jacobson.
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3.6

Map labelling

Map labelling is a collective name for a wide variety of methods used to display
information on maps. Maps can be geographical maps, but also technical maps
or any other kind of diagrams. Labels are not necessarily textual labels; they
can also be graphical representations of any form. Each label represents or
describes a particular feature of the map, and the challenge in map labelling is
to place the labels in such a way that it is clear which feature they describe. The
problem has been studied extensively in the area of cartography, and several
guidelines for “good” label placement have been published (a notable example
is the work by Imhof (1962, 1975)). In computer science, the problem of automated map labelling is of interest, where the objective is to write an algorithm
that determines the best label placement automatically. Perhaps the most wellknown application of automated labelling is the placement of textual labels in
online mapping services like Google Maps. Whenever a user zooms in or out
or moves to a different area on the map, a new labelling needs to be computed.
Due to the large number of available zoom-levels, the huge amount of data incorporated in the maps, and the fact that the data are dynamic (continuously
changing, e.g. when new streets are built), automation is the only way to make
this possible in an interactive application.
In this section, we introduce some general strategies for label placement and
show examples of their use in archaeological applications. We distinguish three
different types of map labelling:
1. Feature labelling is described in Section 3.6.1.
2. Boundary labelling is described in Section 3.6.2.
3. Associative labelling is described in Section 3.6.3.

3.6.1

Feature labelling

The most commonly used approach in map labelling is feature labelling, where
labels are placed directly on the map at the location of the feature to which
they refer. On regular geographical maps, labels are typically placed directly
next to the feature they describe (e.g. in the case of textual labels with city or
river names), or inside of it (e.g. for the names of countries or provinces). In
information visualization, another common approach is to replace the markers
of features with their labels, placing glyphs representing the feature exactly on
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its geographical location. An example of this approach based on the Caribbean Collections data set is shown in Figure 3.25. On this map, the museums
are represented by glyphs showing the collecting period, size, and availability
of an online catalogue for the Caribbean collections in these museums (see
Section 3.2.2). Each glyph is placed at the geographical coordinates of the
corresponding museum.
The map in Figure 3.25 also illustrates the main problem with this type of labelling: overlap. When multiple museums are located close to each other, their
glyphs will overlap each other when they are placed at the exact location of the
museum (clear examples of this case are the museums in Paris and Madrid).
In this particular example, the transparency and differences in size and shape

Online catalogue
available
Yes
No

Collecting period
Historical
Historical &
Modern
Modern
Modern &
Contemporary
Unknown

Size of
Caribbean
collection
10
100
1000

Figure 3.25: Map of the Caribbean Collections data set, where each museum is represented by a glyph showing the collecting period, size, and availability of an online
catalogue for its Caribbean collection – data provided by Mariana Françozo.

84

3.6. Map labelling

of the glyphs and the small number of overlapping glyphs make it still possible
to distinguish them. With larger numbers or more complicated glyphs, however,
overlap often leads to a loss of information and visual clarity. In such cases, the
labels have to either be scaled down (but they should still be large enough to
see or read them) or moved apart (but they should still be close enough to their
original location that it is clear where they belong to). This trade-off between
scaling and moving is at the core of the (automated) feature labelling problem.
A third option would be to select a subset of the labels that can be placed without overlap. This approach is common in the design of geographical maps, but
often undesirable for technical maps or visualizations for scientific purposes.
An extensive survey on the various methods that have been developed for automated feature labelling and overlap removal can be found in Chapter 6. In
Chapter 7, we discuss a specific version of map labelling and propose a new
heuristic algorithm to remove overlap from maps like the example in Figure 3.25.

3.6.2

Boundary labelling

As the name suggests, boundary labelling means that labels are placed along
the boundary of a map or diagram. In some cases leaders (i.e. lines connecting
the labels to their corresponding features) are used to indicate to which feature
each label belongs. Boundary labelling is a particularly popular approach for
diagrams in biological and medical applications and technical drawings.
Research in the area of boundary labelling has predominantly focused on placing labels along one or multiple sides of a rectangular boundary (e.g. Bekos
et al., 2005, 2007; Benkert et al., 2008, 2009; Kindermann et al., 2016). This
type of labelling involves two main problems: finding positions for the labels and
finding a way to draw the leaders. A series of papers by Iturriaga and Lubiw
(1997, 1998, 1999, 2003) focused on the use of elastic labels. In this version
of the problem, only the areas of the labels are pre-defined, whereas their aspect ratio can be changed to obtain a better labelling. Bekos et al. (2011) have
proposed a method to combine boundary labelling and feature labelling in one
visualization.
The use of boundary labelling is not very common for geographical maps. In
the context of Caribbean archaeology, however, we are often working with georeferenced data in an island setting. An island setting typically results in a lot
of points that have to be labelled within a small area (the island) and a large
unused space around this area (the ocean). Furthermore, due to the geography caused by the volcanic nature of many of the Caribbean islands, the vast
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majority of archaeological sites is located near the coast. This makes boundary
labelling an interesting approach for this particular application domain.
Figure 3.26 shows an example of what we call circular boundary labelling. It
displays a subset of the Settlement Patterns data set containing all sites on the
island of Dominica. The labels consist of one or more coloured dots indicating
the site type, a textual label with the identifier of the site, and a timeline in which
the periods to which the site has been dated are highlighted in colour. In this
example, the labels are not placed parallel to a rectangle around the drawing but
radially outwards along the contour of the island. The labels are oriented such
that they point towards the sites they describe. For a visually pleasing result
in this type of visualization, it is important that the angle of the labels changes
in only one direction around the island. Subsequent labels should not be tilting
back and forth. A simple way to achieve this is to have all labels point towards
a single centre point (placing them such that the imaginary line to the centre
goes through the corresponding site). The label placement in Figure 3.26 was
done manually and is based on two centre points, one in the northern half of the
island and one in the southern half. Before this approach can be automated,
a number of interesting open questions regarding the choice of such a centre
point (or possibly multiple points) and the influence of the chosen boundary (e.g.
object shape, convex hull, bounding box) would need to be answered.

3.6.3

Associative labelling

We use the term associative labelling to refer to approaches where the labels
are placed more freely around the actual map, and visual clues like colour or
relative positioning are used to convey which part of the map or specific feature to which the label refers. Although quite commonly used in an informal
setting, such as maps for zoos and amusement parks, this type of labelling has
received little attention in visualization research. This lack of attention may, at
least in part, be due to the fact that it is quite difficult to formally specify the
properties of a good placement in this case. Two notable exceptions are the
concepts of necklace maps (Speckmann and Verbeek, 2010) and grid map layouts (Eppstein et al., 2015). In necklace maps, symbols representing regions
are placed on one or multiple chains surrounding (parts of) the map, whereas
grid map layouts associate regions of the map with cells of a grid in which additional information about the region is displayed.
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Figure 3.26: Boundary labelling based on a subset of the Settlement Patterns data set,
displaying name, type of site, and chronology for all sites on the island Dominica – data
provided by Samantha de Ruiter.
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Figure 3.27 shows an example of associative labelling based on the Cultural
Heritage data set. It shows a map of the island with the card stacks introduced
in Section 3.2.4, and larger cards with the picture and full description of each
entry are placed around the map. The colours used in the symbols of the stack
correspond to the background colours of the figures on the full cards, to make
clear on which stack each card belongs. The positioning of the cards on the
grid is also chosen such that it roughly corresponds to the relative positions of
the stacks. The layout of the cards in this example was constructed manually.
Automating the creation of such a layout would be an interesting open problem,
starting with the definition of a measure to determine the quality of a particular
placement.
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The Fisheries Complex in
Old Road is the second of
the main ﬁshing complexes
located on the Island where
you can ﬁnd fresh locally
caught ﬁsh of all types.
These ﬁsh are cleaned,
packaged, and sold directly
at the complex or packaged
for supermarket and shop
sales.

Charles Fort

Sprat Net Bar & Grill

Stone Fort Petrogylphs
Challengers Village
Bloody Point
Bloody River

Fairview Inn

The Market
The Pelican Mall
Basseterre Fisheries
The National Museum
The National Archives
International House
Potential Bar & Restaurant
Carnival Village
St. Kitts Sugar Factory
Field Stadium
St. Thomas Angl. Church
The Clowns
Berkley Memorial
National Carnival
War Memorial
Department of Culture
Springﬁeld Cemetry
Springﬁeld Chapel
St. Georges Angl. Church
Immaculate Conception
Old Treasury Building
Government House
Shadwell Great House
Annual Music Festival
Port Zante
Ferry Terminal

Fishermans Wharf

Fishermans Wharf Bar & Grill
specializes in seafood and
barbecue dishes.
Favorites include fresh grilled
ﬁsh, grilled lobster, coconut
shrimp salad, honey mustard
ribs, beef burgers and our
locally mixed exotic frozen
drinks.

Frigate Bay The Strip

Bloody River

Challengers Village

The Bar
Ship Wreck Bar & Grill

When the two earliest English
forts at Old Road and Sandy
Point Town fell into poor
condition,
Charles
Fort
(named after King Charles II,
who sent 500 to assist in its
construction) was built on
Cleverly’s Hill.
The fort served its military
duty from 1670 until it was
abandoned in 1854. In 1890,
it was used as a Hansen
Home (leper asylum), which
was ﬁnally closed in 1996.

”This family owned island hot
spot on the entrance to Old
Road has the motto:“We only
eat the ones we can catch!””
You get the chance to choose
your own dinner, then watch
it being grilled before dining
family-style.
Sprat Net oﬀers old style
Caribbean ﬂavor, with the
cheapest drinks, and the best
local bands on Wednesday
evenings and weekends.”

Bloody River (also known
as Stone Fort River) is a
river in St. Kitts which starts
from the South East Range,
ﬂows west of the village
of Challengers and exits at
Bloody Point.
After the Kalinago massacre
in 1626, it is said that the
blood of the Kalinago ran
down the river for three days,
which is why it was called
Bloody River.

The village of Challengers is a
settlement on the south coast
of the island of Saint Kitts.
It is located to the west of
the capital Basseterre, on the
main road to Old Road Town,
and belongs to the Trinity
Palmetto Point parish.

Brimstone Hill Fortress

Wingﬁeld Water Works

Bloody Point

Stone Fort Petrogylphs

Fairview Inn

Frigate Bay The Strip

The Brimstone Hill Fortress
National Park is a UNESCO
World Heritage Site of
historical, cultural and architectural signiﬁcance.
The fortress on top of the
800-foot hill is a monument
to the ingenuity of the British
military engineers who designed it and to the skill,
strength and endurance of
the African slaves who built
and maintained it.

After the evictions of the
Caribs in 1629, the English
settled in the area around
Wingﬁeld River.
In the 1640s, Wingﬁeld
developed into a major sugar
plantation and one of the
very few on the island to use
water to power its factory
works. Like all plantations on
St. Kitts, Wingﬁeld provided
for its own fresh water needs,
and it is still part of the
public water supply system.

The Bloody Point Heritage
Centre informs about local
history and culture, highlighting massacre of the
St. Kitts-Nevis indigenous
people, the Kalinago (or
Caribs, as they were called by
European settlers), that took
place in 1626.
At this centre you can also
ﬁnd local craft on sale, cold
local drinks, and food.

This Amerindian site is
located on the outskirts of
the village of Challengers.
Situated along 200 meters
on both sides of the ravine
of the Pelham or Stone Fort
River, some 115 cliﬀ drawings
(petroglyphs), most not more
than 12 inches high, have
been identiﬁed at this site.
The drawings appear on the
vertical wall of a deep ravine
through which the river runs.

This 18th century Great
House has been restored to
its former glory with careful
attention to historical detail.
Step back in time in the
Historical Room,
which
chronicles the fascinating
past of Fairview.
Or take an aromatic, leisure
stroll through the Botanical
Garden ﬁlled with ﬂowers,
trees and shrubs, and keep
an eye out for the monkeys.

Over the past few years the
Strip has become the number
one hot-spot on the island.
The strip is ﬁlled with many
beach bars which are open
daily serving cold drinks of all
assortments, also lunches and
ﬁne dining of our local food.
The strip is also an ideal place
for party lovers as it comes to
life mainly in the evening from
Thursday to Sunday.

Springﬁeld Chapel

Department of Culture

National Carnival

The Clowns

Field Stadium

Carnival Village

Potential Bar & Restaurant

International House

As a result of the Cholera
Epidemic in 1854, Springﬁeld
Cemetery became the sole
burial place in Basseterre.
In 1862, the Mortuary Chapel
in Springﬁeld Cemetery was
erected at public expense
for use by people of all
religious denominations to
conduct services for those
persons who had died at the
nearby Cunningham Hospital.

The Department of Culture
was established in 1995 “to
utilize culture as a vehicle
for generating awareness
of the social, economic
and natural environment
through protection,
enhancement, preservation and
conservation and to facilitate
interaction towards achieving
sustainability.

The celebration of Carnival in
St. Kitts is unique in many
ways. Its the only festival in
the Caribbean that blends the
spirit of Christmas with the
colorful display of the nation’s
culture and African heritage.
For the past four decades
thousands of nationals and
visitors alike have enjoyed the
68 square mile paradise, to
party and soak up all the
fun and engage in the frolic
association with carnival.

For hundreds of years our
Clowns have been a big part
of our Christmas time festival.
This troupe of up to ﬁfty
players wear ﬂoppy, colorful
costumes decorated with tiny
bells that ﬁll the air with a
delightful jingle.
The punctuating crack of the
Hunter, a leather whip carried
by each performer, serves to
keep them in sync with the
rhythms of the string band.

This stadium was completed
in 2008 and branded as the
main track and ﬁeld complex
in the Federation.
To date the island has hosted
one of the Caribbeans major events here, the Carifta
Games. This complex is also
used for the training of our
local athletes and for our
annual school championship
games.

Carnival Village, also known
as the Sugar Mill, is the place
to be during our Carnival
Celebrations to witness many
cultural events.
Important events include
our National Carnival Queen
Pageant,
Talented Teen
Queen Pageant, The Haynes
Smith
Miss
Caribbean
Talented Teen, The Calypso
Finals, and our Groovy and
Power Soca Monarch.

Potential Bar is a locally
owned restaurant providing
locally prepared lunches
Monday-Saturday.
It also provides high energetic
entertainment on weekends
with music from our local
bands and DJ’S, making this
place one of the most popular
hangout spot in Basseterre.

The International House
Museum is a small town
house operated by local
owner Mr. Zack Nisbett.
It holds the treasure of
traditional instruments and
period pieces spanning the
early 1900s to the 1940s,
with the history of both
St. Kitts and Nevis and the
broader Caribbean.
Also located here is the Edgar
Challenger Library.

The National Archives

The National Museum

Basseterre Fisheries

The Pelican Mall

The Market

Ferry Terminal

Port Zante

Annual Music Festival

Shadwell Great House

The National Archives serve
as the main repository for
the records of the Federal
Government of St. Kitts and
Nevis.
It holds records of the
administration,
legislature,
and judiciary of the island as
well as some records from
private individuals.

The National Museum was
oﬃcially opened in 2002 in
the Old Treasury building. It
is now at the meeting point of
Basseterre on the reclaimed
land of Port Zante.
At the National Museum you
can explore the history of the
island and much more.

The Fisheries Complex in
Basseterre is one of the main
ﬁshing complexes located on
the Island where you can ﬁnd
fresh locally caught ﬁsh all
types.
These ﬁsh are cleaned,
packaged, and sold directly
at the complex or packaged
for supermarket and shop
sales.

The Pelican Mall is one of our
many tourist attractions.
Here you can ﬁnd local stores
selling our crafts, jewelry,
clothing, and locally made
alcohol.

At the Local Market you can
get locally grown fresh fruits,
vegetables, and fresh locally
caught ﬁsh.
The market is opened daily
from 5 a.m.

The Ferry Terminal is the
main ferry transport hub
between St. Kitts and Nevis,
which our local ferries travel
daily, starting at 6 am until
9pm.
At the Ferry Terminal you can
ﬁnd locally owned bars, food
shacks, and also live entertainment on weekends.

Located on the east side of
Basseterre, the port oﬀers
local restaurants, boutiques,
crafts, jewelry and souvenirs.
The facilities include the
Amina Craft Market (local
craft, souvenirs, and jewelry),
Rum Barrel Bar (local
drinks and entertainment by
local folklore groups), and
Bottoms up Bar (local drinks
of all assortments).

St. Kitts Annual Music
Festival, ﬁrst organized in
1996 as a way to enhance
tourism, has earned the
reputation of being the most
diversiﬁed musical show in
the Caribbean by blending
rich exciting music with
exhilarating performances.
The festival is held every year
in June at the Warner Park
Stadium in Basseterre.

The British Government
appointed Gilbert Fleming to
distribute the lands acquired
from the French by the 1713
Treaty of Utrecht.
He built this Great House
after he became Lieutenant
General of the Leeward
Caribbean and Lieutenant
Governor of St. Christopher
in 1833, and is reputed to
have taken advantage of his
oﬃcial position to acquire a
large estate

Government House

Old Treasury Building

Immaculate Conception

St. Georges Angl. Church

Springﬁeld Cemetry

War Memorial

Berkley Memorial

St. Thomas Angl. Church

St. Kitts Sugar Factory

This property was built
around 1834, and soon after
sold to planter-merchant and
Vestryman Thomas Harper,
who named it Springﬁeld.
Francis R. Brathwaite, the
ﬁrst Archdeacon, bought
Springﬁeld from the Harpers
around 1848.
Springﬁeld House now serves
as the oﬃcial residence of
the Governor General of The
Fed. of St. Kitts and Nevis.

After the Emancipation in
1838, Portugal imported indentured labor from Madeira.
Planters had to deposit
money in the Treasury to
cover the cost of a return fare
for each laborer, but many
never returned.
In the 1890s, when a new
Treasury was needed, the
planters donated the unused
passage monies to government for its construction.

After the take-over of the
island by the English in
1713, Roman Catholics were
forbidden by law to worship in
public.
When these restrictions were
removed in 1829 there was a
revival of Roman Catholicism.
The Church of Immaculate
Conception was built in or
about 1856.

In the early stages of
the French occupation of
Basseterre, a Roman Catholic
Church named Notre Dame
was erected by the Jesuits.
Notre Dame was burnt to the
ground in 1706 during the
Anglo-French War. Re-built
as St. Georges in 1710, it
became an Anglican church
from the 1720s. The church
has since been damaged by
hurricanes and restored again
repeatedly.

Until the Cholera Epidemic in
1854, which is estimated to
have killed one sixth of the
population of St. Kitts, all
burials took place in churchyard cemeteries.
During the epidemic, the
government purchased land
at Springﬁeld for use as a
cemetery. In 1858, legislation
was passed prohibiting burials
anywhere else in Basseterre.

This memorial, commemorating 20 servicemen from World
War One and 6 servicemen
from World War Two, was
originally white but now has
weathered to a natural stone
colour.
The memorial is known
locally as The Cenotaph.
Three ‘tombs’ in front of the
obelisk represent the three
islands which comprised the
colony of St. Kitts, Nevis and
Anguilla.

This memorial to the former
president of the General
Legislative Council, Thomas
Berkeley, stands at the center
of the Circus in the heart of
Basseterre.

This church was founded in
1625, which makes it the
oldest Anglican Church in the
West Indies, but the original
building was damaged by hurricanes and earthquakes.
The present stone structure
was built in 1860, as indicated
by the date on the tower, and
is based on a typical British
design of extended nave and
tower at the western end.

The sugar industry was saved
from its threatening extinction in 1912 by the opening
of the central sugar factory,
capable of processing the
whole of the islands’ crop.
This replaced the individual
mills and boiling-houses on
the various estates. It came
into operation just in time
for the revival in the price of
sugar brought about by the
First World War.

Fishermans Wharf

Figure 3.27: Associative labelling based on the Cultural Heritage data set. The colours
of the symbols in the card stacks correspond to the colours of the full cards – data
provided by the Saint Kitts and Nevis Department of Culture.
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Visual explanations

The overarching goal of most archaeological research is to reconstruct the past
and tell a story about it. To this end, non-standardized methods to visualize
a mix of qualitative and quantitative information may be needed. Tufte (1997)
describes visual explanations as “the representation of mechanism and motion,
of process and dynamics, of causes and effects, of explanation and narrative.”
(p. 10)
Figure 3.28 shows a visual explanation based on the Pottery Production data
set. It shows the combinations of techniques used for the inside and the outside
of the pots during preforming (top) and surface finishing (bottom). The contour
of a pot is used to structure the visualization and make clear at first glance what
the topic of the figure is. The left and right side of the pot show two different
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Figure 3.28: Visual explanation based on the Pottery Production data set, showing
through a network representation how often different combinations of methods of the
inside and the outside occur in the preforming and surface finishing step, split by the
technique used to rough out the pot – data provided by Katarina Jacobson.
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Figure 3.29: Visual explanation of the context of visibility networks in East-Guadeloupe − figure created in collaboration with Tom
Brughmans; appeared in Brughmans et al. (2017b).
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chaı̂nes opératoires, one starting with an unidentified roughing technique and
one starting with coiling. In the visualization, the techniques applied to the
inside and outside of the sherds are shown on the corresponding side of the pot
contour.
Figure 3.29 shows a visual explanation of the various relations and interactions
between pre-Columbian sites in East-Guadeloupe, as described by Brughmans
et al. (2017b). The image shows multiple types of archaeological sites, as well
as their connections based on inter-visibility, use of lithic sources, and similarities in ceramic styles.
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Part II

Methods for Relational Data

—–—
The second part of this dissertation describes formal methods for the analysis
and representation of relational data. Chapter 4 focuses on relations between
archaeological sites based on the similarity of their material culture.

We

introduce improvements and extensions to a commonly used method for
the layout of similarity networks. Chapter 5 is concerned with the analysis
of visibility relations between locations in the landscape. We present a new
method to formally express and evaluate hypotheses about visual properties of
the landscape. The methods proposed in both chapters are evaluated through
the re-analysis of archaeological case studies.

—–—

4
Multidimensional scaling
for similarity networks

Network science is “the study of the collection, management, analysis, interpretation, and presentation of relational data” (Brandes et al., 2013, p. 2). It combines statistical, combinatorial, algorithmic, and graphical methods to address
research questions amenable to a network perspective. As for any science, a
precise understanding of the potentials and interrelations, as well as limitations,
of network science methods is vital in order to apply them appropriately and
obtain meaningful results.
Network approaches are becoming more and more prevalent. A range of examples demonstrate that also in archaeology new insights can be obtained by
applying network science methods. A network perspective was used, for example, to analyse the use of raw materials and knapping techniques in the
pre-colonial Caribbean (Mol, 2014), to understand the collapse of inland Maya
urban centres (Golitko et al., 2012; Golitko and Feinman, 2015), to study the
transformation of social networks in the late pre-Hispanic US Southwest (Mills
et al., 2013, 2015), to explore the co-occurrence and trade routes of Roman
table wares (Brughmans, 2010; Brughmans and Poblome, 2012), to study information diffusion through Roman space (Graham, 2007), to model maritime
interaction in the Aegean Bronze Age (Knappett et al., 2008), and to identify
social and cultural boundaries in Papua New Guinea (Terrell, 2010), to name
but a few examples. An introduction to the construction and use of network
representations based on archaeological data was provided in Section 3.5.
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In this chapter, we consider a chain of operations which attained a prominent
place among network methods used in archaeology (see for example Mills et al.,
2013; Golitko et al., 2012; Golitko and Feinman, 2015). In this approach,

• a network is built from similarities between site assemblages,
• the network is then binarized using some threshold value,
• and a layout of the graph is computed using a spring-embedder algorithm.
In the following, we will consider the steps during this process at which information loss occurs. We demonstrate that binarization, which may sometimes
appear necessary to be able to apply the intended methods, can actually be
avoided. To do so, we suggest methods which can handle valued data at each
step of the analytical pipeline. We also note that common spring-embedder algorithms do not result in layouts that can be interpreted reliably. With the nature
of archaeological research questions in mind, we introduce a method for creating, visualizing, and analysing similarity networks that gives a more accurate
representation of the raw data.
In Section 4.1, we briefly review the position of network science in archaeology
and describe some of the most commonly used methods. We will illustrate our
proposed method by re-analysing geo-temporal frequency data of Golitko et al.
(2012) on Maya obsidian (see also Section 3.2.3), which is described in detail
in Section 4.2. In describing the data set (Section 4.2.1) and the construction
of the network (Section 4.2.2), we focus on the general properties of this type
of data. The analytical approach taken by Golitko et al. (2012) follows the chain
of operations described above and is described in more detail in Section 4.2.3.
We then move on to discuss the decisions that were made in processing the
data and propose an alternative approach with extensions in Section 4.3. In
Section 4.4, we compare the results of the different approaches for the data of
our case study.
Note that this case study replication is only an example to illustrate the techniques we introduce. The present contribution should not be understood as a
competing analysis of particular archaeological hypotheses. Instead, our contribution is methodical: we point out a strategy to obtain more reliable visual
representations and use the archaeological case study on Maya obsidian as a
concrete example. Due to the omnipresence of geo-spatial frequency data in
the archaeological discipline, the method is in fact widely applicable.
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4.1

Network science in archaeology

Its focus on dependencies and patterns in relational data makes network science a promising addition to the analytic toolbox in archaeology. However, despite its tradition in a number of other fields, the methodology of network science
is still in development, and its scope and proper usage are subject to debate.
Brughmans (2013) identifies two critical issues regarding the current status of
network science in archaeology:
1. A lack of awareness and understanding of the broad range of formal network methods within the archaeological discipline has led to a limited
methodological scope.
2. The application of network methods in archaeology has been driven by
possibility mostly, rather than by specific archaeological research questions.
As a result of these two issues, network science applications in archaeology
have been dominated by a few popular methods. Some examples of these are
described in Section 4.1.1. Limitations in commonly available software form an
additional obstacle to employing the full potential of network methods. The analytical approach we propose in the following sections can be carried out with
the free network analysis and visualization tool visone (Brandes and Wagner,
2004), for which an extensive tutorial regarding its use in archaeological analysis is available (Brughmans and Weidele, 2017).

4.1.1

Commonly used methods

The first step for any application of network science in archaeology is to define or construct the network of interest. The main questions to be answered
are what the nodes represent, what determines a link between two nodes, and
if and how the links are weighted. Site assemblages, i.e. data describing the
numbers of objects of different types found at a site, are one of the most prominent types of archaeological data. A commonly used approach to turn such
data into a network is to create a similarity network. This is a complete network
(all node pairs are connected by an edge) where each site is a node. The similarity of the assemblages of two sites defines the weight of the link connecting
them. A formal description of the construction of such a network can be found
in Section 4.2.2.
97

Chapter 4. Multidimensional scaling for similarity networks

Due to the strong historical link of network science with graph theory, networks
are often represented as binary and methods designed to handle valued data
are less commonly used in current network science applications. In a weighted
network, each pair of nodes is connected with a link of some value, whereas
in a binary network, links can only be present (corresponding to a value of 1)
or absent (corresponding to a value of 0). Converting a weighted network into
a binary network is called binarization. A threshold is used to determine which
values are converted to 0 or 1. A popular method to define the threshold is to
use the mini-max graph (Cochrane and Lipo, 2010). This graph is obtained by
choosing the threshold such that the maximum number of edges is removed
while the graph remains connected. Binarization, although very useful in principle, should be applied only with care and double-checking of conclusions, as
was illustrated by Peeples and Roberts Jr. (2013) using a number of case studies. Since binarization incurs information loss, it should be avoided whenever
possible. An additional drawback of using the mini-max graph for binarization
is that it is highly unstable: a difference in the weight of the last bridging edge
between two strongly connected clusters can significantly change the outcome
for two otherwise identical networks.
Unless sites are mapped onto their geographical locations, a layout of the graph
has to be computed in order to display the network. A layout is basically an
assignment of positions to the nodes and, in case they are not simply drawn
as straight lines, a routing to the edges. While this often serves the visual
communication of results, exploration of the network diagram can also lead to
new conclusions for the authors themselves.
A widely used approach in archaeology is to compute the layout using a springembedder algorithm. Conceptually, a spring layout is obtained from an equilibrium state of a simulated physical system that consists of repelling nodes connected by springs instead of edges. While repelling forces between the nodes
help unfold the graph, the springs keep connected nodes close to each other.
We refer the reader to the work by Brandes (2001, 2008) for a concise introduction to and formal description of such methods. Various spring systems have
been proposed, and some of them (e.g. Eades, 1984; Fruchterman and Reingold, 1991) are among the most widely used graph layout algorithms today. The
main reasons for choosing spring-embedder algorithms are their intuitiveness
and their flexibility in integrating additional layout objectives. However, among
others, a major problem is the iterative nature of implemented simulations. Iterations can get stuck in local minima that correspond to less desirable layouts,
and since implementations typically start from random initial configurations to
avoid systematic biases, the layout obtained can be different in each run.
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4.2

Data and case study

As a case study, we consider the work of Golitko et al. (2012) on Maya trade
relations in eastern Mesoamerica between AD 250 and AD 1520. In this study,
network methods are applied to archaeological data on material culture. Similarities between sites based on their material culture are used as a proxy for
trade. We evaluate the methods used and suggest a number of improvements
and extensions. We replicate the case study before moving on to the application of our suggested method, which leads to a more reliable visualization of the
data that allows for some new observations.

4.2.1

Geo-temporal frequency data

We identify a class of data that regularly constitutes the basis for archaeological studies. We refer to this class as geo-temporal frequencies, which can be
defined given

• a set of geographical locations L,
• a set of discrete time points T ,
• and a set of classes of artefacts C ,
as a three-dimensional tensor X ∈ NL×T ×C . In this notation Xl;t;c represents
the number of, for instance, pottery sherds of ware c ∈ C found at site l ∈ L
dated to time period t ∈ T .
In this case study, the data set consists of obsidian assemblages from 121 archaeological sites. Obsidian is considered an ideal material to use for the reconstruction of trade relations because the source of an obsidian artefact can
be chemically determined with high confidence (Glascock et al., 1998). The
three main sources of obsidian in the eastern Mesoamerican Maya area are
San Martin Jilotepeque (SMJ), El Chayal (ELC), and Ixtepeque (IXT), all currently located in Guatemala. For ease of viewing and analysis, all Mexican
obsidian sources have been compiled into one category (MEX), and all nonmajor sources in Honduras and Guatemala have been grouped into one category (OTHER). Figure 4.1 shows a map of the study area on which the sites
and sources are indicated. The node area corresponds linearly to the absolute
number of obsidian objects found at this site for which the source could be determined. This emphasizes how large the differences in assemblage size really
are. For ease of viewing, we will use a logarithmic scaling in the remainder of
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Figure 4.1: Overview of the sites and sources in the study area, coloured according to
their geographical zone after Adams and Culbert (1977). Node areas correspond linearly
to the number of obsidian artefacts found at the corresponding sites − data adapted from
Golitko et al. (2012).
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this section, which makes the differences in node sizes a lot smaller as compared to this figure. Sites are coloured according to the geographical zone they
are in, based on the zones defined by Adams and Culbert (1977). We will use
the same colour encoding throughout this chapter.
The assemblages have been dated with respect to four time intervals: the Classic period (∼AD 250/300-800), the Terminal Classic period (∼AD 800-1050),
the Early Postclassic period (∼AD 1050-1300), and the Late Postclassic period
(∼AD 1300-1520). Figure 4.2 shows the geographical distribution of obsidian
from the different sources throughout the four periods as small multiples (see
also Section 3.3). The matrix has a column for each period and a row for each
obsidian source, so each cell shows the material from one source for one period. Sites are represented by dots in their geographical locations; sources
are represented by triangles. The node sizes correspond to the logarithmically
scaled absolute number of obsidian objects found at this site for a given source
and period. The colour intensities represent the proportion of the obsidian found
at this site for this period that came from this source. This representation provides a summary of the changes over time in the relative as well as absolute
frequencies of objects from the different sources. Observations in this figure can
be interpreted as in the following examples. A small, black node in the ClassicELC cell means that for this site, (almost) all of the material that was found for
the Classic period came from source ELC, but that there were not many pieces
in total. A large, medium grey node in the Terminal Classic-IXT cell means that
for this site only about half of the objects found for the Terminal Classic period
came from source IXT, but that this was still quite a large number of objects.
This data set is a typical example of geo-temporal frequency data. The set
of geographical locations L contains the 121 site locations. The five possible
origins SMJ, ELC, IXT, MEX and OTHER form the set of artefact classes C .
The set of discrete time points T consists of the four time intervals: the Classic,
Terminal Classic, Early Postclassic, and Late Postclassic period. In the next
section, we describe how to build a network out of such data.

4.2.2

Building a network

Following Brandes et al. (2013) we define a finite domain D ⊆ N × A comprised of ordered pairs of nodes n ∈ N and affiliations a ∈ A and represent
a network variable as a mapping x : D → W from dyads in D to values in
a range W (typically with W ⊆ R). For geo-temporal frequency data we can
choose N ; A ∈ {L; T; C}. This case study is focused on site-site interactions,
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Terminal Classic
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103

49

103

2620

65

28

84

704

Figure 4.2: Spatio-temporal view of the obsidian distribution as a matrix of small multiples, where each cell shows the number of obsidian
objects from a particular source (rows) for a particular period (columns) found at each site. Node area corresponds logarithmically to the
number of objects; colour intensity corresponds to the relative number of material for this period that came from this source; placement
corresponds to geographical location. The numbers in the top left corner of each cell show the total number of objects from this source
found for this period − data adapted from Golitko et al. (2012).
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which are frequently studied in archaeological research, so we consider domains D LL ⊆ L × L where N = A = L. We consequently define the network
mapping x LL on the interaction domain D LL as

x LL : L × L → W :

(4.1)

This means that all possible pairwise combinations of sites (the nodes in the
network) are considered, and a weight is assigned to the links connecting those
pairs.
Like Golitko et al. (2012), we rely on the assumption that the interaction between sites can be used as a proxy for trade routes, meaning that a stronger
connection between two sites indicates a higher likelihood that there existed
a trade route between them. One way to measure the strength of the connection between two sites is to look at the similarity of their material culture.
Brainerd-Robinson similarity (Brainerd, 1997; Robinson, 1951) is a prominent
index designed for this purpose. It relates sites to each other by computing
their similarity based on the relative frequencies of observed classes of artefacts. We adapt the Brainerd-Robinson similarity of two sites i; j ∈ L for a given
time t ∈ T to our notation as

s BR (i; j; t) = 1 −

1 X
·
|Di;t;c − Dj;t;c | ;
2

(4.2)

c∈C

where Dl;t;c is the relative frequency of material from class c ∈ C at site l ∈ L
for period t ∈ T . The relative frequency is computed by dividing the absolute
number of objects Nl;t;c from class c for this site l and period t by the total
number of objects for site l and period t :

Nl;t;c
:
Dl;t;c = P
Nl;t;i

(4.3)

i∈C

In the archaeological literature, this is often referred to simply as frequency.
Note that the sum of the relative frequencies of all artefact classes for a given
location and time is always one, and therefore s BR ∈ [0; 1]. By relativizing the
absolute frequencies, the Brainerd-Robinson similarity measure ensures that
larger sites are not emphasized over smaller ones. Since sites are excavated
with different temporal and monetary efforts, a measure that weighs the influence of sites by their absolute frequencies might lead to an undesired bias. A
drawback of using relative frequencies is that for small sample sizes, a difference of only a single artefact can imply a large difference in relative frequencies.
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To alleviate this effect, Golitko et al. (2012) only considered sites with at least
ten obsidian artefacts. We adopt the same strategy in our replication. Note
that our method could also be applied to a network with edge weights based on
a different similarity measure. A review of alternative similarity measures was
published by Habiba et al. (2018).
Some network layout methods require distances between nodes rather than
similarities. Similarity s BR can be transformed into a dissimilarity d BR by subtracting s BR from its maximum possible value,

d BR (i; j; t) = 1 − s BR (i; j; t) ;

(4.4)

a measure we will refer to as the Brainerd-Robinson distance. We slice the data
by time period to obtain a weighted, complete similarity or dissimilarity network
for each period t ∈ T separately. We let s BR and d BR denote the mappings by
which a pair of sites is assigned its value for a given period t ,

stLL : (i; j) 7→ s BR (i; j; t)

(4.5)

dtLL : (i; j) 7→ d BR (i; j; t) :

(4.6)

and

4.2.3

Analytic process

The analytic process employed by Golitko et al. (2012) consists of three steps.

• First, since similarity networks tend to be (almost) complete, filtering is
applied to the edges as a way to reduce clutter in the layout. All edges
with stLL below a certain threshold are removed from the graph. In this
case, the mini-max graph (Cochrane and Lipo, 2010) of the stLL -network
is determined for each of the periods, which means that the threshold
is chosen such that the maximum number of edges is removed without
disconnecting the graph.

• The second step, in order to use a layout method that does not take into
account edge weights, is binarization. All similarities that have not been
filtered in the first step are set to a uniform non-zero value (typically 1).

• Finally, a spring-embedder algorithm is applied to compute a layout for the
filtered, binarized network, to represent the similarity networks of each
period visually.
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The resulting visualizations are then used to interpret the data and draw conclusions. As explained in Section 4.1.1, the use of binarization and a springembedder algorithm has some drawbacks. Therefore, we propose an alternative visualization method that does not require a binarization step and results in
a more reliable and accurate network layout.

4.3

Multidimensional scaling

Multidimensional scaling (MDS) is a family of techniques for dimension reduction. It has been discussed in opposition to graph layout algorithms (DeJordy
et al., 2007), but can, in fact, be used as a layout algorithm itself. Indeed, doing
so combines the quantitative advantages of expressing dissimilarities in terms
of distances with the qualitative guidance of explicit connectivity representation
in node-link diagrams.
Metric MDS (Torgerson, 1952) is a technique suitable for metric data and known
to favour large dissimilarities. In our case study, each node corresponds to a position in a five-dimensional space spanned by the sources, with coordinates defined by relative frequencies of obsidian from the corresponding source. Since
Brainerd-Robinson dissimilarity defines a pseudometric in that space (Shuchat,
1984), metric MDS is suitable to obtain a two-dimensional representation in
which Euclidean distances most closely resemble Brainerd-Robinson dissimilarities with respect to a certain error function. There are two main advantages
of this approach compared to the analytic process used by Golitko et al. (2012):
1. The entire data set is utilized, rather than a binarization obtained from
thresholding.
2. The solution is essentially unique: unlike a spring layout, it does not
change with every execution.
As a graph layout technique to be used in visualization, however, metric MDS is
inferior in the representation of small dissimilarities, due to the strong influence
of large dissimilaries. An alternative appraoch is distance scaling (Gansner
et al., 2005), which is the use of non-metric MDS (Kruskal, 1964) for graph
layout, and can be viewed as a special type of spring-embedder with springs
of various length (Kamada and Kawai, 1989). The objective is to minimize a
so-called stress function

X

1

d LL (i; j)2
i;j∈L t

`

´2
||pi − pj || − dtLL (i; j) ;
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which quantifies the representation error of layout coordinates pi ∈ R2 , i ∈ L,
with respect to the given distances. Note that the inverse squared weights deliberately reduce the contribution of errors in the representation of large dissimilarities. Iterative optimization of this function is sensitive to local minima as well
but becomes more robust when initialized with coordinates obtained from metric
scaling (Brandes and Pich, 2009). Therefore, we propose to determine coordinates for sites based on a metric scaling of Brainerd-Robinson dissimilarities,
and subsequently increase the influence of local details by subjecting these coordinates to stress minimization afterwards. In the remainder of the chapter, we
refer to this method simply as the MDS approach.

4.3.1

Incorporating sources

As an extension of the MDS approach, we propose to add the principal axes
of the dtLL -space (the multi-dimensional space used in the MDS computation)
to the transformed Euclidean space of the representation (the two-dimensional
figure). The dtLL -space is defined by the five different material sources. Adding
them to the layout provides us with visual landmarks that make it easier to interpret the rest of the network. This can be achieved by adding an artificial
site location lc for each obsidian source c ∈ C to the data, using degenerate
frequencies Dlc ;t;· , where we set

(
Dlc ;t;c 0 =

1; if c = c 0
0; otherwise.

(4.8)

Each source thus represents a site that contains 100% of its own obsidian, but
no obsidian from other sources. We apply the MDS approach described above
to this extended data set. In the resulting visualizations, the source locations
can be seen as landmarks that aid the interpretation of the results. They can
be considered as the fixed points of a frame that repels or attracts (depending
on their assemblages) the actual site locations.

4.4

Results and evaluation

Our replications of the original results using the three steps described in Section 4.2.1 are shown in Figures 4.3a - 4.6a. We again scaled node sizes logarithmically and used colours corresponding to geographical zones.
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The visualizations in Figures 4.3b - 4.6b are the result of applying the MDS
approach described in Section 4.3 to the dissimilarity networks dtLL of the four
periods. To display relative magnitudes, line thickness and intensity of the edges
correspond inversely to dissimilarity values dtLL , i.e., a thicker and darker line
represents a higher similarity.
The images in Figures 4.3c - 4.6c show the results of applying the MDS approach after adding the sources, as described in Section 4.3.1. The source
locations are coloured red and have capitalized labels.

4.4.1

Comparison

As suggested by Golitko et al. (2012), we assume that small distances between
sites in the layout indicate that these sites participated in similar routes of transportation. The present analysis mostly retains the large-scale positioning found
in the previous approach and continues to offer support for an increasing connection of Maya area sites to coastal routes of transportation from the Classic
period onwards. Additionally, the deterministic and more accurate graphical
representation of the data allows interpreting node positions on a level of detail
that was avoided in the original publication. However, the analysis is still highly
limited by the sample size, as many individual nodes in the actual prehistoric
transportation system are omitted. We find that in some cases the proposed
MDS approach results in a layout where geographically proximal sites are close
to each other, which supports the assumption that there exists a relation between Brainerd-Robinson and geographical distances. In the following, we discuss these observations in more detail for each period.
Classic (Figure 4.3) − In the proposed MDS approach we find that sites along
the Belizean coast are positioned in a way that more closely respects
their geographical relationships. Examples supporting this observation
include the identical positioning of Moho Cay and Chac Balam, both located on the Belizean Caribbean coast, and Ek Xux and Uxbenka, which
are proximal sites in southern Belize. In the original spring-embedded
graphs these sites did not appear to be much more similar to one another than to most of the rest of the central Maya area. The level of
detail guaranteed by the MDS visualization may allow for a suggestion of
particular inland routes up river drainages in Belize such as the relationship between Ek Xux-Uxbenaka-Chan-Tikal, which could suggest a route
through southern Belize and around the Maya mountains to more inland
sites on the Belize-Guatemalan border.
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Terminal classic (Figure 4.4) − The overall structure of both networks for the
Terminal classic period is roughly similar, although the retention of weaker
links suggests connections between the site of Huanacastal (Soconusco
region) and sites further north in the Guatemalan Highlands and along
the Belizean coast, possibly reflecting the location of Huanacastal at
the Pacific end of a riverine path through the highlands ending near
the Belizean-Honduran border. A direct link between Isla Cerritos and
Chichén Itzá and Copan (a probable access point of IXT obsidian) is
retained while keeping the distinct clustering of northern Yucatan sites
intact. This is consistent with our interpretation of increasing importance
of trade along the eastern coast of Belize that would have linked Copan
(exporting IXT obsidian) with Chichén Itzá, a major center of distribution
for obsidian and the key bridge between central Mexico and the Maya
area during this time (Golitko and Feinman, 2015). In contrast, doing the
same with the spring-embedder and threshold results in little interpretable
structure across the study area. As for the Classic period, proximal sites
such as Labna and Xkipche (northern Yucatan) that appear relatively far
apart in the spring-embedder approach are positioned close to each other
in the MDS-based representations.
Early and Late postclassic (Figure 4.5 and 4.6) − The limited number of sites
available makes any differences in structure less evident for the Early
postclassic period. However, the new visualization places Xelha and
Colha, two sites located along the eastern Yucatan coast, in close proximity, and further away from the nearby site of San Gervasio. This constitutes a better representation of the differences in assemblages present
among these particular sites. In contrast, the original spring-embedder
visualization places these sites equidistant from one another. This may
suggest variable routes of supply along the Yucatan coast during this
time period. Node positioning in the Late postclassic period seems more
related to geographical locations when compared to the same data visualized using the spring-embedding algorithm. For instance, regional clustering is more evident for Highland Guatemalan sites, particularly those
connected to the SMJ source. The role of the coastal sites Laguna de
On and Caye Coco in linking northern Yucatan to the rest of the study
area is far more evident in the new visualization. This is an expected feature of the network structure, given knowledge of geography and probable
routes of movement in eastern Mesoamerica, which further demonstrates
the likely importance of coastal Yucatecan sites in obsidian transport.
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(c) MDS with sources
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Figure 4.3: Network layouts for the Classic period (∼AD 250/300-800) computed by springembedding (left, reproduction of the result by
Golitko et al. (2012)), multidimensional scaling
(middle), and multidimensional scaling including the obsidian sources (right). Node sizes
correspond logarithmically to the number of objects found at a site for this period, colours correspond to geographical zones after Adams and
Culbert (1977). For the MDS pictures, link width
and intensity correspond to similarity.

obsidian
source
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(c) MDS with sources
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Figure 4.4: Network layouts for the Terminal
Classic period (∼AD 800-1050) computed by
spring-embedding (left, reproduction of the result by Golitko et al. (2012)), multidimensional
scaling (middle), and multidimensional scaling
including the obsidian sources (right). Node
sizes correspond logarithmically to the number
of objects found at a site for this period, colours
correspond to geographical zones after Adams
and Culbert (1977). For the MDS pictures, link
width and intensity correspond to similarity.
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(c) MDS with sources
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Figure 4.5: Network layouts for the Early Postclassic period (∼AD 1050-1300) computed by
spring-embedding (left, reproduction of the result by Golitko et al. (2012)), multidimensional
scaling (middle), and multidimensional scaling
including the obsidian sources (right). Node
sizes correspond logarithmically to the number
of objects found at a site for this period, colours
correspond to geographical zones after Adams
and Culbert (1977). For the MDS pictures, link
width and intensity correspond to similarity.
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(c) MDS with sources
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Figure 4.6: Network layouts for the Late Postclassic period (∼AD 1300-1520) computed by
spring-embedding (left, reproduction of the result by Golitko et al. (2012)), multidimensional
scaling (middle), and multidimensional scaling
including the obsidian sources (right). Node
sizes correspond logarithmically to the number
of objects found at a site for this period, colours
correspond to geographical zones after Adams
and Culbert (1977). For the MDS pictures, link
width and intensity correspond to similarity.

obsidian
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4.4.2

Evaluation

In the following, the qualitative insights into the case study above are backed by
more quantitative evidence on threshold sensitivity and the accuracy of distance
representation in the different network layouts. We are interested in how well
distances in a layout represent the input distances obtained via the BrainerdRobinson index. Since the previously used spring-embedder approach involves
thresholding and binarization, we also want to assess the representation error
introduced in these preprocessing steps prior to the layout computation. For
each period we therefore compute

• the target matrix dtLL of Brainerd-Robinson distances (referred to in the
remainder of this section as target matrix),

• an MDS layout computed based on that matrix,
• filtered versions of that matrix for thresholds including and above the one
defining the mini-max graph (referred to in the remainder of this section
as filtered matrices),

• binarized versions of the filtered matrices (referred to in the remainder of
this section as filtered-and-binarized matrices),

• spring-embedder layouts of the graphs computed based on the filteredand-binarized matrices,

• and all-pairs shortest-paths (APSP) distance matrices (i.e. a matrix that
contains for every pair of sites the length of the shortest path between
them in the network) for both the filtered and the filtered-and-binarized
matrices.
To avoid testing on the inherent optimization criterion of MDS itself, the stress
from Equation 4.7, we compute the representation errors as follows. For the
layouts (MDS and spring-embedder), we compare the target matrix of BR distances to the Euclidian distances in the layout. For the reduced networks (filtered and filtered-and-binarized matrices), we compute the APSP distance matrix (to obtain shortest-path distances for the node pairs that no longer have a
direct link) and compare that to the target matrix. In both cases, we quantify the
error using the root-mean-square error (RMSE), which is defined as

s
RMSE (d; dtLL ) = min
¸

X`
´2
1
·
¸ · d(i; j) − dtLL (i; j) ;
2
|L|
i;j∈L
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where distances d(i; j) for i; j ∈ L are either the Euclidean distances in a
layout or the distances in the APSP matrix, and ¸ ensures that differences are
independent of scale.
In Figure 4.7, representation errors are shown as a function of the degree to
which the original data has been distorted. The x -axis is defined by the threshold values below which edges have been filtered out. Note that since we deal
with distances rather than similarities here, a low threshold value results in many
edges being filtered out, whereas a high threshold value means most edges are
kept. RMSE scores are mapped onto the y -axis.
Since the proposed MDS approach uses the complete, non-transformed BR
distance matrix, it is independent of the threshold. The mismatch between distances in the layout and the desired distances is therefore depicted as a straight
line (dark orange). The matrix of shortest-path distances in filtered networks is
an indication of the error introduced by thresholding (light orange). For the minimum threshold that leaves the network connected, this error is even larger than
the one introduced by the MDS layout. The more of the original matrix is retained, i.e., the higher the threshold, the closer the shortest-path distances are
to the distances in the target matrix.
Similar to the error introduced by thresholding, the error introduced by thresholding and binarization (light blue) is computed by comparing the shortest-path
distances in the resulting matrix to the original BR distance matrix. Here, the
trend is reversed because binarization of increasingly complete matrices yields
graphs with increasingly large and dense clusters, in which there is low variation in distances. Spring embedding of these graphs (dark blue) introduces
further distortion because these distances cannot be represented accurately in
two-dimensional layouts. Moreover, there is a degree of randomness in springembedding. The figures reflect this randomness by showing the distribution of
representation errors rather than a single value for the spring-embedder layouts.
The experiment clearly shows that MDS yields more accurate representations
compared to the spring-embedder layout for any threshold. Although springembedder methods actually perform best near the lowest possible threshold
value, the representation error can be strongly reduced by avoiding the transformation and applying MDS directly to the full BR distance matrix.
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Figure 4.7: Representation error of distances in MDS (dark orange) and spring-embedder layouts (dark blue), and of distances incurred
by filtering (light orange) and filtering and binarizing (light blue) BR distances for threshold values at which connectivity is maintained.
The spring-embedder was run 25 times on each graph and the distribution of RMSE scores is indicated by a dot for the median and
vertical lines connecting the minimum and maximum value with the first and third quartile.
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4.5

Conclusion

We proposed to use valued graph representations and MDS techniques to visualize archaeological similarity networks. These do not incur the information
loss from quantization that is unavoidable for visualization techniques requiring
binarized network data. Unlike many other spring-embedder approaches, properly initialized stress minimization yields interpretable layouts rather reliably and
is less prone to layout artefacts.
As a result, network layouts based on non-distorted original data can be interpreted with higher confidence and in more detail. In the case study re-analysis,
we observed, in particular, that for many sites the association between geographical and layout distance was actually stronger than suggested by previous
visualizations. Assuming that geographical distance is reflected in the distribution of obsidian, this adds further evidence to the proposition that the MDS
method we introduced represents these data more accurately. Our quantitative
experiments also corroborate this observation.
The additional modification of incorporating sources as artificial sites throughout
the process yields even more informative visualizations. The relative frequencies of obsidian at a site can be inferred qualitatively from the position relative
to sources. As part of the network, the sources also exert an influence on the
relative positioning of sites.
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Visibility studies have a long tradition in archaeology, and since the emergence
of geographic information systems (GIS) in the 1990s the number of possibilities and applications has grown rapidly. In the context of archaeological visibility
studies, the term visibility is used to refer to the past cognitive and perceptual
acts of seeing and looking, in the spatial context of the inhabited landscape
(Wheatley and Gillings, 2000). Visibility studies are typically concerned with
questions about how the visibility of both human-made and natural features
in the landscape influenced the actions of people in the past, for example in
how they moved through the landscape or where they built new structures. In
a review of the history of visibility studies in archaeology, Lake and Woodman
(2003) identify three types of (non-GIS) visibility studies: informal studies, statistical studies, and humanistic studies. While informal studies are largely based
on commonsense interpretation of unsystematic observations regarding visibility, statistical studies are more concerned with quantification and deductive
inference. An early example of a statistical visibility study is the work by Barnatt
and Pierpont (1983) on the function of stone circles. The authors compared
the view from locations of stone circles with the view from all other locations
on a 100 m-resolution grid over the landscape, a method called background
sampling. The results showed that it is unlikely that the stone circles were
placed at locations with particular visibility properties by chance. Humanistic
approaches, strongly influenced by Tilley’s work on landscape phenomenology,
seek to “understand the long-term relationship between people and features of
the landscape” informed by the “symbolics of landscape perception and the role
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of social memory in the choice of site location” (1994, p. 1-2). As pointed out by
Lake and Woodman, it is perhaps not surprising that visibility plays a major role
in approaches focused on how people in the past experienced the landscape:
“whereas prehistoric smells and sounds are long lost, the topographic skeleton which is a substantial determinant of visibility is often little altered” (2003,
p. 692).
An important concept in visibility-based approaches is the viewshed: the area
that is visible from a specific vantage point. In GIS-based approaches, viewsheds can be computed based on a digital elevation model (DEM) representing
the topography of the area. Total viewsheds are generated by computing the
viewsheds for all cells of the DEM and adding them up (Llobera, 2003; Llobera
et al., 2003). Each cell in a total viewshed has a visual property value: a value
representing the number of other cells that can see this cell (views-to viewshed)
or that can be seen from this cell (views-from viewshed). Total viewsheds offer
a representation of the visual properties inherent in a landscape based on its
topography. Figure 5.1 illustrates the computation of visibility based on a DEM.
The figure makes clear that, due to the height of the observer, the views-to and
views-from viewshed are not necessarily identical. As shown in the upper part
of the figure, an observer in location A can see location C but not location B.
Conversely, as shown in the lower part of the figure, an observer in location B
can see location A, whereas an observer in location C cannot see location A.
The archaeological potential of total viewshed analyses has been apparent
since the late 1990s (e.g. Lake et al., 1998), but two main issues appear to

observer
line

A

of sig

ht

B
not visibile

A

B

Digital Elevation Model (DEM)

C
visibile

DEM resolution

A

C

B

C

Figure 5.1: Computation of visibility based on a digital elevation model (DEM). Due to
the height of the observer, visibility relations are not symmetrical.
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have impeded the utilization of this potential: the required computation time
and the tendency among archaeologists to use total viewsheds to study a limited set of hypotheses only. The first issue has now been all but overcome.
Computing technology and open-source software that enable the creation of total viewsheds on acceptable spatial resolutions within realistic timeframes are
commonly available (e.g. Čučković, 2016). The second issue refers to the fact
that the vast majority of GIS-based visibility studies in archaeology focus on
computing the area that is visible from a single point (or a set of such points)
in the landscape, thereby exploring only one among a vast number of ways in
which visibility could have structured space and affected past human behaviour.
This issue is now being addressed through an increasing number of approaches
that explicitly set out to represent and explore more diverse archaeological hypotheses. Two notable examples are the concepts of the visualscape (e.g.
Llobera, 1996, 2003) and the affordance viewshed (e.g. Gillings, 2009, 2012). A
number of GIS-based techniques and applications have been developed to operationalize these concepts, or variants of them, for exploring different hypotheses (e.g. Eve and Crema, 2014; Gillings, 2015b; Paliou et al., 2011). However,
most of these still focus on comparing the visual properties of specific locations,
rather than on studying locations within their local area setting. A notable exception is the work on visual prominence by Llobera (2003), which takes an
explicitly neighbourhood-based approach.
In this chapter, we propose a new approach to the analysis of total viewsheds
that we have termed Visual Neighbourhood Configurations (VNCs). VNCs offer a way to formally express and evaluate hypotheses about patterns in the
visibility properties of a location in the landscape and the area immediately surrounding it (the neighbourhood of this location). Section 5.1 provides a brief
review of related work on GIS-based analysis of visibility properties. The construction and evaluation of a VNC are described in detail in Section 5.2, where
we also present a user-friendly tool that can be used to conduct VNC analyses.
In Section 5.3, we illustrate the application of VNCs with an archaeological case
study, in which we revisit and extend a study by Gillings (2015b) on the visual
properties of the standing stone settings of Exmoor, United Kingdom. For a
further use case of the VNC approach, we refer the reader to a recent visibility study in the setting of pre-Columbian East-Guadeloupe (Brughmans et al.,
2017b), which we will not discuss in detail here.
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5.1

Theoretical background

In recent years, the more theoretically informed GIS-based analysis of the visual properties of landscapes and how they might have affected past human
behaviour has focused on the study of entire landscapes. There are many
terms for the body of techniques to perform such analyses: visibility fields (Eve
and Crema, 2014), affordance-viewsheds (Gillings, 2009), complete-cumulative
viewshed analysis (Lake et al., 1998), visualscapes (Llobera, 2003), and total/inherent viewsheds (Llobera et al., 2003) to name but a few (Gillings, 2017,
p. 122-123).
Perhaps the most ambitious of these has been the notion of the visualscape as
“the spatial representation of any visual property generated by, or associated
with, a spatial configuration” (Llobera, 2003, p. 30). This definition is purposefully abstract and generic, as it aims to provide an umbrella term for approaches
that seek to study the visual structure inherent in an environment. In contrast,
affordance viewsheds are more targeted, stressing the way in which specific
visual dispositions (e.g. exposure, concealment, surveillance) only emerge relationally, through specific human-landscape engagements. Rather than latent
or inherent, the specific visual properties of a location “manifest themselves in
the context of this specific activity and assemblage of actants; the same location
may afford very different properties to individuals or animals bound up in other
tasks and doings” (Gillings, 2015b, p. 2).
Despite differences in their respective heuristic ambitions and the assumptions
that underlie them, with the exception of Lloberas method for visual prominence,
the techniques operationalizing these concepts have focused heavily on the
study of the visual properties of discrete locations rather than how these properties are related to those of locations in their immediate vicinity. This is evident
in the way in which the results of viewsheds are most commonly discussed,
based on observations like “location x is visible from n other locations”. Total
viewshed results are likewise explored by identifying blocks of discrete locations
with high or low visibility, and by counting the number of features of research interest (usually human-made structures) located in these areas. This approach
is very sensitive to the specific viewshed results at the locations of research
interest. In archaeological visibility studies, these locations are often partly arbitrary: a specific point location is selected to represent a human-made feature,
coinciding with a specific cell in the DEM. This approach is used despite the
fact that it does not befit a number of assumptions commonly formulated in
such studies. For example, the human-made feature is larger than this cell, an
observer would be able to move outside the area of the cell, and the observer
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has experience and knowledge of the visual properties of a larger area. The
total viewshed results for this cell will also be highly sensitive to the elevation
value of the cell in the DEM and those of the cells immediately surrounding it.
This issue is recognized and is often addressed by representing human-made
features as polygons, such as the boundaries of a site extent, or by qualitatively
interpreting the viewshed result of locations of research interest alongside those
immediately surrounding it. It is notable that in the latter case, it is often the
wider spatial context that is emphasized. For example, viewpoints are said to
occupy highly visible parts of the landscape or are said to have been placed in
areas that offered expansive views.
The new method we propose in this chapter incorporates the broader area
around a given viewpoint formally, which has the benefits of (1) allowing for
the expression of a more diverse range of spatial configurations that capture
hypothesized ways in which the relationship between a location and its immediate surroundings matter with respect to their visual properties, and (2) allowing
for the modification and refinement of the variables used to express these configurations in a formal and controllable way. Our method facilitates the formal
representation and exploration of a wide range of hypotheses concerning the
structuring of space through visual patterning, and how this may have affected
past human behaviour.

5.2

Visual Neighbourhood Configurations

As noted, viewshed results are most commonly interpreted on a location-bylocation basis through a qualitative comparison of the results of individual locations with those in their immediate surroundings. However, the visual properties of the area surrounding a specific location are often more relevant to an
archaeological theory than those of the location itself. Consider, for example,
the assumption that settlements are preferentially located in parts of the landscape which are highly visible. For the evaluation of this assumption, it is not
necessarily the visibility of the exact location of the settlement that is important,
but rather the overall visibility of the area in which it is embedded. We propose
Visual Neighbourhood Configurations (VNCs) as a way to formally express hypotheses about the way in which a particular visual property structures space
in a small area.
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5.2.1

Intuition

A VNC specifies the size and shape of the surrounding area (the neighbourhood) that is taken into account when analysing a specific location (the focal
location). A structure, subdividing the neighbourhood into smaller areas for
which different visual properties are assumed, and expected visual property
values for specific locations within the neighbourhood can also be incorporated
into the VNC to explore more complex assumptions. Subsequently, a total viewshed of the study area can be analysed with respect to the VNC, computing for
each location a value that reflects the visual properties of the neighbourhood.
Archaeological assumptions can then be evaluated by comparing the resulting
values of the locations of known settlements or other archaeological features
to those in areas where no such features are located. Figure 5.2 shows an
overview of the full process.
Consider for example the assumption that settlements are located in areas that
are not very visible, but close to areas that are highly visible. A VNC can be created that expresses this spatial distribution of low visibility directly surrounding
a focal location and higher visibility in areas nearby. Analysing a total viewshed
with respect to this VNC reveals for each location how well it fits that assumption. This result can be used to evaluate whether settlements are indeed found
in locations that fit the assumption better than other locations.

bad ﬁt
to hypothesis

DEM

Visual
Neighbourhood
Conﬁguration

Total
viewshed

good ﬁt
to hypothesis

Resulting raster

Figure 5.2: Overview of the VNC approach. A total viewshed is computed based on
a digital elevation model (DEM) and evaluated with respect to a visual neighbourhood
configuration (VNC). The resulting raster shows how well each cell fits the hypothesis
expressed in the VNC.
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5.2.2

Definition

A Visual Neighbourhood Configuration (VNC) defines which locations li belong
to the neighbourhood Nf = {l1 ; : : : ; ln } of a focal location lf . In addition to
the shape and size of the neighbourhood, the VNC also specifies a structure: a
subdivision of the neighbourhood into multiple areas or groups for which different visual properties are assumed. Depending on the evaluation method used
(see Section 5.2.3), expectation values may be specified for each of the groups.
Size – The selection of an appropriate neighbourhood size depends entirely
on the researcher’s theoretical assumptions. It is often useful to explore
a range of different sizes in order to examine the sensitivity of the results
to changing neighbourhood size.
Shape – In theory, any subset of cells around a focal location can be defined
as the neighbourhood, which means a neighbourhood can have any desired shape. However, since assumptions about visibility often concern
an area within a certain distance from the focal location, a circle around a
focal location is the most straightforward and intuitive shape. In that case,
the radius of the circle expresses the size of the neighbourhood.
Structure – The neighbourhood contains all locations that are considered relevant to the focal location, but they may not all play the same role in
the archaeological assumption that is being expressed. Therefore, the
VNC can contain different subgroups of locations for which different visual properties are expected; some examples are shown in Figure 5.3.
The simplest structure is a uniform VNC, where the same visual property
value is expected for all cells, as illustrated in Figure 5.3a. Alternatively,
one can specify distance bands (see Figure 5.3b), a gradual increase
or decrease of visibility with increasing distance from the focal location
(see Figure 5.3c), or wedges with varying visual properties in different
directions from the focal location (see Figure 5.3d).
Expectation values – To express the different visual properties assumed for
the different groups in the VNC structure, we can assign an expectation
value to each group. In the expectation-based evaluation methods (see
Section 5.2.3), each cell in the actual neighbourhood of a focal location
is then compared to this hypothesized value to compute how well the
location matches the assumption expressed by the VNC with expectation
values. Expectations should be expressed on a scale from 0 to 1, where
0 corresponds to the lowest visual property value occurring in the study
area, and 1 corresponds to the highest visual property value.
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(a) Uniform

(b) Distance bands

(c) Gradual change

(d) Wedges

Figure 5.3: Examples of neighbourhood structures

Various (archaeological) assumptions about the way in which visibility structured space can be expressed in terms of a VNC. The expression and testing
of hypotheses in this way form the focus of the analysis presented here. As
an example, consider the assumption that rock-art sites were located in places
that have low visibility, but are within short distance of locations with high visibility. This hypothesis can be expressed as a VNC as shown in Figure 5.4. The
neighbourhood radius is set to 100 m, with a structure consisting of two distance bands around the focal location lf . An expectation value of 0 (the lowest
possible visual property value) is assigned to the focal cell and distance band
A (locations within 50 m from lf ), corresponding to the assumption that the site
location and its immediate surroundings have low visibility. The assumption that
there are locations with high visibility within a short distance of the site location
is expressed by assigning an expectation value of 1 (the highest possible visual
property value) to distance band B (locations 50-100 m removed from lf ).
As this example shows, the visual neighbourhood configuration is an expression
of the extreme state of an assumption. The hypothesis can now be evaluated
by computing for each location in the study area how well it fits this assumption.
The evaluation method (RMSE, see Section 5.2.3 for details) assigns each location a value between 0 and 1, where 1 represents a perfect fit to the configuration and 0 represents the exact opposite of the configuration (i.e., the lowest
visual property values where there should be the highest). Based on this result,
one can check whether known tombs and rock-art sites are indeed located in
areas that fit the assumption better than other locations. A key benefit of using
VNCs is that the expectations following from our hypotheses of the way visibility
structures space are formally expressed. Therefore, this technique lends itself
very well to hypothesis testing and communication: what spatial distribution of a
visual property do we expect to see if the hypothesis is true, what do we expect
if it is the exact opposite, and how do these compare with the actual distribu132
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B

A
lf

distance band B
50-100 m

distance band A
0-50 m

focal cell
expectation value
neighbourhood
radius
100 m

0
0
1
excluded

Figure 5.4: Example of a Visual Neighbourhood Configuration (VNC)

tion? Although the use of formal expressions of hypotheses is ubiquitous in
the natural sciences, it is not yet common practice in GIS-based visibility studies in archaeology (for notable exceptions, see Eve and Crema, 2014; Gillings,
2015b, 2009; Llobera, 2007).

5.2.3

Evaluation methods

VNCs can be operationalized by using one of the following methods to evaluate the neighbourhood of each cell in the study area. All evaluation methods
return a viewshed where each location li has the value computed for the neighbourhood with li as the focal location. Archaeological assumptions can then be
evaluated by comparing the values of locations of sites or other archaeological
features with the values in areas where no known sites are located.
The computations and interpretations of values in this section are based on
the assumption that the input total viewshed raster is normalized, containing
only values between 0 and 1. The visual property values are normalized by
mapping the highest value occurring in the study area to 1, and the lowest
value occurring in the study area to 0. The intermediate values are scaled to
this range. For focal locations close to the border of the study area, some cells
of the neighbourhood might fall outside of the study area, as illustrated in Figure
5.5. To ameliorate the edge effects resulting from this, the computation for these
focal cells considers only the part of the neighbourhood that is inside the study
area, and the neighbourhood size is decreased accordingly. To avoid edge
effects altogether, however, a band of cells of the same width as the radius of
the neighbourhood (the dark grey cells in Figure 5.5) should be removed from
the results.
133

Chapter 5. Visual neighbourhood configurations

Neighbourhood

Total viewshed of study area
lf

cells outside the
study area

cells subject to
edge effects

Figure 5.5: Focal cells close to the border of the study area are subject to edge effects
because part of their neighbourhood falls outside of the study area.

Average visibility – Perhaps the simplest assumption to test is that the visibility in the neighbourhood is high or low. This assumption can be checked by
computing the average visual property Vavg of each focal location lf , which is
defined as the mean of all visual property values in the neighbourhood:

Vavg (lf ) =

X v (li )
;
|Nf |

(5.1)

li ∈Nf

where Nf = {l0 ; : : : ; ln } is the neighbourhood of focal location lf and v (li ) ∈
[0; 1] is the normalized visual property value of cell li . The resulting value indicates whether a location is positioned in an area of very high visibility (values
close to 1) or in an area of very low visibility (values close to 0).

Visual prominence – The average visibility can be used to compute the visual prominence value as first proposed by Llobera (2003). The visual prominence Vprom of a focal location lf is defined as the difference between the visual
property value of the focal location and the average visibility in the neighbourhood:
Vprom (lf ) = v (lf ) − Vavg (lf ) ;
(5.2)
where v (lf ) ∈ [0; 1] is the normalized visual property value of focal location
lf . The visual prominence value indicates whether the focal location is much
more visible than its surroundings (values close to 1), much less visible than its
surroundings (values close to -1), or has a visual property value very similar to
its surroundings (values close to 0).
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Extreme values – Rather than the overall values in a neighbourhood, one
could also assume it is the minimum or maximum visual property value in the
neighbourhood that is important. The minimum visual property value Vmin and
the maximum visual property value Vmax of a focal location are defined accordingly:
Vmin (lf ) = min {v (li )} ;
(5.3)
li ∈Nf

and

Vmax (lf ) = max {v (li )} ;
li ∈Nf

(5.4)

where Nf = {l0 ; : : : ; ln } is the neighbourhood of focal location lf and v (li ) ∈
[0; 1] is the normalized visual property value of cell li . In addition, one can
consider the range of visual property values present in a neighbourhood:

Vrange (lf ) = Vmax (lf ) − Vmin (lf ) :

(5.5)

A range close to 1 indicates a neighbourhood where both very high and very low
visual property values are present. A range close to 0 indicates a neighbourhood with very little variation in visual property values, regardless of whether
they are high or low.

Group-based analysis – The analyses above are based purely on the size
and shape of the neighbourhood. If the VNC has a non-uniform structure, such
as a subdivision into multiple distance bands or wedges, one can compute the
visual property values in each of the groups and compare them. These analyses do not return a visual property value but indicate the group or groups
containing the optimal value. Our method includes the following group-based
analyses:

• Gminavg returns the group with the lowest Vavg .
• Gmaxavg returns the group with the highest Vavg .
• Gminval returns the group containing Vmin .
• Gmaxval returns the group containing Vmax .
• Gminrange returns the group with the lowest Vrange .
• Gmaxrange returns the group with the highest Vrange .
If the same value occurs in multiple groups, the method returns an ordered
string of all groups that contain this value.
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Expectation-based analysis – When expectation values are specified for the
different groups in the VNC, one can analyse how well the actual neighbourhood
of a focal location matches the expected values. We propose two expectationbased methods: Global RMSE and Grouped RMSE. For both these methods,
the output values indicate the difference between the expected values and the
real visual property values in the neighbourhood. A high value (close to 1)
indicates a large error, which means this location does not fit the assumption
well. A low value (close to 0) indicates a good fit: the visual property values in
the neighbourhood of this location are very similar to the expected values.

Global RMSE – The root-mean-square-error (RMSE) is a difference measure that can be used to compute the deviation of the observed visual property
values in the neighbourhood from the expectation values of a VNC. For a given
expected neighbourhood configuration Nexp , the resulting RMSEglobal of a focal
location lf is defined as follows:

v
uX
2
u
(v (li ) − vexp (li ))
RMSEglobal (lf ) = t
;
|Nf |

(5.6)

li ∈Nf

where vexp (li ) is the expected value of location li as expressed in Nexp . For
each cell in the neighbourhood, the difference (or error) between the expected
and real value is computed and squared, the mean of these squared errors
is computed, and the square root of that is returned. Conceptually, computing
RMSEglobal with a uniform expectation value of 0 or 1 is very similar to computing
Vavg , as both can be used to evaluate whether the overall visibility in the neighbourhood is high or low. However, the RMSE is a more sophisticated measure
with more nuanced results: many different configurations that have the same
average result in a different RMSE. On the other hand, Vavg has the benefit that
the resulting values are visual property values, which makes the result easier to
interpret.

Grouped RMSE – The RMSE method described above weighs each location in the neighbourhood equally when computing the error. For assumptions
which are related to VNCs with a structure in which the groups have different sizes, such as distance bands, this distorts the outcome: distance bands
further from the focal location contain more locations, and would thus have a
bigger impact on the result. The Grouped RMSE analysis counteracts this effect by computing the RMSE for each group separately and taking the average
136

5.3. Case study

of the outcomes. For a partitioned neighbourhood Nf = {Nf ;1 ; : : : ; Nf ;k }, the
resulting RMSEgrouped is defined as:
RMSEgrouped (lf ) =

RMSE(lf ; Nf ;1 ) + : : : + RMSE(lf ; Nf ;k ))

k

;

(5.7)

where RMSE(lf ; Nf ;i ) is the RMSE for focal location lf considering only locations in partition Nf ;i of the neighbourhood. Note that this method can be used
for more than just distance bands: the neighbourhood can be partitioned into
any kind of groups that should be weighted equally.

5.2.4

Implementation and Software

To facilitate the use of the VNC method in practice, we introduce the VNC Analysis Tool, an application that implements the creation of Visual Neighbourhood
Configurations, assigning expectation values, and all evaluation methods as described above, through a user-friendly visual interface. The VNC method was
implemented in R, which provides both efficient computation methods and extensive options for the graphical display of data. Because R scripts can be
tedious to work with for the average user, a graphical user interface was created using the R Shiny package for more convenient access to the settings and
parameters. The tool can be downloaded from Github (Van Garderen, 2017),
including an extensive user manual written with an archaeological audience in
mind (Brughmans et al., 2017a).

5.3

Case study

To illustrate the use of the VNC approach, we revisit and extend two analyses
of the total-viewshed study of the standing stone settings in Exmoor, United
Kingdom, carried out by Gillings (2015b). In addition, a third analysis was designed specifically to illustrate the unique functionality of the VNC approach. In
this analysis, we explore a previously unstudied aspect of the Exmoor standing
stone settings. The focus of the original study was a group of unusual prehistoric standing stone monuments that are characterized by the small stones
(20-30 cm high) that were used to create them. Five standing stone settings
were studied: Lanacombe I (L-I), Lanacombe II (L-II), Lanacombe III (L-III),
Lanacombe IV (L-IV), and New Trout Hill (NTH) (see Figure 5.6).
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Figure 5.6: Digital elevation model (left) and height map (right) of the study area. The
dotted line indicates the 6,880 m buffer around the study area that was used to avoid
edge effects in the computation of the total viewsheds − figure created in collaboration
with Tom Brughmans.
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Figure 5.7: Total viewsheds of the study area, based on the DEM in Figure 5.6 − figure
created in collaboration with Tom Brughmans.

138

5.3. Case study

Described as unspectacular and difficult to find by Grinsell (1970, p. 47), the
fugitive nature of these structures has coloured interpretations of them, their
hidden character being seen as both deliberate and meaningful (e.g. Gillings,
2015a; Tilley, 2010). The study sought to interrogate the specific interpretation
that these monuments marked hunting locations, as well as to explore more
thoroughly the sense of concealment that accompanies them (Gillings, 2015b).
This was implemented through an analysis of their landscape positions using
total viewsheds, in an attempt to determine whether the elusive character of
these monuments was purely a consequence of the diminutive stones used
to create them, or whether it was reinforced by a deliberate choice of hidden
locales within which to erect them.

5.3.1

Data

Stone setting positions were recorded in the field by Gillings using survey grade
differential GPS. The total viewsheds used here as input data for the VNC approach were constructed on the basis of Ordnance Survey Landform Profile
DTM data (Ordnance Survey, 2012), which has a 10 m horizontal resolution, a
vertical precision of 0.01 m and a vertical accuracy of ± 2.5 m. It is interpolated
from 5 m interval contour data taken from 1:10,000 scale mapping. A series
of baselines for the analyses discussed below was obtained by re-running the
original analyses on a smoothed version of this original DEM. The smoothing
was intended to address a noted shortcoming of the original analysis by ameliorating the highly visible effects of contour artefacts in the source DEM used
to generate the visibility products (e.g. Gillings, 2015b, Figures 3, 7, 15-17). A
smoothed version of the original DEM was created using focal statistics in ArcGIS 10.4.1 with a circular five-cell window. This threshold was selected after
experiments with a range of smoothing windows, using a derived slope layer
to visually judge when an appropriate balance had been reached between the
removal of contour-artefacts and loss of critical topographic detail. A series of
vector viewpoints were derived from the DEM, with a viewpoint placed at the
centre of each of the 10 m raster grid cells falling within the designated study
area. The extent of the DEM used in the visibility calculations was established
by extending the study area with a buffer the size of the maximum viewing distance (6,880 m). This buffer ensures that edge effects are avoided in the total
viewshed. The total viewshed analyses were run in ArcGIS 10.1 SP1, using
bespoke Python scripts. The resulting views-to and views-from total viewsheds
are shown in Figure 5.7.
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5.3.2

Analysis A: Hidden places

The first analysis offers a different method for carrying out Gillings’s (2015b)
‘Analysis 1: Hidden places?’, which sought to identify those parts of the overall
study area that offered the lowest chance of being seen (i.e. were least visible)
(Gillings, 2015b, p. 4). The original total viewshed analysis was carried out
on a cell-by-cell basis, to generate a times-seen raster layer, i.e. each cell in
the resultant views-to total viewshed encoded the number of other cells in the
analysis region from which it could be seen. Once generated, this views-to total
viewshed was visually evaluated in relation to the known locations of prehistoric
settings by considering the upper- and lower-quartiles as the least and most
hidden locations respectively.
To implement this and all other analyses below as a VNC requires: a) the establishment of a size and shape for the neighbourhood; b) a spatial distribution
of visual property values; c) the selection of appropriate evaluation methods.
Regarding the first of these factors, three values could be utilized in order to
establish a meaningful neighbourhood size. In all cases, a circular neighbourhood shape is adopted, and the neighbourhood size is expressed as its radius.
The first neighbourhood radius is based on site extent. The loose collections
of standing stones that make up each of the discrete settings in the study area
vary in maximum extent from 7.8 to 46.5 m. This information was used to derive
two neighbourhood radii; 20 m and 50 m respectively (the radii are rounded to
the nearest 10 m given the 10 m resolution of our total viewshed). The decision
to exclude the smallest of the sites was a pragmatic one insofar as it fell beneath the raster resolution of the current study (10 m) and therefore would be
represented by a single cell. The second neighbourhood size is derived from
the observed inter-site spacing in the study area. These distances are nearestneighbour distances, so another way of describing this is as a minimum spanning tree for these five sites. If we take the mean of 306 m we can halve this
to obtain a radius, and round to the nearest 10 m to give a workable neighbourhood radius of 150 m. The final alternative instead based the neighbourhood on
limits of visual acuity multipliers Ogburn (2006). Here the maximum distance at
which a 0.1m wide object (the typical width of the component standing stones)
would be recognisable at the limit of normal 20/20 vision is 344 m (rounded here
to 340 m). We can thus establish the radius of our neighbourhood as the maximum distance at which a standing stone would be recognisable as such. We
assume a uniform distribution of visual property values and use the computational method vavg to calculate for each cell in the total viewshed the average
visibility within a circular neighbourhood around it. In doing so, we aim to explore
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how hidden three types of areas are: the local area of a site, the area between
sites, and the area within which standing stones are recognisable. Based on the
hypothesis that the settings were deliberately intended to be concealed and hidden, the expectation is that the standing stones would be located in areas that
offer good hiding places; an extreme formulation of this hypothesis is therefore
represented by a configuration where the visual property values are uniformly
low.

Results
The results of this analysis are shown in Figure 5.8. As was the case for the
original study by Gillings (2015b), we interpret the results of the analysis by
considering the lower quartile values (green) as locations with low visibility or
locations that fit the hypothesis well when an expectation value is used, whereas
the upper quartile values (red) are the opposite. The original analysis by Gillings
revealed that the standing stones were not located in the most hidden parts of
the landscape; i.e. if the intention was to conceal them then there were far better
locations in which to do so (2015b, p. 4). The results of the new experiments
largely confirm this conclusion. L-I and L-II are located in very visible places
at all neighbourhood sizes, whereas NTH is in a very hidden location when
considering a 150 m neighbourhood size and L-IV when considering a 340 m
neighbourhood size. These results suggest that only for the latter two sites we
can support the hypothesis that their immediate surroundings afford a degree of
concealment, although it is worth noting that the sites sit at the very edge of this
zone. Moreover, for both L-I and L-II at all neighbourhood sizes the opposite
hypothesis is supported: these sites are located in local areas that are highly
visible.

5.3.3

Analysis B: Covert spaces

The second analysis revisits Gillings’s (2015b) ‘Analysis 3: Covert Spaces’,
which attempted to identify portions of the landscape that would have functioned
well as places of surveillance or potential ambush – i.e. providing a concealed
observer with expansive views. It did so by subtracting the normalized views-to
from the normalized views-from total viewsheds (Gillings, 2015b, p. 5). For the
revisiting of this analysis as a VNC, the obvious factor in determining neighbourhood size is visual acuity. A host of factors come into play here, from the visual
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Figure 5.8:
Results of Analysis A – The
rows show results of the four
experiments performed. The
left column shows the precise results per cell ranging
between 0 to 1 (i.e.
low
to high average visibility in
neighbourhood).
The right
column shows the same results grouped in the lower
quartile in green (locations offering the best fit with the hypothesis of low average visibility) and the upper quartile
in red (worst fit) − figure created in collaboration with Tom
Brughmans.
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Results of Analysis B – The
rows show results of the four
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acuity of deer (the typical prey in the hunting hypothesis) to the role of camouflage and deliberate concealment of the hunters. However, it is difficult to come
to any convincing and persuasive (let alone definitive) values for variables such
as this. Hunters can affect their level of concealment through camouflage and
by actively hiding, and the physiology of deer species suggests that their visual
acuity is different in many respects from that of humans (e.g. D’Angelo et al.,
2008). There is also the issue that within any given population (of humans or
animals) actual acuity, as opposed to theoretical acuity, will vary widely. A more
straightforward approach is to move away from acuity altogether. Instead, one
could consider site placement and extent as indicators of neighbourhood size.
We assume locations supporting hunting functions are characterized by being
well hidden whilst being surrounded with good vantage points. This can be
represented as a VNC by considering a circular neighbourhood around a focal
cell, split into two distance bands: an immediate zone of hidden locations (i.e.
low views-to), surrounded by a zone of good observation locations (i.e. high
views-from). The radius of this circular neighbourhood is set at 150 m, i.e. the
halfway distance between consecutive stone settings. The assumption here is
that the settings were contemporaneous and that each setting marked an optimum hunting location that served to control a distinct chunk of the landscape
through which game was expected to travel. If one moved beyond this distance,
one would effectively move to an adjacent setting location, so it offers a sensible
neighbourhood size for the largest distance band. The smaller inner distance
band represents the area covered by the stone setting itself, i.e. where a hunting party would be waiting. We use the maximum extent of the stone settings
to define this inner neighbourhood and, as in Analysis A, use both a radius of
20 m. and of 50 m. Using the RMSEglobal and RMSEgrouped methods, the low
expectation value of the inner band will be compared with the views-to total
viewshed and the high expectation value of the outer band will be compared
with the views-from total viewshed.

Results
The results of this analysis are shown in Figure 5.9. The original analysis suggested that only portions of the flat plateau tops, where none of the sites are
located, can be considered covert spaces that could potentially accommodate
hunting blinds (Gillings, 2015b, p. 5). The new experiments not only confirm this
conclusion but allow us to finesse and expand on it, due to the two methods revealing different aspects of the hypothesis. The RMSEglobal method compares
how well the total viewshed fits the expectation of the configuration by allowing
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each cell to contribute equally to the results, whereas the RMSEgrouped method
compares the fit of the two distance bands on equal terms regardless of the
inequality in the number of cells in each band. The RMSEglobal method results
indicate that L-I and to some extent L-II are located in covert spaces. This
method overemphasizes the importance of the larger number of cells in band
2, which show a good fit with the highly visible plateau tops close to L-I and
L-II. Indeed, the results of the RMSEglobal method at both neighbourhood radii
mirror closely those for the views-from total viewshed generated in the original programme of analysis, and it is clear that the way in which the RMSEglobal
parameter is calculated means that the results are effectively swamped by the
visual prominence of the plateau tops. A much more nuanced result is gained
from the RMSEgrouped method which identifies a more fragmented picture with
regard to possible covert spaces, echoing closely the results of the original subtractive analysis carried out by Gillings. This second analysis demonstrates that
none of the sites are located in areas that match the stated hypothesis, with L-IV
having a particularly bad fit.

5.3.4

Analysis C: Direction, distance, and orientation

So far the analysis has sought to demonstrate the utility of the VNC approach
by showing how the method can be used to replicate the analyses carried out
on a location-specific basis by Gillings. The final analysis seeks to illustrate
how VNCs offer a clear and effective way to move beyond the original study by
showing how the shape of the neighbourhood can be modified in order to explore archaeological hypotheses better. In the original study, a neighbourhood
(as opposed to cell-specific) mapping approach was adopted in order to begin
to explore ideas of movement, distance and direction upon the visibility of one
of the stone settings (Gillings, 2015b, Analysis 5). Investigation of the hypothesis that the stone settings were meant to be seen (i.e. became most visible)
only from certain directions and within certain distances should be ideally suited
to the VNC approach proposed here. In practice a series of 45-degree wedgeshaped configurations (implemented as a circle divided into eight wedges) were
used to determine for each location in the landscape the direction in which the
set of locations with the highest average visibility is located, using the Gmaxavg
method. In the current study, two radii were used for the wedge-shaped configurations, 100 m and 500 m respectively. The decision was largely pragmatic,
designed to investigate local (100 m) and more general (500 m) scales of analysis. It was also limited by the size of the total viewshed used as input and the
need to avoid edge effects. If there is a deliberate directionality to the siting
147

Chapter 5. Visual neighbourhood configurations

of the monuments (i.e. they were intended to be approached and viewed in a
certain way) we would expect locations within this preferred wedge (or wedges)
in the direction of the sites to have highest average visibility. It is important to
note that this VNC approach does not determine locations from which the sites
can be well observed, but rather identifies whether there is a directionality in the
sequence of high visibility locations and whether this points towards where the
sites are actually found.

Results
The results of this analysis are shown in Figure 5.10. Considering a 100 m or
a 500 m radius reveals very different results, emphasizing directionality to high
visibility areas close to sites respectively from the north and from the south. The
100 m radius enables us to explore the directionality of areas that can locally be
considered to be highly visible. In this case, all sites are more or less located
in the direction of high visibility areas from locations to the north of the sites,
except for L-IV. The analysis with a 500 m radius is more dominated by the high
visibility of the plateau tops than by the local conditions surrounding the sites
themselves. The results of this analysis, therefore, do not reveal the sites to
be positioned in the direction of the most highly visible areas. Sites L-II, L-III,
and NTH are located in the direction of the highest visibility area from a few
locations to their south, whereas L-I and L-IV are located in the direction of the
highest visibility from a few locations to the north. However, it is important to
note that only in a few cases we can speak of sites being located in the direction
of the most highly visible area from much of their immediate surroundings. For
example, in the case of L-I in the 100 m experiment we can argue that human
movement over very short distances could have been structured by the sites
location in the direction of the more visible area.

5.3.5

Discussion

In the original study, a set of complex hypotheses about past human behaviour
were operationalized through a process of simplification, with each cell in the
source DEM treated as a discrete viewing/potentially viewed location that could
be qualitatively evaluated through total viewsheds, or the simple mathematical manipulation of such. The VNC approach takes the total viewshed not as
the end-point of the analytical programme but instead as the starting point. It
provides a flexible set of tools that can be tailored to extract any number of
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derivatives or parameters from a given total viewshed layer. The VNC analyses
presented here have in large part added confidence to the conclusions drawn
in the original study, confirming that the trends and properties identified for specific locations are echoed at wider neighbourhood scales. However, as well as
repeating existing analyses the potential of the VNC approach to allow more
sophisticated hypotheses about past visibility, of the kind familiar from more experiential approaches to landscape investigation, has also been demonstrated.
Through careful manipulation of neighbourhood shape the question of preferential visibility has been addressed, identifying the possibility that the structures
may have been erected upon sequential visual pathways that in turn may reflect
natural patterns of movement through and across this landscape. Furthermore,
the results of Analysis C (see Figure 5.10) shed some light upon the spatial
scale at which these processes may have operated. The 100 m radius results
indicate that the sites were located on visual pathways that either led upslope
out of the valley bottoms (L-IV and NTH) or along the contour connecting sites
(L-I, L-II and L-III) and from the valley top to the break of slope (L-I). This adds
important weight to arguments that suggest that the structures were not related
to hunting at all (and thus concerns with concealment and observation) but instead pathways of animal movement through this landscape (Gillings, 2015a).
That this pathway relationship manifested itself most clearly at the more local
scale is clear from the results of the 500 m radius analysis, which are dominated more by the high visibility of the plateau tops than the local conditions
surrounding the sites themselves.

5.4

Conclusion

Visual neighbourhood configurations were presented as a new approach for
exploring complex theories of visual phenomena in landscapes by processing
total viewsheds. It recognizes that such theories most commonly concern the
configuration of visual properties of areas around locations rather than solely
the visual properties of the locations themselves. The typical approach to interpreting total viewshed results by classifying cell values is therefore problematic.
The VNC approach overcomes this issue by enabling one to describe aspects
of the visibility theory formally: the shape and size of neighbourhoods and,
where relevant, the structure and expectation of visual property values within
the neighbourhood. A large number of analytical techniques has been presented to explore such theories, and an open source software tool was developed to enable the implementation of the VNC approach through a user-friendly
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interface. The approach was illustrated through a case study on the Exmoor
standing stone settings, exploring theories concerning their hidden nature and
the marking of hunting locations. The case study results showed that the VNC
approach can reproduce results obtained through alternative methods and that
it can add unique new insights by significantly extending the range of formally
explorable neighbourhood-based visibility theories. This work presents a significant step forward towards richer and more complex theoretical formal visibility
studies, contributing to the further development of the visualscapes concept
Llobera (2003).
We believe the traditional reliance on binary viewsheds in landscape archaeology should be replaced by the more elaborate approach of total viewsheds and
large-scale cumulative viewsheds: the technical limitations preventing their use
at large spatial scales and with high resolution are virtually overcome; the uncertainty inherent in our data concerning feature distributions and past movements
through the landscape makes the focus on known site point locations or small
areas of landscapes undefendable; our theories concerning visual phenomena
commonly concern areas and neighbourhoods rather than point locations. Such
future studies should consider total viewsheds as a first step rather than the end
point of a programme of analysis. A total viewshed offers a representation of
a very particular structuring feature of an entire landscape, capturing a wealth
of information that goes largely unused in current studies. To appropriately
study our complex theories of how visibility phenomena structured past human
behaviour we should draw on this wealth of information by manipulating and
combining total viewsheds in a variety of ways through approaches like VNC.
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Part III

Methods for
Geo-referenced Data

—–—
The third part of this dissertation is concerned with geo-referenced data
and methods to automatically place labels or symbols on a map. Chapter 6
provides a review of existing methods for different versions of the map labelling
problem. Chapter 7 focuses on a version of the overlap removal problem that
is tailored to labelling archaeological sites in an island setting. We present a
new heuristic algorithm for this problem, since none of the existing approaches
exactly match our objectives.

—–—

6
Automated map labelling

The most intuitive approach to the visualization of geo-referenced data is to display them on a map. The map labelling problem and three main approaches
to solve it were already briefly discussed in Section 3.6. Whereas most of the
maps shown there were created manually, we would like to be able to create such visualizations automatically. Since automated labelling has been a
popular research topic for decades, many algorithms have been proposed to
compute many different kinds of labelling placements. As a result of this, a
comprehensive overview of the history and current state of the art in the field
would be well beyond the scope of this chapter. Instead, we will only highlight some of the more interesting and influential approaches that have been
proposed throughout the years. We start with a brief description of the origin
of the labelling problem in the field of cartography in Section 6.1. Early automated point labelling approaches are described in Section 6.2. In Section 6.3
we look at extensions for labelling other graphical features such as edges and
areas. Overlap removal, discussed in Section 6.4, treats the problem from a
slightly different perspective. Originating in graph drawing, this approach considers labels as nodes with desired positions that have to be adjusted to remove
any overlap between them. The new heuristic for label placement that we will
introduce in Chapter 7 is also based on the idea of overlap removal.
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6.1

Map lettering

The labelling problem originated in cartography as the problem of placing textual labels on geographic maps, and as such has occupied cartographers for
centuries. The first publication of a coherent set of rules and principles for map
lettering was Eduard Imhof’s seminal paper Positioning names on maps. Based
on years of experience in map design, Imhof started formulating these rules for
a university course on cartography he taught in 1957. The paper was originally published in German (Imhof, 1962), an English translation appeared later
(Imhof, 1975). Imhof presents six general principles that should be considered
when placing names on a map:
1. Legibility: names should be easily read, discriminated and located.
2. Clear graphical association: it should be easy to recognize to which feature on the map a name belongs.
3. Names should disturb other map contents as little as possible.
4. Names should assist in revealing spatial situation, importance, and differentiation of objects. For example, if the label is the name of a city that is
close to a country border, the name should be placed on the same side
of the border as the city.
5. Type arrangement should reflect the classification and hierarchy of objects. This means, for example, that country names should be larger than
the names of provinces, or that river names and street names should
have different typefaces.
6. Names should not be evenly dispersed or densely clustered.
Imhof distinguishes three categories of names, based on the type of feature
they describe: point designations, line designations, and area designations.
For each category, he describes in detail and with multiple examples how to
place them. The best place for a point designation is to the right and somewhat
above the object, linear designations should be placed over lines rather than
under them whenever possible, and obliquely placed labels should always be
slightly curved, to name but a few examples. Imhof emphasizes that there is no
rule without exception. Often two rules stand in opposition, in which case the
cartographer has to consider each case individually and decide which principle
to use.
Inspired by the observation that adding names and numbers took up to fifty
percent of the total production time of a map, Pinhas Yoeli was the first to pro156
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pose that this process could be automated (Yoeli, 1972). He divides the task
into two steps: (a) the selection of which names should be on the map and (b)
the actual placement of those names. His paper is focused on automating the
second step, name placement, assuming that the desired set of names has already been selected and a font size has been defined for each of them. Yoeli
considers three criteria important for the quality of a map:
1. Precise graphic relation between the name and the relevant item (similar
to Imhof’s second rule, clear graphical association)
2. Minimum of mutually disturbing interference, between two names as well
as between names and other map contents (similar to Imhof’s first and
third rule)
3. Application of didactical principles (similar to Imhof’s fourth and fifth rule)
He then discards the third criterion, arguing that the improvement in map quality would not justify the effort of including such complicated considerations in
the automated process. Due to the technical limitations of printing devices at
the time, only horizontal placement of names is considered. Like Imhof (1962,
1975), Yoeli distinguishes between point, line, and area names. The names of
line features are not considered in the automated process, only point and area
features are labelled.
Yoeli’s heuristic places area names first, in such a way that they cross the centre
of gravity of the area. The names are spread to fill the bounding box of the
area without coming too close to the borders. For point names, priorities are
assigned to all possible label positions. In an iterative process, the available
position with the highest priority is chosen for each point. A “free zone” around
each name that has already been placed gets blocked, to prevent names from
touching or overlapping. Point names for which no position is available any
more are left off the map. This very naive heuristic established a framework
for treating map labelling as a computational problem, and as such laid the
foundation for many algorithms to follow.
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6.2

Fixed position model

Similar to the first automation attempt by Yoeli (1972), most of the early labelling algorithms focus on the placement of point labels according to the socalled fixed position model. A finite number of possible label positions is defined
around each point, and the algorithm has to find an assignment of the given labels to these positions following some optimization criterion. Most commonly
considered are the two-position, two-position, and eight-position model, with
candidate positions as illustrated in Figure 6.1.
6
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1
7

3
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8

Figure 6.1: Candidate positions for point labels in the fixed position model.

Multiple variants of this labelling problem have been studied. We can distinguish between label placement with selection, where the objective is to find the
maximum subset of labels that can be placed without overlap, and label placement without selection, where all labels have to be placed, and the objective is
to minimize the amount of overlap. In some versions of the problem, all candidate positions are considered equal, in other applications the positions are
prioritized or weighted based on their desirability. The size of the labels can be
fixed in advance, or the objective can be to find the maximum size for which an
acceptable placement (according to some definition) is still possible.

6.2.1

Hardness

Most interesting versions of the labelling problem in the fixed position model
are NP-hard. The source of this complexity is the fact that the placement of a
single label can have global consequences through a sequence of overlapping
candidate positions. We choose one of a finite number of options for each
point, thereby excluding some of the options for other points. This makes it a
combinatorial optimization problem, independent of the type of feature that is
being labelled.
Formann and Wagner (1991) study a version of the problem commonly referred
to as size-maximization: finding the maximum label size for which there exists
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an overlap-free labelling of all points. They consider label placement without selection, motivated by an application for technical maps where leaving out some
labels is not an option. In the two-position model, the decision problem for a
given size can be modelled as an instance of the classical 2SAT problem and
solved in polynomial time. With four candidate positions for each point, the
authors prove that it is NP-hard to determine whether or not an overlap-free
labelling exists for a given label size, even if the labels are equal-sized squares
(also proven independently by Kato and Imai (1988) and Marks and Shieber
(1991)). They present a 0:5-approximation algorithm for the size-maximization
problem and prove that no better bound can be guaranteed in polynomial time.
The algorithm incrementally increases the size of the labels until a solution can
no longer be found. In each step, candidate positions that overlap other points
are eliminated, and the 2SAT algorithm is used to solve the problem on a subset
of points that has only two candidate positions left.
Since deciding whether or not there exists a solution is NP-hard even for this
relatively simple case, with four candidate positions, labels of fixed and equal
size, and without selection, it can easily be derived that most other variations
of the problem are also NP-hard. A polynomial-time solution was found only for
the 2-position model.

6.2.2

Exhaustive search

The simplest solution to labelling within the fixed position model is a brute-force
approach that tries all combinations of candidate positions and checks whether
one of them meets the requirements, and if so, which one. However, as the
number of possible solutions grows exponentially with the number of objects to
be labelled, this would be too slow for large data sets. By eliminating some of
the options, trying out possible solutions in a clever order instead of randomly,
and making use of appropriate backtracking mechanisms, the performance of
exhaustive search approaches can be improved.
Ahn and Freeman (1984) propose a name placement method that places area,
point, and line feature names ordered by their degrees of freedom. For point
features, the authors introduce the concept of an overlap graph. Before placing the point labels, a graph is constructed in which two points are connected
if and only if any of their candidate positions overlap. Because the placement
of a label at one point can only influence the options for another point if they
are within the same connected component of the overlap graph, the components can be treated one by one, decreasing the amount of backtracking that
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is needed. For each node, a list of free-space blocks large enough to contain
the label is computed. A heuristic state-space search similar to the A* algorithm
(Nilssen, 1971) is called to find positions for all labels. The nodes are ordered by
their (remaining) degrees of freedom to keep the number of backtracking steps
relatively small. In a series of follow-up papers, this approach was further developed into a fully functional name placement system called AUTONAP (Freeman
and Ahn, 1984, 1987; Freeman, 1988). Doerschler and Freeman (1989, 1992)
developed a similar system tailored for dense maps with little free space, with
improved backtracking and data management features to handle such cases
more efficiently.
Building on the work by Franklin et al. (1986), which showed that the logical
programming language Prolog could be used for solving various geometric and
cartographic problems, Jones (1989) proposes to use Prolog to specify the rules
for the label placement problem. Labels have to be placed close to their corresponding points, and not too close to other points. Label-label overlaps are not
admissible, and overlaps of labels with other map features should be avoided if
possible, with different priorities for different types of features. Jones considers
six or eight candidate positions, prioritized either based only on their position
relative to the corresponding point feature or taking the amount of overlap with
other features into account as well. Based on the idea by Ahn and Freeman
(1984), the points are divided into independent groups to avoid pointless backtracking of unrelated placements. The built-in guided exhaustive search mechanism of Prolog is then used to find a placement that satisfies the rules. Cook
(1988) studied the selection aspect of the problem, and together they developed the NAMEX system, which uses logical programming for the complete map
labelling process from name selection to final layout (Jones and Cook, 1989;
Cook and Jones, 1990).
All exhaustive search methods described here will eventually find a complete,
overlap-free solution if it exists. But when a name is encountered for which,
even after full backtracking, no placement can be found, it will be removed from
the map. Which names will be removed depends on the order in which the
points are processed, hence the reported solution might not be optimal in terms
of the number of points that can be labelled. Langran and Poiker (1986) attempt
to ameliorate this issue by removing the least important points from very dense
map regions before computing a layout, but this only works if some ranking
of the points is given. Another issue with exhaustive search methods is that
although performance in practice can be improved with clever backtracking and
guided search, the worst-case running time remains exponential.
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6.2.3

Linear programming

Zoraster (1986) treats point labelling as a mathematical optimization problem
and formulates a 0-1 integer programming problem to solve it. He argues that
there is too much focus on rule-based systems for label placement performing
some kind of guided search, whereas it is actually a combinatorial optimization problem that can be approached mathematically (Zoraster, 1991). Integer
programming is also an NP-hard problem, but many heuristic algorithms are
available. Each candidate position for a label corresponds to a variable, which
can have value 0 when it is empty or value 1 when the label is in this position.
The positions have penalties associated with them based on the desirability of
using a particular position. If two candidate positions of two different labels
overlap, a pairwise conflict constraint is added to ensure that at most one of
them can have value 1.
It would be computationally expensive to detect all overlaps between candidate positions, so Zoraster proposes to use an iterative approach. Initially, all
labels are placed in their preferred positions. All overlaps introduced by this
placement are used to develop pairwise conflict constraints. Then an integer
programming algorithm is used to find the optimal placement with respect to
these constraints. This might result in new overlaps, so the additional conflict
constraints are added to the integer program, and the problem is solved again.
These steps are repeated until the layout is overlap-free, some labels might be
omitted in the process. Zoraster and Bayer (1987) demonstrated the use of this
method for practical applications.
The linear programming approach is quite flexible since the candidate positions,
penalties, and objective function can easily be adapted to fit a particular problem
instance. In a second paper, Zoraster (1990) presents an implementation of his
method that uses a Lagrangian heuristic to solve large instances of the integer
programming problem efficiently. An alternative formulation of point labelling as
a 0-1 integer programming problem was presented by Cromley (1985, 1986).

6.2.4

Gradient descent

Due to the aforementioned issues with exhaustive search algorithms, Hirsch
(1982) observed that, ten years after the seminal paper by Yoeli, name placement on maps still had not been affected much by automated techniques. He
introduces a new, more sophisticated name placement algorithm that does not
require exhaustive search.
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Hirsch defines a circle around each point, its size based on the height of the
corresponding name, and eight prioritized preferred positions on this circle. Intermediate positions on the circle are allowed as well. Names of other points
are not allowed to intersect the circle, to ensure a clear association between
points and names. Initially, all names are placed at the preferred position with
the highest priority. The algorithm then loops over the following steps:
1. Find all name-name, name-circle, and name-boundary overlaps
2. For each overlap, compute movement vectors that would resolve it
3. For each name, accumulate all movement vectors
4. Reposition all names based on their movement vectors
Since the names are tied to their circles, they cannot actually move according
to the computed vector. Hirsch proposes two movement strategies: one that
moves the name along the circle in the direction of the vector until the next
preferred position, and another that moves in a discrete jump to the position
indicated by the vector. The second method should only be used in situations
that could not be resolved by multiple iterations of the first one.
This algorithm is essentially a gradient-descent method: a heuristic based on
the principle that the result is improved with regard to the objective function in
every step. However, since the aggregate overlap vectors are only an approximation of the gradient, and the actual movement is only loosely based on these
vectors, the method might not actually improve the layout in every iteration.
A gradient-descent method that does guarantee improvement in every step is
presented by Christensen et al. (1995). They consider a placement model with
four equally-favoured candidate positions, and the objective function to be minimized is the number of pairwise overlapping labels. Point selection is not allowed.
The layout is initialized by placing each label in a random position. Then, the
following steps are repeated until no further improvement is possible:
1. For each point, consider moving the label to one of the other candidate
positions
2. For each such repositioning, compute the resulting change in the objective function
3. Implement the one move that yields the largest improvement
Feigenbaum (1994) patented a gradient-descent method that makes use of simulated attractive forces between points and their labels and repulsive forces
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between labels. Mower (1986, 1993) proposed an algorithm that combines
Hirsch’s method with depth-first search.
A major weakness of gradient-descent algorithms is that they cannot escape
from local minima. These methods enforce that the objective function is improved in every step, whereas leaving a local minimum would (temporarily)
make it worse.

6.2.5

Simulated annealing

To overcome the issue that gradient-descent algorithms can get stuck in local
minima, Christensen et al. (1995) also propose a stochastic method that uses
a simulated annealing schedule to iteratively improve the label placement. This
allows the objective function to temporarily get worse before improving, which
makes it possible to escape local minima.
Annealing is a process used in metallurgy in which a material is first heated
and then cooled down very slowly. While cooling down, the material recrystallizes. The crystalline structure, and with that some properties of the resulting
material, can be influenced by changing how long the material is kept at which
temperature. Simulated annealing , as the name suggests, is the simulation of
this process (Kirkpatrick et al., 1983; C̆erný, 1985). Material states and their
energy in physical annealing correspond to problem solutions and their costs
in simulated annealing. Temperature is used as a control parameter that influences which solutions will be accepted or rejected at each stage of the iterative
process. At the beginning of the process (at high temperatures), changes that
make the solution worse are more likely to get accepted, which enables the
algorithm to escape local minima. Towards the end of the process (at low temperatures), this tolerance has been decreased so much that the method will
eventually converge. For a more extensive introduction to simulated annealing,
we refer the reader to the work by Du and Swamy (2016, Ch. 2).
The simulated annealing method for label placement, proposed by Christensen
et al. (1995), works as follows. Initially, all labels are placed in one of their candidate positions at random. An annealing schedule is chosen that defines by how
much the temperature will be decreased, how many labels may be repositioned,
and what the maximum number of iterations is for each temperature stage. In
each iteration, a single label is chosen and moved to a new position (different strategies can be used to decide which one). The influence of this change
on the objective function, ∆E , is computed. Positive changes are always accepted, negative changes will be reverted with probability P = 1 − e −∆E=T . At
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the end of a temperature stage (defined by the annealing schedule as a number
of accepted and/or attempted changes), the temperature is decreased. This increases the probability that negative changes will be rejected. The algorithm
terminates when it has run through an entire temperature stage without accepting a single change. A maximum number of temperature stages can also be
specified.
In the first extensive experimental evaluation of multiple point labelling methods,
Christensen et al. (1995) compare the gradient-descent method and the simulated annealing approach they presented to the gradient-descent method by
Hirsch (1982) and to the 0-1 integer programming approach by Zoraster (1986,
1990). The authors show that the simulated annealing algorithm obtains the
best results regarding the percentage of labels drawn without overlap and performs reasonably fast in practice. Additional experiments show that the annealing method can be made faster by shortening the annealing schedule and still
provide reasonably good solutions. Lecordix et al. (1994) proposed an extension of the simulated annealing method with quality weights assigned to the
candidate positions to avoid overlap with important features of the background
map.

6.2.6

Slider model

The slider model is an extension of the fixed position model in which labels are
not restricted to a finite number of candidate positions, but are allowed to “slide”
around the point instead. Although sliding labels had previously been used by
Hirsch (1982) and Doddi et al. (1997), the one-, two-, and four-slider model
(see Figure 6.2) were formally introduced by Van Kreveld et al. (1999). They
show that this model, as compared to the fixed position models with one, two,
or four candidate positions, increases the number of points that can be labelled
without overlap both in theory and in practice. However, the authors also show
that deciding whether or not all points can be labelled in the four-slider model is
NP-complete.

Figure 6.2: Candidate positions for point labels in the one-slider (left), two-slider (middle), and four-slider (right) model

164

6.3. Beyond point labelling

Various heuristic approaches have been proposed to maximize the number of
labels that can be placed with slider models. For example, Klau and Mutzel
(2000) formulate the problem as a 0-1 integer programming problem, and Ebner
et al. (2005) propose a heuristic algorithm for the four-slider model based on
the concept of simulated annealing. Extensions to the slider model enable the
incorporation of other map features that should not be overlapped and the use
of labels with varying heights (Strijk and Van Kreveld, 2002).

6.3

Beyond point labelling

Automated labelling research was initially focused on point labels because this
is conceptually the easiest case. A cartographic map, however, typically consists of more than just points. Linear features like streets, railways and rivers
add an extra degree of freedom to the problem and require a method that can
search for the best label position along a line. Countries, provinces, or counties, for example, are often represented by areas that need to be labelled. The
labelling of line and area features in addition to point features may also be required for applications other than geographic maps, such as technical diagrams
or network representations.

6.3.1

Edge labelling

There are two main families of approaches to the labelling of linear features
or edges, one originating from the field of cartography and the other based in
graph drawing. In the field of cartography, linear features are typically rivers or
streets. Common rules for label placement in this context include that the label
should be

• placed above the feature,
• following the curvature of the feature,
• placed directly adjacent to the feature without crossing it,
• and repeated at (roughly) regular intervals if the feature is very long.
The term edge labelling originates from the field of graph drawing, where the
labelling of linear features is typically applied to the edges of network diagrams.
In this context, the edges are usually straight line segments, and the labels
are conceptualized as rectangles that have to be placed adjacent to the line.
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Orientation, curvature, and repetition of labels are of no concern in this version
of the problem, but the guideline that a label should not cross its feature (or any
others) is sometimes used for edge labelling as well.
One of the first automated methods for labelling linear features was included in
the map labelling system by Ahn and Freeman (1984). They first divide the feature into segments of fixed length, which are labelled independently. A straight
line fit is used to determine the general direction of the segment, and the label
is placed above the segment. For (almost) vertical segments, the position of
the segment on the map is taken into account to determine on which side the
label should be placed. The optimal position for the label of a segment is then
determined based on a quality measure that incorporates the distance from the
centre of the segment (the closer to the centre, the better), the curvature of
the line at this position (strong curvature should be avoided), and the overlap
with elements of the background map (should be avoided as well). Barrault and
Lecordix (1995) describe a similar approach with a more extensive quality measure that also takes into account the straightness of the labelled section. Both
methods avoid overlap between labels but do not take the relative positioning of
labels into account.
In a series of papers, Kakoulis and Tollis (1997b,a, 2011) investigated the edge
labelling problem from a graph-theoretical perspective. In their formulation of
the problem, exactly one rectangular label has to placed at each edge. Valid
label positions are those where the label has at least one point of intersection
with its corresponding edge. The authors prove that the edge label placement
problem is NP-hard (Kakoulis and Tollis, 1997b), and propose a heuristic algorithm that works particularly well for labelling the edges of hierarchical graphs
(Kakoulis and Tollis, 1997a). Unlike in the case of geographical maps, the layout of a graph is not necessarily fixed. Therefore, an alternative approach to the
edge labelling problem is to adjust the layout of the graph to create more space
for the labels or even to combine layout and labelling into a single process (see
for example the work by Klau and Mutzel (1999); Binucci et al. (2002); Kakoulis
and Tollis (2011)).

6.3.2

Area labelling

The fundamental difference between area labelling and point or edge labelling
is that the label is typically placed inside the area, rather than next to it. With
respect to label placement algorithms, this has become the definition of area
labelling: areas so small that the label cannot be placed inside are treated as
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point features instead. Various rules and quality criteria have been specified for
the placement of area labels (e.g. Imhof, 1962, 1975; Pinto and Freeman, 1996;
Barrault, 2001). Some commonly accepted guidelines are:

• The label should be spread out to cover the area.
• Some distance should be maintained between the label and the area
borders.

• The label should be oriented either horizontally, or along a curve following
the (general) shape of the area.
Whereas point and line feature labelling algorithms usually work with the assumption that the size of the labels is predefined, the area labelling problem,
based on these guidelines, often includes finding the appropriate shape and
size for the label. Figure 6.3 shows some example of area labelling.
One way to make sure that the label does not touch the area boundaries is to
find a rectangle within the area where the label can be placed. This approach
is particularly suitable for the placement of horizontal area labels. Van Roessel’s (1989) method, for example, finds maximal boxes inside a polygon. The
algorithm divides the polygon into strips by drawing a horizontal line through
each vertex. It subsequently draws a vertical segment through each subdivided boundary segment of the polygon. Boxes are then defined by their left
and right vertical segment and their top and bottom strip. The algorithm looks
for all boxes that cannot be extended horizontally or vertically without leaving
the polygon. Figure 6.4a illustrates this approach and highlights a few of the
maximal boxes the algorithm would find in this case. Van Roessel suggests a
function that takes into account the area of a box as well as the aspect ratio of a
box compared to the aspect ratio of the label to find the optimal box in which to
place the label. Although this method was designed with predefined, horizontal
labels in mind, the candidate boxes found by the algorithm can also be used in
combination with a different selection method to place different types of labels.
Disregarding the criterion that a label should fit inside the area, Van Hagen and
Van Kreveld (2009) propose an algorithm to find the position of a square that
maximizes its overlap with a polygon. The method was designed to label faces
in graphs, but can easily be adapted for other labelling applications. Especially
in the case of non-convex polygons with complex shapes, it can be difficult to
place a sufficiently large label completely inside the area. In such cases, the
overlapping-squares approach might be a good alternative to treating the area
as a point feature and placing the label next to it.
A commonly used method for placing curved labels that follow the shape of the
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Figure 6.3: Examples of area labelling. A good area label should be spread over the area but not get too close to the border, on a curve
following the general shape of the area.
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(a) Maximal boxes

(b) Straight skeleton

Figure 6.4: Two general approaches to area labelling: (a) finding a maximal box inside
the polygon that can be used to place the label in (typically used for placing horizontal
labels), or (b) finding a path in the skeleton of the polygon along which the label can be
placed (typically used for placing curved labels).

area is to consider the skeleton of the area polygon: a representation of the
shape with curves and line segments created by propagating the shape of the
boundary inwards. Different types of polygon skeletons have been used. The
name placement system by Ahn and Freeman (1984), for example, places area
names based on the continuous skeleton algorithm by Montanari (1969). Figure
6.4b shows an example of a straight skeleton as it was proposed by Aichholzer
et al. (1995). The algorithm proposed by Barrault (2001) for placing area labels
on circular arcs also makes use of skeletons. The author introduces a coverage
measure to determine how well a particular arc fits the area. The measure is
computed based on how well the arc is centred in the area, how well its curvature follows the shape of the area, and how much of the area is covered. The
algorithm starts by applying morphological erosion to the area, a mathematical
method to remove excessive details of the boundary and simplify the shape of
the area polygon. Secondly, paths inside the polygon along which the label
could be placed are identified based on the skeleton and approximated with circular arcs. The aforementioned coverage measure is then used to decide which
of these arcs is most suitable to place the label on.
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6.4

Overlap removal

The feature labelling approaches described so far all have in common that they
aim to place a label alongside the feature about which it provides information. Irrespective of the particular positioning model that is used, this typically restricts
the label to the area directly surrounding the corresponding feature. Most algorithms based on this framework then aim to place as many labels as possible
within their restricted area without any overlaps between labels. A slightly different problem appears when we want to use labels instead of the features they
represent. Consider, for example, the use of glyphs to represent site locations
on a map (see also Section 3.2). In this case, sites should not be indicated with
a dot on the map that is labelled with a glyph (this would be an instance of point
feature labelling), but instead, the glyphs should be displayed directly at the site
location. Such a placement, however, might result in overlap between labels,
which can be resolved by moving overlapping labels apart.
The overlap removal problem takes as input a set of labels (e.g. textual labels
or glyphs) with initial positions (e.g. locations on the map), and the main objective is to find an adjusted layout with new positions for the labels such that no
two labels overlap. The two main differences with point labelling are that (1) all
labels are placed, and overlap is resolved by moving them rather than by eliminating some of them, and (2) the labels are not restricted to the area directly
surrounding their initial position.
Overlap removal has been widely studied in a variety of flavours for different
applications. Two main variants of the problem can be distinguished: minimumarea and minimum-displacement overlap removal. In minimum-area overlap
removal (sometimes referred to as minimum-area layout adjustment), the objective is to minimize the total drawing area needed for the new layout. This can
result in very compact drawings, which can be helpful for example in drawings
of network diagrams (where overlap between nodes has to be avoided) or in the
creation of word clouds. For applications involving geo-referenced data, however, this is not a suitable objective, since empty areas on a map can also be
meaningful. In minimum-displacement overlap removal, on the other hand, the
objective is to minimize the total displacement of the labels between their actual
positions and their positions in the final layout.
Minimum-area overlap removal was shown to be NP-hard (Hayashi et al., 1998);
minimum-displacement overlap removal unsurprisingly is NP-hard as well (see
Section 7.2). As a result of this, a vast amount of heuristic overlap-removal algorithms have been developed. In the following, we review the main approaches
170

6.4. Overlap removal

for both variants of the problem since some algorithms that were designed for
the minimum-area version of the problem contain interesting ideas that could be
used for any kind of overlap removal. We focus on the minimum-displacement
version of the problem and present a new heuristic for solving it in Chapter 7.

6.4.1

Preserving the mental map

Overlap removal in general poses no restrictions on how far from its actual position a label can be moved. However, it is generally considered important that
the user can (to some extent) maintain their mental map of the layout when the
labels are moved. Misue et al. (1995) introduced the following three mathematical notions of preserving the mental map when adjusting the layout of a graph
or diagram.
Orthogonal order − Maintaining the left-to-right and top-to-bottom order of
the nodes.
Proximity relations − Maintaining the nearest neighbour graph, a directed
graph with an arc from each node to its nearest neighbour. Stronger notions of proximity can be modelled by maintaining other proximity graphs,
such as the Gabriel graph, the relative neighbourhood graph, or the Delaunay triangulation.
Topology − Maintaining the dual graph, the graph whose nodes are the regions into which the drawing divides the plane, with an edge between
two nodes if their corresponding regions share a boundary.
Furthermore, the authors emphasize the distinction between layout creation
(e.g. when drawing a graph that previously did not have a layout) and layout
adjustment, the latter being particularly relevant for interactive applications. In
layout adjustment, it is important that the viewer’s mental map of the diagram
remains (mostly) intact. This also applies to overlap removal, which is a form of
layout adjustment.

6.4.2

Force-directed methods

Force-based methods make use of principles borrowed from physics to model
interaction between the labels. Repelling forces can be introduced to push overlapping labels apart, whereas pulling forces can be added to keep the layout
compact. Force-based approaches have also been used for the fixed position
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and slider models (Hirsch, 1982; Ebner et al., 2005, e.g.). However, due to the
fact that the points that the labels have to be adjacent to cannot be moved in
these models, forces based on intersecting labels cannot always resolve the
overlap. In the overlap removal problem, where there are no inherent restrictions on how the labels can move, force-based approaches can be used more
effectively.
Along with the concept of preserving the mental map of a layout, Misue et al.
(1995) presented the Force Scan (FS) algorithm, which removes the overlap of
rectangular nodes by computing forces pushing overlapping labels away from
each other. The FS algorithm maintains the orthogonal order while keeping
the total area of the drawing small. The algorithm computes repulsive forces
between all overlapping pairs, and in two consecutive scans (one horizontal
and one vertical) pushes all remaining rectangles forward by the corresponding components of these forces. A push-pull version of the algorithm additionally pulls non-overlapping rectangles together to obtain a drawing with an even
smaller area but requires multiple iterations to guarantee an overlap-free result.
Both versions of the algorithm run in O(n2 ). Hayashi et al. (1998) presented a
variant called FS’ which computes layouts with even smaller area, obtained by
solving the case of multiple overlaps more space-efficiently. Both FS and FS’
resolve the overlap between a pair of rectangles along a line through their centres, resulting in an unnecessarily large local displacement. The displacement
is then propagated to all nodes above and to the right of the overlapping pair,
which might introduce additional unnecessary displacement.
The Force Transfer (FT) algorithm (Huang and Lai, 2003) improves on both of
these issues. Overlap is removed by horizontal or vertical movement to obtain
local minimum displacement, and the displacement is propagated only to neighbours in what the authors call a cluster sub-graph of rectangles connected by a
chain of overlaps. However, since the horizontal and vertical direction are processed one after the other, some nodes in the cluster sub-graph still are moved
unnecessarily. Many other improvements to the original FS algorithm have been
proposed; a survey of those and other force-based methods to remove overlap
can be found in Li et al. (2005).

6.4.3

Constrained optimization

Another branch of overlap removal algorithms is based on constrained optimization (He and Marriott, 1997, 1998; Marriott et al., 2003). In these algorithms,
separation constraints are defined between the rectangles and quadratic pro172
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gramming is used to solve a constrained optimization problem. Orthogonal order constraints can be added to preserve the structure, but since this method
does not take proximity relations into account, the shape of the layout might
be changed significantly. Dwyer et al. (2006b) apply this idea to solve the
one-dimensional version of the problem, which they call Variable Placement
with Separation Constraints (VPSC). To achieve better runtime for the onedimensional problem, they simply solve it in one dimension after the other. This
results in a strong distortion into the direction that was addressed first, making
this method unsuitable for our applications involving geo-referenced data.

6.4.4

Proximity stress

The PRISM algorithm by (Gansner and Hu, 2009) minimizes proximity stress.
It is the most commonly used overlap removal algorithm, and it also seems
most promising for the application of resolving overlap between labels on a geographical map. Unlike most of the alternatives, it aims to maintain the shape
of the point set while removing the overlap. This is particularly important if a
map has to be displayed in the background of the resulting layout. However,
PRISM does not maintain the orthogonal order and loses much of the relative
positioning when spreading out dense areas. The approach is based on a proximity graph: a graph in which nodes that are close to each other share an edge.
For each edge in the proximity graph, the algorithm calculates a factor fs by
which it should be stretched to remove possible overlap. This stretch factor is
then used, along with measures for layout similarity and compactness of the
drawing, in a stress function that should be minimized when the layout is recalculated. The computation of fs takes into account whether the overlap is smaller
in x - or y -direction and what factor would remove the overlap in this direction.
However, the movement takes place by stretching the proximity edges. Multiple edges might be influencing the same node, and the other components in
the stress-function also influence the movement. As a result of this, fs has to
be adapted to resolve overlap in the actual rather than the optimal movement
direction. This can lead to an unnecessarily large displacement, similar to the
Force Scan variants mentioned above. Since the new layout is computed based
on stretching the edges in the proximity graph only, order violations might occur, either among nodes that do not share an edge or along edges with almost
horizontal or vertical orientations.
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6.4.5

Other methods

Several other overlap removal algorithms have been proposed with more specific objectives or applications in mind. The Voronoi Cluster Buster algorithm by
Lyons (1992) removes overlap by iteratively moving each node toward the centre of its Voronoi cell. This approach values an even distribution of the nodes
more than layout similarity, making it unsuitable for map-based visualizations.
The Wordle layout algorithm by Viegas et al. (2009) searches a new position
for an overlapping node along an outward spiral from the original position. The
resulting layouts are compact and particularly suitable for word clouds. Some
improvements to this heuristic have been proposed (Koh et al., 2010; Strobelt
et al., 2012), but none of them perform well regarding orthogonal order preservation. Nachmanson et al. (2016) proposed an algorithm based on a spanning
tree connecting the nodes, which removes overlap by “growing” the edges of
the tree. Some cartogram algorithms also include removing overlap between
objects. The widely used algorithm by Dorling (1996) defines and then moves
circles in the size of values they represent. Repulsive forces push overlapping
circles away from each other and attraction forces tie the circles to their original
position. The iterative approach removes overlap and keeps the displacement
small, but it does not preserve the orthogonal order of the circle centres.
In the next chapter, we consider a specific version of the overlap removal problem that aims to minimize displacement and maintains the orthogonal order of
the nodes. Since none of the methods described above match exactly these
objectives, we introduce a new heuristic algorithm to solve the problem.
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In this chapter we study a version of the overlap removal problem that we call
M INIMUM -D ISPLACEMENT OVERLAP R EMOVAL ( MDOR ). Given a set of labels on
a map, we aim to remove any overlap between the labels while keeping them
close to their original position and in the same left-to-right and top-to-bottom
order. Our interest in the problem is motivated by the archaeological application
of displaying information about excavation or heritage sites on a map. The same
principles, however, can be applied to many other types of geo-referenced data.
The problem definition and our motivation for studying it are explained in more
detail in Section 7.1. We address the computational complexity of the MDOR
problem in Section 7.2 and prove that it is NP-hard. In Section 7.3, we present
a new heuristic for this problem. This algorithm, which we call RE A RRANGE,
treats the pairs of overlapping labels one by one. For each pair, it resolves
the overlap with the smallest displacement possible and without changing the
order of the pair. However, moving the labels of one pair might still introduce
order violations with other labels. Therefore, we further introduce a method to
detect and resolve order violations in a modified layout. We extend both the
popular overlap removal algorithm PRISM (see Section 6.4.4) and our heuristic
RE A RRANGE with this order repair method. In Section 7.4, we then evaluate
the performance of both the original and the extended algorithms in multiple
experiments.
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7.1

Introducing the

MDOR

problem

As discussed in Chapter 2, archaeological data are often geo-referenced. A
common example of this is site data: a list of sites or features at various geographical coordinates and some meta-data about each site. The most popular
way of representing data of this kind is to create a map and represent each
site by a symbol or glyph that conveys (a selection of) the meta-data about
the site (see also Section 3.2). The glyphs are typically placed on the map at
the geographical coordinates of the corresponding sites. The problem with this
approach is that the symbols will overlap when sites or features are close to
each other (see also Section 3.6). To make all symbols visible, they have to
be scaled down and/or moved further apart. Many GIS packages commonly
used in archaeology do offer some functions for automated map production,
but when it comes to the arrangement and scaling of objects, they generally
perform poorly (Conolly and Lake, 2004).
The problem of finding good positions for the symbols can be formulated as
an instance of the node overlap removal problem (see also Section 6.4). Each
archaeological site is represented by a node that has the geographical coordinates of the site as its initial position. The node sizes are defined by the sizes of
the meta-data symbols. The objective is to find new positions for the nodes such
that no two symbols overlap. Because the spatial relations and cardinal orientation (north-south and east-west relations) among sites are important aids in the
interpretation of archaeological data, we aim to keep these properties intact.
Cardinal orientation in a geometrical setting corresponds to orthogonal order,
the left-to-right and top-to-bottom order of the nodes. Orthogonal order is one of
the three models maintaining the mental map after layout adjustment proposed
by Misue et al. (1995) (see also Section 6.4). It is particularly important in an archaeological context because archaeological research is often concerned with
migration and trade routes. Changing the orthogonal order of sites changes
the order in which they could be encountered on a particular route. In the context of Caribbean archaeology, we are especially interested in visualizing sites
in island settings. Since orthogonal order corresponds to cardinal orientation,
changing the order of sites might even influence whether one site appears to be
reachable from another, for example, if sea travel under the influence of wind
and currents is involved. Therefore, we aim to preserve the orthogonal order of
the nodes when we remove overlap.
If we take into account only orthogonal order, however, one important property
of the layout is not yet maintained: characteristic whitespace. If the study area
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contains uninhabitable areas, such as the ocean between islands or a volcano
in the middle of an island, large empty spaces between groups of sites are
meaningful. In cases like this, we do not want to ignore the empty areas and
spread the sites out evenly. Therefore, we aim to keep each node as close as
possible to the actual site coordinates, which translates to minimizing the total
displacement of the nodes. Maintaining the shape of the layout also makes it
easier to project a map in the background in such a way that one can recognize which site belongs in which area. This again can aid the archaeological
interpretation of the results.
Combining the objectives and constraints described here results in the problem of removing node overlap with minimum displacement under orthogonalordering constraints, which we call MINIMUM - DISPLACEMENT OVERLAP REMOVAL
( MDOR ).

7.1.1

Formal definition

Given a set of n rectangles embedded in the Euclidian plane, we consider the
problem of modifying the layout to avoid intersections of the rectangles. The objective is to minimize the total displacement, under the additional constraint that
the orthogonal order of the rectangles must be preserved. Let (xi ; yi ) be the initial coordinates of the center of rectangle ri , and let (xi0 ; yi0 ) be the coordinates
of the center after the overlap has been removed. We define the total displacement dtotal in the new layout as the sum of the Euclidian distances between the
initial and the final position of the centers of all rectangles:

dtotal =

n q
X

(xi − xi0 )2 + (yi − yi0 )2

(7.1)

i=1

A layout adjustment is orthogonal-order preserving if the order of the rectangles
with respect to the x - and the y -axis does not change. More formally, the order
is preserved if and only if for any pair of rectangles ri and rj it holds that xi ≤
xj ⇒ xi0 ≤ xj0 and that yi ≤ yj ⇒ yi0 ≤ yj0 .

7.2

Hardness proof

In this section, we consider the computational complexity of the MDOR problem
and prove that it is NP-hard. The MINIMUM - AREA LAYOUT ADJUSTMENT ( MALA )
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problem (Hayashi et al., 1998) is closely related to MDOR, since it also removes
overlap under orthogonal-ordering constraints. The difference is that the objective in MALA is to minimize the total area of the drawing, rather than the total
displacement of the nodes compared to the original layout. The MALA problem
is known to be NP-hard (Hayashi et al., 1998), but to the best of our knowledge
the complexity for MDOR has not yet been proven. We show that this problem
is NP-hard as well, even when all nodes are squares of the same size initially
placed at integer coordinates.
Theorem 1. MINIMUM - DISPLACEMENT OVERLAP REMOVAL is NP-hard, even for
equal-size squares at integer coordinates.

7.2.1

Preliminaries

We will show NP-hardness by reduction from the problem MONOTONE ONE - IN THREE SAT, also known as MONOTONE XSAT. In this problem, a clause of the
form R(x; y ; z) is true if and only if exactly one of its arguments is true. The
problem of deciding whether a conjunction of clauses of the form R(x; y ; z) is
satisfiable is called ONE - IN - THREE SAT. In the monotone variant of the problem,
there are no negated literals. The seminal paper by Schaefer (1978) showed
that ONE - IN - THREE SAT is NP-complete, and although MONOTONE SAT is trivial, MONOTONE ONE - IN - THREE SAT remains NP-complete (Gary and Johnson,
1979).
Our gadgets contain edges connecting some of the rectangles, representing
clause variables or literals. Similar to Brandes and Pampel (2013), we will make
use of the following observation. Given an edge e(u; v ) embedded in the plane,
let the horizontal strip of e be the unbounded area of points with y -coordinates
in the interval [yu ; yv ]. Similarly, we call the unbounded area of points with x coordinates in the interval [xu ; xv ] the vertical strip of e . Now consider an edge
eh in the horizontal strip of e . If the orthogonal order of the vertices must be
preserved, making e horizontal will force eh to be horizontal as well, and if eh
cannot be horizontal, it prevents e from being horizontal. For an edge ev in the
vertical strip of e it is the other way around: e can force eh to be vertical, and ev
can prevent e from being vertical. Both situations are illustrated in Figure 7.1.
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v
eh

e

horizontal strip

u
ev
vertical strip

Figure 7.1: Edge eh lies in the horizontal strip of edge e and edge ev lies in the vertical
strip of edge e . If the orthogonal order of the vertices must be preserved, e can force eh
to be horizontal, and eh can prevent e from being horizontal. Similarly, e can force ev to
be vertical, and ev can prevent e from being vertical.

7.2.2

Gadgets

Clause gadget For each clause, we construct a clause gadget consisting of
two pairs of overlapping squares, as shown in Figure 7.2a. Assume that only
the purple squares can be moved, whereas the orange squares are fixed at their
current position. A square can be fixed by placing multiple squares on the same
x -coordinate and others on the same y -coordinate. To maintain orthogonal
ordering when one of them moves, all the others would have to move as well to
stay on the same x - or y -coordinate, which leads to a large total displacement.
The possible moves for the clause gadgets are illustrated in Figure 7.2b.
There are three different solutions to remove the overlap in Figure 7.2 which
amount to the same total displacement s1 , which is the minimum displacement
for this case. Those three solutions are shown in Figure 7.3. Note that the
fourth option that would come to mind, one purple square in the top left position
and one in the bottom right position, is not a valid solution because it violates
the horizontal order of the two purple squares. To help explain the cases, we
connect the centres of the squares with three edges that represent the three
variables in the clause, as shown in Figure 7.2c. In each of the solutions, a
different one of these edges is drawn horizontally; the other two are drawn vertically. We say that a horizontal edge represents a variable set to true, and a
vertical edge a variable set to false. In this way, the three valid solutions for the
gadget in Figure 7.3 correspond to the three valid solutions for a clause in the
MONOTONE ONE - IN - THREE SAT problem. If we can find an adjusted layout with
displacement at most s1 , we found a truth assignment in which exactly one of
the clause variables is true, which makes the clause true.
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xi
xj

xk

(a) Initial configuration

(b) Possible moves

(c) Edges representing
literals

Figure 7.2: Clause gadget representing R(xi ; xj ; xk ). The initial configuration is shown
in (a). As shown (b), the orange squares are fixed and the purple ones can move. Edges
connecting the centres represent the literals (c).

xi

xj

xk

(a) xi is true

(b) xj is true

(c) xk is true

Figure 7.3: There are three different solutions with minimum displacement. Each solution has one horizontal edge (representing true) and two vertical edges (representing
false).

Literal gadget For each literal, we construct a gadget consisting of three overlapping squares, as shown in Figure 7.4a. Like in the clause gadgets, the
orange squares are fixed at their positions such that only the purple squares
can be moved. There are two different solutions to remove the overlap in Figure 7.4a. Both amount to the same total displacement s2 , which is also the minimum displacement in this case. We again introduce an edge to help explain
the cases, connecting the centres of the purple and the lower orange square, as
shown in Figure 7.4b. The edge is horizontal in one solution, representing that
the literal is true (Figure 7.4c), and vertical in the other solution, representing
that the literal is false (Figure 7.4d).
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false

xi

true

(a) Initial
configuration

(b) Possible moves

(c) xi is true

(d) xi is false

Figure 7.4: Literal gadget (a) representing literal xi with two different minimumdisplacement solutions (b). If we connect the centers of the lower two squares, one
solution (c) has a horizontal edge (xi is true) and one solution (d) has a vertical edge (xi
is false).

Link gadget We place the clause and literal gadgets on a diagonal, such that
no two gadgets have overlapping x - or y -coordinates. To ensure consistency,
we need to link each literal gadget to its corresponding clause variables. For
each matching literal-variable pair we construct two link gadgets, each consisting of two overlapping squares and an edge connecting their centres, as
illustrated in Figure 7.5. We place one of the links (l1 in Figure 7.5a) on the
same x -coordinates as the clause variable xc and on the same y -coordinates
as the literal edge xl . The other link (l2 in Figure 7.5a) is placed on the same
y -coordinates as the clause variable xc and on the same x -coordinates as the
literal edge xl . Because l1 is in the horizontal strip of xc , it ensures that if the
clause variable is true (xc is horizontal), the literal is forced to be true (xl has to
be horizontal) as well. Furthermore, the fact that l1 is in the vertical strip of xl
ensures that if the literal is false (xl is vertical), the clause variable is forced to
be false (xc has to be vertical) as well. Similarly, link l2 is placed in the vertical
strip of xc and in the horizontal strip of xl . This ensures that if the clause variable is false, the literal is forced to be false as well, and if the literal is true, the
clause variable is forced to be true as well. Note that link l1 can only transfer a
false assignment (vertical) from xl to xc or a true assignment (horizontal) from
xc to xl . It does not prevent a solution where xl is true and xc is false (l1 would
then be diagonal). For l2 this holds exactly the other way around. Therefore, we
need two links for each literal-clause variable pair, to cover every combination
of truth assignments. The resulting configuration for the case that x is true is
illustrated in Figure 7.5b, while Figure 7.5c shows the result when x is false.
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xc

l2

literal

xl

l1

(b) x is true

l2

xc

clause
variable

xl

l1

(c) x is false

literal

l2

xc

clause
variable

Figure 7.5: Link gadgets l1 and l2 ensure that (the edges corresponding to) literal xl and clause variable xc will have the same truth
assignment (orientation).

(a) Initial state

literal

xl

l1

clause
variable

Chapter 7. Minimum-displacement overlap removal

7.2. Hardness proof

Duplicate variables In the resulting configuration for either truth assignment,
each link gadget is contained in the intersections of the horizontal and vertical strips of the literal and clause gadgets it connects, as can be seen in Figure 7.5. As a result of this, link gadgets generally cannot overlap each other.
The only exception occurs when a clause contains the same variable multiple
times, in which case multiple link gadgets would have to be placed in the stripintersection area of the same clause-literal pair. Note that if all three variables of
a clause are identical, there is no valid truth assignment for MONOTONE ONE - IN THREE - SAT and no minimum-displacement solution for the clause. In this case,
an overlap-free solution for the link gadgets is not needed, since the answer
to the decision problem is indeed negative. If a variable appears in the same
clause twice, a valid truth assignment for MONOTONE ONE - IN - THREE - SAT can
exist only if this duplicate variable is false and the other variable in the clause
is true. We handle this special case as follows. For each clause R(xi ; xi ; xj ),
we omit the clause gadget described above. Instead, we add a square to the
corresponding literal gadgets to force xi into a negative and xj into a positive
configuration as shown in Figure 7.6.

xi

xi

(a) xi can only be true

(b) xi can only be false

Figure 7.6: Modified literal gadgets that enforce xi to be true or false.

7.2.3

Full configuration

Finally, we can place all clauses, literals, and links on an integer grid. The
full configuration for one clause with three literals and all corresponding links
is shown in Figure 7.7. Given a problem instance with a literals and b clauses
with three different variables, the total displacement for any valid configuration
sums up to some constant ca;b < k . We fixate each orange square by placing
k squares on the same x -coordinate and k squares on the same y -coordinate,
such that even moving one of them by one unit would result in a displacement
larger than ca;b . We can reduce from MONOTONE ONE - IN - THREE SAT as follows. We construct a layout with a literal gadgets and b clause gadgets as
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explained above. If we can determine in polynomial time whether there exists
an orthogonal-order-preserving layout adjustment to remove the overlap with
a total displacement of at most ca;b , we have also solved MONOTONE ONE - IN THREE SAT in polynomial time.

Figure 7.7: Full configuration of one clause, three literals, and all corresponding link
gadgets.
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7.3

Heuristic algorithm

RE A RRANGE

Although multiple algorithms for overlap removal exist (see Section 6.4), none of
these exactly match our objectives. Therefore, we introduce a new heuristic that
is tailored to our version of the problem. Our heuristic algorithm RE A RRANGE
takes as input a set R = {r1 ; : : : ; rn } of n rectangles, where rectangle ri =
(xi ; yi ; wi ; hi ) is centred at position (xi ; yi ) and has size wi × hi . The algorithm
changes the coordinates of the rectangles such that, in the new layout, no two
rectangles intersect. We aim to keep the total displacement of the rectangles
and the number of orthogonal order violations small.
The orthogonal order of the input for both the x - and the y -dimension is determined in an initialization step in the main algorithm (lines 1-3). The order
can be weak: if multiple rectangles are on the same x - or y -coordinate, they
get the same rank in the order for this dimension. We use a line-sweep approach (Bentley and Wood, 1980) to find overlapping rectangles (line 4 and 9).
For each overlapping pair, we remove the overlap with local minimum displacement while taking the orthogonal order into account (lines 6-8).
Algorithm 1: RE A RRANGE
input : Set R = {r1 ; : : : ; rn } of rectangles, where ri = (xi ; yi ; wi ; hi ) is centered
at coordinates (xi ; yi ) and has size wi × hi , and overlap threshold value t
output: The same set of rectangles with adjusted coordinates
1
2
3

forall ri ∈ R do
x -rank(ri ) ← rank of ri in weak order of x -coordinates;
y -rank(ri ) ← rank of ri in weak order of y -coordinates;

4

P ← DETECTOVERLAP(R);

5

while P 6= ∅ do

8

SHUFFLE P ;
foreach pair {ri ; rj } ∈ P do
REMOVE OVERLAP (ri ; rj );

9

P ← DETECTOVERLAP(R);

6
7
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7.3.1

Remove overlap

The overlap removal method is based on the overlap size of the given pair of
rectangles. Let the x -overlap of a pair of rectangles {ri ; rj } be the minimum
displacement needed to remove their overlap in the x -dimension while taking
the orthogonal order into account. Figure 7.8 shows two overlapping rectangles
ri and rj . If they are already in the correct order with respect to the x -dimension,
the x -overlap is simply the distance between the right border of ri and the left
border of rj , as illustrated in Figure 7.8a. If the rectangles are currently reversed
with respect to their original order, the x -overlap is the distance between the left
border of ri and the right border of rj , as illustrated in Figure 7.8b. If two rectangles have the same rank in the x -dimension we cannot remove the overlap
in this dimension without violating the order. In this case, the x -overlap is set to
infinity. The y -overlap is defined analogously.
x-overlap

x-overlap

ri

ri
rj
rj

(a) rank(ri ) < rank(rj )

(b) rank(ri ) > rank(rj )

Figure 7.8: Overlap computation in the x -dimension when the current orthogonal order
is (a) correct and (b) reversed

We define the overlap size of a pair of rectangles as the minimum of their x overlap and y -overlap. For rectangles that do not overlap, the overlap size is 0.
If the overlap size is greater than 0 but less than the overlap threshold t , we set
the size to t . This is to prevent an infinite loop in which the movements keep
getting smaller with every iteration but never reach 0. Note that for rectangles
that have the same rank in both dimensions, which means they are at the same
initial position, the overlap size is positive infinity. Moving such rectangles apart
always violates the order in at least one dimension, so this is not allowed to
occur in the input.
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The REMOVE OVERLAP routine takes a pair of rectangles {ri ; rj } as input and
changes their coordinates to remove the overlap between them. It consists of
two steps:
1. Compute the overlap size as described above, and the corresponding
dimension in which it should be resolved (x or y ).
2. If the overlap size is greater than 0 (meaning there is an overlap) and
less than infinity (meaning the overlap can be removed), move the lower
ranked rectangle to the left or down (depending on the dimension) by half
the overlap size, and move the higher ranked rectangle to the right or up
by half the overlap size.
The grey rectangles in Figure 7.8 show the new positions of ri and rj after
overlap removal in the x -dimension.
Moving two rectangles apart to resolve their overlap might introduce new overlap with other rectangles, so we iteratively repeat the overlap detection and
removal steps until there are no more overlapping pairs. This will happen eventually because all overlaps are resolved by moving both rectangles in opposing
directions. This will broadcast overlaps toward outer rectangles of a cluttered
area or even the whole input set and terminate when those can be moved into
empty drawing area. The theoretical runtime of an iteration is dominated by finding the k intersecting pairs, which can be done in O(|V | · log |V | + k) (Bentley
and Wood, 1980).
In the current implementation, the algorithm terminates with an error message
if it encounters two rectangles with identical ranks because in this case the
overlap cannot be removed without violating the orthogonal order. Rectangles
get the same ranks if they have the same initial coordinates. In practice, this
would correspond to multiple items of meta-data that belong to the exact same
geographical location. One way to deal with this problem is to aggregate such
rectangles to a single, larger one, possibly containing several sub-rectangles. In
our application, this would make sense, since they are all describing the same
site. An alternative and more general solution would be to apply a very small
random displacement to the input data, to remove any occurrence of identical
coordinates. The data sets we used for our evaluation did not contain duplicate
coordinates, so neither of these methods were used.
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7.3.2

Repair orthogonal order

Although RE A RRANGE considers the orthogonal order when it removes the
overlap between a pair of rectangles, it can still introduce order violations. The
rectangles from the pair under consideration can be pushed past other rectangles in the layout. Therefore, we introduce a method to repair the orthogonal
order after each iteration. The REPAIR O RDER method is a modified version of
merge sort. Our strategy is similar to the project procedure Dwyer et al. (2006a)
added to stress majorization, but finds and resolves the inversions while sorting.
The REPAIR O RDER method takes as input a list L = (r1 ; : : : ; rn ) of vertices,
dimension d ∈ {x; y } for which the order should be repaired, and the markers
left and right for the sublist that should be considered in the current call. In the
initial call, the rectangles in L are sorted by their current coordinate in dimension
d . The algorithm performs merge sort on this list of vertices, with two additions
when merging a left with a right list:

• Whenever an element er in the right list has a lower rank than an element el in the left list, in addition to swapping the vertices in the list, we
recompute their coordinates to satisfy the orthogonal order constraints.
We compute the average of their coordinates (in dimension d ) and place
both of them on this coordinate.

• If in the merging step we encounter two vertices with the same rank, we
collect all vertices of this rank, compute the average of their coordinates
(in dimension d ), and place them all on this average coordinate.
We extend both RE A RRANGE and the popular overlap removal algorithm PRISM
with the REPAIR O RDER method to resolve order violations after each iteration.
Repairing the order might introduce new overlaps, which will be treated in the
next iteration.
The runtime of a REPAIR O RDER iteration is dominated by resolving the inversions while sorting, which is the runtime of merge sort plus the number i of
inversions that have to be resolved, hence O(n log n + i). To verify that the algorithm still terminates we have to take a closer look at what happens when an
inversion is repaired. When an overlap removal step caused an order violation,
repairing this violation will at most push the rectangle back to its previous position. This might re-introduce some overlap, but since the overlap was removed
by moving both rectangles, it is now smaller than before. Again, the overlap is
propagated to the outer borders of the more cluttered areas or the entire point
set, where it can be resolved without introducing new violations.
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Algorithm 2: REPAIR O RDER
input : List L = (r1 ; : : : ; rn ) of rectangles, dimension d ∈ {x; y } for which the
order has to be repaired, and markers left and right defining the sublist that
should be considered
output: The same list of vertices with adjusted coordinates
1

Let ci be the coordinate and rank (ri ) the rank of rectangle R[i] = ri in the given
dimension d ;

2
3

if left < right then
mid ← b(left + right − 1)=2c;

4

REPAIR O RDER (L; d; left; mid);

5

REPAIR O RDER (L; d; mid

6

i ← left; j ← mid + 1; k ← left;
while i ≤ mid and j ≤ right do
if rank(ri ) < rank(rj ) then
ri is first in the order, no action required;
L0 [k] ← L[i]; i + +; k + +;

7
8
9
10

else
cr ← rank (ri ); group ← ∅;
while i ≤ mid do
group.add(ri );
i + +;

11
12
13
14
15

while rank(rj ) = cr do
group.add(rj );
L0 [k] ← L[j]; j + +; k + +;

16
17
18

cav g ← average cg of all rg ∈ group;
forall rg ∈ group do
cg ← cav g ;

19
20
21
22

for h ← i; : : : ; mid do

L[k + h − i] ← L[h];

23
24
25

+ 1; right);

for h ← left; : : : ; k − 1 do
L[h] ← L0 [h];

7.4

Experimental evaluation

We evaluate our heuristic RE A RRANGE in comparison to the PRISM algorithm
by Gansner and Hu (2009), which is described in more detail in Section 6.4.4.
We also extend both algorithms with our order repair method (PRISM+OR and
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RE A RRANGE +OR) to guarantee preservation of the orthogonal order. Both algorithms and the extension with order repair were implemented in Java, building
on the framework of the network visualization tool visone (Brandes and Wagner, 2004). Experiments were executed on a 64-bit desktop PC with an Intel
Core i7-4790 CPU (3.60 GHz, 8 cores, 8 MB cache) and 16 GB RAM.

7.4.1

Data

We use both real geographical data and generated data sets to evaluate the
algorithms. We use the Cultural Heritage data set with adapted versions of
the cards introduced in Section 3.2.4. Each of the 69 heritage sites will be
represented by a rectangular label with meta-data. The label always includes
the site name and the types of heritage associated with this site. Some labels
also include a picture and/or a description of the site. This results in labels with
different sizes and aspect ratios. Furthermore, we use the Caribbean Museums
data set and the Caribbean Collections data set with the glyphs introduced in
Section 3.2.2.
To test our methods more extensively, we extracted additional data from OpenStreetMap. To approximate archaeological site data on islands, we use the locations of important places such as churches, schools, and museums on several
islands in Central America. We have a total of 134 such data sets, each containing between 20 and 200 site locations. Since the hypothetical representations
of meta-data for these sites could have any shape or size, we model them by
generating rectangles with randomly chosen width and height. The rectangles
have an aspect ratio between 1:4 and 4:1, and their average size depends on
the area covered by the point set and the number of points. The middle column in Figure 7.12 shows examples of this type of input. We generated three
sets of random rectangles for each set of site locations. For comparison, we
also created one consisting of uniform squares and one consisting of uniform
rectangles with ratio 3:1.
For graph-related applications of overlap removal, nodes are often assumed to
be of uniform size and shape. Since textual labels are typically expected, this
uniform shape tends to be a wide rectangle. For our application, however, we
expect varying shapes of meta-data-symbols. To investigate the influence of
label shapes on the performance of the methods in more detail, we generated
a series of synthetic data sets with varying labels. The initial layout always consists of normally distributed clusters spread around a circle, 100 nodes in total.
We start with only tall labels (rectangles with aspect ratio 1:4) and replace them
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with wide labels (rectangles with aspect ratio 4:1) one by one until all labels
are wide. For each tall-to-wide ratio, we run the algorithms and compare the
results. For the application of labelling geographic maps, we expect clustered
data sets with relatively small amounts of overlap and a lot of empty space.
To test what happens when the data is homogenous and dense, we created a
series of synthetic data sets with increasing label size. The layout is a uniform
random distribution of 100 points; the labels are equal-sized squares. We run
the algorithm with the different label sizes and compare the results. Both types
of synthetic data are illustrated in Figure 7.9.

7.4.2

Quality metrics

To compare the quality of the outputs of the different algorithms, we consider
the following measures:

• Our objective is to keep the total displacement of the rectangles small,
so we measure the total displacement of the rectangles relative to their
initial positions.

• We are interested in how well the shape of the input is maintained. If
the original graph is just scaled, shifted, or rotated as a whole, we would
consider the result to have the same shape as before. The neglection
of such transformations is achieved by finding the optimal scaling, rotation/reflection, and shifting such that the displacement of the vertices is
minimized. This is known as the Procrustes transformation (Borg and
Groenen, 2005). We use the protest method in R (Oksanen et al.,
2016) to perform a Procrustes analysis matching the result of each method
to the input data, and compute the Procrustes correlation between the
initial positions and the transformed resulting layout. The correlation is
a value between 0 and 1, where a value close to 1 indicates that two
shapes are similar.

• When we run the algorithms without the ORDER R EPAIR method, we count
the number of order violations in the final layout.

• We also record and compare the runtimes of the algorithms.
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(e) medium density

(b) 50% wide labels

(f) high density

(c) 95% wide labels

Figure 7.9: Examples of synthetic test data with varying label shapes (a-c) and densities (d-f)

(d) low density

(a) 5% wide labels
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7.4.3

Results

Table 7.1 summarizes the results for all four methods applied to the geographical data sets with varying label shapes. The percentage of won cases indicated
in this table is the percentage of data sets for which this method scored better
for this measure than the competing method.

mean displacement
% won on displacement
mean procrustes
% won on procrustes
mean order violations
% won order violations
mean runtime
% won on runtime

PRISM
72.63
0
0.9920
0.8
3.15
44.3
0.0047
8.4

ReArrange
50.37
100
0.9959
99.2
3.02
55.7
0.0035
88.5

mean displacement
% won on displacement
mean procrustes
% won on procrustes
mean runtime
% won on runtime

PRISM+OR
135.0
14.0
0.9802
12.5
1.2078
4.6

ReArrange+OR
115.33
86.0
0.9847
87.5
0.0815
95.4

Table 7.1: Summary of the results for all four methods applied to the geographical data
sets with randomized label shapes

Figures 7.10 and 7.11 show the results for displacement, Procrustes correlation,
and order violations in more detail. Each dot represents one of the geographical data sets. The average displacement per node, Procrustes correlation, or
number of violations that the two methods without or with order preservation
achieved on this data set are plotted against each other. A dot above the diagonal line represents a case where PRISM performed better than RE A RRANGE, a
dot below the diagonal corresponds to a case where RE A RRANGE outperformed
PRISM.
These plots show that without order repair, RE A RRANGE always results in a
smaller average displacement than PRISM (Fig. 7.10a). With only two exceptions, RE A RRANGE also achieves a higher Procrustes correlation than PRISM,
meaning better shape preservation (Fig. 7.10b). The number of exceptions
increases when we extend both approaches with our ORDER R EPAIR method
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Figure 7.10: Displacement (a), Procrustes correlation (b) and order violations (c) for PRISM versus RE A RRANGE. Each dot represents
one test instance; the colour of a dot indicates the number of nodes in this instance. Points below the diagonal represent instances
where RE A RRANGE outperformed PRISM.
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7.4. Experimental evaluation

(Fig. 7.11a,b). However, RE A RRANGE still performs better in over 85% of the
cases on displacement as well as Procrustes correlation (Table 7.1). Figure 7.10c
shows the number of orthogonal order violations in the results of both methods
without order repair. Here the performance of both methods is comparable for
the smaller data sets (blue dots), but especially for the larger data sets (red
dots) RE A RRANGE tends to cause fewer order violations. Overall, RE A RRANGE
caused fewer violations in roughly 55% of the cases.
Figure 7.12 shows four example cases that help explain why RE A RRANGE often
performs better than PRISM. For each example, the initial positions (middle),
the resulting layouts for both methods without order preservation (left), and the
resulting layouts for both methods with order violation (right) are shown. The
colour of each rectangle corresponds to its displacement, with white representing no displacement and dark red representing maximal displacement.
As explained in Section 6.4.4, PRISM removes overlap along the edges of the
proximity graph rather than in the direction of minimum displacement, which can
lead to unnecessarily large displacements. This is most clearly illustrated by the
cluster of three rectangles on the left of Figure 7.12a. A similar problem occurs
for larger dense clusters, as shown in Figure 7.12b. PRISM pushes multiple
rectangles along a ray out of the centre, introducing some large displacements.
RE A RRANGE keeps the rectangles closer together by removing overlap for each
pair in the direction of minimum displacement. As a result of moving rectangles
in dense clusters radially outwards, PRISM sometimes creates rings of rectangles with empty centres, which also results in a large displacement. This case
is illustrated in Figure 7.12c. As explained above, PRISM tends to cause more
order violations than RE A RRANGE, especially in larger graphs. When we extend both methods with order repair, this becomes a disadvantage for PRISM.
As shown in Figure 7.12d, many rectangles end up on one line. This is a result of the order repair method that is executed after each iteration. Because
PRISM causes more violations, more of them have to be repaired, which is
done by putting the violating rectangles on one line. All of the issues described
here have a negative influence on the displacement as well as the Procrustes
correlation for the PRISM+OR results.
Figure 7.13 shows the runtimes of all four methods. Without order repair RE A RRANGE tends to be slightly faster than PRISM, but the differences are quite
small, and for the larger instances there are a few outliers. When we add order
repair to both algorithms the differences in runtime become much larger and
RE A RRANGE is faster in over 95% of the cases. Figure 7.13b shows that especially for larger instances, PRISM+OR often takes extremely long. This can
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once again be explained by the fact that PRISM introduces more order violations in its overlap removal step. When many violations have to be repaired,
many movements have to be (partially) undone, and this causes the combined
method to converge much slower than without order repair.
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Figure 7.13: Comparison of runtime in seconds, averaged over three runs for each
algorithm. Both without (a) and with (b) order repair, RE A RRANGE is faster in the vast
majority of the cases.
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Label shapes To test the influence of the shape of the labels, we also applied
the algorithms to the geographical data sets with uniform labels. For uniform
squares, the results are very similar to those with random rectangles. However,
when we use uniform wide rectangles (ratio 3:1), we do see some changes. In
terms of displacement and Procrustes correlation, both methods perform worse
with the wide rectangles. The percentage of cases won by RE A RRANGE drops
to 78% for displacement and 64% for Procrustes correlation. To study this effect in more detail, we apply all four methods to the synthetic data with varying
label shapes. Figure 7.14 shows the results in terms of displacement and Procrustes correlation. The percentage of wide labels is plotted along the x -axis;
the remaining labels are tall. The performance of RE A RRANGE is quite stable
for varying shape distributions, but it obtains slightly better results when both
shapes occur equally often. PRISM, on the other hand, performs best with
uniform labels. With respect to displacement R E A RRANGE remains the clear
winner in any case. When almost all of the labels are wide rectangles, however, there is not much difference between the two algorithms regarding the
Procrustes correlation. For the methods with order repair we observe a similar
pattern, but with a larger variation in the results. RE A RRANGE performs better
on average, but the difference with PRISM is largest for input with varying label
shapes. This can be explained by the fact that our heuristic takes into consideration in which dimension the overlap is smaller when deciding in which direction
an overlap should be removed. When all labels are very wide, the overlap in
y -direction is much more likely to be smaller, and the image will be stretched in
one direction. This has a negative influence on the Procrustes correlation.

Density Another factor that could influence how well the algorithms perform
is the density of the input. We tested series of uniform-randomly distributed
data sets with equal-sized squares, where we increased the density by scaling
up the labels in each step. RE A RRANGE achieves a smaller displacement in
all cases. The difference with PRISM gets larger as the density of the input
increases. Figure 7.15 shows the results for Procrustes correlation and the
number of order violations. For both these measures RE A RRANGE performs
better than PRISM for low-density input. For high-density input, however, it is
the other way around. When we add order repair to the algorithms, RE A RRANGE
still achieves a smaller displacement in over 80% of the cases. Both algorithms
perform worse regarding Procrustes correlation as the density increases, but
this has no clear effect on which one performs better.
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Figure 7.14: Variation in results depending on label shapes. The performance of RE A RRANGE remains stable for varying label shape
distributions, whereas PRISM clearly performs better with uniform labels than with a mix of tall and wide rectangles.
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7.4. Experimental evaluation

7.4.4

Archaeological applications

In our application of visualizing meta-data of archaeological and heritage sites,
varying label shapes and relatively low density are to be expected due to the
nature of the data. The three real data sets we use as application examples
also illustrate this.
Figure 7.16 shows a layout of the meta-data labels designed for the heritage
sites of the Cultural Heritage data set. The map in the lower-left corner of the
figure shows the sizes and actual positions of the labels. The larger map in
the figure shows an overlap-free layout for this data set, computed with RE A R RANGE +OR. The map is projected in the background with a distortion equal to
the distortion of the bounding box of the point set.
Figure 7.17 shows a layout of glyphs representing the museums from the Caribbean Collections data set, computed with RE A RRANGE+OR. Because the data
set is relatively sparse, no distortion of the background map was needed for this
visualization.
Figure 7.18 shows a layout of glyphs representing the museums from the Caribbean Museums data set, computed with RE A RRANGE. Since the algorithm
requires rectangular labels as input, we used the bounding box of the glyphs to
compute this layout. A small buffer was added around each symbol, to ensure
that they do not appear to be touching when displayed at a small scale such
that their individual shapes remain visible.
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Figure 7.16: Overlap-free map of the meta-data cards representing the Cultural Heritage
data set. This order-preserving layout was computed using RE A RRANGE extended with
order repair. A map of the island is projected in the background with the same distortion
as the bounding box of the point set. The actual positions are shown in the lower left
corner – data provided by the Saint Kitts and Nevis Department of Culture.
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Object type
Human remains
Animal remains
Wood/plants
Shell/coral
Pottery
Lithics

Figure 7.17: Overlap-free map representing the Caribbean Collections data set, where
the glyphs indicate which object types are part of the Caribbean archaeological collection
of a museum. This order-preserving layout was computed using RE A RRANGE extended
with order repair – data provided by Mariana Françozo.
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type (colour) of a museum. This layout was computed using RE A RRANGE – data provided by Csilla Ariese-Vandemeulebroucke.
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7.5

Conclusion

In this chapter we considered the problem of minimum-displacement overlap removal (MDOR). We proved that MDOR is NP-hard and presented a new heuristic
algorithm for solving it. In addition, we proposed an order repair method that resolves orthogonal order violations after every iteration of overlap removal. We
extended our own heuristic RE A RRANGE and the commonly used overlap removal algorithm PRISM with this repair method, and compared the results. We
evaluated both approaches with and without order repair using various metrics.
The experiments show that our new heuristic approach results in the smallest
displacement for almost all of the data sets and maintains the shape of the input
better for most of them. This makes it especially useful for applications which
require a non-overlapping placement of objects close to desired (geographical)
positions, like symbol maps of archaeological sites. Furthermore, our experiments indicate that our heuristic performs well irrespective of the variation in
label shapes.
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8
Conclusion

The aim of this dissertation was to present a wide variety of methods suitable
for the visualization and visual analysis of archaeological data. For a number of
existing methods from the area of mathematics and computer science, we discussed how they can be applied, either directly or with some adaptations, in the
context of archaeology. We also introduced new approaches, tailored to various
archaeological applications. Because of our focus on general data properties
rather than specific data sets, however, many of the methods discussed here
are widely applicable beyond the field of archaeology as well. Several case
studies and visualizations of real data sets were used to illustrate the use of the
proposed methods, and to demonstrate their benefits in comparison to commonly used approaches. In the following, the main observations and contributions from each of the three parts of this dissertation are summarized, followed
by a brief discussion of possible future research directions.

PART I – Visualization problems in archaeology
Chapter 2 provided a brief introduction to the field of archaeology and the process of archaeological data collection. We also introduced seven data sets
from Caribbean archaeology, which were used throughout this dissertation to
illustrate the various visualization methods that we discussed. Based on this
theoretical background and the examples of real data sets, we identified eight
general data properties that often characterize archaeological data sets: mul211
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tivariate, multilevel, fragmentary, geo-referenced, quantitative, qualitative, relational, and heterogeneous.
In Chapter 3, we discussed various visualization methods that can be applied
to data sets with (some of) the general properties we identified in Chapter 2.
These were illustrated with visualizations of the Caribbean archaeology data
sets introduced in Chapter 2. We considered two approaches for the visualization of multivariate data: glyphs and small multiples. We introduced multiple
new glyphs designed specifically for the representation of archaeological and
heritage data, most notably the three different designs for the representation of
geo-temporal frequency data introduced in Section 3.2.3 and the playing cards
presented in Section 3.2.4. We showed that small multiples can be used for archaeological data in different ways, for example, to compare information about
different locations to each other or to study changes over time. Tabular representations can be used for many types of data, but they are particularly helpful
in the case of multilevel or fragmentary data because the full details of the data
set can be maintained. We gave a brief introduction to the use of network representations for the visualization of relational data. Furthermore, we described
three different approaches to map labelling for the visual representation of georeferenced data: feature labelling, boundary labelling, and associative labelling.
Whereas feature labelling was treated in more depth in Part III of this dissertation, the other two approaches leave some interesting directions for future
research. Finally, we presented two visual explanations in Section 3.7, combining network diagrams with manual illustration to place the represented research
results in context.

PART II – Methods for relational data
In Chapter 4, we considered a chain of operations that has become prominent
among network methods used in archaeology. In this approach, geo-temporal
frequency data are used to construct a network based on the similarities between site assemblages. This similarity network is subsequently binarized using
some threshold value, and a layout of the binarized network is computed with
a spring-embedder algorithm. We proposed an alternative method for the layout of such networks, the MDS approach. This method can handle valued data
and hence eliminates the need for binarization and thresholding. Furthermore,
unlike spring-embedder algorithms, MDS does not have a randomized component and reliably produces the same result in repeated runs. We showed in an
experimental evaluation that the MDS layout results in a more accurate representation of distances than a spring embedder at any threshold value. Network
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layouts based on the proposed MDS method can, therefore, be interpreted with
higher confidence and in more detail, which was illustrated in the re-analysis of
an archaeological case study regarding obsidian assemblages. As an extension to the MDS approach, we proposed to also include the obsidian sources in
the layout as artificial sites. In the resulting visualizations, the sources can be
seen as landmarks that aid the interpretation of the results.
Chapter 5 was concerned with the analysis of visibility relations between locations in the landscape. We noticed that most archaeological theories about
the ways in which visibility may have influenced human behaviour are not concerned with point locations, but rather involve the local areas surrounding the
locations of interest. Commonly used methods for analysing such theories,
however, only compare the visibility properties of discrete locations. Therefore,
we introduced a new approach, based on what we call Visual Neighbourhood
Configurations (VNCs). The VNC approach provides a way to formally express
and evaluate hypotheses about visibility properties that explicitly include the
neighbourhood of a focal location. We described how to express archaeological hypotheses in the form of a VNC and proposed several evaluation methods
that can be used to test the hypotheses. We also presented a user-friendly
tool that can be used to carry out such analyses. To illustrate the use of the
VNC approach in practice, we revisited a case study on the visibility properties
of standing stone settings in Exmoor, United Kingdom. We demonstrated that
conclusions from the original study could be confirmed and further refined. Furthermore, we showed that the VNC approach also enables the investigation of
different kinds of hypotheses that could not be explored in the original study.

PART III – Methods for geo-referenced data
Chapter 6 provided an overview of existing algorithms for automated feature
labelling. We discussed the origin of the map labelling problem in the field of
cartography and various methods for placing labels adjacent to point or line
features, or inside area features. Furthermore, we discussed a number of algorithms for the closely related overlap removal problem, where labels or symbols
are not restricted to the area adjacent to their initial position.
In Chapter 7, we considered a specific version of overlap removal that we call
M INIMUM -D ISPLACEMENT OVERLAP R EMOVAL ( MDOR ). Given a set of labels
and their actual locations, the objective in this problem is to remove any overlap
between the labels by moving them apart, while minimizing the total displacement and maintaining the orthogonal order of the labels. We proved that this
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problem is NP-hard. Since none of the methods described in Chapter 6 exactly
match these objectives, we introduced a new heuristic for this problem that we
call RE A RRANGE. Our heuristic does not guarantee that the orthogonal order is
maintained, so we additionally introduced an order repair method. In an experimental evaluation, we compared our heuristic to the popular overlap removal
algorithm PRISM, both in their original form and extended with our order repair
method. The results clearly indicate that for data sets with relatively low density,
as we would expect for our application, RE A RRANGE performs better in terms
of minimizing displacement and preserving the shape of the point set. We also
illustrated the performance of our heuristic with and without order repair with
visualizations of three archaeological data sets.

Outlook
Although some interesting contributions have been made to the fields of computer science as well as archaeology, many directions for future research remain open at the conclusion of this work. In the following, we highlight a few
that we consider particularly compelling.
We briefly touched upon the topic of circular boundary labelling in Section 3.6.2.
Although not typically used for the labelling of geographical maps, this approach
appears to have great potential, especially in an island setting. Challenging
computational problems lie in the automatic determination of the optimal centre
point and boundary outline for the placement of such labels.
In the context of associative labelling, as discussed in Section 3.6.3, we introduced the problem of placing labels on a grid surrounding the map, in such
a way that they can easily be associated with corresponding locations on the
map. The first challenge in automating this procedure would be to define an
appropriate measure for the quality of such a grid assignment.
The heuristic approach to overlap removal that we introduced in Section 7.3
performed remarkably well in our experiments. These were carried out mainly
with data extracted from geographical maps of Caribbean islands, in order to
resemble our intended application. It would also be interesting, however, to
systematically explore the influence of varying spatial statistics in the input data
on the performance of our heuristic.
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A
Archaeological data sets

This appendix contains detailed descriptions of the archaeological data sets
used in this dissertation. Summary descriptions of the data sets were provided in Chapter 2. These data sets were used to demonstrate the visualization
methods discussed in Chapter 3 and as application examples for the algorithm
presented in Chapter 7.

A.1

The Montechristi Survey data set

The Montechristi Survey data set was provided by Eduardo Herrera Malatesta,
who collected these data during a surface survey as part of his doctoral research at Leiden University (Herrera Malatesta, 2018). The survey was carried
out in the coastal area of the Montechristi province in the northern Dominican
Republic, as shown in Figure A.1. The island nowadays shared by Haiti and the
Dominican Republic was the first Caribbean island where Columbus landed,
which makes it a particularly interesting location for researchers interested in
the first contact between Europeans and the indigenous population. In addition
to getting a general overview of sites and material culture in the coastal area of
Montechristi, the main objective of this research was to study the transformation
of the landscape from indigenous to colonial in the context of the conflicts that
occurred after the arrival of the Europeans in 1492. To this end, Herrera Malatesta (2018) explored the relations between the distribution of material culture,
235

Appendix A

archaeological sites, and certain environmental variables describing the find locations.
The survey covered an area of roughly 750 square kilometres, marked in red
in Figure A.1, consisting mostly of areas with dense, arid to sub-arid vegetation and agricultural fields. Part of the area was surveyed systematically using
a line-walking approach, as illustrated in Figure A.2a; an opportunistic survey
was carried out in the rest of the area. Figure A.2b shows some examples of
the finds (after washing) that were collected and recorded during the systematic surface survey. A total of 102 find locations were identified and recorded
during the survey. The data set consists of one entry for each find location, de-

Cuba

Atlantic Ocean
Montechristi

survey area

Haiti

Dominican
Republic

Port-au-Prince

Santo Domingo

Caribbean Sea
50 km
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Figure A.1: Survey area in the Montechristi province in the northern Dominican Republic
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(a) Systematic survey by line walking: multiple teams separated by equal distances (in
this case 30 meters) walk in straight parallel lines and record everything they find on their
path − photograph by Eduardo Herrera Malatesta.

(b) Some of the finds collected during the systematic survey, mostly remains of saltwater
shellfish that would not have occurred this far inland unless people brought them there
to eat.
Figure A.2: Impression of the surface survey conducted in the coastal region of the
Montechristi province in the northern Dominican Republic, directed by Eduardo Herrera
Malatesta.

scribing the finds as well as the environmental properties of the location. Table
A.1 provides an overview of all variables relevant for the visualizations in this
dissertation.
Each find location has a unique identifier and exact geographic coordinates.
Furthermore, finds of six different materials were recorded: ceramics, European
materials, lithic objects, coral objects, shell objects, and shell remains. The
difference between the two shell materials is that shell objects are utensils or
decorative objects made out of shell whereas shell remains are the discarded
remains of consumed shellfish. The finds of each material are subdivided into
several subtypes whose presence is recorded. The data set contains

• 4 different ceramic styles,
• 12 types of lithic objects,
• 3 types of coral objects,
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• 7 types of shell objects, and
• 17 species of shellfish of which remains were found.
Note that these subtypes are recorded with binary variables indicating only the
presence or absence of each subtype, not the number of objects. We know
the number of different object (sub)types found at each location, but not the
number of individual objects. This also implies that no conclusions can be drawn
about the relative frequencies of the different materials, only about the variety
in subtypes for each of the materials.
To enable studying the relation between material culture and environmental factors, the data set also contains environmental variables describing the find locations. These include for example altitude, type of vegetation, and distances
to various natural features such as rivers, mangroves, salt pans, hills, and the
sea. The environmental variables are based on the Atlas de Biodiversidad y Recursos Naturales de la República Dominicana (Ministerio de Medio Ambiente y
Recursos Naturales, 2012), digitized and adapted by Herrera Malatesta (2018).
We considered only a small selection of these variables in the visualizations,
namely the elevation and the distances to three natural features: hills, sea, and
mangroves.
This data set is multivariate, with both qualitative variables (presence/absence
of subtypes) and quantitave variables (elevation and distances). We used the
environmental variables, which are quantitative, to illustrate bivariate representations in Section 3.1. The multivariate representations of this data set in Section 3.2 combine both types of variables, by including also the presence of ceramics at the find locations. We can derive additional quantitave variables for
the number of subtypes present for each type, as was done for one of the glyphbased visualizations in Section 3.2. The fact that this data set is geo-referenced
was used in the small-multiples visualization in Section 3.3, which gives an
overview of the spatial distribution of all object subtypes over the find locations.
When interpreting these visualizations, one should keep in mind that this data
set is heterogeneous in terms of sampling. Only part of the study area was
surveyed systematically, whereas the remainder of the area was explored in an
opportunistic survey. This means that the distribution of find locations over the
survey area may not be a reliable representation of the actual distribution of
materials.
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VARIABLE

DESCRIPTION

id

Unique identifier for each find location

lat, long

Geographical coordinates of the find location

meillacoid, mixed, chicoid,
unkown

Binary variable for each ceramic style
indicating whether or not this style was
found at this location

european materials

Binary variable indicating whether or not
any European materials were found at
this location

axe, grinding stone,
hammer stone, point artefact,
hatchet, net weight small,
net weight big, pendant, bead,
flint, scraper, core

Binary variable for each type of lithic object indicating whether or not this type of
object was found at this location

guayo, file, grinding tool

Binary variable for each type of coral object indicating whether or not this type of
object was found at this location

gubia, axe, hatchet,
bead, hammer, pendant,
piercing object

Binary variable for each type of shell object indicating whether or not this type of
object was found at this location

lobatus gigas,
charonia variegata,
codakia orbicularis,
lobatus costatus,
codakia disinguenda,
cittarium pica,
cassis tuberosa,
lobatus raninus,
crassostrea rhizophorae,
arca zebra, phyllonotus pomum,
vasum muricatum,
tivela mactroides,
anadara transversa,
land snail, chione elevata,
isognomon alatus

Binary variable for each shell species indicating whether or not remains of this
species were found at this location

elevation

Elevation (in meters above sea level) of
this find location

dist to hills, dist to sea,
dist to mangroves

Distance (in kilometers) from this find
location to the (nearest) sea, hills, and
mangroves

Table A.1: Variables in the Montechristi Survey data set
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A.2

The Settlement Patterns data set

The Settlement Patterns data set was provided by Samantha de Ruiter, who
collected these data in the context of her doctoral research at Leiden University
(Ruiter, S. de, 2018). The focus of this research was on studying settlement
patterns in the Lesser Antilles. A settlement pattern is the distribution of settlement sites over the landscape (Darvill, 2008). Common properties of known
settlement locations can give an indication of which factors people in the past
took into account when deciding to settle somewhere. The main objective of
this research was to characterize Amerindian settlement patterns, in order to
enable the development of a predictive model for site locations and to investigate the theory that the Amerindian people started selecting a different type of
settlement location after the arrival of the Europeans in the late fifteenth/early
sixteenth century.
The data set consists of 495 sites with locations on five of the Windward Islands
in the southern Lesser Antilles: Dominica, Martinique, St. Lucia, St. Vincent,
and Grenada. An overview of the study area and the individual sites on each
island are shown in Figure A.3. Information about these sites was gathered
through a combination of fieldwork (mostly surveys) and literature research.
The data set contains information about site type, materials found at the site,
ceramic styles present at the site (if any), and chronology.
All variables relevant for the visualizations in this dissertation are listed in Table
A.2. Seven different site types are considered in the data set:

•
•
•
•
•

settlement,
scatter (multiple objects found closely together),
single find (single object, typically found during a survey),
midden/deposit (filled with discarded material, e.g. from cooking),
seasonal/activity (locations used for example for hunting or resource extraction),

• petroglyph (Amerindian rock art), and
• burial site.
The types are not exclusive: one site can for example be a settlement as well
as a burial location. The sites for which chronological information is available
are dated with respect to five time periods:

• the Early Early Ceramic Age (EECA), 1-300/400 AD,
• the Late Early Ceramic Age (LECA), 300/400-700 AD,
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Figure A.3: Study area and all sites (marked in red) in the Settlement Patterns data set
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• the Early Late Ceramic Age (ELCA), 700-1000 AD,
• the Late Late Ceramic Age (LLCA), 1000-1500 AD, and
• the Colonial period (COL), after 1500 AD.
Due to the various sources on which this data set was based, not all information
is available for all sites. The site type is known for 463 sites, information about
materials found at the site is available for 434 sites, and the data set contains
information about chronology for 297 sites. Sites of type settlement for which
chronology information is available are most relevant for studying changes in
settlement patterns over time. There are 93 sites with these properties in the
data set, spread over all five islands.
This data set is multivariate and geo-referenced. Except for the geographical
coordinates, all variables are qualitative. As explained above, the data set is
fragmentary: most of the variables are only defined for a subset of the sites. In
the visualizations, we dealt with this issue by only including the sites for which
all variables displayed in the visualization are known. The small-multiples representation in Section 3.3 shows the changes in settlement patterns over time
for all five islands simultaneously. This figure includes sites of all types, but only
the ones for which chronology information is available. In Section 3.6, we used
boundary labelling to show multiple qualitative variables of each site, in addition
to their geographic location, in a single visualization. This visualization includes
all sites on Dominica with information about chronology and site type.

VARIABLE

DESCRIPTION

id

Unique identifier for each site

lat, long

Geographical coordinates of the site

settlement, scatter,
single find, midden deposit,
seasonal activity, burial site

Binary variable for each site type indicating whether or not this site is of this
type

ceramic, shell, wood,
lithic, human burial, metal,
brick, glass, posthole,
faunal remains, coral

Binary variable for each material indicating whether or not objects of this material were found at this site

EECA, LECA, ELCA, LLCA, COL

Binary variable for each period indicating whether or not this site could be
dated to this period

Table A.2: Variables in the Settlement Patterns data set
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A.3

The Pottery Production data set

The Pottery Production data set was provided by Katarina Jacobson, who collected these data in the context of her doctoral research at Leiden University
(Jacobson, 2018). Jacobson studied the production processes of pottery found
at two Caribbean sites, the Argyle site on the island Saint Vincent and the El
Flaco site in the Dominican Republic (Jacobson, 2018). The data set we consider here describes 243 ceramic sherds found at the Argyle site on Saint Vincent, shown in Figure A.4.
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Figure A.4: Location of the Argyle site on Saint Vincent

The French term chaı̂ne opératoire (operational sequence) is commonly used in
archaeology to describe the step-by-step production process of artefacts such
as pots or stone tools. The chaı̂ne opératoire of an artefact includes every step
that was taken during its production, from the gathering of raw material until
the finishing and decoration of the final product. A detailed explanation of the
chaı̂ne opératoire approach is provided by Roux (2016). The main objective
of Jacobson’s (2018) research was to identify the different chaı̂nes opératoires
that were used to produce ceramics at the two different sites.
The following three steps in the pottery production process were considered in
this research:
Roughing out − creation of the main shape of the pot, for example through
coiling or the use of a potter’s wheel. Roughing out is applied to the pot
as a whole.
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Preforming − manipulation of the rough pot to give it its final shape, for example by scraping away excess material. Different preforming techniques
can be applied to the inside and the outside of the pot.
Surface finishing − modification of the surface of the pot, for example through
smoothing, polishing, or burnishing. Different surface finishing techniques
can be applied to the inside and the outside of the pot.
The data set contains an entry for each potsherd, describing the techniques that
were used in these three production steps. For the last two steps, techniques
used for the inside and the outside of the pot were recorded separately. Some
of the techniques are further subdivided by the tools used to apply them or the
intensity they were applied with (in the case of burnishing). Table A.3 gives an
overview of the possible values for each production step.
P RODUCTION

T ECHNIQUE

S UBDIVISION

1 – Roughing out

Coiling

Subdivided by coiling technique:
smeared, pinched, or unidentified

1 – Roughing out

Unidentified technique

-

2 – Preforming

Scraping

Subdivided by scraping tool: flint,
calabash, shell, or unidentified

2 – Preforming

Unidentified technique

-

3 – Finishing

Smoothing

-

3 – Finishing

Burnishing

Subdivided by intensity: lightly
burnished or highly burnished

3 – Finishing

Polishing

-

3 – Finishing

Scratching

-

3 – Finishing

Unidentified technique

-

STEP

Table A.3: Values occurring in the Pottery Production data set for each production step

This multivariate data set is also multilevel, due to the subdivision for some
of the techniques. Although the original data set is qualitative, describing the
properties of each potsherd, we can derive quantitative information about how
many sherds have a particular property or combination of properties. The visualizations in this dissertation are mostly based on such derived variables. We
showed a tabular representations of this data set in Section 3.4, which can be
used to give a visual overview of the data without loss of details. The tabular representation makes clear that the data is highly fragmentary: in both the
roughing out and the preforming step, the technique used is unidentified for
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roughly one third of the potsherds. We used a network representation in Section 3.5 to explore the relation between the inside and the outside of the sherds
in the preforming and surface finishing steps. The visual explanation introduced
in Section 3.7 gives an overview of the different chaı̂nes opératoires present in
the pottery found at Argyle.

A.4

The Lithics Networks data set

The Lithics Networks data set originates from the work by Hofman et al. (2014),
in which regional interactions in the Caribbean during the Archaic and early
Ceramic Ages are analysed through network analysis. Mol (2014) re-analysed
a version of this data set in his doctoral dissertation. The version of the data set
we consider here has been augmented and verified by Alvaro Castilla Beltran for
his master’s thesis at Leiden University under supervision of Prof. Dr. Corinne
Hofman.
The data set consists of 33 locations spread over 13 Caribbean islands, from
Puerto Rico in the north all the way to Grenada in the south. Of these locations,
28 are archaeological sites and 5 are lithic sources. The sites are dated with
respect to three time periods: Period C (800-200 BC), Period D (AD 200 - BC
100) and Period E (AD 100-400). Furthermore, the data set contains information about the relations between the archaeological sites and the lithic sources.
For each site-source combination, we know whether or not material from this
particular source was found at this particular site. Table A.4 gives an overview
of the site-variables relevant for the visualizations. For the lithic sources, the
data set contains only their name and geographical coordinates.
VARIABLE

DESCRIPTION

id

Unique identifier for each site

lat, long

Geographical coordinates of the site

carnelian, serpentinite,
amathyst, moca flint,
long island flint

Binary variable for each source indicating
whether or not objects of this source were found
at this site

C, D, E

Binary variable for each period indicating
whether or not this site could be dated to this
period

Table A.4: Variables for sites in the Lithics Networks data set
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The relational nature of this data set makes it particularly suitable for exploration
with the help of network methods. We used this data set in Section 3.5 to
exemplify the construction of two-mode and one-mode network representations.
Since the data is also geo-referenced, we furthermore used it to illustrate the
use of geographical network layouts.

A.5

The Cultural Heritage data set

The Cultural Heritage data set is based on a crowdsourcing website designed to
collect and disseminate information about cultural heritage in the island country
Saint Kitts and Nevis (see Figure A.5). This website, www.culturesnaps.kn,
was developed by Habiba and Eloise Stancioff in collaboration with the Department of Culture of Saint Kitts and Nevis as one of two case studies regarding the use of crowdsourcing in heritage management (Habiba and Stancioff,
2017). The goal of this project was to create a more inclusive representation of
the diverse heritage of Saint Kitts and Nevis, one that is not limited to colonial
or archaeological heritage (Stancioff, 2018).
The initial release of the website was populated with a list of 69 entries provided
by the Department of Culture of Saint Kitts and Nevis. After the release, everyone could access the website and propose additions to the heritage database.
The local population was encouraged to contribute, in order to obtain a comprehensive overview of the heritage they value. The data set we consider here,
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Antigua
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Caribbean Sea
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Figure A.5: Location of Saint Kitts and Nevis
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(a) Petroglyphs, Stone Fort Canyon

(b) Independence Square, Basseterre

(c) Brimstone Hill Fortress

(d) St. George’s Church, Basseterre

(e) Berkeley Memorial, Basseterre

Figure A.6: Examples of heritage sites included in the Cultural Heritage data set
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however, contains only the initial entries provided by the Department of Culture.
Figure A.6 shows some examples of heritage sites that are included in this data
set. The entries represent different forms of heritage, for example archaeological sites, culinary practices, and festival traditions. Each entry has a name and
geographic location assigned to it, and belongs to one or more categories describing what type(s) of cultural heritage this entry represents. Some entries
additionally have a picture and/or a description attached to them. Table A.5
provides an overview of the variables in this data set.
This data set is multivariate, and except for the geographical coordinates all variables are qualitative. Furthermore, the data is fragmentary, since descriptions
and photos are missing for some of the entries, and geo-referenced. Entries
representing intangible heritage like performing arts and festival traditions are
linked to a location where these practices typically take place.
In Section 3.2, we introduced playing cards representing the individual entries
of this data set as a special case of glyph-based visualization. The full deck
of playing cards represents a selection of 52 entries from the database and
can be found in Appendix B. Where necessary, we edited and shortened the
descriptions from the original data set to make them fit on the cards. For 18
of the cards, the images provided by the Saint Kitts and Nevis Department of
Culture were used (see Appendix B for details). The remaining cards contain
either a photograph taken by this author, or a map of the island with a star
indicating where this heritage site is located.
Since all entries are geo-referenced, they can also be shown on a map. In
Section 3.6, we illustrated the concept of associative labelling by showing the
cards in relation to a map of the island. In Section 7.4.4, we created a map with

VARIABLE

DESCRIPTION

id

Unique identifier for each heritage entry

lat, long

Geographical coordinates of the heritage site

historical site,
arts crafts,
culinary tradition,
performing arts

Binary variable for each heritage type indicating
whether or this entry belongs to this type

description

Textual description of this heritage entry

image

Photograph or picture illustrating this entry

Table A.5: Variables for sites in the Lithics Networks data set
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simplified card glyphs. Since the maximum number of cards in a deck does not
impose any restrictions in this case, all entries of the data set are represented
on the map.

A.6

The Caribbean Museums data set

The Caribbean Museums data set was provided by Csilla Ariese-Vandemeulebroucke. In the context of her doctoral research at Leiden University, ArieseVandemeulebroucke (2018) investigated the societal role of museums in contemporary Caribbean communities. The focus of this research was on community engagement practices adopted by the museums, the different ways in which
they were adapted, and their impact on museums as well as communities.
As a first step in this project, a database of Caribbean museums was compiled
based on fieldwork conducted in 25 different countries and islands (see Figure A.7), involving research visits to a total of 195 museums. The museums in
this data set range from private archaeological collections to national science
centres and from community art museums to national parks. In addition to the
museum name, geographic location, and country or island where the museum
is located, the data set contains a wealth of information about each museum including visiting information, content of the collection, ownership of the museum,
and community engagement practices employed at the museum. An overview
of the variables relevant for the visualizations and their possible values is provided in Table A.6.
This data set is another example of multivariate, qualitative, geo-referenced
data. Quantitative variables can be derived by counting for each of the possible
values of a variable (e.g. for each of the museum types) how many museums
have this value. We used such derived variables in Section 3.1 to illustrate the
concepts of univariate and bivariate representations and the difference between
representing absolute or relative frequencies. To better convey the multivariate
nature of the data set, we proposed glyph-based representations of the museums in Section 3.2.2 and a small-multiples representation in Section 3.3.2. We
used the glyphs to create a map of all Caribbean museums, which is shown in
Section 7.4.4.
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A.7. The Caribbean Collections data set

VARIABLE

DESCRIPTION

name

Name of the museum

lat, long

Geographical coordinates of the museum

location

Name of the country or island where the museum
is located

language

Main language spoken in the country or island
where the museum is located. Possible values:
English, Dutch, French, Spanish.

museum type

Main type of content offered in the museum. Possible values: archaeology, art, built heritage, history, mixed content, nature/science, popular science.

ownership

Ownership of the museum. Possible values: governmental, grassroots, mixed ownership, private.

activities,
co-curation,
contemporary art,
community staffing,
ecomuseum, events,
grassroots initiative,
interactive displays,
living museum,
local achievements,
object donation,
research

Binary variable for each participatory practice indicating whether or not this museum makes use of
this practice

Table A.6: Variables in the Caribbean Museums data set

A.7

The Caribbean Collections data set

The Caribbean Collections data set was provided by Mariana Françozo, who
studied Caribbean archaeological collections in European museums in the context of her research at Leiden University, in collaboration with André Delpuech
from the Musée du Quai Branly in Paris. The resulting database informed a
discussion on the topic of returns (i.e. repatriation) of the Caribbean objects
in Europe (Françozo and Strecker, 2017). Of the 82 museums in Europe that
were considered in this research, 59 indeed had Caribbean archaeological collections. These collections range in size from a few objects to thousands of
pieces and taken together contain more than 30,000 objects.
Based on literature, online databases, information provided by museum cu251
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rators, and site visits, an inventory was compiled of all museums containing
Caribbean collections. The data set contains general information about each
museum, such as its location, collection size, and displayed languages, and
more detailed information about the collection of archaeological objects from
the Caribbean. An overview of the variables relevant for the visualizations is
provided in Table A.7. In addition to the size of the Caribbean archaeological
collection, the database contains information about six types of objects a collection may contain. Furthermore, the origins of the objects in the collections
are specified, if this information is known. A total of 33 different object origins
appear in the database. Three different collecting periods in which the objects
may have been gathered are considered:

• the historical period (16th to early 19th century),
• the modern period (mid-19th to mid-20th century), and
• the contemporary period (post-1945).
Similar to the Caribbean Museums data set, this data set multivariate, qualitative, and geo-referenced, while quantitative variables can be derived by counting the museums with specific values. More so than the Caribbean Museums
data set, this data set is also fragmentary. There is a large variation between the
museums in how detailed the available information is. Whereas some museums
could only provide a rough estimate of the number of objects or their origins,
others have complete and detailed catalogue information available about each
object. Another result of this is that the data set is multilevel with respect to the
Caribbean origins of the collections. Some very specific origins are provided
(e.g. individual islands), in some cases only more general origins are known
(e.g. the Lesser Antilles), and for some object the only information available is
that they are “from the Caribbean”.
We used this data set in Section 3.1 to illustrate the concepts of univariate
and bivariate representations. Based on the multivariate nature of the data,
we proposed two different glyph-based representations of the museums in Section 3.2.2. Since the data is geo-referenced, we also created maps with the
museum glyphs, which can be found in Section 3.6 and 7.4.4. Furthermore,
the tabular representation introduced in Section 3.4 shows a way to capture the
varying levels of detail in the information about Caribbean origins of the collections.
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VARIABLE

DESCRIPTION

name

Name of the museum

lat, long

Geographical coordinates of the museum

country

Name of the country the museum is in

lithics, ceramics,
wood plants, coral shell,
animal remains, human remains,
other

Binary variable for each type of material
indicating whether or not this museum
has objects of this type in its Caribbean
archaeological collection

historical, modern,
contemporary

Binary variable for each collecting period indicating whether this museum has
Caribbean archaeological objects that
were collected in this period

online catalogue

Binary variable indicating whether or not
an online catalogue of the Caribbean archaeological collection is available

caribbean, greater antilles,
lesser antilles,
central-american mainland,
south-american mainland,
antigua barbuda, aruba,
bahamas, barbados, bonaire,
british virgin islands,
cayman islands, cuba, curacao,
dominica, dominican republic,
french guyana, grenada,
guadeloupe, guyana, haiti,
jamaica, martinique,
montserrat, puerto rico, saba,
st kitts nevis, st lucia,
st vincent, trinidad,
tobago, turks caicos islands,
us virgin islands

Binary variable indicating whether or not
an online catalogue of the Caribbean archaeological collection is available

museum size

Number of objects in the entire museum
collection

carib size

Number of objects in the Caribbean archaeological collection

Table A.7: Variables in the Caribbean Collections data set
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B
Culture & Heritage playing cards

This appendix contains the full deck of cards based on entries from the Cultural
Heritage data set as provided by the Saint Kitts and Nevis Department of Culture. Where necessary, the original descriptions have been edited or shortened
to ensure they fit on the cards. The following 18 cards contain images provided by the Saint Kitts and Nevis Department of Culture: Halfway Tree Cistern,
Fairview Inn, Shadwell Great House, Government House, Springfield Cemetery,
Springfield Chapel, Bloody River, Bloody Point, Belmont Estate Yard, St. Kitts
Sugar Factory, Lodge Great House, The Bull, National Carnival, The Clowns,
The Masquerade, Ship Wreck Bar & Grill, Fisherman’s Wharf, Department of
Culture. The remaining cards contain either a photograph taken by this author,
or a map indicating where this heritage site is located.
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Culture & Heritage playing cards
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