Ensembles generated from crystal structures of single distant homologues solve challenging molecular-replacement cases in AMPLEx

Daniel J. Rigden,* Jens M. H. Thomas, Felix Simkovic, Adam Simpkin, Martyn D. Winn, Olga Mayans and Ronan M. Keegan

Keywords: distant homologues; CONCOORD; molecular replacement; search-model ensembles; AMPLEx.

Supporting information: this article has supporting information at journals.iucr.org/d

Molecular replacement (MR) is the predominant route to solution of the phase problem in macromolecular crystallography. Although routine in many cases, it becomes more effortful and often impossible when the available experimental structures typically used as search models are only distantly homologous to the target. Nevertheless, with current powerful MR software, relatively small core structures shared between the target and known structure, of 20–40% of the overall structure for example, can succeed as search models where they can be isolated. Manual sculpting of such small structural cores is rarely attempted and is dependent on the crystallographer’s expertise and understanding of the protein family in question. Automated search-model editing has previously been performed on the basis of sequence alignment, in order to eliminate, for example, side chains or loops that are not present in the target, or on the basis of structural features (e.g. solvent accessibility) or crystallographic parameters (e.g. B factors). Here, based on recent work demonstrating a correlation between evolutionary conservation and protein rigidity/packing, novel automated ways to derive edited search models from a given distant homologue over a range of sizes are presented. A variety of structure-based metrics, many readily obtained from online webservers, can be fed to the MR pipeline AMPLEx to produce search models that succeed with a set of test cases where expertly manually edited comparators, further processed in diverse ways with MrBUMP, fail. Further significant performance gains result when the structure-based distance geometry method CONCOORD is used to generate ensembles from the distant homologue. To our knowledge, this is the first such approach whereby a single structure is meaningfully transformed into an ensemble for the purposes of MR. Additional cases further demonstrate the advantages of the approach. CONCOORD is freely available and computationally inexpensive, so these novel methods offer readily available new routes to solve difficult MR cases.

1. Introduction

Molecular replacement (MR) remains the most popular means to solve the phase problem in macromolecular crystallography. It requires that a search model be placed, usually through sequential rotational and translational searches, in the asymmetric unit in such a way as to provide helpful phase information and allow the calculation of initial electron-density maps (Rossmann & Blow, 1962). Search models are still obtained predominantly from experimental structures that are recognisably homologous to the target and so are likely to share some degree of structural similarity with it. Some degree of processing of the characterized homologues is often carried out to remove (portions of) side chains or surface loops which sequence comparison shows to be
different, or that are likely to adopt a different conformation in the target. Unconventional MR employs different kinds of search models including ideal secondary-structure elements or other regular motifs (Rodríguez et al., 2012), recurring tertiary packing arrangements (Sammito et al., 2013), ab initio structure predictions (Bibby et al., 2012; Keegan et al., 2015; Simkovic et al., 2016) and even, for very high resolution cases, single atoms (McCoy et al., 2017).

Conventional MR using an experimental structure becomes increasingly difficult as the structural differences between it and the unknown target increase (https://www.phenix-online.org/documentation/reference/mr_overview.html; Abergel, 2013). This structural divergence generally follows sequence divergence and therefore increases with the passage of evolutionary time and the accompanying accumulation of mutations. Thus, cases where the target shares only distant homology with structurally characterized relatives can be highly challenging, and novel approaches to such cases have the potential to significantly extend the reach and ease of MR.

Making the best use of distant homologues for MR can be seen as best identifying the structure that is shared between them and the target, while eliminating the more structurally divergent portions that will only impede structure solution. It was shown by Schwarzenbacher and coworkers that careful preparation of a distant homologue for use in MR, based on a sequence alignment between it and the target, is important for successful placement of the search model (Schwarzenbacher et al., 2004). Several applications have been developed (Stein, 2008; Bunkóczi & Read, 2011; Lebedev et al., 2008) to perform this task by taking (as input or by creating) a sequence alignment between a target and a homologue, and using this information to truncate the corresponding atomic coordinates for the homologue to produce the MR search model. The main goal of these applications is to identify what is conserved between the homologue and the target and remove the differences. This in turn increases the correlation between the structure-factor amplitudes generated by the search model, once correctly placed by MR in the unit cell of the target, and those of the experimental data. Using advanced alignment methods such as PSI-BLAST (Altschul et al., 1997; Schäffer et al., 2001) and FFAS (Jaroszewski et al., 2005) to ensure the accuracy of the alignment, in addition to truncating surface-accessible side chains and others with high B factors, was found to be crucial to success in cases where the sequence identity of the homologue was below 35% (Bunkóczi & Read, 2011). Since no single strategy will be suitable in all cases, several automatic pipelines, such as MrBUMP (Keegan & Winn, 2007, 2008; Keegan et al., 2011), BALBES (Keegan et al., 2011; Long et al., 2008), MRage (Bunkóczi et al., 2013) and more recently MoRDa (Vagin & Lebedev, 2015), have been developed. These will find and prepare many search models according to a range of protocols, before trialling them in MR.

Other developments such as sculpt_ensemble from PHENIX (Adams et al., 2010) combine the process of truncating several homologues with aligning them to produce an ensemble search model. Ensemble or composite search models can give an additional advantage in the maximum-likelihood scoring approach used by Phaser (McCoy, 2004). Here, the variance in the aligned search models making up the ensemble can guide the weighting of the experimental data and also help in the packing function (McCoy et al., 2007). As demonstrated by studies using AMPLE (Bibby et al., 2012, 2013; Keegan et al., 2015), the truncation of ensemble search models at different structural variance thresholds can help to obtain ensembles representing core regions of the aligned search models which may structurally match the corresponding region in the target. In a comparable approach, but one informed by the experimental data, ARCIMBOLDO_SHREDDER (Sammito et al., 2014) identifies regions of a distantly homologous structure to use or discard by rotation-function scoring of ‘shreds’ systematically obtained by omitting sets of residues.

The maximum-likelihood scoring (Storoni et al., 2004; McCoy et al., 2005; Read & McCoy, 2016) used in Phaser (McCoy et al., 2007) has allowed a greater tolerance of differences between the search model and the target structure than in previously existing MR programs. Errors in the calculated values for the structure factors stemming from both the inaccuracies of the search model and the measurement of the experimental intensities are accounted for by the method, helping to better identify the correct placement of the search model. Recent improvements to Phaser (Oeffner et al., 2013), such as the use of a variance-r.m.s. calculation to better estimate the r.m.s.d. between the search model and the target, have further enhanced its chances of success when a distant homologue is used as a search model. The successful placement of a search model significantly different in its structural conformation from the target can present a problem for refinement. MR-Rosetta (Terwilliger et al., 2012) can assist in such cases by using the ab initio modelling functionality of ROSETTA (Shortle et al., 1998; Leaver-Fay et al., 2011) in combination with phenix.autobuild (Terwilliger et al., 2008) to rebuild search models positioned by Phaser.

The identification of conserved structural cores is somewhat more straightforward when several experimental structures of homologues are available. In such a case, the structures can be superimposed using software such as GESAMT (Krisinel, 2012). Regions that are considered to be divergent can then be directly identified and removed. An extension to CCP4mg (McNicholas et al., 2011) to visualize superpositions and use a slider to decide how much divergent structure to remove is described elsewhere (Keegan et al., 2018). The same paper also describes how MrBUMP can now carry out graded AMPLE-style truncations of a superposition of a selection of user-supplied structures. This allows the user to easily trial ensemble search models derived from a set of distant homologues across a range of sizes. Prediction of the shared structure between the target and a single distantly homologous structure is more challenging. Currently, this might entail the construction of a sequence alignment containing both the homologue and other available sequences, and then mapping that conservation onto the known structure to guide its editing. However, this supposes that a useful amount of sequence information is available, which is not always the case,
and would be labour-intensive: the preparation of anything more than a handful of search models would try the patience of the most committed crystallographer.

In this work, we explored automated ways to process a single distant homologue into sets of search models, both as a single trimmed model and as a computationally generated ensemble. The latter can be generated using distance geometry methods applied to the homologous structure. This work was largely prompted by recent bioinformatics work that has demonstrated a good correlation between evolutionary conservation and protein rigidity (Shih et al., 2012; Yeh et al., 2014). Tightly packed regions are both more rigid and, since they are less accommodating of sequence change, more evolutionarily conserved. This opens the way for the use of metrics that inform on packing or rigidity as proxies for evolutionary conservation, which may be time-consuming or impossible to calculate directly from sequence alignment and analysis. Such proxy metrics may be as simple to calculate as a weighted contact number or solvent accessibility. Indeed, we demonstrate some success with editing a single structure based on these metrics and solving nontrivial cases. However, we find that an approach based on building a structural ensemble that reflects innate flexibility through being based on geometrical constraints identified in the starting structure is much more effective. This approach, using the software CONCOORD (de Groot et al., 1997), shows promise to facilitate and enable solution by MR in cases of distant homology that would otherwise be difficult or impossible by current methods.

2. Methods

2.1. Test-set selection

A set of seven distant homologues spanning branch 1 of the histidine phosphatase superfamily (Rigden, 2008) were used to explore the novel MR approaches below. The PDB codes of branch 1 members were retrieved from Pfam (Finn et al., 2016; entry PF00300), and CD-HIT (Fu et al., 2012) was applied to their sequences in order to obtain a maximally diverse set. Two structures were subsequently added from the exceedingly divergent branch 2 of the superfamily (PF00328). Pairwise sequence identity and C<sup>α</sup> r.m.s.d. comparisons are shown in Supplementary Table S1. Other characteristics of the targets are shown in Table 1 along with quantitative structural comparisons of the targets with PDB entry 3c7t made using GESAMT (Krissinel, 2012) and TM-align (Zhang & Skolnick, 2005). Percentage sequence identities between the targets were also measured after alignment with MAFFT using the L-INS-i accuracy-oriented algorithm (Katoh & Standley, 2013). The structures of the proteins in the test set were obtained from crystal forms containing 41–63% solvent which diffracted to resolutions ranging from 1.3 to 2.45 Å. Target protein sizes covered an almost threefold size range from 156 residues (PDB entry 1ujb) to 434 residues (PDB entry 1qwo). Two phosphoglycerate mutases sharing around 50% sequence identity were included to assess the impact of resolution on success since one (PDB entry 1e59) was determined at a very high resolution (1.3 Å) while the other (PDB entry 4eo9) was only at moderate resolution (2.45 Å). From this set, the structure of ecdysone phosphate phosphatase (PDB entry 3c7t, 259 residues; Chen et al., 2008) was randomly chosen as the source of search models with which to attempt the solution of its distant relatives.

2.2. Search-model generation

In this work, three types of search model were used as detailed in the sections below. The first was derived from CONCOORD (de Groot et al., 1997) and the second from a single structure truncated using a variety of per-residue scores considered to potentially reflect rigidity as a proxy for evolutionary conservation, or conservation directly (see also Supplementary Table S2). The third was a set of manually edited crystal structure derivatives.

2.3. CONCOORD-generated ensembles

Single structures were converted to structural ensembles with CONCOORD (de Groot et al., 1997) to attempt the solution of distant homologues. CONCOORD runs encompass two steps carried out by the programs dist and disco, respectively. The first program dist defines geometric constraints based on the input structure. These constraints comprise firstly the covalent and noncovalent interactions identified and secondly acceptable distance separations between interacting atoms that are required in the structures generated later: stronger interactions are required to satisfy

Table 1

Characteristics of the test set of proteins.

<table>
<thead>
<tr>
<th>Branch of the His phosphatase superfamily</th>
<th>PDB code</th>
<th>Length in crystal structure (residues)</th>
<th>Resolution (Å)</th>
<th>Solvent content (%)</th>
<th>Name</th>
<th>GESAMT versus 3c7t, Q-score†</th>
<th>TM-align alignment with 3c7t, TM-score†</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>3c7t</td>
<td>259</td>
<td>1.8</td>
<td>49</td>
<td>Bombyx mori ecdysone phosphate phosphatase</td>
<td>—</td>
<td>—</td>
</tr>
<tr>
<td></td>
<td>1ujb</td>
<td>156</td>
<td>2.1</td>
<td>44</td>
<td>Escherichia coli SixA</td>
<td>0.35 (139, 1.85, 20.9)</td>
<td>0.51 (151, 2.63, 21.2)</td>
</tr>
<tr>
<td></td>
<td>2qni</td>
<td>194</td>
<td>1.8</td>
<td>63</td>
<td>Uncharacterized Agrobacterium fabrum protein Atu02999</td>
<td>0.30 (148, 2.08, 13.5)</td>
<td>0.53 (162, 2.94, 12.3)</td>
</tr>
<tr>
<td>2</td>
<td>1e59</td>
<td>239</td>
<td>1.3</td>
<td>51</td>
<td>Escherichia coli phosphoglycerate mutase</td>
<td>0.30 (174, 2.37, 17.8)</td>
<td>0.60 (190, 3.51, 17.9)</td>
</tr>
<tr>
<td></td>
<td>4eo9</td>
<td>240</td>
<td>2.45</td>
<td>62</td>
<td>Mycobacterium leprae phosphoglycerate mutase</td>
<td>0.30 (173, 2.34, 18.5)</td>
<td>0.61 (190, 3.48, 17.4)</td>
</tr>
<tr>
<td></td>
<td>1ebb</td>
<td>202</td>
<td>2.3</td>
<td>54</td>
<td>Bacillus steaerothermophilus PhoE</td>
<td>0.31 (156, 2.18, 21.2)</td>
<td>0.56 (168, 2.94, 21.4)</td>
</tr>
<tr>
<td></td>
<td>3cy</td>
<td>269</td>
<td>1.75</td>
<td>41</td>
<td>Human TIGAR</td>
<td>0.24 (150, 2.20, 20.7)</td>
<td>0.54 (168, 3.44, 19.6)</td>
</tr>
<tr>
<td></td>
<td>1qwo</td>
<td>434</td>
<td>1.5</td>
<td>48</td>
<td>Aspergillus fumigatus phytase</td>
<td>0.10 (153, 3.05, 14.4)</td>
<td>0.51 (176, 4.48, 11.9)</td>
</tr>
<tr>
<td></td>
<td>1dkm</td>
<td>410</td>
<td>2.25</td>
<td>53</td>
<td>Escherichia coli phytase</td>
<td>0.12 (151, 2.71, 17.2)</td>
<td>0.51 (177, 4.30, 14.7)</td>
</tr>
</tbody>
</table>

† The values in parentheses are the length matched, the r.m.s.d. in Å and the percentage sequence identity in the matched region.
tighter separation criteria. This step can use different van der Waals and bond/angle parameter sets. Here, the default OPLS-UA (Jorgensen et al., 1996) and CONCOORD parameters were used. It also requires the freely available DSSP software (Kabsch & Sander, 1983) for secondary-structure assignment. The \textit{dist} step produces files called \textit{dist.dat} and \textit{dist.pdb} that are required for the following step. The second program, \textit{disco}, derives multiple structures from the set of geometric restraints using distance geometry methods. Corrections are applied to initially random coordinates until all restraints are satisfied. Nonconverging runs are discarded. Corrections are applied to initially random coordinates until all restraints are satisfied. Nonconverging runs are discarded.

The \textit{software} (Kabsch & Sander, 1983) for secondary-structure detection was required in the case of 3c7t. Sample command lines for \textit{CONCOORD} would be:

\texttt{dist -p 3c7tA.pdb -dsasp /bin/dsspcmbl \&&!}

\texttt{1}

\texttt{1}

\texttt{1}

\texttt{disco -d dist.dat -p dist.pdb -n 500 -op 3c7tA_disco500.pdb}

and would produce files \textit{3c7tA\_disco1.pdb} to \textit{3c7tA\_disco500.pdb}.

The resulting set of 500 structures were processed with AMPLE (Bibby et al., 2012) in the same way as \textit{ab initio} structure predictions. Briefly, progressive truncations at 5% intervals were carried out based on the per-residue structural variance scores output from SPICKER (Zhang & Skolnick, 2004) clustering. Thus, for a protein of 100 residues, the complete structural ensemble would be taken, along with search models containing superpositions of 95, 90, 85 … 5 residues. Initially, only the largest cluster was used to derive search-model ensembles by truncation and three different side-chain treatments. Two of these were full retention or complete removal leaving polyalanine. The third entailed the retention of only those considered as more reliably predictable by SCWRL (Krivov et al., 2009): this set contains broadly those with fewer well occupied rotamers and hence those that are more likely to be maintained in the same conformation. Ensembles are constructed using three subclustering radii (Bibby et al., 2012). This procedure leads to a total of 180 search-model ensembles (20 truncation steps \times three subclustering radii \times three side-chain treatments) being generated per cluster. For cases in which this failed to solve a structure, search models derived from clusters 2 and 3 were additionally trialled, summing 540 search models in all.

2.4. Single-structure editing using rigidity and packing metrics

The single structure of \textit{Bombyx mori} ec dysone phosphate phosphatase (PDB entry 3c7t) was processed according to a file containing per-residue scores (described below) using a newly introduced AMPLE mode. This new mode is run as follows.

```bash
$ ample
-ntz <FILE> \n-fasta <FILE> \n-single_model <FILE> \n-truncation_scorefile <FILE> \n-truncation_scorefile_header <HEADER1 HEADER2 ...>
```

The PDB input (file defined by the \texttt{-single_model flag}) is truncated over the same size intervals and with the same side-chain treatments as above, but the residues that are removed first are those with the highest values in the accompanying file of per-residue scores (as specified by the \texttt{-truncation_scorefile flag}). This file contains at least two columns, the first being residue numbers and the second values to guide the progressive elimination of residues. The first line of this file, the header, contains the column titles as specified by the \texttt{-truncation_scorefile_header flag}. Further columns may be present in the scorefile, each with a column title in the header, representing further values by which model editing will occur. These trigger independent processing of the input PDB file according to the specified column values. The results of processing according to values in columns 2–n form a single pool of search models which are then trialled in the usual fashion by \textit{MrBUMP} as part of the overall AMPLE scheme.

Files of scores, which can also be seen as profiles, were obtained by the following methods (see Supplementary Table S2 for details) and trialled individually for successful MR against the panel of targets. The first set of per-residue scores reflecting flexibility were calculated using the anisotropic network model webserver ANM (Eyal et al., 2015), the coarse-grained dynamics method CABS-flex (Jamroz et al., 2013), CONCOORD (de Groot et al., 1997) as above, and the normal-mode server \textit{WEBnm@} (Tiwari et al., 2014). More specifically, the \texttt{B factors} predicted by \textit{ANM} were used. From \textit{CABS-flex}, the per-residue trajectory fluctuations were taken. The structural variances per residue derived from analysis of \textit{CONCOORD} structures with \textit{THESEUS} (Theobald & Wuttke, 2006) were used. From \textit{WEBnm@}, residue-fluctuation scores were again taken.

A per-residue score based on packing was measured directly using the weighted contact number (WCN) calculated using the \textit{(PS)}\textsuperscript{2} server (Huang et al., 2015). Sequence-conservation scores were calculated using the ConSurf server (Ashkenazy et al., 2016), where five iterations of \textit{CS-BLAST} (Angermüller et al., 2012) were used with the number of homologues considered in the calculation set to the maximum of 500. The SMRF metric (Jeong & Kim, 2016) reflecting structure-based covariance was calculated using SMRF v0.4 with default parameters. \textit{ROSETTA} (Leaver-Fay et al., 2011) refinement using the \textit{relax} protocol with the \texttt{-relax:fast} flag was also tested since less well packed regions would be expected to show more structural variability after repeated refinements (Park et al., 2015). As with \textit{CONCOORD}, per-residue structural variance scores for the resulting 100
relaxed structures were calculated with THESEUS (Theobald & Wuttke, 2006). Residue-averaged crystallographic B factors were also trialled for editing of 3c7t, as were solvent-accessible surface area (ASA) values in Å² calculated for a single 3c7t subunit using the PISA server (Krissinel & Henrick, 2007). Finally, the ResQ server (Yang et al., 2016) was also used to derive scores of predicted residue quality and predicted B factor. These are calculated using support-vector regression based on a set of templates identified in the PDB by threading and structural alignment.

2.5. Manually edited search models

For comparison with these metric-driven search models, the PDB structure 3c7t was subjected to manual processing based on examination of the structure. Four different derivatives resulted (Supplementary Fig. S1) containing 88, 95, 138 and 159 residues, in which loop regions had progressively been removed more or less strictly applying the same editing approach as generally adopted in MR.

2.6. Molecular replacement

Sets of search-model ensembles and the automatically processed versions of PDB entry 3c7t were trialled in AMPLEx 1.01 (or 1.2.0 for the ASA search models only) within CCP4 distributions 7.02–7.04 (Winn et al., 2011), with success being defined as a Phaser-2.6.1 (Read & McCoy, 2016; McCoy et al., 2007) placement that led to main-chain tracing using SHELXE 2016 (Thorn & Sheldrick, 2013) giving a correlation coefficient (CC) of >25% with an average chain length (ACL) of >10. The default AMPLEx-estimated r.m.s.d. error of 0.1 Å was used. All of these solutions could be refined to R_free < 0.45, typically using ARP/wARP (Langer et al., 2008) or Buccaneer (Cowtan, 2006) as built into the AMPLEx pipeline but also, in the hardest cases, with further rounds of SHELXE and/or manual iteration between ARP/wARP and Buccaneer for manual rebuilding. The four manually generated search models were processed by MrBUMP (Keegan & Winn, 2008) using default parameters, i.e. testing each individually with side chains either left, removed entirely or processed in three different ways (CHAINSAW, MOLREP and Sculptor modes). The MrBUMP run additionally attempted structure solution with MOLREP (Vagin & Teplyakov, 2010), although this resulted in no successes. The criteria defining successful MR were the same as above. Software versions for the MrBUMP processing of manually derived 3c7t-based search models were CCP4 6.5.001/7.0.017, Phaser-2.5.6/2.6.1, MOLREP 11.2.08/11.4.06 and SHELXE 2014/4 or SHELXE 2016/3.

2.7. Additional examples

Through collaboration, the CONCOORD approach was tried on two further cases: 2,4-dihydroxyacetophenone dioxygenase from Alcaligenes sp. (deposited in the PDB as entry 4p9g; Keegan et al., 2014) and an unpublished complex between two Salmonella enterica proteins (PDB entry 5hxg; B. Li, Y. Yue, Z. Yuan, F. Zhang, Y. Liu, P. Li, N. Song, Z. Li, L. Gu & L. Qin, unpublished work). CCP4 distributions 7.0.35 and 7.0.32 were used, respectively. Phaser 2.7.17 and SHELXE 2016/3 were used in both cases.

3. Results and discussion

3.1. Conventional MR from a combination of manual and automatic editing

Our set of targets represent genuinely challenging distant homology cases (Table 1): only one shared over 20% sequence identity with the crystal structure with PDB code 3c7t, which was used to derived the search models, in a MAFFT (Katoh & Standley, 2013) multiple-sequence alignment. We therefore produced a set of four manually edited derivatives of 3c7t to obtain an authentic impression of the performance of conventional MR, although it should, of course, be acknowledged that there is an element of subjectivity in the model preparation. The four edits were prepared with increasing degrees of truncation to attempt to capture the most likely features of 3c7t to be conserved in each of the three targets. MrBUMP derived additional models from those input using its set of protocols for model preparation. These conveniently and automatically replicate the approaches, such as stripping off all side chains, that a crystallographer would be likely to attempt. This resulted in an additional four search models for each of the inputs, three ‘mixed models’ based on sequence alignment between the target and the input model (CHAINSAW, MOLREP and Sculptor), and a polyalanine version of the input model.

Of the entire set of 20 (four original manual edits and 16 derived) models, only two resulted in a successful solution for just one of the target cases: PDB entry 2qni. These were a polyalanine derivative of the second most truncated model (which gave a Phaser TFZ of 7.1 and LLG of 45 and a SHELXE CC of 51.13%) and a MOLREP-mode search model from the third most truncated model (TFZ = 6.6, LLG = 25; SHELXE CC = 51.32%). Both successes used Phaser to position the model and SHELXE for density modification and main-chain tracing. Notably, none of the original manually processed versions of 3c7t provided a solution; some additional modification by MrBUMP was required, indicating how sensitive MR is, in difficult cases, to search-model preparation.

A comparison of structural similarity between the four manual edits and the targets (Supplementary Table S1) offers an explanation for the isolated success of 2qni. It shows that although 2qni has low sequence identity with 3c7t, structural similarity measured by the Q-score from GESAMT (Krissinel, 2012) shows it to be the most similar. The Q-score is a measure of structural similarity that takes into account the number of matched residues, the r.m.s.d. of the match and the numbers of residues in both matched proteins. For example, with respect to the 138-residue derivative, 110 residues superimpose on PDB entry 2qni with a Cα r.m.s.d. of 1.63 Å. Superpositions for other targets, involving 106–123 residues, yield r.m.s.d. values above 1.9 Å. This exemplifies, as is well known, that structural similarity (which is not known in advance) rather than sequence similarity (which is known in advance) is key to success by MR, and that the latter can be an imperfect proxy for the former.
Table 2
Solution of distantly homologous targets using search models derived from CONCOORD ensembles.

<table>
<thead>
<tr>
<th>Branch of the His phosphatase superfamily</th>
<th>PDB code</th>
<th>Overall sequence identity to 3c7t in MAFFT sequence alignment (%)</th>
<th>GESAMT structural alignment: Length in crystal structure (Å)</th>
<th>No. of successful search models†</th>
<th>Residues in successful search models (No. of solutions with that number of residues)</th>
<th>Side-chain treatments in successful search models (No. of solutions for each side-chain treatment)</th>
<th>SHELXE CC‡</th>
<th>SHELXE ACL‡</th>
<th>Final Rfree‡</th>
<th>Solved by MrBUMP with the 3c7t crystal structure or manually derived derivatives?</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>1ujb</td>
<td>24</td>
<td>139, 1.85</td>
<td>156</td>
<td>2.1</td>
<td>14/180</td>
<td>PolyAla (10), reliable (3), all atom (1)</td>
<td>48.66–52.28</td>
<td>36–155</td>
<td>0.235–0.259</td>
</tr>
<tr>
<td></td>
<td>2qni</td>
<td>12</td>
<td>148, 2.08</td>
<td>194</td>
<td>1.8</td>
<td>61/180</td>
<td>PolyAla (27), reliable (21), all atom (13)</td>
<td>45.89–49.21</td>
<td>29–62</td>
<td>0.215–0.320</td>
</tr>
<tr>
<td></td>
<td>1ec9</td>
<td>17</td>
<td>174, 2.37</td>
<td>239</td>
<td>1.3</td>
<td>0/540</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
</tr>
<tr>
<td></td>
<td>4e09</td>
<td>18</td>
<td>173, 2.34</td>
<td>240</td>
<td>2.45</td>
<td>1/540</td>
<td>Reliable</td>
<td>39.45</td>
<td>38</td>
<td>0.230</td>
</tr>
<tr>
<td></td>
<td>156, 2.18</td>
<td>19</td>
<td>202</td>
<td>2.3</td>
<td>1/540</td>
<td>PolyAla</td>
<td>24.72</td>
<td>16</td>
<td>0.232</td>
<td>No</td>
</tr>
<tr>
<td></td>
<td>3dcy</td>
<td>18</td>
<td>150, 2.20</td>
<td>269</td>
<td>1.75</td>
<td>5/180</td>
<td>PolyAla (5)</td>
<td>46.13–46.99</td>
<td>37–79</td>
<td>0.302–0.317</td>
</tr>
<tr>
<td></td>
<td>1qwo</td>
<td>11</td>
<td>153, 3.05</td>
<td>434</td>
<td>1.5</td>
<td>1/540</td>
<td>PolyAla</td>
<td>43.61</td>
<td>83</td>
<td>0.216</td>
</tr>
<tr>
<td></td>
<td>1dkm</td>
<td>16</td>
<td>151, 2.71</td>
<td>410</td>
<td>2.25</td>
<td>0/540</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
</tr>
</tbody>
</table>

† A denominator of 180 means that success was achieved among the 180 search models deriving from the first cluster of CONCOORD outputs for 3c7t. A denominator of 540 means that the first cluster did not produce a successful search model and that search models from clusters 2 and 3 were therefore trialled. ‡ The range is shown for multiple solutions. § Required additional rounds of ARPaWR or Buccaneer to obtain this value.

Table 3
Solution of distantly homologous targets using an edited version of the single structure of 3c7t.

The editing was driven by a variety of metrics relating to per-residue packing, rigidity, sequence conservation and B factors (see Supplementary Table S2 for details). The number of successful search models resulting from 20 truncation levels and three side-chain treatments is shown. A dash indicates failure to solve a target.

<table>
<thead>
<tr>
<th>Metrics driving editing of a single structure of 3c7t for MR in AMPLE</th>
<th>Rigidity</th>
<th>Packing</th>
<th>Others</th>
<th>Crystallographic properties</th>
</tr>
</thead>
<tbody>
<tr>
<td>Structure-derived predicted properties</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Sequence-derived properties</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Crystallographic properties</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Relative solvent accessibility (Å²)</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>ResQ predicted structural quality</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>ConSurf</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>SMRF (contacts)</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Crystallographic B factor</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Branch of the His phosphatase superfamily</th>
<th>PDB code</th>
<th>Solved by MRBump with manual edits?</th>
<th>Solved with CONCOORD ensembles?</th>
<th>AMN</th>
<th>CABS-flex</th>
<th>CONCOORD</th>
<th>WEBBump</th>
<th>ROSETTA</th>
<th>WCN1</th>
<th>Relative solvent accessibility (Å²)</th>
<th>ResQ predicted structural quality</th>
<th>ConSurf</th>
<th>SMRF (contacts)</th>
<th>Crystallographic B factor</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>1ujb</td>
<td>No</td>
<td>Yes</td>
<td>12</td>
<td>6</td>
<td>10</td>
<td>8</td>
<td>23</td>
<td>17</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>6</td>
</tr>
<tr>
<td></td>
<td>2qni</td>
<td>Yes</td>
<td>Yes</td>
<td>19</td>
<td>14</td>
<td>18</td>
<td>23</td>
<td>17</td>
<td>22</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
</tr>
<tr>
<td></td>
<td>1ec9</td>
<td>No</td>
<td>No</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
</tr>
<tr>
<td></td>
<td>4e09</td>
<td>No</td>
<td>No</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
</tr>
<tr>
<td></td>
<td>3dcy</td>
<td>No</td>
<td>Yes</td>
<td>3</td>
<td>1</td>
<td>7</td>
<td>6</td>
<td>6</td>
<td>10</td>
<td>—</td>
<td>1</td>
<td>5</td>
<td>—</td>
<td>—</td>
</tr>
<tr>
<td></td>
<td>1qwo</td>
<td>No</td>
<td>Yes</td>
<td>5</td>
<td>2</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
</tr>
<tr>
<td></td>
<td>1dkm</td>
<td>No</td>
<td>No</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
</tr>
<tr>
<td></td>
<td>1e59</td>
<td>No</td>
<td>No</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
<td>—</td>
</tr>
</tbody>
</table>

† This metric was also applied to a structure with B factors uniformly set to 20 with little effect on success.
3.2. CONCOORD ensembles

The results of attempting to solve a range of distant homologues using CONCOORD-derived structures based on PDB entry 3c7t are shown in Table 2. It is immediately evident that CONCOORD-derived search-model ensembles significantly outperform the manual edits. Six of eight targets could be solved compared with the single success of the manual edits. Some successes were obtained using search models derived from the largest cluster of input structures. At the time of the work, AMPLE’s default operation was to heavily sample the largest cluster derived from the input models. [This mode is currently available by specifying -classic_mode True at the command line or via a GUI.] Three of the six targets in branch 1 of the histidine phosphatase superfamily were solved in this way, but neither of the targets in branch 2 were. Where success was not achieved, clusters 2 and 3 were sampled, increasing the number of search models tested from 180 to 540. In this way, two additional targets from branch 1, 4eo9 and 1ebb, were also solved, along with 1qwo from branch 2.

The solution of PDB entry 4eo9, the 2.45 Å resolution structure of phosphoglycerate mutase from Mycobacterium leprae (Baugh et al., 2015), was somewhat surprising for two reasons. The first was that its resolution is outside the range that is generally considered to be tractable for phase modification and main-chain tracing by SHELXE, yet it produced SHELXE statistics of a correlation coefficient of 39 and an average chain length of 38. These statistics are indicative of successful solution and, indeed, it could be automatically refined to an $R_{\text{free}}$ of 0.2303 after five building cycles in ARP/wARP. Secondly, the homologous enzyme from E. coli, determined to 1.3 Å resolution as PDB entry 1e59, could not be solved. However, using a higher 0.5 Å r.m.s.d. error estimate with Phaser, as opposed to the default 0.1 Å estimate, did solve this structure (data not shown) and points the way to further refinement of this method. The comparative ease with which 2qni was solved (Table 2) was

---

Figure 1
The structurally divergent homologues (a) ecdysone phosphate phosphatase (PDB entry 3c7t) and (b) phytase (PDB entry 1qwo), coloured as a spectrum from blue (N-terminus) to red (C-terminus), share a 73-residue core, as shown in (c) and (d), respectively, containing the characteristic catalytic His and Arg residues shown as sticks. A similar 90-residue ensemble polyalanine search model derived from CONCOORD processing of 3c7t (e) could solve the structure of 1qwo and contained a structural core containing the catalytic His and Arg positions (pink sticks).
explored by determining r.m.s.d. values for the superposition of differently sized successful search models and the target itself (Supplementary Fig. S2). The largest search models can be largely superimposed to within a Cα r.m.s.d. of 2.0 Å, while the loss of scattering matter in more truncated versions seems to be offset by low r.m.s.d. values of around 0.75 Å, ensuring success over a broad size range.

Most remarkable of all was the solution in the same way of target 1qwo from branch 2 of the family (Fig. 1). The two branches are exceedingly distantly related (Rigden, 2008). For example, 1qwo and 3c7t share only 11% sequence identity, and less than a third of the target 1qwo can be structurally superimposed to within a Cα r.m.s.d. of 1.85 Å. For example, only a single CABS-flex-guided search model succeeded with 3dcy, whereas ten WCN-guided search models were successful. In practice, this is likely to correspond to a somewhat speedier structure solution, with a shorter time to first success, in the latter case. Remarkably, four metrics produced search models that could solve the very distant branch 2 homologue 1qwo, although fewer search models succeeded in general than solved the branch 1 targets (Table 3). For example, search models edited according to the weighted contact number (WCN) metric solved branch 1 targets 1ujb, 2qni and 3dcy 17, 22 and 10 times, respectively, but only two succeeded with 1qwo.

It is important to remember that manually edited versions of 3c7t, further processed in diverse ways with MrBUMP, only solved one of these structures: 2qni. Thus, the fact that a single structure can be automatically processed to search models over a range of sizes, using the novel metrics explored here, and readily solve two more represents a real advance. However, the CONCOORD-derived ensembles solved a branch 2 targets, albeit only when a relatively large number of search models (540) were trialled (Table 2). This suggests a distinct advantage of computationally generated ensembles over edited single structures. CONCOORD is a computationally inexpensive method that takes 3 min on 16 cores for the 259-residue 3c7t, for example. Both it and DSSP, which it requires, are freely available so that crystallographers may easily explore this possibility.

3.4. Additional examples

The CONCOORD approach was tried on two difficult cases on which one of the authors (RK) collaborated, with the structures now deposited as PDB entries 4p9g and 5hxg. In each case runs of the automated pipelines MrBUMP (Keegan & Winn, 2008; Keegan et al., 2018) and BALBES (Long et al., 2008) both failed to solve the structures. The former structure, 4p9g, could eventually be solved with difficulty by an expert using conventional MR and a search model comprising a superposition of four edited homologous crystal structures. The latter could not be solved conventionally using available search models.

The structure of the jelly-roll fold enzyme 2,4′-dihydroxyacetophenone dioxygenase from Alcaligenes sp. (PDB entry 4p9g; Keegan et al., 2014) determined at 2.0 Å resolution was solved with a CONCOORD-produced ensemble derived from...
the closest available homologue: an uncharacterized protein from *Ralstonia eutropha* (PDB entry 3ebr; Joint Center for Structural Genomics, unpublished work) bearing only around 28% sequence identity to the target. In a full trial of all search models, around 60% were successful and contained between 29 and 157 residues. Failing search models contained between five and 157 residues. Both sets contained search models that derived from each of the three different modes of side-chain processing. The overall similarities between the two sets confirm that AMPLE’s automated sampling across a variety of variant search models is advantageous. When the same job was run to first solution, as would be more typical, the first success was achieved in 40 min on 14 processors of a workstation.

The 2 Å resolution complex crystal structure now deposited with PDB code 5hxg was particularly challenging since it contained two copies of the heterodimer in the asymmetric unit. The uncharacterized EAL-domain protein contains 235 residues, while its interaction partner, a transcriptional regulator, contained 116 residues. It was solved using another EAL-domain protein with PDB code 4hjf (Midwest Center for Structural Genomics, unpublished work). This, the closest structurally characterized homologue, bore only 22% sequence identity to the target, and structure comparison post-solution shows that while the central \(\beta\)/\(\alpha\)-barrel is relatively well conserved, differences in the length and orientation of loops and termini hampered routine structure solution (Fig. 3). In this relatively demanding case, not all search models were trialled. Success was achieved after about 36 h on 14 processors of a workstation using automatically derived ensembles containing 81 or 94 polyalanine residues which had captured the relatively structurally conserved \(\beta\)-barrel structure (Fig.

---

**Figure 2**
Overview of the single-homologue truncation mode of AMPLE. The distant homologue, in this case PDB entry 3c7t, is shown on the left coloured from blue (N-terminus) to red (C-terminus) with the catalytic His and Arg residues, which are conserved across the superfamily, coloured magenta, shown as sticks and labelled in the inset. A selection of truncations down to 15% of residues remaining, driven by the metrics shown, produces the search models shown in the centre. With the exception of ConSurf, the truncation produces well defined cores containing three or four catalytic residues, shown in magenta and labelled, that solve the distantly homologous targets shown on the right.

---

**Figure 3**
(a) Cross-eyed stereo comparison of the two EAL-domain proteins. 4hjf is shown as a cartoon coloured from blue to red from the N-terminus to the C-terminus. Chain A of the target, now deposited with PDB code 5hxg, is shown as a grey cartoon: the other chains in the two-heterodimer asymmetric unit are shown as differently coloured ribbons. (b) Comparison of one of the successful search models, an 81-residue ensemble, derived from the processing of a set of structures derived by processing 4hjf with CONCOORD (left) with, on the same scale, chain A of the solved target 5hxg (right), each coloured from blue to red from the N-terminus to the C-terminus.
4. Conclusions

It is relatively common to find that a new target bears only distant homology to its closest relative in the PDB. In these circumstances, conventional MR can be time-consuming, dependent on the availability of local expertise, and ultimately unsuccessful, and a wide variety of approaches have been tested to try to automatically extend the range of proteins that can be solved successfully (Keegan & Winn, 2007, 2008; Keegan et al., 2011; Long et al., 2008; Bunkóczi et al., 2013; Vagin & Lebedev, 2015). The work presented here addresses this situation in two ways, based on the recently elucidated correlation between protein structural packing and flexibility and on local rates of evolutionary conservation (Shih et al., 2012; Yeh et al., 2014). Firstly, we explore the building of an ensemble of structures based on the distant homologue, using distance geometry methods in CONCOORD. To our knowledge, this is the first such approach whereby a single structure is meaningfully transformed into an ensemble for the purposes of MR, although normal-mode prediction as a means for conformational sampling has a long history of application in MR (McCoy et al., 2013; Suhre & Sanejouand, 2004a,b). Processing of these CONCOORD-derived structures by AMPLE in the same way that ab initio models are dealt with produces ensemble search models that can solve some exceedingly distant homology cases. Alternative algorithms at each of the two steps involved (ensemble generation and per-residue measurement of structural diversity) could be explored in the future. Secondly, we present a new AMPLE single-structure mode that provides an automated way to sample multiple knowledge-based derivatives of a single distant homologue. The sampling is driven by a per-residue score file, obtained by the user (Supplementary Table S2), which for best performance contains figures reflecting packing or predicted flexibility along the chain. Although performance is less good than with the CONCOORD-derived ensembles, we showed that this can solve targets that were intractable with expertly manually derived structures further edited in various ways by MrBUMP. Several avenues exist for further development. For example, it may be possible to use target-homologue alignments to enable a more sophisticated treatment of side-chain editing. Providing a variable r.m.s.d. error estimate to Phaser that depends on the degree of truncation applied to produce the search model is also worth exploring. Finally, we note that new metrics that may offer improved performance in single-structure editing mode continue to be developed (Liu et al., 2017).

Funding information

This work was supported by BBSRC grant BB/L009544/1 ‘CCP4 Grant Renewal 2014–2019: Question-driven crystallographic data collection and advanced structure solution’. FS is supported by a BBSRC DTP PhD scholarship, as was JT at the time of the work.

References
