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Abstract
Unprecedented success and active usage of social media services result in massive
amounts of user-generated data. A leading player in producing a large volume of data as
a continuous stream of short messages, so-called tweets, is the social network platform
Twitter. The brevity of tweets, with a maximum of 140 characters, makes them an ideal
mobile communication medium. Therefore, Twitters popularity as a source of up-to-date
news and information source for current events is constantly increasing. In response to
this trend, numerous research works on event detection techniques applied to the Twitter
data stream have been proposed. However, most of these works suffer from two major
shortcomings. First, they tend to focus exclusively on the information extraction aspect
and often ignore the streaming nature of the input. Second, although all of the proposed
works provide some evidence as to the quality of the detected events, none relate this
task-based performance to their run-time performance in terms of processing speed or
data throughput. In particular, neither a quantitative nor a comparative evaluation of
these aspects has been performed to date. This thesis mainly describes our research
work to fill these gaps and to tackle the posed challenges.
In the first part of the thesis, we present a technique for real-time event detection and
tracking, which focuses on the streaming nature of the data. Additionally, we describe
a technique for event detection in pre-defined geographic areas. In the second part of
the thesis, we study the run-time and task-based performance of several state-of-the-art
event detection as well as baseline techniques using real-world Twitter streaming data.
In order to reproducibly compare run-time performance, our approach is based on
a general-purpose data stream management system, whereas task-based performance
is automatically assessed based on a set of novel measures. This set of measures is
especially designed to support the quantitative and qualitative comparison of event
detection techniques. The last part of the thesis describes the design and evaluation of
two visualizations to support visual event detection. First, we present “Stor-e-Motion”,
a shape-based visualization to track the ongoing evolution of importance, emotion,
and story of topics in user-defined topic channels applied to the Twitter data stream.
Second, we present “SiCi Explorer”, a visualization that supports analysts in monitoring
events/topics and emotions both in time and in space. The visualization uses a clock-face
metaphor to encode temporal and spatial relationships, a color map to reflect emotion,
and tag clouds to show the events and topics. Finally, we demonstrate the usefulness
and usability of the visualization in a user study that we conducted.
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Zusammenfassung
Der beispiellose Erfolg und die aktive Verwendung von Social Media Diensten führt
zu einer gewaltigen Menge an nutzergenerierten Daten. Ein führender Akteur bei der
Erzeugung von großen Datenvolumen als kontinuierlichen Datenstrom bestehend aus
Kurznachrichten, den sogenannten “tweets”, ist das soziale Netzwerk Twitter. Die Kürze
der “Tweets” machen sie zu einem idealen Medium für die mobile Kommunikation.
Deshalb steigt die Beliebtheit von Twitter als Quelle für aktuelle Nachrichten und
Informationen über aktuelle Ereignisse stetig. Als Reaktion auf diesen Trend wurden
zahlreiche Forschungsarbeiten über Techniken zur Ereigniserkennung, welche auf den
Datenstrom von Twitter angewendet werden, vorgestellt. Jedoch weisen die meisten
Techniken zwei Hauptmängel auf. Erstens, tendieren sie dazu, sich exklusiv auf den
Aspekt der Informationsgewinnung zu konzentrieren und ignorieren des öfteren die besonderen Eigenschaften von Datenströmen. Zweitens, obwohl alle vorgestellten Arbeiten
Nachweise über die Qualität der erkannten Ereignisse erbringen, stellt keine Arbeit einen
Bezug zwischen dieser aufgabenbezogenen Performance und der Laufzeitperformance
hinsichtlich Verarbeitungsgeschwindigkeit oder Datendurchsatz her. Insbesondere wurde
bis heute keine quantitative oder komparative Evaluation dieser Aspekte durchgeführt.
Die vorliegende Dissertation beschreibt Forschungsarbeiten um diese Lücken zu füllen
und die einhergehenden Probleme zu lösen.
Im ersten Teil präsentieren wir eine auf die besonderen Merkmale von Datenströmen
fokussierte Technik zur Erkennung von Ereignissen in Echtzeit. Zusätzlich wird eine Technik zur Erkennung von Ereignissen in vordefinierten geographischen Bereichen vorgestellt.
Im zweiten Teil analysieren wir die aufgabenbezogene sowie die Laufzeitperformance
von mehreren modernen Techniken zu Ereigniserkennung unter Verwendung von realen
Datenströmen von Twitter. Um die Laufzeitperformance reproduzierbar zu vergleichen,
basiert unsere Methode auf einem Datenstrommanagementsystem. Die aufgabenbezogene Performance wird basierend auf einer Reihe von neuartigen Maßen evaluiert. Diese
Maße wurden speziell zur Gegenüberstellung der quantitativen und der qualitativen
Performance entworfen. Der letzte Teil beschreibt das Design von zwei Visualisierungen
für die Unterstützung der visuellen Erkennung von Ereignissen. Mit “Stor-e-Motion”
präsentieren wir eine Visualisierung zur Überwachung der fortlaufenden Entwicklung von
Wichtigkeit, Stimmung und Kontext in benutzerdefinierten Themen. Mit “SiCi Explorer”
präsentieren wir eine Visualisierung zur Überwachung von Ereignissen, Themen und
Stimmungen über die Zeit und Raum für benutzerdefinierte geographische Bereiche. Für
diese Visualisierung wird abschließend eine durchgeführte Benutzerstudie vorgestellt.
v
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1

Introduction

The topic of this thesis is the design and evaluation of event detection techniques for
social media data streams—especially for Twitter. In the following, we introduce and
motivate the topic.
To emphasize the importance of the research topics that we are dealing with in
this thesis, we executed a series of searches on Google Scholar1 . Figure 1.1 presents
the results of these searches for a series of research topics, which are defined by the
corresponding research terms. We can see that the topics “Social Media”, “Social
Networks”, “Facebook”, and “Twitter” have a very high increase since the year 2010.
The topic “Social Media” increased the amount of publications, which are listed on
Google Scholar, from 200 in the year 2008 to 4500 in the year 2013. We can also derive
that “Social Networks” and “Facebook” share the same amount of publications for the
last three years. In contrast to the highly increasing research topics, we can derive that
the popularity around the research topic “XML” decreased very much in the last years.
The research topic of stream processing and analyzing is not entirely new and has
been around for a couple of years. However, most of the research concerned sensor
data (e.g., queries over streaming sensor data [63]), image streams (e.g., detecting
and tracking moving objects for video surveillance [23]), or Internet and road traffic
(e.g., a stream data management benchmark with road traffic data [12]) data streams.
Nowadays, the data streams, which are produced by social media and are described as
“social sensors” [101], evolved to a highly interesting data source for research.
Also, it is not a novelty that events happen at any time and any place in the world.
However, it is a novelty that the information about events is spread around the world
at a speed, which was never seen before. More and more people worldwide report and
distribute up-to-date information about almost any event or topic. The continuous
1

http://scholar.google.de/ (October 01, 2015)
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Figure 1.1: Number of hits from Google Scholar per research term(s) and year.
growth of social networks and the active use of social media services result in massive
amounts of user-generated data. Through the rapid expansion and extreme popularity
of social media platforms, as well as the availability to access large amounts of usergenerated content, new interesting opportunities and challenges emerged. These lead to
a high research interest in social media data analysis.
On the one hand, the stream of user-generated content presents an opportunity as
an invaluable and growing source of information, which can be harnessed to complement
other sources. For example, no longer only news reporters inform people about events,
likewise people inform each other and even deliver information to news reporters. On
the other hand, the growth of these platforms both in terms of users and content poses
a series of challenges to process and analyze social media data streams.
With regard to the underlying data type, the research directions can be separated
into two groups of activities. First, several research activities analyze large corpuses
of social media data to investigate structures and behavior of social networks (e.g.,
Scott [104]) or different types of information diffusion (e.g., Guille et al. [38]). Second,
researchers tackle the challenge to analyze the data stream of social media services to
extract different types of semantics (e.g., Bontcheva and Rout [17]) or real-world events
(see Section 3.1).
Both research directions share a certain number of common problems. No matter
if the data is stored as static dataset or it is analyzed in an online fashion as stream,
the enormous amount of data, which is produced by social media services, represents
a challenge for both. A further common problem is the fact that the user-generated
content of social media data is completely unstructured, apart from the semi-structured

meta-data, and very noisy. Therefore, new or adapted natural language processing
techniques, like named-entity recognition, sentiment recognition, or language detection
need to be developed. However, by analyzing the stream, problems like very high
flow velocity, fluctuating data rates, and unbounded number of incoming data objects,
represent additional challenges. A further big issue, which is put forward by data streams
is that the data objects can only be read once and the streaming data needs to be
grouped in a certain way to be able to extract meaningful information.
With the large increase of interest around event detection also the number of different
definitions and descriptions for events increased. In 2002, Allan [9] defined an event “as
a real-world occurrence that takes place in a certain geographical location and over a
certain time period”. In 2013, McMinn et al. [74], extended the definition and defined
an event as follows: “an event is a significant thing that happens at some specific
time and place”. We can derive that the two main terms “time” and “place” are used,
however additionally the term “significant” comes into effect. In this context, the term
“significant” is used to be able to distinguish between events and non-events. However,
the statement “significant” is still very general and needs to be controlled by a series of
parameters. Therefore, the same authors define “significant” as “something is significant
if it may be discussed in the media. For example, you may read a news article or watch
a news report about it”. The terms “time” and “place” are very unspecific, too. Both
time and place can be defined in multiple ways, e.g., in time units of minutes or hours or
in geographical definitions of cities or countries respectively. These unspecific definitions
emphasize the overall problem of a common definition of the term event. The term
event can also be equated with a series of further terms. For example, the definition
of a so-called “bursty topic”, which can be equated to an event, is given by Guille et
al. [38]. They define a “bursty topic” as “a behavior associated to a topic within a time
interval in which it has been extensively treated but rarely before and after”. Here,
the term “place” is omitted, but the restriction of a sudden extensive usage of the
topic is added. Again it is a matter of parameters to control the definition of an event.
Another definition, which can be equated with event and bursty topic is “emerging
topic”. Alvanaki et al. [11] define an emerging topic as “newly arising themes in news,
blogs, or tweets, often expressed by interesting and unexpected correlations of tags or
entities”. We can derive that also the dimensions time (“newly arising”) and frequency
(“unexpected”) are used to define an event. As a conclusion, we can derive that the
different definitions vary in several parts, however all of them share some intentions and
rely on parameterization.

1.1

Contributions

In order to build a solid basis for all of our works, we designed and developed a data
stream management system, which is used as a framework for our implementations. Since
most implementations of event detection techniques in the literature are ad-hoc solutions
implemented in different programming languages, it was necessary to develop a common

basis that guarantees comparable components for all of our implementations. In contrast
to existing approaches that often implement event detection techniques as standalone
prototypes, this thesis advocates a platform-based approach, which has a main advantage.
This approach leverages existing knowledge and experience in processing data streams
as it builds on technologies and systems that have already proven to be successful in a
variety of applications. Therefore, it avoids addressing general data stream management
issues and focuses on the requirements that are specific to social media data streams.
In the context of this thesis, we defined three major research goals that we want to
achieve. The first goal was the design and development of two event detection techniques
for different applications—one for non-domain specific real-time and one for location
specific event detection. The second research goal emerged directly from the first one.
For the second research goal, which is also the main part of this thesis, we have identified
a gap in the current state of the art in evaluation and validation methods for event
detection techniques applied to social media data streams. As there is no common test
data set and agreed upon gold standard for validation, the quality of the results of
existing approaches cannot reasonably be assessed. Therefore, little or no research to
date has studied task-based performance (e.g., precision and recall) in connection to
run-time performance, i.e., measuring the cost of the same result quality for different
approaches. Finally, all serious evaluation attempts so far used a manually created
gold standard for a very small segment of the data stream. While this approach is
feasible at a small scale, i.e., to test an event detection technique or to compare it to
competitors, it is too time-consuming to be used at a larger scale. Therefore, we designed
methods, to evaluate different event detection techniques with regard to run-time vs.
task-based performance. Finally, as third research goal we designed and developed
two novel visualizations—one for real-time topic tracking and monitoring and one for
location specific situation monitoring. These works were initially designed to support
our research efforts of the first two research goals, but developed over time into more
general tools.
The specific main contributions of this thesis are as follows.
1. Design and evaluation of two event detection techniques for Twitter—one for
real-time open domain and one for location specific event detection
2. Extensive surveys about related work in the context of event detection techniques
as well as existing evaluation methods
3. Streaming implementations of state-of-the-art event detection techniques for Twitter that are consistent with respect to each other
4. Two detailed studies and evaluations of the task-based and run-time performance
of well-known event detection techniques
5. Platform-based approach that will enable further systematic performance studies
for novel event detection techniques in the future

6. Design and evaluation of two visualizations to support event detection in Twitter—
one for real-time topic tracking and monitoring and one for location specific
situation monitoring

1.2

Outline

The remainder of this thesis is structured as follows. In Chapter 2 we introduce the two
fundamental key components of this thesis. First, we present background in the world of
social media and then the key data source Twitter is explained in more detail. Second,
the data stream management system Niagarino is presented. Chapter 3 presents an
extensive survey of related work in the context of event detection techniques for Twitter
and presents the two newly designed and developed event detection techniques—Shifty
and LLH. In Chapter 4 a survey of related work in the context of existing evaluation
methods for event detection techniques and available corpora for evaluation purposes
is presented. This chapter also contains the main part of the thesis, which presents
methods to evaluate the run-time and the task-based performance of current and future
event detection techniques. It further presents the results of two detailed evaluations.
Chapter 5 describes our visualizations—Stor-e-Motion and SiCi Explorer, which are
designed to support event detection in Twitter. Furthermore, a user study to evaluate
the different design choices of the visualization and the usefulness of SiCi Explorer is
presented. Chapter 6 concludes this thesis by summarizing the contributions, discussing
limitations, and presenting future work.
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 S. Butscher, J. Müller, A. Weiler, R. Rädle, H. Reiterer, and M. H. Scholl. Multi-

user Twitter Analysis for Crisis Room Environments. In Proc. HCI Crisis Management Technology Workshop, pages 28–34, 2013

 N. U. Rehman, A. Weiler, and M. H. Scholl. OLAPing Social Media: the case of

Twitter. In Proc. Intl. Conf. on Advances in Social Networks Analysis and Mining
(ASONAM), pages 1139–1146, 2013

 F. Wanner, A. Weiler, and T. Schreck. Topic Tracker: Shape-based Visualization

for Trend and Sentiment Tracking in Twitter. In Proc. VisWeek Workshop on
Interactive Visual Text Analytics, 2012

 S. Mansmann, N. U. Rehman, A. Weiler, and M. H. Scholl. Discovering OLAP

Dimensions in Semi-Structured Data. In Proc. Workshop on Data Warehousing and
OLAP (DOLAP) in conjunction with Intl. Conf. on Information and Knowledge
Management (CIKM), pages 9–16, 2012
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2

Data Streams and Management
In this chapter, we introduce two fundamental key components of this thesis—the data
source Twitter and the data stream management system Niagarino.
First, we describe the “new” world of social media data streams. We give a brief
overview of social media data platforms and the research work around the topic of social
media in Section 2.1.1. Since Twitter is used as the main data source in our research,
we describe the social microblogging service and its capability for the task of event
detection in Section 2.1.2 in detail.
If we have a look at the “new” era of data in social media, most of the services
produce data as streams. In contrast to “standard” data sets, which are mostly static
and are not updated very frequently, data streams have very specific features. On the
one hand, data streams are continuously flowing and the end of the stream is normally
unknown. On the other hand, the data throughput in the stream can vary greatly and
will sooner or later lead to insufficient resources for the processing of the streams. Also
the processing of the data needs to be done in a step-by-step manner and it is not
possible to have direct access to historic data like in standard databases.
Second, in Section 2.2 we introduce the data stream management system Niagarino.
Niagarino is developed and implemented within our research group and therefore used
as data processing framework for all works described in this thesis.

2.1

Social Media Data Streams

Social media is an umbrella term for all different kinds of services that engage people
to produce and share any kind of content through a network of digital social contacts.
The diversity in the world of social media is enormous. There are platforms for sharing
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images, videos, actual locations, and even songs of peoples’ music playlists. Likewise,
social networks such as Facebook, LinkedIn, or Google+ are part of the daily life of
millions of people.
Furthermore, social media and social networks become more and more popular for
research. Figure 1.1 shows that the number of research works on social media or networks
strongly increased over the last few years. With around 4700 hits in the year 2013, the
term “social media” reached its peak up to now. In the following, we give an overview
of social media services and especially present Twitter as a source for event detection.

2.1.1

Background

New data driven platforms also introduce new aspects to the kind of data they produce.
First, the novelty of social media is that the participating people react as so-called “social
sensors” [101] and share information about almost everything. Second, the data of these
services is produced as a data stream, which flows continuously with very high-speed
and infinitely. These aspects and the extreme popularity as well as the possibility to
access the generated content of millions of people have resulted in an increasing number
of commercial and scientific activities.
For example, there are commercial social media data platforms like Gnip1 or Datasift2 ,
which provide bundled and unified access to different social media data sources, like
Twitter, Facebook, or Flickr. With these platforms it is possible to access the live (if
available) as well as large amounts of historic data of the supported sources. In addition
companies like Brandwatch3 , Hootsuite4 , or Topsy5 provide analytic tools to search,
analyze, and monitor social media content.
In 2009, Jansen et al. [46] investigated microblogging as a form of electronic wordof-mouth for sharing consumer opinions concerning brands and found out that a very
high number (19%) of all microblogs mention a brand and nearly 20% contained some
expression of brand sentiments. Therefore, companies across every industry are using
social media analytic tools to hype new products and services or to monitor the opinions
of customers about their brand or products. For this, Culnan et al. [27] introduce
and provide guidelines for implementing social media into business processes of large
companies. Apart from the very active commercial activities, a lot of scientific activities
have been reported in the past or are currently under development. Bontcheva and
Rout [17] present an overview of sense making in social media data. They present research
works for six challenging social media characteristics—short messages, noisy content,
temporal, social context, user-generated, and multilingual—in the new application area
of mining social media data. Two other works, Aggarwal [5] and Hu and Liu [42]
summarize methods for text analytics and mining by using data of the new era of social
1

http://www.gnip.com (May 26, 2015)
http://www.datasift.com (May 26, 2015)
3
http://www.brandwatch.com (May 26, 2015)
4
http://www.hootsuite.com (May 26, 2015)
5
http://www.topsy.com (May 26, 2015)
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media. These surveys emphasize the fact that research on text analytics for social media
is a very hot topic. Another interesting research focus is on the spread of information
within social media services. Guille et al. [38] present a survey of representative methods
to deal with issues of information diffusion and propose a taxonomy that summarizes
the state-of-the-art techniques.
Furthermore, research works on spam detection [113], sentiment analysis [83], building
recommendation systems [30], and using social media data for financial analysis [100] are
presented. Especially, the detection and monitoring of natural disasters is an always very
popular research topic. For example, Cheong and Cheong [22] analyzed Twitter-based
communication in the context of natural disasters, focusing on the Australian floods
in 2011. By using social network analysis methods they found that several different
groups of actors, including affected locals, emergency services, and mainstream media
organizations, played important roles in providing and sharing information about the
disaster. In this context, we presented a work about multi-user Twitter analysis for
crisis room environments in Butscher et al. [20]. Other use cases for social media data
streams are the extraction of dimensions for the development of data warehouses [67, 96]
or in the area of business intelligence [133].
However, one main research path a lot of scientists tried to follow is event detection
in the data streams of social media. In this context, also frameworks and research
platforms were presented. For example, the project SocialSensor [7] provides a collection
of event and topic detection techniques and a processing framework. Another framework
in that direction is Sondy [37], an open-source social media data mining software for
social media data collection, event detection, and influence analysis.
Source
DailyMotion
Facebook
Flickr
Foursquare
Google+
Instagram
Tumblr
Twitter
Wordpress
YouTube

# of Users

Type

StreamAccess

Usefulness

128m
1.4bn
100m
55m
300m
200m
300m
288m
400m
1bn

videos
network
images
locations
network
images
blogs
microblogs
blogs
videos

7
7
7
✓
7
✓
✓
✓
✓
7

views
reports
views
views
reports
views
reports
detection
reports
views

Table 2.1: Overview of ten social media platforms. Facts from May 2015.
Since we are mostly interested in the usefulness of social media platforms as data
sources for event detection, we summarize ten of the most famous social media platforms
in Table 2.1. We show, which data source is accessible as a stream and categorize the
sources by their usefulness for event detection. We can derive that only for half of the
platforms it is possible to access the data as a stream. One reason is that Facebook

and Google+ are social networks, with a lot of private information and with only a
small number of public channels. However, this number increased in the last changes to
Facebook.
The platforms DailyMotion and YouTube are designed for accessing the videos on
demand and are also not built to stream the newly incoming videos directly to the users.
However, it is possible to follow the stream of comments for videos. Additionally, the
fact that mobile views on YouTube, with 25% in 2013 and 50% in 20156 , doubled in the
last two years, supports that it could also be an option for event detection. In contrast
to Instagram, where it is possible to directly access the stream, Flickr is not providing
such an option. This is because Instagram provides an additional option to post short
messages as replies to image posts. In the context of social image platforms, Ling and
Abhishek [60] presented with their work about event detection from Flickr data through
wavelet-based spatial analysis that this data source is also usable and very interesting
for event detection.

2.1.2

Twitter

Microblogging is a form of social media that enables users to broadcast short messages,
links, and audiovisual content to a network of followers as well as to their own public
timeline. In the case of Twitter, the most popular and fastest-growing microblogging
service, these so-called tweets can contain up to 140 characters. Twitter’s 316 million
monthly active users produce a total of over 500 million tweets per day7 . By taking into
account the 230 million monthly active users from 2013, we can derive that the number
increased by 37% in the last three years. Twitter has fundamentally changed the way
messages are formulated, published, and distributed in the World Wide Web. Prominent
characteristics of Twitter, like the limitation of the message length and the freedom for
users to create messages without rules, regulations, or inspections applied in a fast and
easy way, brought a new era of communication into being. For example, the users of
Twitter invented own regulations like to use a hashtag (e.g., “#worldcup”) to assign
tweets to topics or the dollar sign (e.g., “$AAPL”) to mark tweets about stock markets.
In its early stages, Twitter was intended to be an update service for people by means
of posting short messages about their current status. Twitter prompted the users to
answer a simple question “What are you doing?” and so the users reported on their
actual activities, feelings and experiences of their everyday life. As Twitter gained
significance and more users started exchanging on matters beyond personal things, the
welcome message of Twitter was changed in November 2009 to the more general question:
“What’s happening?”8 . The intention of the new question is to report and publish current
news and events happening in the world. The consequence of this change is that Twitter
has developed into an expanded information source containing a mixture of all kinds of
data with an important role as real-time information exchange platform. The brevity of
6

https://www.youtube.com/yt/press/statistics.html (September 11, 2015)
https://about.twitter.com/company/ (November 09, 2015)
8
http://blog.twitter.com/2009/11/whats-happening.html (May 26, 2015)
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tweets makes them an ideal mobile communication medium and Twitter is therefore
increasingly used as an information source for current events as they unfold. These
aspects are important factors for using the data of Twitter as a data source for event
detection.
In the following, we highlight some further aspects that emphasize Twitter’s qualities
as a good data source for event detection. Due to the diversity of provided information,
Twitter even plays an increasingly important role as a source for news agencies. In
fact, Twitter supports and combines two important functionalities of news agencies.
On the one hand, it is used as a publication and distribution platform with a high
throughput. For example any reproduction of a tweet, which is called a retweet, reaches
an average of about 1,000 users [52]. This fact ensures a fast propagation speed of the
published information. On the other hand, news agencies, such as BBC9 , are constantly
increasing the usage of Twitter as a reference in their daily news [110]. For example,
for events like the “Boston Marathon Bombings”10 or the “New York plane crash”11
the first reports (with on-site images) about the events appeared on Twitter and have
been used by news agencies in their articles to inform about the ongoing situation. We
can derive that the content of events is generated in real-time as events happen. The
fact that the number of people using Twitter with mobile devices is with about 80% (in
the year 2013: 76%) very high emphasizes the fact that Twitter can be used as a data
source for real-time information. A further characteristic of Twitter is the wide range
of different personalities from all over the world in the user community. However, this
whole spectrum can be sub-divided into a few categories of Twitter usage patterns, such
as daily chatter, information and URL sharing, or news reporting [47]. Further research
has discovered that the majority of users publish messages focusing on their own selves
and matters, whereas only a smaller set of users publish for information sharing [78].
Nevertheless, this crowd of users still represents an extremely large number of sources,
which are able to contribute important information about events.
However, we also have disadvantages by using Twitter as the fundamental data
source for event detection. In contrast to event detection in news articles or stories [132],
which are well-formatted, edited by journalists, and contain normally a large amount of
content, the Twitter data source is a fast, uneven, and a noisy stream of short messages.
For instance, the number of tweets per second or minute can suddenly increase to a
multiple of the default rate. As example, during the final of the World Cup in Brazil
2014, the number of tweets per minute increased up to 618,725 tweets12 a minute and
set a new record at that time. If we compare this with the default rate that can be
derived from Figure 2.1a, which is about 300,000 tweets a minute, we can notice that
9

http://www.bbc.com/ (May 26, 2015)
http://www.huffingtonpost.com/craig-kanalley/boston-marathon-bombing-timeline b 312
5721.html (May 26, 2015)
11
http://www.telegraph.co.uk/technology/twitter/4269765/New-York-plane-crash-Twitterbreaks-the-news-again.html (May 26, 2015)
12
http://www.theguardian.com/media/2014/jul/14/world-cup-final-breaks-facebook-and-t
witter-records (May 26, 2015)
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Figure 2.1: Example statistics of the Twitter data stream from the year 2014.
the rate can differ significantly. Also, the wide and diverse variety of topics discussed
and shared in Twitter messages increases the difficulty to detect important events. For
example, recently Twitter announced that it wants to suspend more than 10 million13
user accounts related to obscene activity.
Meta-Data
The data of Twitter consists not only of the tweets themselves, but also contains a very
large amount of meta-data14 . Table 2.2 shows a sample of the meta-data fields. Through
the multidimensionality [67] of the data, we can derive a lot of information, which can
be useful for event detection or at least for the extraction of information about detected
events. In the last column of Table 2.2, we can see for what kind of information the
meta-data field is useful. The mainly used meta-data fields are “id” and “created at”.
The first one is used to detect the uniqueness of a tweet and the second to maintain the
real-world time and the ordering of the tweets in the stream.
Furthermore, a lot of meta-data fields can be used to estimate the importance of a
tweet. The “source” field of the tweet describes the way the tweet was published. The
tweets can be sent from a mobile device, by just clicking a Twitter button on any website,
13

http://uk.businessinsider.com/twitter-to-purge-10-million-users-2015-5
2015)
14
https://dev.twitter.com/overview/api/tweets (May 26, 2015)

(May

26,

Object

Field

Description

Usefulness

tweet
tweet
tweet
tweet
tweet
tweet
tweet
tweet
tweet
tweet
tweet
tweet

id
created at
source
coordinates
place
hashtags
urls
media
is retweet
in reply to
retweet count
user mentions

unique identifier of tweet
creation date of tweet
creation type of tweet
geographic location (lat/lon)
place tagged by user
hashtags of tweet
urls included in tweet
media included in tweet
tweet is a retweet
indicates if tweet is a reply
count of retweets of tweet
users mentioned in tweet

uniqueness
ordering
importance
site
site
importance
context
context
importance
importance
importance
importance

user
user
user
user
user
user
user
user
user

created at
description
location
time zone
statuses count
followers count
friends count
lang
name

creation date of profile
self-description of user
free-text field of user location
users’ time zone
count of published tweets
count of followers
count of friends
users’ language code
username & screen name

importance
credibility
credibility
credibility
importance
importance
importance
none
none

Table 2.2: Sample meta-data of the tweet and user object.

or by entering the message directly in the Twitter’s web interface. This information is
helpful to differentiate between a personally-created tweet and a forwarding of a web
article. This classification can be used as an indication of importance, since a new
and manual created tweet is most of the times more important than a forwarding of
an already existing web article. Additionally, the fields “hashtags”, “in reply to”, and
“is retweet” can be used to measure the importance. We assume that a tweet with a lot
of hashtags as well as a reply or a retweet is not as important for new facts about an
event. This can further on be supported by the “retweet count” field, which gives an
indication of how many users already forwarded a tweet to their network of followers.
Additionally, we can assume that if the number of the field “user mentions” is high,
the tweet can be categorized as private message and is irrelevant for event detection.
Other very interesting meta-data fields are “coordinates” and “place”. They can both be
used to get information about the place an event happened or to restrict the detection
of events to specific geographic areas. To enrich the context of an already detected
event the fields “urls” and “media” are very important. In these fields, we can find
references to web pages or directly integrated media files. For the user object we also
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Figure 2.2: Total tweets per hour for the years 2012 and 2013.
have meta-data fields, which can be used to support event detection. For example, the
fields “created at”, “statuses count”, “followers count”, and “friends count” give an
indication about the importance of the user and therefore about the importance of the
tweet itself. To estimate the credibility of the user as well as of the tweet the fields
“description”, “location”, and “time zone” can be used.
Data Collection
We are able to obtain data from Twitter by using the so-called “Gardenhose” access.
This access grants us a statistically valid sample of at least 10% of all tweets, selected
at random. By using the Twitter Streaming API15 , we connect to the Twitter data
endpoint, and then the tweets are continuously streamed to us in real-time.
The statistics about the 10% stream showed that it only includes a very limited
amount of tweets with geographic information (only about 5%). Therefore, we merge
the 10% stream with four geographically filtered streams into a duplicate free stream of
tweets. For these four geographically filtered streams, four bounding boxes are defined
in terms of longitude and latitude values, which together cover the entire world. Twitter
then filters the 1% sample stream directly on the server for tweets that are geo-tagged
and contained in one of these boxes. This substantially increases the amount of tweets
with location information in our data sets. The geographic information either consists of
the latitude and longitude values, which are automatically set by the used mobile device
or a location manually added to the tweet by the author of the message. Figure 2.3
provides statistics for four days of the year 2014 of tweets with geographic information.
We can derive that for an average of 420,000 tweets per hour and 7000 tweets per minute
geographic information is provided. These are about 20% of the dataset we are able to
obtain per hour.
By conducting exemplary evaluations of representative samples of days for the last
four years we can conclude that the average hourly tweet rate of the incoming stream
has increased by 30% from 2012 to 2014. For all four years the total number of tweets
for a selection of four days grouped by the hour (given in GMT+1 ) is presented in
15

https://dev.twitter.com (May 26, 2015)
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Figure 2.3: Number of tweets with geographic information per hour from 2014.
the Figures 2.2 and 2.1a. For these statistics, we collected data for the first day of
July, August, September, and October. For 2012, we can conclude that the incoming
stream contains an average of about 1.7 million tweets per hour with an average of
28,000 tweets per minute. These numbers increase for the year 2013 to an average of 2.2
million tweets per hour and 36,000 tweets per minute. For 2014, we can derive that the
stream contains an average of over 2.5 million tweets per hour with an average of 42,000
tweets per minute. As can be seen, the rate of tweets follows a regular daily pattern,
which follows the day and night time in the USA. We detected this pattern in all of our
recorded collections. Figure 2.1 presents statistics from 2014 for all tweets in the data
sets as well as statistics after applying some filters of the processing steps of our event
detection techniques. These datasets are also used for the presented short-term study in
Section 4.4.1. Figure 2.1b shows the hourly tweet volumes after filtering out retweets
at an average of 1.6 million tweets/hour. In Figure 2.1c we can see that after further
filtering out tweets that are not in English, the data rate is reduced to an average of
500,000 tweets/hour. Since we are additionally interested in the rate of distinct terms in
the streaming data, we tokenized the contents of the tweets and grouped by the terms
per hour. As a result, Figure 2.1d shows an average of 120,000 distinct terms/hour that
have been derived from the English non-retweets.

2.2

Data Stream Management System: Niagarino

In order to realize streaming implementations of state-of-the-art event detection techniques for Twitter, we use Niagarino16 , a data stream management system that is
developed and maintained by our research group. The main purpose of Niagarino is to
serve as an easy-to-use and extensible research platform for streaming applications such
16
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the one presented in this thesis. The concepts embodied by Niagarino can be traced back
to a series of pioneering data stream management systems, such as the ones presented
in the following section. In particular, Niagarino is an offshoot of NiagaraST [58], with
which it shares the most common ground.
Niagarino
Scan

Twitter Streaming API

Operators
Data Store

Op1

Live Stream

Historic Data
Stream Manager

Op2

Opn

Sink

Evaluation
System

Applications

Figure 2.4: Overall platform.
Niagarino is integrated into an overall platform (see Figure 2.4). This platform
provides all functionality that we need to realize all of our implementations in this thesis.
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University
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Measures
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on Twitter Data Streams.
the connections to the Twitter Streaming API endpoints. Since, we are connected to a
series of endpoints, we need a Stream Manager to detect duplicate tweets and merge
the incoming data stream to a single duplicate free data stream. This stream is then
forwarded to our Data Store.
The Data Store is built on top of the native XML database system BaseX17 . We
use the client-server architecture of the database to provide direct access to the live
streaming data for clients. This feature is realized by using the event framework of the
database system. The clients register at the server for a pre-defined event, e.g., an event
that is fired for each incoming item in the stream and directly delivers the item to the
client. This enables the clients to access the stream item in real-time just after they
are delivered to the platform. Additionally, it is possible for the clients to access the
historic data, which are stored in hourly files in the format of comma-separated values.
Since a standard TCP/IP connection is used to connect the clients with the server it is
possible to connect to the server by using almost any programming language.
However, in our case, all clients are built on top of the Niagarino data stream
management system, which can be seen on the right side of the platform. In Niagarino,

1
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a query is represented as a directed acyclic graph Q = (O, S), where O is the set of
operators used in the query and S is the set of streams used to connect the operators.
The Niagarino data model is based on relational tuples that follow the first normal form,
i.e., have no nesting. Two types of tuples can be distinguished, data and meta-data
tuples.
Data tuples are strongly typed and have a schema that defines the domains of all
attributes. All data tuples in a stream share the same schema, which corresponds to
the output schema of the operator that generates the tuples and must comply with
the input schema of the operator that consumes the tuples. In contrast, meta-data
tuples, so-called messages, are untyped and typically self-describing. Therefore, different
messages can travel in the same stream. Messages are primarily used to transmit data
and operator statistics in order to coordinate the operators in a query. Each stream is
bidirectional consisting of a forward and a backward direction. While data tuples can
only travel forward, messages can travel in both directions.
Based on its relational data model, Niagarino implements a series of operators. The
selection (σ) and projection (π) operator work exactly the same way as their counterparts
in relational database systems. Other tuple-based operators are the derive (f ) and
the unnest (µ) operator. The derive operator applies a function to a single tuple and
appends the result value to the tuple. The unnest operator splits a nested attribute value
and emits a tuple for each new value. A typical use case for the unnest operator is to
split a string and to produce a tuple for each term it contains. Apart from these general
operators, Niagarino provides a number of stream-specific operators that can be used to
segment the unbounded stream for processing. In addition to the well-known time and
tuple-based window operators (ω) that can be tumbling or sliding [57], Niagarino also
implements data-driven windows, so-called frames [64]. Stream segments form the input
for join (&) and aggregation (Σ) operators.
As with derive operators, Niagarino also supports user-defined aggregation functions.
Niagarino operators can be partitioned into three groups. The operators described
above are general operators, whereas source operators read input streams and sink
operators output results. Each query can have multiple source and sink operators. This
classification is similar to the notion of spouts and bolts used in Twitter’s data stream
management system Storm [111]. In order to support parallel processing of the stream
it is possible to multiplex the stream to sub-streams and to merge the sub-streams into
a single stream.
Niagarino is implemented in Java 8 and relies heavily on its new language features.
In particular, anonymous functions (λ-expressions) are used in several operators in
order to support lightweight extensibility with user-defined functionality. The current
implementation runs every operator in its own thread. Operator threads are scheduled implicitly using fixed-size input/output buffers and explicitly through backwards
messages.

3

Event Detection Techniques
Research on event detection has a long track record. For example, in 1998, Yang et
al. [132] published a study about retrospective and on-line event detection. They used
text retrieval and clustering techniques for detecting events in a temporally ordered
stream of news stories. In the same year, Allan et al. [10] focused on a strict on-line
setting by using a modified single-pass clustering approach for event detection and
information filtering for event tracking. Since these techniques are applied to clean and
well-formed news stories, they are not directly applicable to Twitter data. However,
the continuous emergence of new web services, such as social media platforms and
technologies for generating and receiving streamed data, imposes new challenges on
the way such data volumes are processed and analyzed in real-time or near real-time.
Since the users of information services are typically interested in current events and
happenings of the world, it is necessary to retain the real-time characteristic of the
streams and to identify the real-world events as fast as possible.
In this chapter, we first present an overview of the state of the art in event detection
techniques for Twitter data in Section 3.1. Second, we present our own techniques
for event detection. Section 3.2 presents the design of a real-time event detection
technique called Shifty. Shifty consists of a simple sliding window model over the time
dimension, which identifies unusual shifts in the inverse document frequency signal
to detect occurring events. Additionally, it is possible to track the evolution and the
context around these detected events. In Section 3.3 we present a technique for event
identification for local areas. This technique uses a combined log-likelihood ratio for
the geographic and time dimension of real-life Twitter data to detect events occurring
in predefined areas of the world. Both techniques are realized using the data stream
management system Niagarino. The chapter closes with conclusions about the presented
techniques in Section 3.4.
21

3.1

Background

Over the last years, Twitter gained significant importance for researchers. By looking
at Figure 1.1, we can see that the number of publications by searching for the keywords
“Twitter” and “Event Detection” steadily increased over the last years. Due to the fast
propagation speed of information in Twitter, a large number of works focus on event
or topic detection and tracking. Also, the extreme popularity, the possibility to easily
access its public live stream, and the new challenges raised by Twitter, have resulted
in an increasing number of research related to event detection. Figure 1.1 presents
some indications about the increase in research on event detection. The great variety
of event detection techniques for Twitter is also reflected in four recently presented
surveys [17, 32, 62, 80]. In the one by Madani et al. [62], techniques for four challenges of
health epidemics identification, natural events detection, trending topics detection, and
sentiment analysis are presented. The survey of Nurwidyantoro and Winarko [80] gives a
summary of techniques to detect disaster, traffic, outbreak, and news events. The most
extensive survey is presented by Farzindar and Khreich [32] with a listing of different
techniques categorized by their detection methods, tasks, event types, application
domains, and evaluation metrics. Bontcheva and Rout [17] present a more general
survey, with a wide variety of research topics that are all related to sense making in
social media data. The work defines five key research questions—user, network, and
behavior modeling and also intelligent and semantics-based information access. The part
about semantics-based information access includes an overview about event detection
techniques in social media data streams. They classify event detection methods into
three categories: clustering-based, model-based, and those based on signal processing.
Furthermore, an overview of techniques for sub-events detection is presented.
A summarization of all event detection techniques for Twitter (that we are aware of)
can be seen in Table 3.1. The content of the table is ordered by the publication year
and shows, for which domain (if any) the technique is designed, what kind of technique
is used, and in which of the four above mentioned surveys the publication is included.
We can derive that the highest peak of publications was in the year 2012 with a total of
twelve research works. The table shows that most of the techniques are designed to be
able to work without any domain restrictions. However, some works pre-filter the used
datasets for some specific domains. For example, Weng and Lee [129] present an open
domain technique for event detection in Twitter streams, however, they only evaluate
their technique by using a heavily pre-filtered dataset for the top 1000 Singapore-based
Twitter users. For the domain specific techniques, mostly the domains of disasters, (e.g.,
earthquake detection), or epidemics (e.g., (Swine) Flu detection), is targeted. Since
natural disasters or criminal attacks (e.g., bomb attacks or shootings), are mostly very
significant events and are rapidly distributed through the Twitter network, most works
also use these kinds of events in their experiments and evaluation sections. Further
important domains are sport events (e.g., the Super Bowl or the FIFA WorldCup), or
political events (e.g., the US presidential election).

We can conclude that different works use similar techniques, but with individual
modifications or extensions. For example, a lot of works use statistical models, which
are defined to detect bursty behavior of single terms or tag pairs by using the Document
Frequency or the Inverse Document Frequency (IDF [48]) over the time dimension.
However, the definition of a “burst” is very different in the collection of publications.
For example, Guille et al. [38] define a bursty topic as “a behavior associated to a
topic within a time interval in which it has been extensively treated but rarely before
and after”. Also, the detection technique ranges from very sophisticated approaches,
such as wavelet analysis, to more simple ones, like threshold-based decisions. Some
works additionally include the spatial dimension in the analysis and present local area
specific event detection techniques. Another set of works additionally includes the social
dimension, which describes the connections inside the social network of Twitter. The
last group of techniques can be summarized under the term clustering techniques. They
focus on the similarity of the tweets and form different kinds of clusters over time.
In the following, we describe a selection of techniques in detail. Particularly, we
concentrate on the techniques most related to our own techniques and on those that are
not listed in any of the surveys.

Open-Domain Techniques
First, we describe event detection techniques, which are designed to find any type of
event and are not domain specific. A very early work in this category is presented by
Mathioudakis and Koudas [70]. They present a system, which is called TwitterMonitor,
for trend detection of Twitter streaming data. The technique is based on two steps, first
the system detects unusual increases of single terms, and second the terms are grouped
together based on their popularity. The resulting groups are considered as events.
The most known and cited state of the art event detection technique in this category,
which is called Event Detection with Clustering of Wavelet-based Signals (EDCoW), is
presented by Weng and Lee [129] in 2011. They create frequency-based signals for each
single term in a time frame and check by using a discrete fast wavelet transformation
for the detection of peaks in the signals. In order to form the final events they use
auto/cross correlation of the signals and graph partitioning to group together similar
signals. In a nutshell, they assume that if two or more terms have a detectable frequency
peak and a similar signal pattern, they can be grouped together to one final event. As
example scenario, they use a keyword-filtered dataset to show their practical usage
for identifying events during the Singapore General Election in 2011. However, the
technique is not limited to the domain of elections.
Another open-domain event detection technique, which is based on frequency signals
and also uses wavelet transformation is presented by Cordeiro [24]. Cordeiro’s approach,
which is called Wavelet Analysis and Topic Inference Summarization (WATIS), uses the
same frequency signal then EDCoW. However, it first smoothens the signal by applying
Kolmogorov-Zurbenko filters [131] and then uses continuous wavelet analysis to detect

Table 3.1: Summarization of event detection techniques for Twitter.
Year

Reference

Domain

Technique

Survey(s)

2009
2009
2009

Ritterman et al. [98]
Sankaranarayanan et al. [102]
Schühmacher and Koster [103]

epidemics
open
crime

SVM & n-grams
online clustering
linear classification model

[80]
[32]
–

2010
2010
2010
2010
2010
2010
2010

Benhardus [15]
Cataldi et al. [21]
Culotta [28]
Lee and Sumiya [54]
Mathioudakis and Koudas [70]
Petrović et al. [87]
Sakaki et al. [101]

open
open
epidemics
open
open
open
disasters

statistical model
temporal & social model
linear regression
statistical model
statistical model
locality-sensitive hashing
spatiotemporal model

[62]
[62]
[62]
[32]
[62]
[17, 32, 80]
[17, 32, 62, 80]

2011
2011
2011
2011
2011
2011

Achrekar et al. [3]
Becker et al. [14]
Lee et al. [53]
Marcus et al. [68]
Popescu et al. [91]
Weng and Lee [129]

epidemics
open
open
sports/open
celebrities
open

incremental clustering
online clustering & SVM
spatiotemporal model
statistical model
decision trees
discrete wavelet analysis

[80]
[17, 32]
–
[17]
[32]
[32, 80]

2012
2012
2012
2012
2012
2012
2012
2012
2012
2012
2012
2012

Abel et al. [2]
Adam et al. [4]
Aggarwal and Subbian [6]
Alvanaki et al. [11]
Cordeiro [24]
Ishikawa et al. [45]
Li et al. [56]
Li et al. [59]
Nishida et al. [79]
Osborne et al. [81]
Ritter et al. [97]
Terpstra et al. [107]

disasters
disasters
open
open
open
open
open
disasters
open
open
open
disasters

classification model & filtering
semantic reasoning
clustering
statistical model
continuous wavelet analysis
clustering & burst detection
statistical model
classification model
classification model
temporal model
latent variable model
filtering

2013
2013
2013
2013
2013
2013
2013

Aiello et al. [7]
Bahir and Peled [13]
Martin et al. [69]
Parikh and Karlapalem [85]
Walther and Kaisser [112]
Abdelhaq et al. [1]
Weiler et al. [121]

open
open
open
open
open
open
open

statistical model, clustering
filtering
statistical model
hierarchical clustering
spatiotemporal model
spatiotemporal model
spatiotemporal model

–
–
–
–
–
–
–

2014
2014
2014
2014
2014

Corney et al. [25]
Guille and Favre [36]
Ifrim et al. [33]
Weiler et al. [123]
Zhou and Chen [134]

sports
open
open
open
open

statistical model
temporal & social model
filtering, clustering
statistical model
graphical model

–
–
–
–
–

2015
2015

Meladianos et al. [75]
Thapen et al. [108]

open
open

graph model
bio-surveillance algorithms

–
–

[80]
[80]
–
–
[32]
[80]
[80]
–
–
[80]
–
[80]

event peaks in the signal of hashtags. The final events are then created by summarizing
the tweet content belonging to an event term into topic clusters by using the topic
modeling technique Latent Dirichlet Allocation (LDA [16]). For evaluation purposes,
they used a visual illustration of their results obtained from an eight-day data set with
13.6 million tweets.
Ritter et al. [97] describe an approach for open-domain event detection, which is
based on latent variable models. Their technique first discovers event types by matching
the data and then uses these types to classify and aggregate events. The aggregated
events are then mapped to a calendar view that shows the top ranked events per day in
terms of the event entity, event phrase, and event type. However, the authors do not
discuss how to apply this approach directly to the streaming data.
Alvanaki et al. [11] propose a system that is called enBlogue. They use a tumbling1
window model over the time dimension to compute statistics about tags and pairs of
tags. Based on these statistics, unusual shifts in correlations are identified, which are
assumed to be caused by real-world events most of the times. The intensity of these
shifts is used to measure the degree of their unpredictability. This measure is then used
to rank the tag-pairs that express emergent events.
Aggarwal and Subbian [6] present a clustering technique, which uses a novel similarity
score. Instead of using content-only similarity measures, this technique uses a score that
is based on the graph-based structure of Twitter. These clusters are monitored over
time and the growth rate of clusters is used as indication for events. Finally, bursty
clusters are marked as events.
Petrović et al. [87] present the usage of an online clustering approach that is based
on Locality-Sensitive Hashing (LSH [44]). This technique places similar documents into
the same bucket of a hash table, whereas documents are hashed using a special type
of of hash function. The event detection phase identifies fast growing clusters with a
high entropy value, which measures the amount of information in the cluster, as events.
Their experiments on a dataset of 160 million tweets show that deaths of celebrities are
the fastest spreading news on Twitter (or at least it was in the year 2010).
Nishida et al. [79] introduces a model for topic classification that identifies changes of
statistical properties within tweet streams on a word basis. The model switches between
two probability estimates based on full and recent data for each word when detecting
changes in word probability. This switching enables the model to achieve both accurate
learning of stationary words and quick responses to bursty words. These bursty words
can then be detected as events.
Marcus et al. [68] demonstrate an application called TwitInfo, which identifies and
labels event peaks for given search queries related to an event. TwitInfo uses the given
input search query to crawl the corresponding tweets. The crawled set of tweets is
then used in the phase of event detection. In the event detection phase, they use an
algorithm, which bins the tweets into a histogram by time. They calculate a historically
1

In their paper, Alvanaki et al.describe it as a sliding window, but only specify the size of the
window and not the range of the slide. Personal communication with one of the authors confirmed that
indeed a tumbling window is used.

weighted moving average of the tweets frequency and detect rates that are significantly
higher than the mean tweet rate. Afterwards, they scan for local maximum of the rate
spikes and extract frequent terms as label for the detected events.
The “SocialSensor”2 project that was conducted from 2011 until 2014 and was funded
by the European Union led to a large number of publications in the research area of
social media data processing and analysis. As one of the outcomes of this project,
Aiello et al. [7] compare six topic detection methods that can be used to detect events.
Consequently, their comparison uses different Twitter data sets that are related to major
events. The first technique uses document-pivot topic detection with Locality-Sensitive
Hashing indexing, which is closely related to the technique proposed by Petrović et
al. [87]. The remaining techniques are all graph-based feature-pivot topic detection that
use the SCAN algorithm, the standard Latent Dirichlet Allocation technique, (soft)
frequent pattern mining, as well as BNgram. As a conclusion, they find that standard
natural language processing techniques perform well on very focused topics, but novel
techniques designed to mine the temporal distribution of concepts are needed. The
results reflect that BNgram that is based on n-grams co-occurrence and tf –idft topic
ranking, consistently achieves the best performance across all settings. Martin et al. [69]
describe another approach that was developed in the context of the SocialSensor project.
They introduce a time-dependent variant of the standard tf –idf technique, which they
use to detect events by grouping bursty phases together that often occur in the same
set of tweets.
Bahir and Peled [13] discuss techniques to detect events through a set of adequate
spatial, temporal, and textual filters. They show that major events may have detectable
“abnormal” impact on geo-social network activities, which allows them to be detected
and tracked in real-time.
Parikh and Karlapalem [85] present an efficient and scalable system to detect events
from tweets, that is called ET. The system consists of three key components: an
extraction scheme for keywords that represent events, an efficient storage mechanism to
store their appearance patterns, and a hierarchical clustering technique based on the
common co-occurring features of keywords. Events are then determined through the
hierarchical clustering process.
A novel algorithm for geo-spatial event detection is described by Walther and
Kaisser [112]. This is the most related work to our own designed technique LLH, which
is presented in Section 3.3. This technique monitors in a first step all tweets in the
stream within a given geographic region and identifies places that show a high amount
of activity. The second step analyzes the resulting spatiotemporal clusters of tweets
with a machine learning component in order to detect an event.
Two other closely related works to LLH are presented by Lee et al. [53] and Abdelhaq et al.[1]. The authors of the first work proposed an event detection technique for
local areas, which clusters tweets in real-time based on the incremental DBSCAN algorithm. Than, the location of each cluster is identified by analyzing the users timezones.
2
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The second work proposes a technique, which continuously extracts spatio-temporal
characteristics of keywords to identify meaningful candidates for event descriptions.
Then, localized event information is extracted by clustering keywords according to their
spatial similarity. Additionally, they introduced a scoring scheme for events to determine
the most important events in the time frames.
To conclude, we now present the latest related research works about open domain
event detection techniques. Guille and Favre [36] propose Mention-Anomaly-Based
Event Detection (MABED). The novel aspect of MABED is to leverage the frequency of
dynamic links (i.e., mentions) that are contained in tweets, in order to detect important
events and to estimate the magnitude of their impact over the crowd. Ifrim et al. [33]
present a technique that uses aggressive filtering of tweets based on their length and
structure. This approach is combined with hierarchical clustering of tweets and ranking
of the resulting clusters. The highest ranked clusters are then detected as events.
Zhou and Chen [134] propose a graphical model called Location-Time-constrained
Topic (LTT), which captures the content, time, and location of tweets. Using LLT, a tweet
can be represented as a probability distribution over a set of topics by inference. The
similarity between two messages is measured as the distance between their distributions.
Finally, events are detected by performing efficient similarity joins.
The work of Meladianos et al. [75] deals with degeneracy-based real-time sub-event
detection. They use a technique, which models a sequence of successive tweets in a
short time interval as a weighted graph of words. Based on this graph sub-events are
identified using the concept of graph degeneracy and included in an event.
The technique of Thapen et al. [108] combines Twitter and news data for event
detection and situational awareness. They adapt existing bio-surveillance algorithms in
order to detect localized spikes in Twitter activity that correspond to real events with a
high level of confidence.

Domain-Specific Techniques
Second, we describe event detection techniques, which are especially tailored to certain
domains. We can derive that most of the domain-specific techniques are tailored to
detect disaster events in the Twitter stream.
The most known and cited state-of-the-art event detection technique in this category
is an event detection system dedicated to earthquakes, which is presented by Sakaki et
al. [101]. This is the only work, that is included in all four surveys, and therefore we
assume it as one of the most known domain specific event detection techniques for
Twitter data. They use the keyword search feature provided by the Twitter API to
gather data in specified time intervals and for specific keywords. For the detection of an
event, they devise a classifier of tweets based on different features such as keywords in a
tweet, the number of words, and their context. Afterwards, they produce a probabilistic
spatio-temporal model for the target events. As conclusion, they present an earthquake
reporting system, which is able to detect and track an earthquake and a typhoon in
Japan.

In the same direction, Terpstra et al. [107] present with Twitcident3 a system for
real-time Twitter analysis during crises for operational crisis management. Their study
investigates the possibilities of real-time and automated analysis of Twitter messages
during crises. The results of the study indicate that automated filtering of information
provides valuable information for operational response and crisis communication.
Another work about the Twitcident system is presented by Abel et al. [2]. They use
the system to detect fire events in the Twitter stream. The system enriches the semantics
of streamed Twitter messages to profile incidents and to continuously improve and adapt
the information filtering to the current temporal context. Adam et al. [4] present an
overview of the Social Media Alert and Response to Threats to Citizens (SMART-C)
system, which enables efficient emergency management and two-way responder/citizen
collaboration before, during, and after an emergency.
Cullota [28] presents a work, which is designated to detect epidemic events in the
Twitter data stream. They propose several techniques to identify influenza-related
tweets and compare a number of regression models (simple linear and multiple linear)
to correlate these tweets with influenza statistics reported by the Centers for Disease
Control and Prevention (CDC). They conclude that using more sophisticated linguistic
features, like n-grams or synonyms will improve the accuracy and quality of analysis. In
the same domain Achreka et al. [3] present models to predict and track flu trends by
using Twitter data. Their results demonstrate that the number of flu related is highly
correlated with the activity in the CDC data.
Schühmacher and Koster [103] present with Classifier Based Stream Search (CBSSearch)
another domain-specific event detection method on microblogs, which is used to evaluate
the application of the detected events within forensic analysis of text streams. They
trained a linear classifier to detect suspicious posts. In contrast to other approaches,
which are concentrating on single terms, an event model in CBSSearch is reflected by a
collection of terms with statistical weights.
Popescu et al. [91] show that by applying different NLP methods, it is possible to
automatically detect events and additionally involved known entities can be extracted.
Furthermore, it is possible to follow the reactions of the audience to the events.
Li et al. [59] present Twitter-based Event Detection and Analysis System (TEDAS),
which is dedicated to Crime and Disaster related Events (CDE). The technique first
crawls tweets by searching for specific keywords describing crimes and disasters on
Twitter by using the Twitter Search API. Since the topics and tweets about events
changes rapidly, the crawling method works with iteratively refined rules. The collection
of tweets is then classified, by using an algorithm that depends on spatial and temporal
features, into CDE and non-CDE related tweets.
The most recent work for domain-specific event detection is an outcome of the
SocialSensor project and is dedicated to sport events. The technique presented by
Corney et al. [25] identifies phrases (word n-grams) that show a sudden increase in
frequency and then finds co-occurring n-grams to identify the context of an event.
3

http://wis.ewi.tudelft.nl/twitcident/ (November 10, 2015)

3.2

Real-Time Event Detection: Shifty

In this section, we present our event detection technique, which we call Shifty. Shifty
is designed for real-time event detection without any domain restrictions. The implementation of Shifty is realized by using the before-mentioned data stream management
system Niagarino. The processing pipeline of a slightly modified version of Shifty can
be seen in Section 4.2. We propose a simple event identification approach, that uses a
sliding window model to extract events and the context of events in real-time from the
live public data stream of Twitter.
Our approach is based on monitoring shifts in the inverse document frequency of
terms and therefore suggests that it is possible to handle large amounts of data and
get important insights by means of aggregation only. Since our approach is based on
windowing, the window size is the main parameter to control the precision/complexity
trade-off. Apart from the approach itself, we present a first evaluation based on two
experiments to obtain an indication of the results that can be expected from such an
approach. Further evaluations of a slightly modified version of the Shifty technique are
presented in Chapter 4.
Parts of this section are already published in the following publication.
 A. Weiler, M. Grossniklaus, and M. H. Scholl. Event Identification and Tracking

in Social Media Streaming Data. In Proc. Workshop on Multimodal Social Data
Management (MSDM) in conjunction with Intl. Conf. on Extending Database
Technology (EDBT), pages 282–287, 2014

3.2.1

Event Detection

The first step of the event term extraction process is the tokenization and part-of-speech
tagging of the tokens by using an especially for Twitter tailored tokenizer and PartOf-Speech Tagger [35]. Since pure tokenization of texts results in an abundance of
terms, but the main subject of an event is typically reflected in nouns, we filter the
resulting set of tokens to nouns and proper nouns for further treatment. In addition to
single nouns, we additionally take bigrams (nouns with preceding adjectives, verbs, or
nouns) into account. We further reduce the token set by discarding all tokens, that are
shorter than four characters as well as tokens contained in a standard English stopword
list, or containing any non-alphabetic characters. Because the spelling of words in
social media can be very diverse and the amount of terms would increase a lot, we
furthermore discard tokens with more than three successive repetitions of the same
character (e.g., “hellooooo”, “gooooaaalll”). Once the preprocessing is done, each tweet
message is represented by a set of terms T = (t1 , t2 , t3 , ...). In order to avoid wrong
identification of event candidates by continuous repetition of the same term, these sets
are kept duplicate-free.
The evolution of relevant terms is evaluated by an ongoing process using the following
rules. The incoming stream T W S = (tw1 , tw2 , tw3 , ...) is partitioned into fixed sized

windows (w1 , w2 , w3 , ...). For each extracted term (so-called them event candidates ec)
in the stream, we continuously calculate an IDF (idf (ec)) value for each of the windows.
In addition, we calculate the percentage of the shift of the IDF value from one window
to another (sidf (ec)), which is only possible if the ec occurs in two successive windows.
For further evaluation, we then calculate the average IDF value (avg(idf (ec))) of all
terms in the window and the average value of all shifts avg(sidf (ec)) (possible for all
ec occurring in the last two successive windows) between two succeeding windows.
If the ec occurs in more than n successive windows, we check the IDF value of all
n windows against the average value avg(idf (ec)) of the corresponding window. If all
values are lower than the average value the ec is further evaluated. After the first check,
we check the IDF value shift sidf (ec) for the windows (wn−3 , wn−2 ), (wn−2 , wn−1 ) and
(wn−1 , wn ) against the corresponding average values. If all shift values are higher than
the corresponding average value and the added-up shift value is over a certain threshold,
we identify this ec as an event term. In this way, both fast and slower increasing event
terms can be identified and the identification of event terms adapts to dynamically
changing boundaries, which are the currently existing average values. Since the amount
of event candidates in the term set increases continuously we discard all terms, which
are missing in a window. Event candidates, that are identified as event terms are passed
on to the event tracking phase, which is described in the next section.

3.2.2

Event Tracking

Once the event identification phase has identified an event candidate as event term, it is
also interesting for an analyst to keep track of the event, to get an ongoing overview and
insight of the happenings related to the event, or to evaluate the importance of an event.
Therefore, the event tracking phase of our analysis is initiated after an event term is
identified. To support this process, we extract all co-occurring terms of the event term,
which includes verbs, nouns, and adjectives and use the term cleaning methods, which
are mentioned before. Afterwards, we calculate the percentage of the co-occurrences
of the term with the event term in the corresponding window and order them by the
percentage value. To summarize the context around a identified event term the top n
co-occurrence terms are extracted continuously.

3.2.3

Case Studies

For our case studies, we simulate a live stream of real-life Twitter data and analyze the
streamed tweets. Since we only need the text of the tweets, we run a continuous filter
query for the text field on the incoming stream and discard all other unused data fields.
This helps to minimize the amount of data to process during the analysis. The window
size for this evaluation is set to one minute, which supports the identification of events
within four minutes after the first triggering appearance of the corresponding event term.
The minimum limit of the added-up IDF shift value for a term to become an event term
is set to 20% for single terms and 12% for bigrams. These values can be easily changed

and dynamically adjusted. In order to track the evolution of identified events, we also
take four minute windows to extract the top ten most co-occurring terms of the event
term. By manually evaluating the event terms and the most frequent co-occurrence
terms of the event terms we can derive that the event terms are a mixture of non-English
terms which are not filtered out by our analysis, names of famous people (e.g., Justin
Bieber or Chris Brown), and real-world events.
Natural Disaster Detection
The first case study deals with the hours from 07:00-09:00 AM (UTC ) on Wednesday,
April 11th 2012. In this time frame our analysis identifies a total of 50 event terms for
single terms and 21 event terms for bigrams within a total of 916,948 tweets. To further
explain the usefulness of our approach, we choose the following two event terms. In
Table 3.2, we can see how the event term “earthquake” in minute 8:45 with an overall
shift of 22.13% evolved to an event term. Table 3.3 shows the evolution of the event
term “tsunami” five minutes later in minute 8:50 with an overall shift of 27.67%. The
minute-wise evolution of the IDF value of the event terms in difference to the evolution
of the IDF value of non-event terms can be seen in Figure 3.1. We can see that the
IDF value of the event term “earthquake” increases significantly and therefore there is a
high shift in the value. Furthermore, the event term “tsunami” shows almost the same
behavior just five minutes later. In contrast to these terms, the two non-event terms
“twitter” and “love” have almost no change in the IDF value over time. The red dots
within the diagram present the moment, in which Shifty is able to detect the terms as
events.
IDF 8:42
IDF 8:43
IDF 8:44
IDF 8:45
Shift 8:42-8:43
Shift 8:43-8:44
Shift 8:44-8:45
Total Shift

“earthquake”
6.54
6.70
5.85
5.15
-2.50%
12.72%
11.91%
22.13%

average
7.69
8.09
7.93
7.85
-3.86%
1.45%
0.39%

Table 3.2: Detection of event term “earthquake” in minute 8:45.

IDF 8:47
IDF 8:48
IDF 8:49
IDF 8:50
Shift 8:47-8:48
Shift 8:48-8:49
Shift 8:49-8:50
Total Shift

“tsunami”
5.24
4.76
4.35
3.92
9.24%
8.64%
9.79%
27.67%

average
8.18
8.29
8.43
8.39
-0.99%
-1.22%
0.19%

Table 3.3: Detection of event term
“tsunami” in minute 8:50.

The result of our event identification analysis indicates that an “earthquake” and a
“tsunami” happened in the corresponding time frame. With the event tracking analysis
we are able to extract more useful information about the identified events. After the
event is detected, we analyze the new incoming tweets corresponding to that event and
extract the ten most frequent co-occurrence terms for the time windows of four minutes.
The ten most frequent common terms and their percentage frequency for the minutes
after the event “earthquake” are the following.

Figure 3.1: IDF values of “Twitter”, “Love”, “Earthquake”, and “Tsunami”.

 Minute 8:46 to Minute 8:49: epicenter (7.39%), aceh (6.82%), banda (5.68%),

tsunami (5.11%), chennai (5.11%), office (4.55%), depth (4.55%), warning (4.55%),
malaysia (3.98%), northern (3.41%)

 Minute 8:50 to Minute 8:54: aceh (37.02%), tsunami (25.39%), warning (24.22%),

agency (23.26%), issues (23.06%), epicenter (17.83%), sumatra (17.44%), indonesia
(17.25%), coast (15.50%), west (15.31%)

 Minute 8:55 to Minute 8:59: aceh (42.13%), tsunami (33.43%), warning (30.62%),

agency (24.72%), issues (24.72%), indonesia (21.35%), scale (17.42%), magnitude
(17.13%), sumatra (16.85%), richter (16.85%)

We can see that in the first window the term “tsunami” is in only 5% of the tweets
with “earthquake”. In the second window, however, there is a rapidly growing frequency
of the term “tsunami”, which allows us to conclude that the topic drifts from discussions
and news about the earthquake to messages about an expected or ongoing tsunami.
The extraction of the ten most frequent common terms identifies terms like “epicenter”,
“coast”, or “warning”. Further information like “aceh” (a city in Indonesia), “indonesia”,
and “sumatra” is extracted by the event tracking phase. With this information we are
able to combine the two detected events (“earthquake” and “tsunami”) into one top
event. The terms for the minutes after the “tsunami” event is detected can be seen in
the following.
 Minute 8:51 to Minute 8:55: gempa (64.96%), peringatan (50.76%), bengkulu

(50.67%), dini (50.49%), lampung (50.49%), sumut (50.13%), sumbar (49.96%),
aceh (25.88%), warning (13.84%), earthquake (12.76%)

 Minute 8:56 to Minute 9:00: gempa (52.53%), peringatan (40.08%), dini (39.45%),

bengkulu (39.03%), lampung (38.71%), sumbar (38.71%), sumut (38.50%), aceh
(29.11%), warning (18.78%), earthquake (13.71%)

Criminal Attack Detection
The second case study deals with the hours from 05:00-09:00 AM (UTC ) on Friday, July
20th 2012. In this time frame, our analysis identifies a total of 73 event terms for single
terms and a total of 54 event terms for bigrams. In Table 3.4, we can see how the event
term “knight rises” in minute 5:54 with an overall shift of 12.20% evolved to an event
term. Table 3.5 shows the evolution of the event term “aurora” over two hours later in
minute 8:19 with an overall shift of 20.64%. The minute-wise evolution of the IDF value
of the event terms in difference to the evolution of the IDF value of non-event terms can
be seen in Figure 3.2. We can see that the IDF value of the event term “Knight Rises”
increases significantly and therefore there is a high shift in the value. Furthermore, the
event term “Aurora” shows almost the same behavior 150 minutes later. In contrast to
these terms, the two non-event terms “twitter” and “love” have again almost no change
in the IDF value over time. The red dots within the diagram present the moment, in
which Shifty is able to detect the events. The result of our event identification analysis
shows that a couple of events happened in the corresponding hour. In our case, we are
interested in two events. The first one is called “knight rises” and the second is “aurora”.
Since we have no knowledge as to what these events are about, we use the results of the
event tracking analysis to extract more useful information about the events. The ten
most frequent co-occurrence terms and their percentage frequency for the minutes after
the event “knight rises” happened are the following.
 Minute 5:56 to Minute 6:00: dark (96.43%), movie (10.71%), experience (7.14%),

century (7.14%), line (7.14%), cinemas (7.14%), center (7.14%), imax (7.14%),
theatre (7.14%), river (3.57%)

 Minute 6:00 to Minute 6:04: dark (100.00%), cinemark (8.11%), century (8.11%),

sinners (5.41%), children (5.41%), masked (5.41%), imax (5.41%), theaters (5.41%),
mamba (5.41%), people (5.41%)

 Minute 6:04 to Minute 6:08: dark (100.00%), movie (9.52%), people (7.14%),

batman (7.14%), midnight (7.14%), spiderman (4.76%), regal (4.76%), rumor
(4.76%), alert (4.76%), spoiler (4.76%)

By looking at the co-occurrence terms, we are able to figure out that most of the
tweets discuss the “premiere” of a movie in an “IMAX theatre” at “midnight”. Since
there is an ongoing premiere of the new movie “The Dark Knight Rises” on this day
and time, we can conclude that the identified event is about the corresponding realworld event. Since the analysis detected an event “aurora” in minute 8:19, there could
be a correlation between these two events. The extraction of the ten most frequent
co-occurring terms for the event term “aurora” identifies the following terms.

Figure 3.2: IDF values of “Twitter”, “Love”, “Knight Rises”, and “Aurora”.

IDF 5:51
IDF 5:52
IDF 5:53
IDF 5:54
Shift 5:51-5:52
Shift 5:52-5:53
Shift 5:53-5:54
Total Shift

“knight rises”
8.61
7.81
7.78
7.59
9.32%
0.42%
2.46%
12.20%

average
9.13
9.13
9.10
9.11
-0.19%
0.10%
-0.23%

Table 3.4: Detection of event term “knight
rises” in minute 5:54.

IDF 8:16
IDF 8:17
IDF 8:18
IDF 8:19
Shift 8:16-8:17
Shift 8:17-8:18
Shift 8:18-8:19
Total Shift

“aurora”
8.59
7.29
6.96
6.89
15.15%
4.53%
0.96%
20.64%

average
8.84
8.84
8.82
8.82
0.00%
0.02%
-0.11%

Table 3.5: Detection of event term “aurora” in minute 8:19.

 Minute 8:20 to Minute 8:24: shooting (78.69%), colorado (75.41%), film (67.21%),

premiere (67.21%), people (65.57%), dark (63.93%), knight (63.93%), local (62.30%),
media (60.66%), rises (60.66%), update (59.02%)

 Minute 8:24 to Minute 8:28: colorado (70.45%), shooting (61.36%), dark (52.27%),

knight (52.27%), film (45.45%), premiere (45.45%), people (43.18%), rises (43.18%),
media (36.36%), local (36.36%), update (36.36%)

We can derive that the newly detected event is somehow related to the earlier
detected event “knight rises”. Since the first event describes the premiere of a new
movie and the new event “aurora” describes a mass shooting happening during the
movie premiere of “The Dark Knight Rises” in “Colorado”, we can conclude that there
is a dependency between these two events.

3.3

Event Detection for Local Areas: LLH

In this section, we present an event detection technique that uses a combined significance
measure calculated with the log-likelihood ratio for geographic and time dimension to
identify event terms in the content of tweets located in predefined geographical areas.
The implementation of this technique is realized by using the before-mentioned data
stream management system Niagarino. The processing pipeline of a slightly modified
version of LLH can be seen in Section 4.2. We support analysts or news reporters
in identifying local events in self-defined areas and keeping the overview about event
evolution over time. Our contribution is the effective elimination of random noise out of
the data, which results in clearly transcribed events and an application to detect, track,
summarize, and associate events identified in the Twitter stream in time. The case
studies, which are presented in Section 3.3.3 show two interesting scenarios in which
we apply our technique. Further evaluations of a slightly modified version of the LLH
technique are presented in Chapter 4.
Parts of this section are already published in the following publication.
 A. Weiler, M. H. Scholl, F. Wanner, and C. Rohrdantz. Event Identification for

Local Areas Using Social Media Streaming Data. In Proc. Workshop on Databases
and Social Networks (DBSocial) in conjunction with Intl. Conf. on Management
of Data (SIGMOD), pages 1–6, 2013

3.3.1

Event Detection

Taking into account the vast number of Twitter messages generated each second, it
becomes a crucial task to group messages by topics or events. Because there is no
explicit knowledge about current or future events, the framework has to identify events
in an on-line fashion without limitation to any domain. We suggest that only by
means of aggregation is it possible to handle large amount of data and gain important
insights into it. Therefore, we use the detected high-level representations to compress
the tweets in a meaningful manner. For our work, we define an event as a term, which
occurs significantly higher in a certain local area than in other areas of the world and
significantly higher in this local area for the current time frame than in a past time
frame. Therefore an event term has a specific location where it occurs and a specific
time when it occurs.
To extract the terms of the tweets, we filter the incoming stream for tweets with
geographic information only. Then, we check if the tweet object is inside or outside the
pre-defined area and categorize the tweet. Afterwards the tweet content is tokenized and
analyzed using a tokenizer and Part-Of-Speech Tagger tailored especially for Twitter [35]
(same as for the Shifty technique). Only nouns, proper nouns, and hashtags will remain
and all tokens with unknown characters or contained in a standard English stopword
list are discarded. To avoid wrong identification of events by continuous repetition of

the same term, we keep the list of terms per tweet content duplicate-free and only take
tweets into account, which are not retweeted at the moment of the analysis. In order
to obtain the historical values, we apply the same approach, as applied to data of a
pre-defined time frame from the past.
In order to detect events, we monitor the occurrence frequencies of terms in tweets
across time and space. Users can select geographic areas of interest. Whenever the
frequency of a certain term bursts, i.e., becomes much higher than expected, within a
user-selected geographic area, it may potentially point to a local event. We approach
the detection of such bursts from two different angles in that we require the following
two criteria to be fulfilled.
1. Within the tweets of the selected area, we require the term to be significantly more
frequent in the recent past (e.g., last hour) than we would expect it to be from
considering the complete history of the stream. The definition of the considered
recent past is to be done by the user.
2. Taking into account only this recent past, we require the term to be significantly
more frequent in the pre-defined geographical area than outside this area.
The combination of both criteria, salience in time and salience in space, assures that
the method is robust with respect to random noise in the data.
In our approach to measure the significance of an incoming term we use the loglikelihood ratio test, which operates on a contingency table and has been used before to
measure the strength of word collocations [65]. This method is also used by Rohrdantz et
al. [99] to identify context-coherence of terms in consumer feedback comments. In contrast
to their approach, we build two contingency tables (see Table 3.6 and Table 3.7), one
for the geographic dimension and one for the time dimension. By using the geographic
dimension, we measure the significance of terms in a pre-defined region (e.g., see
Figure 3.3) against all other areas of the world. We calculate the current frequency of
terms in the pre-defined area and the frequency of terms in the rest of the world. With
this knowledge we create the contingency table and use the log-likelihood ratio equation
to calculate the significance measure. Table 3.6 shows the number of tweets (TWEETS)
out of a set of all tweets depending on a certain term (T) and a certain region (R). This
calculation supports us in identifying region specific terms, which are not included in
tweets around the world.
The time dimension is used to identify the significance of terms in the pre-defined
area over time. Here we make use of historical data and build the contingency table
with a historical time frame and the current time frame. Table 3.7 shows the number
of tweets (TWEETS) depending on a certain term (T) and a certain time frame (TI).
This table contains only tweets within the pre-defined region (R). By applying the
log-likelihood ratio equation we can identify significant terms in the current time frame
and therefore eliminate terms like “Birthday” or “Love”, which occur very frequent all
the time. Furthermore, we can eliminate specific local terms like “Boston” or “Angeles”,
which always occur very frequent in the corresponding pre-defined areas.

TWEETS ∈ R
A
C

T ∈ TWEETS
T ∈/ TWEETS

TWEETS ∈/ R
B
D

Table 3.6: Contingency table for region vs. world in the present.
T ∈ TWEETS
T ∈/ TWEETS

TWEETS ∈ T I
A
C

TWEETS ∈/ T I
B
D

Table 3.7: Contingency table for past vs. present of a region.
The document counts were used to calculate the significance value with the equation
of the log-likelihood ratio, where A, B, C, and D correspond to the four cells of one of
the tables. For the continuous execution of the analysis, we integrate the current values
after the closing of the time frame into the historical values. The log-likelihood ratio is
calculated by using the following equation.
log-likelihood ratio =
2 ∗ (A log (
+ C log (

A/(A + B)
B/(A + B)
) + B log (
)
(A + C)/(N )
(B + D)/(N )

D/(C + D)
C/(C + D)
) + D log (
))
(A + C)/(N )
(B + D)/(N )
with N = A + B + C + D.

If both significance values are greater than the critical value 10.834 , we multiply
both values with each other and get a total significance value per term. After the
analysis of all terms, we rank the terms by the significance value and take the top ten
significant terms per time frame. We also combine these terms with the top five most
co-occurring terms of that term. We start with the most significant term and analyze
the co-occurrence terms, if a term in this set is also identified as a significant term the
co-occurrence terms of this hit will additionally be added to the result set. We assume
that there is a relationship between two event terms, if at least two co-occurrence terms
or the event term itself including the corresponding version with or without hashtag
occur in the co-occurrence terms of another event term. This enables us to summarize
some of the significant terms and their co-occurrence terms as one resulting event. The
terms describing an event are also limited to a maximum of ten terms per time frame.
For subsequent time frames, we check the currently existing events and analyze if the
newly occurred events are related to any of the existing ones. This analysis also takes
4

“... a contingency table with two rows and two columns has 1 degree of freedom. In both the
chi-square and log-likelihood tests, the critical values with 1 d.f. are 3.83, 6.64, and 10.83 for the
significance levels of 0.05, 0.01 and 0.001 respectively.” [73, p. 55]

the event term and the co-occurrence terms into account. If an event only consists of
terms with a hashtag, we consider this event as social event, that is not very informative,
and discard it. Note that all defined thresholds can be easily changed and adapted to
the corresponding use case.

3.3.2

Result Visualization

The result visualization is designed in a timeline fashion with the starting point on
the left and all subsequent time frames aligned on the next position on the right. For
each resulting event, which is merged from several event terms, a new line is added
at the bottom of the visualization. In the first occurrence of the event the top ten
co-occurrence terms, which lead to informative description of the event, are displayed.
This supports us in keeping the overview of new emerging terms around the event and
lets us easily track the development of an event. The rounded rectangle is colored by
using a heat-map color scheme depending on the amount of events in the time frame
and the significance value of the single event. By using this color scheme, we are able to
display the significance rank of the events.

3.3.3

Case Studies

Figure 3.3: Selected geographic areas for the two case studies.

In this section, we present two case studies of applying our event detection approach
to identify event terms in the incoming stream of tweets. For both scenarios the
average amount of terms, which have both significance values above the critical limit, is
approximately 100 and the average amount of co-occurrence terms per event is about

twelve per hour. The historic dataset contains about 44 million tweets with geographic
information (about 280 million in total). About two million tweets are located in the
specified areas for both scenarios. Each hour of the live analysis contains about 200,000
tweets with geographic information and about 10,000 located in the specified area. The
live analysis of an hour of streaming Twitter data takes about half an hour. The analysis
of the historic data for a pre-defined area takes about three minutes on a 3.2 GHz Intel
Core i3 iMac by using 2GB of RAM.
USA – The Northeast

Figure 3.4: Results for the case study of Northeast of the USA.

The first case study deals with the area of the Northeast of the USA (cf. blue circle
in Figure 3.3) on Friday, February 8th 2013 (06:00-10:00 PM Local Time, EST ). We use
one week of historic data (February 1st to 7th ) to analyze the time specific terms for the
chosen area. Figure 3.4 shows the resulting visualization.
In the first two hours the three events “storm”, “#nyfw”, and “Islanders” occur.
The most significant event that emerges in the first hour and lasts for at least four hours
is a storm, which takes place in the Northeast of the USA. The co-occurrence terms of
the event indicate that the storm is a “blizzard” and the terms “nemo” and “#nemo”
describe the given name of the snowstorm. During the next hours co-occurrence terms
like “warning”, “food”, “lines”, and “bread” describe the situation around the storm.
These terms indicate that the people on-site should be well prepared for the ongoing
and upcoming storm. We can derive that it is possible to have a closer insight into the
event and the analyst can see how the situation around an event evolves over time.
The second identified event in the first hour is “#nyfw”, which means the event of
the New York Fashion Week (“#nyc”, “fashion”), where “Mercedes-Benz” was eponym
for the event (“#mbfw”). This event however is only significant for the first two hours
of the analysis. The third identified event is about the term “Islanders”, a New York
hockey team, which played in this time frame against the New York Rangers (“Rangers”).
The event is already identified one hour before the beginning of the game. This is
mainly due to the fact that the people are already looking forward to the game and

that shortly before the start of the match, the goalie Timmy Thomas was traded from
the Boston Bruins to the New York Islanders. The co-occurrence terms indicate that
the game took place at Madison Square Garden, a goal was shot in the second hour,
and some names of important players (“Miller”, “Timmy Thomas”, “Kreider”) are
mentioned. In the last two hours of the analysis four new events “#houseofanubis”,
“Celtics”, “#iloveitwhen”, and “#impactlive” occur. Whereas “#houseofanubis” is a
TV series and the users talk about the broadcast and the persons occurring in it, the
third and fourth event seem to be an exclusively occurring phenomena on Twitter. We
have found no corresponding real-life event. The event “Celtics” describes a NBA game
between the Boston Celtics and the Los Angeles Lakers. The game started in this time
frame and therefore the analysis identifies the event in the correct time frame. In the
last hour, this event supersedes the storm and becomes the most significant event. The
co-occurrence term “#beatla” suggests that the perspective of the fans from Boston is
reflected in the data. Further co-occurrence terms mention player names of both teams
(“Kobe Bryant”, “Dwight Howard”, “Rajon Rondo”) and the arena, which is called “TD
Garden”. The continuous appearance of same events (e.g., “storm”) show that these
events are still getting more and more significant for that area. We can derive that
natural disasters, are longer and more significant in the social media than other events.
USA – The Southwest

Figure 3.5: Results for the case study of Southwest of the USA.

The second case study deals with the data of the same timeframe (03:00 to 07:00 PM
Local Time, PST ). But this time the area selection contains the Southwest of the USA
(cf. red circle in Figure 3.3) for the analysis. Figure 3.5 shows the resulting visualization
for the corresponding time frame. In the first hour, the most interesting event is about
the term “Dorner”. This event is about the killing incident by the former LAPD officer

Christopher Dorner. He shot four people and was found after a long lasting manhunt.
The “manifesto” he wrote before he died is also mentioned in the event. The other
two identified events (“freeze”, “tracking”) are about a poker game and an automatic
reporting system for graffiti and are therefore not of much interest. An interesting
observation is the event “Celtics”. It describes the same event as mentioned before in the
scenario from the Northeast. However, it is identified one hour earlier and in contrast
to the before mentioned “Celtics” event, reflects the perspective of the fans from Los
Angeles (“#golakers”). In the third hour there is also a weather event identified. The
event “showers” is about an expected thunderstorm with snow in the San Francisco
Valley. Furthermore the approach identifies an exhibition from “#kubrick” and some
social virtual events like “#codymmag” and “#poppunk”.

3.4

Discussion and Conclusion

In this chapter, we have presented an extensive survey of the diverse research area of
event detection techniques for social media data streams of Twitter. We furthermore
presented the design of two event detection techniques. First, Shifty, that detect events
in real-time without any domain restrictions and second LLH, that detects events for
pre-defined local areas are presented.
For the first technique, we have shown that by means of aggregation it is possible to
handle large volumes of data and gain important insights into it. We believe that under
ideal conditions the data streamed by Twitter can support faster detection of events
than by using reports of news agencies. Although we obtained the data through the
Twitter API that only provides 10% of the total data stream, which might introduce
a skew in the tweets we analyze, the total stream can be assumed to contain more
complete information about an event.
Our experiments show that we are able to identify events as well as to track the
progress of the event and the context around it in a simulated environment. However,
the identification also detects a certain amount of non-event terms as events. This is
an indication that the identification phase needs to be improved by including more
information, such as geographical data or other features extracted from the metadata.
The tracking of the events shows that the context around an event can be described
properly and it is also possible to identify relationships and dependencies between events.
For example, in both experiments we were able to draw the conclusion that the second
identified event is a follow-up or related event of the first one. With the continuous
removal of event candidates from the term set, we are able to scale to the amount and
the speed of tweets and terms in the streaming data.
A first extension of the Shifty technique would be the integration of further information into the event identification phase. This goal can be achieved by using information
from the metadata fields or by extracting more information from the textual content of
the tweets. In addition to the actual content of the tweet messages, Twitter provides a
large number of meta-data fields describing the tweet (e.g., count of retweets, geographic

location) and the user’s profile (e.g., count of followers). This additional knowledge
can be used to extract further characteristics of the identified events. For example, if a
majority of tweets related to an event have similar geographical information (such as
the same city or country), one can assume that the event possibly originated at that
location.
Furthermore, it would be an interesting task to implement a categorization and
ranking (e.g., globally important) analysis for the detected events. In order to support
the ranking of events, we can also integrate the metadata (e.g., number of retweets
vs. number of independent tweets) in our analysis. A further extension would be the
integration of additional data sources. Stock exchange markets, weather forecasts, data
from news agencies, RSS feeds, and further social media services offer contents that can
be retrieved in different ways as streams and could also enrich our event identification
and tracking analysis.
For the second technique, we have shown that we are able to identify actual and
ongoing events, which belong to a certain region and are outstanding over time, by
using the log-likelihood ratio approach. The combination of the time and the geography
dimension of the data ensure that our results only contain significant terms for the
chosen region and time frame. Our contribution is the effective elimination of random
noise out of the data, which results in clearly transcribed events and an application to
detect, track, summarize, and associate events from Twitter data over time.
As pre-evaluative study and for comparison reasons, we also identified the top ten
most frequent terms of the time frames for the pre-defined areas for both scenarios by
using a standard IDF measurement. The result shows that the standard approach also
detects some real-world events like storms and showers. However, we can derive that
this approach identifies much more noisy and always repeating terms like “Dinner”,
“Hour”, and “Birthday” in most of the time frames. We further can derive that in both
areas specific local terms are identified. In the Northeast terms like “York”, “Boston”
and in the Southwest terms like “Vegas”, “Francisco”, “Angeles”, “California”, and
“Diego”. All of theses terms are city or region names and always repeating terms for the
belonging areas and therefore not important for our event identification.

4

Evaluation of
Event Detection Techniques

A very high number of techniques have been designed and developed to detect events
in the Twitter social media data stream. Typically, they adopt the definition of an
event introduced by research on Topic Detection and Tracking (TDT), i.e., a real-world
occurrence that takes place in a certain geographical location and over a certain time
period [9]. Due to several factors the evaluation of event detection techniques for Twitter
is a challenging task. For example, almost all of the works differentiate in input data
(size and rate), pre-processing steps, and output format.
In this chapter, we present methods to evaluate the run-time and the task-based
performance of current and future event detection techniques. Also we implemented
some baseline techniques, which are not specially designed for event detection, however
are also able to report important topics or events. In order to measure comparable
run-time performance numbers, we propose to “standardize” event detection techniques
by implementing them based on a single data stream management system. Additionally,
we developed several scalable measures to assess the task-based performance of event
detection techniques automatically, i.e., without painstakingly crafting a gold standard
manually. Although most proposals provide some qualitative evidence to motivate the
benefits of the technique, few perform a quantitative evaluation or compare their results
to competing approaches.
The remainder of this chapter is structured as follows. Section 4.1 presents an
overview about existing evaluations of event detection techniques and available corpora,
which are probably suitable for evaluations. Section 4.2 describes the selected event
detection techniques and their streaming implementations in Niagarino. In Section 4.3,
we describe the defined evaluation measures. Section 4.4 discusses the results of the
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evaluations that we performed in order to study the selected task-based and run-time
performance of these event detection techniques. This chapter is divided into two main
parts. First, we present the results of a short-term study, which evaluates the different
techniques by using the short time frame of single days. Second, we present the results of
a long-term study, which evaluates the techniques by using longer time frames consisting
of five days. For both evaluations, different techniques and measures have been used.
However, all techniques and measures are summarized in Section 4.2 and Section 4.3,
respectively. Finally, concluding remarks from both evaluations are given in Section 4.5.
Parts of this chapter are already published in the following two publications.
 A. Weiler, M. Grossniklaus, and M. H. Scholl. Run-time and Task-based Perform-

ance of Event Detection Techniques for Twitter. In Proc. Intl. Conf. on Advanced
Information Systems Engineering (CAiSE), pages 35–49, 2015

 A. Weiler, M. Grossniklaus, and M. H. Scholl. Evaluation Measures for Event

Detection Techniques on Twitter Data Streams. In Proc. British Intl. Conf. on
Databases (BICOD), pages 108–119, 2015

4.1

Background

The main focus of event detection techniques lies in addressing the specific requirements
introduced by Twitter data, such as the brevity of tweets together with the fact that
they contain a substantial amount of spam, typos, slang, etc. In order to tackle these
problems, most of the techniques define own pre-processing steps to clean up the input
data for their technique. In this way they try to improve the results of their techniques,
however it also influences the results in comparison to other techniques, which have
different pre-processing steps. For example, instead of using a standard English stopword
list, Benhardus [15] used the Edinburgh Twitter Corpus [88], a collection of over 97
million tweets collected over three months in late 2009 and early 2010, to extract a
stopword list by applying different criteria. For this, they defined stopwords as “all words
that appeared as the most frequent in at least 75% of the baseline documents”. Also,
some techniques use advanced natural language processing methods, like named-entity
recognition [11]. Therefore, we argue that all techniques should be applied to the same
input data, without any additional support in the pre-processing steps for any technique.
Also, most of the techniques suffer from three major shortcomings. First, they tend
to focus exclusively on the information extraction aspect and often ignore the streaming
nature of the input. As a consequence, they make unrealistic assumptions, which limit
their practical value. Examples of such assumptions include buffering entire months of
Twitter data before processing it or fixing a complex set of parameters at design-time
using sample data. Second, very few authors have evaluated their technique quantitatively
or comparatively. While most provide some qualitative evidence demonstrating their
task-based performance, very few consider run-time performance. Therefore, little or no

research to date has measured the computing cost of the same result quality for different
approaches. We argue that understanding this trade-off is particularly important in a
streaming setting, where processing needs to happen in real-time. We further argue
that the lack of comparative evaluation is explained by the fact that measuring the
quantitative and qualitative performance of event detection techniques for Twitter data
is itself a challenging research question. Crafting a gold standard manually in order to
use textbook precision and recall measures is painstakingly slow and does therefore not
scale to the volumes of data generated by Twitter users. As our evaluation approach is
platform-based and modular, it also enables further systematic performance studies of
future event detection techniques. And third, most of the existing techniques are realized
as custom ad-hoc implementations, which limits the reproducibility and comparative
evaluation of their result
As already mentioned, there are several event detection techniques for Twitter data
streams, which have recently been proposed. In this section, we summarize the presented
evaluation methods and also present available corpora, which can be used to evaluate
event detection techniques. First, we give an overview about the evaluation methods (cf.
Section 4.1.1), which have been proposed by the before mentioned research works about
event detection. Second, we summarize the currently available corpora for evaluation
purposes of event detection techniques (cf. Section 4.1.2).

4.1.1

Evaluation Methods

In 2014, the “Social News on the Web” (SNOW ) challenge [84] attempted to compare
different event detection techniques (e.g., the winners of the challenge Ifrim et al. [33] or
the submission of our workgroup Popovici et al. [92]). In order to evaluate the different
results of the submitted solutions, the measures of precision and recall, readability,
coherence/relevance, and diversity were used. However, instead of evaluating the
different submissions (11 teams) automatically, a manual evaluation was conducted
by a group of human evaluators. This choice made by the organizers of the SNOW
challenge is one example that demonstrates that evaluating event detection techniques
automatically is a very challenging and complex problem. As a consequence, diverse
manual and semi-automatic proposals for evaluation methods exist in the literature.
Table 4.1 lists existing works on event detection techniques for Twitter and summarizes
what methods were used to evaluate them.
In the API column, we list the different Twitter APIs that are used to collect the
data for the evaluation. Most of the works are based on the Streaming API, but with
different levels or restrictions. The Filter API (12 of 42) is the most popular choice.
With this API, it is possible to obtain the data in a streaming fashion and to pre-define
filter queries based on keywords or geographical locations. The Spritzer access level (7 of
42) provides a uniform random 1% stream of the public timeline and is freely available
to everyone. In contrast, the Gardenhose level (6 of 42) provides elevated access to a
10% stream, but needs some special authorization. Additionally, two special streams are
available. First, the User Stream allows a pre-defined set of users to be followed directly

and continuously. Second, the Trends Stream contains currently trending topics either
on a global level or filtered by a geographic region. Apart from these streaming APIs,
the Search API (5 of 42) can be used to retrieve tweets that match a given query. Which
of these APIs is used to evaluate event detection techniques also impacts the number
of tweets that can be retrieved (cf. column Tweets). The sizes of these collections
range from 0.6 million to around 1.2 billion tweets. For example, Ritterman et al. [98]
use 48 million tweets that they crawled using the Filter API for a pre-defined set of
domain-specific keywords over a three month period from April to June 2009, whereas
Sankaranarayanan et al. [102] follow a hand-picked crowd of Twitter users that are
known to publish news by using the User Stream API.
The Type column lists the different evaluation methods. We can observe that most of
the works (17 of 42) performed one or several case studies (cs) to show the effectiveness
and usefulness of their technique. Note that works evaluated by demonstrations are also
marked as case study. For example, Mathioudakis and Koudas [70] simply refer to a
website that gives access to their TwitterMonitor technique and do not state whether
they conducted any other evaluations. Another large group of works (15 of 42) performs
a stand-alone evaluation (sa-eva) in order to rate the outcomes of their own technique
only. In this case, the focus of the evaluation consists in tuning different parameters or
improving the different steps of a single technique. Unfortunately, the results obtained
with this type of evaluation are very hard to interpret in terms of comparing them to
other techniques. Only 6 of the 42 surveyed works perform a comparative evaluation.
For example, Weng and Lee [129] and Aiello et al. [7] compared their technique with
LDA [16], whereas Zhou and Chen [134] compared their technique to the online version of
LDA (OLDA [41]). Alvanaki et al. [11] compared their technique with Marcus et al. [70],
while Li et al. [56] compared their technique to Weng and Lee [129]. Finally, Guille
and Favre [36] compared their technique to both Benhardus [15] (TS ) and Parikh and
Karlapalem [85] (ET ). We also note that Aiello et al. [7] performed further comparative
evaluations for a total of five self-defined event and topic detection techniques. A small
fraction of evaluations (4 of 42) is based on user studies (us), where the results are
shown to human evaluators.
The GT column gives an overview of the different types of ground truths that
are used to evaluate the results of a techniques. Most of the works (17 of 42) use a
manually labeled set of events as a ground truth. Some of them also check the results
of the technique manually to distinguish between real or non-real events. For example,
Walther and Kaisser [112] checked manually for 1,000 clusters whether they belonged to
a real-world event or not. 319 clusters were labeled as positives (describe a real-world
event), while the remaining 681 were labeled as negatives (do not describe a real-world
event). We note that domain-specific event detection techniques can often be evaluated
using an existing ground truth. For example, the statistics of the Centers for Disease
Control and Prevention (CDC ) can be used as ground truth to evaluate techniques that
detect diseases (2 of 42). Similarly, match reports can be used for sport events, such as
football games (cf. Meladianos et al. [75]). Finally, one work uses Wikipedia (Wiki)
and another one uses Twitter’s Trending Topics (TT ) as ground truth.

The Measures column summarizes the different measures that were proposed to
evaluate the different techniques. Most of the times, the precision and recall measures
are used (15 of 42). Additionally, some works calculate the F1 score, average precision,
or the area under the receiver-operating curve (aroc). While measures to evaluate
the task-based performance of a technique are quite common, only the two works of
Alvanaki et al. [11] and Parikh and Karlapalem [85] apply a measure (rt) to evaluate the
run-time performance of their technique. Apart from these well-know measures, some
novel measures were defined. For example, Alvanaki et al. [11] measure relative accuracy,
whereas both Li et al. [56] and Guille and Favre [36] study the duplicate event rate
(DER) of their techniques. Finally, Zhou and Chen [134] introduce two new measures:
missed detections (MD) and false alarms (FA).
In the following, we describe a selection of evaluations in detail. Particularly, we
concentrate on the works, which performed a standalone or a comparative evaluation.
We therefore skip the description of qualitative evaluations based on case or user studies.
Benhardus [15] compares the outcome of his event detection techniques to the Twitter
Trending Topics (TT ). Twitter extracts these topics using a proprietary algorithm,
which they describe as an “algorithm that identifies topics that are popular now, rather
than topics that have been popular for a while or on a daily basis.”1 Trending topics can
be crawled continuously using the Trends API2 of Twitter. In the case of Benhardus [15],
trending topics were only collected for the USA. The evaluation consisted of two
experiments. First, the precision, recall, and F1 score were compared with respect to
the Twitter trending topics. Second, recall and relevance scores were calculated using
human volunteers that labeled a list of valid terms and relevant topics. The results of
the first experiment reflect that the precision, recall, and F1 score are very low as the
average around 0.2 to 0.3. With the introduction of the human factor in the second
experiment, the average value of the F1 score increased to about 0.6 to 0.7.
Cullota [28] presents a domain-specific event detection technique for detecting
influenza epidemics. Using the Search API with specific keywords, 574,643 tweets were
collected for the 10-week period from February 12, 2010 to April 24, 2010. For evaluation
purposes, statistics from the CDC were used in order to check for correlation with the
outcome of the proposed models. The evaluation comprised ten different models, with
the best model achieving a correlation of 0.78 to the CDC statistics by leveraging a
document classifier to identify relevant messages.
Lee and Sumiya [54] present a work on Twitter-based geo-social event detection
and evaluate their results against a set of manually labeled events that occurred in the
context of town festivals in Japan. Using the Filter API to only obtain tweets originated
in the circumference of Japan, they crawled about 22 million tweets from the beginning
of June to the end of July, 2010. The results of the evaluation indicate a high recall
value of 0.87 (13 out of 15 events detected). In contrast, the precision value of 0.018 is
very low (13 of 724 reported events matched). However, closer analysis of the reported
events showed that while some were unexpected, they were still interesting events.
1
2

https://support.twitter.com/articles/101125 (October 8, 2015)
https://dev.twitter.com/rest/reference/get/trends/place (October 8, 2015)

Table 4.1: Evaluation methods of event detection techniques for Twitter.
Year Reference

Type

GT

Measures

Tweets

API

2009 Ritterman et al. [98]
2009 Sankaranarayanan et al. [102]

cs
cs

–
–

–
–

48m
–

2009 Schühmacher and Koster [103]

–

–

–

–

Filter
Gardenhose,
User Stream
–

us, sa-eva
cs
sa-eva
sa-eva
cs
sa-eva
cs, sa-eva

TT
–
CDC
manual
–
manual
manual

prec, rec, F1
–
correlation
prec, rec
–
avg. prec
prec, rec,
f-measure

–
3m
0.6m
22m
1.2m
163.5m
–

Gardenhose
Spritzer
Search
Filter
Gardenhose
Spritzer
Search

sa-eva
sa-eva
cs
sa-eva
sa-eva

CDC
manual
–
manual
manual

4.7m
2.6m
27m
–
6000

Search
–
Spritzer
–
–

vs. LDA

manual

correlation
F1
–
prec, rec
prec, rec, F1 ,
avg. prec, aroc
precision

4.3m

Search

–
–
cs, sa-eva
us, vs. [70]

–
–
manual
–

–
–
1.6m
–

–
–
Search
Gardenhose

cs
cs
cs,
vs. [129]
cs
–
sa-eva
sa-eva
cs

–
–
manual

–
–
prec, rec
prec, rt, rel.
accuracy
–
–
prec, rec, DER

13.6m
–
4.3m

Spritzer
–
Spritzer

–
–
Wiki
manual
–

–
–
latency
prec, rec
–

0.1m
0.3m
48m
100m
0.1

Filter
Filter
Spritzer
Spritzer
Filter

vs. LDA

manual

prec, rec

Filter

cs
sa-eva
us
sa-eva
cs
cs

–
manual
manual
manual
–
–

–
prec, rec
prec, rec, rt
prec, rec, F1
–
–

0.3 3.6m
–
–
1.3m
–
0.7m
2m

Filter
Filter
Filter
–
Filter
Gardenhose

cs
vs. [15, 85]
sa-eva
cs
vs. OLDA

–
manual
manual
–
manual

–
prec, rec, DER
precision
–
MD, FA

–
3.5m
1m
2m
1.16bn

–
Filter
Filter
Gardenhose
Filter

sa-eva

match
facts
manual

prec, rec, F1

7.5m

–

prec, rec, F1

96m

Filter

2010
2010
2010
2010
2010
2010
2010

Benhardus [15]
Cataldi et al. [21]
Culotta [28]
Lee and Sumiya [54]
Mathioudakis and Koudas [70]
Petrović et al. [87]
Sakaki et al. [101]

2011
2011
2011
2011
2011

Achrekar et al. [3]
Becker et al. [14]
Lee et al. [53]
Marcus et al. [68]
Popescu et al. [91]

2011 Weng and Lee [129]
2012
2012
2012
2012

Abel et al. [2]
Adam et al. [4]
Aggarwal and Subbian [6]
Alvanaki et al. [11]

2012 Cordeiro [24]
2012 Ishikawa et al. [45]
2012 Li et al. [56]
2012
2012
2012
2012
2012

Li et al. [59]
Nishida et al. [79]
Osborne et al. [81]
Ritter et al. [97]
Terpstra et al. [107]

2013 Aiello et al. [7]
2013
2013
2013
2013
2013
2013

Bahir and Peled [13]
Martin et al. [69]
Parikh and Karlap. [85]
Walther and Kaisser [112]
Abdelhaq et al. [1]
Weiler et al. [121]

2014
2014
2014
2014
2014

Corney et al. [25]
Guille and Favre [36]
Ifrim et al. [33]
Weiler et al. [123]
Zhou and Chen [134]

2015 Meladianos et al. [75]
2015 Thapen et al. [108]

us

Petrović et al. [87] evaluate their work on streaming first story detection with
application to Twitter using a so-called gold standard, which consists of manually labeled
events. The dataset for the evaluation consisted of 163.5 million tweets, collected over a
period of six months (April 1st , 2009 to October 14th , 2009) using the Streaming API
with the 1% Spritzer access level. They demonstrated that their system can detect
major events with reasonable precision and that the amount of spam in the output can
be reduced by taking their definition of entropy into account.
Sakaki et al. [101] present a system for real-time event detection that uses Twitter
users as social sensors. Their system is specifically tailored to detect events in datasets
that are highly pre-filtered for disasters (e.g., for earthquakes using the filter word
“earthquake”). They prepared 597 positive examples, which report earthquake occurrences
as a reference set. While they used different features within their classification methods,
the best score they achieved was 0.87 for recall, 0.66 for precision, and 0.73 for the F1
score. Additionally, they present two case studies, in which they show the effectiveness
of their approach for detecting and following an earthquake and a typhoon.
Becker et al. [14] propose a system for real-world event identification on Twitter.
In order to evaluate their approach, they crawled 2.6 million tweets in February 2010.
They used the first two weeks for training, whereas the second two weeks were used as
test data. Human annotators produced a set of labeled event clusters. To evaluate the
performance of each of their defined classifiers, they use a macro-averaged F1 score. They
compared the results of their approach to two baseline methods: fastest and random.
As a result, their own approach had a higher score than the two other ones.
TwitInfo, presented by Marcus et al. [68], is a tool for aggregating and visualizing
microblogs for event exploration. Their evaluation uses manually labeled events from
soccer games and automatically extracted earthquake occurrences from the US Geological
Survey. For soccer game events, they scored 0.77 in both precision and recall (17 of 22
events found). For major earthquakes, the score was 0.14 (6 out of 44) for precision and
1.0 for recall (5 out of 5). Therefore, they concluded that their peak detection algorithm
identifies 80-100% of manually labeled peaks.
Popescu et al. [91] evaluate their work on extracting events and event descriptions
from Twitter against a manually classified gold standard of 5040 snapshots, which were
classified as events (2249) or non-events (2791). Their technique, which is called EventBasic, scores 0.691 for precision, 0.632 for recall, 0.66 for the F1 score, 0.751 for average
precision, and 0.791 for the area under the receiver-operating curve. Their extension of
EventBasis, which is called EventAboutness, does not show any improvements in the
results as its scores are almost the same.
Weng and Lee [129] present the above-mentioned EDCoW technique and evaluate
their work by using a highly restricted dataset containing only tweets from the top
1000 Singapore-based Twitter users. Also, they used a very strong pre-filtering on
unique words, resulting in only 8,140 unique words being contained in the dataset after
cleaning. In their evaluation, EDCoW is applied to detecting events for each day in
June 2010. However, they argue that “it is not feasible to enumerate all the real-life
events [that] happened in June 2010 in the dataset.” Since it is, therefore, difficult to

measure EDCoW’s recall, they chose to concentrate on precision. For the precision score,
they calculated a value of 0.76 (16 of 21 detected events). Apart from this stand-alone
evaluation, they also evaluated the task-based performance of EDCoW in comparison
to LDA. However, rather than performing a quantitative evaluation, they qualitatively
evaluate EDCoW by discussing the different results.
Aggarwal and Subbian [6] divide their evaluation into two parts. In the first part,
they show a case study to evaluate the unsupervised model of their event detection
technique. In the second part, they use a self-generated ground truth to evaluate
precision and recall of the supervised model for two sample events (Japan Nuclear Crisis
and Uganda Protest). For the first event, they obtain a value of 0.525 (precision) and
0.62 (recall), while the precision value is 1.0 and the recall value is around 0.6 for the
second event. However, it is important to note that they work with highly pre-filtered
data, which does not constitute a real-life evaluation of event detection techniques.
Alvanaki et al. [11] conduct an evaluation that is based on the decisions of human
evaluators with respect to whether a reported result is an event or not. For this user
study, they created a website that displayed the result of both their enBlogue (ENB)
and the existing TwitterMonitor [70] (TM) technique to users. Users were then able
to check if in their opinion a result is an event or not, and mark it accordingly. Apart
from measuring precision and relative accuracy for these techniques, they were also the
first group of researchers to study run-time performance. They obtained the following
results. In terms of precision, ENB clearly outperforms TM. On average, ENB detected
2.5 out of 20 events, whereas TM only detected 0.8. To evaluate run-time performance,
they measured the correlation between the parameters of the two techniques and the
increase/decrease of execution time. As a consequence, it is difficult to derive at
meaningful and general conclusions based on these measurements. The same is true for
their relative accuracy measurements, which are done stand-alone for ENB and only
demonstrate the interplay of different parameters.
Twevent, proposed by Li et al. [56], is a technique for segment-based event detection
from tweets. The approach was evaluated by comparing it to EDCoW based on the
same input dataset as used Weng and Lee [129]. However, rather than reproducing
the results of EDCoW, they were simply taken from the paper by Weng and Lee. The
results of their evaluation seem to indicate that Twevent outperforms the state-of-the-art
technique EDCoW with respect to both precision and recall. With a precision score of
0.86, it improves over EDCoW by a value of 0.1. In terms of recall, Twevent finds 75 real
events within a total of 101 detected events, whereas EDCoW finds 13 real events within
a total of 21 detected events. In terms of the duplicate event rate, Twevent achieves
the lowest rate, even though the technique detects much more events than EDCoW
(101 vs. 21 events). However, since the original paper on EDCoW [129] did not include
an evaluation of the duplicate event rate, it is profoundly unclear how Li et al. [56]
calculated it, given that they did not use an implementation of EDCoW. Apart from
these quantitative evaluations, they also present a case study that shows the usefulness
of Twevent in real-life.

In their work, Osborne et al. [81] present a first study of latency for event detection
based on different sources. They evaluate performance in terms of the average distance
between each time-aligned Twitter first story and the corresponding nearest neighbor
Wikipedia page title (Wiki ). They conclude that there is a delay between events breaking
on Twitter and on Wikipedia with an advantage for Twitter.
Ritter et al. [97] present a method for open-domain event extraction in Twitter. In
their study, they demonstrate that precision and recall are increased by their technique
in contrast to a baseline technique. Furthermore, they present a sample of extracted
future events on a calendar layout in order to show the quality of the obtained results.
In the context of the SocialSensor project, Aiello et al. [7] compare six topic detection
methods (BNGram, LDA, FPM, SFPM, Graph-based, and Doc-p) using three Twitter
datasets related to major events, which differ in their time scale and topic churn rate.
They define three scoring measures: topic recall, keyword precision, and keyword recall.
They observe that the BNgram method always achieves the best topic recall, while
always preserving a relatively good keyword precision and recall. They also observe that
topic detection techniques such as LDA perform reasonably well on very focused events,
whereas their performance is much lower when considering more “noisy” events.
A follow-up work, presented by Martin et al. [69], includes a similar evaluation.
Additionally, they attempt to derive the best slot size for the BNgram technique as well
as the best combination of clustering and topic ranking techniques. Therefore, this work
does not really contribute to the problem of comparative evaluations of event detection
techniques. However, they observed that the results are very different between the three
data collections that they used. One difference is particularly striking: the topic recall
is far higher for football (over 90%) than for politics (around 60-80%). Therefore, they
concluded that results of an evaluation also depend on the happened events.
Parikh and Karlapalem [85] evaluate their system (ET ) on two data-sets: one is
provided by VAST Challenge 2011, whereas the other is published by US-based users in
January 2013. For evaluation purposes, they use the same definitions of precision and
recall as Weng and Lee [129]. For the VAST dataset, ET detected a total of 23 events,
out of which two events were trivial and insignificant. Thus, the precision value is 0.91
and the recall is 21. For the second dataset, ET obtained a total of 15 events, out of
which only one event was not related to any real event, yielding a precision of 0.93 and a
recall of 14. Note that in this case, recall is simply represented as the number of “good”
detected events. In order to quantify the performance of ET, they present an execution
time of 157 seconds to detect events from a total of 1,023,077 tweets, which corresponds
to a throughput of 6516 tweets/sec. This seems an appropriate result for performance
in comparison to the performance results of our evaluations (see Section 4.4).
Zhou and Chen [134] present two novel measures in their evaluation: missed detections (MD) and false alarms (FA). Furthermore, they use a very large dataset of 1.16
billion tweets and present a comparative evaluation of three variants of their technique
and online LDA (OLDA). Their experimental results demonstrate the superiority of
their proposed approach in terms of effectiveness and efficiency.

MABED, proposed by Guille and Favre [36], is a mention-anomaly-based event detection
technique for Twitter. They conducted experiments on both English and French
Twitter data. In their evaluation, MABED is compared with both TS [15] and ET [85].
The results show that MABED leads to more accurate event detection and improved
robustness in presence of noisy Twitter content. Additionally, MABED yielded better
performance than MABED with ignoring mentions and also outperformed ET as well as
TS in all of their tests.
Finally, Meladianos et al. [75] present a very strict evaluation of their techniques,
which is applied to events during soccer games. They create a ground truth for their
evaluation by crawling live reports of games in a sports website. The experiments
show that their technique clearly outperforms the baseline techniques on the sub-event
detection task, and also produces good summaries. In addition, their algorithm managed
to detect a majority of key sub-events during each match.

4.1.2

Available Corpora for Evaluation

In this work, we address the challenge of defining general evaluation measures that
can be used to compare various event detection techniques. Complementary to our
approach, other works focus on the creation of evaluation corpora for Twitter-related
analysis techniques. In the following, we present a series of works, which provide labeled
reference datasets.
For example, McCreadie et al. [72] created a set of approximately 16 million tweets
for a two-week period. Therefore, the proposed corpus contains an average of about
50,000 tweets per hour. Since no language filtering is performed, which can be estimated
to retain approximately 30% of these tweets (cf. Figure 2.1c), we can assume that
only about 4,800,000 tweets of the corpus are in English. Furthermore, their list of 49
reference topics for the two-weeks period is very limited and no description is given how
these topics were created. Finally, this corpus focuses on ad-hoc retrieval tasks and is,
therefore, not very well suited for large-scale evaluation of event detection approaches.
Becker et al. [14] created a Twitter corpus that consists of over 2,600,000 tweets
posted during February 2010. Since they only used their own approach to detect and
label the events, the corpus is strongly biased to their technique and not very well-suited
for general evaluation purposes. Furthermore, no list of reference events is provided and
the dataset is geographically restricted to tweets from users who are located in NYC.
Petrović et al. [89] presented a corpus of 50 million tweets, created from a manual
analysis of the Twitter data stream from July to mid-September, 2011. This analysis led
to the definition of 27 events for the whole time-frame. This very low number of labeled
events makes it very difficult to compare different event detection methods, especially
when the techniques used are very diverse.
McMinn et al. [74] propose a methodology for creating a corpus to evaluate event
detection methods. They used two existing state-of-the-art event detection approaches [6,
89] together with Wikipedia to create a set of candidate events together with a list of
associated tweets. The final corpus covers four weeks with about 120 million tweets and

more than 500 events. However, events are described in prose and can, therefore, not be
easily and automatically compared to the results of various event detection techniques.
It is important to note that all of these corpora only consist of lists with tweet
identifiers. In order to use them, the tweets themselves have to be crawled, which is
time-consuming and error-prone as some tweets might not exist anymore. To check
out how useable these collections of tweet identifiers are, we attempted to download
the corpus of McMinn et al. [74]. The standard restriction of crawling tweets with
the Twitter API3 is set to 180 queries per 15 minute window. With one query it is
possible to obtain a bulk of 100 tweets4 . Therefore, it would be possible to crawl 18,000
tweets per 15 minute window and it would take about 6,666 windows with an estimated
total response time of 100,000 minutes (∼1,666 hours or ∼69 days) on a single machine
to crawl all the contained tweets. As this waiting time is prohibitive in practice, we
implemented an alternative crawler that only retrieves the content of the tweets based on
their identifiers. Note that this crawler does not retrieve the metadata that is otherwise
included when crawling tweets using the Twitter API. Even so, our crawler was only
able to download about 740,000 tweets (out of 1,850,000 total checked), which were still
available, in a time frame of 7 days.

4.2

Techniques

We focus on techniques with the specific task of first story detection, i.e., the detection
of general (unknown) events, which is defined as a subtask of topic detection and
tracking (TDT) [9]. In this section, we briefly describe the four state-of-the-art event
detection techniques that we selected for our study in terms of their query plans and
the corresponding parameters. Furthermore, we briefly describe the query plans of
five baseline techniques, which we used for comparison. Figure 4.1 illustrates these
techniques by means of using different operators within Niagarino query plans.
All of these techniques use the same pre-processing steps before the streaming
tuples enter the actual event detection phase. The pre-processing first scans all tuples
for a pre-defined schema from our Twitter data collection. Then the next operator
selects all tweets that are non-retweets. This can be easily achieved by checking the
attribute “retweet count” containing the number of retweets for each tuple. Afterwards,
an attribute “language code” is added to all tuples by using the language derivation
operator5 applied to the “tweet content” attribute.
The next operator selects all tuples with a language code “eng” in the corresponding
attribute and filters out all non-English tuples. Additionally, each tuple is enriched
with the derived distinct terms of the “tweet content” attribute. These terms are then
separated into single tuples by using the unnest operator. Terms that are contained
in a standard English stopword list or can be considered noise (e.g., less than three
3

https://dev.twitter.com/rest/public/rate-limiting (October 7, 2015)
https://dev.twitter.com/rest/reference/get/statuses/lookup (October 7, 2015)
5
based on https://code.google.com/p/language-detection/ (November 11, 2015)
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characters, unknown characters, repetition of the same pattern more than twice, or
terms without vowels) are then filtered out of the tuple stream by a selection operator.
Finally, a tumbling window of size sinput is continuously applied and its contents are
forwarded to the subsequent operators.
Note that since the different techniques use different analysis steps and produce
different output formats, it is also a challenging task to produce a similar format for the
reported events. We therefore decided that an event needs to consist of five terms and
each technique is therefore modified to comply with these requirements. Furthermore,
all techniques are modified that the main term of the event is only reported once per
input time window. However, it is allowed to report an already detected event term in
the following time windows.
At the bottom of Figure 4.1, the query plans for the baseline techniques LDA, TopN,
LastN, RandomEvents (RE), and FullRandom (FR) are shown. Since these approaches
are not specifically tailored to the task of event detection, we classify and use them as
baseline approaches in order to confirm that the proposed measures are discriminating.
The Latent Dirichlet Allocation (LDA) is a hierarchical Bayesian model that explains
the variation in a set of documents in terms of a set of n latent topics, i.e., distributions
over the vocabulary. Since LDA is normally used for topic modeling, we equate a topic
to an event. For each time window, the LDA operator creates n events that are described
by m terms. The operator parameter i defines the number of iterations performed in
the modeling phase, where a higher value typically increases the quality of the detected
events. To perform the LDA, we use Mallet6 , an existing Java library.
The remaining four baseline techniques all start by using a grouping operator. They
all apply an aggregation operator to calculate the number of mentions of terms over an
entire time window grouped by distinct terms. The three techniques TopN, LastN, and
RE additionally use the “TOPCOOC” aggregation function to add the most frequent
co-occurrence terms to the distinct terms. For TopN and LastN, all values are then
sorted by the TopN or LastN operator and the top (or last) N terms are reported
as events together with their top m most frequent co-occurring terms. Both of the
remaining techniques use the “Random” operator to report events. Whereas, FR creates
events by randomly selecting five terms from all distinct terms in a time window. RE
only selects the main event term randomly, but uses the four most co-occurring terms
of the event term as the associated event description terms. Both of these approaches
report N events per time window.
In addition to these baseline approaches, we implemented four techniques that have
been proposed to detect events in Twitter data streams. We implemented all of these
techniques to the best of our knowledge based on the information available in the original
papers. The corresponding Niagarino query plans are shown at the top of Figure 4.1.
The first technique, EDCoW, is a reimplementation of Weng et al. [129]. In the
first step of the query plan all terms are aggregated by their DF-IDF value by using
a grouping and aggregation operator. Then the fast wavelet transformation operator
6
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Figure 4.1: Query plans of the studied baseline and event detection techniques.
collects n values per term as first signal. The transformation then builds a second signal
for the individual terms. Each data point of this second signal summarizes a sequence
of values from the first signal with length ∆. The next operator then uses this second
signal to filter out trivial terms by checking the corresponding signal auto-correlations
against a threshold Ω. In the next step, the operator clusters the remaining terms to
form events with a modularity-based graph partitioning technique. Insignificant events
are filtered out using the threshold parameter . Since this approach detects events with
a minimum of two terms, we introduced an additional enrichment step that adds the
top co-occurrence terms to obtain events with at least five terms. Note since the original
paper fails to mention the type of wavelet that was used, we experimented with several
types. The results reported in this thesis are based on the Discrete Meyer [29] wavelet.
The second technique, WATIS, is a reimplementation of Cordeiro [24]. The technique
also aggregates and groups the distinct terms by their DF-IDF value. Then the KZ/KZA
operator collects n values per term as first signal. Due to the noisy nature of the Twitter
data stream, signals are then processed by applying the adaptive Kolmogorov-Zurbenko
filter (KZA) [131], a low-pass filter that smoothens the signal by calculating a moving
average with ikza iterations over ∆ intervals. Then the continuous wavelet transformation operator is applied to construct a time/frequency representation of the signal.
Afterwards, two wavelet analyses operators, the tree map of the continuous wavelet
extrema and the local maxima detection, to detect abrupt increases in the frequency of
a term are used to detect events. In order to enrich events with more information, the
previously mentioned LDA algorithm (with ilda iterations) is used to model and report
events consisting of five terms.

The third technique, Shifty, is a reimplementation of Weiler et al. [123]. In contrast to
the original paper, we only use single terms as input for the event detection. First, the
IDF value of each term in a single window (with size sinput ) is continuously computed
and compared to the average IDF value of all terms within that window. Terms with an
IDF value above the average are filtered out. The next step builds a window with size s1
that slides with range r1 in order to calculate the shift from one window to the next. In
this step, the shift value is again checked against the average shift of all terms and only
terms with a shift above the average are retained. In the last step, a new sliding window
with size s2 that slides with range r2 is created. The total shift value is computed as
the sum of all shift values of the sub-windows of this window. If this total shift value is
greater than the pre-defined threshold Ω, the term is detected as event and reported
together with its top four co-occurring terms.
Finally, the fourth technique, LLH, is a reimplementation of Weiler et al. [121]. As
a first step, the technique aggregates and groups the distinct terms by their counts.
Then the log-likelihood ratio operator collects n values per term as input signal. For the
calculation of the log-likelihood ratio at least two windows needs to be analyzed by the
operator. After the analysis of two windows the log-likelihood ratio between all terms
in the current window is calculated against the past. Events are reported by selecting
the top terms with the highest log-likelihood ratio together with the corresponding top
four most co-occurring terms. Since, these are the terms with the highest abnormal
behavior in their current frequency with respect to their historical frequency, we define
these terms to be events. Note that in contrast to the original technique that detected
events for pre-defined geographical areas, we adjusted the approach to calculate the
log-likelihood measure for the frequency of all distinct terms in the current time window
against their frequency in the past time windows.

4.3

Measures

In order to address the lack of a common evaluation method for event detection in
Twitter data streams, we propose a number of measures (some with sub-measures),
which are used for the individual ratings. Our goal is to define measures that can easily
be used by other researchers and that do not deprecate over time as most reference
corpora do. While all of our measures support relative comparisons, we do not claim
that they can be used to draw absolute conclusions. A single event detection technique
can, therefore, only be evaluated against itself, e.g., with respect to different parameter
settings or to confirm that improvements to the technique yield better results. For a set
of techniques, the measures can be used to rank them with respect to different criteria.
The measures are divided into two categories. First, measures, which are used to rate
the performance like run-time or memory usage are presented. Second, measures, which
are used to rate the relevance of the results, in terms of precision, recall, and some other
characteristics are shown.

4.3.1

Performance Measures

Run-time Performance
We measure run-time performance as the number of tweets that an approach processes
per second. This measure is important to judge the feasibility of a technique. Most event
detection techniques can be configured based on numerous parameters that influence
both the processing speed and result quality. In combination with other measures,
the run-time performance measure can, therefore, also be used to study the trade-off
between these two objectives.
Memory Usage
While run-time performance measures the time needed to process a data set, this measure
captures how much space is required by each technique. Since all techniques process
a stream of data, i.e., processing never stops, we are interested to study how memory
usage evolves over time and how it is bounded.

4.3.2

Relevance Measures

Precision (Google)
This measure describes the percentage of events that can be verified with the use of
the search engine Google7 . For each detected event, the search engine is queried using
the five event terms and a specific date range. A rating between 1 and 10 (GoogleN)
is computed by checking how many of the first ten result hits point to a news website.
News websites are identified based on a whitelist of domain names containing sites such
as CNN, CBS, Reuters, NYTimes, and the Guardian. Based on this measure, detected
events can be rated with respect to their newsworthiness on a specific date or date
range.
Precision (Google & NYTimes)
Our precision measure is composed of two components. First, we query Google, like
described above in Precision (Google). For the second part of this precision measure,
we query the archive of the New York Times8 with the five event terms as well as the
specific date range. Since the number of hits (h), which are in the range between 0 and
10 both for Google (hG ) and New York Times (hNYT ), is an indicator of how important
a reported event is, we calculate the final precision score for all results (N ) by weighting
the single results as
1 N 1 G 1 NYT
).
∑( h + h
N i=0 2 i 2 i
7
8

http://www.google.com (August 18, 2015)
http://query.nytimes.com/search/sitesearch/ (August 18, 2015)

Precision (DBPedia)
This measure is calculated using the DBPedia9 data set, which contains the abstracts
(long versions) from all Wikipedia articles. In order to query the roughly four million
English abstract, the native XML database BaseX is used. For each detected event, the
number of matching abstracts in DBPedia is computed by using XQuery Full Text. We
have defined three sub-measures. DBPedia5 is the precision using all five event terms,
DBPedia4S only uses the top four event terms, and DBPedia4A queries DBPedia with
all subsets of cardinality four. For the first two measures, an abstract is considered a
match to an event if it contains all terms that were used in the query. For the third
measure, an abstract matches if it contains all terms of one of the combinations.
Recall (Bloomberg)
In order to compute the recall, Bloomberg10 was crawled as their archive maintains a
list of the most important news articles for each day. Crawling individual days leads to
an average of about 200 events per day. Each crawled news item is then tokenized and
cleaned by the same processes as the tweets. As a consequence, the short description of
each news item by a series of terms can be very similar to the one obtained from the
tweets. In order to calculate the similarity between detected events and a news item,
eventSim(e1 , e2 ) is used, which is based on the Levenshtein distance.
levSim(t1 , t2 ) = 1.0 − lev(t1 , t2 ) / max({∣t1 ∣, ∣t2 ∣})
⎧
⎪
⎪0 levSim(t1 , t2 ) < minTermSim
termSim(t1 , t2 ) = ⎨
⎪
⎪
⎩1 otherwise
1 N
eventSim(e1 , e2 ) =
∑ termSim(e1 [ti ], e2 [tj ])
N i=0,j=0

(4.1)
(4.2)
(4.3)

The motivation behind eventSim(e1 , e2 ) is to compensate for misspellings or alternate
spellings of terms as well as for different term sets describing similar events. An event is
represented as an alphabetically sorted list of terms e = [t0 , . . . , tn ]. Each term t1 ∈ e1 is
compared to each term t2 ∈ e2 using the levSim(t1 , t2 ), which is the Levenshtein distance
normalized to the range [0 . . . 1]. If the similarity of a term of e1 to a term of e2 is
above the threshold minTermSim, this combination is marked as hit and the algorithm
continues with the next term of e1 . Finally, eventSim(e1 , e2 ) aggregates the number of
hits and normalizes it with the number of terms.
In an effort to obtain a reasonable amount of hits, the parameters of this formula
are set rather low. The parameter minTermSim is set to 0.7 and the overall limit
for eventSim is set to 0.2. Two sub-measures are defined for the recall. The measure
Bloom1D calculates the recall just for the given date, whereas Bloom2D also includes
the following day.
9
10
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Recall (Reuters)
We propose to calculate recall by crawling the world news headlines on the Reuters
website11 for the days corresponding to the analysis. Each headline is represented as
a list of terms T hl . With this measure we intend to reflect the percentage of detected
events with respect to important news appearing on a real-world news archive. To weigh
the single results, we check for each term in a news headline, which reported event,
represented as a list of terms T e , has the maximal similarity value (max sim). Since we
exclude matches on one term only, this similarity value can either be two, three, four, or
five terms. With this weighting, we calculate the final recall score for all headlines (N)
as
1 N 1
∑ max sim(Tihl , T e ).
N i=0 2

Duplicate Event Detection Rate (DEDR)
This measure captures the percentage of duplicate events detected by a technique.
The implementations of the state-of-the-art event detection techniques used avoid the
reporting of duplicate events within their processing time-frame, e.g., a one-hour window.
Nevertheless, important or long-lasting events can reoccur across several time-frames
and, therefore, expecting a 0% rate of duplicate events is not reasonable. The duplicate
event detection rate can be calculated by either using the formula described in Recall
(Bloomberg) or by just counting the maximal similarity value (max sim) between two
detected events. For the first version two sub-measures have been defined. For the
almost duplicate event detection rate (ADEDR) the parameter minTermSim is set to
0.8 and the limit for eventSim is set to 0.5, whereas for the full duplicate event detection
rate (FDEDR) the minTermSim stays the same but the limit for eventSim is set to 0.9.

Repeated Event Detection Rate (REDR)
This measure is derived from the DEDR measure and reflects the rate of repeatedly
detected events per technique. In order to evaluate the results of the studied event
detection techniques, we use a number of different data sets. Therefore, it is possible
that a technique reports the same events for each of these data sets. Since the points
in time at which our data sets were captured from the Twitter data stream are spaced
one month apart, it is likely that these repeated events are artifacts of the technique.
However, apart from measuring the percentage of repeating events for a series of single
evaluations, this measure can also be used to evaluate how many of the “hit” events are
repeatedly detected.
11
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Common Event Detection Rate (CEDR)
This measure is also derived from the DEDR measure and captures the percentage of
events that are detected in common by pairs of techniques. With this measure, we can
therefore study which techniques have a lot of commonly detected events. Furthermore,
it is possible to derive which techniques detected the same “hit” events.

4.4

Evaluation

Running an evaluation on the results of different event detection techniques is a challenging task. On the one hand, we need measures to rate and rank the quality and the
performance of the different techniques. This we already achieved within the previous
section. On the other hand, we need to clearly setup the experimental environment to
conduct the evaluation in a fair way. Therefore, we designed two different evaluation
studies. First, we evaluate the different techniques within a short-term study. Second,
we also run a long-term study to confirm the results of the first study. Between both
studies, we vary the used datasets, the techniques, and the measures. In the following
sections, we describe both studies and the results of them. Conclusions of both studies
are given in Section 4.5.

4.4.1

Short-Term Study

The short-term study is evaluating the results of the different event detection techniques
on a daily basis. As event detection techniques, Shifty, EDCoW, and WATIS are chosen.
For the baseline, we use TopN and LDA. As evaluation measures, we use run-time
performance and memory usage for performance measures. For task-based or relevance
measures, we use the ratios of duplicate, repeated, and common events, as well as
precision (Google), precision (DBPedia), and recall (Bloomberg). For final results, we
also defined additional scoring functions, which can be found at the end of this section.
In the following, we describe the results of our first evaluation.
Experimental Setup
For this evaluation, we use the data sets, which were obtained by our data collector
framework. We collected data for the first day of July, August, September, and October.
Figure 2.1 provides statistics of the initial data set and for the processing steps that
are common to all techniques. Figure 2.1a presents the total number of tweets for the
chosen days grouped by the hour (given in GMT+1 ). As can be seen, the rate of tweets
follows a regular daily pattern. On average, the incoming stream contains 2.3 million
tweets/hour and 35,000 tweets/minute. Figure 2.1b shows the hourly tweet volumes
after filtering out retweets at an average of 1.6 million tweets/hour. After the next
step, shown in Figure 2.1c, the data sets are further reduced to an average of 500,000

technique

tweets/hour by filtering out tweets that are not in English. Finally, Figure 2.1d shows an
average of 120,000 distinct terms/hour that have been derived from all English tweets.

TopN
LDA
Shifty
EDCoW
WATIS

Jul1
360
360
327
353
270

Aug1
360
360
316
375
261

dataset
Sep1
360
360
354
396
287

Oct1
360
360
402
409
276

AVG
360
360
350
383
273

Table 4.2: Number of detected events per technique and dataset.
The event detection techniques that we use for our evaluation have all been defined
with slightly different use cases in mind. In order to fairly compare them, we defined a
common task that all of the techniques can accomplish. As we are interested in (near)
real-time event detection, we set the length of the time-window used for event reporting
to one hour. This means that after each hour of processing the techniques need to
report the results obtained so far. Note that within the time window of one hour no
duplicate events are possible for any technique. As the number of events reported by the
different techniques is depending on the parameter settings and may vary significantly,
we adjusted the parameters of each technique to report a number of events in a certain
range. The number of events that are detected can be controlled by setting the specific
parameters of each technique. Given that our recall measure assumes an average of 200
events per day and compensating for events that are detected multiple times, we aim
for about 350 events per day. The parameter settings used are described below, whereas
the actual number of detected events per day and technique are shown in Table 4.2.
TopN Per window of sinput = 1 hour, the top n = 15 events are reported together with
m = 5 co-occurring terms to obtain a total of 360 events per day
LDA Per window of sinput = 1 hour, LDA is set to perform i = 500 iterations and to
report 15 events, described by m = 5 terms each, per hour, yielding again a total
of 360 events per day.
Shifty Per window of sinput = 1 minute the IDF value is calculated. The size of the
window used to compute the IDF shift is s1 = 2 minutes. The size of the window
that aggregates and filters the IDF shift is s2 = 4 minutes. Both windows slide by
range r1 = r2 = 1 minute. By setting the threshold Ω = 0.35, we obtain all terms
with an overall shift of more than 35% over four minutes.
EDCoW The size of the initial intervals is set to sinput = 10 seconds. The parameters
of the wavelet analysis are set to n = 360 and ∆ = 32. The other parameters are
set to the same values as in the original paper (Ω = 1 and  = 0.2).

WATIS The size of initial intervals is set to sinput = 85 seconds. The parameters of the
KZ/KZA analysis are set to n = 42, ∆ = 5 and ikza = 5. LDA is set to perform
ilda = 500 iterations and report events with five terms each.
Results
In the following, we present the results of our evaluation of event detection techniques
in terms of run-time and task-based performance. Rather than discussing all results
that we have obtained, we focus on the most significant measures and outcomes. While
we do not claim that our measures are absolute, it should be noted that these results
support relative conclusions.
Performance Measures Run-time performance was measured in two different settings. The first setting (M1) consisted of Oracle Java 1.8.0 25 (64 bit) on server-grade
hardware with 2 Intel Xeon E5345s processors at 2.33 GHz with 4 cores each and 24 GB
of main memory. The second setting (M2) consisted of Oracle Java 1.8.0 40 (64-bit) on
server-grade hardware with 1 Intel Xeon E5 processors at 3.5 GHz with 6 cores and 64
GB of main memory. Regardless of the physical memory, the -Xmx24G flag of the Java
Virtual Machine (JVM) was used in both settings to limit the maximum memory to 24
GB. The corresponding results for all techniques in terms of throughput (tweets/second)
are given in Figure 4.2. The error bars denote the variance of run-time performance
across the four data sets, which is mostly very stable.
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Figure 4.2: Average run-time performance.
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Figure 4.3: Memory Usage.

Taking into account the average rate of 35,000 tweets/minute (583 tweets/second),
we can derive that all techniques are able to process the 10% stream in real-time in both
settings. However, taking a 100% stream (∼5, 830 tweets/second) into account, both
LDA and WATIS would be too slow to process the stream in real-time in the M1 setting.
For both of these event detection techniques, the number of LDA iterations could be
reduced, i.e., trading off result quality for performance. Finally, we point out that our
experimental setup is stacked against our own technique, Shifty. In contrast to the other
approaches that can only process tweets at the end of each one-hour window, Shifty
processes tweets continuously and can therefore amortize its processing cost over the
one-hour window. Furthermore, we note that the run-time performance of all techniques
scales by the same factor (∼3×) when running them in setting M2. Therefore, we can
reason that the performance difference between the techniques is always the same, no
matter what hardware setting it is used.
Apart from the run-time performance, the memory usage of each technique to process
the data is another important factor. In order to compare memory usage fairly, we
measured the memory consumption at a fixed number of measurement points. We first
recorded the total run-time needed by a technique to process all four datasets. Based
on this total run-time, we then derived the intervals at which memory usage has to be
measured in order to obtain a total of 100 measurements. Before each measurement was
taken, the garbage collector of the JVM was invoked to ensure better reproducibility
of the results. All measurements reported in this article were recorded using the M2
setting. Figure 4.3 plots the amount of used memory in megabytes at each of the 100
measurement points. As expected, the TopN technique requires the least memory. The
memory usage of LDA is similarly low at the beginning of the computation, but steadily

increases over time. Since our implementation relies on a third-party library to perform
the Latent Dirichlet Allocation, we are not able to explain this increasing memory
usage. Both EDCoW and WATIS require substantially more memory with a usage that
fluctuates between 1 GB and 1.8 GB. In contrast, Shifty requires constant memory of
about 1 GB. Again, this result is not unexpected as Shifty is the only truly streaming
algorithm that we study in this article.
Relevance Measures
The first measure of task-based performance that we will examine is the duplicate
event detection rate. Results obtained using both the ADEDR and FDEDR submeasures are given in Figure 4.4. In comparison to the other three techniques, both
TopN and LDA detect a large number of duplicates. This result is explained by the
fact that these techniques identify events based on the absolute frequency of terms, i.e.,
without considering changes in the relative frequency. The ADEDR of the remaining
three techniques is relatively low in the range of 15–18%. Shifty’s FDEDR stayed
consistently below 10% in all our experiments, whereas EDCoW and WATIS do hardly
detect any duplicates at all. Finally, the results also show that there is little deviation
in the detected number of duplicates over the four days in our data set.
Beside the duplicate event detection rate, we defined two more measures, which
are based on the event similarity. On the one hand, we evaluate the ratio of repeated
events per technique. Figure 4.5 shows the average ratio and the standard deviation of
repeated events per technique. For this measure, we calculate all possible combinations
of sets of reported events for the four datasets per technique. This means that we
calculate the percentage of ADEDR events for the results of a single technique but
for all combinations of the datasets, such as between July and August, August and
September, July and September, and September and October. We can derive that the
event detection techniques produce repeated events with a ratio less then 20% for all
events as well as for Google1+ events. The Google1+ events are based on the outcome
of the precision evaluation. In contrast to them, TopN and LDA report a lot of similar
events, about 60% for all events and about 55% for Google1+ events, for the different
datasets.
On the other hand, we evaluate the ratio of common events between the different
techniques. For this measure, we set the minTermSim to 1.0 and the limit for eventSim
to 0.8. Figure 4.6 shows the average ratio of common events between the techniques for
all evens and for Google1+ events. We can derive that the techniques TopN and LDA
share a lot of events for both categories. In contrast to the other techniques, they share
with about 25% for all events and 15% for Google1+ events more than twice as much
as the other techniques. However, the other three techniques also do not share a high
number of events among themselves. The reason for this might be that the techniques
are too different. At least, it is possible to derive that the number of common events,
for all as well as for Google1+, with TopN or LDA is very low.
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Apart from the duplicate, repeated, and common event detection rates, we have also
studied the task-based performance of the selected techniques in terms of precision and
recall. Figure 4.7 summarizes the precision results of all techniques obtained with the
Google1, Google2, DBPedia5, and DBPedia4S measures. We omit results from the
DBPedia4A as our experiments showed that they are not very discriminating. Even
though the measures we defined yield a wide range of precision values, their relative
ratio is always the same. Since our goal is to comparatively evaluate event detection
techniques, we conclude that our measures are sound with respect to this criterion.
Again, TopN and LDA stand out with higher precision values than the other three
techniques. The reason for this result is that our precision measures are slightly biased
towards approaches that report duplicates or report a lot of repetitive events. The
long-term study, which is presented in Section 4.4.2, also gives an indication to this
assumptions. Since we remove duplicate detected events in the beginning of the longterm study, we can see that the results of precision are afterwards better for the event
detection techniques in contrast to the baseline techniques.
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Figure 4.8: Recall using Bloom1D.

Figure 4.8 shows the results of the recall for the Bloom1D measure. Bloom2D is
omitted as the results are almost exactly the same. First of all, it can be seen from the
figure that the recall of all techniques is relatively low at 10–20%. Note that our recall
measure is based on the Bloomberg news website, which lists an average of 200 topics
per day. Even though techniques were configured to report about 1.5× as many events,
our recall measure is nevertheless ambitious. For example, it is difficult to imagine that
enough people will tweet about a topic such as Heathrow’s cargo statistics in order
to detect it as an event. However, since we are only interested in relative measures,
these low recall figures are not a problem. Rather, we can observe that TopN and LDA
generally have a lower recall than the other three techniques. As this outcome is to
be expected due to the high duplicate event detection rate of these techniques, we can
again conclude that our measure for recall is sound.
In order to summarize the most discriminating measures presented in this article, we
defined three scoring functions that can be used to compare the run-time and task-based
performance of event detection techniques. The three scoring functions are defined as
follows.
precision × recall
precision + recall
P F1 score = (F1 score × performance)
DP F1 score = P F1 score × (1 − DEDR)
F1 score = 2 ×

(4.4)
(4.5)
(4.6)

The first score, F1 score is calculated by using the value of the Google1 and Bloom1D
measures for precision and recall, respectively. Alternatively, using DBPedia5 leads to
very similar results. The second score, P F1 score, also factors in the performance rate
of the technique. Performance values are normalized to the range [0 . . . 1] by setting the
maximum processing rate that we measured to 1. Note that for both performance tests,
on M1 or M2, we get almost the same normalized performance score for the techniques.
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Figure 4.9: Average values of F1 , P F1 score, and DP F1 score.
Finally, the last measure, DP F1 score, also includes the duplicate event detection rate
of the technique. In the following, we have used the value of the FDEDR measure to
calculate DP F1 score.
Based on these definitions, Figure 4.9 shows the scores that were assigned to each
of the five techniques as averages over the four days in the evaluation data set. Even
though TopN scores relatively high in terms of precision, its F1 score is low due to a
poor recall because of duplicates. As TopN is consistently the fastest technique in our
experiments, its P F1 score is equal to its F1 score. The high DEDR of TopN has a
noticeable negative effect on its DPFScore. LDA’s F1 score is relatively high, but comes
at a high performance penalty, which negatively affects both its P F1 and DP F1 score.
Based on these results, we can conclude that neither TopN nor LDA are suitable event
detection techniques. This result is not surprising as both of these techniques have
originally not been developed for this task.
In contrast, the scores of Shifty, EDCoW, and WATIS are much better. In particular,
none of these techniques suffer significantly from duplicate event detection. Shifty and
WATIS have a similar F1 score, but are both negatively affected by their performance
score. However, since Shifty’s streaming algorithm was forced to an hourly reporting
scheme for the sake of comparability, this score is still a good result for our technique.
EDCoW scores impressive results for all scoring functions, which confirms that its status
as the most cited event detection technique is well-deserved. This work however is the
first to provide comparative and quantitative evidence for EDCoW’s quality.
Finally, we note that duplicate events are not always undesired, e.g., when tracking
re-occurring events or changes in event descriptions. The need to study event detection
techniques in both settings, motivates our extended definitions of F1 score, P F1 score,
and DP F1 score. Both LDA and TopN could be modified to explicitly avoid the detection
of duplicate events. However, since the other techniques do allow for duplicates, we have
chosen not to do so in this study.

4.4.2

Long-Term Study

The long-term study is evaluating the results of the different event detection techniques
for a term of five days. As event detection techniques, Shifty, EDCoW, WATIS and
LLH are chosen. For the baseline, we use TopN, LDA, FR, and RE. As measures of
the evaluation, we use the run-time performance and for relevance rating the duplicate
event detection rate as well as precision (Google & NYTimes) and recall (Reuters). In
contrast to the short-term study, we remove duplicate detected events at the beginning
of the evaluation. Furthermore, we also present a comparison against Twitters own
Trending Topics detection technique. In the following, we describe the results of our
second evaluation.
Experimental Setup
For this evaluation, we also use data sets, that were obtained using our data collector
framework. We run our experiments against three different datasets, which are consists
of five days each. The three datasets respectively contain the days of February 1st to
6th , 11th to 16th , and 21st to 26th , 2015 (EST ). The collection contains an average of
2.2 million tweets per hour and almost 50 million tweets per day. We pre-filtered the
dataset for non-retweets and tweets with English language content. After this step, the
dataset contains an average of 660,000 tweets per hour and 16 million tweets per day.
Table 4.3: Parameter settings for Shifty, WATIS, and EDCoW.
Approach
Shifty
WATIS
EDCoW
LLH

Parameters
sinput = 1 min, s1 = 2 min, r1 = 1 min, s2 = 4 min, r2 = 1 min, Ω = 30
sinput = 85 sec, n = 42, ∆ = 5, ikza = 5, ilda = 500
sinput = 10 sec, n = 360, ∆ = 32, γ = 1,  = 0.2
sinput = 1 min, n = 60

Again, we need to control the number of reported events per technique. For techniques,
for which the number of detected events is based on a single parameter N , we set this
parameter to obtain 15 events per hour, which results in 1800 events per dataset. Note
that some techniques report a few events with less than five terms, which are discarded.
We compensated for this behavior by adjusting the parameters of such event detection
techniques accordingly. Table 4.3 summarizes the used parameter settings, which are
almost the same as in the short-term study. These settings are purely required to obtain
comparable output and might not correspond to the optimal settings for each technique.
Also, it is unlikely that events are uniformly distributed over the hours of a day. Using
these setting, we obtain 1,745 events for Shifty, 1,520 for WATIS, and 2,020 for EDCoW.
Results
In the following, we present the results of our evaluation. Note that we summarized the
results of all three datasets as an average. First, we start with the run-time performance.
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Figure 4.10: Run-time performance.

Run-time performance was measured by using the setting of M1 from the short-term
study. Figure 4.10 shows the results of the run-time performance for all techniques
measured in terms of average throughput (tweets/second) for all three datasets.
The baseline techniques, except for LDA, as well as the LLH technique achieve the
highest throughput with around 12,000 tweets/second. The rate of our Shifty technique
is lower at around 8,000 tweets/second. However, it should be noted that Shifty is
the only online technique that processes the input incrementally. Therefore, Shifty’s
performance does not depend on changes to the reporting schedule that we used (after
each hour), which will affect the throughput of all other approaches. In contrast to
WATIS, EDCoW scores very well. Since WATIS uses LDA at the end of processing
to create the final events, this result is not surprising. As we see, applying LDA with
500 iterations is the slowest approach with around 1,700 tweets/second. If we take
into account the 50 million tweets per day (∼580 per second) of the 10% stream, we
can observe that all techniques could process this stream in (near) real-time and are
therefore feasible. However, if these techniques were applied to the full 100% stream
(∼5, 800 tweets per second), WATIS and LDA would not be feasible. Based on these
observations, we conclude that our measure for run-time performance is discriminating
and can be used to judge the feasibility of approaches.
In contrast to run-time performance, the remaining three measures assess the taskbased performance, i.e., the quality of an event detection technique. To further evaluate
our measures, we also include the results of applying them to the before-mentioned
Trending Topics (TT) of Twitter in the following discussion. In this case, the trends
were collected for the whole world. We collected the top 15 trending topics and enriched
them by querying the Twitter API for the most current tweets belonging to each topic.
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Figure 4.11: Average duplicate event detection rate.
The enrichment process pre-processes the obtained tweets, and summarizes the five most
co-occurring terms to a final event. This also leads to 1,800 events per dataset.
We begin by presenting the results obtained from our duplicate event detection
measure. For each technique, we calculate the percentage of events, which are classified
as duplicates. As this classification is configurable, we present results obtained by
requiring that one, two, three, four, or all five event terms need to be equal (DEDR1, . . . ,
DEDR5). Figure 4.11 plots the average results of the duplicate event detection rate for
all datasets. We can observe that all techniques report a very high number of duplicates
for DEDR1. Since the terms of FR and RE are randomly chosen, they generally report
a lower number of duplicates. From the event detection techniques, the results for Shifty,
WATIS, and EDCoW closely resemble the results of applying our DEDR measure to
TT, whereas all other techniques have significantly different profiles. We therefore argue
that DEDR is a useful measure to characterize event detection techniques.
For the evaluation of our precision and recall measures, we only use events that
were not filtered out by DEDR3, i.e., all events with three or more common terms are
removed from the result set and only the remaining non-duplicate events are further
analyzed. Note this leads to an implicit inclusion of the DEDR measure in our precision
and recall measures. Figure 4.12 shows the average precision, recall, and F1 score over
all three data sets for all techniques. Based on these measure, we observe that all of the
dedicated event detection techniques clearly outperform the baseline approaches. This
finding confirms the validity of the precision and recall measure proposed in this work.
We conclude our evaluation by discussing the results shown in Figure 4.12 in more
detail. First, we note that the scores are generally very low. However, since we are
only interested in relative comparisons, this is not a problem. Among the baseline
approaches, both LDA and RE score comparable to dedicated event detection techniques
with respect to specific measures. The precision of LDA is higher than the one of LLH
and Shifty, RE scores well in terms of recall. In both cases, this result can be explained
with the way these approaches work. Also, it demonstrates the importance of studying
both precision and recall, which we support with the F1 score. The best approaches
according to our measures are the advanced WATIS and EDCoW techniques, which are
also the most cited event detection techniques.
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Figure 4.12: Average precision, recall, and F1 score of all techniques.
Since EDCoW produces the most events of all techniques, its parameters could also
be adjusted to increase its precision score. Also, the basic enrichment process that
we implemented for EDCoW could be improved. For example, WATIS uses LDA for
the same purpose and scores very well in terms of recall. Our own techniques, LLH
and Shifty, do not perform as well as the two advanced techniques. However, we again
emphasize that Shifty is the only online event reporting technique and therefore only uses
very short time intervals (of four minutes in this case) instead of a full hour to classify
terms as events. Additionally, we do not use bigrams for this technique as opposed
to the original Shifty algorithm. LLH was originally designed to use both the spatial
and the time dimension to detect unusual rates of terms in pre-defined geographical
areas over time. In this case, we only use the time dimension, which has weakened the
performance of the approach. Finally, our measures assign high precision and recall
scores to the TT. However, in contrast to our results, TT is based on the 100% stream.

4.5

Discussion and Conclusion

In this chapter, we have presented new ways to evaluate the run-time and task-based
performance of event detection techniques for social media data streams. In contrast to
previous evaluation methods, all our measures can be automatically applied to evaluate
large result sets without the requirement of an existing gold standard. We addressed
the problem of comparatively and quantitatively studying the performance of stateof-the-art event detection techniques and also of so-called baseline techniques, which
are not specially tailored for event detection. In order to do so, we have presented
a two-pronged approach. First, we ensure comparable run-time performance results
by providing streaming implementations of all techniques based on a data stream
management system. Second, we propose several new measures that can assess the
relative task-based performance of event detection techniques. We have shown that our
measures are able to discriminate between different techniques and especially between
event detection and baseline techniques. These measures can be used to support relative

comparisons between the techniques. Finally, we defined scoring functions based on
selected measures that revealed how the different techniques relate to each other as well
as where their strengths and weaknesses lie.
With the conduction of two different studies we are able to emphasize the correctness
of the evaluations and also gain important insights. First, we proved that the defined
measures are sound and also give an indication of which measures are most discriminating.
In both studies the event detection techniques Shifty, EDCoW, and WATIS outperform
the baseline techniques in terms of F1 score. This can also be concluded for the event
detection technique LLH within the long-term study. We can recognize that in the
short-term study the results of the F1 score of the event detection techniques are closer to
LDA and TopN as in the long-term study. This is due to the fact that in the short-term
study the duplicates are not removed before the two parts of the F1 score, precision and
recall, are calculated. However, the final DP F1 score of the short-term study reflects
the same behavior as the F1 score of the long-term study. Second, we showed that the
results are independent of the size of the evaluation data and therefore the data does
not considerably influence the final ranking of the techniques. Third, we can conclude
that the run-time performance of each technique is stable across all evaluations. The
performance ranking between the techniques in the short-term study is also the same as
in the long-term study. Furthermore, we can derive that the rate of duplicates is stable
for the techniques in both studies.
As immediate future work, we plan to take advantage of our platform-based approach
to extend our evaluations and study further techniques. By reviewing the survey of
related work we found several candidates for this venture. On the one hand, techniques
like enBloque from Alvanaki et al. [11] or Twevent from Li et al. [56] are interesting
because of their used techniques, which are closely related to our existing techniques.
On the other hand, also clustering and hashing techniques, like ET from Parikh and
Karlapalem [85] or the work from Petrović et al. [87] would be interesting to compare.
Since most of the works, do not offer any source code of their techniques, it is an
challenging task to implement some or even all of these techniques in a correct way. We
only found the source code to implementations of SocialSensor by Aiello et al. [7] and
MABED by Guille and Favre [36].
At the same time, the currently implemented techniques could be improved to process
data continuously. Furthermore, the influence of the pre-processing on run-time and
task-based performance should be studied. In our platform-based approach, we can easily
remove existing operators (e.g., retweet filtering) and replace them with new operators
(e.g., part-of-speech tagging or named-entity recognition). Finally, a deeper evaluation
of how the different parameters of a technique influence the trade-off between run-time
and task-based performance could give rise to adaptive event detection techniques. Also
it would be interesting to include a crowd based measure to evaluate how humans would
rate the results of the different techniques in terms of precision and contrast to the
automatic measures.

5

Visual Event Detection
Event detection cannot only be achieved by special techniques or algorithms that
analyze the data and indicate the occurrence of events, it can also be done visually
with the support of specially designed visualizations. Unfortunately, the enormous
amount of streaming data and the high variability in the quality of user-generated
data is obstructive to these analysis tasks. A challenge task is it to find a way to
visualize the quantity of data and the different dimensions adequately to the analyst or
information seeker to guide the perception to interesting points or periods in time. For
our visualizations, adequate means to save space without losing too much information
at once and to support the user fulfilling and solving analytical tasks for event detection.
As first prototypical visualization, we designed a tool called Topic Tracker [116]. Topic
Tracker was the very first approach of designing a shape-based visualization for trend and
sentiment tracking of user-defined topics in the Twitter data stream. The visualization
consists of glyphs to visualize the appearance and sentiment of tweets on a timeline and
enable analysts to keep track of the trend of their defined topics and the corresponding
sentiment expressed by the Twitter users. However, in this chapter we concentrate on
the two follow-up works Stor-e-Motion [124, 127] and SiCi Explorer [128, 125].
The remainder of this chapter is structured as follows. In Section 5.1, we first
present an overview of the state of the art in visual event detection. Second, we present
Stor-e-Motion, which is an application to combine and track the ongoing evolution of
topic dimensions, such as frequency (i.e., importance), sentiment (i.e., emotion), and
context (i.e., story) in user-defined topic channels over continuous flowing text data
streams. Herby, we describe the system design, including the processing pipeline and the
design goals of the visualization. To evaluate the application we discuss a series of case
studies. Third, we present SiCi Explorer, which is an application to observe and explore
topics and events in local urban areas with the focus on the geographical and context
73

dimension. Herby, we describe the different components of the visualization and also a
series of case studies that showcase the functionality of the visualization. Additionally,
we discuss the results of a user study that was conducted to demonstrate the validity of
our approach. Concluding remarks for both visualizations are given in Section 5.4.

5.1

Background

Visualizing time series has a long history. In the 18th century William Playfair started
the ongoing success story of visualizing time series with a visualization of trade time
series [90]. This work introduced the line graph, bar chart, and pie chart into statistics.
Since then, the characteristics, the volume, and the streaming speed of data changed
significantly during the last decades. Nowadays, a lot of data sources produce data in
a streaming fashion, and therefore much research has been carried out in the field of
time-based data visualization techniques. For example, Aigner et al. [8] presented a work
on visual methods for analyzing time-oriented data. Also Müller and Schuhmann [77]
presented an overview of visualization methods for time-dependent data.
Glyph and shape based representations of multidimensional data have been known
for years (e.g., Ward [118, 119]). Ward [118] presents a taxonomy of glyph placement
strategies for multidimensional data visualization, which emphasizes that with the
support of glyphs, we are able to map more data values onto the different attributes,
like shape, size, color, and position. For example, glyphs are used in the network area
to visualize the network traffic over time (e.g., Kintzel et al. [49]). They use a clock
metaphor to monitor large IP spaces. More sophisticated glyphs for network service and
maintenance are shown by Pearlman and Rheingans [86]. A “spherical event glyph” to
encode event attributes in a visual representation is presented by Suntinger et al. [106].
In collaboration with Wanner et al. [117] we presented a state of the art report with
51 research papers on visual analysis for event detection in text data streams. In this
work, we summarize the evolution of event detection in combination with visual analysis
over the past 14 years and provide an overview of the state-of-the-art methods. Therefore
we only concentrate on the most related works or works, which are not mentioned in
the survey, in this section.
A lot of research is undertaken in the area of epidemics tracking [28], situational
awareness [61], and disaster management [55]. However, in contrast to our work of
Stor-e-Motion, none of these systems combine the dimensions importance, emotions,
and story to visually guide the perception of the user to unexpected and interesting
points or periods in time. Nevertheless, there are a number of works that emerged in the
area of visual analytics for Twitter streams. For example, SensePlace2 [61], supports
overview and detail maps of tweets, place-time-attribute filtering of tweets, and analysis
of changing issues and perspectives over time and across space as reflected in tweets.
However, in contrast to our work, they use a crawler to systematically query the Twitter
API for tweets containing any topics deemed to be of interest, instead of using the data
stream directly.

ScatterBlogs2 [18] is another approach that lets analysts build task-tailored message
filters in an interactive and visual manner based on recorded messages of well-understood
previous events. In contrast to our work, it is possible to redefine filters and also to
create more powerful filters. However, they do not provide an overview visualization to
follow the evolution of topics over time and also do not include any information about
emotions.
Another work is presented by Dork et al. [31], which is dubbed “a visual backchannel
for large scale events”. The authors present a novel way of following and exploring
online conversations about large-scale events using interactive visualizations based on a
timeline. SentimentClocks [114] are an approach that visualizes daily timelines of tweets
using a clock-face metaphor. The frequency of tweets is shown in different categories
by classifying them according to sentiment (e.g., deactivation, pleasant, activation, and
unpleasant) and time of the day (e.g., morning, afternoon, evening, and night). However,
in contrast to our work SiCi Explorer, both of the last mentioned works do not provide
any information about geographical characteristics of the tweets. Another difference is
that they predefine the tweet set by a collection of keywords or hashtags.
Furthermore a series of research was done in the area of news messages visualization.
Havre et al. [40] described ThemeRiver, an approach, which uses a stacked graph to help
users to identify time-related patterns, trends, and relationships across a large collection
of documents. Most similar to the approach of Stor-e-Motion is the work proposed
by Krstajić et al. [50], which presents a technique called CloudLines showing both the
current and the historic amount of news for pre-defined topics and try to capture the
problem of high density and over-plotting via an importance function. Further work
is done with location reports [82] and forum posts [115]. In contrast to our proposed
idea with Stor-e-Motions, which uses a fast, uneven, and noisy stream of short messages,
almost all of the systems mentioned above are applied to well-structured text and lack
the flexibility to add new topics on-the-fly and monitor topics from a continuous stream
of data.
The use of social media data for the analysis or exploration of information about cities
or local areas is for example presented in CityBeat [130] and Whoo.ly [43]. CityBeat
extracts information about the city’s ongoings and alerts of unusual activities from
a stream of geo-tagged photos from Instagram. Whoo.ly extracts and summarizes
hyperlocal information about events, topics, people, and places from Twitter posts. In
contrast to our work, they have the possibility to use the 100% Firehose access of Twitter
to gather the full public stream. Furthermore, they do not provide a visualization or
integrate sentiment information in their application.
Other research projects examine the evolution of user communities in social media.
For example, Giatsoglou et al. [34] present a work on a public awareness barometer for
real world events, which reflects the evolution and change of user communities during
events by using microblog data. In the Livehoods [26] project, Foursquare checkins
are clustered in order to identify the living areas of people. In order to evaluate this
approach, face-to-face interviews with citizens of Pittsburgh were conducted, which
revealed that their answers matched the results of the technique.

5.2

Topic Evolution Tracking in Text Data Streams:
Stor-e-Motion

In this section, we present Stor-e-Motion [124, 127], an application for visually tracing
and monitoring the dimensions importance, emotion, and story of user-defined topic
channels in the continuous data stream of Twitter. Our work presents a compact
visualization for time series event data, which supports users in identifying interesting
data points in the large volume of tweets. Additionally, it is possible to overview whole
sets of topics and to compare the evolution of different topics with each other over time.
Furthermore, the application automatically displays the most influencing episode terms
in a tag list over time. The observation of the evolution of importance, emotion, and
story of topics is a task that needs to be done in various fields of analytics. For example,
an analyst who wants to keep track of natural disasters appearing in the Twitter stream
or any other news stream needs an appropriate application, which displays a compact
overview of all appearances of the topic in the data. In the case studies section, we
mainly focus on the visualization of text data streams of the social microblogging service
Twitter. However, to further evaluate our visualization, we also present a case study
applied on the text data stream of the fantasy book series “Harry Potter”. Note that
we designed two different versions of Stor-e-Motion. With the first version [124] we
present an approach, which visualizes the different dimensions with one visual area for
the combination of frequency and emotion and an extra visual area for the story. In
Figure 5.1a we can see an example of this version for the city observation case study. In
contrast to this, the second version [127], on which this section is based, visualizes the
different dimensions in a layered fashion as a single overview visualization.
Parts of this section are already published in the following two publications.
 A. Weiler, M. Grossniklaus, F. Wanner, and M. H. Scholl. The Stor-e-Motion

Visualization for Topic Evolution Tracking in Social Media Streams. In Proc.
Eurographics Conference on Visualization (EuroVis): Posters, 2014

 A. Weiler, M. Grossniklaus, and M. H. Scholl. The Stor-e-Motion Visualization

for Topic Evolution Tracking in Text Data Streams. In Proc. Intl. Conf. on
Information Visualization Theory and Applications (IVAPP), pages 29–40, 2015

5.2.1

System Design

The main contribution of our approach is a visualization for tracking the evolution of
self-defined topics by analysts, information seekers, or default users in the massive stream
of Twitter data. The high volume and propagation rate of tweets makes it difficult for
users to follow the evolution of topics inside the continuous data flow. Furthermore, it
is a big challenge to discriminate between normal behavior of the topic evolution or
unusual and abnormal behavior, which usually is an indicator for an interesting event in
the context of a topic.

(a) Version 1

(b) Version 2

Figure 5.1: Case Study: City Observation

Therefore, the visualization is tailored to support the characteristic of fast distribution
and spreading of information of social media services. However, it can also be applied to
other types of textual data like a book series. In the following, we introduce the design of
the Stor-e-Motion visualization and motivate the three major design goals of visualizing
the evolution of the importance, emotion, and story around a topic. Furthermore, we
describe the different options for defining Topic Channels to follow individual defined
topics in the data stream.
Processing Pipeline
In order to support the exchange and extension of components in the processing pipeline,
we use the before-mentioned Niagarino. The query plan of a single topic channel in the
Stor-e-Motion visualization is shown in Figure 5.2.

Figure 5.2: Query plan of a single topic channel.
The first step of the query plan is to scan the tuples from a pre-defined source. In our
case, we can use a collection of tweets or also directly access the live stream of Twitter.
Source and sink operators used in the processing pipeline are shown as rectangles. The
second step then checks the corresponding topic channel definitions for each tuple in
the stream. For the selection (σ) operators we use two different predicates. On the
left side a keyword selection and on the right side a geographical based selection. To
express more powerful topic channel definitions, these predicates can be combined with
“or” and “and” by using a logical predicate operator. After the selection of the valid
tuples tumbling windows of a pre-defined size are formed. We use time-based windows

for the Twitter case studies and chapter-based windows for the Harry Potter case study.
For each window a subsequent derive operator extracts all single terms of the content
attribute from the tuples. Afterwards a selection operator removes all terms, that are
included in a standard English stopword list or classified as noise terms. Then we use a
sentiment derivation function to add the sentiment value to each tuple. This value is
also derived from the content attribute. Finally, each query plan emits the resulting
tuples with the content, terms, and the sentiment value to the visualization node. The
visualization node then continuously updates and visualizes the results.
Visualization

Figure 5.3: Sample shapes of the visualization.
To visualize the evolution of topics over time and to retain the original sequence
of the text stream, we use a shape based visualization in which all three major design
goals are incorporated. The visualization is tailored to point the user to important and
interesting patterns in the streaming data and also to support the user in serendipitous
findings in the topics. As major design goals we want to achieve a real-time visualization
of the topic’s evolution of frequency and emotion, a presentation of the topic’s story in
a compact but significant way, and a detail view of the story’s content.
Figure 5.3 shows the shape consisting of a rounded rectangle, that reflects the
frequency and the percentages of the sentiment values of a time window. These shapes
are continuously added to the next position at the right side in the panel and therefore
form different patterns by visual aggregation in the ongoing time series of the topic. The
examples in Figure 5.3 show on the right side a time series with unchanged frequency but
with increasing positive sentiment (a), decreasing negative sentiment (b), and decreasing
positive and increasing negative sentiment (c). On the left side, a shape for a single
data window with 40% positive, 40% negative sentiment, and 20% neutral sentiment is
shown.
Importance The visualization of the ongoing topic evolution needs to reflect the
continuous and dynamic change of the importance of a topic over time. Therefore, the
importance of the topic in the time window is visualized by using the size of the shape.

Because the length of a time window is pre-defined and static, we use this value as the
width of the rectangle. For the height of the rectangle, we calculate for each shape a
value against a pre-defined static max height. To calculate this value, we use the values
n (total number of tuples inside the window) and m (total number of tuples inside the
topic channel and window) and calculate the IDF for both values. Then we use the two
frequency values in the following formula to get the height value.
⎛ max height ⎞
n
n
height = (log ( ) − log ( )) ∗
1
m
⎝ log ( n1 ) ⎠
Emotion The emotion of a topic is visualized by using the coloring of the shapes.
The filling color of the shape signifies the average sentiment (red = negative, green =
positive, yellow = neutral) of the text in the data window. The value of the sentiment
for a text segment is calculated by using an external library [109]. The library analyzes
the text of the message and returns values for the sentiment between -4 to -1 (extremely
negative to negative), 0 (neutral), and 1 to 4 (positive to extremely positive). To reflect
the different levels of the sentiment, we calculate a stepwise (0.1 steps) color value
corresponding to the average value of all positive as well as all negative values. The
darker the color the higher is the average value. The color mapping can be seen on the
left side of each topic channel.
In order to visualize the ratio of positive and negative sentiment in the data windows,
we use a linear gradient with the colors according to the color map and the percentage
of positive or negative text segments in the overall text in the window.
Story The story around a topic evolves over time, thus it is a challenging task to keep
an overview of ongoing context changes in the topic channels. Therefore, we visualize
the story by using a tag list for a pre-defined number of data windows in a continuous
way. We call this collection of windows an episode and the included content episode
terms.
The tag list is created by tokenizing the contents of the text segments and removing
terms which are included in a standard English stopword list or are classified as noise
terms (terms that are too short or too long, terms with a repetition of the same character,
or terms without a vowel). Furthermore, we filter out terms that are included in the
topic channel definition, because these terms would always be very frequent in the
resulting term set. To reflect the ongoing evolution of terms around a topic, we use
two rules to increase the importance of newly occurring or in their frequency increasing
terms. The newly occurring terms are multiplied with the average frequency value of all
terms from the previous window and the already seen terms (in previous windows) are
multiplied by their increasing factor. By taking the top five terms of our computation to
be shown for the corresponding time window, we ensure that only terms are displayed
that have a certain influence to the story of the topic. The resulting episode terms are
added to the space of the corresponding episode. Since single terms, even if they are in

a group of episode terms, are sometimes not self-explanatory and it is therefore very
helpful to obtain additional context information of single terms, we added an overview
of the respective texts for selected terms. For example, in the city observation case
study of Boston, we are able to get an insight into the first on-site reports about the
explosion, including a hyperlink to the very first image about the event. Additionally,
each single text in the overview is colored with it corresponding sentiment color. This
approach supports the user in getting a better insight, into how much each text content
has contributed to the overall sentiment value.
Topic Channels
A topic can be defined in several ways. In text streams, in which the only source is the
text, the topic definition mostly consists of one or several keywords. However, by using
social media data, which contain a large amount of additional meta-data, topics can be
defined in a great variety.
For example, a topic channel could be defined by the rules to follow specific Twitter
users in terms of their geographic location or time zone. However, since we are interested
in the evolution of important and specific topics, we focus on the textual and the
geographical dimension of the data stream. The three possible topic channel definitions
are described in the following.
 Keywords: We are able to create a topic channel, which follows a topic about

one or several keywords. There exist two alternatives for this channel definition.
First, the text segment needs to contain all of the defined keywords (“and” clause)
or second it needs to contain at least one (“or” clause) of the keywords.

 Geographic: We can also create a topic channel, which follows topics in one or

several geographical areas. For example, it is possible to define a geographical
location as the center and radius of the surrounding area to observe the importance,
emotions, and story inside a certain city or country. Note that in this case only
the “or” clause is reasonable.

 Mixed: To observe topics in a certain geographically area more precisely, it is

also possible to combine the textual and the geographical filtering. For example,
if a user is interested in an earthquake in a certain country and not all over the
world, it is for example possible to query for the keyword “earthquake” and a
country definition of Indonesia.

Since the ongoing evolution of the topic’s story, which eventually deals with important
subtopics and surfaces serendipitous findings, can trigger the interest in new topics, it is
always possible to add new topic channels with a totally new definition or extend/restrict
topic definitions of existing topics. By using the Niagarino data stream management
system we can easily change or substitute the definitions of channels and also combine
different types of channel definitions by using a logical predicate operator.

Interaction
A topic can be defined by using a single key-word. The ongoing evolution of the story
around a topic, which eventually deals with important subtopics around the main topic,
mostly triggers the interest in new topics, which did just occur and are missing in the
original topic definition. Therefore, analysts are able to just click on single terms in the
tag clouds of any topic and a new topic analysis starts automatically. Figure 5.1a shows
the evolution of the topics “Boston”, “Explosion”, “Marathon” from top to bottom
of a whole day. Note, this is an example of the first version of the visualization. The
visualization supports real-time visualization in minute-wise fashion, automatic roll-up
to a compressed view of whole days, and the ability to manually drill-down into the
compressed views.

5.2.2

Case Studies

In this section, we present case studies for two different data sets. In the first three case
studies, we use the public live text data stream of Twitter. The fourth and final case
study uses the entire text of all volumes of the fantasy book series “Harry Potter” as a
text data stream.
For the following case studies, we also use a data set, which is obtained by our data
collector framework. We collected the tweets as they are streamed out by the API for
the specific dates of each case study in the central Europe time zone (CET ). Because
the sentiment derivation function only works for English texts, we pre-filtered the data
sets for tweets whose content is in English. After pre-processing, we get a tuple stream
{T1 , ..., Tn } in which each tuple has the attributes {aid , acreationdate , acontent , acoords }.
Note that the coordinates attribute (acoords ) is only set if the tweet contains geographic
information.
The visualizations are created in the following manner. For each tuple flowing
through our processing pipeline, the topic definitions are checked and terms as well as
the sentiment value is derived from the acontent attribute. After these steps, each tuple
has the attributes {aid , acreationdate , acontent , acoords , aterms , asentiment }. The wsize value
of the tumbling window operator is set to one minute and therefore a shape reflects the
aggregated values of one minute consisting of the importance and emotion for the topics.
The width of the shape is set to two pixels and the max height to 120 pixels. For each
episode of 60 minutes a tag list with the most influencing episode terms is displayed.
By selecting an episode term, the content and sentiment of all tweets that belong to
this term and episode are shown in the detail view.
The live creation of a single topic channel for a 24 hour period of data takes about
15 minutes (3,2 GHz Intel Core i3 processor and 8 GB of main memory) to process all
tuples. The parallel creation of the four topic channels of the first case study took about
23 minutes. Therefore, we can conclude that, while it is still possible to follow the live
stream of tweets, adding further topic channels slows down the processing.

Figure 5.4: Detail view of the term “coply” from the topic Boston (Geo) in episode 21.
City Observation
The first case study describes the observation of the city Boston on April 15th , 2013. The
data set for this day contains a total of 20,046,861 tuples, which is an average of about
830,000 tuples per hour and about 14,000 tuples per minute. Figure 5.1b shows the
visualization of the topic channels of Boston (Geo), Boston, Marathon, and Explosion
from top to bottom for the whole day of data. The blue rectangles mark the activators
to start the corresponding new topic channels. The first topic channel Boston (Geo) is
defined by using the city center of Boston and the surrounding area of 25 miles. The
second topic channel Boston is defined by using the name of the city as keyword. These
are the two starting topic channels a news reporter is likely to choose in order to follow
the events around a specific city. These definitions make it possible to get an overview
of the tweets using the name of the city Boston as well as the tweets that are sent from
within the city (and probably report on-site reports), but that do not include the name
of the city in the content of the message.
By observing the ongoing evolution of the topic channel Boston (Geo) and Boston,
we can see that the frequency decreases after a couple of hours. By that time it was
night in Boston and people sending tweets from Boston or about Boston are less active.
The story after these low frequency episodes in both channels mostly consists of episode
terms related to a sports event (e.g., “running”, “team”, and “marathon”). Attracted
by the term “marathon”, we are also interested in following this topic. Therefore we
choose to follow this term, and a new topic channel with the title Marathon appears. In
this topic channel, we can now see more details about the marathon event.
In the Marathon topic channel, we can identify the episode term “desisa” and
“ethiopia”. Also in the Boston (Geo) the episode term “jeptoo” is mentioned. By getting
more insights into these terms by using the detail view of the tweets, we can derive
that these are the winners of the marathon. The most interesting pattern appears a few
hours after these first runners finished the marathon.
The negative emotion of all three topic channels increases and drifts into the extremely
negative. Additionally the overall importance of all three topic channels increases
significantly and therefore reflects the happening of an interesting event. In the Marathon
topic channel, we are now attracted by the term “explosion” and again add a new topic

channel for this term. We can derive that, at this point in time, an explosion took place
at the finishing line (episode term “line” appears in the tag list) of the marathon course.
Shortly afterwards the terms “prayers”, “cops”, and “injured” appear in the tag list of
the different channels. These terms reflect the current situation in the ongoing topic.
By having a look at the episode terms of the Boston (Geo) we can see that the term
“coply” [sic] appears in the episode before the event. This is an indication of the place
of the event, which happened at Copley square, a public place in the city of Boston.
Figure 5.4 shows the detail view of this term with the first two on-site reports, which are
written very shortly after the event, about the event with hyperlinks to the first on-site
pictures. It also indicates that the earlier tweets about “coply” are positive or neutral
and the latter are changed to negative. We can derive that our series of topic channels
effectively reflects the parallel evolution of the ongoing events in the city of Boston.
Election Observation
The second case study describes the observation of the papal election on March 13th ,
2013. The dataset for this day contains a total of 19,470,337 tuples, which is an average
of about 810,000 tuples per hour and about 13,500 tuples per minute. Figure 5.5a shows
the visualization of two topics for the whole day. The source topic channel Pope is
defined by the rule that a tweet needs to contain at least one of the keywords “pope”
or “pontifex”. By observing the ongoing evolution of the topic channel Pope, we can
clearly see that the frequency stays almost constant until the point of time when the
term “whitesmoke” appears in the tag list in Episode 19 and the frequency increases
significantly. The term “whitesmoke” is used as hashtag by the Twitter community to
signal that the papal election is finished and a new pope is announced to the world.
The co-occurring episode terms “habemus” and “papam” (Latin for “we have a pope”)
imply the same. In the next episode, the tag list of the topic channel shows the term
“argentina” and therefore we are also interested in the topic evolution of this topic. We
can recognize in the topic channel Argentina that the election is met by the people of
Argentina with a positive response. Furthermore, we can see that the burst of tweets
about the election event takes place in Argentina almost one hour later than the event
is reported in the source topic channel. Also two more indicators for that event like
“pope” and “elected” appear in Episode 20 in the Argentina topic channel.
Movie Premiere Observation
The third use case describes the observation of a movie premiere on July 20th , 2012.
The dataset for this day contains a total of 12,760,600 tuples, which is an average of
about 530,000 tuples per hour and about 9,000 tuples per minute. Figure 5.5b shows the
visualization of three topics for the whole day. The source topic channel Dark Knight
is defined by using the keywords “dark knight” and “batman”. The evolution of the
topic channel Dark Knight reflects the ongoing movie premiere of the movie “The Dark
Knight Rises”, which premiered on that day.

(a) Topic channels Pope and Argentina.

(b) Topic channels Dark Knight and Denver.

Figure 5.5: Case Studies: Election (left) and Movie Premiere Observation (right).

In Episode 10, we can observe that there is a slight increase in the frequency within
the time frame when the premiere starts in the cinema. The emotion per minute in the
time frame at the beginning tends to be more positive than negative because of the
anticipation of the movie. However, after a short period of time and with the start of
Episode 11 the sentiment drifts to the negative and the episode term “denver” appears
in the tag list. This triggers us to start the new topic channel Denver. The unexpected
increase in negative sentiment is a clear sign that something unexpected happened.
In the Denver channel episode terms like “killed”, “victims”, and “security” appear
in the Episodes 11 and 12. An interesting observation is that the frequency and the
negative sentiment increases significantly for the Denver topic channel, while for the
Dark Knight topic channel only the negative sentiment increases. We can also identify
the term “james” that appears in Episode 15 of the first topic channel, which we are
able to determine as the name of the suspect, by inspecting the detail view of the tweets.
Text Stream from Harry Potter
Another promising application for a streaming text visualization are single books or
complete book series. Therefore, we use this kind of data to further evaluate our
visualization and perform a final case study, which uses the complete text of the fantasy
book series of Harry Potter as text data stream. We pre-processed the complete book
series and extracted a total of 195 book chapters with a total of 33,939 sentences that
contain more than ten characters. After the pre-processing phase, we get a tuple stream
{T1 , ..., Tn } in which each tuple has the attributes {achapter , abook , acontent }. For each
tuple, the topic definitions are checked and the terms as well as the sentiment value is
derived. The derivation processes add the new attributes aterms and asenti to each tuple.
The wsize value of the tumbling window operator is set to one in order that a shape
reflects the aggregated sentiment values of one chapter, consisting of the importance
and emotion for the topics.
For each episode of five chapters a tag list with the most influencing episode terms
is displayed. By selecting an episode term, all sentences that belong to that term and
episode are shown and are colored in the corresponding sentiment value. The creation
of the entire visualization takes about 30 seconds. Figure 5.6 shows the visualization for
all topic channels that we used in our experiment. It shows the overall evolution of the
story without any defined topic (top line) and the evolution in the topic channels of
Harry, Hagrid, Hermione, Kill, Dobby, Hogwarts, and Horcrux from top to bottom. The
blue rectangles are the activators to start the topic channels. Note, that for this case
study there is more horizontal space available per data window and therefore we set
the width of a shape to 12 pixel (max height is still 120 pixels). The first topic channel
shows the overall evolution of the importance, emotion, and story of the book series.
Since the height of the shape is normalized to the total amount of sentences in the
chapter, there is no change in the shapes height for this channel. However, the overall
channel supports users in reviewing the full evolution of emotion and story as well as
in finding potential terms, which we might be interested in following and exploring in
further topic channels.

Figure 5.6: Visualization of the text data stream from the Harry Potter series.

By tracking the episode terms of the overall channel, we see that the term “harry”
is influential in the first episode and add this term as a second topic channel to the
visualization. In this channel, we directly recognize two additional terms in the first
two episodes. First, the term “hagrid” and second the term “hermione” are used to
build new topic channels. The topic channels Hermione and Harry clearly reflect the
interplay between these characters in the story. By further tracking the episode terms
of the Overall channel, we can identify the term “kill” in the Episode 11. In order to
explore the term “kill”, we have a look at the corresponding sentences and can recognize
that the “death” of characters is an always important topic in the story. Therefore,
we add another topic channel, which we call Kill and that is filtered by the keywords
“kill”, “death”, “died”, “killed”, or “dead”. Since these are all terms that are related to
negative things the topic channel for this topic is mainly colored in red. However, we
can still recognize the uneven appearance of the topic in the ongoing book series and
detect some extremely negative patterns.
The next topic channel (Dobby) is also added as a consequence of the occurrence of
this term in the Overall channel. By following the Dobby channel, we see the episode
term “hogwarts” as one of the influencing terms in the story of this channel. As we
assume this to be an interesting term, we also track this term within a new topic channel.
In this channel, we can see the episode term “horcrux” in the second-last episode, which
also seems to be important and therefore we add this term as the last topic channel to
the visualization. This leads to the observation that there are very unevenly distributed
topics in the full story. The topic channel eight directly reveals that Horcrux (magical
objects) have only been introduced in the last books of the fantasy series. Also, we can
derive that the character dobby only occurs occasionally and leaves the story with a
shape in negative color. By looking at the corresponding sentences, we can derive that
these shapes signify the death of the character.

5.3

Situation Monitoring of Urban Areas: SiCi Explorer

In this section, we present SiCi Explorer [128, 125], which is a visualization for situation
monitoring of urban areas using social media data streams. Initially we designed
this visualization to support our research efforts of event detection techniques, but
it developed over time into a general tool for situation monitoring in user-defined
geographical areas. Motivated by our original requirements to analyze events/topics and
emotions both temporally and spatially, our visualization uses a compact representation
of time-series event data based on a clock-face metaphor.
The temporal development can be tracked based on successive time-slices, which are
each spilt into two parts to track spatial relationships. In this way, users can identify
interesting data points inside a geographical region, that is filtered by geographical
location tags, as well as about this region from anywhere else, that is filtered by keywords.
A hierarchy of clock-faces is used to support the roll up of the continuous event stream
and the drill down to finer levels of granularity. By using multiple instances of the

visualization, the evolution of events/topics and emotion can be tracked and compared
among different urban areas over time.
Parts of this section are already published in the following two publications.
 A. Weiler, M. Grossniklaus, and M. H. Scholl. Situation Monitoring of Urban

Areas Using Social Media Data Streams. Information Systems, 57:129–141, 2016

 A. Weiler, M. Grossniklaus, and M. H. Scholl. SiCi Explorer: Situation Monitoring

of Cities in Social Media Streaming Data. In Proc. Workshop on Mining Urban
Data (MUD) in conjunction with Intl. Conf. on Extending Database Technology
(EDBT), pages 369–370, 2014

5.3.1

System Design

The high volume and arrival rate of tweets makes it difficult for users to track the
evolution of topics in the continuous data flow. Furthermore, it is challenging to
discriminate between the normal behavior of the social sensor and unusual or abnormal
behavior, which usually is an indicator for an interesting event in the area. Therefore, our
main goal is to provide a visualization for tracking the evolution of topics and emotions
both in time and in space. For the latter, we distinguish between tweets that originate
from within the geographical area that is analyzed and tweets that contain information
are about the area. To gather this situational information, we make use of Twitter
users as a social sensor. We combine a topic modeling and an event detection approach
to extract not only ongoing topics, but also unexpected and important events in the
corresponding data windows. This enables analysts, information seekers, or standard
users to keep an overview of the massive stream of Twitter data, by monitoring the
aggregated topics and also in getting notified about interesting and unusual points in
time by looking at the events.
Processing Pipeline
The processing pipeline is built by using the before-mentioned Niagarino data stream
management system. We have chosen Niagarino as an implementation platform as
its modular architecture supports user-defined operators, e.g., to perform sentiment
derivation. Figure 5.7 shows a detailed overview of the operators used to process the
Twitter data stream for the proposed visualization. After scanning tweets from the data
source, the first operator in the query plan classifies the tweets according to whether
they originate from the pre-defined geo-area or whether they contain information about
this area. A tweet is classified as inside, if the coordinates of the geographical metadata
of the tweet is inside a defined radius (in miles) around the defined center coordinates of
the urban area. For this we use the Harvesine [105] formula to calculate the great-circle
distance between the defined center coordinates and the current coordinates of the tweet.
In contrast, a tweet is classified as outside, if the content of the tweet mentions one
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of the defined keywords of the urban area, but has no coordinates that are inside the
defined geographical area. Note, since not all Twitter users activated the enrichment of
tweets with coordinates from their mobile device, some tweets may be wrongly classified
as outside, even if the origin of the tweet is inside the area.

Figure 5.7: Query plan of SiCi Explorer.
After the classification of a tweet into inside, outside, or irrelevant, a selection
operator filters out all irrelevant tweets. Afterwards, the next operator derives the
language of the content and filters out non-English tweets. At the end of the so-called
pre-processing phase the stream is multiplexed into two parallel running phases. On the
left side, the event detection phase (EDT), which is highlighted in red, and on the right
side, the topic and emotion aggregation phase (TEA), which is highlighted in blue. In
the following, we describe each of the phases in more detail. In the topic and emotion
aggregation phase, the main components of the underlying data of the visualization are
calculated. This phase is also divided into two parallel processing steps. In the one step,

the sentiment value of each tweet is derived by applying the before-mention external
library [109]. The second step then aggregates these values to a final sentiment score,
which is reflected by the color. In the other step, the collection of tweets in each window
is formed into topics by using the LDA topic modeling to create a predefined number of
topics. For this, we use the LDA implementation of the Mallet toolkit [71]. For our case
studies, the parameters of the LDA are set to 100 iterations and to extract ten topics
with each of them consisting of five topic terms.
The event detection phase is based on our event detection technique Shifty and
enriches the extracted topics with detected events, which are likely not to be contained
in the set of topics. Additionally, we assume that the event terms express the importance
of the terms in the corresponding time window. The first operator in this phase tokenizes
the tweet content. A set of “good tokens” is used to filter tweets further. This set only
includes tokens, which are not contained in a common English stopword list, longer
than a predefined token length, and do not contain characters that repeat more than
two times, which we assume as an indication of an unimportant term. Then this set
of terms is pushed forward to the Shifty operator. We use the IDF of single terms to
calculate how the frequency of terms changes over time. For this, shifts in the IDF are
continuously calculated from time window to time window. The behavior of the resulting
signal is considered abnormal if a shift exceeds a certain threshold for a predefined
number of time windows. In contrast to our previous work, we apply event detection to
the two sub-streams inside and outside, instead of to the full stream of tweets. If an
event is detected, it is directly forwarded to the visualization module and placed at the
corresponding position.
After completion of both phases, the results are merged together and the terms are
weighted. Event terms, which result from the event detection phase, are weighted as
the most important terms in the corresponding time window. If a topic term, which
results from the topic modeling phase, also contains an event term, it is removed from
the topic term list. The main topic term and the associated topic terms are weighted
according to their rank computed by the LDA. The extracted data for emotion, topics,
and events are then forwarded to the visualization module.
Visualization
In order to visualize the evolution of topics and emotions inside and about an urban
area over time, we use a hierarchical clock-face metaphor. This metaphor allows the
continuous ongoing evolution of topics, events, and emotions to be visualized. Figure 5.8
shows the basic outline and the different hierarchy levels of the visualization. To
differentiate between inside and from outside the area, each level is split into two parts.
The inner circle visualizes the situation inside the chosen area, whereas the ring between
the inner and outer circle visualizes the situation as perceived from outside the area.
Topics and events are visualized using a shape-conform tag cloud. The tag cloud is
adjusted to the shape of the corresponding time-slice using an existing framework1 .
1
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Therefore, the rendering of a single term cannot overlap different time-slices, but the
same term can repeatedly occur in more than one time-slice. To increase the readability,
all terms are aligned horizontally.
Since events are a special form of topics, these terms are highlighted in purple to
underline their importance. All terms are sized according to the weight assigned by the
processing phase. The emotion of a time-slice is visualized by shading its area with a
color that displays the average of all sentiment values of tweets in the corresponding
data window. In order to reflect the different levels of the sentiment, we use a color map
from ColorBrewer [39], which is shown at the bottom left of each visualization. On a
scale from 0 to 255, the opacity of these color values is set to 100 in order not to eclipse
the underlying map. Continuous updates to the visualization are supported based on
three levels of granularity that we defined for the clock metaphor in order to track the
evolution of topics and emotions over time. These levels respectively use one minute,
ten minute, and hourly windows. As shown in Figure 5.9, the three granularity levels
are used by our visualization in two ways. First, the live visualization starts with one
minute windows, which are rolled up after ten minutes to ten minute windows. These
windows are again rolled up to hourly windows after one hour of processing. In order
to support events with arbitrary duration, this process repeats each hour for as long
as the user chooses to monitor a city. Second, the zooming feature of the visualization
uses these different granularity levels as visualization layers that enable the user to drill
down and explore the data sets more deeply. The coarse level of granularity displays
the situation for a full hour. Since the next level visualizes ten minutes of data, this
level is split into six time-slices of ten minutes each. Each time-slice summarizes the
sentiment and the topics of the next level. Based on these summaries, it is possible to
select interesting points in time that can then be explored on the next level in more
detail. The middle level of granularity displays the situation for a ten minute window.
This layer is structured as the layer above, with the difference that it is split into ten
time-slices of one minute each. Finally, the fine level of granularity displays the situation

for a one minute window. Since one design goal is the live observation of situations and
we choose the update time of one minute as finest granularity level. An example for all
of the mentioned levels can be seen from top to bottom in Figure 5.12.

Figure 5.9: Using roll up and drill down to support monitoring and exploring of events.
The default background of the visualization is a colored OpenStreetMap 2 map. This
map supports the user in understanding how large the radius around the analyzed urban
area is. Since single terms, even if they are in a group of topic terms, are sometimes
not self-explanatory, it is helpful to obtain additional context information. Therefore,
we extended the visualization with an overview of the tweets that correspond to these
single terms. For example, in Figure 5.13 the selection of the term “shot” activates a
popup window that displays the respective tweets. This detail view enables the user
to get deeper insights into the tweets that form the topic or event, both in terms of
content (e.g., “Capitol Hill is locked down because of a gunman #scared”) and in
terms of creation time. If desired, additional metadata (e.g., username, retweet count,
geographical information) about the tweet can also be displayed.

5.3.2

Case Studies

In order to demonstrate the generality of our approach, we present a series of case
studies for different urban areas in the USA. For all case studies, we choose the name of
the corresponding city as filter keyword for the tweets from outside as well as the center
coordinate of the city with a radius of 20 miles as limitation for the inside area.
2
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Figure 5.10: Amount of total, English, and geo-tagged tweets per hour per case study.
For the case studies, we also use a data set, which is obtained by our data collector
framework. However, in this case we are mostly interested in tweets with geographic
information. We notice that there is an increasing availability of tweets with geographic
information with currently about 4,000 to 6,000 of incoming tweets per minute. An
overview of the data sets for the respective case studies is given in Figure 5.10, which
reflects the increasing amount of both total and English tweets starting with the Denver
data set from 2012, to the Boston and Washington data sets from 2013, and to the
Super Bowl data set from 2014. Also shown in the figure is the number of geo-tagged
tweets that is available in each data set. In the following, we report for each data set
approximate numbers of tweets/hour that can be classified as from inside a monitored
city or as about a monitored city. In the Denver data set, 500 tweets/hour are from
inside the city, whereas 1,500 tweets/hour are about the city. In all other data sets,
around 2,000 to 4,000 tweets/hour are from inside the monitored cities. The amount of
tweets about the city in the Washington data set is roughly the same as in the Denver
data set. Over the three-hour period of the Boston data set, the amount of tweets about
the city increases from 1,500 to 290,000 tweets/hour. The Super Bowl data set is used
to compare events in Seattle to events in Denver. There are 28,000 tweets in the first
hour, 46,000 tweets in the second hour, and 27,000 tweets in the third hour that mention
Seattle. In contrast, 37,000 tweets in the first hour, 65,000 tweets in the second hour,
and 125,000 tweets in the third hour are about Denver. These data sets were chosen
for several reasons. First, they all contain an instance of an event that conforms to
the definition of Allan [9] for which the visualization was designed. Second, as we will
see in the following sections, each of these case studies allows a particular feature of
the visualization to be showcased. Finally, as the four data sets have these different
statistical properties, our visualization can be examined under different circumstances.
Denver
The first case study describes the observation of the urban area around the city of
Denver on July, 20th 2012 from 07:00-10:00 AM (UTC ). Figure 5.11 shows an overview
of the chosen time frame. The color of the first hour reflects mostly positive emotions
for the first 50 minutes. However, in the last ten minutes the emotions drift to mostly
negative for the outside area. Terms like “mass”, “shooting”, and “aurora” indicate
that something has happened in that area. We can also see that these terms only

appear from the outside and the emotion inside is still more positive. By looking at
the tweets corresponding to “shooting”, we can derive that there was a “Mass shooting
in Aurora. . . at the Dark Knight Rises Premiere”. In the second hour, events like
“shooting”, “killed”, or “batman” appear. The emotions from outside turn to extremely
negative. In the inside area, the emotions also turn to negative for the last ten minutes
of the hour. The third hour continues to display negative emotions for both areas.

Figure 5.11: Coarse level of the Denver case study.
In this case study, we can observe that the emotions and events are at first reported from
outside about the area. A possible explanation for this is the low number of tweets in
the defined area and the overall low rate of tweets in 2012. This demonstrates that the
outside area is important to obtain quick notifications about situation changes, whereas
the inside area is important to get on-site reports about the situation from local people.
We can conclude that by observing the evolution of topics and emotions, it is possible
to recognize the ongoing event of the Aurora Shooting3 in 2012.
Boston
The second case study describes the observation of the city of Boston for three hours
on April, 15th 2013. The top row of Figure 5.12 shows hourly overviews for the hours
from 05:00-08:00 PM (UTC ). Most of the topic terms in the first hour are about the
ongoing “marathon” in the city and also reflect a very positive emotion for within the
urban area and from outside about the city. Terms like “running”, “finish”, “congrats”,
and “jeptoo” (name of the female winner) are shown, which indicates that some of the
runners already finished the marathon. The event “desisa” (name of the male winner)
between minutes 40 and 50 indicates that people celebrate the winner. The second hour
also shows very positive emotion for the first five segments of the hour. However, in the
sixth segment, i.e., the last ten minutes of the hour, the emotion drifts to negative for
both areas. Also, the event “explosion” can be seen in the outside part and the topic
3
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term “bomb” can be seen in the inside part. By choosing the event term “explosion”,
more context information can be obtained in order to understand what has happened
(e.g., “BREAKING: Explosion at the Boston Marathon”). Also, by checking out the
term “coply” [sic] in the inner area we can discover a message that contains a hyperlink
to an image, which actually shows one of the first on-site pictures of the event.

Figure 5.12: Coarse level of the Boston case study (top), middle level from 06:00-07:00
PM (middle), and fine level from 06:50-07:00 PM (bottom).
Since the second hour shows this unexpected behavior and we are further interested in
the unfolding of the situation, we drill down into the second hour of the visualization.
The middle row of Figure 5.12 shows the zoomed visualization with the second hour in
ten minute windows. In this more detailed view, we can see that the term “marathon”
is always very frequent and forms an event twice. However, in the last ten minutes of
the hour the events “explosion”, “breaking”, and “line” take the lead as most important
terms. After analyzing the middle layer of the visualization, we are further interested in
the developments during the last ten minutes of the second hour. Therefore, we drill
down into the last panel of the visualization. The bottom row of Figure 5.12 shows the
zoomed visualization of the one minute windows. Here, we can identify that the term
“explosion” appears in both areas of the second minute. Nevertheless, the emotion is
still positive at that time, because the event has not spread widely yet. By looking at
the following hour, we can notice that the negative emotion increases strongly in both
parts. Additional events like “injuries”, “spectators”, and “authorities” further indicate

that something bad happened in Boston. An interesting observation is that the terms
“prayers” and “thoughts” are more frequent from the outside, which is an indication that
they are directed at the people living in the city.
We can summarize that the Boston Marathon Bombings4 can be identified using
our visualization based on topic and event terms only two minutes after the event took
place. Drilling down to finer levels of detail, the initial point for the event can be traced.
While the emotion changes only slightly in the first couple of minutes, the negative
emotion increases substantially later and therefore gives a good indication of the extent
of the tragedy.
Washington

Figure 5.13: Coarse level of the Washington case study.
The third case study describes the observation of the city of Washington on October,
3rd 2013 from 05:00-08:00 PM (UTC ). Figure 5.13 shows an overview of all three
hours in the chosen time frame. The negative emotions from outside reflect the overall
dissatisfaction with the government in Washington, which is exemplified by terms like
“scandal”, “shutdown”, and “government”. In the first hour, the emotions inside the city
are neutral or slightly negative, but the term “alert” can be seen clearly in the tag cloud.
An examination of the corresponding tweets reveals that they are all about advertising
and therefore this term can be ignored. The second hour shows a clear change to
negative emotions in the second half of the hour for both the city and surrounding area.
Additionally, the terms “fired”, “gunshots”, and the event “capitol” appear. By studying
the tweets corresponding to this event, we can see that these reports (e.g., “Capitol Hill
is locked down because of a gunman #scared”) are about the ongoing United States
Capitol Shooting5 . The emotions of almost the whole third hour remain negative for
inside the city and from outside about the city.
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For this case study, we can summarize that the emotions turned from slightly negative
to extremely negative, instead of from extremely positive to extremely negative as
in the first case study. We can also conclude that the emotion inside an area can
be very different from the one perceived outside, which further motivates the spatial
separation used in our visualization. Finally, the single tweets detail view can support
users in clarifying whether a conspicuous term in a tag cloud (e.g., “alert”) indicates
that something interesting is happening or not.
Super Bowl 2014
The final case study presents a comparison between two cities during the Super Bowl
XLVIII, which was played between the Seattle Seahawks and the Denver Broncos.
Therefore, we observe both cities on February, 3rd 2014 from 02:00-05:00 AM (UTC ),
which are the last two hours of the game and one hour afterwards.

Figure 5.14: Coarse level for comparison of the cities Seattle (top) vs. Denver (bottom)
of the Super Bowl case study.
Figure 5.14 shows the three hours for both cities, with Seattle at the top and Denver at
the bottom. There is almost no difference in emotions during the first hour. Both cities
are more or less neutral or slightly positive tempered. Also, both cities talk about terms

like “halftime”, “defense”, and the names of the teams. This indicates that both cities
are engaged in the ongoing sports event. The second hour shows a substantial increase
in positive sentiment for Seattle in the last ten minutes. In this time-slice, the game
ended and the Seattle Seahawks won. At the same time, event terms like “winning”
and “title” appear in the Seattle tag clouds for the last ten minutes. In Denver, the
sentiment remains the same over the second hour. By studying the tweets corresponding
to the event terms “high” and “history”, we can derive that the 43:8 result was one of
the highest defeats in history. The sentiment of the third hour clearly indicates that
Seattle won the Super Bowl. While the sentiment in Seattle turns to positive and even
to extremely positive, the sentiment in Denver turns to neutral.
This case study presents a comparison between two cities for an event, which is not
happening in either one of them, but leads to much discussion and reactions from both
sites. Although the sentiment for the losing city is not turning completely into negative,
we can still recognize the winning city of the sports event. A possible reason for this
lack of negative emotion might be the fact that people are less inclined to tweet about
their team in case of a loss than in case of a win.

5.3.3

User Study

In order to verify the usefulness and usability of the proposed visualization, we have
conducted a web-based user study. The questionnaire of the user study can be seen
in Appendix A. In particular, the goal of the study was to address the following four
research questions.
1. Can users identify the topic of an event based on the visualization?
2. Can users recognize the sentiment associated with an event?
3. Can users track the development of an event using the visualization?
4. Can users interpret the spatial information that is visualized?
While each of these questions enables us to study one specific design choice, together
they cover the full spectrum of analyses that we intend to support with our visualization.
For every question, we have designed an experiment consisting of one ore more tasks
that we asked participants of our study to perform. In the following, we first discuss
these tasks in more detail and then present the results obtained from the user study.
Study Design
The overall study was structured in a prologue, four experiments corresponding to the
four research questions, and an epilogue. The prologue consisted of a page that provided
a short overview of what information is visualized by our approach. With a probability
of 50%, users were then shown an additional page that explained to them how our
approach visualizes this information, similar to Figure 5.8. The epilogue was used to

obtain feedback about the overall user experience as well as information about the users
themselves, which they could optionally provide. Apart from age and gender, we asked
users about their technical background and whether they have ever been diagnosed with
daltonism, since our visualization heavily relies on a red-green color profile to visualize
sentiment.
The tasks to study the four research questions given above were designed as follows.
For the first question, users were shown a visualization of an hour of data from one of
the case studies introduced in the previous section. For each of these visualizations,
we provided users a choice of three possible headlines as well as a “None of the above”
option. The headlines were assembled by searching the web for news articles using
the terms that appeared most frequently in the visualization. For example, we used
the rightmost visualization shown in Figure 5.11 together with the headlines “For the
president, a Batman connection”, “Dark Knight finale leaves Warner to reboot new
Batman”, and “Colorado movie theater shooting”, where the last one describes the
visualized event. In total, we created seven such tasks for participants to perform.
For the second research question, we again showed participants six examples of
our visualization. For each example, participants were asked to rate the visualized
sentiment on a five-point scale ranging from very positive to very negative. In order
to study the third research question, we designed two different tasks. In the first task,
participants were shown examples of our visualization for three different events. For
each of these examples, participants were asked to indicate if an event happened during
the visualized hour and, if so, in which of the six ten-minute slices it most likely began.
In the second task of this experiment, participants were shown three visualizations
corresponding to three consecutive hours of the same event. As the examples were
not given in chronological sequence, we asked participants to put them in the correct
order. In order to study the last question, participants were shown four examples of the
visualization. For each example, we asked them to answer the following three questions
on a five-point scale ranging from strongly agree to strongly disagree.
Q1 The topic of the event inside the city is the same as elsewhere.
Q2 The sentiment of the event inside the city is the same as elsewhere.
Q3 The event develops in the same way inside the city as elsewhere.
Note that each of these questions revisits one of the previously studied aspects of
our visualization, i.e., topic, sentiment, and development, which are now examined with
respect to their spatial relationships.
Results
The user study was conducted with a total 67 participants. However, the results presented
in this section are based on 54 participants only. We discarded eight participants because
they spent less than five minutes to complete the survey. Since all tasks except for
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Figure 5.15: Ratio of participants who identified an event in time-slice: never, 10, 20,
30, 40, 50, or 60 minutes (from dark to light).

the first one rely on participants being able to differentiate red and green, another five
participants were only included in the results of the first task, because they stated that
they have been diagnosed with daltonism. The average age of participants was 23 years
and 26% of them were female. 59% stated that they have a background in computer
science, 11% in visualization, and 15% in data analysis. On average, the questionnaire
took 15 minutes to complete.
In the first experiment that studied topic recognition, a total of 61% of the participants
was able to identify the headline that correctly describes the visualized event. Participants
that were previously given an explanation of our visualization performed better (66%)
than people without this instruction (58%). However, the difference is not statistically
significant (t-test) with p < 0.1. Given the similarity of the three headline options, this
result clearly demonstrates that users are capable of identifying which real-world event
is visualized. Furthermore, the terms that our visualization displays are generated by
simple LDA topic modeling. Due to the modularity of our approach, more advanced
event detection techniques could be integrated to further improve this result. 70% off
all participants correctly classified the sentiment of an event in the second experiment
studying sentiment recognition. Again, participants with prior instruction performed
better (72%) than participants without (68%). Again, this difference is not statistically
significant (t-test) with p < 0.4. In order to score answers the numerical sentiment values
were mapped to the five-point scale used in the study. Direct matches contributed fully
to the score, while adjacent matches contributed half. Based on this result, we conclude
that our visualization supports users in understanding the sentiment associated with
an event. As with event topics, sentiment detection relies on a third-party module
that could be replaced to further improve results. We note that people suffering from
red-green blindness could not correctly identify sentiments and, therefore, consider an
option to use an alternative color scale as future work.
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For the first task of the third experiment, we used the following three visualizations:
(a) Denver, 3AM to 4AM (Figure 5.14, bottom center), (b) Boston, 6PM to 7PM
(Figure 5.12, top center), and (c) Seattle, 3AM to 4AM (Figure 5.14, top center). The
corresponding results are shown in Figure 5.15. We have chosen to include visualization
(a) in the user study, as it is an example with very little fluctuation in both event
topics and sentiments over the six ten-minute slices. As a consequence, it is difficult
to identify a single point in time at which an event is happening. The results of the
user study confirm this expectation as no single time-slice is selected consistently by all
users. Also, only 15% of the participants indicated that they could not detect an event
at all. The time-slices selected by the remaining users show a bias towards the 20 and
30-minute slice. Revisiting the visualization, this choice can be explained by the change
in sentiment (from the first to the second time-slice) and by the increase of highlighted
terms (from the second to the third time-slice).

60
50
40

60
50
40

30

30

20

20

10

10

0

0
Q1w

Q1wo

Q1to

Q2w

Q2wo

Q2to

Q3w

Q3wo

Q3to

Q1w

Q1wo

Q1to

Q2w

Q2wo

Q2to

Q3w

Q3wo

Q3to

Figure 5.16: Experiment studying the visualization of spatial information for the first
(left) and second (right) hour of the Boston case study.
In contrast to this first example, a detectable event was actually happening in the sixth
time slice of visualizations (b) and (c). The results of our user study clearly reflect
this as a majority of users is able to select the correct time-slice in both cases. Again,
we can observe that users with prior instruction perform better than users without.
However the difference is not statistically significant (t-test) with p < 0.2 for (b) and
p < 0.5 for (c). In the second task of this experiment studying event development, a
total of 66% of the participants selected the correct ordering of visualizations out of all
six possible orderings. An unexpected outcome of this second task is that participants
without instruction performed better (73%) than average. Based on these results, we
conclude that our visualization can support users in detecting and tracking events.
However, we also acknowledge that there is room for improvement in this aspect of our
visualization. As a first step into this direction, we plan to conduct targeted interviews
with participants who did not wish to remain anonymous to better understand the
reasoning for their choices in these tasks during the user study.
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We limit the discussion of the results of the fourth experiment to the examples taken
from the Boston case study. Figure 5.16 plots the answers to the three questions from
the previous section for the visualization of the first and the second hour of the event
(cf. Figure 5.12, left and middle). First of all, we note that participants who received
the initial explanation of our visualization performed better at the task they were given
in this experiment. In particular during the second hour, the difference is statistically
significant (t-test) for Q1 (p < 0.002), Q2 (p < 0.04), and Q3 (p < 0.04). Therefore, we
focus on the results labeled with “w” in the figure.
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Figure 5.17: Feedback on visualization design (left) and user experience (right).
Recall that the dominating event happened towards the end of the second hour, while a
variety of topics was present during the first hour. Accordingly, a majority of participants
answered that the event topics (Q1 ) inside the city are different from the ones from
outside during the first hour. However, a majority of participants was also able to
determine that the perception of the event topics from inside the city aligned with the
one from elsewhere as tweets about the attacks started to dominate in the second hour.
The same effect can also be observed for the question about sentiment perception (Q2 ).
During the first hour, the sentiment of tweets about Boston is slightly more positive
than the sentiment of tweets originating in Boston, which explains the few negative
answers. Again, this changes considerably in the second hour as reflected by an increase
of positive answers. The same effect is less pronounced for the last question about
perception of event development (Q3 ). As little is happening during the first hour, the
visualization inside and outside Boston is very similar, which is reflected in the relatively
high percentage of positive answers.
The same is true for the development of the actual event in the second hour, which
explains the only slightly increased percentage of positive answers. Based on these
results, we conclude that expert users or trained users can gain a understanding of how
event topics, sentiments, and development are perceived in different places. However,
the results also show that this aspect of our visualization is not intuitively accessible to
novice or untrained users.

Finally, Figure 5.17 plots the answers to the feedback questions from the epilogue
of the questionnaire. On the left, we asked participants to rate the following design
elements of our visualization: spatial separation (DS1 ), clock-face metaphor (DS2 ), term
clouds (DS3 ), and color scheme (DS4 ). Participants generally responded favorably to
our design choices, with approval being higher among users who received an explanation
of the visualization. On the right, questions were targeted at the user experience in
terms of ease of understanding the overall situation at a glance (EX1 ), identifying event
topics (EX2 ), grasping the sentiment of events (EX3 ), comparing the perception of
events inside and outside the analyzed city (EX4 ), and tracking the development of
events (EX5 ). User feedback ranged from neutral to slightly positive, with better scores
from participants who were told how to use the visualization.

5.4

Discussion and Conclusion

In this chapter, we have presented two visualizations to track, monitor, and explore
topics and events in the streaming data of Twitter.
First, we presented Stor-e-Motion, a shape-based visualization to track the ongoing
evolution of topics’ frequency (i.e., importance), sentiment (i.e., emotion), and context
(i.e., story) in user-defined topic channels over continuously flowing text data streams.
Our case studies showed that the visualization supports users in keeping the overview
in following and tracking topics over time and also guides them to interesting points
or periods in time. Furthermore the visualization contributes to a common, timely,
and relevant situational awareness of topics and allows them for serendipitous findings.
These findings can be easily added to existing or form new topic channels and therefore
support the refinement of topics.
Future work includes an evaluation with a user study of the visualization and to
further extend the analytical functionality. A possible idea would be to additionally
include an event detection mechanism and automatically feed the resulting terms into
the visualization to create a large landscape of events and topics. A further improvement
would be to extend the system with a zooming feature to provide a more detailed view
to the users. This allows data to be displayed at different levels of granularity in order to
get deeper insights into the interesting points or periods in time. For the topic channel
definition, further options, such as the source of the tweet (e.g., mobile phone or web),
the geographic region of the tweet, and the type of the tweet (e.g., retweet or direct
message), could be derived from the meta-data of tweets. For a more powerful search
and to improve the results, more full-text options, such as fuzzy search or the exclusion
of negative terms could be added. The importance of the exclusion of negative terms
can be derived from the city observation case study, in which the results shifted from
tweets about the original topic (reactions to the sport event Marathon) to a different
topic (reactions to the explosions) and therefore it would be helpful to separate the
topics from each other.

Second, we presented SiCi Explorer, a visualization that support analysts in tracking
events in terms of topics and sentiments both over time and in space. Specifically, the
situation in urban areas as reflected by the geo-tagged tweets in the live social media
data stream of Twitter can be monitored. As a consequence of this approach, our
visualization leverages the growing number of social media users as “social sensors” to
obtain information from within the monitored area as well as from elsewhere about
the monitored area. The visualization is based on a clock-face metaphor that is used
to represent both temporal and spatial developments. A hierarchy of these clock-faces
supports user interaction by means of drilling down to finer levels of granularity or
rolling up the incoming event data stream to gain an overview. Our case studies
showed in detail how the visualization supports these tasks. Furthermore, the case
studies documented the need for all of the functionality provided by the visualization.
For example, the temporal tracking of event topics and sentiments was showcased by
the Boston case study, whereas the separation of the visualization was motivated by
the Washington case study. The Denver case study demonstrated the usefulness of
separating the visualization in two parts to track the development of events inside the
monitored area independent from the development elsewhere. Finally, the Super Bowl
case study showed how multiple instances of the visualization can be used to compare
the development of the same event in different areas.
Additionally, our detailed user study demonstrated that expert or trained users are
indeed capable of applying the visualization in order to perform these analysis tasks.
However, it has also shown that some aspects of the visualization are not intuitive to
novice or untrained users. We do not see this as a limitation of our visualization as it was
originally designed with advanced users in mind. Furthermore, detecting and tracking
events is itself a very challenging task. However, we do believe that some of the results
in the user study can be improved by integrating more advanced event detection and
sentiment derivation techniques into our approach. Due to the use of the modular and
extensible Niagarino data stream management system, this can be achieved in future
work with little effort.

6

Conclusion

In this thesis, we presented the results of the three major research goals that we defined.
The first goal was the design and development of two event detection techniques for
different applications—one for non-domain specific real-time and one for location specific
event detection. The second research goal emerged directly from the first one. For the
second research goal, which is also the main part of this thesis, we have identified a gap
in the current state of the art in evaluation and validation methods for event detection
techniques applied to social media data streams. Finally, as a third research goal, we
designed and developed two novel visualizations—one for real-time topic tracking and
monitoring and one for location specific situation monitoring. These works were initially
designed to support our research efforts of the first two research goals, but developed over
time into more general tools. In Chapter 2, we presented the foundations of our research.
First, the datatype of social media data stream, especially Twitter, were introduced and
an overview of the data stream management system Niagarino was given. In Chapter 3,
we presented the design and implementation of two event detection techniques. The
first one, Shifty, is used for real-time open domain event detection and also to track
the progress of the events. The second technique uses the statistical method of the
log-likelihood ratio, to detect events in pre-defined geographical areas. Both techniques
are evaluated in Chapter 4. Furthermore, we presented an extensive summary of existing
event detection techniques for Twitter data streams. In Chapter 4, we tackled the
problem of quantitative and qualitative evaluation of event detection techniques for
Twitter data streams. We conducted two studies, which evaluate a total of four event
detection techniques against a couple of baseline techniques. For both studies, we varied
the evaluation measures, the techniques, and the data sets. Additionally, we presented
an extensive survey of existing evaluation methods. In Chapter 5, we presented the
design of two novel visualizations to support event detection and tracking in Twitter
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data streams. The first one, Stor-e-Motion, is a real-time streaming visualization, which
visualizes the ongoing evolution of a topics frequency (i.e., importance), sentiment (i.e.,
emotion), and context (i.e., story) in a layered fashion. The effectiveness and usefulness
is shown by applying the visualization in case studies. The second one, SiCi Explorer, is a
visualization for situation monitoring of urban areas. It combines a clock-face metaphor
with tag clouds and a color scale for sentiment to reflect the current situation. In order
to show the usefulness case studies were presented and a user study was conducted. In
the following, we discuss the results of our work and present an outlook for future work.

6.1

Discussion

In the first chapter, we presented fundamental research on social media data streams
and the way these streams can be processed by using a data stream management system.
We contributed insights into the world of Twitter and also highlighted the usefulness of
other social media services for event detection. Furthermore, we presented statistics and
information about the meta-data of the Twitter data stream including an evaluation
of the usefulness of the different meta-data fields. In case of social media data stream
processing, we designed and developed a platform, which combines storing, accessing,
and analyzing of the Twitter streaming data as live or historic data streams.
In the second chapter, we contribute two event detection techniques with very
different scopes. The first one is tailored to real-time event detection without any
domain restrictions. However, the application of this technique in the project of SiCi
Explorer also showed that it is also possible to detect events in a restrictive setting, which
uses data that is pre-filtered for geographical areas. The review of the related work also
shows that Shifty is almost the only technique that is able to report events within really
short time windows. In contrast to other works, which are using hours, days, weeks,
or even months of data, Shifty is able to report events minute by minute. However,
we have to admit that our evaluations of the techniques lack any rating of detection
latency. The presented case studies show that Shifty is able to detect important events
and also to track the evolution of them. The second one is tailored to event detection
for pre-defined geographically bounded areas. We have shown that by using a combined
log-likelihood measure, we can effectively remove noise terms in the temporal as well as
in the spatial context. For example, the technique eliminates frequently recurrent terms
such as day or month names in the temporal context as well as city or place names in the
spatial context without using a stopword list. Furthermore, the case studies show that
the results reflect important events, which can be embedded in several environments.
As an example this work is used as incident selector and inspector in our joint-work
with Butcher et al. [20] on crisis room environments. However, especially in crisis zones
it is necessary to report incidents as fast as possible. Therefore further evaluations
and modifications are needed to apply this technique to shorter time frames. Since the
ratio evaluates the difference in frequency of the current time frame against the whole
available history, we can assume that with a larger amount of historic data the results

can be improved. Also it is important that the events are specific for the pre-defined
geographic area in contrast to the remaining areas of the world.
The third chapter, presents our contributions to the evaluation of event detection
techniques for Twitter data. By reviewing the related work in event detection techniques,
we noticed that hardly any comparative evaluation between the techniques exists.
Furthermore, we noticed that none of the works compared the run-time and the taskbased performance of the technique itself. With regard to the different evaluations of
the existing works it was necessary to design a conclusive evaluation for these kinds
of techniques. On the one hand, the techniques itself are very diverse, they either use
statistical methods with own-defined rules and thresholding, advanced techniques such
as wavelet analysis, or apply clustering methods. However, none of the techniques are
realized on a standardized data stream management system, instead all of them are
implemented as ad-hoc solutions in different programming languages. In this direction
we therefore contributed the implementation of a series of event detection techniques, as
well as baseline techniques, on a standardized data stream management system. On the
other hand, the input data and the output formats of the techniques are also very diverse.
For this reason, we modified some of the techniques to work on the same input data
and produce the same output format for the reported events. Another challenge are the
evaluation measures. If we recall the evaluation methods from Section 3.1, most of the
works require a manually extracted ground truth or use humans to painstakingly evaluate
the results. However, we claim that these kinds of evaluations are not feasible on a large
scale and also in consideration of extensibility to new techniques and further datasets.
Therefore, we designed a series of evaluation measures that are able to rank the different
event detection techniques. Note that all results need to be seen as relative results
between the techniques. We are not able to give absolute results for single techniques.
In terms of evaluation results, we can summarize that it is possible to evaluate different
event detection techniques in terms of run-time and task-based performance by an
automated evaluation system. From the results of the studies, we are able to draw a
series of conclusions. As conclusions for the measures, we can derive that all of them
are suitable to evaluate event detection techniques. The values for precision and recall
are rather low for all measures, however all of them reflect a similar ranking between
the techniques. We can also conclude that the results of precision and recall are slightly
biased to duplicate detected events. Therefore it is necessary to either include the
factor of the duplicate rate into the F1 score, as shown in the short-term study, or to
directly filter out duplicates before the evaluation of precision and recall, as shown in
the long-term study. However, we have to admit that the measures for precision are
all limited by the number of requests. As conclusion and contribution, we can retain
that we implemented all of the techniques in a comparable way and that we designed a
useful series of evaluation measures and also a clear setting for our two evaluations.
In the fourth chapter, we contribute two visualizations, which can be used to get an
overview of as well as deep insights into the information from the Twitter data stream.
The first is tailored to explore and track information around pre-defined topics, whereas
the second is tailored to explore and track situations in urban areas. In the early stages

both visualizations were used to get first insights into the data and support users in
the exploration of data streams in different dimensions. However, after some further
improvements and extensions of the visualizations they developed to self-contained and
practical applications. The series of case studies for both visualizations, as well as
the extensive user study for the second, show the different application areas and the
usefulness of the works.

6.2

Outlook

The work presented in this thesis contributes to different research fields. In terms of
future work, we are mostly interested in the design and implementation of new event
detection techniques as well as in extending and improving the evaluation methods of
event detection techniques. In the context of both research directions, we successfully
applied for a research project at the Deutsche Forschungsgemeinschaft (DFG) (Grant
No. GR 4497/4) with the title “Adaptive and Scalable Event Detection Techniques for
Twitter Data Streams”. In this project proposal, three objectives for future work are
proposed. The first objective is the design of adaptive event detection techniques by
researching new forms of content-based stream segmentation and methods for automatic
parameter adjustments. The second research goal is the development of scalable event
detection techniques that can cope with both the changes in volume of one stream and
the integrated analysis of multiple streams. The third objects is the definition of novel
validation and evaluation methods for event detection techniques that support both
qualitative (task-based) and quantitative (run-time) analysis. As we have already seen
first results for the third objective, the other two objectives introduce new research
challenges and needs to be tackled in future work. Existing event detection techniques
mostly depend on a number of parameters that define how the content is interpreted
and events are detected. The techniques assume that such parameter values are static
and can be determined based on a small sample of the stream during the design of
the technique. However, we assume that is necessary to design and develop adaptive
techniques for the detection of general and unknown events. For this purpose, it is
particularly important to study the effects of different parameter settings for each
technique on a number of segments of the real-life Twitter data stream. One of the
main parameters that can be varied in several ways is the size of the time-window that
is used by the technique. Almost all of the existing works present different settings
for the window size, such as hours, days, and months of data. In this direction we
argue that it would be interesting to investigate new forms of content-based stream
segmentation instead of time-based segmentation. Furthermore we noticed that in
existing works, event detection techniques are typically demonstrated during an incident,
natural disaster, or large sporting event. In order to understand how parameters can
be adjusted to different situations, techniques need to be studied on stream segments
without any well-known event. Also time-based factors such as the time of day, day of
the week, etc., have an influence on the nature of the Twitter stream.

The second research objective poses challenges to the processing of the data stream.
In contrast to adaptive techniques, we denote event detection techniques as scalable if
they cope with quantitative changes in the volume of the stream. The volume of tweets
in the stream changes in two different ways. On the one hand, the volume of tweets
per unit of time increases and decreases over a twenty-four hour cycle, as Twitter users
are not uniformly distributed across the globe. On the other hand, the Twitter data
stream contains massive bursts during important occasions, such as the World Cup final
and the Super Bowl. in addition to these recurrent fluctuations, the Twitter community
increases steadily over the years and therefore the average number of tweets as well as
the number and sizes of peaks is also expected to increase. To address these research
challenges it is necessary to design and develop streaming event detection techniques
that can gracefully scale up and down with bursty streams by trading off result quality
for throughput in order to avoid buffering and blocking of the stream. Additionally, it
is possible to develop parallel event detection techniques that distribute the streaming
data and the stream processing over a series of computing nodes. However, the research
challenge here is to find a way to split and merge the stream without compromising
the result quality, i.e., without failing to detect events. Apart from the extension of
event detection techniques to process one stream it is also a research challenge to design
and develop event detection techniques, that process and analyze multiple streams from
different sources (e.g., Flickr [60] and YouTube [76]) in parallel.
The last research objective also poses several challenges for future work. The results
of the presented evaluations provide a good basis to extend and refine the evaluation
methods. For example it is necessary to compare the evaluation results of the event
detection techniques for precision and recall with respect to different created ground
truths. We argue that the best results in terms of trustworthiness can certainly be
achieved by crafting the ground truth manually. Therefore we need to verify if the
result of a manual conducted evaluation agrees with the result, which is obtained by an
automatic evaluation. At the end, this could lead to a semi-automatic evaluation system
with the human in the loop. Once a ground truth has been established, the next research
problem is the evaluation of the reported events against this ground truth. In this
thesis, we already proposed a series of methods to compare the results by using distance
and similarity measures. However, there is still room for refinements. Furthermore
our studies still omit the evaluation of a series of important aspects of event detection
techniques. On the one hand, the detection latency is a very essential characteristic of
an event detection technique. This could be measured at different levels. For example,
we could measure the latency with respect to the time of the real-world event, the time
of first news reports, or the time of the first tweets about the event. On the other
hand, the techniques mostly report events as ranked lists and therefore it it would be
reasonable to evaluate the event reports by using the bpref measure [19].
As final conclusion, we can retain that the research area of event detection in social
media data streams has the potential to inspire a wide range of future research directions.
We are convinced that our contributions serve as a sound basis for the future research
in this challenging domain.
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Appendix: User Study Questionnaire
Situation Monitoring of Urban Areas
Using Social Media Data Streams

Welcome! The goal of this user study is to evaluate a visualization that we designed
and implemented to support users in monitoring situations in urban areas as they unfold.
The term situation describes the combination of emotions, topics, and events for an
urban area over time. In particular, our visualization, dubbed the SiCi Explorer, aims
at helping users to answer the following questions.
 What is the topic of the ongoing event?

 What is the sentiment associated with the event?

 How is the event perceived at its place of origin compared to elsewhere?
 How does the event develop over time?

The SiCi Explorer visualization is created by analyzing the content of Twitter tweets
in terms of topic and sentiment as well as by leveraging their spatial and temporal
metadata. Topics are visualized as term clouds with events rendered in yellow, whereas
sentiment is visualized using a stepwise color scheme (red: negative, green: positive).
In this user study, we want to measure the performance of the SiCi Explorer
visualization. For each of the questions above, we have designed a task to assess whether
SiCi Explorer can be used to answer it. The study will take approximately 20-30 Minutes
to complete. We thank you for your participation, which is greatly appreciated!
But now, let us begin. . .
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Explanation

The figure above displays a schematic illustration of the SiCi Explorer visualization
(left) together with a concrete example (right). The information required to answer the
four questions that were mentioned on the previous page is encoded as follows.
How does the event develop over time? Each visualization shows one hour of a day.
The visualization uses a clock-face metaphor, with an hour divided into 6 slices of 10
minutes length.
 How is the event perceived at its place of origin compared to elsewhere?

Each of the 10-minute slices is split in an inner and outer area. The inner area
represents the content of all tweets from inside the analyzed city. The outer area
reflects the content of all tweets, which do not originate from inside the city, but
contain the name of the analyzed city.

 What is the topic of the ongoing event?

The topics for each 10-minute slice are represented by a term cloud. The most
prominent term is the largest. Terms belonging to the name of the detected event
are shown in yellow.

 What is the sentiment associated with the event?

The emotions for each 10-minute slice are reflected by a color scheme from red
(negative) over lightgray (neutral) to green (positive). The color scheme can be
seen on each visualization at the bottom left.

1. Did you understand the explanation?
Got it!

Sorry, what?

What is the topic of the ongoing event?
In this part of the user study, we want to examine whether the SiCi Explorer visualization
supports users in understanding the topic of an ongoing event. For each example
visualization, we provide three news headlines and ask you to select the one (or none)
that matches the visualization best in your opinion.

2. In your opinion, which of the following headlines best matches
the event visualized below?

Street Vendors Protest Treatment by Police
The Politics Behind the Government Shutdown
Reports of Shooting Outside Capitol
None of the above

3. In your opinion, which of the following headlines best matches
the event visualized below?

Explosions Rock Boston Marathon
Ethiopias Lelisa Desisa Wins Mens Race
at Boston Marathon
Boston Weather Promising for Marathon
None of the above

4. In your opinion, which of the following headlines best matches
the event visualized below?

For the President, A Batman Connection
‘Dark Knight’ Finale Leaves Warner to Reboot New Batman
Colorado Movie Theater Shooting
None of the above

5. In your opinion, which of the following headlines best matches
the event visualized below?

Mayweather Hits Social Media to Choose
Next Opponent
Seattle celebrates Super Bowl victory
Honda Seeks Super Bowl Love With Bruce
Willis Safety Hugfest
None of the above

6. In your opinion, which of the following headlines best matches
the event visualized below?

Ethiopias Lelisa Desisa Wins Mens Race
at Boston Marathon
Boston Weather Promising for Marathon
Explosions Rock Boston Marathon
None of the above

7. In your opinion, which of the following headlines best matches
the event visualized below?

Honda Seeks Super Bowl Love With Bruce
Willis Safety Hugfest
Mayweather Hits Social Media to Choose
Next Opponent
Seattle celebrates Super Bowl victory
None of the above

8. In your opinion, which of the following headlines best matches
the event visualized below?

The Politics Behind the Government Shutdown
Reports of Shooting Outside Capitol
Street Vendors Protest Treatment by Police
None of the above

What is the sentiment associated with the event?
The second part of the user study is intended to assess whether the SiCi Explorer
visualization enables users to understand the sentiment linked to an event. Below we
provide six example visualizations and ask you to characterize the associated overall
emotion.

9. Rate the overall emotion of each visualization.
A
B
C
D
E
F

§
§
§
§
§
§

©
©
©
©
©
©

How is the event perceived at its place of origin compared to elsewhere?
In the third part, we would like to study whether the SiCi Explorer visualization can
be used to examine differences in how an event is perceived in the analyzed city and
elsewhere. Based on the example visualizations given below, we ask you to judge whether
the given statement are valid in your opinion.

10. Capitol Hill Shooting, Washington, D.C., October 3rd, 2013

 The topic of the event perceived inside the city is the same as elsewhere.

Strongly Disagree

Strongly Agree

 The sentiment of the event perceived inside the city is the same as elsewhere.

Strongly Disagree

Strongly Agree

 The event develops over time in the same way inside the city and elsewhere.

Strongly Disagree

Strongly Agree

11. Boston Marathon Bombing, Boston, MA, April 15th, 2013

 The topic of the event perceived inside the city is the same as elsewhere.

Strongly Disagree

Strongly Agree

 The sentiment of the event perceived inside the city is the same as elsewhere.

Strongly Disagree

Strongly Agree

 The event develops over time in the same way inside the city and elsewhere.

Strongly Disagree

Strongly Agree

12. Boston Marathon Bombing, Boston, MA, April 15th, 2013

 The topic of the event perceived inside the city is the same as elsewhere.

Strongly Disagree

Strongly Agree

 The sentiment of the event perceived inside the city is the same as elsewhere.

Strongly Disagree

Strongly Agree

 The event develops over time in the same way inside the city and elsewhere.

Strongly Disagree

Strongly Agree

13. Aurora Shooting, Denver, CO, July 20th, 2012

 The topic of the event perceived inside the city is the same as elsewhere.

Strongly Disagree

Strongly Agree

 The sentiment of the event perceived inside the city is the same as elsewhere.

Strongly Disagree

Strongly Agree

 The event develops over time in the same way inside the city and elsewhere.

Strongly Disagree

Strongly Agree

How does the event develop over time?
In the final part of the user study, we examine whether the SiCi Explorer visualization
is able to give an understanding of how events develop over time.

14. Event occurence
Below SiCi Explorer visualizations (A-C) for three different events are shown. For each
of these examples, select the 10-minute slice (1-6) in which you think that the event
(began to) happened.

A

1

2

3

4

5

6

Never

B

1

2

3

4

5

6

Never

C

1

2

3

4

5

6

Never

15. Event development
Below SiCi Explorer visualizations for the same event are shown at different points in
time (A-B). In your opinion, which is the most likely temporal ordering of these three
visualizations?

A, B, C
A, C, B
B, A, C
B, C, A
C, A, B
C, B, A

Overall Feedback
Finally, we would appreciate it if you gave us feedback on the design and usability of
the SiCi Explorer visualization.

16. Tell us how you would rate the following design choices of
the SiCi Explorer visualization.
 Spatial separation between the analyzed city and elsewhere

☆☆☆☆☆

 Clock-face metaphor to indicate progress of time

☆☆☆☆☆

 Term clouds to describe events

☆☆☆☆☆

 Color scheme to indicate sentiments

☆☆☆☆☆

17. Let us know how you would rate your experience of using the
SiCi Explorer to solve the tasks of this user study.
 Understanding the overall situation of a city at a glance

☆☆☆☆☆

 Identifying events topics

☆☆☆☆☆

 Grasping the sentiment associated with these events

☆☆☆☆☆

 Comparing the perception of an event inside the analyzed city with its perception

elsewhere

☆☆☆☆☆

 Tracking the development of events over time

☆☆☆☆☆

Personal Information
You can help us to better understand your feedback by providing some personal information. Providing this information is strictly optional.

18. What is your gender?
female

male

19. What is your age?
younger than 18 years
18-25
26-35
36-45
46-55
56-66
older than 66 years

20. Have you ever been diagnosed with daltonism (red-green
blindness)?
yes

no

21. Do you have a background in...?
Computer science
Visualization
Data analysis
..................................................................................

Thank you!
We would like to thank you very much for taking valuable time to complete the
questionnaire! Your feedback is greatly appreciated and will help us to improve our
work on visualizations for events in social media data streams.
Your answers have been transmitted, you may close the browser window or tab now.

