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Deutsche Zusammenfassung
Netzwerke können benutzt werden, um viele Phänomene aus der realen Welt zu modellieren, da sie in der Lage sind, paarweise Beziehungen zwischen Objekten von
Interesse zu repräsentieren. Computernetzwerke, biologische Netzwerke oder soziale
Netzwerke sind nur einige der bekanntesten Beispiele.
Die Visualisierung von Netzwerken erlaubt es, strukturelle Eigenschaften dieser
Netzwerke zu präsentieren, zu explorieren und zu verstehen. Die am häufigsten benutzte Darstellungsform ist das sogenannte Knoten-Linien-Diagramm, in dem jedes
Objekt mit einem Knoten und jede Beziehung mit einer Verbindung zwischen den
dazugehörigen Knoten repräsentiert wird.
Die richtige Positionierung der Knoten erlaubt es häufig, die lokalen sowie auch die
globalen Zusammenhänge der Knoten und damit der Objekte zu reflektieren. Auch
wenn die direkte Positionierung der Knoten anhand von externen Knotenattributen
möglich und auch hilfreich ist, beschäftigen wir uns in dieser Arbeit mit der schwierigeren Aufgabe, die inhärente Struktur des Netzwerks durch die Positionierung der
Knoten und Verwendung unterschiedlicher Visualisierungstechniken hervorzuheben.
Die mathematische Struktur eines Netzwerks wird auch als Graph bezeichnet. Auf
dem Gebiet Zeichnen von Graphen beschäftigt man sich mit möglichen geometrischen Repräsentationen von Graphen und den daraus resultierenden kombinatorischen Strukturen. Eine Einführung in dieses Gebiet geben Di Battista et al. (1999)
oder Tamassia (2013). Die vorliegende Arbeit beschäftigt sich mit Methoden, um
allgemeine ungerichtete Graphen zu zeichnen.
Aufgrund seiner Einfachheit, Flexibilität und Verfügbarkeit wird der Ansatz des
kräftebasierten Zeichnens am häufigsten für allgemeine ungerichtete Graphen verwendet. Hierbei werden die Knotenpositionen auf Basis eines Kräfte- bzw. Energiemodells
bestimmt.
Obwohl das kräftebasierte Zeichnen gute Resultate für viele Graphen liefert, sind
dessen Möglichkeiten beschränkt, wenn es darum geht besonders komplexe Graphen
zu zeichnen. Bestimmte Eigenschaften des Graphen, wie kurze paarweise Pfaddistanzen der Knoten, verhindern dabei, dass die Knoten voneinander separiert werden
können. Dies führt dazu, dass die Zeichnung wie ein Wollknäuel aussieht.
In dieser Arbeit geht es darum, Ansätze zu entwickeln, um auch für Graphen mit
problematischen Eigenschaften sinnvolle visuelle Darstellungen zu erhalten und damit
Erkenntnisse über deren Struktur zu gewinnen. Das hierbei verwendete Grundprinzip
besteht darin, sich (i) auf bestimmte Aspekte des Netzwerks zu fokussieren und diese
dann (ii) in angemessener Art und Weise mit Visualisierungstechniken und Graphzeichenmethoden hervorzuheben. In einem letzten Schritt (iii) sollte die Lesbarkeit der
Zeichnung durch Anpassungen verbessert werden, ohne dabei dem gesetzten Fokus
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zu widersprechen.
(i) Setzen des Fokus auf bestimmte Aspekte des Netzwerks:
Abhängig vom Anwendungsgebiet muss zunächst entschieden werden, welche
Aspekte (oder Eigenschaften) von besonderem Interesse sind. Wenn es z.B. um
die Analyse von Gruppenstrukturen in sozialen Netzwerken geht, könnte der
Fokus auf lokale Dichteeigenschaften gesetzt werden, weil man davon ausgeht,
dass die Gruppenmitglieder stärker untereinander verbunden sind.
In Teil I dieser Arbeit setzen wir den Fokus auf eine zusätzlich zum Graphen
gegebene Hierarchie, welche häufig als Organisationsstruktur verwendet wird.
In Teil II wird der Fokus auf lokale dichtebasierte Strukturen gesetzt.
(ii) Hervorhebung dieser Aspekte mittels visueller Darstellung:
Basierend auf dem gesetzten Fokus, müssen die gewählten Aspekte mit Visualisierungstechniken und Zeichenmethoden hervorgehoben werden. Die entsprechenden Ansätze hierfür werden in den Kapiteln aus Teil I und Teil II erarbeitet.
(iii) Verbesserung der Lesbarkeit:
In diesem Schritt geht es darum kleine Anpassungen vorzunehmen, die die Lesbarkeit verbessern, ohne dass die bisherige Darstellung zerstört wird. Eine solche
Anpassung ist z.B. das minimale Verschieben von Knoten, sodass sie sich nicht
überlappen und etwaige Beschriftungen lesbar sind.
Übersicht
In dieser Arbeit werden mehrere Ansätze entwickelt, die den oben genannten Prinzipien folgen, um schwer zu zeichnende Graphen, sogenannte Wollknäuele, trotzdem
sinnvoll darzustellen. Während in Teil I zu diesem Zweck hierarchische Abstraktion
verwendet wird, geht es in Teil II darum, lokale dichtebasierte Eigenschaften durch das
Filtern von unwichtigen Kanten hervorzuheben. In Teil III werden generelle Ansätze
entwickelt, welche die Lesbarkeit der visualisierten Netzwerke verbessern.
In Kapitel 2 werden die wichtigsten Begriffe und Definitionen kurz erläutert. Zusätzlich werden einige wichtige Methoden bzw. Visualisierungstechniken für das Zeichnen
von Graphen eingeführt, die später verwendet werden.
Teil I: Organization by Hierarchical Abstraction
In Kapitel 3 geht es darum, eine gegebene Hierarchie als Organisationsstruktur beim
Visualisieren von Teilgraphen zu verwenden. Hierzu wird zunächst ein Konzept, die sogenannte Referenzkarte eingeführt. Die Referenzkarte ist eine graphische Repräsentation
aller Knoten des Graphen unter Berücksichtigung der Hierarchie. Die Idee ist, dass
das Anordnen von Teilgraphen auf einer solchen Referenzkarte die Orientierung erleichtert und das Verständnis durch Bildung einer kognitiven Karte bei dem Benutzer
fördert.
In unserem Szenario wird die Referenzkarte mit Hilfe von multidimensionaler Skalierung (MDS) von Elementen in einer sogenannten Voronoi treemap erzeugt, bei

vi

der die hierarchische Struktur durch ineinander verschachtelte organisch aussehende
Flächen repräsentiert wird. Der Ansatz wird unter Anwendung auf eine Sammlung
von Nachrichtenartikeln praktisch erprobt.
In Kapitel 4 geht es um die schnelle Berechnung von Voronoi treemaps, welche für
die Integration der Referenzkarte in Echtzeitsysteme benötigt werden. Genauer gesagt zeigen wir, entgegen der allgemeinen Meinung, dass die Implementierung mittels
eines gewichteten analytisch berechneten Voronoidiagramms nicht nur möglich ist,
sondern auch schneller ist als vorherige auflösungsbasierte Ansätze, selbst wenn diese
die Grafikkarte zur Beschleunigung benutzen.
Teil II: Organization by Emphasizing Local Density Variation
In diesem Kapitel 5 schlagen wir einen Ansatz für das Zeichnen von Wollknäuelgraphen
vor, der die lokale Dichtevariation verstärkt. Die Methode basiert auf einem eindeutigen aufspannenden Teilgraphen, welcher nur einen Bruchteil der gesamten Kanten
enthält, dabei jedoch verbunden ist und viele der sogenannten lokal stark eingebetteten Kanten beinhaltet, welche innerhalb von Gruppenstrukturen verlaufen.
Um diese stark eingebetteten Kanten zu ermitteln, benutzen wir einen entsprechend
angepassten Simmelian backbone, der die Kanten dahingehend bewertet, wie stark die
dazugehörigen Knoten in ihrer lokalen Nachbarschaft übereinstimmen.
Eine intensive Evaluierung dieses angepassten Simmelian backbones auf empirischen und generierten Netzwerken deutet darauf hin, dass dieser gegenüber anderen
Kantenbewertungen zu bevorzugen ist.
In Kapitel 6 entwickeln wir einen asymptotisch und praktisch schnelleren Algorithmus für die Berechnung von Simmelian backbones. Zudem schlagen wir einen
effizienten Ansatz zur automatischen Ermittlung des Filterparameters vor, der uns
die richtige Zahl von zu entfernenden Kanten liefert, sodass die Gruppenstruktur hervorsticht. Die Evaluation auf realen und generierten Daten bestätigt die Effektivität
unseres Ansatzes im Bezug auf die Gruppenstruktur.
Teil III: Improving Visual Readability
Im dritten Teil geht es um Methoden, die die allgemeine Lesbarkeit von Netzwerkvisualisierungen verbessern. In Kapitel 7 schlagen wir einen neuen Ansatz zum Auflösen
von Überlappungen der Knotenformen vor und vergleichen diesen mit einem der bekanntesten vorherigen Ansätze. Anschließend beschäftigen wir uns in Kapitel 8 mit
dem Bündeln von ähnlich verlaufenden Kanten, um die Komplexität der Visualisierung zu reduzieren. Neben solchen Techniken für ungerichtete Graphen liegt der
Hauptbeitrag in der Einführung eines neuen Zeichenstils für gerichtete Netzwerke, sogenannte konfluente Zeichnungen bei denen die Richtung der Kanten durch monoton
steigende Krümmung der einzelnen Kantensegmente hervorgehoben wird.
Schließlich fassen wir noch einmal die Hauptbeiträge dieser Arbeit in Kapitel 9
zusammen.
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Chapter 1.
Introduction
Networks can be used to model and study many real world phenomena since they are
capable of representing pairwise relations between the items of interest. Computer
networks, biological networks, or social networks are just some of the most popular
examples.
Visualization of Networks allows to present, explore, and understand underlying
structural properties of these networks. The most commonly used representation is a
node-link diagram, where each item corresponds to a point (or node) and a relation
between two items is shown using a curve (or link) connecting the two points.
Appropriate visualizations using node-link diagrams allow to show the local as well
as the global context of nodes. While mapping to coordinates using, e.g., external
node attributes can help in certain cases to express information, we are interested in
the more complex task of emphasizing the underlying graph structure.
Fig. 1.1, for example, shows a node-link diagram of a collaboration network of a
research training group based on co-authorship relations. Every node corresponds to
a person who is either a member of the training group (orange) or a co-author (gray)
of them. Professors are highlighted by larger nodes. Note that no distinction is made
on the type of co-authoring.
The positioning of the nodes is only based on the underlying graph structure, using
graph drawing methods, where the overall goal is to represent the graph-theoretic
distance of two nodes using the Euclidean distance between the positions in the
drawing. Nodes having a small graph-theoretic distance should be close together and
nodes that have a large graph-theoretic distance should be far apart. An additional
post-processing step resolves the overlap among nodes and labels to improve the
readability.
The field of graph drawing is concerned with all kind of geometric representations of
graphs and its related combinatorial structures. See, e.g., the textbook of Di Battista
et al. (1999) or Tamassia (2013) for an introduction. The focus of this thesis is on
methods for drawing general undirected graphs.
Force-directed methods are among the most often used techniques for general undirected graphs due to their flexibility, simplicity, and their availability. See Kobourov
(2013) or Brandes (2015) for an introduction. The force-directed approach can be
considered as a special variant of multidimensional scaling for graph drawing and will
be explained in more detail in the next section.
Although the force-directed approach offers high quality results for many graphs,
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Figure 1.1.: Collaboration network based on co-authoring of the research training
group “Explorative Analysis and Visualization of Large Information Spaces” at the
University of Konstanz. Members of training group highlighted in red. Professors
are represented by larger nodes. Frequency of co-authoring mapped to edge thickness
and intensity. The layout is based on network structure only.
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its capabilities are often limited when a graph is too complex and exhibits specific
characteristics preventing it from unfolding its power and resulting in hairball like
drawings similar to Fig. 1.2(a). Note that the size itself is not the main source of the
problem. The main problem is that the distribution of the edges makes it hard to
represent the intrinsic structure.
While this problem could be approached by using different visual representations
of graphs, as, e.g., matrix diagrams, these typically suffer from similar problems; cf.
Fig. 2.5(a) and Fig. 2.5(b), due to the structural complexity. The resulting drawings
are often referred to as hairballs for node-link diagrams and snowflakes for matrix
diagrams (Jankun-Kelly et al., 2013).

(a) drawing original network
(hairball)

(b) focusing on local density variation
(Chapter 5 of Part II)

Figure 1.2.: Facebook friendships at California Institute of Technology (Caltech36).
Node color corresponds to dormitory (gray for missing values), but has not been
utilized in the layout algorithm. The layout in (a) is based on the entire network,
whereas (b) uses strongly embedded edges (dark gray) to emphasize local density
variation with a backbone layout.
The low variation of distances in densely connected networks makes it hard to identify and visualize the inherent structure. An obvious way of overcoming this problem
is to focus on certain aspects of the network and emphasize these aspects using various
visualization techniques and graph drawing methods. The general approach followed
throughout the thesis is the following:
1. Focus on specific aspects of the network
Depending on the application, we first need to decide which aspects of the network
we are interested in. For example, if we are interested in analyzing the community
structure in social networks, we might set the focus on local density, as we might
expect community members to be highly connected among each other. In Part I of
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this thesis we will focus on a given hierarchical structure on top of the general graph
structure and in Part II the local density will be the focus of interest.
2. Emphasize these network aspects in a visual representation
Based on the foci of interest, the aspects have to be emphasized using different layout methods and visualization techniques. The respective methods are developed
throughout the chapters in Part I and Part II of this thesis.
3. Improve the visual readability
In this final phase, small changes are made to improve the readability without destroying the overall layout or visual representation. In Fig. 1.1, for example, the nodes
are slightly shifted to remove the overlap between their labels.

Overview
Following these overall scheme, various approaches are proposed in this thesis by using
hierarchical abstraction (Part I) and filtering (Part II) to give insights in different
aspects of a graph. In Part III methods for improving the readability of network
visualizations in general are developed.
The chapter structure is as follows.
Chapter 2: Preliminaries and Related Work
The most important notations and definitions used throughout the thesis are defined
here. In addition to that we briefly review some of these graph drawing and visualization methods that are used several times throughout the thesis and discuss more
general related work.
Part I: Organization by Hierarchical Abstraction
Chapter 3: Organizing Subgraphs with a Reference Map
In this work we focus on hierarchical abstraction of graphs and develop the concept
of a reference map. Concretely, a reference map is a graphical representation of all
elements respecting their hierarchical organization. The method is based on the idea
that organizing subgraphs similarly to their arrangement on a fixed reference map
facilitates orientation and assessment by preserving a user’s mental map. Here, the
reference map is built from an MDS layout of the items in a Voronoi treemap, which
is a space filling visualization technique representing their hierarchical structure by
area inclusion. The approach is illustrated on an archive of newspaper articles.
Parts of this chapter were already published as part of a master thesis (Nocaj,
2011). The main contribution here is the elaboration of the reference map concept
and the extended discussion of cases for the application example.
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Chapter 4: Computing Voronoi Treemaps
Voronoi treemaps are very important for the reference map concept mentioned above,
due to their flexibility and stability. In this chapter we focus on their computation
and show that, contrary to the apparent popular belief, utilization of an algorithm for
weighted Voronoi diagrams is not only feasible, but also more efficient than previous
low-resolution approximations, even when the latter are implemented on graphics
hardware.
We describe its implementation and present evidence that it is faster also in practice.
Part II: Organization by Emphasizing Local Density Variation
Chapter 5: Untangling Hairballs
We propose a method to draw hairball graphs based on their local density variation.
The method is based on a spanning subgraph that is sparse but connected and consists
of strong ties holding together communities.
To identify these ties we propose a novel measure of edge embeddedness, which
is based on Simmelian backbones (Nick et al., 2013). Informally, an edge is well
embedded if its local neighborhood is well connected. The main idea of Simmelian
backones is to determine the degree of local agreement of two nodes at an edge, based
on a predefined ranking of their neighbors. An evaluation on empirical and generated
networks indicates that our approach improves upon previous methods using other
edge indices.
Chapter 6: Simmelian Backbones
We revisit the computation of Simmelian backbones, and propose an asymptotically
and practically faster algorithm for its extraction. In addition to that, we propose an
approach for automatic determination of the right filtering parameter, for which the
inter-cluster edges are most prominent. Experiments on real world and artificial data
show the effectiveness of our approach.
Part III: Improving Visual Readability
Chapter 7: Node Overlap Removal by Growing a Tree
Overlapping nodes or labels in a node-link diagram cause clutter and hinder the
readability. In this chapter we propose a new overlap removal algorithm that iteratively builds a minimum spanning tree on a Delaunay triangulation of the node
centers and removes the node overlaps by ”growing” the tree from a chosen root node.
The algorithm is simple, yet it produces high quality layouts and usually runs several
times faster than the widely used PRISM algorithm.
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Chapter 8: Stub Edge Bundling and Confluent Spirals
Edge bundling is a technique to reduce clutter by routing parts of several edges along
a shared path.
In contrast to previous approaches, we here propose methods that bundle edges at
their ends rather than their interior. This way, the edge curves point in the general
direction of all neighbors in that bundle, and ambiguity is avoided altogether. For
undirected graphs our approach yields curves with no more than one turning point.
For directed graphs we introduce a new drawing style, confluent spiral drawings, in
which the direction of edges can be inferred from monotonically increasing curvature
along each spiral segment.
Chapter 9: Conclusion
The main results and contributions are summarized.
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Chapter 2.
Preliminaries and Related Work
In the following, we shortly define the most frequently used terms throughout this
work. Further details can be found in West (2001) about graph theory, Cormen et al.
(2009) about graph algorithms, and Schneider and Barker (1973) about matrices and
linear algebra.

2.1. Graph Terminology
Graphs The most central object in this work is a graph G = (V, E) with n = |V |
vertices (or nodes) and m = |E| edges (or links) where E ⊆ V × V consists of pairs
of vertices. Throughout this work, we will use the term vertex, unless the shape of
the vertex is of importance. In this case we will use node.

A graph is called undirected if the vertex pair {u, v} ∈ E ⊆ V2 is an unordered
subset, and directed if a vertex pair (v, w) ∈ E ⊆ V × V is ordered. If the context is
clear, we will use (u, v) ∈ E to denote an undirected edge, for convenience.
Two vertices u, v ∈ V are called adjacent if e = {u, v} ∈ E. Each of the two is said
to be incident to the edge e.
The neighbors or neighborhood N (v) of a vertex v ∈ V is the set of vertices that are
adjacent to v. If the graph is directed then N + (v) is the set of outgoing, and N − (v)
the set of incoming neighbors. The cardinalities d(v) = |N (v)|, d+ (v) = |N + (v)|, and
d− (v) = |N − (v)| are called degree, outdegree, and indegree.
We define an edge-induced subgraph G0 = (V, E 0 ) as a graph with the same set of
vertices as G but with E 0 ⊆ E being a subset of the original edges. Note that this
definition also allows for isolates.
Subgraphs A graph K = (V 0 , E 0 ) is said to be a subgraph of a graph G = (V, E),
if and only if V 0 ⊆ V and E 0 ⊆ E.
Weights A weighted graph G = (V, E, ω) has a function ω : E → R≥0 which assigns
a non-negative real weight to each edge e ∈ E. An undirected graph can be considered
as uniformly weighted with, e.g., w(e) = 1, for each edge.
Distances A path from u to v is a sequence of edges connecting a sequence of
distinct vertices u = v1 , e1 , v2 , e2 , . . . , ek−1 , vk = v with ei = {vi , vi+1 } ∈ E for i =
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1, . . . , k − 1. The length of a path is the number of edges it contains. For convenience
we also write for short path(u, v) = (v1 , . . . , vk ). For a directed path the edges are
required to be directed from vi to vi+1 . The shortest (or geodesic) path between u
and v is the path with minimal length. The graph-theoretic distance between two
vertices is the length of a shortest path between them.
For a weighted graph, the length of a weighted path is defined as the sum of edge
weights along that path. The weighted shortest-path distance between two vertices
is the length of the minimum length path among these two vertices.
Dense Graphs Typically, an undirected simple graph G is called to be dense if
its number of edges is approximately quadratic in the number of vertices and sparse
otherwise. Formally, this definition only makes sense for an infinite series of graphs
with varying number of vertices.
In the context of this work, we say a that a series of graphs is sparse if the number
of edges m ∈ O(n log n). In practice, many of the real world graphs, although being
highly connected and having a small average shortest path, are not dense. We call
these networks to be locally dense.
Graphs and Matrices
is defined as

The adjacency matrix A = (aij )n×n of a graph G = (V, E)
(
1 if (vi , vj ) ∈ E
aij :=
0 otherwise.

Although the adjacency matrix representation is often used for describing algorithms,
its complexity is quadratic in |V |. Succinct representations, as e.g., adjacency lists,
which do not explicitly store the zero entries can be used to avoid the quadratic
complexity.
The graph-theoretic or geodesic distance matrix D = (dij )n×n for vi , vj ∈ V represents the pairwise shortest path distances between the vertices.
Layout A layout for a node-link diagram of a graph G = (V, E) is defined by ddimensional coordinates pv ∈ Rd for all v ∈ V . For most applications d = 2 is
considered. In addition to that a visualization of a node-link diagram contains many
more parameters as node shape, size, color, and so on, can be crucial for the overall
visual readability.
Hierarchically Clustered Graph A hierarchically clustered graph GC = (G, T )
is a graph G = (V, E) together with a rooted tree T = (V ∪ C, H, r) with leafs on
V , root r ∈ C. We call C the set of clusters and H the hierarchy. Additionally,
we require the edges in H to be directed away from the root. We call the outgoing
neighbors of v ∈ V ∪ C also the children of v:

children(v) = N + (v) = w ∈ V ∪ C (v, w) ∈ H ,
(2.1)
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and the least common ancestor, LCA(v, w) the first common vertex x ∈ C which v
and w have in common when walking towards the root in the hierarchy.
The descendants(v) are all leafs reachable from a vertex v along the tree T .

2.2. Multidimensional Scaling for Graph Drawing
Let V = {1, . . . , n} be a set of n objects and let D ∈ Rn×n be a square matrix of
dissimilarities (or distances) for each pair of objects i, j ∈ V . The goal of MDS is to
find a matrix X = [x1 , . . . , xn ]T ∈ Rn×d of d-dimensional coordinates x1 , . . . , xn ∈ Rd
such that
kxi − xj k ≈ dij
(2.2)
is met as closely as possible, for all i, j ∈ V . For two-dimensional layouts we consider
d = 2.
The objects could be, e.g., cities and dij the Euclidean distance on them would
be the dissimilarities1 . Then xi would be the 2d-coordinates of city i. Since the
Euclidean distance is invariant against translation, reflection, or rotation, one can
only recover coordinates with respect to these transformations. See Cox and Cox
(2001) or Borg and Groenen (2005) for a general introduction to this topic.
Application to Graph Drawing In the case of graph drawing the distance dij
reflects the graph-theoretic distance between two vertices i and j. The commonly
used techniques are
• Classical Scaling and
• Distance Scaling.
Classical scaling is based on spectral decomposition of the derived inner product
matrix and yields an essentially unique solution (coordinates), while distance scaling
iteratively improves the layout, given initial positions, by adapting the coordinates
to fit given distances.
The experimental study of Brandes and Pich (2009) suggests that using classical
scaling as initialization for the graph layout and then improving the layout by minimizing the stress with distance scaling using stress majorization (Gansner et al.,
2005a) yields the best results in general. While the classical scaling of the first step
creates layouts with good representations of large distances, the second step improves
local details of the layout. For the first step, the study suggests to use PivotMDS
(Brandes and Pich, 2007) as an approximation of classical scaling, which scales very
well to large graphs.
The study suggests in particular that the combination of these techniques is superior
to the often used force-directed methods (Eades, 1984; Fruchterman and Reingold,
1991; Kamada and Kawai, 1989), since it is faster and yields better results with
1

For simplicity consider a flat 2d surface.
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respect to representing the graph-theoretic distances as Euclidean distances in the
final layout. Figure 2.1 shows an example.
Since this combination of techniques will be used throughout this thesis, we will
explain them in the context of classical and distance scaling in the next two sections.
An extensive review of MDS methods in graph drawing is given by Pich (2009) and
Klimenta (2012).

2.2.1. Classical Scaling
Originally proposed by Schoenberg (1935) and Young and Householder (1938) the
goal is to derive coordinates only by using given pairwise Euclidean distances on a
set of points. We briefly explain classical scaling and its approximation PivotMDS.
Let the coordinates xi and xj be the points in a d-dimensional Euclidean space for
i, j ∈ V with Euclidean distance
d2ij = (xi − xj )T (xi − xj ).

(2.3)

The inner product matrix B is defined as
[B]ij = bij = xTi xj .

(2.4)

After deriving the inner product matrix B using the squared distances of dij , the
coordinates can be recovered by using the spectral decomposition of B into
B = QΛQT ,

(2.5)

where Λ = diag(λ1 , λ2 , . . . , λn ), the diagonal matrix of eigenvalues {λi } of B, and
Q = [q1 , q2 , . . . , qn ] the matrix of normalized eigenvectors qi with qi qiT = 1. Let the
eigenvalues be sorted in decreasing order λ1 ≥ λ2 ≥ . . . ≥ λn . Since n − d eigenvalues
are zero B can be written as
B = Q̄Λ̄Q̄T ,

(2.6)

with Q̄ = [q1 , . . . , qd ] and Λ̄ = diag(λ1 , . . . , λd ). The sought coordinates matrix
X = [x1 , . . . , xn ] is then given by
1

X = Q̄Λ̄ 2
1

1

(2.7)

1

with Λ̄ 2 = diag(λ12 , . . . , λd2 ).
Using the fact that the distances do not change by a global translation, one can
assume that the centroid over all coordinates is placed at the origin
n
X
i=1

10

xik = 0

(k = 1, . . . , d),

(2.8)
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(a)

(b)

Figure 2.1.: Drawing of a collaboration network (from Chapter 1, page 2) using a
spring-embedder (a) and a stress based approach (b). Both methods are initialized
with PivotMDS. Pairwise graph-theoretic distances are represented more clearly by
the stress based approach (Brandes and Pich, 2009).
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which allows reconstruction of the inner product matrix B (Cox and Cox, 2001, page
33)
1
B = − Jn D(2) Jn ,
2

(2.9)

with centering matrix Jn = In − n1 1nn , 1nn being the n-by-n matrix of ones, and D(2)
the distance matrix where each entry is squared.
PivotMDS: Approximating classical scaling Brandes and Pich (2007) propose
to improve the scalability of classical scaling by approximating the distance matrix
D using only k pivots from V . The resulting partial distance matrix DP


d1,1
 d2,1


DP =  d3,1
 ..
 .


. . . d1,k
. . . d2,k 

. . . d3,k 
 ∈ Rn×k
.. 
. 

(2.10)

dn,1 . . . dn,k
contains only a subset of the columns of D. The pivots can be chosen with various
strategies (Brandes and Pich, 2007), such that a good approximation to the shortestpath distances in the graph is given. The eigenvectors of B are approximated without
computing B, but a smaller matrix C
1
(2)
C = − Jn DP Jk ,
2

(2.11)

with Jn and Jk being the centering matrices as in Eq. (2.9). Since the eigenvectors
of BB T are the same as of B, but with all eigenvalues squared, the eigenvectors of
CC T can be used to approximate the eigenvectors of BB T and thus B.
As already stated PivotMDS approximates the global distances very well. Using it
as initialization for distance scaling allows to improve the local details.

2.2.2. Distance Scaling by Stress Minimization
In distance scaling the vertices of a graph are directly arranged to improve a given
objective function which incorporates the given distances. Unlike for classical scaling,
no algebraic solution is known.
While there are different variants of distance scaling, often also referred to as forcedirected or energy-based layout methods, we will concentrate on the so called stress
as an objective function. This objective function will be minimized iteratively until
a local minimum is reached. The main advantages of stress based distance scaling
compared to classical scaling are its:
• Flexibility: Incorporation of various layout constraints using stress terms (Dwyer
et al., 2005a, 2009; Dwyer and Marriott, 2008).
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• Local Details: Initialized with classical scaling, local distances are represented
very well (Brandes and Pich, 2009).
As in the classical scaling for each pair of nodes i, j ∈ V there is an ideal distance
dij ∈ R+ . The goal is to find a matrix X = [x1 , . . . , xn ]T ∈ Rn×d of d-dimensional
coordinates x1 , . . . , xn ∈ Rd such that
kxi − xj k ≈ dij

(2.12)

is met as closely as possible, for i, j ∈ V . A vertex i has the position xi ∈ Rd and the
axes of the layout are given by X (1) , . . . , X (d) ∈ Rn , with d = 2 for two-dimensional
drawings.
The deviation of the ideal distances of the vertices causes the so-called stress
(Kruskal, 1964):
X
stress(X) =
wij (||xi − xj || − dij )2 ,
(2.13)
i<j

where the weighting is typically chosen to be wij = 1/d2ij to better emphasize local
distances. The stress is reduced in each iteration, until convergence.
Stress Majorization Gansner et al. (2005a) show how to bound the stress from
above using a quadratic majorant F X (Y )
stress(X) ≤ F X (Y )

(2.14)

with equality for X = Y . Instead of the original function, this function can then be
minimized more robustly using various methods. The localized method, as Gansner
et al. (2005a) call it, iteratively moves each vertex i ∈ V to the weighted average of
the voted positions it got from all other vertices, thus for each dimension a = {1, 2}


P
(a)
(a)
(a)
j6=i wij xj + dij (xi − xj )/kxi − xj k
(a)
P
Xi ←
.
(2.15)
j6=i wij
More formally, the minimum of F X (Y ) can be derived by differentiating by Y and
solving the resulting system of linear equations for each dimension a separately
w (a)
X (a)
=
|L Y
{z L X },

(2.16)

Ax = b

where Lw is the weighted Laplacian matrix, Y (a) the vector of unknown coordinates
for dimension a, and LX a matrix depending only on the current layout X: More
precisely for i, j ∈ V
(
−wij
if i 6= j
w
L =
(2.17)
P
k6=i wik if i = j
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X

L

(
−wij dij /kXi − Xj k
=
P
− k6=i LX
ik

if i 6= j
if i = j

(2.18)

In fact, the localized method corresponds to the first iteration of the Jacobi method
for solving (2.16) (Klimenta, 2012, page 135).
Since (2.16) is of the form Ax = b where A is a positive semi-definite matrix one can
use the Conjugate Gradients method (Hestenes and Stiefel, 1952; Shewchuk, 1994)
to solve the system of linear equations iteratively. Due to the sparseness of A one
iteration needs only O(|V |) time using, e.g., a compressed row format for the matrix
representation (Saad, 2003). Although using the localized method will be sufficient
for most cases (Brandes and Pich, 2009), we will see in Chapter 7 that in some special
cases it might make a huge difference in terms of runtime which method is used.

2.3. Voronoi Treemaps
Much data is either inherently hierarchical, or purposefully made hierarchical for
comprehension, abstraction, or interaction. The hierarchical inclusion relations can
be represented in a rooted tree, where singleton sets of base elements form the leaves,
and each inner node represents the union of the sets represented by its children.
Treemaps have been proposed as a space-filling representation of such inclusionhierarchy trees (Shneiderman, 1992). Although not named as such Bertin (1967)
gives already drawings of them as a way of representing a rooted tree (Bertin, 1974,
278).
Each node of the hierarchy tree is depicted by a rectangle, and rectangles are subdivided recursively into smaller rectangles depicting the children of the corresponding
tree node. In most applications, base elements have associated weights, and the area
of a rectangle is required to be proportional to the total weight of the corresponding
subset. There are several other degrees of freedom in this representation, in particular
with respect to layout and rendering, and many of them have been utilized in various
applications (Shneiderman, 2009).
A special variant are Voronoi treemaps (Balzer and Deussen, 2005), in which more
general polygons are used instead of rectangles. To the best of our knowledge, Andrews et al. (2002) were the first to suggest the nesting of Voronoi diagrams to represent a hierarchy. But their suggested heuristic was not picked up due to the lack
of good aspect ratio. Only after Balzer and Deussen (2005) defined the polygons as
the regions of centroidal Voronoi diagrams (CVD) and named it Voronoi treemap, it
was made use of. Using CVDs results in a visualization which has good aspect ratio
and an appealing, organic look to it. Moreover, Voronoi treemaps are more robust
with regard to changes in time-varying hierarchical data and tend to provide distinguishable and memorable polygon shapes, which makes it easier for users to exploit
spatial memory.
We briefly review the basic concepts necessary to define Voronoi treemaps.
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2.3.1. Voronoi Diagrams
Given a set S of n distinct points in the plane, called sites, the corresponding Voronoi
diagram divides the plane into regions, one for each site. Each region, called (Voronoi)
cell, consists of exactly those points that have the same closest site. Since display
space is usually bounded, we consider bounded Voronoi diagrams that divide up some
convex area (e.g., a rectangle) rather than the entire plane.
Formally, we are given a bounded, convex area Ω ⊂ R2 and a set of sites S =
{s1 , . . . , sn }. For each point si ∈ S its associated cell V(si ) is defined as
V(si ) = {p ∈ Ω : kp − si k < kp − sk for each s ∈ S − si }

(2.19)

p
where kp1 − p2 k = (x1 − x2 )2 + (y1 − y2 )2 is the Euclidean distance of points p1 =
(x1 , y1 ) and p2 = (x2 , y2 ). Each cell Vs = V(s) is bordered by a polygon Vs of
points that have equal distance to at least two sites, or belong to the boundary of Ω.
Furthermore the area of a cell (region) is denoted by A(Vs ).
An (ordinary) Voronoi diagram is thus defined as the collection of cells,
V (S) = {V(s1 ), . . . , V(sn )} .
It can be computed in O(n log n) time using any of a variety of algorithms (Goodman
and O’Rourke, 2004).

2.3.2. Area Requirements
The area of a cell depends on the relative position of its associated and neighboring
sites. Since the cells of a Voronoi diagram are going to be used to depict numerical
data elements, we require a mechanism to control their area better.
To have the possibility of influencing the size of the cell area, weighted Voronoi
diagrams can be used. Let W (S) = {w1 , w2 , . . . , wn } be a set of positive real weights
wi = w(si ) ∈ R>0 associated with sites S = {s1 , . . . , sn }.
Two generalizations of Voronoi diagrams that take weights into account are common, both defined by substituting a weight-dependent distance for the Euclidean
distance in (2.19). In the additively weighted (AW) Voronoi diagram (Fortune, 1987),
kp − si k is replaced by kp − si k − wi . Note that the boundaries between pairs of sites
thus become hyperbolic curves. In the power weighted (PW) Voronoi diagram (Aurenhammer, 1987), or power diagram for short, kp − si k2 − wi is used instead and
boundaries remain polygonal, cf. Fig. 2.2.
In either variant, increasing a single weight increases the area of the associated cell.
While the relation between weights and areas is monotonic, it is in general non-linear.
Note also that cells are empty when the defining site is “closer” (w.r.t. to the modified
distances) to another site than to itself. This does not happen in ordinary Voronoi
diagrams.
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(a) additively weighted

(b) additively power weighted

Figure 2.2.: Two variants of weighted Voronoi diagrams with circle radii representing
weights. Bisectors are hyperbolic arcs for additively weighted Voronoi diagrams (a)
and straight lines for power diagrams (b).

2.3.3. Centroidal Voronoi Diagrams
In addition to accuracy in the representation of magnitudes, we would like to ensure
good readability. An important readability aspect, among other things supporting
the visual comparison of areas, is the aspect ratio of cells, i.e. the ratio of the lengths
of sides of the smallest enclosing rectangle. Aspect ratio can be changed by moving
sites, and it has been shown that, for ordinary Voronoi diagrams, aspect ratio close
to one is achieved when sites are evenly distributed and located in the centroid (the
center of mass) of their cell (Liu et al., 2009). The latter property defines centroidal
Voronoi diagrams (CVDs).
Note that the subdivision of a rectangle by parallel lines as in the slice-and-dice
technique (Shneiderman, 1992) also yields, in fact, centroidal Voronoi diagrams (the
sites would have to be placed at the center of each rectangle), but the resulting
subrectangles are often long and thin and thus have very poor aspect ratio.

2.3.4. Voronoi Treemaps
A Voronoi treemap is the recursive subdivision of a region into the cells of a centroidal
Voronoi diagram defined as follows.
Let O = {o1 , . . . , on } be a set of objects, each with an associated positive real value
vi ∈ R>0 , i = 1, . . . , n. We define v : 2O → R>0 as the additive extension to subsets
of P ⊆ O,
X
v(P ) =
vi .
i : oi ∈P

A hierarchical partition of O is a rooted tree T = (P, I; r) with nodes P representing
subsets of O and edges I representing set inclusion. The root r ∈ P represents O
and the leaves represent exactly the singleton sets {oi }, i = 1, . . . , n. We will identify
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(a)

(b)

(c)

Figure 2.3.: A hierarchical partition with uniform leaf values (top) and recursive
construction of a Voronoi treemap (a–c) using the power diagram. Dots correspond
to the sites which generate the cells.
nodes in the tree with the subsets they represent. Each inner node represents the set
formed by the union of the sets of its children.
A hierarchical partition is represented by a Voronoi treemap, if the bounding region
represents the entire set of objects, this region is subdivided by a centroidal Voronoi
diagram with one cell per child of the root and these cells are subdivided recursively
such that the leaves are represented by cells with an area (approximately) proportional
to their value. Figure 2.3 illustrates this process.
The children of p ∈ P are given by children(p) = {x ∈ P : x ⊂ p}. We denote by
v(c)
A(Vp ) · v(p)
the target area of c ∈ children(p).

2.4. Hierarchical Edge Bundling
Visualizing the edges by straight line segments results in a clutter, even for small
graphs. By bundling edges which structurally have something in common, one can
reduce the clutter and thus improve the readability in a visualization.
If a hierarchy is given on the vertices, Holten (2006) suggests to use the underlying
hierarchical structure to bundle the edges.
Edge Routing Let there be a hierarchically clustered graph GC = (G, T ) with a
rooted tree T = (V ∪ C, H, r) and root r ∈ C.
For an edge e = (u, v) ∈ E, let path(u, v) = (u = c0 , . . . , ck = v) be the vertices on
the shortest path between u and v on T . The main idea of Holten’s edge routing is
that two edges should be routed in a similar way, if they share parts of their shortest
path on T .
The control polygon is created by using the centroid positions of all vertices along
the path from the start vertex u to the end vertex v:


CP (u, v) = p(c0 ), . . . , p(ck ) ,
(2.20)
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where
X

p(ci ) =

pw /|descendants(ci )|

(2.21)

w∈descendants(ci )

is the centroid coordinate of the descendants of the i-th vertex on path(u, v).
To route the final curve smoothly, cubic Bézier curves (McConnell, 2006) are concatenated along the points of the control polygon. One single such Bézier curve is
defined on 4 points p0 , . . . , p3 as
BC(t) = (1 − t)3 p0 + 3t(1 − t)2 p1 + 3t2 (1 − t) ∗ p2 + t3 p3 ,

(2.22)

where t ∈ [0, 1] describes the position on the curve (Fig. 2.4).
As Holten (2006) describes, one can control the bundling strength by straightening
the control polygon with a parameter β ∈ [0, 1] in the direction of the segment between
the first and last control point. The straightened control polygon for pi = p(ci ) is
then given by:


i
p0i = β · pi + 1 − β p0 + (pk − p0 ) .
(2.23)
k
In addition to that Holten (2006) suggests to remove the least common ancestor
(LCA) from the control polygon in order to smooth the curves even more.
p2
p1
×
t=0.5

p0

p3

Figure 2.4.: Cubic Bézier curve and its point construction for t = 0.5.

2.5. Related Work
In this section we will briefly discuss work on related visualization techniques on a
high level perspective. A more detailed discussion will be done in the respective
chapters of this thesis.
We first discuss related work on matrix based representations and then review
visualization methods based on node-link diagrams which make use of hierarchical
abstraction or filtering.
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(a) node-link diagram
• Task 1: approximate estimation of the
number of nodes in the graph
• Task 2: approximate estimation of the
number of links in the graph
• Task 3:
node

finding the most connected

• Task 4: finding a node given its label

(b) matrix diagram

• Task 5: finding a link between two
specified nodes
• Task 6: finding a common neighbor
between two specified nodes
• Task 7: finding a path between two
nodes

Figure 2.5.: Experimental setup and tasks by Ghoniem et al. (2005). Color only
used for explanation of the different representations.

2.5.1. Matrix based Techniques
Typically, node-link diagrams are preferred over matrix based visualizations of the
adjacency matrix (Fig. 2.5). For example, in the handbook of graph drawing and
visualization (Tamassia, 2013), only the section on social networks (Brandes et al.,
2013) is referring to matrix based representations of graphs .
Nevertheless, matrix diagrams, as discussed by Bertin (1974, p.279) already in
1967 in its original book (Bertin, 1967), allow to reduce the visual overload when
representing complex graph structures. As already noticed by Brandes et al. (2013),
matrix diagrams where used even earlier by Forsythe and Katz (1946) or Moreno
(1953) for the analysis of social relations.
The cells of a matrix are well organized and thus cause only little clutter. This
allows to visualize even nearly complete graphs in a clear manner. The ordering of the
rows and columns is the key to reduce the complexity and emphasize the important
information. Typically, the bandwidth along the diagonal is being minimized to allow
the emphasizes of, e.g., cohesive groups. See Mueller et al. (2007) for methods on
vertex ordering.
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In a user study by Ghoniem et al. (2005), the node-link diagram is compared with
the matrix diagram based on the user performance on seven low level tasks (Fig. 2.5).
The authors conclude that “node-link diagrams are well suited for small graphs, and
matrices are suitable for large or dense graphs”.
While the main problems of node-link diagrams are the vertex positions, the main
problem for the matrix is the ranking of the vertices. Ghoniem et al. (2005) use
random graphs for testing and a structure based layout for the node-link diagram,
but not a structure based or random ranking for the matrix diagram. This results
in a random placement of the vertex labels in the node-link diagram, but in an
alphabetically ordered labeling of the rows and column. Tasks related to finding a
vertex with a specific label are obviously easier to perform on a lexicographically
sorted list of rows, than to a randomly distributed set of labels in the plane. To not
bias towards the matrix representation, the labels should not be sorted along the rows
and columns. Otherwise for the node-link diagram, one could also place the vertices
ordered alphabetically in a circle to have a similar effect.
While the low level tasks are a good starting point for a user study, more realistic
tasks need to be tested in the future. One such task, from our personal experience in
analysis and exploration of networks, would be to, e.g., identify cohesive groups in the
network and their global context in the network. Using simple synthetic data with
an underlying planted partition model would be one possibility for doing that. Of
course the results are strongly dependent on the used layout or ordering algorithms.
MatrixExplorer (Henry and Fekete, 2006) is a system using the node-link and the
matrix representation side by side allowing to profit from both advantages by linking
the views using color selection. Elmqvist et al. (2008) develop interactive zooming
techniques to explore a graph in different levels of detail using the matrix representation.
Hybrid attempts to overcome the weaknesses to path-related tasks on matrix diagrams have been proposed by several authors (Henry and Fekete, 2007; Henry et al.,
2007; Shen and Ma, 2007). As the required area is very large for matrices (quadratic
in the number of vertices), Dinkla et al. (2012) suggest techniques for compressed
visualization of gene regulatory networks.
The organized form of matrices also allows for easy extension and visualization of
additional information for each dyad (Brandes and Nick, 2011).

2.5.2. Hierarchical Abstraction
When the complexity gets too high, priorization is important. Multilevel hierarchical
aggregation is a way of abstracting in a well defined way, which is especially useful,
as the hierarchy allows for expansion and contraction in a clearly structured way.
Depending on the application the hierarchy might be given by external (structure
independent additional information) or is first derived based on the graph structure.
Eades and Feng (1996) already proposed in 1996 methods to visualize hierarchically
clustered graphs in 2D and 3D using convex and rectangular shapes. Schaffer et al.
(1996) discuss zooming algorithms for hierarchically clustered graphs which allow to
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emphasize local details in a global context.
Later, Eades and Huang (2000) investigate the navigation along the hierarchy by
extending the force-directed approach with additional forces for the hierarchy. Van
Ham and van Wijk (2004) extend the force model of Noack (2003) such that the
clustering structure is better emphasized. They suggest a semantic zooming behavior
allowing the user to increase the level of detail by moving the mouse pointer closer
to a region of the aggregated graph visualization.
Tominski et al. (2006) extend fisheye technique for tree views and explore lensing
as an interaction method. As an alternative to geometric distortion, Gansner et al.
(2005b) propose a topological fisheye view where the layout is refined based on an
aggregated topology.
ASK-GraphView (Abello et al., 2006) is a system for clustering and visualizing
large graphs, allowing interactive navigation by limiting the number of shown nodes
and edges at a point in time. In contrast to that, van Ham and Perer (2009) support
exploration by showing a subgraph in local vicinity based on a focal node and pointing
users to possibly interesting directions by emphasizing structurally important vertices.
The perception of single vertices is not really possible for the human eye if the number of vertices is too large. For this reason techniques emphasizing only the visually
perceivable patterns using computer graphics techniques are developed, e.g., using implicit 3D surfaces (Balzer and Deussen, 2007) or isobar like density approximations
in 2D (Zinsmaier et al., 2012).
Hu et al. (2010) propose to visualize graphs with a set of clusters (a single level
hierarchy) using the a geographic map style. Similar to that Hawes (2013) suggests
a visualization technique for codebases, in which the first level of the codebase hierarchy is represented as a geographic map with Voronoi treemaps for the subsequent
hierarchy levels.

2.5.3. Edge Filtering
The main idea of edge filtering is that not all edges have the same relevance considering
a specific aspect of the network. Since many algorithms for analysis and visualization
of networks try to consider every edge, they can easily be confused by the unimportant
edges. The importance of edges can change, or even completely invert, depending on
the aspect of the network we are looking at.
Although the filtering of vertices might be an option for some applications, we will
focus on filtering of edges in this work.
While stochastic filtering (or random sampling) techniques (Batson et al., 2013;
Saha et al., 2013) might help to reduce the complexity of a network, we do not
consider them due to the randomness.
Edge filtering techniques can then be broken down to choosing a scoring function
for the edges, often referred to as edge metric, and deciding on a global or local
selection scheme for the actual filtering.
Various metrics have been proposed for edge filtering (Melançon and Sallaberry,
2008) and the related link prediction problem (Liben-Nowell and Kleinberg, 2007).
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Based on a predefined weighting of the edges, there are also various approaches for
the selection process, e.g., locally for each vertex Satuluri et al. (2011); Serrano et al.
(2009) or on a global level by defining a threshold.
In Chapter 5 we will elaborate more on edge filtering techniques and their usefulness
for the visualization of locally dense graphs.
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(a) reference map (entire database)

(b) query hits by relevance and similarity

Figure 3.1.: Maintaining the global organization of subsets in hierarchically clustered
document collections.
In this chapter we will focus on the hierarchy as an organizational structure for the
visualization of subgraphs. To foster understanding, we will discuss our approach in
the context of search result visualization, where the search results and their relations
between each other correspond to the subgraph we want to visualize.

3.1. Introduction
We consider the visual representation of search results in hierarchically structured
information spaces containing interrelated units. The application inspiring this work
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is an organizational knowledge base consisting of documents and a similarity relation,
but digital libraries, data warehouses, inventories, intranets, and wikis are but a few
examples of applications posing similar problems.
Search results are predominantly represented as relevance-ordered lists. While these
have proven very efficient for the identification of the most relevant hits, they do
not lend themselves to conveying a sense of “location” in the information space, or
relations among the hits. These aspects may be important, however, if the primary
purpose of the query is not to find the most relevant items (relative to the query) but
to assess properties of the entire set of search results.
Alternative graphical representations have been proposed that show hits in their
context, the distribution of hits, or relations among hits. They will be discussed in
Sect. 3.2.
We combine some core elements of such approaches with more elaborate layout
algorithms and introduce the concept of a reference map to help users build a mental
map of the information space. Concretely, a reference map is a graphical representation of all elements in the database respecting their organization. The visualization
of a query result is organized in the same way but adapted to the subset of data
units matching the query. Using techniques from dynamic graph layout, we make
sure that the spatial organization of adapted maps resembles that of the reference
map without showing irrelevant information. In the extreme case of a universal query,
the result map is supposed to be identical to the reference map. Figure 3.1(a) shows
a reference map, which is computed in advance and considers the similarities of the
textual hierarchy items. Although the elements are not shown here, every element
has a position in this reference map. After entering a query, irrelevant subhierarchies
are filtered and areas of remaining hierarchy elements are adjusted according to relevancy with respect to the query (Fig. 3.1(b)). Search hits are represented as nodes
with additional links representing an apparent degree of similarity.
The entire work flow of our approach is summarized in Fig. 3.6. For contextualization, however, we first review related work in Sect. 3.2 and formalize the setting in
Sect. 3.3, together with a brief review of the basic building blocks employed in our
approach. The approach itself is outlined in Sect. 3.4 and quantitatively evaluated in
Sect. 3.5. We conclude with a brief discussion.

3.2. Related Work
Two complementary notions of information context support the positioning of informational units in an information space: hierarchical organization and horizontal
relationships. For hierarchical structure in particular, a study of educational digital libraries found great potential for its use also in the organization of search results (Clarkson et al., 2005). We next review previous approaches that make use of
at least one of the above types of information context.
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3.2.1. Placement by Similarity
The idea of a global map, in which units are organized by similarity, is the basis of
WebSOM (Kaski et al., 1998), a system for querying document collections. Based on
feature vectors describing the documents, a self-organizing map (Kohonen, 1998) is
used to create the thematic map, consisting of document locations and automatically
extracted labels. The feature vector of a query document can then be located on the
map, and similar documents are found in its vicinity.
SPIRE (Thomas et al., 2001) is similar to WebSOM: It represents documents as
stars in a galaxy. Peaks in a region describe high concentration of similar documents.
It furthermore offers more possibilities for mapping meta data to the visualization.
Galaxy of News (Rennison, 1994) also constructs relations between related news
articles, but allows exploration of the data through navigation and visualization of
categorical keywords. Selecting a keyword changes the view and puts the corresponding part of the information space into focus. We extend this idea in order to allow
focusing on several parts of the information space by providing more visible area
for their visualization. The idea of focusing on certain parts of information space is
incorporated in our approach by using more visible area for these parts.
Another interesting method is TopicNets (Gretarsson et al., 2012), where documents, topics, and other semantic units from text corpora are represented as a nodelink diagram (graph), in which the layout is iteratively refined after filtering is applied
on the graph. Although we do not use topics, we also refine the layout after filtering
the search space according to a given query and its results, but in addition to this we
also preserve a given hierarchy.

3.2.2. Placement by Hierarchical Structure
The idea of Cat-A-Cone (Hearst and Karadi, 1997) is to provide a navigation interface
for a hierarchy by using cone trees in a three dimensional view. This supports the
localization of leaf items since they are placed in the context of a hierarchy. Instead
of using a three dimensional view, we will use a space filling visualization to show the
hierarchy and relate the items to it.
While the Hyperbolic Browser (Lamping et al., 1995) represents a tree or a hierarchy in two dimensions by using hyperbolic arcs in 2D, the H3 Browser (Munzner,
1997) uses a 3D sphere for the same visualization. Important elements can be put
on focus by reorganizing the tree such that the desired elements are located in the
center. Instead of putting the important parts of the hierarchy into the center, we use
the size to increase visibility. This allows several different hierarchy parts to come to
the fore.
ResultMaps (Clarkson et al., 2009) is a treemap based visualization which is used
in addition to the normal ranking based list representation. By using Squarified
treemaps (Bruls et al., 1999), a good aspect ratio is achieved, which simplifies the
perception of the visible objects. Unit items resulting from a search query are contextualized by highlighting the corresponding rectangles with a categorical color. We
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also use a space-filling approach to visualize the hierarchy, but adapt the space-filling
technique to use the available area for the important parts of the hierarchy, e.g.,
according to the score of the search results.

3.2.3. Placement by Similarity and Hierarchical structure
InfoSky (Andrews et al., 2002) uses Voronoi diagrams to partition the space into galaxies according to categories. The search results of a query are placed as small stars,
according to their similarity into these static galaxies. Search results are highlighted
in these galaxies and further interactive exploration is possible. As a commercial
attempt, WebMaps (Iron et al., 2001) is very similar to InfoSky, but partitions the
space in a different way for a set of categories by using a grid. In comparison to this,
our result visualization is not static, but is modified dynamically according to the
query hits.
Another space-filling approach is Information Pyramids (Andrews et al., 1997),
which concentrates on a 3D treemap view to represent the hierarchy and the corresponding items.
In contrast to the previous approaches, FacetAtlas (Cao et al., 2010) constructs the
hierarchy by a kernel density based clustering after the search results are given. The
resulting visualization is similar to a heat map showing the distribution of the search
results. Different node and edge colors are used for semantically different types of
relations. Further hierarchical edge bundling is applied to reduce clutter. Our method
differs in two points from FacetAtlas. The hierarchy is given in the preprocessing step
and maintained over all queries, while FacetAtlas generates the hierarchy on the fly
after the search results are given.
Although we consider similarity for document placements, it could be the case that
two similar documents are far apart. It is thus important to visualize the relationship between two similar documents. But visualizing the relations (edges) by straight
lines results in a clutter, even for few edges. By bundling edges which have something in common, one can get reduce clutter and thus achieve more readability in a
visualization.

3.3. Preliminaries
In the following, we will describe the framework requirements for our search result
visualization. In the remainder of this section, we further define the data bases and
shortly introduce the used techniques.

3.3.1. The Scenario
We are given a graph G = (V, E) where the nodes V represent the unit items. For
concreteness we will use documents instead of unit items, although our approach is
not limited to documents. Furthermore, E expresses the relations, e.g., similarity
between documents.
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A search query is a sequence of words or characters. The duration between entering
two characters could also be seen as part of the search query formulation.
The result of a static search query is a set of documents D = {d1 , . . . , dk } ⊂ V with
positive real weights wi = w(di ) ∈ R>0 corresponding to the score.
A further extension of this search query model could be dynamic search queries, for
which at each character input a refinement is done for the result set. In this case the
duration between the character submissions gives further hints with which certainty
the characters are entered. Although dynamic queries could be integrated into our
visualization, we concentrate on static queries in the remainder.
The idea is to visualize the search results, together with the corresponding hierarchy, in such a way that important parts of the hierarchy are emphasized and the
user’s mental map is supported due to the similar search result organization for each
search query.
We further want the size of the visual objects to reflect the number or the score of
the search hits. If a hierarchy part contains more or better search hits, it should be
visually represented with more area.
This method is suitable for search systems which are used over and over again and
where the underlying hierarchical structure does not change too much in general, e.g.,
libraries or knowledge bases.

3.3.2. Hierarchical Document Collections
From our point of view, the search space is a set of documents with a given hierarchy.
In addition, there are relations between documents, e.g., denoting similarity. We
model this as a hierarchically clustered graph GC = (G, T ) is a graph G = (V, E)
together with a rooted tree T = (V ∪ C, H, r) with leafs on V and root r ∈ H. An
example is given in Fig. 3.2.

Figure 3.2.: A document graph G = (V, E) with an associated hierarchical clustering
GC = (G, T ) with T = (V ∪ C, H, r) being a rooted tree.
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3.3.3. Voronoi Treemaps for the Hierarchy
In order to put the search results in the hierarchical context, we need to visualize the
hierarchy. But doing this, e.g., by drawing the hierarchy as a tree, wastes a lot of
space. Space-filling techniques, in contrast, allow for efficient space usage.

(a)

(b)

(c)

Figure 3.3.: A hierarchy (top) which is used to create a Voronoi treemap (c) using
additively weighted Voronoi diagrams. Initial positions of the first hierarchy layer
(grey nodes) are used to generate a Voronoi diagram (a)-(b). Each resulting region
is used for the child nodes in the second level.
Treemaps have been proposed as a space-filling representation of inclusion hierarchies (Bertin, 1967; Shneiderman, 1992). Each node of the hierarchy tree is depicted by a rectangle, and rectangles are subdivided recursively into smaller rectangles depicting the children of the corresponding tree node. In most applications,
base elements have associated weights, and the area of a rectangle is required to be
proportional to the total weight of the corresponding subset.
Voronoi treemaps, as introduced in Sect. 2.3 on page 14, are very robust with regard
to changes in time-varying hierarchical data and tend to provide distinguishable and
memorable polygon shapes, which makes it easier for users to exploit spatial memory.
This allows to incorporate the reference map into their spatial organization.
Incorporating the Reference Map We shortly repeat the general steps for computing a Voronoi treemap and explain how the reference map will be incorporated into
this technique. Chapter 4 gives a more extensive discussion on their computation.
The Voronoi treemap algorithm consists of two parts. The first part is the computation of a single layer treemap for a set of sites S = {s1 , . . . , sn } and P
the corresponding
target areas gi = g(si ) ∈ (0, 1), i = 1, . . . , n in a region R, where i∈{1,...,n} gi = 1.
Here the result is a weighted Voronoi diagram V{S} = {R1 , . . . , Rn } with n regions.
We use Fortune’s algorithm (Fortune, 1987) for weighted Voronoi diagrams for this
step. The second part consists of the recursive usage of the resulting regions as input
for the next levels with the same procedure.
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The single layer Voronoi treemap algorithm is extended with the reference map as
follows:
• Initialize sites using reference map positions and zero weights.
• Iterate until result is satisfying
– Compute weighted Voronoi diagram V(S).
– Move sites to the center of the respective region (Lloyd’s method)
to improve the aspect ratio.
– Adapt the weights to reduce the area misrepresentation.
Due to this iterative procedure, the final site positions normally differ from the
initial site positions. However, the change of the cell positions compared to the
initialized reference map positions is rather low as we will see in the experimental
evaluation.

3.3.4. Application of Multidimensional Scaling
Organizing similar documents and similar hierarchy parts close together facilitates
the orientation and assessment. To achieve this goal we use multidimensional scaling
(MDS). MDS is concerned with geometrical positioning of objects whose pairwise similarities (or dissimilarities) are given. The positioning should be in such a way that the
Euclidean distance between two objects represents their similarity (or dissimilarity).
We refer the reader to Sect. 2.2, page 9, for more details on MDS.
This technique is used several times in our visualization. In a preprocessing step, it
is used to compute the reference map in which similar objects have similar positions,
and in a postprocessing step, it is used to influence the layout according to the results
of the search query. In Fig. 3.4 one can see that MDS brings the two similar cells
closer together.

Figure 3.4.: Voronoi treemap (single layer) without (left) and with MDS (right). The
filled regions have small distance between them and thus should have low Euclidean
distance.
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Stress Minimization with Anchoring
We now explain the technique used in the post-processing step in which the search
hits of a query are already given. The idea is to position the hits as nodes in a
way that preserves the reference map as much as possible but refines the positions
according to the search hits. One way of doing this is dynamic graph drawing.
The general goal of dynamic graph drawing is that two consecutive layouts, e.g., of
the same graph, should not differ too much. For this purpose anchoring can be used
to stabilize the iteratively improving layout by inserting dummy nodes and linking
them to existing nodes in the graph. The dummy nodes correspond to the positions
derived from the reference map for the search hits and are only used to stabilize the
layout, they are not shown in the final visualization. By fixing the dummy nodes on
their positions, the resulting document graph of a query is anchored on these points.
Depending on the given weights of the anchoring edges, it is possible to control how
much the positions of the linked nodes, and thus also the other connected parts of
the graph, are allowed to change, see Brandes and Mader (2012) for further details.
When minimizing the stress, it is important to fix the dummy nodes, otherwise
a structural change would be introduced and the layout would not be stabilized.
Figure 3.5(a) shows an effect which the anchoring can have. Search hits, which are
strongly connected with each other in the document graph can move closer together,
but still maintain the reference map due to the anchoring. The resulting layout is
a combination of the reference map and influence by the query results. It can be
understood as a combination of the search space with the query space.

(a)

(b)

Figure 3.5.: (a) Stress majorization with anchoring: The layout moves similar document nodes (blue) closer together but still keeps their reference map positions (x)
to certain extent and thus supports the user’s mental map. (b) Constrained stress
majorization: p0i is the voted position of the i-th node. The vector (red) is scaled
according to the constraining region. p00i is the point which decreases the stress the
most in the current iteration.
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Constrained Stress Minimization
As we want to maintain the hierarchical structure, it is also important to constrain
the movement of nodes to certain regions.
Each node is only allowed to be positioned in its respective Voronoi region. This
is done by extending the iterative stress minimization with a step which projects the
layout back to a valid state, as Dwyer and Marriott (2008) propose. This technique
is also called scaled gradient projection and is illustrated in Fig. 3.5(b).

3.4. The Approach
In this section, we introduce our search result visualization. First, in a preprocessing step, we create a static reference map of the document hierarchy according to
document similarities. By using multidimensional scaling in this step we ensure that
similar documents, or similar hierarchy parts are close together in the map. The reference map is basically a Voronoi treemap combined with an offset for each hierarchy
and document node relative to their parent node in the hierarchy.
After entering a search query, the reduced document collection is laid out according
to the reference map. Hierarchy parts (cells) without hits are filtered and the cell areas
for the remaining parts are adjusted to represent the distribution of hits or another
scoring weight of the query. By using the reference map as initial layout, the overall
structure is mostly maintained, as measurements show. The final Voronoi treemap
thus represents a subhierarchy of a hierarchically clustered document collection. The
available space is used efficiently, and the context of the result documents is shown
by drawing them as nodes and their dependencies as hierarchically bundled edges.
The final position of a search hit is based on the reference map (all documents), but
further refined according to other similar hits in the document graph. Figure 3.6
illustrates the main ideas of our approach.

Filter
(Search Query)
Document Collection

Document
Layout

Area Adaption
Reduced
Document Collection

Area Adjusted
Treemap

Search Result
Visualization

Reference Map

Figure 3.6.: Representation of the layout steps. The search query yields search
results that are organized with a reference map and refined according to the result
dependencies to build a search result visualization.
Like Clarkson et al. (2009), we use a treemap to represent the hierarchy, but our
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approach differs in the following points:
• reference map to preserve mental map and put similar documents close together,
• dynamic adjustment of the hierarchy visualization to emphasize important parts
of the hierarchy,
• flexible Voronoi treemap instead of rectangular treemap,
• document position refinement step based on the search results, and
• dependency visualization (Hierarchical Edge Bundling).
As a byproduct of the Voronoi treemap we gain good aspect ratios of the objects in
the visualization.
Mental map formation is supported by maintaining certain properties of a layout.
Bridgeman and Tamassia (2002) formally defined some of those factors in terms of
graph drawing and evaluated them in a user study. They suggest that ranking and
nearest neighbor are among the best factors to measure the mental map preservation.
Although results of user studies on the effect of mental map preservation in dynamic
graphs exist, e.g., Archambault et al. (2011), it is not clear how these can be interpreted in the context of Voronoi treemaps. Further studies with modified tasks would
be necessary for doing this.
We support mental map preservation by means of a reference map in our layout
and measure the quality according to ranking and nearest neighbor.

3.4.1. Search Index
An index has to be built in order to respond to the user very quickly. We use Apache
Lucene for this, which is a high-performance full-text search engine library, written
in Java. It is used in many applications which require full-text search. It is well
structured, so that components can be reimplemented easily, see Gospodnetic and
Hatcher (2005) for more on Lucene.
Runtime Analysis: Let D be the set of documents, then creating a search index
for |D| documents needs O(|D| log |D|) time and O(|D|) space by using balanced
trees.

3.4.2. Document Graph
We use a document similarity measure to generate the document graph. If two
documents are similar enough we create an edge between the corresponding nodes
in the document graph.
There are different approaches that model document similarity (Damashek, 1995;
Deerwester et al., 1990; Salton et al., 1983). As an example, we decided to use the
simple word based Vector Space Model. Other approaches such as Latent Semantic
Analysis (Deerwester et al., 1990) could be used as well and might possibly yield
better results in terms of human similarity measure; they could easily be integrated.
In our case, documents consist of a sequence of words.
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Vector Space Model A document dj ∈ D is represented as a vector
dj = (w1j , w2j , . . . , wmj ),
where wi ∈ R+ , i ∈ {1, . . . , n} is a weight for a word (also called term) ti ∈ T and |T | is
the size of the vocabulary, which is the number of different words over all documents.
Each term is represented by one dimension.
The weight describes the importance of a term in the document. One could use,
e.g., zero for the weight if the term is not contained in the document and one if it
is contained. A better method for the weighting is the tf-idf method (Salton et al.,
1983), which makes use of the observation that words which are contained in every
document do not contribute in getting different similarities. Rare terms may be more
informative than frequent terms. The weights are thus defined as the product of the
term frequency tf and the inverted document frequency idf:


|D|
wij = log (1 + tf ij ) × log
,
df i
where tf ij describes the frequency of a term ti in the document dj and dfi the number
of documents in which term ti is contained. The logarithm is used such that extremely
frequent terms do not influence the similarity measure too much.
The weights define the |T | × |D| term-document matrix. Although the Euclidean
distance could be used to define a similarity for two document vectors, it is not done
because the Euclidean distance may be large, although the term distribution of the
documents is nearly the same. Thus the angle between two document vectors is used
to describe the similarity. Since the cosine monotonically decreases from 0 to π, we
~ ~e ∈ D:
use for two document vectors d,
P|T |
 
di ei
d~ · ~e
i=1q
~
cos d, ~e =
=q
.
(3.1)
P|T | 2 P|T | 2
~ e|
|d||~
i=1 di
i=1 ei
To improve the quality of the similarity function, noise is removed by applying the
following filtering steps:
•
•
•
•
•

transformation of upper case to lower case,
removal of punctuation marks,
removal of stop words,
merge of different word forms by using Stemming (Caumanns, 1999), and
removal of terms that occur only in one document.

Finally, we define the edges of the document graph. Since we want to put similar
documents close together, we need to create edges between documents if they are
similar enough and thus the cosine similarity is below a data dependent threshold.
Note that the term-document matrix is very sparse, which means that most entries
are zero. Furthermore, the numbers of different terms and thus the dimensionality
of the vector space is very high. This tends to produce low variance in the similarity
measure, which makes the identification of the correct threshold even for a single data
set very hard.
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Figure 3.7.: Reference map computation: First, the document graph is determined
by using the cosine similarity of the tf-idf vectors and a given threshold. Then the
layout of the document graph is computed with MDS. For each node, the vector,
relative to the centroid of its parent in the hierarchy, is used as reference map vector.
Runtime Analysis First, the tf-idf matrix has to be created and then the pairwise
document distances have to be computed. The creation of the matrix clearly needs
O(|D|·|T |) time and space. In our case, we assume that the vocabulary size is bounded
by a large constant, which implies that the computation of the pairwise distances
needs O(|D|2 ) time and space. Note that in the general case, Heaps’ law (Heaps,
1978) suggests that the vocabulary size is a function of the document collection size.
If the vocabulary size is linear in the number of documents, the runtime would be
O(|D|3 ), see Manning et al. (2008) for more details on index construction.

3.4.3. Mental Map with Reference Map
We now describe how the reference map is computed as part of the preprocessing,
which means that no time-intensive step has to be done at query time for it. The
overall procedure is illustrated in Fig. 3.7 and consists of three main steps:
1. Determine the document graph by document similarity.
2. Layout the document graph with MDS
(PivotMDS + stress majorization, see Sect. 2.2).
3. Derive the reference map from the layout.
Let GC = (G, T = (V ∪ C, H, r)) be a hierarchically clustered graph. The document graph G = (V, E) is determined by using document similarity. Note that V
corresponds to the set of documents.
The reference map M is defined as a set of two-dimensional vectors, one for each
node x ∈ V ∪ C: M = {rx ∈ R2 : x ∈ V ∪ C} relative to the centroid of its parent in
the hierarchy.
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Algorithm 1: Computing the reference map
Input: Hierarchically clustered graph GC = (G, T = (V ∪ C, H, r))
Output: Reference map: {rx ∈ R2 | x ∈ V ∪ C \ {r}}
1 foreach c ∈ C do
2
foreach v, w ∈ children(c) do distvw ← 0;
3
4

5
6
7

8
9
10

foreach e = (v, w) ∈ E do
Determine v ∗ , w∗ for which v ∗ , w∗ ∈ children(LCA(v, w)) ∧
path(LCA(v, w), v) = (n1 , v ∗ , . . . , nk ) ∧
path(LCA(v, w), w) = (n1 , w∗ , . . . , nl ) ;
distv∗ w∗ ← distv∗ w∗ + 1;
foreach c ∈ C do
Compute positions of children(c) using MDS and
distance for v, w ∈ children(c);
centroid ← average of positions of children(c) ;
foreach child ∈ children(c) do
rchild ← (position of child) − centroid ;

1
distvw

as pairwise

Algorithm 1 describes the computation of the reference map vectors. First, the
distance between two children v ∗ , w∗ of a node c ∈ C has to be determined by counting
the number of edges e ∈ E between nodes in the corresponding subtree (Line 4). The
pairwise distances between the nodes are then used for the MDS layout, which places
nodes, whose subtrees have a high number of edges among each other, close together
(Line 7). The resulting node positions are averaged to determine the centroid and
the reference map vectors rx relatively to the centroid of its parent.
Theorem 3.4.1. Algorithm 1 can be implemented to run in time O(k · n2 + m log nc )
for a hierarchy with logarithmic height in |C|, where k is the maximum number of
iterations for the MDS step, n = |V ∪ C \ {r}|, m = |E| and nc = |C|.
Proof. The first for-loop in Line 1 iterates over all nodes in C and then over all
children in a quadratic way. Looking at all children means looking at all nodes for
the hierarchically clustered graph. Let C = {c1P
, c2 , . . . , ck }. Further let n0c ∈ N be
the number of children for node c ∈ C. Since c∈C n0c = n and n01 2 + . . . + n0k 2 ≤
(n01 + · · · + n0k )2 , the for-loop in Line 1 requires O(n2 ) operations. The second for-loop
needs O(m log nc ) time, where m = |E| and nc = |C|, because we assume that the
hierarchy is of logarithmic height. The third for-loop needs O(k · n2 ) for k being the
number of iterations of the MDS step.
Overall runtime analysis for preprocessing The overall runtime is dominated
by the similarity computation and the creation of the reference map. The preprocessing thus needs O(k · n2 + m log nc ) time where n is the sum of documents and
hierarchy elements, m the number of relations between documents, nc the number of
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clusters and k the number of iterations in the MDS step.

3.4.4. Layout Algorithm
For a hierarchically clustered graph GC = (G, T = (V ∪ C, H, r)), we have to compute
a Voronoi treemap layer for each cluster c ∈ C and its children to get the complete
Voronoi treemap. A Voronoi treemap layer (or single layer Voronoi treemap) is a
mapping of the children of c to a two-dimensional Voronoi diagram in the plane,
where each child corresponds to a cell of the Voronoi treemap. A hierarchy layer
is thus the union of all Voronoi treemap layers whose cluster node c has the same
distance to the root.
Algorithm 2 describes the computation of a Voronoi treemap for a hierarchically
clustered graph by using a queue instead of recursive function calls. An advantage of
the queue is that one can easily parallelize the whole procedure, since each element
in the queue can be handled separately, e.g., by a CPU core. We implemented this
by using a synchronized queue and by starting as many worker threads as there are
CPU cores available. Each worker thread handles the while-loop of Algorithm 2
independently.
The algorithm starts with the root v = r and computes the centroid of the bounding
region Rv (Line 6). Then the reference map vectors Mv of its children are scaled such
that the resulting positions Pv are contained in its bounding region Rv (Line 7 to
Line 9). After that, the resulting positions Pv are used to initialize the Voronoi
treemap computation for a single layer. For the next levels of the hierarchy, the same
procedure is repeated recursively.
Theorem 3.4.2. Algorithm 2 can be implemented to run in time O(n log n), where
n = |V ∪ C|.
P
Proof. For c ∈ C, nc = |children(c)| it holds that c∈C nc = n. It is clear that
each node in C is in the queue exactly once. Thus, V is computed for each c ∈
C. Further, the computation of the single layer Voronoi treemap V can be done in
O(k · |S| log |S|) (Chapter 4), where k is the constant number of iterations one allows.
It follows that the overall run-time is
X


X 
nc = O(n log n).
O
nc log nc ⊆ O log n
|{z}
c∈C
c∈C
≤n
| {z }
n

At this point the search results have not been positioned yet. After the whole Voronoi
treemap is computed, the positions of the search results are again determined by
using the reference map and the centroid of the corresponding region. We scale the
reference map vectors to fit into the given region and compute the node positions by
adding the scaled reference map vector to the centroid of its corresponding region.
We then anchor the search results at this position, but refine the layout by using
stress minimization (Sect. 2.2) with 20 iterations. This allows the nodes to move,
towards the search results that are similar to them, but the anchoring also limits this
change to preserve the reference map.
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Algorithm 2: Voronoi treemap computation with reference map
Input: Graph GC = (G, T = (V ∪ C, H, r)), region Rr ,
Reference map M = {rx ∈ R2 | x ∈ V ∪ C \ {r}}
Output: Voronoi treemap {Vc }c∈C
1 initialize queue Q;
2 Enqueue(Q, r);
3 while Q 6= ∅ do
4
v ← Dequeue(Q);
5
S ← children(v);
6
centroid ← centroid of Rv ;
7
Mv ← {rx ∈ M |x ∈ S};
8
scale Mv such that for each rx ∈ Mv : (centroid + rx ) ∈ Rv ;
9
Pv ← {centroid + x : x ∈ M };
10
V(S) ← compute single layer Voronoi treemap of S with region Rv
and Pv as initial positions;
11
for p ∈ S do
12
extract Rp from V(S);
13
Enqueue(Q, p)

Overlap Removal After the layout has been computed, it is still possible that
nodes overlap. For the stress minimization approach nodes are only positions without
circumference. Thus, it is important to handle overlaps. Removal of overlaps makes
the overall visualization clearer. The clearness comes at the expense of some damage
to the semantic representation, which we consider to be rather low in most cases.
To solve this problem, a spring embedder technique as suggested by Li et al. (2005)
is applied. By introducing forces between overlapping nodes and then moving the
nodes in direction of the forces, the overlaps are resolved. If the number of nodes
is very large, this step could take longer than the overall layout computation. The
computational complexity is clearly in O(n2 ) where n is the number of search results.
If the number of results is small this technique works quite well. Otherwise, we need
to use methods for overlap removal which scale better (Chapter 7).

3.5. Evaluating Layout and Practicability
In this section we will first elaborate some quantitative descriptive of the mental map
stability and the aspect ratio, which we use to measure the mental map preservation.
This is followed by an application of our approach on an archive of newspaper articles.

3.5.1. Mental Map Stability
There are a lot of factors that affect the mental map. Since the Voronoi treemap
algorithm is based on Lloyd’s method of moving the sites to the center of the region,
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it is intuitive that the site movements mostly take place locally. We want to measure
this intuition by comparing our algorithm result to some baseline cases, e.g., random
placement.
In the following, we look at a single layer Voronoi treemap computation. The idea
is to measure whether the initial positions, which result from the reference map, are
more or less the same after the Voronoi treemap procedure.
Let S = {p1 , p2 , . . . , pn } be a set of n sites with pi ∈ R2 , for i ∈ {1, . . . , n}. The
Voronoi treemap computation leads to a layout S 0 = {p01 , p02 , . . . , p0n } with p0i ∈ R2 ,
for i ∈ {1, . . . , n}. How similar are these layouts (S and S 0 ) and how well is thus the
mental map preserved?
Due to the Voronoi treemap computation, there are two main factors influencing
the resulting layout:
• (initial site positions) These are derived from the reference map.
• (target areas of sites) These are derived from the search results and the
hierarchy.
Although there are many measures for the mental map, many of them do not make
sense for our approach, since we are also trying to transform the hierarchy representation in reference to the search results. We thus derive the following measures from
Bridgeman and Tamassia (2002), which are similar to the ranking and the neighborhood measure. These measures are also known as orthogonal ordering and proximity
in earlier work of Misue et al. (1995).
Ranking The ranking measure considers the relative horizontal and vertical positions of the points. For two sites p, q ∈ S it would be optimal for the following to
hold:
px ≤ qx ⇒ p0x ≤ p0y
and
py ≤ py ⇒ p0y ≤ p0y .
We measure the ranking by counting the created inversions of S 0 in comparison with
S for the x dimension:
X X
1
inversions(S, S 0 ) :=
inv(p, q),
(3.2)
n(n − 1)
p∈S q∈S\{p}

where


inv(p, q) :=

1
0

if px ≤ qx and p0x > qx0
otherwise

and analogous for the y-dimension.
Neighborhood The neighborhood measure comes from the desire that two neighboring objects should stay neighbors. For example, when driving in a complicated city
one uses certain objects for easier navigation or for knowing when to turn left. Keeping the neighborhood thus reduces the confusion and the recognition of the underlying
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scheme. The relation neighborhood for two sites p, q ∈ S in our case means that their
regions have a common bisector and are thus direct geometric neighbors. Let V(S)
and V(S 0 ) be the corresponding weighted Voronoi diagram and Rs the Voronoi cell
of a site s ∈ S. The preserved neighborhood relations are counted as follows:
neighborhood(S, S 0 ) :=

1 X X
preservedN (p, q) , where
N (S)
p∈S q∈S\{p}


preservedN (p, q) :=

1
0

if Rp ∩ Rq 6= ∅ and Rp0 ∩ Rq0 6= ∅
otherwise

and N (S) is the number of neighborhood relations which exist in S.
Since we cannot test the whole parameter space, we have to choose appropriate
instances for testing the stability. We consider both aspects, initial coordinates and
target areas, in our tests by generating different coordinate and target area distributions.
Coordinate Distribution
• Uniform: The coordinates for the sites are uniformly distributed over a rectangular area. We use this as a default setting for comparison.
• Cluster: Since at least some clusters are expected to exist in the document
collections, we simulate a clustered initialization by randomly selecting positions
in a rectangular area and then creating coordinates with standard Gaussian
distribution and a standard deviation of a quarter of the rectangle width. This
should satisfy the case where the initialization points are partly clustered.
Target Area Distribution
• Uniform: In this setting each site has the same weight which may occur when
parts of the hierarchies have the same importance.
• FewImportant: This case describes a situation in which a low number of sites
has a higher importance than others. We give 10% of the sites a 60% higher
weight.
Note that there are many more possible settings and distributions, but by using the
above settings we can at least check for the case when the search results lead to
significant change in the hierarchy visualization.
Counting the inversions of a layout gives us a quantitative measure; it is rather hard
to assess this value. For this reason, we assess this value together with the results
of randomly placing the sites. In addition to that, we use several other rectangular
treemap methods to be able to make relative quality statements. These treemap
methods should be seen as a push down of the worst case and not as comparison.
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Figure 3.8.: Stability measures for mental map preservation. 100 initial layouts were
created and then the corresponding placement methods were applied. The curves
are similar to boxplots and show that the overall structure is mostly maintained.
(coordinate distribution: Clustered, target area distribution: FewImportant)
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Placement Methods
• Random: This method just generates random new positions for the sites.
• Squarified: Squarified treemap (Bruls et al., 1999) is used as space filling
technique to determine a rectangular partitioning. The centers of the rectangles
are used for counting the inversions. The resulting rectangles have good aspect
ratio.
• SliceAndDice: One of the first treemap techniques (Shneiderman, 1992),
which creates a rectangular partitioning. It keeps a given linear ordering but
has bad aspect ratio.
• Voronoi: Voronoi treemap placement that iteratively moves the sites to the
center of their region and adapts the weight according to the target areas.
As one can see in Fig. 3.8(a), the number of inversions rises for the Voronoi treemap
technique as the number of iterations increases, until it converges to 10% of the
number of possible inversions.
Further, Figure 3.8(b) shows that 50% of the initial direct neighborhood relations
are preserved, even for the case where few sites have high weights. This means that
the overall structure is mostly maintained. Nevertheless, there can also be outlying
cases, where this is not the case.

Figure 3.9.: Boxplot graph of aspect ratio over the number of iterations for the
Voronoi treemap cells. 100 initial layouts, coordinate distribution: clustered, weight
distribution: FewImportant. The curve shows that the aspect ratio improves after
few iterations and converges between 0.8 and 0.9.

3.5.2. Aspect Ratio
The aspect ratio describes the proportion of the width and height of a visual object.
Thus, it is an important characteristic for the area perception of the user.
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We define the aspect ratio of a region Rp as:


width height
,
,
aspectRatio(Rp ) := min
height width

(3.3)

where width = max (x) − min (x) and height = max (y) − min (y).
(x,y)∈Rp

(x,y)∈Rp

(x,y)∈Rp

(x,y)∈Rp

We measure the aspect ratio of the Voronoi regions after each iteration. The
aspect ratio improves very fast after few iterations (Fig. 3.9). In average, it converges
between 0.8 and 0.9, which is a very good aspect ratio. The other distributions behave
similarly.

3.5.3. Application Example
We demonstrate our approach on a collection of 6,000 German-language news media
articles that are clustered hierarchically by media and country. All articles appeared
the same day and media names have been abbreviated for consistent length of labels.
This is mostly due to articles from the same news agency, or coverage of similar
topics.

Figure 3.10.: Query hits for keyword “user.” Two dense document sets, which are
highly connected with each other, come to the fore. After inspecting the representative the user could decide to switch to the other cluster, because he is searching
another type of document
Figure 3.10 shows the hits of a single-word query for “user”. On the left, there is a
dense set of closely related articles, which turn out to report about the same event; the
cooperation of two media groups and their joint user base. The cluster is local because
of the close proximity of business-related news media. It is also directly visible where
in the hierarchy these articles are distributed. After inspecting a representative of
these articles, the user can decide to inspect a completely different area in the map,
if he wants different type of articles. The second dense set of documents on the right
had several different topics, which resulted in a wider distribution of the nodes.
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(a) reference map

(b) intermediate stage of area adjustment and filtering

(c) hits organized into relevance-adjusted cells

Figure 3.11.: Example of a search query including score weightings: Successive
extension of the search query adapts the visualization with the reference map (a)-(c)
and finally organizes the search results (c). The black-bordered cells show that the
overall structure is mostly maintained although they are moving around to fill the
whole space.
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In Fig. 3.11 we can see that the preservation of the reference map works quite
well. Although some cells jump to different places, the relation between two cells is
retained in most cases, which can be seen by following the black marked cells from (a)
to (c). Although they are filling the available space, the relative positions are retained
approximately. The hierarchical structure is also clearly visible by cell inclusion.
Furthermore, it is observable how the search results are distributed along the hierarchy, see Fig. 3.11(c). Another observation is that Germany (DE), although it
has much more results, is a lot smaller than Austria (AT). Since we incorporated the
document score of Lucene in this example to adapt the cell areas, this means that the
results lying in Austria got a much higher score by Lucene. In contrast to Fig. 3.1(b)
there are nearly no links between the search hits in Fig. 3.11(c), which means that
the search hits are very dissimilar. While Switzerland (CH) plays an important role
in the query of Fig. 3.1(b), its cell is very small in Fig. 3.11(c) (upper left corner),
since it contained only one search hit.

3.5.4. Scalability
There are two aspects in terms of scalability. The quadratic runtime of the preprocessing step is clearly very slow, but since this can be computed in advance, it does
not affect the user directly at query time. The runtime of the layout algorithm, which
needs to be computed at query time, indeed affects the user. In our application example the bottleneck was clearly the Voronoi treemap computation. Although the
response time was below one second on a Core i7-2600K CPU @ 3.40GHz with four
cores, this could be a problem if the hierarchy size is too big. An easy solution for
this would be to collapse parts of the hierarchy, which would also limit the number
of shown objects on the screen.

3.6. Discussion
We described a visualization approach for organizing search results by using a reference map. In contrast to previous approaches, our method shows the important
parts of the search space by assigning them more area. By combining the reference
map with Voronoi treemaps, the overall structure is mostly maintained. Further, we
applied techniques from dynamic graph layout to assign query results to the map.
The second element of our contribution is the application of our method to an
archive of newspaper articles.
Although our approach seems to work well on the German news data, a limitation
of the Voronoi treemaps become visible. Since the Voronoi treemap computation is
based on Lloyd’s method for centroidal Voronoi diagrams, it yields only local optimal
area representation. This can result in misrepresentation of areas, if only few cells
are filling a region.
Furthermore, the iterative process of the Voronoi treemap computation is timeconsuming. We will look more closely into the computation process in Chapter 4.
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Another bottleneck in terms of runtime of our approach is the preprocessing step.
This could possibly be sped up, because its result is only a two-dimensional vector
for each hierarchy node and each document item.
Although the postprocessing forces a limitation on the number of shown search
hits, this limit is well beyond practically relevant numbers of displayed query hits.
Nevertheless, this limit could be pushed even further by utilizing faster node overlap
removal techniques.
Other issues to address in future work would be a user study to analyze the influence
of our approach on the users’ search behavior and extension of our approach to non
hierarchical data. Finally, the approach could be extended to highly dynamic data,
by incrementally extending the reference map for new data items.
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(a) Fig. 11 of Balzer and Deussen (2005)
(impl. in C, 5:48 min)
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(b) our method
(impl. in Java, 0:35 min)

Figure 4.1.: A hierarchical software structure (Fujaba Tool Suite, 16K nodes). Since
no ordering is imposed, comparison should be according to relative area sizes only.
Timings on same machine (8 Core Intel Xeon E5345 CPU@2.4 GHz). Our implementation requires 12.5 seconds on more up to date hardware (4 Core Intel Core i7-2600K
CPU@3.40GHz).
In the previous chapter we proposed a reference map as a global concept which
together with hierarchical abstraction allows to explore and visualize tightly connected
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and locally dense networks in different levels of detail, while still maintaining the
global context. Voronoi treemaps turned out to be very useful in this context due
to their flexibility and stability properties. In this chapter we will focus on the
computation of Voronoi treemaps.

4.1. Introduction
Despite the extensive praise they are receiving, Voronoi treemaps are not as frequently used in visualization applications (Bernhardt et al., 2009; Gotz, 2011; Horn
et al., 2009). Adoption appears to be slowed by their seemingly cumbersome implementation and high computational demands. Common algorithms are based on
resolution-dependent approximate computations and state of the art appears to be
the approach of Sud et al. (2010), which achieves run-time improvements over other
variants by utilizing fast parallel processing in graphics hardware.
We here demonstrate that a carefully revised, yet relatively simple implementation using a conventional algorithm from computational geometry, Aurenhammer’s
method for power diagrams (Aurenhammer, 1987), actually outperforms even the
parallelized approximation while also removing the resolution limit.
Although we restrict our attention to power diagrams, our results are likely to
extend to additively weighted Voronoi diagrams because both can be computed in
O(n log n) time using algorithms of similar practical performance (Aurenhammer,
1987; Fortune, 1987).
We assume that the reader is familiar with the definition of Voronoi diagrams and
Voronoi treemaps (Sect. 2.3, page 14). The remainder is organized as follows. We first
review previous approaches for their computation (Sect. 4.2). The approach proposed
here is presented in Sect. 4.3 and evaluated in Sect. 4.4. We conclude with a brief
discussion.

4.2. Previous Approaches
Several methods using the geographic map metaphor exist, e.g., GMap (Hu et al.,
2010), Gosper Map (Auber et al., 2013), or Code Map (Hawes, 2013). The main advantage of Voronoi treemaps is that they are space filling and the resulting continuous
regions have a good aspect ratio and a natural organic look.
Because of the recursive nature of Voronoi treemaps, it is sufficient to consider a
single level of the computation: given a bounded region representing an inner node
of a hierarchical partition, subdivide this region by a Voronoi diagram such that each
cell corresponds to exactly one child.
To address aspect ratio and area requirements, weighted centroidal Voronoi diagrams are used instead of ordinary ones. Following Balzer and Deussen (2005), the
core scheme for their computation is Lloyd’s iterative method for centroidal Voronoi
diagrams augmented by weight adaptation to control cell areas. We therefore outline
Lloyd’s method first, and then present the various approaches building on it.
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4.2.1. Lloyd’s Method
Originally, Lloyd’s method (Lloyd, 1957) is designed to determine a centroidal Voronoi
diagram inside a bounded region Ω ⊂ R2 such that the density of sites approximates
a given density ρ : Ω → R>0 .
Starting from random initial sites S, an ordinary Voronoi diagram is determined.
Then, each site s ∈ S is moved into the centroid
R
ρ(p)p dp
RV(s)
,
V(s) ρ(p) dp
of its cell, and the Voronoi diagram is recomputed. This process is repeated until an
approximately centroidal Voronoi diagram is obtained.
In our present scenario, however, there is no variation in density. While this simplifies the calculation of centroids to the weighted average of the corners of each cell,
it also causes the limit solution to be a centroidal Voronoi diagram with evenly distributed sites and thus (near) equal-area cells. The methods described in the next
section therefore adapt Lloyd’s method to accommodate weights.

4.2.2. Methods for Voronoi Treemaps
As already mentioned in Sect. 2.3.3, the subdivision of a rectangle by parallel lines
as in the slice-and-dice technique (Shneiderman, 1992) also yields, in fact, centroidal
Voronoi diagrams (the sites would have to be placed at the center of each rectangle),
but the resulting subrectangles are often long and thin and thus have very poor aspect
ratio.
We are not aware of any method to determine a centroidal weighted Voronoi diagram directly from a set of area requirements, where the shapes do not have poor
aspect ratios.
Andrews et al. (2002) suggested the nesting of Voronoi diagrams for visual representation of hierarchical data. But the proposed heuristic of moving bisectors to change
the area was not picked up due to the lack of good aspect ratio. That changed when
Balzer and Deussen (2005) proposed to apply Lloyd’s method to weighted Voronoi
diagrams to make these centroidal, and to adapt weights during the iteration to meet
the area requirement. After each iteration, weights are increased or decreased proportionally to the missing or excess area. This results in an organic look for the
treemaps, which is visually appealing.
As they concentrate on exploration of different distance functions (Balzer et al.,
2005), they resort to sample-based approximation. That is, a sufficiently dense number of sample points is tested for their closest site according to the weighted distance
function, and sites are subsequently moved to the average of all sample points closest
to them. This approach has two major drawbacks with respect to efficiency: it introduces a resolution problem (where higher resolution corresponds to more sample
points and thus higher running times) and the cell boundaries are not obtained as
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part of the process. The sampling needs quadratic running time and thus asymptotically dominates the time spent in each iteration. To actually construct the Voronoi
diagram, pairwise boundaries are determined, irrelevant ones discarded, and the remaining ones clipped. This again has at least a quadratic running time and slows
down the overall process.
Sud et al. (2010) present an improved implementation of the sampling approach
using graphics hardware and General Purpose GPU techniques. While actual running
times are reduced significantly, the advantage of parallelization on the graphics card
could not be used for all parts of the algorithm and the asymptotic running time for
a single iteration remained quadratic in the number of sites. Several other authors
have worked on computing centroidal Voronoi diagrams completely on GPU (Rong
et al., 2011; Vasconcelos et al., 2008), but we are not aware of one such approach that
also allows for weight adaptation.
Instead of computing the treemap level by level, Gotz (2011) suggests to interleave the iterative computations on all levels. The argument being more flexible
reactions to changes in the data, but it seems that the constant change of bounding
regions increases the number of iterations rather dramatically. It is interesting to
note, though, that in this approach a combinatorial algorithm is used for computing
weighted Voronoi diagrams. Unfortunately, its adaptation for Lloyd’s method is not
described and no running times are reported.
Applications using Voronoi treemaps generally stick to the original computation
scheme (Bernhardt et al., 2009; Horn et al., 2009), and authors therefore note that
running times are a major limitation.
Let us summarize the main drawbacks of previous approaches as follows:
(speed) at least quadratic running time
(resolution) samples determine accuracy and level of detail
(hardware) practical running times require parallelization
We show in the next section that a careful adaptation of a conventional analytic algorithm with no resolution limit outperforms even the hardware-accelerated approach
at very low resolution.

4.3. Resolution-independent Algorithm
In this section, we introduce our modified Voronoi treemap algorithm. While we stick
to the overall scheme of Balzer and Deussen in which Lloyd’s method is applied to
weighted Voronoi diagrams, our approach differs in three main aspects:
• an analytic algorithm for power diagrams
• a modified update scheme for sites and weights
• a heuristic to reduce the number of iterations
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As a byproduct, implementation complexity is reduced as well. The initialization of
the sites depends strongly on the application. In the previous chapter (Chapter 3),
for example, the initialization is used to maintain a global reference map. For our
experiments we use random positions in Ω.
Although we keep Lloyd’s method and the weight change step, we need to handle
them separately to have non empty regions after each iteration, see Algorithm 3 and
the possible conflicts in Fig. 4.2. By doing this separation we could possibly use the
L − BF GS optimization method which has been shown to converge faster for the
ordinary Voronoi diagram (Liu et al., 2009) than Lloyd’s method, but its influence
on the weighted Voronoi diagram and the area requirements are not known. We thus
keep Lloyd’s method in this step to be able to compare our implementation with
previous work.
Algorithm 3: Compute Voronoi treemap (single layer)

1
2
3
4
5
6
7
8
9

Input: Ω ⊂ R2 : convex polygon , p ∈ P: hierarchy node with n children,
imax : maximal iteration number, Ethreshold : error threshold
Output: Voronoi diagram V(S) with n polygons
init. sites S = children(p) with unique positions in Ω
init. weights W with small constant 
error ← ∞
V(S) ← ComputePowerDiagram(Ω,S,W )
for i ← 1 to imax do
AdaptPositionsWeights(p,V(S),S,W )
V(S) ← ComputePowerDiagram(Ω,S,W )
AdaptWeights(p,V(S),S,W )
V(S) ← ComputePowerDiagram(Ω,S,W )
P

10
11

s∈S

A(Vs )−A(Ω)·

v(s)

v(p)
error ←
2·AΩ
if error < Ethreshold then return V(S)

12
13

return V(S)

4.3.1. Description
After starting with an initialization we improve the layout in each iteration of the
for-loop. In AdaptPositionsWeights (Line 6) the sites are moved to the centroid but
at the same time the weights are decreased if necessary. In AdaptWeights (Line 8)
the weights are changed in such a way that the areas are improved in each iteration.
Further the weight of each site s ∈ S is limited by its nearest neighbor N Ns (Line 13
and Line 14). After each adaption of the diagram we need to recompute the power
diagram (Line 7 and Line 9). This is necessary since Lloyd’s method is a different
optimizer than our area error reduction step (AdaptWeights). If the area error is
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below a certain threshold we can cancel the optimization process (Line 11).
Algorithm 4: Update steps
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

AdaptPositionsWeights(p,V(S),S,W )
foreach site s ∈ S do
s ← centroid(Vs )
distanceBorder ← minx∈Vs kx − sk)
2
√
ws ← min( ws , distanceBorder)
AdaptWeights(p,V(S),S,W )
N N ← Nearestneighbor(S)
foreach site s ∈ S do
Acurrent ← A(Vs )
Atarget ← A(Ω) ·

v(s)
v(p)

/* current area */
/* target area */

Atarget
Acurrent

fadapt ←
√
wnew ← ws · fadapt
wmax ← ks − N Ns k
ws ← (min (wnew , wmax ))2
ws ← max (ws , )

4.3.2. Complexity
For the complexity analysis we say n = |S| and k is the number of iterations which
are made. We first look at the complexity of the update steps (Algorithm 4). Since
the Voronoi diagram of n sites has linear complexity, the computation of the centroids
for all sites needs O(n) time. To compute the minimal distance of the centroid to the
border of the corresponding cell, one has to determine the smallest distance of the
centroid to the set of segments (bisectors) which define the corresponding Voronoi cell.
Note that this can be done in constant time for a single segment. For each segment
we have to compute the minimal distance to two sites, which needs O(n) time due to
the linear number of segments. We can therefore say that AdaptPositionsWeights
needs O(n) time and space.
When adapting the weights with AdaptWeights we need to compute the nearest
neighbor of every site in S, which takes O(n log n) by e.g., computing the ordinary
Voronoi diagram (power diagram with zero weights). Since all the other steps in the
for-loop (Line 8) are trivial we need O(n log n) time for AdaptWeights.
For Algorithm 3 we can now follow that the runtime for a single iteration O(n log n)
and due to the for-loop the overall runtime is O(k · n log n), where k is the maximum
number of iterations.
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(a) Conflict in AdaptPositionsWeights

(b) Conflict in AdaptWeights

Figure 4.2.: Example of two weighted power diagrams and conflicts when updating
√
the sites and their weights. Circles represent the weight and have thus wp as radius
for a site p ∈ S. (a) Site s (with red circle) is moved to the centroid of its Voronoi cell,
which could cause in combination with other site movements the site v to have an
empty cell (dotted blue circle contains v). Conflict is solved by reducing the radius of
√
s to ws∗ (blue circle) if necessary (Line 5 of Algorithm 4). (b) Site s is not a neighbor
of v in the weighted Voronoi diagram (black lines), but is one in the ordinary Voronoi
diagram. Increasing the weight (dotted black circle) of v has thus to be limited by
its neighbors in the ordinary Voronoi diagram or by its nearest neighbor (Line 14 of
Algorithm 4).

4.3.3. Correctness
In this section we prove the correctness by showing that no Voronoi diagram with
empty regions is generated by Algorithm 3.
The following invariant helps us proving the correctness:
√
√
∀s, t ∈ S, s 6= t : ks − tk > max( ws , wt )

(4.1)

We first show some helpful lemmas.
Lemma 4.3.1. Invariant (4.1) holds for Algorithm 3.
Proof. By choosing unique coordinates in Ω and  < minp,q∈S (kp − qk), Eq. (4.1)
holds after the initialization. Since the use of ComputePowerDiagram() in Algorithm 3
does not change the sites or weights, it cannot break the invariant.
Since each Voronoi cell of a bounded power diagram is convex, the centroid has to
lie in the cell. By moving a site to the centroid of its cell AdaptPositionsWeights
the invariant could be broken. By decreasing the corresponding weight in Line 5 to
the distance of the site to its closest bisector the following holds for two neighboring
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sites s, t ∈ S:
ks − tk ≥ ws + wt > max(ws , wt ).
(4.2)
√
This further means that ws for a site s ∈ S, can at most be the minimal distance
of the site to its Voronoi cell. Since every other site t ∈ S lies in its own cell Vt it
also lies outside of the cell Vs , thus the distance between s and t is larger than the
√
√
minimal distance of s to its cell border, ks − tk > ws . Respectively ks − tk > wt
√
√
holds, therefore ks − tk > max( ws , wt ) is valid after AdaptPositionsWeights().
The limitation of the weight in Line 13 of Algorithm 4 further guarantees that the
invariant holds after the call of AdaptWeights().
Lemma 4.3.2. Invariant (4.1) ⇒ ∀s ∈ S : Vs 6= ∅
Proof. (by contradiction) Assume there is a site s ∈ S for which Vs = ∅, which means
that the point p = (sx , sy ) = s has a smaller distance to another site t ∈ S, t 6= s and
wt > ws :
kp − tk2 − wt < kp − sk2 − ws
ks − tk2 < wt − ws < wt = max(ws , wt )
√
√
ks − tk < max( ws , wt )
But this is a contradiction to our assumption that ∀s, t ∈ S, s 6= t : ks − tk >
√ √
max( ws . wt ).
Theorem 4.3.3. Algorithm 3 does not produce empty Voronoi cells and is thus correct.
Proof. This follows directly from Lemma 4.3.1 and Lemma 4.3.2.

4.3.4. Computation of the Power Diagram
It will turn out that the power diagram is easy to compute by using any convex hull
algorithm in 3D.
Aurenhammer (1987) describes how the general d−dimensional power diagram can
be computed by using a transformation to the d + 1 dimensional space. In the same
breath he further generalizes his method for higher-order Voronoi diagrams. This
sweeping blow results in a very general description and makes it hard to use his
algorithm without intensively dealing with computational geometry.
We now reduce the complex algorithm to the important steps for the two dimensional case. It turns out that for the two dimensional case one has mainly to combine
several easy transformations with a convex hull computation in 3D. The main steps
are:
• transform the weighted sites in 2D to half-planes in 3D
• compute the lower envelope of the half-plane intersections (convex hull)
• map the dual solution back by reversing the applied transformation
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Transformation from 2D to 3D
This transformation uses the property that the power function in 2D can be described
as a plane in three-dimensional space. The plane h0 in R3 is the plane which is spanned
by the x and y-axis, z = 0. Let s = (xs , ys ) ∈ S and ws the corresponding weight.
Each site lies on h0 , see Fig. 4.3(a).
√
The transform Π maps a sphere with coordinates of s and radius r = ws into the
three-dimensional plane
 

 xs
− xs 2 + ys 2 + r2
(4.3)
Π(s) : z = 2 x y ·
ys
The most important property of Π is that the vertical projection of Π(s) ∩ Π(t)
is the bisector of the sites s and t in 2D, see Fig. 4.3 for an illustration, or see
Aurenhammer (1987, Sect. 4.1) for the proof. The corners and edges of the lower
envelope correspond to the vertices and the bisectors of the Voronoi diagram. Since
the projection from 3D to 2D can easily be done by just ignoring the z-coordinates,
we only have to look at the computation of the lower convex hull.

(a) Transform Π, redrawn from
Aurenhammer (1987)

(b) Lower convex hull mapped from 3D
to 2D

Figure 4.3.: Computation of a power diagram: (a) sites s, t are transformed to the
planes Π(s) and Π(t) in 3D. The bisector between s and t is a vertical mapping
of the intersection of Π(s) and Π(t) back to the two-dimensional plane h0 . (b) The
intersection of the projected half-planes creates a lower convex hull in 3D (gray facets)
which is a dual solution to the power diagram.

Lower Convex Hull
A plane in R3 can be defined by h : z = ax + bx + c. The plane-point duality is an
interesting relation between planes and points. Each plane h can be represented as a
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point (or polar) in a dual space by using a polarity function ∆ of a, b, c:


a b
∆(h) =
, , −c .
(4.4)
2 2
S
∆ further maps each point p into a plane ∆(p) = h⊇p ∆(h). An important characteristic of ∆ is that it maintains the relative positions of points and planes. If a plane
h contains a point p in the normal space, then the plane ∆(p) contains the point
∆(h) in the dual plane, see Coxeter (2003) for an extensive description of polarity
and duality.
By using the plane duality we can just map the half-planes, which we want to
intersect, to points in the dual space. The convex hull of this set of points in dual
space is then a dual solution to the wanted lower envelope of half-plane intersections.
The dual solution just has to be transformed back to the normal space by using ∆.
A face of the convex hull in dual space corresponds to a point in the normal space.
For the algorithm we need to concatenate ∆ and Π for s ∈ S, which results in:
∆ (Π (s)) = (xs , ys , x2s + ys2 − ws ).
|{z}

(4.5)

r2

As a result of the convex hull in dual space, we have triangulated faces. Each plane
defined by a face needs to be transformed back using ∆. For a face f defined by three
points P1 = (x1 , y1 , z1 ), P2 = (x2 , y2 , z3 ), P3 = (x3 , y3 , z3 ) ∈ R3 the plane hf : z =
ax + bx + c is defined with a = − αγ , b = − βγ , c = γδ , where α, β, γ and δ are
α = y1 (z2 − z3 ) + y2 (z3 − z1 ) + y3 (z1 − z2 )
β = z1 (x2 − x3 ) + z2 (x3 − x1 ) + z3 (x1 − x2 )
γ = x1 (y2 − y3 ) + x2 (y3 − y1 ) + x3 (y1 − y2 )

(4.6)

δ = x1 (y2 z3 − y3 z2 ) + x2 (y3 z1 − y1 z3 ) + x3 (y1 z2 − y2 z1 ).
Equation (4.6) is used to determine the plane from a triangle, and transform it back
from dual space.
Description of the Power Diagram Algorithm
In Line 1 of Algorithm 5 we need to check whether the minimal number of points
for a convex hull in 3D is given, if this is not the case we can determine the cells
by intersecting the bisectors (see Okabe et al. (2000)). Otherwise (Line 4), the sites
are transformed to planes in 3D and then to points in the dual space by using the
function in Eq. (4.5). Note that this requires nothing more than two multiplications
and one subtraction to directly get the point we need in dual space from a given site.
The convex hull of the set S ∗ , which is the dual solution to an intersection of halfplanes, is then computed in Line 6. The result of the convex hull computation is
stored in a double connected edge list. If two sites s1 , s2 ∈ S are neighbors in V(S),
then an edge exists between s∗1 and s∗2 in the convex hull of S ∗ . An Edge directed from
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Algorithm 5: Compute Power Diagram
Input: Ω: convex polygon, S : n unique sites, W : set of weights
Data: L: double connected edge list (convex hull) from which a sequence of
faces F (s∗ ) = (f1 , . . . , fk ) can be derived for each s∗ ∈ S ∗ , F : list of
the triangulated faces in L
Output: Power diagram V(S) with n polygons
1 if n < 4 then
2
Compute V(S) by intersecting the bisectors
3
return V(S) ∩ Ω
4
5
6
7
8
9
10
11
12

else
S
S ∗ ← s∈S ∆(Π(s))
{F (s∗ ) : s∗ ∈ S ∗ } ← convexHull(S ∗ )
V(S) ← {}
F ← {f ∈ F : normal nf = (x, y, z) with z < 0}
for s∗ ∈ S ∗ do
(f1 , f2 , . . . , fk ) ← F (s∗ ) \ F
P ← (∆(f1 ), ∆(f2 ), . . . , ∆(fk ))
for p = (x, y, z) ∈ P do p ← (x, y)

13
14
15

V(S) ← V(S) ∪ {P }
return V(S) ∩ Ω

s∗1 to s∗2 has a pointer to the face it belongs to and to the edge which goes from s∗2 to
s∗1 . By walking along these edges one can easily get all the edges belonging to a site
s∗ ∈ S ∗ and the corresponding faces as a sequence in the right order (Line 10). This
can clearly be done in O(n) time and space where n = |S ∗ |. Note that a face in dual
space represents a point in normal space, when transformed back using ∆ in Line 11.
The points we need to represent a polygon for a cell are determined by dropping the
z-coordinate (Line 12). Since not all cells of a power diagram are closed, they need
to be closed such that they are a subset of Ω. As a last step the resulting Voronoi
diagram needs to be intersected with the bounding polygon Ω (Line 15).

4.3.5. Implementation Details
In the following we analyze the available algorithms for the convex hull of a set of
points in 3D with regard to our Voronoi treemap algorithm.
Several optimal O(n log n) algorithms exist for the convex hull computation in 3D
(Preparata and Hong, 1977), where n is the number of points. Unfortunately the
divide and conquer algorithm of Preparata and Hong (1977), even with the descriptions by Edelsbrunner (1987), is very difficult to implement and has poor practical
performance (Day, 1990). We are not aware of a complete and stable implementation.
Although output-sensitive algorithms exist (Chazelle and Matoušek, 1995; Clarkson
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et al., 1993; Edelsbrunner and Shi, 1991), which exploit the fact that in many applications only few points are on the convex hull, they are not important in our case. Since
every site of our power diagram has a non empty region, the corresponding point in
3D has to lie on the convex hull. We thus propose to use the randomized incremental algorithm by Clarkson and Shor (1989) which is expected to run in O(n log n),
where n is the number of points. It is simple to implement and many stable implementations are already available; see O’Rourke (1998) for an implementation in C or
de Berg et al. (2008) for a general description.
For the intersection of two convex polygons we use the linear-time algorithm by
O’Rourke et al. (1982). The implementation for polygons with integer coordinates
is described in O’Rourke (1998) and can be adapted with few changes for polygons
with real-valued coordinates.

4.4. Performance
While our approach is asymptotically faster than previous ones, this does not ensure
that it is faster on typical problem instances as well. We first show that our method
compares favorably with previous ones already during a single iteration, and then
present a new heuristic to further reduce running times speeding up convergence.
Our Method (CPU)

Fastest Previous Method (GPU)

10

Method (Resolution)

4

6

8

GPU (256x256)
GPU (128x128)
GPU (64x64)
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CPU only (exact)
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(1.94)

(2.2)

(2.52)

number of sites

Figure 4.4.: Timings for a single iteration (sites vs. time in ms). Blue dots are
timings reported in Sud et al. (2010) for the GPU-accelerated approach at different
resolutions, with quadratic curves fitted to extrapolate to larger instances. Red dots
are our timings for our CPU-only approach, taken on a comparable machine.
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4.4.1. Single Iteration Comparison
Concrete timings are given only in Balzer and Deussen (2005) and Sud et al. (2010).
To the best of our knowledge, the approach of Sud et al. (2010) is the fastest implementation of Voronoi treemaps to date.
In a single iteration of the adapted method of Lloyd, Sud et al. (2010) determine
new sites, new weights, and an (approximate) additively weighted Voronoi diagram,
whereas we determine new sites and weights, a power diagram, again new weights
(including a power diagram), and again a power diagram.
Note that differences in objective, programming language, and hardware requirements do not allow for reasonably controlled experiments. In fact, we do not even
have access to the hardware-accelerated code. The testing environments are sufficiently similar, though, to allow for a rough comparison of absolute times. The
runtime of our approach only depends on the quantity of the sites and not on their
coordinates, anyway we chose random site coordinates for each run.
Sud et al. (2010): PC, Windows 7, Intel Core2 CPU, 2.4 GHz, 4 GB memory,
NVIDIA GTX260 GPU
Our setting: MacBook, MacOS 10.6, Intel Core2 CPU, 2.5 GHz, 4 GB memory,
without GPU (Java 6)
As can be seen in Fig. 4.4, the hardware-accelerated approach is dominated by our
analytical method in terms of growth, but also already on small instances and even
with respect to the poorest resolution. Since our implementation is entirely in Java,
and no optimizations have been attempted, we think that it is justified to conclude
that our method is more efficient.
Note that any approach, including ours, can benefit from parallelization on different
cores once the top level of the hierarchy has been dealt with. This was already
exploited in Balzer and Deussen (2005).

4.4.2. Fewer Iterations
Up to now we have argued that our method is faster in each iteration. We now
show that the number of iterations can also be reduced significantly by including
assumptions about future updates.
Instead of general extrapolation techniques, we propose to use a heuristic based on
an observation made during our preliminary experiments. The number of iterations
needed until convergence was particularly high when the variance of required areas
was large.
This appears to be due to cells with large area requirements having to push smaller
cells in their vicinity away to gain space. A large number of iterations is required to
propagate these movements.
Figure 4.5 shows an example in which the weight of site t needs to be increased to
enlarge the cell. If the neighboring cells do not have excess area, they would become
smaller in the next iteration, their site would be moved outward to the new centroid,
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Figure 4.5: The large growing cell of a site t needs to
push surrounding sites s away. To reduce the number of
iterations, we determine displacements ds depending on
the distance from t directly rather than alternating between weights and centroid updates for the same effect.

their weight increased and their area enlarged in the next iteration. This process is
cut short by adding a radial displacement vector to the sites of cells near t. Note that
sites may be subject to displacement triggered by several growing cells near them,
and we simply add them up so that they cancel each other out when contradictory.
To determine which sites should cause movement of others, we use the ratio of
current and target area as a criterion. If a cell has a large enough target area, we
start generating displacement vectors if the misrepresentation is significant. In our
experiments, excluding cells that occupy less then 5–10% of the total area or which
already have more then 2/3 of their area worked well, but further experiments are
necessary to tune these parameters to a context.
Moreover, we made the magnitude of displacement linearly dependent on the distance from the underrepresented cell to avoid excessive flow and oscillations. See
Algorithm 6 for details.
The impact of our heuristic on convergence is illustrated by the following experiment. We created 100 instances by distributing 50 sites randomly in a 2x1 rectangle
and assigning area requirements drawn from a power-law distribution. Figure 4.6
summarizes the convergence behavior of our method with and without the speed-up
heuristic. Note that, in the long run, there is no difference in quality of area representation, but the number of iterations needed is reduced by approximately 70%.
This heuristic is compatible with other instantiations of Lloyd’s method as well.
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Algorithm 6: Site update with speedup heuristic
1
2
3
4
5
6
7
8

AdaptPositionsWeights(V(S),S,W )
ds ← displacement caused by sites
foreach site s ∈ S do
c ← centroid(Vs )
c∗ ← c + ds
if (c∗ ∩ Vs ) = ∅ then
p ← cc∗ ∩ Vs
c∗ ← c + kddss k · (1 − )kp − ck
s ← c∗
distanceBorder ← minp∈Vs kp − sk
2
√
ws ← min( ws , distanceBorder)

9
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Figure 4.6.: Boxplots showing area misrepresentation after each iteration of our
adaptation of Lloyd’s method with (red) and without (black) the speedup heuristic.
For 100 sample instances, initial sites have been distributed uniformly in a rectangle with aspect ratio 2, and target areas drawn from a power-law distribution with
f (x) = x14 .
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4.5. Labeling and Rendering
Figure 4.7 shows the package structure of the visone software project. The first three
hierarchy levels are labeled by placing the package name in the largest font fitting
inside each cell if the cell area is larger than 3% of the overall area. While the area
allows for quick comparison of relative importance, only the labeling gives a real
context to the hierarchy. Unfortunately placing all the labels in that way causes a lot
of clutter and reduces the readability. When the hierarchy gets larger, as in Fig. 4.8,
the labeling gets even more important.
While interactivity allows to add or remove information on demand, it is not clear
how to label the cells in a readable way for the static case.
Some properties which have to be considered for a readable labeling of maps are:
• label importance: Some labels might have a higher priority to be shown
compared to other labels.
• label size: Readability depends strongly on the perceived size of the label, e.g.,
height, width, area, and font.
• label overlap: Overlap affects the readability in a negative way.
• label filling degree: The readability of the Voronoi treemap is reduced if there
are too many labels and too little free space around the labels.
Auber et al. (2013) propose to use the longest path along the medial axis of a shape
to write the label in a curved form inside of the most inner region. The outer regions
are labeled by repeating the label along the border of the regions.
Beside the the labeling, the rendering is also very important for the final readability
of the representation. Since by definition a treemap represents a hierarchy relation
by area inclusion, we have to use transparency and layers carefully to get a readable
visualization. In our case, we interpolated the color together with the transparency
along the hierarchy levels. In addition to that we used a shading from the center of
the polygon cells towards the outside to emphasize borders better, as suggested by
van Wijk and van de Wetering (1999). But all these techniques are worthless without
an appropriate rendering of the polygon borders. Only the polygon border allows the
clear distinction of the cells.

4.6. Discussion
We described an asymptotically optimal algorithm for Voronoi treemaps. Our straightforward implementation of this algorithm outperforms tuned and hardware-accelerated
implementations of previous approaches. In contrast to previous approaches it is
based on a combinatorial algorithm for weighted Voronoi diagrams and therefore
resolution-independent; as a consequence, zooming does not require recomputation.
Like all previous approaches, our method is an adaptation of Lloyd’s method for
centroidal Voronoi diagrams, and yields only locally optimal area representation.
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(a) uniform leaf weights

(b) file size as leaf weight

Figure 4.7.: Package structure of visone software project. Although the goal areas
vary from (a) to (b) the overall relative positioning of cells is mostly the same.
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The second element of our contribution is a new site update strategy that reduces
the number of iterations in Lloyd’s method considerably. This technique is not specific
to our approach and can be used in other schemes as well, but it would be interesting
to explore further the tuning of its parameters.
Hahn et al. (2014) propose to use a deterministic initial position for a site, based
on its path towards the root in the hierarchy. This yields stable layouts for varying
hierarchies. They additionally propose some tweaks regarding the weight adaptation,
which, according to their experiments, reduces the area error.
Other issues to address in future work include the extension of the Voronoi treemap
to higher dimensions and parallel computation of the 3D convex hull. The most
immediate, however, is whether Fortune’s algorithm (Fortune, 1987) yields similar
improvements for additively weighted Voronoi diagrams.
Based on this work and the published source code of our implementation, Voronoi
treemaps are being integrated more and more as a visualization technique in various
software tools. Various implementations, e.g., in Javascript for the D3 library, are
now available.
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Figure 4.8.: Voronoi treemap of linux kernel source with 53K elements.
(github.com/torvalds/linux/, rev. v4.1-rc2-37-g5198b443)

Part II.

Organization by Emphasizing
Local Density Variation
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5.1. Introduction
Online social networks such as Facebook friendship graphs are an amalgamation of a
variety of social relations. The existence of a friendship tie might be due to shared
interests, spatial proximity, kinship, or professional relations to name but a few.
When such a multitude of relations is conflated in the same network, any two nodes
are likely to be connected via at most a few links – thus leading to a small world
effect (Schnettler, 2009). As already pointed out in the previous chapters, visualizations of these graphs using standard layout methods such as force-directed placement
produce drawings in which variation in local structure is hidden in a densely-looking,
overlap-ridden hairball. An example is given in Fig. 5.1(a).
In Chapter 3 we used a given hierarchical structure for abstraction and organization.
However, the hierarchy might not be given for some graphs.
Various approaches to reduce the clutter in drawings of small worlds and other
hairball graphs have been proposed (Jankun-Kelly et al., 2013), most notably edge
bundling (Holten and van Wijk, 2009a), edge lensing (Hurter et al., 2011), modified
layout algorithms or representations (Auber et al., 2003; Zaidi et al., 2009), and graph
simplification (Benczúr and Karger, 1996; Nick et al., 2013; Pfaltz, 2013; Satuluri
et al., 2011; Spielman and Srivastava, 2011; Zhou et al., 2010). The idea of graph
simplification is to identify a subset of edges such that only the resulting graph, the
so-called backbone, needs to be laid out. We adopt this approach and propose a new
method to trim hairballs.
Problem formulations in graph simplification include the preservation of properties
such as cuts (Benczúr and Karger, 1996), spectra (Spielman and Srivastava, 2011;
Spielman and Teng, 2004), connectivity (Zhou et al., 2010), collapsing substructures
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into supernodes (Pfaltz, 2013), and emphasizing deeply embedded connections (Nick
et al., 2013; Satuluri et al., 2011). As graph invariants such as cuts are more easily
affected by noise in empirical networks, we opt for locally defined graph simplification
criteria.
In line with sociological ideas of Simmel (1950), Satuluri et al. (2011) determine
the embeddedness of an edge as the fraction of common neighbors. The Simmelian
backbone of Nick et al. (2013) introduces an additional local adaptation step that
starts from an initial weight – a strength or embeddedness criterion such as the number
of triangles an edge is contained in – and then reweights each edge by comparing the
ranked neighborhoods of its two vertices. In both methods, the backbone is obtained
by finally removing all edges with weights below a specified nodal or network-wide
threshold.
These filtering techniques are related to graph partitioning techniques based on edge
weights (Newman and Girvan, 2004). Since we want to use them for graph drawing,
a major difference is that we actually want to maintain connectedness. Otherwise,
the layout algorithm is oblivious to edges of the original graph connecting vertices in
different components of the backbone as, for example, in Fig. 5.1(b). When connected
components happen to be placed far apart, these edges will run across the drawing
and produce even worse clutter.
We present an efficient preprocessing technique that allows to draw a certain class
of small-world social networks with standard layout algorithms that would produce
hairball layouts otherwise. Our main contributions are:
• a novel method to identify deeply embedded ties,
• the use of the union of all maximum spanning trees (UMST) as a sparsifier that
maintains connectedness and avoids subtree-ordering ambivalence, and
• an evaluation on observed and generated networks.
We outline our overall method for drawing hairball graphs in the next section and
describe our edge embeddedness metric in Sect. 5.3. Different metrics are evaluated
in Sect. 5.4 and we conclude in Sect. 5.5.
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(a) drawing original network
(hairball)

(b) triadic Simmelian backbone
(Nick et al., 2013)

(c) triadic Simmelian backbone
with UMST

(d) quadrilateral Simmelian backbone
with UMST (our approach)

(e) Jaccard (Satuluri et al., 2011)
with UMST

(f ) Density (Auber et al., 2003)
with UMST

Figure 5.1.: Facebook friendships at California Institute of Technology (Caltech36).
Vertex color corresponds to dormitory (gray for missing values), but has not been
utilized in the layout algorithm. The layout in (a) is based on the entire hairball
graph, whereas (b)-(f) use edge embeddedness, which spreads the graph while keeping
cohesive groups together. Embeddedness mapped to edge color; backbone edges dark
gray.
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5.2. Drawing Algorithm
The main challenges in drawing hairball graphs are their high density, low diameter
and noisy group structure. Therefore, our goal is to find a backbone of the graph
that retains deeply embedded edges and thus can be used to draw the original graph,
e.g., by a force-directed method (Brandes, 2015; Kobourov, 2013) to reveal the actual
variation in cohesiveness.
Since most drawing methods cannot put vertices of different graph components
into a meaningful spatial relation, cf. Fig. 5.1(b), we need to maintain the graph
connectivity to retain the global context.
This leads to the following requirements on our backbone:
a) Edges should be favored based on their structural embeddedness only.
b) Connectedness has to be maintained.
Two common approaches to simplify a graph G = (V, E, w) with vertex set V ,
edge set E, and edge weight w : E → R≥0 , are sampling (Benczúr and Karger, 1996;
Spielman and Srivastava, 2011) and thresholding (Auber et al., 2003; Nick et al., 2013;
Satuluri et al., 2011). Note that we assume that w reflects the embeddedness of an
edge and a higher value corresponds to stronger embeddedness. Although sampling
can be used for sparsification purposes the random selection of edges violates both
of our requirements. In contrast thresholding guarantees that edges are favored by
their weights and consequently their structural properties, as it retains only the top
k percent of edges with respect to w. Nevertheless, neither nodal nor network wide
thresholding can ensure that the backbone stays connected.
Sparse connected subgraphs of edges not likely to be between cohesive groups have
been proposed, e.g., by van Ham and Wattenberg (2008) (planar graphs) and Tumminello et al. (2005) (graph of bounded genus). A minimally connected subgraph of
edges with high weights is a maximum spanning tree (MST), and Mantegna (1999)
proposed these as a backbone. Trees, however, have severe drawbacks: firstly, they
do not maintain any local variation in density and, secondly, they introduce a subtree
ordering ambiguity. While the first also means that arbitrary choices must be made
when edges have equal embeddedness, the second creates a degree of freedom that is
almost as bad as disconnected components.
We combine thresholding (to maintain local variation) with the union of all maximum spanning trees (UMST; to maintain connectedness). The UMST does not only
solve the problem of tie breaks but also reduces the ordering problem by resulting in
higher connectivity, cf. Figs. 5.1(c) to 5.1(f).
The complete algorithm to compute the layout of a hairball graph is presented in
Algorithm 7. Note that the UMST only contributes the (strongest) edges necessary
to connect the components that result from the thresholding process.
Kruskal’s algorithm (Cormen et al., 2009, Sect. 23.2) for minimum spanning trees
is easily adapted to determine the union of all maximum spanning trees. Since every
edge of maximum weight that has not been processed yet could be chosen next, we
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Algorithm 7: Hairball Drawing Algorithm
Input: Undirected Graph G = (V, E) and sparsification ratio s ∈ [0, 1].
Output: Vertex positions P ∈ R|V |×2
1 w ← embeddedness weights of edges
2 sort edges by non-increasing weight
3 Eunion ← UMST with respect to w
4 Ethreshold ← {e ∈ E : w(e) ≥ w(ed(1−s)|E|e )}
5 P ← layout determined from spanning subgraph (V, Eunion ∪ Ethreshold )
Algorithm 8: UMST: Union of all Maximum Spanning Trees
Input: Undirected Graph G = (V, E) and edge weights w : E → R≥0 .
Data: Union-Find datastructure
Output: Edges belonging to any MST
1 Eunion ← ∅
2 partition edges by weight into buckets B1 , . . . , Bk
3 sort buckets by decreasing weight
4 for i ← 1 to k do
5
M ←∅
6
foreach e = (u, v) ∈ Bi do
7
if find(u) 6= find(v) then M ← M ∪ {e}
8
9

foreach e = (u, v) ∈ M do union(u, v)
Eunion ← Eunion ∪ M

batch-process them before components are merged; cf. Algorithm 8. Given that the
edges are sorted by their weights, the runtime of Algorithm 8 is in O(m τ (m, n))
with τ being the functional inverse of the Ackermann function (Cormen et al., 2009),
which is practically a small constant.
The final layout emphasizes variation in local density by considering only deeply
embedded edges as expressed by the weights introduced in the next section.
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5.3. Edge Embeddedness by Accumulating Triadic
Effects
Real world networks are often aggregates of different relations, which can hamper
the detection of subgroups or clusters. Our goal is to determine strong embedded
edges, which are likely to be in dense groups, so that we can use them to emphasize
the inherent structure. The assumption here is that vertices in the same subgroup
of a network are connected stronger with each other than to members outside of the
group.
Satuluri et al. (2011) propose to capture the embeddedness of an edge e = (u, v)
by the Jaccard coefficient over u’s and v’s neighborhood. Nick et al. (2013) suggest
a more general framework, consisting of the following main steps:
1. edge weight: For each edge, determine its weight.
2. adaptive reweighting:
• For each vertex, rank neighbors according to the edge weight.
• For each edge, compute the maximum Jaccard coefficient over the top k
neighbors.
The approach of Satuliri et al. can be seen as using a uniform edge weight for step
one and the Jaccard coefficient for the reweighting in step two. Contrary to this,
Nick et al. use the number of triangles an edge is embedded in (Simmelian strength)
for step one and the best prefix Jaccard coefficient for step two. The latter chooses
k such that the Jaccard coefficient of the first top k ranked neighbors of u and v is
maximized. The effect of the adaptive reweighting is that the highly ranked neighbors
have more importance attached, since fewer common vertices are needed to get a high
coefficient.
A more intuitive interpretation of this framework is that for an edge e = (u, v)
the edge weight allows us to determine the most important neighbors of u and v. If
these most important neighbors are the same, e is strongly embedded; otherwise e
is connecting two vertices, which are likely to be in different groups. The adaptive
reweighting makes sure that this measure is not falsified by unimportant (low rank)
neighbors of u and v.
We follow the main idea, but propose a different edge weight than the number of
triangles. Consider the setting in Fig. 5.2. Clearly, edge e is strongly embedded.
Compared to all other edges it closes many triangles resulting in an increase of the
group cohesion (Burt, 2001) by introducing mediator effects. Similar to this, an
edge (s, t) connecting two triangles at e introduces additional mediator effects on the
triangles, which in turn increases the importance of e. We call these edges mediator
edges on e.
Counting the number of triangles at e does not capture the importance of mediator
edges. But since each mediator edge creates two quadrangles at e, cf. dashed-contour
in Fig. 5.2, we can use the number of quadrangles containing e to capture this mediator
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s
t
e

u

v

Figure 5.2.: Triangles at edge e (Nick et al., 2013; Satuluri et al., 2011) do not
capture mediator edges (bold), while quadrangles do.
effect. While there can be additional quadrangles at e, they will be counted only once
from e’s perspective, which makes their influence rather low. Furthermore, counting
the two different types of quadrangles at e would be too time consuming and therefore
we will not distinguish between them.
edge type

inter-cluster

intra-cluster

# edges (normalized)

auc: 0.54

0
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# triangles per edge (absolute)
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auc: 0.24

0.012

0.014

0.016

# quadrangles per edge (normalized)

Figure 5.3.: Density distribution for the number of triangles and quadrangles per
edge for a synthetic network with 500 nodes and 9 clusters. Gray area (auc) corresponds to the error made by distinguishing between intra-/inter-cluster edges using
the corresponding feature. While normalization reduces this error in general, the
normalized number of quadrangles discriminates better between the two edge types.
Using the absolute number of quadrangles poses difficulties, when the network
contains subgroups of different densities. Hence, we normalize this absolute value by
putting it into relation to all edges at vertex u and v.
Figure 5.3 shows the distribution of the number of triangles and quadrangles per
edge for a synthetic network with 500 vertices and 9 denser subgroups, generated using
the planted partition model (Sect. 5.4). While the triangle feature discriminates better
between intra-/inter-cluster edges using the absolute value, the quadrangle feature
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clearly dominates when normalized, which becomes obvious by comparing the gray
area under the curve.
Let q(u, v) be the number of quadrangles containing edge (u, v) ∈ E. We define
the quadrilateral edge weight as
q(u, v)
Q(u, v) = p
,
q(u) · q(v)
P
where q(v) = w∈N (v) q(v, w), for v ∈ V , and N (v) the neighborhood of v. We use
the geometric mean over the arithmetic mean, since it takes the dependency of two
variables into stronger consideration (Hines, 2004).
Note that edge-metrics using quadrangles have already been proposed by Auber
et al. (2003) and Radicchi et al. (2004), but are different from our method as they
focus on density. For a comparison of different edge metrics we refer the reader to
Melançon and Sallaberry (2008).

Computation and Time Complexity
We now derive the first, rather obvious, upper bound on the asymptotic complexity.
A more detailed and better upper bound on the asymptotic runtime together with
an experimental evaluation will be presented in Chapter 6.
The overall backbone extraction can be divided into three main steps: edge weight,
adaptive reweighting, and UMST; The respective runtimes for the Facebook networks
are shown in Fig. 5.4.
The quadrangles of a graph G can be listed in O(mα(G)) (Chiba and Nishizeki,
1985), where m is the number of edges and α(G), the arboricity of G, is the minimum
number of edge-disjoint forests necessary to cover all edges of G. While the arboricity
√
can be as large as m, it is bounded from above by the h-index of a graph which in
turn is found to be very small in social networks (Eppstein and Spiro, 2012).
Another relation for the arboricity is given by the degeneracy, which, as defined by
(Lick and White, 1970), is the smallest k such that every subgraph has a vertex of
degree at most k. The arboricity and the degeneracy are the same up to a constant,
it holds that
α(G) ≤ degeneracy(G) ≤ 2α(G) − 1.

(5.1)

Based on this relationship, Fig. 5.5 shows that the arboricity is very small, even for
large networks of the Facebook100 dataset.
Together with the normalization, the computation of the edge weight takes O(mα(G))
time. Since the listing algorithm of Chiba and Nishizeki (1985) for quadrangles and
triangles is basically the same, we refer the reader to Ortmann and Brandes (2014)
for an experimental evaluation on triangle listing algorithms.
Neighbors can be ranked in O(m log 4(G)) time and the maximum prefix Jaccard coefficient can be computed in O(m4(G)), where 4(G) is the maximum vertex
degree, resulting in an overall runtime of O(m4(G)) for the adaptive reweighting
step.
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Figure 5.4.: Practical runtimes of quadrilateral Simmelian backbone (with its subroutines) for all Facebook100 networks show scalability of backbone extraction. Edge
filtering is clearly the bottleneck. (Using Adobe reader, a click on data points reveals
network information)
The overall backbone computation (with UMST) took 0.14s on a network with
762 vertices and 16k edges (Caltech36) and 1.23s on a network with 4087 vertices
and 180k edges (Rice31) with our Java 7 implementation and an Intel Core i7-2600K
CPU@3.40GHz. Unsurprisingly, the adaptive reweighting step is also practically the
bottleneck, as Fig. 5.4 reveals. This is due to its ∆(G) dependency, which, as indicated
by Fig. 5.6 for the Facebook100 networks, cannot be expected to be a small constant.
Nevertheless, the approach scales to large networks of the Facebook100 dataset and
we turn to the evaluation of its effectiveness in the next section.
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Figure 5.5.: Degeneracy for all Facebook100 networks gives an upper bound for the
arboricity α(G) and thus for the asymptotic runtime O(mα(G)) of the quadrangle
listing algorithm.

max. degree ∆(G)

8K
8K

6K

4K

2K

0K
0

0.2

0.4

0.6

0.8

1

network size in |E|/10

1.2

1.4

1.6

6

Figure 5.6.: Maximum degree ∆(G) for all Facebook100 networks. ∆(G) cannot be
expected to be a small constant.
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5.4. Evaluating Methods for Edge Embeddedness
In this section we introduce the datasets and a graph models, from which we generate
artificial hairball graphs. Then we explain our output quality indicators and the different edge embeddedness methods. For each graph and edge embeddedness method,
we iteratively increase the sparsification ratio by 10% and compute the corresponding
backbone. Layouts are computed using stress majorization (Gansner et al., 2005a)
initialized by PivotMDS (Brandes and Pich, 2007) as suggested by Brandes and Pich
(2009). Other force-directed methods as, e.g., SFDP (Hu, 2005), could be used as
well.

5.4.1. Dataset and Models
As real world samples, we use the Facebook100 dataset (Traud et al., 2011), which
contains social relations of 100 higher educational institutes in the US. The network
size varies from 762 to 41K vertices and from 16K to 1.6M edges. The dataset is
directly from Facebook, not sampled, and thus very complete in terms of capturing
the social relations according to a widely used service at that time. Additional attributes obtained from the Facebook profiles are gender, expected year of graduation,
dormitory, etc. Due to incomplete profiles, a number of attribute values are missing.
We will use the dormitory attribute for our evaluation, because it has been argued
to be important for the creation of social relations in many of the networks (Traud
et al., 2011).
In spite of a strong empirical association with homophilous attribute values, no
ground-truth group structure is available for Facebook networks. Therefore, we generated artificial networks that represents the idealized version of multi-core networks,
considered in this application, using the planted partition model (McSherry, 2001).
Additionally, we consider single-centered core-periphery networks; a different type
of hairball graphs. The low variation in local density, compared to the multi-core
networks, and rather consistent increase of density towards the center usually does
not allow for identification of other sub groups than the core or periphery. We used
artificial core-periphery networks based on threshold graphs (Mahadev and Peled,
1995), as well as the world trade network (Subramanian and Wei, 2007) as a real
world example.
Planted Partition Model: A simple model generating random graphs with cohesive groups that are connected into a small world is the planted partition model
(PPM) (McSherry, 2001). Let C = {C1 , . . . , Ck } be a partition of V for a graph
G = (V, E). Then C is called a clustering of G with class c(v) ∈ C for a vertex v ∈ V .
The probability of an edge (u, v) is pin if c(u) = c(v) and pout if c(u) 6= c(v).
We generated 50 graphs from a PPM with 500 vertices, k = 9, pin = 0.3, and
pout = 0.01. On top of that, we ran a random noise model with pin = pout = 0.1 to
obfuscate the underlying group structure. The resulting graphs are very dense, have
a low diameter, and are real hairballs without any visible structure when laid out
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using force-directed methods. The presented results of our model are averaged over
these 50 samples.
Threshold Graphs: A threshold graph G = (V, E) can be defined by assigning
non-negative real weights xi to each vertex i ∈ V and forming an edge for any pair
of vertices (i, j) for which xi + xj > θ holds for some threshold θ.
We generated threshold graphs by assigning a uniformly distributed binary value
at random bi ∈ {0, 1} to each vertex vi ∈ V and construct G by repeatedly adding
an isolated vertex vi and connecting it with all previously added vertices if bi = 1.
The vertex set can be split into a core (bi = 1) and a periphery set (bi = 0). We set
b|V | = 1 to ensure that the resulting graph is connected and define the core size to be
P
4
i∈V bi , see Fig. 5.12(c) for an example with 500 vertices. Since we do not
10 |V | =
want to have a perfect threshold graph, we only keep each edge with a probability of
80%.

5.4.2. Edge Embeddedness Methods
We compare different methods which assign a weight w : E → R≥0 to each edge
e = (u, v) ∈ E depicting its embeddedness. All these methods are then extended
using our UMST approach to guarantee the connectivity, such that a layout can be
computed from the resulting graph. We use the following approaches to assign a
weight to the edges.
Random: Assigns uniform random weights, as base line.
|N (u)∩N (v)|
Jaccard: Jaccard coefficient, |N
(u)∪N (v)| , as proposed Satuluri et al. (2011).
Simmelian: Triadic Simmelian backbone, as proposed by Nick et al. (2013).
Quadrilateral: Quadrilateral Simmelian backbone, based on our embeddedness
method, which accumulates triadic effects at an edge with quadrangles (Sect. 5.3).
Density: Metric by Auber et al. (2003) accumulating densities of different subgroups
in the local neighborhood.
Ground Truth: Knowledge of class membership in the synthetic network is used
to assign directly a low value to inter-cluster edges and a high value to intra-cluster
edges.

5.4.3. Quality Metrics
In contrast to the synthetic networks there is no ground truth available for the Facebook networks. This makes it hard to evaluate outcomes of the different methods.
Nevertheless, it was found that for many of the Facebook networks, the housing
structure (dormitory attribute) is very relevant for the underlying formation of social
relations (Nick et al., 2013; Traud et al., 2011). We, therefore, use the dormitory
attribute as a reference for evaluation.
Assume that we know the ground truth, meaning the class membership c(v) of each
vertex. A perfect algorithm, for example, would first remove all inter-cluster edges
before starting to remove intra-cluster edges while obeying the required sparsification

82

5.4. Evaluating Methods for Edge Embeddedness
ratio. Since inter-cluster edges are removed priorly, this increases the ratio between
intra-cluster or homophily edges and the total number of edges.
If the edge embeddedness methods perform similar to this, the ratio of homophily
edges
homophily(G) =

#homophily edges
#homophily edges + #heterophily edges

should monotonically increase, while gradually removing edges from the network according to their weight. Edges for which the class membership (attribute) of at least
one vertex is missing are neglected.
Additionally, we would like to see how well this class membership is reflected in
the layouts. Vertex pairs of the same class should have a small Euclidean distance,
while pairs of different classes should have a large Euclidean distance. Looking at
the curve of the Euclidean distance distribution of the intra-cluster and inter-cluster
vertex pairs in Fig. 5.7(a), we define the layout error as the intersection area of these
two curves. The layout error can also be interpreted as the percentage of vertex pairs,
where the distinction whether they are in the same cluster or not cannot clearly be
made based on the Euclidean distance. Since the computation of this quality metric
is very time intensive, it was not feasible to analyze all 100 Facebook networks with
it.
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Figure 5.7.: Layout error of different edge embedding methods combined with UMST
for (b) a real world network and (c) synthetic networks. (a) shows the layout error
for a single point of the line chart in (b).

5.4.4. Results and Discussion
An interesting observation from Fig. 5.8 is that Jaccard and Simmelian perform very
similar for most Facebook networks. Our method (Quadrilateral) clearly manages
to distinguish between the different types of edges better than the other methods,
especially in earlier phases of the sparsification process.
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Figure 5.8.: (b) Top 20 Facebook networks with high homophily structure in original
network. Homophily (y-axis) is plotted against the number of remaining edges (xaxis). Overall Quadrilateral performs better than the others.
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all Facebook100 networks. Points above/below the dashed line indicate homophily
increase/decrease respective the original network. Simmelian and Quadrilateral homophily values for corresponding networks have been connected by colored segments
comparing their performance.

For all 100 Facebook networks, the difference in homophily between Simmelian
and Quadrilateral is shown by the length of a vertical segment in Fig. 5.9. While
both approaches increase the percentage of homophily edges (all segments above the
diagonal dashed line), Quadrilateral clearly performs better, especially for networks
with higher percentage of homophily edges.
Although the homophily of Jaccard and Quadrilateral is nearly the same for the last
but one step of the Caltech36 network, see Fig. 5.8(b), the Quadrilateral embedding
creates the superior layout, as can be seen by the lower layout error in Fig. 5.7(b).
Furthermore, for the synthetic networks (PPM), Quadrilateral comes very close to
the ground truth as can be seen in Fig. 5.7(c).
Figure 5.10 shows the layout error for four Facebook networks and the three best
performing edge metrics (according to homophily). The layout clearly improves for
the Rice and Smith network, but not much for the other two. One possible explanation
for this could be that the dormitory attribute is not the explanatory variable for the
formation of social relations in these two networks. Other attributes, as the expected
year of graduation, can also explain parts of the revealed group structure, as can be
seen in Fig. 5.11 for the Pepperdine86 network.
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One can also observe in the final drawings that Jaccard keeps the clusters connected
to a single center in multiple radial layers, while Quadrilateral expands the clusters
more clearly, see Fig. 5.14 and Fig. 5.15.
The effectiveness of our layout quality metric can be verified, by looking at the final
drawings in Fig. 5.1(c) and 5.1(d). In the latter many clusters, as light green and
light blue, are more clearly visible. For the synthetic networks Quadrilateral comes
very close to the ground truth, in terms of layout error, see Fig. 5.7(c). This finding
is also supported by the drawings in Fig. 5.13 of the synthetic networks.
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Figure 5.10.: Layout error of Facebook networks w.r.t. the dormitory attribute.
While improvement is not clear for Pepperdine86 and Vassar85, the layout is improved
a lot for the networks with high homophily (Rice31 and Smith60).
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Figure 5.11.: Drawing of the Pepperdine86 network. The year attribute is mapped
to vertex color using interpolation (blue-white-red).
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Figure 5.12.: Threshold graph with extreme core-periphery structure (yellow-red).
Untangling the hairball stretches the core due to the skewed connectivity of the periphery. Layout error increases due to skewed elliptic core shape.
For the threshold graph, Jaccard performs slightly better than Quadrilateral according to homophily, Fig. 5.12(a), yet the layout error is nearly the same, see
Fig. 5.12(b). The increase of the layout error for less than 50% remaining edges
can be explained by the skewed elliptic core shape (Figs. 5.12(e) and 5.12(f)), which
is a characteristic of the threshold graph structure. The backbone layout of the world
trade network can be seen in Fig. 5.16. The core, mostly consisting of the countries
with a high trade volume, is separated from the periphery, based on the network
structure only.
However, besides separating the core from the periphery our backbone approach is
of limited use for these types of networks, as the low structural variation within the
core does not allow further disassembling.

5.5. Conclusion
We proposed a sparsification approach to draw hairball graphs as encountered in
online social networks. It is based on the idea that pairwise distances (the “degrees of
separation”) need to be increased without disrupting tightly-knit groups. The deeply
embedded edges such groups are made of are identified using a suitably modified
Simmelian backbone (Nick et al., 2013), and overall layout organization is stabilized
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(a) Density (Auber et al.,
2003)

(b) original network
(hairball)

(d) triadic
Simmelian backbone (Nick et al., 2013)

(c) Jaccard (Satuluri et al.,
2011)

(e) quadrilateral Simmelian backbone
(our approach)

Figure 5.13.: Backbone layouts of the same synthetic network determined by different edge embeddedness methods combined with UMST (20% remaining edges).
Colors encode groups – ground truth, but have not been utilized by any of the methods.

by maintaining connectedness via the union of all maximum spanning trees.
An evaluation with empirical and generated networks showed that our novel metric manages to reveal relations deeply embedded in latent primary groups. In the
resulting drawings such groups are separated from each other but still positioned in
their global context. On the Facebook100 dataset, average distances increased from
about 3 in the original friendship networks to about 14 in the backbone, thus easing
the layout task for force-directed algorithms.
Our proposed edge embeddedness metric proved to be more effective than previous
approaches with respect to improving layout quality by way of amplifying homophily.
It is thus likely to be useful as a preprocessing step for graph clustering algorithms
as well.
Although our approach separates the core from the periphery, in single-centered
core-periphery networks, its applicability to these type of networks is rather limited,
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due to the lack of structural variation.
By design, our technique appears to be best suited for small-world networks with
multiple centers. While these are common, especially in social media, it will be
interesting to identify variants for hierarchically clustered graphs.
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(a) Jaccard (Satuluri et al., 2011) with UMST

(b) our quadrilateral Simmelian backbone

Figure 5.14.: Drawings of Rice31 from the Facebook100 dataset with 4083 vertices
and 10% of the 184K edges, using different edge embeddedness methods. Color encodes dormitory attribute, but has not been utilized by the drawing algorithm.
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(a) Jaccard (Satuluri et al., 2011) with UMST

(b) our quadrilateral Simmelian backbone

Figure 5.15.: Drawings of Smith60 from the Facebook100 dataset with 2970 vertices
and 10% of the 97K edges, using different edge embeddedness methods. Color encodes
dormitory attribute, but has not been utilized by the drawing algorithm.

(b) drawing, based on quadrilateral Simmelian backbone (20%)

Figure 5.16.: (a) World trade network (Subramanian and Wei, 2007) with a core-periphery structure. (b) Backbone layout,
which separates the core (right) from the periphery (left) based on graph structure only. The node size and color encode the
GDP and the continent, respectively.

(a) drawing,
original network
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6.1. Introduction
As we saw in the previous chapter graph simplification is useful for exploration and
visualization and can help to emphasize inherent graph structure. It is also useful for other applications, e.g., graph clustering. Satuluri et al. (2011) argue that
sparsification can improve and speed up graph clustering by removing unimportant
(inter-cluster) edges.
Substantiated by the sociological work of Simmel (1950), Nick et al. (2013) use
the Simmelian strength of an edge, the number of triangles it is contained in, as an
edge weight and then determine the degree of structural embeddedness for an edge
by comparing the ranked neighborhoods of its two vertices based on that weight. The
purpose is to identify edges that are more likely to be inside of cohesive groups than
between such groups. We now focus only on the (quadrilateral) Simmelian backbone
as it performed best in the experiments of the previous chapter. The main steps are:
1. edge weight: For each edge, determine its weight (quadrilateral).
2. adaptive reweighting:
• For each vertex, rank neighbors according to the edge weight.
• For each edge, compute the maximum Jaccard coefficient over
the top k neighbors.
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The quadrilateral edge weight Q(u, v) used in Step 1 is defined as
q(u, v)
Q(u, v) = p
,
q(u) · q(v)
with q(u,
Pv) being the number of quadrangles containing edge (u, v), and
q(v) = w∈N (v) q(v, w) where N (v) is the neighborhood of a vertex v.
Originally, Nick et al. (2013) also proposed a parametrized version of Step 2 for
filtering, where an edge (u, v) is only kept in the graph, if u and v have at least j
common neighbors in their top k neighborhood. This procedure was called redundancy
computation, which should not be confused with Burt’s redundancy (Burt, 2009)
measure.
Here, we focus only on the non-parametric version of Step 2, as described above.
The main benefit of Step 2 is that the top ranked neighbors get more importance
compared to the low ranked ones. A more intuitive interpretation of this framework
is given in Sect. 5.3.
Overall, to extract the Simmelian backbone, we need to compute for each edge the
number of quadrangles it is contained in (Step 1) as well as its common neighbors
(Step 2), which are indicated by triangles. This can be done simultaneously using
the algorithm by Chiba and Nishizeki (1985), which will be elaborated in the next
section. After that we introduce a faster algorithm for the adaptive reweighting (Step
2) in Sect. 6.3 and evaluate its performance in Sect. 6.4.
In the second part of this chapter we tackle the problem of automatically choosing an appropriate filtering parameter for the quadrilateral Simmelian backbone. In
Sect. 6.5 we propose a cluster-sensitive filtering procedure based on the clustering
coefficient, and its effectiveness is evaluated based on experiments with real-world
and generated data (Sect. 6.6).

6.2. Algorithm for Listing Triangles and Quadrangles
w0

v0 = w
u

v

(a) Case 1: triangle

v0
u

v

(b) Case 2: quadrangle

w0
w

v0

w0 = w
u

v

(c) Case 3: no closure

Figure 6.1.: Three cases of the edge-searching strategy of Chiba and Nishizeki (1985)
for listing triangles and quadrangles. Cases are not exclusive.
We now review the algorithm of Chiba and Nishizeki (1985) for listing triangles
and quadrangles, which is very simple and also very efficient in practice, according to
experiments of Ortmann and Brandes (2014).
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Starting from a vertex u, each triangle and quadrangle in which u participates is determined using a simple edge-searching strategy. First, each neighbor of u is marked.
For each edge (v, w) with v ∈ N (u) and w ∈ N (v), if w is marked (Fig. 6.1(a)),
then a triangle was found. If w was visited by another such edge (Fig. 6.1(b)), then
a quadrangle was found. Otherwise, neither a triangle nor quadrangle was found
(Fig. 6.1(c)). Note that Case 1 and Case 2 can occur concurrently, if edge (u, w) ∈ E
exists. After processing all neighbors of u in that way, one can delete u (or all of its
incident edges), since all of u’s triangles and quadrangles must have been found.
Algorithm 9: Listing triangles and quadrangles for every edge in a graph
(Chiba and Nishizeki, 1985).
Input: Graph G = (V, E)
Output: q(u, v): # quadrangles, Nuv : common neighbors (for (u, v) ∈ E)
1 sort vertices such that deg(v1 ) ≥ . . . ≥ deg(vn )
2 for v ∈ V do U [v] ← 0
3 for u ∈ (v1 , . . . , vn ) do
4
foreach v ∈ N (u) do mark v
5
foreach v ∈ N (u) do
6
foreach w ∈ N (v) \ {u} do
7
increment U [w]
// found two-path between u and w
8
if w is marked then
// found triangle u, v, w
9
Nuv ← Nuv ∪ w, Nvw ← Nvw ∪ u, Nuw ← Nuw ∪ v
10
11
12
13
14
15

foreach v ∈ N (u) do
foreach w ∈ N (v) \ {u} do
increment q(u, v), q(v, w) by U [w] − 1
set all incremented U [v]v∈V to zero
foreach v ∈ N (u) do unmark v
G←G−u

Algorithm 9 shows the details of the edge-searching strategy. By processing the
vertices based on their degree (Line 1), the runtime can be bounded using the arboricity, which is the minimum number of edge-disjoint forests required to cover all
edges of a graph G.
We first repeat a helpful lemma to analyze the runtime.
Lemma 6.2.1 (Chiba and Nishizeki (1985)). For a graph G = (V, E) with n vertices
and m edges, it holds that:
X
min{d(u), d(v)} ≤ 2α(G)m,
(6.1)
(u,v)∈E

where the arboricity α(G) is the minimum number of edge-disjoint forests necessary
to cover E.
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Proof. Let F = {F1 , . . . , Fα(G) } be the set of edge-disjoint forests covering all edges
of G. We orient the edges of a forest Fi in the following way: For each connected
component in Fi choose an arbitrary vertex as root and direct all edges in that
component away from the root.
Further let head(e) be the target vertex of a directed edge e. That way, each vertex
is associated with at most one edge in a forest. We can then rewrite the summation
to:
X

min{d(u), d(v)} =

X

min{d(u), d(v)}

Fi ∈F (u,v)∈Fi

e=(u,v)∈E

≤

X

X X

d(head(e)) ≤

Fi ∈F e∈Fi

X X

d(v) = α(G) · 2m

Fi ∈F v∈V

Since the degree of a vertex is at most n − 1, one can sort the vertices by nonincreasing degree in linear time (Line 1). The inner most statements in each of the
for-loop blocks take only constant time per call. The for-loop in Line 3 and 4 will
process each edge (u, v) ∈ E exactly once, since u and its incident edges are removed
from the graph after u was processed. The inner loop in Line 6 will take O(d(v))
time for an edge (u, v). This leads to the total runtime of
O

 X

min{d(u), d(v)}

 Lemma
⊆

6.2.1

O(α(G)m)

(6.2)

(u,v)∈E

since the last three statements (Lines 13 to 15) including the outer loop, can be
performed in amortized linear time. The removal of u from G can, e.g., be done by
representing G with doubly connected adjacency lists where the two entries for (u, v)
are also linked to each other.

6.3. Adaptive Reweighting: Naive and Faster Algorithm
For an edge (u, v), the edge weight leads us to the most important neighbors of u
and v. If these important neighbors are the same, then u and v are embedded in
the same cohesive group, otherwise they are contained in different cohesive groups.
The adaptive reweighting measures to which extent this is the case, while favoring an
agreement on highly ranked neighbors of u and v. This is illustrated in Fig. 6.2.
We now define the adaptive reweighting procedure more precisely and briefly review
the naive algorithm.
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Definition
Let G = (V, E, ω) be a graph with vertex set V , edge set E, and edge weight ω : E →
R≥0 . For a vertex v, let dv = d(v) be its degree, Nv = N (v) = (v1 , . . . , vd(v) ) the
sequence of neighbors in non-increasing order according to the weight of the edges,
i.e.
i ≤ j =⇒ ω(v, vi ) ≥ ω(v, vj ), for i, j ∈ {1, . . . , d(v)}.

(6.3)

A sequence is considered as a set, when using set operators like ∩ or ∪. The ranking
of a vertex w ∈ Nv is defined as
rankv (w) = |{vi ∈ Nv | ω(v, vi ) > ω(v, w)}| + 1.

(6.4)

and the top k neighbors of v as
Nvk = {w ∈ Nv | rankv (w) ≤ k}.

(6.5)

Note that several neighboring vertices can have the same ranking. We thus define the
position of a ranking class k according to v as the largest index of a vertex in that
rank:
posv (k) =

max

{vi ∈Nv |rankv (vi )≤k}

i.

(6.6)

Table 6.1 shows rankings and class positions for the example in Fig. 6.2.
Finally, the Simmelian coefficient of an edge (u, v) is given by
S(u, v) =

max

k=1,...,max {d(u),d(v)}

J(Nuk , Nvk ),

(6.7)

where J(A, B) is the Jaccard coefficient of sets A and B:
J(A, B) =

|A ∩ B|
.
|A ∪ B|

(6.8)

Naive Algorithm A simple way of computing the Simmelian coefficient for an
edge (u, v), where u’s and v’s neighbors are already ranked, is to increment k from 1
to max{d(u), d(v)} by concurrently iterating over the sequences Nu , Nv and updating
theP
Jaccard coefficient accordingly. This takes O(max {d(u), d(v)}) for one edge and
O( (u,v)∈E max{d(u), d(v)}) ⊆ O(∆(G)m) in total, where ∆(G) is the maximum
vertex degree. This can be implemented, e.g., by marking the vertices while iterating
over Nu and Nv . If the vertex is already marked we know that its a common vertex
and can update the Jaccard coefficient.
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Figure 6.2.: Neighborhood of u and v ranked based on an edge weight. Nodes
connected with a dashed line are identical. While the Jaccard coefficient J(Nu , Nv )
is 0.22, the maximum Jaccard coefficient (maxk J(Nuk , Nvk )) is 0.33. The adaptive
reweighting of the latter favors the overlap between highly ranked neighbors.

Nu

ω(u, ui )

ranku (ui )

Nv

ω(v, vi )

rankv (vi )

k

posu (k)

posv (k)

u1
u2
u3
u4

0.8
0.8
0.7
0.4

1
1
3
4

v1
v2
v3
v4
v5
v6
v7

0.5
0.5
0.3
0.3
0.1
0.1
0.1

1
1
3
3
5
5
5

1
2
3
4
5
6
7

2
2
3
4
4
4
4

2
2
4
4
7
7
7

Table 6.1.: Rankings and positions of the ranking classes for the example in Fig. 6.2.

A Faster Algorithm
Consider the example in Fig. 6.2. The naive algorithm can be interpreted as moving
a horizontal sweep-line from top to bottom and computing the Jaccard coefficient for
every k.
The main idea of the faster algorithm is to sweep from top to bottom but skip
the ranks for which there cannot be an increase of the Jaccard coefficient. Since the
numerator of the Jaccard coefficient (Eq. (6.8)) contains only common neighbors, of u
and v it can only increase in ranks containing a common neighbor. Hence, it is sufficient to compute the Jaccard coefficient only for these contributing ranks. In Fig. 6.2,
for example, we could skip rank k = 4 as there is no additional common neighbor in
this rank. Although a common vertex w ∈ Nuv can have different ranks (ranku (w) 6=
rankv (w)), we need to consider only the rank r = max{ranku (w), rankv (w)} with the
larger value, as the numerator can only increase in the latter one, where the common
neighbor is counted. In Fig. 6.2, these ranks can be visually identified by following
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the dashed lines downwards.
To go over the contributing ranks in increasing order we need to sort the common neighbors for each edge. But sorting the common neighbors for each edge by
increasing rank, e.g., with comparison based methods results in a runtime of
 X

min{d(u), d(v)} log min{d(u), d(v)}
(6.9)
O
(u,v)∈E



⊆ O α(G) m log ∆(G) .

(6.10)

Using integer sorting, e.g., counting sort, would result in

 X
(min{d(u), d(v)} + max{d(u), d(v)})
O

(6.11)

(u,v)∈E

=O

 X

X

min{d(u), d(v)} +


∆(G)

(6.12)

(u,v)∈E

(u,v)∈E


 α(G)≤∆(G) 

⊆ O α(G) m + m ∆(G)
=
O m ∆(G) ,

(6.13)

since the integer values being sorted (the rank values) can be as large as ∆(G). Instead
of sorting the contributing ranks for each edge locally, one can sort them globally and
map the global ordering back to each individual edge. For the global integer sorting,
the value range is not a problem, since we have to sort only once.
Algorithm 10 summarizes the overall computation of the Simmelian coefficient together with the rank determination based on a given edge weight. In particular it
describes the adaptive reweighting, which reduces the previous runtime of O(m∆(G))
or O(α(G) m log ∆(G)) to O(α(G)m) if the weight ω consists of small integer values
and to O(m log ∆(G)) otherwise.
The global sorting and mapping of the contributing ranks to each individual edge
is done in Lines 11 to 17. Let Ruv be a multiset of tuples for the contributing ranks
of an edge (u, v):
o
[ n
Ruv = R(u,v)=e =
max{ranku (w), rankv (w)}, e .
(6.14)
w∈Nuv

Then, the global list of tuples with contributing ranks
[
R=
Ruv

(6.15)

(u,v)∈E

can be sorted in
|R|≤3α(G)m

O(|R| + ∆(G))

⊆

O(α(G)m)

(6.16)

using counting sort.
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Runtime of Algorithm 10: The first for-loop clearly takes O(m log ∆(G)) time,
due to the sorting. The computation of the common neighbors can be done in
O(α(G) m), see Sect. 6.2. As there can be at most 3α(G)m contributing ranks in R,
sorting it, and deriving Ruv for each edge takes O(α(G)m). The runtime of the last
for-loop is in O(α(G)m) since the Jaccard coefficient is computed exactly once for
each contributing rank.
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Algorithm 10: Adaptive Reweighting:
Computing the Simmelian coefficient based on an edge weight.
Input: Graph G = (V, E, ω) with edge weight ω : E → R≥0
Output: Simmelian edge coefficient S(u, v) for each edge (u, v) ∈ E.
// assign rankings and positions according to edge weight ω
1 foreach vertex v ∈ V do
2
sort Nv = (v1 , . . . , vd(v) ) according to ω;
3
i ← 1, j ← 2;
4
rankv (v1 ) ← 1, posv (1) ← 1;
5
while j ≤ d(v) do
6
if w(vj−1 ) 6= w(vj ) then i ← j ;
7
rankv (vj ) ← i;
8
posv (i) ← j;
9
j ← j + 1;
10

11
12
13
14
15
16
17

18
19
20
21
22
23
24
25
26

compute Nuv for (u, v) ∈ E // Algorithm 9 of Sect. 6.2
// sort contributing ranks globally
// and map order to common neighbors
R←∅;
foreach e = (u, v) ∈ E do
foreach w ∈ Nuv do
rank ← max{ranku (w), rankv (w)};
R ← R ∪ (rank, e);
sort tuples of R by increasing rank with counting sort;
for (rank, (u, v)) ∈ R do Ruv ← Ruv ∪ (rank, (u, v)) ;
// adaptive reweighting
foreach (u, v) ∈ E do
S(u, v) ← 0;
c ← 0 // current number of common neighbors
1 , . . . , Rl ;
partition the contributing ranks Ruv by rank into classes Ruv
uv
for i ← 1 to l do
i ;
k ← rank of class Ruv
i | // update common neighbors for top k
c ← c + |Ruv
k
k
J(Nu , Nv ) ← c/(posu (k) + posv (k) − c);
S(u, v) ← max{S(u, v), J(Nuk , Nvk )};
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6.4. Evaluating the Runtime
We experimentally evaluate the scalability of the naive and the improved algorithm
for the Simmelian backbone using the quadrilateral edge weight for ω. Since the algorithms for listing triangles and quadrangles are basically the same, the computation
of common neighbors (Line 10) can be incorporated in the process of quadrilateral
edge weight determination (Algorithm 9).
The naive and the improved algorithm both have a sorting step, which takes
O(m log ∆(G)) time in the general case. The remainder of the naive algorithm
takes

 X
max{d(u), d(v)} ⊆ O(∆(G)m)
O
(u,v)∈E

and requires O(n + m) space, while the remainder of the improved algorithm takes

 X
min{d(u), d(v)} ⊆ O(α(G)m)
O
(u,v)∈E

and needs O(α(G)m) space.
Obviously, the practical runtime can only improve if the difference in vertex degrees
of adjacent vertices in the graph is high. This measure is also called irregularity of a
graph
X
irr(G) =
|d(u) − d(v)|
(6.17)
(u,v)∈E(G)

and has already been used by Chartrand et al. (1988) to quantify the deviation from
regular graphs.
Datasets As datasets we use the Facebook100 networks (Traud et al., 2011), which
contain social relations in higher educational institutes in US and the autonomous
systems networks by Leskovec et al. (2005), as we expect them to be structurally
different from the Facebook networks.
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Figure 6.3.: Runtime of quadrilateral Simmelian backbone (naive and improved)
for the Facebook100 dataset. Although the improved algorithm is always faster, the
speedup is rather low.
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Figure 6.4.: Runtime of quadrilateral Simmelian backbone (naive and improved) for
the autonomous systems dataset (Stanford Large Network Dataset Collection) with
over 700 graphs. These networks mostly have a single core - periphery structure.
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Figure 6.5.: Irregularity shows the structural difference for the Facebook100 and
the autonomous systems networks. If the irregularity of a graph is large, then the
speedup of the improved algorithm is high.
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6.5. Cluster-Sensitive Filtering with Clustering
Coefficient
The extraction of sparse subnetworks that have a more pronounced variation in local
density can simplify the clustering task on networks. So far, we did not discuss how to
choose the sparsification parameter. Different stages of sparsification allow for identification of different structural properties of a network. Identifying the sparsification
parameter manually with a trial and error approach is very time intensive and very
subjective.
In this section, our goal is to quantify the structural degree of clusterability in
networks, which should give an indication of how clear the cluster structure in the
network is, but without performing the actual clustering task. This quantification,
then gives visual support for manual selection and allows full automatic parameter
extraction.
Instead of performing clustering by choosing among the vast amounts of existing
methods (Fortunato, 2010; Schaeffer, 2007), we measure an often observed side effect
of clusters in networks, namely a high global clustering coefficient (Watts and Strogatz, 1998). The clustering coefficient measures to which degree the neighbors of a
vertex are connected.
In a series of backbones, with varying sparsification parameter, the main assumption is that a backbone with high clustering coefficient is more likely to contain
cohesive groups than a backbone with low clustering coefficient. If the quantification
using the clustering coefficient is effective, its highest value should point us to the
sparsification parameter, where the resulting backbone is most similar to a predefined
cluster graph (Shamir et al., 2004) representing the underlying group structure. More
precisely, we use the phi coefficient as a similarity (or evaluation) measure to evaluate
the effectiveness of the clustering coefficient. The phi coefficient can be understood
as a correlation measure between the entries of two matrices, where the first matrix
is the adjacency matrix of the backbone and the second one the block matrix of an
assumed cluster structure. Figure 6.6 gives an overview of the overall process and
shows the clustering and phi coefficient for a synthetic network, together with four
laid out backbones (Figs. 6.6(b) to 6.6(e)).
First, we define the clustering coefficient and investigate its efficient computation for
each possible filter parameter in Sect. 6.5. Then, we evaluate its effectiveness on a set
of real-world and synthetic networks using the phi coefficient as a quality measure in
Sect. 6.6. Finally, we conclude on Simmelian backbones and cluster-sensitive filtering
in Sect. 6.7.

Efficient Computation of the Clustering Coefficient
We first recall the definition and then show how to maintain the clustering coefficient
efficiently during sparsification.
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PPM500
clustering
coefficient

0.4
0.3
0.2
0.1

phi
coefficient

0.5
0.4
0.3
100%

75%

50%

remaining edges

25%

0%

(a) Clustering effect measured by clustering coefficient (top) and similarity of backbone to
the ground truth community (bottom) along sparsification parameter (x-axis).

(b) 100%

(c) 34%

(d) 25%

(e) 20%

Figure 6.6.: Evaluating Effectiveness of Clustering coefficient on quadrilateral Simmelian backbone for a synthetic network with hidden group structure. Highest clustering coefficient (a) denotes the parameter, where the groups just start breaking
apart (d), which is also the point where the resulting backbone is most similar to the
ground-truth cluster graph. (e) Filtering removes more and more intra-cluster edges.
Definition: The local clustering coefficient is defined as the percentage of closed
triples at a vertex v:
C(v) =

|{(vi , vj ) ∈ E| vi , vj ∈ Nv }|
λ(v)
=
,

d(v)
τ (v)

(6.18)

2

with λ(v) being the number of closed triples (triangles) at v and τ (v) the number
of connected triples at v. For d(v) < 2 we define the clustering coefficient to be zero,
which punishes peripheral degree one vertices. The global (or average) clustering
coefficient is then
C̄ =

1 X
C(v).
|V |
v∈V
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6.5. Cluster-Sensitive Filtering with Clustering Coefficient
Iterative computation: Let ω : E → R≥0 be the edge weight reflecting a structural edge embeddedness, W = {ω(e)|e ∈ E} the set of possible edge weights, and
Gz , z ∈ W the resulting backbone as described in Chapter 5.
To compute the clustering coefficient for a single graph, we only need to know the
number of triangles at each vertex, which takes O(α(G)m) time. Doing this effort for
each backbone individually would take O(α(G)m2 ) time, as the number of possible
backbones is in O(m).
This can be done more efficiently by computing the clustering coefficient for the
original graph and iteratively updating the triangle statistics for each edge which is
being removed (Algorithm 11). Removing an edge e destroys all its triangles (T r[e]).
For each vertex in one of these triangles, its contribution to C̄ needs to be updated.
Algorithm 11: Iterative Computation of the Clustering Coefficient
Input: Graph G = (V, E) with n = |V |, m = |E|, and edge weights
w : E → R≥0 with k distinct values.
Data: T r[e]: set of triangles containing edge e, d[v] : degree of vertex v,
τ (v) = d[v]
2
Output: Clustering coefficient C̄i for backbones i = 0, . . . , k
1 λ[v]v∈V , T r[e]e∈E ← triangle listing algorithm (Chiba and Nishizeki, 1985)
2 for v ∈ V do C[v] ← λ[v]/τ (v)
1 P
3 C̄0 = C̄ ← n
v∈V C[v]
4 partition edges by weight into buckets B1 , . . . , Bk
5 sort buckets by decreasing weight
6 for i ← 1 to k do
7
foreach e = (u, v) ∈ Bi do
// remove contribution of e from triangle statistics
8
C̄ ← C̄ − (C[u] + C[v]) /n
9
λ[u] ← λ[u] − |T r[e]|
10
λ[v] ← λ[v] − |T r[e]|
11
d[u] ← d[u] − 1; d[v] ← d[v] − 1
u
12
C[u] ← λ[u]/τ (u)
euw
13
C[v] ← λ[v]/τ (v)
14
C̄ ← C̄ + (C[u] + C[v])/n
e
w ...
15
foreach (u, v, w) = t ∈ T r[e] do
16
C̄ ← C̄ − C[w]/n
evw
v
17
λ[w] ← λ[w] − 1
(u, v, w) = t ∈ T r[e]
18
C[w] ← λ[w]/τ (w)
22
19
C̄ ← C̄ + C[w]/n
20
remove triangle t from T r[euw ] and T r[evw ]
21

C̄i ← C̄
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Correctness of Algorithm 11: Clearly, C̄ is correct for the first graph and will
be correct, as long as we update its summands with the correct local clustering
coefficients. Thus, it suffices to show that each local clustering coefficient C[v] is
correctly updated after an edge e = (u, v) is removed. The local coefficient changes
only for vertices creating a triangle with e. All triangles of e (T r[e]) are also triangles
at u and v (see the figure next to Algorithm 11). Since they are all destroyed, we
need to reduce λ[u] and λ[v] by |T r[e]|. For a vertex w in a triangle with e, exactly
one triangle is affected (Line 17 of Algorithm 11). By removing each triangle e from
the triangle sets of the other two edges ((u, w) and (v, w)), we make sure that this
triangle will never be considered again. C[w] is thus correctly updated. The degree
of u and v is also reduced correctly by one, which allows to update C[u] and C[v].
Runtime of Algorithm 11: The first part of the algorithms is dominated by
triangle listing (O(α(G)m)) and sorting (O(m log m)). In the second for-loop, each
triangle is processed at most once, in constant time. Since there can be at most
O(α(G)m) triangles, the runtime of the second loop is in O(α(G)m).

6.6. Measuring Effectiveness with the Phi Coefficient
The sparsification of the original graph results in various backbones, for which we
want to quantify how similar their structure is to a predefined clustering structure,
which is assumed to be inherent in the original graph.
Modularity is often used for cluster quality assessment, but we will not use it, due
its counter intuitive behavior: Even for perfect partitioning of a graph, consisting
only of cliques as connected components, modularity can vary and differ a lot from
the optimal value of 1. The reader is referred to Brandes et al. (2007) and Freeman
(2011) for a more extensive discussion on this behavior
Instead, we will measure the similarity of a backbone graph along a given perfect partitioning, consisting of disconnected cliques, using the phi coefficient on the
corresponding adjacency matrices. The phi coefficient is a variation of Pearson’s correlation coefficient, when applying it on binary variables (Chedzoy, 2004). Freeman
(2011) also calls it Borgati’s η.
The intuitive interpretation is that its value is large, if a graph is similar to a given
perfect partitioning and small (towards 0) if the graph is dissimilar to this partitioning.
We now define the phi coefficient more precisely and also give a concrete example.
Definition:
For a backbone graph G0 = {V, E 0 ⊆ E} and a partitioning C =
{C1 , . . . , Ck } of V , let C(v) ∈ C denote the cluster of v ∈ V . Further, let X be the
adjacency matrix of G0 :
(
1 if {i, j} ∈ E or i = j
Xij =
(6.20)
0 if {i, j} 6∈ E
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Figure 6.7.: Graph is very close to perfect partitioning (vertex colors), based on the
23·22−2·2
= 0.84.
phi coefficient of X and Y : φ(X, Y ) = √
(23+2)(2+22)(23+2)(2+22)

and corollary Y the adjacency matrix of the perfect graph on that partitioning
(
1 if C(i) = C(j)
Yij =
(6.21)
0 if C(i) 6= C(j)
Loops are not important here, as long as their existence or absence is defined consistently for X and Y . Since we are only interested in boolean values for a vertex pair,
the Pearson correlation reduces to the phi coefficient
φ(X, Y ) = p

ad − bc
(a + b)(c + d)(a + c)(b + d)

(6.22)

where a, b, c, and d represent the frequencies of observation, derived from the 2x2
contingency table:
Yij
Xij 1 0
.
1
a b
0
c d
An example of a similarity between a graph and a perfect partitioning is given in
Fig. 6.7 .
Datasets: For evaluation we use the Facebook100 networks, which were already
introduced in Chapter 5. The dormitory attribute is used as partitioning C. While
the backbone and clustering coefficient computation considers all vertices of the graph,
vertices with missing dormitory value are ignored when computing the phi coefficient.
Thus, a high amount of missing values can bias the phi coefficient as an evaluation
criterion. Because of that, we additionally use the planted partition model (PPM)
from Sect. 5.4.1, page 81, and the model by Lancichinetti et al. (2008) (LFR) to
generate synthetic networks, where the real ground-truth is known.

Results and Discussion
Phi Coefficient: The results of the experiments are two curves, similar as in
Fig. 6.6(a), for each network. These curves typically have one apex. Figure 6.8
shows the clustering and phi coefficient value of these apexes against each other.
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Due to space constrains we cannot show the results for all Facebook100 networks.
Therefore, we picked 11 Facebook networks as highlighted with their names in Fig. 6.8.
The selection criteria was coverage of different regions, reflecting various properties
of the networks.
Figure 6.9 shows the curves of the clustering and phi coefficient for the selected
networks. Maxima are highlighted with a dashed line.
For the PPM500 network the peak of the clustering coefficient is extremely close
to the peak of the phi coefficient, where further filtering of edges would start to only
thin out the clusters. If the phi coefficient is high, as e.g., for Auburn71, Caltech36,
Lehigh96, or Smith60, then the two maxima tend to be close to each other. This
means that the maximum clustering coefficient points us to the filtering parameter,
where the density is highest for the inherent clusters.
Auburn71 is slightly different compared to the other networks, as its phi coefficient
is larger than the clustering coefficient on the first half. Looking at Fig. 6.8, we
can see that 80% of its edges have missing values for the dormitory attribute of the
corresponding vertices. While the clustering coefficient considers all the vertices of
the network, the phi coefficient has to ignore the ones with missing values, since no
partition is known for them. Knowledge of these missing values might change the
shape of the curve.
dormitory known
0.60

clustering coefficient

100%

80%

60% 40% 20%

William77
Wake73
WashU32
Vassar85

0.55

Lehigh96
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0.50

0.45

Harvard1

0.40
PPM500

0.1

0.2

0.3

phi

0.4

0.5

Figure 6.8.: Phi vs. clustering coefficient (maximum values) for the Facebook100
networks and PPM500 along all possible sparsification ratios. Labeled networks were
chosen for further analyses.
We can see that for many of the other networks, the phi coefficient does not increase,
which means that the dormitories are not an explanatory variable for the inherent
groups. However, there is a clear peak for the clustering coefficient, allowing us to
identify an important global aspect of the inherent group structure.
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Figure 6.9.: Phi and clustering coefficient along the sparsification ratio for various
networks (Facebook100+PPM500). Peak positions very close if the phi coefficient is
high.

We also experimented with many weighted variants of the clustering coefficient as,
e.g., discussed by Opsahl and Panzarasa (2009), but we did not see a benefit over the
regular one. The results were comparable. We expect other variants, as the transitive
ratio (Luce and Perry, 1949; Wasserman and Faust, 1994), number of triangles in the
network divided by the number of triples, to work as well.
Using the graph model of Lancichinetti et al. (2008), we are generating networks
with a ground-truth community structure1 . We varied the mixing parameter µ from
0.1 to 0.8 in 0.05 increments, which increases the underlying noise and blurs the
group structure more and more. Our practical experience using this model is that
the group structure is not existent anymore if the mixing parameter is greater than
0.6. Figure 6.10 reveals that the max. clustering coefficient suggest nearly the same
sparsification ratio as the max. phi coefficient using the ground-truth information.
This means that using the max. clustering coefficient as an indicator allows us to
choose the sparsification parameter, such that the resulting backbone is most similar
to the ground-truth communities.
1

LFR model parameters:
-om 0

-N 2000 -k 30 -maxk 200 -minc 10 -maxc 60 -t1 2 -t2 1 -on 0
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Figure 6.10.: 15 graphs with ground-truth community structure based on the LFR
model (Lancichinetti et al., 2008). Selecting the sparsification ratio based on max.
clustering coefficient gives nearly same results as using the phi coefficient on the
ground-truth.
Filtering Value An interesting observation can be made, when looking at the
threshold filtering value of the quadrilateral Simmelian backbone for which the clustering coefficient is maximal (Fig. 6.11). One can clearly see that the Facebook100
networks group around three different values. This suggests that the local community
structure is similar in these networks and that the density decay between different
communities in a network is very similar (among these groups). It would also be
interesting to find out the size of the communities and see if they correlate with
these groups. Additional analyses using more information of the institutions, e.g.,
infrastructural properties, might reveal more explanation for this observed effect.
Drawings Looking at the resulting backbone drawings in Figs. 6.12 and 6.13, various clusters can be distinguished. Emphasizing the local density in networks with
the backbone layout from Chapter 5 allows us to get insights about the local graph
structure, as well as their global context. Based on the backbone drawings, we suggest
that:
• many strong communities exist,
• which are often highly overlapping, and that
• many actors (or vertices) do not belong to the strong communities.
A graph clustering (or community detection) method following these suggestions,
should thus focus on strong, possibly overlapping, communities together with a set
of vertices, which are there, but are not part of these strong communities. Of course
these actors could be assigned to their closest community on demand, e.g., if it is
required by the application.
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Figure 6.11.: Maximum clustering coefficient and its filtering value (quadrilateral
Simmelian) for Facebook100+PPM500. Grouping around three threshold values indicates similar density decay among different inherent communities.
The only exception among the analyzed networks is Harvard1. For some reason
no local clusters are visible in the drawing, see Fig. 6.12(d). Its border position in
Fig. 6.11 supports the argument, that it has different structural properties compared
to the other selected networks. This might be explainable with infrastructural properties or the organization of this educational institution.
Note that the backbone with the maximum clustering coefficient emphasizes only
one of possibly many global aspects of the network. It might be necessary to filter
out more edges to get more local aspects of the inherent network structure.
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(a) Auburn71, |V | = 18k, |E| = 900k

(b) Caltech36, |V | = 762, |E| = 16k

(c) Duke14, |V | = 10k, |E| = 500k

(d) Harvard1, |V | = 15k, |E| = 800k

(e) Lehigh96, |V | = 5k, |E| = 200k

(f ) Rice31, |V | = 4k, |E| = 184k

(g) Smith60, |V | = 3k, |E| = 97k

(h) Wake73, |V | = 5k, |E| = 280k

Figure 6.12.: Drawings of networks from the Facebook100 dataset. Left: Original
force-directed layout, Right: Force-directed layout with cluster-sensitive filtering on
the quadrilateral Simmelian backbone.

6.6. Measuring Effectiveness with the Phi Coefficient

(a) Bucknell39, |V | = 4k, |E| = 158

(b) Rochester38, |V | = 5k, |E| = 161k

(c) UCSC68, |V | = 9k, |E| = 224k

(d) Vassar85, |V | = 3k, |E| = 120k

(e) WashU32, |V | = 8k, |E| = 367k

(f ) William77, |V | = 6k, |E| = 266k

Figure 6.13.: Drawings of networks from the Facebook100 dataset. Left: Original
force-directed layout, Right: Force-directed layout with cluster-sensitive filtering on
the quadrilateral Simmelian backbone.
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6.7. Conclusion
We introduced an asymptotically faster algorithm for the computation of Simmelian
backbones which reduces the naive asymptotic runtime from O(m log n + ∆(G)m)
to O(m log n + α(G)m), where m = |E|, n = |V |, ∆(G) the maximum degree, and
α(G) the arboricity, which is considered to be a small constant in real-world networks.
The experimental evaluation with networks from various domains reveals that it in
practice, it is always faster and that the speedup depends on the irregularity property
of the network.
This algorithm can also be used for computation of other similarity indices, where
the maximum prefix Jaccard coefficient is required.
In addition to that we proposed the use of the average clustering coefficient to select
the sparsification ratio of a backbone, where the cluster structure is most prominent.
The experimental evaluation using real-world and synthetic networks confirms its
effectiveness when applied on the quadrilateral Simmelian backbone and the results
are likely to extend on other density based backbones as well.
This is especially useful when exploring and visualizing large networks, where the
determination of an appropriate sparsification parameter on trial and error basis is
very cumbersome due to the time intensive recomputation of the layout.
Other indicators, than the clustering coefficient, need to be explored in combination
with different backbones. They might give us further insights about other aspects of
the network structure.
Another immediate question is how to make a connection between the sparsification
parameter and the resulting final layout of the backbone drawing. It would be nice
to have a transition function between the two, such that a parameter change would
influence the backbone layout to the same magnitude.
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7.1. Introduction
In the previous chapters we discussed various ways for organizing tightly connected
networks based on local density. Visual clutter resulting, e.g., from overlapping nodes,
is often a side issue, which makes the drawings harder to read, especially on a local
perspective.
To remedy this an overlap removal algorithm is usually applied. The algorithm
PRISM (Gansner and Hu, 2010) is widely used for this purpose. Our contribution
is a simple algorithm that we call Growing Tree, or GTree further on, running faster
than PRISM and producing outputs of comparable quality. To make the comparison
with PRISM easier we implemented GTree in the open source graph visualization
software Graphviz (Gansner and North, 2000), where PRISM is the default overlap
removal algorithm.

7.2. Related Work
There is vast research on node overlap removal. Some methods, including hierarchical
layouts (Friedrich and Schreiber, 2004), incorporate the overlap removal into the
layout step. Likewise, force-directed methods (Fruchterman and Reingold, 1991) have
been extended to take the node sizes into account (Li et al., 2005; Lin et al., 2009;
Wang and Miyamoto, 1995), but it is difficult to guarantee overlap free layouts without
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increasing the repulsive forces extensively. Dwyer et al. (2006a) show how to avoid
node overlaps with stress majorization (Gansner et al., 2005a). The method can
remove node overlaps during the layout step but it needs an initial state which is
overlap free; sometimes such a state is not given.
Another possibility is to solve the problem by a post-processing step, which allows
to deal with this problem independent of the initial layout algorithm. In Cluster Busting (Gansner and North, 1998; Lyons et al., 1998) the nodes are iteratively moved
towards the centers of their Voronoi cells. The process has a disadvantage of distributing the nodes uniformly in a given bounding box, if not applied with care.
Imamichi et al. (2008) approximate the node shapes by circles and a function
penalizing the circle overlaps is minimized.
Starting from the center of a node, RWorldle (Strobelt et al., 2012) removes the
overlaps by placing the nodes around this center using a spiral curve to determine an
overlap free position. The approach requires a large number of intersection queries
that are time consuming.
The idea of another set of algorithms is to define pairwise node constraints and
translate the nodes to satisfy the constraints (Hayashi et al., 2002; Huang and Lai,
2003; Marriott et al., 2003; Misue et al., 1995). These methods consider horizontal and
vertical problems separately, which often leads to a distorted aspect ratio (Gansner
and Hu, 2010). A force-transfer-algorithm is introduced by Huang et al. (2007);
horizontal and vertical scans of overlapped nodes create forces moving nodes vertically
and horizontally and complete their work in O(n2 ) steps, where n is the number of the
nodes. Nieto et al. (2013) develop mixed integer optimization for layout arrangement
to resolve the overlaps in a set of rectangles.
Dwyer et al. (2005b, 2006b) reduce the overlap removal to a quadratic problem
and solve it efficiently in O(n log n) steps. According to Gansner and Hu (2010), the
quality and the speed of the method of Dwyer et al. (2006b) is very similar to the
ones of PRISM.
ProjSnippet (Nieto et al., 2014) generates good quality layouts. The method requires Ω(n2 ) amount of memory, at least if applied directly as described in the paper,
and the usage of a nonlinear problem solver.
In PRISM (Gansner and Hu, 2010; Hu, 2009), a Delaunay triangulation on the
node centers is used as the starting point of an iterative step. Then a stress model for
node overlap removal is built on the edges of the triangulation and the stress function
of the model is minimized. The high level structure of GTree is similar to PRISM.
We also start with a Delaunay triangulation, but we use it in a different manner.

7.3. GTree Algorithm
We first give some definitions. An input to GTree is a set of nodes V , where each
node i ∈ V is represented by a rectangle Bi with the center pi . We assume that
for different i, j ∈ V the centers pi , pj are different too. If this is not the case, we
randomly shift the nodes by tiny offsets. We denote by D a Delaunay triangulation
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of the set {pi : i ∈ V }, and let E be the set of edges of D.
On a high level, a step of our method proceeds as follows. First we calculate the
triangulation D, then we define a cost function on E and build a minimum cost
spanning tree on D for this cost function. Finally, we let the tree “grow”. The steps
are repeated until there are no more overlaps. The last several steps are slightly
modified. Now we explain the algorithm in more detail.
We define the cost function c on E in such a way that the larger the overlap on an
edge becomes, the smaller the cost of this edge comes to be. Let (i, j) ∈ E. If the
rectangles Bi and Bj do not overlap then c(i, j) = dist(Bi , Bj ), that is the distance
between Bi and Bj . Otherwise, for a real number t let us denote by Bj (t) a rectangle
with the same dimensions as Bj and with the same orientation, but having the center
translated to the point pi + t(pj − pi ). Now we find tij > 1 such that the rectangles
Bi and Bj (tij ) touch each other. Let s = kpj − pi k, where k · k denotes the Euclidean
norm. We set c(i, j) = −(tij − 1) · s. See Fig. 7.1 for an illustration. We set tij = 1
when Bi and Bj do not overlap.
s pj

d

pi
overlapping nodes

d = tij s
cij = −(tij − 1)s

Bj
dist(Bi , Bj )
Bi
cij = dist(Bi , Bj )
non overlapping nodes

Figure 7.1.: Cost function cij for edges of the Delaunay triangulation. Highly overlapping nodes get a large negative value.
Having
P the cost function ready we compute a minimum spanning tree T on D for
which e∈E 0 c(e) is minimal, where E 0 is the set of edges of T . The cost is negative
on the edges of E with overlap and is not negative on the rest of the edges. Therefore,
the edges connecting overlapping nodes are most probably included into T .
We can now resolve the overlaps by growing the tree, similar to the growth of a
tree in the nature. Starting from the root node of T we grow the edges adjacent to
the root, then continue to its children recursively. Algorithm 12 shows the simplicity
of this process.
Algorithm 12: Growing tree T with root r.
Input: Current center positions p and root r
Output: New center positions p0
1 p0r = pr
2 GrowAtNode (r)
3 function GrowAtNode (i)
4
foreach j ∈ Children(i) do
5
p0j = p0i + tij (pj − pi )
6
GrowAtNode (j);
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The number tij in Line 5 of Algorithm 12 is exactly the same as in the definition
of the cost of edge (i, j). The choice of the root of the tree does not matter. Different
roots produce the same up to translation and rotation of the plane. Indeed, after
applying the algorithm, for any i, j ∈ V the vector p0j − p0i is defined uniquely by
the path from i to j in T . We iterate the high level step, starting from finding
a Delaunay triangulation, then building a minimum spanning tree on it, and calling
GrowAtNode, while an overlap along an edge of the triangulation is found, see Fig. 7.2
for an example.

(a) iteration 1

(b) iteration 2

(d) iteration 4

(c) iteration 3

(f ) final overlap free graph
with original shapes

(e) iteration 5

Figure 7.2.: Overlap removal process with minimum spanning tree on proximity
graph (Delaunay triangulation). Node shapes are considered using appropriate rectangles. Most of the overlap is captured by the bold blue tree edges. Dashed tree edges
restricted to be local, such that no long range dependencies are introduced. Overlap is completely resolved after few iterations by expanding the bold tree edges and
shifting the dashed tree edges according to the expansion. This is how tree ”grows”.

vi

vj

Figure 7.3.: Delaunay triangulation ( ) needs to be augmented with more edges
since it may fail to detect all overlapping nodes. Nodes vi and vj overlap due to their
bounding boxes although they are not connected by the Delaunay triangulation.
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When there are no overlaps on edges of the triangulation, as noticed by Gansner
and Hu (2010), overlaps are still possible, see Fig. 7.3. We follow the same idea
as PRISM and modify the iteration step. In addition to calculating the Delaunay
triangulation we run a sweep-line algorithm to find all overlapping pairs and augment
the Delaunay graph D with each such pair. As a consequence, the resulting minimum
spanning tree contains non Delaunay edges catching the overlaps, and the rest of the
overlaps get resolved. This stage usually requires much less time than the previous
one. Algorithm 13 summarizes the overall process of GTree.
Algorithm 13: Overlap Removal by Growing a Tree. The stress model of
PRISM (Gansner and Hu, 2010) is replaced with a simple growing tree.
Input: coordinates for each vertex, X = {p1 , . . . , p|V | }, and bounding box
width and height {wi , hi } for i = 1, 2, . . . , |V |.
1 repeat
2
Form proximity Graph GP of X by Delaunay triangulation.
3
Find the overlap factors (tij ) along all edges in GP .
4
Compute min. spanning tree on GP using costs cij on tij .
5
Let the tree ”grow” based on the overlap factors.
6 until no more overlaps along edges of GP
7 repeat
8
Form proximity Graph GP of X by Delaunay triangulation.
9
Find all node overlaps using a scan-line algorithm. Augment GP with
edges from node pairs that overlap.
10
Find the overlap factors (tij ) along all edges in GP .
11
Compute min. spanning tree on GP using costs cij on tij .
12
Let the tree ”grow” based on the overlap factors.
13 until no more overlaps

Implementation Details We now introduce two small modifications to improve
the convergence. When the node overlap between two nodes is very small, t0ij is nearly
one. Many iterations could be required to solve this very small overlap. To reduce
the number of iterations we set a minimum expansion factor t0ij := max(t0ij , 1.001) if
there is overlap along an edge (t0ij > 1).
Theoretically there are cases, where the iterative procedure oscillates without converging to an overlap free solution. Although no such cases occurred in all our experiments, we shortly show how to avoid them.
Figure 7.4 shows a case where a node w can symmetrically oscillate between two
positions, without ever converging to an overlap free state. The main problem here
is that v,w, and v 0 lie on a line. This can be avoided by modifying the growth of an
edge e with a small constant  ≥ 0, e.g., t0ij := t0ij ± , where  ∈ [0, 0.001] is chosen
uniformly at random. This small random variation ensures that any chain of pushes
resulting in a looping behavior is disturbed and final convergence is reached. Note
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that this does not mean that oscillation is avoided completely. It only means that
never ending oscillations are avoided, which is enough to get a solution.
v

w

v0

Figure 7.4.: Node w is intersecting with v and would oscillating between v and v 0
leading to non convergence. By slightly randomizing the expansion of all edges with a
small , the endless oscillation is broken and process converges after some iterations.

7.4. Measuring Layout Similarity and Quality
In the following we first describe the notion of proximity graph and then introduce
the metrics with which we evaluate the outcome of our overlap removal algorithm.
A proximity graph is a graph on a geometrical set of points, where two points are
connected if and only if they have a certain relation in terms of spatial distance.
For instance, a Delaunay triangulation (DT) contains a triangle for three geometrical
points if the circle going through these three points does not contain any other point.
We use the DT as a proximity graph. However, other definitions for the proximity
graph are possible.
One way to resolve the node overlap is to just scale the original layout until the
overlaps are resolved. If there are no two coincident nodes, this will always work, but
the resulting layout may require a huge area. We thus need to consider the area of
the final layout as one of the quality measures.
Furthermore, the nodes should be moved as little as possible to maintain the original layout and the relative positions. Although many metrics were defined for this
purpose, it is not clear which one to use for this quantification.
We want to capture two aspects of the initial and the resulting layout. The first
aspect is the local proximity, which we will measure by using the DT. As suggested
by (Gansner and Hu, 2010), we measure the distance of two vertices along the edges
of the DT for the original and the new layout. Let X and Y be the vertex positions
of the original and the new layout and EP the set of edges of the DT on X. Using
kY −Y k
the ratio of the two edge lengths for an edge {i, j} ∈ EP rij = kXii −Xjj k , and the mean
P
ratio r = |E1P | {i,j}∈EP rij , a measure of the edge length dissimilarity is defined as
normalized standard deviation
v
u
X
1u 1
σedge (X, Y ) = t
(rij − r)2 .
(7.1)
r
|EP |
{i,j}∈EP

By using the edges of the Delaunay triangulation instead of the edges of the original
graph we can capture the local structure of the vertices better. If the original graph
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has only few edges, e.g., vertices connected as a circle, the edge length deviation
compared to the same graph formed as an ellipse layout with same edge lengths
would be zero; although there is clear difference between the circular and the elliptic
layout.
The second aspect we want to consider, is to align the graphs using the Procrustean
similarity transformation (Borg and Groenen, 2005). If the original graph is just
scaled, shifted, or rotated as a whole, we would consider the result to have the same
layout as before. The neglection of such transformations is achieved by finding the
optimal scaling, rotation/reflection, and shifting such that the displacement of the
vertices is minimized.
Let s and θ be two scalars for scaling and rotation/reflection,


cos(θ) sin(θ)
T =
(7.2)
− sin(θ) cos(θ)
be the rotation matrix, 1 be a vector of 1s and t ∈ R2 be the transposed translation
vector. The goal of the Procrustean similarity transformation is to find s, θ, and t
and apply them on the new layout Y
Ŷ = sY T + 1t
such that the Procrustes statistic, denoting the displacement,
X
σdisp (X, Ŷ ) =
kŶi − Xi k2

(7.3)

(7.4)

i∈V

is minimized.
The computation can be done efficiently as follows. We denote by C the centering
matrix of size n = |V k, 1 the vector of 1s, X T the transpose, and by tr(X) the trace
of X. Furthermore, let M = X T C Ŷ and P ΣQ be the Singular Value Decomposition
of M , then the optimal rotation matrix, scaling factor, and translation vector are
(Borg and Groenen, 2005)
T = QP T ,

 

s = tr(X T C Ŷ T ) / tr(Ŷ T C Ŷ ) , and
t = n−1 (X − sŶ T )T 1, respectively.

(7.5)
(7.6)
(7.7)

Another criteria which is often used in the context of graph drawing, e.g., by
Brandes and Pich (2007), is the proportional representation of the shortest path
distances dij of two nodes and their final distance kXi − Xj k in the layout. We
address this by quartile plots (Fig. 7.6) which show the distribution of the Euclidean
distances kXi − Xj k (on y-axis) for all vertex pairs with shortest path distance k (on
x-axis) with k used as x-coordinate. To compare two overlap removal algorithms, we
put the distance distribution of the original layout in the background and plot the
distance distribution next to each other on top of it.
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Table 7.1.: Similarity to the initial layout (left) and number of iterations for different
graph sizes and different initialization methods (right).
Graph

σedge
PRISM GTree

σdisp
PRISM GTree

PRISM GTree

init. layout:
Graph |V |

|E|

dpd
unix
rowe
size
ngk10 4
NaN
b124
b143
mode
b102
xx
root
badvoro
b100

0.34
0.22
0.29
0.39
0.30
0.56
0.55
0.67
0.54
0.71
0.75
1.09
0.88
0.84

0.37
0.24
0.23
0.24
0.27
0.73
0.97
1.12
0.59
1.43
1.65
2.89
2.27
3.08

0.82
2.38
0.68
1.09
0.00
4.03
5.52
3.62
1.53
4.50
6.21
34.58
25.68
20.64

dpd
unix
rowe
size
ngk10 4
NaN
b124
b143
mode
b102
xx
root
badvoro
b100

108
49
68
55
100
121
281
366
269
611
611
1083
1616
5806

0.28
0.19
0.26
0.37
0.30
0.44
0.53
0.70
0.50
0.77
0.70
1.19
0.92
0.98

0.36
0.20
0.24
0.26
0.30
0.51
0.83
0.93
0.53
1.27
1.42
2.45
2.42
3.14

area
0.84
2.38
0.73
1.28
0.00
4.34
6.22
3.88
2.29
6.62
9.57
91.87
47.43
37.38

36
41
43
47
50
76
79
135
213
302
302
1054
1235
1463

neato
PRISM GTree

4
3
5
7
6
8
14
21
37
60
83
95
40
80

7
4
4
3
3
3
4
6
8
24
18
18
20
24

SFDP
PRISM GTree

3
12
13
9
14
24
30
37
11
113
50
99
50
136

6
5
7
5
7
6
12
12
6
19
19
22
23
28

7.5. Comparing GTree and PRISM
We first want to access the quality of the results by looking at σedge , σdisp , and the
area. Although our method is asymptotically faster than PRISM in each iteration,
this does not mean that it is practically faster. Hence, we also compare the total
runtime of our two implementations and the number of needed iterations.
Our data is the same set of graphs that was used by the authors of PRISM to
compare it with other algorithms (Gansner and Hu, 2010). The set is available in
the Graphviz open source package (Gansner and North, 2000). For the experiments
we use a modified version of Dot, where we can invoke either GTree or Prism for the
overlap removal step, and another graph drawing tool where we implemented PRISM
and GTree. The latter tool we apply only to obtain the quality measures. We ran the
experiments on a PC with Linux, 64bit and an Intel Core i7-2600K CPU@3.40GHz
with 16GB RAM.

7.5.1. PRISM: Solving the Proximity Stress Model
The proximity stress model of PRISM can be solved with various methods, based
on stress majorization. Two of these possibilities, Conjugate Gradients (CG) and
Localized Method (LM), were already introduced in Sect. 2.2.2 on page 12.
While the authors of PRISM used the more complex CG approach, we implemented
both methods. It turns out that the simple localized method leads to much slower
convergence of PRISM. The running time was around factor ten slower, even if the
number of iterations was controlled to fit to the CG approach. This is most probably
due to the fact that the proximity stress model is changing after each iteration of the
overlap removal procedure.
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We conjecture that the Conjugate Gradients approach allows for faster expansion
of the graph layout, but further research needs to be done to reveal differences for
the various solvers in the context of stress majorization.

7.5.2. Quality Measures
Table 7.1 (left) shows the quality measures for different graphs. The highlighted
cells indicate which approach yields a better result for the particular measure and the
corresponding graph. Although it is hard to provide a conclusive statement about the
comparative performance of the two approaches based on the small set of graphs used
here, we see that GTree is slightly better for σedge and σdisp (more blue than red cells)
but that it also requires more area. The higher area requirement can be explained by
the rather rigid shifting of the nodes, when growing the tree. We can also see that
the difference in σedge and σdisp is rather low and that it is highly dependent on the
graph.
Overlap Removal Method

Time in s

2

1

Graph

|V|

|E|

dpd

36

108

0.01

0.00

unix

41

49

0.00

0.00

rowe

43

68

0.01

0.01

size

47

55

0.00

0.01

ngk10_4

50

100

0.00

0.00

NaN

76

121

0.01

0.00

b124

79

281

0.01

0.01

b143

135

366

0.03

0.00

mode

213

269

0.08

0.02

b102

302

611

0.19

0.07

xx

302

611

0.27

0.05

root

1054 1083

1.19

0.21

badvoro

1235 1616

0.58

0.26

b100

1463 5806

1.46

0.37

PRISM

●

PRISM GTree

●
●
●
●
●
●
●●

0
0

●

●
●

GTree

●
●

●
●

●
●

500

1000

1500

Graph size |V|

Figure 7.5.: Runtimes for PRISM and GTree.

7.5.3. Runtime Comparison
Both methods remove p
the overlap iteratively using a proximity graph. However, while
PRISM needs O(|V | · |V |) time to solve the stress model, GTree needs only O(|V |)
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time per iteration with the growing tree procedure. Therefore, GTree is asymptotically faster in a single iteration. In addition, as Table 7.1 (right) shows, GTree needs
fewer iterations than PRISM.
The overall runtime can be seen in Fig. 7.5. For the set of tested graphs GTree is
clearly faster than PRISM, especially for large graphs.

7.5.4. Maintaining the Initial Layout
To see how well the original graph structure is maintained by both methods, we
compare the pairwise Euclidean node distances and the graph-theoretic shortest path
distances of the graph. The quartile plots (Fig. 7.6) show the distribution of these
distances. It depends on the concrete graph which method represents the shortest
path distances better. Overall, the original graph structure is matched similarly well
by PRISM and GTree.
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Figure 7.6.: Quartile plots of pairwise node distances at y-axis and shortest path
lengths, in the number of hops, of the original graph at x-axis. PRISM and GTree
are compared with the initial layout. Both methods maintain the initial layout quite
well.
For the initialization step of the layout we use two different algorithms of Graphviz;
neato and SFDP. Figure 7.7 shows results obtained by starting with neato; the layouts
with SFDP a similar.
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7.5. Comparing GTree and PRISM
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Figure 7.7.: Results for GTree and PRISM initialized with neato. From top to bottom and left to right: b100, b102, b124, b143, badvoro, dpd, mode, - NaN, ngk10 4,
root, rowe, size, unix, and xx.
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(a) initial layout

(b) PRISM

(c) GTree

Figure 7.8.: root graph with 1054 nodes and 1083 edges. (a) initial layout with
neato, (b) applying PRISM, (c) applying GTree.
In Fig. 7.8 we experiment with the way we expand the edges. Instead of the formula
p0j = p0i +tij (pj −pi ) which resolves the overlap between the nodes i and j immediately,
we use the update p0j = p0i + min(tij , 1.5)(pj − pi ). As a result, the algorithm runs a
little bit slower but produces layouts with smaller area.

7.6. Conclusion
We proposed a new overlap removal approach based on the minimum spanning tree,
which although very simple and easy to implement, is very effective and faster than
previous approaches. However, at the same time it requires more drawing area. Although we introduced our approach in the context of graph visualization, our method
can also be used for any other purpose where rectangle overlaps need to be resolved
while maintaining an initial layout.
As a byproduct we noticed that the used stress majorization solver, can make a huge
difference in terms of runtime. This suggests that experimental studies comparing the
various solvers, in the context of stress majorization for graph drawing, are necessary
to develop more general guidelines. We are not aware of any such guidelines for stress
majorization.
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In the previous chapter we discussed the problem of overlapping nodes as a relevant
factor influencing the readability of a drawing. Edges can cause even more clutter,
as they, depending on the vertex placement, might have to be drawn over the whole
drawing area. This chapter is about edge bundling, a technique to reduce clutter by
routing parts of several edges along a shared path.

8.1. Introduction
We are interested in visualizing geographic networks given as a graph with fixed
vertex coordinates and possibly other attributes. Although, for substantive reasons,
there is often a relationship between the graph’s adjacency structure and the spatial
arrangement of its vertices, straight-line drawings are generally cluttered with areas
of high edge-density and small-angle crossings.
A technique to reduce such clutter is edge bundling. Generalizing the idea of edge
concentrators (Newberry, 1989), edge bundles have been introduced in the context
of hierarchically clustered graphs (Holten, 2006). Sets of related edges are routed so
that they meet, run concurrently, and then separate again, where edges are considered
related if their projections on the cluster tree share a subpath. Note that the nodes of
the cluster tree directly yield shared edge control points. Different bundling strategies
have been introduced in force-directed layout of general graphs (Holten and van Wijk,
2009b; Nguyen et al., 2012b; Selassie et al., 2011) and layered layout of directed acyclic
graphs (Pupyrev et al., 2011).
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Paris

Paris

Nice
Toulouse
(a) straight line drawing

Nice
Toulouse
(b) confluent spiral drawing

Figure 8.1.: Directed flight traffic from three airports in France.
For graphs with given vertex coordinates, relatedness of edges is usually defined
in terms of similarity of their straight-line realizations. Examples include similarities
obtained from grid approximations (Cui et al., 2008; Lambert et al., 2010a,b), visibility graphs (Pupyrev et al., 2012), or clusters in the four-dimensional space of pairs
of vertex coordinates (Gansner et al., 2011). In the extreme, bundling techniques
operate on the pixel level (Ersoy et al., 2011; Hurter et al., 2012, o013; Telea and
Ersoy, 2010; Zinsmaier et al., 2012).
Because of the shared inner segments, it cannot be inferred from the drawing which
subgraph of a bipartite clique a bundle actually represents, i.e., we cannot know
whether the drawing is faithful (Nguyen et al., 2012a). Moreover, having edges meet
requires that they deviate from the line through their vertices in a way that has no
substantive meaning.
Both these problems can be avoided by bundling edges at their ends rather than
in their interior. This idea has indeed been introduced in the context of geographic
networks (Brandes and Wagner, 2000; Peng et al., 2012) and also forms the basis of
flow maps (Buchin et al., 2011; Phan et al., 2005; Verbeek et al., 2011) which can be
seen as drawings of in- or out-stars.
We present novel such methods for drawing geographic networks with edges bundled
at their ends. For undirected graphs, we refine the approach of Peng et al. (2012).
Our main contribution is an approach for directed graphs based on a new drawing
style for in-/out-stars called confluent spiral drawings (Fig. 8.1). Confluent spirals
consist of smooth drawings of each bundle in which edge directions are represented
by increasing curvature so that no ambiguity is created in a combined drawing of all,
say, in-stars of a directed graph.
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The remainder of this paper is divided into three sections. In Sect. 8.2, we outline
how edges are assigned to bundles. Our approaches for undirected and directed graphs
are then described in Sects. 8.3 and 8.4. After elaborating on related work in Sect. 8.5
we conclude with a short discussion in Sect. 8.6.

8.2. Stub Edge Bundling
We consider geographic networks consisting of a graph G = (V, E) with fixed vertex
coordinates p = (pv )v∈V where pv = xyvv ∈ R2 . Coordinates might be defined
extrinsically by, say, geographic locations, or derived from, say, a precomputed layout.
Our goal is to route the edges in such a way that readability of the network is
improved over the corresponding straight-line drawing. The means in this work are
bundled edges, curved routing, and color gradients.
A common objective of edge bundling is to reduce the total length of edges drawn.
Since multiplicity along shared paths is ignored, bundling of interior segments of
edges is attempted. For geographic networks, however, a more substantively relevant
criterion is to be able to read off the general direction in which adjacent vertices
are located. To represent this more accurately, and in addition to provide a faithful
representation of adjacency, we bundle edges only at their ends, i.e., only with edges
that share an endpoint. This type of bundling is referred to here as stub bundling to
distinguish it from the bundling of edge interiors, or interior bundling.

(a) sorting

(b) partitioning

(c) routing

Figure 8.2.: Stub bundling: a cyclic sequence of edges is (a) split at maximum angles
(α3 , α6 , α9 ) until (b) the angle range of each bundle is below a given threshold; then,
(c) the first segment of each half-edge in a bundle is routed with the same tangent.
The first step is to find a partition of the edges around each vertex into bundles, see
Fig. 8.2. To preserve their general direction, we use the angles between consecutive
straight-line edges as our partition criterion. Each bundle is a set of half-edges incident
on the same vertex and with similar direction.
For given angles α, γ, an (α, γ)-bundling is a coarsest partition such that
• the angle between any two half-edges in a bundle is at most α, and
• the angle between two consecutive edges in a bundle is at most γ.
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Such bundlings are obtained easily by iteratively splitting adjacency lists at maximum angles (between consecutive edges). For each vertex v ∈ V , we start with a
bundle containing all incident half-edges. The bundle is split at all occurrences of
the maximum angle between consecutive edges in this bundle; in case of equiangular
half-edges, where the consecutive angles are equal inside a bundle we split symmetrically into two (for bundles with even cardinality) or three (odd cardinality) smaller
bundles. In the latter case the resulting bundles may have different (but symmetrical)
cardinalities. This process is iterated until we obtain an (α, γ)-bundling. Note that,
in contrast to the counterclockwise greedy splitting of Peng et al. (2012), we do not
accidentally split at small angles and we maintain a higher degree of symmetry.
The entire bundling step is thus carried out in time O(m log ∆), where m is the
number of edges and ∆ the maximum degree of a vertex, by sorting adjacency lists
and splitting them hierarchically. Clearly, other bundling strategies, e.g. also based
on distances rather than just directions, may be more appropriate for specific applications. It remains to show how to route the edges beyond the constraint that
half-edges in the same bundle share an initial path.

8.3. Undirected Graphs
After bundling as described in the previous section, we need to decide on two things:
in which direction to route the stub of a bundle, and how to connect the two extremal
segments of each edge.
To ensure that edges can be followed easily, we allow only one turning point in the
routing of an edge. More precisely, we draw each half-edge as a cubic Bézier curve
(without turning point) to gain more control over the curve shape. Bézier curves are
especially convenient because their tangents at endpoints can be prescribed so that
edges in a bundle start in parallel and the two half edges of an edge can be linked
smoothly.
Stub directions are determined from the straight-line segment connecting a vertex
with the centroid of all neighbors in a bundle. This incorporates not only their
directions but also their distances. For the present purpose this is considered a good
approximation to the general direction of all edges in a bundle, but more general
nodal templates for outgoing edges could be used (Brandes et al., 2000).
We now describe in detail how to choose the control points of the Bézier curves. See
Fig. 8.3 for illustration. Let e = {v, w} ∈ E be an edge and let Γ(e, v) and Γ(e, w) be
the two Bézier curves representing the half-edges of e. Further, let Bv (e) and Bw (e)
be the bundles around v and w containing e. Let


1
|Bv (e)|
1
pm = (pv + pw ) +
−
· tshift · (pw − pv )
2
|Bv (e)| + |Bw (e)| 2
be the weighted midpoint on the segment between pv and pw and tshift ∈ [0, 1]. More
intuitively pm is closer to pv if Bw (e) contains more edges then Bv (e). This has the
effect that larger bundles have longer parallel parts. Let c be the centroid of the end
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Figure 8.3.: Control points for routing undirected edge e.
vertices of the edges bundled in Bv (e) (excluding v). In order to define the control
points of Γ(e, v) we consider the baseline going through pv and the centroid c. We
first compute temporary control points, which lie on the baseline. Later these points
will be shifted left and right to obtain a parallel routing.
We choose a branching angle β which is the same for every edge. This angle
determines how long the edge will stay with the bundle until it branches off to enter
the other bundle, and thus the smoothness of edges. Denote by pv2 the point on the
baseline such that the angle ^(pv , pv2 , pm ) is β. Another intermediate control point pv1
is chosen on the segment between pv and pv2 with a smoothing parameter t ∈ (0, 1),
i.e., pv1 = pv + t · (pv2 − pv ).
So far we have determined temporary control points pv , pv1 , pv2 , and 12 (pv2 + pw
2 ) for
Γ(e, v) and symmetrically for Γ(e, w). These are refined to avoid overlap without
introducing many crossings. Ordering edges around each vertex is a special case of
the more general metro-line crossing minimization problem (Benkert et al., 2007) but
we find the simple heuristic of ordering stubs in a bundle Bv (e) according to the
opposite control point pw
2 to work sufficiently well. Control points are shifted left and
right according to this ordering. Determining control points and ordering stubs in the
same bundle does not increase the asymptotic running time of O(m log ∆) already
caused by bundling.
Stub bundling is motivated by faithfulness and the substantive interest in directions
at the ends of edges. Therefore, non-uniform rendering of edges can be used to
highlight bundles and reduce the visual dominance of the less important interior of an
edge by fading out colors toward the middle of an edge. Note the emphasis this creates
in Fig. 8.4 without eliminating the possibility to trace individual edges. In addition
to the alternate bundling strategy, non-overlapping stub routing distinguishes our
approach from that of Peng et al. (2012) and facilitates the use of different widths
and colors for edges in the same bundle to convey additional attribute information
such as volume, frequency, time, and so on.
The total bundling process, edge partitioning and control point computation, of
the US airlines graph took 0.07 seconds on an Intel Core i7-2600K CPU@3.40GHz
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(a) MINGLE (Gansner et al., 2011)

(c) our approach

(b) Sideknot (Peng et al., 2012)

(d) detailed view

Figure 8.4.: US airlines graph: In our approach main edge directions and their
strengths are visible from an overview perspective (c) but single edges can still be
traced in a detailed view (d). Unlike the approach of (b), ours uses parallel routing of
edges to facilitate the display of additional data attributes by varying width or color.

with a single core (impl. in Java 6).

8.4. Directed Graphs: Confluent Spiral Drawings
To visualize directed geographic networks we break the symmetry of the previous
approach as arrows and color gradients do not seem to work well for displaying orientation of stub-bundled edges. Depending on the meaning of edge orientations, we
bundle only incoming or outgoing stubs. The problem of drawing a directed graph is
thus reduced to the problem of drawing one in- or out-star per vertex.
We introduce a new drawing convention for such star-configurations. It is a variation of spiral trees (Verbeek et al., 2011) which have been introduced for flow
maps (Phan et al., 2005), but based on confluent logarithmic spirals for smoother
appearance and easier inference of orientation.
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a = 2.4
θ = π/3
b = cot(θ)

ϕ0

θ


p=

b·ϕ

x(ϕ) = a e cos(ϕ)
y(ϕ) = a eb·ϕ sin(ϕ)


pw

r (ϕ)

S

ϕ+θ

ϕ

x
pv
θ
(a)

(b)

Figure 8.5.: (a) Logarithmic spiral with angle θ = π/3, centered at origin, going
through a point p. (b) Spiral used to represent a directed edge (v, w). The constantly
increasing curvature on the path from pv towards pw unambiguously indicates the
orientation.

8.4.1. Logarithmic Spirals
A logarithmic (or equiangular ) spiral is a curve which winds around a center, or
vortex, and approaches it with an exponentially increasing curvature. The increase
in curvature is determined by a constant θ. In effect, all rays out of the vortex are at
angle θ to the tangents of intersection points with the spiral. The reader is referred
to the text book by Yates (1974) for an introduction on curves and their properties.
Formally, a logarithmic spiral in Euclidean space can be defined in polar coordinates
(r, ϕ) relative to its vortex by r(ϕ) = a · eb·ϕ , where b = cot θ and a ∈ R \ {0} are
fixed, and ϕ ∈ R. Figure 8.5(a) shows an example.
We use a sequence of spiral segments to represent an edge between two vertices,
and the vortex of each spiral corresponds to a target vertex. We define a spiral
segment S from a start point pv ∈ R2 to an end point pw ∈ R2 with tangent angle
θ ∈ (− π2 , 0) ∪ (0, π2 ) as





b
(ϕ
+
t)
cos
0
x(t)
|b|
  , t ∈ [0, ∞),
S(t) =
= pw + |pv − pw | e−|b|·t  
b
y(t)
sin |b|
(ϕ0 + t)

−→
where b = cot θ and ϕ0 = ] −
pw
pv , 10 is counterclockwise around pw .
Note that S(0) = pv . Although the curve has finite length, it never reaches pw .
Practically this is not a problem, since vertex w is represented by a graphical element
with non-zero dimensions such as a disc. The spiral S goes clockwise around pw if

139

Chapter 8. Stub Edge Bundling and Confluent Spirals
θ < 0 and counterclockwise if θ > 0. Figure 8.5(b) shows how a logarithmic spiral
can be used to represent a directed edge from v to w.

w2

w3
v

w1

w2

w3

w1

v

Figure 8.6.: Two drawings of the same graph. The absence of edge (w1 , w2 ) is
apparent because the curve from pw1 to pw2 is not smooth.
Confluent Spirals
The term confluent was introduced by Dickerson et al. (2005) for a drawing style that
allows to draw larger classes of graphs in a planar way. We here use it more loosely,
not requiring planarity. We say a drawing is a confluent spiral drawing, if each edge
e = (v, w) ∈ E is represented as follows:
• There is a continuously differentiable curve from pv to pw consisting of logarithmicspiral segments.

• The logarithmic spiral of the last segment has vortex xyww and the segment
starts at p where

– either p = xyvv or
– p lies in the interior of another edge (v, w0 ) ∈ E with w0 6= w.
Furthermore, we do require that the curves representing outgoing edges of the same
vertex do not intersect but in a shared prefix. Figure 8.6 shows a small graph and its
confluent spiral drawing.

8.4.2. Determining Confluent Spiral Trees

(a)

(b)

(c)

Figure 8.7.: (a) directed graph, (b) spiral tree approach of Buchin et al. (2011):
spiral vortices at source, postprocessing required for smoothness, (c) our confluent
spiral tree approach: spiral vortices at targets, smoothness inherent in confluent
design
In this section, we introduce an algorithm to compute a confluent spiral drawing
by computing a confluent spiral tree for each vertex. Later, we extend this algorithm
to handle obstacles by adding further constraints to it.
The main difference compared to the spiral trees suggested by Buchin et al. (2011)
is that we want to have confluent drawings, which means that the intersection angle
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Figure 8.8.: (a) Construction of a confluent spiral segment with vortex w2 branching
off the parent spiral for (v, w1 ) at p. The branching spiral is defined by p, pw2 and
the angle θ2 which is determined by the parent spiral and the angle ϕ at p. (b) When
a parent spiral is changed due to vertex movement, local adaptation by the other
spirals is immediate. (NB: in the electronic version, this figure can be animated)
between two spirals is zero. This means that following a path from the root to some
other vertex one never has to make a sharp turn. Due to this property it is not possible
to apply the method of Buchin et al. (2011). Later the same authors (Verbeek et al.,
2011) use a spiral tree as a basis to generate flow maps by minimizing a complex cost
function to smooth the curves.
In contrast to the previous approach, we require the vortex of spirals not to be
on the source but on the target vertex of an edge, which directly results in smooth
curves, see Fig. 8.7 for an example.
As a first step we apply the edge partitioning, as described in Sect. 8.2. The result
is for each vertex v ∈ V a set of bundles containing outgoing edges of v. Each
bundle is handled separately. Let B be a bundle with outgoing edges of v. For every
edge e = (v, w) ∈ B we determine a logarithmic spiral S that is centered at pw and
either
starts at pv or branches out of another spiral in a confluent way such that
P
length(S
e ) is minimal. Note that although a spiral never reaches the vortex its
e∈B
length is finite:
Z
length(S) =

∞

√
0

|S (t)| dt = ||pv − pw ||
0

1 + b2
.
|b|

If a spiral S branches off another spiral T we refer to the latter as the parent
spiral. The following heuristic is used to decide on the tree structure. Intuitively, we
want edges leading to local targets to branch out earlier in the tree. Thus, consider
the edges of a bundle B ordered by the distance of their targets from pv . Other
meaningful orderings, e.g., from data attributes, could be used too here, resulting in
different trees.
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We start with the first edge (v, w) ∈ B as the trunk. This edge is represented by
a logarithmic spiral with a predefined trunk angle 0 < θ0 < ±π/6. The upper bound
π/6 ensures that the spiral approaches its vortex more directly, without orbiting
around it.
Spiral segments for the other edges are allowed to branch off any already existing
spiral segment T subject to two constraints on the new spiral S:
• S must have an angle θ ∈ [θmin , θmax ] (typically θ ∈ (0, ±π/6]).
• The tangent of S at p must have the same slope and direction as that of T .
The branching point p on the parent spiral T is determined by trying k candidate
points (pi = T (i πk ), i ∈ 0, ..., k − 1) on T and choosing the point that satisfies all
constraints and results in the shortest spiral length. Note that T and p completely
determine S as illustrated in Fig. 8.8(a). If we cannot find a spiral satisfying the
constraints, we postpone the current edge temporarily. Our experience
P so far is that
edges need to be postponed rarely so that the overall runtime is in O( B∈B k ·|B|2 ) ⊂
O(k n ∆2 ), where B is the set of all stub bundles and n = |V |.

Figure 8.9.: Avoiding obstacles: Approach of Verbeek et al. (Verbeek et al., 2011)
(top) and ours (bottom); spirals branch out smoothly from trunk at appropriate point
to avoid the obstacles. Parallel edge routing allows to map an edge attribute to the
color; here node distance to the root is mapped (bottom-right).
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8.4.3. Avoiding Obstacles and Crossings
Avoiding edge crossings is very important to reduce visual complexity and improve
readability. Furthermore, it is very important that edges not connected to a vertex
have a certain distance to that vertex. This can be modeled by placing obstacles on
the vertex positions. We extend our framework to deal with obstacles and crossings
by adding them as constraints during the search of a parent spiral. We use an R-tree
(Guttman, 1984) as spatial index and add the vertices with their shape as obstacles
into it. The spirals of the already finished edges are approximated by s line segments
and stored in the index too. For a possible branching point p we query the spatial
index with s segments of the corresponding spiral to check whether they intersect
with obstacles or other edges in the index. The creation of the R-tree index needs
O(n log n) time on average while maintaining and querying it takes O(s log(n + s ∆)).
The intuitive interpretation of this method is that, if there is an obstacle for a
desired branching point we will branch out in an earlier or later phase of the parent spiral to miss that obstacle. Although the resulting spirals will be longer, the
readability will be improved. See Fig. 8.9 for an illustration.

8.4.4. Edge Ordering and Parallel Routing
At this stage we have a confluent spiral tree for each bundle B. To reflect the data,
in this case the different number of edges in the bundle, we route them in parallel
until they branch to their targets.
Intuitively, walking along the outer contour of our tree gives us the required edge
ordering. We determine this ordering by sorting the edges according to the branching
point and branching side when traversing the underlying tree from the root vertex.
With this ordering we then compute an offset curve to the approximated spiral, which
is very similar to polygon offsetting. The offset will determine the thickness of the
edge, which in turn can be used to represent, e.g., an edge attribute. See Fig. 8.10
and Fig. 8.11 for an example. Note that after applying an offset the result is not
a true logarithmic spiral anymore. In practice this is not a problem as logarithmic
spirals are eventually only approximated with cubic splines anyway (Baumgarten and
Farin, 1997).

8.5. Related Work
The goal of edge bundling is to find similar edges and route them using similar paths,
which reduces clutter. The various methods proposed in this context mostly differ in
the notion of similarity between the edges.
Holten (2006), for example, propose to use a hierarchy as basis for similarity.
Each edge is routed along given control points resulting from the shortest path in the
hierarchy. The edges connecting two parts of the hierarchy are routed in a similar
way due to the use of the same control points.
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(a) approach of Phan et al. (Phan et al., 2005)

(b) approach of Verbeek et al. (Verbeek et al., 2011)

(c) our approach

Figure 8.10.: Flow map of migration to California and New York (1995-2000, top 10
states of origin). Line widths indicate migration volume and are to scale across figures.
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Several approaches use a proximity graph to determine similarity among edges.
Cui et al. (2008) successively cluster edges together based on their direction and
generate a control mesh out of it. Edges intersecting the same edge in the dual graph
of the control mesh are then routed along similar control points. Resulting zickzack
routes are finally smoothed by adapting the shortest-path computation between two
points. In Winding Roads (Lambert et al., 2010b) the grid is generated by discretizing
the given space according to the vertex coordinates and using the borders of the
resulting regions as roads along which edges have to be routed. This method is later
extended (Lambert et al., 2010a) to three dimensional space.
A different edge bundling technique for layered drawings of graphs is given by
Pupyrev et al. (2011), where the ordering of the vertices in a given Sugiyama layout
(Sugiyama et al., 1981) is refined for each layer to allow common parallel routing of
the edges. For general graph layouts it is suggested to route the edges on a mesh,
based on a Delaunay triangulation and an approximation of visibility graph of the
vertices. In contrast to previous approaches an ordering of the edges is introduced to
allow for parallel routing of the edges and thus high details on a local level.
In force-directed edge bundling (Holten and van Wijk, 2009b), the edges are
subdivided using a fixed number of points per edge and forces are introduced between
them. The edges going, e.g. side by side are moved together (bundled) by iteratively
moving the points towards a local equilibrium of forces. Selassie et al. (2011) extend
this approach to consider directional data.
Similar results can be achieved (Ersoy et al., 2011; Hurter et al., 2012; Telea and
Ersoy, 2010) by moving the pixels of edges in the image space towards a kernel
density field resulting from the pixel distribution. Some of these techniques were
also extended for semantic zooming (Hurter et al., 2011) or dynamic graphs (Hurter
et al., o013). Since the single connections are usually not visible from an overview
perspective, Zinsmaier et al. (2012) suggest to aggregate the edges between two dense
areas, which they determine by applying a kernel density function on the vertices.
The aggregation strength is interactively determined according to the users zoom
level.
Gansner et al. (2011) circumvent the quadratic edge to edge comparison by representing the edges with their two endpoints (4 coordinates) in a four-dimensional
space, in which nearest neighbors are iteratively bundled together so that the ink
needed to draw the graph is minimized. The method scales well for large graphs,
since the nearest neighbor queries can be performed in expected logarithmic time by
using, e.g., a kd-tree.
’
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(a) spiral tree (Verbeek et al., 2011)

(c) zoom

(d) migration volume

(b) confluent spiral tree

(e) zoom

Figure 8.11.: Flow map of migration from Texas (1995-2000). The smooth linkage of
confluent spirals (b) eliminates turns and thus not only yields more pleasing drawings
but also facilitates the display of edge attributes (d). Note that edge direction can
be inferred locally from every segment (e).
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8.6. Discussion
We have presented drawing styles for the routing of undirected and directed edges in
geographic networks using edge bundling at ends rather than interiors, and logarithmicspiral trees that yield confluent drawings. Their main benefits are
• faithfulness (unambiguous representation of edges)
• stubs point in general direction of destinations
• edge widths and colors are still available for data attributes
• confluent flow maps of in- or out-stars
While initial feedback indicates that confluent spiral drawings are visually appealing,
controlled user studies will have to show that they are effective.
Although not directly applicable, initial user studies concerning curvature for undirected (Xu et al., 2012) and directed (Holten and van Wijk, 2009c) edges already
exists. In the latter, the authors conclude for the specific tasks that the tapered edge
style, in which the width is gradually varied along its length, performs best in terms
of performance and should thus be used. Flow maps are similar to this style, as the
edges get thinner and thiner towards the target vertices due to the branching.
As future work we plan to explore other, more data-driven, approaches to partition
stubs into bundles, and we would like to prove guarantees on the tree structure of
spiral segments and on avoidance of obstacles. For now, our application-oriented
implementation is based largely on heuristics, but does layout networks with several
thousands of edges essentially at interactive speed.
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Chapter 9.
Conclusion
We presented a number of approaches for visualizing various aspects of densely connected graphs, whose drawings would otherwise resemble hairballs, without structure,
when laid out with conventional force-directed approaches.
Our overall approach was to focus on specific aspects and then to emphasize these
aspects with appropriate visualization techniques. While we focused on hierarchical
aspects on top of the graph structure in Part I, the variation in local density was
of interest in Part II. Finally, the readability of network drawings was improved by
developing methods for organizing the nodes and edges.
In the following we summarize the main research contributions of this thesis:
• We described a visualization approach for organizing subgraphs based on a
global reference map, which combined with a Voronoi treemap allows to maintain the hierarchical structure. The approach was illustrated on a similarity
network based on an archive of newspaper articles. The computation of Voronoi
treemaps was identified to be very time consuming.
• We described an asymptotically optimal algorithm for Voronoi treemaps. Our
straightforward implementation of this algorithm outperforms tuned and hardwareaccelerated implementations of previous approaches. In contrast to these approaches it is based on a combinatorial algorithm for weighted Voronoi diagrams
and therefore resolution-independent. In addition to that, we proposed a new
site update strategy, which reduces the number of needed iterations for Lloyd’s
method considerably.
Based on this work and the published source code of our implementation,
Voronoi treemaps are implemented more often in available software packages
such as D3 (Bostock et al., 2011) or MEGAN (Huson et al., 2011).
• We proposed a sparsification approach to draw hairball graphs. It is based
on the idea that emphasizing the local density variation in the layout reveals
tightly-knit groups. While the strongly embedded edges within such groups are
identified using a proper modified Simmelian backbone (Nick et al., 2013), the
overall layout organization is stabilized by maintaining connectedness via the
union of all maximum spanning trees.
An extensive evaluation with empirical and artificial networks shows that our
proposed edge embeddedness metric is more effective than previous approaches
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with respect to improving layout quality by way of amplifying homophily.
• We introduced an asymptotically faster algorithm for the computation of Simmelian backbones. An experimental evaluation with networks from various
domains shows that it is faster also in practice and that the speedup depends
on the irregularity of the network.
• A fast cluster-sensitive filtering technique based on the clustering coefficient
was proposed. It allows to automatically select the sparsification parameter
such that the global cluster structure is most prominent. The experimental
evaluation using real world and synthetic networks confirms its effectiveness
when applied on the quadrilateral Simmelian backbone and the results are likely
to extend to other backbones as well.
Due to its fast runtime, this technique is especially useful when exploring and
visualizing large networks, where the determination of an appropriate sparsification parameter on trial and error basis is very cumbersome due to the time
intensive recomputation of the layout.
• We developed a new overlap removal approach which is based on the minimum
spanning tree of a suitably designed weighted Delaunay Triangulation. Our
approach requires more area than previous methods but it is simpler and faster
as experiments suggest.
• We have presented drawing styles for the routing of undirected and directed
edges to reduce clutter in networks with fixed vertex positions. Using edge
bundling at ends rather than interiors and logarithmic-spiral trees that yield
confluent drawings. While initial feedback indicates that confluent spiral drawings are visually appealing, controlled user studies will have to show that they
are effective.
Various directions for future research were already outlined at the end of each
chapter. We now concentrate only on the, in our opinion, most important ones.
As there are typically many different aspects in the network structure, graph drawing methods need to automatically detect intrinsic structural invariants and offer
different visualization methods and algorithms to the user. In addition to that they
need to provide parametric control to the user for setting different foci of interest.
In order to address this, the interdependencies of low level structural graph features
and their influence on the final layout have to be understood in a systematic way.
Based on that, different adaptation schemes have to be developed which allow to
transfer graph characteristics such as small diameter, skewed degree distribution, or
local clustering in an appropriate layout.
We believe that some approaches developed in this thesis serve as good starting
points for more systematic research towards adaptive algorithms for network visualization.
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Liu, Y., Wang, W., Lévy, B., Sun, F., Yan, D.-M., Lu, L., and Yang, C. (2009). On
centroidal voronoi tessellation: Energy smoothness and fast computation. ACM
Transactions on Graphics, 28:101:1–101:17. (Cited on pages 16 and 53.)
Lloyd, S. P. (1957). Least squares quantization in pcm. Technical report, Bell Laboritories Memo. (Cited on page 51.)
Luce, R. D. and Perry, A. (1949). A method of matrix analysis of group structure.
Psychometrika, 14:95–116. (Cited on page 113.)
Lyons, K. A., Meijer, H., and Rappaport, D. (1998). Algorithms for cluster busting
in anchored graph drawing. Journal of Graph Algorithms and Applications, 2(1).
(Cited on page 122.)

Mahadev, N. V. and Peled, U. N. (1995). Threshold graphs and related topics, volume 56. Elsevier. (Cited on page 81.)
Manning, C. D., Raghavan, P., and Schütze, H. (2008). Introduction to information
retrieval, volume 1. Cambridge University Press. (Cited on page 36.)
Mantegna, R. N. (1999). Hierarchical structure in financial markets. The European
Physical Journal B-Condensed Matter and Complex Systems, 11(1):193–197. (Cited
on page 74.)

Marriott, K., Stuckey, P. J., Tam, V., and He, W. (2003). Removing node overlapping
in graph layout using constrained optimization. Constraints, 8(2):143–171. (Cited
on page 122.)

161

Bibliography
McConnell, J. (2006). Computer Graphics: Theory into Practice. Jones and Bartlett
Publishers. (Cited on page 18.)
McSherry, F. (2001). Spectral partitioning of random graphs. In Proceedings of the
42nd IEEE Symposium on Foundations of Computer Science, pages 529–537. IEEE
Computer Society. (Cited on page 81.)
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