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Abstract
Narrative Exposure Therapy (NET) is a short-term therapy for Post-Traumatic Stress Disorder (PTSD) that works by the patient narrating his or
her life story in chronological order with a special focus on the traumatic
events, thereby allowing the patient to associate the intrusive recollections
of PTSD with the temporal and situational context of the past traumatic
events and thus to habituate and reduce the avoidance behavior associated
with PTSD.
This thesis attempts to support NET by automatically analyzing the
resulting narration containing the patient’s life line with network-based text
analysis methods. Therefore, a text network applicable to arbitrary texts
is defined which attempts to incorporate more of the linguistic information
extracted by modern Natural Language Processing systems, constructing
the network based on the dependencies within each sentence. A set of
domain-specific rules is then developed which automatically detects the
items in the text that might be helpful for NET by extracting those that
have a certain grammatical and lexical structure. Finally, the information
from these two processes is combined in two different kinds of networks,
the first of which attempts to find the relations between the detected items,
while the second starts from the text network and attempts to find further
important items with the help of the information gained from the detected
items.
These methods were implemented in Java and applied to anonymized
narrations. To protect the privacy of the patients, the resulting networks
could not be included in this thesis. The results are instead illustrated on
a narration already publicly available.

Zusammenfassung
Die Narrative Expositionstherapie (NET) ist eine Kurzzeittherapie für Posttraumatische Belastungsstörungen (PTBS / PTSD), bei welcher der Patient seine Lebensgeschichte in chronologischer Reihenfolge und mit einem
besonderen Augenmerk auf die traumatischen Ereignisse erzählt. Dies ermöglicht es ihm, die wiederkehrenden Erinnerungen mit dem zeitlichen und
räumlichen Kontext der traumatischen Ereignisse zu verknüpfen, so dass
die für PTBS typische Vermeidungsreaktion abgebaut werden kann.
Diese Arbeit mit dem Titel Netzwerk-basierte Textanalyse zur Unterstützung der Narrativen Expositionstherapie versucht die NET zu unterstützen, indem die resultierenden Erzählungen des Lebens des Patienten
mittels Netzwerk-basierter automatischer Textanalyse bearbeitet werden.
Hierzu wird ein auf allgemeine Texte anwendbares Textnetzwerk definiert,
welches versucht einen größeren Teil der linguistischen Information einzubauen, die von modernen Systemen der maschinellen Sprachverarbeitung
gewonnen wird; dazu wird das Netzwerk auf den Abhängigkeiten der Wörter
innerhalb jedes Satzes aufgebaut. Des Weiteren werden anwendungsspezifische Regeln entwickelt, die automatisch diejenigen Bestandteile des Textes
erkennen, welche für NET hilfreich sein könnten. Dies erfolgt anhand
bestimmter grammatikalischer und lexikalischer Strukturen dieser Textbestandteile. Schlussendlich wird die Information dieser beiden Verfahren
in zwei verschiedenen Arten von Netzwerken zusammengefügt. Das erste
Netzwerk versucht die Verbindungen zwischen den erkannten Bestandteilen
zu bestimmen, während das zweite vom Textnetzwerk ausgeht und versucht,
anhand der bereits gefundenen Bestandteile weitere wichtige zu finden.
Diese Methoden wurden in Java umgesetzt und auf anonymisierte Narrationen angewandt. Um die Privatsphäre der Patienten zu schützen, können die Ergebnisse nicht in diese Arbeit aufgenommen werden. Stattdessen
werden die Ergebnisse anhand einer bereits veröffentlichten Narration aufgezeigt.
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1 Introduction
1.1

The Motivation: Post-Traumatic Stress
Disorder (PTSD) and Narrative
Exposure Therapy (NET)

Post-Traumatic Stress Disorder (PTSD) is a serious psychological
illness caused by a traumatic event in the patient’s past, especially for
repeated exposure to traumatic experiences. Due to the effect of stressmediating hormones emitted during traumatic stress on the various parts
of the human brain, the retention of “hot” memory contents, that is emotions, cognitions, and sensory and physiological perceptions, is enhanced,
while the “cold” memory containing related facts, such as the time and place
of the event, is neglected to some degree, and in particular is not associated as strongly with the “hot” memory as it would otherwise be [RSN` 08].
This strong fear network of emotions, cognitions, and sensory and physiological perceptions forming the “hot” memory is strongly connected, and
can be “triggered” by a combination of only a few of its items, while the
corresponding cold-memory facts are not fully recalled alongside. The result is that the patient may experience powerful flashbacks while awake,
including a full emotional and physiological stress response, and may not
even be aware that the traumatic event happened in the past, instead believing it is happening again, that is, re-experience the same situation again
[SNE05]. Not all patients develop such extreme intrusive symptoms, but
the stressful recollections cause many of them to avoid bringing them back
by attempting to avoid the triggers of the fear network that cause it to
fire, even though they might not be aware what precisely the triggers are.
This causes clinically significant problems in social life, as well as other
psychological conditions such as depressions, and can make it impossible
for the patient to lead a normal life.
Narrative Exposure Therapy (NET) is a short-term therapy lasting about two months [RSN` 08] that attempts to help the patient form a
1
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consistent chronological sequence of the traumatic events, linking the “hot”
memory fear network with the context from “cold” memory. It does so by
repeatedly and chronologically narrating the story of the narrator’s life with
a focus on the traumatic events, the stones in the patient’s life line. These
stones are exposed by narrating them in detail, without allowing the patient to avoid them, until the fear begins to decline, causing the patient to
realize that it does not raise indefinitely, but begins to decline during even
before the stone is over. The patient effectively learns that the traumatic
events are a memory, and thus not life-threatening. The result of this procedure is a narration of the patient’s life up to and including the present,
and a short outlook into the future. Apart from providing the patient with
a complete written record his or her life, the narration may also serve as
evidence for war crimes at for example the International Criminal Court in
The Hague [SNE05], or help asylum seekers make their case. Studies like
[NSK` 04] show that NET appears to be quite effective, with only „ 30% of
the patients still fulfilling the criteria for PTSD one year after treatment,
compared to „ 80% for two other short-term approaches, Supportive Counseling and Psychoeducation. However, a large number of patients are still
in very bad mental health after treatment [NSK` 04], and would likely profit
from continued therapy, but the financial means for therapy conducted as
part of donation-supported projects like [viv13] are limited.
This thesis was born out of the question whether automated text analysis
could support this therapy, perhaps by automatically detecting the triggers
of the fear network, or maybe even the fear network itself. Existing methods
for network-based text analysis were considered, but considered inadequate
because of various limitations. Therefore, two new methods were developed
for this purpose. The first one uses manually developed rules in an attempt
to find potential triggers by their intrinsic structure, as opposed to the
semantic notion of being important to the narration that would be applied
by a human confronted with the same task, and shows a definition how
the connections between them might be approximated. The second method
is a more conventional method based on a network representation of the
text, which takes the links from the text itself, but attempts to include the
knowledge gained from trigger detection into the analysis by evaluating the
words based on how close they are to triggers in the text instead of using
a general-purpose centrality that does not take such semantic information
into account.
Because of the very significant overlap between the two approaches, they
will not be presented in order. Instead, the two underlying methods will
first be described in detail on their own, with the actual analyses then
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described using the concepts previously introduced. Chapter 2 proposes
the case frame network as a text network that attempts to represent the
semantic relationships in the text based on the inter-word dependencies of
its sentences. It therefore goes one step further than the networks analyzed
by Centering Resonance Analysis (section 1.2), attempting to introducing
more linguistic information than the linking based on noun phrases that is
used by CRA. Based on this network, as well as lexical information in the
form of WordNet, chapter 3 defines trigger extraction rules for the automatic
detection of potential triggers. These were developed manually based on
observed structural features of the four categories of triggers, for example
the tendency of cognitions to take the form on I thought I would die.
These two sources of information are then combined in chapter 4 in two
ways. The first, in section 4.1, starts from the triggers themselves and
tries to represent their connectedness based on their distance in the text,
measured in terms of their distance in the case frame network. Section 4.2
takes the opposite path – it starts with the case frame network itself, and
introduces the knowledge gained from trigger extraction by weighting the
nodes according to how often they appear in the context of triggers.
All of this was implemented in Java as a program called fearnet, which
is included on the CD in a ready-to-run format, provided of course that
the Java Runtime Environment (JRE) is installed. Also included is the
complete source code of the program, along with all required libraries. Fearnet itself is released under the GNU General Public License, Version 3, 29
June 2007. Note that this means fearnet comes without any warranties, and
should be treated as a research prototype, not a correctly working system.

1.2

Preliminaries

Some knowledge in NLP (natural language processing), NET (narrative
exposure therapy) and network analysis is assumed, and therefore terms
such as noun phrase, coreference, shortest path distance, centrality, fear
network, stones and flowers, or the distinction between types and tokens are
not explicitly explained. Definitions and explanations can readily be found
in the appropriate literature, for example [FS07], [HQW08a] or [JM09] for
NLP, [SNE05] or [RSN` 08] for NET, and [Die05] or [BE05] for network
analytical topics.
Fearnet can be considered a text mining system. However, it differs from
most of them in that it works on a single text document, namely the narration or some chapters of it; most text mining methods are performed on
text databases where each document is a “transaction”, and treated as a

4
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bag of words. Such systems may be helpful when using a collection of narrations from different patients as the text database. For example, if abuse
of police powers is found to be a recurring problem in a post-war country,
an organization providing psychological help to victims will likely avoid being associated with public authority.1 A system like the one described in
[RB97] might help in finding such recurring themes. However, that research
was performed on the Reuters corpus [RSW02], which contains a total of
„ 810 000 documents – an unlikely size for a collection of narrations – so it
is not clean whether the methods would be applicable.
In this thesis, the focus was placed on the analysis of the chapters of an
individual narration, with a focus on the question if the fear network that is
assumed to be “hidden” behind the lines might be revealed. Therefore, no
comprehensive survey of text mining was attempted, chiefly because excellent ones can be found in [HNP05] and [FS07]. However, the two existing
methods for network-based text analysis are briefly explained below, because of the similarities with them that will necessarily be found in this
thesis. A more comprehensive introduction can be found in the original
literature [CKMD02, Dan82, Dan93], as well as two Bachelor’s theses on
text mining [End07, Blu06].

Word Network Analysis (WNA) Networks
Perhaps the simplest form of network-based text analysis is Word Net Analysis [Dan82, Dan93]. It uses a POS tagger to detect all content-bearing
words – nouns, verbs, adjectives and adverbs – and connects each word to
the d preceding and following words. As implemented in visone’s NLP extension, it also filters stop words like feel, words below a certain configurable
length, by default 3, to further exclude short, relatively meaningless words
like man, and stems the words as a simple method to treat, for example,
fear and fearful as the same word. WNA does not use much linguistic
knowledge, but the advantage of WNA networks is that in theory, for every
relationship between content words in the text, there is a value for d that
will cause this relationship to be represented by an edge in the network.
However, the downside is that a large value for d also means many edges
between unrelated words, so in practice d will have to be chosen in the
single-digit range to limit the number of edges to an acceptable number.
Let us consider the following example sentence taken from the short
story We Can Remember It for You Wholesale by Philip K. Dick :2
1
2

This example was inspired by Justin M. Preston.
Philip Kindred Dick. The Collected Stories of Philip K. Dick: The Little Black
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(a) WNA network, window size 3.
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(b) CRA network, bottom-most noun
phrases.

Figure 1.1: Comparing CRA and WNA networks of the short text snippet. In
both cases, piece takes a more prominent position in the network because it
appears twice in the text; both WNA and CRA always contract textually identical
nodes.
The higher general density of the WNA network is readily visible, but also note
the lack of any connection between ancient and piece in the WNA network.
The reason is that WNA indiscriminately connects all words within the window
defined by d, while CRA connects all words within noun phrases. Here, the
distance between ancient and piece is larger than the window size, so the words
are not connected by WNA.

Half an ancient silver fifty cent piece, several quotations from John Donne’s sermons written incorrectly,
each on a separate piece of transparent tissue-thin paper, [...]

Words that were not tagged as any of the content parts of speech are colored
gray, as well as half and several which are content words, but excluded
by the stop word filter. Linking each word to its three preceding words in
the text, the network in figure 1.1a would result; an example network built
from the narration in section 4.3 is shown in figure 1.2a. As typical for
WNA networks, this network is rather dense, making it more suitable for
automated analysis than for human examination.
Box, volume 5. Underwood / Miller, 1987.

6
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(a) WNA network

(b) CRA network

Figure 1.2: CRA and WNA networks of the example narration. The current flow
betweenness centrality [BF05] was computed for all nodes and mapped to the
label size.
Both appear to be quite good at finding important actors. CRA omits cry and
play because it only considers nouns, and focuses more strongly on some of the
actors than on others. Note also the high density of the WNA network, even for
this small narration.

Centering Resonance Analysis (CRA) Networks
Centering Resonance Analysis (CRA) [CKMD02] consists of more than the
creation of the networks, and includes a sophisticated method to detect
similarities between documents. However, only the network creation part
is explained here, because it is the only part that is relevant to the analysis
of relations within a text document, as opposed to analyzing the relations
between documents in a collection.
According to the Centering Theory [GWJ95] on which CRA is based,
the text is composed of centers, formed by these noun phrases, which are
stringed together by the author to form a coherent text. Because of this,
each time a topic is mentioned again, the path formed by the words in the
text will return to a node already visited. When the topic shifts, however,
the this path increasingly visits new words related to the new topic. The
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linguistic level at which CRA operates is therefore centers, represented by
noun phrases, but the nodes in CRA represent the words contained in noun
phrases, not the noun phrases themselves. CRA connects these words in
the order in which they appear in the text, like WNA does for d “ 1, in
order to represent the flow of the conversation, considering only those words
that appear in noun phrases. However, in order to account for the stronger
linking within noun phrases, all words that appear in the same noun phrase
are connected pairwise.
Using the example from We Can Remember It for You Wholesale again,
the first step would be the identification of the noun phrases.
zHalf an ancient silver fifty cent piece{, zseveral quotations{ from zJohn Donne’s sermons{ written incorrectly,
zeach{ on za separate piece{ of ztransparent tissue-thin
paper{, [...]
Half and several were again excluded by the stop word list. Unlike WNA,
some articles like a also have to be excluded by that list, as these belong
to the noun phrases. On the other hand, written incorrectly is not
included at all because it is not part of a noun phrase.3 Each word is then
connected to the next word in the text, skipping any words that are on
the stop word list or not in a noun phrase, and additionally to all words
that appear in the same noun phrase. This means that silver is connected
to ancient, fifty, cent and piece. The network for the text snippet is
shown in figure 1.1b, and the one for the example narration in figure 1.2b.4
The most pressing problem with CRA were considered to be the complete
ignorance of verbs, which is very problematic in the context of the narrations
where a verb like to kill may be an important hint at a concept that is
relevant to the narration, like killing might be in a cognitive trigger like I
thought they would kill us tomorrow .

Notations
This text concerns itself more with the analysis of text than with mathematical concepts, and so gets away without a long introduction of mathematical
3

As noun phrases can nest, these words is actually part of the complex noun phrase

zzseveral quotations{ from zJohn Donne’s sermons{ written incorrectly{. However,

choosing the top-most noun phrases necessarily leads to longer noun phrases and therefore to more strongly connected networks, so the example uses the bottom-most noun
phrases like [BC03].
4
This section is based on the article on CRA in the visone Wiki [Fra10], reprinted
with permission.
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notations. However, like any text talking about text, there will be certain
situations where a piece of literal text is included in the normal flow of
text, for example when describing that the garden door in the sentence
He crushed the garden door functions as a noun phrase. Unlike the
above example, this text will not always fit the grammar of the surrounding sentence,5 and is therefore marked in such a way that it can be easily
distinguished from other text. A similar argument holds in the case of filenames and other machine-readable names, that is contexts where spaces
between the letters may matter, which is used when referring to file names
like the one of the Nar_JM.doc narration. Newly introduced terms, such
as the noun phrase above, are generally shown in bold so that the text can
be more easily scanned for them, especially in chapter 2. Finally, literal
quotes have been appropriately marked and will give their source, unless
the source is clear from context, in which case the quote usually is a category definition from WordNet. Of course, this does not mean that all text
shown in italics is a quote.

1.3

System Overview

Fearnet provides a simple command-line user interface, which allows for more

advanced use, but in general only needs to be passed the name of the work
folder to use. The first time this is done, the necessary subdirectories input,
output and cache are created. Subsequently, narrations in supported file
formats can be placed in the input subdirectory, which will then be processed the next time fearnet is run on the work folder, with the output files
appearing in the output folder some time later. For this to work properly,
they must follow the format explained in section 1.3.
Internally, fearnet is divided into steps, each of which performs a specific
part of the text processing. Because some of these steps can take very long
depending on the circumstances – in particular CoreNLP when running on
extremely long texts – the result of each step is stored in a temporary file, so
that the following steps can be restarted easily in case they are interrupted
prematurely,6 or after changes to the code or the configuration files for this
particular step. Logic is included to detect changed input files to a step, and
re-generate its output only when necessary. Figure 1.3 and figure 1.4 show
5

Grammatically, it is to be seen as always taking the function of a single noun.
The most likely reason for fearnet to crash is running out of memory. However, it
should run properly with at least 2 12 GB of Java heap available.
6
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CoreNLP
Models
*.txt

*.doc

Import

*.nar

Split

*.chap

NLP

*.sergz

*.nar
import.conf

nlp.conf

Figure 1.3: Overview of the text preprocessing part. The input text, usually
in Microsoft Word format, is converted into an internal XML format and split
into chapters; from this point onwards, all chapters are treated separately. Their
content text is then annotated by Stanford CoreNLP.

analysis.conf

caseframe.conf

Emotion

WordNet

Weighted
Distance
WordNet

Network

*.sergz

generate
case frame
network

perform
trigger
extraction

Caseframe

*.docgz

*Summary

*.transportgraph

analysis

Layout
output.conf

Text
*.html

*.graphml

Figure 1.4: Overview of the text processing part. The Caseframe step contains the core of fearnet, and processes each chapter separately, as do all of the
analysis steps. The *Summary steps, WeightedSummary, EmotionSummary and
DistanceSummary, re-combine all chapters of each narration into a separate summary network. Finally, all networks are laid out using visone.

10

CHAPTER 1. INTRODUCTION

how the various steps and intermediate files interact.7 Where file names are
shown in gray, they refer to intermediate files in the cache folder.

List of Fearnet’s Steps
All steps are described below in enough detail that the association between
file name, step, and class name in the code should be easy to make; it is
primarily included as a help in understanding the source code. The names
are as used in the code – the class controlling the NLP step, for example, is
called NLPStep, but for technical reasons, the class performing the actual
work is called NLPRunnable. The names given below can also be used to
run individual steps using the command line interface.
Import
This step reads the narrations from the input folder, and creates an
XML file name with extension .nar. It can read Microsoft Word
files formatted according to section 1.3, the simple plain text format
described there, or its own output, for completeness.
Split
Because each narration generally consists of many chapters (the stones
and flowers of the life line) which should be processed separately, this
step splits the narration into XML files containing the text along with
the chapter title and type, one for each chapter, named narration
#X.chap.
NLP
This is the last preprocessing step, and consists of annotating the text
with Stanford’s excellent CoreNLP system, using the normal CoreNLP
pipeline. The output files are serialized Java objects.
In this any all further steps, the chapters are treated as completely
independent from each other.
Caseframe
This step contains the heart of fearnet, both the case frame generation from chapter 2 and the trigger extraction described in chapter 3.
The case frame network can be generated from the CoreNLP output
7

The diagrams use public domain icons from the Tango Icon Library. http://tango.
freedesktop.org/Tango_Icon_Library, accessed February 2013.
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only, but the trigger extraction code additionally uses WordNet, accessed using JWI.8 Both libraries, as well as the WordNet data files,
are included in fearnet.jar for convenience.
Text
This step produces the interactive HTML output described in section 4.3. The output consists of one file named narration #X.html
for each chapter, but the files jquery.js,9 narration-interaction.
js and narration.css are required to be in the same directory as
the HTML files for interaction to work properly.
Network
This step is the opposite of Text in some sense: It writes out only
the case frame network. The output is a serialized TransportGraph
object as used by the visone — KNIME connection, called narration
#X caseframe.transportgraph.
Distance, Weighted
These two steps perform the analyses described in section 4.1 and
section 4.2, respectively. This text-based network is the variant based
on the distance to all triggers. The output is a serialized TransportGraph called narration #X stepname.transportgraph.
Emotion
This step produces a variant of the text-based networks from section 4.2 which only uses the distances to certain emotions. The output is a serialized TransportGraph called narration #X emotion.
transportgraph.
DistanceSummary, WeightedSummary, EmotionSummary
These are the summary versions of the respective networks, containing
the aggregate network of all stones, flowers, and neutral chapters, as
well as an aggregation of the entire narration. The files are called
narration #X network -chaptertype.transportgraph for each of
the three network types and the four chapter types stone, flower,
neutral and all.
Layout
This step uses visone to lay out the networks, and convert them to the
GraphML format.
8

Mark A. Finlayson. MIT Java Wordnet Interface (JWI) 2.2.3. http://projects.
csail.mit.edu/jwi/, November 2012.
9
jQuery JavaScript library v1.8.3. http://jquery.com/, November 2012.
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All steps run in parallel whenever possible, using as many threads as
specified, by default as many as the number of cores the processor provides.

Formatting Guide for Narrations
This section shows how the input files must be formatted for fearnet to
process them successfully. A considerable amount of care was put into
keeping them as human-readable as possible, but this still means that these
formatting rules must be followed exactly, otherwise fearnet may not be able
to recognized the chapter boundaries at all, or recognize them improperly.
The example narration, formatted according to these rules, is included on
the CD.
Apart from the formatting requirements, which are required to allow
detection of the chapter boundaries, the input text should have a reasonably
correct grammar, orthography and punctuation. While the NLP system
used by fearnet, CoreNLP, will try to extract the structure of any text, it
will likely introduce more errors the less correct grammar and orthography
are. These errors will then negatively influence the accuracy of everything
that relies on CoreNLP’s output. Of even higher importance is punctuation,
because it is used to split sentences very early during processing, and so will
influence almost everything. Also, it appears that correctly placed commas
do not only improve readability for humans, but also reduce the number
of errors produced by CoreNLP.10 That is, while the input texts are not
assumed to be free of errors, they should be as correct as possible.
Microsoft Word Files
The primary import format for fearnet is Microsoft Word Files. While the
file format used by Word is proprietary and not completely documented,
it is likely the format supported by the largest number of word processing
applications, as well as the format that the original narrations were in.
Also, it has the advantage over plain text that it allows formatting, in
particular chapter headings, as well as text attributes like bold or strikethrough that can be used to mark text for exclusion the the analysis in a
more intuitive way than by surrounding it with parenthesis, for example.
As it was technically relatively easy to do using an existing tool, Word files
are therefore used as a convenient import format.
10

This behavior was not formally characterized as it is of no methodological consequence for the methods described. The input is assumed to be correct enough that
CoreNLP works correctly except for the occasional errors that are inherent to NLP.
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Aus: M. Ruf, M. Schauer, F. Neuner, E. Schauer, C. Catani & T. Elbert (2008). KIDNET –
Narrative Expositionstherapie für Kinder. In M. Landolt & T. Hensel (Eds). Traumatherapie
bei Kindern und Jugendlichen. Göttingen: Hogrefe
Ursprüngliche Übersetzung: Matthias Fratz
Korrekturen 1. Beispiel: Justin Preston

1. Beispiel: Bach, Seite 96ff (stone)
In the summer of 2004, Mehmet and I were playing at the mill in our village. We didn't play
there often, most of the time we played at home. … But inside my body, my heart was
beating like mad. I thought I would die. At that moment I couldn't scream either.
Then I realized there were a few trees beside the stream, and a few branches of the trees were
hanging into the water. I tried grasping one of those branches and managed to do that. I then
clung to these branches with all my strength. I was still afraid, but I no longer had the feeling
that I would die in a moment. Then I also saw Mehmet again. … But she tried to console us
anyway. First we went to the stove. It was nice and warm and we took off our wet clothes.
My mother rubbed us warm with a towel, and we put on something fresh. I was very relieved
to be home. Being home gave me a feeling of safety. We told everything to our mother. She
was very sad and very scared. She tried not to show it, but I saw it in her face.

2. Beispiel: Verhaftung des Vaters, Seite 99ff (stone)
Mother, father, Mehmet and I were sleeping together in our room. Mehmet and I were sharing
a mattress. Mother and father were sleeping next to us on the other mattress on the floor.
When there was loud knocking at the entrance door, I immediatelly thought it would be the
police. I thought about my father coming home injured repeatedly, and I remembered how he
had repeatedly told us he had been beaten. … I was fearing for my father -- I was very afraid
they would kill him or do horrible things to him, and I felt helpless. My mother came towards
us and told us not to cry. But at that moment, two policemen were still in our house.
Sometime later my mother was lying on the floor and didn't move any more at all. Her eyes
were closed. Then the men went away. My grandma's hair was completely messed up, and
Mehmet's nose was bleeding. … Then my mother went up, and I tried to console Mehmet,
tried to wash away the blood from his nose. Then we all cleaned up the house together. That
was a lot of work...
... some text omitted in published version ...
After some time -- it again was was noon already -- my father returned. I was at home and
saw him thought the living room window. I called to my mother and the others that he was
coming back. I was so relieved to see him. My father had changed a lot physically. He had
dry wounds, dried blood in his face. But I think he also had wounds at the rest of his body. He
tried to calm us down, and he said that nothing terrible will happen any more, but he didn't
look good at all. He tried to hide his sad face from us, but he didn't succeed. We then
embraced each other. I saw that my father was very happy that nothing terrible had happened
to my mother and us. We were all very happy that nothing worse had happened to anyone.

Figure 1.5: A shortened version of the example narration in Word format, showing
the ignored introductory text before the first heading and the use of bold-italic
and underline to mark ignored text. The chapter titles are arbitrary, but the type
of each chapter (stone, in this case) is marked in parenthesis at the end of the
heading.
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For the Microsoft Word import, the file must be in the Word binary
format, which was used by default until Office XP but is still supported by
the current version (Office 2013). This means it must be a .doc file, not
rtf (Rich Text) or .docx (Office 2007); while Word can read those other
formats, fearnet only supports the original Word format, called “Microsoft
Word 97/200/XP/2003 (.doc)” in OpenOffice and “Word 97-2003 Document
(*.doc)” in Word. Also, the files must not be protected with a password.
The narrations are naturally subdivided into chapters divided by headings, with the text body of each chapter following the appropriate chapter
heading. This implies that any text which comes before the first heading
is not part of any chapter, and can thus be safely ignored. This makes it a
good space to put components that are not part of the text proper, such as
patient data or a summary form of the lifeline, perhaps in graphical form.
The headings themselves are not part of the text of any chapter either, and
as such, are almost completely ignored by fearnet, except for the function of
delimiting chapters and for the stone / flower annotation contained in the
titles.
There are two ways headings can be marked. The more formally correct
way is to mark them as top-level headings in Word, by applying the “Heading 1” style to them using the style drop down. All lower-level headers such
as “Heading 2” and below are ignored, and can be used freely to structure
a chapter without affecting the automatic analysis. All header formatting
is ignored, in particular including strike-through. Alternatively, paragraphs
which are entirely bold are also treated as headings (unless disabled in the
configuration) to catch the common alternative of making the headers look
like headers – larger and bold – without actually marking them as headers.
In this case, however, the formatting of the header does matter: The entire
line must be bold, and without other formatting of individual words. That
is, if any of the words in the heading were put in italics, the heading would
no longer be recognized as such.
Other than that, formatting is mostly free, except for some combinations that can be used to mark text not intended to be included in the
chapter itself, like reflections of the patient regarding the past events, and
paragraphs which are all bold because these would be considered chapter
headings. Therefore, bold or italics can be used freely to emphasize words.
Doing so does not affect the output; a bold word is considered identical to
a normal-weight word, as are words that appear in subscript or superscript
positions, with 1st being an obvious example. Text that is both bold and
in italics, however, is treated as an annotation of the chapter and ignored,
as is proper for present-day reflections or other notes, for example in figure 1.5. Strike-through text is ignored completely on the basis that it is
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permitted adjectives
very big big medium small very small
medium
very big big medium small very small
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type
stone
neutral
flower

Figure 1.6: Chapter types ordered from most negative stone to most positive
flower. For example, big stone is the second most negative stone. The adjectives
can be omitted, in which case medium is assumed. Also, neutral can have no
adjectives except medium, for obvious reasons.

very visually deleted, and so are underlined text, providing yet another way
of including sub-headers without affecting the analysis.
Other features that are unlikely to occur in the narrations, such as
footnotes, tables, and all kinds of images or similar objects, are ignored
too. Itemized or numbered items, should there be any, are however treated
like normal paragraphs.
The technical realization uses a slightly modified version of Antiword11
running under NestedVM12 [AM04] to convert the Word file into a DocBooklike XML file. Extracting the text of the narration from this XML representation is then a fairly straight-forward task.
Heading Format and Names
The headings consist of a free-format text headline for the stone or flower,
which is for user reference only and not used by fearnet in any way. Following
this, the type of the chapter must be given in parenthesis. The possibly
types are stone, flower, and neutral, optionally prefixed with adjectives very
small, small, medium, big and very big for finer granularity. If no adjective
is present, medium is assumed. The full list of permitted types, in order of
“stone” to “flower,” is given in figure 1.6.
Care must also be taken when anonymizing names. The most common
or XXXXX, but CoreNLP will not
option is to replace them with
recognized such instances as names, and more importantly, it cannot find
coreferences where the same name is mentioned twice. Both could cause
problems for the rest of the processing done by fearnet, so names should
11

Adri van Os. Antiword: A free MS Word document reader. http://antiword.
cjb.net/, 2008.
12
NestedVM: Binary translation for Java. http://nestedvm.ibex.org/, accessed
February 2013.
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female: Anke
male: Micha
neutral: Alex

Joanna Anne
Hans
Etoain Shrdlu

Figure 1.7: Replacement names that were found to be properly recognized as
such. The distinction between male and female is purely superficial, but keeping
the correct gender can avoid confusion. As the “neutral” line demonstrates, the
names do not need to make sense; all that matters is that they are recognized as
proper names by CoreNLP.

instead be replaced with real, unrelated names. Figure 1.7 gives a few
names that were found to be properly recognized as such, although most
English or German names should work just as well.
Plain Text Files
As the Microsoft Word format is a proprietary format, it was felt that a
more open format should be provided as well. HTML was considered, but
abandoned as impractical considering the files actually created by word
processors like OpenOffice. Instead, a simple plain text based format was
defined which can be used as an alternative way of inputting a narration.
For this input, the text file must be encoded in UTF-8 and fulfill some
simple formatting restrictions: Line breaks are ignored completely, but
paragraph breaks are represented by empty lines as in LATEX. Chapter titles are paragraphs followed by a line filled with only === characters,13 that
is, they can be multiple lines long and there must be an empty line both
before and after the heading, as shown in figure 1.8. To permit annotation,
comments and present-day reflections to be included, text withing { braces
} is treated as comments, and is ignored. Braces do not nest however; there
are no further braces permitted within them.

Approximate Running Times
No formal running time measurements were performed, but to give the
order of magnitude that can be expected, fearnet was run on titan06.inf.
uni-konstanz.de, an aging Intel Xeon E5345 running at 2.33 GHz, for
timing. titan06 has 4 physical cores with HyperThreading for a total of 8
logical cores, and is equipped with 32 GB RAM, but because it is a shared
13

The number does not actually matter as long as there are more than three, but the
underlining looks more pleasing if all letters of the heading are underlined in that way.
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Aus: M. Ruf, M. Schauer, F. Neuner, E. Schauer, C. Catani & T. Elbert
(2008). KIDNET −− Narrative Expositionstherapie für Kinder. In M.
Landolt & T. Hensel (Eds). Traumatherapie bei Kindern und Jugendlichen.
Göttingen: Hogrefe
Ursprüngliche Übersetzung: Matthias Fratz
Korrekturen 1. Beispiel: Justin Preston
1. Beispiel: Bach, Seite 96ff (stone)
=====================================
In the summer of 2004, Mehmet and I were playing at the mill in our
village. We didn’t play there often, most of the time we played at
home. {...} But inside my body, my heart was beating like mad. I
thought I would die. At that moment I couldn’t scream either.
Then I realized there were a few trees beside the stream, and a few
branches of the trees were hanging into the water. I tried grasping
one of those branches and managed to do that. I then clung to these
branches with all my strength. I was still afraid, but I no longer
had the feeling that I would die in a moment. Then I also saw Mehmet
again. {...} But she tried to console us anyway. First we went to the
stove. It was nice and warm and we took off our wet clothes. My mother
rubbed us warm with a towel, and we put on something fresh. I was very
relieved to be home. Being home gave me a feeling of safety. We told
everything to our mother. She was very sad and very scared. She tried
not to show it, but I saw it in her face.
2. Beispiel: Verhaftung des Vaters, Seite 99ff (stone)
======================================================
Mother, father, Mehmet and I were sleeping together in our room.
Mehmet and I were sharing a mattress. Mother and father were sleeping
next to us on the other mattress on the floor. When there was loud
knocking at the entrance door, I immediatelly thought it would be the
police. I thought about my father coming home injured repeatedly, and
I remembered how he had repeatedly told us he had been beaten. {...} I
was fearing for my father −− I was very afraid they would kill him or
do horrible things to him, and I felt helpless. My mother came towards
us and told us not to cry. But at that moment, two policemen were still
in our house.
Sometime later my mother was lying on the floor and didn’t move any
more at all. Her eyes were closed. Then the men went away. My grandma’s
hair was completely messed up, and Mehmet’s nose was bleeding. {...}
Then my mother went up, and I tried to console Mehmet, tried to
wash away the blood from his nose. Then we all cleaned up the house
together. That was a lot of work...
{ ... some text omitted in published version ... }
After some time −− it again was was noon already −− my father returned.
I was at home and saw him thought the living room window. I called to
my mother and the others that he was coming back. I was so relieved to
see him. My father had changed a lot physically. He had dry wounds,
dried blood in his face. But I think he also had wounds at the rest of
his body. He tried to calm us down, and he said that nothing terrible
will happen any more, but he didn’t look good at all. He tried to hide
his sad face from us, but he didn’t succeed. We then embraced each
other. I saw that my father was very happy that nothing terrible had
happened to my mother and us. We were all very happy that nothing worse
had happened to anyone.

Figure 1.8: A shortened version of the example narration in the plain text format.
Note the use of ==== to underline section headings and { and } for ignored text.
To allow for a more readable formatting, single line breaks are treated like spaces,
but empty lines start a new paragraph.
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server, fearnet was restricted to use only 4 threads per step and 10 GB total
heap. The Java VM was the OpenJDK 1.6.0_24 64-Bit Server VM, build
20.0-b12, mixed mode.
On the Nar_JM.doc narration with 19 360 words, an entire run from
Word document to all outputs took about 12-13 minutes real time or 31-36
minutes CPU time (summed for all cores). Of this, CoreNLP accounted for
approximately 5 minutes real time or 24 minutes CPU time, that is, the
majority of the time actually spent computing is due to CoreNLP. However,
steps frequently just spend time doing nothing, waiting until the previous
step has created their input data, which also increases the total running
time. The time that actually matters, of course, is the real time, including
these waiting times, because that is how long it takes until the output can
be examined.
If aggregation is enabled, pseudo-chapters are created which contain all
stones, flowers, and neutral chapters, respectively, as well as one pseudochapter containing the entire narration. This provides a way to summarize
all chapters, or all chapters of a given type, into a single annotated narration or network. However, fearnet takes far longer: „ 5 days (123 hours)
real time, and approximately a week (172 hours) of CPU time, for CoreNLP
only, thus also demonstrating that only the processing of different files can
be parallelized; CoreNLP itself is single threaded. Because of this long running time, and the desire to have results available after an acceptable time,
aggregation is disabled by default – very similar results can be obtained
by the summaries, where the chapters of a narration are aggregated after
CoreNLP rather than before, with the most important difference being that
CoreNLP cannot resolve coreference between chapters.14 It is not entirely
clear whether there should be any coreference between chapters at all, especially if each is written in such a way that it can stand alone, without
referencing entities introduced in the previous chapter.
For the Uganda set of 29 narration with total 272 379 words, fearnet
takes just over an hour until almost all outputs15 have been produced, with
a CPU time budget of roughly 4 hours 45 minutes. That is, it will take
far longer until the output has been produced than it does for CRA or
WNA networks, but the times are in an acceptable order of magnitude if
aggregation is disabled.
14

Coreference resolution on the aggregate pseudo-chapters is what almost all of the
computing time of CoreNLP is spent on if aggregation is enabled.
15
Due to some divergence problems with the distance calculations for the summaries
of two of the narrations, some outputs were not created at all. The reason for these divergence problems is unknown so far, and is only somewhat deterministic – in some cases,
re-running fearnet does not help, but in other cases the calculation suddenly converges.

2 Case Frame Networks
This chapter introduces the case frame network as a text network that attempts to incorporate more linguistic information than the existing methods, WNA and CRA. As such, it is defined in terms of a deeper level of
linguistic processing, namely the dependencies extracted from the full parse
of a sentence, from which it tries to construct a network that contains the
semantic relationships in the text, and as few other links as possible. It
is based on the theory of Case Grammar, which analyzes a sentence as a
central verb surrounded by a number of structurally identical noun phrases,
which however take various semantic roles with respect to the verb. This
structure lends itself to the representation of a text as a network of verbs
and nouns that can be used both as a data structure for easier definition of
rules like the ones for trigger extraction, as well as a network-based representation of the text.

2.1

Case Grammar Theory

Case Grammar was introduced in 1968 by Charles J. Fillmore in his landmark paper [Fil68], which laid the foundation for countless research contributions ever since [Goo13]. There are several problems with the case
system as described in that publication [But06], some of which Fillmore
addresses three years later in [Fil71]. The concept has been refined over
the years – see [Coo89, DR87] for an overview and timeline – but the original publication [Fil68], particularly the third section, is likely still the best
way to introduce the concept, keeping in mind that the case system introduced there is meant to illustrate the concepts of case grammar using
English as an example, but not necessarily to introduce a case grammar
for English [Coo89]. An example of such an application to English can be
found in [Coo98], which analyzes Hemmingway’s The Old Man and the Sea
in a very in-depth way. Case grammar was intended to be universal across
all languages, not just English, and has since been applied to a variety of
19
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languages such as German [Hal76], Japanese [Sas75] or French [Don73], to
name just a few of the earlier ones.
In [Fil68], Fillmore summarizes case grammar as follows (page 21):
The sentence in its basic structure consists of a verb and one
or more noun phrases, each associated with the verb in a particular case relationship. The ‘explanatory’ use of this framework resides in the necessary claim that, although there can be
compound instances of a single case (through noun phrase conjunction), each case relationship occurs only once in a simple
sentence.
That is, it is the predicate, usually a verb, that is central to any sentence.
This predicate has a number of “empty slots”, each associated with a specific
semantic (case) relationship, the set of which is called its case frame.
These slots, termed case roles by Fillmore, are filled by the noun phrases
of the sentence, which are the case elements of the predicate. The case
frame also usually comes with some restrictions as to which case roles must
be present, which are optional, and which cannot be applied to the predicate in question.1 Each case role can be filled only once for each predicate,
though being noun phrases, the elements themselves can be the conjunction of multiple noun phrases, and even contain full or relative subclauses.
Furthermore, the case roles themselves can be occupied by subclauses, as
in He said he loves her, where the predicate expresses a fact about the
entire subclause. In such a case where a subclause fills one of the positions in the case frame, the entire subclause is considered subordinate to
the “head” predicate. Also, the center of the subclause is another predicate
surrounded by its semantically related noun phrases, that is the structure
is essentially recursive – in fact, [Fil68] class these subclauses embedded
sentences to highlight the similarity to top-level sentences.
Unlike earlier work such as [Ben14], Fillmore’s case grammar clearly
distinguishes between the “deep” and “surface” structure of a sentence. The
best way to explain the difference between the two levels, perhaps, is to contrast the way their case relations are introduced: Fillmore’s deep-structure
relationship called “instrumental” is introduced in terms of the relationship
it has towards the verb – in this case essentially being a tool used to perform the action expressed by the verb by whoever is performing that action.
1

Sometimes, these restrictions are more complex, such as a verb taking either of two
relations, but not both at the same time, thus it the most general form is simply that
each predicate can take a fixed set of case frames, each consisting of a set of semantic
relations that are present, in the way that [Fil68] does it.

2.1. CASE GRAMMAR THEORY

21

By constract, [BADZ08], a modern schoolbook on Russian, introduces the
(surface-structure) “instrumental” in the Russian language in terms of the
way it modifies a noun, namely by affecting its ending – giving the example that молоко becomes молоком.2 Case grammar instead treats such
modifications as more or less idiosyncratic parts of the morphology of a
language, which it tries to look beyond and see the underlying “deep” structure relationships. The claim, then, is that there are such deep-structure
relations which are universal across all languages, and mostly independent
of the position in the surface structure, such as being the (surface) subject
or (direct or indirect) object of a verb. [Fil68] Obviously the case elements
have to be linked to the predicate either by being its surface subject or
object, or in a prepositional phrase like in Flowers are beautiful in winter, however their position in the surface structure can be chosen rather
freely. For example, Fillmore claims that normally, one of the noun phrases
is simply chosen as the subject of the sentence according to the position of
its case role in a fixed hierarchy, unless, at the discretion of the speaker, it
is positioned to emphasize a certain aspect of the sentence.
When talking about predicates, it is important to realize that while they
usually are verbs, they can just as well be adjectives, or nouns, accompanied by copular verbs.3 What this means is that beautiful in Flowers
are beautiful is considered the predicate, with Flowers as its (surface)
subject, while the copular verb are is auxiliary to the predicate much like
the would marking the subjunctive. It thus makes sense, in sentences like
He is my brother, to similarly regard the noun my brother as the head
predicate of the sentence, again ignoring the to be as auxiliary.4 In this
context it is important to note that these non-verbal predicates can have
additional case roles much like verbal predicates, as exemplified in the above
example Flowers are beautiful in winter.
It should be noted that defining case relationships, and deciding which
noun phrases can fill which case role, appears to be a rather tough problem
about which no consensus has been achieved so far. In fact, [Fil77] already
argues that in some cases, the “true” case role may lie somewhere in between
two definitions. Thus there is no such thing as a definite list of case roles –
[But06] gives only a list (see figure 2.1) of case roles that are “generally
used”, but again points out that their definition is problematic.5
2

See the third page of [But06] for an more classic example taken from Latin.
Fillmore states this as “I am adhering, in this discussion, to the Postal-Lakoff doctrine, which I find thoroughly convincing, that adjectives constitute a subset of verbs.”
on page 27 of [Fil68].
4
This is also the way Stanford CoreNLP [Sta13b] handles predicate nouns.
5
There are so-called “morphosemantic” relations for WordNet [Pri13c, FOC09] that
3
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agent
patient

theme
goal

beneficiary
experiencer

instrument
location

Figure 2.1: Commonly used case roles, according to [But06]. From [But06], page
31.

2.2

The Case Frame Network

The structure formed by a head predicate and its case elements lends itself to the definition of a useful new kind of network representation of text
henceforth called the case frame network. This network tries to capture as much of the semantics of the text while performing the necessary
amount of abstractions that allow the network to be easily analyzed using
the methods of network analysis. The decision was thus made to abstract
away the case relationships, that is, whether a noun occupied the “agent”
or the “instrument” role towards its head predicate, leaving only the fact
that it was associated with it at all. While this destroys a good deal of
the information present on the original text, this is the kind of information
which, given the aforementioned uncertainty which case relationships there
should be in the first place, would be rather hard to integrate into any further analysis steps, especially if this analysis is meant to be executed in an
automated way. Targeting a similarly high level of abstraction, auxiliary
words such as articles and modal verbs are ignored, too, as are the copular
verbs used with predicate adjectives and predicate nouns.

Representing Case Frames
With the case relationships themselves removed, what is left is the structure of a (simple) sentence as a head predicate surrounded by the noun
phrases forming its case frame, regardless of the way these noun phrases
are associated with the predicate – it does not make a difference whether
the noun phrase serves as the subject of the predicate, or whether it is
merely associated by a prepositional phrase. This accounts for fact that
many of the noun phrases could have been “promoted” to the position of
the surface subject, had the author chosen to do so. It also solves the problook superficially very similar, however these are in fact annotated versions of derivational
links between nouns and verbs. That is, the noun a find is marked as the result of the
verb to find, which does not help much for determining the case roles of the noun
phrases in the case frame of to find. [MZ88] proposes more helpful relations, such as a
knife as the possible instrument of to cut, but it is not clear if this sufficient either.
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lem that the same sentence might very well have been expressed using a
word that is synonymous, but may have a different order of subject and
object, such as Jane fears John versus John frightens Jane. While
the choice of subject, or of a mostly synonymous word, may emphasize a
certain aspect of the sentence, especially if one of the more unusual case
roles becomes the subject, it does not change the case roles themselves: In
the example above, it is Jane who is afraid, and John is the cause of that
feeling. For the same reason, the preposition introducing a prepositional
phrase is omitted from the network: Even in the extreme case of local and
temporal prepositions, where the preposition can express a difference in relative position as in I sat on the table versus I sat under the table, it
does not change the case relationship between the verb sit and the table,
which is one of location. As the case frame network generalizes away the
case relations themselves, it should certainly not deal with relatively minor
aspects of them; therefore, the prepositions must be omitted. In fact, that
there appears to be a strong the desire to include them points to a more
fundamental observation: That usually, the case roles are essentially clear
from the noun phrases themselves. This is because a verb normally has
rather strict semantic restrictions on the kind of noun phrases it takes in
a certain case role. For example, in {apple, John, eat}, the fact that the
apple was eaten and not John is clear because the “thing that is eaten” is
generally restricted to the category of “food,” which John is not normally
considered part of.6 Given these principles, the network for the sentence
In the evening, he locked the entrance door with the key becomes
something like in figure 2.2.
Each noun phrase has a noun or pronoun as its head; actually the term
noun phrase is usually defined as a phrase whose head word is a noun or
pronoun, for example in [Cry08]. Thus, to maximize the amount of contentbearing words in the network, it would be possible to associate only the head
noun with the predicate, ignoring the entire rest of the noun phrase. This
direct attachment is in fact highly desirable, after all, case grammar theory
treats the entire noun phrase as filling the case role, and the head noun
forms the center of the noun phrase just like the predicate forms the center
of the sentence. It would also simplify the network to the point that each
node represents a single word, noting that entrance door in the above
example is treated as a single, compound noun. This concept is better
illustrated by phrasal verbs like to put (something) on, whose particle is
6

Apart from the prepositions of nouns in prepositional phrases, this is actually the
most likely way one would take to automatically detect the case roles of the noun phrases
in the first place: Assign the noun phrases associated with the predicate to the case roles
so they best fit the restrictions the predicate has on those case roles.
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locked

key

he

entrance door

evening

Figure 2.2: Basic case frame network for the simple sentence In the evening, he
locked the entrance door with the key, consisting of the verb as its center
surrounded by the noun phrases that fill its case roles. Edges point towards
subordinate nodes.

part of the verb in so far as its omission would change its meaning – to
put on, being synonymous with to dress, is a different verb than to put,
synonymous with to place, and should be treated as such in the network.

Complex Noun Phrases
The undesirable consequence of the naive direct attachment of (only) the
head noun is the omission of an arbitrary amount of information contained
in the noun phrase, as noun phrases can contain adjectives, subordinate
nouns and even relative subclauses to any depth. Focusing on the easier
problem of adjectives for a moment, one could certainly argue that a blue
cat is different from a cat of unspecified color, a difference which may be
meaningful in certain applications, and that it should thus be represented
as a single node labeled blue cat, much like the entrance door in the
above example. The main problem with such an approach is that it hides
the semantic relationship that is present between a blue cat and a purple
cat, namely that both are subsets of all cats, if strangely colored. It is
thus proposed to represent adjectives as a new kind of node, connected to
the head nouns of the noun phrases, as a compromise between including
the information and generalizing along the direction of the subset relation.
This allows nodes representing identical words to be recognized as such by
a single string comparison of their label, while also preserving any adjectives associated with the noun. By the same argument, any adverbs that
belong to the predicate can be represented as similar nodes connected to
the predicate itself.
It makes sense to have three different kinds of nodes used for predicates,
nouns, and adjectives and adverbs, respectively, because they each represent
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locked

evening

hastily
he
entrance door

key

wooden

unused
warehouse

wrong

Figure 2.3: Case frame network for the simple sentence In the evening, he
hastily locked the unused wooden entrance door of the warehouse with
the wrong key. Adjectives and an adverb were added, which are represented
as additional nodes linked to the corresponding noun. Also, the subordinate
noun phrase warehouse is represented as another noun node subordinate to the
entrance door.

syntactically different parts of a sentence. This is not a distinction of word
types in the way part of speech tagging distinguishes nouns and verbs, for
example – after all, an adjective or noun can easily be used as a predicate
adjective or noun, and as such occupy the central position of a sentence.
Instead, the distinction is made between the predicate, called verb after the
most common case, which is created in representation of an entire sentence,
the head nouns representing a noun phrase, and attributes, that is adjectives and adverbs, that can modify either of them; the relation between
them called an attribute relation for obvious reasons. The distinction also
manifests itself in the kind of relations that a certain kind of node can have,
and in particular, in the kind of semantic relationships they represent. For
example, the nouns associated with a certain predicate can be seen as the
objects of that predicate, about which the predicate states some fact; therefore the relation between them is called object – not to be confused with
the notion of surface objects of verbs.
This becomes important as soon as subordinate nouns are treated as
noun nodes associated with their superordinate noun, because these relations, generally do not express objects in the sense of stating something
about them like the object relation, but rather a “part-of” relation like the
roof of the house or more commonly, using the possessive, the cat’s
tail. The relation is therefore simply called subordinate. Recognizing
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lost

he

lost

he

wife

lost

he

children

(a) split representation

wife

children

(b) combined representation

Figure 2.4: Two case frame networks for the simple sentence He lost wife and
children, showing alternate representations of the compound noun phrase wife
and children. In the split representation, starting to share common nodes because they were created for the same token in the text removes the gray copy of he
while adding the dashed edge. But once anything is shared, it makes little sense
not to contract the two nodes for lost too, yielding the combined representation.
Also note that neither is wife subordinate to children nor vice versa.

subordinate nouns as being nouns as much as any other noun occurring in
the network, instead of as attributes, allows any analysis step that follows
to easily treat them as identical to other nouns. Thus it is possible to losslessly contract the nodes for cat and its in the sentence The blue cat
meowed; its tail was long, thereby resolving the coreference. A network
using these definitions would then look something like figure 2.3.
Subordinate noun phrases are not to be confused with compound noun
phrases, that is noun phrases which are the conjunction of two or more
noun phrases as in He lost wife and children, whose network is shown in
figure 2.4. In this situation, there is no clear semantic subordinate relation
between wife and children; the same situation could just as well have
been described as He lost his wife. He also lost his children, that
is, the construct could be treated by duplicating the predicate with one
copy associated with the wife and the other copy with the children. This
quickly becomes unwieldy for longer sentences and especially for sentences
that contain more than a single compound noun phrase, so it seems justified
to instead directly connect all of the nouns to the predicate. This solution
can also be derived from the duplication by considering the copies of noncompound noun phrases, which may be rather large, to be identical between
the two copies of the predicate, and thus represent them with a single node
that both predicates are connected to. In this case, however, it is only
logical to also treat the two copies of the predicate as identical; merging
their nodes leads to the same situation of connected to the same predicate.
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Inter-Sentence Relations
There are two things that remain undefined at this point, namely the situation when a case role is occupied by a subclause, and the relations between
sentences. In the first situation, case grammar theory states that the entire
subclause is subordinate to the predicate, and that it is similar to it in that
it contains a head predicate of its own. It thus makes sense to represent
all subclauses by their head predicate analogous to the way noun phrases
are represented by their head nouns, for a new kind of relation named subclause. While this means that predicates can now be subclauses to other
predicates and to nouns, which removes them from the top position in the
tree representing the sentence, this is arguably exactly what should happen
if they are the head of a subclause – or subordinate sentence, however we
may want to call it. More important however is the fact that doing this for
relative (sub)clauses breaks the tree structure and can, and usually does,
form cycles in the graph, because the noun modified by the subclause also
appears in one of the case roles of that very subclause: Consider the example He sold the house she bought. Here, the top-level sentence is He
sold the house, with the house further qualified by the relative subclause
she bought, that is, this subclause must properly be considered attached
to the noun house. On the other hand, the house is attached to the head
verb bought of the subclause, namely by being the item which was bought.
There is thus a cycle formed by the house and bought being attached to
each other. This is somewhat problematic because it is a relation of being subordinate which is being expressed, and intuitively, two items cannot
each be subordinate to each other. Thus, an alternative realization shall be
considered, which stems from the observation that the above sentence can
also be written as She bought the house. He sold the (same) house.
This would argue for the creation of an extra sentence for the subclause, in
which the case role of the modified noun is explicitly taken by that noun,
that is, as if the input had been the rewritten version, but with the node
for the noun, house in this case, being shared between the two sentences.
What this alternative completely misses is that the property of “having been
bought by her” is one of the noun house and that it was explicitly expressed
as such in the original sentence, with, for example in [Cry08], the relative
clause being part of the noun phrase itself. Thus it seems more justified
to argue that this cycle, though unintuitive at first sight, is exactly what
should have been there and what is expressed in the original sentence.
The other remaining question is how to treat the relationship between
the head verbs of top-level sentences; this also includes the case of multiple predicates that are part of the same sentence, but have disjoint case
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knows

said
Jane

believed
Jane

John

loves

company

Jane
nobody

founded

(a) A relative clause causing
a cycle in the network.

John

Jim

(b) Subclause relations denote subordination while
sentence relations do not.

Figure 2.5: Case frame networks for the complex sentence Jane knows the company John founded, demonstrating the cycle created by the relative clause, as
well as for the text Jane said that John loves Jim. Nobody believed Jane.
Note the edge created between the head predicates of the two sentences, that is,
the sentence relation.

frames, as in He went home and she went to work, where each part of
the conjunction could just stand on its own. In this case, none of the sentences is clearly subordinate to any of the others. One could therefore argue
that there is not actually any connection between sentences at all except
when they talk about the same entities – a question which should better be
handled by coreference resolution, for example by merging nodes found to
be coreferent – and that the head predicates of the sentences should thus
not be connected at all. However there is a semantic connection between
adjacent sentences, so elementary it is generally implicitly assumed: Unless explicitly stated otherwise, the actions described in a text tend to take
place in the order of the sentences describing them, and things that are not
described tend to not change from sentence to sentence. This is particularly
true in narrative text like the lifeline narrations, where the events are described in the order in which they happened in a particular stone or flower.7
Therefore it seems justified to go with the simplest solution of connecting
the sentences in a long chain, in the order in which they appear in the text,
noting that this sentence relation is a slightly different kind of connection
than the “is subordinate” relations which exist from a head predicate to its
nouns or the predicates of subclauses, as shown in figure 2.5b.
7

If the text is descriptive, or contains long descriptive elements, this choice may not
be optimal. In section 2.4, some possible alternatives are illustrated.
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Further Refinements
There are two operations beyond this basic network definition which are
helpful for all further analysis steps. The first one is treating negation as
an intrinsic property of a node, not as an attribute. This makes sure that
negated uses of a node will not be confused with positive uses, for example
in I was afraid compared to I was not afraid. This is slightly complicated by the fact that sometimes there are multiple negations involved, and
that technically two negations would cancel each other like they do in not
unafraid, but that especially in colloquial speech, double negation usually
serves to emphasize, instead of cancel, the negation, as in I didn’t see no
car [Cry08]. It is therefore proposed to simply assume a node is negated if
it is negated at all, no matter how many times. For adjectives, it is possible
to replace negated words by their antonym. Unfortunately this is not generally possible because for verbs, for example, the absence of an action does
not imply the presence of the opposite action, that is, He did not open
the door certainly does not imply He closed the door. The analysis will
therefore have to deal with nodes that are marked as negated.
The other helpful step is resolving coreference, especially for pronouns,
else one case relationship is lost each time a case role is filled by a pronoun.
Systems like [Sta13c, LCP` 13] achieve precision scores of up to 80-90% –
that is, up to 90% of the coreferences they find are correct.8 While recall
scores are lower – that is, not all coreferences in a text are found – this does
not matter much when comparing to the option of omitting coreference resolution. So the question that must be answered is whether the improvement
is large enough to justify the errors introduced. And where CRA, which
essentially tries to find a “chain” of topics, can argue that any topic referred
to by a pronoun will still be found whenever it is introduced, case frame
networks try to represent the semantic relationships that exist in a text,
and thus have a stronger focus on finding those relationships even when
the reference is indirect, using a pronoun. That is, it profits enough from
coreference resolution to justify an occasional errors.
Before demonstrating the finished network with another example, there
is an important point that should be made – so far no contraction of textually identical nodes as in CRA or WNA has been performed. This is
considered part of a later network analysis step, and should therefore be
8

Note that in this context the notion of being “correct” is not entirely clear and
subject to definition. For example, how should a coreference cluster be treated if it
includes all references to the first-person speaker, but also a single reference to a totally
incorrect noun, like stone not used in a personified sense? Therefore, there are different
metrics for correctness; see for example [Luo05] for a comparison study.
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relation
attribute
object
subordinate
subclause
sentence

source node
target node
verb or noun attribute
verb
noun
noun
noun
verb or noun verb
(head) verb
(head) verb

Figure 2.6: Summary of relations and node kinds in the case frame network. Note
that the node kinds are named according to function, not word form. As such,
verb can be any word form that can appear as the predicate of a sentence.

done in the process of such an analysis, if the analysis wants to treat identical words as identical nodes at all. For example, if all that is desired is a
distance metric of words in the text, it makes no sense whatsoever to contract two occurences of, for example, entrance door to be a single node
even though they appear in totally different places in the text. On the other
hand, if it is desired to discover relations between concepts, it may be safe
to assume that entrance door is referring to the same concept whenever
it occurs in the text, and that it should be represented by a single node
only. The key point is that whatever we may choose, it is a choice best
made right before the analysis, not in the definition of the network itself.
Thus, the network is defined in its most general way here with the specific
variants described in the context of the respective analyses in chapter 4.
The final network according to these definitions, with the set of relations
shown in figure 2.6, can then look for example like figure 2.7.

Network Properties
This representation as defined – though not necessarily the automatically
generated version – has the useful intrinsic property that adding detail to
the text is less likely to remove connections than it is for CRA or WNA. Removing connections when, for example, adjectives or subclauses are added
is not strictly wrong, but it is somewhat unintuitive. For example, changing cat to blue cat may mean that it is no longer coreferrent with purple
cat, removing that link, but it should not change links between non-affected
words. But in the case of WNA, adding an adjective changes the distance
between words, and can thus “push” them out of the window within which
words are connected, leaving only an indirect connection. For example, the
frog ate the cat in the evening may have frog and evening connected,
but the frog ate the blue cat in the evening may not, because of the
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knew

locked

wrong
John

not open

he

evening

hastily

what
company

he
entrance door

key

it
now

founded
wooden

unused

any more
once

warehouse

wrong

Figure 2.7: Case frame network for the text John knew what was wrong at the
company he once founded. In the evening, he had hastily locked the unused
wooden entrance door of the warehouse with the wrong key, and now it
did not open any more. Here, coreference is symbolized by the dashed arrows;

the solid arrows represent the subordinate relations of the case frame structure,
and the solid lines at the top connect the head predicates in their linear chain of
sentences.
It is easy to see the tree-like structure of the sentences, broken by the cyclic
relative clause involving the company, as well as the linear chain of predicates
at the top. Other important features are the predicate adjective wrong which is
treated as a predicate, not an attribute; the negated node for open represented
by the prefixed not; the two nodes for the word he and wrong, respectively,
because neither coreferent nor textually identical nodes are contracted (yet); the
treatment of entrance door and any more as compound words; and the fact
that locked and not open are at the same (top) level, not subordinate in any
way, even though they come from the same sentence.

increased distance. However, detailing the cat as being strangely colored
does not change the relationship between the frog and the evening, so
that removal of that link is somewhat of a shortcoming of WNA.
For CRA, adjectives cannot normally cause such a change because when
they appear in a noun phrase, they are connected to all the words in the
noun phrase. The exact word through which the noun phrases are connected among each other might change, depending on the choice of word to
connect, but this is relatively minor because of the complete graph formed
by the words of the noun phrase. When considering the addition of a
subclause, which will introduce further noun phrases, things become more
complicated. If CRA is implemented on the surface subject and object
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only – this appears to be the way it is defined in [CKMD02] – the network
will almost certainly not change at all, unless the subclause manages to
change the surface subject or object. But when all noun phrases are considered and connected in a chain, which is the version described in [BC03],
the new noun phrase will be placed in that chain somewhere between two
other noun phrases, again removing the direct connection between them,
but leaving an indirect one.
This behavior is directly related to WNA and CRA working on the
level of words and noun phrases, respectively, so in order to change the
network in an unintuitive way – removing links by adding text – requires
changing the text at that level, by adding words and noun phrases, respectively. Case Frame Networks work on sentences, and while the addition
of adjectives or subclauses creates additional nodes or subgraphs for them,
it does not remove any links, except possibly coreferences as mentioned
above. The addition of a sentence, however, will cause this new sentence
to appear between its two neighboring sentences in the chain of sentences,
removing the direct link between them. That is, case frame networks push
the undesirable behavior up a level, to the level of sentences.

2.3

Automated Network Creation

Case Frame Networks are defined on a relatively high level of concepts,
namely the dependencies between parts of the sentence. So while WNA
can be created with just a tokenizer to split at the word boundaries, and
a part-of-speech tagger to find the content words, and CRA can be performed with a chunker to detect the noun phrases, the creation of a case
frame network requires not only a full parse tree, but also the dependencies
extracted from that parse tree. To perform all this preprocessing, fearnet
uses the Stanford CoreNLP [Sta13b] “pipeline” which performs POS tagging,
parsing, and coreference resolution, among other tasks. Notably, CoreNLP
also includes code that extracts the dependencies between the words of a
sentence from the parse tree. This dependency pseudo-tree9 is far more detailed than the case frame network, as shown in figure 2.8, but the types of
its dependencies do not correspond to the kinds of relations in a case frame
network. It is thus used as the input of a transformation step that consist
9

In general, the (final) dependency graph is neither a tree nor a DAG. It could
be made a tree – and in fact it starts as one, which has the tree structure destroyed by
further processing – but the non-acyclic structure arguably better represents the sentence
structure, so it is preferred over the pure tree. However, the graph retains a generally
tree-like structure, and thus will be called a “pseudo-tree” in this text.
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Figure 2.8: Stanford typed dependencies for the sentence John knew what was
wrong at the company he once founded, visualized by brat [bra13]. knew is
the head predicate of the sentence. While the similarity to case frame networks
is visible, the dependencies are more detailed and include words that would be
considered auxiliary. Also note the classification of words according to their POS
tag instead of semantic role as in case frame networks. Screenshot from Stanford’s
online CoreNLP demo [Sta13a].

mainly of relabeling dependencies as relations and, in the case of auxiliary
words, dropping dependencies entirely.
One could argue that the more detailed dependencies better represent
the text than the strongly simplified case frame network that is generated
from it. However, like case grammar tries to see beyond the surface features
of a sentence and find the deep-structure relations, case frame networks
try to abstract away the surface structure. This makes analysis easier to
perform, and particularly simplifies hand-written rules – instead of many
different rules applied to the surface structure, there can be just one or
a few rules applied to the case frame network. These cannot be terribly
sophisticated, because the simplistic way this transformation is achieved
ignores the most central part of the deep structure: the case roles themselves. However it introduces a concept which is not readily present in the
dependency graph at all, namely the three different kinds of nodes, which
are not fully represented by the POS tags of the words. As shall be shown
below, the case frame network, despite its shortcomings, can be used effectively both to implement a domain-specific kind of entity detection, as well
as for network analytical computations.

Transforming Typed Dependencies
The Stanford Parser [Sta13d, KM03], which is part of the CoreNLP system,
creates “Typed Dependencies” between the words of a sentence by extracting
them from the parse tree [dMMM06], which goes a long way towards a Case
Frame Network. These typed dependencies already form a network on the
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words that is very similar to the one defined above, but they are very
detailed, even after the extremely useful preprocessing steps of collapsing
and CC-processing. These two steps performed by CoreNLP mainly ensure
that all words associated with the head predicate are linked to it, and
linked directly. As the name says, collapsing collapses relations that consist
of multiple links into single links. For example, the dependency extraction
core represents the prepositional phrase in He left in the morning as left
prep_in
prep
pobj
ÝÑ in ÝÑ morning, which is then collapsed to left ÝÑ morning. CCprocessing – called “propagation of conjunct dependencies” in [dMM12] –
then adds additional links for conjunctions, such as the ones that appear
in compound noun phrases. For example, He left wife and children
conj_and
dobj
normally generates a chain of dependency links like left ÝÑ wife ÝÑ
dobj
children, but does not add a dependency left ÝÑ children unless CCprocessing is performed.
The network, then, already looks a lot like a case frame network, but it
contains a great number of different dependency relations – the dependencies manual [dMM12] lists over 50 types of dependencies, some of which are
no longer present in the collapsed and CC-processed output. In a case frame
network, there are only four intra-sentence relations – attributes, objects,
subclauses and subordinates. What is more important, however, is the fact
that the dependencies generally represent features of the surface structure,
such as whether a noun phrase serves as the subject of a verb (nsubj), the
passive subject (nsubjpass) or is part of a prepositional phrase (prep_˚).
For case frame theory, and consequently for case frame networks, this does
not make a difference; in fact, the passive is Fillmore’s prime example for
the subject choice hierarchy, and thus the un-importance of the subject
position, in [Fil68]. Although he later revised that particular position in
[Fil71], instead treating the passive as a separate transformation step, the
fact that the same case element can appear in the subject or passive subject
positions just as well as in a prepositional phrase remained untouched. It
may appear that the creation of the case frame network involves little more
than transforming each of the dependencies to a the relation in case frame
networks, and ignoring the dependencies that are known to not be important. Unfortunately, there is no such simple mapping, because the same
dependency may represent a different relation in the case frame network
depending on the kinds of nodes it links. So while prep_of is an object
relation in He dreamt of a tree because it links a head predicate to a
noun phrase, it is a subordinate relation in leaves of a tree, linking a
noun to a subordinate noun in the telltale “part-of” way.
That is, the best shortcut that can be taken is applicable when the kind
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of the relations in the case frame network is to be dropped anyway, for
example because the analysis to be performed does not exploit the different
nature of the relations anyway. In this case, one could simply mark each
type of dependency as being important and retained in the network, or
as being unimportant and thus thrown away. This would then need to be
combined with some way of detecting compound words, which can otherwise
also be determined from the Stanford dependencies. None of the analyses
performed on the networks needed the distinction, but as it turns out, the
simplified representation offered by the case frame network lends itself very
well for simple algorithmic analyses of the text itself. For example, it makes
it very easy to code a check for verbs that refer to body parts by checking
the objects – in the sense of case frame networks – of the verb for body parts.
As this requires properly assigning the relations to one of the four kinds,
the lack of a universal mapping of Stanford dependencies to relations in the
case frame network is problematic. Fortunately the mapping is universally
defined if the context of the source is known, that is, the name of the
dependency and the knowledge which of the three node kinds – verb, noun,
or attribute – it points from is enough to determine what kind of relation it
is in the case frame network, because the relations in the case frame network
are sufficiently restricted in terms of the kind of source and target nodes.
For example, in the above case of the preposition of and its dependency
prep_of
A ÝÑ B, knowing that A is the head predicate of the sentence, namely
dreamt, identifies the relation as an “object” relation, whereas if A is a
noun like leaves, the relation can only be a “subordinate” relation.
This notion of a “context” is not present in the dependencies as extracted
by CoreNLP, instead it is defined by its position in the case frame network
and in terms of the kind of relations that it has in that network. This creates
a somewhat cyclic dependency – in order to create the network, the kinds
of all nodes have to be known, but in order to know the kind of a node,
its position in the network must be known. The kind of a node cannot be
determined from its POS tag either, as there is no clear mapping from POS
tag to node kind, especially in the case of the head predicate which could
be any of the four major parts of speech, except for adverbs. However, the
head predicate has a different advantage: CoreNLP marks the head of the
sentence, that is, the root of the dependency pseudo-tree. Because of the
way this head of the sentence is found in CoreNLP – a variant of [Col99] – it is
essentially guaranteed to always be the head predicate, and therefore must
be a verb node. While this only fixes the source context of the dependencies that have the head predicate as their source, combined with the type of
relation this is enough to determine which of the four relations in the case
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frame network to map them to. This, in turn, fixes the context of the target
node of the relation because – for example, the target of an object relation
must be a noun – so that it is possible to transform all dependencies sourced
at that target node. Doing so reveals the contexts of further nodes, so that
it is possible to transform all nodes in the network by following the edges
of the dependency graph, always looking at the context of the source node
and the name of the dependency to determine both the relation in the case
frame network, and from that, the kind of the target node. The source and
target contexts of each relation as shown in figure 2.6 are intrinsic properties
of the relations themselves, and to the extent that Case Grammar Theory
is universal to human speech in general, this table is applicable across languages. The mapping of node kind ˆ dependency name ÞÑ relation name
however is specific to the language, as well as the dependency system used
to define and name the dependencies.

Ignoring Dependencies
Not every dependency has an equivalent relation in the case frame network.
For example, CoreNLP knows a dependency named det, which links the
determiner (article) to its noun. When generating the case frame network,
this dependency is likely to be dropped completely, because the article is not
included in the case frame network at all – there is no notion of an article
in the network.10 This happens for a considerable number of dependencies
which are defined to point to function words that are omitted from the case
frame network. Other dependencies mark compound words, for example
CoreNLP’s prt dependency which points to the particles of phrasal verbs
which, as detailed in the theoretical part, should best be considered part
of the verb itself. That is, the dependency itself is dropped, but its target
is not, instead being included in the compound word that forms the node
in the case frame network. Yet another kind of “special” dependency is
negation, which is represented as an intrinsic property of the affected node
instead of, for example, an attribute. As stated in the theoretical part,
multiple negation is treated like simple negation, that is, in its emphasizing
use rather than the canceling double negation use.
And finally, to add another complication, there is the unknown dependencies. Subjectively, CoreNLP is rather good at extracting the dependencies
10

Even if it were to be included – for example to represent the difference between a
boy and all boys – it would be included as an attribute of the noun instead. For the
purpose of this study, however, it was decided that the information contained in articles
is too minor to be worth the clutter they cause in the network, and thus, articles were
excluded.
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from the parse tree, but every now and then, there is a dependency which
is known to be present because of the way the parse tree is nested, but
the dependency extraction rules fail to assign one of the “real” dependency
names. In this case, the dependency carries the generic name dep [dMM12].
The problem with this is that such a dependency could in fact stand for
any of the other dependencies, so it is unknown how to treat them. They
could just be ignored, but the consequences can be dire: If the dependency
was an unrecognized instance of one that would be mapped to a subclause
relation, an entire, possible lengthy, subclause will be omitted. Thus, a
way needs to be found to determine how to handle it. It is certainly not
necessary to find the exact name of the dependency – all that is needed is
how to treat it, that is, what relation to map it to, if any. The most correct
way would certainly be to ask the user, however this is a highly undesirable
behavior for an otherwise fully automatic system, and it is not necessarily
reasonable to expect a user not trained in linguistics to make such a choice
in the first place.
Thus a simple heuristic was used: Choose whatever relation yields no
invalid dependencies. This is possible because there are dependencies that
only make sense in a certain context; for example, if the target node of
an unknown dependency has any det relations, that is, articles, then that
target node cannot be a verb or attribute because only nouns can have
articles. This restriction on the target context then restricts the relations
that can hold between the source and target nodes, in this case down to
either object or subordinate, depending on the source context. If there
are multiple possible dependencies, as is possible if the dependencies of
the target node are not as restrictive, the heuristic chooses the relation
that yields the most follow-on relations starting at the target node of the
undefined dependency. Furthermore, the relations are ordered in the same
way as in figure 2.6, and when it is impossible to decide which is better
based on follow-on relations, the first one is chosen. The order is defined
such that the element of the case frame network with the lowest possible
level is chosen – that is, an attribute if possible, then a noun, and a verb
only if necessary.
Obviously, if all of the target contexts would violate a constraint, the
dependency can simply be ignored; in this case, the entire dependency
subgraph below the target node is unfortunately also ignored. There may
be a way to prevent ignoring this subgraph if the dependencies it contains
are restrictive enough, which some of the ones that CoreNLP generates for
English are – for example, ccomp can only hold between two predicates.
When this approach works, it can recover even more text, but with a major
disadvantage: the nodes for that piece of text will not be connected to the
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rest of the network unless they are connected through some other means
such as coreference. This may cause trouble for some analyses which need
a connected graph, in particular anything distance-based, but even if it
does not, a small, disconnected set of nodes will not contribute much to
the network. Thus it was decided that the trade-off between omitting as
little text as possible and keeping the network connected is best resolved by
using only the guessing heuristics described above, and ignoring subgraphs if
doing otherwise would violate constraints. This has the side effect of keeping
the network connected, which is desirable because some of the analyses to be
performed require a connected network. The heuristic is far from perfect;
in particular, it heavily depends on accurately knowing when a certain
dependency must not exist, something which is much less clearly defined
in the dependencies manual [dMM12] than when it may exist. However, it
appears to provide a good workaround to deal with such situations where
an unknown dependency is present, without throwing away large parts of a
sentence.

Technical Details
The following describes in detail how the network is actually created by
fearnet, as well as some of the problems encountered along the way, how
they were solved, and why. As such, it may be helpful in understanding
why the concrete implementation behaves in a certain way, but it should
not be necessary to understand the principles of case frame networks and
their creation. Also, because the network generation was only implemented
for the English language, these considerations are specific to English, as
well as the NLP tools used, Stanford CoreNLP [Sta13b].
CoreNLP
CoreNLP receives the individual chapters after splitting of a narration into

chapters, that is, each chapter is processed independently. It is in fact
possible to process the entire narration all at once, but doing so takes
disproportionately more time because the coreference resolution algorithm
as implemented in CoreNLP is rather good in terms of its results, but is
at least quadratic in the number of words in the text.11 Also, CoreNLP
has no notion of sections, and thus will treat the entire narration as a
single entity, ignoring the division into stones and flowers. By treating the
chapters separately, this division is kept, with the convenient side effect
11

More accurately, in the number of possible coreference mentions, which also depends
on the writing style of the author; for example, the number of pronouns used.
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of reducing the processing time considerably. In fact, CoreNLP does not
only have no notion of sections, it also does not have any of paragraphs.
Combined with the relatively uncontrolled text of the narrations, this causes
a problem when there is no full-stop at the end of a paragraph, namely that
the sentence is not split at this position, even though it is clearly known to
end at the end of a paragraph. Incorrect sentence splitting in turn usually
causes the parser to produce a somewhat weird parse. Thus, a sentence
end has to be forced at the end of each paragraph, which can be done with
a ForcedSentenceEndAnnotation appropriately placed by a small custom
annotator step in the pipeline.
There are two further problems that are fixed by custom annotators.
The first is the fact that the tokenizer reads I at the end of a sentence, that
is, occurring as I., as an ordinal number like XIV., not as an I followed
by a full-stop, which in turn screws up sentence splitting which does not
split at what it thinks are ordinals. Because there are no ordinals in the
narrations, but a few sentences that end with an I, this is fixed by simply
inserting a single space. The second problem also affects the I pronoun and
the fact that it is not always properly capitalized. The POS tagger however
assumes that only uppercase I can be a pronoun; lowercase i is treated as
a foreign word instead. There are “caseless” POS tagger models that would
not distinguish the two, but because the pronoun I is the only case that
is problematic, it was instead chosen to change it to uppercase after the
tokenizing step, but before POS tagging. This allows the tagger to still
exploit capitalization of proper names for their detection.
The text-and-annotation-based output of CoreNLP is then transformed
into a slightly different in-memory representation, whose only purpose is
to ease the further processing steps. Also, the coreference system’s internal SpeakerAnnotation is stored for each token, and used to determine both when the narrator is speaking, and which coreference refers to
the narrator. It appears that PER0 always corresponds to the first-person
speaker; however a slightly less risky heuristic was implemented: Fearnet
assumes the most common speaker is the narrator. This should be a relatively safe choice because for it to fail, there has to be more words in
direct speech by the same speaker than there is in narrative text. While
it is possible to construct such a text, and a literary text may indeed use
such an unusual narrating style, this is not likely to be a problem with
the stylistically rather conservative narrations. In order to find the coreference(s) that refer to the narrator, each coreference mention was tested
for first-person pronouns like I, me or we (the full list taken from CoreNLP’s Dictionaries.firstPersonPronouns for consistency) being spoken
by the narrator, that is, having the SpeakerAnnotation value that was
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determined to be the first-person speaker. This second check ensures that
other persons talking about themselves in direct speech, that is, saying firstperson pronouns, will not be confused with the narrator, to the extent that
the coreference system’s speaker detection works properly. This marking
of coreferences that refer to the narrator is extensively used by the entity
detection code.

Miscellaneous Fixes
One small complication is provided by malfunctions of the coreference resolution system, namely when a token ends up in more than one coreference
cluster. It is not clear why such cases happen. [LCP` 13] describes the
coreference resolution system in terms of merging of clusters, which should
assign each token to just one cluster, and the code contains ample evidence
that such cases should not happen. Nevertheless some solution had to be
found for cases where it does happen, so the coreference “chains” as output
by CoreNLP were sorted by their ID, and processed in that order, with later
coreferences overriding earlier ones.
There are two more “fixes” that are included in this step, affecting negation. These fixes deal with situations where the negation dependency is
not present in the dependency graph because the negating word is part of
a different construct, and try to insert the missing negation in that case,
and in that case only. They are necessarily very specific to English and
relatively ad-hoc, so they can be easily disabled if desired. The first such
situation occurs with neither A nor B constructs, where both A and B
are negated, but CoreNLP does not mark it. To work around this, if any
preconj (“preconjunct”) with a lemma of neither is found, this neither is
added as a neg dependency. It is safe to use such a specific test, because
the only preconjuncts that CoreNLP recognizes are both, either, neither,
only, merely, and just, and of these, neither is the only one that is negating and can be used in conjunction with nor. The other fix involves the
conj_negcc dependency, that is, constructs of the form A but not B, in
which B is negated, but not marked as such because the not is considered
part of the composite conjunction but not. In this case, B is equipped
with a neg dependency, too, but only if no negation is involved already.
The reasoning behind this is that invocations employing both (ordinary)
negation and but not type constructs are likely to be too convoluted to
get right with such a simple rule.

2.3. AUTOMATED NETWORK CREATION

41

Graph Transformation
After this preprocessing, the dependency graph as produced by CoreNLP
is transformed to the case frame network representation according to the
principles detailed in the theoretical part. At this point, the case frame network is not yet represented as an explicit graph data structure with nodes
and edges, but it instead created as Java objects linked by ordinary Java
references, because this representation lends itself more easily for the rulebased entity extraction that is also performed on it. The language-specific
mapping of node kind ˆ dependency name ÞÑ relation name that defines
this transformation is actually defined in an annotated text file, so that the
choice of a particular treatment for each dependency can be explained in
comments. This file was created mostly from the definitions in the dependencies manual [dMM12], with some reference to the dependencies actually
created by CoreNLP when the definitions were not entirely clear. There
are some dependencies where both were insufficient to properly determine
how to treat them; if this is the case, a “best guess” is used and marked
as such. The information contained in this file is essentially reproduced in
the following pages, with an example, a short informal definition, and a
rationale for the treatment given for each dependency name, as well as one
of the following “treatments” for each source context. In the examples, the
target (dependent) word(s) are bold, and the source (governing)
word is italic. Also note that in this text, a focus is given on the why,
especially when it is not otherwise clear from the definition, thus it may
not be absolutely clear which treatment was used; for the exact mappings,
the file itself should be consulted.
attribute Points to attributes of verbs or nouns, eg. adverbs and adjectives, respectively. Creates an attribute relation.
object Points to the case frame objects, ie. subject, direct / indirect object, and elements linked with prepositions. Creates an object relation.
subject Points to the case frame subject(s). This isn’t treated any different
than objects as far as case frame generation is concerned – it creates
an object relation like object – but the fact that it was the surface
subject is required for some of the extraction code. Note that there
can be more than one subject per verb, namely in sentences like My
brother and my sister went home..
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subordinate Points to a noun in a lower hierarchy level. The typical case
is "house of cards"; this relation is generally an X of Y relation.
Creates a subordinate relation.
apposition Points to a noun in the same hierarchy level, as in Lupo, my
dog. These are often, but not always, coreferences, and cause both
nouns to be linked to the same “parent” node.
subclause Points to a verb in a lower hierarchy level, that is a subclause of
the higher-level verb. Also points to subclauses of nouns, ie. relative
clauses. Creates a subclause relation.
parataxis Points to a verb in the same hierarchy level, for example if two
clauses that could stand alone are linked by a conjunction. Only used
in the context of the root predicate, where it causes the two clauses
to be treated like separate sentences.
relclause Points to a verb in a hierarchy level below a noun, ie. a relative clause. Creates a subclause relation. Treated as separate from
subclause due to an insignificant technical limitation and the different source context.
part Identifies the parts of a multi-word expression, eg. phrasal verbs with
their particles, or multi-word nouns. It doesn’t become an edge in
the case frame graph; instead, the words it links are combined and
treated as a single word.
negation Identifies an item as negated. The target of the dependency is
irrelevant because the negation is already expressed by the existence
of the dependency.
analyze These are relations where the name of the relation itself doesn’t
determine the context of the target, but instead the target needs to
be inspected for its most likely context. Causes the guessing for dep
relations to be performed as described in section 2.3.
ignore Relations that are simply ignored because they point to auxiliary
words.
nonexistent Relations that shouldn’t exist, that is, are prohibited according to the manual. These are ignored, but are relevant to the depencency guessing. The default if nothing else is specified, to make the
file more readable.

2.3. AUTOMATED NETWORK CREATION

43

Case Frame
These dependencies mark the subject, object, indirect object, nouns linked
with prepositions – all of the case frame, really. These are generally an
object if in verb context and nonexistent otherwise, but there are exceptions.
nsubj He is dead.
The (surface) subject of the verb. A subject if in verb context.
agent He was killed by a train.
The agent in a passive sentence, which could also be the subject. A
subject if in verb context.
xsubj He had to die.
The subject of an xcomp subclause which is part of the parent sentence.
dobj She gave me a raise.
Direct object of the verb.
nsubjpass He was killed by a train.
The subject (actually the object) of a passive sentence.
iobj She gave me a raise.
The indirect object of the verb.
prep_˚ The cat is in the hat. or The cat in the hat meows.
A prepositional phrase attached to the verb. This is an object for
verbs, but in noun context, it is a subordinate instead, as would
be illustrated by the second of the two examples if it were parsed
correctly by CoreNLP.
acomp She looks very beautiful.
The adjective-like object of some verbs, eg. look and become. Could
be treated as either an attribute or as an object because it is somewhere in between, but treated as an attribute because of the similarity with attributes, especially the fact that no other non-attributes
can be further linked to it.
tmod Last night I went swimming.
An NP that works like a temporal prepositional clause, but doesn’t
use a preposition. Included for consistency with temporal clauses
linked by prep_˚.
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Modifiers
Attributes of verbs and nouns. These are generally attributes in both
verb and noun contexts, if they are even permitted in that context. Adverbs, for example, cannot modify nouns, only verbs and adjectives, so they
are nonexistent in noun context. In attribute context, these are either
concatenated or ignored.
amod Sam eats red meat.
Adjective of a noun. Only in noun context, but also for predicate
nouns.
advmod He went to the forest less often and He went to the forest less often

An adverb modifying either a verb or an adjective.
If associated with a verb, these are ordinary adverbs, that is, attributes of that verb.
If associated with attributes, there are two ways of handling them:
Concatenating them to form more detailed (pseudo-) adverbial clauses, or ignoring them as “too much detail”. Which option to choose
may actually depend on the concrete case; in very beautiful it
should probably be ignored, but in 9 o’clock, it should almost certainly be concatenated (though o’clock can just be left out in English). For the purpose of this study, these are ignored in attribute
context.
npadvmod He is 99 years old.
An NP used as an adverb (measurements mostly). Theoretically there
should be other cases, but unfortunately none was found. In principle, the same comments apply as for advmod: it could be considered
significant or too much.
For the common case of measurements, however, these make a lot of
difference – for example 14 years old is quite different from old,
at least for persons greater than about 8 years of age. Thus these
relations are considered a part of a compound attribute in attribute
context, and an attribute of the verb in verb contexts.
Note that the relation between the words of such an NP is num, that
is, for the above description to be valid, num in attribute context
must be treated as concat.
inf mod I have work to ignore.
An infinitive in an NP. Incredibly rare. By its definition, it should
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never be linked to anything other than an NP, but NPs can become
head verbs and in this case, it can appear in verb context, too.
The infinitive could be treated as either a noun, making this a subordinate relation, or as a verb, for a relclause relation. Both suffer
from some problems: The relation above is certainly not the typical A
of B of subordinates – which would be an absurd “ work of ignoring”
in this case – nor can the infinitive have subclauses on its own like
the target nodes of subclauses, which are necessarily verbs.
Thus, given their rarity, it was decided to simply go with the POS
tag and make them verbs by treating the dependency as relclause
in noun context, and thus in verb context because of predicate nouns.
poss They left their offices.
The “owner” of something. Treated as subordinates for nouns because it can be rephrased as such (offices of them), even if that
may sound somewhat weird in some cases. In the verb context of
predicate nouns, this is instead treated as an ordinate object for lack
of a subordinate relation in this case. Doing so is not entirely correct,
but better than further complicating the network with subordinates
of verbs.
neg He was not very pleased.
Negation. For verbs and attributes, treated as negation. There is
not really a concept of negation for nouns; in negation-like examples
like No people left, the no is treated as an article (det) by CoreNLP.
Subclauses
Subclauses of nouns (relative clauses) and of verbs. In this category, the
name of the dependency is already enough to defined both the source and
the target context; therefore, dependencies of relative clauses are relclause
in noun and verb (predicate noun) context, and subclause dependencies are
always subclause in verb context, and invalid everywhere else.
advcl The accident happened as the night was falling.
An (adverbial) subclause at a lower level.
ccomp I thought we were going to die.
A subclause that is the object of the root verb, like Fillmore’s “embedded sentences” marked with S in case frames. The difference from
xcomp is that a ccomp has its own subject (we in the above example).
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xcomp He was trying to leave him.
A subclause that is the object of the root verb, similar to Fillmore’s S.
Unlike ccomp, an xcomp does not have its own (surface) subject, but
instead shares it with the “parent” sentence: In the above sentence,
He is the subject of both trying and leave.
purpcl He talked to him in order to secure the account.
A subclause giving purpose. This is a special case of xcomp which,
according to [dMM12], is limited to sentences using in order to.
csubj What you are doing is not enough.
A subclause that is the subject of the root verb.
csubjpass That she lied was suspected by everyone.
A csubj in a passive sentence. The above example is from the dependencies manual, but the version of CoreNLP used in fearnet parses the
sentence with lied as the head verb, and therefore does not generate
a csubjpass dependency for this example. No alternative example
was found in which CoreNLP would generate a csubjpass, thus the
treatment as subclause is based on the definition only.
rcmod I saw the man you love.
A relative clause modifying an NP. Can only occur in verb context
for predicate nouns.
prepc_˚ He purchased it without paying anything.
Prepositional clause. Essentially any embedded sentence that does
not occupy the object or subject position.
parataxis I thought: What are you thinking? and He left; she
stayed.

A subclause that isn’t, that is, a clause at the same level. Unfortunately this is not always true: In the second example above, the two
sentences are truly both at the same level with none subordinate to
the other. It could easily have been split into two sentences. But in
the first example, it is clearly a subordinate relation, and splitting
would change the meaning of thought, namely from thinking that
particular question to being generally thoughtful. In order to capture
the first case properly, which was deemed more important than the
second one in particular because of the non-quoted direct speech, this
is not actually treated as a parataxis, but as a subclause, despite
the suggestive name.
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partmod I found a village called Nowhere.
A subclause modifying a noun. Treated as a relclause as described
in the theoretical part.
Compound Words
This category of dependencies links compound words like chains of nouns
(Munich air disaster), or particles of phrasal verbs (to shut down). In
the label of the node created for them, these words are concatenated in the
same order as they appear in the text. That is, the treatment is usually
part.
num He is 99 years. and Sam ate 3 sheep.
A number that is part of a measure. These are parts that belong
together, so they are concatenated in all contexts.
nn Munich air disaster
These dependencies link compound nouns together, thus they are
treated as part in noun and verb context.
As in the above example, such a compound noun need not be completely atomic in the sense that it cannot be further subdivided; the
example can easily be seen as composed of the proper noun Munich
and the compound noun air disaster. But in the example used in
the dependencies manual, Australian Broadcasting Corporation,
the whole word is clearly a single proper noun. Because of it is hard
to know where to split, and if to split at all, the present system does
not try to do so.
number I owe you nine thousand.
Part of a compound number, like nn is for compound nouns. Treated
identically.
If numbers were a critical part of the text, they would have to be
normalized in some way so that similar numbers can be represented by
the same nodes, at least to the point where all numbers are represented
as strings of digits. This may still not be enough depending on the
intended usage, but fortunately, numbers are not a particular focus
of the narrations.
prt He shut down the computer.
Particle of a phrasal verb like shut down. This does not always get
detected properly, for example if the same example is permuted to he
shut the computer down, but when such a dependency is detected,
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it appears to be correct. Thus, it is treated as part, in verb context
only because as defined it cannot appear in any other context.

wme
This is meant to represent compound function words like because of,
due to, or as well as. No example was found, possibly because these
words are being omitted from the collapsed representation anyway,
but being function words, these words should be ignored anyway, so
that the dependencies between should not even be visited in the treelike traversal.
Miscellaneous Dependencies
These are the dependencies that do not fit any of the other categories. This
category actually contains the weirdest problems...
appos Lupo, my dog
Apposition. Effectively defines Lupo as being the speaker’s dog, in
which case the coreference system should deal with it. Otherwise,
this would probably be best treated with my dog as a subordinate
of Lupo, because the sentence can be rephrased as Lupo, who is my
dog, ...

Unfortunately this dependency sometimes appears when an and was
omitted, such as in I saw blood, bones. In order to capture these
uses, this dependency is treated as an apposition, that is, the two
nouns are created at the same level of hierarchy. In cases where a
true coreference was expressed, CoreNLP should detect and mark it,
so that the “wrong” handling as apposition does not do much harm.
abbrev The Australian Broadcasting Corporation (>ABC<)
An abbreviation of a (compound) noun, eg. given in parenthesis after
the noun. This should never contain any information not already
found in the noun itself, and can therefore be ignored.
conj_˚ He is big and honest.
Conjunctions like and and or. CC-processing handles these, except
in the case of the head predicate, as in the above example. Thus this
is a parataxis in verb context, but only if the predicate in question
is the root predicate. Otherwise, it is ignored in all other contexts.
cc And then he did something else.
Coordinating conjunction like and or or. Not present in CC-processed dependencies except for sentences that start with one, like the
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above example. In these cases they do not link anything except the
sentences and the one preceding it, so they are ignored.
dep I saw you mowing your lawn. and Please do not leave me!
This is a catch-all that gets used when the dependency extraction fails
to determine the kind of the dependency. The two examples show the
scope of these dependencies: The first one is a ccomp, the second one
probably an advmod or similar, and not terribly important anyway.
Thus fearnet tries to guess the correct dependency, as described under
section 2.3.
Auxiliary Words
These are auxiliary which are ignored without exception. However, they
are probably the most useful category when it comes to nonexistent (forbidden) relations, that is, to support the analysis of unknown dependencies.
aux He has died.
Any auxiliary verb. Contains no information except tense.
cop He is old.
The auxiliary to be of a predicate adjective or noun. Contains no
information except tense. See section 2.4 for an alternate way of
treating them.
auxpass Kennedy got killed.
The auxiliary verb that marks the passive. Contains no information
except tense.
det Which book do you prefer?
Determiner / article. Ignored in noun and verb context, but forbidden
in attribute context. Only nouns can have articles, but they can
appear as predicates and therefore, articles must be permitted in verb
context, too.
The difference in article between the bus and a bus is one of generalization. Generalization is one of the most interesting features in
the narrations, however the generalization that articles express is only
grammatical – if the bus being referenced is one previously mentioned,
it must be referenced as the bus, possibly with extra adjectives if
there were multiple buses, while if it is a new instance, it is a bus (or
another bus). Thus there is very little information that might be of
any use.
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predet All the boys are here.
Predeterminer. An entity that actually modifies the article, but is
linked to the head noun. Ignored because the article is ignored anyway.
preconj Both the boys and the girls are here
Preconjuncts which emphasize a conjunction, like both, either and
neither, the latter of which is treated specially, see section 2.3.
quantmod About 200 people came to the party.
About etc. used before a number. Technically part of the number,
but removed for consistency with determiners: all 200 people has
all as a determiner, which is ignored.
expl There is no god.
Existential there. The information is completely contained in the
rest of the sentence. These sentences could be converted from there
is X to X exists.
attr How old is he?
The who in who is he? Like a determiner, and likewise ignored.
mark He killed her because he was jealous.
The word (eg. because etc.) starting an advcl subclause. ignored
because it only modifies the kind of link between the clauses, which
is not modeled.
complm I thought that we were about to die.
The word, eg. that or whether starting a ccomp subclause. Ignored
because it again only modifies the kind of link between the clauses.
rel I saw the man which you love.
The word introducing the relative clause, if there is any.
ref I saw the book which you bought.
“Referent.” This should point from the head of the NP to the word
introducing its relative clause, but is treated as dobj in the above
example (taken from the dependencies manual). No example was
found where such a dependency was generated, but according to the
definition it is clear that it is an auxiliary word like rel, and can be
ignored just the same.
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Removed Dependencies
These are dependencies that should not be present in the collapsed, CCprocessed dependencies any more, because they are removed by either of
these processes. Thus the examples in this category are from the basic
dependencies before collapsing and CC-processing. They are invariantly
treated as nonexistent and included here only for completeness.
possessive They left Mary ’s office.
The possessive ’s ending. Completely dropped from the collapsed,
CC-processed dependencies because its meaning is completely represented by the poss dependency.
prep The cat is in the hat.
Points from the head verb to its preposition(s). In collapsed dependencies, this is only present for prepositions that were not collapsed,
generally due to an error of some sort, for example in The light
was on which has on as a preposition of was instead of a predicate
adjective like in The light was green.
pobj The cat is in the hat.
Non-subclause object of a preposition. Collapsed to prep_˚.
pcomp He purchased it without paying anything.
Subclause object of a preposition. Collapsed to prepc_˚.
conj He is big and honest.
Conjunctions. Not present in CC-processed dependencies because it is
converted to conj_˚. Note however that unlike prep, this dependency
already involves the correct two words.
punct
The punctuation of a sentence. Must be explicitly enabled; by default, punctuation is omitted from the dependency graph. It was
omitted because the one case where it is important to the meaning of
a sentence does not involve the dependencies at all, see section 3.3.

2.4

Problems left to Further Study

At some points in the definition of the networks and their creation, there
were alternate ideas that appeared promising and were pursued to some
extent, but had to be abandoned when it became clear that they would
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beautiful

brother

he / brother

ﬂowers

he

my

my

beautiful

(a) predicate adjectives

(b) predicate nouns

Figure 2.9: Possible transformations to the network to avoid predicate adjectives
and nouns. Predicate adjectives are pulled below their surface subject, while
predicate nouns are merged with their surface subject. Note that any edges to
either of the original nodes, symbolized by the colored arrows, will have to be
redefined to the contracted node.

exceed the scope of this study. These ideas will be presented here in a short
overview.

Alternative Representations for Non-Verb Predicates
In fact there are other possibilities for the treatment of predicate nouns and
adjectives than the ones defined above. It could be argued that predicate
adjectives express a property of their surface subject, and should therefore
be considered attributes of their surface subject instead of predicates. Likewise, predicate nouns usually define a form of identity between the predicate
and its subject, as in He is my brother, so it could be argued that there
should be just a single node for both the predicate noun and its surface
subject. The sentence Flowers are beautiful would then be treated like the
noun phrase beautiful flowers, and in the predicate noun example, the sentence would be reduced to the noun phrase my brother, thereby resolving
the coreference that exists within it. As show in figure 2.9, these alternatives can be viewed as transformations to the network defined so far: For
predicate adjectives, this means pulling them down below their surface subject; for predicate nouns, it means contracting the nodes of the predicate
noun and its surface subject.
This approach suffers from one major problem – that both predicate
nouns and adjectives can take additional case roles as well as subclauses, as
in Flowers are beautiful when it is raining or In winter, he is my brother.
In this case, the restrictions these add are clearly a property of the pred-
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(a) predicate adjectives

my

(b) predicate nouns

Figure 2.10: Possible networks when using the copular verb as head predicate to
avoid predicate adjectives and nouns. The gray background of be symbolizes the
fact that these nodes should probably be treated as dummy nodes.

icate, not its surface subject, and thus it does not make sense to simply
attach them to the surface subject instead. For predicate adjectives, one
might consider them properties of the attribute instead, but this would
break the structure of adjectives being otherwise unable to have anything
associated with them other than adverbs, which can instead be included
in the attribute or dropped completely; adjectives can take the additional
predicate-like constructs only when they appear as one, and trying to use
them with non-predicate adjectives yields funny-sounding results – I love
beautiful-when-raining flowers is probably the least ridiculous way it
can be done for the above example. For predicate nouns, there is no alternative when contracting nodes. Treating them like predicate adjectives has
the same problem with subclauses, and brings back the issue of different
kinds of nodes for the same words that was avoided for subordinate nouns –
compare the treatment of my in the example.
Another option would be to use the copular verb as the predicate, as in
figure 2.10. Doing so solves the problem of subclauses and additional case
roles, which can then be considered subordinate to the copular verb, but it
not only introduces another non-content word, it also does so in a radical
departure from the theoretical background of case grammar theory, which
explicitly treats predicate nouns and adjectives as predicates themselves. It
may still be worth it, in particular if the copular verb is not treated as if it
was a regular verb, because it means that the node types of the case frame
network will then correspond to specific parts of speech: all predicates are
verbs, possibly copular ones; all attributes are either adjectives or adverbs;
and all nouns are nouns. This correspondence can make analysis easier
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because it avoids having two nodes which stand for the same, textually
identical word but have a different node type, such as one for beautiful used
as an attribute and one used as a predicate adjective. This advantage must
be weighted against the radical departure from theory, that is, it must be
known if it improves analysis enough to justify the unusual approach. With
the improvement uncertain, the option was not chosen for the present study.

Splitting Compound Nouns
One of the questions that came up when defining the case frame network
was what to do with compound nouns, or NN s for noun-noun compound.
These are not always atomic in the sense that World Trade Center is
essentially a single proper noun consisting of multiple words, and does not
directly have anything to do with the constituent words: The term refers
to the former buildings in New York, not the center of word-wide trade,
regardless of the amount of that trade was conducted from those buildings,
and is thus clearly properly represented as a single noun. A steel door,
on the other hand, is simply a door that happens to be made of steel,
and in fact, if it were made of wood, the adjective wooden would be used,
demonstrating that steel effectively functions as an adjective here – a very
loosely coupled NN. To a certain degree, analysis will profit from splitting
because it can then find relations that exist between the constituent words,
with steel door being just a subset of all doors, much like it can with
adjectives treated as attributes (see section 2.2). But splitting World
Trade Center is counterproductive, because it will effectively treat the
name as a center of the world’s trade – whatever that concept may refer to –
not the specific buildings. Other NNs, like entrance door, lie somewhere
in between such extremes, giving raise to the question when an NN should
be considered phrases, which should probably be split, and which are true
compound words that almost certainly should not.
The problem is evidently rather complex linguistically – [Ryd94] lists
several criteria to determine what constitutes a true compound noun, and
which NNs act as phrases. These criteria are far from being automatically
checkable – for example, one uses the placement of the stress, which tends
to be on the first word for compound nouns, but the second for phrases –
but even they, as is claimed, do not universally agree with whatever native
speakers would consider a true compound noun or not. Still, there is good
reason to assume that this decision can be successfully automated. For
example, a simple algorithm might be to repeatedly split off the longest
suffix of the NN that is found in some dictionary, perhaps WordNet, or
maybe the list of article names in Wikipedia, thereby effectively moving
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the decision what constitutes a compound or not into the dictionary. This
algorithm would for example process hardened steel bank vault door by
first splitting off the word door, if we suppose that vault door is not in the
dictionary, then bank vault and finally hardened steel, assuming these
two are in the dictionary. It would then be possible to create a node for each
of the constituent words, each connected to the head of the NN, as if it had
been written as door of a bank vault (made) of hardened steel. There
obviously are more sophisticated algorithms readily available, for example
the ones compared in [CBP01], which focus on producing a list of probable
compound nouns, or [KK03] for German words, where the problem is even
harder because the constituent words are not separated by whitespace as
conveniently as they are in English.

Some Thoughts on Inter-Sentence Relations
The linear chain of head predicates is not terribly satisfying. It could certainly be optimized, and probably should – if some sentences describe actions, this linear chain will most likely adequately represent the gradual
change as the text progresses. But if a block of text describes a situation,
it is probably safe to assume that they occur at the same time and describe
the same situation. In this case, one might for example want to instead
connect them pairwise, forming a complete graph between their head predicates, contract them into a single sentence in some way, or even exclude
them completely from the chain of predicates, on the grounds that this
chain should represent the temporal sequence of actions, to which purely
stative sentences or blocks of sentences make no contribution. The complete graph on the head predicates of the stative sentences would be exactly
analog to the complete graph that CRA forms on the words that occur in a
single noun phrase, further highlighting the similarities that exist between
case frame networks and CRA networks; while not connecting stative sentences at all would be a milder form of the claim that all sentences are not
related to one another, as described in section 2.2, and should thus not be
connected at all.
The exact course of action to take may require further elaboration and,
quite probably, some experimentation to find the “right” solution, which
may well be specific to a certain application and depend on the kind of
analysis that is performed on the resulting network. However it is clear that
the simple chain representation of the relations between sentences could be
improved upon, and that this could certainly be done automatically: The
distinction between stative and “action” (also nonstative or dynamic) verbs
is one of the core properties of verbs [Cry08], and classifying the head verb
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of a sentence into either category should certainly provide a good indication
on the kind of sentence. The classification itself could be determined by a
number of methods; the most obvious is probably extracting the information from the categories in WordNet [Mil95], but it could also be determined
statistically as is done in [KC92], or even by checking for the use of the progressive, because stative verbs cannot usually appear in the progressive (see
the definition of stative in [Cry08], but also [Sch02] for a counterexample).

3 Extracting Potential Triggers
of the Fear Network
With the underlying structure of the case frame network in mind, it would
now be possible to generate such networks and analyze them. This would
normally be done as in [CKMD02]: By computing a centrality – betweenness
centrality [Fre77, Ant71] in the case of CRA – to determine which nodes,
and thus, which words, are most central in the network, and thus most
influential in the text. There is nothing wrong with this approach; without
any advance knowledge what is important in the text, this is likely the
very best possible solution, short of manually highlighting important words
or phrases. But for the narrations, there are clear definitions of what is
important, namely the triggers of the fear network, which belong to either
of the four categories – emotional, cognitive, sensory and physiological.
If these can be found automatically, they should provide a much better
measure of importance than a centrality which has to make do with the
network structure only, and is therefore liable to have a preference for nodes
with a high number of neighbors.
Such a behavior may be desirable – eigenvector centrality, for example,
is introduced in [Bon72] as an extension of degree centrality, which simply
counts the neighbors. In the chosen example of a social network, it is
perfectly reasonable to anchor the centrality at the number of neighbors,
that is, considering a person with more friends to be more important (degree
centrality), and even more so if these are important friends (eigenvector
centrality). But the words of a text follow Zipf’s Law [Zip35, HQW08b],
that is, their frequency distribution is extremely skewed, with few short
words accounting for most of the language. For example, just ten words
make up for as much as 25% of all English text [Oxf13b]. This means that
node with a large number of neighbors are likely to simply be common words
that are frequently used, which in turn means they are frequently used next
to other words in whatever way “next to” is defined, and will thus have a
high degree. This can be countered to some degree by stop word filtering,
57
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that is, declaring the most common words almost completely content-free
and removing them completely, but Zipf’s Law applies to medium-frequency
words just as well, so the distribution of node degree will remain skewed,
likely distorting the structural importance of common words.
It thus makes sense to try to detect the triggers in the network as a was
of explicitly determining the (initial) importance of a node with respect to
the network, and in chapter 4, two approaches to using the triggers for a
more informed analysis are presented. One is to use only the triggers and
construct a network on top of them, so that the frequency of words only
ever comes into play when it concerns the triggers themselves. The other
method is less radical and keeps the case frame network mostly as it is
extracted from the text, but uses the triggers as “anchors” of importance,
rather than the centrality of a node. Neither method does away completely
with the skewed frequency distribution – a frequent word is still more likely
to be between two triggers or close to one of the triggers, respectively –
but both try to use the extra knowledge to mitigate it. The triggers are
not part of the case frame network in the sense that they are represented
in them by a node; instead they each point to one or more nodes in the
network. This allows the two analyses to treat them in whatever way is most
convenient, which for the distance-based networks in section 4.1 amounts
to actually creating them in the network, but for the text-based networks of
section 4.2, means treating them as an attribute of the nodes which defines
their significance with respect to the text.

3.1

General Principles for Trigger Extraction

As with all automated methods, the trigger extraction cannot achieve the
same level of precision that a trained psychologist could by thoroughly
reading through the narration and taking notes, but it can do so in an
unsupervised way on large amounts of text. It is performed by a rulebased system, developed with the help of psychological knowledge, which
generates a list of potential triggers and their positions in the case frame
network. These rules generally use a combination of dictionary lookups to
find words that are likely to mark a trigger of the fear network, for example
being in the category of words known to express emotions, with constraints
on the position of the word with respect to the case frame network, such
as the narrator being the subject of a verb. Furthermore, fearnet tries to
determine an identifying label for each trigger, for example the feeling that
forms a certain emotional trigger, or the thought underlying a cognitive
trigger.
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alarming%3:00:00:: emotional
unalarming%3:00:00:: emotional
confident%3:00:00:: emotional
insensitive%3:00:01:: emotional
afraid%3:00:00:: emotional

Figure 3.1: Example list to make the adjectives from figure 3.3 treated as marker
words for emotional triggers. Each line consists of the WordNet “sense key” followed
by a space-separated, possibly empty list of categories for which it is to be a
marker word.

Defining which Words Mark a Trigger
Fearnet usually checks each word against a list of marker words, that is

words that are likely to be found close to a potential trigger. For best results,
the lists of marker words for each category should ideally be compiled by
an expert in the field, carefully evaluating whether the word is more likely
to by a false alarm or an important hint at the presence of a trigger nearby,
and likely favoring a few false alarms over missing an important hint. Fearnet does have provisions for reading such lists, with a syntax as shown
in figure 3.1, however compiling such a list would be an extremely timeconsuming undertaking, even when using the simplification of automatically
including hyponyms – that is, treating panic like fear by default since
panic is a specific form (a hyponym) of fear.
Because the creation of an explicit list of marker words was not practical
for this study, it was decided to instead make do with the categories in
WordNet [Mil95]. These categories, called lexicographer files and listed in
[Pri13b], come with a descriptive name such as noun.animal as well as
a short definition of the words included, namely nouns denoting animals
in this case. These descriptions are not always fully accurate; for example,
noun.animal also contains the word paw, which is not an animal but a body
part of one. Thus, the choice which categories to use was done according to
the definitions, but also by looking at the actual words contained in each
category. WordNet was chosen for this task primarily because it also contains
appropriate links between words, particularly hypernyms (words with a
more general meaning) and hyponyms (more specific meaning) arranged
in a tree, as well as distinguishing strictly between multiple senses of a
word, for example tree as the plant on the one hand and the hierarchically
structured diagram on the other hand. Thus, WordNet would likely also be
used in conjunction with an explicit list of words, namely to find hypernyms
and possibly for word sense disambiguation, that is finding out if tree more
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likely refers to the drawing or the plant.
All sense entries in WordNet generally come with frequency counts, which
makes it easier to find the most common, and therefore most likely, meaning of a word, which is important because WordNet also includes rather
obscure senses for many words, for example Sir Herbert Beerbohm Tree
(an English actor and producer), which is unlikely to be referred to in the
narrations. This is a very basic form of word sense disambiguation that
could be improved upon, but the purpose here is not to find the single correct sense, but the x most likely senses of a word. For this purpose, the
frequency counts of all senses of a word are summed up, and the user can
specify, for each category, what proportion of all occurrences to consider.
This can be all to unconditionally check all senses the word could have;
first to check the most common sense only; or any number from 0 to
100% giving the threshold. That is, a value of 20 instructs fearnet to only
consider senses that amount to at least 20% of the usages of a word. If no
sense matches the frequency criterion, the first sense is still chosen; this is
primarily intended to deal with the situation where none of the senses of
a particular word has any frequency counts at all, such that the percentages are not defined. The actual thresholds are user-settable parameters of
fearnet, and the exact values need to be found more or less by experimentation to balance the number of false positives (incorrect triggers) relative to
the amount of false negatives (missed triggers). The current values, which
were chosen because they appear to work relatively well, are the first sense
only for emotional and cognitive triggers, and at least 10% for sensory and
physiological triggers, but these values could likely use further adjustment.
All lookups in WordNet generally use the compound form for compound
words, that is fearnet will attempts to look up shut down for the phrasal
verb, not just shut which has a totally different meaning. In particular,
the “lemmatized” form of the word as generated by CoreNLP is used, with
the individual lemmata concatenated with spaces, that is shut down is
looked up for shutting down. Also, even though the case frame network
itself makes no use of the part of speech tags created by CoreNLP, WordNet
distinguishes between nouns, verbs, adjectives and adverbs, so the POS tags
are used to determine which sub-dictionary to look them up in.

Handling Negation and Stop Words
Negation is tracked throughout the extraction process. While this is not
guaranteed to miss no negation or insert one improperly, it was considered
better to distinguish between the presence and absence of fear, for example, in non-negated and negated uses like I was afraid and I felt no
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fear, respectively, than to consider both to be references to fear, even if

trying to distinguish the two cases may occasionally err. Negated triggers
are not ignored because, for example, the absence of a feeling might still
be important to the narration, in particular if the “ending” of a situation is
described as in I felt no fear any more. Thus the negated triggers are
simply represented as a node whose label is prefixed with not as in not
fear.
Also, stop word filtering is performed using the 25 most common nouns,
verbs, and adjectives, as taken from [Oxf13b] if the part of speech is one of
these three, and the 100 most common English words from the same source
if not. This is not officially a list of stop words – it makes no claim that
these words are mostly content-free, which is the typical criterion for stop
words – but being taken from the Oxford English Corpus, the basis of the
Oxford English Dictionary [Oxf13a], they were considered a rock solid basis
for a stop word list, with [HQW08b] suggesting that stop word filtering
should omit the x most common words for some x, with x “ 200 proposed.
Generally, stop words are never found as marker words, that is a stop word
never triggers the detection of a trigger, except in cases where some of the
best marker words are found in the stop word list, to know being a notable
example. Thus it is possible to specify, for each trigger category, a list of
case frame contexts in which stop word filtering is to be performed, so that
the cognitive category for instance can exclude verbs to permit to know,
but still filter nouns and attributes.

Tracing Back how a Trigger was Found
The trigger extraction rules do not always work perfectly, and sometimes
mark very improbable triggers. Thus each trigger comes with a list of
operations called its trace, describing how the trigger was found by listing
the steps that were taken by the trigger extraction code. This way, it is
possible to easily identify the rule that was responsible for the detection
of a certain word as a probable trigger, and appropriately adjust the rule
if necessary. In some sense, it also provides a justification why the word
might be a trigger of the fear network, but it is a justification only in terms
of the rules as defined here, that is, according to which rule it might be a
trigger. Therefore, the implicit last step of each trace is always “mark as
category trigger.” If there are multiple rules that lead to this conclusion,
they are all included in the trace – after all, all are valid chains of reasoning
that the word is part of a trigger. Thus the trace of an emotional trigger
might read:
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• adjective angry: The code checked the word angry in the text.
• corresponding root anger: It then took a derivational step, in this
case, the step from an adjective to the corresponding noun.
• is emotion anger: When that word, anger, was checked in the lexicon whether it is an emotion, the lexicon provided a positive answer.

The possible trace entries are listed below. This list does not strive for a
complete explanation of the extraction rules as these are described below
in far greater detail; instead it is intended more as a reference and a quick
overview of the trace entries.
Emotional Triggers
opposite of word
The trigger was negated, so it was replaced by its antonym word. Also
used for the step from an adjective to its antonym when the adjective
has no derived noun, but the antonym does.
is emotion word
word is a marker word for emotional nodes, according to the dictionary.
derived noun word
word is the derived noun for a verb.
similar to word
word is the “basic” adjective for an adjective satellite.
corresponding root word
word is the noun corresponding to the adjective, for example fear for
fearful.
derived adjective word
word is the adjective for the given adverb.
noun/verb/adjective/adverb word
Gives the word that the rules started with.
Sensory Triggers
word word
Gives the word that the rules started with.
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sense word #SID-number
Gives the WordNet sense number of the marker word.
subclause of verb
Used if the label is a subclause of the verb.
object of verb
Used if the label is an object of the verb.
verb without objects
Only used if the verb has neither subclauses nor objects, as in I
thought. This can only happen if surface subjects are treated specially, because otherwise they will always provide an object in the case
frame sense.
Cognitive Triggers
All elements that can appear in traces of sensory triggers can also occur for
cognitive triggers.
sentence contains !?
This marks a sentence that ended with a question or exclamation
mark, or a combination thereof.
Physiological Triggers
All elements that can appear in traces of sensory triggers can also occur for
cognitive triggers.
frame 23
This marks a marker word that has WordNet verb frame #23, Somebody’s (body part) ----s.
corresponding verb
Marks the traversal of an object relation from the body part noun to
its corresponding verb.
subordinate of noun
Marks the traversal of a subordinate relation from the body part noun
to the noun it belongs to, that is from toe to tip in tip of my toe.
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3.2

Emotional Triggers

There are many ways to express emotions without calling them by name.
For example, if the narrator were to say that he “ shit his pants,” it would
be very reasonable to assume that fear is involved here, unless the phrase
actually expresses a physiological reaction to the fear. Trying to detect all
these cases would be a rather large undertaking, but there is one aspect
of the therapy that simplifies this a lot: In a case like the one above, a
good therapist is meant to help the patient explicitly verbalize the feeling,
and call it by its name. Thus if the above phrase, rather than the word
fear, makes it into the narration, it should be safe to assume that the
physiological reaction is being referred to, rather than the feeling. It should
therefore be enough to find emotions that are explicitly stated, which is
relatively easy because there is only a limited number of feelings available,
which can be listed explicitly. Thus, armed with a list of words that refer
to feelings, fearnet can simply find these words in the text and mark them.

Checking a Word for Emotions
The list that is used is two WordNet categories, noun.feeling and verb.
emotion. Because there are no categories for adjectives and adverbs except
by their derivation, fearnet instead tries to find the corresponding noun or
verb, and then checks that instead. This is particularly important because
feelings can easily be expressed by adjectives, in particular fear is far more
likely to be expressed as I was afraid than I felt fear.1
noun.feeling is defined as nouns denoting feelings and emotions, so
technically, it is too general, and the rule should instead be restricted to
all hyponyms of the word emotion, defined simply as any strong feeling.
However, there are very important concepts like shame and pride in the
noun.feeling lexical file that are not hyponyms of emotion, so the entire
lexical file was used for nouns instead. Alternatively, the nouns could have
been restricted to hyponyms of feeling, which contains a few additional,
but most likely undesired, nouns like a comfort in the sense that a chair
which affords a chance to sit is a comfort. In fact, the alternatives are
probably limitless, but there are not that many words in noun.feeling
(428 in total), so that explicitly checking each of them whether it is a
suitable marker word would be a laborious but possible option, especially if
exploiting the hyponym relations in WordNet to include all hyponyms once
1

Note that while afraid is a predicate adjective here, and therefore occurs in verb
context, it is the word form that matters for the dictionary lookup, which depends on
the part of speech, not the grammatical context.
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a word has been chosen – compare this to the approximately 200 000 words
that make up all of WordNet, which are not practical to evaluate individually.
For verbs, verb.emotion was chosen, which despite the name is defined as
verbs of feeling, and contains many words which appear very justified as
marker words for emotional triggers, such as to desire or to envy. Again,
the total number of words included is a manageable number (343).
In both cases, none of the other categories were satisfactory either in
terms of the definition or the words contained in them. Given the large
number of senses in WordNet, this evaluation was necessarily done using
more or less random samples taken from the categories, rather than checking
each individual word. Words that would normally considered feelings were
generally directly found in one of the categories, but there were several
exceptions, for example the noun guilt which is in noun.state rather than
noun.feeling. However, the author failed to find a case where the short
definition that accompanies all senses in WordNet was insufficient to justify
the category assignment; in the above example, the noun.state sense of
guilt is simply the objective sense of “having done it,” defined as the state of
having committed an offense. WordNet obviously knows the feeling, defined
as the remorse caused by feeling responsible for some offense, but has it as a
less common meaning of the word, which justifies treating guilt primarily
as a state. This may not be ideal for finding emotions in the narrations,
but with no dedicated domain-specific dictionary available, should offer a
reasonable solution.

Finding the Root Word
Because no easy way was found to check if an adjective or adverb if an
emotion using WordNet, the trigger extraction code tries to find the corresponding noun for them, and then checks this root for an emotion instead
of the original word. As a helpful side effect of this procedure ending at a
noun or verb, it is possible to give the feeling in its proper nominative form
instead of the original word, that is fear instead of afraid. Thus, the label
is very easy to define for emotional triggers, namely simply the lemma of
the root noun, along with an abbreviated version of its “gloss” from WordNet to distinguish between different senses of the same word. This is very
different from the way the labels are determined for all other categories,
where generally the label is generally created from the case frame of some
verb, so it could be argued that the trigger should instead be found somewhere close to the word that marked the emotional trigger. However, the
emotional triggers are the emotions themselves, not the concepts they are
associated with, and finding these associated concepts is the task of the
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word
part of
speech

verb

basic
adjective
synonym
adverb

derivation

adjective

derivation

derivation
derivation

noun

derivation
antonym
negated
adjective

antonym
check in
dictionary

Figure 3.2: Overview of the rules for finding the word to check in the dictionary,
given the word form of an arbitrary part of speech. This generally amounts
to finding the corresponding noun, mostly using the derivationally related
relations in WordNet. Also not the extra rules for the derivation of adjectives using
either double negation or the transition from adjective satellite to basic adjective.
The dashed lines indicate checks that are performed, but cannot cause the word
to be declared a trigger when using WordNet as the dictionary. However, if an
explicit list of marker words were provided and used instead, this list could also
include both adjectives and adverbs, so they too must be checked directly.

network analysis step – the trigger extraction is done once it has found the
trigger itself, that is, the emotion.
The rules for finding the corresponding nouns or verbs are relatively
complex, largely because the relations in WordNet are mostly within parts
of speech, that is there are more relations between two nouns than between
a noun and a verb [Pri13a]. The WordNet “evocation” project [BGFOS13,
BGFOS06] aims to provide more such relations between parts of speech, but
the connections it defines by one sense bringing another one to mind. An
example taken from the data files is restaurant and waiter, which are very
clearly related but do not have the kind of direct entailment relationship
that holds between afraid and fear. Therefore it might be helpful for
further improvements, but it is not clear at the moment how its relations
could be used to find out if some word expresses an emotion or not.
Figure 3.2 shows the path from an arbitrary word in the text to the
corresponding word that can be looked up in the dictionary. These rules,
while strongly specific to the structure of WordNet, are defined independently from the checks described in section 3.2, so that these checks can
be more easily replaced by an explicit list of marking words, if this is de-
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sired. Therefore, all words are checked in the dictionary as the very first
step – even though it is clear that neither adjectives not adverbs can ever
be declared triggers by the WordNet based definitions, they might still be if
an explicit list were substituted for WordNet. At this point, if the word is
found to be an emotion but negated, a further check is performed to see if
its antonym is an emotion, too.2 In this case, it is replaced by its antonym,
so that not unafraid would be replaced by afraid. This is safe to do for
feelings, and provides a more understandable representation, therefore the
negation check is performed whenever an emotion is found but is negated.
The further treatment of the word, however, depends entirely on its part of
speech.
For nouns, no further options are explored at the moment. One possibility would be to check for derived verbs, but it is not entirely clear if this
would help more than it harms, especially for WordNet. A quick check for
those words that are not already considered emotions because they are in
the noun.feeling category, the derivations in this case are often agent-like
roles, such as to love to lover, and that agent is certainly not a feeling.
It might still be justified to include it, because it does somehow involve
the concept of loving, but this appears to be one of the situations where a
therapist might have to help the patient verbalized the feeling. If not, it
may be possible to use the “morphosemantic” annotations of these relations
[Pri13c, FOC09] to find the ones that do entail a feeling.
For verbs, the derived nouns are checked. All links between verbs and
nouns are either the derivationally related kind, or they are variants
of the domain relation, the latter of which contains links like (arithmetic)
mean to statistics, that is, the context in which the verb is used. Because the domain is not useful in this context, derivation is left as the only
remaining link. This is very unsatisfying from a theoretical standpoint, especially because the absence of such a link does not mean that no feeling is
involved. However, if there is such a derivational link, it appears to still be
justified to include it, because some of these links are like the one from to
rage (in the “behave violently” meaning) to rage (synonymous with fury)
or between enjoy and enjoyment, where the verb is the action associated
with the noun. Again, the number of pointers involved is manageable; there
is a total of 98 verbs that are treated as feelings because they are derived
from a noun that is a feeling.
2

For WordNet, it always is, because there are extremely few antonym relations between
different lexical files (4 for nouns and 8 for verbs), none of which involves an emotion.
However, it might make a difference for explicit lists of marker words, so the check is
performed anyway.
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For adverbs, there are again only derivation links to adjectives, but
in this case, this is not really a problem because almost all adverbs are
derived from adjectives by simply appending the suffix -ly. In fact this
dictionary lookup could be replaced by stripping that suffix, because there
is only a single case where the corresponding adjective is not the adverb
with -ly removed, namely feasibly and feasible. Because feasible does
not express an emotion, this error would not change the result of trigger
extraction in any way.
For adjectives, however, things get complicated. The most common link
from adjectives to nouns is again derivationally related,3 and typically,
the noun is simply the adjective with the suffix -ness, sometimes even in
cases where the result sounds somewhat odd, such as fearfulness instead
of fear, although both are synonymous in this case. This check involves
all synonyms of the adjective that are in the same “synset,” that is, interchangeable in most contexts according to the definition of WordNet synsets.
There is an additional attribute link between adjectives and the noun
representing the corresponding concept, but this suffers from a very major
drawback – it loses negation. For example, both afraid and unafraid are
linked to fear, with no way of distinguishing between the negated and the
non-negated case. Fortunately, there are very few of these relations where
the corresponding noun is en emotion but there is no derivationally
related link to the same noun; these are shown in figure 3.3. Thus, it was
decided not to use this link and instead add rules that may be helpful in
other cases, too, and have the advantage that negation is kept.
If no derived noun can be found, fearnet checks the antonym of the adjective instead, which may help in some corner case because the antonym may
have morphologically different synonyms which then have derived nouns.
For example, afraid has no derived noun (afraidness is not an English
word), and neither has its antonym unafraid, which has the same stem.
But unafraid is an uncommon way of expressing fearless, which in turn
has a derivationally related noun, namely fearlessness or, synonymously, bravery. This check of the antonym introduces another negation,
but as described above, this negation will most likely be removed again by
using the antonym – for not fearlessness the result is fear, which is the
correct corresponding noun for afraid. While this is a rather complicated
way of finding a corresponding noun, it does keep the information whether
the adjective was negated or not, which was considered valuable enough to
justify the complexity. Also, the negation of a feeling does imply the oppo3

Technically only for adjectives from the adj.all lexical file, and pertainym relations
for adj.pert.
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adjective
afraid
unafraid, fearless
alarming
unalarming
confident
diffident, shy, timid, unsure
happy
unhappy
sensitive
insensitive

attribute
fear
fear
alarm
alarm
confidence
confidence
happiness
happiness
sensitivity
sensitivity
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derivationally related
—
fearlessness

—
—
—
shyness, diffidence, timidness
happiness
unhappiness
sensitivity, sensitiveness

—

Figure 3.3: Adjectives that have an attribute-related noun.feeling, and thus
might be missed by ignoring the attribute relation. Lines that are shown in
gray also have a derivationally related noun.feeling, and so will not be
lost. Fear is found for afraid via unafraid, leaving only four words affected.
Also note that negation information is always lost for the attribute relations,
but not for derivationally related, so that the latter is strongly preferred.

site meaning, that is, not fear is the same as fearlessness, even though
this is not generally the case – the negated verb not open, for example, is
far from synonymous with close, because a door that does not get opened
does not usually get closed as a consequence.
The last resort for the extraction of a corresponding noun is based on
the way adjectives are organized in WordNet: Each concept consists of a
range spanned by a pair of opposing “basic” adjectives, for example hot
and cold. The adjectives that define such a range are considered adjectives
proper. Other adjectives, lukewarm for instance, lie somewhere in between
the two extremes, and are called adjective satellites, and have similar to
relations to one of the endpoints of the range. Thus, if the adjective satellite
does not have a corresponding noun on its own, but its associated “basic”
adjective does, this noun is also used for the adjective satellite. While this
replaces words like lukewarmness with warmness, which constitutes a loss
of information, this lost information is similar in extent to the one lost by
dropping the very in very warm, and thus acceptable.

3.3

Cognitive Triggers

Cognitive triggers are the narrator’s thoughts, that is, they can effectively
be everything that can be inserted into the sentence I thought that something, whether they occur like that or not. Therefore, the most straight-
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forward method for finding cognitions would be to look for indirect speech
with a narrator subject, and then check the verb – for communicative verbs,
this would simply be a reproduction of actual speech, but for cognitive verbs,
it would be a cognition. This method was not found to perform satisfactorily, so in order to find possible alternate ways cognitions may be marked
in the text, 8 of 27 chapters of the Nar_JM.doc narration were manually
annotated by a trained psychologist4 with all cognitions highlighted.
In the 8500-word snipped, a total of 116 cognitions in 55 clusters were
marked, with the most obvious trend that cognitions tended to occur in
such clusters. Interestingly, cognitive verbs did indeed mark 29 of the cognitions, with the cognitions themselves generally appearing as a subclause
of the verb, in indirect speech for 21 cases but in direct speech for the
other 6, so that the original focus on indirect speech was unjustified. In
the other two cases, the cognition was the object of the verb in the first;
the second was I knew that, referring to the previous sentence. A very
unexpected marker was found to be the use of question and exclamation
marks, when these marks appeared outside direct speech in the “core” text
of the narration, accounting for 18 cognitions. These two methods could
be readily implemented; in both cases, it is intuitively clear that the rule
should only match cognitions, with some mild restrictions on the text such
as not having other characters’ questions in the text outside direct speech.
For the most prominent property it was unfortunately less obvious why
it marks cognitions, and thus harder to argue why it does so reliably, even
though it would be just as easy to implement: 36 cognitions contained one of
the auxiliaries could, would and should in the cognitions themselves, that
is, they used the conditional mood.5 A closer examination of the cognitions
containing the conditional mood reveals that there are actually two different
situations where it is used. The first one is in true conditional sentences like
If he had been here, life would have been better, where the stated
fact is contingent on some condition. This condition may be implicit, as
in My mother would not do that where the actual condition if my
mother were in that situation is omitted. In both cases, however, the
sentence is clearly expressing an eventuality, which would not be included
in the narration at all unless it was a thought the narrator had at the time
of the events, because the narrations are factual – they are supposed to
describe the past events in the way they happened, without judging them as
right or wrong, or giving alternative histories how they could have unrolled.
4

Anke Köbach
The conditional mood is similar to the German Konjunktiv, but not identical –
German also uses the Konjunktiv form for the subjunctive mood, which is different in
English: If I were you (subjunctive), I would leave (conditional). [Cry08]
5
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Therefore it appears justified to treat such sentences as cognitions. The
second situation is as the past tense of will marking the future, like in He
would try to kill me. It again appears justified to treat such sentences
as cognitions, but for a different reason, namely that the narrations are
normally chronological – a very important aspect of the therapy – so future
events will be narrated when they happened, not “predicted” some time
before using the future tense. Under that assumption, the only reason to
include them is that they actually are predictions, namely when the narrator
thought they would happen.
However, the conditional mood does not look as good when considering
the number of false positives. Figure 3.4 gives the number of times each
word appears in sentences marked as conditions and as well as unmarked
sentences, for each of the words would, could, should and might.6 It
is becomes clear that could and should are not very effective – they still
provide some improvement because the text contains less than 10% cognitions, while among the sentences containing could or should, they amount
for about 25%. This is a trade-off between precision (not finding too many
false cognitions) and recall (finding as many of the existing cognitions as
possible), but given a precision of „ 25%, that is „ 75% false positives, the
slight improvement in recall does not appear worth it. Would looks a bit
more promising: Out of 19 sentences containing would, but neither cognitive verbs nor question or exclamation marks which would cause them to be
marked as cognitions anyway, 11 were marked as cognitions. Nevertheless,
this rule of adding a verb if it has a modal auxiliary would would still
produce 8 false positives, which amounts to „ 40% and was considered to
be too large to use without further evaluation of the heuristic, and is thus
not currently implemented in fearnet.
Finally, there were also 55 cases – almost a majority of them – where no
structural criterion could be found to distinguish them from purely factual
sentences of the narration other than by human judgment. 25 of them
appeared close to other cognitions, but for the rest, there does not appear
to be any automated way of extracting them from the text other than the
general observation that feelings were often close to cognitions, that is in
directly adjacent sentences, in at least 32 of all 116 cases. Thus these
cognitions might in some cases be found using the text-based networks
described in section 4.2, which attempt to find words that are “close” to
detected triggers in some sense.
6

Although most sentences are formed using would + infinitive, that is would kill,
sometimes should is used instead, and the auxiliaries can and may have their own
conditional forms still.
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marked as cognition?
marked
not marked
total

would
18
12
30

could
15
44
59

should
4
13
17

might
0
0
0

any modal
36
66
102

Figure 3.4: Appearance of the conditional mood in cognitions, as indicated by the
modal auxiliaries would, should, could and might. When could appears, it is
usually used as the past tense of can, not the conditional mood, as in I could
not move where the narrator was actually incapable of movement, while should
is used more often with direct or indirect speech. Would looks more promising,
but still does not perform very well.

thought

I
kill
us

they
tomorrow

Figure 3.5: The “cognitive verb” rule for cognition tries to find cognitive verbs
where the narrator is “doing the thinking.” The cognition can then be generally
found in a subclause of the cognitive verb; in this case, they would kill us
tomorrow.

Finding Triggers using Verb Classes
The extraction rule based on cognitive verbs, as shown in figure 3.5, tries to
find sentences of the form I thought something with any cognitive verb
instead of thought , like I knew they would beat us. Then, the something is taken as the cognition – they would beat us in this case. This
thought will either be a subclause as in the example, where beat is its predicate, or a noun phrase as in I thought about my brother where brother
is the head noun of the noun phrase. The trigger is represented using either
the subclause if there is any, or the object if there is no subclause.
Perhaps the most important property of the I thought something
structure, beyond the cognitive verb, is the I: It must be the narrator that
does the perceiving. For example, if John thought they would beat him

3.3. COGNITIVE TRIGGERS

73

were found in the narration, then the verb marks a thought of John, not the
narrator.7 It is reasonable to assume that the narrator will not relate many
cognitions of others, as he or she cannot read their minds, so that sentences
of the form He thought something should be rare. Nevertheless, it is
sensible to check that the noun which has the “does the thinking” relation
towards the verb refers to the narrator. Finding out if a noun refers to
the narrator is not exceptionally hard; it is generally sufficient to check for
first-person pronouns like I or me, and section 2.3 describes a slightly more
informed method that does not get fooled by non-narrator speakers saying
“ I” in direct speech. However, checking which noun in the verb’s case frame
does the thinking is harder. It is a semantic constraint, and so could be determined from the case role of the noun, were it known. For example, using
Fillmore’s example cases from 1968 [Fil68] and their definitions, it would
almost certainly be the agentive case, the animate8 entity that initiates the
“action or state of the verb,” that is, the cognition. Using a more modern
list of case roles from [Coo98], the correct role would be the experiencer,
the person experiencing sensation, emotion, or cognition.
Because the case roles are not known, however, the narrator effectively
has to be checked for in all nouns in the verb’s case frame. Doing so, however, also finds cases like John thought about us, which is only remotely
a cognition of the narrator, namely in the sense that the narrator cannot
know for sure what John thinks, and so must be assuming this, which makes
it a cognition. To avoid this, there is a simple alternative which was found
to work well in most cases: Only check the surface subject(s) of the verb
and the passive subjects in passive sentences. This corresponds well with
Fillmore’s observation in [Fil68] (page 33) that
In general the ‘unmarked’ subject choice seems to follow the following rule: If there is an A [agentive], it becomes the subject;
[...]
That is, the agentive case tends to be chosen as the surface subject, followed
by the intrumental and objective cases if there is no noun filling the agentive
case role, unless the speaker wants to emphasize some part of the sentence.
Thus, there does appear to be some justification in this alternative, even
though case grammar theory is otherwise very strict in stating that the case
roles it defines do not correspond to any surface role such as the subject.
7

Ignoring convoluted and unlikely cases of John being the narrator and referring to
himself in the third person.
8
Fillmore dropped the animateness requirement in [Fil71] – it is one of the problems
corrected in that publication – but it still appears in the 1968 version of case grammar.
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The choice on whether to restrict this check to the surface subjects, effectively treating them as the agentive case, or to check the entire case frame,
is however done in such a way that it is easy to configure.
A similar problem comes up for the “object” of the cognitive verb, that
is the cognition itself, which would most likely correspond to the objective
in [Fil68], and also in [Coo98] – the role whose meaning depends on the
verb, which is verbed, so to say – though it might also be considered to
be factitive, the thing resulting from the action of the verb. If there are
multiple subclauses or objects, any of them might be the trigger, with no
good way of telling which one, short of finding out which of them fills the
proper case role. Fearnet therefore simply uses all subclauses if there are
any, and all objects if not – however, when fearnet is configured to treat
the surface subject as the agentive case, that is when the narrator check is
restricted to the surface subject only, the surface subjects are excluded from
the objects on the grounds that the agentive case is known not to contain
the cognition. The reason for this decision to prefer subclauses over objects
comes from the fact that cognitions are far more likely to have the form of
a sentence (I knew they were up to no good) rather than a single noun
phrase (I knew the way), but it can also be justified from case grammar
theory; [Fil68] actually considers the objective case the only case where an
embedded sentence may appear at all.
The rationale for using all subclauses and objects, apart from the desire to not miss a cognition once it is clear that one is nearby, is that
several of the subclauses or objects can contain the cognition, such as the
two subclauses [he would] lose consciousnes and [he would] drown in
I thought he would lose consciousness and drown; if this happens,
they must occur in a compound noun phrase according to case grammar
theory, because only then are they allowed to both fill the same case role.
Furthermore, there is the very rare cases when there is neither a subclause
nor an object. This can be caused either by a sentence like I was thinking
used to imply that the narrator was “in thoughts” and not fully attentive,
in which case there is no cognition at all, or if the cognition is in a nearby
sentence as in I was thinking. Where did he come from? In these cases,
the trigger is represented by the cognitive verb itself, relying on the analysis
performed afterwards to find the cognition itself, which is likely to be in one
of the neighboring sentences, if it is present at all.
Another important question is whether to check the tense of the verb,
which however turns out to be relatively unnecessary. In principle, for
something to be a cognitive trigger, the thought needs to have been part
of the traumatic events, that is, the thinking has to have occurred in the
past. Reflections on the events of the narration, such as “ I know better
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now,” should however not make it into the text of the narration at all, and
if they do, they are generally marked as such, and can therefore be ignored
by fearnet.9 It should thus be safe to assume that there are no cognitions
in the narration that do not refer to the time when the traumatic events
happened, and therefore a check for the past tense appears to be relatively
unnecessary.

A more cosmetic issue involves the generation of the trigger labels:
When the trigger for a subclause or object of a marker word is created,
care is taken to include the entire subclause or noun phrase in the trigger
label, not just the head word. For verbs, this includes the case frame and
the attributes of both the verb and the nouns, but no subclauses for space
reasons. For nouns, only the attributes of the noun are included, again
without subclauses or subordinates. This allows for a more meaningful
trigger labels, but generates the problem of reconstructing the phrase from
its case frame network representation. It would be possible to include all
words in the text between the first and last word of the phrase, but while
this guarantees readable text with correct grammar, that may include large
subclauses or subordinates that are not supposed to be included. Therefore,
only the words of the case frame are concatenated according to the familiar
order of subject, predicate and object. Whenever there are multiple objects,
they are ordered according to their position in the text; also, each word is
preceded by its attributes. This generally results in intelligible labels, but
while satisfactory for the purpose, the resulting sentences lack all function
words that would normally be included, and sometimes have a word order
that is not permitted according to the rules of English grammar, so they
“sound weird” and somewhat reminiscent of “Yoda” from Star Wars. Therefore, the label generation part would profit greatly from the use of a proper
Natural Language Generation system such as SimpleNLG [GR09, sim13].
Checking a Word for Thoughts
As with emotional triggers, the marker words are taken from a specific
WordNet category; in this case, it is the verb.cognition lexical file, which
is defined as thinking, judging, analyzing, doubting. This category contains
a total of 695 senses, most of which will likely not be used in the narrations;
9

There are examples of such easily distinguishable annotations in some of the Uganda
narrations, which give present-day statements on the past events. While these were not
formatted in such a way that fearnet would directly ignore them – underlining would
work, for example; see section 1.3 for the details – they were still included in such a way
that they were visibly very distinct from the rest of the text.
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in fact there were just five different verbs in the annotated narration that
were clearly found for the 27 cognitions marked by cognitive verbs: to know
in 12 cases, to think in 10, to hope in 3, to wonder in two and a single
instance of to understand.10 Using the entire list list does not appear to
produce any noticeable number of false positives, so it was decided to use
all of it instead of relying on a limited vocabulary on the part of the writer.
There is another category, noun.cognition, whose name is too suggestive to ignore it completely. It is defined as nouns denoting cognitive
processes and contents and contains words such as thought, Boolean
logic and other mathematical concepts, or the names of various religions.
While some of these can be used to express cognitions, as in ... and then
a thought came to my mind, the category appears to be more one of
abstract entities which have no physical existence. Therefore, it was not
used for the time being, despite the suggestive name.

Punctuation can Mark Cognitions!
As exemplified by the method title, there is another simple yet surprisingly
effective method of detecting cognitions – question and exclamation marks
appearing in narrative text, rather than direct speech, are effectively impossible to include without implying a cognition. This method relies on the
narrator’s writing style in that not every narrator would mark cognitions
using question or exclamation marks; if the narrator or therapist does not
write the narration that way, the rule will not find anything at all. Still,
for such a simple rule it seems justified to include it even if it has such
strong requirements, in particular so as its potential for false positives is
very low: There is no way to end a statement with either mark; the mark
itself makes it a question or an exclamation. Direct speech would provide
for a different speaker and listener, but outside it, the narrator is perceived
as speaking to himself, that is, he is thinking – it is effectively the literary
form of soliloquy commonly used to express thoughts of a character.
Technically, this rule consists of two major parts: Finding sentences that
end with question or exclamation marks, and checking that the sentence is
outside direct speech. The first step is straight forward, and consists of finding all tokens with a POS tag of ., that is which function as the full-stop
ending a sentence, and which contain the characters ? or !. The check is
explicitly performed in this somewhat complicated way, by finding punctuation containing question or exclamation marks, because there are situations
10

One cognition was marked both by to know and by to wonder so that the numbers
sum up to 28, not 27.
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where the sentence ends in !?, ?!, or even more convoluted instances, and
these mark cognitions too. The second check, whether the sentence is direct speech or not, could be done by counting the “ (opening quotation)
and ” (closing quotation) part of speech tags, but there is an even easier
way using the speaker annotation generated by CoreNLP’s coreference resolution system. That is, the speaker of the ! or ? token is compared to the
“narrative” speaker, as detected by the case frame network generation code
described in section 2.3 – the fact that CoreNLP assigns a new speaker to
direct speech of the narrator comes in handy here. If the speaker is found
to be the narrator, the root verb of the sentence is marked as a cognitive
trigger. For long, paratactic cognitions, there can be more than one root
verb; in this case, all are considered cognitions.

3.4

Physiological Triggers

Physiological triggers are bodily triggers in some sense, namely in that they
describe reactions of the narrator’s body, such as hard breathing, shivering
or accelerated heartbeat. These should be relatively easy to detect because
the set of possible bodily functions is relatively limited, but there is one
major drawback that has to be accepted. In principle, a sentence like I
was freezing could refer to the narrator feeling the cold of snow, that
is a sensory perception through the temperature sense, but it could also
describe the physicological reaction of the narrator feeling cold because of
an intense feeling of fear. To distinguishing these two uses at all, there needs
to be some context from which it is clear whether the first interpretation
is possible at all, for example by snow or other cold items being explicitly
named. This is hard to check automatically, so the focus was placed on
finding phrases where statements concerning the narrator’s body are made.
This includes both potential sensory and physiological triggers, but correct
assignment to the classes was not considered important enough to justify
missing a trigger by attempting to find which of the two category it belongs
to.
Therefore, the rules for finding physiological reactions actually try to
find body parts of the narrator which are being referred to in the text,
along with some information on what is happening to them, that is, along
with the corresponding verb in whose case frame they appear. Additionally,
verbs which describe bodily functions, such as breathing, are also marked
and included along with their associated nouns. This is necessary to find
those physiological functions that are not specific to any body part but
affect the entire body of the narrator, such as shivering, or where the
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beat

breathe
heart

quickly

my

(a) Detection by body parts which have
a narrator subordinate, usually in the
form of my bodypart. The physiological reaction, however, is taken to be the
verb, not the body part.

I
hardly

(b) Detection by inherently physiological verbs whose subject is the narrator
or any noun that has a narrator subordinate.

Figure 3.6: The two ways of finding physiological triggers. The detection based
on body parts finds sentences like My heart was beating quickly, while the
one based on physiological verbs is required to find triggers like I could hardly
breathe which do not mention any body parts.
In any case, the entire phrase is considered the trigger, not just the body part.

body part is not usually specified, like breathing. These two methods are
summarized in figure 3.6.

Finding Body Parts of the Narrator
In order to find the body parts of the narrator, fearnet tries to find all nouns
which are classified as body parts, and which “belong to” the narrator, that
is, which have a reference to the narrator as a subordinate noun. This
check is performed for all subordinates, not restricted to the possessive,
because subordinate nouns using an A of B construction also constitute a
“belongs to” relation, even though constructs like a foot of mine sound
slightly strange and is unlikely to appear in the narrations. That is, if any
subordinate of the noun is coreferent with the narrator, it can be assumed to
belong to the narrator. The most common case of this situation is actually
my directly preceding the noun in question, however such a simple check
would not find instances like my left foot where there are intervening
adjectives. Also note that this check is very different from the narrator
check used for verbs: For the verbs, only a certain case role should be
checked to find if it refers to the narrator; the check is only performed
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arm

toe

my

(a) The case frame network snippet for
my brother’s arm, an example where
the top-most noun, arm, is a body part,
but is not directly possessed by the narrator – the snippet cannot be rewritten as my arm because possession is not
transitive in this sense.

big

foot

brother

left

my

(b) The case frame network snippet for
the big toe of my left foot. Here, the
top-most noun, toe, is part of a body part
possessed by the narrator, and thus a body
part of the narrator itself. Therefore, it
could also be written as my (left) big
toe.

Figure 3.7: An apparent conflict between indirect possession being transitive (figure 3.7b) and not (figure 3.7a). However, in neither case is it actually transitive –
the toe is a body part of the narrator only because it is part of a body part of
the narrator, namely the left foot.

among all objects11 because of the difficulty of finding the case roles. This
means that if an object refers to the narrator, this does not always imply
that the narrator is “doing the verbing.” For the nouns, however, it is the
subordinate relation that is checked, which is generally one of possession,
so if a subordinate refers to the narrator, then it is certain that the noun
does belongs to the narrator.
The check for the narrator is meant to ensure that instances like my
brother’s arm are not found by the rule, thus the noun must have a reference to the narrator as a direct subordinate – possession is not transitive in
the sense that my brother’s arm is my arm. There are cases like the big
toe of my left foot where body parts appear nested in the case frame
network, where the narrator’s left foot appears as a subordinate of the
big toe in the case frame network. However, these cases are different in
that the possessive my is a direct subordinate of the body part, as in figure 3.7b, whereas it is a subordinate of the subordinate in my brother’s
arm, as in figure 3.7a. That is, in the big toe of my left foot the toe
is a body part of the narrator, but not because it has the narrator as an
11

In the sense of case frame networks, that is any noun contained in the verb’s case
frame.
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indirect subordinate, but because it is part of a body part of the narrator,
and because any part of a body part is a body part itself.12
The body parts themselves are not very helpful on their own; what is
of interest is what happens to them. For example, when a reference to
the narrator’s heart is found in the text, it is almost certain that there
is a physiological reaction close to that word, but the heart itself does not
provide sufficient information – it is very important whether it beats faster
or more slowly, or maybe hurts instead. Therefore when the body part is
found, the corresponding verb needs to be retrieved from the case frame
network, in which it will be connected to its corresponding verb by an
“object” relation, and added to the list of physiological triggers. In some
cases like I hurt or broke my leg, there can be multiple verbs in whose
case frame the body part appears, so if this happens, both are added to
the list of triggers – note that this example also demonstrates a case where
the trigger would more likely considered sensory. Furthermore, the body
part which is detected may not have any corresponding verbs at all, but
instead be the subordinate of another noun, as in figure 3.7b. In this case
the proper body part can be found at the “top” of the chain of subordinate
relations – for example, in The big toe of my left foot was itching,
where my left foot will be found as the body part of the narrator, which
then is subordinate to the big toe, which in turn appears in the case frame
of itching.
In order to check if a word refers to a body part, WordNet is employed
as usual, with provisions for adding an explicit list of triggering words, if so
desired. The check uses the entire noun.body lexical file, which despite its
definition of nouns denoting body parts is actually specific to human body
parts; animal body parts like paw are classified as noun.animal (nouns
denoting animals), except for those senses which are rare synonyms for
human body parts, like paw is for hand. Thus, the category seems to be a
good source for the body part check.

Finding Bodily Functions
All physiological reactions involve the narrator’s body or body parts in some
way, for example breathe involves the lungs and the respiratory tract, and
shiver generally involves there entire body. However, in these cases the
12

These are essentially different kinds of subordinate relations; the one between the
narrator and brother is one of family relationship, while the one between the narrator
and foot is a part-of relation. Only the latter, part-of relations, are transitive, so
subordinate relations are not transitive in general.
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body part is implicit in the verb in that breathing is specific to the lungs
in any case, and is not explicitly present in the text.However, these verbs
of bodily functions are sufficiently special that they can be detected using
verb classes as described in section 3.3 for cognitive verbs, but with the
important difference that here it is the verb itself that gives the trigger, not
the object of the verb.13 Additionally, when checking that it is the narrator
that is doing the action expressed by the verb, like breathing, the check
is extended to also include any nouns possessed by the narrator. That is,
instead of only accepting nouns or pronouns coreferent with the narrator,
nouns like my leg which are possessed by the narrator also cause the verb
to be marked as “performed” by the narrator, to guard against situations
where a body part, like leg above, is not properly recognized.
The list of verbs is the WordNet lexical file verb.body, defined as verbs of
grooming, dressing and bodily care but also containing some rather important words like cry, transpire and shiver. Unfortunately, it also contains
words fitting the definition literally, for example to put something on in
the sense of to wear something, and thus will cause some false positives
for these uses. An additional criterion to include a verb comes from its “verb
frame,” that is, the way it can be used: In WordNet, all verbs are assigned
a list of grammatical “frames” in which they may appear. For example, intransitive verbs have a verb frame of Something ----s or Somebody ----s,
with verbs that require an animate subject, such as some senses of to talk,
only accepting the latter frame. A more complicated example might be to
compel, which can appear in a frame of Somebody ----s somebody to
INFINITIVE, that is an animate object and an infinitive with to, for example in John compelled Jane to lie. These are not to be confused with
the case frame of a verb, which is defined in terms of the semantic relationship of the nouns with respect to the verb; the WordNet verb frames are
described in terms of the grammatical structure, that is, the surface structure. So while these verb frames do not help in distinguishing the case roles,
there is one very helpful one for the definition of inherently physiological
verbs: Verb frame #23 is Somebody’s (body part) ----s, and applies to
verbs like to hurt used without a direct object, which can take a body
part as their subject. Not all of these are bodily functions, but they it was
considered justified to include them in consistency with the treatment of
body parts. No attempt is made to check if the subject actually is a body
part of the narrator – if it is one, then the verb will be found by the body
part based extraction rule anyway, so only the cases where it is not a body
13

In fact, case grammar theory usually considers the object of such verbs to be included in the verb itself, in a concept called lexicalized case roles [Coo98].
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part are actually interesting.

3.5

Sensory Triggers

Sensory triggers encompass everything that was perceived by the narrator
with the “five senses,” in accordance with the usual definition of sensory
perception [Mat09]. It is not entirely restricted to the five classical senses –
vision, hearing, taste, touch and smell – but in fact anything that can be
perceived with the senses. The idea behind the extraction of sensory triggers
is thus to find verbs that express a perception, such as to hear or to see,
and then try to find the “object” of the verb, that is the person or thing
which is perceived.
This can be relatively problematic, especially for the sense of vision: It
can contain almost anything in the text without any corresponding marker
word anywhere nearby; in fact it is probably safe to assume that almost all
facts stated in the text were perceived by vision, unless they were perceived
by the other senses or belong to one of the other three trigger categories, and
should therefore be considered sensory. This would argue for the inclusion
of all stative verbs, likely in the form of the verb.stative lexical file,
as well as predicate nouns and adjectives because of their stative nature.
That is somewhat problematic because it breaks the principle of exclusion
by default; if all stative sentences that are not part of one of the other
categories are considered vision, the rule effectively becomes one where
most words are sensory unless there is reason to assume otherwise. This
would be acceptable for possible triggers, in the sense that anything in the
text could be a trigger, but not for probable triggers as should be found.

Using Verbs to Detect Sensations
Doing what can be done, the extraction rule is otherwise extremely similar
to the verb-based rule for cognitions described in section 3.3, but using
precepctive rather than cognitive verbs. That is, it tires to find sentences
of the form I perceived something with any perceptive verb instead of
perceived , like I saw their angry faces, and mark the something as a
cognitive trigger, with the difference that the case where the trigger is a
noun is fairly rare for cognitive verbs, but relatively common for perceptive
verbs, as in I saw their angry faces . Also, the narrator check is far more
important for perceptive than for cognitive verbs: In order to reproduce
the thoughts of another person, the narrator would have to effectively read
that other person’s mind. However, sentences like John heard me in the
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sense that John became aware of the narrator by hearing him are relatively
common, and must be excluded by the narrator check.
What is more problematic, however, is the list of marker words to use.
The WordNet lexical file verb.perception is used, which is defined as verbs
of seeing, hearing, feeling, but that list is to be seen as exemplary, not as
a restriction on the senses that are permitted. That is, it also contains the
verbs for all other senses, among them smelling (to sniff), touching and
tasting. Problematically, however, it also includes other verbs that do not
represent perception in the sense that is required here, namely by the senses,
with to dream being an example which would more likely be considered
part of the cognitive category as it involves no sensory organ of any kind,
even though WordNet still considers to dream a hyponym of to perceive,
defined explicitly as to become aware of through the senses. Thus, this
category may profit from an explicit list much more than the emotional
or cognitive categories would, and with an eye on the likely necessity of
such an explicit list, it was decided to go with the verb.perception list
only. For this purpose, verbs are excluded from the stop word list when
checking for perceptive verbs, otherwise to see, which is on the stop word
list, would be ignored, greatly reducing the chances for finding anything
visual. A similar situation exists for to feel used as a marker word for the
tactile sense, which is similarly excluded from stop word filtering.14

Other Possibilities for Finding Sensations
One promising additional or alternative way of finding sensory triggers is
classes of inherently perceptive nouns. For example, for the noun sound to
be mentioned in the narration, this auditory sensation generally has to be
perceived by somebody. To some extent, this applies to all physical entities,
as they all can be to be perceived with the senses, which would effectively
lead to the same situation as with stative verbs, namely that most of the text
would be considered sensory triggers. Therefore, what would be necessary
is a list of nouns that are inherently the subject of a perception – not in the
grammatical sense, but in the sense that they will be perceived in some way
almost every time they appear, similar to the observation that body parts
are almost always the subject of a physiological reaction. As no such list
of nouns that are inherent sensations was readily available, this possibility
was left for further evaluation.
14

However, its sense of perceiving by touch is rare enough that it is not considered
a marker word with the default sense frequency limit of 10% of all uses. It is more
commonly used in the sense of experiencing an emotion (I felt sad) or coming to believe
something (This does not feel right).
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Another argument that could be made is that all direct or indirect speech
in the text must necessarily have been heard, and should therefore be considered sensory. That is, to a certain degree all direct speech that the
narrator reproduces is inherently the subject of a perception. But it is not
clear whether it makes sense to consider all direct speech to be equivalent to
explicitly stated sensations like I saw their angry faces, as some amount
of direct speech may simply serve to describe the events of the text. Direct speech would likely be detected with good accuracy simply by finding
words not spoken by the first-person speaker, that is, the narrator, with the
most likely false positives being cognitions of the narrator expressed in direct speech.15 Indirect speech, however, should already be found to a large
degree because it is generally introduced by a sensory verb like to hear.
To a certain degree, this also applies to direct speech, however sentences
like “What are you doing?” he said are not handled properly because
CoreNLP’s sentence splitting code will split this sentence at the question
mark, thereby destroying the intra-sentence relationship between said and
doing.
Apart from these more explicit options of detecting possible sensory
triggers, there may be more implicit ways of finding them: Several sensory
triggers can be detected as false positives by the rules for physiological
triggers, in particular the ones referring to the tactile sense, and to pain
perception – to hurt, for example, is considered a physiological trigger.
These false positives will be mis-detected in therms of their category, but
for the following analysis this may not be very problematic. Also, based
on the observation that everything in the narration was perceived by the
senses – generally by sight – and that triggers tend to appear in clusters
to a certain degree, it might make sense to simply look for sensory triggers
in the “general vincinity” of detected triggers. The text-based networks
in section 4.2 do so, although the reason is not primarily to find sensory
triggers but to generally find concepts that might be important in the fear
network, whether they were perceived in some way or not.

3.6

Evaluation

Due to time constraints, a formal evaluation could unfortunately not be
performed. However, Justin M. Preston performed a short comparative
15

CoreNLP assigns a different speaker to direct speech, even if the first-person speaker
is speaking, so that cognitions of the narrator will be annotated as spoken by a different
speaker. Semantically, this makes sense because even though the person is the same, the
text was spoken at a different time.
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Figure 3.8: Network representation of Justin’s evaluation results, colored according to the scheme shown in figure 4.22. Round nodes indicate items marked by
over 50% of the students, and square nodes were marked by at least 30%. Only
links between triggers and actors were marked, which leads to a relatively sparse
network.

study that consisted of asking students of psychology to mark items in the
example narration, shown in section 4.3, that might be important for the
therapy. The results are included below, for comparison with the various
outputs produced by fearnet that are shown elsewhere in this thesis. The
marked items where divided in six categories – the usual four of emotional,
cognitive, physiological and sensory, as well as the two extra categories of
events and actors. The items are listed below, with round bullets indicating
that the item was marked by more than 50% of the students, while items
with a square bullet were marked by at least 30%; the relations marked
between actors and triggers are given in network form in figure 3.8.

Detecting Manually Marked Triggers
To assess how well fearnet finds these manually marked triggers, all words
where fearnet detected a trigger were highlighted using the color from figure 4.22, and marked with either X if they were detected, or ˆ if not. In
no case is the entire sentence marked, because fearnet ignores all function
words in the text.
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Emotional
• I became frightened when I saw their angry faces.

ˆ

Note that while saw cause the detection of a sensory trigger, frightened was not detected, which is definitely considered an error.
• At first I was panicking.

X

‚

X

At that moment, my fear was horrible.

Cognitive
• I thought I would die.

X

‚
‚

I didn’t know what they were planning.

X

I thought we would never get out of that stream [...]

X

Physiological
• My heart suddenly beat faster.

X

• My throat was choked.

X

• But inside my body, my heart was beating like mad.

X

Here, mad is detected as part of the physiological trigger, but also as
the emotion huffiness. This is likely incorrect; mad is used figuratively
here.

‚

I couldn’t breathe at first.

X

Sensory
• The water was ice cold.

ˆ

Nothing is detected here because no sensory verb is used, such as I
felt that the water was ice cold.

‚

My arms and houlders were hurting.

(ˆ)

This sentence is actually detected using all three rules for physiological
triggers, but none of the sensory rules. It is one of the situations where
a body-related sensory trigger is detected, but by the physiological
rules instead of the sensory ones.
However, hurting was also incorrectly detected as the emotion distress, hurt, which in WordNet 3.0 is derivationally related to to
ache, to hurt.
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rank
1
2
3
4
5
6
7
8
9
10
11
12
13

label
fear
man
afraid
Mehmet
beat
lifted
frightened
declining
crying
playing
sad
four boys
mother
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weight
11.062
9.367
9.296
9.166
8.132
7.466
6.962
6.893
6.802
6.706
6.403
6.288
6.099

rank
14
15
16
17
18
19
20
21
22
23
24
25

label
approached
water
faces
freeze
clung
not show
you
pushed
panicking
branches
heard
fearful

weight
5.879
5.479
5.199
4.875
4.868
4.762
4.591
4.489
4.371
4.356
4.336
4.208

Figure 3.9: The 25 nodes of the network in figure 4.18, ordered by descending
weight. Note that fear, afraid and other detected triggers necessarily have a
high weight.

Fearnet does not explicitly try to detect events or figures, so that the
following two categories cannot be compared so easily. However, the textbased networks in section 4.2 try to find concepts that are likely to be closely
associated with triggers because they frequently appear close to them, so the
25 nodes with highest weight were chosen from the corresponding network
and are shown in figure 3.9. Their rank is given along the word; for example
fear1 is the node with the highest weight, and therefore has rank 1. An
event was considered “detected” if it contained at least two nodes with a
rank of 15 or less; for actors, a single node with a rank of less than 15 was
considered sufficient. This threshold is obviously subjective, which is why
the top 25 nodes according to weight were marked.

Events
• And then they12 suddenly pushed21 us into the water15 .

‚

X

But he2 didn’t take my hand, but instead [...] lifted6 me out
of the water15 .
X
Fearnet does not try to detect events at all, and so did not detect

any trigger here. However, the rules for physiological triggers were
incorrectly triggered by my hand here.
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Figures / Actors
• Turkish boys12

X

Detected as sensory trigger in I had never seen them before. Seen
as a sensory trigger, this should be scored a partially correct detection,
because the sentence could easily have been written as I did not
know them before, in which case nothing sensory would have been
detected at all.
• Mehmet4

X

Detected as sensory trigger in Then I also saw Mehmet again,
among other places. Seen as a sensory trigger, Mehmet would likely
be considered to be detected successfully.
• Osman2

X

Recognized as a nameless man by fearnet, because CoreNLP does not
resolve the coreference in His name was Osman.
• The stream15

X

Recognized as water.
Thus, if any conclusions may be drawn from such an informal evaluation
at all, it is that fearnet appears to detect most triggers, except the sensory
ones which appear to be problematic. Even if the actors were also included
as possible sensory triggers, the rules for sensory triggers would score 2 out
of 6, which can still be considerably improved upon.

Evaluating Automatically Detected Triggers
Of course, the above evaluation only measured recall, that is how many of
the manually marked triggers were found, and does not say anything about
precision or the number of false positives produced. This is especially important to consider because fearnet detects far more items than were marked
manually. This check would likely have to be performed by a psychologist
who ideally knows the patient (Melike); the following evaluation is therefore
only one of “sounding reasonable.” The details are given below, but with
the exception of the sensory category, the rules appear to work properly
and detect potential triggers in „ 50% of the cases. Considering that false
positives may be better than possible triggers that are missed completely,
this might be an acceptable level of false positives, especially if the analyses
performed afterwards manage to find the most important triggers in other
ways. However, given the single short narration and the simple evaluation,
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X shock [surprise greatly; knock
som...]
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ˆ
ˆ

distress [psychological suffering]

ˆ

anger [a strong emotion; a feeling...]

ˆ
ˆ

fearlessness [feeling no fear]

X comfort [give moral or emotional
str...]

X hope [expect and wish]
(X) fear [an emotion experienced in
a...]

huffiness [a passing state of anger
an...]

sadness [emotions
when n...]

experienced

Figure 3.10: Emotional triggers detected in the example narration. Fear was detected 10 times, of which 4 cases were Mehmet’s fear, and the fear was declining
in 2 more cases.

it is doubtful if any major conclusions can be drawn from it in any case,
especially because Melike’s narration appears to be an outlier in that it is
more densely packed with triggers than other narrations for example form
the Uganda set.
Emotional Triggers
Of the false positives, there are three classes of problems. The first and
most prominent is feelings of other persons being reproduced, primarily
Mehmet’s fear (4 cases) or lack thereof (fearlessness, once) but also the
mother’s sadness and the anger of the four boys. It appears that a check
for the narrator, as done for cognitive and sensory nodes, might improve
the results here. However, it is not known how to perform such a check in
the general case for adjectives that do not appear as predicate adjectives –
for example, in the sentence I called to him not to be afraid, there
is no direct relationship between him (Mehmet) and afraid that could be
easily exploited. As it appears to be otherwise uncommon for the narrator
to reproduce other person’s feelings, this may actually also be an artifact
of the example narration.
Also, in two cases, fear is detected, but appears in a context like my
fear was declining, so that the proper emotion is actually lack of fear, or
fearlessness. The negation expressed by declining, however, is not detected
at any point. It might be possible to work around this by adding specific
rules, but it may not be practical to do this for all possible negating words.
The last class is words used figuratively, particularly like mad,16 as well as
16

The best course of action for words used figuratively might be trying to detect
stylistic devices and exclude them completely, because trying to automatically guess the

90

CHAPTER 3. EXTRACTING POTENTIAL TRIGGERS
X thought: narrator freeze death
X realized: few trees were stream
X thought:

narrator

not

stream

ˆ
ˆ

remember: mother looked what

ˆ

knew:
narrator
frightened

ˆ

knew: narrator thought

get

X thought: narrator die
X thought: boys beat narrator

not remember: narrator how got
home
more

more

(ˆ) not know: you planning what
(ˆ) knew: boys Turkish

Figure 3.11: Cognitive triggers detected in the example narration. The two cases
I didn’t know what they were planning and I knew they were Turkish
appear to be on the border line between cognitions and the simple statement of
knowledge.

distress, which was detected in My arms and shoulders were hurting
because of the link in WordNet between distress, hurt and to ache, to hurt

that was mentioned above.
Cognitive Triggers
Apart from the two incorrect cases with knew – where CoreNLP generates
dependencies that do not represent the true sentence structure, namely that
I knew they were Turkish is essentially a separate sentence – the most
important errors are the two cases where remember is used in the present
tense. A check for the past might have helped in these two cases. On the
other hand, none of the cases with knew, if the two questionable ones are
to be considered incorrect, would have profited from such a check.
Physiological Triggers
Here, the most prominent errors are the ones where a cognitive or sensory
triggers was also detected as a physiological trigger. A trigger that is also
detected in a wrong category is not necessarily problematic, except that
only in one case is a cognitive trigger also detected as such, which means
that it would otherwise be missed completely. The second class of errors
is the one where the heuristic of finding body parts of physiological verbs
failed to find true physiological reactions. For example, I had water in
my mouth and in my ears is not a reaction even thought it affects the
narrator’s body – it might actually be considered sensory – and But he
correct meaning appears to be almost impossible.
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X narrator not breathe
X heart faster suddenly beat
X choked throat
X whole body stiff
X heart beating mad body
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ˆ
ˆ
ˆ
(ˆ)
(ˆ)
(ˆ)
(ˆ)

narrator had water
narrator put on fresh something
man not take hand
narrator freeze
narrator freeze death
arms shoulders hurting
narrator not feel ground feet

Figure 3.12: Physiological triggers detected in the example narration. The four
cases marked (ˆ) are mis-detected cognitive (3 cases) or sensory (one case) triggers.

didn’t take my hand only marginally affects the narrator’s body. The last
problem is narrator put on fresh something, which is simply caused by
the verb to put on being in the verb.body lexical file; this could easily be

solved by excluding it in an explicit list.17
Sensory Triggers
The most common problem appears to be cognitive triggers like noticed:
strength further further declining being incorrectly detected as sensory because of the classification of verbs like notice or feel as verb.perception. Feel has the additional problem that it is common enough to
be a stop word, and can be emotional (feeling an emotion), cognitive (believe based on intuition) or sensory (touch), depending on its sense. As
such, it might actually have to be specifically evaluated in each context
to determine whether it makes sense to use it as a marker word or not.
Another noticeable problem seems to lie in the choice of the subject of the
perception, that is, the noun which is perceived, especially in I didn’t see
my little brother Mehmet at that moment, where the moment is detected as a perception along with little brother. Knowing the case roles
of each noun might help avoiding this particular error, but there is another
case – I saw it in her face – where the detection of both it and face is
actually correct because both is perceived. However, the coreferent it is
detected incorrectly; it refers to She was very sad and very scared, not
to feeling.

17

By a single line containing only wear%2:29:01::, that is, followed by no categories
in which it is to be considered a marker word.

92

CHAPTER 3. EXTRACTING POTENTIAL TRIGGERS

(X) not see: little brother
(X) heard: fear footsteps declined
X saw: angry faces
X not feel: ground
(X) saw: face
X saw: Mehmet
(X) felt: Mehmet very afraid

(ˆ) noticed: narrator had hard time

ˆ
ˆ
ˆ

not see: moment
saw: feeling
not show: Mehmet even gotten
otherwise more fearful

(ˆ) not seen: before boys
(ˆ) saw: man Mehmet lifted water
(ˆ) noticed: strength further further declining

(ˆ) not feel: feet
(ˆ) felt: fear slowly declining

Figure 3.13: Sensory triggers detected in the example narration. Noticed appears
to be a better marker for cognitive triggers, but is placed in the verb.perception lexical file by WordNet. Felt is similar, but with the added problem that it
is common enough to be generally considered a stop word.

4 Network Analysis and
Presentation
While the previous two chapters focused on the definition of the case frame
network as a representation of the semantic relationships in the text, as
well as the automated detection of potential triggers to provide an “anchor”
of importance for the text, this chapter tries to show how the two can
be combined to better understand the narration. The purpose of these
visualizations is twofold – they can be used both to evaluate how well the
trigger extraction and network analytics works, as well as to help in reading
and navigating the narration.
There is one more point, however, that must be pointed out: The narration obviously need not be presented as a network to show the results of
trigger extraction in a useful way – to a certain degree, they can simply
be highlighted in the text as a visual reading aid. Such a representation is
shown in section 4.3, using a very simple interaction to prevent overloading
the reader with information. This is illustrated at the text of an example
narration used throughout the thesis in general, and this chapter in particular, unfortunately without any form of interaction due to media-dependent
limitations; the interactive variant is included on the CD.

4.1

Distance-Based Networks

The “distance-based” network representation of the narrations attempts to
generate networks like the examples in [RSN` 08], one of which is shown
in figure 4.27 color-coded according to the scheme given in figure 4.22 –
networks that consist of the triggers only, with links between those triggers
that are connected in the patient’s fear network.
While it is possible to find the triggers themselves with reasonable accuracy, some way of measuring the patient’s connections had to be found
for the creation of the edges. Working from the narrations, the necessary
assumption is that this information is somehow contained in the text, and
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can hopefully be extracted in some automated way. It appears reasonable
to assume that two triggers between which the patient has a connection
are mentioned together, at least more frequently so than unrelated triggers.
This means that an edge should be created between two triggers if they
“occur together” in the text.
This suffers from the uncertainty where to place this threshold – when
do two phrases like the triggers “occur together” in a text? Even if using
a metric as simple as the number of sentences that are between them in
the text, there is no clear way to decide how many sentences there may
be between two triggers that are connected. Instead of arbitrarily defining
such a threshold, fearnet computes a distance for each pair of triggers, and
then creates an edge whose length is defined by the distance of the triggers
it connects. The user can then set his or her own threshold by removing the
longest edges until only a certain number of edges is left. While choosing
how many edges to retain is again arbitrary, it is easier to do so exploratively
in visone by repeatedly pruning the network as described in section 4.3 than
by changing a threshold parameter and observing how the resulting network
changes.

Network Transformation for Distance Measurement
The question that remains is how to measure these distances. Given the
network-based representation of text defined in section 2.2, the idea of using
using the structure of this network to measure distances suggests itself –
after all, the case frame network tries to represent the semantic relations
that exist within the text, and should therefore allow such a distance metric
to perform better than one based on the text alone, such as counting the
number of words and sentences between two triggers.
In order to apply network distance metrics as shown in figure 4.1, the
case frame network needs to be transformed to an explicit graph data structure with nodes and edges.1 Also, where the case frame network has different kinds of nodes and edges, the network that is used for distance computation has just a single type of each item, with the kind stored as an
attribute of the node or edge. The idea is to produce a network where each
edge represents a semantic relationship in the text, so that for example
the (unweighted) shortest path distance between two nodes would give the
smallest number of semantic “hops” between the respective words of the
text. The direction of the edges in the case frame network is dropped, too,
1

Up to this point, it is kept as Java objects with references between them to ease the
rule-based trigger extraction.
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knew
locked
wrong
John

evening
entrance door

key

what
company

wooden

wrong

Figure 4.1: Measuring the semantic distance between two words, John and
wooden, using the way they are linked in the network, in this case the shortest path distance. Note the two nodes for wrong; only coreferent nodes (John,
in this case) are contracted. This is because it is not a distance between types
(different words), but between tokens (instances of words). To measure the distance between triggers, multiple token-to-token distances will be evaluated, but
the distance itself is still defined between tokens.
The example sentence is John knew what was wrong at the company. In the
evening, he had locked the wooden entrance door using the wrong key.

as they only mark which of the words is subordinate to what other word.
This is very important for the rule-based trigger extraction, but what is
important for the distances is the presence of a semantic relation between
the nodes, which is a symmetric property – if there is a semantic relation
between A and B, then there is also one from B to A. Note that this does not
stop us from treating the edges differently, for example by weighting object
relations higher than subclause and sentence relations, but even in this case
the distance function only needs to see edges with different weights. There
is still no contraction of textually identical nodes, because there need not
be any semantic relationship between two nodes in the text just because
the words they refer to are textually identical, but occur at different places
in the text. That is, the network will contain multiple nodes for tree for
example, if that word is used multiple times in the text.
While this network can already be used to compute the distance, it
makes sense to add some shortcuts based on coreference, by contracting
nodes found to be coreferent. To some degree, these nodes are the same:
it is the same entity that they refer to, regardless of whether it is called
by name or referred to with a pronoun, and regardless of the position of
the word in the text. A person named Tom, for example, is the same
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knew

locked

wrong
John

not open
what

evening

hastily
company
entrance door

key
now

founded
wooden

any more

unused
once

wrong
warehouse

Figure 4.2: The network from figure 2.7 transformed for distance measurement.
Note that all nodes and edges are of the same type, and the combination of the
two edges between founded and company into a single edge with a weight of 2.
Also note the contraction of coreferent nodes.

entity throughout the text.2 Thus it does not make much sense to have
a semantic relationship that holds with it at one end of the text but not
the other. After removing loops, which may occur when a predicate noun
corefers to its own surface subject as in He was Jim, and replacing multiple
edges between two nodes, caused for example by relative clauses, by a single
edge with appropriately increased weight, this yields undirected, weighted
networks like the one in figure 4.2.
There is one exception that is made to this rule of contracting all coreferences, though: Nothing referring to the first-person speaker I is contracted.
This is because it is almost guaranteed to be referenced essentially everywhere in the text, which means its node would have a disproportionally high
degree, more or less reducing the entire network to a star with the narrator
node at its center. In fact it is entirely justified to treat the first-person
speaker as a stop word, or rather, a “stop node” that should be ignored –
there are too many phrases like I believe that X where the I is part of the
phrase itself, not the meaning of the sentence, that one could argue that
nodes should be considered (more) similar to each other because they both
refer to the narrator. There is a similar problem with the second-person
speaker, which is generally the reader of the text; the fact that the text
2

If there are multiple Toms, it becomes much harder to determine which one is meant.
Each individual Tom, however, is the same person no matter where in the text he occurs.
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said
believed
Jane
loves
Jane
nobody
John

Jim

Figure 4.3: Case frame network for the text Jane said that John loves Jim.
Nobody believed Jane. Even though said is a stop word, there is clearly still
some connection between Jane and loves, namely that both are subordinate to
the same verb, said. Thus, if it were to be removed, replacement edges would
have to be created among the nodes connected by it.

directly addresses the reader in both cases should not cause two node to be
considered more similar. This problem is not very pressing for the narrations because there is no speech directed at the reader, but it may be more
important for other kinds of text.

Stop Word Treatment
Stop words receive no special treatment in the network, because none is
necessary: For stop words to harm the distance computation, they must
create “shortcuts” in the network which are not semantically justified. If the
distance computation then uses these shortcuts, the result will be affected
negatively. To create such a shortcut however, the nodes for two stop words
would either have to be contracted or connected by an edge. Contraction
is not a problem because except for coreference, no nodes are contracted at
all, so there necessarily is another node for each time a stop word appears
in the text.
The only edges that are created are based on the existence of semantic
relations in the case frame network, so that even when they do connect stop
words, it can be argued that the relation is still there. For example, the
verb to say is a stop word, and does not generally contribute much to the
meaning of a sentence, such as in the text Jane said that John loves Jim.
However, in terms of sentence relations, there is still a connection between
Jane and loves – they occur in the case frame of the same predicate, as is
easily visible from its case frame network in figure 4.3. If the stop word is to
be considered as meaningless as a copular verb, and skipped completely, it
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would not be removed without recreating the connections it creates between
its neighboring nodes, treating them as if they were directly connected,
without the stop word in between. At least for distance measures based on
path lengths, such as the shortest path or resistive distance, it is possible
to simply keep the stop word node instead and reduce the length of each
node incident with a stop word by 12 , that is, the length of an edge between
a stop word and a non-stop word would be 21 while an edge between two
stop words gets length 0.
It is not at all clear that stop words are as meaningless as copular verbs,
in particular the stop words that remain in the case frame network, where
all function words have been removed anyway. Effectively, a word W should
be removed if it does not make a difference whether two other words A and
B are connected directly, as A — B, or indirectly through that word, as
A — W — B. This is relatively clear for copular verbs like to be, but for
words like to say it was felt that there is a sufficient difference between the
two versions that it is better not to ignore stop words at all.
A network generated according to these rules is shown in figure 4.4; it
is this network on which the distances are to be computed.

Choice of Distance Function
With the network itself defined, what remains is the question how to measure distances on it. Much of the literature,for example [GR01, Bar13],
treats “graph distance” as synonymous to “shortest path distance,” that is
the distance between two nodes u and v is the length of the shortest path
between them, as shown in figure 4.5a. The problem with this distance
measure is that it does not take into account the fact that there can be
multiple paths. If the question, for example in a traffic network, is how
to get from u to v using the shortest possible route, then this is adequate,
because any such route will do, and alternatives will not shorten it. That
is, if there are three routes of length 4 between u and v, the distance will
still be 4.
In the text network, the shortest path distance makes less sense because
intuitively, u and v are connected more strongly when there are 3 such
paths between them than when there is only one. In fact, it is probably
justified to argue that even paths longer than the shortest one contribute
to the “connectedness” of u and v, if less strongly than the shortest path.
A simple distance with this property is the resistive distance [KR93], which
is based on the flow of current in electrical networks.3 There’s a saying
3

There are other derivations which may or may not be more intuitive, some of which
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Figure 4.4: The case frame network for the example narration, with coreferent
nodes contracted except for the narrator. The linear chain of sentences has been
highlighted, showing how it makes its way through the network.
Note the relatively separate part of the network on the center left. In the text,
this is the ending of the narration, starting at the sentence I don’t remember
exactly how we got home.
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(a) The shortest path distance between
two nodes is the length of the shortest path between them, measured as
the number of edges. Longer paths are
completely ignored, as are additional
paths of the same length, if there are
any.

(b) The resitive distance between two
nodes is based on the current that can
flow between them for a given voltage.
Shorter paths carry more current than
longer paths, and thus contribute more
to the distance, but all paths contribute
to it to some extent.

Figure 4.5: Comparing the shortest path and resistive distances. The shortest
path distance is based on the number of edges on the shortest path, while the
resistive distance uses a physical model of electricity flowing through resistors to
use all paths, with shorter paths carrying a larger portion of the total current.

that “electricity takes the path of least resistance,” but it does not – it
simply takes all paths between two points, with less current flowing over
paths of higher resistance, which is the desired property for the text network
distances. This property of taking all paths also means that each additional
path between u and v reduces their distance even further, that is, connects
them more strongly.
To compute this distance on the network, we pretend there that each
edge has a resistance of 1 (Ohm), as if it were a resistor like in figure 4.5b
where the imaginary resistors are shown explicitly by the resistor symbol
placed on the edges. On this network of resistors, we can then check how
much current can flow between u and v for a given voltage, by connecting
an imaginary ohmmeter to these two nodes and reading the resistance it
displays.4 This can of course be done mathematically, using a method
Gustav Kirchhoff developed in the 1840s for the description of electrical
networks [Kir47].
The method itself will not be described in detail here because it is a
can be found in [RvLH09].
4
For a more formal introduction, see [KR93].
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straight forward application of electrical network analysis. A short introduction can be found in the Preliminaries of [BF05], which points to [Bol98]
for further details. The essential part is that when pst puq denotes the potential of node u when a unit current of 1 (Ampere) is flowing from node s
to t, then
rps, tq “ pst psq ´ pst ptq
gives the resistance rps, tq of the network between s and t.5 The length of
an edge is then given directly by rps, tq.
pst psq and pst ptq can be computed for all nodes s and t by computing
the inverse of a modified Laplace matrix L̃, which in turn can be done
column-wise using the conjugate gradient method implemented in MTJ.6
This is convenient because L̃ is sparse, and so does not have to be explicitly
represented in memory. To further reduce memory requirements, only half
of its inverse L̃´1 is stored, using the fact that L̃ is symmetric, and so must
be its inverse. Also, with the overall running time of fearnet dominated
by CoreNLP in any case, no particular optimization of the running time
was performed, except the most basic step of caching the columns of L̃´1
calculated so far in memory so they can be reused.
While resistive distance provides a convenient way of measuring the
distance between any pair of nodes in the transformed case frame network,
it does not immediately lend itself to the measurement of distances between
triggers, which may consist of multiple nodes each. Thus additional nodes
and edges are created as shown in figure 4.6: For each trigger, a node τ
is created which is connected to all nodes of the transformed case frame
network that were found to be part of the trigger t. This way, the distance
between two triggers s and t can be determined by calculating the distance
between the nodes σ and τ .
In some cases, this can cause extra paths in the network that lead over
these trigger nodes. On the one hand, this can be seen as influencing the
distances negatively, by creating shortcuts that are not semantically justified. But then, having the same trigger, for example fear, linked to two
words from different ends of the text does in some sense connect them in
much the same way coreferent words do. Unlike coreferent words, however,
they do not necessarily represent the same entity, they are only related
st ptqq
The actual resistance is rps, tq “ ppst psq´p
for a current I. Because the current
I
is 1 in this case, I was omitted for simplicity. Technically, rps, tq would have to be divided
by the unit, Ampere, otherwise it would be given in Volts, but units are again ignored
for the sake of simplicity.
6
Matrix Toolkit Java. http://code.google.com/p/matrix-toolkits-java/, April 2011.
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Figure 4.6: To measure the distance between triggers consisting of multiple words,
an extra node is created for each trigger, connected to all words where the trigger
was found as indicated by the dashed edges. These edges are treated as proper
edges, and current can flow over them, further connecting other triggers.

to the same trigger, so they should not be contracted similarly; the indirect linking through the additional nodes appears more appropriate. Seen
this way, however, the “destructive” extra edges may actually enhance the
distances, rather than spoil them.

Analyzing Example Networks
An example of the network as it is output by fearnet is shown in figure 4.7,
with the distances mapped to the opacity of the edges, as well as their
geometric distance, to the extent that this is possible in two dimensions.
This network has not seen any pruning yet, and so contains a quadratic
number of edges – one for each pair of triggers – forming a weighted complete
graph. The huge number of edges causes a considerable amount of visual
clutter, which makes it difficult to make sense of the network; the only thing
that can readily be seen from this network is probably the central position of
the emotional node fear. However, the idea of outputting it as such is not to
use it unmodified, but rather to represent the entire information extracted
and allow the user to define his or her own threshold for the creation of an
edge. Figure 4.8 thus shows the same network, but pruned so that exactly
150 edges remain. Some triggers are no longer connected at all – these
are the most peripheral ones in figure 4.7, because the weakest edges are
removed first which causes the triggers connected through them to become
disconnected. However, the center of the network stays connected fairly
densely, and in particular, fear is still at the very center of the network.
Given the importance of fear to the development of the trauma as well
as its therapy, this central position it takes in the networks was analyzed
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(a) Distances visualized by edge strength
in a network.
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(b) Distances visualized by geometric distances only.

Figure 4.7: The distance-based network for the “Melike” narration shown in section 4.3, without pruning. Note the enormous number of edges, one for each pair
of nodes, color-coded according to their strength – black for the strongest edges
and white, that is, invisible, for the weakest. This network is not meant to be
used as such; instead, the number of edges is meant to be reduced by pruning the
network as described in section 4.3.
The right figure shows an alternative way of visualizing the network is by removing all edges and relying on the approximate geometric distances to represent the
similarities between the triggers.

a bit deeper. Figure 4.9 shows the centrality of the most common emotional triggers for each of the three chapter types stone, neutral, and flower
across all narrations in the Uganda set. To arrive at this chart, a weighted
degree centrality was computed on the distances networks in such a way
that the sum of degrees over all emotional triggers in the network was 1.
While the degree centrality is only the most basic centrality, and there are
dozens of more sophisticated centralities which can for example be found in
[KLP` 05], in this case the network is a complete graph representing the resistive distances between triggers. Therefore, the degree centrality weighted
with the length of the edges is actually identical to the closeness centrality
because of the triangle inequality, and it is similar (but not identical) to
the current flow closeness centrality on the original network.
Before drawing any conclusions from these statistics, it should be made
clear that a significant bias might be caused by the relative lengths of the
chapter types: The average stone has „ 500 words, the average flower „ 230
and the few neutral chapters „ 450 each. This is more dramatical in the
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Figure 4.8: The same network reduced to 150 edges. The node in the center is
fear, which appears to be quite typical for these networks, and fits well with the
central role that fear (and its management) takes in NET in general [RSN` 08].

Nar_JM.doc narration, with an average 1350 words per stone, but only
230 per flower and „ 350 for neutral chapters. Definitely no conclusions
should be drawn from the prominent position of sadness in neutral chapters, however, because the Uganda set of narrations contained one narration,
NET_OE.doc, which did not contain any annotations of the chapter types.
Instead of attempting to guess them, their type was set to “neutral” in all
cases, which may have skewed the distribution for neutral chapters. Also,
in at least one case, the author improperly included present-day thoughts
like I still feel sad talking about this now in the narration without
highlighting them, so that these instances of sad were incorrectly included
in the networks for that narration.
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Figure 4.9: Average weighted degree of the most common emotional triggers,
grouped by chapter type, and ordered according to the relative frequencies with
which they appear in stones and flowers. It can be clearly seen that fear is
most frequent in stones, whereas in flowers, happiness is more prominent. Note
however that stones are generally longer than flowers due to the therapeutic
focus on stones, so that a single “ happy” may significantly increase the degree of
happiness in the network of a flower.
Ego as used here is the head word for the WordNet sense synonymous to egotism,
an inflated feeling of pride in your superiority to others.

Nevertheless, there does appear to be a clear tendency for negative feelings to appear in stones and positive feelings to be more concentrated to
flowers. Figure 4.10 shows an example flower taken from the Nar_JM.doc
narration, where the more central position of the emotions happiness,
tranquility and wish with respect to fear and apprehension can be
easily seen. However it also demonstrates that this chapter is shorter than
the example narration, by being much less dense than the network in figure 4.7, even though both networks are in exactly the condition in which
they are generated by fearnet.
It could be argued that fear, in the context of the narrations, is essentially a stop word, or rather a “stop node”: Because it is so central to the
trauma, and its management is to the treatment, it may be too frequent
to be very meaningful on its own. So instead of showing it as a node labeled fear, it might be more useful to treat it as a property of every node,
by visualizing the distance of every node from fear. This separates the
information about the importance of the node, which the visualization as-
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Figure 4.10: Distance-based network for a flower from the Nar_JM.doc narration.
The more central position of positive feelings is clearly visible. What can also be
seen, however, is the much smaller size of the un-pruned network compared to
figure 4.7, which is caused by the relatively low amount of text in the flower.

sumes to be expressed by the distance to fear, from the information about
the relations of the other triggers among each other, leaving only the latter represented by the links in the network. In figure 4.11, this was done
by mapping it to the node area, which results in saw: Mehmet becoming
noticeably bigger than the more peripheral nodes. However, these bigger
nodes still cluster around the “center” of the network, strongly connected
to each other but relatively weakly connected to the rest of the network.
This is not necessarily problematic, as long as there is some semantic
relationship between them, or as long as the patient’s mental connections
are represented reasonably well. However, in this case it is clearly visible
that most of them are connected simply because they have something in
common – the four boys and Mehmet being the most visible examples.
Neither of them is detected, of course, because there are no rules for the
extraction of actors. Therefore, in figure 4.12 nodes referring to the same
actor – Mehmet, the four boys, and the stream – were contracted. For
the stream, care was taken to also include cases where it was referred to
as water, which would be hard to do for an automated system, similar
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Figure 4.11: The example network again, this time with fear and panic removed
and mapped to the node size (and label size) instead. Therefore, in contrast
to figure 4.8, this network also shows the strength of association with fear for
isolated nodes. The number of edges is 129, and while the network starts falling
apart, there is still a rather densely connected cluster in the middle, most visibly
involving Mehmet but also the four boys.
Also note the strong edges, visible in the bottom right corner of the network,
between distress and arms shoulders hurting, which are caused by these two
triggers having been found in the same phrase.
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Figure 4.12: Here, multiple triggers involving the same actor – Mehmet, the four
boys, and the stream – were contracted into a single, orange-colored node each.
Fear and panic were then again removed and mapped to the node size. The
number of edges is 106. However, the man from the village (Osman) is still
barely visible because it is not found by the trigger extraction rules.
Mehmet is most visible, but also note the node saw: man Mehmet lifted water
which connects three of the most important actors – Mehmet, Osman, and the
stream.

to the challenge posed to a coreference resolution system when confronted
with IBM is an IT company. The Armonk, NY based computer giant
sells both hardware and software.7 The coreference resolver of the
natural language processing system chosen for fearnet, Stanford CoreNLP
[Sta13c], does not detect such complex instances of coreferent words or
phrases, neither in the IBM example nor the one that holds between water
and stream in the narration.
7

This otherwise useless sentence was chosen because such complex instances of coreference are common in journalistic text, a more usual input for coreference resolution
systems than the narrations.
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The result of these contractions can be seen in figure 4.12, which then
again had the node for fear removed and mapped to node area and label
size. The central role of Mehmet is still visible, but more importantly the
four boys are more visible now. To a certain degree this is an expected consequence of the contraction of the nodes, most simply because the reduction
of the number of nodes increases the average node size and thus makes the
nodes more visible, but also because their distance to fear can be no larger
than the shortest distance of any of the original nodes. However, it is not
a definite consequence; for example, the node for the stream, water / the
stream, still takes a rather peripheral role in the network, and also does
not appear to be strongly associated with fear. This is not the only one of
the supposed associations that still appear highly improbably, for example
the ones between saw: man Mehmet lifted water and anger, the four
boys and hope, or the relatively peripheral location of the stream. However, it should be noted that this may be an artifact of the short example
narration – hope, for example, comes from a single I hoped it would be
someone from the village.
There may also be better distance functions to use than the resistive
distance. The obvious example is the shortest path distance, which in this
case would mean the shortest chain of semantic links between two triggers,
and still suffers from the problem that caused it to not be used – no other
paths contribute to the distance, in particular, multiple shortest paths do
not connect two triggers more strongly. Another interesting class of distance
functions can be found in [RvLH09]. It is not clear if the conditions from
that publications apply here, but if they do and the resistive distance is
effectively meaningless, it may be better to use one of these, or to use the
shortest path distances anyway.

4.2

Text-Based Networks

There is another more pressing problem with the distance-based networks:
The trigger extraction has to work perfectly. If it does not, any words or
phrases it fails to find will not show up in the resulting network, giving
the false impression that they are either not present in the narration, or
not important to it. As they are, the trigger extraction rules are far from
perfect and miss a sizable part of the potential triggers in the narration –
they would certainly profit from further refinement.
One important observation however was the tendency of all triggers,
regardless of category, to appear “close to” other triggers, that is, it makes
sense to search for triggers in the text close to the already detected triggers.
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The underlying idea is that concepts which frequently co-occur with the
triggers are assumed to be connected with them in some way, and are more
likely to trigger the fear network. The obvious approach, then, is to find the
items that are close to a detected trigger, in this case using the case frame
network, and attempt to find combinations that frequently appear together
using classical frequent item set mining using [AIS93]. For this purpose, all
words of the sentence containing a detected trigger, as well as all sentences
no more than two links away from it, were packed into an item set and
the list of them used as the transaction database. However, when this was
mined using KNIME [kni13, BCD` 07], it became clear that the narrations
were likely too short for content words to co-occur frequently enough for
frequent item set mining to effectively work on them – the “frequent” item
sets that were found generally appeared 2-4 times in the entire narration.
This is very different from typical frequent item set mining applications like
shopping basket analysis where there are tens or hundreds of thousands of
transactions, and a frequent item set with a minimum support of 1% is still
based on thousands of transactions. Here, the entire “database” is smaller
than that; an entire chapter yields only as many “transactions” as there
are detected triggers. In other words, it appears like the frequent item set
mining, being a method based on statistics, does not have enough data to
work on, and the “frequent” item sets degenerate into co-occurring item sets
to a considerable degree.
It was considered very problematic to base the decision of “frequent or
not” on just a handful of cases, in particular because a single additional
co-occurrence might make an infrequent item set frequent.8 Therefore, an
approach based on network analysis was used instead, which considers not
only direct links but also indirect ones. As illustrated in figure 4.13, it
computes how close each to a trigger each node using the case frame network
to represent the semantic relationships contained in the text. This can be
seen as a variant of the principle underlying the frequent item set mining,
namely that it also finds concepts that are associated with detected triggers
in some way, but based on strength of connectedness instead of frequency of
co-occurrence as in the frequent item set mining case. Unlike the distancebased networks of section 4.1, what matters here is the closeness of concepts,
not specific words in the text; that is, textually identical words are treated
8

There always has to be a threshold, so there are always situations where a single
additional transaction is enough to make an item set frequent, but on a large database
it is reasonable to assume that random fluctuations will average out, and that item sets
close to the boundary of being frequent therefore are only slightly significant. With
only some 500 “transactions” extracted from a narration, however, a single additional
occurrence could make an item set “jump” well above the threshold.
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knew
locked
wrong

key
evening

John
entrance door
what
company

wooden

Figure 4.13: Measuring how close a node (John in this case) is to detected triggers
by the way it is connected to them in the network. Note that the two nodes for
wrong which were still separate in the distance computations of figure 4.1 were
also contracted, because now it is the distance between concepts (types), not their
instances (types).
The text is the same as in figure 4.1, John knew what was wrong at the
company. In the evening, he had locked the wooden entrance door using
the wrong key.

as identical, and so are synonymous words.

Building a Network of Concepts
In order to measure the distance between concepts, the network has to be
reduced to a network of concepts, at least to some degree. This means that
a word like car refers to the same concept every time it is used in the text,
and thus multiple instances of car must be represented by a single node
in the network. Furthermore, because the synonym automobile refers to
the same concept as car, it should likewise not have its own node, but be
represented by the car node. The exception to this, of course, is words that
occur in different senses, such as the use of car synonymous to railcar.
This is the problem of word sense disambiguation, of which [Nav09] provides
a recent survey. In this case, however, it was solved by simply assuming
that each word always refers to its most common sense, which appears
to be an overly simplistic baseline strategy, but is very well justified by
studies like [SP04], where even the best systems barely beat it.9 That is,
all words belonging to the same sense (“synset”) in WordNet are contracted,
with the most common synonym for that sense used as the node label. This
9

The best two systems achieved 65.1% each, but taking the most common sense from

WordNet scored a very respectable 60.9% not beaten by the majority of systems. The

typical agreement between human annotators is given as 70-75%.
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Figure 4.14: The network from figure 2.7 transformed for finding concepts that
are close to detected triggers. The only difference from figure 4.2 is that nodes
referring to the same sense in WordNet have also been contracted; coreference and
multiple edges are treated identically.

is performed in addition to the contraction of coreferent nodes performed
because of the assumed semantic relationship between them, as explained
in section 4.1, leading to a network like the one in figure 4.14.
One issue that still needs special attention is stop words, as in almost
all language processing. It is acceptable, and likely even desirable, to have
two concepts A and B that are connected by a third concept C – there
is nothing unintuitive about concepts connecting other concepts, and the
situation can in fact be seen simply as a case of transitivity; if A and
C are related, and so are B and C, then there is likely also some kind of
connectedness between A and B. This argument, however, falls if C is a stop
word like to see; claiming the existence of a transitive connection through
to see would be quite dubious. The only case when such a connection could
be legitimately implied is where both A and B are connected to the same
instance of to see, as in I saw John and Jane. Therefore, stop words
are not removed from the network, but kept as a dummy node for each
time they are mentioned, so that the network stays connected and relations
through the same instance of a stop word are retained.
The more common choice of simply removing all nodes belonging to
stop words would only work in some cases; in all cases where a stop word
appears as a head predicate, the removal of its node would also break both
the linear chain of sentences and effectively remove the specific sentence
affected. Because this involves fairly common constructs like He saw what
I had done, where saw is a stop word, the disconnection if the entire
sentence is not an option. Keeping the stop word in a non-contracted way,
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on the other hand, does not harm much as long as no part of the distance
computation uses any paths over the stop word as “shortcuts,” that is, as
long as no two nodes are see (more) connected because they both have an
edge to a stop word. This is ensured by not contracting nodes referring to
the same stop word, unless they are additionally connected by a coreference
relationship that semantically connects them. It should be noted that being
coreferrent to the narrator does not constitute such a semantic relationship,
as described in section 4.1 for the distance-bases networks.

Computing the Prominence of Concepts with Respect
to Detected Triggers
As with the distance-based networks, there was the choice which distance
function to use, with the shortest path distances as the “usual” choice. But
as explained in section 4.1, the shortest path distance has a few properties
that may be undesirable for text networks, in particular the fact that multiple paths between two nodes do not connect them more strongly than a
single path would. This is even worse for the text-based networks which
explicitly intend to find associations between concepts in a way analogous
to frequent item set mining, and so clearly contains the claim that multiple
paths to a trigger connect a concept to it more strongly. The resistive distance was again used, particularly because of that property of alternative
paths strengthening a connection, that is, two concepts get closer if they
more frequently appear close to each.
For the same reason, the analysis does not try to find the distance of
a node x to the closest trigger only, but tries to measure the distance to
all detected triggers taken collectively. The resistive distance allows doing
so in a very convenient way that assures that current, and therefore the
influence on the computed distance, is proportional to the distance itself,
by introducing a single addition node γ which acts as the source of all
influence by being connected to every node where a trigger was detected,
like in figure 4.15a. Because the simulated current takes all paths, but
proportional to their “resistance,” paths to nearby triggers have a much
stronger influence than those to triggers that are more distant to the node
under consideration in the network. Thus it can be seen in figure 4.15b,
where the percentage of the current that flows over each link is mapped
to the color of that link, that the paths over the nodes for the trigger t
contribute much less to the distance than the paths over the triggers s and
u.10
10

Because of the relative length of the paths, the longer ones may unfortunately barely
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(a) A virtual source node γ is introduced and connected to all triggers
found in the text (s, t and u in this
case). Because only the distance to the
triggers collectively is sought, all triggers are connected to it identically.
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(b) The distance of a concept x to all
of the triggers can then be measured
in terms of the resisitive distance to γ.
Note that the simulated current takes
all paths between the concept’s node
and γ, but most still flows over the
shortest links.

Figure 4.15: Computing the distance of a concepts to all of the triggers by introducing an extra “source” node γ.

The resulting distances rpx, γq are then converted to an importance
1
.
wpxq, to be stored in a node attribute called weight, by wpxq “ rpx,γq
Note that according to this definition, the weight of γ would be `8, but
wpxq will be finite for every x ‰ γ because rpx, γq ą 0 for all such x.
If the trigger nodes themselves were used as sources, their weight would
be a meaningless `8 which cannot be compared to the finite weights of
other nodes. Using the separate source node γ, however, not only do all
triggers get finite weight values on their own, but their weight will even be
further increased when they are close to other triggers, because these form
additional paths to γ that are longer than the direct connection, but still
carry part of the simulated current as demonstrated in figure 4.16. This also
compares well to the tendency observed in chapter 3 that triggers usually
appear in clusters.
Unlike the distance-based networks, this analysis does not treat the
nodes that were detected as potential triggers specially in any way except
for their connection to γ; the fact that a trigger was detected at that node
is only stored in a node attribute, along with the label of the trigger, so
appear colored at all.
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Figure 4.16: A hypothetical situation showing how the weight of a trigger t is
increased by the presence of an additional trigger s close to it. This additional
trigger s causes an additional path from t to γ with length 2 and thus carrying
1
3 of the simulated current. Therefore, the weight wpxq will be 1.5 instead of the
1.0 of a single, isolated trigger.

that it can be used for later human inspection. The stop words, however,
are treated specially – because they are not contracted, there is bound to
be a large number of them. With the “importance” of the nodes based on
their distance to the triggers, this large number of stop words will not affect
this importance measure as it would for centralities, where they would increase the degree of the nodes they are connected to and therefore directly
or indirectly increase the centrality of these nodes.11 However, determining
their weight unnecessarily increases the amount of calculations to be performed, and what is much worse, they may appear to be more important
than other non-stop words when reducing the number of nodes in the network as described in section 4.3. In particular, a single stop word like the
pronoun I connected to three detected triggers might obtain an importance
of 1.5, which is more than that of a relatively isolated trigger, which will
have a value slightly above 1, mostly from its own connection to γ – if it
is relatively isolated, the paths to any other trigger will be relatively long,
and thus not contribute much. As it appears unjustified to treat a stop
word as more important than a trigger, it was decided not to compute their
weight at all and instead set it to 0 directly. It should however be noted
that coreferent nodes are never considered stop words. These are generally
persons, and should thus be considered important even when referred to as
an unnamed man or woman, which would otherwise be on the stop word
list.

11

The only centrality which is directly affected by the stop word nodes is the degree
centrality, but they also have an influence for other centralities like betweenness, where
they increase the number of shortest paths, particularly when they are connected to a
node that is otherwise a leaf through which no shortest paths would pass.
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(a) The text-based network for the example narration, as produced by fearnet. Like the distance-based network,
this network is meant to be further reduced in size, and not to be evaluated
like this.
The linear chain of sentences has again
been highlighted, showing that the network was “tied together” more closely
by the second contraction than the one
in figure 4.4.

(b) Here, all stop words have been removed, breaking up the chain of sentences in many places. This is very undesirable for the distance computation,
but is successful in reducing the large
number of nodes for I, then and similar stop words which make the network
in figure 4.17a hard to read.

Figure 4.17: The text-based network for the example narration. Coreferent nodes
have been contracted, as have textually identical ones.

Analysis of an Example Network
Figure 4.17a shows the network as output by fearnet. This network is in the
condition in which it was used for the distance computation, and thus still
contains all nodes except the virtual source node γ, that is, it still contains
all stop words. These stop words were not removed because they break the
chain of sentences rather strongly as shown in figure 4.17b, but when examining this network, it makes sense to remove at least the ones with degree 1.
By their nature, stop words like I, then or go should not contribute much
to the meaning of the text, thereby only adding unnecessary clutter to the
network. It might make sense to keep those that have a degree greater than
1, because they still connect at least two nodes and removing them removes
this indirect connection.
For all networks in this section, it is important to note that unlike
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Figure 4.18: Text-based network for the example narration, reduced to the 25
nodes with highest weight based on the distance to all detected triggers. Label
size represents weight.

the distance-based networks in section 4.1, the text-based networks do not
explicitly try to detect the connections between those words, so that links
are based only on the connections in the case frame network. This means
they represent the semantic connections that are present in the text to the
extent that the case frame network does so, but they do not necessarily
represent any connections the narrator might have between the items they
represent. Therefore it may make sense to remove the links completely and
instead focus only on the triggers themselves. As a less radical version,
the networks are shown with the links included, but the weight attribute
mapped to label size; this places the focus on the words, but does not
completely remove the links between them.
Under the hypothesis that the weight attribute properly represents how
important each word is to the narration, this network was reduced to 25
nodes which, if the hypothesis is correct, should be the most important ones
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Figure 4.19: Text-based network for the example narration, reduced to the 25
nodes with highest weight based on the distance to certain emotions which likely
include an alarm response, such as fear or helplessness. Label size represents
weight.

in the narration.12 The network in figure 4.18 is weighted according to the
distance to all triggers, as described above. However, because the concept
is relatively flexible and allows the computation of weights based on the
distance to any set of nodes, a small variant of these networks was created
which only uses emotions including an alarm response as the “anchors” to
which the distance is measured. These emotions, which most importantly
include fear and variants thereof, such as panic, are of central importance
to NET and PTSD. In fact, the diagnostic definition for PTSD, which the
NET manual [SNE05] quotes from the DSM-IV [APA94], require such emotions to be involved in the victim’s reaction to the traumatic events – if no
12

There is no special significance to the number 25, other than it was considered a
manageable amount that leads to readable networks.
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alarm response is involved, the patient cannot be diagnosed with PTSD.13
In fact, the definition does not mention the alarm response at all, but explicitly lists the three emotions fear, helplessness or horror, thus only
these three emotions were used as the anchors. The resulting network is
shown in figure 4.19.
The two networks are very similar, and were therefore laid out in such a
way that the relative positions of the nodes are approximately equal. Comparing these networks to the triggers from section 3.6 that were marked by
psychology students, it is immediately visible that while the “core” of the
network after pruning contains all emotional triggers and the actors. Not a
single one of the manually marked cognitive, physiological or sensory triggers is found in the pruned network, even though fearnet detected almost all
of them. Instead, the analysis appears to “focus” more on Mehmet’s fear,
which is extensively referred to in the text. The prominent role of emotions
is not surprising in the network which uses some of them as anchors, but
interestingly even when using all triggers, the focus on emotions remains.
This may to a certain degree be caused by the fact that emotions are effectively the only triggers that are contracted – they form a closed class
containing a finite number of possible emotions, which usually appear multiple times, while for cognitive triggers, for example, there is an effectively
infinite number of them, which more importantly are not usually repeated.
On the other hand, in the text-based networks the narrator’s heart is also
contracted to a single node, but only ranks 85 and 87 in the networks based
on all triggers and the three emotions, respectively.
The distance measured using on the text-based networks was intended
to perform a more informed analysis. Therefore, the results were also compared against a general-purpose centrality, current flow betweenness. This
centrality, introduced in [BF05], is intended as a variant of the (shortestpath) betweenness centrality favored for CRA networks in [CKMD02], and
was thus considered most suitable for the text networks. The relative centralities are shown plotted against each other in figure 4.20; because the results were relatively similar independent of the anchors, the network based
on all triggers was chosen. It can be seen that the weight attribute correlates with the general-purpose centrality in general, as indicated by most
nodes lying close to the gray line marking equal scores, but there does appear to be a tendency for the current flow betweenness to prefer nodes with
a high degree, such as playing with degree 18 or man with degree 19, while
fearnet’s weight obviously assigns higher scores to its detected triggers, but
13

Note however that this particular criterion is scheduled to be removed in the DSM-5
[NCfP12], to be released May 2013, which somewhat undermines the argument.
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Figure 4.20: Comparing the weight, computed by fearnet according to the distance
to detected potential triggers, with the current flow centrality, which is not specific
to the narrations. The gray line with slope 1 separates nodes with higher current
flow betweenness from those with higher weight. The nodes with low scores
cluster in the lower left corner, but these would be removed by pruning in any
case and are thus not as interesting.
Playing most clearly shows that the centrality’s “preference” for nodes with a high
degree is stronger than that of the weight computation which uses the triggers as
explicit “anchors.” The weight, on the other hand, tends to score emotions like
fear higher.
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also to some words that are close to them, notably water, which was not
detected by any rule. However, the effect is unfortunately much weaker than
was expected, with more research into the reasons definitely warranted.
A further comparison between the existing text network algorithms CRA
and WNA, created by visone’s NLP extension, to the distance- and textbased networks is shown in figure 4.21. For CRA, verb phrases were also
included in an attempt to include verbs like to kill, which in the context
of the narrations would be very problematic to remove. This makes the
network more dense and therefore harder to read, but it was felt that omitting them would be unjustified for the narrations. For WNA, lower window
sizes reduce the density, but also decrease the likelihood that a link is found,
so the default value of 5 was used. This example is based on the chapter
narration from the Nar_JM.doc narration, and therefore is used here only
anonymized, with all labels removed. The different structure of the four
networks is easily visible. To some degree, this can be seen as a “journey”
through text networks incorporating an ever increasing amount of linguistic information – starting at WNA, which is based only on words and only
filters according to POS tag, going a level deeper into semantics with CRA,
which is based on (noun) phrases and filters according to the function of
phrases in the text, to the text-based network, which is defined on sentences
and uses the dependencies within the sentence as its theoretical basis.
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(a) WNA network, window size 5.

(b) CRA network, bottom-most noun and
verb phrases.

(c) Distance-based network, all edges.

(d) Text-based network, stop word nodes
removed.

Figure 4.21: Comparing the structure of CRA, WNA, and the case frame-based
networks, each in their original condition as produced. Current flow betweenness
has been mapped to the node size for WNA and CRA, while the case frame
network uses the weight attribute. Because this example is from the Nar_JM.doc
narration, which is not to be published in any way, all node labels had to be
removed.
Note the extremely high density of the WNA and distance-based networks. CRA
appears more sparse and more readable. Obviously, neither CRA nor WNA place
any focus on the triggers, and emotions do not otherwise score high in either of
the resulting networks.
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Two Unequal Presentations of a
Narration

Two simple visualizations were used to show the results of the analyses. The
first one, which shows the results of trigger extraction only, simply consists
of the text of the narration with those words that were found to be part of a
potential trigger highlighted in color, along with an interaction mechanism
to display the label of the trigger that was found. Because this text form is
the “native” representation of the narrations, it has the advantage of being
very accessible – beyond the color scheme, there should not be much to
explain. This representation is described in section 4.3.
It cannot easily show any connections between the triggers, however,
which requires a network-based visualization. Therefore the second visualization shows the narrations as a network with the nodes color-coded
according to the category of trigger that was found, if any. The text itself
comes second, but interactive linking is used to allow backtracking. While
this alternate presentation of the narrations can display much more information, it does require some familiarity with network representations, as
well as the tool that was used, visone [vis13a, BW04]. It is described in
section 4.3, along with some further steps that can be performed on the
network in visone.
Before the visualizations themselves are discussed, it makes sense to
introduce the colors used to highlight the triggers in those visualizations.
Because the four kinds of triggers are a recurring theme of all the analyses
performed on the narrations, it was decided to reserve node color exclusively
to the representation of the category of each trigger or word, representing
attributes like computed centrality or weight scores by the node size. An
Overview of these colors can be found in figure 4.22, with a more detailed
rationale, and mnemonics, for the assignments to be found below.

A Meaningful Common Color Scheme
In all of the following examples, the nodes are colored according to the
kind of trigger they are part of. Because this is done in all representations,
a color scheme was defined to be used in all of them, with the intention
that the category should be immediately clear from the color of a node or
word once the color scheme has been memorized. Therefore, the colors were
chosen to have as intuitive a connection to the category as is possible, so
that ideally memorizing would be largely automatic.
In all cases, the same color scheme was used, namely the scheme called
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category
emotional nodes
cognitive nodes
sensory nodes
physiological nodes
multiple categories
ignored text
other text

color

example
afraid
mother
footsteps
choked
shoulders
whether
suddenly

RGB triplet
228, 26, 28
55, 126, 184
77, 175, 74
152, 78, 163
255, 127, 0
153, 153, 153
0, 0, 0

Figure 4.22: Colors used for text highlighting. Unfortunately, because of the use
of the red-green axis is necessary with five categories, some of them may be hard
to distinguish for colorblind individuals.

Set1 from ColorBrewer [Bre13]. The set itself was chosen simply because
the colors had to yield a good contrast on white, so that a text highlighted
with them would be easily readable against a white background, which
trivially excludes most of the ColorBrewer sets which tend more towards
lighter pastel tones. Of the two dark ones in the qualitative category, Set1
has more pleasing colors than Dark2. Some thought was however put into
the assignment of the categories to those colors, so that there should ideally
be an intuitive connection between color and category. If not, the list below
should at least provide convenient mnemonics to rembember the mapping,
using color associations taken from [Mar06, QSX13, CoFA13].
emotional
Red is generally associated with strong feelings such as anger (seeing
red ), love or aggression, as well as with blood or war. It is a somewhat
“aggressive” color, and was therefore considered the obvious choice for
emotional nodes.
cognitive
Blue has some associations with concepts such as wisdom or intelligence as well as being the traditional color of the sky, which fits well
with the “cloudyness” or intangibility of thoughts.
sensory
As the color that is generally associated with nature, green has no
really obvious connections to the human senses, except nature being
perceived by them. The mnemonic for the association was a green
tree, which may be perceived.
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physiological
Purple was used because it has a rather nice contrast to the other
colors. If there is to be any mnemonic, it is pink, for skin color.
multiple categories
Sometimes, more than one possible category was found for a single
word. As it was deemed necessary to make this situation visibly distinct from the other categories, it was not an option to choose one of
the colors for the categories of the node – for example, coloring the
word purple because it was contained in two physiological nodes, but
just a single emotional one.
Brown would be the obvious choice as a “mix” color, but does not fit
well to the others. Orange, the next color proposed by ColorBrewer
after purple, is similar, but fits better and is more visibly distinct
from red.
ignored words
Ignored words are colored neutral gray to symbolize that they are not
important. They cannot be simply removed because this renders the
text extremely hard to read, an in some cases, namely when parts
of the text are ignored due to errors, they can still be important.
However, this is an exception, not the rule.

Narrations as Interactively Annotated Text
The most basic presentation of the narration is its original text form, enhanced by highlighting all words that were found to be part of potential
triggers. This text then looks similar to the following example taken from
[RSN` 08], pages 96-98. Because the original text was in German, while
fearnet requires English as input, it was translated by the author with some
proofreading by an English native speaker.14

In the summer of 2004 , Mehmet and I were playing at
the mill in our village . We did n’t play there often ,
most of the time we played at home . The mill was n’t far
from our house ; it was at the edge of our small village .
We were playing hide and seek when four boys came and
asked us if they could play with us . They were about 13
or 14 years old . I had never seen them before . The boys
14

Justin M. Preston
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had dark hair . They looked completely normal . When
they asked whether they could play with us , I was not
concerned . At first we all played together , but then
suddenly one of them said to us , “ When you are grown
up , you will be exactly like your father , ” and then suddenly everybody approached Mehmet and I . We had been
playing a few meters from the stream and were standing
with our back facing the stream . When they approached
us , they suddenly looked angry and I became frightened
when I saw their angry faces . My heart suddenly beat
faster . I did n’t know what they were planning , but I
suspected they wanted to do something bad to us . The
boys forced us further and further towards the stream
. I became more and more frightened and thought they
would beat us , I knew they were Turkish . When we came
close to the stream , my fear grew . And then they suddenly pushed us into the water . A few boys pushed me
into the water together with my brother . I did n’t see
my little brother Mehmet at that moment . The water
was ice cold . At first I was panicking that I would drown
or freeze to death . I had water in my mouth and in my
ears , and I could n’t breathe at first . My throat was
choked and my whole body was stiff and I could n’t move
. But inside my body , my heart was beating like mad . I
thought I would die . At that moment I could n’t scream
either .
Then I realized there were a few trees beside the stream
, and a few branches of the trees were hanging into the
water . I tried grasping one of those branches and managed to do that . I then clung to these branches with
all my strength . I was still afraid , but I no longer had
the feeling that I would die in a moment . Then I also
saw Mehmet again . He was also clinging to branches at
some distance from me . I did n’t feel any ground below
my feet . I kept thinking about what would happen if the
branches were n’t there or what would happen if they
broke . Mehmet was crying , and I called to him not to be
afraid . At that moment my fear was horrible . I thought
we would never get out of that stream on our own and
we would freeze to death or the branches would break
and we would drown . I also noticed that my strength
was declining further and further and I had a hard time
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clinging to the branches . My arms and shoulders were
hurting and I was feeling terribly cold . But I could n’t
show my fear to Mehmet , because he would have gotten
even more fearful otherwise . The boys had just walked
away . Then I heard footsteps and my fear declined , I
hoped it would be someone from the village . It was a
man from the village that we knew . His name was Osman . He came from the direction of the trees . He had
heard us because Mehmet had been crying all the time .
He first approached me and extended his hand towards
me . I released the branch with one hand . But he did n’t
take my hand , but instead grabbed me at the shoulders
and lifted me out of the water . He was standing on the
lawn and could easily lift me out from there . He did n’t
say anything at all and neither did I . I was still shocked
, but I saw and felt that my fear was slowly declining .
He then went to Mehmet and lifted him out of the water . After he had lifted Mehmet out of the water , I
saw and also felt that Mehmet was very afraid . He was
crying , and I tried to console him a bit . In order to
set a good example for him , I pretended that the whole
thing did n’t make a matter to me . After all , he was
afraid and I did n’t want to make that fear even worse
. I do n’t remember exactly how we got home . But I
can remember what my mother looked like when she saw
us . She was very sad and was crying . But she tried to
console us anyway . First we went to the stove . It was
nice and warm and we took off our wet clothes . My
mother rubbed us warm with a towel , and we put on
something fresh . I was very relieved to be home . Being
home gave me a feeling of safety . We told everything
to our mother . She was very sad and very scared . She
tried not to show it , but I saw it in her face .

This simple highlighting suffers from the problem that it is not easily
possible to show the labels that are assigned to each of the triggers. Showing
these in the text is impractical because of the way it disrupts the flow of
the text, so the labels are not initially shown at all. Instead, when the user
places the mouse over one of the highlighted words (see figure 4.23), a small
frame is shown below the word, which contains the potential triggers that
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Figure 4.23: The example narration in the Chromium browser. The detected
triggers are not shown, except for the one the cursor is hovering over. In this
case, only a single trigger, the emotion panic, has been found, with the trace in
the pop-up frame explaining how it was found, see section 3.1.

were detected to include this word.
The label of each of the triggers is shown, as well as the trace (see section 3.1) that describes why the trigger was found. Placing the mouse over
the label underlines all words that are part of that specific trigger, so that
the “extent” of the trigger can be determined, which is particularly helpful
for understanding those cases where more than one category of potential
triggers was found for a single word. Clicking the label jumps to a list
of unique triggers (see figure 4.24). This list, located below the text itself,
gives an overview of the triggers that fearnet found and their categories. This
list contains links back to every word in the text where this trigger was detected so that the user can also use it as a starting point for navigating a
narration.
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(a) Pop-up frame for a word which belongs to multiple triggers. Hovering
over the link to anger shows that only
angry is part of that trigger. Hovering
over saw: faces would show that both
words are part of to the second trigger,
with angry being an attribute of the
faces.
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(b) The node list, focused on the trigger fear. Note the abbreviated form
of the WordNet definition for this specific sense of fear as an emotion experienced in anticipation of some specific
pain or danger, which serves to distinguish multiple senses of the same word.

Figure 4.24: Linking between the pop-up frames shown in the text and the trigger
list at the end of the document. Clicking the links in pop-up frames will take
the user to the node list at the end of the page, beyond the text of the actual
narration, which contains all the triggers grouped by category. Clicking on any of
the words in the list would take the user to the corresponding word in the text.

Narrations as Networks with Linking
The node list at the end of each narration can be used to navigate the narration by focusing on a trigger that is found to be interesting for some reason,
but it can neither show any relations between the triggers nor can it give
the user any initial hint at the importance of a trigger with respect to the
narration. It might be possible to show the importance of a trigger in some
way, but with regard to the connections, a network-based representation
is more appropriate. Therefore, the text linking functionality implemented
in visone [vis13a, BW04] in the course of a bachelor’s thesis [End07] was
slightly adapted so that it works properly with an attribute mapped to the
node color. This was necessary because the node color had to represent the
category of each node in the same way that it does in the narrations.
In this presentation, the primary focus is on the network, that is, the
probable triggers that fearnet detected. The text itself is only shown when
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Figure 4.25: Selecting the neighborhood of Mehmet in the example narration in
the network view highlights the corresponding words in the text window. The
colors are identical between the two views.

the
button is clicked.15 After doing so, selecting nodes in the network
highlights the corresponding words in the text, as shown in figure 4.25, by
setting their background to the color of the respective node. This way the
user can select a trigger in the network, perhaps according to the network
structure, and find the corresponding positions in the text. The primary
navigation direction is network to text, that is, a node is selected and its
corresponding text is highlighted. However, it is also possible to select a
sentence in the text by clicking it, which causes the corresponding nodes to
be highlighted with a thick, yellowish-orange border, see figure 4.26.

15

Note that except for the special version shipped with this thesis, the
button is
not visible unless it has been explicitly enabled in the visone options under extensions Ñ
enable TEXT button. Also, it is only available starting from visone 2.7.0, which at the
time of this writing has not yet been officially published on the visone homepage, [vis13a].
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Figure 4.26: Clicking a sentence in the text window highlights the corresponding
nodes in the network view. Because this network has already been pruned, some
of these nodes have been removed, and only the ones remaining in the network
are highlighted.

1D and 2D Network Layouts
All networks eventually have to be laid out in some way. Instead of keeping
with the original mapping of one axis for the category, and placing the nodes
along the other axis to improve the layout, as was done in figure 4.27, it was
decided that the coloring provides enough linking within the categories that
the nodes can be placed freely on both axes, thereby permitting a layout
that more closely represents their distances in the network.
Automatically constructing a layout similar to the one in figure 4.27,
with the categories mapped to one of the axes while minimizing the number
of edge crossings, by using the Sugiyama algorithm [STT81]. In the example
network, the edges within the categories are only present between nodes
that are directly above or below each other, forming a chain that is not
terribly useful. In the original visualization, this does not matter much,
but it causes a considerable amount of clutter in the Sugiyama layout, so
they were removed to better show the concept. The resulting network then
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Figure 4.27: A synthetic example of a fear network. From [RSN` 08], page 90.
Categories were colored according to the schema describe in figure 4.22. This
network contains only the hot memory, that is the triggers connected to each
other to represent the connections in the patient’s fear network.

looks like figure 4.28a. However, with the categories already encoded by the
node color, the network can instead be laid out using both axes as degrees of
freedom, using visone’s quick layout which performs the algorithm described
in [BP09]. While the resulting network in figure 4.28b looks less ordered, it
can better show the similarity of nodes. It was therefore decided that it is
worth using, even though it deviates further form the original presentation.

Appendix: Basic Network Manipulation in visone
The network representation is more powerful for getting an overview of the
narration, but fully exploiting it requires some knowledge on the possible
operations in visone, so one particularly important task on the resulting
networks will be described below: Removing unwanted nodes and edges. A
complete guide to visone is out of scope of this text, but can be found in the
visone Wiki [vis13b]. The networks that are generated by the automated
analysis described above tend to have large numbers of nodes or edges,
not all of which are equally interesting, thus it may be desirable to remove
the less important ones. This can better be done according to any of the
centrality measures implemented in visone, but the networks generally also

4.3. TWO UNEQUAL PRESENTATIONS OF A NARRATION

(a) The same network as in figure 4.27,
laid out using the Sugiyama algorithm
[STT81]. Because the edges between
the nodes of a category that are directly
above and below each other have been
removed, it is more clearly visible that
Schreie der Schwester is not connected
to the rest of the network at all.
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(b) The same network as in figure 4.27,
laid out using visone’s quick layout function, which tries to lay out the nodes so
that their geometric distances correspond
to their graph-theoretic distances as far as
possible. For example, it is immediately
visible that Gewehr is much more closely
connected to Wir werden sterben! than
to Schwitzen.

Figure 4.28: Comparing the one-dimensional node layout of the Sugiyama layout
(left) to the two-dimensional layout of visone’s quick layout (right).
While the Sugiyama layout looks more ordered due to the category being mapped
to the y axis, the quick layout can use both dimensions to better represent the
network structure.

contain an attribute named weight which is computed as described above.
In the case of the distance-based networks, this is the explicit intention, as
the networks are generated with all edges present only because they any
other choice would throw away information.
Nodes and edges can be selected by hand if visone is in the so-called
analysis mode, that is, when the
icon is shown as , and then deleted
using the respective command from the main menu. While this is excellent
for the removal of a single node or edge, it is not practical to do this for a
large number of items, especially when they are to be filtered according to
their importance, however that is defined. But it can be easily accomplished
using visone’s selection manager16 by configuring it as shown in figure 4.29
16

Note that the selection manager is only available starting from visone 2.7.0, which
at the time of this writing has not yet been officially published on the visone homepage,
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Figure 4.29: visone’s selection manager in advanced mode, configured to select
all nodes with a weight attribute of less than 3. In the text-based networks
(* weighted files), this attribute can be used as a measure of the importance
of a node, so that clicking apply will select all nodes with an “importance” of
less than a specific value (the value 3 is an arbitrarily chosen value that works
nicely on the networks for the example narration). The selected nodes can then
be deleted using the nodes Ñ delete nodes menu command.
For the distance-based networks (* distances files), there is an equivalent
strength attribute on the edges, which can similarly be filtered using the same
configuration in the advanced link selection tab and the links Ñ delete links
command.

to select the appropriate nodes or edges, and then deleting them using the
nodes Ñ delete nodes menu.17
The threshold will generally be selected based simply on the number of
nodes (or links) that remain in the network. In principle, because the least
“important” nodes are removed first, the least amount of information should
be lost during that removal. How well this works in practice depends on how
well the chosen “importance” measurement represents the actual influence of
the node – if they correlate well, the most relevant nodes will remain. That
is, when it is known that even words or concepts that only ever appear
once in the narration might be very relevant to it, this only means that
[vis13a]. However, there is very similar functionality in the nodes Ñ selection... menu.
The version included with this thesis is a pre-release version of visone 2.7.0, and thus
includes the selection manager.
17
Unfortunately, there is no “hide nodes” command in visone, and the node deletion
cannot be undone. Therefore it is important to save the network somewhere if there is
any likelihood that the state before node deletion will be required later on.
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Figure 4.30: visone’s selection manager in advanced mode, configured to select all
nodes that are connected (adjacent) to the nodes already selected. The defaults
for adjacency are the most reasonable values in the networks that fearnet creates,
but it may make sense to select add instead of replace, otherwise the currently
selected nodes will be deselected.

nodes should not be deleted according to the number of occurrences; other
measures of importance might still work.
On the other hand, it may be interesting to select all nodes that are connected to one or more “interesting” nodes, either to see where they appear
in the text using the linking functionality of the
button, or to remove everything that does not occur within a certain neighborhood of those nodes.
This could be done by selecting these interesting nodes and then using the
selection manager to select their neighbors as shown in figure 4.30, clicking
apply multiple times to select neighbors connected by two or more steps.
With all the desired nodes selected, all others can be deleted using invert
selection from the nodes menu, followed by delete nodes.
After any such change to network, it is generally a good idea to perform
so the structure of the remaining network becomes more
a quick layout
visible. The quick layout algorithm combines classical multidimensional
scaling with a refinement by stress minimization, and so tries to properly
represent both the global and local structure of the network. However, it
does assume equal edge lengths, which is not the case for the distancebased networks, so for these, a stress minimization layout configured as in
figure 4.31 is preferable.
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Figure 4.31: Configuring visone’s stress minimization so that it layouts according
to link length. While the algorithm has more parameters, they can all be left at
their default values.
This is required to properly re-layout the distance-based networks (* distances
files) after the removal of edges, so that the length of the edges represents the
computed distances between triggers as accurately as possible.
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