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Summary

Column (subset) selection problems require to select a subset of the columns
from a matrix in an unsupervised fashion and such that a matrix norm
error criterion is minimised. Motivations for column selection are 1) data
interpretation through identifying relevant columns, 2) speedup by performing
computationally expensive operations on a small column subset. This work
introduces structural and algorithmic improvements regarding both aspects,
along with demonstrating applications to neuroimaging data.
Column selection for data interpretation: NNCX and Convex cone
For CX factorisation [67], a c-subset of the columns of matrix A (m×n) should
be selected into the m × c matrix C, and combined linearly with coefficients
2
in X (c × n), such that the CX norm error kA − CXkF r is minimised in
the Frobenius norm. For non-negative CX (NNCX), the coefficients in X are
constrained to be non-negative, which has advantages with respect to data
interpretation [115].
The goal is to find good column selection strategies for NNCX, and to
analyse the interpretability aspect of CX/NNCX column selection. To this
end, a generative model for NNCX is introduced, where the columns of A
contain either one of s generating pure signal columns or a linear combination
(with non-negative coefficients) of several pure signal columns. An algorithm,
Convex cone, is proposed as a heuristic for selecting the extreme columns
of A. These extreme columns correspond to the generating columns and
they span a convex cone that contains the data points of A. The extreme
columns are interpretable in the sense that they allow to understand how A
has been constructed, and they also serve to reduce the NNCX norm error
2
A − CX 0+ F r (non-negativity indicated by 0+ ).
Empirical evaluation is performed against state-of-the-art algorithms for
column selection. With respect to recovering the generating columns and to reducing the NNCX norm error, Convex cone performs better than established
algorithms for CX that have been modified to compute a NNCX factorisation.

II

Column selection for speedup: Weighted norm error and FastPCA
A fast approximation to Principal Component Analysis (PCA) is proposed:
FastPCA. Similar to the paradigm of the Nyström extension [214, 77], the
rank-k reconstruction Ak of matrix A, that is based on the top-k principal
bk . The approximation A
bk is based on
components of A, is approximated by A
the top-k principal components of a column subset C ∈ A to be chosen such
bk
is small.
that the norm error Ak − A
Fr
FastPCA implements a column sampling scheme to quickly find a good C,
in particular in the light of a priori information about the data type. A
weighted norm error criterion is introduced where column weights specify
column importance. The a priori information helps to set up appropriate
column weights, and it gives rise to a data-dependent probability distribution
over the columns that assigns relevant columns a high probability of being
sampled.
Applications to neuroimaging data
Both algorithms can be applied to calcium imaging movies of insect brain
activity. The imaging movies turn out to have a NNCX-like structure: They
can be modelled by linear combination (with non-negative coefficients) of
the pure signals of neural units. Among a large number of columns (pixels),
Convex cone selects a subset of columns that contain the pure signals of
identifiable neural units. The NNCX factorisation computed by Convex cone
proves to be useful in practical data analysis and visualisation as demonstrated
by biological publications.
For FastPCA, a priori information about the spatial aspect of neuroimaging data enables a column importance sampling that takes the spatial
relationship of columns (pixels) into account. This is used to explicitly reduce
the approximation error for columns with biological signals that are known to
occur in spatially contiguous clusters. FastPCA is employed as a preprocessing
step for fast dimensionality and noise reduction, ensuring scalability to large
data sizes in neuroimaging.

Zusammenfassung

Spaltenauswahlprobleme ( column subset selection“) sehen vor, eine Teil”
menge der Spalten einer Matrix auszuwählen, so dass ein Normfehlerkriterium
minimiert wird. Motivationen für Spaltenauswahl sind 1) Dateninterpretation
durch Identifikation relevanter Spalten, 2) Verkürzung der Rechenzeit durch
Berechnungen auf einer kleinen Teilmenge der Spalten. Diese Arbeit führt
strukturelle und algorithmische Verbesserungen zu beiden Aspekten ein und
präsentiert zudem Anwendungsfälle für neurobiologische Bilddaten.
Spaltenauswahl zur Dateninterpretation: NNCX und Convex cone
CX-Faktorisierung [67] sieht vor, eine c-Teilmenge der Spalten der Matrix A
(m × n) in die Matrix C (m × c) zu füllen und mit Koeffizienten in X (c × n)
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linear zu kombinieren, so dass der CX-Normfehler kA − CXkF r (FrobeniusNorm) minimiert wird. Für die Nicht-Negative CX-Faktorisierung (NNCX)
müssen die Koeffizienten in X nicht-negativ sein, was für die Dateninterpretation vorteilhaft ist [115].
Das Ziel ist, geeignete Spaltenauswahlstrategien für NNCX zu finden und
den Interpretierbarkeitsaspekt der Spaltenauswahl für CX/NNCX näher zu
untersuchen. In einem generativen Modell für NNCX enthalten die Spalten
von A entweder eine von s generierenden Spalten oder eine Linearkombination
(mit nicht-negativen Koeffizienten) von mehreren der generierenden Spalten.
Der Convex cone-Algorithmus wird eingeführt, der darauf abzielt, die extremen Vektoren von A finden. Diese entsprechen den generierenden Spalten, und
sie spannen einen konvexen Kegel auf, der die Datenpunkte von A enthält. Die
extremen Vektoren sind interpretierbar in dem Sinne, dass sie es erlauben, zu
verstehen, wie A konstruiert wurde. Zudem eignen sie sich dazu, den NNCX2
Normfehler A − CX 0+ F r (nicht-negativ: 0+ ) zu reduzieren.
Bezüglich der Fähigkeit, die generierenden Spalten wiederzufinden und
bezüglich des NNCX-Normfehlers schneidet Convex cone in der empirischen
Evaluation besser ab als etablierte CX-Algorithmen, die modifiziert wurden,
um eine NNCX-Faktorisierung zu berechnen.

IV

Spaltenauswahl zur Verkürzung der Rechenzeit: FastPCA
Ein schneller Approximationsalgorithmus für die Hauptkomponentenanalyse
(PCA) wird vorgestellt: FastPCA. Ähnlich der Nyström extension“ [214, 77]
”
wird die Rang-k-Rekonstruktion Ak von Matrix A, die auf den obersten k
bk approximiert. Die ApproxiHauptkomponenten von A basiert, durch A
bk basiert auf den obersten k Hauptkomponenten von C ∈ A,
mation A
einer Teilmenge der Spalten, die so auszuwählen ist, dass der Normfehler
bk
möglichst klein wird.
Ak − A
Fr
Der FastPCA-Algorithmus wählt einzelne Spalten mit bestimmten Wahrscheinlichkeiten aus, um schnell ein geeignetes C zu finden, insbesondere
unter Berücksichtigung von A priori -Information zur Art der Daten. Ein
gewichtetes Normfehlerkriterium wird eingeführt, so dass die Relevanz einer
Spalte durch ein Spaltengewicht repräsentiert werden kann. Die A priori Information wird verwendet, um die Spaltengewichte zu bestimmen, und
um eine datenabhängige Wahrscheinlichkeitsverteilung über den Spalten zu
erstellen, die relevanten Spalten eine hohe Auswahlwahrscheinlichkeit zuweist.
Anwendung auf neurobiologischen Bilddaten
Beide Algorithmen eignen sich zur Anwendung auf Calcium-Imaging-Filmen
von Gehirnaktivität bei Insekten. Die Imaging-Filme haben eine NNCXähnliche Struktur: Sie können durch Linearkombination (mit nicht-negativen
Koeffizienten) der Signale von neuralen Einheiten modelliert werden. Convex cone wählt aus einer großen Menge an Spalten (Pixeln) diejenigen aus,
die nicht-gemischte Signale identifizierbarer neuraler Einheiten enthalten. Die
von Convex cone berechnete NNCX-Faktorisierung ist die Grundlage für
Datenanalyse und Datenvisualisierung in biologischen Publikationen.
Im Falle von FastPCA wird A priori -Information über den räumlichen
Aspekt von neurobiologischen Bilddaten genutzt, um Spaltenauswahlwahrscheinlichkeiten zu definieren, die auch den räumlichen Abstand der Spalten
(Pixel) berücksichtigen. Dadurch kann explizit der Approximationsfehler für
Spalten mit biologischen Signalen minimiert werden, von denen bekannt ist,
dass sie in räumlich zusammenhängenden Gruppen ähnlicher Spalten auftreten. FastPCA dient als Vorverarbeitungsschritt zur Dimensionsreduzierung, so
dass Algorithmen auch auf großen neurobiologischen Bilddatensätzen effizient
ausgeführt werden können.

Contents

1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.1 Column selection for interpretability and efficiency . . . . . . . . . . . 2
1.2 Contributions: Problems and algorithms . . . . . . . . . . . . . . . . . . . . 4
1.3 Contributions: Applications to neuroimaging data . . . . . . . . . . . 6
1.4 Notation and common definitions . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.5 Structure of the thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
1.6 Publications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2

Two column selection problems and prior work . . . . . . . . . . . .
2.1 The column-based CX and NNCX factorisations . . . . . . . . . . . . .
2.2 Nyström-type matrix approximation . . . . . . . . . . . . . . . . . . . . . . .
2.3 Column selection for CX and NNCX . . . . . . . . . . . . . . . . . . . . . . .
2.4 Column selection for Nyström-type problems . . . . . . . . . . . . . . . .
2.5 Relationship of CX and Nyström . . . . . . . . . . . . . . . . . . . . . . . . . .

13
15
19
24
36
41

3

Column selection in the context of other problems . . . . . . . . .
3.1 Complexity of column selection and related problems . . . . . . . .
3.2 Feature selection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.3 Principal Component Analysis (PCA) . . . . . . . . . . . . . . . . . . . . . .
3.4 Clustering and vector quantisation . . . . . . . . . . . . . . . . . . . . . . . . .
3.5 QR factorisation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

45
47
51
55
62
66

4

Imaging data and prior work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.1 Calcium imaging data from the insect AL . . . . . . . . . . . . . . . . . .
4.2 Data representation and properties . . . . . . . . . . . . . . . . . . . . . . . .
4.3 Literature survey: Processing imaging data . . . . . . . . . . . . . . . . .
4.4 Principal components of an imaging movie . . . . . . . . . . . . . . . . . .
4.5 Independent Component Analysis (ICA) . . . . . . . . . . . . . . . . . . .
4.6 Non-negative matrix factorisation (NMF) . . . . . . . . . . . . . . . . . . .
4.7 Motivation for column selection on imaging data . . . . . . . . . . . .

69
71
75
80
84
87
91
92

VI

Contents

5

Column interpretability and NNCX: The Convex cone
algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
5.1 Column interpretability and a motivation for Convex cone . . . . 96
5.2 The Convex cone algorithm for NNCX . . . . . . . . . . . . . . . . . . . . . 100
5.3 Theoretical analysis of Convex cone . . . . . . . . . . . . . . . . . . . . . . . 102
5.4 Relationship of Convex cone to other methods . . . . . . . . . . . . . . 105

6

Weighted norm error and approximate PCA: The FastPCA
algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111
6.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
6.2 FastPCA by column sampling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
6.3 Theoretical analysis of FastPCA . . . . . . . . . . . . . . . . . . . . . . . . . . . 121
6.4 Relationship of FastPCA to other methods . . . . . . . . . . . . . . . . . . 125

7

Empirical evaluation: NNCX and Convex cone . . . . . . . . . . . . . . 129
7.1 Competing algorithms and quality measures . . . . . . . . . . . . . . . . 130
7.2 Norm error performance on common reference data . . . . . . . . . . 135
7.3 Norm error and signal recovery on mixture data . . . . . . . . . . . . . 146
7.4 Artificial brain activity movies . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155
7.5 Real brain activity movies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 168
7.6 Concordance with manually selected points of interest . . . . . . . . 181
7.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 188

8

Empirical evaluation: Weighted norm error and FastPCA . . . 195
8.1 Test environment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 196
8.2 Visualisation of probability distributions . . . . . . . . . . . . . . . . . . . 198
8.3 Norm error and computation time . . . . . . . . . . . . . . . . . . . . . . . . . 202
8.4 Properties of the column samples . . . . . . . . . . . . . . . . . . . . . . . . . . 207
8.5 Weighted error criteria . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 209
8.6 Dependency on k . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 213
8.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 217

9

Applications to neuroimaging data . . . . . . . . . . . . . . . . . . . . . . . . . 221
9.1 Signal selection and visualisation for honeybee imaging data . . 223
9.2 Real-time visualisation of neural activity . . . . . . . . . . . . . . . . . . . 236
9.3 Odour identity at different concentration levels . . . . . . . . . . . . . . 249
9.4 A natural chemosensor for medical diagnostics . . . . . . . . . . . . . . 263

10 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 269
10.1 Contributions: General themes . . . . . . . . . . . . . . . . . . . . . . . . . . . . 270
10.2 Limitations and outlook on future developments . . . . . . . . . . . . . 273
10.3 Applications to neuroimaging data . . . . . . . . . . . . . . . . . . . . . . . . . 274
References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 277

1
Introduction

2

1 Introduction

1.1 Column selection for interpretability and efficiency
”All right” said Deep Thought. ”The answer to the great question
[...] of life, the universe and everything.” [...]
”Forty-two” said Deep Thought with infinite majesty and calm.
(Douglas Adams, The Hitchhiker’s Guide to the Galaxy [3])
To begin with, let us consider an example from popular culture, namely the
story of the machine Deep Thought that had computed for 7.5 million years
only to find a solution, ”Forty-two”, which nobody could understand [3].
While the exact problem formulation and its computational complexity remain
elusive in the narrative, it appears safe to state that the predicament with
respect to practical applicability is twofold: Computation time is impractically
high, and the solution is hard to interpret.
These are two general difficulties one encounters in many fields of computer
science, and to overcome these difficulties is also the main motivation for
selecting a subset of columns from a matrix. Chapter 2 introduces two column
selection problems, the column-based CX matrix factorisation that is targeted
at the interpretability of a matrix factorisation, and the Nyström extension
that is targeted at the efficiency of matrix computations.
A more subtle differentiation of the problems and variants thereof is
delegated to the inner chapters. This section proceeds with a short introduction to the two problems (Sections 1.1.1, 1.1.2) and then motivates the
contributions of this work: These are improvements regarding the structure
and the solution of the problems (Section 1.2), as well as novel application
cases for column selection that are centred around a neurobiological data
source, calcium imaging movies of insect brain activity (Section 1.3).
1.1.1 CX-type column selection: Interpretability
Given a matrix A with m rows (samples) and n columns (features), the
column-based CX matrix factorisation [67, 135, 132, 26] (Section 2.1) requires
to select a subset of c columns from A into a matrix C and to choose an
appropriate coefficient matrix X such that the norm (reconstruction) error
2
kA − CXkF r is minimised in the Frobenius norm. This identifies a subset
of the columns that is useful for data interpretation: The columns in C can
reconstruct or ”explain” A by linear combination with coefficients in X.
The interpretability aspect of CX is best motivated by contrast to Principal
Component Analysis (PCA [118], Section 3.3) that has found numerous
applications in data processing and analysis. We can also fill the principal
component vectors into C, and, in fact, they then lead to the optimal solution
2
in terms of minimising kA − CXkF r . However, there is a catch: It is often
assumed that the principal components can serve for data interpretation as
they identify the directions of variance, but just this interpretability aspect is
often questionable.

1.1 Column selection for interpretability and efficiency
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Fig. 1.1. a) Example dataset consisting of 1600 noise time series, 200 sines
(plus noise) and 200 exponentials (plus noise). The scenario is inspired by a
didactic example from gene expression analysis [209, 135]. b) The top six principal
components, PC1-PC6, of the example dataset from a).

This is illustrated in Figure 1.1 with the help of an example dataset
consisting of two different kinds of (time series) signals, one based on a
sine and one based on an exponential function, along with many noise time
series sampled from a normal distribution. From Figure 1.1a it is clear
that we can explain the entire relevant part of the dataset by selecting the
appropriate columns (time series), e.g. one sine and one exponential. However,
it appears quite hard to conclude from the principal component vectors what
the generating functions were (Figure 1.1b).
1.1.2 Nyström-type column selection: Efficiency
The Nyström extension [214, 77, 15] (Section 2.2) considers a scenario where
we wish to compute e.g. the eigenvectors of the n × n covariance matrix
K (of a data matrix A), and, as this can be computationally expensive, we
resort to column selection: Select c representative columns from A, compute
the eigenvectors of a c × c covariance matrix, and then extend the solution
by regarding the relationship between c × n columns, obtaining approximated
b (based
eigenvectors, the eigenvectors of the approximated covariance matrix K
on the c-subset).
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Good column selection for Nyström means that we can save a substantial
amount of computing time by working on a small matrix while ensuring that
b
is small (or with respect to the
the norm reconstruction error K − K
Fr

bk
).
rank-k reconstruction Ak to A using the top-k eigenvectors: Ak − A
Fr
The speedup obtained by Nyström rests on the fact that, on real-world
data, many columns are redundant or irrelevant. A sample of columns can
usually be obtained quickly, and we can perform computations on the small
sample with results that are of sufficient quality for practical purposes.

1.2 Contributions: Problems and algorithms
Both CX-type and Nyström-type column selection can provide improvements
over PCA (Section 3.3), be it by choosing factors that are easier to interpret
than the principal components, or be it by reducing the amount of time needed
to compute the principal components. However, for both scenarios the column
selection aspect itself requires fine-tuning, and this is where the contributions
of this work come into play.
1.2.1 Improving CX: Interpretability, NNCX and Convex cone
The interpretability of selected columns, as opposed to principal components,
is the most common motivation for CX-type column selection (summarised
in [135]). Starting from this motivational aspect, numerous publications derive
2
methods that minimise the CX norm error kA − CXkF r (see Section 2.3 for
an overview), providing empirical evidence for the validity of the methods, as
well as theoretical evidence in the form of error bounds.
Rather than to engage in the enterprise of reducing the CX norm error even
further, the focus will be on analysing CX with respect to the interpretability
of the selected columns and thus with respect to its suitability as an alternative
to PCA in data analysis.
The difficulty with interpretability
This requires a concept of interpretability and a statement of what it means
that the principal components are hard to interpret. The first problem with the
principal components is that they are linear combinations of many columns,
which can lead to artificial features as in Figure 1.1b.
Secondly, this is further complicated by the fact the coefficients can also be
negative, both for PCA and for CX. Thus, the jth column A(j) from the data
matrix A can be modelled by positive and, unintuitively, also by negative
association with the principal components or with the columns in matrix C
(Section 2.1.4).

1.2 Contributions: Problems and algorithms
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Positive associations enable an intuitive representation of the data. For
example, A(j) = C (1) 0.5 + C (2) 0.5 would suggest that A(j) can be explained
in equal parts by C (1) and C (2) that are both columns (with meaningful labels)
selected from A. In contrast, a reconstruction of the jth column of A with
mixed sign coefficients, e.g. A(j) = C (3) (−0.3) + C (4) 0.2 + C (5) (−0.4), is
not as helpful with respect to understanding A(j) .
Non-negative CX (NNCX)
Section 5.1 addresses both aspects of interpretability by a generative model
for a variant of CX, the non-negative CX factorisation (NNCX) [115] (Section 2.1.2), where the coefficients in X are restricted to non-negativity.
A scenario is assumed where matrix A has been generated by s distinct ”pure
signal columns” cointained in A: The columns of A contain either one of the
pure signal columns or a linear combination, with non-negative coefficients,
of several of the pure signal columns (”mixed signal column”).
In this scenario, the pure signal columns allow us to understand how A has
been generated, and in this sense they are ”more interpretable” than the mixed
signal columns. Assuming that pure signal columns are interpretable, we can
quantify, on artificial data, the ability of an algorithm to find interpretable
columns for NNCX.
Convex cone: Selecting extreme vectors for NNCX
The pure signal columns turn out to be the extreme vectors of the convex
cone that contains the data points from A (Section 2.1.5). In Chapter 5
the Convex cone algorithm is proposed as a heuristic to find these extreme
vectors. The extreme vectors are suitable candidates for columns that reduce
the NNCX norm error (Section 5.1.6). Unlike the principal components, the
extreme vectors are no linear combinations of other columns (Section 2.1.5),
mending the first of the two interpretability problems. Further, the nonnegative coefficients in NNCX allow only for positive association of a column
A(j) with the columns in C, mending also the second interpretability problem.
Empirical evaluation: Column selection for CX and NNCX
Apart from empirical evaluation of Convex cone, the test scenario in Chapter 7
also considers several of state-of-the-art algorithms for CX. This allows to
test whether the non-negative variant NNCX, that has so far received little
attention, requires a dedicated column selection strategy like Convex cone, or
whether NNCX can be solved with one of the known CX algorithms.
Chapter 7 shows that in particular the established and successful column
selection algorithms for CX [67, 40], that select columns based on PCA (or
SVD), perform worse than the extreme vector strategy of Convex cone with
respect to the NNCX norm error criterion and with respect to identifying the
interpretable pure signal columns.
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1.2.2 Improving Nyström: Weighted norm error and FastPCA
The standard norm error criterion for Nyström-type problems gives equal
weight to all columns. We might, however, know that some columns are more
important than others, be it a posteriori, after evaluating the columns of a
particular data matrix, or even a priori, just knowing the data type. This
suggests the idea of a norm error criterion with column-specific weights.
Due to the speedup objective of Nyström-type problems, column selection
should, ideally, be fast, which motivates random column sampling based on a
uniform distribution over the columns. Uniform sampling is the most common
column selection strategy for Nyström [128], and it is arguably the one that
is cheapest to compute.
Uniform sampling does, however, not necessarily lead to the best compromise between an accurate approximation and a small column subset that,
in turn, promises a high speedup. A better compromise may be achieved by a
non-uniform and data-dependent distribution over the columns [64, 65] that
can often be computed quickly based on a single pass over the matrix.
Chapter 6 addresses these issues by introducing a fast approximation
algorithm for PCA, FastPCA, that computes the principal components of a
column sample. For FastPCA, a priori information about the data type is
used to 1) determine column weights for a weighted norm error criterion, and
2) to choose non-uniform column sampling probabilities proportional to these
weights. This makes it possible to specify the ”relevant error”, such that, for
example, an approximation error for a signal column is penalised more than an
approximation error for a noise column. Sampling columns with probabilities
proportional to the weights then allows also to reduce the ”relevant error”.

1.3 Contributions: Applications to neuroimaging data
Convex cone for signal selection from calcium imaging movies
The possibility that mixed signal columns (see Section 1.2.1 above) can exist
is a characteristic property of (NN)CX that distinguishes it from clustering
(Section 3.4.3). Hence, the generative model for NNCX and the pure/mixed
signal view can be motivated on a theoretical basis only.
There is, however, also a data source, calcium imaging movies of insect
brain activity (Chapter 4), that can be described by a NNCX-like mixture
model (Section 4.2.3). Thus, the structure of the data and the structure
of NNCX fit well together, which allows for a number of applications in
neurobiology that are summarised in Chapter 9.
Calcium imaging movies consist of a large number of pixels (columns) and
their signals (fluorescence, brain activity) over time. Many of the columns
are redundant or irrelevant for biological data analysis, motivating column
selection with Convex cone to identify a relevant subset.

1.3 Contributions: Applications to neuroimaging data
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The optical recording process results in pixels that contain signal mixtures
due to e.g. light scatter from neighbouring cells. However, these mixtures are
an artefact of the recording process and of no biological relevance. Ideally, we
should thus select extreme columns that contain the pure, non-mixed signals
of identified neural units. These signals can then serve for high-level data
analysis that is aimed at answering a biological question.
NNCX turns out to be the basis for signal selection from imaging movies,
giving rise to visualisations by low-rank reconstruction of the movies and by
constructing maps of the brain area under observation (Section 9.1). All of
this can also be performed online, during the course of the experiment, by
integration of Convex cone into a real-time imaging system (Section 9.2).
Signal selection with Convex cone enables a biological data analysis project aimed at understanding odour identity and intensity coding in the
honeybee brain (Section 9.3). Further, Convex cone provides access to odour
response signals from the Drosophila antenna, turning the antenna into a
chemosensor for medical diagnostics (Section 9.4).
FastPCA for neuroimaging data
By the choice of the column sampling probabilities, FastPCA (Chapter 6)
is explicitly targeted at providing a fast and accurate approximation to the
principal components of neuroimaging data, in particular calcium imaging
movies as described in Chapter 4.
Motivated by the a priori information that the biological signals of interest
form spatially contiguous clusters (Section 4.2.2), a data-dependent sampling
distribution over the columns is introduced, where a column (pixel) is sampled
with a probability proportional to the correlation with its neighbours in
space. Sampling based on such a probability distribution allows to quickly
accumulate a large amount of columns in the sample that are deemed to be
relevant, such that small samples can already account for a large amount of
the biological signals.
Column selection can profit from being performed in low-dimensional,
noise-reduced PCA space (Section 9.1). Where NNCX and Convex cone are
the basis for visualisation and data analysis, FastPCA thus acts at the level of
a preprocessing step in this work. By removing a computational bottleneck, it
also provides a generic speedup for a variety of algorithms on different kinds
of neuroimaging data (Section 4.3) that can all be performed efficiently on a
small matrix after dimensionality reduction with FastPCA.
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1.4 Notation and common definitions
Matrix notation
The matrix A ∈ Rm×n contains real numbers in m rows and n columns. The
entry at the intersection of the ith row and the jth column is denoted as Aij .
A(j) = AIj is short hand for the jth column, and likewise A(i) = AiJ is short
hand for the ith row.
AT denotes the transpose of A. Should A be invertible (otherwise: see
Section 1.4), A−1 is the inverse of A.
Whenever a matrix A is used to hold spatio-temporal data, it contains m
time points in the rows and n pixels (pixel time series) in the columns.
For vectors, x ∈ Rm is a column vector, and xT a row vector. The inner
product is denoted by xT y (scalar) and the outer product by xyT (matrix).
Common variables and notation
Variable names
Frequently, a rank-k reconstruction Ak of matrix A is considered, e.g. based
on the top-k principal components. When column selection and PCA need to
be distinguished, k denotes the number of principal components and c refers
to the number of selected columns.
Non-negative matrix
The fact that a matrix X ∈ Rm×n contains only non-negative entries, i.e.
Xij ≥ 0 ∀ i, j , is expressed by the notation X 0+ .
Approximated matrix
b is used for a matrix that is an approximation to A ∈ Rm×n .
The notation A
b ∈ Rm×n , where A − A
b
As the original matrix A, A
> 0 is intended to
Fr
be small.
Norm
The Frobenius norm k A kF r of A is defined as follows:
v
uX
n
um X
A2ij
k A kF r = t

(1.1)

i=1 j=1

The Euclidean or L2 norm of a vector is:
v
um
uX
kxk2 = t
x2i
i=1

(1.2)
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Variance and covariance
Sample variance and sample covariance are P
abbreviated as ”Var” and ”Cov”,
n
respectively. The mean is written as x = n1 j=1 xj .
n

Var(x) =

1X
(xj − x)2
n j=1

(1.3)

n

Cov(x, y) =

1X
(xj − x)(yj − y)
n j=1

(1.4)

For a m × n zero-mean (”centered”) matrix A , the n × n (auto)covariance
matrix is:
K = Cov(A) =

1 T
A A
n

(1.5)

Z-score normalisation
A standardised or z-score normalised version of vector x can be obtained by
subtracting the mean µ from each element and then dividing each element by
the standard deviation σ. This leads to a vector with µ = 0 and σ = 1.
Pseudoinverse
The pseudoinverse of a rectangular matrix A (”generalised Moore-Penrose
pseudoinverse”) is denoted as A† . The pseudoinverse generalises the concept
of matrix inversion to m × n matrices.
In Section 2.1, we consider a factorisation of matrix A into two matrices C
and X, where, after performing a column selection algorithm, A and C (m×c)
are given. Then, we can utilise the pseudoinverse to compute X (c × n) as
X := C † A. This is a least squares problem in the sense that
2

X := argminX kA − CXkF r = C † A

(1.6)

Using the pseudoinverse in this way is a standard procedure (see e.g. [33,
67, 135]). As C is usually a small matrix, we can conveniently compute C †
based on the Singular Value Decomposition (SVD, [93]). Given the SVD of
A = U ΣV T , the pseudoinverse can be computed as A† = V Σ −1 U T .
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1.5 Structure of the thesis
Background
In the following, Chapter 2 defines the two column selection problems, CXtype and Nyström-type column selection, discusses their relationship and
reports on prior approaches to solve them.
Then, Chapter 3 places column selection into the context of other problems, showing up similarities to known, computationally hard problems, and
also contrasting column selection with other paradigms, such as PCA, feature
selection or clustering.
Chapter 4 reports on calcium imaging movies of insect brain activity.
After describing the properties of the data and covering domain-specific prior
work, improvements over existing methods, that can be addressed by column
selection, are listed at the end (Section 4.7).
Algorithms
Chapter 5 motivates, describes and discusses the new developments regarding
column interpretability and column selection for the non-negative NNCX. All
this is represented by a column selection algorithm, Convex cone.
Chapter 6 introduces the weighted Nyström scheme with prior information.
Implementing the concept, an approximation to PCA by column sampling,
FastPCA, is presented.
Evaluation
Empirical evaluation is performed in Chapter 7 (CX-type column selection,
Convex cone) and in Chapter 8 (Nyström-type column selection, FastPCA).
Applications
Application projects on brain imaging data are summarised in Chapter 9.
Discussion and conclusions
Chapter 10 contains a global summary and conclusions. More detailed discussions of the empirical results can be found at the end of the respective
evaluation chapters (Chapters 7 and 8).

1.6 Publications
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Overview
This chapter introduces two column selection problems, CX factorisation
(Section 2.1) and Nyström extension (Section 2.2). Both are representatives
for categories of problems. For CX, a non-negative variant, NNCX, exists.
For Nyström, it makes sense to speak of Nyström-type problems that differ
in a structural aspect, but that can be solved with the same column selection
algorithms.
Both CX and Nyström require to select a subset of the columns from a
matrix in an unsupervised manner, and column selection serves to reconstruct
the matrix based on the selected columns. A similar view is that the content
of the matrix should be preserved through the column selection step.
This chapter proceeds with introducing the two column selection problems
(Sections 2.1 and 2.2), reviewing prior work on how to solve them (Sections 2.3 and 2.4), and it concludes with a discussion on the relationship
of the problems (Section 2.5).

2.1 The column-based CX and NNCX factorisations
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2.1 The column-based CX and NNCX factorisations
In CX matrix factorisation (short: CX), columns from a matrix A are selected
into C and combined linearly with coefficients in X, such that A ≈ CX
(Section 2.1.1). Section 2.1.2 covers the non-negative variant of CX (short:
NNCX), where X is constrained to non-negativity.
Section 2.1.4 discusses two important aspects of column-based factorisations,
the formal objective, which is norm error minimisation, and the practical
objective, which is obtaining interpretable factors. Finally, Section 2.1.5
relates NNCX and the concept of selecting extreme vectors from a matrix.
This is relevant as preparation for the Convex cone algorithm for NNCX that
is introduced later in Chapter 5.
2.1.1 CX
The column-based CX matrix factorisation [67, 135, 132, 26] requires to select
a c-subset L of the columns from the m × n matrix A that contains real
numbers. The columns are filled into the m×c matrix C := A(L) and combined
by coefficients in X (c × n) to form a rank-c reconstruction Ac = CX of A
2
in the sense that the norm reconstruction error kA − CXkF r is minimised.
Following the definition from [26], the problem can be phrased as
argmin A − A(L) X

argmin
L∈{1,··· ,n}, |L|=c

2

(2.1)
Fr

X (c×n)

Typically, algorithms for CX (Section 2.3) determine C by their respective
column selection strategy, and then compute X as X := C † A (see Section 1.4).
Note that sometimes the desired norm reconstruction error determines the
number of columns that are needed to incur at most this error (see Section 2.3.8). This work focusses, however, on the case where c is given and
exactly c columns should be selected.
2.1.2 NNCX
A non-negative variant of CX, non-negative CX (NNCX) has been proposed
in [115, 143]. It is assumed that the data matrix A (and thereby also C) is
non-negative, i.e. Aij ≥ 0 ∀ i, j. The task for NNCX is to choose a c-subset L
of the columns of A, setting C := A(L) , and to optimise a non-negative X 0+ ,
such that the norm reconstruction error is minimised:
argmin
L∈{1,··· ,n}, |L|=c

argmin
X 0+
0+

(c×n)

A − A(L) X 0+

2
Fr

0+
, with Xij
≥ 0 ∀ i, j (2.2)

The superscript in X indicates that non-negativity of the coefficient matrix
X is the characteristic property that distinguishes CX from NNCX. The data
matrix A could, in principle, contain negative entries without changing the
convex cone interpretation of NNCX below in Section 2.1.5.
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2.1.3 CUR
CUR [67, 135, 200] requires to select c columns and r rows from A, to be filled
into matrices C and R, respectively. Matrices C and R are combined by coef2
ficients in matrix U , the objective criterion being to minimise kA − CU RkF r .
Often, CUR is not treated separately from CX, i.e. CUR algorithms solve
CX once for the columns to choose C and once for the rows to choose R, and
then compute U by least squares as U := C † A R† (e.g. in [67]).
In the literature, the problems from this section can appear under the label
of CUR, CX or CUR/CX, and only NNCX is explicitly distinguished. Note,
however, that selecting columns and rows that each minimise a CX norm
error is not necessarily the same as selecting columns and rows that together
minimise the CUR norm error.
2.1.4 Norm error minimisation vs. interpretability
CX
Formally, the objective of CX (Equation 2.1) is norm error minimisation for
the reconstruction of matrix A subject to a column selection constraint. Cast
into CX notation, also Principal Component Analysis (PCA) considers the
2
norm minimisation criterion kA − P XkF r , but the columns of P contain the
principal components of A, rather than being columns selected from A.
Norm error minimisation is a criterion for which PCA is optimal (see
2
2
Section 3.3.3). Thus, kA − P XkF r ≤ kA − CXkF r . Empirical results [67,
115, 132, 200] indicate that CX methods do not reach the norm error level of
PCA, but that they come close to it in practice. For some CX methods, e.g.
leverage score sampling [67], also theoretical bounds for the norm error of the
reconstruction can be given (Section 2.3.1).
The column-based matrix factorisations optimise the same criterion as
PCA does, and the main reason for introducing the additional column
selection constraint is factor interpretability [135]. The CX columns are singlefeature analogues to multi-feature principal components. Being single features,
columns selected from the matrix are typically easier to interpret than principal components. For example, columns can have labels that are intuitively
understandable for a domain scientist, whereas principal components have no
labels and are linear combinations of many columns with both positive and
negative coefficients.
A column-based solution that is, theoretically or empirically, close to the
solution obtained with PCA can offer an alternative to the latter in data
analysis where factor interpretability is relevant (motivated in [135]). With
the result of a CX factorisation, we can express a data matrix in terms of
its most relevant columns (features). The jth column of A can be described
by the coefficients in the jth column of X with c entries, one for each basis
column in C. A more detailed discussion of the interpretability aspect and the
relationship between CX and PCA follows later in Section 3.3.

2.1 The column-based CX and NNCX factorisations
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NNCX
For NNCX (Equation 2.1), the optimal reference with respect to norm error
minimisation would be non-negative matrix factorisation [154, 131] (NMF,
Section 4.6) that has a non-negativity constraint but no column selection
constraint. Assuming a non-negative matrix A0+ , the goal of NMF is to
2
minimise A0+ − W 0+ X 0+ F r , where both W 0+ and X 0+ are optimised
subject to a non-negativity constraint. Unlike matrix C in NNCX, matrix
W 0+ does not have to contain columns selected from A0+ .
For a non-negative matrix A0+ , a solution for NNCX can be at best equal
to the optimal NMF solution in terms of norm error, as each NNCX solution
is also a solution for NMF. The advantage of NNCX over NMF is again the
interpretability associated with selecting columns from A.
With respect to CX, the additional non-negativity constraint for NNCX
was also motivated by interpretability [115]. In NNCX, the (interpretable)
columns in C can only be combined with non-negative coefficients in X, which
further improves interpretability: The jth column of A can only be modelled
as e.g. ”being 0.5 like C (1) ” if X1j = 0.5, and no longer (and unintuitively) as
”being -0.5 like C (1) ” if X1j = −0.5 [115].
2.1.5 Convex cone view on NNCX
Projection and convex cone view
As already noted in [143, chap. 5] (in the context of the NNCX optimisation
algorithms from Section 2.3.4), CX and NNCX can also be interpreted as
projection problems:
The columns of A are treated as points in m-dimensional space. For CX,
the task is to project matrix A onto the subspace spanned by the columns
in C (performed by the projection matrix PC ), and C has to be chosen such
2
that the projection error, kA − PC AkF r , is as small as possible.
For NNCX, the non-negativity constraint restricts the column space of C:
Only non-negative linear combinations of the columns in C can be considered.
Geometrically, the columns of C then span a convex cone, and the task in
2
NNCX is to project A onto this cone, again such that A − PCone(C) A F r is
small. I.e., the points (columns) of A are projected to the closest point on the
boundary of the cone spanned by the columns in C (formalised below). [143,
chap. 5]
Definitions: Convex cone and extreme vectors
The convex cone view for NNCX (Section 2.1.5) deserves special attention
as it provides an interpretation for the Convex cone algorithm presented in
Chapter 5. As preparation, this section introduces several definitions. They
are textbook knowledge from convex analysis [167, 52] (s.a. [62]) adapted to
the notation and language used in this work.

18

2 Two column selection problems and prior work

Definition 1: Convex cone
A set of vectors V is a convex cone, if α1 v1 + α2 v2 ∈ V for non-negative
scalars α1 , α2 , and any v1 , v2 ∈ V .
Linear combinations with non-negative coefficients are called conic combinations.
Definition 2: Extreme vector
An extreme vector of a convex cone V is a vector that cannot be expressed
by conic combination of other vectors from V :
A vector v ∈ V is an extreme vector of V if ∃! x, y ∈ V , such that
v = α1 x + α2 y for x, y 6= v, α1 , α2 ≥ 0.
Theorem 1
Given the set of all extreme vectors E ∈ V of a convex cone V , all other
vectors {v ∈ V | v ∈
/ E} can be expressed by conic combination of vectors
from E: It is said that E generates V .
Other sets can also generate V , but the set of all extreme vectors E is the
minimal set that generates V .
For a visual example of a convex cone generated by its extreme vectors see
Figure 2.1. The open-ended (the coefficients are ≥ 0 and can be arbitrarily
high), coloured area contains all vectors (data points) that can be obtained
by conic combination of the two extreme vectors t1 and t2 .

Fig. 2.1. Two exemplary vectors t1 and t2 (and data points t1 , t2 ). The vectors
generate a convex cone pointed at the origin. The (open-ended) coloured area
contains all vectors (data points) that can be obtained by conic combination of
the two extreme vectors.

2.2 Nyström-type matrix approximation
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2.2 Nyström-type matrix approximation
The Nyström extension is a framework for the approximation of a n×n matrix
(Gram matrix, covariance matrix) based on a subset of the columns.
The objective criterion for column selection is again to minimise the norm
reconstruction error of the approximation. Column selection algorithms for
Nyström are discussed later in Section 2.4.
In the following, the classical Nyström extension is introduced in Section 2.2.1, and Section 2.2.2 covers a variant that technically cannot be
called ”Nyström extension”. Both are, however, similar in that they consider
the approximation of a covariance matrix by column selection, and we
shall refer to both as Nyström-type column selection problems. A concise
statement of the objective criterion in Nyström-type column selection follows
in Section 2.2.3, and finally Section 2.2.4 discusses the theoretical possibility
of lossless approximation.
2.2.1 Classical Nyström extension
The Nyström extension, usually credited to Evert Nyström’s work on approximate numerical solutions for integral equations [151], has been popularised in
the field of machine learning (see e.g. [214, 77]), where it is used to approximate
a Gram matrix and its eigenvectors.
In the context of PCA, K is the n × n sample covariance matrix Cov(A)
(Section 1.4), whereas for usage with e.g support vector machines, K would be
a kernel matrix. Such quadratic matrices can be large and costly to construct,
hence motivating an approximation to K based on the c × c matrix Kc , where
c  n. Often, we are not directly interested in an approximation to K, and
the task is rather to approximate the eigenvectors of K.
The main idea behind the Nyström extension is to avoid the computationally expensive eigenvector/value problem on K, to solve, instead, an
easier problem on Kc , and then to extend the solution to approximate the
eigenvectors of the entire K. I.e., one solves a standard eigenvector problem
for only c × c covariances, and then extends the solution by regarding the
relationship between c × n columns.
There are several introductions to the subject [77, 128, 15]. In this section
we follow the derivation by Bellabas and Wolfe [15], considering a partition of
K into four submatrices, where the c × c submatrix Kc contains covariances
between the c chosen columns. Submatrix K21 is (n − c) × c and contains
covariances between the c columns and all other columns. Entries in K22 are
pairwise covariances between the (n − c) columns that were not chosen.


T
Kc K21
K=
(2.3)
K21 K22
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Let V denote the exact eigenvectors and Λ the exact eigenvalues of K. Let
further Vc and Λc denote the exact eigenvectors and eigenvalues, respectively,
of Kc . Then, we can approximate V by Vb [15]:


Vc
b
V =
(2.4)
(K21 Vc Λ−1
c )
Here, the eigenvectors Vc are computed directly, while the lower part of Vb is
b [15]:
the Nyström extension of Vc . Likewise, we can approximate K by K


T
Kc
K21
b = Vb Λc Vb T =
K
(2.5)
T
K21 (K21 Kc−1 K21
)
Covariances in Kc and K21 are computed exactly, while the lower right part
b is approximated, the error of the approximation being [15]:
of K
b
K − K

Fr

T
= K22 − K21 Kc−1 K21

Fr

(2.6)

2.2.2 Nyström variants
Variants of the classical Nyström extension
Variations upon the general theme exist that perform the column selection
step, but not the actual Nyström extension step from the short Vc to the
full-size eigenvectors Vb (Equation 2.4).
Drineas et al. [65] presented an approximation to SVD, LinearTimeSVD.
The LinearTimeSVD algorithm computes an approximation to the left singular vectors of a m × n matrix A. It starts by selecting c  n columns from
A into the m × c sample matrix C. The SVD [93] of C is C = UC ΣC VCT ,
where UC (m × m) contains the left singular vectors, VC (c × c) the right
singular vectors, and ΣC the singular values. LinearTimeSVD computes the
right singular vectors VC (c × c) exactly. From this, the left singular vectors
−1
UC (m × m) can be computed exactly: UC = CVC ΣC
. Then, UC is an
approximation to the left singular vectors UA (m × m) of the full matrix
A with SVD A = UA ΣA VAT . [65] [66, Section 5]
In a similar vein, the FastPCA algorithm developed in Chapter 8 computes
the full length-m principal components of the m × c sample matrix.
We shall omit implementation details at this point and concentrate on
the structural relationship: A Nyström extension approach would compute
length-c vectors in Vc (Equation 2.4) exactly and then extrapolate them to
length-n singular vectors Vb , whereas FastPCA and LinearTimeSVD compute
the full length-m principal components of the sample matrix exactly.
For the Nyström extension, we have a first approximation by selecting c
columns and a second approximation by the extension step which is an extrapolation. LinearTimeSVD and FastPCA only perform the first approximation.
(Chapter 6, [66])
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Note also that the classical Nyström extension assumes a symmetric, positive
semidefinite (SPSD) input matrix, whereas both variants discussed here
do neither require nor make use of the SPSD property ([66, Section 5],
Section 6.2).
Both variants are therefore technically no Nyström extensions. However,
they also perform an approximation to the eigenvectors/singular vectors of a
covariance matrix based on a column subset, and therefore we can refer to
all approaches from this section, or the frameworks in which they reside, as
Nyström-type. Only an approach that explicitly performs the extension step
from Vc to Vb (Equation 2.4 is called Nyström extension, and the others are
(within this work) called Nyström variants.
Classical Nyström extension vs. variants
At first sight, approximation results with the classical Nyström extension
and Nyström variants can be hard to distinguish. However, they are not
identical. The Nyström variants compute full-length eigenvectors that are
only an approximation as they are based on a smaller matrix. Otherwise the
eigenvectors are computed exactly, and thus they are orthogonal.
For the classical Nyström extension, the eigenvectors are not necessarily
orthogonal. The eigenvectors of Kc (see Equation 2.3) are, but this does not
generally hold for the Nyström-extended part of Vb that is an extrapolation.
Reorthogonalisation may be performed as a postprocessing, which, however,
adds to the overall computation time and thus interferes with the speedup
objective. [chapter 2] [196]
Talwalkar [196, chapter 2] performed an empirical study using machine
learning datasets such as the MNIST handwritten digits and Abalone data. He
evaluated reconstruction errors for computing a rank-k covariance matrix Kk
by SVD using the classical Nyström extension and a Nyström variant [65]. As
expected, the classical Nyström extension proved to be worse at approximating
the singular vectors as it only computes a part of them exactly.
Another evaluation criterion was norm reconstruction error for the lowrank reconstructed (rank-k) covariance matrix Kk computed with SVD by
classical Nyström extension and with SVD by a Nyström variant. For exact
singular vectors Uk and singular values Σk , the following reconstructions of
Kk are equivalent, but not for approximated singular vectors [196]:
Kk = Uk Σk UkT = Uk UkT K

(2.7)

For reconstruction of Kk based on the singular vectors alone as Kk =
Uk UkT K (”projection method”), the classical Nyström extension led to higher
reconstruction errors. However, it had an advantage over the Nyström variant
when reconstruction was performed as Kk = Uk Σk UkT (”spectral method”),
i.e. using both the singular vectors and the singular values. [196]
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Talwalkar [196, chapter 2] argued that the latter reconstruction type is
relevant as it avoids multiplication with the large K, yet he also noted that
for datasets with slowly decaying spectrum both classical Nyström extension
and the Nyström variant performed equally well.
In summary, it cannot be stated that one of the two is superior in
general, i.e. for all error measures and data types. Rather than the framework
employed, in practice the column selection strategy has a stronger impact
on the quality of the approximation. Intuitively, the absence of important
columns in the sample cannot be remedied by either method.
For a discussion on how to select a good column subset, see Section 2.2.4 and
Section 2.4. In addition to general column importance criteria, a motivation
for the approximate PCA developed later in Chapter 6 is to select columns
that are relevant for a particular application purpose.
Apart from the column selection aspect, the better approximation to the
eigenvectors is usually achieved by computing the exact eigenvectors of the
sample C, i.e. by a Nyström variant such as LinearTimeSVD or FastPCA
in Section 6.2. On the other hand, the classical Nyström extension is faster
whenever the extension step is computationally cheaper than the additional
effort for performing e.g. eigenvector computations on the larger matrix C.
2.2.3 Objective criteria for Nyström-type problems
The objective criterion for Nyström-type problems is to select a c-subset of
b (Equation 2.5) to the
the columns of A to construct the approximation K
covariance matrix K, such that ErrNyström is minimised:
b
ErrNyström = K − K

(2.8)
Fr

Alternatively, a criterion can be defined with respect to what is computed
on K, e.g. regarding the difference between the rank-k reconstruction Ak of
bk
A computed by exact PCA (Section 3.3) and the rank-k reconstruction A
computed by a Nyström-type approximate PCA that worked on a subset of
the columns. I.e., choose a c-subset of the columns of A, such that
bk
ErrApproximatePCA = R − A

(2.9)
Fr

is minimised, where the difference can be expressed with respect to R := Ak
or with respect to R := A.
The latter criterion can be more useful for application cases (see Section 6.2) as it makes a statement about the k principal components that
should be computed (and not about the entire covariance matrix).
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2.2.4 Exact reconstruction
Belabbas&Wolfe [15] formally state under which conditions the classical
b = K, and
Nyström extension can reconstruct K exactly, such that K
excluding the trivial case of selecting all columns:
Denote by L the set of c column indices that were selected, and denote
by L the complement of the selected column indices. The set L gives rise
to the submatrix KL = KL×L of the covariance matrix K. A zero-error
reconstruction can be obtained if rank(K) = k < n and if we select a
submatrix KL = KL×L with the same rank, i.e. if rank(KL ) = k. Then,
the error from Equation 2.6 is [15]:
b
K − K

Fr

= KL − KL×L KL−1 KL×L

Fr

=0

(2.10)

The rank-k matrix K contains a submatrix KL with c = k linearly
independent columns, and thus the other entries of K can be reconstructed
exactly by computing the covariances of the remaining columns with the
columns in KL . A formal proof is given in [15].
In practice, exact reconstruction leads, however, to an NP-hard problem
(Section 2.4.5).
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2.3 Column selection for CX and NNCX
This section reviews established column selection approaches for both CX
(Section 2.1.1) and NNCX (Section 2.1.2). An empirical evaluation follows
later in Chapter 7.
Several column selection algorithms for CX bind column importance to the
SVD or PCA of matrix A. This is done by defining column sampling probabilities that depend on the SVD (LeverageScoreSampling, Section 2.3.1)
or by deterministically selecting columns that are by some criterion close to
the principal components (CX D, Section 2.3.2; GreedySpaceApproximation,
Section 2.3.3).
Owing to the difficulty of optimal subset selection (see Section 3.1), CX
algorithms are heuristics, albeit often with theoretical error bounds (e.g.
LeverageScoreSampling, Section 2.3.1).
CX algorithms typically concentrate on choosing matrix C, as X can be
easily computed as X := C † A (Section 1.4). Any CX algorithm that selects
a C ∈ A can be turned into a NNCX algorithm by optimising a non-negative
X 0+ given A and C. There are, however, also dedicated NNCX algorithms that
incorporate the non-negativity constraint into the column selection process,
employing search heuristics to find columns that lend themselves to nonnegative combination (NNCX optimisation, Section 2.3.4).
Section 2.3.5 (SiVM) and Section 2.3.6 (VolumeSampling) describe algorithms that select columns such that they span a large volume, and
Section 2.3.7 covers an approximation to CX by regularised regression.
For integration into a common test framework, the algorithms presented
here are all formulated with c being the free parameter, while also the desired
norm error can be the parameter chosen by the user (Section 2.3.8).
2.3.1 LeverageScoreSampling
Algorithm
Randomised algorithms are abundant for Nyström-type problems (see Section 2.4), where even random sampling from a uniform distribution over the
columns can be appropriate. For CX, one is typically interested in a smaller,
higher quality column subset. Thus, we may be willing to invest time in the
order of the computing time for SVD (see Section 3.3.2) to set up non-uniform,
data-dependent column sampling probabilities.
A prominent randomised approach with non-uniform sampling probabilities is leverage score sampling. Given the SVD [93] A = U ΣV T and rank
parameter k, the (statistical) leverage score of a column A(j) is defined
as [67, 135]:
sj :=

k
1X
(Vpj )2
k p=1

(2.11)
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Leverage scores induce a probability distribution over the columns of A.
Intuitively, sampling from this distribution leads to a sample enriched in
columns that ”contribute a lot” to the top-k singular vectors.
By relying on the entire spectrum of the matrix, the leverage scores can
identify a non-uniformity structure in the data in a more robust way than
e.g. column norm scores, where the sampling probability of a column is
proportional to its norm (Section 2.4.1). For example, the column norm may
be influenced largely by the top singular vector, while the remaining singular
vectors could contribute almost nothing to the norm.
LeverageScoreSampling was proposed by Mahoney&Drineas [135] (Algorithm 1): Fill the columns of matrix C by sampling c of the j = 1, . . . , n
columns of A from the probability distribution defined by the sj (Equation 2.11). Then, compute X := C † A (Section 1.4).
Due to its randomised nature, Algorithm 1 is typically restarted several
2
times, and the result with the lowest CX norm error kA − CXkF r is reported.
Algorithm 1 LeverageScoreSampling [135]; input: matrix A ∈ Rm×n ,
number of columns c, output: matrices C ∈ Rm×c , X ∈ Rc×n
1:
2:
3:
4:
5:
6:
7:
8:

declare C ∈ Rm×c
for all l ∈ {1, . . . , c} do
sample j ∈ {1, . . . , n} with probability sj (Equation 2.11)
C (l) := A(j)
end for
X := C † A

Error analysis
A similar, but deterministic, leverage score principle has already been utilised by Jolliffe [119, p. 162] to select features (columns) for PCA. Mahoney&Drineas [67, 135] employed the concept for CX and obtained a provable
bound on the norm error of a CX factorisation by leverage score sampling.
The following error bound [135, Equ. 4] involves the error parameter  and
it is expressed with respect to the optimal rank-k reconstruction Ak obtained
by SVD. It holds with high probability (≥ 99%) when c = O( k log k / 2 )
columns are sampled from A with probabilities as specified in Equation 2.11:
2

2

kA − CXkF r ≤ (1 + /2) kA − Ak kF r

(2.12)

For another randomised method, column norm sampling (discussed in the
context of Nyström, Section 2.4.1), columns are sampled with probabilities
proportional to their norm. In comparison, for column norm sampling the
2
2
error is added to kA − Ak kF r and depends on kAkF r [135, Equ. 1]:
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2

2

2

kA − CXkF r ≤ kA − Ak kF r +  kAkF r

(2.13)

The error bound for leverage score sampling is tight as it is expressed
2
relative to the minimal error for a rank-k reconstruction by SVD, kA − Ak kF r ,
while the additive error bound for column norm sampling is not, such that
the error can, in the worst case, deviate a lot from the optimum. While
leverage score sampling can thus provide a more useful error bound, the
advantage of column norm sampling lies in the low costs for computing
column norms, as compared to computing leverage scores (Equation 2.11).
The cost of computing leverages scores depends on the costs for SVD, i.e.
O(min(mn2 , m2 n)) if computed exactly (Section 3.3.2).
Regarding the relationship of CX and Nyström (s.a. Section 2.5) this
implies that the fast column norm sampling is appropriate for Nyström-type
approximation algorithms, while the slower but more accurate leverage score
sampling is better suited for CX as a tool in data analysis (but see Chapter 8
for fast approximation of PCA/SVD). However, randomisation is an integral
part of the frameworks with provable error bounds, while the data analyst
might prefer a nested set (c.p. Section 2.5) of most relevant columns and a
deterministic approach to compute it.
2.3.2 CX D: PCA discretisation
Li&Pang [132] have proposed a deterministic CX algorithm, CX D. While it
does not provide worst case error bounds, it also relies on PCA (SVD could
be used alternatively) to determine column importance.
The strategy (Algorithm 2) is as follows: Compute the top-k principal
components (Section 3.3) of matrix A, and, for each of these components find
the best match among the columns of A. This leads to c = k columns in
matrix C that are ”discretised” versions of the top-k principal components.
The authors employed Euclidean as well as angle distances to find the column
with the smallest distance to a given principal component.
For the data analyst, the advantage is that the PCA solution is unique
and can be computed in a deterministic way (Section 3.3), and also the
outlined column selection strategy is deterministic. Following the properties
of the principal components, the c columns are nested (cp. Section 2.5.1). As
principal components can be computed sequentially [213], so can the top-c
columns in the CX D sense.
CX D has, however, also drawbacks. A column from A does not necessarily
resemble any principal component (s.a. Figure 1.1). In the worst case, all
distances between the columns of A and a given principal component are
almost equal, and one of these distances happens to be the shortest by a tiny
amount. This does likely not identify the corresponding column as being of
particular relevance.
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Algorithm 2 CX D [132]; input: matrix A ∈ Rm×n , number of columns c,
output: matrices C ∈ Rm×c , X ∈ Rc×n
1: declare C ∈ Rm×c
2: [U, λ] :=EigenValueDecomposition (AAT ) // [eigenvectors, eigenvalues]
3:
4: for all l ∈ {1, . . . , c} do
5:

s := argminj∈{1, ..., n}
(l)

A(j) − λl U (l)

// exchangeable distance measure

(s)

6:
C := A
7: end for
8:
9: X := C † A

2.3.3 GreedySpaceApproximation
CX D (Section 2.3.2) implicitly assumes that there is a one-to-one correspondence between the top-c most relevant columns and the top-c principal
components. A more general approach is to select c column vectors from A
that span approximately the same space as the top-c singular vectors of A.
Çivril and Magdon-Ismail [40] have proposed a greedy algorithm that finds
at each iteration the column A(j) from A that maximises B T A(j) , where
B = Uc Σc and A = U ΣV T by the SVD of the data matrix A.
Both the data matrix A and the singular vector matrix B are downdated
(Algorithm 3, lines 9-10) at each iteration by projection onto the space
orthogonal to the selected A(j) .
The main steps of GreedySpaceApproximation are summarised in Algorithm 3. For implementation details, such as normalisation of the columns,
refer to [40].
By the downdating step, we can avoid that redundant columns are selected,
as the influence of the column just selected is removed with each iteration.
Çivril and Magdon-Ismail [40] have proven a relative error bound similar
to the one for leverage score sampling (Section 2.3.1). Here, c > k columns
need to be chosen, where c depends on the error , on k, the rank of the
optimal Ak by SVD, and a property of matrix A called ”matrix coherence”
(for details see [40]).
2

2

kA − CXkF r ≤ (1 + ) kA − Ak kF r

(2.14)
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Algorithm 3 GreedySpaceApproximation [40]; input: matrix A ∈ Rm×n ,
number of columns c, output: matrices C ∈ Rm×c , X ∈ Rc×n
1:
2:
3:
4:
5:
6:
7:

Acopy := A // keep an unmodified copy
declare C ∈ Rm×c
[U, Σ, V ] := SVD(A)
B := Uc Σc //truncated to top-c singular vectors
for all l ∈ {1, . . . , c} do
s := argmaxj∈{1, ..., n} B T A(j)
(s)

8:
C (l) := Acopy
9:
B := B − (B T A(s) ) A(s) // downdate singular vector matrix
10:
A := A − (AT A(s) ) A(s) // downdate data matrix
11: end for
12:
13: X := C † Acopy

2.3.4 Optimisation for NNCX (Local NNCX)
Algorithms
Hyvönen et al. [115] (s.a. [143]) have proposed dedicated NNCX algorithms
that explicitly aim to minimise the NNCX norm reconstruction error criterion (Section 2.1.2). Both are optimisation heuristics with random restarts,
i.e. they take the best result from several runs with random initialisation.
Algorithms 4 and 5 each describe a single run. Both algorithms can also be
used for CX by dropping the non-negativity constraint.
Local NNCX (Algorithm 4) follows a greedy strategy that starts with a
random selection of columns and exchanges one column at a time, accepting
only changes that lead to lower reconstruction errors A − CX 0+ F r .
ALS NNCX (Algorithm 5) is an alternating least squares (ALS) approach:
Starting with random C̃ and X 0+ , it estimates C̃ given {A, X 0+ } and X 0+
given {A, C̃} in an alternating fashion. After the last round, the column
vectors of C̃ (that are not necessarily columns from A) are discretised to
the closest column vectors A(j) ∈ A, giving rise to matrix C.
Algorithms 4 and 5 explicitly optimise the NNCX criterion and will find
a local optimum where no change can be made that decreases the norm
error further. With random restarts, chances are higher to escape from local
minima, but there is no guarantee that a global optimum is reached. Possible
variations could include e.g. the Metropolis algorithm (as used in [15] for
Nyström-type column selection) that also accepts changes that temporarily
increase the error.
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Computing X 0+ := solve(A, C)
solve: Non-negativity by convex quadratic programming
Hyvönen et al. [115] discuss the problem of finding a non-negative X 0+ given
A and C (function solve in Algorithms 4, 5), which is also addressed by
Thurau et al. [201].
The solution can be obtained by optimisation with a convex quadratic
program (using solvers such as cvx [95, 94]): Given A and C, find, for all
j = 1, . . . , n (parallelisable), the X (j) that minimises A(j) − CX (j) F r ,
subject to the constraint that X (j) be non-negative [115, 201].
negative to zero: Non-negativity by projection to zero
Implementing Algorithms 4 and 5 with this strategy is feasible in parallel
computing environments. In general, the convex quadratic program appears
too time-consuming and thus not suitable for the inner loop of an optimisation
scheme (Algorithm 4, line 9). Hyvönen et al. [115] found that the following
approximation method, negative to zero, works well in practice: Compute
X with the pseudoinverse approach, X := C † A (Section 1.4), and then set
negative entries in X to zero (”projection to zero”). Only once, for the final
C at the end of the optimisation, X 0+ is computed by convex quadratic
programming (with solve; Algorithm 4, line 16).
Algorithm 4 Local NNCX [115]; input: matrix A ∈ Rm×n (assumed to be
non-negative), number of columns c, output: matrices C ∈ Rm×c , X 0+ ∈ Rc×n
1: L := uniform sample(A, c) // sample c random columns from A
2: C := A(L)
3:
4: while error decreases do
5:
for all l ∈ L do
6:
7:
// try to find a better column index s and exchange it against l:
8:
)
9:
s := argminj∈{1, ..., n} ( A − A( L/{l} ∪{j} ) X 0+
10:
L := (L/{l}) ∪ {s}
11:
12:
end for
13: end while
14:
15: C := A(L)
16: X 0+ := solve(A, C)

Fr
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Algorithm 5 ALS NNCX [115]; input: matrix A ∈ Rm×n (assumed to be nonnegative), number of columns c, output: matrices C ∈ Rm×c , X 0+ ∈ Rc×n
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

L := uniform sample(A, c) // sample c random columns from A
C̃ := A(L)
while !converged do
X 0+ := solve(A, C̃)
C̃ := solve(A, X)
end while
C := discretise(C̃) // unconstrained C̃ to single-column constrained C
X 0+ := solve(A, C)

2.3.5 SiVM: Simplex volume maximisation
Algorithm
Thurau et al. [201] have developed the Simplex Volume Maximization (SiVM)
algorithm. In the original formulation, SiVM solves a problem that can be de2
scribed as a variation of NNCX (Section 2.1.2): Minimise kA − CX convex kF r ,
where C contains columns selected from A and
Pc the coefficients in th jth
column of X convex , X1j , . . . , Xcj , are ≥ 0 and i=1 Xij = 1.
I.e., convex combinations (linear combinations with non-negative coefficients that P
sum to 1) of the c columns in C are used to reconstruct A. The
c
additional i=1 Xij = 1 constraint is the difference to NNCX that considers
conic instead of convex combinations (Section 2.1.5).
The geometrical interpretation of SiVM is that it maximises the volume
of a simplex (c-dimensional polytope corresponding to the convex hull of
the c selected columns) fitted into the data by selecting extreme column
vectors. This is similar to the convex cone view on NNCX (Section 2.1.5)
that motivates selection of extreme column vectors to span a convex cone
that contains as much of A as possible. As there is no constraint on the sum
of the coefficients in NNCX, the geometrical interpretation of NNCX is that
the columns in C span an open-ended convex cone (Figure 2.1), whereas the
simplex/convex hull in the SiVM scenario is closed.
Analogous to the convex cone scenario for NNCX, data points within
the convex hull can be reconstructed exactly by convex combination of the
columns in C. Data points that lie outside the convex hull of C are projected
to the nearest point on the convex hull, and this projection error translates
into Frobenius norm error. This motivates a strategy of selecting extreme
vectors for C that enclose a large volume and leave few data points outside.
In order to find extreme vectors, the SiVM algorithm (Algorithm 6) relies
on greedy distance maximisation, selecting at each iteration a column that is
distant from the ones selected so far, increasing (≥) the volume of the growing
simplex.

2.3 Column selection for CX and NNCX

31

SiVM optimises the following term that is derived from a formula for the
volume of a simplex (see [201] for details). It estimates (extreme) column index
(t + 1) = s based on (Euclidean or cosine) distances di,s to the t previous
columns, where a is a constant usually set to the maximum distance [201,
Section 7.1]. Column index s is a local optimum with respect to maximising
the volume of the growing simplex [201]:
argmax ( a
s

t
X
i=1

di,s

t
t
X
X

t

t−1X 2
d )
+
di,s dj,s −
2 i=1 i,s
i=1 j=i+1

(2.15)

The columns selected by SiVM are typically extreme column vectors. SiVM
implements a volume or distance maximisation strategy with an objective
similar to that of Convex cone (Algorithm 5), which does, however, not use
distance computations.
At the end of the iteration, convex quadratic programming is employed to
find a non-negative X 0+ given C and A (using solve as in Section 2.3.4).
SiVM has been proposed to solve a convex variant of NNCX, but, due
to the similarities of the convex cone and the convex hull scenario, the
column selection strategy outlined here can also be used for NNCX. For
comparability with the other algorithms in the evaluation (Chapter 7), SiVM
is hence formulated for NNCX (Algorithm 6).
FastMap initialisation for the first column
The SiVM iteration requires a starting point, i.e. we need an initialisation
step to select the first column C (1) . Thurau et al. [201] suggest the following
initialisation that they trace back to the FastMap algorithm [73]: Start with
a random column A(r1 ) and find the the column A(r2 ) that maximises the
distance d(A(r1 ) , A(r2 ) ). Then, the column A(s) that maximises d(A(r2 ) , A(s) )
is an extreme vector from the convex hull of A.
Algorithm 6 SiVM [201]; input: matrix A ∈ Rm×n , number of columns c,
output: matrices C ∈ Rm×c , X 0+ ∈ Rc×n
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

declare C ∈ Rm×c
find C (1) by FastMap initialisation
for all l ∈ {2, . . . , c} do
determine s by Equation 2.15
C (l) := A(s)
end for
X 0+ := solve(A, C)
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2.3.6 VolumeSampling
Concept
The concept of volume sampling [56] and the VolumeSampling algorithm [55]
were introduced by Deshpande and colleagues. Given a m×n matrix A, volume
sampling requires to sample a c-subset L of the j = 1, . . . , n column indices
with a probability proportional to the volume spanned by the corresponding
columns A(L) . More precisely, sample a subset A(L) (|L| = c) of columns from
T
A with a probability proportional to det(A(L) A(L) ), or the squared volume
(L)
of the parallelepiped spanned by the columns in A
[55].
Even though it is NP-hard to find the maximum volume submatrix [39]
(discussed in Section 3.1.3), Deshpande [56] showed that sampling column
subsets with probabilities proportional to the volume, i.e. volume sampling,
is possible in polynomial time, and, moreover, that the (c + 1) factor in the
error bound obtained (in expectation) is the best possible for c-subsets [56]:
2

2

E [ kA − PL (A)kF r ] ≤ (c + 1) kA − Ac kF r

(2.16)

Here, Ac is the optimal rank-c reconstruction of A, and PL (A) projects A
onto the span of the columns with indices L. Where Equation 2.16 is only
a theoretical existence result, Deshpande then introduced a deterministic
algorithm, VolumeSampling [55, algorithm 4], that relies on the volume
sampling principle, and that can achieve the following error bound:
p
2
2
(c + 1) kA − Ac kF r
(2.17)
kA − PL (A)kF r ≤
Thus, theoretically, volume sampling is appealing as it provides an approximation to the NP hard volume maximisation problem and as it comes
with a provable bound regarding the norm error. An implementation, PrototypeVolumeSampling, is discussed below that makes use of the characteristic
polynomial. Later in Section 5.4.1, issues such as computational demands
and numerical instability are discussed, which, in practice, can render volume
sampling inferior to volume maximisation by selecting extreme vectors, such
as performed by Convex cone (Chapter 5).
Algorithm PrototypeVolumeSampling
The algorithm PrototypeVolumeSampling uses the following relationship
T
between det(A(L) A(L) ) and the characteristic polynomial of AAT [55]:
X
det(A(L) A(L)T ) = | rm−c (AAT ) |
(2.18)
L∈{1,...,n},|L|=c

Here, rm−c refers to a coefficient of the characteristic polynomial of AAT .
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Algorithm 7 PrototypeVolumeSampling [55]; input: matrix A ∈ Rm×n ,
number of columns c, output: matrices C ∈ Rm×c , X ∈ Rc×n
1: L := {}; B := A
2:
3: for all t ∈ {1, . . . , c} do
4:
for all j ∈ {1, . . . , n} do
5:
Cj := B − Pj (B)
6:
2
7:
pj := B (j)
| rn−c+t (Cj CjT ) |
8:
// rn−c+t : coefficient of the characteristic polynomial (Equation 2.19)
9:
end for
10:
sample j ∈ {1, . . . , n} with probability pj
11:
L := L ∪ {j}; B := Cj
12: end for
13:
14: C := A(L) ; X := C † A

The characteristic polynomial is defined as [55]:

det(xI − AAT ) = xn + rn−1 (AAT )xn−1 + . . . + r0 (AAT ) =

n
Y

(x − σj2 )

j=1

(2.19)
PrototypeVolumeSampling [55] (Algorithm 7) selects columns one at a
time (adaptive sampling using downdating/a residual matrix), but such that
the probability of selecting the entire column subset A(J) is proportional to
T
det(A(J) A(J) ).
In particular, PrototypeVolumeSampling considers not c-subsets but ctuples (Z1 , . . . , Zc ) of columns where each of the c! permutations of the
same columns has the same sampling probability. The connection between
the determinant (volume) and the characteristic polynomial (Equation 2.18)
allows to express the probability for selecting the jth column at iteration t,
given the column choices that have already been made, as [55]:
2

B (j) | rn−c+t (Cj CjT ) |
(c − t + 1) | rn−c+t−1 (BB T ) |
(2.20)
Here, B := A, and Cj is a downdated version of B using the projection
Pj that projects B onto the jth column , i.e. Cj := B − Pj (B). Thus, the
probability for choosing the jth column (given the previously selected columns
regardless of their order) according to volume sampling can be computed based
on the coefficients of the characteristic polynomial of the current version of
Cj CjT . For proofs and extended background on volume sampling, see [55].
Pr(Zt = j | Z1 = j1 , . . . , Zt−1 = jt−1 ) =
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Algorithm VolumeSampling
PrototypeVolumeSampling illustrates the concept of selecting a column
subset with a probability proportional to its volume. The VolumeSampling
algorithm used in the evaluation in Chapter 7 implements exactly this concept,
but it includes additional subroutines described in [55].
VolumeSampling utilises a (lossless) running time improvement to compute (Cj CjT ) more efficiently [55, Algorithm 2] (complexity as in Section 5.4.1).
In addition, VolumeSampling chooses columns deterministically [55, Algorithm 4]. The column subset is still chosen with a probability proportional
to its volume, but sampling the jth column with probability pj (Algorithm 7,
line 10) is replaced with a choosing the jth column that minimises an
objective criterion that also depends on the coefficients of the characteristic
polynomial [55, Algorithm 4]:
rn−c+t−1 (CjT Cj )
rn−c+t (CjT Cj )

(2.21)

For a derivation of the objective criterion, see [55, lemma 21]. In addition to
removing the randomised aspect, the deterministic VolumeSampling can also
provide the favourable error bound from Equation 2.17.
2.3.7 Approximating CX as a regularised regression problem
Bien et al. [26] state that column subset optimisation for CX is NP-hard
(s.a. Section 3.1) and then propose an approximation to CX that is a
computationally tractable convex optimisation problem. In particular, the
n × n matrix B is optimised [26]:
argmin kA − ABkF r , subject to
B

n
X

B(j) ≤ t

(2.22)

j=1

Pn
, where the constraint j=1 B(j) ≤ t enforces row selection from B (column
selection from A), and the parameter t > 0 determines the number of rows in
B that are not completely zero.
This is no explicit column selection, however [26] claims that optimising
Equation 2.22 typically results in B(j) that contain either only zeroes (A(j)
not selected) or that are dense with many non-zero values (A(j) selected), and
t can be varied to obtain the desired number of selected columns.
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2.3.8 Selecting c = k columns vs. c ≥ k and -accuracy
A different view on column selection is to ask for the smallest number of
columns that are needed in order to reduce the norm error below a threshold.
Algorithms 1 and 3 can provide guarantees for the error of a CX factorisation
with respect to the optimal rank-k Ak computed by PCA/SVD. The bounds
require to choose c ≥ k columns, and the free parameter is then not explicitly
the number of columns c, but a prespecified error parameter . Rather, the
choice of  determines how many columns c need to be selected to achieve
-accuracy.
For the evaluation in Chapter 7, all algorithms in the competition should,
however, select the same number of c = k columns. Thus, all CX algorithms
described in this work have been adapted to the CX definition in Section 2.1.1
where exactly c columns are sought.
Recent theoretical work has established close-to-optimal results [29, 100]
regarding -accuracy and the case of c ≥ k, allowing for very good compromises between an accurate matrix reconstruction and a small c. The most recent,
and so far the theoretically best result, was given by Guruswami&Sinop [100,
theorem 1] who proved that an ”optimal”
dependence between c and k is
p
2
possible, guaranteeing an error ≤ (c + 1)/(c + 1 − k) kA − Ak kF r based on
c ≥ k columns and with respect to the rank-k reconstruction Ak by SVD.
They [100] also showed that this error bound is not only a theoretical existence
result, but that it can be achieved deterministically by the VolumeSampling
algorithm ([55, Algorithm 4], Section 2.3.6), which was originally proposed for
choosing exactly c columns [100] (s.a. the error bound in Equation 2.17).
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2.4 Column selection for Nyström-type problems
The FastPCA algorithm developed later in Section 6.2 is a Nyström variant
(see Section 2.2.2) with similarities to LinearTimeSVD [65]. For preparation,
Section 2.4.1 introduces the column selection framework of LinearTimeSVD.
It is an example for non-uniform sampling where columns are selected with
probabilities depending on their norm.
Section 2.4.2 contrasts such non-uniform sampling with random, uniform
sampling, which is still the most common column selection approach for
Nyström-type problems. Then, Section 2.4.3 contrasts fixed sampling probabilities, such as the ones based on the column norm, with adaptive probabilities
that change after each round of column selection. A meta-technique is the
ensemble method in Section 2.4.4 that builds on the combined results of
multiple Nyström extensions. Further relevant concepts that do not fit into
these categories are dealt with in Section 2.4.5.
2.4.1 Norm-based sampling: LinearTimeSVD
Mahoney and Drineas have established a Monte Carlo framework for approximate matrix multiplication of two matrices A (m × n) and B (n × t) by two
smaller matrices C and R such that AB ≈ CR [64]. The approximation was
achieved by sampling rescaled columns from matrix A into C and rescaled rows
from B into R according to a probability distribution. Sampling probabilities
pc that depend on the Euclidean column and row norms kAIc k and kBcJ k,
2
respectively, were used to reduce the norm error kAB − CRkF r :
pc = Pn
c

0

kAIc k kBcJ k
0
0
=1 kAIc k kBc J k

(2.23)

In [65], the authors used this result to cover the special case B =
AT , which occurs when computing the sample covariance matrix AAT ,
and extended their framework to approximate SVD by column sampling.
Statements for SVD also apply for PCA as the left singular vectors and the
principal components are the same, given that the input matrix is normalised
(Section 3.3.2). Recall also that the principal components are the eigenvectors
of the covariance matrix (Section 3.3.1).
By sampling c columns according to any probability distribution from
matrix A into matrix C (m × c), we can approximate the sample covariance
matrix of A with an error of AAT − CC T F r . Drineas et al. [65, theorem 2]
proved Equation 2.24 that relates the optimal rank-k matrix Ak obtained by
bk obtained by SVD of the sampling matrix C.
SVD and the approximation A
2

bk
A−A

Fr

√
2
≤ kA − Ak kF r + 2 k AAT − CC T

Fr

(2.24)
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This gives a bound for the error of approximate SVD that involves the error
2
necessarily incurred even by exact SVD, kA − Ak kF r , as well as the additional
error that is due to the approximation by column sampling: AAT − CC T F r .
An important aspect revealed by Equation 2.24 is the multiplication of
the column sampling error with k, the number of singular vectors. Thus, a
small column sample may be sufficient to approximate the top singular vectors
(small k), but if further singular vectors (larger k) are needed we should reduce
the column sampling error AAT − CC T F r further, which usually means to
select more columns.
The error bound from Equation 2.24 holds in general, i.e. regardless of
how the columns were selected. The error can be stated more precisely for
specific column selection methods. For example, if the columns are sampled
with probabilities proportional to the column norm, the expected error with
respect to the norm of A is  [65, theorem 4]:


2
2
2
b
E A − Ak
≤ kA − Ak kF r +  kAkF r
(2.25)
Fr

In order to achieve this error bound, we need to sample with replacement
c ≥ 4k/(2 ) columns [65]. I.e, we can compute in advance how many columns
have to be sampled in order to obtain the desired error .
Equation 2.25 provides an upper bound on the error for approximate
SVD/PCA based on a subset of the columns, establishing that column
sampling PCA, such FastPCA by column sampling (Section 6.2) is meaningful.
In practice, the task is, by general or by data-specific strategies, to find a small
number of columns c that leads to a small error.
2.4.2 Uniform vs. non-uniform sampling
In practice, the most common [74, 128] column selection strategy for Nyströmtype problems is to take c samples at random from a uniform distribution
over the columns. This is clearly the method that is easiest to implement and
fastest to compute.
In contrast, a non-uniform, data-dependent sampling distribution has been
proposed by Drineas&Mahoney [66] for the Nyström extension and by Drineas
et al. [65] for a Nyström variant. Drineas and colleagues developed sampling
probabilities that are proportional to the column norm (L2 ).
The norm sampling framework has already been covered above (Section 2.4.1), and the goal is to invest the small amount of time needed for
computing the columns norms to achieve a better sample (smaller c or lower
norm error or both).
Based on empirical evaluation, Kumar et al. [128] have argued that uniform
sampling performs equally well or even better than norm-based sampling
regarding the quality of a low-rank approximation of a kernel/covariance
matrix K by Nyström extension.
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The empirical results presented later in Chapter 8 suggest that this does not
hold in general and rather depends on the nature of the data. Clearly, if
the importance criterion, e.g. the matrix norm, leads to equal values for all
columns, sampling based on that criterion does not have an advantage over
uniform sampling.
While uniform sampling can hardly be beaten on the computational front,
it can, however, be easily challenged by non-suitable data. Uniform sampling
becomes more inappropriate the more concentrated a criterion, e.g. the matrix
norm, is in a small fraction of the columns. The idiomatic needle in the
haystack is the worst case scenario for uniform sampling, and if the needle
should not be missed this comes at the cost of large sample sizes and sacrificing
much of the computational improvement of the approximation.
2.4.3 Fixed vs. adaptive sampling
Kumar et al. [128] classify column selection strategies into fixed and adaptive
sampling strategies, where the uniform or column-based sampling probabilities
mentioned above (Section 2.4.2) would qualify as ”fixed”, as probabilities are
computed once that never change afterwards.
The adaptive strategy is characterised by column sampling during multiple
rounds with selection criteria that are updated after each of the rounds.
Typically, these strategies work with a residual matrix. The residual matrix
is formed by subtracting (from A) the projection onto the columns selected
in the previous round (”downdating”).
An example for adaptive sampling is the work of Deshpande et al. [56]
where column norm sampling (Section 2.4.1) is performed in multiple rounds,
and each time column norms are recomputed on the residual matrix. I.e., the
overall amount of c columns is selected in t batches of s columns during t
rounds. The adaptive sampling in t rounds leads to an error bound similar
2
to Equation 2.25, but with an exponentially decaying additive error t kAkF r
[56, theorem 1.2], which proves that adaptive sampling does indeed reduce the
approximation error with each round.
Also deterministic approaches that work with a residual matrix may be
classified as adaptive. Farahat et al. [74] developed a greedy, deterministic
column selection algorithm for the Nyström extension. Their criterion is
related to the definition of the principal component (Section 3.3) as the line
of closest fit. At each step they select the column in the residual matrix that
minimises the sum of squares error of the projection onto it.
Multiple rounds of column selection are a good way of refocussing on
the columns that were missed in previous rounds, which also results in
tight bounds for the error of the approximation. However, the adaptive
strategies also incur higher computational costs. In contrast to fixed sampling
strategies, they need to compute a residual matrix and to update the sampling
probabilities, and this needs to be done t times.
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A variation of adaptive column selection has been proposed by Holmes
et al. [107]. Briefly, columns are kept in a binary tree structure, where each
node contains a set of columns represented by a pivot column. The root node
contains all columns that are sorted by cosine similarity to the pivot. A split
into two child nodes separates those columns that are close to the pivot from
those that are not. Iterating this process leads to further splits with new pivot
columns that each allow for closer adaptation to the fine structure of the data
matrix. The method is not explicitly a Nyström method in that the pivots
are not columns from the matrix but orthogonalised mean vectors, and it also
differs from the other adaptive schemes in that vectors can be removed during
the adaptive process: Parent node vectors are removed once the child node
vectors have been found.
2.4.4 Ensemble Nyström
Kumar et al. [127] have introduced a meta-technique, the ”ensemble Nyström”
method, performing p ≥ 1 Nyström extensions with independent column
samples. This allows e.g. to average over multiple solutions. Furthermore,
sampling an additional set of columns T as test data, the approximation error
on the small T (instead of the full A) can be evaluated for each of the p
independent Nyström extensions, which allows to choose the best result.
The authors evaluated different variants aimed at reducing the norm error
of a Nyström extension based on uniform column sampling probabilities. They
considered averaging over multiple, weighted Nyström approximations to a
covariance matrix K:
K ensemble =

p
X

µi Ki .

(2.26)

i=1

Both empirical and theoretical results show that these ensemble Nyström
extensions are superior to a single Nyström extension. Improvements were
already evident for uniform weights µi and could be further improved by
choosing non-uniform weights with the help of the test data. For example, the
µi can be optimised, at additional cost, by regression, such that they minimise
the norm error on matrix T . [127]
Clearly, the computational load of ensemble Nyström is at least p times
the computational load of a single Nyström extension (plus the effort for
weighting and constructing the hybrid solution). As the p extensions can be
computed independently of each other, a part of the workload may, however,
be parallelised.
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2.4.5 Other concepts
Determinant maximisation
Following the notion about zero error Nyström extension (Section 2.2.4),
Belabbas&Wolfe [15, 14] proposed to sample subsets A(L) , |L| = c = k from a
rank-k K with probabilities proportional to their determinant det(A(L) ). This
sampling scheme relies on the fact that the determinant det(A(L) ) is non-zero
if A(L) consists of linearly independent columns.
In practice, such a probability distribution can be infeasible to compute
and the closely related problem of maximising the determinant (of a column
subset) is known to be NP hard [14, proposition 4.7]. The approach from [15]
was thus to utilise a search heuristic, ”simulated annealing” (Metropolis
algorithm), to exchange columns one by one in order find a subset A(L) with
maximal determinant.
Clustering
Zhang&Kwok [224] employed k-means clustering (Section 3.4) to select a nonuniform, data-dependent sample. As for the classical Nyström extension, their
method computes the eigenvectors of a c × c matrix, which, in this case, is the
covariance matrix of the c cluster centers.
Going beyond the Nyström framework, they weighted each cluster center
with the size of its cluster. The weights help to better estimate the underlying
distribution in the sense of a ”data histogram” [224], and they indeed led to
improved reconstruction error (with respect to random sampling, norm-based
sampling and unweighted cluster centers) in empirical evaluation.
Quality and time consumption of the clustering framework obviously
depends on the chosen clustering algorithm, where standard k-means with
multiple reruns appears unsuitable for a fast approximation scenario. Instead,
Zhang&Kwok suggested an incremental clustering with complexity O(nc) as
an alternative to k-means.
The weighting involved in the clustering approach is different from the
weighting performed for the fast PCA introduced later in Section 6.2. The
method from [224] relies solely on a posteriori information obtained by
clustering the data, whereas the weighting scheme in Section 6.2 incorporates
also a priori information about the data type, which is available already before
a particular data instance is accessed.
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2.5 Relationship of CX and Nyström
Distilling the definitions of Nyström and CX (Sections 2.1, 2.2), as well as the
respective algorithmic strategies (Sections 2.3 2.4), we can characterise the
relationship between the two problems.
2.5.1 Structure and application purpose
Structure
For both CX (Section 2.1) and Nyström (Section 2.2), a column subset needs
to be identified such that a norm error criterion is minimised. From the
definitions (Sections 2.1.1, 2.2.1) it is clear that CX is defined for a general
matrix, whereas Nyström is defined for a covariance or Gram matrix.
Often the covariance matrix is, however, not constructed explicitly, and
then both CX and Nyström serve to compute a low-rank reconstruction,
2
be it by minimising kA − Ac kF r (CX; where typically c = k, but see
bk
Section 2.3.8) or by minimising Ak − A
(Nyström, Section 2.2.3), where
Fr

bk has been computed using the c-subset.
the approximated rank-k matrix A
The structural difference that is most relevant for this work is visualised in
Figure 2.2. Figure 2.2a shows a schematic for a Nyström variant (Section 2.2.2)
as it is employed for FastPCA later in Chapter 6. A representative column
subset C is chosen from A, and then the target algorithm, whose running
time should be improved, is performed on the subset C.
In contrast, for CX the column subset C is not an intermediate result, but it
directly serves to reconstruct A as A ≈ Ac = CX (Figure 2.2b).
Typical application purpose
The main motivation for Nyström-type problems is speedup [15, 128] by
working on a subset of the columns, while CX is advertised as ”interpretable
matrix factorisation” [115] and as a tool in data analysis [135] that represents
the matrix in terms of its most relevant columns (Section 2.1.4).
2.5.2 Requirements for a column selection algorithm
Time consumption and randomised vs. deterministic
These differences regarding structure and the field of application are also
reflected by the choice of algorithms. If the objective is speedup, column
selection, which then is a preprocessing step, should be computationally cheap.
In fact, the most common [128, 74] column selection strategy for Nyström-type
problems is random sampling from a uniform distribution.
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Fig. 2.2. a) Schematic for Nyström-type matrix approximation (Nyström variant).
b) Schematic for CX factorisation.

Adaptive (Section 2.4.3) or ensemble (Section 2.4.4) sampling strategies can
achieve better column subsets, yet every improvement is usually traded
against an increase in computation time for the column selection step.
In the case of CX, the column-based matrix factorisation is the main result
and usually more time can be afforded to compute it. For example, popular
CX algorithms (Section 2.3) require access to the SVD of matrix A. While
they lead to low CX norm error, they can thus not be used (assuming that
they require access to exact SVD) to speed up computation of SVD with a
Nyström-type approach.
We may also contrast the fast, typically randomised strategies for Nyström
with the deterministic approaches to CX that can be preferred by domain
scientists for use in data analysis. Note, however, that also randomised CX
algorithms exist [135, 115].
Column interpretability, nestedness, redundancy
The interpretability aspect associated with CX (Section 2.1.4) has also led to
variations, such as the non-negativity constrained NNCX (Section 2.1.2), that
is motivated by improvements regarding the interpretability of the factorisation. Such constraints appear unnecessary for Nyström-type problems.
Properties such as factor nestedness can be relevant for CX, e.g. to provide
a structural analogue to principal components. The principal components
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are nested in the sense that the top k principal components consist of the
top (k − 1) principal components and an additional principal component.
Optimising a different c-subset of columns for each number of columns c
would lead to non-nested columns in C. This could be problematic for data
analysis with CX as then the choice of c becomes a critical parameter with
strong influence on the results. On the other hand, for Nyström-type problems,
column nestedness appears irrelevant.
Also column redundancy should be avoided for CX, where few, most
relevant columns are sought to explain the main trends in the data matrix.
On the other hand, we can afford oversampling and some redundancy in the
column set for Nyström-type problems. This is also reflected by the number
of columns in Figure 2.2: For Nyström, we may often find it acceptable to
select a larger number of columns (many out of many more), if this can be
done quickly without investing time into optimising a small column subset.
For CX, we are interested in e.g. the top-3 or in the top-30 most relevant
columns of A, whereas for Nyström e.g. 1 to 10 percent of the columns of A
can be an appropriate sample size.
Algorithms in this work
Contrasting CX and Nyström as done in this section reflects typical usage,
considering Nyström-type approximation with uniform column sampling as
opposed to investing time in the order of SVD(A) to find a CX solution. As
already noted, the borders between the two problems can be blurred in some
cases and the requirements for CX or Nyström, respectively, are not always
met by a particular algorithm, e.g. the randomised CX approach from [135].
The algorithms developed later in Chapters 5 and 6 fit, however, into the
contrasted picture painted in this section, assigning a fast column sampling
approach to the Nyström side, and a deterministic approach, that invests time
into optimising a non-redundant column set, to the CX side.
2.5.3 Optimal solution for c = k
If only the norm error is regarded as a criterion, i.e. neglecting the above
practical requirements, a good column subset for CX (Section 2.1) is also a
good column subset for Nyström (Section 2.2).
Both problems involve a difficult subset selection problem (s.a. Section 2.2.4) and both can be solved optimally by the same set of columns:
The notion about zero-error reconstruction by a Nyström-type approach
(Section 2.2.4) applies also to CX. For both Nyström and CX, a subset of
c = k linearly independent columns from a rank-k matrix A can be used to
reconstruct A perfectly, reducing the norm error to zero.

3
Column selection in the context of other
problems
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3 Column selection in the context of other problems

Overview
First, Section 3.1 reviews problems that are closely related to column subset
selection and that are known to be NP-hard, which hints at the computational
complexity of the column selection problems from Chapter 2.
The remainder of this chapter views column selection in the context of
other, more distantly related, problems and concepts, pointing out similarities
and dissimilarities.
Feature selection appears to be a related concept that can, however,
be quite different as it is usually phrased in a supervised instead of an
unsupervised context (Section 3.2).
Section 3.3 provides details on Principal Component Analysis (PCA). In a
wider context, also other matrix factorisation and ”component” methods are
relevant, but as these play a prominent role in the analysis of brain imaging
data they are dealt with later in Chapter 4.
Section 3.4 covers vector quantisation and clustering. Both can be phrased
as discrete, column-based problems. However, unlike CX, they do not account
for signal mixtures.
Finally, Section 3.5 reviews the rank-revealing QR factorisation that
illustrates how column selection strategies can work towards reducing the
norm reconstruction error.

3.1 Complexity of column selection and related problems
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3.1 Complexity of column selection and related problems
Section 3.1.1 reports on what is known about the hardness of the general
Nyström, CX and NNCX problems. A special case of non-negative matrix
factorisation and NNCX appears to be an easier problem (Section 3.1.2).
Finally, Section 3.1.3 introduces problems that are closely related to CX and
Nyström and that are NP hard.
3.1.1 Complexity of the column selection problems
Nyström
For Nyström-type problems, a brute force approach would need to check the
norm error for nc possibilities. Similarly, finding a Nyström solution through
maximising the determinant of the column subset matrix (see Section 2.4.5)
would require to check all possible subsets, and it is a NP hard problem [14,
proposition 4.7] (s.a. Section 3.1.3 below).
The known column selection algorithms for Nyström-type problems are
heuristics (Section 2.4), and Belabbas&Wolfe [14, problem 3.3] stated explicitly that no exact algorithm better than brute force is known.
CX

The same nc argument applies also to CX, and the known algorithms for
CX (Section 2.3) are heuristics. Some CX algorithms provide bounds on the
norm error with respect to the optimal solution by PCA/SVD, but they do
not select the optimal column subset.
Related problems, that are known to be NP hard, are reviewed below.
Clear analogies between CX and such problems, e.g. subset selection for linear
regression (Section 3.1.3), have led to claims for the NP hardness of CX [26],
although no details are given in [26] and no proof is available in the literature.
NNCX
The complexity class of NNCX (Section 2.1.2) is so far undetermined, but
there is no evidence that NNCX would be easier to solve than CX [143,
chap. 5]. For both CX and NNCX, finding the column subset in C is the
computationally demanding part, as computing X given A and C can be done
in polynomial time, using the pseudoinverse method for an unconstrained X
(Section 1.4) or a convex quadratic program for a non-negativity constrained
X 0+ [143, chap. 5] [199] (s.a. Section 2.3.4). Thus, for a generic NNCX
algorithm, that selects C by a CX algorithm and then optimises a non-negative
X 0+ , running time will not be much higher than for the CX algorithm.
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Should this strategy of computing CX first and then applying the nonnegativity constraint be the only way of solving NNCX, any NP hardness
result for CX would also imply NP hardness for NNCX.
Motivated by the convex cone view (Section 2.1.5) one could try a shortcut,
replacing the enumeration of all c-subsets with the enumeration of only the
extreme vectors. Selecting all extreme vectors of the cone into C would reduce
the NNCX norm error to zero. However, not any c-subset of the extreme
vectors (there can be many more than c extreme vectors) is the minimiser of
the NNCX norm error for a given c.
Unfortunately, also finding all extreme vectors (exact solution) appears to
be a hard problem. While computing the convex hull of n points costs only
O(n log n) in the 2D plane [54, Theorem 1.1], the problem of finding extreme
data points is much harder to solve for higher dimensions: Computing the
convex hull in m-dimensional space costs up to O(nm/2 ) [198, p.3].
3.1.2 NMF for a separable matrix
Recently, Arora et al. [10, Section 5] have considered the special case of
non-negative matrix factorisation (NMF, Sections 2.1.4, 4.6) for a separable
matrix. Matrix A is said to be s-separable if it can be reconstructed exactly by
linear combination (with non-negative coefficients) of s generating or source
signal columns that themselves are present in A [10, 126].
Where NMF factorises the m × n matrix A0+ as A0+ = W 0+ H 0+ with any
suitable matrix W 0+ , in NMF for a separable matrix we have A0+ = W 0+ H 0+
with a m × s matrix W 0+ ∈ A0+ .
If A is separable, the s generating columns (from W 0+ ) can be recovered
from A in polynomial time by checking, using a linear program (running
in time polynomial on n) for each of the n columns, whether they are not
part of the convex cone/hull defined by other columns from A [10, Section
5]. This is a feasible, though rather inefficient, way of finding the extreme
vectors (Section 2.1.5) of A.
NNCX (Section 2.1.2) is more general than NMF for a separable matrix :
2
NNCX requires to minimise the norm error A − CX 0+ F r for any matrix A
(no assumption on s-separability) and a m × c matrix C ∈ A for any given c
(not just c = s). For example, even if A has been generated from s of its
columns, and if c 6= s, the c columns that minimise the NNCX norm error do
not necessarily comprise the s generating columns.
NMF is NP-hard in the general case [204], but NMF for a separable
matrix can be solved in polynomial time [10, theorem 1.4] as described above.
Likewise, by analogy to CX, NNCX appears to be a hard problem in the
general case. However, if A has been generated (by linear combination with
non-negative coefficients) from s columns that are present in A, then NNCX
with c = s is equivalent to the easier problem NMF for a separable matrix.
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3.1.3 Related subset selection problems are NP hard
Problems related to the column selection problems exist that are known by the
names of ”subset selection for linear regression” and ”selecting a maximum
volume submatrix” (MAX-VOL). Hardness results for these problems suggest
that the two column selection problems, CX and Nyström, are hard as well.
Subset selection for linear regression
Regression analysis describes a linear relationship between a set of j =
1, . . . , n variables xj and a dependent variable y, using coefficients αj :
y = x1 α1 + ... + xn αn

(3.1)

For example, given coefficients αj (fitted on training data) and new observations xj , y can be predicted.
Subset selection for linear regression has been treated by Das&Kempe [50,
51]. The subset selection version of linear regression requires to select a subset
of the n variables. More precisely, select a subset L ⊂ {1, . . . , n} of variable
indices with |L| ≤ c, such that an error measure is minimised over all L,
e.g. [50]:
X
Error(y, L) := ( y −
xl αl )2
(3.2)
l∈L

This problem is NP hard for the general case [50].
Subset selection for regression can be motivated by similar arguments
as column selection from matrices. Subset selection can be useful for data
interpretation (similar to CX: Section 2.1), as it identifies variables that are
relevant for prediction of y. Analogous to the Nyström scenario (Section 2.2),
subset selection can also improve efficiency, reducing the number of variables
that need to be measured for future data instances (experiments, recordings).
Note that CX as defined in Section 2.1.1 requires |L| = c instead of
|L| ≤ c. Otherwise, subset selection for linear regression is analogous to
column selection in the CX sense (Section 2.1.1). In CX notation, Equation 3.2
specifies the error for the approximation of a single entry Ai,j of matrix A using
the column subset C := A(L) with column indices L and coefficient matrix X:
Error(Ai,j , L) := ( Ai,j −

c
X
c0 =1

Ci,c0 Xc0 ,j )2

(3.3)
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Selecting a maximum volume submatrix
Çivril and Magdon-Ismail [39] showed that the problem of selecting a maximum volume submatrix, MAX-VOL, is NP hard.
Consider a m × n data matrix A and the column subset matrix C := A(L) ,
where |L| = c contains the indices of the c columns selected from A. MAXVOL requires to maximise the volume of the parallelepiped spanned by the
selected columns in C, Vol(C). Denote by σc0 the singular values of C and
define MAX-VOL as [39]:
argmax Vol(C) =
C

c
Y

σc0 (C)

(3.4)

c0 =1

Note that the relationship to the concept of maximising the determinant
(of the subset matrix) for Nyström (as described in Section 2.4.5) is that
|det(C)| = Vol(C) (for nonsingular C). The equivalence of the determinant
and the singular value formulation (as in Equation 3.4) for the volume of a
parallelepiped has been shown in [18].
Also analogies to CX are obvious: Volume sampling guarantees tight error
bounds for the CX norm error when column subsets C are sampled with
probabilities proportional to V ol(C) (Section 2.3.6). Algorithms like SiVM
(Section 2.3.5) and Convex cone (Chapter5) aim at selecting extreme columns
that enclose a large volume, and, empirically, their successful CX norm error
minimisation (see Chapter 7) can be linked to volume maximisation.
The similarities of the criteria optimised by Nyström and CX algorithms
to the MAX-VOL criterion are a further indicator for the hardness of the
Nyström and CX problems. At the same time, good performance of a greedy
heuristic for MAX-VOL (as shown by theoretical analysis in [39]), suggests
greedy heuristics as promising strategies for CX as well. Also the Convex cone
algorithm (Chapter 5) and GreedySpaceApproximation (Section 2.3.3) are
variants of a greedy heuristic.

3.2 Feature selection
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3.2 Feature selection
3.2.1 Column selection vs. feature selection
Column selection and feature selection are related by the fact that a subset
has to be selected from a larger set. This feature or column selection can be
contrasted with feature extraction, i.e. the generation of aggregate features by
feature combination, e.g. principal components (see Section 3.3).
While there is overlap between the fields, the typical scenario for feature
selection is different from the typical scenario for column selection.
Frequently (but see Section 3.2.3 below), feature selection problems occur in
the context of supervised learning, where the task is to select features that lead
to classification or prediction success [101, 133]. In contrast, column selection
is unsupervised and requires to select columns that preserve the content of
the matrix as measured by a norm error criterion, i.e. the objective is matrix
reconstruction (Chapter 2).
It may happen that the two criteria lead to similar solutions, but this
is certainly not the case in general. Assume, for example, that the rows of
matrix A have class labels. Then, a single column (feature) may be sufficient
to perfectly separate the classes. However, this does not imply that the single
column can reconstruct the matrix perfectly. This single column does not
necessarily account for what the classes have in common, or for everything
that is not related to the partition into classes.
In addition, feature selection for classification has to deal e.g. with cases where
a feature on its own has no predictive power, while it may have predictive
power in combination with other features [101]. Likewise, redundant features
can improve classification robustness, while they do not contribute to matrix
reconstruction.
To further establish similarities and dissimilarities, the following sections
provide details on feature selection in supervised (Section 3.2.2) and unsupervised learning (Section 3.2.3). Notably, there are also similarities between
column and feature selection, and, especially in the context of unsupervised
learning, methods may be exchanged between the fields (Section 3.2.4).
3.2.2 Feature selection for supervised learning
Feature selection for supervised learning can be beneficial in terms of focussing
on discriminatory features, removing distracting features, avoiding overfitting,
and, as a consequence of the former aspects, improving classification success
and robustness. Reviews on the topic are given in [101, 133, 171].
Measuring classification success, e.g. for binary classification, involves
counting of true/false positives and true/false negatives. One may distinguish
between sensitivity as referring to the amount of true positives (among all
positives) and specificity as referring to the amount of true negatives (among
all negatives) [8].
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Feature relevance can be application-dependent, yet some criteria are of
general interest, such as non-redundancy or uncorrelatedness of the features
(but see the remark on classification robustness in Section 3.2.1). Independent
of the application case, ranking of features can be performed, e.g. by entropy
or variance [101]. Besides ranking, feature selection approaches often follow an
optimisation strategy, where standard optimisation algorithms are employed
to generate candidate feature sets, to evaluate them by a pre-defined criterion,
and to search for a (locally) optimal feature set by these means [133].
Generally, one distinguishes between applying a filter criterion solely to the
variables to be selected and applying a wrapper method that also evaluates
the influence of the selected variable subset on classification performance.
For example, features can be included because they appear non-redundant
(filter), or because classification success improves when they are included
(wrapper) [101, 171]. While the wrapper is generic and can be wrapped around
any classification algorithm, feature selection may also be embedded into a
specific classification algorithm, which can be more efficient. [101, 171]
Filter methods are not directly linked to classification outcome. Thus, filtering
or ranking may be appropriate for the unsupervised case and column selection,
while wrapper methods are not.
Interestingly, results from a classification competition (NIPS challenge)
suggest that, on a variety of datasets, classification success depends mostly
on the quality of the classification algorithm: Approaches using many or
all features could perform classification as well as approaches using few
features [102].
At any rate, (supervised) feature selection still reduces running time of
the classifier, and it contributes to understanding the data as it identifies the
variables that underlie the partition into classes. On such an abstract level,
we may draw parallels to the efficiency and interpretability aspects associated
with (unsupervised) column selection.
3.2.3 Feature selection for unsupervised learning
To a lesser extent, feature selection has also been performed for unsupervised
learning, such as clustering (Section 3.4). Then, the border between the fields
of column selection and feature selection becomes blurred (s.a Section 3.2.4).
In the absence of classification success as a criterion, feature selection for
unsupervised learning can, like column selection, be aimed at dimensionality
reduction and at identifying relevant dimensions.
The objective of unsupervised feature selection was stated by Dy and
Brodley [69] as finding ”the smallest feature subset that best uncovers
’interesting natural’ groupings” that may be obscured by irrelevant feature
dimensions. They proposed a meta-technique for use with clustering algorithms: Employing the wrapper approach known from the supervised case
(Section 3.2.2), classification success as an objective criterion can be replaced
with criteria for the quality of the clustering, such as separability.
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While the objective is not so unlike the data interpretation aspect of CX, this
wrapper methodology is different from a column selection approach.
Feature selection in an unsupervised context can rely on data-specific
approaches that utilise a priori information, or it may be motivated by a
general mathematical criterion. A popular approach is to make use of the
SVD [93] to capture the spectrum of the data matrix. SVD (or PCA) is at
the basis of several column selection algorithms (e.g. [38, 67], see Section 2.1)
and it has also been utilised under the label of feature selection.
A variety of feature selection methods for PCA (Section 3.3, unsupervised)
has been evaluated by Jolliffe [119, 120], among them several methods that
define feature importance by the contribution of features to the principal
components. Similar to CX, such approaches are aimed at data interpretation,
identifying the relevant variables and discarding redundant ones.
A representative example for PCA/SVD-based feature selection is the
method by Varshavsky et al. [203] that extends earlier work by Alter et al. [7].
It is based on computing the SVD-entropy E of the data matrix, a measure
for the distribution of singular values that ranges from 0 (rank-1 matrix, 1
singular value) to 1 (full-rank matrix, uniform distribution of singular values).
Given an m×n matrix A with singular values σi (the eigenvalues of the
m × m matrix AAT ), the SVD-entropy E is defined as [203]:
E = −

 2
m
X
σi
σi2
1
log
log(m) i=1 α
α

(3.5)

Pm
Here, α = k=1 σk2 is a normalisation term. E is the SVD-entropy of the
entire data matrix and by removing one column/feature from A at a time,
and recomputing AAT and E, we can measure the contribution of individual
columns/features to E. Different selection strategies, such as forward selection
or backward elimination can be employed to select a feature subset that
explains the largest part of E.
This is related to the norm reconstruction objective in CX-type column
selection. Also algorithmically, similarities to CX are obvious: For example,
leverage score sampling (Section 2.3.1) selects columns with a probability
proportional to their contribution to the top-k singular vectors.
3.2.4 Algorithm exchange
Despite of the separate development of the two fields, column selection
and feature selection are still similar in some respects, and, as long as not
an explicit classification/wrapper method is involved, algorithms may be
exchanged between the fields.
For example, feature selection algorithms for unsupervised learning can
be ”turned into” column selection algorithms by connecting them to, e.g., the
CX framework: Fill the features into C, and then compute an appropriate X
with the pseudoinverse approach (Section 1.4).
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Vice versa, some column selection algorithms for CX (Section 2.1) are appropriate feature selection methods for unsupervised learning (Section 3.2.3)
in that they aim to discard redundant variables (with varying success: see
the evaluation in Chapter 7). If there is no requirement for deterministic
feature selection, also the importance sampling of Nyström-type methods
(Section 2.2) may be appropriate.
Indeed, cross-domain use of algorithms can be documented. For example,
QR factorisation (introduced in Section 3.5), which is related to CX, may be
used as a stand-alone column selection/matrix factorisation method, or as a
preprocessing method aiming to select e.g. non-redundant audio features for
a speech recognition and speaker identification task (supervised), as in [41].
A closer connection between the two fields has been created by Boutsidis
et al. [30] who utilised the leverage score sampling approach known from CX
(Section 2.1) as part of a feature selection method for PCA (unsupervised).
The same authors also relied on leverage score sampling to perform feature
selection for k-means clustering (unsupervised) [32]. This results in a k-means
partitioning based on selected features that is provably close to the optimal
partitioning, thus introducing the concept of provable error bounds (as known
from some column selection algorithms [67]) to feature selection.

3.3 Principal Component Analysis (PCA)
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3.3 Principal Component Analysis (PCA)
Principal Component Analysis (PCA) is closely linked to the column selection
paradigms in this work. First, PCA optimises the same norm error criterion
as CX, but without the column selection constraint. Later, Chapter 6 introduces a fast Nyström-type approximation to PCA by column sampling.
In the following, several equivalent definitions for principal components are
introduced (Section 3.3.1). Then, Section 3.3.2 describes the relationship
of PCA to Singular Value Decomposition (SVD) and Section 3.3.3 covers
the optimality properties of PCA, e.g. regarding norm error minimisation.
Finally, Section 3.3.4 discusses application of PCA for data interpretation
and Section 3.3.5 states the differences to CX in this respect.
3.3.1 Definitions for the principal component
There are three equivalent derivations of the principal component that will
later serve to contrast PCA with CX (Section 3.3.5). The definitions are
adapted from [118, 207].
While he did not employ the term ”principal component”, the oldest
approach to the subject was pursued by Karl Pearson in his 1901 treatise
”On Lines and Planes of Closest Fit to Systems of Points in Space” [158]
(Definition 1). The origin of the term ”principal component”, as well as the
definition which is arguably most common today (Definition 2), can be traced
back to the work of Harold Hotelling in the 1930ies [109, 110]. A common
way to compute principal components is by the eigenvectors of the covariance
matrix, which is due to Definition 3 [118].
In all three approaches, we consider a data vector x and a principal
component vector p. Note that nomenclature varies, such that in some publications instead the projection of x onto p is called the principal component.
Definition 1: Line of closest fit
Pearson provides a definition for the line of closest fit for a set of points, similar
to a linear regression line, but without distinguishing between a dependent
and an independent variable. This line of closest fit, the principal component p
(see Figure 3.1a), minimises the sum of squares error introduced by projection
of a vector x in the direction perpendicular to p: π⊥ = x − pT xp.
argmin
p

n
X

xj − pT xj p

2

(3.6)

j=1

Definition 2: Line that maximises projected variance
The alternative, but equivalent, definition, that dates back to Hotelling,
specifies the principal component as the vector p that maximises the variance
of the data when projected in the direction parallel to p: πk = pT xp.
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argmax

n
X
(pT xj p)2

(3.7)

p:kpk=1 j=1

Usually, zero mean vectors are assumed in this context and the constraint
kpk = 1 is introduced to guarantee the existence of a maximum [118]. For a
graphical representation, see Figure 3.1a. Informally, if we draw a line through
the center of the data cloud, we capture the maximum of variance, as well as
we minimise the sum of squares error.
We can also relate the two definitions by a Pythagoras argument [173],
which is visualised in Figure 3.1b. Following the sum-of-squares definition
(Equation 3.6), we minimise the variance of the perpendicular projection π⊥ ,
whereas according to Equation 3.7 we maximise the variance of the parallel
projection πk .
2

2

2

From kxk = kπ⊥ k + πk (Pythagoras), we can see, that, given constant
2
kxk due to a fixed vector x, maximising the variance of πk will minimise
the variance of π⊥ . In other words, a very small error in the least-squares
sense yields a large variance of the projection in the direction parallel to the
principal component p, and it renders πk ≈ x, i.e. the approximation by the
projection is good.
Definition 3: First eigenvector of the covariance matrix
Yet another approach to the principal component is to regard it as the eigenvector of the sample covariance matrix with the highest eigenvalue. At the
same time, this is a common way of computing the principal component, and
the existence of a relatively simple analytical solution has likely contributed
to the popularity of the method.
A complete derivation of the top-k principal components is given in [118,
chap.1]. Briefly, the variance which should be maximised (Equation 3.7) can
also be expressed in terms of the (sample) covariance matrix (Section 1.4) Σ
(assuming centered xi ):
n

Var(pT x) =

1
1X T
(p xj )2 = pT X T X p = pT Σp
n j=1
n

(3.8)

More precisely, the goal is to maximise pT Σp, subject to the constraint
pT p = 1 [118, chap.1]:
argmax pT Σp

(3.9)

p:kpk=1

Using the technique of Lagrange multipliers, the new objective function
with the Lagrange multiplier λ is [118, chap.1]:
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Fig. 3.1. a) A set of points in the plane along with the lines obtained by linear
regression (x on y, y on x) in grey and the principal component in red. b)
Visualisation of the two definitions of a principal component. The projection of
vector x in the direction parallel to the principal component p is πk = pT xp. In
this view, the principal component maximises the variance of the projected data.
Alternatively, we can regard the projection in the direction perpendicular to the
principal component, p: π⊥ = x − pT xp (dashed line), which corresponds to the
sum-of-squares error. In this view, the principal component is the line of closest fit
in the least squares sense.

pT Σp − λ(pT p − 1)

(3.10)

This can be solved by differentiation as [118, chap.1]:
Σp = λp

(3.11)

Clearly, Equation 3.11 is an eigenvector equation: p is an eigenvector of
Σ that is unchanged but scaled by the projection. The scaling factor λ is an
eigenvalue of Σ. By Equation 3.8 and the very fact that p is an eigenvector,
we know that [118, chap.1]
Var(pT x) = pT Σp = pT λp = λ

(3.12)

Thus, if we wish to maximise the variance of the projected data Var(pT x),
we have to set p to the eigenvector with the largest eigenvalue λ. Now,
we can also generalise the concept of the principal component to higher
dimensions. The lth principal component (l = 1, . . . , k) is the eigenvector
pl that corresponds to the lth largest eigenvalue λl .
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For a formal derivation of the principal components for k > 1, that
again relies on Lagrange multipliers, see [118, chap. 1]. Briefly, for the
second principal component p2 , variance maximisation is performed with the
additional constraint that p2 be orthogonal to the first principal component.
Often, the term ”Principal Component(s) Analysis” (PCA) is used to
refer to the process of computing the top l = 1, . . . , k principal components.
The most simple (yet not most efficient) algorithmical recipe for PCA, that
follows directly from the reasoning above, is to compute the eigenvectors of
the centered sample covariance matrix Σ.
3.3.2 SVD, PCA and low-rank reconstruction
SVD and PCA
As seen in Section 3.3.1, one of the definitions of the principal component
gives rise to an algorithm for PCA: The data matrix is centered, and then
an eigenvalue decomposition of the covariance matrix is computed. The
eigenvectors of the covariance matrix are the principal components.
Singular Value Decomposition (SVD) [93] can be seen as a generalisation
of the eigenvalue decomposition to rectangular matrices. For a m × n matrix,
the singular vectors are the eigenvectors of the m × m or the n × n covariance
matrix, respectively. The SVD of a m × n matrix A is written as A = U ΣV T ,
where U is the m × n matrix of left singular vectors, V is the n × n matrix
of right singular vectors, and Σ is a diagonal n × n matrix that contains the
singular values.
If A is centered, the SVD of A is equivalent to the PCA of A in the sense
that then V contains the principal components, and the singular values in Σ
correspond to the eigenvalues associated with the principal components [209].
Computing a low-rank reconstruction with SVD/PCA
Computing the SVD has costs of O(min(mn2 , m2 n)) [107] with methods
developed by Golub and colleagues [91, 92, 93]. These methods are numerically
stable and numerous implementations are available, such that they are often
used to compute the top-k principal components: Compute the SVD that is
then truncated to the top-k singular vectors.
A rank-k reconstruction Ak of A can be obtained as Ak = Uk Σk VkT , where
truncation to the top-k singular vectors/values is indicated by the subscript
k. Ak is optimal with respect to minimising the norm error kA − Ak kF r (see
Section 3.3.3).
If only the top-k principal components are sought (k  n), computing
the full SVD, i.e. a complete decomposition with all singular vectors, can
lead to a considerable computational overhead. This problem is addressed by
SVD/PCA algorithms that do not explicitly construct a covariance matrix
and that compute only the top-k singular vectors or principal components
(see Section 6.2 for details).
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3.3.3 PCA for optimal dimensionality reduction
The equivalence of the three definitions in Section 3.3.1 allows us to understand the optimality properties of principal components. The top-k principal
components minimise the sum of squares error incurred by projection onto
the k basis vectors, by doing so they accumulate the maximum amount of
projected variance which can be accumulated with k basis vectors, which
preserves the norm, and as the principal components are the eigenvectors
of the covariance matrix, they preserve the covariance structure of the data
through the dimensionality reduction step.
Minimum sum-of-squares distance
Consider that the first principal component maximises the variance of the
projected data (Equation 3.7), i.e. it captures the dominant direction of data
spread. The second principal component is orthogonal to the first and captures
the second direction of data spread, and so on. Intuitively, as each principal
component is the line of closest fit in the respective subspace, the principal
component projection should be very suitable for dimensionality reduction
with a small number of orthogonal basis vectors.
In fact, as a generalisation of Equation 3.6, the optimal solution to
minimising the sum of squared perpendicular distances of the data vectors
from a k-dimensional subspace is given by the subspace spanned by the top-k
principal components. A formal proof can be found in [118, chap. 3.2].
Eckart-Young theorem: Optimal rank-k reconstruction
Consider the rank-k reconstruction Ak = Uk Σk VkT of a matrix A via truncated
SVD (or, equivalently, PCA: see Section 3.3.2). The m × n matrix Ak is
the optimal rank-k reconstruction of A in that no m × n matrix Mk with
rank k leads to a smaller error in the Frobenius norm. This statement is
also known as the Eckart-Young theorem (attributed to the classical work of
Eckart&Young [70] and stated in ”modern form” e.g. in [223]):
kA − Ak kF r ≤ kA − Mk kF r for any rank-k Mk

(3.13)

Optimal preservation of the covariance structure
Another property, which is relevant for the application to imaging movies, is
optimal preservation of the covariance structure. The covariance matrix AT A
of a matrix A is optimally approximated by the top-k principal components of
A in the m × k matrix Pk . Let Ã := PkT A. Then, the error ÃT Ã − AT A
Fr

is minimum for a given k. For a proof, see [118, chap. 3.2].
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3.3.4 PCA for data interpretation
PCA projection
The most common application of principal components is arguably the reduction of a dataset to k=2 or k = 3 dimensions, such that it can be visualised in
a two- or three-dimensional plot, respectively. The procedure is to project the
data vectors onto the first k principal components that form an orthogonal
basis for RN . By projecting the data vectors onto this basis, we can achieve
a low-dimensional representation of these vectors and the distances between
them. This representation is biased towards the directions of variance captured
by the respective principal components.
The PCA projection can uncover relevant information. For example,
genetic similarity of Europeans as measured by SNPs (single nucleotide
polymorphisms) gives rise to a relatively accurate geographical map of Europe
after projecting the data onto the top-2 principal components [129]. In the
example, genetic distance appears to correlate with geographical distance.
Interpretability of the principal components
Being eigenvectors, the principal components identify characteristic aspects
of the data that might not be visible in an individual data vector: They are
”latent factors”. However, there is no mathematical guarantee that would
arise from the definitions (Section 3.3.1) that these latent factors are meaningful. This addressed by Mahoney&Drineas [135] who discuss the danger of
”reification”, i.e. of (wrongly) assigning a real-world meaning to a principal
component, which is a purely mathematical construct.
Also Novembre&Stephens [150] discuss the pitfalls associated with misinterpreting principal components: They argue that certain principal components of spatial genetic data, that have been interpreted as corresponding to
historical migration events, may be nothing but mathematical artifacts that
occur frequently when computing the principal components of spatial data.
The interpretability problem has already been demonstrated in the example from Figure 1.1 in the introduction, where interpreting the principal
components themselves could lead to wrong conclusions about the data. Later,
Chapter 7 visualises that principal components of imaging movies are not
particularly meaningful, in contrast to single columns from the movie matrix,
that, if selected properly, correspond to the signals of identifiable neural units
(Figure 7.16 in Section 7.4.5). For data analysis, observing that the signal
of a biological unit changes after an experimental treatment is more useful
than observing that a principal component, a mathematical construct, exhibits
changes after a treatment.
Indeed, approaches to discard variables prior to PCA [119, 120], and the
development of numerous variations that introduce constraints (see the matrix
factorisation methods in Chapter 4) are witness of the attempts to make the
factors of a matrix factorisation more sparse and more interpretable.
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3.3.5 PCA vs. CX
Connecting to the CX framework
Casting PCA into CX notation (Section 2.1), A ≈ CX, the top principal
component vectors can be filled into matrix C which would then no longer be
constrained to contain single columns. The coefficient matrix X would then
specify the linear combinations of the columns of matrix A needed to obtain
the principal components.
The differences between CX and PCA concern the minimisation of the
norm error kA − CXkF r where PCA is optimal (Section 3.3.3), and the
interpretability of the columns of C, where CX can be better. Empirical
evidence from this work (Chapter 7) and from prior work [67, 115, 135, 132,
26, 200] suggests that CX-type factorisations often achieve results close to the
optimal norm error result by PCA, while having an interpretability advantage:
Single columns often have meaningful labels and they contain actual data
points.
In practice, principal component vectors are dense linear combinations of
many column vectors, where the coefficients of the linear combinations can
be positive or negative. In contrast, CX (Section 2.1) selects single column
vectors from the data matrix into C that can be combined by coefficients in
X. For NNCX, the non-negativity constraint allows only linear combinations
of the columns in C with non-negative coefficients.
Two faces of CX: Anti-concept to PCA or discrete version of PCA
Later, Chapter 5 argues that not any column guarantees us the interpretability advantage over a principal component. There, the concept of selecting
extreme column vectors, as implemented by the Convex Cone (Chapter 5)
and SiVM (Section 2.3.5) algorithms, is motivated for the sake of improving
interpretability of a CX factorisation.
According to the ”line of closest fit” (Definition 1) or variance maximisation (Definition 2) view, the (first) principal component resembles a mean
vector, and further principal components resemble means in a subspace. In
order too minimise the distance to all data points, the principal component
has to go through the mean of the data cloud (see Figure 3.1).
Thus, a CX solution based on extreme column vectors is a clear anticoncept to the central, mean-like principal component vectors. In contrast,
some CX algorithms (see e.g. Section 2.3.2) select columns that resemble the
principal components. Then, a CX solution can be understood as a discretised
variant of PCA, rather than an anti-concept.
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3.4 Clustering and vector quantisation
Both, clustering and vector quantisation (Section 3.4.1) consider a partitioning
of data points, and each partition has a central element around which the
others are grouped. In matrix language, these central elements need not
necessarily be single columns selected from the matrix. They are often artificial
data points, such as the mean of several columns. However, discrete variants
exist that incorporate a single column constraint for the central elements, and
then the relationship to column selection is obvious (Section 3.4.3). As to the
relationship of clustering and vector quantisation to each other, an analogy
to the relationship of CX-type and Nyström-type problems may be drawn
(Section 3.4.2).
3.4.1 Problem definitions
Vector quantisation
Vector quantisation (VQ) is a data reduction method based on a dictionary
or code book. Assume a m × n data matrix A with column vectors a ∈ A.
The code book is a collection of column vectors ci , i = 1, ..., k, that are used
to represent the data matrix. Each a ∈ A is represented by the closest match
from the code book, allowing us to discard A and to store only the code book
and the identity of the closest match for each a ∈ A.
Following the definition by Martinetz et al. [141], the result of vector
quantisation is a partitioning of the data into (Voronoi) regions Vi that contain
all column vectors a ∈ A that are closer to the code book vector ci than to
any other vector from the code book:
Vi = {a ∈ A | ka − ci k ≤ ka − cj k ∀ j}

(3.14)

Some algorithmical approaches to VQ can be found in [5, 141]. Several
methods have been employed for VQ, among them k-means clustering.
K-means clustering
K-means clustering is a NP-hard problem, which is nevertheless popular as
simple and efficient approximation algorithms exist [134, 11]. Note that often
both the problem and Lloyd’s algorithm to solve it [134] are called k-means.
For the k-means problem, k cluster center vectors in C have to be chosen
such that the mean squared distance of the column vectors of A to their
respective closest center is minimised. The problem can be stated as a
minimisation of the ”potential function” φ in the following sense (definition
adapted from [11]):
X
2
φ=
min(c∈C) ka − ck
(3.15)
a∈A
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3.4.2 Clustering/VQ vs. CX/Nyström
From the similarities of Equations 3.14 and 3.15 it is clear that an algorithm
that computes a solution for the k-means clustering problem can be used to
build the code book for VQ. Also algorithm transfer in the opposite direction is
possible, while specialised algorithms can be better adapted to the respective
application purpose.
As noted in [168], the main difference between VQ and clustering is the
objective: VQ is primarily aimed at data reduction, whereas clustering is
typically employed for data interpretation. For VQ, it is desirable to have
as many code book vectors as possible (under constraints), such that we can
compress the data with minimum loss. In contrast, the objective in clustering
is typically to find a small number of clusters that can explain the main trends
in the data. [168, Section 2.1]
On an abstract level, this is analogous to the situation with CX-type and
Nyström-type column selection (Chapter 2). In principle, an algorithm to solve
the one problem could be appropriate to solve the other, but the different
objective - data reduction in the case of Nyström vs. data interpretation in
the case of CX - leads to different requirements for the algorithms regarding
e.g. speed of computation or the number of columns to select (s.a. Section 2.5).
Note, however, that data reduction for Nyström is typically performed
to minimise overall computation time (of the data reduction method plus a
subsequent algorithm). On the other hand, a typical application scenario for
VQ is data reduction to minimise (file) size, e.g. in the case of the Vorbis
audio format (http://www.xiph.org/vorbis/doc/). Thus, minimising computation time for the data reduction is more important for Nyström than it
is for VQ.
3.4.3 Clustering vs. CX
Discretising cluster centers
Clustering and CX (Section 2.1) are related by the common data interpretation objective. Cast into the CX framework A ≈ CX, a clustering algorithm
computes cluster center vectors (centroids) in matrix C.
These cluster center vectors are rather means than single columns from
the data matrix, but they can be exchanged against single columns, for
example by discretisation to the closest column after the clustering algorithm
has been performed. Also dedicated medoid clustering algorithms exist that
directly compute cluster medoids, i.e. cluster centers that are single columns
from the data matrix. A well-known example is pam (partitioning around
medoids) [123, Chap.2].
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Unary X
To complete the transformation from clustering to CX, we also need to fill
matrix X. For CX, matrix X real contains real numbers, while ”crisp” clustering as described in Section 3.4.1 considers only binary cluster membership
and clusters that do not overlap.
For clustering, this leads to a matrix X unary that contains binary numbers
and has unary columns: For each column of X unary , only a single entry is
1 (in the ith row corresponding to the ith cluster) and all other entries are
zero. Thus, matrix X unary contains the cluster membership indicators that
distribute the columns onto the c clusters defined by the cluster centers in C.
This points to an important structural difference between CX and clustering: For CX, each column of A can be associated with multiple basis columns
in C to different degrees specified by the real-valued entries in X real , whereas
clustering assigns each column of A to exactly one cluster, and this assignment
is binary. This means that, in contrast to clustering, the CX framework allows
to represent signals that are mixtures of multiple basis columns, which will
become relevant later (see Section 5.1).
Real-valued X
In order to actually turn a clustering algorithm into a CX algorithm we need
to disregard the cluster membership indicators in X: A real-valued X real can
2
be computed by least squares (argminX real A − CX real , Section 1.4)
Dhillon and Modha [57, lemma 4.2] have already noted the following
relationship (Equation 3.16). A real-valued X real constructed by least squares
yields smaller (≤) reconstruction error than a X unary that consists of cluster
membership indicators:
r
X

σl2 ≤

A − CX real

2
Fr

2

≤ kA − CX unary kF r

(3.16)

l=k+1

ek = CX real and A
bk = CX unary are rank-k
Here, r is the rank of A, A
(k < r) reconstructions of A, and therefore the norm error for both cannot be
smaller than the norm error of the optimum rank-k reconstruction achieved
by SVD/PCA (Eckart-Young theorem, Section 3.3.3). The error achieved by
SVD is expressed by the sum over the singular values σl with l ≥ k + 1, i.e.
the singular values that are cut off by the rank-k reconstruction.
Thus, the first inequality shows that a rank-k reconstruction based on
cluster centers (and this holds also for a column-based solution) incurs a
larger (≥) error than a rank-k reconstruction based on SVD.
The second inequality follows as X real is chosen such that it minimises
2
A − CX real (Section 1.4), and thus the error achieved by any other X,
e.g. X unary , cannot be smaller than the error achieved by X real .
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Computing CX by clustering
Following the outlined strategy, any clustering algorithm can be turned into a
CX algorithm: Compute C by clustering and then optimise X real given C and
the data matrix A. Indeed, in [33] a meta-algorithm for CX was proposed that
is based on exchangeable clustering algorithms: A clustering algorithm selects
one or more columns from each cluster and a matching X real is computed by
least squares. The quality of the CX factorisation then depends on the chosen
clustering algorithm.
In general, and in particular with respect to the interpretability view
developed later (see Section 5.1), it can be argued that CX is inherently a
problem that accounts for signal mixtures by modelling them with real-valued
coefficients in X real . On the contrary, typical clustering algorithms find a nonoverlapping partition and do not model mixtures, which raises doubts about
the quality of column selection by clustering.
For example, a mixed signal that consists to equal parts of two other
signals cannot be uniquely assigned to a single cluster. This also influences
the position of e.g. k-means cluster centers that are the mean of all cluster
members. Also, a clustering algorithm might not recognise a mixture of two
columns as such and create a new cluster, which leads to overclustering and
thus selection of redundant columns if each cluster center is discretised.
In contrast to standard ”crisp” clustering, model-based clustering [78]
can account for signal mixtures, aiming to estimate the contribution of
e.g. different Gaussians (with different parameters) to a single data point.
Assuming underlying distributions and the additional parameters associated
with them, is, however, a strong contrast to CX. In the case of CX, we have a
linear mixture model with single basis columns instead of basis distributions,
and no parameters except c, such that solving CX with model-based clustering
is not straightforward.
Model-free fuzzy clustering, such as fuzzy c-means [25], that assigns
continuous cluster membership indicators in [0, 1], might be the better choice
for computing CX, however at the cost of introducing an additional parameter
that determines the hardness of the clustering or the degree of cluster overlap.

66

3 Column selection in the context of other problems

3.5 QR factorisation
3.5.1 Rank-revealing QR
For QR factorisation, a m × n matrix A is factorised into a m × m matrix Q
with orthogonal columns and a m×n upper triangular matrix R: A = QR [93].
Q is constructed by orthogonalising the columns of A in natural order, and
R is computed given A and Q. QR factorisations have several applications,
among them least squares problems. Of interest for this work is, however, the
fact that QR factorisation can be employed to reveal the rank of a matrix [42]
and thereby to select a subset of columns from A [93].
The rank of a matrix can be determined based on its singular value
spectrum. The singular values are sorted by magnitude: σ1 ≥ σ2 ≥ ... ≥ σn .
If σr >  and σr+1 < , then r is the numerical -rank of the matrix. Singular
values, corresponding to the eigenvalues of the auto-covariance matrix, can be
determined by SVD (Section 3.3.2). However, QR factorisation is often utilised
to compute the rank because it is computationally cheaper than SVD.
In order to reveal the rank of A with a QR factorisation, columns should
not be orthogonalised in natural order, but we need a permutation of the
columns of A such that a subset of linearly independent columns, denoted
as A1 , comes first. Ideally A = (A1 , A2 ) where A1 is m×r and r is the (initially
unknown) rank of the matrix. This is achieved by an (initially unknown) n×n
permutation matrix Π:


RA RB
AΠ = QR = Q
(3.17)
0 RD
In this notation, due to Chan [42], the ideal R is structured into four parts.
In particular, RA is r×r and upper triangular. It is the aim of a rank-revealing
QR algorithm to permute the columns of R (which is equivalent to permuting
the columns of A) in such a way that the smallest singular value of RA is
maximised. If the smallest singular value of a matrix is zero, the matrix is
rank-deficient, and the goal is to achieve full rank for RA . Alternatively, we
can also minimise the largest singular value of RD , or the norm kRD k (s.a.
Equation 3.22 below).
Formalising this, using the definition by Chan [42], any QR factorisation
(there can be several solutions) as defined in Equation 3.17 is rank-revealing,
if RA has dimensions r × r, if the smallest singular value of RA is in the order
of σr , and if kRD k is in the order of σr+1 .
I.e., if we find a QR factorisation (or a permutation of the columns of A),
such that kRD k < , the QR factorisation reveals the -rank of A. This is
interesting from the column selection perspective. While Q does not contain
actual columns of A (but orthogonalised versions of them), the permutation
matrix Π has brought columns to the front that are good candidates for a
selection of the ”most linearly independent” columns of A. [42]
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3.5.2 An algorithm for QR factorisation
Main iteration
Several QR algorithms exist [36, 98, 184]. Because of the similarities to
the Convex cone algorithm (Chapter 5), this section focusses on computing
a rank-revealing QR factorisation by Gram-Schmidt orthogonalisation with
column pivoting. Variants of this algorithm have been described in [184, 185]
and this section outlines the general strategy behind these variants.
Without column pivoting, the Gram-Schmidt QR strategy consists simply
of performing Gram-Schmidt orthogonalisation on the columns of A which
are processed in natural order:
A(1)
A(1)

(3.18)

A(2) Q(1) (1)
Q(2)
(2)
Q
;
Q
:=
Q(1)
Q(2)

(3.19)

Q(3)
A(3) Q(1) (1) A(3) Q(2) (2)
(3)
Q
−
Q
;
Q
:=
Q(1)
Q(2)
Q(3)

(3.20)

Q(1) :=
Q(2) := A(2) −
Q(3) := A(3) −

Then, R is computed as R := QT A.
Column order
The important part for revealing the rank (or for obtaining a low-rank reconstruction: see Section 3.5.3 below) is to replace the natural order of columns
(A(1) , A(2) , . . . , A(n) ) with an appropriate permutation Π of the columns of A.
Determining the sequence in which the columns are processed, or choosing the
next column by some criterion, is also referred to as column pivoting.
Assume that we have a permutation of the columns of A = (A1 , A2 ), where
the columns in A1 are those that have already been selected and that have
been permuted to the front.


RA RB
A = (A1 , A2 ) = (Q1 , Q2 )
(3.21)
0 RD
Without pivoting, we would choose the lth column of A at iteration l (as
in Equation 3.20). A common approach to column pivoting is to compute
A2 := A2 − Q1 RB (”downdating”), and then to choose the column with
the highest norm in A2 as a pivot [185, Section 8]. This column with index
”pivot index” is ”least explained” by the columns selected so far.
Applying the permutation swaps columns A(l) and A(pivot index) , as well as
the corresponding R(l) and R(pivot index) . This pivoting strategy works towards
enhancing the rank of the growing A1 (or towards maximising its smallest
singular value). [185]
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3.5.3 Low-rank reconstruction and relationship to CX
With column-pivoting, a QR factorisation of A can serve to obtain a good
low-rank reconstruction of A based on a small Q. Consider the partitioning
from Equation 3.21. Then [185],
A = Q1 (RA RB ) + Q2 (0 RD )

(3.22)

, where the second term Q2 (0 RD ) can be dropped to achieve an approximation to A with an error depending on kRD kF r [185, Section 8]. Here, A is
m × n, Q1 is m × r and (RA RB ) is r × n.
Disregarding that the columns of Q1 have undergone a Gram-Schmidt
process, this low-rank reconstruction fits into the CX framework (Section 2.1)
with C := Q1 containing r columns and X := (RA RB ).
It can be shown (see [33] for a proof) that the error of a CX factorisation
is identical to the error of a rank revealing QR factorisation if the columns
for matrix C are chosen to be the first r columns according to the column
permutation Π. I.e., for a QR factorisation as in Equation 3.17 and a CX
factorisation with C := AΠI, where I is an identity matrix with r columns,
kA − CXkF r = kRD kF r [33].
Indeed, a Gram-Schmidt QR strategy has previously been used to select
columns and rows for a CUR-type (Section 2.1.3) matrix factorisation [23]
(there called ”sparse column-row approximation”).
The QR algorithm from Section 3.5.2 is similar to the Convex cone
algorithm for NNCX that also selects the largest norm column after a
downdating step (Section 5.2.1). Being targeted at NNCX, Convex cone does,
however, not orthogonalise columns and it employs a non-negativity constraint
that influences the column selection process. On an abstract level, both the
QR algorithm outlined above and Convex cone are greedy forward heuristics
that attempt to permute columns to the front (Convex cone does not actually
permute columns), such that submatrix RA (in QR-notation, Equation 3.17)
has full rank.
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Overview
This chapter provides background on neuroimaging recordings from the insect
brain and reviews methods that have been applied to process them.
First, Section 4.1 covers biological background and data acquisition. Then,
Section 4.2 describes the structural properties of imaging data.
Section 4.3 surveys the literature on processing imaging data. Prominent
approaches, such as PCA, Independent Component Analysis (ICA) and Nonnegative Matrix Factorisation (NMF) are treated separately, along with
application examples on imaging data, in Sections 4.4, 4.5, and 4.6.
In practice, the most common way of processing imaging data from the
insect brain is still manual or semi-manual processing. Section 4.7 motivates
automated, algorithmic data processing, in particular approaches that involve
column selection.

4.1 Calcium imaging data from the insect AL
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4.1 Calcium imaging data from the insect AL
4.1.1 Insect olfaction and imaging
The datasets at hand are concerned with olfaction research, the study of the
sense of smell. They are in vivo imaging recordings, i.e. we can observe changes
of brain activity in a living organism, and the method of data acquisition is
based on recording light. Where electrophysiology typically deals with single
neurons or a small number of neurons, the advantage of imaging techniques lies
in the ability to measure many neurons at the same time - in fact, entire brain
regions. This proves to be helpful in olfaction research as olfactory systems,
both in insects and vertebrates, build on combinatorial codes: The activity
pattern across many neural units in a dedicated brain region encodes the
identity of an odour [137, 83, 210, 140, 72].
The general principle behind olfactory perception is combinatorial coding
with a receptor repertoire, where the different receptor types cover partly
overlapping regions of chemical space [137]. Owing to the sheer size of chemical
space, an olfactory system with a certain response range and flexibility is hard
to implement with one-to-one correspondences between odours and receptors,
while relying on the combinatorial activity of many receptors with broad and
overlapping response ranges solves these issues and gives rise to a large coding
space.
Insects are suitable model organisms for olfaction, as such structural
principles are conserved across species, and as insect brains have a relatively
low complexity, while being accessible to experimentation. In addition, the
roles of insects as pollinators or pests in agriculture, or as disease vectors,
render them objects of study out of their own right, the sense of smell being
e.g. involved in breeding, feeding and host finding [140]. Apart from research
on understanding olfaction, recent work suggests that the olfactory sense of
insects can also be utilised as a tool, e.g. for detection or classification of
chemicals [193, 192] (Section 9.4).
4.1.2 Observing odour responses in the honeybee AL
The honeybee’s olfactory system
In the honeybee, there are about 60, 000 olfactory sensory neurons (OSNs),
that house the odour receptor proteins, on each antenna. Signals from the
OSNs (”input neurons” whose axons are bundled in the antennal nerve) are
relayed to the antennal lobe (AL, Figure 4.1a), where they converge onto 160
glomeruli [82]. Each glomerulus is a neural unit, actually a bundle of synapses,
that integrates information from all OSNs of one type, and then relays the
signals to higher-order brain regions via one or more projection neurons (PNs),
the ”output neurons” of the AL. In addition, up to 4, 000 interneurons [217]
(not visible in Figure 4.1a) interconnect the glomeruli, allowing for further
processing of the glomerular activity patterns.
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Fig. 4.1. a) Frontal view onto a model of the honeybee AL (modified from [34]).
The perspective corresponds to the perspective in the experiments: A subpopulation
of the 160 glomeruli is visible. For presentation, two of the glomeruli (17, 33) are
labelled with the identifiers from [82]. b) Schematic of a calcium imaging recording
of the honeybee AL. Coloured circles and time series correspond to the position
and signals, respectively, of the glomeruli marked in a). c) Experimental hardware
before a calcium imaging experiment on brain activity in the honeybee AL. Actual
experiments with fluorescent dyes are performed in the dark. The experimental
setup is the one that was used for real-time processing of honeybee brain activity
as described later in Section 9.2.
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Calcium imaging to record odour responses in the honeybee AL
PN staining with the calcium-sensitive fluorescent dye Fura-2-dextran (see
e.g. [169] for details) allows us to record the spatio-temporal activity changes
in a subpopulation of the 160 glomeruli in the honeybee AL. The calcium
signal reflects the integrated activity of the odour receptors plus the modifications by interneuron processing. It corresponds to the ”output signal” of
the AL that is relayed to higher-order brain centers.
The recording situation is illustrated in Figure 4.1: In a frontal view
onto the AL, a subpopulation of glomeruli is visible (Figure 4.1a), and the
signals of these glomeruli can be observed in calcium imaging movies. In the
example from Figure 4.1b, two glomeruli respond with different amplitude and
temporal dynamics to a stimulus, the odour which was presented to the bee in
the experiment (during the interval marked with a black bar in Figure 4.1b).
The collective response of all glomeruli, where some glomeruli may not
respond at all and others with differential amplitude and dynamics, encodes
odour identity. These combinatorial glomerulus patterns are subject to some
biological variation but largely conserved across individuals. Thus, it is
possible to describe the ”odour code”, as it is represented in the honeybee
AL, based on mean glomerular responses across many bees [85].
For illustration of the recording process, see also the depiction of the
experimental setup in Figure 4.1c. The calcium-sensitive fluorescent dye
is excited by light of a particular wavelength (see Section 4.1.3 below).
Recording of fluorescence is performed with a CCD camera on top of a
confocal microscope (Figure 4.1c), resulting in a calcium imaging movie as in
Figure 4.1b. Odour stimuli are applied with a custom-built odour application
device (see inlay in Figure 4.1c) and removed again via the air exhaust. The
experimental setup from Figure 4.1c was used for the real-time experiments
from Section 9.2, and comparable setups were used for the other imaging
movies from Chapters 5 and 9.
4.1.3 The calcium signal
As to the nature of the calcium signal, it has been shown that, in honeybee
PNs, changes in intracellular calcium, that precede the generation of action
potentials, are correlated with changes in neuron spiking activity. I.e., the
calcium signal can be taken as a proxy for electrical brain activity [81].
Fura-2-dextran
The calcium-sensitive fluorescent dye Fura-2-dextran acts as a calcium reporter. It contains two fluophores with different excitation wavelengths - one
fluoresces when calcium is bound to the dye, and the other when it is not.
This enables in-sample normalisation for several sources of disturbance, such
as uneven dye loading or variations of tissue properties [152].
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After excitation with fluorescent light, changes in intracellular calcium,
and thus brain activity, become visible via the fluorescent dye. In practice, fluorescence is recorded in interleaved measurements after excitation at
wavelengths 340nm and at 380nm, the two excitation wavelengths of the
dye. The calcium signal is computed as the ratio of the consecutive, but
almost simultaneous, measurements, i.e. 340/380. Then, signal changes are
proportional to changes in intracellular calcium [169], and thus reflect the
electrical signal [81].
The 340/380 ratio is the raw calcium signal (see the greyscale image in
Figure 4.1b) that is regarded as input to the algorithms in Chapters 5 and 9.
Depending on the dataset, images were recorded at frequencies between 4Hz
and 6Hz.
G-CaMP
Biological parameters, such as the number of glomeruli, and experimental
parameters that concern the recording technique, differ between insect species.
However, general principles such as odour coding by glomerular patterns and
the possibility to observe this with imaging techniques, also apply to other
insect species, such as fruit flies.
Apart from Fura-2-dextran stainings in honeybees, this work also reports
on recordings made with G-CaMP in the fruit fly Drosophila melanogaster.
Also the G-CaMP family of dyes is used to visualise changes in intracellular
calcium concentration. Where Fura-2-dextran is typically filled manually into
the projection neurons, G-CaMP dyes, that are used for Drosophila stainings,
can be genetically expressed in the cells of interest, as the necessary genetic
tools are available in this model organism. The data used in the evaluation
(Chapter 8) was recorded with G-CaMP 1.3 (see [175] for details on the
experimental protocol) that is excited with light at a single wavelength (here:
470 nm), i.e. there is no ratio computation involved.

4.2 Data representation and properties

75

4.2 Data representation and properties
4.2.1 Data representation
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Fig. 4.2. a) An imaging movie is a concatenation of submovies M1 , M2 , ...,
all recorded from the same animal. The submovies correspond to experimental
conditions such as individual odour presentations. b) The imaging movie cast into
the matrix factorisation framework (4.1). Black spots mark the positions of two
corresponding pixels in both data representations.

Regardless of which dye is employed, imaging recordings are movies
with a spatial and a temporal dimension: Figure 4.2a. The time axis may
be discontinuous, i.e. a calcium imaging movie is often a concatenation of
submovies recorded in the same animal. Such submovies can correspond to
e.g. individual odour presentations and may be separated by pauses of several
minutes or longer. Data processing for imaging movies typically requires
to observe correlations between time series, the signals of pixels over time.
Concatenating all measurements taken in the same animal increases the length
of these time series and thus the amount of information available for such
correlation analysis.
In the pauses between submovies (and less often also between images from
the same submovie) animal movement may occur, despite of experimental
efforts to prevent this. Movement is not always a problem, but, when it
occurs, pixel identity is shifted between the submovies. In the following, the
assumption is that such movement is either absent or that it has already been
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corrected for by aligning the submovies or images with standard preprocessing
methods as available within the ImageBee plugin (Section 9.1.3).
For representation in matrix form, individual images from the movie are
flattened into row vectors: Figure 4.2b. Most of the algorithms on these pages
perform a factorisation of the movie matrix A into a matrix T that has a
temporal interpretation (it contains time series) and a matrix S that has a
spatial interpretation (it contains images). Typically, a rank-k reconstruction
Ak of A is sought that minimises the norm error kA − Ak kF r (possibly subject
to further constraints):
Am×n ≈ Ak = T m×k S k×n =

k
X

T (l) S(l)

(4.1)

l=1

Ak is decomposed into a sum of products, which can be interpreted as
e.g. the shapes of one more neural units in S(l) , which are modulated over
time by the corresponding time series T (l) . All matrix factorisation methods
mentioned here can be described by this framework: For example, regarding
column selection by CX factorisation, let T := C, forcing the columns of T to
be time series selected from the movie, and let S := X.

y (height)

fluorescence

4.2.2 Properties of AL imaging data

x (width)

z (time)

Fig. 4.3. Simplified structural model of an imaging movie of the insect AL.
Dimensions of the movie are x (image width), y (image height) and z (time axis).
Glomeruli, symbolised by the black and red circles, can be distinguished based on
their differential activity over time. Time series extracted from pixels within the
same circle cluster together, e.g. all red time series.

Algorithmic treatment of imaging data can rely on several known properties of the data that have the status of a priori assumptions. These properties
are related to each other and can be represented by the following keywords:
Rank-deficiency, functional segmentation, spatial data, signal mixtures.
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Rank-deficiency
The most basic assumption is that the movie matrix A is rank-deficient
and can in fact be well approximated by a matrix Ak with rank k  n
(Equation 4.1). This is generally a plausible assumption for large, real-world
data matrices and it also follows from the schematic for an imaging movie in
Figure 4.3. Glomeruli appear as circular objects covering multiple, adjacent
pixels. All pixels from the same glomerulus report approximately the same
signal (plus noise), and different glomeruli have different signals, e.g. in
response to odour presentations. Clearly, the redundancy in the movie matrix
allows for low-rank reconstruction: For example, all time series from the red
glomerulus are correlated with each other and can be approximated by a single
time series vector.
Functional segmentation
A property that is relevant for biological application is the possibility of
functional segmentation. Given sufficiently long observation time, all glomeruli
(about 20-40 can be visible for an imaging movie from the honeybee AL) can
be distinguished based on their function, e.g. their responses to odours or
other activity. As this leads to a segmentation of the image plane into clusters
(the red and black circles in Figure 4.3), this is also referred to as functional
segmentation.
What is the basis for functional segmentation? Glomeruli are known to
have differential odour response properties [85]. Thus, if an odour is presented
to the bee during the recording, it elicits characteristic responses in individual
glomeruli, and the more distinct (regarding the response patterns they elicit)
odours are employed in a row, the more uncorrelated the glomerular time
series become, allowing to distinguish glomeruli based on their function.
Even in the absence of odour stimulation, glomeruli can be segmented
functionally, as each glomerulus exhibits individual spontaneous background
activity. This background activity has a lower amplitude than the odour
responses, but it can be measured with calcium imaging by Fura-2-dextran
staining of honeybee PNs [80]. Galán et al [80] discovered that there can
be bouts of correlated activity between glomeruli in background activity, in
particular during an interval after odour presentation. However, their data
also confirms that glomerular time series are (in approximation) uncorrelated
outside of the post-odour interval (and between these bouts), which is sufficient for functional segmentation.
In practice, correlations can be less clear than in the ideal case, which
sets limits for functional segmentation. Photon shot noise, that affects each
pixel individually, can obscure correlations. Furthermore, the series of odour
presentations might be too short, it might only elicit responses in a subset of
the glomeruli, the odours might not be sufficiently distinct, or spontaneous
activity might be very weak.
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Spatial data
An important property of the imaging movies is that they have a spatial
dimension that is, moreover, structured. This is quite typical: For example, in
photographs, pixels of the same colour are not randomly distributed over the
image plane. Often, locally contiguous regions of pixels have a similar colour.
Due to the glomerular structure, this is very pronounced in imaging movies
and we can generally assume that similar time series (pixels) are also spatially
close (Figure 4.3). Note, however, that spatially distant glomeruli can have
similar signals, e.g. because they exhibit similar responses to the odours used
in the experiment.
Signal mixtures
Light scatter from neighbouring tissues can contaminate glomerulus signals,
which leads to signal mixtures. For example, a weak signal can appear stronger
as it actually is due to light scatter that ”spills over” from one or more
neighbouring glomeruli. In practice, unlike in the ideal case from Figure 4.3,
glomeruli do thus not form ”crisp” clusters, but clusters that overlap.
In the honeybee AL, glomeruli are rather big objects and light scatter acts
on a short distance. Thus, contamination by light scatter likely occurs at the
fringes of the glomeruli in regions of contact with other glomeruli, whereas it
is less likely in the centre of the glomeruli.
In addition, some calcium dyes, such as G-CaMP (Section 4.1.3), show
strong photobleaching, i.e. each time series is a mixture of the glomerulus
signal on top of a bleaching trend. This does, however, not affect Fura-2dextran data from the honeybee AL (Section 4.1.3).
4.2.3 Mixture model for AL imaging data
Integrating the properties of imaging data described above, we can describe
imaging movies by a generative non-negative mixture model [194] with clear
structural similarities to NNCX (Section 2.1.2) and the special case of a matrix
constructed from a NNCX mixture model (introduced in Section 5.1.3).
0+
A = Tgen Sgen
+ N,

Tgen ∈ A

(4.2)

In Equation 4.2, the movie matrix A (with m time points and n pixels,
Section 4.2.1) is generated by source signal time series A 3 Tgen (m × s), one
for each of s glomeruli. The source signal time series Tgen are combined linearly
0+
with non-negative coefficients in the spatial (image) matrix Sgen
(s × n). In
addition, a noise term N is considered.
The movie consists of clusters (spatial contiguity of the clusters is not
modelled) of similar time series, corresponding to the glomeruli. The rows
0+
of Sgen
(images) describe the shape of the clusters.
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Clusters can overlap, which leads to mixtures: In the case of a signal mixture,
0+
a column of Sgen
has entries larger than zero in more than one row.
Glomeruli are either present (pixel values > 0) or absent (pixel values = 0),
0+
hence the non-negativity constraint on Sgen
. Unless preprocessing is applied,
also A itself is non-negative as the measured signal is light, giving rise to light
intensities (pixel values) between e.g. 0 and 4095.
The model assumption that permits to determine the glomerular signals by
column selection is that Tgen ∈ A, i.e. each of the signals in Tgen is contained
in pure, non-mixed form in at least one column of A. This cannot be proven
for real data, but it is a plausible assumption for the honeybee AL recordings
(Fura-2-dextran) treated in this work. For imaging data from the honeybee
AL, this means to assume that we can observe at least one unobscured and
non-mixed pixel from each accessible glomerulus (see Figure 4.1a). Typically,
the pure signal pixels lie in the middle of the glomeruli, in safe distance from
the signals of other glomeruli.
Note also that the assumption about the presence of the glomerular source
signals in A is implicit in all previous, manual approaches to signal extraction
from imaging data (Section 4.3.1) where pixels (or averages over neighbouring
pixels) are selected by the data analyst.
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4.3 Literature survey: Processing imaging data
Calcium imaging data from the insect AL is typically subject to semiautomatic processing that involves manual pixel selection (Section 4.3.1). This
section also reports on prior computational approaches to processing insect
calcium imaging data, and, to include a larger number of methods, also other
kinds of imaging data. These are methods that can be subsumed under the
labels of matrix factorisation (Section 4.3.2) and model fitting (Section 4.3.3).
4.3.1 Semi-automatic processing
Biological publications on calcium imaging data from the insect AL typically
rely on semi-automatic processing of the imaging movies (see e.g. [170, 80, 76,
161, 37]). Such processing is based on laboratory-specific software written in
scripting environments such as IDL [59] or Matlab [68]. Galizia&Vetter have
summarised experimental and data processing techniques [86].
Preprocessing involves manual alignment of subsequent images to correct
for animal movement, as well as spatial and/or temporal filtering of the data.
If the dye shows strong bleaching, the general bleaching trend is estimated by
function-fitting to the time series and then subtracted.

Fig. 4.4. Manual pixel selection based on a correlation image. In the correlation
image, each pixel value is proportional to the correlation with its neighbour pixels
over time: Pixels that are highly correlated with their neighbours appear in white.
The correlation image can be used as guidance for selecting pixels of interest that
contain the glomerular signals (marked by green squares). Image by courtesy of
Mathias Ditzen [59]. For further details, see the evaluation in Section 7.6.

The actual signal extraction involves computing correlations between
neighbouring time series, as, within a glomerulus, time series are correlated
with their neighbours (Section 4.2.2). Based on visualisation of the correlation
structure (”correlation image”, Figure 4.4), coordinates for signal extraction
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can be defined manually using a GUI. Typically, a single pixel is specified for
signal extraction, but then averaging over pixels (time series) within a radius
around the pixel is performed.
This procedure has been documented by Ditzen (2005) [59], and it can
be interpreted as manual column (pixel) selection. A variation that departs
from the column selection view would be to select regions of interests (ROIs)
instead of single pixels, averaging over time series within the ROI.
In contrast to algorithmic column selection, the described ”manual column
selection” is not based on the entire matrix A, but on a lossy description of
the matrix, the correlation image (Figure 4.4). However, in addition to the
correlation image, ”manual column selection” may also be based on other
sources of information, e.g. observing which pixels exhibit strong activity
increases (relative to baseline) after an odour presentation.
4.3.2 Use cases for matrix factorisation
Matrix factorisation approaches to imaging data perform a factorisation of
the movie matrix into a temporal matrix T and a spatial matrix S as
described in Equation 4.1. Apart from this common framework, algorithmic
approaches and the objective criteria that determine the two matrices can
be quite different. Prominent approaches are PCA (Section 3.3), Independent
Component Analysis (ICA) and non-negative matrix factorisation (NMF).
Details on these methods follow in Sections 4.4 - 4.6.
To motivate why fast computation of PCA on imaging data (as developed
in Chapters 6, 8) is a useful application area, this section lists application cases
of PCA and ICA on optical imaging data, demonstrating the widespread use
of the methods. PCA has been used as stand-alone method, and processing
with ICA usually involves PCA as a preprocessing step (Section 4.5.2), and
then PCA is the computational bottleneck.
PCA
Stetter et al. (2000) [183] used PCA for the analysis of intrinsic signal imaging
data from the cortex of ferrets and cats. They also proposed a variant of
PCA, Extended Spatial Decorrelation (ESD), that utilises the spatial aspect
of imaging data. Also a study by Gabbay et al. (2000) [79] relies on PCA to
extract signals from intrinsic signal imaging of the visual cortex.
Sornborger et al. (2003, 2008) [181, 180] considered repeated measurements
of the same stimulus in imaging data to obtain a better estimate of the
stimulus response. Their methods utilise PCA/SVD as a building block.
More recently, Chong (2007) [43] employed PCA as a preprocessing for
clustering calcium imaging data from the moth AL. Martinez et al. (2009) [142]
used SVD for processing calcium imaging movies of cell cultures.
A recent example from human medical imaging is the work by Moret et
al. (2011) [147]. Retinal imaging data was processed with PCA to reduce eye
movement artifacts.
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ICA
Brown et al. (2001) [35] used ICA for optical recordings (with a voltagesensitive dye) of the swimming network of the sea slug Tritonia diomedea.
The approach has recently been validated by Hill et al. (2010) [106] who
showed good correspondence between independent components extracted from
imaging data with actual spike trains obtained from electrophysiological
recordings (in Tritonia and Aplysia).
Also intrinsic optical imaging data from the monkey cortex was processed
with ICA (Siegel et al. (2007), [174]). A use case on cat retinal imaging data
can be found in Barriga et al. (2007) [13]. Reidl et al. (2007) [165] employed
ICA on calcium imaging data from the mouse olfactory bulb.
Strauch&Galizia processed calcium imaging data from the honeybee (2008)
[190] and the Drosophila AL (2011) [191] with ICA, showing (s.a. Section 4.5)
that ICA may be used for separation of glomerular signals.
Markham et al. (2009) [139] demonstrate application of ICA to human
brain activity data obtained by diffuse optical tomography (DOT) that
measures changes in (de)oxyhemoglobin concentration.
Mukamel et al. (2009) [148] applied ICA to two-photon calcium imaging
data from the cerebellar vermis of mice. They applied image segmentation/clustering as a postprocessing step to separate spatially distinct clusters
of neural activity that could not be separated by temporal ICA.
NMF
A common variation is non-negative matrix factorisation (NMF) [154, 131]
that imposes a non-negativity constraint on the factors (Section 4.6). In
practice, additional constraints, such as on factor sparseness, are employed,
e.g. in a study by Montcuquet et al. [145] on medical fluorescence imaging
data, or on optical neurobiological data in work by Soelter et al. [178].
4.3.3 Model fitting
Where matrix factorisation approaches extract trends from the data matrix,
other, typically univariate, methods start with predefined model functions, e.g.
for signal, noise or artifacts, and then try to estimate the contribution of each
model to a particular time series from the movie. For example, Stetter et al.
[182] performed a bottom-up fitting of nonlinear model functions, such as slow
or fast calcium responses, on calcium imaging data from the honeybee AL.
More recent work by Malik et al, [136] pursues a related strategy on twophoton calcium imaging data from the ferret visual cortex. Both approaches do
not explicitly detect positions of neural units (which is left to a ROI selection
step), but they concentrate on denoising or reconstructing the signals. A
weakness of model fitting is that only the expected trends in the data, for
which model functions exist, can be detected.
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Human brain imaging, in particular fMRI research, has traditionally
focussed on the general linear model (GLM) [146]. Also here, the contribution
of model or predictor variables to to a particular time series is estimated. This
is typically a univariate approach that is performed in parallel on many time
series. In contrast to the matrix factorisation techniques, the GLM comes
with a measure of significance, i.e. one can state that there is a significant
contribution of the stimulus predictor when the stimulus is presented. So far,
there is one example of applying the GLM to calcium imaging data from
the honeybee AL (https://github.com/binarybottle/beebrains, code by Arno
Klein, unpublished at the time of writing). Also in this case, the objective is
not functional segmentation of glomeruli (as for the applications in Chapter 9),
while it may be possible to perform segmentation in postprocessing, for
example based on the time series with significant signal contribution.
4.3.4 Other methods
Computational techniques have also found application for high-level data
analysis and exploration of olfactory data. Laskaris et al. [130] considered
calcium imaging data from the olfactory bulb (the vertebrate analogue of
the AL) of mice and rats. They first performed dimensionality reduction by
clustering/vector quantisation and then visualised the spatio-temporal ”odour
response manifold” by metric and non-metric multidimensional scaling.
Ozden et al. [153] developed a semi-manual method for analysing calcium
imaging data obtained by multiphoton microscopy. The method involves
selecting ROIs (dendrites) based on stimulus-dependent activity changes.
Their signals are estimated as the average of pixels within the respective ROI
that are sufficiently correlated with the other pixels in the same ROI. I.e., the
approach breaks down the full pixels × pixels covariance matrix (as it occurs
e.g. in PCA) into smaller, local covariance matrices.
In studies by Beran&Weiershäuser, spline regression [20] and piecewise
polynomial regression techniques [21] were developed and applied to glomerular time series stemming from honeybee AL imaging data. This is different
from the model fitting approaches (Section 4.3.3) as no decomposition into
signal, noise and other contributions is sought. Instead, a single model function
is fitted that characterises the time series. Based on such a model, time series
parameters, e.g. the end of the stimulus response that corresponds to a free
knot in the spline regression, can be estimated automatically and following a
rigorous methodology.
Finally, it has also been of interest to infer the actual spike train, as it
would be measured in electrophysiological recordings, from the proxy signal
obtained by imaging, e.g. in a study by Vogelstein et al. [206]. This is, however,
conceptually different from the applications in Chapter 9 that are aimed at
functional segmentation of neural units: In [206], ROI selection has already
been performed and the focus is on estimating the most likely spike train
given the imaging data.
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4.4 Principal components of an imaging movie
There are two main motivations for computing the principal components
(Section 3.3) of an imaging movie: dimensionality (data size) reduction
and noise reduction. First, PCA performs optimal dimensionality reduction
(Section 3.3.3). Second, due to the variance maximisation property of the
principal components (Section 3.3.1), signals, that contribute to the variance,
are accumulated in the top principal components, while noise ends up in the
lower principal components (that correspond to lower eigenvalues).
4.4.1 Temporal vs. spatial PCA
Recall the factorisation framework for spatio-temporal data from Equation 4.1: Ak = T S. Matrix Ak is the rank-k reconstruction of the movie
matrix A. For so-called temporal PCA, we can compute principal component
time series in T as the eigenvectors of AAT , and the projections onto the
principal components are images (S = T T A). Alternatively, spatial PCA
computes principal component images in S as the eigenvectors of AT A, and
the projections onto the principal components are the time series in T .
In practice, results for the two variants are not identical but similar, which
is in accordance with what has been reported from applications of PCA and
ICA on fMRI brain activity data [61]. In terms of the optimality properties
(Section 3.3.3), consider the following: For spatial PCA, the (pixel × pixel)
covariance structure defined by AT A is optimally preserved by S T S. For
temporal PCA, preservation of the covariance between images (time points)
appears less interesting, but the time series in T are the lines of closest fit
(Section 3.3.1) to the pixel time series of the movie. In both cases, the PCA
solution preserves the signals in the pixel time series.
Whether temporal or spatial PCA should be computed depends on the
application case. Regarding incremental computation of PCA on a movie
stream (see Section 9.2), it is for example more convenient to incrementally
update principal component images than time series, as we receive consecutive
images from the stream (and not time series).
4.4.2 Application example
Going beyond what is visible on individual, noisy images from a calcium
imaging movie (see Figure 4.1), the principal component images (Figure 4.5a)
of the movie matrix capture anatomical structure and lighting variations, but
also spatially contiguous, circular clusters, which, using a minimum-maximum
colour scale, appear either in black (negative) or white (positive). These
clusters can be interpreted as the glomeruli, as we expect the pixels from one
glomerulus to carry the same signal and to form such a cluster (Section 4.2.2).
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Given the arguments about PCA and interpretability in Section 3.3.4,
we should, however, be careful regarding further interpretation of the images
in S (Figure 4.5a).
The rows (images) of S are vectors with many non-zero entries, containing
both positive and negative numbers. Assuming that the circular clusters
represent glomeruli, most principal components are linear combinations of
several glomerular signals (and other signals) with mixed signs. This makes
it hard to interpret the corresponding time series in T as the signals of
identified glomeruli. Thus, while the principal components of the movie
contain information about biologically relevant signals, they do not in general
directly correspond to any single signal source.
Apart from interpretation, the low-dimensional representation by PCA
provides us with a compact, and due to the optimality properties also a
concise, summary of the large movie matrix A. For example, clustering lengthk ”time series” in the small matrix S works as well (or even better due
to the noise reduction) as clustering in A. Also for column selection from
imaging movies, PCA can thus be a useful preprocessing step (as performed
in Sections 9.1, 9.2).
4.4.3 Choosing the number of principal components
Figure 4.5a reveals that the principal component images contain more spatial
structure if they correspond to large eigenvalues. With decreasing eigenvalue,
the images become more noisy and less structured.
How many principal components should we keep for a low-rank reconstruction? In general, there is no exact answer to the question (but see [118, chap.
6] for a concise overview of the available heuristics).
A common approach is to define a threshold on the amount of accumulated
variance accounted for by the top principal components. Recall from Equation 3.12 that Var(pT x) = λ, i.e. we can choose the number k of principal
Pk
components based on the cumulated sum of the largest eigenvalues l=1 λl .
The value for k is then chosen such that the sum of the top-k eigenvalues
exceeds a threshold, e.g. 80% of the total variance (sum of all eigenvalues).
A related heuristic is to choose a value for k based on plotting eigenvalues
against principal component numbers [75] (”scree plot”), allowing to set k to
a value where the eigenvalues do no longer decrease significantly or where the
resulting curve approaches a flat line. In Figure 4.5b, this is the case at about
k = 40 − 50, which is in accordance with the decrease in spatial structure in
the principal component images (Figure 4.5a).
Generally, the exact value of k is not relevant in this application domain,
the only requirement being that k should be within a reasonable range that
may be determined by inspection of the principal component images or of
the eigenvalue decay (Figure 4.5). With too small values for k we would risk
losing glomerular signals, while choosing a very large k would interfere with
the dimensionality and noise reduction objectives.
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Fig. 4.5. Spatial PCA of an imaging movie (honeybee AL data, Fura-2-dextran
staining of PNs). a) Principal component images in matrix S (PCs 1−12, 20, ..., 70).
b) Scree plot: log(eigenvalue) vs. principal component number.
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4.5 Independent Component Analysis (ICA)
4.5.1 The concept
Extending the concept of principal components, Jutten&Herault [122] and
Comon [45] proposed Independent Component Analysis (ICA) [114]. ICA is
defined based on a ”generative model” [114]: The task in ICA is to find the
so-called independent components, which are source signals from which the
data has been generated. For the independent components it is assumed that
they are statistically independent vectors, and that the data matrix can be
reconstructed by linear combination of the independent components.
4.5.2 Computing independent components
From an algorithmic point of view, the main difference between PCA and
ICA lies in the fact that there is an analytical way to compute principal
components (see Section 3.3.1), while this is in general not the case for
independent components. There is no guarantee that a solution with k
statistically independent components exists, and if it exists, there is no
guarantee that we can compute the solution with a given algorithm [16].
Consequently, different optimisation strategies for ICA have been developed.
In practice, the algorithms InfoMax [17] and fastICA [113, 114] are the most
widely used ICA algorithms in neuroscience [53].
The fastICA algorithm
In order to understand the assumptions and limitations of ICA, this subsection summarises the derivation of the fastICA algorithm as described by
Hyvärinen&Oja [114]. FastICA [113, 114] is also the algorithm which was
performed on the honeybee AL data (Figure 4.6).
First, it is a common procedure [114, 186, 197, 165, 190] to preprocess
the data matrix with PCA prior to performing ICA, both with the goal of
orthogonalisation/whitening and with the goal of dimensionality reduction.
The latter is also what allows to speed up ICA with a fast approximation
algorithm for PCA (FastPCA, Chapter 6), as shown in [191].
Maximising Non-Gaussianity
In [114], the data vector x is treated as a random vector, the multivariate
version of a random variable. Vector x is assumed to be a linear mixture of
independent components, the source signals sl , with coefficients αl :
X
x=
αl sl
(4.3)
l

The goal for fastICA is to compute a source signal by finding the vector
w that maximises the non-Gaussianity of the projection wT x.
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A justification for this objective criterion is given by the central limit
theorem, which, in this setting, states that the mean distribution of many
independent random vectors converges towards the Gaussian distribution.
Consequently, a mixture of independent source signals tends to be ”more
Gaussian” than a single source signal, and finding the projection that maximises non-Gaussianity leads us to a source signal (independent component).
This outline readily translates into an algorithm, given that we have
a measure for non-Gaussianity. Different measures can be employed, and
fastICA utilises negentropy.
Assume that the random vector xGauss has a Gaussian distribution and
the same distributional parameters µ and σ as the (non-Gaussian) random
vector x. Then, the negentropy J of x is defined as [114]:
J(x) = H(xGauss ) − H(x)

(4.4)

Here, H(x) is the differential entropy (entropy for continuous variables) [114]:
Z
H(x) = − f (x) log f (x)dx
(4.5)
Among all the random variables with the same variance, a Gaussian variable
is the one with the largest entropy [156]. Thus, the negentropy J is at least
zero, and it is exactly zero iff x is Gaussian distributed. Consequently, the
fastICA algorithm maximises negentropy to achieve non-Gaussianity.
In practice, negentropy is hard to compute and usually approximated.
Hyvärinen&Oja [114] describe these approximations and the fastICA iteration
that finds a local optimum for the negentropy criterion.
4.5.3 Limitations of ICA
One implication of the fastICA approach is that we cannot use it to estimate
Gaussian independent components. This is certainly a limitation given the
abundance of the Gaussian distribution in nature. It has, however been argued
that ”interesting” signals are often sub- or super-Gaussian, which is supported
by successful ICA applications to EEG/fMRI data (see e.g. [121]).
FastICA cannot find the ”true” signal sources if more than one of them is
Gaussian [114], and also if they deviate too much from the independence
assumption: For example, if glomerular time series from imaging movies
are short and if few odours haven been measured, the time series (signal
sources) are correlated with each other (cp. the requirements for functional
segmentation, Section 4.2.2).
Further, sign and scale of the independent components are - without
additional model assumptions - not determined, as (negative) scaling factors
αl can always be compensated for by appropriate scaling of sl and vice
versa [114].
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Fig. 4.6. ICA applied to the movie from Figure 4.5: Independent components (from
S). There is no ”natural” ordering of independent components such as by eigenvalue.
1-6: single glomeruli, 7-9: background and lighting variations, 10-12: incomplete
glomerulus separation. The colour scale is min-max (black-white).

Figure 4.6 shows independent component images (computed with fastICA
[113, 190]) of the same honeybee calcium imaging movie that was previously
treated with PCA in Figure 4.5. Again, these are the images in the rows of S
in the matrix framework Ak = T S.
In contrast to PCA (Figure 4.5a), ICA is able to separate glomeruli
into individual components in many cases. Also anatomical features in the
background and lighting variations end up in separate components, whereas
the principal components (Figure 4.5a) typically are mixtures of several
glomerular signals as well as background and lighting variations.
Sparse images in S, that consist mostly of a single, spatially contiguous
”glomerulus” cluster of high values, would allow for interpretation of the
corresponding time series in T as the signals of individual glomeruli, were
it not for the fact that sign and scale of the time series in T are arbitrary
(Section 4.5.3). Likewise, signs in S are arbitrary, i.e. the ”glomeruli” in the
rows of S can appear both ”black (negative) on white” or ”white (positive)
on black” (Figure 4.6). In some cases, source separation was not successful
and then the images contain more than one cluster (Figure 4.6:10-12).
For practical application of ICA in a study by Rein et al. [166], these
problems were circumvented by manual intervention, discarding independent
components where source separation had failed and selecting pixels from the
spatial center of the glomeruli that were visible in S (see Figure 4.6). This is
a sort of ”ICA-guided column selection”.
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4.5.5 ICA vs. NNCX
At first sight, ICA and NNCX (Section 2.1.2) do not have much in common.
However, later Section 5.1.3 introduces a model for NNCX, akin to the
mixture model for imaging movies (Section 4.2.3), and then similarities
become apparent on an abstract level.
For the NNCX mixture model, it is assumed that A has been generated
by linear combination (with non-negative coefficients) of the source signal
columns that are present in A. These source signal columns are discrete, singlecolumn analogues to the independent components that are assumed to have
generated the data by linear combination (with mixed-sign coefficients) and
that need not be present in A (”latent factors”).
Structurally, NNCX and ICA can be described by A ≈ T S. Where NNCX
imposes a column selection (on T ) and a non-negativity constraint (on S),
for ICA both matrices are free of constraints, but instead assumptions on the
distribution and statistical independence of the independent components in
T are made.

4.6 Non-negative matrix factorisation (NMF)
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4.6 Non-negative matrix factorisation (NMF)
Non-negative matrix factorisation (NMF) [154, 131] (s.a. Section 2.1.4 for the
relationship to NNCX) considers a factorisation A0+ = W 0+ X 0+ , where all
matrices are restricted to contain only non-negative entries.
Cast into the the matrix factorisation framework for imaging movies
(Equation 4.1), NMF can be used to reconstruct the movie matrix A0+ based
on k time series vectors in the columns of T 0+ : A0+ ≈ A0+
= T 0+ S 0+ , the
k
2
norm error criterion to be minimised being A0+ − T 0+ S 0+ F r .
A standard algorithm [154] for this criterion finds (by solving a least
squares problem) a matrix S given A0+ and T 0+ , and then sets negative
entries in S to zero in order to obtain S 0+ . Given A0+ and the updated S 0+ ,
a new T is computed, and the procedure, adequately termed ”alternating least
squares”, is repeated until convergence or for a fixed number of iterations.
Figure 4.7 shows results from applying this algorithm to the imaging movie
from Figures 4.5 and 4.6. For the NMF solution, many entries of S 0+ are
zero (white pixels, Figure 4.7), i.e. the images in S 0+ are sparser than the
principal component images (cp. Figure 4.5). While ICA (Figure 4.6) could
often separate individual glomerulus clusters into distinct rows of S 0+ (”single
glomerulus sparseness”), this was not in general the case for NMF.
There is no indication that minimising the NMF norm error (without
further constraints or knowing the number of signals) would lead to ”singleglomerulus-sparse” images in S 0+ . The classical NMF algorithms [154, 131]
actively enforce non-negativity, but not sparseness. More recent work [111]
employs additional constraints on the sparseness (number of non-zero values)
of T 0+ and S 0+ that is controlled by two user-defined parameters.
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Fig. 4.7. NMF [154] results on the movie from Figures 4.5. The images show the
first 15 rows (out of k=30) of S 0+ . Colour scale: white (zero) to black (maximum).
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4.7 Motivation for column selection on imaging data
The two column selection problems lend themselves for application to imaging
data, and examples will be given later in Chapters 7- 9. This section motivates
column selection for such application cases, showing how it can be useful on
imaging data and when it can be preferable to established approaches.
4.7.1 Structure: NNCX as the problem that fits to the data
The mixture model for AL imaging movies (Equation 4.2) describes essentially
the structure of NNCX (Section 2.1) with an additional term to account for
noise. In particular, a movie matrix A according to the model in Equation 4.2
corresponds to the specific NNCX scenario described later in Equation 5.2
(NNCX mixture model, Section 5.1.3) where the columns of A contain either
one of s source signals or a linear combination (with non-negative coefficients)
of the source signals. In such a scenario where the s glomerular source signals
are present in the columns of A, and for c = s, the optimal solution for NNCX
(with zero norm error) recovers these glomerular source signals.
For the honeybee imaging movies used in the application projects in
Chapter 9 the assumption about the presence of all s glomerular source signals
in A is reasonable (Section 4.2.3). In general, the problem formulation for
NNCX does, however, not require the source signals to be present in A. Hence,
if source signals are missing in A (this could be the case for Drosophila antenna
imaging movies, Section 9.4), NNCX is still ”meaningful”: Then, solving
NNCX results in unsupervised selection of features that are interpretable in
the sense that they ”explain” A by positive association (Section 1.2.1).
NNCX vs. ICA
As the structure of NNCX resembles the generative mixture model for imaging
movies (Section 4.2.3), NNCX appears more appropriate for application to
imaging data than adapting a general paradigm, such as ICA (Section 4.5).
Following a different generative model, ICA algorithms make assumptions
(that are hard to verify) on the distribution of the source signals (nonGaussianity) and on their statistical independence, they may fail when such
assumptions are not met, and they estimate source signals only up to sign
and scale, which are both preserved by column selection.
In practice, such issues have been addressed by manual correction of the
results and selecting pixels from the spatial centre of the objects in the rows
(images) of S as computed by ICA (as in [166]; see Section 4.5.4). Also hybrid
approaches, e.g. ICA followed by clustering to resolve insufficiently separated
signals [148] have been proposed. Such approaches are indicative of the fact
that the generative model behind ICA is not always the best fit to a particular
(neuroimaging) data type. Especially if the generating signals are already
present in the data, computing latent factors, as done by ICA, is not necessary.
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NNCX vs. NMF and PCA
While solving NNCX can identify the glomerular source signals in AL imaging
movies as described by Equation 4.2, there is no indication that optimising
the NMF norm error (Section 4.6) or the PCA norm error criterion would
reliably lead us to the glomerular signals Tgen (Equation 4.2) and to ”singleglomerulus-sparse” images in the rows of S (s.a. Figures 4.7, 4.5).
Constraints, such as on sparseness in S 0+ [111] or on the spatial contiguity
of clusters in S 0+ , could be employed to regularise the NMF solution. This
would work towards achieving images in S 0+ that contain a single glomerulus
and towards finding the glomerular signals. Similarly, also PCA could be
augmented by sparseness or non-negativity constraints. However, for both
NMF and PCA, this would come at the expense of additional parameters
that are not required for NNCX/Convex cone.
4.7.2 Automation, reproducibility and accuracy
Interestingly, conventional processing of imaging data from the insect brain
frequently involves manual column (pixel) selection (Section 4.3.1). In this
respect, the NNCX framework is a formalisation of these prior approaches
that replaces personal judgement with a mathematical objective criterion.
Employing an algorithmic approach allows for automation, reproducibility
and accuracy. All three aspects are relevant for scientific data analysis,
and automation is mandatory for processing in a real-time imaging system
(Section 9.2) with updates being performed in millisecond-scale intervals.
4.7.3 Visualisation
At the very core of visualisation, before the artistic aspect comes into play,
lies the decision on what to show. Here, we can exploit the fact that a NNCX
factorisation (Section 2.1.2) identifies relevant columns that can ”explain”
most of the matrix norm. By NNCX, we can describe a movie matrix
(Equation 4.1) using few time series (T := C) and image vectors (S := X 0+ ).
For visualisation, we can either directly present the time series in T
to the user, or we can compute a low-rank reconstruction of the movie
A ≈ Ac = T S that highlights the relevant parts of the movie (see e.g.
Figure 9.5 in Section 9.1.5).
A related aspect is the functional segmentation (Section 4.2.2) that is
achieved by NNCX factorisation of the movie matrix. When matrix S contains
information about glomerulus shape, we can use it to construct a map of the
glomeruli in the AL (see e.g. Figure 9.2 in Section 9.1). This is in contrast to
model fitting approaches (Section 4.3.3) that fit functions separately to each
time series without performing such data aggregation.
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4.7.4 Efficiency: Column sampling for fast PCA
Compared to the signal selection and visualisation potential of NNCX, speedup
by Nyström-type column sampling (Section 2.2) appears to be a secondary
aspect, as running times on imaging data are not prohibitively, but rather
inconveniently high. Nevertheless, column sampling ensures scalability of the
algorithms to increases in data size by emergent technologies, such as 2-photon
imaging [96].
Already present day datasets consist of long recordings (see e.g. [166]) that
increase the computational burden. Future developments will require handling
large amounts of imaging data. For example, the recently proposed Brain
Activity Map (BAM) project [6] calls for ”imaging every spike from every
neuron” [6], leading to a functional characterisation of entire neural circuits
using imaging techniques. As mentioned in the launching paper for BAM [6],
this ”raises the specter of a data deluge, so the development of proactive
strategies for data reduction, management and analysis are important”. In the
light of these developments, we can expect that the data reduction and
efficiency of computation aspect in imaging will be of increasing importance
in the future.
Regarding efficiency of computation, the availability of a fast Nyströmtype approximation for PCA (Chapter 6) removes a computational bottleneck:
A variety of source separation and matrix factorisation approaches that are
commonly applied to imaging data (see Section 4.3.2), including Convex cone
(see Section 9.1), utilise PCA as a preprocessing step, and they can all
be performed efficiently after dimensionality reduction with PCA. Such a
generic speedup grants us access to a large toolkit of methods for variety
of applications and data types.

5
Column interpretability and NNCX: The
Convex cone algorithm
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5.1 Column interpretability and a motivation
for Convex cone
Overview
For CX-type column selection, the interpretability advantage over PCA relies
on the fact that single columns are selected, as opposed to computing principal
components that are linear combinations of many columns.
With regard to improving interpretability of CX, non-negative CX (NNCX)
has been proposed [115] (Section 2.1.4), and non-negativity eliminates a
further interpretability problem of PCA (Section 1.2.1). NNCX has so far received little attention, motivating the evaluation of column selection strategies
with respect to the NNCX norm error (Section 5.1.1), as well as the development of dedicated NNCX algorithms, such as Convex cone.
Interpretability through column selection is the typical motivation for CXtype column selection (summarised by Mahoney&Drineas in [135]). This
section sets out to extend the concept of column interpretability, arguing
that a column selection constraint alone does not guarantee interpretability,
and that, in fact, some columns can be ”more interpretable” than others.
In the following, Sections 5.1.2 - 5.1.5 develop the concept of an interpretable
column as an extreme vector. Then, Section 5.1.6 points out that such extreme
vectors are also suitable basis columns for NNCX.
The considerations from this section are motivation for the Convex cone
algorithm developed later in Section 5.2, an algorithm that aims to select
extreme columns to achieve interpretability and to optimise the NNCX norm
error criterion.
5.1.1 Find algorithms that minimise the NNCX norm error
Many of the column selection strategies reviewed in Section 2.3 have been proposed in the context of the unconstrained CX (Section 2.1.1). Regarding norm
error minimisation for CX, some have been evaluated empirically [67, 201], e.g.
LeverageScoreSampling (Section 2.3.1), while others, e.g. VolumeSampling
(Section 2.3.6) have so far remained theoretical concepts.
Empirical results suggest that an algorithm that explicitly optimises the
NNCX norm error by a search heuristic (Section 2.3.4) can achieve better
NNCX norm errors than a CX algorithm (LeverageScoreSampling) that
was turned into a NNCX algorithm by post-hoc optimisation of a nonnegative X 0+ [115]. However, a larger-scale comparison also of other column
selection strategies in the NNCX scenario has not yet been performed.
One aspect of the empirical evaluation in Chapter 7 is thus to evaluate
common column selection strategies and the new Convex cone cone algorithm
(Section 5.2) with respect to the NNCX norm error.
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5.1.2 Mixed signals are a structural property of (NN)CX
Below, pure and mixed signal columns play a role in defining column interpretability. In the case of (NN)CX, matrix X encodes mixed signals (”cluster
overlap”). This is a structural property that is characteristic for (NN)CX and
that distinguishes it from ”crisp” clustering with binary cluster membership
indicators (see Section 3.4).
Recall that, if such a crisp clustering is cast into CX notation (as in
Equation 3.16 in Section 3.4), then matrix C contains the cluster centres
and X unary contains the binary cluster membership indicators. The columns
of X unary are unary in the sense that they contain a single non-zero entry that
identifies the cluster centre with which the column is associated. In contrast,
NN(CX) allows for mixed signals in the sense that the jth column of X real
can contain multiple non-zero and real-valued entries that serve to reconstruct
the jth column of A as a mixture of the c columns in C:
real
real
A(j) ≈ C (1) X1j
+ . . . + C (c) Xcj

(5.1)

5.1.3 Generative NNCX mixture model
NNCX requires to select c columns from a general matrix A. To define column
interpretability, it is helpful to assume a special case where A has been
generated from a NNCX mixture model, i.e. by linear combination (with nonnegative coefficients) of s of its columns. Then, a column selection algorithm
could be employed to recover these s columns from A.
Donoho&Stodden [62] and Arora et al. [10] (see Section 3.1.2) have proposed
such models for NMF (Section 4.6) with the goal of defining when NMF has
a unique solution or when it admits an exact solution in polynomial time.
To formalise the mixture model for NNCX, consider the m × n matrix A
that is constructed by mixing columns from S. Matrix S is m × s and it
contains l = 1, . . . , s ”generating” or ”source signal” columns S (l) , which are
pure, non-mixed signals.
S is a minimal generator of A in the sense that it must not contain redundant
columns or columns that are linear combinations (with coefficients αr ) of
columns from S: If S (x) ∈ S and S (y) ∈ S, then (αx S (x) + αy S (y) ) ∈
/ S.
The j = 1, . . . , n columns A(j) of A are either (1) pure signal columns
directly chosen from S or (2) mixed signal columns, i.e. linear combinations
of (w.l.o.g.) two of the pure signal columns:

A(j)

(
(1) S (l)
:=
(2) αl1 S (l1 ) + αl2 S (l2 )

| l ∈ {1, . . . , s}
| lr ∈ {1, . . . , s} ; αlr > 0

(5.2)

Assume further that all S (l) have been inserted into A, i.e. for each l we have
S (l) = A(j) for at least one j.
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Regarding nomenclature, each A(j) that is assigned a S (l) is called a pure
signal column. There can be multiple A(j) that are assigned the same S (l) .
The unique columns of S are called generating columns or source signals, and
they are also pure signal columns.
5.1.4 Interpretable columns are pure signal columns
Interpretability is usually stated as the main motivation for preferring (NN)CX
over PCA [115, 135, 55, 201]. How is interpretability achieved?
1. Interpretability by selecting columns. This is what column selection algorithms have been concentrating on so far [135]. A column that is selected
from a data matrix can be more interpretable than a principal component,
simply because the selected column represents a single entity or data
point. Often, the single column has a label that makes it intuitively
understandable for a domain scientist.
2. Interpretability by selecting pure signal columns. Once mixtures enter the
game, not all columns are equally interpretable. Mixed signal columns
(Equation 5.2, case 2) are linear combinations of other columns, just like
the principal components whose interpretability is in question.
Thus, in a collection of pure and mixed signal columns only the pure signal
columns are interpretable. The pure signal columns (Equation 5.2, case 1)
allow us to understand how A was constructed.
5.1.5 Interpretable columns are extreme columns
Assuming the second concept of interpretability from Section 5.1.4 above, an
interpretable column is a pure signal column. By construction of matrix A
(Equation 5.2), the pure signal columns are the extreme columns of A, and
hence an interpretable column is an extreme column.
To see this, consider that the columns A(j) ∈ A for which A(j) ∈ S
(Equation 5.2, case 1) span a convex cone (definition 1, Section 2.1.5), and
all conic (linear with non-negative coefficients) combinations of the columns
from S (case 2) are contained in this convex cone.
A column A(j) ∈ A that is a pure signal column (A(j) ∈ S) is also an
extreme column (definition 2, Section 2.1.5) of A in the sense that there
exist no columns A(x) , A(y) ∈ A (A(x) , A(y) 6= A(j) ) such that A(j) =
αx A(x) + αy A(y) (αx , αy ≥ 0).
Selecting all s extreme columns would recover the entire generating
matrix S. Furthermore, extreme columns can support data interpretation
also for c 6= s: Principal components are often hard to interpret as they are
obtained by linear combination of many columns, which is, by definition, not
the case for the extreme vectors.
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5.1.6 Extreme column solution for NNCX
2

The objective criterion for NNCX is to minimise A − PCone(C) A F r (Section 2.1.5), i.e. we should select C such that the cone defined by its columns
contains as much of A as possible.
More precisely, the NNCX norm reconstruction error can also be written
in terms of the distance of the columns A(j) of A to the nearest v (found by
the ”min” function) within the cone V [143, chap. 5]:
A − CX 0+

2
Fr

=

X

minv∈V A(j) − v

2

(5.3)

A3A(j) ∈V
/

The norm reconstruction error thus depends on the projection error of
the data points (columns) that are outside of the cone. Selecting the set of
extreme columns of A, the minimal generator of the convex cone (theorem 1,
Section 2.1.5), into C leads to the smallest subset of columns that leaves no
data points outside of the cone defined by it. This hints at the possibility of
an algorithm for NNCX: Enumerate the extreme columns of A.
For c approaching the number of extreme columns, the NNCX norm error
achieved by such a strategy approaches zero, and, additionally, the selected
columns are interpretable according to the considerations above. With a fixed
starting point for the extreme vector enumeration, we can furthermore achieve
a nested sequence of columns (cp. Section 2.5.2).
5.1.7 Extreme columns vs. central columns
Relying on extremal data points for data understanding is an established
concept. For example, archetypal analysis [47] (s.a. [198]) and convex matrix
factorisation [58] find data points that lie on the convex hull. These methods
do, however, not select extreme columns, but they compute sparse (few
non-zero coefficients) linear combinations with non-negative coefficients, as
opposed to principal components that are dense (many non-zero coefficients)
linear combinations with mixed-sign coefficients.
An extreme vector solution can also be seen as the anti-concept to PCA
(Section 3.3.5): The (first) principal component is the line that goes through
the mean of the data cloud. Hence, a principal component is a central vector.
Aiming to select columns that are by some criterion close to the principal
components (see the algorithms in Section 2.3: LeverageScoreSampling,
D CX, GreedySpaceApproximation) leads to a subset of central columns in C
and thus to a very different solution than a subset of extreme columns in C,
as e.g. computed by Convex cone or SiVM (Section 2.3).
In practice, similar CX norm errors can be obtained by both central
column and extreme column methods, but the solution can be quite different
with respect to NNCX norm error and with respect to the amount of pure
(interpretable) and mixed signal (not interpretable) columns in C (cp. the
evaluation in Chapter 7).
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5.2 The Convex cone algorithm for NNCX
Publication
Martin Strauch, Julia Rein, C. Giovanni Galizia: ”Signal extraction from
movies of honeybee brain activity by convex analysis.”, pp. 1-6, International
Conference on Computational Advances in Bio and Medical Sciences, Feb
23-25 2012, Las Vegas, USA, IEEE, 2012 [194]
A preliminary version of the algorithm has appeared in [194]. I developed
all computational methods and wrote the paper. Julia Rein recorded data.
Overview
Motivated by the above considerations regarding column interpretability and
NNCX norm error minimisation, the Convex cone algorithm (Section 5.2.1)
aims to select extreme columns for a NNCX matrix factorisation. Section 5.3.1
shows that the algorithm is well-behaved in the sense that the NNCX norm
error decreases with every additional column that is selected. A discussion
of the working principle behind the algorithm follows in Section 5.3.2, along
with remarks on computation time (Section 5.3.3).
Section 5.4.1 contrasts the new algorithm with prior (NN)CX column selection methods. Finally, Section 5.4.2 reports on structurally related methods
from other disciplines.
5.2.1 Convex cone algorithm
Main iteration
Convex cone (Algorithm 8) is a greedy forward heuristic that chooses a subset
of the columns of data matrix A by selecting, at each iteration, the next best
candidate for an extreme vector of A (s.a. Section 5.3.2).
(p)
At each iteration l, a column c := A{l} with index p := pl is selected from
the current version of of A, A{l} (Algorithm 8, line 9). The matching row of
X 0+ can be computed as xT := AT{l} c (line 11). Non-negativity for xT is
enforced by solve or negative to zero (see Section 2.3.4 and below).
Once we have c and a non-negative xT0+ , downdating is performed:
A{l+1} := A{l} − (c xT0+ ). Intuitively, the downdating step removes everything
that can be explained, with non-negative coefficients, by the chosen column c.
(j)
The index of the next column is then found as p(l+1) := argmaxj A{l+1} .
Index p(l+1) identifies the column with the largest norm in the residual matrix
A{l+1} , and thereby the column that is least well reconstructed by conic
(linear, non-negative coefficients) combination of the columns selected so far.
According to the projection view (Section 2.1.5), this is the point (column)
that is farthest away from the boundary of the convex cone defined by the
columns selected so far.
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Algorithm 8 Convex cone; input: matrix A ∈ Rm×n , number of columns c,
output: matrices C ∈ Rm×c , X 0+ ∈ Rc×n
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

L := {}
// set of column indices
initialise p // see main text
A{1} := A // copy of A
for all l ∈ {1, . . . , c} do
L := L ∪ p
(p)

(p)

c := A{l} / A{l}
xT0+ := negative to zero ( AT{l} c )
A{l+1} := A{l} − (c xT0+ )

// or: xT0+ := solve( A{l} , c )

// downdating
(j)

p := argmaxj∈{1, ..., n} A{l+1}

// index of next column

end for
C := A(L)
X 0+ := solve(A, C)

Computing X 0+ := solve(A, C)
After c iterations, we have selected a set L of c column indices using the
downdated matrices A{l} . The indices then serve to select C := A(L) from the
unmodified A (line 19). Finally, X 0+ := solve(A, C) computes X 0+ by convex
quadratic programming (Section 2.3.4; using the ”cvx” software [95, 94]),
finding the optimal X 0+ given A and the final version of C.
Within the for-loop of Algorithm 8, solve needs to be called c times
to compute a non-negative xT0+ . For repeated execution, it is preferable to
use the more efficient ”projection to zero approach” known from the NNCX
algorithms in Section 2.3.4. Function negative to zero(v) implements this
approach, setting all negative entries of a vector v to zero (line 11).
Initialisation of the first column
The Convex cone iteration needs a starting point. The first column index
p := p1 can be found e.g. by FastMap-type initialisation [73] as described for
the SiVM algorithm (Section 2.3.5). This has the advantage that we can be
sure to start with an extreme vector.
As Convex cone finds the next column as the column with the largest norm
in the residual matrix, another ”meaningful”, and deterministic, initialisation
is to find the column vector with the largest norm in A: argmaxp1 A(p1 ) .
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5.3 Theoretical analysis of Convex cone
5.3.1 Convex cone decreases the NNCX norm error
The goal is to show that Convex cone decreases the norm error of a NNCX
factorisation with every column that is added to C. After appending the
(l + 1)th column to C, the current version of C is denoted as C{l+1} , and a
0+
matching X{l+1}
can be computed with solve(). The statement to show is:
0+
A − C{l+1} X{l+1}

2

<
Fr

0+
A − C{l} X{l}

2

(5.4)
Fr

At any iteration (l > 1), the current l columns of C (C{l} ) generate a
convex cone κ (see Section 2.1.5):
κ = { C (1) x1 + ... + C (l) xl | x1 , . . . , xl ≥ 0 }

(5.5)

As in Equation 5.3, the NNCX norm error can be written in terms of the
squared distance to the closest c ∈ κ (which is found by the ”min” function).
A − CX 0+

2
Fr

X

=

minc∈κ A(j) − c

2

(5.6)

A(j) ∈A

Denote further as shorthand: min dist( A(j) , κ ) := minc∈κ A(j) − c

2

.

Proof. Equation 5.4 can now be proven as follows (analogous to the proof for
SiVM [201, theorem 1]): At iteration l + 1, we select one column A(j) ∈ A into
the new C{l+1} . The cone is then updated from κ{l} to κ{l+1} . Assuming that
the choice of the (l + 1)th column was random, we can distinguish four cases
regarding an arbitrary column A(j) ∈ A and its norm error:
1. A(j) ∈ κ{l} and A(j) ∈ κ{l+1} .
Then, the error for A(j) that was already in the cone remains zero, and
thus:

0+
A − C{l+1} X{l+1}

2

=
Fr

0+
A − C{l} X{l}

2
Fr

2. A(j) ∈
/ κ{l} and A(j) ∈
/ κ{l+1}
and min dist( A(j) , κ{l+1} ) = min dist( A(j) , κ{l} ).
Thus,

0+
A − C{l+1} X{l+1}

2

=
Fr

0+
A − C{l} X{l}

2
Fr

3. A(j) ∈
/ κ{l} and A(j) ∈ κ{l+1} .
(j)
If A has now made it into the cone, its error decreases to zero, and thus
0+
the overall error decreases: A − C{l+1} X{l+1}

2

0+
A − C{l} X{l}

<
Fr

4. A(j) ∈
/ κ{l} and A(j) ∈
/ κ{l+1}
(j)
and min dist( A , κ{l+1} ) < min dist( A(j) , κ{l} )
Thus,

0+
A − C{l+1} X{l+1}

2

<
Fr

0+
A − C{l} X{l}

2

.
Fr

2
Fr
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In none of the four cases the norm error increases, i.e. we can state that
0+
A − C{l+1} X{l+1}

2

≤
Fr

0+
A − C{l} X{l}

2

(5.7)
Fr

Equation 5.7 holds for any column choice, hence the assumption of a
random column selection. However, Convex cone does not perform a random
selection. Going beyond [201, theorem 1], it is possible to exclude cases 1 and
2 (and thus to replace the ≤) as Convex cone avoids to choose columns that
are already contained in κ{l} .
(j)

At each iteration l we can check whether ej = A(j) − C{l} X{l}

2

= 0 (for

0+

notational simplicity, the superscript in X
is dropped). If ej = 0, column
A(j) can be reconstructed perfectly by conic combination of the columns in
C{l} , and thus A(j) ∈ κ{l} (see Equation 5.5).
Hence, we can select the column that maximises ej over all j, thereby
selecting a column A(j) ∈
/ κ{l} (under the assumption that not all ej = 0).
Choosing the column with the largest ej (Algorithm 8, line 15), identifies
a column A(j) ∈
/ κ{l} , which, by inclusion into C becomes part of the updated
cone, A(j) ∈ κ{l+1} , and then ej = 0 . As case 3 is now true for at least
one column, we can replace ≤ with < in Equation 5.7, and hence follows the
statement (Equation 5.4).
t
u
(j)

2

In practice, Convex cone does not compute ej = A(j) − C{l} X{l} again
for each l, but it is more convenient to update ej sequentially via the residual
matrix (Algorithm 8, line 13):
ej = A(j) − C (1) X1,j − C (2) X2,j − . . . − C (c) Xc,j

2

(5.8)

The performance of Convex cone depends obviously on how much the
error can be decreased by adding further columns to C. The change in norm
error through including the (l + 1)th column can be quantified as:
n
X

min dist( A(j) , κ{l} ) − min dist( A(j) , κ{l+1} )

(5.9)

j=1

Ideally, a large number of columns A(j) ∈ A should decrease their
min dist by some amount (case 4), or even decrease their min dist to zero
by inclusion into the cone (case 3). Aiming to select extreme vectors, as done
by Convex cone, is a way of extending the cone κ{l} to the cone κ{l+1} with
a larger volume that, potentially, contains many more data points.
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5.3.2 Interpretations for Convex cone
Volume maximisation by moving the farthest distance
Like VolumeSampling (Section 2.3.6) or SiVM (Section 2.3.5), Convex cone
aims at selecting vectors such that they span a large volume. As finding the
maximum volume submatrix is NP hard (Section 3.1.3), we have to resort to
heuristics, such as selecting extreme vectors.
We can find a candidate for the next extreme vector by moving the farthest
possible distance from the previously selected vector. To avoid oscillations,
such as by returning to a column already selected, the selected column, and
linear combinations of it, have to be ”blocked”. This is achieved by the
downdating step in Algorithm 8 (line 13). After downdating, the selected
column is blocked, and the next extreme vector can be selected by again
moving the farthest distance.
Locally optimal choice for the next extreme vector
Analysing Convex cone (Algorithm 8), we see that the current column index pl
at iteration l identifies the column that is least explained by conic combination
of the columns selected so far. As an extreme vector is a vector that cannot be
reconstructed by conic combination (definition 2, Section 2.1.5), pl is a locally
optimal choice for an extreme vector.
A problem associated with initialising Convex cone with the largest norm
column (or selecting the column with the largest norm in the residual matrix)
could be that mixed signal columns can have high norms, e.g. if the
Pcoefficients
αlr of the linear combination in Equation 5.2 are high and if lr αlr > 1.
Such a case could prevent that Convex cone selects pure signal columns, and
thus extreme vectors, as they have lower norms. However, this can easily be
prevented by normalising the columns such that they have equal norms.
Decomposing mixtures by downdating
The norm of a mixed signal column, that is a linear combination of pure signal
columns, is reduced further and further by the downdating step (Algorithm 8,
line 13) when the contributing pure signal columns are selected one after
another. The further the Convex cone iteration proceeds, the less likely it
becomes that a mixed signal column has the largest norm in the residual
matrix A{l+1} and is selected. Pure signal columns that have not yet been
selected have high norms as they are not affected by the downdating steps
performed so far, highlighting them for the next rounds. Thus, decomposing
A by Convex cone actively works towards selecting pure signal columns.
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5.3.3 Computational complexity of Convex cone
The computational load of column selection with Convex cone (Algorithm 8)
is dominated by computing the m × n residual matrix c times (line 13), giving
rise to a complexity of O(mnc). As typically c  n, this is low enough
for repeated execution of the algorithm, e.g. for the real-time application in
Section 9.2, where, moreover, m is small after incremental dimensionality
reduction.
Computing solve(A, C) to optimise the final X 0+ is feasible (Algorithm 8,
line 20), but it nevertheless is the computationally most challenging part of
the algorithm. Computation time for convex optimisation depends on the
particular algorithm employed, but it can generally be done in polynomial
time [143, chapter 5]. As it is a one-time step at the end of Convex cone,
computational requirements are unproblematic in practice.
For time-critical applications, the operation can be parallelised, computing
2
a non-negative X (j) that minimises A(j) − CX (j) F r ∀ j, as noted in [201].
Alternatively, the projection method from the inner loops of Convex cone
can be employed, simply setting negative entries to zero. While not optimal,
this strategy yields good results in practice [115], and it has also been
employed for the real-time application in Section 9.2.

5.4 Relationship of Convex cone to other methods
5.4.1 Algorithms for (NN)CX
Empirical evaluation of Convex cone against the column selection algorithms
from Section 2.3 follows later in Chapter 7. Here, we shall concentrate on
structural similarities and dissimilarities.
SVD-based central column methods
A common theme considered by several CX algorithms (Section 2.3) is to utilise SVD/PCA for column selection. LeverageScoreSampling (Algorithm 1),
CX D (Algorithm 2) and GreedySpaceApproximation (Algorithm 3) all bind
column importance to SVD/PCA and thereby have a tendency to select central columns close to the principal components rather than the (interpretable
and pure signal) extreme columns (Section 5.1.7).
Randomised: LeverageScoreSampling
LeverageScoreSampling (Section 2.3.1) is a randomised approach and it does
not provide a nested subset of columns in C (cp. Section 2.5.1). Like all CX
algorithms, LeverageScoreSampling can be turned into a NNCX algorithm,
e.g. by using convex quadratic programming to find a suitable X 0+ given
C and A. Unlike the dedicated NNCX algorithms, such a strategy does not
utilise the non-negativity constraint to shape the column selection process.
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Deterministic: CX D and GreedySpaceApproximation
CX D (Section 2.3.2) and GreedySpaceApproximation (Section 2.3.3) are, like
Convex cone, deterministic forward heuristics that produce a nested set of
columns in C. In both cases, no non-negativity constraint is employed to
influence column selection.
Deterministic: GreedySpaceApproximation
GreedySpaceApproximation (Section 2.3.3) is similar to Convex cone in that
it also performs downdating using a residual matrix. However, GreedySpaceApproximation targets not A itself but a matrix B that contains scaled
singular vectors of A.
Importantly, the selection criterion is different than for Convex cone.
GreedySpaceApproximation finds the next column by argmaxj B T A(j)
(Algorithm 3), which identifies the column that is most correlated with the
singular vectors. In contrast, Convex cone finds the column that is least
explained by combination of the columns that have already been selected.
SiVM
While formulated for convex combinations instead of the conic combinations
that occur in NNCX, the SiVM algorithm (Algorithm 6, Section 2.3.5) follows
an objective similar to that of Convex cone. Both algorithms aim at selecting
extreme vectors and they maximise the distance to the vectors selected so
far. SiVM does so explicitly, i.e. it actually employs distance functions, but
also Convex cone can be interpreted as performing distance maximisation
(Section 5.3.2).
The main difference is that Convex cone performs a downdating step
(Algorithm 8, line 13), while SiVM does not. Downdating costs time, so it
can be argued that not employing it is an advantage regarding application to
large datasets [201]. However, the downdating step also effectively ”blocks”
columns that have already been selected, as well as linear combinations of
these columns. Downdating makes it less likely that mixed signals are selected
(Section 5.3.2), and it enforces selection of non-redundant columns.
NNCX optimisation heuristics
In contrast to the SVD-based approaches that can be turned into NNCX
algorithms, the two optimisation heuristics from Section 2.3.4, Local NNCX
and ALS NNCX, are, like Convex cone, dedicated NNCX algorithms that employ a non-negativity constraint to shape column selection. In fact, they
optimise the NNCX objective more explicitly than Convex cone, for example
2
by exchanging columns as long as A − CX 0+ F r decreases.
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Such a direct minimisation of the NNCX norm error criterion obviously
makes sense. However, the optimisation heuristics are not deterministic. They
also optimise a different c-subset for each c, leading to non-nested columns in
C, which can be undesirable for applications in data analysis (Section 2.5.1).
Further, a single run of the optimisation heuristic may already be timeconsuming, and multiple restarts (with random initialisation) are necessary
to avoid local minima.
Volume Sampling
VolumeSampling [55, Algorithm 4] (Section 2.3.6) has the bound (with respect
to the norm reconstruction error) from Equation 2.17, which is known to
be the best possible bound [56] for a c-subset. Curbing the enthusiasm,
VolumeSampling has, however, also drawbacks, namely numerical stability
and computation time, both of which proved to be unproblematic (see the
evaluation in Chapter 7) for SiVM and Convex cone that aim to maximise a
volume by selecting extreme vectors.
Numerical stability
Regarding numerical stability, it turned out during the evaluation in Chapter 7
that VolumeSampling can encounter very high (up to infinity) coefficients
in the characteristic polynomial (Algorithm 7 and Section 2.3.6). While a
detailed numerical analysis of VolumeSampling is beyond the scope of this
work, evidence for similar cases can be found in the literature. In particular,
with growing matrix size, the coefficients of the characteristic polynomial
can become too large for computations with double precision [163, p. 109].
Example cases for large errors introduced by Matlab’s poly function (as used
in the implementation of VolumeSampling in this work) for computing the
characteristic polynomial are given in [164, section 5]. For a detailed treatment
of characteristic polynomials and numerical stability, see [163].
Such instabilities can lead to a divergence between theoretical and practical
performance of VolumeSampling, or they simply lead to early termination
of the algorithm when the values of variables become ”Inf”. Notably, no
publication has so far reported on empirical evaluation of VolumeSampling.
An existence proof for volume sampling was given in [56], and [55] then
presented the VolumeSampling algorithm, but still listed numerically stable
algorithms as future work, demanding to ”find practical counterparts of the
algorithms discussed here” [55].
While VolumeSampling is deterministic, recently a randomised version of
the volume sampling strategy was proposed [100, theorem 2] that does not
rely on the characteristic polynomial. Randomisation and non-nestedness are,
however, not ideal for data analysis with CX (cp. Section 2.5), and there is
so far no numerical analysis or empirical data available that would allow to
assess the practical applicability of the algorithm.
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Computational complexity
For exact computation of the volume sampling strategy, a complexity in
the order of computing the characteristic polynomial cannot be avoided:
O(nω log n) for computing the characteristic polynomial of a n×n (covariance)
matrix [55].
Here, ω is the exponent for the complexity of matrix multiplication (naive
implementation: ω = 3; Strassen’s algorithm [187]: ω ≈ 2.8). If m < n, savings
can be made by working on the smaller m × m covariance matrix, but even
then VolumeSampling still requires O(cnmω log m) operations for c rounds,
i.e. for selecting c columns from a m × n matrix [55].
In contrast, both alternatives for volume maximisation presented in this
work, SiVM (Section 2.3.5) and Convex cone (Section 5.2) are very fast as they
only aim to move the farthest distance from a given point, or to select the
maximum norm column. For example, Convex cone requires only time in the
order O(mnc) for selecting c columns from a m × n matrix (Section 5.3.3).
5.4.2 Related work from other research areas
Pure material selection in hyperspectral imaging
It should be mentioned that related algorithms have been developed in other
fields, in particular for the analysis of hyperspectral image data from satellites.
These algorithms, while structurally similar, have not been formulated for for
(NN)CX, and neither theoretical analysis with respect to the (NN)CX norm
error nor empirical evaluation against dedicated column selection algorithms
has been performed.
Starting with the work of Boardman [27] in 1995, several methods have
been introduced that aim at finding convex cones (like ConvexCone) or
simplices (like SiVM) in order to determine pure materials, such as the spectral
signature of a particular soil type. These pure materials then serve to explain
the material mixtures as observed in the pixels of a hyperspectral image.
It is often, but not generally, assumed that pure pixels containing a single
material exist, and then the algorithms aimed at finding these pure pixels
could be formulated as column selection approaches. For example, a standard
algorithm in the field, N-FINDR [215], chooses, by a search heuristic, columns
(pixels) such that the volume of the simplex generated by them is maximised.
The datasets in this field are non-negative, and when a basis of selected
columns (pixels) is considered, the problem of unmixing hyperspectral satellite
data can be formulated analogous to the column-based NNCX matrix factorisation (Section 2.1.2), with pure basis materials in C and their abundance in
space or their mixtures being modelled by X 0+ , where the columns of X are
either non-negative, or, additionally, restricted to convexity (Section 2.3.5).
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Algorithms for pure material selection
Within this field, algorithms that fit a convex cone to the data were introduced
by Ifarraguerri&Chang [116], Solares [179] and Gruninger et al. [97]. While
the former two methods search for latent factors instead of selecting extreme
data points, the latter is related to Convex cone.
Like Convex cone, the algorithm by Gruninger et al. [97] (s.a. [149] for a
similar strategy formulated for a simplex instead of a convex cone) is a greedy
forward heuristic that aims to enumerate extreme vectors of a convex cone
by selecting the largest norm column from a residual matrix. Apart from the
fact that no norm error criteria are considered in [97], the main difference
to the Convex cone algorithm is that the algorithm by Gruninger et al. [97]
computes both matrices C and X 0+ on the fly while the iteration proceeds.
This involves updating entries of X 0+ when a new column is selected into C. If
an update leads to a negative coefficient, the column that causes this negative
entry is removed. In contrast, Convex cone fills matrix C strictly sequentially,
without removing columns, and it does not update the previously computed
rows of X 0+ . Instead, Convex cone computes X 0+ once at the end, finding
the optimal distribution of coefficients among the basis columns in the final
C by convex quadratic programming.
Recent developments in NMF
Recently, NMF research has discovered NMF for a separable matrix, considering a matrix A that is s-separable (Section 3.1.2), such that there is a unique
solution for NMF based on the s distinct source signal columns in A. NMF for
a separable matrix is equivalent to NNCX for the special case where c = s
and where A is s-separable (as in the mixture model, Section 5.1.3).
However, general NNCX does not assume s-separability for A and requires
to minimise the norm error also for c 6= s (cp. Section 3.1.2). Where NMF
for a separable matrix is only meaningful when the s source signals can be
recovered from A, minimising the NNCX norm error still makes sense if no or
not all source signals are present in A.
Algorithms for NMF for a separable matrix are not in general useful for
NNCX when they only work on a matrix that is in fact s-separable. For
example, a linear program can identify the s generating columns if they are
present in A (Recht et al. [162]), but there might not be a solution for the
linear program if that were not the case.
The separable-NMF algorithms by Kumar et al. [126] and Gillis&Vavasis [87]
do not rely on s-separability. They sequentially select columns that span a
large volume and can thus be seen as variants upon the earlier extreme vector
strategies of Convex cone and the pure material selection methods. While
no evaluation with respect to (NN)CX norm errors has been performed (but
with respect to source recovery [126, 87] and classification success based on
the column subset [126]), these algorithms should generalise to NNCX.
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6.1 Motivation
6.1.1 Weighted norm error
As Nyström-type column selection (Section 2.2) is focussed on the speedup
aspect (Section 2.5), fast column sampling approaches are common in this
domain. The goal is often to quickly sample many columns (out of many more),
rather than to optimise a small c-subset of the columns. Also the FastPCA
algorithm developed here implements a fast column sampling scheme.
The novel contribution is to include information about what should be
preserved through the column selection step. Norm error treats each entry
of the matrix alike, and yet we often know in advance that some entries are
more important than others, which hints at the possibility of modifying the
objective criterion of Nyström-type problems by weights.
b
for a covariance matrix K and its
The Nyström error is K − K
Fr

b (Section 2.2). Information about column relevance can be
approximation K
encoded by a function f () that assigns weights to the entries of K, such that
b
the new error criterion becomes f (K − K)
. Analogously, the error for
Fr

approximating the rank-k reconstruction Ak of matrix A by PCA can be
bk )
weighted: g(Ak − A
. The functions g() and f () can give higher weights
Fr
to columns, or to covariances between columns, that are considered to be
relevant, increasing the cost of an error in the relevant part of the matrix.
6.1.2 FastPCA for imaging movies
As a constructive example for how the principle of the weighted norm error
can lead to better preservation of relevant structures, this chapter presents a
fast approximation algorithm for PCA (Section 3.3), FastPCA, with a focus
on PCA for imaging movies. PCA, and algorithms that utilise PCA as a
preprocessing step (that then is the computational bottleneck) are frequently
applied to brain imaging data (Chapter 4), making approximation of PCA for
imaging movies a problem worthy of attack.
The information encoded by the weights can be a priori or a posteriori.
We know a priori that imaging data has spatial dimensions and that neural
units manifest themselves in spatially contiguous clusters of pixels with
similar signals (Section 4.2). Thus, a priori we can assign higher weights
to covariances (in K) between columns (pixels) that are neighbours in space.
A posteriori , i.e. after one pass over the matrix A, we also know weights for the
columns of A, where the weight of a column (pixel) can be chosen proportional
to the correlation with its neighbours in space.
Like the column norm, this is easy to compute and can thus serve for fast
subset selection based on a data-dependent probability distribution. Such
a column sampling scheme accumulates many relevant columns in a small
sample, and it works towards reducing the weighted norm error.
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6.2 FastPCA by column sampling
Publication
Martin Strauch, C. Giovanni Galizia: ”Fast PCA for processing calciumimaging data from the brain of Drosophila melanogaster.”, pp. 3-10, CIKM
Workshop on Data and Text Mining in Biomedical Informatics (DTMBIO),
Oct 24th 2011, Glasgow, UK, ACM, 2011 [191]
A preliminary version of the method presented here was published in [191].
I developed all computational methods and wrote the paper.
Overview
The goal in this section is to develop a fast approximation algorithm for
PCA (Section 3.3) based on a Nyström-type column sampling. Unlike the
conventional Nyström methods, we will consider column weights and sampling
probabilities that are based on a priori information about the data type.
In the following, Section 6.2.1 reviews the a priori information that is
available for imaging data and that can serve to determine column importance. Then, Section 6.2.2 proceeds by introducing a weighted Nyström error
criterion where weights can be used to reflect column importance.
The FastPCA algorithm aims at sampling columns so as to minimise
the Nyström norm error and in particular the weighted Nyström error.
First, Section 6.2.3 defines the column sampling probabilities to be used
with FastPCA. Section 6.2.4 then states the FastPCA algorithm, followed by
description of the relationship to exact PCA (Section 6.3.1), considerations
regarding computational complexity (Section 6.3.2) and a comparison to other
methods (Section 6.4).
6.2.1 A priori information
We consider a priori information about imaging data from the insect AL.
The properties of such imaging data have been described in Section 4.2.
The two statistics described below will soon lead to sampling probabilities
(Section 6.2.3) that are easy to compute, given a single pass over the data
matrix, and that define a non-uniformity structure for the image plane.
Importance of variance
Variance is a criterion that can be captured by the column norm, and it
has already been utilised for general Nyström-type column sampling (Section 2.4.1). For imaging data, the criterion can be motivated by the fact that
a transient signal, such as the odour response of a glomerulus, contributes to
the variance.
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Generally, variance is also due to non-glomerular signals, and selecting for
high variance requires appropriate normalisation to avoid uniformly high variance. The latter can be caused e.g. by a strong global trend that overshadows
fainter glomerulus signals.
Importance of covariance and local covariance
On spatial data, we can often make the assumption that a data point
is an outlier if it is uncorrelated with its neighbours in space, whereas
important trends are characterised by spatially contiguous regions of similar
data points. Such a spatial smoothness assumption holds also for imaging data
(Section 4.2.2): Multiple time series report the signal of the same glomerulus,
and these time series are also spatially close (in x/y coordinates in the image
plane) and form contiguous clusters.
Knowing about the spatial smoothness of the data helps to reduce the
number of entries of the covariance matrix K (Section 2.2) that need to be
evaluated. For example, instead of O(n2 ) covariances, we need to regard only
O(n) covariances between pixels (time series) and their immediate neighbours
in space, which is sufficient for deciding whether a pixel is part of spatially
contiguous cluster.
This also serves as motivation for covariance-based sampling probabilities
for the columns of A, where a column is sampled with a probability proportional to the covariation with its neighbour columns (in space). While
a complete covariance matrix would be too costly to construct, computing
covariances only between neighbours has, up to a constant factor, the same
complexity as computing column norms (O(mn) for a m × n matrix), which
makes the approach equally suitable for fast column selection.
Interestingly, such a probability distribution based on local covariance
between neighbour columns (pixels) can be interpreted as a redescription
of the correlation images (Figure 4.4 in Section 4.3.1) that have been used
for manual analysis of imaging movies. Note that, in practice, imaging data
is frequently subject to preprocessing by z-score normalisation (Section 1.4),
and in the latter case covariance and correlation are identical.
Correlation images do not necessarily allow for glomerulus segmentation,
and they do not resolve signal mixtures, but they describe an importance
distribution over the pixels, distinguishing pixels that contain any signal (or
signal mixture) from those that do not.
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6.2.2 Weighted Nyström
Weighted error criteria
In Section 2.2.3, we defined the Nyström objective criterion to be minimised
b
(Equation 2.8), where K is the exact sample
as ErrNyström = K − K
Fr

b is its approximation based on a column subset.
covariance matrix and K
The objective criterion can be modified by a weighting function f : X ∈
Rn×n 7→ Y ∈ Rn×n that gives greater weight to entries that are deemed
relevant based on prior information, such that the objective criterion to be
minimised becomes:
ErrWeighted Nyström =

b
f (K − K)

(6.1)
Fr

The criterion for the covariance matrix, ErrWeighted Nyström , does not tell us
exactly how the error will affect the top-k approximated principal components
that are eigenvectors of the covariance matrix (Section 3.3). Analogous to the
unweighted ErrApproximatePCA (Equation 2.9), thus define the error for the
bk to A computed by Nyström-type approximate PCA,
rank-k reconstruction A
where g : X ∈ Rm×n 7→ Y ∈ Rm×n is a weighting function. The error can be
expressed with respect to the original matrix (R := A) or with respect to the
rank-k reconstruction by exact PCA (R := Ak ).
ErrWeighted ApproximatePCA =

bk )
g(R − A

(6.2)
Fr

Weighting functions
Weighted Nyström
In principle, any weighting function f : X ∈ Rn×n 7→ Y ∈ Rn×n can be used.
To encode prior information about the spatial or local covariance aspect in
imaging movies (Section 6.2.1), define function fspatial (Xi,j ) as follows:
fspatial (Xi,j ) := Xi,j if pixels i and j are neighbours, else 0

(6.3)

Thus, only covariances between columns that are neighbours in space
contribute to the error of the Nyström approximation. For imaging data,
this helps to focus the objective criterion on preserving explicitly the locally
contiguous clusters (the glomeruli).
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Weighted approximate PCA
For ErrWeighted ApproximatePCA , the target matrix is not a covariance matrix,
such that we cannot set individual covariances to zero as done by fspatial .
The rank-k reconstruction Ak by PCA has dimensions m × n, i.e. we need a
weighting function g : X ∈ Rm×n 7→ Y ∈ Rm×n . To this end, define
L := fspatial (K)

(6.4)

, and use the column norms of L, L(j) , j = 1, . . . , n, as weights:
gspatial (Xi,j ) := Xi,j (1 + L(j) )

(6.5)

This increases the weight for columns with a large norm in L, i.e. for columns
that contribute a lot to the covariation between neighbour columns (pixels).
It thus ”costs more” to make an error for columns that are deemed important.
Double objective
The intention in the following is to obtain a good approximation with
respect to the weighted criterion without neglecting the standard case of
the unweighted criterion, thus minimising ErrWeighted Nyström (Equation 6.1)
and ErrNyström (Equation 2.8) simultaneously. With respect to approximate
PCA, this means to minimise ErrWeighted ApproximatePCA (Equation 6.2) and
the unweighted ErrApproximatePCA (Equation 2.9) simultaneously.
For arbitrary weights, it might not be possible to obtain a solution that
is sufficiently good in the light of two criteria. However, on imaging data and
for fspatial or gspatial as weighting functions, the double objective optimisation
is realistic (see the evaluation in Chapter 8).
For imaging data, pixels that are correlated with their neighbours also
contribute to the variance, and thus to the norm of A (but not any column
with a high norm is correlated with its neighbours in space). Hence, choosing
a solution with a low weighted norm error can be expected to have also a low
unweighted norm error (but not necessarily vice versa).
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6.2.3 Column sampling probabilities
Different column sampling schemes can be used within FastPCA. Uniform and
column norm sampling are common sampling schemes for Nyström. Covariation sampling is explicitly designed for the weighted Nyström (Equation 6.1)
and weighted approximate PCA (Equation 6.2) criteria.
Uniform sampling
For each column A(j) , out of a total of n columns, the uniform sampling
probability is:
puniform
:=
j

1
n

(6.6)

Column norm sampling
The variance criterion (Section 6.2.1) amounts to column norm sampling as
in [65] (Section 2.4.1). The column norm probability for a column A(j) is:
2

A(j)

pnorm
:=
j

2

kAkF r

(6.7)

Covariation sampling
The covariance criterion can be expressed as column norm sampling on a
modified matrix. To this end, apply fspatial (Equation 6.3) to the n×n sample
covariance matrix K = Cov(A).
The ”local covariation” matrix L := fspatial (K) (Equation 6.4) is a sparse
version of Cov(A) where column vectors L(j) with high norms are those that
contribute much to the local covariation between spatial neighbours.
On L, define the covariation probability pcov
for sampling the jth column
j
of A as:
pcov
:=
j

L(j)
2

2

kLkF r

(6.8)

Matrix L is large, but by construction it is mostly empty, such that we
can avoid to construct it explicitly. Instead, the column norms of L can be
computed directly on the m × n data matrix A:
s
X
L(j) =
(AIj AIr )2
(6.9)
r

Here, the index r enumerates the 8 neighbour pixels (in the image plane)
of the pixel in column j.
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6.2.4 The FastPCA algorithm
Approximate PCA by column sampling
The idea is to obtain an adaptive resolution PCA by column sampling,
smoothly moving a lever between the two extremes of a good solution (low
error) and a fast solution (few columns). In particular the non-uniform column
sampling probabilities from Section 6.2.3 can be employed to achieve a good
compromise between the two extremes, aiming to accumulate many relevant
columns in a small sample that then leads to good results regarding ErrNyström
and ErrWeighted Nyström .
The FastPCA algorithm (Algorithm 9) can be summarised as follows: Based
on a probability distribution over the columns, sample c ≥ k columns from
A into the sample matrix C, which is the input matrix for exact PCA. As
FastPCA computes the exact principal components of C, it can be classified
as a Nyström variant: The approximation to the exact principal components
is only due to using C instead of A, and there is no additional approximation
by the Nyström extension step. Using a Nyström variant allows for higher
accuracy of the approximated principal components (see Section 2.2.2).
Algorithm 9 FastPCA, input: A ∈ Rm×n , number of columns c ≥ k,
number of principal components k, column sampling probabilities psampling =
(p1 , . . . , p(n) ); output: U ∈ Rm×k , V T ∈ Rk×n
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

// Column sampling either with Algorithm 11 or with Algorithm 12
if (psampling == pnorm ) then
C := Sample with replacement(A, c, psampling )
end if
if (psampling == pcov ) || (p == puniform ) then
C := Sample without replacement(A, c, psampling )
end if
[U, V T ] := PCA(A, C, k) // [principal components, loadings]

For Algorithm 9, any method PCA(A, C, k) that computes the top-k
principal components of C to approximate those of A could be employed.
As an example, that easily generalises to other PCA algorithms, consider the
NIPALS (Nonlinear Iterative Partial Least Squares) iteration [144, 218] that
is a popular method for computing PCA on large datasets [9] as it avoids to
compute a full SVD/PCA with n or m principal components.
NIPALS does not explicitly construct a covariance matrix. It computes the
top-k principal components (and only these) sequentially, in the same way as
the power iteration for eigenvector computation [144].
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For Algorithm 10, the original NIPALS algorithm has been adapted to
the Nyström scenario: Principal components in U (m × k) are computed on
the small sample matrix C (m × c), where one column of U is filled at each
iteration (Algorithm 9, line 11).
Due to working on the sample matrix C, matrix V T (”loadings” corresponding to the matrix of principal components U ) would have reduced
dimensionality (k × c). V T is therefore not updated during the iterations
of Algorithm 10: Instead, a full-length V T (k × n) is finally computed
by postmultiplication of the complete U with the m × n data matrix A
(Algorithm 9, line 15).
Algorithm 10 PCA, (modified from [218, 144]) input: A ∈ Rm×n , sample
matrix C ∈ Rm×c , number of principal components k, output: U ∈ Rm×k ,
V T ∈ Rk×n
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

declare U ∈ Rm×k , V T ∈ Rk×n
for all l ∈ {1, . . . , k} do
s := argmaxj∈{1, ..., c} C (j) ;
while not converged do
vl := C T ul / (uTl ul ) ;
end while
C := C − ul vTl ;

ul := C (s)

// max. norm initialisation

ul := (Cvl ) / (vTl vl );

U (l) := ul

end for
V T := U T A //postmultiplication to obtain full-size V T

Column sampling procedures
It remains to specify the sampling procedures. Algorithm 11 samples with
replacement c columns according to the column norm probabilities (Equation 6.7). Exactly as for LinearTimeSVD [65], sampling is with replacement
and the sampled columns are scaled with a factor proportional to the probability pj , such that we can make use of the provable error bounds from [65]
(Section 2.4.1) that are stated for such a sampling procedure.
Outside of the LinearTimeSVD framework, Algorithm 12 simply samples
without replacement c columns according to the covariation probabilities
(Equation 6.8). The idea is to favour diversity over redundancy by at least
selecting different columns.

120

6 Weighted norm error and approximate PCA: The FastPCA algorithm

Algorithm 11 Sample with replacement, input: A ∈ Rm×n , number of
columns c, column sampling probabilities psampling = (p1 , . . . , p(n) ), output:
sample matrix C ∈ Rm×c
1: C := {}
2:
3: for all l ∈ {1, . . . , c} do
4:
5:
select j ∈ {1, . . . , n} with probability psampling
j
q
6:
C := C ∪ ( A(j) / c psampling
)
j
7:
8: end for

Algorithm 12 Sample without replacement, input: A ∈ Rm×n , number of
columns c, column sampling probabilities psampling = (p1 , . . . , p(n) ), output:
sample matrix C ∈ Rm×c
1: columns C := {}; indices R = {}
2:
3: for all l ∈ {1, . . . , c} do
4:
5:
select j ∈ {1, . . . , n}, j ∈
/ R, with probability psampling
j
(j)
6:
C := C ∪ A ; R = R ∪ j
7:
8: end for
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6.3 Theoretical analysis of FastPCA
6.3.1 Relationship of FastPCA to exact PCA
Lower error for the sampled columns
The norm error of the approximate solution obtained by FastPCA can in fact
be lower than the norm error of the exact solution if we only regard the
columns that have been sampled.
Matrix A is m × n, and FastPCA has selected a m × c matrix C ∈ A.
With exact PCA we can obtain a rank-k reconstruction Ak (m × n) of A (see
Section 3.3.3), and FastPCA computes exact PCA on C, leading to the rank-k
reconstruction Ck .
Partition A by appropriate column permutation πC () as πC (A) = ( α β )
such that α = C, i.e. such that the columns that were selected into C are
permuted to the front. Now apply the same column permutation to Ak in
order to obtain the analogous partition πC (Ak ) = ( αk βk ).
The goal is to show that the reconstruction Ck of C is better than the
reconstruction of C by the submatrix αk ∈ Ak :
kC − Ck kF r ≤ kC − αk kF r

(6.10)

Proof. By the Eckart-Young theorem (Equation 3.13) we have for the m × c
matrices C, Ck and Mk :
kC − Ck kF r ≤ kC − Mk kF r for any rank-k Mk

(6.11)

Thus, αk cannot have a lower norm error than Ck and hence follows the
statement (Equation 6.10).
t
u
A further consequence of the Eckart-Young theorem (Equation 3.13) is
bk
trivially that kA − Ak k
≤
A−A
for the rank-k reconstruction
Fr

Fr

bk by FastPCA. I.e., for the
Ak by exact PCA and the approximated version A
unweighted norm error criterion, and if all columns in A are regarded, FastPCA
can at best be equal to exact PCA.
Line of closest fit for the sampled data points
Consider again the m × n matrix A and the column subset C (m × c). The
vectors p{A} and p{C} are column vectors of length m, and they are the first
principal component (Section 3.3.1) of A or C, respectively. It can be shown
that:
c
X
l=1

C (l) − pT{C} C (l) p{C}

2

≤

c
X
l=1

C (l) − pT{A} C (l) p{A}

2

(6.12)
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Proof. The first principal component of the sample matrix C, p{C} , is the
line of closest fit to the columns C (l) ∈ C, in the sense that it minimises the
sum of squares error (definition 1 from Section 3.3.1):
p{C} := argmin
p

c
X

C (l) − pT C (l) p

2

(6.13)

l=1

Likewise, the first principal component of the entire matrix A, p{A} , is the
line of closest fit for all A(j) ∈ A:
p{A} := argmin
p

n
X

A(j) − pT A(j) p

2

(6.14)

j=1

As p{C} is the minimiser of the sum of squares error for the sampled
columns C (l) ∈ C, p{A} cannot have a smaller sum of squares error for the
subset A 3 A(j) ∈ C, and hence follows the statement (Equation 6.12).
t
u
In practice, < instead of ≤ can be expected in Equation 6.12, but this does
not hold in general. Consider, for example, the theoretical case A = (CC),
where A can be partitioned (after column permutation) into two equal column
subsets. Then, the line of closest fit for the data points in C has the same
direction as the line of closest fit to the data points in A (that contains each
data point from C twice), and thus the sums of squared errors on the left-hand
and right-hand sides of Equation 6.12 are equal.
Possibility of a solution that is faster and better than exact PCA
Both Equation 6.10 and Equation 6.12 suggest that approximate PCA with
FastPCA can have a solution that is faster and, for the sampled columns, better
than exact PCA, achieving a lower norm error for the sampled columns.
This is particularly interesting in combination with the non-uniform and
data-dependent column sampling probabilities (Section 6.2.3) that lead to a
column sample that is enriched with relevant columns as specified by the a
priori information.
For the application to imaging data, exact PCA spends a large amount
of its running time on columns that are not relevant, for example as they
contain only noise. Discarding these columns allows for a ”safe” speedup
without sacrificing the quality of the approximate solution. The first principal
component p{C} is now the line of closest fit to a subset of the columns that is
enriched with relevant columns. Hence, p{C} is likely to be a better fit to the
relevant columns than p{A} that has to minimise the sum of squares distance
to all columns, including the irrelevant ones.
If appropriate column sampling leads to many columns with high weights
in the sample, FastPCA achieves a low norm error for these columns with high
weights, which, in turn, can result in a lower weighted norm error than exact
PCA can achieve (s.a. the evaluation in Section 8.6).
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6.3.2 Computational complexity of FastPCA and values for c
Complexity
Constructing the probability distributions costs O(mn) for norm probabilities
(Equation 6.7), as well as for covariation probabilities (Equation 6.8) on the
m × n matrix A. Covariation probabilities are technically more expensive by a
constant factor, the number of neighbour pixels, however this is absorbed
in the O-notation and turns out to be negligible regarding overall time
consumption (see running time measurements in Chapter 8).
Computational requirements for PCA can vary, depending on the particular algorithm employed. The following considerations apply to NIPALS-style
PCA as described in Algorithm 10.
Given any probability distribution, U alone can be obtained with a
computational effort of O(mckt) on the m × c sample matrix C computing
k principal components with t iterations (Algorithm 9, lines 7-9) each until
convergence. Computing both U and V T amounts to O(mckt + mnk) due to
the final matrix multiplication with the full matrix A.
In practice, matrix multiplication can be performed with optimised implementations, and in parallel, using standard libraries, e.g. LAPACK and Parallel Colt [212]. It can be argued that the final matrix multiplication is rather
easy to parallelise, in contrast to the k principal component computations
that are carried out sequentially and that each involve sequential iterations.
Without taking optimisation by implementation into account, we can state
the theoretical complexity. Including computation of the probabilities and
if both U and V T are required, FastPCA costs O(mn + mckt + mnk), as
compared to O(mnkt) for exact NIPALS-style PCA on A.
Values for c
For some intuition regarding which values for c lead to practically relevant
speedups, see the example in Figure 6.1: Assuming arbitrary but realistic
parameters for calcium imaging data (m = 5000, n = 20000, k = 50, t = 20),
the theoretical number of (floating point) operations according to O-notation
is plotted against the number of columns c.
As in FastPCA, the example considers NIPALS, here termed k-NIPALS,
i.e. a truncated PCA that only computes the top-k principal components. We
will also consider the possibility of computing all principal components. A
standard approach is to compute a full SVD. In the literature, the complexity
for full SVD is typically given as O(min(mn2 , m2 n)) (see e.g. [107]). There
can be some variation depending on the algorithm employed and there are
some constants hidden in this term, but it should be sufficiently accurate for
the theoretical example.
Importantly, the minimum reflects that, for rectangular matrices, SVD can
be computed using the smaller of the two possible covariance matrices (either
m × m or n × n / c × c).
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Fig. 6.1. Number of columns c sampled into matrix C vs. theoretical number of
(floating point) operations according to O-notation. The methods shown are exact
SVD, exact k-NIPALS and variants of the two computed on the sample matrix C.

In Figure 6.1, an exactly computed full SVD (grey line) is the most
expensive option, and truncated PCA computed with exact k-NIPALS (black
line) is much cheaper. For small c, approximation of full SVD on the c × c
covariance matrix (blue curve) is an option, but as c grows we realise the
exponent. Once c ≥ m, it becomes cheaper (see the min in the O-notation) to
approximate full SVD on the m × m covariance matrix instead (green curve).
For the k-NIPALS approximation (red curve), the computational effort
increases linearly with growing c. Note that the approximation is not useful
if we sample nearly all columns, as then the final matrix multiplication
(Algorithm 9, line 15) costs more than can be saved by column selection.
From Figure 6.1 it is clear that almost any c will result in a speedup
compared to the respective exact method. However, c < m is the range where
the speedups are most practically relevant (for m < n). Based on the numbers
in the example, we can state that sampling c = 200 or c = 1000 columns, i.e.
1% or 5% of the total number of columns, leads to a 16-fold or 10-fold speedup,
respectively, with approximate k-NIPALS over exact k-NIPALS.
Computing all principal components, we achieve a 94-fold speedup for
c = 200 and a 50-fold speedup for c = 1000, each time for approximate full
SVD over exact full SVD.
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Given the sampling strategy with a priori information about column
relevance, it appears realistic that we can select such small samples. In
practice, constants not considered in the theoretical complexities may play
a role and parallelisation issues need to be considered. Also the matrix
multiplication to obtain V T (Algorithm 9, line 15) can be avoided if the
loadings are not required. Actual running times are reported in the evaluation
in Chapter 8.

6.4 Relationship of FastPCA to other methods
Meta-techniques
This work focusses on evaluating column sampling probabilities alone, i.e.
without combining them with meta-techniques. Two meta-techniques, adaptive sampling (Section 2.4.3) and ensemble Nyström (Section 2.4.4) have not
been integrated into FastPCA so far.
For data-dependent sampling, FastPCA considers only fixed sampling
probabilities that are computed once on a given dataset, as opposed to
adaptive sampling probabilities that change during multiple rounds of column
sampling. Adaptive sampling (Section 2.4.3) usually requires more time, e.g.
through forming a residual matrix and recomputing the probabilities [56].
Where FastPCA takes a single column sample per dataset, ensemble
Nyström (Section 2.4.4) computes several approximations based on different
column samples, aiming to achieve a better solution by combining different
approximations. Again, this requires higher computational efforts unless multiple approximations can be efficiently parallelised.
In principle, both meta-techniques could be combined with all sampling
probabilities considered by FastPCA, and compromises with respect to running
time, e.g. by limiting the number rounds for adaptive sampling, seem possible.
For repeated runs, the data-dependent probabilities, norm and covariation,
lead, however, to stable results with only small inter-trial variability (small
error bars; see the evaluation in Section 8.3), indicating that improvements
by combining multiple solutions would be limited (on this data type). In the
light of the results from Section 8.3, ensemble Nyström rather appears to be
a way of improving (as in [127]) uniform sampling that can suffer from high
inter-trial variability, especially for small c.
Relationship to weighted PCA
In the past, weighted PCA has been employed to control the influence of
certain data points on the principal components, e.g. to encode reliability of
data points or usefulness for the application purpose. For example, weighting
of images/time points or of individual pixels was considered in [176].
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Column sampling can be understood as weighted PCA with binary weights:
one for the columns that were selected, and zero for the columns that were
not selected. However, weighting as implemented in [176] is applied to the
data matrix, and then PCA is computed on a modified matrix. In contrast,
for FastPCA an unmodified column subset is selected that then serves as input
for PCA, and the weights occur in the norm error criterion during evaluation
or they can be used for data-dependent column sampling.
While modifying the data matrix by weighting, as in [176], can lead to low
weighted norm errors, the modification makes it difficult to achieve also low
unweighted norm errors (that depend on the unmodified matrix).
Using a priori and a posteriori information
None of the methods surveyed in Section 2.4 is explicitly aimed at a weighted
error criterion, or at the double criterion of both optimising the weighted and
the unweighted norm error.
Regarding the weights, FastPCA considers both a priori information about
the data type (local covariation matrix L; ErrWeighted Nyström , Equation 6.1),
and a posteriori information obtained after one pass over the matrix (column
weights for A; ErrWeighted ApproximatePCA , Equation 6.2).
Data-dependent column sampling with a posteriori information has been
considered before in the case of column norm sampling (Section 2.4.1), where
the a priori assumption would be that high column norms are an indicator
for column relevance.
Another data-dependent column selection method [224] (Section 2.4.5)
clusters the data, selects cluster centers and then weights the chosen center
columns by cluster size. The clustering approach is completely a posteriori
as the weights can only be obtained after processing the data. In contrast,
the weights specified in Equation 6.3 do not depend on the particular data
matrix, but on the data type, i.e. we know them a priori without investing
time into clustering.
Uniform vs. non-uniform sampling
The most common sampling strategy for Nyström-type approximations is uniform sampling [128] (s.a. Section 2.4.2). While uniform sampling is available
for FastPCA, the focus here is on non-uniform sampling by covariation or
norm probabilities. The different column sampling strategies are evaluated
later in Chapter 8, finding that, on real-world data, relevant columns (both
with respect to the weighted and the unweighted criterion) can be distributed
in a non-uniform way, which makes it hard to select them at random with a
small sample.
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Classical Nyström extension vs. Nyström variant
FastPCA implements a Nyström variant (Section 2.2.2) where full-length,
exact principal components of the sample matrix C are computed, as opposed
to the Nyström extension approaches that compute partial-length principal
components from the sample and then extend the partial-length vectors to
full-length vectors, performing a second approximation step. While a classical
Nyström extension approach can save additional time by working on a smaller
matrix (c × c instead of c × m for the Nyström variants), the Nyström variant
approach was chosen as it leads to more accurate principal component vectors
that are in fact orthogonal, whereas this may not be the case for the Nyströmextended ones (s.a. Section 2.2.2).
Bounds for the unweighted error vs. minimising the weighted error
Several column selection frameworks have been proposed that can provide
upper bounds on the error of the approximation. For example, norm sampling
(Section 2.4.1) gives rise to an, albeit not very tight, upper bound for
the unweighted norm error ErrApproximatePCA (Equation 2.9). Tighter error
bounds can be achieved by leverage score sampling (Section 2.3.1). Leverage
score sampling requires the SVD of the data matrix and thus cannot be used
to accelerate PCA/SVD, at least if exact SVD is used to compute the leverage
scores.
In both cases, the theoretical error bounds are not stated with respect
to weighted criteria such as ErrWeighted ApproximatePCA (Equation 6.2). While
FastPCA does not provide theoretical bounds, sampling with covariation
probabilities explicitly aims at maximising the number of relevant columns
as specified by the a priori information. Pursuing this strategy, covariation
sampling minimises ErrWeighted ApproximatePCA more explicitly than e.g. norm
sampling (see also the evaluation in Chapter 8).
On the other hand, an error bound only for the unweighted ErrApproximatePCA ,
especially if it is not very tight, does not inform us about the error for the
relevant columns according to the a priori information, and thus the bound
gives no guarantee for ErrWeighted ApproximatePCA .
Other approaches to approximate PCA
This work focusses on column selection and hence evaluates the performance of approximate PCA in a Nyström-type framework based on different
column selection strategies (Chapter 8). Alternative approaches to approximate PCA exist, that are, however, not aimed at the weighted criterion
ErrWeighted ApproximatePCA (Equation 6.2).
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Random projections
For example, approximate SVD via random projections has been developed
in [104]. The general principle is to project the data into a random basis,
such that the resulting matrix preserves distances while having much lower
dimensionality [2]. For approximate SVD of A, multiplication with a random
matrix Ω is performed, Y := AΩ, and then SVD can be computed on Y (for
details, see [104]).
Halko et al. [104, Section 4.5] discuss that the random projection approach
can be unsuitable for large matrices, and, in particular, for matrices with a
singular value (eigenvalue) spectrum that does not decay rapidly, which is the
case for image data, e.g. neuroimaging data. The authors propose to replace
A with B := (AAT )t A for small integers t. B is claimed to have the same
singular values as A, but with a singular value spectrum that decays faster.
Empirical measurements [104, Section 7.3] indicate improved performance for
using B (t = 3) instead of A on image data.
The initial computational investment (before the approximation starts to
pay off) by repeated multiplication with A is, however, higher than the initial
investment for computing column sampling probabilities. While approaches
to accelerate the multiplications are discussed, column sampling is likely to
remain the faster approach when based on probabilities that are as easy to
compute as the norm and covariation probabilities.
Incremental PCA
Furthermore, several incremental PCA algorithms [176, 177, 213, 222, 226,
112] have been proposed that reduce computational efforts and memory
consumption not by working on a subset of the columns, but by processing
only one column at a time, proceeding sequentially along a data stream. In
contrast, FastPCA is, like all other Nyström-type approximations, a batch
algorithm that has access to the entire data matrix (A or, after sampling, C).
Sampling all n columns would lead to an exact solution, while the incremental
approaches always compute an approximation.
Generally, methods that utilise data-dependent probabilities are not incremental in that they require two passes over the matrix, the first one being
needed to compute the probabilities from the data.
Incremental processing is a constraint imposed by data stream and realtime applications, and it does not seem necessary, nor is it generally considered, for the Nyström scenario. In the section on the real-time imaging
system (Section 9.2), incremental PCA is treated in detail, both theoretically
and empirically by comparison with FastPCA.

7
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130

7 Empirical evaluation: NNCX and Convex cone

Overview
Convex cone (Algorithm 8 from Section 5.2) was proposed for interpretable,
column-based matrix factorisations of the CX (Section 2.1.1) type, in particular NNCX (Section 2.1.2). In addition to the interpretability achieved just by
selecting columns, this chapter explicitly regards the interpretability achieved
by pure signal selection (Section 5.1). Besides norm error performance, robustness in the face of mixtures is evaluated, i.e. how well different column
selection strategies perform with respect to selecting the pure signal columns
in a collection of pure signal and mixed signal columns.
After an overview of the test environment (Section 7.1), Section 7.2
analyses CX and NNCX norm error performance of different column selection
algorithms on reference data from the machine learning literature, establishing
two groups of algorithms with characteristic properties, central and extreme
vector methods. Then, Section 7.3 evaluates pure signal selection on artificial
data that contains varying percentages of mixed signal columns.
Giving support to the neuroimaging applications later in Chapter 9, evaluation
is also performed on brain imaging movies: Section 7.4 considers artificial brain
imaging movies, and real imaging movies follow in Section 7.5. Section 7.6
compares algorithmic column selection and manual ”pixel of interest” selection
from real imaging movies by a domain expert. Finally, Section 7.7 summarises
and discusses the results of the empirical evaluation.

7.1 Competing algorithms and quality measures
7.1.1 Algorithms in the competition
In addition to Convex cone, the column selection algorithms from Section 2.3
were evaluated. All algorithms (except for k-medoids from R, see below) were
implemented in Matlab and selected c columns from matrix A into C.
The column selection algorithms have either been proposed for CX or
for NNCX. I.e., in the original formulation, some of the algorithms compute
an unconstrained X given A and C, and some compute a non-negativity
constrained X 0+ .
Here, evaluation is performed separately for CX and for NNCX, and all
algorithms are considered as an unconstrained CX variant and as a nonnegativity constrained NNCX variant. This increases the number of available
CX and NNCX algorithms, respectively, and allows for an evaluation that
focusses solely on the column selection strategy of the algorithms.
All algorithms were implemented with the respective optimal method to
compute matrix X given C. For the CX variant, all algorithms computed
matrix X given A and C as X := C † A. For the NNCX variant, all algorithms
computed the non-negative X 0+ := solve(A, C) by convex quadratic programming (see Section 5.2) using the cvx library for Matlab [95, 94].
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The following column selection algorithms were considered:
•

•

•

•
•

•

•

•

•

Convex cone (Algorithm 8, Section 5.2) was performed with the faster
”projection to zero approach” (Algorithm 8, line 11) and initialised with
the column of A with the largest norm.
CX D [132] (Algorithm 2 from Section 2.3.2). The smallest distance to
a given principal component was determined by Euclidean and angular
distance between vectors. The result with the best CX reconstruction
accuracy (see Equation 7.1 below) is reported.
LeverageScoreSampling [135] (Algorithm 1 from Section 2.3.1). The
randomised algorithm was performed 100 times for each value of c. The
result with the best CX reconstruction accuracy (see Equation 7.1 below)
is reported.
GreedySpaceApproximation [40] (Algorithm 3 from Section 2.3.3).
Local NNCX [115] (Algorithm 4 from Section 2.3.4). The faster version with
the ”projection to zero approach” (Section 2.3.4) was used. Local NNCX
optimises an initial column set by column exchanges. From 30 repetitions
(for the Jester data: 10 repetitions) with random initial column sets the
result with the best NNCX reconstruction accuracy (see Equation 7.2
below), the objective criterion of Local NNCX, is reported.
SiVM [201] (Algorithm 6 from Section 2.3.5). For comparability, also
SiVM was initialised with the largest norm column. The SiVM distance
maximisation was performed with both Euclidean distances and correlation distances (1- Pearson correlation). The result with the best NNCX
reconstruction accuracy (see Equation 7.2 below) is reported.
VolumeSampling [56, 55] (Section 2.3.6). The deterministic version of
volume sampling (Algorithm 4 from [55]) was used that guarantees the
error bound from Equation 2.17.
As a reference, the lower bound for the norm reconstruction error is
given by SVD (Section 3.3.2). It is not a column selection strategy
and not constrained to non-negativity, but it performs optimal rank-c
reconstruction of A (s.a. Section 3.3.3).
Another reference is a standard clustering algorithm, k-medoids, that
selects representative columns as cluster centers (instead of means of
several columns as for k-means, Section 3.4.1). The ”clara” algorithm [123,
Chap.3], a variant of partitioning around medoids (pam) [123], was used
as implemented in the R package ”cluster” (default parameters).

7.1.2 Quality measures
Reconstruction accuracy
The standard evaluation criterion for CX is the norm reconstruction error
2
kA − CXkF r (Section 2.1). Here, it is expressed as reconstruction accuracy,
2
i.e. in percent of the norm kAkF r , where 100 percent corresponds to lossless
reconstruction of A by CX.
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2

2

rec. accuracy CX := 100 − (kA − CXkF r / kAkF r ∗ 100)

(7.1)

Analogously, considering a non-negative matrix X 0+ , the reconstruction
accuracy for NNCX is:
rec. accuracy NNCX := 100 − ( A − CX 0+

2
Fr

2

/ kAkF r ∗ 100)

(7.2)

Direct evaluation of source recovery on artificial data
Evaluation on artificial data enables us to observe directly how a column
selection strategy behaves on data that contains mixtures. If there are pure
signal columns and mixed signal columns (Section 5.1.3) in the data, does the
column selection strategy avoid the mixed signal columns to increase column
interpretability (Section 5.1), and is it able to find all the pure signal columns?
On artificial data, that was constructed from a mixture model as in
Equation 5.2 (Section 5.1.3), source signals and mixing process are known. By
construction, for each column A(j) ∈ A we know whether it contains a pure
source signal or whether it contains a mixture of one or more source signals
(Equation 5.2). Given a sample of c selected columns, pure signal selection is
measured by the purity score:
#pure signal columns
(7.3)
c
Likewise, knowledge about the true source signals allows us to state how
many distinct source signals could be recovered with the sample of c columns
in C. A source S (l) counts as purely recovered if a column containing its pure,
non-mixed signal has been selected into C, i.e. if S (l) ∈ C. Only distinct
source signals in C are counted. Source recovery can be measured by the pure
recovery score:
purity score =

pure recovery score =

#distinct purely recovered sources
#sources

(7.4)

As a variant, consider the recovery score that already counts the lth source
signal as recovered if a mixed-signal column has been selected that contains
the lth source signal as a component, e.g. if Γ ∈ C where Γ := αx S (x) +αl S (l) .
recovery score =

#distinct recovered sources
#sources

(7.5)

All three scores range from 0 (worst) to 1 (best). A purity score of 1 may be
achieved by selecting c pure signal columns that are all copies of the same
source signal, whereas the two recovery scores count only the distinct source
signals in the c-subset of columns.
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Time consumption
Computation time is reported in seconds (absolute time or relative to the time
consumption of Convex cone that was then set to 1). Matlab computations
were performed via a TORQUE resource management system using up to
eight x86 quadcore CPUs. For each dataset, all algorithms were performed
sequentially during the same TORQUE session/job, rendering computation
times within the same figure or table comparable.
7.1.3 Indicators for source recovery on real data
The following measures are especially relevant for real data, where neither
source signals or mixing process are known in advance. In the absence of such
knowledge, other measures can be indicators for successful source recovery:
Diversity of the columns of matrix C and sparseness of the rows of matrix X.
Diversity in C
Diversity of the column subset from A selected into matrix C, diversity(C), is
measured by the mean of the pairwise Pearson distances (corr := 1− Pearson
correlation coefficient) between the c columns of C.

diversity(C) :=

c
X
1
(c(c − 1))/2 i=1

c
X

1 − corr( C (i) , C (j) )

(7.6)

j=(i+1)

Pearson distances between two vectors range from 0 to 2, with 0 signifying
perfect correlation between the two vectors, 1 signifying perfect uncorrelatedness of the vectors, and 2 corresponding to perfect anticorrelation.
The existence of clearly correlated column vectors in C ( diversity(C)  1 )
would indicate redundancy in the column sample: A source signal S (l) may
have been selected twice (if it occurs in multiple copies), two mixed-signal
columns that share a mixture component can have been selected (e.g. Γx :=
αx S (x) + αl S (l) and Γy := αy S (y) + αl S (l) ), or a pure signal S (l) may have
been selected along with a mixture that contains S (l) as a component.
Conversely, diversity(C) ≈ 1 suggests that C consists of non-redundant pure
source signals.
Sparseness in X
Sparseness of the the rth row X(r) (image) of X is measured by the following
sparseness score (taken from [111]):
qP
P
√
2
n − ( j |Xrj |) /
j Xrj
√
sparseness( X(r) ) :=
(7.7)
n−1
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P
The sparseness thus defined evaluates the ratio between the L1 ( j |Xrj | )
qP
2
and the L2 (
j Xrj ) ) vector norms. Sparseness values range from 0
(minimum sparseness: all pixels have equal absolute values) to 1 (maximum
sparseness: a single non-zero pixel in the image). For evaluation, the mean µ
(and standard deviation σ) of sparseness( X(r) ) over all r = 1, . . . , c rows of
X is reported.
Sparseness is sometimes regarded as a desirable property for (non-negative)
matrix factorisations [111]. With respect to CX, the sparseness in X (that is
computed by least squares, given C and A) is induced by the column subset
in C and thus can reveal some of the properties of C. In the evaluation,
sparseness in X can serve as an indirect indicator for pure recovery, and it
also is one way of formalising the concept of interpretability: On imaging
movies, CX factorisation results with sparser X can be easier to interpret as
demonstrated later in Section 7.4.5.

7.2 Norm error performance on common reference data
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7.2 Norm error performance on common reference data
7.2.1 Data
Jester
As a starting point for algorithm evaluation, this section considers norm
reconstruction performance on common reference data: The Jester dataset has
previously been used for evaluation of (NN)CX algorithms with norm error or
reconstruction accuracy as a criterion [67, 115]. After removal of NAs, Jester
is a 100 × 14116 matrix containing 14116 continuous-valued user ratings of
100 jokes. Originally, Jester [90] has been assembled from actual user ratings
to create reference data for data mining and collaborative filtering, i.e. tasks
of the kind ”customers who liked A also liked B”.
For collaborative filtering it can be useful to perform column selection in
order to identify representative customers. Here, a mixture model may be
an appropriate description for the data: A customer who likes A and B can
be modelled by combination of a customer who likes A and a customer who
likes B, if these ”pure signal customers” occur in the data. This is, however,
different from the situation for brain imaging data where light scatter or source
overlap literally and physically leads to a mixture of pure signals.
Wine, Yeast, Glass
Further datasets were taken from the UCI machine learning repository1 :
Wine [4], Yeast [108] and Glass (or Glass Identification) [71] are small
data matrices containing real numbers. They contain no NAs or categorial
variables, making them suitable for matrix reconstruction in the (NN)CX
sense. The datasets are commonly used for classification of entities/subjects
into several classes (e.g. wine types) based on a set of real-valued attributes.
Class labels were not used. As the number of attributes was small for all
datasets, subset selection was performed on the larger set of entities/subjects,
aiming to select e.g. c representative wines (characterised by attributes such
colour intensity) into matrix C. As the attributes scaled differently, all
datasets were z-score normalised (rowwise and columnwise).
7.2.2 Reconstruction accuracy for CX and NNCX
Results
The empirical results provided here offer a first insight into the relationship
between the different column selection strategies, and into the differences
between CX and NNCX.
1

http://archive.ics.uci.edu/ml/
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As described in Section 7.1, all algorithms selected c columns for matrix C
according to their column selection strategy and then computed the optimal
unconstrained (for CX) or non-negativity constrained (for NNCX) matrix X.
Note that VolumeSampling, while achieving very good results in the remaining
sections, could not be performed due to numerical problems (discussed in
Section 5.4.1): The coefficients of the characteristic polynomial (Section 2.3.6)
became infinitely large.
Figure 7.1 visualises CX reconstruction accuracy (Equation 7.1) on Jester
for varying numbers of columns c. The corresponding NNCX reconstruction
accuracies (Equation 7.2) are shown in Figure 7.2. CX and NNCX reconstruction accuracies for Wine are compared in Figure 7.3. CX and NNCX results
for glass follow in Figure 7.4, and for Yeast in Figure 7.5.
Increasing reconstruction accuracy with rising c
Across datasets, all algorithms in the competition managed to increase
their CX reconstruction accuracies with increasing number of columns c.
CX reconstruction accuracies by column selection were close to the optimal
reconstruction result by SVD and eventually reached 100 percent when c
equalled the rank of the matrix (see e.g. Figure 7.1).
NNCX reconstruction accuracies exhibited also an upward trend, however
with a larger margin of separation to SVD, the only algorithm that was
not constrained to non-negativity (see e.g. Figure 7.2). Consequently, NNCX
reconstruction accuracies of 100 percent could not be achieved, even for c
equal to the rank of the matrix. While the algorithms differed only slightly in
their CX performance, NNCX revealed more pronounced differences between
the algorithms (Figures 7.1, 7.2).
Central vector methods vs. extreme vector methods
Most of the algorithms in the competition can be classified into central
vector and extreme vector methods (Section 5.1.7). Several column selection
strategies are based on SVD/PCA (GreedySpaceApproximation, CX D, LeverageScoreSampling) and thus have a tendency to select central column
vectors or data points from the center of the data cloud. Recall that the
principal components are means (in a subspace) and thus also central vectors.
The opposing concept is to select extreme vectors or data points at the
extremes of the data cloud (on the convex hull): SiVM and Convex cone
explicitly aim for extreme vectors, and VolumeSampling (not available in this
section) pursues a similar objective by aiming to maximise a volume.
Local NNCX directly optimises NNCX reconstruction accuracy by greedy
column exchanges, and, as the set of all extreme vectors leads to perfect NNCX
reconstruction (Section 2.1.5), this can be an indirect way of selecting extreme
vectors (for appropriate choice of c and assuming that a global optimum for
NNCX reconstruction has been found).
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Fig. 7.1. Jester data: CX reconstruction accuracy (Equation 7.1). The algorithms
(see legend) chose varying numbers of columns c.
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Fig. 7.2. Jester data: NNCX reconstruction accuracy (Equation 7.2). The
algorithms (see legend) chose varying numbers of columns c.
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Fig. 7.3. Reconstruction accuracy achieved by the algorithms (see legend) for
Wine. a) CX reconstruction accuracy (Equation 7.1). Above: full range of c. Below:
magnification for larger c. b) NNCX reconstruction accuracy (Equation 7.2).

140

7 Empirical evaluation: NNCX and Convex cone

a)

glass,0CX

b) glass,0NNCX
100

reconstruction0accuracy

100

0

0

reconstruction0accuracy

1

c

9

1

100

100

80

50
4

c

9

4

c

c

9

9

SVD
LeverageScoreSampling

ConvexCone

CX_D

SiVM

GreedySpaceApproximation

LocalNNCX

Fig. 7.4. Reconstruction accuracy achieved by the algorithms (see legend) for
Glass. a) CX reconstruction accuracy (Equation 7.1). Above: full range of c. Below:
magnification for larger c. b) NNCX reconstruction accuracy (Equation 7.2).
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Fig. 7.5. Reconstruction accuracy achieved by the algorithms (see legend) for
Yeast. a) CX reconstruction accuracy (Equation 7.1). Above: full range of c. Below:
magnification for larger c. b) NNCX reconstruction accuracy (Equation 7.2).
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For CX, the strategy of the central vector methods is promising, as PCA
(SVD) is optimal for the unconstrained norm error criterion (Section 3.3.3).
The norm error performance of PCA relies, however, on using both positive
and negative coefficients in X. Thus, choosing central vectors, that e.g. span
a similar space as the principal components, may no longer be the best choice
for NNCX where negative coefficients are not allowed.
Indeed, on all datasets the central vector methods achieved the best norm
error results for CX, whereas the extreme vector methods performed best
for NNCX. For example, for Wine (Figure 7.3) and Jester (Figure 7.1),
the central vector method GreedySpaceApproximation achieved the highest
CX reconstruction accuracies for the entire range of c, and also CX D and
LeverageScoreSampling performed well regarding CX. However, for NNCX
these algorithms lost their leading role (see e.g. Figure 7.3 for Wine, Figure 7.2
for Jester): In the NNCX case, the two extreme vector strategies (SiVM, Convex cone), and also Local NNCX, achieved the highest NNCX reconstruction
accuracies for high c.
Dependency on c
Another general trend was the dependency between reconstruction accuracy
and the number of columns c. For small c, SiVM and Convex cone achieved
lower reconstruction accuracies than the other algorithms, but they could
catch up to (CX, NNCX) and eventually outperform (NNCX) the central
vector methods as c increased (Figures 7.2, 7.3, 7.4, 7.5).
The column selection strategies of SiVM and Convex cone aim at enumerating all extreme vectors, which eventually allows for high NNCX reconstruction accuracy for higher c (up to 100 percent for c equal to the number of
source signals). They do, however, not optimise the sequence in which the
extreme vectors are found with respect to maximising NNCX reconstruction
accuracy for a given c. As it does not select columns in a nested sequence
and rather optimises a new c-subset for each c, Local NNCX can avoid this
problem. Indeed, Local NNCX could achieve higher reconstruction accuracies
for small c than the dedicated extreme vector methods (see e.g. Figure 7.4).
Another phenomenon is the decline in Local NNCX performance for very
high c on the largest of the datasets (Jester, Figure 7.2). Likely, a successful
optimisation of larger c-subsets would require more computing time. Note
that Local NNCX has already used by far the largest amount of computing
time among the algorithms in the competition (see Section 7.2.3 below).
7.2.3 Computing time
While minimising running time is not the primary objective for CX and
NNCX (Section 2.5), high computational demands can set limits to practical
applicability of an algorithm, especially with respect to real-time applications
as in Section 9.2.
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Fig. 7.6. Jester data. a) Computing time in seconds for different numbers of
columns c. b) Diversity of the column subset, diversity(C) (Equation 7.6).
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Greedy
Leverage
Score
Convex Space local
SVD Cone Approx. NNCX Sampling SiVM CX D

rec. accuracy CX
rec. accuracy NNCX
diversity
time (s)
time (relative)

98.75
0
1
0
0

97.86
68.13
0.97
7.4511
1

98.51
62.44
0.9
50.452
6.77

98
66.77
0.97
10569
1418.45

98.07
59.92
0.91
404.92
54.34

97.96
88.69
1.01
417.96
56.09

97.92
60.66
0.89
11.714
1.57

Table 7.1. Performance measures for Jester, c = 96 (the rank of Jester is 100).
Greedy
Leverage
Space local
Score
Convex
SVD Cone CX D Approx. NNCX Sampling SiVM
rec. accuracy CX
rec. accuracy NNCX
diversity
time (s)
time (relative)

100
0
0.99
0
0

100
88.7
1.06
0.03
1

100
59.65
0.96
0.03
1.14

100
73.52
1.05
0.13
4.91

100
79.4
1.07
25.47
946.38

100
64.65
1.01
0.57
21.36

100
77.25
1.07
0.57
21.35

Table 7.2. Performance measures for Wine, c = 13 (the rank of Wine is 13).
Greedy
Leverage
Space local
Score
Convex
SVD Cone CX D Approx. NNCX Sampling SiVM
rec. accuracy CX
rec. accuracy NNCX
diversity
time (s)
time (relative)

100
0
1.04
0
0

100
88.25
1.1
0.05
1

100
67.86
0.98
0.04
0.93

100
82.39
1.04
0.1
2.07

100
90.46
1.08
12.22
254.15

100
72.18
1.04
0.54
11.26

100
93.46
1.12
0.47
9.69

Table 7.3. Performance measures for Glass, c = 9 (the rank of Glass is 9).
Greedy
Leverage
Space local
Score
Convex
SVD Cone CX D Approx. NNCX Sampling SiVM
rec. accuracy CX
rec. accuracy NNCX
diversity
time (s)
time (relative)

100
0
1.02
0
0

100
91.99
1.12
0.04
1

100
57.75
1.03
0.05
1.13

100
49.41
0.83
0.21
5.04

100
99.16
1.12
39.86
939.3

100
65.56
1.09
2.79
65.75

100
99.08
1.14
2.66
62.75

Table 7.4. Performance measures for Yeast, c = 8 (the rank of Yeast is 8).
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Evaluation of computing times on the largest of the datasets (Jester,
Figure 7.6a) revealed that most algorithms in the competition had only moderately increased computational demands when c was high. Smaller differences
in time consumption should not be overinterpreted as the implementations
rely to different degrees on (faster) built-in Matlab functions and (slower)
custom-made code: Computations involving SVD, PCA and the characteristic
polynomial are based on built-in Matlab functions, while the other operations
are implemented by custom-made code.
With computing time of Convex cone set to 1, computing times of most
other algorithms were in a similar order (Table 7.1, c = 96). However,
extensive optimisation of the column subset as performed by Local NNCX
clearly became much more costly for larger column subsets (more than 1400
times as much as Convex cone, Table 7.1).
Local NNCX tries to exchange each of c columns in the subset against each
2
of the n columns of A, each time checking the norm error A − CX 0+ F r
at a cost depending on m and n. Thus, for matrices with high n, such as
Jester, increases in c quickly increased computation time (Figure 7.6a). The
optimisation could have been cut off early by performing no or less random
restarts of the optimisation heuristic (Section 2.3.4), however at the cost of
reduced performance due to being stuck in local optima.
7.2.4 Diversity in C
Diversity of the column subset, diversity(C) (Equation 7.6), is summarised
in Figure 7.6b (Jester). Also with respect to diversity, the two groups of
algorithms became visible. The extreme vector methods Convex cone and
SiVM, as well as Local NNCX, achieved diversity scores close to 1 (perfect
uncorrelatedness). In contrast, GreedySpaceApproximation, CX D and LeverageScoreSampling achieved consistently lower diversity scores around 0.9.
(Figure 7.6b, Table 7.1).
While the central vector methods selected columns that were by some
criterion ”close” to the principal components (singular vectors), these columns
did not in general share the strict orthogonality property of the principal
components. Thus, the column subsets selected by the central vector methods
were not far from being perfectly uncorrelated (0.9 on a scale between 0 and 1),
however they did not reach the diversity score obtained by SVD. In practice,
the extreme vector methods did in fact achieve diversities closer to those
obtained by SVD (Figure 7.6b).
A similar trend, higher diversity(C) for the extreme vector methods, was
visible for the smaller Wine, Glass and Yeast datasets (Tables 7.2, 7.3 and 7.4),
however with certain exceptions: For example for Wine (Table 7.2), GreedySpaceApproximation had a diversity score of 1.05 (slight anticorrelation),
which is almost the same value achieved by Convex cone (1.06). For smaller
column subsets, a single (outlier) column can have a great influence on the
average correlation between columns that is measured by diversity(C).
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7.3 Norm error and signal recovery on mixture data
Measuring performance on common reference data (Section 7.2) has revealed
general properties of the column selection strategies with respect to norm error
and computing time. The next step is to analyse performance with respect to
the column purity and pure recovery criteria (Equations 7.3 and 7.4) that are
related to column interpretability (Section 5.1).
7.3.1 Data
Deciding whether pure signal columns were selected and whether all generating source signals could be recovered is best assessed with artificial data where
source signals and mixing process are known. A series of artificial datasets was
constructed, systematically varying the percentage of mixed signal columns.
All datasets were 50 × 2000 matrices Aβ whose 2000 columns can be
completely explained by s = 30 orthogonal column vectors, that are the source
signals, and mixtures of these source signals with non-negative coefficients.
Here, β indicates the percentage of mixed signal columns, i.e. Aβ=0.6 contains
60 percent mixed signal columns.
The source signals s1 , ..., s30 were orthogonal vectors obtained by computing the eigenvectors of a random matrix (random numbers in [0, 1]). Each
column A(j) contained either one of the source signals, i.e. A(j) ∈ {s1 , ..., s30 }
(pure signal column), or it was a mixture of three source signal columns of
the form A(j) = (αs1 + αs2 + αs3 ) with α = 31 (mixed signal column).
For the mixtures, all possible combinations of three source signals were
enumerated until the desired β was reached. The remaining columns were
filled up with the pure source signals in equal numbers until the number
of columns was reached. Finally, a small amount of uniform noise (random
numbers in [0, 0.001]) was added to all columns, avoiding identical columns,
and all columns were shuffled randomly.
10 repetitions with different random source signals were performed that
were mixed to different degrees β: For each repetition, values from β = 0 to
β = 0.95 (in 0.05 steps) were considered, creating a range of artificial datasets
that contained either only pure signal columns (β = 0) or up to 95 percent
columns with signal mixtures. The range of β was chosen such that each of
the source signals occurred at least once (for the highest β, and much more
often for lower β) in the columns of each Aβ .
7.3.2 Pure recovery in the face of rising β
By increasing the percentage of mixtures β contained in the data, robustness
of the algorithms against mixtures could be analysed. Robustness was characterised by the purity (Equation 7.3) and pure recovery scores (Equation 7.4)
that revealed how well the different column selection strategies could identify
the mixed signal columns in a collection of pure and mixed signal columns.
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SiVM
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Fig. 7.7. Performance measures for the algorithms (see legend) on the artificial
mixture datasets Aβ . The number of columns was c = 30 in all cases. Reported values
are mean and standard deviation (whiskers) from 10 datasets with different source
signals. The amount of mixed signal columns was varied in 0.05 steps from β = 0 to
β = 0.95. a) Purity score (Equation 7.3) b) Pure recovery score (Equation 7.4).
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Greedy
Leverage
Space local
Volume
Score
Convex
Cone CX D Approx. NNCX Sampling SiVM Sampling k-medoids

norm error CX
rec. accuracy CX
norm error NNCX
rec. accuracy NNCX
purity
pure recovery
diversity
time (s)
time (relative)

0.02
100
0.03
100
1
0.99
1
0.23
1

302.53
50.57
302.57
50.56
1
0.55
0.79
0.34
1.48

0.01
100
0.01
100
1
0.97
1
1.76
7.65

0.01
100
0.01
100
1
1
1
694.55
3019.78

89.28
86.24
89.31
86.24
1
0.7
0.97
19.12
83.13

0.01
100
0.01
100
1
1
1
17.46
75.91

5.89
99.03
5.91
99.03
1
0.78
0.98
158.01
687

0.01
100
0.01
100
1
1
1
NA
NA

Table 7.5. Mean performance measures on artificial mixture data Aβ for β = 0.
All algorithms selected c = 30 columns.
Greedy
Leverage
Space local
Volume
Score
Convex
Cone CX D Approx. NNCX Sampling SiVM Sampling k-medoids
norm error CX
rec. accuracy CX
norm error NNCX
rec. accuracy NNCX
purity
pure recovery
diversity
time (s)
time (relative)

0.01
100
0.02
100
1
0.99
1
0.19
1

117.65
74.33
130.08
71.68
0.82
0.61
0.95
0.34
1.79

0.01
100
72.2
83.92
0.61
0.6
0.95
1.61
8.47

0.01
100
0.01
100
1
1
1
672.27
3538.26

28.68
93.57
90.25
80.01
0.71
0.55
0.95
19.77
104.05

53.1
88.41
55.76
87.66
0.93
0.89
0.99
17.96
94.53

3.25
99.2
3.29
99.19
0.97
0.78
0.98
160.57
845.11

2.1
99.52
2.72
99.38
0.82
0.82
0.98
NA
NA

Table 7.6. Mean performance measures on artificial mixture data Aβ for β = 0.5.
All algorithms selected c = 30 columns.
Greedy
Leverage
Space local
Score
Volume
Convex
Cone CX D Approx. NNCX Sampling SiVM Sampling k-medoids
norm error CX
rec. accuracy CX
norm error NNCX
rec. accuracy NNCX
purity
pure recovery
diversity
time (s)
time (relative)

0.01
100
0.01
100
0.95
0.94
1
0.2
1

66.53
72.97
84.46
65.8
0.71
0.53
0.96
0.35
1.75

0.01
100
47.05
81.69
0.07
0.07
0.9
1.69
8.45

2.99
98.92
10.28
96.11
0.4
0.39
0.96
667.53
3337.65

0.18
99.92
58.96
77.46
0.07
0.07
0.89
19.21
96.05

29.65
89.02
37.81
85.55
0.85
0.82
0.99
17.66
88.3

2.1
99.13
2.16
99.1
0.86
0.73
0.98
158.03
790.15

15.79
93.8
36.05
85.94
0
0
0.88
NA
NA

Table 7.7. Mean performance measures on artificial mixture data Aβ for β = 0.95.
All algorithms selected c = 30 columns.
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Figure 7.7 visualises purity and pure recovery for the entire range from
β = 0 to β = 0.95. Tables provide exact numbers, also for the other
performance measures, for a low, a medium and a high β: Table 7.5 (β = 0),
Table 7.6 (β = 0.5) and Table 7.7 (β = 0.95).
Extreme vector methods
Both purity (Figure 7.7a), that measures the percentage of pure signal
columns in the sample, and pure recovery, that measures the percentage
of recovered source signals (Figure 7.7b), revealed a similar picture: The
three extreme vector/volume maximisation approaches (Convex cone, SiVM,
VolumeSampling; s.a. Section 7.2) had consistently high purity and pure
recovery levels for the entire range of β.
Convex cone reached the highest pure recovery level, centering around 1,
followed by SiVM and VolumeSampling that centered around 0.8 (Figure 7.7b).
Purity scores were better than pure recovery scores for SiVM and VolumeSampling (Figure 7.7a,b), indicating that these algorithms selected some pure, but
redundant columns that could not contribute to improving pure recovery.
SiVM and Convex cone had also low standard deviations for purity and
pure recovery scores (Figure 7.7), indicating stable results across datasets.
Local NNCX
Local NNCX could maintain high purity and pure recovery scores up to β =
0.7−0.8, but exhibited a strong performance decrease for higher β (Figure 7.7):
Likely, the optimisation of random column samples by column exchanges
became more difficult for the high-β scenarios where most of the columns
contained signal mixtures that thus dominated the initial column samples.
More restarts based on independent initial column samples might improve
the performance of Local NNCX, however at the cost of further increasing its
high computational load (documented in Tables 7.5, 7.6, 7.7).
Central vector methods
Two central vector methods, LeverageScoreSampling and GreedySpaceApproximation, decreased their pure recovery and purity scores with rising β,
showing little robustness against signal mixtures (Figure 7.7). Also k-medoids
exhibited the same trend of decreasing purity with rising β.
The grouping of algorithms confirmed the expectations from Jester and
related datasets (Section 7.2), revealing differences between extreme vector
and central vector methods. CX D was an exception as it did not decrease its
pure recovery score for higher β: With a relatively constant pure recovery level
of around 0.6 it was, however, still worse than the extreme vector methods with
pure recovery scores between 0.8 to 1 across the entire range of β (Figure 7.7b).
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7.3.3 Pure recovery and diversity
Increasing c
Observing pure recovery on Aβ=0.95 for increasing numbers of columns c
(Figure 7.8a) revealed three groups of algorithms. The three extreme vector/volume maximisation approaches (Convex cone, SiVM, VolumeSampling)
could steadily increase their pure recovery score with rising c, adding a further,
distinct pure source signal to C almost with each new column. In contrast, the
central vector methods LeverageScoreSampling and GreedySpaceApproximation, as well as k-medoids, did not accumulate further pure signals when
they selected more columns (Figure 7.8a).
Local NNCX, with its decreased pure recovery performance for high β, and
CX D with its constant, but relatively low, pure recovery level, formed an
intermediate group, as they managed to select more pure signals with rising
c, however without reaching the level of performance of the extreme vector
methods (Figure 7.8a).
Pure recovery performance was closely linked to the diversity of the
column subset in C (Equation 7.6). The same three groups could also be
observed for diversity scores with rising c: Figure 7.8b. Convex cone, SiVM and
VolumeSampling had the most diverse column subsets with diversity(C) close
to 1 for all c. The lowest diversities, centering around 0.9, were achieved by
LeverageScoreSampling, GreedySpaceApproximation and k-medoids, and
intermediate results were achieved by Local NNCX and CX D.
For smaller c, some diversity scores were volatile (due to the strong influence
of a single ”outlier” column on a small sample), but stabilised soon with rising
c, and each algorithm kept a relatively constant diversity level (Figure 7.8b).
Increasing β
Portraying diversity(C) with increasing β, also Figure 7.9 reveals the clustering of the extreme vector methods, that maintained a constantly high
diversity score, and of the group (LeverageScoreSampling, GreedySpaceApproximation, k-medoids), that could not keep a diverse subset for high
percentages of mixtures β. Regarding diversity, CX D had the highest standard
deviations of all algorithms (Figure 7.9), indicating a low stability of the
solution across trials.
The different diversity levels of the extreme vector and the central vector
methods confirm the results from Jester (Figure 7.6). In the Aβ scenario,
diversity and pure recovery are two sides of the same medal: A diversity score
of 1 indicates that the c columns are uncorrelated (the diversity level depends
on the algorithm), and a pure recovery score of 1 is reached when the c = 30
subset contains 30 orthogonal pure signals (pure recovery depends on the
algorithm and on the current c). On real-world imaging data, when the pure
source signals are unknown, diversity of the column subset can serve as an
indicator for pure recovery.
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Fig. 7.8. Performance measures for the different algorithms (see legend) on artificial
mixture data (Aβ=0.95 , single dataset). The number of columns c varies from c = 1
to c = 30 (number of source signals). a) Pure recovery score (Equation 7.4). b)
Diversity in C (Equation 7.6).
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Fig. 7.9. Diversity of the column subsets in C (Equation 7.6) on the Aβ data. The
number of columns was c = 30 in all cases. Reported values are mean and standard
deviation (whiskers) from 10 datasets. The amount of mixed signal columns was
varied in 0.05 steps from β = 0 to β = 0.95.

7.3.4 Computing time
Confirming the computing time measurements from Section 7.2, most algorithms had low computational requirements. However, optimisation by
Local NNCX was again by far the computationally most expensive approach
that required more than 3000 times as much computing time than Convex cone (Tables 7.5, 7.6, 7.7). The second largest amount of computing time
was spent by VolumeSampling that took about 700-800 times longer than
Convex cone (see Section 5.4.1 for a discussion on computational complexity
of VolumeSampling).
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7.3.5 Optimising two criteria: Pure recovery vs. reconstruction
accuracy
For a low percentage of mixtures β = 0.2, pure recovery was significantly
correlated with both CX and NNCX reconstruction accuracy (Figure 7.10a):
Algorithms that had high pure recovery scores also achieved high reconstruction accuracies, and this relationship held both for CX and NNCX
reconstruction alike.
Plotting reconstruction accuracy against pure recovery, Convex cone and
Local NNCX ended up in the upper right corner, apparently optimising both
objective criteria equally well (Figure 7.10a).
At the highest mixture level β = 0.95, the picture had changed: Figure 7.10b. Convex cone alone was best at optimising both criteria, reconstruction accuracy and pure recovery, followed by SiVM and VolumeSampling.
As already visible in Figure 7.7, Local NNCX could not maintain high pure
recovery scores up to the highest β.
The central vector methods LeverageScoreSampling and GreedySpaceApproximation still achieved high CX reconstruction accuracies, but lost
almost all of their pure recovery performance, as well as k-medoids. Consequently, the correlation between reconstruction accuracy and pure recovery
was no longer significant (Figure 7.10b).
For CX, there was clearly no correlation as the algorithms lined up along the yaxis, whereas for NNCX a trend appeared, however no significant correlation
(Figure 7.10b). Small sample size may have prevented significance in this
case. Regardless of significance, the trend of a correlation in Figure 7.10b
shows that, for β = 0.95, LeverageScoreSampling and GreedySpaceApproximation have a low NNCX reconstruction accuracy that matches their
low pure recovery score.
From Figure 7.7 it was apparent that CX D did not decrease its pure
recovery score with increasing β like the other central vector methods.
Figure 7.10 now shows that CX D had, however, also a low pure recovery score
that matched its low reconstruction accuracy, not performing well for any of
the criteria.
In contrast, for both low and high β, the extreme vector/volume maximisation methods could optimise both reconstruction accuracy and pure
recovery alike, scoring better than the central vector methods and k-medoids
(Figure 7.10) and being robust against high amounts of mixtures.
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Fig. 7.10. Pure recovery scores vs. reconstruction accuracy (CX, NNCX) for c = 30
(number of pure source signals). Red lines mark the x- and y-values for Convex Cone.
Correlation between x- and y-values is reported as Spearman’s ρ = [0, 1] if significant
(p < 0.05), otherwise ”n.s.”. a) Small amount of mixtures: Aβ=0.2 b) Large amount
of mixtures: Aβ=0.95 .
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7.4 Artificial brain activity movies
7.4.1 Data
a) ArtificialMovie1

b) ArtificialMovie2

Fig. 7.11. a) ArtificialMovie1: small overlap. 16 pure source signals were assigned to
16 different circular clusters (”glomeruli”) in the image plane, indicated by different
colours. Background pixels (only noise) are shown in white. Signal mixtures occur in
the small areas of overlap between the clusters. b) ArtificialMovie2: large overlap.
The same signals were assigned to clusters that overlap more, creating a larger
amount of signal mixtures.

Artificial movies allow us to record measures such as pure recovery
(Equation 7.4) in a scenario that is closer to the neuroimaging applications.
They also serve to establish a connection between pure recovery and the
indirect measures, such as sparseness in X (Equation 7.7), that are relevant
for real imaging movies where the true source signals are unknown.
Two artificial datasets with known source signals were constructed. Both
datasets are imitations of brain imaging movies with 16 approximately uncorrelated source signals each. The signals are real glomerular signals (time
series) that have been manually extracted from a honeybee brain imaging
movie (as used for evaluation and described later in Section 7.5).
The source signal time series sl were assigned to the pixels of 16 circular,
partially overlapping units in the image plane (Figure 7.11a,b), imitating
localised neural units (”glomeruli”) that change their activity over time. In
areas of overlap, the signals of the involved ”glomeruli” were averaged, leading
to mixtures of two or more signals, e.g. αs1 + αs2 with α = 21 . Finally,
Gaussian noise was added to all pixels. Before performing column selection,
the artificial movies were subject to standard preprocessing for imaging movies
(as described in Section 9.1.4).
For ArtificialMovie1 (Figure 7.11a), the ”glomeruli” have only little overlap, which results in a small number of mixed signal pixels. ArtificialMovie2
(Figure 7.11b) contains a larger amount of mixed signals due to a considerable
overlap of the ”glomeruli”.
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Greedy
Leverage
Space local
Volume
kScore
Convex
Cone SiVM CX D Approx. NNCX Sampling Sampling medoids

norm error CX
rec. accuracy CX
norm error NNCX
rec. accuracy NNCX
mean sparseness
sd sparseness
diversity
purity score
recovery score
pure recovery
time (s)
time (relative)

6.37
96.05
6.68
95.85
0.8
0
1.01
1
1
1
0.72
1

39.12
75.72
42.18
73.83
0.53
0.25
0.98
1
0.75
0.75
35.66
49.48

30.47
81.09
51.22
68.21
0.5
0.22
0.95
0.56
0.62
0.56
1.33
1.84

6.73
95.82
49.29
69.41
0.7
0.09
0.89
0.5
0.5
0.44
6.34
8.8

6.41
96.03
9.18
94.3
0.79
0.01
0.99
1
1
1
1168.4
1621.45

9.54
94.08
34.95
78.31
0.71
0.06
0.94
0.5
0.5
0.44
72.78
101

6.37
96.05
6.68
95.85
0.8
0
1.01
1
1
1
182.85
253.75

22.72
85.9
27.57
82.89
0.59
0.25
0.98
0.81
0.88
0.81
NA
NA

Table 7.8. Performance measures for ArtificialMovie1 (small overlap). All
algorithms selected c = 16 columns. Computing times for k-medoids are not
comparable as it was the only method run on a different machine and in R instead
of Matlab.
Greedy
Leverage
Space local
Score
Volume
kConvex
Cone SiVM CX D Approx. NNCX Sampling Sampling medoids
norm error CX
rec. accuracy CX
norm error NNCX
rec. accuracy NNCX
mean sparseness
sd sparseness
diversity
purity score
recovery score
pure recovery
time (s)
time (relative)

7.14
95.63
14.94
90.86
0.72
0.03
1.02
0.88
0.94
0.88
0.7
1

26.04
84.07
43.01
73.68
0.54
0.16
0.99
0.75
0.69
0.62
35.34
50.6

40.65
75.13
61.47
62.39
0.44
0.15
0.96
0.62
0.56
0.5
1.36
1.94

7.03
95.7
47.1
71.18
0.56
0.09
0.93
0.25
0.31
0.25
6.21
8.9

13.41
91.8
20.11
87.7
0.67
0.12
1.01
0.69
0.75
0.69
1142.8
1636.31

8.95
94.53
51.67
68.39
0.61
0.09
0.95
0.19
0.25
0.19
78.81
112.85

20.96
87.18
26.93
83.52
0.64
0.11
1.01
0.81
0.81
0.75
177.19
253.71

13.1
91.99
29.68
81.84
0.64
0.12
0.99
0.5
0.56
0.5
NA
NA

Table 7.9. Performance measures for ArtificialMovie2 (large overlap). All
algorithms selected c = 16 columns.
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7.4.2 CX, NNCX and pure recovery
Performance measures on the artificial movies are summarised in Table 7.8
(ArtificialMovie1) and Table 7.9 (ArtificialMovie2). In all cases, the algorithms
selected as many columns as there are source signals, i.e. c = 16 columns.
Performance and time consumption
For ArtificialMovie1, three algorithms (Convex cone, Local NNCX and VolumeSampling) achieved equally high CX reconstruction accuracies (Equation 7.1) and succeeded in recovering all source signals (pure recovery = 1,
Table 7.8).
While recovering all source signals allowed for 100 percent reconstruction
accuracy on the Aβ data (see e.g. Table 7.6), the presence of noise-only pixels
prevented this on the artificial movies. Maximum CX/NNCX reconstruction
accuracies were around 96 percent for ArtificialMovie1 (Table 7.8).
Again, high pure recovery scores were associated with high diversity in
C (Table 7.8), where VolumeSampling and Convex cone had diversity scores
slightly greater than 1 (slightly anticorrelated columns) and a pure recovery of
1, which was in contrast to e.g. GreedySpaceApproximation with a diversity
of 0.89 and a pure recovery of only 0.44.
Of the three algorithms that could recover all source signals, Convex cone
was the fastest (Table 7.8). As already observed on the previous datasets, the
extensive optimisation performed by Local NNCX was by far the most timeconsuming approach in the competition, and also VolumeSampling had higher
computational demands than Convex cone (for computational complexity, see
Sections 5.3.3, 5.4.1).
Optimising two criteria: Pure recovery and reconstruction
accuracy
Figure 7.12 visualises performance measures from Tables 7.8 and 7.9: Pure
recovery (Equation 7.4) and CX/NNCX reconstruction accuracy are plotted
against each other, where a good compromise between the two ends up on the
diagonal, ideally in the upper right corner. The red lines in Figure 7.12 mark
the x- and y-values for Convex cone, showing that Convex cone, together
with Local NNCX and VolumeSampling, performed well for both measures on
ArtificialMovie1 (Figure 7.12a).
Confirming the results from the Aβ data (Section 7.3), the higher amount
of signal mixtures in ArtificialMovie2 (as compared to ArtificialMovie1) led to
a reduction in pure recovery performance and it served to separate the three
top-performing algorithms Convex cone, Local NNCX and VolumeSampling
(Figure 7.12b), Convex cone having an advantage regarding both measures.
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Fig. 7.12. Visualisation of pure recovery (Equation 7.4) performance in relation
to CX (Equation 7.1) and NNCX reconstruction accuracy (Equation 7.2) on the
two artificial movies with c set to the number of source signals. X- and y-values
for Convex cone are marked with red lines. Correlation between pure recovery and
reconstruction accuracy is reported as Spearman’s ρ = [0, 1] if significant (p < 0.05),
otherwise: ”n.s”. a) ArtificialMovie1. b) ArtificialMovie2.
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NNCX
For both ArtificialMovie1 and ArtificialMovie2, there was a strong and
significant correlation between pure recovery and NNCX reconstruction accuracy (Figure 7.12a,b): The algorithms lined up along the diagonal, from
GreedySpaceApproximation LeverageScoreSampling at the bottom (low
pure recovery and low NNCX reconstruction accuracy) to Convex cone and
VolumeSampling at the top (high pure recovery and high NNCX reconstruction accuracy). For the artificial movies, that are generated by nonnegative combination of pure source signals (plus noise), NNCX reconstruction
accuracy is predictive of pure recovery performance.
CX
There was, however, no significant correlation between pure recovery and
CX reconstruction accuracy (Figure 7.12a,b): For both ArtificialMovie1 and
ArtificialMovie2, the algorithms lined up along a vertical line. All algorithms
performed relatively well for CX reconstruction accuracy, but with varying
success regarding pure recovery. In particular, GreedySpaceApproximation
achieved high CX reconstruction accuracies almost identical to Convex cone,
however with much lower pure recovery scores.
The central vector methods GreedySpaceApproximation, LeverageScoreSampling, CX D, and also k-medoids, clustered at the lower end of the pure
recovery axis, whereas the extreme vector methods occupied the upper end.
Local NNCX could compete with Convex cone on ArtificialMovie1 (Figure 7.12a), but then exhibited lower pure recovery performance for ArtificialMovie2 with its higher amount of mixtures (Figure 7.12b).
Both results are compatible with the findings from Section 7.3 (Aβ data).
Comparing the pure recovery vs. reconstruction accuracy plot (Figure 7.12) to
the same plot for the Aβ data (Figure 7.10) reveals similarities to the difficult
scenario with a high percentage of mixtures β: For the artificial movies, pure
recovery was significantly correlated with NNCX reconstruction accuracy,
but not with CX reconstruction accuracy, and the same trend (although not
reaching significance) appeared for the high β scenario (Figure 7.10b).
In summary, as the the movies have been generated from a non-negative
mixture model, high NNCX reconstruction was linked to successful source
recovery. For CX, high reconstruction accuracies could, however, be based on
very different column subsets with either high or low pure recovery scores.
7.4.3 Dependency on c
Reconstruction accuracy depending on c
Figures 7.13 (c = 1−8) and Figure 7.14 (c = 8−16) extend the measurements
from Table 7.9 (ArtificialMovie2) by varying the number of columns c.
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7.4 Artificial brain activity movies

a)

ArtificialMovie2,5CX

CX5reconstruction5accuracy

100

161

50
100

NNCX5reconstruction5accuracy

b)

ArtificialMovie2,5NNCX

50
8

c

16

k-medoids

ConvexCone

LeverageScoreSampling

SiVM

CX_D

VolumeSampling

GreedySpaceApproximation

LocalNNCX
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accuracy for different numbers of columns c = 8, . . . , 16.
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As already observed before (Section 7.2), the extreme vector strategy of
Convex cone led to lower CX reconstruction accuracies than for e.g. GreedySpaceApproximation when c was small (Figure 7.13), but with increasing c
Convex cone could catch up and also achieved high reconstruction accuracies
(Figure 7.14).
Again, reconstruction accuracy for NNCX differed from reconstruction
accuracy for CX (Figure 7.14): For the CX case, GreedySpaceApproximation and LeverageScoreSampling steadily increased their reconstruction
accuracies with increasing c, whereas for the NNCX case they fell behind
Convex cone, Local NNCX and VolumeSampling when c was high.
Pure recovery depending on c
Figure 7.15 shows the development of pure recovery scores with increasing
number of columns c. On ArtificialMovie1 (few mixed signal pixels, corresponding to a low β), all algorithms increased their pure recovery performance
with growing c, while only Convex cone and VolumeSampling achieved perfect
recovery for all c. With each new column, both algorithms added another
source signal column to C.
For ArtificialMovie2, two clusters of algorithms occurred: The SVD/PCAbased central vector methods GreedySpaceApproximation, LeverageScoreSampling and CX D could not increase their pure recovery scores substantially
with growing c, while the extreme vector methods and Local NNCX could
(Figure 7.15).
Figure 7.15 can be compared to the same figure for the Aβ data (Figure 7.8a): Also there, increasing c clearly revealed a difference between the
extreme vector (high pure recovery) and the central vector methods (low pure
recovery). For the highest β on the Aβ data (Figure 7.8a), Local NNCX and
CX D formed, however, a distinct third group with intermediate pure recovery
values.
7.4.4 Rescuing SiVM with downdating
While pursuing a similar extreme vector strategy as Convex cone, SiVM did
not reach the same levels of NNCX reconstruction accuracy and pure recovery
(Figure 7.12). The artificial movies contain a large amount of redundant
pixels (all pixels from the same glomerulus contain the same signal plus
noise). Downdating, as it is performed by Convex cone, but not by SiVM
(Section 5.4.1), is an effective means of dealing with redundancy: If one pixel
from a glomerulus has been selected, subtracting the influence of that pixel
makes it unlikely that other pixels from the same glomerulus are selected.
In order to investigate the effect of downdating, a hybrid algorithm, SiVM
augmented by the downdating step from Convex cone (line 13 in Algorithm 8,
Section 5.2.1) at each iteration, was performed on the artificial movies.
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Indeed, the results in Tables 7.10 and 7.11 show that it was the lack of
downdating that prevented better results for SiVM: The hybrid algorithm,
SiVM with downdating, performed as well as Convex cone for pure recovery
and CX/NNCX reconstruction accuracy, and it also reached diversity scores
slightly larger than 1 (slightly anticorrelated columns) that are indicative of
a non-redundant column subset.
SiVM with
Convex
Cone SiVM downdating
norm error CX
rec. accuracy CX
norm error NNCX
rec. accuracy NNCX
diversity
purity score
recovery score
pure recovery
time (s)
time (relative)

6.37
96.05
6.68
95.85
1.01
1
1
1
0.72
1

39.12
75.72
42.18
73.83
0.98
1
0.75
0.75
35.66
49.48

6.37
96.05
6.68
95.85
1.01
1
1
1
36.03
50.01

Table 7.10. Performance measures for SiVM, Convex cone and a hybrid algorithm:
SiVM plus the downdating step from Convex cone. All algorithms selected c = 16
columns from ArtificialMovie1 (small overlap).

SiVM with
Convex
Cone SiVM downdating
norm error CX
rec. accuracy CX
norm error NNCX
rec. accuracy NNCX
diversity
purity score
recovery score
pure recovery
time (s)
time (relative)

7.14
95.63
14.94
90.86
1.02
0.88
0.94
0.88
0.7
1

26.04
84.07
43.01
73.68
0.99
0.75
0.69
0.62
35.34
50.6

7.16
95.62
15.32
90.63
1.02
0.81
0.88
0.81
36.14
51.75

Table 7.11. Performance measures for SiVM, Convex cone and a hybrid algorithm:
SiVM plus the downdating step from Convex cone. All algorithms selected c = 16
columns from ArtificialMovie2 (large overlap).
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7.4.5 Sparseness in X as an indicator for pure recovery
Visualising sparseness
When the true source signals are not known, sparseness of the images in the
rows of X (Equation 7.7) is a useful indicator for pure recovery. Glomerular
signals in an imaging movie are approximately uncorrelated and the glomeruli
occur each as a single cluster of spatially contiguous pixels.
If only pure glomerular signals from the middle of the glomeruli were selected
into C, computing X by least squares (X := C † A, Section 1.4) automatically
distributes the high coefficients in X in a way that one glomerulus is visible
per image (”single glomerulus sparseness”, Figure 7.16a,b). Mixed signals
in C prevent, however, an unambiguous solution for X and more than one
glomerulus is visible per image (Figure 7.16c,d). Generally, if C is rankdeficient (be it through mixed signal columns or redundant columns), this
prevents a unique solution for X.
For ArtificialMovie1, Convex cone and VolumeSampling managed to select
pure signal columns from within the glomeruli (marked by white squares,
Figure 7.16a,b). However, GreedySpaceApproximation and LeverageScoreSampling (Figure 7.16c,d), as representatives of the central vector methods,
frequently selected mixed signal columns from the areas of overlap between
the glomeruli (see e.g. Figure 7.16c, images 4, 5).
As a result, sparseness scores (Equation 7.7) for Convex cone and VolumeSampling were consistently high (high mean and low standard deviation,
Figure 7.16a,b), while they were lower for GreedySpaceApproximation and
LeverageScoreSampling (Figure 7.16c,d): For the latter two algorithms, the
images often contained multiple glomeruli, leading to a larger number of pixels
different from zero and thus lower sparseness scores.
Sparseness, pure recovery and interpretability
For comparison, Figure 7.16e shows the top-16 principal components of
ArtificialMovie1: The principal component images have lower sparseness
scores than the images in X obtained by the column selection algorithms.
In particular, contrasting the sparse images obtained by the extreme vector
methods Convex cone and VolumeSampling (Figure 7.16a,b) and the PCA
solution (Figure 7.16e) visualises how sparseness in X can be a measure for
interpretability: For the two extreme vector methods, the images in X can
be interpreted as containing individual glomeruli, that, on real data, could
be identified and assigned names based on their position in the AL. The
corresponding time series, that have been selected into C, can be interpreted
as the signals of these glomeruli.
Clearly, the principal components do not allow for such an interpretation
(Figure 7.16e, cp. Section 4.4). Also, not any column selection method
leads to such interpretability as visualised by the lower sparseness in X for
GreedySpaceApproximation and LeverageScoreSampling (Figure 7.16c,d).
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Fig. 7.16. ArtificialMovie1: Images in the rows of X after CX factorisation with the
respective algorithm (c = 16). The colour scale is min-max (blue-red) separately for
each image. Rounded sparseness scores (Equation 7.7) are shown for each algorithm
(mean and standard deviation) and at the bottom of the individual images. a)-d)
Column selection algorithms (results for the randomised LeverageScoreSampling
are not identical to those in Table 7.8). In the rth image, the position of the selected
column (pixel) C (r) is marked with a white square. e) PCA (no column selection).
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While there was no significant correlation between pure recovery and mean
sparseness (Equation 7.7) in the rows of X, it nevertheless appeared as a trend
that high pure recovery was accompanied by high sparseness (Figure 7.17):
The algorithms lined up loosely along the diagonal.
Smaller variations in the sparseness score did not necessarily result from
differences in pure recovery, but the three algorithms with perfect pure
recovery on ArtificialMovie1, Convex cone, VolumeSampling and Local NNCX,
had also the highest mean sparseness in X (Figure 7.17a).
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Fig. 7.17. Plotting mean sparseness (Equation 7.7) of the rows of X vs. pure
recovery (Equation 7.4): Sparseness in X can be indicative of pure recovery
performance. All algorithms computed a CX factorisation with c = 16, the number
of pure sources signals. X- and y-values for Convex cone are marked with red lines.
a) ArtificialMovie1. b) ArtificialMovie2.
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7.5 Real brain activity movies
7.5.1 Data

Fig. 7.18. Consecutive raw images (Fura-2-dextran, 340/380) from a calcium
imaging movie of the honeybee AL.

Overview
The test dataset (unpublished data by Julia Rein; examples were shown
in [194]) consists of 11 brain imaging movies recorded from 11 different honeybees by calcium imaging of the AL with Fura-2-dextran staining (Section 4.1.3;
see Figure 7.18 for an example). For details about the experimental procedure,
refer to [166] where comparable data was recorded. The dataset is also used
later in Section 9.1 where further examples and glomerulus maps are provided.
Prior to performing the algorithms, all movies were subject to the preprocessing described in Section 9.1.4. After preprocessing, the movie matrices,
originally with different ranks and number of time points, all had rank k = 50.
Experimental protocol
Each of the 11 movies is a concatenation of measurements, either without
odour stimulation (spontaneous activity measurements recorded at 4Hz) or
measuring the response to an odour (recorded at 5Hz). The experimental
protocol consisted of blocks of the form ”spontaneous activity - odour response - spontaneous activity”, repeated four to five times. During the odour
response measurements, bees received either the odour nonanol or the odour
peppermint oil (one kind of odour per bee). As the spontaneous activity measurements were longer (500 time points) than the odour response measurements
(110 time points), the movies are dominated by spontaneous activity. As a
part of the experimental question, ALs were treated with octopamine that
can increase the standard deviation of glomerular spontaneous activity [166].
In terms of functional segmentation (Section 4.2.2), long periods of strong
spontaneous activity lead to glomerular signals that are almost perfectly
uncorrelated, as the glomeruli have individual spontaneous activity.
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Fig. 7.19. Visualisation of the sparseness in X achieved by the different algorithms.
Images in the rows of matrix X (first 10 rows) computed by CX factorisation of a
calcium imaging movie from the honeybee AL. The colour scale is min-max (bluered), separately for each image. The positions of the selected columns (pixels) are
marked by white squares. For the second part of this figure, see Figure 7.20.
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Fig. 7.20. Continuation of Figure 7.19: Images in the rows of matrix X computed
by CX factorisation of a calcium imaging movie from the honeybee AL. The colour
scale is min-max (blue-red), separately for each image. The positions of the selected
columns (pixels) are marked by white squares.
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7.5.2 Example for sparseness in X
Extreme vector methods and Local NNCX
Continuing the sparseness and interpretability analysis from the previous
Section 7.4.5, Figures 7.19 and 7.20 visualise the sparseness in X achieved by
different column selection strategies on a single honeybee imaging movie. For
the example, all algorithms computed a CX factorisation of the movie matrix
A with c = 10 columns selected into C, and the resulting c = 10 images in
the rows of X, computed as X := C † A, are shown (Figures 7.19 and 7.20).
Both, Convex cone and VolumeSampling (Figure 7.19) achieved very
similar results with sparse images in X that each contained only a small
number high pixel values (red) that were spatially contiguous, corresponding
to the position of a glomerulus (”single glomerulus sparseness”). The white
spots in the r = 1, . . . , 10 images X(r) mark the positions of the corresponding
C (r) that were selected by the algorithms. For both Convex cone and VolumeSampling, these white spots were always in the middle of the glomeruli,
i.e. at positions where we expect the pure signals that are not contaminated
by neighbouring signals.
In contrast, Local NNCX often selected pixels from the fringes of the
glomerulus regions (Figure 7.19) where the risk of selecting a mixed signal
is higher. Consequently, the regions with high pixel values were larger for
Local NNCX, highlighting not only a core of pure signal pixels, but a larger set
of pixels that also extended into a neighbour glomerulus (compare e.g. image
8 for Convex cone and image 10 for Local NNCX). Furthermore, Local NNCX
had the tendency to select signals from larger regions outside of the AL (image
1 for Local NNCX in Figure 7.19), which does also influence sparseness.
In the example, SiVM exhibited a performance similar to that of the other
extreme vector methods, but it selected two nearby signals (probably mixed
signals) from the same glomerulus (coloured black for readability; images 1
and 7 for SiVM, Figure 7.19), and this redundancy in C prevented a unique
least squares optimum for distributing the coefficients in X (cp. Section 7.4.5).
Recall that the downdating step that is not performed by SiVM (Section 5.4.1)
would effectively block pixels from the same glomerulus after one of them has
been selected (cp. also Section 7.4.4 regarding SiVM and downdating).
Central vector methods and clustering
Figure 7.20 continues the example by showing also the central vector methods
that rely on PCA/SVD. All three central vector methods, GreedySpaceApproximation, CX D and LeverageScoreSampling, did not achieve the
sparse X obtained by the extreme vector methods Convex cone and VolumeSampling (cp. Figure 7.19 and Figure 7.20). The positions of the white squares
indicate that GreedySpaceApproximation and LeverageScoreSampling consistently selected pixels from the fringes of the glomeruli (Figure 7.20), leading
to lower sparseness in the images of X.
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The same ”bleeding” effect (extension into a neighbour glomerulus) that
could already be observed for Local NNCX did also occur for GreedySpaceApproximation as it selected mixed signal pixels from areas of overlap
(compare image 8 for Convex cone, image 10 for Local NNCX and image 7
for GreedySpaceApproximation).
CX D performed better than the other central vector methods, but it
also selected pixels from the fringes of the glomeruli (images 2, 6, CX D,
Figure 7.20). Similar to Local NNCX, the central vector methods had a
predilection for non-glomerular regions from within larger regions of pixels
outside of the AL (e.g. image 9 for LeverageScoreSampling, Figure 7.20).
Also k-medoids selected such non-glomerular regions (e.g. image 2, Figure 7.20), as well as it selected pixels with potentially mixed signals from
the fringes of the glomeruli (Figure 7.20, k-medoids, e.g. images 5, 6), which
caused less sparse images in X.
7.5.3 Sparseness in X: Summary statistics
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Fig. 7.21. Mean and standard deviation of the sparseness scores (Equation 7.7) for
the 10 rows (images) in X. a) Single movie (Figures 7.19 and 7.20). b) Sparseness
scores pooled across all 11 movies. Statistical testing: Two-way ANOVA. There
was no interaction between the factors ”movie” and ”algorithm”. Algorithms were
significantly different (p < 2 ∗ 10−16 ). Post-hoc testing (Tukey’s HSD): Convex cone
and VolumeSampling were significantly different from all other algorithms.

The visual impression of the sparseness differences between the methods
can be formalised by the sparseness score (Equation 7.7). Figure 7.21a shows
mean (and standard deviation) sparseness scores for all algorithms and images
from Figures 7.19 and 7.20.
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Confirming the visual impression from Figures 7.19 and 7.20, Convex cone
and VolumeSampling achieved the highest mean (and lowest standard deviation) sparseness scores across all images. The performance of SiVM suffered
from a high standard deviation (caused by e.g. SiVM, image 1, Figure 7.19).
As expected, the central vector methods achieved lower mean (and higher
standard deviation) sparseness scores.
The observed trend, consistently higher sparseness scores for the extreme
vector methods Convex cone and VolumeSampling, could be confirmed on
pooled data where CX factorisation with c = 10 was performed separately
for all 11 imaging movies in the dataset (Figure 7.21b). Due to inter-movie
variability, standard deviations were higher on pooled data, but Convex cone
and VolumeSampling kept their leading position regarding sparseness in X.
Convex cone and VolumeSampling had a significantly higher sparseness score
than the other algorithms (Figure 7.21b).
7.5.4 Sparseness in X dependent on c
Figure 7.22a reveals that Convex cone had high or the highest sparseness for
all c, while also VolumeSampling and Local NNCX achieved high sparseness.
All column selection methods achieved higher mean sparseness than SVD
for the entire or almost the entire range of c (Figure 7.22a).
For higher c, mean sparseness decreased (Figure 7.22a) for all algorithms.
The decrease in mean sparseness for high c was accompanied by an increase
in standard deviation for the methods that had the highest mean sparseness
(Convex cone, VolumeSampling, Local NNCX): Figure 7.22b.
After all of the spatially concentrated glomerular signals (that led to sparse
images in X) had been selected, further, non-glomerular signals were selected
that scattered more broadly across the image plane, leading also to less sparse
images (see e.g. images 39 and 40 for Convex cone, Figure 7.23).
Figure 7.23 (Convex cone) and Figure 7.24 (Local NNCX) provide examples
for a larger number of columns, c = 40, where both algorithms had similar
sparseness scores (Figure 7.22). Comparing Figures 7.23 and 7.24, we see that
Convex cone finds a nested set of columns, whereas Local NNCX computes a
different subset for each c. Convex cone has extended the solution for c = 10
(Figure 7.19), whereas Local NNCX has found a different solution than for
c = 10 (Figure 7.19; s.a. Local NNCX’s dependency on c in Figure 7.22a).
The examples for c = 40 reveal also the limitations of the sparseness
score as an indicator for pure signal selection, at least on real movie data
where there are also non-glomerular signals that scatter more broadly in space.
Convex cone consistently selected (pure signal) pixels from the middle of the
glomeruli (Figure 7.23), and the reduced sparseness was mainly due to the
additional non-glomerular signals (e.g. images 39 and 40, Figure 7.23).
In contrast, Local NNCX frequently selected (mixed signal) pixels from the
fringes of the glomeruli (see e.g. images 8, 37, 33 (between two glomeruli), 35
(double cluster) in Figure 7.24).
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Fig. 7.22. CX factorisations of imaging movies by the algorithms (see legend).
For each c, a mean over 11 matrices X from the 11 movies is reported (whiskers:
standard deviation). a) Mean sparseness score (Equation 7.7) of the c rows/images
in X. b) Standard deviation of the sparseness scores for the c rows/images in X.
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Fig. 7.23. Images in the rows of X after CX factorisation with Convex cone, c = 40.
Same movie as shown in Figure 7.19, 7.20. The colour scale is min-max (blue-red),
separately for each image.
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Fig. 7.24. Images in the rows of X after CX factorisation with Local NNCX, c = 40.
Same movie as shown in Figure 7.19, 7.20. The colour scale is min-max (blue-red),
separately for each image.
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7.5.5 Diversity in C
All algorithms achieved diversity values (Equation 7.6) close to 1 for a range of
values for c (Figure 7.25). Nevertheless, differences could be observed between
the central vector methods and the extreme vector methods that more explicitly aim for a diverse set of vectors: For a wide range of c, the extreme vector
methods and Local NNCX maintained higher diversity scores than the central
vector methods LeverageScoreSampling, GreedySpaceApproximation and
CX D. Again, diversity values varied strongly for very low c, however results
became increasingly stable with rising c.

diversity1(C)

1.1

0.9
2

7

c

47

SVD

ConvexCone

LeverageScoreSampling

SiVM

CX_D

VolumeSampling

GreedySpaceApproximation

LocalNNCX

Fig. 7.25. Diversity(C) (Equation 7.6) achieved by the algorithms (see legend) for
different numbers of columns c. For each c, a mean over 11 matrices X from the 11
movies is reported (whiskers: standard deviation).
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7.5.6 Reconstruction accuracy
In Figure 7.22, all column selection algorithms achieved a higher sparseness
as compared to the SVD reference. Regarding CX reconstruction accuracy
(Equation 7.1), the column selection algorithms remained close to the optimal
reconstruction accuracy result by SVD (Figures 7.26a, 7.27a), suggesting that
increased sparseness was traded against negligible loss in reconstruction.
Again, GreedySpaceApproximation ranked first for the entire range of
c for CX, but lost its leading role once X was constrained to non-negativity
(NNCX reconstruction accuracy, Figures 7.26b, 7.27b). Here, the usual picture
emerged: Convex cone performed worse than the central vector methods for
low values of c, but it could catch up to GreedySpaceApproximation with
rising c (for CX), and it performed best, together with local NNCX, for the
NNCX case (Figures 7.26b, 7.27b).
VolumeSampling fell behind the other algorithms for larger c (Figure 7.26,
Figure 7.27). A slight drop in VolumeSampling’s performance for high c could
already be observed in the previous sections where c was increased up to the
known number of source signals (Section 7.4).
Both VolumeSampling (Section 2.3.6) and Convex cone perform downdating of matrix A for each r = 1, . . . , c and the downdated A contains
smaller values for higher c, which might play a role with respect to numerical
stability (s.a. Section 5.4.1). For smaller c, the sparseness results (see e.g.
Figure 7.19) indicate that VolumeSampling and Convex cone compute a very
similar column subset.
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Fig. 7.26. a) CX reconstruction accuracy (Equation 7.1). Mean (data points) and
standard deviation (whiskers) across all 11 honeybee imaging movies. All algorithms
(see legend) performed CX factorisation for different numbers of columns c. b)
NNCX Reconstruction accuracy (Equation 7.2).
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Fig. 7.27. Zoom-in for Figure 7.26. a) CX reconstruction accuracy (Equation 7.1).
Mean (data points) and standard deviation (whiskers) across all 11 honeybee
imaging movies. All algorithms (see legend) performed CX factorisation for different
numbers of columns c. b) NNCX Reconstruction accuracy (Equation 7.2).
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7.6 Concordance with manually selected points of
interest
7.6.1 Data
Finally, with regard to the applications in neurobiology (Chapter 9), it is
of interest to analyse how algorithmic column selection from imaging movie
matrices compares to manual column (pixel) selection by a domain expert,
which is a common data analysis method for imaging movies (Section 4.3.1).
Clearly, manual pixel selection does not involve explicit optimisation of a
norm reconstruction criterion. However, the glomerular signals contribute a
lot to the norm of the movie matrix (Section 4.2). As the test data from this
section has been used for a biological study on glomerular signals [59], we can
assume that the domain expert has focussed on selecting signals that could
be interpreted as being the pure (non-mixed) glomerular signals.
The evaluation was performed on calcium imaging movies from the honeybee AL (Fura-2-dextran staining, Section 4.1). The dataset is described and
analysed later in the section on odour concentration coding (Section 9.3) and
further details can be found in [59, 189].
Manual ”pixel of interest” selection (Section 4.3.1) was performed by a
domain expert (PhD student in neurobiology/neuroimaging). The selection
process was guided by visualisations of the correlation between neighbouring
pixels (”correlation image”, Section 4.3.1) and by visualisations of odour
response patterns using false-colour coded images [Appendix][59]. Pixels were
selected by mouse clicks in a GUI and pixel coordinates were logged to a file.
The column selection algorithms were applied to movies that had been
preprocessed as described in Section 9.1.4, however without movement correction so as to avoid image cropping and systematic coordinate shifts (with
respect to the manual solution) by image alignment. Instead, a subset of 12
movies with minimal or no animal movement was chosen for the evaluation.
Correlation images and coordinates of the manually chosen pixels were taken
from the material supplied with a PhD thesis in biology [59].
7.6.2 Evaluation criterion
For a visualisation of the results on a single movie, see Figures 7.28 and 7.29:
The domain expert has provided 13 pixel positions (green squares) corresponding to glomeruli that could be identified. As there can be more signals
in a movie, e.g. caused by artifacts or glomeruli that could not be identified,
all algorithms selected c = 30 pixels (magenta triangles).
The figures show the positions of pixels selected by the algorithms and by
the domain expert superimposed onto a correlation image (Section 4.3.1) of
the movie that was used to support manual selection. Indeed, the manually
selected pixels fit well to the structures visible on the correlation image
(Figures 7.28 and 7.29).
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ConvexCone

SiVM
human expert
algorithm
shortest distance

local_NNCX

CX_D

Fig. 7.28. Columns selected by a human expert (c = 13 glomerulus positions) and
by the respective CX algorithm (c = 30 pixels). The underlying movie is a calcium
imaging recording from the honeybee AL [59] and pixels are superimposed onto a
correlation image of the movie that was used by the expert for manual selection
(Section 4.3.1). This figure is continued in Figure 7.29.

Yellow lines indicate the distance dr from a manually selected pixel
(green square) to the closest pixel that was selected by the respective
pmanual
r
algorithm, palgorithm
(magenta triangle). The distance dr is computed as
l
dr := argminl

pmanual
− palgorithm
r
l

(7.8)

, and the pr are vectors of x-and y coordinates in the image plane. All pmanual
r
(green squares) are matched, but not necessarily to a unique palgorithm
l
(magenta triangle). Multiple assignments of the same palgorithm
to different
l
pmanual
are indicative of a ”pixel of interest” not found by the algorithm and
r
will result in large distances (yellow lines).
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Fig. 7.29. a) Second part of Figure 7.28. Columns selected by a human expert
(c = 13 glomerulus positions) and by the respective CX algorithm (c = 30 pixels). b)
Median and (bar height) and median absolute deviation (whiskers) of the distances
dr (yellow lines, Equation 7.8) in Figures 7.28, 7.29.

7.6.3 Example: Pixel selection on a single movie
Performance of extreme vector methods
Convex cone achieved the best match to the domain expert solution, as
visualised in Figures 7.28 and 7.29, and as measured by the dr : Convex cone
was the only algorithm that achieved consistently low distances (low median
and median deviation) to the manually chosen pixels (Figure 7.29d).
The other extreme vector algorithm, SiVM, performed also well with
respect to choosing pixels close to the manually selected points, however,
it again suffered from redundancy. For example, SiVM selected multiple pixels
from the same glomerulus or region in the correlation image (Figure 7.28),
which then led to other pixels being missed in a sample of size 30.
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As a result, SiVM achieved a similarly low median distance, however with a
large median deviation (Figure 7.29d) caused by the pixels that were missed.
VolumeSampling could not be performed as it terminated early due to
numerical problems (see Section 5.4.1).
Performance of central vector methods
The performance of the central vector methods, in particular GreedySpaceApproximation, suffered less from few large distances, but rather from
accumulating many smaller or medium distances.
As visible in Figure 7.29, GreedySpaceApproximation and LeverageScoreSampling did cover the glomerulus areas on the correlation image, but
especially GreedySpaceApproximation had also a tendency to select pixels
from areas between the glomeruli or from the fringes of the glomeruli, instead
of selecting them from the spatial middle of the glomeruli that was preferred
by the domain expert. Consequently, both algorithms consistently achieved
higher distances dr to the manual solution (Figure 7.29d).
CX D performed better than GreedySpaceApproximation and LeverageScoreSampling, but it also selected multiple pixels from the same glomerulus
or from the area between two glomeruli (Figure 7.28).
Performance of k-medoids and local NNCX
Similar results were obtained for k-medoids and local NNCX that both
selected pixels from the glomeruli, but not from the spatial middle of the
glomeruli, and with a tendency to select (mixed signal) pixels from areas of
overlap between glomeruli (Figures 7.28 and 7.29), also resulting in a larger
median distance (Figure 7.29d).
7.6.4 Summary statistics for all movies
Generalising the example above (single movie), the histograms in Figure 7.30a
summarise all distances dr (yellow lines) pooled over all 12 movies. Depending
on the movie, the domain expert selected different numbers of pixels (approx.
10-25). All algorithms selected c = 50 pixels from each movie.
Both, Convex cone and SiVM accumulated many small distances, leading
to histograms peaked at the left, where SiVM, as in the example above, also
caused a number of larger distances (Figure 7.30a), which is indicative of pixels
missed completely. CX D had a distance distribution that was also peaked at
the left, although not as pronounced as for Convex cone and also with a ”tail”
of larger distances at the right. The other column selection algorithms had
flatter distance distributions with an approximately equal number of smaller
and larger distances (Figure 7.30a).
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Fig. 7.30. a) Histograms of distances dr (yellow lines, Equation 7.8) achieved
by the respective algorithm (c = 50).
P Distances dr are pooled across all N = 12
movies. b) Sum of the distances,
r dr (sum of the yellow lines), in each of
N=12 movies: Displayed as median (bar height) and median absolute deviation
(whiskers). Convex Cone achieved a significantly lower summed distance than the
other algorithms. Statistics: Kruskal-Wallis rank sum test (p = 3.587 ∗ 10−6 ),
followed by post-hoc pairwise Wilcoxon rank sum tests with Holm correction: For
Convex Cone, all corrected p < 0.0044.
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While the histograms visualise the distribution of distances across all
movies, Figure 7.30b makes a statement about individual movies. The impression from Figures 7.28 and
P 7.29 was that Convex cone accumulates
the smallest summed distance r dr (smallest summed line length) to the
manual solution for a particular movie. Figure 7.30b confirms that this holds
consistently across the 12 movies: Convex cone had a significantly smaller
summed distance than the other algorithms, i.e. it resulted in the best
approximation to human pixel selection across movies.
7.6.5 Setting c on imaging movies
As the evaluation criterion measured the shortest distance to each manually
selected pixel (Equation
P 7.8), increasing c for the algorithms usually decreased
the summed distance r dr (summed length of the yellow lines). Thus, higher
c should be better up to the point at which all manually selected pixels have
been discovered by the algorithm.
Figure 7.31 shows mean (standard deviations in Table 7.12) summed
distances across all movies and for different values of c: For each movie, all
summed distances were scaled by dividing through the value for Convex cone
(c = 10). Then, distances for all movies were averaged.
Indeed, summed distances decreased with rising c for almost all algorithms
(Figure 7.31). The only exception to the general distance decrease was
local NNCX that, while performing well for small c, exhibited a distance
increase for c > 30, probably because larger column sets were harder to
optimise for the greedy heuristic. Recall further that the sparseness score
of local NNCX depended on c (Figure 7.22), with lower sparseness for small c,
suggesting that generally the choice of c influences the results of local NNCX.
Convex cone achieved low distances already for small c and decreased
its distance further than the other algorithms with rising c. A plateau was
reached at around c = 40 − 50 (Figure 7.31), when also standard deviations
were low (Table 7.12), i.e. the result was stable across movies. The plateau
at c = 40 − 50 suggests that this is good choice for the parameter c, at
least for this dataset (the number of signals/glomeruli can vary depending on
experimental parameters). The exact value for c is not a critical parameter
for Convex cone that computes a nested set of columns, which is in contrast
to local NNCX that computes a new c-subset for each c.
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7.7 Discussion
Convex cone and several state-of-the-art column selection algorithms were
evaluated with respect to the CX and NNCX (norm) reconstruction accuracy
criteria, and with respect to column interpretability as measured by pure
recovery. In the following, Sections 7.7.1-7.7.4 summarise the main results of
the evaluation. Section 7.7.5 relates these results to prior empirical work on
column subset selection. Particular emphasis was put on neuroimaging data,
and suitability of Convex cone for this application purpose is discussed in
Section 7.7.6.
7.7.1 ”CX 6= NNCX”
Based on consistent results from all analyses (machine learning datasets:
Section 7.2, Aβ mixture data: Section 7.3, artificial movies: Section 7.4, real
movies: Section 7.5) it can be stated that
1) ”SVD ≥ CX ≥ NNCX”: Trivially, CX reconstruction accuracy (Equation 7.1) achieved by an algorithm was always higher (≥) than NNCX
reconstruction accuracy (Equation 7.2), and CX reconstruction accuracy
was closer to the highest possible (for a given c) reconstruction accuracy
by SVD (see e.g. Table 7.1).
2) ”CX ; NNCX”: High CX reconstruction accuracy achieved by an algorithm does not in general imply high NNCX reconstruction accuracy. In
particular for larger numbers of columns c, some algorithms that were topranked for CX reconstruction accuracy, e.g. GreedySpaceApproximation,
performed clearly worse for NNCX (Figure 7.14, Figure 7.27).
Thus, augmenting any of the column selection algorithms proposed for CX
with post-hoc optimisation of a non-negative X 0+ does not in general lead to
a good NNCX algorithm.
7.7.2 Column interpretability
Divergence of CX reconstruction accuracy and pure recovery
Section 5.1 has motivated that interpretability is not only based on selecting
columns (with labels) that optimise norm reconstruction accuracy. Additional
column interpretability can be achieved by selecting pure signal columns, a
property that can be measured by pure recovery (Equation 7.4).
Once a larger amount of mixed signals was present in the artificial datasets,
i.e. in scenarios where pure recovery performance becomes relevant, pure
recovery was not correlated with CX reconstruction accuracy (Figure 7.10b,
Figure 7.12). Thus, algorithms that optimise CX reconstruction accuracy do
not in general optimise interpretability as measured by pure recovery, and
equivalent CX results can be quite different with respect to pure recovery.
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Sparseness in X visualises pure recovery and interpretability
On imaging movies, column interpretability could also be illustrated by the
sparseness of the corresponding images in X: A sparse image in X(r) with high
pixel values concentrated in a single glomerulus region allows for interpreting
the corresponding time series in C (r) as the signal of that particular glomerulus
(Figure 7.16).
Both on artificial (Figure 7.16) and on real movies (Figure 7.22a), the
column selection algorithms achieved higher sparseness in X than SVD.
However, not all column selection algorithms had equally high sparseness
scores, and tests on artificial movies revealed that the highest sparseness scores
were achieved by the algorithms that performed also best for pure recovery
(Figure 7.17).
7.7.3 Algorithms: Central vector and extreme vector methods
Central vector methods
Apart from the column selection constraint in CX, both CX and PCA/SVD
share the same norm error criterion that is to be optimised. The optimality
of PCA (Section 3.3.3) has inspired column selection strategies that choose
columns that are, by different measures, similar to the principal components: GreedySpaceApproximation, LeverageScoreSampling and CX D (Section 2.3). As the principal component vector is a central vector in that goes
through the mean of the data cloud (Section 3.3), these methods were named
central vector methods.
Extreme vector methods
A different column selection paradigm is to select extreme vectors from the
convex hull. This is the stated goal of SiVM and Convex cone. Both aim to
select extreme vectors in order to span a large volume (SiVM = ”Simplex
Volume Maximisation”), which is the stated goal of VolumeSampling that
aims at a large volume (which can be spanned by extreme vectors). These
three methods were named extreme vector or volume maximisation methods.
Central vectors for CX, extreme vectors for NNCX
For all CX/NNCX analyses (Sections 7.2, 7.3, 7.4, 7.5), the central vector
methods, led by GreedySpaceApproximation, achieved high or the highest
CX reconstruction accuracies. For small c, the central vector methods performed also well for NNCX, but they failed to increase their NNCX reconstruction accuracy much further with rising c. The highest NNCX reconstruction
accuracies for large c were consistently reached by the extreme vector methods.
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Extreme vector methods lead to more diversity in C
A diagnostic measure was the diversity of the columns in C (Equation 7.6),
revealing that the central vector methods selected less diverse (more correlated) subsets than the extreme vector methods (Figure 7.6b, Figure 7.9).
The higher diversity allowed the extreme vector methods to increase NNCX
reconstruction further with rising c : At each iteration, they added a new
”generating column” to C, i.e. a (pure signal) column that was almost
uncorrelated with the previously selected columns (⇒ diversity(C) ≈ 1,
Figure 7.6b).
The central vector methods selected columns that, while being different,
were nevertheless more correlated with the previously selected columns (⇒
diversity(C) ≈ 0.9, Figure 7.6b). Scenarios with a high percentage β of
mixed signal columns revealed that this reduced diversity was likely due to
preferring mixed signal (central) columns over pure signal (extreme) columns
(Figure 7.9). As, for NNCX, the less diverse column subsets could not be
compensated for by the flexibility of a mixed-sign X, the central vector
methods could not reach the high NNCX reconstruction accuracy level of
the extreme vector methods.
Extreme vectors and reconstruction for small c
For larger c, we realise the potential for perfect NNCX reconstruction if we
select all extreme vectors (theorem 1, Section 2.1.5). However, if, for example
c = 1, a point close to the mean of the data cloud can likely account for the
largest number of other data points, and in general not any small c-subset of
the extreme vectors optimises reconstruction accuracy for a given c. Hence,
the extreme vector methods had comparably low reconstruction accuracies if
c was small, but they could catch up to (CX) and outperform (NNCX) the
central vector methods with rising c (see e.g. Figures 7.13, 7.14).
Extreme vectors for pure recovery
Section 5.1 has motivated that column interpretability rests on selecting
columns that contain pure signals. Following the convex cone view, Section 5.1
has further argued that pure signal vectors are extreme vectors, which should
favour the extreme vector methods.
To test this, artificial data with implanted pure and mixed signals (Sections 7.3, 7.4) was utilised, revealing that indeed the extreme vector methods
performed better for pure recovery (Equation 7.4), a measure for pure signal
selection. With increasing percentage of mixed signal columns β, the central
vector methods decreased their pure recovery scores, while the extreme vector
methods could maintain high pure recovery levels for the entire range of β (Aβ
data, Figure 7.7).
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k-medoids resembles the central vector methods
k-medoids clustering is neither a dedicated column selection method (but
see [57, 33] for applications of clustering in matrix factorisation/CX), nor does
it explicitly select cluster medoid columns based on PCA. Still, k-medoids
exhibited a decline in pure recovery with rising percentage of mixtures (Aβ
data, Figure 7.7), rendering it closer to the central vector methods than to
the extreme vector methods.
local NNCX: Less robust against mixtures and dependent on c
local NNCX successfully implemented its NNCX norm error optimisation
objective, which resulted in high NNCX reconstruction accuracy (Section 7.2).
Like the extreme vector methods, local NNCX achieved high pure recovery
scores on the Aβ data for low percentages β of mixed signal columns (Section 7.3). However, unlike the extreme vector methods, it was not robust
on data with high β, which led to decreased pure recovery performance
(Figure 7.7).
As it optimised a different c-subset for each c, local NNCX exhibited a
non-linear dependency on c, with different sparseness results (Figure 7.22), or
different concordance with human column selection (Figure 7.31) depending
critically on the exact value for c: For example, in Figure 7.31, the optimal
value for c was not the highest, but an intermediate value.
On the positive side, this allowed local NNCX to avoid the low reconstruction
accuracies for small c that were characteristic for the extreme vector methods
(see e.g. Figure 7.13).
7.7.4 Performance of Convex cone
Empirical arguments
Like other extreme vector methods, Convex cone did not achieve high reconstruction accuracies for low c (s.a. Section 7.7.3). For all datasets (Sections 7.2, 7.3, 7.4, 7.5), Convex cone could, however, increase CX, and
especially NNCX reconstruction accuracy with rising c.
The strengths of Convex cone lie in NNCX reconstruction (for high c)
and pure recovery (Equation 7.4) performance as demonstrated by first ranks
for both criteria on the artificial datasets (Figures 7.10, 7.12) and the best
tolerance against increasing the percentage of mixtures (regardless of c, Aβ
data, Figure 7.7).
Together with Local NNCX, Convex cone achieved also the highest NNCX
reconstruction accuracies for real imaging movies (Figure 7.27), as well as
the highest sparseness in X for the entire range of c (Figure 7.22). On real
imaging movies, Convex cone had also the best concordance with human pixel
selection (Figure 7.30).
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Structural arguments
Also structural arguments speak in favour of Convex cone. Local NNCX is a
randomised strategy and it returns a non-nested set of columns: Changes in c
can lead to a completely different column set, whereas Convex cone deterministically adds one additional column with every increase in c, returning a
nested column set. Local NNCX proved also to be computationally expensive
and its optimisation strategy runs the risk of getting stuck in a local optimum,
in particular when the data, and thus the initial column subset, contains many
mixed signal columns (Figure 7.7).
Through not performing a downdating step (analysed in Section 7.4.4),
SiVM was less robust against mixtures and redundant columns (Figure 7.28)
than Convex cone.
VolumeSampling was consistently slower than Convex cone, which was
also expected from computational complexity considerations (Section 5.3.3).
VolumeSampling exhibited also numerical problems related to computing the
characteristic polynomial (Section 5.4.1), such that it could not be performed
on all datasets.
In summary, Convex cone had a consistently high performance for pure
recovery, it could achieve high NNCX reconstruction accuracies, it follows a
strategy that is easy to implement and did not lead to numerical problems,
it had consistently low computation times, and proved to be robust against
high numbers of mixed signal and redundant columns.
7.7.5 Relationship to prior work
New column selection paradigms
The consideration of signal mixtures and column interpretability through
selecting pure signal columns (Section 5.1) is a new contribution to the field
of column subset selection, as is the empirical evaluation of this aspect.
Interpretability by selecting columns is a typical motivation named in papers
on CX (e.g. [135, 33, 40]), but, as typically, no further specification of
interpretability that would go beyond selecting columns is given.
The interpretability aspect related to extreme vector selection is motivated
in [198, 201], but not followed by evaluation of robustness against signal
mixtures, pure recovery or related measures.
First larger-scale CX/NNCX comparison
Prior to the evaluation in this chapter, no larger-scale empirical evaluation
of many different column selection strategies for CX and NNCX had been
performed. In particular, for NNCX only one empirical result was known [115],
which indicated that Local NNCX (targeted at NNCX) could outperform LeverageScoreSampling (targeted at CX) for NNCX reconstruction accuracy.
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Extending this result, this work has contributed a systematic evaluation of
CX and NNCX performance for different column selection algorithms, revealing groups of algorithms with similar properties (s.a. Section 7.7.3 above) that
are more (extreme vector methods) or less (central vector methods) suited for
NNCX.
Comparison to other empirical results for CX/CUR
In a recent study [200], an empirical comparison of CUR decompositions (CX
extended to column and row selection, Section 2.1.3) was performed on data
from the data mining and machine learning literature, i.e. resembling the data
from Section 7.2 rather than the imaging movies.
The competitors were CUR algorithms based on SiVM, LeverageScoreSampling and GreedySpaceApproximation, and the evaluation criterion was
2
CUR reconstruction accuracy, which is based on kA − CU RkF r , analogous to
CX reconstruction accuracy. In [200], SiVM was found to achieve a better
CUR reconstruction accuracy than both GreedySpaceApproximation and
LeverageScoreSampling. On comparable data in Section 2.1.3, SiVM was
en par with these algorithms for CX and could outperform them for NNCX
reconstruction accuracy, e.g. on Jester (Figures 7.1, 7.2).
Empirical evidence for good CX reconstruction accuracy of GreedySpaceApproximation was provided in [40]: GreedySpaceApproximation outperformed (the measured quantity was kA − CXkF r / kA − Ak kF r , i.e. with
respect to the rank-k approximation Ak by SVD) a variant of LeverageScoreSampling [31].
Consistently high CX reconstruction accuracy for GreedySpaceApproximation could be confirmed in the evaluation (Sections 7.2, 7.3, 7.4, 7.5).
Equal or slightly superior CX reconstruction performance of the deterministic CX D over the randomised LeverageScoreSampling was reported in [132]
for standard machine learning datasets. This is compatible with the similar CX
performance that both algorithms achieved on comparable data in Section 7.2,
while on mixture data, that was not tested in [132], CX D could result in lower
CX reconstruction than LeverageScoreSampling (see e.g. Figure 7.10b).
7.7.6 Application to neuroimaging data
Several criteria are relevant regarding the application to neuroimaging data,
namely 1) the ability to reconstruct an imaging movie as measured by
NNCX reconstruction accuracy (Equation 7.2), 2) column interpretability
(Section 5.1.4) as measured by pure recovery (Equation 7.4), 3) sparseness
in X as measured by the sparseness score (Equation 7.7), and 4) concordance
with manual pixel selection from imaging movies as measured by the distance
dr (Equation 7.8).
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1) Imaging movies have a ”NNCX structure”, i.e. they can be described by a
mixture model involving non-negative combinations of pure source signals
(Section 4.2.3). Solving NNCX can be seen as a parametrisation of the
mixture model, where the model’s parameters, the columns in C (Tgen in
0+
Equation 4.2) and the non-negative coefficients in X 0+ (Sgen
) are learned
from the data.
2) In biological data analysis, the task is to observe how the pure signal
of an identified glomerulus (column interpretable as a biological unit)
changes e.g. in response to a treatment or with odour concentration (s.a.
Section 9.3), rather than to observe a mixture of glomerulus signals which
is a technical artifact of the recording process (column not interpretable
as a biological unit).
3) Sparseness in X is an indicator for pure recovery, and it captures the
visual aspect of interpretability (Figure 7.16): A single, small and locally
contiguous cluster of high coefficients in X(r) allows for interpretation of
the corresponding C (r) as the signal of a single neural unit.
4) Apart from the more technical criteria, concordance with human pixel
selection from imaging movies is a good indicator for practical usefulness
and for the acceptance of a column selection solution by domain experts.
For 1)-3), the extreme vector methods performed better than the central
vector methods (see Section 7.7.3 above). In particular, Convex cone achieved
consistently high scores for all three criteria, providing also a fast and
robust solution (see Section 7.7.4 above). Convex cone has been evaluated on
artificial and real imaging movies with favourable results (Sections 7.4, 7.5),
and it also performed best regarding criterion 4, concordance with human
pixel selection (Section 7.6).
Based on the results of the evaluation, extreme vector methods, and in particular Convex cone, appear suitable for signal selection from imaging movies
as demonstrated by applications to neuroimaging data in Chapter 9: The
imaging movies used in Chapter 9 are honeybee AL recordings with the dye
Fura-2-dextran, exactly like the movies from the evaluation (Sections 7.5, 7.6).

8
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Publication
Martin Strauch, C. Giovanni Galizia: ”Fast PCA for processing calciumimaging data from the brain of Drosophila melanogaster.”, pp. 3-10, CIKM
Workshop on Data and Text Mining in Biomedical Informatics (DTMBIO),
Oct 24th 2011, Glasgow, UK, ACM, 2011 [191]
A preliminary version of the test environment used in this section was
presented in [191]. I developed all computational methods, analysed data and
wrote the paper.

Overview
This chapter evaluates column selection schemes for FastPCA (Algorithm 9
from Section 6.2), contrasting the common uniform and column norm probabilities with the new covariation probabilities from Section 6.2.3.
After an introduction to the test environment (Section 8.1), Section 8.2
analyses the different probability distributions for column sampling on imaging movies, visualising them in the image plane. Then, approximate PCA
is performed by column sampling based on the probability distributions:
Section 8.3 reports on the typical measures for approximate matrix methods,
running time and norm reconstruction error. Sections 8.4 and 8.5 then analyse
error measures connected to the weighted Nyström scheme with a priori
information (Section 6.2.2). Finally, Section 8.6 analyses the influence of the
parameter k, the number of principal components, and Section 8.7 summarises
and discusses the results.

8.1 Test environment
8.1.1 Algorithms
Four variants of PCA were evaluated: Exact PCA and approximate PCA with
three different column sampling schemes. In all cases, NIPALS-style PCA
(Algorithm 10 from Section 6.2) was used to compute principal components.
The sampling variants relied on the FastPCA framework (Algorithm 9
from Section 6.2). For column sampling, the three sampling schemes from
Section 6.2.3 were employed within FastPCA: Uniform sampling with puniform
j
(Equation 6.6), column norm sampling with pnorm
(Equation 6.7), and covj
ariation sampling with pcov
(Equation 6.8).
j
Uniform sampling is the most common column sampling scheme for
Nyström-type methods (see Section 2.4.2). Column norm sampling corresponds to the method by Mahoney&Drineas [64] (Section 2.4.1) that can
provide upper bounds on the error of the approximation by column sampling.
Finally, covariation sampling is the new sampling scheme proposed in Section 6.2. It incorporates a priori information about the data, explicitly taking
the spatial aspect of imaging data into account.

8.1 Test environment
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8.1.2 Datasets
The evaluation concentrates on imaging data (Section 4.2) for which we can
rely on a priori information as specified in Section 6.2.1. Imaging data was
recorded from different organisms and with different experimental techniques.
In all cases, datasets were centered by subtracting the mean from each pixel.
•

•

•

”Drosophila2D” [191] was recorded with (two-dimensional) confocal microscopy using the genetically expressed dye G-CaMP (Section 4.1.3). Movie
dimensions are 19, 200 pixels × 1, 440 time points. The movie shows both
the left and right AL of the fruit fly Drosophila melanogaster.
”Drosophila3D” [191] shows a single Drosophila AL recorded with threedimensional two-photon microscopy [96], also using G-CaMP. Dimensions
are 147, 456 pixels (organised into 9 z-layers) × 608 time points. Drosophila3D originally contained a smaller number of pixels in a threedimensional volume that were expanded and discretised to pixel time series
in 9 z-layers.
”Honeybee2D” is two-dimensional confocal data taken from the dataset
described in Section 7.5.1. Staining was performed with Fura-2-dextran
(Section 4.1.3). The movie shows a single AL from the honeybee Apis
mellifera. The dimensions are 18, 200 pixels × 3, 550 time points.

The datasets were obtained by aligning and then concatenating a series
of measurements recorded in the same animal (see Section 4.2.1). For Drosophila2D and Drosophila3D, series of odour response measurements were concatenated. Honeybee2D is a concatenation of odour response and spontaneous
activity measurements.
All datasets share the common properties of imaging data as described in
Section 4.2, but they differ with respect to the amount of noise and signal
pixels (see the following Section 8.2).
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8.2 Visualisation of probability distributions
8.2.1 Drosophila2D and Drosophila3D

Fig. 8.1. a) Drosophila2D. From left to right: Still image from the movie, probability
distribution for pnorm , probability distribution for pcov . The colour scale ranges from
blue (pixel sampling probability = 0) to red (probability = 1). 5% pixel samples
taken from the respective distributions are superimposed in black. b) Still image,
pnorm and pcov for Drosophila3D. The 9 z-layers are ordered from left (bottom) to
right (top). The spiral structures are artifacts of the two-photon recording technique.

Figure 8.1 visualises the probability distributions defined by column
norm probabilities pnorm (Equation 6.7) and by covariation probabilities pcov
(Equation 6.8) on imaging movies from the Drosophila AL. Pixels (columns)
with low sampling probability appear in blue, and pixels with high sampling
probability appear in red.
Figure 8.1a shows probability distributions for Drosophila2D. As the left
and right ALs are already clearly visible on a single image from the movie,
column norm probabilities pnorm are a suitable criterion for distinguishing
e.g. the ALs from background. Covariation probabilities pcov give rise to a
similar picture, but there is a clearer division into very low and very high
probabilities, where the latter are concentrated in the two ALs.
A 5% percent pixel sample (superimposed in black) shows that in both cases
we can achieve an adaptive resolution, where pcov more efficiently distributes
a small pixel sample, such that the ALs are densely covered (Figure 8.1a).
Norm probabilities identify a larger area of AL tissue as being different from
background, whereas covariation probabilities suggest that locally correlated
signals are only present in the central part of this area.

8.2 Visualisation of probability distributions
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Similar results are obtained in Figure 8.1b for Drosophila3D. Also for
Drosophila3D, column norm probabilities pnorm follow the structure visible on
a single image, and pcov again leads to a sparse image, i.e. high probabilities
are concentrated in relatively few pixels.
8.2.2 Honeybee2D

Fig. 8.2. Probability distributions pnorm and pcov for Honeybee2D. The colour scale
ranges from blue (probability = 0) to red (probability = 1). In all cases, a 5% pixel
sample is superimposed in black. a), b) Probability distributions on Honeybee2D
without preprocessing. c), d) Probability distributions for Honeybee2D with
additional preprocessing, z-score normalisation for pcov , and z-score normalisation
followed by spatial filtering with a Gaussian kernel for pnorm .

For the Drosophila examples, pnorm leads to a useful non-uniformity
structure. This is, however, different on the Honeybee2D data shown in
Figure 8.2a: Again, high probabilities are concentrated in few pixels, however
these (red) pixels are located in the corners of the image and likely represent
an artifact. The artifact is part of this particular recording, but similar effects
do occur in other recordings of this type. Covariation sampling proved to be
more robust against artifacts, and based on pcov we can visualise the shape of
the AL and the glomeruli (Figure 8.2b).
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It is clear that additional preprocessing can modify both distributions. For
example, estimates of similarity between neighbouring pixels (time series) can
be further improved by z-score normalisation (Section 1.4), which is equivalent
to computing pcov not on the covariance but on the correlation matrix.
The artifacts in the corners of the image (Figure 8.2a) could not be
removed by subtracting the mean from each pixel. Instead, they turned out to
be caused by high standard deviations, allowing to remove the artifacts with
z-score normalisation. For the column norm criterion, z-score normalisation
alone would be detrimental as it uniformises not only the standard deviation,
but also the norm: After z-score normalisation, all columns have mean µ = 0
and standard deviation σ = 1. Additional spatial filtering lets information
from neighbouring columns influence the column norm, and it renders pnorm
more similar to pcov : In Figure 8.2c, the shape of the AL becomes visible also
for pnorm . However, the clearer partition into high probabilities within the AL
and close-to-zero probabilities outside is still achieved by pcov (Figure 8.2d).
Figure 8.2 also demonstrates how an adaptive resolution by sampling is
superior to ranking and thresholding: Taking only the top-c probabilities can
lead to a column set which contains all pixels from a few glomeruli (high
probabilities, red pixels), and runs the risk of missing other regions of the AL
completely.
8.2.3 CDFs for data-dependent distributions on imaging movies
In Figure 8.3a, the probability distributions are visualised as Cumulative
Distribution Functions (CDFs): Here, F (x) = P (X norm ≤ x) is the probability
that the random variable X norm has a value lower than or equal to x.
Comparison with the CDFs of artificially generated distributions (Figure 8.3b) shows that both norm and covariation probabilities define distributions that are more similar to an exponential than to a uniform distribution.
Thus, incorporating a priori information, using either pnorm or pcov , leads to
a non-uniform distribution over the pixels of an imaging movie.
The slope of the CDF does not report on the ”biological meaningfulness” of the underlying distribution - this could be assessed based on
Figures 8.1 and 8.2. Rather, the slope of the CDF shows how suitable
a distribution is for sampling a small amount of pixels. A steep slope in
the CDF indicates that the few lowest values for x already yield a high
cumulated probability F (x). Then, the majority of columns has sampling
probabilities close to zero, helping to focus on a small set of columns with
higher probabilities.
In Figure 8.3a, both norm and covariation probabilities define a distribution over the pixels with many close-to-zero probabilities. The slope of the
CDFs is steeper for Drosophila2D than for Honeybee2D. On Drosophila2D,
both norm and covariation probabilities give rise to a steeper slope in the
CDF than for the exponential distribution, and the steepest slope occurs for
covariation probabilities (Figure 8.3a).

8.2 Visualisation of probability distributions
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In Drosophila2D, the ALs, that contain the signals, cover only a small
part of the image. Consequently, there are many pixels with close-to-zero
probabilities outside of the AL where pixel time series are not correlated with
their neighbours in space and where the columns have lower norms.
For the sake of a fair comparison, Honeybee2D was preprocessed in a way
that suits norm probabilities, using z-score normalisation and spatial filtering
(as in Figure 8.2c). Then, similar non-uniform CDFs can be obtained for both
norm and covariation probabilities on Honeybee2D (Figure 8.3a). As the AL
covers almost the entire image in Honeybee2D, there are fewer close-to-zero
probabilities, but the CDFs still have rather steep slopes, and they resemble
the CDF of an exponential distribution.

Fig. 8.3. a) Cumulative distribution functions (CDFs) for the norm random
variable X norm and the covariation random variable X cov on the Honeybee2D and
Drosophila2D datasets. For both X norm and X cov , Honeybee2D was preprocessed by
z-score normalisation and spatial filtering. b) For comparison, CDFs for uniformly
and exponentially distributed data.
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8.3 Norm error and computation time
8.3.1 Performance measures
Quality
bk of the data matrix A by
The norm error of the rank-k reconstruction A
FastPCA(A, k) with k principal components is (equivalent to Equation 2.9
with R := A):
bk ) :=
NormError(A

bk
A−A

(8.1)
Fr

As a baseline, NormError(Ak ) := kA − Ak kF r is reported for the rank-k
reconstruction Ak by exact PCA.
bk ) does not take the a priori information into account (this
NormError(A
follows in Section 8.5), but it is a standard measure that can report on how
close the approximate solution by column sampling is to the exact solution.
Computation time
Time consumption for computing k = 30 principal component was recorded
for all algorithms on all datasets. The algorithms were implemented in Java
using the Parallel Colt library for matrix operations [212]. Results are reported
as mean running time (and standard deviation) based on 10 repetitions
measured on a machine with an Intel Core Duo T6400 (2GHz) processor.
Time consumption is reported for all computation steps, i.e. including precomputation of the sampling probabilities and the final matrix multiplication
to obtain also V T (Algorithm 10 from Section 6.2).
8.3.2 Results for Drosophila2D and Drosophila3D
bk ) and computation time on the two DrosoFigure 8.4 reports NormError(A
phila datasets for the different sampling schemes and for varying numbers of
columns c. On both datasets, all variants of FastPCA with column sampling
were substantially faster than exact PCA.
Both non-uniform sampling strategies, pnorm and pcov , outperformed uniform sampling in that they achieved a lower norm error across a range of
values for c, where pcov performed best for Drosophila2D and pnorm achieved
the lowest error for Drosophila3D.
With increasing c, the norm error of the the approximate PCA methods
decreased and approached the level of exact PCA. The choice of sampling
probabilities became less relevant with increasing c, but on Drosophila2D
pcov performed better than pnorm and puniform even for samples sizes of 25%
of the number of columns (Figure 8.4a).

8.3 Norm error and computation time
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The non-uniform sampling schemes allowed for good norm errors, characterised by small mean norm errors and small standard deviations (error bars),
already for small sample sizes.
Uniform sampling led to higher mean norm errors and also higher standard
deviations. Uniform sampling was more susceptible to fluctuations in sample
composition when c was low, whereas targeted sampling based on the norm
or covariance criterion allowed for more stable results across the entire range
of c.

Fig. 8.4. Comparing exact PCA and FastPCA with the three column sampling
bk ) (Equation 8.1) for
schemes (see legend): Computation time and NormError(A
k = 30 principal components and varying numbers of sampled columns c (expressed
in relation to the total numbers of columns n). a) Drosophila2D. b) Drosophila3D.
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8.3.3 Results for Honeybee2D
Figure 8.5 summarises time consumption and norm error for Honeybee2D.
Evaluation was performed directly on the untreated Honeybee2D, and on a
version of the dataset that was preprocessed in a way that favours norm probabilities, using z-score normalisation and spatial filtering (as in Figure 8.2c).
As on Drosophila data, time consumption was clearly lower for all sampling
schemes than for exact PCA. Again, the norm error decreased with increasing
c and quickly approached the error level of exact PCA.

Fig. 8.5. Comparing exact PCA and FastPCA with the three column sampling
schemes (see legend) for k = 30 on Honeybee2D. a) Computation time
bk ) (Equation 8.1). Honeybee2D was preprocessed by z-score
b) NormError(A
normalisation and spatial filtering (see Figure 8.2c) to allow a fair comparison with
bk ) on Honeybee2D without preprocessing.
column norm sampling. c) NormError(A

8.3 Norm error and computation time
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As already visible from the distributions in Figure 8.2, Honeybee2D has
a different non-uniformity structure, and is less sparse, than the Drosophila
datasets. For Honeybee2D, columns that are correlated with their neighbours
in space or that have (after appropriate preprocessing) a high norm, are
distributed over a relatively large area, which increases the chance of selecting
them at random. Consequently, while non-uniform sampling still led to smaller
norm errors for small c, the difference to uniform sampling was not as
pronounced as for Drosophila data (cp. Figures 8.5 and 8.4).
Interestingly, preprocessing to suit norm probabilities had different effects
depending on the sample size (Figure 8.5b). Sampling with pcov performed
better than the other sampling strategies for small c, whereas uniform and
norm sampling were better for larger sample sizes, while equal performance
was achieved for sample sizes in the order of 5-7% of the columns.
This trend can be explained by the distribution defined by the covariation probabilities (see Figure 8.2b). With increasing sample size, covariation
sampling first decreases the norm error more quickly, as it targets all of the
large glomeruli. When sample size is increased further, it tends to sample
more and more pixels from the glomeruli (also visible in Figure 8.2b), which
prevents sampling pixels from non-glomerular regions that also contribute to
the norm.
Without preprocessing, the picture was quite different (Figure 8.5c):
Sampling with pcov achieved the lowest error across the entire range of c,
and sampling according to pnorm led to a norm error that was even higher
than for uniform sampling. Column norm sampling is clearly susceptible to
preprocessing or the lack thereof. For example, when the column norms are
dominated by artifacts in the corners of the image (Figure 8.2a), sampling
based on column norms cannot cover the rest of the image appropriately with
a given number of c columns.
8.3.4 Sample size vs. running time
Figure 8.6 visualises the relationship between sample size and running time for
a range of realistic sample sizes that give rise to practically useful speedups.
Sample sizes correspond to the ones from Figures 8.4 and 8.5, where also the
respective norm errors were shown.
The relative speedup varied depending on the dataset and on the number
of columns. For example, on Drosophila2D a three percent column sample
reduced running time to about three percent of the time needed for exact
PCA. The speedup then improved with increasing c, and a ten percent column
sample reduced computation time to about five percent of the time needed for
exact PCA. The speedup for Drosophila2D and Honeybee2D (curves below
the diagonal, Figures 8.6a,c) was better than for Drosophila3D (curve above
the diagonal, Figure 8.6b), the largest of the three datasets.
Theoretically (Section 6.3.2), running time depends on the dimensions of
the data matrix and on the number of principal components (here, k = 30).
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In practice, also implementation and hardware issues play a role, e.g. whether
multiplications with large matrices are efficiently parallelised.
Small variations in running time between the different column sampling
strategies can be explained by different convergence times of the iterative
PCA, in combination with the time needed for computing the probabilities.
In general, the different column sampling strategies did, however, not cause
significantly different running times.
The final multiplication with the full matrix A (see Algorithm 10 in Section 6.2.4) did not dominate the computational load of FastPCA (Figure 8.6) as
it needs to be computed only once at the end (Algorithm 10, line 15) and as it
does not depend on c. While computing only matrix U is the faster approach,
computing a full factorisation including V T (last step in Algorithm 10) does
not add much to the running time in practice.

Fig. 8.6. a) - c): Speedup by column sampling. Percent of the time needed for exact
PCA vs. percent of the total number of columns. All column sampling methods (see
legend) computed k = 30 principal components. Running times comprise all steps of
FastPCA, including the final matrix multiplication (last step in Algorithm 10; time
consumption also shown separately by the red, dashed line).
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8.4 Properties of the column samples
Column selection strategies that lead to similar results for the norm error
criterion (Equation 8.1) can be distinguished based on another criterion,
which, in this work, involves the a priori information about local covariances
between neighbouring columns (pixels). Such columns, which are likely to
contain biologically relevant signals from the glomeruli, should not be missed
during sampling.
Approximate PCA with column sampling allows for small norm errors
using different sampling schemes (Section 8.3), and this section evaluates
the properties of the resulting column samples, measuring how many of the
”important” columns are in the sample.
Recall from Section 6.2.3 that L = fspatial (K) is a modified pixels ×
pixels covariance matrix that is very sparse and contains only non-zero entries
for columns that are neighbours in space. Using Nyström notation (as in
Section 2.2.1), we deal with an exact local covariance matrix L and its
b based on c columns. Matrix L
b can be approximated as
approximation L
follows:


Lc
LT21
b=
L
(8.2)
T
L21 (L21 L−1
c L21 )
Here, Lc is the c × c submatrix containing covariances between the c
columns in the sample, and L21 contains covariances between the c columns
b are
and the remaining n − c columns, while the remaining entries of L
computed by Nyström extension. For an analysis of the column sample alone,
without regarding extension to other columns, define the Lc Error as


Lc LT21
(8.3)
Lc Error = L −
L21 0
Fr
The Lc Error measures the contribution of the covariances involving the c
selected columns to the entire local covariance matrix L. Figure 8.7 shows
the Lc Error on all datasets for varying numbers of columns c. For all
column sampling schemes, the error decreased with increasing sample size
c, an effect that was, however, much more pronounced for the non-uniform
sampling probabilities. Not surprisingly, covariation sampling with pcov , that
is explicitly targeted at the Lc Error criterion, consistently achieved the
smallest error on all datasets.
Again, the different non-uniformity and sparseness structure of the datasets became visible. For the Drosophila datasets, a large part of the norm
of L is concentrated in few columns, such that sampling with pcov allowed
to reduce the Lc Error quickly with increasing c (Figure 8.7). The Lc Error
was also lowest for pcov on Honeybee2D, however here the norm of L was
distributed over many more columns. While it would be possible to reduce
the error almost to zero for Drosophila2D, this would require impractically
high sample sizes on Honeybee2D.
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Fig. 8.7. Development of Lc Error (Equation 8.3) with increasing number of columns
c (in relation to the total number of columns n). Lc Error values are scaled (divided
by kLc k). Column sampling schemes: see legend. a) Drosophila2D. b) Drosophila3D.
c) Honeybee2D with additional preprocessing by z-score normalisation and spatial
filtering. d) Honeybee2D without preprocessing.

The column samples produced by norm and covariation sampling were
bk ) (Section 8.3), however it turned
comparable with respect to NormError(A
out that these norm errors were achieved by quite different column samples.
Following its objective, covariation sampling did indeed lead to column
samples in which the (biologically relevant) columns, that are engaged in
local covariation, were overrepresented.
On all datasets, uniform sampling decreased the Lc Error only very slowly
with increasing c. Uniform sampling performed clearly worse than norm
sampling, except for Honeybee2D without preprocessing (to suit norm probabilities). Without preprocessing, performance of norm sampling fell back even
behind uniform sampling (Figure 8.7d).
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8.5 Weighted error criteria
8.5.1 Criteria
Covariation sampling allows for fast PCA approximations with low norm
errors (Section 8.3). If we accept the premise that the columns from L that
have large norms are the biologically relevant ones, covariation sampling
indeed succeeds in selecting the relevant columns preferentially (Section 8.4).
bk ) for the selected
Does this biased sampling translate into lower NormError(A
columns?
Weighted Nyström error
Where the Lc Error analyses mainly the composition of the column sample,
the question is now to which extent the selected columns can be used to
extrapolate the rest of the matrix. The theoretical criterion of interest would
be the weighted Nyström error
b
ErrWeighted Nyström = L − L

(8.4)
Fr

(equivalent to Equation 6.1), i.e. the difference between the exact local
covariance matrix L = fspatial (K) and its approximation based on the column
b
sample, L:


Lc
LT21
b
L=
(8.5)
T
L21 (L21 L−1
c L21 )
ErrWeighted Nyström corresponds to the common error criterion for Nyströmtype methods. However, it is of theoretical interest only. First, neither covariance matrix, K or L, is constructed explicitly within the FastPCA framework
(Section 6.2.4). Instead, the principal components are computed directly
from the selected columns, circumventing the costly construction of a large
covariance matrix. Second, due to the known sparseness structure of L, it can
even be easier to compute L exactly than to approximate it as in Equation 8.2.
Weighted norm error
A criterion that is more relevant for practical application is the weighted norm
bk by PCA (equivalent to
error for the approximated rank-k reconstruction A
Equation 6.2 with R := A):
b = gspatial (A − A
bk )
WeightedNormError(A)

(8.6)
Fr

Here, gspatial (Equation 6.5) weights the jth column with a factor wj :=
1 + L(j) . Thus, any error will become more expensive (≥), but especially
the columns with large norms in L will contribute more to the overall norm
error, making it more relevant to reduce the error for these (relevant) columns.
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Increase in norm error by weighting
In order to ensure that differences in the weighted norm error are not conbk ) (Equafounded with baseline differences for the unweighted NormError(A
tion 8.1), it is helpful to regard the increase in norm error by weighting:

bk )) :=
∆( WeightedNormError(A
bk ) − NormError(A
bk ) ) / NormError(A
bk )
( WeightedNormError(A

(8.7)

bk )) is zero.
If no change occurs by weighting, ∆( WeightedNormError(A
Positive values indicate that the weighted error is larger than the unweighted
bk )) = 1.
error, a doubling leading to ∆( WeightedNormError(A
8.5.2 Results: Weighted Nyström error
Results for ErrWeighted Nyström are reported in Figure 8.8. For computational
reasons, all datasets were reduced to rank k = 50 by exact PCA prior to
the measurements. Then, each dataset contained only 50 time points but still
the full number of pixels. Having equal rank for all datasets improved also
comparability, allowing perfect reconstruction of all datasets for c = 50.
Also for ErrWeighted Nyström , the non-uniform sampling probabilities performed better than uniform sampling, however the margin of separation was
smaller than for the Lc Error criterion. Covariation sampling led to smaller
errors than column norm sampling for Drosophila2D and Honeybee2D, and to
approximately equal errors for Drosophila3D. Again, column norm sampling
was not better than uniform sampling on Honeybee2D if no preprocessing was
applied (Figure 8.8d).
Going beyond evaluating to which extent the selected columns contribute
to the norm of L, the ErrWeighted Nyström criterion considers also extrapolation
from the column sample to all other columns. In principle, extrapolation can
be performed with any sufficiently sized c-set of columns, e.g. by multiplying
the exact covariances in L21 with a Lc based on c randomly selected columns.
With respect to ErrWeighted Nyström the column selection strategy is less
relevant, as extensive computation is performed to extrapolate the covariances
between columns that were not selected. Still, covariation sampling achieved
consistently the lowest errors (equal to norm sampling on Drosophila3D) on
all datasets (Figure 8.8).
8.5.3 Results: Increase in norm error by weighting
bk )) (EquaFigure 8.9 shows the development of ∆( WeightedNormError(A
bk ))
tion 8.7) with increasing sample size c. Generally, ∆( WeightedNormError(A
was reduced for larger sample sizes, but for all three datasets a plateau was
reached when the unweighted norm errors approached the level of exact PCA.
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Fig. 8.8. ErrWeighted Nyström (Equation 8.4) for increasing numbers of columns c.
All values are scaled (divided by kLk). Prior to the measurements, all datasets
were reduced to rank k = 50. Column sampling schemes: see legend. a)
Drosophila2D. b) Drosophila3D. c) Honeybee2D with additional preprocessing by
z-score normalisation and spatial filtering. d) Honeybee2D without preprocessing.

Non-uniform probabilities achieved smaller increases of the error by weighting than uniform probabilities. Again, norm sampling only exceeded the
performance of uniform sampling if preprocessing by z-score normalisation
and spatial filtering was applied (Figure 8.9).
bk )) was achieved by
Across datasets, the lowest ∆( WeightedNormError(A
covariation sampling (Figure 8.9). Thus, selecting columns with high norms
in L preferentially, as in covariation sampling, did indeed lead to smaller
weighted norm errors for these columns.
As known from the analysis of the Lc Error (Figure 8.7), covariation
sampling quickly drains the limited pool of columns with high probabilities pcov
on the Drosophila datasets when c grows. As a consequence,
j
bk )) reaches a plateau or can even grow on these
∆( WeightedNormError(A
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datasets (Figure 8.9) for larger c when the bulk of the columns with high pcov
j
has already been selected.
An interesting aspect of Figure 8.9 is that the increase in norm error
by weighting (Equation 8.7) is a criterion for which approximate PCA can
be superior to exact PCA. On most datasets (Figure 8.9b-d), covariation
sampling achieved errors lower than those of exact PCA already for small
sample sizes c. While exact PCA is guaranteed to achieve the optimal solution
bk ) (Section 3.3.3), this does not
with respect to the unweighted NormError(A
bk ), unless the weights are applied to A and
hold for the WeightedNormError(A
exact PCA is computed on a modified version of A.
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Fig. 8.9. Norm error increase by weighting, ∆( WeightedNormError(A
(Equation 8.7), for varying numbers of columns c (in relation to the total number of
columns n). Column sampling schemes: see legend. k = 30 principal components
were computed. a) Honeybee2D (without preprocessing). b) Honeybee2D (with
preprocessing). c) Drosophila2D. d) Drosophila3D.
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bk )
NormError(A
So far, the number of principal components has remained unchanged at k = 30
for all datasets and analyses. While the column selection step itself is not influenced by k, both norm error and weighted norm error could change depending
on k. Figures 8.10, 8.11 and 8.12 visualise the effects of changing k on the three
bk ) (Equation 8.1) and
test datasets. Performance measures were NormError(A
b
∆( WeightedNormError(Ak )) (Equation 8.7). Two scenarios were considered,
a lower k = 10 and a higher k = 50.
A strong effect of changing the number of principal components was
visible for uniform sampling. Across datasets (Figures 8.10a, 8.11a and 8.12a),
uniform sampling performed better (as compared to k = 30, Figure 8.4) if only
k = 10 principal components had to be computed. While uniform sampling
bk ) than the other sampling methods
still led to a much higher NormError(A
for the smallest sample size, it could catch up as c increased. For higher c, all
sampling methods led to comparably small unweighted norm errors.
However, for a larger number of principal components, k = 50, the
picture had changed: Across datasets (Figures 8.10b, 8.11b and 8.12b), only
bk ) to the level of exact
covariation sampling could reduce the NormError(A
PCA with the highest sample size. While uniform sampling performed well on
Honeybee2D (Figure 8.10b), it could never reach the low norm error level
of the other methods on Drosophila2D (Figure 8.10b) and Drosophila3D
(Figure 8.12b).
Also covariation sampling was affected by the choice of k. When only
k = 10 principal components were sought, covariation sampling performed
worse than the other sampling methods, while it led to much smaller, and in
most cases the smallest (Figures 8.10b, 8.11b for all c, Figure 8.12b for high
c), norm errors for k = 50.
bk )
Uniform sampling for NormError(A
If only the top 10 principal components are of interest, even uniform sampling
bk ) for sufficiently sized samples. The principal
can result in low NormError(A
components with the largest eigenvalues are the lines of closest fit for a large
number of data points (Section 3.3), i.e. these data points are also hard to
miss.
If, however, small samples sizes, and thus large speedups are desired,
uniform sampling is not appropriate. Likewise, uniform sampling is not
suitable if also the principal components with lower eigenvalues (higher k)
should be computed. While many glomeruli can already be accounted for
by the top principal components (see Figure 4.5), the lower eigenvalues are
relevant for accurately estimating the correlation structure in imaging movies.
For several studies on honeybee imaging data [20, 189, 166, 21], setting k = 50
was necessary to capture the entire signal content in the movies.
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Weighted norm error
In contrast to the observed changes in absolute norm error, k had only little
effect on the increase in norm error by weighting (Figures 8.10, 8.11 , 8.12):
For both k = 10 and k = 50, covariation sampling achieved the lowest values,
followed by column norm and uniform sampling. These results correspond to
the results obtained for k = 30 (Section 8.5).
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Fig. 8.10. Drosophila2D. Performance of the column sampling schemes (see legend)
for different rank-k reconstructions of Drosophila2D. Performance measures are the
bk ) (Equation 8.1) and the increase in norm
unweighted norm error NormError(A
bk )), Equation 8.7; error of exact PCA
error by weighting (∆( WeightedNormError(A
set to 1), followed over a range of values for c, the number of columns. a) A low k,
k = 10. b) A high k, k = 50.
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Fig. 8.11. Honeybee2D. Analogous to Figure 8.10: Performance of the column
sampling schemes (see legend) for different rank-k reconstructions of Honeybee2D
(with preprocessing). Performance measures are the unweighted norm error
bk ) (Equation 8.1; error of exact PCA set to 1) and the increase in
NormError(A
bk )), Equation 8.7), followed over
norm error by weighting (∆( WeightedNormError(A
a range of values for c, the number of columns. a) A low k, k = 10. b) A high k,
k = 50.
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Fig. 8.12. Drosophila3D. Analogous to Figure 8.10: Performance of the column
sampling schemes (see legend) for different rank-k reconstructions of Drosophila3D.
bk ) (Equation 8.1, error of exact PCA set to 1) and the increase in
NormError(A
bk )), Equation 8.7), followed over
norm error by weighting (∆( WeightedNormError(A
a range of values for c, the number of columns. a) A low k, k = 10. b) A high k,
k = 50.
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8.7 Discussion
Approximate PCA with FastPCA (Algorithm 9 from Section 6.2) was evaluated using three different column sampling schemes: The common uniform
sampling (Equation 6.6) and column norm sampling (Equation 6.7), as well
as the new covariation sampling (Equation 6.8).
The focus of the evaluation was on imaging movies and weighted error
criteria with weights specified by fspatial and gspatial (Equations 6.3, 6.5).
Both functions assign higher weights to columns that are deemed relevant
according to the a priori information about imaging movies.
8.7.1 Steeper slopes in the CDFs for data-dependent sampling
Analysis of the three probability distributions on imaging data (Section 8.2)
showed that the data-dependent column norm and covariation sampling led to
slopes in the CDFs that were clearly steeper than for a uniform distribution.
I.e., both data-dependent criteria were distributed in a non-uniform way on
imaging data.
8.7.2 Smaller unweighted norm errors with data-dependent
sampling
On imaging data, sampling with the data-dependent column norm and
bk )
covariation probabilities led to lower unweighted norm errors NormError(A
(Equation 8.1) than uniform sampling (Section 8.3). This was especially pronounced for small sample sizes c and large numbers of principal components
k (Section 8.6). Uniform sampling can be appropriate for large sample sizes
(and thus smaller speedups) in combination with low k, i.e. if only the top-few
principal components are sought (Section 8.6).
Generally, the more non-uniform the structure of a dataset, the larger
bk ) became for uniform sampling (Sections 8.3, 8.6). For example,
NormError(A
signals are concentrated in a confined region of the image for Drosophila2D
(Figure 8.1a), and this clearly non-uniform structure makes it hard to capture the relevant columns with a small, random sample. When signals are
scattered across a larger area as for Honeybee2D (Figure 8.2), the more
uniform structure permits better norm errors based on uniform sampling (cp.
Figures 8.10, 8.11).
8.7.3 Comparable speedup for uniform and data-dependent
column sampling
The additional time required for precomputing the non-uniform probabilities
turned out to be negligible in practice (Section 8.3, Figure 8.6 ), as computations are cheap and need to be performed only once.
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All sampling schemes achieved approximately the same speedups, enabling
computation time savings that, for the lower range of c, were proportional
to sample size: For example for Drosophila2D, sampling c = 0.03n of the n
columns reduced computation time to approximately three percent of the time
required for exact PCA, regardless of the sampling scheme (Section 8.3).
8.7.4 Covariation sampling accumulates columns that have a high
norm in L
Analysing the properties of the column samples revealed clear differences
between the three sampling schemes (Section 8.4): With increasing sample
size, covariation sampling reduced the Lc Error (Equation 8.3) more quickly
than the other sampling schemes.
The Lc Error reflects the amount of columns in the sample that are
correlated with their neighbours and that thus contribute much to the norm
of the local covariance matrix L = fspatial (K) (Section 6.2.3). Covariation
sampling is aimed at the Lc Error criterion and consequently leads to column
samples that are strongly biased towards columns with high norms in L.
8.7.5 Smaller errors for the relevant columns
Utilising the a priori information about imaging data (Section 4.2.2, Section 6.2.1), we can give greater weights to columns (pixels) that are correlated
with their neighbours in space and that likely contain relevant signals.
The error for relevant columns with high weights was evaluated using the
bk )) (Equation 8.7), the increase in norm
criterion ∆( WeightedNormError(A
error by weighting, a measure that is independent of the absolute unweighted
norm error level.
bk )) than
Covariation sampling achieved a lower ∆( WeightedNormError(A
the other sampling schemes (Section 8.5). Thus, the sampling bias towards the
relevant columns with high weights, as measured by Lc Error, translated into
a lower error in the PCA reconstruction for these (relevant) columns. This
confirms the theoretical expectations regarding a lower error for the sampled
columns (Equation 6.3.1).
8.7.6 Weighted Nyström error
The weighted Nyström error,

b
L−L

(Equation 8.4), is expressed with
Fr

respect to the local covariance matrix L (Equation 6.4). For practical application, approximating L does not make sense. Due to the sparse nature of L,
b
it can be computed exactly at costs that are smaller than that of obtaining L
by Nyström extension.
Here, the weighted Nyström error was employed as a theoretical measure
that captures how well the column sample is suited to extrapolate the
remaining entries of L by Nyström extension.
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Completing a covariance matrix by Nyström extension (Section 2.2.1)
involves information from all columns (multiplication of the selected columns
with all other columns), making the composition of the column subset
less relevant. Still, covariation sampling outperformed the other sampling
strategies for this measure, albeit with a smaller margin of separation than
for the other error criteria (Figure 8.8).
8.7.7 Number of columns c
The FastPCA framework allows for a dynamic resolution, changing c smoothly
between the extremes of a fast and an accurate solution. A way of choosing c
bk ) falls below a predefined threshold,
would be to increase c until NormError(A
e.g. expressed in percent of the error incurred by exact PCA.
A compromise between speed and accuracy could also consist of applying a ”scree plot” or ”elbow” criterion to the error plots (e.g. Figures 8.10, 8.11, 8.12) to find a number of columns c starting from which
bk ) by increasing c is negligible. For
the further reduction in NormError(A
example, in Figure 8.12a, both column norm and covariation sampling achieve
bk ) for increases of c up to c = 0.025n,
the greatest reduction in NormError(A
suggesting 2.5 percent of the columns as a good sample size.
For smaller sample sizes, e.g. c = 0.01n, uniform sampling led to large unweighted norm errors NormError(Ak ), whereas the data-dependent sampling
schemes achieved unweighted norm errors that were already acceptable,
allowing for very fast approximations (Figures 8.10, 8.11, 8.12).
For determining c, also the number of principal components k becomes
relevant. Generally, if more principal components should be computed (higher
k) at the same level of accuracy, this requires larger c (as visible from
Equation 2.24 in Section 2.4.1; cp. also Figure 8.10a,b).
8.7.8 Dependency on the number of principal components k
bk ), norm sampling performed better than coWith respect to NormError(A
variation sampling for small k when only the top-few principal components
were sought (Figures 8.11, 8.12). Choosing the largest norm columns, and
thus the highest variance columns, results in a bias towards the top principal
components that explain most of the variance. This bias is more pronounced
for norm sampling than for covariation sampling that selects columns because
they co-vary and not because of their high variance.
For high k, when also principal components with lower eigenvalues had to
be computed, the situation was, however, reversed. Then, covariation sampling
bk ) (Figures 8.11, 8.12). The bias towards columns
achieved lower NormError(A
with large norms prevents norm sampling from selecting columns that contribute to the lower-eigenvalue principal components.
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8.7.9 Optimising two criteria
Covariation sampling optimises the weighted norm error by explicitly selecting
columns with probabilities proportional to the columns’ weights, i.e. their
involvement in spatially local covariance (Section 6.2.1). As covariance implies
a certain degree of variance, covariation sampling is related to norm sampling
and does not neglect the unweighted norm error, leading to good performance
also here, in particular for high k (Section 8.6). Thus, for imaging movies, covariation sampling can optimise two criteria, the weighted and the unweighted
norm error, simultaneously, and performance for the weighted norm error can
help to decide between solutions with an equivalent unweighted norm error.
8.7.10 Conclusions
bk ), non-uniform sampling with column norm
For the unweighted NormError(A
and covariation sampling outperformed uniform sampling (Section 8.7.2). The
non-uniform sampling probabilities were easy to compute, such that nonuniform sampling did not increase running time in practice (Section 8.7.3).
These findings add more details to previous results [128] claiming that uniform sampling can outperform column norm sampling on standard reference
data. First, for (imaging) data with a non-uniform structure, non-uniform and
data-dependent sampling is advantageous with respect to achieving low errors
with small column samples.
Second, the column norm criterion is very sensitive to preprocessing, and
without preprocessing column norm sampling can indeed perform worse than
uniform sampling (Figures 8.2, 8.5, 8.9).
Finally, while uniform sampling can be appropriate for small numbers of
principal components k, which is a common application case, its performance
decreases for larger k, a range that is relevant for imaging data (Section 8.7.2).
Following the theoretical considerations from Section 6.3.1, FastPCA can
achieve a lower error for the sampled columns than exact PCA. This is
particularly useful when informed sampling accumulates columns in the
sample that are relevant for the application purpose. In the evaluation on
imaging data, FastPCA with covariation sampling was employed to select
relevant columns with high weights preferentially. This was, indeed, successful,
as documented by the Lc Error (Section 8.7.4). Accumulating these highweight columns allowed covariation sampling to achieve the lowest weighted
bk )) (Section 8.7.5).
norm errors as measured by ∆( WeightedNormError(A
If a column importance criterion is known a priori, or a posteriori after
one pass over the data, we thus can selectively reduce the error of approximate
PCA for the important columns by sampling with probabilities proportional
to the columns’ importance (weight). This is in contrast to column norm
sampling that targets the overall norm error of the approximation (Section 2.4.1), where, in the worst case, the entire error could be concentrated
on the columns that are deemed important.
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Overview
This chapter documents application cases for column selection on neurobiological data. Section 9.1 demonstrates how NNCX and Convex cone (Chapter 5)
can be employed for signal selection from and visualisation of honeybee brain
imaging data.
Column selection with Convex cone is also the algorithmical basis for
a real-time imaging system (Section 9.2) that allows for novel, interactive
experiments in the honeybee AL.
Section 9.3 documents practical applicability of NNCX/Convex cone and
the visualisation methods from Section 9.1 in biological research: A data
analysis project on imaging movies from the honeybee AL provides new
insights on the interplay of odour identity and concentration coding in the
(honeybee) brain.
Finally, Section 9.4 utilises Convex cone for an unsupervised feature
selection task. The application case is a natural chemosensor, the antenna
of the fruit fly Drosophila melanogaster, that can be accessed by calcium
imaging and that can serve for medical diagnostics.

9.1 Signal selection and visualisation for honeybee imaging data
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9.1 Signal selection and visualisation for honeybee
imaging data
Publication
Martin Strauch, Julia Rein, Christian Lutz, C. Giovanni Galizia: ”Signal
extraction from movies of honeybee brain activity by convex analysis: the
ImageBee plugin for KNIME.”, BMC Bioinformatics, 14:(Suppl 18):S4,
2013 [195] (extended journal version of a conference paper [194])
This section is based on (and contains figures from) [194, 195]. I developed
all computational methods, performed programming and wrote the paper.
Christian Lutz contributed to programming and Julia Rein recorded calcium
imaging data.
9.1.1 Introduction
The column selection strategies developed in this work can be applied to the
brain imaging datasets described in Chapter 4, in particular calcium imaging
movies from the honeybee AL. This section is restricted to the technical
implementation. The tools developed here are the basis for the real-time
imaging system (Section 9.2), and they have been used for the biological
papers that are summarised later in Sections 9.3 and 9.4.
The NNCX column selection framework and the Convex cone algorithm
(Section 5.2) allow to turn the motivations from Section 4.7 into practice:
These are accurate signal estimation by selecting pure signal columns, automation of the signal selection process, as well as visualisation of brain activity
by low-rank reconstruction of the movie matrix (Figure 9.5).
An important application is functional segmentation, i.e the construction
of glomerulus maps (Figure 9.2) based on imaging movies.
Below, Section 9.1.2 outlines how Convex cone can be applied to honeybee
imaging movies, selecting a pure signal pixel from each glomerulus and
averaging over pixels from the same glomerulus to remove noise.
Section 9.1.3 introduces the ImageBee plugin for KNIME that contains
implementations of Convex cone, FastPCA and other tools for analysing
imaging data. Section 9.1.4 presents KNIME workflows for honeybee imaging
data that can be used for signal selection and visualisation, and that also
serve as methods part for the data analysis project in Section 9.3. Finally,
application examples are shown in Section 9.1.5, followed by conclusions in
Section 9.1.6.
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9.1.2 Signal selection with Convex cone
NNCX on imaging data
For processing an imaging movie from the honeybee AL, we are interested in
a factorisation of the movie matrix into factors with a temporal and factors
with a spatial interpretation (Equation 4.1 from Section 4.2): We want to
approximate the movie matrix A (with m time points and n pixels) as
Am×n ≈ T m×c S c×n + N

(9.1)

, where matrix T contains c time series and matrix S contains c images. In
addition, consider the noise term N .
Following the mixture model for imaging movies (Section 4.2.3), assume
further that S is non-negative, and that T ∈ A, i.e. the pure glomerulus signals
are contained in the columns of the movie matrix and can be selected. Without
the noise term, that will be dealt with below, this is a NNCX factorisation
(Section 2.1.2) that can be solved with Convex cone (Algorithm 8).
As seen in the evaluation in Chapter 7, Convex cone succeeds in selecting
pure signal columns on (imaging) data with mixtures, which renders it a
suitable algorithm for the task. For signal selection from honeybee imaging
movies we can thus compute [T := C, S := X 0+ ] = Convex cone(A, c).
Then, T contains c time series that can be used as input for higher-level
data analysis as demonstrated later in Section 9.3. Matrix S (see Figure 9.1 for
an example) contains information about glomerulus shape, overlap and where
in space the signals from T are located. Successful selection of pure signals into
T leads to sparse images in S (cp. Section 7.4.5) that allow for interpretation
of the time series and images as the signal and shape of glomeruli.
Further, Ac = T S is a rank-c reconstruction of the original movie A that
can be used for visualisation purposes.

Fig. 9.1. Top-10 rows of matrix S as obtained by Convex cone (Algorithm 8)
performed on a calcium imaging movie of the honeybee AL (as in Section 7.5.1).
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Fig. 9.2. Clustering (functional segmentation) to obtain a glomerulus map and
the effect of postprocessing. a) Clustering induced by S. Positions of the columns
in T are marked by grey spots. b) Visualisation of the postprocessing step: All
columns (black points) from matrix A projected onto T (0) . The tl , marked in red,
are projections of the columns in T . The projection of T (0) is t0 . In order to remove
the residual noise N from T (0) , the average over all points right of the threshold line
is computed. c) Alternative visualisation of the postprocessing step: All columns
from A projected onto T (0) and T (1) . The tl are signal estimates before, and the b
tl
are signal estimates after averaging over the coloured points that are closest to the
respective extreme point. d) Clustering after postprocessing, i.e. after averaging to
form the b
tl . Pixels that do not contribute to any of the averages are set to white.
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Functional segmentation: Glomerulus maps
The results of Convex cone immediately give rise to a functional segmentation
(Section 4.2.2) of A: Figure 9.2a shows the clustering induced by S, which can
be interpreted as a map of the glomeruli. In the clustering induced by S, each
pixel is assigned to the row of S (see Figure 9.1) for which it has the highest
value. This gives rise to spatially contiguous clusters that are centered around
the positions of the columns in T (grey pixels). Clusters touch each other,
and in these border regions, where the signal is a mixture of neighbouring
glomeruli, pixels are assigned to the cluster with the strongest contribution.
The induced clustering in Figure 9.2a discards most of the information
about mixtures encoded in S. One problem affects visualisation: Glomeruli
can appear bigger than they actually are due to mixtures and light scatter,
and cluster overlap can change the shape of glomeruli on the map. This makes
it difficult to compare and to match glomerulus maps from different bees.
Another issue is signal estimation: The columns in T are not mixed with other
source signals, however they are still affected by the noise N . For imaging
movies, this is photon shot noise that affects each pixel individually. The
noise can be dealt with by averaging over all pixels from the same glomerulus,
which leaves the common signal intact and removes the noise. The rows of S
(Figure 9.1) contain the necessary information about which pixels ”belong”
to a glomerulus. Both issues can be addressed by a postprocessing step.
Postprocessing step: Improving maps and signal estimation
The postprocessing step that averages over all sufficiently pure columns with
the same signal is visualised in Figures 9.2b-d. Matrix A is projected onto
the first selected basis signal in column T (0) . On the line in Figure 9.2b, the
projection of T (0) is an extreme point and the projections of the remaining
T (l) ∈ T are situated on the other end of the line. In order to average over all
pixels that are closer to T (0) than to any other of the T (l) , we need to average
over the points right of the threshold line. The average is denoted as Tb(0) .
Another visualisation is Figure 9.2c: Here, matrix A is projected onto the
column vectors T (0) and T (1) , the first two signals in T . Both projections,
t0 and t1 , end up at the extremes of the two ”arms”. Averaging over the
coloured pixels in Figure 9.2c is a strategy to average over (in approximation)
the maximum number of pixels without including a mixed signal pixel. The
averages b
t0 and b
t1 are shifted towards the middle, where the other tl lie, but
a safety margin is kept in order not to include mixed signal pixels.
Now matrix Tb contains averaged column vectors, and the corresponding
b
S is computed by setting pixels to zero that do not contribute to the averages
in Tb. The result is shown in Figure 9.2d: Again, the induced clustering is
b In Figure 9.2d, all pixels that contribute to
formed that now depends on S.
(l)
b
a particular average T appear in the same colour, and pixels that do not
contribute to any of the averages remain white.
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The entire procedure is analogous to thresholding the images in the rows
of S (see e.g. Figure 9.1), keeping only the highest pixels values in each image
so as to remove glomerulus overlap and noise. The clusterings (Figures 9.2a,d)
b
are compact visualisations of the matrices S and S.
In summary, we can directly treat an imaging movie with NNCX-type
column selection as [T := C, S := X 0+ ] = Convex cone(A, c), but in
practice it is helpful to relax the column selection constraint in postprocessing.
Columns with the same pure signal (plus noise) occur more than once in a
movie. Relaxing the column selection constraint by allowing averages over
these redundant columns is an efficient way of removing the noise.
Setting parameter c
As Convex cone finds a nested column subset, it is not harmful to set c to
values larger than the number of source signals in the movie.
However, the value for c can be relevant for the postprocessing step. If c
exceeds the number of signal sources in the movie, Convex cone will proceed
to select columns even after the last biological signal has been selected. These
excess columns can influence the postprocessing step that averages over all
columns that are more similar to the current T (l) than to any other column
in T . The more columns there are in T , the smaller the number of columns
to average over will become for each T (l) , which leads to smaller clusters
on the glomerulus map. This is, however, only relevant for values of c that
substantially exceed the number of signal sources in the movie.
In practice, a broad range of values may be chosen. Apart from choosing c
such that the norm reconstruction error drops below an acceptable threshold
(cp. Figure 7.27 for norm reconstruction on honeybee imaging movies), a good
heuristic is to set c to a value somewhat above the expected number of signal
sources in the movie. Knowing that there are about 30 glomeruli that can
be visible in a honeybee AL recording (see also the AL model in Figure 4.1a
from Section 4.1), c = 40 − 50 is appropriate, accounting for the fact that also
non-glomerular signals can be selected (see Figure 9.1).
This is supported by the data from Section 7.6.5 where choosing c > 40
led only to marginal improvements with respect to approximating human
column selection. The appropriate value for c depends also on experimental
parameters, such as the number of different odours that were used in the
experiment, as this determines whether few or many glomeruli (signal sources)
are active and thus visible.

228

9 Applications to neuroimaging data

9.1.3 The ImageBee plugin for KNIME
Implementations of the methods developed here are available as a plugin,
ImageBee, for the data pipelining environment KNIME [24]. ImageBee serves
as a practical implementation of signal selection with Convex cone and the
related visualisations, glomerulus maps and low-rank reconstructed movies.
Additional tools for data processing, such as temporal and spatial filters or
correction for animal movement, are provided.
The focus of data processing with ImageBee is on Fura-2-dextran recordings from the honeybee AL. The modular principle of KNIME makes it,
however, possible to extend the software, e.g. by integrating new algorithms
that improve a certain part of the pipeline or by including additional readers
for novel kinds of data such as from multi-photon microscopy. Image analysis
pipelines can be modified and rearranged to fit a particular data type that
might require specialised preprocessing.
Integration into KNIME allows also for further data analysis steps based
on the numerous methods from data mining and machine learning that are
already available in KNIME, or that are accessible via connection to the R
platform [117] and ImageJ [1].
ImageBee is available via the KNIME update site1 , and installation
instructions, along with example workflows, are available for download2 .
For internal handling of image data in KNIME, ImageBee utilises the
libraries of the KNIME Image Processing (KNIP) framework3 . Matrix operations were implemented using the CERN Colt4 and Parallel Colt [212] matrix
libraries for Java.
ImageBee adds the following nodes to the KNIME node repertoire:
Algorithms ”SamplingPCA” node: Exact and approximate PCA by column sampling
(FastPCA, Algorithm 9), ”CCIPCA” node: Incremental PCA [213] from
Section 9.2, ”ConvexCone” node: Convex cone (Algorithm 8).
Preprocessing Normalisation nodes ”Zscore” and ”FoldChange”, filter nodes ”SpatialFilter” and ”TemporalFilter”, ”ImageArithmetic” node: add/subtract
movies imagewise (e.g. treatment - control), ”Stabiliser” node: correction
for shifts between images (due to animal movement) by cross correlation.
Helper nodes Nodes for displaying AL maps (e.g. ”ShowRoom”), constructing low-rank
approximated movies in a false-colour scale, etc.
1
2

3
4

http://tech.knime.org/update/community-contributions/nightly
http://tech.knime.org/imagebee-analysing-imaging-data-from-thehoneybee-brain
http://tech.knime.org/community/image-processing
http://acs.lbl.gov/software/colt/
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9.1.4 KNIME workflows for glomerulus maps and low-rank
reconstructed movies
A KNIME workflow consists of several nodes that are selected and arranged
by the user. Each node implements a function, e.g. a preprocessing step or an
algorithm. Connecting the nodes by edges determines the order of execution,
and data that has been read by a reader node is then channelled through a
series of processing nodes. With the new nodes from the ImageBee plugin
it becomes possible to construct workflows for signal selection from and
visualisation of imaging data.
Reading movie data and aligning images
The workflow in Figure 9.3 is designed for ratiometric imaging data (Fura2-dextran staining) from the honeybee AL (Section 4.1). It follows the
signal selection strategy outlined in Section 9.1.2, employing Convex cone
(Algorithm 8) as a main algorithm.
In Figure 9.3, data in the ”.vws” format of TillVision imaging systems
is read by the node VWSReader. For ratiometric data, VWSReader can be
configured to automatically compute the ratio of matching 340nm and 380nm
measurements. An imaging movie usually consists of different submovies, e.g.
one for each experimental treatment, all recorded in the same bee.
The Stabiliser node (Figure 9.3) corrects for possible offsets between the
individual submovies or images by correlating them, determining the optimal
corrective shift. Such offsets can occur when the animal moves, and this is
most likely at the transitions from one submovie to the next. The standard
case is to check only for offsets of a few pixels, and only at the transitions
between submovies, which can be done quickly. Stabiliser also supports a more
time-consuming alignment of all individual images from the movies.
For the algorithms, we regard a movie matrix A with m time points
and n pixels that is obtained by concatenating all aligned submovies (s.a.
Section 4.2). For data storage and analysis, we keep the submovie structure,
i.e. the output tables of the nodes contain submovies in the rows. At any point
in the workflow, the TableCellViewer node (from KNIP) can be attached to
inspect the current version of the movie (Figure 9.3).
Two branches
After the Stabiliser node, the workflow (Figure 9.3) splits into two branches.
The upper branch performs Convex cone and produces a glomerulus map as
described above in Section 9.1.2. Several optional preprocessing steps can be
employed, such as z-score normalisation. These can be helpful for producing a
glomerulus map, but we would not like to apply them to the time series from
the lower branch that are used for biological data analysis (as in Section 9.3).
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Fig. 9.3. KNIME workflow for computing a glomerulus map and glomerular time
series. A dataset consisting of multiple calcium imaging movies recorded in the same
bee is read by the VWSReader node. At any intermediate step, a Table Cell Viewer
node (from the KNIP extension) can be attached to inspect the movies in the rows
of the data table. Branch 1: Series of processing steps for computing a glomerulus
map. The map can be displayed and edited with the ShowRoom node. Branch 2:
Computing glomerular time series. Here, only FoldChange is applied to normalise
movies with respect to baseline (before odour onset). Other processing steps may be
inserted, if necessary. Time series can be written to a file with CSV Writer (from
KNIME). For further details, see main text.
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Branch 1: Glomerulus map
In the upper branch (branch 1, Figure 9.3), the Zscore node performs z-score
normalisation (Section 1.4), which has proven to be a useful preprocessing
for algorithms on ratiometric data (e.g. in [194, 166]; s.a. Figure 8.2). Then,
PCA (Section 4.4) is performed with the SamplingPCA node to reduce
dimensionality (k = 50 principal components).
Both steps are optional, but they can help to reduce noise and artifacts,
rendering signal selection more robust. In addition, this leverages almost the
entire computational load of Convex cone on PCA, for which we have a fast
and accurate approximation algorithm (Algorithm 9 in Section 6.2). The
SamplingPCA node can be configured to compute either exact PCA based
on all pixels or approximate PCA based on a pixel sample.
Another optional preprocessing step is filtering with a Gaussian kernel by
SpatialFilter. The glomerulus map from Figure 9.2d was computed without
spatial filtering, whereas the glomerulus maps shown in Section 9.1.5 were
computed with spatial filtering which leads to smoother glomerulus outlines.
Then, the ConvexCone node implements the algorithm of the same name,
performing, if desired, also the postprocessing step as described in Section 9.1.2 (Figure 9.2). Finally, ShowRoom is a visualisation node that can
display the glomerulus map.
Branch 2: Time series
For the lower branch (branch 2, Figure 9.3), unprocessed data is accessed
directly from the Stabiliser node. Instead, we can use the lower branch to
compute typical preprocessing for data analysis, such as subtracting, from
each time series, the mean before odour stimulation. This is performed by the
FoldChange node that allows us to view odour responses relative to baseline.
Depending on the data type, other processing steps might be inserted here,
e.g. to reduce the effect of dye bleaching for calcium dyes that exhibit strong
photobleaching.
As a consequence of working in k-dimensional PCA space, the time series
selected by the node ConvexCone are of length k < m. The node BackProject
computes full length-m time series by projecting the movie matrix A (from
b that is available in the upper outport
the lower branch) onto matrix S (or S)
of ConvexCone.
If the postprocessing option has been selected for the ConvexCone node,
the outport of BackProject contains time series Tb(l) that each are the average
of several pure signal time series from the same glomerulus. Without the
postprocessing step, each time series Tb(l) becomes the weighted average of all
pixels (not only pure signal pixels) in S(l) with pixel values as weights.
Finally, CSV Writer (from KNIME) can be employed to write glomerular
time series to a file.
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Low-rank reconstructed movies

glomerulus map
^
images S

^^
movie Ac = TS

^
time series T

Fig. 9.4. A low-rank reconstruction Ac = TbSb of the original movie A is computed
and displayed in a false-colour scale. The outlines of the corresponding glomerulus
map are superimposed for visualisation purposes. Matrices Sb and Tb have been
computed with the workflow from Figure 9.3.

After executing the workflow in Figure 9.3, we have a glomerular time
series matrix Tb, the corresponding image matrix Sb with the glomerulus shapes
and a glomerulus map provided at the outports of the ConvexCone and
BackProject nodes. The task in Figure 9.4 is to multiply the two matrices.
MatrixMultiplication of the m × c matrix Tb with the c × n matrix Sb leads
b such that,
to a low-rank reconstruction of the original movie: Ac = TbS,
if a sufficiently high c was chosen, A − TbSb
is small. For visualisation,
Fr

the movie is colourised using a false-colour scale (ApplyColorTable), and the
node OverlayMap superimposes the glomerulus map to highlight glomerulus
outlines.
9.1.5 Application examples on honeybee data
The KNIME workflows from above (Figures 9.3 and 9.4) were employed to
select glomerular time series from calcium imaging movies of the honeybee AL,
to construct glomerulus maps and low-rank reconstructed movies for visualisation purposes. The dataset has already been described in Section 7.5.1. For
Figure 9.5, Convex cone(A, c) (Algorithm 8) was applied to compute c = 50
b as described in
time series in matrix Tb and corresponding images in matrix S,
Section 9.1.2, and including the postprocessing step (Figure 9.2) for removing
noise and improving glomerulus maps.
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Fig. 9.5. a) AL maps for three bees (left or right AL). Identifiable landmark
glomeruli are marked by lines and/or labelled according to [82]. b)-e) Variability
within and between bees. Consecutive images from the low-rank reconstructed
b as well as time series from matrix Tb. b) Bee1, first nonanol
movies Ac = TbS,
measurement, c) Bee1, second nonanol measurement. d) Bee2, first nonanol
measurement d) Bee2, second nonanol measurement.

234

9 Applications to neuroimaging data

Glomerulus maps
Glomerulus maps from three different bees are shown in Figure 9.5a. AL
anatomy can differ between bees, however many conserved elements exist. This
allows for partial registration of the glomeruli between the maps, using the
glomerulus labels from the reference AL [82]. Figure 9.5a shows that several
characteristic landmark glomeruli are conserved between different bees, e.g.
glomerulus blocks 17-33-42 and 36-28-35.
Bee1 and Bee2 are recordings from the the left AL, while Bee3, which is shown
for comparison (Figure 9.5a), is a recording from the right AL. In a single bee,
both ALs contain the same set of glomeruli and are mirror-symmetric.
Time series and low-rank reconstructed movies
To give an impression for the degree of signal conservation within and
between bees, Figures 9.5b-e show excerpts from the low-rank reconstructions
A ≈ Ac = TbSb and glomerular time series (from matrix Tb). The low-rank
reconstructions, displayed in a false-colour scale, are an effective means of
visualising similarity between odour response patterns.
The images in Figures 9.5b-e show consecutive time points from Ac after
presentation of the odour nonanol (presented at frame 30). Time series in
Figures 9.5b-e are excerpts from T . Figures 9.5b-c visualise repeated nonanol
responses in Bee1, whereas Figures 9.5d-e show repeated nonanol responses
in Bee2.
Clearly, also several physiological features are conserved, both within and
between bees. For example, stimulation with nonanol elicits strong responses
in glomerulus 17 and 33, while a negative amplitude response occurs in
glomerulus 29. For presentation, the data has been normalised (with the
FoldChange node) by subtracting the mean during the interval before odour
stimulation, i.e. the glomerular responses are indicative of an increase, or
decrease, respectively, in intracellular calcium relative to baseline.
Also odour responses are variable between bees, and recent evidence
suggests that they can be modified by experience [161]. Nevertheless, the
degree of conservation is large enough to allow for compiling a meaningful
consensus response across bees as in [85]. This is also reflected by the
similarities between bees in Figure 9.5.
9.1.6 Conclusions
Application case for NNCX
This section has demonstrated application cases for NNCX on calcium imaging
recordings from the honeybee AL. NNCX is a problem that fits to the data
(Section 4.7.1), and thus an algorithm for NNCX can be applied directly to
select glomerular signals from the calcium imaging movies.
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In particular, the evaluation in Chapter 7 has shown that Convex cone is
suitable for application to honeybee imaging movies (Sections 7.5, 7.6).
A concession to reality was to consider the case ”NNCX plus noise”
(Equation 9.1) where individual columns from the movie matrix contain pure
or mixed signals, respectively, on top of which noise is added. Robustness
against noise leverages on 1) PCA as a preprocessing, and on 2) postprocessing
that relaxes the column selection constraint.
1) As the variance-rich signals are concentrated in the top principal
components, delegating noise to the lower principal components (Section 4.4),
column selection in PCA space is robust against noise. Furthermore, also the
glomerulus maps (Figures 9.2a,d) can be improved: Similarity between pixels
from the same glomerulus (with the same underlying signal) increases after
noise reduction by PCA, leading to smoother glomerulus clusters.
2) In postprocessing, the single, pure but noise-afflicted column is replaced
with the mean of the columns from the same glomerulus (Figures 9.2b,c), thus
removing noise.
KNIME workflows and visualisations
Instead of providing a single-purpose software implementation for the dataset
from Section 9.3, algorithms and processing tools have been made available
for KNIME. The modular environment of KNIME allows for modifying the
workflows: Depending on the data type, nodes may be exchanged or new nodes
may be inserted.
Specialised preprocessing has been utilised for imaging data from the moth
AL [105] and for Drosophila antenna recordings [192] (s.a. Section 9.4). For
example, dye bleaching affects the GCaMP dye used for Drosophila more than
the Fura-2-dextran dye used for honeybees, and additional processing, e.g. by
histogram normalisation, may be employed to deal with this.
The KNIME workflows shown in Section 9.1.4 can be used to create
glomerulus maps and low-rank reconstructions of the movies in a falsecolour scale to visualise odour response patterns. Both, glomerulus maps and
odour response patterns, are to some degree conserved between different bees
(Section 9.1.5), allowing in many cases to register glomeruli between bees
based on anatomical position and response properties (s.a. Section 9.3.2).
Visualisation by glomerulus maps and low-rank reconstruction thus has an
illustrative component, but it can also be seen as a contribution to biological
data analysis.
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9.2 Real-time visualisation of neural activity
Publication
Martin Strauch, Marc P. Broeg, Clemens Müthing, Paul Szyszka, Oliver
Deussen, C. Giovanni Galizia, Dorit Merhof: ”INCIDE the Brain of a Bee
- Visualising Honeybee Brain Activity in Real Time by Semantic Segmentation.”, pp. 17-24, Symposium on Biological Data Visualization (BioVis),
VisWeek, Oct 14-19 2012, Seattle, USA, IEEE, 2012 [188].
The paper won an ”honorable mention” award at BioVis 2012. An extended
journal version has appeared in [193].
This section is based on (and contains figures from) [188, 193]. I developed
all computational methods and was involved, together with my co-authors,
in practical implementation of the real-time system. I wrote the paper with
contributions from my co-authors.
9.2.1 Introduction
The data processing and visualisation tasks from Section 9.1 are performed
within a real-time imaging system. It is less flexible than the ImageBee plugin
in that it implements only a single data processing pipeline. Rather, it is
targeted at fast processing, and it can read out the movie stream directly from
the CCD camera, thus providing the visualisations from the previous section
in real time, already during the course of the experiment. Algorithmically, we
profit again from mixture-robust column selection with Convex cone.
In the following, Section 9.2.2 deals with the algorithmic modifications
needed to work on a movie stream instead of a movie matrix read from disk.
Adaptation to the online setting involves an incremental PCA approach that is
summarised in Section 9.2.3. Practical implementation of the real-time system
is described in Section 9.2.4 and evaluated in Section 9.2.5, supplementing the
evaluation of the Convex cone algorithm in Chapter 7. Further evaluation
(Section 9.2.6) defines the relationship of incremental PCA to the FastPCA
algorithm developed in this work. Finally, Section 9.2.7 reports experiences
from application in the laboratory, and Section 9.2.8 provides an outlook on
experiments that are enabled by the real-time imaging system.
9.2.2 Convex cone on a stream
Considerations regarding movie streams
For the real-time scenario, Convex cone (Algorithm 8 from Section 5.2), the
central part of the processing for imaging movies (Section 9.1.2), needs to be
adapted to the data stream domain. Here, the (m × n) matrix A (with m time
points and n pixels) is a streaming matrix that grows by one row (image) per
time point.
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For the NNCX factorisation computed by Convex cone, we need to select
columns (time series) into matrix C, and these time series grow as more images
arrive from the stream. In the beginning of an experiment we thus know little
about positions and signals of the glomeruli, but the situation improves with
every new image. The goal is to incorporate new information directly when
it arrives, which means that the solution should be updated incrementally at
every time instant.
Unlike in the offline scenario, operations that work on the entire matrix A
are prohibitive as this leads to a large computational overhead for incremental
computation. In the offline case, [T := C, S := X 0+ ] = Convex cone(A, c) is
computed only once with costs of O(mnk), whereas for incremental updates
on a stream this would amount to O(1nk + 2nk + . . . + mnk), which is clearly
undesirable, as the number of time points m is limited only by the fitness of
the animal or the experimenter.
On a data stream, we thus need either a short term memory in the form
of a sliding window or a long term memory in the form of a summary matrix.
Even for the offline case, PCA is a useful preprocessing for column selection
on noisy data (Section 9.1.4), which hints at the possibility of implementing
the long term memory by an incremental PCA algorithm. Then, Convex cone
would no longer be applied to A, but to a matrix Vk consisting of the top-k
principal components (principal component images) of A.
Several incremental PCA (IPCA) approximation algorithms exist (see
Section 9.2.3). For example, the CCIPCA algorithm [213] incrementally
updates matrix Vk with costs of O(nk) per time point. Here, matrix Vk both
acts as a noise-reduced version and as a compact summary of the movie A.
Algorithm Cone updating
At each time point, the incremental Cone updating (Algorithm 13) first
{i}
updates the top-k principal components to obtain the current version Vk
{i}
of Vk at time point i and then performs Convex cone on Vk .
The additional cost (on top of IPCA) incurred by Convex cone at every
time point now only depends on the small matrix Vk instead of the growing
A. Due to the constant size of Vk , an implementation of Cone updating that
is able to process one image with an acceptably low time delay will be able to
do so for all images from the stream.
Matrix Vk is of size k × n at each time point, where k ≈ 50 is appropriate
for the honeybee imaging movies considered in this work (s.a. Figure 4.5 in
Section 4.4). The number of principal components k needed to capture most
of the variance is smaller for short movies as the small number of time points
prevents detection of all signals based on their correlations over time. However,
the number of principal components usually stays in the range of k ≈ 50 even
for very long movies as the number of signals in the AL is limited and does
not grow with time.
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Another running time issue is the final convex quadratic program in
Convex cone (Algorithm 8), which, for the real-time scenario, is replaced
with the cheaper projection approach, i.e. negative entries in X are simply
projected to zero, leading to the non-negative X 0+ (see Section 5.2).
Algorithm 13 Cone updating, input: A ∈ Rm×n (i rows at time point i),
number of columns c, number of principal components k; output: T {i} ∈ Rk×c ,
S {i} ∈ Rc×n at each time point i
{0}

1: initialise Vk ∈ Rk×n
2:
3: for all i ∈ {1, . . . , m} do
4:
5: // insert preprocessing here (e.g. z-score normalisation)
6:
{i}
{i−1}
7: Vk := Update CCIPCA( Vk
, A(i) , k , i) // Algorithm 14
8:
{i}
9: [T {i} , S {i} ] := Convex cone ( Vk , c ) // Algorithm 8 from Section 5.2
10: end for

Within Cone updating (Algorithm 13), Convex cone is called to compute
the current versions T {i} and S {i} (corresponding to C and X in CX-type
column selection) at time point i. For the visualisations provided by the realtime imaging software, only the (spatial) matrix S {i} (see e.g. Figure 9.1 in
Section 9.1) is needed that allows to compute a low-rank reconstruction of the
movie A (Section 9.1.5) incrementally by projecting the current image A(i)
onto S {i} .
9.2.3 Incremental PCA
Overview
Several algorithms for IPCA have been proposed by Skocaj et al. [176, 177],
Weng et al. [213], Yan&Tang [222], Papadimitriou et al. [155], Zhao et al. [226]
and Huang et al. [112].
The CCIPCA (Candid Covariance-free Incremental PCA) algorithm by
Weng et al. [213] is sometimes cited as a standard reference for IPCA, as it is
easy to implement and has low computational demands. In particular, there is
a history of combining the CCIPCA algorithm with other techniques to adapt
them to the data stream domain: Yan et al. [221] used the CCIPCA principle
in their incremental supervised learning algorithm, Dagher&Nachar [48] combined CCIPCA with ICA (Section 4.5) to estimate independent components
incrementally, and an incremental version of slow feature analysis [216] was
implemented with CCIPCA by Kompella et al. [125].
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CCIPCA
Also Cone updating relies on the CCIPCA algorithm. CCIPCA [213] (Algorithm 14) updates the matrix Vk with the top-k principal components of
the movie A at every time point i without ever constructing a covariance
matrix. Per time point, we receive one image A(i) from the stream.
Vk can be initialised with an arbitrary orthogonal basis or simply with the
first k images from the stream. Given an initialised Vk and a centered row
vector A(i) from the stream, we can update the r = 1, ..., k rows (images) of
Vk as follows:
vr{i} :=

{i−1}

1
i − 1 {i−1}
vr
+
A(i) AT(i)
i
i

vr

{i−1}

(9.2)

vr

{i}

The rth principal component vr at time point i is based on the rth
principal component at time point i − 1 plus a scaled version of the (residual
of the) current image A(i) . Before computing the next principal component
{i}

{i}

vr+1 , the influence of vr

is removed from A(i) , forming the residual:
{i}

A(i) := A(i) − AT(i)

vr

{i}

vr

{i}

vr

{i}

(9.3)

vr

Algorithm 14 Update CCIPCA [213], input: V {i−1} ∈ Rk×n , image A(i) ∈
R1×n at time point i, number of principal components k, time point i, output:
updated V {i} ∈ Rk×n
1: for all r ∈ {1, . . . , k} do
2:
{i}

i−1
i

{i−1}

3:

V(r) :=

V(r)

4:

A(i) := A(i) − AT(i)

+
{i}

{i−1}

1
i

A(i) AT(i)

V(r)

{i−1}
V(r)

{i}

V(r)

V(r)

{i}
V(r)

V(r)

{i}

5:
6: end for

Over the course of the data stream, the rth principal component is thus
estimated as the mean of the images seen so far from which the projection
onto the principal components 1, . . . , r − 1 has been subtracted. If needed,
the updating in Equation 9.2 allows for fading out older images by giving
greater weight to the current image A(i) . At the beginning of the data
stream, the CCIPCA solution is rather inaccurate, but the estimated principal
components converge quickly towards the true principal components when
more samples arrive from the stream. For a more detailed description of
CCIPCA see [213]. A convergence proof is given in [225].
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The incrementally computed principal component vectors are good approximations in practice, but they are not necessarily orthogonal (as the exact
principal components are). Park&Choi [157] have argued that using a GramSchmidt procedure to explicitly orthogonalise the principal components at
every time point improves accuracy of CCIPCA, albeit at the cost of increased
computational complexity.
9.2.4 Practical implementation
The real-time software (source code available in the supplementary material
of [188, 193]) implemented the processing steps of the KNIME workflow
from Section 9.1.4, also utilising z-score normalisation and spatial filtering as
preprocessing, but relying on the incremental Cone updating (Algorithm 13)
instead of the batch algorithm Convex cone (Algorithm 8).
The results of Cone updating were used to provide visualisations by
glomerulus maps (Section 9.1.2) and low-rank reconstructions of the movies
(Section 9.1.5) within a GUI.
For an overview of the experimental setup, see Figure 4.1 in Section 4.1:
The setup comprised a CCD camera (Andor Clara, Andor Technology PLC,
Belfast, Northern Ireland) and a fluorescence microscope (Axio Imager D.1,
Zeiss, Göttingen, Germany) with a water immersion objective (20×, NA 0.95,
Olympus, Tokyo, Japan).
The TILL Photonics Live Acquisition (LA) Software 2.0 (TILL Photonics
GmbH, Gräfelfing, Germany) was used to configure hardware such as the
imaging control unit that triggers light source and camera. A custom-made
software interface (TILL Photonics GmbH) provided access to the camera
stream in real time. Online data processing was performed on a 64 Bit
Windows 7 system equipped with an Intel Core i7 950 (3.07 GHz) CPU,
4 GB RAM and a NVIDIA GeForce GTX 285 (648 MHz, 1024 MB) graphics
card.
For fast online processing, a GPGPU (General Purpose computation for
the Graphics Processing Unit) version of Cone updating (Algorithm 13) was
implemented in C for CUDA (Compute Unified Device Architecture; using
the cuBLAS5 and CULA6 libraries). After an initial overhead due to memory
transfer, GPGPU implementations can profit from the parallel computing
capabilities of the GPU.

5
6

http://developer.nvidia.com/cublas
http://www.culatools.com/
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9.2.5 Evaluation
Running time
Table 9.1 summarises running times on a test dataset consisting of the
11 honeybee imaging movies that were introduced in Section 7.5.1. The
competitors in the computation time contest were the offline algorithm
Convex cone (Algorithm 8, Section 5.2) performed with exact NIPALSstyle PCA [218] (Section 6.2.4) as preprocessing, and the online variant
Cone updating (Algorithm 13) that relies on incremental approximate PCA.
For both algorithms, Java implementations from the KNIME plugin
(Section 9.1.3) were employed (Convex cone Java and Cone updating Java).
Computation times do not include data transfer times between nodes in the
KNIME workspace. Finally, Cone updating (Algorithm 13) was implemented
with GPGPU (Cone updating GPGPU). Source code for the implementations
is available in the supplementary material of [188].
Implementation
Convex cone Java
Cone updating Java
Cone updating GPGPU

comp. time (ms/frame) comp. time (min)
134
65
23

68.15
39.26
18.31

Table 9.1. Average computation time per frame and total computation time on
the test dataset.

Utilising both the algorithmic speedup by incremental PCA and the
GPGPU speedup, total running time on the test dataset could be reduced from
68.15 to 18.31 minutes, or from 134 ms/frame to 23 ms/frame, respectively. For
comparison, typical recording frequencies for calcium imaging lie between 5 Hz
and 20 Hz, which requires processing times of 200 ms/frame or 50 ms/frame,
respectively, to meet the requirements for real-time processing. Thus, the
Cone updating GPGPU implementation is able to process the movie stream
in real time, such that glomerulus maps and low-rank reconstructions of the
movie can be provided online, already during the course of the experiment.
It should, however, be noted that calcium imaging has a rather low
temporal resolution, and that processing e.g. voltage imaging data would
require 100 Hz resolution [160], i.e. processing times of 10 ms/frame (or even
1 ms/frame for electrophysiological data). In addition to faster computing
hardware, algorithmic speedups by column sampling (Section 6.2) may become relevant for such data. Further, the parallelisation capabilities of the
GPU can help to ensure scalability to data with higher spatial resolution.
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Robustness of column selection
The KNIME workflow from Section 9.1.4 implements the same algorithm
as Cone updating GPGPU, but offline. For Cone updating GPGPU, several
changes were made: Exact PCA was replaced with an incremental approximation, different spatial filters (for preprocessing) were available in the respective
computing environments, and the GPGPU variants of the algorithms had to
be performed in float precision on the GPU, while the Java/KNIME variants
could use double precision.
The honeybee imaging movies from Section 7.5.1 were used to compare
the results of column selection with Cone updating GPGPU and with the
Convex cone Java offline reference implementation. Figure 9.6 shows positions
of the selected pixels in the image plane for both versions, in red for the offline
reference, and in black for the online variant. For the reference results, only
pixels are shown that correspond to identified glomeruli. Figure 9.6 reveals
smaller differences between the two implementations, yet almost all pixels
selected by the offline reference could also be found by the online variant,
indicating that the relevant glomerular signals can still be detected with
Cone updating GPGPU.
For extensive evaluation of the Convex cone algorithm, refer to Chapter 7.
The quality of approximation for the incremental PCA approach, the main
difference between the offline reference and the online variant, is assessed
below in Section 9.2.6.
bee 1

bee 2

bee 3

y (height in pixels)

120

0
0

140

0

140

0

140

x (width in pixels)

Fig. 9.6. Red triangles: Subset (from c=50) of pixels selected by the offline reference
implementation. Only pixels that could be assigned to glomeruli (using glomerulus
maps and the AL atlas [82]) were selected. Black circles: All pixels (c=50) selected
by Cone updating GPGPU.
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9.2.6 Relationship of CCIPCA and column sampling PCA
Empirical results
How does the incremental PCA approximation (CCIPCA, Algorithm 14)
from the real-time system relate to approximate PCA by column sampling
(FastPCA, Section 6.2)? Figure 9.7 extends the empirical results from Chapter 8,
comparing CCIPCA to exact PCA and to the column sampling PCA variants
(sampling with puniform , pnorm , pcov ; Equations 6.6, 6.7, 6.8). For details on
datasets and test environment, refer to Chapter 8.
In contrast to the column sampling schemes, there is no column sampling
parameter c in CCIPCA. Consequently, CCIPCA has only one level of approximation and time consumption. On preprocessed (z-score and spatial filtering)
honeybee imaging data, which corresponds to the primary application scenario
bk ),
of the real-time system, CCIPCA reached a norm error (NormError(A
Equation 8.1) close to that of exact PCA (Figure 9.7a). This was achieved
in about 50 percent of the time needed by exact PCA (Figure 9.7a).
Larger computational savings could be made with column sampling PCA
that reduced computation time approximately proportional to the number of
columns, e.g. setting c = 0.03n (for n columns in total) led to a computation
time of about three percent of the time needed by exact PCA. This additional
speedup was traded against norm error performance. On Honeybee2D, the
norm error of the sampling methods could be reduced to CCIPCA level by
increasing c to (an unrealistically high) c = 0.5n, such that all methods
were approximately equal in terms of both computation time and norm error
performance (Figure 9.7a).
The fixed level of approximation in CCIPCA means also that no improvements can be made if the approximation is farther off from exact PCA
(Drosophila2D, Figure 9.7b). On the Drosophila2D dataset, column sampling
PCA, in particular when using pcov , achieved a lower norm error than CCIPCA
already for c = 0.1n, and it reached almost the level of exact PCA for
c = 0.25n. Throughout the entire range of c tested, column sampling PCA
remained faster than CCIPCA.
bk )) (Equation 8.7), we can again (cp.
Regarding ∆( WeightedNormError(A
Section 8.7.5) observe that covariation sampling with pcov performed best
(Figures 9.7a,b). Like exact PCA and sampling with puniform , CCIPCA does
not take a priori information into account, and it does, likewise, not target
the weighted norm error criterion.
Design decision
The advantage of CCIPCA for use within the real-time system is clearly
its incremental one-pass nature, whereas the column sampling approaches
are not incremental and require two passes over the data if data-dependent
probabilities should be computed (pcov , pnorm ).
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Fig. 9.7. Time consumption, norm error (NormError(A
bk )) (Equation 8.7) of the different PCA methods (see
∆( WeightedNormError(A
legend) relative to exact PCA (set to 1). a) Drosophila2D b) Honeybee2D (with
preprocessing by z-score normalisation and spatial filtering).
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FastPCA with column sampling is more flexible and can produce a wider
range of solutions, sampling less columns for higher speedups and sampling
larger numbers of columns for better norm error performance. Depending
on the dataset, column sampling PCA can even lead to better norm error
performance and higher speedup than CCIPCA (Figure 9.7b), as well as it
can achieve lower errors, even with respect to exact PCA, for the sampled
columns (Section 6.3.1).
On preprocessed honeybee imaging data, CCIPCA led, however, to very
low norm errors close to the level of exact PCA. For real-time imaging of
honeybee brain activity, incremental computation was valued higher than
speedup, and the relatively high computational demands were counterbalanced by efficient GPGPU implementation (Table 9.1).
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9.2.7 Real-time experiments
To demonstrate practical applicability, the real-time system was employed in
experiments with honeybees. The imaging setup used in the experiments has
already been shown in Figure 4.1c in Section 4.1. A GUI displayed results of
Cone updating GPGPU, implementing the glomerulus map visualisation as
described in Section 9.1.2. For a screenshot, see Figure 9.8.
The experiments involved ratiometric dye imaging of the honeybee AL
(Section 4.1), observing odour responses and spontaneous background activity
over hours, however with pauses to prevent dye bleaching. Image pairs recorded at excitation wavelengths 340nm or 380nm, respectively, were directly
converted into a single ratio image (340/380) (Figure 9.8, left). In addition,
the current version of the incrementally updated glomerulus map and the
low-rank reconstruction of the ratio image were displayed (Figure 9.8).
Movies documenting the experiments are available in the online supplementary material of [188, 193] 7,8 . As a summary, Figure 9.9 shows the
incremental build-up of a glomerulus map (Section 9.1.2) based on the intermediate versions of matrix S as computed by Cone updating (Algorithm 13)
at different time points during an experiment.
Figure 9.10 gives an impression of the capabilities of the real-time imaging
system. Also low-amplitude fluctuations in spontaneous background activity,
i.e. in the absence of an odour stimulus, could be visualised by the incrementally updated low-rank reconstruction of the movie.

Fig. 9.8. Content of the visualisation screen during a real-time experiment. From
left to right: Raw image (340/380), incrementally updated glomerulus map, low-rank
reconstruction of the raw image displayed in a false-colour scale.

7

8

www.biomedcentral.com/content/download/supplementary/
1471-2105-14-s19-s6-s1.mp4
www.biomedcentral.com/content/download/supplementary/
1471-2105-14-s19-s6-s2.mp4
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Fig. 9.9. Incremental build-up of a glomerulus map based on the results of
Cone updating.

Fig. 9.10. Real-time visualisation of glomerular patterns during spontaneous
background activity. Top: Raw images from the movie (340/380). Bottom:
Corresponding images from the low-rank reconstruction Ac = T S (of the movie A)
displayed in a false-colour scale. For visualisation purposes, images were high-pass
filtered before entering Cone updating.

9.2.8 Conclusions
With the real-time imaging system, the motivating goals, such as visualisation
and automation (Section 4.7), can all be achieved already during the course of
the experiment. In particular, signal extraction and functional segmentation
(Section 4.2.2) can be performed online, i.e. we can not only follow a set
of pixels over time, but identifiable functional units, observing glomerular
activity patterns directly when they occur.
Apart from the fact that the experimenter receives immediate feedback
on the status of the experiment and on recording quality, the real-time
system is the tool that enables technically more demanding, interactive
experiments. Glomeruli can be targeted based on their position, as revealed
by the glomerulus map, and, importantly, based on their past activity.
Coupled with the experimental tools to manipulate individual glomeruli
with neurotransmitter injections [88, 89], this allows for complex, conditional
scenarios where glomeruli are manipulated conditional on their past activity.
The real-time system allows for reactions to patterns observed in spontaneous background activity, with the goal to investigate interactions between
the stimulus response and the current state of the neural network. It is for
example known from experiments with human subjects that the state of the
brain before perceiving a combined auditory-visual stimulus influences how
the stimulus will be perceived [124].
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In the honeybee AL, patterns in spontaneous glomerular background
activity can resemble the response patterns for recently experienced odour
stimuli [80], suggesting that an odour stimulus interacts with a possibly
primed AL network that can be in one out of several states depending on
experience. Real-time processing makes it possible to tell in which state the
network is at a particular point in time.
Bees can be conditioned, using a sugar reward, to show a behavioural
response to a particular odour. An experimental design mentioned in [193]
would involve rewarding the patterns in spontaneous activity, that resemble
an odour response pattern, and then to test whether the bee shows the
behavioural response to the real odour. Such an experimental design requires
real-time access the glomerular response patterns in spontaneous activity (as
in Figure 9.10).
Summing up, the real-time system enables everything under the label
of ”closed loop experiments” where experimental parameters can depend on
values recorded during the experiment, which is not possible with the existing
software tools for insect brain imaging data (Section 4.3).
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Publication
Martin Strauch, Mathias Ditzen, C. Giovanni Galizia: ”Keeping their distance? Odor response patterns along the concentration range.”, Frontiers in
Systems Neuroscience, 6:71, 2012 [189]
This section is a summary of (and contains figures from) [189]. For details,
refer to [59, 189]. I performed data analysis and wrote the paper. Mathias
Ditzen performed biological experiments.
9.3.1 Introduction
An application case for mixture-robust column selection
Convex cone (Chapter 5) has been evaluated with favourable results both on
artificial imaging movies and on real honeybee imaging movies (Section 7.7.6).
This section reports on the use of Convex cone and the visualisation methods
from Section 9.1 in a data analysis project based on calcium imaging movies
from the honeybee AL (Section 4.2). Here, the pure signals of identified
glomeruli need to be analysed, as opposed to e.g. principal components or
mixed signals that were chosen by column selection algorithms that cannot
reliably identify the pure signal columns (see the evaluation in Chapter 7).
Interplay of odour identity and odour concentration coding
The biological question regards the interplay of odour identity and concentration coding. In the honeybee, and also in other species, it is the activity
pattern across all glomeruli that determines odour identity [137, 83, 210, 72],
and - here comes the catch - this pattern changes with odour concentration.
More glomeruli respond to an odour when it is given at a high concentration,
again across species [137, 208, 210, 170].
What are the consequences for odour identity coding? On the positive
side, having more glomerular responses increases information about the odour
and should improve encoding of odour identity and (dis)similarity. On the
negative side, this means that glomerular odour response patterns change
along the concentration range, and the question arises whether distances
between response patterns are preserved or altered. Evidence from behavioural experiments with honeybees [99] suggests that distances between odour
response patterns correlate with the odours’ ”perceived dissimilarity”, and
thus stable distances would be a desirable feature for olfactory coding.
Do distances between odour response patterns change with increasing
concentration? And, if so, is this a bug or a feature? The following sections
aim to find answers based on odour response data from the honeybee AL
(Section 9.3.2).
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Section 9.3.3 focusses on distances between odour response patterns and how
they develop with increasing odour concentration. Section 9.3.4 then regards
individual glomerulus responses that are the basis for these distances, and
Section 9.3.5 relates odour response space to the space of chemical molecules.
A summary of the results follows in Section 9.3.6. It turns out that distances
between odour response patterns change with increasing odour concentration,
but smoothly. These distance changes appear to be beneficial as they lead to
a more faithful representation of chemical distances between odour molecules
in response pattern space.
9.3.2 Calcium imaging data and processing with Convex cone
Odour stimuli
Imaging data was obtained by Fura2-dextran staining of projection neurons
in the honeybee AL. For details on the experimental protocol, please refer
to [59] where the dataset was first described.
Odour responses were recorded in distributed measurements in 53 different
bees, where each bee received one or more odour dilution series, i.e. series of
the form 10−4 , 10−3 , 10−2 , 10−1 dilution of the odour in the solvent mineral
oil. Series were always measured in ascending order from the lowest (10−4 )
to the highest (10−1 ) concentration level. The panel of odours consisted of 16
hydrocarbons that differed in the number of carbon atoms (6, 7, 8, 9 carbon
atoms) and functional group (primary alcohol: ol1, secondary alcohol: ol2,
aldehyde: al, ketone: on). According to this naming convention, the odour
1-nonanol is denoted as 9ol1, 1-octanol is denoted as 8ol1, etc.
Processing with Convex cone
Signal processing was performed with Convex cone as described in Section 9.1.2, selecting c = 50 columns (pixel time series) from each of the
53 movie matrices (from the 53 bees) that were the concatenation of all
measurements taken in the same bee. Convex cone was performed within
the KNIME workflows from Section 9.1.4 where all data processing steps are
described.
For excerpts from one of the movies, see Figure 9.11a: A NNCX factorisation using the c selected columns provides a low-rank reconstruction Ac = Tb Sb
(Section 9.1.2) to the movie matrix A, displayed in a false-colour scale. Recall
that Tb and Sb are matrices, containing time series and images, that are modified
by the postprocessing step to remove noise (Section 9.1.2).
In Figure 9.11a, glomeruli and odour response patterns are clearly visible.
The odour 6ol2 was presented four times in a dilution series, exhibiting
few glomerulus responses at the lowest concentration level 10−4 , while more
glomeruli joined the response pattern with increasing concentration.
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For each movie, a glomerulus map (as in Section 9.1.2) was constructed,
and Figure 9.11c shows the glomerulus map for the example movie. Glomerulus names were annotated manually according to [82], comparing glomerulus
maps with an anatomical reference AL (Figure 9.11b). Only those of the c = 50
glomerulus clusters (and corresponding time series in Tb) on each map that
that could be reliably identified as a particular glomerulus (based on position
and response to reference odours) were included into the analysis.
Mean glomerular responses
Odour responses to the same odour have been shown to be conserved across
bees [85]. Averaging over all responses of the same glomerulus (in different
bees) to the same odour/concentration condition thus leads to a robust
estimate of the species-specific glomerular response.
Those of the c = 50 time series (from Tb) in each bee that corresponded
to identifiable glomeruli were processed for integration into mean glomerular
responses by subtracting the mean during 10 time points before each odour
measurement, giving rise to odour responses relative to baseline. The odour
9ol1 (10−1 ) was given as a reference odour in every bee, and all time series from
the same bee were scaled, setting the highest response (maximum activity
after odour presentation) to the reference 9ol1 to 1. After processing, all
glomerular time series in response to the same odour/concentration condition
were averaged.
Overall, mean responses of 20 glomeruli to the 64 odour/concentration
conditions could be obtained. The 20 glomeruli that are part of the analysis
are those that were measured at least three times (µ = 6.06 times, σ = 2.44)
in different bees for each of the 64 odour/concentration condition.
For analysis, the data was arranged in a (concentrations ∗ odour) ×
(glomeruli ∗ time points) odour response matrix R, considering the 20 time
points after odour stimulation.
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Fig. 9.11. a) Excerpts from an imaging movie showing the dilution series for the
odour 6ol2 (lowest concentration 10−4 to highest concentration 10−1 ). The movie is
a low-rank reconstruction Ac (c = 50) displayed in a false-colour scale. Glomerulus
labels (after [82]) are annotated for the glomeruli with a prominent response to the
odour at 10−1 . b) AL model (modified from [34]). Glomeruli from a) are marked.
c) AL map for the movie from a).
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9.3.3 A view on distances
All odour response vectors in a 2D space
For an overview of the dataset, Figure 9.12a visualises Euclidean distances
between the odour response vectors for all (16 ∗ 4) odour/concentration conditions: A distance-preserving 2D space was obtained by applying Kruskal’s
non-metric multidimensional scaling (isoMDS, MASS-package [205] ported for
R) to the (condition × condition) Euclidean distance matrix computed on the
odour response matrix R.
Odours appeared sorted by carbon chain length from the lowest chain
length (C6) at the top to the highest chain length (C9) at the bottom (Figure 9.12a), i.e. chemically similar odours clustered together in odour response
space. Different concentration levels of the same odour were connected by
lines, revealing an expansion of distances with increasing concentration, but
also that distance changes along the concentration range, from the lowest
(10−4 ) to the highest (10−1 ) concentration, were smooth. In almost all cases,
lowest and highest concentration level of the same odour could be connected by
a straight line, suggesting a continuous response pattern development without
abrupt changes.
Angles between same-odour vectors at different concentrations
To analyse the qualitative changes in the response vectors, Figure 9.12b visualises the angles between odour response vectors for the same odour at different
concentration levels: The blue line reports the mean angle between sameodour vectors at the lowest (10−4 ) and at the highest (10−1 ) concentration,
while the other lines report angles for intermediate steps, such as from 10−4
to 10−3 . Angles were computed for each time point during the odour response
measurements.
Before odour application (black bar), there was no information about the
odour stimulus, and hence angles between same-odour vectors centered around
90◦ . During odour application, angles decreased, indicating an increase in
similarity between same-odour vectors at different concentrations.
For the entire concentration range from 10−4 to 10−1 , the mean angle
between same-odour vectors was reduced to a minimum of 43◦ . For nearby
concentration levels, angles were smaller, and angles decreased for the transitions between higher concentration levels: The minimum mean angle for the
transition from 10−4 to 10−3 was 28.2◦ , for the transition from 10−3 to 10−2
it was 23.1◦ , and for the transition from 10−2 from 10−1 it was only 14.1◦ .
Thus, odour response vectors changed substantially along the entire concentration range. However, the changes slowed down with increasing concentration, such that same-odour vectors at the two higher concentration levels
10−2 and 10−1 were, on average, quite similar.
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Fig. 9.12. a) Odour response vectors for all odour/concentration conditions in
a 2D space obtained by MDS. Odours are coloured by carbon chain length (see
legend), and different concentration levels of the same odour are connected by
lines. b) Development of the odour response vector for the same odour across
concentration levels. Lines show the mean (for all 16 odours) angle between sameodour vectors at different concentration levels. For example, the blue line displays
the mean of the angles between the same odour at the lowest concentration 10−4
and at the highest concentration 10−1 . The standard deviation σ is indicated by the
coloured area (light blue). All coloured areas range from −σ to the point where they
overlap with the next area. Angles were computed for each time point during the
odour measurements. The black bar marks the interval of odour application.

Distances and angles between different odour response vectors
Euclidean distances are influenced by signal amplitude, which is known
to increase with concentration [170]. Indeed, Figure 9.13a shows that the
maximum glomerular response (pooled over all 20×16 glomerulus/odour
combinations) increased along the concentration range and was significantly
different for each concentration level.
This can explain the expansion of distances observed in 2D space (Figure 9.12a), as globally scaling up glomerular responses also scales up Euclidean
distances between odour response vectors. Indeed, pooling the pairwise Euclidean distances between odour response vectors showed the expected trend
across concentrations levels: Also the mean Euclidean distance had grown
with increasing concentration, and again all four concentration levels were
significantly different (Figure 9.13b).
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In contrast, the mean angle between different odour response vectors
exhibited the opposite trend and decreased with increasing concentration
(Figure 9.13c). Mean angles decreased from more than 50◦ at 10−4 to about
40◦ at 10−1 .
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Fig. 9.13. a) Maximum response pooled over all glomerulus/odour combinations
at each of the four concentration levels. The concentration levels are significantly
different (repeated measures ANOVA stratified over glomerulus/odour combinations, F=441.73, p < 2.2 × 10−16 ). Significantly different (post-hoc testing with
Holm-adjusted pairwise t-tests, p < 0.05) concentration levels are marked by
letters. Bars indicate mean and standard deviation. Response levels differed greatly
between glomeruli/odours, leading to high standard deviations, but this was taken
into account by stratified testing. b) Pairwise Euclidean distances pooled over
all odour pairs at each of the four concentration levels. Bars indicate mean and
standard deviation. Concentration levels are significantly different (same statistics,
F=23.16, p= 5.28 × 10−14 ) c) Pairwise angles pooled over all odour response
vectors at each of the four concentration levels. Bars indicate mean and standard
deviation. Concentration levels are significantly different (same statistics, F= 10.017,
p=2.068 × 10−6 ).
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9.3.4 A view on response patterns and glomeruli
Pattern broadening with rising concentration
Figure 9.14 provides a summary statistic describing glomerular response
strength along the concentration range. Glomeruli were classified into four
groups defined by their maximum response rmax . Each of the mutually
exclusive groups contained the glomeruli (pooled over all odours) that responded (rmax ≥ 0.15) for the first time at concentration level 10−4 (G-4), at
concentration level 10−3 (G-3), at 10−2 (G-2) or at 10−1 (G-1).
All group means exceeded the threshold at a particular concentration level
(by the definition) and then further increased with rising concentration (Figure 9.14). Thus, response patterns were broadened due to additional responses,
but glomeruli did, on average, not fall out of the odour response patterns
when concentration was increased. Such a pattern broadening appears to
be beneficial with respect to generalisation over concentration levels of the
same odour, which would be harder to achieve if response patterns changed
arbitrarily between the concentration levels.
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Fig. 9.14. a) Maximum response pooled over all glomerulus/odour combinations
at the four concentration levels. Bars indicate mean and standard error.
Glomerulus/odour combinations are classified into four mutually exclusive response
groups, depending on the concentration level at which they first exhibited a response.
I.e., group G-3 contains glomerulus/odour combinations with a response at 10−3 that
did not yet respond at 10−4 . The response threshold was 0.15 (dashed line).
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Clearly, the response threshold has an influence on the size of the groups
G-4 to G-1. The chosen threshold of τ = 0.15 counts also weak responses
and leads to group sizes (G-4, G-3, G-2, G-1) = (77, 65, 96, 45). The number
of newly recruited weak glomerulus responses peaks already at 10−2 (G-2),
indicating the beginning of saturation, which would mean that no further
glomeruli can be recruited because all of them are already active.
Regarding only strong responses, that exceed a response threshold of
τ = 0.3, we obtain group sizes (G-4, G-3, G-2, G-1) = (30, 23, 69, 85). Here,
the peak of recruitment is at 10−1 (G-1). Thus, even for the transition from
10−2 to 10−1 , where fewer glomeruli can be recruited, it is still possible to
increase the average response strength, driving additional glomeruli over the
higher response threshold.
Odour-specific recruitment of glomeruli with rising concentration

Fig. 9.15. Mean response of glomerulus 52 to the odours 8al and 9ol1 at all four
concentration levels. The interval of odour application is marked with a black bar.

The general picture was that glomerular responses were recruited into
the response patterns at a certain concentration level that depended on the
odour/glomerulus combination. Once recruited, they then further increased
their response with rising odour concentration. The odour-specific glomerulus
recruitment can create new, discriminative features: Figure 9.15 shows that
glomerulus 52 gradually built up a response to the odour 8al with rising
concentration, but not to 9ol1.
Figure 9.16 shows a two-dimensional embedding of Euclidean distances
between glomeruli based on their specific odour response profiles. At the lowest
concentration 10−4 , the majority of glomeruli was hard to distinguish as they
showed no or only faint responses.
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Fig. 9.16. Distance-preserving 2D space (Kruskal’s non-metric MDS) for glomeruli.
Distances for glomeruli are based on their odour response profiles (see Figure 9.17).

Few glomeruli, e.g. glomerulus 17, already exhibited responses to a broad
spectrum of odours (Figure 9.17a) and were therefore separated from the
others in response profile space (Figure 9.16).
With increasing concentration, glomeruli moved further apart in 2D space,
indicating a broader, differentiated response profile. For example, glomerulus
33 clustered together with the majority of non-responding glomeruli at 10−4 ,
but then moved outwards when concentration was increased (Figure 9.16).
The response profile (Figure 9.17b) shows that glomerulus 33 exhibited
almost no responses to odours at 10−4 , but, when concentration was increased,
it developed a broad response spectrum. At 10−1 , glomerulus 33 responded
to every odour in the dataset, albeit with differential strength. Interestingly,
arranging odour responses by carbon chain length showed that glomerulus 33
now provided information about carbon chain length (Figure 9.17b), as its
responses to the longer chain length hydrocarbons were stronger.
In 2D space (Figure 9.16), glomerulus 33 developed into the direction
of glomerulus 17 when concentration was increased, which is also reflected
by the similarity of the odour response profiles of glomeruli 17 and 33
(Figures 9.17a,b).
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While the chemical feature ”carbon chain length” could, to some extent,
be encoded solely by the response of glomerulus 17 at 10−4 , the difference
between C6 and the longer carbon chain lengths is more pronounced at 10−1 ,
and it is supported by two independent response profiles.

Fig. 9.17. a) Odour response profiles for glomerulus 17 at concentrations 10−4 and
10−1 . Odour responses are grouped by carbon chain length of the odour. b) Odour
response profiles for glomerulus 33.
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9.3.5 Odour coding is improved for high odour concentrations
Odour response distances and chemical distances
Along the concentration range, changes in the glomerular odour responses
(Section 9.3.4) have led to changes in the distances between odour response
vectors (Section 9.3.3). Such distance changes might be a nuisance with regard
to perceptual stability across concentration levels, but, by comparison to
chemical distances, it can be argued that these changes are in fact beneficial.
In chemometrics, the analogue to the glomerular odour response vector is
a chemical descriptor vector, where each entry of the vector provides a value
for the presence of a chemical feature (descriptor). For odours, an optimised
set of weighted chemical descriptors has been proposed [103] that serves to
estimate the chemical distance between two odour molecules that can then be
compared to the distance between the corresponding odour response vectors.
Increased correlation with chemical distances at higher odour
concentrations
For each time point during the measurements, and for each odour concentration level, the (odours × odours) Euclidean distance matrix of odour response
vectors was correlated with the corresponding (odours × odours) chemical
distance matrix taken from [103].
Amount (Figure 9.18a,b) and significance (Figures 9.18c,d) of the correlation
between the two distance matrices were assessed by Mantel tests [138] (test
for the correlation of distance matrices; ade4 package [63] for R; 2000 permutations per time point) where p-values were corrected for repeated (4 ∗ 40
time points) testing with the Benjamini-Hochberg method (false discovery
rate) [19].
Figure 9.18 distinguishes between distances on the unnormalised odour
response matrix (Figure 9.18a) and distances on the z-score normalised
odour response matrix (Figure 9.18b): Z-score normalisation (Section 1.4)
was performed separately for each concentration level, thus correcting for
amplitude increase with rising concentration, and regarding only ”qualitative”
distances due to changed response patterns.
In both cases, odour response distances became more correlated with chemical
distances during odour stimulation. With rising odour concentration, this correlation increased, indicating that distances between odour response patterns
reflected chemical distances more faithfully at high odour concentrations.
The interpretation is that the increased amount of information due to
additional, discriminatory glomerular responses (Figure 9.15) leads to better
distance estimates at high concentrations. Results for normalised data (Figure 9.18b) showed that, independent of the amplitude increases with rising
concentration, the broadening of response patterns alone contributed a strong
increase in correlation at concentration level 10−2 , the level at which a large
amount of additional glomerular responses occurred (Figure 9.14).
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Fig. 9.18. Correlation of Euclidean distances between odour response vectors and
chemical distances (Euclidean distances on chemical descriptors [103]). Correlations
were computed for all time points during the odour measurements at each of four
concentration levels. The intervals of odour application are marked with black bars.
The area under the curve is coloured for all time points with a significant correlation
(Mantel test). a) Unnormalised odour response matrix. b) Z-score normalised
odour response matrix. c) Logarithms of corrected p-values for the correlations
on unnormalised data in a). Each concentration level is drawn as a separate line
(see legend). d) Logarithms of corrected p-values for the correlations on z-score
normalised data in b). Dashed lines mark the significance threshold log(0.05).
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9.3.6 Conclusions
Column selection with Convex Cone for reliable signal estimation
The NNCX-based visualisations from Section 9.1 have been helpful for glomerulus identification, i.e. assigning names to glomeruli based on their anatomical
position (using glomerulus maps, Figure 9.11c) and their involvement in
response patterns (using low-rank reconstructed movies, Figure 9.11a).
The entire data analysis relies on glomerulus responses which are the
signals that Convex Cone has selected from the movies. For statements about
identified glomeruli (Section 9.3.4) we have to assume that the identification is
correct and that the pure signals of exactly these glomeruli have been selected.
Based on the empirical results in Chapter 7 (Section 7.5: honeybee imaging
movies of the same type as used here, Section 7.6: honeybee imaging movies
from the dataset used here), it can be assumed that the signals selected by
Convex Cone are good estimates for the pure glomerulus signals.
Implications for odour coding
Increasing odour concentration leads to increased response amplitude (Section 9.3.3), and it causes recruitment of additional glomeruli into the odour
response patterns (Section 9.3.4). Thus, at higher concentrations, odour
response distances depend on signals well above noise level, and they are based
on a larger set of independent, discriminatory features (Figures 9.15, 9.17).
This is likely the cause for the better concordance of chemical distances and
odour response pattern distances at high concentrations (Figure 9.18).
It can thus be argued that the honeybee’s odour perception is improved
when odour concentration is high. This is backed up by behavioural experiments where honeybees exhibited improved odour discrimination abilities at
high odour concentrations [220, 219].
With rising concentration, odour response patterns are broadened, but
glomeruli that responded at lower concentrations remain part of the patterns
(Figure 9.14). This pattern continuity facilitates generalisation over concentration levels of the same odour. Nevertheless, large concentration differences
also lead to large angles between same-odour response vectors at different
concentrations (Figure 9.12b). Behavioural experiments have shown that
honeybees can both discriminate between and generalise over concentration
levels of the same odour [159, 60].
Prior work on odour coding [202, 12, 172, 44] has been focussed on
the problem that changed odour response patterns pose for concentration
generalisation. The new contribution is to address the benefits of changing
response patterns along the concentration range. As both odour coding by
combinatorial response patterns [137, 83, 210, 72] and pattern broadening
with rising odour concentration [137, 208, 210, 170] are found across species,
it is likely that the mechanism for improved odour perception at high odour
concentrations is a general principle in olfaction.
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Publication
Martin Strauch, Alja Lüdke, Daniel Münch et al.: ”More than apples and
oranges - Detecting cancer with a fruit fly’s antenna.”, Scientific Reports
4(3576), Jan. 2014, [192].
This section is a short summary of [192] that highlights the role of
Convex cone in the paper. I performed data analysis. I wrote the paper
together with AL and DM who were involved in the project’s biological part.
9.4.1 Measuring cancer odours with the Drosophila chemosensor
Using the antenna as a chemosensor
Artificial chemosensing devices, so-called electronic noses, have applications in
medical diagnostics, where they are used to detect the presence of biomarkers
for disease [49]. Electronic noses are, however, still inferior to their biological
counterparts, as evaluated in a recent comparative study [22]. In particular,
the olfactory sense of animals has already served for disease detection: For
example, dogs were able to detect lung cancer through ”analysing” the smell
of breath samples [28].
Such reports motivate the use of the antenna of the fruit fly Drosophila
melanogaster (Figure 9.19a) as a chemosensor for cancer detection. In contrast
to the AL (Section 4.1), the insect antenna can be easily accessed from the
outside. The readout from the chemosensor is further facilitated through the
genetic tools available for the fruit fly that allow to express the calcium dye
G-CaMP (Section 4.1.3) directly in the receptor neurons on the antenna.
Approximately 1300 olfactory receptor neurons, each containing one 62
different types of odour receptors, are present on the surface of the antenna [46]. The odour receptors are chemosensors with a characteristic response spectrum [84]. As for the glomeruli in the AL (Section 4.1), the pattern
of differentially activated receptors is characteristic for the odour. Receptor
neurons are bundled into compartments called sensilla that occur in different
types classified by their morphology (Figure 9.19a). Frequently, different types
of olfactory receptor neurons are contained within one sensillum.
By expressing the calcium dye GCaMP in all receptor neurons that express
the coreceptor Orco, it is possible to access a subset of about 30 types of
receptor neurons, allowing to read out their signals simultaneously by calcium
imaging [193]: This gives rise to calcium imaging movies (Section 4.2) as in
Figure 9.19b. Unlike the situation for honeybee AL data with few, identifiable
glomeruli in a stereotypical spatial arrangement, we are dealing with a larger
number of small sensors (individual pixels or small numbers of pixels) whose
spatial arrangement is only roughly conserved between animals.
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Fig. 9.19. a) Schematic of the Drosophila antenna. Olfactory receptor neurons are
contained within different morphological types of sensory structures called sensilla.
A sensillum can contain different receptor neuron types. Picture based on graphical
art by Alja Lüdke. b) Example image from a calcium imaging movie of the antenna.
c) False-colour coded images from an antenna imaging movie reveal that ”cancer”
and ”healthy” odours elicit different patterns. The images show fluorescence (F)
relative to baseline fluorescence F0 (before odour stimulation), i.e. (F − F0 )/F0 .
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Experiment with cancer odours
For the cancer detection experiments (see [192] for biological methods), five
different breast cancer cell lines (canc1, . . . , canc5 ) and a healthy control
cell line were grown in a cell medium (medium control ). Due to the different
metabolism of cancer cells and healthy cells [211], it is expected that they emit
different metabolites (or different quantities of the same metabolites) into the
medium, and these chemicals can be smelled.
The headspace of the cell medium, in which the cells were grown, was then
used as odour stimulus. In addition to technical controls, seven stimuli were
administered in random permutation πf to each of f = 1, . . . , N = 6 flies:
πf {canc1, canc2, canc3, canc4, canc5, medium control, healthy control}
Both cancer and healthy cells elicited response patterns that were different
from the response to N2 (odourless blank control) and medium control (the
cell medium alone). The response patterns for cancer odours, e.g. canc2, were
different from the response pattern for healthy control (Figure 9.19c).
9.4.2 Unsupervised feature selection with Convex cone
Selecting pixels that can reconstruct the movie
For the chemosensor application, an imaging movie of the Drosophila antenna
acts as a sensor array with several thousand sensors (pixels) that respond
(differentially) to odours. Only a subset of the pixels is actually relevant for
odour detection and discrimination. Thus, characteristic distances between
odour response vectors (images as in Figure 9.19c) can be obscured by
computing distances on the full images, where all pixels count as features.
Due to the limited resolution, the imaging signal rather stems from the
sensilla (Figure 9.19a) than from the individual receptor neurons contained
therein, such that the assumption about the presence of pure signal pixels
(Section 4.2.3) would only be valid for sensilla that contain a single receptor
neuron type.
Nevertheless, we can rely on Convex cone (Chapter 5) to find c columns
that can reconstruct the movie matrix A (m × n, m time points and n
pixels). Rather than employing a full NNCX factorisation and the associated
visualisations (Section 9.1), the task on the antenna imaging movies is ”only”
unsupervised feature selection (Section 3.2, Section 3.2.4). Here, Convex cone
2
is employed to select, by minimising the norm error A − CX 0+ F r , c of the n
pixels, which then serve as odour response vectors for distance computations.
All flies received the same, but permuted, odour protocol (Equation 9.4.1),
and the same odour elicits similar receptor responses in different flies. Thus,
independently for each fly, pixels (pixel time series) that respond to odours
have higher variance and contribute more to the norm of A.
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For each fly f , Convex cone selected c = 300 columns from the antenna
imaging movie Af with in total n = 4800 pixels (or pixel time series). The
c = 300 pixels were subject to the postprocessing step from Section 9.1.2, i.e.
they are, technically, not single pixels but averages over a small number of
similar pixels. In the absence of exact information about the number of signals
in the movie, c was chosen in an order such that, for each fly, a reconstruction
accuracy (Equation 7.1) over 99 percent could be reached.
Odour × odour distance matrices are correlated between flies
The c pixel time series are of length m = ot, where o is the number of
concatenated odour measurements (see Equation 9.4.1), and t = 80 is the
constant number of time points for each odour measurement (s.a. Figure 4.2a).
For each of 1, . . . , 80 time points, movie Af from fly f contributes an o × o
distance matrix Df , where distances are computed based on all n pixels of
an image (time point) or based on c pixels. Distances for Df are Euclidean
distances after z-score normalisation (see [192] for details on preprocessing).
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Fig. 9.20. Mean and standard deviation (error bars) for all pairwise correlations
between the (odour × odour) Euclidean distance matrices Df from the f = 1, ..., N
movies/flies at each time point during the odour measurements. Black bars mark
the intervals of odour stimulation. a) Distance matrices Df were computed based
on all n pixels. b) Distance matrices Df were based on only c = 300 pixels selected
independently for each movie/fly.

For Figure 9.20, all (N ∗ (N − 1))/2 pairs of distance matrices Df were
correlated at each time point. Figure 9.20 reports mean and standard deviation
of the pairwise Pearson correlations (lower diagonal submatrix of the Df ,
without the diagonal) between the Df .
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High mean and low standard deviation indicate a strong correlation
between the Df , showing that the odour set has induced similar distances
between odour response vectors in all flies.
All odours were applied as double stimuli (1 second each, marked by black
bars), and Figure 9.20 indeed reveals the stimulation pattern, showing two
peaks with increased correlation during or shortly after odour stimulation.
Thus, immediately after the odour was presented, all flies exhibited correlated
receptor activity as reported by calcium imaging.
Without feature selection, this correlation was obscured (Figure 9.20a).
Preprocessing and normalisation alone served to reduce noise and the influence
of non-responding pixels, such that a correlation between distance matrices
could be observed (Figure 9.20a). Feature selection then further improved this
correlation, leading to lower standard deviations and higher means with peak
mean correlations greater than 0.9 (Figure 9.20b).
9.4.3 Discrimination of cancer cells and healthy cells
From the observed correlation between the (odour × odour) distances matrices
Df (Figure 9.20) we can conclude that distances between canc1 -canc5,
medium control and healthy control are conserved across flies, however only
immediately after the two odour stimulations. Clearly, there cannot be a
correlation before stimulus application, and odour responses are transient,
such that the correlation vanishes quickly. It is thus helpful to regard only the
t1 = 5 and t2 = 5 time points during the two response peaks (that are known
a priori by experiment design, but also visible in Figure 9.20). This reduces
the c full-length time series of the pixels to c response profiles with length
(t1 + t2 ) for each odour presentation.
On these c response profiles, we can compute a single distance matrix
Df for each fly (Euclidean distances after z-score normalisation), a distance
matrix that captures the dissimilarity between the odours during the time
interval when the odours were actually available for the odour receptors.
Figure 9.21 expresses individual distances computed on response profiles
with respect to a common reference, which is medium control, the odour of
the common growth medium alone. Figure 9.21 reveals that healthy control
had, in all flies, the smallest distance to medium control. Likely, canc1 -canc5
had larger distances to medium control as the cancer cells produced more of
the same or additional metabolites that were also emitted into the medium.
Healthy control was significantly different from the cancer odours (Figure 9.21),
suggesting that the odour distances obtained from calcium imaging can be
used for medical diagnostics.
For further analysis on what shapes these distances, also the interpretability of selected columns can become relevant: The signal of a selected pixel
(with x/y coordinates) may be related to the position of a sensillum on the
antenna surface (Figure 9.19a,b), and it was proposed in [192] that basiconic
sensilla make the strongest contribution to the observed distances.
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Fig. 9.21. Across all flies, healthy control was closest to medium control, allowing
to distinguish it from the cancer odours. Shown are ranked distances (Euclidean
distances computed on the response profiles) to medium control. Bar heights and
error bars indicate mean and standard deviation, respectively. Testing with a
Kruskal-Wallis rank sum test showed that the odours were significantly different
(p = 0.00003). Stars mark significant (Holm-corrected p < 0.05) differences in posthoc testing (pairwise Wilcoxon rank sum tests).

9.4.4 Discussion
The combination of Orco-based calcium imaging [193, 192] with feature
selection by Convex cone has led to a reliable chemosensor with reproducible
signals: After feature selection, the odours induced approximately the same
distance matrix between odour response vectors in each fly (Figure 9.20).
Feature selection by Convex cone is unsupervised (Section 3.2), guided
by a matrix reconstruction criterion independently for each fly. This rules
out overfitting that can occur in supervised approaches where a subset of
pixels could be selected because it performs the cancer/healthy discrimination
task by chance. As the features (pixels) are not identical between movies, the
generalisation of a discriminative subset of pixels from a ”training” movie to
all other ”test” movies cannot be analysed.
While more experimental data would be necessary to evaluate the reliability of the chemosensor, this section provides a proof of concept, demonstrating
how medical diagnostics can be performed with an insect antenna. The
Drosophila chemosensor is a step towards objectifiable results that replaces the
indirect (and error-prone) behavioural readout in canine cancer detection [28]
with a direct readout from a biological olfactory system. With the incremental
data processing from Section 9.2, this readout could even be performed online,
which would enable real-time odour classification.
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Overview
This chapter contains a global summary and general conclusions. Section 10.1
structures the results of this work into several views on the theoretical and
algorithmic contributions. Section 10.2 mentions limitations and provides
an outlook on future developments. Finally, Section 10.3 names biological
publications that have relied on the theoretical contributions.

10.1 Contributions: General themes
10.1.1 View: ”Improving PCA”
CX-type column selection
Column selection methods can be regarded as improving certain aspects
of PCA (Section 3.3). Of the two main motivations for column selection
(Section 1.1), CX-type column selection is aimed at improving interpretability,
choosing c columns instead of computing the top-k principal components.
Chapter 5 has argued that the interpretability advantage over PCA
rests on selecting pure signal columns, which are the extreme vectors that
also work towards optimising NNCX reconstruction. Prior to this work, the
interpretability objective has usually been pursued by selecting columns
that optimise CX reconstruction (motivated e.g. for LeverageScoreSampling
in [135]).
In the evaluation, Convex cone succeeded in selecting extreme columns
that contained pure signals and that lent themselves to linear combination
with non-negative coefficients, thus optimising NNCX reconstruction (Section 7.7.4). This can be seen as successful mending of the interpretability
problems associated with principal components that are linear combinations of
many columns, i.e. mixed signals, with both positive and negative coefficients.
The principal components are central vectors (Section 3.3), rendering
extreme vector selection an anti-concept to PCA. Clearly, not any column
selection method implements this anti-concept: Central vector methods, such
as LeverageScoreSampling, select columns that are by some criterion close
to the principal components (Sections 2.3, 7.7.3). While helpful with respect
to optimising CX reconstruction, this is not necessarily a good choice if the
principal components are difficult to interpret.
On movie data, the interpretability advantage through selecting extreme
columns with pure signals could also be visualised by the images in X that
were most sparse for the extreme vector methods and least sparse for PCA,
with the central vector methods achieving only intermediate sparseness scores
(see Figure 7.16 and Section 7.5).
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Nyström-type column selection
Another motivation for column selection, pursued by Nyström-type methods,
is speedup (Section 1.1). Here, the Nyström-type FastPCA (Chapter 6) has
served to accelerate the computation of principal components, working on a
small column subset obtained by a column sampling scheme.
In combination with data-dependent column sampling, that relies on
a priori information about column relevance, the approximation to PCA
provided by FastPCA is not only fast, but it also biases the PCA reconstruction towards the relevant columns. If only the subset of sampled (relevant)
columns is regarded, the approximate principal components computed by
FastPCA allow in fact for a smaller norm reconstruction error than exact PCA
(Section 6.3.1). This improves the reliability of the PCA approximation as
compared to conventional Nyström-type approximations, where an acceptable
overall error could, in the worst case, be concentrated on the relevant columns.
10.1.2 View: ”Improving column selection”
CX-type column selection
So far, CX reconstruction has been the dominating criterion for columnbased matrix factorisation, and only [115] (Local NNCX) explicitly regarded
NNCX reconstruction. As NNCX reconstruction and pure signal selection are,
however, relevant for the interpretability advantage of column-based matrix
factorisation over PCA, empirical evaluation of numerous column selection
strategies was performed to find the best strategies also for the criteria NNCX
reconstruction (Equation 7.2) and pure recovery (Equation 7.4), a measure for
pure signal selection.
Based on the convex cone view (Section 2.1.5), extreme vector selection
was proposed as a way of obtaining the interpretable pure signal columns and
of maximising NNCX reconstruction accuracy (Sections 5.1.5, 5.1.6).
Indeed, selecting extreme vectors, as performed by Convex cone, led to
the best results for both pure recovery and NNCX reconstruction accuracy
across datasets (Section 7.7.3). Several arguments, such as nestedness of the
computed column subset or robustness against a high amount of mixtures
and redundant columns, favour Convex cone over the other extreme vector
strategies and the optimisation heuristic Local NNCX (Section 7.7.4).
While the central vector methods performed well or best for the CX
reconstruction criterion, for which they have been proposed, they lost their
leading role for NNCX reconstruction (Section 7.7.3). On artificial data,
the central vector methods preferred the mixed signal columns over the
interpretable pure signal columns, leading to low pure recovery (Figure 7.7).
In summary, pure column selection and column selection for NNCX is best
performed with extreme vector methods, such as Convex cone, rather than
adapting one of the common central vector methods that have been proposed
for CX, such as LeverageScoreSampling and GreedySpaceApproximation.
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Nyström-type column selection
Column selection for Nyström is often randomised, and the most common
selection method is uniform column sampling (Section 2.4.2). Real-world data,
such as the imaging movies used for evaluation, can, however, have a nonuniform structure that prevents uniform sampling from achieving a sample
that is both small and good (with respect to the resulting norm error).
The additional time needed to compute the non-uniform, data-dependent
column norm (Equation 6.7) and covariation probabilities (Equation 6.8)
was negligible (Section 8.7.3), but these data-dependent column sampling
bk ) (Equation 8.1) than
probabilities led to smaller norm errors NormError(A
uniform sampling (Section 8.7.2). The advantage of data-dependent over
uniform sampling was especially pronounced if larger numbers of principal
components k had to be computed (Section 8.6), and for small numbers of
columns c (Section 8.6), improving the accuracy of very fast approximations.
10.1.3 View: ”Column selection for neuroimaging data”
Solving NNCX with Convex cone
NNCX is a problem that fits well to imaging movies that can be represented
by a NNCX-like model (Section 4.7.1). Thus, NNCX reconstruction accuracy
is an important criterion for imaging movies, and optimising it can be seen
as a way of learning the ”parameters” C and X 0+ from the data. Due to the
presence of signal mixtures in imaging movies, also interpretability by pure
signal selection, as measured by the pure recovery score, is relevant. For both
criteria, the extreme vector methods outperformed the central vector methods,
and Convex cone was equal or better than its competitors (Section 7.7.6).
Further, column selection with Convex cone was shown to be the algorithmic strategy that is most similar to manual pixel selection by a domain expert (Section 7.6), which gives additional support to the biological
application papers where Convex cone was used (see Section 10.3 below).
Column sampling with covariation probabilities
Including a priori information about the spatial aspect of imaging data
(Section 6.2.1) led to column weights that reflect the importance of columns
(pixels) in an imaging movie. Pixels are assigned higher weights if they are
correlated with their neighbours in space: These pixels are likely to contain
the signal of a spatially contiguous neural unit.
Column weights were taken into account by a weighted norm error criterion
where important columns with high weights contribute more to the error.
On imaging movies, covariation sampling probabilities (Equation 6.8), that
are proportional to the weights, were shown to reduce the weighted norm
error (Equation 8.7) better than uniform or column norm-based sampling
(Section 8.7.5).

10.2 Limitations and outlook on future developments
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10.2 Limitations and outlook on future developments
10.2.1 Convex cone
While performing well for most criteria (Section 7.7.4), a disadvantage of
the extreme vector methods (that include Convex cone) is the low norm
reconstruction accuracy for small numbers of columns c (Section 7.7.3).
This is, however, in part a desired deficiency as selecting extreme vectors
(with the stated goal of obtaining the interpretable pure signal columns) is
in conflict with selecting a column that is close to the mean and which can
therefore be a good choice for both CX and NNCX if c = 1 (or a small
number).
In part, this is also due to the strategy of Convex cone that aims at selecting
all source signals without optimising the sequence in which they are found.
This certainly fits to the application scenario on neuroimaging data where the
goal is to select all glomerular signals. For the general NNCX problem, it is
desirable to achieve a high NNCX reconstruction accuracy also with small c,
and then the sequence of the extreme vectors found by Convex cone could be
optimised with respect to maximising NNCX reconstruction accuracy.
Convex cone reduces the NNCX norm error with every new column that
it selects (Section 5.3.1) and extensive empirical evaluation (summarised in
Section 7.7.4) has shown that it reduces the error rapidly in practice. However,
Convex cone implements a heuristic for selecting extreme vectors, and it does
not provide theoretical error bounds. A question outside of the scope of this
work would be, whether any theoretical guarantee on the average or worst
case performance of Convex cone can be given. The error bounds of the
randomised strategies, such as LeverageScoreSampling, rely, however, on
randomisation as a mathematical resource [67] and do thus not easily translate
to the deterministic Convex cone.
10.2.2 FastPCA
The computational effort for PCA rises quadratically with either m or n
(Section 3.3.2). Thus, even today FastPCA enables practically relevant speedups on larger imaging datasets (e.g. the data used for the studies described
in [166, 105]). However, while computation times on imaging data can be
inconveniently high depending on the dataset, they are not prohibitively high.
The speedup aspect is likely to become more important with higher resolution
by technical advances and with the increasing amounts of data recorded by
large-scale brain mapping initiatives [6].
A time-critical scenario for processing imaging data is the real-time
imaging system described in Section 9.2. However, FastPCA does not compute
the principal components incrementally, and the data-dependent probabilities
require one pass over the matrix before computing PCA. Hence, FastPCA is
not immediately suitable for real-time imaging, and modifications, such as
blockwise incremental computation, would be necessary.
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10.3 Applications to neuroimaging data
10.3.1 Technical contributions to biological data analysis
The methods developed in this work have led to biological application cases
documented by publications. Chapter 9 has listed the technical contributions
to biological data analysis, showing how CX-type column selection can be
applied to neuroimaging data. As motivated in Section 4.7, this involves
automated signal selection and visualisation to improve data analysis and
understanding: In particular, signal extraction from honeybee imaging movies,
visualisation by low-rank reconstruction of the movie, and the construction of
glomerulus maps (Sections 9.1.2, 9.1.5).
Publications have demonstrated how to perform these steps offline (Section 9.1, conference paper and extended journal version: [194, 195]). A further
aspect was online processing, adapting the methods to a real-time environment
(Section 9.2, conference paper and extended journal version: [188, 193]).
Online processing for insect neuroimaging data is an entirely new development
that allows for interactive experiments where the experimenter can react to
patterns in ongoing brain activity.
10.3.2 Biological and biotechnological advances
Apart from the technical contributions, a biological paper relying on column
selection for data analysis has deepened our understanding of odour representation in the honeybee AL (Section 9.3, journal paper: [189]): For this paper,
selection of glomerular signals, construction of glomerulus maps and visualisation by low-rank reconstruction have all been performed with Convex cone
and the ImageBee plugin for neuroimage processing (Section 9.1).
Here, the interpretability associated with selecting the pure signals of
identifiable glomeruli was especially important (Section 9.3.6), providing an
example for the relevance of column interpretability by pure signal selection
as proposed in Section 5.1 and as evaluated in Chapter 7.
Similarly, a project on odour processing in the moth AL has relied on
signal selection and glomerulus maps using Convex cone and the ImageBee
plugin (poster abstract, Hatano et al. [105]).
Recently, Convex cone and ImageBee have also been useful for a biotechnological application, the Drosophila chemosensor that can distinguish cancer
cells from healthy cells (Section 9.4, journal paper: [192]). In this scenario,
unsupervised feature selection with Convex cone was relevant as it avoids
overfitting, such as by finding a subset of a large number of pixels that, by
chance, appears to discriminate the classes.
Taken together, successful application cases in neurobiology and biotechnology demonstrate that the advances regarding column selection, while being
of theoretical interest, are also practically relevant: Data analysis in the field
of neuroimaging can profit from advances in column selection.
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