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Zusammenfassung
Multidimensionale Skalierung (MDS) ist eine Familie von Methoden zur Visualisierung von
Ähnlichkeitsdaten als Abstände im niedrigdimensionalen Raum. Die graphische Repräsentation von Objekten ermöglicht das Verständnis der zu Grunde liegenden strukturellen Eigenschaften, sowohl lokal als auch im globalen Zusammenhang. Durch die Wiedergabe von
Objektähnlichkeiten als Abstände zwischen den diese Objekte repräsentierenden Punkten in
einer graphischen Darstellung werden die bestehenden Beziehungen effizient dargestellt. In
Bereichen, welche auf dem Konzept der Nachbarschaftsanalyse aufbauen, wie zum Beispiel
der Visualisierung von Verkehrssystemen, der Molekülstruktur in der Chemie oder einer
Teilmenge von Computerverbindungen aus dem Internet, wurde so die Visualisierung von
Objekt-Beziehungen mit Hilfe von MDS-Methoden erfolgreich verwendet. Die wachsende
Größe und Komplexität der zu Grunde liegenden Struktur verstärkt die Bedeutung ihrer
visuellen Repräsentation.
Ziel des Graphenzeichnens ist die geometrische Repräsentation einer Menge von Objekten
und deren Beziehungen. Dafür sollten Objekte mit geringen graphentheoretischen Abständen
in der Regel auch geometrisch nah und Objekte mit größeren graphentheoretischen Abständen
geometrisch weiter von einander entfernt gezeichnet werden. Das Ziel ist eine geometrische
Repräsentation, welche zuverlässig die lokalen und die globalen Zusammenhänge von Graphobjekten widerspiegelt. Da dies auch das Ziel von MDS ist, kann das Graphenzeichnen sehr
von Methoden dieser Familie profitieren. Andererseits gibt es wichtige Kriterien, welche den
Nutzen von MDS im Graphenzeichnen steuern: die zu Grunde liegende Zeit- und Raumkomplexität der Methode und vom Anwendungsbereich abhängige ästhetische Kriterien. Ersteres
impliziert die Notwendigkeit von effizienten und effektiven Graphenzeichenmethoden, welche
auch für große Datensätze geeignet sind. Letzteres dagegen ist die Anforderung, welche durch
die erzeugte Repräsentation erfüllt werden soll.
Ziel dieser Arbeit ist es, den Nutzen von MDS Verfahren für das Graphenzeichnen zu
erweitern. Die präsentierten Erweiterungen haben zum Ziel, die Skalierbarkeit und die Flexibilität der Verwendung von MDS zu verfeinern und zu verbessern. Durch die Nutzung der der
MDS zu Grunde liegenden Zielfunktionen konnten elegante und praktische Lösungen erzielt
werden. Neben der Möglichkeit, große Datensätze zu bearbeiten, wurde auch die Flexibilität
der MDS-Methoden verbessert, so dass spezifische Nebenbedingungen erfüllen werden können.
Der erste Teil dieser Arbeit betrachtet ein spektrales MDS-Verfahren, die klassische Skalierung (CMDS) und deren jüngst vorgeschlagene Annäherungen. Die präsentierten Verbesserungen betreffen nicht nur die Qualität der Näherung, sondern auch die Effizienz des Verfahrens.
Die Nutzbarkeit von CMDS für das Zeichnen von Graphen wird außerdem erweitert, indem
man Modifikationen der Eingabe berücksichtigen und Freiheitsgrade des CMDS anpassen
kann, sowie eine niedrigdimensionale Abbildung einer hochdimensionalen CMDS-Lösung.

Ein weiterer, verbreiteter MDS-Ansatz, die Distanz Skalierung, wird im zweiten Teil der
Arbeit betrachtet. Es werden Aspekte zur Minimierung der zu Grunde liegenden Zielfunktion untersucht und effiziente Verbesserungen vorgeschlagen. Die Verbesserungen betreffen
sowohl die Beschleunigung der Konvergenz der genutzten iterativen Minimierung als auch die
tatsächliche Komplexität der Iteration. Die vorgeschlagenen Verfahren erlauben es so, viel
größere Datensätze zu verarbeiten.
Der letzte Teil der Arbeit betrachtet eine spezifische Anpassung von MDS-Modellen. Die
Anpassungen für die visuelle Betonung einer ausgewählten Region eines Graphen, sowohl für
die Klassische Skalierung als auch für die Distanz Skalierung werden bereitgestellt. Um das
visuelle Durcheinander allgemeiner Layouts zu reduzieren, wird eine Anpassung der Distanz
Skalierung präsentiert.

To my parents.
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Chapter 1

Introduction
1.1

Motivation

Multidimensional scaling (MDS) denotes a family of techniques that aim for a low-dimensional
representation of a set of objects such that the output inter-point distances match given interobject dissimilarities as closely as possible. Visual representation of the objects’ positions
facilitates understanding of the underlying structural properties both at a local level and a
global context. Close geometric placement of points proximate in the input space and distant
placement of dissimilar points communicate the underlying relations effectively.
Consequently, visualization of inter-object relations via MDS approaches was successfully
used in ares relying on the concept of proximity analysis, such as visualization of traffic
systems, molecular conformations in chemistry, or a subset of computer connections in the
Internet. Differing by the associated loss function and the underlying optimization procedure,
members of the MDS family are becoming an important visualization tool. However, depending on the complexity of a particular MDS method and its flexibility towards constraints to
be imposed on the basic model, scientific applications of MDS are often restricted to just a
few basic methods.
A graph is a structure comprising a set of objects called nodes, mutually connected by
links called edges. An objective of graph drawing is a geometrical representation of a set
of objects relying on a notion of proximity. Namely, objects close in graph-theoretic sense
should be proximate in a geometrical representation, and object distant in graph-theoretic
sense should be placed far apart. The major objective is to achieve a geometric representation of a graph that reliably conveys information on local and global connectivity of graph
objects. With the objective close to that of MDS, graph drawing can largely benefit from the
use of MDS concepts and methods. While general graph drawing has broader visualization
objectives (Di Battista et al., 1999; Kaufmann and Wagner, 2001), we are only concerned
with determination of positions of nodes; edges are visualized as straight lines between linked
nodes.
There are, however, major criteria governing the application of MDS for graph drawing:
the underlying time and space complexity of the method, and the node placement constraint
assumed by a specific graph drawing application. The former criterion implies a demand for
an efficient and yet effective graph drawing approach that scales to large data sets. The latter
criterion, on the other hand, relies on method’s flexibility exploited to satisfy the constraint.
The objective of this thesis is to extend the usability of MDS approaches for graph drawing.
1
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The presented extensions aim to refine and improve the use of MDS for graph drawing in
terms of scalability and flexibility. Exploitation of particular MDS models and associated
optimization procedures has lead to various elegant and practical solutions. Besides allowing
for processing of large data sets, the flexibility of MDS methods is exploited to satisfy specific
constraints. In addition to contributing to the context of extending the usability of MDS to
graph drawing, this thesis provides a comprehensive account on developments in MDS that
may serve as a basis for further research.
In the following, we define the scientific context and identify a research gap that is addressed within the approaches presented in this thesis.

1.2

Related Work

Among the first to adapt MDS approaches for the purpose of designing network diagrams
were Kruskal and Seery (1980). In the context of general graph drawing, an MDS-based
approach was utilized by Kamada and Kawai (1989). However, the flexibility and practical
usefulness of the underlying MDS model were demonstrated only later in Gansner et al.
(2004b), where a minimization objective is tackled by an alternative MDS approach. In the
following years, many graph drawing methods relying on MDS concepts have been utilized
for various purposes.
The experimental study on distance-based graph drawing (Brandes and Pich, 2008), concludes that MDS methods can be used successfully for the purpose of large graph visualization.
Furthermore, it is observed that graph drawing by MDS supersedes the traditional approach
of graph drawing by force-directed placement. The application of MDS to graph drawing has
been investigated more thoroughly in Pich (2009), and has addressed both the complexity
issues and flexibility of the underlying methods.
However, the power of MDS approaches is not fully investigated yet. As will be shown,
the methods can be tailored for large graph processing with an acceptable time-quality tradeoff, and can be adapted to satisfy various constraints, e.g., visual emphasis of selected graph
regions. We provide novel approaches giving rise to efficient and effective graph drawing
algorithms that illustrate the practical usefulness of MDS methods. In the following, we
provide a brief overview of the presented content.

1.3

Outline

This thesis is organized in three main parts, with chapters summarized as follows:
Chapter 2: Preliminaries.
The fundamental concepts and notations occurring
throughout the thesis are introduced in this chapter. Additional definitions are given where
appropriate.
Part I: Classical Multidimensional Scaling
Chapter 3: Classical Multidimensional Scaling. Review of the spectral decomposition-based multidimensional scaling approach, the Classical Multidimensional Scaling (CMDS),
and its application to graph drawing is given in this chapter. In addition, improvements to a
2
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recently proposed CMDS approximation are made, addressing both the approximation quality and further time-complexity reduction. While the proposed quality improvement allows
interpretation of CMDS as a special case of the approximation, an additional time-saving
approach makes the approximation more suitable for large graph processing. Furthermore,
we formalize the intuition behind the approximation approach, and account for an optimality
criterion of the approximation.
Chapter 4: Flexibility of Classical Multidimensional Scaling. Classical Multidimensional Scaling is often regarded as highly inflexible, and therefore inapplicable beyond
its well recognized characteristic of the global structure representation. We show that various adjustments of the basic method can reveal structural properties otherwise absent in
layouts resulting from the traditional approach. Complemented with a fast approximation,
the resulting methods are suitable for large graph processing.
In particular, we utilize a degree of freedom of CMDS to achieve layouts that better
communicate the local connectivity of particular graph regions. In addition, we show that
artifacts occurring with certain structures are reduced by utilizing higher dimensions of a
CMDS solution later mapped to a low-dimensional space; results more reliably communicating the local connectivity information are obtained. Finally, we present an approach to
reduce the dimensionality of 3D structures to 2D, without sacrificing the reliability of a visual
representation of the underlying graph structure.
Part II: Distance Scaling
Chapter 5: Distance Scaling. Perhaps one of the most widely used MDS objective
functions, stress, is discussed in the context of graph drawing. After reviewing the basic
method, Distance Scaling (DS), we provide a formal proof on the convergence of the underlying minimization approach. Moreover, it is shown that further stress reduction within an
iteration is possible by multiple invocations of the underlying minimization approach. In addition, the utilized minimization approach is established as a variant of an existing approach.
We then make proposals on effective initialization to the iterative stress minimization,
and investigate different approaches that avoid poor locally optimal solutions. To that end,
we identify an approach that leads to good quality solutions without employing sophisticated
adaptations to the utilized minimization scheme.
Chapter 6: Efficient stress Minimization.
The time and space complexity of
Distance Scaling make it prohibitive for large graph drawing. To achieve the computational
speedup, we first propose the use of vector series acceleration approaches with the utilized iterative refinement. Methods belonging to different families of series accelerators were applied,
and a proposal is made on the variant most suitable in the context of stress minimization.
Another proposal aiming at a faster convergence for a good quality solution utilizes heuristics within an optimization procedure used with the objective function of DS. The proposed
approaches allow Distance Scaling to more quickly achieve good quality layouts of large
graphs.
3
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Chapter 7: Sparse stress Model. The basic objective function of Distance Scaling
relies on distance information between all item-pairs, hence with quadratic time and space
complexities per iteration. To allow processing of larger data sets, methods relying on essentially linear number of pairs and linear amount of memory involved with each iteration of
Distance Scaling have been proposed in the literature. However, the potential of such methods has not been fully investigated, leaving space for further developments in the context of
a more acceptable time-quality trade-off.
We propose a new linear-complexity approach that addresses drawbacks of previous approaches, and demonstrate its superiority on a set of graphs. Our approach scales to large
data sets without compromising the complexity savings of the general approach, yet with
noticeable quality improvements over present schemes.
Part III: Adaptations of MDS Approaches
Chapter 8: MDS for Focus and Context.
The growing size of graphs poses
problems with the exploration of visual results, and approaches tailored for a more detailed
exploration of specific graph regions have been proposed. Given that most of the approaches
aiming at the emphasis of a particular region operate by distance transformation, it appears
natural to exploit MDS approaches for such a task.
In this chapter, we show that both Classical Multidimensional Scaling and Distance Scaling can be adapted for visual emphasis of a particular graph region. However, as opposed to
common distance transformation in the output space, the MDS methods achieve the emphasis
by relying on distance transformation in the input space. Given that general approaches to
graph region emphasis are developed with the aim of large graph exploration, the presented
utilization of efficient approximations of MDS approaches for the emphasis is particularly
useful.
Chapter 9: MDS for More Uniform Node Spread. An artifact occurring with
Distance Scaling layouts of certain structures is the non-uniform node spread. To improve the
readability of the underlying layouts, we exploit the flexibility of Distance Scaling with the
aim of a more uniform node spread. With a postprocessing that requires essentially lineartime complexity, we achieve more readable layouts with easily controllable deviation from the
initial layout. The flexibility of the proposed approach is exemplified via extensions to the
utilized loss function aiming at improvements of different aesthetic criteria.
Chapter 10: Conclusion. Finally, the contribution of this thesis is summarized, and
promising directions of further research have been identified.
Parts of Chapter 4 and Chapter 8 are to appear in in Proceedings of the 20th International
Symposium on Graph Drawing (GD 2012) (Klimenta and Brandes, to appear).
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Chapter 2

Preliminaries
The fundamental concepts and notations occurring throughout the thesis are introduced in
this chapter. The central object of interest and relevant terminology are defined first, followed
by definitions of utilized linear algebra concepts. Aspects related to the visualization of
considered structures are discussed at the end of the section. Additional definitions will be
given where appropriate.

2.1

Graphs

In the following, we define a central object of this thesis, a graph. Besides accounting for the
basic graph classification, we define the concept of graph-theoretic distances that are heavily
used in this thesis.
Definition 2.1. A graph G = (V, E) denotes a structure comprising a set V of n := |V |
nodes or vertices, and a set E of m := |E| edges or links; n, m ∈ N.
An edge e may correspond to an ordered or unordered pair of nodes, consequently defining a directed or undirected graph, respectively.
Given node set V = {v1 , . . . , vn }, node vi ∈ V is referred to as node i, and edge (vi , vj ) ∈ E
as edge (i, j) ∈ E.
A graph G is called finite if V is finite, and simple if it contains no loops, i.e., an edge
e = (v, v). We consider undirected, finite and simple graphs.
Definition 2.2. A graph G0 = (V 0 , E 0 ) is a subgraph of G = (V, E) if V 0 ⊆ V , and
E 0 ⊆ E ∩ {V 0 × V 0 }.
Definition 2.3. Nodes vi , vj ∈ V are adjacent to each other if e = (vi , vj ) ∈ E, and are
incident to the edge e. Two edges with a common incident node are incident edges.
Definition 2.4. A set of nodes incident to v ∈ V is referred to as v’s immediate neighborhood, denoted as N 1 (v).1 A cardinality of N 1 (v) is referred to as the degree of node v,
denoted as deg(v), deg(v) = |N 1 (v)|.
Definition 2.5. A graph is referred to as sparse if m ∈ O(n), while the number of edges in
a dense graph is close to a maximum, m ≈ 12 n(n − 1), i.e., m ∈ O(n2 ).
1

The reason for the superscript 1 in N 1 (v) will be clarified shortly.
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The contribution of this thesis largely relies on the notion of graph-theoretic distances,
i.e., (shortest) paths defined next. We first assume that the edge weights are uniform, but a
generalization including weighted edges soon follows.
Definition 2.6. A sequence of incident edges (v1 , v2 ), (v2 , v3 ), . . . , (vk−1 , vk ) that connects
nodes v1 and vk , {v1 , . . . , vk } ⊆ V , is called a path. The number k ∈ N of edges of such a
v1 vk −path is referred to as the length of the path.
Definition 2.7. A shortest path from source vi ∈ V to target vj ∈ V is an vi vj −path with
minimal length k. This length k is called graph-theoretical distance or shortest-path
length from vi to vj , denoted as d(vi , vj ) = dij = k.
Clearly, d(v, v) = 0, ∀ v ∈ V .
Each edge e ∈ E of a graph can be associated with a certain weight, which leads to further
graph classification.
Definition 2.8. A weighted graph, G(V, E, w), associates each edge e ∈ E with a positive
real value w(e) called edge weight.
The shortest path length on weighted graphs accumulates each edge weight along the
path. Graphs with no explicit edge weight assignment, i.e., w(e) = 1, ∀ e ∈ E, are uniform
edge weight graphs or, simply, unweighted graphs.
Although the contribution of this thesis is concerned with unweighted graphs, edge weighting has been used for demonstration purposes.
An often used bound on shortest path lengths is defined next.
Definition 2.9. The diameter of a graph G, diam(G), is the largest shortest path length
between any node pair of G.
Having introduced the necessary concepts, we are ready to explore computation of shortestpaths and associated distances.
For the moment, assume that a matrix corresponds to a two-dimensional array of numbers.2 Let [D]ij denote the ij entry (row i, column j) of matrix D, i, j ∈ {1, 2, . . . , n}, and
let `ij denote the length of edge (vi , vj ). Superscript t in D[t] denotes the stage of update of
D. Standard algorithms for computing shortest-path distances in graphs are:
• Floyd-Warshall : This all pairs shortest-paths (APSP) method is due to Floyd (1962);
Warshall (1962). With weighted graphs, matrix D primarily has entries


0
[0]
[D ]ij = `ij


∞

if
if
if

i=j
i 6= j and (i, j) ∈ E
i 6= j and (i, j) 6∈ E .

For computing shortest-paths formed by at most t edges, a relaxation is performed,
n
o
[D[t+1] ]ij = min [D[t] ]ik + [D[t] ]kj .
(2.1)
k∈V

For a complete distance matrix, the above step is performed until D = D[diam(G)] has
been computed, hence with a running time of O(n2 · diam(G)).
2

Further consideration on matrices will be provided shortly.
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• Bellman-Ford : This approach replaces (2.1) by
n
o
[D[t+1] ]ij = min [D[t] ]ik + `kj ,
k ∈Nj

with Nj = {l ∈ V | (j, l) ∈ E}, leading to the overall running time of O(nm) (Bellman, 1958; Ford, 1956). The algorithm is used for shortest-path computations possibly
involving negative edge weights, provided there are no negative cycles, i.e., cycles with
edge weights summing to a negative value.
• Breadth-first search (BFS): This single-source shortest-path method is useful if only a
subset of columns of D is needed, each being associated with certain source node i ∈ V .
Given uniform edge weights, `ij = 1, ∀ (i, j) ∈ E, the algorithm computes distance
dik , k ∈ V , in O(m) time. This shortest-path distance computation is largely used
throughout this thesis.
• Dijkstra algorithm: In case of non-negative edge weights, the algorithm due to Dijkstra
(1959) may be employed for a single source shortest path problem. With the implementation of a Fibonacci heap data structure from Fredman and Tarjan (1987), a running
time of O(m + n log n) can be achieved.
A connectedness of nodes by shortest-paths introduces further graph classification.
Definition 2.10. Two nodes v and u are disconnected if there is no path connecting them,
i.e., dvu = ∞. If there is a path connecting any node pair, the graph is referred to as
connected. Otherwise, each node v ∈ V belongs to a specific connected component.
Only connected graphs are considered in this thesis. Otherwise, each connected component
is individually subjected to described methods.
An often utilized concept is the k−neighborhood of a node i ∈ V .
Definition 2.11. A k–neighborhood of a node i ∈ V corresponds to
N k (i) = { j ∈ V | 0 < dij ≤ k} ,
i.e., the set of nodes within the radius k from i, as measured by graph-theoretical distances,
i.e., shortest-path lengths.
A k+ −neighborhood of a particular point i, N+k (i), additionally considers the point i
itself,
N+k (i) = N k (i) ∪ {i} ≡ { j ∈ V | 0 ≤ dij ≤ k }.
Recall Definition 2.4 where N 1 (i) is used to denote the immediate neighborhood of node
i, with cardinality |N 1 (i)| = deg(i) corresponding to the degree of node i.

2.2

Vectors and Matrices

The utilized linear algebra concepts are defined in this section. After accounting for vectors
and matrices in general, we proceed by defining some graph-related matrices. This is followed
by a description of a specific matrix decomposition and its basic properties. A particular
computational method used for such decomposition is also described.
Definition 2.12. A vector x ∈ Rn is an ordered collection of n ∈ N+ elements.
7
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The individual entries of vector x are xi ∈ R, i ∈ {1, . . . , n}.3 Vectors are usually represented as column vectors, but for notational convenience of in-line representation we adopt the
transpose operator, [x1 , . . . , xn ]T . Vectors [0, . . . , 0]T ∈ Rn and [1, . . . , 1]T ∈ Rn are denoted
as 0n and 1n , respectively.
Definition 2.13. The inner (dot) product of two vectors x, y ∈ Rn , is defined as
T

x y=

n
X

xi · yi .

i=1

If xT y = 0, x, y ∈ Rn , vectors x and y are orthogonal.
Definition 2.14. Vector scaling by a constant c corresponds to a multiplication of each
vector entry by c, i.e., c · x = [c · x1 , . . . , c · xn ]T .
Definition 2.15. The norm of a vector x ∈ Rn is defined as
q
√
kxk = xT x = x21 + · · · + x2n .

(2.2)

In fact, the above norm is a special case of the `p −norm,
kxkp =

n
X

!1/p
xpi

,

i=1

with p = 2.
Unless stated otherwise, the vector norm is assumed to be the `2 −norm, denoted without
the subscript, kxk.
Definition 2.16. In case kxk = 1, the vector x is referred to as unit or normalized vector.
Converting a vector x ∈ Rn to its unit version is achieved by vector scaling, x/kxk. Such
operation is often referred to as the vector normalization.
If two unit vectors x, y ∈ Rn are orthogonal, i.e., kxk = kyk = 1 and xT y = 0, they are
orthonormal.
Definition 2.17. A set of vectors S = {v1 , v2 , . . . , vr }, vi ∈ Rn , i ∈ {1, 2, . . . , r}, is linearly
independent if none of the vectors v1 , v2 , . . . , vr can be expressed as a linear combination of
other vectors from S. Equivalently, the set S is linearly independent if and only if
a1 v1 + a2 v2 + · · · + ar vr = 0n
is satisfied only for a1 = a2 = · · · = ar = 0.
Definition 2.18. A set of vectors S = {v1 , v2 , . . . , vr }, vi ∈ Rn , i ∈ {1, 2, . . . , r}, is linearly
dependent if at least one of the vectors v1 , v2 , . . . , vr can be expressed as a linear combination
of other vectors from S. Equivalently, the set S is linearly dependent if and only if
a1 v1 + a2 v2 + · · · + ar vr = 0n
is satisfied for at least one ai 6= 0, i ∈ {1, 2, . . . , r}.
3

Note that the notation x1 , x2 , . . . , xr , for xi ∈ Rn , i ∈ {1, 2, . . . , r}, corresponds to a set of vectors in Rn ;
the intended meaning should be clear from the context.
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Definition 2.19. A basis of an n-dimensional vector space comprises a set of linearly independent vectors whose linear combination can yield any vector from a given vector space.
A concept used with some of the visualization approaches reviewed and utilized is variance.
Definition 2.20. A variance of x ∈ Rn , var(x), corresponds to
n

1 X
var(x) = =
(xi − x
b)2 ,
n
i=0

where x
b is the mean over the entries of x.
We next define a notion of distance between two points.
Definition 2.21. The Minkowski distance of order p between two vectors (points) of the
same length, x, y ∈ Rn , is defined as
!1/p
n
X
|xi − yi |p
.
(2.3)
i=1

The Minkowski distance we are concerned with is of the order p = 2, and is referred to as
the Euclidean distance. In case of p = 1, the metric is frequently referred to as the Manhattan
distance. Given two vectors x, y ∈ Rn , their Euclidean distance is denoted as kx − yk.
The following discussion is related to another frequently used mathematical object.
Definition 2.22. A matrix A = (aij ) ∈ Rn×m comprises a set of n row vectors,
ai◦ = [ai1 , . . . , aim ] ,

i ∈ {1, . . . , n} ,

or, equivalently, a set of m column vectors,
a◦j = [a1j , . . . , anj ]T ,

j ∈ {1, . . . , m} ,

with aij denoting the entry residing in A’s ith row and j th column.
With n we denote the matrix height, and with m the matrix width. Matrix is called a
square matrix if n = m, and a rectangular matrix otherwise.
Henceforth, vectors are denoted by lowercase Latin letters, and matrices by capital Latin
letters.
Definition 2.23. Matrix transpose AT ∈ Rm×n is obtained by row and column flip of A.
Types of square matrices largely utilized throughout this thesis are:
• symmetric : if AT = A;
• diagonal : if non-zero elements occur only on the main diagonal, i.e., aij = 0, for all
i, j ∈ {1, . . . , n}, i 6= j. A diagonal matrix with entries of a vector x ∈ Rn is denoted
by diag(x) ∈ Rn×n . If x = 1n , the matrix diag(1n ) is referred to as the identity matrix,
In ∈ Rn×n . With eni ∈ Rn we denote the ith column vector of In .
Given some matrix B ∈ Rn×n , a diagonal matrix diag(B) comprises diagonal entries of
B.
• Euclidean : if there is a coordinate configuration {x1 , . . . , xn } ⊆ Rd such that aij =
kxi − xj k for all i, j ∈ {1, . . . , n};
9
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• orthogonal : if column and row vectors of A are mutually orthogonal;
• orthonormal : if orthogonal and with unit column and row vectors. For such matrices,
it holds that AAT = AT A = In .
Some square matrices have a property that is useful for solving linear systems involving
such matrices.
Definition 2.24. The inverse of a square matrix A ∈ Rn×n is denoted by A−1 ∈ Rn×n ,
and satisfies AA−1 = In .
A matrix having an inverse is referred to as nonsingular or invertible matrix. Otherwise,
a matrix is referred to as singular or non-invertible matrix.
Given a linear system Ax = b, with invertible A ∈ Rn×n and some b ∈ Rn , the exact
solution x is found by x = A−1 b.
An important scalar value associated with a square matrix A ∈ Rn×n is the determinant,
det(A), which can be used to determine if the matrix is invertible. In case det(A) = 0, matrix
inverse does not exist.
Definition 2.25. Given a matrix A ∈ Rn×m , the null space of A comprises all vectors
x ∈ Rm , x 6= 0m , such that Ax = 0n .
Definition 2.26. A symmetric matrix A ∈ Rn×n is called positive definite if
xT Ax > 0 ,
for all x 6= 0n .
Definition 2.27. A symmetric matrix A ∈ Rn×n is called positive semi-definite if
xT Ax ≥ 0 ,
for all x 6= 0n .
Each positive definite matrix is invertible.
A matrix largely used for data transformations, e.g., coordinate translation, is defined
next.
Definition 2.28. A n–dimensional centering matrix, Jn ∈ Rn×n , is defined as
 n−1

−1/n
···
−1/n
n

.. 
 −1/n n−1
1
·
·
·
. 
T
n
 ∈ Rn×n .
J n = In − 1n 1n = 


..
..
.
n
..
 .
.
−1/n 
−1/n
···
−1/n n−1
n
The left multiplication of M ∈ Rn×n by Jn , i.e., M 0 = Jn · M , has the effect of column
centering on M (entries of each column of M 0 sum to zero), while the right multiplication of
M by Jn , i.e., M 00 = M · Jn , has the effect of row centering on M (entries of each row of M 00
sum to zero).
Among matrix norms, the one frequently used is the Frobenius norm of a matrix A ∈
n×m
R
.
10
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Definition 2.29. A Frobenius norm of a matrix A ∈ Rn×m is defined as
v
uX
m
u n X
t
kAk =
a2ij .
i=1 j=1

Definition 2.30. A trace of a square matrix A ∈ Rn×n , tr(A), is defined as the sum of its
diagonal entries,
n
X
tr(A) =
aii .
i=1

Graph-related Matrices
Below we define matrices that are related to a graph structure. These matrices communicate
the underlying connectivity information, and are heavily used in graph theory.
It is common to index graph-related vectors and matrices with node indices, e.g., xi , i ∈ V
and aij , i, j ∈ V . Among many matrices associated with graphs, the most widely used is the
adjacency matrix used for graph representation.
Definition 2.31. Given an undirected unweighted graph G = (V, E), n = |V |, its adjacency matrix A = (aij ) ∈ Rn×n corresponds to a square symmetric matrix with entries
aij = 1 if (i, j) ∈ E, and aij = 0 otherwise.
In case of a weighted graph, the non-zero entries correspond to the associated edge weight.
Another graph-related symmetric matrix is a Laplacian matrix, which we define next.
Definition 2.32. A Laplacian matrix L = (`ij ) ∈ Rn×n of an unweighted graph G =
(V, E), n = |V |, has entries
(
deg(vi )
`ij =
−wij

if i = j
otherwise,

with wij = 1 if (i, j) ∈ E, and wij = 0 otherwise.
In case of a weighted graph, the entries wij would correspond to a non-negative edgeweight if (i, j) ∈ E, P
and wij = 0 otherwise. Analogously, the degree entries, deg(vi ), ∀ i,
would be replaced by u∈V wui . Such Laplacian is referred to as a weighted Laplacian.
A normalized variant of a Laplacian matrix is also utilized in this thesis.
Definition 2.33. Let L ∈ Rn×n denote a weighted Laplacian matrix, and let D = diag(L).
A weighted normalized Laplacian matrix Ln ∈ Rn×n corresponds to
Ln = D− /2 · L · D− /2 .
1

1

Yet another graph-related symmetric matrix largely utilized in this thesis is the graph
distance matrix :
Definition 2.34. Let G = (V, E) denote a graph with n nodes. A graph distance matrix
D = (dij ) ∈ Rn×n is a symmetric, zero diagonal matrix that comprises graph theoretical
distances, i.e., shortest-path lengths, between all node pairs.
11
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Eigendecomposition

An often utilized linear algebra procedure is a decomposition of a matrix as a product of
at least two matrices. In the following, a matrix decomposition utilized in this thesis is
discussed. After providing the general properties associated with this decomposition, we
describe a computational procedure used to achieve it.
Definition 2.35. Given a square matrix A ∈ Rn×n , a vector u ∈ Rn , u 6= 0n , that satisfies
Au = λ · u ,
for some scalar λ, is referred to as the eigenvector of A. A scalar λ is referred to as
the eigenvalue associated with the eigenvector u. A scalar-vector pair (λ, u) is termed an
eigenpair of A.
Definition 2.36. Matrix rank indicates the number of linearly independent columns
(rows) of a matrix.
Eigenvalues (and eigenvector entries) of a symmetric matrix are real, i.e., λi ∈ R for
i ∈ {1, . . . , n}. The spectrum of such a matrix corresponds to the set of not necessarily
distinct eigenvalues. For a symmetric matrix A ∈ Rn×n , rank(A) corresponds to the number
of its non-zero eigenvalues.
Definition 2.37. The spectral radius ρ(A) of a matrix A ∈ Rn×n corresponds to
def

ρ(A) = max(|λi |) .
i

While spectral (eigen) decomposition takes form A = U ΛU −1 in general, for a symmetric
matrix A ∈ Rn×n it simplifies to




λ1
uT1




..
..
A = U ΛU T =  u1 · · · un  

,
.
.
T
λn
un
with U = [u1 , . . . , un ] ∈ Rn×n containing the orthonormal eigenvectors of A, i.e., U U T =
U T U = In , and Λ = diag(λ1 , . . . , λn ) ∈ Rn×n being a diagonal matrix of the corresponding
eigenvalues.
P
P
A square matrix A ∈ Rn×n has a useful property, ni=1 aii = ni=1 λi , i.e., its trace being
equal to the sum of its eigenvalues.
Definition 2.38. A multiplicity (eigenvalue) of an eigenvalue λ of matrix A, mult(λ),
corresponds to the number of occurrences of that particular eigenvalue within the spectrum of
A.
Previously defined concepts of positive (semi-)definiteness can be expressed via the spectrum of a symmetric matrix.
Definition 2.39. A symmetric matrix A ∈ Rn×n is positive definite (positive semidefinite) if and only if the spectrum of A is positive (non-negative).
A concept closely related to standard eigendecomposition is the generalized eigendecomposition. Before proceeding with a discussion of its properties, we first define a simple function
that helps the interpretation.
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Definition 2.40. The Kronecker delta, δ, is a function defined as
(
0 if α 6= β
δ αβ =
1 if α = β .
Definition 2.41. Let A ∈ Rn×n be some symmetric matrix, and B ∈ Rn×n some positivedefinite matrix. The generalized eigenvalue problem, [A, B], corresponds to a scalarvector pair solution (λ, u) that satisfies
Au = λ · Bu .
The following derivation closely follows Koren and Carmel (2004).
A positive definite matrix B can be decomposed as B = C T C, with an invertible matrix
C ∈ Rn×n . By substituting u = C −1 v, the above generalized eigenvalue problem reduces
to a standard eigenvalue problem involving a symmetric matrix, (C −T AC −1 )v = λv. Given
that the generalized eigenvectors are obtained by u = C −1 v, they are not orthonormal, but
B-orthonormal,
uTi Buj = δij ,
with subscripts denoting different generalized eigenvectors and δ being the Kronecker delta.4
Another important matrix decomposition is reviewed next, along with its basic properties.
Definition 2.42. Given a rectangular matrix B ∈ Rn×m (without loss of generality, n ≥ m),
its singular value decomposition (SVD) takes the form

B = U ΣV T






=  u1 · · · um um+1 · · · un



σ1




 0



0
..

.
σm










0

v1T
..
.
T
vm



,


with U = [u1 , . . . , un ] ∈ Rn×n , u ∈ Rn , containing the orthonormal left singular vectors of
B; V = [v1 , . . . , vm ] ∈ Rm×m , v ∈ Rm , containing the orthonormal right singular vectors
of B, and Σ ∈ Rn×m denoting a diagonal matrix with m non-negative singular values,
σ1 ≥ · · · ≥ σm ≥ 0.
Matrix Σ ∈ Rn×m contains matrix 0 ∈ R(n−m)×m having only zero entries.
Similarly as eigendecomposition, SVD of matrix B can be defined as a decomposition that
satisfies
Bv = σ · u
and
BT u = σ · v .
The relation of the two decompositions is established as follows:
B · B T = (U ΣV T ) · (U ΣV T )T = U ΣV T V ΣT U T = U ΣΣT U T
B T · B = (U ΣV T )T · (U ΣV T ) = V ΣT U T U ΣV T = V ΣT ΣV T .
4

(2.4)

A similar observation can be made by stating that Au = λBu (for some symmetric A ∈ Rn×n and a
positive-definite B ∈ Rn×n ) can be turned to a standard eigenvalue problem, (B −1 A)u = λu, where B −1 A is
generally not a symmetric matrix, hence with eigenvectors u not necessarily orthogonal.
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This implies that the left singular vectors of B are the eigenvectors of BB T , and that the
right singular vectors of B are the eigenvectors of B T B. The corresponding eigenvalues of
both BB T and B T B are equal to squared singular values of B.
Given a rectangular matrix B ∈ Rn×m , n ≥ m, its rank corresponds to the number of its
non-zero singular values.
Note that the singular value decomposition and spectral (eigen) decomposition coincide
in case of symmetric positive semi-definite matrices, since such matrices have non-negative
eigenvalues. Therefore, left and right singular vectors of symmetric positive semi-definite
matrices would be identical. In case a symmetric matrix is not positive semi-definite, negative
eigenvalues would correspond to positive singular values, which implies that the left and right
singular vectors associated with these singular values will have different signs.
For a more extensive background on linear algebra see, e.g. Golub and van Loan (1996).
Computing the Eigendecomposition
Since usually d ∈ {2, 3} dominant eigenvalues and the corresponding eigenvectors are needed
in our setting, partial spectral decomposition is based on the Power Method (Golub and van
Loan, 1996; Borg and Groenen, 2005). In the following, a description of the basic method is
provided, along with adjustments that are necessary in certain cases.
Theorem 2.43 (Power Method). Given an initial vector u0 ∈ Rn and a symmetric matrix
B ∈ Rn×n , the normalized Power Method iterates
uk+1 ←

Buk
,
kBuk k

uk ∈ Rn , k ∈ {0, 1, 2, . . . } ,

(2.5)

converge to the eigenvector associated with the dominant eigenvalue given that
(i) B has an eigenvalue strictly greater in magnitude then the other eigenvalues, and
(ii) the initial guess u0 does not have a zero component in the direction of the eigenvector
associated with the dominant eigenvalue.
Furthermore, the computed vector norms, denominators from (2.5), converge to the magnitude of the dominant eigenvalue.
Proof. The convergence proofs below closely follow Mathews and Fink (2004) (Chapter 11),
with an observation that the vector norms (positive values) could only approximate the
dominant eigenvalue magnitude, thus potentially hiding the actual dominant eigenvalue sign.
This fact, often omitted in the literature, is of importance with our setting, as will be shown
later.
Let {λ1 , λ2 , . . . , λn } be eigenvalues of B satisfying the ordering
|λ1 | > |λ2 | ≥ · · · ≥ |λn | ,

(2.6)

and let {u1 , u2 , . . . , un } be the corresponding normalized, linearly independent eigenvectors
forming a basis for n−dimensional space. The initial vector may therefore be expressed as
u0 = c1 u1 + c2 u2 + · · · + cn un ,
with the assumption uT0 u1 6= 0, or c1 6= 0.
14
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A single Power Method iteration can be expressed as
u00 = Bu0 = c1 Bu1 + c2 Bu2 + · · · + cn Bun
= c1 λ1 u1 + c2 λ2 u2 + · · · + cn λn un
 
  

λ2
λn
1
2
u + · · · + cn
un ,
= λ1 c1 u + c2
λ1
λ1

(2.8)

and after normalization u1 ← u00 /ku00 k ,
 
  

λ1
λ2
λn
1
2
u0 =
c1 u + c2
u + · · · + cn
un ,
b1
λ1
λ1
with b1 = ku00 k. After k iterations, the following is obtained,
u0k−1 = Buk−1
λk1
=
b1 b2 · · · bk−1

c1 u1 + c2



λ2
λ1

k

u2 + · · · + cn



λn
λ1

k

!
un

,

(2.9)


and after normalization uk ← u0k−1 ku0k−1 k ,
λk1
uk =
b1 b2 · · · bk−1 bk

c1 u1 + c2



with bk = ku0k−1 k.
Given (2.6), it follows that
 k
λi
lim ci
ui = 0n ,
k→∞
λ1

λ2
λ1

k

u2 + · · · + cn

f or each



λn
λ1

k

!
un

,

i = 2, 3, . . . , n;

further implying
lim uk = lim

k→∞

k→∞

c1 λk1
u1 .
b1 b2 · · · bk

Given that the following holds,
lim

k→∞

c1 λk1
c1 λk1
= lim
ku1 k =
k→∞ b1 b2 · · · bk
b1 b2 · · · bk
=

c1 λk1
u1
k→∞ b1 b2 · · · bk
lim

lim uk = lim kuk k = 1 ,

k→∞

k→∞

the vector sequence converges to (a multiple 1 or −1 of)5 the eigenvector u1 ,
lim uk = lim

k→∞

k→∞

c1 λk1
u1 = ±u1 .
b1 b2 · · · bk

(2.10)

The proof related to the eigenvalue estimation is obtained by replacing k with k − 1 in
lim

k→∞

c1 λk1
b1 b2 · · · bk

5

,

Normalized unit vectors u and −u have the same norm of 1. Multiple 1 or −1 of the eigenvector accounts
for differently signed results obtained on different runs of the Power Method.

15

2.2. Vectors and Matrices

Chapter 2

and dividing the two expressions (norm of a non-zero vector is positive), the following is
obtained
c1 λk1 /(b1 b2 · · · bk )
|λ1 |
lim
= lim
=1,
k→∞ c1 λk−1 /(b1 b2 · · · bk−1 )
k→∞ bk
1
implying
|λ1 | = lim bk .
k→∞

This means that the norm of vectors uk converges to the dominant eigenvalue magnitude.
To account for the problematic initialization, a common choice for u0 is uniform at random
entry sampling. This way, one ensures (with high probability) a non-zero component of the
dominant eigenvector in the initialization [see (2.7)]. In certain settings, the use of eigenvector
approximations can save the number of iterations and reduce artifacts, as shown in Brandes
and Pich (2006) (see also Section 3.3.3).
Let uk denote the Power Method iterate at k th iteration. The iteration from (2.5) can
terminate after the change of the computed iterate becomes sufficiently small, i.e., after
(uk+1 )T uk > 1 −  ,

(2.11)

for some small  > 0.6 With the negative dominant eigenvalue, the left-hand side of (2.11)
becomes negative for converged uk . This can be easily observed in, e.g., (2.9), where the term
λk1 , λ1 < 0, can be rewritten as λk1 = (−1)k · |λk1 |, thus implying a sign flip in the consecutive
Power Method iterates.7 An indicator of convergence to a negative dominant eigenvalue is
the eigenvector sign flip after the condition
(uk+1 )T uk > 1 −  ,

(2.12)

has been satisfied, for some small  > 0. To avoid inner product computation, however, a
predefined number of iterations is often used as an alternative termination criterion.
The Power Method can be used for estimating subsequent eigenvectors (and the corresponding eigenvalues) of a symmetric matrix B ∈ Rn×n by orthogonalization against previously computed ones.
The orthogonalization against previously computed eigenvectors implies that the eigenvector ud is iteratively computed by removing the contribution of (d−1) previously computed
eigenvectors [see (2.8)–(2.9)],
d

(u )k+1

T
d−1
X
(ui )k (ud )k
B(ud )k
←
−
· (ui ) .
T
i
i
kB(ud )k k
i=1 ((u )k ) (u )k

The above expression is known as the Gram-Schmidt process (Golub and van Loan, 1996).
Theoretically, the initial application of the Gram-Schmidt process guarantees orthogonality
of subsequent iterates (ud )k+1 to (d − 1) previously computed eigenvectors; the iterative
application the Gram-Schmidt process, however, accounts for numerical stability problems.
6
Inner product of two unit vectors u and v is bounded by a magnitude of 1, uT v = |u| · |v| · cos(u, v), with
equality if vectors are identical.
7
Such a sign flip should be treated with caution since the consecutive operations are performed with
vectors, i.e., a high-dimensional entry.
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After reaching a sufficient convergence precision, the corresponding eigenvalues may be
estimated by the Rayleigh quotient (Golub and van Loan, 1996) (Chapter 8),
λd =

(ud )k

T

B(ud )k

T

((ud )k ) (ud )k


T
= (ud )k B(ud )k .

(2.13)

Given sufficient convergence precision, equation (2.13) (the dot product of the normalized
and un-normalized Power Method iterate) accounts for the eigenvalue sign, and should be
used when this sign is not known in advance [e.g., B not a positive (semi-)definite matrix].
We will later show that in case the eigenvalue are known to be positive, the primary norms
of Power Method iterates are progressively better dominant eigenvalue estimates.
The sequence (2.9) indicates that the convergence of the Power Method is governed by
the eigengap,
|λ2 |
egap =
,
(2.14)
|λ1 |
and is generally slow for |λ2 | ≈ |λ1 |, i.e., the case of close dominant magnitude eigenvalues.
The method can be accelerated by imposing a larger spread on dominant eigenvalues
through the use of matrix powers, such as BB instead of B. For faster convergence, Mathews
and Fink (2004) (Chapter 11) suggest the use of vector series accelerators with the Power
Method.8
Convergence acceleration of the method has recently been considered in Kamvar et al.
(2004); Sidi (2008) in the context of PageRank computation.9 In general, the running time
of the Power method is dominated by the matrix-vector product, and takes O(n2 ) operations
per iteration.
Remarks The eigenvectors computed by the Power Method correspond to the eigenvalues
ordered by decreasing absolute value, |λ1 | > |λ2 | > · · · > |λd | ≥ · · · > |λn | ≥ 0. Since we will
be mainly concerned with positive eigenvalues, it may be necessary to extend the eigenvector
computation until d positive eigenvalues are obtained.
Alternatively, if the estimate on the largest-in-magnitude negative eigenvalue λ−
B of B ∈
n×n
R
is known, the spectrum of B can be shifted to compute positive eigenvalues.
Definition 2.44. The spectrum shift of matrix B ∈ Rn×n by c ∈ R corresponds to the
addition of c across the main matrix diagonal, B + c · In .
Given an eigenpair (λ, u) of B ∈ Rn×n , the spectrum shift of B by c ∈ R implies
(B + c · In ) · u = Bu + c · In · u = λ · u + c · u = (λ + c) · u .

(2.15)

The sequence (2.15) implies that the primary eigenvalues {λ1 , · · · , λn } of B shift to eigenvalues {(λ1 + c), · · · , (λn + c)} of (B + c · In ), and eigenvectors remain unchanged. Therefore,
setting c to be at least |λ−
B | would yield non-negative eigenvalues of (B + c · In ).
0
0
Corollary 2.45. With c = |λ−
B | in B = (B +c·In ), matrix B becomes positive semi-definite.
−
0
With c > |λB |, matrix B becomes positive definite.
8
Mathews and Fink (2004) (Chapter 11) demonstrate the use of the Aitken’s ∆2 method as an accelerator
to the Power Method.
9
PageRank corresponds to a link-analysis algorithm used for assigning relative importance measure of an
element within a set. It is used in the World Wide Web collection of pages.
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The proof follows from (2.15) and the definition of positive semi-definiteness. An approximation to |λ−
B | can be obtained by the application of the Geršgorin theorem.
Theorem 2.46. Lower bound on the eigenvalues of a matrix B = (bij ) ∈ Rn×n , lb(λ)B , is
given by
lb(λ)B := min{bii − Ri (B)} ,
i

and an upper bound, ub(λ)B , is given by
ub(λ)B := max{bii + Ri (B)} .
i

For a proof, and further consideration of the implications of the theorem, see Horn and
Johnson (1990) (Chapter 6).
The above theorem implies that with the spectrum shift of matrix B by lb(λ)B , i.e.,
0
B = B − lb(λ)B · In , the resulting matrix B 0 would have only non-negative eigenvalues, hence
a positive semi-definite matrix.
As noted in Pich (2009), the spectrum shift is usually not needed in our setting with
only two or three dominant eigenvalues required. Aiming for a larger number of eigenvalues,
however, may result in a negative eigenvalues, and spectrum shift needs to be employed. In
Sections 4.5, 3.4 we show that the spectrum shift can be used to extract the opposite spectrum
extrema.
Remarks In case of higher multiplicity of the largest-in-magnitude eigenvalue λ1 , the
Power Method converges to a vector being a linear combination of eigenvectors corresponding
to such eigenvalue.10 This can be observed from, e.g., expression (2.9).
Furthermore, in case an additional eigenvector is computed by the Power Method, the
output will be a vector corresponding to a different linear combination of eigenvectors corresponding to eigenvalue λ1 of higher multiplicity (under the assumption that after orthogonalization of an initial vector against previously computed Power Method output there are
non-zero components of eigenvectors corresponding to eigenvalue λ1 ; with random vector initialization, this often holds in practice). In fact, under the above assumption, an interesting
observation on the Power Method output can be made in case of higher multiplicity of a
dominant eigenvalue λ1 .
Let U = [u1 , u2 , . . . , u` ] ∈ Rn×` comprise eigenvectors ui ∈ Rn , i ∈ {1, . . . , `}, associated
with eigenvalue λ1 of multiplicity `. With d < ` vectors as output of the Power Method
being columns of V ∈ Rn×d , V = U · C, C ∈ R`×d , and given the orthonormality of V , i.e.,
V T V = Id , it follows that C is also orthonormal, i.e., C T C = Id . Since orthonormal columns
are columns of a rotation/reflection matrix, the output V is a rotated/reflected variant of U ,
further truncated to d axes. Such geometric interpretation will prove useful later.

2.3

Graph Visualization

Visual representation of a graph is a challenging task, and many approaches have been established with the aim of effective representation of the underlying structure. While some
10

Given eigenvectors u1 , u2 associated with eigenvalue λ of a matrix A ∈ Rn×n , a vector α1 u1 + α2 u2 , for
any α1 , α2 ∈ R, is also an eigenvector of A associated with the same eigenvalue λ.
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Figure 2.1: Pattern of orthogonal projections of 3D layouts reported in the thesis.

approaches utilize the connectivity information comprised in an adjacency matrix, others actually visualize graph elements, i.e., nodes and edges. Below we concentrate on the latter
visualization approach and the related concepts. A method utilized for measuring similarities
of two such visual representations of the same structure is also described.

2.3.1

Graph Layout

Although the graph structure may be represented with the corresponding adjacency matrix,
it has been shown that node-link diagrams are better suited to convey the connectivity information (Keller et al., 2006). Such a diagram, often referred to as a graph layout, is central to
the contribution of this thesis, and is defined next.
Definition 2.47. By graph layout we denote a d−dimensional configuration of node positions xv ∈ Rd , ∀ v ∈ V , complemented with links between adjacent nodes.
Note that, while the visualized links between nodes may be curves, the contribution of
this thesis is based on layouts with straight lines between adjacent nodes. For visualization
purposes, the dimensionality is set to d = {2, 3}. 3D layouts of graphs reported in this thesis
are shown in three orthogonal projections, as depicted in Figure 2.1.
Definition 2.48. Given a graph G = (V, E), n = |V |, node positions xi ∈ Rd , i ∈
{1, 2, . . . , n}, form a configuration matrix (or, simply, a configuration),
X = [xv1 , xv2 , . . . , xvn ]T ∈ Rn×d .
For simplicity, we often refer to node coordinates via indices only, X = [x1 , . . . , xn ]T ∈
Rn×d .
A concept often related to graph layouts is the aspect ratio, which is defined next.
Definition 2.49. Let w(X) and h(X) correspond to the horizontal and vertical spread of
the layout X ∈ Rn×2 , respectively. The aspect ratio of a graph G layout, ar(G), denotes the
minimal ratio


w(X) h(X)
ar(G) = min
,
.
h(X) w(X)
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Procrustes Analysis

Faced with the problem of judging the similarity of two configurations of the same dimensionality, researches have developed various approaches. A description of an approach that is
utilized as a measure of similarity of two layouts of the same graph is provided next.
Let tr(·) denote the trace of a square matrix. For determining how similar two configurations X, Y ∈ Rn×d , X = [x1 , . . . , xn ]T , Y = [y1 , . . . , yn ]T , are, we use Procrustes Analysis.
For a more elaborate discussion on the topic, see Cox and Cox (2001) (Chapter 5).
Important concept used with Procrustes Analysis is the matrix square root. Given some
matrix B ∈ Rn×n , its square root C = B 1/2 satisfies B = CC.
Central to Procrustes Analysis is the sum of the squared distances between coordinates
associated with same nodes,
P S(X, Y ) =

n
X

(xi − yi )T (xi − yi ) .

i=1

Configuration X is translated, dilated and rotated to minimize P S(X, Y ) with respect to
the ideal solution Y . The minimum value of P S(X, Y ), 0 ≤ P S(X, Y ) ≤ 1, is given by the
Procrustes Statistics (PS):
P S(X, Y ) = 1 −

[tr(X T Y Y T X)1/2 ] 2
,
tr(X T X) · tr(Y T Y )

(2.16)

which is a normalized sum of the squared distances between points xi and yi , i ∈ {1, . . . , n},
of the two configurations X and Y . The summation accounts for a proper transformation of
the configuration X.
The first step of the transformation is configuration translation to a common origin. It is
assumed that configurations X and Y are translated to the centroid origin,
n
X
i=1

(k)

xi

=

n
X

(k)

yi

=0,

k ∈ {1, . . . , d} .

i=1

Further transformation on X leading to a minimal value of P S(X, Y ) is obtained by the
Procrustes rotation (Sibson, 1978), X ← X · T , with T ∈ R2×2 obtained as
scaling factor

z
}|
{
1
tr(X T Y Y T X) /2
1
· (X T Y Y T X) /2 (Y T X)−1 ∈ R2×2 .
T =
|
{z
}
tr(X T X)

(2.17)

rotation/reflection matrix F

While a perfect match of configurations is indicated by P S(X, Y ) = 0, larger P S(X, Y ) values
indicate larger dissimilarity of the two configurations.11
Depending on the application, the set of transformations may be restricted to, e.g., applying only translation and rotation. For a relation of Procrustes Statistics to other similarity
coefficients, see Cox and Cox (2001) (Chapter 5), Borg and Groenen (2005) (Chapter 20).
11

The application of matrix F ∈ R2×2 implies a rotation or reflection, a difference indicated by the sign of
the determinant of F , i.e., det(F ) = 1 or det(F ) = −1, respectively.
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While the Procrustes Statistics is used in this thesis, alternative measures of configuration
similarities were discussed in, e.g., Lyons (1996) (Chapter 4), Bridgeman and Tamassia (2002);
Gansner and Hu (2009).

Platform Information All results reported in this thesis, including layouts and various
numerical measures, were obtained by using the author’s own implementations. The programming language used is C++, and computations were performed on a laptop computer with
2.4 GHz Intel Core2 Duo CPU and 4 GB of main memory running Linux.
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Classical Multidimensional Scaling
The spectral decomposition-based multidimensional scaling approach, Classical Multidimensional Scaling (CMDS), is of central interest in this chapter. Despite being the earliest MDS
approach that is followed by numerous advances in a general distance fitting model, CMDS
is still utilized in many scientific fields.
Provided that the input to CMDS are distances gathered from the Euclidean space of
certain dimensionality, the method reconstructs coordinates that give rise to such distances.
However, even with non-Euclidean distance input, as is the case with graph drawing, the
CMDS constructs reasonable solutions that capture the global structure well. With a closedform coordinate reconstruction via basic linear algebra operations, CMDS has recently attracted attention of the graph drawing community; besides being used as a standalone layout
approach (Civril et al., 2005; Brandes and Pich, 2006), CMDS has been declared as an excellent initializer of another MDS method that iteratively refines local details (Brandes and
Pich, 2008).
This chapter is organized as follows. We start by describing the development of CMDS and
discuss its applicability to graph drawing. After reviewing an existing CMDS approximation
approach, proposals on its further improvements are made.
Improvements to CMDS approximation involve a correction to proposed coordinate formation, determination of appropriate layout scale to match the CMDS result, and a proposal
for additional computational complexity improvements. The chapter is concluded with a review of related work; the basic CMDS model adaptations are discussed in detail in Chapter
4, and are also applied with the approximation approach.
For a more extensive background on MDS methods and chronology of the development,
see textbooks (Cox and Cox, 2001; Borg and Groenen, 2005). A review of the development
of MDS methods can be found in Mead (1992) and France and Carroll (2011), the latter
accounting for more recent developments and sample applications. For a discussion on a
connection between general multidimensional data analysis and graph layout, see de Leeuw
and Michailidis (2000); a more specific exploration on the application of MDS to graph
drawing can be found in Pich (2009). For an overview of general graph drawing, see Di Battista
et al. (1999); Kaufmann and Wagner (2001).
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Method Overview

Given input distances collected from d−dimensional Euclidean space, CMDS provides a set
of d−dimensional coordinates that give rise to such input. This section comprises a brief
derivation of the basic method subject to Euclidean distance input, but also explores the
effects of non-Euclidean distances. In addition, the optimality criteria of the CMDS solution
are reviewed.

3.1.1

Coordinate Reconstruction by CMDS

Based on results from Schoenberg (1935); Young and Householder (1938), the first complete
practical method was given independently by Torgerson (1952) and Gower (1966), hence the
alternative name Torgerson-Gower Scaling. The method interprets input dissimilarities as
Euclidean distances to be fitted by a coordinate reconstruction.

Assuming a set V = {v1 , . . . , vn } of n objects with n2 mutual dissimilarities/distances
conveniently expressed in a distance matrix D ∈ Rn×n ,


d11 d12 · · · d1n
 d21 d22 · · · d2n 


n×n ,
D= .
..
..  ∈ R
..
 ..
.
.
. 
dn1 dn2 · · · dnn
and the target dimensionality d, the CMDS problem can be formulated as:
Problem 3.1 (Reconstructive CMDS).
given

D = (dij ) ∈ Rn×n ,

f ind

{x1 , . . . , xn } ⊆ Rd

such that

kxi − xj k = dij ,

∀ i, j ∈ V.

Following the assumption that distances dij are primarily derived from the Euclidean
coordinates to be reconstructed, the distance matrix D is a symmetric, zero diagonal (hollow),
with non-negative off-diagonal entries, dij = dji ≥ 0, dii = 0, ∀ i, j ∈ V . We next provide a
brief derivation of the basic method.
Theorem 3.2 (Schoenberg (1935)). For any Euclidean distance matrix D = (dij ) ∈ Rn×n
corresponding to d−dimensional coordinates xi ∈ Rd , i ∈ {1, . . . , n}, a matrix B = (bij ) ∈
Rn×n of inner-products bij = xTi xj can be reconstructed to give rise to Euclidean distances,
dij = kxi − xj k, ∀ i, j ∈ V .
Proof. To obtain a d−dimensional embedding, X ∈ Rn×d = [x1 , . . . , xn ]T , with xi ∈ Rd ,
i ∈ {1, . . . , n}, such that
dij = kxi − xj k ,
consider the relation
d2ij = kxi − xj k2 = (xi − xj )T (xi − xj ) = xTi xi − 2xTi xj + xTj xj ,
which, solved for xTi xj , yields
1
xTi xj = − (d2ij − xTi xi − xTj xj ) .
2
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To remove the origin degree of freedom (configuration translation), we opt for the configuration centroid to coincide with the origin,
n
X

(k)

xi

=0,

k ∈ {1, . . . , d} ,

(3.2)

i=1

with the superscript (k) denoting the dimension axis. Such configuration is referred to as the
centered configuration. Note that, since inner-products are translation variant, each choice of
origin implies different result in a space of lower dimensionality, because the reconstructed
CMDS solutions of complete (high) dimensionality would differ by a rotation/reflection (and,
clearly, translation) (Torgerson, 1952). While the traditional choice is the centroid origin, the
effect of alternative origin choice is further explored in Chapter 4.
With the above assumption, after averaging over all rows i = {1, . . . , n}, all columns
j = {1, . . . , n}, and over all i, j combinations, respectively, the following is obtained:
n

n

i=1

i=1

1X 2
1X T
dij = xTj xj +
xi xi
n
n
n
n
1X 2
1X T
dij = xTi xi +
xj xj
n
n

1
n2

j=1
n
n
XX

j=1

d2ij =

i=1 j=1

2
n

n
X

xTi xi .

(3.3)

i=1

Plugging the above results into (3.1), the inner-product matrix (also known as the Gram
matrix ),
B = (bij ) ∈ Rn×n
is obtained, with individual entries, ∀ i, j,


n
n
n X
n
X
X
X
1
1
1
1
bij = xTi xj = − d2ij −
d2rj −
d2iq + 2
d2rq  ,
2
n
n
n
r=1

q=1

(3.4)

r=1 q=1

meaning that the inner-product information of still unknown coordinates xi ∈ Rd , i ∈
{1, . . . , n}, is obtained by using only distance information.
As already noted, the choice of the origin is addressing the configuration translation degree
of freedom, and it is shown later [Chapter 4 (Section 4.2)] that different origin choice affects
low-dimensional solutions. The choice of origin is central to the extension of CMDS to region
emphasis, Chapter 8.
The operation from (3.4) (not necessarily with the multiplication factor) is known as
double-centering of the matrix of squared distances; this imposes the property of zero sum of
the entries of each row and column of the double-centered matrix. It is achieved by subtracting
the corresponding row and column average, and adding back the entire matrix average to each
individual matrix entry. Note that a (n × n) double-centered matrix has rank at most n − 1,
and that the zero eigenvalue is associated with the vector 1n .
Written in the matrix form (Schonemann, 1970), the formation of B reads as
1
B = − · Jn · D(2) · Jn ,
2
27

(3.5)

3.1. Method Overview

Chapter 3

with D(2) denoting the matrix D with squared entries, and Jn being the centering matrix (see
Definition 2.28).
Definition 3.3. The dimensionality of a distance matrix D is the rank of configuration
X with least rank that gives rise to distances of D.
As is shown in Gower (1985), matrix B formed by (3.5) has rank that corresponds to the
dimensionality of D.1
With the inner-product information at hand, we proceed with the reconstruction of the
actual coordinates.
Given an inner-product matrix B ∈ Rn×n corresponding to a set of n d−dimensional
coordinates, the underlying configuration matrix X ∈ Rn×d can be reconstructed by spectral
(eigen) decomposition of B.
Since B is a symmetric matrix, its spectral decomposition takes the form
B = XX T = U ΛU T ,
with U ∈ Rn×n
diagonal matrix
Let Λ(1/2) ∈
Coordinates are

denoting the matrix of eigenvectors of B, U T U = In , and Λ denoting the
of its eigenvalues.
Rn×n denote the diagonal matrix of square roots of the eigenvalues of B.
reconstructed as
1
X = U Λ( /2) .

Given that distances are obtained from a d−dimensional Euclidean space, it holds that
rank(B) = rank(XX T ) = rank(X) = d ,
i.e., B has d positive eigenvalues and (n − d) zero eigenvalues, one of which is imposed by the
centering operation from (3.5).2
Since zero eigenvalues do not contribute to the configuration reconstruction, d−dimensional
coordinates are recovered using only d (positive) eigenvalues and the corresponding eigenvectors,
hp
i
p
(1/2)
X=
(3.6)
λ1 u1 , . . . , λd ud = U(d) Λ(d) .
Multiples ±1 of the unit eigenvectors of B account for the rotated/reflected results of
different runs of CMDS.
Note that, in case of Euclidean input distances, CMDS will provide a solution giving rise
to input distances in at most n − 1 dimensions, because rank(B) ≤ n − 1, i.e., B has at least
one zero eigenvalue.
Lemma 3.4. Let A ∈ Rn×n be a double-centered matrix. All the eigenvectors u of A, u 6=
√1 1n , are centered, i.e., the eigenvector entries sum to zero.
n
Proof. The proof follows immediately from the orthogonality of eigenvectors u, u 6= c · 1n ,
c ∈ R, to the eigenvector 1n of A being associated with its zero eigenvalue.
1
In fact, Gower (1985) shows that alternative inner-product matrices corresponding to different origin
choices also have rank that matches the dimensionality of D.
2
This can be observed by rewriting B = B · Jn , which is then used in BJn 1n = 0n = 0 · 1n . This implies
that the vector 1n corresponds to zero eigenvalue of B.

28

Chapter 3

3.1. Method Overview

Lemma 3.4 implies that the eigenvectors of the inner-product matrix B are centered, and
given the axes formation from (3.6), it can be verified that the configuration X is centered at
the origin.
The closed-form coordinate reconstruction (3.6) from the input distance data is known as
the Classical Multidimensional Scaling (CMDS). The configuration X from (3.6) is referred
to as the CMDS result or CMDS solution.
Proposition 3.5. Columns of a CMDS
solution X ∈ Rn×d are mutually orthogonal, and the
√
th
i column has the norm equal to λi . Consequently, it holds that
X T X = Λ(d) .

(3.7)

The proof follows immediately from (3.6).
Lemma 3.6. Given an arbitrary d−dimensional centered configuration Y ∈ Rn×d , Y = Jn Y ,
that is subject to CMDS, a d−dimensional CMDS solution corresponds to a rotated/reflected
configuration Y .
Proof. Let λi denote the ith eigenvalue of the inner-product matrix Y Y T ∈ Rn×n , associated
with eigenvector ui . Furthermore, let σi denote the ith singular value of Y associated with
the left-singular vector vi , i ∈ {1, . . . , d}. With wi denoting the ith eigenvector of Y T Y and
by using the relation between eigendecomposition and singular value decomposition, (2.4),
the CMDS axes formation can be written as
p
λi · ui = σi · vi
= Y · wi ,

f or i ∈ {1, . . . , d}.

(3.8)

Given that the eigenvectors wi are columns of an (d × d) orthonormal (rotation) matrix, the
CMDS solution is simply a rotation/reflection of Y .
Clearly, in case Y is already a CMDS solution, the configuration will remain intact because
Y T Y will be a diagonal matrix with eigenvectors wi being columns of Id .
The CMDS method is widely used for dimensionality reduction which aims for a lowdimensional representation (usually with d ∈ {2, 3}, to communicate results visually) capturing the essence of the original high-dimensional data, according to some criterion. With
CMDS, this criterion corresponds to mapping proximity measures (as derived from the highdimensional space) to Euclidean distances in a low-dimensional space.
A d−dimensional CMDS solution from h−dimensional space, d < h, is based on d eigenvectors of the inner-product matrix corresponding to its d positive dominant eigenvalues; the
rest of the spectrum is neglected. A property related to such a solution is given in the following proposition. For a survey on dimensionality reduction and a comparative review, see
Fodor (2002) and van der Maaten et al. (2009), respectively.
Proposition 3.7 (Meulman (1991)). The CMDS low-dimensional reconstruction from the
original high-dimensional space, subject to orthonormal eigenvectors of the inner-product matrix B, yields distance approximations from below, implying that for each (i, j) object pair,
the relation between distances kxi − xj k in a low dimensional space and distances dij in a
high-dimensional space, is
kxi − xj k2 ≤ d2ij .
With the maximum dimensionality of d = rank(B), the equality holds.
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For a proof, see Meulman (1991, 1992).
One implication of the Proposition 3.7 is that “one should realize that conclusions based
on small distances can be suspect,” and that point proximity might result from “a badly fitted
large distance, giving a false impression of the object pair’s initial similarity,” (Meulman,
1991). Furthermore, “distinct clusters of objects in observation space could be lost in representation space and be displayed as overlapping clouds of object points,” (Meulman, 1992).
To account for mentioned degeneracies, Meulman (1992) suggests the use of residual plots of
distances in input and output space. This observation, also confirmed with the application
of CMDS to graph drawing, motivated approaches concentrated on a more reliable CMDS
representations based on either the global appearance or the emphasis of a particular region,
which are discussed in Chapters 4, 8, respectively.
While the standardized methods embed new points by minimizing squared distance residuals relative to a set of already embedded points, among the first to consider CMDS extension
to mapping the hitherto unseen points to the set of those already embedded was Gower
(1968). Given desired distances to already mapped point, an algebraic solution for coordinates of newly available point is calculated. The approach was used in the sensitivity analysis
of CMDS in Krzanowski (2006).
A more recent approach due to Trosset and Priebe (2008) formulates the problem of
mapping the hitherto unseen point as an unconstrained non-linear least-squares. The problem
is tackled via inner-product data, as the original CMDS, but with the solution avoiding
spectral decomposition. More details on this approach will be given in Section 4.2.
Handling the missing values of the dissimilarity/distance matrix was discussed in Mardia
(1978); Trosset (2000); Koren et al. (2005). In the latter, CMDS solutions to local sensor
patches are merged to derive a global solution to the sensor localization problem in a distributed manner. Another approach utilizing CMDS for the similar problem in a centralized
manner is given in Shang et al. (2003), with the distributed variant in Shang (2004).
For a deeper insight into spectral decomposition methods and linear algebra in general,
see textbooks Golub and van Loan (1996); Meyer (2000); for a comprehensive account on
matrix analysis, see Horn and Johnson (1990).

3.1.2

Coordinate Construction by CMDS

The necessary assumption behind perfect coordinate reconstruction of CMDS is that the
individual entries of matrix D correspond to exact Euclidean distances, which might not
always be realistic. Distance measures in two- or three-dimensional space are often erroneous,
causing even higher precision loss with the introduction of round-off errors on processing
machines. The general Constructive CMDS problem 3.1 is therefore formulated as
Problem 3.8 (Constructive CMDS).
given

D = (dij ) ∈ Rn×n ,

f ind

{x1 , . . . , xn } ⊆ Rd

such that

kxi − xj k ≈ dij ,

∀ i, j ∈ V.

The aim, therefore, is to construct coordinates such that the distances are matched as
closely as possible in a d−dimensional space, d ∈ {2, 3}.
Suppose that the eigenvalues of B are ordered as λ1 ≥ λ2 ≥ · · · ≥ λn . It is argued, e.g.,
in Gower (1966), that a sufficient number of dimensions necessary for data representation in
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the Euclidean space can be estimated by the analysis of the spectrum of B. The sign and
magnitude of each λi determines its contribution to the configuration formation, the largest
being from large positive eigenvalues. A more extensive account on the relation between the
spectrum of B and the dimensionality needed for a graph representation is given in Section
3.2.3.
Since one is not interested in the imaginary space stemming from negative eigenvalues, it
is common to set the corresponding axis to 0n ,3 and only consider the contribution from the
positive ones:
+
λ+
(3.9)
1 = max(λ1 , 0), . . . , λn = max(λn , 0) .
With d first λ+ values being entries of the diagonal matrix Λ+ ∈ Rd×d , the modified coordinate
formation takes form
1
X = U (Λ+ )( /2) .
(3.10)
It will be shown shortly that the coordinate formation via (3.10), where only largest positive
eigenvalues and negative ones set to zero, give rise to an optimality criterion.
The following theorem frequently cited in the MDS literature (Gower, 1982; Cox and Cox,
2001) establishes the relation between Euclidean distances and inner-products of corresponding coordinates.
Theorem 3.9 (Young and Householder (1938)). A dissimilarity matrix is Euclidean if and
only if the associated inner-product matrix is positive semi-definite.
A matrix with negative eigenvalues would give rise to imaginary axes which are not part of
the Euclidean space. Note that the above theorem covers inner-products formed with respect
to alternative origin choices; while we here restrict discussion to centroid choice of origin, in
Chapter 4 we account for alternatives and study implications on a low-dimensional solution.
The CMDS method assuming non-Euclidean input distances, but still with d positive
dominant eigenvalues, is shown in Algorithm (1). In case of possible negative dominant
eigenvalues, the Rayleigh quotient eigenvalue estimation, (2.13), should be used in the coordinate formation block. The termination of the Power Method can be based on a relative
eigenvector change or a predefined number of iterations.4
Optimality Criteria of CMDS
In the following, we review some optimality criteria related to the CMDS solution (3.10).
For simplicity, we start with formal proofs in case of Euclidean input data, and proceed with
optimality criteria concerning non-Euclidean input data. The section is concluded with a
discussion on robustness of CMDS.
Definition 3.10. Given a matrix A ∈ Rn×m and a positive integer k, the aim of the lowrank approximation is to find a matrix Ak ∈ Rn×m of rank at most k, rank(Ak ) ≤ k, such
that
kA − Ak k
(3.11)
is minimized.
3

Note that the diagonal entries of double-centered B, (3.5), will have non-negative values corresponding
to squared distances to the centroid with Euclidean input data (for a more detailed account, see Chapter
4). Therefore, negative diagonal entries of B may serve as an early indicator of data not embeddable in the
Euclidean space [see the numerical example from Borg and Groenen (2005) (Section 12.2)].
4
The Power Method can be implemented to search for eigenvectors in a vector by vector fashion (Harel
and Koren, 2002a; Koren, 2003; Civril et al., 2005).
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Algorithm 1: Classical Multidimensional Scaling
Input : Dissimilarity matrix D ∈ Rn×n , dimensionality d ∈ N+
Output: Axes vectors x1 , . . . , xd ∈ Rn
B ← − 21 Jn D(2) Jn
termination ← false
// initialize the eigenvectors
for i = 1, . . . , d do
yi ← random ∈ Rn
// Power Method start
while termination = false do
for i = 1, . . . , d do
λi ←kByi k
yi ← (1/λi ) · Byi
for j = 1, . . . , i − 1 do
hy ,y i
yi ← yi − hyji ,yjj i yj
check(termination) // check for termination
// coordinate formation
for i = 1,√. . . , d do
xi ← λq
i · yi
// xi ←

max{yiT Byi , 0} · yi

// Rayleigh quotient

In case the desired rank is k = rank(Ak ) ≤ rank(A), an optimal solution exists and is
obtained via singular value decomposition.
b ∈ Rk×k denote a
Theorem 3.11 (Eckart – Young). Given a matrix A ∈ Rn×m , let Σ
diagonal matrix containing only k largest non-zero singular values of A, k ≤ rank(A), and
b and Vb denote matrices containing the corresponding left- and right-singular vectors,
let U
respectively.
ck ∈ Rn×m yielding minimal value of the criterion
Matrix A
min kA − Ak k,
Ak

subject to

rank(Ak ) = k ,

over all Ak ∈ Rn×m , is obtained by
ck = U
b ·Σ
b · Vb T .
A

(3.12)

In case the desired rank k exceeds rank(A), the optimality via (3.12) still holds, but now
with restriction rank(Ak ) = rank(A) < k.
Since squaring is a monotone function, a solution to minAk kA − Ak k for a known A is
also a solution to minAk kA − Ak k2 .
Theorem 3.12 (Mardia (1978)). A d−dimensional CMDS solution, X ∈ Rn×d , relying on
a spectral decomposition of the positive semi-definite inner-product matrix B, d ≤ rank(B),
32

Chapter 3

3.1. Method Overview

minimizes the loss function strain,
strain(B, Z) = kB − ZZ T k2
n X
n
X
2
=
bij − ziT zj ,

(3.13)

i=1 j=1

among all Z ∈ Rn×d configurations, with zi ∈ Rd denoting coordinates of the ith point.
Proof. Let Λ(d) ∈ Rd×d denote a diagonal matrix with d dominant eigenvalues of B as its
entries, and let U(d) ∈ Rn×d comprise the corresponding eigenvectors.
The proof exploits the fact that the singular value decomposition of a symmetric positive
semi-definite matrix B corresponds to its spectral (eigen) decomposition,
strain(B, X) = kB − XX T k2
T 2
k
= kB − U(d) Λ(d) U(d)

= min kB − Ak k2 : rank(Ak ) = d

⇐ by (3.11)

Ak

≤ kB − ZZ T k2

⇐ rank(ZZ T ) = d, ∀ Z ∈ Rn×d

= strain(B, Z) .

(3.14)

A connection between (3.14) and the Eckart-Young Theorem 3.11 is clear. Note that
the positive semi-definite inner-product matrix B corresponds to Euclidean input distances
(Gower, 1966; Mardia, 1978). However, it can be shown that the strain optimality criterion
holds in case of CMDS coordinate construction from non-Euclidean distances, where the contribution of negative eigenvalues is ignored in order to avoid axes with imaginary components.
Theorem 3.13 (Mardia (1978)). In case of CMDS coordinate construction from non-Euclidean
distances, (3.10), the optimality criterion (3.13) holds.
While the following proof also accounts for the case of positive semi-definite matrix B, it
is useful for the derivation of the actual minimal value of strain.
Proof. Let B ∗ ∈ Rn×n denote a positive semi-definite matrix that is sought to minimize
kB − B ∗ k2 = tr (B − B ∗ )2 ,

(3.15)

(k)

d = rank(B ∗ ) ≤ rank(B). Furthermore, let λ(A) denote the k th eigenvalue of some matrix
(1)

(2)

(n)

A ∈ Rn×n , λ(A) ≥ λ(A) ≥ · · · ≥ λ(A) . It can be shown that
∗ 2

min tr (B − B )

= min

n 
X

(k)


(k) 2

λB − λB ∗

.

(3.16)

k=1

Given that the summation on the right-hand side of (3.16) is restricted to non-negative
eigenvalues, the minimal value is obtained with eigenvalues chosen as
(
(k)
max(λB , 0)
if k ≤ d
(k)
λB ∗ =
0
if d < k ≤ n ,
33

3.1. Method Overview

Chapter 3

which actually correspond to eigenvalues stemming from B ∗ = XX T , with X ∈ Rn×d being
a CMDS configuration constructed from non-Euclidean distances, (3.10).
For the actual minimal value, expression (3.16) implies
n−1
X

strain(B, X) =




(k) 2

,

(3.17)

d h
i2
X
(k)
(k)
+
λB − max(λB , 0) ,

(3.18)

λB

k=d+1

in case of positive semi-definite B, and
strain(B, X) =

n−1
X




(k) 2
λB

k=d+1

k=1

in case of a reconstruction from non-Euclidean input distances. Clearly, for input distances
gathered from d−dimensional Euclidean space and reconstructed in d−dimensional Euclidean
space, it holds that
strain(B, X) = 0 .
The optimal solution of strain computed by eigendecomposition assumes uniform weighting associated with each term of the loss function. An approach allowing for a weighted strain
optimization and an alternative to fitting inner-product ranks rather than inner-product values is discussed in Buja et al. (2008). However, compared to an alternative MDS loss function
more directly aiming at input distance fit (discussed in Chapter 5), such adaptations of strain
are not expected to offer advantages.
Yet another optimality criterion exists, interpreting CMDS as a dimensionality reduction
by a linear projection of (centered) k−dimensional data to d−dimensional space, k > d; in
algebraic terms, such operation is conveniently expressed as Xd = Xk · L, with Xd ∈ Rn×d ,
Xk ∈ Rn×k and L ∈ Rk×d having orthonormal columns.
(k)

(d)

Lemma 3.14 (Mardia (1978)). Suppose dij and dij denote distances between items i, j
in a k− dimensional and d−dimensional space, respectively. Given n k−dimensional data
objects with coordinates residing in a (centered) configuration Xk ∈ Rn×k , a linear projection
Xd = Xk · L, with orthonormal L ∈ Rk×d , d < k, that minimizes
n h
X

(k)

(d)

(dij )2 − (dij )2

i

,

(3.19)

i, j

is obtained with L whose columns are d eigenvectors of XkT Xk corresponding to d dominant
eigenvalues.
It has been shown in (3.8) that a CMDS low-dimensional solution Xd from Xk residing in
a high-dimensional space, d < k, can be written as Xd = Xk · U , with columns of U ∈ Rk×d
being eigenvectors of matrix XkT Xk corresponding to dominant eigenvalues.
A relation between the sum of distances among all point pairs and the spectrum of B is
established by using (3.3),
n

n

k

i, j

i=1

i=1

X
X
1X 2
dij = n ·
xTi xi = n · tr(B) = n ·
λi (B) .
2
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An optimality criterion also formulating CMDS as a linear projection of (centered) data,
but, contrary to the above criteria, expressed as a maximizer, will be given in Section 4.3.1.
Given that negative eigenvalues stemming from B obtained from non-Euclidean distances
might occur, the practical CMDS algorithm relying on the Power Method might require
spectrum shift of the inner-product matrix to extract positive eigenvalues and corresponding
eigenvectors [see Section 2.2.1]. With our application of CMDS restricted to low-dimensional
space d ∈ {2, 3}, negative eigenvalues did not occur; however, as will be shown in, e.g., Chapter
4, negative eigenvalues may be encountered with high-dimensional solutions, in which case
we restrict CMDS solution to contribution only from dominant positive eigenvalues.
As may be observed from presented optimality criteria,5 low-dimensional CMDS solutions
are biased towards large distance fit, meaning that global structure is emphasized over local
details. A similar effect is observed with the application of CMDS for graph drawing, as will
be shown in the following section.
Robustness and stability of CMDS under input perturbations were also a subject of research. Sibson (1979) showed that CMDS is fairly robust “against errors which leave observed
dissimilarities still approximately linearly related to distance,” meaning that consequently no
dramatic configuration changes were introduced.
The stability of MDS methods, when subjected to deletion of a single object information,
was presented in de Leeuw and Meulman (1986); this method served as a basis for CMDS
sensitivity analysis from Krzanowski (2006) where the effect of deletion of each specific object
on the complete configuration is studied. After embedding (n − 1) points, the author adds
back initially missing point i by the method of Gower (1968), and a new configuration is
formed for all points. After all n configurations have been aligned relative to the complete
CMDS solution, the stability of each point is indicated by the variability of its coordinates in
different configurations.
Some of the robustness problems of CMDS with noisy data, along with some more general shortcomings, were addressed by an alternative cost function in (Cayton and Dasgupta,
2006). The authors argue that a more dramatic error in a single input distance is propagated
throughout the layout, and the use of `1 −norm in the loss function involved with a more
direct distance fit is proposed.

3.2

Graph Drawing by CMDS

Besides the ordinary application of coordinate (re)construction, CMDS has been applied in
different context. In the following, the application of CMDS to graph drawing is discussed.
We start with consideration of input distances that often give rise to reasonably good layouts,
and then account for the dimensionality necessary for a graph representation in the Euclidean
space. The section is concluded by a discussion on graph structures that are problematic to
represent by CMDS.
Among the first to use MDS methods to facilitate the network diagram design were Kruskal
and Seery (1980). Although another MDS variant more directly aiming at the input distance
fit was preferred, the authors state that CMDS is “entirely adequate” for such a purpose.
As stated in Chapter 2, the contribution of this thesis assumes connected graphs. In
the context of graph drawing, each component of a disconnected graph should be drawn
5

Summation of squared values involved in the strain loss function (3.13), or fit of squared distances in
(3.19).
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separately. For a smart packing of the components drawn individually, see, e.g., the divide
and conquer strategy from Hachul (2005) (Chapter 3). Alternative approaches maintaining
proximity of individual graph components during the layout process can be found in, e.g.: Ma
(2001) (Chapter 3), where dummy edges are introduced between disconnected components;
(Frick et al., 1995), where a barycentric force is introduced to prevent drifting of individual
components and in Koren and Çivril (2009) where forces are applied between all node pairs
to constraint the drawing within a circular area.
In the context of interactive graph drawing, CMDS was first used by Hosobe (2004). A
more detailed account on the proposed method will be given later. As a standalone graph
drawing approach, CMDS was termed Spectral Distance Embedding (SDE) by Civril et al.
(2005), and identified as an appropriate drawing method of regular structures. Furthermore,
Brandes and Pich (2008) have shown that CMDS solution yields excellent initialization for
iterative graph drawing algorithms.
While the current literature accounting for CMDS appears to be restricted to its traditional use for dimensionality reduction, in Chapters 4, 8, we explore the flexibility of the
method for different graph drawing purposes. In the following, we account for CMDS input
utilized for graph drawing.

3.2.1

Input Distances

Since the inter-object distances in graph theory are usually associated with shortest-path
lengths (distances), these are a natural choice of input for MDS methods. Given the distancefit goal of (C)MDS, the tendency is to achieve a drawing with a straight line formed by edges
constituting shortest-paths in a graph.
Shortest-path distances indirectly convey the node proximity for the weighted and uniform
edge length graphs. For the former, shortest-paths might indicate higher proximity of two
adjacent nodes, because a shorter connection might be established through a sequence of low
weight edges. For an early use of shortest-path distances as input to (C)MDS, see Kruskal
and Seery (1980).
An important characteristic of shortest-path distances is that they satisfy the metric
axioms,
dij = dji

(symmetry)

dij > dii = djj = 0

(minimality)

dij ≤ dik + dkj

(triangle inequality)

(3.20)

∀ i, j, k ∈ V , which is also a property of Euclidean distances primarily considered by CMDS
(Borg and Groenen, 2005).
Perhaps one of the most influential publications in the domain of dimensionality reduction
utilizing the concept of shortest-path distances as input to CMDS is the ISOMAP approach
(Tenenbaum et al., 2000). The method relies on a CMDS solution that unfolds the underlying weighted graph constructed from a manifold. The use of shortest-paths is central to
approximation of distances along a manifold that allows for structure unfolding. More details
on ISOMAP will be given in Section 4.5.1.
Since shortest-path computations are prohibitive for large data sets, approximation of a
node-pair distance query often yields acceptable results. For instance, the approximation
exploiting the precomputed distances with respect to a set of appropriately selected landmark points has been proposed in Potamias et al. (2009). Furthermore, a recent work from
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Tretyakov et al. (2011) improved the accuracy of landmark-based shortest-path estimations,
and provided an extension to dynamically changing graphs. As Gubichev et al. (2010) show
in the experiments on several data sets, results of increased approximation accuracy yielded
an astonishingly small estimation error on average. All these estimation approaches largely
rely on the metric concept of the triangle inequality, (3.20). Approaches handling missing
values were discussed in Mardia (1978); Trosset (2000); Drineas et al. (2004); Koren et al.
(2005).
Although shortest-paths are used for the purpose of graph drawing in this thesis, the
opposite direction has been exploited, too. Namely, the precomputed graph layout might
serve as a basis for estimating results of a node-pair shortest-paths query via Euclidean
distance measure, as in Zhao et al. (2010). Namely, low-dimensional coordinates are assigned
to nodes based on precomputed shortest-path distances to a set of landmarks; this way,
the computational effort needed for coordinate calculation is reduced, but the accuracy of
results is still acceptable. An approach that utilized graph drawing to speedup geometric
heuristics for shortest-path computations in the context of travel planning is due to Brandes
et al. (2001). Based on a linear-time graph drawing approach, the coordinates corresponding
to geographic locations of train stations are constructed, and are utilized by methods that
estimate shortest-path distances. The experimental data indicate that the overall speedup
in shortest-path estimation relying on layout coordinates is close to that achieved with the
actual coordinates.
In the following, drawing weighted graphs is considered, and an already existing weighting
scheme tailored for another MDS model is applied with CMDS. A general remark on layouts
obtained by CMDS is given at the end of the following section.

3.2.2

Weighted Graphs

Although uniform edge weights are often used with CMDS-based graph drawing, weighted
edges can be used, too. While exploring the application of a more direct distance fitting
MDS model to graph drawing (see Chapter 5), Gansner et al. (2004b) observed that the
neighborhood of high degree nodes appears too dense in a layout. Consequently, an edge
weighting scheme relying on neighborhood sizes of adjacent nodes was suggested.
Let Ni = {j | (i, j) ∈ E}. Given (i, j) ∈ E, the edge weight (length) is set to
`ij = |Ni ∪ Nj | − |Ni ∩ Nj | ,

(3.21)

consequently with the target distance dij , ∀ i, j ∈ V , corresponding to the length of the
shortest-path between i and j. Figure 3.1 demonstrates the effects of edge weighting on an
irregular and a more regular structure.
A general observation from Gansner et al. (2004b) was that more space is allocated to
dense areas, thus potentially improving the readability. However, the original improvements
were in the context of another MDS approach more directly associated with input distances
fit. Due to higher dimensionality of layouts produced by CMDS that are restricted to first
two axes, it is difficult to confirm the observation on improved readability, especially with
irregular structures, see Figure 3.1. For the regular structure shown, the expansion of the
central area is particularly pronounced due to a large number of high-degree nodes; shorter
edges are present in the layout periphery. Unless otherwise stated, the CMDS-based layouts
presented in this thesis are based on uniform edge weights.
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Figure 3.1: Comparison of CMDS layouts with uniform edges (left) and weighted edges (right) for
graphs 1138bus (n =1138, m =2596), and dwt1005 (n =1005, m =4813). Centroid origin assumed.

Recently, an approach utilizing weighted edges for the purpose of visual representation
of bibliographic data based on shared references was proposed by Brandes and Pich (2011a).
With the aim of close geometric placement of nodes corresponding to works with similar
bibliographies, a weighted graph is constructed by inserting an edge between each pair of
works that have at least one common citation. The edge weight corresponds to a coefficient
measuring the amount of overlap between bibliographies of items forming an edge, with greater
overlap indicating greater proximity. The desired distances between all node pairs are then
computed as shortest-path lengths between nodes, and the layout is computed by CMDS or
its approximation. More details on the utilized CMDS approximation will be given later.
As has already been noted, low-dimensional CMDS solutions are biased towards large
distance fit which generally holds with CMDS application to graph drawing. In Chapter 5 we
introduce another MDS loss function that allows one to specify the preferred distance fit via
weights. This MDS approach largely benefits from initialization obtained by CMDS (Brandes
and Pich, 2008).
Graph drawing by general MDS has been explored with other input distances, as in Cohen
(1997) where the alternative input emphasizes clustering. Khoury et al. (2012) announced
the use of commute time distances (roughly speaking, the time needed for a random walk to
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connect two nodes) to address some of the drawbacks of shortest-path distances used as MDS
input.

3.2.3

Spectrum Analysis and Dimensionality

As a spectral method, CMDS bases its result on positive eigenvalues of the inner-product
matrix and the associated eigenvectors. In Section 3.1.2 we showed that by coordinate
(re)construction relying on dominant positive part of the spectrum, the minimal value of
strain is obtained. The actual dimensionality needed for data representation in the Euclidean
space therefore depends on the number and magnitude of positive eigenvalues.
However, in case the output dimensionality is restricted to d = {2, 3}, the relation between
magnitudes of considered eigenvalues and magnitudes of those that are ignored accounts for
how reliable the low-dimensional representation is. For instance, while a small magnitude
of the fourth eigenvalue relative to the magnitude of the third one indicates that d = 3
is a sufficient dimensionality, a small discrepancy between the two implies that the CMDS
(re)construction requires at least an additional dimension.
With non-Euclidean distances used as CMDS input, e.g., shortest-path distances, the
spectrum of inner-product matrix B may indicate how close these distances are to Euclidean.
Furthermore, it may indicate whether CMDS is generally a proper layout choice for a particular graph or a class of graphs.
In Figure 3.2 we show the spectrum of a set of graphs used in this thesis. Given that
the sign and magnitude of the eigenvalues of the inner-product matrix B are good indicators
of importance of each dimension, presented graphs generally require d > 2 dimensions for a
proper coordinate reconstruction. As observed by Pich (2009), a steep descent in the positive
part of the spectrum that still dominates negative eigenvalues in magnitude indicates that
CMDS can be used to represent the input distances. Presence of large negative eigenvalues,
on the other hand, imply that CMDS is inappropriate layout choice for such structures.
The spectrum analysis may account for how reliable the (re)construction is. The relation
between used and ignored eigenvalues of B is proposed to measure the goodness of fit, g(d),
in d−dimensional space (Mardia, 1978),
,n−1
d
X
X
g(d) =
λi
λi ,
(3.22)
or
g(d) =

i=1

i=1

d
X

,n−1
X

i=1

λ2i

λ2i ,

(3.23)

i=1

with the latter option used in case of present negative eigenvalues. Criterion (3.22) served
as a basis for the work of Messick and Abelson (1956) that focused on the additive constant
to original input distances that would result in reasonable Euclidean embeddings of low dimensionality. More detailed account on such approach and other distance transformations
will be given in Chapter 4. Another MDS approach to dimensionality estimation is proposed
by Kruskal (1964a), though in the context of different MDS approach. Basically, the idea
is to calculate the function value with each increment of dimensionality; a small subsequent
change in the function value indicates a proper dimensionality.
An important property of the CMDS solution is dimension nesting. For instance, an
optimal d−dimensional solution contains an optimal (d − 1)−dimensional solution, d ≥ 2.
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Figure 3.2: Spectrum of the CMDS inner-product matrix for a set of graphs. Eigenvalues are sorted
in non-ascending order of magnitudes.
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Figure 3.3: The main orthogonal projections of a 3D layout of qh882 (n =882, m =3354).

Figure 3.3 shows a sample 3D graph in three orthogonal projections. An example of all axes
combination of five most significant dimensions is given in Pich (2009) (Chapter 3).
While a traditional CMDS solution is based on d ∈ {2, 3} dominant positive eigenvalues
of B, in Chapter 4 we show that an `− dimensional CMDS solution, ` > 2, can be used to
obtain more informative 2D layouts. Moreover, an alternative eigenvalue-based criterion for
the estimation of the dimensionality sufficient for a graph representation is provided.
As indicated in Algorithm 1, the eigendecomposition involved with CMDS application to
graph drawing is obtained with the Power Method (see Theorem 2.43), since d ∈ {2, 3}. Graph
drawing algorithms also relying on the Power Method for the eigendecomposition are, e.g.,
Degree Normalized Eigenvectors (Koren, 2003) (Section 3.4.3), High Dimensional Embedding
(HDE) (Harel and Koren, 2002a) (Section 3.4.2), Spectral Distance Embedding (SDE) (Civril
et al., 2005),6 Sampled Spectral Distance Embedding (SSDE) (Civril et al., 2006), and Algebraic
multigrid Computation of Eigenvectors (ACE) (Koren et al., 2003). The latter is a hierarchical
approach that attributes fast eigenvector computations in the transition from coarse to finer
structures to an appealing property of the Power Method: a fast convergence of the method
provided a smart initialization by an eigenvector computed previously at a coarser scale. The
ACE is among the fastest methods that scale to very large graphs.
In the following, the inconsistency of CMDS applied to certain structures is discussed.
Such behavior is attributed to spectral characteristics of certain graphs.

6

The SDE algorithm is CMDS utilized in the context of graph drawing.

41

3.3. CMDS Approximation

Chapter 3

Figure 3.4: Two layouts of hyper8D (n =256, m =1024) demonstrate the inconsistency of CMDS
results in case of higher multiplicity of the dominant positive eigenvalue.

3.2.4

Result Inconsistency

Given that the CMDS solution is obtained by scaling eigenvectors of the inner-product matrix
by square roots of the associated (positive) eigenvalues, a problem with solution consistency
occurs with multiple occurrence of a dominant eigenvalue. Since traditional CMDS does not
differentiate between different eigenvectors corresponding to an eigenvalue of higher multiplicity, the method will yield inconsistent solutions. Namely, given that a linear combination
of eigenvectors corresponding to an eigenvalue of higher multiplicity is also an eigenvector,
the number of possible geometrically different solutions minimizing strain is infinite in such
case.7
While Pich (2009) observed such a problematic behavior with complete binary trees, the
inconsistency may occur with other highly symmetric structures. Figure 3.4 illustrates the
inconsistency in CMDS solutions with hyper8D structure.8 The spectrum of the problematic
structure is given in Figure 3.2. As depicted, layouts of the same structure drawn by different invocations of CMDS are quite different. As was observed in Chapter 2, a 2D CMDS
solution relying on the Power Method (often) corresponds to the first two columns of a rotated/reflected solution formed by utilizing all eigenvectors corresponding to the dominant
eigenvalue of higher multiplicity.9 The result inconsistency is typically inherited by iterative
drawing methods on such structures that are initialized by a CMDS solution, since these
methods generally yield only locally optimal solutions.

3.3

CMDS Approximation

Quadratic time and space complexity of CMDS make its use prohibitive for visualization of
large data sets. This general drawback of MDS methods has been tackled in, e.g., Buja and
7

Such solutions differ by more than a rigid transformation in the output 2D space.
A kD-hypercube is a graph structure with 2k nodes, {0, . . . , 2k − 1}, with an edge between nodes whose
binary representation of indices differs in exactly one position.
9
For structures with dominant positive eigenvalue of multiplicity two (see Figure 3.2 for graphs
dwt1005,cdde1,sw0), different invocations of CMDS relying on the Power Method will yield a rotated 2D
solution, which is irrelevant for graph drawing.
8
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Swayne (2002); Koren and Harel (2003); Gansner et al. (2004b); Chen and Buja (2009); Buja
et al. (2008), and a series of related papers: Chalmers (1996); Morrison et al. (2002); Morrison
and Chalmers (2002); Jourdan and Melançon (2004). While these are mainly concerned
with a more direct distance fitting MDS approach (see Chapter 5), fast methods for CMDS
approximation relying on linear algebra concepts were also proposed (de Silva and Tenenbaum,
2003; Civril et al., 2006; Brandes and Pich, 2006).
We start this section by reviewing PivotMDS (Brandes and Pich, 2006) which has proven
as a good CMDS approximation. After presenting improvements to the basic method such as
aspect ratio correction and scale alignment, and providing optimality criteria of PivotMDS
solution, we discuss other approaches to CMDS approximation. This discussion should facilitate the understanding of our proposal aiming at further computational complexity reduction
of PivotMDS that is presented at the end of this section, along with the associated experimental evaluation. The utilized sampling approach aiming at matrix-product approximation
formalizes the basic intuition behind PivotMDS.

3.3.1

PivotMDS

The basic intuition behind PivotMDS is discussed in the following, along with the primary
derivation of the approach. Our correction to the aspect ratio that leads to the interpretation
of CMDS as a special case of PivotMDS is presented then. After establishing PivotMDS via
SVD theory, we proceed with our derivation of the scale alignment of PivotMDS solution
to match the CMDS solution. This section is concluded with a derivation of PivotMDS
optimality criteria.
Instead of basing computations on a square distance matrix D ∈ Rn×n , this approximation
technique relies on processing a rectangular distance matrix Dp ∈ Rn×k , k  n, with columns
of Dp being a subset to those of D. Each column of Dp comprises shortest-path distances
from pivot nodes to all other nodes, capturing as much distance information as possible.10
Consequently, Dp is usually referred to as the pivot matrix,


dv1 p1 · · · dv1 pk
 dv p · · · dv p 
2 k 
 2 1


Dp =  dv3 p1 · · · dv3 pk  ∈ Rn×k .
 ..
.. 
 .
. 
dvn p1

· · · dvn pk

Although there are various strategies to select pivots, the following two were found to
behave well (Brandes and Pich, 2006):
• MaxMin sampling: The procedure was first presented in Hochbaum and Shmoys (1985)
as an 2-approximation to the k-center problem, where k nodes are to be chosen from V
such that the longest distance from V to these k nodes is minimized.11 The procedure
operates as follows. After sampling the first pivot p1 at random, the ith pivot, i ∈
{2, . . . , k}, is chosen as the point farthest away from the set of (i − 1) already selected
pivots,
pi ←
argmax
min
dvp .
v∈V \{p1 ,...,pi−1 }
10
11

p∈{p1 ,...,pi−1 }

The difference between terms pivots and landmarks will be clear shortly.
A δ-approximation yields a solution within a factor δ of the optimal solution.
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The procedure is summarized in Algorithm (2). This strategy often scatters pivots
well over the graph, thus effectively capturing the most important distance information. In some cases, however, this may lead to overpopulation of distant graph regions
with pivots; indeed, ends of attached paths are frequent selection candidates. A variation encouraging population from graph regions not traversed by paths utilized for the
collection of previously sampled pivots can be found in Elmqvist et al. (2008).
The MaxMin method was also used for the sampling employed with graph drawing
approaches of Harel and Koren (2002a); Civril et al. (2006); Yonghe and Yanyan (2010).
Furthermore, it was discussed as an option for the coarsening process involved in the
multi-grid MDS solver from Bronstein et al. (2006e) as the farthest point sampling,
a method primarily introduced for progressive image sampling in Eldar et al. (1997).
Among other sampling strategies, the MaxMin method was also used more recently in
the adaptive sampling method applied to dimensionality reduction by MDS (Agarwal
et al., 2012).
• Hybrid sampling: The drawback of the MaxMin sampling, i.e., overpopulating end of
attached paths by pivots, can be tackled by selecting every `th pivot at random. With
this modification applied on tree-like structures, a decrease in the number of pivots at
the end of attached paths should be expected.

Algorithm 2: MaxMin Pivot Selection Strategy
Input : Graph G = (V, E), number k ∈ N of pivots
Output: Set P = {p1 , . . . , pk } ⊆ V , pivot matrix Dp ∈ Rn×k
p1 ← random node selection from V
for v ∈ V do
zv ← ∞
for i = 1, . . . , k do
// distances from a particular pivot
ith column of Dp ← [dpi v1 , . . . , dpi vn ]T
for v ∈ V do
zv ← min(zv , dpi v )
// next pivot selection
pi+1 ← argmaxv∈V zv

While Brandes and Pich (2008) concluded that MaxMin generally yields better results
than Hybrid, the choice of a pivot selection strategy appropriate for a specific graph class
and the number of pivots to be sampled is still an open question. Unless otherwise stated,
PivotMDS layouts presented in this thesis are obtained by MaxMin selection strategy.
For alternative node sampling strategies, see, e.g., Potamias et al. (2009); Tretyakov et al.
(2011); Agarwal et al. (2012). Sampling methods have also been utilized in estimating certain
node metrics (Brandes and Pich, 2007), and for shortest-path queries (Potamias et al., 2009;
Gubichev et al., 2010; Tretyakov et al., 2011).
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Derivation of PivotMDS
The original derivation of PivotMDS, (Brandes and Pich, 2006), is close to the one of CMDS
(see Section 3.1.1).
Assuming that the resulting configuration X ∈ Rn×d is centered at the origin, the objective
dvp ≈ kxv − xp k,

∀ v ∈ V, p ∈ P ,

leads to pivot inner-product matrix C = (cvp ) = (xTv xp ) ∈ Rn×k , with individual entries


X
X
XX
1
1
1
1
cvp = xTv xp = − d2vp −
(3.24)
d2vq −
d2wp +
d2wq  .
2
k
n
nk
q∈P

w∈V

w∈V q∈P

Written in a matrix form, C formation reads as
1
C = − · Jn Dp(2) Jk ,
2

(3.25)

where Jn ∈ Rn×n and Jk ∈ Rk×k are defined as in (3.5). The intuition behind PivotMDS is
that the eigenvectors of CC T shall approximate the eigenvectors of BB T = B 2 , and thus of
B, but with squared eigenvalues.
The eigenvector approximation was originally related to matrix product approximation of
BB T by CC T , (Brandes and Pich, 2006)
2

T

[B ]ij = [BB ]ij =

n
X

bil bjl ≈ a ·

l=1

k
X

cil cjl = a · [CC T ]ij ,

(3.26)

l=1

with a denoting a scaling factor. Provided sufficiently well distributed intermediaries in C, the
matrix product CC T should be a reasonable approximation to the matrix product BB T = B 2 ,
up to certain scaling factor. A more formal account on the matrix-product approximation of
the form (3.26) will be given later, to justify the use of the eigenvector approximation.
Repeated multiplications performed in the Power Method can be restricted to a k × k
matrix, since (CC T )i = C(C T C)i−1 C T . After pivot positions have been determined by
the eigendecomposition of C T C, positions of all nodes are determined relative to pivots via
C ∈ Rn×k .12 Similar approach of primarily using pivot positions to determine positions of all
nodes with potentially different final pivot coordinates can be found in Yonghe and Yanyan
(2010).
Brandes and Pich (2006) observed that the computational complexity of PivotMDS is
dominated by the shortest-path calculations. The running time of the C T C formation, its
spectral decomposition and coordinate formation is O(k 2 n + k 2 + knd) altogether, dominated
by O(k 2 n). Since, in general, d = 2, k  n, and often k < 150, the running time and space
requirements of the method are linear in n.
For further layout refinement, Brandes and Pich (2006) suggest computations with increasing set of pivots until a stable state is reached. The refinement step was motivated
by the observation that more pivots generally yield better CMDS approximation. The progression is qualified by the Procrustes Statistics (PS) value with respect to the result of the
12

This coordinate change motivates the name pivot; for fixed coordinates, the term landmark will be used
instead.
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previous iterate, terminated after PS value reaches sufficiently small value. With PS as a
measure of similarity, the requirement for the iterate comparison is linear.
A recent application of PivotMDS to exploration of bibliographic networks is given in
(Brandes and Pich, 2011a), while the method has been applied as an effective initialization
to a more direct distance fitting approach in Brandes and Pich (2008); Gansner et al. (2012).
Aspect Ratio Correction
An omission from the originally proposed PivotMDS is neglecting the influence of eigenvalues
in the approximation, leading to inappropriate aspect ratio. We show that by including the
eigenvalues in the approximation, CMDS becomes a special case of PivotMDS. The derivation
of the method presented below is slightly different from the original. We start by stating an
equivalence relation between some sampling approaches.
Lemma 3.15. Let Ip ∈ Rn×k be the matrix with columns subset to those of the identity
matrix In ∈ Rn×n , and corresponding to pivot nodes p ∈ P ⊂ V . Also, let the complete
matrix of squared distances be denoted by D(2) ∈ Rn×n , and let the CMDS inner-product
matrix be denoted as B = − 21 · Jn D(2) Jn .
Furthermore, let C denote the matrix obtained by (scaled) double-centering on the pivot
(2)
(2)
columns of D(2) , C = − 12 · Jn Dp Jk ∈ Rn×k , Dp = D(2) Ip . It holds that
C = B · Ip · Jk .
In other words, identical result is obtained by sampling columns from D(2) and then
double-centering, as by sampling columns of already double centered matrix B (which is the
inner-product matrix of CMDS), which is subject to additional row-centering.
Proof. Note the following equality:


1
1
T
Jn Ip Jk = In − 1n 1n Ip Jk = Ip Jk − 1n 1Tn · Ip Jk
n
n
= Ip Jk ,
that follows from the fact that the vector 1n spans the null-space of Jn . Furthermore, given the
idempotency of the centering matrix, Jn = Jn Jn , sampling from the already double centered
B, further subject to additional row-centering, can be expressed as

1 
· Jn D(2) Jn · Ip Jk
2


1
1
= − · Jn D(2) · Ip Jk = − · Jn Dp(2) Jk = C .
2
2

B · Ip Jk = −

Given the above lemma, it is expected that the product CC T would yield an approximation
to matrix BB T , up to certain scale, and that the spectral decomposition of BB T = B 2 (hence
of B), can therefore be replaced by the spectral decomposition of CC T (recall the eigenvector
approximation of BB T by eigenvectors of CC T ).
However, besides utilizing the spectral decomposition to account for eigenvectors only, as
is the case with the original PivotMDS, we account for eigenvalues, too.
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While the scale difference between CC T and BB T is irrelevant for the eigenvector estimation, eigenvalues are subject to scale change with matrix scale change. It is therefore
expected that the eigenvalues of CC T approximate those of BB T , up to certain scaling factor
that accounts for the scale difference between CC T and BB T [see (3.26)]. Note that this
factor is irrelevant for the aspect ratio correction due to constant axes scale change, but will
be accounted for later in this section. A more extensive theoretical account on the success of
the approximation approach will be given in Section 3.3.3.
Let the eigenvalues of B, BB T and CC T , and the singular values of C be sorted in a nonascending order of magnitudes. Also, let lsv(C) and rsv(C) denote the left- and right-singular
vectors of C, respectively.
To approximate the CMDS output, we extend the SVD related concept from Brandes and
Pich (2006) to the j th eigen/singular value approximation, j ∈ {1, . . . , n},
uB = uBB T

↔ uCC T = lsv(C) ,

λ2B

↔ a · λCC T .

= λBB T

(3.27)

It is known that the k eigenvalues of C T C are equal to those of CC T , and are both equal
to squared singular values of C [see (2.4)],√rank(CC T ) = rank(C T C) = rank(C) ≤ k. This
replaces the j th axis formation of CMDS, λB · uB , by
p
p
4
λCC T · lsv(C) = 4 λC T C · lsv(C) .
(3.28)
Let σC be the j th singular value of C, with lsv(C) and rsv(C) being the corresponding
left- and right-singular vectors. From the SVD theory, it holds that
σC · lsv(C) = C · rsv(C) ,
which expands to
σC · lsv(C) =

p
p
λCC T · lsv(C) = λC T C · lsv(C) = C · rsv(C) .

(3.29)

The reasoning behind using C T C instead of CC T is lower time and space complexity; otherwise, the eigendecomposition of CC T would not be more efficient then the eigendecomposition
involved with CMDS.
(k)
(k)
Let λR denote the k th dominant eigenvalue of some square matrix R, and let uR denote the associated eigenvector. Also, let (l/r)sv (k) (A) denote the left/right-singular vectors
corresponding to k th dominant singular value of some rectangular matrix A.
Given (3.29) and d0 ∈ {1, . . . , d}, the (d0 )th axis formation expression in (3.28) becomes
q
1
1
0
0
4
(d0 )
(d0 )
λC T C · lsv (d ) (C) = q 0 C · rsv (d ) (C) = q 0 C · uC T C ,
(d )
(d )
4
4
λC T C
λC T C
0

(d0 )

(3.30)

after using the fact that rsv (d ) (C) = uC T C .
The new result differs from C · uC T C used in the axes formation of the primary PivotMDS;
√
the latter follows C · uC T C ↔ a · λB · uB , with the right-hand side different from CMDS
axes formation.
We next establish the equivalence of CMDS and PivotMDS with k = n.
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Theorem 3.16. Given Euclidean distance data gathered from d−dimensional Euclidean space,
the `−dimensional solution of PivotMDS, ` < d, with all nodes populated as pivots, k = n,
coincides with the `−dimensional CMDS solution.
Proof. Let C ∈ Rn×n be the inner-product matrix resulting from the input distance transformation, thus a column permutation on matrix B ∈ Rn×n associated with regular CMDS.
(i)
(i)
Furthermore, let uA denote the eigenvector corresponding to ith dominant eigenvalue λC T C
of some symmetric A ∈ Rn×n .
The proof follows immediately from the PivotMDS solution X ∈ Rn×` = [X (1) , . . . , X (`) ],
X (i) ∈ Rn , i ∈ {1, . . . , `}, with i denoting the axis order,
1
1
(i)
(i) (i)
X (i) = q
CuC T C = q
σC uCC T
(i)
(i)
4
4
λC T C
λC T C
q
q
4
(i)
(i)
(i) (i)
= λC T C uCC T = λB uB ,
provided the equality CC T = BB T , and the spectral decomposition characteristics, for i ∈
{1, . . . , `},
(i)
(i)
(i)
(i)
(i)
(i)
λBB T = (λB )2 .
λC T C = λCC T ,
uB = uBB T ,

Note that results of PivotMDS with k = n and CMDS might differ in case the input data
is not gathered from the Euclidean space, as with the application to graph drawing where
input distances correspond to shortest-path distances. This is because PivotMDS operates
(i)
(i)
only with non-negative eigenvalues λC T C = (σC )2 ≥ 0, while the eigenvalues of B involved
with CMDS could be negative. In other words, the CMDS result would exclude the dominant
negative eigenvalue, which is, however, included with the PivotMDS result. Figure 3.5 depicts
different results of the two approaches. Note that the layouts are computed with an alternative
choice of origin that will be addressed in greater detail in Chapter 4. In case of Euclidean
input data, the choice of origin has no effect on the equivalence of CMDS and PivotMDS with
k = n.13
The version of PivotMDS with corrected aspect ratio is shown in Algorithm (3), with the
correction emphasized. Note that the presence of non-negative eigenvalues associated with
(i)
(i)
PivotMDS, λC T C = (σC )2 ≥ 0, implies that the vectors norms involved with the Power
Method can be safely used as eigenvalue estimates (see Theorem 2.43), hence removing the
need for explicit eigenvalue estimation.
The penalty induced by the correction is O(dk) needed for the eigenvector scaling; since
usually d ∈ {2, 3}, and k  n, the additional overhead is negligible. The approximation
quality, on the other hand, may be significantly improved, as demonstrated in Figure 3.6,
where the layout form Figure 3.6(b) is identical to the CMDS layout.
Visually, the correction to PivotMDS stretches the result of plain PivotMDS to better
approximate the ideal CMDS solution. The primary version of the method, on the other hand,
can be regarded as the Principal Component Analysis (see Section 3.4.1) on k−dimensional
data from C ∈ Rn×k , thus with d−dimensional results having maximal variance. Henceforth,
all PivotMDS layouts assume the correction.
13

As can be observed in Figure 3.2, different results of CMDS and PivotMDS with k = n will be produced
on several graphs with higher output dimensionality.
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(a) CMDS

(b) PivotMDS, k = n

Figure 3.5: CMDS and full PivotMDS layouts of btree10 (n=1023, m=1022), with the root choice
of the origin (emphasized). Results are different due to negative dominant eigenvalue of the CMDS
inner-product matrix.

Algorithm 3: PivotMDS
Input : Graph G = (V, E), dimensionality d ∈ N+
Output: Coordinate vectors x1 , . . . , xd ∈ Rn
Dp ← pivot matrix of G
(2)
C ← − 21 · Jn Dp Jk
termination ← false
for i = 1, . . . , d do
yi ← random ∈ Rk
H ← C T C // without Row Sampling
// G ← rowSampling(C) // with Row Sampling
// H ← GT G // with Row Sampling
while termination = false do
for i = 1, . . . , d do
λi ←kHyi k
yi ← (1/λi ) · Hyi
for j = 1, . . . , i − 1 do
hy ,y i
yi ← yi − hyji ,yjj i yj
check(termination) // check for termination
for i = 1, . . . , d do
// aspect√ratio
 correction
yi ← 1/ 4 λi · yi
xi ← Cyi

Scale Alignment
Having formalized the basic intuition behind PivotMDS and corrected the aspect ratio, we
proceed with a derivation of the scaling factor of PivotMDS solutions with k < n to match
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(a) Primary PivotMDS variant

(b) Adjusted PivotMDS

Figure 3.6: PivotMDS layouts of graph 1138bus with k = n pivots. Layout on the right is equivalent
to the CMDS layout of the graph.

the CMDS solution.
While the scale difference between matrices CC T and BB T implies that the PivotMDS
solution neglecting the scale adjustment may be inappropriate with respect to the CMDS
solution, in the application of PivotMDS as a standalone graph drawing approach this adjustment is irrelevant. However, with application in other areas, or with the application of
PivotMDS as an initialization to other graph drawing approaches (Chapter 5), it may be
helpful to adjust the scale. We next consider scale adjustment of the PivotMDS solution in
case pivot nodes are sampled uniformly at random, without replacement.
Theorem 3.17. Let E [·] denote the expectation of a random variable. If k pivot nodes are
sampled uniformly at random, without replacement, the scaling factor a involved with the
matrix product BB T approximation by CC T ,
#
"
k
n
X
X


T
2
T
cil cjl = E a · [CC ]ij = [B ]ij = [BB ]ij =
bil bjl ,
E a·
l=1

l=1

is given by
a=

n−1
.
k−1

Proof. From Lemma 3.15 we have that C = B · Ip · Jk , hence


E[CC T ] = E BIp (Jk Jk ) IpT B T


= B · E Ip · Jk · IpT · B T .

(3.31)

Note that the matrix Tk = Ip · Jk · IpT from (3.31) actually corresponds to an (n × n)
matrix with only non-zero entries corresponding to those of the (k × k) centering matrix Jk ,
k < n, placed at appropriate positions: (i) diagonal entries k−1
k of Jk at diagonal entries of
Tk corresponding to pivot nodes, and (ii) off-diagonal entries − k1 of Jk at off-diagonal entries
of Tk determined by the corresponding pivot nodes.
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Given the structure of Tk = Ip · Jk · IpT , the expectation E [Tk ] would be the matrix
consisting of
1. diagonal entries

k−1
k

associated with the probability

k
n,

2. off-diagonal entries − k1 associated with the probability

and
k(k−1)
n(n−1)

.

In matrix form,

k−1 k
1 k k−1
· · In − · ·
1n 1Tn − In
k n
k n n − 1

1
1 k−1
k−1
1+
In − ·
1n 1Tn
=
n
n−1
n n−1

k−1
k−1 1
=
In −
·
1n 1Tn
n − 1  n − 1 n
1
k−1
k−1
In − 1n 1Tn =
· Jn ,
=
n−1
n
n−1

E [Tk ] =

which plugged into the sequence (3.31) yields
E[CC T ] =

k−1
k−1
· BJn B T =
· BB T .
n−1
n−1

In case of simple column sampling (hence, without additional row-centering), the scaling
factor would be n/k, (Kumar et al., 2009).
Corollary 3.18. Value of the scaling factor involved with the PivotMDS solution (3.30)
stemming from uniform at random unique pivot sampling is
r
n−1
β= 4
.
(3.32)
k−1
Proof. Given result of Theorem 3.17 and the matrix scale change only affects the eigenvalues,
the scaling factor is obtained by simply replacing a = n−1
k−1 in (3.27).
PivotMDS Optimality Criteria
The aspect ratio correction to PivotMDS presented previously allowed for the establishment
of certain optimality criteria of the method, as is discussed in the following.
Theorem 3.19. A d−dimensional PivotMDS solution, X ∈ Rn×d , relying on a singularvalue decomposition of the pivot inner-product matrix C ∈ Rn×k , minimizes the loss function
kCC T − ZZ T (ZZ T )k2 ,

(3.33)

among all Z ∈ Rn×d configurations.
(d0 )

Let U d ∈ Rn×d denote the matrix with d eigenvectors uCC T ∈ Rn of CC T , d0 ∈ {1, . . . , d},
(d0 )

being associated with its dominant eigenvalues λCC T residing in the diagonal matrix Λd ∈
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Rd×d . The above theorem can be proved by using the fact that PivotMDS solution is obtained
by
q
0

X (d ) =

4

(d0 )

(d0 )

d0 ∈ {1, . . . , d} ,

λCC T · uCC T ,

(3.34)

which further implies that XX T (XX T ) = U d (Λd )(U d )T , hence with a relation between (3.33)
and the Eckart-Young theorem. However, by following the approach from Mardia (1978), we
also account for the actual minimal value of (3.33).
(i)

(1)

(2)

Proof. Let λA denote the ith eigenvalue of some matrix A ∈ Rn×n , sorted as λA ≥ λA ≥
(n)
· · · ≥ λA . We have already utilized the equality (see Theorem 3.12),
2
kCC T − ZZ T (ZZ T )k2 = tr CC T − ZZ T (ZZ T ) ,

(3.35)

for Z ∈ Rn×d , and the fact that
n 
2
X
2
(i)
(i)
min tr CC T − ZZ T (ZZ T ) = min
λCC T − λZZ T (ZZ T )
.

(3.36)

i=1

Given rank relations
rank(CC T ) ≤ k ,

rank ZZ T (ZZ T ) = d ,

(3.37)

d < rank(CC T ) ≤ k < n, the minimal value of the summation on the right-hand side of
(3.36) is obtained with eigenvalues
(i)
λZZ T (ZZ T )

(
(i)
λCC T
=
0

if
if

i≤d
i≤n,

(3.38)

which actually correspond to eigenvalues stemming from Z = X, with X ∈ Rn×d being a
PivotMDS solution.
The actual minimal value of kCC T − ZZ T (ZZ T )k stemming from the PivotMDS solution
Z = X ∈ Rn×d is
k

2
X
(i)
T
T
T 2
min kCC − ZZ (ZZ )k =
λCC T .
(3.39)
i=d+1

Corollary 3.20. Let B ∈ Rn×n denote the inner-product matrix involved with CMDS. A
d−dimensional PivotMDS solution, X ∈ Rn×d , minimizes the loss function
kBIp · Jk · (BIp )T − ZZ T (ZZ T )k2 ,
among all Z ∈ Rn×d configurations.
Proof. The proof follows immediately from replacement C = BIp · Jk (see Lemma 3.15) in
the statement of Theorem 3.19
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(a) q = 1.5

(b) q = 2

(c) q = 3
(q)

Figure 3.7: Implications of different exponent q in matrix C = − 12 ·Jn Dp Jk involved with PivotMDS
for 1138bus, k = 50.

(q)

Remarks By changing the exponent q in the double-centered matrix C = − 12 Jn Dp Jk ,
(slightly) different layouts can be obtained. With the exponent change, distances

q

dqip are

(q)

actually processed by double centering of Dp . In Figure 3.7 we show some results (note that
similar effects hold with CMDS).
As can be observed, larger q leads to larger spread of the periphery through increased
influence of large distances, but still with similarity to the layout produced with q = 2. Handling squared distances was identified as an advantage of PivotMDS over High Dimensional
Embedding (HDE) (Harel and Koren, 2002a) (discussed in Section 3.4.2). Namely, the peripheral compression in HDE layouts was attributed to processing of plain distances (Pich,
2009) (Chapter 3). For the exponent choice effect on the metric axioms, see Proposition 4.1.
It will be shown in Chapter 4 that the emphasis of layout periphery is related to the choice
of origin.

3.3.2

Other CMDS Approximations

Besides PivotMDS, other approaches to approximate the CMDS result have been developed,
and below we discuss the most notable ones. Common to all the approaches is the complexity
reduction relative to CMDS, but the methods differ in the offered time/quality trade-off. We
start with a description of an approach that is closely related to PivotMDS, LandmarkMDS
(de Silva and Tenenbaum, 2003).
LandmarkMDS is an efficient CMDS approximation that operates on a truncated distance
matrix. In the context of graph drawing, the method is based on distance information obtained
by shortest-path computations associated with a set of pivot nodes, called here landmarks.
The presentation below follows closely the one from (Pich, 2009) (Chapter 3).
After computing the landmark-landmark, symmetric, zero-diagonal distance matrix,
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(a) LandmarkMDS layout

(b) PivotMDS layout

Figure 3.8: Layouts of LandmarkMDS and PivotMDS for 1138bus; identical landmark/pivot sets
used (emphasized in layouts), k = 80.
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 ∈ Rk×k ,


LandmarkMDS employs CMDS to Dl to obtain landmark positions,
yi =

q

λ+
i ui ,

i ∈ {1, . . . , d} ,

th
where λ+
i = max(λi , 0), and λi denotes the i dominant eigenvalue of the landmark-landmark
(2)
inner-product matrix, Bl = − 12 Jk Dl Jk , associated with the eigenvector ui . The unknown
coordinates of the (n − k) remaining points are derived as a linear combination of landmark
positions. The vector X (i) ∈ Rn of coordinates of all points in dimension i is given by

X (i) = −

1
1
· Dp(2) Jk yi = − q
· Dp(2) Jk ui .
+
2λ+
i
2 λ
i

Note that the relative landmark positions are retained by the final projection. In Figure
3.8 we show a sample result of LandmarkMDS compared to that of PivotMDS. While for this
sample structure the layouts are nearly identical, more informative layouts were obtained by
PivotMDS with certain structures (Brandes and Pich, 2006).
LandmarkMDS is faster than PivotMDS since it saves C T C multiplication. Better approximation quality of PivotMDS, on the other hand, is attributed to the volume of relation
captured by C T C, which we strive to retain with our sampling strategy introduced shortly.
For a more elaborate comparison of the methods, see Brandes and Pich (2006); Pich (2009)
(Chapter 5).
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Another approach closely related to LandmarkMDS is the Sampled Spectral Distance Embedding (SSDE) developed as a CMDS approximation in the context of graph drawing (Civril
et al., 2006). The idea behind SSDE is to approximate the complete matrix of squared
distances, D(2) , by a product of three matrices,
(2)

D(2) ≈ Dp(2) · (Dl )+ · (Dp(2) )T ,

(3.40)

where Dp ∈ Rn×k and Dl ∈ Rk×k are defined identically as with LandmarkMDS. Since the
landmark-landmark distances do not define an invertible matrix, a pseudoinverse denoted as
(2)
(Dl )+ is employed. The approximated matrix D(2) is further subject to double-centering
and spectral decomposition, as regular CMDS. With the Power Method used, the method
runs in essentially O(n) time, provided k  n.14
We note that the methods as LandmarkMDS, SSDE and PivotMDS, all based on rectangular distance matrices that help approximating the complete distance and inner-product
matrix of CMDS, can be cast into the framework of Nyström methods that approximate the
complete configuration X giving rise to B = XX T by first considering the inner-products
between pivots to obtain pivot coordinates, and then using this information to generate coordinates for the remaining nodes. In fact, LandmarkMDS has already been identified as a
Nyström approach in Platt (2004), but SSDE and PivotMDS clearly share the same idea.
Theoretical account on the Nyström approach to Gram matrix approximation with a specific
probability distribution according to which columns are sampled can be found in Drineas and
Mahoney (2005).15
A CMDS approximation method exploiting a divide and conquer approach of dividing
the full (n × n) dissimilarity matrix into a number of square submatrices used as individual
CMDS inputs is FastMDS (Yang et al., 2006). Given that the point sets captured by submatrices are mutually non-overlapping, a full configuration reconstruction requires dissimilarity
information between sample points from each point set, which is also subject to CMDS. With
local solutions corresponding to each submatrix and a local solution corresponding to sample
points captured by each of the submatrices, the overall configuration matrix is reconstructed
by an affine least squares mapping. The running time of the method is essentially Θ(n log n).
One of the drawbacks of FastMDS is the parametrization determining the size of submatrices involved and the number of samples taken from each, as well as the strategy used for
partitioning and sample collection. FastMDS served as a basis for DEMScale (France and
Carroll, 2009), a generalization of the divide and conquer MDS approximation independent
of the underlying MDS model and the corresponding optimization.
In addition, the Split and Combine MDS (SC-MDS) approach, also independent of the
underlying MDS model, was proposed in Tzeng et al. (2008). Basically, n data items are
split into K overlapping chained subsets {S1 , . . . , SK }, Si ∩ Si+1 6= ∅, with independent
configurations for each Si , i ∈ {1, . . . , K}, combined to form the whole. Given just two
subsets, K = 2, the combination is carried out by fixing coordinates corresponding to S1 ,
and the overlapping points are used to find an affine mapping of points corresponding to S2 .
14

For a linear running time of SSDE, the authors argue that the approximation to D(2) should not be
materialized; instead, the Power Method operates on components of the inner-product matrix involving those
from (3.40).
15
SSDE employs the Nyström approach, but with column sampling of D(2) . PivotMDS, however, does not
directly account for pivot positions by extracting Dl ; it computes (k × k) matrix C T C, a formation of which
is based on the SVD theory.
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Similar procedure holds for K > 2, where each Si+1 , i ∈ {1, . . . , K − 1} is mapped around Si
using the overlapping set Si ∩Si+1 . Points from each Si , i ∈ {1, . . . , K}, should be chosen from
the neighborhood and beyond in order to achieve a good quality low-dimensional embedding.
The SC-MDS removes the need of all-pairs distance computations, and the presented
analysis of computational complexity of the method with CMDS used as the underlying MDS
model yields result of O(p2 n) when the input dimensionality p satisfies p  n. Despite the
advantage of being feasible for parallel computations, the method is highly dependent on
the splitting method, number of groups, and the number of items in group intersections.
Largely inspired by the work of Shang (2004) who applied MDS for sensor localization, Koren
et al. (2005) presented a method also relying on a combination of local solutions individually
obtained by CMDS, and later refined by another MDS approach. A combination of local
solutions is also based on affine mapping, and the whole process can be carried out in a
distributed manner.

3.3.3

Row Sampling with PivotMDS

Although with superior quality relative to LandmarkMDS, the time complexity of PivotMDS
is higher, i.e., O(kn) of LandmarkMDS compared to O(k 2 n) of PivotMDS. Below we propose
a sampling approach to further reduce the time complexity of PivotMDS, without compromising solution quality. To facilitate the understanding of the proposed approach, we first
rationalize the approach of matrix-product approximation via row and column sampling. After introducing a sampling approach within PivotMDS, we proceed by proposing a progressive
variant of our complexity reduction scheme.
The formation of the matrix H = C T C, C ∈ Rn×k , takes O(k 2 n) time, a prohibitive
complexity for large graph processing. Given that this matrix product dominates asymptotic
running time, our aim is to approximate the matrix product H = C T C by GT G, for some
G ∈ Rl×k .
Prior to description of the specific approach to approximate H, we provide a more detailed
account on matrix product approximation by row and column sampling. This gives a deeper
insight into the principle of PivotMDS, which we utilize once more.
Matrix Product Approximation
Given matrices A ∈ Rn×m , B ∈ Rm×p , the matrix product AB can be rewritten as a summation of m rank-one matrices,
m
X
AB =
A(t) B(t) ,
t=1

tth

with superscript denoting the
column of a matrix, and the subscript denoting its tth row.
Such an interpretation motivates a sampling approach to approximate the matrix product.
Matrix product approximation by row and column sampling has been studied in, e.g.,
Frieze et al. (2004); Drineas et al. (2006a,b); Kumar et al. (2009). While the former approaches
based the sampling on matrix row and column norms, Kumar et al. (2009) derived bounds on
the approximation error imposed by the uniform sampling without replacement. In fact, such
sampling strategy appeared to be more suitable for the analysis of the scale difference between
matrix product involved with PivotMDS relative to that of CMDS, as stated in Theorem 3.17.
Matrix-product approximation has motivated sampling approaches to low-rank matrix
approximation which basically corresponds to spectral decomposition approximation (Frieze
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et al., 2004; Drineas et al., 2006b). The authors provide theoretical bounds on error associated
with a low-rank approximation, specific to a column/row sampling approach. This samplingbased low-rank approximation accounts for the success of PivotMDS [see the primary intuition
(3.26)], with the note that matrix C columns are not sampled from B, but derived from a
subset of columns of a distance matrix. However, we have shown in Lemma 3.15 that the
row-centering of sampled columns of B is identical to C, hence with rationalized use of CC T
in the approximation of BB T .
Given that reasonably good matrix product approximation can be obtained by basing
the product on a subset of rows and columns, it is reasonable to utilize the approach once
more to approximate H = C T C, and replace the spectral decomposition of H by spectral
decomposition of some other matrix the computation of which takes less time. In fact, an
additional sampling of matrix columns/rows has been utilized in Frieze et al. (2004); Drineas
et al. (2006b), the approaches mainly differing by the sampling strategy.
Specific Row Sampling
Having introduced the basic idea of sampling to general matrix product approximation, we
are now ready to apply it for approximating the product H = C T C. Sampling approaches
in the context of Nyström-based low-rank approximation were compared in Kumar et al.
(2009) with the “empirical results supporting the use of uniform over non-uniform sampling,
as uniform sampling tends to be superior in both speed and accuracy in several data sets”.16
This observation could account for the success of our Extended Pivot Row Sampling discussed
below.
With the aim to achieve better time/quality trade-off of PivotMDS as an approximation
to CMDS, the row sampling strategy on C is used to form smaller matrix G ∈ Rl×k , with l
denoting the number of sampled rows. Since formation of the matrix H = GT G, G ∈ Rl×k ,
takes O(lk 2 ) time, the sampling introduces a considerable saving for large n, provided l 
n. With l = n/k, this leads to O(kn) time, thus matching LandmarkMDS in asymptotic
complexity. The entries of H = GT G are inner-products between column vectors of matrix
C, but with the truncated list of intermediaries.
For sampled data, two methods can be applied: (i) extracting already double-centered
data, or (ii) a specific double-centering of extracted distance data. The extraction of the
already double-centered data, however, is faster and is the method of our choice.
Different row sampling strategies have been considered:
• Random Row Sampling: l rows from C are sampled with uniform probability. Sampling
is without replacement.
• Pivot Row Sampling: Rows corresponding to pivot nodes are sampled such that l = k,
resulting in a square matrix G ∈ Rk×k .
• Extended Pivot Row Sampling: Besides rows corresponding to pivot nodes, additional
rows are sampled to collect additional distance relations and achieve better approximation. Additional rows may be sampled by one of the strategies discussed in Kumar
et al. (2009), but reported results suggest sampling uniformly at random, without replacement, as an effective alternative. Since it avoids computations involved with the
16

The reported superior uniform sampling approach is without replacement.
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n

n

k

Figure 3.9: Amount of information considered by (left to right) 1) CMDS (n × n); 2) PivotMDS
(n × k); 3) LandmarkMDS (k × k); 4) PivotMDS with Row Sampling (l × k).

row prioritizing for sampling, the uniform at random sampling without replacement is
our method of choice.17
Since, intuitively, pivot positions are determined by all nodes, but the dominating effect
is from other pivots, we found that sampling at least rows corresponding to pivots leads to
superior results. With Extended Pivot Row Sampling, one collects distances between pivots
that represent the coarse graph structure, and additionally collects distances to some nonpivot nodes. This extra information accounts for better complete PivotMDS approximation
with Extended Pivot Row Sampling relative to Pivot Row Sampling [a reasoning similar to
the one for favoring PivotMDS over LandmarkMDS, (Brandes and Pich, 2006)].
In Figure 3.9, the amount of data processed by the related methods is illustrated, assuming, without loss of generality, that columns corresponding to pivots are accumulated to the
left matrix portion. Incorporation of the Row Sampling with PivotMDS is emphasized in
Algorithm (3).
The sampling strategy approximating the PCA (see Section 3.4.1) in processing imaging
data has been proposed in Strauch and Galizia (2011). Even with the uniform pixel sampling,
good results were obtained with a sample of only 10% − 15% of the total data. Our method,
on the other hand, relies on a sampling based on primarily sampled pivots, possibly with
extensions.
Experimental results indicating the potential benefits of the proposed sampling approach
can be found in Section 3.3.4.
Note that Pivot Row Sampling where squared distance data are first sampled and then
double-centered, leads to a LandmarkMDS solution (see Section 3.3.2). In terms of timecomplexity, our sampling approach is regarded as a step in between LandmarkMDS and full
PivotMDS, but with quality superiority of PivotMDS retained. The two methods, LandmarkMDS and PivotMDS, can be regarded as applications of low-rank approximations presented
in Drineas and Mahoney (2005) and Drineas et al. (2006b), respectively.
Progressive Row Sampling
We have observed that the gradual increase in the number of rows sampled generally affects
the resulting layout quality positively, and therefore propose a progressive form of row sam17

Reasons for avoiding additional computations involved with prioritizing rows to be additionally sampled
will be clarified in Section 3.3.4.
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pling. The initial solution can be computed using one of the sampling strategies suggested in
Section 3.3.3, preferably with the Pivot Row Sampling, while additional rows may be sampled
randomly.
Let Ht = GTt Gt , Gt ∈ Rl×k , and let ∆(lt+1 ) be the number of newly sampled rows
forming matrix Gt+1 , in progression from iteration t to the next iteration (t + 1). The
new matrix Ht+1 = GTt+1 Gt+1 may be obtained by simply updating the entries of Ht . The
update requires O k 2 ∆(lt+1 ) additions with the data formed using newly sampled rows
(in addition, the symmetry of H and H 0 can be exploited). After the eigendecomposition,
coordinate formation is performed with the intact double-centered matrix C ∈ Rn×k , and a
set of new eigenvectors.
To allow for a smoother visual transition through iterations, preventing rotation and
reflection artifacts, the initial vector used in the Power Method, yt+1 ∈ Rk , can computed
by yt+1 = C T xt , with xt denoting the layout of the iteration t. Similar method adapted for
PivotMDS progressing in the number of pivots is presented in Brandes and Pich (2006). A
faster alternative is to utilize previously computed eigenvectors as initialization to those that
are to be computed in the progression. Gradual increase in the number of sampled rows is
expected to yield better approximation of the full PivotMDS result.
Within a progression, Procrustes Statistics (PS) values of the intermediate layouts (see
Section 2.3.2) can be used as a termination criterion. Reaching the point where the change
of P S is below a given threshold usually indicates that little to no quality improvement is
introduced with the increase in l. An alternative approach relies on initializations of Power
Method iterations involved in the progression. Namely, a relatively small change of resulting
(unit) eigenvectors with respect to initialization,


ufi inal

T

uinit
>1− ,
i

i ∈ {1, . . . , d} ,

for some small  > 0, is a good indicator for a stable solution. This way, the progressive layout
generation may be avoided and performed only with a stable solution. Ideally, an upper bound
on l should also be imposed. Strauch and Galizia (2011) also propose a progressive sampling
variant as a safe strategy for determining the optimal number of pixels to be sampled.
Figure 3.10 illustrates Progressive Row Sampling on a sample graph with Pivot Row
Sampling initialization, and progression with Random Row Sampling. While the intermediate
changes are still noticeable for low l, after reaching l = 120 the subsequent changes are
negligible.
In the following, an experimental evaluation of the proposed Row Sampling approach is
presented.

3.3.4

Evaluation of Row Sampling

To evaluate the improvements introduced with the Row Sampling, we compare Procrustes
Statistics values of layouts produced with different sampling parameters, with respect to
CMDS result. For alternative measures of layout similarities see, e.g., Lyons (1996); Bridgeman and Tamassia (2002); Gansner and Hu (2009).
Although the sampling clearly introduces time savings relative to ordinary (complete)
PivotMDS, it is not clear if it retains the quality superiority relative to ordinary (complete)
PivotMDS with smaller number of pivots.
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(a) l = 15

Chapter 3

(b) l = 50

(c) l = 120

Figure 3.10: Demonstration of Progressive Row Sampling with 1138bus graph, k = 15. Gradual
increase of l improves the approximation quality of a CMDS result; with l > 120, l → n, no dramatic
changes were introduced.

By fixing the amount of time needed for ordinary PivotMDS execution, we measure if
the sampling technique on the inner-product matrix corresponding to a larger set of pivots
leads to a better approximation. In Tables 3.2, 3.3, 3.4, we show sample results. Graphs
tested comprise most of those used in the experimental study of Brandes and Pich (2008),
with extension.
The data is collected by averaging the timings and PS values over 25 executions for each
reported option. The number of pivots is incremented by one (1), and the number of rows
sampled grows with increments of five (5). The options with l+ denote the number of rows
sampled beyond the base set of k rows corresponding to pivot nodes; while with l+ ∝ k we
achieve matrix G formation in O(k 3 ), with l+ ≈ n/k matrix G is formed in O(nk).
Columns corresponding to ordinary (complete) PivotMDS and to Row Sampling with
l+ = n/k are emphasized in light-gray. Samples for Random Row Sampling are shown in
dark-gray shaded rows.
A general observation is that the Extended Pivot Row Sampling (with additional rows
sampled uniformly at random) yields superior results. Random Row Sampling was only better with certain structures (see, e.g., samples for 1138bus and bcsstk13 illustrating the two
observations). It should be noted that any other sampling strategy requiring, for example,
additional shortest-paths calculations or distance comparison to determine rows to be sampled, potentially hinders the benefits of row sampling, because such approaches are often
computationally more intense than simple matrix operations (Brandes and Pich, 2008).18
As shown, the general tendency for most of the graphs is for lower PS values with increased
number of pivots, thus confirming the observation of Brandes and Pich (2006). A higher
discrepancy in PS values was observed with btree and bcsstk13 graphs. While the former
is generally problematic for CMDS, the latter does not seem to benefit from the Extended
Pivot Row Sampling. Random Row Sampling, on the other hand, appears to produce superior
results.
The increase in computational time did not introduce improvements for plat1919, cdde1,
fidap006 and the sw collection, but this was essentially observed with ordinary (complete)
18

Basically, the aim is to save time for the expensive shortest-path calculations.
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PivotMDS results, too. Interestingly, sw002 shows improving results, despite the deterioration
introduced with ordinary PivotMDS.
The structures exhibiting no quality improvements with Row Sampling are uk and the
sw collection. For sw002, however, the improvement is noticeable with higher computational
time. For all the other graphs, the sampling introduces quality improvements, with the total
number of rows to be sampled being relatively small. For regular structures such as cdde1,
3elt and plat1919, the Pivot Row Sampling, l+ = 0, yields the best results.
A general observation based on a complete test set is that the Extended Pivot Row
Sampling with low l+ ,
0 < l+ ≤ k,
introduced quality improvements relative to ordinary PivotMDS with smaller number of pivots.
While tested graphs were generally sparse, hence with the time saved in matrix-product approximation being sufficient for additional shortest-path calculation, the case of dense graphs
requires further consideration of the offered time/quality trade-off. Although the presented
experimental results generally favor our Row Sampling approach, it can be observed that
further research on the pivot selection strategy and the number of pivots is needed.
The proposed method is expected to be particularly suitable in the general context of
dimensionality reduction where shortest-path distance computation is replaced by the computation of Euclidean distances in a high-dimensional space. The introduced improvements
should be particularly noticeable with external memory computations where the operations
involving full matrices are quite costly, and where sampling would allow for main memory
processing. Similar observation is made with the sampling-based matrix multiplication approximation approach due to Drineas et al. (2006a), who also account for the implementation
issues.

3.4

Related Methods

The proximity analysis of data has been studied in fields other than MDS, and approaches
relying on different mathematical concepts have been established. In the following, we discuss
existing methods aiming to facilitate the proximity analysis of data by utilizing spectral
decomposition, similarly as CMDS.
While the first method described, the Principal Component Analysis, has a broad application, it has been utilized for graph drawing in the High Dimensional Embedding approach,
which we also account for. This section is concluded by a description of the spectral graph
drawing approach that relies on the adjacency information of a graph.

3.4.1

Principal Component Analysis

Principal Component Analysis (PCA) operates on a set of n input objects each described by
h f eatures, residing in the matrix Y ∈ Rn×h . Provided that each column of Y is centered,
the aim is to extract d principal axes (components), d ≤ h, that best describe the full input
space. For a detailed analysis of PCA, see Joliffe (1986).
PCA converts a set of possibly correlated variables into a set of uncorrelated variables
called principal components.19 While the first principal component accounts for the maximal
19

Centered vectors are uncorrelated when they are orthogonal.
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variance of data in 1D case, the subsequent dimensions will also account for the maximal
variance, but subject to orthonormality of all axes used.
Definition 3.21. Given centered Y ∈ Rn×h , the corresponding covariance matrix is given
by
1
S = · Y TY .
(3.41)
n
Suppose a high-dimensional input Y ∈ Rn×h is given. Let US ∈ Rh×d be the matrix
containing the eigenvectors associated with d dominant eigenvalues of the covariance matrix
S = n1 Y T Y , d < h, as its columns.
PCA achieves a d−dimensional mapping X ∈ Rn×d from high-dimensional input Y ∈
Rn×h by
X = Y · US .
Such a formulation of PCA is reminiscent to CMDS; in fact, the equivalence of the two
methods is known and can be formally proved.
Theorem 3.22. Let n h−dimensional coordinates be stored in centered Y ∈ Rn×h . The
first d principal components of PCA coincide with the d−dimensional CMDS solution on
h−dimensional coordinates of Y ∈ Rn×h .
(i)

Proof. The proof follows the steps used for Lemma (3.6). Let λY Y T denote the ith dominant
(i)

eigenvalue of Y Y T , and uY Y T denote the corresponding eigenvector. Furthermore, let the ith
(i)

axis of the PCA solution be denoted by X (i) , and let σY denote the ith dominant singular
value of Y . From PCA’s coordinate formation, it follows
(i)

(i)

(i)

X (i) = Y · uY T Y = σY · uY Y T
q
(i)
(i)
= λY Y T · uY Y T ,
i ∈ {1, . . . , d} .

(3.42)

The last equation establishes the connection with CMDS.
(i)

As already noted, since uY Y T ∈ Rh , i ∈ {1, . . . , d}, are orthonormal, the CMDS/PCA
h−dimensional solution from h−dimensional data would simply correspond to a rotation/reflection of the input data, because orthonormal vectors uY Y T are columns of a rotation/reflection
matrix. It is therefore common to state that a solution X ∈ Rn×d is rotated to d principal
components.
In fact, dimensionality reduction via CMDS was dubbed principal coordinate analysis
(PCoA) in Gower (1966), to emphasize its similarity with PCA. However, given h  n,
the time-complexity of the PCA mapping is O(nh2 ), compared to O(n2 h) needed by CMDS
relying on inner-product formation.
Further account on PCA is given in Chapter 4. An extension to the basic method is applied
to graph drawing to satisfy specific external constraints, and to achieve an appropriate spatial
adjustment of 3D data for a mapping to 2D space. For a more elaborate discussion, see Koren
and Carmel (2003, 2004).
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(a) PivotMDS result

(b) HDE result

Figure 3.11: Layouts of 1138bus graph obtained with PivotMDS and HDE. Identical set of k = 50
pivots used (emphasized in layouts).

3.4.2

High Dimensional Embedding

One of the fastest graph drawing methods, High Dimensioal Embedding (HDE), (Harel and
Koren, 2002a), relies on a truncated list of distance information (see, e.g., Section 3.3.1) and
PCA (Section 3.4.1). The method first computes distances from h selected pivots to all other
nodes, and interprets these distances as h−dimensional coordinates. The high dimensional
embedding, X ∈ Rn×h , is assumed to be centered at the origin.
The method proceeds by subjecting the configuration to PCA to obtain d−dimensional
embedding, i.e., computing the eigenvectors corresponding to d dominant eigenvalues of the
covariance matrix n1 X T X ∈ Rh×h . Although HDE technically resembles PivotMDS and
has the same asymptotic complexity, the approaches differ in the underlying intuition and
motivation. The superiority of PivotMDS is attributed to:
1. processing of squared distances, hence with a smaller compression in the layout periphery,
2. double-centering that removes the skewed effect typical for HDE layouts of irregular
structures.
Figure 3.11 illustrates the difference. While the shown HDE layout is typical for irregular
graph structures, regular shapes (e.g., meshes) are drawn well with this method.
Note that our Row Sampling shortcut described in Section 3.3.3 may be used with HDE
as well.20 In fact, the use of sampling with PCA is utilized in Strauch and Galizia (2011).
HDE was used as a part of the TopoLayout (Archambault et al., 2007) multi-level graph
drawing approach that relies on a graph decomposition into a number of topological features
such as trees, complete graphs, bi-connected components, etc. To determine if HDE is an
20

Matrix-product approximation by row sampling implies that resulting vectors might not be uncorrelated
(orthogonal), but often without dramatic deviation (Drineas et al., 2006b).
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appropriate layout choice, the percentage of the variance accounted for by the first two principal components is computed relative to the sum of all eigenvalues of the covariance matrix.21
Values above a pre-specified threshold indicate that HDE is an appropriate choice, and, given
arbitrarily sized nodes, the layout is computed with edge weight being equal to the maximum
radius of adjacent nodes.
HDE was utilized as a basis for graph drawing by subspace optimization tailored for large
data processing (Koren, 2004). One of the methods for which the HDE result forms a subspace
is discussed next.

3.4.3

Spectral Graph Drawing

Perhaps the earliest approach utilizing spectral decomposition for the purpose of specific
energy minimization is due to Hall (1970).
The method is based on a spectral decomposition of the Laplacian matrix of a graph.
Recall that the (weighted) Laplacian, Lw ∈ Rn×n , is defined as
(P
if i = j
u∈V wui
`w
ij =
−wij
otherwise,
with wij ∈ R+ being a positive edge-weight if (i, j) ∈ E, and wij = 0 otherwise. In this specific
w
context, we will refer to `w
ii as a degree of node i, with `ii , ∀ i ∈ {1, . . . , n}, being entries of
the diagonal matrix D ∈ Rn×n . The Laplacian matrix in its quadratic form corresponds to a
weighted sum of all pairwise squared edge-lengths, i.e., given some configuration x ∈ Rn ,
xT Lw x =

1 X
wij · (xi − xj )2 .
2
i, j∈V

This property of the Laplacian matrix is central to the objective function of the spectral
layout approach.
For simplicity, suppose that a 1D solution, x ∈ Rn , is sought. This solution should
minimize the weighted sum of squared distances between adjacent nodes,
E(x) =

1 X
wij · (xi − xj )2 ,
2
i, j∈V

subject to var(x) = 1 ,

(3.43)

where xi denotes the position of node i.
By imposing constraint var(x) = 1, the trivial solution of all node collapsing to a single
point is avoided. As is noted in Koren (2003), the choice of the variance value of 1 is arbitrary,
and may be replaced by τ > 0, only affecting the scale of the drawing. Given solution x to
√
the primary energy minimization form (3.43) with var(x) = 1, the vector τ · x corresponds
to the optimal solution, but with the variance value of τ .
Since the underlying energy is translation invariant,
E(x) = E(x + α · 1n ) ,

var(x) = var(x + α · 1n ) ,

21

The variance of data within each principal component corresponds to the associated eigenvalue of the
covariance matrix.
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it is common to remove the translation degree of freedom by requiring x to be centered,
xT 1n = 0, thereby simplifying the variance expression to var(x) = n1 · xT x. For further
simplification, the scale can be changed by requiring var(x) = 1/n, leading to a configuration
constraint xT x = 1.
It can be shown that the eigenvector associated with the second smallest eigenvalue of the
Laplacian matrix is the actual minimizer of (3.43).22 For an extension to the second dimension
y, the additional axis should be uncorrelated with x, i.e., provide as much information as
possible. With the centered axes, this translates to the requirement y T x = 0. Such an axis
corresponds to the eigenvector associated with the third smallest eigenvalue of the Laplacian,
with an analogue correspondence of dth axis to the eigenvector being associated with (d + 1)th
smallest eigenvalue. The constraint from (3.43) therefore transforms to axes orthonormality.
Let X ∈ Rn×d = [X (1) , . . . , X (d) ], X (i) ∈ Rn , i ∈ {1, . . . , d} denote the configuration
matrix and its axes, respectively, and let δe denote the Kronecker delta. Also, let kxi − xj kdD
denote the Euclidean distance between items i and j in d−dimensional space, with xi ∈ Rd
comprising coordinates of the ith point. Formally, the aim is to minimize
1 X
wij · kxi − xj k2dD ,
2
i, j∈V
T

subject to
X (α) X (β) = δeαβ , α, β ∈ {1, . . . , d} ,

E(x) =

in the subspace (X (k) )T 1n = 0 , k ∈ {1, . . . , d} .

(3.44)

In Section 4.5 we discuss another prominent dimension reduction approach also relying
on the bottom eigenvalues, starting with the second smallest.
As shown in, e.g., Brandes et al. (2005), where the base method is extended to dynamic
b =
setting, the eigendecomposition can be achieved with the Power Method invoked on L
w
w
g · I − L , where g is at least the spectral radius of L (see the spectrum shift from Section
b are identical to those of Lw , but with the eigenvalue order reversed.
2.2.1). Eigenvectors of L
Yet another graph drawing approach relying on the Laplacian is the Degreee Normalized
Eigenvectors (DNE) due to Koren (2003). While with results on regular graphs close to those
obtained with the basic Laplacian layout described above, DNE yields more appropriate
results on graphs with irregular degree distribution. Assuming that a 1D solution is sought,
the aim is to minimize
E(x) =

1 X
wij · (xi − xj )2 ,
2
i, j∈V

subject to

xT Dx = 1 ,

in the subspace

xT D1n = 0 ,

(3.45)

where D ∈ Rn×n denotes a diagonal matrix of node degrees. The resulting layouts will
typically have better scatter of high-degree nodes over the drawing relative to the plain
spectral layout, “preventing a situation in which nodes with lower degrees are overly separated
from the rest nodes,” (Koren, 2003).
22

The eigenvector associated with the second smallest eigenvalue is chosen to avoid the non-interesting
solution x = √1n · 1n (all nodes collapsing at a single point) associated with the smallest eigenvalue λ = 0. The
eigenvector corresponding to the second smallest eigenvalue is known as the Fiedler vector.
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The solution is the generalized eigenvector (see Definition 2.41) of [L, D] associated with
the second smallest generalized eigenvalue (the smallest generalized eigenvalue is zero, associated with the generalized eigenvector 1n ). Assuming that a high-dimensional configuration is
sought, the solution for the dth axis would correspond to the generalized eigenvector of [L, D]
being associated with (d + 1)th smallest generalized eigenvalue.
Given that A ∈ Rn×n denotes the adjacency matrix of the graph, generalized eigenvectors
corresponding to DNE solutions can be found by the Power Method on D−1 A. Starting with
a random initialization x0 subject to xT0 D1n = 0, the iterative multiplication xi+1 = D−1 Axi
can be understood as iterative (simultaneous) placement of nodes at the weighted barycenter
of its neighbors, subject to constraints xT Dx = 1, xT D1n = 0. While such constraints
prevent mapping of nodes to identical position (which is a trivial optimizer of the objective
function), in Section 5.7.1 we discuss an alternative approach due to Tutte (1963) to prevent
such solutions. For an interesting relation between the spectral layout and DNE variant to
energy models utilized for graph clustering, see Noack (2007).
method

time complexity

space complexity

Classical Scaling
LandmarkMDS
PivotMDS
PivotMDS [row sampling]
HDE
Laplacian layout

O(n2 )

Θ(n2 )
Θ(kn)
Θ(kn)
Θ(kn)
Θ(kn)
Θ(m + n)

O(kn)
O(k 2 n)
O(k 2 l) [O(kn)]
O(k 2 n)
O(m)

Table 3.1: A comparison of layout approaches in terms of complexities for a graph with n nodes,
k landmarks/pivots, m edges, and l sampled rows. Time for input-distance computation is not taken
into account. Except for Laplacian layout, the space complexity of other methods stems from input
distances.

Motivated by the increasing size of graphs to be visualized, Koren (2004) proposes spectral layout computation, but within a subspace (formed by results of HDE). Eigenvector
computation of a Laplacian (n × n) matrix is replaced by eigenvector computation of a much
smaller (k × k) matrix, k ≈ 50. Furthermore, the basic spectral layout formed a subspace
within which another MDS loss function was utilized for graph drawing (Koren, 2004; Gansner
et al., 2004b).
A description of an efficient implementation of the reviewed spectral methods tailored for
large-scale graph drawing can be found in Koren et al. (2003). A distinguishing characteristic
of this approach is the computation of result based on results on coarser problems that are
determined algebraically. Eigenvector computation is based on the Power Method.
A connection between CMDS and spectral graph drawing is the equivalence of eigenvectors of the inner-product matrix associated with the squared roots of the effective resistance
between a node pair in an electric network, and eigenvectors of a (weighted) Laplacian on the
same network [see, e.g., Fouss et al. (2005); Fleischer (2007)].
In Table 3.1 we summarize time and space complexities of the spectral methods discussed.
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1138bus

≈ 8ms

≈ 10ms

≈ 13ms

qh882

≈ 10ms

≈ 14ms

add32
≈ 35ms

≈ 50ms

≈ 60ms

plat1919

≈ 25ms

≈ 31ms
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k
34
35
38
38
39
40
39
41
42
43
45
47
48
52
53
54
61
62
63
64

l=n
0.01378746
0.01515631

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.01113110
0.01548719
0.01089498
0.01250947

0.01105097
0.01517172
0.01126471
0.01166207

0.01125047
0.01663593
0.01031139
0.01181139

0.01146713
0.01420293
0.01067841
0.01223118

0.01200984
0.01412806
0.01060917
0.01204755

0.00778129

0.00898023
0.00716526

0.00886757
0.00696583
0.00919920

0.00882275
0.00751996
0.00885805

0.00927109
0.00838324
0.00890955

0.00620449
0.00485774
0.00473896

l ≈ n/k

0.01377849
0.01300878
0.01236560
0.01084218

0.00877935
0.01009049
0.01000913

k
48
49
50
52
54
55
56
57
66
67
72
76
77
78

l=n
0.00197310
0.00179781
0.00208397

k
38
43
44
50
51
60
61
52
71
72

l=n
0.04828428

k
51
58
59
60
61
61
70
71

l=n
0.00058173

0.00416449
0.00477811

0.00417109
0.00467481

0.00413171
0.00479905

0.00588937
0.00502909
0.00435791
0.00572653

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.00172208

0.00205531
0.00193435
0.00148312

0.00148017
0.00162789

0.00163931

0.00177552
0.00167390

0.00161034

0.00129808

l ≈ n/k

0.00130641
0.00118540

0.00101091

0.00098173
0.00114849

0.00099134
0.00112020

0.00128683
0.00101850
0.00104568
0.00104568

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

l ≈ n/k

0.04220776
0.01665964

0.04203249
0.01682435

0.04207562
0.01696529

0.04070722
0.01632114

0.04073986
0.01612356

0.04043936
0.01615904

0.00643913

0.00628455

0.00627803

0.00614560

0.00637642
0.00508376

0.00627803

0.00539275

0.00541497

0.00567107

0.00531309

0.00364885
0.00523036

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.00029964
0.00028275
0.00025382
0.00027353

0.00044445
0.00037337
0.00036628
0.00042767

0.00060139
0.00052984
0.00044306

0.00052142
0.00066724

0.00059095
0.00082508

0.00031060

0.00049283

0.00063027

0.00053408
0.00073265

0.00065974
0.00077267

0.01688367
0.01011686

0.00881044

l ≈ n/k

0.00085312

Table 3.2: Results of evaluation of quality improvements introduced with Row Sampling. Option
l = n indicates complete PivotMDS; option l+ indicates the number of rows sampled over k rows
corresponding to pivots. Dark-shaded rows indicate Random Row Sampling. Different values of k
falling within the pre-specified timing are reported. (part i)
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btree

≈ 11ms

≈ 13ms

bcspwr10
≈ 35ms
≈ 45ms
≈ 55ms
3elt
≈ 35ms

≈ 45ms

cdde1

≈ 9ms

≈ 13ms

fidap006

≈ 15ms

≈ 25ms

k
51
54
62
63
64
65
66
67
68
62
63
72
74
75

l=n
0.11189730
0.11321317

k
32
37
41
47
48
49
57

l=n
0.00450825

k
35
38
39
43
44
50

l=n
0.00140651

k
35
36
37
39
40
41
43
44
46
54
55
61
62
75

l=n
0.00192150
0.00210302
0.00243897
0.00209825
0.00168291

k
31
32
34
35
36
51
52
57
58
59

l=n
0.00331114
0.00393691

Chapter 3
l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.14811129

0.24886351

0.21277859

0.13717493

0.25389761
0.10171761
0.10734290
0.10637089

0.27513964
0.08399286
0.11256354
0.14915770

0.19989849
0.14120584
0.10490283
0.14120584

0.19397205
0.15584812
0.13387485

0.20615456

0.10849054

0.10922301

0.11159805

0.12073455

0.10441557
0.12147730

l ≈ n/k

0.22974428
0.17732023
0.07394300
0.20615456

0.15784769
0.12760616

0.10573160

0.10986532

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

l ≈ n/k

0.00517431

0.00502103

0.00470549

0.00483689

0.00448145

0.00454181

0.00247037

0.00266932

0.00270111

0.00270194

0.00275134
0.00246429

0.00275745

0.00190216

0.00187049

0.00182922

0.00188602

0.00195149

0.00189284

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

l ≈ n/k

0.00125419
0.00101722

0.00151953
0.00129563

0.00149535
0.00134110

0.00163479
0.00156608

0.00143140
0.00167036

0.00146181
0.00167036

0.00070879

0.00092147

0.00095331

0.00124351

0.00123890

0.00129749

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

l ≈ n/k

0.00104893
0.00123147
0.00118208
0.00104493

0.00137668
0.00144171
0.00130410
0.00138788

0.00159331
0.00202486

0.00154441
0.00191105

0.00168655
0.00230718

0.00154537

0.00165665

0.00155341
0.00165096
0.10573160

0.00168710
0.00198060

0.00190148
0.00211622
0.10986532

0.00259262
0.00236867

0.00251375
0.00281992

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.00654668
0.00678273
0.00118208

0.00644739
0.00200699
0.00647271

0.00571312
0.00224970
0.00588895

0.00609865
0.00239876
0.00456809

0.00463269
0.00268522
0.00388584

0.04288891
0.04735816

0.03815694
0.04414762
0.04399388

0.03236034
0.03979733

0.04992751

0.04434596
0.04736577
0.04883142

0.00316914

0.00185831

0.00124582
0.00106781

0.00207986
0.00179946

l ≈ n/k

0.01016114
0.01087953

Table 3.3: Results of evaluation of quality improvements introduced with Row Sampling. (part ii)
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bcsstk13
≈ 18ms

≈ 20ms

≈ 23ms

uk
≈ 45ms

≈ 48ms

≈ 53ms

sw0

≈ 4.5ms

≈ 5ms

sw01

≈ 3.5ms

≈ 6ms

sw002

≈ 3.5ms

≈ 6ms
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k
35
38
39
38
42
43
42
48
49
49

l=n
0.10646881

k
43
47
45
46
52
52
49
50
56
57
57

l=n
0.00709933

k
33
34
35
36
36
43
48
49

l=n
0.00026814

k
32
33
34
35
36
37
53
54
55
60
61
63
63
64

l=n
0.07889161
0.06504336
0.04923439

k
30
31
32
33
33
34
34
48
49
52
53
54
54
55
55

l=n
0.00122731

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.24381750

0.25558144

0.25441513

0.20648060

0.14547393
0.15551943

0.23043676

0.21166952

0.19278343

0.13045413
0.15550904

0.09698803
0.12139311

0.14186819
0.12598863
0.03905433

0.11247416
0.12027960
0.03563276

0.10002769
0.10690052
0.03889178

0.08106362
0.08317121
0.03968741

0.07271623
0.04915878

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

l ≈ n/k

0.01732199

0.01404223

0.01295379

0.01980248

0.02398674

0.02092271

0.01366069
0.04287801

0.01119896
0.04206181

0.01137395
0.04548913

0.01299469
0.04020220

0.01087025

0.02011880
0.03455999
0.04115112

0.01918538
0.03477607
0.05489545

0.02043207
0.03537307
0.05910611

0.02094622
0.03284347
0.04465650

0.01966252
0.02868637
0.04006157

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.00031889

0.00077735

0.00062167
0.00395780

0.00093858
0.00350944

0.00084472
0.00074570
0.00118335
0.00207677

0.00081620
0.00113870
0.00143459
0.00179519

0.00115495
0.00121048
0.00203120
0.00158272

0.00113203
0.00102427

0.00168848
0.00120257

0.00127602

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.06095461

0.08366718
0.11050211
0.06370842

l ≈ n/k

0.07948718

0.08098694

0.00856406
0.01184124

0.01362832
0.00993599

l ≈ n/k

0.00255656

0.00118208

0.08940451

0.07805781

l ≈ n/k

0.02241819
0.03669963
0.02993863
0.06084123
0.18241135
0.06904089
0.12509981

0.14104095
0.06867221
0.12190476

0.13831225
0.06955886
0.11894268

0.12488427

l+ = 0

l+ = 10

l+ = 20

l+ ≈ k

l+ ≈ 2k

0.00193248

0.00232900

0.00218931

0.00268729

0.00204566
0.00527840
0.00196752
0.00389882

0.00247526
0.00761054
0.00293420
0.00171241

0.00277874

0.00216798

0.00229852
0.00289405
0.00263822

0.00257493
0.00252143

0.00216848

0.00139395
0.00139395
0.00468419
0.00112163

0.00163009
0.00183700
0.00350656
0.00146914

l ≈ n/k

0.00200617
0.00232185
0.00208414
0.00185087
0.00232174
0.00147674
0.00157642

0.00178168
0.00147005
0.00122717
0.00098523

Table 3.4: Results of evaluation of quality improvements introduced with Row Sampling. (part iii)
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Flexibility of Classical MDS
As a spectral decomposition-based method, Classical Multidimensional Scaling is often regarded as highly inflexible, and therefore inapplicable beyond its well recognized characteristic of a relatively good recovery of global characteristics of the underlying structure. The
originally proposed approach appears to be unquestionable, and is widely accepted in many
scientific fields. As has been noted in the previous chapter, CMDS gained popularity in the
graph drawing community not only as a standalone layout approach, but also as an initialization of another iterative MDS method that refines local details of the global structure
produced by CMDS.
In this chapter we show that various adjustments of the basic method can reveal structural
properties otherwise absent in layouts resulting from the traditional approach. Contrary to
the common belief on CMDS inflexibility, the proposed approaches indicate that there is still
space for utilization of CMDS for graph drawing.
We start by exploring the effects of transformations of input distances to low-dimensional
embeddings, and then account for the origin choice degree of freedom of CMDS and its
effects.1 This is followed by a description of an approach aiming at more informative lowdimensional mappings from high-dimensional CMDS layouts. The proposed approaches were
subject to CMDS approximation, PivotMDS, that allows for large graph processing. A geometric manipulation aiming at dimensionality reduction of 3D structures to 2D is described
at the end of this chapter, along with with a brief overview of a more notable related work.

4.1

Input Distance Transformation

Central to CMDS is the input corresponding to distances that are to be fit in the Euclidean
space of certain dimensionality. Below we concentrate on input distance transformations, with
the main objective of Euclidean distance fit in a low-dimensional space. We start by exploring
the effect of a different exponent involved with distances in the inner-product formation, and
then concentrate on a problem of adding a constant to input (squared) distances to allow for
representation in Euclidean space.
Proposition 4.1. Let D = (dij ) ∈ Rn×n denote a matrix of shortest-path distances, and let
1

The manipulation of the origin degree of freedom takes further step in Chapter 8, where a specific
application to region emphasis is proposed.
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matrix B ∈ Rn×n be formed as
1
B = − · Jn D(2q) Jn ,
2

q>0.

(4.1)

A CMDS solution based on such B with 0 < q ≤ 1 corresponds to input that retains the metric
axioms (3.20) that naturally hold in the Euclidean space.
Proof. Clearly, given some q > 0, the matrix B from (4.1) means operating on input distances
dqij , ∀ i, j. While with q > 1 the triangle inequality generally does not hold, with 0 < q ≤ 1, the
symmetry and minimality criteria are trivially satisfied. To prove for the triangle inequality,
let
dij ≤ dik + dkj ,
dij , dkj ≥ 0 , ∀ i, j, k ∈ V .
(4.2)
The following subadditivity property holds,
(dik + dkj )q ≤ dqik + dqkj ,

q ∈ (0, 1] ,

and, given (4.2), it follows
dqij ≤ (dik + dkj )q ≤ dqik + dqkj .

(4.3)

Equation (4.3) thus accounts for the triangle inequality under given distance transformation.
However, as is shown later, violating the triangle inequality may still yield reasonably
good results.
Theorem 4.2 (Joly and le Calve (1986)). Given a set of dissimilarities residing in D =
(dij ) ∈ Rn×n , there exists a real exponent p ∈ R+ such that D(p) = (dpij ) ∈ Rn×n , ∀ i, j ∈ V ,
is an Euclidean matrix of dimensionality d ≤ (n − 1).
Note that with a 2D representation, the change of exponents to match Euclidean distances
may largely deviate from the primary result because such transformation may curve the
configuration into high-dimensional spaces [Bavaud, F., personal communication].
In the following, we explore the effects of adding a constant to squared input distances
that are further subject to regular CMDS.

4.1.1

Additive Constant to Squared Input Distances

To obtain inner-products, CMDS first squares input dissimilarities which are then subject to
double-centering. Below we account for the effects of an additive constant to squared values
of an dissimilarity matrix, applied with the aim to achieve an Euclidean distance matrix. The
discussion below follows
 closely the one from Mardia (1978).
(2)
a
2
Let Da = (dij ) ∈ Rn×n denote a matrix with squared entries of Da = (daij ) ∈ Rn×n
comprising some empirical distances, hence not necessarily Euclidean. The transformation
takes the form

Da(2) = D(2) − 2a · 1n 1Tn − In ,
for some a ∈ R, or, entry-wise,
(
d2ij − 2a
(daij )2 =
0
72

if i 6= j
otherwise,

(4.4)
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a form often referred to as the Lingoes transformation.
Given that the vector 1n spans the null-space of Jn , the corresponding inner-product
(2)
matrix Ba = − 12 · Jn Da Jn can be rewritten as
1
1
Ba = − Jn Da(2) Jn = − Jn [D(2) − 2a · (1n 1Tn − In )]Jn
2
2
= B − a · Jn .

(4.5)

The spectrum of matrix B, λ1 ≥ · · · ≥ λn , can be written as
λ1 ≥ · · · ≥ λr > 0 ≥ λ01 ≥ · · · ≥ λ0s ,
with the corresponding eigenvectors {u1 , . . . , ur , 1n , u01 , . . . , u0s }.
With Lingoes’ choice of a = λ0s , the spectrum of Ba would become non-negative with two
zero eigenvalues, one of which is not affected by the spectrum shift and is associated with the
eigenvector 1n , i.e.,
λ1 − λ0s , · · · , λr − λ0s , λ01 − λ0s , · · · , λ0s−1 − λ0s , 0, 0 ,
with the corresponding eigenvectors {u1 , . . . , ur , u01 , . . . , u0s , 1n }.
Therefore, with such a choice of a, the resulting matrix Ba is positive semi-definite, and
embeddable in r−dimensional space, r ≤ n − 2 (see Theorem 3.9). Since the eigenvectors
corresponding to dominant eigenvalues of B remain unchanged, but the eigenvalues are shifted,
extracting two dimensions from such solution would imply the ratio λ1 /λ2 shift towards one
(1). The geometric effect in 2D would simply correspond to the aspect ratio change, the effect
of which will be demonstrated shortly.
Figure 4.1(b) demonstrates the effects of subtracting 2a from squared distances. Note
that, since the spectrum shift changes the eigengap,
egap =

|λ2 |
|λ2 − λ0s |
<
=: esgap ,
|λ1 |
|λ1 − λ0s |

with esgap ≤ 1, the convergence of the Power Method involved with the eigendecomposition is
expected to slow down. Therefore, in case of the predefined number of iterations used as a
termination criteria of the Power Method, larger number of iterations should be used.
The connection of the constant (eigenvalue) shift embedding of the inner-product matrix
Ba described previously, and an additive constant to squared distances is re-derived more
recently in Roth et al. (2002, 2003).
Theorem 4.3. The minimum additive constant c ∈ R to squared distances,
(d∗ij )2 = d2ij + c ,
allowing the interpretation of matrix (D∗ )(2) = (d∗ij ) ∈ Rn×n as an Euclidean matrix of
squared distance entries, is
c = 2 · |λn | ,
where λn is the smallest negative eigenvalue of B = − 12 Jn D(2) Jn ∈ Rn×n .
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Chapter 4

(b) a = −45 × 103

(c) (Cailliez, 1983), c = 171.264

Figure 4.1: Demonstration of the effects of an additive constant resulting from different approaches
for graph 1138bus.

A proof in the context of the stated theorem is given in Roth et al. (2002, 2003), but
clearly corresponds to previously described transformation (4.5).
By comparing distortions of Lingoes’ and Torgerson’s approach, Mardia (1978) concludes
that “the Torgerson solution based on the positive eigenvalues of B is to be preferred”.
Note that central to configuration reconstruction in the Euclidean space is a positive
semi-definiteness of the inner-product matrix B (see Theorem 3.9). This property has also
been exploited in the context of partial dissimilarity matrix completion to an Euclidean
distance matrix (Trosset, 2000), i.e., determining the missing dissimilarity values converting
the dissimilarity matrix into Euclidean one. The transformation discussed in the following
section also utilizes positive semi-definiteness of the inner-product data.

4.1.2

Additive Constant to Input Distances

Besides adding a constant to squared dissimilarities, researchers have studied the effect of
adding a constant to plain dissimilarities, with the same aim of achieving an Euclidean distance matrix. The main developments in this regard are discussed in the following. Furthermore, benefits of such an approach for drawing certain structures by CMDS are demonstrated.
The additive constant problem is concerned with the derivation of a constant c ∈ R to
be added to input dissimilarities in order to transform them to Euclidean distances requiring
minimal dimensionality for a CMDS recontruction,
d∗ij

(
dij = 0
=
dij + c ≥ 0

if i = j
otherwise.

If the inner-product matrix B is not positive semi-definite, the embedding in the Euclidean
space of any dimensionality is not possible, and transformation of the input distances is
therefore needed. The additive constant problem is formulated as follows.
Problem 4.4. Choose the smallest magnitude additive constant c ∈ R to entries of the
dissimilarity matrix D = (dij ), ∀ i, j ∈ V , to convert them into Euclidean distances requiring
representation in the Euclidean space of the lowest possible dimensionality.
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With dissimilarities corresponding to shortest-path distances, the smallest c ≥ 0 is sought.2
For a sample demonstration on the geometric effects of the non-minimal (inappropriate) additive constant, see Borg and Groenen (2005) (Chapter 19).
As stated in the problem formulation, search for the smallest additive constant allowing
for the embedding in the Euclidean space of the smallest dimensionality is of special interest
(Torgerson, 1952). The choice of c allowing for the reconstruction in at most (n−1) dimensions
was proposed by Torgerson (1952), and a solution for the smallest additive constant allowing
the for embedding in at most (n − 2) dimensions is analytically obtained by Cailliez (1983).
In the former, one of the non-zero eigenvalues of the inner-product matrix B is proposed as
a choice of c to yield an inner-product matrix “with the largest number of zero roots under
the condition that the remaining non-zero roots are all positive,” (Torgerson, 1952). Such
an approach is computationally demanding, and some approximations were suggested. On
the other hand, due to often high underlying dimensionality needed for data representation
in the Euclidean space, and the need for a 2n × 2n supermatrix involved, the approach due
to Cailliez (1983) is often not of practical interest. Namely, the minimal additive constant c
guaranteeing the solution in at most (n − 2)−dimensional space corresponds to the largest
(real) eigenvalue of the matrix


0
2B
∈ R2n×2n ,
S=
−In −4Bs
with 0 being a (n × n) zero matrix, and Bs being an inner-product matrix associated with the
square roots of the input distances. In Figure 4.1(c) we demonstrate the effect of such additive
constant, but restrict the geometric interpretation to 2D. Relative to the layout obtained with
the plain method, the approach due to Cailliez (1983) introduces changes, e.g., compresses
tree branches from the layout periphery, and provides a more coarse view of the central graph
region. We later demonstrate the geometric effect of such a solution to the additive constant
problem on a regular structure.
Let B ∗ ∈ Rn×n denote the inner-product matrix resulting from distances subject to an
additive constant. The statement on positive semi-definiteness of the inner-product matrix B
associated with the fallible (non-Euclidean) data has been relaxed, and has facilitated further
developments in the context of the additive constant problem:
“...with fallible data, the condition that B ∗ be positive semidefinite as a criterion
for the points’ existence in real space is not to be taken too seriously. What we
would like to obtain is a B ∗ matrix whose latent roots consist of
1) A few large positive values (the ‘true’ dimensions of the system), and
2) The remaining values small and distributed about zero (the ‘error’ dimensions).” (Torgerson, 1952)
One of the most widely cited approaches due to Messick and Abelson (1956) utilizes
the assumption that the errors imposed by the fallible distance data are captured by small
eigenvalues distributed around zero (thus, with small positive and negative magnitudes).
Given that dominant eigenvalues (roots) account for the embeddable structure, “. . . with
fallible data . . . the small roots will probably not equal zero but will vary positively and negatively around zero,” (Messick and Abelson, 1956). Hence, with the assumption that the
2

The addition of a negative constant to shortest-path distances would violate the triangle inequality that
holds in the Euclidean space.
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(a) c = 0

Chapter 4

(b) c = 1.313

(c) c = 64.7166

Figure 4.2: Demonstration of effects of an additive constant for pde225, (n =225, m =1065).

sum of the small eigenvalues should be zero, the additive constant c should be chosen accordingly. It has been shown that it is always possible to convert a set of collected (symmetric)
dissimilarities into Euclidean distances.3
Although mathematically well formulated, with the Messick and Abelson (1956) approach
“quite often relatively large negative roots appear,” implying difficulties in the interpretation
of “an imaginary perceptual dimension,“ (Cooper, 1972). In our experience, such behavior
was less noticeable with regular structures.
Figure 4.2 demonstrates the implications of the additive constant to shortest-path distances. The effects on the geometry observed in Borg and Groenen (2005) (Chapter 19) are
confirmed – the grid is bent convexly outwards from the origin. The peripheral compression
associated with large c, as in Figure 4.2(c), is related to node distances from the origin (centroid). Large values of c attenuate the difference between distance values, and have the effect
similar to the application of a concave power function to input distances dij , ∀ i, j ∈ V (see
Section 4.2).
As demonstrated, the layout produced with the addition of relatively small c, Figure
4.2(b), calculated by the approach from Messick and Abelson (1956), is not dramatically
different from the layout with c = 0. Higher values, however, impose larger deviation. The
layout from Figure 4.2(c) corresponds to previously discussed approach from Cailliez (1983)
employing a (2n × 2n) supermatrix, but with geometric interpretation restricted to 2D. Similarity with the primary layout confirms the observation on the robustness of CMDS against
input (squared) distance perturbations from Mardia (1978); Sibson (1979).
Other approaches to the additive constant problem were proposed by Torgerson (1952);
Messick and Abelson (1956); Cooper (1972); Saito (1978); Cailliez (1983), essentially all reviewed in Borg and Groenen (2005) (Chapter 19). Further explorations on the benefits of the
additive constant to CMDS as a standalone approach or as an initialization to other distance
fitting approaches were not carried out more deeply, since the initial experience has not shown
large enough benefit beyond the regular structures, as is the one presented in Figure 4.2. For
a more elaborate mathematical background on the methods, see the originating works.
3

In case of asymmetric dissimilarity values, averaging is often used.
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Alternative Origin

The CMDS approach constructs coordinates from inner-product data that is formed with
respect to a specific choice of origin. The origin degree of freedom of the CMDS is studied
in the following. Before discussing the application of different origin choices involved with
CMDS to graph-drawing, we provide a general theoretical consideration on the origin choice
in the Euclidean space. Besides its own merits when used for graph drawing by CMDS, the
choice of origin plays important role for the region emphasis approach presented in Chapter
8.
With the Euclidean distance input collected from d−dimensional space, the choice of
origin has no effect on the geometry of the resulting d−dimensional configuration obtained
by CMDS (except for a rigid transformation) and the primary CMDS derivation of Young
and Householder (1938); Torgerson (1952) assumed an a arbitrary input point as the origin.
However, with high-dimensional Euclidean input, each origin choice would yield different
low-dimensional result. While in case of Euclidean input distances each choice of origin implies
a rotation/reflection and translation with a complete high-dimensional CMDS reconstruction,
the low-dimensional CMDS solutions (basically, the first columns of the the high-dimensional
solution) may be quite different for each choice of origin.
The widely preferred and often unquestioned origin choice is the configuration centroid.
Torgerson’s argument of selecting the centroid as origin is based on the CMDS solution from
non-Euclidean data. The centroid choice of origin, (3.2), would, on average, “be less in error
than an origin at any arbitrary stimulus [point],” and that the solution “would tend to allow
the errors in the individual points to cancel each other,” (Torgerson, 1952).
The centroid origin choice, however, might not be the best possible. In the following,
we derive CMDS with an arbitrary node position (or a linear combination of several node
positions) as the origin. Furthermore, we show that the origin choice accounts for the finer
representation of the graph region distant from it.
To make a distinction between the notion of a node and its position in the Euclidean
space, the column vector pi ∈ Rd denotes the position of node i, i ∈ {1, . . . , n}. Let the
→
−−→
point pk coincide with the origin, and let α be the angle between vectors −
p−
k pi and pk pj ,
i, j, k ∈ {1, . . . , n}. Such pk is referred to as the center, o = pk , relative to which the inner(k)
product entries of the matrix B (k) = (bij ) ∈ Rn×n are formed. Also, let gij denote the
Euclidean distance between points pi and pj , gij = kpi − pj k, ∀ i, j, residing in a distance
matrix G = (gij ) ∈ Rn×n . Figure 4.3 provides an illustration of spatial positions of two
vectors in 2D.
By cosine law, it follows
2
2
2
gij
= gki
+ gkj
− 2 · gki gkj · cos(α) ,

(4.6)

which further implies
pTi pj = gki gkj · cos(α) = −


1 2
(k)
2
2
gij − gki
− gkj
=: bij .
2

(4.7)

(k)

Thus, the inner-products bij , ∀ i, j, are obtained by considering (squared) distances only,
(k)

(k)

2 =b
2
hence without double-centering. Conversely, given gki
ii and gkj = bjj , distances can be
obtained from inner products,
(k)

(k)

(k)

2
gij
= bii + bjj − 2 · bij .
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Figure 4.3: Illustration of spatial positions of two vectors in 2D.

The following definition allows for more convenient expressions regarding the origin choice.
Definition 4.5. Let Pw = (In − 1n wT ) ∈ Rn×n where w ∈ Rn , wT 1n = 1.4 A matrix Pw is
known as a projector, while the vector w ∈ Rn is the origin weight vector . A matrix Pw
exhibits the idempotency property, Pw Pw = Pw .
Given an arbitrary configuration Y ∈ Rn×d , Pw · Y translates Y to the center/origin
specified by the origin weight vector w. If the point pk point is chosen as the center, the
only non-zero entry of w corresponds to its k th entry, and would be unity (1), w = enj =


0(1) , . . . , 1(k) , . . . , 0(n) . The resulting B (k) matrix would have zero k th row and column, and
(k)

2 = b ).5
a non-negative diagonal (gki
ii
(k)

Suppose a projector Pw = (In − 1n wT ) is formed with the origin weight vector w = enk .
(k)
(k)
Given some arbitrary configuration Y ∈ Rn×2 , the left-multiplication by Pw , i.e., Pw · Y ,
th
only translates the configuration such that the position of the k point coincides with the
origin. The formation of the inner-products of the matrix B (k) reads as
1
B (k) = − · Pw(k) · G(2) · (Pw(k) )T .
2

(4.8)

Given an arbitrary origin weight vector, w ∈ Rn , wT 1n = 1, the entry-wise formation of
the inner-products follows ∀ i, j,


X
X
X
1
(k)
2 
2
2
2
wk gjk
+
wk wk0 gkk
,
bij = − gij
−
wk gik
−
0
2
0
k∈V

k∈V

k,k ∈V

with wk denoting the k th entry of w (Bavaud, 2002). The choice of the center therefore implies
P
(i)
that nk=1 wk xk = 0, i ∈ {1, . . . , d}. Choosing the centroid as the center corresponds to
w = [1/n, . . . , 1/n]T , hence with Pw = Jn .
The inner-product transition from the center pk1 to the center pk2 is achieved by
B (k2 ) = Pw(k2 ) · B (k1 ) · (Pw(k2 ) )T .
4

(4.9)

The advantages of the constraint wT 1n = 1 are discussed in Schonemann (1970) (Appendix).
We have already stated in footnote 3 that some of the diagonal entries of the double-centered inner-product
matrix formed with non-Euclidean distances may be negative.
5
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The following theorem states that the choice of the origin weight vector does not affect
the positive semi-definiteness of the inner-product matrix, hence extending Theorem 3.9 to
arbitrary choice of origin.
Theorem 4.6 (Gower (1982)). Dissimilarity matrix D ∈ Rn×n is embeddable in Euclidean
space of certain dimensionality if and only if the matrix
1
B (k) = − · Pw D(2) PwT ,
2
for some projector Pw = (In − 1n wT ), and with w ∈ Rn denoting some origin weight vector
obeying wT 1n = 1, and wT D(2) 6= 0n , is positive semi-definite.
Furthermore, it has been shown that the rank of a matrix of inner-products formed with
respect to a specific choice of origin corresponds to the true dimensionality of an input distance
matrix.
Theorem 4.7 (Gower (1985)). Let D ∈ Rn×n be an Euclidean distance matrix. The dimensionality of D corresponds to the rank of a (positive semi-definite) inner-product matrix
1
B (k) = − · Pw D(2) PwT ,
2
for some projector Pw = (In − 1n wT ), and with w ∈ Rn denoting some origin weight vector
obeying wT 1n = 1.
While an origin choice coinciding with a single point is often proposed for computational
convenience, other choices were also discussed. Gower (1982, 1985) proposes the circumcenter
and incenter, and Borg and Groenen (2005) (Chapter 12) suggest the origin placement that
relies on the point reliability. Bavaud (2011) notes that the entries of the vector w need not
be necessarily non-negative, hence with the origin possibly lying outside of the convex hull
of the configuration.6 The geometric interpretation of the proposed alternatives, however, is
missing, and, to the author’s best knowledge, the alternative origin choice of CMDS was not
exploited for graph drawing.
Note that the optimality of the strain criterion (3.13) holds with the d−dimensional
configuration obtained with the alternative origin position pk , but now with respect to the
origin-specific inner-product matrix B (k) . In Section 4.3.2 we will provide another optimality
criteria of the CMDS solution corresponding to alternative origin.
Before proceeding with the application of the alternative origin choice with graph-theoretical distances as input, we remark an interesting use of the alternative origin to mapping the
hitherto unseen points (Trosset and Priebe, 2008). Namely, given an Euclidean distance
matrix D ∈ Rn×n of dimensionality d that gives raise to a fixed configuration X ∈ Rn×` ,
` ≤ d, the out-of-sample extension of CMDS aims to map a point k, given the predefined
distances to fixed points of X.
e ∈ R(n+1)×(n+1) is a distance matrix obtained by concatenating a row and
Suppose that D
a column vector of distances of fixed points from point k to a distance matrix D, and suppose
that B ∈ Rn×n corresponds to an inner-product matrix associated with D.
6
A convex hull of a set of points R corresponds to the smallest convex polygon S such that each point
r ∈ R is within S (boundary inclusive). It is defined by (i) wT 1n = 1, and (ii) wi ≥ 0, with wi denoting the
ith entry of w, i ∈ {1, . . . , n}. The signed distribution, with entries of w violating (ii), but satisfying (i) is
referred to as an affine hull.
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(b) o = p125

(c) Graph centered

Figure 4.4: Effects of different center/origin choice for lshp265 (n =265, m =1009).

Since the fixed configuration X requires that the inner-products B are maintained, the
e ∈ R(n+1)×(n+1) corresponding to D
e would contain B as its submatrix,
inner-product matrix B

e=
B

B

u

uT

β


 ,

with u ∈ Rn denoting the vector of inner products between fixed points and point k, and β
e is obtained by applying a projector to D,
e
being the self inner-product of point k. Such B
T
n+1
with the origin position specified by the origin weight vector w = [1/n, . . . , 1/n, 0] ∈ R
.
With the corresponding projector Pw = (In+1 − 1n+1 wT ) ∈ R(n+1)×(n+1) , it follows that
e (2) PwT . Contrary to traditional CMDS, the solution is obtained by solving the
e = − 1 Pw D
B
2
non-linear least-squares problem operating on vector u.

4.2.1

Application to Graph Drawing

Geometric effects of an alternative choice of origin with CMDS have not been utilized, despite
the potential benefit in applications where the desired solution is of dimensionality smaller
than that of the input distances. In the following, we study the effects of an alternative choice
of origin in the context of graph drawing by CMDS. Furthermore, we propose an alternative
to the traditional centroid origin.
In graph drawing, the input corresponds to shortest-path distances, hence generally not
Euclidean of the low-dimensional, visualizable space. Given shortest-path distances as entries
of D ∈ Rn×n , the inner-product formation of (4.8) replaces G(2) with D(2) .
Figures 4.4, 4.5, illustrate the effects of different center (origin) choices on a sample regular
and less regular structure, respectively. As depicted, by choosing a different origin, different
aspects of a graph can be communicated by CMDS; the alternative origin choice accounts for
finer representation of graph regions most distant from it. A more formal account for such an
effect will be given later. A demonstration of the approach on structures that are generally
considered as inappropriate input to regular CMDS is provided next.
Remarks With certain structures such as those exhibiting many shortcuts, a simple
origin shift approach to region emphasis might not provide a symmetric emphasis of distant
graph regions, as depicted in Figure 4.6.
Nevertheless, a different insight into the structure provided with alternative origin choices
suggests suitability for interactive graph exploration in the visualizable space, i.e., d = {2, 3}.
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(a) Centered CMDS

(b) o = p126

(c) o = p555

Figure 4.5: Effects of different center/origin choice for qh882.

(a) Centered CMDS

(b) o = v555

Figure 4.6: Effects of different center/origin choice for dwt1007.

(a) Centered CMDS

(b) Graph centered

(c) o = p79

Figure 4.7: An alternative to centroid origin choice for 1138bus.
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Alternative to Centroid Origin
The observed effects of the center (origin) choice suggest that the centroid choice achieves
a more even (symmetric) inner-product fit, hence with more even distribution of the finer
representation around the origin. For computational convenience and yet with similar effects
on the resulting layout, the center can be placed at a position of a node with the minimal
eccentricity score,


po = pk = argmin max {dki } .
k∈V

i∈V

This removes the need for double-centering involved with the centroid choice of origin, thus
with a potential of a more efficient computation.
With graphs having multiple nodes with identical minimal eccentricity scores, the origin
weight vector w ∈ Rn should have uniform weights at the corresponding positions, obeying wT 1n = 1. This is demonstrated in Figure 4.7(b). However, with structures requiring
representation in high-dimensional space, such weighting may yield inappropriate result, i.e.,
hardly readable layout, and a single minimal eccentricity score node should be recruited [see
Figure 4.7(c)].
Different origin choice resulting in configurations differing by more than a rigid transformation should, however, not be regarded as a general CMDS property. For instance, with
input distances collected from a 2D Euclidean space, the origin choice with the 2D CMDS
reconstruction would only account for the rigid transformation of the configuration, which is
irrelevant in the application to graph drawing. Such transformations, however, imply that
the underlying 1D configurations may differ significantly.

4.3

Constrained Dimensionality Reduction

Given an existing high-dimensional configuration, different low-dimensional mappings can
be obtained by linear projections. Depending on the construction of such projections, a
low-dimensional embedding can communicate some quite informative aspects of the highdimensional configuration. In the following, we show that a particular linear projection scheme
from a high-dimensional CMDS layout can reveal structural properties of a graph otherwise
absent from the regular low-dimensional CMDS layout. Such an approach is an additional
step in the utilization of spectral methods for graph drawing.
We start the section by discussing an existing approach that has been utilized with our
two-phase procedure. This approach was originally proposed for general dimensionality reduction, but is used as a second step in our scheme : producing an informative low-dimensional
embedding from a high-dimensional configuration primarily obtained by CMDS on a graphtheoretical input. Before applying the method for 2D mappings generated from 3D input
configurations, we establish a formal relation of an instance of such linear projection scheme
and the choice of origin involved with CMDS.
As a spectral approach, a low-dimensional CMDS result disregards the contribution originating from higher dimensions. Despite the optimality of the strain loss function, (3.13),
a low-dimensional CMDS result truncating the one corresponding to the complete dimensionality (i.e., complete positive part of the spectrum of the inner-product matrix) appears
to account only for the global structure representation; local details are left unexploited in
higher dimensions.
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In the following, we explore whether incorporating the information from higher dimensions and only then performing an appropriate mapping to the visualizable space yields more
detailed layouts and reduces some of the artifacts of traditional CMDS such as graph element
occlusions, i.e., node-node, node-edge and edge-edge occlusions.
Indeed, Hosobe (2004, 2005) argues that higher dimensions contain local graph structure,
and that the adapted projection to 2D space can reveal it. The approach was originally
exploited for interactive graph exploration and graph region emphasis. We briefly discuss the
method below.
Let Q ∈ Rl×2 contain direction vectors q1 , q2 ∈ Rl as columns. Given a l−dimensional
CMDS output, XlD ∈ Rn×l , l > 2, the initial 2D configuration X2D ∈ Rn×2 formation reads
as
X2D = XlD · Q .
Provided that the eigenvalues λ1 , λ2 , . . . , λl of the regular CMDS’ inner-product matrix are
sorted in a non-ascending order, direction vectors are chosen as q1 = kff11 k and q2 = kff22 k ,
ϕ
ϕ
ϕ
T
where f1 = [λϕ
1 , 0, λ3 , . . . ] and f2 = [0, λ2 , 0, λ4 , . . . ]. The parameter ϕ is chosen to adjust
the influence of a specific dimension, and is set to ϕ = 1/2. With higher ϕ, the highdimensional solution has less effect on the subsequent mapping. While the high-dimensional
configuration XlD may correspond to the output of some other method, the empirical analysis
from Hosobe (2007) suggests that the regular CMDS high-dimensional solution is the most
appropriate input for the proposed interactive graph drawing method.
The GRIP approach to graph drawing (Gajer et al., 2001), that employs a force-directed
paradigm with a coarsening hierarchy, was shown to benefit from low-dimensional mappings
of configurations first obtained in a high-dimensional space. With the desired 3D output
denoted as X3D ∈ Rn×3 and a high-dimensional configuration XlD ∈ Rn×l being the output
of the proposed adjusted force-directed method, 3 < l, one specifies (l−3) linearly independent
0
∈ Rl , and completes them to a basis q10 , q20 , . . . , ql0 of Rl . After the Gramvectors q10 , q20 , . . . , ql−3
Schmidt orthonormalization is performed resulting in q1 , q2 , . . . , ql ∈ Rl , direction vectors are
taken as ql−2 , ql−1 , ql . With direction vectors as columns of Q ∈ Rl×3 , the 3D mapping is
achieved by X3D = XlD · Q. The reported results, however, do not account for input beyond
4D.
A dimensionality reduction approach we propose is also based on a mapping to 2D space
that depends on the preferred distance fit supplied as input, and is known as the Weighted
Principal Component Analysis (WPCA) (Koren and Carmel, 2003, 2004). Moreover, we relate an instance of this approach to the alternative origin, and show that it offers a wider
range of low-dimensional outputs. A natural adaptation of the method is to achieve a sufficiently informative 2D mapping of the 3D input resulting from CMDS. Note that WPCA was
discussed as an option with HDE (Harel and Koren, 2002a) to account for the graph element
occlusions, but was not implemented.
We next provide a brief overview of WPCA. As will be shown, the suitability of the method
for graph drawing stems from its optimality criteria. Given different input constraints, the
method is able to reveal different aspects of a graph.

4.3.1

Weighted Principal Component Analysis

The discussion on WPCA first concentrates on the associated optimality criterion that allows
for the construction of layouts satisfying different constraints. Then, a general proposal on
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a sufficient number of dimensions of the CMDS layout that is further subject to WPCA is
made. Although we demonstrate the use of the method with CMDS input, WPCA will be
subject to PivotMDS results aiming at method speedup and allowing for large graph drawing.
Let Y ∈ Rl×d denote a matrix with d orthonormal direction vectors denoted by y1 , . . . , yd ∈
l
R . Given n high-dimensional coordinates, XlD ∈ Rn×l , a mapping to d−dimensional space,
{d, l} ⊆ N+ , d < l, corresponds to
XdD = XlD · Y ,

(4.10)

yielding d−dimensional coordinates residing in XdD ∈ Rn×d . The orthonormality of direction
vectors implies that the configuration XdD corresponds to a rigid rotation/reflection of XlD ,
restricted to a subset of the top d axes.
Let the columns of UA ∈ Rl×d , d < l, correspond to eigenvectors associated with d
dominant eigenvalues of some A ∈ Rl×l . Also, let Lw ∈ Rn×n be a weighted Laplacian matrix
with individual entries,
(P
n
j=1 wij if i = j
`w
=
(4.11)
ij
−wij
otherwise,
with wij denoting a non-negative (i, j) pair weight, and let δe be the Kronecker delta. As
noted in Section 3.4.3, a quadratic form of weighted Laplacian corresponds to a weighted sum
of all pairwise distances, i.e., given some configuration x ∈ Rn ,
xT Lw x =

1 X
wij · (xi − xj )2 .
2
i, j∈V

Let kxi − xj k(hD) denote the Euclidean distance between points xi ∈ Rh and xj ∈ Rh ,
residing in a configuration XhD ∈ Rn×h . With restriction to the mapping of the form (4.10),
the maximizer of
X
wij · kxi − xj k2(dD) ,
i, j∈V

subject to

yαT yβ = δeαβ , α, β ∈ {1, . . . , d} ,

(4.12)

T Lw X . Such a choice of direction vectors leads to
is obtained with Y = UA ∈ Rl×d , A = XlD
lD
a low-dimensional WPCA solution. Note that the WPCA input, XhD ∈ Rn×h , is assumed to
be centered, XhD = Jn · XhD , which can be obtained by a harmless translation.
Let Lu ∈ Rn×n be the unit Laplacian matrix with individual entries,
(
n − 1 if i = j
`uij =
(4.13)
−1
otherwise.

Theorem 4.8 (Koren and Carmel (2004)). A CMDS/PCA d−dimensional mapping XdD
from a centered l−dimensional configuration XlD ∈ Rn×l , i.e., XdD = XlD · Y for Y ∈ Rk×d ,
d < k, maximizes
X
kxi − xj k2(dD) ,
i, j∈V

subject to

yαT yβ = δeαβ , α, β ∈ {1, . . . , d} .
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We provide a slightly different proof of the above theorem.
Proof. The unit Laplacian Lu ∈ Rn×n can be expressed as Lu = n · Jn . Given that XlD =
Jn XlD in case of CMDS/PCA, the mapping can be written as
XdD = XlD · UX T

lD XlD

= XlD · UX T

lD Jn XlD

= XlD · UX T

u
lD L XlD

,

T J X
the last equality stemming from the fact that the eigenvectors of XlD
n lD and those of
1 T
T
u
n XlD Jn XlD = XlD L XlD are identical and of the same order. The criterion (4.12) with the
unit Laplacian gives rise to the optimality criterion (4.14) with CMDS/PCA solution.

With entries wij of the weighted Laplacian (4.13) indicating the importance of placing
items i and j apart from each other in a low-dimensional space, different weighting schemes
can be constructed. Given that a WPCA solution is obtained by a rotation/reflection of
high-dimensional coordinates further truncated to top d = 2 axes, a natural choice with graph
drawing would be to increase the effect of faraway placement of nodes close in graph-theoretic
sense. In other words, WPCA would rotate/reflect the high-dimensional configuration to
reveal the local structure. For efficient essentially linear computations, a sparse weighted
Laplacian should have weights of binary form, e.g., ∀ i, j, i 6= j,
(
1
if dij ≤ ds
wij = bf (i, j, ds ) =
0
otherwise.
In certain cases, however, it may be beneficial to extend the above scheme to not only
account for faraway placement of neighbors reachable within a specific distance, but also for
some randomly chosen pairs. We denote such weighting by br(i, j, ds , γ), with γ denoting the
number of additional item pairs selected uniformly at random. The benefits of such weighting
scheme will be discussed in Section 4.4, along with a sample layout.
An interesting effect stemming from the application of WPCA follows.
Remarks Figure 4.8 depicts the result of 3D WPCA from a 4D centered CMDS solution. As may be observed, node occlusions are still present. However, by increasing the
CMDS output space (WPCA input space) to 5D, the node split is achieved in 3D with the
same WPCA weighting. Figure 4.9(a) depicts the layered graph structure. Still, in the x
fy
orthogonal projection corresponding to 2D WPCA from 5D centered CMDS, the occlusions
are still present. By applying a matrix


1
0
0
cos(β) −sin(β)  ,
R= 0
(4.15)
0
sin(β)
cos(β)
that rotates the 3D configuration around the x axis for angle β, the result depicted in Figure
4.9(b) is obtained. Here, the x
fy shows almost no node occlusion (except for the cluttering in
the branch from the lower central part).
High-dimensional Layout
The CMDS output dimensionality corresponding to the number of positive eigenvalues of
the double-centered inner-product matrix B is bounded by (n − 1). Considering axes corresponding to the whole positive part of the spectrum of B, as done by Hosobe (2004), may be
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Figure 4.8: 3D WPCA, wij = d−2
ij , ∀ i 6= j, from 4D centered CMDS.

computationally prohibitive, and, in fact, is often unnecessary. The number of dimensions of
a CMDS solution to be mapped to 2D by WPCA should therefore be chosen to be sufficiently
small, and yet sufficiently informative.
An approach to estimate the dimensionality needed for a representation of a structure by
CMDS is based on the spectrum analysis of the inner-product matrix B ∈ Rn×n (see Section
3.2.3), with large positive values capturing the most important information.
We suggest an alternative based on marginal contribution of eigenvalues. Let λ1 ≥
λ2 , . . . , ≥ λr be the largest positive eigenvalues of B, where r is an upper limit on the number
of dimensions. We choose d ≤ l ≤ r as the minimum index for which
λl+1
<ε,
Pl
i=1 λi

(4.16)

for some minimum relative contribution of ε. We set ε = 0.05. Figure 4.10 shows a regular CMDS layout of a sample irregular structure, and two layouts corresponding to WPCA
mappings, wij = bf (i, j, 1), from CMDS solutions of higher dimensions. Figure 4.10(c) is
obtained with the input dimensionality computed by (4.16). As can be observed, much of the
occlusions from the central part of a graph and from the overlapping tree branches (e.g., see
the upper- and lower-left part of the regular CMDS layout) are removed.
The computational complexity analysis of the proposed projection method is deferred to
Section 4.4 where we utilize CMDS approximation, PivotMDS, to generate high-dimensional
coordinates.

4.3.2

Relation to an Alternative Origin

An interesting question is whether an alternative choice of origin of CMDS can be related
to a particular WPCA projection. Below we establish a formal relation between a CMDS
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(a) 3D WPCA, wij = d−2
ij , ∀ i 6= j, from 5D centered CMDS

(b) Layout from Figure 4.9(a) rotated by applying (4.15) with β = 10◦

Figure 4.9: Effects of WPCA mapping (and applied rotation) from high-dimensional CMDS result
on graph qh882. The x
fy view of the layout 4.9(b) is more informative than the x
fy view of the layout
4.9(a).
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(a) Regular 2D CMDS

(b) 3D → 2D WPCA

(c) 6D → 2D WPCA

Figure 4.10: WPCA mapping, wij = bf (i, j, 1), from high-dimensional CMDS result for 1138bus.
WPCA layouts show less node occlusions.

solution centered on some vertex, and an instance of a WPCA projection.
A d−dimensional CMDS/PCA solution from centered XlD ∈ Rn×l , d < l, is obtained by
T ·X
XlD · U , with U ∈ Rl×d comprising orthonormal eigenvectors of XlD
lD corresponding to d
largest eigenvalues.
k th

To translate the configuration XlD such that the origin coincides with the position of its

(k)
(k)
point, one performs Pw · XlD , Pw = In − 1n eTk ∈ Rn×n
 . Similarly,
 a d−dimensional
(k)

CMDS solution centered at k, R ∈ Rn×d , is obtained by R = Pw XlD · Z, with Z ∈ Rl×d


T · (P (k) )T P (k) · X
comprising orthonormal eigenvectors of XlD
w
w
lD corresponding to d largest
eigenvalues.

Lemma 4.9. Let direction vectors y1 , y2 , . . . , yd ∈ Rl be columns of Y ∈ Rl×d , d < l. Given
some centered X ∈ Rn×l , its CMDS solution R ∈ Rn×d centered at k, for some k ∈ V , corresponds to a translated WPCA solution P ∈ Rn×d on input X, i.e., P = [ p1 , p2 , . . . , pn ]T =
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X · Y ∈ Rn×d that maximizes
X

kpi − pk k2 ,

i∈{V \k}

subject to

yαT yβ = δeαβ , α, β ∈ {1, . . . , d} ,

(4.17)

with pi ∈ Rd denoting a d−dimensional coordinate of point i.


(k) T (k)
T · (P (k) )T P (k) · X
T
Proof. Note that XlD
w
w
lD = XlD · LW · XlD , with LW = (Pw ) Pw
being a Laplacian of a star graph with k being its high-degree node. Given that direction
vectors y1 , y2 , . . . , yd ∈ Rl correspond to orthonormal eigenvectors associated with dominant
(k)
(k)
eigenvalues of matrix LW = (Pw )T Pw , it can be concluded that such LW gives rise to
optimality criterion (4.17).


(k)

(k)

T
Let Z ∈ Rl×d comprise d orthonormal eigenvectors of XlD
(Pw )T Pw XlD . Since
(W)PCA assumes
input and thereby a centered output, the left multiplication

 a centered
(k)
(k)
by Pw in R = Pw X · Z implies that R and P (where P is formed by WPCA with the
Laplacian LW as defined above) differ only in the center position.

Lemma 4.9 accounts for the finer representation of regions distant from the origin (see
Figures 4.4, 4.5). Clearly, with WPCA performed on input centered at k, the equivalence of
solutions would hold.7
The relation of a CMDS solution with an alternative origin choice and a WPCA projection
raises a question on whether traditional CMDS/PCA could be interpreted as projections that
maximize the sum of squared distances to the origin choice specific to CMDS/PCA, which is
centroid. In fact, the relation can be proven analytically.
Theorem 4.10. A CMDS/PCA d−dimensional mapping XdD from a centered l−dimensional
configuration XlD ∈ Rn×l , i.e., XdD = XlD · Y , Y ∈ Rk×d , d < l, maximizes
X
kxi − x
bk2(dD) ,
i ∈V

subject to

yαT yβ = δeαβ , α, β ∈ {1, . . . , d},

(4.18)

where x
b denotes the centroid of the configuration XdD .
Proof. NotePthat, since XlD is centered, so is XdD . It is known that the CMDS results
maximizes i,j∈V kxi − xj k2(dD) under the orthonormality constraint on columns of Y (see
Theorem 4.8), but we have already shown in 3.3 that
n
n
n
1 XX
2X T
2
kx
−
x
k
=
xi xi ,
i
j
(dD)
n2
n
i=1 j=1

(4.19)

i=1

where dij are Euclidean distances between items i and j, and xTi xi are inner-products with
respect to the centroid choice of origin.
7

A Laplacian matrix L ∈ Rn×n is double-centered, L = Jn LJn , and would absorb configuration translation,
i.e., (P X)T · L · (P X) = X T P T · (Jn LJn ) · P X = X T LX.
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Figure 4.11: 3D WPCA solution, oW P CA = p301 , from 4D centered CMDS

By cosine law, xTi xi = kxi − x
bk2(dD) (the centroid x
b coincides with the origin), this further
implies
n X
n
X

kxi − xj k2(dD) = 2n ·

i=1 j=1

n
X

kxi − x
bk2(dD) .

i=1

Given that the factor 2n does not affect the objective function which is maximized by Theorem
4.8, the claim holds.

Provided the relation of an alternative origin choice and a low-dimensional WPCA mapping, the aim would be to chose the entries wi , i ∈ {1, . . . , n}, of the origin weight vector
w ∈ Rn involved with CMDS, to match the result of WPCA subject to arbitrary weighted
Laplacian L. However, with 1/2 · n(n − 1) degrees of freedom associated with L and n degrees
of freedom associated with w, a decomposition L = (Pw )T Pw , Pw = In − 1n wT , would
generally not exist. A set of CMDS solutions centered at pk , k ∈ V , is therefore a subset to
WPCA mappings (with the latter being originally constrained to the centroid origin).
To avoid ambiguity, the CMDS solution centered at pk operating on input distances will
be related to the notion oCM DS = pk , while the corresponding WPCA solution operating
on input coordinates will be related to oW P CA = pk . In Figures 4.11, 4.12, we show main
orthogonal projections of 3D specific-origin CMDS layouts resulting from high-dimensional
centered CMDS input. The x
fy projection of the resulting 3D specific-origin CMDS solution
is the 2D specific-origin CMDS solution obtained with the same input. As demonstrated,
increasing the number of input dimensions helps removing occlusions and reveals the layered
structure.
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(a) 3D WPCA solution, oW P CA = p301 , from 5D centered CMDS

(b) 3D WPCA solution, oW P CA = p301 , from 6D centered CMDS

Figure 4.12: WPCA mappings, oW P CA = pk , from high-dimensional CMDS input on graph qh882.
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Figure 4.13: 3D CMDS layout of 1138bus.

4.3.3

3D to 2D Mappings

Given a 3D input configuration, informative 2D mappings are often sought. Below we apply
WPCA on 3D input primarily obtained by CMDS to obtain 2D configurations that communicate different aspects of a graph. The section is concluded with a discussion on an affine
transformation of 3D input, and its relation to subspace optimization with spectral layout
approach (see Section 3.4.3).
Provided a 3D layout, it is often of interest to find the best 2D mapping with respect to
certain preferences. With different choice of the weighted Laplacian entries, (4.13), different
aspects of the structure can be communicated in 2D.
The choice of orthonormal direction vectors as columns of Y ∈ R3×2 , forming a 2D mapping X2D , X2D = X3D · Y , implies a rotation/reflection of the 3D configuration, further
(orthogonally) projected onto the x
fy plane. In computer graphics terminology, such a mapping is referred to as the orthographic parallel projection (OPP), and is different from the
perspective projection (Foley et al., 1990) (Chapter 6).
Figure 4.13 depicts a regular centered CMDS solution, while Figure 4.14 depicts the implications of different weightings. As can be observed, the weights emphasizing the spreading
of parts of a graph that are close geometrically and graph-theoretically indeed reduce occlusions, which is especially pronounced in the central part of the graph and with overlapping
tree branches. Figure 4.14(c) depicts a WPCA layout corresponding to a specific choice of
origin with CMDS.
Although our 2D mappings utilize node positions exclusively, sample points along edges
can be used, too, hence potentially also accounting for the removal of occlusions involving
edges.
Figure 4.15 illustrates the approach on the Swiss Roll data set. While regular PCA/CMDS
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(a) wij = (kxi − xj k(3D) + )−1

(b) wij = (kxi − xj k(3D) + )−2

(c) oW P CA = p121

(d) wij = bf (i, j, 1)

Figure 4.14: 2D mappings from 3D CMDS layout for 1138bus, demonstrating the influence of
different weighting schemes used with WPCA.

result only shows the spiral, applying WPCA mapping with different weights reveals the actual manifold structure, hence being more informative.
Problematic structures with such a mapping approach relying on the spectral decomposition are highly symmetric structures, with multiple occurrence of the same eigenvalue,
as discussed in Section 3.2.4. The WPCA approach would therefore yield inconsistent result, since it has no means to differentiate between different eigenvectors corresponding to
dominant eigenvalue of higher multiplicity.
Choosing an informative 2D mapping from a 3D configuration was considered in Fruchterman and Reingold (1991), but the actual choice required human intervention. Kamada and
Kawai (1988) define a general position as the one resulting in the least loss of information
in a OPP 2D mapping, and provide a rather high complexity approach to compute such a
position. Besides generally tending to avoid graph element occlusions by taking into account
an arrangement of bad viewpoints, Bose et al. (1996) provide a 3D to 2D mapping with the
minimal number of edge crossings. A variant from Eades et al. (1997) defines the goodness
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(a) Original Swiss Roll in 3D

(c) oW P CA = p136

(b) 2D PCA/CMDS result

(d) wij = kxi − xj k−3.21
(3D)

(e) wij = kxi − xj k−3.23
(3D)

Figure 4.15: WPCA results with different weightings for Swiss Roll data set (n =1600).

measure of the OPP, and produces a 2D layouts relative to this measure. The general high
complexity of such approaches motivated an approximation to the OPP from 3D to 2D that
relies on a force-directed paradigm (Houle and Webber, 1998). Besides lower complexity,
the WPCA approach to OPP allows imposing external constraints to be satisfied in a 2D
mapping.
Other approaches for selecting good view-points of high-dimensional data are based on
preserving the primary data classification in a low-dimensional space, as is the class-preserving
projection from Dhillon et al. (2002). Given centroids corresponding to different data classes
in a high-dimensional space, a mapping is sought to preserve the inter-centroid distances in a
low-dimensional space. More recently, the class consistency approach is utilized to evaluate
the goodness of view of high-dimensional data in 2D scatterplots (Sips et al., 2009).
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Affine Transformation
The above discussion assumed a rigid transformation of a 3D input that is further orthogonally
projected onto the x
fy plane. However, the option corresponding to an affine transformation
of a 3D input has also been proposed.
To allow for a broader class of 3D to 2D mappings, Koren and Carmel (2003, 2004) suggest
relaxing the orthonormality of direction vectors y1 , y2 ∈ R3 to a more general F −orthonormality, i.e., given some F ∈ R3×3 ,
yαT F yβ = δαβ , α, β ∈ {1, 2} .
Given a 3D input X ∈ Rn×3 , the proposed choice is F = X T X, hence with the orthonormality constraint on the output axes.
Since direction vectors are not necessarily orthonormal, a 2D result would now correspond
to an affine transformation of the 3D configuration, further orthogonally projected onto
the x
fy plane. In fact, the SVD of Y ∈ R3×2 with non-orthonormal columns reveals that
the transformation accounts for (i) a rotation/reflection in 3D by left-singular vectors, (ii)
independent axes scaling of a 3D configuration by singular values, truncated to the first two
columns thereby forming an intermediate 2D mapping and (iii) a rotation/reflection of a 2D
mapping by (transposed) right-singular vectors.
Formally, with restriction to the mapping of the form X2D = X3D · Y , Y ∈ R3×2 , the aim
is to maximize
X
wij · kxi − xj k2(2D) ,
i, j∈V

subject to (Xyα )T Xyβ = δαβ ,

(4.20)

where α, β ∈ {1, 2}. This implies that axes of X are uncorrelated, thus each communicating the information not present in the other.8 Given that direction vectors need to be
X T X−orthonormal, i.e., yαT (X T X)yβ = δαβ , a 2D solution to (4.20) is obtained by direction
vectors corresponding to generalized eigenvectors of [X T Lw X, X T X] (see Definition 2.41)
associated with the two dominant eigenvalues.
While plain PCA projection achieves a maximal variance in each axis, the above constraint
implies a fixed variance, (Xyα )T (Xyα ) = 1, α ∈ {1, 2}, thus lending itself as a “compromise
between the desire to maximize the weighted sum of the squared pairwise distances, and the
desire to keep the scatter of the data fixed” (Koren and Carmel, 2003). Such an approach was
shown to be effective with labeled data visualization leading to a good separation of clusters.
Note that the objective function (4.20) is reminiscent to the objective function (3.44)
of the spectral layout discussed in Section 3.4.3. The latter is, however, formulated as a
minimization problem, and typically restricts the summation to adjacent node pairs. In
case (4.20) is formulated as a minimization and restricted to adjacent node pairs, it has
the objective similar to that of spectral layout optimization, (3.44), within a subspace, as
proposed by Koren (2004). As noted in Koren and Carmel (2003, 2004), formulating (4.20)
as a minimization problem requires axes orthonormality constraint for meaningful results. In
8

As with plain PCA, the orthogonality of resulting (centered) axes of such WPCA approach implies that
axes are uncorrelated (two centered vectors are uncorrelated when they are orthogonal) (Koren and Carmel,
2004); as opposed to plain PCA, the axes uncorrelatedness in WPCA is further subject to additional constraints.
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(a) max (4.20)

(b) min (4.20)

Figure 4.16: 2D mappings from 3D CMDS layout with axes orthonormality constraint for 1138bus;
wij = bf (i, j, 1).

fact, orthonormalized HDE output (Section 3.4.2) is used as a subspace within which spectral
layout is computed in Koren (2004).
Figure 4.16 shows two layouts corresponding to discussed affine transformation of a 3D
input corresponding to a CMDS layout. While layout from Figure 4.16(a) maximizes the
objective function (4.20), layout from Figure 4.16(b) minimizes it (hence, layout 4.16(b) is a
result of spectral layout optimization within a subspace defined by orthonormalized 3D CMDS
output). Note the dissimilarity of layouts 4.16(a) and 4.14(d) that are obtained by objective
function maximization, and the similarity of layout 4.16(a) and the yfz view of regular 3D
CMDS output from Figure 4.13; also, note the similarity of the layout 4.16(b) and the x
fy
view of regular 3D CMDS output from Figure 4.13.
While it is unclear if an affine transformation formulated as either maximization or minimization is more appropriate for graph drawing than a rigid transformation formulated as
maximization, the latter approach is computationally simpler (eigenvector formulation, as
opposed to generalized eigenvector formulation).
Remarks Given that the primary 3D layout is obtained by CMDS, the computation
T X
involved with generalized eigenvectors can be simplified by utilizing the fact that X3D
3D =
(3)
(3)
3×3
Λ , where Λ ∈ R
is a diagonal matrix formed by three dominant positive eigenvalues
of the CMDS inner-product matrix.
Before extending previously discussed approaches with CMDS approximation, we define
the intrinsic dimensionality of the data.
Definition 4.11 (Pettis et al. (1979)). The intrinsic dimensionality of a data set refers
to the minimum number of parameters needed to generate a data set.
For instance, points lying along a smooth curve are said to have the intrinsic dimensionality
of one, despite the 2D or 3D space used for the curve representation.
Note that CMDS applied to certain structures with intrinsic dimensionality of two does
96

Chapter 4

4.4. Flexibility of PivotMDS

Figure 4.17: 3D layout of dwt1007 (n =1007, m =4791), demonstrating the twisting.

not allow the representation in 2D, but requires an additional dimension to communicate the
underlying structure. An example is a 2D manifold twisted to 3D. Such effect is attributed
to CMDS bias towards large distance fit, becoming especially pronounced with structures
exhibiting many shortcuts, as depicted in Figure 4.17. The proposed WPCA-based approach
that penalizes the effect of large distances offers a possible solution, as demonstrated in
Figure 4.18. The resulting layout is without occlusions, and shows no preference for a better
representation of a part of the underlying structure. WPCA solution corresponding to a
CMDS solution centered at pk , oW P CA = pk , for some k ∈ {1, . . . , n}, might reveal the actual
structure, but WPCA weighting schemes have a higher potential.
General global structure representation achieved by CMDS layouts and often present node
and edge occlusions, render CMDS only as a good initialization to another methods that aim
to reveal local details (hence reduce the occlusions). With the WPCA-based approach proposed above, the need for postprocessing is either eliminated rendering CMDS as a viable
standalone graph drawing approach, or the effort involved with the postprocessing is reduced. To that end, topics for future research include a reliable criterion to determine the
dimensionality of the initial layout, and the investigation of alternative projection weights
that emphasize other graph aspects.

4.4

Flexibility of PivotMDS

The main drawback of the proposed approaches is the inherited quadratic complexity of
CMDS. However, the presented methods can be used with CMDS approximation such as
PivotMDS (see Section 3.3.1). Given essentially linear complexity of PivotMDS, proposed
approaches become even more appealing since they allow for processing of larger data sets.
In the following, we apply PivotMDS with the alternative choice of origin, and also use it as
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(b) oW P CA = p646

(c) wij = bf (i, j, 1)

Figure 4.18: 3D to 2D mappings by WPCA with different weights for graph dwt1007.

a generator of high-dimensional input to WPCA yielding 2D layouts.

4.4.1

PivotMDS and Alternative Origin

Although originally not considered, PivotMDS extension to alternative choice origin is straightforward. For instance, given Euclidean distances git = kpi − pt k between all node positions
pi and pivot positions pt , i ∈ {1, . . . , n}, t ∈ {1, . . . , k}, by restricting the center position
to coincide with the specific pivot position, o = po , the entries of the inner-product matrix
C (o) ∈ Rn×k become

1
(o)
2
2
2
cit = − · git
− got
− goi
.
2
Consequently, matrix C (o) would have zero row and column corresponding to the pivot
associated with the center (origin). With the application to graph drawing, the input distances
would correspond to shortest-path distances between all nodes and a set of pivots. Figure
4.19 demonstrates the origin choice effects. As with CMDS, layout dissimilarity is greater
with irregular structures.

4.4.2

PivotMDS and WPCA

A WPCA mapping of high-dimensional data to 2D is also possible with PivotMDS that allows
for larger structures to be processed.9 With PivotMDS method used for generation of high9

Note that the criterion (4.16) needs adjustment with PivotMDS, since eigenvalues involved with PivotMDS
are squared singular values of the inner-product matrix C ∈ Rn×k .
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(a) Centroid origin

(b) o = p42

Figure 4.19: Different centers (emphasized in red) with graph 1138bus laid out by PivotMDS. Identical set of k = 120 pivots used.

dimensional coordinates, the breakdown of the time complexity analysis is: computation of
high-dimensional solution in O(k 2 n + kln) time, dominated by O(k 2 n) given that l < k ;
T Lw X
2
formation and the eigendecomposition of the (l × l) matrix XlD
lD taking O(l|E| + nl )
2
w
time, l  n, dominated by O(nl ) in case binary weighting scheme giving rise to sparse L is
used with WPCA, and the final projection to a low d−dimensional space taking O(ldn). The
overall complexity of the approach is therefore dominated by PivotMDS running in O(k 2 n),
which is essentially linear given k  n. Figure 4.20 demonstrates the effect of WPCA on
an irregular structure. As depicted, the separation of tree branches reveals much of the
information hidden primarily.
In Figure 4.21 we show a layout of a layered structure produced by PivotMDS only, and by
WPCA mappings from a high-dimensional PivotMDS solution. One of the weighting schemes
used, wij = bf (i, j, 1), accounts for adjacent nodes only, hence neglecting the need for faraway
placement of non-adjacent nodes. Given a layered structure, such weighting often imposes
close geometric placement of non-adjacent nodes, as depicted in Figure 4.21(b). A remedy to
this problem is the weighting scheme br(i, j, 1, γ) that additionally considers γ non-adjacent
node pairs. As shown in Figure 4.21(c), fine details of the layered structured are revealed
with such weighting.

4.5

Flattening of 3D Structures

As has been previously shown, a manipulation of a 3D input may yield more informative
2D solutions. The linear projection approach often implies that the actual geometry of a 3D
configuration remains unchanged and only a view-point is adjusted. For certain structures,
however, the actual change of a 3D input geometry can yield quite useful insight into the
underlying structure. Below we describe an approach to flatten 3D structures, thus essentially
reducing the dimensionality to 2D. While the approach has already been utilized in a different
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(a) Regular 2D PivotMDS output

(b) 2D WPCA output from 8D PivotMDS input, wij = bf (i, j, 1)

Figure 4.20: Layouts of graph USpowerGrid, (n =4941, m =6594), demonstrating the effects of 2D
WPCA mapping from high-dimensional PivotMDS output.
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(b) 6D → 2D WPCA , wij = bf (i, j, 1)

(a) Regular 2D PivotMDS output

(c) 6D → 2D WPCA , wij = br(i, j, 1, 750)

Figure 4.21: Layouts of graph feOcean, (n =143437, m =409593), demonstrating the effect of 2D
WPCA mappings from high-dimensional PivotMDS output.

context, we show that the application to graph drawing has merits.
Our surface flattening approach preserves the initial geometry without relying on direct
input distance preservation. In fact, it can be regarded as a primary CMDS postprocessing
that reduces the potential of a poor local minima often appearing with iterative approaches
initialized with a plain CMDS result (Chapter 5). The section is concluded with a review of
some of the most notable approaches introduced for the similar purpose.
Besides highly symmetric structures, low-dimensional CMDS reconstruction may be problematic for some regular structures, too (see Section 3.2.4). Namely, although the intrinsic
dimensionality of the structure is d = 2, CMDS imposes an additional dimension by twisting
the structure (i.e., folding it), and leaving a 2D layout with only a partial information of the
complete structure. Sample twisted structure constructed by CMDS is shown in Figure 4.17.
Due to emphasized influence of large distances, the structure naturally residing in 2D is
twisted, and can only be fully examined by considering different viewpoints. To unfold the
structure, we adapt the surface flattening algorithm from Hoppe et al. (1992); Garcia-Panyella
(2003). The approach was used with MDS to decrease the impact of distance estimation
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errors on network reconstruction in Wang and Bhargava (2004). Before describing the actual
procedure, we review some concepts and definitions needed.
A plane F in 3−dimensional space is determined by a known plane point (KPP), b =
(b1 , b2 , b3 ), and a nonzero normal vector, v = [v1 v2 v3 ]T ∈ R3 , yielding the plane equation
v1 x + v2 y + v3 z + d0 = 0 ,
where x, y, z correspond to 3D axes, and d0 := −v1 b1 − v2 b2 − v3 b3 .
Definition 4.12. A projection of an arbitrary point a = (a1 , a2 , a3 ) onto the plane F
corresponds to a point a0 = (a01 , a02 , a03 ) on F , such that
ka − a0 k3D

(4.21)

is minimized. The minimal value of (4.21) is simply referred to as the distance of a point
a ∈ R3 from the plane F .
The procedure starts by calculating the fitting plane Fi for each node i, i ∈ V , based on
3D coordinates of its neighbors N (i) and the considered node i. The projection of i onto Fi is
further used to calculate the final node position. Similarly as Wang and Bhargava (2004), we
opt for a constant |N (i)| with graph-theoretical distances from node i to construct Fi . In other
words, node i’s neighborhood construction is performed by considering the first |N(i) | nodes
visited by BFS starting at node i; such approach avoids the computational imbalance involved
with nodes of highly varying degrees and guarantees linear computational complexity.
Since more than three points are not necessarily coplanar, the fitting plane Fi [known
as the tangent plane in Hoppe et al. (1992)] reconstructed from the neighborhood of i, is
computed as the least squares distance plane with respect to points from N+ (i), but with the
following constraint on the KPP.
The fitting plane Fi for a node i is determined by the KPP that is a barycenter, bi , and
a corresponding normal vector, vi . The barycenter calculation takes node i into account,
P
xi + j∈N (i) xj
bi =
.
|N (i)| + 1
To compute the normal vector determining the Fi with the barycenter, a 3 × 3 symmetric,
positive semi-definite matrix Mi is formed,
X
Mi = (xi − bi )(xi − bi )T +
(xj − bi )(xj − bi )T .
j∈N (i)

It can be shown that the normalized vector vi corresponds to the unit eigenvector of Mi
associated with its smallest eigenvalue. This eigenvalue indicates the least squares distance
error.
To identify local surface irregularities, we associate with each node i a value qi ,10
P
T
j∈N (i) |vi · vj |
qi =
,
|N (i)|
which is the average of inner-product magnitudes of normal vectors of i and its neighborhood
(Wang and Bhargava, 2004). Due to unit eigenvectors and normalization, the value of q is
between 0 and 1, with smaller values indicating higher local surface irregularities.
10

Note that the orientation of v is irrelevant with this application.
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Let xFi i denote the projection of xi onto Fi . To prevent dramatic node movements, the
old coordinate influences the determination of the new placement,
xnew
← qir · xi + (1 − qir ) · xFi i ,
i
with r adjusting the effect of old coordinates.
While the above position update scheme works well, it often needs a large number of
iteration for global flattening of locally relatively flat structures. In such cases, the scheme
xnew
← α · xi + (1 − α) · xFi i ,
i
should be used, with 0 ≤ α < 1 controlling the effect of change.
While the proposed flattening was performed in a single iteration in Wang and Bhargava
(2004), we propose iterative application that is terminated after the predefined number of
steps, ts , and bounded by the flat surface indicator f , subject to threshold. In other words,
the iterative flattening is applied while
(1)
i=1 qi

Pn
tc ≤ ts

and

f=

n

≤1− ,

with tc denoting the current iteration and some small threshold  > 0, and
(1)
qi

P|N 1 (i)|
=

j=1

|viT · vN 1 (i)(j) |

|N 1 (i)|

,

for independence of the actual |N (i)| used.11
Selection of proper |N | is critical. While small values involve lower computational effort in
each iteration, they require large number of iterations to achieve the unfolding, thus consuming
considerable amount of time overall. Large values, on the other hand, introduce higher
computational load in each iteration and often terminate after a smaller number of iterations,
but may consider a neighborhood which does not correspond to a local one. To balance the
computational load and yet achieve good flattening, we propose the following setting:
ts = 80 ,

 = 5 × 10−4 ,

|N | ≤ 180 .

In Figure 4.22 we illustrate the implications of different |N | and fixed ts on a sample
graph. With such mildly twisted structure, larger values of |N | lead to larger flattening with
the same ts .
The proposed approach, however, does not account for the best orientation capturing as
much information as possible in a 2D representation. Fortunately, a proper orientation can
easily be found by PCA rotation to two principal components requiring linear-time complexity.
Also, the spatial adjustment via PCA could be additionally constrained (see Section 4.3.1). In
Figure 4.22(c) we demonstrate the effect of an additional application of plain PCA. Relative
to the plain 2D CMDS layout, our flattening approach reveals the complete regular structure
in 2D.
With linear complexity of PCA and essentially linear complexity of the flattening with
|N |  n, the complete method runs in O(n). Flattening of an irregular and a more regular
structure is shown in Figure 4.23. As demonstrated, the flattening of irregular structures
11

This would require that |N (i)| is at least maxi∈V |N 1 (i)|.
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(a) |N | = 100, f = 0.999403

(b) |N | = 180, f = 0.99974

(c) PCA on 3D coordinates from Figure 4.22(b)

Figure 4.22: Effects of flattening with different |N | on the 3D CMDS layout of graph dwt1007.
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(c) CMDS layout of ex21

(d) Flattened, |N | = 40.

(b) Flattened, |N | = 100.

(a) CMDS layout of 1138bus

Chapter 4

Figure 4.23: The application of flattening on sample 3D CMDS layouts, α = 0.3.
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may reveal some of the local details, but benefits are more noticeable with regular structures
exhibiting many shortcuts.
Among the earliest approaches to general high-dimensional structure unfolding is the MST
algorithm due to Schwartzmann and Vidal (1975).12 Namely, after an MST is constructed,
each high-dimensional data point i is repositioned to the barycenter determined by i and
points that are connected to i in the MST. The process is computed iteratively: after the
repositioning, a new MST is computed and the configuration is scaled to restore the length
of the previous MST. A characteristic of such procedure is that each new configuration, prior
to scaling, will be on or within the convex hull comprising all the points from the previous
configuration. While we have already reviewed the basics of an graph drawing approach
based on barycentric placement via Laplacian matrix (see Section 3.4.3), yet another graph
drawing algorithm based on barycentric placement will be briefly reviewed in Chapter 5. As
opposed to MST-based barycentric placement, these graph drawing approaches are based on
barycenters determined by immediate neighborhoods within the graph structure.
In the following, we discuss some of the most notable recent approaches to surface flattening. While we mimic the behavior of ISOMAP (Tenenbaum et al., 2000), the review of
LLE (Roweis and Saul, 2000) is solely based on the algorithm description.

4.5.1

ISOMAP

Perhaps one of the most notable approaches to surface flattening is the ISOMAP due to
Tenenbaum et al. (2000). It achieves a low dimensional representation of data assumed to
reside on a high-dimensional manifold of naturally lower intrinsic dimensionality.
After sampling high-dimensional points, the procedure constructs neighborhoods for each
point which often correspond to nearest k points of the point under consideration.13 The
second step builds a weighted graph by inserting an edge between each point and its neighbors
(with edge weights corresponding to Euclidean distances), and calculates all-pairs shortestpath distances. These distances are central to ISOMAP because they approximate distances
between faraway points measured along the surface of a manifold (as opposed to straight-line
Euclidean distance measures). The final step of the algorithm is CMDS on the shortest-path
distance matrix.
As opposed to our approach, ISOMAP constructs a secondary graph on a high-dimensional
configuration. This way, much of the shortcuts that enforce the folding can be removed, hence
allowing for a low-dimensional representation.
Not exactly following the original procedure from Tenenbaum et al. (2000), we mimic the
behavior of ISOMAP subject to secondary graph constructed without some shortcuts. To
achieve this, we omit some edges of the primary graph and proceed with shortest-path calculations on a sparser graph. Such obtained distances are further subject to regular CMDS
which allows for structure unfolding. So obtained structure will be referred to as the edge
omitted structure (EOS). Figure 4.24 demonstrates the approach on a sample twisted structure. As depicted, by omitting some edges the structure unfolds. Larger distances of the EOS
are indicated in the increase of the diameter, diam(G).
12

A Minimum Spanning Tree (MST) of points in a metric space is defined as a tree which spans all the
points, and whose total length is minimal.
13
An alternative also considered is the −neighborhood, implying that each point within the radius of  from
the point under consideration, is a member of its −neighborhood. This approach, however, might lead to a
graph having several connected components.
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(a) Regular CMDS, diam(G) = 47.

(b) Some edges omitted, diam(G) = 50.
diam(G)=47
diam(G)=50

(c) Spectra of CMDS inner-product matrices of graphs presented above

Figure 4.24: CMDS layouts and spectra of the plain and adjusted graph dwt1007.

Comparison of the spectra of CMDS’ inner-product matrices that correspond to presented
structures is given in Figure 4.24(c). While the first two eigenvalues of EOS are larger,
magnitudes of the following eigenvalues are almost consistently smaller relative to those of
the regular structure (note the eigenvalue sign flip in the second last eigenvalue presented). A
more dramatic eigengap between the second and third eigenvalue involved with EOS indicates
that the first two dimensions corresponding to the EOS are more informative than the first
two dimensions corresponding to the regular structure. This effect can be observed in layouts
of Figure 4.24 (note the absence of compression in the left portion of the layout of the EOS).
By simply omitting some edges we reduced the number of shortcuts and allowed for structure
unfolding. Graph drawing approaches that consider edge omission to improve the readability
are discussed in Section 5.3.1.
The major difference between the approach from Schwartz et al. (1989) and ISOMAP is
the underlying mapping procedure. Namely, Schwartz et al. (1989) opt to use a non-linear
MDS procedure that minimizes stress loss function (Chapter 5) restricted to a fraction of the
complete input distance information in order to achieve the speedup. The input distances
correspond to approximation of geodesic distances on arbitrary (i.e., non-convex) polyhedral
surfaces. By optimizing stress based on only local neighborhoods of each node, often poor
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results are obtained. A remedy achieved by imposing larger neighborhoods (longer-range
distances).
A more recently developed approach reminiscent to that of Schwartz et al. (1989) is the
Curvilinear Distance Analysis (CDA) due to Lee et al. (2000a). Namely, input distances correspond to curvilinear distances that are approximated as shortest-path distances of a weighted
graph formed in the input space, similarly as with ISOMAP. The non-linear mapping is based
on a minimization of stress function that involves a more sophisticated weighting parameter.
Further discussion on CDA will be given in Section 5.1.2. A comparison of ISOMAP and
CDA is given in Lee et al. (2004). While without a concrete statement of generally favorable approach, the flexibility and robustness of CDA (stemming from a weighting parameter
involved with the stress function) is pointed out.
A change in the underlying shortest-paths due to vertex/edge insertions/deletions is also
addressed in the context of ISOMAP. Since recomputing the APSP distances is prohibitive,
incremental and decremental approaches allowing for adjustment of an existing mapping were
explored. For a more recent development in this regard, see Zhao and Yang (2009) and the
references therein.

4.5.2

Locally Linear Embedding

Another notable approach that provides a low-dimensional neighborhood-preserving embeddings of high-dimensional data possibly residing on a manifold, is the Locally Linear Embedding (LLE) due to Roweis and Saul (2000). In the following, we briefly describe the
basic mechanism of LLE; for a review of further developments on LLE, with extensions and
applications, see Kayo (2006).
The approach operates as follows. Under the assumption of data lying on a non-linear
manifold that can be locally represented linearly (hence the name Locally Linear Embedding),
i.e., each point being reconstructed by a linear combination of its neighbors, the algorithm
performs two phases:
(1) calculating the reconstruction weights associated with coordinates of each node’s knearest neighbors in a high-dimensional space, and
(2) calculating low-dimensional coordinates of each point by using the reconstruction
weights calculated in the previous phase.
In other words, stage (1) calculates coefficients corresponding to neighbors of each point
i, such that the position of i can be reconstructed as a linear combination of its neighbors’
positions in a high-dimensional space. With coefficients calculated, stage (2) aims at the
reconstruction in a low-dimensional space with coefficients fixed.
Let xkN (i, j) ∈ Rm denote the coordinate of the j th point from the k−nearest neighbors of
k (i, j) ∈ Rd denote the coordinate of the
the point i in a high-dimensional space. Also, let yN
th
j point from the k−nearest neighbors of the point i in a low-dimensional space, d < m.
Given high-dimensional coordinates of n points residing in a configuration matrix X ∈
Rn×m , the stage (1) of the algorithm minimizes the following cost function,
εa =

n
X
i=1

xi −

k
X

2
(i)
wj

· xN k (i, j)

,

subject to

k
X

(i)

wj = 1 .

j=1

j=1

The constraint on weights w is imposed to achieve configuration invariance under input transformation such as translation.
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In stage (2), the weights are fixed, and d−dimensional coordinates yi , ∀ i ∈ V , residing in
a matrix Y ∈ Rn×d , are sought to minimize
εb =

n
X
i=1

yi −

k
X

2
(i)
wj

· yN k (i, j)

.

j=1

A d−dimensional layout is determined by the eigendecomposition, i.e., it corresponds
to eigenvectors associated with the smallest eigenvalues, starting with the second smallest.
Computations are dominated by the eigendecomposition of a sparse n × n matrix that utilizes
weights w calculated in stage (1). With such matrix, the eigendecomposition can potentially
be performed more efficiently; an unspecialized eigendecomposition would require O(dn2 )
time. In Section 3.4 we discussed another method relying on eigenvectors associated with
smallest eigenvalues.
Extensions to LLE were proposed by Saul and Roweis (2003), such as, e.g., algorithm
adaptation to handling input dissimilarities/distances (recall that the basic LLE handles
high-dimensional coordinates) and addition of constraint wij ≥ 0, ∀ i, j, to weights in order
to achieve the reconstruction where each point lies within the convex hull of its neighbors.
Input distances are handled by a conversion to inner-products, as with CMDS.
Without specialized methods, the LLE method runs with quadratic complexity, but, as
is noted in Kayo (2006) (Chapter 3), the associated loss function could alternatively be
minimized by more sophisticated approaches, such as, e.g., the Conjugate Gradient method
and Lanczos iteration (Golub and van Loan, 1996), hence with more acceptable running
time. Applied to 3D surface flattening with large n, it is expected to be inferior relative
to the previously presented approach with respect to time complexity. However, given good
quality 2D representations of a more dramatically twisted manifolds reported in Roweis and
Saul (2000), LLE is expected to offer superior time/quality trade-off.
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Distance Scaling
Some of the drawbacks of the spectral decomposition-based Classical Multidimensional Scaling (CMDS) (Chapter 3) such as the inability to cope with missing distance values and its
bias towards large distance fit, make it inappropriate for certain applications. Brandes and
Pich (2008) have shown that while CMDS produces reasonably good graph layouts of regular
structures as a standalone approach, it is as an excellent initialization of another multidimensional scaling approach, Distance Scaling (DS), that is capable of producing good quality
layouts of more versatile structures.
Distance Scaling was originally proposed by Shepard (1962a), Shepard (1962b) and Kruskal
(1964a), hence the alternative name Shepard-Kruskal scaling. The method tries to arrange
the items by direct distance fitting, without an inner-product detour common to CMDS-based
methods. The minimization involves a more flexible and intuitive loss function incorporating distances to be fitted in a low-dimensional space. Unlike CMDS, it has no closed form
solution and relies on iterative algorithms for minimization. For a more recent overview of
MDS methods providing a “deliberately broad view of MDS” and including “under the MDS
umbrella any technique that is either based around CMDS or optimizes a stress-like distance
function,” see France and Carroll (2011).1
This chapter is organized as follows. After reviewing the basic method and approaches
used to minimize the objective function, we provide a formal proof on the convergence of the
utilized minimization approach. Moreover, it is shown that further reduction of the objective
function is possible within an iteration of the underlying minimization approach. In addition,
the utilized minimization approach is established as a variant of an existing approach.
We proceed with proposals on effective initialization to the minimization of the objective
function. Given that it is used in the following chapters, the basic model adaptation to
allow incorporation of constraints is also reviewed. Before concluding the chapter with a
discussion on related work, an investigation of different approaches that avoid poor locally
optimal solutions is presented. To that end, we identify an approach that leads to good
quality solutions without employing sophisticated adaptations to the utilized minimization
scheme.

1

The stress loss function is used with DS, and is to be discussed shortly.
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Basic stress Function

The opening section presents the objective function central to Distance Scaling. After reviewing the basic function and its variants, we proceed with an overview of developments
concentrated at manipulation of a function’s parameter. Given that the latter aims to reduce
the time-complexity of the basic method or to remove some of the degeneracies present in
DS layouts, it motivates our approaches presented in Chapters 7, 9, aiming for similar goals,
respectively.
The ultimate goal of DS is to provide a d−dimensional embedding such that the input
pairwise distances among n objects are matched as closely as possible. For visualization
purpose, d = 2. The amount of deviation from the general goal of Euclidean distance fit,
dij = kxi − xj k ,

i, j ∈ {1, . . . , n} ,

(5.1)

is measured by an objective function which we define next.
Definition 5.1. The loss function associated with Distance Scaling is the (weighted) stress,
X
σ(X) =
wij · (dij − kxi − xj k)2 ,
(5.2)
i<j

with wij ≥ 0 being the weight controlling influence of an object pair (i, j), and matrix X =
[x1 , . . . , xn ]T ∈ Rn×d denoting a d−dimensional configuration.2
A summation over i < j is used due to symmetry of distance information, and does not
affect the minimization of stress.3
By minimizing stress, the input distance fit becomes progressively better, and a configuration associated with a minimal stress value is generally taken at the DS output.
As stated in Borg and Groenen (2005) (Chapter 3), the effect of different factors on the
stress measure is:
• higher n implies higher stress values in general
• higher dimensionality d implies lower stress
• higher error in input data implies higher stress
• larger amount of missing data implies lower stress
• stress is invariant with respect to translation, rotation and reflection, but not with
respect to scale change (dilation).
An early account on the difference between the two most widely used MDS approaches,
CMDS and DS, was given in Meulman (1991, 1992). As opposed to CMDS, the DS approach
operates on distances directly, and the approximation of input distances in low-dimensional
space is not exclusively from below (see Proposition 3.7). In fact, Meulman (1991) observed
that the DS approximation of some distances from above may improve the overall fit, and
yield more reliable representation of small distances. Although with much less severe bias of
2

The term stress stands for STandardized REsidual Sum of Squares.
However, in case of extended stress, see Section 5.2.3, the summation over i < j or over all i, j pairs leads
to different updating rules.
3
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large distance fit in a low-dimensional space compared to CMDS (Meulman, 1992), the DS
approach leaves space for improvements in this regard (see Chapter 9).
As with CMDS, the intrinsic dimensionality is important for general stress minimization.
An early approach for dimensionality determination was proposed by Kruskal (1964a), and
reviewed in Borg and Groenen (2005) (Chapter 3) along with the earliest alternatives. For
more recent development in this regard, see (Quist et al., 2004).
In graph drawing, the individual distances dij usually correspond to shortest-path distances
between items i, j ∈ V , i 6= j. While the perfect distance fit is impossible to achieve except
for some trivial graphs, the tendency is to achieve a drawing exhibiting straight lines formed
by edges constituting shortest-paths in a graph.4 Other distance measures were also explored,
e.g., in Cohen (1997) for the purpose of grouping emphasis, and more recently in Lee and
Verleysen (2009) in the context of dimensionality reduction where the similarity is interpreted
via probability. Graph drawing with commute-time distances as input was identified as a
promising direction of future research by Khoury et al. (2012) (see Section 3.2.2).

5.1.1

Variants of stress

In the field of MDS, the stress function (5.2) is an often used instantiation of a more general
stress,
X

q
σGEN (X) =
wij · f (d2ij ) − f (g(xi , xj )2 ) ,
(5.3)
i<j

with f (z) = z 1/2 yielding stress, f (z) = z yielding s-stress (Takane et al., 1977), and f (z) =
log(z) yielding multiscale (Ramsay, 1982), all with q = 2 and g(xi , xj ) = kxi − xj k, ∀ i, j ∈
V . We later show that the alternatives can be approximated with appropriate weighting
parameters wij , i, j ∈ V , of stress. Other fit measures were discussed in Heiser (1998);
Borg and Groenen (2005); France and Carroll (2011). A discussion on other values of q and
alternative distance measures g(◦, ◦) is deferred to the end of this section.
We next define the stress variant reported in this thesis.
Definition 5.2. The normalized stress function is
σ(X)
2 .
i < j wij · dij

σn (X) = P

The σn measure can be used for quality evaluation across different data sets.5 Further
considerations on the normalized stress measure can be found in Section 5.4.1.
The stability of MDS methods was studied in de Leeuw and Meulman (1986), where the
effect of the deletion of one object at the time was explored.6 Robustness of the method was
studied in Green (1975); it has been concluded that MDS is quite robust against monotonic
distortions on input distances, as long as they are not extremely nonlinear.
Perhaps surprisingly, the origins of DS are in the non-metric scaling defined next (Shepard,
1962a,b).
4

Perfect fit is achieved with input distances obtained from a d−dimensional Euclidean space, in which case
CMDS provides exact coordinates.
1
5
An alternative measure reported in the literature is the stress-1, with the loss function σn1 (X) = σn (X) /2
allowing for easier discrimination of often small values of σn (X).
6
Recall that the study from de Leeuw and Meulman (1986) inspired Krzanowski (2006) to conduct similar
study in the context of CMDS, see Section 3.1.2.
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Definition 5.3. The form of MDS with the aim of fitting the rank order, rather than the
actual value, is referred to as the non-metric scaling. Given that dij and kxi − xj k denote
the input and Euclidean distance between items i and j, i, j ∈ V , respectively, non-metric
scaling aims to satisfy the relation,
dij ≤ dkl ⇒ kxi − xj k ≤ kxk − xl k,

∀ i, j, k, l ∈ V .

Non-metric scaling was formulated by Kruskal (1964a,b), who also proposed an optimization procedure. In the context of non-metric scaling, an alternative normalization of stress
was proposed; the stress-2 loss function reads as
,
X
X
2
2
2
¯
σ (X) =
(dij − dc
(dij − d(X))
,
ij )
n

i<j

i<j

with dc
ij denoting the disparity of the (i, j) pair, serving as auxiliary dissimilarity being
¯
dynamically updated during the optimization, and d(X)
denoting the average distance over
the configuration X. The proposed loss function is therefore suitable in situations where all
distances are almost equal, since distance rank, rather than distance value, is to be fitted. A
comparison of this function with chronologically earlier versions can be found in de Leeuw and
Stoop (1984). Robustness of non-metric scaling has been studied in Green (1975). For a more
recent development towards mappings preserving neighbor ranks, see, e.g., Lespinats et al.
(2009). For a non-metric variant of strain, see Buja et al. (2008). The instance considered in
this thesis, however, is the metric scaling concerned with the actual distance fit.
Besides the common least squares optimization involved with stress, least absolute residuals
were also explored (Heiser, 1998; Cayton and Dasgupta, 2006; Agarwal et al., 2010b).
Definition 5.4. The least absolute residuals (LAD),7 form of stress is the general
stress instance, (5.3), with q = 1 and distance g(xi , xj ) = kxi − xj k, forming
X
σLAD (X) =
wij · |dij − kxi − xj k| .
(5.4)
i<j

The motivation behind the proposed alternative stems from the robustness problem of
least-squares residuals associated with stress; namely, the proposed loss function is expected to
yield less dramatic changes resulting from a more dramatic input perturbation.8 Optimization
approach based on a method of iterative majorization (to be discussed shortly) was proposed
by Heiser (1998), whereas Agarwal et al. (2010b) proposed solution to LAD via the FermatWeber problem.9
The formulation of distance fit via `1 −norm and squared distances was considered by
Cayton and Dasgupta (2006), and shown to be more robust against input noise relative to
the `2 −norm.
7
Minimization of the form (5.4) is part of the Least Absolute Deviation (LAD), which is the term we adopt
to refer to the corresponding stress variant.
8
The robustness is basically concerned with the effect of errors in the input data on the resulting configuration. A robust approach is the one with which the input errors do not affect the resulting configuration
significantly.
9
The Fermat-Weber problem translates to identifying a point that minimizes the sum of distances to
sample points of set S. In one-dimensional case, this point corresponds to the median of S, and for d = 2 it is
optimally solved by the Weiszfeld algorithm recently thoroughly described in Plastria (2011).
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Furthermore, Minkowski distance variants other than Euclidean were also explored. Rewritten for convenience, Miknowski distances correspond to different parameter p involved in
!1/p
d
X
|xi − yi |p
,
i=1

measuring the distance between two d−dimensional vectors x, y ∈ Rd . An optimization
procedure for 1 ≤ p ≤ 2 was presented in Groenen (1993); Groenen et al. (1995), and an
approach to avoid local minima prominent with Manhattan distances (p = 1) can be found
in Groenen et al. (1998). Other algorithmic developments tackling the MDS problem with
Minkowski distances can be found in, e.g., Groenen et al. (1998); Zilinskas and Zilinskas (2007,
2009, 2008). In particular, (Zilinskas and Zilinskas, 2007) observed that “MDS with other
Minkowski norms in embedding space can be even more informative than MDS with Euclidean
norm,” and that it “can be useful to grasp different properties of the considered objects”.
The authors provide an algorithm for minimization of the stress function with Manhattan
distances, and demonstrate the effect on a few structures constructed with Euclidean and
Manhattan distances. Minimizing stress with such alternative Minkowski distances was also
explored in Buja et al. (2008); Buja and Swayne (2002).
Operation on non-Euclidean target space has also been explored. For instance, de Leeuw
and Mair (2009) considers mapping to quadratic surfaces, e.g., spheres, which was considered
more recently in Agarwal et al. (2010b). As with the CMDS application to texture mapping
(Zigelman et al., 2002), (weighted) stress minimization was used for texture mapping on arbitrary sphere-like surfaces (Elad et al., 2005). Furthermore, Bronstein et al. (2006c) introduced
GeneralizedMDS (GMDS) that yields the minimum-distortion embedding of one surface onto
another; the use of GMDS was exemplified on the problem of expression-invariant 3D face
recognition. Furthermore, the suitability of GMDS model was demonstrated in applications
such as texture mapping onto a 3D curved surface, facial expression interpolation and exaggeration, morphing between faces of different subjects (Bronstein et al., 2006b), and on 2D
shape recognition (Bronstein et al., 2006a).
The contribution of this thesis is based on minimization of squared residuals with Euclidean
distances involved.

5.1.2

Weights

A particularly important characteristic of the stress function are weights, wij ≥ 0, to control
the contribution of a particular object pair (i, j). The weights are usually a function of
input distances, wij = dsij , for some s ∈ R. Such functions were explored in Cohen (1997)
and Buja et al. (2008) in the context of graph drawing and general dimensionality reduction,
respectively. Interestingly, other loss functions may (almost) be expressed in terms of weighted
stress, (Borg and Groenen, 2005) (Chapter 11):
• wij = 1: As originally treated by Shepard (1962a,b); Kruskal (1964a), all object pairs
have uniform weights.
• wij = d2ij : With this scheme, the solution of stress is an approximation to s-stress loss
function (Takane et al., 1977),
X
X
σss (X) =
(kxi − xj k2 − d2ij )2 =
(kxi − xj k + dij )2 (kxi − xj k − dij )2 ,
i<j

i<j
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which, under the assumption of reasonably small residuals leading to
(kxi − xj k + dij )2 ≈ 4 · d2ij , 10
reduces the loss function to
σss (X) ≈

X

d2ij · (kxi − xj k − dij )2 .

i<j

This generalization justifies the preference for large distance fit of the s-stress loss
function.
• wij = d−1
ij : This variant was presented by Sammon (1969), and is often referred to
as the Non-linear Mapping (NLM); the fit of large distances is inversely proportional
to their magnitude. It is largely used in the field of pattern recognition and general
dimensionality reduction, where several extensions and adaptations were proposed [see
Pekalska et al. (1999); Agrafiotis and Lobanov (2000); Agrafiotis (2003); Montvilas
(2003)], and for textual data visualization [see Martin-Merino and Muoz (2004); MartinMerino and Blanco (2009); Adae et al. (2010)].
• wij = d−2
ij : The loss function was introduced by McGee (1966) in the context of elastic
scaling,
X
X
2
σel (X) =
(1 − kxi − xj k/dij )2 =
d−2
ij (dij − kxi − xj k) ,
i<j

i<j

and can be generalized as a special case of stress with wij = d−2
ij . Here, the fit of large
distances is down-weighted.
In addition, this weighting scheme (almost) reduces the multiscale loss function of Ramsay (1982) to stress. Written as


X
2 kxi − xj k
σmu (X) =
log
,
dij
i<j

under the assumption of relative error close to one, log(a) ≈ (a − 1), the loss function
becomes
X
σmu (X) ≈
(1 − kxi − xj k/dij )2 = σel (X) .
i<j

This weighting scheme is largely preferred in graph drawing, see, e.g., Kamada and
Kawai (1989); Koren and Harel (2003); Gansner et al. (2004b); Brandes and Pich (2008).
An important application of weights is the treatment of missing or non-reliable distance
entries by setting wij = 0 in case of a problematic (i, j) pair. This has been utilized, for
instance, in the treatment of groups within data (Buja and Swayne, 2002), reduction of the
computational complexity (Buja and Swayne, 2002; Gansner et al., 2004b), and graph drawing
applications (Brandes et al., 2001; Brandes and Pich, 2011b).
An important application of weights for missing values is the interpretation of multidimensional unfolding as an instance of MDS (Coombs, 1950). Namely, the primary model handles
10

A constant can be safely omitted from the weighting.
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two distinct sets of objects, U and V , |U | = n1 , |V | = n2 , which should be represented in a
joint space. The input of (n1 × n2 ) dissimilarities is converted to a square (n1 + n2 ) × (n1 + n2 )
matrix with square blocks of n1 × n1 and n2 × n2 missing within-set values,


?
DU V

.
DUT V
?
The weight matrix associated with the above dissimilarities is


WU V
0
 ,

T
WU V
0
with 0 00 blocks corresponding to missing dissimilarity blocks 0 ?0 . For a more elaborate discussion including advances on unfolding, see Busing (2010).
In addition, specifically tailored weighting schemes were successfully utilized for dimensionality reduction with good local-neighborhood recovery in Demartines and Herault (1997);
Venna and Kaski (2005); Chen and Buja (2009); Lespinats et al. (2007). The weights reflecting the reliability of measurements were utilized in Costa et al. (2006) for node localization
in sensor networks. In the following section we show that weight engineering can be utilized
for different tasks, which motivated our approaches aiming at time-complexity reduction of
DS and removal of certain degeneracies, presented in Chapters 7, 9, respectively. In Figure
5.1 we demonstrate the implication of different weights.
As is demonstrated, by down-weighting the effect of large distances, local details become more clearly visible. Close geometric packing of nodes close in graph-theoretic sense
is decreased, and the richness of the underlying structure is revealed. With increased α in
wij = d−α
ij , ∀ i, j, a more uniform edge lengths are achieved. However, although a desirable
aesthetic criterion, the uniformity of edge lengths may degrade other important aesthetic
criteria. For a more detailed account on this issue, see Chapter 9.
Weight Engineering
In this section we discuss developments in weight engineering in the context of stress minimization. The aim is to demonstrate the flexibility of the method stemming from weight
adjustment that can lead to more informative configurations. The reviewed methods motivate our postprocessing presented in Chapter 9, aiming to reduce some of the artifacts of DS
layouts by utilizing weight engineering.
We have previously shown that different loss functions may be expressed by stress with
different weights. Apart from an approach due to Brandes and Pich (2011b) where weighting
is adjusted for radial graph drawing and the complexity reduction schemes [see, e.g., Buja and
Swayne (2002); Gansner et al. (2004b); Buja et al. (2008)], the weighting played important
role in, e.g., non-linear dimensionality reduction applied to flat data manifolds with nonconvex boundaries and non-trivial topology (Rosman et al., 2010), texture mapping (Elad
et al., 2005), facial animation (Bronstein et al., 2006b), blind tracking in sensor networks
(Rangarajan et al., 2008), etc. The indirect influence on weights that are function of input
distances is achieved by modifying these distances, hence with a change propagated to weights,
as in Szekely et al. (2009). In the latter, a dimensionality reduction approach aiming to reveal
clusters by input distance adjustment is presented.
119

5.1. Basic stress Function

Chapter 5

(a) CMDS

(b) wij = d2ij

(c) wij = 1

(d) wij = d−1
ij

(e) wij = d−2
ij

(f ) wij = d−4
ij

Figure 5.1: DS layouts of graph 1138bus (n =1138, m =2596), demonstrating the influence of
weights wij , ∀ i, j, on the emphasis of global/local graph structure.
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Besides adjusting the edge lengths to achieve more readable layouts of graphs with highly
non-uniform degree distribution, Ylinen (2003) presents improvement to the stress-based
Kamada-Kawai method (Kamada and Kawai, 1989) used for graph drawing (see Section 5.7.3)
by employing weight engineering. Namely, the desired distance fit between node pair i, j is
dependent on degrees of i, j, but also on degrees of nodes along the shortest-path between
i and j. The author proposes further improvements to the method which are discussed in
Section 5.7.3.
A problem of stress optimal layouts is that nodes that are distant in the input space may
appear closely packed in the output space, hence with resulting layouts having unreliable local neighborhood recovery (a more detailed account on such behavior will be given in Section
5.3.3). However, it has been shown that improvements to local neighborhood recovery are possible with stress weights relying on a simple step-function, as with the Curvilinear Component
Analysis (CCA) (Demartines and Herault, 1997), or Local MDS (Venna and Kaski, 2005).
These approaches explicitly designed for visualization and exploration of high-dimensional
data employ a weighting that is not only dependent on input distances. Simple weighting
schemes relying on exponentiation of input distances are inappropriate for high-dimensional
data sets because the input distances obtained from high-dimensional space tend to be concentrated around their average (the so called concentration of measure phenomenon), hence with
impaired potential of weighting. This, and the false neighborhood phenomenon occurring with
nodes close in geometric sense, but otherwise distant as per input distances, have motivated
new weighting schemes incorporating the effect of both input and output distances. Compared to weights based on input distance exponentiation, weights employing output distances
are dynamically changing.
Given that most of the methods discussed in this section were designed for exploration of
high-dimensional data, the input distances dij , ∀ i, j ∈ V , correspond to Euclidean distances
in original high-dimensional space. For instance, the CCA loss function is defined as
σCCA =

X

F (kxi − xj k, ω) · (dij − kxi − xj k)2 ,

i<j

where F (a, ω) is the Heaviside step function,
(
1
F (a, ω) =
0

if a ≤ ω
if a > ω ,

with ωi denoting a monotonically decreasing radius of influence. The loss function of CCA
therefore tends to retain more accurate mappings of distances smaller than ω ; while points i
and j with kxi − xj k ≤ ω, kxi − xj k < dij will repel each other, for i, j ∈ V , points i and k
with kxi − xk k ≤ ω, kxi − xj k > dij will be attracted to each other. Parameter ω is initially
set to a large value covering all or most of the data points, and is gradually reduced to zero.
Venna and Kaski (2005) observed that, while CCA behaves particularly well in local
neighborhood recovery, this often comes at the expense of tears in the configuration, i.e.,
points close in the input space are distant in the output space. The authors therefore propose
a CCA variant, Local MDS, that extends the weighting scheme to output distances, too. This
way, the effect of local neighborhood preservation can be balanced with the tendency to avoid
tears in the configuration.
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Namely, the Local MDS loss function is defined as
X
σLocalM DS =
[(1 − λ) · F (kxi − xj k, ωi ) + λ · F (dij , ωi )]·
i<j

[dij − kxi − xj k]2 ,

(5.5)

with ωi denoting a monotonically decreasing radius of influence for node i, and λ ∈ [0, 1] being
a parameter that balances the importance of preserving local-neighborhood relations from the
input space. With λ = 0, the above loss function reduces to CCA.11 For an automation of
the initial choice and adaptation of parameters involved, see Lee et al. (2000b).
Local MDS has been applied to graph drawing and compared to two other notable approaches (one being the stress minimization implemented in GraphViz) in Venna and Kaski
(2006). Local MDS produced more reliable results in terms of local neighborhood recovery,
and with lower number of edge crossings on the evaluated set of three graphs modeling gene
interactions.
Note that Curvilinear Distance Analysis (CDA) method from Lee et al. (2000a) is a CCA
variant with input distances corresponding to curvilinear distances δij , ∀ i, j (see Section 4.5.1
for a more detailed discussion on the method principle). The associated loss function is
σCDA =

X

F (kxi − xj k, ω) · (δij − kxi − xj k)2 .

i<j

The rationale behind the use of curvilinear distances is CCA’s inability to unfold hard nonlinear structures, e.g., a spiral. The authors also note that such a choice of distances influences
convergence positively, both in terms of speed and local minima. A generalized distance
combining both the original input Euclidean distance and the curvilinear distance is proposed
as a compromise between CCA and CDA.
A more sophisticated weighting scheme, introduced for the similar purpose of configuration
sanity improvement, is the Data Driven High-Dimensional Scaling (DD-HDS) (Lespinats
et al., 2007). The new weighting follows, ∀ i, j,
Z

min{dij , kxi −xj k}

wij = 1 −

f (u, µ, ξ) du ,
−∞

where f (u, µ, ξ) is the probability density function of a Gaussian variable with mean µ and
standard deviation ξ. Such function accounts for the distribution of distances in a highdimensional space (the concentration of measure phenomenon described previously). In fact,
choice of µ and ξ is dependent on the mean and standard deviation of distances in a highdimensional space.
By taking min{dij , kxi −xj k} as an interval end, the weighting accounts for local neighborhood recovery and tears in the configuration. Given such symmetric treatment, the objective
of DD-HDS is similar to that of Local MDS; the difference between the two methods is explored in (Lespinats and Aupetit, 2009), and it has been concluded that DD-HDS maximizes
the effort to simultaneously account for both local neighborhood recovery and tears.
To counter the dominant effect of large distances on the underlying function to be optimized, DD-HDS authors decide for a stress measure of absolute residuals (see Definition 5.4
11

With identical ωi , ∀ i ∈ V , and final ωi = 0.
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and paragraphs below), as opposed to commonly adopted squared residuals,
!
Z min{dij , kxi −xj k}
X
f (u, µ, ξ) du · |dij − kxi − xj k | .
σDD−HDS =
1−
i<j

−∞

Interestingly, the minimization of the above loss function is performed with an incremental
force-directed placement (see Section 5.7) approach originating from graph drawing. Nevertheless, the squared residuals versions has also been utilized (Lespinats et al., 2011). Although
in the context of non-metric scaling, weight engineering and optimization via force-directed
placement take part in the RankVisu approach aiming at neighborhood rank preservation
(Lespinats et al., 2009).
The local neighborhood with respect to the output distances has been utilized in MartinMerino and Muoz (2004) in the context of textual-data visualization. The problem of close
geometric placement of objects distant in the input space is tackled by considering only the
effect of nearest neighbors, as measured in the output space. The algorithm start as ordinary
variant, but gradually reduces the number of nearest neighbors considered in each iteration.
The weight adjustment relative to input distances was shown to be effective in texture
mapping involving surfaces which are not sphere-like (Elad et al., 2005). The proposed weighting follows
 
x
Kη (x) = L
,
η
where

(
L(t) =

3
4 (1

− t2 ) if t ≤ 1
0
otherwise.

The parameter x corresponds to the input distance, Kη (dij ), hence with the scheme only
preserving distances dij ≤ η, ∀ i, j, i 6= j. The computational efficiently stemming from such
weighting is recognized as an additional benefit.
Given that most the methods described previously initially account for all distance pairs,
the time complexity is O(n2 ). Although a substantially smaller number of terms is associated
with each node in later iterations, an application for graph drawing would require Θ(n2 ) input
distances. Motivated by the observation of potentially unreliable close geometric mapping
resulting from ordinary stress minimization, in Chapter 9 we propose an essentially linear
postprocessing approach that accounts for local neighborhood recovery (consequently yielding
more uniform node spread). A variant of such approach removes the need for APSP.
An adaptation of the stress function aiming at topology preservation in dynamic graph
drawing (Dwyer et al., 2009), can be cast to a weight engineering framework. Namely, a term
of P-stress, σP0 −stress , is expressed as
X

2
σP0 −stress =
wij · (dij − kxi − xj k)+ ,
(5.6)
i<j

where (`)+ is ` if ` ≥ 0, and 0 otherwise, hence without the effect between nodes i and
j that are more than distance dij apart (if fact, the model (5.6) does not allow attraction
between nodes). Clearly, the term σP0 −stress can be expressed with weights depending on
(dij − kxi − xj k).
Based on an observation about the configurations resulting from stress minimization, a
weight engineering approach from Kagie (2010) (Chapter 6) utilizes the fact that “when n
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is large, MDS solutions turn out to be dominated by the most frequent dissimilarity value”.
Although with weights simply corresponding to a power function of input dissimilarities dij
for the considered data set, i.e., wij = dpij , ∀ i, j, and p ≥ 0, the weight engineering approach
appears to reveal useful information otherwise hidden with p = 0.
In the context of distributed MDS for node localization in sensor networks, the approach
from Costa et al. (2006) utilized weight to reflect the accuracy of measured dissimilarities,
such that the impact of less accurate measures is down-weighted.
The following section discusses the stress minimization, and concentrates on a specific
approach utilized in this thesis.

5.2

stress Minimization

Faced with the non-trivial problem of stress minimization, researchers have developed various
approaches to effectively tackle this problem. Below we review approaches used for stress
minimization, and provide a more detailed account on the minimization method utilized in
this thesis. In particular, we prove that the recently proposed global configuration update
used in Pich (2009) yields a sequence of non-increasing stress values. In fact, it will be shown
that further reduction in stress values are often achieved by multiple invocations of the basic
updating scheme.
After reviewing an algorithm highly cited in the context of stress minimization, we establish a formal relation of the updating utilized in this thesis with a known stress minimization
scheme. The section is concluded by a discussion on termination criteria used with our iterative minimizer.
Besides Newton-Raphson method (also known as the Newton’s method) variant restricted
to a single-node update at the time, primarily used for stress minimization in Kamada and
Kawai (1989), alternative minimizers such as the spectral gradient due to Barzilai and Borwein
(1988) and stochastic approaches were discussed in Glunt et al. (1993) and Groenen (1993);
Klock and Buhmann (1997, 2000); Vera et al. (2007); Andrecut (2009); Bae et al. (2010b),
respectively.
A force paradigm largely utilized for graph drawing (see Section 5.7.2) was also proposed
for stress minimization in Hu (2005). In addition, a genetic algorithm for stress minimization
was proposed in Mathar and Zilinskas (1993).12 Methods relying on simulation of solid state
physics properties were explored in Klock and Buhmann (1997, 2000); Vera et al. (2007). A
more detailed account on such approaches will be given later.
The basic stress function has been modified to s-stress (Takane et al., 1977) involving
squared distances to yield more manageable computations. A Newton method-based algorithm for minimizing both stress and s-stress was presented in Kearsley et al. (1998). A
quasi-Newton’s method more suitable for stress minimization of large data set was explored
in Bronstein et al. (2006e), but was shown to be inferior to the proposed multi-grid MDS
optimizer.13
12

A genetic algorithm corresponds to a heuristic approach emulating the process of natural evolution often
used to generate solutions to optimization and search problems.
13
The multi-grid MDS optimizer basically splits the problem into a hierarchy of coarser problems, i.e.,
problems involving smaller number of terms. The complete solution is constructed starting with the solution
at the coarsest level, which serves as a basis for the finer-level solution. Such gradual solution construction
terminates when the finest-level (all points considered) is achieved.

124

Chapter 5

5.2. stress Minimization

Review of the optimization approach utilized in this thesis is presented in the following
section. A detailed account on the derivation and alternative computations involved with the
method is provided, along with a formal proof on the convergence of the method variant used
in Pich (2009).

5.2.1

Majorization

Motivated by drawbacks of iterative minimizers of the stress function, e.g., the gradient
descent method primarily used in Kruskal (1964a), and the Newton-Raphson variant used in
Kamada and Kawai (1989), a new approach to stress minimization in the context of graph
drawing was explored by Gansner et al. (2004b).
Besides provable convergence, the proposed stress majorization (de Leeuw, 1977, 1988)
was shown to be computationally and algebraically simpler, and more suitable for model
extensions and adaptations such as the layout based on edges of arbitrary (non-negative)
weights, optimization of the stress function with restricted number of terms and optimization
within a subspace.
With majorization, another function that majorizes stress, i.e., is greater than or equal to
stress, is minimized. The primary majorization-based minimization is referred to as SMACOF
(Scaling by MAjorizaing a COmplicated Function) algorithm (de Leeuw, 1977, 1988).14 It will
later be shown how this primary approach compares to alternative majorization approaches.
The iterative replacement of the primarily complicated function f (x) by an auxiliary
function g(x, y), with some fixed y, is the central idea of majorization. The majorizing
function (MF) g(x, y) needs to meet the following requirements (Groenen, 1993; Borg and
Groenen, 2005):
• The (global) minimization of g(x, y) needs to be simpler than that of f (x).
• The MF g(x, y) needs to satisfy g(x, y) ≥ f (x).
• The MF must touch the surface of f (x) at the supporting point y, g(y, y) = f (y).
As is generally observed [see, e.g., Borg and Groenen (2005) (Chapter 8)], the above
three criteria almost always imply the use of a quadratic MF. As will be shown later, the
majorization approach to stress appears to be a powerful strategy allowing for relatively
simple incorporation of constraints.
Before providing an overview of the derivation of stress majorization, we define a concept
that is assumed with problems handled in this thesis.
Definition 5.5. In an irreducible weight matrix , W = (wij ≥ 0) ∈ Rn×n , there is no
partitioning of objects into disjoint subsets such that wij = 0 whenever i and j belong to
different subsets.
Otherwise, with the reducible form of the weight matrix, the problem can be decomposed
into smaller separate MDS problems.
Theorem 5.6. A stress function with an irreducible weight matrix can be majorized by a
quadratic form.
14

Initially, the acronym stood for Scaling by MAximizing a COnvex Function (Groenen, 1993) (Chapter 1).
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Proof. After expanding the weighted stress (5.2), we obtain
X
X
X
σ(X) =
wij d2ij +
wij kxi − xj k2 − 2
δij kxi − xj k ,
i<j

i<j

(5.7)

i<j

where δij := wij dij , ∀ i, jP
∈V.
While the first term, i < j wij d2ij , denotes a constant independent on the current layout,
P
2
the second term, i < j wij kxi − xP
j k , denotes a quadratic sum. The MF is constructed by
manipulating the the third term, i < j δij kxi − xj k; it is bounded from below by using the
Cauchy-Schwarz inequality,
kxi − xj k · kyi − yj k ≥ (xi − xj )T (yi − yj ) ,

(5.8)

with yk ∈ Rd , k ∈ {1, . . . , n}, denoting rows of any configuration matrix Y = [y1 , . . . , yn ]T ∈
Rn×d , with equality of (5.8) for X = c · Y , for some c ∈ R+ . In case kyi − yj k =
6 0, it holds
that
δij kxi − xj k ≥ δij · ζ(kyi − yj k) · (xi − xj )T (yi − yj ) ,
(5.9)
where ζ(a) = a1 if a 6= 0, with equality in (5.9) for X = c · Y . Furthermore, if kyi − yj k = 0,
by setting the right-hand side of (5.9) to zero by ζ(a) = 0 if a = 0, it remains true that
δij kxi − xj k ≥ 0 ,
with equality for kxi − xj k = kyi − yj k = 0.
Given that
(
1/a if a 6= 0 ,
ζ(a) =
0
otherwise,

(5.10)

bounding the third term of stress by summing (5.9) over i < j,
X
X
δij kxi − xj k ≥
δij · ζ(kyi − yj k) · (xi − xj )T (yi − yj ) ,
i<j

i<j

we obtain
σ(X) =

X

wij d2ij +

i<j

≤

X

X

wij kxi − xj k2 − 2

i<j

wij d2ij

i<j

+

X
i<j

X

δij kxi − xj k

i<j
2

wij kxi − xj k − 2

X

δij ζ(kyi − yj k) · (xi − xj )T (yi − yj )

i<j

= τ (X, Y ) ,
with τ (X, Y ) denoting a MF bounding σ(X) from above, with equality for X = c · Y , hence
with guaranteed equality at the supporting point for which c = 1, i.e., X = Y .
Unlike σ(X), the function τ (X, Y ) is quadratic, thus with a global minimum. In the
minimization process, the configuration Y denotes the current configuration, X [t] , which
needs to be updated with the new configuration X [t+1] . Obtaining a configuration X [t+1]
which globally minimizes τ (X, X [t] ), X [t+1] 6= X [t] , leads to the sandwich inequality,
σ(X [t+1] ) ≤ τ (X [t+1] , X [t] ) < τ (X [t] , X [t] ) = σ(X [t] ) ,
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Figure 5.2: Illustration of the iterative majorization approach. The cyan square indicates a
decrease in g(s, y [0] ), which does not correspond to the global optimum.

proving that the stress is decreasing. For the following iteration, X [t] ← X [t+1] , and a new
configuration is sought to minimize the new function. Given that stress is bounded by zero
from below, the sequence of iterates from (5.11) converges to a stationary point at which the
equality of (5.11) holds, X [t+1] = X [t] , and the stress is non-increasing.15
Figure 5.2 illustrates the general majorization approach. The behavior of other sequences
corresponding to individual terms of expanded stress, (5.7), is studied in de Leeuw (1988).
Note that the configuration X [t+1] does not need to be a global minimizer of τ (X, X [t] ); for
the sandwich inequality to hold (hence for convergent stress minimization), it is sufficient that
τ (X [t+1] , X [t] ) ≤ τ (X [t] , X [t] ), with equality at the stationary point. Such a value decrease in
the MF g(x, y [0] ) is indicated by the cyan square in Figure 5.2. This observation is essential
for the formal proof of convergence of an alternative stress majorization approach that will
be considered shortly.
For a detailed account on the majorization approach to MDS, see Groenen (1993).
The MF, τ (X, Y ), can be conveniently written in the matrix form
X
τ (X, Y ) =
wij d2ij + tr(X T V X) − 2 · tr[X T B(Y )Y ] ,
i<j

with V, B(Y ) ∈ Rn×n , and individual entries of V ,
(
−wij
if
vij = P
k6=i wik if
15

i 6= j
i=j ,

(5.12)

Note that the sandwich inequality (5.11) involved with a majorization variant where τ (X [t+1] is not an
optimum of τ (X [t] , X [t] ) may imply equality of τ (X [t+1] , X [t] ) = τ (X [t] , X [t] ), even though X [t+1] 6= X [t] . Such
effect will be clarified later in the context of oscillating configurations.
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and of B(Y ),16
 wij dij

− kyi −yj k
bij =
0

 Pn
− k6=i bik

if

i 6= j and kyi − yj k =
6 0

if
if

i 6= j and kyi − yj k = 0
i=j .

(5.13)

To analytically obtain the minimum of the MF, τ (X, Y ), one sets
∇τ (X, Y ) = 2V X − 2B(Y )Y = 0 ,

(5.14)

V X = B(Y )Y ,

(5.15)

leading to the linear system
with known right hand side. In the iterative majorization framework with the setting Y =
X [t] , this leads to
V X = B(X [t] )X [t] ,
(5.16)
with the solution X corresponding to new majorization iterate X [t+1] .
The desired configuration X can be computed using matrix inversion (Borg and Groenen,
2005) (SMACOF, Section 5.2.4), or equation solvers. The latter approach was used in Trosset
and Groenen (2005); Gansner et al. (2004b); in the latter, majorization was proposed for
graph drawing,17 and was based on either Cholesky decomposition or the Conjugate Gradient
method (Golub and van Loan, 1996). The primary approach to the solution of (5.15), and
the connection with the method of our choice will be shown shortly.
One of the stress minimization approaches we utilized is a variant of the localized minimization (LM), i.e., node-by-node update, used in Gotsman and Koren (2004); Gansner et al.
(2004b); Costa et al. (2006); Brandes and Pich (2008); Baur and Schrank (2008).
Let σi (X) denote a part of the stress σ(X) associated with node i, i.e., terms involving xi .
To minimize σ(X), one can minimize each of the terms σi (X), ∀ i, where each update of node
i is considered immediately to guarantee a non-increase in σ(X) value. In other words, after
displacing node i such that σi (X) is decreased, all nodes j, j 6= i consider the new position
of i for their own displacement.
In order to minimize σi (X), we employ majorization via local MF, τe(xi , yi ), defined similarly as the global MF, τ (X, Y ), but now restricted to node i,
X
X
τe(xi , yi ) =
wij d2ij +
wij kxi − xj k2
j6=i

j6=i

− 2

X

δij · ζ(kyi − xj k) · (xi − xj )T (yi − xj ) ,

(5.17)

j6=i

σi (X) ≤ τe(xi , yi ), with equality for xi = yi .
The minimum of τe(xi , yi ), which is quadratic in xi , is obtained analytically by setting its
derivative with respect to xi to zero,
∇e
τ (xi , yi ) = 2 ·

n
X

(wij (xi − xj ) − wij dij · ζ(kyi − xj k) · (yi − xj )) = 0 ,

j6=i
16

Note that entries of B(Y ) embody the ζ function component, (5.10).
In fact, a majorization-based graph drawing algorithm corresponding to axis-by-axis (1D) stress minimization was first presented in Koren and Harel (2003).
17
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and the update follows,
P
xi ←

j6=i wij

· [xj + dij · ζ(kyi − xj k) · (yi − xj )]
P
.
j6=i wij

(5.18)

In the iterative majorization framework, this localized updating is as follows: to obtain
[k+1]
[k]
the new iterate xi
, the solution xi from the left-hand side of (5.18) would replace yi from
the right-hand side of (5.18). The iteration would continue with non-increase in the stress
value because the sandwich inequality holds, and would converge to a stationary point since
σi (X) is bounded by zero from below. Clearly, since we are aiming to reduce the value of the
term σi (X) corresponding to an existing xi , this xi is the initialization to the above localized
iterative majorization.
However, since after a single update of node i the value of σi (X) did not increase, it is
sufficient to consider such minimization approach; this means that multiple iterations potentially necessary for convergence of minimization of σi (X) are not necessary for guaranteed
non-increase of stress. Moreover, although with potentially lower value of σi (X, Y ) with multiple iterations, each iteration imposes additional O(n) operations with each node. While the
LM approach utilized in this thesis considers a single individual node update, multiple individual node updates were considered in Kamada and Kawai (1989); Agarwal et al. (2010b);
Bae et al. (2012).
Here utilized LM update follows


P
[t]
[t]
[t]
[t]
wij · xj + sij · (xi − xj )
j6
=
i
[t]
P
xi ←
,
(5.19)
j6=i wij
where
sij =




dij
[t]

[t]

kxi −xj k

0

if

[t]

[t]

kxi − xj k > 0

(5.20)

otherwise.

Such approach guarantees decreasing sequence of stress values with each node movement
until convergence, hence oscillations and non-convergence are impossible (Gansner et al.,
2004b). Derivation of LM can also be found in, e.g., Costa et al. (2006); Agarwal et al.
(2010b); Bae et al. (2012).
With global minimization (GM) (Pich, 2009; Sallaberry et al., 2010, 2011), the update
does not take place immediately, but is deferred until new positions of all nodes have been
determined. In other words, not a single node is displaced, but the whole configuration. This
update has the form, ∀ i,


P
[t]
[t]
[t]
[t]
w
·
x
+
s
·
(x
−
x
)
ij
j6=i
j
ij
i
j
[t+1]
P
xi
←
.
(5.21)
j6=i wij
After positions of all nodes have been updated, the current configuration is replaced by
the newly computed one, and the process continues until convergence. While it may not
be immediately clear that the simultaneous update of all nodes indeed yields non-increasing
stress values,18 we later show that the form (5.21) is an alternative majorization approach.
18

Basically, since all nodes are updated in parallel, it is unclear if the new placement of node i retains a
decrease in σi (X, Y ) with the new configuration since the positions of all other nodes have changed simultaneously. We will show that the cumulating effect is a non-increase of the global stress function σ(X, Y ).
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Having described the basic minimization approach, a new node placement can be understood as follows. For each particular node i, the remaining nodes j ∈ V, j 6= i, are proposing
new positions striving to retain the desired distance dij relative to node i’s current position,
[t+1]
xi

=


x[t]
j +


dij
[t]
[t]
kxi −xj k

[t]

[t]

[t]

· (xi − xj )

if

[t]

otherwise.

xj

[t]

kxi − xj k =
6 0

The resulting position is the weighed average of the proposals, thus tending to fit all the desired
distances relative to weights. Geometrically, a weighted barycenter of a set of placement
proposals is known to minimize the sum of the weighted squared distances to placement
proposals.
The approach has been utilized for distributed weighted MDS which extends the stress
function for wireless sensor localization in Costa et al. (2004). In such applications, distances
to fixed anchor nodes help the mapping process. An anchor-free approach also relying on
stress minimization was presented in Koren et al. (2005), but also in Priyantha et al. (2003)
where the effects of initialization is explored. Application of stress minimization to sensor
localization can also be found in Shang (2004) where the approach is used to refine the global
map.
Although stress is invariant under rigid transformations, Mathar and Zilinskas (1993)
considered removing a translation and (to certain extent) rotation degree of freedom in order
to facilitate the underlying optimization process.
Besides plain stress optimization in the space Rn , stress optimization was applied to a
subspace of Rn , i.e., the resulting configuration is restricted to a linear combination of a
certain number of vectors in Rn . Such an approach greatly reduces the complexity of the
plain stress optimization. Among the first to consider stress majorization within a subspace
were de Leeuw and Heiser (1980) [see also Borg and Groenen (2005) (Chapter 10)]. Graph
drawing by stress optimization within a subspace was used by Koren (2004); the utilized
optimization procedure is the axis by axis stress majorization variant originally proposed in
Koren and Harel (2003).19 To achieve further savings, Koren (2004) proposes a sparse stress
scheme where only distances to pivot nodes are considered. The use of stress majorization
within a subspace constructed by another method was used by Gansner et al. (2004b) in the
context of graph drawing; however, the obtained layout was used as an initialization to plain
stress majorization.
Interestingly, the majorization process can also be performed with a coordinate-free update
version that retains the convergence properties (Groenen, 1993) (Chapter 1). The approach
relies on the inner-product matrix formation [see (3.5)], but is only of theoretical relevance
due to its high computational complexity and numerical instability.
Localized Minimization
The update corresponding to LM has already been established in the previous section. In the
following, we provide a brief overview of the methods relying on LM. The approach to more
efficient stress minimization presented in Chapter 6 also relies on LM.
19

The axis by axis graph drawing approach relies on 1D stress majorization. For high-dimensional output,
Koren and Harel (2003) propose a fit of distances partitioned among output axes, with partitioning relying on
the Pythagorean theorem.
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Among the first to consider the localized minimization of stress was Groenen (1993)
(Chapter 5), where the approach was referred to as the cyclic point descent algorithm. In his
experimental study, the author concludes that, although somewhat slower than the complete
MDS (SMACOF with simultaneous update of all nodes), the cyclic point update is a good
alternative.
The use of a global update variant (to be discussed in Section 5.2.3), followed by a localized
minimization was used by Gotsman and Koren (2004) in the context of distributed graph
layout for sensor networks; such approach was shown to have positive effect on convergence.
Recently, the LM was re-introduced in Agarwal et al. (2010b) where potentially multiple node position updates resemble the node repositioning proposed by Kamada and Kawai
(1989). The space efficiency of the method relative to SMACOF was demonstrated in Agarwal et al. (2012) where an adaptive approach to stress minimization with restricted number
of terms was used (basically, points are displaced based on proposals made by a dynamically
changing set of pivots). The LM scheme was also used to minimize the extended stress function involved in node localization for sensor networks in a distributed (decentralized) fashion
(Costa et al., 2006).
The LM approach was found particularly suitable for mapping the hitherto unseen points,
the so called out of sample mapping problem, (Bae et al., 2010a, 2012; Agarwal et al., 2010a).
The basic idea is to position newly available points based on placement proposals made from
(a subset of) already positioned nodes. The approaches differ in the order by which new
points are introduced into the layout, strategy for selecting the points making placement
proposals to such nodes, and a decision whether the set of already positioned nodes remains
fixed, or is gradually refined. Such minimization approaches assuming object partitioning
were discussed in (Groenen, 1993) (Chapter 5) in the context of complete, semi-complete and
almost complete MDS.
Node Displacement Factors
Below we express the utilized updating scheme as a combination of the old position and a
displacement factor. Such expression of the updating rule will help establishing the utilized
stress majorization approach as a gradient descent variant discussed in the following section.
Furthermore, it rationalizes the force-based stress minimization approach discussed in Hu
(2005).
Position update from (5.21) can be rewritten as


P
[t]
[t]
[t]
[t]
[t]
[t]
w
x
+
s
·
(x
−
x
)
+
x
−
x
j6=i ij
j
ij
i
j
i
i
[t+1]
P
xi
←
j6=i wij


P
[t]
[t]
[t]
−
x
)
w
z
·
(x
j6=i ij
ij
i
j
[t]
P
= xi +
,
(5.22)
j6=i wij
where
[t]
zij

=





[t]
xj



dij
[t]

[t]

kxi −xj k

−1

if

0

[t]

[t]

kxi − xj k > 0

otherwise.

Compared to a more general update form (5.21), summation involving d terms of each
[i.e., the first term in the numerator of (5.21)] is avoided at the expense of an additional
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[t]

[t]

subtraction involved with each zij . The new position of node xi is determined by a combination of the old position and a displacement factor. We later shown that (5.22) is a natural
extension of a more general update rule.
With the unweighted stress, the coordinate formation can be simplified with the aim of
computational speedup. The update takes form [sij term as defined in (5.20)]:
P
[t+1]

xi

←


j6=i


[t]
[t]
[t]
[t]
xj + sij · (xi − xj )

[t]
j6=i sij

P
=q+

(5.23)

n−1
[t]

n−1

where the term
P
q=

[t]

· (xi − xj )

j

[t]

−

xi
,
n−1

[t]

xj

n−1
is a constant translation factor that is irrelevant with stress minimization. The final update
takes the form
P
[t]
[t]
[t]
[t]
x
j6=i sij · (xi − xj )
[t+1]
xi
←
− i .
(5.24)
n−1
n−1
[t]

The update (5.24) does not involve xj terms from the numerator of (5.23), and removes
the need of the additional subtraction involved with zij calculations of (5.22), ∀ i, j.
While (5.22) can also be used with LM, computations from (5.24) are only applicable with
the GM subject to complete stress, wij = 1, ∀ i, j, i 6= j (in case of LM, the term q would
change with each node update). The introduced alternatives become particularly pronounced
with large n and d ≥ 2. We will show later that a form close to (5.24) corresponds to
SMACOF subject to uniform weights.
Gradient Descent
Central to the Gradient Descent approach to optimization is the gradient of a function.
Definition 5.7. A gradient of a (multivariate) function corresponds to a vector that points
in the direction of the maximum rate of change of that function.
The proposed coordinate calculation from (5.22) involving the previous coordinate and a
movement step is a reminiscent to a gradient (steepest) descent (GD) approach to function
minimization. Namely, the steps are taken as opposite (negative) direction of a gradient at a
specific point, and take the form, (Nocedal and Wright, 2006; Quarteroni et al., 2007),
X [t+1] ← X [t+1] − α[t] · ∇f (X [t] ) ,

(5.25)

where ∇f (X [t] ) is the gradient of function f at X [t] , and α[t] is a step-size, both corresponding
to iteration t. In case of a fixed α[t] through iterations, the method is referred to as the gradient
method with constant parameter, while with α[t] changing through iterations, it corresponds to
gradient method with dynamic parameter (Quarteroni et al., 2007) (Chapter 4). We show later
that, besides SMACOF, here utilized approach to iterative majorization can be considered as
a gradient descent variant.
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Jacobi and Gauss-Seidel Iterative Solvers
In the following, we provide an overview of two basic iterative solvers for linear systems, Jacobi
and Gauss-Seidel solvers, that are reminiscent to GM and LM node updates, respectively.
A formal connection of the GM update with one of these methods is established later, this
being central to the convergence proof of the utilized GM update.
Let D = diag(A) ∈ Rn×n , for some A = (aij ) ∈ Rn×n , and let bi denote the ith entry of
some b ∈ Rn . The solution x ∈ Rn to the system
Ax = b ,

(5.26)

is found iteratively by the Jacobi method as,20
x[k+1] = D−1 (b − (A − D)x[k] ) ,
or in a component-wise update form

[k+1]

xi

= bi −

i−1
X

[k]

aij xj −

j=1

n
X

(5.27)

,
[k]
aij xj 

aii .

(5.28)

j=i+1

While matrix D is often referred to as a preconditioner, the matrix
D−1 (D − A) = In − D−1 A
is referred to as the iteration matrix, and, as will be shortly shown, is central to convergence
proofs of Jacobi and Gauss-Seidel methods.
The difference in the component-wise updates between Jacobi and Gauss-Seidel method is
that in the former “one does not use the most recently available information when computing
[k+1]
xi
,” while with the latter “we always use the most current estimate of the exact xi ,”
(Golub and van Loan, 1996) (Chapter 10). Thus, the Gauss-Seidel update takes form close
to (5.28),

,
i−1
n
X
X
[k+1]
[k+1]
[k]
xi
= bi −
aij xj
−
aij xj  aii .
j=1

j=i+1

The above formulation clearly resembles GM and LM node position update procedures,
where an auxiliary configuration matrix for storing the newly computed values is needed with
GM. The Jacobi and Gauss-Seidel methods, however, should not be confused with the node
position updates; with the latter, the right hand side of (5.26) changes through iterations,
while being fixed for plain Jacobi and Gauss-Seidel linear system solvers.21
We proceed with a definition needed for establishing the convergence of described iterative
solvers.
Definition 5.8. Let aij denote the entry of matrix A ∈ Rn×n residing on its ithProw and j th
column. Matrix A is referred to as a diagonally dominant matrix if |aii | ≥ j6=i |aij | for
all i ∈ {1, . . . , n}.
P
In case of a strict inequality, i.e., |aii | > j6=i |aij | for all i ∈ {1, . . . , n}, matrix A is
referred to as a strictly diagonally dominant matrix.
20
It is important not to confuse Jacobi iterations with majorization iterations. Therefore, given Jacobi
iteration number k, Jacobi iterates will be denoted with either subscript or superscript k, as in Xk or X [k] ,
respectively, depending on the number and context of other sub- and superscripts.
21
Similar observation was made by Gansner et al. (2004b).
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Lemma 5.9. A symmetric diagonally dominant matrix with real-valued entries and nonnegative diagonal is positive semi-definite.
A strictly diagonally dominant matrix is non-singular (invertible) and positive definite.
The following theorem on conditions necessary to establish convergence of Jacobi and
Gauss-Seidel methods will be utilized later.
Theorem 5.10. Let D = diag(A), for some A ∈ Rn×n . Given a linear system
Ax = b ,
x, b ∈ Rn , the Jacobi and Gauss-Seidel methods converge to the exact solution x = A−1 b if
the matrix A is strictly diagonally dominant, i.e., the spectral radius of the iteration
matrix is less then one,
ρ[D−1 (D − A)] = ρ(In − D−1 A) < 1 .

(5.29)

For a proof, see Golub and van Loan (1996).
In case the spectral radius of the iteration matrix is close to unity, techniques such as
the (Symmetric) Successive Over-Relaxation [(S)SOR] are applied to Gauss-Seidel and Jacobi Over-Relaxation (JOR) to Jacobi (Quarteroni et al., 2007) (Chapter 4), to rectify the
problematic behavior in an update, ∀ i,


i−1
n
X
X
ω 
[k+1]
[k]
[k]
[k]
JOR : xi
=
bi −
aij xj −
aij xj  + (1 − ω) · xi
(5.30)
aii
j=1
j=i+1


i−1
n
X
X
ω
[k+1]
[k+1]
[k]
[k]
bi −
SOR : xi
=
aij xj
−
aij xj  + (1 − ω) · xi ,
(5.31)
aii
j=1

j=i+1

for ω ∈ R, ω 6= 0. With the choice ω = (0, 1), the method is referred to as the under-relaxation,
and with ω > 1, it is referred to as the over-relaxation.
While the range of the relaxation parameter ω leading to convergent update is known in
certain cases, it is often necessary to perform a problem-specific search for an appropriate
range. A procedure for determining such range of a relaxation parameter specific with our
majorization approach will be presented in Chapter 6.
For a more elaborate discussion on practical implementation issues involved with Jacobi
and Gauss-Seidel, method convergence speedup and optimization methods in general, see
textbooks (Golub and van Loan, 1996; Tosseli and Widlund, 2005; Quarteroni et al., 2007).

5.2.2

The Jacobi Method and Majorization

Having introduced all the necessary ingredients, a formal connection between the GM and
Jacobi method is established next. We provide a formal proof on the convergence of GM, and
show that each subsequent Jacobi iteration applied with GM yields a configuration associated
with non-increasing value of the MF, which often corresponds to reduced stress.
The Jacobi and Gauss-Seidel iterative linear system solvers can be applied to (5.16), which
we rewrite for convenience,
V X = B(X [t] )X [t] .
(5.32)
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The argument for safe use of Jacobi method with (5.32) from Gotsman and Koren (2004);
Gansner et al. (2004b) is that the position of one node might be fixed; this means converting
the Laplacian V to a strictly diagonally dominant (n − 1) × (n − 1) matrix (e.g., by removing
first row and column of V and the first row of B(X [t] )X [t] ). This guarantees the applicability
of methods such as Jacobi and Gauss-Seidel, but also some more sophisticated ones, such as
the Conjugate Gradient method (Gotsman and Koren, 2004; Gansner et al., 2004b).
The following theorem establishes the equivalence relation of GM and a single Jacobi
iteration on the system (5.32), with Jacobi initialization corresponding to the previous iterate
found by majorization.22
Theorem 5.11. The GM update from (5.21) corresponds to a single Jacobi iteration on
the system V X = B(X [t] )X [t] , with Jacobi initialization X0 set to X0 = X [t] , where X [t]
corresponds to previously found majorization iterate.
Proof. Recall the definition of Jacobi update from (5.27). Replacing b = B(X [t] )X [t] , A = V ,
D = diag(V ), and setting the initial Jacobi iterate x[k] from (5.27) to previously found
majorization iterate X [t] , yields
X [t+1] = D−1 [D − V + B(X [t] )]X [t] .

(5.33)

In entry-wise form, the update (5.33) corresponds to the GM update (5.21).
The update (5.33) can be written as a displacement of the previous iterate,
X [t+1] = X [t] − D−1 [V − B(X [t] )]X [t] ,

(5.34)

which corresponds to our update expression from (5.22).
Although without guarantees to reach the global minimum of the MF τ (X, Y ) (otherwise
reached with converged Jacobi method), it will be shown that a single Jacobi iteration on
(5.32) (with Jacobi initialization corresponding to previously found majorization iterate) results in a non-increase in the value of MF. Besides providing an alternative account on the
safe application of the Jacobi method with majorization, we show that each Jacobi iteration
on (5.32) yields non-increasing values of MF, which often corresponds to decreasing values of
stress.
We next provide some already established results from graph theory and linear algebra that
will be used later. Proofs can be derived from the spectrum characteristic of the Laplacian,
(Chung, 1994) (Chapter 1), (Fleischer, 2007) (Chapter 2).
Lemma 5.12 (Chung (1994)). Let V ∈ Rn×n , n ≥ 2, be formed as in (5.12), hence corresponding to a weighted Laplacian matrix 2.33, and let D = diag(V ). The spectrum range
of the weighted normalized Laplacian, D−1/2 V D−1/2 ∈ Rn×n , is
0 = λ1 ≤ λ2 ≤ · · · ≤ λn ≤ 2 ,

(5.35)

where λi denotes the ith eigenvalue of D−1/2 V D−1/2 .
22

The use of Jacobi iteration with the system (5.32) was proposed by Gotsman and Koren (2004). The
authors considered the application of Jacobi method until convergence to the solution X of the system (5.32),
which basically corresponds to the solution found by SMACOF. However, the effect of intermediate Jacobi
iterations on the MF has not been explored (i.e., the effect of a single and multiple Jacobi iterations on the
MF). To the author’s best knowledge, a formal proof on stress convergence with such minimization variants
was not given previously.
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Henceforth, the spectrum range will be denoted more compactly, e.g., λ D−1/2 V D−1/2 ∈
[0, 2] denoting the spectrum range (5.35). Given that V is constructed with irreducible
weights, the equality λn = 2 holds in a special case of D−1/2 V D−1/2 corresponding to a
normalized Laplacian of a weighted bipartite graph (Chung, 1994) (Chapter 1). In case of a
normalized Laplacian corresponding to a weighted complete graph, the following lemma holds.
Lemma 5.13 (Chung (1994)). The spectrum range of a normalized Laplacian corresponding
to a weighted complete graph with positive weights is λ ∈ [0, 2).
Corollary 5.14. Let matrix V ∈ Rn×n from (5.12) be formed with positive weights, wij > 0,
∀ i, j, i 6= j, and let D = diag(V ). The matrix D−1/2 V D−1/2 has the spectrum range λ ∈ [0, 2).
A proof of Corollary 5.14 is direct.
While we restrict our discussion to a normalized Laplacian D−1/2 V D−1/2 corresponding
to a weighted complete graph, proofs considered shortly also apply to a variant with some
wij = 0, as long as such sparse scheme does not give rise to a normalized Laplacian of a
bipartite graph, and W is kept irreducible (see Definition 5.5).
Lemma 5.15 (Chung (1994)). The multiplicity of zero eigenvalue within the spectrum of
a weighted normalized Laplacian, D−1/2 V D−1/2 ∈ Rn×n , corresponds to the number of connected components of a graph corresponding to such Laplacian.
The following theorem on the spectrum invariance under matrix commutation will be used
later.
Theorem 5.16. Given two matrices R, S ∈ Rn×n , the spectrum of RS coincides with the
spectrum of SR.
Proof. Given an eigenvector v of RS corresponding to eigenvalue λ, it holds that (RS)v = λv.
Premuliplying the equality by S, it follows that SR(Sv) = λ(Sv), hence with eigenvalue λ
being also an eigenvalue of SR.
The above theorem implies the equivalence of spectra of matrices D−1/2 V D−1/2 and D−1 V
(irreducible W assumed), where the latter is used for proofs considering the application
of

the Jacobi method. It follows that: (i) the spectrum range of D−1 V is λ D−1 V ∈ [0, 2]
with eigenvalue λn = 2 inclusive only for V corresponding to a Laplacian of a bipartite graph,
and (ii) the multiplicity of zero eigenvalue of matrix D−1 V corresponds to the number of
connected components of a graph represented by V .
The spectrum bound on D−1 V can be obtained by the Geršgorin theorem (see Theorem
2.46) by utilizing the fact that diagonal entries of D−1 V are ones (1’s), and that the sum of
row entries of D−1 V is zero. Hence, an eigenvector corresponding to the only zero eigenvalue
of D−1 V (assuming irreducible W ) is 1n .
We next define an artifact that may occur with general stress majorization.
Definition 5.17. An oscillation is a condition occurring with minimization switching between two different configurations having identical stress values.
While oscillations and non-convergence are claimed to be impossible with the LM update
(Gansner et al., 2004b), a general global stress majorization may oscillate. As will be shown,
a normalized Laplacian corresponding to a weighted bipartite graph may cause oscillation
artifacts with the utilized stress minimization procedure.
The following theorem related to spectrum change is also utilized for the proof of convergence.
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Theorem 5.18 (Ding and Zhou (2007)). Let u and v be two n−dimensional column vectors
such that u is an eigenvector of A ∈ Rn×n associated with the eigenvalue λ1 . Then, the
eigenvalues of A + uv T are
{λ1 + uT v, λ2 , . . . , λn } ,
counting algebraic multiplicity.
The last statement on algebraic multiplicity implies that a single occurrence of λ1 gets
shifted, while the others remain intact.
We are now ready to explore the application of Jacobi method to stress minimization.
Let 1n×d ∈ Rn×d be a matrix with ones (1’s) as its entries. Furthermore, let c·1n×d denote
a matrix with d columns of 1n×d scaled by (possibly different) factors c1 , . . . , cd ∈ R.
Lemma 5.19. Given a solution X̄ to the system V X = B(Y )Y with unknown X, a configuration X ∗ = X̄ + c · 1n×d , c ∈ R, is also a solution to the system.
Proof. Given that the vector 1n spans the null-space of V , the proof simply follows
V X ∗ = V (X̄ + c · 1n×d ) = V X̄ + c · V 1n×d = V X̄ = B(Y )Y ,

(5.36)

hence with X ∗ also being a solution to V X = B(Y )Y .
Lemma 5.20. Suppose that the following linear system is given,
V X = B(Y )Y ,

(5.37)

with V being a weighted Laplacian of a complete graph, with individual entries (5.12), and
B(Y ) defined in (5.13). The Jacobi method applied on (5.37) converges to a solution.
Proof. Given the system Ax = b for some symmetric A ∈ Rn×n , the solution is non-existent
unless b is orthogonal to vectors spanning the null-space of A. However, with b = B(Y )Y ,
as in (5.37), and B(Y ) defined in (5.13), the component 1n spanning the null-space of V is
projected out, B(Y )Y = Jn B(Y )Y , so a solution X̄ to V X = B(Y )Y exists.
Let D = diag(V ), and let Xk denote the iterate resulting from the k th Jacobi iteration on
the original system V X = B(Y )Y = B. It holds that
X̄ = D−1 [B + (D − V )X̄] ,
Xk+1 = D−1 [B + (D − V )Xk ] ,

(5.38)

with the second equation denoting the Jacobi iteration update. Note that the initialization
X0 generally corresponds to a random configuration.
Let Ek = X̄ − Xk denote the iteration error. Note that any matrix A ∈ Rn×n can be
expressed as
A = Jn A + c · 1n×d .
(5.39)
With expressions for X̄ and Xk+1 from (5.38) and by further using (5.39), we establish the
connection between Ek and Ek+1 ,
Ek+1 = (In − D−1 V )Ek
= (In − D−1 V )(Jn Ek + c · 1n×d )
= (In − D−1 V )Jn Ek + c · 1n×d
= [(In − D−1 V )Jn ]k+1 E0 + c · 1n×d ,
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with Ak+1 denoting the (k + 1)th power of some matrix A ∈ Rn×n .
Following the proof for general Jacobi method convergence (Golub and van Loan, 1996)
(Chapter 10, Theorem 10.1.1), in order for X̄ − Xk+1 = Ek+1 → c · 1n×d [see (5.40)], it must
hold that
[(In − D−1 V )Jn ]k+1 → 0 n×n ,
which is satisfied if and only if

ρ (In − D−1 V )Jn < 1 .

Given that Jn = In − n1 1n 1Tn , matrix In − D−1 V Jn can be written as

1
In − D−1 V Jn = In − D−1 V − 1n 1Tn .
n
Furthermore, given that the eigenvector √1n · 1n is associated with the eigenvalue 1 of the

matrix In − D−1 V , result of
 Theorem 5.18 helps to establish the spectrum bounds on the
matrix In − D−1 V − n1 1n 1Tn .
By Corollary 5.14 and Theorem 5.16 it follows that in case of V corresponding to a
weighted Laplacian of a complete graph it holds that λ(D−1 V ) ∈ [0, 2), further implying
spectral bound λ(In − D−1 V ) ∈ (−1, 1].
By Lemma 5.15 and Theorem 5.16, the multiplicity of the eigenvalue 0 of D−1 V is one,
indicating a single connected component of the complete weighted graph associated with V .
This further implies a multiplicity of one of the eigenvalue 1 of (In − D−1 V ) corresponding
to the eigenvector √1n · 1n .
By Theorem 5.18, the single eigenvalue 1 of (In − D−1 V ) is mapped to the eigenvalue 0 of
In − D−1 V − n1 1n 1Tn which has the rest of the spectrum
identical to that of (In − D−1 V ).

The spectrum range of the matrix In − D−1 V − n1 1n 1Tn is therefore λ In − D−1 V − n1 1n 1Tn ∈
(−1, 1), hence with the spectral radius property


1
−1
T
ρ In − D V − 1n 1n < 1 .
(5.41)
n
The result from (5.41) implies that the first term of (5.40) vanishes as k → ∞, thus with
Ek → c · 1n×d . At the limit,
Ek = X̄ − Xk = c · 1n×d ,
Xk = X̄ − c · 1n×d ,

(5.42)

thus with Xk being a translated variant of the solution X̄. However, by Lemma 5.19, such a
configuration is also a solution to the system V X = B(Y )Y .
In the above proof we have shown that Jacobi method applied on the system V X = B(Y )Y
will yield a solution. The translation degree of freedom on the solution complies with the
stress invariance under translation. With our application, the initialization to Jacobi method
on V X = B(Y )Y would correspond to a previously found majorization iterate, X0 = Y .
Note that the assumption that V corresponds to a weighted Laplacian of a complete
graph can be relaxed, but V should not correspond to a weighted Laplacian of a bipartite
graph and should not be a reducible matrix. While in both cases the spectral radius of the
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iteration matrix is one, the case with a reducible matrix can be solved by separate treatment
of connected components (recall that the number of connected components corresponds to
the multiplicity of the eigenvalue 0 of the matrix V ). A matrix V corresponding to a bipartite
graph generally does not converge, and may cause oscillation artifacts.
While the application of the Jacobi method on V X = B(Y )Y generally shifts the solution
origin relative to the origin of the initialization Y , an interesting observation exists in case of
uniform weights, wij = 1, ∀ i, j, i 6= j.
Lemma 5.21. Given a system V X = B(Y )Y with V being a Laplacian of a complete graph,
let Y be the initialization to Jacobi method on V X = B(Y )Y . In case of the unweighted
stress, Jacobi iterates will remain centered if Y is centered.
Proof. In case of unweighted stress, it holds that (D − V ) = (1n 1Tn − In ). Given that the
initial configuration is centered, X0 = Y = Jn Y , the update
X1 = D−1 [B(Y )Y + (D − V )Y ]
simplifies to
X1 = D−1 [B(Y )Y − Y ] = D−1 Jn [B(Y )Y − Y ] .

(5.43)

Since the entries of the diagonal matrix D−1 are identical and the initialization Y is centered,
the first Jacobi iterate X1 remains centered. Consequently, all the subsequent Jacobi iterates
will also be centered.
Corollary 5.22. Suppose the unweighted stress majorization is performed via GM update
(5.33). Furthermore, suppose that the weight matrix V corresponds to a Laplacian of a complete graph. If the initialization Y to the unweighted stress majorization is centered, the result
of majorization will remain centered.
The proof follows directly from Lemma 5.21.
With our approach to DS initialization by centered CMDS or PivotMDS solutions, the
iterates of the unweighted stress majorization performed via GM update (5.33) would be
centered. In case of general weighted stress, the centering would not hold after the first
iteration because the entries of D−1 are not identical.
Note that the update (5.43) translated into iterative majorization corresponds to our
proposal from (5.23) with translation factor q = 0n . It is important not to confuse the
initialization to the Jacobi method and the first iterate of the Jacobi method: the latter is
obtained by applying the Jacobi method to the former.
In the following, we formalize the stress minimization aim, and the effects of successive
Jacobi iterations on the minimization process.

5.2.3

Multiple Jacobi Iterations

While it has been previously shown that the utilized GM update corresponds to a single
Jacobi iteration applied to the specific system of equations, the effect of successive Jacobi
iterations is still unexplored.
In what follows, we formally prove that each Jacobi iteration applied on the system (5.37),
with V being a Laplacian of a complete graph, reduces the value of the corresponding MF
until convergence to a global optimum. More importantly, this proof is further utilized in the
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context of stress minimization; as will be experimentally verified at the end of this section,
the additional reduction of the MF often implies further reduction in the stress value. However, given the computational load imposed by additional Jacobi iterations and insignificant
improvement in the final stress value relative to a a variant corresponding to a single Jacobi
iteration, we argue that that the latter variant is to be preferred.
Problem 5.23. Given a quadratic majorization function τ (X, Y ) with some fixed Y ,
τ (X, Y ) = tr(X T V X) − 2 tr(X T B(Y )Y ) + c ,
the minimum of which is obtained for X̄ satisfying
∇τ (X, Y ) = 2(V X − B(Y )Y ) = 0
⇒ V X = B(Y )Y,
a configuration X [t+1] is sought to satisfy τ (X [t+1] , Y ) ≤ τ (X [t] , Y ), thus yielding a nonincrease of the majorization function. The superscript t in X [t] denotes the majorization
iteration number.
Theorem 5.24. Let V denote a weighted Laplacian of a complete graph, with individual entries (5.12), and let B(Y ) for some Y be defined as in (5.13). Given an arbitrary initialization,
each (k + 1)th iteration of the Jacobi method applied on the system
V X = B(Y )Y ,

(5.44)

yields Xk+1 that is associated with decreasing values of
T
T
B(Y )Y ) + c ,
V Xk+1 ) − 2 tr(Xk+1
τ (Xk+1 , Y ) = tr(Xk+1

i.e., τ (Xk+1 , Y ) ≤ τ (Xk , Y ), with equality at a converged (optimal) solution, X̄ = Xk =
Xk+1 .23
Proof. Let the Jacobi iteration change be defined as ∆Xk = Xk+1 − Xk , the optimal configuration [the exact solution to (5.44)] as X̄, and the iteration error as Ek = X̄ − Xk . For
simplicity, let B = B(Y )Y ∈ Rn×d .
Recall that the Jacobi iteration is defined as
Xk+1 = D−1 [B − (V − D)Xk ] ,
hence with
∆Xk = Xk+1 − Xk
= D−1 [B − (V − D)Xk ] − Xk
= D−1 (B − V Xk ) = D−1 (V X̄ − V Xk )
= D−1 V Ek .

(5.45)

23

Note that the sequence τ (Xk+1 , Y ) ≤ τ (Xk , Y ) accounts for the proof of Lemma 5.20, since the solution to
the system V X = B(Y )Y is the globally/locally optimal solution of τ (X, Y ) (any local minimum of a convex
function is a global minimum).
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By using Xk+1 = Xk + ∆Xk , the function τ (Xk+1 , Y ) can be written as
τ (Xk+1 , Y ) = τ (Xk + ∆Xk , Y )

= tr (Xk + ∆Xk )T V (Xk + ∆Xk ) −

2 tr (Xk + ∆Xk )T B + c
= 2 tr(XkT V ∆Xk ) + tr(∆XkT V ∆Xk )−

2 tr (∆Xk )T B + τ (Xk , Y ) .

(5.46)

Given that V = V T , it follows
tr((∆Xk )T B) = tr(B T ∆Xk )

= tr (V X̄)T ∆Xk = tr(X̄ T V ∆Xk ) ,

(5.47)

and equation (5.46) can be written as

τ (Xk+1 , Y ) = tr(∆XkT V ∆Xk ) − 2 tr (X̄ − Xk )T V ∆Xk + τ (Xk , Y )
= tr(∆XkT V ∆Xk ) − 2 tr(EkT V ∆Xk ) + τ (Xk , Y ) .

(5.48)

To prove that τ (Xk+1 , Y ) − τ (Xk , Y ) ≤ 0, we eliminate the τ (Xk , Y ) term from (5.48),
and obtain
τ (Xk+1 , Y ) − τ (Xk , Y ) = tr(∆XkT V ∆Xk ) − 2 tr(EkT V ∆Xk ) ,
which by (5.45) further gives

τ (Xk+1 , Y ) − τ (Xk , Y ) = tr (D−1 V Ek )T V D−1 V Ek − 2 tr(EkT V D−1 V Ek )
= tr(EkT V D−1 V D−1 V Ek ) − 2 tr(EkT V D−1 V Ek )
o
n
1
1
1
Gk = D− /2 V Ek = tr(GTk D− /2 V D− /2 Gk ) − 2 tr(GTk Gk )

h
i 
1
1
= tr GTk D− /2 V D− /2 − 2 I Gk .

(5.49)

Note that the proof for
h
i 

1
1
tr GTk D− /2 V D− /2 − 2 I Gk < 0
can be translated to the proof for

h
i 
1
1
tr GTk 2 I − D− /2 V D− /2 Gk > 0 .

(5.50)

Given some symmetric matrix S ∈ Rn×n , the proof for xT Sx > 0 (i.e., positive definiteness
of S), for all x 6= 0n , is equivalent to the proof of an exclusively positive spectrum of S.24
In our case, S = (2 I − D−1/2 V D−1/2 ), and Corollary 5.14 states that λ D−1/2 V D−1/2 ∈
[0, 2), with V being a Laplacian of a complete graph, hence with the spectrum bound
λ 2 I − D−1/2 V D−1/2 ∈ (0, 2], i.e., all eigenvalues are positive.
24

A symmetric matrix S is positive definite (positive semi-definite) if and only if its eigenvalues are positive
(non-negative).
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This last observation on spectra of (2 I − D−1/2 V D−1/2 ) from (5.49) implies that
τ (Xk+1 , Y ) − τ (Xk , Y ) ≤ 0

(5.51)

⇒ τ (Xk+1 , Y ) ≤ τ (Xk , Y ) ,

(5.52)

with equality for Ek = 0n , i.e., the converged solution, X̄ = Xk = Xk+1 .25
In case V corresponds to a Laplacian of a bipartite
graph, the spectrum bound of the

matrix from (5.50) becomes λ 2 I − D−1/2 V D−1/2 ∈ [0, 2] (a positive semi-definite matrix),
hence with τ (Xk+1 , Y ) ≤ τ (Xk , Y ), even though Jacobi has not converged. This situation
may give rise to oscillation artifacts with our stress majorization approach [cf. (5.11)],
σ(X [t+1] ) ≤ τ (X [t+1] , X [t] ) ≤ τ (X [t] , X [t] ) = σ(X [t] ) ,

(5.53)

with X [t+1] 6= X [t] . The update with a strict decrease of stress until convergence, i.e.,
τ (X [t+1] , X [t] ) < τ (X [t] , X [t] ), X [t+1] 6= X [t] , is referred to as stable
by de Leeuw (2008a),

and can be guaranteed with 2DMA in case λ 2 I − D−1/2 V D−1/2 ∈ [0, 2).
While Theorem 5.24 makes no restrictions on the initialization to Jacobi method, in
the iterative majorization framework based on (5.44) the initialization to Jacobi method is
X0 = Y = X [t] , with X [t] denoting a previously found majorization iterate. In the entry-wise
form, the iterative update with multiple Jacobi iterations is, ∀ i ∈ V ,


P
[t]
[t]
[t]
w
x
+
s
·
(x
−
x
)
ij
j
j6=i
ij
i
j
P
xi ←
,
(5.54)
j6=i wij
[t]

[t]

[t]

where sij is defined as in (5.20). Note that sij , xi and xj are fixed, and only terms xj
[t+1]

dynamically change,26 eventually yielding a new node position xi
(Gotsman and Koren,
[t]
27
2004). The xj entries coincide with xj entries only in the first Jacobi iteration initialized
with X [t] [see the update from (5.44)].
The existence of fixed terms of the update (5.54) allows further time savings by splitting
the update rule as
P
P
[t]
[t]
[t]
j6=i wij · sij · (xi − xj )
j6=i wij · xj
P
+
,
(5.55)
xi ← P
j6=i wij
j6=i wij
with the second term being fixed. The update can be even further simplified in case of
unweighted stress, i.e., wij = 1, ∀ i, j, as
P
[t]
[t]
[t]
xi
j6=i sij · (xi − xj )
xi ←
−
.
(5.56)
n−1
n−1
25
Let ai 6= 0n denote the ith column of some A ∈ Rn×m , and let S ∈ Rn×n denote some symmetric matrix.
Then,
m
X
tr(AT SA) =
aTi Sai ,
i=1

is positive (non-negative) if S is positive definite (positive semi-definite).
[t]
[t]
[t]
26
The terms sij , xi and xj from (5.54) are fixed, since the MF is fixed and is subject to minimization.
27
Expression similar to (5.54) was considered in Gansner et al. (2004b), but was not utilized for iterative
update within stress minimization (it). Gotsman and Koren (2004), however, utilize iterative update (5.54)
until convergence to a solution of the corresponding linear system.
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Note that the first update by (5.56) corresponds to the update (5.24) we proposed earlier.
Let X̄ = argminX {τ (X, Y )}, and let Xk denote the k th Jacobi iterate on V X = B(X [t] )X [t] ,
with Jacobi method initialization X0 = X [t] . With each Jacobi iteration being associated with
a non-increasing value of the MF, the sandwich inequality still holds,
σ(X̄) ≤ τ (X̄, X0 ) ≤ · · · ≤ τ (X2 , X0 ) ≤ τ (X1 , X0 )
≤ τ (X0 , X0 ) = σ(X0 ) ,

(5.57)

with equality for X̄ = X0 .28
This implies that, in the iterative majorization framework, a sequence of majorization
iterates X [0] , X [1] , X [2] , . . . is associated with non-increasing stress values.29 This non-increase
of stress will hold regardless of the number of Jacobi iterations used to generate a majorization
iterate; the number of Jacobi iterations involved in generation of each majorization iterate
may, in fact, be different.
The sequence (5.57) proves that by merely requiring a decrease in the MF, τ (Xk+1 , Xk ) <
τ (Xk , Xk ), Xk+1 6= Xk , where Xk+1 is not necessarily a (global) minimum of τ (X, Xk ), the
reduction of stress is guaranteed.30 In fact, a similar observation was made in Groenen (1993)
(Chapter 1), where the scheme involving a mere decrease in the MF is referred to as the relaxed
version of the majorization algorithm, but is not investigated as an alternative to SMACOF.
The sequence (5.57) often implies a faster convergence of stress majorization corresponding to a larger number of Jacobi iterations used to generate a majorization iterate compared
to a single iteration option.31 In Figure 5.3 we show sample results. The initial advantage of
majorization resulting from multiple Jacobi iterations, i.e., 4 iterations of (5.54), is diminishing with the iterations; while still in favor of multiple Jacobi variant, the advantage is small
after a relative small number of iterations. The final discrepancy is, however, large for the
torus structure G13, Figure 5.3(d), in which case multiple Jacobi iterations yield superior results with the iteration progress. In case of a complete binary tree, multiple Jacobi iterations
show better results after the first iteration, even with an inferior CMDS initialization with
respect to the stress value, see Figure 5.3(f). In all cases, the final σn values are smaller with
multiple Jacobi variant, but the difference is generally insignificant on a global scale (i.e., as
observed relative to σn values of all iterations).
Although generally with faster convergence of stress minimization, the time penalty imposed by multiple Jacobi iterations may be prohibitive, with each iteration taking additional
O(n2 ) time [the first term of the update (5.55) considered for each i ∈ V ].32 Given that the
28

In case of complete stress minimization, (5.57) becomes
σ(X̄) ≤ τ (X̄, X0 ) < · · · < τ (X2 , X0 ) < τ (X1 , X0 )
< τ (X0 , X0 ) = σ(X0 ) ,

(5.58)

with equality for X̄ = X0 .
29
Guaranteed convergence (non-oscillatory behavior) of the stress minimization holds with V not corresponding to a Laplacian of a bipartite graph.
30
For an illustration of such majorization approach, see Figure 5.2 (note the cyan square).
31
Clearly, with the maximum possible number of iterations, i.e., converged Jacobi, the approach would yield
solution equivalent to that of SMACOF.
32
In case of unweighted stress minimization, the first Jacobi iteration takes O(n2 ) time, and each additional
Jacobi iteration takes O(n) time, see (5.56). Therefore, benefits of stress majorization via multiple Jacobi
iterations should be pronounced with unweighted stress. However, we have only considered the weighted
variant.
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converged results are generally comparable in terms of σn values, we base the computations
on a single Jacobi iteration variant.33
In certain cases, however, multiple Jacobi iterations may offer the advantage of a better
local minimum [see Figure 5.3(d)]. Given poor initializations, it might be beneficial to adopt
the approach of initially using multiple Jacobi iterations variant, followed by a gradual decrease in the iteration number to a single Jacobi iteration variant. The choice on the sufficient
number of Jacobi iterations may not be fixed, but governed by a configuration change, e.g.,
stopping the Jacobi iterations after a sufficiently small configuration change is made.
Convergence acceleration of methods such as Jacobi, Gauss-Seidel has also been considered, mainly relying on the relaxation parameters, as in (5.30). In Chapter 6 we establish the
range of values a relaxation parameter can take to guarantee convergence with Jacobi method
applied for iterative stress majorization. For a comprehensive account on a specific family of
convergence accelerators in the context of stress majorization, see Section 6.1.
Extended stress
Previously described minimization approach can be utilized for minimizing a function extending stress by, e.g., a quadratic function or another stress-like function. Below we account for
such extensions, as these are utilized later in this thesis.
Suppose, for instance, a function
σe (X) = σ(X) +

n
X

ai · kxi − zi k2 ,

(5.59)

i=1

ai > 0, ∀ i, and some Z = (zij ) ∈ Rn×d , is to be minimized. Given that ai are entries of a
diagonal matrix A, the second term of σe (X) is quadratic in X and can be written in matrix
form as
n
X

ai · kxi − zi k2 = tr (X − Z)T A(X − Z) .
i=1

The corresponding stationary equation of the MF of σe (X) becomes

34

2 V X + 2 AX = 2 B(Y )Y + 2 AZ
⇒ (V + A)X = B(Y )Y + AZ ,

(5.60)

with strictly diagonally dominant VA = (V + A), hence with convergent Jacobi method on
the system (5.61) (see Theorem 5.10).
As for the proof involving multiple Jacobi iterations on the system (5.61), steps described
in the previous section should be closely followed and adjusted
to (5.61). Given that F =

−1
−1
diag(VA ), the spectrum bound of F (VA ) is λ F (VA ) ∈ (0, 2), leading to a guaranteed
decrease in the MF with each Jacobi iteration, until convergence to its global optimum. In
the context of stress minimization, this would imply guaranteed convergence to a stationary
point of stress.
33

Note that, in case of weighted stress majorization, the amount of time needed to generate the first
configuration with 4 Jacobi iterations is (asymptotically) equivalent to the amount of time needed for a single
Jacobi iteration variant to reach the 4th iteration of stress minimization. Inspection of the reported results,
however, revels that the latter option yields lower stress values.
34
The MF of σe (X) is formed by only majorizing the σ(X) term (the second term is quadratic in X).
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Figure 5.3: Comparison of stress majorization based on a single and multiple Jacobi iterations
on the associated linear system; CMDS initialization used; wij = d−2
ij , ∀ i, j. Smaller plots comprise
final σn values, scaled to emphasize the difference.
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With BA = B(Y )Y + AZ, the majorization of σe (X) with a single Jacobi iteration variant
can be written as
X [t+1] = F −1 [BA − (VA − F )X [t] ] ,
or in entry-wise form, ∀ i,
[t+1]

xi

←

ai · z i +



[t]
[t]
[t]
[t]
w
·
x
+
s
·
(x
−
x
)
j6=i ij
j
ij
i
j
P
,
ai + j6=i wij

P

(5.61)

with sij defined as in (5.20). The above coordinate formation will be used later for, e.g.,
anchoring (attraction of nodes to previous positions) and path straightening described in
Chapter 9.

5.2.4

SMACOF

The most widely cited approach to stress majorization is SMACOF (de Leeuw, 1977, 1988),
which is discussed in this section. After establishing the basic approach, we proceed with
a connection to a more general optimization approach, the Gradient Descent. Understanding the issues discussed in this section should facilitate the understanding of an alternative
majorization approach that we address later.
Note that the primary approach to iterative majorization was via generalized matrix
inversion. The solution to (5.15), rewritten for convenience, V X = B(Y )Y , is given by
X ← V + B(Y )Y ,

(5.62)

where V + denotes a Moore-Penrose pseudoinverse of V since V −1 is non-existent because V
is a singular matrix.35 The Moore-Penrose pseudoinverse of V is calculated as
V + = (V + 1n 1Tn )−1 − n−2 · 1n 1Tn .

(5.63)

Note that the term −n−2 · 1n 1Tn is irrelevant with SMACOF since it will be multiplied by
B(Y ) (see 5.62) which is a Laplacian matrix with vector 1n spanning its null space (Groenen,
1993) (Chapter 1).
In the iterative majorization framework, Y from (5.62) corresponds to the previously
found configuration matrix X [t] , hence the new [t + 1]th configuration is computed as
X [t+1] ← V + B(X [t] )X [t] = Γ (X [t] ) .

(5.64)

The update from (5.62), (5.64), is often referred to as the Guttman transform, in recognition
of Guttman (1968), and the associated majorizing function is denoted as τ (X, Y )GM A . As
already noted, de Leeuw (1988) shows that each iterate X [t+1] of SMACOF strictly reduces
stress until convergence to a fixed point, i.e.,
σ(X [t+1] ) ≤ τ (X [t+1] , X [t] ) < τ (X [t] , X [t] ) = σ(X [t] ) ,

(5.65)

for X [t+1] = Γ (X [t] ) 6= X [t] . Therefore, oscillation artifacts cannot happen with SMACOF.
35

Rows and columns of V sum to zero, implying that rank(V ) ≤ n−1. It can be shown that, since B(Y )Y is
orthogonal to the vector 1n which spans the null-space of symmetric matrix V , a solution X to V X = B(Y )Y
exists, and Moore-Penrose pseudoinverse in (5.62) will yield it (Borg and Groenen, 2005) (Chapter 7).
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General drawbacks of SMACOF motivated the application of alternative minimization
approaches to stress. With the aim to find 3D molecular conformations by distance geometry,
the spectral gradient (SG) introduced by Barzilai and Borwein (1988) outperformed SMACOF
in terms of convergence rate (Glunt et al., 1993).36 Other advantages of SG are a low storage
requirement and no need for the pseudo-inverse calculations, thereby allowing for dynamic
adaptations of weights without much effort. However, we will shortly show that the pseudoinverse calculation involved with SMACOF can also be avoided.
Furthermore, experimental results from Groenen et al. (1999a) indicate that the SG turns
out to be at least five times faster than plain SMACOF, depending on the input data sets
used (Euclidean or non-Euclidean) and the initialization (while random configurations were
used with the Euclidean data, CMDS was used as initialization with non-Euclidean data).
Moreover, the SG applied to Euclidean data was additionally accelerated by ≈ 15% if an
appropriate dilation factor is applied, and by another ≈ 15% if additionally a preconditioner
is used. The overall speedup with the non-Euclidean data was somewhat less dramatic.
The additional use of a preconditioner with the SG subject to non-Euclidean data did not
improve the speed relative to the plain SG, but the use of a dilation factor with SG resulted
in a speedup of ≈ 10%. It is, however, pointed out that: (i) SMACOF may be preferred over
SG in terms of speed and the resulting quality if less stringent termination criterion is used,
(ii) SMACOF does not fail in case of coinciding points, and that (iii) constraints can be
easily imposed within SMACOF.
Note that the SG variant used in Groenen et al. (1999a) is based on a dynamic decision
on the activation of the preconditioning strategy. Following the suggestion from (Luengo
et al., 2002), Groenen et al. (1999a) activate the preconditioner once the iteration shows little
improvement; the preconditioner is turned off whenever the norm of the involved gradient
becomes too large. Similar robust variant of preconditioned SG was used for stress minimization in Luengo et al. (2002). Despite the advantage offered by the preconditioning of SG, the
authors point out that the decision on when to activate the preconditioner is a “delicate issue
that deserves special attention” (Luengo et al., 2002).
Efficient Implementation of SMACOF
Proposals on efficient implementation of SMACOF update are discussed in Trosset and Groenen (2005), mainly addressing the pseudoinverse calculations. As will be shown, while in the
case of unweighted stress the pseudoinverse is simplified, in the case of general weighted stress
the use of linear system solvers is proposed. Note the need for pseudoinverse calculation is
removed in Gansner et al. (2004b) that introduced stress majorization in graph drawing .
In case of unweighted stress, wij = 1, ∀ i, j, the simplification proposed by Trosset and
Groenen (2005) leads to the simple update
X [t+1] ← n−1 · B(X [t] )X [t] ,
or, in entry-wise form
[t+1]
xi

[t]
j6=i sij

P
←

[t]

[t]

· (xi − xj )
n

36

,

∀i∈V ,

(5.66)

While here referred to as the spectral gradient, this method is also know as the Barzilai-Borwein method,
in recognition of the authors. However, to be consistent with the terminology used in a specific context, we here
use the term spectral gradient, but in Section 6.1.4 we refer to the method as the Barzilai-Borwein method.
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with sij defined as in (5.20). Differing only in the denominator from the first term of the
coordinate update (5.24), the update from (5.66) provably converges.
In case of weighted stress, the authors propose replacing the computation of V + by solving
the system
Ve X = B(X [t] )X [t] ,
(5.67)
with invertible Ve = (V + 1n 1Tn ), hence corresponding to the solution by the Moore-Penrose
pseudoinverse from (5.63). However, the authors propose to solve the system (5.67) by
Cholesky decomposition (Golub and van Loan, 1996).
Equation solvers removing the need for matrix inversion were also used in (Gansner et al.,
2004b), where either a Cholesky decomposition or Conjugate Gradient (CG) method were
applied to the (adjusted) system V X = B(X [t] )X [t] . Given that Cholesky decomposition
involves an expensive preprocessing, iterative CG is often found to be more appropriate.
Iterative use of CG on the associated system is reminiscent to our multiple-Jacobi iteration
variant, with each iteration of CG taking O(n2 ) required for matrix-vector multiplication.
Since the number of CG iterations needed for convergence within each iteration of majorization
varies, a relaxed tolerance and a maximum number of iterations is often used in practice (Hu
and Koren, 2009; Gansner et al., 2012).
Trosset and Groenen (2005) additionally show that after one step of SMACOF, the configuration X is centered, i.e., 1Tn X (k) = 0, k ∈ {1, . . . , d}, even if the initialization is not, and
will remain centered during the iterative update. This observation is used in the following
section that establishes SMACOF as a gradient descent variant.
SMACOF as a Gradient Descent Variant
We have announced in Section 5.2.1 that the majorization approach can be interpreted as a
variant of the Gradient Descent (GD). We first show the interpretation of SMACOF as a GD
variant, and then extend the interpretation to our GM.
To derive the GD form of SMACOF, Trosset and Groenen (2005) use the results of
Guttman (1968); de Leeuw (1977) who found that
∇σ(X) = 2[V X − B(X)X] ,

(5.68)

and by using the fact that SMACOF iterates are centered, rewrite the update as
X [t+1] = X [t] − X [t] + X [t+1] = X [t] − V + V X [t] + V + B(X [t] )X [t]
1
= X [t] − V + 2[V X [t] − B(X [t] )X [t] ]
2
1
[t]
(5.69)
= X − V + ∇σ(X [t] ) .
2
The update form (5.69) corresponds to the general GD update from (5.25), thus establishing SMACOF as a (weighted, preconditioned) GD. However, as pointed out in de Leeuw
(1988), the interpretation of majorization as a GD variant is possible if and only if kxi −xj k >
0, for all i, j for which wij dij > 0. A configuration satisfying such condition is called usable;
otherwise, given a non-usable X, the stress is not differentiable at X, and the interpretation
(5.69) cannot be used. Nevertheless, de Leeuw (1988) remarks that if SMACOF is carried
out with non-usable data, it still converges to a stationary point.37
37

If a configuration is identical to its Guttman transform, SMACOF has reached a stationary point of stress
[cf. (5.14) and (5.68)] (de Leeuw, 1988).
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Note that the GD form of majorization (5.69) involves matrix V + , thus differing from the
plain GD form (5.25), hence being a member of the family of weighted (preconditioned) GDbased methods. Members of the weighted GD family differ by the “rule by which successive
directions of movement are selected” (Luenberger and Ye, 2008) (Chapter 8). Once the
direction is determined, a movement towards the minimum point on the corresponding line
is taken, as a part of the line search process.
An advantage of SMACOF over GD is handling of the zero distances, kxi − xj k = 0, for
some i, j ∈ V , the problem of which is avoided by the definition of matrix B(X) (5.13), (Borg
and Groenen, 2005) (Chapter 8). Given the definition of sij , ∀ i, j, (5.20), this advantage
holds with our approach to majorization by the update rule (5.21).

5.2.5

Relation to Diagonal Majorization

The stress majorization variant used in this thesis, with the update from (5.21), is actually a
variant of an already established majorization approach. Below we provide a formal relation
that establishes a family of majorization approaches differing only in the step-size involved.
Motivated by the computational complexity of the Guttman majorization (GMA) that is
prohibitive for large data sets, Trosset and Groenen (2005) propose replacing V in (5.69) by
2 · D, D = diag(V ), leading to a configuration update of diagonal majorization (DMA) of the
form
1
X [t+1] ← X [t] + · D−1 [B(X [t] ) − V ]X [t] .
(5.70)
2
To understand the proposed substitution that gives rise to the update (5.70), note that the
matrix

 P
w1s


..


.
wij




.
.
2 D−V =
 ∈ Rn×n ,
.




..


.
wij
P
wns
is a diagonally dominant, and by Lemma 5.9, a positive semi-definite matrix satisfying
tr[(X − Y )T [2 D − V ](X − Y )] ≥ 0 ,

(5.71)

with equality for X = Y . Expansion of the above inequality as


tr(X T V X) ≤ tr X T [2 D]X + tr Y T [2 D]Y − tr(Y T V Y )−

2 · tr X T [2 D − V ]Y ,
is further used to establish the function τ (X, Y )DM A (specified in the following sequence)
that indirectly majorizes σ(X) by majorizing τ (X, Y )GM A ,
X

σ(X) ≤ τ (X, Y )GM A =
wij d2ij + tr(X T V X) − 2 tr X T B(Y )Y
i<j
T



≤ c + tr X [2 D]X − 2 tr X T [2 D − V + B(Y )]Y
= τ (X, Y )DM A ,
for constant c independent on X, with equality for X = Y .
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Figure 5.4: Illustration of the diagonal majorization approach on function f (x). The cyan square
indicates optimum of τ (x, y [0] )DM A . Optimization of τ GM A is more efficient than optimization of
τ DM A : argminx τ (x, y [0] )GM A = argminx τ (x, y [1] )DM A .

Figure 5.4 illustrates the Diagonal Majorization approach on some function f (x). Here,
the cyan square is associated with the optimum value of the majorizing function τ (x, y)DM A .
The update (5.70) that corresponds to an optimal solution of τ (X, X [t] )DM A retains the
convergence property of majorization at the expense of worse error relative to GMA,
σ(X [t+1] ) ≤ τ (X [t+1] , X [t] )GM A ≤ τ (X [t+1] , X [t] )DM A .
The above relation often implies lower stress values of configurations obtained by minimizing
τ (X, X [t] )GM A relative to those obtained by minimizing τ (X, X [t] )DM A , compared iterationwise (Trosset and Groenen, 2005). This is illustrated in Figure 5.4 where a single step of
GMA is related to a lower value of f (x); in fact, this value is achieved by DMA in two steps:
argminx τ (x, y [0] )GM A = argminx τ (x, y [1] )DM A .
To further reduce the computational complexity of DMA, Trosset and Groenen (2005)
propose the use of incomplete distance information, i.e., sparse matrix V (as will be shown
in Chapter 7, such scheme is referred to as the sparse stress). Additional experiments on
DMA with such sparse schemes leading to O(n) complexity per iteration can be found in
Bernatavicien et al. (2007). More recently, sparse DMA has been used in Kagie (2010) to
allow processing of large data sets.
The update from (5.22) can be written in a matrix form as
X [t+1] ← X [t] + D−1 [B(X [t] ) − V ]X [t] ,

(5.72)

hence similar to (5.70), but with doubled step size, i.e., doubled second term of (5.72) compared
to that of (5.70) [cf. (5.34)]. We therefore refer to the stress minimization approach (5.22),
or, equivalently, (5.72), as Double Diagonal Majorization, or, abbreviated, 2DM A.
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Let the function τ (X, Y )2DM A be defined as
X
τ (X, Y )2DM A =
wij d2ij + tr(X T DX) + tr(Y T DY )−
i<j


2 · tr X T [D − V + B(Y )]Y − tr(Y T V Y )
= c0 + tr(X T DX)−

2 · tr X T [D − V + B(Y )]Y ,

(5.73)

with c0 = i < j wij d2ij + tr(Y T DY ) − tr(Y T V Y ) denoting a constant not dependent on X.
Being quadratic in X, function τ (X, Y )2DM A has a global minimum obtained by setting its
derivative to zero,
P

∇τ (X, Y )2DM A = 2 [D · X − (D − V + B(Y ))Y ] = 0 .
The optimal solution is
X

= D−1 [D − V + B(Y )]Y
= Y + D−1 [B(Y ) − V ]Y ,

(5.74)

which, turned into the iterative majorization framework, corresponds to the update rule
(5.72).
Similarly as DMA, the 2DMA majorizing approach can also be interpreted as a GD
variant,
1
X [t+1] = X [t] − · D−1 ∇σ(X [t] ) ,
2
hence with a step-size associated with each node i being

,
n
X
1 2
wij  .
j=1, j6=i

As with SMACOF, the GD interpretation of 2DMA is meaningful with usable data, i.e.,
kxi − xj k > 0, for all i, j for which wij dij > 0.
Due to larger coordinate movements, 2DMA is expected to converge faster than DMA. In
fact, we show in the following that the relation between τ (X, Y )DM A and τ (X, Y )2DM A can
be established analytically.
Proposition 5.25. Given some fixed Y ∈ Rn×d and functions τ (X, Y )DM A and τ (X, Y )2DM A ,
it holds that
τ (X, Y )DM A ≥ τ (X, Y )2DM A ,
for any X ∈ Rn×d , with equality for X = Y .
Proof. Given that X 6= Y , the proof for τ (X, Y )DM A > τ (X, Y )2DM A reduces to the proof
for positive definiteness of D :
tr(X T DX)− 2 tr(X T DY ) + tr(Y T DY )

= tr [X − Y ]T D[X − Y ] .

(5.75)

Since D is a diagonal matrix with positive entries (a strictly diagonally dominant matrix),
it is positive definite (see Lemma 5.9), hence τ (X, Y )DM A > τ (X, Y )2DM A for X 6= Y , and
τ (X, Y )DM A = τ (X, Y )2DM A for X = Y .
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On the other hand, the attempt to prove τ (X, Y )GM A < τ (X, Y )2DM A , with equality for
X = Y , would reduce to the proof of positive definiteness of (D − V ),

tr [X − Y ]T (D − V )[X − Y ] > 0 ,
which does not hold for all choices of X and Y , X 6= Y .
Proposition 5.25 implies that the often observed inferiority in stress values of configurations obtained by minimization of τ (X, Y )DM A relative to those obtained by minimization
of τ (X, Y )GM A (compared iteration-wise) should be attenuated if τ (X, Y )2DM A is minimized
instead of τ (X, Y )DM A . Although with supposedly slower convergence relative to GMA (compared iteration-wise), an iteration of 2DMA is computationally less expensive, and one can
therefore afford more iterations of it. As argued in Trosset and Groenen (2005); Kagie (2010),
such alternative is more suitable with large data sets; in fact, we later show that 2DMA allows
for a relatively easy incorporation of constraints.
The convergence of stress minimization with the update (5.72) has already been proven
in Theorem 5.24, where each iteration of (5.72) is shown to yield a configuration associated
b = argminX {τ (X, Y )2DM A }, for some Y , and let
with non-increasing stress value. Let X
GM
A
e = argminX {τ (X, Y )
X
}. Theorem 5.24 implies a sequence
e ≤ τ (X,
e Y )GM A ≤ τ (X,
b Y )GM A ≤ σ(Y ) ,
σ(X)

(5.76)

e =X
b =Y.
with equalities for X
In Section 6.1.1 we establish an additional relation between DMA and 2DMA through the
convergence acceleration concept of relaxed update primarily introduced with SMACOF by
de Leeuw and Heiser (1980).
In order to facilitate the understanding of the presented proofs and relations, the following
list summarizes the main points: 38
• A solution to V X = B(X [t] )X [t] is a global minimizer of τ (X, X [t] )GM A , and the associated update rule corresponds to SMACOF.
• The update (5.21) corresponds to the result of a single Jacobi iteration on the system
V X = B(X [t] )X [t] , with X [t] being the initialization to the Jacobi method.
• The Jacobi method applied to the system V X = B(X [t] )X [t] is convergent.
• The Jacobi method applied to the system V X = B(X [t] )X [t] yields a sequence associated
with decreasing values of τ (X, X [t] )GM A , until convergence to its global optimum.
• Relative to a single Jacobi iteration applied to the system V X = B(X [t] )X [t] , the application of additional Jacobi iterations often implies lower stress values. Such decrease,
however, comes at the expense of additional computational effort, the use of which is
hard to justify.
• The update (5.21) yields a sequence associated with decreasing values of stress, hence
convergent to its stationary point.
• The update (5.21) corresponds to a DMA variant with doubled step-size, which we dub
2DMA.
38

It is assumed that the matrix V from the system V X = B(X [t] )X [t] does not correspond to a Laplacian
of a bipartite graph, and is formed with irreducible W .
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• Global optimizers of functions τ (X, Y )2DM A and τ (X, Y )DM A correspond to the update
rules of 2DMA and DMA, respectively.
• The 2DMA update is expected to yield lower stress values compared to the DMA
update.

5.2.6

Termination Criteria

Given the iterative refinement associated with stress majorization, the termination criterion
plays an important role. An inappropriate termination criterion may lead to either poor
results or to a waste of computational time and resources. Besides providing an overview
of termination criteria often used with stress majorization, in this section we point out a
potential drawback associated with stress majorization.
The termination criterion of the iterative majorization may largely affect the resulting
layout quality. Traditionally, the iteration of SMACOF is performed until the stress cannot
be reduced significantly (Borg and Groenen, 2005) (Chapter 8),
σ(X [t] ) − σ(X [t+1] ) <  ,

(5.77)

where  > 0 denotes certain threshold, and the maximum number of iterations is predefined.
Gansner et al. (2004b), on the other hand, considered relative change of stress,
σ(X [t] ) − σ(X [t+1] )
<,
σ(X t )

(5.78)

where  > 0 is set to  ∝ 10−c , c ∈ {3, 4}. To avoid costly computation involved with (5.78)
performed at the end of each iteration, it is often proposed to evaluate the criterion every
` th iteration, ` > 1 [see, e.g., Chalmers (1996)]. Alternatively, the relative change of the
configuration requiring O(n) time may also indicate convergence,
kX [t] − X [t+1] k
<,
n

(5.79)

the criterion relying on results from de Leeuw (1997), i.e., kX [t+1] − X [t] k → 0, as t → ∞.
Note that the termination criterion should also account for an early termination, being a
good indicator of either a poor local minima or oscillation.
More recently, Ingram et al. (2009) utilized the concept of point velocity originally suggested in Morrison et al. (2002), which is reminiscent to our evaluation of the relative change
of the configuration: basically, a slow down in the point movements is a good indicator of
convergence.
Although the termination criterion (5.77) is widely accepted, it is argued that it often
imposes a premature stopping of the algorithm because a “failure to take a step that sufficiently decreases the value of the objective function does not necessarily mean that one is near
a local minimizer,” (Kearsley et al., 1998). The authors argue that such a behavior should
be expected with a minimization approach that does not exploit the second order derivative
information. However, the computation and storage of such information is prohibitive with
large-scale problems, which is the major drawback of the Newton’s method relative to majorization. It was shown that by using the output of SMACOF [the termination of which is
based on (5.77)], as initialization to stress minimization by the Newton’s method, the stress
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values often decreased further. For instance, if initialized by SMACOF output, with SMACOF being initialized by CMDS solution, the Newton’s method took a median of additional
18 steps to further reduce stress. However, “whether the convergence criterion is entirely
to blame or whether the algorithm itself is partially responsible” for such a behavior is an
interesting question that deserves further consideration (Kearsley et al., 1998).
While a more stringent termination criterion may avoid a premature termination in earlier
stages, it often greatly increases the amount of computational time needed for convergence;
therefore, a more relaxed termination criterion is often adopted.
To partially overcome the premature termination problem, we propose to evaluate the less
expensive criterion (5.79) for a few (3 or 4) consequent steps, with a termination when (5.79)
is satisfied for all the consequent iterates.
In practice, and in particular with large data sets imposing high expenses with the computation of the termination criterion, iterations are often terminated after a predefined number
of steps (Brandes and Pich, 2008; Pich, 2009). However, for the purpose of evaluation of approaches introduced in this thesis, we use the relative change of the consequent stress values,
(5.78), with a termination after the criterion has been satisfied for the first time. With the
application of stress majorization to graph drawing, the evaluation over several consecutive
iterates did not allow for further significant improvements [we attribute this to effective initialization (see Section 5.4) that usually ensures good local minimum as the output of the
majorization process].
The resulting sequence of layouts X [0] , X [1] , . . . , X [t] is often of improving quality since the
stress is non-increasing, σ(X [0] ) ≥ σ(X [1] ) ≥ · · · ≥ σ(X [t] ). With SMACOF (and 2DMA on
complete stress), the sequence converges to a stationary point of stress (de Leeuw, 1993).39
Figure 5.2 illustrates a function with two local minima displayed, and majorization convergence to one with a higher value. In general, the algorithm may end up at any stationary
point, not necessarily at a local minimum, but, expect in rare circumstances, the optimization
approaches reducing a function value at every iteration land at the stationary point that turns
out to be a local minima (Groenen, 1993) (Chapter 1); (Borg and Groenen, 2005) (Chapter
8).40
In Section 5.4.3 we show that 2DMA update may result in a configuration that is not a
local minimum.
Having introduced all the necessary ingredients of the stress minimization approach, we
summarize it in Algorithm (4).

39

Recall that a stationary point corresponds to a configuration that is identical to the following majorization
iterate (de Leeuw, 1988). With X [t] denoting a stationary point of stress, the sequence holding with SMACOF
(and 2DMA on full stress) is σ(X [0] ) > σ(X [1] ) > · · · > σ(X [t] ), hence without oscillations, i.e., σ(X [l] ) =
σ(X [l+1] ) for some l, although X [l] 6= X [l+1] .
40
Strictly speaking, the iterative majorization is a descent approach that either reduces the function value,
or leaves it unchanged, and cannot be guaranteed to yield locally optimal configurations. However, unless
otherwise stated, the term local minima used in this thesis in the context of stress majorization corresponds
to the final solution iterative minimization, i.e., the output.
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Algorithm 4: stress Minimization
Input : Distance matrix D ∈ Rn×n , weight matrix W ∈ Rn×n ; initial configuration
X 0 = [x1 , . . . , xn ]T ∈ Rn×d ; the accuracy parameter 
Output: Final positions xi , i ∈ {1, . . . , n}
// scaleAlignment(X 0 ) // scale the initialization
// pointOverlapRemoval(X 0 ) // remove overlaps
termination ← false
while termination = false do
for i ∈ {1, . . . , n} do
// for sij calculations
// if (kxi − xj k > 0) then sij ← dij /kxi − xj k else sij ← 0
xnew
←
i

P

j6=i

wij ·(xj +sij ·(xi −xj ))
P
j6=i wij

// new position assignment
for i ∈ {1, . . . , n} do
xi ← xnew
i
check(termination) // check for termination
To save computational time, the iterative process needs to be initialized with a configuration X [0] possibly laying out the coarse structure of the graph. The use of an effective
initialization to general stress minimization was advocated with the first developments in
MDS (Guttman, 1968), but also more recently, e.g., Becavin et al. (2011). In the latter,
it was observed that, besides improved computational efficiency, “the choice of the initial
position is paramount to the quality of the representation”.
Traditionally, an initialization to general stress minimization is based on an MDS problem
that is easily solvable. For instance, Kearsley et al. (1998) use an incremental approach where
each newly introduced point is placed to minimize either stress or s-stress value with respect
to already placed points. The use of SVD-based initializations such as CMDS, was proposed
by Becavin et al. (2011) for stress minimization in the context of dimensionality reduction.
In the context of graph drawing, Brandes and Pich (2008) have experimentally shown that
CMDS and its approximations yield excellent initializations to iterative majorization.
In Figure 5.5, a sequence of layouts generated by iterative 2DMA is shown, initialized
with optimally scaled CMDS.41 As depicted, a general tendency of stress minimization on
unweighted graphs is for uniform edge lengths. Such an aesthetic criterion particularly pronounced by weighted stress minimization is often regarded as an advantage over other approaches not explicitly considering edge weights, such as CMDS (see the gradual color change
towards warmer colors in Figure 5.5).42 In this thesis, unless otherwise stated, either CMDS
or its approximation, PivotMDS, are used as initialization to stress majorization.
There are, however, certain issues with such approaches to the initialization of stress
majorization. More detailed account on the effective initialization to DS will be given in
Section 5.4.
41

The optimally scaled initialization to stress majorization will be accounted for in Section 5.4.1.
However, it will be later shown that a mere down-weight of the influence of large distances for a better
fit of small ones may compromise other important aesthetics.
42
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Figure 5.5: Majorization sequence for 1138bus, wij = d−2
ij , initialized with optimally scaled CMDS.
The color-scale
follows short → long edge lengths. Even iterations shown (left
to right, top to bottom).
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It should be noted that the basic stress model served as a basis for many adjustments in
the field of graph drawing. For instance, to achieve uniform node spread over circular area,
Koren and Çivril (2009) adapt it to the binary stress model; Gansner and Hu (2009) use it
for node overlap removal in the proximity stress model, while Hu (2009) extend it to penalized
stress model for edge straightening. The P-stress model due to Dwyer et al. (2009) adapts the
stress for topology preserving dynamic graph layouts [see (5.6)], while Local Multidimensional
Scaling due to Chen and Buja (2009) is an adaptation that removes the need of all distance
pairs involved in the loss function.
Suitability of the basic stress model (and the associated minimization process) for extensions and adaptations is illustrated in Chapter 9, Section 9.7, where we further refine layouts
produced by the newly proposed model that is itself an adaptation of stress. For a more elaborate discussion on general MDS extensions and adaptations covering recent developments,
see France and Carroll (2011).
In the following, we discuss potential drawbacks of DS when applied to graph drawing.

5.3

Problems with DS Layouts

Despite generally visually pleasing layouts produced by the DS approach to graph drawing,
some structures exhibit non-readable layouts.
We start this section by identifying such structures and reviewing approaches that have
been proposed to resolve the problem by methods that are closely related to DS.
The approaches of weighted graph drawing tailored either for a specific class of graphs
or a specific application (e.g., rectangular nodes with non-uniform size) are also covered in
the following. In addition, a more specific problem of local neighborhood recovery with DS
layouts is reviewed, and metrics used to quantify the output configuration with respect to
local neighborhood recovery are given.
The discussion from this section should rationalize our adaptation of the stress model for
readability improvements presented in Chapter 9, that also tackles the local neighborhood
recovery problem.

5.3.1

Problematic Structures

A class of graphs often leading to non-readable layouts are small worlds (Watts and Strogatz,
1998). Such structures exhibit small average shortest-path length (hence a low diameter)
relative to their size, and a high degree of clustering when compared to a randomly generated
graph of the same size (as measured by the number of nodes). These properties are common to
many real-world graphs such as social networks, power grids, software systems, etc. With DS
employing uniform edge weights applied to such structures, the layouts often exhibit circular
appearance, which is a consequence of nearly constant distance values among all node pairs
(Buja and Swayne, 2002). Figure 5.6 shows a DS layout of a sample small world structure;
the cluttering of nodes and edges reduces the layout readability.
The readability problems of DS layout of small-world and other graphs with low diameters
were also reported in the experimental study on distance-based graph drawing from Brandes
and Pich (2008).
Methods specifically tailored for the visualization of such graphs have been developed,
and many rely on layout approaches closely related to DS. For instance, to reduce the visual
clutter, Auber et al. (2003) utilized edge filtering based on a metric of edge strength (see
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Figure 5.6: DS layout of sw01 (n =500, m =1500), diam(G) =12; wij = d−2
ij , ∀ i, j ∈ V .

Section 9.7.3); furthermore, recursive clustering that communicates different amount of detail
at different levels is applied. The underlying layout procedure is the force-directed layout that
is closely related to DS (see Section 5.7).
van Ham and Wattenberg (2008) utilized an edge metric that measures the proportion of
shortest-paths comprising a specific edge, and based edge filtering on this metric to achieve
a sparse representation of the underlying structure. Primarily ignored edges are added at
the end, but since these often connect different clusters that are far apart, the new edges
are rendered as darker curved arcs. Layout of a sparse representation is also achieved by a
force-directed approach.
Various filtering approaches based on both nodes and edges are reviewed in Hascoet et al.
(2006), and a visualization approach accounting for a filtering focus is presented. Given a
node corresponding to the filtering focus, nodes are gradually added as immediate neighbors
to nodes already present in the sparse representation; nodes to be added are highest-degree
nodes connected to any node from the existent sparse representation. Besides edges forming
such sparse representation, edges connecting nodes that are small distance apart in a sparse
representation are also added.
A visual abstraction of node clusters (condensed node groups displayed as a single node
the size of which is proportional to the number of comprised nodes) is combined with the
detail & context approach in van Ham and van Wijk (2004), with layouts also achieved by a
force-directed model. The authors account for the readability issue by additionally displaying
edges as 3D tubes having fixed volume, such that long edges will appear thiner.
A broader problematic graph class are the scale free networks with nodes following the
power-law degree distribution, short average shortest-path length and high clustering properties (Barabasi and Bonebeau, 2003). A visualization approach of such networks that addresses
the readability issues via edge filtering is presented in (Jia et al., 2008). By deterministically
filtering edges, the subsequent application of force-directed layout variants yielded more readable layouts relative to those obtained on intact structures with the same methods applied.
To further improve the readability, the authors applied special rendering approach.
A more recent approach to effective visualization of scale free networks resulting from
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(a) Uniform edges

(b) Weighted edges, (5.80)

Figure 5.7: DS layouts for 1138bus graph, relying on different edge lengths; stress weights: wij =
d−2
ij ,

web search queries is presented in Sallaberry et al. (2010). The first step towards increased
readability is the splitting of certain high-degree nodes, which is followed by elimination of
nodes that constitute many shortest paths. While the former approach improves general
readability, the latter reveals communities of the underlying structure. With communities
visually represented by circles with radius proportional to the number of comprised nodes,
the base layout is achieved by stress majorization; after the primarily eliminated nodes are
re-introduced in the layout, the postprocessing phase aiming at node overlap removal follows.
This step is based on the approach due to Gansner and Hu (2009), and is also carried out via
stress majorization.
There were, however, other attempts to make some of the problematic structures appear
more readable. In the following section we discuss edge weighting as an approach to address
some of the problems of DS layouts on graphs with uniform edge-lengths.

5.3.2

Weighted Graphs and Distance Adaptation

As demonstrated previously, the DS approach to graph drawing may yield non-readable layouts. While structures exhibiting the small world phenomenon yield layouts that appear to
occupy a circular area, other irregular structures with degree distribution following the power
law often yield layouts with increased density around high-degree nodes. An attempt to improve the readability of such structures is by edge weighting according to neighborhood sizes
(Gansner et al., 2004b).
Namely, as already demonstrated with CMDS [see (3.21)], the length `i,j of the edge
e = (i, j) is set to
`i,j = |Ni ∪ Nj | \ |Ni ∩ Nj | ,
(5.80)
where Ni = {j | (i, j) ∈ E}. Target distances dij correspond to the weighted shortest path
between i and j, ∀ i, j ∈ V . In Figure 5.7 we show a sample layout.
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As can be observed, the dispersion of nodes over the drawing area is better in case of
weighted edges, and more space is allocated to dense areas. Furthermore, many of the edge
crossings are avoided.
The approach was found particularly useful for structures with few high degree nodes and
a large number of nodes with degree equal to one. The stress minimization with such weighted
graphs was performed by majorization, and the superiority of such minimization approach
over a more traditional node-by-node update employed with Kamada-Kawai method (Kamada
and Kawai, 1989) (discussed in Section 5.7.3) was demonstrated.
Non-readable layouts of graphs with non-uniform degree distribution were also observed by
Ylinen (2003), where the stress-based Kamada-Kawai algorithm is adapted to cope with the
problem. Namely, by setting the desired distances to weighted shortest-path lengths, with edge
lengths depending on node degrees, more readable layouts are achieved with such problematic
structures. In addition to edge weight adaptation, the author proposes the adaptation of
weight wij associated with the fit of each node-pair, in order further improve the readability.
Further details on the improvements proposed by Ylinen (2003) will be given in Section 5.7.3.
Harel and Koren (2002b) used weighted shortest-paths for drawing graphs with arbitrarily
shaped nodes by incorporating node sizes in the shortest path measure. In fact, the stressbased Kamada-Kawai method is used to achieve a global layout of a weighted graph, and
reducing the overlap of graph elements is handled later. Shortest-path computations with
edge weights involving sizes of adjacent circular nodes have also been used for dense region
expansion (Baur and Schrank, 2008), where the LM is used for stress minimization.
The edge weighting relying on minimal degree of adjacent nodes was also used in Boitmanis et al. (2008) to address the increased density issue. While the initial proposal used a
geometric mean of degrees of adjacent nodes, Boitmanis et al. (2008) achieved better results
with edge lengths proportional to an increasing function of the smallest degree of adjacent
nodes. Furthermore, the authors refrain to use a simple shortest-path as an input distance
between nodes, and provide an alternative aiming at the separation of two high-degree nodes
sharing a common low-degree neighbor. The layout is achieved by stress majorization.
Yet another stress-based graph drawing approach relying on edge weighting, but now
to emphasize the clustering, is due to Cohen (1997). This approach incrementally arranges
the layout by first positioning a fraction of nodes, and then gradually introducing remaining
nodes. Besides computational savings, such arrangement was shown to avoid poor locally
optimal solutions.
An approach exploiting edge length adjustment where certain measures of node’s relative
importance [node centrality indices (Brandes and Pich, 2007)] are utilized to achieve higher
readability in dense parts of a graph can be found in Merrick and Gudmundsson (2006). This
approach takes an initial graph layout, e.g., obtained by force-directed placement, and refines
it by a specific procedure.
The distance adaptation has also been used in graph drawing for uniform node spread
over a circular area in Koren and Çivril (2009). In the latter, the underlying stress-based
objective function is composed of a part aiming at uniform node spread over a circular area,
and a part aiming at close geometric placement of adjacent nodes. The impact of different
objectives expressed as parts of the composed function is controlled by a single parameter.
In the context of more general stress minimization, a more direct input distance modification has also been utilized, e.g., in Adae et al. (2010) for tag clouds to fill the empty space
and remove overlaps, and in Szekely et al. (2010, 2009) where simple scaling of distances was
used for clustering.
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The desired distance adaptation has also been utilized with stress minimization aiming
at dimensionality reduction. For instance, in the context of out of sample points based on
placement proposals from already mapped points, Bae et al. (2012) adaptively scale desired
distances during node repositioning. Namely, node i is repositioned based on placement
proposals made by nodes j ∈ P ⊂ N , where P denotes the set of k−nearest neighbors of
point i, as measured in the input space. Note that, while SMACOF is utilized for mapping the
base points, the LM is used to map each new point that is initially placed in the barycenter of
nodes from its P set. However, the subsequent
proposals are based on a dynamic
 . placement

f
f
f
change of desired distances, dij ← dij · dij δij , with dij and δf
ij denoting mean distances
between node i and nodes j ∈ P , in the input and output (Euclidean) space, respectively.
f
This way, node i gets a more distant placement proposal from nodes j ∈ P , in case δf
ij < dij .
Reported improvements relative to the out of sample mapping with intact dij are substantial,
as measured by the normalized complete unweighted stress on the final configuration.
While the out of sample mapping approach from Bae et al. (2012) is based on unweighted
stress, in Chapter 9 we show how to utilize weights of the complete weighted stress model to
achieve separation between geometrically close nodes that are graph-theoretically distant.
For CMDS adaptation to weighted edges, see Brandes and Pich (2011a), where the edge
weight is used for the layout of bibliographic networks (see Section 3.2.2).

5.3.3

Local Neighborhood Recovery

It has already been observed that MDS configurations are largely determined by large distances, and are particularly problematic with the interpretation of low-dimensional point
proximity (Graef and Spence, 1979; Meulman, 1991; Buja and Swayne, 2002; Buja et al.,
2008). While this is more severe problem within the CMDS framework, it has been observed
that, if in the DS layout two points lie close together,
“it does not follow that they are perceptually similar, that is, often confused.”
(Buja and Swayne, 2002).43
Some of the most notable approaches in the local neighborhood recovery improvement
were discussed in Section 5.1.2. Most of these approaches address the local neighborhood
recovery problem occurring with low-dimensional mappings of high-dimensional data, and
rely on weighting schemes that take into account distances from the output space.
Below we define metrics used to quantify the local neighbor recovery in a configuration.
Motivated by the above observation particularly noticeable with unweighted stress, Buja
et al. (2001); Buja and Swayne (2002) proposed two solutions that partly tackle the problem:
(i) ignoring large distances in the stress function, and (ii) down-weighting the influence of
large distances. While the former approach may decouple certain parts of the graph that may
consequently fold over each other, the weighting solely based on input distances might not
always yield a satisfactory solution; as shown in Figure 5.8, some graph-theoretically distant
nodes are still closely packed, and further decrease of the contribution of large distance would
not yield an improvement. In fact, as depicted in Figure 5.1(f), the use of wij = d−4
ij has
the effect of decoupling: with negligible repellent force between geometrically close parts of
the graph that are graph-theoretically distant, they show tendency to fold over each other;
43

Among the first to make a caution on “interpreting, or attaching significance to, the relative positions of
points that are close together in the recovered space,” were Graef and Spence (1979).
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Figure 5.8: Samples of inappropriate local-neighborhood recovery for 1138bus emphasized, wij = d−2
ij .

improvement in one part part of the graph comes at the expense of deterioration in another
(the crumpling is more pronounced with, e.g., random initialization of stress minimization
with wij = d−4
ij ).
Among metrics that qualify the nature and level of defaults, perhaps the most widely
cited are measures of trustworthiness and continuity (Venna and Kaski, 2001, 2005), which
we define next.
Let n be the number of nodes, and let r(i, j) be the rank of the node j in the ordering
according to the distance from node i in the original data space. With the application to graph
drawing, a rank would simply correspond to a shortest-path distance. With Uk (i) we denote
the set of nodes corresponding to k−nearest neighbors of node i in the visualization, but not
in the original data space. The measure of trustworthiness of the visualization corresponds
to
TG (X) = 1 −

N
X
X
2
nk(2n − 3k − 1)


r(i, j) − k .

(5.81)

i=1 j∈Uk (i)

The term before the summation scales the resulting value in the range between zero and one.
Larger values of TG (X) indicate that the configuration is more trustworthy in recovering local
neighborhoods from the input space.
Let Vk (i) be the set of nodes corresponding to k−nearest neighbors of node i in the
input space but not in the visualization, and let r̃(i, j) be the rank of node j in the ordering
according to the distance from node i in the visualization. The measure of continuity of the
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visualization corresponds to
N
X
X
2
CG (X) = 1 −
nk(2n − 3k − 1)


r̃(i, j) − k .

(5.82)

i=1 j∈Vk (i)

A term related to trustworthiness is the false neighborhood (Lespinats et al., 2007), hence
communicating how much should the local neighborhoods in the output space be trusted.
The continuity, on the other hand, is related to tears, communicating how much the points
are separated from the neighborhood as specified in the input space. The above metrics have
been used to qualify different mapping approaches (Venna and Kaski, 2001).
Measures of trustworthiness and continuity have also been utilized in the context of graph
drawing; Venna and Kaski (2006) adjust the measures to account only for adjacent node pairs.
Closely related qualifiers of local neighborhood recovery that rely on agreements of local
neighborhoods in the input and output space are the LC meta-criterion from Chen and
Buja (2009) and the adjusted agreement rate from France and Carroll (2007). More recently,
Becavin et al. (2011) introduced the Entourage parameter, also measuring the quality of local
neighborhood recovery by (dis)agreements of neighborhoods in the input and output space.
A qualifier that forms the basis of the Stochastic Neighbor Embedding approach due to Hinton
and Roweis (2002) bases agreement measures of neighborhoods in the input and output space
on the probabilistic similarity of points.
Remarks The above metrics, since based on node distance ranks and neighborhood
(dis)agreements, are particularly suitable with non-metric MDS; neglecting the actual distance fit may be problematic with the application of metric MDS to graph drawing also aiming
at uniform edge lengths in the layout.
Faced with potentially unreliable mappings in a low-dimensional space, researchers have
also proposed to communicate the amount and nature of defaults in the layout; a brief account
on such approaches is provided in the following.
Communicating Reliability of the Point Mapping
Given potentially misleading interpretation of the local neighborhood in stress-optimal mappings in the context of dimensionality reduction, it is often proposed to couple the mapping
with a diagram that indicates the amount and type of deviation in the input distance fit
Aupetit (2007); Lespinats and Aupetit (2009).
Perhaps the earliest approach to communicate the individual node sanity is via the Shepard diagram (Shepard, 1962a,b; Kruskal, 1964b) that relates all n2 item pairs of input and
output distances on the x and y axis, respectively. While points on the diagonal indicate
perfect match, those below and above the diagonal indicate false neighborhoods (nodes appearing closer than indicated by input distances) and tears (nodes appearing more distant
than indicated by input distances), respectively. The need of an additional diagram, however,
is the major drawback of such approach.
Communicating individual node sanity within the visualization is studied in Aupetit
(2007); Lespinats and Aupetit (2009) and more recently in Lespinats and Aupetit (2011).
The latter approach extends the work of Lespinats and Aupetit (2009), and proceeds by coloring Voronoi cells of each point in the resulting layout. The coloring scheme is based on a
two-dimensional perceptually uniform color map that accounts for both false neighborhoods
and tears. A simple stress-based point coloring scheme that assist interactive exploration of
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larger data sets in high-energy physics can be found in Hermann et al. (2009). A combination
of heat-maps and information landscapes used in Seifert et al. (2010) also indicates reliability
of the mapping of each particular point relative to its local neighborhood. The use of a point
size and opacity to communicate the reliability of the point mapping is explored in Schreck
et al. (2010), where the information of point classification also takes part in the visualization.
Inspired by the local neighborhood recover problem of stress-optimal layouts, in Chapter
9 we propose a postprocessing aiming at improved local distance fit largely accounting for
false neighborhoods. As shown, improvement in local neighborhood recovery often yields
more uniform node spread.

5.4

Effective Initialization to DS

As mentioned at the end of Section 5.2.6, the speed of iterative majorization largely depends
on an initialization. Besides the potential of saving the number of iterations, an effective
initialization helps escaping poor local minima. In the context of graph drawing, an initialization to iterative majorization by a CMDS result was shown to lead to faster convergence
relative to random initialization, yet not sacrificing the quality of the final result (Brandes
and Pich, 2008).
There are, however, two issues with such approach to DS initialization. First, the scale of
the initial layout needs to be adjusted to match the unit edge length used in the subsequent
iterations of stress majorization, and an artifact of general spectral methods, i.e., vertices
occupying the same position, needs to be removed. In the following sections we propose
solutions to mentioned problems. As will be shown, the efficiency of proposals made does not
sacrifice the speed of iterative majorization, and yet yields satisfactory results.

5.4.1

Scale Alignment

Given a unit edge length, stress minimization yields a layout of a certain scale. If that
scale is not matched by the initial layout, this mismatch needs to be corrected during the
subsequent iterative improvement, and may thus slow down the algorithm. In fact, Groenen
et al. (1999a) and Groenen (1993) (Chapter 5) observed that adjusting the configuration
scale during the minimization may be beneficial for avoiding oscillations. In the context of
force-directed algorithms (see Section 5.7), the tendency for the initial match of ideal edge
lengths was shown to be beneficial for the iterative refinement applied subsequently (Mutton
and Rodgers, 2002).
In the following, we demonstrate the effects of a scaling factor on stress majorization,
and propose a solution for an efficient computation of the scaling factor; this scaling factor
preserves good quality layouts, without a requirement on additional iterations.
While CMDS solution based on the unit eigenvector was shown to yield distance approximation from below (see Proposition 3.7), and therefore may serve as a DS initialization
with its original scale, the scale-mismatch problem occurs if different edge-length units are
used with DS. This is particularly likely to occur if a CMDS or another DS initialization is
externally supplied.
Figure 5.9 depicts sequences showing that an inappropriate initial scale with stress majorization communicates useful information on the layout only later. A wrong scale implies
that the subsequent stress majorization would need more iterations to reach the same result
obtained with properly scaled initialization.
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Figure 5.9: Demonstration of the scaling effect with DS, wij = d−2
ij , for graph 1138bus, initialized with CMDS. Iteration number denoted by t.
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The scaling factor proposed in Brandes and Pich (2008), the average distance match
satisfying
X
X
dij =
kxi − xj k ,
i<j

i<j

needs O(n2 ) to compute, and is therefore prohibitive for processing of large data sets.
The optimum scale is obtained by setting the derivative (with respect to the scaling factor)
∇σ(βX) = ∇

X

wij · (dij − βkxi − xj k)2

i<j

= 2β

X

wij · kxi − xj k2 − 2β

i<j

X

wij · dij kxi − xj k ,

i<j

to zero (de Leeuw, 1997; Malone and Trosset, 2000; Malone et al., 2002), which yields the
optimal scale factor,


,
X
X
β=
wij dij kxi − xj k
wij kxi − xj k2  .
(5.83)
i<j

i<j

By using the optimal scaling factor properties, it can be shown [see, e.g., Borg and Groenen
(2005) (Chapter 11)] that the normalized stress is within the range 0 ≤ σn (X) ≤ 1 for some
stationary point X. 44
In theory, the iterative application of the optimal scaling factor also guarantees nonincreasing sequence of stress values,
σ(β · X [t+1] ) ≤ σ(X [t+1] ) ≤ τ (X [t+1] , X [t] ) ≤ τ (X [t] , X [t] ) = σ(X [t] ) .

(5.84)

Compared to a variant with only primary scaling, it would guarantee a lower stress value
only after the first iteration. The experience shows that it is sufficient to apply only primary
scaling, but in Section 6.1.1 we identify a situation where iterative application of the optimal
scale factor β is beneficial.
While the optimum scale is thus known, it needs quadratic time to compute. As a linear
time variant, matching the average edge length in the input and output space,
X
X
dij =
kxi − xj k ,
(5.85)
(i, j)∈E

(i, j)∈E

appears to yield comparable results; an evaluation of different scaling approaches will be given
shortly.
A similar scaling was performed in Tunkelang (1994) to obtain normalized drawings on
which measurements such as the uniformity of edge lengths and the number of edge crossings
are performed. In Hachul (2005) (Chapter 6), the scaling satisfying the above relation is
performed at the postprocessing phase of the proposed algorithm.
In the following, we compare the effects of different scaling factors and propose the most
viable solution.
44

After applying the optimal scaling factor, the value of σn (β · X) is between zero and one. At a stationary
point of stress, β = 1. See Malone et al. (2002) for additional properties of stress at a stationary point.
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Scale Alignment Evaluation

Although the computation of the scale alignment factor satisfying (5.85) is linear, it is not
clear if it retains convergence properties imposed by the optimally scaled solution. In other
words, the application of the scaling factor induced by (5.85) might lead to a degenerate final
solution, or to an acceptable solution, but reached with a large number of iterations, thus
compromising the initially introduced savings. We will refer to the initialization obtained
by the scaling factor satisfying (5.85) as a normalized edge initialization (NEI), while the
optimally scaled initialization will be termed OSI. NEI (OSI) with CMDS/PivotMDS solution
will be termed NEI (OSI) CMDS/PivotMDS.
In order to evaluate the effect of NEI relative to OSI, we collect the stress values while
the following is satisfied,
σ(X [t] ) − σ(X [t+1] )
>  or (t < tm ) ,
σ(X [t] )

(5.86)

with t denoting the iteration number, tm denoting a minimum number of iterations performed,
and a threshold parameter . In addition, we impose the cutoff iteration number, tc , after
which the algorithm terminates. The setting tm = 20, tc = 30 and  = 10−3 is used.45
In Figure 5.10 we show sample plots accounting for the behavior of stress minimization
through iterations. Despite the initial lead of OSI, the NEI aligns with it relatively early,
while the iterative improvement is still distant from convergence.46 However, the use of NEI
may not be easily justified for graph qh882. The initial discrepancy is more significant, and
NEI needs three more iterations to converge.
Nevertheless, given the generally small difference in the final stress values (which often
do not account for a noticeable visual difference), NEI seems to be a viable alternative to
OSI. The benefits of NEI are expected to be particularly pronounced with large structures for
which the computation of OSI factor takes substantial time. Furthermore, the above results
suggest that with a stress minimization approach involving a fraction of the total distance
information (see Chapter 7), the NEI variant may also be used.47

5.4.3

Node Occlusion Removal

As already pointed out, occluding points in the initial layout of stress majorization may cause
problems. Namely, under certain conditions, the initial node occlusion cannot be resolved
during iterative refinement by stress majorization, hence with potentially less informative
final layout. Kearsley et al. (1998) observed that one of the arguments for favoring stress
over s-stress and strain optimization is that the latter two may exhibit coinciding points at
45
Note that the threshold value of  = 10−4 is frequently reported in the literature [see, e.g., Gansner et al.
(2004b)]. With the majorization approach at hand, however, improvements are visually hardly noticeable
relative to  = 10−3 variant. Nonetheless, the minimum number of iterations to be executed is imposed.
46
Note that each σn value of iteration t of OSI may be compared to σn value of iteration t + 1 of NEI;
this is due to the fact that NEI essentially saves an iteration given its O(n) complexity compared to O(n2 )
needed for OSI. From the plots from Figure 5.10 it may be observed that, except for the graph qh882, the
(t + 1)th iteration of NEI variant consistently exhibits lower σn values than the tth iteration of the OSI variant.
Therefore, given a fixed amount of time, the NEI variant will essentially yield better solution; this effect should
be particularly pronounced in early iterations.
47
The immediate neighbors, i.e., the edge set, is often a part of such sparse stress functions involving
a fraction of all available distance information. Therefore, the information necessary for computing NEI is
already included.
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Figure 5.10: Sample plots with σn values collected at the end of each DS iteration, wij = d−2
ij ,
i 6= j, initialized with CMDS result of different scale. Smaller plots comprise final σn values, scaled to
emphasize the difference.

168

Chapter 5

5.4. Effective Initialization to DS

local minimas (see Section 4.3.3 for a discussion on graph element occlusion occurring with
CMDS solution). Below we propose a solution to the problem of occluding points in the
initialization to stress majorization.
It has already been pointed out that the final output of stress majorization corresponds
to a stationary point that is often a local minima (Groenen, 1993) (Chapter 1), (Borg and
Groenen, 2005) (Chapter 8). de Leeuw (1984) proved in the so called Zero Distance Theorem that a locally minimal stress solution exhibits coordinate uniqueness, i.e., there are no
coinciding points, if wij dij > 0, ∀ i, j ∈ V .
Besides being an artifact of general CMDS, identical coordinate assignment to certain
nodes is an artifact often introduced with initialization by CMDS approximations (de Silva
and Tenenbaum, 2003; Brandes and Pich, 2006), that are preferred for large input stress
minimization. For instance, non-pivot nodes within the subtree being equally distant to the
associated root and possibly to pivots within the subtree, would have identical distances to
pivots, and later identical coordinates. A similar effect is observed with HDE (Harel and
Koren, 2002a). Given node occlusions in the final solution of stress minimization, the Zero
Distance Theorem implies that such a solution is not a local minimum.
The point overlap in case of identical available shortest-path distance information to other
points cannot be resolved during global 2DMA updates, and a preprocessing is therefore
needed. A simple approach is a random coordinate perturbation, i.e., adding a small randomly generated offset to each coordinate prior to minimization. A similar approach was
applied to the initialization of the Newton method-based algorithm for stress minimization
in Kearsley et al. (1998); placing a node x too close to already placed points was followed
by a position perturbation of x. In fact, the authors required that no inter-point distances
of the initialization are smaller than the smallest dissimilarity dij . Random perturbation of
node positions to avoid occlusions was also used with multi-level approaches to graph drawing
(Walshaw, 2000; Hu, 2005).
Another approach would be to use the LM approach (see Section 5.2.1) to remove the
overlaps in the first few iterations. Each node taking a new position is expected to propose the
best possible placement to other still intact nodes, hence with a potential of low stress value
at the end. Furthermore, by adopting a random visiting order involved with node updates,
the chance of achieving overlap-free configuration is higher. Figure 5.11 illustrates the effect;
by removing node occlusions from the initial layout, the final result of stress majorization is
more informative.
Table 5.1 shows results on a sample set exhibiting node occlusion problem with initialization, averaged over 10 iterations, and Figure 5.12 depicts a sample result. LM preprocessing
is performed in a single iteration immediately after the NEI CMDS solution is obtained, with
a random node visiting order and each node being displaced only once. As depicted, much of
the underlying information remains hidden without node overlap removal preprocessing.
Although layouts resulting from the LM as a preprocessing have lower σn values at the
end, the difference is hardly visually noticeable relative to the result obtained with a random
coordinate perturbation. Therefore, and due to ease of implementation, a random coordinate
perturbation is our method of choice.
Another degenerate initialization to stress majorization is the collinear embedding of
nodes, which was also observed by Kamada and Kawai (1989). With the proposed 2DMA
approach, the resulting node embedding would also be collinear (assuming infinite precision),
hence with the localized optimization approach to node occlusion removal being inappropriate here. A similar situation was also observed with a collinear initial node embedding for
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(a) Intact PivotMDS input

(b) 1 iteration of LM applied

Figure 5.11: DS layouts of cis graph (n =920, m =960), initialized with PivotMDS; k = 80 pivots.

normalized stress values
graph

k

plain

random perturbation

LM

1138bus
cis
qh882
btree10

100
100
n
n

0.0627775
0.116405
0.0497863
0.167255

0.0627209
0.112655
0.0487672
0.120326

0.0626972
0.112484
0.0487301
0.11998

Table 5.1: Sample σn values resulting from NEI CMDS/PivotMDS and different node occlusion
removal approaches. Number k corresponds to the number of pivots involved with PivotMDS.

(a) NEI CMDS

(b) NEI CMDS + Random Perturbation

(c) NEI CMDS + LM

Figure 5.12: DS layouts of graph qh882 with NEI CMDS and different node occlusion removal
approaches.
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Sammon mapping (Bernataviciene et al., 2006). In the context of force-directed methods
(see Section 5.7), Coleman and Parker (1996) address the issue during the layout process by
perturbing a randomly chosen node at each step, thus destroying the undesirable state.

5.5

Global Optimization

As is already noted, a characteristic of stress majorization is a search for a locally optimal
solution, many of which exist with non-Euclidean input data. Among these, the one with
the lowest stress value often communicates the most useful information about the underlying
structure.
In the following, we discuss the poor local minima problem in the context of graph drawing,
and identify an approach most suitable to deal with it.48 In fact, we study the effect of
optimization approaches that are tailored for the search of globally optimal solutions that are
expected to be visually the most pleasing. We start by discussing the traditional approaches to
global optimization, and review some notable graph drawing methods that effectively address
the issue of poor local optima. Then, a description of some notable approaches that are
specifically tailored for global optimization of stress is given. A comparison of the behavior of
described approaches utilized within stress majorization is presented at the end of the section,
and a proposal on the most effective approach is made.
Global optimization is of particular importance with majorization: Kearsley et al. (1998)
observed that stress majorization based on SMACOF tends to stop prematurely, hence with
potentially low quality layouts.49
A poor local optimum is particularly noticeable with inappropriate initialization on stress
majorization with weights emphasizing local details, e.g., wij = d−4
ij , ∀ i, j, i 6= j. Figure 5.13
demonstrates results on a sample graph. While in Figure 5.13(a) geometrically close parts of a
graph, otherwise distant graph-theoretically, have no repellent force that would split and keep
them apart, the splitting inherited from the DS-based initialization, Figure 5.13(b), leads to
a more informative layout.

5.5.1

Traditional Approaches

The non-trivial problem of global stress minimization has been subject to some of the traditional approaches from the field of numerical optimization, and these approaches are discussed
below. Before proceeding with a description of the evaluated approaches, some graph drawing
approaches that effectively avoid poor local minima are reviewed.
Given that the number of parameters involved in stress corresponds to the total number
of coordinates, it can be expected that the global optimization is (computationally) very hard
(Groenen, 1993) (Chapter 2).
In an attempt to find the optimal solution, the method of dimension reduction starts
with MDS analysis in high-dimensional space, gradually discarding the least informative dimensions (Borg and Groenen, 2005) (Chapter 13). However, the developments in global
optimization reduce the need for such a potentially expensive approach. A traditionally
adapted search for the globally optimal solution of stress is via the multi-start method –
48
Recall that, strictly speaking, the iterative majorization does not necessarily yield locally minimal solutions, and the term local minima corresponds to the final configuration.
49
Kearsley et al. (1998) address the premature stopping by employing a Newton method-based algorithm.
For an interesting observation reported by the authors, see Section 5.2.6.
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(b) DS (wij = d−2
ij ) initialization

(a) CMDS initialization

Figure 5.13: Different locally optimal DS solutions for 1138bus with wij = d−4
ij , i 6= j, resulting
from different initializations.

starting with several random configurations and selecting the one with the lowest stress value
(Mathar and Zilinskas, 1993; Groenen, 1993). In fact, Malone et al. (2002) have shown
that in case of the unweighted stress, wij = 1, ∀ i, j, i 6= j, the comparison can solely
be based on the (squared) distances: given two solutions X1 and X2 corresponding to stationary points of stress, ∇σ(X1 ) = ∇σ(X2 ) = 0, it holds that σ(X1 ) < σ(X2 ) if and only if
P
P
(1)
(1) 2
(2)
(2) 2
(1) and x(2) being coordinates corresponding
i < j kxi −xj k >
i < j kxi −xj k , with x
to rows of configurations X1 and X2 , respectively. This result from Malone et al. (2002) can
be easily generalized to a weighted stress model. Although often yielding satisfactory results
provided sufficient number of distinct locally minimal solutions, the method of multi-start is
computationally intensive, especially for large data sets.
Another traditional approach to tackle poor local minima is a pairwise position interchange; such methods belong to the class of the Locally Optimal Pairwise Interchange (LOPI)
strategies, (Groenen, 1993) (Chapter 2). The method of node position exchange was reviewed
by Chen (2004) (Chapter 3) as a global optimization involved with the approach from Kamada
and Kawai (1989). In addition, Basalaj (1999) uses such a heuristic with a Newton-method
minimization approach to incremental stress minimization, where points are added gradually
to a set of pre-embedded points, and the resulting layout is then refined. Namely, once a
newly added point settles, it is reflected over its closest neighbor; such position exchange is
accepted and prolonged if subsequent stress minimization yields lower value. The approach
has also been exploited more recently in Vera et al. (2007) with a stochastic optimization
approach to stress minimization, and in Lespinats et al. (2009) in the context of non-metric
scaling.
Moreover, application of an additional stochastic force to each node, decreasing through iterations, is found be effective for avoiding poor local minima of a stress-like function (Lespinats
et al., 2007).
Hybrid approaches combining local optimization phase with well-behaving stochastic global
optimization approaches were also explored. A (global) minimization approach alternating
172

Chapter 5

5.5. Global Optimization

between local optimization and a stochastic genetic type global optimization step was introduced in Mathar and Zilinskas (1993); such a hybrid approach to stress minimization relying
on majorization as a local optimization scheme was proposed in Mathar (1997). These genetic
algorithms employ numerical analogues to cross-over and mutation to a set of randomly initialized configurations. A solution with the lowest stress value among evolved configurations
appears to be superior to the one obtained by plain multi-start.
Other approaches for avoiding poor local minima, including some more sophisticated ones
were discussed and compared in Groenen (1993); Borg and Groenen (2005). In the context
of global optimization, the Manhattan metric was studied in Groenen et al. (1998); Zilinskas
and Zilinskas (2009, 2008). For a more extensive review of the related literature, see (France
and Carroll, 2011).
In the context of graph drawing by force-directed placement (see Section 5.7.2), poor locally
minimal results are effectively avoided by multi-level approaches introducing an evolving
structure associated with different coarsening scales, i.e., structures with smaller number of
graph elements (nodes and edges) that retain the global characteristic of the original structure
(Walshaw, 2000; Hadany and Harel, 2001; Harel and Koren, 2001; Hachul and Junger, 2004;
Archambault et al., 2007; Frishman and Tal, 2007). By capturing the global graph structure
at the coarsest level, often a good initialization is found that is refined by progressive addition
of nodes and edges belonging to less coarse structures until all graph elements take place in the
layout process. In the context of stress minimization, a similar multi-grid approach primarily
introduced for computational speedup also reduces the risk of convergence to a poor local
minimum (Bronstein et al., 2006e).
With stress minimization, similar incremental approach that first embeds a portion of the
whole configuration of points possibly capturing the global structure, with later arrangement
of successively larger portions, was shown to be effective for avoiding poor local minimum
(Cohen, 1997; Basalaj, 1999; Apostal and Szpankowski, 1999; Naud and Duch, 2000; Morrison
et al., 2002; Morrison and Chalmers, 2002; Jourdan and Melançon, 2004; Naud and Duch,
2002; Williams and Munzner, 2004; Trosset and Groenen, 2005; Naud, 2006; Karbauskaite
and Dzemyda, 2006; Lespinats et al., 2007; Ingram et al., 2009; Cao et al., 2010; Agarwal
et al., 2010a).
For instance, in the context of graph drawing, Cohen (1997) employed the incremental
arrangement where new points are initially placed near its two closest neighbors that have
already been embedded. For more efficient and effective arrangement, the author choses to
initially embed nodes that globally represent the structure, with new nodes being introduced
in an order that attempts to preserve the global representation of a graph.
To increase the chance of landing at a good local minima and for computational savings,
Kearsley et al. (1998) used an incremental approach to initialize stress minimization utilized in
a more general context. Basically, each newly introduced point is placed such that either stress
or s-stress with respect to already placed points is minimized. Interactive local-minimum
improvement by manual adjustment of objects was also considered (Buja and Swayne, 2002;
Broekens et al., 2006; Buja et al., 2008).
In the following, we account for an often utilized approach to global minimization. Besides
being the base of a graph drawing technique, the general approach was also effectively utilized
with stress minimization.
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Simulated Annealing
A frequently used stochastic approach to optimization is inspired by the physical concept of
simulated annealing (SA) (Kirkpatrick et al., 1983), used to obtain a stable low-temperature
state of some material. By slowly cooling a primarily heated crystalline solid, it is possible to
achieve the most regular crystal lattice structure corresponding to the minimum energy state.
A notable characteristic of this procedure is the acceptance of energy states higher than the
previous one; such uphill moves provide means to escape locally optimal solutions. Provided
a sufficiently slow cooling schedule, the final structure is the most superior one.
A graph drawing approach based on SA is due to Davidson and Harel (1996). This approach expresses a number of aesthetic criteria as part of the objective function which is
optimized by SA. The optimization typically starts from an initially random coordinate assignment, followed by a random movement of nodes that is limited by a controlling factor, the
cooling temperature. With displacement of each node, the change in the objective function is
evaluated; while a reduced value of the objective function indicates that the node displacement is accepted, an increased value merits acceptance only with a probability that depends
on the change in the objective function and the cooling temperature. Convergence of the
method is achieved by gradual decrease of the cooling temperature to zero.
Expressing the objective function via graph aesthetics was also part of the AGLO approach
(Coleman and Parker, 1996), basically combining the SA approach from Davidson and Harel
(1996) with the relative speed of the approach from Fruchterman and Reingold (1991). The
speed improvement over the SA of Davidson and Harel (1996) stems from utilization of
gradients of functions capturing aesthetic criteria, and not individual function values.50
The basic SA approach from Davidson and Harel (1996) was complemented with an objective of (non-adjacent) edge repulsion to yield aesthetic 3D layouts in Cruz and Twarog
(1996).
For stress minimization, SA-based approaches have been proposed in (Klock and Buhmann, 1997, 2000; Vera et al., 2007; Bae et al., 2010b; Andrecut, 2009), with reported local
minimum superiority relative to other optimization strategies initialized by random position
assignments. Vera et al. (2007) presented an SA approach to stress minimization in an arbitrary Minkowski metric. The optimization is performed by a probabilistic alternation between
two basic phases: a permutation phase corresponding to an exchange of positions of two randomly selected nodes, and a translation phase corresponding to a controlled displacement of a
randomly selected node. Despite higher-quality solutions, stochastic approaches are typically
slower than deterministic ones, and therefore prohibitive for large-scale problems.
The SA property to avoid poor local minima has been successfully integrated with the
speed of a deterministic optimization approach. Klock and Buhmann (2000) apply the annealing paradigm to the node-by-node update involved with the Sammon’s NLM, and achieve
good time/quality trade-off with the evaluated data sets. The approach seems to be a good
compromise between general SA (stochastic approach) and gradient descent (deterministic
approach).
An annealing-based optimization algorithm has been introduced in the context of iterative majorization, yielding superior local optimum results relative to plain SMACOF and
50
Note that, although the movement along the gradient is a movement in the downhill direction, it does not
necessarily mean that the objective function value will be decreased; the actual displacement is of a certain
step length and is not concerned if it results in an increase in the objective function value. This corresponds
to the SA characteristic of uphill movements.
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Figure 5.14: Smoothed distance function with  = 4. The blue line is for visual aid.

its Distance Smoothing variant on evaluated data sets (Bae et al., 2010b). While these approaches are briefly reviewed below, the approach due to Bae et al. (2010b) was considered
as an option in our evaluation of global optimizers of stress incorporated within majorization
(Section 5.5.5).

5.5.2

Distance Smoothing

Among the first approaches specifically tailored for stress minimization that avoids poor local
minima is the Distance Smoothing (DSM) approach due to Groenen et al. (1999b). The
idea behind the method is smoothing of the peaks of individual (i, j) pair error contributions,
since peaks introduce irregularities in the stress function. Peaks are smoothed by a distance
measure that replaces regular Euclidean distance in the stress function,

1/2
d
X
kxi − xj k = 
h2 (xip − xjp ) ,
p=1

where

(
h (q) =

1
2

· q 2 / + 21 
|q|

if
if

|q| < 
|q| ≥  ,

and p being a dimension iterate. The influence of smoothing is controlled via parameter
 ; larger  means more significant smoothing, while  = 0 means no smoothing, hence the
original Euclidean distance measure. Figure 5.14 depicts the smoothed distance function at
a particular value  = 4.
It is advisable to start stress minimization with some large  that gradually decreases
through iterations until reaching zero. From this point onwards, plain minimization should
be employed.
In the originating work from Groenen et al. (1999b), majorization was initialized by
random coordinate assignment, and DSM managed to recover the global optimum using
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multistart. While with a clear potential of global stress minimization, DSM was shown to be
inferior to Deterministic Annealing approach Bae et al. (2010b) discussed next.

5.5.3

Deterministic Annealing

As already pointed out, Simulated Annealing (SA) optimization approach is known not to
only accept a better solution proposed, but even a worse one, which is central for escaping
from poor local minima. To avoid the computational effort involved with the SA, Bae et al.
(2010b) proposed the use of Deterministic Annealing (DA) as an approximation to SA; the
DA approach was utilized within updates of SMACOF.
The experiments confirm the superiority of the method compared to the plain SMACOF
and its DSM variant in terms of output quality. Namely, the DA approach “exhibits the
high consistency due to less sensitivity to the initial configurations,” in contrast to the other
two approaches “which show high sensitivity to both the initial configurations and stopping
conditions” (Bae et al., 2010b). In terms of computational time, however, the DA approach
is inferior to SMACOF. For the full account on the method, see the original work.
In a nutshell, the associated stress variant is
X
2
σ
b=
wij · (dc
ij − kxi − xj k) ,
i<j

where dc
ij is defined as
(
√
d
−
T
·
2d
ij
dc
ij =
0

if dij > T ·
otherwise,

√

2d

with T denoting the cooling temperature with high initial values decreased in an exponential
fashion, Tk+1 = α · Tk , with k denoting the current iterate of T , and d being the output
dimensionality, d = 2. In order to avoid all zero distances, dc
ij = 0, ∀ i, j ∈ V , the initial T0
c
has to be chosen to yield at least one strictly positive dij .
It should be noted that the experiments from Bae et al. (2010b) considered random initialization with uniform weights, wij = 1, ∀ i, j ∈ V . In general, due to the down-weighted effect
of large distances responsible for coarse graph structure, the weighting scheme wij = d−2
ij
often used for graph drawing is more prone to poor local minima problems; furthermore, this
is more likely to happen with a poor initialization (see Figure 5.13).
The DA approach can be easily combined with our 2DMA (the iterative adjustment of
input distances is only needed), and is therefore compared to plain 2DMA NEI CMDS variant
in Section 5.5.5. As will be shown, the initial fit of large distances by DA leads to lowest
stress values.

5.5.4

The Tunneling Method

Perhaps the most sophisticated method for global stress optimization is the Tunneling Method
(TM) due to Groenen (1993). The method operates over the two steps:
• find the local mimimum of the stress function corresponding to configuration X ∗ ,
• find another configuration with the same stress value.
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The second step, minimization of the tunneling function, allows minimization from a different configuration, hence potentially leading to a better solution. For the definition of the
tunneling function and the majorization algorithm to minimize it, see Groenen (1993) (Chapter 3), and for a comparison of the TM with other approaches to global stress minimization,
see Groenen (1993) (Chapter 4).
Due to computational complexity of the additional minimization of the tunneling function, the overall time-quality trade-off is not expected to be substantially better than that
associated with less costly global optimization techniques such as DA. We therefore do not
consider TM in the following evaluation of global optimization approaches to stress.

5.5.5

Evaluation of Global Optimizers

Having described the approaches for global stress minimization, we are now ready to compare
the most notable ones in the context of graph drawing.
The experimental study from Brandes and Pich (2008) shows that the CMDS solution
capturing the global graph structure is a good initialization to stress minimization. Given
that the previously described global optimization strategies all assume random initialization,
it is not clear if they offer noticeable benefit with such clever initialization to stress minimization. Moreover, the studies are often based on SMACOF minimizing unweighted stress; our
evaluation is based on the 2DMA approach minimizing weighted stress.
Given that DA approach was recently identified as an effective optimization approach to
stress [yielding better results than the plain SMACOF and its Distance Smoothing variant
(Bae et al., 2010b)], and that it can be easily incorporated with 2DMA, we evaluate its
behavior against 2DMA with (adjusted) CMDS initialization. The evaluation is based on the
following settings.
The Plain approach corresponds to NEI CMDS with randomly perturbed coordinates
prior to stress majorization by 2DMA, with wij = d−2
ij , ∀ i, j. The scaling and coordinate
perturbation also apply with DA.
Parameters T0 = 1.0 and α = 0.55 were used with DA, with the decay Tk+1 = α·Tk taking
place at every 2nd iteration. The initial setting T0 = 1.0 and a more dramatic temperature
drop with α = 0.55 are due to clever initialization. The weighting scheme is based on the
unmodified input distances, wij = d−2
ij , ∀ i, j, i 6= j.
To remove the bias of different random coordinate perturbation preprocessing, identical
initialization and perturbations were subject to plain Plain and DA.51
In Figure 5.15 we show plots of σn values collected at the end of each iteration while the
criterion (5.86) was met.
A striking observation is that, except for qh882, the Plain approach initially yielded
lowest stress values, with DA aligning only later. Plain remains superior up to at least the
10th iteration, after which the DA approach shows tendency to prevail. The superiority of
DA at its terminating iteration holds for all graphs. For graphs dwt1005 and sw01, DA took
consecutive uphill moves, but managed to reach lower stress value at the end.
In general, the scale of final improvements introduced by DA is small relative to Plain
(compare the difference in final σn values relative to σn difference in early iterations). In fact,
the improvement is visually hardly noticeable for most of the structures.
51

Since DA initially sets small input distances to zero, it may be necessary to invoke a random node
perturbation once the imposed global optimization approach turns to plain optimization. This way, occlusions
potentially introduced during the global optimization phase will be removed.
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Figure 5.15: Evaluation of global optimization approaches on a set of graphs, wij = d−2
ij , ∀ i, j,
i 6= j, NEI CMDS used. Smaller plots comprise final σn values, scaled to emphasize the difference.
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(a) Plain optimization applied

(b) DA optimization applied

Figure 5.16: Final DS layouts of qh882 graph resulting from different global optimization strategies.

Due to the fact that lower stress values are often achieved in later iterations (hence
with improvements potentially compromised by a more relaxed termination criterion, or with
large graph drawing where each iteration takes substantial time) and the dependence of DA
on parametrization, the Plain is the method of our choice. Given generally small difference
in the final stress values resulting from the evaluated approaches, it is advisable to adopt the
plain 2DMA optimization with NEI CMDS (subject to random coordinate perturbation).
Despite the general observation on hardly noticeable visual difference in the resulting
layouts, Figure 5.16 depicts a sample layout where the best untangling effect is achieved with
DA (compare, e.g., the upper left branch and the lower central branches).

5.6

Constraints

Graph drawing is often subject to specific constraints; such constraints address node and/or
edge placement, and may lead to layouts that are visually quite different from the plain
(unconstrained) variant. This section discussed an approach to incorporate constraints in the
stress majorization; we first show the basic model and the utilized algorithmic procedure, and
then provide a sample application. Note that the constraint stress majorization is utilized
later in this thesis, e.g., in Chapter 8 in the context of visual emphasis, and in Chapter 9 in
the context of layout readability improvement.
An important feature of stress majorization is relatively easy introduction of certain constraints within the iterative update. The MDS literature recognizes two ways of imposing
constraints (Borg and Groenen, 2005):
• Strong constraints : Constraints are fully satisfied.
• Weak constraints : Deviation from the constrained solution is allowed. The approach
was introduced by Borg and Lingoes (1980) who exemplified the model with a constraint of point placement on a circumference. The idea was recently extended to graph
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drawing, i.e., radial layouts (Brandes and Pich, 2011b).
As noted in Pich (2009) (Chapter 4), a variety of graph drawing problems may be expressed
through the weakly constrained model, with constraints imposed via distances or weights:
• Clustered layouts : Imposing certain inter- and intra-cluster distances, with the possibility of adjusted distance fit via weights.
• Layered layouts : Node positioning is constrained to a set of parallel lines.
• Overlap removal : With varying size rectangular nodes, the node overlap may be removed by distance and weight adjustments (Gansner and Hu, 2009; Sallaberry et al.,
2010).
• Region emphasis : Certain graph regions are emphasized, either by restricting stress
minimization to a particular region, or by increasing the strength of the distance fit
within a specific region by appropriate weight adjustment.
• Layout within bounded regions : The layout is constrained to lie within the boundaries
of a certain region (e.g., a convex polygon).
• Disconnected graphs: Constraining the related but disconnected graph components to
lie close to each other.
For imposing constraints to graph drawings, see, e.g., Dwyer et al. (2006) for separation
constraint enforcing a minimum horizontal or vertical separation between selected pairs of
nodes, and Dwyer et al. (2009) where an algorithm tailored for dynamic layout that preserves
the topology is presented. While in the former the iterative stress majorization is adapted
to account for various constraints, the stress function is adapted [see (5.6)] but different
optimization approach is used in the latter.
We next describe the basic (weakly) constrained stress model and an algorithmic approach
imposing constraints via majorization. The approach is utilized with our DS adaptation to
region emphasis presented in Chapter 8.

5.6.1

Introducing Constraints

For the weakly constrained model, the general stress term is extended to allow for constraints
to be introduced,
(1 − α) · σD,W (X) + α · σD0 ,W 0 (X) ,
(5.87)
where D = (dij ) ∈ Rn×n , W = (wij ) ∈ Rn×n are distance and weight matrix from the
0 ) ∈ Rn×n are distance
unconstrained model, respectively, while D0 = (d0ij ) ∈ Rn×n , W 0 = (wij
and weight matrix from the constrained model, respectively. The interpolation parameter α =
[0, 1] controls the influence of the penalty term σD0 ,W 0 . The constraints are not considered if
α = 0, while with α = 1 the primary distances have no effect.52 Similar composite stress-based
function was also exploited in graph drawing, e.g., the model from Koren and Çivril (2009)
used to achieve node spread over a circular area, balanced with close geometric placement of
immediate neighbors.
52

The penalty parameter from the model (8.6) can be understood as an adaptation of the relation between
weights involved in the constrained and unconstrained model.
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Lead by the idea originally presented in Borg and Lingoes (1980), Pich (2009) (Chapter
4) adapted majorization to impose constraint. The new position of object i is calculated as

P

j6=i wij

xnew
← (1−α)·
i

· (xj + sij · (xi − xj ))
P
+α·
j6=i wij

0
j6=i wij

P



· xj +
P

s0ij


· (xi − xj )
, (5.88)

0
j6=i wij

where
(
sij =

dij
kxi −xj k

0

if

(

kxi − xj k > 0

;

otherwise.

s0ij

=

d0ij
kxi −xj k

0

if

kxi − xj k > 0

otherwise.

To avoid solutions where only constraints are satisfied, i.e., α = 1, the constraints can
be introduced in a controlled manner, with gradual increase of α. For the start, α0 = 0,
thus totally avoiding constraints; such solution is initialization for the one with the setting
0 < α1 < 1, which is itself used for the next setting with α1 < α2 < 1. The iteration
terminates after reaching αk = 1, k ∈ N+ , when the constraint is fully imposed, but the final
α could be α < 1, to account for possibly prevailing influence of the constraint.53
The gradual introduction of the constraint via α parameter preserves the characteristic of
the initial layout. Note that this solution is different from minimizing with α = 1 from the
beginning. Algorithm (5) summarizes the procedure. In Chapter 8 we show how this feature
is exploited for graph region emphasis.
Algorithm 5: Imposing a Weak Constraint via stress
0 ; initial
Input : Distances D = dij , D0 = d0ij , weights W = wij , W 0 = wij
configuration X 0 = [x1 , . . . , xn ]T ∈ Rn×d , iteration number k
Output: Final positions xi , i ∈ {1, . . . , n}
// gradual increase of α parameter
for α = 0, k1 , k2 , . . . , 1 do
for i ∈ {1, . . . , n} do
// for s◦ij ∈ {sij , s0ij } calculations
// if (kxi − xj k) > 0 then
// s◦ij ← d◦ij /kxi − xj k else s◦ij ← 0
xnew
← (1 − α) ·
i

P

j6=i

wij (xj +sij ·(xi −xj ))
P
j6=i wij

+α·

P

j6=i

0
wij
(xj +s0ij ·(xi −xj ))
P
0
j6=i wij

// new position assignment
for i ∈ {1, . . . , n} do
xi ← xnew
i

53

Note that the configuration update (5.88) does not correspond to stress majorization on 8.6; linear
interpolation of updates that correspond to stress majorization of individual stress functions is used to impose
constraints. Majorization approach on an extended stress function is discussed in Section 5.2.3.
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Sample Application
To demonstrate the effectiveness of the previously discussed approach, we provide a sample
transition from one model to another. Namely, the penalty term from (8.6) corresponds to
σc (X) =

X

(kxi − xj k − dc )2 ,

i<j

with dc denoting a fixed distance. The term is identical to a component of the binary stress
model from Koren and Çivril (2009).
Similar model was also explored in Buja and Swayne (2002) where the related problem
of circular drawings is termed indifferentiation. Namely, by applying power transformations
on input distance data, a (nearly equi-) distribution of points across the interior of a circle
was obtained with exponents smaller than one. This is attributed to data “pile up around
a positive value” (Buja and Swayne, 2002). Note that similar behavior may be observed
with adding a constant to distance data. In addition, the authors stated that uniformly
random input often leads to a circular configuration, and related “multiple local minimas
in the application of metric MDS to data sets that exhibit approximate indifferentiation”.54
Upper bounds on stress values in such cases were derived in de Leeuw and Stoop (1984). A
distance transformation aiming at smaller distance variation to counter excessive white space
in a tag cloud was presented in Adae et al. (2010). Basically, by increasing the indifferentiation
in input distances, a more uniform tag spread is achieved, hence with the white space utilized
more efficiently.
Since the configuration with identical pairwise distances is sought, the resulting layouts
often have nodes distributed over a circular area with increased density towards the edge
(circumference). To preserve some of the character of the unconstrained layout while still
imposing the constraint of circular appearance, we employ the procedure from Algorithm (5).
In Figure 5.17 we show the implications.
As depicted, the gradual introduction of the constraint preserves some of the character
of the contributing unconstrained term, still with the tendency to fill the circular area. In
Chapter 8 we present another application of weak constraints gradually imposed on the layout.

5.7

Related Methods

This section discusses graph drawing approaches that are closely related to DS. One of the
approaches is the force-directed placement, the adaptations and flexibility of which we review in greater detail. A graph drawing approach more directly exploiting weighted stress
minimization is reviewed at the end of this section.
Layouts produced by force-directed graph drawing approaches appear to be aesthetically
pleasing, because they rely on a physical model simulation. The general tendency is a close
geometrical placement of adjacent nodes, which translates to the minimization of the loss
function
X
kxu − xv k2 .
(u, v)∈E
54

In fact, the uniformly random input lead to circular layout with non-metric MDS, while “the metric
solution is a fuzzy version thereof ” (Buja and Swayne, 2002).
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P

. 
2
d
i,j ij n .

(c) Weak constraint, k = 4

Figure 5.17: Imposing constraints on graph 1138bus. Initialization: CMDS; constraint parameter, dc =

(a) No constraints, wij = d−2
ij
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Since the trivial solution of all nodes collapsing to a single point reduces the above sum to
zero, different proposals have been made to avoid such solutions. In the following, we review
an approach that solves the above issue.

5.7.1

Barycenter Layout

One of the first force-directed approaches to graph drawing is due to Tutte (1963). The
algorithm iteratively places nodes in the barycenter of their immediate neighbors, until a
stable state is reached. To prevent the trivial solution discussed above, a set of nodes V 0 ,
V 0 ⊂ V , is kept fixed through iterations, while the ideal distance between adjacent nodes is
zero. The loss function is defined as
X
X
kxu − xv k2 ,
v∈V \V 0 u∈N (v)

with a constraint of fixed positions for v ∈ V 0 . For an application of the method to facilitate
shortest-path computations, see Brandes et al. (2001).
Another method a solution of which can be computed by iterative placement of nodes in
the barycenter of their neighbors can be found in Koren (2003) (see Section 3.4.3); this method
is subject to constraints that also prevent node collapse at a single point. In addition, in
Section 4.5 we briefly reviewed an MST-based unfolding approach that also utilizes barycentric
placement of nodes.

5.7.2

Force-directed Layout

Perhaps the most widely used graph drawing approach is the force-directed placement. This
section reviews the basic approach, and then accounts for method adaptations aiming at
computational speedup and addressing different aesthetic criteria of the layout.
Central to the approach of force-directed placement is the simulation of the physical system
of rings (nodes) connected by springs (edges), each striving for certain ideal (non-zero) length.
The force exerted on each node v ∈ V is a combination of attractive forces of springs with
respect to adjacent nodes, fa (u, v), u ∈ N 1 (v), and repulsive forces with respect to all other
nodes fr (u, v), u ∈ V \{v}. Layout algorithms relying on such physical analogy are therefore
often referred to as the spring embedders. The spring analogy has been applied with MDS
in the context of dimensionality reduction (Chalmers, 1996; de Leeuw and Michailidis, 2000;
Lespinats et al., 2007; Becavin et al., 2011).
The resultant force exerted on each node v ∈ V is
X
X
fa (u, v) +
fr (u, v) .
u∈N 1 (v)

u∈V \{v}

Each node is moved in a controlled manner in a direction of the resultant force. This iterative
change may be a global configuration update (Fruchterman and Reingold, 1991), or a nodeby-node update (Frick et al., 1995).
Among the first to exploit the physical model properties was Eades (1984) who expressed
the following criteria leading to aesthetically pleasing layouts:
“all the edge lengths ought to be the same, and the layout should display as
much symmetry as possible.” (Eades, 1984)
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ij , ∀ i, j, i 6= j

(a) Force-directed layout

Figure 5.18: Different layouts of graph 1138bus.

Indeed, it has been shown by Eades and Lin (1997) that the general spring embedder can
display graph symmetry.
Note that the force paradigm can be utilized for stress minimization. In fact, Chalmers
(1996); de Leeuw and Michailidis (2000); Lespinats et al. (2007); Becavin et al. (2011) proposed the use of a force-directed approach to minimize stress-like functions, with forces proportional to distance fit residuals. In the context of graph drawing, Hu (2005) was among the
first to consider force-based approach for stress minimization [cf. the proposed coordinate
update with our convergent update from (5.22)].
The time complexity imposed by the calculation of attractive and repulsive forces is O(n2 ),
and approaches to reduce the computational complexity will be discussed in the following
section. For an experimental study on force-directed methods, see Brandenburg et al. (1996).
In Figure 5.18 we show layout produced with the GraphViz fdp package implementing a
force-directed variant from Fruchterman and Reingold (1991).55 Compared to the DS layout,
the force-directed layout leaves more white space (non-uniform node spread), and suffers
from highly non-uniform edge lengths. Note that, compared to the primary spring-embedder
of Eades (1984), the approach from Fruchterman and Reingold (1991) introduced various
heuristics for computation speedup that made the method scale to larger data sets.
In the following, we review some notable extensions of the force-directed model tailored
for speed and quality improvements. We note that, in general, such extensions are possible
with the stress model.
Speedup
A major drawback of the force-directed method is the underlying computational complexity,
O(m + n2 ), stemming from attractive and repulsive force calculation, and method dependency
on the initial layout. While only a brief overview of the developments is provided below, a
more detailed account on time and quality improvements will be given in Section 7.1.
General drawbacks of the method were tackled since the method’s origin. Fruchterman
55

GraphViz software is available at http://www.graphviz.org
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and Reingold (1991) considered omitting long-range repulsive forces, thereby reducing the
complexity of each iteration to expected O(n) time.56 Basically, by imposing a grid over the
layout, a direct repulsion on each node is calculated only from nodes in the surrounding grid
cells that are within a pre-specified radius from the node being considered; the repulsion of
more distant nodes is neglected since such nodes do not contribute much to node displacement.
This approach is referred to as the grid variant. A spatial subdivision approach reducing
the quadratic time complexity of the method to essentially O(n log n) was also employed in
Tunkelang (1998); Quigley and Eades (2001); Hu (2005). As opposed to the approach of
Fruchterman and Reingold (1991) which is criticized for distorted layouts due to cutoff of
long-range repulsive forces, the latter methods replace the effect of long-range repulsive forces
stemming from a large number of nodes by a smaller number of pseudo-nodes accumulating
the repulsion effect of the represented geometric region. This spatial subdivision approach
was utilized with graph drawing approaches relying on stress majorization in Koren and Çivril
(2009); Gansner et al. (2012); Khoury et al. (2012).
The dynamic parameter spring modeling algorithm (DPSMA) of Liu et al. (2001) employs
dynamical change of parameters associated with attractive and repulsive force exerted on each
node in order to speed up the calculations. The primary goal of DPSMA is a fast computation
of a semi-stable layout which serves as a basis for layout editing. The DPSMA utilizes the
concept of shortest-path distances to determine the expected node position, hence reminiscent
to the DS approach to graph drawing.
Among the first to employ a heuristic for convergence speedup of the force-directed placement was Forbes (1987). Besides the stability improvement of the method,57 the author
proposed prolonging the movement of nodes that appear to have a smooth trajectory captured during several basic iterations; relative to the basic method, the overall convergence
speedup was by a factor of three to four. However, as with our approach, the parametrization
involved might compromise the benefits.
With the GEM algorithm (Frick et al., 1995), the introduction of an additional barycentric
force to the basic method resulted in a convergence speedup up to 30%. Moreover, penalizing
node oscillations and rotations and granting extended movements to nodes moving consistently in a certain direction additionally improved the convergence speed of GEM; the use of
randomization with node update ordering helped escaping poor local minima.
An initialization method that decreases the number of iterations subsequently needed by
the force-directed placement was presented in Mutton and Rodgers (2002). The first stage of
the initialization (originally assuming 3D space) is reminiscent to DS; nodes are visited in an
arbitrary order, and placed at the barycenter determined by placement proposals of adjacent
nodes. While this phase thus runs in O(m), the second phase in linear in n, as it assigns
positions to nodes to achieve pre-specified minimum node separation.
Good quality layouts are often obtained with graph coarsening which forms a basis for a
multi-level (multi-scale) approach with evolving graphs (Walshaw, 2000; Hachul and Junger,
2004; Gajer et al., 2001; Hu, 2005; Frishman and Tal, 2007). Basically, structures with a
smaller number of graph elements (nodes and edges) that retain the global characteristics of
the original structure are generated first and details are gradually introduced in the layout
process starting with the coarsest scale and progressing towards the finest one (the original
56
As is pointed out in Fruchterman and Reingold (1991), the improvement of the asymptotic complexity
per iteration highly depends on the node spread.
57
The stability improvement of the force-directed placement presented in Forbes (1987) basically limits the
repulsion between nodes.
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graph). Note that the process of coarsening and incremental solving was utilized in the
context of stress minimization, offering significant speedup relative to other conventional
MDS methods (e.g., SMACOF) (Bronstein et al., 2006e,d).
Besides a computational speedup, an appealing property of the multi-level approaches is
preventing poor local-minima solutions by capturing the coarse graph structure, later often
only locally improved. An experimental evaluation on multi-level layout methods is reported
in Bartel et al. (2011).58 The multi-level approaches will be accounted for in greater detail in
Section 7.1.
Parallel computation was also exploited for the force-directed layout in Mueller et al.
(2006); Tikhonova and Ma (2008). Complementing a multi-level approach to graph drawing
by a GPU implementation was done by Frishman and Tal (2007) who managed to combine advantages of force-directed placement and that of energy-based layout (to be discussed
shortly).
In the following section, a brief overview of some notable developments exploiting the
flexibility of the basic force-directed model is provided. While some approaches address the
drawbacks of the general method, others are extending the use of the method for various
purposes.
Flexibility and Adaptations
The flexibility of force-directed methods has been often exploited for refinements leading to
increased layout readability. The readability issue of force-directed layouts on certain graph
structures is discussed in Section 5.3.1, where several attempts to solve the problem are
reviewed.
Besides being motivated by the observed general drawbacks of the basic model, the adaptations of force-directed approaches are also motivated by results of experimental studies on
layout aesthetics. Namely, a priority of aesthetics is experimentally established, and the highest priority aesthetics are subsequently considered within the force-directed placement. For
instance, the study from Huang and Huang (2010) declared the edge crossing angle as a highpriority aesthetics, and an extension of force-directed method aiming at crossing angles of π/2
was presented in Eades et al. (2010). In addition, an observation that node angular resolution
optimization is a high-priority aesthetic (Huang et al., 2010, 2011), lead to a further model
extension in Huang et al. (2010), which also affected other aesthetics positively.59 While the
extension accounting for the edge crossing angle adjusts pairs of nodes being endpoints of
edges crossing at angles largely deviating from π/2, the extension aiming at increased node
angular resolution is based on repulsion between nodes with edges forming small angles at a
common node.
More extensive account on the adaptation of force-directed graph drawing algorithms that
address specific aesthetics will be given in Chapter 9, Section 9.1.
One of the drawbacks of the force-directed method is the warping effect (sometimes referred to as the peripheral effect) meaning that nodes at the layout periphery are closer to each
other then those residing in the center. The peripheral node grouping is attributed to strong
long-range repulsive forces that decay slowly as distance increases. A solution addressing the
58
The coarsening process involving utilizations of coarser-scale solutions for finer structures was also successfully employed with the spectral graph drawing by Koren et al. (2003).
59
The node angular resolution corresponds to the smallest angle formed by any two edges incidents at a
common node.

187

5.7. Related Methods

Chapter 5

problem during the layout process by decreasing the effect of long-range repulsive forces is
given in (Hu, 2005). A postprocessing of an existing force-directed layout exhibiting warping
effects can be found in (Hu and Koren, 2009). Further details on approaches addressing the
warping effect will be given in Section 9.8.
Other adaptations considering, for instance, node-edge proximity to improve graph readability while still only retaining the initial edge crossing were explored in Bertault (2000);
improvements to the basic approach involving computation speedup and quality improvement
are reported in Simonetto et al. (2011). An extension of the general force-directed model to
incident edge-edge repulsion aiming at increased node angular resolution was reported in Lin
and Yen (2005). Besides the basic attractive force between adjacent nodes, repulsive force is
applied between nodes with edges forming small angles at a common node. To prevent node
overlap, the authors propose a hybrid approach that introduces repulsive forces between all
node pairs, as in the original force-directed approach.
A model adaptation aiming at a more uniform node spread, but still with similarity to
the initial layout was proposed in (Lyons, 1996). In Section 9.8 we provide a more extensive
account on this approach.
The general flexibility of the underlying model has recently been exploited for distributed
social graph embedding in (Kermarrec et al., 2011). For the method application to sensor
localization, see (Priyantha et al., 2003).
Adaptations of the general force-directed method tailored for drawing graphs with nonuniform, usually rectangularly shaped nodes without node overlaps can be found in Wang and
Miyamoto (1995); Li et al. (2005). While the basic adaptation of the attractive and repulsive
forces is considered in the former, a variant aiming at node overlap removal presented in the
latter still preserves the orthogonal ordering of the initial layout (i.e., nodes above, below,
to the left and to right of a particular node in the initial layout will remain above, below,
to the left and to right of that particular node in the final layout, respectively). Besides the
node-overlap removal approach, Wang and Miyamoto (1995) presented a divide and conquer
approach to force-directed graph drawing that splits the base graph into a number of disjoint
subgraphs, draws each subgraph, and combines separate drawings to obtain the final layout.
The base-model extension with virtual (dummy) nodes introducing additional forces is
also possible. While Huang and Eades (1998) used them for interactive clustering, Frick
et al. (1995) introduced a barycentric force (i.e., a force pulling nodes to the barycenter of
the drawing) with the aim of convergence acceleration, but also to prevent loosely connected
or disconnected graph components from drifting far apart. Ma (2001) (Chapter 3), on the
other hand, used dummy edges to connect disconnected graph components and consequently
achieve more uniform node distribution with a force-directed approach.
A force-directed paradigm was used to reduce the clutter in the graph drawing by edge
bundling where a number of edges is bundled together into a single edge (Holten and Van Wijk,
2009). Basically, attractive forces are applied between subdivison points of edges declared as
good candidates for a bundle, and subdivision points are iteratively displaced.
Extension of the basic force-directed model to high-dimensional drawings that are further
mapped to 2D or 3D space, were also explored. Force-directed graph drawing in 3D can
be found in Fruchterman and Reingold (1991), while a method applicable to 2D and 3D
mappings from arbitrary high-dimensional space is given in (Gajer et al., 2001). A notable
extension of the GEM algorithm to 3D space allows a fast and interactive representation of
graphs with nodes having different shapes and sizes (Bruss and Frick, 1996).
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Energy-based Layout

The aim of input distance fit has also been proposed for graph drawing. An approach utilizing
shortest-path distances to govern node placement is known as the energy-based layout. As will
be shown, this approach utilizes weighted stress minimization. Below we discuss the most
notable energy-based layout approach, and account for the proposed adaptations of the basic
method.
An interpretation of node proximity via graph-theoretic distances was used by Kamada
and Kawai (1989). The objective function is therefore weighted stress, but the optimization
approach is different from majorization, and is a Newton-Raphson variant restricted to a single
node movement at the time. The weight of shortest-path distance fit is inversely proportional
to the square of its magnitude, wij = d−2
ij , ∀ i, j ∈ V , i 6= j.
For the position update, the algorithm selects a node with the largest error contribution,
while all the other nodes are kept fixed. A heuristic applied to avoid poor local minima
with the Newton-Raphson node-by-node update is a position exchange of a node exhibiting
local convergence with some other node, e.g., its closest neighbor (Chen, 2004) (Chapter
3), (Basalaj, 1999).
While the underlying optimization does not necessarily yield a layout with non-increasing
stress value with each node movement (Gansner et al., 2004b); (Ylinen, 2003) (Chapter 5), a
localized minimization by majorization (i.e., node-by-node movement) reduces the stress value
with each node movement, until convergence (Gansner et al., 2004b; Agarwal et al., 2010b).
This localized minimization approach to stress minimization was also used in Brandes and
Pich (2008), and we extend the idea for computational speedup in Section 6.2.1.
In general, all the extensions and adaptations of force-directed (spring) algorithms are
applicable with the energy-based method. For instance, multi-level approaches based on the
Kamada-Kawai approach are given in Hadany and Harel (2001); Harel and Koren (2001); a
3D graph layout algorithm relying on the Kamada-Kawai model is given in Kumar and Fowler
(1994).
Besides improvements to the basic Kamada-Kawai approach to drawing graphs with highly
non-uniform degree distribution (discussed in Sections 5.1.2, 5.3.2), further improvements of
the basic method were proposed. In fact, Ylinen (2003) (Chapter 5) proposes (i) a more
effective termination criterion based on an average value of recent node displacements, and
(ii) an approach to selecting a node to be updated to avoid non-convergent behavior of
the method. Further developments of Ylinen (2003) were discussed in Sections 5.1.2, 5.3.2.
An efficient implementation of the Kamada-Kawai algorithm was used in the experimental
study of Brandenburg et al. (1996), later also used in Harel and Koren (2001). Besides a
more efficient approach for the extraction of the node with the largest error contribution, the
termination is based on a predefined number of iterations. For an additional speedup, the
authors propose a node visit in an order, not necessarily determined by the error contribution.
More recently, Kamada-Kawai approach was utilized for visualization of clustered structures to remove the visual clutter often present in the visualization of a complete graph (Shi
et al., 2009). Besides the adaptation of the basic Kamada-Kawai approach to recursive clustered graph layout, Shi et al. (2009) extend the basic model with the stabilizing term used
to maintain visual momentum between consecutive graph layouts. The resulting method is
therefore dubbed Stable Kamada-Kawai layout algorithm for Clustered graph (SKK-C).
Models combining the advantages inherent to both force-directed and energy-based layout
methods have also been reported. Harel and Koren (2002b) utilize the energy-based layout
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(the Kamada-Kawai method) to efficiently and effectively achieve a global layout of a weighted
graph, which is further locally adjusted by a (modified) force-directed placement to account for
constraints such as node-node and node-edge overlap removal. The Kamada-Kawai method
has been used in the multi-level graph layout due to Frishman and Tal (2007) to achieve a
reasonably good global structure and reduce the result dependency on initialization. The
layout is further subject to refinement by a fast force-directed method. Furthermore, the
authors provide details of a GPU implementation of this multi-level algorithm that combines
advantages of the two methods.
While force-directed methods take O(m + n2 ) time for attractive- and repulsive-force
calculation, the running time of the traditional Kamada-Kawai approach is hard to express via
n and m only given the underlying iterative stress minimization approach [see Ylinen (2003)
(Chapter 4) for the runtime analysis]. However, the stress minimization is dominated by the
calculation of graph-theoretic distances, hence with the overall time complexity of O(nm+n2 )
in case BFS is used. Furthermore, the Kamada-Kawai approach requires additional Θ(n2 )
memory to store such distances. Despite the additional overhead, Brandenburg et al. (1996)
concludes that the Kamada-Kawai approach is to be preferred over the basic force-directed
model. A conclusion from a more recent experimental study on distance-based graph drawing
from Brandes and Pich (2008) is that, given a goal to represent distances well in a graph, the
approach relying on stress minimization initialized by a CMDS solution (or its approximation)
is to be preferred over force-directed approaches.
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Efficient stress Minimization
Although generally yielding visually pleasing layouts, the application of Distance Scaling to
large graph drawing is prohibitive given its quadratic time and space complexities. Furthermore, the complexity issue becomes even more pronounced with iterative stress majorization
approach : not only the complexity associated with each iteration counts, but also the convergence rate of the iterative refinement.
To allow stress majorization to reach the final solution earlier, effort should be made
towards acceleration of its convergence. Furthermore, given that each iteration considers
displacement of all nodes within a configuration, reducing the number of points considered
for displacement should also allow for earlier termination. In this chapter we propose two
approaches aiming at a more efficient stress minimization. First, we propose the use of convergence acceleration approaches that reduce the number of iterations needed for the convergence of stress majorization.1 Our second proposal extends the Localized Minimization with
heuristics that allow faster convergence to a good quality solution. This approach achieves
the saving by abandoning displacement of certain nodes, and is complemented with a heuristic that accelerates convergence of the iterative refinement. The proposed approaches allow
Distance Scaling to more quickly achieve good quality layouts of large graphs.

6.1

Convergence Acceleration

Given the iterative refinement associated with stress majorization, the number of iterations
needed to reach a stable state is an important issue. The effect becomes particularly pronounced with large graph drawing where a single iteration takes substantial amount of time;
with such structures, it is desirable for the stable state to be reached relatively early. This
section addresses the convergence of stress majorization. We show that, when assisted by
some established convergence accelerators, the stress majorization can be performed faster,
hence allowing for processing of larger data sets.
Our discussion first considers the application of an acceleration approach that considers
two consecutive iterates, and that was already shown to accelerate SMACOF. A more sophisticated vector series acceleration approach is discussed next, along with a review of proposal
on its efficient implementation that we used. After evaluating this convergence acceleration
approach on a set of graphs, we proceed with the application of another notable vector series
1

Note that the complexity of each iteration is not affected by convergence acceleration, only the number of
iterations needed for convergence.

191

6.1. Convergence Acceleration

Chapter 6

acceleration approach. Comparison of the two discussed approaches is given in Section 6.1.5,
along with the proposal on the method of choice.
Since the stress majorization iteratively produces vectors with decreasing relative change
as the local minima is approached, methods accelerating the convergence of vector sequence
generation should accelerate majorization. It has been shown by de Leeuw (1988) that stress
majorization by SMACOF has a linear convergence to the solution Z, i.e., there exists a
number µ ∈ (0, 1) such that,
kx0k+1 − Zk
= µ,
k→∞ kx0k − Zkq
lim

q = 1,

(6.1)

where x0k denotes the iteration k vector. The proof of de Leeuw (1988) makes use of the fact
that for usable data, no points can coincide at a local minimum.
Other algorithms for stress minimization involving second-order derivative information
(e.g., the Newton’s method) were proposed in Kearsley et al. (1998) to achieve fast quadratic
convergence [i.e., q = 2, µ > 0, as parameters to (6.1)]. For an extremely large n, however,
the time and space complexities of the Newton’s method become prohibitive (basically, the
computation and storage of the Hessian, which is a matrix of second-order derivatives). The
study from Kearsley et al. (1998) concludes that, although SMACOF has a general tendency
to stop prematurely, it has features favorably suited for large-scale processing.
Below we explore techniques leading to faster convergence of stress majorization, thus
making the method more suitable for large data sets.
Acceleration approaches from Sidi et al. (1986); Varadhan and Roland (2004); Roland et al.
(2007) appear to be promising for iterative algorithms associated with a vector sequence. For
instance, convergence acceleration has been studied in the context of PageRank computations
(Sidi, 2008; Kamvar et al., 2004), but it has also been applied for vector sequences related to
MDS problems (Rosman et al., 2008; de Leeuw, 2008a,b).

6.1.1

Vector Extrapolation

One naturally exploited acceleration approach is basically predicting the next iterate based
on previously generated ones. In the context of iterative majorization, de Leeuw and Heiser
(1980) propose an update formula to avoid slow convergence involved with steepest descent
optimizations near the point of local minima. We first consider this simple acceleration approach, the relaxed update, and establish a formal relation between DMA and 2DMA updating
rules in the context of relaxed update. Furthermore, we derive bounds on a parameter within
which the application of such acceleration approach to 2DMA retains convergence properties.
Before proceeding with a more sophisticated vector extrapolation approach to convergence
acceleration, we demonstrate the benefits of the relaxed update scheme applied with 2DMA.
Relaxed Update
Acceleration of convergence of stress majorization has been considered along with the main
algorithmic developments. de Leeuw and Heiser (1980); de Leeuw (1993) have shown that
the Guttman majorization (GMA) approach to stress minimization (SMACOF) retains convergence property with relaxed update (RU),
∗
et ,
Xt+1
← (1 − ϕ) · Xt + ϕ · X
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et being a SMACOF update of Xt , for 0 < ϕ ≤ 2. 2 By linear interpolation of Xt and X
et ,
with X
∗
et in the subsequent iterative majorization.
a new iterate Xt+1 is formed that takes place of X
For an extension of the proof to general Minkowski distances, see Groenen et al. (1995).
It is important not to confuse JOR and SOR relaxed update schemes (5.30) with (6.2).
While such schemes are applied on a linear system of the form Ax = b, with unknown x ∈ Rn
and some A ∈ Rn×n , with b ∈ Rn being fixed during iteration, the relaxed updated scheme
(6.2) involved with stress minimization is based on b that changes during iterations. However,
we utilize bounds on JOR applied to the linear system associated with 2DMA to establish
bounds on ϕ parameter associated with 2DMA with RU.
The relation between DMA and 2DMA established through the concept of relaxed updates
is provided next.
Lemma 6.1. Majorizing stress by 2DMA corresponds to a relaxed update variant of majorizing stress by DMA, with the parameter ϕ = 2.
Proof. With the DMA update (5.70), rewritten for convenience,
Xt+1 ← Xt +

1
· D−1 [B(Xt ) − V ]Xt ,
2

∗
et takes form
← (1 − ϕ) · Xt + ϕ · X
the relaxed update Xt+1
∗
Xt+1
← Xt +

ϕ
· D−1 [B(Xt ) − V ]Xt ,
2

(6.3)

thus written only in terms of Xt . Given (5.72), the 2DMA update corresponds to the relaxed
update of DMA, (6.2), with ϕ = 2.
In case of 2DMA as a basic minimizer, the expected convergent range is 0 < ϕ ≤ 1. In
fact, this can be proved analytically.
Theorem 6.2. Let V denote a weighted Laplacian of a complete graph, with individual entries
(5.12), and let B(Y ) for some Y be defined as in (5.13). Furthermore, let Xk denote the k th
Jacobi iterate on the linear system
V X = B(Y )Y ,

(6.4)

with exact solution X̄. Given an arbitrary initialization, each iterate
∗
Xk+1
← (1 − ϕ) · Xk + ϕ · Xk+1 ,

(6.5)

∗ , Y ), i.e., τ (X ∗ , Y ) <
with 0 < ϕ ≤ 1, is associated with decreasing values of τ (Xk+1
k+1
∗
∗
τ (Xk , Y ). The equality τ (Xk+1 , Y ) = τ (Xk , Y ) holds at a converged solution, X̄ = Xk+1
=
3
Xk+1 = Xk .

The proof follow closely the procedure used for proving Theorem 5.24; in fact, the 2DMA
update involved in Theorem 5.24 is a special case of the relaxed update with ϕ = 1.
2

In fact, while the update (6.2) with 0 < ϕ < 2 yields a guaranteed decrease in stress until convergence to
its stationary point, update with ϕ = 2 may yield oscillation.
3
∗
Note that the sequence τ (Xk+1
, Y ) ≤ τ (Xk , Y ) accounts for the proof of convergence to the solution X̄
of V X = B(Y )Y , with the update rule (6.5). The update reduces the value of the MF until it reaches a local
minimum which is a global minimum of a convex function τ (X, Y ); a global minimum of τ (X, Y ) is a solution
to V X = B(Y )Y .

193

6.1. Convergence Acceleration

Chapter 6

∗
Proof. Let Jacobi iteration changes be defined as ∆Xk = Xk+1 − Xk and ∆∗ Xk = Xk+1
− Xk ,
the exact solution to (6.4) as X̄, and the iteration error as Ek = X̄ − Xk . For simplicity, let
B = B(Y )Y ∈ Rn×d .
Following the expression (5.45), it holds that
∗
∆∗ Xk = Xk+1
− Xk

= ϕ · (Xk+1 − Xk ) = ϕ · ∆Xk
= ϕ · D−1 V Ek .

(6.6)

∗
By using Xk+1
= Xk + ∆∗ Xk , and after following manipulations similar to those involved
∗ , Y ) can be expressed as
with the proof of Theorem (5.24), the function τ (Xk+1

∗
τ (Xk+1
, Y ) = tr (∆∗ Xk )T V ∆∗ Xk − 2 tr(EkT V ∆∗ Xk ) + τ (Xk , Y ) .
∗
After applying (6.6), the difference in values of the MF at Xk+1
and Xk becomes

∗
τ (Xk+1
, Y ) − τ (Xk , Y ) = ϕ2 · tr ∆XkT V ∆Xk − 2ϕ · tr(EkT V ∆Xk ) ,

which, after substitution Gk = D−1/2 V Ek , yields
h
i 

1
1
∗
, Y ) − τ (Xk , Y ) = tr GTk ϕ2 · D− /2 V D− /2 − 2ϕ · I Gk .
τ (Xk+1
∗ , Y ) − τ (X , Y ) < 0, we now aim to prove that
To prove τ (Xk+1
k

ϕ2 · D− /2 V D− /2 − 2ϕ · I ,
1

1

is negative definite, which is equivalent to proving the positive definiteness of
K = 2ϕ · I − ϕ2 · D− /2 V D− /2 .
1

1

Since K is a symmetric matrix, we may analyze its spectrum, which, if exclusively positive,
implies that K is positive definite.
Given that the spectrum of D−1/2 V D−1/2 is within the range [0, 2) (V is a Laplacian of a
complete graph, see Corollary 5.14), the relaxation parameter ϕ should satisfy
2ϕ − ϕ2 · [0, 2) > 0 ,
hence within the range 0 < ϕ ≤ 1.
∗
Clearly, for ϕ = 0, the value of MF does not increase since Xk+1
= Xk ; for ϕ = 1, the
updating becomes regular 2DMA. In case of converged iterations, X̄ = Xk+1 = Xk , the value
∗ .
of the MF remains the same, X̄ = Xk+1
Corollary 6.3. Given a relaxation parameter 0 < ϕ ≤ 1, the relaxed update (6.2) in the
context of 2DMA, yields a non-increase in the stress value.
Proof. The proof follow immediately from the above theorem, with the note that a 2DMA
iteration corresponds to a single relaxed update initialized with the previously found ma[t]
[t]
jorization iterate,
Laplacian V , i.e.,
 i.e., the initial value is τ (X , X ). Given arbitrary
1/2
1/2
−
−
λ D
VD
∈ [0, 2], from Theorem 6.2 it follows that τ (X [t+1] , X [t] ) ≤ τ (X [t] , X [t] ),
with X [t+1] obtained by (6.2) with 0 < ϕ ≤ 1, the sandwich inequality,
σ(X [t+1] ) ≤ τ (X [t+1] , X [t] ) ≤ τ (X [t] , X [t] ) = σ(X [t] ) ,
holds. Therefore, the associated stress values of the sequence are non-increasing.
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In fact, a decrease in stress until convergence is guaranteed with V (irreducible W assumed) not corresponding to a Laplacian of a bipartite graph for 0 < ϕ ≤ 1; for arbitrary V ,
such range is 0 < ϕ < 1.
The above observation on the RU parameter bounds imply that the safe bound with DMA
is 0 < ϕ ≤ 2; given that τ (X, Y )GM A ≤ τ (X, Y )DM A , with equality for X = Y , this complies
with the safe parameter with SMACOF. For ϕ = 2, oscillations may occur with both DMA
and SMACOF.4
Although an approximation of the optimal ϕ in the context of SMACOF was derived by
de Leeuw (1993), the number of iterations was approximately halved with the more economical setting ϕ = 2. This relatively simple procedure has a drawback of potentially oscillating
iterations, which is resolved in Groenen (1993) (Chapter 5); Groenen et al. (1999a), by applying the optimal scaling, (5.83), after the update. Absence of the appropriate scaling in the
available implementation of SMACOF used in the experimental evaluation of Kearsley et al.
(1998) was suspect to be the reason for more modest improvements with RU relative to plain
SMACOF.
Although without a guaranteed convergence of 2DMA with RU using the range 0 < ϕ ≤ 2,
our experience shows that for ϕ = 2, the 2DMA RU variant yielded non-increasing stress
values. Given that the computation of the optimal scaling factor takes O(n2 ) time (see
Section 5.4.1), we refrain to use it with 2DMA RU. With the data set at hand, no oscillations
occurred.
Since more significant convergence rate improvements introduced with RU relative to the
plain 2DMA were noticeable in early iterations, we opt to apply RU with 2DMA during the
first s iterations. In our setting, s = 10. Figure 6.1 shows σn plots for a set of graphs, with
σn values collected after every iteration until convergence, i.e.,
σn (X [t] ) − σ(X [t+1] )
<,
σ(X [t] )
with  = 10−3 . With the parameter ϕ = 2, the RU variant converged faster, hence with
justified modest computational effort associated with it.
Note that the relaxation parameter also plays a role in a more general gradient descent
approach. Barzilai and Borwein (1988) noted that the poor behavior of gradient descent
approaches cannot be entirely attributed to the choice of the search direction, but also to
the choice of the step-size. Therefore, the authors propose a gradient descent variant that
appears to outperform the plain approach. Motivated by a similar observation, Raydan and
Svaiter (2002) employed relaxation parameters with the basic gradient descent method of the
form (5.25). Applied as an optimizer of the quadratic function
1
f (x) = xT Ax − bT x ,
2
for a symmetric positive definite A ∈ Rn×n , b ∈ Rn , the update becomes
xt+1 = xt − θt · αt · ∇f (x) ,
4

(6.7)

The relaxed update was also considered with stress majorization by node-by-node update in Groenen
(1993) (Chapter 4). However, details on the actual update procedure are not provided.
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Figure 6.1: Plots of σn values collected at the end of each iteration for a set of graphs; NEI CMDS
used. The relaxed update is used up to 10th iteration. Smaller plots comprise final σn values, scaled
to emphasize the difference.
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with the optimal step-length (the step-length that yields the highest decrease of the function
t T rt
f (x) along the direction −∇f (x), with respect to the current iterate xt ), αk = (r(rt ))T Ar
t,
t
and r = ∇f (xt ) = Axt − b. Experiments from Raydan and Svaiter (2002) indicate that
by sampling θt randomly during the optimization process from the interval θt ∈ [0, 2] indeed
yields superior results relative to the basic scheme with fixed θt = 1, ∀ t. The resulting method
is often referred to as the randomly relaxed Cauchy method, since the gradient descent method
t T rt
with the optimal step-length αk = (r(rt ))T Ar
t is referred to as the Cauchy method. In Section
6.1.4 we discuss further developments related to the work of Barzilai and Borwein (1988);
Raydan and Svaiter (2002).
The above scheme suggests a majorization approach obtained by randomly sampling the
relaxation parameter ϕ from (0, 1] during iterations of 2DMA update to possibly improve
upon the basic 2DMA; however, we did not consider such approach.
Note that the relaxed update form (6.2) considers an iterate X [t] and its first update
[t+1]
X
. A variant dubbed the three point relaxation considers the second update X [t+2] ,
and was proposed for SMACOF acceleration by de Leeuw (2008a) along with alternative
accelerators. The acceleration of stress majorization via most widely used series acceleration
techniques such as the Aitken’s ∆2 process and the related Steffensen’s method (Nievergelt,
1991) was proposed by de Leeuw (1993).
Convergence acceleration relying on a heuristic extrapolating the next point movement
from several previous movements was successfully utilized in the context of force-directed
placement in Forbes (1987). A smooth curve defined by several consecutive point placements
is a good indicator that the following step will be in a similar direction (further account on
such approach will be given in Section 6.2.3).
In what follows, a more complex acceleration approach relying on a combination of consecutive iterates to predict the final solution is studied in the context of stress majorization.
For a description and comparison of some series accelerators, see Smith et al. (1987).
Vector Extrapolation
More sophisticated schemes for vector series acceleration by extrapolation have been developed. Such methods allow for extrapolation from a larger number of consecutive iterates.
Among Vector Extrapolation (VE) approaches, we focus on Minimal Polynomial Extrapolation (MPE) (Cabay and Jackson, 1976) and Reduced Rank Extrapolation (RRE) (Mes̆ina,
1977), that have been shown to work well with SMACOF (Rosman et al., 2008).
Our discussion begins with a brief derivation of the basic methods, followed by a review
of a proposal on their efficient implementation that we used. After describing the actual
algorithm used in the context of VE to 2DMA, we proceed with a comparison of the behavior
of described approaches on a set of graphs.
The following brief review of the methods closely follows Rosman et al. (2008) and Sidi
(2008).
Note that, while the VE acceleration was applied to SMACOF in (Rosman et al., 2008),
the results presented here are based on 2DMA majorization.
Example 6.4. To clarify the intention, Figure 6.2 provides sample layouts demonstrating the
effects of convergence acceleration approaches to stress majorization. The concrete method
will be clarified in the following sections. As shown, convergence acceleration by extrapolation
from a set of consecutive configurations achieves the expected grid layout earlier. Given linear
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(a) Plain approach after 4 iterations

(b) MPE applied on 4 iterates

Figure 6.2: Demonstration of Vector Extrapolation effects on 2DMA; NEI CMDS used. The VE
variant is a result of extrapolation from 4 iterates.

complexity of the VE approach opposed to a quadratic complexity of each iteration of stress
majorization, the application of VE is justified.
A brief derivation of the VE methods tailored for acceleration of linear fixed-point iteration
is provided first. It is later shown that the methods can be applied with our non-linear
approach of stress majorization.
Let x0k denote the dimension vector of the iteration k, i.e., the column of configuration
Xk . Originally, the methods are derived by considering a vector sequence produced with a
linear fixed-point iteration of the form
x0b+1 = Ax0b + g ,

x0 , g ∈ Rn , A ∈ Rn×n ,

(6.8)

with some initial x00 . Parameter b denotes the number of basic iterations yielding iterates that
are not considered for extrapolation. Assuming that the spectral radius of A is ρ(A) < 1, the
above sequence has limit s that is the unique solution to x = Ax + g.
Let
ub = x0b+1 − x0b ,
and b = x0b − s .
The general tendency is to approximate the limit s by a weighted average of (k+1) consecutive
iterates,
k
k
X
X
0
sb,k =
γi · xb+i , and
γi = 1 .
(6.9)
i=0

i=0

As shown in Rosman et al. (2008); Sidi (2008), the above goal reduces to the minimization of
the vector norm of
k
k
X
X
γi · b+i =
γi · Ai b ,
(6.10)
i=0

i=0
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by an appropriate choice of scalars γi , i = {0, 1, . . . , k}, to obtain the limit s from (k + 1)
consecutive iterates.5
As will be shown, the vector (6.10) can indeed be equal to 0n under certain assumption on
the degree k. For such assumption, we need to introduce the concept of a monic polynomial.
Definition 6.5. Given a variable x, a monic polynomial is a polynomial of the form
cn xn + cn−1 xn−1 + · · · + c2 x2 + c1 x1 + c0 ,
for some c0 , c1 , . . . , cn ∈ Rn , with the leading coefficient cn = 1.
Theorem 6.6. Given a non-zero matrix P
B ∈ Rn×n and a non-zero vector q ∈ Rn , there exist
a unique monic polynomial, P (B) = ni=0 ci B i , of degree at most n, with the property of
P (B)q =

n
X

ci · B i q = 0n ,

i=0

for some coefficients c0 , c1 , . . . , cn ∈

Rn ,

with the leading coefficient equal to one.

This polynomial is called the minimal polynomial of B with respect to q.
Now, assume that k corresponds to the degree of the monic polynomial P (A) with respect
to b , Hence,
k
k
X
X
P (A)b =
ci · Ai b =
ci · b+i = 0n ;
ck = 1 ,
(6.11)
i=0

i=0

a form equivalent to the expression (6.10) that we intend to minimize. Given that k is known,
our aim is to determine P
coefficients {c0 , c1 , . . . , ck−1 } that give rise to (6.11). Note that the
primary requirement for ki=0 ci = 1, as with γi coefficients of (6.9), can be satisfied by simply
P
scaling each ci , i ∈ {0, . . . , k} by ki=0 ck 6= 0 (the sequence (6.11) is equal to 0n ).
Note that the system (6.11) with k unknowns (ck = 1) assumes the knowledge of b , hence
of the limit s. However, as shown in, e.g., (Sidi, 2008), the minimal polynomial of A with
respect to b is equivalent to the minimal polynomial of A with respect to ub = x0b+1 − x0b , i.e.,
k
X

ci · b+i ≡

i=0

k
X

ci · ub+i = 0n .

(6.12)

i=0

Given the expression of the minimal polynomial via iterates x0 , it remains to solve the system
for coefficients {c0 , c1 , . . . , ck−1 }.
Once we have
actual scalars needed,
.Pdetermined {c0 , c1 , . . . , ck−1 }, we set ck = 1. For the P
k
k
we use γi = ci
j=0 cj , for i ∈ {0, . . . , k}, with a safe denominator
j=0 cj 6= 0 (Rosman
et al., 2008; Sidi, 2008).
Given the notation
(b)

Uk = [ ub | ub+1 | · · · | ub+k ] ∈ Rn×(k+1) ,

(6.13)

the system to be solved reads as
(b)

Uk γ = 0n ,

γ = [γ0 , γ1 , . . . , γk ]T .

5

Note that the objective here is to determine scalars γi , i = {0, 1, . . . , k} such that the expression (6.10) is
minimized. This means that b (hence the limit s) is known; it will shortly be shown that the need of a priori
knowledge of the limit s may be eliminated.
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Thus, we have shown that if k is the degree of the monic polynomial of A with respect to b ,
P (A)b = 0n , it is possible to determine scalars γi to satisfy the primary goal from (6.9) with
sb,k = s. With the knowledge of (k + 2) consecutive iterates x0b+j , j = 0, 1, . . . , k + 1, one can
P
P
determine scalars γi that give rise to s = ki=0 γi · x0b+i , with ki=0 γi = 1.
Derivation of MPE
Since the degree of the minimal monic polynomial may be as large as n and is not known
in advance, a commonly adopted approach is to base the extrapolation on a small set of
k  n consecutively produced vectors. With this choice, the system from (6.12) becomes
overdetermined, i.e., has more equations than unknowns, and is therefore solved in the least
square sense.
Consequently, the scalars ci are solutions to
k−1
X

min

c0 ,c1 ,...,ck−1

ci ui + uk .

i=0

With ck = 1, the entries of γ vector are computed as
ci

γi = Pk

j=0 cj

,

provided

k
X

cj 6= 0 ,

j=0

which are further used for the MPE approximation of the limit s,
PE
sM
k

=

k
X

γi · x0b+i .

(6.14)

i=0

The MPE method, therefore, takes as its input only the integers k and b, and vectors
{xb , xb+1 , . . . , xb+k+1 }.
A modified MPE approach was discussed in Sidi et al. (1986), along with its convergence
and stability analysis. For a more recent application of the method, see (Loisel and Takane,
2011). In addition, Takane et al. (2010) proposed MPE as a series acceleration, and achieved
the speedup of 50% − 70%. Relation of MPE with another series accelerator, the Vector
Epsilon approach, were discussed in Takane (2009).
Derivation of RRE
Although originally in a different form, there exist a MPE goal-equivalent formulation of RRE
(Sidi, 1991). With similar argument for a restricted vector sequence, the solution of RRE
also relies on the least squares concept.
Here, however, the entries from γ vector are immediately considered,
min

γ0 ,γ1 ,...,γk−1

k
X

γi ui , subject to

i=0

k
X

γi = 1 .

i=0

and are used for the RRE approximation of the limit s,
sRRE
k

=

k
X

γi · x0b+i .

i=0
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Alternative derivations of RRE are discussed in Sidi (2008).
The VE methods have also been considered as accelerators of linear system solvers, e.g.,
Jacobi, Gauss-Seild and SOR, of the form Bx = b, where B ∈ Rn×n is a singular matrix,
(Sidi, 1990). For a relation of the VE method to iterative solvers of a linear system based on
the concept of Krylov subspace of the form Kr (A, b) = span{b, Ab, A2 b, . . . , }, see (Sidi, 1988).
Treatment of Non-linear Equations
Although the above derivation of Vector Extrapolation methods assumes linear fixed-point
iterations, it has been shown in, e.g., Rosman et al. (2008); Sidi (2008); de Leeuw (2008b),
that it also accelerates the convergence of non-linear fixed-point iterations, as is the case with
stress majorization. Although with still linear rate, the convergence is much faster.
Central to the extension is the observation that in the neighborhood of a fixed-point
(solution), the non-linear iteration behaves approximately like the linear one,
xk+1 = Axk + g ,
implying that the VE method, primarily designed for linear fixed-point iterations, could be
exploited with non-linear variants as well.
We next briefly review a proposal on efficient implementation of VE methods that were
used with our stress majorization approach.

6.1.2

Efficient Implementation

The potential complexity drawbacks and numerical stability problems of the least-squares
solution involved with VE methods have been explored in Sidi (1991). The proposed implementation employs a numerically stable version of the QR factorization for the least-squares
solution – the modified Gram-Schmidt process. Below we provide details of an efficient implementation of VE methods that is used in our implementation.
(b)
(b)
Matrix Uk is decomposed as Uk = Qk Rk , where Qk is a matrix of (k + 1) orthonormal
column vectors qi ∈ Rn ,
Qk = [ q0 | q1 | · · · | qk ] ∈ Rn×(k+1) ,
thus satisfying QTk Qk = Ik+1 , and Rk being an upper-triangular matrix with positive diagonal
entries,


r00 r01 · · · r0k

r11 · · · r1k 


(k+1)×(k+1) ,
Rk = 
rii > 0, i ∈ {0, . . . , k}.
..  ∈ R
..

.
. 
rkk
With the time complexity of O(k 2 n) dominated by QR factorization and memory requirements of O(kn), the implementation allows extension of VE to large data sets. With
k  n and often k ∈ {3, 4, 5}, the time and space complexity of the VE methods is linear.
Given quadratic time complexity of each iteration of stress majorization, the application of
VE methods leading to faster convergence is justified. The complete procedure is shown in
Algorithm (6).
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Algorithm 6: Efficient Implementation of VE
Input : Integers b and k, and the sequence x0b , x0b+1 , . . . , x0b+k+1
Output: Limit vector sb,k
(b)

1. Form matrix Uk
(b)
(b)
2. Compute the QR-factorization of Uk , Uk = Qk Rk
// MPE version
3a. Given ρk = [r0,k , r1,k , . . . , rk−1,k ]T , solve the k × k system
Rk−1 c0 = −ρk with . c0 = [c0 , c1 , . . . , ck − 1]T
Pk
Set ck = 1 and γi = ci
for i ∈ {0, 1, . . . , k}
j=0 cj
// RRE version
3b. Solve the (k + 1) × (k + 1) system
RkT Rk d = 1n .
with d = [d0 , d1 , . . . , dk ]T
Pk
Compute λ = 1
i=0 di
Set γi = λ · di for i ∈ {0, 1, . . . , k}
4. Compute ξ = [ξ0 , ξ1 , . . . , ξk−1 ]T by
ξ0 = 1 − γ0 ; ξj = ξj−1 − γj for j ∈ {0, 1, . . . , k − 1}
5. Compute η = [η0 , η1 , . . . , ηk−1 ]T = Rk−1 ξ
6. Output limit
P
sb,k = x0b + Qk−1 η = x0b + k−1
i=0 ηi qi

Note that the storage location of u vectors is overwritten by q vectors. Given matrix Qk−1 ,
the matrix Qk is obtained by appending qk to the columns of Qk−1 . Given triangular Rk−1
matrix, the matrix Rk is obtained by appending 0k vector as a row, and [r0k , r1k , . . . , rkk ]T
as a column to Rk−1 .
(b)
When forming Uk matrix, the vector x0b+i gets overwritten by ub+i = ∆x0b+i , as soon as
the necessary x0 iterate is computed, for i ∈ {1, . . . , k}. From the actual x0 iterates, only x0b is
saved, implying that the computations involving Qk and Rk require only k + 2 vectors stored
in the memory. In Section 6.1.4 we show that VE with the setting k = 1 can be performed
with only simple vector operations, without matrices involved.
Another important contribution of Sidi (1991) is the estimation of the least-squares residual h. In case of non-linear sequences,
(
rkk · |γk | f or M P E
khk = √
λ
f or RRE,
where rkk corresponds to the last diagonal entry of Rk , and λ corresponds to the value
computed in Algorithm (6).
Interestingly, Sidi (1991) also proposes a relaxed update variant similar to the form (6.2),
but now within the VE framework. The author suggests the update to achieve even faster
convergence,
k = 0, 1, . . . ;
x0k+1 = (1 − ω) · x0k + ω · f (x0k ),
with the proposed setting ω = 2. Although we have only shown that the relaxed update
parameter values, (6.2), applied with 2DMA yield a non-increasing sequence of stress values
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for 0 < ϕ ≤ 1 (see first paragraphs of Section 6.1.1), the experimental evidence from Section
6.1.3 shows that a simple extension by setting ϕ = 2 indeed leads to faster convergence.
Cycling with Vector Extrapolation
Given the application to convergence acceleration of vector series obtained iteratively, it is
proposed to use the VE techniques also in an iterative mode. The cycling strategy employed
with VE relies on extrapolating the limit from a sequence of vectors, which is further used
as a new base iterate for the following sequence, also subject to extrapolation. The process
is repeated in cycles. The cycling is particularly powerful since Sidi (1991); Varadhan and
Roland (2004):
• The accuracy obtained with m cycles of VE, each cycle of width k + 2, is comparable
to that obtained with m · (k + 2) basic iterates.
• Cycling is roughly m times less expensive than the basic VE approach in terms of time
and space complexity.
• Cycling allows imposing a simple switching and termination criteria (see the discussion
below for a more detailed account).
While the initial choices of b and k are fixed, Sidi (1991); Rosman et al. (2008); de Leeuw
(2008a) argue that choosing b ≥ 1 has advantages over b = 0, i.e., after the extrapolation, one
should allow at least one basic iteration before starting the new cycle. We have also observed
increased stability with such approach.
Given that the stress majorization corresponds to a non-linear fixed-point iteration, the
extrapolated vectors cannot be guaranteed to have non-increasing stress value. Rosman et al.
(2008) propose to compare the stress values of the extrapolated limit and the last iteration
vector, and to use the one associated with lower stress value as a base iterate for the next
cycle. Algorithm (7) summarizes the procedure.

Algorithm 7: Vector Extrapolation with Cycling
Input : Integers b and k, initial vector x0 , parameter ϕ
Output: Limit vector s
// stress majorization denoted by SM
// SM with relaxed update (optionally); ϕ = 2 by default
1.
2.
3.
4.
5.

Perform b SM iterations
Perform (additional) k + 1 SM iterations, and save the iterates
Apply VE on vectors x0b+i , 0 ≤ i ≤ k + 1, to produce sb,k
If σ(sb,k ) ≥ σ(x0b+k+1 ), then sb,k ← x0b+k+1
If sb,k satisfies the termination criterion, stop.
Otherwise, x00 ← sb,k , go to step 1.

The termination criterion can also be based on the relative configuration change (see also
residual norm from Section 6.1.2). As with the plain majorization, the update can also be
bounded by a predefined maximum number of iterations.
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Note that the Algorithm (7) can be extended with the relaxed update (6.2), possibly
involving the optimal scaling step (i.e., step 1. and/or 2. of the Algorithm 7 can be performed
with the relaxed update). As will be shown later, the use of relaxed update did not introduce
oscillation with the test set at hand.
With large data sets requiring secondary storage, Sidi (2008) proposes the frozen γi approach, where with either MPE or RRE, the values of vector γ corresponding to regularly
obtained iterates are calculated only during the first few cycles, and are stored for the successive computations. This way, the iterates are regularly introduced in the limit approximation
without the need for least squares solution. The author justifies this proposal by the fact
that the γ sequences do not change much during cycles, and provides experimental evidence
on the effectiveness of this shortcut on PageRank computations.
Figures 6.3, 6.4, 6.5 depict a sequence comparing the outputs of plain and VE accelerated
stress majorization. As shown, the initial consecutive layout change is more dramatic when
VE is applied, which is also indicated with lower stress values. With the VE applied, the
final layout is computed with a smaller number of iterations.

6.1.3

Comparison of VE Techniques

Discussed VE convergence accelerators were applied to 2DMA approach, and results corresponding to different graphs are reported in this section. The issue of parametrization
associated with VE approaches is discussed, and a method of choice is proposed that is used
for further comparison with yet another convergence acceleration approach discussed in the
following section.
With t denoting the iteration number, the iterations are performed until
σ(X [t] ) − σ(X [t+1] )
<
σ(X [t] )

or t = tc ,

(6.16)

with  = 10−3 and tc = 30.6 Given non-guaranteed convergence of VE methods applied to
stress majorization, the iteration terminates with increased stress value (hence, the algorithm
terminates if the condition from step 4. of Algorithm 7 is satisfied). This, however, occurred
seldom with the reported set of graphs and provided parameter setting. The initialization to
stress majorization is NEI CMDS. Furthermore, the RU is used with VE approaches in the
first s iterations for further acceleration.
Note that the proper parametrization of VE techniques is a non-trivial issue. Although
we observed increased stability with the setting b = 1, it is unclear if larger k implies faster
convergence. Figure 6.6 illustrates the effect of two different settings with low k = {1, 2},
since these involve the lowest computational load for the extrapolation of the new iterate.
While the setting k = 2 yielded consistently lower σn values through iterations for the graph
1138bus, this was not the case with the graph qh882. For the latter, final iterations with
the setting k = 1 exhibited lower σn values, and the variant with k = 2 needed an additional
iteration to reach result with comparable σn value.
Due to inconsistencies stemming from different parameter setting, we opt for the lowest
values, k = 1, b = 1, since these imply the least computational effort and storage requirements.
As will be shown shortly, such setting inspired another series acceleration technique that aims
at even faster convergence than offered by plain VE approaches with the setting k = 1.
6

A minimal number of iterations is not imposed in the termination criterion, since this may unnecessarily
delay termination with the VE method applied.
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Figure 6.6: Effects of different parameters involved with VE. Compared approaches are plain RU,
and MPE with RU, with settings k = {1, 2} and b = 1. Smaller plots comprise final σn values, scaled
to emphasize the difference.

Figure 6.7 shows comparison result on a set of graphs. Since it is already known that
the RU variant is superior relative to the plain 2DMA minimization with these graphs (see
Figure 6.1), we only compare convergence acceleration approaches.
In general, the VE approaches appear to terminate after a smaller number of iterations
relative to the plain RU variant; MPE is superior over RRE in this regard. Given quadratic
complexity of each iteration, and comparable or often smaller final stress values of VE methods
relative to plain RU variant,7 the use of VE methods is justified.
Comparing the behavior of the tested approaches iteration-wise reveals which strategy
yields lower σn values given (nearly) identical amount of time.8 In this regard, the VE
approaches (MPE, in particular) generally yielded lower σn values relative to plain RU variant.
As opposed to the plain approach and RU variant, the behavior of MPE and RRE is
rather erratic, though with a general tendency to decrease σn values. Despite being criticized
for higher instability relative to RRE (Varadhan and Roland, 2004), the MPE approach
seldom showed such behavior with the given settings and the graph test set used. It is
therefore advisable to use MPE with RU to accelerate convergence of 2DMA. However, in the
following section we explore another convergence acceleration technique possibly with even
faster convergence, and yet with comparable computational and memory requirements.

6.1.4

SQUAREM

The major problem with Vector Extrapolation methods used with cycling is the determination
of the parameter k – the number of vectors to be considered in the extrapolation. This number
is unknown, and may vary through cycles.
With large k, the complexity requirements of plain VE methods might still be prohibitive
7

Except for bfwa782 the final σn values with VE techniques were lower relative to the RU, with MPE
being superior in this regard; although with identical number of iterations needed for convergence to close σn
values with bfwa782, the MPE variant exhibits the smallest value.
8
The running times are nearly identical, since the additional complexity imposed by VE approaches is
O(n).
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Figure 6.7: Plots of σn values collected at the end of each iteration for a set of graphs; NEI CMDS
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for large data sets. This, and the numerical stability problem of VE have motivated the development of the SQUAREM acceleration approach operating on the smallest possible number
of iterates, and where
“squaring a one-step iterative scheme is simply applying it twice within each cycle
of the extrapolation method.” (Varadhan and Roland, 2004)
The method was introduced as a speedup to Expectation Maximization algorithm, and is
shown to have linear convergence, but a with faster rate. A similar method called quadratic
extrapolation (Kamvar et al., 2003b), introduced speedup of the PageRank computations
(basically, the Power method from Section 2.2.1) by 25%−300%. Gains reported by Varadhan
and Roland (2004) were close. In Kamvar et al. (2003b), series accelerators such as the
Aitken’s ∆2 method and Vector Epsilon method were also explored. The connection between
the quadratic extrapolation and MPE/RRE is discussed in Sidi (2008).
This section introduces SQUAREM to iterative stress majorization. The issue of numerical stability of the method and comparison of the effects of SQUAREM and previously
discussed VE techniques will be discussed shortly. A method of choice among convergence
acceleration approaches of 2DMA will be proposed.
To facilitate the understanding of SQUAREM, we first provide a brief description of the
related method that utilizes the concept of squaring the iterative scheme.
The Cauchy-Barzilai-Borwein Method
One of the most frequently cited squared minimization approaches is the Cauchy-BarzilaiBorwein (CBB) method due to Raydan and Svaiter (2002). Basically, the method combines
the Cauchy optimal step-length, (6.7), with the Barzilai-Borwein (BB) method (Barzilai and
Borwein, 1988) (see Section 5.2.4 where BB was referred to as the spectral gradient method).
The CBB method is described as follows:
Let Ax = b be the system with the solution x equivalent to the optimizer of
1
f (x) = xT Ax − bT x ,
2

(6.17)

with A ∈ Rn×n being symmetric positive definite matrix, and b ∈ Rn . With such quadratic
functions, BB reduces to (Raydan and Svaiter, 2002),
xk+1 = xk − αk−1 rk ,

(6.18)

where αk−1 is the Cauchy optimal step-length choice from the previous iteration, and rk =
Axk − b. For the use of BB to stress minimization, see the discussion in Section 5.2.4.
The idea behind CBB is to compute the Cauchy optimal step-length once to obtain an
intermediary solution which is further subject to the BB update (6.18), with the already
computed Cauchy optimal step-length. Given x0 ∈ Rn , and rk = Axk − b, a CBB iteration
takes the form
hk = Ark
αk =

rkT rk
rkT hk

zk = xk − αk r(xk )

| r(xk ) = rk

xk+1 = zk − αk r(zk ) = zk − αk (Azk − b) .
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Given the above relations,
Azk − b = A(xk − αk rk ) − b = rk − αk hk ,
hence
xk+1 = zk − αk (rk − αk hk )
= xk − 2 αk rk + (αk )2 hk .
As originally observed, “at every other iteration, a Cauchy step-length is computed once
and used twice. So each pair of iterations can be done with almost the same computational
cost of one Cauchy iteration” (Raydan and Svaiter, 2002). Given the above simplification,
the CBB method could be considered as a squared version of the Cauchy method. The
experiments indicate that CBB outperforms both the randomly relaxed Cauchy and BarzilaiBorwein methods for quadratic function (6.17) minimization (Raydan and Svaiter, 2002).
Basic SQUAREM
The SQUAREM approach extends the idea of squaring the iterate to non-linear fixed-point
iterations. Clearly, the utilized stress majorization approach belongs to this category. Having
described the basic idea behind squaring during iterative computations, we are ready to apply
the SQUAREM approach to 2DMA.
The general SQUAREM operation takes the form (Roland et al., 2007),
x0e+1 =

k
X

γi te,i ,

with

i=0

te,i =

k
X

γj f i+j (x0e ) ,

j=0

where with x0e+1 we denote the extrapolation result from the cycle initialized with x0e , and
f p (x0e ) denotes the pth iterate of majorization with initialization x0e . For the convergence
properties of the scheme with k = 1, see Varadhan and Roland (2004). Choice k = 1 is of our
interest because of its simplicity.
Let MPE(RRE)k denote the plain VE method corresponding the the choice of k, and let
SqMPE(RRE)k denote the squared counterparts. The squared result is based on a closed
form solution of the plain extrapolation with k = 1.
Let re = ∆x0e = f (x0e ) − x0e and ve = ∆2 x0e = f (f (x0e )) − 2f (x0e ) + x0e . Also, let the scalars
corresponding to VE methods be
αeM P E =

reT re
veT re

f or MPE1 ,

(6.20)

αeRRE =

veT re
veT ve

f or RRE1 .

(6.21)

and

The update of MPE1 follows
x0e+1 = x0e −

kre k2
· re ,
reT ve

x0e+1 = x0e −

reT ve
· re .
kve k2

and for RRE1 it takes form,
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The above equations for VE techniques with k = 1 therefore remove the need of matrix
operations which were the basis of the efficient implementation discussed in Section 6.1.2.
Similarly as CBB described previously, the final result for SqMPE1 and SqRRE1 follows
ze = x0e − αe ∆x0e
∆ze = ∆x0e − αe ∆2 x0e
x0e+1 = ze − αe ∆ze
= x0e − 2αe ∆x0e + αe2 ∆2 x0e
= x0e − 2αe re + αe2 ve ,

(6.22)

where αe corresponds to steps lengths (6.20) and (6.21) associated with MPE1 and RRE1,
respectively.
The obvious advantage of the proposed approach is its simplicity: it does not require
matrix operations, thus with more acceptable time and space complexities.9 As with the CBB
method, the step length is computed once, but used twice. Larger values of k corresponding
to SqMPEk and SqRREk variants were discussed in Roland et al. (2007).
Note that the suggestion of having at least one base iteration before starting the new
cycle in order to improve the stability, holds here as well. A more elaborate account on the
stability issue is given in the next section. Note that a more stable SQUAREM variant was
used for the evaluation the result of which will be presented shortly.
Numerical Stability
Despite an often stable behavior, the squared versions of MPE1 and RRE1 may encounter
numerical stability problems. More precisely, SqMPE1 suffers from near breakdown characterized by magnification of the round-off errors, while SqRRE1 suffers from stagnation, i.e.,
x0e+1 = x0e although the iterations have not converged, i.e., kx0e − f (x0e )k > 0.
Therefore, a new hybrid scheme is proposed to avoid the mentioned problems, still retaining the advantages of the basic schemes (Varadhan and Roland, 2004). Namely, the new
method “combines the fast convergence of the SqMPE1, while avoiding near breakdowns, with
the stability of SqRRE1, while avoiding stagnations” (Varadhan and Roland, 2004). The
scheme SqHYB is given by
x0e+1 = x0e − 2αeHY B re + (αeHY B )2 ve ,

(6.23)

where
αeHY B

=

$e αeM P E

+ (1 − $e ) ·

αeRRE ,


and

$e =

αeRRE
αeM P E

1/2
.

The above approach was shown to overcome the numerical stability problems of the plain
SQUAREM. Originally, SqHYB was identified as the best overall choice for series acceleration.
For yet another combination of the two VE methods, see Varadhan and Roland (2004).
It should be noted that the presented convergence speedup approaches may be used with
other stress majorization- based approaches, e.g., the sparse stress, involving only an overall
linear number of summands of stress (see Chapter 7).
The following section provides an evaluation of the presented convergence accelerators.
9

Despite still linear complexity, the number of operations is smaller relative to general VE methods
requiring matrix operations.

212

Chapter 6

6.1.5

6.2. Localized Minimization

Comparison of Convergence Accelerators

Having described different convergence acceleration approaches and identified instances showing the most appropriate behavior with stress majorization, we are ready to compare these
instances and make a proposal on a general method of choice.
To state which of the examined convergence accelerators works best with 2DMA, we
provide σn plots for a set of graphs, with σn values collected at the end of each iteration.
Figure 6.8 comprises plots showing the behavior of MPE with k = 1, b = 1, with RU
(since this approach was declared as the best among the VE methods, see Section 6.1.3),10
and the SqHYB with and without RU, b = 1. Note that the RU variant was not explored in
the originating work of SQUAREM (Varadhan and Roland, 2004). The termination is based
on (6.16).
A general observation is that the SqHYB approach with RU reaches lower σn values in
early iterations, and is almost consistently better then the plain SqHYB. While comparison
of σn values of SqHYB with RU and MPE with RU in early iterations reveals that the former
generally reaches lower values, the scale of improvement is not significant. The examination of the methods’ behavior in later iterations reveals that the SqHYB approach with RU
never required larger number of iterations than the other two approaches. Furthermore, the
SqHYB approach with RU yielded the lowest stress value at its termination point, but, when
observed at the global scale (i.e., plots comprising complete σn values), the improvements
were insignificant relative to MPE with RU. Although with further improvements offered by
the other two approaches with the graphs qh882 and sw002, a more significant decrease of
σn occurred only with sw002. For this graph, the plain SqHYB yielded the lowest σn value,
but required a larger number of iterations.
Given the above observations, the use of squaring may not be easily justified due to
often negligible improvements relative to MPE with RU, at least with the test set at hand.11
Given larger structures requiring a significant amount of time for each update (hence with
an early termination), the use of squaring may prove beneficial. As for the VE approaches,
a more thorough investigation of effects of different parameter setting is needed, e.g., larger
k with plain VE approaches (see Figure 6.6). While with the setting k = 1 the MPE with
RU generally showed good behavior with the tested set of graphs, it is still unexplored if a
modest increase in k would lead to a faster convergence.
Nevertheless, we have shown that the use of vector series acceleration offers faster convergence of stress majorization. This allows for reaching good quality solutions faster, which is
particularly desirable with large graph drawing.

6.2

Localized Minimization

Since the complexity drawbacks of stress minimization make it prohibitive for large inputs,
many approaches have been proposed to address the issue. As shown previously, an approach
to tackle the issue is by accelerating the convergence of iterative stress minimization, but
reduction of the complexity involved with each iteration has also been considered (Buja and
Swayne, 2002; Koren and Harel, 2003; Buja et al., 2008; Brandes and Pich, 2008).
10

The σn curves associated with MPE on a set of graphs are therefore identical to those from Section 6.1.3.
The limited success of SQUAREM may be attributed to clever initialization of iterative majorization (the
CMDS layout).
11
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In the context of graph drawing, the global majorization-based optimization approach was
shown to overwhelm the traditional node-by-node update of Kamada and Kawai (1989), the
advantages being more apparent with model extensions (Gansner et al., 2004b). However, the
individual node update offers some possibilities, otherwise more difficult to incorporate within
the global configuration update. In what follows, we show that the localized minimization,
i.e., node-by-node update, can be extended by heuristics to achieve speedups leading to good
quality solutions. The proposed approach allows for processing of larger data sets.
We start by rationalizing the basic idea that introduces computational savings, and then
propose heuristics aiming at additional speedup. After evaluating the proposed method on a
set of graphs, we conclude the section with a discussion on related work.

6.2.1

Slow- and Fast-movers

While an issue with the Kamada-Kawai approach (Kamada and Kawai, 1989), convergence of
the localized minimization (LM) is guaranteed (Gansner et al., 2004b). With such optimization, the newly calculated position takes effect immediately, without the necessity to store
the Θ(dn) configuration elsewhere.
Although the visiting order of nodes does not affect convergence, certain visiting schemes
may lead to better local minimum and faster convergence. Furthermore, the patterns of
individual node movements can be utilized to govern the following movement, hence with a
potential speedup. Below we describe an approach that defers the update of certain nodes,
hence reducing the computational effort without sacrificing the resulting quality. This is
followed by introduction of heuristics exploiting previous node movement, thus offering further
time savings; the approach is also shown to positively affect the local minima.
Unlike the iterative node updating from Kamada and Kawai (1989), each node is considered only once, with the global iteration end after all nodes have been updated. For a more
detailed account on the updating by LM, see discussion from Section 5.2.1.
The Kamada-Kawai approach employs update ordered by node error contribution calculated anew with each new position. Alternatively, sequential update was used in Pich (2009)
(Chapters 4, 5), Koren et al. (2005); Costa et al. (2004); Zhang et al. (2010); Agarwal et al.
(2010b). Other orderings involved with the coordinate descent methods (Luenberger and Ye,
2008) (Chapter 8) (which the LM is a variant of) are possible:
• Aitken double sweep method : First cycle visit is sequential, {x1 , x2 , . . . , xn }, followed
by a reversed sequential visit, {xn−1 , xn−2 , . . . , x1 }.
• Gauss–Southwell method : The point corresponding to the largest magnitude component of the gradient vector is selected for a descent. Since the gradient information is
used, the method often requires less iterations than sequential coordinate descent, but
at the expense of higher iteration cost.
• Stochastic coordinate descent : Coordinates are selected for update uniformly at random. The approach avoids the potentially costly coordinate contribution calculation,
but this may come at the expense of higher number of iterations.
For complexity savings and often observed good final solutions, we adopt Stochastic coordinate descent, which we simply dub randomized node update. We group iterations into
rounds, each consisting of z iterations, and then determine a random perturbation of nodes
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to be followed by the update. In our implementation z = 3. A similar randomized nodeupdate approach has proven to yield good results with the GEM force-directed algorithm for
graph drawing (Frick et al., 1995).
Although the LM variant has been suggested for graph drawing as competitive to a global
stress majorization optimization (Brandes and Pich, 2008), the complexity of the global iteration (all nodes considered) is still prohibitive for large graphs. We therefore propose an extension of the updating process that dynamically classifies (a fraction of) nodes into: (i) nodes
exhibiting less dramatic movements through iterations, the slow-movers, and (ii) nodes exhibiting more dramatic movements, the fast-movers. While the update of slow-movers should
be less frequent, fast-movers are allowed to extend the movement (in a controlled manner) in
the direction already taken. The latter update is referred to as the step elongation. Note that
deferring the update of slow-movers retains convergence properties, which is not guaranteed
with the update of fast-movers.
An approach reminiscent to step elongation was already proposed with force-directed
approaches. It has been used in the context of convergence acceleration of force-directed
placement by Forbes (1987), where the movement of a node that was consistently displaced
in one direction for several consecutive iterations is prolonged.
The rationale behind the proposed extensions to the node update is that by deferring
the update of already converged node (slow-mover), the underlying configuration will not
be (largely) affected, but the process will save Θ(n) operations with each slow-mover. The
step elongation, on the other hand, should introduce a convergence speedup by taking the
next step before being regularly proposed in the next iteration [similar reasoning was used
by Forbes (1987), whose approach will be discussed in Section 6.2.3]. The step elongation is
25% of the primarily traveled distance, in the same direction, as this can be expected (with
an acceptable deviation) for nodes taking large steps. In the following, we provide precise
definitions of slow- and fast-movers.
Definition 6.7. Let xki denote a position of node i at iteration k. We declare node i as a
slow-mover if
kxk+1
− xki k
i
< s ,
kxki k
for s = 2 × 10−3 . Similarly, we declare node i as a fast-mover if
kxk+1
− xki k
i
> f ,
kxki k
for f = 5 × 10−3 .
Given CMDS/PivotMDS initialization to the LM (centroid at the origin), the above classification is biased towards declaring peripheral (central) graph nodes as slow-movers (fastmovers), which was observed to have positive effect on the locally optimal solution.
For alternative classification schemes, see, e.g., Groenen (1993) (Chapter 5) where the
concept of already converged points was utilized in the moving frame MDS also aiming at
computational speedup (more details on such approach will be given in Section 6.2.3).
Since the movements are more dramatic in early iterations, it is reasonable to expect the
dominant effect of fast-movers over slow-movers in this stage. This effect should be terminated
after a certain number of iterations, maxf , thus leaving space exclusively for slow-movers for
guaranteed convergence. We set maxf = 10.
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Since the collection of slow-movers needs to be updated, a basic (regular) iteration on
which to base the classification needs to be introduced regularly. To remove the bias of
selecting slow-movers potentially changing the movement behavior, we apply the filtering –
collect the set of slow-movers Sm through a number bt of basic iterations, and select those
appearing in each of the basic iterations, i.e.,
Sm =

bt
\

(j)
Sm
,

j=1
(j)

with Sm denoting a set of slow-movers collected during the basic iteration j. While there are
no deferred node updates during filtering, the step elongation is performed in each iteration
t < maxf .
For a more noticeable speedup, the number of iterations where the update of slow-movers
is deferred, smt , should be smt ≥ bt . We found that the setting smt = 4 > bt = 2 works well.
Note that the evaluation of the termination criterion,
σ(X [t] ) − σ(X [t+1] )
<,
σ(X [t] )
with  = 10−3 , needs to be evaluated only during the basic iterations in order to avoid premature termination when slow-movers are used (deferred node update implies higher similarity of
layouts in subsequent iterations). As with the plain stress, the maximum number of iterations,
tc , is used as a controlling bound. We set tc = 30.
Neighborhood Pulling and SOM
The individual node update allows for incorporation of additional heuristics aiming at further
computational speedup. In the following, such a heuristic affecting the movement of neighbors
of a currently considered node is presented. As will be shown, the approach is reminiscent to
a step of a notable dimensionality reduction method.
The LM approach, i.e., individual node consideration, allows one to predict the following
movement of the neighborhood of a particular node: nodes close in graph-theoretic and geometric sense are likely to exhibit similar movement patterns due to similar graph-theoretic
distance patterns. The potential savings gained by exploiting the idea of neighborhood pulling
are likely to be more significant with updating the neighborhood of fast-movers. From now
onwards, the fast-movers heuristic assumes neighbor pulling. Figure 6.9 illustrates this approach.
The set of fast-mover i’s neighbors examined for pulling corresponds to its k−neighborhood,
k
N (i) = { j ∈ V | 0 < dij ≤ k}; we set k = 2. Given that the old node positions are
denoted by vi , and the new position of a fast-mover ` is denoted by w` , i, ` ∈ {1, . . . , n},
each k-neighbor j of i lying within the critical radius of ` is pulled in the direction of w` for
25/(1.0 + kv` − vj k) % of the distance kw` − vj k. This implies larger pull of primarily closer
neighbors, since there are expected to take similar steps as the node pulling them. A node
pulled in one iteration is not being considered as a neighbor of other fast-movers.
Figure 6.10 illustrates benefits of introducing fast-movers. Plotted σn values are collected
during LM on uniform time intervals.12 Besides faster convergence, fast-movers often lead to a
12

Note that only straightforward, non-optimized implementation is used; a devoted implementation can be
expected to yield timing improvements.
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r

w

u

v

Figure 6.9: Illustration of the step elongation (se) with neighborhood pulling (critical radius
reg
se
denoted by r). v −−→ u −→ w , and 2 neighbors pulled.

better locally minimal solution. Given a fixed amount of time, the use of fast-movers will lead
to better results. This is particularly pronounced in earlier iterations when many nodes are
taking larger steps; fast-movers take the regularly proposed steps earlier, thereby introducing
computational savings. The heuristic is therefore more plausible with large structures where
each iteration takes substantial time, hence with the plain updating algorithm terminating
after a relatively low number of iterations. A more extensive experimental evaluation will be
provided later. Figure 6.11 depicts sample results with associated final σn values. Although
similar on a global scale, the structures contain subtle differences that are indicated by different σn values: note, e.g., the better untangling of the branches from the lower left part of
the layout in Figure 6.11(c). The effect of untangling is attributed to fast-movers.
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Figure 6.10: Benefits stemming from fast-movers with DS; wij = d−2
ij , ∀ i, j, i 6= j. NEI CMDS
used. Smaller plots comprise final σn values, scaled to emphasize the difference.

The proposed approach is reminiscent to the Self Organizing Maps (SOM) approach to
dimensionality reduction which transforms a set of input vectors to a 2−dimensional grid
(Kohonen, 1982). In particular, given certain input vector u, a best matching unit (BMU) is
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(a) Plain, σn = 0.0622809

(b) Slow movers, σn = 0.0623201

(c) Fast and slow-movers, σn = 0.062212

Figure 6.11: Final results obtained by different localized minimization approaches on graph
1138bus. NEI CMDS used.

determined as the unit with the shortest Euclidean distance to u. After the BMU’s neighboring
neurons (NN) have been determined as neurons within the specified critical radius from the
BMU’s position, the SOM learning phase repositions BMU and its NN towards the position
of the input vector u. The amount of this movement decays over time and with increased
Euclidean distance to BMU (basically, neurons with larger distances from the BMU will
undertake small movements, which additionally decay over time). The critical radius within
which neurons are considered as NN of a particular BMU also decays as the time progresses.
Decays involved with SOM often follow a Gaussian function which we also consider in
order to determine the critical radius r within which neighbors are being examined,


t2
r = f (t) = rinit · exp − 2 ,
2c
with rinit denoting some initial radius, t denoting the current iteration, and c being a constant.
Default values are rinit = 1.5 and c = 12.
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A hybrid approach combining SOM and MDS has been introduced for dimensionality
reduction in Wu and Chow (2005). Incremental approaches tailored for massive data processing, that combine MDS instance [Sammon’s NLM (Sammon, 1969)] with artificial neural
networks were presented in Jain and Mao (1992); Rassokhin et al. (2001); Agrafiotis et al.
(2001); Agrafiotis and Lobanov (2000); Kwasnicka et al. (2006).13 A general combination
of non-linear mapping and SOM was discussed in Dzemyda (2001); Dzemyda and Kurasova
(2003), while the general MDS combination with SOM, along with initialization proposals,
can be found in Bernataviciene et al. (2006).
In graph drawing, the SOM-based approach was introduced in (Meyer, 1998). With input
units uniformly distributed over the drawing area, BMUs also utilize neighborhood pulling with
graph-theoretic neighbors. The objective of the approach has been interpreted as close to that
of the force-directed layout (attractive forces that organize graph-theoretic neighborhoods as
geometric neighborhoods, and a uniform space filling corresponding to repulsive forces).
Due to similarity to SOM, our procedure is dubbed FASSOM, an acronym of Fast And
Slow movers with SOM.
In the following section we provide experimental evidence of the benefits achieved with
proposed adaptations.

6.2.2

Evaluation

To fairly compare the behavior of newly proposed LM approach relative to the basic one, the
reduction of stress values should be measured on uniform time intervals. Besides an evaluation
performed on a set of graphs, in this section we also account for the method drawbacks.
Figures 6.12, 6.13 comprise results of σn values collected during LM on uniform time
intervals.
The plots reveal that FASSOM yields faster convergence, i.e., reaches essentially identical
locally optimal values as the plain updating approach, but faster. The time that would
be needed for the update of slow-movers is devoted to a (more frequent) update of other
nodes that largely affect stress, hence with essentially the same result achieved earlier. Nonmonotonic behavior occurred rarely (see plot for bfwa782, Figure 6.13), but can be avoided
by parameter adjustment.
Except for sw002 and sw0, the final solution is of essentially the same quality as the final
solution resulting in from the plain updating approach. Even though with generally lower
final σn values obtained with the plain updating approach, the difference is negligible on the
global scale; furthermore, the improvement is achieved at the expense of computational time.
Given a fixed amount of time (up to the point of termination of FASSOM), the proposed
heuristics will yield a layout exhibiting a lower σn value. The time saving is particularly
noticeable for larger structures with asymptotic complexity of O(n2 ) per iteration taking
significant amount of time (see, e.g., plot for plat1919). Since it is reasonable to trade-off
computational time and solution quality with such structures, the plain updating will be
terminated after a relatively low number of iterations. However, if this time needed for the
plain updating approach is devoted to FASSOM, layouts with lower σn values will be achieved.
While at the point of its termination FASSOM generally reaches lower stress values, the
scale of improvement was not significant for qh882, cdde1, bfwa782 and dwt1005. It is
13

An artificial neural network is a mathematical (computational) model inspired by the structure of biological
neural networks (with interconnected neurons that form a network ).
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therefore hard to justify the use of proposed heuristics with these structures in case of a late
termination, at least with the parameter setting provided.
The major drawback of the proposed approach is a parametrization space. While our
evaluation generally favors the proposed heuristics, we believe that more substantial improvements are possible with parametrization tailored for a specific class of graphs. To that end,
a more extensive experimental study is necessary.
It should be noted that the benefits of FASSOM introduced in early stages stem from fastmovers, and refinements in the later stages largely benefit from slow-movers. Therefore, while
a poor initial configuration would largely benefit from fast-movers, the time saving stemming
from slow-movers would be pronounced with good initialization requiring relatively small node
displacements. To that end, the benefits of slow-movers should be particularly noticeable in
cases when only a refinement of the layout is needed, e.g., nodes need to be repositioned due
to addition of new nodes.

6.2.3

Related Methods

Heuristics closely related to ours have already been proposed for speedup and quality improvements. A discussion on some of the most notable related work follows.
In the field of MDS, an approach called moving frame MDS (Groenen, 1993) (Chapter 5)
also utilized the concept of already converged points creating a frame. As with our approach,
the set of (already) converged points from the frame is updated (hence the name moving
frame); as opposed to our approach, the update takes place at the end of each iteration.
Repositioning of the remaining points is based on their mutual distances and distances to
points from the frame (such MDS approach was termed semi-complete scaling).
The reported experimental results from Groenen (1993) (Chapter 5) declare the SMACOF
update with simultaneous update of all nodes as the best general approach for stress minimization; moving frame MDS did not manage to reach stress values of comparable quality
within the same amount of time. While the limited success of the moving frame MDS is
attributed to the utilized strategy for moving frame population, we believe it is partly due to
random initialization used. In other words, given an appropriate initialization, more points
are likely to be part of a frame and are less likely to change the behavior in the following iterations, thereby with larger time savings. Furthermore, a good initialization allows reaching
a good local minima that was an issue with the original moving frame approach.
As shown with our method, given a proper initialization and extensions such as step elongation and neighborhood pulling, the approach yields satisfactory results with lower computational effort.
Recently, an approach tailored for massive data processing by stress minimization utilizing
LM and a subset of already mapped points was presented in Agarwal et al. (2012). Namely,
points are displaced based on placement proposals made only from a set of landmarks that
is changing through iterations, but the set size is kept fixed. However, the landmarks are
also displaced during refinement. In fact, similar approach with a variant of fixed landmarks
(anchors) is known as anchored scaling (Buja et al., 2008).
In the context of PageRank computation, the algorithm from Kamvar et al. (2003a) also
relies on the concept of converged pages which are considered less frequently in the subsequent
updates. Furthermore, the contribution of converged pages is not taken into account for
PageRank computation of other pages.14 The reported computational speedup was nearly
14

Such an approach is inapplicable to our node movement, as nodes would loose the connection with the
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Figure 6.12: Evaluation of FASSOM on a set of graphs, wij = d−2
ij , ∀ i, j, i 6= j. NEI CMDS used.
Smaller plots comprise final σn values, scaled to emphasize the difference. (part i)
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Figure 6.13: Evaluation of FASSOM on a set of graphs, wij = d−2
ij , ∀ i, j, i 6= j. NEI CMDS used.
Smaller plots comprise final σn values, scaled to emphasize the difference. (part ii)
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30%.
In the context of force-directed placement, Forbes (1987) was among the first to explore
the heuristic of step elongation to convergence acceleration of the basic method. Recording
each node movement during several iterations was used to identify nodes moving consistently
in one direction, and such nodes are further simply displaced in the same direction (in a
controlled matter). Such heuristic resulted in convergence speedup of a factor up to four,
relative to the basic method.
In graph drawing, a dynamic adaptation of node movements was first presented in Fruchterman and Reingold (1991). They introduced concepts of temperatures and cooling schedules
to control the node movement, later also used in (Frick et al., 1995; Gajer and Kobourov,
2001). Namely, the maximal node displacement is limited by the current temperature, and
node movements are restricted within a pre-specified frame. The GEM algorithm (Frick et al.,
1995) adapts the node update by detecting oscillations and rotations, which are considered
as inappropriate movements. The local temperature of oscillating or rotating nodes are decreased, hence with the following displacement of such nodes being smaller. More appropriate
movements, i.e., movements in direction close to the one taken in the previous iteration, are
granted higher local temperatures with the aim to accelerate the following displacement.
Moreover, GEM utilizes random node visiting order with each node being considered once
and displacement taking effect immediately, as our LM approach. For computational convenience, the forces in GEM are defined without the square root operator.

frozen graph regions.
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Sparse stress Model
Previous chapters explored stress majorization speedup techniques by relying on convergence
acceleration (Section 6.1.1) and adaptation of a particular node update (Section 6.2.1). These
approaches, however, did not address the quadratic computational complexity of an iteration
of the majorization process.
Consideration of a smaller number of summands in the stress function has already shown
some encouraging results, still leaving space for improvements. In this chapter we explore the
idea of node displacement stemming from an essentially constant number of placement proposals, therefore with significant time and space complexity savings that allow for processing
of much larger data sets. The presented procedure is based on sparse stress minimization.
For a general overview of algorithms for large graph drawing, see Hu (2010).
The chapter is organized as follows. We start with an overview of graph drawing approaches aiming at computational complexity reduction of the basic scheme, and concentrate
on such developments within the context of stress minimization. After discussing the drawbacks of the present approaches considering an essentially linear number of summands involved
in the stress function, we present a sparse stress variant that addresses these problems, leading
to higher quality drawings, but still with linear time complexity. The general applicability of
our procedure is then demonstrated on a notable stress-like model the minimization of which
is greatly accelerated. Prior to discussing related methods, we evaluate our method against
an already proposed sparse stress model and identify pitfalls of our method. The chapter is
concluded with layouts of several large graphs.

7.1

Computational Complexity Reduction

Reduction of computational complexity of general graph drawing techniques has been studied
extensively. The discussion in this section starts with an overview of approaches aiming at
computational complexity reduction of one of the most widely used graph drawing approaches,
the force-directed placement, Section 5.7. We then concentrate on the complexity issue of
MDS approaches.
High complexity drawback of early graph drawing algorithms have motivated many approaches striving for efficient processing of large data sets. For instance, the general forcedirected quadratic-time algorithm of Fruchterman and Reingold (1991) was primarily subjected to a grid variant where the screen is divided into a grid of squares, and repulsive force
calculations were exclusively based on nodes from the nearby grid cells that are within a
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pre-specified radius from the node being considered. With an assumption on nearly uniform
node spread, the total time taken by repulsive force calculation is O(n), hence with a total
of O(m + n) time per iteration. The drawback of such an approach is a potentially distorted
resulting layout due to force cut-off, and still quadratic complexity for highly non-uniform
distributions (Pfalzer and Gibbon, 1996; Tunkelang, 1998; Hachul, 2005).
Similar approach of repulsive force approximation in physics’ many-body simulation is
known as the particle-in-cell code (Pfalzer and Gibbon, 1996). The general method was
recently advocated by Kermarrec et al. (2011) in the context of distributed graph embedding,
but also earlier in the multi-level algorithm from Walshaw (2000). In the latter, the number
of the repelling neighboring nodes dynamically changes, i.e., decreases with the introduction
of nodes forming a finer level, hence with balanced computational load at different levels.
In addition to aiming at better local minimum, the developments of multi-level approaches
were motivated by the computational complexity drawback of more general graph drawing
methods. By refining structures obtained by gradual introduction of nodes corresponding
to different graph scales, a substantial speedup over the basic force-directed placement was
gained (Walshaw, 2000; Gajer et al., 2001; Hu, 2005; Hachul and Junger, 2004; Archambault
et al., 2007; Frishman and Tal, 2007).
The GRIP approach due to Gajer et al. (2001) employs node filtration to prioritize node
being introduced in the gradual layout. After clever initial placement of nodes from the higher
level, a refinement follows. Furthermore, the method is generalized to Euclidean space of
arbitrary dimension, which is only later projected to 2D or 3D. A multi-level graph drawing
was shown to benefit from topological graph features. The TopoLayout algorithm due to
Archambault et al. (2007) delegates layout of each detected topological feature of the graph
to a specific algorithm (among others, GEM (Frick et al., 1995) and HDE (Harel and Koren,
2002a) are used for layout of specific topological features),1 and forms the complete solution
by combination. In order to reduce the number of edge-crossings between layouts of different
topological features, the layouts are properly rotated, and a node-overlap removal phase
follows. The multi-level approach from Frishman and Tal (2007) takes advantage of both
the Kamada-Kawai method (Kamada and Kawai, 1989) and the force-directed placement due
to Fruchterman and Reingold (1991). Furthermore, the GPU implementation additionally
reduces the computational time, making the method suitable for large graph drawing.2
While it is often hard to express the asymptotic running time of such methods due to
dependence on the (level number of) coarsening strategy, substantial running-time improvements were obtained in practice. However, the potential field-based F M 3 multi-level approach (Hachul and Junger, 2004), that utilizes a space-decomposition to approximate repulsive forces and uses clever graph partitioning, has a provable worst-case time-complexity of
O(n log n + m). Full technical details of F M 3 can be found in Hachul (2005). An analysis of
computational complexity of GRIP is also presented in Gajer et al. (2001). An experimental
evaluation on multi-level layout methods is reported in Bartel et al. (2011). For an experimental study on fast algorithms for drawing general large graphs, see Hachul and Junger
(2005). The use of multi-level approaches in graph drawing by stress minimization will be
discussed in the following section.
Among the first geometric information-based force-directed approaches reducing the O(m+
2
n ) time-complexity per iteration to essentially O(n log n + m) per iteration is JIGGLE
1
2

Sample topological features of a graph are trees, complete graphs, bi-connected components, etc.
GPU stands for Graphical Processing Unit.
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(Tunkelang, 1998). This method approximates the repulsive force by a hierarchical space
division based on a tree-code approach. For instance, a quad-tree space decomposition is
performed and the contribution of more distant nodes is accumulated into supernodes; repulsion from distant nodes is subsequently replaced by repulsion from a smaller number of
supernodes. Therefore, this algorithm is a Barnes-Hut scheme-based force-directed approach
(Barnes and Hut, 1986).
The Barnes-Hut scheme was also utilized with the FADE approach due to Quigley and
Eades (2001), who also considered geometric clustering and multi-level viewing to reduce
the clutter in layouts of large undirected graphs. A FADE variant based on recursive space
decomposition utilizing Voronoi diagrams can be found in Pulo (2001). Although motivated
by the robustness problem of the primarily utilized quad-tree data structure, the use of
Voronoi diagrams imposes computational load that often compromises quality improvements
over the simpler quad-tree (Pulo, 2001).
The Barnes-Hut scheme has also been combined with multi-level graph drawing in Hu
(2005). While the multi-level approach avoids poor local minima and reduces the number
of iterations needed to reach the final result, the Barnes-Hut scheme reduces the the computational effort within each iteration. The quad-tree structure was also used to speed up
the repulsive-force calculation as part of the potential field-based multi-level graph drawing
algorithm, F M 3 (Hachul and Junger, 2004).
Interestingly, the Barnes-Hut scheme was used to assist stress majorization in the context
of graph drawing (Koren and Çivril, 2009; Gansner et al., 2012; Khoury et al., 2012). For
instance, Khoury et al. (2012) use the scheme to speedup the computation of B(X)X ∈ Rn×d ,
with entries, ∀ i,
X
xi − xj
[B(X)X]i =
wij dij ·
,
(7.1)
kxj − xi k
j6=i

[see (5.13)] forming the right-hand side of the system (5.15) which is central to stress majorization. While the computation of B(X)X regularly takes O(n2 ) time, the approximation
by Barnes-Hut reduces it to essentially O(n log n). To remove the need for distances dij , the
authors propose weighting wij = d−1
ij .
Hardware developments were also exploited for the purpose of general graph drawing
(Mueller et al., 2006; Frishman and Tal, 2007; Tikhonova and Ma, 2008).

7.1.1

Efficient MDS

The quadratic complexity of MDS methods has been addressed since the basic developments
in 1960’s, mainly within stress minimization. Below we review some of the most notable
approaches to efficient MDS.
Computational requirements were significantly decreased with the incremental methods 3
that first arrange a small portion of the graph, possibly capturing the global structure, with
later arrangement of successively larger portions (Cohen, 1997; Basalaj, 1999; Apostal and
Szpankowski, 1999; Naud and Duch, 2000; Morrison et al., 2002; Morrison and Chalmers,
2002; Jourdan and Melançon, 2004; Naud and Duch, 2002; Williams and Munzner, 2004;
Trosset and Groenen, 2005; Naud, 2006; Karbauskaite and Dzemyda, 2006; Lespinats et al.,
2007; Ingram et al., 2009; Cao et al., 2010; Agarwal et al., 2010a). The initially mapped
data fraction is often sampled randomly, but other strategies have also been proposed. For
3

A multi-level approach to stress minimization can also be regarded as an incremental approach.
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instance, Basalaj (1999) constructs an MST of the underlying graph, and introduces vertices in
a descending order with respect to the associated MST edge-weight.4 Given that the longest
MST edges are between clusters belonging to the highest-level, the structurally important
nodes are laid our first, thereby decreasing the chance of convergence to a poor local minima.
See Bernataviciene et al. (2007) for a comparison of some initial data sampling methods.
In the context of graph drawing, Cohen (1997) first arranges a portion of a graph that
globally represents the structure, with remaining nodes being introduces in an order that
attempts to retain the global structure representation. The node ordering is performed at
a preprocessing phase, and is based on manipulated depth-first ordering from an arbitrary
node. Such approach was shown to effectively avoid poor locally optimal solutions.
As already stated, while incremental methods share the basic intuition of gradual arrangement of nodes, they differ in order of node introduction, the number of nodes introduced [e.g.,
one-by-one (Basalaj, 1999) or in batches (Naud, 2006)], and the interaction between nodes
introduced at different stages. Although the final stage involving all nodes requires higher
computational effort, the convergence is much faster due to nearly ideal node placement
achieved in earlier stages.
The incremental arrangement is generally also known to prevent poor local minima by
primarily capturing the global structure, later only locally refined. A natural extension of
incremental approaches to MDS is for out of sample points – mapping the hitherto unavailable
points without the need of the whole map reconstruction (Bae et al., 2010a, 2012; Agarwal
et al., 2010a).
In the context of general stress minimization, a hierarchy of coarse structure representations was used for an incremental construction of stress optimal solution in the multi-grid
MDS (Bronstein et al., 2006e), later also used in Bronstein et al. (2006d). This method
basically splits the problem into a hierarchy of coarser problems,5 i.e., problems involving a
smaller number of terms. Starting with the solution at the coarsest level, finer solutions are
build by a gradual introduction of new terms to the coarser solution, until the complete solution is constructed. The other approaches evaluated (one of which was SMACOF) reached the
same stress value only later. The advantage of the GPU implementation to more efficiently
exploit the multi-level paradigm with MDS was used in Ingram et al. (2009) (to be discussed
later in greater detail). Although with significant speedup relative to the plain stress minimization, these methods rely on the complete Θ(n2 ) input distance information. While this
is not an issue in the context of dimensionality reduction (input corresponding to Euclidean
distances from high-dimensional space), the application to graph drawing requiring APSP is
prohibitive.
Multi-level approaches to graph drawing that rely on a minimization of a stress-like function were shown to substantially improve over the speed and quality of plain iterative approaches initialized with random coordinate assignment (Hadany and Harel, 2001; Harel and
Koren, 2001). However, while the running time of multi-level approaches relying on graphtheoretic distances is dominated by APSP computed in O(mn) time with BFS initialized at
each point,6 the space-complexity required to store the APSP information is Θ(n2 ).
Approaches tailored for massive data processing, relying on a combination of MDS in4

The edge-weight of the underlying MDS correspond to vertex dissimilarity measure, which is specifically
defined in Basalaj (1999).
5
The utilized coarsening scheme relies on the MaxMin point selection, Algorithm (2).
6
In fact, Hadany and Harel (2001) argue that an approximation to APSP distances computable in O(n2 )
time, which is generally an improvement over O(mn).
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stances and other mapping approaches employed locally (e.g., neural networks) were also
proposed (de Ridder and Duin, 1997; Pekalska et al., 1999; Agrafiotis and Lobanov, 2000;
Rassokhin et al., 2001; Pekalska and Duin, 2002; Agrafiotis et al., 2001; Kwasnicka et al.,
2006). In particular, Pekalska et al. (1999) compare three hybrid approaches relying on Sammon’s NLM (Sammon, 1969) of a data sample, proceeded by coordinate assignment of the
hitherto unseen points. Furthermore, Pekalska and Duin (2002) propose an approach relying
on the initial mapping of a data fraction by CMDS, with Sammon’s NLM utilized for the
remaining (and the hitherto unseen) point mapping.
More recently, an approach utilizing a primary skeleton [drawn by the Kamada-Kawai
approach (Kamada and Kawai, 1989)] that determines the final positions of all nodes was
presented in Yonghe and Yanyan (2010). Yet another approach tailored for large-scale dimension reduction employs an adaptive sampling of landmarks that determine the positions
of all other nodes to achieve reasonable quality mappings in linear time (Agarwal et al., 2012).
An approach to parallelized stress minimization with SMACOF was proposed in Choi et al.
(2010). A parallelized implementation of SMACOF was also proposed with the incremental
method specifically tailored for massive data set processing (Bae et al., 2010a).
A divide and conquer paradigm has also been utilized for stress minimization. DEMScale
is an approach independent on the underlying MDS model used, and is based on splitting the
whole data-set into subproblems each of which is scaled independently and later combined into
a full solution (France and Carroll, 2009); the approach resembles the CMDS-specific speedup
introduced in Yang et al. (2006). Basically, the full n × n dissimilarity matrix is split into a
number of square submatrices individually subjected to an MDS method. Given that point
sets captured by submatrices are mutually non-overlapping, a full configuration reconstruction
requires dissimilarity information between sample points from each point set, which is also
subject to an underlying MDS method. With local solutions corresponding to each submatrix
and a solution corresponding to sample points captured by each of the submatrices, the overall
configuration matrix is reconstructed by an affine least squares mapping. For the analysis of
computational complexity of the method depending on the underlying MDS model and the
involved optimization, see France and Carroll (2009).
The split-and-combine MDS (SC-MDS) approach, also independent of the underlying
MDS model, was proposed in Tzeng et al. (2008). Basically, n data items are split into K
overlapping chained subsets {S1 , . . . , SK }, Si ∩ Si+1 6= ∅, with independent configurations
for each Si , i ∈ {1, . . . , K}, combined to form the whole. Given just two subsets, K = 2,
the combination is carried out by fixing coordinates corresponding to S1 , and the overlapping
points are used to find an affine mapping of points of S2 . Similar procedure holds for K > 2,
where each Si+1 , i ∈ {1, . . . , K − 1} is mapped around Si using the overlapping set Si ∩ Si+1 .
To achieve a good quality low-dimensional embedding, points in each Si , i ∈ {1, . . . , K},
should be chosen from the neighborhood and beyond. SC-MDS has time-complexity of O(n)
when the model due to Chalmers (1996) is used as the underlying MDS model [see Section
7.6 for a more detailed account on the method of Chalmers (1996)]. Despite being feasible
for parallel computations, the method is highly dependent on the splitting method, number
of groups, and the number of items in group intersections.
In the context of sensor localization, approaches also relying on a combination of solutions
corresponding to local node neighbors can be found in Shang (2004); Koren et al. (2005).
While local solutions are often obtained by CMDS, a combination and global refinement step
are based on stress minimization that can be carried out in a distributed manner.
Among the most notable efficient stress minimization approaches is the Stochastic Prox229
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imity Embedding (SPE) due to Agrafiotis (2003). This method iteratively refines the configuration by a random selection of a pair of items subsequently displaced to match the desired
distance. Despite essentially linear time complexity, the primary approach still relies on Θ(n2 )
input distance information. To avoid adjustment of non-local nodes, Agrafiotis and Xu (2002)
introduced cutoff distances, thus additionally reducing the computational effort.
Despite generally positive experience reported with the use for dimensionality reduction,
SPE suffers from a large number of parameters. Furthermore, the introduction of the cutoff
distance often deteriorates the global configuration by neglecting the large distance effect (for
more details, see Section 7.2).
As was primarily stated in Agrafiotis (2003), “the power of SPE stems from the stochastic nature of the refinement scheme and the vast redundancy of the distance matrix”. The
simplicity and ease of the implementation of the general SPE approach have led to numerous
extensions and variants tailored for specific applications: tackling distance geometry problems
with an extension to simultaneous movements of three points in 3D (Kashima et al., 2006),
improving a conformational search (Izrailev et al., 2006), conformational sampling (Xu et al.,
2003), exploring the protein homology (Farnum et al., 2003), improving dimensionality reduction via similarity adjustment (Nishikawa and Doi, 2008), and assisting the superimposition
of the molecular templates in the molecular conformation refinement in the Self-Organizing
Superimpositions (SOS) (Zhu and Agrafiotis, 2007) and its variant (Liu et al., 2009). A pivotbased SPE (Rassokhin and Agrafiotis, 2003) was introduced to improve the efficiency of the
general algorithm largely compromised by random number generator calls used to recruit the
item pair to be adjusted. Furthermore, this particular alternative was utilized for a recent
GPU-based implementation of the SPE that achieved significant speedups relative to the plain
CPU approach (Yang et al., 2011).
In the following, other approaches are discussed based on a stress model with some summands omitted. Despite much lower complexity of resulting sparse schemes, often good
approximations of the layout from the complete scheme are obtained.

7.2

Sparse stress Model

The major rationale behind sparse stress models is the exploitation of the input redundancy.
A potentially linear complexity of stress minimization stems from the fact that the relative
configuration on n points in d−dimensional space can be fully described by using only n(d +
1) − 12 (d + 1)(d + 2) distances (Young and Cliff, 1972). In fact, this observation and the result
of the experimental study from Spence and Domoney (1974) who concluded that random
dissimilarity omission often leads to a reasonably good recovery in essentially linear time,
seem to be the basis for the developments utilizing incomplete distance information.
In this section we provide an overview of the developments in the context of stress minimization involving incomplete input distance information. Besides sparse stress used in the
context of dimensionality reduction, we review graph drawing approaches that rely on such
scheme. Drawbacks of such approaches are identified, and serve as a basis for the novel scheme
that is presented in the following section.
Among the first to explore the effect of incomplete input dissimilarity (distance) matrices
further subject to (non-metric) MDS were Spence and Domoney (1974). One of the investigated strategies to dissimilarity matrix entry omission is the cyclic design, a variant of which
we discuss later (the symmetric circulant design from Section 7.6). This strategy was found
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to provide a good recovery of the result obtained with complete dissimilarity information
considered, but much faster. The authors also explored the effects of the amount of data
being considered, and give proposals expected to yield reasonably good solutions. This issue
will be discussed in Section 7.3.3.
Motivated by the observation from Spence and Domoney (1974), Gower and Groenen
(1991) and Groenen (1993) (Chapter 5), proposed an adaptation of SMACOF that efficiently
handles some structured designs of data omissions. Basically, some sparse matrix designs
allow efficient computation of their pseudoinverse, the advantage of which is used for designing
efficient SMACOF handling incomplete distance data. Developments towards a linear-time
iteration of stress minimization via DMA (see Section 5.2.5) that relies on similar structured
designs were described in Trosset and Groenen (2005); Bernatavicien et al. (2007).7 A sample
structured design is discussed in Section 7.6; for additional variants, see Groenen (1993)
(Chapter 5).
Approaches considering only close neighborhood relations derived from the input-space
were reported in Schwartz et al. (1989); Buja and Swayne (2002); Buja et al. (2008); Brandes
and Pich (2008). Adaptive versions of similarly restricted stress function, but with close
neighborhood relations derived from the output-space, were shown to be good for localneighborhood recovery in general dimensionality reduction (Demartines and Herault, 1997;
Martin-Merino and Muoz, 2004; Venna and Kaski, 2005) (see Section 5.1.2).
With an application to graph drawing, displacement of nodes based on placement proposals made only from local neighbors often yields structure deterioration (the effect will be
demonstrated shortly). If fact, the general deterioration problem stemming from exclusive use
of small distances has been known for decades. Although within non-metric MDS, a widely
cited experimental study from (Graef and Spence, 1979) considered the effect of absence of
the smallest third, medium and the largest third of the dissimilarities. While discarding the
smallest and medium thirds had benign effects, discarding the influence of large distances was
shown to have devastating effects.
Attempts to overcome problems such imposed by the absence of large distances were
reported in Chalmers (1996); Chen and Buja (2009); Gansner et al. (2012).
The force-based approach due to Chalmers (1996) displaces points based on placement
proposals stemming not only from local neighbors, but also from stochastically sampled pivot
nodes. By assigning identical weights to placement proposals from these two node groups,
node displacement is also affected by large distance fit stemming from pivots. While with
linear-time iterations, the approach relies on all Θ(n2 ) distance pairs. The basic approach has
been utilized and refined in Morrison et al. (2002); Morrison and Chalmers (2002); Jourdan
and Melançon (2004); Williams and Munzner (2004); Ingram et al. (2009).
While considering the exact distance information to local neighbors, the approach due
to Chen and Buja (2009) [and a variant presented in (Gansner et al., 2012)] replaces the
effect of missing large distances by the effect of fixed distances that are associated with small
weight. Although this approach removes the need of APSP computations, the complexity
per iteration is still quadratic. Further account on methods from Chalmers (1996); Chen and
Buja (2009); Gansner et al. (2012) and closely related work will be given in Section 7.6.
7

Recall that the DMA does not require matrix pseudoinverse operation or a detour via iterative linear
system solvers.
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Sparse stress in Graph Drawing

Besides the application for general dimensionality reduction, the sparse stress has also been
applied in other context as well. Among the first to exploit the idea of sparse stress for
graph drawing were Brandes et al. (2001),8 but the approach was also used in Koren and
Harel (2003); Gansner et al. (2004b); Brandes and Pich (2008). While largely relying on
initialization, the sparse stress scheme from Brandes and Pich (2008); Pich (2009) still exhibits problems caused by exclusive small distance utilization. In this sparse stress scheme,
placement proposals are made only by local neighbors computed by terminating BFS after a
predefined number of nodes has been visited.
Despite additionally introducing large distances, the sparse stress scheme from Koren and
Harel (2003); Gansner et al. (2004b) appears not to fully exploit their potential. With large
distances being included via pivots, the weighting scheme utilized is inversely proportional to
the square of distances, i.e., wij = d−2
ij . Given that the number of globally distributed pivots
is small relative to the total number of nodes and not substantially larger than the size of local
neighborhoods also considered, such weighting implies (almost) negligible effect of pivots. In
the following, we propose a solution to this problem without sacrificing the essentially linear
complexity of the underlying procedure.

7.3

The New Sparse Scheme

With savings introduced by sparse stress often introduced at the expense of degeneracies
in the layout, the effort should be directed towards design of a scheme that avoids these
degeneracies.
Below we propose a novel configuration update approach that avoids problems common
to present sparse stress models. We show that by (i) careful selection of nodes making
placement proposals and (ii) weight engineering, the resulting procedure achieves superior
layouts without sacrificing time and space complexities. We proceed with an account of
effective initialization to the proposed procedure and the termination criterion. A proposal on
relative sizes of subsets utilized in our procedure and the complexity analysis of the proposed
approach are presented at the end of the section.
Motivated by drawbacks of present sparse stress approaches, our scheme is based on a set
S of node pairs,
X
σ s (X) =
wij · (dij − kxi − xj k)2 ,
(7.2)
(i, j)∈S

allowing the balance of different distance effects through careful item selection and weight
engineering. The latter technique adjusts the effect of a particular node via adaptation of the
associated weights.
The cardinality of S is expected to be linear,
|S| ∈ O(n), S ⊆ V × V .
Each node position is determined by the influence of the following two sets:
8

In fact, the primary application from Brandes et al. (2001) was to speedup shortest-path computation by
utilizing coordinate information obtained via graph drawing methods.
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(a) Local Neighbors : distances obtained by terminating BFS after some neighbors have
been visited.9 For each node i, local neighbors are collected in Li , and may correspond to
i’s k−neighborhood, N k (i) = {j ∈ V | 0 < dij ≤ k}, as in Koren and Harel (2003), thus
ensuring symmetrical distance information. To avoid unbalanced computational and memory load across nodes of graphs having non-uniform degree distribution, we adopt constant
|Li | approach. Nodes with mutually missing distance information are indirectly linked by
propagated local neighborhood information. These distances account for local details;
(b) Pivots : distances from every node to the fixed set of pivots, P . To scatter pivots
well over the graph, the MaxMin strategy is used [see Algorithm (2)]. Although seemingly
a standard sampling choice with the sparse stress models (Koren and Harel, 2003; Gansner
et al., 2004b), we later argue that it might not be suitable for certain structures. Pivots
provide a way to more directly link nodes with missing distance information. These distances
are responsible for the global structure preservation.
In case plain majorization is utilized for the model (7.2), the convergence is rationalized
via missing distance values, wij = 0, which give raise to an irreducible weight matrix (see
Definition 5.5) (to ensure that there is a single MDS component), and matrix V [defined
in (5.12)], not corresponding to a Laplacian of a weighted bipartite graph [to obtain the
spectrum bounds required for convergence of the Jacobi method, see Section 5.2.2]. However,
plain updating via sparse stress majorization leads to degeneracies; although motivated by
the plain stress majorization update, our proposal does not guarantee non-increase in sparse
stress with each iteration, but resolves these degeneracies.

7.3.1

The Effect of Weighting

Besides a plain selection of nodes to influence position displacements during iterative refinement, our approach additionally utilizes weight engineering. To demonstrate the effect
of different weighting schemes, we only use distances to pivots for drawing regular structures. Before proceeding with the concrete proposal on weight adaptation involved with our
approach, we briefly review some MDS approaches exploiting distances to pivots only.
While generally known as the external unfolding in the MDS literature (Borg and Groenen,
2005), a similar approach was used in Buja et al. (2008) under the name scaled anchors.
Although not related to a sparse stress model, the update associated with scaled anchors can
be made convergent by majorization.10 In fact, the approach we use in a demonstration relies
on displacement of all nodes relative to a set of pivots (anchors), and relies on convergent
majorization (simultaneous update of anchors and floaters with respect to distances from
anchors).11 However, the potential of the method from Buja et al. (2008) was impaired by
the inability to select a sufficiently informative set of anchors. More recently, Agarwal et al.
(2012) also based node placements on proposals made from a dynamically adapting set of
pivots.
An alternative also explored in Buja et al. (2008) are fixed anchors, where the initial set of
anchors is not displaced in the subsequent iterations. Such an approach to map large number
of objects via Sammon’s NLM is known as sequential mapping in Montvilas (2003). A similar
9

BFS is used with unweighted graphs.
The concept of force graphs from Buja et al. (2008) allows interpretation of scaled anchors as a two-phase
procedure: mutually scaled anchors, and individually scaled floaters (non-anchors) with respect to distances
from anchors.
11
In Section 8.2 we propose the use of scaled anchors for region emphasis via DS.
10
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(a) wip = d−2
ip
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(b) wip = d−1
ip

(c) wip = 1

Figure 7.1: Graph pde225 (n=225, m=1065) drawn by scaled anchors with different weighting
schemes; identical set of |P |=30 anchors used, L ∈ ∅. Initialization: optimally-scaled CMDS; termination after t = 30 iterations.

procedure was successfully used as a speedup to stress minimization via majorization in
Boitmanis et al. (2008). Furthermore, fixed anchors have been utilized to determine positions
of newly available points (out of sample MDS ) (Bae et al., 2010a, 2012).
Figure 7.1 shows implications of different weights to node placement determined by the
influence of pivot nodes exclusively, wip , i ∈ V , p ∈ P . Note that the success of such approach
is largely attributed to clever initialization, as will be discussed later.
As depicted, the marginalized effect of large distances by weighting wip = d−2
ip tends
to distort the smooth grid structure, and the problem is avoided with placement proposals
increasingly determined by distant pivots. This is achieved by changing the exponent involved
with the weighting scheme. The compression on the corners, on the other hand, becomes more
pronounced, but such side-effect seem to be negligible given the global structure improvement.
For irregular structures, however, especially those with tree-like attachments, the effect of
L is necessary to allow for the unfolding. For instance, the effect of L would help given an
initialization where leaf nodes are very close to each other. On the other hand, a dominant
effect of small distances in case |P | = ∅, is likely to cause the clutter. A careful use of both
sets, P and L, should lead to good layouts.

7.3.2

Pivot Inflation

As already stated, the problematic behavior of present sparse stress schemes is largely attributed to marginalized effect of large distances via weighting wij = d−2
ij , ∀ i, j, i 6= j,
constituting sparse stress. To increase the effect of large distances within the sparse stress
model, we propose to inflate pivot weights,
wip = ap · dαip ,

α ∈ {−2, −1, 0} ,

with ap > 1 denoting the inflation factor associated with each p ∈ P , thus with increased
importance of large distance fit responsible for the global structure preservation.
A reasonable choice for ap should be proportional to the number of nodes within the
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pivot

inflation

Figure 7.2: Illustration of the pivot inflation: non-pivot nodes inflate the nearest (set of ) pivot
nodes that are expected to be representatives of different graph regions.

graph region that pivot represents.12 The effect of a particular graph region would then be
replaced by the effect of a (set of) representative pivot(s). Our approach relies on each node
i dispersing its contribution to the (set of) closest pivot(s). Each node i is associated with
the set of minimally equally distant pivots,
Ti = { p ∈ P | dip = min(diP ) } ,
with diP denoting node i distances to pivots p ∈ P . The dispersion effect is further achieved
with each i adding f = 1/|Ti | to ap , p ∈ Ti . In Figure 7.2 we illustrate the pivot inflation
(PI).
By quantization at pivots initialized with ap = 1, p ∈ P , reasonably good approximation
of all nodes contribution can be obtained in linear-time. The scheme resembles the determination of Voronoi regions,13 but here determined from the graph structure. Reasonably good
behavior is found with the scheme given appropriate |P | and |L|. Possible extensions involve
different f factors, or simplifications such as ap = n/|P | equating the inflation of different
pivots.
Figure 7.3 illustrates results of different approaches. Meaning of the parameter c will be
clarified shortly.
Compared to our approach, result of the sparse stress scheme from Gansner et al. (2004b);
Koren and Harel (2003) (constant |L| adopted), which we dub Sold scheme in Figure 7.3(b),
is inferior in approximating the result of the complete stress majorization, provided identical
initialization. The problem of inappropriate pivot positions from Figure 7.3(b) which is
12
The term graph region corresponds to the region of the graph structure, and not to region of a geometric
representation of a graph, i.e., layout.
13
Given a set of points {p1 , . . . , pk } in Euclidean plane, the corresponding Voronoi regions {R1 , . . . , Rk } comprise all points whose distance to pk is not greater than their distance to any other point from {p1 , . . . , pk }\pk .
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(a) Full stress α = −2

(b) Sold scheme

(c) With PI, α = −2

(d) LM update applied

Figure 7.3: Layouts of graph 1138bus (n =1138, m =2596); NEI CMDS used. Identical pivots were
used, |P | = 120 (emphasized), |L| = 40; c = 0.5.

attributed to O(n) placement proposals from non-pivot nodes, is referred to as the pivot
break-out (Koren and Harel, 2003). The problem is resolved through pivot smoothing – in the
postprocessing, only pivots are displaced in a pivot-by-pivot fashion, influenced by their local
neighbors only. Although applicable with regular structures where pivots are typically not
placed close to each other and are well scattered over the graph, the pivot smoothing is unlikely
to work with irregular ones (at least given the MaxMin pivot sampling). Recently, Khoury
et al. (2012) presented an efficient approach to graph drawing by stress majorization that also
required pivot smoothing. With our approach, the position of each node is determined using
essentially the same amount of information, O(|P ∪ L|), thus preventing the above problem.14
14
Note that such non-reciprocity of placement proposals (e.g., pivots affect all other nodes, but are not
affected by all other nodes) is what differs our update from the plain majorization-based update. While the
later is provably convergent and associated with non-increased values of sparse stress, our update appears to
be associated with non-increasing complete stress values, see Section 7.5.
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The central clustering of certain structures (see Figures 7.3(c), 7.3(d)) can be avoided by
relaxing the MaxMin to sample every k th pivot randomly to avoid overpopulating ends of
attached paths by pivots. With our approach on structures with tree-like attachments, the
pivot selection plays important role. MaxMin would tend to place pivots at the periphery, and
pivots would dominantly be representatives of peripheral graph regions. It is thus advisable to
adopt relaxed (hybrid) MaxMin, as described previously. Further research on pivot selection
strategies suitable for the proposed approach for different graph types is needed [similar
observation, though in different context, was reported in Pich (2009)]. Unless otherwise
stated, results and layouts reported in this chapter were obtained with the MaxMin pivot
selection strategy.
While the poor behavior of the Sold scheme can be partially attributed to poor initialization, our scheme is expected to be less dependent on initialization because of the increased
effect of large distances (pivot inflation). This implies higher effectiveness in the search for a
good local minimum of complete stress relative to the Sold scheme. The initialization, however, is still of great importance with our scheme, and effective approaches to initialization
will be discussed shortly.
Remarks To avoid overemphasizing specific pivot influence, the effect of pivot also
present in node i’s Li is discarded, and only weight corresponding to Li is considered.
With the setting of low |L| relative to graph size (hence with large graphs), the effect
of nearest pivots to each node needs adjustment. Since close pivots may not be part of L
for a certain node, the pivot inflation may lead to excessive influence of such pivot nodes on
their local neighbors. The solution is to add closest pivots of each node i to their Li set. We
declare pivots within range c · dG from each node i ∈ V as closest pivots, where
dG = max

min

i∈V {i∈V, p∈P, i6=p}

dip ,

and c is a constant. The value of dG can be computed on the fly while computing pivot
inflation factors.
In Section 7.5 we report results with c = 0.5 which yield good results with the given
setting of |P | and |L|, but parameter c may need an adjustment with large structures, as
shown in Section 7.7.

7.3.3

Sparse stress Initialization

It has already been noted that sparse stress schemes largely rely on smart initializations that
avoid poor local minima and lead to faster convergence (Schwartz et al., 1989; Brandes et al.,
2001; Koren and Harel, 2003; Trosset and Groenen, 2005; Brandes and Pich, 2008).
Among the first to exploit the idea of sparse stress minimization in the context of graph
drawing were Brandes et al. (2001); Koren and Harel (2003). While Brandes et al. (2001) rely
on Barycenter Layout (see Section 5.7.1) as an initialization to sparse stress minimization, the
axis by axis approach from Koren and Harel (2003) was shown to benefit from an initialization
obtained by subspace optimization.
More recently, the experimental study from Brandes and Pich (2008) shows that ideal
candidates for sparse stress initialization are CMDS and its approximations that layout the
coarse graph structure well. Since also motivated by complexity drawbacks of the full method,
PivotMDS appears to be a natural predecessor of sparse stress minimization. After local
neighborhood sampling, the already computed pivot distances need only to be translated to
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the subsequent updating procedure, possibly with some additional pivot samples. To account
for expensive power operations involved with weights, it is advisable to precompute and store
them.
As with the complete stress minimization, the initial scale alignment is also important
with our procedure. Given that the normalized edge initialization (NEI) was proven to work
well with complete stress majorization (see Section 5.4.1), we adopt it with our approach.
Clearly, point overlap removal should follow the scale alignment.

7.3.4

Termination Criterion

Given the iterative refinement involved with our graph drawing approach, a termination
criterion is of great importance since : (i) the introduced savings may be compromised by
the unnecessarily deferred termination, or (ii) the layout quality may be inappropriate with
a premature termination.
Inspired by the observation from Ingram et al. (2009) where point velocities are utilized
for the termination of the iterative update similar to ours, we propose a termination based
on a relative configuration change [see (5.79)], i.e., iterating until
kX [t] − X [t+1] k
<,
n
where  > 0 is set to  ∝ 10−c , c ∈ {3, 4}.
In Algorithm (8) we summarize the full procedure.

7.3.5

Subset Sizes and Complexity Analysis

While the strategy to dissimilarity entry omission is important, the amount of dissimilarities
remaining is another critical issue (Spence and Domoney, 1974; Graef and Spence, 1979). In
particular, Graef and Spence (1979) suggest that the minimal adequate fraction is calculated
as
F = 6d/(n − 1) ,
with larger values generally leading to improved results.15 With an increase in n, this fraction
becomes smaller due to increased redundancy in input dissimilarities.
Our approach essentially complies with the above observations. While increasing cardinalities of P and L generally improves results, the setting
0 < |L| < |P |  n ,

(7.3)

with |L| equal to 30 − 60% of 30 ≤ |P | ≤ 250 pivots, increasing with n, often provides well
balanced layouts.
Given relation (7.3), the overall complexity of the proposed scheme is O(n), thus being
competitive with present sparse stress approaches. In fact, the experimental results from
Section 7.5 reveal our approach yields superior quality layouts by addressing some of the
common sparse scheme problems.
15

As exemplified in (Graef and Spence, 1979), representation of n = 30 points in 3D space would require
at least 62% of all pairwise dissimilarities.
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Algorithm 8: Sparse Scheme
(i)

Input : Sets P and Li , {1, . . . , n}, with associated distance matrices Dp , Dl ;
initialization X ∈ Rn×d
Output: Final positions xi , i ∈ {1, . . . , n}
scaleAlignment(X) // scaling the initialization
pointOverlapRemoval(X) // remove potential overlaps
termination ← false
// precomputing influential nodes and weights for each node i
for i ∈ {1, . . . , n} do
Si ← (P ∪ Li ) // nodes affecting each node i
// weight computation with P assumes ’pivot inflation’
(i)
Wi ← precomputeW eights(Si , Dp , Dl )
while termination = false do
for i ∈ {1, . . . , n} do
// if (kxi − xj k > 0) then sij ← dij /kxi − xj k else sij ← 0
xnew
←
i

P

j∈Si

wij ·(xj +sij ·(xi −xj ))
P
j∈S wij
i

// new position assignment
for i ∈ {1, . . . , n} do
xi ← xnew
i
check(termination) // check for termination

7.4

Application to Other Models

Besides being applicable with the basic stress function, the proposed sparsification approach
can be used with other stress-like functions. We next describe an application of the proposed
scheme to another stress-based model that avoids the need of Θ(n2 ) input distance information, but with time-complexity per iteration still of order O(n2 ). Such model is part of
the Local Multidimensional Scaling (LMDS) approach from Chen and Buja (2009) that was
originally also applied for graph drawing.
Inspired by the received wisdom that neglecting large distances has dramatic effect on the
resulting drawing, the LMDS integrates the effect of all non-neighbor node pairs, (i, j) ∈
/ N k,
16
into the stress function via large distances and small weights:
lmds(X) =

X

(dij − kxi − xj k)2 +

(i, j)∈N k

X

w · (d∞ − kxi − xj k)2 ,

(i, j)∈N
/ k

where, using the limit argument, it was shown that a reasonable weight choice is w = τ /d∞ ,
with d∞ denoting some reasonably large distance, and τ denoting a tunable parameter.
16

In fact, the original choice of local neighborhoods from (Chen and Buja, 2009) was symmetrized neighborhoods with k−nearest neighbors, i.e., (i, j) ∈ N k if j is among the k nearest neighbors of i, or i is among
the k nearest neighbors of j.
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(b) lmdss |P | = 120, k = 6

(a) lmds

Figure 7.4: Layouts of dwt1005 graph (n =1005, m =4813). Initialization: CMDS; parameters:
d∞ = n, τ = 0.1, k = 6. Pivots are emphasized.

By using the limit argument, Chen and Buja (2009) further simplify the above loss function
to
X

lmdsr (X) =

(dij − kxi − xj k)2 − ω ·

(i, j)∈N k

X

kxi − xj k ,

(7.4)

(i, j)∈N
/ k

for some tunable parameter ω, but we utilize the previous interpretation that can be easily
incorporated in our procedure. We found that d∞ ∝ n allows tunning via τ parameter to
balance the effect of local details introduced by the first term of lmds(X). The second term,
on the other hand, corresponds to repulsive forces preventing the structures to crumple. For
appropriate selection of parameters associated with LMDS, see Chen and Buja (2009).
The drawback of the LMDS is its still quadratic complexity per iteration. Hence, the
application of our approach would aim to find an informative set of pivot nodes P responsible
for repulsive forces, with weights adjusted accordingly. The adjusted loss function, lmdss (X),
is:
X
X
0
lmdss (X) =
(dij − kxi − xj k)2 +
wij
· (d∞ − kxi − xj k)2 ,
(i, j)∈N k

i∈V, j ∈N
/ k , j∈P

0 = a · w denotes the pivot inflation weight. The minimization of the above loss
where wij
p
function is performed with our updating that takes into account the effect of inflated pivots
(still with non-reciprocity of placement proposals). In Figure 7.4 we show sample drawings.
As depicted, a good approximation of the plain approach (obtained by majorization), but
clearly favorable in terms of total running time provided essentially linear computational load
associated with each iteration.
The recent maxent stress model introduced in Gansner et al. (2012) addresses the need of
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APSP,17 and is similar to LMDS. Namely, the loss function to be minimized is
X
X
kxi − xj k−q ,
wij · (dij − kxi − xj k)2 + α ·
maxEnt(X) =
(i, j)∈Z
/

(i, j)∈Z

with typically Z = E, wij = d−2
ij (wij = 1 for Z = E), and α, q ≥ 0. To properly address
the issue with non-rigid graphs, the authors propose gradual decrease of initially large α
parameter [similar proposal can also be found in Chen and Buja (2009)].
In fact, a variant of the maxEnt loss function (with q = 1) was considered in de Leeuw and
Michailidis (2000), where a force-directed approach was proposed for minimization in addition
to a convergent majorization approach. A majorization-based approach for minimization of
maxEnt was considered by Gansner et al. (2012), and takes further advantage of the BarnesHut scheme (Barnes and Hut, 1986) to allow for efficient drawing of larger structures.

7.5

Evaluation

As has been already demonstrated, by increasing the influence of large distances via corresponding weight adaptation, and with a constant computational load associated with each
node, layouts of acceptable quality can be achieved. In this section we show experimental
evidence on improvements obtained with our scheme on a set of graphs, relative to results
obtained by a recently proposed sparse stress variant due to Brandes and Pich (2008).18 Furthermore, we identify pitfalls of our method, and demonstrate the effectiveness of a simple
approach leading to faster convergence and better local minima.
Figures 7.5, 7.6 comprise σn plots comparing full stress minimization achieved by the two
approaches. To communicate the deviation from the full stress minimization, we also include
σn values associated with it.
Although generally with higher stress values relative to full stress minimization, the approach with pivot inflation yielded consistently better results then the variant without pivot
inflation. Despite non-reciprocity of placement proposals (e.g., pivots affect all nodes, but
are not affected by all nodes), our approach is generally associated with decreasing complete
stress values through iterations.
Particularly good approximations are with plat1919, cdde1, sw0 and sw002. A more serious deterioration relative to the complete stress minimization occurred with G13, which is a
torus structure. It will shortly be shown that increasing |P | improves the result for this structure. Despite the initial advantage of our approach for btree10 caused by superior CMDS
initialization, complete stress minimization converges to a better result. Sample layouts of
the evaluated structures are given in Figure 7.8.
As observed by Koren and Harel (2003), increasing the number of pivots contributing to
sparse stress is expected to yield better results. As shown in Figure 7.7, increasing |P | in our
scheme yielded lower complete stress values consistently, but the scale of improvement was
not dramatic. In particular, although a more dramatic increase in |P | was involved with the
cis graph, the improvement is not particularly noticeable.
17

The maxent stress model is inspired by the physics’ maximal entropy principle that “provides the leastbiased estimate possible on the given information” (Gansner et al., 2012).
18
For even better results relative to the primary variant, the scheme from Brandes and Pich (2008) is
extended with pivots, but the update is based on non-reciprocity of placement proposals to prevent degeneracies,
as with our approach.
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Figure 7.5: Evaluation of layout approaches on a set of graphs; identical P sets used for sparse
schemes. NEI CMDS used; c = 0.5. (part i)
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Figure 7.6: Evaluation of layout approaches on a set of graphs; identical P sets used for sparse
schemes. NEI CMDS used; c = 0.5. (part ii)
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Figure 7.7: Effects of increasing |P | involved with our sparse scheme for a set of graphs; c = 0.5.

It can be concluded that, with O(n) time complexity per iteration, the proposed sparse
scheme appears as a reasonable time-quality trade-off allowing the processing of much larger
data sets. Note that, depending on the graph size, the time taken for our approximation
approach to yield the final layout is comparable to the time taken by the first 1 − 2 iterations
of the complete stress minimization. However, given lower complete stress value achieved
with our sparse stress and a substantial improvement over the initialization, the use of the
proposed approximation is justified. Note that the benefits are even more noticeable with
large structures that actually motivated the approximation, since a single iteration with such
structures takes very long time, or simply cannot be performed due to memory limitations.
While it is already observed that the Kamada-Kawai approach (Kamada and Kawai, 1989)
is inapplicable with sparse schemes (Koren and Harel, 2003), the localized minimization (see
Section 5.2.1) appears to accommodate well with the proposed model [see Figure 7.3(d)].
Although without guarantees on non-increase of sparse stress, the LM variant based on nonreciprocity of placement proposals yields good result.
Convergence acceleration methods, such as relaxed update (RU) (Section 6.1.1) and Vector
Extrapolation (Section 6.1.1), can be used with the approximation as well. Large graph layouts
shown in Section 7.7 (see Figures 7.10, 7.11, 7.12, 7.13) are all computed with RU that is
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sw002

dwt1005

qh882

full stress

Figure 7.8: Sample layouts obtained by full stress majorization and our sparse scheme (pivots
emphasized). Layouts are almost identical, although the amount of time associated with sparse scheme
is much smaller.
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Figure 7.9: Plots of σn values demonstrate the benefits of introducing L after tb = 6 iterations;
c = 0.5.

generally associated with faster convergence.
As for the further research associated with our approach, we believe that pivot selection
strategy and consideration of parameters is promising (pivot selection and parametrization
can be tailored for a specific class of graphs). For more complex structures, a more effective
initialization may lead to better local minimum. It would be interesting to compare the effects
of CMDS initialization and the one used in the approach from Koren and Harel (2003). For
further savings, uniform weights can be used with our updating (without pivot inflation) to
allow for processing of even larger structures (perhaps with external memory computations),
but further research on such approach is needed.19

7.5.1

Adjusting the Influence of P and L

It has already been observed that large distance effect determines the resulting configuration
quality (Graef and Spence, 1979; Chen and Buja, 2009; Buja et al., 2008). Moreover, the approach from (Chalmers, 1996) utilizes the large distance effect to achieve better local minima
and faster convergence by basing first few iterations solely on a global set of stochastically
sampled pivots. The effects of local neighbors is introduced only later.
Inspired by this observation, we often achieved faster convergence to a better local minimum by basing our approach on only (fixed) set P for the first tb iterations, and set L involved
later. In Figure 7.9 we show a sample result of this adaptation.
Although with a clear potential to yield better locally minimal solutions and with faster
convergence (given a fixed amount of time, the variant with tb > 0 is associated with lower
σn values), determination of an effective parameter tb should be a subject of further research.
A suggestion to dynamic adjustment of sizes of locally and globally considered nodes that
influence the node displacement was made by Morrison et al. (2002) in the context of an
extension to the algorithm of Chalmers (1996). Namely, a relatively small change in stress
values in early iterations of the algorithm often indicate a poor local minima; by increasing
19

In Section 8.2.1 we provide an application of our sparse scheme with uniform weights (without pivot
inflation) for region emphasis via weakly constrained model.
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the size of a set of neighbors, a more dramatic displacement will be associated with each node,
hence with increased chances of landing at a better local minimum.

7.6

Related Methods

Besides the discussion on efficient MDS from Section 7.1.1, we here provide a more detailed
account on some of the most notable methods related to ours. Before proceeding with the
stress-based approaches, we make a connection with a Barnes-Hut-based approximation used
with force-directed placement.
The force-directed graph drawing approaches utilizing Barnes-Hut method for approximating repulsive forces (Tunkelang, 1998; Quigley and Eades, 2001; Hu, 2005) are related to
our pivot inflation. Namely, the supernodes that replace the effect of a particular geometric
region of a graph can be thought of as inflated pivots. The difference is, however, that the
pivot inflation is computed only once from the graph structure, but supernodes are computed
anew in each iteration since they are dependent on the actual geometry. Furthermore, our
method runs in O(n), while the Barnes-Hut-based scheme runs in essentially O(n log n).
Apart from closely related schemes due to Koren and Harel (2003); Brandes and Pich
(2008), one largely utilized sparse approach is due to Chalmers (1996). This method displaces nodes based on forces proportional to distance fit residuals. Forces on each node are
exerted from two node sets: (i) dynamically maintained list of local neighbors Ld , and (ii)
stochastically sampled list of nodes P s . While the former list exhibits no dramatic changes
through iterations, the latter is constructed anew in each iteration (nodes from newly sampled
P s identified as neighbors of a particular node, enter its Ld set). Surprisingly good results
were reported with low values of |Ld | and |P s |. Note that, however, although with linear-time
iteration with respect to n, Chalmers (1996) state that the algorithm often requires a linear
number of iterations to yield reasonably good results, hence with the overall complexity of
O(n2 ). As shown with our approach and related sparse stress schemes, such high number of
iterations is not necessary with a smart initialization.
√
A hybrid approach was proposed in Morrison et al. (2002), where a subsample H of n
nodes was first laid out using the basic approach from Chalmers (1996), with each remaining
node placed in the surrounding of its nearest neighbor from H. The subsequent refinement is
based on forces from the randomly sampled subset of H, and the final result was subject to a
constant number of iterations of the base algorithm from Chalmers (1996). This results in the
√
complexity of O(n n), which is an improvement over the primary O(n2 ) complexity of the
basic approach. Not only was the improvement noticeable as the method speedup; the smart
initialization resulted in consistently lower complete stress values and better local minima.
√
Motivated by the computational complexity O(n n) of the hybrid approach of Morrison
et al. (2002) which is dominated by the nearest-neighbor search for each point not in H,
Morrison and Chalmers (2002) proposed a pivot-based approach to nearest-neighborhood
search which reduces the complexity to essentially O(n5/4 ), but with an acceptable accuracy.
Further speedup of the nearest-neighbor search of the hybrid scheme from Morrison et al.
(2002) was proposed by Jourdan and Melançon (2004). The authors additionally suggest the
use of the basic approach in the multi-level schema for a more noticeable speedup.
A recently developed algorithm named Glimmer (Ingram et al., 2009) that offers additional speedup by its GPU-based implementation, relies on the stochastic approach originally
introduced by Chalmers (1996). Glimmer incorporates multi-level processing where nodes
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are introduced through evolving hierarchy; the multi-level approach does not only speedup
the computation, but is also helps escaping poor local minima. Following a suggestion from
(Morrison et al., 2002), the authors base termination on average point velocities; the approach is motivated by the fact that a slow-down in point movements is a good indicator of
convergence.
Computational advantage offered by the approach due to Chalmers (1996) are taken a
step further in the MDSteer algorithm to allow for interactive steering of computational
resources (Williams and Munzner, 2004). In other words, the incremental layout process can
be interrupted by pointing out a specific region a user is interested in, and that region would
subsequently be refined with progressively added points.
Since the algorithms described above rely on a list of stochastically sampled nodes, an
application to graph drawing would require a preprocessing for APSP computation, with
results stored in Θ(n2 ) memory. Such approaches are prohibitive for an application to large
graph drawing.
The concept of sparse stress has been utilized for graph drawing by subspace optimization
in Koren (2004). Here, computations are based on distances to pivots exclusively, but without
the danger of pivot break-out given that the result is a linear combination of columns resulting
from HDE (Section 3.4.2) and spectral layout (Section 3.4.3).
An approach based on distances from pivots was utilized in the context of graph drawing
by stress majorization in Khoury et al. (2012). Largely relying on results from Drineas et al.
(2006b), the authors propose the use of a low-rank matrix approximation with pseudoinverse
calculation, as needed by regular SMACOF. Such approach has three sources of error in an
approximation: use of low-rank version of the stress model, approximation to such version,
and the use of the Barnes-Hut scheme [see (7.1) and the related discussion]. As noted in
Section 7.3.2, pivot break-out is an issue with such approach.
Developments in the context of sparse (un)weighted stress minimization by diagonal majorization, DMA (see, Chapter 5) were also proposed (Trosset and Groenen, 2005). One of
the considered weighting schemes is:
(
1 f or k − cycles of dij
wij =
0 otherwise,
where the k-cycles of dij correspond to i ↔ i ± 1, i ↔ i ± 2, . . . , i ↔ i ± k, and wij = 0
otherwise.20 The use of such scheme with an application to graph drawing is prohibitive since
entries dij correspond to shortest-path distances.
A general observation was that sparse DMA can yield results of quality comparable to that
obtained by a complete stress majorization, but significantly faster. Further experiments with
the sparse DMA considering the influence of k parameter along with proposals on organizing
the k−cycles, can be found in Bernatavicien et al. (2007). The drawback of such sparsification
approach is, however, the need for a subset determination to counter disconnectedness (Spence
and Domoney, 1974), (Kagie, 2010) (Chapter 6), possibly imposed by the sparse model, and
a potential for local scrambling and general global deterioration.
An application of sparse DMA to larger data sets was shown to benefit from the specific
weighting scheme that decreases the effect of the most frequent dissimilarity (Kagie, 2010)
20
Such weighting forms a symmetric circulant weight matrix which allows computation of Moore-Penrose
pseudoinverse involved with SMACOF in O(n) time (Gower and Groenen, 1991; Groenen, 1993), (Kagie, 2010)
(Chapter 6). However, in contrast to SMACOF, DMA does not require pseudoinverse computation, and is
based on a simpler updating scheme.
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(Chapter 6) (see Section 5.1.2). The author argues that the frequent dissimilarities dominate
MDS solutions with large data sets; a reduction of their influence leads to more informative
configurations.

7.7

Large Graph Layouts

Sample large graph layouts computed with our approach are shown in this section. All graphs
were initialized by PivotMDS, with the number of pivots equal to |P |. Identical pivots were
used with our sparse scheme.

Figure 7.10: Layout of opf3754 (n =15435, m =86854); |P | = 200, |L| = 80, c = 0.5; relaxed
update used.
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Figure 7.11: Layout of olesnik0, (n =88263, m =402623); |P | = 200, |L| = 80, c = 0.5; relaxed
update used.

Figure 7.12: Layout of bcsstk31 (n =35588, m =608502); |P | = 200, |L| = 80, c = 1.5; relaxed
update used.
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Figure 7.13: Layout of bodyy5, (n =18589, m =73935); |P | = 200, |L| = 80, c = 0.5; relaxed update
used.
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Chapter 8

MDS for Focus and Context
While modestly sized graphs are effectively visualized with present drawing techniques, layout readability becomes an issue with large graphs. Allowing effective exploration of such
structures is becoming increasingly important as the number of graph objects may exceed the
number of screen pixels. Given such large data, the complexity of the underlying visualization
approach becomes a major issue.
An approach for large graph visualization is clustering – graph decomposition in a number of hierarchies, each providing different level of detail of the complete structure. The
exploration of such structures often involves the transition from one hierarchy to another,
possibly limited to a particular region. A survey from Herman et al. (2000) discusses other
navigation approaches in information visualization; Cui and Qu (2011) address similar topic.
For a good taxonomy of clutter reduction schemes in information visualization, see Ellis and
Dix (2007). For a general overview of algorithms for large graph drawing, see Hu (2010), and
(von Landesberger et al., 2011) for a more recent survey covering state of the art and future
challenges in visual analysis of large graphs.
Another widely used approach for large graph exploration, the fish-eye view, provides
high-level of detail in the focus area, with diminishing clarity at larger distances. Since both
the focus and global structure are displayed, such techniques are often referred to as the focus
& context techniques.
The approaches described in this chapter follow the general concept of focus & context,
here introduced within the MDS framework. Furthermore, we argue that our MDS adaptation
is a viable alternative for focus & context visualization, because it can be achieved with linear
complexity.
We start by the adaptation of CMDS for focus & context. After describing the procedure,
we account for a more uniform visual emphasis and multifocal views. Before proceeding with
the adaptation of DS for focus & context, we propose a refinement to the result achieved by
the CMDS-based approach. The description of the DS-based procedure to focus & context is
similar to that of CMDS-based procedure, i.e., basic method description, more uniform visual
emphasis, and an adaptation for multifocal views. The chapter is concluded with a review of
the related work.
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Techniques for visual emphasis often operate by distance adjustment, thereby appearing as
natural extensions of MDS techniques that preserve the input distances in a low-dimensional
space. Contrary to the common belief on the spectral layout inflexibility, we propose an
adaptation relying on the hidden flexibility of CMDS that allows its application for focus &
context.
An approach common to most focus & context techniques is operation in the output (display) space, hence a postprocessing on an available visualization. Our CMDS-based approach,
on the other hand, operates in the input space, hence with the input data preprocessing.
While the alternative origin placement presented in Chapter 4 often provides a visual
emphasis, the degree of the emphasis is rather limited relative to the rest, and is concentrated
on a graph region distant from the choice of origin. Below we provide an approach to visual
emphasis that is focus specific, i.e., achieves the emphasis relative to the choice of focus.
Provided different parameters, the degree of the emphasis with respect to a specific focus may
be controlled. Furthermore, we provide a technique that addresses the degree of the emphasis
around the focus by assigning a uniform discrepancy to nodes within a certain range with
respect to the focus. Also, an extension of the method to multifocal views is provided, also
operating in the input space. A postprocessing approach addressing the rigidity of layouts
achieved with our CMDS adaptation to focus & context is presented at the end of this section.
Inspired by the work of Furnas (1986), to achieve acceptable quality fish-eye views in
reasonable time, Sarkar and Brown (1992) adapt the approach of modifying output Euclidean
distances of points with respect to the focus. Similar approach smoothly integrating local
details within the global context is due to Kaugars et al. (1995), a sample layout of which we
show in Figure 8.1(b) [postprocessing of the layout from Figure 8.1(b)].1 Layout in Figure
8.1(c) is the result of our approach associated with the same focus. The mechanism behind
our method will be clarified shortly.
Another approach frequently cited in the literature is due to Misue and Sugiyama (1991),
with three variations of their multi-viewpoint perspective display method: (i) fish-eye view
that distorts the figure as through the fish-eye lens, as demonstrated above, (ii) similar to (i),
but preserves straightness and orthogonality of lines parallel to x and y axis, and (iii) figures
are magnified uniformly within the viewpoint area, and de-magnified uniformly outside the
viewpoint area.
Fish-eye views have also been introduced in the context of mapping the hyperbolic plane
onto a circular region (Lamping and Rao, 1995), with “the convenient property that the circumference of a circle grows exponentially with its radius, which means that exponentially
more space is available with increasing distance”. The authors further propose extension of
the basic model to dual focus and allow for control over the available space utilization. Layout
algorithm of directed graphs in 3D hyperbolic space is presented in Munzner (1997).
A hierarchy of coarsened graph layouts was utilized in the fish-eye view approach due
to Gansner et al. (2004a). In order to remedy the increasing obscurity of distant regions,
the authors propose to first compute a multi-scale representation of a graph (representation
at different levels of abstraction). Selection of a focal node is followed by a combination
of the precomputed representations such that the focal region is assigned the most dense
1

The reported layouts resulting from different approaches to focus & context are result of the author’s
implementation.
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(a) CMDS layout

(b) (Kaugars et al., 1995)

(c) Our approach

Figure 8.1: Results of visual emphasis for lshp265 (n =265, m =1009), focus at v85 . The color-scale
follows short → long edge lengths.

representation corresponding to the original graph; as distance from the focal region increases,
the more abstract the graph representation becomes. The authors also present an extension
to multiple foci.
An approach to visual emphasis by node expansion consequently suppressing the surrounding is given in Storey et al. (1999). The authors also provide adaptations preserving the
properties of the reference layout in the transformed output, such as orthogonality, proximity
and topology.
An approach motivated by a metaphor of rubber sheet stretching has also been utilized,
with a greater level of detail assigned to the stretched area (Sarkar et al., 1993). Besides simple
orthogonal stretching of a region along x and y axes, the authors propose polygonal stretching
that expands the polygonal region of interest and adjust the surroundings to achieve a smooth
integration with the expanded region.
Since distortion techniques mostly rely on distance transformation relative to a specific
focus to achieve visual emphasis, it is natural to exploit MDS approaches for such tasks. In
the following, we show that CMDS can be adapted for the purpose of the focus-specific visual
emphasis by exploiting the origin degree of freedom.
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Inner-product Transformation

Since MDS techniques generally strive to fit the input distances in the Euclidean space, a
distance modification with respect to a certain focus can emphasize the region of interest.
Instead of operating on input distances directly, CMDS takes a detour via inner-products
constructed with respect to a specific origin.
CMDS formulation from (4.6) implies that inner-products are largely affected by distances
to the origin, suggesting an analogy between the focus and origin. Indeed, we show that by
exploiting the origin degree of freedom of CMDS, the problem of focus selection translates to
the origin placement to be followed by appropriate parameter selection. The choice of origin
seems to offer flexibility previously unknown with CMDS. We start with a presentation of
the basic idea of inner-product transformation for focus & context, and then derive input
distances corresponding to newly obtained inner-products. Structures with inappropriate
focus & context achieved by our approach are identified at the end of the section.
Let sgn(a) : R → {−1, 0, 1} be the signum function. To achieve the visual emphasis, we
propose to adjust distances to the position of origin pk indirectly, via non-linear modification
of the inner-product data. Provided information dki and cos(α), ∀ i, the newly formed inner(k)
products of B (k) (r, q) = bij (r, q) ∈ Rn×n , ∀ i, j, follow
(k)

bij (r, q) := sgn(bij ) · (dki dkj )r · |cos(α)|q ,

(8.1)

with r, q in interval (0, 1), hence defining a concave function (CPF).
The function sgn(a) preserves the orientation of points around the origin, thereby preserving the similarly with the plain CMDS variant.
Let a0 , a1 , a2 , . . . as ∈ R, s ∈ N+ , be equidistant values with discrepancy c ∈ R. The
application of CPF induces gradually diminishing difference for consecutive a’s,
arj+1 − arj > arj+2 − arj+1 ,

aj+1 − aj = c , j ∈ {1, . . . } .

This property is central to the visual emphasis since the CMDS input corresponds to
shortest-path distances collected by BFS exhibiting a fixed increment of one (1). Provided
(k)
that d2kj = bjj , new distances d0kj to the origin follow d0kj = drkj . With the setting q = 1 in
(k)

(8.1), the CMDS subject to new inner-products would tend to fit the inner-products bij (r, 1),
∀ i, j, with modified distances to the origin (focus), but with the angle between items i and j,
∀ i, j ∈ V , retained from the unmodified version (this way, an indirect change of inter-point
distances dij is achieved). Figure 8.2 illustrates the implication; the discrepancies between
consecutive values collected at the vertical line shown on the left account for the visual
emphasis.
The use of CPF with angles, 0 ≤ |cos(α)|q ≤ 1, allows for angle manipulation. Mutual
distances dij , ∀ i, j, i 6= j, can be additionally affected this way. The value of q can be
different for cos(α) < 0 and cos(α) > 0, e.g., q and 1/q, respectively, but we report results
with q < 1 only.
The following lemma establishes values of inter-point distances that the inner-products
obtained by transformation (8.1) actually embody.
Lemma 8.1. The inner-product transformation from (8.1) with respect to the origin position
pk can be achieved by direct input distance transformation, further subject to CMDS centered
at pk .
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Figure 8.2: Values of a concave function on an equidistant sequence.

Proof. Let the origin coincide with the position pk , k ∈ V . Following the cosine law,
cos(α) =

d2ki + d2kj − d2ij

(8.2)

2 · dki dkj

⇒ d2ij = d2ki + d2kj − 2 · dki dkj · cos(α) ,

(8.3)

and given that the new distances to the origin correspond to d0kj = drkj , j ∈ V , new inter-point
distances are, ∀ i, j ∈ V ,
q
r r
2r
(d0ij )2 = d2r
ki + dkj − 2 · dki dkj · sgn[cos(α)] · |cos(α)|
r−q
2 q
2
2
1−q
2r
· sgn[cos(α)] · dr−q
= d2r
ki + dkj − 2
ki dkj · |dki + dkj − dij |
r−q
2 q
2
2
1−q
2r
· sgn[d2ki + d2kj − d2ij ] · dr−q
= d2r
ki + dkj − 2
ki dkj · |dki + dkj − dij | .

(8.4)

With distances d0ij as input to CMDS centered at pk , inner-product data (8.1) is obtained.

Remarks By only adapting distances to the origin, the inner product data would tend
to be dominantly negatively-signed,



1
1 2
(k)
2r 
bij = − d2ij − d2r
ki + dkj  = − dij + O(c) ,
2
2
|
{z
}
c

leading to layouts without similarity to the one obtained with the unmodified distances. The
adaptation of the complete distance data is therefore necessary.
Figure 8.3 demonstrates results of the method. As shown, lower values of r correspond to
a larger magnification. The q parameter, on the other hand, affects the node spread around
the origin; for instance, with the setting q = (0, 1), angles 0 < α < π2 tend to 0, while angles
π
2 < α < π tend to π. To facilitate the computation after regular inner-products have been
formed, one may adopt the update with r = q,
(k)

(k)

bij ← sgn(bij ) · |bij |r ,
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(d) r = q = 0.45

(a) r = 0.6, q = 1

(b) r = q = 0.6

(e) r = q = 0.6

(c) r = q = 0.45

(f ) r = q = 1.5

8.1. Focus and Context by Classical MDS

Figure 8.3: Visual emphasis for lshp265. Origin position emphasized with a double circle. Each
layout is associated with different parameters.
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(a) o = p241

(b) o = p568

(c) o = p723

Figure 8.4: Emphasized regions for sample irregular structure, 1138bus; r = 0.65, q = 1.

the result of which is demonstrated in Figure 8.3(c). The region emphasis approach can also be
based on origin position not exclusively limited to a specific node position, as is demonstrated
in Figure 8.3(d). Application of a convex power function emphasizing the area distant from
the center is illustrated in Figure 8.3(f).
Our approach to visual emphasis retains similarity with the CMDS layout centered at
the focus. Similarity with alternative origin solutions for a given graph is retained only
for structures with low intrinsic dimensionality, d = 2. Figure 8.4 illustrates the effects of
different foci for a sample irregular structure with intrinsic dimensionality d > 2. Although
the emphasis with respect to the choice of focus is achieved, the region emphasis (i.e., mutual
distances between points surrounding the center) is hardly noticeable in 2D. This effect is
studied in Section 4.3.
Given that each choice of origin with CMDS implies a rotation, similarity of layouts from
Figure 8.4 can be achieved by additional inner-product translation, (4.9), to, e.g., centroid
origin, prior to spectral decomposition. Figure 8.5 comprises layouts corresponding to such
translated inner-product data associated with layouts from Figure 8.4; despite layout similarity, emphasis of the focal region in 2D is deteriorated (recall that the structure has intrinsic
dimensionality d > 2). Nonetheless, while irregular structures are sometimes problematic
with our approach to region emphasis, more regular structures appear to be good candidates
for our region emphasis approach. Note that inner-product data translation to a common
origin will be utilized for multifocal views, Section 8.1.3.

8.1.2

More Uniform Visual Emphasis

One of the potential drawbacks of the application of non-linear functions for the emphasis
is the non-uniform spread of nodes close to the focus. Namely, as demonstrated in, e.g.,
Figures 8.3(b), 8.3(c), the immediate focus’ neighbors are quite separated from it, with the
consecutive discrepancy quickly diminishing.
To achieve more uniform node spread around the focus with the diminishing discrepancy from certain point onwards, we adapt the concave function used for the inner-product
transformation. Since uniform discrepancy is a characteristic of linear functions, we chose to
incorporate the tangent t (f (a), at ) of the concave function f (a) at the tangent point at . In
our setting, this implies that the tangent values are collected up to the tangent point dt , with
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(b) o = p568

(c) o = p723

Figure 8.5: Effects of transformed inner-product data formed with a specific choice of origin for graph
1138bus, Figure 8.4, additionally translated to centroid origin; r = 0.65, q = 1.

CPF values collected onwards,
(
(δ − dt )
drt + r · dr−1
t
f (δ, dt ) =
r
δ

if δ ≤ dt
otherwise.

The uniform discrepancy is preserved for points at graph-theoretic distances dg , 2 ≤ dg ≤ dt ,
with diminishing discrepancy onwards. Figure 8.6 provides an illustration.

Figure 8.6: Tangent incorporation and shifting (dashed lines). Assigned distance values are indicated
by white circles. Values assigned at the tangent point point are emphasized in red. Shifting imposes
uniform mutual discrepancy between desired distance values assigned to {a0 , . . . , a5 }.

However, the above adjustment of distance values does not affect the distance value assigned to immediate neighbors, hence potentially resulting in a much higher spread of these
nodes. By appropriate value shifting of all distances involved,
f (δ, dt ) ← f (δ, dt ) − hu ,
1 ≤ δ ≤ diam(G), a uniform discrepancy is achieved up to tangent point f (1, dt ) = f (b +
1, dt ) − f (b, dt ), b ∈ {1, . . . , dt − 1}. We adapt the shifting to a fraction of the uniform
discrepancy shift, η · hu , with a constant η, 0 < η < 1.
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Figure 8.6 additionally illustrates the shifting with the tangent incorporation, and Figure
8.7(b) shows the implications. As can be observed, more uniform spread of neighbors close
to the focus is achieved, with the compression of more distant regions retained. Clearly,
tangent incorporation may be employed in the opposite direction, i.e., assigning diminishing
discrepancies up to distance dt , with uniform discrepancies onwards, as shown in Figure 8.7(c).

(a) r = 0.6, q = 1, dt = 0

(b) dt = 3, η = 0.75

(c) dt = 5

Figure 8.7: Effects of ‘tangent incorporation and shifting’.

A technique close to our tangent incorporation was reported in Keahey and Robertson
(1996) where the combined linear/non-linear transformation in the output space is referred
to as the hybrid transformation. An approximation of the non-linear function by a piecewise
linear function is additionally proposed to achieve calculation speedup with the distance
transformation.

8.1.3

Multifocal Views

An usual adjustment of focus & context techniques is for multiple foci (Kaugars et al., 1995;
Keahey and Robertson, 1996; Gansner et al., 2004a), and our input space manipulation can
also be adopted for such a task.
Namely, given transformed inner-product matrices
B (k1 ) (r1 , q1 ), B (k2 ) (r2 , q2 ), . . . , B (ks ) (rs , qs ) ,
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corresponding to s ∈ N+ different foci, their interpolation is expected to yield a multifocal
view. Since each of the B (ki ) (ri , qi ) matrices, i ∈ {1, . . . , s}, embodies modified distances to a
specific focus, the interpolation should inherit modifications and unite them in a single layout.
However, unlike distances, inner-products are translation variant, hence the need to translate the transformed inner-product matrices to a common origin. Such translation is responsible for the similarity of layouts resulting from transformed inner-product data obtained with
different origins, see Figures 8.4, 8.5. This property is desirable for multifocal views obtained
by inner-product interpolation.
The translation of the inner-product data to the origin corresponding to the j th node
position is achieved by
(ki )

B∗

= Pw(j) · B (ki ) (ri , qi ) · (Pw(j) )T ,

f or i ∈ {1, . . . , s} ,

(j)

where Pw = (In − 1n (enk )T ). Then, the interpolation to a new inner-product matrix B (K) ∈
Rn×n follows,
s
X
(k )
B (K) =
γi · B∗ 1 ,
i=1
(k )

with γi parameters affecting the influence of a particular B∗ i , i ∈ {1, . . . , k}. Identical result
could be obtained more efficiently by
!
s
X
(ki )
(K)
(j)
B
= Pw
γi · B∗
(Pw(j) )T .
i=1

The translated inner-product data interpolation implies that squared distance data (8.4)
are interpolated and transformed with respect to the j th node position as the origin. Figure
8.8 illustrates the results where a specific node position is selected as the common origin. Two
views corresponding to different focal points are merged in a single layout that inherits particular region emphasis from both. Note that different common origin choice yields different
result with high-dimensional data (see Section 4.2); an appropriate common origin position
depends on positions of focal nodes involved.
Structures particularly suitable for the multifocal approach exhibit similar layouts corresponding to different origin choice of CMDS, e.g., regular structures. In the following, we
provide an alternative account on the method’s principle.
The rationale behind our multifocal approach is the approximation of the inner-product
matrix corresponding to the linear interpolation of properly aligned configurations in the
output space.
For instance, given two configurations X, Y ∈ Rn×2 , a proper alignment should account
for configuration adjustments: configuration translation, rotation/reflection, and the scale
adjustment. Such adjustments in the output space could be achieved by, e.g., Procrustes
Analysis [see Chapter 2, (Borg and Groenen, 2005; Brandes and Pich, 2008)]. With the
inner-product data that is rotation/reflection invariant, only the translation matters. The
scale adjustment would correspond to the γ parameters involved, but it also depends on the
amount of distortion associated with each choice of focus. We therefore only perform the
inner-product data translation to the common origin.
Let Z = X + Y denote the result of the interpolation of properly aligned configurations X
and Y , and let BX = XX T , BY = Y Y T , denote the corresponding inner-product matrices.
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(a) Focus 1

(b) Focus 2

(c) Foci 1, 2; o = p44

Figure 8.8: Multifocal view of lshp265 graph, r = 0.45, q = 1; γ1 = γ2 = 1.

It follows that
BZ = (X + Y )(X + Y )T = BX + BY + XY T + Y X T .
(8.5)
With only first two terms of (8.5), our approach to the inner-product data interpolation
appears to capture the information essential to each focus in a single multifocal view.

8.1.4

Layout Smoothing

Layouts resulting from CMDS appear to be rigid, a characteristic inherited by our approach to
focus & context. To achieve a smooth layout, we employ a postprocessing based on another,
more distance-specific MDS method, Distance Scaling (see Chapter 5).
The smoothing is achieved by a controlled adjustment of each node’s position relative to
its close neighbors. The deviation from the previous configuration is penalized via anchoring,
[t]
which is a force pulling each node xi to its previous position xi . 2 Anchoring was previously
2

[t]

[t]

The effect of anchoring can be expressed by (0 − kxi − xi k)2 = kxi − xi k2 .
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used to assist, e.g., more uniform node spread (Lyons, 1996), and the adaption of the forcedirected model aiming to reduce the peripheral warping effect in layouts (Hu and Koren,
2009).
The anchoring extension of stress-based function leads to
σm (X) = α ·

X

[t]

i ∈V

|

X

kxi − xi k2 + (1 − α) ·

wij · (dij − kxi − xj k)2 ,

(i, j)∈S

{z

anchoring term

}

|

{z

sparse stress

}

wij = d−2
ij , with the sparse stress term (see Chapter 7) restricted to local neighbors. For
overall linear requirements, 10 < |L| < 40. Given that the above function is similar to
function (5.59), adjusted updating (5.61) is used: terms α and (1 − α) are incorporated, and
the second term from both numerator and denominator of (5.61) is restricted to Li for each
[t]
i. Note that entries zi from (5.61) are dynamically changing in our setting, i.e., zi = xi , ∀ i,
and that the use of fixed |L| for all nodes may impose non-reciprocity in placement proposals
(node i is affected by node j, but not vice-versa).
Before proceeding with the application of Distance Scaling to focus & context, we note
that the presented procedure can be used with a CMDS approximation, e.g., PivotMDS, in
a straightforward manner. Given that pivots are well scattered over the graph, each one is
a good candidate for a focal point. Therefore, our approach to focus & context, originally
motivated by the readability issue involved with large graph exploration, has linear complexity
requirements. Figure 8.9 illustrates a sample PivotMDS focus & context layout (see Section
5.4.1), and its smoothed version. The rigidity of the initial layout is removed, and the structure
still exhibiting the region emphasis is visually more appealing.
With a PivotMDS approach to primary region emphasis and the (optional) layout smoothing taking no more than a few iterations (usually 2 − 4), the overall procedure has linear
complexity. Furthermore, due to its simple implementation as a modification to CMDS- and
DS-based approaches, the presented focus & context approach is competitive with existing
ones.

8.1.5

Conclusion

We have shown that CMDS applied to graph drawing may be adapted for focus & context.
Such an application of a spectral approach to graph drawing challenges the common belief
on their inflexibility. As opposed to common approaches to focus & context that operate in
the output (display) space, our method operates in the input space, without prior knowledge
of the geometry.
The use of PivotMDS with our approach implies linear complexity requirements, hence
particularly suitable for large graph visualization that actually motivated focus & context
views.

8.2

Distance Scaling and Focus & Context

The general goal of MDS methods is input distance fit in a low-dimensional space. Since
Distance Scaling is more directly oriented towards distance fit, its adaptation for region
emphasis should be more natural than that of CMDS: by adapting distances to be fitted,
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(b) σm (X) after 3 iterations; α = 0.8

Figure 8.9: Layout smoothing for barth5 (n =15606, m =61484) graph. The rigid layout shown on the left is smoothed by a linear-time
postprocessing yielding layout shown on the right.

(a) PivotMDS, k = 100 pivots
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an emphasis of a particular graph region can be achieved. Such DS adaptation for focus &
context is central to this section.
We start by describing the basic procedure, and proceed with the adaptation involving a
combination of a concave and linear function used for the emphasis. Furthermore, we show
that the method can be extended for multifocal views. In the concluding section, we argue
that the focus & context by DS can be achieved in linear time, and we also identify the major
drawbacks of the method.

8.2.1

Weak Constraint

Central to the adaptation of DS for focus & context is the input distance modification. By
modifying distances to specific nodes, we aim to achieve a specific focus & context view of
a graph, i.e., while a particular region should be emphasized and clearly visible, the global
characteristics of the layout obtained by the basic DS should be retained. As will be shown
below, the proposed approach allows for an efficient computation of the selected view of a
graph, yet with controllable deviation from the reference layout.
To impose a new constraint and yet preserve the similarity with the reference layout, we
employ the weakly constrained stress model [see Section 5.6]. Similar approach was taken by
Brandes and Pich (2011b) for radial layouts where an adaptation to the radial node spread
with respect to a focus is presented. Visual emphasis of focal (peripheral) regions is achieved
by applying concave (convex) functions on distances involving node metric measures. The
method proposed here is an extension with multiple foci and a specially designed magnification
function.
Recall that, in the weakly constrained model, the general stress term is extended to allow
for constraints to be introduced,
(1 − α) · σD,W (X) + α · σD0 ,W 0 (X) ,

(8.6)

where D = dij , W = wij ∈ Rn×n are distance and weight matrix from the unconstrained
0 ∈ Rn×n correspond to the constraint. The interpolation
model, while D0 = d0ij , W 0 = wij
parameter α ∈ [0, 1] controls the influence of the penalty term σD0 ,W 0 .
For our purpose, the unconstrained model corresponds to the sparse stress model (see
Chapter 7) with uniform weights, wij = 1, while the constraint expresses the desired region
emphasis. Uniform weights are used in the unconstrained part because the local graph details
obtained with wij = d−2
ij are unnecessary, and will anyway be absorbed by the global structure
once the constraint is introduced.
We now describe the basic procedure to achieve a visual emphasis via DS-based procedure.
The constraint is achieved by only considering distances to foci, f ∈ F , with uniform weights,
wf0 j = 1, ∀ j ∈ V . For a smooth transition to the constraint still with a flavor of the original
layout, the α parameter is gradually increased. Given that the constraint is imposed by node
displacements based on proposals from foci f ∈ F only, such updating corresponds to scaled
anchors (see Section 7.3.1); it is achieved by simultaneous update of both foci and non-foci,
with update based on placement proposals from foci only.
Foci are chosen as the k−neighborhood of a specific central node f¯, F = N k (f¯) = {i ∈
V | 0 < df¯i ≤ k}. Besides a CPF used for the magnification, we found that the natural
logarithm behaves well,
df j ← ln(s · df j ) ,
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j ∈ V , f ∈ F , with s controlling the magnification, i.e., higher s imposing higher magnification. For an overview of the effect of different magnification functions, see Leung and
Apperley (1994).
For increased control over the smoothness of the transition towards the visual emphasis,
new distances are brought to the same scale with their primary versions by scaling that leads
to the average distance match,
X
X
h(df j ) =
df j ,
f ∈F, j∈V

f ∈F, j∈V

with h(·) denoting the magnification function. For a smoother visual transition, it is also
possible to anchor nodes. The updating is based on linear interpolation of configurations
stemming from unconstrained and constrained term, (5.88). The full procedure is summarized in Algorithm (9).

Algorithm 9: Distance Scaling for Fish-eye View
Input : Distances to foci f ∈ F ; initial configuration X; sparse scheme parameters
P , L, Dp , Dl ; iteration number t ∈ N
Output: Final positions xi , i ∈ {1, . . . , n}
// computations needed for the sparse scheme
for i ∈ {1, . . . , n} do
Si ← (P ∪ Li ) // nodes affecting each node i
(Wi , Wi0 ) ← precomputeW eights() // uniform weights by default
// gradual increase of α parameter
for α = 0, 1t , 2t , . . . , 1 do
for i ∈ {1, . . . , n} do
// {sij , s0ij } ∈ s◦ij
// if (||xi − xj || > 0) then s◦ij ← d◦ij /||xi − xj || else s◦ij ← 0
xnew
← (1 − α) ·
i

P

j∈Si

wij (xj +sij ·(xi −xj ))
P
j∈S wij

+α·

i

P

f ∈F

0
wif
(x +s0if ·(xi −xf ))
P f
0
f ∈F wif

// new position assignment
for i ∈ {1, . . . , n} do
xi ← xnew
i
In Figure (8.10) we show a sample sequence produced by the proposed update. As the
iterations progress, the effect of the focal region becomes stronger. The transition allows
a user to realize the relationship between the original and magnified layout. Although the
option with the final setting α = 1 is shown, a compromise can be achieved with 0 < α < 1.

8.2.2

More Uniform Visual Emphasis

By adapting distances between focal and non-focal nodes, different effects can be achieved.
For instance, the prevailing emphasis of a focal region can be adjusted, or the compression
of graph regions more distant from the focus can be reduced. The general idea presented in
Section 8.1.2, a more uniform visual emphasis, is even more plausible with DS given more
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Figure 8.10: Sequence for cdde1 graph; bottom to top, left to right. g(x) = ln(3 · x), t = 5; focal region: 2-neighborhood of the central node
emphasized in white. Initialization: PivotMDS, k = 100 pivots. Sparse scheme based on |P | = 100 and |Li | = 50.
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direct distance fit and a focal region (as opposed to a focal point involved with CMDS-based
approach). Figure 8.11 shows implications on a sample graph.

(a) Plain approach

(b) dt = 18, η = 0

(c) dt = 18, η = 0.8

(d) dt = 18, opposite

Figure 8.11: Incorporating the tangent on g(x) = ln(2 · x) at x = 18 for graph cryg2500 (n =2500,
m =12349). Number of iterations: 5. Initialization: PivotMDS, 100 pivots. Sparse scheme based on
|P | = 100 and |Li | = 50.

With tangent values up to a specified distance dt , the focal region is particularly emphasized (larger tangent values corresponding to distances ds ≤ dt ). The compression of the
surrounding becomes particularly noticeable with nodes at distance ds > dt from the focal
region, see Figure 8.11(b). The effect of a particularly emphasized focal region is reduced
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by value shifting (see Section 8.1.2), as demonstrated in Figure 8.11(c). As with the CMDSbased approach, the opposite value assignment is also possible. As shown in Figure 8.11(d),
while the focal region is still emphasized, the compression of more distant regions (distances
ds > dt ) is decreased.

8.2.3

Multifocal Views

The adaptation of DS for focus & context also allows for multifocal views. Additional foci
are imposed by unification of multiple (non-overlapping) focal regions,
F =

b
[

F (f¯j ) ,

j=1

with F (f¯j ) denoting the focal region corresponding to the central node f¯j , and b denoting the
number of foci. The sizes |F (f¯j )|, j ∈ {1, . . . , b}, may be different, and the sets F (f¯j ) may be
associated with different magnification parameters. Figure 8.12 shows sample layouts where
the effects of multiple focal regions are unified in a single view.

8.2.4

Conclusion

Given that focus & context techniques are introduced with exploration of large graphs, the
computational complexity of a specific approach is of great importance. By relying sparse
schemes, both the time and space complexity of the proposed focus & context approach are
linear in n. A gradual introduction of the emphasis into the initial structure allows users to
maintain the connection with the reference layout, thus preserving the mental map (Misue
et al., 1995).
The major drawback, however, is the focal region selection based on the graph-theoretic
information. Although nodes close in graph-theoretic sense are often close geometrically,
such focal region selection may populate geometrically distant nodes. Furthermore, some
geometrically close nodes may be ignored, and are later difficult to place appropriately. Such
degenerate behavior often occurring with irregular structures is demonstrated in Figure 8.13.
As can be observed, while the spread between focal nodes is generally achieved, this comes
at the expense of some elongated edges outside the focal region. The readability becomes an
issue when such edges cross the focal region (or are close to it), as in Figure 8.13(b). In such
cases, an animation comprising the complete sequence may help preserving the mental map.

8.3

Related Methods

As has already been noted at the beginning of this chapter, numerous approaches to general
focus & context views have been developed. Below we discusses some of the most notable
approaches to focus & context closely related to those presented in this chapter.
Distortion techniques leading to visual emphasis of a particular graph region mostly exploit
the output distance information. The postprocessing relies on an application of a concave
function either to Cartesian coordinates or to polar coordinates, as in Sarkar and Brown
(1992); Kaugars et al. (1995). We next describe the approach taken by Sarkar and Brown
(1992).
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(b) 2 focal regions for barth5

Figure 8.12: Demonstration of the DS-based multifocal approach, g(x) = ln(2 · x). Initialization: PivotMDS, 100 pivots, t = 5. Sparse scheme
based on |P | = 100 and |Li | = 50.

(a) 3 focal regions for cryg2500

Chapter 8
8.3. Related Methods

8.3. Related Methods

Chapter 8

(a) f¯ = v126

(b) f¯ = v678

Figure 8.13: DS approach to region emphasis on irregular structure 1138bus; function used: g(x) =
ln(2 · x). Initialization: PivotMDS, 100 pivots; number of DS iterations: 5. Sparse scheme based on
|P | = 100 and |Li | = 50.

Let a polar coordinate be denoted by a tuple (rnorm , θ), where rnorm denotes the radial
distance from the pole, and θ denotes the angular coordinate from a fixed direction with
respect to the pole. Sarkar and Brown (1992) employ a transformation of polar coordinates
to fish-eye coordinates, (rnorm , θ) → (rf eye , θ). With the pole at the focus, the transformation
(i)
of a polar coordinate (rnorm , θ) of point i, ∀ i, is achieved by
(i)

rf eye

.


(i)
(d + 1) · rnorm rmax
.


,
= rmax ·
(i)
d · rnorm rmax + 1

with rmax being the maximum possible distance value of a point in the direction of θ, and
d denoting the distortion factor. The angular coordinate, θ, remains unchanged. Newly
calculated polar coordinates are then transformed to their Cartesian counterparts. In Figure
8.14 we show a sample result of this postprocessing.
Since based on the geometric information, this approach is more appropriate for interactive
applications requiring high responsiveness. With an extension to multiple foci, this approach
resembles our DS-based method, but here based on geometric distances.
Related work with extensions such as a piecewise linear approximation of the magnification
function, application of combined linear and non-linear function to magnification, and a
visual smoothing of the transition to the layout with the emphasis can be found in Keahey
and Robertson (1996). In the context of large geo-demographical dataset visualization, an
approach relying on polar-coordinate transformation involving multiple centers has been used
to achieve density-equalized maps in Bak et al. (2009).
Other approaches to region emphasis manipulate edges (Wong, 2003), and include various
approaches to facilitate interaction (Tominski et al., 2006). Interactive visualization incorporating clustering with fish-eye view cluster expansion into finer details is explored in van
Ham and van Wijk (2004). Interactive selection of a particular region of interest followed by
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(a) CMDS layout

(b) Distorted layout
(i)

Figure 8.14: Distortion for cdde1 graph with rmax = maxi (rnorm ), and d = 5. The layout shown
on the right is a postprocessed variant of the layout shown on the left.

a concentration of computational resources to achieve the emphasis of that region is part of
the steerable approach from Williams and Munzner (2004).
Given their (in)direct operation on distances, MDS-based approaches are natural candidates for region emphasis. While the CMDS-based approach constructs the emphasis in
the input space, the DS-based approach relies on a reference layout, the global characteristic
of which should be preserved. With essentially linear time and memory requirements, the
presented approaches can be considered as viable alternatives for focus & context.
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MDS for More Uniform Node
Spread
Despite generally pleasing layouts produced by the DS approach to graph drawing, readability
is still an issue with certain structures. Namely, the non-uniform node spread and densely
populated graph regions affect the readability, and effort should be made towards reducing
such effects.
In this chapter we present a linear-resolution grid - based approach that is an adaptation
of the stress model to achieve more uniform node spread at the postprocessing phase. In
the proposed approach, node movements are based only on a small fraction of geometrically
close neighbors whose effect is weighted by local density measures. By using the sparse stress
and weight engineering, more uniform node spread is achieved in essentially linear time. The
improvement, however, might compromise other aesthetics, and should therefore be used if
uniform node spread is a high priority aesthetic.
We start with a discussion on layout aesthetics and concentrate on uniform node spread.
After accounting for node density metrics, we propose an efficient postprocessing that utilizes
a density metric to achieve more uniform node spread. While the primary proposal utilizes
graph-theoretical distances, we propose a more efficient alternative based on fixed distances.
After evaluating the basic approach on a set of graphs, we demonstrate the suitability of the
underlying optimization scheme for adaptations: proposed are solutions for some drawbacks
of the primary approach. The chapter is concluded with a discussion on related work.

9.1

Layout Aesthetics

Effective graph drawing is subject to various aesthetic criteria. Below we discuss some of
the most important aesthetics and graph drawing approaches aiming to impose these in the
resulting layouts. A particular emphasis in on the aesthetic of node distribution (spread).
Among aesthetics which have the greatest effect on human understanding, the number of
edge crossings is identified as the most important (Purchase, 1997). This aesthetic measure
is therefore often used for layout quality evaluation and comparison (Ma, 2001; Purchase,
2000).
The flexibility of force-directed methods has been exploited for refinements leading to
increased readability. While Fruchterman and Reingold (1991); Coleman and Parker (1996);
Tunkelang (1994) expressed various aesthetics as part of the underlying objective function
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the optimization of which leads to effective layouts, other approaches concentrated on a single
aesthetic often considered to have a high-priority. For instance, the study from Huang and
Huang (2010) declared the edge crossing angle as a high-priority aesthetic, and an extension
of the force-directed method addressing crossing angles was presented in Eades et al. (2010);
besides the improvement in the edge crossing angle, the additional force resulted in improvements in other aesthetics. In addition, an initial observation that node angular resolution is
a high-priority aesthetic lead to further model extension in Huang et al. (2010, 2011); the
adaptation also affected other aesthetics positively. Given the task to find shortest path between randomly chosen node pairs on sample graphs, users participating in the study from
Huang et al. (2010) needed less time with the improved layout.
An idea aiming at increased node angular resolution was reported in Lin and Yen (2005).
Besides the basic attractive force between adjacent nodes, repulsive force is applied between
nodes with edges forming small angles at a common node. Since the primary approach
does not consider repulsion between all node pairs, node occlusion may appear; therefore,
a hybrid approach is proposed that introduces repulsive forces between all node pairs, as in
the original force-directed approach. As is demonstrated on several graphs, by increasing the
node angular resolution, the approach due to Lin and Yen (2005) may achieve more uniform
node spread; however, the variant incorporating the repulsion between all node pairs has
quadratic complexity.
Other extensions considering, for instance, the node-edge proximity were also explored
(Bertault, 2000). Basically, an additional repulsive force between node v and nodes i, j
forming an edge is applied if the distance between v and its projection v 0 on the edge (i, j)
is smaller than a predefined threshold. By limited node displacements depending on whether
v 0 is on the edge or outside the boundaries determined by i and j, the algorithm guarantees
that no new edge crossings will be introduced by a refinement. Improvements to the basic
approach, such as the use of special data structures to speedup the computation and a more
relaxed node placement for drawing quality improvement, were presented in (Simonetto et al.,
2011).
The readability of graphs has been also addressed by clustering where a graph is abstracted
by a smaller number of nodes and edges, as in Huang and Eades (1998); Eades and Huang
(2000); Shi et al. (2009); van Ham and van Wijk (2004), or where nodes are geometrically
condensed (Noack, 2003, 2007). The clustering paradigm allows for graph exploration with
different graph portions possibly displayed at different levels of granularity (i.e., while certain
graph portions may be extended to reveal a more fine-grained structure, other portions remain
intact). Another clutter reduction approach is the edge bundling where certain edges are
merged to increase readability, as in Holten and Van Wijk (2009) where a force-directed
model is utilized for such a task (see Section 5.7.2). A software tool that allows interactive
graph readability improvement facilitated by real-time computation of readability metrics
was presented in Dunne and Shneiderman (2009). Among the metrics discussed, the largest
improvements are expected by consideration of node occlusion, edge crossing, edge crossing
angle, and edge tunneling (node occluding an edge). Besides global metrics accounting for
the whole structure, local metrics specific for a certain node or edge facilitate the interaction.
Comparative studies additionally rely on the metric of node distribution (spread) that
is often declared as an important aesthetic criterion (Davidson and Harel, 1996; Taylor and
Rodgers, 2005; Eades et al., 2010). Below we discuss node distribution metrics and present an
alternative approach allowing computation in linear-time. Existing methods aiming at more
uniform node distribution are discussed later.
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Node Distribution

As already stated, more uniform node spread affects layout readability positively, and various
approaches have been developed in this regard. Besides the underlying procedure, these
approaches differ in the metric used to quantify node distribution. Before proposing a new
node distribution metric, we first discuss the ones that have already been utilized.
The problem of non-uniform node placement has been tackled since the first more serious
developments of Davidson and Harel (1996) and Lyons (1996). In the former approach that
utilizes the concept of simulated annealing (SA) (see Section 5.5.1), a uniform node distribution is explicitly defined as a contributor to the cost function that balances this criterion
with other aesthetic criteria also contributing to the objective function.1 Similarly defined
node distribution metric was part of the objective function used by Tunkelang (1994). Consequently, this metric was used as a quantifier of node distribution in Lyons (1996); Ma (2001);
Coleman and Parker (1996), and a more detailed account of this metric follows.
In Lyons (1996), the basic node distribution quantifier additionally accounts for the window occupied by the layout. Given some configuration X ∈ Rn×2 , the resulting quantifier
Ψ (X) is expressed as



n−1
n
n
X
X
X
X 
1
1
1


Ψ (X) =
+
+
, (9.1)
0 |)2
kxi − xj k2
(2|x0i − x0w |)2 (2|yi0 − yw
i=1

j=i+1

i=1 w∈{tr, bl}

where tr and bl denote the top right and bottom left corner of the occupied window, respectively, and x0 , y 0 denote the corresponding coordinates. More recently, to quantify the
improvements introduced with their approach to more uniform node spread, Frishman and
Tal (2009) have used the metric
X
1
1
Q=
AG ·
,
n(n − 1)
kxi − xj k
i, j; i6=j

with AG denoting the area covered by the layout
The above metrics, however, require O(n2 ) time to compute. Although an alternative
distribution measure scheme based on a closest pair of points can be computed in O(n log n)
with the aid of Voronoi diagrams (Lyons, 1996) (Chapter 4), we opt for a linear-time, layoutscale independent approach described in the following.
Grid-based Node Distribution Metric
With the aim of constructing an iterative stress-based approach aiming at more uniform node
spread, the distribution metric, later adjusted for individual node density indices, should be
quickly computable. An approach we adopt to efficiently quantify node distribution is based
on a spatial subdivision (Tufte, 1999; Taylor and Rodgers, 2005).
√
√
To measure the node distribution, a d n e × d n e grid is laid over the layout, thus with
√
√
an optimal solution of either one or zero nodes in each grid cell ψk , k ∈ {1, . . . , d n e×d n e}.
Definition 9.1. The node distribution measure ΨG (X) of a layout X ∈ Rn×2 is defined as
Pd√n e×d√n e
max{count(ψk ) − 1, 0}
ΨG (X) = k=1
,
n−1
1

Besides node distribution, the following aesthetic criteria form the cost function: edge length, number of
edge crossings, node-edge distances and distances to borderlines of the drawing space.
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with count(ψk ) denoting the number of nodes within the grid cell ψk .
Clearly, smaller values of ΨG (X) indicate more uniform node spread. Positioning of nodes
at the boundary of the adjacent grid cells is resolved by a random node assignment to one of
the affected grid cells.
Note that the measure ΨG (X) depends on the configuration rotation and translation. To
efficiently account for the dependency of ΨG (X) on rigid transformations, we measure ΨG (X)
with r offsets along x and y axis, each corresponding to the rth fraction of the width and
height of the grid cell, respectively. Among the obtained ΨG (X) measures, we select the one
with the maximal value. In our setting, r = 5. Figure 9.1 depicts the spatial subdivision of
layouts produced by the CMDS and DS approach. As expected, DS result is associated with
a lower ΨG value indicating more uniform node spread.
Another grid-based node distribution measure was presented in Schilcher et al. (2008),
where the related problem was referred to as the inhomogeneity measure. The corresponding
h value is defined as a deviation of the number of nodes within each of the z 2 grid cells from
the expected n/z 2 . As with our approach, to remove the dependency on rigid transformations
(e.g., translation), the value resulting from applied offsets (x and y axes translation factors)
maximizing the h value is chosen. To finally remove the h measure dependency on the
segmentation factor z, the final h value corresponds to the weighted sum of increasingly
finer segmentations that are performed until each grid cell contains no more than one node.
Although with potentially more reliable measurement results, the computation cost of such
scheme is higher compared to our approach.
Despite being based on a physical model, force-directed graph drawing approaches still
suffer from non-uniform node placement. It has been shown in Purchase (2000) that, for
instance, the method due to Fruchterman and Reingold (1991) yields layouts with less uniform
node distribution than the approach from Kamada and Kawai (1989). In particular, the node
density is much higher in certain regions of otherwise sparse graph, thus largely affecting the
readability. Hu (2005) addresses the problem of increased density in the peripheral graph
regions, called the peripheral effect, by adjusting the parameters associated with long range
repulsive forces. The same problem is later tackled at the postprocessing phase in Hu and
Koren (2009).

9.2

Density Index

As already pointed out, the layout readability problem occurs with non-uniform node spread,
i.e., different density associated with each node of a graph. In this section, we propose an
approach that associates each node with its density index. The node spread can be concentrated on identified dense graph regions, hence with decreased impact on regions having more
uniform node spread. An account on the related work in the context of local density indices
is also provided in this section.
One of the potential drawbacks of the stress optimum layouts is a non-uniform node
density across the layout. In particular, high-degree node neighborhood is often much denser
relative to the rest of the layout (Gansner et al., 2004b; Boitmanis et al., 2008). In addition,
certain groups of nodes appear to exhibit properties of small worlds (see Section 5.3.1) which
often impose readability issues. In Figure 9.2 we show a sample graph with some dense regions
emphasized. Relative to the layout periphery, the emphasized regions comprise more nodes.
Gansner et al. (2004b); Boitmanis et al. (2008); Merrick and Gudmundsson (2006) attempt
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(b) DS layout, wij = d−2
ij , ΨG = 0.565267

Figure 9.1: Layouts for qh882 graph overlaid by a grid used for node distribution measure.

(a) CMDS layout, ΨG = 0.85244
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Figure 9.2: Sample dense regions of a layout for 1138bus graph are emphasized, wij = d−2
ij .

to overcome the problem of layout readability by edge weighting, often achieving reduced
density around high-degree and high-centrality nodes (see Section 5.3.2 for a more detailed
account on such methods). The main drawback of such methods are highly non-uniform
edge lengths and often low similarity of the resulting layout and the one obtained by stress
minimization on unweighted graphs.
Our approach leading to more readable layouts addresses the mentioned degeneracies that
compromise other aesthetic criteria. To allow for a more uniform node spread, we associate
each node i ∈ V with its density index, φi , as extracted from the layout geometry. A linearresolution grid-based approach is adapted, where a
√ 
√ 
c·d n e × c·d n e
√
2
grid is laid over the layout, and each grid cell ψk , k ∈ {1, . . . , (c · d n e) }, is linked to
captured nodes.
Definition 9.2. Suppose a grid of certain resolution is given. For a particular cell ω, its
Moore-neighborhood of depth k comprises all cells at the distance k, as measured by the
number of cells horizontally or vertically aligned with ω.
Definition 9.3. Let mis denote the number of nodes within i’s Moore-neighborhood of depth
s, and |Msi | denote the number of cells within its Moore-neighborhood.2 The density index
of node i, φi , corresponds to
|mis |
φi =
,
∀ i ∈ V.
|Msi |
2

|Msi | is different for nodes near and at the border of the occupied window.
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Consequently, nodes within the same grid cell would have identical density indices. We
found that the setting c = 1 and s = 2 works well, with higher resolution grid, i.e., c > 1,
requiring larger s for similar range consideration. Figure 9.3 emphasizes sample Mooreneighborhoods.
As shown, different resolution grid may lead to different results in terms of node’s Mooreneighborhood, but with the aim of more uniform node spread, a resolution requiring c > 2 for
noticeably better results rarely occurred. At this point, node density indices do not consider
the aspect ratio of the area covered by the Moore-neighborhood, but we will later show that
the adjustment of the aspect ratio of the Moore-neighborhood is desirable for more uniform
node spread.
As already noted, so obtained node density indices are sensitive to the layout rotation and
translation. One way to tackle this problem would be to set φi value to the maximum among
those calculated on grids with several different offsets along x and y axes, ∀ i ∈ V (similarly
as with the global node distribution measure), and to link each node with the corresponding
Moore-neighborhoods. However, given iterative application of our method, the effects of
these linear transformations on individual node density indices and global node distribution
measure seem to be negligible.
The robustness problem of node distribution measure schemes that depend on rigid transformations has been explored in Schilcher et al. (2008), but also in Pulo (2001) where the
robustness problem of the utilized quad-tree data structure (i.e., dependence of rigid transformations of the configuration) motivated recursive space partitioning that involves recursive
Voronoi diagrams. Pulo (2001) observed, however, that the extra computational load involved
with recursive Voronoi diagrams may not be easily justified.
Similar high-resolution grid technique was used in Bak et al. (2009) for density measurements and a selection of centers based on which a modification of the polar coordinate
segment is achieved in the density equalizing distortion process. Fruchterman and Reingold
(1991) used a grid variant to decrease the complexity of repulsive force calculations, while
Tunkelang (1994) used uniform grid for facilitating the computation of the number of edge
crossings involved as a part of the cost function.
Alternative approach for calculating node density utilizes the concept of proximity graphs
constructed by edges placed between geometrically close nodes. The average length of edges
incident to node i in the proximity graph is inversely proportional to node density; the shorter
the length, the denser the node neighborhood (Gansner et al., 2004a; Koren and Çivril,
2009). Such node density measure was used to assist more uniform node spread achieved by
a modification of the radial distance segment of polar coordinates for all nodes relative to
a specific center (pole). While the time complexity of such an approach is O(n log n), our
approach runs essentially in O(n). For other node metrics, see, e.g., Chiricota et al. (2003)
defining the node cluster index, and (Brandes and Pich, 2007) for different centrality indices.

9.3

Postprocessing

Having introduced all the necessary ingredients, we are now ready to present our layout
refinement aiming at more uniform node spread. The approach operates as a postprocessing
of a stress optimal layout; it is carried out by an adapted stress majorization approach.
To allow for a controlled node spreading during layout refinement, each node i ∈ V
movement is restricted to placement proposals made only from nodes j captured by i’s Moore283
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(a) c = 0.5, s = 1

(b) c = 1, s = 2

Figure 9.3: Moore-neighborhoods (emphasized rectangles) on grids of different resolution for graph 1138bus.
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neighborhood of depth s, j ∈ mis , j 6= i, unified with node i’s immediate neighborhood,
N 1 (i) = { j ∈ V | 0 < dij ≤ 1 } ,
to prevent node isolation. In other words, each node i ∈ V is affected by

j ∈ mis ∪ N 1 (i) .
Note that this approach guarantees reciprocity in placement proposals with fixed s, i.e.,
if node i is in node j’s Moore-neighborhood, then node j is in node i’s Moore-neighborhood;
the introduction of immediate neighborhoods has similar effect. This reciprocity implies a
guaranteed a non-increase in the loss function with each update.
Although the depth of the Moore-neighborhood used for density calculations and the one
used with (sparse) stress may differ, we found good behavior with identical s.
As was primarily noted by Graef and Spence (1979) and later by Buja and Swayne (2002);
Chen and Buja (2009); Buja et al. (2008), the exclusive consideration of relatively short
input distances leads to inappropriate results. Our approach, however, considers effect of
geometrically close nodes, and depends on node density indices.
To prevent dramatic node movements and thereby retain similarity with the initial layout,
[t]
each node is subject to anchoring, i.e., attraction of node i to its previous position xi . As
noted in Section 8.1.4 where anchoring was also utilized, attraction of a node to its previous
position was part of, e.g., the Cluster Busting approach aiming at a more uniform node
spread (Lyons, 1996) (Chapter 5), but also of an approach addressing the peripheral warping
in layouts achieved with a force-directed approach (Hu and Koren, 2009) (a more detailed
account on these two approaches will be given in Section 9.8).
The final model the (iterative) minimization of which leads to a more uniform node spread
is
X [t]
X
1
0
σu (X) = α ·
kxi − xi k2 + (1 − α) ·
wij
· (dij − kxi − xj k)2 , (9.2)
2
i ∈V
i ∈V, j∈{(mis \i) ∪ N 1 (i)}
|
{z
}
|
{z
}
anchoring term

Moore-neighborhood and N effect

0 following
with weights wij
0
wij
=

(φi · φj )p
,
d2ij · (kxi − xj k + b)

(9.3)

for i, j ∈ V , and b = 10−1 to prevent division with negligibly small Euclidean distance kxi −xj k
0 are normalized,
value. To allow for balancing with the anchoring term, weights wij
0
wij
←

0
wij
.
0.01 × n

(9.4)

Value of α related to anchoring and exponent p are mutually dependent. We found that
α = 0.5 and p = 0.5 yields a smooth improvement on the node spread of the layout, thus
facilitating the control by a termination criterion.3
3

Another way to impose termination is via gradual increase of the α term in (9.2) that would impose
smaller node displacements during iterative refinement. Such approach was discussed in the context of weak
constraints, Section 5.6.
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The weighting scheme (9.3) implies increased distance fit (often corresponding to larger
node spread) in dense areas and between geometrically and graph-theoretically close nodes.
Weights decrease with nodes distant in graph-theoretic sense in order to prevent dramatic node
movements due to inappropriate placement proposals from potentially graph-theoretically
distant nodes.
Since the isolated nodes, i.e., nodes with empty ms , are connected to the rest of the graph
only by their immediate neighborhood, it might be necessary to increase the effect of such
connection. This is achieved by the weight scaling: placement proposals from i’s immediate
neighbors j whose Euclidean distance is within a certain range from i would have the weight
0 scaled by a factor q. We use the range 1.0 < kx − x k < 1.5 to avoid attraction of
wij
i
j
neighbors geometrically distant in the layout, and set q = 2.
Since a uniform node spread assumes that the aspect ratio should be close to 1 (square
window occupied by the drawing), we extend the Moore-neighborhood in the direction of the
smaller spread until the aspect ratio of the so calculated Moore-neighborhood is sufficiently
close to 1.4 In our setting, the extension is performed symmetrically (horizontally & vertically)
by one cell until the aspect ratio gets larger than 0.95. The extension is also considered for
node density calculations. The density measure is therefore an approximation of the number
of nodes reachable within a specified radius from the considered node.
The process of (extended) Moore-neighborhood and node density calculation is performed
iteratively, as is our updating. With each update, an instance of the loss function 9.2 is
0 and the previous configuration X [t] ); the update
considered (with the iteration specific wij
is applied once, and it guarantees a non-increase of the corresponding instance of 9.2. Given
that the loss function 9.2 is similar to the loss function 5.59, our updating is an adapted
variant of the associated rule (5.61) (see Section 8.1.4 for similar loss function).
The termination criterion is based on a threshold value corresponding to the similarity
measure with respect to the reference (initial) layout. We opt for the Procrustes Statistics
similarity measure and set the threshold value to s = 0.007. In addition, maximal number
of iterations ts = 25 is imposed.
The termination criterion based on the resulting layout similarity to the initial layout
was also used by Lyons (1996) who additionally utilized node distribution measure (9.1) for
termination. For alternative metrics on configuration similarities, see Lyons (1996) (Chapter
4). Note that the iterative application of node spread and node density calculations on changing layout (partially) removes the dependency of density calculations from layout orientation
(rotation and translation). Algorithm (10) summarizes our stress majorization adaptation
aiming at more uniform node spread.

4

The layout aspect ratio is identical to the grid cell aspect ratio.
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Algorithm 10: Update for More Uniform Node Spread
Input : Initial layout X 0 , threshold parameters s and ts , anchoring parameter α
Output: Final positions xi , i ∈ {1, . . . , n}
P S(X 0 , X 0 ) ← ∞ // layout similarity measure initialization
t = 0 // iteration number initialization
while (P S(X, X 0 ) > s and t < ts ) do
determineMooreNeigs() // Moore-neighborhood calculations
calculateNodeDensities() // node density calculations
for i ∈ {1, . . . , n} do
// if (kxi − xj k > 0) then sij ← dij /kxi − xj k else sij ← 0
xnew
←
i

P
0
α·xi +(1−α)· j∈{(mi \i)∪N 1 (i)} wij
·(xj +sij ·(xi −xj ))
s
P
0
α+(1−α)· j∈{(mi \i)∪N 1 (i)} wij
s

// storing old positons, new position assignment
for i ∈ {1, . . . , n} do
xi ← xnew
i
P S(X, X 0 ) ← layout similarity measure
t←t+1
Under the assumption of nearly uniform initial node distribution, the grid variant from
Fruchterman and Reingold (1991) has essentially linear time complexity. However, a highly
non-uniform node distribution implies quadratic complexity, (Hachul, 2005) (Chapter 1).
With structures we applied the postprocessing to, primarily drawn by one of the MDS approaches, a high non-uniformity in node distribution did not occur. This implies essentially
linear-time complexity of our postprocessing. Nevertheless, one might adapt the scheme with
varying Moore-neighborhood depths to impose a constant number of placement proposal to
each node, hence with overall linear-time requirements.
Figure 9.4 shows a sample sequence produced with our postprocessing of the layout shown
in Figure 9.4(a) that is obtained by DS with weighting wij = d−2
ij . The final layout has more
uniform node spread, still with similarity to the initial stress optimal layout. As expected,
the spreading is more pronounced in dense graph regions, which may be observed in the first
few layouts.
Note that the DS result shown in Figure 9.4(b), with weighting wij = d−4
ij used, is obtained
by stress majorization with initialization corresponding to DS result with weighting wij = d−2
ij ,
−4
i.e., Figure 9.4(a). Although the weighting wij = dij yields smaller ΨG value, it still contains
condensed regions, especially in the central part. A weighting based solely on input distances
disregards repulsion of geometrically close neighbors that are graph-theoretically distant,
hence retaining false neighborhoods (see Section 5.3.3). Our approach relying on a more
sophisticated weighting yields superior results in the context of uniform node spread.
Note that restricting the stress function to geometrically close neighbors has been proposed
for high-dimensional data visualization and exploration (see Weight Engineering from Section
5.1.2). Approaches due to Demartines and Herault (1997); Venna and Kaski (2005); Lespinats
et al. (2007) address the local neighborhood recovery, hence with potential improvements over
plain stress optimal layouts. However, node density is not explicitly considered with these
approaches. Our restriction of stress majorization to geometrically close neighborhoods, (i)
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(a) DS result, wij = d−2
ij , ΨG = 0.545295

(b) DS result, wij = d−4
ij , ΨG = 0.513632

(c) t = 2, ΨG = 0.506596

(d) t = 5, ΨG = 0.474055

(e) t = 10, ΨG = 0.452067

(f ) t = 24, ΨG = 0.427441

Figure 9.4: Post-processing for 1138bus graph; α = 0.5, iteration t shown. Reference layout: 9.4(a).
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involves a linear-time grid-based approach for collecting geometrically close neighbors for
all nodes, (ii) incorporates node-density via weight-engineering, consequently concentrating
distance fit (the node spread) to dense areas, (iii) allows for an adaptive control over layout
changes relative to the reference layout via anchoring, and as will be shown in the following
section, (iv) does not rely on Θ(n2 ) input distance information.
Remarks Note that non-uniform node spread in DS layouts is associated with local
neighborhood recovery: nodes that are closer than indicated by their graph-theoretic distances
are often the main source of visual clutter. In fact, our approach achieves more uniform node
spread by increasing distance fit within Moore-neighborhood of each node. Improvement in
the local neighborhood recovery leads to improvement in the node spread.
Although the presented stress adaptation to a more uniform node spread indeed serves
its purpose well, it relies on graph-theoretic distance information. We next show how to use
fixed distances with our approach aiming at more uniform node spread.

9.4

Fixed Distance Variant

Despite essentially linear time-complexity of the basic refinement approach once the input
data is supplied, further improvement is still possible. With the shortcut presented in the
following, the proposed approach becomes even more suitable for readability improvements
of large graph layouts.
Graph-theoretic distances used in our uniform node distribution approach indicate which
nodes should be more distant in geometric sense. Computation of these distances, however,
is prohibitive with larger structures. Moreover, although very often leading to improvements
in both the local neighborhood recovery and node spread, the use of increased input-distance
fit restricted to geometric neighborhood of each node might not lead to a more uniform node
spread. We therefore propose to use fixed distance information to achieve spreading, thereby
making the method more suitable for layout refinement of large graphs. With this alternative,
weights should be the same as before, but with the new distance information,
0
wij
=

with

(φi · φj )p
,
(d0ij )2 · (kxi − xj k + b)

(
1.0
d0ij =
dc

if {i, j} ∈ E
otherwise,

−1
and p = 0.5, b = 10
. . As with the exact distance approach, weights are subject to normal0 ← w0
ization, wij
ij 0.01n , ∀ i, j ∈ V .
The immediate neighborhood information is preserved in order to prevent long edges. Let
h(WM ) and w(WM ) denote the maximal height and width of the window occupied by some
node’s Moore-neighborhood in the first iteration.5 We found good results with

dc =

h(WM ) + w(WM )
.
2

Sample layout produced by the fixed distance variant will be shown shortly.
5

We take the maximal Moore-neighborhood because the number of cells within the Moore-neighborhood
for nodes at the layout periphery is smaller.
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(a) CMDS, ΨG = 0.815303

(b) After t = 30 iterations, ΨG = 0.652155

Figure 9.5: Refinement of the CMDS layout of 1138bus graph.

Clearly, the proposed approach may not only be used as a DS layout refinement exclusively.
Sample refinement of the CMDS result is shown in Figure 9.5. However, while the refined
structure exhibits more uniform node spread, it is inferior to the DS layout of this graph. Due
to higher proximity of nodes in the initial CMDS layout, the anchoring parameter α needs
initially higher value for stability reasons, which is later adjusted during the refinement.
Fixed distances have already been used for uniform node spread over a circular area in
Koren and Çivril (2009), but introduced between all node pairs [see Section 5.6.1 for an
example]. In the field of MDS, similar effect was explored in Buja and Swayne (2002), where
circular drawings for certain structures are identified as a consequence of nearly constant
distance information between all node pairs.
Also aiming at more uniform node spread, Hu and Koren (2009) set desired distances to
be a concave power function of the original Euclidean distances. By attenuating the variation
between desired Euclidean distances between geometrically close nodes, the authors achieve
more uniform node spread. More details on approaches from Hu and Koren (2009) will be
given in Section 9.8.

9.5

Anchoring

Being composed of two terms, the objective function from (9.2) allows a control over the
prevailing effect of a particular function constituent. Below we study the effect of differently
balanced contribution of terms of the objective function (9.2), and demonstrate an application.
The effect of anchoring each node to its previous position allows for control over the gradual
change with respect to the initial layout. Larger α term in (9.2) implies less dramatic change,
and can be useful when refining certain structures. This way, the initial iterations would
almost explicitly concentrate the spreading to dense areas, while the sparse surroundings
would be affected only indirectly.
Note that the anchoring term is dependent on factors such as choice of p in (9.2), and the
weight normalization, i.e., denominator of (9.4). In Figure 9.6 we demonstrate the effect of
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different anchoring terms. As is depicted, by increasing the value of α, the similarity of the
final and initial layout is higher due to limited node displacements. Although the measure of
node spread is in favor of the variant with smaller α, an improvement towards more uniform
node spread of the initial layout is achieved. Similarity of layouts resulting from graphtheoretical and fixed distance variant with α = 0.5 is also indicated by identical ΨG value. By
increasing the anchoring to α = 0.9, a fixed distance alternative yields more uniform spread
indicated by a smaller ΨG value (however, the layouts are still visually similar).
In the following section, an application of anchoring is demonstrated.

9.5.1

Animation

Given that the node spread achieved by our approach is initially concentrated on dense graph
areas, the animation can be used select the layout with only such areas reasonably spread,
still with the context of the initial layout.
An important application of the anchoring is to control the (amount of) changes to the
layout during refinement in order to preserve the mental map. Increase of α parameter
associated with the anchoring term impairs dramatic node displacements, see Figure 9.6,
thereby preserving similarity with the previous layout. In Figure 9.7 we show a sequence of
−2
layouts resulting from iterative refinement of the DS layout obtained with weights wij = dij
.
Observing the layout change during refinement allows one to draw a clear relation between
the initial and subsequent layouts through an animation the smoothness of which can be
controlled via anchoring.

9.6

Evaluation

This section comprises evaluation results of the proposed methods on a set of graphs. Collected are values of node spread of the initial stress-optimal layout and layouts resulting from
its refinements based on graph-theoretic and fixed distances.
Table 9.1 summarizes results. For all graphs, refinements improve the node spread. Except
for graph dwt1005, the refinement based on a fixed distance yielded best results with respect
to node spread. With the provided parametrization, postprocessing on cis graph ended after
a single iteration.
Note that our refinement can be understood as an attempt to optimize the measure of
trustworthiness (see Section 5.3.3); it achieves the spread by penalizing the inappropriate
distance fit within a circle approximated by the (extended) Moore-neighborhood for each
node. By increased distance fit within a geometric neighborhood of each node, false-neighbors
are removed. Although our postprocessing additionally relies on the measure of node density
to govern the node spread, we suspect that improvements in trustworthiness also occur.
In Figure 9.11 we show sample layouts of evaluated graphs. Note that a more dramatic
change with respect to the initial layout can be controlled via α parameter, as discussed in
Section 9.5. Sample layouts of interesting structures are shown in Figures 9.12, 9.13; for
complexity reasons, refinement is performed with a fixed distance variant.
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Initial layout, X1

Refinement, graph-theoretical dij , X2

Refinement, fixed dij , X3

Figure 9.6: Effects of different values of the anchoring term α; ΨG (X1 ) = 0.545295 for 1138bus graph. For α = 0.5: ΨG (X2 ) = 0.427441,
ΨG (X3 ) = 0.427441. For α = 0.9: ΨG (X2 ) = 0.473175, ΨG (X3 ) = 0.469657.
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α = 0.5

α = 0.9

Figure 9.7: A sequence of layouts resulting from the node spread approach initialized with stress-optimal layout. Layout of every 3rd iteration is
shown (left to right, top to bottom); α = 0.7
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graph

ΨG (X1 )

ΨG (X2 )

ΨG (X3 )

1138bus

0.545295

0.427441

0.427441

bfwa782

0.445583

0.345711

0.335467

btree10

0.519569

0.364971

0.343444

plat1919

0.600104

0.5756

0.543796

cis

0.572361

0.4679

0.443961

dwt1005

0.569721

0.456175

0.493028

qh882

0.575482

0.475596

0.466515

sw0

0.835671

0.823647

0.819639

sw01

0.458918

0.376754

0.372745

sw002

0.653307

0.631263

0.627255

Table 9.1: Comparison of ΨG measures on configurations X1 , X2 and X3 , corresponding to results
of the initial DS layout and its refinements with graph-theoretic and fixed distances, respectively. Parameters used: α = 0.5, s = 0.007.

9.7

Model Adaptations and Extensions

The stress model has already proven as suitable for adaptations and extensions towards
various constraints. Even the adapted model can be subject to additional constraints, possibly
addressing the issues associated with the primarily introduced constraint.
Several adaptations and extensions to the presented stress-like model are provided in
the following, each aiming at a specific readability criteria that might compromise uniform
node spread. The intention is to demonstrate the suitability of the stress model and the
associated updating scheme to impose various constraints in the final layout. Although our
demonstration is in the context of further refinement of a layout achieved by our approach to
a more uniform node spread, the utilized adaptations and extensions can be applied to other
general layouts.
We start with an adaptation of the basic model for preventing graph region overlaps, and
then show how the structure resulting from our basic postprocessing can be further refined.
We argue that the relative ease of adaptation of our basic model makes it competitive with the
present methods. While the applicability of the adaptations and extensions is demonstrated
with the basic model to node spread relying on graph-theoretical distances, the application
to a fixed distance variant is straightforward.

9.7.1

Preventing Region Overlap

One of the potential pitfalls of the presented method is its failure to preserve some of the
distinguishing characteristic of the initial layout. Figure 9.8(a) emphasizes parts of the initial
layout that tend to overlap during refinement.
The success of our plain postprocessing is partially due to the indirect effect of nodes
otherwise absent from other node’s Moore-neighborhood. This is achieved through indirect
linkage due to overlapping Moore-neighborhoods which is propagated throughout the layout.
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(a) DS result, ΨG = 0.545295, ΦG (X) = 1233

(b) Basic refinement, ΨG = 0.427441, ΦG (X) = 916

(c) Preventing region overlap, ΨG = 0.456464

(d) Path straightening, ρ = 2.0; ΨG = 0.452067

(e) Edge shortening, α0 = 0.9; ΨG = 0.498681,
ΦG (X) = 705

Figure 9.8: Layouts for 1138bus graph, demonstrating the adaptations and extensions of the proposed
model.
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v2
u1

u2

v1

v3

Figure 9.9: Moore-neighborhood overlap and indirect linkage of v1 v2 , v2 v3 and v1 v3 via intermediaries
u1 , u2 . The arrows indicate the direction of the effect.

Figure 9.9 illustrates the Moore-neighborhood overlap.
Although this indirect linkage tends to prevent overlaps, some initially distant graph
regions may get close to each other, as demonstrated in Figure 9.8(b). A simple approach to
prevent the undesired overlap may be to use a larger anchoring parameter and to use a more
stringent PS value for the termination. This approach, however, may hinder the potential of
the spreading; in other words, it may cause a premature stopping with a result only slightly
different from the reference layout.
We argue that it is possible to prevent region overlap while still allowing for a more
noticeable node spread. One way would be to associate with each node i ∈ V a maximum
graph-theoretic distance, dimax , to nodes from its Moore-neighborhood in the first iteration,
dimax = max (dij ) .
j ∈mis

This maximum distance would further be used to achieve the repulsion from nodes with
distances larger than dimax , for each i ∈ V . This would, however, allow certain nodes with
distances dij < dimax to get closer to i. Furthermore, such an approach is inappropriate with
the fixed distance variant of our model.
A more suitable alternative is to associate with each node j ∈ mis a number of its occurrences in node i’s Moore-neighborhood, oj (i), which is updated (i.e., possibly increased) with
each iteration. The associated weights would then be
0
wij
=

d2ij

(φi · φj )2
dij
(φi · φj )2
·
,
q =
dij · (||xi − xj || + b) · [oj (i)]q
· (||xi − xj || + b) [oj (i)]

(9.5)

with exponent q = 2 in the case with graph-theoretic distances involved. The weighting
increases distance fit of nodes distant in graph-theoretic sense that occurred less frequently.
In Figure 9.8(c) a sample implication is shown. The undesired overlaps are prevented, still
with acceptable node distribution.
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Remarks Since new weights tend to get smaller with iteration progress [oj (i) in the denominator of (9.5) increases], the relative effect of anchoring increases. This would sometimes
require the adjustment of α parameter.
We next show how an artifact introduced during the node spreading process, i.e., path
bending, can be addressed during the refinement process.

9.7.2

Path Straightening

Although the indirect linkage effect via intermediate nodes is propagated throughout the
graph, nodes on paths are often loosely linked, leading to bent paths. The effect may be
observed in, e.g., some peripheral paths of the layout shown in Figure 9.8(b).
We therefore adapt the edge straightening approach from the penalized proximity stress
model (Hu, 2009), that originally handled node and edge labels.
Namely, we introduce the attraction of each degree-2 node to the position corresponding
to the average of positions of its immediate neighbors, thus aiming at straight paths. The
new loss function extends the base from (9.2); the penalized σu , is
[t] 2

[t]

σup

= σu + ρ ·

X
k∈V, deg(k)=2;

wk · x k −
i,j∈N 1 (k)

xi + xj
2

,

with ρ denoting the penalty parameter, and
−2

[t]
[t]
,
wk = kxi − xj k + b0
b0 = 10−3 , and i, j ∈ N 1 (k), thus with decreased straightening for more distant nodes forming
a path. Given that each update corresponds to an instance of the above loss function (as with
the basic approach associated with instances of σu ), coordinates x[t] correspond to a previous
configuration.
The introduction of the new term to σu should be after ` iterations of the base loss function
minimization; we set ` = 10. With the additional term of σup being a quadratic function close
to the first term of σu [see (9.2) and the updating from Algorithm 10 based on derivation
(5.61) from the loss function (5.59)], our basic updating can be easily adjusted. In Figure
9.8(d) we illustrate the result of path straightening [compare the peripheral paths with those
from Figure 9.8(b)].
While previously presented adaptations operate during the basic postprocessing, we next
show how to further refine the structure resulting from the basic postprocessing.

9.7.3

Edge Shortening

It has already been noted that reducing the number of edge crossings has great impact on the
perception of a layout (Purchase, 1997, 2000; Purchase et al., 2012). Although our approach
improves the readability in terms of node spread, possible introduction of new edge crossings
might compromise the goal of the overall readability improvement.
Since with DS layouts the edge crossing problem often occurs with tree-like attachments
folding over each other, a natural approach to decrease the number of crossings would be to
shorten certain edges. Similar idea was already utilized by Koren and Çivril (2009) to achieve
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e

v

Figure 9.10: Illustration of node grouping associated with the computation of the edge e strength
index. A 4-cycle comprising e = (u, v) is emphasized.

the global structure emphasis with nodes spread over a circular area. The number of edge
crossings in a layout X of graph G is denoted with ΦG (X).
Although itself a refinement stage, the already proposed approach to more uniform node
spread can also be extended to address the potentially compromised aesthetics, such as edge
crossings. After computing the layout with more uniform node spread, we proceed with edge
shortening.
Certain edges, however, need stronger shortening than others. To assign the strength to
each edge, we utilize the edge strength index metric which we briefly discuss next.
The Edge Strength Index
The edge strength index (ESI) (Auber et al., 2003) computation relies on the division of the
neighborhood of incident nodes u and v into three distinct subsets. Let M (u) denote the
set of neighbors of u that are not neighbors of v (excluding v). M (v) is defined similarly.
In addition, let W (u, v) denote common neighbors of u and v. For an illustration of node
grouping associated with the computation of the ESI, see Figure 9.10.6
Given that r(A, B) denotes the number of edges connecting nodes from a set A to nodes
in a set B, the ratio s(A, B) = r(A, B)/(|A| · |B|) calculates the proportion of the number
of existing edges relative to full connection of nodes of A and B. The final ESI, ζ, comprises
proportion of a particular edge e(u, v) participation in length-3 and length-4 cycles (see Figure
9.10 for a sample 4-cycle comprising the considered edge), i.e., ∀ e(u, v) ∈ E,7
ζu,v = s (M (u), W (u, v)) +s (W (u, v), M (v)) + s(W (u, v))
|W (u, v)|
.
+s(M (u), M (v)) +
|M (u)| + |W (u, v)| + |M (v)|
The ESI
6
7

Similar illustration can be found in Auber et al. (2003).
s(A) = 2r(A)/[|A|(|A| − 1)]
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“can be interpreted as a measure of its contribution to the cohesion of its neighborhood. Conversely, if an edge is an isthmus connecting disjoint neighborhoods
in the network then it has value 0.” (Auber et al., 2003)
Larger shortening of weak edges is what we strive for in order to reduce the number of edge
crossings.
While originally used for edge filtering leading to multi-component layouts, the ESI was
successfully utilized in Chiricota et al. (2003) for software component visualization. For a
discussion on other edge metrics, see Melancon and Sallaberry (2008).
Adapted Model
Having classified edges for the amount of shortening to be applied to each, the postprocessing
can be activated. The adapted stress model used in the refinement stage considers only
immediate neighbors, but also incorporates the anchoring via α0 parameter to control the
node movement,
X [t]
X
0
σm (X) = α0 ·
kxi − xi k2 + (1 − α0 ) ·
· kxi − xj k2 ,
wij
i ∈V

|

(i, j)∈E

{z

anchoring term

}

|

{z

edge contraction

}

which is easily incorporated within our updating handling instances of σm since x[t] corresponds to coordinates from previous iteration.8 The weights w0 follow
0
wij
= (ζij + 1.0)−2 ,

thus with increased shortening of weak edges. The addition of a constant to the ζ index is to
avoid division by negligibly small values, but (ζ + 1.0) still preserves the relative ranking.
Figure 9.8(e) demonstrates the effect of edge shortening. While the global character of
the initial layout from Figure 9.8(e) is preserved, the number of edge crossing is reduced. On
the other hand, node distribution measure and uniform edge length have been compromised.
However, visual inspection reveals that that the layout from Figure 9.8(e) is probably more
informative than the plain DS layout from Figure 9.8(a).
Although the edge shortening approach has been used for further refinement of the layout
resulting from our node spreading approach, it can be applied as a refinement of the DS layout
directly. Further research on the suitable applicability in such a context is needed.
As is often pointed out in the graph drawing literature, the aesthetic criteria are often
conflicting. For instance, straight paths might compromise the node distribution, or might
increase the number of edge crossings. A decrease in the number of edge crossings, on the
other hand, might come at the expense of non-uniform edge lengths. The introduction of
improving aesthetics criteria should therefore be carried out cautiously.

9.8

Related Methods

The issue of non-uniform point spread has been addressed in various contexts. Below we
discuss some of the most notable methods aiming at more uniform point spread; approaches
introduced in the context of graph drawing are considered in greater detail.
8

In fact, the update simplifies as the loss function σm consists of quadratic terms only.
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One of the earliest approaches to uniform node spread defines this aesthetic as part of
the cost function (Davidson and Harel, 1996). Another influential approach is the Cluster
Busting algorithm due to Lyons (1996). In particular, the presented GeoForce algorithm
extends the basic force-directed model by limiting the movement of each node to its Voronoi
region. This way, the characteristics of the force-directed model result are preserved. The
algorithm, however, bases node movement on the effect of all other nodes, thus with quadratic
time complexity. A variant placing nodes to either center of mass of the Voronoi vertices or
to centroid of the Voronoi region runs in O(n log n),9 but with inferior quality relative to
GeoForce (Lyons, 1996) (Chapter 5).
The Cluster Busting algorithm was used as a part of improvement to a force-directed
method aiming at overlap-free layout in Gansner and North (1998), still retaining the similarity with the initial layout due to node movements restricted to Voronoi regions. The
Cluster Busting variant used is based on simple node displacement to centroid of the associated Voronoi region. The readability of the layout is further improved by using curved instead
of straight edges.
The idea of point movement to the center of mass of its Voronoi region was used as
a stage of the stippling approach due to Deussen et al. (2000) to achieve more balanced
node distribution, and is referred to as the Lloyd’s method.10 For the purpose of aesthetically
interesting distribution of a set of disks on a square canvas, Deussen (2009) extend the Lloyd’s
method for point movements away from the center of the corresponding Voronoi region; this
way, the desirable irregularity is introduced in the distribution by clustering of some points.
While Hu (2005) attempts to solve the warping effect resulting from the spring-electrical
model during the graph layout process by decreasing the effect of long-range repulsive forces,
Hu and Koren (2009) address this effect as a postprocessing. The authors criticize the approach from Hu (2005) relying on hardly predictable parametrization, and propose two postprocessing approaches that we briefly discuss in the following.
The localized stress model (LSM) employs stress minimization restricted to local k−neighborhood (k ≤ 2) as measured by BFS, but with the desired distance in the LSM proportional
to the power function of the Euclidean distance (with the exponent less than one, hence a
concave power function).11 Furthermore, to prevent dramatic node movements, the anchoring
terms is added. Given that the subsequent node spread exclusively utilizes nodes close in
graph-theoretic sense and discards the influence of geometrically close nodes, the resulting
layouts tend to deteriorate significantly.
Consequently, the authors propose node updating that preserves relative node positions; a
proximity graph based model (PGM) is introduced that extends the base edge set with edges
stemming from the proximity graph formed on the initial layout.12 The subsequent stress
minimization is based on the newly formed edge set, and the anchoring term is dismissed.
Desired distances of the PGM are still a power of the Euclidean distances. While such
desired distances may cause undesirable attraction between nodes linked by a long edge of
9
For a precise definition of the center of mass of the Voronoi vertices and the centroid of the Voronoi
region, see Lyons (1996) (Chapter 5, page 56), and Figure 5.2 of this work illustrating the difference between
the two.
10
The stippling simply refers to drawing by using dots.
11
The use of a concave power function of current Euclidean distance as the desired distance would imply
repulsion between nodes with Euclidean distance within the range (0, 1), and attraction for larger distances.
12
Edges in proximity graphs are formed between geometrically close nodes. For variants of proximity graphs
used, see Hu and Koren (2009).
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a proximity graph, the authors identify structures for which such desired distance setting
is beneficial. While the complexity of LSM in linear, construction of the proximity graph
involved with PGM takes O(n log n).
Although our approach resembles PGM, but with replacement of edges of the underlying
proximity graph by edges between nodes belonging to the same Moore-neighborhood, the edge
set is created anew in each iteration, hence dynamically accounting for changes in the layout.
Besides an alternative desired distances between nodes and lower overall time-complexity,13
our approach employs density measures to govern the node spread.
An approach that iteratively applies proximity graph calculation tailored for node overlap
removal is due to Gansner and Hu (2009). Given rectangular nodes, the algorithm dynamically
calculates the amount of node overlap, and adjusts fitting distances to achieve the overlapfree drawing. The approach has been recently extended to circular nodes, and applied for
the web search result visualization (Sallaberry et al., 2010) and gene sequence visualization
(Sallaberry et al., 2011). Node displacement involved with mentioned approaches is based
on stress majorization. Similar approach exploiting the force-directed model with the aim
of compact representation of word cloud is due to Cui et al. (2010). Aiming at word cloud
representation that used the white space more efficiently, Adae et al. (2010) applied input
distance transformation to achieve smaller variance in the input that is further subject to
stress minimization. Smoothing the difference among input distances lead to more effective
utilization of the white space (see indifferentiation from Section 5.6.1).
A linear-resolution grid-based approach improving the node distribution of the spring
graph layout drawings based on the underlying densities was presented in Ma (2001) (Chapter
4). A large number of nodes occupying a 2 × 2 rectangular area as measured by the number of
grid cells, is an indicator of high density areas. Dense areas are simply scaled, consequently
shrinking the sparse surrounding. Since the method due to Ma (2001) is concerned with
several aesthetic criteria, it is concluded that, given the improvement in node distribution, the
simple scaling of dense areas does not compromise the number of edge crossings significantly.
In the context of information visualization, an approach to area expansion based on the
underlying density computed by counting the number of data points within the area can
be found in (Panse et al., 2006). The map density equalization relying on polar-coordinate
transformation involving multiple high-density centers was reported in Bak et al. (2009).
As already noted, Gansner et al. (2004a) propose a refinement step to their topological
fish-eye graph view, aiming at equalized spread with respect to a focal node. Their approach
utilizes transformation of the radial distance of polar coordinates based on a node density
metric gathered via proximity graph. Yet another prominent approach to map density equalization approach where the area expansion is governed by the density is due to Gastner and
Newman (2004) who aimed at density equalization by basing distortion on a physical model
of diffusion.
In the context of graph drawing, a modified heat diffusion process was employed to move
nodes from dense to sparse ares (Frishman and Tal, 2009). This postprocessing approach first
operates on a pixel level of the density image of the layout, with the pixel intensity indicating
the cluttered area. A diffusion is performed on the density image with each pixel aiming for
the unoccupied space, and the resulting image with more uniform pixel intensity distribution
13

Note that, although construction of a proximity graph takes O(n log n) time, each node is subsequently
related to a smaller node set when compared with our approach (relating each node to those from the Mooreneighborhood).

301

9.8. Related Methods

Chapter 9

is then used for node repositioning. Computationally intense pixel-level operations are tackled
with a GPU implementation, hence with the approach being applicable to large structures.
While generally improving the overall node spread, the reported layouts are often with some
new dense areas. Besides being intuitively simpler and able to dynamically account for the
layout density change in different graph areas, our algorithm operates directly on the output
geometry, without a detour via density images. Furthermore, the use of linear-resolution grid
for local density calculations and our efficient updating involving anchoring allows essentially
linear time postprocessing that can be concentrated to dense layout areas and easily adapted
for mental map preservation via animation.
We have shown that the basic stress model (and majorization-based update) may be
adapted for a more uniform node spread. In addition, we have proposed several extensions,
each aiming to improve a specific aesthetic possibly compromised by the basic model used
for a postprocessing. Given its essentially linear complexity and ease of implementation, the
proposed postprocessing appears to be competitive with present approaches aiming at more
uniform node spread.
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Figure 9.11: Sample layouts of evaluated graphs demonstrating the effectiveness of our approach aiming at more uniform node spread.
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DS layout

Refinement, fixed dij used

Figure 9.12: Refinement of a DS layout of graph bcspwr09 (n =1723, m =4117) by our fixed distance variant to node spread, α = 0.9.
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Figure 9.13: Refinement of a DS layout of graph bcsstk26 (n =1922, m =16129) by our fixed distance variant to node spread, α = 0.99.
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Conclusion and Further Research
The objective of this thesis was to extend the usability of MDS for graph drawing. By
exploiting the objective functions of MDS, numerous adaptations leading to elegant and
practical solutions were obtained. In addition to allowing for processing of large data sets,
the flexibility of MDS methods is exploited to satisfy specific constraints.
The first part of this thesis considered a spectral MDS approach, Classical MDS, and
its recently proposed approximation. The presented improvements to the approximation
approach are not only in the context of approximation quality, but also in the context of higher
efficiency. The usability of CMDS is further extended in the context of graph drawing by
considering input modifications, manipulation of the CMDS degrees of freedom, and effective
low-dimensional mappings of a high-dimensional CMDS solution.
Another widely used MDS approach, Distance Scaling, is considered in the second part
of the thesis. Studied are the aspects of minimization of the underlying objective function,
and proposals on efficiency improvement were made. These improvements consider both the
acceleration of convergence of the utilized iterative minimization, and the actual complexity
of an iteration. The proposed approaches allow processing of much larger data sets.
The final part of the thesis considered a specific adaptations of the studied MDS models.
The adaptation of both Classical Scaling and Distance Scaling is provided in the context of
visual emphasis of a selected graph region. For the purpose of reducing the visual clutter of
general layouts, an adaptation of Distance Scaling is presented.
This work has identified areas where the elegance and simplicity of multidimensional
scaling for graph drawing may be further exploited. Possible future research on the application
of multidimensional scaling for graph drawing involve:
• A choice of origin leading to the most informative CMDS layout as a standalone graph
drawing approach, or as an initialization to other methods.
• Exploration of an edge omission scheme that would reduce the artifacts in CMDS solutions for certain structures, e.g., those with many shortcuts.
• Choice of a method the high-dimensional output of which is further subject to lowdimensional mapping via WPCA, and weight engineering involved with WPCA to express different aspects of a graph.
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• Use of an alternative stress minimization scheme, and exploration of its flexibility to
externally supplied constraints. This may be complemented with the use of an alternative Minkowski distance, e.g., Manhattan distance, to achieve a layout that satisfies a
specific constraint.
• Optimizing stress within a subspace determined by a high-dimensional CMDS solution.
A majorization approach can be utilized, and can be adapted for efficient sparse stress
optimization within a subspace.
• Application of other convergence acceleration approaches with iterative stress minimization.
• Exploration on the most effective pivot selection strategy involved with sparse stress
scheme and an automation of the parameter choices involved with the associated updating.
• Weighted graph drawing aiming at readability improvement of problematic structures,
e.g., structures with highly non-uniform degree distribution or structures with a low
diameter.
• Weight engineering involved with stress, leading to more readable layouts (e.g., to address edge-crossings, node to edge proximity, or to achieve better angular resolution),
or tailored for a specific graph drawing constraint.
• Exploring other MDS methods, e.g., non-metric scaling, or other stress-like objective
functions, for the purpose of graph drawing.
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Index
A
additive constant, 72
adjacency matrix, 11
adjacent nodes, 5
affine transformation, 95
AGLO, 174
anchoring, 146, 265, 285
angular coordinate, 274
animation, 291
aspect ratio, 19, 46, 73
B
Barnes-Hut, 227, 241
Barycenter layout, 184
Barzilai-Borwein method, 147, 210
basis, 9
bipartite graph, 136
C
Cartesian coordinates, 272
Cauchy-Barzilai-Borwein (CBB), 210
Cauchy-Schwarz, 126
centered configuration, 27
centering matrix, 10
Cluster Busting, 300
clustering, 255, 278
CMDS result/solution, 29
coarsening, 186
column centering, 10
commute time distance, 39
computational complexity, 226
concave power function, 258
concentration of measure, 121
continuity, 162
convex function, 261
cooling temperature, 174
coordinate descent methods, 215
coordinate-free update, 130
cosine law, 77, 259

covariance matrix, 62
Curvilinear Component Analysis (CCA), 121
Curvilinear Distance Analysis (CDA), 108, 122
curvilinear distances, 122
cyclic design, 230
D
DD-HDS, 122
DEMscale, 55, 229
density index, 280, 282
determinant, 10
Deterministic Annealing (DA), 176
Diagonal Majorization (DMA), 149
diameter (graph), 6
diffusion, 301
dimension nesting, 39
display space, 256
Distance Smoothing (DSM), 175
divide and conquer, 55, 229
Double Diagonal Majorization (2DMA), 150
double-centering, 27
E
eccentricity, 82
Eckart-Young theorem, 32
edge bundling, 278
edge crossing angle, 278
edge crossings, 226
edge shortening, 297
edge straightening, 297
edge strength index (ESI), 157, 298
edge weighting, 159
eigengap, 17, 73
eigenpair, 12
eigenvalue, 12
eigenvector, 12
equidistant, 258
Euclidean distance, 9
expectation, 50
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extended stress, 144
external unfolding, 233
F
FADE, 227
false neighborhood, 121
fast-movers, 216
FastMDS, 55
fish-eye view, 255
fitting plane, 102
FM3, 226
focus, 256
focus & context, 255
force-directed placement, 184
Frobenius norm (matrix), 11
G
Gauss-Seidel, 133
Gaussian function, 219
GEM, 216, 224
generalized eigenvalue problem, 13
genetic algorithm, 124, 173
GeoForce, 300
Glimmer, 247
global minimization (GM), 129
goodness of fit, 39
gradient, 132
Gradient Descent, 132
gradient descent, 146
Gram-Schmidt process, 16
graph, 5
graph-theoretical distance, 6
Graphical Processing Unit, 226
grid variant, 186, 225, 283
GRIP, 226
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initialization, 237
inner product, 8
inner-product transformation, 258
input space, 256
interpolation, 264
intrinsic dimensionality, 96, 261
inverse (matrix), 10
invertible, 10
irreducible matrix, 125
ISOMAP, 106
iteration matrix, 133, 134
J
Jacobi method, 133
JIGGLE, 227
K
k-neighborhood, 7
Kronecker delta, 13

H
High Dimensional Embedding (HDE), 63
hypercube, 42

L
LandmarkMDS, 53, 54
Laplacian matrix, 11
least absolute residuals, 116
left singular vector, 13
linear algebra, 14
linear-resolution grid, 277
linearly dependent vectors, 8
linearly independent vectors, 8
Lingoes transformation, 73
Lloyd’s method, 300
Local MDS, 121
Local Multidimensional Scaling (LMDS), 239
local neighborhood recovery, 161
localized minimization (LM), 128
Localized stress Model (LSM), 300
Locally Linear Embedding (LLE), 108
LOPI, 172
low-rank approximation, 31, 248

I
idempotency, 46, 78
immediate neighborhood, 5
incident edges, 5
incremental approaches, 173
incremental methods, 227
indifferentiation, 182
inhomogeneity measure, 280

M
majorization, 125
Manhattan distance, 9
many-body simulation, 226
marginal contribution, 86
matrix, 9
MaxMin sampling, 43
MDSteer, 248
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metric axioms, 36, 72
metric scaling, 116
Minimal Polynomial Extrapolation (MPE), 200
minimality, 36
Minimum Spanning Tree (MST), 106, 228
Minkowski distance, 9
modified Graph-Schmidt process, 201
Moore-neighborhood, 282
Moore-Penrose pseudoinverse, 146
moving frame MDS, 216, 221
multi-grid, 124, 228
multi-level, 173, 226–228
multi-start, 171
multifocal view, 263
multiplicity, 12
N
natural logarithm, 268
near breakdown, 212
node angular resolution, 278
node overlap, 301
node sanity, 163
node-edge proximity, 278
Non-linear Mapping (NLM), 118
non-metric scaling, 115
nonsingular, 10
norm, 8
normal vector, 102
normalization, 8
normalized Laplacian, 11
normalized stress, 115
normalized vector, 8
null space, 10
numerical stability, 212
Nyström methods, 55
O
occlusion removal, 167
orientation, 103
origin, 77
origin weight vector, 78
orthogonal ordering, 188
orthogonal vectors, 8
orthogonalization, 16
orthographic parallel projection, 92
orthonormal vectors, 8
oscillation, 136

out of sample, 131, 228
out-of-sample, 234
output space, 256
over-relaxation, 134
P
parallel minimization, 229
particle-in-cell code, 226
penalized proximity stress, 297
peripheral compression, 76
peripheral effect, 187, 280
perspective projection, 92
pivot break-out, 236, 248
pivot inflation, 234
pivot smoothing, 236
PivotMDS, 43
plane point, 102
polar coordinates, 272, 301
pole, 274
positive definite, 10
positive semi-definite, 10
Power Method, 14
premature termination, 153
Principal Component Analysis (PCA), 61
Procrustes Analysis, 264
progressive row sampling, 58
projector, 78
proximity graph, 300
Proximity Graph based Model (PGM), 300
proximity graphs, 283
Q
QR factorization, 201
quad-tree, 227
R
radial distance, 274, 301
rank, 12
RankVisu, 123
Rayleigh quotient, 17
Reduced Rank Extrapolation, 200
reflection invariant, 264
relaxed update, 192
residual plots, 30
right singular vector, 13
rotation invariant, 264
row centering, 10
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T
S
tangent, 261
Sammon mapping, 118
Sampled Spectral Distance Embedding (SSDE), tangent plane, 102
TopoLayout, 226
55
topological feature, 226
SC-MDS, 55
trace (matrix), 11
scale alignment, 164
translation variant, 27, 264
scale free networks, 158
transpose, 9
scaled anchors, 233, 268
tree-code, 227
Self Organizing Maps (SOM), 218
triangle inequality, 36
Self-Organizing Superimpositions, 230
trustworthiness, 162
sequential mapping, 233
Tunneling Method, 176
Shepard diagram, 163
shifting, 262
U
shortest path, 6
under-relaxation, 134
shortest-path length, 6
unfolding, 118
signum function, 258
unit Laplacian, 84
simulated annealing, 174
unit vector, 8
singular value, 13
singular value decomposition (SVD), 13
V
slow-movers, 216
variance, 9
SMACOF, 125, 146
Vector Extrapolation (VE), 197
small world, 157
Voronoi regions, 235
smoothing (layout), 265
sparse stress, 225
W
spectral decomposition, 14
warping effect, 187
Spectral Distance Embedding (SDE), 36
weak constraint, 180, 268
spectral gradient, 147
weakly constrained model, 268
Spectral graph drawing, 64
weight engineering, 232
spectral radius, 12, 134
weighted barycenter, 130
spectrum, 39
weighted Laplacian, 11
Split and Combine MDS, 55
Weighted Principal Component Analysis, 83
split-and-combine MDS (SC-MDS), 229
WPCA, 83
SQUAREM, 210
stagnation, 212
stippling, 300
Stochastic Neighbor Embedding, 163
Stochastic Proximity Embedding, 230
Stochastic Proximity Embedding (SPE), 230
strain, 33
stress, 114
subadditivity, 72
subgraph, 5
subspace optimization, 66, 92, 130
supernodes, 227
surface flattening, 101
Swiss roll, 92
symmetric circulant, 248
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