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Abstract. The COCOON project was intended to extend the concepts and the architecture of relational database management systems
(DBMSs) beyond nested relational to object-oriented pnes. Based upon
the nested relational DBMS kernel DASDBS, we have built a prototype implementation of the COCOON model. Key characteristics of
COCOON are: generic, set-oriented query and update operators similar
to relational algebra and SQL updates, respecth:ely; object-preserving
semantics of query operators, which allows for the definition of updatable views; a separation of the two aspects of programming language
"classes": type vs. collection; predicative description of collections, similar to "defined concepts" in KL-One-like knowledge representation languages; automatic classification of objects and views (positioning in the
class hierarchy); physical clustering of subobjects via the use of nested
relations as the internal storage structures; support for the optimization
of both, the physical DB design and query transformation, by corresponding optimizers.

1

Motivation

Two observations have been the rationale of the COCOON project: 1) t he relational model needs to be generalized to meet the requirements of new applications, and 2) next generation DBMSs need efficient s~orage structures for
complex objects and smart query optimizers. The overall approach of COCOON
can best be characterized by the term evolution instead of revolution [SS91a] ,
that is, the guideline has been to try to integrate, in a consistent way, concepts
from other fields within computer science into the database context. Examples
are structuring primitives from AI knowiedge representation (we reviewed several techniques developed there and found that the KL-One direction was best
suited for our purposes). Similarly, object-oriented concepts from programming
languages had to be adopted for inclusion into databases. In contrast to many
other OODBMSs, particularly most commercially available ones, Qur approach
was not to extend an OOPL with persistency and transactions. Rather, we have
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emphasized the preservation of established DBMS advantages, such as data independence, set-oriented, descriptive languages, optimizability, sometimes at the
expense of ex~ressiveness . As a result, COOL, the query and update language
of COCOON, IS not a (computationally) complete language.

2

The object model

The COCOON data model with its language COOL is an extension of the nested
(NF2_) relational algebra developed in the DASDBS project [SS86, SPSW90]. In
addition to allowing relational operators to work on hierarchical structures as
is the case in the nested relational algebra, the structures had to be extended in
two ways: non-hierarchical structures (networks of shared subobjects) had to be
included, as well as generalizations ("ISA-hierarchies").
Object sharing leads to the introduction of object identities, which can be
handled in different ways. For example, one can add a new domain of OlD
values to the data model, tuples with an ID attribute defined over this domain
represent objects. While this is the way how objects have to be represented
internally, we pursued a more abstract view for the data model level: a distinction
between (abstract) objects and concrete data values was introduced (see also
[Bee89, Bee90], for example).
Generalization hierarchies are known from the AI (or semantic data modeling) field, they also appear as inheritance hierarchies in object-oriented programming languages (OOPLs). In AI knowledge representation, such hierarchies are
described by predicates that allow for the automatic classification (positioning
of a new class), the test for subsumption (is class C 1 a sl.lbclass of class C 2?),
and the test for realization (is object 0 a member of class C?). The focus of AI
classification hierarchies is on an intensional (e.g., predicative) description of the
extension (the set of all possible members, i.e, the domain in DB terms) of a class.
In OOPLs, class hierarchies are a means to achieve reusability (of class definitions and methods) . Substitutability of subclass objects for arguments that are
restricted to the superclass is an additional benefit. The main focus of class hierarchies in OOPLs is on the inheritance of structure and behavior (attributes and
methods) from superclasses to subclasses. Typically, no collection of instances is
kept. If so, there is exactly one per class.
The intended use of generalization hierarchies in OODBs is not exactly the
same as in these two fields. First of all, databases should clearly distinguish
intensional and extensional (or schema and instance) aspects of "classes": the
intensional aspect (akin to the schema of a relation) describes the structure,
the behavior, and the set of all possible instances (the domain). The extensional aspect (akin to the current set of tuples in a relation) captures a dynamically changing collection of instances. In general, there might be an arbitrary
number (zero, one, or more) of collections over the same "schema" . Similar to
[Bee89, Bee90, HFW90] and others, we introduced the term "type" to denote the
intensional aspects, that is, the description of the interface of the objects that
are "instance of" that type. The term "class" is used for a collection (an ex;-
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tension) of objects, the "members of" that class. All members of a class have to
be instance of the "member type" of the class. Notice that types and classes are
defined separately from each other, similar to types and variables in programming languages. In that respect, a COCOON type corresponds to a PL type and
a COCOON class to a persistent set variable over this component type in the
PL. COCOON classes, however, are more powerful, since they are arranged in
a "class hierarchy" that represents a subset constraint. Furthermore, the subset
constraint may be specified by a class predicate: a necessary predicate (N P)
restricts the possible members of the subclass to at most those members of the
superclass( es) that satisfy N P. If the subset constraint is a necessary and sufficient predicate (N SP), the subclass represents exactly those members of the
superclass(es) that satisfy NSP . In the first case, the subclass is called a "someclass" , in the second case an "all-class". This terminology is documented by the
COOL syntax for class definitions:
[define] class (name) [:(membertype)]
[ {somelall} (superclass) [, ... } [where (predicate)]]
The types in COCOON are defined by the set of functions that can be applied to the instance objects, that is, COCOON is an object-function model
(cf. [WLH90]). In such object models, there is no distinction between stored
attributes and computed (retrieval) methods. We have chosen this approach for
its simplicity and because it is an elegant way to achieve data independence:
whether the values of the functions defined on an object are stored in the internal record representing the object or whether it is derived by some algorithm
is transparent to the object model, it is merely a matter of physical database
design. Types are arranged in a type lattice, where a subtype inherits all the
functions from its supertype(s), that is, the lattice is the subset lattice of the
sets of functions associated with the types. It is important to notice that we
have a type lattice in the mathematical sense, whereas we have only a (multiple)
hierarchy between classes.
To summarize, we list the modeling concepts found in COCOON, details can
be found in [SS90a, SLR+92]:
Object: an application-specific abstraction, instance of an abstract object type
Data Value: a concrete, printabte or constructed value (integer, string, set,
. .. )
Type: a set of functions, forming the interface to its instance objects
Class: a collection object, represents a set of objects of the member type, possibly constrained (some-class) or defined (all-class) by a predicate
Subtype: a type that allows to apply more functions to its instances than to
instances of the supertype(s)j this relationship forms a lattice
Subclass: a class that has a subset of the members of the superclass(es) j this
relationship forms a multiple hierarchy
View: a derived class, defined by a query
Variable: a variable is declared with a type, it can be used to hold single objects
(i.e., as a temporary name), or sets of objects (if declared over a set type),
for later reference within the same program .
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3

The query language COOL

The starting point for the development of our object algebra was the observation
that relational algebra can easily be extended to more complex data models . We
had done so for the nested (NF2_) relational model: when allowing relations to
appear repeatedly, all we have to do is to allow the application of alge~raic expressions in a similarly nested way. Whenever we have relation-valued attributes
in a relation , we can apply relational expressions to them within selections and
projections [SS86]. The programming language view onto the relational model
is that a family of basic types (such as integers, strings, etc.) can be used to
construct composite types 1:lsing only one type constructor·, namely relation (set
of record). If we extend this type system to allow orthogonal (i.e. , recursive) use
of the type constructor, we have nested relations. The obvious extension of the
relational operations is to apply them orthogonally. This is exactly what has
been done for nested relations in the algebra of [SS86].
COCOON added more concepts to the "type system" (data model): functions
instead of attributes, which may be single- or set-valued, collections (classes)
that are organized in a hierarchy based on associated predicates, types that are
structured in a lattice, and a distinction of data values and abstract objects.
All these new concepts had to be incorporated into the query language. The
principal approach is rather straightforward: classes as the collection objects are
the arguments of queries, functions play the role of attributes. Therefore algebra
operators can be applied to classes, since they represent sets of objects. So, a setoriented query language seems no problem. However, two basic problems had to
be solved before an object algebra could be defined consistently with the object
model:
- What is the result of a query? (object preservation)
As the input to a query is a collection of objects, the closure property of
the model requires the output also to be a collection of objects (otherwise
algebra operators could not be composed) . On the other hand, if objects are
system-internal abstractions, we can not show them to users, all we can show
are data values related to the objects. Therefore, many other object query
languages always return data values.
We have coined the terms "object-preserving" vs. "value-generating" operator semantics for the two choices [SS90a] . An intermediate possibility is to
create new result objects ("object-generating semantics) . Value-generating
semantics are not appropriate for models where "everything is an object";
object-generating semantics do not allow query results to be used as the arguments of updat e operations, since the result objects, but not the original
object base objects would be modified. As COCOON was intended to support updatable views that are defined by query expressions, our choice had
to be object-preserving query semantics, where result objects are identical
to original object base objects.
- Where does a query result (e.g., a view) belong in the type lattice and in
the class hierarchy? (dynamic classification)
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In order to formally define . the query language op erat ors, one h as to speclfy
.
what the results ar~, both, 10 terms of result type and result collection. When
a query defines a View, the latter means to classify the view class in the class
hierarchy.
A type system was defined that allows to statically type-check COOL statements and to derive unique result types for all query expressions by corresponding type inference rules. In order to be able to infer result types for
union and intersection operations when the arguments have different types ,
we need a lattice of types to assign the lowest upper bound and greatest
lower bound to the results, respectively [SLT91, LS92b , SLR+92] .
Classification of views can not be solved completely, since subsumption of
predicates is undecidable in generaL Therefore, we had to implement an
incomplete classification algorithm that fails to achieve the lowest possible
positioning in some cases. It is, ~f course, guaranteed that no incorrect classifications are derived [SLT91, Ngu91].
The query operators of COOL are:
Selection: a subset of the input objects is derived by a predicate, t he result
type is the same as the input type
Projection: (object-preserving) the result is the same set of objects, but a
supertype of the input type is associated with it , thus only the func tions
listed in the projections are applicable to the result
Extend: new derived functions can be defined; the result contains the same
objects as the input, but associated with a new (sub-) type that includes the
derived functions
Union: takes the union of the input sets, the result type is the least upper
bound of the input types
Difference: takes the set difference, the result type is that of the first argument
Intersection: intersects the input sets, the result type is the greatest lower
bound of the input types
Pick: Chooses one object from a set, the result type is the element type of the
input
Extract: (value-generating projection) generates a set of t uples from the input
objects, each tuple component is defined by one expression in the extraction
list ; this is the only operation that is not object-preserving!
In addition to query operators derived from relational algebra, COOL offers
generic update operators that can be used to accomplish simple obje~t manipulation tasks, or to construct ·more complex update methods . There are basic
update operators for object creation and destruction , a global assignment (: = ,
for variables and complete functions) and a local assignment (set, for assigning
new result values for given arguments of a function), two operations that add and
remove existing objects to/from sets and classes. In addition to these more or
less standard updates, we have two operators that perform "object evolution" ,
that is , objects can dynamically gain and lose types! In contrast to OOPLs,
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where the lifetime of objects is short (at most one program execution), objectbases store objects over a long period of time (several years). Consequently, the
changes in the roles that the modeled real world objects play need to be reflected
in the objectbase as well. However, the objects should preserve their identities.
Therefore, we can not fix the relationship between an object and its type as of
the time of object creation.
All of the basic updates are single-object operators. They can be applied to
a whole set of objects (e.g., a set obtained by a query) by using the' set-iterator
"apply_to-<ill" [LS92a]. As is known for long in the relational context, it is nontrivial to combine set-orientation and updates, since non-deterministic effects
arise very easily. We have developed a formal model for "set-oriented" updates
which essentially restricts updates to non-conflicting ones in order to be applied
in a set-oriented fashion. The notion of conflict that is used here corresponds to
conflicts in semantic or multi-level concurrency control [Wei86, Wei88, WH91].

parison" in this volume. The EXODUS query optimizer generator [GD87] was
used to build parts of the COOL query optimizer.
In addition to the DASDBS realization of COCOON, we have built two further prototypes in order to allow comparisons, both qualitative (how difficult
is the ir;nplementation?) and quantitative (performance experiments): one uses
the ONTOS object-oriented DBMS product, the other one the Oracle RDBMS
[TS91] . Particularly the Oracle vs. DASDBS experiments are intended to evaluate the effects of hierarchical clustering, since Oracle allows for the definition
of "clusters" that can simulate two-level nested relations. To date, we can not
report on the performance experiments yet, some qualitative experiences with
the two commercial platforms have been given in [TS91], results concerning the
DASDBS realization are given in [TRSB92, Lue92].

4

In the context of a nested relational storage manager, we have also carried out
investigations on the use and the adaptation of graph algorithms for recursive
query processing in the database context. In contrast to classical analyses of
graph algorithms (transitive closure, shortest paths, etc.), we had to take physical
I/O costs into account, since the data representing the graph is in the objectbase.
New algorithms have been designed, implemented, and extensively tested and
evaluated in comparison with various others [Jia90a, Jia92c].

Meta modeling and schema evolution

The COCOON model is powerful enough to represent COCOON schemata, that
is, as a part of each COCOON object base, we have a meta schema that comprises
information about the types, classes, and functions that have been defined in the
schema. These meta objects not only serve as the "data dictionary" or objectbase
catalog, they are also used as the basis for schema evolution. The COOL update
operators can also be applied to the meta objects, so as to express schema modifications [TS92]. The problem attacked here was to define the update operations
and the meta types/ classes in such a way that schema modification automatically
propagate to the instance level. Of course, an implementation will avoid eager
transformation and try to use views, schema versions, or lazy transformation of
the instance objects to avoid load peaks at schema modification time.

5

System architecture and optimization

The target architecture of the COCOON implementation uses the nested relational DBMS kernel DASDBS [SPSW90] as the storage manager. This allows for
hierarchical clustering techniques that can be exploited to reduce the amount of
physical disk I/O when large structured objects are loaded into main memory.
An overview of this mapping approach is contained in the article "COCOON
and KRISYS - a comparison" in this volume, a more detailed discussion is contained in [DHL +92 , Sch92b]. A prototype of a physical database design tool has
been implemented to aid the database administrator in selecting a good physical
design for a given COOL objectbase and load description.
At query processing time, the query optimizer has to transform COOL queries
into execution plans that consist of DASDBS kernel calls and higher-level query
processing strategies, such as joins and address dereferencing [RS92] . This transformation is also exemplified in the article "'COCOON and ' KRiSYS - a com-

6

7

Recursive query processing algorithms
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