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fahren möchte ich Dr. habil. Thomas Stützle danken.
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1 Introduction

Computer-aided methodologies become more and more important for the modern drug
design process (see Figure 1.1) [1]. This can be attributed, on the one hand, to improved
theoretical models but, on the other hand, also to the rapid increase of the available
computational performance. As the search for a new drug is a time-consuming and
expensive task taking up to 15 years [2] and costs several hundred million euros, great
care must be taken with respect to the selection of appropriate drug candidates at
the early stage of the discovery pipeline. Especially in these early stages computer-
aided methods can help to avoid suboptimal drug candidates and thus contribute to a
reduction of costs and even time in the subsequent stages.

At the beginning of the drug design process carried out by pharmaceutical companies
the therapeutic target which causes a specific disease must be identified [3] and vali-
dated. Some of the most frequent targets, for which drugs have already been marketed,
are by biochemical class enzymes, G-protein coupled receptors (GPCR), ion channels,
transporters as well as nuclear receptors [4]. Once a suitable target has been identified,
a drug candidate called ligand has to be found that prevents the target’s (mal-) function
and fights the disease in this way.

For this target, the specific interactions of a potential new ligand with the protein
receptor must be predicted and optimized. This optimization process includes improve-
ments in terms of affinity, selectivity, bioavailability and the reduction of adverse side-
effects. In this stage, both, computer-aided and experimental techniques that comple-
ment each other are applied to focus the search towards a few lead structures. In both
cases, databases of potential new ligands are screened for biological activity with respect
to the target. The size of these databases may vary from case to case, but can be, at
least for the computer-aided case, in the order of millions of ligands. Experimental high-
throughput screening (HTS) techniques require the availability of already synthesized
ligand databases as well as appropriate amounts of the target to perform in vitro tests
for biological activity. In contrast, virtual screening (VS) approaches like the one pre-
sented in this work only require an abstract theoretical representation of both complex
partners.

If structural information on the target is available, so-called structure-based techniques
can be applied. The structural information can be either obtained by experimental tech-
niques like X-ray crystallography and NMR-spectroscopy (nuclear magnetic resonance)
or by homology modeling that takes into account similarities to already resolved struc-
tures. Such structural information is for example publicly available from the protein data
bank (PDB) [5]. Then, the so-called protein-ligand docking problem (PLDP) that was
first formulated by Fischer using the famous lock-and-key metaphor [6] must be solved:
The key (ligand) must fit exactly into the lock (protein) to open the door (pharmaco-
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2 CHAPTER 1. INTRODUCTION

Figure 1.1: Illustration of the drug discovery pipeline.

logical effect). A docking algorithm tries to solve the pose prediction problem, which
consists of finding the correct orientation and conformation of the ligand within the a
priori known active site of the protein (see Figure 1.2). The resulting complexes are
scored and sorted according to an objective function (scoring function), which can be
interpreted as a measure for their binding affinity. The best-scoring ligands can then be
tested with experimental techniques for biological activity. Sometimes, no structural in-
formation on the target, but activity information on known binding ligands is available.
So-called ligand-based methods can be applied in this situation. The basic principle
behind these approaches is to exploit similarities of biologically active ligands to search
for similar new ones. The techniques in this field range from simple one-dimensional
filters like number of atoms, molecular weight etc. over substructure-based searches
to three-dimensional searches (see Figure 1.3) using pharmacophore models. Like in
the structure-based case, a ligand database is screened with these methods and sorted
according to a similarity or scoring function.

The virtual and experimental screening techniques are applied iteratively to narrow
down the number of potent drug candidates considerably. Ligands with high affinity,
so-called lead structures, are then chemically varied (lead optimization cycle) and the
most potent ones of the resulting candidates are transferred to the preclinical and finally
the clinical test phase. If a candidate passes these stages and is approved by the drug
regulatory authorities it can be registered and marketed.

Several publications have shown that employing computer-aided methodologies con-
siderably increases the chance of finding novel biologically active ligands. Most of these
approaches combine different techniques leading to overall powerful screening proto-
cols. For an extensive review of success-stories in computer-aided drug design see [7].
Here, only a few examples will be highlighted. Böhm et.al. [8] identified novel thrombin
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Figure 1.2: Illustration of the pose prediction problem arising in the context of
computer-aided virtual screening. The complex conformation (right) of
the ligand molecule (middle) and the protein (left) must be predicted
correctly. For the protein-ligand complex, a predicted ligand struc-
ture (green) and the experimentally observed ligand structure (red) is
shown.

inhibitors at Hoffmann-La Roche by application of the de-novo design tool LUDI [9].
Starting from 5300 commercially available amines, the ten top-scoring compounds re-
sulting from a two-step docking / linking procedure were synthesized and biologically
tested. Five of these are able to bind with nanomolar affinities to thrombin, the most po-
tent one with 95 nM. In [10], a subset of the AstraZeneca in-house compound collection
has been screened for checkpoint kinase-1 inhibitors. In the first step, compounds ex-
hibiting unwanted fragments have been removed followed by a 3D-pharmacophore filter
for kinase-binding motifs. FlexX-Pharm [11] was then used to dock the approximately
200000 compounds into the active site of checkpoint kinase-1. The docking results were
post-processed with a consensus-scoring scheme and visually inspected. Finally, 103
compounds were tested in an assay of which 36 showed enzyme inhibition with IC50

values ranging from 110 nM to 68µM. Ligand-supported homology-modeling along with
ligand-based pharmacophore methods and docking have been used in [12] to search for
new inhibitors of the α1A adrenergic receptor, a G-protein coupled receptor (GPCR). A
stepwise screening of the Aventis in-house library revealed 37 compounds with affini-
ties lower than 10µM, the most potent one with a Ki =1.4 nM. Blockers for the Kv1.5
voltage-gated potassium channel, a promising target for atrial selective drugs, have been
discovered in [13]. A 2D-similarity search in the Aventis in-house compound library with
an already known inhibitor as the search template revealed 75 similar compounds with
respect to a predefined similarity threshold. Out of these, a chemically unstable inhibitor
with an IC50 value of 9.5µM was identified in biological screenings. Finally, structural
modifications led to an inhibitor with an IC50 value of 0.16µM. At Novartis, caseine
kinase II (CK2) inhibitors were identified by a high-throughput docking procedure [14].
A subset containing 400000 ligands of the in-house compound collection was docked into
the ATP-binding pocket of CK2 using DOCK [15] requiring ligands to form a hydrogen
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Figure 1.3: Ligand-based virtual screening using pairwise ligand alignment. For
the template structure (left) and the ligand to be aligned (middle)
several pharmacophoric features like donor groups, acceptor groups,
nonpolar atoms and normal vectors of ring systems are superimposed
(right).

bond with the hinge region. Further filtering including rescoring and visual inspection
revealed 12 compounds that were then tested in an assay. Four of these showed > 50%
inhibition at 10µM, the most potent one had an IC50 value of 80 nM.

Although successful computer-aided protocols are already available, there is still space
left for improvements. This work contributes new computer-aided optimization ap-
proaches to the lead identification and optimization stage of the drug discovery pipeline.
A high-performing hybrid ant colony optimization (ACO) [16] algorithm is introduced,
which is capable of minimizing constrained real-valued objective functions. Several prob-
lems arising from the field of structure- and ligand-based drug design are tackled with
this approach by transforming them into corresponding real-valued minimization prob-
lems. In this way, the presented approach can be used to perform protein-ligand docking,
target-specific scoring function parameterization and multiple flexible ligand alignment.
For the structure-based case, the protein-ligand docking calculations take into account
full ligand flexibility, partial receptor flexibility in form of flexible protein side-chains as
well as selected conserved water molecules. Another major contribution of this work is
the development of a GPU-accelerated (graphics processing unit) version of the dock-
ing approach which shows high speedups compared to the standard version that runs
on the CPU (central processing unit) only. Additionally, novel general-purpose scor-
ing functions for ligand pose prediction and ranking in virtual screening experiments
are presented. The approach is also capable of fitting target-specific scoring functions
by optimizing the scoring function’s parameters. For the ligand-based part, a multiple
flexible ligand alignment procedure is presented, which can superimpose a given set of
flexible ligands to identify common features among them. These features can then be
used to extract a pharmacophore hypothesis for further processing with other model-
ing approaches. Finally, the pairwise ligand alignment mode can be used to perform
ligand-based virtual screening experiments.



2 Global Optimization

As already mentioned in the introduction, many problems arising in the computer-
aided drug design field can be regarded as optimization problems, which are either
minimization or maximization problems. An instance I of such an optimization problem
can be defined by a triple I = (S, f, C), where S is the set of candidate solutions, f is the
objective function and C a set of constraints defining a set Sf ⊆ S of feasible solutions.
Objective function f : S → R assigns to each candidate solution s ∈ S a value f(s) ∈ R.
An optimization algorithm then aims at finding a globally optimal feasible solution s∗,
for which holds that f(s∗) ≤ f(s) for all s ∈ Sf in the case of a minimization problem
and f(s∗) ≥ f(s) for all s ∈ Sf in the maximization case, respectively. In the context of
this work, so-called combinatorial and continuous optimization problems are of special
interest.

In case of a combinatorial optimization problem, the search variables are discrete and
an exact algorithm is guaranteed to find a global optimal feasible solution for a finite-size
input instance within exponential time (with respect to the size of the input instance) in
the worst case. This exponential worst-time complexity is especially observed for exact
algorithms that solve so-called NP-hard [17] combinatorial optimization problems. For
some other problems in a problem class called P, efficient algorithms exist that can return
the optimal solution within polynomial time, given an input instance of finite size. For
example the SSSP (single source shortest path) problem can be solved in polynomial time
by algorithms like Dijkstra [18]. Because a complete review of computational complexity
is out of the scope of this work, see [19] for more detailed information. Unfortunately,
most of the real-world problems belong to the class of NP-hard optimization problems.
In practice, these problems are nearly intractable by exact search algorithms for larger
problem instances. However, if no guarantee to find the global optimal solution is
required, heuristics may be employed to search for high quality solutions of the given
optimization problem. For many NP-hard optimization problems efficient heuristics
exist that are able to identify near-optimal solutions within a reasonable search time.
As a solution s of a combinatorial optimization problem consists of solution components,
it may be constructed by adding component by component until a feasible solution is
built, starting from an empty solution. In contrast to the incremental construction of
a feasible solution s, local search (LS) methods modify already existing solutions in
an iterative manner to create new feasible solutions. For a LS procedure, a so-called
neighborhood structure N : S → 2S assigns to each solution s ∈ S a set of neighbors
N (s) ⊆ S. Then, for a minimization problem holds that a solution s is a local minimum
if ∀s′ ∈ N (s) : f(s) ≤ f(s′). Respectively, for a maximization problem, a solution s is a
local maximum if ∀s′ ∈ N (s) : f(s) ≥ f(s′). In addition to the neighborhood structure
itself, the LS procedure also defines in which order the neighborhood is traversed and

5
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which neighboring solutions are accepted. If no improving solution can be found in
the neighborhood, a local optimum is reached. Most successful global optimization
techniques, like the one presented in this work, incorporate LS procedures to improve
their overall performance.

In the case of continuous optimization problems, the search variables are continuous.
Thus, an enumeration of all possible solutions is impossible. All minimization problems
treated in this work are of continuous nature and have the form:

min
~x∈Rn

f(~x) : R
n → R. (2.1)

In this equation ~x = [x1, . . . , xn]t ∈ R
n are the variables of the optimization problem

and n is the problem dimension. In most problems, the set of constraints C restricts the
domain of each variable xi to an interval [lbi, ubi], with lbi, ubi ∈ R. Solutions fulfilling
these constraints constitute the set of feasible solutions Sf as defined above.

Many approaches for solving combinatorial and continuous optimization problems
have been proposed. Here, especially the class of population-based methods will be high-
lighted as they turned out to be very successful in many different application areas. Also
the approach proposed in this work belongs to this class of algorithms. Nevertheless,
there also exist several other successful optimization approaches like iterated local search
(ILS) [20], simulated annealing (SA) [21] or tabu search (TS) [22, 23]. For a compre-
hensive review of these and other methods see [24]. In population-based optimization
strategies a population of individuals is used to search for the global minimum of the
given objective function. Thereby, each individual i represents a solution si ∈ S. De-
pending on the optimization strategy used, the individuals’ positions in the search space
are modified taking into account the position of the other individuals and their solution
quality, also called fitness. The success of these methods mainly relies on their ability
to efficiently combine search diversification and intensification, especially when LS pro-
cedures are included. In this sense, the population is used to discover promising regions
of the search space and the local search to intensify the search in these areas.

Algorithms in the field of evolutionary computation (EC) are inspired by the process
of biological evolution. This is done by applying evolutionary operators like mutation,
recombination and selection to a population of individuals. The mutation operator ap-
plies a modification to a solution component of an individual with respect to a mutation
probability. The recombination operator recombines parts of two solutions (individuals)
to create a new one, also called offspring. Finally the selection operator decides whether
an individual will survive the current iteration based on the fitness value. This process is
iteratively applied to the population. The most prominent examples of EC methods are
evolutionary programming (EP) [25], evolutionary strategies (ES) [26], and the widely
applied genetic algorithms (GA) [27].

A population-based method from the field of swarm intelligence is particle swarm
optimization (PSO) [28]. In PSO, a population of individuals, called particles, explore
the search space by sharing information about their position and fitness. Each particle of
the swarm memorizes its best solution found so far. In each iteration of the algorithm,
the particles change their position in the search space influenced by the position of
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their own best encountered position and the position of the best encountered solution
in the neighborhood of a particle. The position update is performed probabilistically by
calculating a velocity vector, which determines a particle’s movement taking into account
the positions of the other particles as mentioned above. These steps are repeated until
the particle swarm has converged or another termination criterion has been met.

In computational chemistry, many of these optimization algorithms are employed in
various application areas. For a short overview of these methods for the problems dis-
cussed in this work, i.e. mainly protein-ligand-docking and flexible ligand alignment, see
the problem-specific sections. Here, a novel hybrid continuous optimization algorithm
based on ant colony optimization (ACO) for an approximate solution to these problems
is introduced. This is why ACO will be discussed here in more detail.

2.1 Ant Colony Optimization

Ant Colony Optimization (ACO) [16] is inspired by the foraging behavior of real ant
colonies. Some ant species, for example the Argentine ant Iridomyrmex humilis, use so-
called pheromones to mark paths from their nest to a food source and vice versa. The
pheromones are deposited on the ground while the ants walk, thus forming a trail. The
already deposited pheromone trails can be sensed by other ants which makes it more
likely that they will choose the same path. In this way, the pheromone information
can be regarded as a way of indirect communication among the colonies’ individuals.
Deneubourg et al. [29, 30] investigated this behavior in detail in so-called double-bridge
experiments (see Figure 2.1). In this experiment, a bridge separates the ants’ nest and
the food source. In the first experiment (Figure 2.1a) the bridge’s two branches are of
equal length, while in the second experiment (Figure 2.1b) the bridge’s branches are of
different length. At the beginning there are no pheromone trails on the branches and the
ants start to deposit pheromone while walking from the nest towards the food source.
At the point where the two branches split, the ants have to decide which branch to take.
If no pheromone trails are available, they will choose a branch at random, while the
decision is influenced probabilistically towards the branch with the higher pheromone
intensity in the other case. The same accounts for the decision when the ants walk back
from the food source to the nest.

Assuming that all ants walk approximately at the same speed and deposit the same
amount of pheromone, an approximately equal pheromone distribution on both branches
can be expected for the first experiment, which should result in the same amount of
traffic on both branches. This behavior can be observed for the initial phase of the
experiments, but later on, the colony may converge to a single branch which can be
explained by a slightly higher pheromone concentration on one branch resulting from
random fluctuations. However, it is arbitrary to which one of the two branches the
colony converges.

For the second experiment, in nearly all cases the colony converges to the shorter
branch. This behavior is expected as at the beginning of the experiment the ants will
decide randomly which of the two branches they will choose. Because they need on
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(a) (b)

Figure 2.1: Schematic representation of the double-bridge experiment. In the first
case (a) the branches are of equal length, while in the second case (b)
the branches are of different length. In either case, the ants start at
the ant nest and walk towards the food source and vice versa. The
dashed line shows the path chosen in the majority of the experiments.
However, in (a) it is arbitrary which of both branches is chosen.

average less time to cross the shorter branch and will thus reach the food source ear-
lier than the ants taking the longer branch, there will be already a higher pheromone
concentration on the shorter branch when the first ants return to the nest. This higher
pheromone intensity will bias most of the ants to take the shorter branch, thereby again
increasing the intensity. These experiments show that real ant colonies are in princi-
ple able to solve optimization problems, specifically the so-called shortest path problem.
These problem-solving capabilities inspired researchers to develop a class of optimiza-
tion techniques called ant algorithms that try to mimic the behavior of real ants using
artificial ant colonies. One of the most prominent and successful examples of this class
of algorithms is ant colony optimization (ACO). ACO algorithms usually follow a gen-
eral scheme outlined in Algorithm 1. This scheme requires that a solution s for the
given search problem can be represented by solution components as already described
above. On these solution components artificial ants deposit artificial pheromones. The
more pheromone is deposited on a component, the higher is the desirability for other
ants to use this solution component during the solution construction process. Procedure
InitializeParametersAndPheromones sets the initial pheromone intensity for all solution
components. Usually, all components are initialized with the same intensity which re-
sults in the overall same probability for all components for being chosen during the
probabilistic solution construction step. The steps solution construction and pheromone
update are then repeated until a termination criterion is met. The probabilistic solu-
tion construction for each artificial ant is carried out by procedure ConstructSolution.
This procedure chooses the solution components probabilistically with respect to the
already deposited pheromone until a complete solution is constructed. In other words,
solution components with a high pheromone intensity are more likely to be chosen than
ones with low pheromone intensity. Once all artificial ants have constructed their solu-
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Algorithm 1 Ant Colony Optimization

InitializeParametersAndPheromones()
while (termination criterion not met) do

for j = 1 to number of ants do
ConstructSolution()

end for
UpdatePheromones()

end while
return best solution found

tions, the pheromone update is carried out by the procedure UpdatePheromones. This
procedure usually involves a pheromone evaporation step and a pheromone deposition
step. Pheromone evaporation is also observed for real ant colonies, i.e. the intensity
of the already deposited pheromone decreases over time. In the case of artificial ants,
evaporation decreases the pheromone intensity on all solution components over time,
thus also decreasing the probability for low-quality solution components to be chosen.
Finally, depending on the ACO variant used, one or more ants deposit pheromone on
the solution components that are part of their previously constructed solution. The
amount of pheromone deposited is usually chosen to be proportional to the solution
quality. This implies that solution components that are part of high-quality solutions
will receive a higher amount of pheromone. The opposite holds for solution components
part of low-quality solutions. The modified pheromone intensities then enter the next
iteration of the algorithm. In the optimal case, a convergence of the artificial colony
towards near-optimal solutions can be observed. ACO algorithms have already been
successfully applied to a variety of problems. For a general review of state-of-the-art
ACO applications see [16, 31]. For example routing problems [32, 33, 34, 35] like the
well-known Traveling Salesman Problem (TSP), assignment problems [36, 37, 38, 39],
scheduling problems [40, 41, 42] and subset problems [43, 44, 45] have been tackled by
ACO algorithms. Noteworthy, high-performing ACO approaches for the 2D- and 3D-
HP (hydrophobic-polar) protein folding problem have been proposed in [46, 47]. Also
in the field of chemistry, ACO algorithms have already been applied successfully. In
the field of quantitative structure activity relationship (QSAR), a technique frequently
applied in the lead optimization stage, so far two approaches based on ACO have been
published [48, 49]. In [48], regression-trees for QSAR data sets are generated using an
ACO approach showing improved performance compared to recursive partitioning. An
ACO approach for the variable selection problem arising in the field of QSAR modeling
is proposed in [49]. The dynamic optimization of fed-batch bioreactors based on ACO
is described in [50]. This approach searches for optimal feed rates for maximizing the
production of a desired product. Another ACO approach is presented in [51] for a prob-
lem arising in computational chemistry, the conformational sampling of small molecules,
which is related to the problems presented in this work.
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2.2 Protein-Ligand ANT System

In the following, the hybrid ant colony optimization based algorithm PLANTS (Protein
Ligand ANT System) [52,53] will be introduced, which was initially exclusively designed
for tackling the protein-ligand docking problem (see Section 3.2). However, it turned out
that the proposed approach can generally be applied to global continuous minimization
problems of the form:

min
~x∈Rn

f(~x) : R
n → R. (2.2)

In this equation, f is the objective function, ~x = [x1, . . . , xn]t ∈ R
n are the optimiza-

tion variables and n is the problem dimension.

2.2.1 Algorithm

In order to design an ACO algorithm similar to the ones used for combinatorial opti-
mization problems that work on discrete solution components, the continuous variables
xi are discretized:

ni =

⌈

(ubi − lbi)

δi

⌉

+ 1 (2.3)

For each variable i, ni is the number of solution components and δi the discretization
step size. The upper and lower bounds ubi, lbi ∈ R constrain each variable xi to the
predefined domain [lbi, ubi]. Starting from this discretized problem representation, an
ant colony optimization algorithm can be directly applied as described next. Algorithm
2 outlines the proposed PLANTS approach, while a flow-chart illustrating all core steps
of the algorithm can be found in Figure 2.2.

Initialization

Like in all ACO based algorithms, a pheromone model must be specified. This model is
used by the artificial ant colony for the solution construction and pheromone update step.
The discretization of the optimization variables as described above as well as the initial-
ization of the pheromone model is performed by the procedure InitializeParametersAnd-

Pheromones. In PLANTS, each variable xi has an associated pheromone vector ~τi ∈ R
ni

with exactly ni entries resulting from the discretization. A pheromone trail τij ∈ R
+

refers to the desirability of assigning the value lbi + (j − 1) · δi to variable xi with
j ∈ {1, · · · , ni}. The initial value for all τij is chosen such that after the first itera-
tion all pheromone trails correspond to the upper pheromone limit τmax, which will be
described later. After the initialization the algorithm is carried out for a predefined
number of iterations, called max iterations in the outline. For some problems discussed
in this work, the number of iterations is automatically determined on an empirical basis
with respect to the given input instance.
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Algorithm 2 PLANTS

InitializeParametersAndPheromones()
M ← ∅
for iter = 1 to max iterations do

for a = 1 to number of ants do
sa ← ConstructSolution(τ)
s∗a ← LocalSearch(sa)
M ← M ∪ s∗a

end for
sib ← GetIterationBestSolution()
sib ← RefinementLocalSearch(sib, 0.2)
M ←M ∪ sib

UpdatePheromoneLimits()
UpdatePheromones()
if (diversification criteria met) then

ApplySearchDiversification()
end if

end for
sgb ← GetGlobalBestSolution(M)
return M, sgb

Solution Construction

In each iteration of the algorithm, each individual a of the artificial ant colony of size
ants constructs probabilistically a solution sa (performed by the procedure ConstructSo-

lution (τ). This is done by selecting one solution component, i.e. an entry j ∈ {1, · · · , ni}
corresponding to the value xi = lbi + (j − 1) · δi, for each variable i ∈ {1, · · · , n} tak-
ing into account the pheromone trail intensities stored in τi. For each variable xi, the
probability pij of choosing entry j is given by

pij =
τij

∑ni

l=1 τil

. (2.4)

Local Search

Each solution sa constructed in this way is further improved by a local search algorithm.
This kind of hybridization strategy, i.e. combining a global with a local search algo-
rithm, is followed by many successful optimization techniques [54, 55, 24]. Noteworthy,
in PLANTS the artificial ant colony and the local search algorithm search in two dif-
ferent search spaces: while the artificial ants work on the discretized search space, the
local search works in the continuous search space induced by the objective function. For
the local minimization of each constructed solution sa, the Nelder-Mead simplex (NMS)
algorithm for nonlinear, continuous function optimization is used [56].
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Figure 2.2: Flow-chart of the PLANTS approach. In the upper part, the
pheromone distribution represented by the pheromone vectors ~τi is
shown. For each vector entry τij resulting from the discretization of
search variable xi, the pheromone intensity (black for low, red for high
intensities) influences the probability of this entry to be chosen in the
solution construction step. In this step, each artificial ant constructs
a solution s taking the already deposited pheromone into account.
A local search procedure is applied to all solutions s resulting in lo-
cally minimized solutions s∗. Finally, the iteration-best solution is fur-
ther minimized with a refinement local search procedure and deposits
a pheromone trail on the pheromone distribution, which is propor-
tional to the objective function value reached. These steps are carried
out for a predefined number of iterations. Additionally, if the criteria
for a search diversification are met, either a proportional pheromone
smoothing or a random restart is performed. When the algorithm ter-
minates, the global best solution found as well as the set of all locally
minimized solutions is returned.
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This approach performs a local minimization by using objective function evaluations
only, i.e. no derivatives are needed. On the one hand, the NMS algorithm may be a
suboptimal choice for objective functions where derivatives are available and compu-
tationally efficient to compute. On the other hand, the use of this approach puts no
restrictions on the objective functions to be minimized with respect to continuity. This
is for example of interest for constrained docking calculations in which case no deriva-
tive information may be available. In Algorithm 2, the local search is carried out by
function LocalSearch (sa) returning a locally minimized solution s∗a. The NMS algorithm
uses a geometrical structure called simplex, which is a polytope of n+1 vertices in an n-
dimensional space, where n is the problem dimension. Each simplex vertex i represents
a solution si ∈ S, with i ∈ {1, · · · , n + 1}. The local search neighborhood structure
is defined by applying one of the operations reflection, expansion or contraction to the
solutions part of the actual simplex. In PLANTS, the initial simplex consists of the
original, unmodified solution s1 to be locally minimized and n modified solutions s2 to
sn+1. The modified solutions are created by adding a specific offset oj to variable xj of
s1, thus yielding a new solution si, if it holds that j + 1 = i for all i ∈ {2, · · · , n + 1}.
The offsets used in this work are problem-specific and described in the corresponding
sections. The simplex operations are applied until the fractional range from the high-
est to the lowest point in the simplex with respect to the function value is less than a
tolerance value nmstol, or until a maximum number of function evaluations is reached,
which is set to 5000 function evaluations. The algorithm is described in detail in [57].

The NMS algorithm is applied to all solutions constructed by the artificial ant colony.
However, as described, the NMS algorithm terminates if at least one of the two termina-
tion criteria is met. In many cases, the returned solution could be further improved by
reapplying the NMS algorithm starting from this solution. Thus, in PLANTS the NMS
algorithm is reapplied to the iteration-best solution, called sib, as long as an improve-
ment in the objective function value obtained by one application of NMS is higher than
0.2. For this refinement local search, the same parameter settings as described above are
used, except that the tolerance value nmstol may vary. This refinement step is carried
out by procedure RefinementLocalSearch in the algorithmic outline.

Pheromone Update

PLANTS employs a special kind of ACO algorithm, called MAX –MIN Ant Sys-
tem [36], which introduces lower and upper pheromone trail limits, τmini

and τmax.
These restrict the pheromone trail intensities τij to the interval τij ∈ [τmini

, τmax]. Lower
pheromone limits are motivated by the fact that the chance of finding the global op-
timal solution may become unlikely because the selection probability of some solution
components which are part of the optimal solution may tend towards zero due to the
evaporation of pheromone over time. Therefore, with τmini

the selection probability for
all solution components can be influenced. In contrast, the upper pheromone limit τmax

prevents frequently used solution components from being chosen all the time. The value
for the upper pheromone limit is calculated as τmax = |f(sdb)|/ρ, where f(sdb) is the best
scoring function value found since the last search diversification and ρ is the evaporation
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rate (the search diversification used and ρ is explained below). The values for τmin are
calculated for each variable xi as

τmini
=

τmax · (1− n
√

pbest)

(ni − 1) · n
√

pbest
, (2.5)

following the derivations given in [36]. In this equation, n is the problem dimension,
ni is the number of values that resulted from the discretization of variable xi, and pbest

is the probability of the best solution to be reconstructed assuming that the colony has
already converged [36]. The calculation of the lower and upper pheromone limits is
performed by procedure UpdatePheromoneLimits.

This step is followed by the pheromone update carried out by procedure UpdatePhero-

mones. The update for a solution sup is performed according to

τij(t + 1) = (1− ρ)τij(t) + I
up
ij (t)∆τup(t), (2.6)

where

∆τup(t) =

{

|f(sup)| if f(sup) < 0
0 otherwise,

(2.7)

f(sup) is the objective function value of sup, and ρ is the evaporation rate. I
up
ij (t) is an

indicator function that returns one, if j = ⌊(xi − lbi)/δi⌋+ 1, otherwise it returns zero.
Thus, j is the j-th solution component τij of a pheromone vector τi associated to variable
xi. For some problems in this work, like docking and alignment, also entries neighbored
to j, e.g. j + 1 and j − 1, are updated to mark them as favorable for future solution-
construction steps. This is mainly used for translational, rotational and torsional degrees
of freedom and is motivated by observations that sampling around favorable solutions
quite often results in improvements with respect to the objective function value. In each
iteration, one solution always used for the pheromone update is given by the iteration-
best one, sup = sib. Additionally, if for a certain number of iterations (usually 5 or 10)
no iteration-best solution sib is better than sdb, also sup = sdb is used for the update. In
this way, divergence from already encountered favorable solutions is likely to be avoided.
This update strategy is an extension to the PLANTS algorithms published in [52, 53].
According to Equation 2.7, the amount of pheromone that is deposited is proportional
to the absolute objective function value. If the objective function value is positive, no
pheromone is deposited at all. The choice of this equation was initially motivated by
the objective function values returned by scoring functions used in the context of the
protein-ligand docking problem (PLDP): negative values of the scoring function indicate
attractive interactions between the protein and the ligand while positive values are usu-
ally observed when unfavorable repulsive interactions occur. Therefore, this equation
puts some restrictions on the objective functions to be minimized, i.e. the objective
function values of optimal solutions are required to be negative. In practice, this is in
most cases not really a severe limitation as for example maximization problems may be
transformed into a minimization problem by simply changing the sign of the objective
function. If the objective function value of the global minimum for a minimization prob-
lem is positive, it may be shifted into the negative domain by adding a negative offset.
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Of course, the proposed approach may not be used if no knowledge about the fitness
landscape is available. However, for the problems dealt with in this work the algorithm
can be applied as is. During the update, care is taken that the pheromone intensities
preserve the pheromone limits, i.e. if a pheromone intensity is lower than τmin it is set
to τmin, while it is set to τmax if it is greater than this limit, respectively.

Search Diversification

The last step of an iteration consists of search diversification, if the conditions for this
step are met. A search diversification is carried out by procedure ApplySearchDiversifica-

tion if more than 10 consecutive iteration-best solutions differ by less than 0.02 · |f(sdb)|.
In this way, a convergence of the artificial ant colony is detected. Then, a pheromone
trail smoothing as proposed in [36], using a smoothing factor of 0.5, is performed. If
three smoothings have been done, all pheromone trails are erased and set to their initial
value, which corresponds to a random restart of the algorithm.

Finally, when PLANTS terminates the set of all solutions M determined by the proce-
dures LocalSearch and RefinementLocalSearch is returned, which also contains the global
best solution encountered during the search, sgb. Depending on the problem tackled,
this set of solutions may be post-processed. This is for example done in the case of
protein-ligand docking where a set of geometrically diverse complex conformations is
extracted by a clustering algorithm.

2.2.2 Example

An example PLANTS-run illustrating some of the diversification and intensification
features described above is shown in Figure 2.3. The data shown corresponds to the
minimization run of a protein-ligand docking instance of problem dimension n = 20.
Both illustrations plot the actual iteration of the algorithm on the x-axis versus the ob-
jective function values on the y-axis. As can be observed, during the minimization run
five search diversifications as described above were executed. In iterations 71, 128, 192
and 303 a proportional pheromone smoothing has been carried out, while in iteration 247
a complete restart of the algorithm was performed. Figure 2.3a shows average objective
function values for the artificial ant colony of size 20. The red line corresponds to the
average objective function values resulting from the probabilistic solution construction,
while the average objective function obtained by applying the local search procedure is
represented by the green line. When comparing the average objective function values,
it is obvious that the local search procedure has a major impact on the optimization
performance. Finally, the objective function value resulting from the application of the
refinement local search to the iteration-best solution sib is shown by the blue line. As
expected, the iteration-best solution is usually of higher quality than the average. The
global best solution found since the start of the algorithm, sgb, is plotted in magenta.
Figure 2.3b offers a more detailed view of the optimization process by concentrating on
the iteration-best solutions only. The objective function value of the iteration-best so-
lution, sib, is plotted in red, the best solution found since the last search diversification,
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Figure 2.3: Illustration of a single PLANTS minimization run for a protein-ligand
docking instance of problem dimension n = 20. In both plots the actual
iteration of the algorithm is given on the x-axis, while the y-axis shows
the corresponding objective function values. During the run, 5 search
diversifications were carried out, i.e. three proportional pheromone
smoothings followed by one random restart and another proportional
pheromone smoothing. (a) Average objective function values for the
artificial ant colony before (red) and after (green) the application of the
local search procedure. Additionally, the objective function value of
the iteration-best solution f(sib) (blue) as well as the one of the best
encountered solution f(sgb) (magenta) is plotted. (b) More detailed
view of the optimization process. Only the objective function value of
the iteration-best solution f(sib) (red), the best solution since the last
search diversification f(sdb) (green) and the global best solution f(sgb)
(blue) are shown. For further explanations see the text.
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sdb, is plotted in green and the best solution found since the start of the algorithm, sgb,
is plotted in blue. During the first 20 iterations (and also later on), divergence of the
iteration-best solution from sdb can be observed. In this case, the intensification mecha-
nism as described above, i.e. the additional pheromone update using sdb, is carried out,
because in more than five iterations no iteration-best solution could improve sdb. In this
way, the additionally deposited pheromone causes the colony to converge again towards
this solution. From iteration 62 on, the objective function values of the 10 iteration-best
solutions differ by less than 0.02 · |f(sdb)| which results in a search diversification, i.e. a
proportional pheromone smoothing in this case. This plot also suggests that the diver-
sification schemes employed in PLANTS are beneficial in order to minimize the chance
of converging to suboptimal solutions. For example, within the first 72 iterations the
algorithm converges towards a suboptimal solution, while after the first, fourth and fifth
search diversification near-optimal solutions are sampled.

Clearly, the optimization process illustrated in Figure 2.3 is only of exemplary nature.
Each objective function and problem instance induce a specific search space, which
usually exhibits specific features. Search space analysis is an active area of research
and characterizes the fitness landscape for example in terms of ruggedness and the
existence of basins of attraction. In this way, for some problems key factors influencing
the optimization performance can be identified. The actual parameter settings for the
search algorithm, e.g. the number of ants, evaporation rate ρ, the NMS simplex tolerance
etc., should generally be adapted to the specific objective function in order to maximize
optimization performance. Therefore, a search parameter optimization is carried out for
most problems presented in this work, especially for protein-ligand docking and pairwise
ligand alignment, where the search time is of interest.
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3 Structure-Based Drug Design

As already described in the introduction, structure-based techniques can be applied if
structural information about the target protein is available. Usually, X-ray crystallog-
raphy or NMR-spectroscopy are used to determine the 3D-structure of the protein. If
this structure is determined together with a bound ligand, this is called the holo form
of the protein, while it is called the apo form if no ligand is bound. Both forms, holo
and apo, may exhibit significant structural differences as the receptor may undergo local
rearrangements upon ligand binding, which is also known as the so-called induced fit
effect [58]. Thus, the holo form of the protein is preferably used under the assumption
that a potential new ligand would bind to an extremely similar protein conformation.
The validity of this assumption is apparent in many cases when comparing different
holo forms of the same protein cocrystallized with different ligands whose structures
are stored in the PDB [5]. In some cases, where no structural information of the pro-
tein to be targeted is available, the 3D-structures of a protein of similar amino acid
sequence, if existent, may be used to create a homology model, which can then be used
for the structure-based search process. However, the quality of the obtained homology
models depends on the similarity of the proteins’ amino acid sequences and thus care
must be taken regarding the selection of appropriate template structures. Starting from
the 3D-structure, the protein-ligand docking problem (PLDP) has to be solved. As al-
ready mentioned in the introduction, this problem was first described by Emil Fischer
in 1894 [6]. Here, the aim is to find a ligand that fits into the protein’s a priori known
active site and causes a pharmacological effect. In the first instance, the pose prediction
problem must be solved, which consists of finding the correct orientation and conforma-
tion of a given ligand in the active site of the protein. If a ligand is docked back into
its experimentally determined protein structure, this type of experiment will be called
native docking throughout this work, while in cross-docking experiments the ligand is
docked into a different protein structure, e.g. an apo form of the protein or a holo form of
the protein determined with another ligand bound. A directly related problem is virtual
screening where multiple ligands are docked into the same active site and their pose and
affinity must be predicted correctly. For both of these problems two sub-problems must
be solved, the sampling and the scoring problem. The sampling problem consists of
generating protein-ligand complex conformations. A so-called scoring function assigns a
value to each complex conformation. An ideal scoring function should be able to identify
the correct complex conformation (pose), i.e. the experimentally observed one with the
global optimal scoring function value. Additionally, the scoring function should rank
different ligands correctly according to their experimentally observed binding affinity.

19
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Before the components of the PLANTS approach for tackling the PLDP will be de-
scribed in detail, a brief overview of existing docking and scoring approaches as well as
their performance will be given.

3.1 Assessing the Performance of Docking and Scoring

Approaches

For pose prediction and virtual screening, metrics have been introduced to assess the
performance of a docking tool for each particular task. In the case of pose prediction,
the RMSD (root mean square deviation) of the heavy-atom coordinates of the best-
scoring predicted ligand structure and the experimentally observed ligand structure is
calculated. Typically, when the ligand is docked back into its native (cocrystallized)
protein structure, a RMSD lower than 2 Å is counted as a success, i.e. as a correct
structure prediction. If the ligand is docked into a non-native protein structure, a
cross-docking experiment, sometimes a RMSD lower than 2.5 Å is used to account for
structural deviations arising from the superimposition of the native and the non-native
protein structure. The RMSD-based metric is used in most published studies as it
allows for an easy and fast automated evaluation of docking results. However, there are
some issues that should be kept in mind. First, symmetric groups in ligands are not
considered by all available RMSD-calculation tools. In this work, the smart rms utility
from GOLD [59] is used, which uses a sub-graph isomorphism to account for symmetries
in ligand structures. Second, in some cases the obtained RMSD values can be misleading.
For example, for very small and fragment-like ligands the above mentioned bounds may
be too forgiving for assessing the correctness of the generated pose reliably. Last but
not least, if the experimentally determined ligand structure is not used as the docking
input structure, e.g. the ligand structure is minimized in vacuo prior to docking or is
generated by a structure generation tool, it is very unlikely to observe RMSD values
around 0 Å because almost all docking approaches only change torsion angles but leave
the bond lengths and bond angles as given in the input structure unchanged. Common
measures used for the performance evaluation of virtual screening experiments are either
enrichment factors (EF) or the area under curve (AUC) descriptor, which is derived from
the receiver operating characteristic (ROC) [60]. In both cases, the compounds that are
part of the screened database are sorted according to increasing (decreasing) scoring
function values, depending on the scoring function used. A fixed percentage of the
best-scoring compounds, usually between 1 to 5%, would then be tested experimentally
in vitro for biological activity. Thus, both performance measures assess the scoring
function’s ability to rank biologically active ligands better than inactive ones. The
enrichment factor is defined as

EF =
hitssampled/hitstotal

nsampled/ntotal
, (3.1)

where hitssampled is the number of true active ligands sampled, hitstotal is the total
number of active ligands in the database, nsampled is the number of sampled ligands
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(irrespective of their activity) and ntotal is the total number of ligands in the database.
Usually, the enrichment factors at 1%, 5% and 10% of the database are reported. The
AUC value is defined as follows. Let TP (respectively FP) be the true (false) positives,
that is, the number of ligands selected by the docking tool that show (do not show)
biological activity in in vitro tests, and FN (resp. TN) be the false (true) negatives, that
is, ligands that are discarded by the docking protocol but show (do not show) biological
activity. Then, the AUC value corresponds to the area under the curve when plotting the
false positive rate 1− sp along the x-axis, where sp = TN/(FP + TN) is also called the
specificity, versus the true positive rate se along the y-axis, where se = TP/(TP + FN)
is the sensitivity. The maximum AUC value reachable is one and it corresponds to a
perfect discrimination between active and inactive compounds, while AUC values around
0.5 indicate the performance that would be observed in case of random selection.

Several studies assessing the performance of docking algorithms and scoring functions
concluded that some docking approaches perform consistently better than others across
many targets, but a universal tool for correct pose prediction and ranking in virtual
screening is still not available at the moment. Comparing the performance of different
docking strategies is a difficult task [61] as many parameters influence the performance of
each individual approach. In the context of pose prediction, the following factors should
be considered. First of all, structure preparation has a major impact on the observed
performance. Correct atom types as well as protonation and tautomeric states for pro-
tein and ligand must be assigned. If a cross-docking or virtual screening experiment is
carried out, a recreation of the ligand structure with a 3D-structure generation tool or
a minimization of the ligand structure in vacuo should be considered to minimize the
bias towards the native receptor structure. When preparing the protein binding site,
the removal of water molecules and cofactors, if existent, should be considered. Usually,
water molecules are removed in order not to bias docking calculations towards the ligand
conformation as observed in the crystal structure. In cross-docking or virtual screen-
ing experiments, these water molecules could be displaced by other potential ligands
through means of directly forming interactions with the protein. The binding site def-
inition itself is another important factor, especially when comparing different docking
approaches. Ideally, the binding site definition should be the same in order to assure that
the induced search space is approximately of the same size for all compared approaches.
Also search time is an important issue. Because the sampling and scoring modules of a
docking approach are usually not separable, the performance of a docking approach must
be wholly assessed. Therefore, all compared approaches should be tested with the same
amount of search time for solving a specific problem instance. In virtual screening stud-
ies some additional issues should be accounted for. In most cases for the set of actives
only their biological activity but not necessarily their binding modes are known and the
set of inactives is chosen randomly from available ligand databases like ZINC [62]. Nat-
urally, it is often hard to find experimentally validated data for a specific target. Ideally,
when assessing the virtual screening performance of a docking approach, the predicted
binding modes of the active ligands should be analyzed and the set of inactive ligands
should not show biological activity. If the activity information for the inactive ligands
is not available, at least the potentially inactive ligand structures themselves should be
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selected with care [63]. For example if the inactive ligands are much smaller than the
known active ones, they will certainly score worse than the known active compounds as
almost all scoring functions available today exhibit a molecular weight / scoring function
value correlation. In contrast, when the inactive ligands are much larger than the known
active ones, they will score much better and no enrichment will be observable. However,
in both cases simply the 1D descriptor molecular weight may be used to discriminate
between potentially active and inactive ligands assuming that the average molecular
weight of an active ligand is known. The same may account for other properties like
the number of hydrogen bond donors, acceptors etc. Thus, the constitution of the set of
inactive ligands can have a major impact on the observed enrichment factors. For this
reason, it was proposed in [63] to choose inactive ligands according to the 1D property
distributions of the active ligands in order to make the discrimination between active
and inactive ligands more challenging. Clearly, the presented protocol for objectively
comparing different docking approaches is of ideal nature and most publications do not
or cannot care for all of the mentioned issues due to missing data.

3.1.1 Existing Approaches

In the past years, several protein-ligand docking algorithms have been published. These
can be broadly classified as fragment-based methods, as stochastic optimization methods
or as multiconformer docking approaches. For more detailed reviews of the methods
available in this field see [64, 65].

In the case of fragment-based approaches, the ligand molecule is split up into frag-
ments. The so-called base-fragment is placed independently of the others in the pro-
tein’s active site. The best-scoring poses of this fragment are kept and an incremental
construction is carried out, adding one fragment after another until a complete ligand
structure is built up. This incremental built-up is usually guided by the scoring function.
Well-known and quite successful approaches employing this type of algorithm are the
Flex*-family [66, 67, 68, 11], Surflex [69, 70] and DOCK [15,71].

The second class of docking algorithms, like the ACO-based approach proposed in
this work, uses stochastic optimization techniques. These approaches search for the
global optimum of the given scoring (objective) function. The search variables are given
by the ligand’s and the protein’s degrees of freedom. These methods assume that the
global minimum of the scoring function corresponds to the experimentally observed
complex structure. For example evolutionary computation based methods like genetic
algorithms are used in the programs GOLD [59, 72], AutoDock [73], Darwin [74] and
GEMDOCK [75]. Monte Carlo minimization is employed in ICM [76], QXP [77] and in
the last step of Glide [78,79]. Three different optimization strategies, namely simulated
annealing, evolutionary programming and tabu search are available in PRO LEADS [80].
Another successful population-based search technique used for protein-ligand docking is
particle swarm optimization (PSO). This method is used for example by SODOCK [81]
and ClustMPSO [82]. Two approaches employing stochastic optimization techniques,
GOLD and Glide, are frequently used in the pharmaceutical industry and will thus be
described in more detail. GOLD (Genetic Optimisation for Ligand Docking) [59, 72],
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a state-of-the-art docking program, is maintained by the Cambridge Crystallographic
Data Centre (CCDC). It employs a genetic algorithm that optimizes mappings of pos-
sibly corresponding hydrogen bonding atoms and hydrophobic groups in the protein’s
active site and the ligand. Additionally, the ligand’s torsional degrees of freedom and
the orientation of hydrogen bond donor groups in the protein are optimized. Further
degrees of freedom, like flipping of free ring-corners or the inversion of pyramidal ni-
trogens, can also be considered for the ligand. In each step of the genetic algorithm, a
matching procedure minimizes the distance between the mapped fitting points. Addi-
tionally, problem-specific knowledge like torsion-angle libraries for the ligands’ rotatable
bonds as well as a cavity detection algorithm for restricting the search space for possible
ligand placements is employed. In its most recent version 3.2, GOLD is also capable of
considering up to ten flexible protein side-chains and several explicit water molecules can
be optimized during the docking process. GOLD offers three different scoring functions,
GOLD score, Chemscore and ASP (Astex Statistical Potential) [83]. Glide (grid-based
ligand docking with energetics) uses a hierarchical protocol for identifying the most
probable binding mode. The protocol starts with enumerating a number of energetically
favorable ligand conformations which are then prescreened inside the protein’s active
site. The resulting reduced set of ligand poses is minimized using a molecular mechanics
force field. The three to six poses with the lowest energy are finally minimized by a
Monte Carlo procedure. In Glide, two scoring functions, GlideScore SP and GlideScore
XP [84] are available. A Glide-module able to handle induced-fit effects is described
in [85].

The third class of docking algorithms performs rigid docking of an ensemble of pre-
generated ligand conformations, also known as multiconformer docking. This approach
is for example followed by FRED (Fast Rigid Exhaustive Docking) [86].

Besides the sampling algorithm generating potential protein-ligand complex confor-
mations, the scoring function is the second major component of a docking approach.
Scoring functions are either directly integrated into the docking algorithm in order to
guide the sampling process or they are used independently to rescore already exist-
ing protein-ligand complexes. As already mentioned above, the two main purposes are
the identification of the correct complex conformation (pose prediction problem) and
the correct ranking of different ligands according to their binding affinity with respect
to the given protein target. There are different types of scoring functions, which can
be classified into empirical, force field-based and knowledge-based approaches. Detailed
reviews of scoring approaches can be found in [87, 88, 65, 89].

Empirical scoring functions, which are also employed in the PLANTS approach, try
to reproduce experimentally observed data like for example binding affinities of known
active ligands. Approaches like Chemscore [90, 91] approximate the difference in the
Gibbs free energy between the bound complex and the unbound complex partners:

∆G = ∆H − T ·∆S (3.2)

In this equation T is the temperature and ∆H and ∆S are the enthalpic as well as
entropic contributions, respectively. In Chemscore, the enthalpic part consists of dif-
ferently weighted terms like a distance-dependent lipophilic contact term, a distance-
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and angle-dependent hydrogen bonding term, and a distance-dependent metal bonding
term. Entropic contributions are modelled by a term penalizing frozen rotatable ligand
bonds upon binding. The internal ligand energy consists of a heavy-atom clash term
and an empirical torsional potential. The coefficients weighting the different terms have
been determined by multilinear regression based on a data set comprising 82 protein-
ligand complexes. The authors were able to reproduce the binding affinities with a
cross-validated error of 8.68 kJ/mol. Several other publications followed the original
Chemscore approach, however sometimes introducing changes to the contributing terms.
For example GOLD uses a Chemscore implementation [72], which was extended to ac-
count for weak CH-acidic interactions [63] frequently observed for kinase targets. Also,
a term was added for the treatment of explicit water molecules [92] and a modified
metal bonding term was introduced for heme-containing proteins [93]. Glide as well
uses for both scoring functions, GlideScore SP and XP [78, 84], a modified version of
Chemscore. In contrast to the original Chemscore publication, the hydrogen-bonding
term in Glide differentiates between charged and uncharged hydrogen bonding contri-
butions. Special rules aiming at filtering out unlikely hydrogen bonding pairs are also
applied. Additionally, a term accounting for favorable hydrophobic interactions, called
hydrophobic enclosure, is introduced in [84]. The SCORE approach [94] incorporates
terms for van der Waals interactions, metal bonding, hydrogen bonding and solvent
effects. Weighting coefficients were determined by regression using a data set consisting
of 170 protein-ligand complexes. For the obtained scoring function, a cross-validated
error of 6.3 kJ/mol is reported. Another approach used in several docking and virtual
screening studies, X-Score, is described in [95].

The second class of scoring functions is based on force fields as used in the field of
molecular dynamics (MD) simulations. For example, the parameters used for the po-
tentials of the AutoDock [73] scoring function were taken from the Amber force field [96]
and modified to recognize near-native protein-ligand complex conformations. The inter-
molecular part of the scoring function describing protein-ligand interactions consists of
a 12-6-Lennard-Jones term, an angle- and distance-dependent hydrogen bonding term
as well as a term accounting for electrostatics. A torsional and a van der Waals po-
tential is used for describing the intra-ligand interactions. The most recent version of
the scoring function as employed in AutoDock version 4 is described in [97]. Further
scoring approaches based on force fields are GOLD score [59] and the scoring function
implemented in ICM [76].

Knowledge-based scoring functions are retrieved from statistical protein-ligand dis-
tance pair distributions as observed for a set of known protein-ligand complexes. For
each combination of protein and ligand atom types, a pairwise distance-dependent po-
tential is extracted. The scoring function value for a given protein-ligand conformation is
then calculated by summing up all pair-potential values. Several scoring functions of this
type have been proposed, for example PMF [98, 99, 100], the Astex Statistical Potential
(ASP) [83], SMoG2001 [101], BLEEP [102] and the Drugscore-family [103, 104,105].

In [106], several docking algorithms (FlexX, DOCK, GOLD, LigandFit [107] and
Glide) were assessed on 69 targets with respect to their pose prediction performance.
Their results show that GOLD followed by Glide are the most reliable docking tools with
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respect to identifying accurate ligand poses. The pose prediction and virtual screening
accuracy of eight docking programs (DOCK, FlexX, FRED, Glide, GOLD, Slide [108],
Surflex and QXP) was investigated in [109]. The pose prediction tests carried out on
a set comprising 100 X-ray structures, identified Glide, GOLD, Surflex and QXP as
the most successful tools. For the virtual screening experiments 10 known actives of
thymidine kinase (TK) were seeded in a database of 990 inactive ligands. Here, Surflex,
Glide, GOLD and FlexX were observed to identify between 8 and 4 active ligands within
the top 50 ranks of the database. In [110], the virtual screening performance of DOCK,
DockVision, Glide and GOLD has been investigated on 5 target proteins. In terms of
enrichment, i.e. the identification of active ligands at the top-ranked positions of the
screened database, Glide seemed to exhibit on average the best performance. However,
the authors state that, depending on the target, sometimes also one of the other ap-
proaches outperformed Glide. Also in this study, GOLD and Glide were identified to
produce the most convincing binding modes for the screened ligands. For additional
studies dealing with pose prediction, virtual screening and scoring function performance
see [111, 112,113].

3.1.2 Data Sets

As already described above, testing a docking approach objectively is a difficult task. The
PLANTS approach presented in this work was evaluated on several publicly available
data sets. These have been classified into native docking, cross-docking and virtual
screening test sets. Some of the cross-docking test sets are also used for virtual screening
in order to assess the pose prediction performance for the known active ligands.

Native Docking

For the assessment of pose prediction performance with respect to re-docking a ligand
into its experimentally determined protein structure, the carefully constructed CCDC
/ Astex [114] and Astex diverse [115] data sets have been used. The complete CCDC
/ Astex data set consists of 305 protein-ligand complexes and was built out of the
original GOLD test set containing 134 complexes, 48 complexes from the Chemscore
data set not overlapping with the GOLD set and 123 additional PDB codes. 224 of
these constitute the so-called clean list, which contains diverse complexes checked for
structural deficiency. For this work, this list has been further reduced to 213 complexes,
called clean listnc in the following, by removing all entries that contain covalently bound
ligands. A covalent docking functionality is not available in the PLANTS approach
presented here, but may be added in the future. The second validation test set used
is the Astex diverse set [115]. This data set contains 85 high-quality protein-ligand
complexes exhibiting drug-like features and different binding characteristics. Care was
taken that no protein target is overrepresented in the test set. Both test sets have no
intersections with respect to the PDB codes, resulting in 298 distinct protein-ligand
complexes in total. Figures 3.1a to 3.1d show some statistics for all ligands part of the
CCDC / Astex clean listnc and the Astex diverse data sets. In the case of the CCDC
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/ Astex clean listnc, each ligand has 7.26 rotatable bonds and 4.91 donor groups are
treated rotatable per protein binding site on average. Thus, for this test set the average
problem dimension is approximately n = 18 taking also the ligand’s translational and
rotational degrees of freedom into account. While very large, flexible and highly polar
ligands are included in the CCDC / Astex clean listnc, the properties of the ligands
constituting the Astex diverse set exhibit more drug-like character concerning their size
and polarity and thus reflect types of compounds which would be considered for virtual
screening in a pharmaceutical company. For this test set, on average each ligand has
5.46 rotatable bonds, and 6.44 donor groups are treated rotatable per protein binding
site. This again results in an average problem dimension of approximately n = 18
per protein-ligand complex taking also the ligand’s 6 rigid body degrees of freedom
into account. The native docking results for both validation sets will be presented in
Section 3.3.1. In the following, two test sets exclusively used for the assessment of
water occupancy predictions in native docking experiments are presented. The protein-
ligand interaction diagrams shown for each protein target were created by Nicola Zonta
(personal communication) with the software MOE (Molecular Operating Environment,
Chemical Computing Group).
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Figure 3.1: Ligand statistics for the CCDC / Astex (clean listnc) and Astex diverse
data set. (a) Ligand molecular weight. (b) Number of ligand rotatable
bonds. (c) Number of ligand donors. (d) Number of ligand acceptors.
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Factor Xa

Figure 3.2: Schematic representation of the factor Xa (FXA) binding site shown
for PDB code 1f0r. In addition to the ligand, two structurally con-
served water molecules, W1 and W2, mediating hydrogen bonds be-
tween the protein and the ligand are illustrated.

Factor Xa (FXA) is a target for antithrombotics, treating imbalances between clotting,
clotting inactivation and thrombolytic processes in the blood coagulation cascade. In
this work, 14 FXA protein-ligand complexes described in [92] are used. Figure 3.2
shows the binding site for PDB code 1f0r along with the ligand and the two structurally
conserved water molecules. Important interactions like hydrogen bonds are highlighted.
The occupancy of water molecules W1 and W2 depends on the ligand structure bound
to the receptor. For 1f0r, the hydrogen bonding network shown in Figure 3.2 is formed.
While water molecule W2 mediates a hydrogen bond between the ligand and the protein
(residue ASP189), water molecule W1 forms a hydrogen bond with residue ILE227 and
water molecule W2. The 14 PDB codes contained in the data set are 1ezq, 1f0r, 1f0s,
1fjs, 1g2l, 1ksn, 1kye, 1mq5, 1mq6, 1nfu, 1nfw, 1nfx, 1nfy and 1xka. Additionally, the
protein structure of PDB code 1g2l is used for a virtual screening experiment in which
129 known active ligands from [116] are seeded in a database of 6321 inactive ligands.
Property distributions for all known active and inactive ligands can be found in Figure
A.1.



CHAPTER 3. STRUCTURE-BASED DRUG DESIGN 29

HIV-1 protease

Figure 3.3: Binding site of HIV-1 protease (HIV-1) for PDB code 1hpv. Addition-
ally, the structurally conserved water molecule W1 mediating hydrogen
bonding interactions between the ligand and the two protein residues
ILE50 is shown.

The second data set used for the assessment of water occupancy prediction accuracy
consists of 16 HIV-1 protease (HIV-1) complexes also taken from [92]. The binding site
of PDB code 1hpv along with the structurally conserved water W1 is shown in Figure
3.3. For this target, a single water molecule mediating hydrogen bonds between protein
and ligand is of interest. The data set consists of the PDB codes 1ajv, 1ajx, 1d4i, 1ebz,
1hpv, 1hsg, 1hvr, 1hwr, 1hxw, 1npv, 1ohr, 1pro, 1qbs, 1sbg, 2upj and 7upj.

Cross-Docking

Next, the cross-docking data sets investigated in this work will be described. Cross-
docking experiments are much more challenging than docking a ligand into its native
receptor. Small or even large rearrangements of the protein’s binding site may be nec-
essary to reproduce the ligand structure correctly. Thus, for some targets, protein flex-
ibility must be considered in order to enable a high number of active ligands to be
reproduced correctly within a single receptor structure. This is of special interest for
virtual screening experiments, where preferably only one receptor structure is used for
screening thousands to millions of small molecules. Thus, for each target obvious induced
fit effects will be discussed. Another issue accounted for is the availability of structurally
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conserved water molecules in the target’s binding sites. The way PLANTS deals with
protein flexibility and selected explicit water molecules will be described later.

Neuraminidase

Figure 3.4: Binding site of influenza neuraminidase (NA) with ligand sialic acid
(PDB code 1mwe). Additionally, two structurally conserved water
molecules considered for selected docking experiments, W1 and W2,
are shown. Note that W2 does not interact with residue ARG152, but
residue GLU227.

The neuraminidase (NA) data set consists of 15 unique protein-ligand complexes
described in [117]. Neuraminidase is a target in influenza research and well-studied with
respect to small induced-fit effects. Figure 3.4 shows the active site of neuraminidase
bound with sialic acid (PDB code 1mwe). For a detailed description of protein-ligand
interactions see [117]. For this data set several results will be presented. First, it
is used to assess the water occupancy prediction performance of PLANTS in native
docking experiments. Also cross-docking experiments were carried out for this target
under inclusion and exclusion of the two structurally conserved water molecules. Finally,
virtual screening experiments for selected protein structures will be shown. The PDB
codes used are 1a4q, 1b9t, 1b9v, 1f8b, 1f8c, 1f8d 1f8e, 1inf, 1inv, 1inw, 1mwe, 1nnc,
2qwi, 2qwj and 2qwk. Their crystal structure resolution ranges from 1.4 Å to 2.4 Å. The
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property distributions of the 15 known active and 735 inactive ligands can be found in
Figure A.2.

Thymidine Kinase

(a) (b)

Figure 3.5: Binding site of thymidine kinase (TK) for (a) PDB code 1kim and (b)
PDB code 2ki5. Three conserved water molecules considered during
selected docking experiments, W1 (a), W2 (a) and W3 (b), are shown.
Note that the occupancy of water molecule W3 depends on the side-
chain conformation of GLN125, which differs between 1kim and 2ki5.

The thymidine kinase (TK) data set is also taken from [92] and consists of 15 protein-
ligand complexes. In drug design, TK is a target for antiviral and anticancer drugs. In
the binding site (see Figure 3.5) 3 structurally conserved water molecules can be iden-
tified. Water molecules W1 and W2 (see Figure 3.5a) mediate hydrogen bonds between
the ligand and protein residues TYR101, GLN125 and ARG176, while the occupancy
of water molecule W3 depends on the side-chain conformation of GLN125. If water
molecule W3 is occupied (see Figure 3.5b), it mediates hydrogen bonds between the lig-
and and protein residues ALA168 and GLN125. The same type of experiments as for
neuraminidase will be presented. PDB codes 1e2k, 1e2m, 1e2n, 1e2p, 1ki2, 1ki3, 1ki4,
1ki6, 1ki7, 1ki8, 1kim, 1qhi, 1vtk, 2ki5 and 3vtk constitute the test set. Figure A.3
shows the property distributions of the 15 known active and 735 inactive ligands used
in the virtual screening experiments.
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Cyclin-Dependent Kinase 2

Figure 3.6: Illustration of the cyclin-dependent kinase 2 (CDK2) binding site for
PDB code 1di8.

The cyclin-dependent kinase 2 (CDK2) data set is taken from [118]. In Figure 3.6
the binding site of PDB code 1di8 is illustrated. For this target also cross-docking
experiments considering protein side-chain flexibility were carried out. In this case, the
side-chain of protein residue LYS33 (see upper right corner of Figure 3.6) was treated
flexibly. The complete data set consists of PDB codes 1aq1, 1di8, 1dm2, 1e1x, 1e9h,
1fvt, 1fvv, 1g5s, 1h1p, 1h1q, 1h1s, 1jsv and the apo form 1hcl.
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Protein Kinase A

(a) (b)

Figure 3.7: Illustration of the protein kinase A (PKA) binding site. (a) Superimpo-
sition of PDB code 1q8t (red) and 1stc (blue). Both ligands are shown
in ball and stick representation, while the conformation of side-chain
PHE327 is shown as capped stick. Note the clash between ligand stau-
rosporine (blue) and the conformation of side-chain PHE327 in PDB
code 1q8t (red). (b) Schematic representation of the binding site for
PDB code 1q8t.

For protein kinase A (PKA), a promising target in breast-cancer research, the same
data set as described in [53] was used, extended by PDB code 1fmo. One of the ligands,
staurosporine (PDB code 1stc), requires a different conformation of side-chain PHE327
(see Figure 3.7a) to be reproduced correctly in non-native protein structures. Figure
3.7b illustrates the interactions arising in the binding site, for example the common
hinge-binding motif at residue VAL123. This data set contains PDB codes 1fmo, 1q8t,
1q8u, 1q8w, 1stc, 1ydr, 1yds, 1ydt and the apo form 1jlu. Property distributions for the
8 known active and the 392 inactive ligands used for the virtual screening experiments
can be found in Figure A.4.
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Trypsin

Figure 3.8: Binding site of trypsin in complex with ligand 2-phenylethylamine
(PDB code 1tnj).

For target trypsin, 13 protein structures with 8 ligands were selected. Figure 3.8 shows
a schematic representation of the trypsin binding site for PDB code 1tnj. A charged
hydrogen bonding motif can be observed, which is conserved across all ligands studied
here. The PDB codes considered for this target with bound ligands are 1ppc, 1tng,
1tnh, 1tni, 1tnj, 1tnk, 1tnl, 3ptb, while for 1max, 1tld, 1tpo, 1tpp and 3ptn only the
protein structure was used. The property distributions of the 8 known active and the
392 inactive ligands used for the virtual screening experiments can be found in Figure
A.5.
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Virtual Screening

Table 3.1: Target proteins along with the number of known active and inactive lig-
and structures used for the assessment of virtual screening performance.

target PDB code resolution [Å] # known actives # inactives

ERα (mimics) 1ere 3.1 36 1764
ERα (toxins) 1ere 3.1 110 5390
AChE 1eve 2.5 54 2646
MMP3 1hy7 1.5 60 2940
FXA 1g2l 1.9 129 6321

For the virtual screening studies carried out in this work, in addition to the lig-
ands part of the cross-docking sets considered for screening, the known active ligands
described in [116] for four different targets were used. For these test sets only the dis-
criminatory power of the docking approach can be assessed as no information about
the experimental ligand conformations is available. Nevertheless, these experiments are
still interesting because of the larger number of active ligands available compared to the
cross-docking set based experiments. The four targets considered are estrogen receptor α
(ERα), acetylcholine esterase (AChE), matrix metalloproteinase 3 (MMP3) and factor
Xa (FXA). Table 3.1 lists the number of known active ligands for these targets as well
as the PDB receptor structure used for the virtual screening experiment. Target factor
Xa was already described above.
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Estrogen Receptor α

Figure 3.9: Binding site of estrogen receptor α with ligand estradiol (PDB code
1ere).

The virtual screening experiments for target estrogen receptor α (ERα) were carried
out for PDB code 1ere. The binding site of ERα in complex with estradiol is illustrated
in Figure 3.9. Property distributions for the known active and inactive ligands used for
the virtual screening experiments can be found in Figure A.6 and Figure A.7 for the
mimics and toxins subsets, respectively.
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Acetylcholine Esterase

Figure 3.10: Schematic representation of the acetylcholine esterase binding site in
complex with the anti-Alzheimer drug Aricept R© (PDB code 1eve).

Inhibitors of Acetylcholine esterase (AChE) are used for treatment of the Alzheimer’s
disease. Figure 3.10 shows the binding site of AChE in complex with the anti-Alzheimer
drug Aricept R© (PDB code 1eve). This protein structure was used for the screening
of the database consisting of the 54 AChE inhibitors from [116] and the 2646 inactive
ligands taken from the ZINC database [62]. The property distributions of the known
active and inactive ligands can be found in Figure A.8.
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Matrix Metalloproteinase 3

Figure 3.11: Schematic representation of the matrix metalloproteinase 3 (MMP3)
binding site (PDB code 1hy7).

Matrix metalloproteinases (MMP) are targets for cancer, rheumatoid arthritis and
osteoarthritis, amongst others. Figure 3.11 shows the binding site of matrix metallopro-
teinase 3 (MMP3) in complex with a carboxylic acid based inhibitor. Important is the
zinc-binding motif observed for all inhibitors of this target. Property distributions for
the 60 known active and 2940 inactive ligands used for the virtual screening experiments
can be found in Figure A.9.

Preparation

For the CCDC / Astex clean listnc and Astex diverse test sets, the following preparation
procedure has been carried out. The ligand structures have been parameterized with
SPORES (Tim ten Brink, personal communication) and visually inspected, thereby re-
taining the protonation and tautomeric states as specified in the original data sets. In
this step, mainly atom and bond types have been adjusted. The protein structures were
directly used as given in the test sets. The cross-docking data sets have been prepared
using Relibase [119] and SPORES. First, all protein structures part of a cross-docking
set have been superimposed onto a reference structure using binding site residues only.
Then, all ligands, cofactors and water molecules have been removed from the receptor
structures. Metal-ions important for ligand-recognition were merged into the protein
structure if necessary. All extracted structures have been protonated with SPORES
and again visually inspected and modified if necessary. Additionally, the ligand struc-
tures were minimized in vacuo using the Tripos force field [120]. For this purpose,
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Gasteiger-Marsili charges were assigned and a dielectric constant of ǫ = 80 was used
for the minimization process to avoid heavy distortions of the ligand geometry due to
strong intra-molecular electrostatic interactions. In this step, mainly bond lengths and
angles are optimized. However, as already mentioned above, these changes can have
a large impact on the RMSD calculations as these are calculated with respect to the
experimentally determined ligand structure. Depending on the distortion of the input
geometry, RMSD values around 0 Å are unlikely to be observed, because the docking
algorithm using the minimized structure as input only varies torsion angles of rotat-
able bonds, but leaves bond lengths and angles unchanged. The minimization of the
ligand structures is performed to minimize the bias of the experimentally determined
structures to their native proteins. Indeed, this procedure makes the docking experi-
ments more challenging, especially the identification of near-native ligand poses, if the
experimentally determined ligand structure is slightly distorted with respect to bond
lengths and angles. As already described, this structure preparation approach allows
for a more objective evaluation of virtual screening experiments. In this work, the set
of known active ligands is either given by the ligands of the cross-docking data sets
considered for screening or the known actives described in [116]. In the former case,
this allows, in addition to the investigation of the docking algorithm’s discriminatory
power, for the assessment of docking poses, which is neglected in many studies. The set
of inactive ligands, which is only assumed to be biologically inactive, was constructed
for each protein target individually, taking into account the one-dimensional property-
distributions of the known active ligands to minimize the chance of artificial enrichment.
For retrieving the biologically inactive ligands, the approximately 2million compounds
from the drug-like subset of the ZINC database [62] have been used. In a first step, a
filter discarding compounds with unwanted fragments [121] has been applied resulting
in approximately 1.3million ligand structures. This set was then used for the individual
selection of inactive compounds which was carried out as follows. Each ligand property
considered for the selection, i.e. molecular weight, number of rotatable bonds, number of
donors, number of acceptors, number of nonpolar atoms, the number of 5-membered and
6-membered rings, was normalized with respect to the minimum and maximum value
available in the active and the inactive ZINC database. For each active ligand the RMSD
with respect to the normalized feature values for each inactive ligand in the database has
been computed. The list of inactive ligands has then been sorted according to increasing
RMSD values. Finally, 49 not yet selected inactive ligand structures were selected for
each active ligand. The one-dimensional property distributions for all virtual screening
targets used in this work can be found in Appendix A. Note that for few active ligands
exhibiting non-drug-like character with respect to some properties not necessarily highly
similar inactive ligands could be retrieved. For example, some active ligands show a very
high molecular weight or many atoms capable of forming hydrogen bonds. The set of
selected compounds was finally prepared with SPORES and checked for errors (Tim ten
Brink, personal communication). Like the known active ligands from the cross-docking
data sets, the compounds were additionally minimized in vacuo with the same settings
as described above. In this way, the active and inactive ligands were treated in the same
way to minimize the bias towards the set of active ligands. The treatment of additional
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degrees of freedom, like different protonation and tautomeric states as well as stereoiso-
mers of each ligand, was out of the scope of this work, but may be addressed in future
research.

3.2 PLANTS

The proposed PLANTS approach belongs to the class of stochastic optimization tech-
niques and the two scoring functions employed, PLANTSPLP and PLANTSCHEMPLP, were
parameterized on an empirical basis. In what follows, the protein-ligand docking problem
as represented in PLANTS as well as the derivation of the scoring function parameteri-
zation will be discussed. Thereafter, the results obtained for the combined sampling and
scoring approach able to account for flexible protein side-chains and selected explicit
water molecules will be described in detail. Finally, a description of the research carried
out in the fields target-specific scoring and general-purpose computation on consumer
graphics hardware for accelerating the scoring function evaluation will follow.

3.2.1 Problem Representation

In PLANTS, the protein-ligand docking problem (PLDP) is formulated as a real-valued
optimization problem:

min
~x∈Rn

f(~x) : R
n → R. (3.3)

The PLANTS algorithm introduced in Section 2.2 is used to search for approximate
solutions to the PLDP by minimizing the objective function f given by the scoring
function. For this problem, the degrees of freedom of the protein, of the ligand and, if
appropriate, of the water molecules define the search variables xi, i ∈ {1, · · · , n}. For the
ligand three translational, three rotational and rl torsional degrees of freedom, describ-
ing rotations around single bonds which are not part of a ring system, are considered. If
the protein is kept fixed, for the PLANTSCHEMPLP scoring function rdon rotatable donor
groups, i.e. OH- and NH+

3 -groups that could get involved in hydrogen bonding inter-
actions with the ligand, are considered as the protein’s degrees of freedom rp = rdon.
For the case that a rearrangement of protein side-chains is necessary, in addition to
the rdon degrees of freedom, rside−chain degrees of freedom for rotatable single bonds in
flexible protein side-chains are considered, resulting in rp = rdon + rside−chain degrees of
freedom for the protein. Additionally, if explicit water molecules are incorporated in the
docking process, rw degrees of freedom are added for each water molecule. Depending
on the water model used, either all six rigid body degrees of freedom are accounted
for, i.e. rw = 6, or only the three rotational degrees of freedom are considered and a
fourth degree of freedom is introduced allowing to activate and deactivate the scoring
of interactions for the specific water molecule, which results in rw = 4. Therefore, the
total number of degrees of freedom, i.e. the dimension of the continuous optimization
problem, is given by n = 6+rl +rp +nw ·rw, where nw is the number of water molecules.
All degrees of freedom that can potentially be considered within in a PLANTS docking
run are illustrated in Figure 3.12.
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Figure 3.12: Degrees of freedom considered by PLANTS for protein-ligand dock-
ing. The origin of the ligand’s coordinate system is shown as a sphere.
The large arrows indicate the ligand’s translational degrees of free-
dom and they are also the axes of rotation. The small arrows mark
the ligand’s rotatable bonds and also the rotatable bonds of a sin-
gle protein side-chain (upper right corner; for clarity, the rest of the
protein is omitted). A water molecule, which can also be translated
along and rotated around the three principle axes is shown in the
lower left corner.

As already described in Section 2.2, in order to use the PLANTS algorithm for search
process, the search variables have to be discretized. For the degrees of freedom consid-
ered in the PLDP, a discretization step size of δ = 0.1 Å is used for translational degrees
of freedom and δ = 1◦ for rotational as well as torsional degrees of freedom. The lower
and upper bounds for each variable are also dependent on the degree of freedom. For a
translational degree of freedom, the lower and upper bounds are defined by the position
and size of the protein’s binding site. For rotational degrees of freedom the interval
[0◦, 360◦[ is used. Starting from this representation of the PLDP, the already described
PLANTS algorithm can be directly applied. The simplex offsets used for the NMS local
and refinement local search are 2 Å, 90◦ and 90◦, for translational, rotational and tor-
sional degrees of freedom, respectively. In contrast to the standard PLANTS algorithm,
in the pheromone update step for each degree of freedom not only one pheromone vector
entry is used for the update. For a translational degree of freedom the 2 direct neigh-
bors are also updated and for a rotational or torsional degree of freedom the next two
neighbored entries in each direction are updated resulting in 5 updated entries. This
ACO algorithm is carried out for a specified number of iterations,

max iterations = σ · 10

ants
· (100 + 50 · lrb + 5 · lha + 10 · nw · rw), (3.4)
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where lrb is the number of rotatable bonds and lha the number of heavy-atoms in the
ligand. In this way, small and rigid ligands get less search time than large and flexible
ones. The last part of this equation accounts for the treatment of explicit water molecules
and depends on the number of considered water molecules nw and the number of degrees
of freedom rw used for each. This equation has been developed on an empirical basis
to account for the different problem complexities mainly determined by the ligand’s
properties. However, additional characteristics also based on protein properties, e.g.
the number of donors and acceptors, could be used to improve this rule of thumb.
Parameter σ further scales the number of iterations and can be used to find a balance
between solution quality and search time.

Next, a short overview of the steps carried out for a PLANTS docking-run will be
given. In the first step, the protein receptor is prepared. First, a ring detection algorithm
identifies all ring systems of the protein. Then, all possible rotatable bonds, i.e. single
bonds which are not part of a ring system, are identified. Now, all atoms residing at the
solvent accessible surface of the receptor’s binding site, which is predefined, are identified
by a grid-based algorithm. If flexible protein side-chains are considered, they are removed
from the receptor before identifying the surface atoms, as additional ones may become
accessible due to movements of the flexible side-chains. All atoms part of a flexible side-
chain are also classified as solvent-accessible. For the scoring function PLANTSCHEMPLP,
now all OH- and NH+

3 - groups classified as solvent-accessible are identified and classified
as rotatable. Then, the protein undergoes a fragmentation process by identifying rigid
fragments separated by rotatable single bonds. Starting from these fragments, kinematic
chains for the rotatable donor groups and the flexible protein side-chains are built. Each
rotatable bond is treated as one degree of freedom as described above. Finally, formal
charges and atom types according to Table 3.2 are assigned. Grids storing the interaction
potentials for scoring function PLP can now be precalculated as they are independent
of the ligand molecules to be screened. The same accounts for the scoring function
term accounting for distance- and angle-dependent hydrogen bonding interactions. In
this case the regular-grid data structure as described in the scoring function evaluation
part is set up. Thus, these steps must be carried out only once for a virtual screening
run, where several thousand to millions of ligands may be screened. Similar steps are
executed for the setup of each individual ligand molecule. In contrast to the protein,
where only torsional degrees of freedom are considered, for the ligand also the three
translational and three rotational degrees of freedom are added. The ligand reference
point, i.e. the origin of the coordinate system (also see Figure 3.12), is defined by a
ligand heavy-atom that corresponds approximately to the center of the molecule with
respect to the ligand’s connectivity. Specifically, the ligand heavy-atom that minimizes
the maximum shortest path length with respect to the number of bonds to all other
ligand atoms is chosen for this purpose. After the ligand setup, the ACO algorithm
is carried out for max iterations (see above) taking into account the specified degrees
of freedom as the optimization variables. When the optimization process is finished,
a number of protein-ligand conformations is returned. This set of conformations is
constructed by a cluster algorithm, which works as follows. All solutions, i.e. protein-
ligand conformations, returned by the NMS local search algorithms are sorted with
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respect to increasing scoring function values. The best-scoring solution is returned in
either case. Now, all solutions with a RMSD value lower than 2 Å compared to the
best-scoring one are eliminated. Then the next not discarded solution according to
the sorted list is returned. This process is repeated until a specified number of non-
discarded solutions, usually 10, is reached. These complex-conformations can then be
used for rescoring purposes with other scoring functions.

3.2.2 Scoring Functions

The scoring functions employed in PLANTS, PLANTSCHEMPLP and PLANTSPLP are
based, at least regarding the functional form, on parts of already published scoring
functions and force fields. The piecewise linear potential (PLP) [122,123] scoring function
is used in both cases to model steric complementarity of the protein and the ligand. In
the PLANTSCHEMPLP case, terms of GOLD’s Chemscore implementation [72] are used to
introduce angle-dependent terms for hydrogen bonding and metal binding. The torsional
potential from the Tripos force field [120] together with a heavy-atom clash term is
employed to account for intra-ligand interactions.

fPLANTSPLP
= fplp + fclash + ftors + csite (3.5)

fPLANTSCHEMPLP
= fplp + fhb + fhb-ch + fhb-CHO + fmet + fmet-coord

+ fmet-ch + fmet-coord-ch + fclash + ftors

+ fplp-prot + fclash-prot + ftors-prot + fwater + csite

(3.6)

The meaning and functional form of each individual term will be discussed in the
following sections.

Atom Typing

All protein and ligand atoms in PLANTS are typed according to the rules given in
Table 3.2. These atom types are used for the appropriate selection of protein-ligand
interaction potentials. For special cases, like nitro-groups, the formal-charge assignments
are overridden and the acceptors are treated as neutral.

Piecewise Linear Potential

In both scoring functions, PLANTSCHEMPLP and PLANTSPLP , the piecewise linear poten-
tial (PLP) [122,123] scoring function (fplp) is used to model the steric complementarity
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Table 3.2: Atom typing rules.

PLANTSPLP types

class rule

donor nitrogen with at least one attached hydrogen and no accessible
lone pair

acceptor oxygen or nitrogen without attached hydrogens with one or two
heavy-atom neighbors, except -O- in ester groups

don. / acc. oxygen and nitrogen that can act as both (e.g. hydroxyl, water)
nonpolar non-hydrogen atoms that are not classified according to the other

rules
metal metal-ion (protein only)

additional PLANTSCHEMPLP types

class rule

H any hydrogen attached to oxygen or nitrogen
charged H donor hydrogen’s neighbor has positive formal charge
CH-donor hydrogen attached to a carbon atom neighbored to an aromatic

ring nitrogen acceptor
charged acc. acceptor has negative formal charge

of the ligand molecule and the protein. Two different piecewise functions are defined,
one for repulsive/attractive, plp, and one for purely repulsive interactions, rep:

plp(r, A, B, C, D, E, F ) =























F · (A− r)/A if r < A
E · (r − A)/(B − A) if A ≤ r < B
E if B ≤ r < C
E · (D − r)/(D − C) if C ≤ r ≤ D
0 if r > D

(3.7)

rep(r, A, B, C, D) =







r · (C −D)/A + D if r < A
−C · (r − A)/(B − A) + C if A ≤ r ≤ B
0 if r > B

(3.8)

fplp =
∑

p∈Pprot-lig-plp

plp(pr, pA, pB, pC , pD, pE, pF )

+
∑

p∈Pprot-lig-rep

rep(pr, pA, pB, pC , pD)
(3.9)

In these equations, Pprot-lig-plp and Pprot-lig-rep are the sets of protein-ligand atom
pairs used for the evaluation of function plp and rep, respectively. For each pair, the
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actual distance between a ligand and a protein atom is given by pr. The parameters
pA to pF are dependent on the interaction potential chosen and set according to Tables
3.3 and 3.4. Both potentials are illustrated in Figure 3.13. Table 3.3 shows all types of
protein-ligand interactions considered. The protein and ligand atom types correspond to
the ones already described in the atom typing section. For all other interactions except
donor-donor, acceptor-acceptor and donor-metal, where the repulsive rep potential is
used, the plp potential is evaluated. This is the case for hydrogen bonding interactions,
called H-bond, for metal-chelating, called metal, and for nonpolar-nonpolar interactions,
called nonpolar. For the case that polar atoms (donor, acceptor, donor/acceptor, metals)
are buried by nonpolar ones, a different potential than in the nonpolar-nonpolar case
is used, called buried. These interactions turned out to be crucial for the derivation of
high-quality parameterizations with respect to pose prediction accuracy. The distance
parameters used for all interaction types are given in Table 3.4 along with the weighting
parameters considered for the parameter optimization process.

Table 3.3: Piecewise Linear Potential (PLP) interactions.

ligand atom type protein atom type

donor acceptor don./acc. nonpolar metal

donor repulsive H-bond H-bond buried repulsive
acceptor H-bond repulsive H-bond buried metal
don./acc. H-bond H-bond H-bond buried metal
nonpolar buried buried buried nonpolar buried
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Figure 3.13: (a) Illustration of the piecewise linear potential (PLP) that is used for
both scoring functions. Parameters A to F define the functional form.
(b) The repulsive term used for donor-donor, acceptor-acceptor and
donor-metal interactions. The potential is defined by the parameters
A to D.

Table 3.4: Parameters used for the PLP interactions.

interaction distance [Å] score [a.u.]

A B C D E F

H-bond 2.3 2.6 3.1 3.4 wplp-hb 20.0
metal 1.4 2.2 2.6 2.8 wplp-met 20.0
buried 3.4 3.6 4.5 5.5 wplp-bur 20.0
nonpolar 3.4 3.6 4.5 5.5 wplp-nonp 20.0

distance [Å] score [a.u.]

A B C D

repulsive 3.2 5.0 wplp-rep · 0.1 wplp-rep · 20.0
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Table 3.5: Cutoff-distances used for the ligand clash potential. For a description
of the interaction classes see the text.

interaction rclash 1-4 [Å] rclash > 1-4 [Å]

class1-class1 2.50 2.50
class2-class3 2.50 2.75
other 2.75 3.00

Ligand Clash Potential

To avoid internal ligand clashes, an empirical heavy-atom potential (fclash) is evaluated
for each ligand pose. The functional form of this potential is given by:

fdist(r, w, rclash) =







0 if r > rclash

w · (r2

clash
−r2)

r2

clash
otherwise

(3.10)

fclash = wclash ·
∑

c∈Cclash

fdist(||−−−→cpa
cpb
||, cw, crclash

) (3.11)

In these equations, Cclash is the set of ligand atom pairs that are at least 3 bonds
away from each other and reside in different rigid fragments separated by rotatable
bonds. Each ligand atom is classified as at least one of 3 clash types. Clash type class1
consists of oxygen and nitrogen atoms, which are allowed to have attached hydrogen
atoms as well as fluorine, chlorine and bromine atoms. Clash type class2 consists of
the same atoms as class1 except nitrogens and oxygens, which have hydrogens attached
and thus act as donors. Finally, class3 contains all heavy-atoms that are not in class1
or class2. The potential fdist has no contribution if the distance between the atoms is
bigger than the cutoff-distance rclash as predefined for each interacting pair according to
Table 3.5. In this table, rclash 1-4 is the cutoff-distance for two atoms that are exactly
separated by 3 bonds, while rclash > 1-4 is the cutoff-distance for two atoms separated
by more than 3 bonds. All clash weights w are treated equally and set to a value of 50.
The potential is visualized in Figure 3.14 for all 3 cutoff-radii used in Table 3.5. One
of the biggest advantages of this potential is that it is fast to evaluate as no hydrogen
atoms are taken into account and only squared distances are needed for the calculation.
For all experiments the weighting parameter wclash has been set to 1.0.
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Figure 3.14: Illustration of the ligand heavy-atom clash potential. The potential

is shown for the 3 different cutoff-radii 2.5 Å, 2.75 Å and 3.0 Å.

Ligand Torsional Potential

The torsional potential (ftors) as implemented in the Tripos force field [120] is calculated
for all rotatable bonds available in the ligand molecule except for terminal hydrogen bond
donor groups. The torsional potential is calculated as

ftors = wtors ·
∑

p∈Ptors

1

2
pV (1 + pS cos (|pn|pω)), (3.12)

where pV is the torsional barrier, pS defines whether the minimum is in the staggered
(pS = 1) or the eclipsed (pS = −1) conformation, pn is the periodicity and pω is the
actual torsion angle.

Hydrogen Bonding

The distance- and angle-dependent hydrogen bonding terms (fhb, fhb-ch and fhb-CHO)
used in the PLANTSCHEMPLP scoring function are based on the Chemscore potentials
[90, 91, 72] with slightly modified parameter settings. Three different types of hydrogen
bonds are taken into account. The term fhb with weight whb is evaluated for all donor-
acceptor pairs that are part of the set Phb, where both atoms are uncharged or exactly
one of both atoms is charged. Hydrogen bonding pairs that are part of the set Phb-ch
consist of a charged donor and a charged acceptor. For these pairs the term fhb-ch is
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calculated in which the standard hydrogen bond weight whb is further scaled by a factor
whb-ch. This parameter is usually set to a value greater than 1. If CH-donors as defined
in Table 3.2 are available, the term fhb-CHO is evaluated for all hydrogen bonding pairs
containing an oxygen-acceptor and weighted with whb-CHO. These pairs constitute the
set Phb-CHO. All of these potentials rely on a piecewise linear function f as defined in
Chemscore [90, 91, 72] which is given by:

f(x, x1, x2) =







1 if x ≤ x1

(x2 − x)/(x2 − x1) if x1 < x ≤ x2

0 if x > x2

(3.13)

All hydrogen bonding equations contributing to the total PLANTSCHEMPLP score along
with the geometric parameters used are given by:

fhb = whb ·
∑

p∈Phb

f(|pr − 1.85|, 0.25, 0.65) · f(|pα − 180|, 30, 80)

·
∏

q∈pacc-nb

f(|qβ − 180|, 80, 100)
(3.14)

fhb-ch = whb · whb-ch ·
∑

p∈Phb-ch

f(|pr − 1.85|, 0.25, 0.65) · f(|pα − 180|, 30, 80)

·
∏

q∈pacc-nb

f(|qβ − 180|, 80, 100)
(3.15)

fhb-CHO = whb-CHO ·
∑

p∈Phb-CHO

f(|pr − 2.35|, 0.25, 0.65) · f(|pα − 180|, 50, 100)

·
∏

q∈pacc-nb

f(|qβ − 180|, 80, 100)
(3.16)

In these equations, pr is the actual distance of the hydrogen donor H to the acceptor
atom A and pα is the angle ∠DHA, where D is the donor heavy-atom. On the acceptor
side, pacc-nb is the set of atoms directly neighbored to the acceptor atom A. For each
of these atoms q ∈ pacc-nb the angle qβ , ∠qAH , is computed, where H is the hydrogen
donor atom. Each donor hydrogen H is only allowed to form one interaction and thus
only the best interacting acceptor contributes to the total score.

Metal Interactions

In PLANTS, two types of metal interactions are considered. The following distance-
and angle-dependent potential is used for magnesium and calcium atoms, while ideal
interaction polyhedra are taken into account for other common metal atoms. In the first
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case, besides the PLP contributions modeling the steric part, the metal interaction score
is computed for all ligand acceptor / metal-ion pairs p that are part of the set Pacc-met

using the following distance- and angle-dependent potentials:

fmet = wmet ·
∑

p∈Pacc-met

f(pr, 2.6, 3.0) ·
∏

q∈pacc-nb

f(|qβ − 180|, 80, 90) (3.17)

In this equation, wmet is the weight for a metal interaction, f is the same piecewise
linear function as used in the hydrogen bonding section and pr is the actual distance
between the ligand acceptor and the metal-ion. The set pacc-nb contains all atoms
neighbored to the ligand acceptor atom A. For each of these neighboring atoms q ∈
pacc-nb, qβ is the angle ∠qAM , where M is the metal-ion.

For the second case, coordination polyhedra are fitted with respect to protein atoms
coordinating the metal-ion using the least squares fitting algorithm of Kabsch [124,125].
For all free vertices of the fitted polyhedron, which can be either a tetrahedron or an
octahedron depending on which of both exhibits smaller deviations according to the
least squares fitting procedure, favorable ligand acceptor positions are defined 2.2 Å
away from the metal-ion. The result of the fitting of an octahedral interaction geometry
to an iron atom is shown in Figure 3.15 for PDB code 1eoc. In contrast to Equation
3.17, the distance prf to the fitting point instead of the metal-ion itself is calculated in
the potential fmet-coord:

fmet-coord = wmet ·
∑

p∈Pacc-met-coord

f(prf , 0.6, 0.8) ·
∏

q∈pacc-nb

f(|qβ − 180|, 80, 90) (3.18)

The same angular scaling taking into account the acceptor atom’s neighbors is applied
as in the previous case. However, it must be noted that for each fitting point only the
best interacting acceptor atom contributes to the total score.

If a charged acceptor atom is involved in a metal interaction, the above described
potentials are additionally scaled with a parameter wmet-ch, which is usually, like in the
hydrogen bonding case, set to a value greater than 1:

fmet-ch = wmet-ch · fmet (3.19)

fmet-coord-ch = wmet-ch · fmet-coord (3.20)

Intra-Protein Potentials

If flexible side-chains are accounted for during the docking process, interactions arising
from side-chain conformation changes must be considered. In PLANTSCHEMPLP, a clash
and a torsional potential for intra-side-chain interactions are computed, while for inter-
side-chain and side-chain-backbone interactions the PLP potential is used. The func-
tional forms of these potentials are the same as described above, except that for each
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Figure 3.15: Octahedral interaction geometry matched to the iron atom (shown
in magenta) in PDB code 1eoc. The blue spheres define favorable
ligand acceptor positions, which are also occupied in two cases by the
cocrystallized ligand.

protein potential an individual weighting factor is introduced and a value of F = 15.0
instead of 20.0 is used for the PLP potential. For the intra-side-chain clash potential
fclash-prot, the ligand clash potential fclash is used, replacing wclash with wclash-prot, which
is set to 1.0 for all experiments in this work. The ligand torsional potential ftors-prot is
used for all rotatable bonds residing in flexible side-chains having the same form as ftors,
with wtors replaced with wtors-prot. Last but not least, potential fplp is used for fplp-prot.
The weighting factor for this term is called wplp-prot and is the most sensible one with
respect to weighting protein-ligand and protein-protein interactions.

Explicit Water Molecules

As already mentioned above, PLANTS can also handle displaceable explicit water mole-
cules during docking. For each of these water molecules, the same interactions as for
the ligand are computed, except the torsional and the clash potential. The latter ones
can be neglected as each water molecule is treated as a rigid body. Thus, the PLP
and hydrogen bonding contributions are computed for all water-water, water-ligand and
water-protein interactions. Additionally, for each active water molecule a penalty value
is added as described in Section 3.3.1. All these contributions are summarized in scoring
function term fwater.
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Additional Contributions

As outside the binding site definition, which is defined by a sphere in PLANTS, no in-
teraction potentials are calculated, a mechanism is needed to guide the search algorithm
towards the interesting regions located at the predefined binding site. A quadratic po-
tential is calculated for the reference point of the ligand if this point lies outside the
sphere, i.e. the distance r of the reference point to the center of the sphere is greater
than the binding site radius rsite:

csite(r) =

{

0 if r ≤ rsite
r2 − r2

site if r > rsite
(3.21)

Additionally, if a ligand heavy-atom lies outside the binding site, a constant value,
set to 50, is added to the total score. The latter term was mainly introduced for virtual
screening purposes to force all ligands to interact with the predefined protein surface
and thereby avoiding parts of the ligands to be placed outside the binding site. One
may argue that this term reduces the search space. However, experimental results show
that setting the penalty value to 0 has nearly no effect on the optimization performance
(the success rate decreases by less than 1% on average for the data sets discussed in this
work, which is statistically not significant).

For both scoring functions, a value of −20.0 is added for shifting the scoring values.
As the ACO algorithm only deposits pheromone if the scoring function value is lower
than zero, in this way, especially at the beginning of the search process, at least some
information can be gained even if slightly repulsive protein-ligand conformations are
sampled.

Constraints

A technique frequently used in the pharmaceutical industry to improve the performance
of virtual screening campaigns is the use of constraints. In many cases, some knowledge
about specific interactions in the target’s binding site is available from experimental data.
This information can be used to guide the docking algorithm by adding specific constraint
terms to the scoring function. PLANTS also offers different types of constraints, allowing
for example a higher weighting of specific hydrogen bonds, which are known to have a
major impact on the target’s affinity. In this way, predicted ligand conformations not
showing this hydrogen bond may directly be discarded. The constraints available in
PLANTS are:

• protein H-bond : increases the weight of a specific hydrogen bond, if existent

• shape: rewards the overlap of the ligand with a predefined fragment placed inside
the binding site

• distance to protein-surface: rewards a specific ligand atom, if the distance to the
protein surface is smaller than a predefined threshold

• intra-ligand distance: constrains two ligand atoms to a specific distance range
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• protein-ligand distance: constrains a protein and a ligand atom to a specific dis-
tance range

Several instances of these constraints can be used at the same time enabling the
specification of complex pharmacophoric patterns. However, in this work none of these
constraints is used under the assumption that such knowledge is not available. Never-
theless, employing these techniques could definitely improve the performance observed
for pose prediction and the virtual screening experiments shown later.

Scoring Function Evaluation

The scoring function evaluation is the most time-consuming step of the whole PLANTS
algorithm. Therefore, great care has been taken to implement this step as efficient as
possible. Most of the steps, except the evaluation of the intra-ligand clash and parts
of the intra-protein potential, have been reduced to linear time complexity with respect
to the size of the ligand. In most cases, regular grid data structures are employed for
fast distance queries. As this data structure is also used for the GPU-accelerated version
presented in Section 3.6, a short overview of its principles will be given. Generally, for two
molecules each consisting of na and nb atoms, respectively, O(na·nb) distance calculations
must be carried out for the exact evaluation of pair-potentials like Lennard-Jones, which
do not have a zero contribution after a certain inter-atomic distance. In most cases,
especially for molecular dynamics simulations, artificial cutoff -distances are introduced,
forcing the potential to have a zero-contribution after this specific distance. Then, data
structures capable of efficient nearest-neighbor queries can be applied for the calculation
of the pair potential. In the case of the PLP scoring function this speedup-technique
has no impact on the exactness of the function evaluation when a cutoff-distance of
5.5 Å is used, because for greater distance values this potential is zero by definition. In
PLANTS, regular grid data structures are used to store all protein heavy-atoms and
especially protein donor- as well as acceptor-groups which are used for the calculation of
distance- and angle-dependent hydrogen bonding interactions. Figure 3.16a illustrates
the setup step for a regular grid data structure. The grid resolution is chosen to exactly
match the cutoff-distance rcut used, e.g. 5.5 Å in the case of the PLP. The size and origin
of the regular grid is determined by the position and size of the protein extended by
the cutoff-distance rcut in each direction. Each protein atom is stored in the appropriate
grid cell according to its position in 3D-space. Then, all atoms residing in the same grid
cell are distributed to all neighboring grid cells (labeled 1,2,3,4,6,7,8 and 9 in Figure
3.16a for the 2D-case). This step is carried out for all grid cells. At run-time, to query
the distance of all atoms within cutoff-distance rcut given a position ~p ∈ R

3, only the
distances to the atoms stored in the grid cell in which ~p resides must be calculated.
While the original distance-query has a worst-time complexity of O(na · nb), where na is
the number of protein atoms and nb the number of ligand atoms, the grid data-structure
reduces this complexity to linear time O(nb) with respect to the number of ligand atoms.
In fact, k ·nb distance calculations must be carried out, where k is the maximum number
of protein atoms stored in a grid cell. As k is upper-bounded irrespective of the number
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(a) (b)

(c) (d)

Figure 3.16: (a) and (b): Spatial data structures used for efficient distance queries.
In both illustrations rcut is the cutoff-distance used for the specific
potential. (a) Regular grid data structure for the scoring function
grid precalculation step. (b) Regular grid data structure used for
the efficient evaluation of angle-dependent hydrogen bonding interac-
tions. In this case, the cutoff-distance rcut is extended by rH defining
the hydrogen bond length. (c) and (d): Grid-based scoring function
evaluation. (c) For each ligand atom type one grid storing the in-
teractions with the protein is precalculated. (d) At run-time, the
appropriate precalculated grid for each ligand atom is chosen and the
scoring function value is determined by trilinear interpolation (the
illustration shows a bilinear interpolation in two dimensions).
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of protein atoms na, i.e. only a limited number of atoms fit into a volume of r3
cut

Å
3
,

the worst-time complexity for the number of distance calculations only depends on the
number of ligand atoms nb. As described above, the same speedup technique can be
used for the calculation of distance- and angle-dependent hydrogen bonding interactions.
The Chemscore hydrogen bonding term is used for describing these interactions.

In PLANTS, OH- and NH+
3 -donor groups near the solvent-accessible surface of the

receptor are allowed to rotate to form optimal hydrogen bond interaction geometries
with the ligand. Thus, for this case the cutoff-distance of the Chemscore potential is
extended by a hydrogen radius rH allowing to use the static grid data structure to
account for the rotatable donors. Additionally to the rotatable donor groups all static
protein donor and acceptor atoms near the solvent-accessible surface are stored. This is
illustrated in Figure 3.16b. At run-time, the same linear-time complexity as described
for the PLP potential can be observed. However, in the case of the PLP potential even
the factor k, representing the maximum number of protein atoms within a grid cell, can
be further reduced when an exact evaluation of this potential is not necessary. In this
case, for each ligand atom type, a single grid is precalculated storing all PLP interactions
with the protein. This technique is commonly used in many docking approaches. The
precalculation process in PLANTS works as follows. For each of the four PLP atom
types, a grid enclosing the binding site is defined with a grid-spacing of 0.3 Å. Then
for each vertex of the grid, the PLP potential is summed up taking into account the
distances to all protein heavy-atoms within the cutoff-distance of 5.5 Å returned by
a distance query using the regular grid data structure described above. The query
position ~p is given by the position of the grid vertex in this case. As all 4 grids are
completely aligned in space, the queried distances can be used to calculate the PLP
potentials for all 4 grids at the same time, resulting in a high speedup compared to a
sequential precalculation performing 4 times the same distance queries. This process
is illustrated in Figure 3.16c. At run-time, for each ligand heavy-atom the appropriate
grid is selected, the position of the atom within the grid is determined and a trilinear
interpolation taking into account the 8 surrounding grid vertices is performed to get
the final PLP potential value. For illustration purposes, a bilinear interpolation in 2
dimensions is presented in Figure 3.16d. Furthermore, lookup-tables are used for a fast
evaluation of the torsional potential. Clearly, the scoring function evaluation is not
exact in that case, especially when the trilinear interpolation is used, but the accuracy
is sufficient for docking purposes and can be justified by enormous speedups reached.
These techniques were employed in all docking calculations carried out in this work.

3.2.3 Scoring Function Parameterization

Both scoring functions have been parameterized using a training set of 31 protein-ligand
complexes from the CCDC/Astex data set [114]. All complexes are presented in Table
3.6 along with their crystallographic resolution and a short target description. Care was
taken to consider several different target classes while still allowing for a decomposition of
the training set into independent sets accounting for different protein-ligand interactions.
A few PDB codes used will be highlighted shortly to motivate their selection. For
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example, PDB code 1apu (see Figure 3.17a) was used for the parameterization of the
PLP parameters, for the weight of the ligand’s torsional potential and for non-charged
hydrogen bonding interactions. The peptidic ligand is well-suited for this task because
of it’s 17 rotatable bonds and the large number of steric contacts as well as the hydrogen
bonding network formed with the receptor. For the estimation of reasonable values for
charged hydrogen bonds, PDB code 1a4g was used amongst others (see Figure 3.17b).
Both the ligand’s carboxylate and guanidino group form charged hydrogen bonds with
the neuraminidase receptor. A representative example for the parameterization of CH-O
hydrogens bonds is PDB code 1ydt exhibiting the hinge-binding motif typical for kinase
inhibitors (see Figure 3.17c). Finally, for the metal-containing complexes PDB code
2cpp is used to limit the interaction strength for possible metal-acceptor interactions.
In this complex, no directed interaction is formed with the metal. Instead, the ligand
forms a hydrogen bond with the receptor.

The main focus of the optimization process was the derivation of the scoring func-
tion’s weighting parameters, while the geometric parameters were kept fixed. Table 3.7
shows all parameters considered during the optimization process for PLANTSCHEMPLP

and PLANTSPLP. For the sake of reducing the number of parameters to be optimized,
parameter wplp-nonp was fixed to −0.4 for both scoring functions and the parameter wplp-met

was set to the same value as wplp-hb for PLANTSCHEMPLP. The latter setting is conve-
nient as for PLANTSCHEMPLP the major contributions for hydrogen bonding and metal-
interactions can be attributed to the parameters whb-X and wmet-X.

A heuristic tree search strategy has been used to identify reasonable parameter settings
using the training set. For both scoring functions the optimization procedure was carried
out as follows. The 31 complex structures have been divided up into independent subsets
accounting for different types of protein-ligand interactions. These subsets were used
to subsequently fit the parameters given in Table 3.7. For each optimization step, the
training set complexes were docked using the chosen scoring function parameter setting.
Each training set complex was docked 10 times with a search algorithm setting of 20
ants, ρ = 0.15 and pbest = 0.5, which corresponds to the standard search setting as given
in [53], but with the number of ACO iterations doubled (σ = 2) and the simplex tolerance
for the refinement local search set to nmstol = 0.0001 to minimize the chance of sampling
inaccuracies. Prior to docking, the ligand structures were randomized with respect to
their translational, rotational and torsional degrees of freedom to eliminate any potential
search bias towards the crystallographic conformation. After docking, the RMSD of the
resulting overall best-scoring ligand pose was calculated. If the RMSD was lower than
2 Å with respect to the experimentally determined ligand structure, the docking was
counted as a success. Then, all settings of the current step were sorted in the first
instance according to the number of successes and in the second instance according to
the average RMSD (also considering the RMSDs obtained in prior steps of the search) of
the training set if two or more parameter settings exhibited the same number of successes.
The best settings according to the sorted list were then taken to the subsequent step
where additional parameters were optimized thereby keeping the parameter values from
the last step fixed. Clearly, this search strategy is suboptimal and will not necessarily
identify the global optimal parameter setting with respect to the given set of parameter
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Table 3.6: PDB codes used for the scoring function parameterization process along
with their resolution and the target type.

PDB code resolution [Å] target

1rob 1.6 ribonuclease a
1lcp 1.6 leucine aminopeptidase
1phd 1.6 cytochrome P450
2cpp 1.6 cytochrome P450
1aqw 1.8 glutathione s-transferase
1apu 1.8 penicillopepsin
6rnt 1.8 ribonuclease T1
1kel 1.9 catalytic antibody (28B4 fab)
1abf 1.9 L-arabinose-binding protein
1c1e 1.9 catalytic antibody 1e9
1hsb 1.9 class I histocompatibility antigen
1tyl 1.9 insulin
1tnl 1.9 trypsin
1mmq 1.9 matrilysin
2ak3 1.9 adenylate kinase isoenzyme-3
1fen 1.9 retinol binding protein
3erd 2.0 estrogen receptor alpha
2ifb 2.0 intestinal fatty acid binding protein
1cbx 2.0 carboxypeptidase A
1frp 2.0 fructose 1,6-bisphosphatase
5cpp 2.1 cytochrome P450
1a4g 2.2 neuraminidase
1dr1 2.2 dihydrofolate reductase
1eoc 2.2 protocatechuate 3,4-dioxygenase
1epb 2.2 epididymal retinoic acid-binding protein
1ydt 2.3 c-amp-dependent protein kinase
1dhf 2.3 dihydrofolate reductase
4aah 2.4 methanol dehydrogenase
1ai5 2.4 penicillin amidohydrolase
1rt2 2.5 HIV-1 reverse transcriptase
1uvs 2.8 thrombin
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(a) (b)

(c) (d)

Figure 3.17: Visualization of selected protein-ligand complexes used for the scoring
function parameterization. For each receptor the semi-transparent
Connolly-surface is shown in yellow. Green and red lines indicate
neutral and charged hydrogen bonds between both complex partners,
respectively. (a) PDB code 1apu used for the parameterization of the
PLP parameters as well as the weight of the ligand’s torsional po-
tential. (b) PDB code 1a4g used for the parameterization of charged
hydrogen bonds. (c) CH-O interactions were parameterized using
PDB code 1ydt, a kinase. The CH-O binding motif is shown in cyan.
(d) The strength of metal interactions has been estimated using PDB
code 2cpp, a cytochrome P450 complex. The iron atom of the heme-
group is shown as a sphere (magenta). Note that the ligand acceptor
atom does not form an interaction with the heme-group and can thus
be used to limit possible values for the metal interaction strength.
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Table 3.7: Parameter values considered for the parameter optimization process.

parameter values

parameter PLANTSCHEMPLP PLANTSPLP

wplp-hb −0.5,−1 −1,−2,−3,−4,−5,−6
wplp-met wplp-hb −1,−2,−3,−4,−5,−6,−7,−8,−9,−10,−11,−12
wplp-bur −0.05,−0.1,−0.15 −0.05,−0.1,−0.15
wplp-nonp −0.4 −0.4
wplp-rep 0.25, 0.5, 1 0.25, 0.5, 1
wtors 1, 2, 3 1, 2, 3
whb −2,−3,−4,−5 -
whb-ch 1, 1.25, 1.5, 1.75, 2 -
wmet −3,−6,−9 -
wmet-ch 1, 1.25, 1.5, 1.75, 2 -
whb-CHO −1,−2,−3,−4,−5 -

values. However, the parameterization process using an explicit docking strategy is
extremely time-consuming and thus heuristic methods are the first choice for keeping the
computational demands tractable while still identifying parameter models of reasonable
quality. The resulting models for both scoring functions were then tested with respect
to pose prediction accuracy on the independent Astex diverse set [115] containing 85
protein-ligand complexes, which has no intersection with the training set used. The
same search settings as described above for the parameter optimization process were
applied, but 25 instead of 10 experiments were performed and the termination criterion
for the refinement simplex was set to nmstol = 0.0001. The spherical binding site was
defined starting from the ligand’s crystallographic conformation considering all protein
atoms that are up to 6 Å away from any ligand heavy-atom resulting in binding site
diameters ranging from 17.5 Å for PDB code 1w1p to 33.7 Å for PDB code 1t46.

Parameterization and Results for PLANTSCHEMPLP

The 31 complex structures have been divided up into 4 independent training sets. Set 1
contained 9 PDB codes (1apu, 1c1e, 1ai5, 1fen, 1tyl, 1hsb, 1rt2, 1abf and 3erd) and was
used to parameterize all PLP weights wplp-X, the torsional weight wtors and the hydrogen
bonding weight whb resulting in 216 possible parameter settings. 151 of the 216 settings
were able to reproduce all 9 ligands inside 2 Å with average RMSD values between
0.71 Å and 0.88 Å. These 151 settings were taken to the second optimization stage
where parameter whb-ch was optimized on set 2 containing 7 PDB codes (1a4g, 1tnl, 2ifb,
1epb, 1rob, 1aqw and 1kel). Testing all five values for whb-ch for all of the 151 models
resulted in 755 models for this stage. None of these models was able to identify the
binding modes of all 7 ligands correctly. Thus, all models able to produce 6 correct
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binding modes were considered for further optimization. The models were clustered
according to the parameters of the first stage and for each cluster only the whb-ch-setting
with the lowest average RMSD was kept taking into account the RMSD values of all 16
ligands docked up to this stage. The resulting 51 models were taken to stage 3, where
the weight for whb-CHO accounting for CH-O interactions was determined. In this stage, 6
PDB codes (1dhf, 1dr1, 2ak3, 1ydt, 6rnt and 1uvs) were used for the parameterization.
Possible values for whb-CHO have been restricted not to be lower than whb, i.e. a CH-O
bond should not have a higher impact than a standard non-charged hydrogen bond. 74
out of 177 models were able to reproduce all 6 ligand binding modes correctly. Taking
into account the obtained RMSD values from the prior stages, 37 models were taken to
the last stage for the optimization of the metal bonding parameters, wmet and wmet-ch.
In this stage, 9 PDB codes (1phd, 2cpp, 5cpp, 1cbx, 1eoc, 1frp, 1lcp, 4aah and 1mmq)
were used to determine favorable parameter settings. For each of the 37 models taken
from the last stage, 15 settings resulting from combinations of wmet and wmet-ch values
were tested. 17 of these 555 models were able to reproduce the ligand binding modes for
all 9 metal-containing complexes correctly. These were further reduced to 12 settings by
keeping only the best metal parameter and the same settings for the other parameters
with respect to the minimum average RMSD.

All 12 models resulting from the optimization procedure were tested with respect to
their pose prediction performance on the Astex diverse set [115]. The performance of
these models is quite striking with 2 models able to dock 74 of 85 complexes correctly
and 5 models able to dock 73 of 85 complexes correctly. The top-ranking ligand poses
have been reproduced with average RMSDs between 1.24 Å and 1.32 Å. Also the 5 other
models were able to identify 71 to 72 of 85 complexes correctly with average RMSDs
between 1.33 Å and 1.37 Å. However, 12 models were too many to handle for all subse-
quent tests and therefore, only the top 7 models were kept for the further experiments.
The parameter settings for these models are presented in Table 3.8. The performance
of the 5 discarded models may be investigated in future research efforts.

Parameterization and Results for PLANTSPLP

For the parameterization of the scoring function PLANTSPLP, the training sets 1, 2 and
3 used for the the parameterization of PLANTSPLP have been merged, as this scoring
function does not account for charged and weak CHO hydrogen bonding in a special way.
Therefore, in the first step the PLP parameters wplp-X, except wplp-met, and the torsional
weight wtors were optimized on the merged set consisting of 22 protein-ligand complexes.
35 of these 162 models were able to reproduce between 16 and 18 training set complexes
correctly. These 35 models were then transferred to the second optimization stage in
which the same 9 metal-containing complexes were used as for the parameterization of
PLANTSCHEMPLP. The values tested for parameter wplp-met in this stage were restricted
to be at least as low as wplp-hb, i.e. an acceptor-metal interaction should be at least as
favorable as a hydrogen bond. 32 of the resulting models reproduced 25 to 26 of 31
protein-ligand complexes correctly. Choosing only the best metal-setting of all models
with the same wplp-X (except wplp-met) and wtors settings based on the average RMSD
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Table 3.8: Parameter models derived from the optimization procedure for
PLANTSCHEMPLP.

PLANTSCHEMPLP models

M1 M2 M3 M4 M5 M6 M7

parameter

wplp-hb -0.50 -0.50 -1.00 -0.50 -0.50 -1.00 -1.00
wplp-met -0.50 -0.50 -1.00 -0.50 -0.50 -1.00 -1.00
wplp-bur -0.15 -0.15 -0.10 -0.10 -0.10 -0.10 -0.15
wplp-nonp -0.40 -0.40 -0.40 -0.40 -0.40 -0.40 -0.40
wplp-rep 1.00 1.00 1.00 1.00 1.00 1.00 1.00
wtors 2.00 3.00 2.00 2.00 2.00 3.00 2.00
whb -4.00 -4.00 -3.00 -4.00 -3.00 -3.00 -4.00
whb-ch 2.00 1.75 2.00 1.75 2.00 2.00 1.75
wmet -6.00 -6.00 -6.00 -6.00 -6.00 -6.00 -6.00
wmet-ch 2.00 2.00 2.00 2.00 2.00 2.00 2.00
whb-CHO -3.00 -1.00 -3.00 -2.00 -3.00 -3.00 -3.00

training set

correct (of 31) 30 30 30 30 30 30 30
avg. RMSD [Å] 0.91 0.92 0.87 0.90 0.91 0.91 0.90

ASTEX diverse

correct (of 85) 73 73 73 74 74 73 73
avg. RMSD [Å] 1.27 1.29 1.27 1.27 1.24 1.29 1.32

achieved for all 31 complexes reduced the number of models to 13. The average RMSD
of these 13 models ranged from 1.35 Å to 1.77 Å. In order to further narrow down the
number of scoring function models, all 13 settings were also tested on the 85 complexes
of the Astex diverse set. All models were able to reproduce between 63 and 70 of the
85 complexes correctly with average RMSD values between 1.56 Å to 1.83 Å, which is
quite remarkably considering the simple form and the small number of parameters of
the PLANTSPLP scoring function. The best 5 models able to reproduce between 67 and
70 complexes correctly were selected for subsequent experiments and are presented in
Table 3.9.

Docking Results of Selected Complexes

Each of the selected scoring function models exhibits its own characteristics with respect
to correctly identifying experimentally observed ligand poses. Nevertheless, a compre-
hensive discussion taking into account all 85 complexes of the Astex diverse set for all 12
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Table 3.9: Parameter models derived from the optimization procedure for
PLANTSPLP.

PLANTSPLP models

M1 M2 M3 M4 M5

parameter

wplp-hb -4.00 -3.00 -4.00 -4.00 -2.00
wplp-met -7.00 -7.00 -6.00 -8.00 -4.00
wplp-bur -0.05 -0.05 -0.05 -0.05 -0.05
wplp-nonp -0.40 -0.40 -0.40 -0.40 -0.40
wplp-rep 0.50 1.00 0.50 1.00 0.50
wtors 3.00 2.00 1.00 3.00 1.00

training set

correct (of 31) 25 25 25 25 25
avg. RMSD [Å] 1.36 1.55 1.45 1.43 1.58

ASTEX diverse

correct (of 85) 67 67 68 67 70
avg. RMSD [Å] 1.56 1.57 1.67 1.57 1.64

scoring function models is out of the scope of this work. Thus, the following discussion
will mainly focus on outliers, i.e. protein-ligand complexes that cannot be recognized
correctly according to the RMSD performance measure. The first set highlighted are all
protein-ligand complexes which cannot be reproduced correctly by any of the 12 scoring
function models. This is the case for PDB codes 1tz8, 1jje, 1ygc, 1hvy, 1oq5, 1sq5,
1gm8 and 1g9v. These 8 complexes are visualized for PLANTSCHEMPLP model 3 (M3,
blue) and PLANTSPLP model 5 (M5, red) in Figure 3.18a to 3.18h. The corresponding
experimentally observed ligand pose is visualized as ball and stick in green. In all cases,
the RMSD of the top-ranked docking solution is greater than 2 Å and thus classified as a
wrong prediction. However, in many cases the binding motif is identified correctly by the
docking approach, but unspecific interactions, e.g. carboxylate groups oriented towards
the solvent, make a prediction within 2 Å impossible given the interactions accounted
for by the presented scoring functions. Figure 3.18a and 3.18b show the predicted poses
for PDB codes 1tz8 (transthyretin complexed with ligand diethylstilbestrol) and 1jje
(metallo β-lactamase complexed with a biaryl succinic acid inhibitor), respectively. In
both cases, the predicted ligand structures occupy the same volume and sometimes even
form parts of the interactions observed for the experimentally determined structure. For
example in 1tz8, the predicted structure also forms the two hydrogen bonds observed
in the experimentally determined structure. The remaining parts of the structure are
mainly determined by steric complementarity, which is also achieved by the incorrectly
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determined structure. For 1jje, the docking failure can be attributed to one more hy-
drogen bond that is formed in the predicted structure, but the zinc-binding motif with
respect to the middle part of the ligand is recognized correctly for both scoring functions.
The correct identification of binding motifs for at least one of both scoring functions is
also obvious for PDB entries 1ygc (factor VIIa), 1hyv (human thymidylate synthase) and
1oq5 (carbonic anhydrase II) shown in Figure 3.18c to 3.18e. However, in these cases
the rest of the ligand structure is predicted incorrectly due to the formation of more
favorable interactions with respect to the scoring functions employed. Three cases, 1sq5
(E. coli pantothenate kinase), 1gm8 (penicillin acylase) and 1g9v (deoxy hemoglobin),
are recognized incorrectly for various reasons. While for 1gm8 at least an overlap of the
ligand’s phenyl ring can be observed, the ligands of 1sq5 and 1g9v show a completely
different binding mode. In all cases this can be attributed to the scoring function, which
rewards the formation of specific interactions. For example in the case of 1gm8, the
ligand’s carboxylate group is pointing towards the solvent in the crystal structure as
shown in Figure 3.18g (green). In contrast, both scoring function models reward the
placement of this group at the protein surface (structures shown in blue and red), where
specific hydrogen bonding interactions can be formed.

Next, a brief analysis will follow focusing on differences between PLANTSCHEMPLP

and PLANTSPLP. For two complexes, at least one PLANTSPLP but no PLANTSCHEMPLP

model is able to identify the correct ligand pose. This is the case for 1jd0 (human car-
bonic anhydrase XII complexed with acetazolamide) and 2bm2 (human beta-II tryptase),
shown in Figure 3.19a and 3.19b. For 1jd0, the wrong ligand pose for PLANTSCHEMPLP

M3 can be attributed to the hydrogen bond formed, which is shown in the front part
of 3.19a. Nevertheless, the zinc-binding motif is still recognized correctly. In the
case of protein-ligand complex 2bm2 (see Figure 3.19b), all scoring function models
of PLANTSPLP except model M5 are able to reproduce the ligand structure within a
RMSD of 2 Å. In contrast, all 7 models of PLANTSCHEMPLP place the ligand similar to
the one shown in 3.19b (blue ligand structure). The wrong pose prediction also can be
attributed to the more favorable hydrogen bonding network formed with respect to the
PLANTSCHEMPLP scoring function models. Three protein-ligand complexes that are iden-
tified correctly by at least one PLANTSCHEMPLP but no PLANTSPLP model are PDB codes
1meh (inosine monophosphate dehydrogenase), 2br1 (checkpoint kinase Chk1) and 1n2v
(tRNA-guanine transglycosylase). These three complexes are shown in Figure 3.19c to
3.19e. For 1meh, both scoring functions place the ligand’s core-fragment correctly, while
PLANTSPLP model M5 (red ligand structure) places the carboxylate group incorrectly
in contrast to PLANTSCHEMPLP model M3 (blue ligand structure). In the case of 2br1,
PLANTSCHEMPLP model M3 (blue ligand structure) shows a nearly perfect match com-
pared to the experimentally determined ligand structure (green ligand structure). Also
the CH-O motif is recognized correctly in this case. In contrast, all PLANTSPLP models
(the best-scoring pose for model M5 is shown in red) perform incorrect predictions for
this complex. Finally, protein-ligand complex 1n2v can also be reproduced with high
accuracy using the PLANTSCHEMPLP scoring function (the best-scoring pose for model
M3 is shown in blue). Again, all PLANTSPLP models fail to predict the ligand structure
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 3.18: The 8 protein-ligand complexes from the Astex diverse set recognized
incorrectly by all 12 scoring function models. In each picture, the
experimentally observed structure is shown in green, while the top-
scoring pose generated with PLANTSCHEMPLP M3 and PLANTSPLP

M5 are colored in blue and red, respectively. The protein surface is
shown in yellow for each complex. PDB codes: (a) 1tz8 (b) 1jje (c)
1ygc (d) 1hvy (e) 1oq5 (f) 1sq5 (g) 1gm8 (h) 1g9v. For explanations
see the text.
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(a) (b)

(c) (d)

(e)

Figure 3.19: Comparison of the results obtained for scoring function
PLANTSCHEMPLP and PLANTSPLP. The experimentally deter-
mined structure is shown in green, while the top-scoring pose for the
corresponding PLANTSCHEMPLP and PLANTSPLP model are colored
in blue and red, respectively. For each complex, the protein surface
is shown in yellow. PDB codes: (a) 1jd0 (b) 2bm2 (c) 1meh (d) 2br1
(e) 1n2v. For explanations see the text.



66 CHAPTER 3. STRUCTURE-BASED DRUG DESIGN

correctly. In this case, the failure may be attributed to the missing directionality of the
PLP hydrogen bonding potential.

So far, the analysis of the results obtained with PLANTS has concentrated on the scor-
ing functions’ ability to identify experimentally observed ligand conformations correctly.
In these experiments the chance of sampling errors has been minimized by allowing
the algorithm to perform a large number of scoring function evaluations resulting in
long search times for a single docking run. Therefore, in order to optimize the ratio of
search time and solution quality, an optimization of the search algorithm’s parameters
is presented next.

3.2.4 Search Algorithm Parameter Optimization

Besides the parameters determined for both scoring functions, PLANTSCHEMPLP and
PLANTSPLP, the parameters of the search algorithm have a major impact on the over-
all performance of the PLANTS approach. Each scoring model, i.e. each setting for a
scoring function’s parameters, induces a specific fitness landscape. Therefore, in order
to achieve a good ratio between search time and solution quality, the search parameters
of PLANTS have been optimized for each individual scoring function setting. A set
consisting of 7 PDB codes (CCDC / Astex data set), 5 from the scoring function param-
eterization (1a4g, 1hsb, 1lcp, 1mmq and 1rt2) and 2 additional ones (1fax and 4dfr), has
been used to select reasonable values for parameter σ scaling the number of iterations of
the ACO algorithm, the evaporation factor ρ, the number of non-improving iterations
until an update with solution sdb is forced (sdb update iter) and the NMS simplex tol-
erance for the local search (nmstol) as well as the refinement local search (ref-nmstol).
The 5 PDB codes from the scoring function training set have been chosen such that
all 12 selected scoring models for PLANTSCHEMPLP (M1 to M7) and PLANTSPLP (M1

to M5) are able to reproduce the correct binding mode in principle. PDB codes 1fax
(target factor Xa) and 4dfr (target dihydrofolate reductase) represent relatively large,
drug-like compounds and are thus preferred to be reproduced correctly with high relia-
bility. The value for the number of ants was fixed to 20 and pbest was set to 0.5 following
the proposed settings in [53]. Here, mainly the influence of the simplex tolerance values
was investigated. For parameter σ the values {0.25, 0.5, 1.0, 1.25} have been considered
in the case of scoring function PLANTSCHEMPLP, while for PLANTSPLP additionally a
setting of σ = 1.5 was tested to approximately match the number of scoring function
evaluations reached for PLANTSCHEMPLP. Values for parameter ρ were chosen from the
set {0.1, 0.15, 0.2, 0.25}. The number of non-improving iterations until solution sdb is
forced to update the pheromone distribution was either set to 5 or 10. Finally, the
pairs (nmstol, ref-nmstol) considered for the tolerance of the local and the refinement
local search were (0.02, 0.01), (0.01, 0.01), (0.02, 0.0001) and (0.01, 0.0001). In total, this
resulted in 128 settings tested for PLANTSCHEMPLP and 160 settings for PLANTSPLP.

For all experiments, the spherical binding site as defined in the CCDC / Astex data
set was used to determine the search space for the ligand’s translational degrees of free-
dom. Before each docking run, the ligand structures were randomized with respect to
the translational, rotational and torsional degrees of freedom, i.e. the ligands’ confor-
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mations as observed in the crystal structures were changed to random conformations
to avoid biasing the results. As PLANTS is a non-deterministic, stochastic search al-
gorithm, all experiments were repeated several times. Thus, the statistics presented
are averages over 25 experiments carried out for each ligand and search parameter set-
ting. For each experiment, the average success rate, the search time and the number of
scoring function evaluations were measured. A docking-run was counted as successful
if the heavy-atom RMSD of the top-ranked ligand pose, i.e. the one with the lowest
scoring function value, and the experimentally determined structure was lower than 2 Å.
As these experiments were quite time-consuming, they have been distributed to several
compute clusters making the direct comparison of search times difficult. Therefore, here
the number of scoring function evaluations was used as the performance measure, which
is independent of the computer architecture used. In Figure 3.20a to 3.20d the influence
of the tested search parameter settings on the average success rate and the number of
scoring function evaluations is shown. The selection of reasonable parameter settings
will be discussed in detail only for PLANTSCHEMPLP model M1. A similar analysis has
been carried out for the other 6 PLANTSCHEMPLP models and the 5 PLANTSPLP mod-
els identified during the scoring function parameterization. For each scoring function
model, three settings have been selected approximately corresponding to different search
speed settings. The standard search settings, called speed 1, have been chosen to perform
around 4million scoring function evaluations on average for the 7 complexes studied in
the search parameter optimization process. The settings using approximately half the
search time compared to speed 1, called speed 2, performs around 2million evaluations
and the fastest settings studied, called speed 4, finally performs around 1million eval-
uations. However, the actual number of evaluations for the selected settings may vary
from model to model as non-dominated parameter settings according to the pareto-front
are selected. A parameter setting A is dominated by a parameter setting B if B reaches
an equal or higher average success rate within less scoring function evaluations. The
average number of scoring function evaluations are on average higher than the ones
reported in [53] resulting from the higher σ-settings and the varied NMS tolerance val-
ues considered resulting in an overall higher reliability with respect to pose prediction
accuracy.

The data points of Figure 3.20a to 3.20d fall into different clusters with respect to the
number of scoring function evaluations carried out, which increases from left to right.
These clusters correspond to the different settings considered for parameter σ scaling
the number of iterations carried out by the ACO algorithm. However, the clusters
corresponding to settings of σ = 1 and σ = 1.25 show intersections resulting from the
simplex settings investigated. In general, depending on the number of scoring function
evaluations carried out, success rates between 66% and 100% can be observed for the
search parameter settings studied. As can be seen in these figures, some of the settings
perform considerably better than others, reaching the same or even higher success rates
within less scoring function evaluations. For the evaporation rate ρ, shown in Figure
3.20a, the setting of ρ = 0.25 reaching a success rate of 100% within approximately
3.9million scoring function evaluations has been chosen for setting speed 1. For settings
speed 2 and speed 4, ρ values of 0.15 and 0.25 were selected, respectively. Generally,
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Figure 3.20: Influence of different settings for (a) evaporation factor ρ, (b) the
number of non-improving iterations until solution sdb performs a
pheromone update, (c) the NMS tolerance for the local search and
(d) the NMS tolerance for the refinement local search. In each figure,
the number of scoring function evaluations (x-axis) is plotted versus
the average success rate (y-axis) for PLANTSCHEMPLP model M1. For
further explanations see the text.
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in most cases more evaluations are carried out for lower values of ρ. The reason for
this behavior is that for lower evaporation rates the local search procedure on average
starts the search from worse solutions and therefore performs more scoring function
evaluations until the local minimum is reached (see also [52]). The results obtained for
varying the number of non-improving iterations until solution sdb is forced to update
the pheromone distribution are shown in Figure 3.20b. For σ settings of 0.25 and 0.5
corresponding to the two leftmost clusters, a setting of 5 iterations seems to clearly
dominate the setting of 10 iterations. Thus, a value of 5 iterations was selected for
search settings speed 2 and speed 4. In contrast, no clear trend is obvious for σ settings
1.0 and 1.25. Here, a setting of 10 iterations was selected, which corresponds to the one
reaching a success rate of 100% within the least number of scoring function evaluations.
In Figure 3.20c, the influence of the tolerance for the NMS local search algorithm is
presented. On average, the lower tolerance value of 0.01 leads to more scoring function
evaluations compared to a value of 0.02. Nevertheless, some settings using a tolerance
value of 0.02 dominate ones using 0.01, i.e. they reach at least the same success rate
within less scoring function evaluations. This is for example the case when 1.5million
scoring function evaluations are considered. Here, the setting of 0.02 reaching a success
rate of around 91% dominates several 0.01 settings reaching approximately the same
success rate but perform more scoring function evaluations. In order to conform to the
already selected parameters, 0.01 was chosen for all three speed-settings. Finally, the
NMS tolerance values chosen according to Figure 3.20d, were 0.01, 0.0001 and 0.0001
for settings speed 1, speed 2 and speed 4, respectively. Tables B.1 and B.2 presented in
Appendix B summarize the selected search settings for the 7 PLANTSCHEMPLP and the
5 PLANTSPLP scoring function models.

3.3 Pose Prediction

Selected scoring function models as well as search parameter settings were finally tested
on the data sets described in Section 3.1.2. For native docking experiments, i.e. docking
the ligand back into its experimentally determined protein structure, the CCDC / Astex
and Astex diverse sets were used. For these data sets also results for the docking program
GOLD [59,72], a tool frequently used in the pharmaceutical industry, will be presented
in order to allow for a comparison with a state-of-the-art approach. In the case of cross-
docking, the data sets described in detail above have been used (see Section 3.1.2). The
ligand structures have been prepared as explained in the data set preparation section.
Because of the stochastic nature of the PLANTS approach, each experiment has been
repeated 25 times. Thus, all presented success rates and timing results are averaged over
25 experiments. A 64 bit version of PLANTS has been used to perform all experiments
on an Intel Xeon X5365 CPU with 3GHz. Prior to docking, each ligand structure
taken as the input for PLANTS has been randomized with respect to its translational,
rotational and torsional degrees of freedom to avoid any bias towards the experimentally
determined structure. Besides the specific search parameter settings identified in the last
section, a fixed setting of 20 ants and pbest = 0.5 was used.
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3.3.1 Native Docking

All PLANTS results obtained for docking back the ligands of the CCDC / Astex and
Astex diverse sets into their experimentally determined protein structures are summa-
rized in Tables C.1, C.2 and C.3 (see Appendix C). Each table shows the average success
rates up to rank 1, 3 and 10 (standard deviations are given in brackets), together with
the average search time and the average number of scoring function evaluations per-
formed. The average search time excludes the time for protein and ligand preparation.
For example, for the Astex diverse set, the preparation time per protein varies between
0.8 s and 4.8 s depending on the size of the binding site. The average ligand setup time
of 0.01 s is negligible. The numbering of the ranked structures corresponds to the order
in which they are returned by the clustering algorithm used in PLANTS. Thus, rank
1 corresponds to the best-scoring structure identified during the search, rank 2 to the
second best-one having a RMSD greater than 2 Å compared to solution rank 1, and so
on. If any solution up to rank x has a RMSD value of lower than 2 Å compared to
the experimentally determined structure, the success rate for rank x is increased. Each
table presents the results for all scoring function models and search parameter settings
selected for PLANTSCHEMPLP and PLANTSPLP in the previous sections.

In Table C.1, the results for the 85 protein-ligand complexes of the Astex diverse set
are shown. For this test set, all scoring function models identified for PLANTSCHEMPLP

perform remarkably well with average success rates for the top-ranked solutions from
84% for model M1 up to 87% for model M3 when looking at the standard search
parameter settings speed 1. The success rates for solutions up to rank 3 and 10 as
identified by the cluster algorithm rise for some scoring function models, e.g. model M3,
up to 97%. Thus, in theory, a perfect scoring function could identify up to 97% of all
ligand poses correctly when performing a rescoring run on these solutions. The average
search time per ligand varies between approximately 23 s and 29 s depending on the
scoring function, which makes PLANTS perfectly suitable for virtual screening tasks.
If very large databases need to be screened within as little time as possible while still
maintaining a certain degree of pose prediction reliability, also search parameter settings
speed 2 and speed 4 may be considered. For search setting speed 2, which approximately
results in half the search time of around 12 s per ligand compared to setting speed 1, quite
remarkable average success rates between 82% to 84% can be reached. For the quad
speed search parameter setting speed 4 resulting in an average search time per ligand of
approximately 6 s, still success rates of 75% to 79% can be observed. As expected, on
average the PLANTSPLP models perform worse than the PLANTSCHEMPLP models with
respect to the maximum success rates reached for rank 1 solutions. When taking the
success rates up to ranks 3 and 10 into account, the PLANTSPLP models show an at
least comparable performance. The higher success rates for rank 1 solutions in the case
of PLANTSCHEMPLP can be attributed to the higher specificity due to the inclusion of
angle-dependencies in the hydrogen and metal bonding terms. Nevertheless, for search
time setting speed 1 average success rates between 76% and 83% are reached at average
search times of around 9 s to 13 s per ligand when looking at top-ranked solutions only.
For most models, the average success rate diminishes slightly when half the search time
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is used for search parameter settings speed 2 resulting in average search times of around
6-7 s per ligand. In this case, still average success rates between 75% and 82% can be
observed. Finally, for search parameter setting speed 4, average success rates of 73-76%
are reached at average docking times of around 3 s per ligand. Concerning PLANTSPLP,
model M5 shows the overall most convincing performance for this drug-like test set.

Results for all 213 complexes of the CCDC / Astex clean listnc can be found in Table
C.2, while results for the reduced set of 180 complexes, for which the 33 structures that
are part of the scoring function and search parameter optimization process have been
excluded, are presented in Table C.3. As already observed for the results obtained for the
Astex diverse set, all 7 PLANTSCHEMPLP models show a similar well performance on this
test set. In this case the average success rates are lower and the average docking times
per ligand are higher compared to the drug-like Astex diverse set. This can be mainly
attributed to only a few of the 213 protein-ligand complexes, which contain ligands with
up to 28 rotatable bonds (e.g. PDB code 1ppi, pancreatic α-amylase with a carbohydrate
inhibitor). These protein-ligand complexes lead to extremely high average search times
due to the automatic scaling of the number of ACO iterations with respect to the ligand
size. However, even at these long search times not necessarily optimal solutions are
identified due to scoring and sampling errors. When only considering ligands with up
to 10 rotatable bonds, similar search times as for the Astex diverse set can be observed.
The performance of PLANTS with respect to different subsets will be discussed later.
For scoring function PLANTSCHEMPLP, average success rates between 75% and 77% are
reached at average search times between 53 s and 67 s when looking at search parameter
setting speed 1. Considering solutions up to rank 10, success rates up to 92% can be
obtained, a similar trend as already observed for the Astex diverse set. For search
parameter setting speed 2 using approximately half of the search time (26 s to 32 s), the
average success rate diminishes by around 3-5%, independent of the PLANTSCHEMPLP

model. Finally, when looking at the results obtained for search parameter setting speed
4, still success rates of around 68% can be observed at average search times of around
14 s per ligand. Like for the Astex diverse set, the PLANTSPLP models perform slightly
worse than the PLANTSCHEMPLP models when looking at the top-ranked solutions only.
However, the performance for solutions up to rank 10 is similar. Nevertheless, for search
parameter setting speed 1 success rates around 70% can be obtained for top-ranked
solutions, except for model M3. The average search time needed per ligand is in the
range between 26 s to 36 s in this case. The success rates only decrease by up to 2-3%
when looking at the results obtained for search parameter setting speed 2. The average
search time per ligand is then around 16 s to 20 s. Finally, for search times around 8 s to
10 s per ligand corresponding to search parameter setting speed 4, average success rates
between 65% and 66% can be obtained.

When excluding all 33 complexes used for the training of either the scoring function
or the search parameters (see Table C.3), on average a decrease of the success rates in
the range of 1-2% can be observed, which is statistically not significant. The overall
trends are the same as for the complete set of 213 complexes and thus, these results will
not be discussed here.
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Figure 3.21: Comparison of PLANTSCHEMPLP M3 and PLANTSPLP M5 for the 213
complexes of the CCDC / Astex clean listnc. (a) RMSD values of the
top-ranking ligand poses. The dotted black lines mark the 2 Å cutoff
used for the assessment of correct predictions. Note the logarithmic
scale used for both axes. (b) Pose prediction performance with respect
to the number of rotatable bonds available in the ligand molecule.
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Due to the convincing performance of PLANTSCHEMPLP model M3 and PLANTSPLP

model M5 across all presented test sets, these were chosen as the standard settings.
Next, a brief comparison of the results obtained for these two models will be presented
with respect to the 213 protein-ligand complexes part of the CCDC / Astex clean listnc.
The RMSD distribution of the top-ranked protein-ligand conformation over all 25 exper-
iments for PLANTSCHEMPLP M3 versus PLANTSPLP M5 are presented in Figure 3.21a. In
this plot, clearly a correlation of both scoring functions with respect to their pose pre-
diction accuracy can be observed, especially when looking at the lower left corner where
all complexes are plotted which can be reproduced by both scoring functions within a
RMSD of 2 Å. While the PLANTSCHEMPLP model is capable of identifying more com-
plexes in total within a RMSD of 2 Å, there are still a few complexes in the lower right
corner which can only be predicted correctly by PLANTSPLP. Of course, the contrary
accounts for PLANTSCHEMPLP when looking at the upper left corner. In the upper right
corner of this plot, all complexes that cannot be identified correctly by any of both scor-
ing functions can be seen. Figure 3.21b shows the pose prediction performance of both
scoring functions with respect to the number of rotatable bonds available in the ligand
molecule. The number of rotatable bonds corresponds to the classification according
to the scoring function PLANTSCHEMPLP, which, in contrast to PLANTSPLP, also treats
terminal donor groups rotatable (e.g. OH or NH+

3 ). The presented results are averaged
over 25 independent experiments with search parameter setting speed 1. In general,
both scoring functions show a similar pose prediction performance. However, in most
cases PLANTSCHEMPLP performs slightly better than PLANTSPLP. Obviously, the pose
prediction performance decreases for both scoring functions with increasing numbers of
rotatable bonds, which can be attributed to sampling but also scoring function errors.
Additionally note that most complexes of the data set contain ligands with up to 15
rotatable bonds. Thus, the results presented for ligands with more than 15 rotatable
may be statistically not significant. Especially the observed success rate of 100% for
ligands with 26 to 30 rotatable bonds is based on only a single protein-ligand complex.

Results for subsets of the CCDC / Astex clean listnc can be found in Table 3.10.
For PLANTSCHEMPLP a similar performance can be observed for protein-ligand com-
plexes containing metal-ions (subset metal) and complexes without metal-ions (subset
no metal). In both cases, success rates around 76% are obtained. For PLANTSPLP, these
two subsets show a significant difference with respect to the obtained success rates. For
the metal-containing subset, PLANTSPLP only reaches 59%, while 73% can be observed
for the subset containing no metal-ions. For the subset restricted to ligands with up to
10 rotatable bonds (RB 0-10 ), the success rate of PLANTSCHEMPLP increases to approxi-
mately 82% at average search times of 20 s per ligand. This is comparable to the results
obtained for the Astex diverse set. Also PLANTSPLP performs with a success rate of
nearly 75% better than on the whole test set comprising 213 complexes. The average
search time per ligand is only around 10 s for this subset.

In order to be able to assess the performance of PLANTS more objectively, the same
experiments have been carried out with GOLD version 3.2, a state-of-the-art method
frequently used in the pharmaceutical industry. For the GOLD docking experiments,
three different settings of parameter autoscale, which automatically chooses appropri-
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Table 3.10: Pose prediction results averaged over 25 experiments for different sub-
sets of the CCDC / Astex clean listnc. The three subsets consist of
protein-ligand complexes containing metal-ions (subset metal), con-
taining no metal-ions (subset no metal) and containing ligands with
up to 10 rotatable bonds (subset RB 0-10 ). The average success rate
up to rank 1, 3 and 10 (standard deviations given in brackets), the
average search time and the average number of scoring function evalu-
ations are presented for PLANTSCHEMPLP M3 and PLANTSPLP M5 with
respect to the specific subset.

PLANTSCHEMPLP M3

success rate [%] up to rank

subset complexes 1 3 10 time [s] eval. [in 106]

metal 40 76.60 (3.31) 90.60 (3.56) 93.80 (2.36) 27.36 3.19
no metal 173 76.95 (1.36) 86.89 (1.74) 90.64 (1.52) 68.40 5.35
RB 0-10 172 81.77 (1.18) 91.79 (1.41) 94.12 (1.18) 20.02 2.68

PLANTSPLP M5

success rate [%] up to rank

subset complexes 1 3 10 time [s] eval. [in 106]

metal 40 59.00 (2.24) 83.50 (2.35) 91.80 (2.06) 18.17 3.19
no metal 173 73.20 (1.41) 83.01 (1.37) 89.18 (1.63) 41.84 4.97
RB 0-10 172 74.98 (1.07) 87.35 (0.93) 92.67 (0.93) 10.81 2.47

ate GA search settings in dependence of the given protein binding site and the ligand
molecule, have been tested. The maximum number of GA runs per ligand was set to 10,
early termination and cavity detection were activated and GOLD score (GOLDGOLDscore)
as well as Chemscore (GOLDChemscore) were used as the scoring functions. The GOLD
runs were performed on the same computer architecture as the PLANTS experiments
using the same spherical binding site definitions for each complex. The results obtained
for different settings of parameter autoscale can be found in Table 3.11. Like PLANTS,
also GOLD uses a non-deterministic search algorithm and thus all experiments were also
performed 25 times. The presented average docking times exclude the time needed for
protein setup and ligand preparation to allow for a direct comparison with the results
obtained for PLANTS. These are shown for the standard settings PLANTSCHEMPLP M3

and PLANTSPLP M5. For both test sets, GOLDGOLDscore performs on average better than
GOLDChemscore when looking at the average success rates reached, regardless of the set-
ting of the parameter autoscale determining the search speed. For the 213 complexes of
the clean listnc, GOLDGOLDscore reaches an average success rate of around 72% at average
docking times of 102 s per ligand for a setting of autoscale=1. For PLANTS, only the
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scoring function PLANTSCHEMPLP is capable of reaching higher success rates at shorter
search times for search parameter settings speed 1 and speed 2. There, average success
rates of around 76.9% and 73.4% at docking times of 60.7 s and around 30 s per lig-
and can be observed, respectively. However, for faster search settings the differences in
success rates reached by PLANTS and GOLD become less pronounced. For the fastest
search setting tested, autoscale=0.25, GOLDGOLDscore still reaches an average success rate
of 68.8% at average docking times of around 30.8 s per ligand. In contrast, GOLDChemscore

only reaches an average success rate between 66.7% and 62.9% at average docking times
between 42.3 s and 10.9 s per ligand for search settings autoscale=1 and autoscale=0.25,
respectively. While the average search times for GOLDChemscore and PLANTSPLP are
in a similar range, PLANTSPLP is able to outperform GOLDChemscore in terms of the
average success rates reached. For the Astex diverse test set, both scoring functions
available in PLANTS are able to reach higher average success rates at shorter search
times, independent of the search setting investigated. Noteworthy, the pose prediction
performance of GOLDGOLDscore worsens only slightly for faster search settings, decreasing
from approximately 79% to 77.2%, while reducing the average docking time per ligand
from 53.5 s to 16.1 s per ligand. The performance of GOLDChemscore is comparable to
that of GOLDGOLDscore for a setting of autoscale=1, but performs worse for faster search
settings. Obviously, PLANTSCHEMPLP M3 and PLANTSPLP M5 show a better perfor-
mance on this drug-like test set reaching success rates of 87% and 83.6% at average
docking times of 26 s and 13 s, respectively. In general, when taking the search time into
account, for each setting of GOLD a PLANTS setting can be found, which performs
better in terms of the success rate reached for both data sets investigated. Thus, the
performance of PLANTS is expected to be at least comparable to the performance of
the state-of-the-art approach GOLD also for other targets.

Finally, experiments using a pure random sampling (RS) algorithm have been carried
out for PLANTSCHEMPLP M3 and PLANTSPLP M5 on the 213 complexes of the CCDC /
Astex clean listnc. In this case, random values for the protein’s and the ligand’s degrees
of freedom are chosen taking into account the predefined upper and lower bounds for
each search variable. The number of scoring function evaluations chosen for each com-
plex was the same as on average observed for the docking calculations with the ACO
algorithm. For these experiments also 25 runs were performed. For PLANTSPLP M5, the
RS approach reaches an average success rate of 15.76% compared to 70.54% reached by
the ACO-based approach within the same number of scoring function evaluations. Simi-
lar results can be observed for PLANTSCHEMPLP M3, where for RS an average success rate
of 17.39% can be observed, while the ACO algorithm reaches 76.88% on average. Obvi-
ously, these results confirm that the proposed ACO-based PLANTS approach performs
significantly better than random sampling.
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Table 3.11: Pose prediction results considering top-ranked solutions only for
PLANTS and GOLD on the 213 complexes of the CCDC / Astex
clean listnc and the 85 complexes of the Astex diverse set. In the case
of PLANTS, scoring function model M3 was used for PLANTSCHEMPLP

and model M5 for PLANTSPLP. Due to the stochastic nature of both
docking approaches, all presented values are averaged over 25 experi-
ments. Standard deviations for the success rates are given in brackets.

CCDC / Astex clean list
nc

PLANTS speed setting

1 2 4
scoring function succ. [%] time [s] succ. [%] time [s] succ. [%] time [s]

PLANTSCHEMPLP 76.88 (1.15) 60.69 73.43 (1.57) 29.98 68.56 (2.48) 13.04
PLANTSPLP 70.54 (1.34) 37.40 68.66 (1.75) 19.45 65.18 (1.70) 8.33

GOLD autoscale setting

1 0.5 0.25
scoring function succ. [%] time [s] succ. [%] time [s] succ. [%] time [s]

GOLDGOLDscore 72.04 (1.24) 102.47 70.78 (1.41) 59.11 68.79 (1.42) 30.78
GOLDChemscore 66.72 (1.56) 42.31 65.07 (1.73) 22.75 62.85 (1.88) 10.90

Astex diverse

PLANTS speed setting

1 2 4
scoring function succ. [%] time [s] succ. [%] time [s] succ. [%] time [s]

PLANTSCHEMPLP 87.01 (1.61) 26.01 84.47 (1.97) 12.54 78.54 (3.07) 5.47
PLANTSPLP 83.62 (1.56) 13.03 82.87 (1.86) 6.93 78.21 (2.71) 3.12

GOLD autoscale setting

1 0.5 0.25
scoring function succ. [%] time [s] succ. [%] time [s] succ. [%] time [s]

GOLDGOLDscore 78.96 (1.95) 53.48 78.40 (1.59) 28.79 77.22 (2.57) 16.07
GOLDChemscore 78.07 (1.41) 22.28 75.29 (2.02) 11.30 71.25 (3.09) 5.86
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Explicit Water Molecules

Figure 3.22: Treatment of explicit water molecules in PLANTS. For each struc-
turally conserved water molecule to be considered during docking, a
spherical domain (green) is defined within the protein’s binding site.
If the water molecule resides inside the predefined domain (left pic-
ture), all interactions arising with the protein, the ligand and other
water molecules are scored. If it is moved outside the sphere (right
picture), which corresponds to a displacement of the water molecule,
no interactions are scored.

Like the docking approach GOLD [59], also PLANTS offers the ability to consider se-
lected explicit water molecules during the docking calculation. For some targets, where
knowledge about structurally conserved water molecules is available, the inclusion of
these additional interactions may be essential in order to obtain good docking results.
However, a mechanism is needed to simulate the displacement of a water molecule for
ligands binding directly to the protein without a water-mediated hydrogen bond. In
contrast to GOLD, which allows a water molecule to be rotated around its three princi-
pal axes and to be switched on and off [92], PLANTS offers in addition to this mode a
full rigid body mode taking also the three translational degrees of freedom for a water
molecule into account. For the latter mode, using 6 degrees of freedom, a spherical
domain for each such water molecule is defined in the protein binding site. The water
molecule can be displaced by a ligand binding directly to the protein by moving the
water molecule out of the spherical domain. If this happens, no interactions of the dis-
placed water molecule are calculated. For an illustration of this process see Figure 3.22.
The reason for introducing this kind of water treatment is that for most cross-docking
experiments the position of the superimposed structurally conserved water molecules
can vary. Thus, in the following only results considering all 6 degrees of freedom will be
presented.

PLANTS can in principle handle any number of water molecules taking into account
all interactions arising among different water molecules as well as interactions with the
protein and the ligand. Thus, a full many-body kernel has been implemented accounting
for these interactions. The scoring function terms evaluated are the same as for the
ligand, with the only difference that intra-water interactions are omitted as each water
molecule is handled as a rigid body. Slight modifications compared to the standard
protein-ligand docking procedure were introduced for the discretization step size used



78 CHAPTER 3. STRUCTURE-BASED DRUG DESIGN

for a water molecule in the ACO algorithm and the NMS simplex offset settings. For a
water molecule’s translational degrees of freedom a discretization step size of 0.05 Å in
connection with a simplex offset value of 0.5 · rsphere is used, where rsphere is the radius
of the spherical domain. For rotational degrees of freedom the same values as for the
ligand, i.e. a discretization step size of 1◦ and a simplex offset value of 90◦, are used.
Like in GOLD, also in PLANTS a penalty value is introduced, which is added to the
scoring function value for each active, i.e. non-displaced, water molecule. This prevents
a water-molecule to be active all the time even if no or only a single hydrogen bond is
formed. Thus, the penalty value has been set to a value of 8 requiring a water molecule
to form at least two hydrogen bonds to make its activation attractive for the search
algorithm. The penalty value of 8 is motivated by the hydrogen bonding weights used
in scoring function PLANTSCHEMPLP M3. A single non-charged ideal hydrogen bond
contributes approximately −4 score units to the total scoring function value resulting
from the settings wplp-hb = −1 and whb = −3. It must be noted that this penalty value has
not been optimized and thus better water occupancy prediction results may be obtained
when using a value resulting from a parameter optimization.

The influence of explicit water molecules in native docking calculations has been inves-
tigated for the protein targets HIV-1 protease (HIV), factor Xa (FXA), neuraminidase
(NA) and thymidine kinase (TK). For all targets, the center of mass for each struc-
turally conserved water molecule has been calculated from the superimposition of the
complex structures. The origin of the sphere which restricts the movement of the water
molecule was then defined by the calculated center of mass with a sphere radius of 0.5 Å.
For each protein-ligand complex experiments were carried out including and excluding
the water molecules using PLANTSCHEMPLP M3. In Table 3.12 and 3.13 the pose and
water occupancy prediction results of the top-ranked solution over 25 experiments are
presented. In these tables only the RMSD values of the overall top-ranked solution are
investigated and no sampling accuracy is assessed. For both types of predictions, i.e.
pose and water occupancy, bold entries mark wrong results.

Table 3.12 presents the results obtained for HIV-1 protease (HIV-1) and factor Xa
(FXA). In the case of HIV-1, 11 of 16 protein-ligand complexes can be predicted correctly
when no water molecules are considered. For 3 of the 5 incorrectly docked complexes an
improvement in the RMSD value can be observed when water molecule W1 is considered
during docking. In two cases, for PDB codes 1d4i and 1ebz, now a RMSD lower than 2 Å
can be observed. For PDB code 1npv the observed RMSD for the top-ranked solution
decreases from 3.85 Å to 2.04 Å, which is close to the 2 Å bound used for the assessment
of a correct pose prediction. For PDB codes 1sbg and 7upj no improvement can be
observed, although for 1sbg W1 the correct water occupancy (ON) has been predicted.
In general, the water occupancy prediction accuracy for this target is quite striking with
15 of 16 correct predictions. For PDB code 1hpv, a correct pose prediction result is still
obtained even without water molecule W1 enabled. Altogether, for HIV-1 the number of
correctly predicted ligand poses raised from 11 to 13 when considering water molecule
W1 during docking. A similar trend can be observed for FXA, where without water
molecules W1 and W2 only 9 of 14 complex structures can be reproduced correctly.
Again, for 3 of the 5 incorrectly predicted complexes an improvement in the RMSD
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Table 3.12: Pose prediction results in consideration of conserved water molecules
for the protein target HIV-1 protease and factor Xa. The RMSD values
of the top-ranked ligand structures (in Å) over 25 independent docking
runs with (RMSD water on) and without water molecules (RMSD wa-
ter off) are shown along with the predicted occupancy (ON / OFF) for
water molecule W1 (HIV-1 protease) as well as W1 and W2 (factor Xa).
Bold entries mark wrong predictions. Additionally, the percentage of
correct pose and water occupancy predictions is presented.

HIV-1 protease factor Xa

RMSD water water occupancy RMSD water water occupancy

PDB off on W1 PDB off on W1 W2

1ajv 0.71 0.71 OFF 1ezq 1.75 1.62 ON OFF
1ajx 0.88 0.87 OFF 1f0r 1.00 0.74 OFF OFF
1d4i 10.82 0.54 ON 1f0s 8.97 1.76 ON OFF
1ebz 3.74 0.76 ON 1fjs 2.49 2.11 ON OFF
1hpv 1.66 1.64 OFF 1g2l 2.17 1.25 ON OFF
1hsg 1.10 0.52 ON 1ksn 0.44 0.44 ON OFF
1hvr 1.00 1.01 OFF 1kye 1.50 1.46 ON OFF
1hwr 0.84 0.83 OFF 1mq5 1.68 1.69 OFF OFF
1hxw 0.91 0.98 ON 1mq6 1.39 1.39 OFF OFF
1npv 3.85 2.04 ON 1nfu 8.48 8.50 ON OFF
1ohr 0.43 0.42 ON 1nfw 1.65 1.62 OFF OFF
1pro 0.44 0.45 OFF 1nfx 1.47 1.46 OFF OFF
1qbs 0.86 0.87 OFF 1nfy 7.88 7.89 ON OFF
1sbg 9.81 9.81 ON 1xka 1.27 1.26 ON OFF
2upj 1.60 1.55 OFF
7upj 2.56 2.56 OFF

corr. [%] 68.75 81.25 93.75 64.29 78.57 82.14
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Table 3.13: Pose prediction results in consideration of conserved water molecules
for the protein target neuraminidase and thymidine kinase. The
RMSD values of the top-ranked ligand structures (in Å) over 25 in-
dependent docking runs with (RMSD water on) and without water
molecules (RMSD water off) are shown along with the predicted occu-
pancy (ON / OFF) for water molecules W1 and W2 (neuraminidase) as
well as water molecules W1, W2 and W3 (thymidine kinase). Bold en-
tries mark wrong predictions. Additionally, the percentage of correct
pose and water occupancy predictions is presented.

neuraminidase thymidine kinase

RMSD water water occupancy RMSD water water occupancy

PDB off on W1 W2 PDB off on W1 W2 W3

1a4q 0.41 0.36 ON ON 1e2k 1.19 1.18 ON ON
1b9t 0.82 0.83 OFF OFF 1e2m 0.75 0.75 ON ON
1b9v 0.80 0.80 OFF OFF 1e2n 2.36 0.43 ON ON
1f8b 0.46 1.25 ON ON 1e2p 0.56 0.56 ON ON
1f8c 0.46 0.46 ON ON 1ki2 3.66 0.85 OFF OFF ON
1f8d 1.55 1.38 ON ON 1ki3 0.80 0.81 OFF OFF ON
1f8e 1.56 1.41 ON ON 1ki4 0.73 0.72 ON ON
1inf 7.03 3.78 ON ON 1ki6 0.90 0.90 ON ON
1inv 4.16 1.16 ON ON 1ki7 1.09 0.51 ON ON
1inw 0.99 0.94 ON ON 1ki8 1.01 0.98 ON ON
1mwe 0.43 0.40 ON ON 1kim 0.67 0.64 ON ON
1nnc 0.56 1.30 ON OFF 1qhi 0.83 0.82 OFF OFF ON
2qwi 1.01 0.62 ON OFF 1vtk 2.00 0.43 ON ON
2qwj 0.86 0.87 ON ON 2ki5 1.81 1.77 OFF OFF ON
2qwk 0.67 0.65 ON ON 3vtk 0.95 0.95 OFF ON

corr. [%] 86.67 93.33 100.00 86.67 100.00 94.12
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value can be observed when considering the water molecules. For PDB codes 1f0s and
1g2l, now correct predictions within a RMSD of 2 Å are possible. The RMSD value for
1fjs decreases from 2.49 Å to 2.11 Å. As expected, for 1nfu and 1nfy no improvement
can be observed as these complexes contain neither water molecule W1 nor W2. The
water occupancy prediction accuracy for this target is suboptimal with 5 of 28 incorrect
predictions. For 1f0s, the ligand pose is predicted correctly, although water molecule W2

is wrongly disabled. In the case of 1f0r, both water molecules are wrongly deactivated,
but still a correct pose prediction is possible. The difference in the RMSD values (1.00 Å
and 0.74 Å) for this complex can be attributed to sampling inaccuracies. Altogether, for
FXA two additional ligands can be identified correctly when considering water molecules
W1 and W2 during docking which results in 11 of 14 correctly docked complexes. The
water occupancy prediction accuracy for this target is reasonable with 23 of 28 correct
predictions.

The results obtained for neuraminidase (NA) and thymidine kinase (TK) can be
found in Table 3.13. For NA the native docking performance without considering water
molecules W1 and W2 is quite convincing, with 13 of 15 correct pose predictions within
2 Å. Only PDB codes 1inf and 1inv cannot be reproduced correctly. When considering
both water molecules during docking, PDB code 1inv can now be docked correctly
with a RMSD value of 1.16 Å. The RMSD value for 1inf decreases from 7.03 Å to
3.78 Å, but is still predicted incorrectly. An encouraging result is the water prediction
accuracy for this target. All 30 water occupancies are predicted correctly for NA. The
right part of this table shows the results for TK. Also for this target the pose prediction
performance is quite striking with 13 of 15 correct predictions even if no water molecules
are considered. However, when all 3 water molecules are taken into account for the
docking experiment, all 15 complexes can be reproduced correctly. Figure 3.23a shows
the top-ranked pose and water prediction result for PDB code 1e2n. Nevertheless, the
water occupancy predictions are not correct for all complexes. Especially the incorrectly
predicted occupancy of water molecule W3 for PDB code 1ki2 is of interest as this seems
to enable a correct pose prediction for the wrong reason. No water molecule is observed
in the experimentally determined structure (see Figure 3.23b). Nevertheless, the general
water occupancy prediction accuracy for this target is convincing with 32 of 34 correct
predictions.

The presented results obviously show that the inclusion of displaceable water molecules
into the docking process is beneficial if information about structurally conserved water
molecules is available. For all targets investigated, the consideration of water molecules
increased the chance of identifying the correct complex conformation. The water oc-
cupancy prediction accuracies between 82% for target FXA and 100% for target NA
confirm the reliability of the proposed approach. However, so far only the influence of
water molecules on native docking experiments has been investigated. Additional results
will be presented next for their influence on cross-docking and virtual screening results.
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(a)

(b)

Figure 3.23: Water occupancy prediction results for thymidine kinase. In each
picture, the experimentally determined ligand conformation is shown
in blue, the one predicted without water molecules in red and the
one predicted in consideration of water molecules in green. Protein
residues interacting with the water molecules are highlighted. In both
cases, the ligand structure is only predicted within a RMSD of 2 Å
if water molecules are included. (a) PDB code 1e2n. The water
occupancy of both water molecules is predicted correctly. (b) PDB
code 1ki2. The ligand is docked correctly for the wrong reason, i.e.
due to the inclusion of the water molecule, which is not observed in
the experimentally determined structure.
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3.3.2 Cross-Docking

The pose prediction tests carried out in the previous section for the two test sets compris-
ing 298 protein-ligand complexes in total were ideal cases in the sense that the ligands
were docked back into their native protein structures. However, when performing a vir-
tual screening experiment, usually only a single protein structure is preferred into which
all biologically active ligands should fit with their experimentally observed conformation.
As already mentioned at the beginning of this chapter, the protein may undergo small or
sometimes even large rearrangements upon ligand binding, in which case a single rigid
protein structure may not be able to reproduce the poses of all ligands correctly. In this
section, the ability of PLANTS to dock ligands into receptors in a non-native conforma-
tion is investigated for 5 targets. For each target, cross-docking experiments using the
standard degrees of freedom for both complex partners, i.e. full flexibility of the ligand
and rotatable hydrogen bond donor groups in the protein, will be presented. However,
in some cases additional factors like induced fit effects or structurally conserved water
molecules may be of importance. In these cases, additional results will be shown, which
account for these factors. All results presented were averaged over 25 experiments start-
ing from randomized ligand conformations. The same success criterion also employed
for the native docking experiments was used to assess the pose prediction performance,
i.e. a success was achieved if the RMSD of the top-ranked solution was lower than 2 Å.
Due to the more convincing pose prediction performance of PLANTSCHEMPLP M3, the
cross-docking experiments were only carried out for this scoring function. The binding
site for all protein structures was defined by a sphere enclosing all protein atoms up
to 6 Å away from any heavy-atom of the superimposed set of ligand structures. For all
tables presenting cross-docking results, success rates below 30% are colored red, success
rates between 30% and below 70% are colored orange and success rates of at least 70%
are colored green.
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Neuraminidase

The results obtained for the cross-docking of the 15 neuraminidase ligands into their
native and also non-native receptors are presented in Table 3.14. For this target also
the influence of considering 2 structurally conserved water molecules during the docking
experiment has been investigated. The upper part of Table 3.14 shows the cross-docking
success rates when no water molecules are considered. The native success for this target
is convincing with 13 of 15 correctly reproduced complexes at success rates around
100% (see bold entries on the diagonal). PDB code 1inv shows a success rates of 60%
and complex 1inf cannot be reproduced correctly, as already observed for the water
occupancy prediction experiments presented in the last section (also see Table 3.13).
For non-native docking experiments, the average pose prediction success rate is higher
than 80% for 11 out of 15 protein structures when looking at the top-ranked structures
(rank 1 ). The 4 problem cases 1b9t, 1b9v, 1inf and 1inw only reproduce the ligand
structures correctly with success rates between 39% and 65% on average. However,
when looking at the results obtained up to rank 3 and 10, for all protein structures
average success rates between 80% and 100% can be reached. For a single experiment,
the average docking time per ligand was 33.7 s.

The lower part of Table 3.14 shows the results obtained when considering the 2 struc-
turally conserved water molecules during docking, which can be displaced by the mech-
anism described in the last section. On average, improved success rates can be observed
for nearly all protein structures reaching between 80% and nearly 100% when looking
at rank 1 solutions. The only exception is protein structure 1nnc, where the inclusion
of water molecules seems to have a detrimental effect for ligand ST4 (PDB code 1inf),
which was docked correctly in the first cross-docking experiment. In contrast, ligand
EQP (PDB code 1inv) clearly benefits from the additional directed hydrogen bonding
interactions introduced by the water molecules. This ligand can now be reproduced
correctly in all protein structures. Because the success rates up to rank 3 and 10 have
already been near-optimal when no water molecules were considered, only small im-
provements for protein structures 1inf and 1inw can be observed. In general, the results
obtained confirm the trends already observed for the inclusion of water molecules in na-
tive docking experiments. For the experiments considering water molecules, the average
docking time per ligand increased to 73.7 s.
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Table 3.14: Cross-docking results for target neuraminidase (NA). The upper part
of the table presents results obtained when no explicit water molecules
are considered (water molecules disabled), while the lower part shows
the results when water molecules W1 and W2 are considered during
docking (water molecules enabled). On the diagonal native docking
results can be found (bold). Additionally, for each receptor the average
percentage of correctly reproduced ligand poses up to rank 1, 3 and 10
is given. All results are averaged over 25 independent experiments.

neuraminidase
ligand 1a4q 1b9t 1b9v 1f8b 1f8c 1f8d 1f8e 1inf 1inv 1inw 1mwe 1nnc 2qwi 2qwj 2qwk

1a4q.DPC 100 88 96 88 88 100 100 0 100 100 100 100 100 100 100

1b9t.RAI 100 100 100 100 100 100 100 100 100 100 100 100 0 100 100

1b9v.RA2 100 100 100 100 100 100 100 4 100 100 100 100 84 100 100

1f8b.DAN 100 76 96 96 100 96 56 0 44 4 100 100 68 100 100

1f8c.4AM 100 100 96 100 100 100 100 84 92 88 100 100 100 100 100

1f8d.9AM 100 0 0 96 92 100 84 0 4 0 100 96 72 88 100

1f8e.49A 100 96 96 100 100 100 100 4 100 92 100 100 100 100 100

1inf.ST4 0 96 24 100 100 100 84 0 92 44 100 72 0 0 0

1inv.EQP 60 60 44 48 28 20 20 68 60 12 88 96 100 36 100

1inw.AXP 100 0 0 100 100 100 100 84 100 100 100 100 100 96 100

1mwe.SIA 100 92 100 100 100 100 100 72 100 100 100 100 100 100 100

1nnc.GNA 100 8 52 100 100 64 68 0 28 0 92 100 100 100 100

2qwi.G20 100 56 12 100 100 100 100 76 80 0 100 100 100 100 100

2qwj.G28 100 100 100 100 100 100 100 0 100 4 100 100 100 100 100

2qwk.G39 100 12 52 100 100 100 100 100 100 100 100 100 100 100 100

rank 1 90.7 65.6 64.5 95.2 93.9 92.0 87.5 39.5 80.0 56.3 98.7 97.6 81.6 88.0 93.3

rank 3 99.7 87.5 94.9 100.0 99.7 99.7 100.0 60.5 93.1 80.5 100.0 99.5 96.3 98.9 100.0

rank 10 100.0 98.4 99.2 100.0 99.7 100.0 100.0 82.9 98.7 96.0 100.0 100.0 99.7 100.0 100.0

two displaceable water molecules
ligand 1a4q 1b9t 1b9v 1f8b 1f8c 1f8d 1f8e 1inf 1inv 1inw 1mwe 1nnc 2qwi 2qwj 2qwk

1a4q.DPC 100 80 96 96 92 96 96 8 96 84 100 96 96 84 96

1b9t.RAI 100 100 100 100 100 100 100 100 100 100 100 100 0 100 100

1b9v.RA2 100 100 100 100 100 100 100 4 100 100 100 100 72 100 100

1f8b.DAN 100 96 100 100 100 100 100 52 96 88 100 100 100 100 100

1f8c.4AM 100 100 100 100 100 100 100 100 100 100 100 100 72 100 100

1f8d.9AM 100 24 88 100 100 100 100 0 88 64 100 100 100 100 100

1f8e.49A 100 92 100 100 100 100 100 100 100 100 100 100 100 100 100

1inf.ST4 4 100 72 100 8 100 8 0 88 84 100 12 0 0 0

1inv.EQP 92 100 100 100 100 100 100 100 100 100 100 100 100 100 100

1inw.AXP 100 52 72 100 100 100 100 84 100 100 100 100 100 100 100

1mwe.SIA 100 100 100 100 100 100 100 100 100 100 100 100 100 100 100

1nnc.GNA 100 76 52 96 100 100 100 40 84 28 96 100 100 100 100

2qwi.G20 100 100 52 100 100 96 100 68 92 8 100 100 100 100 100

2qwj.G28 100 100 100 100 100 100 100 24 100 56 100 100 100 100 100

2qwk.G39 100 100 100 100 100 100 100 96 100 100 100 100 100 100 100

rank 1 93.1 88.0 88.8 99.5 93.3 99.5 93.6 58.4 96.3 80.8 99.7 93.9 82.7 92.3 93.1

rank 3 100.0 97.1 96.3 100.0 99.7 100.0 100.0 69.1 97.9 93.6 100.0 100.0 94.9 100.0 99.7

rank 10 100.0 99.5 99.2 100.0 100.0 100.0 100.0 84.3 99.5 97.1 100.0 100.0 100.0 100.0 100.0
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Thymidine Kinase

Cross-docking results for thymidine kinase (TK) can be found in Table 3.15. Like for
neuraminidase, experiments with and without displaceable water molecules were per-
formed. The results obtained when neglecting water molecules are presented in the
upper part of Table 3.15. While the native docking success rates shown on the diagonal
are all between 76% and 100% (except for PDB codes 1e2n and 1ki2), only poor average
success rates can be observed for non-native docking experiments when looking at the
top-ranked solutions (rank 1 ). The best-performing protein structures are 1qhi, 1vtk,
3vtk and 1ki6 with average success rates between 60% and 72%. Protein structure 1ki2
performs worst among all, only capable of reproducing a few ligands correctly at low
success rates. Interestingly, for this structure a considerably higher average success rate
can be observed up to rank 3 (56.5%) and rank 10 (92.8%). This trend is also true
for the rest of the protein structures reaching average success rates between 68% (PDB
code 1e2n) and 98% (PDB code 1qhi) for rank 10. The search time per ligand was 18.3 s
on average.

The lower part of Table 3.15 shows the results obtained, when considering up to 3
structurally conserved water molecules during docking depending on the protein struc-
ture. For most protein structures, an improvement with respect to the average success
rate can be observed, but for some structures like 1ki6, 1ki7, 1ki8 and 3vtk the success
rates stay approximately the same. However, one protein structure, PDB code 1qhi,
clearly benefits from the inclusion of the water molecules resulting in an average success
rate of 76%. While for solutions up to rank 3 an improvement for protein structures
1e2p, 1ki2, 1ki3, 1ki7 and 2ki5 can be observed, the success rates up to rank 10 do not
change significantly compared to the experiments without water molecules. The aver-
age search time per ligand increases to 47.5 s when considering up to three displaceable
water molecules. Even if the improvement of the pose prediction results obtained in
consideration of water molecules are not that pronounced, virtual screening experiments
can profit from their inclusion as will be shown later.
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Table 3.15: Cross-docking results for target thymidine kinase (TK). The upper
part of the table presents results obtained when no explicit water
molecules are considered, while the lower part shows the results when
water molecules W1, W2 and W3 are considered during docking. On
the diagonal native docking results can be found (bold). Additionally,
for each receptor the average percentage of correctly reproduced ligand
poses up to rank 1, 3 and 10 is given. All results are averaged over 25
independent experiments.

thymidine kinase
ligand 1e2k 1e2m 1e2n 1e2p 1ki2 1ki3 1ki4 1ki6 1ki7 1ki8 1kim 1qhi 1vtk 2ki5 3vtk

1e2k.TMC 100 100 100 100 0 0 0 100 0 100 4 0 100 0 100

1e2m.HPT 100 100 100 100 20 0 92 100 96 100 100 32 100 0 100

1e2n.RCA 0 100 4 92 0 100 0 92 0 0 0 100 100 0 0

1e2p.CCV 100 100 100 100 8 0 100 100 84 100 100 44 100 0 100

1ki2.GA2 0 0 0 0 28 40 0 0 0 0 0 100 0 100 0

1ki3.PE2 0 0 0 0 12 100 0 0 0 0 0 100 0 100 0

1ki4.BTD 0 0 0 0 0 0 100 100 0 100 0 100 0 0 0

1ki6.AHU 100 4 28 0 0 0 100 100 100 100 100 0 100 0 100

1ki7.ID2 100 100 100 0 0 0 100 100 100 100 100 44 100 0 100

1ki8.BVD 8 0 84 0 0 0 100 100 100 100 0 8 100 0 100

1kim.THM 100 0 96 0 0 0 96 100 100 100 100 12 100 0 100

1qhi.BPG 0 0 0 0 0 100 0 0 0 56 0 100 8 100 100

1vtk.TMP 100 96 4 92 0 0 100 96 0 0 84 80 76 92 100

2ki5.AC2 0 0 0 0 32 100 0 0 0 0 0 100 0 100 0

3vtk.5IU 100 92 56 88 0 0 100 100 0 0 16 92 88 88 100

rank 1 53.9 46.1 44.8 38.1 6.7 29.3 59.2 72.5 38.7 57.1 40.3 60.8 64.8 38.7 66.7

rank 3 69.3 67.2 63.5 65.3 56.5 60.0 69.6 76.0 51.5 65.6 74.1 90.4 75.5 58.7 75.7

rank 10 75.5 77.6 68.5 79.7 92.8 84.8 76.5 78.9 78.9 71.2 80.0 98.4 80.8 95.5 90.1

up to three displaceable water molecules
ligand 1e2k 1e2m 1e2n 1e2p 1ki2 1ki3 1ki4 1ki6 1ki7 1ki8 1kim 1qhi 1vtk 2ki5 3vtk

1e2k.TMC 100 100 96 100 68 0 88 100 4 100 100 8 100 0 100

1e2m.HPT 100 100 100 100 12 88 100 100 84 100 100 40 100 44 100

1e2n.RCA 0 100 100 92 96 96 0 92 12 0 4 96 100 80 0

1e2p.CCV 100 100 100 100 64 44 100 100 76 100 100 96 100 4 100

1ki2.GA2 0 0 0 0 44 52 0 0 0 0 0 100 0 100 0

1ki3.PE2 0 0 0 0 28 100 0 0 0 0 0 100 0 100 0

1ki4.BTD 0 0 0 80 0 0 100 100 0 100 84 100 0 0 0

1ki6.AHU 100 96 92 28 0 16 100 100 100 100 100 32 100 0 100

1ki7.ID2 100 100 100 76 60 20 100 100 100 100 100 64 100 28 100

1ki8.BVD 84 0 80 0 0 0 100 100 100 100 72 96 100 0 100

1kim.THM 100 84 96 8 20 60 100 100 100 100 100 28 100 12 100

1qhi.BPG 0 0 0 0 12 100 8 0 0 24 0 100 52 100 96

1vtk.TMP 100 100 60 96 0 16 100 100 0 8 92 88 100 96 100

2ki5.AC2 0 0 0 0 16 100 0 0 0 0 0 100 0 100 0

3vtk.5IU 100 100 72 84 0 4 100 100 0 28 88 92 100 100 100

rank 1 58.9 58.7 59.7 50.9 28.0 46.4 66.4 72.8 38.4 57.3 62.7 76.0 70.1 50.9 66.4

rank 3 68.8 69.6 66.1 73.3 71.7 70.7 69.3 75.2 57.6 65.1 73.6 90.7 76.0 76.0 75.7

rank 10 75.2 79.5 69.1 79.7 94.1 87.7 78.1 77.9 79.5 70.9 79.7 97.9 79.7 98.4 90.1
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Trypsin

The cross-docking results obtained for target trypsin are shown in Table 3.16. Except
for protein structure 1tnk, all native docking poses can be reproduced correctly with
average success rates between 40% and 100%. In general, the ligand structure of PDB
code 1tnk seems to be the most problematic one, being only docked correctly with high
average success rates in the non-native protein structures 1ppc and 1tld. However,
the general performance across all protein structures is convincing with average success
rates per protein structure from 62% for PDB code 3ptn up to 95% for PDB code 1ppc
when looking at the top-ranked solutions only. However, when considering solutions
up to rank 3 and 10, success rates up to between 90% and 100% can be observed for
all protein structures except for PDB code 3ptn. The average search time per ligand
was approximately 16 s. For this target, additionally virtual screening results as well as
results for a target-specific scoring function will be presented later.

Table 3.16: Cross-docking results for target trypsin. On the diagonal native dock-
ing results can be found (bold). Additionally, for each receptor the
average percentage of correctly reproduced ligand poses up to rank
1, 3 and 10 is given. All results are averaged over 25 independent
experiments.

ligand 1ppc 1tng 1tnh 1tni 1tnj 1tnk 1tnl 3ptb 1max 1tld 1tpo 1tpp 3ptn

1ppc.NAS 80 68 92 64 92 88 96 64 40 28 68 68 72

1tng.AMC 100 100 100 100 100 100 100 100 100 100 100 100 100

1tnh.FBA 100 100 100 100 100 100 100 100 100 100 100 100 100

1tni.PBN 80 60 92 40 52 36 24 0 72 92 76 80 0

1tnj.PEA 100 100 100 100 100 100 100 100 100 100 100 100 100

1tnk.PRA 100 8 20 24 44 24 40 60 4 80 20 4 24

1tnl.TPA 100 100 100 100 100 100 100 100 0 100 4 100 0

3ptb.BEN 100 100 100 100 100 100 100 100 100 100 100 100 100

rank 1 95.0 79.5 88.0 78.5 86.0 81.0 82.5 78.0 64.5 87.5 71.0 81.5 62.0

rank 3 97.0 98.0 98.5 96.0 97.0 98.0 95.5 86.5 84.0 95.5 98.0 85.0 69.5

rank 10 97.5 100.0 99.5 96.5 99.0 98.5 99.5 89.5 96.0 97.5 99.0 95.5 79.5
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Protein Flexibility

Today’s docking approaches can handle different levels of protein flexibility, ranging
from simple scaling of van-der Waals parameters over side-chain flexibility up to small
backbone movements. However, this is an active area of research and great care must be
taken how much flexibility to allow for a docking experiment with respect to obtaining
meaningful results. In PLANTS, protein side-chain flexibility is available, but it must be
noted that this functionality was mainly developed for removing steric clashes in cross-
docking experiments, i.e. to allow side-chains to move away in order to principally allow
ligands to bind in their experimentally observed conformation. The approach does not
account for appropriate intra-protein interactions, which is a separate field of research.
Thus, the results presented in this work are of preliminary nature and do not contain
examples requiring large-scale deformations of the receptor to reproduce known ligands
correctly. The weights for the intra-protein potentials were chosen as wclash-prot = 1.0,
wtors-prot = 1.0 and wplp-prot = 0.6. The parameters used for the intra-protein PLP scoring
function were the same as for PLANTSPLP model M5. These parameters were selected on
an empirical basis and may be optimized in future research efforts. For the experiments
considering side-chain flexibility the value of parameter σ was set to 2.0 to account for
the increased search space induced by the additional degrees of freedom.

Protein Kinase A

The first target investigated with respect to protein flexibility is protein kinase A (PKA).
Note that the results presented here differ from [53], where a different parameterization
for PLANTSCHEMPLP and a success criterion of 2.5 Å was used for the assessment of
correctly predicted poses. Especially the intra-protein potential used here is less forgiving
with respect to near-atom contacts. Instead of the MMFF94 force field [126] used in
the previous work, here the ligand structures were minimized in vacuo with the Tripos
force field [120]. Table 3.17 presents the results obtained when using a rigid receptor
(upper part) and when the side-chain of residue PHE327 is treated flexibly (lower part).
In the case of a rigid receptor, all ligands can be reproduced correctly in their native
protein structures with average success rates between 56% and 100%. Noteworthy, even
the PKA apo structure (PDB code 1jlu) is capable of reproducing the conformation of
4 out of 8 ligands correctly. The best-performing protein structures, when looking at
the top-ranked solutions only, are 1q8t, 1q8w and 1ydr with average success rates of
around 71% to 75%, while protein structure 1stc performs worst with only 3 correctly
reproduced ligand conformations. For solutions up to rank 3 and 10, the maximum
success rates reachable are 87.5%, which can be attributed to the wrong prediction of
ligand staurosporine (PDB code 1stc) in all non-native protein structures due to the
adverse conformation of protein side-chain PHE327. In the case of the rigid receptor, a
docking experiment took 20.9 s per ligand on average.

When treating the side-chain of residue PHE327 flexibly (see lower part of Table 3.17),
ligand staurosporine can now be reproduced correctly in all protein-structures except
1yds and 1jlu. However, the side-chain flexibility has a detrimental effect on the native
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docking results of 1q8w. While the ligand structure could be reproduced correctly as the
top-ranked solution in the case of a rigid receptor, a solution with RMSD lower than 2 Å
can now be found on rank 2 for this complex. Thus, the average success rate for 1q8w
now decreases to 66.5% when looking at the top-ranked solutions only. Nevertheless,
protein structures 1q8t and 1ydr are now capable of reproducing all ligand structures
correctly with average success rates of 85.5% and 89%, respectively. The overall success
rates up to rank 3 and 10 now increase to up to 100% due to the possibility of docking the
ligand staurosporine correctly. These success rates obviously show that the ranking of
the structures is currently suboptimal, i.e. the correct conformations are sampled by the
optimization algorithm (for protein structures 1q8t, 1q8u, 1q8w, 1ydr, 1yds and 1ydt in
nearly 100% of the experiments one of the ten returned solutions has a RMSD lower than
2 Å), but the scoring function is not capable of identifying these near-native complex
conformations with the best scoring function values. For the partially flexible receptor
experiments, the average docking time per ligand increased to 56.8 s. The influence of
partial receptor flexibility on enrichment factors in virtual screening experiments will be
discussed for this target in Section 3.4.
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Table 3.17: Cross-docking results for target protein kinase A (PKA). The upper
part of the table presents results obtained when using a rigid receptor
representation, while the lower part shows the results when the side-
chain of residue PHE327 is treated flexibly. On the diagonal native
docking results can be found (bold). Additionally, for each receptor
the average percentage of correctly reproduced ligand poses up to rank
1, 3 and 10 is given. All results are averaged over 25 independent
experiments.

protein kinase A

rigid receptor
ligand 1fmo 1q8t 1q8u 1q8w 1stc 1ydr 1yds 1ydt 1jlu

1fmo.ADN 100 100 92 100 0 100 100 96 100

1q8t.Y27 100 100 40 100 0 44 28 100 96

1q8u.H52 0 100 100 8 100 100 4 100 100

1q8w.M77 100 100 100 100 0 100 100 36 96

1stc.STO 0 0 0 0 100 0 0 0 0

1ydr.IQP 100 100 44 100 100 100 92 20 4

1yds.IQS 100 60 0 100 0 100 88 64 0

1ydt.IQB 0 44 16 64 0 52 92 56 8

rank 1 62.5 75.5 49.0 71.5 37.5 74.5 63.0 59.0 50.5

rank 3 65.0 84.0 75.5 86.0 48.5 87.0 86.0 86.0 72.0

rank 10 75.0 87.5 87.5 87.5 61.0 87.5 86.5 87.5 78.5

flexible receptor (PHE327)
ligand 1fmo 1q8t 1q8u 1q8w 1stc 1ydr 1yds 1ydt 1jlu

1fmo.ADN 100 100 84 100 0 100 100 100 100

1q8t.Y27 100 100 56 100 0 64 64 100 96

1q8u.H52 0 100 100 4 100 100 20 100 100

1q8w.M77 12 100 100 8 0 100 100 32 80

1stc.STO 100 100 100 100 100 100 0 100 0

1ydr.IQP 100 100 48 100 32 100 100 28 16

1yds.IQS 100 36 0 72 4 84 72 44 0

1ydt.IQB 0 48 20 48 0 64 72 72 8

rank 1 64.0 85.5 63.5 66.5 29.5 89.0 66.0 72.0 50.0

rank 3 75.0 95.0 88.0 98.0 45.5 99.0 87.5 99.5 64.0

rank 10 87.5 99.0 99.5 99.5 66.5 99.5 99.0 100.0 88.5
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Cyclin-dependent Kinase 2

The second target investigated with respect to partial protein flexibility was cyclin-
dependent kinase 2 (CDK2). Results for the rigid receptor experiments can be found
in the upper part of Table 3.18. The lower part shows the results, when the side-chain
of protein residue LYS33 was treated flexibly. The native docking performance for this
target is convincing with 11 of 12 correctly reproduced complex conformations. All lig-
and structures except the one of PDB code 1h1p are reproduced with high success rates
between 96% and 100% independent of receptor flexibility. While the CDK2 apo struc-
ture is not capable of reproducing any ligand structure correctly, protein structures 1di8
and 1fvv perform quite well with average success rates of 71% and 74%, respectively.
For 1di8, this success rate even increases to 85% when the side-chain of residue LYS33
is treated flexibly (see lower part of Table 3.18), while no improvement can be observed
for protein structure 1fvv. In the partially flexible receptor case also the apo structure
is able to reproduce at least two ligand structures correctly with success rates of 100%.
When looking at the results for solutions up to rank 3 and 10, success rates up to 100%
can be reached when considering receptor flexibility (PDB code 1di8). However, only
few protein structures benefit significantly from the receptor flexibility up to rank 3 and
10, for example PDB codes 1e1x, 1h1q and 1jsv. For one protein structure, 1h1s, even
a detrimental effect can be observed. In general, the same conclusions as for target
PKA can be drawn. In many cases, near-native solutions are sampled by PLANTS
and returned within the 10 best ranks, but the top-ranked solutions can differ signifi-
cantly from the experimentally observed ligand poses for cross-docking experiments. For
CDK2, the average docking times per ligand were 17.9 s for the rigid and 55.4 s for the
flexible receptor case.

Conclusions

The cross-docking results presented in this section clearly identified the limits of today’s
docking approaches. However, it must be noted that for the assessment of these ex-
periments stringent success criteria (RMSD of top-ranked solution within 2 Å) and in
vacuo minimized ligand structures were used. While only for a few targets convincing
results could be obtained when directly using the protein structures as given, the careful
inclusion of additional degrees of freedom like displaceable explicit water molecules or
side-chain flexibility into the docking process lead in most cases to an improvement in
pose prediction accuracy. The information gained about promiscuous protein structures,
i.e. ones capable of reproducing the conformation of many active ligands correctly, is of
special interest for virtual screening experiments presented next.
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Table 3.18: Cross-docking results for target cyclin-dependent kinase 2 (CDK2).
The upper part of the table presents results obtained when using a rigid
receptor representation, while the lower part shows the results when
the side-chain of residue LYS33 is treated flexibly. On the diagonal
native docking results can be found (bold). Additionally, for each
receptor the average percentage of correctly reproduced ligand poses
up to rank 1, 3 and 10 is given. All results are averaged over 25
independent experiments.

cyclin-dependent kinase 2

rigid receptor
ligand 1aq1 1di8 1dm2 1e1x 1e9h 1fvt 1fvv 1g5s 1h1p 1h1q 1h1s 1jsv 1hcl

1aq1.STU 100 100 100 0 0 0 0 0 100 0 0 0 0

1di8.DTQ 100 100 20 0 100 92 92 100 100 0 88 0 0

1dm2.HMD 100 100 100 0 100 100 100 100 100 0 100 0 0

1e1x.NW1 4 0 0 100 0 0 0 0 96 0 0 0 0

1e9h.INR 0 100 0 0 100 0 100 0 100 0 100 0 0

1fvt.106 100 100 100 0 100 100 100 100 0 0 100 0 0

1fvv.107 0 8 0 0 0 28 96 0 0 0 16 0 0

1g5s.I17 0 44 44 0 100 100 100 100 4 36 100 0 0

1h1p.CMG 0 0 0 100 0 0 0 32 24 0 4 100 0

1h1q.2A6 40 100 0 100 100 68 100 96 0 100 96 100 0

1h1s.4SP 40 100 0 4 0 96 100 88 0 0 100 100 0

1jsv.U55 96 100 0 0 0 100 100 96 0 0 100 100 0

rank 1 48.33 71.00 30.33 25.33 50.00 57.00 74.00 59.33 43.67 11.33 67.00 33.33 0.00

rank 3 73.33 92.67 46.67 25.67 62.67 77.33 74.33 84.67 64.00 29.67 86.33 33.33 3.00

rank 10 96.67 98.67 70.00 36.00 69.00 96.33 79.00 99.33 73.67 47.00 90.33 37.67 16.33

flexible receptor (LYS33)
ligand 1aq1 1di8 1dm2 1e1x 1e9h 1fvt 1fvv 1g5s 1h1p 1h1q 1h1s 1jsv 1hcl

1aq1.STU 100 100 92 0 16 0 0 0 100 100 0 0 0

1di8.DTQ 100 100 0 32 96 100 100 100 100 4 16 0 0

1dm2.HMD 100 100 100 0 100 100 100 100 100 0 100 8 100

1e1x.NW1 0 0 0 100 0 0 0 0 100 0 0 0 0

1e9h.INR 100 100 0 80 100 0 100 0 100 0 100 0 0

1fvt.106 100 100 100 0 100 100 100 100 0 0 100 100 0

1fvv.107 0 64 0 0 0 44 100 0 0 0 0 48 0

1g5s.I17 0 80 0 28 100 96 100 100 0 56 100 100 100

1h1p.CMG 0 76 0 100 4 56 0 76 20 0 12 8 0

1h1q.2A6 0 100 0 100 100 92 88 100 0 96 100 100 0

1h1s.4SP 40 100 0 16 0 96 100 96 0 0 100 100 12

1jsv.U55 100 100 0 0 0 100 100 8 0 0 100 100 0

rank 1 53.33 85.00 24.33 38.00 51.33 65.33 74.00 56.67 43.33 21.33 60.67 47.00 17.67

rank 3 76.33 98.00 46.67 47.67 62.67 87.00 75.00 87.67 64.00 48.00 83.67 65.67 21.33

rank 10 97.00 100.00 71.00 78.67 67.67 97.67 76.33 97.67 73.67 63.33 85.33 79.00 39.00
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3.4 Virtual Screening

In this section, the performance of PLANTS with respect to virtual screening, i.e. iden-
tifying potentially biologically active ligands in a given database, is investigated. Here,
two types of experiments will be presented. The first class of virtual screening experi-
ments considers protein structures and known active ligands part of the cross-docking
sets neuraminidase, thymidine kinase, protein kinase A and trypsin, for which informa-
tion on the ligand poses is available. This kind of experiment will be called supervised.
In contrast, for the second class of virtual screening experiments only PLANTS’ abil-
ity to discriminate between biologically active and inactive ligands can be tested due
to missing experimentally determined complex structures of the active ligands. In this
case, the generated ligand poses can be only assessed visually with respect to important
protein-ligand interactions. This type of experiment will be called unsupervised and
reflects in some way screening projects for which no information about specific interac-
tions, protein flexibility or explicit water molecules is available. Thus, due to missing
information about correct pose prediction results in some of these cases artificial en-
richment may be observed. The inactive ligands are chosen from the ZINC database
as described in Section 3.1.2. Property distributions for the known active and inac-
tive ligands can be found in Appendix A. All data sets were prepared in the same
way and consist of 2% known active and 98% inactive ligands. Thus, for a target like
neuraminidase where 15 known active ligands are available, 735 inactive ligands were
added which approximately match the property distributions of the active ligands. All
screening experiments were carried out on an Intel Xeon X5365 CPU with 3GHz us-
ing PLANTS with search parameter settings speed 1. For all protein structures taken
from the cross-docking experiments, the same binding site definitions as used there were
taken. For the unsupervised experiments, the binding site for the protein structures
was defined by a sphere enclosing all protein atoms up to 6 Å (8 Å for MMP3) away
from any heavy-atom of the co-crystallized ligand structure, i.e. the ones contained in
PDB codes 1ere, 1eve, 1hy7 and 1g2l. The measures used to assess the virtual screening
performance, the area under curve (AUC) value and the enrichment factor (EF), were
already described in Section 3.1. The term ranked database used in the following sec-
tions means the docked database as returned by PLANTS sorted according to increasing
scoring function values. Thus, the best-scoring complex structures will constitute the
top-percent of the ranked database.
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3.4.1 Supervised Experiments

For the supervised virtual screening experiments the cross-docking targets neuraminidase
(NA), thymidine kinase (TK), protein kinase A (PKA) and trypsin have been consid-
ered. Due to the pose prediction results obtained for these targets, knowledge about
promiscuous receptor structures, i.e. protein structures capable of reproducing the con-
formation of many active ligands correctly, is available. The selection of such a protein
structure for screening minimizes the chance of artificial enrichment. For all targets, the
known active ligands are represented by the ligand structures used in the cross-docking
experiments. The inactive ligands were selected for each target individually as already
described previously. The supervised virtual screening experiments were only carried out
for the scoring function PLANTSCHEMPLP M3 because no cross-docking pose prediction
experiments were performed for PLANTSPLP. Table 3.19 presents the virtual screening
results obtained for all supervised experiments.
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Table 3.19: Results for the supervised virtual screening experiments. For all tar-
gets, the enrichment factors at 1%, 2%, 5% and 10% of the ranked
database as well as the AUC value are presented for scoring func-
tion PLANTSCHEMPLP M3. Experiments considering different receptor
structures (PDB codes given) as well as displaceable water molecules
(water) and protein flexibility (flexible) were carried out. The maxi-
mum enrichment factors reachable at 1%, 2%, 5% and 10% are 50,
50, 20 and 10, respectively.

enrichment factor

1% 2% 5% 10% AUC avg. time [s]
optimum 50.0 50.0 20.0 10.0 1.00

neuraminidase

1f8b 9.8 13.3 12.0 9.3 0.94 27.89
1mwe 6.7 16.7 14.0 9.3 0.95 27.93
1f8b water 23.2 23.3 14.7 9.3 0.96 65.56
1mwe water 36.6 23.3 16.0 9.3 0.97 62.20

thymidine kinase

1ki6 0.0 3.3 4.7 4.7 0.81 19.23
1qhi 6.7 3.3 4.0 2.7 0.68 19.17
1ki6 water 16.5 20.0 12.0 6.7 0.89 43.51
1qhi water 13.4 10.0 4.0 3.3 0.70 63.48

trypsin

1ppc 12.5 6.2 2.5 1.2 0.68 13.11
1tld 12.5 6.2 2.5 1.2 0.73 13.33

protein kinase A

1q8t 12.5 6.2 2.5 1.2 0.72 24.75
1ydr 0.0 0.0 2.5 1.2 0.64 22.17
1q8t flexible 0.0 6.2 2.5 1.2 0.81 64.76
1ydr flexible 0.0 0.0 5.0 2.5 0.70 61.73
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Neuraminidase

In the case of the first target, neuraminidase, protein structures 1f8b and 1mwe were
selected for the screening experiments based on the cross-docking results presented in
the last section. Both protein structures showed an excellent performance with respect
to reproducing the conformation of active ligands correctly. The AUC values close to
1, i.e. 0.94 for PDB code 1f8b and 0.95 for PDB code 1mwe, indicate a good overall
discrimination performance for the scoring function PLANTSCHEMPLP M3 used for all
screening experiments. When looking at the enrichment factors obtained at the top 1%
to 2% of the ranked database, values between 6.7 and 16.7 can be observed. These values
are reasonable taking a maximum enrichment factor of 50 into account. At 5% of the
ranked database enrichment factors between 12 and 14 (of maximum 20) are reached.
Finally, at 10% near-optimal enrichment factors of 9.3 (of maximum 10) are achieved.
On average, the docking time per ligand structure was around 28 s. Additionally, ex-
periments considering two displaceable water molecules were carried out to investigate
their influence on the enrichment factors obtained in virtual screening. The results for
these experiments (1f8b water and 1mwe water in Table 3.19) are quite encouraging.
While the AUC value assessing the overall virtual screening performance only improves
slightly, a boost for the enrichment factors at 1% and 2% can be observed. Protein
structure 1f8b now reaches an enrichment factor of 23.2 at 1% and 1mwe even reaches
a value of 36.6. When looking at the enrichment factors obtained at 2% of the ranked
database, both protein structures reach a good value of 23.3. The values at 5% and 10%
do not change significantly. As already observed for the cross-docking experiments, the
average docking times per ligand increase when considering water molecules, in this case
to between 62 s and 66 s per ligand on average.

These observations are also reflected in the enrichment plot and the scoring function
value histogram presented in Figures 3.24a and 3.24b, respectively. A logarithmic scale
for the x-axis is used for Figure 3.24a to emphasize the results obtained up to the top
10% of the ranked database. From this plot it is obvious that all 4 screening protocols
tested perform much better than a purely random selection strategy. When the 2 dis-
placeable structurally conserved water molecules (marked with water) are considered,
an improved discrimination performance up to 8% of the ranked database can be ob-
served. Especially for protein structure 1mwe a near-optimal selection is obtained up
to 1% of the database in this case. While without water molecules all active ligands
are recovered up to 43% of the ranked database, they are recovered up to 29% of the
database when the water molecules are included in the docking calculation. The better
discrimination when considering the water molecules is reflected in the scoring function
histogram presented in Figure 3.24b for protein structure 1mwe. Generally, a good dis-
crimination performance between active and inactive ligands can be seen, irrespective
of the inclusion of water molecules. However, when no water molecules are considered
several inactive structures (green curve) score better than the active ones (red curve).
In contrast, when water molecules are included several active structures (blue curve) ex-
hibit now better scoring function values than the best inactive ligands (magenta curve)
due to the additional hydrogen bonds formed.
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Figure 3.24: Results for the virtual screening of target neuraminidase using
PLANTSCHEMPLP M3. (a) Enrichment plot. Note the logarithmic
scale of the x-axis. (b) Scoring function value histogram for protein
structure 1mwe. Note the logarithmic scale of the y-axis.
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Thymidine Kinase

Similar observations as for neuraminidase can be made for target thymidine kinase (TK).
The overall virtual screening performance assessed for the two best-performing protein
structures from the cross-docking experiments presented in Section 3.3.2, PDB codes
1ki6 and 1qhi, is only reasonable reaching AUC values of 0.81 and 0.68, respectively.
This is also reflected in the enrichment factors obtained at 1% of the ranked database,
where no enrichment is observed for protein structure 1ki6 and the enrichment factor of
6.7 reached for protein structure 1qhi is also only reasonable. This trend continues up to
2% of the ranked database, where both protein structures reach an enrichment factor of
3.3 (of maximum 50). At 5% of the database the values increase slightly to 4.7 and 4 (of
maximum 20), while at 10% values of 4.7 and 2.7 (of maximum 10) are observed for pro-
tein structure 1ki6 and 1qhi, respectively. For these experiments, average docking times
of approximately 19 s per ligand were measured. When considering the 2 structurally
conserved water molecules for protein structure 1ki6 and the 3 water molecules for struc-
ture 1qhi, like for neuraminidase a better discrimination performance can be observed.
This is reflected in the slightly improved AUC values of 0.89 for protein structure 1ki6
and 0.7 for 1qhi. At 1% of the ranked database now an enrichment factor of 16.5 for
1ki6 and 13.4 for 1qhi can be observed, which is a major improvement compared to
the results obtained with previous docking protocols. Also at 2%, improved enrichment
factors of 20 and 10 for protein structure 1ki6 and 1qhi are reached, respectively. Only
protein structure 1ki6 benefits significantly from the water molecules when looking at
the enrichment factors obtained at 5% and 10% of the ranked database, where values
of 12 and 6.7 can be observed. Protein structure 1qhi only shows a slightly improved
enrichment factor of 3.3 at 10% of the ranked database. The average docking times
per ligand vary for protein structure 1ki6 (43.5 s) and 1qhi (63.5 s), because only two
water molecules were considered for 1ki6, while three water molecules were included in
the docking process for 1qhi. The enrichment plot as well as the scoring function value
histogram are presented in Figures 3.25a and 3.25b. Please note again the logarithmic
scale used for the x-axis in Figure 3.25a. The enrichment plot confirms the observa-
tions already described above. The overall best-performing docking protocol is protein
structure 1ki6 in conjunction with the two displaceable water molecules (blue curve).
This is the only protocol able to identify 70% of the active ligands within the top 10%
and 90% of the active ligands within 30% of the ranked database. The performance of
structure 1qhi is less convincing, irrespective of including water molecules or not. The
protocol using 1qhi with water molecules is even outperformed by protein structure 1ki6
without water molecules starting from 6% of the ranked database. The scoring function
value histogram for protein structure 1ki6 comparing the protocols with and without
water molecules can be found in Figure 3.25b. For the case that no water molecules are
considered, the active ligands (red curve) are covered by many inactive ligands (green
curve), which also provide the best-scoring structures. While still several inactive lig-
ands (magenta curve) score better than the active ones (blue curve) when considering
water molecules, altogether less inactive ligands cover the set of active ones resulting in
the higher enrichment values observed in Table 3.19.
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Figure 3.25: Results for the virtual screening of target thymidine kinase using
PLANTSCHEMPLP M3. (a) Enrichment plot. Note the logarithmic
scale of the x-axis. (b) Scoring function value histogram for protein
structure 1ki6. Note the logarithmic scale of the y-axis.
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Trypsin

For target trypsin protein structures 1ppc and 1tld were selected for virtual screening
experiments according to the results obtained for cross-docking. The overall screening
performance for this target is reasonable, reaching AUC values of 0.68 and 0.73 for pro-
tein structure 1ppc and 1tld, respectively. The enrichment factors obtained up to 10%
of the ranked database for both protein structures are identical. At 1% a reasonable en-
richment factor of 12.5 can be observed, decreasing to 6.2 at 2% of the ranked database.
Enrichment factors of 2.5 and 1.2 are reached up to 5% and 10%, respectively. These
trends are also confirmed by the enrichment plot shown in Figure 3.26a. Here, the better
discrimination of protein structure 1tld starting from approximately 25% of the ranked
database is obvious, which is also reflected in the higher AUC value observed for this
protein structure. For both structures, the average docking time per ligand was around
13 s.

Protein Kinase A

The influence of partial protein flexibility on enrichment values in virtual screening
was investigated for target protein kinase A (PKA). Like for trypsin, only reasonable
overall discrimination performance can be observed. The two protein structures used
for screening, PDB code 1q8t and 1ydr, reach AUC values of 0.72 and 0.64, respectively.
While for protein structure 1q8t enrichment factors of 12.5 and 6.2 can be observed at
1% and 2% of the ranked database, protein structure 1ydr exhibits no enrichment at
all. At 5% and 10% of the ranked database, both protein structures perform equally
and reach enrichment factors of 2.5 and 1.2, respectively. For these experiments average
docking times of around 22 s to 25 s per ligand were measured. When treating the
side-chain of protein residue PHE327 flexibly, the overall discrimination performance
improves for both protein structures, which is reflected in the increased AUC values of
0.81 for 1q8t and 0.7 for 1ydr. However, the partial receptor flexibility has a detrimental
effect on the enrichment factors obtained at 1% of the ranked database. For both protein
structures, an enrichment factor of 0 is observed. At 2% of the ranked database, no
change in enrichment is obvious when compared to the rigid receptor results. Only
for protein structure 1ydr, an improvement with respect to the enrichment factor is
observed at 5% and 10% of the ranked database. Here, the values increase to still
only moderate values of 5 and 2.5, respectively. The average search time increases to
between 62 s and 65 s per ligand structure. Figure 3.26b shows the enrichment plot for
all four docking protocols assessed. Obviously, none of these protocols performs optimal,
but the one using protein structure 1q8t with the flexible side-chain shows the overall
best discrimination performance, capable of recovering all active ligands up to 40% of
the database. Protein structure 1ydr considering side-chain flexibility at least shows an
improved performance up to 10% of the ranked database, but does not exhibit the same
discrimination performance observed for 1q8t.
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Figure 3.26: Virtual screening results for trypsin and protein kinase A using
PLANTSCHEMPLP M3. (a) Enrichment plot for two trypsin protein
structures (PDB codes 1ppc and 1tld). (b) Enrichment plot for pro-
tein kinase A (PDB codes 1q8t and 1ydr). The enrichment curves
obtained when treating the side-chain of residue PHE327 flexibly are
marked with flex.
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3.4.2 Unsupervised Experiments

In contrast to the supervised virtual screening experiments carried out in the last section,
for the experiments presented in this section no information about promiscuous protein
structures and cross-docking pose prediction performance is available. The known ac-
tive ligands as well as the protein structures used for carrying out the virtual screening
experiments were taken from [116]. The inactive ligands were selected, like for the super-
vised experiments, for each target individually. Table 3.20 shows the results obtained for
all four targets, estrogen receptor α (mimics and toxins), acetylcholine esterase, matrix
metalloproteinase 3 and factor Xa when using scoring functions PLANTSCHEMPLP M3

and PLANTSPLP M5.

Estrogen Receptor α

For estrogen receptor α (ERα) two different sets of active ligands, mimics and toxins,
were considered according to [116]. For both scoring functions PLANTSCHEMPLP and
PLANTSPLP only a poor to reasonable discrimination performance can be observed,
reaching AUC values of 0.68 (PLANTSCHEMPLP) and 0.62 (PLANTSPLP) for the mimics
subset. While PLANTSCHEMPLP reaches enrichment factors of 8.3 and 6.9 at 1% and
2% of the ranked database, for PLANTSPLP no enrichment is observed. The enrichment
factors at 5% and 10% of the ranked database are also not convincing with values
between 1.4 and 3.9 for both scoring functions. In the case of PLANTSPLP, average
docking times per ligand of 6.5 s were measured, while the average docking time per
ligand increases to 7.9 s for the scoring function PLANTSCHEMPLP. For the toxins subset,
slightly better results can be observed. In this case, PLANTSCHEMPLP reaches an AUC
value of 0.74 and PLANTSPLP a value of 0.7. Both scoring functions show enrichment
factors greater than 0 up to 10% of the ranked database. However, only reasonable
enrichment factors of 9.1 for PLANTSCHEMPLP and 3.6 for PLANTSPLP (of maximum
50) are reached at 1%. While for PLANTSPLP the enrichment factor stays the same at
2%, it decreases for PLANTSCHEMPLP to a value of 5. The enrichment values at 5%
and 10% of the database are all between 2 and 2.7 for both scoring functions, thus
no significant difference in performance can be observed. The average docking times
for this subset were around 4 s for PLANTSPLP and around 6 s for PLANTSCHEMPLP.
Enrichment plots for all ERα screening protocols are presented in Figure 3.27a for both
ligand subsets, mimics and toxins. From this plot it is obvious that all protocols perform
clearly worse than the optimum selection strategy, but still better than random selection.
However, for PLANTSPLP only a slightly better performance than the random strategy
can be seen for the mimics subset. From these results it can be concluded that screening
protocols using PLANTSCHEMPLP exhibit a better discrimination performance than the
ones using the scoring function PLANTSPLP for this target.
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Table 3.20: Results for the unsupervised virtual screening experiments. For all
targets, the enrichment factors at 1%, 2%, 5% and 10% of the ranked
database as well as the AUC value are presented for scoring function
PLANTSCHEMPLP M3 and PLANTSPLP M5. Additionally, for target
factor Xa results in consideration of two displaceable water molecules
are shown (water). The maximum enrichment factors reachable at
1%, 2%, 5% and 10% are 50, 50, 20 and 10, respectively.

enrichment factor

1% 2% 5% 10% AUC avg. time [s]
optimum 50.0 50.0 20.0 10.0 1.00

estrogen receptor α mimics

PLANTSCHEMPLP M3 8.3 6.9 3.9 2.8 0.68 7.92
PLANTSPLP M5 0.0 0.0 2.2 1.4 0.62 6.45

estrogen receptor α toxins

PLANTSCHEMPLP M3 9.1 5.0 2.7 2.6 0.74 5.77
PLANTSPLP M5 3.6 3.6 2.5 2.0 0.70 4.08

acetylcholine esterase

PLANTSCHEMPLP M3 14.8 14.8 7.8 5.2 0.80 36.51
PLANTSPLP M5 24.1 17.6 10.4 5.9 0.80 16.84

matrix metalloproteinase 3

PLANTSCHEMPLP M3 23.3 15.8 14.3 9.5 0.97 48.20
PLANTSPLP M5 18.3 11.7 10.7 7.5 0.92 22.69

factor Xa

PLANTSCHEMPLP M3 19.4 14.0 10.2 6.6 0.89 49.87
PLANTSCHEMPLP M3 water 25.6 16.7 11.0 6.7 0.91 95.74
PLANTSPLP M5 8.9 5.8 4.2 3.6 0.79 20.94
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Figure 3.27: Enrichment plots for the virtual screening of (a) estrogen recep-
tor α (mimics and toxins) and (b) acetylcholine esterase using
PLANTSCHEMPLP M3 as well as PLANTSPLP M5.
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Acetylcholine Esterase

For target acetylcholine esterase (AChE) convincing results could be obtained. Both
scoring functions show a good discrimination performance reflected by an AUC value of
0.8. Interestingly, for this target the scoring function PLANTSPLP reaches higher enrich-
ment factors than PLANTSCHEMPLP. For example, at 1% of the ranked database an ex-
cellent enrichment factor of 24.1 can be observed for PLANTSPLP, while PLANTSCHEMPLP

only reaches a still reasonable value of 14.8. While the enrichment factor does not change
for PLANTSCHEMPLP , it decreases to 17.6 for PLANTSPLP at 2% of the ranked database.
For PLANTSPLP still high enrichment factors of 10.4 and 5.9 are reached at 5% and
10%, respectively, while for PLANTSCHEMPLP values of 7.8 and 5.2 can be observed. The
average search time per ligand was around 17 s for scoring function PLANTSPLP and
37 s for PLANTSCHEMPLP. The enrichment plot for the AChE screening is presented in
Figure 3.27b. In this plot, the better performance of PLANTSPLP at the top-percent of
the database is obvious, whereas both scoring functions perform approximately equally
well starting at 20%.

Matrix Metalloproteinase 3

While ERα and AChE exhibited quite nonpolar binding sites, target matrix metallo-
proteinase 3 (MMP3) contains a zinc-ion representing the binding-motif. The results
obtained for this target are encouraging as both scoring functions are capable of dis-
criminating well between active and inactive ligands. Scoring function PLANTSCHEMPLP

reaches a near-optimal AUC value of 0.97 and the AUC value of 0.92 for PLANTSPLP

is also excellent taking into account the simple functional form of this scoring function.
The enrichment factors obtained at 1% of the ranked database are 23.3 and 18.3 for
PLANTSCHEMPLP and PLANTSPLP, respectively. They decrease to still reasonable values
of 15.8 and 11.7 when looking at the results obtained at 2%. The values of 14.3 and
10.7 (of maximum 20) observed at 5% of the ranked database are also convincing. At
10%, PLANTSCHEMPLP even reaches a near-optimal enrichment factor of 9.5 (maximum
10) and also for PLANTSPLP a value of 7.5 can be observed. The average docking times
per ligand were around 48 s for scoring function PLANTSCHEMPLP and approximately 23 s
for PLANTSPLP. The excellent discrimination performance of both scoring functions is
also confirmed by the enrichment plot for MMP3 shown in Figure 3.28a.

Factor Xa

Finally, the virtual screening performance of PLANTS was assessed for target factor
Xa (FXA) which represents the largest screening test set with a database size of 6450
compounds. The results obtained for this target are also encouraging, at least for scor-
ing function PLANTSCHEMPLP. For this target additionally a screening experiment con-
sidering two displaceable water molecules was carried out for PLANTSCHEMPLP. For
PLANTSPLP a good overall discrimination performance could be observed reaching an
AUC value of 0.79. With PLANTSCHEMPLP, AUC values of 0.89 and 0.91 were reached
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when considering no and 2 water molecules, respectively. The differences are more pro-
nounced when looking at the enrichment factors reached at 1% of the ranked database.
While for PLANTSCHEMPLP a good enrichment factor of 19.4 is obtained, the enrichment
factor increases to 25.6 when the two water molecules are considered for the docking
process. The scoring function PLANTSPLP achieves a reasonable enrichment factor of
8.9. At 2% of the ranked database, the difference in the enrichment factor with and
without water molecules becomes smaller for PLANTSCHEMPLP. Here, values of 16.7 with
water and 14 without water are obtained. PLANTSPLP only reaches an enrichment fac-
tor of 5.8 at 2% of the database. When looking at the enrichment factors achieved at
5% of the ranked database, again the screening protocol using PLANTSCHEMPLP with
water molecules obtains the best enrichment factor of 11 (maximum 20), followed by
PLANTSCHEMPLP (no water molecules) with a value of 10.2 and PLANTSPLP with a
value of 4.2. At 10% nearly no difference between PLANTSCHEMPLP with and without
water is observed, achieving enrichment factors of 6.7 and 6.6 (of maximum 10), respec-
tively. For PLANTSPLP only a reasonable value of 3.6 is observed. These trends can also
be seen in the enrichment plot presented in Figure 3.28b. Note the logarithmic scale
of the x-axis to emphasize the interesting top part of the ranked database. Here, the
overall better discrimination performance of PLANTSCHEMPLP compared to PLANTSPLP

is obvious. The screening protocol considering the water molecules clearly performs
best at the beginning of the database. However, when looking at the average docking
times, this is also the most time-consuming setting with approximately 96 s per ligand
on average. This is followed by the screening protocol using PLANTSCHEMPLP without
water molecules, for which average docking times per ligand in the range of 50 s were
measured. Finally, the average search time per ligand for PLANTSPLP was nearly 21 s
which was thus the fastest setting.

Conclusions

The supervised and unsupervised virtual screening experiments carried out confirmed the
potential of the PLANTS approach. Although the scoring functions employed were ex-
clusively trained for pose prediction, they also showed a convincing virtual screening per-
formance across the eight protein targets studied in this work. Overall, PLANTSCHEMPLP

shows a more uniform performance across the test sets, demonstrating a higher reliabil-
ity. Additionally, it must be noted that the screening setup considers inactive ligands
very similar to the active ones, taking into account substructure-like properties, e.g. the
number of 5- and 6-membered ring systems available in the ligand, which makes the
discrimination of active and inactive compounds more challenging compared to most
studies using purely random databases of inactive compounds.
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Figure 3.28: Enrichment plots for the virtual screening of (a) matrix metallopro-
teinase 3 (MMP3) and (b) factor Xa (FXA) using PLANTSCHEMPLP

M3 and PLANTSPLP M5. Note the logarithmic scale of the x-axis in
the case of FXA. For this target, additionally the results when consid-
ering two displaceable water molecules during docking are presented.
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3.5 Tailored Scoring Functions

The scoring functions parameterized in this work, PLANTSPLP and PLANTSCHEMPLP,
show a quite good performance across the different test sets presented. However, due
to their generality, they can sometimes fail completely on specific protein target classes.
Therefore, so called tailored scoring functions for specific targets have been introduced.
Published approaches for obtaining such tailored scoring functions range from ensemble
methods [127] to random sampling in combination with line search [128]. While many
of these approaches mainly tailor the scoring function to reproduce experimentally ob-
served binding affinities, in this work the scoring function is optimized in first place to
reproduce experimentally observed ligand conformations. Negative training data, i.e.
biologically inactive ligands, can be added to the optimization process to maximize the
average score ratio between active and inactive ligands which allows for a better dis-
crimination. The optimization approach starts from a user-defined set of partial scoring
functions, which are the same as presented for PLANTSCHEMPLP. An instance of the
optimization problem then consists of the scoring function parameters to be optimized
and a set of protein-ligand complexes with known complex conformation (as well as
activity information, if available). The PLANTS algorithm is then applied twice in this
optimization framework. The outer PLANTS algorithm optimizes the scoring function’s
parameters, while the inner one performs the actual pose prediction using the actual
scoring function setting selected by the outer one. The results of the pose prediction
experiment using the specific setting are then fed back to the outer optimizer, which
conducts the scoring function parameter optimization based on the outcome of the pre-
diction, i.e. if the conformation of the top-ranked ligand conformation was predicted
correctly. Finally, the parameter settings with the best pose prediction and optionally
the best biological activity discrimination capabilities are returned. Considering the size
of the protein-ligand training set, the molecules’ degrees of freedom and the number of
docking runs performed during the optimization process, this approach is computation-
ally very demanding and clearly benefits from high performance computing.

3.5.1 Fitting Process

As already described, the two application areas of scoring functions are pose prediction,
i.e. the global optimum of the scoring function should identify experimentally observed
ligand conformations, and discrimination of biologically active and inactive compounds.
In contrast to most other scoring function tailoring approaches, which concentrate on
reproducing activity information, the presented approach is aimed at reproducing the
correct binding mode in the first instance and using negative training to optimize the
discrimination between active and inactive compounds. The PLANTS algorithm is used
to search for a protein-ligand complex conformation that has the minimum objective
function value with respect to the given scoring function parameterization. The input
for the fitting process is a set of known protein-ligand structures for which a scoring
function parameterization is to be found such that the conformation of all protein-ligand
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complexes can be predicted correctly by the docking algorithm. Thus, the optimization
problem to be solved can be again formulated as a real-valued optimization problem

min
~w∈Rn

f(~w) : R
n → R, (3.22)

where ~w ∈ R
n are the scoring function weights / parameters, n is the number of weights

/ parameters to be optimized and f is given by

f(~w) =

ninst
∑

i=1

h(dock(~w, insti))− 100.0 · ( avgact

avginact
− 1) (3.23)

In these equations, ninst is the number of instances, i.e. the number of protein-ligand
complexes used for the fitting process, dock is a function that takes a weight / parameter
assignment ~w and an instance insti (protein-ligand complex) as input. The output is
the best solution s found during two independent docking runs according to the scoring
function with docking algorithm PLANTS. The outcome of the docking, i.e. the ligand
pose of solution s, is assessed by the function

h(s) = RMSD(s)− 5.0 +

{

−30.0 if RMSD(s) < 2.0Å
0 otherwise

(3.24)

taking into account the RMSD of solution s to the given crystal structure and rewarding
a ligand pose prediction inside 2 Å with −30.0. A value of −5.0 is added in any case to
account for the pheromone distribution feedback requirements of the ACO algorithm.
Additionally, negative training data, i.e. biologically inactive ligands, can be used to

maximize the active / inactive ratio
avgact

avginact
of biologically active and inactive ligands.

In this formula, avgact is the average scoring function of all correctly predicted active
ligands and avginact the average scoring function value of all inactive ligands. The
domains of the weights / parameters wi, are specified by the user to assure that only
feasible parameter ranges are searched. Therefore, each weight / parameter wi has
assigned a lower bound lbi ∈ R and an upper bound ubi ∈ R.

The objective function f is then minimized using the PLANTS algorithm as illustrated
in Figure 3.29. A discretization step size of 0.01 is used for each weight / parameter
wi. The simplex local search procedures are deactivated for the scoring function pa-
rameterization process, thus only the ACO algorithm itself is used for the optimization
of objective function f . In this work, 10 ants and an evaporation factor of ρ = 0.25
were used as the search parameter settings for the outer PLANTS algorithm optimiz-
ing the scoring function parameters. For the inner PLANTS algorithm performing the
actual pose prediction experiments, the standard search settings speed 1 identified for
PLANTSCHEMPLP M3 were used with an increased setting of σ = 2. Note that for the
inner PLANTS algorithm the local search algorithms were still active.
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Figure 3.29: Flow-chart of the PLANTS approach for fitting target-specific scor-
ing functions. The outer PLANTS algorithm optimizes the weights
/ parameters wi of a partial scoring function term gi. In the solution
construction step, each artificial ant chooses a scoring function param-
eterization s with respect to the already deposited pheromone values.
For each parameterization s, one or several pose prediction runs are
performed using the standard PLANTS algorithm for all active and
inactive ligands as well as protein structures constituting the train-
ing set. The outcome for each docking calculation is then assessed
taking into account experimentally observed ligand conformations as
well as the separation between active and inactive ligands. Then, the
best identified solution updates the pheromone distribution. These
steps are performed for a predefined number of iterations. The same
diversification strategies as for the standard PLANTS algorithm are
applied if the corresponding criteria are met. Finally, the best iden-
tified scoring function parameterization is returned.
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3.5.2 Results

The scoring function fitting process will be illustrated for one example, highlighting the
potential, but at the same time also the limitations of the approach. The protein target
trypsin was selected for the fitting process to retrieve a scoring function parameteriza-
tion with improved discrimination capabilities in virtual screening, while maintaining
the ability to identify correct docking poses. As already described in the cross-docking
section, protein structures 1ppc and 1tld were able to reproduce the poses of all lig-
ands correctly with medium to high average success rates. These structures were also
selected for virtual screening, where they only showed a reasonable performance with
respect to discriminating between the known active and the inactive ligands. Thus, for
the fitting process, the 8 known active ligand structures as well as 5 randomly cho-
sen ligands from the set of inactive compounds, were selected for the derivation of a
target-specific scoring function for protein structure 1ppc. Scoring function parame-
ters wplp-hb ∈ [−1,−0.1], wplp-bur ∈ [−1,−0.025], wplp-nonp ∈ [−1,−0.05], wplp-rep ∈ [0, 2],
wtors ∈ [1, 3], whb ∈ [−6,−1], and whb-ch ∈ [1, 3] were selected for the fitting process. The
parameter optimization process is illustrated in Figure 3.30a and was run for 50 itera-
tions. The total fitting process took 137.7 h on an Intel Xeon X5365 CPU with 3GHz.
The best found value for objective function f was −290.652. The scoring function set-
ting corresponding to this objective function value is wplp-nonp = −0.32, wplp-bur = −0.13,
wplp-hb = −0.71, wplp-rep = 1.46, whb = −4.78,whb-ch = 2.87 and wtors = 2.87. For this
setting, all ligands were reproduced correctly and an active / inactive ratio of 1.16 was
achieved for the training set. The identified setting was first assessed with respect to its
overall cross-docking performance. Due to the explicit fitting to protein structure 1ppc a
worse performance for all other protein structures was expected. However, when looking
at the results presented in Table 3.21 (lower part), the target-specific scoring function
also exhibits reasonable to excellent pose prediction performance for other protein struc-
tures. For direct comparison also the cross-docking results obtained for PLANTSCHEMPLP

M3 are presented in the upper part of this table. In general, a similar performance for
both scoring functions can be observed with respect to the average success rates reached
for pose prediction. Nevertheless, in contrast to PLANTSCHEMPLP the re-docking ability
for ligand PBN (PDB code 1tni) is lost when using the target-specific scoring function.
Additionally, the virtual screening performance of the derived scoring function was as-
sessed for protein structures 1ppc and 1tld. For protein structures 1ppc and 1tld AUC
values of 0.68 and 0.73 were observed when using PLANTSCHEMPLP, respectively (see
Section 3.4). The AUC values increase to 0.81 in both cases when using the target-
specific scoring function fitted for protein structure 1ppc, which is an at least reasonable
improvement. The enrichment factors at 1% and 2% of the ranked database do not
change, while a small improvement to 5 at 5% and 2.5 at 10% of the ranked database
can be observed for both protein structures when the fitted scoring function is used.
These observations are also confirmed by the enrichment plot shown in Figure 3.30b. It
must be noted again that the pose prediction accuracy for this scoring function is still
maintained.
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Table 3.21: Comparison of the cross-docking results obtained for PLANTSCHEMPLP

M3 (upper part) and the target-specific scoring function fitted for pro-
tein structure 1ppc (lower part). On the diagonal native docking re-
sults can be found (bold). Additionally, for each receptor the average
percentage of correctly reproduced ligands for rank 1 is given. All
results are averaged over 25 independent experiments.

PLANTSCHEMPLP

ligand 1ppc 1tng 1tnh 1tni 1tnj 1tnk 1tnl 3ptb 1max 1tld 1tpo 1tpp 3ptn

1ppc.NAS 80 68 92 64 92 88 96 64 40 28 68 68 72

1tng.AMC 100 100 100 100 100 100 100 100 100 100 100 100 100

1tnh.FBA 100 100 100 100 100 100 100 100 100 100 100 100 100

1tni.PBN 80 60 92 40 52 36 24 0 72 92 76 80 0

1tnj.PEA 100 100 100 100 100 100 100 100 100 100 100 100 100

1tnk.PRA 100 8 20 24 44 24 40 60 4 80 20 4 24

1tnl.TPA 100 100 100 100 100 100 100 100 0 100 4 100 0

3ptb.BEN 100 100 100 100 100 100 100 100 100 100 100 100 100

rank 1 95.0 79.5 88.0 78.5 86.0 81.0 82.5 78.0 64.5 87.5 71.0 81.5 62.0

target-specific scoring function (1ppc)
ligand 1ppc 1tng 1tnh 1tni 1tnj 1tnk 1tnl 3ptb 1max 1tld 1tpo 1tpp 3ptn

1ppc.NAS 84 52 68 44 76 72 76 64 44 64 68 76 56

1tng.AMC 100 100 100 100 100 100 100 100 100 100 100 100 100

1tnh.FBA 100 100 100 100 100 100 100 100 100 100 100 100 100

1tni.PBN 52 20 56 8 16 8 4 0 88 92 76 96 0

1tnj.PEA 100 100 100 100 100 100 100 100 100 100 100 100 100

1tnk.PRA 100 12 20 8 32 28 8 92 4 84 8 0 28

1tnl.TPA 100 80 28 32 96 100 100 100 100 100 36 100 100

3ptb.BEN 100 100 100 100 100 100 100 100 100 100 100 100 100

rank 1 92.00 70.50 71.50 61.50 77.50 76.00 73.50 82.00 79.50 92.50 73.50 84.00 73.00

3.5.3 Conclusions

The results obtained for target trypsin are promising and show the potential of the
proposed approach. However, for this illustrative example issues like appropriate train-
ing and test set selection were not considered, which are definitely important aspects
for deriving meaningful scoring function parameterizations. Nevertheless, it was shown
that, under the assumption that an appropriate training set is available, a scoring func-
tion with improved capabilities to discriminate between active and inactive ligands can
be obtained when including negative training data into the parameterization process.
In principle, also other kinds of fitting experiments can be carried out. For example,
several different protein structures may be used instead of only one as shown here to
optimize the cross-docking performance. A disadvantage of fitting target-specific scoring
functions using an explicit docking strategy as presented here is the extreme demand of
computation time. Therefore, the procedure may be parallelized to use several proces-
sors for the docking calculations or it may be modified to make use of graphics processing
units (GPU) offering a much higher floating-point calculation performance than today’s
central processing units (CPU). The next section will describe how GPUs can be used
to generally speed up the scoring function evaluation process and results for a GPU-
accelerated version of PLANTS will be presented.
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Figure 3.30: (a) Illustration of the scoring function optimization process carried
out for protein structure 1ppc. The actual ACO iteration is shown on
the x-axis. The average objective function value for the artificial ant
colony consisting of 10 ants, the value for the iteration-best ant as well
as the global best encountered solution is presented. (b) Enrichment
plot for the virtual screening of target trypsin using PLANTSCHEMPLP

M3 (1PPC and 1TLD) and the target-specific scoring function fitted
for protein structure 1ppc (1PPC fitted and 1TLD fitted).
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3.6 Accelerating Docking Calculations with Consumer

Graphics Hardware
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Figure 3.31: Development of the floating-point performance for CPUs (Intel) and
GPUs (ATI, Nvidia) over the past years measured on the multiply-
add instruction (MAD), counting 2 floating-point operations per
MAD (according to [129]).

The most time-consuming step in docking programs, the evaluation of the scoring
function, is usually carried out on the central processing unit (CPU). This is also the
case for the PLANTS approach presented so far. In contrast, here a novel approach will
be presented that is capable of exploiting the computational power available on today’s
graphics processing units (GPUs) for accelerating this step considerably. During the
past years, GPUs have become an alternative to purely CPU-based high performance
computing. On the one hand, this can be attributed to the moderate costs of only a few
hundred euros for a consumer graphics card and, on the other hand, to the enormous
floating-point performance offered for scientific calculations. Furthermore, the perfor-
mance of GPUs increases with a yearly rate of 1.7 (pixels per second) to 2.3 (vertices
per second) on average much faster than the one of CPUs with an average increase of
1.4 [129]. While former generation GPU hardware was exclusively developed for visu-
alization and thus only offered a fixed function pipeline, current generation GPUs can
be programmed with CPU-like programming languages and offer much more flexibil-
ity. For example, a current-generation GPU, like the Nvidia GeForce 8800 GTX used
in this work offering 128 stream processors, is theoretically capable of performing up
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to 500GFLOPS (Giga-FLOPS, billion floating-point operations per second, single preci-
sion). The development of the floating-point performance measured over the last years
for CPUs and GPUs is presented in Figure 3.31. Of course, the performance observed
in practice highly depends on the algorithm and the problem instance used.

In the following, a general outline for speeding up the scoring function evaluation
process will be explained, which can in principle be applied to any existing docking ap-
proach. Preliminary results for a modified parallel version of PLANTS will be presented,
which makes use of the GPU-accelerated scoring function evaluation step. Before the
GPU-accelerated approach will be explained in detail, a short introduction to general-
purpose computation on GPUs (GPGPU) will be given and recent developments in this
field of research will be highlighted. It must be noted that the presented approach
is still based on the graphics pipeline, whereas meanwhile special toolkits for general-
purpose computation on GPUs are available, which avoid some overheads associated
with graphics pipeline based computing. Thus, a reimplementation of the GPU-based
scoring function evaluation presented here using these toolkits may lead to a further
increase in performance.

3.6.1 General-Purpose Computation on GPUs

Figure 3.32: Illustration of the modern graphics pipeline. A description of the
data to be displayed is transferred from the CPU to the GPU and
processed by the vertex, rasterization and fragment shading stages.
The resulting image stored in the framebuffer is finally displayed on
the monitor. For explanations see the text.

Consumer graphics hardware is usually employed for the visualization of two-dimen-
sional image data, e.g. graphical user interfaces, video streams etc. In the last years,
GPUs were more and more used for the task of rendering complex 3D scenes, especially
in the context of computer games and scientific visualization. Today’s consumer graphics
cards, costing only a few hundred euros, deliver rendering power that was only available
on very expensive workstation hardware in the 1990s. In general, GPUs perform the fol-
lowing steps for rendering a three-dimensional scene, which are illustrated in Figure 3.32.
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Figure 3.33: The graphics pipeline from the view of a GPGPU approach. (a) The
program is invoked by drawing a screen-sized rectangle (the four ver-
tices are shown as red dots). (b) All attributes associated to the
vertices are interpolated across the rectangle. (c) The program rep-
resented as a fragment program is executed on all fragment processors
in parallel. (d) The result of the calculations is stored in the frame-
buffer.

A three-dimensional scene represented by 3D coordinates (vertices), polygons, textures,
color information etc. is sent to the GPU. There, the incoming vertex streams are trans-
formed in parallel by the vertex processors. The resulting coordinates along with the
polygon connectivity information is passed to the rasterizer, which generates fragments
in form of a raster image. The fragments are then processed in parallel by the frag-
ment processors, which can perform texture operations, color and lighting calculations
and so on. The final image stored in the framebuffer is then displayed on the monitor.
In contrast to older GPU hardware, a certain degree of programmability is available
on modern graphics cards offering the already mentioned vertex and fragment shader
units. A vertex program is executed on each incoming vertex, allowing the programmer
to influence the transformation of the vertices. In the same way, a fragment program
defines how the output color of a fragment is calculated. Both the vertex and the frag-
ment streams are processed in parallel on all available shader processors. Noteworthy,
current-generation GPUs like the Nvidia GeForce 8 series use a so-called unified shader
model, i.e. depending on the work-load the shader processors can be assigned to either
vertex-, fragment- or geometry-shading operations. The geometry-shading stage, which
is not shown in Figure 3.32, has been recently introduced to allow for the generation of
geometric primitives directly on the GPU. This, for example, allows for the generation
of iso-surfaces extracted by the marching cubes algorithm completely executed on the
GPU.

The high data parallelism of GPUs can be exploited also for non-graphical com-
putation, leading to a field of research called general-purpose computation on GPUs
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(GPGPU). Generally, most GPGPU approaches, like the one presented here, exploit
the enormous floating-point computation power of the fragment processors. Figure 3.33
presents the general steps carried out for GPU-based computation using the graphics
pipeline. A GPGPU-program is invoked by drawing a screen-sized rectangle defined by
four vertices (Figure 3.33a). For each vertex, several attributes like color, multiple tex-
ture coordinates etc., can be defined. The vertices are transformed by the vertex program
executed on the vertex processors. In the next step, all per-vertex attributes are inter-
polated (Figure 3.33b) and fragments are generated, which are passed to the fragment
stage. Now, for each fragment the concrete program, which may not be graphics-related,
represented as a fragment program is executed on all available fragment processors in
parallel (Figure 3.33c). The fragment program takes as input the interpolated per-vertex
values and textures residing in the GPU memory and performs the calculations. The
result is stored in form of a color value in the framebuffer and can be reused for further
computations (Figure 3.33d).

Several fields of research already profit from GPGPU, ranging from standard algo-
rithms like sorting, searching and reduction to physically based simulation. The reported
speedups compared to the respective CPU-implementations are in the range of nearly
no improvement to speedups of over 100, clearly dependent on the problem domain. For
an extensive overview, see [129] and references therein. Noteworthy, also in the area of
computational chemistry recent applications make use of these computational resources.
For example, in [130] and [131] GPU-based methods are described to accelerate quantum
mechanical calculations. Approaches for accelerating calculations arising in the field of
molecular dynamics are presented in [132, 133].

Next, a GPU-based approach for the acceleration of the scoring function evaluation
step in protein-ligand docking calculations will be presented. After that, an assessment
of accuracy, i.e. whether the results of the GPU-based method correlate with the ones
obtained for the CPU-based version, and performance will follow.

3.6.2 GPU Implementation

The data structures used for accelerating the scoring function evaluation for the CPU-
based version have already been described in Section 3.2.2. The same data structures
are used for the evaluation of the scoring function on the GPU. The implementation
has been carried out using OpenGL to access the GPUs graphics pipeline in conjunction
with Nvidia’s Cg language for implementing the specific fragment shader programs.
As already mentioned in the GPGPU section, all data must be encoded into textures
to be available for GPU-based calculations. The presented approach can be split up
into two stages. During the first stage, only preprocessing is performed, like protein
preparation, scoring function grid precalculation etc. This step needs to be carried
out only once for the protein and additionally once for each ligand to be docked. In
the second stage, at run-time, the already preprocessed data is used for performing the
scoring function evaluation step. A flow-chart showing all textures and fragment shaders
used for the GPU implementation can be found in Appendix D. A modified version of
PLANTSCHEMPLP M3 was implemented for the GPU-accelerated version. This version
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lacks support for metal-ions in the protein binding site as well as support for CH-O
hydrogen bonding. While the standard version of PLANTSCHEMPLP M3 limits all donor
hydrogens to form only one hydrogen bond, this was only accounted for in the ligand
in the GPU-based implementation. Instead, also the acceptor atoms part of the ligand
were restricted to only form as many hydrogen bonds as lone pairs are available, which
is, in contrast, not accounted for in the standard version of PLANTSCHEMPLP M3. This
change was necessary due to the severe limitations of the GPU-programming model with
respect to shared memory operations.

Preprocessing

During the preprocessing stage, static data that only needs to be prepared once is trans-
ferred to the GPU. To allow for a parallel transformation of the rotatable donor groups
of the protein and the ligand atoms at run-time, for each atom the complete kinematic
chain starting from the root fragment to the atom to be transformed is encoded into
a 2D-texture (see lower part of Figure 3.34). The piecewise linear potential (PLP) is
precalculated for all 4 ligand atom types (donor, acceptor, donor/acceptor, nonpolar)
on separate grids on the CPU. This representation fits perfectly to a special kind of
texture available on GPUs, called 3D- or volume textures. A single 16 bit floating-point
RGBA-3D texture is created residing in the GPU’s onboard memory and the four grids
are transferred from the CPU and stored in the red, green, blue and alpha channel of
this texture (see upper part of Figure 3.34). This enables the approach to profit from
the GPU’s hardware-accelerated trilinear interpolation capabilities.

Similarly, 3D-textures storing index data for the protein donor-/acceptor-lists are
allocated and the data is transferred. The lists themselves are stored in two separate 2D-
textures, which store the indices of the corresponding protein donor and acceptor atoms.
For the ligand intra-molecular clash potential, all atom-pairs needed for the evaluation
are stored in a 2D-texture along with the appropriate parameters. The precalculated
lookup tables for the torsional potential are also transferred to the GPU for all rotatable
bonds of the ligand.

Run-time

At run-time, a multi-pass rendering algorithm is executed. In total n · p floating-point
values are transferred to the GPU, where n is the problem dimension, i.e. the number of
the protein’s and ligand’s degrees of freedom, and p is the number of conformations that
are transformed and scored in parallel (see Figure 3.35). In the first rendering pass, the
transformation shader takes the degrees of freedom, the ligand representation as well
as the precalculated PLP-grids as input. All atoms are transformed and the resulting
coordinates are used to fetch the appropriate PLP potential value from the 3D-texture.
The coordinates together with the potential value are stored in an RGBA texture. The
second pass performs the transformation of the rotatable protein donors, again taking
the already transferred data into account. The hydrogen bonding potential calculation
takes the transformed coordinates of the protein and the ligand as well as the spatial data
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Figure 3.34: Illustration of the preprocessing stage. The PLP interaction poten-
tials are precalculated on the CPU and stored in 3D-textures on the
GPU (upper part). The lower part shows the encoding of the kine-
matic chains for all atoms that need to be transformed.

structures together with the protein donor and acceptor lists as input. Dependent on
the ligand donor/acceptor positions, the indices of the corresponding protein acceptor /
donor lists are fetched and the hydrogen bonding potential is evaluated for all list items.
Similar calculations are performed for the ligand intra-molecular clash potential and the
torsional potential. In the last step, all the calculated data is reduced for each of the p
conformations into a single score value by summing up the partial results. These p score
values are transferred back to the CPU.

Accuracy and Performance Evaluation

In this section, an experimental evaluation of the GPU-accelerated structure transfor-
mation and scoring function evaluation is presented. First, the accuracy of the GPU-
accelerated version was assessed, because the floating-point calculations carried out on
GPUs are not necessarily IEEE-compliant. Furthermore, the PLP scoring function grids
are stored in a RGBA 16bit floating-point format, for which also the trilinear interpo-
lation used to read out the PLP scoring function value for each ligand heavy-atom is
carried out in 16 bit precision only. In contrast, IEEE-conform floating-point operations
and a 32 bit trilinear interpolation are carried out on the CPU. Note that these interpola-
tion errors accumulate for the calculation of the total scoring function value. Therefore,
for large ligands higher deviations for the scoring function values calculated on the CPU
and the GPU can be expected. Thus, the deviations presented in Table 3.22 can be
attributed to the differences in computation accuracy just explained. For these experi-
ments, 17 protein-ligand complexes from the CCDC / Astex data set [114] of different
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Figure 3.35: Simplified illustration of the GPU-based scoring function evaluation
step. The values for all degrees of freedom of the protein and the lig-
and (p conformations in parallel) are transferred to the GPU. Then
a multi-pass rendering algorithm draws several rectangles thereby in-
voking the execution of the shader programs performing the actual
calculations. In a first step, the ligand and protein atoms are trans-
formed. These transformed coordinates are then used to calculate all
scoring function contributions in subsequent rendering passes. These
are finally summed up to p scoring function values, which are trans-
ferred back to the CPU. Note that this is only a schematic represen-
tation and actually more shader programs need to be executed (see
Appendix D).

size with ligands having between 0 (PDB code 1acj) and 28 (PDB code 1ppi) rotatable
bonds were selected. For each complex, 100000 random conformations were generated
and scored with the CPU- as well as the GPU-based version. The obtained scoring func-
tion values for the CPU and the GPU will be termed fCPU and fGPU in the following.
In Table 3.22 the minimum and maximum scoring function value as well as the scoring
function value showing the maximum deviation |fCPU − fGPU| are presented. Addi-
tionally, the minimum, maximum and average deviation (standard deviation is given in
brackets) |fCPU−fGPU| is shown. As can be observed, the maximum deviation between
both computed scoring function values can be up to 0.99 for large ligands. While this is
a quite large deviation, a further analysis has shown that these deviations mainly occur
for a range of scoring function values accounting for highly repulsive interactions, which
is also reflected in the scoring value showing the maximum deviation presented in Table
3.22. In contrast, the average deviations per scoring function evaluation between 0.03
and 0.08 are reasonable and still precise enough for protein-ligand docking.
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Table 3.22: Assessment of the scoring function evaluation accuracy for the GPU-
accelerated approach. For each PDB code the minimum and maximum
scoring function value and the scoring function value with the maxi-
mum deviation between CPU- and GPU-based scoring function eval-
uation is given. Additionally, the minimum, maximum and average
deviation between CPU- and GPU-based scoring function evaluation
are presented (standard deviations for the average deviation can be
found in brackets). The results are based on 100000 random scoring
function evaluations for each complex.

score fCPU deviation |fCPU − fGPU|
PDB code min max max. dev. min max avg

1a28 -57.47 1539.00 697.25 0.00 0.54 0.04 (0.04)

1a4q 5.08 2849.24 926.82 0.00 0.99 0.05 (0.05)

1a9u -17.57 1638.52 1065.90 0.00 0.69 0.05 (0.06)

1acj -66.74 963.81 744.28 0.00 0.47 0.04 (0.04)

1aoe -30.66 1299.73 787.22 0.00 0.56 0.04 (0.04)

1apt 68.83 4013.89 1707.82 0.00 0.90 0.06 (0.06)

1dmp 203.73 3638.39 2142.34 0.00 0.76 0.06 (0.06)

1glp -13.59 2065.46 622.02 0.00 0.66 0.04 (0.05)

1hpv 194.30 5142.89 4400.07 0.00 0.75 0.06 (0.06)

1hyt -32.56 1218.73 535.89 0.00 0.62 0.04 (0.04)

1mld -48.52 932.39 473.50 0.00 0.53 0.04 (0.04)

1mts -21.24 3185.97 1098.73 0.00 0.91 0.06 (0.06)

1qbr 321.18 5259.92 2435.78 0.00 0.99 0.08 (0.08)

1qbu 177.89 3830.81 1796.86 0.00 0.79 0.07 (0.07)

1ppi 176.54 9407.73 3243.84 0.00 0.90 0.07 (0.07)

1tng -38.09 544.03 221.08 0.00 0.59 0.03 (0.04)

1uvt 2.56 3393.65 650.06 0.00 0.66 0.05 (0.05)
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In a second step, the performance of both implementations with respect to the time
needed to perform 3 · 106 scoring function evaluations was assessed. For the comparison
of the structure transformation and scoring function evaluation performance of a Nvidia
GeForce 8800 GTX based GPU and a single core of a Dual Core Pentium 4, 3GHz CPU,
their relative performance was calculated, i.e. the time measured for the CPU divided by
the time needed by the GPU for the same number of evaluations. The same 17 protein-
ligand complexes also used for the assessment of accuracy were used for this task (see
Table 3.22). Results for the performance evaluation can be found in Figure 3.36. The
PDB codes are sorted according to increasing numbers of rotatable bonds from left to
right. This sorting scheme does not account for the size of the ligand, i.e. the number
of atoms available. For the GPU, different numbers of structures scored in parallel were
investigated (20, 100, 500, 1000 and 4000). Due to the problem encoding scheme used,
the maximum number of structures that can be scored in parallel was limited by the
texture dimension limit of 4096 pixels on older generation hardware (Nvidia GeForce 6
and 7 series). Generally it can be observed that the CPU-implementation can be clearly
outperformed with a relative performance ratio of up to 15 (1ppi, 4000 scoring function
evaluations in parallel), which is a very encouraging result. However, from the chart it is
obvious that at least 100 conformations must be evaluated in parallel to reach a speedup
over the CPU-implementation. This can be explained by the fact that the arithmetic
intensity, i.e. the number of actually performed floating-point operations, on the GPU
is too low in the case of, for example, only 20 conformations, since much time is spent
for the data transfer from the CPU to the GPU and especially back (depending on the
computer architecture used). While for the 3 million scoring function evaluations the
data transfer is invoked 150000 times when evaluating 20 conformations in parallel, it is
only invoked 30000 times when evaluating 100 conformations in parallel.

In general, the actual speedups observed for all investigated structures is dependent
on the complexity of the ligand. The approach generally profits from ligands with many
rotatable bonds and a large number of heavy-atoms (see Figure 3.36). In these cases, a
much higher arithmetic intensity is observed, which allows for an efficient utilization of all
stream processors available on the GPU. Next, a modified parallel version of PLANTS
will be presented capable of exploiting the GPU-based structure transformation and
scoring function evaluation. This approach aims at performing 400 or 500 scoring func-
tion evaluations in parallel, which should in principle result in speedups between 2 and
7 for drug-like ligands with up to 10 rotatable bonds considered in this study, when
settings with the same number of scoring function evaluations are compared with the
CPU-based version.
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Figure 3.36: Comparison of CPU- and GPU-based structure transformation and
scoring function evaluation. The scoring function was evaluated 3
million times on a Pentium 4, 3GHz CPU and a Nvidia GeForce
8800 GTX GPU for different numbers of conformations in parallel
(GPU x means that x conformations are evaluated in parallel). The
relative performance is calculated by dividing the measured time for
the CPU-based approach by the time measured for the GPU. Thus,
the relative performance of the CPU-based approach (shown as a red
line) is 1. In general, a higher relative performance value is better.
The results include data transfer times to the GPU and back.
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3.6.3 PLANTSGPU

The PLANTS algorithm presented in Section 2.2 was designed for a purely sequential
execution on the central processing unit (CPU). The search parameter settings identified
all use a size of 20 ants for the artificial ant colony, which turned out to result in a good
optimization performance. However, when trying to employ the GPU-accelerated struc-
ture transformation and scoring function evaluation approach at least 100 conformations
must be scored in parallel to reach a speedup over the CPU-based evaluation according
to the results obtained in the last section.

Parallel ACO Algorithms

Parallel versions of ACO algorithms have already been proposed in the literature. Es-
sentially, two main research directions have been followed. The first is to speed up a
single run of an ACO algorithm through parallelization [134,135], while the second is to
use multiple ant colonies in parallel and to occasionally exchange information between
these [136, 137]. In this case, the goal often is to design effective communication strate-
gies to increase the solution quality obtained. A noteworthy exception to these directions
is the design of an ACO algorithm that runs on field-programmable gate arrays (FPGA)
and to exploit in this way a hardware implementation of ACO algorithms [138].

Parallel PLANTS

In contrast to the sequential PLANTS algorithm, multiple ant colonies are employed
and the refinement local search has been removed, which allows for a parallel execution
of all structure transformation and scoring function evaluation steps for all artificial
ants across all colonies used. Additionally, the Nelder-Mead simplex algorithm [56] has
been modified to minimize p solutions in parallel. Besides a maximum number of 5000
objective function evaluations and a termination criterion taking the fractional range
of the best and worst solution in the simplex into account [57], another termination
criterion described next has been added to avoid unnecessary long simplex descents.
Note that due to the parallel execution of the NMS algorithm each of the p optimization
runs may terminate after a different number of iterations. Thus, in the worst case p− 1
optimization runs already terminate after for example 100 iterations, while 1 run needs
1000 iterations. Because the approach requires the results of all p optimization runs in
order to proceed, another empirical simplex termination criterion has been introduced.
It is based on the number of simplex iterations nb carried out by the best-performing
simplex-run, i.e. the one reaching the best among the p obtained scoring function values
in the last ACO iteration. A simplex run is terminated if more than 1.5 ·nb iterations are
carried out. Parameter nb is initialized with a setting of 2000 iterations. The parameter
for the simplex tolerance termination criterion was set to nmstol = 0.0075, aiming at a
compensation of the missing refinement local search.

An algorithmic outline of the parallel PLANTS implementation can be found in Al-
gorithm 3 as well as in Figure 3.37. For each colony, it follows the general ACO scheme
regarding the steps solution construction and pheromone update. In the middle part,
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Algorithm 3 PLANTSparallel

InitializeParametersAndPheromones()
M ← ∅
for i = 1 to max iterations do

S ← ∅
for j = 1 to number of colonies do

for k = 1 to number of ants do
sjk ← ConstructSolution()
S ← S ∪ sjk

end for
end for
S∗ ← ParallelLocalSearchGPU(S)
sib ← GetIterationBestSolution(S∗)
M ← M ∪ S∗

for j = 1 to number of colonies do
sib

j ← GetIterationBestSolutionOfColony()
UpdatePheromones(sib

j )
if (cross-colony update criteria met) then

UpdatePheromones(sib)
end if
if (diversification criteria met) then

ApplySearchDiversification()
end if

end for
end for
sgb ← GetGlobalBestSolution(M)
return M, sgb
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additionally the above described version of the Nelder-Mead simplex algorithm is em-
ployed to perform a local optimization of all constructed solutions. While the solution
construction, local optimization and pheromone update are carried out on the CPU, the
structure transformation and scoring function evaluation is performed entirely on the
GPU (in procedure ParallelLocalSearchGPU). As already mentioned in the last section,
the approach aims at performing 400 or 500 objective function evaluations in paral-
lel, thus the number of ant colonies and ants per colony must be chosen such that
colonies · ants = 400 or colonies · ants = 500, respectively. The number of ants per
colony was fixed to 20 resulting in 20 and 25 colonies when performing 400 and 500
evaluations in parallel, respectively. During the pheromone update phase, the iteration-
best ant sib

j of each colony j is allowed to deposit pheromones. Additionally, all fupdate
iterations the iteration-best ant with respect to all colonies deposits a pheromone inten-
sity of 0.5 · f(sib) on each colony’s pheromone distribution. The diversification criteria
are the same as for the sequential algorithm. This ACO algorithm is carried out for a
specified number of iterations,

max iterations = σ · 10

colonies · ants
· (100 + 50 · lrb + 5 · lha), (3.25)

where lrb is the number of rotatable bonds and lha the number of heavy-atoms in
the ligand. Note that in this way, the number of ACO iterations carried out by the
sequential PLANTS algorithm is simply divided by the number of ant colonies for the
parallel version.

To figure out reasonable settings for the evaporation factor ρ and the number of it-
erations after which the iteration-best solution across all colonies is allowed to update
all other colonies, the update frequency fupdate, a short parameter optimization on 6
protein-ligand complexes (PDB codes 1ei1, 1fax, 1tnh, 1tni, 1tnl and 4dfr) has been car-
ried out that resulted in 20 parameter configurations. For ρ the values 0.5, 0.55, 0.6, 0.65
and 0.7 were tested, while for fupdate values of 2, 4 and 6 were considered. A setting of
σ = 1.25 was used for all experiments and all results were averaged over 20 independent
runs on the same test system as used for the performance evaluation. The parameter
optimization process carried out for 20 colonies (each consisting of 20 ants) identified
values of ρ = 0.6 and fupdate = 4 as the best-performing setting. An average success
rate of 90.8% at average docking times of 11.1 s per ligand was observed for this setting.
Within this time, on average 3.97million scoring function evaluations were performed.
For 25 colonies, each consisting of 20 ants, the same setting with ρ = 0.7 reached an aver-
age success rate of 91.7% at average docking times of 10.3 s (4.02million scoring function
evaluations on average). The aim of this parameter optimization was to reach a similar
average performance as observed for the high reliability search parameter setting speed
1 identified for PLANTSCHEMPLP M3.

Results

The best search parameter settings resulting from the search parameter optimization
were tested on a data set consisting of 129 protein-ligand complexes chosen from the
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Figure 3.37: Flow-chart for the GPU-accelerated version of PLANTS. In contrast
to the sequential algorithm m artificial ant colonies are used allowing
for the transformation and scoring of 20 ·m solutions in parallel on
the GPU. Note that all other steps of the algorithm are carried out
on the CPU.

CCDC/Astex data set [114]. From the 213 complexes of clean listnc all 40 structures con-
taining metal-ions in the binding site were removed. Additionally, only drug-like ligands
with up to 10 rotatable bonds were considered resulting in 135 unique protein-ligand
complexes. The final set of 129 complexes used for the assessment of pose prediction
accuracy was obtained by removing the 6 PDB codes used for the search parameter
optimization. All experiments were carried out on a single core of a Pentium 4, 3GHz
processor. The GPU-accelerated approach used the same test system for the CPU-based
calculations, i.e. all calculations concerning the ACO and simplex local search algorithm,
while the GPU-based structure transformation and scoring function evaluation was car-
ried out on a Nvidia GeForce 8800 GTX GPU. The observed times, success rates and
the number of scoring function evaluations were averaged over 25 independent runs.
Note that in the case of the purely CPU-based approach the high-performing sequential
algorithm was employed. There, also the modified version of PLANTSCHEMPLP M3 with
search parameter setting speed 1 was used. The results obtained for all tested settings
can be found in Table 3.23. Obviously, the GPU-accelerated settings, GPU400 and
GPU500, reach approximately the same average success rates compared to the standard
setting used for the CPU at much shorter average search times. For setting GPU400 on
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Table 3.23: Results obtained for the sequential CPU implementation as well as two
settings of the GPU-accelerated approach. All results are averaged
over 25 independent pose prediction experiments carried out for 129
protein-ligand complexes part of the CCDC/Astex clean listnc contain-
ing no metal-ions and with ligands having between 0 and 10 rotatable
bonds. The average docking time per ligand was measured on a sin-
gle core of a Pentium 4, 3GHz processor for the purely CPU-based
approach (CPU ). The same processor in conjunction with a Nvidia
GeForce 8800 GTX GPU was used for the GPU-accelerated approach
(GPU400 and GPU500 ), performing 400 and 500 structure transfor-
mation and scoring function evaluation steps in parallel, respectively.

setting success rate [%] time [s] eval. [in 106]

CPU 82.45 40.73 2.78
GPU400 81.71 8.53 3.16
GPU500 81.36 7.77 3.19

average only 20.9% and for setting GPU500 only 19.1% of the search time needed on
the CPU were measured. However, the number of scoring function evaluations is con-
siderably higher than in the pure CPU-based case. This can be attributed to the worse
performance of the parallel ACO algorithm, which, for example cannot benefit from the
refinement local search carried out in the sequential version. Additionally, due to the low
number of iterations performed, the search diversification step is not executed in most
cases, which also limits the performance of the parallel algorithm. The presented results
are promising, but definitely of preliminary nature. The parallel PLANTS algorithm
has not been tuned in the same way as the sequential one and only few search param-
eters have been considered for the parameter optimization. In future research efforts,
the influence of the number of ant colonies and the number of ants per colony as well as
more sophisticated communication strategies among the colonies should be investigated.

3.6.4 Conclusions

The results obtained for the GPU-accelerated structure transformation and scoring func-
tion evaluation showed that this process can be accelerated considerably compared to
purely CPU-based implementations. The experiments carried out have shown that for
this step speedups up to 14 can be observed in dependence of the problem instance
studied. Also the performance observed for the parallel PLANTS version capable of ex-
ploiting the GPU-accelerated scoring function evaluation is quite striking, needing only
between 19% and 21% of the search time of the purely CPU-based sequential algorithm,
while reaching similar pose prediction success rates. The additional computational power
may be used to either consider additional degrees of freedom for the docking problem,
like explicit or implicit water models, receptor flexibility etc., or to screen even larger
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databases in the context of virtual screening applications. The current approach explic-
itly uses the graphics pipeline to perform the evaluation of the scoring function, which
results in some limitations arising from the restricted programming model. Recently
introduced special libraries like Nvidia’s compute unified device architecture (CUDA) or
ATI’s close to metal (CTM) allow for explicit general-purpose computation on the GPU
offering a much more flexible programming model. Thus, these libraries may also be
investigated for the proposed approach.



4 Ligand-Based Drug Design

For the case that no structural information for a protein target is available, but biologi-
cally active ligands are known, PLANTS also offers a module called pharmACOphore for
the structural alignment of two or even multiple ligands. In this way, ligands exhibiting
a similar binding geometry and similar biological activity can hopefully be identified.
The search for these ligands can be seen as a three-dimensional database search. In con-
trast to the structure-based protein-ligand docking problem, where the scoring function
rewards complementarity of ligand and protein, in the case of ligand-based drug design
the similarity of ligands is rewarded. Thus, a scoring function for this type of problem
takes into account pharmacophoric features like donors, acceptors, ring systems in the
ligand etc. If such features can be matched between two ligands, this will be rewarded
by the scoring function. Different types of alignment experiments can be carried out
in principle. Usually, a pairwise alignment is performed, where a known active ligand,
called the template, is kept fixed, i.e. no degrees of freedom are considered, while the
other ligand is aligned onto it considering its three translational, three rotational and
the rl torsional degrees of freedom. For example, this can be used as a fast filter to re-
move ligands from a database before more time-consuming structure-based approaches
are applied. The template is then taken from a complex structure representing the bi-
ologically active conformation. In other cases, for example in three-dimensional QSAR
studies, where a set of ligands along with their binding affinities are given, a hypothesis
how these ligands are structurally aligned is needed. Thus, multiple ligands which are
part of the given set must be aligned flexibly to obtain a pharmacophore hypothesis,
i.e. which structural ligand features likes donors, acceptors etc. correspond to each
other. For this type of experiment, for all ligands except one, for which the 6 rigid body
degrees of freedom can be disregarded, the three translational, the three rotational and
the torsional degrees of freedom must be considered.

Thus, the proposed pharmACOphore approach allows, on the one hand, for the
search of potential new ligands by performing ligand-based virtual screening of com-
pound databases using known active ligands as search templates. On the other hand, it
can be used for the multiple flexible alignment of ligand structures to identify possible
pharmacophore hypotheses. In the next section, a brief overview of existing structural
alignment approaches will be given. Then, the problem description and encoding, i.e.
how the PLANTS algorithm can be applied to the alignment problem, will be presented.
This is followed by a description of the scoring function along with its parameterization
and the search algorithm parameter optimization. Finally, results obtained for pairwise
and multiple flexible alignment experiments will be shown.

131
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4.1 Existing Approaches

Different approaches for the structural alignment of molecules have been proposed in
the literature. Only few of these approaches will be highlighted, while a more detailed
overview of these methods can be found in [139].

A flexible alignment algorithm inspired by the docking algorithm FlexX [66], called
FlexS [140], is based on a combinatorial matching procedure. It allows for the flexible
superimposition of a ligand structure onto a rigid template molecule. Like in FlexX,
the ligand structure is divided up into fragments, which are reassembled during the
search process guided by a similarity-based scoring function. Genetic algorithms are
used in the approaches presented in [141, 142, 143]. In the case of [141], the proposed
algorithm is inspired by the genetic algorithm used in the docking approach [144]. This
approach allows for the multiple flexible alignment of ligand structures. In [142], the
GA is supported by a numerical optimization method. In this approach, two ligand
structures can adapt flexibly to each other. In FLAME [143] (Flexibly Align MolEcules),
pairwise and multiple flexible ligand alignment can be performed. A multiple flexible
alignment approach called QUASI is proposed in [145]. The ligands are aligned flexibly
with respect to a receptor model which is coevolved simultaneously with the flexible
ligand alignment. In this way, in addition to the ligand superimposition also a receptor
interaction model is retrieved which can be used for ligand-based virtual screening. The
optimization itself is carried out using a Monte Carlo stochastic tunneling procedure.

4.2 pharmACOphore

For the derivation of the overall pharmACOphore approach, a similar optimization pro-
cedure as for PLANTS has been carried out. Starting from the problem representation
suitable to be treated by the PLANTS algorithm, a scoring function was parameterized
on the basis of a given functional form and a test set consisting of 4 targets comprising
between 3 to 8 ligand structures. Then, for selected pairs of ligands from this test set,
a search algorithm parameter optimization was carried out to reveal suitable settings
capable of scaling between solution quality and search time. Finally, the performance
of the resulting total approach was assessed on the FlexS data set [140] for pairwise
alignment and on two targets for multiple flexible alignment.

4.2.1 Problem Representation

The ligand alignment problem is treated, like the protein-ligand docking problem (PLDP)
in PLANTS, as a continuous optimization problem, where each component of the vector
of variables ~x corresponds to one of the degrees of freedom of the given set of ligands.
The PLANTS algorithm is employed to find the global minimum of a given objective
function f :

min
~x∈Rn

f(~x) : R
n → R, (4.1)
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In this equation, n is the problem dimension of the given problem instance and corre-
sponds to the total number of degrees of freedom. Depending on the alignment mode,
the ligands’ translational, rotational and torsional degrees of freedom are considered.
For the pairwise ligand alignment problem, where the degrees for one ligand are kept
fixed, the problem dimension equals n = 6 + rl, where rl are the number of rotatable
bonds in the flexible ligand to be aligned. For multiple flexible ligand alignment, the
translational and rotational degrees of freedom for one ligand out of the given ligand set
Plig are neglected. The problem dimension becomes n = (

∑

p∈Plig
6 + prl

)− 6, where prl

is the number of rotatable bonds for the specific ligand p. Note that for the multiple
flexible alignment experiments described later, one ligand was kept completely fixed to
define the reference coordinate system used for the RMSD calculations. The discretiza-
tion step sizes as well as the offsets used for the simplex algorithm depend on the ligand’s
degrees of freedom and are the same as described for the protein-ligand docking problem
in Section 3.2.1. Like in the structure-based case, where the binding site definition of
the receptor is used to restrict a ligand’s translational degrees of freedom, also for the
alignment problem a spherical domain is specified. All fixed ligands used as the tem-
plate molecules are considered for the calculation of an enclosing sphere, with a sphere
radius extended by 5 Å. In contrast to the PLANTS approach, where the number of
ACO iterations is calculated with respect to the problem instance, for pharmACOphore
the following equation is used:

max iterations = σ · 100 (4.2)

In this equation parameter σ is used to scale the number of base iterations, which are
set to a value of 100. The objective function f to be optimized is given by the alignment
scoring function described next.

4.2.2 Scoring Function

The scoring function employed in pharmACOphore consists of a user-configurable part
for describing the ligand-ligand similarity and a clash- as well as a torsional potential
for intra-ligand interactions:

falign = fsim + fclash + ftors (4.3)

Ligand Similarity

Internally, pharmACOphore recognizes several pharmacophoric classes for each ligand
automatically, but in general the user may supply specific atom sets to be aligned.
However, in this work only results obtained using the automatically recognized classes
will be presented to assess the performance of the approach with as few user-interaction
as possible. Purely distance-based pharmacophoric features include the classes donor,
acceptor, donor/acceptor, nonpolar, nonpolar no ring as well as special groups, which
are out of the scope of this work. In these cases, the pharmacophoric features are directly
represented by the atoms, which are part of the pharmacophoric class. The similarity is
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Figure 4.1: (a) Pairwise similarity function for attractive and repulsive interac-
tions. (b) Vector-similarity function. The distance is given with re-
spect to the two vectors’ origins.

given by the following potential, taking into account the actual distance r between two
pharmacophoric points:

fdist(r, w, ropt) = w ·















0 if r > rcut

1 if r < ropt
(

1 + s ∗
r2−r2

opt
r2

cut−r2

opt

)−1

otherwise

(4.4)

For each pair of classes that should be taken into account for scoring, a weight w
is assigned. For example, aligning a donor -donor pair may be assigned an attractive
weight of −5, while for a donor -acceptor pair a weight of +5 may be assigned resulting
in a repulsive interaction. It is assumed that the distance up to which the optimal score
is assigned, ropt, is lower than the total cutoff-radius used for all pairwise interactions
rcut, which is set to 10 Å. Parameter s defines the sharpness of the potential and is set
to 50 in all calculations. Figure 4.1a shows both potentials given in the example above
for ropt = 0.25 Å. For all selected classes, all possible pairs of features of the specific
class in different ligands are created and stored in a set called D. At run-time, the
distance-based potential given in Equation 4.4 is calculated for all pairs d ∈ D.

The second type of pharmacophoric features considered by pharmACOphore are of
directional nature. Here, especially simple representations of ring systems are of inter-
est. Therefore, all ring systems available in a ligand are classified as either planar or
nonplanar in a first step. This is done using a ring normal averaging algorithm and
then computing the distance of all atoms to the plane defined by the ring normal. If the
distance of at least one atom is bigger than a certain threshold, the ring is considered as
nonplanar. These two classes are further refined with respect to the number of nonpolar
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atoms available in a ring system. This number directly influences the alignment score, if
two ring systems of different constitution are to be aligned. The weight is then defined
by:

fring(r1, r2) = wring · Iplanar(r1, r2) ·
(

1−
|npcount, r1

− npcount, r2
|

max(sizer1
, sizer2

)

)

(4.5)

The weighting factor wring defines the maximum contribution to the total scoring func-
tion value when aligning two ring systems. This weight is scaled by indicator function
Iplanar, which returns 1 if both ring systems r1 and r2 are either planar or nonplanar;
otherwise it returns 0.5. The last part of this equation accounts for the atomic constitu-
tion and the size of the ring systems. If both rings are of the same size with respect to
the number of heavy-atoms (sizer in Equation 4.5) and have the same number of non-
polar atoms npcount, r, the maximum score is rewarded. Otherwise, the score is scaled
by a factor accounting for the difference in nonpolar atoms divided by the maximum of
both ring sizes. All possible pairs of ring normals in different ligands are then stored
in set V . The total similarity score fsim taking into account the previously constructed
sets D and V is then computed according to the following equations:

fsim =
∑

d∈D

fdist(||
−−−→
dpa

dpb
||, dw, dropt

)

+
∑

v∈V

fdist(||−−−−→vpa0
vpb0
||, fring(va, vb), vropt

) · |−−−−→vpa0
vpa1
• −−−−→vpb0

vpb1
|3

(4.6)

For a pair d ∈ D, dpa
represents the coordinates of the pharmacophoric point in

molecule a, while dpb
are the corresponding coordinates in molecule b. Parameter dw

specifies the weight for the pharmacophoric pair and dropt
defines the distance up to

which the full value of dw contributes to the scoring function. This distance parameter
is set to 0.25 Å. For a pair v ∈ V , −−−−→vpa0

vpa1
is the normal vector of the ring plane with

origin vpa0
(ring center) for molecule a and −−−−→vpb0

vpb1
the normal vector for molecule b,

respectively. The weight of this pair is defined by fring as described above. The full
weight vw contributes to the scoring function, if the dot product of the two normal
vectors is 1 and the distance between the two ring centers is within vropt

= 0.25Å (for

an illustration see Figure 4.1b).

Intra-Ligand Potentials

The intra-ligand potentials considered for all ligands to be aligned are the same as in
the case of the protein-ligand scoring functions described earlier in this work. Thus, a
torsional potential ftors and a clash potential fclash is computed for each ligand. See
Section 3.2.2 for details.
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4.2.3 Scoring Function Parameterization

Four test sets have been prepared to allow for a parameterization of the alignment scor-
ing function. In contrast to other methods mainly aiming at identifying common features
in the ligand molecules to be aligned, in this approach the ability to reproduce exper-
imentally observed ligand conformations was optimized, which represents a tough task
taking into account that only a single template molecule and no protein environment is
given. Thus, the results presented next are based on a RMSD measure similar to the
one used in the docking problem. The RMSD is calculated between the predicted ligand
pose and the experimentally determined ligand structure of the ligand to be aligned.
The RMSD bound used for the assessment of a successful prediction was set to 2.5 Å.
For the four targets, a superimposition of the protein-ligand complexes part of the spe-
cific set has been performed with Relibase [119]. The resulting ligand coordinates were
used as the reference for the RMSD calculations. Then, each ligand structure has been
recreated with the 3D-structure generator Corina [146] to obtain an unbiased ligand
structure. However, care for correct chirality and protonation states has been taken.
For all pairwise alignment experiments, the crystal structure conformation was used as
the fixed template and the Corina-generated ligand structure was flexibly aligned onto
the template. The four test sets used are cyclin-dependent kinase 2 (CDK2, 8 struc-
tures: 1fvt, 1fvv, 1h1q, 1h1s, 1dm2, 1g5s, 1e9h and 1jsv), cyclooxygenase-2 (COX2,
3 structures: 3pgh, 4cox, 1cx2), factor Xa (FXA, 8 structures: 1f0r, 1ksn, 1f0s, 1nfx,
1ezq, 1nfu, 1nfw and 1nfy) and peroxisome proliferator activated receptor (PPAR, 8
structures: 2gtk, 2ath, 1k74, 1rdt, 1i7i, 1fm6, 1nyx and 1knu). During the scoring
function parameterization, the weights for the pharmacophoric classes donor, accep-
tor, donor/acceptor, nonpolar no ring, the ring weight wring and the torsional potential
wtors were optimized. The values considered for optimal donor -donor, acceptor -acceptor
and donor/acceptor -donor/acceptor alignments were HB ∈ {−2,−4,−6}. For each of
these settings, 0.5 ·HB was used for donor/acceptor -donor and donor/acceptor -acceptor
pairs. For the alignment of nonpolar atoms which are not part of a ring system, non-
polar no ring-nonpolar no ring, values of NP ∈ {0,−0.1,−0.25,−0.5} were considered.
Finally, ring weights of wring ∈ {−5,−10,−15} and weights for the torsional potential
of wtors ∈ {1, 2, 3} were tested. In total, this resulted in 108 parameter settings for
the training data set described above. Each training set entry was optimized with the
PLANTS algorithm using a search algorithm setting of 20 ants, ρ = 0.15 and pbest = 0.5,
which corresponds to the standard search setting as given in [53], but using a setting of
σ = 5 and a simplex tolerance value for the refinement local search of nmstol = 0.0001
to minimize the chance of sampling inaccuracies. The optimization process revealed two
settings capable of reproducing 100 of 201 alignment pairs within 2.5 Å, which corre-
sponds to 49.75%. While this pose prediction result is bad compared to the success
rates obtained in the structure-based case, it must be noted again that in the ligand-
based case no information about the protein environment is available and only one ligand
structure was used for the prediction of the ligand pose. From the both best-performing
scoring models, the one with an average pose prediction RMSD of 3.59 Å was selected as
the standard setting for pharmACOphore. The weights used in this model are HB = −6,
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Table 4.1: Results obtained for the cross-alignment of three COX2 inhibitors. In
each case, the crystal structure conformation was used as the fixed lig-
and, i.e. the template. The aligned (dynamic) ligand structure was
generated with Corina. For each ligand also the corresponding PDB
code is given.

COX2 fixed

PDB dynamic FLP IMN S58

3pgh FLP 0.21 1.74 6.75
4cox IMN 1.15 0.66 3.73
1cx2 S58 7.10 3.25 0.46

avg. [%] 66.67 66.67 33.33

NP = −0.25, wring = −10 and wtors = 2. All cross-alignment results obtained for this
setting on the training set can be found in Tables 4.1 and 4.2. First of all, as expected, all
ligands can be aligned onto themselves with RMSD values lower than 1 Å. Note that all
RMSD values are calculated between the crystal structure conformation and the Corina-
generated structure used for the ligand to be aligned. Thus, the observation of RMSD
values around zero is unlikely due to different bond lengths and angles observed in the
two conformations. For target COX2, ligands FLP and IMN are able to reproduce the
conformation of each other correctly, while ligand S58 can only be aligned correctly onto
its own structure (see Table 4.1). In the case of CDK2 (see Table 4.2) ligand 107 clearly
performs best, capable of reproducing the conformation of 6 ligands correctly. Only lig-
ands HMD and I17 cannot be reproduced, but these are also not capable of reproducing
the structures (except one for HMD) of other ligands correctly for the case that they are
used as the template. Also ligands 106 and 2A6 seem to be suited as template molecules,
both capable of reproducing 4 additional ligand structures correctly. For ligands 4SP and
INR at least a reproduction rate of 50% can be observed. The conformation of ligand
U55 can be reproduced by many other ligands correctly, but seems not to be suited as a
template molecule. For FXA only reasonable results could be obtained with respect to
the RMSD-based success criterion. The best-performing ligand structures for this target
are RDR, RRP, RRR and RTR, all capable of reproducing each other within 2.5 Å. With
the other four ligands as template, only themselves and maximal two other structures
can be predicted. In contrast, the scoring model performs well on target PPAR, where
for 3 of 8 templates between 6 (ligand 544 and BRL) and 7 ligands (ligand 570) can be
reproduced correctly. Also template structures 208, AZ2 and DRF perform well with
5 of 8 correctly aligned structures. Ligand YPA still reproduces 4 structures correctly,
while 3EA is only capable of reproducing its own structure correctly when used as the
template structure. Part of the CDK2-, FXA- and PPAR-structures were used for the
search parameter optimization presented next.
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Table 4.2: Results obtained for the cross-alignment of eight CDK2-, FXA- and
PPAR-inhibitors. In each case, the crystal structure conformation was
used as the fixed ligand, i.e. the template. The aligned (dynamic)
ligand structure was generated with Corina. For each ligand also the
corresponding PDB code is given.

CDK2 fixed

PDB dynamic 106 107 2A6 4SP HMD I17 INR U55

1fvt 106 0.29 0.91 1.25 0.96 6.37 6.84 1.27 0.49
1fvv 107 3.65 0.45 3.29 2.83 10.65 7.88 2.92 2.86
1h1q 2A6 0.94 2.02 0.28 0.58 6.81 5.26 1.09 6.68
1h1s 4SP 1.25 0.74 0.84 0.32 7.06 6.33 9.38 6.10
1dm2 HMD 3.76 3.84 5.56 4.95 0.44 4.31 1.34 6.79
1g5s I17 6.70 6.64 6.59 6.61 7.91 0.31 6.77 5.70
1e9h INR 1.09 1.02 0.89 7.09 1.61 5.21 0.44 7.33
1jsv U55 1.83 1.98 2.02 1.72 7.12 7.42 7.53 0.43

avg. [%] 62.50 75.00 62.50 50.00 25.00 12.50 50.00 25.00

FXA fixed

PDB dynamic 815 FXV PR2 RDR RPR RRP RRR RTR

1f0r 815 0.18 2.24 0.43 8.53 2.70 8.65 8.55 8.70
1ksn FXV 1.95 0.29 4.21 2.91 0.40 9.37 5.10 9.16
1f0s PR2 0.47 8.70 0.20 8.41 2.75 8.25 8.36 8.23
1nfx RDR 8.77 8.57 8.81 0.77 8.59 1.20 1.14 2.17
1ezq RPR 4.24 1.64 4.52 2.71 0.34 9.77 3.04 9.73
1nfu RRP 8.62 8.41 8.65 2.17 8.39 0.90 1.25 1.89
1nfw RRR 8.37 3.44 8.43 0.65 8.16 1.41 0.61 1.39
1nfy RTR 8.26 8.21 8.21 2.13 8.04 1.75 1.13 0.90

avg. [%] 37.50 37.50 25.00 50.00 25.00 50.00 50.00 50.00

PPAR fixed

PDB dynamic 208 3EA 544 570 AZ2 BRL DRF YPA

2gtk 208 0.26 10.15 0.80 1.42 2.90 2.69 2.93 1.62
2ath 3EA 4.93 0.48 4.16 1.92 3.11 3.35 2.38 4.15
1k74 544 1.37 3.79 0.32 1.09 1.75 2.07 3.09 3.10
1rdt 570 1.64 5.50 0.81 0.35 2.14 2.15 3.25 2.94
1i7i AZ2 1.80 2.51 1.86 2.06 0.30 2.14 1.18 2.50
1fm6 BRL 1.53 3.21 1.46 1.39 1.12 0.29 1.61 1.80
1nyx DRF 2.54 2.86 2.19 2.44 1.38 1.83 0.34 1.69
1knu YPA 3.11 8.61 3.05 3.46 2.70 1.35 1.73 0.40

avg. [%] 62.50 12.50 75.00 87.50 62.50 75.00 62.50 50.00
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4.2.4 Search Algorithm Parameter Optimization

Also for the alignment scoring function a search parameter optimization has been carried
out for the problem of pairwise alignment as this mode is most frequently used in ligand-
based virtual screening. With minor exceptions, the same settings as described in Section
3.2.4 were used. Only 10 instead of 25 validation runs have been performed because of
the extended number of test set entries used for the training set. This consisted of 29
pairs constituted of selected entries from the training set used for the scoring function
parameterization. For CDK2, one template structure, ligand 107, was used, while ligands
106, 107, 2A6, 4SP, INR and U55 were aligned onto it. In the case of FXA, 16 alignment
pairs were considered consisting of all possible combinations of ligands RDR, RRP,
RRR and RTR. Finally, for PPAR, template structure 570 was used to align the 7
ligands 208, 3EA, 544, 570, AZ2, BRL and YPA. For parameter σ only the values 0.25,
0.5 and 1.0 have been considered for the optimization process. A similar analysis as
presented for the search parameter optimization in the case of protein-ligand docking
was carried out to identify three parameter settings corresponding to different average
search speeds. Figure 4.2 shows the influence of the tested parameter values on the
optimization performance. The standard search setting speed 1 was selected to perform
approximately 500000 scoring function evaluations on average. For speed 2 and speed
4, search settings approximately using 250000 and 125000 scoring function evaluations
were selected, respectively. All search parameter settings were selected according to
Figure 4.2a to 4.2d and are presented in Table 4.3.

Table 4.3: Search parameters resulting from the search parameter optimization for
the alignment scoring function.

speed setting

1 2 4

parameter

σ 1.00 0.5 0.25
ρ 0.20 0.20 0.25
nmstol 0.02 0.02 0.02
ref-nmstol 0.0001 0.0001 0.0001
sdb update iter. 5 10 5
results

avg. succ. [%] 96.2 92.8 84.8
avg. eval. [in 106] 0.51 0.25 0.13
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Figure 4.2: Influence of different settings for (a) evaporation factor ρ, (b) the num-
ber of non-improving iterations until solution sdb performs a pheromone
update, (c) the NMS tolerance for the local search and (d) the NMS
tolerance for the refinement local search. In each plot, the number
of scoring function evaluations (x-axis) is plotted versus the average
success rate (y-axis).
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4.3 Pose Prediction

The pharmACOphore approach was assessed with respect to its alignment performance
for the pairwise alignment problem and the multiple flexible alignment problem on several
data sets.

4.3.1 Pairwise Alignment

The comprehensive FlexS data set [140] was used to assess the pose prediction perfor-
mance of pharmACOphore. This test set consists of 14 different targets, for which the
corresponding ligands have been superimposed. The superimposed crystal structure was
used as the reference for the RMSD calculations and also as the template structure in
each case. The minimized ligand structures, also available in this test set, were taken
for the dynamic ligands to be aligned onto the template. All pairwise alignment experi-
ments were carried out 25 times with search algorithm setting speed 1 on an Intel Xeon
X5365 CPU processor with 3GHz. The success rates were determined with respect to
the RMSD of the top-ranked solution. Thus, a prediction was assessed as correct if the
RMSD between the predicted and the experimentally observed ligand conformation was
lower than 2.5 Å.

Table 4.4 presents the results obtained for the targets immunoglobulin, streptavidin,
carboxypeptidase A and glycogen phosphorylase. For immunoglobulin, two independent
subsets can be identified for which all entries can be aligned correctly onto each other.
The first set is constituted of ligands 1dbb, 1dbm and 2dbl, while the second set consists
of ligands 1dbj and 1dbk. Thus, the best-performing template structures for this target
are all ligands part of set 1 capable of reproducing the structures of 3 ligands correctly
at success rates of 100%. The average time per alignment was 1.3 s for this target. Fig-
ure 4.3a illustrates the reason of failure for the alignment of structure 1dbm onto 1dbj.
The ring systems of the template structure 1dbj (shown in blue) and the experimentally
observed structure of 1dbm (shown in green) do not coincide, while pharmACOphore
generates a perfect match of the ring systems (shown in red). A quite striking per-
formance across all template structures can be observed for target streptavidin. All
template structures are able to reproduce all ligand structures correctly at excellent av-
erage success rates between 88% and 100%. For this target average alignment times
of 1.4 s were measured. All pairwise alignment results obtained for template structure
1srf are visualized in Figure 4.3b. In the case of carboxypeptidase A at least two tem-
plate molecules (6cpa and 7cpa) are able to reproduce all ligands correctly at average
alignment times of 6.9 s. Figures 4.3c and 4.3d show the alignment results obtained with
pharmACOphore. While the overall larger structure 6cpa cannot be aligned correctly
onto the smaller template structure 3cpa (Figure 4.3c), a correct alignment of 3cpa
onto 6cpa (Figure 4.3d) is possible. For glycogen phosphorylase ligand 1gpy can only
be aligned correctly onto itself while the rest of the ligands is able to reproduce each
other correctly. The average alignment time for this target was 1.8 s. In the case of the
four test sets concanavalin, dihydrofoloate reductase (DHFR), fructose biophosphatase
and thrombin, each consisting of either 2 or 3 ligands, an overall convincing performance
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can be observed (see Table 4.5) at average alignment times between 1 s (concanavalin)
and 7.7 s (dihydrofolate reductase). Finally, the results obtained for targets human rhi-
novirus and trypsin can be found in Table 4.6. For these targets average alignment times
of 4.3 s and 0.8 s were measured, respectively. As already observed for immunoglobulin,
also for human rhinovirus two independent sets of correctly alignable ligands can be
identified. Each of these is capable of reproducing exactly half of the ligands correctly
at success rates of 100%. For trypsin, one excellent template structure, ligand 1tnj, able
to reproduce 6 of 7 ligands correctly and several well-performing template structures,
ligands 1tnh, 1tnk, 1tnl and 3ptb, capable of reproducing 5 ligands correctly, can be
identified. Ligands 1pph and 1tni exhibit only a reasonable to poor performance. For
the remaining targets endothiapepsin, elastase, HIV and thermolysin pharmACOphore
showed only a poor pose prediction performance. In most cases each ligand could only
be aligned correctly onto itself (data not shown).



CHAPTER 4. LIGAND-BASED DRUG DESIGN 143

Table 4.4: Pairwise alignment results for the four targets immunoglobulin, strepta-
vidin, carboxypeptidase A and glycogen phosphorylase. All success rates
are averaged over 25 independent experiments. Additionally, the aver-
age success rate achieved is presented for each fixed ligand used as the
alignment template.

immunoglobulin streptavidin

fixed fixed

dyn. 1dbb 1dbj 1dbk 1dbm 2dbl dyn. 1srf 1srg 1srh 1sri 1srj

1dbb 100 0 0 100 100 1srf 100 100 88 100 100
1dbj 0 100 100 0 0 1srg 100 100 100 100 100
1dbk 0 100 100 0 0 1srh 100 100 100 100 100
1dbm 100 0 0 100 100 1sri 100 100 100 100 100
2dbl 100 0 0 100 100 1srj 100 100 100 100 100

avg. [%] 60 40 40 60 60 100 100 97.6 100 100

carboxypeptidase A glycogen phosphorylase

fixed fixed

dyn. 1cbx 2ctc 3cpa 6cpa 7cpa dyn. 1gpy 3gpb 4gpb 5gpb

1cbx 100 100 100 100 100 1gpy 100 0 0 0
2ctc 100 100 100 100 100 3gpb 0 100 100 100
3cpa 100 100 100 100 100 4gpb 0 100 100 100
6cpa 0 0 0 100 96 5gpb 0 100 100 100
7cpa 0 0 0 88 100

avg. [%] 60 60 60 97.6 99.2 25 75 75 75
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Table 4.5: Pairwise alignment results for the four targets concanavalin, dihydro-
folate reductase (DHFR), fructose biophosphatase and thrombin. All
success rates are averaged over 25 independent experiments. Addition-
ally, the average success rate achieved is presented for each fixed ligand
used as the alignment template.

concanavalin DHFR

fixed fixed

dyn. 5cna t0013 dyn. 1dhf 4dfr

5cna 100 100 1dhf 100 12
t0013 100 100 4dfr 64 100

avg. [%] 100.00 100.00 82.00 56.00

fructose biophosphatase thrombin

fixed fixed

dyn. 4fbp t0039 dyn. 1dwc 1dwd 1ett

4fbp 100 100 1dwc 100 80 92
t0039 100 100 1dwd 28 100 48

1ett 100 100 100

avg. [%] 100.00 100.00 76.00 93.33 80.00
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Table 4.6: Pairwise alignment results for target human rhinovirus and trypsin. All
success rates are averaged over 25 independent experiments. Addition-
ally, the average success rate achieved is presented for each fixed ligand
used as the alignment template.

human rhinovirus

fixed

dyn. 2r04 2r06 2r07 2rm2 2rr1 2rs1 2rs3 2rs5

2r04 100 100 100 0 0 0 0 100
2r06 100 100 100 0 0 0 0 100
2r07 100 100 100 0 0 0 0 100
2rm2 0 0 0 100 100 100 100 0
2rr1 0 0 0 100 100 100 100 0
2rs1 0 0 0 100 100 100 100 0
2rs3 0 0 0 100 100 100 100 0
2rs5 100 100 100 0 0 0 0 100

avg. [%] 50.00 50.00 50.00 50.00 50.00 50.00 50.00 50.00

trypsin

fixed

dyn. 1pph 1tnh 1tni 1tnj 1tnk 1tnl 3ptb

1pph 100 0 0 0 0 0 0
1tnh 100 100 0 100 100 100 100
1tni 0 0 100 72 0 0 0
1tnj 0 100 0 100 100 100 100
1tnk 0 100 0 100 100 100 100
1tnl 0 100 0 100 100 100 100
3ptb 100 100 0 100 100 100 100

avg. [%] 42.86 71.43 14.29 81.71 71.43 71.43 71.43
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(a) (b)

(c) (d)

Figure 4.3: Pairwise alignment results. Cones represent pharmacophoric ring fea-
tures, yellow spheres represent nonpolar atoms which are not part of
ring systems, blue spheres represent acceptors, magenta spheres rep-
resent donors and green spheres represent donor/acceptor atoms. (a)
Immunoglobulin. Incorrect alignment of ligand 1dbm (red) onto tem-
plate 1dbj (blue). The experimentally observed conformation of 1dbm
is shown in green. The failure can be attributed to the alignment of
the ring systems which are not perfectly aligned in the experimentally
observed structure. (b) Streptavidin. Superimposition of all pairwise
alignment results generated for template structure 1srf (blue). Note
that all ligand structures could be superimposed correctly. (c) Car-
boxypeptidase A. Incorrect alignment of ligand structure 6cpa (red)
onto template structure 3cpa (blue). The experimentally observed con-
formation for 6cpa is shown in green. (d) Carboxypeptidase A. Correct
alignment of ligand structure 3cpa (red) onto template structure 6cpa
(blue). The experimentally observed conformation for 3cpa is shown
in green.
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4.3.2 Multiple Flexible Alignment

The approach has been additionally tested for the problem of multiple flexible align-
ment. For this type of problem no search parameter optimization has been carried out
as this alignment mode is in practice usually not time-critical, in contrast to virtual
screening experiments. Thus, parameter σ scaling the number of iterations carried out
by the ACO algorithm was set to the number of ligands to be superimposed in parallel.
For example, for the flexible superimposition of the 7 trypsin ligands that are part of
the FlexS data set, a setting of σ = 7 was used. In order to be able to assess the
pose prediction accuracy, one ligand was fixed to its crystallographic conformation to
define the reference for the RMSD calculations. However, it must be noted that the
main purpose of the multiple flexible alignment mode is the identification of common
pharmacophoric features within the set of ligands to be superimposed. Therefore, for
the two examples discussed here, trypsin from the FlexS data set and cyclin-dependent
kinase 2 (CDK2) from the alignment scoring function training data set, both issues will
be considered. For each target all ligands have been investigated with respect to their
ability to reproduce the conformation of many of the other ligands correctly. For each
template structure the crystallographic ligand conformation has been used, while the
set of ligands to be superimposed flexibly in parallel consisted of the minimized ligands
for trypsin (taken from the FlexS data set) and the Corina-generated structures for
CDK2, which corresponds to the setup presented for the pairwise alignment in the last
sections. Each experiment was run 3 times and the overall best-scoring alignment was
kept for each template. Finally, out of these alignments the ones able to reproduce most
of the ligand conformations correctly were selected for discussion. The multiple flexible
superimposition for the 7 trypsin ligands is shown in Figure 4.4a. In this case, ligand
structure 1pph (shown in blue) was used as the fixed template structure. The other six
ligands were then superimposed flexibly in parallel. All ligand structures except 1tni
could be reproduced within a RMSD of 2 Å. In Figure 4.4a the correct alignment of the
ring systems represented as cones as well as the donor groups shown as magenta-colored
spheres in the lower part can be seen. The alignment time for this data set was around
5minutes on an Intel Xeon X5365 CPU processor with 3GHz. A multiple flexible align-
ment for the 8 CDK2 ligand structures part of the alignment scoring function training
data set is presented in Figure 4.4b. In this case ligand structure 1g5s (shown in blue)
was used as the fixed template molecule. All ligands except 1dm2 (shown in red) can
be reproduced within a RMSD of 2.5 Å. The alignment time for this set of ligands was
28minutes on the same processor as described above. Interestingly, for both targets,
the template structures used perform poor for pairwise alignment (see Tables 4.6 and
4.2). However, due to the alignment of all ligand structures in parallel, additional in-
formation on similarities among all ligand structures can be gained. Nevertheless, also
the reverse case can be observed, i.e. some template structures reproduce more ligands
correctly in the pairwise alignment mode than in the multiple alignment according to
the RMSD-based success criterion.
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(a)

(b)

Figure 4.4: Multiple flexible alignment results. Cones represent pharmacophoric
ring features, yellow spheres represent nonpolar atoms which are not
part of ring systems, blue spheres represent acceptors, magenta spheres
represent donors and green spheres represent donor/acceptor atoms.
(a) Multiple flexible alignment of 7 trypsin structures. The template
molecule (PDB code 1pph) is shown in blue. All ligands except 1tni
(shown in red) are reproduced within a RMSD of 2 Å. (b) Multiple
flexible alignment of 8 cyclin-dependent kinase 2 structures. The tem-
plate structure 1g5s is shown in blue. All ligand conformations except
1dm2 (shown in red) are reproduced within a RMSD of 2.5 Å.
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4.4 Virtual Screening

Finally, the approach was tested on the same data sets as used in the structure-based
case with respect to its virtual screening performance. For each receptor used in the
virtual screening experiments presented in Section 3.4, the co-crystallized ligand was
taken as the template molecule for pairwise alignment. All active and inactive ligands
were superimposed onto the template molecule using standard search parameter settings
speed 1. The scoring function value returned by pharmACOphore, i.e. the optimized
alignment score falign, was used to create a ranked database similar to the structure-
based experiments. The same measures, enrichment factors and the AUC value, were
calculated for the assessment of the ligand-based virtual screening performance. All
experiments presented in Tables 4.7 and 4.8 were carried out on an Intel Xeon X5365
CPU with 3GHz. In these tables, additionally the results obtained for the structure-
based virtual screening experiments are presented to allow for a direct comparison.

For target neuraminidase (see Table 4.7), the ligand-based pharmACOphore approach
is able to outperform the best settings of the structure-based PLANTS approach when
looking at the enrichment factors obtained at the top-percent of the ranked database.
For the ligand template structures from PDB code 1f8b and 1mwe optimal values of 50
are reached. Also at 2% of the database the ligand-based approach achieves enrichment
factors of around 30 for both ligand structures, where PLANTS reaches at maximum
values of around 23. However, when looking at the values obtained at 5% and 10% as
well as the AUC value assessing the overall screening performance, the structure-based
PLANTS approach reaches better values. The average alignment times of around 2.7 s
per ligand are one magnitude faster than the average docking time observed per ligand.
For thymidine kinase, pharmACOphore shows a superior performance compared to the
structure-based approach. The template ligand structure of PDB code 1ki6 reaches a
near-optimal enrichment factor of 46.9 at 1% of the ranked database. Also the other
enrichment factors up to 10% of the database reach on average higher values than the
best settings of the PLANTS approach and also a higher AUC value. For this target,
the average alignment time per ligand was 1.35 s, which is again much faster than the
average docking times between 19.2 s (without water molecules) and 63.5 s (with wa-
ter molecules) per ligand. However, for trypsin the same enrichment factors as in the
structure-based case can be observed. Note that here the AUC value of 0.56 for the
ligand-based approach is worse than the ones observed for protein structures 1ppc and
1tld reaching values of 0.68 and 0.73, respectively. The average alignment time is with
1.13 s per ligand approximately only 10% of the average docking time per ligand mea-
sured for the structure-based case. Finally, for target protein kinase A pharmACOphore
shows again a superior performance when looking at the results obtained for the ligand
template structure of PDB code 1ydr. For this structure, convincing enrichment factors
of 25 can be observed at 1% and 2% of the ranked database. At 5% a value of 15 (maxi-
mum 20) is reached, while at 10% an excellent enrichment factor of 7.6 is achieved. The
overall good screening performance is also reflected in the AUC value of 0.93, which is
the highest one observed across all settings presented for this target. Additionally, the
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average alignment time is with 1.2 s to 1.3 s per ligand much shorter than the fastest
measured docking time per ligand, which is around 22.2 s for protein structure 1ydr.

The second part of the virtual screening results is presented in Table 4.8. For both
subsets of target estrogen receptor α the pharmACOphore approach shows a similar
performance as the structure-based protocols using PLANTSCHEMPLP. However, the av-
erage alignment times per ligand are with around 0.8 s to 1.1 s again much shorter than
the average docking times per ligand ranging from 4.1 s to nearly 8 s. For acetylcholine
esterase the structure-based PLANTS approach reaches on average better enrichment
factors, irrespective of the scoring function used, except at 10% of the ranked database,
where pharmACOphore reaches a slightly better value of 6.3. The overall screening per-
formance measured with the AUC value is with 0.87 slightly higher for pharmACOphore
than the one observed for PLANTS (0.8). The average alignment time per ligand was
around 2.4 s for this target. Also for matrix metalloproteinase 3 the structure-based
approach shows an overall better performance across all settings. For this target, phar-
mACOphore reaches approximately the performance of PLANTSPLP M5 when looking
at the enrichment factors obtained from 2% of the ranked database on and at the AUC
value. Again, a fast average alignment time of 3.48 s per ligand was measured. Finally,
in the case of target factor Xa pharmACOphore exhibits an overall better screening
performance than PLANTSPLP M5, but is not able to reach the excellent screening per-
formance observed for the structure-based screening protocol using PLANTSCHEMPLP M3

with displaceable water molecules. Also for this target, very short average alignment
times of around 3.6 s per ligand were measured.

4.5 Conclusions

The pharmACOphore approach presented in the last sections shows an overall convincing
performance across many targets at efficient computation times. Results for pairwise
and multiple flexible alignment experiments were presented showing pharmACOphore’s
ability to create meaningful alignments. Finally, ligand-based virtual screening results
obtained with pharmACOphore were directly compared with the ones obtained for the
structure-based PLANTS approach. Depending on the target, an excellent to reasonable
screening performance could be observed at much shorter computation times compared
to the structure-based protein-ligand docking approach. The approach is in principle
capable of using multiple template structures at the same time for pairwise alignment,
which could probably improve virtual screenings if the conformation of more than one
known active ligand structure is available.
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Table 4.7: Comparison of the results obtained for the structure- and ligand-based
virtual screening experiments. In the case of pharmACOphore the co-
crystallized ligand for each target receptor was used as the template
molecule for pairwise alignment. For all targets, the enrichment fac-
tors at 1%, 2%, 5% and 10% of the ranked database as well as the
AUC value are presented for scoring function PLANTSCHEMPLP M3. Ex-
periments considering different receptor structures (PDB codes given)
as well as displaceable water molecules (water) and protein flexibility
(flexible) were carried out. The maximum enrichment factors reachable
at 1%, 2%, 5% and 10% are 50, 50, 20 and 10, respectively. The best
obtained results per target are shown in bold.

enrichment factor

1% 2% 5% 10% AUC avg. time [s]
optimum 50.0 50.0 20.0 10.0 1.00

neuraminidase

1f8b 9.8 13.3 12.0 9.3 0.94 27.89
1mwe 6.7 16.7 14.0 9.3 0.95 27.93
1f8b water 23.2 23.3 14.7 9.3 0.96 65.56
1mwe water 36.6 23.3 16.0 9.3 0.97 62.20
1f8b pharmACOphore 50.0 33.3 14.7 7.3 0.82 2.64
1mwe pharmACOphore 50.0 30.0 12.0 7.3 0.80 2.72

thymidine kinase

1ki6 0.0 3.3 4.7 4.7 0.81 19.23
1qhi 6.7 3.3 4.0 2.7 0.68 19.17
1ki6 water 16.5 20.0 12.0 6.7 0.89 43.51
1qhi water 13.4 10.0 4.0 3.3 0.70 63.48
1ki6 pharmACOphore 46.9 23.3 14.0 8.7 0.93 1.35
1qhi pharmACOphore 26.8 13.3 5.3 2.7 0.65 1.48

trypsin

1ppc 12.5 6.2 2.5 1.2 0.68 13.11
1tld 12.5 6.2 2.5 1.2 0.73 13.33
1ppc pharmACOphore 12.5 6.2 2.5 1.2 0.56 1.13

protein kinase A

1q8t 12.5 6.2 2.5 1.2 0.72 24.75
1ydr 0.0 0.0 2.5 1.2 0.64 22.17
1q8t flexible 0.0 6.2 2.5 1.2 0.81 64.76
1ydr flexible 0.0 0.0 5.0 2.5 0.70 61.73
1q8t pharmACOphore 12.5 12.5 5.0 5.0 0.83 1.20
1ydr pharmACOphore 25.0 25.0 15.0 7.5 0.93 1.32
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Table 4.8: Comparison of the results obtained for the structure- and ligand-based
virtual screening experiments. In the case of pharmACOphore the co-
crystallized ligand for each target receptor was used as the template
molecule for pairwise alignment. For all targets, the enrichment fac-
tors at 1%, 2%, 5% and 10% of the ranked database as well as the
AUC value are presented for scoring function PLANTSCHEMPLP M3 and
PLANTSPLP M5. The maximum enrichment factors reachable at 1%,
2%, 5% and 10% are 50, 50, 20 and 10, respectively. The best obtained
results per target are shown in bold.

enrichment factor

1% 2% 5% 10% AUC avg. time [s]
optimum 50.0 50.0 20.0 10.0 1.00

estrogen receptor α mimics

PLANTSCHEMPLP M3 8.3 6.9 3.9 2.8 0.68 7.92
PLANTSPLP M5 0.0 0.0 2.2 1.4 0.62 6.45
pharmACOphore 8.3 6.9 4.4 5.3 0.69 1.07

estrogen receptor α toxins

PLANTSCHEMPLP M3 9.1 5.0 2.7 2.6 0.74 5.77
PLANTSPLP M5 3.6 3.6 2.5 2.0 0.70 4.08
pharmACOphore 9.1 5.9 3.6 2.2 0.67 0.79

acetylcholine esterase

PLANTSCHEMPLP M3 14.8 14.8 7.8 5.2 0.80 36.51
PLANTSPLP M5 24.1 17.6 10.4 5.9 0.80 16.84
pharmACOphore 9.3 4.6 7.4 6.3 0.87 2.44

matrix metalloproteinase 3

PLANTSCHEMPLP M3 23.3 15.8 14.3 9.5 0.97 48.20
PLANTSPLP M5 18.3 11.7 10.7 7.5 0.92 22.69
pharmACOphore 10.0 8.3 9.3 6.5 0.89 3.48

factor Xa

PLANTSCHEMPLP M3 19.4 14.0 10.2 6.6 0.89 49.87
PLANTSCHEMPLP M3 water 25.6 16.7 11.0 6.7 0.91 95.74
PLANTSPLP M5 8.9 5.8 4.2 3.6 0.79 20.94
pharmACOphore 13.2 11.2 7.3 6.3 0.93 3.62



5 Conclusions and Future Work

Searching for new potential drug candidates is a time-consuming and especially expensive
task. Therefore, cheap computer-aided methodologies become more and more important
in the early stages of the drug discovery pipeline, where they can help to minimize the
chance of selecting suboptimal drug candidates. In this way, these methods contribute
towards a reduction of time and even costs in the subsequent stages of the discovery
process. In this work, a novel approach based on ant colony optimization (ACO) [16]
for structure- and ligand-based drug design has been developed.

While ACO algorithms have been shown to perform excellent for other types of prob-
lems, for example routing, assignment and scheduling problems [16], the presented ap-
proach is the first one applied to the field of protein-ligand docking and flexible ligand
alignment. All problems discussed in the structure- and ligand-based parts of this work
were reduced to real-valued minimization problems, which were then tackled by the
hybrid ACO algorithm PLANTS (Protein-Ligand ANT System). The hybridization
strategy used in PLANTS, i.e. the combination of a discrete ACO algorithm and a con-
tinuous local minimization strategy (Nelder-Mead simplex algorithm [56]), turned out
to be suitable for all problems discussed here.

The first problem treated in this work was the flexible protein-ligand docking problem
(PLDP). For this problem, the optimization variables are given by the ligand’s trans-
lational, rotational and torsional degrees of freedom as well as the protein’s torsional
degrees of freedom resulting from the consideration of rotatable donor groups at the pro-
tein surface or flexible protein-side chains. Additionally, the presented approach allows
for the inclusion of explicit water molecules, which can be displaced by ligands directly
binding to the protein. For each selected water molecule the six rigid body degrees of
freedom are added to the set of optimization variables. For the PLDP, the objective
function to be minimized is given by a scoring function which assigns a score to each
complex conformation sampled by the PLANTS algorithm. The global minimum of
the scoring function is expected to represent the experimentally observed complex con-
formation. Two empirical scoring functions, PLANTSCHEMPLP and PLANTSPLP, taking
into account contributions like steric complementarity of the protein and the ligand,
hydrogen bonding etc. were parameterized with respect to the reproduction of experi-
mentally observed complex conformations (pose prediction). Several different parameter
settings (models) were identified for each of both scoring functions exhibiting a pose
prediction performance at least comparable to existing state-of-the-art approaches. The
pose prediction performance was assessed by comparing the conformation of the pre-
dicted ligand structure with the experimentally observed ligand conformation. If the
RMSD (root mean square deviation) with respect to the heavy-atom coordinates of both
structures was within 2 Å, the prediction was counted as a success. One of the best-
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performing scoring function models, PLANTSCHEMPLP model M3, was able to reproduce
the complex conformation of approximately 76% of the 213 complexes that are part
of the CCDC / Astex clean listnc [114] correctly when only considering the top-ranked
solutions. An even better predictive performance could be observed for the 85 complexes
part of the drug-like Astex diverse set [115]. For this test set, average success rates of
approximately 87% could be observed. The average docking times of around 61 s for the
complexes of the CCDC / Astex clean listnc and 26 s for those of the Astex diverse set
(docking times measured on an Intel Xeon X5365 CPU with 3GHz) definitely make this
approach suitable for the virtual screening of large compound libraries. The problem
dimension of the continuous optimization problems treated for these test sets was 18
on average. A direct comparison with the protein-ligand docking program GOLD [59],
an approach frequently used in the pharmaceutical industry, showed the competitive-
ness of PLANTS with respect to pose prediction accuracy. For each setting of GOLD,
a corresponding PLANTS setting could be identified, which was able to reach higher
average success rates within less or equal search time. Additional experiments in consid-
eration of explicit displaceable water molecules showed that for the four protein targets
studied, HIV-1 protease, factor Xa, neuraminidase and thymidine kinase, on average a
higher pose prediction accuracy could be observed at good to excellent water occupancy
predictions.

While the results for the native docking experiments, i.e. docking a ligand back into
its experimentally protein structure, were quite striking, the additional cross-docking
experiments, i.e. docking the ligand into a protein structure determined with no or a
different ligand, identified the limits of the proposed approach. For all cross-docking
studies, the same stringent success criteria like for the native docking experiments were
used to assess the pose prediction performance, i.e. a RMSD bound of 2 Å was used
to assess a successful prediction. Additionally, all ligand structures were minimized in
vacuo to remove any bias towards the native protein structure. For protein targets neu-
raminidase and trypsin high average success rates across many protein structures could
be observed, but for thymidine kinase, protein kinase A and cyclin-dependent kinase 2
only some protein structures were able to identify the correct pose for most of the active
ligands at rank 1. However, when looking at the solutions returned up to rank 3 and 10,
in most cases good pose prediction results were obtained. When additional degrees of
freedom, like displaceable explicit water molecules or selected flexible protein side-chains,
were considered in the experiment, on average better results could be obtained.

The approach was additionally examined with respect to its performance in virtual
screening experiments. Given a protein target structure and a database containing up
to millions of compounds, the goal is to identify potential biologically active ligands.
All compounds that are part of the database are docked into the protein structure and
sorted according to the scoring function value returned for each minimized complex con-
formation resulting in a ranked database. Usually a fixed percentage of the top-ranking
structures is then tested experimentally for biological activity, thereby neglecting most
of the compounds that are part of the initial database. Thus, virtual screening exper-
iments were carried out to assess the discriminatory power of the PLANTS approach
with respect to identifying biologically active ligands within a compound library. For
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the first class of virtual screening experiments, known active ligands and receptor struc-
tures from the cross-docking experiments were chosen, for which reasonable to good
pose prediction results had been obtained. The second class of experiments was carried
out for active ligands taken from [116], for which no information about correct complex
conformations was available. In all cases, similar inactive ligands have been chosen from
the ZINC database [62] matching approximately the one-dimensional property distribu-
tions of the active ligands in order to avoid artificial enrichment [63]. The databases
were constructed to contain 2% of known active and 98% of inactive ligands. All lig-
and structures, known active and inactive ones, were minimized in vacuo to minimize
the bias towards active ligands taken from the experimentally determined structures.
Taking into account that the scoring functions employed in PLANTS were exclusively
optimized for pose prediction, the obtained results were promising on average. However,
for some targets, like estrogen receptor α or protein kinase A, only a poor discrimination
performance at the top-percent of the ranked database could be observed. On average
the scoring function PLANTSCHEMPLP showed a better performance with respect to iden-
tifying active ligands at the top-ranked positions of the database compared to scoring
function PLANTSPLP. For some targets used for virtual screening also the influence of
displaceable water molecules was assessed. In most cases, the enrichment factors at 1%
and 2% of the ranked database increased significantly compared to the experiments not
taking into account these additional interactions.

For some protein targets the use of general-purpose scoring functions, like those pre-
sented in this work that are parameterized on a variety of different protein targets,
may be suboptimal with respect to pose prediction or virtual screening performance due
to their generality. Therefore, the capability to parameterize a target-specific scoring
function given user-defined scoring function terms was illustrated for the protein tar-
get trypsin. The aim of this parameterization process was the derivation of a scoring
function that exhibits an improved discrimination performance, while retaining pose
prediction accuracy. Thus, negative training data, i.e. a set of inactive ligands, was also
taken into account to optimize the separation between the known active and the set of
inactive ligands. A coupled ACO algorithm was presented capable of optimizing the
parameters of the given scoring function terms with respect to the requirements stated
above. The results obtained showed the potential of the approach, but at the same time
also its limitations. While in general a better discrimination performance was observed
for the target-specific scoring function, the enrichment factors for the top percentage
of the database did not change significantly compared to the standard scoring function
PLANTSCHEMPLP.

Finally, for the structure-based part of this work, a modified parallel version of
PLANTS was presented capable of exploiting the computational performance available
on today’s graphics processing units (GPU). The quite complex encoding scheme using
the graphics pipeline has been explained and results obtained for the GPU-accelerated
approach were shown for 129 protein-ligand complexes. On average, the combined CPU-
GPU-based approach (single core of a dual-core Pentium 4 CPU with 3GHz and a Nvidia
GeForce 8800 GTX GPU) only needs approximately 20% of the computation time mea-
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sured for the purely CPU-based algorithm, while reaching similar pose prediction success
rates, which is a very encouraging result.

In the ligand-based part of this work, the pharmACOphore approach has been intro-
duced capable of performing pairwise and multiple flexible ligand alignment. In some
research projects, no information on the protein target structure is available, but some
biologically active ligands are known. In this case, the conformation of a known active
ligand (template) can be used to perform a similarity-based search for new potential
ligands by aligning one or several compounds onto the template structure. A scoring
function then rewards the superimposition of similar pharmacophoric groups, for exam-
ple donors, acceptors, ring systems etc. For this problem, the optimization variables
are given by the translational, rotational and torsional degrees of freedom of all ligands
to be aligned except the rigid template structure. The objective function is given by
the alignment scoring function, which is again minimized using the PLANTS approach
developed in this work. A similarity-based alignment scoring function has been parame-
terized on a training set consisting of 4 different targets. The resulting parameterization
finally showed a good ligand-based pose prediction performance on the independent
FlexS data set [140] with respect to pairwise alignment. Additionally, two experiments
for multiple flexible alignment, where several ligands are aligned in parallel onto a tem-
plate structure, demonstrated the ability of the approach to recognize pharmacophoric
patterns among a given set of ligands. Finally, ligand-based virtual screening experi-
ments were carried out for the same targets as in the structure-based case. Instead of the
protein structure as in the structure-based case, the cocrystallized ligand structure was
used as the template molecule and all ligands that were part of the specific databases
were aligned onto it. A ranked database was generated for each target using the scores
returned for each superimposition. The observed virtual screening performance was at
least comparable to the structure-based PLANTS approach at much shorter average
search times (between 0.8 s and 3.6 s per alignment depending on the target), which is
also an encouraging result.

The methods developed in this work mainly focused at the reproduction of experi-
mentally observed complex conformations, while less effort has been explicitly devoted
towards tuning the virtual screening performance of the approach. Thus, the scoring
functions parameterized for the structure- and ligand-based approaches presented in
this work may be extended to account for additional scoring contributions able to im-
prove the screening efficiency. For example, entropic terms like in Chemscore [90, 91]
could be added to account for these effects explicitly. The GPU-accelerated structure
transformation and scoring function evaluation currently only handles flexible ligands
and rotatable donor groups at the surface of the protein binding site. However, cross-
docking experiments carried out in consideration of selected explicit water molecules
or protein side-chains showed an improved performance. As the computational costs
increased significantly when taking into account these additional degrees of freedom, a
GPU-acceleration of these parts should be considered. The same accounts for the align-
ment scoring function, which should fit perfectly into the GPU-framework due to the
enormous number of distance calculations needed for its evaluation, especially in the
case of multiple flexible ligand alignment.



6 Zusammenfassung

Die Suche nach neuen potentiellen Wirkstoffkandidaten ist ein zeitaufwendiger und ins-
besondere kostspieliger Prozess. Daher gewinnen kostengünstige computergestützte Me-
thoden in den frühen Stufen der Wirkstoffentdeckung zunehmend an Bedeutung. Der
Einsatz dieser Verfahren kann zur Vermeidung der Auswahl suboptimaler Wirkstoffkan-
didaten und somit zur Reduktion von sowohl Entwicklungskosten als auch -zeit in den
weiteren Stufen des Entwicklungsprozesses beitragen. Im Rahmen dieser Arbeit wur-
de auf der Basis von Ant Colony Optimization (ACO) [16] ein neuer Ansatz für das
struktur- und ligandbasierte Wirkstoffdesign entwickelt.

Während ACO-Algorithmen bereits eine hervorragende Leistung auf anderen Pro-
blemstellungen gezeigt haben, zum Beispiel für routing, assignment und scheduling [16],
ist der vorgestellte ACO-Ansatz der erste für die Problemstellungen Protein-Ligand-
Docking und flexible Ligandüberlagerung. Alle in dieser Arbeit behandelten Problem-
stellungen wurden auf reellwertige Minimierungsprobleme reduziert, die dann mit dem
hybriden ACO-Algorithmus PLANTS (Protein-Ligand ANT System) minimiert wur-
den. Die in PLANTS eingesetzte Hybridisierungsstrategie, die einen diskreten ACO-
Algorithmus mit einem kontinuierlichen lokalen Minimierungsverfahren (Nelder-Mead-
Simplex -Algorithmus [56]) kombiniert, hat sich für alle in der Arbeit behandelten Pro-
bleme als günstig erwiesen.

Als erstes wurde in dieser Arbeit das Protein-Ligand-Docking-Problem (PLDP) behan-
delt. In dieser Problemstellung sind die Optimierungsvariablen durch die Translations-,
Rotations- und Torsionsfreiheitsgrade des Liganden sowie die Torsionsfreiheitsgrade des
Proteins gegeben. Letztere korrespondieren entweder zu rotierbaren Donorgruppen an
der Proteinoberfläche oder zu rotierbaren Bindungen in flexiblen Proteinseitenketten.
Zusätzlich erlaubt der präsentierte Ansatz die Einbeziehung von expliziten Wassermo-
lekülen, die von direkt an das Protein bindenden Liganden verdrängt werden können.
Für jedes ausgewählte Wassermolekül werden alle sechs Starrkörperfreiheitsgrade zu der
Menge der Optimierungsvariablen hinzugefügt. Im Falle das PLDP ist die zu minimie-
rende Zielfunktion durch eine Bewertungsfunktion (scoring function) gegeben, die jeder
vom PLANTS-Verfahren erzeugten Komplexkonformation einen Wert zuordnet. Es wird
angenommen, dass das globale Minimum der Bewertungsfunktion die experimentell be-
obachtete Komplexkonformation repräsentiert. Es wurden zwei empirische Bewertungs-
funktionen, PLANTSCHEMPLP und PLANTSPLP, dahingehend parametrisiert, experimen-
tell beobachtete Komplexkonformationen zu reproduzieren (pose prediction). Die empi-
rischen Bewertungsfunktionen berücksichtigen dabei Beiträge, wie zum Beispiel sterische
Komplementarität von Protein und Ligand, Wasserstoffbrückenbindungen usw. Für bei-
de Bewertungsfunktionen konnten diverse Parameterbelegungen identifiziert werden, die
eine mindestens genauso hohe Leistung bezüglich der Vorhersage der Komplexkonforma-
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tion wie bereits existierende Verfahren aufzeigten. Die Leistung bezüglich der Vorhersage
der Komplexkonformation wurde über einen Vergleich der vorhergesagten und der expe-
rimentell beobachteten Ligandstruktur definiert. Eine Vorhersage wurde als erfolgreich
angesehen, falls der RMSD-Wert (root mean square deviation, Wurzel aus der mittleren
quadratischen Abweichung) bezüglich der Schweratomkoordinaten beider Strukturen in-
nerhalb 2 Å lag. Eine der am besten abschneidenden Bewertungsfunktionsparametrisie-
rungen, PLANTSCHEMPLP Modell M3, war in der Lage, die Komplexkonformationen von
ca. 76% der 213 Komplexe der clean listnc (CCDC / Astex Datensatz [114]) korrekt auf
Rang 1 vorherzusagen. Eine noch bessere Vorhersagequalität konnte für die 85 Komplexe
des Astex diverse Datensatzes [115] beobachtet werden, der wirkstoffähnliche Ligand-
strukturen enthält. Für diesen Datensatz konnten durchschnittliche Erfolgsquoten von
87% beobachtet werden. Die durchschnittlichen Suchzeiten pro Komplex lagen bei ca.
61 s für die Komplexe der clean listnc (CCDC / Astex Datensatz) und 26 s für die Kom-
plexe des Astex diverse Datensatzes (Zeiten gemessen auf einer Intel Xeon X5365 CPU
mit 3GHz). Die Problemdimension der behandelten kontinuierlichen Optimierungspro-
bleme lag dabei im Durchschnitt bei 18. Ein direkter Vergleich mit der häufig auch
industriell eingesetzten Protein-Ligand-Docking-Software GOLD [59] auf den gleichen
Datensätzen ergab, dass der entwickelte Ansatz in der Regel eine mindestens genau-
so hohe Erfolgsquote in kürzerer durchschnittlicher Rechenzeit erreichen konnte. Bei
Experimenten unter Berücksichtigung expliziter, verdrängbarer Wassermoleküle für die
vier Proteine HIV-1 Protease, Faktor Xa, Neuraminidase und Thymidin-Kinase konnte
im Durchschnitt eine höhere Genauigkeit bezüglich der Vorhersage der Komplexkon-
formation beobachtet werden. Die Vorhersagekraft bezüglich der korrekten Besetzung
der Wasserpositionen war dabei, in Abhängigkeit der jeweiligen Proteinstruktur, gut bis
hervorragend.

Weitere Experimente wurden für das Docking von Liganden in nicht-kokristallisierte
Proteinstrukturen durchgeführt (cross-docking). Die Ergebnisse für diese Experimente
zeigten die Limitierungen des vorgestellten Ansatzes auf. Für alle Experimente wur-
den dieselben strikten Erfolgskriterien wie im Fall des Dockings in die kokristallisierte
Proteinstruktur verwendet, d.h. ein RMSD innerhalb 2 Å zwischen vorhergesagter und
experimentell beobachteter Struktur wurde als Erfolg gewertet. Zusätzlich wurden alle
Liganden vor den Experimenten in vacuo minimiert, um eine möglichst von der ko-
kristallisierten Proteinstruktur unbeeinflusste Ligandkonformation zu erhalten. Für die
Proteine Neuraminidase und Trypsin konnten auf Rang 1 hohe durchschnittliche Er-
folgsquoten über mehrere verschiedene Proteinstrukturen hinweg beobachtet werden. Im
Fall von Thymidin-Kinase, Proteinkinase A, Thymidin-Kinase und Cyclin-abhängiger
Kinase 2 traf dies dagegen nur für wenige Proteinstrukturen zu. Wesentlich höhere
Erfolgsquoten konnten hingegen für die Ränge 3 bis 10 beobachtet werden. Prinzipiell
konnte die Vorhersagekraft bezüglich experimentell beobachteter Komplexkonformatio-
nen durch die Berücksichtigung zusätzlicher Freiheitsgrade, wie zum Beispiel flexibler
Proteinseitenketten und expliziter, verdrängbarer Wassermoleküle, deutlich verbessert
werden. Allerdings konnten starke Proteinstrukturabweichungen, zum Beispiel unter-
schiedliche Loop-Konformationen, mit diesen Ansätzen nicht ausgeglichen werden.
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Neben der Vorhersage der Komplexkonformation wurde das Verfahren ebenfalls bezüg-
lich des Einsatzgebietes strukturbasiertes virtual screening evaluiert. Bei dieser Problem-
stellung gilt es, gegeben eine Proteinstruktur sowie eine Datenbank mit bis zu Millio-
nen möglicher Wirkstoffkandidaten, potentielle biologisch aktive Liganden zu identifizie-
ren. Die Komplexkonformation jedes Liganden der Datenbank und der Proteinstruktur
wird mit Hilfe des Dockingverfahrens vorhergesagt und alle resultierenden minimierten
Komplexstrukturen werden nach dem von der Bewertungsfunktion zugewiesenen Wert
sortiert. Ausgehend von dieser sortierten Datenbank können dann nur die am besten
bewerteten Liganden experimentell auf biologische Aktivität getestet werden, während
der Rest der Liganden in der Datenbank für die weiteren Entwicklungsschritte ver-
nachlässigt wird. Daher wurde der PLANTS-Ansatz in virtual screening-Experimenten
auf seine Fähigkeit getestet, biologisch aktive von inaktiven Liganden zu unterscheiden.
Eine erste Klasse von Experimenten wurde für die aktiven Liganden aus den cross-
docking-Datensätzen durchgeführt, für die bereits gute Ergebnisse bezüglich der korrek-
ten Vorhersage der Komplexkonformation erhalten wurden. Für die zweite Klasse von
Experimenten wurden die aktiven Liganden aus [116] verwendet, für die keine Informati-
on über die korrekte Komplexkonformation zur Verfügung steht. Die Inaktivdatensätze
wurden gemäß der Eigenschaftsverteilungen (Masse, Anzahl rotierbare Bindungen, An-
zahl Donoren etc.) der aktiven Liganden zusammengestellt, um eine Quelle künstlicher
Anreicherung [63], d.h. die Trennung von aktiven und inaktiven Liganden rein aufgrund
starker Unterschiede in den eindimensionalen Eigenschaftsverteilungen, zu vermeiden.
Alle Datenbanken wurden dahingehend zusammengestellt, 2% aktive und 98% inak-
tive Liganden zu beinhalten. Zieht man in Betracht, dass die Bewertungsfunktionen in
PLANTS rein für die Vorhersage von Komplexkonformationen entwickelt wurden, konn-
ten im Durchschnitt trotzdem vielversprechende Ergebnisse bezüglich des Einsatzgebie-
tes virtual screening erhalten werden. Allerdings konnte für einige Proteine, wie zum
Beispiel Estrogenrezeptor α oder Proteinkinase A nur mäßige Anreicherungsraten auf
den am besten bewerteten Rängen der sortierten Datenbank erhalten werden. Verglichen
mit Bewertungsfunktion PLANTSPLP zeigte die Bewertungsfunktion PLANTSCHEMPLP

im Durchschnitt eine höhere Leistung bezüglich der Identifikation aktiver Liganden auf
den vorderen Rängen der sortierten Datenbank. Die Einbeziehung strukturell konservier-
ter Wassermoleküle, die während dem Dockingprozess vom Liganden verdrängt werden
können, hat sich als sehr günstig erwiesen und in erhöhten Anreicherungsraten resultiert.
In den meisten Fällen stiegen die Anreicherungsraten bei 1% und 2% der sortieren Da-
tenbank erheblich an.

Für einige Proteine kann die Verwendung genereller Bewertungsfunktionen, die auf
diversen Proteinen parametrisiert wurden, bezüglich der Einsatzgebiete Komplexvor-
hersage und virtual screening aufgrund ihrer Generalität suboptimal sein. Daher wurde
die Fähigkeit des Verfahrens, protein-spezifische Bewertungsfunktionen zu parametri-
sieren, am Beispiel des Proteins Trypsin demonstriert. Diese Parametrisierung zielte
auf eine verbesserte Trennung von biologisch aktiven und inaktiven Liganden ab unter
Einbeziehung negativer Trainingsdaten und Beibehaltung der Vorhersagekraft bezüglich
korrekter Komplexkonformationen. Die Parametrisierung wurde mit Hilfe eines ebenfalls
in dieser Arbeit entwickelten gekoppelten ACO-Algorithmus, der sowohl die Zielfunkti-
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onsparameterisierung als auch die Komplexvorhersage in Betracht zieht, erhalten. Die
protein-spezifische Bewertungsfunktion zeigte eine global gesehen bessere Diskriminie-
rung zwischen aktiven und inaktiven Liganden, während sich die Anreicherungsraten bei
1% und 2% der sortierten Datenbank, verglichen mit den Ergebnissen der Standardziel-
funktion PLANTSCHEMPLP, nicht geändert hatten.

Des weiteren wurde eine grafikkarten-beschleunigte Version des PLANTS-Verfahrens
vorgestellt. Diese ist in der Lage, die enorme Fließkommarechenleistung moderner Gra-
fikkarten für den Strukturtransformations- und Zielfunktionsauswertungsschritt auszu-
nutzen. Die grafikkarten-beschleunigte Version des Docking-Verfahrens (Nvidia GeForce
8800 GTX Grafikkarte) benötigte dabei auf einem Datensatz bestehend aus 129 Protein-
Ligand-Komplexen im Durchschnitt nur ca. 20% der Rechenzeit der rein hauptprozessor-
basierten Standardversion bei ähnlichen Erfolgsquoten.

Schließlich wurde im ligandbasierten Teil der Arbeit das pharmACOphore-Verfahren
zur paarweisen und multiplen flexiblen Überlagerung von Ligandmolekülen vorgestellt.
In manchen Forschungsprojekten steht keine Information über die Struktur des Proteins
zur Verfügung, aber zumindest ein biologisch aktiver Ligand ist bekannt. In diesem Fall
kann die Struktur des bekannten aktiven Liganden (Templat) für eine ähnlichkeitsbasierte
Datenbanksuche nach neuen potentiell aktiven Liganden verwendet werden. Dazu wird
jeder Ligand der Datenbank mit dem Templat überlagert und mit einer Bewertungs-
funktion, welche die Überlagerung gleicher pharmakophorer Gruppen wie Donoren, Ak-
zeptoren, Ringsysteme etc. belohnt, bewertet. Die Optimierungsvariablen sind bei die-
sem Problem ebenfalls durch die Translations-, Rotations-, und Torsionsfreiheitsgrade
aller zu überlagernden Liganden, ausgenommen die der rigiden Templatstruktur, ge-
geben. Die Zielfunktion wird durch die Bewertungsfunktion repräsentiert und schließ-
lich mit dem PLANTS-Verfahren minimiert. Die ähnlichkeitsbasierte Zielfunktion wurde
auf 4 verschiedenen Trainingsdatensätzen parametrisiert. Die resultierende Parametrisie-
rung zeigte für die paarweise Überlagerung eine gute Vorhersagekraft bezüglich der ex-
perimentell beobachteten Ligandkonformation auf dem unabhängigen FlexS -Datensatz
[140]. Zusätzlich wurden zwei Experimente für die parallele flexible Überlagerung meh-
rerer Liganden durchgeführt, welche die Fähigkeit des Ansatzes zur Erkennung ge-
meinsamer pharmakophorer Punkte demonstrierten. Schließlich wurden ligandbasier-
te virtual screening-Experimente auf den gleichen Datensätzen wie im strukturbasier-
ten Fall durchgeführt. Statt der Proteinstruktur wurden in diesem Fall die kokris-
tallisierten Ligandstrukturen als Template für die paarweise Überlagerung verwendet.
Alle Liganden einer Datenbank wurden dann mit pharmACOphore mit dem jeweili-
gen Templat überlagert und eine sortierte Datenbank gemäß der resultierenden Be-
wertungen der Überlagerungen konstruiert. Die Anreicherungsraten des ligandbasierten
pharmACOphore-Ansatzes waren mindestens vergleichbar mit denen des strukturbasier-
ten PLANTS-Ansatzes bei wesentlich kürzeren durchschnittlichen Suchzeiten (zwischen
0.8 s und 3.6 s pro Überlangerung in Abhängigkeit des Datensatzes).



A Ligand Property Distributions

The following figures present the one-dimensional property distributions for the active
as well as inactive ligands for each target used in the structure- and ligand-based virtual
screening experiments.

target Figure

factor Xa A.1
neuraminidase A.2
thymidine kinase A.3
protein kinase A A.4
trypsin A.5
estrogen receptor α – mimics A.6
estrogen receptor α – toxins A.7
acetylcholine esterase A.8
matrix metalloproteinase 3 A.9
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Figure A.1: Property distributions of active and inactive ligands for the protein
target factor Xa (FXA). Note the logarithmic scale of the y-axis. (a)
Molecular weight. (b) Number of rotatable bonds. (c) Number of
donors. (d) Number of acceptors. (e) Number of ring systems of size
5. (e) Number of ring systems of size 6.
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Figure A.2: Property distributions of active and inactive ligands for the protein
target neuraminidase (NA). Note the logarithmic scale of the y-axis.
(a) Molecular weight. (b) Number of rotatable bonds. (c) Number of
donors. (d) Number of acceptors. (e) Number of ring systems of size
5. (e) Number of ring systems of size 6.
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Figure A.3: Property distributions of active and inactive ligands for the protein
target thymidine kinase (TK). Note the logarithmic scale of the y-axis.
(a) Molecular weight. (b) Number of rotatable bonds. (c) Number of
donors. (d) Number of acceptors. (e) Number of ring systems of size
5. (e) Number of ring systems of size 6.
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Figure A.4: Property distributions of active and inactive ligands for the protein
target protein kinase A (PKA). Note the logarithmic scale of the y-
axis. (a) Molecular weight. (b) Number of rotatable bonds. (c) Num-
ber of donors. (d) Number of acceptors. (e) Number of ring systems
of size 5. (e) Number of ring systems of size 6.
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Figure A.5: Property distributions of active and inactive ligands for the protein
target trypsin. Note the logarithmic scale of the y-axis. (a) Molec-
ular weight. (b) Number of rotatable bonds. (c) Number of donors.
(d) Number of acceptors. (e) Number of ring systems of size 5. (e)
Number of ring systems of size 6.
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Figure A.6: Property distributions of active and inactive ligands for the protein
target estrogen receptor α (ERα, mimics). Note the logarithmic scale
of the y-axis. (a) Molecular weight. (b) Number of rotatable bonds.
(c) Number of donors. (d) Number of acceptors. (e) Number of ring
systems of size 5. (e) Number of ring systems of size 6.
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Figure A.7: Property distributions of active and inactive ligands for the protein
target estrogen receptor α (ERα, toxins). Note the logarithmic scale
of the y-axis. (a) Molecular weight. (b) Number of rotatable bonds.
(c) Number of donors. (d) Number of acceptors. (e) Number of ring
systems of size 5. (e) Number of ring systems of size 6.
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Figure A.8: Property distributions of active and inactive ligands for protein tar-
get acetylcholine esterase (AChE). Note the logarithmic scale of the
y-axis. (a) Molecular weight. (b) Number of rotatable bonds. (c)
Number of donors. (d) Number of acceptors. (e) Number of ring
systems of size 5. (e) Number of ring systems of size 6.
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Figure A.9: Property distributions of active and inactive ligands for the protein
target matrix metalloproteinase 3 (MMP3). Note the logarithmic
scale of the y-axis. (a) Molecular weight. (b) Number of rotatable
bonds. (c) Number of donors. (d) Number of acceptors. (e) Number
of ring systems of size 5. (e) Number of ring systems of size 6.



B Search Algorithm Parameter

Settings

Table B.1: Search parameters resulting from the search parameter optimization for
each of the seven scoring models for PLANTSCHEMPLP.

PLANTSCHEMPLP search parameters

M1 M2 M3 M4 M5 M6 M7

speed 1

σ 1.25 1.0 1.25 1.0 1.25 1.0 1.0
ρ 0.25 0.1 0.2 0.15 0.1 0.1 0.2
nmstol 0.01 0.01 0.02 0.01 0.02 0.02 0.01
ref-nmstol 0.01 0.01 0.0001 0.0001 0.0001 0.0001 0.0001
sdb update iter. 10 5 5 10 5 5 5

speed 2

σ 0.5 0.50 0.5 0.5 0.5 0.5 0.5
ρ 0.15 0.2 0.2 0.2 0.25 0.2 0.2
nmstol 0.01 0.01 0.01 0.01 0.01 0.01 0.01
ref-nmstol 0.0001 0.01 0.0001 0.01 0.0001 0.01 0.0001
sdb update iter. 5 5 5 5 10 5 10

speed 4

σ 0.25 0.25 0.25 0.25 0.25 0.25 0.25
ρ 0.25 0.25 0.15 0.2 0.25 0.25 0.1
nmstol 0.01 0.01 0.02 0.01 0.01 0.01 0.02
ref-nmstol 0.0001 0.0001 0.0001 0.0001 0.01 0.0001 0.0001
sdb update iter. 5 5 5 5 5 5 5
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Table B.2: Search parameters resulting from the search parameter optimization for
each of the five scoring models for PLANTSPLP.

PLANTSPLP search parameter

M1 M2 M3 M4 M5

speed 1

σ 1.5 1.25 1.5 1.5 1.5
ρ 0.15 0.2 0.1 0.15 0.15
nmstol 0.01 0.01 0.01 0.01 0.01
ref-nmstol 0.0001 0.01 0.0001 0.0001 0.0001
sdb update iter. 10 10 5 10 5

speed 2

σ 1.0 1.0 1.0 1.0 1.0
ρ 0.2 0.1 0.2 0.2 0.25
nmstol 0.02 0.02 0.02 0.02 0.02
ref-nmstol 0.01 0.01 0.0001 0.01 0.0001
sdb update iter. 10 10 10 5 5

speed 4

σ 0.5 0.5 0.5 0.5 0.5
ρ 0.2 0.25 0.2 0.2 0.2
nmstol 0.02 0.02 0.02 0.02 0.02
ref-nmstol 0.01 0.01 0.0001 0.01 0.01
sdb update iter. 5 5 5 10 10
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Table C.1: Results for the 85 complexes of the Astex diverse data set. For expla-
nations see the text.

PLANTSCHEMPLP

success rate [%] up to rank

setting 1 3 10 time [s] eval. [in 106]

M1-speed1 84.38 (1.93) 92.28 (1.29) 96.33 (1.12) 26.71 3.26
M1-speed2 84.14 (2.08) 90.87 (1.92) 95.53 (2.26) 13.28 1.61
M1-speed4 78.12 (3.72) 86.54 (3.38) 91.01 (2.84) 6.14 0.75
M2-speed1 85.51 (1.96) 92.38 (1.11) 96.33 (1.42) 25.22 3.07
M2-speed2 82.26 (2.82) 89.98 (2.08) 94.82 (2.05) 11.56 1.41
M2-speed4 77.93 (3.33) 86.21 (2.55) 90.92 (2.22) 6.16 0.76
M3-speed1 87.01 (1.61) 93.55 (1.42) 97.32 (1.27) 26.01 3.14
M3-speed2 84.47 (1.97) 91.01 (1.82) 95.01 (1.50) 12.54 1.55
M3-speed4 78.54 (3.07) 86.92 (2.69) 91.01 (1.59) 5.47 0.67
M4-speed1 85.98 (1.52) 92.75 (1.36) 96.85 (1.19) 25.75 3.20
M4-speed2 82.78 (2.20) 90.40 (1.90) 94.35 (1.70) 11.35 1.39
M4-speed4 77.60 (2.95) 85.60 (2.50) 90.40 (1.84) 6.47 0.79
M5-speed1 85.98 (1.37) 93.32 (1.23) 96.94 (1.10) 27.62 3.39
M5-speed2 82.02 (2.87) 90.02 (2.98) 95.01 (2.11) 12.14 1.48
M5-speed4 75.76 (3.39) 85.65 (2.80) 90.35 (2.98) 5.60 0.68
M6-speed1 86.45 (2.05) 92.85 (1.45) 97.04 (1.34) 22.48 2.75
M6-speed2 82.54 (2.80) 89.69 (1.77) 94.92 (1.44) 11.43 1.42
M6-speed4 77.60 (3.32) 85.46 (3.03) 91.15 (2.79) 6.23 0.76
M7-speed1 86.49 (1.76) 93.69 (1.24) 96.85 (0.86) 25.13 3.06
M7-speed2 83.25 (2.38) 89.88 (2.28) 94.73 (1.53) 12.47 1.54
M7-speed4 79.67 (2.77) 88.24 (2.31) 92.80 (2.45) 5.61 0.69

PLANTSPLP

M1-speed1 76.75 (1.30) 91.06 (1.37) 97.18 (1.70) 13.37 2.78
M1-speed2 75.01 (2.41) 89.60 (1.87) 95.81 (1.70) 6.51 1.33
M1-speed4 73.32 (3.04) 87.39 (2.59) 93.51 (2.08) 3.24 0.67
M2-speed1 79.34 (2.13) 92.14 (1.48) 96.99 (1.33) 9.53 1.97
M2-speed2 79.01 (2.44) 90.96 (1.96) 96.14 (1.51) 6.87 1.40
M2-speed4 76.05 (3.50) 88.33 (3.21) 93.27 (2.61) 3.12 0.64
M3-speed1 80.66 (1.11) 91.86 (0.88) 97.18 (1.20) 13.38 2.78
M3-speed2 78.96 (2.11) 91.06 (1.88) 96.75 (1.38) 7.21 1.49
M3-speed4 76.33 (1.98) 88.52 (1.50) 94.31 (1.55) 3.59 0.75
M4-speed1 76.28 (2.04) 90.45 (1.77) 97.18 (1.63) 13.35 2.78
M4-speed2 75.58 (1.98) 90.64 (1.31) 96.00 (1.33) 6.47 1.34
M4-speed4 72.09 (2.89) 86.12 (2.28) 92.28 (1.56) 3.27 0.67
M5-speed1 83.62 (1.56) 93.13 (0.98) 97.36 (1.17) 13.03 2.71
M5-speed2 82.87 (1.86) 92.00 (1.52) 96.09 (2.04) 6.93 1.44
M5-speed4 78.21 (2.71) 87.67 (2.54) 92.66 (2.06) 3.12 0.64
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Table C.2: Results for 213 non-covalently bound complexes of the clean list of the
CCDC / Astex data set. For explanations see the text.

PLANTSCHEMPLP

success rate [%] up to rank

setting 1 3 10 time [s] eval. [in 106]

M1-speed1 75.29 (1.44) 86.14 (1.24) 90.89 (0.92) 63.92 5.12
M1-speed2 72.77 (1.60) 83.40 (1.48) 88.43 (1.34) 32.05 2.56
M1-speed4 68.41 (2.13) 78.84 (1.97) 83.40 (2.00) 14.58 1.19
M2-speed1 75.53 (1.77) 86.20 (1.32) 90.57 (0.89) 59.47 4.81
M2-speed2 72.66 (1.99) 82.48 (1.19) 87.40 (1.06) 27.11 2.20
M2-speed4 68.62 (1.91) 78.67 (1.55) 83.42 (1.63) 14.44 1.19
M3-speed1 76.88 (1.15) 87.59 (1.67) 91.23 (1.48) 60.69 4.94
M3-speed2 73.43 (1.57) 82.93 (1.88) 87.27 (1.29) 29.98 2.44
M3-speed4 68.56 (2.48) 78.05 (2.03) 82.85 (1.75) 13.04 1.05
M4-speed1 76.15 (1.50) 87.23 (1.62) 91.53 (1.20) 62.96 5.06
M4-speed2 71.55 (1.80) 82.03 (1.52) 86.72 (1.18) 27.14 2.18
M4-speed4 68.90 (2.02) 78.01 (1.89) 83.08 (1.95) 15.33 1.25
M5-speed1 77.16 (1.42) 87.40 (1.31) 91.38 (1.20) 67.24 5.35
M5-speed2 72.66 (1.94) 82.25 (1.76) 86.57 (1.34) 28.71 2.33
M5-speed4 67.96 (2.31) 77.07 (1.99) 82.08 (1.71) 12.97 1.05
M6-speed1 76.90 (1.50) 86.55 (1.55) 90.46 (1.67) 52.69 4.30
M6-speed2 72.85 (1.62) 82.31 (1.67) 87.17 (1.32) 26.72 2.19
M6-speed4 68.47 (1.47) 77.99 (1.11) 82.54 (1.17) 14.36 1.18
M7-speed1 76.56 (1.67) 87.76 (1.47) 92.26 (1.01) 60.28 4.86
M7-speed2 73.09 (1.39) 83.94 (1.39) 88.51 (1.17) 30.44 2.45
M7-speed4 68.41 (2.09) 79.19 (2.06) 84.24 (1.62) 13.37 1.10

PLANTSPLP

M1-speed1 70.07 (1.39) 83.38 (1.30) 90.44 (0.96) 36.38 4.63
M1-speed2 68.06 (1.56) 79.66 (1.50) 86.97 (1.28) 16.39 2.15
M1-speed4 65.03 (1.10) 76.68 (1.71) 83.19 (1.11) 8.46 1.09
M2-speed1 70.74 (1.67) 82.82 (1.23) 88.88 (1.14) 26.01 3.28
M2-speed2 70.61 (1.54) 81.77 (1.37) 87.85 (1.39) 18.13 2.31
M2-speed4 66.31 (1.53) 76.77 (1.83) 83.08 (1.74) 8.12 1.04
M3-speed1 68.83 (1.22) 84.13 (1.40) 91.21 (1.14) 38.64 4.77
M3-speed2 68.00 (1.51) 82.25 (1.42) 89.18 (1.71) 20.18 2.52
M3-speed4 66.10 (1.78) 78.50 (1.39) 85.30 (1.58) 10.34 1.27
M4-speed1 71.19 (1.86) 83.79 (1.72) 90.05 (1.36) 36.17 4.63
M4-speed2 68.83 (1.87) 80.34 (1.24) 87.25 (1.24) 16.61 2.15
M4-speed4 65.80 (1.60) 76.32 (1.96) 83.34 (1.67) 8.31 1.08
M5-speed1 70.54 (1.34) 83.10 (1.06) 89.67 (1.34) 37.40 4.63
M5-speed2 68.66 (1.75) 80.73 (1.59) 87.17 (1.26) 19.45 2.43
M5-speed4 65.18 (1.70) 76.58 (1.30) 83.15 (1.62) 8.33 1.06
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Table C.3: Results for the 180 of the CCDC / Astex data set not part of any
training set. For explanations see the text.

PLANTSCHEMPLP

success rate [%] up to rank

setting 1 3 10 time [s] eval. [in 106]

M1-speed1 73.16 (1.78) 84.22 (1.41) 89.47 (1.17) 70.05 5.41
M1-speed2 71.58 (1.66) 81.73 (1.61) 87.20 (1.51) 35.20 2.70
M1-speed4 67.49 (2.64) 77.40 (2.39) 82.07 (2.29) 15.97 1.25
M2-speed1 73.49 (1.95) 84.49 (1.56) 89.24 (1.02) 65.09 5.07
M2-speed2 71.00 (2.12) 80.87 (1.44) 86.20 (1.27) 29.63 2.32
M2-speed4 67.29 (1.78) 77.36 (1.39) 82.20 (1.71) 15.79 1.25
M3-speed1 75.02 (1.19) 86.00 (1.87) 89.96 (1.74) 66.44 5.21
M3-speed2 71.56 (1.83) 81.38 (2.18) 85.93 (1.46) 32.84 2.57
M3-speed4 67.20 (2.91) 76.56 (2.21) 81.60 (1.80) 14.25 1.11
M4-speed1 74.22 (1.78) 85.58 (1.71) 90.31 (1.26) 69.10 5.35
M4-speed2 69.80 (1.99) 80.49 (1.69) 85.49 (1.05) 29.69 2.30
M4-speed4 67.29 (2.14) 76.42 (2.08) 81.69 (2.25) 16.79 1.31
M5-speed1 75.40 (1.36) 85.89 (1.40) 90.04 (1.37) 73.60 5.65
M5-speed2 71.00 (2.04) 80.58 (1.70) 85.20 (1.55) 31.39 2.45
M5-speed4 67.13 (2.35) 75.84 (2.05) 80.76 (1.80) 14.17 1.11
M6-speed1 74.98 (1.76) 84.89 (1.90) 89.16 (2.04) 57.57 4.52
M6-speed2 71.51 (1.77) 80.91 (1.56) 85.87 (1.42) 29.17 2.30
M6-speed4 67.38 (1.52) 76.71 (1.31) 81.29 (1.35) 15.69 1.24
M7-speed1 74.60 (1.77) 86.04 (1.75) 91.07 (1.22) 66.13 5.13
M7-speed2 71.44 (1.51) 82.07 (1.66) 87.11 (1.29) 33.40 2.59
M7-speed4 67.58 (2.45) 77.49 (2.37) 82.89 (1.91) 14.63 1.16

PLANTSPLP

M1-speed1 68.20 (1.25) 81.76 (1.46) 89.33 (1.01) 39.59 4.84
M1-speed2 66.33 (1.66) 77.84 (1.62) 85.82 (1.53) 17.80 2.24
M1-speed4 63.31 (1.29) 74.87 (1.84) 81.73 (1.39) 9.17 1.13
M2-speed1 69.04 (1.84) 81.20 (1.32) 87.64 (1.26) 28.46 3.43
M2-speed2 69.02 (1.73) 79.98 (1.44) 86.56 (1.47) 19.75 2.41
M2-speed4 64.84 (1.52) 75.42 (2.09) 81.96 (1.95) 8.84 1.09
M3-speed1 66.78 (1.24) 82.40 (1.36) 90.24 (1.19) 42.33 5.01
M3-speed2 65.98 (1.69) 80.69 (1.72) 87.91 (1.85) 22.10 2.64
M3-speed4 64.53 (1.55) 77.07 (1.48) 84.31 (1.63) 11.26 1.33
M4-speed1 69.02 (1.87) 82.18 (1.87) 88.98 (1.64) 39.46 4.84
M4-speed2 66.33 (1.92) 78.64 (1.42) 86.04 (1.45) 18.07 2.24
M4-speed4 63.82 (1.67) 74.67 (1.86) 81.98 (1.87) 9.04 1.13
M5-speed1 68.89 (1.31) 82.16 (1.02) 88.31 (1.53) 40.79 4.86
M5-speed2 67.13 (1.67) 79.53 (1.69) 85.80 (1.52) 21.19 2.55
M5-speed4 63.71 (2.09) 75.44 (1.44) 81.98 (1.65) 9.04 1.11



D GPU Implementation

In Section 3.6 the GPU-accelerated approach has already been described. Next, an
overview of the textures and fragment shaders used for the structure transformation
and scoring function evaluation step will be presented. The flow-chart in Figure D.2
presents all dependencies among the CPU, the textures used for the data representation
as well as the fragment shaders performing the actual calculations. In the following,
each texture and fragment shader shown in this figure will be described shortly. Figure
D.1 shows the general representation of a two- as well as a three-dimensional texture
as used for the encoding of the presented approach. Most of the data is encoded into
two-dimensional textures (see Figure D.1a). The width and the height of each texture
is dependent on the actual data to be encoded. Additionally, for each pixel of the
texture, different color channels (red, green, blue and alpha channel) capable of storing
floating-point values (16 bit and 32 bit) are available.

Static Textures

The following textures are prepared in advance:

• torsional potential lookup (2D): Lookup-tables for the torsional potentials for each
rotatable bond in the ligand.

• ligand atom types (2D): Stores for each ligand atom one of the types donor, accep-
tor, donor/acceptor or nonpolar.

• PLP potentials (3D): Precalculated PLP potentials (also see Figure D.1b).

• ligand kinematic chains (2D): Encodes the kinematic chains needed to transform
each specific ligand atom.

• protein kinematic chains (2D): Encodes the kinematic chains needed to transform
each specific protein atom.

• protein acceptors (2D): Protein acceptor atoms (information about position, R-
groups and charge).

• protein acceptor grid (3D): References texture protein acceptors for each volume
element.

• protein donors (2D): Protein donor atoms (information about position, the donor
heavy-atom and charge).
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• protein donor grid (3D): References texture protein donors for each volume ele-
ment.

• ligand donors (2D): Ligand donor atoms (information about position, the donor
heavy-atom and charge).

• ligand acceptors, 1 R-group (2D): Ligand acceptor atoms with 1 R-group (infor-
mation about position, the neighboring R-group and charge).

• ligand acceptors, 2 R-groups (2D): Ligand acceptor atoms with 2 R-groups (infor-
mation about position, the neighboring R-groups and charge).

• ligand clash potential pairs (2D): Ligand heavy atom clash pairs (information about
position, clash distance and the weight).

Dynamic Textures

The following textures are used for read- and write-operations. Note that all textures
contain the data for p complex conformations transformed and scored in parallel:

• ligand degrees of freedom (2D): Values for all degrees of freedom for all ligand
structures. This texture is involved in CPU data transfers.

• protein degrees of freedom (2D): Values for all degrees of freedom for all protein
structures. This texture is involved in CPU data transfers.

• transformed ligand coordinates / PLP score (2D): Stores the transformed ligand
coordinates as well as the PLP scoring function value for each heavy-atom.

• transformed protein coordinates (2D): Stores the transformed protein coordinates.

• ligand torsion score (2D): Stores the torsional potential evaluated for each rotat-
able bond in the ligand.

• ligand donor score (2D): Hydrogen bonding contributions for all ligand donor
atoms.

• ligand acceptor score, 1 R-group (2D): Hydrogen bonding contributions for all
ligand acceptor atoms with one neighbored R-group.

• ligand acceptor score, 2 R-groups (2D): Hydrogen bonding contributions for all
ligand acceptor atoms with two neighbored R-groups.

• ligand clash score (2D): Heavy-atom clash potential values for all potential clash
pairs.

• scoring function values (2D): Stores the accumulated scoring function values. This
texture is involved in CPU data transfers.
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Fragment Shaders

The following fragment shaders are executed for a single structure transformation and
scoring function evaluation step:

• ligand transformation: Transforms all ligand atoms and additionally reads the
appropriate PLP potential value out of the precalculated grids.

• protein transformation: Transforms all protein atoms.

• ligand donor score: Calculates the hydrogen bonding potential for all donor atoms
in the ligand taking the transformed ligand and protein coordinates into account.

• ligand acceptor score, 1 R-group: Calculates the hydrogen bonding potential for
all acceptor atoms with 1 R-group in the ligand taking the transformed ligand and
protein coordinates into account.

• ligand acceptor score, 2 R-groups: Calculates the hydrogen bonding potential for
all acceptor atoms with 2 R-groups in the ligand taking the transformed ligand
and protein coordinates into account.

• ligand torsion: Calculates the ligand torsional potential.

• ligand clash potential : Calculates the ligand clash potential.

• reduction: Accumulates all scoring function contributions calculated before to a
single value. Outputs p scoring function values for p complex conformations trans-
formed and scored in parallel.
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(a)

(b)

Figure D.1: (a) Illustration of a two-dimensional texture used for most of the data
representations. Each pixel of the texture has up to 4 color channels
representing the contributions of red (R), green (G), blue (B) and
the transparency value alpha (A). (b) Volume texture. This type of
texture is for example used to store the precalculated PLP interaction
potentials for each of the 4 ligand atom types donor (red channel),
acceptor (green channel), donor/acceptor (blue channel) and nonpolar
(alpha channel).
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Figure D.2: Flow-chart of the GPU-based structure transformation and scoring
function evaluation step. Turquoise nodes represent fragment shader
programs (the number defines the order of execution), while the rest
of the nodes (except the CPU-node) are textures. Orange nodes are
textures involved in CPU data transfers and green nodes represent
textures, which are the output of the fragment shaders.



182 APPENDIX D. GPU IMPLEMENTATION



E Software

This work was written in LATEX. For the visualization of protein-ligand complexes, MOL-
CAD [147] was used. The protein-ligand interaction diagrams presented in Section 3.1.2
were created by Nicola Zonta (personal communication) using MOE (Molecular Oper-
ating Environment, Chemical Computing Group). For the creation of other illustrations
and plots presented in this work, gnuplot, xfig, graphviz and Blender were used.
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T. Stützle, editors, Ant Colony Optimization and Swarm Intelligence, 5th Interna-
tional Workshop, ANTS 2006, volume 4150 of Lecture Notes in Computer Science,
pages 436–443. Springer, Berlin, 2006.

[56] J. A. Nelder and R. Mead. A simplex method for function minimization. Computer
Journal, 7:308–313, 1965.

[57] W. H. Press, B. P. Flannery, S. A. Teukolsky, and W. T. Vetterling. Numerical
Recipes in C: The Art of Scientific Computing. Cambridge University Press, 1992.

[58] D. E. Koshland. Protein shape and biological control. Scientific American,
229(4):52–64, 1973.

[59] G. Jones, P. Willett, R. C. Glen, A. R. Leach, and R. D. Taylor. Development
and validation of a genetic algorithm for flexible docking. Journal of Molecular
Biology, 267:727–748, 1997.



190 Bibliography

[60] N. Triballeau, F. Acher, I. Brabet, J.-P. Pin, and H.-O. Bertrand. Virtual screen-
ing workflow development guided by the “receiver operating characteristic” curve
approach. Application to high-throughput docking on metabotropic glutamate re-
ceptor subtype 4. Journal of Medicinal Chemistry, 48(7):2534–2547, 2005.

[61] J. C. Cole, C. W. Murray, J. W. M. Nissink, R. D. Taylor and R. Taylor. Comparing
protein-ligand docking programs is difficult. PROTEINS: Structure, Function, and
Genetics, 60(3):325–332, 2004.

[62] J. J. Irwin and B. K. Shoichet. ZINC—A free database of commercially available
compounds for virtual screening. Journal of Chemical Information and Modeling,
45(1):177–82, 2005.

[63] M. L. Verdonk, V. Berdini, M. J. Hartshorn, W. T. M. Mooij, C. W. Murray,
R. D. Taylor, and P. Watson. Virtual screening using protein-ligand docking:
Avoiding artificial enrichment. Journal of Chemical Information and Modeling,
44(3):793–806, 2004.

[64] R. D. Taylor, P. J. Jewsbury, and J. W. Essex. A review of protein-small molecule
docking methods. Journal of Computer-Aided Molecular Design, 16:151–166, 2002.

[65] N. Moitessier, P. Englebienne, D. Lee, J. Lawandi, and C. R. Corbeil. Towards
the development of universal, fast and highly accurate docking/scoring methods:
a long way to go. British Journal of Pharmacology, 153:7–26, 2008.

[66] M. Rarey, B. Kramer, T. Lengauer, and G. Klebe. A fast flexible docking
method using an incremental construction algorithm. Journal of Molecular Bi-
ology, 261:470–489, 1996.

[67] M. Rarey, B. Kramer, and T. Lengauer. Multiple automatic base selection:
Protein-ligand docking based on incremental construction without manual inter-
vention. Journal of Computer-Aided Molecular Design, 11:369–384, 1997.

[68] H. Claußen, C. Buning, M. Rarey, and T. Lengauer. FlexE: Efficient molecular
docking considering protein structure variations. Journal of Molecular Biology,
308:377–395, 2001.

[69] A. N. Jain. Surflex: Fully automatic flexible molecular docking using a molecular
similarity-based search engine. Journal of Medicinal Chemistry, 46(4):499–511,
2003.

[70] A. N. Jain. Surflex-Dock 2.1: Robust performance from ligand energetic modeling,
ring flexibility, and knowledge-based search. Journal of Computer Aided Molecular
Design, 21(5):281–306, 2007.

[71] T. J. A. Ewing and I. D. Kuntz. Critical evaluation of search algorithms for
automated molecular docking and database screening. Journal of Computational
Chemistry, 18(9):1175–1189, 1997.



Bibliography 191

[72] M. L. Verdonk, J. C. Cole, M. J. Hartshorn, C. W. Murray, and R. D. Taylor.
Improved protein–ligand docking using GOLD. PROTEINS: Structure, Function,
and Genetics, 52:609–623, 2003.

[73] G. M. Morris, D. S. Goodsell, R. S. Halliday, R. Huey, W. E. Hart, R. K. Belew,
and A. J. Olson. Automated docking using a Lamarckian genetic algorithm and
an empirical binding free energy function. Journal of Computational Chemistry,
19:1639–1662, 1998.

[74] J. S. Taylor and R. M. Burnett. DARWIN: A program for docking flexible
molecules. PROTEINS: Structure, Function, and Genetics, 41:173–191, 2000.

[75] J. M. Yang and C. C. Chen. GEMDOCK: a generic evolutionary method for
molecular docking. PROTEINS: Structure, Function, and Genetics, pages 288–
304, 2004.

[76] R. Abagyan, M. Totrov, and D. Kuznetsov. ICM—A new method for protein
modeling and design: Applications to docking and structure prediction from the
distorted native conformation. Journal of Computational Chemistry, 15(5):488–
506, 1994.

[77] C. McMartin and R. S. Bohacek. QXP: powerful, rapid computer algorithms
for structure-based drug design. Journal of Computer-Aided Molecular Design,
11(4):333–344, 1997.

[78] R. A. Friesner, J. L. Banks, R. B. Murphy, T. A. Halgren, J. J. Klicic, D. T. Mainz,
M. P. Repasky, E. H. Knoll, M. Shelley, J. K. Perry, D. E. Shaw, P. Francis, and
P. S. Shenkin. Glide: A new approach for rapid, accurate docking and scoring.
1. method and assessment of docking accuracy. Journal of Medicinal Chemistry,
47(7):1739–1749, 2004.

[79] T. A. Halgren, R. B. Murphy, R. A. Friesner, H. S. Beard, L. L. Frye, W. T.
Pollard, and J. L. Banks. Glide: A new approach for rapid, accurate docking
and scoring. 2. enrichment factors in database screening. Journal of Medicinal
Chemistry, 47(7):1750–1759, 2004.

[80] C. A. Baxter, C. W. Murray, D. E. Clark, D. R. Westhead, and M. D. Eldridge.
Flexible docking using tabu search and an empirical estimate of binding affinity.
PROTEINS: Structure, Function, and Genetics, 33:367–382, 1997.

[81] H.-M. Chen, B.-F. Liu, H.-L. Huang, S.-F. Hwang, and S.-Y. Ho. Sodock: Swarm
optimization for highly flexible protein-ligand docking. Journal of Computational
Chemistry, 28(2):612–623, 2006.

[82] S. Janson, D. Merkle, and M. Middendorf. Molecular docking with multi-objective
particle swarm optimization. Applied Soft Computing, 8(1):666–675, 2008.



192 Bibliography

[83] W. T. M. Mooij and M. L. Verdonk. General and targeted statistical potentials
for protein-ligand interactions. PROTEINS: Structure, Function, and Genetics,
61(2):272–287, 2005.

[84] R.A. Friesner, R.B. Murphy, M.P. Repasky, L.L. Frye, J.R. Greenwood, T.A. Hal-
gren, P.C. Sanschagrin, and D.T. Mainz. Extra precision glide: Docking and scor-
ing incorporating a model of hydrophobic enclosure for protein-ligand complexes.
Journal of Medicinal Chemistry, 49(21):6177–6196, 2006.

[85] W. Sherman, T. Day, M. P. Jacobson, R. A. Friesner, and R. Farid. Novel proce-
dure for modeling ligand/receptor induced fit effects. Journal of Medicinal Chem-
istry, 49(2):534–553, 2006.

[86] M. R. McGann, H. R. Almond, A. Nicholls, J. A. Grant, and F. K. Brown. Gaus-
sian docking functions. Biopolymers, 68(1):76 – 90, 2002.

[87] R. Wang, Y. Lu, and S. Wang. Comparative evaluation of 11 scoring functions for
molecular docking. Journal of Medicinal Chemistry, 46(12):2287–2303, 2003.

[88] R. Wang, Y. Lu, X. Fang, and S. Wang. An extensive test of 14 scoring functions
using the pdbbind refined set of 800 protein-ligand complexes. Journal of Chemical
Information and Computer Sciences, 44(6):2114–2125, 2004.

[89] I. Muegge and M. Rarey. Small molecule docking and scoring. Reviews in Com-
putational Chemistry, 17:1–60, 2001.

[90] M. D. Eldridge, C. W. Murray, T. R. Auton, G. V. Paolini, and R. P. Mee.
Empirical scoring functions: I. the development of a fast empirical scoring func-
tion to estimate the binding affinity of ligands in receptor complexes. Journal of
Computer-Aided Molecular Design, 11:425–445, 1997.

[91] C. W. Murray, T. R. Auton, and M. D. Eldridge. Empirical scoring functions. II.
The testing of an empirical scoring function for the prediction of ligand-receptor
binding affinities and the use of Bayesian regression to improve the quality of the
model. Journal of Computer-Aided Molecular Design, 12:503–519, 1998.

[92] M. L. Verdonk, G. Chessari, J. C. Cole, M. J. Hartshorn, C. W. Murray, J. W. M.
Nissink, R. D. Taylor, and R. Taylor. Modeling Water Molecules in Protein-Ligand
Docking Using GOLD. Journal of Medicinal Chemistry, 48(20):6504–6515, 2005.

[93] S. B. Kirton, C. W. Murray, M. L. Verdonk, and R. D. Taylor. Predictions of
Binding Modes for Ligands in the Cytochromes P450 and Other Heme-Containing
Proteins. PROTEINS: Structure, Function, and Genetics, 58:836–844, 2005.

[94] R. Wang, L. Liu, L. Lai, and Y. Tang. SCORE: A new empirical method for
estimating the binding affinity of a protein-ligand complex. Journal of Molecular
Modeling, 4:379–394, 1998.



Bibliography 193

[95] R. Wang, L. Lai, and S. Wang. Further development and validation of empiri-
cal scoring functions for structure-based binding affinity prediction. Journal of
Computer-Aided Molecular Design, 16(1):11–26, 2002.

[96] P. K. Weiner and P. A. Kollman. AMBER: Assisted Model Building with Energy
Refinement. A General Program for Modeling Molecules and Their Interactions.
Journal of Computational Chemistry, 2:287–303, 1981.

[97] R. Huey, G. M. Morris, A. J. Olson, and D. S. Goodsell. A semiempirical free
energy force field with charge-based desolvation. Journal of Computational Chem-
istry, 28(6):1145–1152, 2007.

[98] I. Muegge and Y. C. Martin. A General and Fast Scoring Function for Protein-
Ligand Interactions: A Simplified Potential Approach. Journal of Medicinal Chem-
istry, 42:791–804, 1999.

[99] I. Muegge. A knowledge-based scoring function for protein-ligand interactions:
Probing the reference state. Perspectives in Drug Discovery and Design, 20:99–
114, 2000.

[100] I. Muegge. PMF Scoring Revisited. Journal of Medicinal Chemistry, 49(20):5895–
5902, 2006.

[101] A. V. Ishchenko and E. I. Shakhnovich. SMall Molecule Growth 2001 (SMoG2001):
An improved knowledge-based scoring function for protein-ligand interactions.
Journal of Medicinal Chemistry, 45:2770–2780, 2002.

[102] J. B. O. Mitchell and R. A. Laskowski and A. Alex and J. M. Thornton. BLEEP
- Potential of Mean Force Describing Protein Ligand Interactions: I. Generating
Potential. Journal of Computational Chemistry, 11:1165–1176, 1999.

[103] H. Gohlke and M. Hendlich and G. Klebe. Knowledge-based scoring function to
predict protein-ligand interactions. Journal of Molecular Biology, 295:337–356,
2000.

[104] H.F.G. Velec, H. Gohlke, and G. Klebe. Drugscorecsd-knowledge-based scoring
function derived from small molecule crystal data with superior recognition rate
of near-native ligand poses and better affinity prediction. Journal of Medicinal
Chemistry, 48(20):6296–6303, 2005.

[105] P. Pfeffer and H. Gohlke. DrugScoreRNA-Knowledge-Based Scoring Function To
Predict RNA-Ligand Interactions. Journal of Chemical Information and Modeling,
47(5):1868–1876, 2007.

[106] M. Kontoyianni, L. M. McClellan, and G. S. Sokol. Evaluation of docking perfor-
mance: Comparative data on docking algorithms. Journal of Medicinal Chemistry,
47(3):558–565, 2004.



194 Bibliography

[107] C. M. Venkatachalam, X. Jiang, T. Oldfield, and M. Waldman. Ligandfit: a novel
method for the shape-directed rapid docking of ligands to protein active sites.
Journal of Molecular Graphics and Modelling, 21(4):289–307, 2003.

[108] M. I. Zavodszky, P. C. Sanschagrin, R. S. Korde, and L. A. Kuhn. Distilling the
essential features of a protein surface for improving protein-ligand docking, scoring,
and virtual screening. Journal of Computer Aided Molecular Design, 16:883–902,
2002.

[109] E. Kellenberger, J. Rodrigo, P. Muller, and D. Rognan. Comparative evaluation
of eight docking tools for docking and virtual screening accuracy. PROTEINS:
Structure, Function, and Genetics, 57(2):225–242, 2004.

[110] M. D. Cummings, R. L. DesJarlais, A. C. Gibbs, V. Mohan, and E. P. Jaeger.
Comparison of automated docking programs as virtual screening tools. Journal of
Medicinal Chemistry, 48(4):962–976, 2005.

[111] Z. Zhou, A. K. Felts, R. A. Friesner, and R. M. Levy. Comparative performance of
several flexible docking programs and scoring functions: Enrichment studies for a
diverse set of pharmaceutically relevant targets. Journal of Chemical Information
and Modeling, 47(4):1599–1608, 2007.

[112] P. Ferrara, H. Gohlke, D. J. Price, G. Klebe, and C. L. Brooks. Assessing scor-
ing functions for protein-ligand interactions. Journal of Medicinal Chemistry,
47(12):3032–3047, 2004.

[113] M. Kontoyianni, G. S. Sokol, and L. M. McCellan. Evaluation of library ranking
efficacy in virtual screening. Journal of Computational Chemistry, 26(1):11–22,
2005.

[114] J. W. M. Nissink, C. Murray, M. Hartshorn, M. L. Verdonk, J. C. Cole, and
R. Taylor. A new test set for validating predictions of protein-ligand interaction.
PROTEINS: Structure, Function, and Genetics, 49(4):457–471, 2002.

[115] M. J. Hartshorn, M. L. Verdonk, G. Chessari, S. C. Brewerton, W. T. M. Mooij,
P. N. Mortenson, and C. W. Murray. Diverse, high-quality test set for the val-
idation of protein-ligand docking performance. Journal of Medicinal Chemistry,
50(4):726–741, 2007.

[116] M. Jacobsson, P. Liden, E. Stjernschantz, H. Boström, and U. Norinder. Improving
struture-based virtual screening by multivariate analysis of scoring data. Journal
of Medicinal Chemistry, 46(26):5781–5789, 2003.

[117] L. Birch, C. W. Murray, M. J. Hartshorn, I. J. Tickle, and M. L. Verdonk. Sensi-
tivity of molecular docking to induced fit effects in influenza virus neuraminidase.
Journal of Computer-Aided Molecular Design, 12(16):855–869, 2002.



Bibliography 195

[118] C. N. Cavasotto and R. A. Abagyan. Protein flexibility in ligand docking and
virtual screening to protein kinases. Journal of Molecular Biology, 337(1):209–
225, 2004.

[119] M. Hendlich, F. Rippmann, G. Barnickel, K. Hemm, and K. Aberer. Relibase - an
object-oriented comprehensive receptor/ligand database. In German Conference
on Bioinformatics, pages 35–39, 1996.

[120] M. Clark, R. D. Cramer III, and N. van Opdenhosch. Validation of the General
Purpose Tripos 5.2 Force Field. Journal of Computational Chemistry, 10:982–1012,
1989.

[121] M. Hann, B. Hudson, X. Lewell, R. Lifely, L. Miller, and N. Ramsden. Strate-
gic pooling of compounds for high-throughput screening. Journal of Chemical
Information and Computer Sciences, 39(5):897–902, 1999.

[122] D. K. Gehlhaar and G. M. Verkhivker and P. A. Rejto and C. J. Sherman and D.
B. Fogel and L. J. Fogel and S. T. Freer. Molecular recognition of the inhibitor
AG-1243 by HIV-1 protease: conformationally flexible docking by evolutionary
programming. Chemistry and Biology, 2:317–324, 1995.

[123] G. M. Verkhivker. Computational analysis of ligand binding dynamics at the
intermolecular hot spots with the aid of simulated tempering and binding free
energy calculations. Journal of Molecular Graphics and Modelling, 22:335–348,
2004.

[124] W. Kabsch. A solution for the best rotation to relate two sets of vectors. Acta
Crystallographica Section A, 32(5):922–923, Sep 1976.

[125] W. Kabsch. A discussion of the solution for the best rotation to relate two sets of
vectors. Acta Crystallographica Section A, 34(5):827–828, Sep 1978.

[126] T. A. Halgren. Merck molecular force field. I. Basis, form, scope, parameterization,
and performance of MMFF94. Journal of Computational Chemistry, 17(5–6):490–
519, 1996.

[127] I. Antes, C. Merkwirth, and T. Lengauer. Poem: Parameter optimization using
ensemble methods: Application to target specific scoring functions. Journal of
Chemical Information and Modeling, 45(5):1291–1302, 2005.

[128] T.A. Pham and A.N. Jain. Parameter estimation for scoring protein-ligand inter-
actions using negative training data. Journal of Medicinal Chemistry, 49(20):5856–
5868, 2006.

[129] J. D. Owens, D. Luebke, N. Govindaraju, M. Harris, J. Krüger, A. E. Lefohn, and
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