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1. Introduction

1. Introduction

In the age of big data, it is imperative to find methods which can efficiently tackle mas-
sive amounts of information. One such application which has risen to prominence is the
field of machine learning and artificial intelligence, which has permeated our daily lives
and our interactions with technology. Though the mathematics behind cutting edge
machine learning and deep neural network codes may seem daunting, in many cases
they feature iterative methods known as gradient descent or stochastic gradient descent.
This paper aims to take a closer look at these methods and applies them to a param-
eter identification problem pertaining to an ordinary differential equation (ODE) with
unknown parameters. Following a brief presentation of the most essential definitions
and theorems in the field of optimisation relevant to this problem, the ODE in form of
a second order initial value problem will first be outlined with known parameters and
the associated analytical solution methods will briefly be showcased to set the basis for
our numerical framework and later distinctions between two different sets of potential
parameters. Further, the problem will shift to a parameter identification problem of
unknown parameters (c, k) ∈ R2. We will simulate a set of observations {uj} and try
to approximate the ideal parameters such that the function u numerically calculated
as the solution to the ODE for a given set of parameters most closely resembles our
set of observations. We shall construct a cost or objective function J : R2 → R which
returns the squared errors of our approximated function u to our observations {uj}. As
a method to minimise J , we shall introduce gradient descent (GD) - a numerical method
which iteratively minimises J through gradient evaluations ∇J .
Further, we shall introduce uncertainties in our initial condition. Where we previously
only considered a single initial condition (u0, u1) and could pursue deterministically, we
now introduce a set of m uniformly distributed initial conditions {(ui0, ui1)}mi=1. As we
alter our objective function to now calculate a mean over the previous cost functions
for each of the initial conditions, we notice that computing the cost and especially the
gradient required for gradient descent becomes incredibly expensive for large values of
m. Thus, we introduce stochastic gradient descent (SGD) as a potentially less accurate,
but significantly faster method to minimise our function. While GD calculates the en-
tire gradient at each iteration, which becomes very costly for a large m, SGD randomly
chooses an initial condition of our data set or a subset thereof and calculates an approx-
imation of the true gradient. As the initial analytical approach to the ODE shows, it is
worth considering two different sets where our ideal parameters (c, k) may lie. Thus, we
shall introduce constraints to the minimisation of our objective function and showcase
projected gradient descent (PGD) and projected stochastic gradient descent (PSGD) as
useful methods to solve constrained minimisation problems.
After outlining the problem and its different iterations as well as the associated solution
methods, we will analyse the theoretical behaviour of the showcased approaches and
try to strike a balance between deterministic and stochastic approaches. Following this
analysis, we will put our theory to the test and discuss the behaviour of our numerical
implementations for the different settings.
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2. Fundamental Definitions and Notations

2. Fundamental Definitions and Notations

Definition 2.1 (Global and local minimum). Let X ⊆ Rn and J : X → R be a function.
A point x∗ ∈ X is called a global minimum of J in X, if it satisfies J(x∗) ≤ J(x) for all
x ∈ X.
A point x∗ ∈ X is called a local minimum of J in X, if there exists a neighbourhood U
of x∗ such that J(x∗) ≤ J(x) for all x ∈ X ∩ U .

Definition 2.2 (Convex set). A set X ⊆ Rn is called convex, if for all x, y ∈ X and
λ ∈ (0, 1) we have

λx+ (1− λ)y ∈ X.

Definition 2.3 (Convex function). Let f : Rn → R be a twice continuously differentiable
function. We say that f is convex, if

f(tx+ (1− t)y) ≤ tf(x) + (1− t)f(y), ∀x, y ∈ Rn, t ∈ [0, 1]. (2.1)

Lemma 2.4 (Properties of convex functions). Let f be a twice continuously differen-
tiable function. Then the following properties are identical:

(i) f is convex,

(ii) f(y) ≥ f(x) + 〈f(x), y − x〉, ∀x, y ∈ Rn,

(iii) 〈∇2f(x)v, v〉 ≥ 0, ∀x, v ∈ Rn.

Proof. See [Vol21, Theorem 3.4 and Theorem 3.5].

Definition 2.5 (Strong convexity). We can strengthen the notion of convexity by in-
troducing µ-strong convexity

f(y) ≥ f(x) + 〈∇f(x), y − x〉+
µ

2
‖y − x‖2

2, ∀x, y ∈ Rn. (2.2)

Theorem 2.6. If f : Rn → R is continuously differentiable then for all x, y ∈ Rn the
following conditions are equivalent:

(i) f is µ-strongly convex,

(ii) 〈∇f(x)−∇f(y), x− y〉 ≥ µ‖x− y‖2
2,

(iii) ‖∇f(x)−∇f(y)‖2 ≥ µ‖x− y‖2.

Proof. See [Nes+18, Theorem 2.1.10].
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2. Fundamental Definitions and Notations

Theorem 2.7 (Existence and uniqueness for convex minimisation problems). Let X ⊆
Rn be convex and f : X → R convex and continuously differentiable. Then the following
properties apply for the minimisation problem

min
x∈X

f(x). (2.3)

(i) Every local minimum of f is a global minimum.

(ii) The set of possible solutions to (2.3) is convex (or empty).

(iii) If f is strongly convex on X, then there exists only one solution x∗ ∈ X to (2.3)
which is the global minimum (in so far as it exists).

(iv) If X is open and x̄ ∈ X is a stationary point of f , then x̄ is a global minimum of
f in X.

Proof. See [Vol21, Theorem 3.7].

Now we will introduce a very important class of functions in optimisation: the class of
functions with a Lipschitz continuous gradient, also referred to as L-smooth functions.

Definition 2.8 (L-Smoothness). A differentiable function f is called L-smooth if its
gradient satisfies a Lipschitz condition

‖∇f(x)−∇f(y)‖2 ≤ L‖x− y‖2. (2.4)

Theorem 2.9. For f : Rn → R and x, y ∈ Rn the following conditions are equivalent:

(i) f is L-smooth,

(ii) 0 ≤ 〈∇f(x)−∇f(y), x− y〉 ≤ L‖x− y‖2
2,

(iii) 1
L
‖∇f(x)−∇f(y)‖2

2 ≤ 〈∇f(x)−∇f(y), x− y〉.

Proof. See [Nes+18, Theorem 2.1.5].

Lemma 2.10. Let f : Rn → R be twice differentiable. If f is L-smooth, then

〈∇2f(x)v, v〉 ≤ L‖v‖2
2, ∀x, v ∈ Rn, (2.5)

f(y) ≤ f(x) + 〈∇f(x), y − x〉+
L

2
‖y − x‖2

2. (2.6)

Proof. See [Nes+18, Lemma 1.2.3].
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3. Outlining the Problem and Potential Solutions

3. Outlining the Problem and Potential Solutions

3.1. An initial value problem with known parameters

To begin, for a given x := (c, k) ∈ R2 let us consider the initial value problem{
u′′(t) + cu′(t) + ku(t) = 0, t ∈ [0, T ]
u(0) = u0, u

′(0) = u1
(3.1)

given in [Kel99, Section 1.6.2] which describes the motion of a damped harmonic os-
cillator. A fundamental problem in mechanics, the differential equation (3.1) describes
the motion of a mechanical oscillator such as a spring oscillator or a pendulum. If such
an oscillating system is left to itself, it will eventually come to a rest as the mechanical
energy is extracted from the oscillating system through friction and is dissipated into
thermal energy (see also [TM19]).
Let us first consider the problem from an analytical point of view. Choosing y : [0, T ]→
R2,

y(t) =

(
y1(t)
y2(t)

)
:=

(
u(t)
u′(t)

)
yields

y′(t) =

(
y′1(t)
y′2(t)

)
=

(
y2(t)

−cy2(t)− ky1(t)

)
, y0 =

(
u0

u1

)
(3.2)

or simply

y′(t) = A(x)y(t), y(0) = y0 with A(x) :=

(
0 1
−k −c

)
. (3.3)

To solve this system of first order differential equations, we calculate the x-dependent
eigenvalues λ(A(x)):

λ1 =
−c+

√
c2 − 4k

2
, λ2 =

−c−
√
c2 − 4k

2

and shall discuss the following cases:

(I) c2 > 4k, (II) c2 < 4k, (III) c2 = 4k. (3.4)

For (I) and (II), the matrix A(x) is diagonalizable with Jordan normal form

J(x) =

(
λ1 0
0 λ2

)
.

Thus, as in [DR11, Theorem 17.8] the general solution is given by

u(t) = α1e
λ1t + α2e

λ2t, α1, α2 ∈ R.

For case (III), c2 = 4k, the matrix A(x) is not diagonalizable as setting k := 1
4
c2 returns

the Jordan normal form
J(x) =

(
− c

2
1

0 − c
2

)
.
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3. Outlining the Problem and Potential Solutions

Thus, we must construct a fundamental system of solutions.
Assertion: ũ(t) = te−

c
2
t is a unique solution to (3.1).

First observe that

ũ(t) = te−
c
2
t

ũ′(t) = e−
c
2
t

(
1− tc

2

)
ũ′′(t) = e−

c
2
t

(
tc2

4
− c
)
.

Plugging ũ, ũ′ and ũ′′ into (3.1) yields

ũ′′(t) + cũ′(t) + kũ(t) = e−
c
2
t

(
−tc

2

4
+ kt

)
c2=4k

= e−
c
2
t

(
−tc

2

4
+
c2

4
t

)
= 0

and shows that ũ solves the differential equation. Thus, a general solution for case (III)
is given by

u(t) = e−
c
2
t (α1 + α2t) , α1, α2 ∈ R.

Differentiating between the three different cases (3.4) is not just helpful from an analytic
point of view but is equally enlightening when examining the physical significance of the
distinction. The damped harmonic oscillator can be

(I) overdamped for c2 > 4k, as the oscillator reaches a maximum amplitude and then
asymptotically returns to its rest position. For c2 � 4k the system takes longer
to return to equilibrium.

(II) underdamped for c2 < 4k and oscillates. However, the amplitudes of the oscilla-
tions decay to zero.

(III) critically damped for c2 = 4k as the oscillator asymptotically returns to its rest
position.

For a given x = (c, k), the initial value problem (3.1) can be numerically solved by
transforming it into a system of first order differential equations (3.2) and using a nu-
merical solver such as Python’s scipy.integrate.solve_ivp.1 To briefly visualise the
three different cases, let T = 10, u0 = 10, u1 = 0 and consider (I) x1 = (3, 1), (II)
x2 = (1, 1), (III) x3 = (2, 1). Using a numerical solver, we can visualize the different
functions u(t;xi), i = 1, 2, 3.

1More on scipy.integrate.solve_ivp is given in Section 5.
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3. Outlining the Problem and Potential Solutions

Figure 1: Plots of an overdamped, underdamped and critically damped system

Remark 3.1. A car’s shock absorbers can be regarded as a physical application of a
damped harmonic oscillator. As a car should return to an equilibrium as quickly as
possible without oscillating beyond this point, a critically damped system is desirable.
The optimal damping constant c is determined on the basis of the weight of the vehicle
as well as the suspension’s spring constant k. However, the damping constant c only
guarantees a critically damped system for a certain load. Thus, some vehicles use ad-
justable shock absorbers which allow for the damping constant to be adjusted to the
load (see also [TM19, p. 448]).

3.2. The parameter identification problem and gradient descent
methods

Let us again consider the initial value problem{
u′′(t) + cu′(t) + ku(t) = 0, t ∈ [0, T ]
u(0) = u0, u

′(0) = u1,

but let x = (c, k) ∈ R2 be an unknown parameter that has to be identified. To highlight
the dependence of these parameters, we will write u(t;x) instead of u(t) for the solution
to (3.1). To determine the unknown parameter x, let the displacement of the damped
harmonic oscillator u be sampled M times at equidistant moments in time {tj}Mj=1 with
tj = (j − 1)T/(M − 1). Further, let the observations for u be {uj}Mj=1. Our goal is to
minimise the objective function J : R2 → R+

0 ,

J(x) =
1

2

M∑
j=1

|u(tj;x)− uj|2 (3.5)

and thus determine a parameter x = (c, k) which causes the function u(t;x) to resemble
the sampled observations as closely as possible. This minimisation problem is also

6



3. Outlining the Problem and Potential Solutions

referred to as a nonlinear least squares problem.
We shall first minimise J using gradient descent (GD). As the name suggests, we must
calculate the gradient ∇J : R2 → R2. Assuming x satisfies either case (I) or (II)
presented in (3.4), i.e. c2 6= 4k,2 u is differentiable with respect to x and the gradient of
J is

∇J(x) = ∇x

(
1

2

M∑
j=1

|u(tj : x)− uj|2
)

=

(∑M
j=1(u(tj : x)− uj)∂u∂c (tj;x)∑M
j=1(u(tj : x)− uj)∂u∂k (tj;x)

)
.

(3.6)

To compute the partial derivatives of u with respect to the parameters c, k (as they
appear in (3.6)), we set w1 := ∂u

∂c
and w2 := ∂u

∂k
. We differentiate (3.1) with respect to x

and obtain the sensitivity equations

w′′1 + u′ + cw′1 + kw1 = 0;w1(0) = w′1(0) = 0,

w′′2 + u+ cw′2 + kw2 = 0;w2(0) = w′2(0) = 0.
(3.7)

We notice that the sensitivity equations are also dependent on u and u′, thus requiring
us to first solve (3.2). In solving the sensitivity equations, we proceed as we did with
(3.1) and turn the two differential equations into systems of first order. Setting W1 :=
(w1, w

′
1)> and W2 := (w2, w

′
2)>, we gain

W ′
1 = A W1 −

(
0
u′

)
, W1(0) =

(
0
0

)
W ′

2 = A W2 −
(

0
u

)
, W2(0) =

(
0
0

)
,

where A =

(
0 1
−k −c

)
is the same matrix observed in (3.3). Now, through solving the

three differential equations in (3.1) and (3.7) we are able to calculate the gradient

∇J(x) =

( ∑M
j=1w1(tj) · (u(tj;x)− uj)∑M
j=1w2(tj) · (u(tj;x)− uj)

)
.

Having obtained the gradient, we can now minimise our objective function using iterative
gradient based descent methods. An iteratively computed sequence of points {xl}l∈N
guaranteeing a gradual decrease in the objective function J , i.e. J(xl+1) < J(xl), is
defined by the iteration

xl+1 = xl + tldl,

2For now, we shall gloss over this fact and consider x ∈ R2 to lay the groundwork for our problem.
However, we will later return to this distinction between c2 > 4k and c2 < 4k and minimise our
objective function with x constrained the convex set X< := {x = (c, k) | c2 < 4k} ⊂ R2.

7



3. Outlining the Problem and Potential Solutions

starting from an initial point x0 ∈ R2. For l ∈ N we set tl > 0 as the step length and
dl ∈ R2 as the descent direction. If dl is a direction of descent, the step length tl can be
calculated with an Armijo-based algorithm.
The Armijo-rule is a condition which ensures a sufficient descent. Let dl be a direction
of descent at the iterate xl and α ∈ [0, 1] a given constant. We say a step length tl > 0
satisfies the Armijo-condition, if

J(xl + tldl) ≤ J(xl) + αtl∇J(xl)
>dl. (Armijo)

Locally, the negative gradient −∇J(xl) is per definition the direction of steepest descent.
Thus, it is only natural to choose dl such that the angle between dl and ∇J(xl) is
sufficiently large. Three classic descent directions dl which take advantage of this fact
are

(a) dl = −∇J(xl) (gradient method, steepest descent method)

(b) dl = −∇J(xl)/‖∇J(xl)‖2 (normed gradient method)

(c) dl = −Bl∇J(xl) (BFGS-algorithm).

Options (a) and (b) mostly rely on the fact that the negative gradient locally guarantees
the direction of steepest descent. Option (c), referred to as a Broyden–Fletcher–Goldfarb
–Shanno (BFGS) algorithm, determines the descent direction by taking curvature infor-
mation of the function into account. As it gradually approximates the inverse of the
Hessian matrix Bl ≈ ∇2J(xl)

−1 through gradient evaluations, it can be associated with
the more sophisticated Quasi-Newton methods. To calculate the step length tl > 0 for
the BFGS-method, we require tl to not just satisfy the Armijo-condition, but also the
Wolfe-condition

∇J(xl + tldl)
>dl ≥ ρ∇J(xl)

>dl (Wolfe)

for α ∈ (0, 1
2
), ρ ∈ [α, 1]. In this section we will focus on the standard gradient method

(a) using dl = −∇J(xl) and will explore options (b) and (c) in Section 5.1.1. A rudi-
mentary algorithm for the numerical implementation of gradient descend may look as
follows:

Algorithm 1 Gradient Descent
Require: initial point x0 ∈ Rn;
1: Set l = 0;
2: while stopping criterion not satisfied do
3: Descent direction: define dl := −∇J(xl);
4: Step size: pick tl > 0 as a suitable step size;
5: Update: xl+1 = xl + tldl and l = l + 1.
6: end while

8



3. Outlining the Problem and Potential Solutions

3.3. Introducing uncertainties in the initial condition and
stochastic gradient descent methods

So far, the problem at hand has been purely deterministic. However, let us assume the
initial conditions u0, u1 ∈ R are uncertain. Let ξ be a random single sample (u0, u1) ∈
[u0a, u0b] × [u1a, u1b] := Ω ⊂ R2, or a set of possible realisations {(ui0, ui1)} of the initial
condition with i = 1, ...,m being uniformly distributed. As u(t;x) is now also dependent
on varying initial conditions, we shall highlight this dependence by writing u(t;x, ξ) as
well as J(x, ξ).
As the chosen initial conditions ξ are subjected to stochastic variance, we must adjust
our objective function accordingly. To express this, we must endow our space of initial
conditions Ω ⊂ R2 with a probability distribution P : Ω→ [0, 1] as we wish to minimise

R(x) = E[J(x, ξ)] =

∫
Ω

J(x, ξ)dP(ξ). (3.8)

The function R : R2 → R yields the expected loss of the chosen parameter x pertaining
to the set of possible realisations for the initial condition ξ. Thus, we call R the expected
risk (see [BCN18]).
In practice, however, it becomes very difficult to calculate the expected risk and minimise
it, as we do not have sufficient information on the probability distribution P. Therefore,
we shall try to minimise an estimation of the expected risk R. We choose a set of
independently drawn realisations {ξi} := {(ui0, ui1)}, i = 1, ...,m, with which we can
define the empirical risk function Rm : R2 → R,

Rm(x) =
1

m

m∑
i=1

J(x, ξi). (3.9)

It shall now be our primary objective to minimise the empirical risk Rm.
Since we are dealing with a stochastic sampling of (ui0, u

i
1), our new objective function

must be expressed in terms of an expected value

E[J(x; ·)] =
1

2m

m∑
i=1

M∑
j=1

∣∣u(tj;x, (u
i
0, u

i
1))− uj

∣∣2 . (3.10)

The gradient of this objective function becomes

∇xE[J(x; ·)] =

(
1
m

∑m
i=1

∑M
j=1(u(tj;x, u

i
0, u

i
1)− uj) · ∂u∂c (tj;x, u

i
0, u

i
1)

1
m

∑m
i=1

∑M
j=1(u(tj;x, u

i
0, u

i
1)− uj) · ∂u∂k (tj;x, u

i
0, u

i
1)

)
(3.11)

The factors on the right once more correspond to our sensitivities w1(t,;x, u
i
0, u

i
1) as well

as w2(t,;x, u
i
0, u

i
1).

Our problem now greatly increases in complexity, especially from a numerical point of
view. For each evaluation of E[J(x; ·)], the initial value problem (3.1) must be solved m
times, once for every initial condition (ui0, u

i
1), i = 1, ...,m. In turn, for each evaluation

9



3. Outlining the Problem and Potential Solutions

of its gradient we must solve our initial value problem (3.1) as well as two solutions for
the sensitivity equations (3.7) m times. Solving 3m initial value problems with each
evaluation of the gradient becomes very costly for large values of m. While still possible,
it thus no longer seems feasible to minimise (3.10) using a standard gradient descent
method. Instead of calculating the exact gradient using the entire data set {(ui0, ui1)}mi=1,
it seems reasonable to approximate the gradient using a randomly selected subset of the
data.

This is where stochastic gradient descent (SGD) comes into play. A most rudimentary
approach to stochastic gradient descent proceeds as follows. At each iteration l ∈ N we
choose a random index 1 ≤ il ≤ m corresponding to a single realisation ξil = (uil0 , u

il
1 )

and evaluate the gradient ∇J(x; ξil) with respect to said realisation as opposed to the
entire data set. Starting from an initial point x0 ∈ R2, our sequence of iterations {xl}l∈N
is thus defined by

xl+1 = xl − tl∇J(xl; ξil) (3.12)

where tl is once more a positive step size. The ensuing stochastic gradient descent
algorithm could look as follows:

Algorithm 2 Stochastic Gradient Descent
Require: initial point x0 ∈ Rn;
1: Set l = 0;
2: while stopping criterion not satisfied do
3: Generate random realisation of the variable ξil ;
4: Stochastic descent direction: define dl := −∇J(xl; ξil);
5: Step size: pick tl > 0 as a suitable step size;
6: Update: xl+1 = xl + tldl and l = l + 1.
7: end while

Notably, the sequence of iterates {xl} as well as the sequence of step sizes {tl} is not
purely determined by the starting point x0 and the function Rm, but rather by the
randomly chosen sequence il. This separates stochastic gradient descent from the deter-
ministic gradient descent we know. Further, it is worth pointing out that each direction
−∇J(xl; ξil) might not even be a descent direction for Rm in xl. Thus, choosing the
correct step size tl is of utmost importance. In the stochastic case, typical requirements
for the step size are

tl ≥ 0,
∞∑
l=1

tl =∞,
∞∑
l=1

tl ≤ ∞ (3.13)

(see [GP19, p. 4]). Thus, a natural choice for a SGD step length may be tl := 1
l
for

l > 0. Though not every step may decrease the cost function, as is guaranteed in GD and
visualised below in Figure 2, the sequence {xl} calculated through SGD will converge
to a local minimiser of Rm in expectation.

10



3. Outlining the Problem and Potential Solutions

Figure 2: Sketched difference between GD (left) and SGD (right)

It has become apparent that using gradient descent to minimise Rm with respect to
the entire data set {ξi}mi=1 at each iteration is a very direct approach, yet can quickly
become computationally very expensive. Using a stochastic gradient descent approach,
however, sacrifices accuracy for the sake of greatly reducing the computational stress. A
compromise comes in the form of stochastic mini-batch approaches. In each iteration, a
small subset of samples Sl ⊂ {1, ...,m} is randomly chosen and a mean over the negative
gradients −∇J(x, ξi), i ∈ Sl is computed to serve as the direction of descent. The
iterative formula is thus

xl+1 = xl −
tl
|Sl|

∑
i∈Sl

∇J(xl; ξi). (3.14)

Notice that for |Sl| = 1 we have a standard stochastic gradient descent method (3.12)
whereas for Sl = {1, ...,m} the mini-batch includes the entire data set and thus coincides
with the standard gradient descent method. For this reason, some literature distinguishes
between batch and mini-batch approaches, the former computing the gradient using the
entire data set at each iteration.
To incorporate the idea of partitioning our data set into mini-batches, we can adjust
Algorithm 2 as follows:

Algorithm 3 Stochastic Gradient Descent using mini-batches
Require: initial point x0 ∈ Rn, batch size 0 < b < m;
1: Set l = 0;
2: while stopping criterion not satisfied do
3: Generate random Sl ⊂ {1, ...,m} such that |Sl| = b;
4: Stochastic descent direction: define dl := −1

b

∑
i∈Sl ∇J(xl; ξi);

5: Step size: pick tl > 0 as a suitable step size;
6: Update: xl+1 = xl + tldl and l = l + 1.
7: end while

11



3. Outlining the Problem and Potential Solutions

In taking a subset of the data set {ξi}mi=1 into account at each iteration, the mini-batch
approach reduces the variance of the stochastic gradient estimates (as opposed to SGD
using one data point per iteration). Choosing a small batch size b leads to a greater
variance in the stochastic gradient. The smaller b is chosen, the poorer the estimation of
the actual gradient. Choosing a large batch size b, however, leads to less variance and a
more accurate approximation of the true gradient. However, it must be stated that this
comes with the detriment of greater computational cost. Reducing the variance in the
stochastic gradient makes it easier to choose the step sizes {tl} (see [BCN18, p. 20]).
One such method is the stochastic variance reduced gradient method introduced by Rie
Johnson and Tong Zhang (see [JZ13]) which is also explored in [Hau21].

Remark 3.2 (On variance in the data set). As previously mentioned, the stochastic
gradient method does not guarantee a descent in the function value in each iteration
in the same way that gradient descent does. Let us consider a linear regression model.
Our data set shall consist of m observations {ξi}mi=1 := {xi, yi}mi=1 ⊂ R2 and our goal is
to find (β1, β2) =: β ∈ R2 such that the line f : R → R, f(x) = β1x + β2 most closely
fits the data set. Thus, our goal is to minimise the cost function proposed by the linear
least squares problem

min
β∈R2

m∑
i=1

|yi − (β1xi + β2)|2 . (3.15)

We can solve (3.15) through gradient descent or stochastic gradient methods. Figure 3
aims to visualise our initial state as well as the ideal solution for two data sets. Both
data sets form a Gaussian distribution around our ideal line. Yet, the model displayed
on the right inherits a significantly higher variance in the data set. Starting from an
initial guess β0 and the corresponding line f0(x) = β0

1x + β0
2 (displayed in red), we

can briefly outline the different behaviours of standard gradient and stochastic gradient
methods. Naturally, a standard gradient descent calculating the gradient using the entire
data set will perform better than a stochastic method only taking one data point into
consideration at each iteration. However, in a low variance model as seen on the left,
choosing only a single data point will most likely net an almost equally good improvement
to the regression line as a complete gradient step. In a high variance environment, it is
more likely to choose points in the data set which lead to an iteration straying further
away from the desired solution. If, for instance, our first iteration randomly chooses the
point ξ1 as highlighted in blue on the right and calculates the new slope β1

1 and intersect
β1

2 of our regression line using a gradient step based on ξ1, the iteration will worsen the
accuracy of our regression line.

12



3. Outlining the Problem and Potential Solutions

Figure 3: SGD on a linear regression model for low and high variance data sets

3.4. Constrained parameter identification

As outlined in Section 3.1, due to the different analytical approaches to solving over- or
underdamped systems (c2 > 4k or c2 < 4k) and critically damped systems (c2 = 4k),
our ideal parameter x = (c, k) ∈ R2 as well as our iterations {xl}l∈N computed through
a (stochastic) gradient descent method shall either satisfy (I): c2 > 4k or (II): c2 < 4k.
This turns our problem into a constrained minimisation problem of the form

min
x∈X

J(x), X ⊂ R2.

To guarantee the existence of a solution, we require X to be a closed set. Thus, merely
defining X as e.g. {x = (c, k) ∈ R2 | c2 > 4k} is not sufficient. Therefore we must add
upper and lower bounds cmin, kmin, cmax, kmax ∈ R to define a bounded set

Xbounds :=

{
x = (c, k) ∈ R2

∣∣∣∣ 0 < cmin ≤ c ≤ cmax,
0 < kmin ≤ k ≤ kmax

}
.

Now we can define the sets X>, X< ⊂ R2 of parameters (c, k) pertaining to an over- and
underdamped systems as

X> :=
{
x = (c, k) ∈ Xbounds | c2

max ≥ c2 ≥ c2
min > 4kmax ≥ 4k ≥ 4kmin

}
(3.16)

X< :=
{
x = (c, k) ∈ Xbounds | c2

min ≤ c2 ≤ c2
max < 4kmin ≤ 4k ≤ 4kmax

}
. (3.17)

This begs the question how we can tune our gradient descent algorithms to fit a con-
strained optimisation problem.

3.4.1. Projected gradient descent

The key lies in projected gradient descent (PGD). Let X ⊂ R2 be a closed and convex
set. A projection P : R2 → X,

P(x0) = min
x∈X

1

2
‖x− x0‖2

2 (3.18)

13



3. Outlining the Problem and Potential Solutions

maps a given point x0 to a point x ∈ X which it is closest to. Interestingly, the projection
P is in itself an optimisation problem and may be difficult to solve for certain constrained
sets. Requiring X to be a convex set guarantees a unique solution, assuming it exists
(Theorem 2.7). If X was a non-convex set, solving P(x0) may not lead to a unique
solution. By integrating the projection P into our gradient descent method, we can
ensure that our generated sequence of iterates {xl} never leaves the constrained set X.
At each iteration, we subject our iteration yl+1 = xl + tldl to the projection and obtain

xl+1 = P(yl+1).

A pseudo-code implementing the projected gradient descent method is described below
in Algorithm 4.

Algorithm 4 Projected Gradient Descent
Require: initial point x0 ∈ Rn;
1: Set l = 0;
2: while stopping criterion not satisfied do
3: Descent direction: define dl = −∇J(xl);
4: Step size: pick tl > 0 as a suitable step size;
5: Update: xl+1 = P(xl + tldl) and l = l + 1;
6: end while

Considering a convex set X and x0 ∈ X, we obtain P(x0) = x0, as x0 itself is the closest
point to x0 ∈ X. For x0 /∈ X, it can be shown that P(x0) is on the boundary ∂X and
that this projection is orthogonal.

Example 3.3 (Projection on a box). Let xa, xb ∈ Rn with xa = (xai)1≤i≤n and xb =
(xbi)1≤i≤n be a lower and upper bound with xai < xbi for i = 1, ..., n. We define the
compact, convex and nonempty set

Xad = {x ∈ Rn | xa ≤ x ≤ xb component-wise in Rn}.

Then the projection P : Rn → Xad is given by

(P(x))i =


xai, xi ≤ xai
xi, xi ∈ (xai, xbi)
xbi, xi ≥ xbi,

for 1 ≤ i ≤ n. Due to the box-like nature of Xad, it is easily to see that this projection
orthogonally projects an x /∈ Xad onto the boundary ∂Xad.

14



3. Outlining the Problem and Potential Solutions

Example 3.4 (Projection on the border ofX<). Let us return to our distinction between
over- and underdamped systems. Let us consider X< as expressed in (3.17). The set
X< is convex, as it can be seen as the intersection of a convex box Xad and the epigraph
of the convex function x 7→ 1

4
x2 (see also [BV04, p. 75]). This allows us to solve the

minimisation problem
min
x∈X<

J(x)

or rather
min
x∈X<

Rm(x)

as expressed in (3.9) using projected gradient descent.
To calculate a suitable projection, we must first find a way of projecting onto the more
complex set Ω< := {x = (c, k) ∈ R2 | c2 < 4k} and solve the minimisation problem

min
x:=(c,k)∈R2

1

2
‖x− x0‖2

2 u.t.c. c2 < 4k. (3.19)

A numerical implementation of the projection can check, whether a given x0 satisfies the
inequality constraint and return x0 if they are satisfied, i.e. if x0 ∈ Ω<. If x0 /∈ Ω<, the
projection will map x0 on the border ∂Ω<. Thus, we can calculate the projection for a
given x0 = (c0, k0) /∈ Ω< by finding the stationary points of the Lagrangian function

L(x, λ) =
1

2
‖x− x0‖2

2 + λ(c2 − 4k). (3.20)

By calculating the gradient ∇L(x, λ) and eliminating λ we are left with the set of
nonlinear equations

2c− 2c0 + ck − ck0 = 0

c2 − 4k = 0

To solve for c, k using an analytical calculation would require us to solve a cubic root,
which is why we trust WolframAlpha3 to approximate the solution. A numerical ap-
proximation gives us

c ≈ 0.264567
3

√√
46656c2

0 + 4(24− 12k0)3 + 216c0 −

0.419974(24− 12k0)

3

√√
46656c2

0 + 4(24− 12k0)3 + 216c0

k ≈ 0.25

(
0.264567

3

√√
46656c2

0 + 4(24− 12k0)3 + 216c0) −

0.419974(24− 12k0)

3

√√
46656c2

0 + 4(24− 12k0)3 + 216c0

2

.

(3.21)

3See hyperlinked the explicit calculation: projection on wolframalpha.com.
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We will implement this projection in Section 5 to show that it does indeed project onto
the border ∂X<.

Remark 3.5 (Projected gradient descent as a special case of proximal gradient method).
Let X ⊂ Rn be a compact convex set, f : Rn → R a function, α > 0 and x0 ∈ Rn. The
proximal-operator proxαf : Rn → Rn,

proxαf (x0) := min
x∈Rn

(
f(x) +

1

2α
‖x− x0‖2

2

)
finds an x ∈ Rn which tries to minimise f while also minimising the distance of x to x0.
If α is chosen very small, then the minimisation of ‖x− x0‖2

2 is weighted more. If α = 1
and we define f as the indicator function iX on X

iX(x) =

{
0, x ∈ X
∞, x /∈ X,

then the projection P : Rn → X as expressed in (3.18) can be treated as a special case
of proxαf :

P(x0) = min
x∈X

1

2
‖x− x0‖2

2

= min
x∈Rn

(
iX(x) +

1

2
‖x− x0‖2

2

)
.

Further, to solve minx∈X f(x) using projected gradient descent, our iteration is defined
by

xl+1 = P(xl − tl∇f(xl)).

This is equivalent to solving minx∈Rn (f(x) + iX(x)) using proximal gradient descent
which is defined by

xl+1 = proxtliX (xl − tl∇f(xl))

Proximal gradient methods can be seen as a generalisation of projected gradient and are
used to minimise non-smooth functions on convex sets.

3.4.2. Projected stochastic gradient descent

Consider a constrained minimisation problem where we are dealing with a large data set
and want to avoid having to calculate the expensive gradient∇Rm. We can again pivot to
our stochastic methods and introduce a projection step after calculating the stochastic
gradient step using our approximate gradient ∇J(xl, ξil) for a randomly chosen data
point or subset ξil . Our iterates {xl}l∈N are thus defined by the iteration

xl+1 = P(xl − tl∇J(xl, ξil)).

We can easily adjust Algorithm 2 to implement the projection step as follows:

16
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Algorithm 5 Projected Stochastic Gradient Descent
Require: initial point x0 ∈ Rn;
1: Set l = 0;
2: while stopping criterion not satisfied do
3: Generate random realisation of the variable ξil ;
4: Stochastic descent direction: define dl := −∇J(xl; ξil);
5: Step size: pick tl > 0 as a suitable step size;
6: Projection: xl+1 = P(xl + tldl) and l = l + 1.
7: end while

17
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4. Gradient Descent, Stochastic Gradient Descent,
and Projected Methods

In Section 3 we outlined the parameter identification problem and showcased fundamen-
tal solution methods, namely the gradient descent method and the stochastic gradient
descent method for unconstrained conditions as well as projected (stochastic) gradient
methods for constrained conditions. This section aims to explore the different conver-
gence behaviours of the algorithms while contrasting them with potential computational
costs. In essence, we want to contrast deterministic approaches to stochastic approaches
and show that the latter performs better with a significant amount of noise , i.e. with
larger values of m referring to the size of our data sets. Especially in fields such as large
scale machine learning computations, m tends to become huge.
Standard gradient descent methods, which at each iteration calculate the exact gradient
using the entire data set, are vastly more expensive, yet achieve the greatest level of per
iteration reduction in the empirical risks. Stochastic gradient methods, which approxi-
mate the gradient using only a single data-point of the data set or a small subset thereof,
achieve significantly lower per-iteration costs while sacrificing a greater reduction in the
empirical risk.
Similar to our application in Section 3, let f : Rn → R, x 7→ f(x, ·) be our objective
function we consider with respect to a data set of realisations {ξi}mi=1. As expressed in
(3.9), we aim to minimise the empirical risk function Rm : Rn → R,

Rm(x) = E[f(x, ξi)] =
m∑
i=1

1

m
f(x, ξi) =

1

m

m∑
i=1

f(x, ξi) (4.1)

where the second equality is given by the fact that i ∈ {1, ...,m} is uniformly distributed,
giving us a stochastic weight of 1

m
for each f(x, ξi). Further, let {xl}l∈N ∈ Rn be the

sequence of points generated through a stochastic or batch gradient descent. To showcase
a preference for stochastic approaches over batch approaches, we first want to highlight a
few key theoretical arguments which will be analysed in depth and proven as we proceed.

4.1. Theoretical overview

(I) First, let us examine convergence properties for standard gradient descent. By
any means, GD approaches can minimise Rm quickly. We will analyse convergence
behaviour for a convex and a strongly convex Rm. Let R∗m denote the minimal
value of Rm. We can analyse that improving Rm from a convex to a strongly
convex function does significantly improve its convergence behaviour.

(i) Let Rm be convex and L-smooth, then using GD we can achieve sublinear
convergence, i.e the error of Rm satisfies

Rm(xl)−R∗m ≤ O(1/l). (4.2)
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This implies that in the worst case, when examining the total number of
iterations needed to surpass a certain error ε > 0 is proportional to O(1/ε)
(see [Gow18, Theorem 2.2]).

(ii) If we improve our assumption to include strong convexity for Rm, there exists
a ρ ∈ (0, 1) such that for all l ∈ N the error of Rm satisfies

Rm(xl)−R∗m ≤ O(ρl). (4.3)

Thus, the error satisfies a linear convergence. For a given ε > 0, the gra-
dient descent method for a strongly convex objective function thus requires
O(log(1/ε)) iterations (see [Gow18, Theorem 2.3]).

However, in using a batch approach which cycles through the entire data set
{ξi}mi=1, the per-iteration computation cost is proportional to m. Thus, to achieve
ε-optimality, the total work at best is proportional to m log(1/ε).

(II) Secondly, we will examine the convergence behaviour of stochastic gradient de-
scent. Using a basic stochastic method for an L-smooth objective function sat-
isfying the Polyak-Lojasiewicz condition (4.5) (a weaker assumption than strong
convexity), we can achieve sublinear convergence, i.e.

E[Rm(xl)−R∗m] ≤ O(1/l) (4.4)

(see [KNS16, Theorem 4]). However, we can slightly improve this convergence by
adjusting the chosen step size.
A sublinear convergence is equivalent to the total work required for ε-optimality
being proportional to 1/ε. On paper, we observe that for a small ε and a moderate
m, we have 1/ε � m log(1/ε), the right side corresponding to the work required
for ε-optimality using GD. However, it is crucial to note that SGD does not depend
on m, as each iteration merely considers one data point ξli ∈ {ξi}mi=1 as opposed to
the entire data set. Thus, for large m which we will find in big data applications
such as large scale machine learning computations, we begin to favour SGD with
a sublinear rate of 1/ε over GD with a linear but m-dependent rate of m log(1/ε).

(III) Thirdly, we will examine our minimisation problem subjected to constraints. Our
set of eligible parameters shall now remain in a closed and convex set as we analyse
the convergence properties of projected gradient descent (PGD) and projected
stochastic gradient descent (PSGD).

(i) For PGD, we notice that for an L-smooth and µ-strongly convex function,
the iterates {xl}l∈N generated by PGD will inherit the linear convergence
properties of gradient descent, thus satisfying

‖xl − x∗‖2 ≤ O(ρl) (4.5)

for a ρ ∈ (0, 1) where x∗ is a minimiser under the given constraint (see
[Nes+18, Theorem 2.2.14]).
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(ii) For a projected stochastic gradient method we will make similar observations
to our non constrained case and observe sublinear convergence

E[Rm(xl)−R∗m] ≤ O(1/l)

as well as
E[‖xl − x∗‖2] ≤ O(1/

√
l)

(see [Sin20, Corollary 3.4] and [Sin20, Theorem 3.2]). This shows that min-
imising an L-smooth, µ-strongly convex function under convex constraints
using projected gradient or stochastic gradient methods does not significantly
impact the rates of convergence we obtain in a non-constrained environment.

4.2. Convergence of gradient descent

To analyse the behaviour of gradient descent methods, let us take a step back from
the parameter identification problem at hand and consider a more general case. Let
f : Rn → R be an L-smooth function and let us consider the minimisation problem

min
x∈Rn

f(x). (4.6)

For now, we aim to solve (4.6) using the gradient descent method where the sequence of
iterates {xl}l∈N ∈ Rn is defined by the iteration

xl+1 = xl − α∇f(xl) (4.7)

The step size α > 0 shall remain constant and we define x∗ ∈ Rn as a minimiser of f .
First, we assume f to be convex and L-smooth and prove that the sequence of evaluated
iterates {f(xl)}l∈N converges at least sublinearly towards the minimal value f(x∗). The
following theorems on gradient descent convergence behaviours are mostly based on
theorems and proofs outlined in [KNS16] as well as [Nes+18], however the proofs given
here are explored in further detail.
When using gradient descent to solve an optimisation problem minx∈Rn f(x) and to find
its global minimum x∗ ∈ Rn, knowing f to be L-smooth simplifies proofs of convergence
a lot. The following lemma shows interesting properties of a smooth f . Here, x− 1

L
∇f(x)

can be interpreted as a gradient-descent update using 1
L
as a step length.

Lemma 4.1. If f is L-smooth, then

f

(
x− 1

L
∇f(x)

)
− f(x) ≤ − 1

2L
‖∇f(x)‖2

2 (4.8)

and
f(x∗)− f(x) ≤ − 1

2L
‖∇f(x)‖2

2 (4.9)

hold for all x ∈ Rn.

20



4. Gradient Descent, Stochastic Gradient Descent, and Projected Methods

Proof. This proof is based on an outline given in [Gow18, Lemma 1.3].
The first inequality stems from plugging in y := x − 1

L
∇f(x) into the property of

smoothness (2.10):

f

(
x− 1

L
∇f(x)

)
− f(x) ≤

〈
∇f(x), x− 1

L
∇f(x)− x

〉
+
L

2

∥∥∥∥x− 1

L
∇f(x)− x

∥∥∥∥2

2

= − 1

L
‖∇f(x)‖2

2 +
L

2L2
‖∇f(x)‖2

2

= − 1

2L
‖∇f(x)‖2

2.

As x∗ is the global minimum satisfying f(x∗) ≤ f(y) for all y ∈ Rn, we have f(x∗) ≤
f(x− 1

L
∇f(x)). Plugging this into the first inequality yields the second inequality.

In optimisation, many functions are both smooth and convex. The following lemma
introduces the concept of co-coercivity which is very useful to proving convergence be-
haviours of gradient methods.

Lemma 4.2 (Co-coercivity). If f is convex and L-smooth, then

f(y)− f(x) ≤ 〈∇f(y), y − x〉 − 1

2L
‖∇f(y)−∇f(x)‖2

2, (4.10)

〈∇f(y)−∇f(x), y − x〉 ≥ 1

L
‖∇f(x)−∇f(y)‖2

2 (co-coercivity). (4.11)

Proof. This proof is based on [Gow18, Lemma 1.4]. First, we prove (4.10) from which
the co-coercivity inequality can be derived from. We have

f(y)− f(x) = f(y)− f(z) + f(z)− f(x)

Lemma 2.4

≤ 〈∇f(y), y − z〉+ f(z)− f(x)

Lemma 2.10

≤ 〈∇f(y), y − z〉+ 〈∇f(x), z − x〉+
L

2
‖z − x‖2

2.

To get the most out of this inequality, we can minimise the right side with respect to z
and receive

0 = −∇f(y) +∇f(x) + L(z − x)

z = x− 1

L
(∇f(x)−∇f(y)).
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Plugging z into our inequality gives us

f(y)− f(x) ≤
〈
∇f(y), y − x+

1

L
(∇f(x)−∇f(y))

〉
+

〈
∇f(x), x− 1

L
(∇f(x)−∇f(y))− x

〉
+
L

2

∥∥∥∥x− 1

L
(∇f(x)−∇f(y))− x

∥∥∥∥2

2

=

〈
∇f(y), y − x+

1

L
(∇f(x)−∇f(y))

〉
− 1

L
〈∇f(x),∇f(x)−∇f(y)〉

+
1

2L
‖∇f(x)−∇f(y)‖2

2

= 〈∇f(y), y − x〉 − 1

L
‖∇f(x)−∇f(y)‖2

2 +
1

2L
‖∇f(x)−∇f(y)‖2

2

= 〈∇f(y), y − x〉 − 1

2L
‖∇f(x)−∇f(y)‖2

2

and thus proves (4.10).
The co-coercivity condition (4.11) comes from applying (4.10) twice and adding the two
inequalities together:

f(y)− f(x) ≤ 〈∇f(y), y − x〉 − 1

2L
‖∇f(y)−∇f(x)‖2

2 (I)

f(x)− f(y) ≤ 〈∇f(x), x− y〉 − 1

2L
‖∇f(x)−∇f(y)‖2

2. (II)

0
(I) + (II)
≤ 〈∇f(y)−∇f(x), y − x〉 − 1

L
‖∇f(y)−∇f(x)‖2

2

⇔ 〈∇f(y)−∇f(x), y − x〉 ≥ 1

L
‖∇f(x)−∇f(y)‖2

2

Theorem 4.3. Let f be convex and L-smooth, let x∗ ∈ Rn be a global minimiser of f
and let {xl}l=1,...,n be the sequence of iterates generated by the gradient descent method
(4.7) where we define the constant step size α = 1

L
. Then,

f(xn)− f(x∗) ≤ 2L‖x1 − x∗‖2

n− 1
. (4.12)

Proof. This proof is based on [Gow18, Theorem 2.2]. Let f be a convex L-smooth
function and our iteration {xl}l=1,...n be defined as above with a fixed step size 1

L
. We

first show that {‖xl − x∗‖2}l∈N is a decreasing sequence. We have

‖xl+1 − x∗‖2
2 = ‖xl − x∗ −

1

L
∇f(xl)‖2

2

= ‖xl − x∗‖2
2 −

2

L
〈xl − x∗,∇f(xl)〉+

1

L2
‖∇f(xl)‖2

2

(∗)
≤ ‖xl − x∗‖2

2 −
2

L

1

L
‖∇f(xl)‖2

2 +
1

L2
‖∇f(xl)‖2

2

= ‖xl − x∗‖2
2 −

1

L2
‖∇f(xl)‖2

2. (4.13)
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We obtain the inequality (∗) through the co-coercivity property (4.11) as well as an ad-
dition with ∇f(x∗) = 0. It is clear that ‖xl−x∗‖2 is a decreasing sequence, consequently
yielding

‖xl − x∗‖2 ≤ ‖x1 − x∗‖2. (4.14)

We will return to this property.
Now, let us recall Lemma 4.1 on the properties of smooth functions. We plug in our
iteration for xl+1 and subtracting f(x∗) from both sides yields

f(xl −
1

L
∇f(xl))− f(xl) ≤ −

1

2L
‖∇f(xl)‖2

2

f(xl+1)− f(x∗) ≤ f(xl)− f(x∗)− 1

2L
‖∇f(xl)‖2

2. (4.15)

Using the properties of convexity expressed in Lemma 2.4 as well as the previously shown
fact that ‖xl − x∗‖2

2 is a decreasing sequence, we obtain

f(xl)− f(x∗) ≤ 〈∇f(xl), xl − x∗〉
≤ ‖∇f(xl)‖2‖xl − x∗‖2

≤ ‖∇f(xl)‖2‖x1 − x∗‖2. (4.16)

Isolating (4.16) for ‖∇f(xl)‖2 and plugging it into (4.15) gives us

f(xl+1)− f(x∗) ≤ f(xl)− f(x∗)− 1

2L

1

‖x1 − x∗‖2
2︸ ︷︷ ︸

=:β

(f(xl+1)− f(x∗))2. (4.17)

Let δl := f(xl)−f(x∗) be the error in the evaluated function f . As {f(xl)} is decreasing,
we get δl+1 ≤ δl and can rewrite (4.17) in terms of δl and β to obtain

δl+1 ≤ δl − βδ2
l

· 1
δlδl+1⇐===⇒ 1

δl
≤ 1

δl+1

− β δl
δl+1

δl+1≤δl⇐====⇒ β ≤ 1

δl+1

− 1

δl
.

If we sum up on both sides over l = 1, ..., n − 1, the right-hand side forms a telescopic
sum and we obtain

(n− 1)β ≤ 1

δn
− 1

δ1

≤ 1

δn
. (4.18)

Resubstitution for β and δn gives us

f(xn)− f(x∗) ≤ 2L‖x1 − x∗‖2

n− 1
.
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Further, we assume that f is L-smooth and µ-strongly convex. The class of func-
tions {f : Rn → R | f is L-smooth and µ-strongly convex} will be fundamental for the
following theorems. It is described by the following set of inequalities.

〈∇f(x)−∇f(y), x− y〉 ≥ µ‖x− y‖2
2 (µ-strongly convex)

‖∇f(x)−∇f(y)‖2 ≤ L‖x− y‖2 (L-smooth)

Theorem 4.4. For f : Rn → R L- smooth and µ-strongly convex the following inequality
holds true for any x, y ∈ Rn

〈∇f(x)−∇f(y), x− y〉 ≥ µL

µ+ L
‖x− y‖2

2 +
1

µ+ L
‖∇f(x)−∇f(y)‖2

2 (4.19)

Proof. This proof is based on an outline given in [Nes+18, Theorem 2.1.12].
Let f : Rn → R be L-smooth and µ-strongy convex and define ψ(x) := f(x)− µ

2
‖x‖2

2 for
x ∈ Rn. Then we have ∇ψ(x) = ∇f(x)− µx and for y ∈ Rn we obtain

〈∇ψ(x)−∇ψ(y), x− y〉 = 〈∇f(x)− µx−∇f(y) + µy, x− y〉
= 〈∇f(x)−∇f(y), x− y〉 − µ〈x− y, x− y〉.

Applying Theorem 2.6 as well as Theorem 2.9 yields

0 ≤ 〈∇ψ(x)−∇ψ(y), x− y〉 ≤ L‖x− y‖2
2 − µ‖x− y‖2

2

= (L− µ)‖x− y‖2
2.

Thus, in light of Theorem 2.9 we see that ψ is (L− µ)-smooth. Setting L = µ, we have
0 = 〈∇ψ(x)−∇ψ(y), x− y〉 and thus

〈∇f(x)−∇f(y), x− y〉 = µ‖x− y‖2
2

L=µ
=

L

2
‖x− y‖2

2 +
L2

2L
‖x− y‖2

2

f L-smooth−−−−−−→ ≥ L

2
‖x− y‖2

2 +
1

2L
‖∇f(x)−∇f(y)‖2

2

L=µ
=

µL

µ+ L
‖x− y‖2

2 +
1

µ+ L
‖∇f(x)−∇f(y)‖2

2,

proving (4.19). For L > µ we can use Theorem 2.9 and obtain

〈∇ψ(x)−∇ψ(y), x− y〉 ≥ 1

L− µ
‖∇ψ(x)−∇ψ(y)‖2

2

〈∇f(x)−∇f(y), x− y〉 − µ ‖x− y‖2
2 ≥

1

L− µ
‖∇f(x)− µx−∇f(y) + µy‖2

2.

Using L > µ as well as the reverse triangle inequality yields

〈∇f(x)−∇f(y), x− y〉 ≥ µ ‖x− y‖2
2 +

1

L+ µ

(
‖∇f(x)−∇f(y)‖2

2 − µ2‖x− y‖2
2

)
=

(
µ− µ2

L+ µ

)
‖x− y‖2

2 +
1

L+ µ
‖∇f(x)−∇f(y)‖2

2

=
µL

µ+ L
‖x− y‖2

2 +
1

µ+ L
‖∇f(x)−∇f(y)‖2

2.
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In some cases, it even suffices to assume that f satisfies the Polyak-Lojasiewicz in-
equality stated in Lemma 4.5 as opposed to assuming µ-strong convexity, as the Polyak-
Lojasiewicz inequality is a slightly weaker form of µ-strong convergence. However, we
can generalize the following to all strongly convex, L-smooth functions.

Lemma 4.5 (Polyak-Lojasiewicz). If f is µ-strongly convex, then it also satisfies the
Polyak–Lojasiewicz condition

‖∇f(x)‖2
2 ≥ 2µ(f(x)− f(x∗)). (4.20)

Proof. As this lemma is commonly used to prove linear convergence of gradient descent
algorithms (see e.g. [KNS16]), it shall quickly be proven here. Taking Definition 2.5 of
µ-strong convexity for y = x∗ and expanding the binomial yields

f(x∗) ≥ f(x) + 〈∇f(x), x∗ − x〉+
µ

2
‖x∗ − x‖2

2

f(x)− f(x∗) ≤ 〈∇f(x), x− x∗〉 − µ

2
‖x∗ − x‖2

2

= −1

2

∥∥∥∥√µ(x− x∗)− 1
√
µ
∇f(x)

∥∥∥∥2

2

+
1

2µ
‖∇f(x)‖2

2

≤ 1

2µ
‖∇f(x)‖2

2

⇔ ‖∇f(x)‖2
2 ≥ 2µ(f(x)− f(x∗)).

The Polyak-Lojasiewicz condition implies that if we move away from an optimal func-
tion value f(x∗), the gradient grows faster than a quadratic function. Further, like
strong convexity, it implies that every stationary point is a global minimum. However,
it does not guarantee the existence of a unique solution which we know to be a property
of strong convexity (see [KNS16]).

Theorem 4.6. Let f be L-smooth and µ-strongly convex. From a given x0 ∈ Rn and
1
L
≥ α > 0 the sequence of iterates {xl}l∈N generated by the iteration

xl+1 = xl − α∇f(xl)

converges linearly towards x∗ at a rate of

‖xl+1 − x∗‖2
2 ≤ (1− αµ)l+1‖x0 − x∗‖2

2. (4.21)

Thus, for α = 1
L
, the iteration converges linearly with a rate of 1− µ

L
.
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Proof. This proof is based on [Gow18, Theorem 2.3]. Considering our iteration xl+1 =
xl − α∇f(xl) we obtain

‖xl+1 − x∗‖2
2 = ‖xl − x∗ − α∇f(xl)‖2

2

= ‖xl − x∗‖2
2 − 2α〈∇f(xl), xl − x∗〉+ α2‖∇f(xl)‖2

2

µ-convexity−−−−−−→ ≤ ‖xl − x∗‖2
2 − 2α

(
f(xl)− f(x∗) +

µ

2
‖xl − x∗‖2

2

)
+ α2‖∇f(xl)‖2

2

= (1− αµ)‖xl − x∗‖2
2 − 2α(f(xl)− f(x∗)) + α2‖∇f(xl)‖2

2

Lemma 4.2−−−−−−→ ≤ (1− αµ)‖xl − x∗‖2
2 − 2α(f(xl)− f(x∗)) + 2α2L(f(xl)− f(x∗))

= (1− αµ)‖xl − x∗‖2
2 − 2α(1− αL)(f(xl)− f(x∗)).

We require 1
L
≥ α, therefore −2α(1− αL) ≤ 0 and we obtain

‖xl+1 − x∗‖2
2 ≤ (1− αµ)‖xl − x∗‖2

2.

Applying the inequality l-times expands the right-hand side to

‖xl+1 − x∗‖2
2 ≤ (1− αµ)l+1‖x0 − x∗‖2

2

which gives linear convergence.

At this point, we can briefly explore the linear convergence of {f(xl)}l∈N towards
the minimal value f(x∗). The proof follows a similar pattern, yet only requires the
Polyak-Lojasiewicz condition as opposed to strong convexity.

Theorem 4.7. Let f be L-smooth and satisfy the Polyak-Lojasiewicz condition in
Lemma 4.5. Then the gradient method (4.7) with step size α = 1

L
has a global lin-

ear convergence rate

f(xl)− f(x∗) ≤
(

1− µ

L

)l
(f(x0)− f(x∗)). (4.22)

Proof. This proof is based on an outline given in [KNS16, Theorem 1]. As f is L-smooth,
it satisfies (2.10). Plugging our iterates into this inequality and rearranging, we have

f(xl+1) ≤ f(xl) + 〈∇f(xl), xl+1 − xl〉+
L

2
‖xl+1 − xl‖2

2

f(xl+1)− f(xl) ≤
〈
∇f(xl), xl −

1

L
∇f(xl)− xl

〉
+
L

2

∥∥∥∥xl − 1

L
∇f(xl)− xl

∥∥∥∥2

2

=

〈
∇f(xl),−

1

L
∇f(xl)

〉
+
L

2

∥∥∥∥ 1

L
∇f(xl)

∥∥∥∥2

2

= − 1

2L
‖∇f(xl)‖2

2.

Applying the Polyak-Lojasiewicz condition gives us

f(xl+1)− f(xl) ≤ −
µ

L
f(xl)− f(x∗).
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Subtracting f(x∗) and rearranging, we have

f(xl+1)− f(x∗) ≤
(

1− µ

L

)
(f(xl)− f(x∗)).

Unfolding the recurrence gives the desired inequality.

f(xl)− f(x∗) ≤
(

1− µ

L

)l
(f(x0)− f(x∗)).

4.3. Convergence of stochastic gradient descent

Now, let us consider the general stochastic optimisation problem

min
x∈Rn

E[f(x, ξ)]. (4.23)

where ξ : Ω→ Rd is a random vector defined on a probability space (Ω,F ,P). Further,
let x 7→ f(x, ξ(w)) be µ-strongly convex and L-smooth for all w ∈ Ω. Again, minimising

f̂(x) := E[f(x, ξ)] =

∫
Ω

f(x, ξ(w))dP(w) (4.24)

is difficult in practice, as we do not have sufficient information on P. Thus, we generate
a random independent identically distributed sample ξ1, .., ξm with ξi := ξ(wi), wi ∈ Ω.
The more general case is explored in [GP19]. Here we can consider the minimisation
problem

min
x∈Rn

{
1

m

m∑
i=1

f(x, ξi)

}
(4.25)

and define fi(x) := f(x, ξi). For simplicity, we define

f(x) =
1

m

m∑
i=1

fi(x) (4.26)

giving us E[fi(x)] = f(x). Our stochastic gradient method is defined by the iteration

xl+1 = xl − αl∇fil(xl), (4.27)

where at each iteration l ∈ N a random sample ξil for il ∈ {1, ...,m} is chosen such that
E[∇fil(xl)] = ∇f(xl).

Theorem 4.8. Let f be L-smooth and µ-strong convex (or satisfy the PL inequality)
and E[‖∇fil(xl)‖2

2 ≤ C2 for all xl and a constant C. If we use the SGD iteration above
with αl = 2l+1

2µ(l+1)2
then we get a convergence rate of

E[f(xl)− f ∗] ≤
LC2

2lµ2
. (4.28)
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If instead we use a constant αl = α < 1
2µ
, then our convergence rate becomes linear until

we reach a solution level corresponding to α,

E[f(xl)− f(x∗)] ≤ (1− 2µα)l(f(x0)− f(x∗)) +
LC2α

4µ
. (4.29)

Proof. This proof is based on [KNS16, Theorem 4]. We consider the property (2.10) of
L-smooth functions for xl+1, xl generated by our update rule (4.27)

f(xl+1) ≤ f(xl) + 〈∇f(xl), xl+1 − xl〉+
L

2
‖xl+1 − xl‖2

2.

Plugging in xl+1 = xl − αl∇fil(xl) yields

f(xl+1) ≤ f(xl) + 〈∇f(xl),−αl∇fil(xl)〉+
L

2
‖αl∇fil(xl)‖2

2.

Applying the expected value on both sides with respect to il we have

E[f(xl+1)] ≤ f(xl)− αl〈∇f(xl),E[∇fil(xl)]〉+
Lα2

l

2
‖E[∇fil(xl)]‖2

2.

Using the assumption that E[‖∇fil(xl)‖2
2 ≤ C2 as well as the fact that we defined

E[∇fil(xl)] = ∇f(xl) as the expected value with respect to il we get

E[f(xl+1)] ≤ f(xl)− αl〈∇f(xl),∇f(xl)〉+
Lα2

lC
2

2

= f(xl)− αl‖∇f(xl)‖2
2 +

Lα2
lC

2

2
.

This allows us to use the Polyak-Lojasiewicz inequality in Lemma 4.5, giving us

E[f(xl+1)] ≤ f(xl)− 2µαl(f(xl)− f(x∗)) +
Lα2

lC
2

2
.

Subtracting f(x∗) from both sides yields

E[f(xl+1)− f(x∗)] ≤ (1− 2µαl)(f(xl)− f(x∗)) +
Lα2

lC
2

2
. (4.30)

We can use (4.30) to show convergence behaviour for step sizes αl which are either de-
creasing or fixed.

Decreasing step size:
Let αl = 2l+1

2µ(l+1)2
be the decreasing step size. Plugging αl into (4.30) we have

E[f(xl+1)− f(x∗)] ≤ (1− 2l + 1

(l + 1)2
)(f(xl)− f(x∗)) +

L
(

2l+1
2µ(l+1)2

)2

C2

2

=
l2

(l + 1)2
(f(xl)− f(x∗)) +

LC2(2l + 1)2

8µ2(l + 1)4
.
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Multiplying both sides by (l + 1)2 gives us

(l + 1)2E[f(xl+1)− f(x∗)] = l2(f(xl)− f(x∗)) +
LC2(2l + 1)2

8µ2(l + 1)2

≤ l2(f(xl)− f(x∗)) +
LC2

2µ2

= l2E[f(xl)− f(x∗)] +
LC2

2µ2
.

Noticing the recurrence of l 7→ l2E[f(xl)− f(x∗)], we can unfold the recursion to obtain

(l + 1)2E[f(xl+1)− f(x∗)] ≤ 02E[f(x0)− f(x∗)] +
l∑

i=0

LC2

2µ2

=
LC2(l + 1)

2µ2
.

Dividing by (l+1)2 and choosing l as opposed to l+1 we obtain the desired convergence
rate of

E[f(xl)− f ∗] ≤
LC2

2lµ2
.

Constant step size:
Choosing a constant α < 1

2µ
, our proof follows similarly yet we shall arrive at the desired

inequality much faster. Picking up at (4.30) for a constant α, we obtain

E[f(xl+1)− f(x∗)] ≤ (1− 2µα)(f(xl)− f(x∗)) +
Lα2C2

2

= (1− 2µα)E[f(xl)− f(x∗)] +
Lα2C2

2
.

Unfolding the recursion generated by k 7→ E[f(xk)− f(x∗)] for k = 0, ..., l we obtain

E[f(xl+1)− f(x∗)] ≤ (1− 2µα)l(f(x0)− f(x∗)) +
Lα2C2

2

l∑
k=0

(1− 2µα)k

≤ (1− 2µα)l(f(x0)− f(x∗)) +
Lα2C2

2

∞∑
k=0

(1− 2µα)k.

As α < 1
2µ
, we have 0 < 1 − 2µα < 1. Thus, the sum on the right is a geometric series

converging to 1
2αµ

and we obtain the desired inequality

E[f(xl+1)− f(x∗)] ≤ (1− 2µα)l(f(x0)− f(x∗)) +
LC2α

4µ
.
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4.4. Projected Gradient Descent

Let Q ⊂ Rn be a closed convex set. For a continuously differentiable function f : Rn → R
we shall now consider the constrained optimisation problem

min
x∈Q

f(x). (4.31)

Naturally x∗ ∈ Q minimising (4.31) must no longer satisfy ∇f(x∗) = 0. A new property
of x∗ is described in the following theorem. The theorems on projections and determin-
istic projected gradient descent are based on [Nes+18, Section 2.2.4].

Theorem 4.9. Let f : Rn → R be continuously differentiable and convex and Q ⊂ Rn

be closed and convex. A point x∗ ∈ Q solves the problem (4.31) if and only if

〈∇f(x∗), x− x∗〉 ≥ 0, ∀x ∈ Q. (4.32)

Proof. ⇒ Let x∗ be a solution to (4.31). We will assume that there exists an x ∈ Q
such that

〈∇f(x∗), x− x∗〉 < 0

holds true and contradict the assumption. Let Ψ : [0, 1] → R, Ψ(λ) = f(x∗ +
λ(x − x∗)) be a function mapping the line between x and x∗ under f . We have
Ψ′(λ) = ∇f(x∗ + λ(x− x∗))>(x− x∗), giving us

Ψ(0) = f(x∗), Ψ′(0) = 〈∇f(x∗), x− x∗〉 < 0.

Thus, there exists a λ > 0 small enough that

f(x∗ + λ(x− x∗)) = Ψ(λ) < Ψ(0) = f(x∗).

This is a contradiction to the fact that x∗ solves (4.31) and thus it must hold that
f(x∗) ≤ f(x) for all x ∈ Q.

⇐ Let us assume that (4.32) holds. Then in light of Theorem 2.4, (ii) we have

f(x) ≥ f(x∗) + 〈f(x∗), x− x∗〉 ≥ f(x∗).

4.4.1. Projections

As touched on in Section 3, the key to solving this problem lies in projections. For
x0 ∈ Rn, we define the projection PQ : Rn → Q,

PQ(x0) = min
x∈Q
‖x− x0‖2. (4.33)

As Q is a closed convex set, the projection PQ(x0) must exist uniquely. This can be easily
verified by treating PQ(x0) as a minimisation problem of the convex and continuously
differentiable function x 7→ 1

2
‖x − x0‖2

2 over a convex set (Theorem 2.7 guarantees the
unique solution).
Before delving into its use in projected gradient descent, let us first discuss a few key
properties of the projection PQ.
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Lemma 4.10. Let Q be a closed convex set and x0 /∈ Q. Then

〈PQ(x0)− x0, x− PQ(x0)〉 ≥ 0, ∀x ∈ Q. (4.34)

Proof. See [Nes+18, Lemma 2.2.7]

Corollary 4.11. For x1, x2 ∈ Rn we obtain

‖PQ(x1)− PQ(x2)‖2 ≤ ‖x1 − x2‖2. (4.35)

Proof. The proof follows from using Lemma 4.10 twice and adding the two inequalities
(see [Nes+18, Corollary 2.2.3]).

This corollary shows that the projection is contractive, i.e. for a convex set Q ⊂ Rn

the distance between two points x1, x2 ∈ Rn is always greater or equal to the distance
of their projections onto a convex set. This principle is visualised in Figure 4.

Figure 4: Distance between two points and their respective projections

The following theorem shows an interesting property for the solution x∗ of (4.31) under
projection.

Theorem 4.12. Let x∗ ∈ Q be the solution to (4.31), then for any γ > 0, we have

PQ
(
x∗ − 1

γ
∇f(x∗)

)
= x∗. (4.36)

Proof. See [Nes+18, Theorem 2.2.12].

One may notice that x∗− 1
γ
∇f(x∗) resembles the GD algorithm for a step size 1

γ
. Thus,

this theorem shows that once the local minimiser x∗ ∈ Q is found, the projection PQ will
project the next GD iteration back onto x∗, effectively terminating the descent towards a
solution. We will later use this theorem to prove convergence rates of projected gradient
methods.
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4.4.2. Convergence of projected gradient descent

Let us again consider the constrained minimisation problem

min
x∈Q

f(x) (4.37)

where f : Rn → R is an L-smooth and µ-strongly convex function and Q ⊂ Rn a closed,
convex set. Let x∗ ∈ Q be a minimiser to the proposed problem. Further, let us denote
the sequence {xl}l∈N generated by the projected gradient method

xl+1 = PQ
(
xl −

1

γ
∇f(xl)

)
(4.38)

for the projection PQ : Rn → Q defined in (3.18) and γ > 0. Then, the following theorem
guarantees linear convergence for {xl}l∈N towards the minimiser x∗.

Theorem 4.13. Let f : Rn → R be L-smooth and µ-strongly convex and Q ⊂ Rn a
closed, convex set. Let {xl}l∈N be generated by the iteration (4.38) for γ ≥ L+µ

2
, then

‖xl − x∗‖2 ≤
(

1− µ

γ

)l
‖x0 − x∗‖2. (4.39)

Proof. The iteration (4.38) as well as the equality given in Theorem 4.12 yield

‖xl+1 − x∗‖2
2 =

∥∥∥∥PQ(xl −
1

γ
∇f(xl))− PQ(x∗ − 1

γ
∇f(x∗))

∥∥∥∥2

2

Corollary 4.11−−−−−−−−→ ≤
∥∥∥∥xl − 1

γ
∇f(xl)− x∗ +

1

γ
∇f(x∗)

∥∥∥∥2

2

= ‖xl − x∗‖2
2 − 2

〈
xl − x∗,

1

γ
∇f(xl)−

1

γ
∇f(x∗)

〉
+

∥∥∥∥1

γ
∇f(xl)−

1

γ
∇f(x∗)

∥∥∥∥2

2

= ‖xl − x∗‖2
2 −

2

γ
〈∇f(xl)−∇f(x∗), xl − x∗〉+

1

γ2
‖∇f(xl)−∇f(x∗)‖2

2.

Using Theorem 4.4, we can rewrite the dot product and estimate

‖xl+1 − x∗‖2
2 ≤ ‖xl − x∗‖2

2 −
2

γ

(
µL

µ+ L
‖xl − x∗‖2

2 +
1

µ+ L
‖∇f(xl)−∇f(x∗)‖2

2

)
+

1

γ2
‖∇f(xl)−∇f(x∗)‖2

2

=

(
1− 2

γ

µL

µ+ L

)
‖xl − x∗‖2

2 +

(
1

γ2
− 2

γ

1

µ+ L

)
︸ ︷︷ ︸

(∗)
≤ 0

‖∇f(xl)−∇f(x∗)‖2
2.

We achieve the estimation (∗) through our assumption of γ ≥ µ+L
2

or rather 2
µ+L
≥ 1

γ
,

as
1

γ2
− 1

γ

2

µ+ L
≤ 1

γ2
− 1

γ

1

γ
≤ 0.
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Thus, using the property introduced in Theorem 2.6, we obtain

‖xl+1 − x∗‖2
2 ≤

(
1− 2

γ

µL

µ+ L

)
‖xl − x∗‖2

2 +

(
1

γ2
− 2

γ

1

µ+ L

)
µ2‖xl − x∗‖2

2

=

(
1− 2µ

γ

L

µ+ L
+
µ2

γ2
− 2

γ

µ2

µ+ L

)
‖xl − x∗‖2

2

=

(
1− 2µ

γ

(
L

µ+ L
+

µ

µ+ L

)
+
µ2

γ2

)
‖xl − x∗‖2

2

=

(
1− 2µ

γ
+
µ2

γ2

)
‖xl − x∗‖2

2

=

(
1− µ

γ

)2

‖xl − x∗‖2
2.

Unfolding the recurrence and taking the square root on both sides gives us the desired
inequality

‖xl+1 − x∗‖2 ≤
(

1− µ

γ

)l+1

‖x0 − x∗‖2.

Theorem 4.13 shows that using a projection does not sacrifice the linear convergence
of gradient descent.

4.4.3. Convergence of projected stochastic gradient descent

Let us return to the stochastic optimisation problem expressed in Section 4.3 where we
approximately minimise f̂(x). Now, we shall introduce the constraint of x ∈ Q ⊂ Rn

for a closed, convex set Q and consider

min
x∈Q

f̂(x) := E[f(x, ξ)]. (4.40)

Let x∗ ∈ Q be the solution to (4.40). Further, we shall consider a stochastic gradient
G(x, ξ) approximating the full gradient ∇f̂(x) such that

E[G(x, ξ)] ≈ ∇f̂(x).

A natural approach to the stochastic gradient is simply ∇f(x, ξ) where only a single
realisation of ξ is used in each iteration.
Let P : Rn → Q be the orthogonal projection expressed in (3.18) and {xl}l∈N ⊂ Q be
the sequence of iterates defined by the projected stochastic gradient method

xl+1 = P(xl − αl∇f(xl, ξil)). (4.41)

The expected convergence behaviour of xl → x∗ as well as f(xl)→ f(x∗) is analysed in
detail in [Fei21] and [Sin20]. This section aims to give a brief overview of the results to
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contrast them with the previously outlined methods.

First, we must assume that there exist constants M1,M2,M > 0 such that

E[‖G(x, ξ)‖2
2] ≤M1 +M2‖x‖2

2 ≤M. (4.42)

Assuming our objective function f̂ is µ-strongly convex and (4.42) holds, the following
theorem shows sublinear convergence xl → x∗ (in expectation).

Theorem 4.14. Let f̂ be µ-strongly convex, M > 0 as expressed in (4.42) and x∗ the
optimal solution to (4.40). Let γ > 1

µ
, αl := γ

µ
for the step size and

C := max

{
γ2M

µγ − 1
, ‖x0 − x∗‖2

2

}
.

Then
E[‖xl − x∗‖2

2] ≤ C

l
(4.43)

holds true for all l ≥ 1 and subsequently

E[‖xl − x∗‖2] ≤
√
C

l
. (4.44)

Proof. See [Sin20], Theorem 3.2 and [Sin20], Corollary 3.3.

If we further assume f̂ to be L-smooth, we can expand the previous theorem to show
sublinear convergence of the function values of f̂ towards the optimal value f̂(x∗).

Corollary 4.15. Let f̂ be µ-strongly convex and L-smooth. Let x∗ ∈ Q be the optimal
solution to (4.40) and C defined as in Theorem 4.14. Then

E[|f̂(xl)− f̂(x∗)|] ≤ LC

2l
(4.45)

holds true for all l ≥ 1.

Proof. See [Sin20, Corollary 3.4] [Fei21, Corollary 4.3].

4.5. Summary of the theoretical results

Summarising the findings listed above, we can see several interesting properties for con-
vex and L-smooth functions such as the property of co-coercivity (see Lemma 4.11).
These qualities allow us to show that for a convex and L-smooth function, deterministic
GD approaches converge at a sublinear rate O(1/l). If we require our objective function
to be µ-strongly convex and L-smooth, we can make use of other properties such as the
Polyak-Lokasiewicz condition (Lemma 4.5) to prove that GD converges at a linear rate
O(ρl).
Further, in Theorem 4.8 we showed that SGD approaches yield a sublinear convergence
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rate O(1/l). However, we briefly explored that proportionally to µ, the first few itera-
tions can yield a linear rate of convergence.
The benefits of SGD for larger scale problems only become apparent when noticing how
the work of GD is dependend on the size of the data set {ξi}mi=1. For a given ε > 0, the
gradient descent method requires at least O(log(1/ε)) iterations, giving us a total work
proportional to m log(1/ε) to achieve ε-optimality. Though the sublinear convergence of
SGD only guarantees a work proportional to 1/ε, which is much larger for smaller values
of ε, it begins to outshine GD for large values of m. In big data applications, the size of
the data set m can quickly rise into the millions, making SGD much more appealing.
Finally, we observed how GD and SGD approaches behaved when applied to a con-
strained optimisation problem on a convex set Q ⊂ Rn. In doing so, we introduced the
unique projection PQ and showed inherent properties of PQ such as the contractivity of
PQ (Corollary 4.11) as well as the fact that the projection PQ maps the local minimum
x∗ ∈ Q back onto itself (Theorem 4.12). Interestingly, adding constraints to the problem
and subjecting the iterates {xl}l∈N to the projection PQ does not significantly alter the
rates of convergence. PGD retains the linear convergence of GD (Theorem 4.13) while
PSGD converges sublinearly like SGD (Theorem 4.14). This has huge consequences for
applied calculations. Considering a large scale machine learning computation relying
on GD or SGD, it guarantees that the computational effort required to minimise an
objective function with respect to only a convex set of eligible parameters does not sig-
nificantly increase as opposed to an unconstrained minimisation. However, it must be
noted that calculating the projection can include some level of complexity, as certain
convex sets may require more complicated projections.
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5. Numerical Experiments

In this section, we will implement the previously outlined theory in a numerical frame-
work. We will examine purely deterministic approaches as well as stochastic approaches
for both unconstrained and constrained settings. The basic premise is that we wish to
find values (c, k) ∈ R2 referring to the parameters in the initial value problem{

u′′(t) + cu′(t) + ku(t) = 0, t ∈ [0, T ]
u(0) = u0, u

′(0) = u1
(5.1)

which best fit a set of observations {uj}Mj=1. We will simulate {uj}Mj=1 as follows. Setting
T = 10 andM = 10000 gives us 10000 observations sampled at equidistant points in time
{tj}Mj=1 with tj = (j−1)T/(M −1) on the interval [0, 10]. We will use x = (c, k) = (1, 2)
and (u0, u1) = (10, 0) to calculate the set of observations using the numerical solver
scipy.integrate.solve_ivp. Given an initial value, this python function numerically
integrates a system of ODEs using the explicit Runge-Kutta method of order 5(4) (also
RK5(4)). Using a step size h > 0, the error is controlled assuming a fourth order method
(i.e. the local truncation error is of order O(h5) while the total accumulated error is
of order O(h4)). However, solve_ivp uses local extrapolation as steps are taken using
the fifth-order accurate formula (see also [DP80]). Further, in setting dense_output =
True, a quartic interpolation is used to compute a continuous solution.4
Given the unavoidable error through the numerical solver in both calculating not just
the given set of observations, but more importantly the evaluations of u as well as the
sensitivity equations w1, w2 in the cost and gradient of our objective functions, it no
longer becomes feasible to approach our problem with a tiny tolerance for error. Thus,
all algorithms will terminate after either a set number of iterations maxiter = 100 is
reached or the stopping criterion depending on a given tolerance is satisfied.
The following calculations of the parameter identification problem will try to solve for
x∗ = (1, 2) as we have based our simulated observations {uj}Mj=1 on (c, k) = (1, 2) and
include the initial condition (u0, u1) = (10, 0) or a uniform distribution thereof.

5.1. Unconstrained parameter identification problem

First, we will consider the unconstrained minimisation problem of

min
x∈R2

J(x; ·) =
1

2m

m∑
i=1

M∑
j=1

∣∣u(tj;x, (u
i
0, u

i
1))− uj

∣∣2 . (5.2)

5.1.1. Solving the basic parameter identification problem using GD

To give an easily understandable introduction into the following numerical calculations,
we will first observe the parameter identification problem (3.5) pertaining to only a single

4For a complete overview on scipy.integrate.solve_ivp, I recommend the SciPy community API
reference [Com22].
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initial condition (u0, u1) = (10, 0). The corresponding cost function

J(x) =
1

2

M∑
j=1

|u(tj;x, (u0, u1))− uj|2 (5.3)

can be minimised using a simple Armijo-based gradient descent method

xl+1 = xl + tldl

where tl > 0 is calculated using an Armijo- or Wolfe-backtracking algorithm and dl is a
descent direction computed using one of three methods:

(I) dl = −∇J(xl) (Gradient)

(II) dl = −∇J(xl)/‖∇J(xl)‖2 (Normed Gradient)

(III) dl = −Bl∇J(xl) (BFGS).

For (I) and (II), step lengths tl > 0 were calculated using Armijo’s method whereas the
BFGS-method (III) also involves the Wolfe-Powell rule. The algorithms were terminated
when the relative gradient was sufficiently small, i.e. ‖∇J(xl)‖2

‖∇J(x0)‖2 ≤ 10−4 = tol.

Gradient Descent without noise
Descent direction Iterations Time
Gradient 13 11.49s
Normed Gradients 10 6.69s
BFGS 10 34.61s

We observe that using the negative normed gradient dl = − ∇J(xl)
‖∇J(xl)‖2

performs the best
with regard to iterations and time for such little tolerance. Thus, we shall use the normed
gradient in further gradient descent algorithms.
For this problem, the normed gradient (II) performs better than its counterpart due to
(I) having to evaluate the Armijo rule significantly more often because of the nature
of the problem and its cost function J and gradient ∇J . As the ODE is discretised
in M = 10000 steps, even small deviations from the ideal x will drive up the sum of
squared errors

M∑
j=1

|u(tj;x, (u0, u1))− uj|2

tremendously, as can be seen when evaluating J and ∇J at the starting point x0 =
(c0, k0) := (1.5, 1.5)

J(x0) ≈ 9587.84 ∇J(x0) ≈ (15184.21,−20623.97).

Such a huge gradient will vastly overshoot the minimiser (c, k) = (1, 2) and require many
Armijo-backtracking steps to function as a sufficient descent. The magnitude of the cost
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values around the minimiser (1, 2) can be seen in Figures 5 and 7.
Despite the noise introduced through the numerical solutions to u and w1, w2 and the
interpolations involved, it is still worthwhile to observe the convergence of {xl} towards
(1, 2), i.e. the norm of the error ‖xl − (1, 2)‖2. Terminating the algorithm only after
20 iterations have passed and observing the errors, we can see that from a convergence
per iteration standpoint alone, BFGS converges towards the global minimiser much
quicker (as in taking fewer steps) once a few iterations have been finished. This is
due to BFGS aproximating the Hessian Bl ≈ ∇2J(xl) and using prior calculations to
gradually improve the approximation. Using information on the second derivative (or
an approximation thereof) it may not achieve the quadratic convergence guaranteed by
Newton’s method but will achieve superlinear convergence (further, see [Vol21, Section
9]). However, due to calculating the approximate Hessian Bl, it must be noted that
BFGS-method takes significantly longer than a (normed) gradient approach.

Figure 5: Normed gradient descent Figure 6: Error of normed gradient descent

Figure 7: BFGS descent Figure 8: Error of BFGS descent
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5.1.2. Introducing noise in the initial conditions

To show the benefits of stochastic approaches, we introduce noise to our initial conditions
(u0, u1) ∈ R2. Instead of using just one constant initial condition (u0, u1), we will observe
a uniformly distributed set of initial conditions {(ui0, ui1)}mi=1. Especially for a large m,
we expect stochastic approaches to be superior to standard gradient descent methods.
We can implement this by creating a matrix filled with m pairs of our initial condition
and adding a "noise-matrix" filled with random entries ηi,j, 1 ≤ i ≤ m, 1 ≤ j ≤ 2 where
ηi,j ∈ [−1, 1] is uniformly distributed and multiplied by a constant v ≥ 0

u1
0 u1

1

u2
0 u2

1
...

...
um0 um1

 =


u0 u1

u0 u1
...

...
u0 u1

+ v


η1,1 η1,2

η2,1 η2,2
...

...
ηm,1 ηm,2

 . (5.4)

We can tune the "variance" v to increase or decrease the noise in our initial condition.
However, for our calculations we shall use m = 20, v = 0.1. Though this choice for m
seems quite small given the data sets machine learning algorithms using SGD usually
deal with, it was chosen as such since significantly larger values for m took too log due
to the 3m ODEs which need to be calculated per evaluation of the gradient at each
iteration for a full gradient step.
Naturally, SGD or mini-batch SGD approaches are suitable methods to tackle the large
amount of data introduced through the uncertain initial conditions, as calculating the
full gradient has become significantly more expensive. While GD calculates the full
gradient at each iteration and determines the step length tl using Armijo’s method, our
SGD methods merely compute a partial / approximate gradient and use a step length of
tl = 1

l
. Further, it remains imperative to norm the calculated gradient or approximate

gradient, as the cost function as well as the full gradient become very large even for
slight alterations away from the minimiser (c, k) = (1, 2). In expectation, x∗ := (1, 2)
minimises the problem and gives us J(x∗) = 0, ∇J(x∗) = 0. However, simply due to
the noise introduced through the uncertain initial conditions as well as the numerical
uncertainties in solving the ODEs for u, w1 and w2 we obtain

J(x∗) ≈ 1.195, ∇J(x∗) ≈ (9.729,−17.952)>.

Remark 5.1 (Alternate stopping criteria of SGD). As we are now dealing with uncer-
tain initial conditions uniformly distributed around our the value (10, 0), the parameters
(c, k) = (1, 2) are now only optimal in expectation. Further, in designing a SGD algo-
rithm to be as efficient as possible, we want to avoid calculating the expensive full cost
or gradient over the entire data set. Thus, terminating the algorithm when the cost
function or gradient is sufficiently small is no longer feasible. Instead, we can observe
the differences in iterations δl = ‖xl − xl−1‖2 and terminate the algorithm when δl is
sufficiently small. However, this does not work perfectly in practice. It can occur that
the iterations continually overshoot the minimiser, jumping back and forth while only

39



5. Numerical Experiments

slowly reducing the step length as it is not calculated using Armijo’s rule. A solution to
this problem is taking the mean over the last few (e.g. 5) iterations

∆l =
1

5

l∑
l−4

δl, l ≥ 4.

Further, we want to observe how quickly GD, SGD and mini-batch SGD converge
towards a neighbourhood of our expected minimiser x = (1, 2). Due to the nature of the
problem which includes noise not only in the initial conditions but also introduced noise
simply through the evaluations of the ODEs u, w1 and w2, our GD did not converge
exactly towards x = (1, 2), but rather towards x̃ := (1.0002595, 2.00104018).5 Thus, we
allowed for slightly more tolerance surrounding x and terminated our ensuing algorithms
when

‖xl − (1, 2)‖2 ≤ 10−3

as a uniform stopping criterion. For the mini-batch method, a batch size of 3 was
chosen. Considering the fact that our data set consisted of m = 20 entries, a batch size
of 3 proved to be suitable in testing. While larger batch sizes require fewer iterations,
they require more time. The required iterations as well as the time it took to run are
displayed below. Considering the stochastic nature of SGD and mini-batch SGD, these
two methods were run several times and a mean over the iterations and runtimes was
considered.

Descent methods with noise
Method Iterations Time
GD 7 71.39s
SGD 18 8.75s
Mini-batch3 13 18.94s

As expected, GD requires the fewest iterations, yet takes the longest due to required
effort of calculating the full gradient as well as the computation of the step length using
Armijo’s method. SGD required the most iterations, yet proved to converge towards the
neighbourhood of the expected minimiser the fastest. While the mini-batch approach
took less iterations, it did require more time due to the increased effort in calculating
the partial gradient over three data points.

5It is worth noting that all calculations were performed on a set seed random.seed(0) which guaranteed
identical arrays of the initial condition {(ui

0, u
i
1)}mi=1 and caused GD to remain deterministic.
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5.2. Constrained minimisation

In this section we will put our projected methods to the test to observe the behaviour
of our gradient and stochastic gradient methods under projection. We will test our pro-
jected methods using two projections - first, we will examine simple box constraints and
use the box-projection shown in example 3.3. Afterwards, we will show an implementa-
tion of the slighly more complex projection onto the convex set X< shown in Example
3.4.
Once more, we shall consider a uniformly distributed set of initial conditions {(ui0, ui1)}mi=1

around (u0, u1) := (10, 0) constructed as in (5.4) with m = 20 and v = 0.1. Unfortu-
nately, we do not know the exact minimiser x∗ ∈ R2 for

min
x∈U

J(x) (5.5)

for U := Xad or U := X< and due to the constraints we cannot expect J(x∗) or ∇J(x∗)
to be sufficiently close to 0. Therefore a suitable stopping criterion to use in practice
can revolve around δl := ‖xl−xl+1‖2 and we terminate PGD and PSGD when δl ≤ tol,
i.e. when the projected steps stagnate.

5.2.1. Minimising on box-constraints

For our numerical purposes we shall define the box

Xad = {(c, k) ∈ R2 | 0.75 ≤ c ≤ 1.25, 1.6 ≤ k ≤ 1.8}

and proceed as usual using a set of observations {uj} based on (c, k) = (1, 2). Further,
we will use x0 = (1.5, 1.5) as our starting point. As our (expected) global minimiser
of (1, 2) is outside of our box-constraints, we anticipate our iterations generated by a
projected descent method to converge on the border of Xad.
Running PGD for 20 iterations, we determine an approximate local minimum on Xad:

min
x∈Xad

J(x) ≈ (0.9099, 1.8)> =: x∗ad.

To see how quickly our PGD and PSGD methods converge towards x∗ad, we shall track
the required iterations and runtime until ‖xl − x∗ad‖2 ≤ 10−4.
Below are the required iterations and runtime used for PGD and PSGD on Xad. Once
again, the stochastic method was run multiple times and a mean over the iterations and
times was calculated.

Projected methods on Xad

Method Iterations Time
PGD 7 74.53s
PSGD 42 19.59s

In Figures 9 and 11 we see the iterations generated by PGD and PSGD. In white we
see the (stochastic) gradient steps yl = xl − tl∇J(xl) before they are projected on the
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convex set to satisfy the iteration xl+1 = P(yl). Figures 10 and 12 show the convergence
behaviour of PGD and PSGD. Especially for PGD we can see the predicted linear
behaviour while PSGD is much more erratic. It is apparent that not every iteration
decreases the distance towards the local minimiser. Coincidentally, the first iteration of
our portrayed PSGD method manages to come very close to x∗ad but strays further away
from it in the following iterations due to the lack of adaptive step size tuning (such as an
Armijo-algorithm). To test, to what extend the PGD algorithm profited from calculating
the step size tl using Armijo’s method, the same minimisation was run once more using
a step size tl = 1

l
as used in PSGD. The ensuing algorithm, which we will refer to as

PGD1/l, required 12 iterations and approximately 119.54s. Thus, Armijo’s method did
significantly improve the algorithm. However, it once again becomes apparent that while
PGD requires significantly fewer iterations, it is much more costly.

Figure 9: PGD on Xad Figure 10: Error of PGD on Xad

Figure 11: PSGD on Xad Figure 12: Error of PSGD on Xad
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5.2.2. Minimising on the underdamped set

To showcase the projection PX< and the associated projected descent methods, we shall
redefine our expected global minimiser (c, k) = (2.5, 1) which does not satisfy c2 < 4k
and is thus outside of our convex set X<. Additionally, we will start our iterations at
x0 = (2.0, 1.5) such that we can expect our iterations to converge on the border of X<.
Using PGD we approximate our local minimum

min
x∈X<

J(x) ≈ (1.6464, 0.6776) =: x∗<

with which we can now survey how quickly our PGD and PSGD converge towards a
neighbourhood ‖xl − x∗<‖2 ≤ 10−3 of our local minimum on X<. It must be noted that
the projection is significantly more complex than the previous projection onto Xad and
involves some level of uncertainty through rounding errors, which is why we are slightly
more lenient with regards to our tolerance.
Through our calculations we observed that a PGD approach using a Armijo-based step
length performed significantly worse than setting the step lenght tl = 1

l
. Thus, we shall

differentiate between PGDArmijo and PGD1/l respectively. To account for the stochastic
nature of PSGD we again calculate a mean of the required iterations and runtime.

Projected methods on X<

Method Iterations Time
PGDArmijo 90 634.39s
PGD1/l 25 152.69s
PSGD 29 8.49s

Similar to our projected methods on Xad, the progress of our projected iterations as
well as the respective gradient or stochastic gradient steps are displayed in Figures
13 and 17. Interestingly, PGDArmijo takes significantly more iterations to arrive in a
neighbourhood of x∗< than PGD1/l or PSGD do. This is likely due to the shape of the
constraint and its projection as well as the fact that PGDArmijo calculates the gradient
steps (displayed in white) using Armijo’s rule. This causes the gradient steps to be
significantly smaller than scaling our gradient or stochastic gradient directions by tl = 1

l
.

Thus, the iterations take much smaller steps towards the local minimum x∗< once they
are projected back onto X<. In fact, the process of Armijo’s rule can be clearly seen
in Figure 13. Calculating a gradient step which satisfies the Armijo condition relies on
backtracking, i.e. repeatedly halving the step length until it guarantees an acceptable
descent. This causes our gradient steps in Figure 13 to resemble a staircase, as every
few iterations one more backtracking step is needed and the step length of the gradient
step is halved once more. When compared to PGD1/l in Figure 15, the gradient steps do
not follow the cascading pattern and approach the local minimum much more smoothly.
Similarly, SGD does not rely on Armijo’s method and will frequently overshoot the
directional minimum of a chosen descent direction. In this case, however, this can be
advantageous as the ensuing projection can take larger steps towards x∗<. Therefore,
PSGD not only approaches the minimum in fewer iterations, but is also significantly less
expensive in doing so.
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Figure 13: PGDArmijo on X< Figure 14: Error of PGDArmijo on X<

Figure 15: PGD1/l on X< Figure 16: Error of PGD1/l on X<

Figure 17: PSGD on X< Figure 18: Error of PSGD on X<
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6. Conclusion and Outlook

In this thesis, we analysed a parameter identification problem based on an ordinary
differential equation of a damped harmonic oscillator with uncertain initial values. We
briefly outlined the analytical approaches to the problem for a given set of parameters
x := (c, k) ∈ R2 as well as a set initial value u0 and distinguished between the three
different cases of over-, under-, and critically damped systems. In practice, however, the
parameters (c, k) may need to be determined to best fit a set of observations. Thus, we
introduced a suitable cost function J and determined its gradient ∇J , allowing us to
minimise J using gradient descent methods to find the ideal parameters (c, k). Further,
we introduced uncertainty in the initial value u0 and introduced stochastic gradient de-
scent methods to minimise an adjusted cost function by taking the set of possible initial
values into account. Additionally, we analysed how the problem would behave if the set
of potential parameters (c, k) ∈ R2 was constrained and introduced projected (stochas-
tic) gradient descent methods. Throughout this paper, we contrasted deterministic GD
approaches, which always take the entire data set of potential initial conditions into
account at each iteration, with SGD approaches, which only observe a single realisation
or a small subset of possible realisations of the initial condition. Through analytical ex-
amination, we could show that GD approaches could achieve linear convergence towards
minimisers, whereas SGD methods could only achieve sublinear convergence and thus
would require more iterations.
Considering our analytical findings, we created a parameter identification problem for
simulated observations and uncertain initial conditions to put GD as well as SGD meth-
ods to the test. It became apparent that while the full gradient methods, in most cases,
did require fewer iterations, they were significantly more costly as it would take notably
longer to calculate each iteration. While stochastic methods required more iterations, as
the directions computed at each iteration frequently overshot their target or were chosen
suboptimally, they did so needing remarkably less computational time. This becomes
increasingly relevant as we scale our problem up to include a much larger data set.
SGD methods are crucial to big data fields such as machine learning, where the data
set can consist of thousands to millions of entries. A concrete example of such an ap-
plication of machine learning is image recognition. Here, a neural network is fed with a
data set of thousands of pictures composed of thousands of pixels. SGD algorithms are
used to randomly chose subsets of the data set and to adjust the parameters accordingly
such that a cost function is minimised, i.e. until the images are correctly recognised to
a satisfactory degree. Using GD as opposed to SGD to calculate the exact gradient over
millions of variables at each iteration is computationally not feasible. When working
with machine learning and artificial intelligence, there are many software libraries which
offer implemented tools to train deep neural networks using large data sets. However,
in most cases, no matter how complex the task, the fundamental code will boil down
to the two main methods GD and SGD as discussed in this paper. A software library
worth noting is TensorFlow, a free and open source software library developed by the
Google Brain team which specialises in training deep neural networks. It allows the
user to easily construct machine learning models which can be trained using already

45



6. Conclusion and Outlook

implemented SGD methods that can be tuned and adjusted to fit the problem at hand.
Thus, it has become very simple for anyone to use and profit from stochastic gradient
descent and its variations.
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A. Python Codes

A. Python Codes

The following section lists the methods used to perform the calculations shown in Section
5. All code was written in Python 3.9.

A.1. General Setting

1 # ----------------------------------------------------------
2 # setting.py
3 #-----------------------------------------------------------
4 # This code models the ODE as well as the sensitivity equations
5 #
6 # (C) 2022 Felix Sauer , Konstanz , Germany
7 # email felix.sauer@uni -konstanz.de
8 # ----------------------------------------------------------
9 import numpy as np

10 from scipy.integrate import solve_ivp
11 import random
12

13 np.random.seed (0)
14 random.seed (0)
15

16 #-----------------------------------------------------------
17 # Introducing the ODE for u as well as a numerical solver
18 # ----------------------------------------------------------
19

20 # We observe our ODE on the interval [0,10] discretised in 10000 steps.
21 T=10
22 M=10000
23 t=np.linspace(0,T, M)
24

25 def firstorderU(t,u,x):
26 """
27 Turns the ODE to solve for u into a first order ordinary differential

equation
28

29 :param t: parametrized time
30 :param u: unknown function
31 :param x: (c,k) given parameters
32 :return: vectorised ODE in first order for the initial ODE
33 """
34 c,k=x
35 return [u[1],-c*u[1]-k*u[0]]
36

37 def U(t, x, u0):
38 """
39 Uses solve_ivp to solve the first order ODE U=[u,u ’]
40

41 :param t: parametrized time
42 :param x: (c,k) given parameters
43 :param u0: initial value [u(0), u ’(0)]
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44 :return: numerically integrated solution U(t) = [u(t), u’(t)]
45 """
46 U = solve_ivp(firstorderU , [0.0, T], y0=u0 , dense_output=True , args=(

x,)).sol(t)
47 return U
48

49 # Functions u(t) and u’(t)
50 u = lambda t, x, u0: U(t, x, u0)[0]
51 du = lambda t, x, u0: U(t, x, u0)[1]
52

53

54 #-----------------------------------------------------------
55 # Introducing the ODEs for the sensitivity equations w1 , w2
56 # ----------------------------------------------------------
57

58 def firstorderW1(t,W1 ,x,u0):
59 """
60 Turns the first sensitivity equation into a first order ODE
61

62 :param t: parametrized time
63 :param W1: unknown function
64 :param x: (c,k) given parameters
65 :param u0: initial value [u(0), u ’(0)]
66 :return: vectorised ODE in first order for the first sensitivity

equation
67 """
68 c,k=x
69 return [W1[1],-du(t,x,u0) -c*W1[1]-k*W1[0]]
70

71 W1_0 =[0,0]
72

73 def firstorderW2(t,W2 ,x,u0):
74 """
75 Turns the second sensitivity equation into a first order ODE
76

77 :param t: parametrized time
78 :param W2: unknown function
79 :param x: (c,k) given parameters
80 :param u0: initial value [u(0), u ’(0)]
81 :return: vectorised ODE in first order for the second sensitivity

equation
82 """
83 c,k=x
84 return [W2[1],-u(t,x, u0) -c*W2[1]-k*W2[0]]
85

86 W2_0 =[0,0]
87

88 def w1(t,x,u0):
89 """
90 Uses solve_ivp to solve the first order ODE W1=[w1, w1 ’]
91

92 :param t: parametrized time
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93 :param x: (c,k) given parameters
94 :param u0: initial value [u(0), u ’(0)]
95 :return: numerically integrated solution W1(t) = [w1(t), w1 ’(t)]
96 """
97 W1=solve_ivp(firstorderW1 , [0,T], y0= W1_0 , dense_output=True , args=(

x,u0)).sol(t)
98 w1=W1[0]
99 return w1

100

101 def w2(t,x,u0):
102 """
103 Uses solve_ivp to solve the first order ODE W2=[w2, w2 ’]
104

105 :param t: parametrized time
106 :param x: (c,k) given parameters
107 :param u0: initial value [u(0), u ’(0)]
108 :return: numerically integrated solution W2(t) = [w2(t), w2 ’(t)]
109 """
110 W2=solve_ivp(firstorderW2 , [0,T], y0= W2_0 , dense_output=True , args=(

x,u0)).sol(t)
111 w2=W2[0]
112 return w2
113

114

115 #-----------------------------------------------------------
116 # Simulate noise in the initial condition u0 to warrant our ensuing SGD

approaches
117 # -----------------------------------------------------------
118

119 def noisy_u0(u0, m, variance):
120 """
121 Simulates a noisy matrix of given lenght for a given vector
122

123 :param u0: vector [u(0), u ’(0)]
124 :param m: length of noisy matrix
125 :param variance: significance of noise
126 :return: Matrix filled with noisy realisations of initial value u0
127 """
128 noise = variance * np.random.choice ([-1,1], size = (m,2))*np.random.

rand(m,2)
129 u0stack = np.tile(u0 ,(m,1))
130 noisyu0 = u0stack + noise
131 return noisyu0
132

133

134 #-----------------------------------------------------------
135 # Values for our observations
136 # -----------------------------------------------------------
137

138 #Testvalues to model a set of observations
139 testx = [1.0 ,2.0]
140 testu0 = [10.0 ,0.0]

52



A. Python Codes

141 uobstest = U(t, testx , testu0)[0] #Modelled observations
142

143 #Tolerance and maximum iterations for our descent algorithms
144 tolerance = 1e-4
145 maxiter = 200
146

147 # Matrix of 20 noisy realisations of u0
148 testnoisyu0 = noisy_u0(u0 = testu0 , m= 20, variance = 0.1)
149

150 # Box for our first constrained minimisation on the box
151 testbox = np.array ([[0.75 ,1.25] ,[1.6 ,1.8]])
152

153 # New observations for our second constrained minimisation on the
underdamped set

154 dampedx = [2.5 ,1.0]
155 dampedx0= [2.0 ,1.5]
156 uobsdamped = U(t, dampedx , testu0)[0]
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A.2. Cost Functions and Gradients

1 # ----------------------------------------------------------
2 # costs_gradients.py
3 #-----------------------------------------------------------
4 # This code gives us the cost and gradient functions for
5 # certain and uncertain initial values
6 #
7 # (C) 2022 Felix Sauer , Konstanz , Germany
8 # email felix.sauer@uni -konstanz.de
9 # ----------------------------------------------------------

10

11 import numpy as np
12 from setting import t, U, u, w1 , w2
13

14 #-----------------------------------------------------------
15 # Cost and gradient pertaining to only a single , known initial value u0
16 # ----------------------------------------------------------
17

18 def cost(x, u0 , uobs):
19 """
20 Calculates the cost for x and a single u0 for a given set of

observations
21

22 :param x: (c,k) given parameters
23 :param u0: initial value [u(0), u ’(0)]
24 :param uobs: set of observations sampled over t
25 :return: cost >=0
26 """
27 uapprox = U(t, x, u0)[0]
28 cost = 1 / 2 * np.sum(abs(uapprox [:] - uobs [:]) ** 2) #Sum over

squared differences between approximated u and observation
29

30 return cost
31

32

33 def gradcost(x, u0 , uobs):
34 """
35 Calculates the gradient of the cost function
36 for x and u0 for a given set of observations
37

38 :param x: (c,k) given parameters
39 :param u0: initial value [u(0), u ’(0)]
40 :param uobs: set of observations sampled over t
41 :return: gradient of cost [d/dc cost , d/dk cost]
42 """
43 w1_values = w1(t, x, u0) #sensitivity equations
44 w2_values = w2(t, x, u0)
45 u_values = u(t, x, u0) #values of calculated u for given x, u0
46 gradf = [0, 0]
47 gradf [0] = np.sum(w1_values * (u_values - uobs))
48 gradf [1] = np.sum(w2_values * (u_values - uobs))
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49

50 return gradf
51

52 #-----------------------------------------------------------
53 # Cost and gradient pertaining to a set of initial values u0
54 # ----------------------------------------------------------
55

56 def noisy_cost(x, noisyu0 , uobs):
57 """
58 Calculates the cost for x and an array of realisations of u0 for a

given set of observations
59

60 :param x: (c,k) given parameters
61 :param noisyu0: Array of initial values {[u(0), u ’(0)]_k}
62 :param uobs: set of observations sampled over t
63 :return: cost >=0
64 """
65 m=np.shape(noisyu0)[0]
66 cost=0
67 #Sum over sums of squared differences between approximated u and

observatations for each realisation u0_1 ,... u0_m
68 for i in range(m):
69 uapprox=U(t,x,noisyu0[i,:]) [0]
70 cost+=np.sum(abs(uapprox [:]-uobs [:]) **2)
71 return 1/(2*m)*cost
72

73 def grad_noisy_cost(x, noisyu0 , uobs):
74 """
75 Calculates the gradient for noisy_cost for x and an array of

realisations of u0 for a given set of observations
76

77 :param x: (c,k) given parameters
78 :param noisyu0: Array of initial values {[u(0), u ’(0)]_k}
79 :param uobs: set of observations sampled over t
80 :return: gradient of cost [d/dc noisy_cost , d/dk noisy_cost]
81 """
82 m=np.shape(noisyu0)[0]
83 noisygradcost =[0,0]
84 for i in range(m):
85 #Generate sensitivity equations for each u0_1 ,..., u0_m
86 w1_values = w1(t,x,noisyu0[i,:])
87 w2_values = w2(t,x,noisyu0[i,:])
88 u_values = U(t, x, noisyu0[i,:]) [0]
89 #Sum over gradients
90 noisygradcost [0]+= np.sum(w1_values * (u_values - uobs [:]))
91 noisygradcost [1]+= np.sum(w2_values * (u_values - uobs [:]))
92 #Multiplying by 1/m to obtain the mean
93 noisygradcost [0]=1/m * noisygradcost [0]
94 noisygradcost [1]=1/m * noisygradcost [1]
95 return noisygradcost
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A.3. Methods and Algorithms

1 # ----------------------------------------------------------
2 # methods.py
3 #-----------------------------------------------------------
4 # This python file holds the methods explored in the algorithms

throughout this master thesis ,
5 # such as GD, SGD , PGD , PSGD etc. as well as the projections.
6 #
7 # 2022 Felix Sauer , Konstanz , Germany
8 # email felix.sauer@uni -konstanz.de
9 # ----------------------------------------------------------

10

11 import numpy as np
12 import time
13 import random
14 from setting import testx , testbox
15 from costs_gradients import gradcost
16

17 #-----------------------------------------------------------
18 # Deterministic unconstrained approaches:
19 # -- Armijo linesearch , GD, BFGS
20 # ----------------------------------------------------------
21

22 def armijo_back(J, dJx , x, d, alpha , itmax):
23 """
24 performs Armijo -backtracking to find a suitable step size
25 :param J: objective function
26 :param dJx: gradient of the objective function
27 :param x: current iterate x
28 :param d: direction of descent
29 :param alpha: Armijo parameter in [0,1]
30 :param itmax: maximum iterations
31 :return: stepsize > 0
32 """
33 tl = 1
34 f = lambda a: J(x+a*d)
35 f0 = f(0)
36 grad = dJx
37 it = 1
38 while f(tl) > f0 + alpha*tl*(d.dot(grad)) \
39 and it < itmax: # check Amijo’s condition
40 tl = tl/2 # backtrack
41 it += 1
42 return tl
43

44

45 def GD(f, df, x0 , u0, uobs , alpha , crit , itmax , tol):
46 """
47 Performs and times a gradient descent towards testx = [1.0 ,2.0]
48 :param f: objective function
49 :param df: gradient of the objective function
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50 :param x0: initial point x0
51 :param u0: initial value u0 or array of noisy u0
52 :param uobs: set of observations
53 :param alpha: Armijo -parameter in [0,1]
54 :param crit: "error" or "gradient" stopping criterion
55 :param itmax: maximum iterations
56 :param tol: tolerance for termination criterion
57 :return:
58 x: final iterate - solution
59 xvalues: history of iterates
60 gradnorms: history of gradient norms
61 error: history of errors
62 it: iterations taken
63 """
64 start_time = time.time() #time the descent process
65 J = lambda x: f(x, u0 , uobs)
66 dJ = lambda x: np.array(df(x, u0 , uobs))
67 x = x0
68 xvalues0 = [x0[0]]
69 xvalues1 = [x0[1]]
70 dJx = dJ(x)
71 norm0 = np.linalg.norm(dJx) #Set initial gradient norm
72 normit = norm0
73 gradnorms = []
74 it = 0
75 error = [np.linalg.norm(np.array(x) - np.array(testx))]
76

77 def criterion(crit):
78 if crit == ’error ’:
79 return it <= itmax and error[it]>=tol
80 elif crit == ’gradient ’:
81 return it <= itmax and normit / norm0 >= tol
82 else:
83 print(’Unacceptable stopping criterion ’)
84 while criterion(crit):
85 #crit == ’gradient ’ ---> it <= itmax and normit / norm0 >= tol
86 #crit == ’error ’ ---> it <= itmax and error[it]>=tol
87 it += 1
88 d = -1 * dJx / normit #normed Gradient as direction
89 t = armijo_back(J, dJx , x, d, alpha , itmax) #Armijo linesearch
90 # Alternative step sizing
91 # t = 1/(it)
92 # t= wolfe_line(J, dJ , x, d, 0.25, 0.75, itmax)
93 x = x + t * d #Gradient step
94

95 #Updates
96 dJx = dJ(x)
97 print(’iteration: ’ + str(it))
98 print(’x = ’ + str(x))
99 xvalues0.append(x[0])

100 xvalues1.append(x[1])
101 normit = np.linalg.norm(dJx)
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102 gradnorms.append(normit / norm0)
103 err = np.linalg.norm(np.array(x) - np.array(testx)) # update

erroe to testx = [1.0 ,2.0]
104 print(’error: ’ + str(err))
105 error.append(err)
106

107 xvalues = np.vstack ((xvalues0 , xvalues1))
108 end_time = time.time()
109 print(’Time in sec: ’ + str(end_time - start_time))
110 return x, xvalues , gradnorms , error , it
111

112

113 def BFGS(F, df , u0 , uobs , x0, crit , max_it , tol):
114 """
115 Performs and times a BFGS gradient descent towards testx =

[1.0 ,2.0]
116 :param F: objective function
117 :param df: gradient of the objective function
118 :param u0: initial value u0
119 :param uobs: set of observations
120 :param x0: initial point x0
121 :param crit: "error" or "gradient" stopping criterion
122 :param max_it: maximum iterations
123 :param tol: tolerance for termination criterion
124 :return:
125 x: final iterate - solution
126 xvalues: history of iterates
127 """
128 f = lambda x: F(x, u0 , uobs)
129 grad = lambda f, x: np.array(df(x, u0, uobs))
130 #Powell -Wolfe based linesearch
131 def line_search(f, x, p, nabla):
132 a = 1
133 c1 = 1e-4 #Armijo parameter
134 c2 = 0.9 #Powell -Wolfe parameter
135 fx = f(x)
136 x_new = x + a * p
137 nabla_new = grad(f, x_new)
138 while f(x_new) >= fx + (c1 * a * nabla.T @ p) or nabla_new.T @

p <= c2 * nabla.T @ p:
139 a *= 0.5
140 x_new = x + a * p
141 nabla_new = grad(f, x_new)
142 return a
143

144 start_time = time.time()
145 d = len(x0) # dimension of problem
146 nabla = grad(f, x0) # initial gradient
147 nabla0 = nabla
148 H = np.eye(d) # initial hessian
149 x = x0[:]
150 it = 0
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151 xvalues = [x0]
152 error = [np.linalg.norm(np.array(x) - np.array(testx))]
153

154 def criterion(crit):
155 if crit == ’error ’:
156 return it <= max_it and error[it]>=tol
157 elif crit == ’gradient ’:
158 return it <= max_it and np.linalg.norm(nabla) /np.linalg.

norm( nabla0) >= tol
159 else:
160 print(’Unacceptable stopping criterion ’)
161

162 while criterion(crit):
163 print(’x’ + str(it) + ’ = ’ + str(x))
164 if it > max_it:
165 print(’Maximum iterations reached!’)
166 break
167 it += 1
168 p = -H @ nabla # search direction (Newton Method)
169 p = p / np.linalg.norm(p)
170 a = line_search(f, x, p, nabla) # line search
171 s = a * p
172 x_new = x + a * p
173 xvalues.append(x_new)
174 error.append(np.linalg.norm(np.array(x_new) - np.array(testx)))
175 #Approximate Hessian
176 nabla_new = grad(f, x_new)
177 y = nabla_new - nabla
178 y = np.array ([y])
179 s = np.array ([s])
180 y = np.reshape(y, (d, 1))
181 s = np.reshape(s, (d, 1))
182 r = 1 / (y.T @ s)
183 li = (np.eye(d) - (r * ((s @ (y.T)))))
184 ri = (np.eye(d) - (r * ((y @ (s.T)))))
185 hess_inter = li @ H @ ri
186 H = hess_inter + (r * ((s @ (s.T)))) # BFGS Update
187 nabla = nabla_new [:]
188 x = x_new [:]
189 end_time = time.time()
190 print(’Time taken : ’ + str(end_time - start_time))
191 return x, np.array(xvalues)
192

193 #-----------------------------------------------------------
194 # Stochastic unconstrained approaches:
195 # -- SGD , mini -batch SGD
196 # ----------------------------------------------------------
197

198 def SGD(f, df, x0 , u0, uobs , stepsize , crit , itmax , tol):
199 """
200 Performs stochastic gradient descent with stopping criteron based

on "error" or "diffavg"
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201 :param f: objective function
202 :param df: gradient of objective function
203 :param x0: initial iterate
204 :param u0: array of realisations of u0
205 :param uobs: set of observations
206 :param stepsize: stepsize dependent on iteration it
207 :crit: "error" or "diffavg" stopping criterion
208 :param itmax: maximum iterations
209 :param tol: tolerance for stopping criterion
210 :return:
211 x: final iterate ,
212 xvalues: history of iterates ,
213 error: history of errors ,
214 it: iterations required ,
215 timetaken: calculation time
216 """
217 start_time = time.time()
218 m = np.shape(u0)[0]
219 x = x0
220 xvalues0 = [x0[0]]
221 xvalues1 = [x0[1]]
222 diffavg = 1
223 diffits = [1]
224 error = [np.linalg.norm(np.array(x) - testx)]
225 it = 0
226 #Stopping criterion:
227 def criterion(crit):
228 if crit == ’error ’:
229 return it <= itmax and error[it]>=tol #error based stopping

criterium
230 elif crit == ’diffavg ’:
231 return it <= itmax and diffavg >= tol #average of last 5

deltas |x_l - x_{l+1}|
232 else:
233 print(’Unacceptable stopping criterion ’)
234

235 while criterion(crit):
236 it += 1
237 il = random.randrange(m) #generate random integer in 1,...,m
238 u0_il = u0[il, :] #use randomly chosen initial value u0_m
239 djxil = np.array(gradcost(x, u0_il , uobs))
240 normit = np.linalg.norm(djxil)
241 d = -djxil / normit
242 t = stepsize(it)
243 xb = x
244 x = x + t * d #stochastic gradient step
245 print(’iteration: ’ + str(it))
246 print(’x = ’ + str(x))
247 diffits.append(np.array(x) - np.array(xb)) #New delta |x_l - x_

{l-1}|
248 if it > 6:
249 diffavg = np.linalg.norm(1 / 5 * (np.sum(diffits[it - 5:]))
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)
250 xvalues0.append(x[0])
251 xvalues1.append(x[1])
252 error.append(np.linalg.norm(np.array(x) - np.array(testx)))
253 # Also consider using [1.0002595 , 2.00104018] as it

corresponds to the approximate minimum for
254 # the set of initial values generated with np.random.seed (0),

random.seed .(0).
255 # testx= [1.0 ,2.0] may not be reached.
256 print(’error to expected minimum = ’ + str(error[it]))
257 print(’Termination criterion reached ’)
258 if it > itmax:
259 print(’maxit reached ’)
260 if diffavg < tol:
261 print(’diffavg < tol’)
262 xvalues = np.vstack ((xvalues0 , xvalues1))
263 end_time = time.time()
264 timetaken = end_time - start_time
265 print(’Time in sec: ’ + str(timetaken))
266 return x, xvalues , error , it , timetaken
267

268

269 def minibatch_SGD(f, df , x0, u0 , uobs , stepsize , batchsize , crit , itmax
, tol):

270 """
271 Performs mini -batch stochastic gradient descent with stopping

criteron based on "error" or "diffavg"
272 :param f: objective function
273 :param df: gradient of objective function
274 :param x0: initial iterate
275 :param u0: array of realisations of u0
276 :param uobs: set of observations
277 :param stepsize: stepsize dependent on iteration it
278 :batchsize: size of mini -batches
279 :crit: "error" or "diffavg" stopping criterion
280 :param itmax: maximum iterations
281 :param tol: tolerance for stopping criterion
282 :return:
283 x: final iterate ,
284 xvalues: history of iterates ,
285 error: history of errors ,
286 it: iterations required ,
287 timetaken: calculation time
288 """
289 start_time = time.time()
290 m = np.shape(u0)[0]
291 x = x0
292 xvalues0 = [x0[0]]
293 xvalues1 = [x0[1]]
294 diffits = [x0]
295 diffavg = 1
296 error = [np.linalg.norm(np.array(x) - np.array(testx))]
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297 it = 0
298 #Stopping criterion:
299 def criterion(crit):
300 if crit == ’error ’:
301 return it <= itmax and error[it]>=tol #error based stopping

criterium
302 elif crit == ’diffavg ’:
303 return it <= itmax and diffavg >= tol #average of last 5

deltas |x_l - x_{l+1}|
304 else:
305 print(’Unacceptable stopping criterion ’)
306

307 while criterion(crit):
308 it += 1
309 u0batch = np.array(random.sample(list(u0), batchsize)) #choose

a batch of batchsize many realisations of u0
310 djxil = np.array(df(x, u0batch , uobs)) #calculate approximate

gradient over mini -batch
311 normit = np.linalg.norm(djxil)
312 d = -djxil / normit
313 t = stepsize(it)
314 xb = x
315 x = x + t * d
316 print(’iteration: ’ + str(it))
317 print(x)
318 diffits.append(np.array(x) - np.array(xb))
319 #average over last
320 if it > 6:
321 diffavg = np.linalg.norm(1 / 5 * (np.sum(diffits[it - 5:]))

)
322 xvalues0.append(x[0])
323 xvalues1.append(x[1])
324 error.append(np.linalg.norm(np.array(x) - np.array(testx)))
325 print(’error = ’ + str(error[it]))
326

327 print(’Termination criterion reached ’)
328 if it > itmax:
329 print(’maxit reached ’)
330 if diffavg < tol:
331 print(’diffavg < tol’)
332 xvalues = np.vstack ((xvalues0 , xvalues1))
333 end_time = time.time()
334 timetaken = end_time - start_time
335 print(’Time in sec: ’ + str(timetaken))
336 return x, xvalues , error , it , timetaken
337

338

339 #-----------------------------------------------------------
340 # Projections:
341 # -- Projection onto a box , Projection onto the underdamped set
342 # ----------------------------------------------------------
343
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344 def Projection_Box(x, border):
345 """
346 Projects a given x onto closest spot on the border of a box or onto

itself , if x is already inside the box
347 :param x: x
348 :param border: matrix of corners
349 x_a1 = border [0,0]
350 x_b1 = border [0,1]
351 x_a2 = border [1,0]
352 x_b2 = border [1,1]
353 :return: x or x projected onto the border of the box
354 """
355 projection = np.zeros (2)
356 for i in range (2):
357 #check whether coordinate lies within box , else project

coordinate onto closest border
358 if x[i] <= border[i, 0]:
359 projection[i] = border[i, 0]
360 elif x[i] >= border[i, 1]:
361 projection[i] = border[i, 1]
362 else:
363 projection[i] = x[i]
364 return projection
365

366

367 def Projection_underdamped(x):
368 """
369 Projection on the underdamped set or onto the closes spot of its

border
370 :param x: x
371 :return: x or x projected onto the closest border of the underdamped

set
372 """
373 c_0 , k_0 = x
374 #check if x is already inside the underdamped set
375 if c_0**2 <= 4*k_0:
376 return x
377 else:
378 #calculation given by Wolfram -Alpha
379 c=0.264567*( np.sqrt (46656* c_0**2 + 4*(24 - 12* k_0)**3) + 216* c_0)

**(1 / 3) - (0.419974*(24 - 12* k_0))/(np.sqrt (46656* c_0 **2 + 4*(24
- 12*k_0)**3) + 216* c_0)**(1 / 3)

380

381 k=0.25*(0.264567*( np.sqrt (46656* c_0 **2 + 4*(24 - 12* k_0)**3) + 216*
c_0)**(1 / 3) - (0.419974*(24 - 12* k_0))/ (np.sqrt (46656* c_0 **2 +
4*(24 - 12* k_0)** 3) + 216* c_0)**(1 / 3))** 2

382

383 projection= [c,k]
384 return projection
385

386

387 def PGD(f, df, x0 , u0, uobs , alpha , crit , itmax , tol , constraints):
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388 """
389 Performs a projected gradient descent for a given constraint or

projection
390

391 :param f: objective function
392 :param df: gradient of objective function
393 :param x0: initial iterate
394 :param u0: array of realisations of u0
395 :param uobs: set of observations
396 :param alpha: Armijo -parameter
397 :param crit: "error" or "delta" stopping criterion
398 :param itmax: maximum iterations
399 :param tol: tolerance of stopping criterion
400 :param constraints: "Box", "Underdamped_set" or projection function
401 :return:
402 x: final iterate ,
403 xvalues: history of iterates ,
404 gradient_steps: history of gradient steps ,
405 error: history of errors ,
406 it: iterations taken
407 """
408 start_time = time.time()
409 J = lambda x: f(x, u0 , uobs)
410 dJ = lambda x: np.array(df(x, u0 , uobs))
411 x = x0
412 xvalues0 = [x0[0]]
413 xvalues1 = [x0[1]]
414 dJx = dJ(x)
415 diff = 1
416 diffarray = []
417 gradient_steps = []
418

419 #Specify projection based on constraints or a given projection
420 if constraints == ’Box’:
421 projection = lambda x: Projection_Box(x, testbox)
422 xsol = [0.90987166 , 1.8] #Approximate solution for Box

constraints
423 elif constraints == ’Underdamped_set ’:
424 projection = lambda x: Projection_underdamped(x)
425 xsol = [1.64638996 , 0.67764998] #Approximate solution for the

underdamped case
426 else:
427 projection = constraints
428 print(’error criterion impossible ’)
429

430 error = [np.linalg.norm(np.array(x) - np.array(xsol))]
431 it = 0
432 # Stopping criterion:
433 def criterion(crit):
434 if crit == ’error ’:
435 return it <= itmax and error[it] >= tol # error based

stopping criterium
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436 elif crit == ’delta ’:
437 return it <= itmax and diff >= tol # delta of last

iterates |x_l -x_{l+1}|
438 else:
439 print(’Unacceptable stopping criterion ’)
440

441 while criterion(crit):
442 it += 1
443 d = -1 * dJx / np.linalg.norm(dJx) #Gradient Step
444 t = armijo_back(J, dJx , x, d, alpha , itmax) #Armijo step -length
445 #t = 1/it #alternate step sizing
446 y = x + t * d
447 gradient_steps.append(y)
448 xb = x
449 x = projection(y) #projection step
450 dJx = dJ(x)
451 print(’iteration: ’ + str(it))
452 print(’x = ’ + str(x))
453 xvalues0.append(x[0])
454 xvalues1.append(x[1])
455 diff = np.linalg.norm(np.array(x) - np.array(xb)) #update delta
456 error.append(np.linalg.norm(np.array(x) - np.array(xsol)))
457

458 xvalues = np.vstack ((xvalues0 , xvalues1))
459 end_time = time.time()
460 print(’Time in sec: ’ + str(end_time - start_time))
461 return x, xvalues , np.array(gradient_steps), error , it
462

463

464 def PSGD(f, df , x0 , u0, uobs , stepsize , crit , itmax , tol , constraints):
465 """
466 Performs a projected stochastic gradient descent for a given

constraint or projection
467

468 :param f: objective function
469 :param df: gradient of objective function
470 :param x0: initial iterate
471 :param u0: array of realisations of u0
472 :param uobs: set of observations
473 :param stepsize: stepsize dependent on iteration it
474 :param crit: "error" or "delta" stopping criterion
475 :param itmax: maximum iterations
476 :param tol: tolerance of stopping criterion
477 :param constraints: "Box", "Underdamped_set" or projection function
478 :return:
479 x: final iterate ,
480 xvalues: history of iterates ,
481 gradient_steps: history of gradient steps ,
482 error: history of errors ,
483 it: iterations taken
484 timetaken: computational time
485 """
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486 start_time = time.time()
487 m = np.shape(u0)[0]
488 x = x0
489 xvalues0 = [x0[0]]
490 xvalues1 = [x0[1]]
491 gradient_steps = []
492 diff = 1
493

494 #Specify projection based on constraints or a given projection
495 if constraints == ’Box’:
496 projection = lambda x: Projection_Box(x, testbox)
497 xsol = [0.90987166 , 1.8] #Approximate solution for Box

constraints
498 elif constraints == ’Underdamped_set ’:
499 projection = lambda x: Projection_underdamped(x)
500 xsol = [1.64638996 , 0.67764998] #Approximate solution for the

underdamped case
501 else:
502 projection = constraints
503 print(’error criterion impossible ’)
504

505 error = [np.linalg.norm(np.array(x) - np.array(xsol))]
506 it = 0
507 # Stopping criterion:
508 def criterion(crit):
509 if crit == ’error ’:
510 return it <= itmax and error[it] >= tol # error based

stopping criterium
511 elif crit == ’delta ’:
512 return it <= itmax and diff >= tol # delta of last

iterates |x_l -x_{l+1}|
513 else:
514 print(’Unacceptable stopping criterion ’)
515

516 error = [np.linalg.norm(np.array(x) - np.array(xsol))]
517 it = 0
518 while criterion(crit):
519 it += 1
520 il = random.randrange(m)
521 u0_il = u0[il, :] #generate random initial value u0
522 djxil = np.array(gradcost(x, u0_il , uobs)) #approximate

gradient
523 normit = np.linalg.norm(djxil)
524 d = -djxil / normit #normed approximate gradient step
525 t = stepsize(it)
526 xb = x
527 y = x + t * d
528 # print(y)
529 gradient_steps.append(y)
530 x = projection(y)
531 print(’iteration: ’ + str(it))
532 print(x)
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533 diff = np.linalg.norm(np.array(x) - np.array(xb))
534 xvalues0.append(x[0])
535 xvalues1.append(x[1])
536 error.append(np.linalg.norm(np.array(x) - np.array(xsol)))
537

538 xvalues = np.vstack ((xvalues0 , xvalues1))
539 end_time = time.time()
540 timetaken = end_time - start_time
541 print(’Time in sec: ’ + str(timetaken))
542 return x, xvalues , np.array(gradient_steps), error , it , timetaken
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