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Abstract

Political participation provides substance and legitimacy to democratic systems.

As such, it is a core component of democracies as well as a prominent and en-

during research topic among political scientists. In this dissertation, I advance

approaches that address and build on current methodological challenges and op-

portunities to substantively further our understanding about political participa-

tion. By blending diverse statistical techniques and data collection approaches,

the research presented in this thesis improves upon current ways of studying polit-

ical participation and widens the scope of research questions that we can address

in this domain.

In the first paper, we develop a polling method in the context of two-round

elections at all levels of government. By combining data from current and past elec-

tions with different statistical techniques, our five-step approach alleviates preva-

lent survey problems on various fronts. We apply the approach for predicting and

analyzing the 2017 French presidential race and validate it against official results

and other polls. Against this background, the theoretical foundations of different

steps of our method yield insights as regards individual motivations of turnout

and vote choice.

In the second paper, I revisit the question whether online political participation

reinforces or compensates participatory inequalities in voting. To address survey-

specific problems in existing work, I integrate individual voter registration records

with observed activity on a social media platform on a large scale. This approach

allows for new perspectives on this question that escape extant survey evidence.
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Abstract

The study’s findings indicate that online political involvement overcomes typical

dividing lines in voting, such as race or individual resources, and is not primarily

exercised by seasoned voters, as suggested by the prevailing reinforcement theory.

In the third paper, we investigate whether citizens’ communication signals their

party preferences and election turnout. To circumvent prior data limitations and

address this previously unexplored question, we leverage the linked voter regis-

tration and social media data as large scale labeled training data. This enables

us to develop, train, and evaluate an artificial neural network to detect patterns

related to voter preferences and participation within the full spectrum of citizen

communication. Our model shows that citizens’ talk conveys substantive infor-

mation about party preferences and likely voters, informing the plausibility and

utility of communication-based explanations and measures of voter participation.
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Zusammenfassung

Politische Partizipation verleiht demokratischen Systemen Inhalt und Legitimität.

Als solches ist sie ein wesentlicher Bestandteil von Demokratien und nach wie

vor ein prominentes Forschungsthema der Politikwissenschaft. Diese Dissertation

bringt Ansätze hervor, die auf aktuellen methodischen Möglichkeiten und Heraus-

forderungen aufbauen, um unser Verständnis von politischer Partizipation weit-

erzuentwickeln. Mittels der Kombination verschiedener statistischer Verfahren und

Möglichkeiten der Datenerhebung, zielt die in dieser Arbeit vorgestellte Forschung

darauf ab, gegenwärtige Herangehensweisen zur Studie politischer Partizipation

zu verbessern und den Umfang möglicher Forschungsfragen in diesem Bereich

auszuweiten.

Im ersten Papier entwickeln wir ein Umfrageverfahren im Kontext von Zweirun-

denwahlen, welches auf verschiedenen administrativen Ebenen Anwendung finden

kann. Unser fünfstufiger Ansatz kombiniert aktuelle und vergangene Wahldaten

mit unterschiedlichen statistischen Verfahren, um weit verbreitete Umfrageprob-

leme zu entschärfen. Wir beschreiben die Methode im Rahmen der Vorhersage

und Analyse der 2017 stattgefundenen französischen Präsidentschaftswahl und

validieren sie anhand offizieller Wahlergebnisse sowie anderer Umfragen. Darauf

basierend liefern die theoretischen Grundlagen einzelner Schritte unseres Ansatzes

Einblicke hinsichtlich der Motivation individueller Wahlteilnahme- und entschei-

dungsfindung.

Im zweiten Papier greife ich die Frage auf, ob politische Beteiligung im In-

ternet partizipative Ungleichheiten an der Wahlurne untermauert oder ausgleicht.
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Zusammenfassung

Um umfragespezifische Probleme in bestehenden Arbeiten zu überwinden, kom-

biniere ich in großem Umfang individuelle Wahlregisterdaten mit beobachtetem

Verhalten auf einem Sozialen Netzwerk. Dies ermöglicht neue Perspektiven auf

diese Forschungsfrage, welche sich bestehenden Umfrageergebnissen entziehen. Die

Ergebnisse der Studie lassen erkennen, dass politische Partizipation Online, entge-

gen der vorherrschenden “reinforcement” These, weder entlang typischer Trennlin-

ien der Wahlbeteiligung, wie ethnischer Zugehörigkeit oder individueller Resourcen,

verläuft noch primär von routinierten Wählern ausgeübt wird.

Im dritten Papier untersuchern wir, ob tatsächliche Kommunikation von Bürg-

ern deren Parteipräferenzen sowie Wahlbeteiligung erkennen lassen. Um bish-

erige Einschränkungen in der Datenverfügbarkeit zu umgehen und diese bisher

weitgehend unerforscht gebliebene Frage zu beantworten, machen wir uns die

verknüpften Wahlregister- und Sozialen Netzwerkdaten als großflächig kodierte

Trainingsdaten zu Nutze. Dies ermöglicht es ein künstliches neuronales Netzw-

erk zu entwickeln, zu trainieren, und zu evaluieren, um Muster in Bezug auf

Wählerpräferenzen und -partizipation im gesamten Kommunikationsspektrum zu

entdecken. Unser Modell zeigt, dass Kommunikation substantielle Informationen

über Parteipräferenzen und wahrscheinliche Wähler beinhaltet, was die Plausibil-

ität und den Nutzen kommunikationsbasierter Erklärungen sowie Verfahren zur

Messung des Wählervehaltens informiert.
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Chapter 1

Introduction

In his opening article to the second release of the political methodology jour-

nal Politicial Analysis, King (1990) laid out several milestones of methodological

progress in political science. The first three of these landmarks are particularly

noteworthy as regards the study of political participation. An emerging interest

for systematic data collection marks the first important stage in the 1920s. This

was followed by an increasing focus on individual-level behavior and data, form-

ing the behavioral revolution. During this time, surveys advanced as the primary

tool for conducting social research, leading into the third phase driven by a surge

of original data. The empirical study of political participation is closely linked

with these developments (Uhlaner 2001). In particular, a methodological focus on

data continues to shape our understanding of political participation and how we

approach its study (Hillygus 2011).

This dissertation is at the frontier of recent methodological developments in this

direction. What unites the single dissertation papers is a concern for finding ways

that allow to advance our knowledge about political participation. Throughout,

this entails a particular focus on making use of and combining diverse data sources

to accurately assess and expand information relevant to political engagement.

This, in turn, allows for improving upon existing strategies for studying political

involvement, adding to our understanding as regards long standing questions,
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enabling us to investigate previously untapped questions, and introducing novel

methods into this domain of study.

The first paper in Chapter 2 contributes in this regard by presenting a polling

strategy to predict and analyze two-round elections at all levels of government,

including the national stage. The approach combines data from current and past

elections with different statistical techniques to make several well-known survey-

specific challenges more tractable. The micro-foundations of the method inform,

among others, explanations of voter participation and offer further analytic poten-

tial. By evaluating the importance of each of the method’s steps, the paper also

exemplifies the limits of the survey approach that, in part, provide the starting

point for subsequent chapters.

The second paper in Chapter 3 offers new perspectives on the debate whether

online political participation reinforces or compensates participatory inequalities

in voting. For this purpose, individual voter registration records are integrated

with observed activity on a social media platform. This builds on and extends

recent developments that make use of voter registration data and data integration

in general to further improve on survey-based evidence. In doing so, the paper

addresses a domain in the study of political participation where a survey-approach

holds particular challenges and that has thus far remained outside the scope of

recent methodological advances.

The third paper in Chapter 4 further illustrates the value of merging social

media and administrative data for breaking new ground in the study of political

participation. It relies on and extends the linked data from Chapter 3 to investi-

gate whether citizens’ communication signals their party preferences and election

turnout. The linked data allows for a novel application of artificial neural networks

to address this previously untapped question. In doing so, the paper informs the

utility of communication-based measures of voter preferences and participation as

well as assumptions underlying explanations of voting behavior based on interper-
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sonal communication.

In the remainder of this introduction, I first specify the concept of political

participation in the context of this thesis. This isolates the behaviors addressed

by the methodological and substantive contributions. Next, I offer a brief review

of political participation research that highlights the continued relevance of the

topic and emphasizes the importance of methodological progress in this domain.

Afterwards, I lay out the particular methodological challenges and opportunities

that provide the research gap for the studies presented here. Against this back-

ground, I briefly discuss the three papers and locate their contributions. The

introduction is followed by the three studies and a conclusion that summarizes

their main findings and draws on their limitations to offer perspectives for future

research.

1.1 Defining political participation

Common conceptions of political participation broadly describe activities pursued

by private individuals to influence policy outcomes (e.g., Verba and Nie 1972;

Verba, Schlozman and Brady 1995). This is usually combined with the addition

that such influence can take place both directly, for example, by protesting or con-

tacting politicians, or indirectly, for instance, by selecting public representatives

through elections or donating to an electoral campaign. This understanding em-

phasizes political engagement as a means for citizens to communicate their views

with the specific intent to affect politics. However, the exact behavior that mani-

fests as political participation is unclear with such a broad definition and remains

so until the intention behind an action is actually identified (van Deth 2014).

This shows that political participation on its own is an ambiguous concept.

Stretched to the limit, it can incorporate almost any kind of behavior (van Deth

2014). To be clear about the operationalization of the concept, the unit of analysis,
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the scope of methodological and substantive contributions, and the literature spo-

ken to, it is useful to set out a much narrower definition of political participation

in the context of this dissertation.

The primary focus of this thesis is on voter participation. This is owed to

the methodological emphasis of this dissertation. Many of the methodological

advances in the study of political participation on which the contributions of this

thesis build emanate from research concentrating on voting behavior. Voting is

also considered the most common form of political involvement (Schlozman, Brady

and Verba 2018). Conceptually, the focus on voting conforms to a minimalist

definition of political engagement (van Deth 2014): A voluntary action by citizens,

located in the sphere of government, state and politics. The distinguishing element

is that here political participation is an institutionally regulated activity, taking

place within the political system. This means that citizens comprising the voting-

eligible electorate are the unit of analysis.

However, if we narrow political participation down to voting, what behaviors

does this entail exactly? Campbell et al. (1960, 96) state that “however useful it

may be to distinguish turnout and partisan choice analytically, we ought not to

suppose that these dimensions of the voting act appear distinct to the individual

citizens.” (see also Uhlaner (2001, 11079) and Dinas (2014, 451)). Since voter

preferences and turnout are inextricably linked in practice, the former is naturally

also considered in this dissertation. However, the connecting element of the single

papers is a focus on political participation operationalized by actually observed

voter turnout, as opposed to self-reported or intended electoral participation. In

the first paper, particular attention is being paid to capturing a representative

portion of the electorate that actually voted in an election. This is followed by

an effort to survey the voters’ candidate preferences. The second and third paper

share a focus on measuring validated turnout via voter registration data. Paper

three additionally centers around voters’ party preference, assessed based on regis-
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tered voters’ reported party affiliation. The second paper is the only contribution

that widens the scope of political participation to also incorporate actually ob-

served political involvement on a social media platform, which is examined with

reference to inequalities in voting.

1.2 A brief review of political participation studies

Political participation is commonly viewed as the centerpiece of every democracy

(Dahl 1998; Dalton 2017). Through elections in particular, citizens make a collec-

tive decision to employ official representatives who act and govern in accordance

with their preferences (Campbell et al. 1960). By selecting policy-makers, citi-

zens manage the content of public policies and the conflict over resources. In this

process, voter participation is essential in that it communicates and balances the

needs and interests of the electorate as a whole so as to be covered evenly by

elected officials (Schlozman, Brady and Verba 2018). Voters’ decisions at elec-

tions also control compliance with the will of the people and make representatives

liable for their political choices by withdrawing the power once granted. Political

engagement thus lends both substance and legitimacy to democratic systems. But

the democratic relevance of political participation does not stop at establishing

popular sovereignty and equal consideration of interests. Through their engage-

ment in politics, citizens harvest educational benefits by becoming more informed

and understanding (Dalton 2017).

This, of course, represents a rather idealistic perspective on political participa-

tion and the function that it fulfills in democratic systems. Early studies of voting

behavior revealed that interest in elections and the motivation to participate are

far from ubiquitous among citizens and rather dependent on their specific social

environments (Lazarsfeld, Berelson and Gaudet 1948). In the words of Achen

and Bartels (2016, 14): “most democratic citizens are uninterested in politics,
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poorly informed, and unwilling or unable to convey coherent policy preferences”.

In reality, political engagement is not only lacking, it is also unequally distributed

and more pronounced among some segments of the electorate than among oth-

ers (Schattschneider 1960). Since voter participation in principle influences the

policies that are enacted, systematic inequalities in participation provoke a biased

representation of the electorate in favor of specific groups of citizens (Lijphart

1997) and deteriorate the legitimacy of the democratic polity (Schattschneider

1960). These worrying observations have motivated many studies of political par-

ticipation and make it one of the most prominent and relevant subjects in political

science to date.

For pioneering accounts of voter participation, the puzzling behavior that

required an explanation was non-voting (Merriam and Gosnell 1924). This fo-

cus was reversed, however, when rational choice-based explanations indicated

that the physical, time, and information costs of casting a vote far outweigh

the benefits given by the small probability that one’s vote actually affects the

outcome of an election (Downs 1957). This instrumental perspective predicted

much lower turnout than actually observed, making participation rather than

non-participation the puzzling behavior in need of an explanation. Later, Riker

and Ordeshook (1968) attempted to resolve this paradox of voting with refer-

ence to non-instrumental considerations, such as civic duty. What followed was a

long tradition of studies, seeking to understand who participates in politics and

why. Influential scholars of political participation have identified several distinct

causes and correlates of political involvement, such as demographic characteris-

tics (Wolfinger and Rosenstone 1980), socioeconomic circumstances and resources

(Verba and Nie 1972; Verba, Schlozman and Brady 1995), intensity of partisan

preferences and psychological factors (Campbell et al. 1960), or citizens’ social

networks (Rosenstone and Hansen 1993).

Political scientists keep uncovering gaps in voting among different parts of the
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electorate (Fraga 2018; Leighley and Nagler 2013). Accordingly, explaining why

people engage in politics and voting in particular still makes for the bulk of re-

search. Scholars continue to probe the importance of individual resources, such

as income (e.g., Kasara and Suryanarayan 2015; Ojeda 2018), social capital (e.g.,

Atkinson and Fowler 2014), or education (e.g., Campbell 2009). Similarly, psycho-

logical accounts focusing, for example, on risk perceptions (e.g., Kam 2012), early

child development (e.g., Holbein 2017), or ethical concerns (e.g., Blais and Achen

2019); inquiries into contextual factors, such as neighborhood characteristics (e.g.,

Anoll 2018; Gimpel, Dyck and Shaw 2004), discussion networks (Eveland and

Hively 2009), or social ties (e.g., Hersh and Ghitza 2018; Hobbs, Christakis and

Fowler 2014); institutional mechanisms, including electoral systems (e.g., Herrera,

Morelli and Nunnari 2016; Kim 2019) or reforms (e.g., Highton 2017; Holbein and

Hillygus 2016); or electoral determinants, as in the case of campaign mobiliza-

tion (e.g., Enos and Fowler 2018), ideological conflict (e.g., Rogowski 2014), or

election closeness (e.g., Enos and Fowler 2014) all feature prominently in recent

explanations of political participation.

Considering the potential implications of unequal participation, research has

also increasingly sought to understand its consequences for electoral and policy

outcomes (e.g., Citrin, Schickler and Sides 2003; Hansford and Gomez 2010; Fowler

2013; Bechtel, Hangartner and Schmid 2016). Alongside these studies, scholars

have carried quintessential questions in the study of political participation over

to other forms of engagement than voting, such as protest participation (e.g.,

Larson et al. 2019), online political engagement (e.g., Feezell 2016), or other non-

institutionalized forms of political involvement (e.g., Marien, Hooghe and Quinte-

lier 2010). Empirically disentangling these various participation types has been a

more recent concern (e.g., Alvarez et al. 2020; Gibson and Cantijoch 2013).

This brief review of classic and current studies in political participation demon-

strates that research efforts in this domain are considerable. Why then, if obvi-
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ously not due to neglect, have the overarching topics and questions that occupy the

study of political participation in large parts remained the same over the course of

almost a century? A look at the methodological development of the field suggests

a rather simple answer to this question: Learning about citizens’ political partic-

ipation is not a trivial task and actually fraught with methodological challenges.

With reference to the development of voting behavior research in general, Hillygus

(2011, 974) states that "one of the most striking changes in the field is the extent

to which our answers to theoretical questions have been shaped by methodological

issues".

1.3 Methodological challenges and opportunities

Scholars of voting behavior recognized the importance of collecting and studying

information about individual persons early on. The influential studies of Lazars-

feld, Berelson and Gaudet (1948) and later Campbell et al. (1960) were among

the first to employ and popularize surveys for this purpose on a larger scale. Since

then, the survey method has been a central pillar of political participation research

and the backbone of some of the most cited studies in the field (e.g., Rosenstone

and Hansen 1993; Verba, Schlozman and Brady 1995; Wolfinger and Rosenstone

1980). Today, surveys are still widely used by leading scholars of political partici-

pation (e.g., Dalton 2017; Leighley and Nagler 2013; Schlozman, Brady and Verba

2018). Atkeson and Alvarez (2018, 5) list 26 regularly conducted and publicly

available high profile political surveys across the globe, including the famous and

much relied on American National Election Studies and the Cooperative Congres-

sional Election Study.

The prominence of probability-based surveys seems understandable, given some

of their unique advantages. In particular, surveys allow to systematically collect

rich individual-level information, such as various sociodemographic characteristics,
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attitudes, or behaviors, at large scale, enabling a wide range of statistical analyses.

Proper sampling schemes further make it possible to generalize inferences based on

a sample of respondents to a target population of interest. This certainly matches

the requirements of students of political engagement. Accordingly, surveys re-

main one of the most important data collection tools available to social scientists.

However, the acknowledgment of data quality issues, especially due to systematic

survey non-response and biased self-reports of individual behavior, have recently

altered the methodological landscape in the study of political participation with

scholars “increasingly being led away from surveys” (Hillygus 2011, 975).

Lately, probability-based surveys have lost some of their appeal, especially

due to falling response rates and increasing costs (Tourangeau 2017). One con-

sequence of this is that it grows increasingly difficult to maintain survey samples

large enough for the analysis of demographically, geographically, or temporally

structured subgroups. Against this background, more and more scholars nowadays

turn towards non-probability approaches, such as online access panels (Cornesse

et al. 2020; Mercer et al. 2017). Practical issues aside, some of the general sources

of survey errors laid out in the Total Survey Error framework (Groves et al. 2009)

present more fundamental challenges for the study of political participation, that

pertain to probability and non-probability approaches alike.

The Total Survey Error framework broadly distinguishes errors of representa-

tion, including sampling, coverage, as well as unit and item nonresponse errors on

the one hand and measurement errors, consisting of administration errors, such

as mode effects or data processing errors, measurement errors due to respondents

or interviewers, and instrument errors on the other hand. Coverage errors, for

example, are a well-known nuisance in survey studies of voter participation. They

occur when the sampling frame, from which survey respondents are selected, does

not match with the target population. This is commonly the case for random digit

dialing-based landline surveys that systematically exclude younger voters who in-
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creasingly rely on mobile phones; for online panels that exclude older voters or

certain geographies due to a lack of internet access (Prosser and Mellon 2018);

or when the focus is on actual participants in elections, where those who are not

eligible to vote or are actual non-voters should be excluded from the sampling

frame (see Chapter 2). The two types of errors that have received most attention

in the case of political participation, though, are systematic unit nonresponse and

measurement errors due to respondents.

Not all parts of the electorate, even if properly sampled, are equally likely to

actually take a survey (Tourangeau 2014). In surveys on political topics and voter

participation, politically engaged persons are more likely to take part than their

less politically involved counterparts (Brehm 1993). If self-selection into partic-

ipation in elections and surveys have common causes, this leads to nonreponse

bias (Groves 2006). Several studies document a considerable overestimation of

voter participation in surveys as a consequence of this (e.g., Jackman and Spahn

2019; Selb and Munzert 2013). Another potential consequence is that differences

between voters and nonvoters will be distorted if those nonvoters who made it

into the survey are not representative of nonvoters in general, including those

least likely to participate in elections (Brehm 1993). In principle, this problem

can be alleviated through post-survey adjustments that condition on a variable

that removes the association between voter and survey participation. However, if

we think of political engagement as directly influencing survey participation (or

if we simply cannot measure and adjust for the relevant variable), these problems

persist (see Schüssler and Selb (2020) for a discussion in the context of the graph

theory and missing data literature). If we are additionally interested in the re-

lationship between voter participation and another variable, that is also related

to survey participation, the exclusion of nonrespondents through a focus on the

realized sample results in collider bias (Elwert and Winship 2014; Schüssler and

Selb 2020). The upshot of this is that the associations that we draw will be skewed
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as well (see Chapter 3).

Problematic measurement error due to respondents stems in particular from

vote misreporting (Bernstein, Chadha and Montjoy 2001; Silver, Anderson and

Abramson 1986). In light of the democratic relevance of voter participation, voting

in an election is widely perceived as a socially desirable behavior. This, however,

makes self-reports of voter turnout subject to social desirability bias, whereby re-

spondents who have not actually voted in an election report the opposite. Such

overreporting, in addition to nonresponse bias, is another principal reason for

the overestimation of voter participation in surveys (e.g., Jackman and Spahn

2019; Selb and Munzert 2013). Based on a recent vote validation study, Jack-

man and Spahn (2019, 205) even find vote overreporting to be “the single largest

source of bias” in the 2012 American National Election Study. Moreover, mis-

reporting is correlated with characteristics that are also associated with political

involvement, such as education, income, political interest, or partisan attachment

(Ansolabehere and Hersh 2012). This means that among nonvoters it is especially

those who look like voters and feel the social desirability pressure that they should

have voted who misreport their behavior most, the consequence being that dif-

ferences between voters and nonvoters are misjudged. Sceptics have attributed

these findings to methodological and data quality issues in vote validation studies,

defending the accuracy of turnout self-reports (Berent, Krosnick and Lupia 2016).

Yet, taking these concerns into account, a recent study continues finding large

overreporting rates of 30 to 40 percent among validated nonvoters in major elec-

tion surveys and corroborates the correlates of vote overreporting from previous

studies (Enamorado and Imai 2019).

Data quality issues in surveys are now widely recognized among scholars of

voter participation and there has been notable methodological progress in dealing

with survey-based problems, such as advanced adjustment techniques for non-

response (e.g., Wang et al. 2015) or strategies to reduce misreporting (e.g., Kuhn
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and Vivyan 2018). Similarly, students of political participation make increasing

use of experimental designs relying, for example, on field experiments (e.g., Enos

and Fowler 2014; Holbein 2017; Theocharis and Lowe 2016) or geographic and

population thresholds (e.g., Enos and Fowler 2018; Kim 2019). The biggest visible

trend, however, is a growing reliance on alternative data sources to overcome

methodological challenges (Hillygus 2011). In this regard, official voter registration

data has received particular attention. These data emerge when citizens register

to vote in order to participate in elections or referendums. In the U.S., this

administrative information is recorded by the Secretary of State in each state

and considered public. The latter is probably the primary reason why existing

research is largely making use of U.S. voter files. The state records usually include

individual information such as the name, age, gender, and address of a person.

Some states also include additional information about a person’s race or ethnicity.

The real value in voter registration data, however, lies in the availability of persons’

officially recorded turnout (not vote choice) and registered party affiliation, often

over the course of several elections. This essentially eliminates the misreporting

problem that surveys are subject to.

With this advantage in mind, it comes as no surprise that political scientists

use these data for studying individual voting behavior already since the 1920s

(Cooper, Haspel and Knots 2009). However, it was only with the National Voter

Registration Act of 1993 and the Help America Vote Act of 2002, which set out

detailed requirements for the implementation and maintenance of state-wide voter

registration databases, that these data became widely available. In addition, re-

cent innovations in software and hardware capacities have made accessing and

exploring this large-scale individual-level data source a lot easier. Several com-

mercial data vendors, such as Catalist, L2, Aristotle, or NationBuilder specialize

in assembling, cleaning, and merging these records with further personal infor-

mation. Hersh (2015) shows how these data guide political campaigns in their
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perception of voters and how they approach them.

While the use of voter registration data is steadily growing among students of

voter participation (e.g., Enos 2016; Fowler, Baker and Dawes 2008; Fraga 2018;

Fraga and Holbein 2020; Hersh and Ghitza 2018; Hobbs, Christakis and Fowler

2014), this now prominent data source does not come without limitations either.

For one, government-provided voter registration data does not hold much infor-

mation beyond turnout, party registration, contact details, and very basic demo-

graphic characteristics. Fraga and Holbein (2020, 1) describe this as the “tradeoff

between covariate breadth and accuracy when choosing between survey and ad-

ministrative measures of turnout”. The paucity of covariates in voter registration

data severely limits the range of questions we can answer. The other drawback

is that it only includes information about the registered, not the voting-eligible

population. To the extent that these two diverge systematically, voter registration

data does only partially alleviate the survey nonresponse problem because it still

lacks a portion of actual non-voters who could have voted (Nyhan, Skovron and

Titiunik 2017).

Another data source that has in recent years received elevated attention as

regards the study of political behavior is social media data (Margetts 2017; Na-

gler and Tucker 2015). Around the globe millions of people make use of social

networking services, such as Facebook, YouTube, Instagram, TikTok, or Twitter

to share content, connect, and communicate with others. Some platforms make

the content that users create in the process freely available via application pro-

gramming interfaces (APIs). This allows researchers to get hold of vast amounts

of behavioral data at very low costs. Similar to voter registration data, the scale

at which this information is available resolves statistical power problems typical in

survey-based studies of specific subgroups of respondents. In addition, such digital

trace data is usually available in fine-grained intervals, offering the opportunity

to accumulate and study behavioral changes over time and against different con-

13



Introduction

texts. The specific type of information that becomes available for study presents

the most distinctive advantage of these data. Through the microblogging service

Twitter, for example, researchers can gain insight into records of actual written

communication, which are difficult to collect via other means such as surveys.

Observed social media behavior is also viewed as being less subject to social desir-

ability pressures and measurement error as platform users act of their own accord

(Nagler and Tucker 2015; Schober et al. 2016).

On its own, however, social media data forfeits much of its potential for study-

ing political participation in light of severe coverage and nonresponse-like selection

errors (Amaya, Biemer and Kinyon 2020). Typically, social media platforms af-

ford only little information about its users in addition to the tracked behavior. On

Twitter, for example, the researcher will only have access to the name and loca-

tion a user chooses to report. This not only restricts the questions we can address

with these data. It also makes it difficult to compare a Twitter sample with the

target population. But this is essential when studying voter participation, since

Twitter also includes users who are non-citizens or minors and thus not eligible to

vote. The frequent occurrence of bots that disguise as real persons present further

challenges (Ruths and Pfeffer 2014).

Additional complications arise in that social media users self-select into whether

they post something or remain passive consumers on the platform. At the same

time, common sampling approaches on social media, such as on Twitter, are based

on user activity or topic occurrence, whereby the inactive population, both at the

time of sampling and in general, is excluded by design. The active Twitter popula-

tion, however, is not representative of the general or the voting-eligible population

(Barberá and Rivero 2014; Wojcik and Hughes 2019). While not as prominently

used as surveys or voter registration data, scholars have also employed social me-

dia data to learn about political participation (e.g., Bekafigo and McBride 2013;

Bode and Dalrymple 2016; Settle et al. 2016; Vaccari et al. 2015). In view of the
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methodological challenges, however, the potential of these data have not yet been

fully realized in this domain. Most studies that rely on social media data aim at

predicting political outcomes or investigate specific online phenomena and plat-

form usage patterns without connecting these to theoretical debates in political

science (Jungherr and Theocharis 2017).

To further enhance the utility of these alternative data sources and accommo-

date some of the existing obstacles, researchers have begun to integrate both voter

registration records (e.g., Barber et al. 2014; Fraga and Holbein 2020; Ghitza and

Gelman 2020) and social media data (e.g., Guess et al. 2019; Stier et al. 2020; Vac-

cari et al. 2015) with surveys. This fusion of data collection approaches combines

advantages of voter registration records, such as validated turnout and party regis-

tration, or the fine-grained behavioral traces from social media data with the rich

set of covariates obtained via surveys. This expands the substantive range of stud-

ies and attenuates or at least helps to assess some of the coverage, nonresponse,

and measurement problems.

However, the exact benefits derived from integrating alternative data sources

with surveys and their applicability are limited by the research question and the

subject of study. This is most clear when voter participation is investigated to-

gether with other political behaviors that provoke systematic nonresponse or are

subject to social desirability pressures. In such cases, the need to rely in part

on self-reports again introduces survey errors. For example, recent studies show

that survey respondents misreport their political engagement on social media in

similar ways as they misreport their voting behavior (Guess et al. 2019; Hender-

son et al. 2020). When surveys are combined either with social media or with

voter registration data only one of these behaviors can be directly observed while

the other must be assessed via self-reports. In situations like these, systematic

selection of respondents into the survey part similarly remains a problem. This

cannot be resolved with social media data, and post-survey adjustments, based
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on appended voter registration data, may not suffice to overcome these biases. A

more obvious remaining limitation is that the extent to which we can make use of

the large samples available via voter registration or social media data for detailed

subgroup analyses is bounded by the smaller sample size of a survey. In addition,

the current focus on voter registration and social media data as supplements of

surveys leaves their joint advantages yet to be uncovered in the study of political

participation. In light of this, recent methodological innovations reveal remaining

gaps and point at opportunities for further contributing to existing debates as well

as for exploring new questions.

1.4 Contribution of the thesis chapters

The methodological contributions to the study of political participation brought

forward by this thesis arise from three studies, which follow after this introduc-

tion. Each of the single papers contributes to the voter participation literature

by addressing different aspects of the methodological challenges and opportunities

discussed above. In doing so, their combined effort yields progress by advancing

current approaches for studying voter participation, by adding to the contem-

porary understanding of specific questions, and by enabling the exploration of

new topics. Importantly, while methodological innovation is at the heart of each

study, its development is either directly embedded in or informs substantive de-

bates surrounding voter participation. The following three sections situate each

study’s methodological contribution in the context of the current state of the art

elaborated above and summarize the substantive contributions that emanate from

them.
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1.4.1 A strategy for polling two-round elections at all levels
of government

Surveys remain a central means for studying political participation. Their method-

ological drawbacks should make us wary as regards the context and purpose for

which we employ them but they should certainly not make us avoid them alto-

gether. The first paper in this dissertation demonstrates that specific settings and

statistical techniques can be leveraged to generate valid inferences and substan-

tive insights from surveys. The study “How to Poll Runoff Elections” presented in

Chapter 2 builds on and extends a survey approach for two-round elections that

was first proposed by Selb et al. (2013) in the context of a local election. In this

study, which is joint work with Peter Selb and Romain Lachat, we extend this

approach and scale it up to a general polling strategy for two-round elections at

all levels of government, including the national stage.

The study takes advantage of the unique setting offered by two-round elections,

which allows to survey voters in the first round for generating insights as regards

their behavior in a decisive second-round runoff. Within this context, we describe a

five-step approach that deals with several of the survey challenges discussed above.

We tested the approach in the 2017 French presidential election. In a first step, we

present a rejective probability sampling algorithm that utilizes information from

the previous election to allow for focusing only on a small sample of representative

polling places. This procedure helps to keep the costs of the survey in check while

yielding much less uncertain estimates compared to standard sampling approaches.

Importantly, this sampling strategy can also be employed in other than two-round

elections.

A second step serves to capture only those respondents who actually partic-

ipated in the first round of the election. In order to reduce coverage and misre-

porting errors, we thus limit the sampling frame in a second sampling stage to

actual voters by surveying voters in first-round exit polls at the sampled polling
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places (Bishop and Fisher 1995). When inquiring about respondents’ first-round

vote choice and candidate preferences on a seven-point sympathy scale we further

alleviate misreporting due to social-desirability by relying on self-administered

questionnaires (Mokrzycki, Keeter and Courtney 2009).

In the aftermath of our survey, we recognized substantial and systematic unit

nonresponse, despite our sampling approach and our focus on exit polls. In this

case, we were able to restore the representativeness of our sample by poststrat-

ifying to official first-round results in a third step. However, the persistence of

nonresponse bias exemplifies the limits of our survey strategy and the conditions

for its success. In settings where relevant poststratification information is not

available or where postsurvey adjustments are not appropriate, we also need other

strategies for learning about voter participation (see Chapter 3).

In a penultimate step, we additionally deal with item-nonresponse in self-

reported first-round candidate preferences. To achieve this, we impute missing

candidate ratings based on complete responses about first-round vote choice, can-

didate preferences, and basic demographics. This is important as we would other-

wise have to classify those who have neither voted nor expressed a preference for

one of the remaining runoff candidates as nonvoters in the second round. Seen in

this light, our imputation approach affords a valuable opportunity to learn about

voter participation in between election rounds.

The final step redistributes respondents’ votes for defeated first-round can-

didates to the remaining runoff candidates according to the Downsian model of

voting (Downs 1957). From this we infer predictions of the runoff, which outper-

form other polls and which we validate against official election results. This also

supports the theoretical basis of our approach and yields substantive insights. Our

findings suggest that voters’ participation and choice in the second round are to

no small part based on their expected utilities of having particular candidates in

office. Interestingly, we find that the rather simple imputation scheme improved
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our final results substantially. To the extent that this represents what voters learn

in between election rounds, which, by design, is pretty much what voters with

reported preferences already knew, it lends only little room for campaigns in ex-

plaining individual turnout and vote choice (Bennett and Iyengar 2008). In the

paper we point to further analytical potential of our approach.

1.4.2 Linking voter record and Twitter data for new per-
spectives on online and offline political participation

Against the background of unequal voter participation, scholars have asked whether

alternative means of political engagement can offset these inequalities. Online po-

litical involvement and its intersection with voting received particular attention

in this regard. Two competing theoretical camps emerged throughout the past

years. On the one hand, reinforcement theory predicts that online participation

is a weapon of the strong, employed by those already endowed with the necessary

resources that also make them highly engaged voters (Bimber 1999; Norris 2001;

Schlozman, Verba and Brady 2010). On the other hand, compensation theory pre-

dicts that the prevalence of the internet in everyday life and the different quality of

online-based engagement will attract less involved voters (Carpini 2000; Krueger

2002).

This debate has spawned much empirical research in the U.S. context with the

bulk of evidence ruling in favor of the reinforcement thesis (e.g., Bode and Dalrym-

ple 2016; Hindman 2009; Oser, Hooghe and Marien 2013; Norris 2001; Schlozman,

Verba and Brady 2010). Studies typically address the question whether online

political participation reinforces or compensates participatory inequalities in vot-

ing using survey self-reports. This, however, makes the existing evidence subject

to the specific measurement and nonresponse issues discussed above. Both online

political involvement and voting suffer from overreporting in similar ways (An-

solabehere and Hersh 2012; Guess et al. 2019). Both may also drive a dispropor-
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tionate self-selection of particularly politically involved respondents into surveys,

making post-survey adjustments difficult (Brehm 1993; Elwert and Winship 2014).

As a consequence, existing evidence may misjudge the extent to which those who

are political engaged online are also highly engaged voters and share the same

characteristics.

Since a partial reliance on surveys, for example by integrating them with social

media or voter registration data will not resolve these issues, this question has

remained outside the scope of recent methodological advances. The paper “Voting

and Social Media-Based Political Participation” presented in Chapter 3 builds on

latest innovations that make use of data integration to also accommodate these

kinds of questions and improve upon survey-based evidence. By joining voter

registration data from the state of Florida with observed activity on the social

media platform Twitter, the study allows for a new perspective on the debate

around compensation and reinforcement.

Integrating these two data sources has specific methodological advantages over

prior approaches. First, it allows for directly observing validated turnout and

actual online political engagement without having to rely on self-reports, thus

overcoming measurement errors associated with these behaviors in surveys. At

the same time, voter registration data includes essential demographic and politi-

cal voter characteristics, such as persons’ age, gender, and race. Detailed location

information in the voter record additionally enables us to incorporate further in-

formation, such as income at small-scale geographies, at least somewhat compen-

sating for the lack of covariates. Second, the approach reduces nonresponse bias

by identifying registered voters’ Twitter accounts via reported email addresses,

rather than allowing voters to self-select into the sample. This strategy also cov-

ers passive Twitter users who are largely inactive on the platform. Importantly,

the decision to report an email address appears unrelated to political involve-

ment, preventing renewed selection issues. In addition, the realized sample closely
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approximates the voting-eligible population without overrepresenting voters at

general elections. This also mitigates, at least to some extent, remaining selection

problems due to the exclusion of the unregistered population (Nyhan, Skovron and

Titiunik 2017). Third, the integration of voter registration and social media data

yields a large sample that allows for detailed analyses of relevant subgroups and

interactions thereof. While this is not the first study to combine these two data

sources, the few prior approaches (Barber et al. 2014; Jones et al. 2013; Grinberg

et al. 2019) have not been applied to overcome methodological challenges in the

domain of political participation and retain specific selection and coverage errors

(see section B.1.2 in Appendix B for a detailed discussion).

This study also contributes to the existing literature as regards the measure-

ment of political participation beyond departing from self-reports. Existing re-

search usually focuses on one or two elections, which confounds otherwise highly

engaged voters who missed an election with the exceptional participation of typi-

cally unlikely voters. This paper instead develops a measurement model that yields

more nuanced voting propensities based on observed turnout at several elections.

In addition, the paper contributes and validates a domain- and context-specific

dictionary to measure social media-based political participation based on persons’

Twitter activity.

The main results question the consensus in favor of reinforcement theory. The

study finds that political participation on Twitter does not align with salient di-

viding lines in voting in the U.S. that run along race and income (Fraga 2018;

Schlozman, Brady and Verba 2018). Moreover, social media-based political in-

volvement is not solely or primarily exercised by likely voters and extends to those

least likely to participate in elections. Interestingly, age, which is related to digital

literacy, matters most where it actually matters least as young adults’ elevated

online political engagement originates primarily from frequent voters. This sug-

gests that digital inequality either occupies only a minor role in online political
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engagement or that there is an element to it that is unrelated to age, internet

access, or income (see Figure B.13 in Appendix B). These findings are discussed

in the context of literature on the importance of race and individual resources

for political participation as well as with view to political representation. Taken

together, the study highlights both the methodological and substantive value of

integrating voter registration and social media data for contributing to ongoing

debates in political science.

1.4.3 A neural network approach to distill voter preferences
and participation from communication

The paper “Does Communication Signal Voter Preferences and Participation” pre-

sented in Chapter 4 is joint work with Simon Roth. The study illustrates how the

voter registration and social media data that was merged in Chapter 3 can be used

to investigate previously untapped questions in the study of political participation

and incite the use of novel methods in the field.

Interpersonal communication features prominently among explanations of vote

choice and turnout (e.g., Beck et al. 2002; Eveland and Hively 2009). A central

underlying assumption of these explanations is that communication content con-

veys discussants’ political characteristics, providing voting cues or incentives to

participate. However, since surveys are not designed to yield detailed and compre-

hensive records of respondents’ communication (Schmitt-Beck and Partheymüller

2016, 343), the content of communication is commonly inferred from discussant

characteristics rather than actual messages. This leaves a core assumption of this

research without an empirical foundation. Scholars studying language use in poli-

tics and communication-based measures of electoral characteristics have considered

actual communication. Yet this research revolves around linguistic differences in

political orientation (Okdie and Rempala 2019; Sterling, Jost and Bonneau 2020)

or focuses on elite or political talk (Hinds and Joinson 2018).
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Drawing on a linkage of voter registration and social media data allows for using

machine learning methods originally coming from computational linguistics to

examine whether the full content of exclusively citizen communication signals their

partisan preferences and electoral engagement. For one, social media messages

provide records of individual-level communication at large scale, circumventing

data limitations in prior studies. Second, adding voters’ official party registration

and validated turnout resembles a process of labeling or coding these unstructured

texts without measurement error due to self-reports. The resulting data can be

thought of as training data. This enables predictive modeling to explore unknown

signals in communication that relate to voter preferences and participation.

For this purpose, we develop an artificial neural network for natural language

processing (Chollet and Allaire 2018). This approach holds the advantage that it

allows us to consider the full spectrum of communication, including the semantic

relationship, context, position, and order of a vast amount of textual features. Ac-

cordingly, we can let the data dictate which communicative features are predictive

of voter preferences and participation without having to narrow our focus to spe-

cific aspects of communication. Having expanded the data presented in Chapter

3 by information from five additional US states, we train and assess this model

using repeated K-fold cross-validation.

Methodologically, our trained neural network also contributes to a burgeoning

literature that aims at predicting voter preferences and participation from be-

havioral trace data (e.g., Bach et al. 2020; Barberá et al. 2015). Specifically, it

informs the utility of citizens’ communication on Twitter for this purpose. This

is particularly relevant considering that party preferences and turnout indicators

are generally unknown on Twitter. Yet much research that investigates political

participation using social media, such as attempts at social media-based election

or opinion polling as well as more substantive inquiries into political participation

may profit from this. While not specifically related to political participation, we
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also devise a strategy for generating qualitative insights about predictive signals

from the neural network based on a combination of Local Interpretable Model-

agnostic Explanations (Ribeiro, Singh and Guestrin 2016), resampling, and rank

aggregation.

Substantively, our results suggest that individuals’ communication is predictive

of both their party preference as well as electoral participation. However, while

communication on Twitter allows to infer party preference with high accuracy, it

seems only informative about the political involvement of likely voters but not the

electorate at large. The signals that transmit information about voter preferences

and participation reflect citizens political identification, especially as partisans but

to a limited extend also as voters. The findings also support prior literature that

demonstrates a link between partisan identity and voter engagement (Dinas 2014;

Huddy, Mason and Aaroe 2015).
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Chapter 2

How to Poll Runoff Elections

Peter Selb, Sascha Göbel, and Romain Lachat

Abstract

We present a polling strategy to predict and analyze runoff elections using the

2017 French presidential race as an empirical case. This strategy employs rejec-

tive probability sampling to identify a small sample of polling stations that is

balanced with respect to past election results. We then survey the voters’ can-

didate evaluations in first-round exit polls. We poststratify the voter sample to

first-round election returns to account for nonresponse and coverage issues, and

impute missing candidate evaluations to emulate campaign learning. Next, the

votes for eliminated competitors are redistributed according to their supporters’

lower-order preferences. Finally, the predictions are validated against official re-

sults and other polls. We end with a discussion of the advantages and limitations

of this approach.
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2.1 Introduction

Predicting election outcomes based on polls faces three essential challenges: Poll-

sters must identify which of their respondents will actually vote despite what they

indicate, they must account for voters who make up or change their mind after

being polled, and they must generalize from a likely voter sample to the electorate

at large in the face of coverage and nonresponse issues (Prosser and Mellon 2018).

If surveyed properly, two-round elections should provide valuable leverage to

make these challenges more tractable. In a two-round election, each voter casts

one vote and the candidate with the majority of votes is elected. If none of

the candidates wins a majority, a runoff is held, normally between the two top

finishers. Two-round elections are widespread, used in 86 out of 113 countries

where heads of state are elected directly (Institute for Democracy and Electoral

Assistance 2019). They are also used in countless subnational elections around

the world, including the United States.

Runoffs are commonly polled much like any other election (Jérôme, Jérôme

and Lewis-Beck 1999). We propose an alternative approach that capitalizes on

information from both the current and past elections. This approach involves: (1)

balanced probability sampling of polling stations using auxiliary data from past

elections; (2) surveying of candidate preferences in first-round exit polls, where

respondents are sampled systematically on site; (3) poststratification of the voter

sample to official first-round returns; (4) imputation of missing evaluations of

the runoff candidates to emulate campaign learning; and (5) forecasting of the

runoff by redistributing the votes for eliminated competitors according to their

supporters’ lower-order preferences.

This strategy has advantages over common election polls in light of the afore-

mentioned challenges. First, the possibility of targeting actual voters in exit polls

enhances coverage of the prospective electorate. Second, measurements of pref-
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erence structures permit theoretically informed predictions of how voters make

up their minds between the ballots. Finally, first-round results provide power-

ful poststratification information to mitigate nonresponse bias. The polling and

redistribution steps were previously tested in a local election (Selb et al. 2013).

To scale the strategy up to national elections, this note focuses on sampling and

validation in the context of the 2017 French presidential election. The first round,

with 11 candidates in the running, took place on April 23.1 The following sections

detail the methodology of the exit poll fielded on that occasion. We then provide

theoretical motivation and validation of our prediction of the runoff between Em-

manuel Macron and Marine Le Pen on May 7. The final part discusses strengths

and limitations, and suggests further improvements.

2.2 Step 1: Sampling polling stations

The sampling of polling places for exit polls is generally facilitated by the avail-

ability of rich background information. Most importantly, past election results are

often strong predictors of current support for candidates and parties. Exit polls

in the United States and elsewhere use this information to stratify the population

prior to sampling to get better estimates at lower cost (Barreto et al. 2006). In a

multicandidate election, stratification by past results becomes difficult, especially

if the number of polling sites to be selected is small. A tight budget limits the

number of polling stations to be covered by our survey to 20 out of roughly 65,000.

Rejective sampling, in which probability samples are drawn repeatedly until the

sample statistics of auxiliary vectors are within a prespecified range of the popula-

tion parameters (Valliant, Dorfman and Royall 2000), is an alternative procedure

to generate such balanced samples. Rather than defining arbitrary thresholds, we

1See Section A.1 in Appendix A for a detailed description of the legal framework and cam-
paign context.
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draw a sufficiently large number of samples of polling stations2 and then select the

sample that is most balanced regarding the 2012 first election round. The algo-

rithm involves the following steps: (1) Draw k samples of m = 20 polling stations,

h, with probabilities proportionate to the size (PPS) of their local electorate in

the previous election. (2) For each sample, estimate the national first-round vote

share of each candidate, j, in the previous election using the vote share of j at

station h. (3) For each sample, calculate the squared difference between the PPS

weighted estimate and the actual nationwide vote share of all the J candidates

in 2012. (4) Choose the sample that produces the smallest squared difference, on

average, for conducting the exit poll.

To validate our sampling strategy, we replicate this process r = 1, 000 times

to get r× k = 200, 000 PPS samples, 1, 000 of which are balanced with respect to

the previous election result. For each of these samples, we estimate the current

2017 national vote shares using the official station-level results in round 1. Figure

2.1 presents the densities of the estimates from all PPS samples and the balanced

samples for each of the four strongest candidates. The results for all 11 candidates

can be found in Table A.2 in Appendix A. The efficiency gains through balanced

sampling turn out to be substantial. The ratios of the empirical variances of the

estimates from the balanced relative to the standard PPS samples (“design effects”)

peak at 0.19 for Le Pen, with an average of 0.6 across candidates.

The demonstrable accuracy gain notwithstanding, a drawback of rejective sam-

pling is that it may modify initial inclusion probabilities in an unknown manner

(Valliant, Dorfman and Royall 2000). However, a comparison of initial with em-

pirical inclusion probabilities from our simulation (see columns 5 and 6 in Table

A.3 in Appendix A) and a replication of our predictions in Tables 2.1 and 2.2

using the empirical inclusion probabilities (see Tables A.4 and A.5 in Appendix

2Simulation results suggest that the marginal increase in balance diminishes with k > 100
samples. See Figure A.2 in Appendix A. We choose k = 200, with an additional 100 samples as
a “safety net”.
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Figure 2.1: Standard PPS versus balanced samples: simulation results.

Note: Densities of the estimates from r×k = 200, 000 PPS samples of size m = 20 in light grey;
in dark grey, those from the 1,000 balanced samples. Vertical lines indicate actual 2017 vote
shares.

A) suggest that these discrepancies are negligible.3 Therefore, we use the design

inclusion probabilities to calculate the point estimates but approximate their stage

1 sampling variances with the delete-1 Jackknife technique (Wolter 2007).

2.3 Step 2: Sampling voters and surveying their
candidate preferences

PPS sampling in stage 1 helps us focus scarce interviewer resources on larger

polling stations that contribute more to the national election result. For analytic

ease, our on-site sampling strategy aims at establishing equal overall inclusion

probabilities for voters, through constant sample sizes in stage 2. This target

turns the spotlight on Avignonet-Lauragais, the place with the smallest electorate

3With roughly 65, 000 polling stations and a sample size of just 20, the empirical inclusion
probabilities are too bumpy after only 1, 000 draws of balanced samples. Therefore, we boost
the simulation to produce 25,000 balanced samples.
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included in our sample (Nh = 254), as it sets the limit for the maximum possible

constant sample size in stage 2. Under the assumptions that (1) 40 percent of

the voters will vote during the field period (interviews were limited from 11:00 to

16:00 to account for the travel time required to reach the polling places), (2) 10

percent of the selected voters will be missed at busy times, and (3) 40 percent

of the contacted voters will refuse to participate in the survey, and the tightest

possible sampling interval of 1 (i.e., every voter leaving the polling place will be

approached), the second-stage sample size will be 254× 0.4× 0.9× 0.6× 1 ≈ 55.

On election day, interviewers operated in teams of two. One interviewer mon-

itored the sampling procedure and indicated the target voters to the second in-

terviewer, who invited them to complete a short, self-administered questionnaire.

The questionnaire asked respondents to indicate the candidate for whom they had

voted, to evaluate each of the 11 candidates on a seven-point sympathy scale with

an additional “don’t know” category, and to indicate their gender and age group

(see Figure A.3 in Appendix A).

Overall, the realized sample includes n = 1, 060 respondents, which is very

close to the targeted 20 × 55 = 1, 100. One hundred respondents failed to report

their vote choice and were excluded from the analysis. Further information on the

sampling and data collection process is given in Table A.3 in Appendix A.

2.4 Step 3: Poststratification to national first-round
results

Nonresponse may bias inferences from election polls if the preferences of the re-

spondents differ from those of the nonrespondents. Indeed, some observers con-

sider nonresponse as one of the major culprits in recent polling failures (Kennedy

et al. 2018; Sturgis et al. 2018). The refusal rate in our exit poll was 34 per-

cent and thus somewhat lower than the 40 percent we had anticipated. Table 2.1

(“Survey”) suggests considerable nonresponse bias: Le Pen and Fillon supporters
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Table 2.1: Predicted and official first- and second-round results.

Round 1 Round 2

Step Macron Le Pen Fillon Mélenchon Macron Le Pen

Sample 25.0 19.8 18.3 21.5 68.7 31.3
(1.3) (2.0) (1.9) (1.8) (2.8) (2.8)

Survey 27.1 13.5 15.3 26.3 73.5 26.5
(1.4) (1.6) (1.8) (2.7) (3.2) (3.2)

Poststratification – – – – 64.2 35.8
– – – – (1.3) (1.3)

Imputation – – – – 66.0 34.0
– – – – (1.6) (1.6)

Official 24.0 21.3 20.0 19.6 66.1 33.9

Note: Sample: estimated vote shares based on official results from the sample of polling stations.
Survey: reported vote shares (Round 1), shares of redistributed votes (Round 2) from the exit
poll. Poststratification: shares of redistributed votes, re-weighted by national round 1 results.
Imputation: shares of redistributed votes based on imputed candidate ratings, re-weighted by
official round 1 results. Official: official election results. Jackknife standard errors in parentheses.
Figures for minor candidates are reported in Table A.6 in Appendix A.

are markedly underrepresented in our exit poll, while Mélenchon supporters are

overrepresented. Given that our interviewers were mostly students from political

science departments, this may well be due to differential reactions of would-be

respondents to the social style of the interviewers (Dohrenwend, Colombotos and

Dohrenwend 1968). Other possible reasons for the discrepancies include coverage

errors due to different groups of voters voting at different times of the day (Busch

and Lieske 1985). Whatever the reason, we poststratify our voter sample to re-

flect the distribution of first-round national election results. Variance estimates

are then adapted according to Valliant (1993). Assuming that the lower-order can-

didate preferences of the respondents do not systematically differ from those of the

nonrespondents, poststratification restores the representativeness of the preference

distribution in our voter sample.
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2.5 Step 4: Imputation of missing candidate rat-
ings

Seven percent of the respondents who voted for an eliminated candidate in round

1 failed to rate either or both Macron and Le Pen. We impute the missing rat-

ings using valid reports on round 1 vote choice, candidate ratings, polling station

affiliation, sex, and age group.4 The imputations implicate limited campaign dy-

namics in the sense that voters with incomplete preferences learn about the runoff

candidates’ positions and personalities between election rounds. But they only

learn what other, presumably better-informed, voters already knew in advance.

These voters’ (complete) response patterns are thus informative for the missing

candidate ratings. Otherwise we assume stated preferences to be stable between

election rounds. A look at the bivariate distribution of sympathies for the runoff

candidates before and after imputation (see Figure A.4 in Appendix A) suggests

that most voters with incomplete candidate preferences “learned” that they either

disliked both candidates or liked Macron while they disliked Le Pen.

2.6 Step 5: Redistribution of votes for eliminated
candidates

The key element of our forecasting strategy is the redistribution of votes for elimi-

nated competitors in line with the Downsian model of voting. Accordingly, voters

compare the expected utilities they would receive were each candidate in office.

Assuming there are only two candidates competing, if the expected utility dif-

ferential is positive, the voter votes for the first candidate; if it is negative, she

votes for the second candidate; if it is zero, the voter is indifferent and abstains

(Downs 1957, pp. 36–45). Lewis-Beck (1996) provides validation results for the

measurement of expected utilities using sympathy ratings in a French election

4Specifically, we use multiple imputation with chained equations with only the main effects
(MICE; see White, Royston and Wood (2011)).
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Table 2.2: Predicted redistribution of first-round votes.

Candidate Macron Le Pen Abstention

Macron 8,467,238 189,108 0
(113,895) (113,895) (0)

Le Pen 757,217 6,921,274 0
(245,632) (245,632) (0)

Fillon 3,908,756 1,782,150 1,522,089
(396,617) (247,120) (273,195)

Mélenchon 4,253,901 504,282 2,301,768
(209,588) (121,568) (178,013)

Hamon 1,641,708 148,934 500,646
(100,929) (56,604) (107,415)

Dupont-Aignan 594,020 530,843 570,136
(100,185) (128,481) (123,615)

Lassalle 252,475 49,515 133,311
(77,319) (36,689) (60,546)

Poutou 198,239 89,750 106,516
(76,253) (62,984) (66,200)

Asselineau 57,008 192,402 83,137
(39,732) (55,664) (41,584)

Arthaud 138,501 18,591 75,292
(49,114) (22,690) (49,170)

Cheminade 16,397 16,396 32,793
(18,454) (18,454) (21,308)

Total 20,285,460 10,443,245 5,325,690
(590,089) (473,653) (368,629)

Official 20,743,128 10,638,475 4,672,790

Note: Entries are estimated vote totals transferred from the first-round candidates in the rows
to the runoff candidates in the columns. Our method does not discriminate between abstention,
blank and invalid votes, they are all subsumed in the column Abstention. Jackknife standard
errors in parentheses.

survey.

Our strategy deviates from other polls that directly survey hypothetical runoffs.

One problem of this approach is that the effort quickly increases with the number of

candidates. For example, with 11 first-round candidates, the number of hypotheti-

cal runoffs between pairs of candidates {1, 2}, {1, 3}, . . . , {1, 11}, {2, 3}, . . . , {10, 11}

is 55 (that is, the binomial coefficient given two candidates to be chosen from

among 11). French pollsters therefore include only the plausible scenarios. In

2002, however, many polls failed to include the actual runoff, Jacques Chirac ver-

sus Jean-Marie Le Pen (Miguet 2002). For a theoretical and empirical assessment

of ratings and pairwise comparisons, see Jacoby (2006).
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Table 2.2 reports the estimated voter transitions from round 1 to round 2.

Strikingly, our projection suggests that at least 20 percent of the supporters of

eliminated candidates abstained or voted blank in round 2. This proportion was

particularly high concerning Mélenchon voters, who were the most likely to feel

alienated by both the extreme-right Le Pen and the candidacy of Macron, who

had been systematically portrayed by Mélenchon as being overly liberal and a

danger for social rights. Still, according to our estimates, a clear majority of

Mélenchon voters supported Macron in the runoff. The same holds for supporters

of Fillon and socialist candidate Hamon. Curiously, a substantial share of first-

round supporters of Le Pen voted for Macron in round 2 (i.e., gave higher ratings

to Macron). A potential explanation for this puzzling observation is “pushover

tactics” (Bouton and Gratton 2015).

The additional votes won by Le Pen came mainly from the supporters of Fillon,

Mélenchon, and Dupont-Aignan, accounting for about 80 percent of her second-

round gains. Among supporters of minor candidates, Le Pen was most successful

with those who had backed either Asselineau, whose main proposal was a French

exit from the EU, or Dupont-Aignan, who was as conservative as Le Pen on social

issues (see Figure A.1 in Appendix A) and the only presidential hopeful to have

endorsed her before the runoff.

2.7 Validation and comparison to other polls

The bottom row in Table 2.2 displays official election results for validation. The

predictions for both Macron and Le Pen are close to the official figures, well within

one standard deviation of their sampling distribution. As to abstention (which also

includes blank and invalid votes), this method predicts a sharper decline in valid

turnout than actually observed. One possible reason for this discrepancy is that

the voters with candidate differentials of zero turned out anyway, and relied on

implicit attitudes to render a judgment (Ryan 2017). Another possibility is that
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Figure 2.2: Poll-based forecasts of Macron’s second-round vote share.

Note: The dashed line indicates Macron’s official second-round vote share. The black point indi-
cates our forecast and gray points poll predictions together with 90%, 95%, and 99% confidence
intervals. The polling results were taken from https://en.wikipedia.org/wiki/Opinion_polling_
for_the_French_presidential_election,_2017.

these tied voters behaved exactly as we predicted, but that fresh voters who did

not turn out in round 1 blurred the predicted turnout decrease among round 1

voters (a point to which we return in the conclusion). Figure 2.2 pits our forecast

against common vote intention polls conducted after round 1, this time in terms

of estimated vote shares instead of totals to warrant comparability.5

Apparently, our prediction outperforms all the other polls. Finally, Table 2.1

unravels the contribution of each of our method’s steps to the final predictions.

While our sample of polling stations is reasonably balanced with respect to round

1 results, the respondent pool in our exit poll is a skewed representation of first-

5To our knowledge, all these polls use quota samples based on age, gender, occupation,
region, and community size from online access panels.
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round voters. Poststratification to first-round results dramatically improves our

predictions and is thus an integral part of our method. What we find particularly

interesting, however, is the extent to which the imputation step contributes to the

accuracy of the final predictions. Considering the limited dynamics the imputation

approach entails between election rounds, this result supports the paradigmatic

view of minimal campaign effects (Bennett and Iyengar 2008).

2.8 Discussion

We presented a versatile polling strategy to predict and analyze voting in runoff

elections that has some merits over standard election polls. Methodologically,

first-round exit polls are less vulnerable to coverage errors than common preelec-

tion polls that have to rely on self-reports subject to social desirability issues, or

on statistical models to identify likely voters (Prosser and Mellon 2018). More-

over, first-round election results provide powerful poststratification information

to mitigate nonresponse bias and other errors of representation, and to increase

the statistical efficiency of the estimates. Finally, accuracy gains through bal-

anced sampling limit the required number of polling stations, and thus even allow

researchers with small budgets to use the method. Our sampling strategy is not

limited to two-round elections and could prove equally valuable for traditional exit

polls used for election-night forecasting, which have recently come under criticism

Salvanto (2018). Also, the measurement part of our method is easily integrated

with any commercial exit polls that are already conducted in many countries with

two-round elections (though not in France; see Pina (2019)).

A drawback of our sampling approach as well as other rejective methods for

selecting balanced samples is that they may alter initial inclusion probabilities

in unknown ways and thus make it difficult to determine estimates and their

sampling variances analytically. The cube method Deville and Tillé (2004) is an

alternative balanced sampling scheme that preserves design-based inclusion prob-
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abilities.6 Another problem inherent in our method is its inability to incorporate

fresh voters. A projection of the runoff result based on the redistribution of votes

for eliminated round 1 candidates implies that the second-round electorate is iden-

tical to, or a subset of, the first-round electorate. However, official election data

reveal that 6.2 percent of the round 2 electorate were indeed fresh voters (Buisson

and Penant 2017). We “solved” this problem by tacitly assuming that fresh voters

have preferences that do not systematically differ from those of the persistent vot-

ers. If this problem is considered virulent, a better solution would be to use past

election statistics or additional survey data to predict the behavior of fresh voters

(Salvanto 2018). Likewise, absentee and early voting (which is not permitted in

France) is often an issue in exit polling (Mokrzycki, Keeter and Courtney 2009).

Substantively, the data collected offer analytic potential beyond its original use

for election forecasting. This includes the analysis of hypothetical runoff scenarios

to ascertain the Condorcet winner and the spatial analysis of candidate evalua-

tions (see Section A.2 in Appendix A). That way, our method helps increase the

scholarly relevance of election polls. As van der Eijk (2005) notes, we usually

learn little about elections and voting behavior from forecasting exercises, largely

because of their weak micro-foundations. Our forecast is built bottom-up from

theoretically sound predictions of individual candidate choices. Confronting our

election forecast with empirical reality thus also provides a way to evaluate the

method’s theoretical underpinnings. Still, aggregate validation leaves plenty of

room for ambiguities. For instance, is our overestimation of the decrease in valid

votes between round 1 and 2 due to supposedly indifferent first-round voters par-

ticipating at higher rates than predicted, or is it due to fresh voters entering the

runoff? Are candidate preferences really stable between the election rounds? Do

voters with incomplete preferences learn about the runoff candidates in accordance

with our imputation approach? These questions are hard to answer with official

6We are grateful to a reviewer for pointing this out.
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statistics as the only yardstick. A promising step forward would be to implement

a panel study in which respondents are contacted again after the runoff to learn

about their second-round candidate evaluations and choices.
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Chapter 3

Voting and Social Media-Based
Political Participation

Sascha Göbel

Abstract

Does online political involvement reinforce or compensate participatory deficien-

cies at the polls? Extant survey evidence portrays online participation as a weapon

of the strong, wielded by a highly politically involved, white, and affluent subset

of the American electorate. Surveys face systematic sampling and measurement

errors in the domain of political participation, though. In this study, I revisit this

question using individual voter registration records that I integrate with observed

Twitter activity. Based on a large sample that reflects Florida’s voting-eligible

population, I find that political involvement on Twitter is prevalent across the

electorate and extends to those most likely to abstain from voting. Moreover,

race and income, which are salient dividing lines in voting, do not structure social

media-based political participation. These results challenge reinforcement theory

and substantiate social media’s compensatory potential for more inclusive repre-

sentation. I discuss implications for political representation and future research

examining political involvement.
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3.1 Introduction

Ample opportunities for political engagement are fundamental to promoting equal

political voice, representation, and legitimacy (Schlozman, Brady and Verba 2018).

Over the past two decades, the emergence of online means of participation, espe-

cially social media, has probably been the most important addition to citizens’

participatory repertoire. Acts such as sharing or posting political content on so-

cial media have been shown to provide distinct mechanisms to communicate infor-

mation, needs, preferences, and hold representatives accountable (Barberá et al.

2019; Gibson and Cantijoch 2013; Oser, Hooghe and Marien 2013). But who uses

these opportunities?

Two competing theoretical expectations surround this question. One asserts

that predictors of online participation are the same as for voting. Accordingly,

online channels for political involvement benefit highly engaged voters equipped

with the necessary resources, reinforcing participatory inequalities (Bimber 1999;

Norris 2001). A more optimistic view anticipates that reduced costs and the

interactive quality of online participation attracts less politically involved citizens

compensating for their inactivity at the polls (Carpini 2000; Krueger 2002).1

Extensive online participation by young adults and males, both commonly

underrepresented in the US voting population, provides support for the compen-

sation theory (Bode et al. 2014; Bekafigo and McBride 2013). Yet survey evidence

from the US in favor of the reinforcement thesis prevails (Hindman 2009; Norris

2001). Findings portray online participants as a subset of the most engaged part

of the American voter population (Bode and Dalrymple 2016; Gainous and Wag-

ner 2014; Oser, Hooghe and Marien 2013; Schlozman, Verba and Brady 2010) who

are predominantly white and affluent (Best and Krueger 2005; Schlozman, Brady

and Verba 2018).

1While the terminology overlaps with research on digital media use and political involvement
(see Oser and Boulianne 2020), this is not the focus of this article. Here, online participation
refers to political involvement, not to general internet and social media usage.
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Surveys face systematic sampling and measurement errors in the domain of

political participation, though. Highly engaged voters are more inclined to par-

ticipate in surveys than their counterparts (Brehm 1993). If response behavior is

driven by political engagement, on- and offline, it acts as a collider variable. Con-

ditioning on this variable via removal of nonrespondents introduces selection bias,

which may lead us to overstate online participants’ propensity to vote and the

prevalence of characteristics that also predict turnout (Elwert and Winship 2014).

Additionally, political involvement is a socially desirable behavior and misreport-

ing highly prevalent (Jackman and Spahn 2019). It occurs in particular among

politically noninvolved respondents who share many characteristics with politically

involved respondents, which distorts sociodemographic differences (Ansolabehere

and Hersh 2012). Further measurement errors enter through an assessment of

individual voting proclivities based on only one or two elections. This conflates

different voter types and is prone to exaggerate the share of highly engaged voters

among online participants.

In this article, I revisit the question of whether online political participation

reinforces or compensates participatory inequalities in voting. To overcome survey-

specific problems, I focus on political involvement on Twitter and combine voter

records from the state of Florida with Twitter accounts. For one, this yields

a broad sample that closely approximates the voting-eligible population without

overrepresenting voters at general elections. Second, it allows us to directly observe

individuals’ validated voting histories and online participation along with other

political and sociodemographic characteristics. To account for electoral volatil-

ity and election-specific idiosyncrasies in the assessment of voter engagement, I

use a measurement model that links observed turnout at several elections to vot-

ing propensities. I trace individuals’ Twitter activity over an eight-month period

surrounding the 2018 midterm elections and measure political involvement via a

domain- and context-specific dictionary.
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These data complement existing studies with a novel perspective on compensa-

tion and reinforcement that escapes prior survey evidence. This additional angle

is relevant, as it affords descriptive insights that directly inform the internet’s

compensatory potential for political participation and what politicians as well as

researchers can expect to learn about the electorate on social networking platforms.

Moreover, if constituents’ political involvement on Twitter includes a more diverse

set of participants than previously acknowledged, then this reveals potential for

better substantive representation by political elites.

Challenging the consensus in favor of reinforcement theory, I find that political

involvement on Twitter can hardly be reduced to a subset of highly engaged voters.

To the contrary, I document that low-propensity and irregular voters continuously

participate politically on Twitter. Employing multilevel regression for subgroup

estimates, I find very limited evidence that social media-based participation is

structured along race or income. At the same time, results moderate expectations

regarding young adults’ disproportionately high online engagement, which emerges

primarily among more engaged voters. Amidst survey evidence that dominantly

depicts online means of participation as a weapon of the strong, this paper shows

that at least political involvement on Twitter shows potential for more inclusive

representation.

3.2 Data collection

The Florida voting-eligible electorate describes this study’s target population.2

The reason for focusing on Florida is the availability of email addresses in its pub-

lic voter files. Email addresses serve as unique keys to combine the voter records

with social media accounts and are usually treated as confidential in other states.

Florida’s voter files, however, are easily obtained, cleared for non-commercial re-

2Unlike the US Twitter population, which includes those who are not eligible to vote, this
allows for comparing voting and online political involvement.
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search, and among the richest in available information (Cooper, Haspel and Knots

2009). In substantive terms, Florida is also a politically diverse and perennial

swing state referred to as a microcosm of the United States (MacManus et al.

2015).

I collected the state’s voter records as of October 2017. The list records an

individual’s registration date, registered party affiliation, sex, date of birth, race,

residence, email address, and turnout at 12 consecutive primary and general elec-

tions between 2006 and 2016. Turnout at the 2018 elections was updated using

the file as of December 2018. Since individual income information is not available,

I rely on the 2017 American Community Survey 5-year estimates of per capita

income at small-scale census block groups as the closest possible surrogate.

To assess social media-based political participation, I concentrate on the social

networking service Twitter. The platform emphasizes communication and interac-

tion and provides a major venue for Americans to take part in political discourse

(Barberá et al. 2019; Nagler and Tucker 2015). To identify registered voters’ Twit-

ter accounts, I match them to users who have allowed others to find them by their

email address.3 I programmed an automated routine which implements this via

the platform’s contact synchronization feature. Following processing steps, this

yields a final sample of 90,832 registered voters with a public Twitter account (out

of 681,096 registered voters who reported an email address). The matching rou-

tine, a comparison to prior approaches, sample selection and processing steps, an

assessment of email address reporting as concerns additional selection bias, and a

geographic breakdown are reported Section B.1 in Appendix B. Ethical and legal

considerations are discussed in Section B.9 Appendix B.

Figure 3.1 compares the sample to different realizations of the Florida elec-

torate, i.e., the registered-voter, citizen-voting age, and voting-eligible popula-

tion.4 Note that the registered-voter and voting-eligible population are fairly

3At the time of data collection, email discoverability was the default on Twitter.
4See Section B.3 in Appendix B for definitions and estimation.
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Figure 3.1: Sample and target population characteristics.

Turnout 
 2018 (Gen)

Turnout 
 2018 (Pri)

Other

None

Republican

Democrat

Other

White

Hispanic

Black

60 +

50-59

35-49

25-34

18-24

Female

10 30 50 70 90

T
ur

no
ut

  
  

  
  

  
 P

ar
ty

  
  

  
  

  
  

  
  

  
  

R
ac

e 
  

  
  

  
  

  
  

  
  

  
 A

ge
  

  
  

  
  

  
  

 S
ex Sample

Voting-eligible pop.
Citizen-voting-age pop.
Registered-voter pop.
Official

similar, which lends additional support for focusing on Florida. Although there

is some overrepresentation of the middle-aged at the expense of those 65-plus

and of whites over blacks the non-probability sample closely approximates the

voting-eligible electorate. The notable overrepresentation of young adults and

democrats in conventional Twitter samples (Sloan and Jeffrey 2015; Wojcik and

Hughes 2019) does also not occur here. Party affiliation matches the distribution

in the registered-voter population and turnout at the 2018 general election (64.5%)

is close to official results (63%).5 The overrepresentation of voters at the 2018 pri-

5Based on https://dos.myflorida.com/elections/data-statistics/elections-data/
voter-turnout/ (last accessed September 2019).
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mary, however, cautions that this sample, albeit an improvement over surveys, is

not entirely immune to the biases discussed earlier.

Registered voters’ activity on Twitter was recorded daily between August 1,

2018 and March 31, 2019 using Twitter’s REST API. In all, the full text of more

than 6 million posts (users’ own and shared) was collected. Section B.2 in Ap-

pendix B offers further details on the collection of voter registration and Twitter

data.

3.3 Measuring political participation

Integrating voter records with Twitter data helps mitigating some survey-specific

problems due to selection bias and overreporting. Assessing whether political

involvement on Twitter reinforces or compensates participatory deficiencies at the

polls still requires a decision on how to measure an individual’s inclination to vote

and social media-based participation.

I begin by defining political participation as “a voluntary activity by citizens in

the area of government, politics, or the state” (van Deth 2014). To cast a vote is

the most common form of participation meeting this definition (Schlozman, Brady

and Verba 2018). Therefore, it makes sense to draw on the decision to vote at an

election as the benchmark against which to compare online political engagement.

Measuring turnout at one specific election, however, ignores that participation

varies depending on the importance ascribed to high- and low-stimulus elections

(Campbell 1960). Contextual factors, person- and election-specific idiosyncrasies

additionally twist voter behavior (Sigelman and Jewell 1986). Identifying voter

types, such as low-propensity, marginal, or highly engaged voters, based on one

or two elections is therefore prone to measurement error.

To reduce this error and empirically inform a differentiation between voter

types, I combine validated turnout at 14 consecutive elections (seven primary,

four midterm, and three presidential) from 2006 to 2018 into one voting propen-
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sity scale (Ansolabehere, Rodden and Snyder 2008). I use a two-parameter item

response theory model (Clinton, Jackman and Rivers 2004) that represents each

person’s probability of voting in a specific election, conditional on eligibility, as a

function of the person’s underlying voting propensity and election characteristics

(Fowler, Baker and Dawes 2008). These latent quantities are jointly estimated

from observed participation decisions. To put the resulting scale into context:

located around 0 are citizens with a voting probability that is high for presiden-

tial, moderate for midterm, and low for primary elections. Consistent non-voters

(8.6%) score an average voting propensity of −1.36, consistent voters (6.2%) score

1.48. See Section B.4 in Appendix B for the model, its implementation, and

parameter estimates.

Drawing on an extension of the above definition (Theocharis 2015), social

media-based political participation is conceptualized as an activity targeted at

the area of government, politics, or the state. Accordingly, I focus on own and

shared posts with political content or a political recipient on Twitter. Using a

keyword-based classifier, I categorize the text of all collected posts in line with

this definition.

Rather than using off-the-shelf terms for classification, I rely on a computer-

assisted algorithm for keyword discovery (King, Lam and Roberts 2017) to build a

problem- and context-specific dictionary. The method uses machine learning algo-

rithms to detect keywords based on coded examples and texts including relevant

terms. Two political scientists hand-coded a random sample of 4,000 posts fol-

lowing the definition above.6 A collection of 728,089 georeferenced Twitter posts

from Florida, gathered daily throughout the period of investigation, provided texts

with potentially relevant keywords. The resulting dictionary consists of 331 key-

words. Based on this dictionary 1,525,672 (24%) posts belonging to 12,876 (14%)

registered voters were categorized as political.7 I measure political involvement

6Interrater reliability based on Cohen’s κ = 0.91 (95% confidence interval = 0.89, 0.93).
7Hughes and Asheer (2019) report 13% political posts related to 10% of U.S. adults. At
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on Twitter conditional on the occurrence of one or more political posts.8 De-

tails on text processing, the construction of the dictionary, and its validation with

reference to statistical bias are given in Section B.5 in Appendix B.

3.4 Results

The area-proportional Euler diagrams in Figure 3.2 show that 91% of those polit-

ically engaged on Twitter voted in the 2016 presidential election. However, high-

stimulus elections lump together highly engaged, irregular, and low-propensity

voters. Less salient elections, where the voting population narrows to core voters

(Campbell 1960),9 are more informative about the claim that online participation

is merely executed by the highly engaged. The fraction of the politically involved

on Twitter who voted reduces to 73.5% in the 2018 midterms and drops below

50% in the last two primaries.10 This contradicts prior survey evidence, which

finds higher voting rates among politically engaged on Twitter even in midterm

elections (e.g., Bode and Dalrymple 2016, reporting 94% in 2010).

Figure 3.3 shows that this result is independent of the time window considered

for social media-based participation. The compensation of non-voting through

online political involvement is not merely a consequence of some high-profile event

that acts in place of a high-stimulus election. The number of citizens engaged on

Twitter varies considerably and in response to elections. But the political voice of

non-voters is consistently represented.

least two reasons account for this discrepancy: (1) U.S. adults vs. the Florida voting-eligible
electorate as target population, (2) including only posts on national politics vs. including posts
on all levels of government and general political topics (this study).

8This is a coarse measure compared to the voting propensity. There exists no precedent for
a similar measure or guidelines on which dimensions to incorporate, except for the frequency
of political posts which are not as clearly bounded as elections. Developing such a measure is
outside the scope of this paper. However, as shown in Figures B.9, B.11, and Table B.11 in
Appendix B, adjustments based on the frequency of political posts reduce the overall amount of
social media-based participation but otherwise yield substantively similar results.

9See Figure B.4 in Appendix B.
10Table B.11 in Appendix B shows similar results for sample subsets defined by levels of

(political) Twitter activity, time windows, party registration, and voter status.
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Figure 3.2: Area-proportional Euler diagrams of voting and social media-based
participation.
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Low-stimulus elections roughly distinguish core voters from the rest of the elec-

torate. Yet such elections confound likely voters who missed a particular election

and less inclined voters who participated for a change (see Figure B.8 in Appendix

B). The estimated voting propensities, on the other hand, allow us to disentangle

the degree of electoral participation among politically involved on Twitter and

compare it to the underlying voting-eligible population. Figure 3.4 presents this

comparison. Among the politically engaged on Twitter, the distribution of vot-

ing propensities is somewhat more left-skewed than for the overall sample. This

implies that more engaged voters are, unsurprisingly, more likely to incorporate

online means of participation into their repertoire. Other than predicted by re-

inforcement theory, however, political involvement on Twitter is not concentrated

around higher voting propensities. Social media-based participation is spread

across the electorate and extends to those who are least likely to vote.

The question remains whether this online engagement also extends to tradi-
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Figure 3.3: Social media-based participation and voter composition over time.
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tionally disadvantaged groups. Schlozman, Brady and Verba (2018) report that

online political participation is almost twice as prevalent among whites compared

to blacks. The reported disparity between whites and Hispanics is even greater.

They also highlight a noticeable increase in social media-based participation along

socioeconomic status. Figure 3.5 presents subgroup estimates of political partici-

pation on Twitter. This analysis is based on a multilevel regression with varying

intercepts for demographic and party groups along with corresponding two-way

Figure 3.4: Voting propensities in the sample and among politically involved on
social media.
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Figure 3.5: Social media-based participation in subgroups. Raw shares (gray
circles) and population-averaged predictions based on 4,000 posterior draws (black
circles).

interactions (Ghitza and Gelman 2013).11 Differences among race and income

groups are barely discernible and do not support the long-standing narrative of

strong racial and income disparities in online political activity.12

This aggregate perspective, however, blends different voter types. It may mask

evidence of compensation or reinforcement if minority and low-income working-

class voters politically involved on Twitter come disproportionately from low-

propensity or core voters. Figure 3.6 replicates the multilevel regression parti-

tioned by concentric voter types. Voter types are informed by individuals’ average

11See Section B.6 in Appendix B for the formal model, implementation, and postestimation.
12Figure B.10 in the Appendix B presents poststratified estimates that account for remaining

differences between the sample and target population, leaving results unchanged.
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Figure 3.6: Social media-based participation in subgroups by voter types.
Population-averaged predictions based on 4,000 posterior draws.

participation probabilities at primary, midterm, and presidential elections as de-

rived from the measurement model. Results remain largely unchanged with no

indication of reinforcement.13

Political participation on Twitter compensates minority and low-income vot-

13Disaggregation into interacted subgroups and different model specifications yield substan-
tively similar results (see Figures B.12 to B.37 in the Appendix B).
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ers’ relative absence at the polls (Fraga 2018; Schlozman, Brady and Verba 2018)

insofar as it appears balanced across race and income for all voter types. Contrary

to what is frequently expected by compensation theorists, however, engagement

in political discourse on social media is not more prevalent among more politi-

cally alienated groups. Young adults’ extensive political involvement on Twitter

(see Figure 3.5) appears primarily among already engaged voters (see the bottom

right panel in Figure 3.6). What stands out is the overrepresentation of males

and (white) democrats among regular voters in political activity on Twitter (see

Figures B.22 to B.37 in Appendix B).

3.5 Implications

Social media continues to surface as a distinct addition to citizens’ participatory

repertoire. Yet survey evidence about its use for political engagement in the

American electorate remains sobering. Online participation is largely perceived

as a weapon of the strong, wielded by the highly politically involved, white, and

affluent class.

Offering a new perspective on this research, this study departs from survey

self-reports and combines administrative data with Twitter accounts. I find that

constituents’ political involvement on Twitter does not mirror persistent partici-

patory inequalities in voting and extends to those who are least likely to turn out

on election day. These results suggest an opposing view to reinforcement theory

and highlight social media’s compensatory value for more inclusive representa-

tion. However, the findings also point out that social media may not offer the

much-anticipated remedy for America’s youth participation gap.

The results presented here speak to several domains. First, they add to a

recent literature which challenges the enduring narrative of participatory deficien-

cies among non-white Americans (Anoll 2018). Second, findings are consistent

with studies that question the importance of individual resources for structuring
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political participation (Ansolabehere and Hersh 2012). Third, the results have

direct implications for political representation. Recent research indicates that

American legislators’ political agenda is responsive to preferences expressed on

Twitter, although primarily with regard to strong partisan supporters (Barberá

et al. 2019). Especially during primary and midterm elections, where the vot-

ing population narrows to core voters, nonvoters keep exercising political voice

on Twitter. Politicians can act on this knowledge to learn about and better rep-

resent a broad spectrum of the electorate, including those who are traditionally

underrepresented at the polls, both during and between elections. Moreover, being

more accountable to posts by these groups might have beneficial consequences for

turnout among these voters.

An important limitation to the external validity of this study is its sole focus

on Twitter. Twitter is distinct from other social networking services, such as

Facebook or Instagram, and likely has a different and potentially more politically

active user base. Another caveat is the exclusion of unregistered voters. This

means that the online political involvement of the most disengaged and chronic

nonvoters remains hidden to us. Both of these drawbacks are likely to account

for the still relatively high voting rates found here. Extending this research using

commercial voter registration databases, that also include records of unregistered

voters (Ghitza and Gelman 2020), and pairing them with surveys to obtain shared

user activity on other social media platforms may present a potential solution to

these problems. The insights and methodological approaches presented in this

article will hopefully help to support such efforts and to reinvigorate research on

diverse forms of political participation.
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Chapter 4

Does Communication Signal Voter
Preferences and Participation?

Sascha Göbel and Simon Roth

Abstract

Does communication carry information about voter preferences and participation?

This question is central to explanations of communication effects on vote choice

and turnout, language use in politics, and communication-based measures of elec-

toral characteristics. Yet empirical evidence in this regard is scarce. Existing work

typically assumes communicated information from discussant characteristics, fo-

cuses on linguistic differences in political orientation, and investigates elite or polit-

ical talk. In this paper, we examine whether the full content of exclusively citizen

communication signals their partisan preferences and electoral engagement. We

draw on a unique dataset that combines individual US voter registration records

with communication on Twitter. This allows for exploring communicative signals

via a neural network approach to natural language processing. We find that US

citizens’ talk conveys substantive information about party preferences and high

voter engagement. Predictive signals suggest that political identities fundamen-

tally structure communication.
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4.1 Introduction

Does communication signal voter preferences and participation? Extant literature

demonstrates significant effects of interpersonal communication on vote choice

and turnout (Beck et al. 2002; Eveland and Hively 2009; Huckfeldt and Sprague

1991; McClurg 2006). The notion that communication content transmits indi-

vidual voter preferences and participation to others provides a central explana-

tion for these effects. Information about one’s party affiliation, sense of civic

duty, or political efficacy can serve others as voting cues or incentives to partic-

ipate. Yet empirical evidence on whether interpersonal communication actually

signals such information is lacking. Existing, largely survey-based studies are not

equipped with respondents’ specific communication records (Schmitt-Beck and

Partheymüller 2016, 343). Communicated information is hence typically assumed

from discussant characteristics rather than inferred from actual messages.

Evidence on whether communication reflects voter preferences and participa-

tion is not only relevant to the assumptions underlying the relationship between

interpersonal communication and electoral characteristics, though. It also informs

language use in politics. The pertinent literature focuses on specific linguistic dif-

ferences along political orientations (Okdie and Rempala 2019; Sterling, Jost and

Bonneau 2020). Considering variation in communication at large offers a more

comprehensive perspective with insights on the substance of political traits. To

the extent that communication carries information about voter preferences and

participation it may also prove relevant for measurement purposes. Interpersonal

communication is available in plenty on social networking platforms and com-

puter scientists have explored this source extensively in this regard. However, this

technical work focuses on self-reported political orientation, is usually based on

political rather than ordinary talk, confounds elite and citizen communication,

and concentrates on specific vocabularies or linguistic features (Hinds and Joinson

2018).
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This paper adds to the existing literature by investigating whether the full

content of exclusively citizen communication signals their partisan preferences and

electoral engagement. To motivate and contextualize our empirical analysis, we

advance a theory about why communication should mirror voter preferences and

participation in the first place. Starting from social identity and self-categorization

theory (Tajfel 1981; Turner et al. 1987), we posit that voting and partisan attach-

ment provide foundations for social identification (Huddy 2001; Kalin and Sam-

banis 2018). We argue that group norms that constitute the resulting political

identities influence communicative behavior (Hogg and Reid 2006). Consequently,

individuals’ perceived identities should crystalize in communication and reflect

their partisanship and electoral engagement. We discuss research on affective po-

larization and social norms of voting to clarify communicative behaviors, which

we expect to inform voter preferences and participation.

To circumvent data limitations in prior studies we draw on a unique dataset

that combines individual-level administrative information with digitally recorded

communication for over 36,000 voters. Specifically, we use data introduced in

Chapter 3 that merges public voter registration records from the state of Florida

with corresponding public Twitter accounts and that we expand by data from five

additional US states. These data allow us to operationalize both our outcomes of

interest, voter preferences and participation, based on voters’ official party regis-

tration and validated turnout at the 2018 general and primary elections. Simul-

taneously, more than 11 million text messages recorded on the Twitter accounts

of these citizens and ranging between 2006 and 2020 grant us direct access to

communication content at the level of the message rather than its source. Impor-

tantly, we deem the US a “likely case”: Political identities are highly developed and

salient in the US. Considering our theoretical background, communicative signals

of voter preferences and participation should be particularly prevalent here.

To explore unknown patterns in communication that speak to voters’ partisan
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preference and electoral engagement we rely on predictive modeling (Cranmer and

Desmarais 2017). We develop an artificial neural network that is theoretically in-

formed by an application to natural language and text data (Chollet and Allaire

2018). This approach allows us to consider the full spectrum of communication,

including a vocabulary of over 600,000 features as well as the semantic relation-

ship, context, position, and order of words. We train and evaluate our model using

repeated K-fold cross-validation. This way we are able to assess the degree and

variability to which communication generally signals our outcomes of interest. Ad-

ditionally, we employ Local Interpretable Model-agnostic Explanations (Ribeiro,

Singh and Guestrin 2016) to offer substantive insights on what citizens are saying

that resonates with their partisan preference and electoral engagement.

We find that communication signals voter preferences and participation, al-

though to varying degrees. Individuals’ communication is highly predictive of

their party preferences, offering a rich source of information in this regard. Com-

munication is also moderately instructive about voter participation, though only

as regards low-stimulus elections. This suggests that communication carries infor-

mation about the voting habits of likely voters but not the electorate in general.

Communicative signals that are predictive of voter preferences and participation

reflect group norms that constitute political identities and show a strong connec-

tion between partisan identity and voter engagement.

In the next section, we situate our study among related work on interpersonal

communication and electoral characteristics, the use of language in politics, and

the measurement of political traits and carve out its contribution. We then dis-

cuss our data, case selection, and methodological approach, before turning to our

empirical findings. We conclude with a discussion of our study’s limitations and

consider its implications with reference to our theoretical background and related

literature.
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4.2 Related work

Interpersonal communication occupies a central role in the study of voter prefer-

ences and participation. The question whether communication influences these in-

dividual electoral characteristics has received particular attention. A large strand

of literature has offered evidence that interpersonal communication significantly

influences individual party preferences and vote choice (Beck et al. 2002; Huckfeldt

and Sprague 1991; Kenny 1998; Schmitt-Beck and Partheymüller 2016). Simi-

larly, several studies highlight the positive effects of interpersonal communication

on voter participation (Carlson, Abrajano and Bedolla 2020; Eveland and Hively

2009; McClurg 2006).

A common feature among these survey-based studies is that they measure com-

munication content through discussant characteristics rather than via the messages

as such. Effects of interpersonal communication are assessed by way of discussant

network composition and discussion frequency. In consequence, actual communi-

cation and its content has only played a subordinate role in the existing literature

(Schmitt-Beck and Partheymüller 2016, 343). At the same time, the notion that

communication content transmits discussant characteristics to others is at the

heart of this research, as it provides an important explanation for the effects of in-

terpersonal communication. Note that these effects by themselves, however, do not

prove that communication content carries discussant characteristics. Unobserved

confounders that influence both discussant characteristics and the interpersonal

network may just as well explain such findings. That communication reveals, for

example, individuals’ party preferences, sense of civic duty, social norm of voting,

or political efficacy, which can act as cues or incentives to participate, is generally

assumed. By focusing on whether communication signals voter preferences and

participation, we shed some light on this thus far unstudied assumption.

A strand of literature that considers actual communication with reference to

political characteristics is the study of political language. This literature is largely
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involved with identifying linguistic differences along political orientations. Most

of the studies focus on political elites. Cichocka et al. (2016) and Diermeier et al.

(2011), for instance, investigate differences in the use of grammar between liberal

and conservative politicians and Slapin and Kirkland (2020) study pronoun usage,

sentiment, and complexity of speeches of politicians dissenting from the party

line. Only recently have scholars conducted similar analyses with reference to

citizens. For instance, Okdie and Rempala (2019) and Sterling, Jost and Bonneau

(2020) study language differences between liberal and conservative undergraduate

psychology students and Twitter users across several linguistic categories.

These studies, although having made invaluable contributions to our under-

standing of language use in politics, are limited by an exclusive focus on political

orientation and a narrow perspective at communication that often focuses on psy-

chological aspects. Analyses are usually restricted to very specific features of

language, frequently identified via the Linguistic Inquiry and Word Count dictio-

nary.1 This is paired with a commonly used bag of words approach that considers

only the frequency of words in documents, ignoring other informative properties

such as semantic relationships, context, and structure. This disregards whether

communication in its entirety reflects political characteristics, such as voter pref-

erences and participation, likely accounting for the typically small effects in this

literature (Sterling, Jost and Bonneau 2020). We overcome this limitation by using

a neural network approach to natural language processing. In doing so, we are, to

the best of our knowledge, the first to study the full spectrum of communication

as it refers to voter preferences and participation.

Another burgeoning literature treats voter preferences and participation as

traits that can be predicted from behavioral trace data. Barberá et al. (2015) uses

Twitter follower networks and Kosinski, Stillwell and Graepel (2013) use Facebook

1Diermeier et al. (2011) present an exception, since they also focus on how the content of
political speech reflects ideology, though only with view to political elites and within the limits
of the bag of words approach.
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likes to measure social media users’ party affiliation. Bach et al. (2020) rely on

survey respondents’ web browsing records to predict their political views and elec-

toral participation. Beauchamp (2017) uses text messages on Twitter to measure

vote intentions but only aggregated at the level of states. At the individual level,

actual communication on social media has received vast attention in computer

science. However, in this literature, the focus is less on the message and infor-

mation transmitted by communication. It rather emphasizes technical aspects in

search of the best performing textual classifier of political orientation. As a result,

this research has put a focus on political instead of general communication, has

mixed communication by political elites and citizen,2 and has employed limited

vocabularies and specific linguistic features (Hinds and Joinson 2018). Instead,

our data and methodological approach offer insights on whether (exclusively) cit-

izens complete and everyday communication on Twitter yield a viable alternative

for measuring individual political preferences and participation – information that

is generally unknown for the social media population. Therefore, our study also

adds to this literature.

In sum, we add to the existing literature in three ways. First, we inform a

common but unstudied assumption in the literature on communication effects on

vote choice and turnout. Second, rather than focusing on highly simplified rep-

resentations of language and specific linguistic categories, we consider whether

communication in its entirety reflects differences in political views and electoral

engagement. Third, we sound out the use of citizens’ social media-based commu-

nication for measuring political traits.

2This is one important reason why we excluded so called retweets in our empirical analyses.
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4.3 Why communication reveals voter preferences
and participation

We prepend our empirical discussion with a theory about why communication

should mirror voter preferences and participation in the first place. Considering

that extant literature commonly treats this as an automatic side effect of polit-

ical talk, we deem theorizing in this regard particularly important. Moreover,

the theoretical scaffold aids in understanding and contextualizing our empirical

findings.

Communication theory suggests that communicative behavior is structured

by groups (Hogg and Reid 2006). Common thoughts, feelings, and behaviors

within groups, aka group norms, have a bearing on what people say. Group norms

become directly or indirectly the subject of talk. For instance, to gain acceptance

while socializing with others, to justify actions in group decision-making, while

discussing opinions on media reports, parenting, or the behavior of others, people

express what is and what is not normative of their group, thus delineating group

boundaries. In consequence, communication carries information about individuals’

perceived group membership.

This line of reasoning is rooted in social identity and categorization theory,

which explains behavior on the basis of identification with groups (Tajfel 1981;

Turner et al. 1987). This school of thought maintains that individuals categorize

themselves and others in social groupings. Context and socialization determine

the social category that persons sort themselves into based on common attributes

and lay out norms and appropriate behaviors. Over time, people develop a sense

of belonging to the social grouping – a perceived, subjective group membership3 –

and make their behavior conform to respective group norms. Throughout this pro-

cess of identification, the perceived group membership is internalized, becoming

3This differs from objective group membership in that it is subject to individual discretion
and does not require formal membership
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part of one’s self-concept. Such social identities, once developed, have behavioral

implications. To preserve consistency with their self-concept and avert psycho-

logical discomfort, people strive for positive distinctiveness in comparison with

others. This motivates their social identity and harvests its benefits as a source

of positive self-esteem (Monroe, Hankin and Vechten 2000). Accordingly, persons

focus on and highlight differences between social groupings, naturally placing their

social category favorably over others. From a communication theoretical perspec-

tive, these consequences of social identification are observable in communicative

behavior.

Classic social identities typically relate to non-political groupings such as eth-

nicity, religion, sexuality, or class. However, political science scholars have high-

lighted that political categories provide a basis for social identification as well

(Huddy 2001; Kalin and Sambanis 2018). This is plausible considering the inter-

dependent, group-based nature of political behaviors (Huckfeldt 2005). According

to Huddy (2013), when group norms pertain, for example, to specific political

parties or courses of political action, they form political identities.

Recent research shows that voter preferences map to coarse categories that

function to distinguish parties on the same from those at the opposing side (Bol-

stad and Dinas 2017). Voters were shown to consciously sort into and identify

with specific partisan groups and act more favorably towards them compared to

others. Especially in the US context, scholars have repeatedly shown that parti-

sanship represents a profound political identity (Greene 1999; Theodoridis 2017).

Egan (2020) reports evidence that Americans even shift other social identities

to align with their party identification. The behavioral consequences of partisan

identification are best demonstrated by the literature on affective polarization in

the American electorate (Iyengar and Westwood 2015; Mason 2015). Democrats

and Republicans face each other with prejudice and animosity. Identification with

a party increasingly means intolerance, dislike, and distrust for the other side.
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Partisan bias colors not only voters’ behavior toward each other, but also their

judgment of actions and beliefs about facts. We expect these behaviors to mirror

in communication and reveal voter preferences.

Electoral participation is strongly related to party identification. Voting allows

for substantiating one’s perceived party affiliation (Dinas 2014) and for promoting

positive political outcomes for the own group (Fowler and Kam 2007). Support-

ing this, Huddy, Mason and Aaroe (2015) find that those who identify strongly

with a party are also more active at the polls. By implication, the behavioral

consequences of partisan identification should also inform voter participation.

However, voter participation may also function as a political identity in its own

right. This is most clearly expressed in the debate on effects of priming a social

identity as a voter on turnout (Bryan, Yeager and O’Brien 2019; Gerber, Huber

and Fang 2018). Voting is a group-based activity (Bhatti, Fieldhouse and Hansen

2020) and subject to the degree of social approval (Fieldhouse and Cutts 2020) or

disapproval (Partheymüller and Schmitt-Beck 2012) in one’s social context. The

essential group norm is either the shared belief that most people in the group vote,

ought to vote, and expect others to vote or the inverse. The degree of political

efficacy and whether voting is considered a civic duty within the social context is

central to this idea (Blais and Achen 2019). We would expect such ethical concerns

to show in communicative behavior and reflect voter participation in particular.

4.4 Data and case selection

Communication content is distinctly lacking from the largely survey-based re-

search on the relationship between interpersonal communication and individual

electoral characteristics. Surveys, while well suited for the collection of individual

attributes, are not designed for recording respondents’ actual communication, let

alone at large scale (Schmitt-Beck and Partheymüller 2016, 343). We believe that

these data limitations account for why our research question, despite its obvious
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relevance for the existing literature, has thus far remained unstudied.

To overcome this deficiency, we use data from Chapter 3 that combines pub-

lic voter records of a large sample of registered voters from Florida with their

public Twitter accounts. These data uniquely allow for observing persons’ official

party registration and validated turnout together with their actual communication

content. Originally, the two data sources were integrated via a custom algorithm

using publicly available email addresses in the voter records. To extend these data

both in size and geographically, we collected further voter records for the states

of Arkansas, Colorado, Connecticut, Rhode Island, and South Dakota for which

we were able to access public contact information. We identified respective Twit-

ter accounts by pairing this information with integration services by the identity

resolution company FullContact.

We operationalize our outcomes of interest, voter preferences and participa-

tion, using official validated information from the voter records. When registering

to vote, voters in the US are given the choice to declare an affiliation with a polit-

ical party. In closed primary states, this party registration is required for voters

to participate in partisan primary elections. That said, recent research shows that

primary voters are generally representative of a party’s electorate (Sides et al.

2020) and that crossover voters, those who register with the opposing party to

vote for an inferior candidate in the primary, are rare (Norrander 2018). Re-

search has also repeatedly demonstrated a strong link between party registration

and individual partisan attachment (Burden and Greene 2000; Thornburg 2014).

Consequently, we rely on party registration as a binary measure of voters’ party

preference as either Republican or Democratic. As regards voter participation, we

focus on the 2018 general and primary elections. These are the latest elections for

which validated individual turnout indicators are available in our data. We use

these binary indicators for whether a person voted or abstained in the respective

election, conditional on eligibility, to measure individual voter participation.
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Table 4.1: Voters and text messages in the dataset.

Party Preference General & Primary Election Turnout

Voter File Voters Messages Batches Voters Messages Batches

Arkansas (Sep-2019) 932 184,276 9,104 932 184,276 9,104
Colorado (Aug-2019) 1,602 309,743 14,441 — — —
Connecticut (Oct-2019) 1,634 345,975 16,622 1,634 345,975 16,622
Florida (Oct-2017) 23,122 7,631,653 367,495 31,964 10,517,440 509,346
Rhode Island (Sep-2019) 1,629 369,551 17,968 1,629 369,551 17,968
South Dakota (Sep-2019) 125 24,298 1,299 159 31,528 1,622

Total 29,044 8,865,496 426,929 36,318 11,448,770 554,662

Note: The columns ‘Voters’ list registered voters for whom outcomes and text messages are avail-
able. The columns ‘Messages’ list the number of single text messages after text pre-processing.
The columns ‘Batches’ refer to text messages stacked to sequences of a maximum length of 300
words. Dates of origin for the voter records are indicated in brackets. Turnout indicators are
not publicly available for registered voters in Colorado.

To operationalize communication, our input of interest, we rely on text mes-

sages communicated through the Twitter accounts of registered voters in our sam-

ple. Twitter is a social networking service that provides a major venue for people

to communicate, interact, and take part in political discourse (Nagler and Tucker

2015). We focus exclusively on text messages sent directly by voters in our sam-

ple and exclude shared messages, so called retweets. This allows for measuring

the content of communication at the level of the message and its source.4 Public

text messages sent by registered voters in our sample were collected using Twit-

ter’s REST API. The data introduced in Chapter 3 includes daily records of text

messages since August 2018. For our extension of the data, the daily collection

commenced on December 2019. However, since Twitter profiles store up to 3,200

past text messages, our data additionally includes communication that goes as

far back as October 2006. Ranging until July 2020, we record almost up to 14

years of social media-based communication content per person. The final number

of voters and Twitter messages in our data across sources and outcomes is shown

in Table 4.1. Further details on data collection, integration, and processing are

4Another reason for the exclusion of retweets is that they may introduce leakage from train
into test data if persons in both datasets share the same text message.
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given in Section C.1 in Appendix C.

While our focus on the US is evidently driven by data requirements, it is

also theoretically appealing. Political social identities are highly developed and

salient in the US, possibly even more so than in any other country. Seen against

our theoretical background, if communication does not signal voter preferences

and participation here, it is less likely to do so in countries where political social

identities are less important.

4.5 A neural network approach to natural language
processing

Recall that our goal is to detect signals in communication that relate to voter

preferences and participation. This search for unknown patterns is an exploratory

task, for which predictive modeling is ideally suited (Cranmer and Desmarais

2017). At the heart of predictive modeling is so called training data, input data

for which associated outcomes of interest are already coded. Based on these data,

a model is employed to distill the input features that are most predictive of distinct

outcomes. To assess whether the identified features are generally predictive of and

thus signal the outcome, the trained model is applied to new, previously unseen

data.

Dealing with written communication and hence text data, we require a pre-

dictive model that can interpret and process natural language. As pointed out

above, existing studies mostly rely on approaches that represent text as a (typi-

cally sparse) matrix of word counts in documents, aka a bag of words. This has

several limitations. In our context, facing millions of texts with a massive vocab-

ulary, computational constraints present the biggest obstacle. Scholars routinely

cut their data down to accommodate the computational costs of representing text

as a matrix. Furthermore, this text interpretation does not incorporate the order,

the context, and the semantic relationship of words.
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Rather than making compromises on all these dimensions, we rely on a neural

network approach to natural language processing (Chollet and Allaire 2018). In

neural network models, words are mapped to unique integers and text inputs are

represented as sequences of these integers. In addition to substantially reducing

the dimensionality compared to matrix representations, this vector format also

retains more information, such as the position and context of words in a sequence.

This provides a more complete interpretation of communication and allows us to

make full use of our data. Instead of pre-selecting a limited range of features,

we let the data speak about whether and which features are predictive of our

outcomes. Before describing our neural network model together with its training

and evaluation, we turn to the text pre-processing that we applied in accordance

with the requirements of neural network models.

4.5.1 Text pre-processing

Prior to transforming communication into machine readable format, we performed

limited but necessary processing operations on the raw text. In line with our

interest in written natural language, we first removed emojis, emoticons, and

URLs. To assist the neural network model in picking up relevant patterns, we

further removed very infrequent features that occurred in less than three messages.

Their scarcity makes them ‘noise’ that provides room for the model to pick up

message-specific peculiarities rather than general differences between groups.

Similarly, we applied basic text normalization to align words into common

forms. We replaced contractions with their long form and elongated words with

their standard form, removed kerning and punctuation, and finally lowercased

all words. However, to retain semantic differences between words, we did not

apply stemming. We also did not remove stop words, which can provide valuable

context information (Chang and Masterson 2020). To distinguish between the

actual message, its topical emphasis, and references to other Twitter accounts, we
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kept hashtags and mentions.

Twitter is a social networking platform that operates in the microblogging do-

main. Accordingly, messages are brief and can range anywhere from just 1 up to

280 (formerly 140) characters. Single messages in our data are on average just

16 words long. This paucity of information in a text sequence associated with a

specific outcome can make it difficult for the model to detect relevant patterns in

communication. We also wouldn’t expect every single message to contain informa-

tion that speaks to voter preferences and participation. For this reason, we stack

all messages of a voter in order of their creation and split the resulting text into

fixed sequences of maximum 300 words. This provides more information to the

model and a somewhat more representative summary of persons’ communication

than one single message. Indeed, Figure C.3 in Appendix C shows that stack-

ing texts to longer sequences helps the model substantially in detecting relevant

signals in communication.

Finally, we bring the text sequences into a format that can be processed by

the neural network. This involves arbitrarily assigning a unique integer identifier

to every feature in the vocabulary, a process called tokenization. The tokenized

vocabulary is then used to transform the texts into integer-encoded sequences.

As the model expects sequences to have the same length, shorter sequences are

padded with 0s. For example, “undocumented immigrants should be given health

insurance” turns into [5, 1, 3, 9, 7, 6, 2] and “illegals should be deported” into [0, 0,

0, 8, 3, 9, 4]. Depending on the outcome, these processing steps leave us with an

immense vocabulary of 615,869 features pertaining to 490,796 text sequences on

average (see the columns ‘Batches’ in Table 4.1 for a breakdown across outcomes

and states).
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4.5.2 The model

Neural networks take text sequences as input and operate on their elements

through multiple processing layers. Considering just one text sequence for sim-

plicity, a general neural network is represented by the following forward recursive

formula (Calin 2020):

x
(l)
j = φ

d(l−1)∑
i=1

w
(l)
ij x

(l−1)
i − blj

 with 1 ≤ l ≤ L.

A neuron, the building block of a neural network, is represented by x(l)j , whereby

j denotes a neuron in the current and i a neuron in the prior layer. Layers of the

network are indexed by l, l = 0 describes the input layer, l = 1 the first hidden

layer, and L the final output layer. The number of neurons in a layer is given by

d(l). At the input layer, l = 0, neurons in the vector x(0) are equivalent to integer-

encoded words in the input sequence, so d(0) = 300. The neurons are assigned

random weights w(0), which are transformed by an activation function φ to range

between 0 and 1. The resulting vector enters as x(l−1) into the computation of

the neurons at the first hidden layer, l = 1. The weights at this layer are also

randomly initialized. The weight of the jth neuron wij connects to the ith neuron

in the prior input layer and is hence multiplied by the respective activation x(l−1)
i .

This is repeated over all neurons in the previous layer with reference to the jth

neuron in the current layer, hence a network. The resulting vector is averaged,

shifted by a bias blj (initially 0), and transformed by the activation function to

return x(l)j . Repeating this process for all remaining neurons in the current layer

yields a vector of activations that again serves as input for the next hidden layer,

and so on. Ultimately, we aim for the neuron xL, the output of the final layer. In

our case, this is a single number that ranges between 0 and 1 and that describes

the probability that the text sequence signals the class of an outcome of interest,
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i.e., a Republican (0) or Democratic (1) party preference.

After one such forward pass through the network, a cost function is evaluated

that measures the distance between the output of the final layer and the actual

outcome class associated with the input sequence. Using this feedback signal, a

gradient-based optimization algorithm is employed to adjust all the weights and

biases in a backward pass through the layers of the network in a way that minimizes

the cost function. By propagating nudges to the weights and biases back to the

input layer, the model is trained to identify patterns in the input sequence that

matter most for predicting the outcome class.

Of course, the actual training procedure involves not just one but many input

sequences and associated outcomes. Similarly, the specific architecture of the

layers affects the number and dimension of neurons at each stage of the network.

This condensed representation serves merely to illustrate the basic logic through

which a neural network model identifies signals in communication that speak to

voter preferences and participation.

As regards the layer architecture, we designed our model based on recommen-

dations in the literature and theoretical considerations with an application to text

data.5 We start with an embedding layer (Rheault and Cochrane 2020). This

layer transforms integer-encoded words in the input sequence into numeric vec-

tors, so called word embeddings. The purpose of this is to capture the semantic

relationship between words, whereby the proximity of word vectors informs similar

meaning. As with any other layer, the values of the word embeddings are initial-

ized randomly and adjusted through the process of backpropagation described

earlier. Although now incorporating information about word relationships, the

layer still treats the words in the input sequence separately.

To capture word context, we employ a one-dimensional convolution layer (Chol-

let and Allaire 2018). Instead of focusing on each word embedding in isolation, this

5See Figure C.1 in Appendix C for a detailed breakdown of the model.

71



Does Communication Signal Voter Preferences and Participation?

layer considers local combinations of word embeddings. This allows for detecting

feature patterns that are predictive of the outcome. A pooling layer summarizes

this process by selecting the most distinctive patches (Calin 2020).

So far, the model is still oblivious to the exact position and order of word

embedding patterns in the input sequence. To incorporate the structure of the

input sequence and time dependence between words into the model, we introduce a

long short-term memory layer (Chang and Masterson 2020). This layer maintains a

memory of the values of previous patterns in the input sequence, which is accessed

when determining values of the current pattern.

Such a setup is suited to detect highly complex relationships between the text

inputs and associated outcomes. Indeed, it manages this so well that the model

is likely to even take up peculiarities of individual texts seen during weight ad-

justment. As a result, rather than identifying general signals of voter preferences

and participation, the model overfits and detects the ‘noise’ that perfectly predicts

the outcomes in the training data. We rely on two regularization techniques to

reduce such overfitting (Garbin, Zhu and Marques 2020). For one, we employ

intermittent dropout layers that randomly reset weights. Second, we include a

batch normalization layer that normalizes layer inputs, which makes the network

less dependent on initial weights and has regularization effects.

Given the vast amount of data we have at our disposal and the huge associated

set of features, we opted for hyperparameters that conform to a narrow model

(fewer neurons in hidden layers). This serves to keep the capacity of the network

in check and safeguard against overfitting as well as excessive runtime. While

we have not performed any model tuning with the data presented here, we offer

comparisons of several layer architecture and hyperparameter choices in Section

C.2.2 in Appendix C. These comparisons show that changes to the model do not

considerably alter our results.
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4.5.3 Training and evaluation

Neural network models are subject to two sources of variability. One is sampling

variability due to specifics of the data used for training and testing the model.

The other is model-based and stems from convergence to different local optima

during training. To quantify this variability and evaluate our model reliably we

make use of repeated K-fold cross-validation.

This entails randomly splitting the available data into K folds of equal size.

The model is then trained on all except the kth fold, which is held out to evaluate

the trained model. This is repeated for all k = 1, ..., K folds. To balance bias

and variance, which decrease diametrically with the amount of training and test

data, we set K to 10 (Kuhn and Johnson 2013). To approximate a sampling

distribution of model evaluations, we repeat this process 10 times, yielding 100

distinctly trained and evaluated models for each outcome.6 In order to ensure

that the held out test folds are truly out-of-sample, we split the data along voters

instead of texts. This way neither text sequences nor voter-specific speech patterns

will appear in both the train and the test data at the same time.

We want our model to grasp signals in communication with reference to both

classes in our binary outcomes without prioritizing one over the other. For this

reason, we balance classes in the training data by randomly downsampling text

sequences and associated outcomes of the more common class. To provide neutral

ground for evaluating our models and ease interpretation, we also balance classes

in the test folds using the same procedure.7 On average, this leaves us with

6We capped the number of models at 100 due to an average runtime across outcomes of 33
minutes per model.

7Neunhoeffer and Sternberg (2019) note that this does not yield a measure of the true pre-
dictive performance of a model in the wild, where classes are always imbalanced. We agree.
However, our primary goal is not to deploy a classifier for the measurement of voter preferences
and participation in the wild, but to assess whether communication in principle signals these
characteristics. In addition, evaluating our model on imbalanced test data does not yield a
measure of true predictive performance either. This is because, due to the way our data was
collected, the distribution of voter preferences and participation does not match their true distri-
bution on Twitter, which is unknown to us. In any case, Figure C.7 in Appendix C also reports
results for evaluating our models on imbalanced data.
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348, 474 [95% CI: 231, 171; 465, 777] text sequences and associated outcomes in

the training, and 38, 720 [23, 450; 53, 988] in the test data across outcomes and

model runs.

4.6 Results

Our model’s out-of-sample classification performance is directly informative about

the degree to which communication signals voter preferences and participation. We

consider several evaluation metrics to gauge model performance.

Classification accuracy, probably the most common metric, depicts the propor-

tion of outcomes associated with text sequences that are correctly predicted by

the model. Precision and Recall offer a more nuanced view. Precision shows the

proportion of predictions of the relevant class that actually belong to this class.

Recall, in turn, displays the proportion of correct predictions of the relevant class

among all relevant class observations in the data. The term “relevant” only marks

a point of reference. Following Kuhn and Johnson (2013), we always take the first

level as the relevant class.8 The F1 score considers both metrics and represents

their harmonic mean.

A limitation of these metrics is that they are derived from a contingency table

of true and false predictions at a single decision threshold. The predicted outcome

class of a text sequence is decided by whether the probability returned by the model

crosses the conventional 50 percent threshold, yielding the second-level, or not,

yielding the first-level class. The receiver operating characteristic curve instead

pits the rate of correct relevant-class predictions against the rate of wrong relevant-

class predictions at all possible classification thresholds. The area under this curve

(ROC-AUC) hence provides a more general, aggregate measure of performance.

8For party preference, the first level and relevant class is “Republican” and the second level
is “Democrat”. For turnout, the first level and relevant class is “abstention/not voted” and the
second level is “voted”. For example, precision reveals how many of the text sequences predicted
as signaling abstention in the primary election are actually associated with abstention and recall
shows how many of the text sequences associated with abstention the model managed to capture.
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Similarly, the area under the precision-recall curve (PR-AUC) summarizes how

recall and precision relate to each other under varying classification thresholds.

The higher these two values, the more does communication signal the respective

outcome.

Figure 4.1 presents model evaluation metrics for our three outcomes: party

preference, general election turnout, and primary election turnout. The dashed

horizontal line at 0.5 represents the benchmark that would be reached by randomly

assigning outcomes to text sequences. Metrics falling below this line indicate that

communication does not systematically convey information about the respective

outcome.

With reference to individuals’ party preference, our communication-trained

model classifies out-of-sample text sequences with an average accuracy of 72%.

The imbalance between precision and recall shows that on average the model

wrongly predicts more Republican text sequences as coming from Democrats than

vice versa. This suggests that communication picked up by the model as pertaining

to Democrats occurs notably among Republican voters. A possible explanation

for this is that the extent to which Republican voters are torn over the future of

the party and its presidential candidate reflects in communication.

Independent of specific classification thresholds the model records an aver-

age performance of 79% ROC-AUC and 80% PR-AUC. The high PR-AUC value

shows that the model maintains high recall and precision when increasing the

classification threshold, at some point also yielding a balanced prediction of party

preferences.

To put these findings into perspective, replicating existing approaches for pre-

dicting citizens’ political orientation from Twitter communication, Cohen and

Ruths (2013) report accuracy values around 65%. The training data that was

used in the respective studies, however, focused on communication by Twitter

users who publicly state their party affiliation and included communication by
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Figure 4.1: Out-of-sample classification performance for predicting party prefer-
ence and turnout.

Party Preference General Election Turnout Primary Election Turnout

Acc Pre Rec F1  ROC-
AUC

 PR-
AUC

Acc Pre Rec F1  ROC-
AUC

 PR-
AUC

Acc Pre Rec F1  ROC-
AUC

 PR-
AUC

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

Note: Acc = Accuracy, Pre = Precision, Rec = Recall, ROC-AUC = receiver operator char-
acteristic–area under the curve, PR-AUC = precision-recall-area under the curve. Mean and
uncertainty intervals (90%, 95%, and 99%) are based on 10 × 10-fold cross-validation = 100
models for each outcome.

political elites as well as retweets. Because of that, prior performance measures

are considered overly optimistic as regards signals from exclusively citizen com-

munication (Hinds and Joinson 2018).

On that account, our neural network model shows superior classification per-

formance. In addition, the findings emphasize interpersonal communication as

a reliable and rich source of information about voter preferences. The commu-

nicative signals that our neural network model picks up are highly predictive of

Democratic and Republican partisan attachment and none of the metrics’ uncer-

tainty intervals cross the 0.5 mark.

Regarding voter participation, the model predicts turnout associated with out-

of-sample text sequences with an average accuracy of 56% for the general and

60% for the primary election. In both cases we see a notable imbalance between

precision and recall. For the general election, the model classifies many more non-
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voter related texts as voter related texts than vice versa. With an average F1 score

below and uncertainty intervals overlapping the 0.5 mark, communication does

not seem to reliably signal individuals’ general election turnout at a conventional

classification threshold.

Conversely, for primary election turnout the model sorts more text sequences

pertaining to actual voters into the non-voting category than the other way around.

Also, all metrics are above and do not cross the 0.5 mark, with the F1 score even at

63%. Note that across classification thresholds communication on average seems

informative about both general (ROC-AUC = 59%, PR-AUC = 57%) and primary

election turnout (ROC-AUC = 64%, PR-AUC = 61%), though still more so for

the latter.

That precision-recall patterns are reversed between elections and that commu-

nicative signals are stronger with reference to primary election turnout is substan-

tively interesting and plausible. General elections are highly salient, attracting

even low-propensity voters, whereas low-stimulus primary elections are usually

the domain of highly engaged core voters (Campbell 1960). The results show that

interpersonal communication reflects this notion of a concentric electorate.

We are not aware of any prior research that studies signals in communica-

tion with respect to electoral participation. However, related research finds that

individuals’ web browsing records are not more informative about turnout than

random guessing (Bach et al. 2020). Other research that investigates signals in

communication with respect to arguably more salient social identities, such as

gender, report similar accuracy values of 63% (Beltran et al. 2020).

While the metrics of our model might seem small for turnout, especially com-

pared to party preference, they are nontrivial in light of related work. Albeit only

moderately, communication reliably conveys information about turnout in low-

stimulus elections and by implication about highly engaged citizens who are most

likely to socially identify as voters.
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4.6.1 Additional analyses

In this section, we consider consequences of choices we made regarding the training

and evaluation of our neural network model. This discussion informs the robust-

ness of our findings, the additional potential of our approach, and the nature of

information that is relevant for predictive performance.

Our main results rest on an evaluation of classification performance on balanced

data. Figure C.7 in Appendix C replicates the evaluation step over all models

using the original, imbalanced test folds. Since we are now dealing with class

imbalances, our attention should be on the PR-AUC (Cranmer and Desmarais

2017). This metric remains high for party preference and primary election turnout.

For general election turnout it decreases further, substantiating our finding that

interpersonal communication is not informative in this regard. Thus, we conclude

that the decision to balance test folds is inconsequential for our results.

To maximize the available communication we decided to pool all text messages

over time. This disregards time discrepancies in the recording of messages and as-

sociated outcomes. As a result, our findings might be blurred by intermittent

changes in partisan attachment or the inclusion of post-election communication.

Figure C.8 in Appendix C presents results using various temporal subsets for

training and evaluation. For party preference, metrics remain mostly within the

confines of the uncertainty intervals of our main results, suggesting that commu-

nicative signals of voter preferences are quite stable over time. We obtain similar

results for primary election turnout, even with a one-year lead. This highlights

that communicative signals of turnout may prove useful in social media-based

political forecasting.

We also decided to pool data geographically across states. Figure C.9 in Ap-

pendix C presents results from models alternately trained on data from all states,

except one, which was held out for evaluation. While metrics degrade only slights

for party preference, they do so substantially with regard to turnout. This reveals
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a distinctly local component in interpersonal communication as regards electoral

characteristics.

Our focus in this paper is communication-specific. Accordingly, we have mapped

person-level outcomes to corresponding text sequences. In Figure C.10 in Ap-

pendix C we explore what happens when we project resulting text predictions

back at the person-level. Simultaneously, we examine the effect of restricting our

test sample to individuals with increasing amounts of text sequences. Averaging

out-of-sample predictions from our main models at the person-level substantially

increases classification accuracy for all our outcomes. The amount of available

communication per person, however, only affects party preference predictions.

These results highlight the potential of interpersonal communication for measur-

ing citizens’ electoral characteristics.

Finally, we assess the importance of distinctly political as opposed to general

communication for signaling voter preferences in participation. For this purposes,

Figure C.11 in Appendix C alternately trains and evaluates the neural network on

all and strictly political text sequences. For party preference, this exercise reveals

that both political and non-political communication carry important signals. For

turnout, the analysis points to the distinction between political and non-political

as well as differences within political communication as important signals.

4.6.2 Qualitative insights

We now present insights on the actual communication content that signals voter

preferences and participation. Given the complexity of neural networks this is not

easily extracted from the trained models. After all, whether a specific word is

predictive of an outcome depends on its precise context, position, and semantic

relationship with other words in a text sequence. Local Interpretable Model-

agnostic Explanations offer a way to gain a qualitative understanding of signals

captured by such complex models (Ribeiro, Singh and Guestrin 2016).
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This procedure uses the trained network to predict the outcome of permuta-

tions of one text sequence. Features in these permutations are weighted by their

proximity to the original text. A simple model is then applied to these weights and

associated predictions to obtain a score that represents each word’s contribution

to the predicted outcome. This provides only a local understanding of signals for

specific communication examples, though. To understand which words are glob-

ally predictive of an outcome class, we apply this procedure to a random selection

of 100 text sequences, sum the contribution scores of distinct words across texts

(see Ribeiro, Singh and Guestrin 2016), rank words accordingly, and extract the

top 30. We repeat this for 100 resamples of text sequences, yielding 100 × 30

rankings. Finally, we employ a rank aggregation algorithm to extract from this

the top globally predictive communicative features. This is done for every out-

come, using a model close to average metrics and drawing text sequences from the

test fold.

Table 4.2 presents the top predictive words, hashtags, and mentions of each

class for every outcome. In line with our theoretical background, features pre-

dictive of party preference reflect individuals’ social identification with partisan

groups. For both parties, references to the opposing side, accompanied by deroga-

tory terms, are instructive about attachment. This highlights comparisons and a

focus on differences between groups. Shared conceptions and concerns, such as

“conservative”, “#god”, “#2a” (the right to keep and bear arms), or “#smallbusi-

ness” for Republicans and “democracy”, “#resist”, “#climatechange”, “#lgbtq” for

Democrats are subject of talk and similarly telling about party preferences. Pro-

ponents of both parties are also recognizable by (more positive) references to own

group prototypes, such as corresponding political elites or media outlets.

The top predictive features are much more ambiguous for general election

turnout. This mirrors the poor classification performance and shows difficulties of

the model to identify signals that are intuitively telling about voter participation
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Table 4.2: Top predictive communicative features.

Outcome Class Type Features

Party preference Republican Word dems, msm, agenda, tds, democrats, conservative, socialist, great,
potus, leftist, illegals, liberals, media, praying, hillary, patriots

Hashtag #god, #trump2020, #walkaway, #smallbusiness, #tcot, #maga,
#jesus, #foxnews, #winning, #livepd, #fakenews, #2a ,

Mention @dailycaller, @breitbartnews, @realjameswoods, @mattwalshblog,
@atensnut, @sebgorka, @greggutfeld, @realcandaceo

Democrat Word trump’s, criminal, republican, bernie, donald, mitch, democracy,
corporate, republicans, fucking, donny, lies, russian, ugh, wh

Hashtag #notmypresident, #resist, #bernie2020, #notmeus, #bluewave,
#moscowmitch, #jobs, #trumpisamoron, #lgbtq, #climatechange,

Mention @huffpostpol, @peterdaou, @maddow, @tulsigabbard, @msnbc,
@davidmweissman, @ddale8, @petebuttigieg, @therickwilson

General election Not voted Word diabolical, premed, tagovailoa, hungover, decentralized, ticktock,
turnout shotguns, nietzsche, paternity, blockchain, nightcore, wod

Hashtag #vaccineswork, #quotestoliveby, #fauxnews, #namaste, #freewill,
#destiny2, #pregnancy, #freepalestine, #stopthemadness

Mention @nireyal, @nhlflyers, @yrysbryd, @abigaildisney, @mikeguilday
@claicyuzolt, @timinhonolulu, @tomheartstanks, @karoli

Voted Word communists, intermediate, geesh, mishaps, obscenity, antilgbtq,
goverment, santorum, ransomware, heretic, roster, trmp, pinellas

Hashtag #philanthropy, #dems, #iamantifa, #potus45, #closethecamps,
#enemyofthepeople, #2a, #republicans, #constitution #gratitude,

Mention @carlosgsmith, @fernandoamandi, @laurpicks, @autumnsgrammy,
@truthout, @lynnv378, @psychdr100, @omarbula, @kstreet111,

Primary election Not voted Word though, idk, myself, af, douche, dollars, salad, tesla, life, bitches,
turnout gym, honestly, bro, themselves, democrat, miss, rump, agreed

Hashtag #spirituality, #free, #starbucks, #trumprussia, #thebachelorette,
#womeninstem, #blacklivesmatter, #bored, #cousins, #jesus

Mention @floridabbhour, @themeparkbeer, @ericmmatheny, @papabirdjake,
@efawcett7, @ign, @citrix, @dolphinstalk, @nytopinion, @thescore

Voted Word trumputin, party’s, insurance, florida, liberal, conman, tallahassee,
crooked, nazi, cult, terrorist, medicare, nra, illegals, gillum, fund

Hashtag #votered, #beavoter, #draintheswamp, #kag, #45, #buildthewall,
#bluewave2018, #bringithome, #worstpresidentever, #vote

Mention @fladems, @mediaite, @dearauntcrabby, @nbcnews, @marcorubio,
@maydaymindy9, @rondesantisfl, @dearauntcrabby, @gop

in salient elections. Political features are somewhat more pronounced among terms

predictive of voting. However, since political communication occurs also among

non-voters (see Chapter 3), this by itself is not very instructive.

For primary election turnout, the divide between non-political and political

terms seems much more informative about voter participation. The important

difference here is that political features align strongly with partisan identification.

Features such as “party’s”, “medicare”, “nra”, “liberal”, “ìllegals”, “#buildthewall”,
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“cult/#45”, (a pejorative term for Trump supporters), “trumputin”, or “#worstpres-

identever” and references to group prototypes all reflect communicative patterns

that we have seen for party preference. This reflects theoretical considerations

that behavioral consequences of partisan identification inform voter participation.

That this is only the case for primary election turnout is plausible, since strong

partisans are also more likely to be highly engaged voters (Huddy, Mason and

Aaroe 2015).

In addition, signals of participation also support the view that being a voter

functions as a political identity for this group of core voters. Features such as

“#beavoter” or “#vote”, that are strongly predictive of voting, are particularly

consistent with this. Further into the list of instructive features about voting we

find many more related terms such as “#civics”, “donating”, “#encouragement”,

“#whenweallvote”, “#forthepeople”, or “#everyvotecounts”.

These terms do not occur as signals of abstention. Instead, use of the first- and

third-person pronouns “myself” and “themselves” is emphasized, which highlight

the individual and differentiation from others (Slapin and Kirkland 2020). The

features “idk” and “#bored” further reflect uncertainty and alienation.

Specific communication examples are offered in Table 4.3. The colored texts

illustrate the predictive contribution of words in context as regards party pref-

erence and primary election turnout. The signals highlighted in these examples

further substantiate our findings.

4.7 Conclusion

Our empirical analysis suggests that interpersonal communication conveys sub-

stantive information about voter preferences and participation. US citizens’ talk

is profoundly informative about their party preference. It is also insightful about

whether citizens participate at low-stimulus elections, such as congressional pri-

maries, and thus about high voter engagement. We demonstrate that signals in
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Table 4.3: Examples of model explanations (colors indicate support for the pre-
dicted class).

Table 3: Examples of model explanations (colors indicate support for the predicted class).

Actual Predicted

Outcome class class Example

Party preference Republican Republican #babieslivesmatter i am all for women’s choice but this

is murder terminating a pregnancy should be illegal

Republican Republican schools are already gun free and it is not working having

armed teachers seems very reasonable

Democrat Democrat because military style weapons are being used in mass

shootings ems personnel prepare for war type wounds

Democrat Democrat @webstercongress in your district women make 88 of a

man’s dollar need paycheck fairness act now #ru4fairpay

Republican Democrat @realdonaldtrump holds the record for longest shutdown

in history maybe congress can finally work together

Democrat Republican obama deported illegal immigrants because that is

what the government is supposed to do impose the law

Primary election Not voted Not voted american justice lost its meaning your partisan blocking

turnout collusion and greed has caused this

Not voted Not voted biden’s morals bother me and the other rapist will be

far worse it is an absolutely shit choice

Voted Voted it is not ideal to be voting during #coronavirus but if

you are healthy embrace your civic duty

Voted Voted by voting for this patriot you will #voteredtosaveamerica

Not voted Voted great more people who get free medical care but do not

contribute to our society

Voted Not voted she does not realize how her personality disconnects

voters

Contradicting Supporting

Note: Examples have been slightly paraphrased to prevent identification of individuals in our data.

since strong partisans are also more likely to be highly engaged voters (Huddy, Mason and

Aaroe 2015).

26

Note: Examples have been slightly paraphrased to prevent identification of individuals in our
data.

communication allow to infer party preference with 72% and voting at a primary

election with 60% accuracy.

To be sure, our empirical evidence does not speak to causal effects of inter-

personal communication on electoral characteristics. Similarly, it does not offer

evidence on forecasting vote choice and turnout using communication. The evi-

dence we present in this paper is exploratory and descriptive. That communication

content transmits discussant characteristics acts as an important explanation for
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political effects of interpersonal communication. By showing that communica-

tion signals voter preferences and participation we inform the plausibility of this

mechanism.

Our findings also speak to language use in politics. The communicative sig-

nals that reveal voter preferences and participation pertain to polarized political

views, shared concerns, and common behavioral expectations that delineate po-

litical groupings. While this is especially the case for partisan identity, it is to

some extent also apparent as regards identification as a voter. This suggests that

political identities fundamentally structure citizens’ talk.

Finally, our study demonstrates the utility of artificial neural networks for

studying political dimensions of citizen communication. We believe that our find-

ings are particularly promising as regards the future development of communication-

based measures of voter preferences and participation. While the classification

performance of our model leaves much room for improvement at this stage, we

hint at potential enhancement by projecting communication-specific predictions

back at the person-level. Further research in this direction will prove useful for

identifying likely voters on Twitter. Relevant information is typically unknown on

this platform and may help improve social media-based election polling.

Finally, we want to raise awareness of some limitations of our study that may

find consideration in future research. First, our inferences are based on communi-

cation on Twitter. However, Twitter is only one among several social networking

platforms and results may differ for others. More importantly, we do not know

to what extent the content of talk on Twitter generalizes to real-life conversations

and whether our findings apply there as well. Second, data requirements force

us to exclude unregistered voters from our study, of whom many certainly have

party preferences and are not chronic nonvoters. Registered voters and poten-

tially also Twitter users may be more involved in political conversation than the

electorate at large. To the extent that political communication drives classifica-
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tion performance, our findings, though focusing exclusively on citizens, may still

prove optimistic. Lastly, we focus on the US where political identities are highly

developed. Our finding that predictive signals rest on political identities begs the

question whether interpersonal communication conveys electoral characteristics in

contexts where such identities are less developed.
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Chapter 5

Conclusion

In light of the democratic relevance of political participation and its unequal ex-

ercise, who participates, how, why, and with what consequences remain central

questions in political science. Recent methodological advances have allowed for

addressing these questions with improved depth and rigor. Scholars have turned

towards innovative experimental designs, explored alternative data collection ap-

proaches, and devised techniques to overcome challenges associated with the pre-

viously dominant survey approach to studying political participation.

Students of voter participation have in particular turned to voter registration

data to address coverage, nonresponse, measurement, and sample size issues (e.g.,

Enos 2016; Fraga 2018; Hersh and Ghitza 2018). Similarly, social media data has

been utilized to learn about political engagement via large amounts of fine-grained

digital traces and records of actual communication at low cost and with reduced

measurement errors due to social desirability (e.g., Bekafigo and McBride 2013;

Bode and Dalrymple 2016; Settle et al. 2016). Most recently, these alternative

data sources have been integrated with survey research, leveraging their distinct

potential together with the covariate breadth offered by surveys (e.g., Fraga and

Holbein 2020; Ghitza and Gelman 2020; Guess et al. 2019; Vaccari et al. 2015). Al-

though innovative, the specific advantages recovered through merging these modes

of data collection are limited and pertain only to specific research questions. The
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particular benefits of voter registration and social media data are not explored in

combination. In addition, research questions that extend to additional political

behaviors, which are not subject to alternative data sources, reveal the persistence

of survey errors and remain outside the scope of recent data integration advances.

Situated along these methodological challenges and opportunities in the study

of political participation are the three studies presented in this dissertation. Col-

lectively, their overarching contribution lies in a hybrid methodological approach

to manage existing challenges and advance our understanding about individual

political engagement. In particular, by blending diverse statistical techniques and

data collection approaches, the papers in this thesis advance current ways of study-

ing political participation and widen the scope of research questions that we can

address in this domain. In doing so, the single papers build on and extent prior

research by addressing different methodological aspects and substantive debates

surrounding political participation. In the remainder of this chapter, I will first

summarize the corresponding contributions, findings, and implications of the sin-

gle papers. I then conclude with a discussion of the papers’ limitations and the

potential they reveal for future research.

The first paper makes a contribution to the survey-based study of voter par-

ticipation. In Chapter 2 we developed a polling method that can be applied in

the context of two-round elections in order to address common survey errors in

five steps. For this purpose, the strategy combines information from the current

and past elections with an ensemble of statistical techniques. The use of rejective

probability sampling saves costs by reducing the number of polling places to be in-

cluded in the sample. As an added benefit, it also yields more accurate estimates.

A reliance on exit polls and self-administered surveys enhances coverage through

a focus on actual voters and mitigates misreporting issues (Bishop and Fisher

1995; Mokrzycki, Keeter and Courtney 2009). The method further addresses

unit-nonresponse via poststratification to official first-round election results and
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item-nonresponse using a simple imputation scheme. Finally, the straightforward

redistribution of individual votes for inferior first-round candidates to the runoff

candidates allows for making inferences about voters’ second-round participation

and vote choice.

A comparison of our method to common vote intention polls and a validation

against official results in the context of the 2017 French presidential election re-

veals that the approach can be successfully employed to predict runoff elections.

The predictions’ theoretical and individual-level foundations also yield substantive

insights, pointing to instrumental motivations (Downs 1957) of repeated turnout

and vote choice. In addition, the limited campaign learning simulated by our

imputation scheme indicates only a minor role for campaigns in explaining voter

participation (Bennett and Iyengar 2008). Furthermore, our approach also holds

implications for other aspects of study, such as the spatial analysis of candidate

ratings or hypothetical runoffs to determine the fairness and legitimacy of elec-

tions. Importantly, the benefits of our approach can be realized at various levels of

government, including local and national elections. The sampling strategy is also

applicable beyond two-round elections and the measurement part can be readily

included into commercial exit polls.

The second paper directly builds on and extends latest developments that focus

on voter registration or social media data and integrate these data sources with

surveys. In Chapter 3, I joined individual voter registration records from the state

of Florida with observed Twitter activity. This allows to extend the benefits of

integrating alternative data collection approaches to research questions that have

hitherto remained outside the scope of recent advances. In this regard, I applied

these linked data to overcome survey-specific problems in existing work addressing

the question whether online political involvement reinforces of compensates par-

ticipatory inequalities in voting (e.g., Best and Krueger 2005; Oser, Hooghe and

Marien 2013; Schlozman, Verba and Brady 2010; Schlozman, Brady and Verba
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2018). The linkage of voter record and social media data bypasses misreporting-

induced measurement errors by enabling us to directly observe persons’ offline and

online political engagement. Additionally, the approach yields a sample that ap-

proximates the voting-eligible population, emphasizing reduced nonresponse and

coverage errors. Using voter registration data as starting point allows for this

strategy to also cover passive social media users, as opposed to prior research in

this direction and common sampling schemes on social media, which focus on the

active user population (e.g., Barberá et al. 2015). Finally, the approach preserves

the large sample properties that a match with surveys would forgo (see Fraga and

Holbein 2020), thereby allowing for detailed subgroup analyses.

The findings of this study challenge the current consensus in favor of rein-

forcement theory that depicts online means for political involvement as weapon of

the strong (Schlozman, Verba and Brady 2010). Political engagement on Twitter

among Florida’s voting-eligible population appears to be neither structured along

the same sociodemographic dividing lines as voting nor to be primarily exercised

by seasoned voters. Instead the study reveals substantial political engagement on

Twitter during as well as in between elections by both voters and nonvoters. In

addition, young adults outpace older generations at social media-based political

participation only among the anyhow highly politically involved. In this sense, the

linkage of voter registration and social media data offers new perspectives on the

debate surrounding the internet’s compensatory potential. The results contribute

to studies that question the relevance of individual-level indicators, such as race or

resources, for explaining participation at elections (e.g., Anoll 2018; Ansolabehere

and Hersh 2012) but also politically online. They also reveal potential for better

substantive representation to the extent that political elites incorporate prefer-

ences expressed by the public on social media platforms (see also Barberá et al.

2019).

The third paper leverages the linked voter registration and social media data to
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circumvent previous data limitations and address unexplored questions. In Chap-

ter 4, we studied whether citizens’ communication signals their party preferences

and electoral engagement. The Twitter data provides records of persons’ actual

communication at large scale, which are not available via surveys (Schmitt-Beck

and Partheymüller 2016, 343). The added individual turnout and party registra-

tion information from the voter registration data transforms these communication

records into labeled training data. This allowed for applying machine learning

methods from computational linguistics to address this question. In particular,

we developed, trained, and evaluated an artificial neural network (Chollet and Al-

laire 2018) to detect patterns related to voter preferences and participation within

the full spectrum of communication rather than focusing on a limited set of com-

municative features. Finally, we devise a strategy to gain substantive insights

about predictive signals.

The results in general lend credence to a central assumption underlying commu-

nication effects on voter preferences and participation (Beck et al. 2002; Eveland

and Hively 2009). Citizens’ communication does indeed carry substantive infor-

mation about their voting behavior and we find these signals to be rather stable

over time. Yet citizens’ talk is much more informative about partisan attachment

than about voter turnout. In addition, the latter does not emerge through com-

municative patterns for the electorate at large but only for likely voters. We find

the predictive signals to reflect group norms that run along the lines of partisan

and to some extent also voter identities. This helps explain predictive differ-

ences between party preferences and turnout: Partisan polarization has become

deeply entrenched in American society (Iyengar and Westwood 2015; Mason 2015)

whereas socially identifying as a voter is more likely among seasoned voters (Blais

and Achen 2019), who are also more likely to be strong partisans (Huddy, Ma-

son and Aaroe 2015). Taken together, our results suggest that political identities

structure citizens’ communication and thus speak to a literature on language use
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and communication in politics. The findings are also in line with research point-

ing to a positive relationship between partisan attachment and voter engagement

(Dinas 2014; Huddy, Mason and Aaroe 2015). Lastly, our approach informs the

utility of communication-based measures of voting behavior.

Of course, the contributions brought forward by the studies presented here have

limitations of their own that point out paths for further improvements in future

research. A central drawback of our approach presented in Chapter 2 is that we

are left with aggregate vote counts as the only basis for validation at the second

election round. This makes it difficult to understand, for example, why our method

predicts less turnout in the runoff than actually observed. Different reasons may

account for this observation. In the second round, new voters (Buisson and Penant

2017) may have blurred the turnout picture and voters with tied preferences may

have relied on implicit attitudes to cast a vote instead of abstaining (Ryan 2017).

Again, coupling our approach with additional data collection approaches can shed

light on this. For instance, our exit poll could be extended by adding a panel

component that tracks respondents behavior at the second round. This could be

realized with an online follow-up poll where respondents are asked about their

second-round candidate evaluations and choice. In addition, respondents may be

confronted with a brief implicit association test (e.g., Iyengar and Westwood 2015)

to determine the occurrence of implicit attitudes as opposed to explicit preferences.

This could be further extended by adding capabilities for tracking respondents

web browsing behavior or social media timeline to monitor information exposure

between election rounds. Such additions would enable us to better understand

the motivations underlying voter participation and thereby further inform our

assumptions and the substantive conclusions we draw from our imputation and

vote redistribution approaches.

The approach presented in Chapter 3 offers several advantages compared to

surveys. Yet as it stands we are not able to formally derive the precise benefits
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of linking voter registration and social media data. To actually be able to decom-

pose potential sources of error and clearly reveal the consequences of using surveys

compared to this alternative approach we require a survey to be added to this data

match. A clear limitation of the linked data is that it puts a focus on the registered

voter population and Twitter users. This limits our visual range to a still poten-

tially more politically involved segment of the electorate, thereby dampening the

generalizability of our findings (Nyhan, Skovron and Titiunik 2017). Alternative

data integration efforts can also prove helpful in this case. A reliance on com-

mercially augmented voter registration files may present a particularly fruitful,

although expensive, starting point, since these are further enriched by including

records of unregistered voters (Ghitza and Gelman 2020). From there, one may

proceed by combining these records with surveys or commercial identity resolu-

tion services to gain access to subjects’ social media behavior on platforms other

than Twitter. To extend this research beyond the U.S., however, researches will

have to develop altogether different strategies where voter registration data is not

publicly available or a match with social media data is not feasible. Combining

our approach from Chapter 2 with social media tracking offers a first step in this

direction, although it puts a focus on actual voters and omits nonvoters in the

first election round.

The merged voter registration and social media data from Chapter 3 lend

themselves to address several other questions and problems beyond the ones ex-

plored here. Many of the methodological challenges addressed by this data linkage

also pertain to the assessment of other forms of political participation. Some of

these activities, such as protest participation, can also be measured through social

media (Larson et al. 2019). From a democratic representation perspective, setting

these activities into the context of voting can prove insightful as well. The linked

data can also be employed to generate further insights as regards differences in

policy preferences between voters and nonvoters and how these are represented
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by politicians. Research has primarily focused on the aggregate consequences of

participatory inequality in terms of partisan vote shares (e.g., Fowler 2013; Bech-

tel, Hangartner and Schmid 2016). Yet we know less about this at the individual

level. Barberá et al. (2019) begin to get at this but they are not able to stratify for

voters and nonvoters or different voter types. Learning about differential prefer-

ences and representation of voters and nonvoters, for example via structural topic

models applied to Twitter posts categorized as political, can assist our understand-

ing of voter participation. In a similar vein, tracking the joined individual voter

record and social media information over several years may provide an opportu-

nity to assess to what extent politicians being accountable to social media-based

participation has beneficial consequences for turnout.

Some of the limitations and suggestions for future research drawn from Chap-

ter 3 also pertain to our study in Chapter 4, since they share the same data.

For instance, to understand whether communication signals voter preferences and

participation in contexts where political identities are less developed, we have to

move beyond U.S. boundaries. Doing so, we may find communicative signals to be

weaker or to move to entirely different domains, such as policy differences. Even

though restricted to the U.S., we think that further improving our communication-

based model of voter preferences and participation will pay off beyond its rather

obvious use for assisting election forecasts. With a more accurate model of this

kind we could leverage digital communication to trace the development of party

preferences and participation propensities over time and in the context of exter-

nal events. This is useful from a descriptive but also from an explanatory angle

in that it may help us to explore dynamic factors that contribute to changes in

voter preferences and participation. On another note, applying this model in the

context of different sampling schemes used on Twitter can inform us about their

consequences as regards the partisan and participatory composition of social me-

dia samples. Although a far cry as of yet, this idea may develop further into the
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direction of language-based sampling schemes that exploit communicative differ-

ences for targeting both voters and nonvoters as well as different partisan camps

on Twitter.

Acknowledging data quality issues helps us understand an confront challenges

in learning about political participation. As shown in this dissertation, combin-

ing different data collection approaches and statistical techniques offers ways to

offset some of these challenges and leverage distinct advantages. The preceding

discussion highlights that much more potential for improving the study of political

participation awaits in this direction.
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Appendix A

A.1 The 2017 French presidential election

In this section, we describe the legal framework and campaign context. French

presidential elections take place every five years. They are based on a two-round

system where voters cast a single vote for a candidate on election day in one of ap-

proximately 65,000 polling stations (bureaux de vote). Eligible voters are affiliated

to the polling station closest to their address, as indicated on their voter ID. Early

voting is not permitted, which enhances the coverage of exit polls (Mokrzycki,

Keeter and Courtney 2009). If no candidate receives an absolute majority of the

votes in round 1, the two candidates who received the most votes face each other

in a runoff.

The first round of the voting took place on April 23, 2017. The election was

unusual in several respects. It was widely expected that Marine Le Pen, leader

of the anti-immigrant and anti-European Front National, would qualify for the

runoff. Virtually every poll conducted since the previous election had placed her

as one of the top two contenders. The election was thus largely perceived as

a litmus test for the rise of populism in Western democracies. Another novel

feature of this election was the rejection of the established parties. French politics

had long been dominated by two mainstream parties: the Socialists on the left

and the moderate right-wing Republicans. Since the popularity of then-president

François Hollande had reached low levels, many expected the election would be

won by the candidate of the Republicans. However, the election campaign took
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several unexpected turns and led to a very competitive race between five main

contenders. In addition to Le Pen, these were the Socialist Benoît Hamon, the

Republican François Fillon, and two outsiders, Jean-Luc Mélenchon of the far-left

movement La France Insoumise (Unsubmissive France) and the centrist Emmanuel

Macron of En Marche! (On the Move!). Both the Socialist and Republican parties

chose their candidate in an open primary election, organized jointly with other

smaller parties. The Republican primary election took place in November 2016

and resulted in the surprise victory of François Fillon, a former Prime Minister

with strong social conservative and economic liberal views. Soon after, Fillon’s

candidacy was marred by accusations of misuse of public funds. This led to Fillon

being placed under formal investigation later in the campaign. In January 2017

Benoît Hamon came off as the winner of the Socialist primary. Himself a proponent

of the left wing of his party, Hamon faced strong competition from Jean-Luc

Mélenchon, who, benefiting from the unpopularity of François Hollande and the

more general mood of defiance against established parties, campaigned on a left-

wing populist platform and managed to garner substantial support. In the centre

of the political spectrum, Emmanuel Macron rose from being an outsider to be

a key candidate, attracting both centre-left citizens who saw the platforms of

both Hamon and Mélenchon as too far-left, and right-wing voters disillusioned

by the scandals surrounding the Fillon candidacy. Macron’s standing in the polls

increased steadily during the campaign. In the end, he won the plurality of the

votes in the first round of the election with 24.0% of the vote, followed by Marine

Le Pen (21.3%), François Fillon (20.0%), Jean-Luc Mélenchon (19.6%), and Benoît

Hamon trailing behind (6.4%). In the runoff on May 7, 2017, Macron defeated Le

Pen by a landslide, with 66.1% against 33.9% of the valid votes. Turnout was at

77.8% in round 1 and at 74.6% in round 2, yet the proportion of blank and invalid

ballots increased from 2.6% in round 1 to 11.5% in round 2.
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A.2 Analytic potential

The data produced offer analytic potential beyond its original purpose of election

forecasting. On the one hand, the candidate ratings we collected for predicting the

runoff can also be used to inquire whether the winner of the runoff is the ’Condorcet

winner’, that is, would have won the head-to-head contests against all the other

candidates, too. The question is relevant from a decision-theoretic point of view

(Gehrlein 1983), and it has an obvious bearing on the fairness and legitimacy

of an election result. For instance, Abramson (2007) found that president-elect

Nicolas Sarkozy was not the Condorcet winner of the 2007 presidential race. On

the other hand, unfolding models can be used to uncover the latent ideological

space underlying the respondents’ candidate ratings. Once again, such analyses

are important for the understanding of political competition and voting behavior.

A.2.1 Hypothetical runoffs to determine the Condorcet win-
ner

Hypothetical runoffs are easily constructed from our data using the above redistri-

bution logic. Table A.1 presents estimates for the actual runoff and the five most

likely hypothetical runoffs involving the four strongest candidates from round 1:

Emmanuel Macron, Marine Le Pen, François Fillon and Jean-Luc Mélenchon.

Macron leads all the runoff scenarios and is therefore the likely Condorcet win-

ner of the 2017 election. According to our data a head-to-head contest between

Macron and Mélenchon would have been substantively closer than the actual race

against Le Pen, though. Both Fillon and Mélenchon would have beaten Le Pen,

and Mélenchon would have won out over Fillon.

A.2.2 Spatial analysis of candidate ratings

The redistribution of first-round votes among runoff candidates proceeded from

the Downsian notion of utility differentials, yet we have been silent about where
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Table A.1: Mock runoff predictions for the four strongest candidates from round 1.

Mélenchon Fillon Le Pen

Macron 55.0 (1.3) 67.7 (1.4) 66.0 (1.6)
Mélenchon — 59.4 (1.7) 61.7 (1.8)
Fillon — — 55.8 (1.5)

Note: Estimated vote shares pertain to row candidates. The prediction of the actual runoff is
printed in grey. Standard errors in parentheses incorporate uncertainty at both sampling stages
as well as imputation uncertainty.

candidate utilities come from. Spatial models of political competition consider

candidate utilities as loss functions of the distance between voters and candidates

in a latent policy space (Hinich and Munger 1997). A very general form of such

models may be written as

µij = αj − vif(βjd − θid),

where µij is voter i’s expected utility from candidate j, θi is i’s position on ideo-

logical dimension d, βj is j’s position, f is some loss function, vi is the weight i

attributes to the ideological component, and αj is a non-spatial utility component

specific to j. Shikano and Käppner (2017) propose a Bayesian method to esti-

mate the parameters of this generic model based on candidate ratings xij, which

are given a normal distribution, xij ∼ N(µij, σ
2). To demonstrate the analytic

potential of our data for examining the structure of political competition from the

voters’ perspective, we exemplarily fit a two-dimensional model with a quadratic

loss function to the ratings of the eleven candidates competing in round 1. Fig-

ure A.1 gives posterior estimates of the candidates’ positions, βj. The resulting

pattern is consistent with expert accounts of the 2017 presidential election. The

horizontal axis can be interpreted in terms of the classical economic divide, with

Hamon and Mélenchon to the left and the pro-market candidates to the right. The

vertical dimension runs from culturally liberal positions on top to conservative po-
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Figure A.1: Contour plot of the estimated candidate positions.

Note: Posterior estimates of the candidates’ positions. 2,000 iterations after 1,000 burn-ins in
three MCMC chains. Convergence tests and information criteria suggest that a two-dimensional
model provides a better fit to the data than a uni-dimensional model.

sitions at the bottom. The most striking feature of the spatial representation is

the location of Emmanuel Macron. While all other candidates are aligned on a

single dimension running from an economic left and culturally liberal pole to an

economic right and culturally conservative pole, Macron stands out as the only

candidate combining culturally and economically liberal positions. French voters,

it seems, predominantly agreed on the need for economic reform while they rejected

the culturally conservative positions of candidates like Fillon and Le Pen. Note

that the expected utility model may also be used for the imputation of missing

candidate ratings instead of the chained equations approach we employed.
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A.3 Additional figures and tables

Figure A.2: Choice of number of replications k.

Note: Each whisker represents the quartiles of the distribution of 2012 averaged squared error
values calculated for 100 samples of size m = 20, each drawn from k PPS samples of polling
stations. The number of replications k is varied from 1 to 300. The black whisker indicates the
value of k = 200 that we used.
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Figure A.3: Example questionnaire, bureau de vote 1, Eygalière, Département
Bouches-du-Rhône.

MUSTER

MUSTER

F13964U0P1PL0V0 05.04.2017, Seite 1/1

EvaSys Sondage sur le premier tour de l’élection présidentielle 2017

Prof. Romain Lachat Prof. Peter Selb
Sciences Po, Paris Université de Constance (Allemagne)

Bitte so markieren: MARQUER

Korrektur: CORRECTION

Nous vous remercions de participer à cette enquête! Les informations fournies seront traitées de manière strictement confidentielle.

Le numéro de votre bureau de vote (comme indiqué sur votre carte électorale):

1 2

Quel est votre degré de sympathie à l’égard des candidats suivants?

Nathalie Arthaud Très bas Très élevé Ne sais pas
Philippe Poutou Très bas Très élevé Ne sais pas
Jean-Luc Mélenchon Très bas Très élevé Ne sais pas
Benoît Hamon Très bas Très élevé Ne sais pas
Emmanuel Macron Très bas Très élevé Ne sais pas
François Fillon Très bas Très élevé Ne sais pas
Nicolas Dupont-Aignan Très bas Très élevé Ne sais pas
Marine Le Pen Très bas Très élevé Ne sais pas
Jacques Cheminade Très bas Très élevé Ne sais pas
François Asselineau Très bas Très élevé Ne sais pas
Jean Lassalle Très bas Très élevé Ne sais pas

Pour quel candidat avez-vous voté?

Nathalie Arthaud Philippe Poutou Jean-Luc Mélenchon
Benoît Hamon Emmanuel Macron François Fillon
Nicolas Dupont-Aignan Marine Le Pen Jacques Cheminade
François Asselineau Jean Lassalle

Données personelles

Vous êtes ...
... une femme ... un homme

Votre âge est ...
... 18 à 24 ans ... 25 à 34 ans ... 35 à 44 ans
... 45 à 54 ans ... 55 à 64 ans ... 65 à 74 ans
... 75 ans ou plus

Prière de NE PAS PLIER ce questionnaire! Ce questionnaire sera traité automatiquement.

Mark as shown: MARQUER

Correction: CORRECTION

Prof. Romain Lachat Prof. Peter Selb

Sciences Po, Paris Université de Constance (Allemagne)

F13964U1550309577P1PL0V0 06.04.2017, Page 1/1
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Figure A.4: Bivariate distribution of Macron and Le Pen ratings before and after
imputation.

Note: Rating scales range from 1 (very unfavorable) to 7 (very favorable). Category DK includes
both ’Don’t knows’ and ’No answers’. Cells contain estimated voter totals. No imputation results
(left panel), imputation results (center panel), difference between no imputation and imputation
results (right panel).

Table A.2: Standard PPS versus balanced samples: detailed simulation results.

All PPS samples Balanced samples

Population Expected MSE Bias Variance Expected MSE Bias Variance Variance
Candidate parameter value value ratio

Macron 24.01 23.75 2.12 −0.26 2.05 24.20 0.87 0.19 0.84 0.41
Le Pen 21.30 21.69 5.13 0.39 4.97 21.07 0.99 −0.23 0.94 0.19
Fillon 20.01 19.81 3.92 −0.20 3.88 19.98 1.01 −0.03 1.01 0.26
Mélenchon 19.58 19.59 2.58 0.01 2.58 19.58 0.83 0.00 0.83 0.32
Hamon 6.36 6.28 0.38 −0.07 0.38 6.43 0.19 0.07 0.19 0.50
Dupont-Aig. 4.70 4.84 0.24 0.14 0.23 4.76 0.14 0.06 0.13 0.58
Lassalle 1.21 1.23 0.10 0.02 0.10 1.19 0.08 −0.02 0.08 0.79
Poutou 1.09 1.09 0.02 0.00 0.02 1.08 0.02 −0.01 0.02 0.78
Asselineau 0.92 0.91 0.02 −0.01 0.02 0.91 0.02 −0.01 0.02 1.02
Arthaud 0.64 0.64 0.01 0.00 0.01 0.63 0.01 −0.01 0.01 0.79
Cheminade 0.18 0.18 0.00 0.00 0.00 0.18 0.00 0.00 0.00 0.96
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Table A.4: Predicted and official first- and second-round results using empirical
inclusion probabilities.

Round 1 Round 2

Step Macron Le Pen Fillon Mélenchon Macron Le Pen

Sample 24.9 19.8 18.5 21.7 69.0 31.0
(1.4) (2.2) (2.0) (1.9) (3.0) (3.0)

Survey 27.3 13.7 15.6 25.9 73.4 26.6
(1.5) (1.7) (1.8) (2.8) (3.3) (3.3)

Poststratification – – – – 64.2 35.8
– – – – (1.4) (1.4)

Imputation – – – – 66.2 33.8
– – – – (1.8) (1.8)

Official 24.0 21.3 20.0 19.6 66.1 33.9

Note: Empirical inclusion probabilities are based on rejective sampling with 25,000 balanced
samples. Sample: estimated vote shares based on official results from the sample of polling
stations. Survey: reported vote shares (Round 1), shares of redistributed votes (Round 2)
from the exit poll. Poststratification: shares of redistributed votes, re-weighted by national
round 1 results. Imputation: shares of redistributed votes based on imputed candidate ratings,
re-weighted by official round 1 results. Official: official election results. Jackknife standard errors
in parentheses.
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Table A.5: Predicted redistribution of first-round votes using empirical inclusion
probabilities.

Candidate Macron Le Pen Abstention

Macron 8,483,166 173,180 0
(107,398) (107,398) (0)

Le Pen 774,834 6,903,658 0
(255,445) (255,445) (0)

Fillon 4,020,347 1,799,052 1,393,596
(460,366) (268,396) (301,762)

Mélenchon 4,293,783 490,655 2,275,513
(247,587) (130,745) (192,053)

Hamon 1,638,143 132,347 520,799
(112,791) (56,058) (114,621)

Dupont-Aignan 582,028 561,732 551,238
(91,160) (144,065) (135,055)

Lassalle 239,963 46,558 148,780
(64,557) (34,844) (53,874)

Poutou 199,563 90,900 104,041
(77,106) (62,928) (64,957)

Asselineau 52,737 198,248 81,562
(38,094) (55,316) (41,199)

Arthaud 132,721 13,370 86,292
(44,073) (21,233) (50,509)

Cheminade 12,400 14,726 38,461
(14,443) (16,978) (20,859)

Total 20,429,685 10,424,426 5,200,282
(731,521) (492,787) (447,802)

Official 20,743,128 10,638,475 4,672,790

Note: Empirical inclusion probabilities are based on rejective sampling with 25,000 balanced
samples. Entries are estimated vote totals transferred from the first-round candidates in the
rows to the runoff candidates in the columns. Our method does not discriminate between
abstention, blank and invalid votes, they are all subsumed in the column Abstention. Jackknife
standard errors in parentheses.
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A.4 Software statement

Code written for data processing, analyses, and graphics was run under Windows

10 x86-64 using R version 3.6.3. (R Development Core Team 2020). Table A.7

lists R packages that were used.

Table A.7: R packages.

crayon (Csárdi and Gaslam 2017) openxlsx (Walker and Braglia 2017)
data.table (Dowle et al. 2017) pacman (Rinker et al. 2017)
doParallel (Calaway et al. 2018) plyr (Wickham 2011)
dplyr (Wickham et al. 2017) pps (Gambino 2012)
extrafont (Chang 2014) sampling (Tillé and Matei 2016)
foreach (Calaway, Microsoft and Weston 2017) skalunfold (Shikano and Käppner 2017)
ggplot2 (Wickham 2009) stringr (Wickham 2017)
magrittr (Bache and Wickham 2014) survey (Lumley 2004)
mice (van Buuren and Groothuis-Oudshoorn 2011) tidyr (Wickham, Henry and RStudio 2019)
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B.1 About the sample

B.1.1 Non-probability sampling strategy

Florida’s voter record as of October 2017 was used as basis for acquiring a sample

of registered voters with a Twitter account. Persons in the voter record were

selected into the sample if they reported an email address based on which they

could be uniquely identified on the social networking service Twitter. This makes

the sample strictly non-probability. Selection into the sample depends on having

registered to vote, having reported an email address, having a Twitter account

linked to the reported email address, not having opted out on Twitter from being

located via the email address, and further factors specific to the matching approach

introduced below.

I used a five-step strategy to identify registered voters Twitter accounts based

on reported email addresses:

1. Randomly sample a small batch of voter record entries with unique first and

last names.

2. Upload their email addresses to Google’s Gmail and synchronize with Twit-

ter.

3. Collect information about Twitter contacts from synchronization output.

4. Apply dynamic name matching between Gmail and Twitter contacts.
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5. Repeat steps 1-4 until voter record is empty.

At the time, identifying Twitter users via email addresses was only possible via

synchronization of Twitter with a Google Gmail account, not via a simple search.1

As output of the synchronization process, Twitter offers a collection of accounts

associated with the email addresses stored in the Gmail contacts. An email address

is a unique identifier. The combination of user name and domain can be assigned

only once. Hence, we know for sure that the subset of accounts provided by Twitter

belong to persons in the Gmail contacts.

However, the output neither lists Twitter accounts next to email addresses nor

in the original order. An additional matching step is thus required to link the

identified accounts back to the respective email addresses. The only information

in the output that can be used for this purpose are users’ names (not handles).

Luckily, it is customary to use real names on Twitter. Since names are not unique

identifiers, however, it becomes necessary to proceed iteratively along batches from

the voter record with unique first and last names (step 1). For persons with the

same first or last name, only one person is kept in a batch, the others are left to

be drawn in next iterations. This way, names are unique identifiers in the source,

i.e., the Gmail contacts.

In the synchronization output names are not necessarily unique. A person

might choose to display a first and last name different from her true name. Ac-

counts will not be matched back to the sample batch and are discarded in such

cases. So selection into the sample also depends on persons reporting actual names

on Twitter. Duplicate first or last names that match the Gmail contacts never

occurred in the synchronization output. Mismatches are consequently only pos-

sible in cases where two identified accounts reported a wrong name and one of

them happened to display the actual name of the other. This is arguably rather

1Note that email addresses of registered voters can have any domain and are not restricted
to Gmail. The Gmail account is only required on the part of the researcher to initialize the
synchronization of contacts with Twitter.
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unlikely and considered noise. Otherwise, the synchronization via email addresses

ensures that only Twitter accounts of persons in the Gmail contacts are returned.

Unique first and last names in the Gmail contacts ensure that a Thomas in the

synchronization output who matches a Thomas in the Gmail contacts are one and

the same person.

The strategy was programmed in an algorithm that fully automatizes the pro-

cedure (see Figure B.1 for pseudocode). After having drawn and filtered a sam-

ple of persons with unique first and last names from the voter record the algo-

rithm launches a simulated web browser session via Selenium, a framework for web

browser automation. The algorithm uploads the batch of persons from the voter

record to a Gmail account and synchronizes with Twitter. Using the XPath query

language the algorithm then extracts account information. Via dynamic name

matching that proceeds with various combinations of a full name, the account

information is finally linked back to the sample and stored in a separate file. The

algorithm repeats this procedure until all individuals with a reported email in the

voter registry have been processed. Several plausibility checks on random samples

comparing email address, full name in the registration record, Twitter name, and

Twitter handle support that matches are genuine.

B.1.2 Comparison of the non-probability sampling strategy
to prior work

Strategies similar to the above have been adopted before. To identify registered

voters’ social media accounts researchers at the University of California San Diego

collaborated with Facebook and devised a group-level matching procedure which

assigns turnout behavior to Facebook users (Jones et al. 2013). Their strategy

yields several potential turnout frequencies for each individual to guarantee Face-

book users’ anonymity. These frequencies are then used to predict individuals’

probability to be unregistered, a voter, or an abstainer and classify them ac-
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Figure B.1: Pseudocode for matching algorithm.Figure 1: Pseudocode representation of the integration algorithm

p
re

p
a
re

p
a
rt
it
io
n

e
x
tr
a
c
t

m
a
tc
h

Algorithm: EmailToTwitter

1 begin
2 pool  sequence 0 to row length of E;
3 initialize two automated browser sessions via Selenium;
4 while length of pool > 0 do
5 if length of pool > 1000 then
6 batch sample of size 1000 from p without replacement;
7 else
8 batch pool ;
9 remove from batch indices of duplicates in EŒ; first name� and

EŒ; last name�;
10 B  EŒbatch; �;
11 assign/add B to Blist and write B to disk;
12 pool  remove from pool the set pool \ batch;
13 navigate and log in to Gmail and Twitter in browser sessions;
14 import B from disk in GMail then import contacts in Twitter;
15 T  extract user data of Twitter contacts via XPath;
16 assign/add T to T list ;
17 clear Gmail and Twitter contacts;
18 names  list(split elements in T[, name] into word vectors);
19 handles  list(split elements in T[, handle] into word vectors);
20 cut T ŒnamesŒevery first element� \ BŒ; first name�; � from T and

integrate in B;
21 cut T ŒnamesŒevery last element� \ BŒ;last name�; � from T and

integrate in B;
22 cut T ŒnamesŒevery second element� \ BŒ;first name�; � from T

and integrate in B;
23 cut T ŒnamesŒevery second element� \ BŒ;last name�; � from T

and integrate in B;
24 cut T ŒhandlesŒevery last element�\BŒ;last name�; � from T and

integrate in B;
25 assign/add B to M list

26 return list(M list; Blist; T list)

27 end

14

Note: Input – user = Gmail and Twitter user name, key = Gmail and Twitter password, E =
array with columns ’email’, ’first name’, and ’last name’ from voter record. Data – pool = index
of email pool, batch = index of current email batch, names = index of Twitter screen name
components vector, handles = list of Twitter handle components vectors, B = batch subset of
E, T = array with columns ’name’, ’handle’, ’id’ (from Twitter), Blist = list of Bs collected
throughout iterations of the algorithm before the extraction step, Tlist = list of T s collected
throughout iterations of the algorithm, Mlist = list of Bs collected throughout iterations of the
algorithm during the match step. Output – list(Mlist, Blist, Tlist).

cordingly. The procedure hence produces a statistical match, as opposed to the

exact match used in this paper (See Sakshaug (2018) for a distinction between

exact, probability, and statistical linkage). Moreover, an implementation of this

approach is dependent on a formal collaboration with Facebook. As others have

noted, Facebook is rather reserved when it comes to collaboration with academia
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(Margetts 2017) – a privilege enjoyed primarily by already tenured and well funded

researchers (Ruths and Pfeffer 2014). Another caveat is that Facebook prohibits

linkage of information other than turnout behavior, such as individuals’ place of

residence (see Settle et al. 2016). In addition, the linkage method requires initial

removal of entries with the same combination of individuals’ first name, last name,

and date of birth used for matching.

Another approach makes use of the fact that some Twitter users enable their

posts to be geotagged (Barberá 2015). Barberá used Twitter’s live stream to ac-

cumulate messages sent with coordinates located in the U.S. over a long period.

Metadata of the geolocated messages was then used to extract names of the re-

spective account holders and identify their zip codes. Using a combination of first

name, last name, and zip code, entries in voter records were merged to Twitter ac-

counts. The initial reliance on Twitters’ live stream selects users based on activity,

systematically excluding the inactive population. The active Twitter population,

however, is not representative of the general or voting-eligible population (Bar-

berá and Rivero 2014; Wojcik and Hughes 2019). This strategy offers probabilistic

linkage as matching at the zip code level introduces uncertainty. This is because

Twitter users who opt into having their messages geocoded, will not have their

residential address revealed but the location from which a message was sent. Ac-

cordingly, a match could turn out to be a person just visiting and posting from the

respective location while living or being registered to vote elsewhere. Similarly,

a Twitter user who just moved into a zip code area and does not appear in the

voter record could be mistaken with a registered voter who wasn’t active on Twit-

ter or doesn’t even have a Twitter account. Further, individuals on registration

lists sharing the same first and last name within a zipcode area are excluded from

the matching procedure. More systematic bias might occur because only very few

users opt into having their posts geolocated and those who do differ systematically

from those who don’t (Klasnja et al. 2017; Sloan and Jeffrey 2015).
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B.1.3 Sample processing steps

The non-probability sampling strategy was implemented from December 2017 until

February 2018, processing 681,096 (5.3%) registered voters who reported an email

address. The long runtime is due to the algorithm operating in live browser

sessions. In addition, the voter record could not be processed at once but only in

smaller batches and frequent names piled up towards the end making samples with

unique first and last names ever smaller. Twitter account information of 113,268

(16.7%) registered voters was returned by the algorithm.

An unnoticed behavior in Twitter’s synchronization procedure resulted in mul-

tiple duplicates of account information for specific persons. If none of the email

addresses in the Gmail contacts sample could be linked to a Twitter account,

Twitter instead suggested account information of other persons. Given that some

of these persons had very common names, their account information was falsely

linked to persons in the Gmail contacts. Fortunately, the accounts suggested

by Twitter in such instances were always the same. In consequence, the falsely

matched Twitter handles occurred very frequently and were easily removed, reduc-

ing the sample to 109,491. Further duplicates occurred because of family members

reporting the same email address. Manual inspection for the most frequent dupli-

cates and matching on full names was used to identify the person associated with

the Twitter account, reducing the sample further to 108,258. I also noticed some

duplicate voter IDs and used the registration date to remove outdated entries in

the record. This reduced the sample to 105,436. Remaining duplicates were likely

couples using the same email address. In light of limited resources to deal with

this, I decided to go for accuracy instead of sample size and removed all remain-

ing duplicates, leaving the sample at 102,291. Next, observations with protected,

i.e., non-public, as well as terminated Twitter accounts were removed, cutting the

sample down to 90,895.

Protected accounts offer an opportunity to check whether data privacy consid-
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erations, which are potentially involved in the decision to report an email address

and hence selection into the sample, are related to political engagement. This

would again introduce selection bias. However, users with protected accounts

hardly differ in voting propensity (mean = −0.04, sd = 0.82) from users with

public accounts (mean = 0.01, sd = 0.85). Finally, I removed a few voters whose

residence is not available as well as some who were not eligible to vote in 2016 and

not registered in 2018 anymore, resulting in the final sample of 90,832 observations.

B.1.4 Geographic composition of the sample

Figure B.2 depicts the geographic distribution of the sample. Small black dots

represent voters and gray circles incorporated cities, the larger the circle, the

larger the city. The left panel shows that registered voters in the sample are

widely distributed across the state, covering both rural and urban areas. The

sample covers every congressional district and almost every incorporated city, only

a single county is not covered (Flagler county).

Congressional districts in the US are based on population. They are drafted

with reference to latest census data to achieve an approximately equal population

distribution. The lower right panel in Figure B.1 shows actual deviations from

an equal population distribution in Florida’s congressional districts. The upper

right panel shows the same for the sample. The capital letters “D” and “R” denote

Democratic and Republican district incumbents. The sample overrepresents some

of the urban areas, especially the regions surrounding Jacksonville, Tampa, and the

Miami metropolitan area. This overrepresentation does not appear to be related to

the party of the district incumbent, however. Similarly, wired broadband coverage

in Florida is at 96%, mobile broadband access even at 100% and districts with

lesser coverage are not underrepresented in the sample.2 Still, the sample should

not be taken as being representative down to specific regions or congressional

2See https://broadbandnow.com/Florida (last accessed November 2020).
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Figure B.2: Geographic distribution of sample.

districts. With view to the state as a whole, however, the sample provides a

remarkably diverse geographic representation.

B.2 Details on data collection

B.2.1 Voter registration lists

A copy of monthly published voter registration lists including voting history in-

formation can be obtained directly from the Division of Elections of the Florida

Department of State for a small processing charge3 or downloaded from FL voters,4

a collection of lists maintained by a former Republican state representative.

The voter registration lists are extracted from the Florida Voter Registration

System. The associated voting histories come from the 67 county supervisors of

3See https://dos.myflorida.com/elections/data-statistics/voter-registration-statistics/
voter-extract-disk-request/ (last accessed November 2020).

4See https://flvoters.com/downloads.html (last accessed November 2020).
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election. The county supervisors of elections in Florida have several maintenance

provisions in place, for instance, to identify voters that moved or are deceased

(National Association of Secretaries of State 2017) and researchers have found

registration lists to be of generally high quality (Ansolabehere and Hersh 2012).

Nonetheless, some administrative errors do occur (Pettigrew and Stewart 2018).

As one measure to further clean the lists, I used the individuals’ voter ID and

registration date to remove outdated duplicate entries.

I collected the voter file as of October 2017, which served as starting point for

matching Twitter accounts and constructing the sample. Information on biological

sex was missing for 2,483 registered voters. To recover these missing values, I

used software to predict sex from names and birth dates based on U.S. Social

Security Administration baby name data and user profiles across major social

networks (Mullen, Blevins and Schmidt 2018; Wais et al. 2019). Information on

persons’ race was missing from 1,064 observations. I recovered this information

using software that predicts race based on surname, census tract, age, sex, and

party affiliation (Imai and Khanna 2016). Racial categories in the voter file are

coded along the official categorization scheme by the United States Census Bureau.

I grouped American Indian or Alaskan Natives, Asian or Pacific Islanders, and

those with multiple or other races in the “other” category. In the analysis, I focus

on non-Hispanic black or African American, Hispanic, and non-Hispanic white

registered voters. Registered voters with a party affiliation other than Democratic,

Republican, or no party affiliation were grouped in the “other” category. In the

analysis, I focus on the first three. Age was calculated with leap year and leap

second precision based on birth dates and with reference to February 2019 (when

the data was formated).

I compute election-specific voting eligibility based on birth dates, election

dates, and registration dates. Those who register to vote for the first time in
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a Florida county must do so 29 days before the election.5 Florida allows prereg-

istration after a person’s 16th birthday, so that a person may vote in an election

occurring on or after its 18th birthday. I hence categorize individuals as eligible to

vote at a specific election if they reached their 18th birthday 29 days before book-

closing at that election and if their registration date lies before the election date. I

did not distinguish between primary and general elections for assigning eligibility.

Even though Florida is a closed-primary state, i.e., only those with a registered

party affiliation are eligible to vote in partisan primaries, every registered voter

is eligible to vote on nonpartisan offices and ballot issues in primary elections.

Voting histories do not distinguish between partisan and non-partisan ballots at

the primaries and accordingly show turnout of voters without party affiliation at

primary elections. Appendix B.7 includes additional checks for primary elections

without non-affiliated voters in the sample.

Registered voters who do not respond to an address confirmation notice or for

whom the notice is returned as undeliverable are marked as inactive voters in the

Florida registration list. Inactive voters are still eligible and registered to vote.

They are purged from the voter registration list and have to re-register after failing

to show voting activity or updates to their registration file for two subsequent

general election cycles.6 Given that inactive voters are still eligible to vote and

need only show up at the polls, I do not remove them from the analysis sample.

In 2018, for instance, I find that a substantial amount of inactive voters actually

turned out to vote at the general election. Also, a majority of inactive voters

was listed as active in 2016. These might be marginal voters who skip midterm

elections. Appendix B.7 includes additional checks without inactive voters in the

sample.

5See https://dos.myflorida.com/elections/data-statistics/voter-registration-statistics/
bookclosing/ (last accessed November 2020).

6See the Florida Statute 98.065 http://www.leg.state.fl.us/statutes/index.cfm?App_
mode=Display_Statute&Search_String=&URL=0000-0099/0098/Sections/0098.065.html (last
accessed November 2020).
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Table B.1: Elections included in voting histories.

Type Primary General

Midterm September 5, 2006 November 7, 2006
Presidential August 26, 2008 November 4, 2008
Midterm August 24, 2010 November 2, 2010
Presidential August 14, 2012 November 6, 2012
Midterm August 26, 2014 November 4, 2014
Presidential August 30, 2016 November 8, 2016
Midterm August 28, 2018 November 6, 2018

Table B.1 lists the primary and general elections included in the voting histo-

ries. Turnout at the 2018 primary and general elections was update by matching

voter IDs to voting histories from the December 2018 voting registration list. The

majority of the 67 county supervisors of election do not explicitly record non-

attendance at an election. Instead, if a registered voter did not vote at a specific

election, there is no record of that person for that election in the voting history. I

hence recorded turnout for a registered voter at a specific election only it the per-

son was mentioned for that election in the voting history of any of the 67 counties.

It is important to look up every registered voter in each of the 67 county voting

histories to account for prior turnout of those who moved within Florida. To

not overestimate non-attendance, I always asses turnout conditional on election-

specific voting eligibility in all analyses in the paper and supplementary materials.

B.2.2 Twitter data

Twitter communication of individuals in the sample was collected using a combi-

nation of Twitter’s “users/lookup” (Twitter 2019b) and “statuses/user_timeline”

(Twitter 2019a) API endpoints. Beginning August 1, 2018 all publicly available

Tweets (posts) and Retweets (shared posts), including replies, of the 90,832 users

in the sample were collected by querying their Twitter IDs via the API. From that

point onward a script ran automatically every day, which initiated a lookup for
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user activity, compared it to previous activity, and collected all new statuses and

shared statuses, if any. The script kept track of activity counts every day and

always compared back to activity counts of the previous day before collecting any

user data. This approach avoided unnecessary redundancies in data collection,

putting as little strain as possible on Twitter’s servers.

The data collection script was scheduled to run every day at 12 a.m. Central

European Time (6 a.m. Greenwich Mean Time 4, Tampa, Florida). Users were

queried in random order every day. The actual time and day of statuses and

shared statuses was later assigned based on the official time stamp attached to

each activity. The script gathered the entire multilingual text of all statuses and

shared statuses, each with a maximum of 280 characters. Data covered in the

paper and supplementary materials are based on data collection that ran for 243

days between August 1, 2018 and March 31, 2019, assembling 6,379,966 status

and shared status activities. The collection process was automatically monitored

with programmed alarms based on HTTP status codes. No interruptions in data

collection occurred during this time.

Throughout the studied period, 52,715 (58%) registered voters in the sample

were active on Twitter. This figure is based on observed statuses as well as dynamic

liking and friending behavior, which was collected in addition and similar to the

data described above but is not central to analyses in the paper. If we also consider

users who received followers, we count 67,396 (74%) active users. Considering

activity before the studied period as well (statuses, friends, likes), 88,692 (98%)

are active. Inactive Twitter users can be passive users but they can also represent

people who abandoned their Twitter account. As concerns the latter, Twitter does

have an inactive account policy that indicates the removal of accounts if no login is

registered within six months time.7 This falls well into the period under study and

the sample of 90,832 is already cleaned of terminated accounts. In terms of turnout

7See https://help.twitter.com/en/rules-and-policies/inactive-twitter-accounts (last accessed
September 2019).
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propensities, the inactive (mean = 0.04, sd = 0.84), with regard to the very first

definition, and active subpopulation (-0.01, = 0.88) are fairly similar. Considering

this, I do not find it plausible that we would find highly engaged/disengaged voters

among falsely labeled passive Twitter users more or less politically active on social

media than highly engaged/disengaged voters among observed active users if we

were to uncover their “true” social media activity. Moreover, passive Twitter users

are part of a study population that is seldom included since common means of

Twitter data collection actively sample on user activity. For these reasons, inactive

users are here taken as passive users who do not participate politically on social

media and are not removed from the analysis sample. However, Appendix B.7

includes a version of the multilevel model that focuses on the active subpopulation

only.

B.2.3 Auxiliary data

Approximating individual-level income using per capita income at small-scale cen-

sus block-group level requires geographical information about voters residence.

Latitude and Longitude coordinates of individuals’ residence were determined

based on reported addresses (city, street, zip code) in the voter registration list

using the Bing Maps API (Microsoft 2018). 63 geocoded addresses yielded low

accuracy values and were placed outside Florida – these were corrected through

manual research. I used the coordinates to identify individuals’ census block codes

(15 digits) based on TIGER/Line shapefiles from the United States Census Bureau

(Macfarlane and Kressner 2018). Unfortunately, income estimates are not avail-

able at the census block level, so I shortened the codes to the block-group level

(12 digits). Finally, the codes were used to collect 2017 American Community

Survey 5-year estimates of per capita income at census block-group level from the

census API and match it to individuals in the sample (Recht 2019). Census block

groups contain between 600 and 3,000 people and ideally around 1,500. While
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this is a rather crude surrogate for individual-level income, it does capture the

larger neighborhood or social setting in which people live. Understood as such,

income at the block-group level might be an even better indicator for persons’

socioeconomic status than individual self reports (Hersh and Nall 2016).

B.3 Estimation of target populations

Figure 3.1 compares the non-probability sample to different realizations of the

Florida electorate on several characteristics. These realizations are all based on

large probability samples.

Estimates of the registered-voter population are constructed from a simple

random sample of 100,000 registered voters drawn from the October 2017 Florida

voter registration list. The same list was also used to construct the sample. Age

groups are constructed so that they align with estimates of the voting-eligible and

citizen-voting age population. The grouping of voters into the other demographic

categories and parties is described in detail in Appendix B.2.

The citizen-voting age population is comprised of US citizens age 18 and older.

To arrive at estimates for the citizen-voting age population, I begin with the 2017

American Community Survey 1-year subject table on the Florida citizen voting-

age population (Walker, Eberwein and Herman 2019). In this subject table, only

the racial category white excludes Hispanics, i.e., Non-Hispanic whites, all other

races include Hispanics. For this reason, the summed total of all race categories

exceeds the total citizen voting-age population. However, for comparability with

the sample and the registered-voter population as well as to construct the voting-

eligible population, it is necessary to correct for this by grouping all Hispanics

together and removing excess Hispanics from the other categories. To achieve this,

I rely on the 2017 1-year Florida Public Use Microdata Sample (PUMS) (United

States Census Bureau 2017). PUMS data code both race categories and Hispanic

ethnicity, which allows to estimate the proportion of Hispanics among race groups
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and subtract it accordingly (Thaler 2019). After removing excess Hispanics from

black and other voters in the subject table the summed total of race groups aligns

with the total citizen voting-age population. Age in the American Community

Survey subject table is also not grouped in a way required to estimate and ensure

comparability to the voting-eligible population. Hence, I fully rely on PUMS data

to construct citizen-voting age population estimates for appropriate age groups.

Estimating the distribution of all demographic characteristics based only on PUMS

yields very similar estimates.

The citizen-voting age population is not necessarily the same as the voting-

eligible population. In Florida, the former includes felons and mentally incapac-

itated persons who are not eligible to vote (Fraga 2018). The correctional popu-

lation, however, is not a random sample from the Florida population and largely

comprised of black males (Shannon et al. 2017). To estimate characteristics of the

voting-eligible electorate, I start from the above estimates of the citizen-voting

age population and adjust them for the correctional population. This mirrors the

current gold standard in estimating the voting-eligible population (Fraga 2018;

McDonald 2017). I use data from the 2017–2018 Annual Report of the Florida

Department of Corrections to quantify the demographic distribution of Florida’s

correctional population (Florida Department of Corrections 2018). The correc-

tional distribution includes both prisoners as well as those on parole and probation

who are also barred from voting in Florida. The annual report lists correspond-

ing population totals along categories as depicted in Figure 3.1. Estimates for

the voting-eligible population are constructed by removing these totals from the

respective group-estimates of the citizen voting-age population.
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B.4 Estimation of voting propensities

Formally, the two-parameter item response theory model8 can be written as:

yij ∼ Binomial(1, πij)

πij = logit−1(αj(θi − βj)),

where yij is person i’s decision to vote or abstain in election j, provided eligibility,

and assumed to follow a Binomial distribution. The probability to turnout at

a specific election πij is a function of the latent trait θi, the voting propensity,

the difficulty parameter βj, and the discrimination parameter αj. In this context,

the difficulty parameter locates the threshold at which voting is more likely than

abstaining and the discrimination parameter allows each election to additionally

have a different weight in the latent trait (see Fowler, Baker and Dawes 2008).

Accordingly, the participation decision is treated as distinct for every election so

that each election contributes differently in discriminating between low and high-

propensity voters.

Note that all of the parameters are unobserved and jointly estimated based on

the observed participation choices. To identify the model, it is hence necessary to

explicitly specify the direction, location, and scale of the latent dimension. For

this, I rely on a Bayesian approach (Levy and Mislevy 2016) with hierarchical

prior information as follows:

α ∼ Lognormal(0, σα)

β ∼ Normal(µβ, σβ)

θ ∼ Normal(0, 1)

8Prior research in this context shows that a one-dimensional two-parameter solution is prefer-
able to two-dimensional, one-parameter (Rasch), or three-parameter models (Fowler, Baker and
Dawes 2008; Spahn and Hindman 2014).
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µβ ∼ Cauchy(0, 5)

σα ∼ Cauchy(0, 5)

σβ ∼ Cauchy(0, 5).

The latent trait θ is given a standard normal distribution to identify both location

and scale. This ensures that the posterior will yield voting propensity estimates

with a mean around 0 and a variance around 1. The discrimination parameter αj is

constrained to be positive via a lognormal prior to fix the direction. This prohibits

elections that are “easier” for voters with lower voting propensity, which makes

sense as we expect the relationship between observed participation choices and

the underlying voting propensity to be monotonically increasing. In addition, the

prior scales relative to the voting propensities. Similarly, the difficulty parameter

β is given a normal prior. For efficiency reasons, the location parameter of β,

µβ is itself given a prior (centered parameterization). The scale parameters of α

and β, σα and σβ are also given priors. These hyperparameters are determined

mainly from the data with weakly informative Cauchy priors, i.e., proper but

barley informative with reference to the likelihood. Note that the priors for σα

and σβ are constrained to be positive by their declarations, effectively yielding

half-Cauchy priors.

The data used for estimating voting propensities is cross-classified, holding one

row for each voter-election pair. Rows for elections where voters were not eligible to

vote are omitted amounting to 928,460 observations. The participation decision is

coded as a binary choice. Data for registered voters who were ultimately removed

from the analysis sample (see Appendix B.1) was included in estimating the item

response theory model. These individuals hold much and valuable information

about participation decisions that can only improve estimates of θ.

Another reason for choosing a Bayesian approach is given by the amount of

parameters to be estimated. Since θ is estimated for every individual, we face
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more than 100,000 parameters together with the election-specific difficulty and

discrimination parameters. With such complex models where the number of pa-

rameters is a function of sample size, Markov chain Monte Carlo approaches are

likely more valid and efficient than conventional maximum likelihood estimators

(Clinton, Jackman and Rivers 2004). The model was implemented using Stan, a

program for Bayesian statistical inference with Markov chain Monte Carlo sam-

pling (Carpenter et al. 2017). Figure B.3 shows the Stan code used to estimate the

model. I ran four parallel Markov chains from random starting values with 2,000

iterations each. In each chain, The first 1,000 warm-up draws were discarded

yielding estimates based on 4,000 posterior draws. In order to detect potential

non-convergence and biased inference, I checked several diagnostics: the potential

scale reduction statistic Split R̂, effective sample size, autocorrelation plots, tra-

ceplots, divergent transitions, and energy plots. None indicated any pathological

behavior in the chains. Detailed results of these diagnostics are available upon

request.

Table B.2 reports posterior medians and credible intervals for the difficulty

and discrimination parameters. The estimated difficulty parameters are largely

consistent with Campbell’s (1960) concentric circle model. Presidential general

elections appear as easiest, where even low propensity voters are still likely to

participate. This is followed by midterm general elections where the participa-

tion threshold is broadly located at the center of the propensity scale. Primary

elections are mostly the domain of higher propensity voters. At the same time,

there are noticeable differences between elections even within election types. The

estimated discrimination parameters additionally show that elections vary in how

informative they are about individual voting propensities, but not systematically

along election types. It is thus necessary to include multiple elections in assess-

ment of voter engagement to account for contextual factors as well as person-, and

election-specific idiosyncrasies, as similarly noted before by Spahn and Hindman
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Figure B.3: Stan code for two-parameter logistic item response theory model.� �
1 data {
2 int<lower=1> I; // number of elections
3 int<lower=1> J; // number of voters
4 int<lower=1> N; // number of observations
5 int<lower=1, upper=I> ii[N]; // observed election for observation n
6 int<lower=1, upper=J> jj[N]; // observed voter for observation n
7 int<lower=0, upper=1> y[N]; // observed turnout for observation n
8 }

10 parameters {
11 vector<lower=0>[I] alpha; // discrimination parameter for election i
12 vector[I] beta; // difficulty parameter for election i
13 vector[J] theta; // ability for voter j
14 real mu_beta; // average election difficulty
15 real<lower=0> sigma_alpha; // scale of (log) discrimination
16 real<lower=0> sigma_beta; // scale of difficulties
17 }

19 model{
20 vector[N] pi;

22 // priors on hyperparameters
23 mu_beta ~ cauchy(0, 5);
24 sigma_alpha ~ cauchy(0, 5);
25 sigma_beta ~ cauchy(0, 5);

27 // priors on parameters
28 alpha ~ lognormal(0, sigma_alpha);
29 beta ~ normal(mu_beta, sigma_beta); // centered parameterization
30 theta ~ std_normal();

32 // likelihood
33 for (n in 1:N)
34 pi[n] = alpha[ii[n]] * (theta[jj[n]] - beta[ii[n]]); // centered parameterization
35 y ~ bernoulli_logit(pi);
36 }� �
(2014). Item response curves shown in Figure B.4 visualize that neither one elec-

tion nor a specific election type are sufficient to allow a clean separation between

low-propensity, marginal, and highly engaged voters. The Figure also shows the

distribution of estimated voting propensities in the sample together with posterior

medians and 80% credible intervals of the θ parameters.
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Table B.2: Posterior medians and 95% credible intervals for difficulty and discrim-
ination parameters.

Election Difficulty (β) Discrimination (α)

2006 Primary (midterm) 1.37 [1.35, 1.39] 1.94 [1.89, 2.00]
2006 General (midterm) 0.23 [0.21, 0.24] 1.81 [1.76, 1.85]
2008 Primary (presidential) 1.41 [1.39, 1.44] 2.07 [2.02, 2.13]
2008 General (presidential) −1.32 [−1.36, −1.29] 1.54 [1.49, 1.58]
2010 Primary (midterm) 1.07 [1.06, 1.09] 2.71 [2.64, 2.78]
2010 General (midterm) 0.08 [0.07, 0.10] 2.36 [2.31, 2.42]
2012 Primary (presidential) 1.12 [1.10, 1.13] 2.45 [2.39, 2.51]
2012 General (presidential) −1.02 [−1.04, −1.00] 1.88 [1.83, 1.93]
2014 Primary (midterm) 1.17 [1.16, 1.19] 2.50 [2.45, 2.56]
2014 General (midterm) −0.13 [−0.14, −0.12] 2.15 [2.10, 2.19]
2016 Primary (presidential) 0.78 [0.76, 0.79] 2.18 [2.14, 2.22]
2016 General (presidential) −1.52 [−1.54, −1.49] 1.84 [1.79, 1.88]
2018 Primary (midterm) 0.55 [0.54, 0.56] 1.97 [1.93, 2.00]
2018 General (midterm) −0.57 [−0.58, −0.55] 1.47 [1.44, 1.49]

Figure B.4: Item characteristic curves for measurement model of voting propensity.
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B.5 Classification of political Twitter posts

B.5.1 Text processing

Single Twitter posts describe the unit of analysis in all text-based operations con-

ducted in this paper. All collected Twitter posts were pre-processed before even

assembling the dictionary. The purpose of this was mainly to reduce dimensional-

ity and remove features which were not considered relevant with regard to political

participation or complicated further analyses.

I started with removing all emojis using various emoji dictionaries. A more

common approach would have been to remove all ASCII characters but this would

have resulted in the removal of posts in Chinese or other languages. Next, I

removed all RT (retweet) tags and URLs. While URLs can link to political con-

tent, too, classifying domains as political is a whole separate challenge that would

probably introduce uncertainty above all else. After all, the exact content type

a URL points to can only be determined reliably by processing and classifying

the respective page’s content. More importantly, we would not reasonably expect

the behavior to post a URL with political content to differ from the behavior to

post text with political content to such an extent that it biases inferences about

social media-based participation across the electorate and in various subgroups.

Following these first processing steps, the language of each post was determined

using Google’s Compact Language Detector 2 (Ooms and Sites 2018). The texts

were then transformed to lower case and stopwords, numbers, punctuation, and

redundant whitespace was removed.

I rely on recently developed software to assess the potential impact of some of

these processing steps on further analyses (Denny and Spirling 2018). The pre-

Text algorithm was used to pre-process a random sample of 1,000 statuses in 128

different ways, including combinations of the use of ngrams (which I introduce in a

later step), stemming, transformation to lower case, and the removal of stopwords,
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Figure B.5: Sensitivity to text processing steps.
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punctuation, numbers, and infrequent terms. Figure B.5 plots the conditional ef-

fect of each processing step on the average preText score (normalized average rank

order difference). Positive and statistically significant coefficients point towards

increased risk of obtaining unusual results after applying the respective processing

step. Here, this is the case for the removal of stopwords and infrequent terms.

In a supervised context, however, the removal of stopwords is theoretically jus-

tified. The removal of stopwords serves not only to improve computation time

by reducing the complexity of the vocabulary but also to get rid of meaningless

terms (noise features) that have the potential to introduce misclassification due

to overfitting to these terms. Infrequent terms were not removed as they might

be substantively meaningful. Stemming was not applied to preclude words from

being altered in such a way that substantive meaning was removed.

132



B.5. Classification of political Twitter posts

B.5.2 Computer-assisted keyword discovery

King and colleagues’ (2017) algorithm for computer assisted keyword discovery

suggests a division of labor between the computer and a human coder. They show

that human coders perform poorly at assembling a large collection of keywords

that potentially represent a concept of interest – a job much better done by a

machine. At the same time, using detailed contextual knowledge, human coders

clearly outperform computers in recognizing and filtering appropriate keywords.

The algorithm optimizes on this. The researcher provides a set of documents

that represent the concept of interest, known as the reference set, and a set of

documents that may hold additional keywords of interest but which does not

overlap with the reference set, also known as the search set. The algorithm then

samples from these sets, takes texts’ membership in reference and search set as

outcome variable, and fits a range of classifiers (e.g., Naive Bayes, Logit, Support

Vector Machine, Random Forest) to this training set. Documents from the search

set, which were (mis)classified into the reference set identify the target set, i.e., the

subset of the search set that likely contains yet undiscovered keywords representing

the concept of interest. These keywords are subsequently ranked by how well they

discriminate between the target and non-target set. A human coder evaluates the

resulting keyword list and uses subject-specific knowledge to build and expand a

dictionary. Finally, the keyword list can be used to refine and extend the initial

reference set and iterate over the algorithm again in order to improve or further

expand the dictionary.

I rely on this algorithm9 to create a problem- and context-specific dictionary

for binary classification of Twitter posts as either reflecting political engagement or

not. As reference set, I used a collection of Twitter posts that were manually coded

according to the definition of social media-based political participation outlined

9The python code (keyword_algorithm.py, version 1.1) for implementing the algo-
rithm was retrieved from the Harvard Dataverse https://dataverse.harvard.edu/dataset.xhtml?
persistentId=doi:10.7910/DVN/FMJDCD.
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in the paper. The coding was based on a simple random sample of 4,000 posts.

The sample was drawn from a pool of 10,773,862 posts, which spans the entire

period of investigation but also includes posts that were created before August

2018. Non-English posts in the sample were translated before the manual coding

using Google’s translator. Two coders categorized 541 (13.5%) posts as political

participation. The interrater reliability based on Cohen’s κ is 0.91 (95% confidence

interval = 0.89, 0.93). Table B.3 shows examples of posts in the initial reference

set.

Throughout the period of investigation, Twitter’s Search API was queried daily

for up to 5, 000 posts coming from Florida. Florida was located as the source of

posts using "Florida, USA" as place identifier and the following set of bounding

coordinates: sw.lon = −87.63490, sq.lat = 24.39631, ne.lon = −79.97431, ne.lat

= 31.00097. The resulting 728,089 posts were used as search set.

The algorithm for keyword discovery was run using these problem- and context-

specific reference and search sets. After a first run, I evaluated the suggested

keywords and used the initial selection to categorize a simple random sample of

100, 000 posts. Among posts categorized as political, I retrieved a random sample

of 2, 500 and added them to the reference set. I then iterated over the algorithm

again using the updated reference set. After three iterations of the algorithm,

I collected 428 keywords and was not able to gain further terms reflecting the

concept of interest.

At this point the dictionary was still messy. It certainly included terms that

reflected the concept of interest. But some of these terms were so ambiguous

that they were likely to produce a substantial amount of false positives. There

will always be additional keywords that come to mind as fitting the concept of

interest and as clearly missing in the final list. The task at hand, however, is not

to arrive at an exhaustive list but to balance the list of keywords in a manner that

minimizes statistical bias. To tune the dictionary, I relied on another sample of
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Table B.3: Examples of political posts in initial reference set.

1. H.R.973 - SSI Fairness Act of 2015. If they get this passed we will continue to lose 40% of our social
security.

2. @BernieSanders I’ve been without health insurance for years since losing a full time job.
3. @Lanna70115 @TolerForPres @TB_Times @BruceWStanley Don’t bother, just flush your vote down

the nearest toilet.
4. @nikkifried You are all we have in Florida, Commissioner, be the voice of all progressives and we will

have your back.
5. The push for renewable energy is most emphasized in the reddest states.
6. @MoveOn The Supreme Court is a political institution and just as dangerous as Trump!
7. The #gop isn’t even able to cut taxes. Makes you wonder why they even try. #GOPTaxScam
8. This #MuslimBan is just an #alternativefact that we all misunderstood, right?
9. @AlexPopov @jimgeraghty What is your understanding of “normal conservative”? This country has

the most liberal abortion policies anywhere - including Europe.
10. RT @Jim_Jordan: Social media companies have incredible control over information. If they can restrict

speech, they have unlimited power to influence elections and public policy. After all, social media is part
of every American’s life.

11. RT @jimv_ross: #GunControlSavesLives
12. They should have asked Cohen if a Trump hater/DNC was behind his despicable testimony. What was he

getting promised?
13. #IBelieveChristineBlaseyFord
14. Nancy Pelosi has clearly passed her expiration date.
15. RT @holden2018: Francis Rooney and his colleagues in Congress aim to take away healthcare from

millions of Americans without even offering an alternative. That’s just wrong and has nothing to do with
legislating. #SWFL deserves better.

16. Los republicanos retienen el control del Senado de EEUU. Los demócratas retoman el control de la
Cámara de Representantes.

17. @SenKamalaHarris It was a just cause. Unlike you idiots of today, FDR had Americans in his best
interest. The japanese were spies.

18. @marcorubio you should maybe sit this one out, you take money from the NRA.
19. RT @ellievan65: Senators voted in support of the resolution to end the war in Yemen. Marco Rubio, an

outspoken defender of human rights, was one of those voting against ending the war.
20. @RepThomasMassie @JoePerticone Expect no congressional approval for the use of troops in the US.

Does Whiskey rebellion ring a bell?
21. @democrat_proud I’d rather be prepared for war. We already appear weak to Europeans.
22. @TravelGov, I have a valid passport but I am repeatedly running out of visa pages.
23. The largest student loan company in America is being sued and under investigation by the Government.
24. RT @AOC: What? People accept when policy proposals that fight income inequality are obstructed? We

can win public sentiment and stand our ground without having to be scared by GOP information.
25. I will give the first dollar for the wall. To Trump.
26. Já tentou conversar com um Trumpista?!
27. RT @LEBassett: 13% of all maternal deaths globally are accounted for by unsafe abortion. Trump’s

reinstating the ’Global Gag Rule’ will be deadly.
28. @angelcintronjr Do you support $18 minimum wage? I do!
29. RT @NancyLeeGrahn: This may end in a recount, @AndrewGillum is now only down 49% to 49.7% and

needs to un-concede. We need to find his winning votes that mysteriously disappeared in coincidentally
Black districts.

30. President Obama, because of you we know we may someday have it again. Thank you for making
America proud. Happy Birthday. #ObamaDay

31. RT @DavidCornDC: @realDonaldTrump should release his tax returns today.
32. @realDonaldTrump President Trump, I feel safer with you in charge. Keep up the good work. I just love

you.
33. Vote for what you believe in and get informed on each candidate. Voting the party line all the way

through is ignorance.
34. Those who scream the loudest have the most to hide. #LokThemAllUp #DrainTheSwamp #MAGA

#QANon #WWG1WGA
35. RT @FLGovScott: Our law enforcement officers are working hard to keep people safe. We have more

than 570 state troopers assigned to the Panhandle and Big Bend area of Florida to assist with
response and recovery.

Note: Examples have been paraphrased to prevent identification of individuals in the sample.
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Table B.4: Confusion matrix for best-performing dictionary applied to validation
set including 4, 000 posts.

Predicted
0 1

Actual 0 3462 51
1 87 400

4, 000manually coded Twitter posts to test different versions. The best-performing

version of the dictionary scored 96.6% accuracy applied to the validation set. The

confusion matrix is shown in Table B.4. The true positive rate (sensitivity) is

82% (18% false negatives), the true negative rate (specificity) is 98.5% (1.5%

false positives). I optimized the dictionary with regard to false positives while

keeping false negatives balanced. Missing some instances of political engagement

(false negatives) means that we err more on the conservative side while falsely

attributing political engagement brings us closer to the error we actually try not

to make – overstating political engagement.

The chosen version of the dictionary contains 331 keywords (uni-, bi-, and

trigrams) and is shown in Table B.5. Even though text processing and keyword

discovery was multilingual, only few non-English keywords made it into the dic-

tionary. However, @mentions and hashtags are often language-neutral and allow

to classify multilingual posts as well. Using Quanteda’s (Benoit et al. 2018) “dfm”

function, the dictionary was applied to classify a sparse document-feature matrix

representation of 6,379,966 status and shared status activities. This dictionary-

based classifier categorized 1,525,672 (24%) posts throughout the period of inves-

tigation as political engagement. 98.78% of these posts were in English language,

followed by Spanish with 1.15%. Table B.6 shows examples of posts categorized as

political engagement. These examples come from the full spectrum of estimated

voting propensities (mean = 0.08, sd = 1.3).
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Table B.5: Dictionary of social media-based political participation.

#americafirst #antitrump #backfiretrump #betoforsenate #bluetsunami
#bluewave #bluewave2018 #bordersecurity #brettkavanaugh #bringithome
#buildthatwall #buildthewall #confirmkavanaugh #democrats #draintheswamp
#electionday #endtheshutdown #fairtax #fakepresident #flapol
#flgovdebate #floridaelection #floridaprimaries #gop #gopdebate
#govote #guncontrol #gunsense #ibelievechristineblaseyford #impeachtrump
#istandwithbrett #ivoted #kavanaugh #kavanaughhearings #kavanaughvote
#maga #michaelcohen #midterms #muellertime #nationalvoterregday
#nevertrump #paintourcountryred #potus #protrump #redwaverising
#republicans #scotus #shawforflorida #sotu #speakerpelosi
#stopkavanaugh #thewall #thisisnotdemocracy #traitortrump #trump
#trumpaddress #trumpresign #trumprussia #trumpshutdown #vote
#votebeto #voteblue #votedem #votegillum #votered
#voteredtosaveamerica #votethemout #votingrights #vpdebate #walkaway
#walkawayfromdemocrats #whatsatstake @amyklobuchar @andrewgillum @barackobama
@bensasse @berniesanders @betoorourke @brianschatz @chuckgrassley
@corybooker @dhsgov @fladems @flgovscott @flotus
@gop @gopchairwoman @govhowarddean @govmikehuckabee @govrondesantis
@hillaryclinton @housedemocrats @housegop @jeffflake @jeffmerkley
@jimjordan @kamalaharris @lindseygrahamsc @lisamurkowski @marcorubio
@mattgaetz @momsdemand @nancypelosi @nelsonforsenate @ocasio
@ocasio2018 @orlandomayor @potus @presssec @realdonaldtrump
@repadamschiff @repmarkmeadows @repmattgaetz @repswalwell @repthomasmassie
@rondesantisfl @sarahpalinusa @scottforflorida @secnielsen @secpompeo
@senatedems @senategop @senatemajldr @senatorcollins @senbillnelson
@senblumenthal @senfeinstein @sengillibrand @senjoemanchin @senjohnmccain
@senkamalaharris @sensanders @senschumer @sentedcruz @senwarren
@senwarrens @senwhitehouse @speakerpelosi @speakerryan @stabenow
@staceyabrams @statedept @tedcruz @tedlieu @thedemocrats
@votersincharge @vp @whitehouse administration administrations
alexandria ocasiocortez america first amy klobuchar arming teachers ballot
ballots bernie beto orourke bipartisanship blasey
blasey ford blue wave border security border wall brett kavanaugh
brett kavanaughs brian kemp build the wall buildthedamnwall chief staff
clinton clintons congress congressional congressman
congressmen congresswoman congresswomen constituents dem
democrat democratic democrats dems desantis
disenfranchised disenfranchisement donald trump elect elected
elections élections electoral electoral college electoral system
electorate elegir enfranchised enfranchisement federal
feinstein gaetz george bush gillum gobierno
gop gov governor govmt govt
grand old party granted immunity grassley gubernatorial gun control
gun law gun laws gun lobby hillary house judiciary
housegop impeach impeached impeachment jahana hayes
jeff flake joe manchin judiciary judiciary committee justice system
kavanaugh kavanaughs klobuchar kyrsten sinema lawmaker
leftwing legislation legislative legislator legislature
lindsey graham maga make america great makeamericagreatagain making america great
manafort marco rubio massgovernor matt gaetz maxine waters
mayor mcconnell mick mulvaney midterm midterms
mitch mcconnell mueller muellers murkowski national emergency
obama obamacare obamas ocasiocortez parties
partisan partyline paul manafort pelosi pence
pences policymaker policymakers politician politicians
politics politique politisyen polling polls
pompeo potus president trump primaries public office
rep representatives represented republican republicano
republicanos republicans rightwing rubio sanders
scotus sec nielsen sen sen judiciary senado
senador senate senategop senatemajldr senator
senator collins senator john senators senorrinhatch senrickscott
sessions shutdown statedept susan collins taxpayer
taxpayers ted cruz term limit term limits trump
trumpexpress trumprussia trumps trumpshutdown turnout
union address vote blue voter voters voting
white house
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B.5.3 Validation of keyword-based classifier

Though widely applied in the social sciences, the reputation of dictionary meth-

ods for classification is ambiguous. This is largely because off-the-shelf dictio-

naries are often applied out of context, not validated, and not compared against

alternative approaches (Grimmer and Stewart 2013; Muddiman, McGregor and

Stroud 2019). The dictionary used in this paper is custom-built and problem-

and context-specific. This section presents the validation of the dictionary based

on human gold standards and compares its classification performance to a deep

learning approach.

If categories are known in advance, which is the case in this project, a classifier’s

performance should be shown to reliably replicate human coding (Grimmer and

Stewart 2013). In addition to the training and validation sets used above, another

simple random sample of 4,000 Twitter posts was manually coded. These posts

serve as test set to evaluate the performance of the keyword-based classifier against

human gold standards. Using the dictionary from Table B.5, the keyword-based

classifier scores a 97% accuracy applied to the test set, which is well above the

no information rate (88%). The confusion matrix is shown in Table B.7. The

true positive rate (sensitivity) is 85% (15% false negatives), the true negative

rate (specificity) is 99% (1% false positives). In addition, a time series of social

media-based participation and external events (see Figure B.6) signals predictive

validity (Grimmer and Stewart 2013). Peaks in political engagement correspond

with notable political events.

A keyword-based classifier is only one of many approaches that can be chosen

for the binary classification task at hand. To check whether the keyword-based

approach is optimal for dealing with the problem confronted with, I compare it

to a state of the art supervised machine learning method. Supervised methods

are the chief competitor of dictionary methods when dealing with classification

of known categories (Grimmer and Stewart 2013). Using the same split ratio as
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Table B.6: Examples of posts categorized as political based on dictionary.

1. RT @GKCdaily: We need to make politics more local. Keep the politicians near enough to hold
them accountable.

2. @RepAdamSchiff I cannot describe the shock at those who exploit tragedies to their own political benefit.
We don’t need gun legislation. We need legislators doing everything to ensure children have fathers in
the home!

3. Don’t allow @POTUS to roll back clean car standards. Make @EPA and @USDOT protect them.
via @NRDC.

4. RT @Lawrence: The absentee ballot stealing scheme is no new invention. This secretly happened before
all over the country?

5. @KamalaHarris People in OUR country are dying of hunger and homelessness. Why not care about them?
Those parents should be deported and arrested in their own country. Get out of left field and into
REALITY!

6. @realDonaldTrump They are chipping away slowly with nonsense and it may not end up well. You have to
do something, it won’t jeopardize your 2nd term. Bring out the big guns and show proof against the
accusers for THEIR wrong doings. This has to happen NOW. #ConcernedLatinoTrumpSupporter

7. The Trump Economy Continues to rise #MAGA #VoteRED #walkaway #liberalismisamentaldisorder
8. @GOP @realDonaldTrump useless leadership has lead real wages to plummet.
9. Name one bill @SenSanders has written, co-sponsored or been involved in that has passed. (Besides the

PO renaming.) I’m serious, what EXACTLY has he done for us or anybody but himself?
10. RT @RepMcGovern: Trump steaks - shut down. Trump magazine - shut down, Trump university - shut

down, Trump casinos - shut down, Trump airlines - shut down. @realDonaldTrump kept his promise to
run government as he ran his businesses: shut down.

11. Check his Senate record, yes, he is ineffective!
12. @AnnCoulter Because they have jobs, the majority of the people I know cannot afford healthcare under

Obamacare. We live in a messed up country where lazy people who don’t work get free healthcare.
13. I disagree with Tomi Lahren on her stance on right to life and other things. However, it’s justified to ask

whether the “prison reform” will be good for law-abiding Americans or whether it will just be a bid to
make the GOP look hip?

14. @altNOAA @wthworld911wtf @realDonaldTrump Maybe you will understand why the southern border
is completely open when you check back with border patrol or got there and camp for a few days.

15. The late term baby killer Democratic politician Bill’s, Race Plan parenthood, and Abortion are a racist
scam!

16. @GOP @VP I do not consider coal waste dumping in rivers, selling public lands to oil drillers and making
our air and water dirtier an improvement of government functions.

17. RT @SpeakerPelosi: Today, Congress #ActOnClimate as we name those who serve on the Select
Committee on the Climate Crisis.

18. @ewarren Democrats want you flipping burgers your whole life, so you can’t challenge their system. This
is not supposed to be a career job and minimum wage is not supposed to do that.

19. Shape Our Schools my_pcs @gchery @fladems baynews9 @ North Greenwood Recreation and Aquatic
Complex

20. @HowardSchultz Life is good now and much better than in years past, why do we need so much change?
The country sure does seem to be running well

21. @lisamurkowski Gambling debts, connections to Trump money, and Lies. Kavanaugh does not support
women rights, he is not who we want.

22. RT @senatemajldr: I agree with @POTUS: #Coal needs to be part of our feature and is right here in
#Kentucky. It employs thousands of hardworking Americans, is affordable, reliable, and powers the
lights in our homes. Coal helped fuel our country’s greatness

23. @johnnysez1 @SenSanders @CarmenYulinCruz Audit Trump and his staff!
24. @WayneDupreeShow People paying outrageous amounts for insurance because of Obamacare has

devastated the middle class and mid-sized businesses. The judge has no clue, ridiculous, that should
be unconstitutional.

25. @dguy53 To vote against Pelosi’s leadership right now benefits trump. All the Republican anti-Pelosi
advertisements, they fear her.

26. RT @SenatorLeahy: We could re-open the government today if Senate Republicans wouldn’t hold
Americans hostage for a wall. @senatemajldr said that we would pass a bill to fund the government
already a month ago.

27. RT @AndrewGillum: Paying teachers what they’re worth matters for our children’s education and
Florida’s future.

28. RT @RWPUSA: No one would elect someone like Florida Gov. Scott with such company involvements
and financial conflicts of interest.

Note: Examples have been paraphrased to prevent identification of individuals in the sample.
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Table B.7: Confusion matrix for dictionary-based classification applied to test set
including 4,000 posts.

Predicted
0 1

Actual 0 3459 48
1 72 421

above (4,000 train, 4,000 validation, 4,000 test), I train, evaluate, and validate

a sequential (linear stack of neural network layers) deep learning model with the

Keras library (Chollet and Allaire 2018). Each set was tokenized prior to train-

ing the model, keeping only the most common 10,000 words. Texts were then

transformed into sequences of integers and padded to the same length of maxi-

mum 150. The model itself consists of one initial embedding layer followed by

several densely-connected neural network layers with intermittent dropout to pre-

vent overfitting. Against the test set, the deep learning approach scores a 83%

accuracy, falling under the no information rate (88%). The confusion matrix is

shown in Table B.8. The true positive rate (sensitivity) is 8% (92% false nega-

tives), the true negative rate (specificity) is 93% (7% false positives). Another

run with a different split ratio (8,000 training, 2,000 validation, 2,000 test) yields

similar results with 84% accuracy, which also scores below the no information rate

(87%). The respective confusion matrix is shown in Table B.9. The true positive

rate (sensitivity) is 6% (94% false negatives), the true negative rate (specificity) is

95% (5% false positives). As it stands, the keyword-based classifier outperforms

the supervised method. Sure, given much more training data, the deep learning

approach may catch up to the keyword-based classifier. But it is unclear how much

data is required and lacking the resources to additionally hand code thousands of

Twitter posts pursuing this path any further is out of question. The success of

the keyword-based classifier probably stems from the human evaluation and input
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Figure B.6: Social media-based participation and external events over time.
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1○ Michael Cohen and Paul Manafort
convicted.

2○ Mass shooting in Jacksonville. John
McCain dies.

3○ Midterm primary elections. Florida
gubernatorial candidate Ron
DeSantis involved in “Monkey this
up" controversy.

4○ Reports of Trump administration
working against President’s agenda.
Leaked documents on Supreme
Court nominee Brett Kavanaugh’s
time in White House.

5○ Christine Blasey Ford accuses Brett
Kavanaugh of sexually assaulting
her in the 1980’s

6○ More sexual misconduct claims
against Brett Kavanaugh.

7○ Kavanaugh hearing.
8○ Washington Post journalist Jamal

Khashoggi murdered inside the

Saudi consulate in Istanbul.
9○ Trump demands Kavanaugh

confirmation. Kavanaugh confirmed
as Supreme Court justice.

10○ Mail bombing attempts targeting
several political elites.

11○ Midterm general elections.
12○ Jim Mattis resigns. Congress fails to

agree on a budget, partial federal
government shutdown begins.

13○ Donald Trump’s first TV address to
the nation from the Oval Office.

14○ State of the Union address.
15○ Michael Cohen’s congressional

testimony. The House blocks
Trump’s declaration of a national
emergency along the southern
border.

16○ Third reported suicide of a relative
of a school shooting victim in one
week.

while building the dictionary. This step adds detailed problem-specific knowledge

absent to a deep learning approach.
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Table B.8: Confusion matrix for deep learning-based classification applied to test
set including 4,000 posts.

Predicted
0 1

Actual 0 3269 238
1 455 38

Table B.9: Confusion matrix for deep learning-based classification trained on
larger training set and applied to test set including 2,000 posts.

Predicted
0 1

Actual 0 1661 80
1 244 15

B.6 Estimation of multilevel model and postesti-
mation

Multilevel logistic regression is used to derive precise estimates of social media-

based participation for small demographic and political subgroups across the elec-

torate. This approach is the preferred choice when interest is in group-specific

estimates or in variation of individual-level predictors across groups (Gelman and

Hill 2007). Also, when groups get small, for instance due to group-interactions,

multilevel modelling yields more precise estimates than classical regression by par-

tially pooling estimates across groups.

Formally, the full multilevel model with varying slopes and intercepts can be
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written as:

yi ∼ Binomial(1, πi)

πi = logit−1

∑
S

αS[i] +
∑
S

xiβS[i]


where yi is a person i’s observed decision to participate politically on social media

and assumed to follow a Binomial distribution. In its basic form, the probability

of social media-based participation πi is characterized by group-specific intercepts

α over a set S of demographic and political groups and their two-way interactions.

Accordingly, αS[i] represents the intercept for the subgroup in S that includes unit

i. In the full model, a vector of voting propensities x is added as individual-

level predictor, with its slope β varying over groups in S as well. This allows

group-specific estimates of social media-based participation to vary conditional

on voting propensities. Table B.10 summarizes the variables and combinations

thereof included in the model. Note that β varies over groups in S but not on the

interactions additionally to varying intercepts. See Ghitza and Gelman (2013) for

how a very similar cross-classified multilevel model is built up in stages starting

from classical regression and with an application to estimating turnout.

Such a model can be estimated rather quickly via maximum-likelihood using for

instance the lme4 software (Bates, Bolker and Walker 2015). However, maximum

likelihood estimation for such complex models and large datasets tends to be

unstable and yield convergence errors. In addition, maximum likelihood does not

capture uncertainty at all levels of the model as it relies on point estimates for

hyperparameters. I thus resort to a Bayesian approach. The explicit specification

of prior distributions for parameters and hyperparameters incorporates all levels

of uncertainty in the model and helps in stabilizing computation. In the context

of non-probability samples, frequentist confidence intervals are also theoretically

incompatible. Bayesian inference is in any case inherently hierarchical and lends
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Table B.10: Variables in the multilevel model.

Number Coefficient
Stan declaration Description Type of groups in model

y Social media-based participation Output variable – –
(1 = observed, 0 = not observed)

theta Voting propensity Individual-level predictor/ – Part of β1, β2,
varying-slope β3, β4, β5

sex Sex Varying intercept 2 α1

race Race Varying intercept 4 α2

age Age Varying intercept 4 α3

party Registered party affiliation Varying intercept 3 α4

income Block group per-capita income Varying intercept 5 α5

sex_race Sex × race interaction Varying intercept 2× 4 = 8 α1_2

sex_age Sex × age interaction Varying intercept 2× 4 = 8 α1_3

sex_party Sex × party interaction Varying intercept 2× 3 = 6 α1_4

sex_income Sex × income interaction Varying intercept 2× 5 = 10 α1_5

race_age Race × age interaction Varying intercept 4× 4 = 16 α2_3

race_party Race × party interaction Varying intercept 4× 3 = 12 α2_4

race_income Race × income interaction Varying intercept 4× 5 = 20 α2_5

age_party Age × party interaction Varying intercept 4× 3 = 12 α3_4

age_income Age × income interaction Varying intercept 4× 5 = 20 α3_5

party_income Party × income interaction Varying intercept 3× 5 = 15 α4_5

itself naturally to multilevel modeling.

I specify the following priors for parameters and hyperparameters:

αS ∼ t
(
5, µα, (σ

S
α)

2
)

βS ∼ t
(
5, µβ, (σ

S
β)

2
)

µα ∼ t(5, 0, 3)

µβ ∼ t(5, 0, 1)

(σSα)
2 ∼ t(4, 0, 2)

(σSβ)
2 ∼ t(4, 0, 2)

In this centered parameterization all group-level models for αS and βS are given

t−distributions centered at the global intercept µα and slope µβ, which are them-

selves given hyperpriors. This locates constant terms in several places in the

model and makes it nonidentifiable. Identifiability can be recovered by redefining
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the parameters, however. While more complex than placing one constant in the

model and setting the location of the group-level models to 0, this redundant pa-

rameterization reduces the number of iterations for convergence and computation

time considerably (Gelman and Hill 2007), especially with large datasets. The

scale parameters are given group-specific hyperpriors (σSα)
2 and (σSβ)

2. For the

hyperpriors, I also use t−distributions.

The t−distribution strikes a balance between a Gaussian distribution with a

strong peak at 0 and a Cauchy distribution (t−distribution with one degree of

freedom) with very wide tails. This makes the t−distribution suitable as weakly

informative prior.10 To be sure, given the amount of data, a prior must be specified

quite concentrated to influence posterior inference. While prior evidence does exist

– usually derived from survey samples smaller than 2,000 observations and absent

any interactions – it does not justify the priors required to dominate the likelihood

in this case with more than 90,000 observations. Accordingly and in line with the

above stated motivation for a Bayesian approach, weakly informative priors here

serve primarily to regularize and assist convergence. Degrees of freedom were

determined based on several performance tests with subsamples of the data. The

scale parameters on the hyperpriors were specified to allow reasonable values (on

logit scale) but restrict values from going off-scale. With a value of 5 covering

50% of the probability scale, a scale parameter of 3 (in both directions) for µα

puts substantial probability mass on almost the whole scale, allowing for the most

extreme values. For β coefficients we would usually not expect such extreme values

so that a value of 1 makes values in the bottom and top 25th percentiles less likely

without ruling them out completely. Similarly, a scale parameter of two on the

variance hyperpriors allows for substantial variation between subgroups.

As before with the measurement model, the multilevel model was implement

using Stan (Carpenter et al. 2017). Figure B.7 shows the Stan code used to

10See also the prior choice recommendations of the Stan developer team at https://github.
com/stan-dev/stan/wiki/Prior-Choice-Recommendations (last accessed November 2020).
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estimate the model. The “transformed parameters’ block shows how identifiable

parameters were recovered using the reparameterization suggested by Gelman and

Hill (2007). I ran four parallel Markov chains from random starting values with

2,000 iteration each. In each chain, The first 1,000 warm-up draws were discarded

yielding estimates based on 4,000 posterior draws. The maximum treedepth of the

Stan sampler (default is 210 = 1024 steps per iteration) was increased to 212 = 4096

to preclude the sampler from terminating prematurely. In order to detect potential

non-convergence and biased inference, I checked several diagnostics: the potential

scale reduction statistic Split R̂, effective sample size, autocorrelation plots, tra-

ceplots, divergent transitions, and energy plots. None indicated any pathological

behavior in the chains. Detailed results of these diagnostics are available upon

request.

Population-averaged predictions, also known as average marginal effects, are

obtained using full posterior estimates from the multilevel model. Rather than

evaluating predictions for specific or assumed representative cases – which for

multilevel models means setting to 0 or deciding on specific varying intercepts and

slopes – I consider the full distribution of parameter estimates in the data. This

allows inferences about the underlying population instead of arbitrary or artificial

cases. The procedure follows ideas outlined in Hanmer and Kalkan (2013) and

Skrondal and Rabe-Hesketh (2009) and can be summarized as follows:

1. Set up the data for which population-averaged predictions shall be obtained,

i.e., fix values for variables of interest across observations while holding all

other variables as observed.

2. Evaluate the prediction for each observation in the data using observation-

specific (according to individuals’ group membership) parameter values from

one common draw of the posterior.

3. Average the generated expected values over all cases in the data and store
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Figure B.7: Stan code for logistic multilevel model with varying intercepts and
slopes.� �
1 data {
2 int<lower=1> N; // number of observations
3 int<lower=1> n_sex; // number of sexes
4 int<lower=1> n_race; // number of racial groups
5 int<lower=1> n_party; // number of party affiliations
6 int<lower=1> n_age; // number of age groups
7 int<lower=1> n_income; // number of income groups
8 int<lower=1> n_sex_race; // number of sexes by racial group
9 int<lower=1> n_sex_party; // number of sexes by party affiliation

10 int<lower=1> n_sex_age; // number of sexes by age group
11 int<lower=1> n_sex_income; // number of sexes by income group
12 int<lower=1> n_race_party; // number of racial groups by party affiliation
13 int<lower=1> n_race_age; // number of racial groups by age
14 int<lower=1> n_race_income; // number of racial groups by income group
15 int<lower=1> n_age_party; // number of age groups by party affiliation
16 int<lower=1> n_age_income; // number of age groups by income group
17 int<lower=1> n_party_income; // number of party affiliations by income group
18 int<lower=1, upper=n_sex> sex[N]; // observed sex
19 int<lower=1, upper=n_race> race[N]; // observed racial group
20 int<lower=1, upper=n_party> party[N]; // observed party affiliation
21 int<lower=1, upper=n_age> age[N]; // observed age group
22 int<lower=1, upper=n_income> income[N]; // observed income group
23 int<lower=1, upper=n_sex_race> sex_race[N]; // observed racial group with specific sex
24 int<lower=1, upper=n_sex_party> sex_party[N]; // observed party affiliation with specific

sex
25 int<lower=1, upper=n_sex_age> sex_age[N]; // observed age group with specific sex
26 int<lower=1, upper=n_sex_income> sex_income[N]; // observed income group with specific sex
27 int<lower=1, upper=n_race_party> race_party[N]; // observed party affiliation with

specific race
28 int<lower=1, upper=n_race_age> race_age[N]; // observed age group with specific racial

race
29 int<lower=1, upper=n_race_income> race_income[N]; // observed income group with specific

race
30 int<lower=1, upper=n_age_party> age_party[N]; // observed party affiliation with specific

age
31 int<lower=1, upper=n_age_income> age_income[N]; // observed income group with specific age
32 int<lower=1, upper=n_party_income> party_income[N]; // observed income group with specific

party affiliation
33 real theta[N]; // observed turnout propensity
34 int<lower=0,upper=1> y[N]; // observed social media-based political engagement
35 }

37 parameters {
38 real mu_alpha_raw; // global intercept
39 real mu_beta_raw; // global effect for theta
40 vector[n_sex] alpha_sex_raw; // varying intercept for sexes
41 vector[n_race] alpha_race_raw; // varying intercept for racial groups
42 vector[n_party] alpha_party_raw; // varying intercept for party groups
43 vector[n_age] alpha_age_raw; // varying intercept for age groups
44 vector[n_income] alpha_income_raw; // varying intercept for income groups
45 vector[n_sex_race] alpha_sex_race_raw; // varying intercept for sex-race interaction
46 vector[n_sex_party] alpha_sex_party_raw; // varying intercept for sex-party interaction
47 vector[n_sex_age] alpha_sex_age_raw; // varying intercept for sex-age interaction
48 vector[n_sex_income] alpha_sex_income_raw; // varying intercept for sex-income interaction
49 vector[n_race_party] alpha_race_party_raw; // varying intercept for race-party interaction
50 vector[n_race_age] alpha_race_age_raw; // varying intercept for race-age interaction
51 vector[n_race_income] alpha_race_income_raw; // varying intercept for race-income

interaction
52 vector[n_age_party] alpha_age_party_raw; // varying intercept for age-party interaction
53 vector[n_age_income] alpha_age_income_raw; // varying intercept for age-income interaction
54 vector[n_party_income] alpha_party_income_raw; // varying intercept for party-income

interaction
55 vector[n_sex] beta_sex_raw; // varying slope for ’theta’ among sexes� �
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Figure B.7 (continued).� �
56 vector[n_race] beta_race_raw; // varying slope for ’theta’ among racial groups
57 vector[n_party] beta_party_raw; // varying slope for ’theta’ among party affiliations
58 vector[n_age] beta_age_raw; // varying slope for ’theta’ among age groups
59 vector[n_income] beta_income_raw; // varying slope for ’theta’ among income groups
60 real<lower=0> sigma_alpha_sex; // variance parameter for the prior on alpha_sex
61 real<lower=0> sigma_alpha_race; // variance parameter for the prior on alpha_race
62 real<lower=0> sigma_alpha_party; // variance parameter for the prior on alpha_party
63 real<lower=0> sigma_alpha_age; // variance parameter for the prior on alpha_age
64 real<lower=0> sigma_alpha_income; // variance parameter for the prior on alpha_income
65 real<lower=0> sigma_alpha_sex_race; // variance parameter for the prior on alpha_sex_race
66 real<lower=0> sigma_alpha_sex_party; // variance parameter for the prior on

alpha_sex_party
67 real<lower=0> sigma_alpha_sex_age; // variance parameter for the prior on alpha_sex_age
68 real<lower=0> sigma_alpha_sex_income; // variance parameter for the prior on

alpha_sex_income
69 real<lower=0> sigma_alpha_race_party; // variance parameter for the prior on

alpha_race_party
70 real<lower=0> sigma_alpha_race_age; // variance parameter for the prior on alpha_race_age
71 real<lower=0> sigma_alpha_race_income; // variance parameter for the prior on

alpha_race_income
72 real<lower=0> sigma_alpha_age_party; // variance parameter for the prior on

alpha_age_party
73 real<lower=0> sigma_alpha_age_income; // variance parameter for the prior on

alpha_age_income
74 real<lower=0> sigma_alpha_party_income; // variance parameter for the prior on

alpha_party_income
75 real<lower=0> sigma_beta_sex; // variance parameter for the prior on beta_sex
76 real<lower=0> sigma_beta_race; // variance parameter for the prior on beta_race
77 real<lower=0> sigma_beta_party; // variance parameter for the prior on beta_party
78 real<lower=0> sigma_beta_age; // variance parameter for the prior on beta_age
79 real<lower=0> sigma_beta_income; // variance parameter for the prior on beta_income
80 }

82 transformed parameters {
83 real mu_alpha;
84 real mu_beta;
85 vector[n_sex] alpha_sex;
86 vector[n_race] alpha_race;
87 vector[n_party] alpha_party;
88 vector[n_age] alpha_age;
89 vector[n_income] alpha_income;
90 vector[n_sex_race] alpha_sex_race;
91 vector[n_sex_party] alpha_sex_party;
92 vector[n_sex_age] alpha_sex_age;
93 vector[n_sex_income] alpha_sex_income;
94 vector[n_race_party] alpha_race_party;
95 vector[n_race_age] alpha_race_age;
96 vector[n_race_income] alpha_race_income;
97 vector[n_age_party] alpha_age_party;
98 vector[n_age_income] alpha_age_income;
99 vector[n_party_income] alpha_party_income;

100 vector[n_sex] beta_sex;
101 vector[n_race] beta_race;
102 vector[n_party] beta_party;
103 vector[n_age] beta_age;
104 vector[n_income] beta_income;

106 // reparameterization
107 mu_alpha = mean(alpha_sex_raw) + mean(alpha_race_raw) + mean(alpha_party_raw) +
108 mean(alpha_age_raw) + mean(alpha_income_raw) + mean(alpha_sex_race_raw) +
109 mean(alpha_sex_party_raw) + mean(alpha_sex_age_raw) + mean(alpha_sex_income_raw

) +
110 mean(alpha_race_party_raw) + mean(alpha_race_age_raw) + mean(

alpha_race_income_raw) +� �
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Figure B.7 (continued).� �
111 mean(alpha_age_party_raw) + mean(alpha_age_income_raw) + mean(

alpha_party_income_raw);
112 mu_beta = mean(beta_sex_raw) + mean(beta_race_raw) + mean(beta_party_raw) +
113 mean(beta_age_raw) + mean(beta_income_raw);
114 alpha_sex = alpha_sex_raw - mean(alpha_sex_raw);
115 alpha_race = alpha_race_raw - mean(alpha_race_raw);
116 alpha_party = alpha_party_raw - mean(alpha_party_raw);
117 alpha_age = alpha_age_raw - mean(alpha_age_raw);
118 alpha_income = alpha_income_raw - mean(alpha_income_raw);
119 alpha_sex_race = alpha_sex_race_raw - mean(alpha_sex_race_raw);
120 alpha_sex_party = alpha_sex_party_raw - mean(alpha_sex_party_raw);
121 alpha_sex_age = alpha_sex_age_raw - mean(alpha_sex_age_raw);
122 alpha_sex_income = alpha_sex_income_raw - mean(alpha_sex_income_raw);
123 alpha_race_party = alpha_race_party_raw - mean(alpha_race_party_raw);
124 alpha_race_age = alpha_race_age_raw - mean(alpha_race_age_raw);
125 alpha_race_income = alpha_race_income_raw - mean(alpha_race_income_raw);
126 alpha_age_party = alpha_age_party_raw - mean(alpha_age_party_raw);
127 alpha_age_income = alpha_age_income_raw - mean(alpha_age_income_raw);
128 alpha_party_income = alpha_party_income_raw - mean(alpha_party_income_raw);
129 beta_sex = beta_sex_raw - mean(beta_sex_raw);
130 beta_race = beta_race_raw - mean(beta_race_raw);
131 beta_party = beta_party_raw - mean(beta_party_raw);
132 beta_age = beta_age_raw - mean(beta_age_raw);
133 beta_income = beta_income_raw - mean(beta_income_raw);
134 }

136 model{
137 vector[N] pi;

139 // priors on hyperparameters
140 mu_alpha_raw ~ student_t(5, 0, 3);
141 mu_beta_raw ~ student_t(5, 0, 1);
142 sigma_alpha_sex ~ student_t(4, 0, 2);
143 sigma_alpha_race ~ student_t(4, 0, 2);
144 sigma_alpha_party ~ student_t(4, 0, 2);
145 sigma_alpha_age ~ student_t(4, 0, 2);
146 sigma_alpha_income ~ student_t(4, 0, 2);
147 sigma_alpha_sex_race ~ student_t(4, 0, 2);
148 sigma_alpha_sex_party ~ student_t(4, 0, 2);
149 sigma_alpha_sex_age ~ student_t(4, 0, 2);
150 sigma_alpha_sex_income ~ student_t(4, 0, 2);
151 sigma_alpha_race_party ~ student_t(4, 0, 2);
152 sigma_alpha_race_age ~ student_t(4, 0, 2);
153 sigma_alpha_race_income ~ student_t(4, 0, 2);
154 sigma_alpha_age_party ~ student_t(4, 0, 2);
155 sigma_alpha_age_income ~ student_t(4, 0, 2);
156 sigma_alpha_party_income ~ student_t(4, 0, 2);
157 sigma_beta_sex ~ student_t(4, 0, 2);
158 sigma_beta_race ~ student_t(4, 0, 2);
159 sigma_beta_party ~ student_t(4, 0, 2);
160 sigma_beta_age ~ student_t(4, 0, 2);
161 sigma_beta_income ~ student_t(4, 0, 2);

163 // priors on parameters (centered parameterization)
164 alpha_sex_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_sex);
165 alpha_race_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_race);
166 alpha_party_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_party);
167 alpha_age_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_age);
168 alpha_income_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_income);
169 alpha_sex_race_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_sex_race);
170 alpha_sex_party_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_sex_party);
171 alpha_sex_age_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_sex_age);
172 alpha_sex_income_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_sex_income);
173 alpha_race_party_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_race_party);
174 alpha_race_age_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_race_age);� �
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Figure B.7 (continued).� �
175 alpha_race_income_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_race_income);
176 alpha_age_party_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_age_party);
177 alpha_age_income_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_age_income);
178 alpha_party_income_raw ~ student_t(5, mu_alpha_raw, sigma_alpha_party_income);
179 beta_sex_raw ~ student_t(5, mu_beta_raw, sigma_beta_sex);
180 beta_race_raw ~ student_t(5, mu_beta_raw, sigma_beta_race);
181 beta_party_raw ~ student_t(5, mu_beta_raw, sigma_beta_party);
182 beta_age_raw ~ student_t(5, mu_beta_raw, sigma_beta_age);
183 beta_income_raw ~ student_t(5, mu_beta_raw, sigma_beta_income);

185 // likelihood
186 for (n in 1:N)
187 pi[n] = alpha_sex_raw[sex[n]] + alpha_race_raw[race[n]] + alpha_party_raw[party[n]] +
188 alpha_age_raw[age[n]] + alpha_income_raw[income[n]] +
189 alpha_sex_race_raw[sex_race[n]] + alpha_sex_party_raw[sex_party[n]] +
190 alpha_sex_age_raw[sex_age[n]] + alpha_sex_income_raw[sex_income[n]] +
191 alpha_race_party_raw[race_party[n]] + alpha_race_age_raw[race_age[n]] +
192 alpha_race_income_raw[race_income[n]] + alpha_age_party_raw[age_party[n]] +
193 alpha_age_income_raw[age_income[n]] + alpha_party_income_raw[party_income[n]] +
194 beta_sex_raw[sex[n]] * theta[n] + beta_race_raw[race[n]] * theta[n] +
195 beta_party_raw[party[n]] * theta[n] + beta_age_raw[age[n]] * theta[n] +
196 beta_income_raw[income[n]] * theta[n];
197 y ~ bernoulli_logit(pi);
198 }� �

the result in a vector.

4. Repeat steps 1 to 3 for the remaining posterior draws to include estimation

uncertainty.
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B.7 Additional tables and figures

Figure B.8: Voting propensity among 2018 voters and non-voters involved in social
media-based participation.
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Figure B.9: Quantile-quantile plot comparison of social media-based participation
measures with respect to voting propensities.
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Note: Adjusting measures of social media-based participation based on the amount of political
posts barely affects the distribution of voting propensities among politically involved on social
media. The distribution becomes slightly more left-skewed but remains similar to the selected
measure based on one political post.
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Table B.11: Voting and social media-based participation for various sample sub-
sets.

Sample subset Not voted in 2018 Not voted in 2018
primary election general election

Top 10% amount of posts 53.8% 28.2%
Top 5% amount of posts 51.2% 25.8%
Top 1% amount of posts 44.2% 23.7%
Bottom 10% amount of posts 42.3% 22.8%
At least 5 political posts 47.4% 23.1%
At least 10 political posts 43.9% 21.4%
At least 25 political posts 40.4% 20.1%
Election week 48.6% 22.5%
5 weeks prior to election week 43.9% 21.7%
5 weeks after election week 42.2% 20.4%
August 2018 46.6% 23.1%
September 2018 47.1% 22.9%
October 2018 47.6% 22.9%
November 2018 50.1% 24.1%
December 2018 48.1% 23.3%
January 2019 49.1% 24.4%
February 2019 48.4% 23.9%
March 2019 47.9% 23.8%
Registered party affiliation 47.1% 23.8%
No registered party affiliation 77.6% 35.4%
Only active voters 53.8% 26.1%
Voting propensity >= -1.5 53.5% 25.6%
Voting propensity >= -1 50.8% 22.1%
Voting propensity >= -0.5 42.7% 12.2%
Voting propensity >= 0 28.5% 10.6%
Voting propensity >= 0.5 15.0% 7.3%
Voting propensity >= 1 7.0% 6.4%
Voting propensity >= 1.5 2.0% 0.8%

Note: The voting propensity subsets indicate that to replicate prior survey evidence, the sample
must be cut to include only persons with voting propensities >= 1.
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Figure B.10: Social media-based participation in subgroups poststratified to a
synthetic joint distribution of target population estimates.

Note: The poststratified estimate for a specific group θS =
∑
j∈JS

Njθj

/∑
j∈JS

Nj , whereby θj is the

estimate and Nj the known or estimated population in the interacted subgroup j in S. If esti-
mates are generated using multilevel regression, this procedure is known as multilevel regression
and poststratification or MrP. MrP requires the full joint population distribution, i.e., informa-
tion about every population cell, which are 2(sex)×4(race)×4(age)×3(party)×5(income)= 480
in this case. Such detailed data is not available from census data for the target population
including variables such as per capita income or party affiliation. However, Leeman and Wasser-
fallen (2017) show that poststratification with a simple synthetic joint distribution, constructed
as the product of marginal distributions, performs as good as classical MrP. I rely on marginal
distributions for sex, age, and race as estimated for the citizen-voting age population (see Ap-
pendix B.3). For party affiliation I rely on the marginal distribution in the registered-voter
population. For per capita income, I collect information for all Florida census block groups,
which I map and expand to citizen voting-age population totals in block groups. This yields the
marginal distribution of block-group incomes in the citizen voting-age population. I use these
marginal distributions to construct a simple synthetic joint distribution of the citizen voting-age
population, to which I poststratify predictions of all 480 ideal types for the full posterior.
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Figure B.11: Social media-based participation in subgroups using alternative
thresholds for measuring participation.

Note: Adjusting measures of social media-based participation based on the amount of political
posts does not affect substantive conclusions regarding reinforcement theory. If anything, race
and income differences become even less visible. Interestingly, young adults’ disproportionately
high online engagement vanishes, further attenuating compensation theorists’ hopes concerning
this particular group.
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Figure B.12: Social media-based participation in race-interacted subgroups.
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Note: A breakdown of the whole sample in interacted subgroups reveals a notable stronger
online activity on the part of poor democratic white males age 45–64, young adult minorities ,
and republican minorities. Yet, not only are most of these estimates surrounded by substantial
uncertainty and non-significant, they also disappear for the most part after further disaggregating
the sample by voter types (see Figures B.22 to B.37). Stronger engagement remains robust only
among males and (mostly white) democrats.
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Figure B.13: Social media-based participation in remaining age-interacted sub-
groups.
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Figure B.14: Social media-based participation in remaining party-interacted sub-
groups.
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Figure B.15: Social media-based participation in remaining sex-interacted sub-
groups.
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Figure B.16: Social media-based participation in subgroups including voting
propensity as individual-level predictor with varying slope.
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Figure B.17: Social media-based participation in subgroups including voting
propensity as individual-level predictor with varying slope and inappropriately
excluding two-way interactions.
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Figure B.18: Social media-based participation in subgroups including voting
propensity as individual-level predictor with varying slope and with additional
cubic θ.
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Figure B.19: Social media-based participation in subgroups including voting
propensity as individual-level predictor with varying slope and with less regular-
izing priors, µα ∼ t(5, 0, 5), µβ ∼ t(5, 0, 2.5), (σSα)2 ∼ t(4, 0, 5)), (σSβ)2 ∼ t(4, 0, 5).

0.1

0.2

0.3

0.4

-2 -1 0 1 2 -2 -1 0 1 2 -2 -1 0 1 2

Female
Male

Black
Hispanic
White

18-29
30-44
45-64
65+

Sex Race Age

0.1

0.2

0.3

0.4

-2 -1 0 1 2 -2 -1 0 1 2

Democrat
None
Republican

<=15k
>15k & <=30k
>30k & <=50k
>50k & <=75k
>75k

Party Income

Propensity to vote

P
ro

ba
bi

lit
y 

of
 s

oc
ia

l m
ed

ia
-b

as
ed

 p
ar

ti
ci

pa
ti
on

Figure B.20: Social media-based participation in subgroups including voting
propensity as individual-level predictor with varying slope and with very vague pri-
ors, µα ∼ t(5, 0, 100), µβ ∼ t(5, 0, 100), (σSα)2 ∼ t(4, 0, 100)), (σSβ)2 ∼ t(4, 0, 100).
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Figure B.21: Social media-based participation in subgroups including voting
propensity as individual-level predictor with varying slope and excluding inactive
Twitter users.
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Figure B.22: Social media-based participation of low-propensity voters in race-
interacted subgroups.
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Figure B.23: Social media-based participation of low-propensity voters in remain-
ing age-interacted subgroups.
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Figure B.24: Social media-based participation of low-propensity voters in remain-
ing party-interacted subgroups.

75k +

50k-75k

30k-50k

15k-30k

< 15k

Female

Male

5% 10% 15% 20%

  
  

  
  

  
  

  
In

co
m

e 
  

  
  

  
  

  
  

  
  

  
  

  
  

  
  

  
  

  
  

  
  

  
  

Se
x

Democrat
Republican
None

161



Appendix B

Figure B.25: Social media-based participation of low-propensity voters in remain-
ing sex-interacted subgroups.
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Figure B.26: Social media-based participation of irregular voters in race-interacted
subgroups.
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Figure B.27: Social media-based participation of irregular voters in remaining
age-interacted subgroups.
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Figure B.28: Social media-based participation of irregular voters in remaining
party-interacted subgroups.
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Figure B.29: Social media-based participation of irregular voters in remaining
sex-interacted subgroups.
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Figure B.30: Social media-based participation of regular voters in race-interacted
subgroups.
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Figure B.31: Social media-based participation of regular voters in remaining age-
interacted subgroups.
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Figure B.32: Social media-based participation of regular voters in remaining party-
interacted subgroups.
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Figure B.33: Social media-based participation of regular voters in remaining sex-
interacted subgroups.
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Figure B.34: Social media-based participation of highly engaged voters in race-
interacted subgroups.
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Figure B.35: Social media-based participation of highly engaged voters in remain-
ing age-interacted subgroups.
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Figure B.36: Social media-based participation of highly engaged voters in remain-
ing party-interacted subgroups.
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Figure B.37: Social media-based participation of highly engaged voters in remain-
ing sex-interacted subgroups.

75k +

50k-75k

30k-50k

15k-30k

< 15k

10% 20% 30% 40% 50%

In
co
m
e

Male
Female

B.8 Software statement

Code written for data collection, data processing, analyses, and graphics was run

under Windows 10 x86-64 using R version 3.6.3. (R Development Core Team

2020). Table B.12 lists R packages that were used.

B.9 Ethical and legal considerations of data

As of yet, there exists no common standard for the treatment of publicly available

and passively observed data, such as it is available, for instance, from Twitter or

official voter records (Steinert-Threkeld 2018). However, past research practice

offers some guidance for protecting such data against unanticipated secondary use

and for compliance and transparency as regards the law (Salganik 2018).

To protect the privacy of people included in this study and to guard against
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Table B.12: R packages.

abind (Plate and Heiberger 2016) pacman (Rinker et al. 2017)
arm (Gelman et al. 2016) preText (Denny and Spirling 2018)
bayesplot (Gabry et al. 2019) pryr (Wickham and R Core team 2018)
censusapi (Recht 2019) psych (Revelle 2019)
censusr (Macfarlane and Kressner 2018) PUMSutils (Thaler 2019)
cld2 (Ooms and Sites 2018) purrr (Henry, Wickham and RStudio 2019a)
crayon (Csárdi and Gaslam 2017) quanteda (Benoit et al. 2018)
data.table (Dowle et al. 2017) R.utils (Bengtsson 2019)
DBI (R SIG on Databases et al. 2017) remoji (FitzJohn 2015)
dbplyr (Wickham, Ruiz and RStudio 2019) reticulate (Ushey et al. 2019)
doParallel (Calaway et al. 2018) rgeos (Bivand et al. 2019b)
dplyr (Wickham et al. 2017) rlang (Henry, Wickham and RStudio 2019b)
eeptools (Becker and Knowles 2019) rlist (Ren 2016)
eulerr (Larsson et al. 2019) ROAuth (Gentry and Lang 2015)
extrafont (Chang 2014) RSelenium (Harrison and Kim 2019)
foreach (Calaway, Microsoft and Weston 2017) RSQLite (Müller et al. 2019)
gender (Mullen, Blevins and Schmidt 2018) rstan (Guo et al. 2019)
genderizeR (Wais et al. 2019) rvest (Wickham 2016)
ggmap (Kahle et al. 2019) stopwords (Benoit, Muhr and Watanabe 2019)
ggplot2 (Wickham 2009) stringi (Gagolewski et al. 2019)
ggpubr (Kassambara 2019) stringr (Wickham 2017)
gridExtra (Auguie and Antonov 2017) tidycensus (Walker, Eberwein and Herman 2019)
httr (Wickham 2019) tidyr (Wickham, Henry and RStudio 2019)
keras (Falbel et al. 2019) tm (Feinerer, Hornik and Artifex Software, Inc. 2018)
lubridate (Grolemund and Wickham 2011) USAboundaries (Mullen, Bratt and US Census Bureau 2018)
magrittr (Bache and Wickham 2014) wru (Imai and Khanna 2016)
maptools (Bivand et al. 2019) XML (Lang and CRAN Team 2019)

unanticipated malicious use of the data by others, identifying information and

Twitter texts by individuals are not outright sent to or shared with others. Repli-

cation data is only offered in anonymized fashion, i.e., decoupled from data that

would allow future re-identification, and exclude any Twitter texts. Similarly, for

the purpose of collaboration in a research project, data is only shared conditional

on a non-disclosure agreement and without identifying information. Twitter and

voter record data are stored separately in a secure location and can be linked

through a key that is not forwarded to others. Twitter texts presented in the

paper or appendix was paraphrased to prevent re-identification.

As regards legal aspects, all data used in this research project is in the public

domain and was not subjected to any kind of intervention or manipulation. Sev-
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eral published research papers have relied on same or comparable data and data

collection approaches (Barberá et al. 2015; Grinberg et al. 2019; White 2019).

Per Florida Statute 97.0585, all information in voter registration lists is public

record, including but not limited to sensitive information such as a person’s name,

address, date of birth, party affiliation, phone number, and email address.11

Per Twitter’s Privacy Policy section 1.2, profile information, Tweets, Retweets,

liked Tweets, Replies, and the respective creation date of these activities, as well

as Followers and followed accounts are public information made publicly accessible

via API’s.12 This does not apply to protected accounts, for which these data are

not accessible and which are excluded here. According to Twitter Privacy Policy

section 1.3, Twitter users who do not adjust their privacy settings accordingly

(opt-out) allow others to find them via the email address they provided for account

creation.13

In line with Twitter’s Developer Policy section I.C.1., associating Twitter ac-

counts and their public content with persons in external records is permitted, if

this association is made based on publicly available data.14 Here, such an asso-

ciation is made based on information from publicly available voter registration

lists.

11See http://www.leg.state.fl.us/statutes/index.cfm?App_mode=Display_Statute&Search_
String=&URL=0000-0099/0097/Sections/0097.0585.html and https://dos.myflorida.com/
elections/for-voters/voter-registration/voter-information-as-a-public-record/ (last accessed
November 2020).

12See https://twitter.com/en/privacy (last accessed November 2020).
13See https://twitter.com/en/privacy and https://help.twitter.com/en/safety-and-security/

email-and-phone-discoverability-settings (last accessed November 2020).
14See https://developer.twitter.com/en/developer-terms/policy (last accessed November

2020).
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C.1 Details on data collection

Our empirical analysis rests on US voter registration records that were combined

with Twitter accounts. We focus on voter records from 6 US states: Arkansas,

Colorado, Connecticut, Florida, Rhode Island, South Dakota. This selection is due

to requirements posed by our approach for integrating voter records with Twitter

data.

The voter records we rely on in this paper can be obtained directly from the

Division of Elections of the state departments for a processing charge or down-

loaded online from a public collection of lists maintained by Tom Alciere, a former

Republican state representative who was running for United States Senator in New

Hampshire as a write-in in 2020.1. For South Dakota, we obtained a free copy for

the 9th state legislative district from https://nationbuilder.com/voterfile.

Data originally compiled for the paper in Chapter 3 provides the bulk of in-

formation for our analysis. We limit our analyses to those who declared a party

registration, were eligible to vote in the 2018 general and primary election and

posted on Twitter (See Table 4.1).

To further extend the data we compiled voter records from other states where

personal identifiers, such as email addresses or phone number, are publicly avail-

able in the voter records. In this regard we identified voter records from Arkansas,

1See https://arkvoters.com/, https://coloradovoters.info/, https://connvoters.com/, http:
//flvoters.com/, https://rivoters.com/
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Colorado, Connecticut, Rhode Island, and South Dakota, which mostly make

landline telephone numbers of registered voters publicly available. To associate

corresponding Twitter accounts, we relied on services by the identity resolution

company FullContact, which also allows to find persons’ Twitter accounts based

on phone numbers. FullContact maintains centralized person profiles for over 275

million US adults, including various contact and social media identifiers. Given

the cost associated with this service and a tight budget, we could only obtain a

limited amount of Twitter accounts associated with registered voters. In total,

across states we processed contact information of 561,883 registered voters via the

FullContact API, which returned associated Twitter accounts for 26,931 registered

voters. Since landline numbers may be outdated in the voter records or at Full-

Contact, we additionally checked for matching names and also removed protected

and terminated Twitter accounts, leaving us with 16,444 accounts associated with

registered voters. Again, we limit our analyses to those who declared a party

registration, were eligible to vote in the 2018 general and primary election and

posted on Twitter.

Communication on twitter was collected using a combination of Twitter’s “user-

s/lookup” (Twitter 2019b) and “statuses/user_timeline” (Twitter 2019a) API end-

points.
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C.2 Details on the neural network

C.2.1 Layer architecture and hyperparameters

Figure C.1: Design of the neural network model.
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One-dimensional convolution layer
Filters = 32, kernel size = 3, strides = 1

Batch normalization layer

Leaky ReLU activation layer

Dropout layer
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One-dimensional max pooling layer
Pool size = 4, strides = 4

Dropout layer
Rate = 0.5

Long short-term memory layer
Units = 128

Dropout layer
Rate = 0.5

Output Layer
Units = 1, activation = sigmoid
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C.2.2 Comparison with alternative layer architectures and
hyperparameters

We assess the sensitivity of our results with regard to several layer architecture

and hyperparameter choices. Since training and evaluating neural networks is a

rather time consuming undertaking, we restrict assessments to the party preference

outcome and do not use repeated cross-validation here.

Figure C.2 pits our model (gray shade) against various combinations of layers,

with and without regularization. All models were trained and evaluated using the

same train and test split with a split ratio of 90/10. Hyperparameters were set

as in our original model described above. Just as in the paper, the length of the

Figure C.2: Results for several layer architectures (evaluated on party preferences
outcome).
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Figure C.3: Predictive performance with different sequence lengths and batch sizes
(evaluated on party preferences outcome).
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Note: Acc = Accuracy, Pre = Precision, Rec = Recall, ROC-AUC = receiver operator charac-
teristic–area under the curve, PR-AUC = precision-recall-area under the curve.

text sequences was set to 300 and the model was processed in batches of size 256.

‘Regular dense‘ describes a shallow model with just one simple hidden layer with

32 units. Except for this model, differences between various architecture choices

are negligible. The shallow model fails utterly as it almost only predicts one class.

Batch size, which regulates the number of input texts processed by the model

at once before updating weights and biases, is an important hyperparameter of

neural networks. It governs the number of backpropagations and with that the

results and their stability as well as runtime of the model. Larger batch sizes

accelerate the training process but may increase the variance of results between

runs of the same model. Given the amount of data, we picked a somewhat larger

batch size of 256 to keep runtime manageable. To provide insights as regards the

impact of that choice and its interplay with the length of the input sequence, we

repeatedly ran our model with varying batch sizes over several sequence lengths.

To maintain comparability between the model runs, we again use the same train
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Figure C.4: Runtime with different sequence lengths and batch sizes (evaluated
on party preferences outcome).
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and test split with a split ratio of 90/10. The results are shown in Figure C.3.

Differences between batch sizes in terms of the predictive performance of the model

are minor and do not depend on the sequence length of the input.

Batch size dramatically impacts the runtime of the model, however, as is shown

in Figure C.4. In our case, training the neural network with a sequence length of

300 in under one hour is only possibly with a batch size of 128 or higher. Running

our model with a batch size of 128 takes about 35 minutes whereas it takes about

26 minutes with a batch size of 256 and about 25 minutes with a batch size of

512. The difference between batch sizes 256 and 512 is negligible, the difference

of 9 minutes per model run between batch size 128 and 256 is not. Recall that

we ran our model 100 times for each outcome due to repeated cross validation.

In total, this makes for a difference of 15 hours per outcome, and 45 hours over

all outcomes. So while in principle we could have selected any batch size without

repercussions on the results, only a larger batch size made it feasible to conduct

repeated cross-validation within a bearable time horizon.

As concerns the hyperparameters pertaining to the central layers of the model,
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Figure C.5: Fixed hyperparameter variation (evaluated on party preferences out-
come).
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we repeatedly trained the model while changing core hyperparameters. Again,

this was done using the same train and test split. When shifting a specific hyper-

parameter, we left the other values untouched as in the model described above.

Figure C.5 displays the hyperparameter shifts and their results. Hyperparameter

values of our model in the paper are shaded in gray. Clearly, the choice of values

for core hyperparameters in central layers of our neural network is inconsequential

as regards predictive performance.

To go even further we repeated this exercise this time picking 25 random

hyperparameter combinations within specified ranges. We let the following hyper-

parameters vary: the dimension of the embedding layer {25, 50, 100, 150, 200},

the filters {16, 32, 64, 128, 256}, kernel size {2, 3, 4, 5}, and strides {1, 2, 3, 4}

of the convolution layer, the pool size {2, 3, 4, 5} and strides {1, 2, 3, 4} of the

max pooling layer, and the units of the long short-term memory layer {16, 32, 64,

128, 256}. Figure C.5 reassures that shifts to hyperparameters barely affect the
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Figure C.6: Random hyperparameter variation (evaluated on party preferences
outcome).
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overall results of our model. Notice, however, that there is still room for improving

the recall metric through hyperparameter optimization, which we leave to future

research.
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C.3 Additional figures

Figure C.7: Classification performance on unbalanced data.
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acteristic–area under the curve, PR-AUC = precision-recall-area under the curve. Mean and
uncertainty intervals (90%, 95%, and 99%) are based on 10 × 10-fold cross-validation = 100
models for each outcome).

Figure C.8: Classification performance across temporal subsets.
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Figure C.9: Classification performance under varying geographical test data.
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Figure C.10: Classification performance under varying activity thresholds and
considering communication-specific and person-averaged predictions.
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Figure C.11: Classification performance when alternating general and political
train and test data.
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Note: Acc = Accuracy, Pre = Precision, Rec = Recall, ROC-AUC = receiver operator charac-
teristic–area under the curve, PR-AUC = precision-recall-area under the curve. We rely on the
dictionary-based classifier from Chapter 3 to identify political text sequences.

C.4 Software statement

Code written for data collection, data processing, analyses, and graphics was run

under Windows 10 x86-64 using R version 3.6.3. (R Development Core Team

2020). Table C.1 lists R packages that were used. The Keras package runs on top

of Python and TensorFlow in the background. We used Python version 3.6.10 and

TensorFlow version tf-nightly 2.3.0.dev20200521.
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Table C.1: R packages.

crayon (Csárdi and Gaslam 2017) purrr (Henry, Wickham and RStudio 2019a)
DBI (R SIG on Databases et al. 2017) quanteda (Benoit et al. 2018)
dbplyr (Wickham, Ruiz and RStudio 2019) RankAggreg (Pihur, Datta and Datta 2019)
dplyr (Wickham et al. 2017) reshape2 (Wickham 2020)
eeptools (Becker and Knowles 2019) reticulate (Ushey et al. 2019)
extrafont (Chang 2014) RSQLite (Müller et al. 2019)
ggplot2 (Wickham 2009) stringi (Gagolewski et al. 2019)
groupdata2 (Olsen 2020) stringr (Wickham 2017)
ggupset (Ahlmann-Eltze 2020) text2vec (Selivanov, Bickel and Wang 2020)
keras (Falbel et al. 2019) textclean (Rinker 2018)
lime (Pedersen and Benesty 2019) tidyr (Wickham, Henry and RStudio 2019)
lubridate (Grolemund and Wickham 2011) vroom (Hester et al. 2020)
magrittr (Bache and Wickham 2014)
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Ç /�i� T`2T�`�iBQM �M/ T`Q+2bbBM;
Ç 7Q`K�HBxBM;- #mBH/BM;- 2biBK�iBM;- �M/ 2p�Hm�iBM; i?2 M2m`�H M2irQ`F KQ/2Hb
Ç BMi`Q/m+BM; i?2 B/2�b iQ bi�+F BM/BpB/m�H hrBii2` K2bb�;2b iQ;2i?2` �M/ +mi i?2K

BMiQ bT2+B}+@H2M;i? b2[m2M+2b- iQ mb2 F@7QH/ +`Qbb@p�HB/�iBQM 7Q` Qmi@Q7@b�KTH2 i2biBM;-
iQ #�H�M+2 +�i2;Q`B2b Q7 i`�BMBM; �M/ i2bi bTHBib- iQ b2T�`�i2Hv i`�BM KQ/2Hb QMHv QM
TQHBiB+�H /�i�- �M/ iQ Qz2` 2t�KTH2b Q7 KQ/2H 2tTH�M�iBQMb- BM+Hm/BM; � }`bi- T`BQ`
BKTH2K2Mi�iBQM

EQMbi�Mx- a2Ti2K#2` jy- kyky

a�b+?� :ƺ#2H aBKQM _Qi?
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