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0.2 Deutsche Zusammenfassung

Die vorliegende Arbeit befasst sich mit Themen in den Bereichen der Modellunsicherheit,
Optimierung und Numerik. In der folgenden Zusammenfassung werden diese Themen
kurz eingeführt und es wird insbesondere auf die genaueren Zusammenhänge einge-
gangen, welche studiert werden. Daraufhin wird erläutert, welche konkreten Aspekte
in den einzelnen Kapiteln der Arbeit untersucht werden. In dieser Zusammenfassung
wird nur wenig Notation eingeführt und für technische Details und verwandte Literatur
wird auf die späteren Kapitel verwiesen.

Zunächst wird Modellunsicherheit anhand eines Beispiels eingeführt: In der Welt
gibt es für uns Menschen Aspekte, welche nicht deterministisch vorhersagbar sind, wie
zum Beispiel die Entwicklung des Aktienmarktes in der kommenden Woche oder den
Ausgang eines Münzwurfs. Das bedeutet allerdings nicht, dass Menschen komplett
unwissend über diese Aspekte der Welt sind. Beispielsweise kann sich eine Person,
welche eine Münze wirft, in der Regel sicher sein, dass der Ausgang des Münzwurfs
entweder Kopf oder Zahl ist, wobei beide Ausgänge gleich wahrscheinlich sind. Eine
solche Beschreibung des Münzwurfs (es kommt entweder Kopf oder Zahl, beides mit
Wahrscheinlichkeit 0.5) ist ein stochastisches Modell. In vielen Situationen ist das
Finden solcher Modelle erheblich schwerer und fehleranfälliger als für den Münzwurf, wie
zum Beispiel für den Aktienmarkt. Wenn man möglichen Zuständen des Aktienmarktes
am Ende der kommenden Woche Wahrscheinlichkeiten zuordnet, erhält man wieder
ein stochastisches Modell. Allerdings ist es in dieser Situation sehr viel unklarer (im
Vergleich zu dem Beispiel mit dem Münzwurf), ob ein solches Modell wirklich gut die
Realität beschreibt. In solchen Fällen sagen wir, dass Modellunsicherheit vorliegt.

Der Zusammenhang zwischen Modellunsicherheit und Optimierung ergibt sich durch
den sogenannten worst-case (oder konservativen) Ansatz, welcher hauptsächlich im
Finanzbereich angewandt wird. Bei diesem Ansatz soll eine getroffene Entscheidung
verschiedene Modelle miteinbeziehen und selbst im schlimmsten Fall noch zu guten
Ergebnissen führen. Um das anhand eines Beispiels zu präzisieren, sei Q eine Menge von
Borel-Wahrscheinlichkeitsmaßen auf R2. Elemente ν ∈ Q seien potentielle Modelle für
die risikoneutrale Bewertung einer Aktie an zwei zukünftigen Zeitpunkten, beispielsweise
ein und zwei Monate nach dem heutigen Tag. Die unsicheren Werte der Aktie zu diesen
Zeitpunkten werden mit S1 und S2 bezeichnet. Ein Market-Maker könnte die Aufgabe
haben, ein Finanzprodukt f(S1, S2) auf den Markt zu bringen, dessen Auszahlungsprofil
von den Werten der Aktie zu diesen zwei Zeitpunkten abhängt. Falls der Market-Maker
sich sicher ist, dass das Modell ν ∈ Q perfekt die stochastische Natur von (S1, S2)
beschreibt, so kann für die Preisfindung der risikoneutrale Erwartungswert∫

f dν

berechnet werden. Falls allerdings Modellunsicherheit vorliegt und der Market-Maker
sicherstellen will, dass das Produkt nicht zu günstig auf den Markt gebracht wird, kann
der höchste Preis unter allen potentiellen Modellen in Q berechnet werden durch

(P ) = sup
ν∈Q

∫
f dν.

Obiges Beispiel ist ein Fall der Klasse von Optimierungsproblemen, welche in dieser
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Abbildung 0.1: Veranschaulichung der Menge Q im Fall von optimalem Transport. Die
Randverteilungen µ1 und µ2 sind fixiert, doch die gemeinsame Verteilung, d.h. die Ab-
hängigkeitsstruktur, ist variabel.

Arbeit untersucht wird. Für diese Problemklasse existieren viele Variationen. Es gibt
Unterschiede in der Form des zugrundeliegenden Raumes, in den Nebenbedingungen,
welche die Menge Q definieren, und in der Funktion f . Eines der ältesten studierten
Probleme dieser Form ist die Kantorovich-Relaxierung von Monge’s optimalem Trans-
port Problem (oft nur als optimaler Transport (OT) bezeichnet). Das OT Problem
wird hauptsächlich durch eine bestimmte Form der Menge Q charakterisiert. Um das
zu präzisieren, sei P(Rd) die Menge aller Borel-Wahrscheinlichkeitsmaße auf Rd für
d ∈ N. Für das zweidimensionale OT Problem seien µ1, µ2 ∈ P(R) fixiert und Q ist
definiert durch

Q := Π(µ1, µ2) := {ν ∈ P(R2) : ν1 = µ1, ν2 = µ2},

wobei für ν ∈ P(R2) mit νi := ν ◦ π−1
i die i-te Randverteilung von ν bezeichnet wird,

wobei πi(x1, x2) = xi für i ∈ {1, 2}.
Die gerade charakterisierte Menge Q ist in Abbildung 0.1 veranschaulicht. Ur-

sprünglich entwickelte sich das OT Problem aus der Aufgabe, gewisse Güter möglichst
günstig von bestimmten Ausgangseinrichtungen zu anderen Zieleinrichtungen zu trans-
portieren. Konkreter etwa sollten abgebaute Erze möglichst günstig von Minen zu
Fabriken transportiert werden. Bis zum heutigen Tag hat sich das OT Problem enorm
weiterentwickelt und es gibt mittlerweile zahlreiche Anwendungen und Variationen des
ursprünglichen Problems. Beides ist von zentraler Bedeutung in dieser Arbeit. Die
Einleitungen von Kapitel 1 und Kapitel 5 geben eine Übersicht zu relevanter Literatur.
Um kurz zu illustrieren, bei welchen modernen Fragestellungen OT Probleme noch
auftauchen, wird erneut auf das Beispiel der zwei zukünftigen Werten einer Aktie
verwiesen. In solchen Situationen können oft die eindimensionalen risikoneutralen
Verteilungen der Aktie anhand von Europäischen Optionspreisen am Markt zu den
einzelnen Zeitpunkten gut geschätzt werden. Allerdings ist die Abhängigkeitsstruktur
über die Zeit hinweg sehr viel schwerer zu modellieren. Daher kann es Sinn machen,
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für die potentiellen Modelle, die in Betracht gezogen werden, nur die eindimensionalen
Randverteilungen zu fixieren, aber die Abhängigkeitsstruktur variabel zu lassen. Diese
Vorgehensweise führt exakt zu einem OT Problem.

Für Probleme der Form (P ) gibt es nur selten geschlossene Lösungsformeln, weshalb
in vielen relevanten Fällen auf numerische Lösungsmethoden zurückgegriffen werden
muss. Die Schwierigkeit bei numerischen Ansätzen basiert darauf, dass Wahrschein-
lichkeitsmaße im Allgemeinen unendlichdimensionale Objekte sind und daher eine nu-
merische Repräsentation in der Regel auf Approximation basieren muss. Ein wichtiges
Mittel, welches in dieser Arbeit oft für numerische Zwecke verwendet wird, ist das der
Dualität. Grundlegend bedeutet Dualität hier, dass zu vielen verschiedenen Typen der
oben eingeführten Optimierungsprobleme (P ) = supν∈Q

∫
f dν eine duale Formulierung

der Form
(D) = inf

h∈H:
h≥f

∫
h dµ

existiert, wobei µ ∈ Q ein fixiertes Grundobjekt und H ein linearer Raum von Funktio-
nen ist. Die genaue Form von H, und ob überhaupt eine solche duale Formulierung
gefunden werden kann, hängt stark von der Menge Q ab. Starke Dualität gilt, falls
(P ) = (D) gilt. Kapitel 1 gibt eine genauere Beschreibung dieses Typs von Dualität.
Für den Moment ist lediglich wichtig, dass Dualität eine wichtige Komponente in vielen
numerischen Methoden zum Lösen von Problem (P ) ist. Der Grund dafür ist, dass im
dualen Problem nicht mehr über Wahrscheinlichkeitsmaße, sondern über Funktionen
optimiert wird. Deshalb können numerische Methoden darauf aufbauen, Funktionen
zu parametrisieren. Dies ist ein gut verstandenes und häufig studiertes Problem.

Eine Möglichkeit, Funktionen zu parametrisieren, ist mithilfe von künstlichen
feedforward neuronalen Netzen, kurz als neuronale Netze bezeichnet. Zu dieser Klasse
von Funktionen ist lange bekannt, dass sie starke Approximationseigenschaften erfüllt,
ähnlich wie beispielsweise Polynome. Aufgrund jüngster Fortschritte in Computer
Hardware, spezialisierter Software und auch aufgrund der erfolgreichen Anwendungen
von neuronalen Netzen in verschiedensten Aufgabenbereichen, sind neuronale Netze
heutzutage ein allgegenwärtiges Instrument zum Lösen von Optimierungsproblemen
aller Art. Eine Übersicht zu relevanter Literatur findet sich in der Einleitung von
Kapitel 2. Die Anwendung neuronaler Netze zu OT Problemen und Variationen ist ein
zentrales Thema dieser Arbeit.

Nachdem nun alle nötigen Konzepte eingeführt sind, werden nun die konkreten
Inhalte der einzelnen Kapitel vorgestellt.

In Kapitel 1 wird zunächst eine allgemeine Methode zum Lösen vieler Probleme
der Form (P ) präsentiert, welche auf Dualität und neuronalen Netzen basiert. Die
Grundidee ist, endliche parametrisierte Teilmengen von H zu betrachten, um das duale
Problem (D) approximativ zu lösen. Besonders im Fokus ist der Fall, in dem diese
Teilmengen durch neuronale Netze definiert sind. Um das resultierende endlichdi-
mensionale Optimierungsproblem auch wirklich numerisch lösen zu können, gibt es
eine weiteres Problem zu lösen: Die punktweise Ungleichung h ≥ f verhindert das
Anwenden von Optimierungsverfahren, welche schrittweise die Parameter der neu-
ronalen Netze anpassen. Daher wird die Ungleichung durch eine Penalisierung relaxiert.
Nach dieser Relaxierung ist das Ausgangsproblem umgeformt zu einem glatten Opti-
mierungsproblem ohne Nebenbedingungen, welches durch Standardmethoden basierend
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auf stochastischen Gradientenabstiegsverfahren gelöst werden kann. Es werden in
diesem Kapitel also zwei Approximationen eingeführt: zum einen eine Parametrisierung
durch neuronale Netze, und zum anderen eine Penalisierung der Ungleichung h ≥ f .
Zu beiden Approximationen wird unter bestimmten Voraussetzungen gezeigt, dass
der Approximationsfehler durch hinreichend große neuronale Netze bzw. durch eine
hinreichend genaue Penalisierung beliebig klein gemacht werden kann. Zuletzt wird
die Methodik numerisch getestet und es wird gezeigt, dass für viele Problemstellungen
gute Ergebnisse erzielt werden.

Kapitel 2 studiert ein spezifisches Problem der Form (P ), welches nicht in die
allgemeine Problemklasse fällt, die in Kapitel 1 untersucht wird. Dieses spezielle Opti-
mierungsproblem basiert auf einer besonderen Form der Menge Q, definiert wie folgt:
Wie im Falle von OT liegt die Variabilität der Maße in Q in der Abhängigkeitsstruktur,
wobei die Randverteilungen fixiert sind. Darüber hinaus wird ein bestimmtes Refe-
renzmaß µ̄ fixiert. Die Menge Q beinhaltet nur jene Maße, welche nahe an µ̄ sind in
einer gegebenen Distanz. Es werden dabei verschiedene Typen von Distanz, ähnlich zu
Wassersteindistanzen, in Betracht gezogen. Die Motivation für dieses Problem stammt
aus dem Bereich der Risikoaggregation und eine Studie dazu wird am Ende des Kapitels
untersucht. Zudem wird in dem Kapitel eine duale Formulierung des Optimierungsprob-
lems gegeben und bewiesen, dass starke Dualität gilt. Zur numerischen Lösung wird
dieselbe Methodik wie in Kapitel 1 eingeführt und es wird gezeigt, dass die zugrun-
deliegenden Approximationsfehler beliebig klein gemacht werden können. Während
Kapitel 1 sehr allgemeine Resultate unter hinreichenden Bedingungen präsentiert,
werden in Kapitel 2 sehr problemspezifische Ergebnisse gezeigt. Ein großer Teil des
Kapitels befasst sich mit der Implementierung, welche ausführlich beschrieben wird und
anhand von grundlegenden Beispielen getestet wird. Dies beinhaltet, die numerischen
Lösungen mit analytischen Lösungen zu vergleichen, welche in geschlossener Form
vorliegen und die Vergleiche mit existierenden numerischen Methoden.

Kapitel 3 befasst sich mit dem multi-Martingal optimalen Transport (MMOT) Prob-
lem. Das ist die mehrdimensionale Version des Martingal optimalen Transport (MOT)
Problems (für eine Einführung zu MOT wird der Leser auf die Einleitung von Kapitel 4
verwiesen). Das MMOT Problem ist von der Form (P ) und es beschreibt die Aufgabe
höchste und tiefste Preise von Finanzprodukten in einem mehrdimensionalen Markt
zu finden, welche nicht zu Arbitrage führen. Die zugrundeliegenden Annahmen sind,
dass Europäische Optionen liquide und für viele verschiedene Strikes gehandelt werden
und dass das Kaufen und Verkaufen der jeweiligen Aktien ohne Transaktionskosten
möglich ist. Das Ziel des Kapitels ist die folgenden beiden numerischen Methoden zu
analysieren und zu vergleichen: Die erste basiert auf Diskretisierung und Relaxierung
der Martingalbedingung und die zweite ist die MMOT-spezifische Version der Methodik
aus Kapitel 1. Es werden für beide Ansätze Approximationsresultate untersucht und
ausführliche numerische Experimente zeigen die Effektivität beider Methoden. Die
numerischen Experimente in diesem Kapitel haben den Vorteil, dass die beiden un-
tersuchten Methoden gänzlich andere Fehlerquellen haben. Führen beide Methoden
zu demselben Ergebnis, so ist dies ein starkes Indiz dafür, dass das Ergebnis nahe an
der wahren Lösung liegt (die weniger plausible Alternative wäre, dass beide Methoden
zufällig dieselbe falsche Lösung liefern).

Kapitel 4 führt eine Erweiterung des MOT Problems ein. Die Motivation für
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diese Erweiterung basiert auf der Beobachtung, dass die Preisschranken (das sind die
Differenzen zwischen kleinstem und größten Preis unter allen in Betracht gezogenen
Modellen), die aus dem MOT bzw. MMOT Problem hervorgehen, oft nicht schmaler
werden, wenn mehr Marktdaten miteinbezogen werden. Marktdaten sind in diesem
Kapitel momentan beobachtete Preise von Europäischen Optionen. Kapitel 4 führt
eine Zeitkonsistenzbedingung für Marktmodelle ein, welche die Variabilität der Modelle
bezüglich der Preisänderungen von einem Zeitpunkt zum nächsten einschränkt. Dies
führt dazu, dass Preisänderungen in verschiedenen Zeitintervallen in Verbindung gesetzt
werden. Wenn nun Daten zu neuen Zeitpunkten hinzukommen, werden die Modelle auch
an den schon vorhandenen Zeitpunkten genauer kalibriert. Das resultierende Problem
wird homogener Martingal optimaler Transport (HMOT) genannt. Das Kapitel zeigt
grundlegende Eigenschaften wie Konvexität und Abgeschlossenheit der Menge der
möglichen Modelle. Zudem wird eine duale Formulierung hergeleitet und Relaxierungen
der Zeitkonsistenzbedingung durch die Einführung von Transaktionskosten diskutiert.
Numerische Experimente belegen die Motivation für das HMOT Problem, indem
gezeigt wird, dass die eingeführte Zeitkonsistenzbedingung wirklich zu schmaleren
Preisschranken führt, wenn mehr Daten ins Problem eingehen.

In Kapitel 5 wird erneut die allgemeine Problemklasse aus Kapitel 1 aufgegriffen.
Es wird eine alternative Methode eingeführt, um diese Probleme numerisch zu lösen.
Diese basiert auf der Repräsentation von Maßen ν ∈ Q im Problem (P ) als Bildmaß,
ν = θ◦T−1 und ferner darauf, die Funktionen T zu parametrisieren. Dieser Ansatz führt
zu einem MinMax Problem. Auf der einen Seite wird gezeigt, dass verschiedene Regu-
larisierungsmethoden angewandt werden können, welche die Verwendung neuronaler
Netze theoretisch rechtfertigen, indem passende Approximationstheoreme bewiesen
werden. Auf der anderen Seite werden fundamentale Probleme aufgezeigt, welche entste-
hen, wenn keine Regularisierung verwendet wird. Es wird außerdem die Verbindung
zur Literatur über sogenannte generative adversarial nets untersucht. Dabei werden
algorithmische Konzepte aus diesem Gebiet adaptiert und auf Probleme der Form
(P ) angewandt. Numerische Experimente veranschaulichen, welche der theoretischen
Erkenntnisse in den Anwendungen am nützlichsten sind.

Kapitel 6 und 7 behandeln das Grenzverhalten von bestimmten sehr hochdimensio-
nalen Problemen der Form (P ). In Kapitel 6 kann die Menge Q grob als Umgebung
einer Markov-Kette (in diskreter Zeit) beschrieben werden. Das heißt, die Menge Q
beinhaltet alle Verteilungen, welche in einer bestimmten Distanz nahe an der gemein-
samen Verteilung (über die Zeit hinweg) einer gegebenen Markov-Kette sind. Eine
solche Menge von Verteilungen wird robuste Markov-Kette genannt. Grundlegend
von Interesse sind nun ähnliche Aspekte wie für normale Markov-Ketten, wie die
Konvergenz gegen eine stationäre Verteilung und ein Prinzip großer Abweichungen
für diese Konvergenz. Kapitel 6 untersucht beide dieser Konvergenzen für robuste
Markov-Ketten. Theoretisch bauen diese Resultate auf einem allgemeineren Theorem
auf, das gezeigt wird. Dieses allgemeinere Theorem ist ein erweitertes Laplace-Prinzip
für Markov-Ketten. Während das standardmäßig untersuchte Laplace-Prinzip auf dem
konvexen Funktional der relativen Entropie basiert, wird das erweiterte Laplace-Prinzip
in Kapitel 6 für eine allgemeine Klasse solcher Funktionale bewiesen. In Kapitel 7 geht
es ebenfalls um robuste Markov-Ketten. Allerdings geht es hier um den besonderen
Fall, dass die ursprüngliche Markov-Kette die Einschränkung eines gegebenen Lévy
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Prozesses auf diskrete Zeit ist. Auch ist das Grenzverhalten, welches in Kapitel 7
untersucht wird, von einer gänzlich anderen Natur. In diesem Kapitel ist der Übergang
von diskreter zu stetiger Zeit von Interesse, indem die Zeitdiskretisierung immer feiner
gemacht wird. Im Gegensatz zum vorigen Kapitel bleibt der Endzeitpunkt also fixiert.
Das resultierende Objekt in stetiger Zeit wird durch eine nichtlineare Halbgruppe
beschrieben. Der Generator dieser Halbgruppe wird explizit berechnet als eine Störung
des Generators des ursprünglichen Lévy Prozesses und es wird die zugehörige partielle
Differentialgleichung bestimmt.

Teile dieser Arbeit können in [20, 60, 75, 76, 77, 78, 79] gefunden werden.
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0.3 Introduction

This thesis studies topics in the intersection of model uncertainty, optimization, and
numerical methods. The following paragraphs will shortly introduce these topics and
outline the relations of interest. We then go into detail about the particular aspects
that are studied in the chapters of the thesis. We will keep notation to a minimum in
the introduction, and mostly refer to the later chapters for technical details and related
literature.

We first introduce model uncertainty, which is best done through an example:
Naturally, there are aspects of the world which we cannot predict perfectly, like the
development of the stock market in the coming week or the outcome of a coin-flip.
Nevertheless, just because we cannot predict them perfectly, does not mean we know
nothing. For instance, a person throwing a coin can usually be fairly certain that it is
either going to come up heads or tails, both being equally likely. Such a description
of the coin-flip (either heads or tails is going to result, both with probability 0.5) is
a stochastic model. Finding such models for uncertain aspects of the world can be
significantly more challenging and error-prone than for a simple coin-flip, as for example
for the stock market. When assigning probabilities to states of the stock market at
the end of the coming week, we again obtain a stochastic model. But in this case, we
will be significantly less certain whether the model actually describes reality, i.e., we
are less certain about the accuracy of the stock market model (compared to the model
describing the coin-flip). In such situations, we say that there is model uncertainty.

The connection from model uncertainty to optimization results from the worst
case (or conservative) approach, mainly used within the field of finance. For such an
approach, any decision that is made should account for the worst possible outcome
among all considered models. To make this precise for a particular case, let Q be a
set of Borel probability measures on R2. Elements ν ∈ Q are potential models for
the risk-neutral dynamics of a stock at two future time points, for example, one and
two months from now. We denote these uncertain values of the stock at the future
time points by S1 and S2. A market maker might have the task of pricing a financial
instrument f(S1, S2) that depends on the values of the stock at those two time points.
If the market maker is certain that the model ν ∈ Q perfectly describes the stochastic
nature of (S1, S2), she can calculate the risk-neutral expectation∫

f dν.

However, if there is model uncertainty, and the market maker wants to make sure
that she does not set a price for the financial instrument which is too low, she might
consider the highest possible price among all models in Q,

(P ) = sup
ν∈Q

∫
f dν.

This is an instance of the kind of optimization problem that is studied in this thesis.
Many variations for this type of problem exist, which come in the form of different
underlying spaces, different constraints defining the set Q, and different functions f .
One of the oldest representatives is the famous Kantorovich-relaxation of Monge’s
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Figure 0.2: Illustration of the set of models Q for the case of optimal transport. The marginal
distributions µ1 and µ2 are fixed, but the joint distribution, i.e., the dependence structure, is
unspecified.

optimal transport problem, or simply optimal transport (OT) for short. The OT
problem is mainly characterized by a particular form of the set Q. To introduce this in
more detail, let P(Rd) be the set of Borel probability measures on Rd, d ∈ N. For the
OT problem in two dimensions, we fix µ1, µ2 ∈ P(R) and set

Q := Π(µ1, µ2) := {ν ∈ P(R2) : ν1 = µ1, ν2 = µ2},

where, for ν ∈ P(R2), we call νi := ν ◦ π−1
i the i-th marginal distribution of ν, where

πi(x1, x2) = xi for i ∈ {1, 2}.
This set Q is depicted in Figure 0.2. Initially, the OT problem arose from the task of

optimally transporting certain goods from one set of facilities to another. For instance,
mined ores should be transported efficiently from mines to factories. Nowadays however,
the OT problem has developed far beyond this initial motivation, and has seen both
an increase in applications, as well as an increase in variations. Both will play major
roles in large parts of this thesis. See, e.g., the introductions of Chapters 1 and 5 for
related literature. To illustrate an instance where the OT problem occurs in modern
situations, consider again the example of the stock values at two future time points
mentioned above. While each one dimensional risk-neutral distribution of the stock can
be estimated effectively in many situations through European call and put prices given
on the market, the dependence structure across time is much more difficult to model.
Thus when choosing potential models, it is natural to only fix the one dimensional
marginal distributions, but leave the dependence structure flexible, which leads exactly
to an OT problem.

While closed form solutions to problems of the form (P ) can be obtained in
some situations, in many relevant cases this is not feasible, and one has to rely on
numerical methods. This is inherently difficult, because in general probability measures
are infinite dimensional objects, and hence representing them numerically usually
involves approximation. A big aspect for numerical methods considered in this thesis is
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duality. Loosely speaking, for many different types of the above optimization problem
(P ) = supν∈Q

∫
f dν there is a dual formulation of the form

(D) = inf
h∈H:
h≥f

∫
h dµ,

where µ ∈ Q is a fixed baseline element and H is a linear space of functions. The
shape of H, and whether or not a suitable dual formulation can be obtained, strongly
depends on the set Q. We say that strong duality holds if (P ) = (D). See Chapter 1
for a more precise description of this kind of duality. For now, we simply mention that
this duality is often a major component in various numerical methods to solve problem
(P ). The reason is that duality shifts the task of optimizing over probability measures
to optimizing over a linear space of functions. Hence, numerical schemes can build on
parametrization of functions, which is a well studied topic.

One such class of parametrized functions is that of artificial feed-forward neural
networks, or neural networks (NNs) for short. This class of functions has long been
known to satisfy strong approximation properties, similar to polynomials. Due to recent
advances in both hardware and software packages, as well as successful applications
to various tasks, NNs have become ubiquitous in optimization today. See, e.g., the
introduction of Chapter 2 for references. Applying methods utilizing neural networks
towards OT and its variations is one of the central themes of this thesis.

Having defined these concepts, we now go into detail about the content of the
various chapters of the thesis.

In Chapter 1 we first present a general method for many problems of the form (P )
based on duality and neural networks. The core idea is to use finitely parametrized
subsets of H to approximatively solve the dual problem (D). A special focus is on the
case where the parametrized sets are defined through neural network functions. To
actually solve the resulting finite-dimensional problem numerically, we face another
obstacle: The point-wise inequality constraint h ≥ f prevents a step-wise updating
of the parameters of the network. Hence, we relax the constraint with a penalization
method. Once this is done, the initial problem is reduced to an unconstrained opti-
mization problem of finding the optimal parameters of a neural network with a smooth
objective function, which can be solved with standard stochastic gradient-descent based
methods. The chapter thus introduces two approximations: first, parametrization
by neural networks, and second, penalization of the inequality constraint. For both
approximations, it is shown that under suitable assumptions the approximation error
is arbitrarily small. I.e., the approximation error converges to zero for large enough
neural networks, and a precise enough penalization, respectively. Finally, applicability
of the method is tested and shown to yield good results across many different numerical
examples.

Chapter 2 goes into a more specific problem of the form (P ), which does not fall
into the class of problems considered in Chapter 1. The optimization problem that is
considered is based on a particular form of the set Q, defined as follows: As for the OT
problem, we assume that the marginal distributions of the elements of Q are known, and
that the variability lies on the level of dependence structure. Additionally, a reference
measure µ̄ is given and fixed. The set Q only contains those measures which are close
to µ̄ in a Wasserstein-type distance. The motivation for this kind of problem arose
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through the financial problem of risk aggregation, and we treat a case study at the end
of the chapter. Prior to that, we derive a dual formulation and prove that strong duality
holds. We further derive the same kind of numerical method as treated in Chapter 1,
and prove that the respective approximations introduced by the method can be made
arbitrarily small. While in Chapter 1 the results regarding approximation are stated
for general problems and under sufficient conditions, in Chapter 2 the approximations
are shown very specifically for the problem at hand. A large part of the chapter is
then used to describe the implementation in detail, and an evaluation at toy examples
builds confidence in the employed method. This includes a comparison with closed
form solutions and existing numerical methods.

Chapter 3 treats the problem of multi-martingale optimal transport (MMOT). This
is the multi-dimensional version of the martingale optimal transport (MOT) problem
(for an introduction to MOT, the reader is referred to the introduction of Chapter 4).
The MMOT problem is a problem of the form (P ), and it describes the task of finding
highest and lowest possible prices in a multi-dimensional financial market that do not
lead to arbitrage. The general assumptions are that European call and put options
are traded liquidly for many strikes, and that dynamic trading for each individual
asset is possible without friction. The goal of the chapter is to analyze and compare
the following two numerical methods. One is based on discretization and a relaxation
of the martingale constraint, and the other is the method introduced in Chapter 1
adapted to the MMOT problem. Approximation results are stated for both methods,
and extensive numerical experiments validate their effectiveness. The strength of the
numerical experiments in this chapter is that the two employed methods have entirely
different sources of approximation and numerical errors. Thus, whenever the two
methods yield the same results for a given problem, it is likely that approximation
errors are small, and both methods actually obtained the correct solution (compared
to the unlikely alternative, that both methods coincidentally ended up with the same
incorrect solution).

Chapter 4 focuses on an extension of the MOT problem. The motivation for the
extension is based on the observation that price bounds - which are the differences
between lowest and highest possible prices among all considered models - arising from
MOT and MMOT problems often do not get sharper when more data is added. Data
in this context describes the current prices for European call and put options given on
the market. This chapter introduces a time-homogeneity condition for the considered
pricing models, which restricts the variability of the forward-looking transitions of
the stock process across time. This effectively couples the transitions for different
time periods, and thus whenever data is added for an additional time point, it has an
effect for other time points as well. We call the resulting problem the homogeneous
martingale optimal transport (HMOT) problem. We showcase basic properties like
convexity and closedness of the considered set of models, provide a dual formulation in
terms of superhedging, and discuss relaxations of the time-homogeneity assumption by
adding market frictions. Numerical experiments confirm the premise of the Chapter
and showcase that the introduced time-homogeneity condition leads to sharper price
bounds when more data is added.

In Chapter 5 we consider the same class of problems as considered in Chapter 1.
We introduce an alternative numerical method to solve these problems numerically.
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The method is based on representing the measures ν ∈ Q occurring in problem (P )
as a pushforward measure, ν = θ ◦ T−1, and then parametrizing the functions T .
This pushforward approach leads to a MinMax problem. We showcase that various
regularization techniques can be applied, which justify the utilization of neural networks
to parametrize the functions T by proving suitable approximation theorems. On the
other hand, we showcase obstacles if no regularization is used. We further study the
relation to the literature on generative adversarial nets and adapt algorithmic concepts
arising therein to the optimization problems of the form (P ). Numerical experiments
illustrate which theoretical insights are most beneficial in practice.

Chapters 6 and 7 focus on limit behaviors for very high dimensional problems of the
form (P ). In Chapter 6 the set of models Q considered can loosely be described as the
neighborhood of a given discrete time Markov chain, which we call a robust Markov
chain. This means, the set Q contains all distributions which are close to the joint
distribution (across time) of a given Markov chain in a certain distance. Fundamentally,
similar aspects as for normal Markov chains are of interest, like convergence towards
a stationary distribution, and a large deviations principle for this convergence. We
give results for both of these convergences. Theoretically, these results are based on
a much more general theorem that is proven, which is an extended Laplace principle
for empirical measure of a Markov chain. While the usual Laplace principle is based
on the relative entropy functional, the extension studied in Chapter 6 extends the
Laplace principle to a large class of convex functionals. In Chapter 7 the set of models
Q is a robust Markov chain like before (more specifically, in this chapter the Markov
chain is the discrete time restriction of a fixed Lévy process), but the limit behavior
that is studied is of a different nature. In this chapter, we pass from discrete time to
continuous time via a scaling limit, while the terminal time-point is fixed. The resulting
continuous time object is described by a nonlinear semigroup. We explicitly calculate
the generator of this nonlinear semigroup, which is a perturbation of the generator of
the initial Lévy process, and we characterize the corresponding PDE.

Parts of this thesis can be found in [20, 60, 75, 76, 77, 78, 79].



Chapter 1

Computation of optimal transport
and related hedging problems via
penalization and neural networks

1.1 Introduction

In this chapter we present a penalization method which allows to compute a wide class
of optimization problems of the form

φ(f) = sup
ν∈Q

∫
f dν

by means of neural networks. To solve problem φ(f) we will make use of its dual
formulation and restrict to the subclass of those optimization problems which can be
realized as a minimal superhedging price

φ(f) = inf
h∈H:
h≥f

∫
h dµ0.

for some µ0 ∈ Q, where H is a set of continuous and bounded functions h : X → R,
where the relation of H and Q is given at the beginning of Section 1.2. A very
similar class of optimization problems in an abstract framework of Banach lattices is
studied in [80]. Under sufficient regularity conditions the values of the primal problem
supν∈Q

∫
f dν and its dual problem infh∈H:h≥f

∫
h dµ0 can be shown to coincide, see,

e.g., [54] for related pricing-hedging dualities.

Summary of the approach The goal is to solve φ(f) numerically. The implementation
will build on the dual representation of φ(f). The first step is to go over to a finite
dimensional setting, where the set H is replaced by a subset Hm:

φm(f) = inf
h∈Hm:
h≥f

∫
h dµ0

Theoretically, we will look at a sequence (Hm)m∈N with H1 ⊆ H2 ⊆ ... ⊆ H such that
H∞ := ∪m∈NHm is in a certain sense dense in H. More concretely, Hm can be a set

13
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φ(f)
(initial problem)

φθ,γ(f)
(penalized version of φ(f))

φm(f)
(finite-dim. version of φ(f))

φmθ,γ(f)

(numerically solved problem)

γ→∞
(Thm. 1.2.2)

m→∞
(Prop. 1.2.3)

(Lemma 1.3.3)
m→∞ (Remark 1.3.5)

γ→∞
(Prop. 1.3.7)

min {γ,m}→∞

(Prop. 1.2.4, Remark 1.3.5)

Figure 1.1: Occurring problems and their relations. The depicted convergences are studied in
Section 1.2 and, in a more specific context of neural networks, in Section 1.3.

of neural networks with a fixed structure (but unspecified parameter values), and m
measures the number of neurons per layer.

To allow for a step-wise updating of the parameters (e.g., by gradient descent
methods) for the space Hm, the inequality constraint h ≥ f is penalized. To this end,
we introduce a reference probability measure θ on the state space X . Intuitively, this
measure will be used to sample points at which the inequality constraint h ≥ f can
be tested. Further, we introduce a differentiable and nondecreasing penalty function
β : R→ R+. This leads to the penalized problem

φmθ,β(f) = inf
h∈Hm

{∫
h dµ0 +

∫
β(f − h) dθ

}
.

For theoretical considerations we also introduce

φθ,β(f) = inf
h∈H

{∫
h dµ0 +

∫
β(f − h) dθ

}
.

We will again consider sequences of penalty functions (βγ)γ>0 parametrized by a penalty
factor γ, and use the notation φθ,γ(f) := φθ,βγ(f) and φmθ,γ(f) := φmθ,βγ(f). Here, an
increasing penalty factor can be seen as a more and more precise enforcing of the
inequality constraint h ≥ f .

The problems φmθ,γ(f) are the ones which are solved numerically. Sections 1.2 and
1.3 study the relation between this problem which is eventually implemented, and
the initial problem φ(f). To this end, we analyse how the introduced approximative
problems behave for m → ∞ and γ → ∞. Figure 1.1 summarizes the occurring
problems and their relations. Notably, we are only interested in convergence of optimal
values, not that of optimizers.

The final step is to find a numerical solution of φmθ,γ(f), which means in practice
finding the optimal parameters of the network Hm. We use Tensorflow [2] and the
Adam optimizer [122] to this end, and thus mostly regard this step as a black box. We
will denote the numerical optimal solution by φ̂mθ,γ(f).
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Implementation method: Related literature Penalization of optimal transport
problems has been studied in several works (see e.g. [30, 46, 56, 57, 97, 103, 172, 173,
182]). Entropic penalization in particular is applied often, which is in close relation to
the Schrödinger problem [129]. Cominetti and San Martín’s work [56] from 1994 on
entropic penalization of arbitrary linear programs can be applied to purely discrete
optimal transport. The basic idea in [56] is to obtain a strictly convex problem through
penalization which can be solved quicker and converges to the initial problem, for an
increasing penalty factor. More recently, Cuturi [57] gives an efficient algorithm to
compute discrete optimal transport problems with two marginals based on entropic
penalization and Sinkhorn’s matrix scaling algorithm. Genevay et al. [97] and Solomon
et al. [182] go further in this direction and give algorithms to compute arbitrary optimal
transport problems with two marginals, where the algorithm (for the case of continuous
marginals) is based on a reproducing kernel Hilbert space approach, and discretization,
respectively. In [97] the authors already mention that more general regularizations
beyond the entropic one are possible. Among others Benamou et al. [30] and Schmitzer
[172] use scaling algorithms related to [57] for a larger class of problems, including
for example (discrete) multi-marginal, constrained and unbalanced optimal transport.
Carlier et al. [46] show Γ-convergence of the entropic penalized Wasserstein-2 distance
to the unpenalized one. The same kind of Γ-convergence is also subject of the studies
related to the Schrödinger problem [129], even for more general cost functions. Recent
research by Arjovsky et al. [9, 103] inspired by generative adversarial networks include
solving a particular optimal transport problem (the Wasserstein-1 distance) based on
L2 penalization. In these works, the numerical approach to solve optimal transport
problems by parametrization of the dual variables by neural networks originated. Seguy
et al. [173] apply a neural network based approach to arbitrary optimal transport
problems with two marginals. Their theoretical results are broadly based on entropic
penalization, discretization, and weakly continuous dependence of the optimal transport
problem on the marginals.

Contribution The current chapter gives a unifying numerical solution approach to
problems of the form φ(f) based on penalization and neural networks. The focus lies
both on general applicability with respect to the choice of problem, and also on a
flexible framework regarding the solution method.

Compared to the existing literature, which often focusses on a single representative
(often the optimal transport problem) among problems of the form φ(f), our theoretical
results are widely applicable. Similarly, the penalization method and the resulting
dual relations in this chapter allow for many different forms of reference measure θ
and penalty function βγ, while the existing literature is often restricted to uniform or
product reference measures, and exponential penalty function.1 We show the effects
of different reference measures and different penalty functions both theoretically in
Theorem 1.2.2 and practically in the numerical examples in Section 1.4. In some
examples the choice of an appropriate reference measure is crucial, see e.g. Section

1In discrete settings, the reference measure is usually the uniform distribution (see e.g. [57], where the
penalization does not explicitly include a reference measure. The penalization applied is simply the entropy
of a measure, which corresponds to the relative entropy with uniform reference measure). In non-discrete
settings, usually the product measure of the marginals specified by the optimal transport problems are used
(see e.g. [97, 173]).
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1.4.4. Equation (1.6) of Theorem 1.2.2 also motivates an updating procedure for the
reference measure to reduce the error arising from penalization, which is applied in
Section 1.4.5.

The presented approach is showcased with several examples, which are mostly toy
problems taken from existing perapers. The reason we use toy problems is to allow for
an evaluation of the numerical methods that can be based on analytical solutions.

Structure of the chapter In Section 1.2 we present the theoretical results on approx-
imation and regularization. Section 1.3 discusses the particular case of Hm as built
by multilayer feedforward networks. In Section 1.4 we illustrate the proposed method
with several examples. All proofs are postponed to Section 1.5.

1.2 Regularization and approximation of hedging functionals

Let P(X ) be the set of all Borel probability measures on a Polish space X , and denote
by Cb(X ) the linear space of all continuous bounded functions f : X → R. We consider
the superhedging functional

φ(f) := inf
{∫

h dµ0 : h ≥ f for some h ∈ H
}

(1.1)

for f ∈ Cb(X ), where µ0 ∈ P(X ) is a pricing measure and H ⊆ Cb(X ). Throughout
this section we assume that H is a linear space which contains the constants (i.e. the
constant functions).

In order to derive a dual representation, we assume that φ is continuous from above,
i.e. φ(fn) ↓ 0 for every sequence (fn) in Cb(X ) such that fn ↓ 0. By the nonlinear
Daniell-Stone theorem it has a representation

φ(f) = max
µ∈Q

∫
f dµ (1.2)

for all f ∈ Cb(X ), and the nonempty set Q =
{
µ ∈ P(X ) :

∫
h dµ =

∫
h dµ0 for all h ∈

H
}
. In particular µ0 ∈ Q. The problems (1.2) and (1.1) are in duality and we refer

to (1.2) as the primal and (1.1) as the dual formulation. For the details we refer to
the Section 1.6. There it is outlined how the duality extends to unbounded functions.
However, for the sake of readability we focus on Cb(X ).

The following example illustrates the basic setting:

Example 1.2.1. Let X = Rd, and denote by Π(µ1, ..., µd) the set of all µ ∈ P(Rd)
with first marginal µ1, second marginal µ2, etc. In the following examples, under
the assumption that Q 6= ∅ it is straightforward to verify that the corresponding
superhedging functional is continuous from above.

(a) (Multi-marginal) optimal transport [120, 189]:

Q = Π(µ1, ..., µd),

H = {h ∈ Cb(Rd) : h(x1, ..., xd) = h1(x1) + ...+ hd(xd) for all (x1, ..., xd) ∈ Rd

and some hi ∈ Cb(R)}
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(b) Martingale optimal transport [27, 91]:

Q = {µ ∈ Π(µ1, ..., µd) : the canonical process on Rd is a µ-martingale}

H = {h ∈ Cκ(Rd) : h(x1, ..., xd) =
d∑
i=1

hi(xi) +
d∑
i=2

gi(x1, . . . , xi−1) · (xi − xi−1)

for all (x1, ..., xd) ∈ Rd and some hi ∈ Cb(R) and gi ∈ Cb(Ri−1)}

where Cκ(Rd) denotes the space of all continuous functions of linear growth
corresponding to κ(x) := 1 + |x|, see Section 1.6. By Strassen’s theorem [183] the
set Q is nonempty if the marginals µ1, . . . , µd are in convex order.

(c) Optimal transport with additional constraints:

Q = {µ ∈ Π(µ1, ..., µd) :

∫
gj dµ = cj for all j = 1, ..., N}

H = {h ∈ Cb(Rd) : h(x1, ..., xd) =
d∑
i=1

hi(xi) +
N∑
j=1

λj (gj(x1, ..., xd)− cj)

for some hi ∈ Cb(R), λj ∈ R}

for some g1, . . . , gN ∈ Cb(Rd) and c1, . . . , cN ∈ R. For related problems we refer
to [21] and the references therein.

1.2.1 Regularization of the superhedging functional by penalization

Our goal is to regularize the superhedging functional φ by considering the convolution

φθ,γ(f) := inf
h∈Cb(X )

{
φ(h) + ψθ,γ(f − h)

}
= inf

h∈H

{∫
h dµ0 +

∫
βγ(f − h) dθ

}
(1.3)

where ψθ,γ(f) :=
∫
βγ(f) dθ for a sampling measure θ ∈ P(X ), and βγ(x) := 1

γ
β(γx) is

a penalty function which is parametrized by γ > 0. We assume that β : R→ R+ is a
differentiable nondecreasing convex function such that limx→∞ β(x)/x =∞. Its convex
conjugate

β∗γ(y) := sup
x∈R
{xy − βγ(x)} for all y ∈ R+,

satisfies β∗γ(y) = β∗(y)/γ. Common examples are

(a) the exponential penalty function β(x) = exp(x − 1) with conjugate β∗(y) =
y log(y),

(b) the Lp penalty function β(x) = 1
p
(max{0, x})p with conjugate β∗(y) = 1

q
yq where

q = p
p−1

for some p > 1.

In case that H = R the functional (1.3) is a so-called optimized certainty equivalent,
see Ben-Tal and Teboulle [29]. In the following result we show the dual representation
of the regularized superhedging functional φθ,γ and its convergence to φ.
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Theorem 1.2.2. Let f ∈ Cb(X ). Suppose there exists π ∈ Q such that π � θ and∫
β∗
(
dπ
dθ

)
dθ <∞. Then

φθ,γ(f) = max
µ∈Q

{∫
f dµ− 1

γ

∫
β∗
(dµ
dθ

)
dθ
}
. (1.4)

Moreover,

φθ,γ(f)− β(0)

γ
≤ φ(f) ≤ φθ,γ(f) +

1

γ

∫
β∗
(dµε
dθ

)
dθ + ε (1.5)

whenever µε ∈ Q is an ε-optimizer of (1.2) such that µε � θ and
∫
β∗γ
(
dµε
dθ

)
dθ <∞.

If ĥ ∈ H is a minimizer of (1.3) then µ̂ ∈ P(X ) defined by

dµ̂

dθ
:= β′γ(f − ĥ) (1.6)

is a maximizer of (1.4).

1.2.2 Approximation of the superhedging functional

In this subsection we consider a sequence H1 ⊆ H2 ⊆ · · · of subsets of H, and set
H∞ :=

⋃
m∈NHm. For each m ∈ N ∪ {+∞}, we define the approximated superhedging

functional by

φm(f) := inf
{∫

h dµ0 : h ≥ f for some h ∈ Hm
}
. (1.7)

For the approximation of φ(f) by φm(f), we need the following density condition on
H∞.
Condition (D): For every ε > 0 and µ ∈ P(X ) holds

(a) for every h ∈ H there exists h′ ∈ H∞ such that
∫
|h− h′| dµ ≤ ε,

(b) there exists h′′ ∈ H∞ such that 1Kc ≤ h′′ and
∫
h′′ dµ ≤ ε for some compact

subset K of X .
In Section 1.3 we will discuss Condition (D) in the context of multilayer feedforward
networks. The condition allows for the following approximation result.

Proposition 1.2.3. Assume that H∞ is a linear space which contains the constants.
Under Condition (D) one has

lim
m→∞

φm(f) = φ∞(f) = φ(f)

for all f ∈ Cb(X ).

Given a sampling measure θ and a parametrized penalty function βγ as in the
previous subsection, we define the approximated version of the regularized superhedging
functional by

φmθ,γ(f) = inf
h∈Hm

{∫
h dµ0 +

∫
βγ(f − h) dθ

}
(1.8)

for all f ∈ Cb(X ). As a consequence of the two approximative steps φθ,γ(f) → φ(f)
for γ →∞ in Theorem 1.2.2 and φm(f)→ φ(f) for m→∞ in Proposition 1.2.3 we
get the following convergence result.
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Proposition 1.2.4. Suppose that H∞ satisfies Condition (D) and for every ε > 0
there exists an ε-optimizer µε of (1.4) such that µε � θ and

∫
β∗
(
dµε
dθ

)
dθ < +∞. Then,

for every f ∈ Cb(X ) one has φmθ,γ(f)→ φ(f) for min{m, γ} → ∞.

The existence of such ε-optimizers as required in Theorem 1.2.2 and Proposition
1.2.4 is for example established in [35] in the context of multi-marginal optimal transport
problems in Rd with absolutely continuous marginals. In general, the existence of such
ε-optimizers crucially depends on the choice of θ, see also Example 1.3.6 for a simple
illustration.

1.3 Modelling finite dimensional subspaces with multilayer feed-
forward networks

This section explains the specific choice of approximative subspaces as built by neural
networks. Generally, a feasible alternative to neural networks is to build these spaces via
basis functions, like polynomials, which is for example pursued in [111] in the context
of martingale optimal transport. In contrast to a basis approach, where functions are
represented as a weighted sum over fixed basis functions, neural networks rely on the
composition of layers of simple functions. This has shown to be an efficient way to
approximate a large class of functions with relatively few parameters. Before going
into the results, we give the required notation for neural networks.

1.3.1 Notation

The type of neural networks we consider are fully connected feed-forward neural
networks. Those are mappings of the form

Rd 3 x 7→ Al ◦ ϕ ◦ Al−1︸ ︷︷ ︸
(l−1). layer

◦... ◦ ϕ ◦ A0︸ ︷︷ ︸
1. layer

(x)

where Ai are affine transformations and ϕ : R→ R is a nonlinear activation function
that is applied elementwise, i.e. ϕ((x1, ..., xn)) = (ϕ(x1), ..., ϕ(xn)) for (x1, ..., xn) ∈ Rn.

Regarding dimensions, there is an input dimension d ∈ N and a hidden dimension
m ∈ N. This means A0 maps from Rd to Rm, A1, ..., Al−1 map from Rm to Rm, and
Al maps from Rm to R. Each affine transformation Aj can trivially be represented
as Aj(x) = Mjx+ bj for a matrix Mj and a vector bj. All these matrices and vectors
together are the parameters of the network, which can be regarded as an element of
RD for some D ∈ N.

We will require the sets which contain all feed-forward neural networks with fixed
structure (i.e. fixed number of layers and fixed dimensions) but unspecified param-
eter values. We denote by Ξ ⊂ RD the sets of possible parameters for a fixed net-
work structure (where formally, D depends on the structure of the network), and by
Nl,d,m(ξ) = Al ◦ ϕ ◦ Al−1 ◦ ... ◦ ϕ ◦ A0 a particular neural network with l layers, input
dimension d, hidden dimension m and parameters ξ ∈ Ξ. We denote the set of all such
networks Nl,d,m(ξ) for ξ ∈ Ξ by Nl,d,m(Ξ).

In the remainder of this section, we work with a fixed number of layers and input
dimension, but allow for growing hidden dimension. For different hidden dimensions
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m, denote by Ξm the corresponding parameter sets. We define

Nl,d :=
⋃
m∈N

Nl,d,m(Ξm).

We want this definition to be independent of the precise choices of the parameter sets,
which is why we make the standing assumption that the sets Nl,d,m(Ξm) are growing
in m. One way to make this explicit is:

Assumption 1.3.1. For any l, d ∈ N and a sequence of parameter sets Ξ1,Ξ2, ...,
where Ξm is regarded as a subset of RDm for some Dm ∈ N, we will always assume that
[−m,m]Dm ⊆ Ξm and Nl,d,m(Ξm) ⊂ Nl,d,m+1(Ξm+1) for all m ∈ N.

The only reason why we do not just set Ξm ≡ RDm is that in Proposition 1.3.7 we
make the assumption of compact parameter sets. Further, we assume

Assumption 1.3.2. The activation function ϕ is continuous, nondecreasing and
satisfies the limit properties limx→−∞ ϕ(x) = 0 and limx→+∞ ϕ(x) = 1.

1.3.2 Modelling Hm via neural networks

In the following we assume that H is of the form

H =
{ J∑

j=1

ejhj ◦ πj + a : hj ∈ Cb(Rdj), a ∈ R
}
,

where ej ∈ Cb(X ) and πj : X → Rdj are continuous functions for all j = 1, . . . , J .
This form of H includes many different problems, for instance the ones considered in
Example 1.2.1 (e.g. in (a) one has H = {∑d

j=1 hj ◦prk : hj ∈ Cb(R)} where prj(x) := xj
denotes the projection on the j-th marginal component).

We approximate H by

H∞ =
{ J∑

j=1

ejhj ◦ πj + a : hj ∈ Nlj ,dj , a ∈ R
}
,

and its subspaces

Hm =
{ J∑

j=1

ejhj ◦ πj + a : hj ∈ Nlj ,dj ,m(Ξj,m), a ∈ R
}
.

In this context the problems φmθ,γ(f) are given by

φmθ,γ(f) = inf
h∈Hm

{∫
h dµ0 +

∫
βγ(f − h) dθ

}
= inf

a∈R
inf

hj∈Nlj ,dj ,m(Ξj,m)

{∫ J∑
j=1

ejhj ◦ πj dµ0 + a+

∫
βγ

(
f −

J∑
j=1

ejhj ◦ πj − a
)
dθ
}
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= inf
a∈R

inf
ξj∈Ξj,m

{∫ J∑
j=1

ejNlj ,dj ,m(ξj) ◦ πj dµ0 + a

+

∫
βγ

(
f −

J∑
j=1

ejNlj ,dj ,m(ξj) ◦ πj − a
)
dθ
}

for all f ∈ Cb(X ). The final formulation illustrates that the problem φmθ,γ(f) is now
reduced to a finite dimensional problem of finding the optimal parameters in a neural
network. Further, the overall objective depends smoothly on the parameters, and
the parameters are unconstrained. In short, problem φmθ,γ(f) fits into the framework
of machine learning problems that can be numerically solved by standard stochastic
gradient descent based methods.

Under the standing Assumptions 1.3.1 and 1.3.2, the following lemma establishes
situations when Condition (D), which is required for Proposition 1.2.3, is satisfied in
the neural network setting.

Lemma 1.3.3.

(a) H∞ satisfies the first part of Condition (D).

(b) If X = Rd = Rd1 × ...× RdJ0 and πj = prj, ej = 1 for j = 1, ..., J0 ≤ J , where prj
is the projection from Rd to j-th marginal component Rdj , then H∞ satisfies the second
part of Condition (D). Further, the second part of Condition (D) is trivially satisfied
whenever X is compact.

Notably, part (b) can be seen as a large, but still exemplary case. Intuitively, the
second part of Condition (D) is satisfied whenever the space H∞ is rich enough.

Remark 1.3.4. Later in the numerics we will usually work with a ReLU activation
function, i.e. ϕ(x) = max{0, x}. While this does not satisfy the latter limit property
of Assumption 1.3.2, this is easily amendable: Basically, throughout the whole theory
the assumptions are only used to guarantee existence of neural networks with certain
properties. Given Assumption 1.3.2, we only require two layers (l = 1) to obtain the
necessary results. In the numerics however, we use more layers. If more layers are
given, one can also bundle several layers and regard them as one layer, with a different
activation function. For example:

Al ◦ ϕ ◦ Al−1 ◦ ... ◦ A1 ◦ ϕ︸ ︷︷ ︸
ϕ

◦A0

Whenever ϕ is a mapping of the form (x1, ..., xm) 7→ (ϕ(x1), ..., ϕ(xm)), an (l+ 1)-layer
network with activation function ϕ can represent any function that a two layer network
with activation function ϕ can represent. For ϕ(x) = max{0, x} one can easily see that
ϕ(x) = min{1,max{0, x}} is feasible, which satisfies Assumption 1.3.2.

1.3.3 Convergence

In this section we study in what sense φmθ,γ(f) converges to φ(f) for the approximation
by neural networks.
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First, we study the case of uniform convergence in m and γ, i.e. conditions for
the convergence φmθ,γ(f)→ φ(f) for min{m, γ} → ∞. This is subject of Remark 1.3.5
below, which is a summary of results established in Section 1.2 and Section 1.3.2. The
two approximative steps leading to uniform convergence are φθ,γ(f)→ φ(f) for γ →∞
and φm(f)→ φ(f) for m→∞.

On the other hand, sometimes the convergence φθ,γ(f)→ φ(f) for γ →∞ is not
satisfied even though practically one obtains a good approximation. One such case
is given in Example 1.3.6. Even if uniform convergence does not hold, one can still
often connect problems φmθ,γ(f) and φ(f). This is done by the approximative steps
φm(f) → φ(f) for m → ∞ and φmθ,γ(f) → φm(f) for γ → ∞, where the latter is
subject of Proposition 1.3.7. Here, instead of the strong assumption required for
φθ,γ(f)→ φ(f), the convergence φmθ,γ(f)→ φm(f) can be shown by assuming that all
parameter sets of the neural networks are compact.

Remark 1.3.5. Under the assumptions of Lemma 1.3.3, Proposition 1.2.3 implies
φm(f)→ φ(f) for m→∞. Further, given the existence of ε-optimizers for every ε > 0
as required in Theorem 1.2.2, convergence φθ,γ(f) → φ(f) for γ → ∞ holds. Given
both assumptions, Proposition 1.2.4 yields φmθ,γ(f)→ φ(f) for min{m, γ} → ∞. The
convergence φmθ,γ(f)→ φθ,γ(f) for m→∞ is a trivial consequence.

Example 1.3.6. Let X = [0, 1]2, µ1 = µ2 = δ0 and f(x1, x2) = −|x1 − x2|. Let
Q = Π(µ1, µ2) be the set of all measures in X with first marginal µ1 and second
marginal µ2, so that

φ(f) = sup
µ∈Π(µ1,µ2)

∫
fdµ

Obviously, φ(f) = f(0, 0) = 0. Note that Q = {µ1 ⊗ µ2} so that µ0 = µ1 ⊗ µ2 = δ(0,0).
Consider two possible reference measures, θ(1) = U([0, 1]2) being the uniform

distribution on [0, 1]2, and θ(2) = µ1 ⊗ µ2 = δ(0,0). For θ(2) it is obvious that the
existence of ε-optimizers as required in Theorem 1.2.2 is given, since θ(2) itself is the
optimizer of φ(f). Hence φθ(2),γ(f)→ φ(f) for γ →∞ holds.

On the other hand, there does not exist ν ∈ Π(µ1, µ2) with ν � θ(1), and hence
φθ(1),γ(f) = −∞. However, by first approximating φ(f) by φm(f), the functional
becomes smoother: Roughly speaking, the marginal constraints are slightly relaxed.
This becomes obvious when studying the dual formulations

φθ(1),γ(f) = inf
h1,h2∈Cb([0,1])

{
h1(0) + h2(0) +

∫
βγ(f − h1 − h2) dθ(1)

}
φmθ(1),γ(f) = inf

h1,h2∈Nl,1,m(Ξm)

{
h1(0) + h2(0) +

∫
βγ(f − h1 − h2) dθ(1)

}
While one easily finds sequences of functions in Cb([0, 1]) so that the values at 0 go to
minus infinity but the penalty term stays bounded, this is impossible with functions in
Nl,1,m(Ξm) given that the activation function is continuous and the parameter sets are
compact. So there is hope to establish the convergence φm

θ(1),γ
(f)→ φm(f) for γ →∞,

which will indeed be a consequence of the following result.

Proposition 1.3.7. Fix m ∈ N. Given that all parameter sets Ξj,m for j = 1, ..., J of
the neural networks occurring in Hm are compact and θ is strictly positive (i.e. θ gives
positive mass to every non-empty open set), it holds φmθ,γ(f)→ φm(f) for γ →∞.
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1.4 Numerical examples

This section aims at showcasing how various frequently studied problems that fall
into the theoretical framework of the previous sections can be implemented simply
and effectively with neural networks. The examples focus on toy problems that
allow an objective evaluation of the numerical results and give the reader an idea
about the strengths and weaknesses of the presented approach. We chose a very
basic implementation using Tensorflow and the Adam optimizer.2 As for the network
architecture: In all the examples, H is as described in Section 1.3, and Nlk,m always
approximates Cb(Rd). To approximate Cb(Rd) we use a five layer (l = 4 in the previous
section) ReLU-network with hidden dimension 64 · d. We did not perform a hyper
parameter search to obtain this architecture, but rather oriented ourselves at papers
with comparable settings (e.g. at [74, 103, 173]). Notably, increasing the complexity
(number of layers or hidden dimension) further did not change the numerical results
significantly in the cases tested, so we believe the structure chosen to be adequate for
the problems considered.

Simply put, the implementation works as follows: We perform a normal stochastic
gradient type optimization (outsourced to the Adam optimizer) for a certain number
of iterations to find near optimal parameters of the network. At each iteration during
this process, the expectations in the objective function are replaced by averages over a
fixed number (called batch size) of random points from the respective distributions. To
obtain the numerical approximation φ̂mθ,γ(f) of φmθ,γ(f), we finally average the sample
objective values over the last roughly 5% of iterations. This is referred to as the
dual value. Alternatively, one can use formula (1.6) to obtain sample points from
an approximate optimizer ν∗ of the primal problem and numerically evaluate

∫
f dν∗,

which is referred to as the primal value (more details on how to work with such an
approximative optimizer ν∗ is given in Section 1.4.5). If not stated otherwise, all
reported values are dual values.

The numerical procedure we use can likely be improved by fine-tuning parameters
or by using more complex network architectures. For example batch normalization
is applied in a related setting in [43] which appears to significantly speed up the
optimization.

1.4.1 Optimal transport and Fréchet-Hoeffding bounds

With this first problem, we study the effects of different penalty functions, penalty
factor, batch size and number of iterations of the Adam optimizer. Let X = [0, 1]d, θ =
U
(
[0, 1]d

)
(where U(·) denotes the uniform distribution) and Q = {ν ∈ P(X ) : νi =

U ([0, 1])}, where νi is the i-th marginal of ν. For some fixed z ∈ [0, 1]d, define the
function f : [0, 1]d → R+ by3

f(x) =

{
1, if xi ≤ zi for all i ∈ {1, 2, ..., d},
0, else.

2All used code is available on https://github.com/stephaneckstein/transport-and-related.
3The function f here is not continuous. Since the optimal transport problem is continuous from below (see

e.g. [121]), the representation (1.2) nevertheless holds for all bounded measurable functions f .

https://github.com/stephaneckstein/transport-and-related
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Figure 1.2: Fréchet-Hoeffding bounds: d = 2, z1 = 0.5, z2 = 0.75. Comparison of L2 penalty
function βγ(x) = γmax{0, x}2 and exponential penalty function βγ(x) = exp(γx−1)

γ . The
values plotted are running averages over the last 1000 iterations. The dotted red line is
the true value φ(f). The dotted blue lines are bounds from below for φθ,γ(f) obtained by
Equation (1.5) in Theorem 1.2.2 for the respective choices of γ.

The value φ(f) = supν∈Q
∫
f dν corresponds to the maximum value of a d-dimensional

copula at point z. By the Fréchet-Hoeffding bounds we have an analytical solution to
this problem, which is

φ(f) = min
i∈{1,...,d}

zi.

In Figure 1.2 we observe how φ̂mθ,γ(f) depends on the number of iterations of the
Adam optimizer and the batch size. We observe that while higher batch sizes lead
to more stable convergence, the speed of convergence appears not strongly related to
batch size. This suggests that increasing batch sizes might lead to both quick and
finally stable performance.4 Since L2 penalization appears more stable, we will mostly
use this penalization for the rest of the applications. Further, the figure illustrates
that the numerical solutions appear to approximately obtain the lower bounds for
φθ,γ(f) as given by Equation (1.5) in Theorem 1.2.2. I.e. one approximately has
φ(f) ≈ φmθ,γ(f) + 1

γ

∫
β∗(dµ̂

dθ
)dθ where µ̂ is an optimizer of φ(f).5

1.4.2 Multi-marginal optimal transport

The aim of this example is to compare the approach of this chapter with existing
methods for a numerically challenging problem. Let X = (RD)M , where M denotes
the number of marginals and D denotes the dimension of each marginal. Let µi for
i = 1, ...,M be K-mixtures of normal distributions with randomly chosen parameters,

4See also [181] and references therein for related concepts on how to optimally tune the optimization
procedure. In this chapter however, we decided to stick with standard parameters of the Adam optimizer and
fixed batch size. This is done to avoid another layer of complexity when evaluating the numerical results.

5Here, µ̂ is chosen as the optimizer which is uniform on the cubes [0, z] and [z, 1].
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LP NN RKHS Ref

MC quantization dual primal Laplace Com.
(M,D,K)

p = q = 2

(2, 1, 1)
0.403
(0.084)

0.408
(0.026) 0.413 0.401 0.364

(0.006) 0.405

(2, 1, 6)
3.337
(0.320)

3.263
(0.115) 3.279 3.258 2.444

(0.018) 3.269

(5, 2, 6)
8.978
(8.233)

3.073
(0.231) 3.123 3.041 DNC -

p = 1, q = 2

(2, 1, 6)
1.536
(0.071)

1.537
(0.025) 1.537 1.531 1.471

(0.009) 1.533

(5, 2, 6)
2.845
(1.314)

1.741
(0.064) 1.753 1.740 DNC -

(10, 3, 6)
10.235
(3.576)

6.744
(0.074) 6.759 6.743 DNC -

f̃(x) = f(x) · sin(
∑M

i=1 xi,1)

(5, 2, 6)
16.814
(0.893)

17.380
(0.043) 18.001 17.539 DNC -

(10, 3, 6)
24.618
(2.332)

23.615
(0.107) 34.235 32.521 DNC -

Table 1.1: Multi-marginal optimal transport: Numerical values for −φ(f) arising from different
numerical schemes. The numbers in brackets are empirical standard deviations over 100
runs. LP denotes linear programming, based on either sampling the marginals randomly
(MC) or using the quantization approach from [156, Algorithm 4.5] to approximate marginals
(quantization). The neural network (NN) implementation is based on L2 penalization with
γ = M ·D · 500. For the reproducing kernel Hilbert space solution (RKHS) as described in
[97, Algorithm 3] we use a Laplace kernel and the same penalization as for the NN-method.
For the final two rows, we report numerical values for −φ(f̃). DNC entries did not converge.
The final column are analytical reference values given by the comonotone coupling for two
marginals.
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and define Q = Π(µ1, ..., µM). For p, q ≥ 1 let

f(x) := −
( D∑
j=1

∣∣ M∑
i=1

(−1)ixi,j
∣∣q)p/q,

where we write x = (xi,j) ∈ X with i = 1, ...,M , j = 1, ..., D. Note that for two
marginals, one has −φ(f) = W p

p,q(µ1, µ2), where Wp,q is the Wasserstein-p distance
with Lq norm on Rd.

In Table 1.1 we compare optimal values to this problem arising from different
algorithmic approaches. We compare linear programming methods based on discretiza-
tion of the marginals, the neural network method presented in this chapter, and a
reproducing kernel Hilbert space (RKHS) approach as described in [97, Algorithm
3]. For the linear programming methods, we use a maximal number of variables of
106, which was around the boundary so that Gurobi [105] was still able to solve the
resulting linear program on our computer. Regarding the RKHS algorithm we have
to mention that it is the only method that is not building on an established package
like Tensorflow or Gurobi. Hence efficiency with respect to running time and tuning
of hyperparameters might be far from optimal for this approach. Notably, switching
from exponential penalization as used in [97] to L2 penalization was already a slight
improvement. For the precise specifications of each algorithm and the problem setting,
we refer to the code on https://github.com/stephaneckstein/OT_Comparison.

Evaluating the results, we find that the neural network based method and the
linear programming method with quantization appear to work best. Surprisingly, even
for the case with 10 marginals (where the linear program can only use 4 points to
approximate each marginal!), the quantization method achieved a similar value as the
neural network method for −φ(f). We believe the reason is that the function f is very
smooth which a quantization approach can exploit. Hence we slightly changed f to f̃
in the final two test cases, which makes the function less regular. These are the only
cases where the neural network solution and the quantization method strongly differ.
In the final case, the quantization approach still has to approximate each marginal
distribution with just 4 points, while the neural network method can use millions of
points. From this standpoint, one can place higher trust in the neural network solution,
even though we have no analytical reference value to compare it against.

Initially, we included a fourth method based on the approach in this chapter, but
with a polynomial basis instead of neural networks. This performed very badly however
(at least when using a standard monomial basis), and hence we omitted the results in
this table.

1.4.3 Martingale optimal transport

In martingale optimal transport, the optimal transport problem is extended by imposing
a martingale constraint on top of marginal constraints. Dimensions are regarded as
discrete time-steps and the measures in Q are distributions of discrete stochastic
processes (Xt)t=1,...,d with fixed marginal distributions as well as the condition that the
process is a martingale.

Here, we consider a simple example with d = 2, where an analytical solution is

https://github.com/stephaneckstein/OT_Comparison
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Figure 1.3: Martingale optimal transport: Mean numerical optimal values and 95% confidence
bounds over 100 independent runs for different values of γ (L2 penalization). The network is
trained for 20000 iterations with batch size 1024. The true optimal value of the unpenalized
problem is -1.

known. This example is taken from [6]. Let X := [−1, 1]× [−2, 2], θ := U(X ) and set

Q :=

{
ν = ν1 ⊗K : ν1 = U([−1, 1]), ν2 = U([−2, 2]), x =

∫ 2

−2

yK(x, dy) holds ν1-a.s.
}
.

For f = −|x− y|ρ one gets φ(f) = −1 for all ρ > 2. We implement this problem with
ρ = 2.3, where we use the L2 penalty function for different values of γ. The results
are shown in Figure 1.3. One can see that while for values of γ up to around 1280,
the behavior of the optimal value is approximately as predicted by Equation (1.5) in
Theorem 1.2.2, in that the error decreases by roughly a factor of two if γ is increased
by a factor of two. For larger values of γ however, numerical instabilities occur and the
optimizer cannot find the true optimum. This is indicated by the fact that the value
φ̂mθ,γ(f) is above φ(f) = −1.

1.4.4 Portfolio optimization

Consider a market with two assets, where the distribution of returns for each individual
asset is given, but not the joint distribution. An investor wants to maximize his or her
worst-case utility from investing into the two assets. Here, the utility of the investor
is characterized by a mean-variance objective. While the mean is fully characterized
by the marginal distributions, the worst case considers all possible variances of the
portfolio, which depend on the joint distribution of the assets.

The following example is taken from [157]: Let X = [0, 1]× [0, 2]. Let θ1 = U([0, 1])
and θ2 = U([0, 1]) ◦ ϕ−1, where ϕ(x) = 2x2. Let Q = {ν ∈ P(X ) : ν1 = θ1, ν2 = θ2}.
We will solve the following robust mean-variance portfolio optimization problem

sup
x∈[0,1]

− φ(−fx) :=
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Figure 1.4: Portfolio optimization under dependence uncertainty: As reference measure we
take either the product measure or a positively correlated measure. We use L2 penalization
with γ = 160. The network is trained with batch size 213 for 40000 iterations.

sup
x∈[0,1]

inf
ν∈Q

∫
(1− x)ξ1 + xξ2

− λ
(

(1− x)ξ1 + xξ2 − (1− x)

∫ 1

0

ζ1 θ1(dζ1)− x
∫ 2

0

ζ2θ2(dζ2)

)2

ν(dξ).

where λ ≥ 0 is the risk aversion. The integral over the term inside the large brackets is
the variance of the portfolio. For the analytical solution, see Example 1 of [157]. We
implemented the above problem in two ways. For the first, we choose the reference
measure θ(1) = θ1 ⊗ θ2. For the second, we use the reference measure θ(2) = 0.5θ(1) +
0.5 (U([0, 1]) ◦ (Id, ϕ)−1),6 i.e. half the product measure, half the perfectly correlated
measure. The second version may correspond to our intuition that the optimal coupling
should include positive correlation. More precisely: The choice of reference measure
θ always has the implicit objective to lead to narrow bounds in Equation (1.5) in
Theorem 1.2.2. In this example, if one presumes that an optimal measure ν∗ ∈ Q
has mass near the perfectly correlated diagonal, it makes sense to choose a reference
measure which puts mass in this region, as does θ(2). The results are reported in Figure
1.4. As expected, the second version yields results closer to the analytical solution.

1.4.5 Bounds on the distribution of a sum of dependent random variables

In this section, the objective is to find bounds for the probability P(X1+X2+...+Xd ≥ s)
for some s ∈ R, where the individual distributions of Xi are known, but not their joint
distribution. This problem is in strong relation to calculating worst- and best-case
value at risks under dependence uncertainty, see also [79, 82, 160].

Let X = Rd. For given marginals µ1, ..., µd ∈ P(R) and Q = Π(µ1, ..., µd), the
problem statement is

φ(f) := sup
ν∈Q

∫
1{x1+...+xd≥s} ν(dx1, ..., dxd).

6Id denotes the identity mapping.
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Figure 1.5: Bounds on the distribution of the sum of dependent variables: Sampled points from
the numerically optimal measure ν∗ and the corresponding empirical marginal distributions.

For simplicity, we consider the case d = 2, and µi = U([0, 1]). Let s = 1.9. Every
optimal measure ν ∈ Q gives mass 1/10 uniformly to the line section {(x, 1.9 − x) :
0.9 ≤ x ≤ 1}, while the rest of the mass is irrelevant as long as the marginal condition
is satisfied. This leads to an optimal value φ(f) = 0.1. For the natural choice of
reference measure θ = U([0, 1]2), every optimal measure is singular with respect to θ,
and thus one can expect high errors by penalization. An implementation with this
reference measure and L2 penalization with γ = 320 leads to φ̂mθ,γ(f) ≈ 0.0881.7

Updating the reference measure: To obtain a more accurate value, we make use of
Equation (1.6) in Theorem 1.2.2. Recall that an optimizer ν̂ ∈ Q of φθ,γ(f) is given
by dν̂

dθ
= β′(f − ĥ), where ĥ is the dual optimizer of φθ,γ(f). Taking ν̂ as a reference

measure instead of θ can only reduce the error by penalization, since φν̂,γ(f) ≥ φθ,γ(f)
holds by convexity of β∗γ . Implementing the problem with ν̂ as a reference measure has
to be done approximately, since the true optimizer ĥ is unknown and replaced by the
numerical optimal solution. We denote the numerically obtained optimal measure by
ν∗.

To implement φmν∗,γ(f) requires sampling points from ν∗. This is non-trivial since
ν∗ is only given by dν∗

dθ
. We implemented this by an acceptance-rejection method as

described in [88]. This is very slow, as the number of rejections increases with the
7The network was trained for 20000 iterations with batch size 1024.
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maximum of the Radon-Nikodym derivative. Sampling efficiently in such a situation is
difficult, see e.g. [115] for an overview of existing methods and a proposed new one.

Figure 1.5 illustrates the optimal measure ν∗. The measure ν∗ looks comparable to
an optimal solution of φ(f), while simultaneously being driven towards the reference
measure θ. One obtains φ̂mν∗,γ(f) ≈ 0.0982, which is close to the true optimal value 0.1.

In the following, we briefly discuss the rearrangement algorithm [82, 160] which is
tailored to this type of problem. In contrast to the presented approach, which relies on
sampling from the involved marginal distributions, the rearrangement algorithm mainly
relies on the (inverse of) the cumulative distribution function of the marginals. The
rearrangement algorithm achieves similar or even better accuracy in higher dimensional
settings and with different marginals (e.g. Pareto marginals). The case of higher
dimensions scales well with the approach taken here. However, the base time in low
dimensions is higher than that of the rearrangement algorithm, and further heavy
tailed marginals like the Pareto distribution can lead to less accuracy.8

1.4.6 Generative adversarial networks (GANs)

The objective in GANs is to create new sample points from a measure µ, of which only
an empirical distribution µ̃ is known (see e.g. [9, 102]). Usually, the measure µ might
refer to the uniform distribution over some very large set of images. The set µ̃ is then
just the uniform distribution over a small subset of these images. The goal is to sample
new images that are not already present in the given subset, but that might plausibly
have been samples from the measure µ.

To proceed, we first take some latent probability measure τ . The goal is to obtain a
function G such that µ and the push-forward measure τ ◦G−1 are close (in a sense to
be specified), and thus the pseudo samples for µ can be obtained by sampling from τ
and applying G. To find such a function G out of a class of functions G, one can only
use µ̃ instead of µ (thus µ does not enter the formal problem statement). The closeness
of µ̃ and τ ◦G−1 is measured by different distances in GANs. In the Wasserstein GAN,
the first Wasserstein distance W1(·, ·) (see e.g [189]) is used, and the objective is

arg min
G∈G

W1(τ ◦G−1, µ̃).

The above can be generalized to arbitrary transport distances instead of the first
Wasserstein distance. To put this into our setting, let G a set of functions that map into
X1. Let X = X1 ×X1 and for G ∈ G define QG := {ν ∈ P(X ) : ν1 = τ ◦G−1, ν2 = µ̃}.
For a cost function c, arbitrary transport type GANs can be expressed via

arg min
G∈G

−φG(−c) = arg min
G∈G

inf
ν∈QG

∫
c dν

If c is a metric, the above corresponds to the Wasserstein GAN.
Since it is difficult to objectively evaluate GAN setups, we omit numerical results in

this section. The interested reader can see the code on GitHub, where the toy problems
appearing in [103] are implemented for different functions c.9

8We refer to https://github.com/stephaneckstein/transport-and-related, where different specifications
(including Pareto marginals) of the problem in this section are implemented.

9For the implementation, we merely adjusted code from https://github.com/igul222/improved_wgan_training
to our method. See again https://github.com/stephaneckstein/transport-and-related .

https://github.com/stephaneckstein/transport-and-related
https://github.com/igul222/improved_wgan_training
https://github.com/stephaneckstein/transport-and-related
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1.5 Proofs

1.5.1 Proof of Theorem 1.2.2

1) We first show (1.4) by verifying that φθ,γ is real-valued and continuous from above
on Cb(X ). To that end, as shown in Section 1.6 one has φ∗(µ) = suph∈H(

∫
h dµ−

∫
h dµ0)

for all µ ∈ P(X ), so that

µ ∈ Q if and only if
∫
h dµ =

∫
h dµ0 for all h ∈ H. (1.9)

Since βγ(x) ≥ xy − 1
γ
β∗(y) for all x ∈ R and y ∈ R+, it follows that∫
βγ(f − h) dθ ≥

∫
f − h dπ − 1

γ

∫
β∗
(dπ
dθ

)
dθ

so that

φθ,γ(f) = inf
h∈H

{∫
h dπ +

∫
βγ(f − h) dθ

}
≥
∫
f dπ − 1

γ

∫
β∗
(dπ
dθ

)
dθ > −∞

for all f ∈ Cb(X ). This shows that φθ,γ is real-valued on Cb(X ). Further, let (fk) be
a sequence in Cb(X ) such that fk ↓ f . For every h ∈ H the monotone convergence
theorem implies

∫
βγ(f

k − h) dθ →
∫
βγ(f − h) dθ, so that φθ,γ(fk) ↓ φθ,γ(f). Hence,

it follows from the nonlinear Daniell-Stone theorem (see Proposition 1.6.1) that

φθ,γ(f) = max
µ∈P(X )

{∫
f dµ− φ∗θ,γ(µ)

}
for all f ∈ Cb(X ),

where the convex conjugate is given by

φ∗θ,γ(µ) = φ∗(µ) + ψ∗θ,γ(µ) =

{
1
γ

∫
β∗
(
dµ
dθ

)
dθ if µ ∈ Q and µ� θ

∞ else.

Indeed, the convex conjugate of the convolution inff∈Cb(X ){φ(f) + ψθ,γ(· − f)} is given
as the sum of the convex conjugates φ∗ and ψ∗θ,γ . By (1.9) one has φ∗(µ) = 0 if µ ∈ Q
and φ∗(µ) = +∞ otherwise. Moreover,

ψ∗θ,γ(µ) = sup
f∈Cb(X )

{∫
f dµ−

∫
βγ(f) dθ

}
= sup

f∈Cb(X )

{∫
f
dµ

dθ
−βγ(f) dθ

}
=

∫
β∗γ

(dµ
dθ

)
dθ

if µ� θ and ψ∗θ,γ(µ) = +∞ otherwise.
2) We next show (1.5). On the one hand, one has

φθ,γ(f) = inf
h∈H

{∫
h dµ0 +

∫
βγ(f − h) dθ

}
≤ inf

h∈H:
h≥f

∫
h dµ0 + βγ(0) = φ(f) +

β(0)

γ
.

On the other hand, for every ε-optimizer µε ∈ Q of (1.2) such that µε � θ one has

φ(f) ≤
∫
f dµε + ε ≤

∫
f dµε − φ∗θ,γ(µε) + φ∗θ,γ(µε) + ε ≤ φθ,γ(f) +

1

γ

∫
β∗
(dµε
dθ

)
dθ + ε
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with the convention −∞+∞ = +∞.
3) Let ĥ ∈ H be a minimizer of (1.3), i.e. φµ,γ(f) =

∫
ĥ dµ0 +

∫
βγ(f − ĥ) dθ.

Defining hλ := ĥ+ λh for an arbitrary h ∈ H, the first order condition

d

dλ

∣∣∣
λ=0

(∫
hλ dµ0 +

∫
βγ(f − hλ) dθ

)
= 0

implies ∫
h dµ0 −

∫
β′γ(f − ĥ)h dθ = 0.

This shows that the probability measure µ̂ with Radon-Nikodým derivative dµ̂
dθ

:=

β′γ(f − ĥ) satisfies
∫
h dµ0 =

∫
h dµ̂ for all h ∈ H, which in view of (1.9) satisfies µ̂ ∈ Q.

Integrating the identity βγ(x) = xβ′γ(x)−β∗γ(β′γ(x)) with x = f− ĥ w.r.t. θ, one obtains∫
βγ(f − ĥ) dθ =

∫
f − ĥ dµ̂−

∫
β∗γ

(dµ̂
dθ

)
dθ

which shows that

φθ,γ(f) =

∫
ĥ dµ0 +

∫
βγ(f − ĥ) dθ =

∫
f dµ̂−

∫
β∗γ

(dµ̂
dθ

)
dθ.

As a consequence, µ̂ ∈ Q is a maximizer of (1.4).

1.5.2 Proof of Proposition 1.2.3

Fix f ∈ Cb(X ). That limm→∞ φ
m(f) = φ∞(f) ≥ φ(f) follows from the definition of

H∞. Moreover, for every ε > 0 the Condition (D) guarantees h ∈ H∞ and K ⊆ X
such that 1Kc ≤ h and

∫
h dµ0 ≤ ε. Hence, φ∞(1Kc) ≤

∫
h dµ0 ≤ ε and Dini’s lemma

implies that φ∞ is continuous from above on Cb(X ). By Proposition 1.6.1 it follows
that

φ∞(f) = max
µ∈P(X )

{∫
f dµ− φ∞∗(µ)

}
.

Similar to (1.12) its convex conjugate is given by

φ∞∗(µ) = sup
h∈H∞

(∫
h dµ−

∫
h dµ0

)
≤ sup

h∈H

(∫
h dµ−

∫
h dµ0

)
= φ∗(µ).

It remains to show that for h ∈ H and µ ∈ P(X ) with
∫
h dµ −

∫
h dµ0 > 0 there

exists h′ ∈ H∞ such that
∫
h′ dµ −

∫
h′ dµ0 > 0. But this follows directly from the

first part of Condition (D) for the probability measure 1
2
µ+ 1

2
µ0. Indeed, there exists

a sequence (hn) in H∞ such that hn → h in L1(µ) and in L1(µ0), which shows that∫
hn dµ−

∫
hn dµ0 > 0 for n large enough.

1.5.3 Proof of Proposition 1.2.4

Observe that

φm(f) + βγ(0) ≥ inf
h∈Hm:
h≥f

{∫
h dµ0 +

∫
βγ(f − h) dθ

}
≥ φmθ,γ(f) ≥ φθ,γ(f)
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where the first inequality uses that βγ is increasing, the second inequality just drops
the constraint h ≥ f , and the third inequality follows from Hm ⊆ H.

Fix ε > 0. By Condition (D) and Theorem 1.2.2 there exist m0 ∈ N and γ0 > 0
such that

φm(f) ≤ φ(f) + ε and φ(f) ≤ φθ,γ(f) + ε

for all m ≥ m0 and γ ≥ γ0. This shows that

φ(f) + ε+
β(0)

γ
≥ φm(f) + βγ(0) ≥ φmθ,γ(f) ≥ φθ,γ(f) ≥ φ(f)− ε

for all m ≥ m0 and γ ≥ γ0, which shows that φmθ,γ(f)→ φ(f) whenever min{m, γ} →
∞.

1.5.4 Proof of Lemma 1.3.3

(a) From Hornik [116] it follows that Nlj ,dj is dense in Cb(Rdj) with respect to
L1(µ) for every µ ∈ P(Rdj) and all j = 1, ..., J . By the triangle inequality and
boundedness of ej, the first part of Condition (D) follows.

(b) If X is compact, the condition is trivially satisfied. Hence assume that X =
Rd = Rd1 × ...× RdJ0 and πj = prj, ej = 1 for j = 1, ..., J0 ≤ J , where prj is the
projection from Rd to the j-th marginal component in Rdj .
Let ε > 0 and µ ∈ P(X ). We first fix j, denote by µ(j) := µ ◦ pr−1

j and show
that there exists a h′′j ∈ Nlj ,dj such that 1Kc

j
≤ h′′j and

∫
Rdj h

′′
j dµ

(j) ≤ 2ε for some
compact subset Kj of Rdj . Without loss of generality, assume that lj = 1. This
can always be done since the function h′′j will be compact-valued and hence for
multiple layers, the remaining layers beyond the first can simply approximate
the identity function in the supremum norm.10 Fix Kj = [−c,+c]dj such that
µ(j)(Kc

j ) ≤ ε/(4dj). By assumption on ϕ, for each i ∈ {1, . . . , dj} there exist
ai, bi, ai, bi ∈ R such that

ϕ(aixi + bi) + ϕ(aixi + bi)

{
≤ ε/(2dj) for xi ∈ [−c, c]
≥ 1− ε for xi 6∈ [−c− 1, c+ 1].

Then

h′′j :=

dj∑
i=1

ϕ(aixi + bi) + ϕ(aixi + bi) + ε ∈ N1,dj ,2dj ⊂ N1,dj

satisfies 1K̃c
j
≤ h′′j for the compact K̃j := [−c− 1, c+ 1]dj , as well as∫

Rdj
h′′j dµ

(j) ≤
∫
Rdj

ε

2
1Kj + 2d1Kc

j
dµ(j) + ε ≤ ε

2
+ 2dµ(j)(Kc

j ) + ε ≤ 2ε.

Now, define h′′ :=
∑d

j=1 h
′′
j ◦prj ∈ H∞ and K :=

∏J0
j=1 K̃j ⊂ X , which is compact.

Then one immediately gets 1Kc ≤ h′′ and
∫
h′′dµ ≤ 2J0ε.

10More precisely, the function h′′j as given by one layer would be the input in the first component for the
remaining layers, and the remaining layers approximate the continuous function [−z, z]m 3 x 7→ x1 in the
supremum norm, which is possible as shown in [116].
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1.5.5 Proof of Proposition 1.3.7

1) For one fix network Nlj ,dj ,m, the mapping ξ 7→ Nlj ,dj ,m(ξ) is pointwise continuous,
i.e. it holds for ξn → ξ that Nlj ,dj ,m(ξn)(x)→ Nlj ,dj ,m(ξ)(x) for all x ∈ Rdj , since ϕ is
continuous. Further, since we assume that ϕ is bounded, the functions Nlj ,dj ,m(ξn) are
uniformly bounded and hence by dominated convergence one obtains Nlj ,dj ,m(ξn)→
Nlj ,dj ,m(ξ) in L1(µ) for all µ ∈ P(Rdj). By the triangle inequality, this continuity
transfers to the mapping (ξ1, ..., ξJ) 7→∑J

j=1 ejNlj ,dj ,m(ξj) ◦ πj. Hence, we can write

Hm = {η(A) + a : A ∈ Am, a ∈ R}

where A 7→ η(A) is continuous in L1(µ0) and L1(θ), and Am is compact.
2) For every ε > 0 there exists η(A) + a ∈ Hm with η(A) + a ≥ f such that

φm(f)+ε ≥
∫
η(A)+a dµ0 = lim

γ→∞

{∫
η(A) dµ0+a+

∫
βγ(f−η(A)−a) dθ

}
≥ lim sup

γ→∞
φmθ,γ(f)

since 0 ≤
∫
βγ(f − η(A)− a) dθ ≤ βγ(0) = 1

γ
β(0).

On the other hand, let (γn) be a sequence in R+ with γn →∞. Our goal is to show
that φm(f) ≤ lim infn→∞ φ

m
θ,γn

(f). We assume that lim infn→∞ φ
m
θ,γn

(f) <∞ otherwise
there is nothing to prove. For every n ∈ N there exist An ∈ Am and an ∈ R such that

φmθ,γn(f)+
1

n
≥
∫
η(An) dµ0+an+

∫
βγn
(
f−η(An)−an

)
dθ ≥

∫
η(An) dµ0+

∫
f−η(An)+c dθ

(1.10)
since βγn(x) ≥ x+c for all n ∈ N for some constant c ∈ R. In particular, lim infn→∞ φ

m
θ,γn

(f)

is real-valued as A 7→
∫
f−η(A)+c dθ is a continuous function on the compact Am. By

passing to a subsequence we may assume that limn→∞ φ
m
θ,γn

(f) = lim infn→∞ φ
m
θ,γn

(f),
and An → A ∈ Am such that η(An)→ η(A) in L1(θ) and θ-a.s. as well as

∫
η(An) dµ0 →∫

η(A) dµ0. We next show that (an) is bounded. Suppose by way of contradiction
that an → −∞. Since limx→∞ β(x)/x = ∞ and f − η(An) is uniformly bounded by
compactness of Am, it follows that∫

η(An) dµ0 + an + βγn
(
f − η(An)− an

)
→ +∞

Moreover, in view of (1.10) the sequence( ∫
η(An) dµ0 + an + βγn

(
f − η(An)− an

))−
is uniformly integrable in L1(θ). Hence, it follows from Fatou’s lemma that

+∞ =

∫
lim inf
n→∞

{∫
η(An) dµ0 + an + βγn

(
f − η(An)− an

)}
dθ

≤ lim inf
n→∞

{∫
η(An) dµ0 + an +

∫
βγn
(
f − η(An)− an

)
dθ
}

≤ lim inf
n→∞

φmθ,γn(f) <∞
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which is the desired contradiction. This shows that (an) is bounded and by passing to
a subsequence an → a ∈ R. Finally it follows from Fatou’s lemma that

lim inf
n→∞

φmθ,γn(f) = lim inf
n→∞

{∫
η(An) dµ0 + an +

∫
βγn
(
f − η(An)− an

)
dθ
}

≥
∫
η(A) dµ0 + a+

∫
β∞
(
f − η(A)− a

)
dθ

=

∫
η(A) + a dµ0

≥ φm(f)

where β∞(x) = 0 if x ≤ 0 and β∞(x) = ∞ if x > 0. The second inequality follows
because η(A) + a ≥ f θ-a.s. as a consequence of the first inequality, f, η(A) ∈ Cb(X )
and θ is strictly positive.

1.6 Nonlinear version of the Daniell-Stone theorem

Let X be a Polish space. Given a measurable function κ : X → [1,∞), we denote by
Cκ(X ) the Stone vector lattice of all continuous functions f : X → R such that |f |/κ
is bounded. For instance, if κ is bounded one has Cκ(X ) = Cb(X ), or if κ(x) = 1 + |x|
on X = Rd the space Cκ(Rd) contains all continuous functions f : Rd → R of linear
growth. Further, let ca+

κ (X ) be the set of all Borel measures µ on X which satisfy∫
κ dµ < ∞. The following nonlinear version of the Daniell-Stone theorem follows

directly from Proposition 1.1 in [53].

Proposition 1.6.1. Let φ : Cκ(X )→ R be an increasing11 convex functional which is
continuous from above, i.e. φ(fn) ↓ 0 for every sequence (fn) such that fn ↓ 0. Then,
it has the dual representation

φ(f) = max
µ∈ca+κ (X )

{∫
f dµ− φ∗(µ)

}
for all f ∈ Cκ(X ), (1.11)

where the convex conjugate φ∗ : ca+
κ (X )→ R∪{+∞} is given by φ∗(µ) = supf∈Cκ(X ){

∫
f dµ−

φ(f)}.
Continuity from above is strongly related to the concept of tightness, which in

the context of risk measures was introduced by Föllmer and Schied, see [89]. Typical
examples include transport type problems where tightness is imposed by marginal
constraints, see e.g. Bartl et al. [17]. For extensions of the representation (1.11) to upper
semicontinuous functions and related pricing-hedging dualities we refer to Cheridito et
al. [54].

As an application we consider the superhedging functional

φ(f) := inf
{∫

h dµ0 : h ≥ f for some h ∈ H
}

on Cκ(X ), where µ0 ∈ ca+
κ (X ) is a probability measure andH ⊆ Cκ(X ) is a convex cone

such that κ ∈ H. Straightforward inspection shows that φ is a real-valued increasing
11φ(f) ≥ φ(g) whenever f ≥ g.
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convex functional on Cκ(X ). Further, if φ is continuous from above by Proposition
1.6.1 it has the dual representation (1.11). Its convex conjugate is given by

φ∗(µ) = sup
f∈Cκ(X )

{∫
f dµ− inf

h∈H:
h≥f

∫
h dµ0

}
= sup

h∈H
sup

f∈Cκ(X ):
h≥f

{∫
f dµ−

∫
h dµ0

}
= sup

h∈H

{∫
h dµ−

∫
h dµ0

}
. (1.12)

Since H is a convex cone which contains the constants it follows that φ∗(µ) = 0
whenever µ ∈ ca+

κ (X ) is a probability measure such that
∫
h dµ =

∫
h dµ0 for all h ∈ H,

and φ∗(µ) = +∞ else. In particular, in case that Cκ(X ) = Cb(X ) we conclude the dual
representation (1.2).



Chapter 2

Robust risk aggregation with neural
networks

2.1 Introduction

2.1.1 Motivation

Risk aggregation is the process of combining multiple types of risk within a firm.
The aim is to obtain meaningful measures for the overall risk the firm is exposed to.
The stochastic interdependencies between the different risk types are crucial in this
respect. There is a variety of different approaches to model these interdependencies.
One generally observes that these models for the dependence structure between the risk
types are significantly less accurate than the models for the individual types of risk.

We take the following approach to address this issue: We assume that the distribu-
tions of the marginal risks are known and fixed. This assumption is justified in many
cases of practical interest. Moreover, risk aggregation is per definition not concerned
with the computation of the marginal risks’ distributions. Additionally, we take a
probabilistic model for the dependence structure linking the marginals risks as given.
Note that there are at least two different approaches in the literature to specify this
reference dependence structure: The construction of copulas and factor models. The
particular form of this reference model is not relevant for our approach as long as it
allows us to generate random samples. Independently of the employed method, the
choice of a reference dependence structure is typically subject to high uncertainty.
Our contribution is to model the ambiguity with respect to the specified reference
model, while fixing the marginal distributions. We address the following question in
this chapter:

How can we account for model ambiguity with respect to a specific dependence
structure when aggregating different risks?

We propose an intuitive approach to this problem: We compute the aggregated risk with
respect to the worst case dependence structure in a neighborhood around the specified
reference dependence structure. For the construction of this neighborhood we use
transportation distances. These distance measures between probability distributions
are flexible enough to capture different kinds of model ambiguity. At the same time,
they allow us to generally derive numerical methods, which solve the corresponding

37
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problem of robust risk aggregation in reasonable time. To highlight some of the further
merits of our approach, we are able to determine the worst case dependence structure
for a problem at hand. Hence, our method for robust risk measurement is arguably
a useful tool also for risk management as it provides insights about which scenarios
stress a given system the most. Moreover, it should be emphasized that our approach
is restricted neither to a particular risk measure nor a particular aggregation function.1

In summary, the approach presented provides a flexible way to include model
ambiguity in situations where a reference dependence structure is given and the
marginals are fixed. It is generally applicable and computationally feasible. In the
subsequent subsection we outline our approach in some more details before discussing
the related literature.

2.1.2 Overview

We aim to evaluate ∫
Rd
f dµ̄,

for some f : Rd → R in the presence of ambiguity with respect to the probability
measure µ̄ ∈ P(Rd), where P(Rd) denotes the set of all Borel probability measures on
Rd. In particular, we assume that the marginals µ̄1, . . . , µ̄d of µ̄ are known and the
ambiguity lies solely on the level of the dependence structure. Moreover, we assume a
reference dependence structure, namely the one implied by the reference measure µ̄, is
given and that the degree of ambiguity with respect to the reference measure µ̄ can be
modeled by the transportation distance dc, which is defined in (2.2) below. Hence, we
consider the following problem

φ(f) := max
µ∈Π(µ̄1,...,µ̄d)
dc(µ̄,µ)≤ρ

∫
Rd
f dµ, (2.1)

where the set Π(µ̄1, . . . , µ̄d) consists of all µ ∈ P(Rd) satisfying µi = µ̄i for all i =
1, . . . , d, where µi ∈ P(R) and µ̄i ∈ P(R) denote the i-th marginal distributions of µ
and µ̄. We fix a continuous function c : Rd × Rd → [0,∞) such that c(x, x) = 0 for all
x ∈ R. The cost of transportation between µ̄ and µ in P(Rd) with respect to the cost
function c is defined as

dc(µ̄, µ) := inf
π∈Π(µ̄,µ)

∫
Rd×Rd

c (x, y) π(dx, dy), (2.2)

where Π(µ̄, µ) denotes the set of all couplings of the marginals µ̄ and µ. For the
cost function c(x, y) = ||x − y||p with p ≥ 1, the mapping d1/p

c corresponds to the
Wasserstein distance of order p.

The numerical methods to solve problem (2.1), which are developed in this chapter,
build on the following dual formulation of problem (2.1):

inf
λ≥0, hi∈Cb(R)

{
ρλ+

d∑
i=1

∫
R
hi dµ̄i +

∫
Rd

sup
y∈Rd

[
f(y)−

d∑
i=1

hi(yi)− λc(x, y)
]
µ̄(dx)

}
,

(2.3)
1Note also that our methods can be applied to solve completely unrelated problems, such as the portfolio

selection problem under dependence uncertainty introduced in [157].
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where Cb(R) the set of all continuous and bounded functions h : R → R. This dual
formulation was initially derived by [95]. These authors show that strong duality
holds, i.e. problem (2.1) and (2.3) coincide, for upper semicontinuous functions f :

X → R satisfying the growth condition supx∈X
f(x)
c(x,y0)

< ∞ for some y0 ∈ X, where
X = X1 × ...×Xd for possibly non-compact subsets X1, ..., Xd of R.

Theorem 2.2.1 in Section 2.2 extends the duality in the following aspects: Firstly,
the functions f : X → R need not satisfy a growth condition that depends on the cost
c. Our results allow for upper semicontinuous functions of bounded growth. Secondly,
we can consider a space X = X1 × · · · ×Xd, where Xi can be arbitrary polish spaces.
We emphasize that the problem setting can therefore include an information structure
where multivariate marginals are known and fixed. Lastly, Theorem 2.2.1 extends the
constraint dc(µ̄, µ) ≤ ρ to a more general way of penalizing with respect to dc(µ̄, µ).

We now turn to the question how the dual formulation (2.3) can be utilized to
solve problem (2.1). One approach is to assume that the reference distribution µ̄ is
a discrete distribution. In this context, [95] show that the dual problem (2.3) can be
reformulated as a linear program under the following assumptions: First, the function
f can be written as the maximum of affine functions. Second, the reference distribution
µ̄ is given by an empirical distribution on n points x1, . . . , xn in Rd. Third, the cost
function c has to be additively separable, i.e. c(x, y) =

∑d
i=1 ci(xi, yi). For further

details we refer to Corollary 2.2.5 in Section 2.2.1.
This linear programming approach is especially useful when only few observations

are available to construct the reference distribution µ̄ - a case where accounting for
ambiguity with respect to the dependence structure is often required. Nevertheless, the
assumptions under which problem (2.3) can be solved by means of linear programming
exclude many cases of practical interest. Even in cases that linear programming is
applicable, the resulting size of the linear program quickly becomes intractable in higher
dimensions. Hence, this chapter presents a generally applicable and computationally
feasible method to numerically solve problem (2.3) which uses neural networks.

The basic idea is to use neural networks to parametrize the functions hi ∈ Cb(R) and
then solve the resulting finite dimensional problem. Theoretically, such an approach is
justified by the universal approximation properties of neural networks, see for example
[116].

To utilize neural networks, we first dualize the point-wise supremum inside the
integral of (2.3). Under mild assumptions, this leads to

inf
λ≥0,

hi∈Cb(R), g∈Cb(Rd):

g(x)≥f(y)−
∑d
i=1 hi(yi)−λc(x,y)

{
λρ+

d∑
i=1

∫
R
hi dµ̄i +

∫
Rd
g dµ̄

}
.

As the pointwise inequality constraint prevents a direct implementation with neural
networks, the constraint is penalized. This is done by introducing a measure θ ∈ P(R2d),
which we refer to as the sampling measure. Further, we are given a family of penalty
functions (βγ)γ>0 which increases the accuracy of the penalization for increasing γ,
e.g. βγ(x) = γmax{0, x}2. The resulting optimization problem reads

φθ,γ(f) := inf
λ≥0,

hi∈Cb(R), g∈Cb(Rd)

{
λρ+

d∑
i=1

∫
R
hi dµ̄i +

∫
Rd
g dµ̄ (2.4)
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+

∫
R2d

βγ
(
f(y)−

d∑
i=1

hi(yi)− λc(x, y)− g(x)
)
θ(dx, dy)

}
.

Before we develop numerical methods to evaluate φθ,γ(f) and thereby approximate
φ(f), we need to study the convergence

φθ,γ(f)→ φ(f) for γ →∞. (2.5)

A sufficient condition for this convergences is derived in Proposition 2.2.7. We addition-
ally give a general instance where this derived condition is satisfied. It states that (2.5)
holds whenever the cost function c satisfies a mild growth condition and the sampling
measure θ is the product measure between the reference measure and the respective
marginals, i.e. θ = µ̄⊗ (µ̄1 ⊗ ...⊗ µ̄d).

Besides the optimal value of problem (2.1) also the corresponding optimizer is of
interest. To this end, we develop duality for problem (2.4). This duality leads to a
simple formula to obtain approximate optimizers of the initial problem (2.1) once the
dual formulation (2.4) is solved. It shows that any optimizer (λ?, (h?i )i=1,...,d, g

?) of (2.4)
gives an approximate optimizer µ? of (2.1) by setting µ? equal to the second marginal
of π?, where π? is defined by the Radon-Nikodym derivative

dπ?

dθ
(x, y) := β′γ

(
f(y)− g?(x)−

d∑
i=1

h?i (yi)− λ?c(x, y)
)
. (2.6)

Problem φθ,γ(f) fits into the standard framework in which neural networks can
be applied to parametrize the functions hi ∈ Cb(R) and g ∈ Cb(Rd). We justify this
parametrization theoretically by giving conditions under which the approximation error
vanishes for a infinite-size neural network. In Section 2.3, we give details concerning
the numerical solution of φθ,γ(f) using neural networks, which encompasses the choice
of the neural network structure, hyperparameters and optimization method.

This approach based on neural networks is the main reason to derive and study the
penalized problem (2.4). Nonetheless, problem (2.4) is interesting in its own right and
by no means limited to the application of neural networks: it may be efficiently solved
using advanced first-order methods, see e.g. [141].

The remainder of the chapter is structured as follows. In the subsequent Section
2.1.3, we provide a overview of the relevant literature. Our main results can be found in
Section 2.2, which consists of three parts: First, we state and prove the general form of
the duality between (2.1) and (2.3) and derive some implications thereof. In the second
part of Section 2.2, we study the penalization introduced in equation (2.4) above. Third,
we give conditions under which φθ,γ(f) can be approximated with neural networks.
Section 2.3 gives implementation details. Section 2.4 is devoted to four toy examples,
which aim to shed some light on the developed concepts. In the final Section 2.5, the
acquired techniques are applied to a real world example. We thereby demonstrate how
to implement robust risk aggregation with neural networks in practice.

2.1.3 Related literature

There are three different strings of literature, which are relevant in the present context:
Firstly, literature on risk aggregation; secondly, literature on model ambiguity and
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particularly on ambiguity sets constructed using the Wasserstein distance; thirdly,
recent application of neural networks in finance and related optimization problems.

Risk aggregation

In Section 2.5, we motivate from an applied point of view why there is interest in
risk bounds for the sum of losses of which the marginal distributions are known. The
theoretical interest in this topic started with the following questions: How can one
compute bounds for the distribution function of a sum of two random variables when
the marginal distributions are fixed? This problem was solved in 1982 by [135] and [167].
Starting with the work of [81] more than 20 years later, the higher dimensional version
of this problem was studied extensively due to its relevance for risk management. We
refer to [83] and [161] for an overview of the developments concerning risk aggregation
under dependence uncertainty, as this problem was coined. Let us mention that
[160] introduced the so-called rearrangement algorithm, which is a fast procedure to
numerically compute the bounds of interest. Applying this algorithm to real-world
examples demonstrates a conceptual drawback of the assumption that no information
concerning the dependence of the marginal risk is available: The implied lower and
upper bound for the aggregated risk are impractically far apart.

Hence, some authors recently tried to overcome this drawback and to come up with
more realistic bounds by including partial information about the dependence structure.
For instance, [159] discuss how positive, negative or independence information influence
the above risk bounds; [31] derive risk bounds with constraints on the variance of
the aggregated risk; [32] consider partially specified factor models for the dependence
structure. The interested reader is referred to [168] for a recent review of these and
related approaches. Finally, we want to point out the intriguing contribution by [133].
These authors provide a framework which allows them to derive VaR-bounds if (a)
extreme value information is available, (b) the copula linking the marginals is known on
a subset of its domain and (c) the latter copula lies in the neighborhood of a reference
copula as measured by a statistical distance.

Since this chapter aims to contribute to this string of literature, let us point out that
the latter mentioned type of partial information about the dependence structure used
in [133] is similar in spirit to our approach. We emphasize that Lux and Papapantoleon
use statistical distances which are different to the transportation distance dc defined in
the previous subsection.

Model Ambiguity

There is an obvious connection of problem (2.1), which is studied in this chapter, with
the following minimax stochastic optimization problem

min
x∈X

max
Q∈Q

EQ [f(x, ξ)] , (2.7)

where X ⊂ Rm, f : Rm×Ξ→ R, ξ is a random vector whose distribution Q is supported
on Ξ ⊂ Rd and Q is a nonempty set of probability distributions, referred to as ambiguity
set. Problems of this form recently became known as distributionally robust stochastic
optimization problems. As pointed out by [175], there are two natural and somewhat
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different approaches to constructing the ambiguity set Q. On the one hand, ambiguity
sets have been defined by moment constraints, see [63] and references therein. An
alternative approach is to assume a reference probability distribution Q̄ is given and
define the ambiguity set by all distributions which are in the neighborhood of Q̄ as
measured by a statistical distance. To the best of our knowledge two distinct choices of
this statistical distance have been established in the literature: The φ-divergence and
the Wasserstein distance. Concerning ambiguity sets constructed using the φ-divergence
we refer to[23] and references therein. In the following, we focus on approaches which
rely on the Wasserstein distance to account for model ambiguity. [155] were the first
to study these particular ambiguity sets. [139] showed that distributionally robust
stochastic optimization problems over Wasserstein balls centered around a discrete
reference distribution possess a tractable reformulation: under mild assumptions these
problems belong to the same complexity class as their non-robust counterparts. The
duality result driving this insight was also proven by [38],[94] and [19] based on different
techniques and assumptions. These contribution indicate that distributionally robust
stochastic optimization using the Wasserstein distance developed into an active field
of research in recent years. For instance, [199] and [107] adapted similar ideas in the
context of two-stage stochastic programming and [50] and [195] study distributionally
robust Markov decision processes using the Wasserstein distance. [149] analyze a robust
estimation method for superhedging prices relying on a Wasserstein ball around the
empirical measure.

Most relevant in the context of this chapter are the following two references: [96]
put two Wasserstein-type-constraints on the probability distribution Q in (2.7): Q has
to be close in Wasserstein distance to a reference distribution Q̄, while the dependence
structure implied by Q has to be close, again in Wasserstein distance, to a specified
reference dependence structure. In their follow-up pap er, [95] consider problem (2.1)
in the context of stochastic optimization, i.e. in the framework (2.7). The contribution
of this paper, i.e. their duality result and the LP-formulation, is already reviewed in the
above overview. In addition, the authors provide numerical experiments in portfolio
selection and nonparametric density estimation.

Neural networks in finance and optimization

Applications of neural networks have vastly increased in recent years. Most of the
popularity arose from successes of neural networks related to data representation
tasks, e.g. related to pattern recognition, image classification, or task-specific artificial
intelligence. In contrast to such a utilization, neural networks have also been applied
strictly as a tool to solve certain optimization problems. This is the way we use
neural networks in this chapter, and they have found similar uses in various areas
related to finance. Among others, they were applied to solving high dimensional
partial differential equations and stochastic differential equations [24, 33, 74] as well
as backward stochastic differential equation [112], in optimal stopping [26], optimal
hedging with respect to a risk measure [43], and superhedging [77].

For more classical learning tasks where neural networks are applied, ideas from
optimal transport and distributional robustness are also used. While the settings are
often quite different in nature to the one in this chapter, the optimization problems
which are eventually implemented are nevertheless similar. Most related to the current
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chapter are settings in which optimal transport type of constraints are solved via a
penalization or regularization method. Examples include generative models for images
[103, 164], optimal transport and calculation of barycenters for images [173], martingale
optimal transport [113], or distributional robustness methods applied to learning tasks
[37, 93].

2.2 Theoretical results

2.2.1 Duality

Let X = X1 × X2 × · · · × Xd be a Polish space, and denote by P(X) the set of all
Borel probability measures on X. Throughout, we fix a reference probability measure
µ̄ ∈ P(X). For i = 1, ..., d, we denote by µi := µ ◦ pr−1

i the i-th marginal of µ ∈ P(X),
where pri : X → Xi is the projection pri(x) := xi. Further, let κ : X → [1,∞) be a
growth function of the form κ(x1, ..., xd) =

∑d
i=1 κi(xi), where each κi : Xi → [1,∞)

is continuous and satisfies
∫
Xi
κi dµ̄i < ∞. We further assume one of the following:

Either κ has compact sublevel sets,2 or Xi = Rdi for all i = 1, ..., d. Denote by Cκ(X)
and Uκ(X) the spaces of all continuous, respectively upper semicontinuous functions
f : X → R such that f/κ is bounded. Recall that Cb(X) denotes the set of all
continuous and bounded functions on X.

In the following we fix a continuous function c : X×X → [0,∞) such that c(x, x) = 0
for all x ∈ X. The cost of transportation between µ̄ and µ in P(X) with respect to
the cost function c is defined as

dc(µ̄, µ) := inf
π∈Π(µ̄,µ)

∫
X×X

c (x, y)π(dx, dy), (2.8)

where Π(µ̄1, . . . , µ̄d) denotes the set of all µ ∈ P(X) such that µi = µ̄i for all i = 1, . . . , d.
The elements in Π(µ̄1, . . . , µ̄d) are referred to as couplings of the marginals µ̄1, . . . , µ̄d.
Although the computation of the convex conjugate in the following result relies on [19],
we do not need their growth condition on the cost function c. The main reason we do
not require this condition is that continuity from above of the functional (2.9) - which
corresponds to tightness of the considered set of measures - is already obtained by the
imposed marginal constraints.

Theorem 2.2.1. For every convex and lower semicontinuous function ϕ : [0,∞] →
[0,∞] such that ϕ(0) = 0 and ϕ(∞) =∞, and all f ∈ Uκ(X), it holds that

max
µ∈Π(µ̄1,...,µ̄d)

{∫
X

f dµ− ϕ(dc(µ̄, µ))
}

(2.9)

= inf
λ≥0, hi∈Cκi (Xi)

{
ϕ∗(λ) +

d∑
i=1

∫
Xi

hidµ̄i +

∫
X

sup
y∈X

[
f(y)−

d∑
i=1

hi(yi)− λc(x, y)
]
µ̄(dx)

}
,

where ϕ∗ denotes the convex conjugate of ϕ, i.e. ϕ∗(λ) = supx≥0{λx− ϕ(x)}.
2This is for example satisfied if all κi have compact sublevel sets, since the sublevel sets are by continuity

closed and further by positivity of κi it holds {κ ≤ c} ⊆ {κ1 ≤ c} × ...× {κd ≤ c}.
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Proof. 1) Define the optimal transport functional ψ1 : Cκ(X)→ R by

ψ1(f) := inf
{ d∑

i=1

∫
Xi

hi dµ̄i : hi ∈ Cκi(Xi) such that ⊕di=1 hi ≥ f
}
,

where ⊕di=1hi : X → R is defined as ⊕di=1hi(x) :=
∑d

i=1 hi(xi). We show that ψ1 is
continuous from above on Cκ(X), i.e. for every sequence (fn) in Cκ(X) such that
fn ↓ f ∈ Cκ(X) one has ψ1(f

n) ↓ ψ1(f). Fix ε > 0 and hi ∈ Cκi(Xi) such that
⊕di=1hi ≥ f and ψ1(f) + ε

3
≥ ∑d

i=1

∫
Xi
hi dµ̄i. Since f 1 ∈ Cκ(X) and hi ∈ Cκi(Xi),

there exists a constant M > 0 such that |f 1| ≤Mκ and |hi| ≤Mκi. By assumption,∫
Xi
κi dµ̄i < +∞ for all i = 1, . . . , d. We now show that ψ1(f

n0) ≤ ψ1(f) + ε, which
we do separately depending on whether we assume κ has compact sublevel sets, or
Xi = Rdi .

• Let κ have compact sublevel sets. Choose z > 0 such that
∑d

i=1

∫
Xi

4M(κi −
z
d
)+ dµ̄i ≤ ε

3
. By Dini’s lemma there exists n0 ∈ N such that fn0 ≤ ⊕di=1hi + ε

3
on the compact {κ ≤ 2z}. Since it further holds κ11{κ>2z} ≤ 2(κ − z)+ ≤
2⊕di=1 (κi − z

d
)+, one obtains

fn0 = 11{κ≤2z}f
n0 + 11{κ>2z}f

n0

≤ 11{κ≤2z} ⊕di=1 hi + 11{κ>2z}f
n0 +

ε

3

= ⊕di=1hi + 11{κ>2z}(f
n0 −⊕di=1hi) +

ε

3

≤ ⊕di=1hi + 11{κ>2z}2Mκ+
ε

3

≤ ⊕di=1

(
hi + 4M

(
κi −

z

d

)+
)

+
ε

3

and hence ψ1(fn0) ≤∑d
i=1

∫
Xi
hi + 4M(κi − z

d
)+ dµ̄i + ε

3
≤ ψ1(f) + ε.

• Let Xi = Rdi . Choose z > 0 such that
∑d

i=1

∫
Xi

4M(κi − z
d
)+ dµ̄i ≤ ε

6
. Choose

Ri > 0 such that
∑d

i=1 µ̄i(B(0, Ri)
c
)·4Mz < ε

6
, where B(0, r) is the open euclidean

ball around 0 of radius r. By Dini’s lemma there exists n0 ∈ N such that fn0 ≤
⊕di=1hi+

ε
3
on the compact K := K1× ...×Kd := B(0, R1 + 2)× ...×B(0, Rd + 2).

Since 11B(0,Ri+1)c is upper semicontinuous, we can find continuous and bounded
functions gi such that 11B(0,Ri+1)c ≤ gi and

∑d
i=1

∫
Xi
gi dµ̄i · 4Mz < ε

6
(since gi

approximates 11B(0,Ri+1)c and 11B(0,Ri+1)c ≤ 11B(0,Ri)
c). With some of the same

steps as in the case where κ has compact sublevel sets, one obtains

fn0 = 11Kf
n0 + 11Kcfn0

≤ ⊕di=1hi + 11Kc(fn0 −⊕di=1hi) +
ε

3

≤ ⊕di=1hi + 11Kc11{κ>2z}2Mκ+ 11Kc11{κ≤2z}2Mκ+
ε

3

≤ ⊕di=1

(
hi + 4M

(
κi −

z

d

)+
)

+ 11Kc4Mz +
ε

3

≤ ⊕di=1

(
hi + 4M

(
κi −

z

d

)+
)

+ (⊕di=111Kc
i
)4Mz +

ε

3
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≤ ⊕di=1

(
hi + 4M

(
κi −

z

d

)+
+ 4Mz · gi

)
+
ε

3

and hence ψ1(fn0) ≤∑d
i=1

∫
Xi
hi + 4M(κi − z

d
)+ + 4Mz · gi dµ̄i + ε

3
≤ ψ1(f) + ε.

This shows that ψ1 is continuous from above on Cκ(X). Moreover, its convex conjugate
is given by

ψ∗1,Cκ(µ) = sup
f∈Cκ(X)

(∫
X

f dµ− inf
hi∈Cκi (Xi)
⊕di=1hi≥f

d∑
i=1

∫
Xi

hi dµ̄i

)

= sup
hi∈Cκi (Xi)

sup
f∈Cκ(X)

⊕di=1hi≥f

(∫
X

f dµ−
d∑
i=1

∫
Xi

hi dµ̄i

)

= sup
hi∈Cκi (Xi)

d∑
i=1

(∫
X

hi dµ−
∫
Xi

hi dµ̄i

)
=

{
0 if µ ∈ Π(µ̄1, . . . , µ̄d)

+∞ else
(2.10)

for all µ ∈ Pκ(X), where Pκ(X) denotes the set of all µ ∈ P(X) such that κ ∈ L1(µ).
Notice that Π(µ̄1, . . . , µ̄d) ⊂ Pκ(X).

2) Define ψ2 : Cκ(X)→ R ∪ {+∞} by

ψ2(f) := inf
λ≥0

(
ϕ∗(λ) +

∫
X

sup
y∈X

[
f(y)− λc(x, y)

]
µ̄(dx)

)
.

By definition ψ2 is convex and increasing. Further, since infλ≥0 ϕ
∗(λ) = ϕ∗(0) = 0 and

fλc(x) := supy∈X{f(y)− λc(x, y)} ≥ f(x) for all λ ≥ 0, it follows that

ψ2(f) ≥ inf
λ≥0

(
ϕ∗(λ) +

∫
X

f dµ̄
)
> −∞

for all f ∈ Cκ(X), where we use that f ∈ L1(µ̄). For the convex conjugates one has

ψ∗2,Cκ(µ) := sup
f∈Cκ(X)

(∫
X

f dµ− ψ2(f)
)

= sup
f∈Uκ(X)

(∫
X

f dµ− ψ2(f)
)

=: ψ∗2,Uκ(µ) = ϕ(dc(µ̄, µ)) (2.11)

for all µ ∈ Pκ(X). Indeed, for every µ ∈ Pκ(X) one has

ψ∗2,Uκ(µ) ≥ ψ∗2,Cκ(µ) ≥ ψ∗2,Cb(µ) = ϕ(dc(µ̄, µ)),

where the last equality is shown in [19, Proof of Thm. 2.4, Step 4], notably without
using the growth condition for c imposed in [19]. It remains to show that ψ∗2,Uκ(µ) ≤
ϕ(dc(µ̄, µ)). Since ϕ(∞) =∞, the case dc(µ̄, µ) =∞ is obvious. Suppose dc(µ̄, µ) <
+∞. Note that

∫
X
fλc dµ̄ is well-defined since fλc ≥ f ∈ L1(µ̄), so that the negative
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part of the integral is finite. Further, by eliminating redundant choices in supremum
and infimum of the convex conjugate, one obtains

ψ∗2,Uκ(µ) = sup
f∈Uκ(X)
ψ2(f)<∞

{∫
X

fdµ− inf
λ≥0, ϕ∗(λ)<∞,∫
X fλcdµ̄<∞

(
ϕ∗(λ) +

∫
X

fλcdµ̄
)}
.

For every ε > 0, f ∈ Uκ(X) and λ ≥ 0 such that ψ2(f) < +∞, ϕ∗(λ) < +∞,
∫
X
fλcdµ̄ <

+∞, it follows that
∫
X
f dµ, ϕ∗(λ) and

∫
X
fλc dµ̄ are real numbers, so that∫

X

f dµ− ϕ∗(λ)−
∫
X

fλc dµ̄− ε

≤
∫
X

f dµ− λdc(µ̄, µ) + ϕ(dc(µ̄, µ))−
∫
X

fλcdµ̄− ε

≤
∫
X×X

f(y)π(dx, dy)−
∫
X×X

λc(x, y) π(dx, dy)−
∫
X×X

fλc(x) π(dx, dy) + ϕ(dc(µ̄, µ))

≤
∫
X×X

[
λc(x, y) + fλc(x)− λc(x, y)− fλc(x)

]
π(dx, dy) + ϕ(dc(µ̄, µ))

= ϕ(dc(µ̄, µ)),

where π ∈ Π(µ̄, µ) is such that λdc(µ̄, µ) + ε ≥
∫
X×X λc d π, and where we used that

ϕ∗(λ) ≥ λdc(µ̄, µ)− ϕ(dc(µ̄, µ)) and f(y) ≤ λc(x, y) + fλc(x). Taking the supremum
over all such f and λ implies ψ∗2,Uκ(µ) ≤ ϕ(dc(µ̄, µ)).

3) For f ∈ Uκ(X) define the convolution

ψ(f) := inf
g∈Cκ(X)

{ψ1(g) + ψ2(f − g)}

= inf
λ≥0, hi∈Cb(Xi)

{
ϕ∗(λ) +

d∑
i=1

∫
Xi

hidµ̄i +

∫
X

sup
y∈X

[
f(y)−

d∑
i=1

hi(yi)− λc(x, y)
]
µ̄(dx)

}
.

For the associated convex conjugates it follows from (2.10) and (2.11) that

ψ∗Cκ(µ) = sup
f∈Cκ(X)

sup
g∈Cκ(X)

(∫
X

f dµ− ψ1(g)− ψ2(f − g)
)

= sup
g∈Cκ(X)

(∫
X

g dµ− ψ1(g)
)

+ sup
f∈Cκ(X)

(∫
X

f dµ− ψ2(f)
)

= ψ∗1,Cκ(µ) + ψ∗2,Cκ(µ)

= ψ∗1,Cκ(µ) + ψ∗2,Uκ(µ) = sup
g∈Cκ(X)

(∫
X

g dµ− ψ1(g)
)

+ sup
f∈Uκ(X)

(∫
X

f dµ− ψ2(f)
)

= sup
f∈Uκ(X)

sup
g∈Cκ(X)

(∫
X

f dµ− ψ1(g)− ψ2(f − g)
)

= ψ∗Uκ(µ) =

{
ϕ
(
dc(µ̄, µ)

)
if µ ∈ Π(µ̄1, . . . , µ̄d)

+∞ else

for all µ ∈ Pκ(X).
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4) For every f ∈ Uκ(X) one has

ψ(f) ≥
∫
X

f dµ̄− ψ∗Uκ(µ̄) =

∫
X

f dµ̄ > −∞

since ψ∗Uκ(µ̄) = ϕ(dc(µ̄, µ̄)) = ϕ(0) = 0 and f ∈ L1(µ). This shows that ψ : Uκ(X)→ R.
By definition, ψ is convex and increasing. Moreover, ψ is continuous from above on
Cκ(X), since for every sequence (fn) in Cκ(X) such that fn ↓ 0 one has

inf
n∈N

ψ(fn) = inf
n∈N

inf
g∈Cκ(X)

(
ψ1(g) + ψ2(fn − g)

)
= inf

g∈Cκ(X)
inf
n∈N

(
ψ1(fn − g) + ψ2(g)

)
= inf

g∈Cκ(X)

(
ψ1(−g) + ψ2(g)

)
= ψ(0),

where we use that ψ1 is continuous from above on Cκ(X) by the first step. Since also
ψ∗Cκ = ψ∗Uκ on Pκ(X) by the third step, it follows from [16, Theorem 2.2.] and [16,
Proposition 2.3.] that ψ has the dual representation

ψ(f) = max
µ∈Pκ(X)

{∫
X

f dµ− ψ∗Cκ(µ)
}

= max
µ∈Π(µ̄1,...,µ̄d)

{∫
X

f dµ− ϕ(dc(µ̄, µ))
}

for all f ∈ Uκ(X).

Corollary 2.2.2. For every f ∈ Uκ(X) one has

max
µ∈Π(µ̄1,...,µ̄d)
dc(µ̄,µ)≤ρ

∫
X

f dµ (2.12)

= inf
λ≥0, hi∈Cκi (Xi)

{
ρλ+

d∑
i=1

∫
Xi

hi dµ̄i +

∫
X

sup
y∈X

[
f(y)−

d∑
i=1

hi(yi)− λc(x, y)
]
µ̄(dx)

}
(2.13)

for each radius ρ ≥ 0.

Proof. This follows directly from Theorem 2.2.1 for ϕ given by ϕ(x) = 0 if x ≤ ρ and
ϕ(x) = +∞ if x > ρ. In that case the conjugate is given by ϕ∗(λ) = ρλ.

Remark 2.2.3. Let us comment on the interpretation of the dual problem (2.13):
Roughly speaking, in case ρ =∞, the above result collapses to the duality of multi-
marginal optimal transport. On the other hand, if ρ = 0, both the primal problem
(2.12) and the dual problem (2.13) reduce to

∫
f dµ̄. Finally, if one drops the constraint

µ ∈ Π(µ̄1, . . . , µ̄d) in the primal formulation (2.12), the functions h1 = h2 = · · · = 0.

From a computational point of view the penalty function ϕ(x) = x is of particu-
lar interest since the optimization in Theorem 2.2.1 over the Lagrange multiplier λ
disappears.
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Corollary 2.2.4. For every f ∈ Uκ(X) one has

max
µ∈Π(µ̄1,...,µ̄d)

{∫
X

f dµ− dc(µ̄, µ)
}

= inf
hi∈Cκi (Xi)

{ d∑
i=1

∫
Xi

hidµ̄i +

∫
X

sup
y∈X

[
f(y)−

d∑
i=1

hi(yi)− c(x, y)
]
µ̄(dx)

}
.

Proof. This follows from Theorem 2.2.1 for ϕ(y) = y. Indeed, as the convex conjugate
is given by ϕ∗(λ) = 0 for 0 ≤ λ ≤ 1 and ϕ∗(λ) = +∞ for λ > 1, the infimum in
Theorem 2.2.1 is attained at λ = 1.

Corollary 2.2.5 ([95]). Let f(x) = max1≤m≤M (am)>x+ bm for x ∈ Rd, am ∈ Rd, and
bm ∈ R. Let µ̄ = 1

n

∑n
j=1 δxj for given points x1, . . . , xn in Rd.3 Let the same points

x1, . . . , xn define the sets Xi, i.e. Xi = {x1
i , . . . , x

n
i } and X = X1 × · · · ×Xd. Let the

cost function c be additively separable, i.e. c(x, y) =
∑d

i=1 ci(xi, yi). Then, the dual
problem (2.13) is equivalent to the linear program

min
λ, hi(j), g(j), ui(j,m)

{
λρ+

1

n

d∑
i=1

n∑
j=1

hi(j) +
1

n

n∑
j=1

g(j)
}

(2.14)

s.t.: g(j) ≥ bm +
d∑
i=1

ui(j,m) j = 1, . . . , n; m = 1, . . . ,M (2.15)

ui(j,m) ≥ ami x
k
i − hi(k)− λci(xji , xki ) i = 1, . . . , d; m = 1, . . . ,M ; j, k = 1, . . . , n

(2.16)
λ ≥ 0. (2.17)

The proof can be found in [95]. For the convenience of the reader, we also present a
direct proof of Corollary 2.2.5.

Proof. Due to the assumptions that Xi = {x1
i , . . . , x

n
i } and µ̄ = 1

n

∑n
j=1 δxj , the term∫

Xi
hi dµ̄i in (2.13) can be written as 1

n

∑n
j=1 hi(x

j) and we shall use that hi(xj) = hi(x
j
i ).

Combing these facts with the assumption c(x, y) =
∑d

i=1 ci(xi, yi), the dual problem
(2.13) can be reformulated as

min
λ≥0, hi

{
λρ+

1

n

d∑
i=1

n∑
j=1

hi(x
j)

+
1

n

n∑
j=1

max
y∈X

{
max

1≤m≤M

( d∑
i=1

ami yi + bm
)
−

d∑
i=1

hi(y)− λc(xj, y)
}}

= min
λ≥0, hi

{
λρ+

1

n

d∑
i=1

n∑
j=1

hi(x
j)

+
1

n

n∑
j=1

max
1≤m≤M

{
max
y∈X

bm +
d∑
i=1

(
ami yi − hi(yi)− λci(xji , yi)

)}}
3Note that δx(A) = 1 if x ∈ A, and δx(A) = 0 otherwise.
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The assumption X = X1 × · · · ×Xd implies that for any y ∈ X we can find indices
k1, . . . , kd with 1 ≤ ki ≤ n for i = 1, . . . , d such that y = (xk11 , . . . , x

kd
d ). We introduce

the auxiliary variables g(j) ∈ R for j = 1, . . . , n and write the above problem as

min
λ≥0, hi, g(j)

{
λρ+

1

n

d∑
i=1

n∑
j=1

hi(x
j) +

1

n

n∑
j=1

g(j) :

g(j) ≥ max
k1,...,kd

bm +
d∑
i=1

(
ami x

ki
i − hi(xkii )− λci(xji , xkii )

)
, 1 ≤ j ≤ n, 1 ≤ m ≤M

}
= min

λ≥0, hi, g(j)

{
λρ+

1

n

d∑
i=1

n∑
j=1

hi(x
j) +

1

n

n∑
j=1

g(j) :

g(j) ≥ bm +
d∑
i=1

max
1≤k≤n

(
ami x

ki
i − hi(xkii )− λci(xji , xkii )

)
, 1 ≤ j ≤ n, 1 ≤ m ≤M

}
,

where we use that

max
k1,...,kd

d∑
i=1

ami x
ki
i − hi(xki)− λci(xji , xkii ) =

d∑
i=1

max
1≤k≤n

(
ami x

k
i − hi(xki )− λci(xji , xki )

)
.

Introducing the auxiliary variables ui(j,m) ∈ R, where i = 1, . . . , d, j = 1, . . . , n and
m = 1, . . . ,M , in order to remove the remaining max function, together with the
notation hi(j) := hi(x

j) ∈ R yields the assertion.

2.2.2 Penalization

The aim of this section is to modify the functional (2.9), so that it allows for a numerical
solution by neural networks.

To focus on the main ideas, we assume that κ is bounded, i.e. we restrict to
continuous bounded functions, as well as ϕ =∞11(ρ,∞) as in the overview in Section
2.1.2. Hence, in line with Corollary 2.2.2 we consider the functional

φ(f) := max
µ∈Π(µ̄1,...,µ̄d)
dc(µ̄,µ)≤ρ

∫
X

f dµ (2.18)

= inf
λ≥0, hi∈Cκi (Xi)

{
ρλ+

d∑
i=1

∫
Xi

hi dµ̄i +

∫
X

sup
y∈X

[
f(y)−

d∑
i=1

hi(yi)− λc(x, y)
]
µ̄(dx)

}
for all f ∈ Cb(X) and a fixed radius ρ > 0. For simplicity, we assume that the function
fλc(x) = supy∈X{f(y)− λc(x, y)} is continuous for all λ ≥ 0 and f ∈ Cb(X).4 In that
case, the functional φ1 : Cb(X

2)→ R defined as

φ1(f) := inf
λ≥0, hi∈Cb(Xi), g∈Cb(X):

g(x)≥f(x,y)−
∑d
i=1 hi(yi)−λc(x,y)

{
λρ+

d∑
i=1

∫
Xi

hi dµ̄i +

∫
X

g dµ̄
}

(2.19)

4By definition, fλc is lower semicontinuous. Moreover, if c(x, y) = c̄(x − y) for a continuous function
c̄ : X → [0,∞) with compact sublevel sets, then fλc is upper semicontinuous and therefore continuous. This
for instance holds for c̄(x) =

∑d
i=1 |xi| or c̄(x) =

∑d
i=1 |xi|

2 corresponding to the first and second order
Wasserstein distance on Rd.
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satisfies φ(f̃) = φ1(f̃ ◦pr2) for all f̃ ∈ Cb(X), i.e. φ1 is an extension of φ from Cb(X) to
Cb(X

2). The functional φ1 can be regularized by penalizing the inequality constraint.
To do so, we consider the functional

φθ,γ(f) := inf
λ≥0, hi∈Cb(Xi),

g∈Cb(X)

{
λρ+

d∑
i=1

∫
Xi

hi dµ̄i +

∫
X

g dµ̄

+

∫
X2

βγ
(
f(x, y)− g(x)−

d∑
i=1

hi(yi)− λc(x, y)
)
θ(dx, dy)

}
(2.20)

for a sampling measure θ ∈ P(X2), and a penalty function βγ(x) := 1
γ
β(γx), γ > 0,

where β : R→ [0,∞) is convex, nondecreasing, differentiable, and satisfies β(x)
x
→∞ for

x→∞. Let β∗γ(y) := supx∈R{xy − βγ(x)} for y ∈ R+, and notice that β∗γ(y) = 1
γ
β∗(y).

Notice that the introduced penalization method is in no way specific to the penalized
constraint and hence rather general. It includes as a special case the well-studied
entropic penalization related to the Sinkhorn algorithm, which is often applied to
optimal transport problems. The penalization can also be seen as a regularization since
it introduces a slight smoothness bias for the probability measures in the optimization
problem. On the one hand, this leads to an approximation error, which can be made
arbitrarily small theoretically, see Propositions 2.2.7 and 2.2.8 below. On the other
hand, the resulting smoothness is also seen as a feature which produces good empirical
results [57, 98].

The following lemma sets the stage for Proposition 2.2.7, in which we provide a
duality result for φθ,γ(f), study the respective relation of primal and dual optimizers,
and outline convergence φθ,γ(f)→ φ(f) for γ →∞.

Lemma 2.2.6. For every f ∈ Cb(X2) one has

φθ,γ(f) = inf
f̃∈Cb(X2)

{
φ1(f̃) + φ2(f − f̃)

}
, (2.21)

where φ2(f) :=
∫
X2 βγ(f) dθ. Moreover, the convex conjugate of φθ,γ is given by

φ∗θ,γ(π) =

{ ∫
X2 β

∗
γ

(
dπ
dθ

)
dθ if π1 = µ̄, π2 ∈ Π(µ̄1, ..., µ̄d) and

∫
X2 c dπ ≤ ρ

∞ else

for all π ∈ P(X2) with the convention dπ
dθ

= +∞ if π is not absolutely continuous with
respect to θ.

Proof. Observe that for every f ∈ Cb(X2) one has

inf
f̃∈Cb(X2)

{
φ1(f̃) + φ2(f − f̃)

}
= inf

λ≥0, hi∈Cb(Xi), g∈Cb(X), f̃∈Cb(X2):

f̃(x,y)≤g(x)+
∑d
i=1 hi(yi)+λc(x,y)

{
λρ+

d∑
i=1

∫
Xi

hi dµ̄i +

∫
X

g dµ̄+

∫
X2

βγ(f − f̃) dθ
}

where the right hand side is equal to φθ,γ(f). This follows from the dominated
convergence theorem applied on the sequence f̃n(x, y) = min{n, g(x) +

∑d
i=1 hi(yi) +

λc(x, y)}.
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As for the calculation of the convex conjugate, we first show that φ∗θ,γ(π) = ∞
whenever π1 6= µ̄ or π2 6∈ Π(µ̄1, ..., µ̄d). Indeed, since

φθ,γ(f) ≤ inf
hi∈Cb(Xi), g∈Cb(X)

{ d∑
i=1

∫
Xi

hi dµ̄i +

∫
X

g dµ̄

+

∫
X2

βγ
(
f(x, y)− g(x)−

d∑
i=1

hi(yi)
)
θ(dx, dy)

}
≤ inf

hi∈Cb(Xi), g∈Cb(X):
g(x)+

∑
i hi(yi)≥f(x,y)

{ d∑
i=1

∫
Xi

hi dµ̄i +

∫
X

g dµ̄
}

+ βγ(0),

it follows that φθ,γ is bounded above by a multi-marginal transport problem. As the
respective convex conjugate is +∞, it follows that φ∗θ,γ(π) =∞ for all π ∈ P(X2) such
that π1 6= µ̄ or π2 6∈ Π(µ̄1, ..., µ̄d). Conversely, if π1 = µ̄ and π2 ∈ Π(µ̄1, ..., µ̄d) one has

φ∗θ,γ(π) = sup
f∈Cb(X2)

{∫
X2

f dπ − φθ,γ(f)
}

= sup
λ≥0

sup
f̃∈Cb(X2)

{
− λρ+

∫
X2

f̃ dπ −
∫
X2

βγ(f̃ − λc) dθ
}

= sup
λ≥0

sup
f̄∈Cb(X2)

{
− λρ+ λ

∫
X2

c dπ +

∫
X2

f̄dπ −
∫
X2

βγ(f̄) dθ
}

= sup
λ≥0

λ
(∫

X2

c dπ − ρ
)

+

∫
X2

β∗γ
(
dπ
dθ

)
dθ.

=

{∫
X2 β

∗
γ

(
dπ
dθ

)
dθ if

∫
X2 c dπ ≤ ρ

+∞ else
.

Here, the second equality follows by substituting f̃(x, y) = f(x, y)−∑d
i=1 hi(yi)− g(x)

and using the structure of the marginals of π. The third equality follows by setting
f̄n = f̃ + min{n, λc} and using the dominated convergence theorem. Finally, the fourth
equality follows by a standard selection argument, see e.g. the proof of [16, Lemma
3.5].

Proposition 2.2.7. Suppose there exists π ∈ P(X2) such that φ∗θ,γ(π) <∞. Then it
holds:

(a) For for every f ∈ Cb(X2) one has

φθ,γ(f) = max
π∈Π(µ̄,µ̄1,...,µ̄d):∫

c dπ≤ρ

∫
X2

fdπ −
∫
X2

β∗γ
(
dπ
dθ

)
dθ. (2.22)

(b) Let f ∈ Cb(X
2). If g? ∈ Cb(X), h?i ∈ Cb(Xi), i = 1, ..., d, and λ? ≥ 0 are

optimizers of (2.20), then the probability measure π? defined by

dπ?

dθ
(x, y) := β′γ

(
f(x, y)− g?(x)−

d∑
i=1

h?i (yi)− λ?c(x, y)
)
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is a maximizer of (2.22). Hence µ? := π? ◦ pr−1
2 is a feasible solution to (2.18).

(c) Fix f ∈ Cb(X) and ε > 0. Suppose that µε ∈ P(X) is an ε-optimizer of (2.18),
and πε ∈ Π(µ̄, µε) satisfies α :=

∫
X2 β

∗(dπε
dθ

)
dθ < ∞, and

∫
X2 c dπε ≤ ρ. Then

one has
φθ,γ(f ◦ pr2)− β(0)

γ
≤ φ(f) ≤ φθ,γ(f ◦ pr2) + ε+

α

γ
.

Proof. (a) To show duality, we check condition (R1) from [16, Theorem 2.2], i.e. we have
to show that φθ,γ is real-valued and continuous from above. That φθ,γ is real-valued
follows from the assumption that there exists π ∈ P(X2) such that φ∗θ,γ(π) < ∞.
Indeed, it holds ∞ > φ∗θ,γ(π) ≥

∫
fdπ − φθ,γ(f) and hence φθ,γ(f) > −∞ (while

φθ,γ(f) <∞ is clear) for all f ∈ Cb(X2).
To show continuity from above, let (fn) be a sequence in Cb(X2) such that fn ↓ 0.

In view of (2.21), one has

inf
n∈N

φθ,γ(fn) = inf
f̃∈Cb(X2)

inf
n∈N

{
φ1(f̃)+φ2(fn− f̃)

}
= inf

f̃∈Cb(X2)

{
φ1(f̃)+φ2(−f̃)

}
= φθ,γ(0),

since infn∈N φ2(fn − f̃) = φ2(−f̃) by dominated convergence. By Lemma 2.2.6, the
claim follows.

(b) That π? is a feasible solution in the sense that π?1 = µ̄, π?2 ∈ Π(µ̄1, . . . , µ̄d),
and

∫
X2 c dπ

? = ρ whenever λ? > 0, follows from the first order conditions. For
instance, since the derivative of (2.20) in direction g? + tg vanishes at t = 0, it follows∫
X
g dµ̄ −

∫
X2 g ◦ pr1 dπ

? = 0 for all g ∈ Cb(X), which shows that π?1 = µ̄. This
also implies that π? is a probability measure. Similarly, π?2 ∈ Π(µ̄1, ..., µ̄d) follows by
considering the derivative in direction h?i + thi, and

∫
X2 λ

?c dπ? = λ?ρ from the first
order condition for λ. Hence, as π? is feasible it follows from Lemma 2.2.6 that

φθ,γ(f) ≥
∫
X2

f dπ? − φ∗θ,γ(π?)

=

∫
X2

fβ′γ
(
f − g? −

∑
i

h?i − λ?c
)
− β∗γ

(
β′γ
(
f − g? −

∑
i

h?i − λ?c
))
dθ

=

∫
X2

g? +
∑
i

h?i + λ?c dπ? +

∫
X2

βγ
(
f − ĝ −

∑
i

h?i − λ?c
)
dθ

= λ?ρ+
∑
i

∫
Xi

h?i dµ̄i +

∫
X

g? dµ̄+

∫
X2

βγ
(
f − ĝ −

∑
i

h?i − λ?c
)
dθ

= φθ,γ(f)

where we use that β∗γ
(
β′γ(x)

)
= β′γ(x)x− βγ(x) for all x ∈ R. This shows that π? is an

optimizer.
(c) By restricting the infimum in (2.20) to those λ ≥ 0, hi ∈ Cb(Xi), g ∈ Cb(X)

such that g(x) ≥ f(y)−∑i hi(yi)− λc(x, y), it follows that

φθ,γ(f ◦ pr2) ≤ inf
λ≥0, hi∈Cb(Xi), g∈Cb(X):

g(x)≥f(y)−
∑d
i=1 hi(yi)−λc(x,y)

{
λρ+

d∑
i=1

∫
Xi

hi dµ̄i +

∫
X

g dµ̄
}

+ βγ(0)
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= φ(f) +
β(0)

γ
,

where the last equality follows from (2.19). As for the second inequality, since µε ∈ P(X)
is an ε-optimizer of (2.18), and πε ∈ Π(µ̄, µε) one has

φ(f) ≤
∫
X

f dµε + ε =

∫
X2

f ◦ pr2 dπε − φ∗θ,γ(πε) + φ∗θ,γ(πε) + ε ≤ φθ,γ(f ◦ pr2) +
α

γ
+ ε.

The proof is complete.

The following Proposition shows that the convergence result from Proposition 2.2.7
(c) can be applied whenever the sampling measure is chosen as θ = µ̄⊗ µ̄1 ⊗ ...⊗ µ̄d,
and a minimal growth condition on the cost function c is imposed, see Proposition 2.2.8
(b)(ii) below. In this case, existence of π ∈ P(X2) such that φ∗θ,γ(π) <∞ holds as well,
so that Proposition 2.2.7 applies in full. It is worth pointing out that this result below
trivially transfers to all reference measures θ for which the Radon-Nikodym derivative
dµ̄⊗µ̄1⊗...µ̄d

dθ
is bounded. It is especially desirable to have the values αε :=

∫
X2 β

∗(dπε
dθ

)
dθ

uniformly bounded in ε (respectively growing in a certain order depending on ε), so
that a linear convergence φθ,γ(f) → φ(f) for γ → ∞ (respectively a slower order of
convergence) is implied. The result below does not achieve this, and we believe this to
be a non-trivial task left open for future work.

Proposition 2.2.8. (a) Let µi ∈ P(Xi) for i = 1, ..., d. Let ν ∈ Π(µ1, ..., µd) and let
µ := µ1 ⊗ µ2 ⊗ ...⊗ µd. Then there exist νn ∈ Π(µ1, ..., µd) for n ∈ N such that
νn

w→ ν for n → ∞, νn � µ and there exist constants 0 < Cn < ∞ such that
dνn

dµ
≤ Cn µ-a.s..

(b) Let ηi : Xi → [0,∞) be Borel measurable with
∫
Xi
ηi dµ̄i < ∞. Let η(x) =∑d

i=1 ηi(xi). Assume there is a constant C > 0 such that for all x, y ∈ X it holds
c(x, y) ≤ C(η(x) + η(y)). Let θ = µ̄⊗ µ̄1 ⊗ ...⊗ µ̄d. Then it holds:

(i) For π∗ ∈ Π(µ̄, µ̄1, ..., µ̄d) with
∫
c dπ∗ ≤ ρ, there exist πε ∈ Π(µ̄, µ̄1, ..., µ̄d)

for ε > 0 such that πε
w→ π∗ for ε → 0, πε � θ, dπε

dθ
is θ-a.s. bounded and∫

c dπε ≤ ρ.
(ii) The condition for Proposition 2.2.7 (c) is satisfied, i.e. for every ε > 0

there exists µε ∈ P(X) which is an ε-optimizer of (2.18), and πε ∈ Π(µ̄, µε)
satisfying αε :=

∫
X2 β

∗(dπε
dθ

)
dθ <∞, and

∫
X2 c dπε ≤ ρ.

Proof. Proof of (a): We endow each Xi by a compatible metric mi and without loss of
generality we specify the metric on X = X1×X2× ...×Xd as m(x, y) =

∑d
i=1mi(xi, yi).

Step 1) Construction of νn: Let Kn
i ⊆ Xi be compact for i = 1, ..., d such that

µi(K
n
i )→ 1 for n→∞, and Kn = Kn

1 × ...×Kn
d . Notably ν(Kn)→ 1 follows.

Further, since each Kn
i is compact we can choose a Borel partition An of Kn, i.e.

.∪A∈An A = Kn,

where each A ∈ An is Borel measurable and satisfies A = A1 × ...× Ad as well as

max
A∈An

sup
x,y∈A

m(x, y) ≤ 1

n
.
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A simple way of obtaining such a partition is to first cover each Kn
i by countably many

open balls of radius 1/(2dn), choosing a finite subcover, and building a partition of Kn
i

out of that subcover. For the partition of Kn simply choose all product sets that can
be formed from the partitions of the Kn

i .
Note that (Kn)c is the disjoint union of 2d − 1 many product sets, namely Kc

n,1 ×
Kn,2 × ...×Kn,d, ..., Kc

n,1 × ...×Kc
n,d. We denote the union of An with the family of

these 2d − 1 many product sets by An, which is a partition of X. Define

νn :=
∑
A∈An

ν(A) · (ν|A)1 ⊗ ...⊗ (ν|A)d

where implicitly the sum is understood to only include those terms where ν(A) > 0 and
ν|A is then defined as ν|A(B) = ν(A∩B)/ν(A). We won’t make this explicit, but every
time we divide by ν(A) or µi(Ai) we will assume it is one of the relevant terms with
ν(A) > 0, where of course ν(A) > 0 implies µi(Ai) > 0 for all i = 1, ..., d and A ∈ An.

Step 2) Verifying marginals of νn: We only show that νn1 = µ1, while the other
marginals follow in the same way by symmetry. Let B1 ⊆ X1 be Borel. It holds

νn(B1 ×X2 × ...×Xd) =
∑
A∈An

ν(A) · (ν|A)1(B1)

=
∑
A∈An

ν(A) · ν|A(B1 ×X2 × ...×Xd)

=
∑
A∈An

ν (A ∩ (B1 ×X2 × ...×Xd))

= ν(B1 ×X2 × ...×Xd) = ν1(B1).

Step 3) Convergence νn w→ ν for n→∞: Let f : X → R be bounded and Lipschitz
continuous with constant L. We have to show

∫
f dνn →

∫
f dν for n → ∞. Since

ν(A) = νn(A) for all A ∈ An (and in particular νn((Kn)c) = ν((Kn)c)), it holds∣∣∣ ∫ f dνn −
∫
f dν

∣∣∣ ≤ ‖f‖∞2ν((Kn)c) +
∑
A∈An

∣∣∣ ∫ f11A dν
n −

∫
f11A dν

∣∣∣
≤ ‖f‖∞2ν((Kn)c) +

∑
A∈An

sup
x,y∈A

|f(x)− f(y)|ν(A)

≤ ‖f‖∞2ν((Kn)c) +
∑
A∈An

ν(A)L
1

n

n→∞−→ 0.

Step 4) Absolute continuity and boundedness of dνn

dµ
: Let

Cn = max
A∈An:
ν(A)>0

1

ν(A)d−1
.

Given arbitrary Borel sets Bi ⊆ Xi for i = 1, ..., d, we show that νn(B1 × ...× Bd) ≤
Cn µ(B1 × ... × Bd). Once this is shown, νn(S) ≤ Cn µ(S) follows for all Borel sets
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S ⊆ X by the monotone class theorem, which will immediately yield both absolute
continuity νn � µ and dνn

dµ
≤ Cn.

For A ∈ An it holds

(ν|A)i(Bi) = ν(A)−1ν(A1 × ...× (Ai ∩Bi)× ...× Ad)
≤ ν(A)−1 · νi(Ai ∩Bi) = ν(A)−1 · µi(Ai ∩Bi).

It follows

νn(B1 × ...×Bd) =
∑
A∈An

ν(A) · (ν|A)1(B1) · ... · (ν|A)d(Bd)

≤
∑
A∈An

1

ν(A)d−1
µ1(B1 ∩ A1) · ... · µd(Bd ∩ Ad)

≤ Cn
∑
A∈An

µ((B1 × ...×Bd) ∩ A) = Cn µ(B1 × ...×Bd)

where we note that for the last equality to hold, the second to last sum over A ∈ An
includes all terms, not just the ones where ν(A) > 0 (this only makes the sum larger).
The proof of part (a) is complete.

Proof of (b), (i): We first show the following: If Π(µ̄, µ̄1, ..., µ̄d) 3 πε
w→ π ∈

Π(µ̄, µ̄1, ..., µ̄d) for ε→ 0, then
∫
c dπε →

∫
c dπ for ε→ 0.

To prove it, note that the growth condition implies that for every δ > 0, we can
choose a compact set K ∈ X × X such that supε>0

∫
Kc c dπε ≤ δ and

∫
Kc c dπ ≤ δ.

Restricted to K, c is bounded from above, say by a constant M > 0 (note c is
non-negative). Hence for all ε > 0, it holds |

∫
c dπε −

∫
min{c,M} dπε| ≤ 2δ, and

the same for π instead of πε. Since min{c,M} is continuous and bounded, we get
|
∫
c dπε−

∫
c dπ| ≤ 4δ+ |

∫
min{c,M} dπε−

∫
min{c,M} dπ| → 4δ for ε→ 0. Letting

δ go to zero yields the claim.
For the statement of the part (b)(i), consider for λ ∈ (0, 1) the coupling πλ :=

λπ∗ + (1 − λ)
(
µ̄ ⊗ (x 7→ δx)

)
. Then it holds

∫
c dπλ < ρ since c(x, x) = 0. Further

πλ
w→ π∗ for λ → 1. By approximating every πλ by a πλ,ε via part (a),

∫
c dπλ,ε ≤ ρ

follows automatically for ε small enough, which follows by
∫
c dπλ,ε →

∫
c dπλ for ε→ 0

as shown above. The claim hence follows by a diagonal argument.
Proof of (b), (ii): Any optimizer µ? ∈ Π(µ̄1, ..., µ̄d) of (2.18) and a corresponding

coupling π∗ ∈ Π(µ̄, µ̄1, ..., µ̄d) with
∫
c dπ∗ ≤ ρ can be approximated via part (b) by

(πε)ε>0 which satisfies all required properties. Taking µε as the projection of πε onto
the second component of X ×X, i.e. µε = πε ◦ ((x, y) 7→ y)−1, we get that µε

w→ µ?

and hence
∫
f dµε →

∫
f dµ? which means after a possible change of indices, µε is an

ε-optimizer of (2.18).

2.2.3 Approximation with neural networks

Let us shortly recap. In Section 2.2.1, we show that our original problem

φ(f) := max
µ∈Π(µ̄1,...,µ̄d)
dc(µ̄,µ)≤ρ

∫
Rd
f dµ,
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can be written as

inf
λ≥0, hi∈Cb(R)

{
ρλ+

d∑
i=1

∫
R
hi dµ̄i +

∫
Rd

sup
y∈Rd

[
f(y)−

d∑
i=1

hi(yi)− λc(x, y)
]
µ̄(dx)

}
,

for all continuous and bounded functions f ∈ Cb(X). We then proceed in Section 2.2.2
with considering the penalized version of the latter problem

φθ,γ(f) := inf
λ≥0,

hi∈Cb(R), g∈Cb(Rd)

{
λρ+

d∑
i=1

∫
R
hi dµ̄i +

∫
Rd
g dµ̄

+

∫
R2d

βγ
(
f(y)−

d∑
i=1

hi(yi)− λc(x, y)− g(x)
)
θ(dx, dy)

}
.

We provide sufficient conditions for the convergence φθ,γ(f)→ φ(f) for γ →∞. The
subsequent and final step is to theoretically justify that neural networks can indeed be
used to approximate φθ,γ(f) and thereby φ(f).

To do so, let us introduce the following notation: We denote by A0, . . . , Al affine
transformations with A0 mapping form Rd0 to Rm, A1, . . . , Al−1 mapping form Rm to
Rm and Al mapping form Rm to R. We further fix a non-constant, continuous and
bounded activation function ϕ : R → R. The evaluation of ϕ at a vector y ∈ Rm is
understood pointwise, i.e. ϕ(y) = (ϕ(y1), . . . , ϕ(ym)). Then,

N(m, d0) :=
{
g : Rd0 → R : x 7→ Al ◦ ϕ ◦ Al−1 ◦ · · · ◦ ϕ ◦ A0(x)

}
defines the set of neural network functions mapping to the real numbers R with a fixed
number of layers l ≥ 2 (at least one hidden layer), input dimension d0 and hidden
dimension m. The following is a classical universal approximation theorem for neural
networks.

Theorem 2.2.9 ([116]). Let h ∈ Cb(RN). For any finite measure ν ∈ P(RN) and
ε > 0 there exists m ∈ N and hm ∈ Nm,N such that ‖h− hm‖Lp(ν) ≤ ε.

For Proposition 2.2.10 below, let Xi := RNi for i = 1, ..., d and thus X = RN with
N =

∑d
i=1Ni. Define the function F (λ, h1, ..., hd, g) by

φθ,γ(f) = inf
λ≥0,

hi∈Cb(RNi ), g∈Cb(RN )

F (λ, h1, ..., hd, g).

We define the neural network approximation of φθ,γ(f) by

φmθ,γ(f) = inf
λ≥0,

hmi ∈N(m,Ni), g
m∈N(m,N)

F (λ, hm1 , ..., h
m
d , g

m).

The following result showcases a simple, yet general setting in which the neural network
approximation is asymptotically precise:

Proposition 2.2.10. Fix f ∈ Cb(RN). Let p > 1, βγ(x) := 1
γ
(γx)p+ and assume

c ∈ Lp(θ). Then
φmθ,γ(f)→ φθ,γ(f) for m→∞.
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Proof. By the choice of the activation function, all network functions are continuous
and bounded, and hence φmθ,γ(f) ≥ φθ,γ(f).

It therefore suffices to show that for any ε > 0, there exists an m ∈ N such that

φθ,γ(f) ≥ φmθ,γ(f)− ε.

Choose any feasible (λ, h1, ..., hd, g) for φθ,γ(f). By Theorem 2 we can find a sequence
(λm, hm1 , ..., h

m
d , g

m) with hmi ∈ N(m,Ni) for i = 1, ..., d and gm ∈ N(m,N) such that
for m→∞ it holds

λm → λ,

hmi → hi in Lp(µ̄i) for i = 1, ..., d,

((x, y) 7→ hmi (yi))→ ((x, y) 7→ hi(yi)) in Lp(θ) for i = 1, ..., d,

gm → g in Lp(µ̄),

((x, y) 7→ gm(x))→ ((x, y) 7→ g(x)) in Lp(θ).

As c ∈ Lp(θ), it also holds λmc→ λc in Lp(θ) and hence

((x, y) 7→ f(x, y)− gm(x)−
d∑
i=1

hmi (yi)− λmc(x, y))

→ ((x, y) 7→ f(x, y)− g(x)−
d∑
i=1

hi(yi)− λc(x, y))

in Lp(θ) as m→∞. As the mapping x 7→ x+ is Lipschitz-1, taking only the positive
parts lets the above convergence remain valid. As convergence in Lp(θ) implies
convergence of the p-th moment, we obtain F (λm, hm1 , ..., h

m
d , g

m)→ F (λ, h1, ..., hd, g)
as m→∞.

For a given ε > 0, choose a feasible (λ, h1, ..., hd, g) for φθ,γ(f), such that φθ,γ(f) ≥
F (λ, h1, ..., hd, g)− ε

2
. Due to the above proven convergence, we can find (λm, hm1 , ..., h

m
d , g

m)
with hmi ∈ N(m,Ni) for i = 1, ..., d and gm ∈ N(m,N) such that

φθ,γ(f) ≥ F (λ, h1, ..., hd, g)− ε

2
≥
(
F (λm, hm1 , ..., h

m
d , g

m)− ε

2

)
− ε

2
≥ φθ,γ(f)m − ε.

Remark 2.2.11. While the previous result obtains, for a fixed f ∈ Cb(RN), the
convergence φmθ,γ(f) → φθ,γ(f) for m → ∞, approximation errors for finite values of
m are also of interest. In general, there is hope to achieve this. In the setting of
Proposition 2.2.10 with p ∈ N≥2: Assume λ, h1, ..., hd, g are optimizers of φθ,γ(f) which
have sufficient moments and hm1 , ..., hmd , gm are network functions which approximate
h1, ..., hd, g up to ε accuracy for the respective Lp-norms. Then it holds∣∣φθ,γ(f)− φmθ,γ(f)

∣∣ ≤ C · ε,

where C is a constant only depending on f, λ, c, h1, ..., hd, g.
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Proof. First, define T (x, y) := f(y) −∑d
i=1 hi(yi) − λc(x, y) − g(x) and Tm(x, y) :=

f(y) −∑d
i=1 h

m
i (yi) − λc(x, y) − gm(x). Using the function F introduced above, we

have that φmθ,γ(f) ≤ F (λ, hm1 , ..., h
m
d , g

m) and hence

φmθ,γ(f)− φθ,γ(f) ≤ |F (λ, hm1 , ..., h
m
d , g

m)− F (λ, hm1 , ..., h
m
d , g)|

≤
d∑
i=1

‖hi − hmi ‖L1(µ̄i) + ‖g − gm‖L1(µ̄) + ‖T p+ − (Tm)p+‖L1(θ)

and by the inequality quoted in Lemma 2.6.1 (see Appendix 2.6.1) it holds

‖T p+ − (Tm)p+‖L1(θ) ≤ C̃‖T+ − Tm+ ‖Lp(θ) ≤ C̃‖T − Tm‖Lp(θ) ≤ C̃(d+ 1)ε

with C̃ =
∑p−1

k=0 ‖T+‖kLp(θ)‖Tm+ ‖p−1−k
Lp(θ) . Since φθ,γ(f) ≤ φmθ,γ(f), we obtain∣∣φθ,γ(f)− φmθ,γ(f)

∣∣ = φmθ,γ(f)− φθ,γ(f) ≤ (C̃(d+ 1) + (d+ 1)) · ε.

While the constant C̃ formally depends on the p-th moments of both T and Tm, to
eliminate the dependence on Tm one can use ‖Tm‖Lp(θ) ≤ ‖T‖Lp(θ) + ‖T − Tm‖Lp(θ) ≤
‖T‖Lp(θ) + 1 for ε small enough.

2.3 Implementation

This section aims to give specifics regarding the implementation of problem (2.4) as an
approximation of problem (2.1). In particular, the following points are discussed:

(1) The choice of θ, βγ and neural network structure.
(2) The optimization method for the parameters of the neural network.
(3) How to evaluate the quality of the obtained solution.
(4) The typical runtime.

2.3.1 Choice of θ, βγ and neural network parameters

The neural network structure to approximate the space Cb(Rd) is chosen as a feedforward
neural network with 5 layers (input, output, 3 hidden layers) with hidden dimension
64 · d. The basic idea behind this was to increase the size of the neural networks until
a further increase no longer changes the outcome of the optimization. As an activation
function we use the ReLu function.

To be precise, the neural network functions we work with are of the form

x 7→ A4︸︷︷︸
output
layer

◦ ϕ ◦ A3︸ ︷︷ ︸
4th layer

◦ ϕ ◦ A2︸ ︷︷ ︸
3rd layer

◦ ϕ ◦ A1︸ ︷︷ ︸
2nd layer

◦ϕ ◦ A0︸ ︷︷ ︸
input
layer

(x),

where the activation function ϕ is chosen as ϕ(x) = max{0, x}. The mappings Ai are
affine transformations, i.e. Ai(x) = Mi x+ bi for a matrix Mi ∈ Rdi,2×di,1 and a vector
bi ∈ Rdi,2 . The matrices M0, ...,M4 and vectors b0, ..., b4 are the parameters of the
network that one optimizes for. As described above, the dimensions of these parameters
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are chosen as follows: The input dimension d0,1 = d is given by the dimension of the
input vector x, and di,2 = di+1,1 has to hold for compatibility. The hidden dimension
di,1 for i = 1, 2, 3, 4 is set to 64 · d, while the output dimension d4,2 is always 1.

The penalization function βγ is set to βγ(x) = γmax{0, x}2. On the one hand, this
choice has shown to be stable across all examples. On the other hand, the theory in
Proposition 2.2.10 applies precisely to penalization functions of this kind. is Regarding
the parameter γ, we usually first solve the problem with a low choice, like γ = 50, which
leads to stable performance. Then, we gradually increase γ until a further increment
no longer leads to a significant change in the objective value of (2.4). Regarding
instabilities when γ is set too large, see Section 2.3.3.

Concerning the sampling measure θ, the basic choice is to use θprod = µ̄⊗µ̄1⊗...⊗µ̄d.
Particularly for low values of ρ, this is suboptimal: Indeed, for ρ = 0 in problem (2.22),
we know that the optimizer is always of the form πdiag = µ̄⊗K, whereK is the stochastic
kernel K : Rd → P(Rd) given by K(x) = δx. Since πdiag is singular with respect to
θprod, using only θprod as sampling measure, one can expect high errors arising from
penalization for small values of ρ. It hence makes sense to use (among other possibilities)
θhalf := 1

2
θprod + 1

2
πdiag. This is very specific however, and most solutions will not put

mass precisely where πdiag puts mass. Hence, we add some noise to πdiag, e.g. via a
Gaussian measure with covariance matrix ε2: θthird := 1

2
θprod+ 1

4
πdiag+ 1

4
(πdiag∗N (0, ε2)),

where ∗ denotes convolution of measures. The sampling measure θhalf is used in all
four toy examples in Section 2.4, whereas we rely on θthird in the final case study in
Section 2.5.

2.3.2 Optimization method for the parameters of the neural network

This subsection may as well be called “Training". However, as we do not employ neural
networks in a training-testing kind of environment, this might be misleading.

Regarding this topic, trial and error is especially useful, as the simple goal is to
obtain a stable convergence. For the parameters of the neural network, we use the
Adam Optimizer with parameters β1 = 0.99 and β2 = 0.995. For the learning rate, we
start with α = 0.0001 for the first N0 iterations of training, and then decrease it by a
factor of 0.98 each 50 iterations for a total of Nfine further iterations. We use a batch
size (the number of samples generated in each iteration for the measures involved) of
around 27 to 216, see Section 2.3.3 for more details. N0 and Nfine are chosen problem
specific: for simple problems in Section 2.4, N0 = 15000 and Nfine = 5000, while for
the DNB case study in Section 2.5 they are chosen as N0 = 60000 and Nfine = 30000.

The parameter λ has to be optimized separately from the parameters of the neural
network, since the value of λ is clearly more important than any single parameter of
the network. To be precise after a fixed number Nλ of iterations, λ is updated by

λ 7→ λ− αλ
1

Nλ

∑
i∈I

∇i
λ,

where I are the previous Nλ many iterations, αλ is the learning rate and ∇i
λ is the

sample derivative of the objective function with respect to λ in iteration i. Concerning
the choice of αλ and Nλ, we usually first set αλ to around 0.1 (depending on the
problem), and decrease it in the same fashion as α, while Nλ is set to 200. Before we
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update λ for the first time, we wait until the network parameters are in a sensible
region, which typically takes around 1000 to 10000 iterations.

If another parameter is involved in the optimization (such as τ in the examples
that calculate the AVaR), we employ the same method as for λ, but we update this
parameter even more rarely (once every 1000-2500 iterations), and wait longer at the
start to update it the first time (between 5000 and 20000 iterations).

2.3.3 Evaluation of the solution quality

To evaluate the obtained solutions, we found that mostly three aspects have to be
considered:

(a) Is the neural network structure rich enough?
(b) How large is the effect of penalization?
(c) Has the numerical optimization procedure converged to a (near) minimum?

Section 2.6.2 shows how this is put into practice for an exemplary case.
Part (a) is the seemingly simplest, as we found the choice of network structure

described in Subsection 2.3.1 to be sufficient for all problems, in the sense that further
increasing the network size does not alter the obtained solution.

Regarding part (b), the most useful observation is the following: As described in
Proposition 2.2.7, the numerical solution via neural networks can be used to obtain
an approximate solution µ? of the primal problem. If we evaluate the integral

∫
fdµ?

and compare it to φθ,γ(f), the difference is φ∗θ,γ(π?), which can be seen as the effect of
penalization. If φ∗θ,γ(π?) has a small value, it indicates a small effect of penalization.
The second observation is that φθ,γ(f) is increasing in γ, and under the conditions
studied in Proposition 2.2.7 and 2.2.8 converges to φ(f). Hence, starting with a low
value of γ and increasing it until no further change is observed is a good strategy.
When doing so, values of γ that are too large can of course be detrimental regarding
part (c), and hence when increasing γ a concurrent adaptation of training parameters
(like learning rate or batch size) is often necessary.

Regarding part (c), we found that most instabilities could be solved by increasing
the batch size. This increase naturally comes with longer run times. Especially if γ
has to be increased a lot to allow for a small effect of penalization, very large batch
sizes were required (e.g. in the DNB case study, we use a batch size of 215). To obtain
structured criteria for convergence (compared to just evaluating convergence visually),
we can again use the dual relation arising from Proposition 2.2.7. Indeed, we can exploit
the fact the numerically obtained µ? (as the second marginal of π? from Proposition
2.2.7 (b)) is an approximately feasible solution to problem (2.1) if the algorithm has
converged. Hence, as a necessary criteria for convergence, one can check whether µ?
satisfies criteria for feasibility. To this end, one can compare the marginals of µ? to
those of µ̄ (we did this mostly by visually evaluating empirical marginals of µ?) as well
as estimate dc(µ̄, µ?).5

5Clearly, dc(µ̄, µ?) should be be bounded by ρ and in the optimum equal to ρ (if one is not already in the
edge case where ρ is so large that it doesn’t have an effect).
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2.3.4 Runtime

Generally speaking, calculations using neural networks can benefit greatly from paral-
lelization, e.g. by employing GPUs. For most of our examples, this was not necessary
however, and the respective calculations could be performed quickly (i.e. in between one
and five minutes) even with a regular CPU (intel i5-7200U; dual core with 2.5-3.1 GHz
each). For the DNB case study however, a single run with stable learning parameters
takes around 20 hours on a CPU. By utilizing a single GPU (Nvidia GeForce RTX 2080
Ti) this is reduced to around 30 minutes. Notably, in the smaller examples there was
less speed-up when using GPU compared to CPU, the reason being that the problems
were too small to fully utilize parallel capabilities of a GPU.

2.4 Examples

The aim of this section is to illustrate how the above introduced concepts can be used
to numerically solve given problems. In particular we demonstrate that neural networks
are able to (1) achieve a satisfactory empirical performance for all problems considered,
(2) naturally determine the structure of the worst-case distribution via Proposition
2.2.7 (b) and (3) deal with problems, that cannot be reformulated as LP. Concerning the
latter point, we consider both a function f , which cannot be written as the maximum
of affine functions, as well as a cost function c, which is not additively separable.
Additionally, we make a case for the generality of our duality result: we replace the
distance constraint by a distance penalty and fix the distribution of bivariate, rather
than univariate, marginals. Furthermore by considering unbounded functions f , we
shed some light on the necessity of the growth functions κ used in Theorem 2.2.1. To
achieve all of these points, we consider three examples with increasing difficulty.

Concerning the notation in this section, c denotes the cost function

c(x, y) = ||x− y||1 =
∑
i

|xi − yi|.

This notation implies that

dc(µ̄, µ) := inf
π∈Π(µ̄,µ)

∫
Rd×Rd

d∑
i=1

|xi − yi| π(dx, dy),

is the first order Wasserstein distance with respect to the L1-metric. On the other
hand, we consider the first order Wasserstein distance with respect to the Euclidean
metric

dc2(µ̄, µ) :=

 inf
π∈Π(µ̄,µ)

∫
Rd×Rd

(
d∑
i=1

(xi − yi)2

)1/2

π(dx, dy)

 . (2.23)

Notice that the cost function c2(x, y) := ||x− y||2 is not additively separable.6

6In the literature the Wasserstein distance with respect to the Euclidean metric is usually associated with
order two, in which case the underlying cost function is additively separable.
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2.4.1 Expected maximum of two comonotone standard Uniforms

We start our exemplification with a toy example which is not connected to risk
measurement. Consider the following problem

φ(f1) := sup
(VU)∼µ∈Π(µ̄1,µ̄2),

dc(µ̄,µ)≤ρ

E [max(U, V )] = sup
µ∈Π(µ̄1,µ̄2),
dc(µ̄,µ)≤ρ

∫
[0,1]2

max(x1, x2)µ(dx), (2.24)

where µ̄1 = µ̄2 = U([0, 1]) are (univariate) standard uniformly distributed probability
measures and µ̄ is the comonotone copula. In other words, µ̄ is a bivariate probability
measure with standard uniformly distributed marginals which are perfectly dependent.
In the notation of the Section 2.2, we choose the function f as f1(x) = max(x1, x2)
and X = X1 ×X2 = [0, 1]× [0, 1]. Interpreting problem (2.24), we aim to compute the
expected value of the maximum of two standard Uniforms under ambiguity with respect
to the reference dependence structure, which is given by the comonotone coupling.
Problem (2.24) possesses the following analytic solution

φ(f1) =
1 + min(ρ, 0.5)

2
.

The derivation of this solution can be found in Appendix 2.6.3 and is based on the
duality result in Corollary 2.2.2. Hence, problem (2.24) is well suited to benchmark the
solution method based on neural networks. In comparison, we also solve the problem
with linear programming. To be precise, we consider the following two methods:

(1) We discretize the reference copula µ̄ (and thereby the marginal distributions µ̄1

and µ̄2) and solve the resulting dual problem by means of linear programming
(see Corollary 2.2.5). There are two distinct ways to discretize µ̄:

(a) We use Monte Carlo sampling. In the notation of Corollary 2.2.5, this means
we sample n points x1

1, . . . , x
n
1 in [0, 1] from the standard Uniform distribution.

Then, we set xj2 = xj1 for j = 1, . . . , n.
(b) We set the points xj1 = xj2 = 2j−1

2n
for j = 1, . . . , n. As the comonotonic

copula lives only on the main diagonal of the unit square, this deterministic
discretization of µ̄ in some sense minimizes the discretization error. The
simple geometrical argument used to find this discretization can be applied
only due to the special structure of the reference distribution at hand.

Let us emphasize that method 1.a) can be applied to any reference distribution µ̄.
On the other hand, method 1.b) can only be used in this particular example as µ̄
is given by the comonotonic copula.

(2) We solve the problem with the neural network approach described in the above
Section 2.3. As discussed, some hyperparameters need to be chosen problem
specific. In particular we set: N0 = 15000, Nfine = 5000, γ = 1280, batch size
= 27 and αλ = 0.1.7 Concerning the sampling measure θ, for this example we
compare

7We wait for 2500 iterations until updating λ for the first time where λ is initialized to λ = 0.75
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Figure 2.1: In the left panel, the analytic solution φ(f1) of problem (2.24) is plotted as a
function of ρ and compared to corresponding numerical solutions obtained by method 1.a)
and method 2.a), which are described in Section 2.4.1. The right panel shows the same for
the improved methods 1.b) and 2.b).

(a) the basic choice θ = θprod and
(b) the improved choice θ = θhalf.

To better understand these parameter choices and our neural network approach
in general, we provide a detailed convergence analysis for this example in Ap-
pendix 2.6.2.

Figure 2.1 compares the two above mentioned methods to solve problem (2.24) for
different values of ρ. In the left panel of Figure 2.1, we observe that method 1.a) yields
an unsatisfactory result even though n = 250 is chosen as large as possible for the
resulting LP to be solvable by a commercial computer. This issue arises due to the
poor quality of the discretization resulting from Monte Carlo simulation. If one chooses
the discretization as done in method 1.b), we recover the analytic solution of problem
(2.24) as can be seen in the right panel of Figure 2.1. Moreover, Figure 2.1 indicates
that method 2, i.e. the approach presented in this chapter, yields quite good and stable
results. The left panel, however, shows that for small ρ method 2.a) does not rediscover
the true solution. The reason for this is that when drawing random samples from the
chosen sampling measure θprod, it is unlikely that we sample from the relevant region,
namely the main diagonal of the unit square. As discussed in Section 2.3.1, method
2.b) is designed to overcome precisely this weakness and the right panel of Figure 2.1
illustrates that it does.

We finalize this example by considering the Wasserstein distance with respect to the
Euclidean metric dc2 , defined in equation (2.23), rather than the Wasserstein distance
with respect to the L1 metric dc. Thus, we compare problem (2.24) to

φ̃(f1) := sup
µ∈Π(µ̄1,µ̄2),
dc2 (µ̄,µ)≤ρ

∫
[0,1]2

max(x1, x2)µ(dx). (2.25)

Since the cost function c2 is not additively separable, φ̃(f1) - other than φ(f1) - cannot
be approximated based on Corollary 2.2.5, i.e. linear programming. Nevertheless,
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Figure 2.2: The analytic solution φ(f1) of problem (2.24), which uses the first order Wasserstein
distance with respect to the L1-metric, is compared to the numerical solution φ̃(f1) of problem
(2.25), which uses the first order Wasserstein distance with respect to the Euclidean metric,
i.e. the L2-metric.

we can approximate φ̃(f1) using neural networks, which demonstrates the flexibility
of our approach.8 Figure 2.2 compares φ(f1) and φ̃(f1) for different ρ. Note that
as c(x, y) ≥ c2(x, y) for all x, y, dc(µ̄, µ) ≥ dc2(µ̄, µ)1/2 for all µ̄, µ ∈ P(X). Hence,
φ(f1) ≤ φ̃(f1) for fixed ρ. Figure 2.2 is in line with this observation.

2.4.2 Average Value at Risk of two independent standard Uniforms

We increase the level of complexity slightly compared to the previous example, as
we now turn to robust risk aggregation. We aim to compute AVaRα(U + V ), where
U and V are independent standard Uniforms under ambiguity with respect to the
independence assumption. Note that the Average Value at Risk is defined by

AVaRα(Y ) := min
τ∈R

{
τ +

1

1− αE [max(Y − τ, 0)]
}
,

see [163]. Using the first order Wasserstein distance to construct an ambiguity set
around the reference dependence structure, we are led to the following problem

Φ2 := sup
(VU)∼µ∈Π(µ̄1,µ̄2),

dc(µ̄,µ)≤ρ

AVaRα(U + V ) (2.26)

= sup
µ∈Π(µ̄1,µ̄2),
dc(µ̄,µ)≤ρ

inf
τ∈R

{
τ +

1

1− α

∫
[0,1]2

max(x1 + x2 − τ, 0)µ(dx)

}
(2.27)

= inf
τ∈R

φ(f τ2 ), (2.28)

where µ̄1 = µ̄2 = U([0, 1]) are (univariate) standard uniformly distributed probability
measures and µ̄ is the independence copula. In other words, µ̄ = U([0, 1]2) is a bivari-
ate probability measure with independent, standard uniformly distributed marginals.

8We use the same choices for the hyperparameters as given in point 2. above, but increase N0 considerably
for small ρ to guarantee convergence of λ, and use θhalf as a sampling measure.
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Figure 2.3: The analytic upper and lower bounds of problem (2.26) are compared to two distinct
numerical solutions. The first numerical solution is obtained by Monte Carlo simulation with
n = 100 sample points as well as linear programming and averaged over 100 simulations for
each fixed ρ. The second numerical solution is obtained by penalization and neural networks.
The confidence level of the AVaR considered in problem (2.26) is set to α = 0.7.

Moreover, we have that f τ2 (x) = τ + 1
1−α max(x1 + x2 − τ, 0) and φ(·) is defined as in

equation (2.1).
Notice that in the above formulation of the problem we can go from (2.27) to (2.28)

since the problem is convex in τ and concave in µ and Wasserstein balls are weakly
compact. Thus, we can apply Sion’s Minimax Theorem to interchange the supremum
and the infimum in (2.27).

In Appendix 2.6.4, we derive an analytical upper and lower bound for Φ2 in (2.26).
These bounds are tight enough for the present purpose, which is to evaluate the
performance of the two discussed numerical methods.

Figure 2.3 supports the latter claim: The analytic bounds for Φ2 are rather tight
when plotted as a function of ρ. The bounds are compared to the same two numerical
methods as discussed in the previous example. With respect to the solution based on
Monte Carlo simulation and linear programming, we now average over 100 simulations
for each fixed ρ. Thus, the results in Figure 2.3 do not fluctuate as much as those
we have seen in the left panel of Figure 2.1. Nevertheless, Figure 2.3 shows that the
solution obtained via MC and LP does not stay within the analytic bounds - other
than the solution based on our neural networks approach. Arguably this is due to the
lack of symmetry when discretizing the reference distribution µ using Monte Carlo.
Regarding runtime, both numerical methods take around the same time to calculate
the values needed for Figure 3.

We now want to illustrate a further merit of the neural networks approach, namely
that we can sample from the numerical optimizer µ? of problem (2.26). By doing so,
we obtain information about the structure of the worst case distribution. The samples
are obtained by acceptance-rejection sampling from the density given by Proposition
2.2.7 (b), where we replace true optimizers by numerical ones. Figure 2.4 plots samples
of this worst case distribution µ? for different values of ρ. To understand the intriguing
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ρ = 0.12 ρ = 0.16 ρ = 0.20

Figure 2.4: Samples from the optimizer µ? of problem (2.26) as obtained by the neural
networks approach are shown in form of a heatplot for six different levels of ambiguity,
i.e. ρ = 0, 0.04, 0.08, 0.12, 0.16, 0.2.

nature of the results presented in Figure 2.4, we have to describe problem (2.26) in
some more detail. It should be clear that the comonotone coupling of the Uniforms U
and V is maximizing AVaRα(U +V ) among all possible coupling of U and V . However,
one can find many different maximizing couplings. Notably, the optimizer shown for
ρ = 0.2 corresponds to the one which has the lowest relative entropy with respect
to the independent coupling among the maximizers of AVaRα(U + V ). On the other
hand, the middle panel for ρ = 0.16 motivated us to derive a coupling which - among
maximizers of AVaRα(U+V ) - we conjecture to have the lowest Wasserstein distance to
the independent coupling. This coupling is used to derive the lower bound for problem
(2.26) in Appendix 2.6.4. Some features of the others couplings, e.g. for ρ = 0.08 and
ρ = 0.12 came as a surprise to us: For example, the curved lines as boundary for the
support are unusual in an L1-Wasserstein problem.
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2.4.3 Variance of three normally distributed random variables with dis-
tance penalization

We now leave the domain of uniformly distributed, univariate marginals and replace
the distance constraint by a distance penalty. We analyze the following problem

χ(f4) := sup
(XY )∼µ∈Π(µ̄12,µ̄3)

Var(X1 +X2 + Y )− 1

r
dc̃(µ̄, µ)r

= sup
µ∈Π(µ̄12,µ̄3)

∫
R3

(
(x1 + x2 + y)2 −m2

)
µ(dx1, dx2, dy)− 1

r
dc̃(µ̄, µ)r, (2.29)

where the cost function c̃(x, y) = 2||x − y||1.9 We specify the reference distribution
function as follows

µ̄ = N

 0
0
0

 ,

 1 0.8 0
0.8 1 0
0 0 1

 .

In this examples, there are two novelties that are explained in the following.
Firstly, the fact that we set µ ∈ Π(µ̄12, µ̄3), means we are fixing not only the

univariate marginal distributions, which are standard normal, but also the dependence
structure between the first and the second margin X1 and X2. In this case, we assume
that X1 and X2 are jointly normal with correlation 0.8. We use µ̄12 to denote the
fixed, bivariate margin. As a consequence, the model ambiguity concerns solely the
dependence structure between the third margin Y and the other two margins X1 and
X2.

Secondly, rather than a distance constraint dc̃(µ̄, µ) ≤ ρ, we now use a distance
penalty to account for the described model ambiguity: we set ϕ(x) = 1

r
xr in Theorem

2.2.1. The parameter r accounts for the degree of penalization and hence is not
comparable to the radius ρ of the Wasserstein balls described above. Instead, for
r → ∞ the penalization becomes closer and closer to the case where we impose the
constraint dc̃(µ̄, µ) ≤ 1.

These two specifications aim to demonstrate the value of the generality of Theorem
2.2.1 with respect to both the choice of polish spaces and the modelling of ambiguity.

Even though Section 2.2.2 focuses on the Wasserstein ball constraint, the solution
method based on penalization and neural networks is trivially adapted to problems like
(2.29). We state the resulting numerical solution of problem (2.29) for different values
of r in Table 2.1. In order to make these results more concrete, we sampled 20000
values from the respective worst case distribution µ? and report the corresponding
empirical covariance matrix Σ̂µ? . Notably the covariance matrix does not completely
characterize µ?, since µ? does not have to be a joint normal distribution.

2.5 DNB case study: aggregation of six given risks

[1] provide a very illustrative case study of the risk aggregation at the DNB, Norway’s
largest bank. We want to make use of this example to showcase the applicability of
the novel framework presented in this chapter.

9One can think of the factor 2 occurring in the cost function similarly to a particular choice of ρ for the
radius of the Wasserstein ball.
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χ(f4)
∫
R3 (x1 + x2 + y)2 dµ? dc̃(µ̄, µ

?) Σ̂µ?

No
penalization 4.6 4.6 0

 1 0.8 0
0.8 1 0
0 0 1


r = 1 6.16 8.08 1.92

 0.998 0.801 0.847
0.801 1.008 0.853
0.847 0.853 1.011


r = 2 6.50 7.60 1.48

 0.989 0.806 0.737
0.806 0.989 0.736
0.737 0.736 0.997


r = 3 6.57 7.29 1.29

 0.975 0.795 0.675
0.795 0.991 0.682
0.675 0.682 0.980


r = 4 6.65 7.19 1.21

 0.976 0.792 0.652
0.792 0.970 0.654
0.652 0.654 0.986


r =∞ 6.76 6.76 1.00

 0.991 0.803 0.554
0.803 0.998 0.551
0.554 0.551 0.993


Table 2.1: Comparison of the numerical solutions χ(f4) of problem (2.24), computed based on
penalization and neural networks, for different values of r. We define the worst case distribution
µ? ∈ Π(µ̄12, µ̄3) such that χ(f4) =

∫
R3 (x1 + x2 + y)2 µ?(dx1, dx2, dy)− 1

rdc̃(µ̄, µ
?)r and report

also the empirical covariance matrix Σ̂µ? computed from N = 20000 samples of µ?. The case
r =∞ corresponds to the constraint dc̃(µ̄, µ) ≤ 1.

The DNB is exposed to six different types of risks: credit, market, asset, operational,
business and insurance risk. Let the random variables L1, . . . , L6 represent the marginal
risk exposures for these six risks. Per definition, risk aggregation is not concerned
with the computation of the distribution of the marginal risks. Hence, we take the
corresponding marginal distribution functions F1, . . . , F6 as given. In this particular
case, F1, F2 and F3 are empirical cdfs originating from given samples, while L4, L5 and
L6 are assumed to be log-normally distributed with given parameters, see Table 2.2.

For the purpose of risk management, the DNB needs to determine the capital to be
reserved. According to the [22], this capital requirement should be computed by the
Average Value at Risk (AVaR) of the sum of these six losses.10 The AVaR of the sum
of these six losses at a specific confidence level α is defined as

AVaRα

(
L+

6

)
= min

τ∈R

{
τ +

1

1− αE [max(L+
6 − τ, 0 )]

}
, (2.30)

where L+
6 :=

∑6
i=1 Li. To evaluate expression (2.30), the joint distribution of L1, . . . , L6

is needed. As the marginal distributions of L1, . . . , L6 are known, the DNB relies on the
concept of copulas to model the dependence structure between these risks. From the
above description, it is clear that joint observations of the L1, . . . , L6 are not available.
Hence, standard techniques to determine the copula, e.g., by fitting a copula family
and the corresponding parameters to a multivariate data set, do not apply. A panel

10[1] focus on the Value at Risk (VaR) rather than the AVaR. Since the Basel Committee on Banking
Supervision recently shifted the quantitative risk metrics system from VaR to Expected Shortfall [49], which
is equivalent to the AVaR, we consider the AVaR in our study.
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Description Type Parameters/Other details

F1 cdf of credit risk L1 empirical cdf given by 2.5 Million samples;
standard deviation σ̄1 = 644.602

F2 cdf of market risk L2 empirical cdf given by 2.5 Million samples;
standard deviation σ̄2 = 5562.362

F3 cdf of asset risk L3 empirical cdf given by 2.5 Million samples;
standard deviation σ̄3 = 1112.402

F4 cdf of operational risk L4 lognormal cdf mean m̄4 = 840.735;
standard deviation σ̄4 = 694.613

F5 cdf of business risk L5 lognormal cdf mean m̄5 = 743.345;
standard deviation σ̄5 = 465.064

F6 cdf of insurance risk L6 lognormal cdf mean m̄6 = 438.978;
standard deviation σ̄6 = 111.011

C0
reference copula student-t copula with 6 degrees of freedom
linking L1, . . . , L6 and correlation matrix Σ0

Table 2.2: Overview of the information concerning the reference distribution in the DNB
case study. The correlation matrix Σ0 is given in Appendix 2.6.5. Fi denotes the cumulative
distribution function of the marginal probability measure µ̄i for i = 1, . . . , 6.

of experts at the DNB therefore chooses a specific reference copula C0, in this case a
student-t copula with six degrees of freedom and a particular correlation matrix. Such
an approach is common in practice and referred to as expert opinion.

From an academic point of view, this method for risk aggregation is not very
satisfying due to the fact that the experts’ choice of a reference dependence structure
between the different risk types might be very inaccurate. Hence, we say that there is
model ambiguity with respect to the dependence structure. It should be emphasized
that a misspecification of this reference copula chosen by expert opinion can have a
significant impact on the aggregated risk and therefore on the required capital. Table 2.3
supports this statement by comparing the AVaR implied by the reference copula C0 to
the AVaR implied by other dependence structures: Without any information regarding
the dependence structure between the six risk, the lower (resp. upper) bound for the
AVaR with confidence level α = 0.95 is 24165.52 (resp. 36410.12) million Norwegian
kroner. Similar bounds are studied in [1]. As we pointed out in the literature review in
Section 2.1.3, these bounds have been criticized in the literature since they are too far
apart for practical purposes. We therefore apply the results derived in this chapter to
compute bounds for the AVaR which depend on the level ρ of distrust concerning the
reference copula C0. Alternatively, the parameter ρ can be understood as the level of
ambiguity with respect to the reference distribution µ̄.

We define the probability measure µ̄ of the reference distribution by the following
joint cumulative distribution function

F̄ (x) = C0(F1(x1), F2(x2), . . . , F6(x6),

for all x ∈ R6. Hence, the cdfs of the marginals µ̄i are given by Fi(·) for i = 1, 2, . . . , 6.
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infC∈C AVaRCα (L+
6 ) AVaRΠ

α (L+
6 ) AVaRC0

α (L+
6 ) supC∈C AVaR

C
α (L+

6 )

24165.52 26980.64 30498.94 36410.12

Table 2.3: Note that we set α = 0.95. We use the rearrangement algorithm (see
Aas and Puccetti, 2014) to approximate infC∈C AVaRCα (L+

6 ), while supC∈C AVaR
C
α (L+

6 ) =∑6
i=1 AVaRα(Li). The two remaining entries are computed by averaging over 50 simulation

runs where 10 millions sample points are drawn in each run. Note that Π denotes the
independence copula. Thus, AVaRΠ

α (L+
6 ) corresponds to the AVaR of the sum of the six losses

given that they are independent.

The problem of interest can be formulated as follows:

ΦC0
4 (α, ρ) := inf

L+
6 ∼µ∈Π(µ̄1,...,µ̄6),

dc(µ̄,µ)≤ρ

AVaRα

(
L+

6

)
, (2.31)

Φ
C0

4 (α, ρ) := sup
L+
6 ∼µ∈Π(µ̄1,...,µ̄6),

dc(µ̄,µ)≤ρ

AVaRα

(
L+

6

)
. (2.32)

The cost function c defining the transportation distance dc in problem (2.31) and (2.32)
is set to

c(x, y) =
d∑
i=6

|xi − yi|
σ̄i

, (2.33)

where σ̄i denotes the standard deviation of µ̄i and is given in Table 2.2. The rational
behind this definition of c is that we want to model the ambiguity such that it concerns
solely the dependence structure of the reference distribution. Definition (2.33) is a
simple way to achieve this.11

Figure 2.5 shows the numerical solutions of problems (2.31) and (2.32), which are
computed relying on penalization and neural networks, as a function of ρ and for
α = 0.95. As a comparison, the same problem is also solved with respect to the
independence coupling Π rather than the reference copula C0 described in Table 2.2.
The shaded regions outline the possible levels of risk for a given level of ambiguity ρ
and the two reference structures. On one hand, the evolution of the risk levels in ρ,
combined with the given optimizers of problems (2.31) and (2.32) can be used as an
informative tool to better understand the risk the DNB is exposed to. On the other
hand, if a certain level of ambiguity is justified in practice, the bank can assign their
capital based on the corresponding worst-case value. If for example ρ = 0.1 is decided
on, the bank would have to assign 32490 capital compared to 30499 as dictated by the
reference structure C0.

Analytically, one striking feature of the numerical solution with respect to C0 is
worth pointing out: The absolute upper bound is attained already for ρ ≈ 0.8, while
the distance from the reference measure to the comonotone joint distribution can be

11It should be mentioned that [95] promote the definition c(x, y) =
∑6
i=1 |Fi(xi)− Fi(yi)|, which implies

that the transportation distance dc is defined directly on the level of copulas. Even if this approach is arguably
more intuitive, we stick to definition (2.33) mainly for the sake of computational efficiency.
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Figure 2.5: We consider two distinct reference dependence structures, the student-t copula
C0 defined in Table 2.2 and the independence copula Π. The corresponding robust solutions
ΦC0

4 (α, ρ) and Φ
C0

4 (α, ρ), defined in (2.31), and (2.32) resp. ΦΠ
4 (α, ρ) and Φ

Π
4 (α, ρ), defined

analogously, are plotted as a function of the level of ambiguity ρ. We compare these results,
which were computed relying on the concept presented in this chapter, to the known values of
AVaRα(L+

6 ) given in Table 2.2. Note that we fix α = 0.95.

calculated to be around 1.7. This underlines the fact that even though the comonotone
distribution is a maximizer of the worst case AVaR, there are several more, and they
may be significantly more plausible structurally than the comonotone one.

In conclusion, this chapter introduces a flexible framework to aggregate different risks
while accounting for ambiguity with respect to the chosen dependence structure between
these risks. The proposed numerical method allows us to perform this task without
making restrictive assumptions about either the particular form of the aggregation
functional, or the considered distributions, or the specific way to account for the model
ambiguity.

2.6 Appendix

2.6.1 A basic inequality between difference in p-th moment and difference
in p-norm

The following result is used in Remark 2.2.11. The statement and proof are taken from
[145].

Lemma 2.6.1. Let p ∈ N and X, Y ∈ Lp, then

‖Xp − Y p‖1 ≤ ‖X − Y ‖p
p−1∑
k=0

‖X‖kp‖Y ‖p−1−k
p .
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Proof. For p = 1 the inequality obviously holds. Let p ≥ 2, then

‖Xp − Y p‖1 =

∥∥∥∥∥(X − Y )

p−1∑
k=0

XkY p−1−k

∥∥∥∥∥
1

≤ ‖X − Y ‖p
p−1∑
k=0

∥∥|X|kq|Y |(p−1−k)q
∥∥1/q

1
.

(2.34)

It holds for all k ∈ {0, ..., p− 1} that∥∥|X|kq|Y |(p−1−k)q
∥∥

1
≤ ‖X‖kqp ‖Y ‖p−kqp . (2.35)

For k ∈ {0, p− 1} (2.35) is immediate. For 0 < k < p− 1 (2.35) follows by Hölder’s
inequality applied with r = p/kq. Putting (2.34) and (2.35) together, we obtain

‖Xp − Y p‖1 ≤ ‖X − Y ‖p
p−1∑
k=0

(
‖X‖kqp ‖Y ‖p−kqp

)1/q ≤ ‖X − Y ‖p
p−1∑
k=0

‖X‖kp‖Y ‖p−1−k
p

and thus the claim.

2.6.2 Convergence analysis for Example 2.4.1

This section is meant to demonstrate how to assess the quality of the obtained numerical
solution. We consider the case ρ = 0.25 in Figure 2.1. We use the sampling measure
θprod and compare the following three parameter settings:

(i) γ = 100, batch size = 1024, N0 = 15000 and Nfine = 5000.
(ii) γ = 2500, batch size = 1024, N0 = 15000 and Nfine = 5000.
(iii) γ = 2500, batch size = 16, N0 = 7500 and Nfine = 2500.

Figure 2.6 examines the contrast between setting (i) and (ii). As can be seen, in both
settings the algorithm appears to converge in a stable way. In setting (i), there is however
an apparent difference between the dual value φθ,γ(f1) and the primal value

∫
f1dµ

?,
which is computed using the worst case distribution µ?. We can therefore conclude
that the penalization in setting (i) is insufficient, i.e. the penalization parameter γ is
chosen too low. This is clearly not the case for setting (ii). Figure 2.7 shows that both
a small batch size and a small number of iterations lead to bad numerical behavior.

2.6.3 Proof for Section 2.4.1

We want to derive the analytic solution of problem (2.24). To do so, the concept of
copulas turns out to be rather useful. We refer to [140] for an introduction to this
topic. Let C denote the set of all copulas and let the comonotonic copula be denoted
by M(u1, u2) = min(u1, u2), for all u1, u2 ∈ [0, 1]. Using this notation, we can rewrite
problem (2.24) and show the following:

φ1(f) = sup
C∈C,

dc(M,C)≤ρ

∫
[0,1]2

max(u1, u2)dC(u1, u2) =
1 + min(ρ, 0.5)

2
.
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Figure 2.6: Comparison of the parameter setting (i) with γ = 100 and (ii) with γ = 2500,
while batch size = 1024, N0 = 15000 and Nfine = 5000 in both settings. The upper left panel
shows the dual value φθ,γ(f1) as well as the primal value

∫
f1dµ

?. The upper right resp. lower
left panel illustrates the convergence of λ resp. dc(µ̄, µ?). The lower right panel plots 5000
samples from the first marginal µ?1 of the worst case distribution µ?. Note that this histogram
is also representative for the second marginal µ?2. The computation time is 205 seconds in
both cases.

Proof. First, we derive an upper bound for dc(M,C), where C ∈ C. Since M lives
on the main diagonal of the unit square, the vertical (or horizontal) projection of
the mass of an arbitrary copula C ∈ C onto M is feasible transportation plan with
costs

∫
[0,1]2
|u1 − u2|dC(u).12 The latter expression appears in the definition of a

concordance measure called Spearman’s footrule and it known to be maximized by
the countermonotonic copula W (u1, u2) := max(u1 + u2 − 1, 0) for all u1, u2 ∈ [0, 1]
cite<see>liebscher2014copula. Hence, we obtain that

dc(M,C) ≤
∫

[0,1]2
|u1 − u2|dC(u) ≤

∫
[0,1]2
|u1 − u2|dW (u) =

∫ 1

0

|2u1 − 1|du1 = 0.5.

Second, we show that this upper bound is attend for dc(M,W ). The Kantorovich

12Note that |u1 − u2| is the distance (and thereby the cost of transportation) of any point-mass C(u1, u2)
to the main diagonal M(u1, u2).
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Figure 2.7: Convergence analysis of the parameter setting (iii) where γ = 2500, batch size =
16, N0 = 7500 and Nfine = 2500. The upper left panel shows the dual value φθ,γ(f1) as well
as the primal value

∫
f1dµ

?. The upper right resp. lower left panel illustrates the convergence
of λ resp. dc(µ̄, µ?). The lower right panel plots 5000 samples from the first marginal µ?1 of
the worst case distribution µ?. Note that this histogram is also representative for the second
marginal µ?2. The computation time is 45 seconds.

Rubinstein duality yields that

dc(M,W ) = sup
|h(u)−h(v)|≤c(u,v)

∫
[0,1]2

h(u)dM(u)−
∫

[0,1]2
h(v)dW (v)

≥
∫

[0,1]2
u1 + u2dM(u)−

∫
[0,1]2

v1 + v2dW (v) = 1− 0.5 = 0.5,

where we simply set h(u) = u1 + u2 to obtain the inequality. Since dc(M,C) ≤ 0.5 for
all C ∈ C, we have that dc(M,W ) = 0.5.

Combining these two observations yields for ρ > 0.5 that

φ(f1) = sup
C∈C

∫
[0,1]2

max(u1, u2)dC(u1, u2) =

∫
[0,1]2

max(u1, u2)dW (u1, u2) =
3

4
.

It follows that we can assume ρ ≤ 0.5 for the remainder of the proof.
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Let us define the copula Rα as follows:

Rα(u1, u2) =

{
W (u1, u2) if 1−α

2
≤ u1, u2 ≤ 1+α

2

M(u1, u2) else
,

for α ∈ [0, 1]. Using the same projection-argument as in the beginning of the proof, it
follows that

dc(M,Rα) ≤
∫

[0,1]2
|u1 − u2|dRα(u) =

∫ (1+α)/2

(1−α)/2

|2u1 − 1|du1 = α2/2.

Thus, dc(M,R√2ρ) ≤ ρ, which implies

φ(f1) ≥
∫

[0,1]2
max(u1, u2)dR√2ρ(u1, u2) =

1 + ρ

2
.

By Corollary 2.2.2, we have that

φ(f1) = inf
λ≥0,hi∈C([0,1])

{
λρ+

2∑
i=1

∫ 1

0

hi(ui)dui

+

∫
[0,1]2

sup
v∈[0,1]2

[
max(v1, v2)−

2∑
i=1

hi(vi)− λ
2∑
i=1

|ui − vi|
]
dM(u)

}
.

Plugging in the value λ = 0.5 and setting h1(u) = h2(u) = u/2, yields φ1(f) ≤
ρ
2

+ 1
2

+ 0.

2.6.4 Proof for Section 2.4.2

We now derive the analytic bounds for Φ2, i.e. the solution of problem (2.26), which
are plotted in Figure 2.3.

Let us start by proving the following upper bound

Φ2 ≤ min

(
1 + α, 2− 2

3

√
2− 2α +

ρ

2(1− α)

)
, (2.36)

where Φ2 is defined in (2.26).

Proof. Due to Corollary 2.2.2,

Φ2 = inf
τ,λ≥0,hi∈C([0,1])

{
λρ+

2∑
i=1

∫ 1

0

hi(ui)dui (2.37)

+

∫
[0,1]2

sup
v∈[0,1]2

[
τ +

1

1− α max(v1 + v2 − τ, 0)−
2∑
i=1

hi(vi)− λ
2∑
i=1

|ui − vi|
]
d(u1, u2)

}
.

The following choice of optimizers in equation (2.37) yields the upper bound for Φ2

given in (2.36):

λ =
1

2(1− α)
, τ = τ ? := 2−

√
2− 2α and hi(v) =

1

1− α

(
v − ατ ?

2

)
for i = 1, 2.
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We now derive the following lower bound

Φ2 ≥ min

(
1 + α, 2− 2

3

√
2− 2α +

2(−3 + 2
√

2− 2α + 3α)ρ

3(2− α)(1− α)α

)
, (2.38)

where Φ2 is defined in (2.26).

Proof. It is straight forward to see that Φ2 is concave in the radius ρ of the considered
Wasserstein ball around µ̄. This is due to the fact that we defined the ground metric
c(·, ·) of the transportation distance dc by the L1-metric, i.e. c(x, y) = ||x− y||1. Hence,
to establish the lower bound (2.38), we only need to show that for ρ? = α(1−α)(1−α/2)
it holds that Φ2 ≥ 1 + α.

Therefore, we define the probability measure µα by the following bivariate copula

Cα(u1, u2) =


u1u2 if u ∈ [0, α/2]2 ∪ [α/2, α]2

2−α
α
u1u2 if u ∈ ([0, α/2]× [α/2, α]) ∪ ([α/2, α]× [0, α/2])

1
1−αu1u2 if u ∈ [α, 1]2

min(u1, u2) else

.

Tedious calculations show that dc(µ̄, µα) ≤ α(1 − α)(1 − α/2) = ρ?, where µ̄ is
the bivariate probability measure with independent, standard uniformly distributed
marginals defined in problem (2.26). Moreover, for

(
V
U

)
∼ µα it holds that AVaRα(U +

V ) = 1 + α.

2.6.5 Correlation matrix

The purpose of this subsection is to give the correlation matrix Σ0. Recall that
Σ0 defines the student-t copula C0 with six degrees of freedom used as a reference
dependence structure in the case study by [1], which we consider in Section 2.5. As
this matrix is not given in the paper by [1], we simply choose the following arbitrary
correlation matrix

Σ0 =


1 0.36 0.35 0.44 0.45 0.30

0.36 1 0.37 0.36 0.41 0.43
0.35 0.37 1 0.44 0.32 0.42
0.44 0.36 0.44 1 0.41 0.29
0.45 0.41 0.32 0.41 1 0.28
0.30 0.43 0.42 0.29 0.28 1

 .



Chapter 3

Robust pricing and hedging of options
on multiple assets and its numerics

3.1 Introduction

In this chapter we propose to study problems, in dimensions greater than one, which
are directly motivated by typical market settings and the available market data.

The resulting optimisation problem is a Multi-Marginal Martingale Optimal Trans-
port (MMOT) problem. It was first studied in [131] who focused on its duality theory.
We study two different numerical methods for MMOT problems. First, we adopt the
approach of [104] and propose a computational method for the primal problem. This
relies on discretisation of the marginal measures combined with a relaxation of the
martingale condition. Theorem 3.3.1 establishes convergence of the approximating
problems to the original MMOT problem. Each approximating problem in turn, is
a discrete LP problem and can be solved efficiently. The main disadvantage of this
approach is the curse of dimensionality: LP problems with too many constraints quickly
exceed memory capacity. Our second approach builds on the work of [77] to develop a
computational method for solving the dual problem. The dual problem involves an
optimisation over hedging strategies and we approximate these with elements of a deep
neural network (NN). To employ the stochastic gradient descent we change the problem
from a singular one, with the superhedging inequality constraint, to a smooth one with
an integral penalty term. Theorem 3.3.4 shows that under suitable assumptions the
results converge, with the penalty term γ →∞ and the size of the NN m→∞, to the
value of the MMOT problem.

The remainder of this chapter is structured as follows. In Section 3.2 we introduce
the MMOT problem and its duality. Then we develop our computational methods:
first the LP approach in Section 3.3.1 and then the NN approach in Section 3.3.2. All
the numerical examples are presented in the subsequent Section 3.4.

3.2 The MMOT problem

We denote by P(Rd) the set of probability measures on Rd with a finite first moment.
Measurable (resp. continuous) functions from Rd to Rk are denoted L0(Rd;Rk) (resp.
C(Rd;Rk)) and we write Cb for continuous bounded functions. For a µ ∈ P(Rd), L1(µ)

77
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denotes the space of functions f : Rd → R with
∫
|f |dµ <∞.

Let T, d ∈ N and X1 = X2 = ... = XT = Rd, X = X1 × ... × XT . We denote
the natural projection from X onto its tth component by Xt, and by Xt,i the further
projection onto the i-th component of Xt. For x ∈ X we write xt = Xt(x) and
xt,i = Xt,i(x). Given µt,i ∈ P(R), let µ̌t = (µt,i)1≤i≤d and µ̌ = (µ̌t)1≤t≤T . We define
Π(µ̌) = Π(µ̌1, ..., µ̌T ) ⊂ P(X ) as the set of measures π satisfying π ◦ X−1

t,i = µt,i for
1 ≤ t ≤ T and 1 ≤ i ≤ d. We stress that throughout we only consider measures with a
finite first moment.

We assume from now onwards that µt,i are increasing in convex order in t, denoted
µt,i �cx µt+1,i, by which we mean that∫

fdµt,i ≤
∫
fdµt+1,i for all convex functions f, 1 ≤ t ≤ T − 1, 1 ≤ i ≤ d.

We define M(µ̌) = M(µ̌1, ..., µ̌T ) ⊆ Π(µ̌) to be the subset consisting of martingale
measures, i.e., measures π such that

Eπ[Xt+1|X1, ..., Xt] = Xt, 1 ≤ t ≤ T − 1.

It follows from [183] that our increasing convex order assumptions on µ̌ are precisely
the necessary and sufficient conditions forM(µ̌) 6= ∅.

Our object of interest in this chapter is the multi-marginal martingale optimal
transport (MMOT) defined as

MMOT(µ̌) := P(µ̌) := sup
π∈M(µ̌)

∫
c dπ,

MMOT(µ̌) := P(µ̌) := inf
π∈M(µ̌)

∫
c dπ,

(3.1)

for a given measurable function c : X → R to optimize. We recall that the martingale
condition encodes the financial requirement of absence of arbitrage. We mostly use
the notation P,P. However when we want to stress the martingale condition, we
write MMOT,MMOT. Without this condition, the problem above corresponds to the
multi-marginal optimal transport, given by

OT(µ̌) := sup
π∈Π(µ̌)

∫
c dπ,

OT(µ̌) := inf
π∈Π(µ̌)

∫
c dπ.

(3.2)

In the particular case when d = 2 and c(x) = c(xT,1, xT,2) the above corresponds to the
classical optimal transport problem on R as only the marginals µT,i, i = 1, 2, impact
the problem. The case c(x) = |xT,1 − xT,2| gives OT(µ̌) =W1(µT,1, µT,2), which is the
Wasserstein distance of order 1, a metric on P(R) which we will use extensively in
Section 3.3.1. Note that in general

OT 6 MMOT 6 MMOT 6 OT.

Both problems (3.1) and (3.2) admit a dual formulation. The latter can be found in
[17], while the former was developed in [131], following earlier works on the martingale
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optimal transport in [27]. We recall it here as it will be used for our numerical
methods. Define D, respectively D, to be the set of functions (ϕt,i)1≤t≤T,1≤i≤d and
(ht,i)1≤t≤T−1,1≤i≤d, where ϕt,i ∈ L1(µt,i) and ht,i ∈ L0(Rt·d;R), satisfying for all x ∈ X :

T∑
t=1

d∑
i=1

ϕt,i(xt,i) +
T−1∑
t=1

d∑
i=1

ht,i(x1, ..., xt)(xt+1,i − xt,i) ≥ c(x), respectively

T∑
t=1

d∑
i=1

ϕt,i(xt,i) +
T−1∑
t=1

d∑
i=1

ht,i(x1, ..., xt)(xt+1,i − xt,i) ≤ c(x).

Then the corresponding dual problems are defined by

D(µ̌) := inf
(ϕt,i,ht,i)∈D

T∑
t=1

d∑
i=1

∫
ϕt,i dµt,i,

D(µ̌) := sup
(ϕt,i,ht,i)∈D

T∑
t=1

d∑
i=1

∫
ϕt,i dµt,i.

(3.3)

Let us now discuss briefly the financial interpretation of the objects introduced so
far. We refer the reader to [27, 44] and the references therein for more details and for
background on robust financial mathematics. We consider a market with d traded risky
assets and T time steps, or maturities. All prices are discounted, i.e., given in units
of a fixed numeraire (e.g., the bank account). The price of ith asset at tth maturity is
denoted xt,i above. We suppose market provides call/put option prices for each of these
assets for all T maturities and all strikes. This, through a classical argument of [39], is
equivalent to fixing the risk neutral marginal distributions of the assets. We denote
µt,i the risk-netural marginal distribution of ith asset at tth maturity. In particular, the
first maturity will often correspond to today and then µ1,i = δsi where si is today’s
price of the ith asset. M(µ̌) is the set of all risk neutral (i.e., martingale) measures for
the whole market which are calibrated to the given option prices. Thus, the primal
problem (3.1) takes the risk-netural pricing perspective and gives the upper and lower
bounds for the price of a derivative with payoff c at the final maturity. The dual
problem (3.3) considers the same quantities but from the hedging perspective. Here,
ϕt,i(xt,i) represents the static position synthetised from tth maturity call/put options
on the ith asset and ht,i is the number of shares of the ith asset held between the tth and
(t+ 1)th maturity. Importantly, ht,i is a function of the past prices of all assets across
the previous maturities. This, on the primal side, corresponds to the requirement that
the assets are jointly martingale and not just each on their own. Classically, the pricing
and the hedging approach should give the same no-arbitrage price range. This is also
the case here as stated in the following theorem.

Theorem 3.2.1. Let µ̌ ∈ P(R)dT with M(µ̌) 6= ∅, and let ψ : X → R be given by
ψ(x) = 1 +

∑T
t=1

∑d
i=1 |xt,i|. If c : X → R is lower semi-continuous and c ≥ −Kψ

on X for some K > 0 then P(µ̌) = D(µ̌). If c : X → R is upper semi-continuous
and c ≤ Kψ on X for some K > 0 then P(µ̌) = D(µ̌). In both cases, the primal
problems are attained and the dual values remain unchanged when one restricts to
ϕt,i ∈ L1(µt,i) ∩ C(R;R), ht,i ∈ Cb(Rt·d;Rd), 1 ≤ t ≤ T , 1 ≤ i ≤ d.
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We note that this result was proved in [198] with the assumption of continuous
cost c, but it is standard to extend the duality to the semi-continuous costs, see, e.g.,
[188, 189]. We also note that this duality for martingale optimal transport was first
proved in [27] in one dimension d = 1, and they also showed that the duality holds
with a narrower class of functions ϕt,i which are linear combinations of finitely many
call options, i.e. ϕt,i of the form ct,i +

∑lt,i
j=i ct,i,j(xt,i − kt,i,j)+, for some l·, c·, k·. The

same applies here.
While existence of primal optimizers in (3.1) is easy to obtain, in general we cannot

hope for uniqueness. We illustrate this with two simple examples. In both examples,
d = 2 = T and c(x) = x2,1x2,2.

Example 3.2.2. Consider d = 2 = T and the maximization problem with c(x) =
x2,1x2,2. Take µ �cx ν such thatM(µ, ν) is not a singleton, e.g., µ, ν are Gaussians
with the same mean and increasing variance, and let µ1,1 = µ1,2 = µ, µ2,1 = µ2,2 = ν.
Then for any π̃ ∈ M(µ, ν), the distribution π of any quadruple of random variables
(ξ, ξ, η, η) satisfying (ξ, η) ∼ π̃ is an element ofM(µ̌). Further, π◦X−1

2 is the monotone
increasing coupling of ν with itself and, in particular, is independent of the choice of π̃.
It also attains P(µ̌) and we conclude that the optimizer in P(µ̌) is not unique. Note
however that, in this example, the distributions π ◦X−1

1 and π ◦X−1
2 are the same for

any optimizer π ∈M(µ̌).

Example 3.2.3. Consider the same problem as in Example 3.2.2 but with µ1,1 = δ0,
µ2,1 = 1

4
(δ−2 + δ−1 + δ1 + δ2), µ1,2 = µ2,2 = 1

2
(δ−1 + δ1). Note that, for any π ∈M(µ̌),

π1 = π ◦X−1
1 = 1

2
(δ(0,1) + δ(0,−1)). Further, the following measures dominate π1 in the

convex order and have µ2,1, µ2,2 as their marginals:

π2 =
1

4
(δ(−1,1) + δ(1,1) + δ(−2,−1) + δ(2,−1)),

π̃2 =
1

4
(δ(−1,−1) + δ(1,−1) + δ(−2,1) + δ(2,1)).

Hence there exist π, π̃ ∈M(µ̌) whose (2-dimensional) marginals are π1, π2 and π1, π̃2

respectively. In particular,M(µ̌) is not a singleton. However, for any π ∈M(µ̌), we
have

Eπ[X2,1X2,2] = Eπ[X2,1X1,2] = Eπ[X1,1X1,2] = 0,

and hence π is an optimizer for both P(µ̌) and P(µ̌) with c(x) = x2,1x2,2. In this
example, neither the optimizer nor the implied distribution of X2 are unique.

3.3 Numerical methods for MMOT problems

We present now two numerical approaches for computing the MMOT value (3.1), as
well as the primal and the dual optimizers. Our first approach relies on the primal
formulation (3.1) and LP methods. Our second approach uses the dual formulation
(3.3) and optimization techniques involving deep neural networks.
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3.3.1 The primal problem - an LP approach

Following the approach of [104], we propose a computational scheme to solve (3.1). For
each ε ∈ R+, denote byMε(µ̌) ⊂ Π(µ̌) the subset of measures π satisfying

Eπ
[∣∣∣Eπ[Xt+1

∣∣X1, . . . , Xt

]
− Xt

∣∣∣] ≤ ε, for t = 1, . . . , T − 1,

where | · | stands for the `1 norm. Introduce, accordingly, the optimization problems as
follows:

Pε(µ̌) := sup
π∈Mε(µ̌)

∫
c dπ, Pε(µ̌) := inf

π∈Mε(µ̌)

∫
c dπ.

Then clearly P0 = P (resp. P0 = P), and Theorem 3.3.1 provides the basis of our
numerical method.

Theorem 3.3.1. Let µ̌ ∈ P(R)dT satisfyM(µ̌) 6= ∅ and µ̌n =
(
µnt,i
)

1≤t≤T,1≤i≤d satisfy
limn→∞ rn = 0 with rn := 2 max1≤t≤T

∑
1≤i≤dW1(µ

n
t,i, µt,i). Then, for all n ≥ 1,

Mrn(µ̌n) 6= ∅. Assume further c is Lipschitz, then:
(i) For any (εn)n≥1 converging to zero such that εn ≥ rn for all n ≥ 1, one has

lim
n→∞

Pεn(µ̌n) = P(µ̌) and lim
n→∞

Pεn(µ̌n) = P(µ̌).

(ii) For each n ≥ 1, Pεn(µ̌n) (resp. Pεn(µ̌n)) admits an optimizer πn. The sequence
(πn)n≥1 is tight and every limit point is an optimizer for P(µ̌) (resp. P(µ̌)). In particular,
(πn)n≥1 converges weakly whenever P(µ̌) (resp. P(µ̌)) has a unique optimizer.

Before proving this result we state and prove two preliminary propositions.

Proposition 3.3.2. Provided µ̌ ∈ P(R)dT with Mε(µ̌) 6= ∅, it holds Mε+r(µ̌
′) 6= ∅

for all µ̌′ ∈ P(R)dT where r := 2 max1≤t≤T
∑

1≤i≤dW1(µ
′
t,i, µt,i). Further, if c is

L−Lipschitz, then

Pε(µ̌) ≤ Pε+r(µ̌
′) + LTr/2 and Pε(µ̌) ≥ Pε+r(µ̌

′)− LTr/2.

Proof. Without loss of generality, we only show the first inequality. Fix an arbitrary
π ∈ Mε(µ̌). It follows from Skorokhod’s theorem that, there exists an enlarged
probability space (E, E ,Q) which supports random variables Ut = (Ut,1, . . . , Ut,d),
Zt = (Zt,1, . . . , Zt,d) taking values in Rd, for t = 1, . . . , T , such that

• Q ◦ (U1, ..., UT )−1 = π and Q ◦ Z−1
t = Nd for t = 1, . . . , T ,

where Nd denotes the standard normal distribution on Rd.
• (U1, . . . , UT ) and (Z1, . . . , ZT ) are independent.

(3.4)

Let t ∈ {1, . . . , T − 1}. For i = 1, . . . , d, let γt,i be the optimal transport plan realizing
the Wasserstein distance W1(µt,i, µ

′
t,i). Using standard disintegration techniques (see

[104, Lemma A.1]), there exist measurable functions ft,i : R2 → R such that Q ◦
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(Ut,i, Vt,i)
−1 = γt,i with Vt,i := ft,i(Ut,i, Zt,i). Let Vt := (Vt,1, . . . , Vt,d). Then, for all

h = (hi)1≤i≤d ∈ Cb
(
X1 × · · · × Xt;Rd

)
, one has

EQ
[
h(V1, . . . , Vt) · (Vt+1 − Vt)

]
= EQ

[
d∑
i=1

hi(V1, . . . , Vt)(Vt+1,i − Vt,i)
]

= EQ

[
d∑
i=1

hi(V1, . . . , Vt)(Vt+1,i − Ut+1,i)

]
+ EQ

[
d∑
i=1

hi(V1, . . . , Vt)(Ut+1,i − Ut,i)
]

+ EQ

[
d∑
i=1

hi(V1, . . . , Vt)(Ut,i − Vt,i)
]

≤ r‖h‖∞ + EQ

[
d∑
i=1

hi
(
fs,i(Us,i, Zs,i); 1 ≤ s ≤ t, 1 ≤ i ≤ d

)
(Ut+1,i − Ut,i)

]
≤ (ε+ r)‖h‖∞,

where the last inequality follows from the conditions in (3.4). Therefore,∫
h(x1, . . . , xt) · (xt+1 − xt)π′(dx) ≤ (ε+ r)‖h‖∞ (3.5)

holds for all h ∈ Cb
(
X1 × · · · × Xt;Rd

)
, where π′ := Q ◦ (V1, . . . , VT )−1. In view of the

monotone class theorem, this is equivalent to

Eπ′
[∣∣∣Eπ′[Xt+1

∣∣X1, . . . , Xt

]
− Xt

∣∣∣] ≤ ε+ r.

Hence, π′ ∈ Mε+r(µ̌
′) 6= ∅ as π′ ◦ X−1

t,i = µ′t,i for t = 1, . . . , T and i = 1, . . . , d. To
conclude the proof, notice that∫

cdπ − Pε+r(µ̌
′) ≤

∫
cdπ −

∫
cdπ′ = EQ

[
c(U1, . . . , UT )− c(V1, . . . , VT )

]
≤ L

T∑
t=1

d∑
i=1

EQ
[
|Ut,i − Vt,i|

]
≤ LTr/2,

which yields Pε(µ̌) ≤ Pε+r(µ̌
′) + LTr/2 as π ∈Mε(µ̌) is arbitrary.

Proposition 3.3.3. Assume that c has a linear growth andM(µ̌) 6= ∅.
(i) If c is u.s.c., then the map R+ 3 ε 7→ Pε(µ̌) ∈ R is non-decreasing, continuous and
concave.
(ii) If c is l.s.c., then the map R+ 3 ε 7→ Pε(µ̌) ∈ R is non-increasing, continuous and
convex.

Proof. We only show (i) here. First notice that ε 7→ Pε(µ̌) is non-decreasing by
definition. Next, let us prove the concavity. Given ε, ε′ ∈ R+ and α ∈ [0, 1], it remains
to show (1 − α)Pε(µ̌) + αPε′(µ̌) ≤ Pεα(µ̌), where εα := (1 − α)ε + αε′. This indeed
follows from the fact that (1−α)π+απ′ ∈Mεα(µ̌) for all π ∈Mε(µ̌) and π′ ∈Mε′(µ̌).
Hence the map restricted to (0,+∞) is continuous. Finally, let us show the right
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continuity at zero. For any sequence (εn)n≥1 ⊂ R+ decreasing to zero, let (πn)n≥1 be a
sequence such that πn ∈Mεn(µ̌) for n ≥ 1 and limn→∞ Pεn(µ̌) = limn→∞

∫
cdπn. We

have

lim
R→∞

sup
n≥1

πn

((
R \ [−R,R]

)Td) ≤ lim
R→∞

Td

(
sup

t≤T,i≤d
µt,i
(
R \ [−R,R]

))
= 0,

which shows that (πn)n≥1 is tight and hence, by Prokhorov’s theorem, admits a weakly
convergent subsequence (πnk)k≥1. As the marginals are fixed and have finite first
moments, we see that the convergence holds in W1 and that the limit π ∈M(µ̌). This
implies, thanks to our assumptions on c, that

lim
n→∞

Pεn(µ̌) = lim
k→∞

Pεnk (µ̌) ≤ P(µ̌).

Combined with the obvious reverse inequality this yields the right continuity at zero.

Proof of Theorem 3.3.1. (i) It suffices to deal with the maximization problem. First,
by Proposition 3.3.2, we have ∅ 6=Mrn(µ̌n) ⊂Mεn(µ̌n) and further

P(µ̌) ≤ Prn(µ̌n) + LTrn/2 ≤ Pεn(µ̌n) + LTεn/2,

where L denotes the Lipschitz constant of c. Repeating the above reasoning but
interchanging µ̌ and µ̌n, we obtain Pεn(µ̌n) ≤ P2εn(µ̌) + LTεn/2, which yields finally

−LTεn/2 ≤ Pεn(µ̌n)− P(µ̌) ≤
(
P2εn(µ̌)− P(µ̌)

)
+ LTεn/2.

This result then follows by Proposition 3.3.3.
(ii) Arguments in the proof of Proposition 3.3.3 above show thatMεn(µ̌n) is compact.
Combined with the Lipschitz continuity of c, this yields the existence of πn. To show
tightness of (πn)n≥1, let ε > 0 and observe that rn → 0 implies that µnt,i → µt,i in W1

for all t ≤ T , i ≤ d and hence there exists N such that for every n ≥ N ,

πn

((
R \ [−R,R]

)Td) ≤ ∑
t≤T,i≤d

µnt,i
(
R \ [−R,R]

)
≤

∑
t≤T,i≤d

µt,i
(
R \ [−R + 1, R− 1]

)
+ ε/2.

Hence, we can take Rε large enough so that

sup
n≥1

πn

((
R \ [−Rε, Rε]

)Td) ≤ ε.

Thus (πn)n≥1 is tight and hence, by Prokhorov’s theorem, admits a weakly convergent
subsequence (πnk)k≥1 with a limit denoted by π. Further, again since rn → 0, the first
moments converge so that πn → π in W1. Using the alternative definition (3.5) and
the dominated convergence theorem, we see that π ∈M(µ̌).

The above discussion and Theorem 3.3.1 rely on having a sequence of discrete
measures µ̌n =

(
µ̌nt,i
)
converging to µ̌. As each µt,i is a probability measure on R, its

discretisation is a well studied subject. For the sake of simplicity, we write µ ≡ µt,i in



84 CHAPTER 3. MULTI-MARTINGALE OPTIMAL TRANSPORT

the rest of this section. Suppose first that µ is given via its density or its CDF, or an
equivalent functional representation. We could then follow the abstract approach in
[104, Section 3.1], noting that for d = 1 the first step (Truncation) can be simplified to
take µR(dx) := 1BR(x)µ(dx)/µ[BR], where BR = [−R,R].

However, more explicit methods are possible. One such discretisation was proposed
in [68] and corresponds to taking µn supported on {k/n}k∈Z:

µn
({

k

n

})
:=

∫
[(k−1)/n,(k+1)/n)

(1− |nx− k|)µ(dx), k ∈ Z. (3.6)

The construction has a natural interpretation in the potential-theoretic language, see
[48], namely µn is the probability measure whose potential agrees with that of µ on
{k/n}k∈Z and is linear otherwise. This implies, in particular, that the discretisation
preserves the convex order: if µ �cx ν then µn �cx νn. Note also that for any measurable
function f : R→ R, it holds∫

R
f(x)µn(dx) =

∫
R
fn(x)µ(dx),

where fn(x) := (1+bnxc−nx)f (bnxc/n)+(nx−bnxc)f ((1 + bnxc)/n). One has thus
by the dual formulation thatW1(µn, µ) ≤ 1/n. Further, a straightforward computation
yields ∫

[(k−1)/n,(k+1)/n)

(1− |nx− k|)µ(dx)

= n

∫
R

((
x− k − 1

n

)+

+

(
x− k + 1

n

)+

− 2

(
x− k

n

)+
)
µ(dx)

= n

(
Cµ

(
k − 1

n

)
+ Cµ

(
k + 1

n

)
− 2Cµ

(
k

n

))
,

where Cµ(K) =
∫
R(x−K)+µ(dx) are the call prices encoded by µ. We note that other

discretisations, similar in spirit to (3.6) but distinct, are possible, see for example the
U -quantisation in [12].

The above discussion assumed we knew µ through its density or distribution function,
or similar. If instead we are able to simulate i.i.d. random variables (ξi) from µ then it
is natural to approximate µ using the empirical measures µ̂n = 1

n

∑n
k=1 δξi constructed

from the samples. The distanceW1(µ̂n, µ) can be bounded relying on the results of [90],
we refer to [104] for the details. We note that such approximations may not preserve
the convex order. In light of Theorem 3.3.1, this is not an issue for our methods but
one may further consider W1-projections onto couples which are in convex order, see
[6] for details.

Finally, let us comment on the issue of convergence rates in Theorem 3.3.1. For
d = 1 and T = 2 such rates were obtained in [104] but, at present, remain open in
greater generality. To obtain an estimation of the convergence rate, we need not only to
know the continuity of µ̌ 7→ P (µ̌) – this has been settled for d = 1 recently but remains
open otherwise, see [10, 192] – but also the differentiability (Lipschitz continuity) of
µ̌ 7→ P (µ̌), see [104]. Nevertheless, we hope this may be achievable in the future and it
is one of the reasons to consider the LP approach.
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3.3.2 The dual problem - a neural network approach

We develop now a computational approach to the MMOT problem (3.1) based on a
neural network implementation of the dual formulation (3.3). The basic idea, following
the work of [77] for the MOT problem, is to restrict ϕt,i, ht,i to neural network functions
instead of arbitrary L1 or L0 functions. Without loss of generality, we restrict the
discussion to the problem P = D.

Formally, we define

H :=
{
h ∈ L0(X ) : ∃(ϕt,i, ht,i) ∈ D s.t. for all x ∈ X

h(x) =
T∑
t=1

d∑
i=1

ϕt,i(xt,i) +
T−1∑
t=1

d∑
i=1

ht,i(x1, ..., xt)(xt+1,i − xt,i).
}

Note that, for brevity, h now denotes the combined payoff from dual elements (ϕt,i, ht,i).
For an arbitrary µ0 ∈M(µ̌) one can rewrite

D(µ̌) = inf
h∈H:h≥c

∫
h dµ0,

where the value D(µ̌) clearly does not depend on the choice of µ0. We denote by Nl,k,m

the set of feed-forward neural network functions mapping Rk into R, with l layers and
hidden dimension m. More precisely, we fix an activation function ψ : R → R and
define

Nl,k,m = {f : Rk → R : There exist affine transformations A0, ..., Al such that
f(x) = Al ◦ ψ ◦ Al−1 ◦ ... ◦ ψ ◦ A0(x)}

whereby the index m specifies that A0 maps from Rk to Rm, A1, ..., Al−1 map from Rm

to Rm and Al maps from Rm to R. The evaluation of ψ(x) for x ∈ Rd (for some d ∈ N)
is understood point-wise, i.e. ψ(x) = (ψ(x1), ..., ψ(xd)).

Fix l ∈ N and define Dm ⊂ D as the set of functions (ϕt,i, ht,i) with ϕt,i ∈ Nl,1,m

and ht,i ∈ Nl,d·t,m. Similarly, Hm ⊆ H is defined by

Hm :=
{
h ∈ L0(X ) : ∃(ϕt,i, ht,i) ∈ Dm s.t. for all x ∈ X

h(x) =
T∑
t=1

d∑
i=1

ϕt,i(xi,t) +
T−1∑
t=1

d∑
i=1

ht,i(x1, ..., xt)(xt+1,i − xt,i)
}

which leads to the problem

D
m

(µ̌) := inf
h∈Hm:h≥c

∫
h dµ0.

Aside from the point-wise inequality constraint h ≥ c, the problem D
m

(µ̌) fits into
the standard framework of optimization problems for neural networks. This leads us
to consider penalizing the inequality constraint. To do so, choose a penalty function
β : R → R+ which is strictly increasing, convex and differentiable on (0,∞) with
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β(x)
x
→ ∞ for x → ∞. Define βγ : R → R+ by βγ(x) := 1

γ
β(γx). Further, choose a

measure θ ∈ P(X ). The penalized problem which can be solved numerically is given by

D
m

θ,γ(µ̌) := inf
h∈Hm

∫
h dµ0 +

∫
βγ(c− h) dθ.

It follows from Theorem 3.2.1 and [77, Lemma 3.3. and Proposition 3.7] that this
problem approximates D(µ̌) in the following sense:

Theorem 3.3.4. Assume that c is continuous and all marginals µt,i are compactly
supported: µt,i([−M,M ]) = 1 for some M > 0 and all 1 ≤ t ≤ T , 1 ≤ i ≤ d. For the
neural networks, the activation function is continuous, nondecreasing, bounded and
nonconstant, and there is at least one hidden layer. Consider D

m
(µ̌) as defined above

but with the inequality constraint restricted to [−M,M ]T×d. Then

D
m

(µ̌)→ D(µ̌) for m→∞ (3.7)

and if the support of θ is equal to [−M,M ]T×d then also

D
m

θ,γ(µ̌)→ D
m

(µ̌) for γ →∞. (3.8)

Remark 3.3.5. The penalization of the inequality constraint has the added benefit
that it introduces a functional relation between dual and primal optimizers. Thus in
practice, one can easily obtain approximate primal optimizers from the obtained neural
network solutions. Formally, the problem

Dθ,γ(µ̌) := inf
h∈H

∫
h dµ0 +

∫
βγ(c− h) dθ

has a primal problem of the form

Pθ,γ(µ̌) = sup
π∈M(µ̌)

∫
c dπ −

∫
β∗γ

(dπ
dθ

)
dθ.

Here, β∗γ is the convex conjugate of βγ and the Radon-Nikodym derivative dπ
dθ

is
understood to be infinite if π is not absolutely continuous with respect to θ. Then
under the assumptions of Theorem 3.3.4, any optimizer ĥγ of Dθ,γ(µ̌) yields an optimizer
π̂γ of Pθ,γ(µ̌) via

dπ̂γ
dθ

= β′γ(c− ĥγ), (3.9)

see also [77, Theorem 2.2]. It further holds Pθ,γ(µ̌) ≤
∫
c dπ̂γ − β∗γ(1) ≤ P(µ̌)− β∗γ(1)

and hence
∫
c dπ̂γ converges to P(µ̌) for γ →∞ whenever limγ→∞ Pθ,γ(µ̌) = P(µ̌) holds.

The latter convergence, and particularly the correct conditions on θ, is an open problem
even for MOT, see also [61, Theorem 5.5].
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3.3.3 The case of finitely many quoted call options

So far we have assumed that market specified the risk-neutral distributions of each
asset at the given maturities. Equivalently, we assumed that the set of traded strikes at
these maturities was dense in R. This allows us to use the language of measures and of
optimal transportation but is a simplifying assumption: in practice only finitely many
call options are liquidly traded. Observe that our numerical methods can easily address
this point: in the NN method we simply restrict ϕt,i in Dm to linear combinations of
the traded call options, see Section 3.4.4 below. Likewise, in the LP implementation,
we consider discrete measures supported on the traded strikes, in analogy to (3.6).
Moreover, we can establish convergence of the problems with finitely many constraints
to the MMOT problem as the number of strikes increases.

To this end fix µ ∈ P(R) with support bounds −∞ ≤ aµ < bµ ≤ ∞. Let
Kn :=

{
aµ < Kn

1 < . . . < Kn
mn < bµ

}
be the set of strikes and Cn :=

{
Cn
i := Cµ(Kn

i ) :

1 ≤ i ≤ mn

}
be the collection of the corresponding prices of call options. Naturally, we

assume that this discrete set of strikes gets asymptotically dense in the following sense:

Assumption 3.3.6. As n→∞, one has

∆Kn := max
2≤i≤mn

(
Kn
i −Kn

i−1

)
−→ 0, Kn

1 → aµ and Kn
mn → bµ.

The following result, together with Proposition 3.3.2, establishes sufficient conditions
for the MMOT problems for measures µ̌n matching only finitely many call prices from
µ̌ to converge to the MMOT problem for µ̌.

Proposition 3.3.7. Let Assumption 3.3.6 hold. Then, for any sequence (µn)n≥1

satisfying∫
xµn(dx) =

∫
xµ(dx) ≡ λ and Cµn(Kn

i ) = Cµ(Kn
i ), for i = 1, . . . ,mn, (3.10)

we have
1

2
W1(µn, µ) ≤ ∆Kn +Kn

1 − λ+ Cµ(Kn
1 ) + Cµ(Kn

mn)

and, in particular, W1(µ, µn)→ 0 as n→∞.

Proof. Note thatK → Cµ(K) is 1-Lipschitz continuous and decreasing with Cµ(K)→ 0
as K → bµ and Cµ(K) ≥ λ −K with Cµ(K) + K → λ as K → aµ. Fix n ≥ 1. We
claim that

|Cµn(K)− Cµ(K)| ≤ ∆Kn, for all K ∈ [Kn
1 , K

n
mn ]. (3.11)

Indeed, for each K ∈ [Kn
i , K

n
i+1] with some i, one has by definition

Cµn(K)− Cµ(K) ≤ Cµn(Kn
i )− Cµ(Kn

i+1) = Cµ(Kn
i )− Cµ(Kn

i+1) ≤ ∆Kn.

Similarly one has Cµ(K)− Cµn(K) ≤ ∆Kn and thus (3.11) holds.
Consider first the particular case when supp(µ)∪ supp(µn) ⊂ [Kn

1 , K
n
mn ]. Let νn be

the measure supported inside [Kn
1 , K

n
mn ] with call prices defined via

Cνn(K) = Cµ(K) ∨ Cµn(K), K ∈ R.
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Note that µ �cx νn, µn �cx νn and Cνn(K) = Cµ(K) = Cµn(K) for K ∈Kn. Consider
a probability space (Ω,F,P) supporting a standard Brownian motion (Bt). We can
use any standard Skorokhod embedding, e.g., the Chacon-Walsh embedding, see [147],
to find stopping times τ ≤ ρ such that Bτ ∼ µ, Bρ ∼ νn and (Bt∧ρ : t ≥ 0) is
uniformly integrable. The latter property implies in particular that if K ∈ [Kn

i , K
n
i+1]

then, conditionally on {Bτ = K}, we have Bρ ∈ [Kn
i , K

n
i+1]. Put differently, we

have |Bτ − Bρ| ≤ ∆Kn and, in particular, W1(µ, ν
n) ≤ ∆Kn. Likewise, we obtain

W1(µn, νn) ≤ ∆Kn and, in conclusion, W1(µ, µn) ≤ 2∆Kn.
For the case of general supports we introduce auxiliary measures. Let Z and Zn

be random variables distributed according to µ and µn respectively. Denote by µ̃ and
µ̃n the laws of Z̃ := Kn

mn ∧ (Kn
1 ∨ Z) and Z̃n := Kn

mn ∧ (Kn
1 ∨ Zn). Note that, for

K ∈ [Kn
1 , K

n
mn ],

Cµ̃(K) =

∫ ∞
K

(x ∧Kn
mn −K)µ(dx) = Cµ(K)− Cµ(Kn

mn),

with an analogue expression for Cµ̃n . Further, Cµ̃(K) = Cµ̃n(K) for all K /∈ [Kn
1 , K

n
m1

].
In particular,

Cµ̃(Kn
1 ) = E[Z̃] = Cµ(Kn

1 )− Cµ(Kn
mn) = Cµn(Kn

1 )− Cµn(Kn
mn) = E[Z̃n].

It follows that (3.10) hold for µ̃ and µ̃n and, by the above,W1(µ̃, µ̃n) ≤ 2∆Kn. Finally,

W1(µ̃, µ) ≤ E[(Kn
1 − Z)+] + E[(Z −Kn

mn)+] = Kn
1 − E[Z] + Cµ(Kn

1 ) + Cµ(Kn
mn),

with the same bound valid forW1(µ̃n, µn) by (3.10). The result follows by the triangular
inequality.

3.4 Numerical examples

We turn now to numerical results. We implement both methodologies presented above:
the LP approach of Section 3.3.1 and the NN approach of Section 3.3.2. Our first aim
is to showcase that both methods are reliable. This is achieved via a comprehensive
testing of their performance on a range of examples. In the process, we also discuss
the respective advantages and drawbacks of the two methods. Our second aim is to
illustrate the capacity of the MMOT approach to capture and quantify, in a fully
non-parametric way, the influence of market inputs on a given pricing and hedging
problem. This is achieved by showing how adding additional information sharpens the
bounds by reducing P− P, the relative range of no arbitrage prices.1

Throughout the examples we mostly work with d = 2 but also consider d = 3. We
are interested in comparing results when we vary the number of maturities, or time
points, T . To enable such a comparison, we mostly consider cost functions that only
depend on the final time point. More precisely, we focus mostly on:

c(x) := |xT,1 − xT,2|p (spread option)
1Python code to reproduce the examples, based on TensorFlow for the neural network implementation

and Gurobi for the linear programs, can be found at https://github.com/stephaneckstein/superhedging/
tree/master/Examples/MMOT .

https://github.com/stephaneckstein/superhedging/tree/master/Examples/MMOT
https://github.com/stephaneckstein/superhedging/tree/master/Examples/MMOT
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Spread Option
t 1 2 3 4

xt,1 1 1.6 2.5 3

xt,2 1 1.5 1.6 2

Basket Option
t 1 2 3 4

xt,1 1 1.75 2 3

xt,2 2 2.1 2.3 3

Table 3.1: Details for the marginal distributions in Section 3.4.1. Each marginal distribution
µt,i is uniform on the interval [−xt,i, xt,i]. In the examples, in case T = 1, only the information
at t = 4 is used. If T = 2, the time steps t = 1, 4 are used. And for T = 4, all time steps are
included.

c(x) := (xT,1 + xT,2 −K)+. (basket option)

We first assume knowledge of only the marginal distributions at the final time point
and compute the highest and lowest possible prices for a cost function c under these
marginal constraints. These correspond to the optimal transport bounds OT,OT in
(3.2). Then we additionally assume that marginals at earlier time steps are known. The
knowledge of marginal distributions at earlier time steps, combined with the martingale
condition, further constrains the possible joint distributions at the final time point. We
can then study the degree to which this narrows the price bounds.

3.4.1 Uniform marginals

We first consider a simple example where all occurring marginal distributions are
uniform, see Table 3.1. For both spread and basket option, Table 3.2 compares
the two numerical approaches introduced in Sections 3.3.1 and 3.3.2. For the linear
programming method, we discretize as shown in Appendix 3.5. For the neural network
implementation, we use the network architecture described in [77, Section 4].

First, in Table 3.2, we consider marginal distribution constraints at two maturities
and then, in Table 3.3, extend it to four maturities. For the latter, only the numerical
values obtained by the neural network implementation are reported, as the discretized
LP problem is too large to solve in the case of four time steps2. Finally, Figures 3.2
and 3.3 show how the numerically optimal couplings between the two assets at the final
time point change with the inclusion of more information from previous time steps.

In Table 3.2 we observe that in the simple examples considered, the two numerical
approaches agree in most of the cases. In some cases, like for the spread option (p = 2)
and the problem P, there are slight differences between the optimal value obtained
by the neural network implementation (8.254) and the linear programming approach
(8.273). For the neural network implementation, we believe the biggest source of
numerical error arises from the penalization of the inequality constraint in the dual
formulation. Since the penalization decreases the upper bound (i.e., Dmθ,γ ≤ D

m, see [77,
Theorem 2.2] and note that for the quadratic penalization used here, it holds β(0) = 0)
and increases the lower bound, the reported bounds by the neural network method

2We note that there are heuristics which allow LP methods to tackle such problems, a prime example being
the cutting plane method used by [111]. However, these correspond to a significantly different approach than
pursued in Section 3.3.1 and introduce qualitatively new types of errors. We do not employe these methods as
it would make a comprehensive study of numerics even harder.
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Table 3.2: Comparison of the optimal values obtained using different numerical approaches

MMOT OT MMOT OT

LP NN LP NN LP NN LP NN

p

Spread Option

1/2 1.578 1.577 1.578 1.577 0.383 0.396 0.383 0.391
1 2.500 2.500 2.500 2.500 0.500 0.501 0.500 0.500
2 8.273 8.254 8.338 8.337 0.401 0.416 0.335 0.335
3 31.16 31.24 31.29 31.25 0.301 0.321 0.253 0.253

K

Basket Option

−1 2.042 2.041 2.042 2.041 1.000 1.000 1.000 1.000
0 1.500 1.500 1.500 1.500 0.250 0.260 0.000 0.025
1 1.042 1.041 1.042 1.041 0.000 0.006 0.000 0.000
2 0.667 0.667 0.667 0.667 0.000 0.000 0.000 0.000

Optimal values for the example in Section 3.4.1 example and the case T = 2. For the linear
programming (LP) method, marginals are discretized in convex order using the method in
Appendix 3.5. The penalty function for the neural network implementation is βγ(x) = γ · x2

+

where γ is set to 2500 times the number of time steps in the optimization problem.

are likely slightly more narrow than the true analytical bounds. By choosing γ large
enough this effect can be minimized.3 For the linear programming method, one cannot
make a similar estimation for whether the obtained numerical bounds are narrower
or wider than the true bounds. The main (and in this example only) approximation
error for the linear programming implementation arises from discretization, which in
priniciple can both increase or decrease optimal values. We comment further on the
monotonicity of the approximations below.

By observing values by both the LP and NN method, one can obtain greater trust
in the obtained values, whenever they coincide. The reason is that both computational
methods have entirely different sources of error, and hence whenever the obtained
numerical values (almost) agree, it suggests that both errors are in fact small, since
it is unlikely that the different error sources should produce the same incorrect value
instead. Nevertheless, in cases where the two methods do not agree, the question
arises how to obtain more certainty about the true value. For the LP method, simply
observing the evolution of values in the parameter n can give a clearer picture. The
same is true for the NN method with the parameter γ. Further, since the NN method
is based on a stochastic algorithm, running the optimization several times can give

3By doing so, one must consider the numerical stability of the resulting problem. If γ is too large, gradients
explode and the numerical optimization procedure will not find the true optimizer, which leads to a different
kind of numerical error. For the problems considered, γ was gradually increased (while simultaneously
increasing the batch size in the numerical implementation for stability) so that no further change in optimal
values could be observed.



3.4. NUMERICAL EXAMPLES 91

Figure 3.1: Numerical convergence analysis for the case of a spread option and p = 2 from
Table 3.2

The blue line shows how the numerical values obtained by the LP method depend on the
discretisation parameter n, see Appendix 3.5. The green line shows the analogue for the NN
method, and the penalization parameter γ. Since the numerical method in the NN case is
based on stochastic gradient descent, the final values can vary. The green error bands indicate
the standard deviation of the obtained numerical values across 10 different sample runs. The
higher the penalization parameter γ is chosen, the more the final values vary.

better indicators of the true value. We performed such an analysis in Figure 3.1 for
the aforementioned case of the spread option (p = 2). We observe two patterns in
Figure 3.1. First, n 7→ MMOT(µ̌n) is decreasing, and γ 7→ MMOTθ,γ(µ̌) is increasing.
The latter is easily derived from the definition, as mentioned above. For the mapping
n 7→ MMOT(µ̌n), two effects are at work. First, the marginal distributions simply
change and so the optimal value also changes. Intuitively, this first effect can be seen
as the one which determines the nature of the mapping n 7→ OT(µ̌n), and it has no
monotonicity. The second effect is the effect of the martingale constraint. The (relaxed)
martingale constraint is a constraint involving each element of the support and it
becomes more restrictive as more support points are added. Further, the more points
we add the closer we approximate the target marginals and hence the less slack we allow
from the martingale property. Together, these effects, in our experience, dominate and
explain the decreasing nature of the mapping n 7→ MMOT(µ̌n).

Having built confidence in the numerical precision of our methods, we now turn
to examining how they capture and price the effect of using additional information.
Recall that Table 3.1 summarises the marginal distribution information available in the
context of the simple example studied in this section. Table 3.3 shows the difference in
numerical bounds from working with marginal distributions at 1, 2, or 4 maturities.
We see that for both the spread and the basket option, significantly narrower bounds
are obtained with each additional piece of information. The absolute bounds are still
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Table 3.3: Improvement of bounds with information from additional maturities

OT MMOT OT MMOT

T 1 2 4 1 2 4

Spread Option
(p = 2)

8.337 8.254 7.920 0.335 0.416 0.776

Basket Option
(K = 0)

1.500 1.500 1.501 0.025 0.260 0.345

Numerically optimal values for the example in Section 3.4.1 obtained by the NN implementation.
The penalization uses βγ(x) = γ · x2

+ where γ is set to 2500 times the number of time steps in
the optimization problem.

Figure 3.2: Spread Option (p = 2). Numerically optimal couplings at the final time point
obtained using the NN approach.

Maximizer, T = 1 Maximizer, T = 2 Maximizer, T = 4

Minimizer, T = 1 Minimizer, T = 2 Minimizer, T = 4
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Figure 3.3: Basket Option (K = 0). Numerically optimal couplings at final time point
obtained using the NN approach.

Maximizer, T = 1 Maximizer, T = 2 Maximizer, T = 4

Minimizer, T = 1 Minimizer, T = 2 Minimizer, T = 4

quite wide even with four time steps of information used: (0.78, 7.92) for the spread
and (0.35, 1.50) for the basket option. This suggests that applicability of the obtained
bounds as a pricing tool will be case-dependent. However, in all cases, it is the relative
comparison of how the bounds behave across assets and when additional information is
added which is informative. It gives quantitative insight into dependence and structural
implications of pricing information across assets and maturities. To narrow bounds
further we would need to include modelling assumption or significantly constraining
new information, cf. [111, 132]. We note that in the case of the upper bound for the
basket option the additional information did not change the bound indicating the
additional information is not relevant for this upper no-arbitrage price. We believe
it is a strength of the methodology we present here to be able to pick up also such
cases. In this particular case, the reasons can be understood analytically. Indeed, let
us focus on the case K = 0 in Table 3.3 but similar comments apply to other strikes
in Table 3.2, as well as to results presented in Table 3.4 in the next section. Using
(x+ y)+ ≤ x+ + y+ we have

MMOT(µ̌) = sup
π∈M(µ̌)

∫
(xT,1 + xT,2)+ dπ ≤

∫
xT,1dµT,1 +

∫
xT,2dµT,2

and this upper bound is independent of π and is attained by any π ∈M(µ̌) for which
xT,1 and xT,2 have the same sign π-a.s. This is a weak requirement and is typically
attained by many couplings4, as seen in Figure 3.3 below.

4Nevertheless we may come up with marginals for which this is not true. It we consider T = 2 and marginals
as in Table 3.1 but we change µ1,2 to be uniform on [−3, 3] this forces the second asset to be constant through
time and decreases the upper bound from 1.5 to 1.3799.
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Figure 3.4: Numerically optimal couplings at the final time point using the LP approach for
T = 2.

Maximizer Spread (p = 2) Minimizer Spread (p = 2)

Maximizer Basket (K = 0) Minimizer Basket (K = 0)
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Figures 3.2 and 3.3 showcase the joint distribution between the first asset (x-axis)
and the second asset (y-axis) at the final time point. These are obtained using the
NN approach via (3.9). As expected, for the cases T = 2 the depicted optimizers look
very similar to the ones obtained by linear programming displayed in Figure 3.4. The
most notable characteristic of the observed optimizers is that in most cases (again,
except for the supremum problem of the basket option), the optimal couplings become
smoother when more time steps are involved. This is an interesting feature: where the
OT problem returns a deterministic (Monge) coupling, when we add the martingale
constraint the Monge coupling is not feasible but the optimizers are still concentrated
on lower dimensional sets, see [100]. When we add further time points it adds more
constraints and the models become less and less singular, i.e., having a more diffused
support.

3.4.2 Lognormal marginals

We turn now to distributions more representative of real market conditions. Specifically,
instead of uniform marginals we consider lognormal ones. As before, we consider two
assets and, in this case, three distinct maturities. The way the marginal distributions
are set up is that both assets have the same distributions at time points 1 and 3, but at
time 2, the marginals vary. In particular, the marginal distributions imply that the first
asset accumulates most of its volatility between time points 2 and 3, while the second
asset accumulates most if its volatility between time points 1 and 2. More precisely,
we set µt,i ∼ exp(σt,iX − σ2

t,i/2), where X follows a standard normal distribution and
σ1,1 = σ1,2 = 0.1, σ3,1 = σ3,2 = 0.2, σ2,1 = 0.11, σ2,2 = 0.19.

We first calculate price bounds using only marginal information and trading between
the first and third time points. Then, we include the intermediate maturity (the second
time point) as well. This brings the additional marginal information which implies
the asymmetry in the way the two assets accumulate their volatility as well as the
ability to re-balance the hedging position at the intermediate time point. For the
implementation, the neural network method remains unchanged compared to Section
3.4.1, just larger batch size is used to cope with the added difficulty of unbounded
support of the marginals. For the LP method, we now use discretisation as described
in [6, Equation (6.5)].5

Table 3.4 reports the resulting values. We see that the bounds tighten significantly
with the addition of the intermediate maturity information and hedging, highlighting
the capacity of our methods to capture and quantify the benefit of such additional
information for pricing problems. The only example is given by the upper bound for
the basket option, which was expected as explained in Section 3.4.1. Despite the added
difficulty of the non-compactly supported marginals, as compared to Section 3.4.1, the
LP and NN methods still produce very similar values in all cases. Most importantly,
the effect of the improved bounds by including the additional time point is clearly more
significant than the differences between the numerical values, and hence the qualitative
message one can derive from this example is robust with respect to the numerical
method used.

5To be precise, for the cases T = 2, 3, the neural network implementation uses batch size 213, 215, while the
LP method uses n = 39, 11 support points for each marginal.
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Table 3.4: Improvement of bounds for the lognormal marginals

MMOT
T = 2

MMOT
T = 3

MMOT
T = 2

MMOT
T = 3

LP NN LP NN LP NN LP NN

Spread Option (p = 2)
0.1587 0.1625 0.1320 0.1359 0.0000 0.0010 0.0244 0.0269

Basket Option (at the money, K = 2)
0.1593 0.1593 0.1585 0.1593 0.0192 0.0191 0.0397 0.0423

Numerically optimal values for Section 3.4.2 lognormal example obtained using the linear
programming (LP) and neural network (NN) implementations. The case T = 2 uses only
the marginal information at the first and the last time point, while for the case T = 3 the
marginal distributions at an intermediate maturity are also given along with the ability to
rebalance the hedging positions.

3.4.3 A test of accuracy: comparison to theoretical values

In this section we consider a sanity check example where we can compare the numerical
values to theoretical ones. Since generally, it is very difficult to obtain theoretical
values for MMOT problems, we must refer to a structurally simple problem. To this
end, consider uniform marginals: µ1,i = U([−1, 1]) and µ2,i = U([−2, 2]) for i = 1, ..., d,
and a cost function c(x) :=

∑d
i=1

∑d
j=1 ci,jx2,ix2,j for some ci,j ≥ 0 chosen randomly in

the interval [0, 1]. An optimizer for this problem is characterized by the comonotone
coupling among the dimensions at the final time step. The associated value can
thus be computed to an arbitrary precision by sampling. Nevertheless, this analytical
simplicity does not imply that the example is particularly easy to solve numerically. The
singular nature of the optimizers is a feature which presents a challenge for numerical
convergence.

Table 3.5 showcases the accuracy of the numerical methods in this example.6 Overall,
especially for d = 2, 3, the relative errors are quite small, below 1% relative error (in
absolute terms, depending on the random cost functions, the true optimal values were
typically around 3 to 10). For the LP method, higher error values are expected for
increasing d, since fewer support points for the discretisation in each dimension can
be used. The reason is that the total number of variables in the LP is limited due
to working memory, and given by

∏2
t=1

∏d
i=1 nt,i where nt,i is the number of support

points of the discretised approximation of µt,i. A priori, the NN method does not have
this drawback. The error for the NN method is governed by the term

∫
β∗γ(

dπ
dθ

) dθ,
where π is an optimal coupling and θ the measure chosen for penalization. In particular
when any optimizer π is highly singular with respect to θ, as in this example, this error

6For the LP method, the discretisation method from Appendix 3.5 is used with n = 18, 4, 2 for d = 2, 3, 4
respectively. For the NN method, the penalization θ is taken as the product measure of the marginals and
γ = 5000 · d. For the implementation, feed-forward neural networks with 5 layers and hidden dimension 32 are
used, and for training we employed the Adam optimizer with β1 = 0.99, β2 = 0.995 and batch size 211, 213, 215

for d = 2, 3, 4.
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Table 3.5: Relative error of the numerical methods

Dimension d 2 3 4

LP 0.04% 0.78% 3.12%

NN 0.08% 0.61% 2.05%

Average relative error over 100 sample runs with varying cost functions is showcased for
Example 3.4.3.

term can increase sharply with increasing dimension as well. While theoretically, this
can be overcome by increasing γ, the error of the numerical method has to be taken
into account as well, see also Figure 3.1.

3.4.4 Real-world application: foreign exchange data

We close the examples section with an example using FX data. We work with option
data on three currency pairs, X1 = GBPUSD, X2 = EURUSD, X3 = EURGBP. The
data was collected from a Bloomberg terminal on the 28 January 2019 for three tenors:
1y, 1.5y and 2 years out. We converted7 prices from FX specific convention to the strike
convention used here and also converted put prices into call prices using the put-call
parity, see Figure 3.5. Given the prevailing low interest rates and the illustrative nature
of the example, we assumed all domestic and foreign interest rates are equal so no
discounting was needed. We denote the prices of the three assets by Xt,i, where t = 0
is the current exchange rate on 28/01/19 and t = 1, 2, 3 corresponds to the three tenors
above. To test our methodology, we study a synthetic spread process between two
USD denominated exchange rates: (Xt,1 − X0,1

X0,2
Xt,2)t=1,2,3. In particular we calculate

the range of arbitrage free prices for an Asian call option on this spread process over
the time points t = 1, 2, 3, i.e., we consider the payoff

c(X) =

(
1

3

3∑
t=1

Xt,1 −
X0,1

X0,2

Xt,2

)+

. (3.12)

We employ the NN methodology to compute the optimal values. In practice, we
modify slightly the formulation of Dm in Section 3.3.2. Instead of estimating the
risk-neutral marginal distributions from the call/put prices and considering all static
position ϕt,i ∈ Nl,1,m, we directly consider ϕt,i which are linear combinations of traded
call options. Figure 3.6 displays the range of no-arbitrage prices under two different
information structures: without and with the option prices for the third currency pair.
We expect that the EURGBP prices, X3 = Xt,2/Xt,1, capture important information
about the correlation structure between X1 and X2 which should be material for pricing
of our Asian option even if X3 is not explicitly present in its payoff. This is indeed true
as seen from the price tightening in Figure 3.6 between the upper and the lower bars.

7We are grateful to the Oxford-Man Institute for access to Bloomberg terminals and to Shen Wang for his
help with the data conversion.
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Figure 3.5: Foreign exchange option data on three different currency pairs. Date of retrieval
for the prices is January 28, 2019.

The table showcases data for call option prices for three different currency pairs. Further, initial
values at time point 0 are given by GBPUSD = 1.32, EURUSD = 1.14, EURGBP = 1.15.
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Figure 3.6: Price intervals for an Asian call option written on the spread process between
GBPUSD and EURUSD.

Numerically computed ranges of arbitrage free prices for the Asian option with payoff in
(3.12). For the red lines, all models (without martingale assumption), or equivalently without
dynamic trading are considered. For the blue lines, only martingale models are considered.
For the bottom lines, additional trading in call options written on Xt,3 = Xt,2/Xt,1 is allowed.

In particular, we see that the upper bound shrinks by nearly 50% when the additional
information is included. Furthermore, for both scenarios, we consider also the impact
of the ability to hedge dynamically in the assets as compared to only taking static
positions in the options. Again, this leads to a tightening of the bounds, albeit less
pronounced. We believe that this example showcases the capacity of our methodology
to capture, in a fully non-parametric but quantitative manner, the importance of
market information for a given pricing problem. Naturally, its full potential should be
explored on a much larger and more comprehensive range of market data/problems.
This is left for future research.

3.5 Discretization

This section shows a sample discretization and formulation of an MMOT problem as
an LP. We take the case T = 2 for the spread option from Table 3.1. Recall that
µ1,1 = µ1,2 = U

(
[−1, 1]

)
, µ2,1 = U

(
[−3, 3]

)
and µ2,2 = U

(
[−2, 2]

)
. Define discrete

approximating probability measures via (3.6), i.e.,

αik = µn1,i
({
k/n

})
:=

∫
[(k−1)/n,(k+1)/n)

(
1− |nk − x|

)
µ1,i(dx),

βik = µn2,i
({
k/n

})
:=

∫
[(k−1)/n,(k+1)/n)

(
1− |nk − y|

)
µ2,i(dy),

(3.13)

so that µn1,i �cx µn2,i and W1(µnt,i, µt,i) ≤ 1/n for t, i = 1, 2. Furthermore

α1
−n = α1

n = 1/4n and α1
i = 1/2n for − n+ 1 ≤ i ≤ n− 1,

α2
−n = α2

n = 1/4n and α2
j = 1/2n for − n+ 1 ≤ j ≤ n− 1,
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β1
−3n = β1

3n = 1/12n and β1
k = 1/6n for − 3n+ 1 ≤ k ≤ 3n− 1,

β2
−2n = β2

2n = 1/8n and β2
l = 1/4n for − 2n+ 1 ≤ l ≤ 2n− 1.

Then P2/n(µ̌n1 , µ̌
n
2 ) in the mentioned case of the spread option as objective is given by

the following linear program (LP):

max
(pi,j,k,l)∈RM+

n∑
i=−n

n∑
j=−n

3n∑
k=−3n

2n∑
l=−2n

pi,j,k,l|y1
k − y2

l |p

s.t.
n∑

j=−n

3n∑
k=−3n

2n∑
l=−2n

pi,j,k,l = α1
i , for i = −n, . . . , n,

n∑
i=−n

3n∑
k=−3n

2n∑
l=−2n

pi,j,k,l = α2
j , for j = −n, . . . , n,

n∑
i=−n

n∑
j=−n

2n∑
l=−2n

pi,j,k,l = β1
k , for k = −3n, . . . , 3n,

n∑
i=−n

n∑
j=−n

3n∑
k=−3n

pi,j,k,l = β2
l , for l = −2n, . . . , 2n,∣∣∣∣∣

3n∑
k=−3n

2n∑
l=−2n

(
y1
k − x1

i

)
pi,j,k,l

∣∣∣∣∣ ≤ 2/n
3n∑

k=−3n

2n∑
l=−2n

pi,j,k,l,

for i, j = −n, . . . , n,∣∣∣∣∣
3n∑

k=−3n

2n∑
l=−2n

(
y2
l − x2

j

)
pi,j,k,l

∣∣∣∣∣ ≤ 2/n
3n∑

k=−3n

2n∑
l=−2n

pi,j,k,l,

for i, j = −n, . . . , n,

where

x1
i = i/n, for i = −n, . . . , n,
x2
j = j/n, for j = −n, . . . , n,
y1
k = k/n, for k = −3n, . . . , 3n,

y2
l = l/n, for l = −2n, . . . , 2n,

and M := (2n+ 1)2(6n+ 1)(4n+ 1), N := (6n+ 1)(4n+ 1).



Chapter 4

Martingale transport with
homogeneous stock movements

4.1 Introduction

This chapter considers the multiperiod martingale optimal transport problem with a
stock process S1, . . . , ST . In addition to the usual constraints in martingale optimal
transport, this chapter adds a notion of time-homogeneity for the process S1, . . . , ST ,
made precise in Section 4.3. The reason we introduce this assumption is twofold:

(1) While the martingale optimal transport approach is very robust, for practical
purposes the obtained range of prices is often too wide, see [111, 132, 174].

(2) In martingale optimal transport, the transition probabilities of the considered
martingale models are almost entirely decoupled. For instance the transition
probabilities from period 1 to 2, and 3 to 4, can be completely different. Hence
market information which restricts the possible transitions from period 1 to 2
has practically no relevance when pricing an instrument depending only on time
points 3 and 4 (for a numerical illustration, see Section 4.5.1).

The notion of time-homogeneity of the stock process we introduce mainly aims at
putting the transition probabilities between different periods in relation and thus
improve on the issue raised in point (2). This leads to a more narrow range of possible
prices to improve on point (1).

To introduce the notion of time-homogeneity we use, let us recall homogeneous
Markov models. Intuitively speaking, a homogeneous Markov model (S1, . . . , ST )
satisfies the following two properties:

(i) The conditional distribution of St+1 given (S1, . . . , St) equals that of St+1 given
St.

(ii) The conditional distribution of St+1 given St equals that of Ss+1 given Ss.

While Markovian models in a martingale optimal transport framework have been
considered in [174], the assumption is difficult to handle both regarding duality, and
numerics, since the set of Markovian models is not convex.

To achieve the goal set out in this chapter however, only the second property (ii)
of homogeneous Markov models is required, as this is the property which couples the

101
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transition probabilities across different time periods. We hence say that a process is
homogeneous if it only satisfies property (ii), made precise in Definition 4.3.1. The
intuition that every homogeneous Markov model is homogeneous also holds rigorously,
which is established in Remark 4.3.2 alongside other properties and characterisations
of homogeneity.

Three key features of incorporating homogeneity into the martingale optimal trans-
port setting are worth pointing out: First, the homogeneous martingale optimal trans-
port problem is as numerically tractable as the martingale optimal transport problem
without time-homogeneity, in that the discretized version reduces to a linear program
and the dual formulation is well suited for various approaches, see, e.g., [77, 104, 111].
Second, the dual formulation can be interpreted in terms of trading strategies and
superhedging. And third, market frictions and relaxations of the introduced time-
homogeneity assumption can be incorporated naturally.

In the recent literature, different methods have been studied to improve on point
(1) above and hence make the martingale optimal transport approach more practicable.
In [132, 174] the authors study additional variance and Markovianity constraints on
the underlying stock process. In [106] additional information from options written on
the stock’s volatility is incorporated.

The rest of the chapter is structured as follows: In Section 4.2, we give the relevant
notation and recall basic facts about martingale optimal transport. In Section 4.3, the
notion of time-homogeneity is introduced and we state basic properties and duality for
the time-homogeneous version of the martingale optimal transport problem. In Section
4.4, extensions like market frictions, relaxed assumptions and higher dimensional
markets are discussed. Section 4.5 gives two short numerical examples. All proofs are
postponed to Section 4.6. Section 4.7 discusses the technical assumption (A) which is
made to obtain the main Theorem 4.3.3.

4.2 Notation and martingale optimal transport

S = (S1, . . . , ST ) denotes the value of a stock at time points t = 1, . . . , T , which
model an equally spaced time-grid. For simplicity, we assume no risk-free rate and no
dividends. We model the asset prices as the canonical process on RT , i.e., St(ω) = ωt
for ω ∈ RT . Here, RT is endowed with the Borel σ-algebra B(RT ) and Euclidean
norm | · |. We denote by Clin(RT ) (resp. Cb(RT )) the set of all continuous functions
f : RT → R such that |f(·)|/(1 + | · |) is bounded (resp. f is bounded) and by P(RT )
the set of all probability measures Q on B(RT ).

Let µ1, . . . , µT ∈ P(R) have finite first moments. The measures µ1, . . . , µT model
the risk-neutral marginal distributions of S1, . . . , ST inferred from option prices, see
[39, 118]. Further, fix f ∈ Clin(RT ), which defines the financial instrument f(S) to
be priced. For arbitrary Q ∈ P(RT ) and a sub-tuple I = (t1, . . . , t|I|) of (1, . . . , T ) let
QI := Q ◦ S−1

I , where SI : RT → R|I| is given by SI(ω) = (ωt1 , . . . , ωt|I|). Denote by
Qt := Q(t) the t-th marginal of Q, and

Π(µ1, . . . , µT ) := {Q ∈ P(RT ) : Qt = µt for t = 1, . . . , T},
M(µ1, . . . , µT ) := {Q ∈ Π(µ1, . . . , µT ) : EQ[St+1|S1, . . . , St] = St for all t = 1, . . . , T − 1}.
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We call Π(µ1, . . . , µT ) the set of all couplings between µ1, . . . , µT andM(µ1, . . . , µT )
the set of all martingale couplings. The martingale optimal transport problem is to find
the lowest and highest possible price of the financial instrument f(S) among models in
M(µ1, . . . , µT ): Without loss of generality, we focus on the problem to find the highest
price:

sup
Q∈M(µ1,...,µT )

EQ[f(S)] (MOT)

In contrast, the usual (multi-marginal) optimal transport problem is stated over all
couplings

sup
Q∈Π(µ1,...,µT )

EQ[f(S)]. (OT)

Both problems allow for a dual formulation, which can be interpreted in terms of
trading. For the (OT) problem, the dual formulation reads

inf
h1,...,hT∈Clin(R):∑T
t=1 ht(St)≥f(S)

T∑
t=1

∫
R
ht dµt. (OT-Dual)

Here, h1, . . . , hT are trading strategies for a single time-period, which corresponds
to trading freely into European call options. Indeed, one can restrict each ht to be
a linear combination of European call options, i.e., ht(St) =

∑N
i=1 αi(St − ki)

+ for
different strike prices k1, . . . , kN ∈ R, see [27]. For the (MOT) problem, the martingale
condition corresponds to the assumption that one can additionally trade dynamically
in the underlying, leading to

inf
h1,...,hT∈Clin(R), ϑ1∈Cb(R1),...,ϑT−1∈Cb(RT−1):∑T
t=1 ht(St)+

∑T−1
t=1 ϑt(S1,...,St) (St+1−St)≥f(S)

T∑
t=1

∫
R
ht dµt. (MOT-Dual)

Here, ϑt(S1, . . . , St) is the (positive or negative) quantity of the stock owned between
times t and t+ 1.

4.3 Homogeneous stock movements

The purpose of this section is the introduction and analysis of the notion of time-
homogeneity added to the martingale optimal transport setting, which restricts the
variability of the forward looking transitions of the martingales across time. The formal
condition is introduced in Definition 4.3.1 and illustrated in Figure 4.1. Basic properties
are stated in Remark 4.3.2, and the duality for the time-homogeneous version of the
martingale optimal transport problem is given in Theorem 4.3.3. The duality stated in
Theorem 4.3.3 is shortly discussed in Remark 4.3.4 in terms of swap contracts. Remark
4.3.5 discusses the support of the marginals and its relation to the time-homogeneity
assumption.

We first recall the following: Any π ∈ P(R2) can be disintegrated as π = π1 ⊗K
where π1 is the first marginal of π and K : R→ P(R) is a (Borel measurable) stochastic
kernel, which is π1-a.s. unique. Second, for two measures µ, ν there is a unique Lebesgue
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time

stock price

s

x Ss = x

s + τ

(Ss+τ − k)+|(Ss = x)

pricing rule: ps,τ,k(x)

t

St = x

t + τ

(St+τ − k)+|(St = x)

pricing rule: pt,τ,k(x)

Assumption: ps,τ,k(·) = pt,τ,k(·) µs ∧ µt-a.s.
(Homogeneity) for all (s, t, τ) ∈ ∆ and k ∈ R

Figure 4.1: Illustration of Definition 4.3.1(ii) and Remark 4.3.2(i). Homogeneity for
(S1, . . . , ST ) states that the forward looking option pricing rules ps,τ,k(x) and pt,τ,k(x) are
independent of the time s or t. For these pricing rules, we only condition on the information
that the stock is in state x. These option pricing rules correspond to actual prices only when
the considered models are Markovian. More generally they can be seen as average prices,
averaged over possible paths that lead to state x.

decomposition µ = µν,abs + µν,sin, where µν,abs � ν and µν,sin ⊥ ν. Note that µν,abs and
νµ,abs have the same null-sets.

The notation used in the following definition is fixed throughout the chapter.

Definition 4.3.1. Let ∆ = {(s, t, τ) ∈ {1, . . . , T}3 : s < t, t+ τ ≤ T}.
(i) For µ, ν ∈ P(R) we say that an event holds µ∧ ν-almost surely, if it holds almost

surely with respect to µν,abs, which is the absolutely continuous part of µ with
respect to ν given by Lebesgue’s decomposition theorem.1

(ii) We say that Q ∈ P(RT ) is homogeneous, if

Ks,s+τ = Kt,t+τ Qs ∧Qt-a.s. for all (s, t, τ) ∈ ∆,

where Ks,s+τ denotes the stochastic kernel given by Q(s,s+τ) = Qs ⊗Ks,s+τ .
(iii) We set

Phom(RT ) := {Q ∈ P(RT ) : Q is homogeneous},
Πhom(µ1, . . . , µT ) := Π(µ1, . . . , µT ) ∩ Phom,

Mhom(µ1, . . . , µT ) :=M(µ1, . . . , µT ) ∩ Phom.

Remark 4.3.2. The proof of the following statements is given in Section 4.6.
1This definition is consistent with the lattice minimum µ ∧ ν of the two measures µ and ν, see [7, Chapter

10.10-10.11], which is given by µ ∧ ν(A) := infB⊆A Borel µ(B) + ν(A\B) for Borel sets A. One can verify that
µν,abs is equivalent to µ ∧ ν, see also Remark 4.7.2.
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(i) For Q ∈ Π(µ1, . . . , µT ) define the pricing rule

ps,τ,k(x) :=

∫
R
(y − k)+Ks,s+τ (x, dy)

= EQ[(Ss+τ − k)+|Ss = x].

Then Q is homogeneous if and only if ps,τ,k = pt,τ,k holds µs ∧ µt-a.s. for all
(s, t, τ) ∈ ∆ and k ∈ R.

(ii) Phom(RT ) is not convex, but Πhom(µ1, . . . , µT ) andMhom(µ1, . . . , µT ) are convex
and closed.

(iii) Let PHM(RT ) be the set of measures Q ∈ P(RT ) such that the canonical process
(S1, . . . , ST ) is a homogeneous Markov chain under Q. It holds conv(PHM(RT )) ⊂
Phom(RT ), which is strict for T ≥ 3.

(iv) It holds Πhom(µ1, . . . , µT ) 6= ∅ if and only if (µ1, . . . , µT−1) dominates (µ2, . . . , µT )
in heterogeneity (see [176, Definition 3.4.]).2 We state a simplified definition
of domination in heterogeneity for convenience: Let κ := 1

T

∑T
t=1 µt, then

(µ1, . . . , µT−1) dominates (µ2, . . . , µT ) in heterogeneity if for all convex functions
ϕ : RT−1 → R it holds

∫
ϕ
(
dµ1
dκ
, . . . , dµT−1

dκ

)
dκ ≥

∫
ϕ
(
dµ2
dκ
, . . . , dµT

dκ

)
dκ. We refer

to the introduction of [176] and Chapter 9.7. of [186] for more details regarding
domination in heterogeneity.

(Mhom(µ1, . . . , µT ) 6= ∅)⇔ (Πhom(µ1, . . . , µT ) 6= ∅ ∧M(µ1, . . . , µT ) 6= ∅).

To state duality, we make the following assumption:

(A) For all (s, t) ∈ {1, . . . , T}2 there exists a finite Borel measure θs,t on R which is
equivalent to µµs,abs

t such that dθs,t

dµt
and dθs,t

dµs
are continuous and bounded.

This is satisfied in a large number of cases, for example if all marginals µ1, . . . , µt are
discrete, or if all marginals have a continuous and strictly positive Lebesgue density. In
fact, the latter generalizes to the case where µ1, . . . , µT all have a continuous and strictly
positive density with respect to any reference measure θ. Then, one can define θs,t by
dθs,t

dθ
:= min{dµt

dθ
, dµs
dθ
} and finds that dθs,t

dµt
and dθs,t

dµs
are continuous and bounded by 1.

We further note that properties (like continuity) of densities are always understood in
the sense that there exists a representative among the almost sure equivalence class
satisfying the property. For the statement of the theorem, one such representative
satisfying this property is then fixed.

Even though Assumption (A) is quite general, there are examples which do not
satisfy it, see Example 4.7.1. Necessity of this assumption is hinted at in Remark 4.7.2.

We now state the main result of the chapter.

Theorem 4.3.3. Let µ1, . . . , µT ∈ P(R) have finite first moment, and f ∈ Clin(RT ).
AssumeMhom(µ1, . . . , µT ) 6= ∅ and (A) holds. Then

max
Q∈Mhom(µ1,...,µT )

EQ[f(S)] (HMOT)

2We thank Ruodu Wang for pointing this relation out to us.
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= inf

{ T∑
t=1

∫
R
ht dµt : ht ∈ Clin(R), t ∈ {1, . . . , T},

ϑt ∈ Cb(Rt), t ∈ {1, . . . , T − 1},
gs,t,τ ∈ Cb(R2), (s, t, τ) ∈ ∆,

such that f(S) ≤
T∑
t=1

ht(St) +
T−1∑
t=1

ϑt(S1, . . . , St)
(
St+1 − St

)
+

∑
(s,t,τ)∈∆

(
gs,t,τ (Ss, Ss+τ )

dθs,t

dµs
(Ss)− gs,t,τ (St, St+τ )

dθs,t

dµt
(St)

)}

The proof of Theorem 4.3.3 is given in Section 4.6.

Remark 4.3.4. Compared to the usual martingale optimal transport, the additional
trading term arising from the homogeneity condition in the dual formulation is the sum∑

(s,t,τ)∈∆

(
gs,t,τ (Ss, Ss+τ )

dθs,t

dµs
(Ss)− gs,t,τ (St, St+τ )

dθs,t

dµt
(St)

)
.

Each individual summand can be interpreted as a swap contract which, under the
assumption of time-homogeneity, has fair price 0 from today’s point of view. In
Markovian models, the terms can even be hedged dynamically, as the homogeneous
pricing rules correspond to actual prices on the market.

To simplify, say gs,t,τ (Ss, Ss+τ ) = V (Ss) · (Ss+τ − k)+. This means, one buys V (Ss)
many call options at time s which expire at time s+ τ . Under homogeneity, see Remark
4.3.2 (i), conditioned on Ss = x, the expected price from today’s point of view of such
a financial instrument is the same when replacing time point s with some other time
point t. If two traders were to agree that such an instrument is equally valuable for
time points s and t, it has to be taken into consideration how likely the events Ss = x
and St = x are. The fair weighting to take this into account is achieved by the terms
dθs,t

dµs
(Ss) and dθs,t

dµt
(St). In Markovian models, when conditioning on the events Ss = x

or St = x, these instruments are not just equally valuable from today’s point of view,
but the actual prices on the market given these states are the same as well.

Remark 4.3.5. The assumption of homogeneity crucially depends on the respective
support of the marginals. Indeed, if µt and µs have disjoint support, the condition

Ks,s+τ = Kt,t+τ µs ∧ µt-a.s.

is empty. For practical purposes, one might want to strengthen the condition so that it
is robust with respect to slight perturbations of the marginal supports. For instance,
if marginal µs has support {1, 2} and µt has support {1− ε, 2 + ε}, a strengthening
of homogeneity might require Ks,s+τ (1) ≈ Kt,t+τ (1− ε). While such a strengthening
is intuitive and sensible for discrete supports, it is more difficult to formalize in full
generality. Nevertheless, such an approximate equality between stochastic kernels
appears related to concepts like nested distance (see for instance [11] and references
therein).
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4.4 Extensions

This section aims at discussing the following extensions and variations of the approach:

(1) Non-equally spaced time-grids
(2) Variations of the time-homogeneity assumption
(3) Market frictions
(4) Extension to several assets (high-dimensional market)

The first two points are specific to the setting at hand, while the latter two points are
reoccurring themes in robust pricing. We hence go briefly over the latter two issues,
while referencing related work.

Non-equally spaced time-grids. The notion of time-homogeneity introduced in Sec-
tion 4.3 makes sense when subsequent time steps are equally far apart, which is the
case if there exists a constant C such that time points t and s are |t − s| · C many
trading days apart. Available data on option prices is not always equally spaced. The
framework can account for this by modeling the time steps as t1 < t2 < . . . < tN with
ti ∈ N (instead of t = 1, . . . , T ), where |ti − tj| measures the number of trading days
between time points ti and tj. Then one can set

∆̃ := {(i, j, τi, τj) ∈ {1, . . . , N}4 : i < j, i+ τi ≤ N, j+ τj ≤ N, |ti+τi − ti| = |tj+τj − tj|}

and Definition 4.3.1 (i) changes to Ki,τi = Kj,τj for all (i, j, τi, τj) ∈ ∆̃, where now
Q(ti,ti+τi )

= µti ⊗Ki,τi , etc. If for the available option maturities the set ∆̃ is not large
enough, or even empty, one can consider relaxing the equality constraint |ti+τi − ti| =
|tj+τj − tj| to ||ti+τi − ti| − |tj+τj − tj|| ≤ C for some constant C > 0. As one now
couples transition probabilities for time intervals of possibly different length, this can
be combined with weakening the notion of time-homogeneity, see below.

Variations of the time-homogeneity assumption. A natural stronger version of time-
homogeneity is the extension from one-period transitions to many-period transitions.
For two-period transitions for instance, Definition 4.3.1 can be extended via the
condition

Ks,(s+τ1,s+τ2) = Kt,(t+τ1,t+τ2) Qs ∧Qt-a.s. for all (s, t, τ1), (s, t, τ2) ∈ ∆ with τ1 < τ2,

where Q(s,s+τ1,s+τ2) = Qs ⊗ Ks,(s+τ1,s+τ2) and Ks,(s+τ1,s+τ2) : R → P(R2). With such
an extension, all relevant properties like the convexity of Πhom(µ1, . . . , µT ) remain
unchanged.

Weakening the notion of time-homogeneity can be done in various ways. First, note
that

Ks,τ = Kt,τ µs ∧ µt-a.s. ⇔ θs,t ⊗Ks,τ = θs,t ⊗Kt,τ

with θs,t as in condition (A) stated before Theorem 4.3.3. So time-homogeneity can
simply be stated as equalities of measures. A natural relaxation is to instead assume
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that the measures are close in a suitable distance D(·, ·), like Wasserstein-distance or
relative entropy. The relaxation from homogeneity to r-homogeneity takes the form

θs,t ⊗Ks,τ = θs,t ⊗Kt,τ
Relaxation−→ D(θs,t ⊗Ks,τ , θ

s,t ⊗Kt,τ ) ≤ rs,t,τ ,

where rs,t,τ ≥ 0 for all (s, t, τ) ∈ ∆. If the mapping (µ, ν) 7→ D(µ, ν) is convex, the set
of r-homogeneous couplings between µ1, . . . , µT remains convex.

Alternatively, one can directly penalize the distance between θs,t⊗Ks,τ and θs,t⊗Kt,τ

in the statement of the optimization problem, which leads to

sup
Q∈M(µ1,...,µT )

EQ[f(S)]−
∑

(s,t,τ)∈∆

1

rs,t,τ
D(θs,t ⊗Ks,τ , θ

s,t ⊗Kt,τ ). (Pen-HMOT)

For appropriately chosen D(·, ·), this penalization corresponds to the inclusion of
transaction costs in the dual formulation, which is discussed below.

Market frictions. The most flexible notion of market frictions that can be incor-
porated in the framework is that of transaction costs. Transaction costs result in
more costly hedging strategies on the dual side, and in relaxed constraints for the
considered models Q on the primal side. Proportional transaction costs correspond to
an enlargement of the set of feasible models, see e.g. [54, 69, 104]. With superlinear
transaction costs on the other hand, the constraint is completely removed, and instead
a penalization term is added to the objective function, see e.g. [13, 54].

An instance of such a penalized primal formulation resulting from superlinear trans-
action costs is the above defined (Pen-HMOT) for appropriately chosen penalization
term. If D = G is the Gini index in (Pen-HMOT),3 this corresponds to the use of
quadratic transaction costs in the dual formulation, which means the term

gs,t,τ (Ss, Ss+τ )
dθs,t

dµs
(Ss)− gs,t,τ (St, St+τ )

dθs,t

dµt
(St)

would incur transaction costs

4 rs,t,τ |gs,t,τ (Ss, Ss+τ )|2
dθs,t

dµs
(Ss).

So it holds

Corollary 4.4.1. Under the assumptions of Theorem 4.3.3, it holds

max
Q∈M(µ1,...,µT )

EQ[f(S)] −
∑

(s,t,τ)∈∆

1

rs,t,τ
G(θs,t ⊗Ks,τ , θ

s,t ⊗Kt,τ ) (G-Pen-HMOT)

= inf

{ T∑
t=1

∫
R
ht dµt : ht ∈ Clin(R), t ∈ {1, . . . , T},

ϑt ∈ Cb(Rt), t ∈ {1, . . . , T − 1},
3For two measures ν, µ the Gini index G is defined as G(ν, µ) =

∫ (
dν
dµ

)2
dµ− 1, if ν � µ and G(ν, µ) =∞,

else. See also [134].
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gs,t,τ ∈ Cb(R2), (s, t, τ) ∈ ∆,

such that f(S) ≤
T∑
t=1

ht(St) +
T−1∑
t=

ϑt(S1, . . . , St)
(
St+1 − St

)
+

∑
(s,t,τ)∈∆

(
gs,t,τ (Ss, Ss+τ )

dθs,t

dµs
(Ss)− gs,t,τ (St, St+τ )

dθs,t

dµt
(St)

− 4 rs,t,τ |gs,t,τ (Ss, Ss+τ )|2
dθs,t

dµs
(Ss)

)}
The proof is sketched in Section 4.6.3. In general, the time-homogeneity assump-

tion behaves quite similarly to the martingale or marginal assumptions in terms of
transaction costs, and hence many different modeling approaches can be applied.

In one respect, the notion of time-homogeneity is however more restrictive: When
including the assumption of time-homogeneity, one has to take care with relaxing the
assumption of precisely knowing the marginal laws. The reason is that Phom(RT ) is
not convex, and the optimization problem only becomes feasible by adding constraints
so that the resulting set of models Q is convex (this is achieved by specifying marginal
distributions, see Remark 4.3.2(ii)), which is crucial for the tractability of the resulting
optimization problem.

Extension to several assets. The martingale optimal transport setting generalizes
as follows to higher dimensions: One specifies µt,i of each stock St,i for time points t =
1, . . . , T and dimensions i = 1, . . . , d individually. The dimensions are coupled through
a joint martingale constraint E[St+1,i|S1, . . . , St] = St,i where St = (St,1, . . . , St,d).4

In terms of homogeneity, one has two choices: First, one can define the notion of
homogeneity as in Definition 4.3.1 (ii) for each dimension i = 1, . . . , d individually.
This is straightforward and sensible, and the resulting optimization problem remains
convex. An alternative to take into consideration is to specify homogeneity jointly
across dimensions, similarly to the martingale constraint. Then, Definition 4.3.1 is
stated for Q ∈ P((Rd)T ), and Qt ∈ P(Rd), etc. In this case however, convexity of the
set of models becomes an issue. If only the individual one-dimensional marginals of
St,i are known, the set of time-homogeneous multi-dimensional martingale optimal
transport measures will not be convex.5 Hence, for mathematical purposes, the first
alternative is more suitable.

4.5 Examples

In this section, we present two short numerical examples that showcase the potential
of the introduced setting.

4See also [76, 131]. Some papers [62, 100, 148] extend the MOT problem in a different way, where the
assumption is made that for each time point, the d-dimensional marginal distribution is known. While it leads
to an interesting mathematical problem, this assumption is less well justified from a financial viewpoint, as
one can only infer each individual
one-dimensional marginal distribution from market data.
5Intuitively, the same reason as for Phom(RT ) applies, see Remark 4.3.2 (ii). If the complete marginals at a

time point are not fixed, taking the convex combinations of joint distributions no longer corresponds to convex
combinations of transition kernels.
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Figure 4.2: Discrete example from Subsection 4.5.1 illustrated. Price bounds for a financial
instrument f(S) = (S9 − S8)+ are depicted. For both figures, time steps used indicates how
many marginal distributions are known, i.e., how much market data is used. We see that
for the martingale optimal transport approach alone, using more data does not improve the
obtained price bounds. Incorporating homogeneity however leads to improved bounds when
adding data.

4.5.1 Discrete model

Consider a discrete model where µt is the uniform distribution on the set {100 −
t, 100 − t + 2, . . . , 100 + t} for t = 1, . . . , 9.6 So the support of the marginals is the
same as in a binomial model where the stock starts at 100 at time point 0 and can
either go up or down by 1 each period. The financial instrument is a forward start
option, f(S) = (S9−S8)+. First, we solve the model using just the data (i.e., marginal
distributions) from time points t = 8, 9 (two time steps used). Then, we gradually
increase the information that is used, by adding the marginal information from t = 7
(three time steps used), t = 6, etc. until all marginals µ1, . . . , µ9 are included (nine
time steps used). The results are reported in Figure 4.2. On the left, we see that
without the homogeneity assumption, the bounds do not get sharper with inclusion
of additional information. With the added assumption of homogeneity however, the
bounds tighten drastically. As seen in Figure 4.2, the bounds only tighten once every
second increment of additional information. The reason for this is the support of the
marginals: Indeed, the only transition probability that actually matters for pricing the
financial instrument f is the one from t = 8 to t = 9. So the relevant kernel lives on
the support of µ8. Hence only by adding marginal information µt which shares support
with µ8, the bounds tighten, see also Remark 4.3.5. While in this example the bounds
merely tighten drastically, there is no guarantee in general that including many time
steps coupled with the homogeneity assumption does not lead to infeasibility.

4.5.2 Black-Scholes model

Let T = 3 and µt ∼ Xt for t = 1, 2, 3, where Xt = X0 exp(σWt − σ2

2
t) for σ > 0 is a

geometric Brownian motion. Following [6, 174] we consider the option f(S1, S2, S3) :=

6So for t = 0 the set is {100}, for t = 1 the set is {99, 101}, for t = 2 the set is {98, 100, 102}, and so on.
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(S3 − S1+S2

2
)+. Set X0 = 1, σ = 0.25. The model price for the Black-Scholes model

QBS is given by
EQBS [f(S)] ≈ 0.111.

Compared to the previous example, where the (homogeneous) martingale transport
problem is a linear program, the current example has to be solved approximately.
Discretization is non-trivial even with just the martingale condition, see [6, 104].
Homogeneity, which crucially depends on the given marginals’ support, adds difficulty
for a discretization scheme. Hence, we instead calculate this example using the dual
formulation and the penalization approach of [77], i.e., we approximate each trading
strategy ht, ϑt and gs,t,τ by a neural network.7 Without the homogeneity, this leads to

inf
Q∈M(µ1,µ2,µ3)

EQ[f(S)] ≈ 0.059 and sup
Q∈M(µ1,µ2,µ3)

EQ[f(S)] ≈ 0.139.8

On the other hand, incorporating homogeneity improves the bounds slightly but notably
to

inf
Q∈Mhom(µ1,µ2,µ3)

EQ[f(S)] ≈ 0.064 and sup
Q∈Mhom(µ1,µ2,µ3)

EQ[f(S)] ≈ 0.135.

While the strengths of the homogeneity assumption certainly lie with cases where more
time steps are involved, even in this example the bounds are narrowed by around 11%.

Assuming homogeneity of the underlying process also becomes more restrictive
when the marginals µ1, µ2, µ3 are less homogeneously evolving. As an extreme case, if
in the above we instead set µ3 ∼ X4, then the interval of possible prices for the MOT
is [0.088, 0.184] while for the homogeneous MOT one obtains [0.121, 0.138], which is
drastically more narrow.

4.6 Proofs

4.6.1 Proof of Remark 4.3.2

Proof of (i): If Q is homogeneous, then by definition ps,τ,k = pt,τ,k holds µs ∧ µt-a.s..
The reverse follows since the function class {h(x) = (x − k)+ : k ∈ R} is measure
determining, see e.g. [27, Footnote 2].

Proof of (ii): First, we show that Phom(RT ) is not convex. Consider T = 3 and the
two homogeneous Markov chains Qa = 0.75 δ(0,1,0) + 0.25 δ(1,0,1) and Qb = 0.75 δ(0,0,0) +
0.25 δ(1,1,1). Both Markov chains start in state 0 with probability 0.75 and state 1 with
probability 0.25. Chain a always switches states and chain b always stays in the same
state. Obviously Qa,Qb ∈ Phom(R3). But Q := 0.5Qa + 0.5Qb 6∈ Phom(R3). Indeed, at
time 1 the Markov chain transitions from state 0 to each state with equal probability.

7To approximate a trading strategy with d inputs, we use a network structure with 5 layers, hidden
dimension 64 · d and ReLu activation function. For the penalization as in [77], we use the product measure
θ = µ1 × µ2 × µ3 and βγ(x) = 10000 max{0, x}2. For training, we use batch size 8192, learning rate 0.0001
(after the first 60000 iterations, learning rate is decreased by a factor of 0.98 each 250 iterations for another
60000 iterations), and the Adam optimizer with default parameters. The reported values are primal values, as
described at the start of Section 4 in [77].

8In comparison, using the discretization scheme from [6, Subsection 6.4.] with 100 samples for each marginal,
we get infQ∈M(µ1,µ2,µ3) E

Q[f(S)] ≈ 0.058 and supQ∈M(µ1,µ2,µ3)
EQ[f(S)] ≈ 0.139.
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With the notation as in Definition 4.3.1, it holds K1,2(0) = 0.5 δ0 + 0.5 δ1. However, at
time 2 one gets K2,3(0) = 0.75 δ0 + 0.25 δ1.

Next, we show that Πhom(µ1, . . . , µT ) is convex, which implies thatMhom(µ1, . . . , µT )
is convex too. LetQa,Qb ∈ Πhom(µ1, . . . , µT ), λ ∈ (0, 1) andQ := λQa+(1−λ)Qb. Take
(s, t, τ) ∈ ∆. We have to show Ks,s+τ = Kt,t+τ . With notation as in Definition 4.3.1,
Q(s,s+τ) = Qs ⊗Ks,s+τ . Denote by Ka

s,s+τ the stochastic kernel satisfying Qa
(s,s+τ) =

µs ⊗Ka
s,s+τ (same for Kb

s,s+τ ). By the general formula

K(s,s+τ) = λ
dQa

s

dQs

Ka
s,s+τ + (1− λ)

dQb
s

dQs

Kb
s,s+τ ,

and since all measures have the same marginals, it follows Ks,s+τ = λKa
s,s+τ + (1 −

λ)Kb
s,s+τ , which yields the claim.
Finally, we show that Πhom(µ1, ..., µT ) is closed, which implies thatMhom(µ1, . . . , µT )

is closed too. Choose θs,t := µt ∧ µs. Let πn ∈ Πhom(µ1, . . . , µT ) with πn
w→ π. For

π ∈ Πhom(µ1, . . . , µT ) we have to show θs,t ⊗ Ks,s+τ = θs,t ⊗ Kt,t+τ where π(t,t+τ) =
µt ⊗Kt,t+τ as usual. We further use the notation πn(t,t+τ) = µt ⊗Kn

t,t+τ . Then it holds
for ϕ ∈ Cb(R2)∫

ϕdθs,t ⊗Ks,s+τ =

∫
ϕ(x, y)

dθs,t

dµs
(x) π(s,s+τ)(dx, dy)

(∗)
= lim

n→∞

∫
ϕ(x, y)

dθs,t

dµs
(x) πn(s,s+τ)(dx, dy)

= lim
n→∞

∫
ϕdθs,t ⊗Kn

s,s+τ

= lim
n→∞

∫
ϕdθs,t ⊗Kn

t,t+τ

= . . .

=

∫
ϕdθs,t ⊗Kt,t+τ ,

where . . . are the same steps as above but reversed for t instead of s. The step (∗)
follows by weak convergence and since the first marginals of πn and π are fixed. This
allows an approximation of dθs,t

dµs
by continuous and bounded functions via Lusin’s

theorem which coincides with dθs,t

dµs
on compacts with measure almost 1 under µs, and

both π and πn have first marginal µs.

Proof of (iii): The inclusion is trivial: Indeed, if K : R→ P(R) is the transition kernel
of the homogeneous Markov chain, then with the notation as in Definition 4.3.1, it
holds Ks,s+τ = Kτ , which is independent of s. (Hereby, Ks is defined as usual by
Ks+1(x,A) :=

∫
K(y, A)Ks(x, dy).)

That the inclusion is strict, consider the following example: Let Qa := 0.5 δ(0,0,1) +
0.5 δ(1,1,0) and Qb := 0.5 δ(0,1,1) + 0.5 δ(1,0,0). Intuitively, Qa stays constant after the
first period, and switches states after the second period, and Qb does exactly the
reverse. In particular, the corresponding processes are not Markovian. It holds
Q := 0.5Qa + 0.5Qb ∈ Phom(R3). However, straightforward calculation shows that
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Q cannot be written as a convex combination of homogeneous Markov chains, so
Q 6∈ conv(PHM(R3)).

Proof of (iv): Define ΠHM(µ1, . . . , µT ) := Π(µ1, . . . , µT ) ∩ PHM(RT ).
In a first step we show that Πhom(µ1, . . . , µT ) 6= ∅ if and only if ΠHM(µ1, . . . , µT ) 6=

∅. Indeed, by inclusion, the ’if’ direction is clear. On the other hand, for Q ∈
Πhom(µ1, . . . , µT ) we can define QHM ∈ ΠHM(µ1, . . . , µT ) as follows: We use the notation
Q(t,t+1) = µt ⊗Kt,t+1 and show the following statement inductively over t = 2, . . . , T :
There exists a coupling QHM

(1,...,t) ∈ ΠHM(µ1, . . . , µt) with QHM
(1,...,t) = µ1 ⊗ S ⊗ . . . ⊗ S,

where S(x) = Ks,s+1(x) holds for µs almost all x ∈ R for all s = 1, . . . , t − 1. For
t = 2, this clearly holds. Assume we have such a coupling for t, and we now construct
QHM

(1,...,t+1) ∈ ΠHM(µ1, . . . , µt+1) with the same property. To this end, we first note that for
all s = 1, . . . , t−1 we can find Borel sets Ωs,1,Ωs,2,Ωs,3 ⊂ R with Ωs,1

.∪ Ωs,2

.∪ Ωs,3 = R
and

µµt,abs
s (Ωs,1) = µµt,abs

s (R),

µµt,sins (Ωs,2) = µµt,sins (R),

µµs,sint (Ωs,3) = µµs,sint (R).

Further, without loss of generality assume that (by changing kernels on a null set)

• on Ωs,1 it holds Ks,s+1 = Kt,t+1 by homogeneity,

• and on Ωs,1 ∪ Ωs,2 it holds S = Ks,s+1.

The set Ω2 := ∪t−1
s=1Ωs,2 is a µt null-set and Ω3 := ∩t−1

s=1Ωs,3 is a µs null-set for all
s = 1, . . . , t− 1. Now, define S̃ : R→ P(R) by

S̃(x) :=

{
Kt,t+1(x), x ∈ Ω3,
S(x), else.

Then, S̃(x) = Ks,s+1(x) holds µs almost surely, since Ω3 is a µs null-set for s =

1, . . . , t − 1. Further, S̃(x) = Kt,t+1(x) also holds µt almost surely: If x 6∈ Ω3, then
either x ∈ Ω2, which is a µt null-set, or x ∈ Ω1 := ∪t−1

s=1Ωs,1. And if x ∈ Ω1, then
there exists some s ∈ {1, . . . , t− 1} such that Kt,t+1(x) = Ks,s+1(x) by homogeneity,
and hence Kt,t+1(x) = Ks,s+1(x) = S(x) = S̃(x) by induction. We get QHM

(1,...,t+1) :=

µ1 ⊗ S̃ ⊗ . . . ⊗ S̃ ∈ ΠHM(µ1, . . . , µt+1) with S̃(x) = Ks,s+1(x) for µs almost all x ∈ R
for all s = 1, . . . , t.

To complete the proof, by [186, Theorem 9.7.3, (iii) ⇔ (iv’)] it follows that
ΠHM(µ1, . . . , µT ) 6= ∅ if and only if (µ1, . . . , µT−1) dominates (µ2, . . . , µT ) in het-
erogeneity.

Proof of (v): The simple counterexample to the stated equivalence is µ1 = δ0 and
µ2 = µ3 = 1

3
(δ−1 + δ0 + δ1), since there exists only one martingale coupling, which

is not homogeneous, and the coupling which always spreads its mass equally to each
point is a homogeneous coupling.
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4.6.2 Proof of Theorem 4.3.3

Define φ(f) as the infimum term in the statement of the theorem for f ∈ Clin(RT ). For
π ∈ P(RT ), the convex conjugate φ∗ is given by

φ∗(π) := sup
f∈Clin(RT )

(∫
f dπ − φ(f)

)
.

We show φ(f) = supπ∈P(RT )

∫
f dπ−φ∗(π) using [16, Theorem 2.2.] and calculate φ∗(π)

so that the proposition follows.
Dual representation: To apply [16, Theorem 2.2.], we show that φ(f) is real-

valued on Clin(RT ) and condition (R1) stated within the Theorem holds, i.e., for
Clin(RT ) 3 fn ↓ 0 it holds φ(fn) ↓ φ(0) for n→∞. Regarding φ(f) ∈ R, φ(f) <∞ is
obvious. On the other hand, φ(f) > −∞ will follow by calculation of φ∗(π) and the
assumption thatMhom(µ1, . . . , µT ) is non-empty, since for π ∈Mhom(µ1, . . . , µT ) then
0 = φ∗(π) ≥

∫
f dπ − φ(f) and since

∫
f dπ < ∞ (all marginals have first moments

and f ∈ Clin(RT )), it holds φ(f) > −∞. Regarding condition (R1), note that φ(0) = 0
and φ(f) ≤ φot(f) where φot is the optimal transport functional

φot(f) := inf
h1,...,hT∈Clin(R):

∀x∈RT :
∑T
t=1 ht(xt)≥f(x)

T∑
t=1

∫
R
ht dµt.

Since φot is continuous from above on Clin(RT ) (see [79, Proof of Theorem 1]), φ is as
well.

Computation of the convex conjugate: We show φ∗(π) = 0, if π ∈Mhom(µ1, . . . , µT ),
and φ∗(π) =∞, else. After plugging in the definitions and exchanging suprema, one
obtains

φ∗(π) = sup
ht,ϑt,gs,t,τ

sup
f∈Clin(RT ):

f≤T (ht,ϑt,gs,t,τ )

∫
f dπ −

T∑
t=1

∫
R
ht dµt

where T (ht, ϑt, gs,t,τ ) ∈ Clin(RT ) is the term

T (ht, ϑt, gs,t,τ ) =
T∑
t=1

ht(St) +
T−1∑
t=1

ϑt(S1, . . . , St)
(
St+1 − St

)
+

∑
(s,t,τ)∈∆

(
gs,t,τ (Ss, Ss+τ )

dθs,t

dµs
(Ss)− gs,t,τ (St, St+τ )

dθs,t

dµt
(St)

)
.

Hence the inner supremum is attained for f = T (ht, ϑt, gs,t,τ ). It follows:

φ∗(π) = sup
ht∈Clin(R)

T∑
t=1

∫
R
ht dπt −

∫
R
ht dµt (a)

+ sup
ϑt∈Cb(Rt)

T−1∑
t=1

∫
RT
ϑt(x1, . . . , xt) · (xt+1 − xt) π(dx1, . . . , dxT ) (b)
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+ sup
gs,t,τ∈Cb(R2)

∑
(s,t,τ)∈∆

∫
RT

(
gs,t,τ (xs, xs+τ )

dθs,t

dµs
(xs)

− gs,t,τ (xt, xt+τ )
dθs,t

dµt
(xt)

)
π(dx1, . . . , dxT )

(c)

By martingale optimal transport duality, we have: Term (a) is zero if πt = µt for
all t = 1, . . . , T , and else infinity. Term (b) is zero if the canonical process is a
martingale under π, and else infinity. It only remains to show that term (c) is zero if
π is homogeneous, and else infinity. This is done already under the assumption that
πt = µt for all t = 1, . . . , T . We write π(t,t+τ) = πt ⊗Kt,t+τ . Then one calculates for
(s, t, τ) ∈ ∆ and gs,t,τ ∈ Cb(R2)∫

RT

(
gs,t,τ (xs, xs+τ )

dθs,t

dµs
(xs)− gs,t,τ (xt, xt+τ )

dθs,t

dµt
(xt)

)
π(dx1, . . . , dxT )

=

∫
R2

gs,t,τ (xs, xs+τ )
dθs,t

dµs
(xs)π(s,s+τ)(dxs, dxs+τ )

−
∫
R2

gs,t,τ (xt, xt+τ )
dθs,t

dµt
(xt) π(t,t+τ)(dxt, dxt+τ )

=

∫
R2

gs,t,τ (xs, xs+τ ) θ
s,t ⊗Ks,s+τ (dxs, dxs+τ )−

∫
R2

gs,t,τ (xt, xt+τ ) θ
s,t ⊗Kt,t+τ (dxt, dxt+τ )

=

∫
R2

gs,t,τ dθ
s,t ⊗Ks,s+τ −

∫
R2

gs,t,τ dθ
s,t ⊗Kt,t+τ

And hence, term (c) is zero if θs,t ⊗Ks,s+τ = θs,t ⊗Kt,t+τ for all (s, t, τ) ∈ ∆, and else
infinity. So it is zero if and only if Kt,t+τ = Ks,s+τ holds θs,t-a.s. for all (s, t, τ) ∈ ∆.
This, by choice of θs,t, corresponds to µs ∧ µt-a.s. equality, and hence term (c) is zero if
and only if π is homogeneous.

4.6.3 Inclusion of transaction costs

We sketch the proof for the duality formula shown for (G-Pen-HMOT) from Section
4.4. The argument works the same as for Theorem 4.3.3. The only difference is term
(c), which for the case of transaction costs reads

sup
gs,t,τ∈Cb(R2)

∑
(s,t,τ)∈∆

∫
RT

(
gs,t,τ (xs, xs+τ )

dθs,t

dµs
(xs)− gs,t,τ (xt, xt+τ )

dθs,t

dµt
(xt)

− 4 rs,t,τ |gs,t,τ (xs, xs+τ )|2
dθs,t

dµs
(xs)

)
π(dx1, . . . , dxT ).

(c)

Similar to the proof of Theorem 4.3.3, using πt = µt for t = 1, . . . , T , this simplifies to∑
(s,t,τ)∈∆

sup
gs,t,τ∈Cb(R2)

∫
R2

gs,t,τ dθ
s,t ⊗Ks,s+τ −

∫
R2

gs,t,τ dθ
s,t ⊗Kt,t+τ

− 4rs,t,τ

∫
R2

|gs,t,τ |2 dθs,t ⊗Ks,s+τ
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and finally the terms inside the sum are the dual representation for the Gini index
G(θs,t⊗Ks,s+τ , θ

s,t⊗Kt,t+τ ) as shown in [134] (in [134] the space L2 instead of Cb is used,
but since continuous and bounded functions are dense in Lp, the above representation
follows), which yields the claim.

4.7 Discussion of Assumption (A)

We shortly discuss Assumption (A). In particular, we showcase that it is non-trivial
(meaning there are cases where it is not satisfied) in Example 4.7.1, and in Remark
4.7.2 we give indications that the assumption might be necessary for duality.

Example 4.7.1. Let Qi = {qi,1, qi,2, qi,3, ...} for i = 1, 2, 3 be three disjoint, countable,
dense subsets of [0, 1]. Let κi :=

∑∞
j=1 2−iδqi,j for i = 1, 2, 3 and µ1 := 1

2
(κ1 + κ2),

µ2 := 1
2
(κ2 + κ3). Then Assumption (A) is not satisfied for µ1 and µ2. Indeed, the

measure µµ2,abs
1 is given by κ2, and hence any measure θ1,2 which has the same null sets

has to have support Q2. Hence dθ1,2

dµ1
is strictly positive on Q2, but it is zero on Q1, and

hence not continuous.

Remark 4.7.2. (i) By definition, the null sets that θs,t should represent for Assump-
tion (A) are given by both µµs,abs

t and µµt,abs
s . However, another natural choice for

θs,t is the lattice minimum µt ∧ µs, see [7, Chapter 10.10-10.11]. The definition of
the lattice minimum µt ∧ µs is given by

µt ∧ µs(A) = inf
B⊆A Borel

µt(B) + µs(A\B)

which is equivalent to

µt ∧ µs(A) = inf
B⊆A Borel

µµs,abs
t (B) + µµt,abs

s (A\B)

for Borel sets A ⊆ R. Taking θs,t = µt ∧ µs, both µt∧µs
dµt

and µt∧µs
dµs

are bounded by
1.

(ii) Part (i) shows that without the continuity part of Assumption (A), the assumption
would always be satisfied by choosing θs,t = µt ∧ µs.
However, without the continuity condition, Theorem 4.3.3 does in general not
hold: Consider a case where all marginals are equivalent to the Lebesgue measure.
For any choice of θs,t, one can pick representatives within the equivalence classes
of the relevant densities which are equal to 0 on a dense subset of R. On this
dense set, the term in the hedging inequality arising from homogeneous trading,
which is ∑

(s,t,τ)∈∆

(
gs,t,τ (Ss, Ss+τ )

dθs,t

dµs
(Ss)− gs,t,τ (St, St+τ )

dθs,t

dµt
(St)

)
,

is equal to 0. Thus the problem φ(f) reduces to pure martingale optimal transport,
since by continuity this dense set determines the pointwise hedging term.
This showcases that one requires some smoothness condition on the respective
densities. The continuity condition as currently given in Assumption (A) is
sufficient, but may not be the weakest possible assumption in this respect.



Chapter 5

MinMax Methods for Optimal
Transport and Beyond:
Regularization, Approximation and
Numerics

5.1 Introduction

Optimal transport (OT) has received remarkable interest in recent years ([57, 154]).
In many areas, classical OT and related problems with either additional constraints
([184, 124, 28, 146]) or slight variations ([45, 150, 55, 130, 173]) have found significant
applications. In this chapter, we propose a MinMax setting which can be used to solve
OT problems and many of its extensions and variations numerically. In particular, the
proposed methods aim at solving even non-discrete problems (i.e., where continuous
distributions occur), which is often relevant particularly for applications within finance
and physics.

The basic premise of solving the described class of problems with MinMax techniques
has been applied in less general settings various times ([196, 194, 113]). The idea is that
one network generates candidate solutions to the optimization problem, and a different
network punishes the generating network if the proposed candidates do not satisfy the
constraints. Both networks play a zero-sum game, which describes the MinMax problem
(see Section 5.2 for more details). Compared to the widely known numerical methods
based on entropic regularization ([57, 182, 97, 77]), where measures are represented via
their densities, in MinMax settings the candidate solution is expressed as a push-forward
measure of a latent measure under the function represented by the generator network.

Within the class of MinMax problems studied in the literature, some instances
are easier to solve numerically than others. Particularly for classical OT problems,
regularization techniques that slightly change the given optimization problem, but lead
to better theoretical properties or numerical feasibility, have been proposed ([196, 194]).
Section 5.3 showcases how such regularization techniques can be applied in the general
framework at hand.

While the theoretical approximation by neural networks of the general MinMax
problem can fail even in very simple situations if no regularization is used (see Remark

117
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5.2.2), regularization techniques can yield substantial improvements in this regard (see
Theorem 5.3.1). We emphasize that it is of fundamental importance to couple the
implemented problem utilizing neural networks to theory. In classical (non MinMax)
optimization problems, the ubiquity of universal approximation theorems may give
the false impression that any approximation by neural networks within optimization
problems is justified. It is a key insight of this chapter that in MinMax settings,
this becomes more difficult, but can still be achieved with the right modeling tools
(e.g., regularization of the theoretical problems). In relation to generative adversarial
networks (GANs) ([102]), the results established in Section 5.3 can be regarded as new
insights as to why regularization is helpful during training (see, e.g., [164]), and we
show that this improved stability can also be observed in the numerical experiments in
Section 5.5.

With or without regularization techniques, MinMax problems utilizing neural
networks remain notoriously hard to solve numerically. Within the literature on GANs,
this has sparked several algorithmic and numerical ideas that go beyond simple gradient
descent-ascent (GDA) methods. Section 5.4 discusses what we consider to be the
most relevant methods that should be adapted to the class of problems studied in this
chapter.

Finally, Section 5.5 reports numerical experiments. The experiments showcase how
the insights obtained by the theoretical regularization techniques, and the relation to
the GAN literature, can be utilized for numerical purposes. To illustrate the generality
of the setting, we go beyond classical OT problems by taking examples from optimal
transport with additional distribution constraints and martingale optimal transport.
Technical proofs are postponed to Section 5.7. In Section 5.8, we provide further details
about the numerics.

5.2 Theoretical setting

Let d ∈ N, P(Rd) be the Borel probability measures on Rd, and C(Rd) (resp. Cb(Rd))
be the space of continuous (and bounded) functions mapping from Rd to R. Let
µ ∈ P(Rd), f ∈ C(Rd) and H ⊂ C(Rd). The optimization problem studied in this
chapter is of the form

(P ) = sup
ν∈Q

∫
f dν, where Q :=

{
ν ∈ P(Rd) :

∫
h dν =

∫
h dµ for all h ∈ H

}
.

(5.1)
The most popular representative within this class of problems is the following:

Example 5.2.1 (Optimal transport). Let d = 2 and H = {h ∈ Cb(R2) : ∃h1, h2 ∈
Cb(R) : ∀(x1, x2) ∈ R2 : h(x1, x2) = h1(x1) + h2(x2)} and let µ ∈ P(R2). Then it holds

Q =
{
ν ∈ P(R2) : ν1 = µ1 and ν2 = µ2

}
=: Π(µ1, µ2),

where µj and νj, for j = 1, 2, denote the j-th marginal distribution of µ and ν,
respectively.

The example shows that the precise choice of µ is often irrelevant, and only certain
characteristics of µ (like its marginal distributions in the case of optimal transport) are
relevant.
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To make the set H more explicit and allow for an approximation by neural networks,
we restrict the form of H to

H =

{
J∑
j=1

ej · (hj ◦ πj) : hj ∈ Cb(Rdj)

}
, (5.2)

where J ∈ N and ej : Rd → R and πj : Rd → Rdj , for all j = 1, . . . , J, are fixed. This
form of H is not a strong restriction, as it includes all relevant cases that the authors
are aware of.

This form of H now allows for a neural network approximation. We fix a continuous
activation function and a number of hidden layers. For d1, d2,m ∈ N, let Nm

d1,d2
be

the set of all feed-forward neural network functions mapping Rd1 to Rd2 with hidden
dimension m. We then define the neural network approximation Hm of H by

Hm :=

{
J∑
j=1

ej · (hj ◦ πj) : hj ∈ Nm
dj ,1

}
. (5.3)

5.2.1 Reformulation as MinMax problem over neural network functions

This subsection shows how to reformulate (P ) as an unconstrained optimization problem
over neural network functions, which leads to a MinMax problem. Let K ∈ N, and
θ ∈ P(RK) be sufficiently rich, e.g., θ might be the uniform distribution on [0, 1]K . For
a function T , denote by θT := θ ◦ T−1 the push-forward measure of θ under T . Then it
holds

(P ) = sup
ν∈P(Rd)

inf
h∈H

∫
f dν +

∫
h dν −

∫
h dµ

= sup
T :RK→Rd

inf
h∈H

∫
f dθT +

∫
h dθT −

∫
h dµ

= sup
T :RK→Rd

inf
h∈H

∫
f ◦ T dθ +

∫
h ◦ T dθ −

∫
h dµ

≈ sup
T∈Nm

K,d

inf
h∈Hm

∫
f ◦ T dθ +

∫
h ◦ T dθ −

∫
h dµ =: (Pm)

(5.4)

Hereby, for the second and third formula lines, the supremum of T : RK → Rd is
formally taken over all Borel measurable functions.1

In Equation (5.4), the approximation ≈ by neural networks is more subtle than
a simple application of a universal approximation theorem. At many points in the
literature, this approximation, and particularly the subtle difficulties that occur due to
the sup-inf structure, have been overlooked.

Remark 5.2.2. (i) In general, the approximation by neural networks in Equation
(5.4) fails, i.e., it might not hold (Pm)→ (P ) for m→∞.

1The second equality then follows since there exists a bimeasurable bijection B : R→ Rd, and hence one
finds that any ν ∈ P(Rd) can be written as a push-forward of the uniform distribution on [0, 1]. More precisely,
let Binv denote the inverse of B. Set ν̃ = ν ◦B−1

inv and let Qν̃ be the quantile function of ν̃. If U is the uniform
distribution on [0, 1], then ν = U ◦ (B ◦Qν̃)−1.
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A simple counterexample is the following: Let µ ∈ P(R) be given by its Lebesgue
density dµ

dλ
(x) := 1(0,1)(x)κx · | sin(1/x)| for a suitable κ > 0, H = Cb(R) and

hence Q = {µ}. Let θ be the uniform distribution on [0, 1] and let the activation
function of all networks be the ReLU function. Then θT 6= µ for all T ∈ Nm

1,1

and hence infh∈Hm
∫
h dθT −

∫
h dµ = −∞, since (x 7→ a · (x− b)+) ∈ Hm for all

a, b ∈ R.2 Thus, if f ≡ 0, then (P ) = 0, while (Pm) = −∞ for all m.

We see that it does not matter how closely θT approximates µ, as any deviation
can be exploited arbitrarily by the inner infimum problem. Both regularization
techniques for problem (P ) introduced in Section 5.3 will resolve this issue.

Further, while this counterexample is certainly the simplest, the theme can
be generalized. Whenever a distribution is precisely specified (like a marginal
distribution in optimal transport) and it cannot be represented exactly by the
network T , then the inner infimum will evaluate to minus infinity.

(ii) The problem in (i) is not that neural networks lack approximation capabilities.
Indeed, define Φ(T, h) :=

∫
f ◦T dθ+

∫
h◦T dθ−

∫
h dµ. In the setting of (i), and

more generally, applying standard universal approximation theorems can show
that for any T : RK → Rd Borel and h ∈ H, there exist Tm ∈ Nm

K,d, hm ∈ Hm

such that Φ(Tm, hm)→ Φ(T, h) for m→∞. The problem is rather that the two
networks compete, and thus not just their absolute approximation capabilities
are relevant, but also their approximation capabilities relative to each other.

5.3 Reformulations

This section studies theoretical reformulations of problem (P ). The reformulations aim
at improving theoretical and numerical aspects of the problem, while introducing only
small changes to the objective. Among others, we show that the reformulations are
better suited for approximation by neural networks and that certain aspects of the
optimization are made easier by going from linear to strictly convex structures.

First, we give two reformulations from the optimal transport literature that can
loosely be described as relaxing the marginal constraints. We subsequently show how
to generalize these reformulations to arbitrary problems (P ).

5.3.1 Relaxation of constraints: The optimal transport case

Throughout this subsection, let Rd = Rd1 × Rd2 , fix µ ∈ P(Rd) and let H := {h ∈
Cb(Rd) : ∃h1 ∈ Cb(Rd1), h2 ∈ Cb(Rd2) : ∀(x1, x2) ∈ Rd : h(x1, x2) = h1(x1) + h2(x2)}.
This leads to Q = Π(µ1, µ2). Let S1 and S2 denote the projections of Rd onto Rd1 and
Rd2 , respectively.

[194]. The idea of this paper is to reformulate the constraint µj = νj asW1(νj, µj) = 0,
where W1(ν, µ) denotes the 1-Wasserstein distance between ν and µ, and then relax
this constraint with a fixed but large Lagrange multiplier η > 0. The relaxed form of

2The reason the infimum evaluates to −∞ is that for to measures ν 6= µ one can find b ∈ R such that∫
(x− b)+ µ(dx) 6=

∫
(x− b)+ ν(dx) (see [27, Footnote 2]).
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(P ) is then given by

sup
ν∈Q

∫
f dν − η (W1 (ν1, µ1) +W1 (ν2, µ2)) ,

for some constant η > 0. The MinMax form reduces to

(OT )1 = sup
T :RK→Rd

inf
hj∈Lip1(Rdj )

∫
f dθT − η

2∑
j=1

(∫
hj ◦ Sj dθT −

∫
hj dµj

)
, (5.5)

with Lip1(Rdj) being the 1-Lipschitz functions mapping from Rdj to R for j = 1, 2.

[196]. In this paper, the constraints µj = νj are instead penalized within the opti-
mization problem by a ψ-divergence Dψ. Problem (P ) is reformulated as

sup
ν∈P(Rd)

∫
fdν −Dψ1(ν1, µ1)−Dψ2(ν2, µ2).

Utilizing the dual representations of the divergences, the MinMax form can be stated
as

(OT )2 = sup
T :RK→Rd

inf
hj∈C(Rdj )

∫
f dθT −

2∑
j=1

(∫
hj ◦ Sj dθT −

∫
ψ∗j (hj) dµj

)
, (5.6)

where ψ∗j denotes the convex conjugate of ψj for j = 1, 2.

5.3.2 Relaxation of constraints: The general case

Lipschitz regularization. This paragraph generalizes the regularization technique
from [194]. Denote by LipL(Rd) the centered L-Lipschitz functions mapping from
Rd to R.3 We define HL analogously to H, except that C(Rdj) is replaced by
LipL(Rdj), i.e., we set HL :=

{∑J
j=1 ej · (hj ◦ πj) : hj ∈ LipL(Rdj)

}
. We further de-

fine LipmL (Rd) := {h ∈ Nm
d,1 : ∃h̃ ∈ LipL(Rd) : ‖h − h̃‖∞ ≤ c(m)},4 and Hm

L :={∑J
j=1 ej · (hj ◦ πj) : hj ∈ LipmL (Rdj)

}
. Define

(PL) := sup
T :RK→Rd

inf
h∈HL

∫
f dθT +

∫
h dθT −

∫
h dµ, (5.7)

(Pm
L ) := sup

T∈Nm
K,d

inf
h∈HmL

∫
f dθT +

∫
h dθT −

∫
h dµ. (5.8)

We note that for L = η, in the optimal transport case, (PL) = (OT )1.
3We call f centered if f(0) = 0. This assumption is made in an attempt to avoid trivial scaling issues later

on. Notably, in the dual formulation of the Wasserstein distance, restricting to centered functions can be done
without loss of generality.

4Here, c(m) is a sequence decreasing to 0 such that ((1/m)(1/d))/c(m) → ∞ for m → ∞. The reason
we do not simply set LipmL (Rd) := Nm

d,1 ∩ LipL(Rd) is twofold: First, when implementing neural networks
with Lipschitz constraint, we do not enforce the constraint precisely, but use a gradient penalty, which leads
to functions which are not necessarily Lipschitz continuous, but just almost Lipschitz. Second, when using
theoretical approximations of Lipschitz functions by neural networks, the approximating networks might (a
priori) not be Lipschitz continuous with the same constant, but, again, just almost Lipschitz. The current
definition of LipmL (Rd) captures this notion of almost Lipschitz continuity.
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Divergence regularization. This paragraph generalizes the regularization technique
from [196]. The standard MinMax formulation of (P ), as derived in (5.4), can be
rewritten as

(P ) = sup
T :RK→Rd

inf
hj∈Cb(Rdj )

∫
f dθT−

J∑
j=1

(∫
ej ·(hj ◦πj) dθT−

∫
ej ·(hj ◦πj) dµ

)
. (5.9)

Introducing convex functions ψj : R→ R for j = 1, . . . , J , we define

(Pψ) = sup
T :RK→Rd

inf
hj∈Cb(Rdj )

∫
f dθT −

J∑
j=1

(∫
ej · (hj ◦ πj) dθT

−
∫
ej · (hj ◦ πj) + |ej| · ψ∗j (hj ◦ πj) dµ

)
.

(5.10)

Analogously, we define (Pm
ψ ), with T ∈ Nm

K,d and hj ∈ Nm
dj ,1

.
We note that, in the optimal transport case, one can recover the formulation in (5.6)

by [196] as follows: Consider in (5.6) the divergences with convex functions ψ̃1 and ψ̃2.
This is recovered in (5.10) by setting ψ∗1(x) = ψ̃∗1(x)− x and ψ∗2(x) = ψ̃∗2(x)− x.

We now state the main theorem which showcases approximation capabilities of
neural networks for the problems (PL) and (Pψ).

Theorem 5.3.1. Assume that all measures in Q 6= ∅ are compactly supported on
K ⊆ Rd, e1, . . . , eJ , π0, . . . , πJ are Lipschitz continuous and all maps T are restricted
to have range K.5 Assume that the activation function of the networks for hj is the
ReLU function.

(i) It holds (Pm
L )→ (PL) for m→∞.

(ii) Assume ej ≥ 0 for j = 1, . . . , J , ν̂ = θ ◦ T̂−1 ∈ Q is an optimizer of (Pψ) and
there exists a sequence of network functions Tm ∈ Nm

K,d such that dθ◦T−1
m

dθ◦T̂−1
is bounded

and converges almost surely to 1. Then lim infm→∞(Pm
ψ ) ≥ (Pψ).

Remark 5.3.2. Theorem 5.3.1 showcases that both problems (PL) and (Pψ) are
advantageous compared to (P ) in the sense that the neural network approximations
(Pm

L ) and (Pm
ψ ) are more representative of the actual theoretical problems. In particular,

the obstacle that the approximation is particularly uneven, in the sense that the inner
infimum always evaluates to minus infinity (as illustrated in Remark 5.2.2), is remedied
in both situations. Recall that for (P ) and (Pm) any violated constraint can be
punished arbitrarily. On the other hand, for the regularizations:

(i) For (PL), for a fixed T , the inner infimum in Equation (5.7) intuitively calculates
a scaled (by the factor L) Wasserstein-like distance between θT and the set of
feasible solutions. This means that, compared to problem (P ), it is now quantified
how much a constraint is violated, and not just whether or not it is.

5Restricting T to have range K is understood in the sense that the actual output T̃ (x) of the network will
be projected onto the set K, i.e., T (x) := arg miny∈K |y − T̃ (x)|. For the statement of the theorem, the only
important consequence is that since K is assumed to be compact, T is compact-valued as well.
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(ii) For (Pψ), a similar logic as in (i) applies. In this case, however, instead of the
Wasserstein distance, the inner infimum calculates a kind of divergence. Again, the
deviation between θT and the set of feasible solutions is quantified. Theoretically,
as divergences can evaluate to infinity (in particular whenever absolute continuity
issues occur), this leads to worse approximation properties than when using
Wasserstein distance. However, a different advantage is given by the fact that
for (Pψ) the inner infimum is now strictly convex in the function h, which can
greatly improve stability in the numerics (see Section 5.5.1) .

5.4 Algorithmic considerations

The most widespread utilization of neural networks in MinMax settings is within GANs.
This section discusses techniques from the GAN literature on overcoming instability
during training when solving problem (P ). For discussions specific to GANs, see for
instance [169, 164, 185] and a recent survey by [191].

First, we mention why there is a specific need to go into detail on the training
procedure for the MinMax approach for problem (P ), compared to just applying
everything that works well within GAN settings. For GANs, the basic objective is soft,
e.g., creating realistic pictures with certain features. Even if this is made rigorous (for
instance via the inception score), the actual theoretical value of the MinMax problem
is of little interest. Hence for GAN training one can apply procedures which change
this theoretical value while improving on the other criteria of interest. Such procedures
are unsuitable to apply to problem (P ). These include:

• Batch normalization ([117]): With batch normalization, the respective functional
spaces are altered. In the definition of H in (5.2), the functions hj then do not
just map from Rdj , but take the batch distribution as an additional input, which
can significantly change the theoretical problem.
• Certain forms of quantization ([177]) or noise convolution ([8]): Even minor
adjustments to input distributions (like adding small Gaussian noise) can lead
to drastic changes. Theoretically, changing the input distributions corresponds
to changing the measure µ when defining problem (P ) in (5.1). For certain
constraints, problem (P ) is very sensitive to changes in the measure µ: For
instance, in martingale optimal transport ([28]), the set Q may become empty
with arbitrarily small changes to µ.

On the other hand, some approaches that work well within the literature on GANs
are certainly also feasible for problem (P ). These include:

• Multi-agent GANs ([99, 114, 5]): This approach involves the introduction of
multiple generators and/or discriminators. In game theoretical terms, this makes
it easier for the players (generator and discriminator) to utilize mixed strategies,
which is essential for obtaining stable equilibria. When utilizing mixtures for
the discriminator, slight care has to be taken, since a mixture between multiple
discriminators is usually not continuous, which is at odds with the space of
functions used to define H in (5.2). Usually, however, the statement of problem
(P ) is robust with respect to such changes. Further, mixtures for the generator
can always be utilized.
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Table 5.1: Overview of specifications of the example problems considered

H Marginals f(x1, x2) θ

DCOT,

Section 5.5.1

{h1(x1) + h2(x2) + u(x2 − x1) :

h1, h2, u ∈ Cb(R)}
Normals (x1 + x2)+ U([−1, 1]2)

MOT,

Section 5.5.2

{h1(x1) + h2(x2) + g(x1)·
(x2 − x1) : h1, h2, g ∈ Cb(R)}

Mixtures

of normals
(x2 − x1)+ U([−1, 1]2)

• Variations on GDA methods: Among others, methods like unrolled GANs ([137]),
consensus optimization ([136]), competitive gradient descent ([171]), or the follow-
the-ridge approach ([190]), change the way that parameters are updated during
training, and hence do not affect the theoretical objective at all, while improving
the training procedure.

• Scaling up: As pursued in [41] for GANs, solving problem (P ) can be improved
by scaling up the size of the networks and increasing the batch size. Increasing
the batch size is particularly suitable for problem (P ), as the “true distribution”
µ is known and one can produce arbitrary amounts of samples.

A further point to be mentioned which can be useful to consider is the choice of the
latent measure θ. In GANs, this is usually simply taken as a high dimensional standard
normal distribution. On the other hand, settings related to autoencoders and optimal
transport examine the choice of the latent measure in more depth ([166, 113]).

For problem (P ), taking mixtures of generators ([99]) and 5 to 10 unrolling steps
([137]) has proven to be very well suited. In the following, we quickly argue why this is
the case, while Section 5.5.2 supports this claim with numerical experiments. To this
end, recall that the fundamental goal of the generator is to be able to generate a wide
spectrum of possible candidate solutions. For optimal transport, it is often sufficient to
generate Monge couplings (see [92]), which are relatively simple. For general problems
(P ), the required candidates often have to be more complex (see, e.g., Section 3.8 in
[113]). While a single trained generator may be biased towards concentrated measures,
multiple generators more easily represent smooth measures as well. On the other hand,
the fundamental goal of the discriminator is to punish the generator if the proposed
candidate does not satisfy the constraints. During training, the optimization will
usually reach points where the generator tries to push for a slight violation of the
constraints that cannot be immediately punished by the discriminator, while slightly
improving the objective value. We found that using unrolling (in which the generator
takes possible future adjustments of the discriminator into account) greatly restricts
violations of the constraints, because the generator already anticipates punishment in
the future even at the current update of its parameters.
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Figure 5.1: Results for Section 5.5.1. Numerical convergence observed for the optimal transport
problem with additional distribution constraint as described in Section 5.8.1. The top row
shows the convergence when parameters are updated using a GDA algorithm with a single
updating step for both infimum and supremum. The bottom row shows the convergence in
the case of 10 infimum updates for each supremum update. The first column reports the case
where no regularization is used (problem (Pm)). The second and third column report the
results for the regularization methods (Pψ) and (PL), respectively, as described in Section 5.3.
The displayed graphs are median values across 11 runs with respect to the standard deviation
of the objective values over the last 5000 iterations.

5.5 Numerical experiments

5.5.1 Optimal transport with distribution constraint (DCOT)

In this section, we consider an optimal transport problem with an additional distribution
constraint. For details on the specifications, see Table 5.1 and Section 5.8.1.

This experiment is meant to showcase the insights obtained in Remark 5.2.2 and
Theorem 5.3.1. We first calculate the problems (Pm), (Pm

ψ ) and (Pm
L ) using GDA

with Adam optimizer, with a single alternating updating step for both supremum
and infimum networks. We observe the convergence and stability in the top row of
Figure 5.1. While the graphs including regularization showcase better stability, the real
benefit is revealed in the bottom row of Figure 5.1. When increasing to 10 the number
of infimum steps in the GDA, the implemented problem more closely resembles the
theoretical one, since now the infimum can really be regarded as the inner problem. As
predicted by Remark 5.2.2, the calculation of (Pm) is now entirely unstable. On the
other hand, consistent with Remark 5.3.2, the convergence for the problems (Pm

ψ ) and
(Pm

L ) becomes even more smooth.
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Table 5.2: Results for Section 5.5.2

Integral value Error marginals Error martingale Std dev iterations

Base 0.281 0.126 0.087 0.267

Mixtures 0.291 0.062 0.038 0.078

Unrolling 0.289 0.016 0.011 0.025

Combined 0.299 0.014 0.010 0.015

Average values obtained over 10 runs of solving the MOT problem as described in Section
5.8.2. The unrolling procedure is performed with 5 unrolling steps of the discriminator, and for
the mixing, a fixed mixture of 5 generators is used. The “Combined” row uses both mixtures
and unrolling. As the problem is a maximization problem, high integral values while having
low error values are desirable. The error values hereby quantify violations of the constraints.
The final column gives an indicator for the stability during training, where low values imply
stable convergence.

5.5.2 Martingale optimal transport (MOT)

In this section, the martingale optimal transport problem ([27]) is considered. For
details on the specifications, see Table 5.1 and Section 5.8.2.

In the first row of Table 5.2, we observe how a standard alternating updating of
generator and discriminator parameters can lead to difficulties with respect to both
stability of the convergence and feasibility of the obtained solution. We then resolve
these issues by adjusting the algorithmic procedure and report the results in the bottom
rows of Table 5.2. These results show that using a mixture of generators or utilizing
unrolling can greatly improve stability and feasibility issues, as well as improve the
optimal value of the obtained solution. Combining the two methods leads to the best
results.

5.6 Conclusion and outlook

We introduced a general MinMax setting for the class of problems of the form (P ). We
argued that regularization techniques known from the OT literature can be generalized.
By proving approximation theorems, we gave theoretical justification for utilizing neural
nets to calculate the solution of the regularized problems. Further, we argued that,
with regularization, the inner infimum of the MinMax problem is usually bounded and
thus instability during training can be reduced. Beyond the theoretical objective, we
discussed algorithmic adjustments that can be adapted from the GAN literature. Both
theoretical insights - utilizing regularization and algorithmic adjustments - were shown
to be beneficial when applied in numerical experiments.

Two main avenues for future research are left open. Firstly, some aspects of the
theoretical approximations introduced by (PL) and (Pψ) can be studied in more depth (in
particular, a rigorous analysis on the approximation errors |(PL)−(P )| and |(Pψ)−(P )|,
see also Section 5.8.6). Secondly, a thorough comparison with existing methods on
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large scale problems can give further insights on the computational possibilities.

5.7 Proofs

Proof of Theorem 5.3.1. Throughout, we use the notation Φ(T, h) :=
∫
f ◦ T dθ +∫

h ◦ T dθ −
∫
h dµ =

∫
f dθT +

∑J
j=1

∫
ej · (hj ◦ πj) dθT −

∫
ej · (hj ◦ πj) dµ.

Proof of (i): We show that, for a given ε > 0, there is m ∈ N such that both

(PL)
(a)

≥ (Pm
L )− ε and (PL)

(b)

≤ (Pm
L ) + 2ε hold.

Regarding (a), choose m such that any L-Lipschitz function on the compact set
K can be approximated up to accuracy ε/(2J maxj=1,...,J ‖ej‖∞) in ‖ · ‖∞ by neural
networks with hidden dimension m, which is possible by [158, Theorem 4]. Further, by
the corresponding rate given in [158, Theorem 4], m can be chosen large enough such
that the approximating neural networks are elements of LipmL (Rdj) for all j = 1, ..., J .
Then, for all T , it holds for any j = 1, . . . , J that

inf
hj∈LipmL (Rdj )

∫
ej · (hj ◦ πj) dθT +

∫
ej · (hj ◦ πj) dµ

− inf
hj∈LipL(Rdj )

∫
ej · (hj ◦ πj) dθT +

∫
ej · (hj ◦ πj) dµ ≤ ε/J

and thus infh∈HL Φ(T, h) ≥ infh∈HmL Φ(T, h)− ε. This implies

(PL) ≥ sup
T∈Nm

K,d

inf
h∈HL

Φ(T, h) ≥ sup
T∈Nm

K,d

inf
h∈HmL

Φ(T, h)− ε = (Pm
L )− ε,

and hence (a) follows.
Regarding (b), choose an optimizer ν̂ = θ ◦ T̂−1 of (PL). Since T is compact-valued,

T ∈ L1(θ), and hence we can choose Tm ∈ Nm
K,d such that Tm → T for m → ∞ in

L1(θ), which implies νm := θ ◦ T−1
m

w→ ν̂ and since the measures are supported on K
also W1(νm, ν̂)→ 0 for m→∞. It holds∣∣∣∣ inf

h∈HL
φ(T̂, h)− inf

h∈HL
φ(Tm, h)

∣∣∣∣
≤

J∑
j=1

sup
hj∈LipL(Rdj )

∣∣∣∣∣
∫
ej · (hj ◦ πj) dν̂ −

∫
ej · (hj ◦ πj) dνm

∣∣∣∣∣ =: (∗)

Note further that there exists some L̂ > 0 such that all hj ◦πj are L̂-Lipschitz. Since
hj are centered and compact-valued, their infinity norms are bounded uniformly, say
by some S > 0. Hence any ej · (hj ◦ πj) is (L̂‖ej‖∞ + LejS)-Lipschitz. We denote the
maximum of these constants by L̄. Thus (∗) ≤ JL̄W1(νm, ν̂) ≤ ε/2 for m large enough.
Also, |

∫
f dν̂−

∫
f dνm| ≤ ε/2 for m large enough, since f restricted to K is continuous

and bounded. Hence (PL) = infh∈HL Φ(T̂, h) ≤ infh∈HL Φ(Tm, h) + ε. Further, we can
choose m large enough such that c(m) < ε/(J sup{‖ej‖∞ : j ∈ {1, ..., J}}. Then
infh∈HL Φ(Tm, h) ≤ infh∈HmL Φ(Tm, h) + ε. Summarized thus

(PL) = inf
h∈HL

Φ(T̂, h) ≤ inf
h∈HL

Φ(Tm, h) + ε. ≤ inf
h∈HmL

Φ(Tm, h) + 2ε ≤ (Pm
L ) + 2ε,
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which yields the claim.
Proof of (ii): The proof builds heavily on the fact that ej are assumed to be

non-negative, which allows for a reformulation of (Pψ) in terms of divergences. For
ν ∈ P(Rd), we define the measure νej by dνej

dν
= ej. We get

sup
hj∈Cb(Rdj )

∫
ej · (hj ◦ πj) dθT −

∫ (
ej · (hj ◦ πj) + ej · ψ∗j (hj ◦ πj)

)
dµ

= sup
hj∈Cb(Rdj )

∫
hj ◦ πj dθejT −

∫ (
hj ◦ πj + ψ∗j (hj ◦ πj)

)
dµej

= sup
hj∈Cb(Rdj )

∫
hj dθ

ej
T ◦ π−1

j −
∫ (

hj + ψ∗j (hj)
)
dµej ◦ π−1

j

= Dψ̃j
(θ
ej
T ◦ π−1

j , µej ◦ π−1
j ),

where ψ̃∗j (x) = x + ψ∗j (x), Dψ̃j
(ν, µ) =

∫
ψ̃
(
dν
dµ

)
dµ for ν � µ, and the last equality

follows by the dual representation for divergences.6 The above shows that

(Pψ) = sup
T :RK→Rd

∫
f dθT −

J∑
j=1

Dψ̃j
(θ
ej
T ◦ π−1

j , µej ◦ π−1
j ).

Now, choose an optimizer T and a sequence Tm ∈ Nm
K,d as in the assumption of the

theorem. Without loss of generality, we can choose a representative among the almost-
sure equivalence class, such that dθTm

dθT
→ 1 holds point-wise for m→∞. Elementary

calculation yields that dθ
ej
T ◦π

−1
j

dµej ◦π−1
j

→ 1 holds point-wise as well, and hence by dominated

convergence Dψ̃j
(θ
ej
Tm ◦ π−1

j , µej ◦ π−1
j )→ Dψ̃j

(θ
ej
T ◦ π−1

j , µej ◦ π−1
j ) for m→∞ follows.

We can choose m ∈ N such that (Pψ) ≤
∫
f dθTm −

∑J
j=1Dψ̃j

(θ
ej
Tm ◦ π−1

j , µej ◦ π−1
j ) + ε.

By again plugging in the dual formulation for Dψ̃j
, and noting that the infimum only

gets larger when restricted to neural network functions,

(Pψ) ≤ inf
hj∈Nm

dj,1

∫
f dθTm −

J∑
j=1

(∫
ej · (hj ◦ πj) dθTm

−
∫
ej · (hj ◦ πj) + ej · ψ∗j (hj ◦ πj) dµ

)
+ ε ≤ (Pm

ψ ) + ε,

which yields the claim.

5.8 Specifications of numerical examples

Here we provide a quick overview of the specifications for the numerical experiments
discussed in Section 5.5. Further details can be seen within the code given in the
supplementary material.

6See for instance [42, Chapter 4], and note that while the dual formulation therein is based on bounded and
measurable functions, on the compact set K standard approximation arguments using Lusin’s and Tietze’s
theorems yield that continuous functions are sufficient.
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In all examples, we use the Adam optimizer ([122]) with learning rate α = 10−5

and β1 = 0.5, β2 = 0.999 and ε = 10−9. Both generator and discriminator consist of 4
layer feed-forward networks with hidden dimension 64 (for Section 5.5.1) or 128 (for
Section 5.5.2). Network weights are initialized using the GlorotNormal initializer. For
the generator networks, we choose the hyperbolic tangent activation function. For the
discriminator networks, we choose the ReLU activation function. Computations are
performed in Python 3.7 using TensorFlow 1.15.0.

5.8.1 Specification of the experiment in Section 5.5.1

Let f(x1, x2) := (x1 + x2)
+, µ1, µ2 be normal distributions with mean 0 and stan-

dard deviation 2, and κ ∈ P(R) a Student’s t-distribution with 8 degrees of free-
dom. Set H = {h1(x1) + h2(x2) + u(x2 − x1) : h1, h2, u ∈ Cb(R)}. Choosing µ with
the specified marginals such that µ ◦ ((x1, x2) 7→ (x2 − x1))

−1 = κ, this leads to
Q = {ν ∈ P(R2) : ν1 = µ1 and ν2 = µ2 such that ν ◦ ((x1, x2) 7→ (x2 − x1))−1 = κ}.

The described problem may occur naturally in financial contexts, where two assets
have described distribution µ1 and µ2. The function f models the payoff of a basket
option and the constraint including κ may describe information about the relation
between the two assets.

For (PL), we take L = 1, and implement the Lipschitz constraint as described in
Section 5.8.5. Although L = 1 appears low, since f is also 1-Lipschitz we found this
choice to be sufficient. If L is chosen larger, the obtained objective value does not
appear to change significantly, but the stability during training gets slightly worse. For
(Pψ), we take ψ∗j (x) = x2

25
for j = 1, 2, 3, and we found other choices (see, e.g., Table

1 of [196] for a list of candidates) to be comparable regarding the improved stability
during training. For intuition regarding both choices, see also Section 5.8.6.

The graphs in Figure 5.1 are constructed as follows: For each supremum iteration t
of Algorithm 1, we evaluate and save the term 1

min{t,Nr}
∑N

s=N−min{t,Nr}+1 Φm
s (f ;wh,wT )

(where Nr is set to 500), which would be the output value of the algorithm if iteration
t were the final iteration. The resulting list of values in dependence on the iteration is
plotted in the graphs.

5.8.2 Specification of the experiment in Section 5.5.2

We consider the cost function f(x1, x2) = (x2 − x1)+. Let N (m,σ2) describe a normal
distribution with mean m and variance σ2. We define the marginals as follows:

µ1 = 0.5N (−1.3, 0.52) + 0.5N (0.8, 0.72),

µ2 = 0.5N (−1.3, 1.12) + 0.5N (0.8, 1.32).

Define H = {h1(x1) + h2(x2) + g(x1) · (x2 − x1) : h1, h2, g ∈ Cb(R)}. Then, we obtain
Q = {ν ∈ P(R2) : ν1 = µ1, ν2 = µ2 and, if (X1, X2) ∼ ν, then E[X2|X1] = X1}.

In financial terms, this example corresponds to computing price bounds on a forward
start call option under a martingale constraint. For related problems, see, e.g., [27].

The first column in Table 5.2 describes the integral value of the numerical optimizer,
i.e., if T (· ;wT ) is the fully trained network from Algorithm 1 (we chose N = 15000,
Nr = 500, Ninf = 1, Ns = 0), then the first column reports

∫
f dθT (· ;wT ) approximated



130CHAPTER 5. MINMAX METHODS FOR OPTIMAL TRANSPORT AND BEYOND

Table 5.3: Runtimes for the numerical experiments

DCOT, Section 5.5.1 Runtime

(Pm), Ninf = 1 83

(Pm), Ninf = 10 464

(Pmψ ), Ninf = 1 85

(Pmψ ), Ninf = 10 481

(PmL ), Ninf = 1 137

(PmL ), Ninf = 10 909

MOT, Section 5.5.2 Runtime

Base 551

Mixtures 918

Unrolling 4546

Combined 4901

Reported runtimes (in seconds) for the different experiments in Section 5.5. All programs
were run using an intel Core i7-6700HQ CPU@2.60GHz.

using 105 many samples. The second and third column are explained in Section
5.8.4. The final column reports the standard deviation of the values Φm

t (f ;wh,wT )
for t = N − 2499, ..., N given within Algorithm 1, which characterizes the stability of
the convergence.

5.8.3 Algorithm

Algorithm 1 shows how to compute problem (Pm) using GDA and the Adam optimizer.
The returned value yields the proxy value for (Pm). The fully optimized function
T (· ;wT ) serves as the approximate supremum optimizer of (Pm) in the MinMax setting.
Hence θT (· ;wT ) is the numerically obtained optimal measure maximizing (Pm).

The problems (Pm
L ) and (Pm

ψ ) are implemented accordingly, while only the terms
Φm and Φm

t are altered. Namely, for (Pm
ψ ), we add the divergence terms as given

in (5.10), while for (Pm
L ), we add the gradient penalty as described in Section 5.8.5.

To include the unrolling procedure and/or the mixture of generators, adjustments
according to [137] and/or [99] have to be included.

5.8.4 Numerical evaluation of feasibility

The numerical optimal measure ν̂ := θT (· ;wT ) as given by Algorithm 1 should theoret-
ically lie in Q. To test this numerically, we (approximately) evaluate the feasibility
constraint " ∀h ∈ H :

∫
h dµ =

∫
h dν̂ " for a subset of test functions h.

For Table 5.2 in Section 5.5.2, we use the first 50 Chebyshev polynomials g1, . . . , g50

normalized to the interval [−6, 6], instead of [−1, 1]. For the marginal errors, the
reported error is the sum 1

2

∑2
i=1

1
50

∑50
j=1 |

∫
gj dµi −

∫
gj dν̂i| where all integrals are

approximated using 105 many sample points. Similarly, the martingale error is the sum
1
50

∑50
j=1 |

∫
gj(x1) · (x2 − x1) ν̂(dx1, dx2)|.
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Algorithm 1 MinMax optimization for OT and beyond: Problem (Pm)

Inputs: cost function f ; measure µ; latent measure θ; batch size n; total number of
iterations N ; number of infimum steps Ninf ; number of steps for return value Nr; number
of warm-up steps Ns.
Require: random initialization of neural network weights wh,wT .
for t = 1, . . . , N do
if t > Ns then
for _ = 1, . . . , Ninf do

sample {xi}ni=1 ∼ µ
sample {yi}ni=1 ∼ θ
evaluate Φm(f ;wh,wT ) = 1

n

∑n
i=1

(
f(T (yi ;wT )) +h(T (yi ;wT ) ;wh) −h(xi ;wh)

)
wh ← Adam(Φm(f ;wh,wT ))

end for
end if
sample {xi}ni=1 ∼ µ
sample {yi}ni=1 ∼ θ
evaluate Φm

t (f ;wh,wT ) = 1
n

∑n
i=1

(
f(T (yi ;wT )) + h(T (yi ;wT ) ;wh) − h(xi ;wh)

)
wT ← Adam(−Φm

t (f ;wh,wT ))

end for
Return: 1

Nr

∑N
s=N−Nr+1 Φm

s (f ;wh,wT )

5.8.5 Modeling Lipschitz functions

Two methods have shown to be prevalent in the literature to enforce Lipschitz continuity:
Gradient penalty ([103]) and spectral normalization ([138]). We found that for our
purposes a one-sided gradient penalty works well. To this end, enforcing hj ∈ LipL(Rdj )
is done via adding the penalty term

λ

∫ (
(‖∇hj‖ − L)+

)2
dµ ◦ π−1

j + λ

∫ (
(‖∇hj‖ − L)+

)2
dθT ◦ π−1

j ,

for some λ > 0, where ‖ · ‖ denotes the Euclidean norm.

5.8.6 Theoretical approximations of (P ) by (PL) and (Pψ)

For completeness, an analysis of the approximation of (P ) by (PL) and (Pψ) is required.
While a full analysis is beyond the scope of this chapter, we still state fundamental
results:

Remark 5.8.1. The definitions of (PL) and (Pψ) immediately reveal the following:

(i) For L1 ≤ L2, it holds (PL1) ≤ (PL2) ≤ (P ).
(ii) For ψ̃∗j ≥ ψ∗j ≥ 0, j = 1, . . . , J , it holds (Pψ̃) ≥ (Pψ) ≥ (P ).
(iii) For (PL) to be a sensible approximation to (P ), f has to be of linear growth,

i.e., f(x)/(1 + |x|) has to be bounded (or even stronger restrictions have to be
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imposed). Otherwise it may hold (PL) = ∞ for all L, while (P ) is finite. E.g.,
a classical OT problem on R2 with cost function f(x) = |x2 − x1|2 exhibits this
behavior. On the other hand, numerical experiments indicate that whenever
f, π1, . . . , πJ , e1, . . . , eJ are Lipschitz continuous, it may hold (P ) = (PL) for finite
L (see, e.g., Section 5.5.1).



Chapter 6

Extended Laplace principle for
empirical measures of a Markov chain

6.1 Introduction and main results

Throughout the chapter, let (E, d) be a Polish space, P(E) the space of Borel probability
measures on E endowed with the topology of weak convergence and Cb(E) the space of
continuous and bounded functions mapping E into R. Let a Markov chain with state
space E be given by its initial distribution π0 ∈ P(E) and Borel measurable transition
kernel π : E → P(E), and denote by πn ∈ P(En) the joint distribution of the first n
steps of the Markov chain. Define the empirical measure map Ln : En → P(E) by

Ln(x1, ..., xn) =
1

n

n∑
i=1

δxi

and recall the relative entropy R : P(E)× P(E)→ [0,∞] given by

R(ν, µ) =

∫
E

log

(
dν

dµ

)
dν, if ν � µ, R(ν, µ) =∞, else.

The main goal of this chapter is to generalize the large deviations result for empirical
measures of a Markov chain in its Laplace principle form. Under suitable assumptions
on the Markov chain, the usual Laplace principle for empirical measures of a Markov
chain states that for all F ∈ Cb(P(E))

lim
n→∞

1

n
ln

∫
En

exp(nF ◦ Ln)dπn = sup
ν∈P(E)

(F (ν)− I(ν)). (6.1)

Here, I : P(E)→ [0,∞] is the rate function, given in the setting of [73, Chapter 8] by

I(ν) = inf
q:νq=ν

∫
E

R(q(x), π(x))ν(dx),

where the infimum is over all stochastic kernels q on E that have ν as an invariant
measure. In this chapter, a stochastic kernel q on E is a Borel measurable mapping
q : E → P(E), and νq ∈ P(E) is defined by νq(A) :=

∫
E
q(x,A)ν(dx) for ν ∈ P(E),

133
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where we write q(x,A) = q(x)(A) for x ∈ E and Borel sets A ⊆ E. The Laplace
principle (6.1) - in the mentioned setting of [73] - is equivalent to the more commonly
used form of the large deviations result for empirical measures of a Markov chain,
which states that for all Borel sets A ⊆ P(E)

− inf
ν∈Å

I(ν) ≤ lim inf
1

n
ln πn(Ln ∈ Å) ≤ lim sup

1

n
lnπn(Ln ∈ Ā) ≤ − inf

ν∈Ā
I(ν),

where Å denotes the interior and Ā the closure of A. Large deviations probabilities of
Markov chains have been studied in a variety of settings and under different assumptions,
see e.g. [58, 65, 70, 71, 119, 143].

The way we generalize the Laplace principle is by using the fact that both sides of
the Laplace principle (6.1) can be stated solely in terms of relative entropy, its chain
rule, and its convex dual pair. Equation (6.1) can therefore be formulated analogously
for functionals resembling the relative entropy, in the sense that these functionals
have to satisfy the same type of chain rule and duality. The kind of convex duality
referred to is Fenchel Moreau duality, which is often studied in the context of convex
risk measures, see for example [3, 14, 52, 126].

The original idea for extensions of Laplace principles of this form is due to Lacker
[127] who pursued this in the context of i.i.d. sequences of random variables instead
of Markov chains. The initial goal was to provide a setting to study more than just
exponential tail behavior of random variables, as is given by large deviations theory.
The extension of Sanov’s theorem he proved [127, Theorem 3.1] can be used to derive
many interesting results, such as polynomial large deviations upper bounds, robust
large deviations bounds, robust laws of large numbers, asymptotics of optimal transport
problems, and more, while several possibilities remain unexplored.

In this chapter, the same type of extension for Markov chains is obtained. To this
end, we work in a similar setting as [73, Chapter 8]. In particular, the results from [73,
Chapter 8] are a special case of Theorem 6.1.1. To showcase the potential implications
of Theorem 6.1.1, we focus on one broad application related to robust Markov chains,
summarized in Theorem 6.1.3 and Theorem 6.1.4.

6.1.1 Main Results

Let β : P(E)× P(E)→ (−∞,∞] be a Borel measurable function which is bounded
from below and satisfies β(ν, ν) = 0 for all ν ∈ P(E). One may think of β(·, ·) = R(·, ·).
To state the chain rule, we introduce the following notation for the decomposition of an
n-dimensional measure ν ∈ P(En) into kernels νi,i+1 : Ei → P(E) for i = 1, ..., n− 1
and ν0,1 ∈ P(E):

ν(dx1, ..., dxn) = ν0,1(dx1)
n−1∏
i=1

νi,i+1(x1, ..., xi, dxi+1)

For θ ∈ P(E), define βθn : P(En)→ (−∞,∞] by

βθn(ν) = β(ν0,1, θ) +

∫
En

n−1∑
i=1

β(νi,i+1(x1, ..., xi), π(xi))ν(dx1, ..., dxn),
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where in case of β(·, ·) = R(·, ·) one gets βπ0n (ν) = R(ν, πn) for ν ∈ P(En) by the chain
rule for relative entropy. Note that β·n(·) is well defined as the term inside the integral
is Borel measurable, e.g. by [34, Prop. 7.27]. Define ρθn as the convex dual of βθn by

ρθn(f) = sup
µ∈P(En)

(∫
En
fdµ− βθn(µ)

)
for Borel measurable functions f : En → R, where we adopt the convention ∞−∞ :=
−∞. For β(·, ·) = R(·, ·) we get ρπ0n (f) = ln

∫
En

exp(f)dπn by the Donsker-Varadhan
variational formula for the relative entropy. In the above definitions, θ is a placeholder
for variable initial distributions, which is required as a tool in the proof. For the actual
statement, only βπ0n and ρn := ρπ0n are needed. We write ρ := ρ1 and ρθ := ρθ1.

The assumptions for the main theorem are stated below. Assumption (M) is [73,
Condition 8.4.1.], and (T) is a direct generalization of [73, Condition 8.2.2.].

(M) Conditions on the Markov chain.

(M.1) Define the k-step transition kernel π(k) of the Markov chain recursively by
π(k)(x,A) :=

∫
E
π(y, A)π(k−1)(x, dy) for x ∈ E and Borel sets A ⊆ E.

Assume that there exist l0, n0 ∈ N such that for all x, y ∈ E:
∞∑
i=l0

1

2i
π(i)(x)�

∞∑
j=n0

1

2j
π(j)(y)

(M.2) π has an invariant measure, i.e. there exists µ∗ ∈ P(E) such that µ∗π = µ∗.

(B) Assumptions on β.

(B.1) The mapping P(E)× P(E2) 3 (θ, µ) 7→ βθ2(µ) is convex.
(B.2) The mapping P(E)× P(E2) 3 (θ, µ) 7→ βθ2(µ) is lower semi-continuous.
(B.3) If ν is not absolutely continuous with respect to µ, then β(ν, µ) =∞.

(T) Assumption needed to guarantee tightness of certain families of random variables.
At least one of the following has to hold:

(T.1) There exists a Borel measurable function U : E → [0,∞) such that the
following holds:
(a) infx∈E(U(x)− ρπ(x)(U)) > −∞.
(b) {x ∈ E : U(x)− ρπ(x)(U) ≤M} is a relatively compact subset of E for

all M ∈ R.
(c) ρ(U) <∞.

(T.1’) E is compact.

In case of β(·, ·) = R(·, ·), one usually imposes another condition on π in the form of
the Feller property, i.e. continuity of x 7→ π(x), see e.g. [73, Condition 8.3.1]. Here,
this is implicitly included in condition (B.2). Indeed, one quickly checks that for (B.2)
to hold in case of β(·, ·) = R(·, ·), the following is sufficient: If θn

w→ θ ∈ P(E), then
θn ⊗ π w→ θ ⊗ π ∈ P(E2) has to hold as well. The Feller property implies this, see [73,
Lemma 8.3.2.].

The following extension of the Laplace principle for empirical measures of a Markov
chain is the main result.
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Theorem 6.1.1. Define the rate function I : P(E)→ (−∞,∞] by

I(ν) := inf
q:νq=ν

∫
E

β(q(x), π(x))ν(dx) = inf
q:νq=ν

βν2 (ν ⊗ q). (6.2)

Under condition (B.1), (B.2) and (T), the upper bound

lim sup
n→∞

1

n
ρn(nF ◦ Ln) ≤ sup

ν∈P(E)

(F (ν)− I(ν))

holds for all upper semi-continuous and bounded functions F : P(E)→ R.
Under condition (M.1), (M.2), (B.1) and (B.3), the lower bound

lim inf
n→∞

1

n
ρn(nF ◦ Ln) ≥ sup

ν∈P(E)

(F (ν)− I(ν))

holds for all F ∈ Cb(P(E)).

Intuition, applicability and difficulties in dealing with the above result are very
similar to the i.i.d. case and are described in detail in the introduction of [127]. The
main differences for Markov chains are conditions (B.1) and (B.2). To verify these
conditions, one would ideally like to have a better expression for β·2(·) than is given
by the definition, which is often not trivial. In the applications of this chapter, the
choices of β are convenient in this regard. Some of the applications pursued in the
i.i.d. case, e.g. [127, Chapter 4 and 6] appear more difficult to obtain for Markov chains.
A thorough analysis of the spectrum of applications of Theorem 6.1.1 is left open for
now, as the goal in this regard is rather to give a detailed account of the applications
to robust Markov chains.

The following corollary complements Theorem 6.1.1.

Corollary 6.1.2. (a) If (θ, ν) 7→ βθ2(ν) is lower semi-continuous, then I is lower
semi-continuous. If (θ, ν) 7→ βθ2(ν) is convex, then I is convex.

(b) If the main Theorem 6.1.1 upper bound holds, and additionally I has compact
sub-level sets, then the main theorem upper bound extends to all functions F :
P(E)→ [−∞,∞) which are upper semi-continuous and bounded from above.

6.1.2 Applications to robust Markov chains

In this chapter, robustness broadly refers to uncertainty about the correct model
specification of the Markov chain. This type of uncertainty is often studied in terms of
nonlinear expectations (see e.g. [47, 128, 152, 153]) and distributional robustness (see
e.g. [38, 139, 94, 108]). Here, the main point is to take uncertainty with respect to the
transition kernel π into consideration. Conceptually, a robust transition kernel is the
following: If the Markov chain is in point x ∈ E, the next step of the Markov chain is
not necessarily determined by a fixed measure π(x), but rather can be determined by
any measure π̂ ∈ P (x) ⊆ P(E). In our context, P (x) will be defined as a neighborhood
of π(x) with respect to the first Wasserstein distance.

The existing literature on robust Markov chains focuses on finite state spaces, where
transition probabilities are uncertain in some convex and closed sets, usually expressed
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via matrix intervals. For example [179] gives a good overview of the field. Robust
Markov chains are studied under the names of Markov set chains (see e.g. [109, 110,
125]), imprecise Markov chains (see e.g. [59]), as well as Markov chains with interval
probabilities (see e.g. [178, 179]). Recently, continuous time versions have also received
attention (see e.g. [84, 180]). While different types of laws of large numbers are studied
frequently, large deviations theory seems to be absent in the current literature on
robust Markov chains. Robust Markov chains find applications in several areas in
machine learning and operations research, among others in reinforcement learning
[144, 193, 195, 197], in network control [84, 165], and server assignment [123].

In the following, the asymptotic behavior of such Markov chains is analyzed. The
type of asymptotics studied are worst case behaviors over all possible distributions, in
the sense of large deviations probabilities (Theorem 6.1.3) and a law of large numbers
(Theorem 6.1.4) of empirical measures of robust Markov chains. Worst case behavior
for large deviations means that the slowest possible rate of convergence to zero of a tail
event is identified. For laws of large numbers, we give upper bounds - or by changing
signs lower bounds - for law of large number type limits.

Define the first Wasserstein distance dW on P(E) by

dW (µ, ν) = inf
τ∈Π(µ,ν)

∫
E

d(x, y)τ(dx, dy)

for µ, ν ∈ P(E), where Π(µ, ν) ⊆ P(E2) denotes the set of measures with first
marginal µ and second marginal ν. See for example [101] for an overview regarding
the Wasserstein distance. In order to avoid complications with respect to compatibility
of weak convergence and Wasserstein distance, we assume that E is compact for the
applications.

Fix r ≥ 0. The set of possible joint distributions of the robust Markov chain up to
step n is characterized by Mn(π0) ⊆ P(En) defined by

Mn(π0) := {ν ∈ P(En) : dW (ν0,1, π0) ≤ r and
dW (νi,i+1(x1, ..., xi), π(xi)) ≤ r ν-a.s. for i = 1, ..., n− 1}.

Note that elements of Mn(π0) don’t have to be Markov chains. In this context, the
Markov property only applies to the evolution of the set of measures, but each individual
measure can depend on the entire path.

For technical reasons related to condition (B.3), we also consider the following
modification

Mn(π0) :={ν ∈Mn(π0) : ν � π0 ⊗ π ⊗ ...⊗ π}.

Both definitions above can of course be stated for arbitrary θ ∈ P(E) instead of π0.
We show that

β(ν, µ) := inf
µ̂∈M1(µ)

R(ν, µ̂)

satisfies the assumptions for the upper bound of Theorem 6.1.1 and

β(ν, µ) := inf
µ̂∈M1(µ)

R(ν, µ̂)
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satisfies the assumptions for the lower bound of Theorem 6.1.1. In Lemma 6.3.1 and
Lemma 6.3.6 we will characterize βθn and βθ

n
in terms of Mn(θ) and Mn(θ).

The rate functions I and I denote the rate function for β and β as given by equation
(6.2) and can be expressed as

I(ν) = inf
q:νq=ν

inf
µ∈M2(ν)

R(ν ⊗ q, µ)

I(ν) = inf
q:νq=ν

inf
µ∈M2(ν)

R(ν ⊗ q, µ)

In case r = 0, these rate functions simplify to the one used in [73, Chapter 8], since for
r = 0 it holds M2(ν) = M2(ν) = {ν ⊗ π}.

Theorem 6.1.1 yields the following:

Theorem 6.1.3. Assume (E, d) is compact. Let β, β and Mn(θ), Mn(θ) for θ ∈ P(E)
be given as above. Let I and I denote the rate functions for β and β, as given by
equation (6.2).

(a) If π satisfies the Feller property, it holds for Borel sets A ⊆ P(E)

lim sup
n→∞

sup
µ∈Mn(π0)

1

n
lnµ(Ln ∈ Ā) ≤ − inf

ν∈Ā
I(ν).

(b) If π satisfies (M), it holds for Borel sets A ⊆ P(E)

lim inf
n→∞

sup
µ∈Mn(π0)

1

n
lnµ(Ln ∈ Å) ≥ − inf

ν∈Å
I(ν).

For a (numerical) illustration of the above result, see Example 6.3.8. Among other
things, the example showcases that one can identify conditions such that there is
no difference between upper and lower bound, and thus the above identifies precise
asymptotic rates. Note that in finite state spaces one can guarantee Mn(θ) = Mn(θ)
by assuming π(x)(y) > 0 for all x, y ∈ E.

The following is the law of large numbers result for robust Markov chains, which is
based on the choices

β(µ, ν) :=

 0, if dW (µ, ν) ≤ r,

∞, else,

β(µ, ν) :=

 0, if dW (µ, ν) ≤ r and µ� ν,

∞, else,

again for r ≥ 0 fix.

Theorem 6.1.4. Assume (E, d) is compact. Let Mn(θ),Mn(θ) for θ ∈ P(E) be given
as above.

(a) If π satisfies the Feller property, it holds for all F : P(E)→ [−∞,∞) which are
upper semi-continuous and bounded from above

lim sup
n→∞

sup
µ∈Mn(π0)

∫
En
F ◦ Lndµ ≤ sup

ν∈P(E):
∃q,νq=ν:ν⊗q∈M2(ν)

F (ν).
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(b) If π satisfies (M), it holds for all F ∈ Cb(P(E))

lim inf
n→∞

sup
µ∈Mn(π0)

∫
En
F ◦ Lndµ ≥ sup

ν∈P(E):
∃q,νq=ν:ν⊗q∈M2(ν)

F (ν).

This result is easiest interpreted by looking at the case r = 0. If both upper and
lower bound hold, the above states

πn ◦ L−1
n

w→ δµ∗ ∈ P(P(E)),

where µ∗ is the unique invariant measure under the Markov chain transition kernel π,
which - under condition (M) - always exists (see [73, Lemma 8.6.2. (a)]).

Specifically, the choices F (ν) :=
∫
E
fdν for f ∈ Cb(E) in the above can be inter-

preted as a robust Cesàro limit of a Markov chain. Indeed, for r = 0, this yields

lim
n→∞

1

n

n∑
i=1

π0π
(i−1) w→ µ∗.

For r > 0 however, we get a result which strongly resembles e.g. [109, Theorem 4.1],
but in a more general state space.

Generalizations and relation to the literature. In this chapter robustness is
modeled via the first Wasserstein distance because it is both tractable and frequently
used. Nevertheless, the question arises whether the presented approach can be applied
more generally, specifically related to the existing literature in finite state spaces. This
section roughly outlines potential extensions.

In the existing literature regarding robust Markov chains in finite state spaces
- where we mainly refer to [109, 179] as references - the starting point is a robust
transition kernel P : E → 2P(E) satisfying certain convexity and closedness conditions.
For our approach however, one starts with both a transition kernel π : E → P(E) and
a mapping U : P(E)→ 2P(E), with the relation of the approaches being P = U ◦ π.

In the previous Section 6.1.2 we used U(µ) = {µ̂ ∈ P(E) : dW (µ, µ̂) ≤ r}. The
setting of Section 6.1.2 translates to β(ν, µ) = inf µ̂∈U(µ) R(ν, µ̂) for large deviations
results (Theorem 6.1.3) and β(ν, µ) =∞ · 11U(µ)C (ν) for law of large numbers results
(Theorem 6.1.4). Further Mn(θ) = {µ ∈ P(En) : µ0,1 ∈ U(θ), µi,i+1(x1, ..., xi) ∈
U(π(xi)) µ-a.s. for i = 1, ..., n− 1} for θ ∈ P(E). In general, the following conditions
on U would allow for a similar type of proof of analogs of Theorem 6.1.3 and Theorem
6.1.4, where the assumptions on E (compactness) and π (Feller property and/or (M))
stay the same.

(1) µ ∈ U(µ) for all µ ∈ P(E).
(2) The graph of U , i.e. {(µ, µ̂) ∈ P(E)2 : µ̂ ∈ U(µ)}, is closed and convex.

Here, (1) implies β(µ, µ) = 0 for all µ ∈ P(E). That the graph of U is convex
implies condition (B.1), see Lemma 6.3.2 and the subsequent paragraph, as well as
Lemma 6.3.9. Closedness of the graph is used to verify condition (B.2), see Lemma
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6.3.3, 6.3.4 and 6.3.9. For the large deviations result, closedness of the graph also
guarantees a representation of βθn in terms of Mn(θ), see Lemma 6.3.1 and 6.3.6.

The assumption that E has to be compact can likely be loosened by assuming that
U is compact valued instead, even though an analog of Lemma 6.3.3 is then more
difficult to obtain.

6.1.3 Further ideas and outlook

There are several possibilities for further directions that the main result – Theorem
6.1.1 – can be used for. We refer again to the paper by Lacker [127] which discusses a
range of applications in detail in the i.i.d. setting. For Markov chains, further natural
choices for β that may lead to interesting applications are for example:

(1) ϕ-divergences, i.e. for a convex function ϕ : R+ → R,

β(ν, µ) :=

∫
E

ϕ(dν/dµ)dµ,

which is understood to be ∞ if ν is not absolutely continuous with respect to µ.
(2) Transport costs, i.e. for a lower semi-continuous c : E2 → [0,∞]

β(ν, µ) := inf
τ∈Π(ν,µ)

∫
E

cdτ.

(3) Lp norm of Radon-Nikodym derivative

β(ν, µ) := ‖dν/dµ‖Lp(µ).

(4) The sum of different choices for β, i.e. for β(i) (i=1,...,K) define

β(ν, µ) :=
K∑
i=1

β(i)(ν, µ).

The first choice of ϕ-divergences is certainly interesting, and the key assumptions (B.1)
and (B.2) appear obtainable. Yet, the manifestations of this choice are difficult to
interpret, since the resulting functionals βn and ρn are very complex (See also [127,
Chapter 1.5.]). The second choice of transport costs is analyzed in detail in [127,
Chapter 6] in the i.i.d. case. For Markov chains, assumptions (B.1) and (B.2) are
satisfied in compact spaces. This is shown in detail in Section 6.4, as it nicely illustrates
standard methods used to apply Theorem 6.1.1. Condition (B.3) for the lower bound
is in general not satisfied (consider E = R and c the euclidean distance), but can be
satisfied for specific c (e.g. c(x, y) = 0 if x = y and c(x, y) =∞, else). The resulting
limit theorem is loosely related to all kinds of optimization problems including optimal
transport balls, e.g. [4, 19, 36, 38, 85, 94]. The third idea leads to polynomial large
deviations bounds in the i.i.d. case (see [127, Chapter 4]). For Markov chains, while
β is a very natural choice, β is in general not jointly convex, and hence condition
(B.1) is not satisfied. Nevertheless, one should still keep this choice in mind, as there
might be possible adaptations to make it applicable. The fourth point arose by the
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observation that all major assumptions on β, (B.1), (B.2) and (B.3) are closed under
finite summation, and further the resulting dual ρn is tractable via the inf-convolution
of the individual duals (see e.g. [51, Chapter 1.6.] for background).

Some choices of β have direct implications for applications, e.g. the large deviations
bounds for robust Markov chains from Theorem 6.1.3 can be used to analyze and
fine-tune systems using robust Markov chains (like [84, 123, 165, 193, 195, 197]). On
the other hand, there may be some hidden applications that are more nuanced. One
example is to use the results from Section 6.1.2 to analyze certain complex stochastic
processes, which are themselves not Markovian (or even precisely determined at all),
but can be shown to be close to a certain Markov chain (in the sense of Section 6.1.2).
Processes like this may arise naturally, for example in numerical implementations of
certain Markovian algorithms. The stochastic process corresponding to the numerical
implementation, including numerical inaccuracies and other potential sources of error,
may be difficult to model precisely. However, it is natural to think of this process
as close to the process corresponding to the theoretical algorithm, and hence the
asymptotic behavior may be analyzed using the results from Section 6.1.2. The reason
this requires the results from this chapter as opposed to the ones from the existing
literature on robust Markov chains is that usually finite state spaces are too restrictive,
while the assumption of compact state spaces (as in this chapter) is often reasonable.

6.1.4 Structure of the chapter

In the following Section 6.2, we prove Theorem 6.1.1 and Corollary 6.1.2. The method
of proof is oriented at [73, Chapter 8 and 9], while also using tools from convex duality
and measurable selection. Section 6.2.1 gives results related to and the proof of the
lower bound, Section 6.2.2 results related to and the proof of the upper bound, and
Section 6.2.3 the proof of Corollary 6.1.2.

In Section 6.3, we present in depth the applications to robust Markov chains. Aside
from using Theorem 6.1.1 and Corollary 6.1.2, Section 6.3 is self-contained, so readers
who prefer to read Section 6.3 before Section 6.2 can easily do so. A large part of
Section 6.3 is devoted to verify conditions (B.1) and (B.2) for the different choices of β.
Further, the obtained large deviations results are illustrated in Example 6.3.8.

Many of the smaller results not listed in the introduction are interesting for their
own sake, e.g. Lemma 6.2.1, Lemma 6.2.2 and Lemma 6.3.3.

In the appendix, applicability of the main theorem for the choice of β as a transport
cost is shown.

6.2 Proof of Theorem 6.1.1 and Corollary 6.1.2

6.2.1 Main Theorem Lower Bound

In this section, at some points it is necessary to evaluate ρθn at universally measurable
functions, which is still well defined. More precisely, upper semi-analytic functions
are the object of interest, the reason made obvious in Lemma 6.2.1. In particular,
upper semi-analytic functions are universally measurable. See e.g. [34, Chapter 7] for
background.
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Preliminary Results

Lemma 6.2.1. (See also [127, Prop. A.1]) For θ ∈ P(E), f : En → R upper semi-
analytic and 0 < k < n it holds

ρθn(f) = ρθk(g),

where g : Ek → R is defined by

g(x1, ..., xk) = ρ
π(xk)
n−k (f(x1, ..., xk, ·)).

Further, g is upper semi-analytic.

Proof. First, let ν ∈ P(Ek) and K : Ek → P(En−k) be a stochastic kernel. For
notational purposes, we write x̄ = (x1, ..., xk) for x1, ..., xk ∈ E and

K(x1, ..., xk) = K(x̄) = K x̄.

Denote the decomposition of K x̄ in the usual way

K x̄ = K x̄
0,1 ⊗K x̄

1,2 ⊗ ...⊗K x̄
n−k−1,n−k.

For the decompositions of ν and ν ⊗K the trivial ν ⊗K-almost sure equalities hold

νi,i+1(x1, ..., xi) = (ν ⊗K)i,i+1(x1, ..., xi) for i = 0, ..., k − 1,

K x̄
i,i+1(xk+1, ..., xk+i) = (ν ⊗K)k+i,k+i+1(x1, ..., xk+i) for i = 0, ..., n− k − 1.

Hence

βθk (ν) +

∫
Ek
β
π(xk)
n−k (K x̄) ν (dx1, ..., dxk)

=

∫
En
β (ν0,1, θ) +

(
k−1∑
i=1

β (νi,i+1 (x1, ..., xi) , π (xi))

)
+ β

(
K x̄

0,1, π (xk)
)

+

(
n−k−1∑
i=1

β
(
K x̄
i,i+1 (xk+1, ..., xk+i) , π (xk+i)

))
K x̄ (dxk+1, ..., dxn) ν (dx1, ..., dxk)

= βθn (ν ⊗K) .

Using the above and a standard measurable selection argument [34, Proposition 7.50]
we get

ρθk(g)

= sup
ν∈P(Ek)

(∫
Ek
gdν − βθk(ν)

)
= sup

ν∈P(Ek)

(∫
Ek

sup
µ∈P(En−k)

(∫
En−k

f(x1, ..., xn)µ(dxk+1, ..., dxn)− βπ(xk)
n−k (µ)

)
ν(dx1, ..., dxk)− βθk(ν)

)

= sup
ν∈P(Ek)

sup
K:Ek→P(En−k),

K Borel

(∫
En
fdν ⊗K − βνn(ν ⊗K)

)
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= ρθn(f).

That g is upper semi-analytic can be shown as follows: Both mappings

(xk, ν) 7→ −βπ(xk)
n−k (ν),

(x1, ..., xk, ν) 7→
∫
En−k

f(x1, ..., xk, ·)dν

are upper semi-analytic by [34, Prop. 7.48], where for the first mapping we implicitly
have to use [34, Prop 7.27] as mentioned after the definition of β·n(·). The sum of these
mappings is therefore still upper semi-analytic (see e.g. [34, Lemma 7.30 (4)]) and
hence by [34, Prop. 7.47] we get that g is upper semi-analytic.

Lemma 6.2.2. Under condition (B.3), for all θ ∈ P(E) and f : En → R upper
semi-analytic, it holds

ρθn(f) ≥
∫
E

ρδxn (f)θ(dx).

Proof. By condition (B.3), it holds for all x ∈ E

ρδxn (f) = sup
ν∈P(En)

(∫
En
fdν − βδxn (ν)

)
= sup

ν∈P(En):
ν0,1=δx

(∫
En
fdν − βδxn (ν)

)

= sup
ν∈P(En−1)

(∫
En
fd(δx ⊗ ν)− βδxn (δx ⊗ ν)

)
.

Hence we get for θ ∈ P(E)∫
E

ρ
δx1
n (f)θ(dx1)

=

∫
E

sup
ν∈P(En−1)

(∫
En
fd(δx1 ⊗ ν)− βδx1n (δx1 ⊗ ν)

)
θ(dx1)

=

∫
E

sup
ν∈P(En−1)

(∫
En−1

f(x1, ·)dν −
∫
En−1

n∑
k=2

β(νk−2,k−1(x2, ..., xk−1), π(xk−1)ν(dx2, ..., dxn)

)
θ(dx1)

(∗)
= sup

K:E→P(En−1)
KBorel

(∫
En
fdθ ⊗K − βθn(θ ⊗K)

)

≤ sup
ν∈P(En)

(∫
En
fdν − βθn(ν)

)
= ρθn(f).

Here, (∗) follows by a standard measurable selection argument, e.g. [34, Proposition
7.50].
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Lemma 6.2.3. Let (Xi)i∈N be an E-valued sequence of random variables such that it
holds limn→∞

1
n

∑n
i=1 F (Xi) = E[F (X1)] almost surely for all F ∈ Cb(E). Let ν(n) =

P ◦ (X1, ..., Xn)−1 be the distribution of (X1, ..., Xn) for n ∈ N. Then ν(n) ◦L−1
n

w→ δν(1).

Proof. By a standard separability argument (cf. [187, Proof of Theorem 3.1.]), one
obtains that Ln(X1, ..., Xn)

w→ ν(1) holds P-a.s. Hence by dominated convergence
ν(n) ◦ L−1

n
w→ δν(1) .

For the following results, note that under condition (M), π has a unique invariant
measure, which we denote by µ∗, see Lemma 8.6.2. (a) of [73]. Further, recall that for
k ∈ N, we denote by π(k) the k-step transition kernel of the Markov chain, as defined
in assumption (M.1).

Lemma 6.2.4 (Lemma 8.6.2. (b) of [73]). Let (M) be satisfied. Let A ⊆ E be a Borel
set such that π(l0)(x0, A) > 0 for some x0 ∈ E. Then µ∗(A) > 0, where µ∗ is the unique
invariant measure under π.

Lemma 6.2.5 (Adapted version of Lemma 8.6.2. (c) of [73]). Let (M) and (B.3) be
satisfied. Let ν ∈ P(E) satisfy βν2 (ν ⊗ p) <∞ for some stochastic kernel p on E such
that νp = ν. Then it holds ν � µ∗, where µ∗ is the unique invariant measure under π.

Proof. Let Ω0 ⊆ E be a Borel set such that ν(Ω0) = 1 and p(x) � π(x) for all
x ∈ Ω0, which we can choose by (B.3) and since βν2 (ν ⊗ p) < ∞. Define p̃(x) :=
11Ω0(x)p(x) + 11ΩC0

(x)π(x). Since p̃(x)� π(x) for all x ∈ E, we have p̃(l0)(x)� π(l0)(x)

for all x ∈ E, where l0 is the constant from condition (M.1).
Now choose a Borel set A ⊆ E such that ν(A) > 0. By iterating νp̃ = ν, we get a

Borel set B ⊆ E with ν(B) > 0 and p̃(l0)(x,A) > 0 for all x ∈ B. Hence π(l0)(x,A) > 0
for all x ∈ B and by Lemma 6.2.4 therefore µ∗(A) > 0.

Proof of Theorem 6.1.1 Lower Bound

Let F ∈ Cb(P(E)) and ε > 0 be fix. We have to show

lim inf
n→∞

1

n
ρn(nF ◦ Ln) ≥ sup

ν∈P(E)

(F (ν)− I(ν))− 4ε. (6.3)

We do this by showing every subsequence has a further subsequence which satisfies this
inequality. So we fix a subsequence and relabel it by n ∈ N. Labelling subsequences
by the same index as the original sequence will be a common practice throughout the
remainder of the chapter.

Outline of the proof:
First, we show that there exists a Borel set Φ ⊆ E such that π(l0)(y,Φ) = 1 for all

y ∈ E, and for all x ∈ Φ it holds

lim inf
n→∞

1

n
ρδxn−l0(nF ◦ Ln(x1, ..., xl0 , ·)) ≥ sup

ν∈P(E)

(F (ν)− I(ν))− 3ε (6.4)

for all x1, ..., xl0 ∈ E and a further subsequence (the same subsequence for all x1, ..., xl0).
This subsequence then remains fix for the rest of the proof and is again labeled by
n ∈ N.
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The next step is to use Lemma 6.2.1, i.e. for all f ∈ Cb(En)

ρn(f) = ρl0((x1, ..., xl0) 7→ ρ
π(xl0 )

n−l0 (f(x1, ..., xl0 , ·)),

where l0 is the constant from condition (M.1). This is used together with Lemma 6.2.2,
i.e. for all f ∈ Cb(En) and θ ∈ P(E)

ρθn(f) ≥
∫
E

ρδxn (f)θ(dx).

We then use these two results to show

ρn(nF ◦ Ln) ≥ ρl0(gn), (6.5)

where
gn(x1, ..., xl0) =

∫
Φ

ρδxn−l0(nF ◦ Ln(x1, ..., xl0 , ·))π(l0)(xl0 , dx).

We conclude by combining the first limit result (6.4) and inequality (6.5), which works
by Fatou’s Lemma, using monotonicity of ρn and the fact that ρn(c) ≥ c for all c ∈ R.

First Step: We show (6.4) for all x ∈ Φ and x1, ..., xl0 ∈ E, where Φ and the
required further subsequence is specified later.

We can without loss of generality choose ν0 ∈ P(E) such that

−∞ < sup
ν∈P(E)

(F (ν)− I(ν)) ≤ F (ν0)− I(ν0) + ε <∞,

since if the supremum equals −∞, there is nothing to show. Then

inf
q:ν0q=ν0

∫
E

β(q(x), π(x))ν0(dx) = I(ν0) <∞.

Choose a stochastic kernel p on E with ν0p = ν0 such that

∞ > I(ν0) + ε ≥
∫
E

β(p(x), π(x))ν0(dx) = βν02 (ν0 ⊗ p).

By (B.3), we can choose a Borel set N ⊆ E with ν0(N) = 0 such that p(x)� π(x) for
all x ∈ NC . Define the stochastic kernel p0 on E by p0(x) := 11N (x)π(x) + 11NC (x)p(x)
for x ∈ E and find that

∞ > I(ν0) + ε ≥ βν02 (ν0 ⊗ p) = βν02 (ν0 ⊗ p0).

It holds p0(x)� π(x) for all x ∈ E. Next, we will replace ν0 and p0 by ν1 and p1, such
that F (ν1) + βν12 (ν1 ⊗ p1) ≥ F (ν0) + βν02 (ν0 ⊗ p0)− 2ε and additionally p1 is point-wise
equivalent to π.

By Condition (M.1) and (M.2), π has a unique invariant measure, denoted by µ∗
(See Lemma 8.6.2. (a) of [73]). By lower boundedness of β we can choose κ0 ∈ (0, 1)
such that

(1− κ0)βν02 (ν0 ⊗ p0) ≤ βν02 (ν0 ⊗ p0) + ε.

By continuity of F , we can further choose κ1 > 0 such that for all 0 ≤ κ̂ ≤ κ1

F ((1− κ̂)ν0 + κ̂µ∗) ≥ F (ν0)− ε.
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Choose κ := min{κ0, κ1} and define ν1 := (1− κ)ν0 + κµ∗ and

p1(x) =
dν0

dν1

(x)(1− κ)p0(x) +
dµ∗

dν1

(x)κπ(x).

Then one quickly checks ν1 ⊗ p1 = (1− κ)(ν0 ⊗ p0) + κ(µ∗ ⊗ π), in particular therefore
ν1p1 = ν1. By convexity of β·2(·) and by the assumption that β(ν, ν) = 0 for all
ν ∈ P(E), it holds

βν12 (ν1 ⊗ p1) ≤ (1− κ)βν02 (ν0 ⊗ p0) + κβµ
∗

2 (µ∗ ⊗ π) ≤ βν02 (ν0 ⊗ p0) + ε.

and thus
F (ν1)− βν12 (ν1 ⊗ p1) ≥ F (ν0)− βν02 (ν0 ⊗ p0)− 2ε.

Since βν12 (ν1 ⊗ p1) < ∞, without loss of generality p1(x) � π(x) for all x ∈ E. By
Lemma 6.2.5 (which yields ν1 � µ∗, and hence dµ∗

dν1
(x) > 0 for ν1-almost all x ∈ E) and

by construction of p1, it also holds π(x)� p1(x), again without loss of generality for
all x ∈ E.

So p1 also satisfies (M.1), as every kernel which is point-wise equivalent to π satisfies
(M.1), notably with the same constants l0 and n0.

It follows that the Markov chain with initial distribution ν1 and transition kernel
p1 is ergodic (See Lemma 8.6.2. (a) of [73]). The point-wise Ergodic Theorem (On
both Ergodic Theorems used, see Appendix A.4 of [73] or references therein, i.e. [40,
Corollaries 6.23 and 6.25.]) yields that the sequence

(µ(n))n∈N := (ν1 ⊗
(
n−1⊗
i=1

p1

)
)n∈N

satisfies the conditions for Lemma 6.2.3 and thus µ(n) ◦ L−1
n

w→ δν1 . This yields

lim
n→∞

∫
En
|F ◦ Ln − F (ν1)| dµ(n) = lim

n→∞

∫
P(E)

|F − F (ν1)| dµ(n) ◦ L−1
n = 0. (6.6)

Let (Xn)n∈N be a sequence of E-valued random variables such that (X1, ..., Xn) ∼
µ(n) for all n ∈ N. We see

E [β(p1(X1), π(X1))] = βν12 (ν1 ⊗ p1),

E [|β(p1(X1), π(X1))|] ≤
∣∣∣∣ min
x∈P(E)2

β(x)

∣∣∣∣+ βν12 (ν1 ⊗ p1) <∞

and thus by the L1-ergodic theorem:

lim
n→∞

E

[∣∣∣∣∣ 1n
n−1∑
i=1

β(p1(Xi), π(Xi))− βν12 (ν1 ⊗ p1)

∣∣∣∣∣
]

= 0 (6.7)

⇔ lim
n→∞

∫
En

∣∣∣∣∣ 1n
n−1∑
i=1

β(p1(xi), π(xi))− βν12 (ν1 ⊗ p1)

∣∣∣∣∣µ(n)(dx1, ..., dxn) = 0. (6.8)
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For θ ∈ P(E) and a stochastic kernel q : E → P(E) we define

(µ(θ,q,n))n∈N := (θ ⊗
(
n−1⊗
i=1

q

)
)n∈N.

By the above limits (6.6) and (6.8) and by the fact that L1-convergence implies
almost-sure convergence of a subsequence, we can choose a Borel set Φ ⊆ E, ν1(Φ) = 1
such that for all x ∈ Φ and a subsequence (again labeled by n ∈ N) it holds

lim
n→∞

∫
En
|F ◦ Ln − F (ν1)|µ(δx,p1,n) = 0, (6.9)

and

lim
n→∞

∫
En

∣∣∣∣∣ 1n
n−1∑
i=1

β(p1(xi), π(xi))− βν12 (ν1 ⊗ p1)

∣∣∣∣∣µ(δx,p1,n)(dx1, ..., dxn) = 0, (6.10)

⇒ lim
n→∞

βδxn (µ(δx,p1,n)) = βν12 (ν1 ⊗ p1). (6.11)

Since ν1 and µ∗ are equivalent by Lemma 6.2.4, µ∗(Φ) = 1. Since µ∗(Φ) = 1, it holds
π(l0)(Φ) = 1, as otherwise Lemma 6.2.4 would imply µ∗(ΦC) > 0. So we found the set
Φ mentioned at the beginning of the proof and the required subsequence. It remains to
show (6.4) for all x ∈ Φ and x1, ..., xl0 ∈ E.

Let x1, ..., xl0 ∈ E. By (6.9), dominated convergence and the triangle inequality, it
holds∫

En−l0
|F ◦ Ln(x1, ..., xn)− F (ν1)|µ(δx,p1,n−l0)(dxl0+1, ..., dxn)

≤
∫
En−l0

|F ◦ Ln(x1, ..., xn)− F ◦ Ln−l0(xl0+1, ..., xn)|µ(δx,p1,n−l0)(dxl0+1, ..., dxn)

+

∫
En−l0

|F ◦ Ln−l0(xl0+1, ..., xn)− F (ν1)|µ(δx,p1,n−l0)(dxl0+1, ..., dxn)

→ 0,

since F is continuous and ‖Ln(x1, ..., xl0 , ·)−Ln−l0‖v ≤ 2l0/n→ 0, where ‖ · ‖v denotes
the total variation norm. Thus∫

En−l0
F ◦ Ln(x1, ..., xn)µ(δx,p1,n−l0)(dxl0+1, ..., dxn)→ F (ν1). (6.12)

Finally, it follows

lim inf
n→∞

1

n
ρδxn−l0(nF ◦ Ln−l0(x1, ...xl0 , ·))

= lim inf
n→∞

sup
ν∈P(En−l0 )

(∫
En−l0

F ◦ Ln(x1, ..., xn)ν(dxl0+1, ..., dxn)− βδxn−l0(ν)

)
≥ lim inf

n→∞

(∫
En−l0

F ◦ Ln(x1, ..., xn)µ(δx,p1,n−l0)(dxl0+1, ..., dxn)− βδxn−l0(µ
(δx,p1,n−l0))

)
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= F (ν1)− βν12 (ν1 ⊗ p1)

≥ sup
ν∈P(E)

(F (ν)− I(ν))− 3ε.

Second Step: First, define gn : El0 → R for n > l0 by

gn(x1, ..., xl0) =

∫
Φ

ρδxn−l0(nF ◦ Ln(x1, ..., xl0 , ·))π(xl0 , dx).

Then gn is upper semi-analytic, since (x, x1, ..., xl0) 7→ ρδxn−l0(nF ◦ Ln(x1, ..., xl0 , ·)) is
(by [34, Prop. 7.47 and 7.48], see also Lemma 6.2.1) and thus gn is as well (by [34,
Prop. 7.48]).

By Fatou’s Lemma (applicable since 1
n
ρδxn (nF ◦Ln) ≥ −‖F‖∞), for all x1, ..., xl0 ∈ E,

it holds

lim inf
n→∞

1

n
gn(x1, ..., xn) ≥

∫
Φ

lim inf
n→∞

1

n
ρδxn−l0(nF◦Ln(x1, ..., xl0 , ·))π(xl0 , dx) ≥ sup

ν∈P(E)

(F (ν)−I(ν))−3ε.

We define the sets

Ωn :=

{
(x1, ..., xl0) ∈ El0 :

1

n
gj(x1, ..., xl0) ≥ sup

ν∈P(E)

(F (ν)− I(ν))− 4ε for all j ≥ n

}
for n ∈ N, which are universally measurable and satisfy Ω1 ⊆ Ω2 ⊆ Ω3... and ∪∞i=1Ωi =
El0 . For n ∈ N let pn := µπ0,π,l0(Ωn). Then by continuity from below it holds pn → 1
for n→∞. We have by Lemma 6.2.2, Lemma 6.2.1 and monotonicity of ρl0

lim inf
n→∞

1

n
ρn(nF ◦ Ln) ≥ lim inf

n→∞

1

n
ρl0(gn)

≥ lim inf
n→∞

1

n
ρl0(11Ωnn( sup

ν∈P(E)

(F (ν)− I(ν))− 4ε)− 11ΩCn
n‖F‖∞)

≥ lim inf
n→∞

(
pn

(
sup

ν∈P(E)

(F (ν)− I(ν))− 4ε

)
− (1− pn)‖F‖∞

)
= sup

ν∈P(E)

(F (ν)− I(ν))− 4ε,

where the last inequality uses β(ν, ν) = 0 for all ν ∈ P(E), which implies that
βπ0l0 (µπ0,π,l0) = 0 and hence ρl0(f) ≥

∫
El0

fdµπ0,π,l0 for all f ∈ Cb(El0). �

6.2.2 Main Theorem Upper Bound

Preliminary Results

The following theorem is essential for the proof the upper bound. It is based on
Proposition 8.2.5 and Theorem 8.2.8 in [73].

Theorem 6.2.6. Assume (T) and let (µ(n))n∈N ⊆ P(En) be a sequence of measures
such that

sup
n∈N

1

n
βπ0n (µ(n)) <∞.
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For n ∈ N, let Xn = (Xn,1, ..., Xn,n) be En-valued random variables with distribution
µ(n). Define the sequence of P(E × E)-valued random variables (γn)n∈N by

γn−1 :=
1

n− 1

n−1∑
i=1

δXn,i ⊗ µ(n)
i,i+1(Xn,1, ..., Xn,i).

It holds:

(i) (γn)n∈N is tight.
(ii) For every convergent (in distribution) subsequence of (γn)n∈N, there exists a

probability space (Ω̄, F̄ , P̄), such that on this space, there exist random variables
γ̄n ∼ γn and γ̄ ∼ γ with γ̄n

w→ γ̄ P̄-a.s.. Further, γ̄(1) = γ̄(2) P̄-a.s., where γ̄(1)

and γ̄(2) are the first and second marginals of γ̄.

Proof. For the proof of (i), there is nothing to show if (T.1’) holds. So we only consider
the case that (T.1) holds. Define the sequence of first marginals (L̃n)n∈N := (γ

(1)
n )n∈N.

We first show that (L̃n)n∈N is tight. The idea is to use (T.1) which yields a tightness
function c on E defined by

c(x) := U(x)− ρπ(x)(U),

and thus a tightness function G on P(E) defined by

G(θ) :=

∫
E

cdθ,

where we refer to Appendix A.3.17 of [73] and the preceding definition, as well as
Lemma 8.2.4 of [73] for properties of a tightness function. In the following, we show
that E

[∫
E
cdL̃n

]
≤ K ∈ R uniformly in n ∈ N, which is sufficient to yield the claim

since
E
[∫

E

cdL̃n

]
=

∫
P(E)

(∫
E

cdθ

)
P ◦ L̃−1

n (dθ)

and the set {Q ∈ P(P(E)) :
∫
P(E)

G(θ)Q(dθ) ≤ M} is tight for every M ∈ R by
Lemma 8.2.4 of [73].

In a first step, we assume that U is bounded. Then for all x ∈ E, by definition of
ρπ(x), it holds

∀ν ∈ P(E) : β(ν, π(x)) ≥
∫
E

Udν − ρπ(x)(U). (6.13)

For i ∈ {1, 2, ..., n − 1}, µ(n)
i,i+1(Xn,1, ..., Xn,i) is a regular conditional distribution

of Xn,i+1 given σ(Xn,1, ..., Xn,i) and therefore (see for example [72] Theorem 10.2.5.,
where we use that U is bounded)

E[U(Xn,i+1)|Xn,1, ..., Xn,i] =

∫
E

Udµ
(n)
i,i+1(Xn,1, ..., Xn,i).

We calculate

E[U(Xn,i+1)− U(Xn,i)] = E [E[U(Xn,i+1)|Xn,1, ..., Xn,i]− U(Xn,i)]
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= E
[∫

E

Udµ
(n)
i,i+1(Xn,1, ..., Xn,i)− U(Xn,i)

]
= E

[∫
E

Udµ
(n)
i,i+1(Xn,1, ..., Xn,i)− ρπ(Xn,i)

]
+ E

[
ρπ(Xn,i) − U(Xn,i)

]
(6.13)
≤ E

[
β(µ

(n)
i,i+1(Xn,1, ..., Xn,i), π(Xn,i))

]
− E [c(Xn,i)]

Summing the above inequalities over i ∈ {1, 2, ..., n− 1} gives

E [U(Xn,n)− U(Xn,1)] ≤
n−1∑
i=1

(
E
[
β(µ

(n)
i,i+1(Xn,1, ..., Xn,i), π(Xn,i))

]
− E [c(Xn,i)]

)
⇒

n−1∑
i=1

E [c(Xn,i)] ≤ E [U(Xn,1)] +
n−1∑
i=1

E
[
β(µ

(n)
i,i+1(Xn,1, ..., Xn,i), π(Xn,i))

]
,

where E[U(Xn,n)] ≥ 0 is used. Dividing the above inequality by (n− 1), one obtains

E
[∫

E

cdL̃n−1

]
=

1

n− 1

n−1∑
i=1

E[c(Xn,i)]

≤ 1

n− 1

(
E [U(Xn,1)] +

n−1∑
i=1

E
[
β(µ

(n)
i,i+1(Xn,1, ..., Xn,i), π(Xn,i))

])

≤ 1

n− 1

(
β(µ

(n)
0,1 , π0) + ρπ0(U) +

n−1∑
i=1

E
[
β(µ

(n)
i,i+1(Xn,1, ..., Xn,i), π(Xn,i))

])
=

1

n− 1
βπ0n (µ(n)) +

1

n− 1
ρπ0(U).

The last term of the above inequality chain is uniformly bounded for all n ≥ 2 by
assumption and part (c) of (T.1), and we denote this bound by K ∈ R.

Now, let us show the above for unbounded U. Let Uk := U ∧ k (for k ∈ N) and
ck(x) := Uk(x)− ρπ(x)(Uk). We have shown

E
[∫

E

ckdL̃n−1

]
≤ 1

n− 1
βπ0n (µ(n)) +

1

n− 1
ρπ0(Uk) ≤

1

n− 1
βπ0n (µ(n)) +

1

n− 1
ρπ0(U).

One quickly verifies that ck ≥ c∧
(
infτ∈P(E)2 β(τ)

)
. Indeed, it holds ck(x) ≥ infτ∈P(E)2 β(τ),

if U(x) ≥ k, and ck(x) ≥ c(x), if U(x) ≤ k. Hence ck are uniformly bounded below
by a constant by lower boundedness of β and (T.1). Further for all x ∈ E, it holds
c(x) = limk→∞ ck(x) by monotone convergence and therefore by Fatou’s Lemma

E
[∫

E

cdL̃n−1

]
≤ lim inf

k→∞
E
[∫

E

ckdL̃n−1

]
≤ 1

n− 1
βπ0n (µ(n)) +

1

n− 1
ρπ0(U) ≤ K.

This shows (L̃n)n∈N is tight.
Next, we show that the sequence of second marginals of (γn)n∈N is tight, i.e. we

prove tightness of the sequence (γ
(2)
n )n∈N given by γ(2)

n−1 = 1
n−1

∑n−1
i=1 µ

(n)
i,i+1(Xn,1, ..., Xn,i).
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This follows from

E
[∫

E

cdγ(2)
n

]
=

1

n

n∑
i=1

E
[∫

E

cdµ
(n+1)
i,i+1 (Xn+1,1, ..., Xn+1,i)

]
(∗)
=

1

n

n∑
i=1

E [E [c(Xn+1,i)|Xn+1,1, ..., Xn+1,i]]

=
1

n

n∑
i=1

E [c(Xn+1,i)]

= E
[∫

E

cdL̃n

]
≤ K,

where the last inequality is uniformly in n ∈ N as shown above. Note that while
equality (∗) requires integrability, we can circumvent this requirement by the same
argumentation as above, in that we first assume U to be bounded and use Fatou’s
Lemma for the transition to the general case.

Tightness of (γn)n∈N now follows from tightness of the marginals (γ
(2)
n )n∈N and

(L̃n)n∈N.

For part (ii), choose any subsequence still denoted by (γn)n∈N that converges in
distribution, which means there exists a P(E ×E) valued random variable γ such that

P ◦ γ−1
n

w→ P ◦ γ−1.

With Skorohod’s representation theorem (see e.g. [86, Page 102]), we can go over
to a probability space (Ω̄, F̄ , P̄) such that on this space, there exist random variables
γ̄n ∼ γn and γ̄ ∼ γ with γ̄n

w→ γ̄ P̄-a.s..
It only remains to show that γ̄(1) = γ̄(2) holds P̄-a.s.. Since µ(n)

i,i+1(Xn,1, ..., Xn,i) is a
regular conditional distribution of Xn,i+1 given Xn,1, ..., Xn,i, it holds

E
[(
f(Xn,i+1)−

∫
E

fdµ
(n)
i,i+1(Xn,1, ..., Xn,i)

) ∣∣∣∣ Xn,1, ..., Xn,i

]
= 0

for f ∈ Cb(E), n ∈ N, i ∈ {1, ..., n− 1}. That means the terms inside the expectation
form (for fixed n) a martingale difference sequence. For ease of notation, we write

an,i := f(Xn,i),

bn,i :=

∫
E

fdµ
(n)
i−1,i(Xn,1, ..., Xn,i−1).

and get for n ≥ 2,

Ē

[(∫
E

fdγ̄
(1)
n−1 −

∫
E

fdγ̄
(2)
n−1

)2
]

= E

[(∫
E

fdγ
(1)
n−1 −

∫
E

fdγ
(2)
n−1

)2
]
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= E

( 1

n− 1

n−1∑
i=1

an,i − bn,i+1

)2


=
1

(n− 1)2
E

((bn,1 − bn,n) +

(
n−1∑
i=1

an,i − bn,i
))2


=

1

(n− 1)2
E

[
(bn,1 − bn,n)2 + 2(bn,1 − bn,n)

(
n−1∑
i=1

an,i − bn,i
)

+

(
n−1∑
i=1

(an,i − bn,i)2

)]

≤ 4 + 8(n− 1) + 4(n− 1)

(n− 1)2
‖f‖2

∞,

which converges to 0 for n→∞. By the triangle inequality

Ē

[(∫
E

fdγ̄(1) −
∫
E

fdγ̄(2)

)2
]

= 0,

which implies
∫
E
fdγ̄(1) =

∫
E
fdγ̄(2) P̄-a.s. for every f ∈ Cb(E). By a standard

separability argument (cf. [187, Proof of Theorem 3.1.]) hence γ̄(1) = γ̄(2) P̄-a.s..

Proof of Theorem 6.1.1 Upper Bound

Let F : P(E)→ R be bounded and upper semi-continuous. By definition

1

n
ρn(nF ◦ Ln) = sup

µ∈P(En)

(∫
En
F ◦ Lndµ−

1

n
βπ0n (µ)

)
.

Using the boundedness of F , the lower boundedness of β and the fact that β(ν, ν) = 0
for all ν ∈ P(E), one verifies that the right-hand side in the above equation is bounded
below by −‖F‖∞ and bounded above by ‖F‖∞+infτ∈P(E)2 |β(τ)|. Thus for each n ∈ N,
we can choose µ(n) ∈ P(En) such that

1

n
ρn(nF ◦ Ln)− 1

n
≤
∫
En
F ◦ Lndµ(n) − 1

n
βπ0n (µ(n)) (6.14)

and

sup
n∈N

1

n
βπ0n (µ(n)) <∞.
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The latter will be used to apply Theorem 6.2.6 in a few moments. First, we use
β(ν, ν) = 0 for all ν ∈ P(E) and convexity of β·2(·) to calculate

1

n
βπ0n (µ(n))

=
1

n
β(µ

(n)
0,1 , π0) +

1

n

n−1∑
i=1

∫
En
β(µ

(n)
i,i+1(x1, ..., xi), π(xi))µ

(n)(dx1, ..., dxn)

=
1

n
βπ02 (µ

(n)
0,1 ⊗ π) +

∫
En

1

n

n−1∑
i=1

β
δxi
2 (δxi ⊗ µ(n)

i,i+1(x1, ..., xi))µ
(n)(dx1, ..., dxn)

≥
∫
En
β

1
n(π0+

∑n−1
i=1 δxi)

2

(
1

n

(
µ

(n)
0,1 ⊗ π +

n−1∑
i=1

δxi ⊗ µ(n)
i,i+1(x1, ..., xi)

))
µ(n)(dx1, ..., dxn),

(6.15)

where ⊗ denotes the product measure if both arguments are measures.
For n ∈ N, letXn = (Xn,1, ..., Xn,n) be En-valued random variables with distribution

µ(n). Define the sequence of P(E × E)-valued random variables (γn)n∈N by

γn−1 :=
1

n− 1

n−1∑
i=1

δXn,i ⊗ µ(n)
i,i+1(Xn,1, ..., Xn,i).

For any subsequence, Theorem 6.2.6 (i) yields a further subsequence (again labeled
by n ∈ N and fixed for the rest of the proof of the upper bound) such that (γn)n∈N
converges in distribution. By Theorem 6.2.6 (ii), there exists a probability space
(Ω̄, F̄ , P̄), such that on this space, there exist random variables γ̄n ∼ γn and γ̄ ∼ γ with
γ̄n

w→ γ̄ P̄-a.s.. Further, γ̄(1) = γ̄(2) P̄-a.s., where γ̄(1) and γ̄(2) are the first and second
marginals of γ̄.

Define the sequence of first marginals of (γ̄n)n∈N as (L̄n)n∈N := (γ̄
(1)
n )n∈N and

L̄ := γ̄(1), and note L̄n
w→ L̄ P̄-a.s.. With these definitions, (6.14) and (6.15), we get

1

n
ρn(nF◦Ln)− 1

n
≤ Ē

[
F

(
n− 1

n
L̄n−1 +

1

n
δX̄n,n

)
− β

π0
n

+n−1
n
L̄n−1

2

(
µ

(n)
0,1 ⊗ π
n

+
n− 1

n
γ̄n−1

)]
,

where Xn,n are (redefined) random variables on (Ω̄, F̄ , P̄) such that (Xn,n, γn−1) ∼
(X̄n,n, γ̄n−1) for all n ∈ N. For ease of notation, define

tn,0 :=
n− 1

n
L̄n−1 +

1

n
δX̄n,n ,

tn,1 :=
π0

n
+
n− 1

n
L̄n−1,

tn,2 :=
µ

(n)
0,1 ⊗ π
n

+
n− 1

n
γ̄n−1.

and note that tn,0
w→ L̄, tn,1

w→ L̄ and tn,2
w→ γ̄, all P̄-a.s..

Therefore, by upper semi-continuity of F and −β·2(·), it holds

lim sup
n→∞

1

n
ρn(nF ◦ Ln) ≤ lim sup

n→∞
Ē
[
F (tn,0)− βtn,12 (tn,2)

]
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≤ Ē
[
F ◦ L̄− βL̄2 (γ̄)

]
= Ē

[
F ◦ L̄−

∫
E

β(γ̄1,2(x), π(x))L̄(dx)

]
≤ sup

ν∈P(E)

(
F (ν)− inf

q:νq=ν

∫
E

β(q(x), π(x))ν(dx)

)
,

where the last inequality uses the fact that γ̄(1) = γ̄(2) holds P̄-a.s.. We have shown that
every subsequence has a further subsequence such that this inequality holds, which
implies it also holds for the whole sequence. �

6.2.3 Proof of Corollary 6.1.2

Claim 1: If β·2(·) is lower semi-continuous, then I is lower semi-continuous. If β·2(·) is
convex, then I is convex.

Proof. Lower Semi-Continuity:
Let νn

w→ ν ∈ P(E). We have to show

lim inf
n→∞

I(νn) ≥ I(ν).

Note that I is bounded below. If the left hand side of the above inequality equals
infinity, then there is nothing to prove. So for any subsequence we can choose a further
subsequence still denoted by (νn)n∈N such that I(νn) < ∞ for all n. Thus, we can
choose stochastic kernels qn such that

βνn2 (νn ⊗ qn) ≤ I(νn) +
1

n
and νnqn = νn.

Since νnqn = νn and the sequence (νn)n∈N is tight by Prokhorov, the sequence (νn ⊗
qn)n∈N is tight as well. We go over to a further subsequence still denoted by (νn⊗qn)n∈N
such that νn ⊗ qn → ν ⊗ q, where νq = ν follows by convergence of the marginals. By
lower semi-continuity of β·2(·)

lim inf
n→∞

I(νn) ≥ lim inf
n→∞

βνn2 (νn ⊗ qn)− 1

n
≥ βν2 (ν ⊗ q) ≥ I(ν).

Convexity:
Note I(ν) = infτ∈P(E2):

τ1=τ2=ν
βν2 (τ). Let ν1, ν2 ∈ P(E) and τ (1), τ (2) ∈ P(E2) with

τ
(1)
1 = τ

(1)
2 = ν1, τ

(2)
1 = τ

(2)
2 = ν2. Then

λβν12 (τ (1)) + (1− λ)βν22 (τ (2)) ≥ β
λν1+(1−λ)ν2
2 (λτ (1) + (1− λ)τ (2))

≥ inf
τ∈P(E2):

τ1=τ2=λν1+(1−λ)ν2

β
λν1+(1−λ)ν2
2 (τ) = I(λν1 + (1− λ)ν2).

Taking the infimum on the left hand side over all such τ (1) and τ (2) yields the claim. �
Claim 2: If the main Theorem 6.1.1 upper bound holds, and additionally I has
compact sub-level sets, then the main theorem upper bound extends to all functions
F : P(E)→ [−∞,∞) which are upper semi-continuous and bounded from above.
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Proof. Let F : P(E)→ [−∞,∞) be upper semi-continuous and bounded from above.
Define Fm := −m ∨ F (m ∈ N). By assumption, for all m ∈ N,

lim sup
n→∞

1

n
ρn(nF ◦ Ln) ≤ lim sup

n→∞

1

n
ρn(nFm ◦ Ln) ≤ sup

ν∈P(E)

(Fm(ν)− I(ν)) ,

so it only remains to show that

lim sup
m→∞

Sm := lim sup
m→∞

sup
ν∈P(E)

(Fm(ν)− I(ν)) ≤ sup
ν∈P(E)

(F (ν)− I(ν)) =: S.

Sm are decreasing (for increasing m). If Sm → −∞, there is nothing to show. So
assume Sm are bounded below by C ∈ R. Choose νm ∈ P(E) such that

Fm(νm)− I(νm) ≥ Sm −
1

m
≥ C − 1.

So I(νm) are uniformly bounded. By compact sub-level sets of I, for any subsequence
we can choose a further subsequence still denoted by (νm)m∈N such that νm

w→ ν∞ for
some ν∞ ∈ P(E). Then by upper semi-continuity of F and −I,

lim sup
m→∞

Fm(νm)− I(νm) ≤ F (ν∞)− I(ν∞) ≤ S.

6.3 Applications to robust Markov chains

6.3.1 Robust Large Deviations

In this section (E, d) is assumed to be compact. The main goal of this section is to show
Theorem 6.1.3 and illustrate it in Example 6.3.8. To this end, we show the respective
upper bound in Theorem 6.3.5 and the respective lower bound in Lemma 6.3.7. The
intermediate results in this section are concerned with representation formulas for the
functionals βn (see Lemma 6.3.1 and 6.3.6) and the verification of conditions (B.1) and
(B.2) (see Lemma 6.3.2, 6.3.3 and 6.3.4).

In the following part leading up the Theorem 6.3.5, we assume that π satisfies the
Feller property. We work with

β(ν, µ) := inf
µ̂:dW (µ,µ̂)≤r

R(ν, µ̂) = inf
µ̂∈M1(µ)

R(ν, µ̂)

for some r ≥ 0 fixed. Recall

Mn(θ) :={ν ∈ P(En) : dW (ν0,1, θ) ≤ r and dW (νi,i+1(x1, ..., xi), π(xi)) ≤ r ν-a.s. for i = 1, ..., n− 1}.

To be precise, the above definition requires the condition dW (νi,i+1(x1, ..., xi), π(xi)) ≤ r
to hold for ν-almost all (x1, ..., xn) ∈ En for every decomposition of ν, where the
respective ν-null set may depend on the given decomposition. Equivalently, the
definition could state that there has to exist one decomposition of ν such that this
condition holds point-wise. That this notion is equivalent follows by the fact that
decompositions of ν are only unique up to ν-almost-sure equality.
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Lemma 6.3.1. (See also [15, Lemma 4.4] and [127, Prop. 5.2]) For all n ∈ N, it holds

βθn(ν) = inf
µ̂∈Mn(θ)

R(ν, µ̂).

Proof. Fix θ ∈ P(E). Define the sets

Q0 := {µ̂ ∈ P(E) : dW (µ̂, θ) ≤ r}

and for i = 1, ..., n− 1 and x1, ..., xi ∈ E

Qi(x1, ..., xi) := {µ̂ ∈ P(E) : dW (µ̂, π(xi)) ≤ r}.

We note that Mn(θ) = Q0 ⊗ Q1 ⊗ ... ⊗ Qn−1, where Q0 ⊗ Q1 ⊗ ... ⊗ Qn−1 is defined
as the set of measures µ = K0 ⊗K1 ⊗K2 ⊗ ...⊗Kn−1 ∈ P(En), where K0 ∈ Q0 and
Ki : Ei → P(E) are Borel measurable kernels such thatKi(x1, ..., xi) ∈ Qi(x1, ..., xi) for
µ-almost all x1, ..., xi. Since for all i = 1, ..., n, the set {(x1, ..., xi, µ̂) ∈ Ei×P(E) : µ̂ ∈
Qi(x1, ..., xi)} is trivially Borel, a measurable selection argument (e.g. [34, Prop. 7.50])
yields for ν ∈ P(En)

inf
µ̂∈Mn(θ)

R(ν, µ̂) = inf
K0⊗...⊗Kn−1∈Q0⊗...⊗Qn−1

n−1∑
i=0

∫
En
R(νi,i+1(x1, ..., xi), Ki(x1, ..., xi))ν(dx1, ..., dxn)

(∗)
=

n−1∑
i=0

∫
En

inf
µ̂∈Qi(x1,...,xi)

R(νi,i+1(x1, ..., xi), µ̂)ν(dx1, ..., dxn)

= β(ν0,1, θ) +
n−1∑
i=1

∫
En
β(νi,i+1(x1, ..., xi), π(xi))ν(dx1, ..., dxn)

= βθn(ν),

where rigorously step (∗) works inductively, see the proofs of [15, Lemma 4.4] and [127,
Prop. 5.2].

Lemma 6.3.2. Let θ1, θ2 ∈ P(E), ν1 ∈M2(θ1), ν2 ∈M2(θ2) and λ ∈ (0, 1). Then

λν1 + (1− λ)ν2 ∈M2(λθ1 + (1− λ)θ2).

Proof. Write ν1 = µ1 ⊗ K1 and ν2 = µ2 ⊗ K2 for some µ1, µ2 ∈ P(E) and K1, K2

stochastic kernels on E. Further, K1 and K2 are chosen such that dW (Ki(x), π(x)) ≤ r
for all x ∈ E and i ∈ {1, 2}. We have the equality

λν1 + (1− λ)ν2 = (λµ1 + (1− λ)µ2)⊗K, (6.16)

where K : E → P(E) is defined by

K(x) =
dµ1

d(λµ1 + (1− λ)µ2)
(x)λK1(x) +

dµ2

d(λµ1 + (1− λ)µ2)
(x)(1− λ)K2(x)

=: λxK1(x) + (1− λx)K2(x).

Equation 6.16 obviously holds for Borel sets of the form A×B ⊆ E2, which extends
the equality to arbitrary Borel sets by Carathéodory. So K is a point-wise convex
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combination of K1 and K2. Since for the first Wasserstein distance the Kantorovich
duality (see e.g. [189, Chapter 5]) implies

dW (λµ1 + (1− λ)µ2, λθ1 + (1− λ)θ2) ≤ λdW (µ1, θ1) + (1− λ)dW (µ2, θ2) ≤ r

and for all x ∈ E

dW (λxK1(x) + (1− λx)K2(x), λxπ(x) + (1− λx)π(x))

≤ λxdW (K1(x), π(x)) + (1− λx)dW (K2(x), π(x)) ≤ r,

the claim follows.

That β·2(·) is convex follows by the previous lemma and convexity of R(·, ·), since

β
λθ1+(1−λ)θ2
2 (λν1 + (1− λ) ν2) = inf

µ̂∈M2(λθ1+(1−λ)θ2)
R(λν1 + (1− λ)ν2, µ̂)

6.3.2

≤ inf
µ̂1∈M2(θ1),µ̂2∈M2(θ2)

R(λν1 + (1− λ)ν2, λµ̂1 + (1− λ)µ̂2)

≤ inf
µ̂1∈M2(θ1),µ̂2∈M2(θ2)

λR(ν1, µ̂1) + (1− λ)R(ν2, µ̂2).

= λβθ12 (ν1) + (1− λ)βθ22 (ν2)

It remains to show that β·2(·) is lower semi-continuous. To this end, we first show the
following

Lemma 6.3.3. If π satisfies the Feller property, then M2(θ) is closed.

Proof. Recall µ⊗K ∈M2(θ) if and only if both

dW (µ, θ) ≤ r, (6.17)
dW (K(x), π(x)) ≤ r for µ-a.a. x ∈ E. (6.18)

Condition (6.17) is closed (obvious once it is rewritten by Kantorovich duality), so
we focus on condition (6.18). Since by assumption (E, d) is compact and thus totally
bounded, the set of Lipschitz-1 functions mapping E into R which are absolutely
bounded by 1 (denoted by Lip) is separable with respect to the sup-norm (follows
since the space of uniformly bounded and continuous functions is separable and every
subset of a separable metric space is again separable). We denote by {f1, f2, ...} ⊆ Lip
a countable dense subset. Further we are going to use the fact that for bounded and
measurable functions h : E → R and ν ∈ P(E) it holds

(h ≥ 0 ν − a.s.)⇔
(
∀g ∈ Cb(E), g ≥ 0 :

∫
E

g(x)h(x)ν(dx) ≥ 0

)
,

which is true because E is a Polish space and thus the function 11A for the Borel set
A := {h < 0} can be approximated in L1(ν) by a sequence of non-negative, continuous
and bounded functions.

We can rewrite condition (6.18) as follows

dW (K(x), π(x)) ≤ r for µ-a.a. x ∈ E
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⇔
(
∀f ∈ Lip :

∫
E

fdK(x)−
∫
E

fdπ(x) ≤ r

)
for µ-a.a. x ∈ E

⇔
(
∀i ∈ N :

∫
E

fidK(x)−
∫
E

fidπ(x) ≤ r

)
for µ-a.a. x ∈ E

⇔
(
∀i ∈ N,∀g ∈ Cb(E), g ≥ 0 :

∫
E

g(x)

(∫
E

fi(y)K(x, dy)−
∫
E

fi(y)π(x, dy)− r
)
µ(dx) ≤ 0

)
⇔
(
∀i ∈ N,∀g ∈ Cb(E), g ≥ 0 :

∫
E2

g(x)fi(y)µ⊗K(dx, dy)−
∫
E

g(x)

(∫
E

fidπ(x)− r
)
µ(dx) ≤ 0

)
and the last line expresses a closed condition if π satisfies the Feller property, which
guarantees that x 7→

∫
E
fdπ(x) is continuous for all f ∈ Cb(E).

Lemma 6.3.4. β·2(·) is lower semi-continuous.

Proof. Let (θn, νn)
w→ (θ, ν) ∈ P(E)× P(E2) as n→∞. We have to show that

lim inf
n→∞

βθn2 (νn) ≥ βθ2(ν),

which is done by choosing an arbitrary subsequence and showing there exists a further
subsequence such that the inequality holds. So we start with a subsequence still denoted
by (θn, νn)n∈N. Let µ̂n ∈M2(θn) such that

βθn2 (νn) ≥ R(νn, µ̂n)− 1

n

and choose a further subsequence still denoted by (θn, νn)n∈N such that dW (θn, θ) ≤ 1
n

and µ̂n converges weakly to some µ̂ ∈ P(E2). We show that µ̂ ∈M2(θ). To this end,
define

M r,n
2 (θ) :=

{
µ⊗K ∈ P(E2) : dW (µ, θ) ≤ r +

1

n
, dW (K(x), π(x)) ≤ r for µ-a.a. x ∈ E

}
,

which is closed, as the proof of the previous lemma trivially carries over to this set. We
see that µ̂m ∈ M r,n

2 (θ) for all m ≥ n, and therefore µ̂ ∈ M r,n
2 (θ) for all n ∈ N, which

yields µ̂ ∈M2(θ). Finally, we get by lower semi-continuity of R(·, ·)

lim inf
n→∞

βθn2 (νn) ≥ lim inf
n→∞

R(νn, µ̂n) ≥ R(ν, µ̂) ≥ inf
µ∈M2(θ)

R(ν, µ) = βθ2(ν).

The rate function I corresponding to the choice of β as defined at the beginning of
the section is given by

I(ν) := inf
q:νq=ν

∫
E

inf
Kx∈M(π(x))

R(q(x), Kx)ν(dx)

for ν ∈ P(E). Using the above observations to apply the main theorem, we get the
following:
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Theorem 6.3.5. For all functions F : P(E) → [−∞,∞) which are upper semi-
continuous and bounded from above it holds

lim sup
n→∞

sup
µ∈Mn(π0)

1

n
ln

∫
En

exp(nF ◦ Ln)dµ ≤ sup
ν∈P(E)

(F (ν)− I(ν)) .

Further, for all closed sets A ⊆ P(E) it holds

lim sup
n→∞

sup
µ∈Mn(π0)

1

n
lnµ(Ln ∈ A) ≤ − inf

ν∈A
I(ν).

Proof. For the first claim, apply Theorem 6.1.1, which by compactness of E and thus
by Corollary 6.1.2 extends to all functions F : P(E) → [−∞,∞) which are upper
semi-continuous and bounded from above. To arrive at the given form of ρn, one uses
Lemma 6.3.1 to calculate for f ∈ Cb(En)

ρn(f) = sup
ν∈P(En)

(∫
En
fdν − inf

µ∈Mn(π0)
R(ν, µ)

)
= sup

µ∈Mn(π0)

sup
ν∈P(En)

(∫
En
fdν −R(ν, µ)

)
= sup

µ∈Mn(π0)

ln

∫
En

exp(f)dµ,

where the last step follows by Gibbs variational formula for the relative entropy.
With the first claim established, the second claim follows by choosing F = −∞11AC

for a closed set A ⊆ P(E).

For the large deviations bound in Theorem 6.3.5 to be non-vacuous for a closed set
A ⊆ P(E) requires

inf
ν∈A

I(ν) > 0. (6.19)

Intuitively, (6.19) holds if and only if for all pairs ν ∈ A and q with νq = ν, there is
some Borel set S ⊆ E with ν(S) > 0 such that dW (q(x), π(x)) > r for all x ∈ S.

To properly address the question whether the attained bound is sharp, one needs
a lower bound in accordance with the upper bound. The choice of β that leads to
Theorem 6.3.5 cannot yield a lower bound with our approach, since condition (B.3) is
not satisfied for r > 0 and hence the lower bound of Theorem 6.1.1 cannot be applied.

In the following we therefore consider the functional β which is chosen such that it
resembles β and satisfies (B.3), albeit at the cost of not satisfying (B.2). This will lead
to the lower bound of Theorem 6.1.3 proven in Lemma 6.3.7. Define

β(ν, µ) := inf
µ̂:dW (µ,µ̂)≤r,

µ̂�µ

R(ν, µ̂),

Mn(θ) := {ν ∈Mn(θ) : ν � θ ⊗ π ⊗ ...⊗ π},

I(ν) := inf
q:νq=ν

∫
E

inf
Kx∈M(π(x))

R(q(x), K(x))ν(dx)

Further, we assume for the analysis of the lower bound that π satisfies (M), but longer
has to satisfy the Feller property. We find
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Lemma 6.3.6. (See also [15, Lemma 4.4] and [127, Prop. 5.2]) For all n ∈ N, it holds

βθ
n
(ν) = inf

µ∈Mn(θ)
R(ν, µ).

Proof. The proof is the same as that of Lemma 6.3.1, except here we need measurability
of the sets

Si := {(x1, ..., xi, µ̂) ∈ Ei × P(E) : dW (µ̂, π(xi)) ≤ r and µ̂� π(xi)}

for i ∈ {1, ..., n − 1}. That these sets are indeed Borel measurable can be seen as
follows: Define the function g : P(E)× P(E)× E → R+ by

g(µ, ν, x) =
dµ|ν
dν

(x).

Here µ|ν denotes the absolutely continuous part of µ with respect to ν as given
by Lebesgue’s decomposition theorem. Then g is Borel as shown in [64, V.58 and
subsequent remark]. We have µ � ν ⇔

∫
E
g(µ, ν, ·)dν = 1, which shows that Si is

Borel (as the other conditions that define Si are trivially Borel).
To arrive at the given form ofMn(θ) one uses the following equivalence for measures

ν1, ν2 ∈ P(E) and stochastic kernels K1, K2 : E → P(E) (see e.g. [15, Lemma A.2])(
ν1 ⊗K1 � ν2 ⊗K2 ∈ P(E2)

)
⇔ (ν1 � ν2 and K1(x)� K2(x) for ν1-almost all x ∈ E) .

In complete analogy to the choice of β leading to Theorem 6.3.5, we see that β
satisfies (B.1), which is a consequence of the above Lemma 6.3.6 in combination with
Lemma 6.3.2, where one additionally uses

(µ1 � θ1 and µ2 � θ2)⇒ λµ1+(1−λ)µ2 � λθ1+(1−λ)θ2 for µ1, µ2, θ1, θ2 ∈ P(E), λ ∈ (0, 1).

As (B.3) and (M) are satisfied as well, Theorem 6.1.1 yields for all F ∈ Cb(P(E))

lim inf
n→∞

sup
µ∈Mn(π0)

1

n

∫
En

exp(F ◦ Ln)dµ ≥ sup
ν∈P(E)

(F (ν)− I(ν)) ,

which leads to the following Lemma:

Lemma 6.3.7. Let (M) be satisfied. For G ⊆ P(E) open it holds

lim inf
n→∞

sup
µ∈Mn(π0)

1

n
lnµ(Ln ∈ G) ≥ − inf

ν∈G
I(ν).

Proof. The proof is an adapted version of [73, Theorem 1.2.3.].
We work with the Laplace principle lower bound stated just before the Lemma.
Without loss of generality, assume infν∈G I(ν) <∞. Let ν ∈ G such that I(ν) <∞.

Choose M ∈ R such that I(ν) < M and k ∈ N such that B(ν, 1
k
) := {µ ∈ P(E) :

d̂(µ, ν) ≤ 1
k
} ⊆ G, where d̂ is some metric on P(E) compatible with weak convergence.

Define
h(θ) := −M

(
(d̂(ν, θ) · k) ∧ 1

)
.
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We find −M ≤ h ≤ 0, h(ν) = 0 and h(θ) = −M for θ ∈ B(ν, 1
k
)C . Thus for any

µ ∈ P(En)∫
En

exp(nh◦Ln)dµ ≤ exp(−nM)+µ(Ln ∈ B(ν, δ)) ≤ max{2 exp(−nM), 2µ(Ln ∈ B(ν, δ))}.

And therefore

max{lim inf
n→∞

sup
µ∈Mn(π0)

1

n
lnµ(Ln ∈ B(ν, δ)),−M} ≥ lim inf

n→∞
sup

µ∈Mn(π0)

1

n
ln

∫
En

exp(nh ◦ Ln)dµ

≥ sup
ν̂∈P(E)

(h(ν̂)− I(ν̂))

≥ h(ν)− I(ν) = −I(ν).

Since M > I(ν)

lim inf
n→∞

sup
µ∈Mn(π0)

1

n
lnµ(Ln ∈ B(ν, δ)) ≥ −I(ν),

and using B(ν, δ) ⊆ G and the fact that the above reasoning works for all ν ∈ G with
I(ν) <∞, we get the claim.

The proof of Theorem 6.1.3 is now done, as it follows from Theorem 6.3.5 and
Lemma 6.3.7.

The following illustrates the obtained results. Note that to calculate the rates, as is
usual in large deviations theory, the necessary minimization can be solved efficiently
(at least in theory) over convex sets A, since I is convex.

Example 6.3.8. Consider the state space {1, 2, 3} with discrete metric, i.e. d(i, j) = 0
if i = j and d(i, j) = 1, else. The Markov chain is given by its initial distribution
π0 = δ3 and transition kernel π with matrix representation

0.6 0.2 0.2

0.3 0.4 0.3

0 0.3 0.7

 .
Suppose we are interested in the tail event that the empirical measure Ln under

the Markov chain is close (in a certain sense) to the initial distribution π0. We are
uncertain of the precise model specification of the Markov chain and want to find the
worst case (i.e. slowest possible) convergence rate to zero of this tail event.

Formally, let r = 0.05 and take, for κ = 0.2, the set of measures A = BdW (δ3, κ),
i.e. the Wasserstein-1-ball around δ3 with radius κ. The set {Ln ∈ A} models the above
mentioned tail event. What is the (exponential) asymptotic rate of convergence of

sup
µ∈Mn(δ3)

µ(Ln ∈ A)→ 0 (6.20)

as n→∞? Note that r and the transition kernel are as always implicitly included in
Mn(δ3).
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Calculating the upper bound of Theorem 6.1.3 yields a worst case exponential rate

rworst case ≈ 0.0511.

This is significantly lower than the normal rate for the Markov chain without the
robustness (i.e. the case r = 0), which is

rnormal ≈ 0.0910.

Figure 1 showcases the difference in convergence speed. Notably, the optimizer of the
optimization problem to obtain the worst case rate also yields a kernel π̂ such that
π0 ⊗ π̂ ⊗ ...⊗ π̂ ∈Mn(π0) and the Markov chain with transition kernel π̂ attains the
worst case rate, i.e.

π0 ⊗ π̂ ⊗ ...⊗ π̂(Ln ∈ A) ∼ exp(−n · rworst case).

In other words, the worst case rate in (6.20) is obtained and one sequence of optimal
measures is Markovian with transition kernel π̂ given by the matrix

0.6− r 0.2 0.2 + r

0.3− r 0.4 0.3 + r

0 0.3− r 0.7 + r

 .
Figure 1 shows a simulated convergence rate for both the initial Markov chain and
the Markov chain with worst case transition kernel π̂ (100 paths simulated) and a
comparison of the respective stationary distributions.

Note that in the above example the rates are asymptotically sharp, as the worst-case
kernel π̂ for the rate function is already absolutely continuous with respect to π, so
using I instead of I yields the same rate.

Using the above example, one can get an idea when upper and lower bounds of
Theorem 6.1.3 may not coincide. If we do not restrict ourselves to I, it may happen that
no optimal kernel π̂ is absolutely continuous with respect to the initial kernel π. In that
case, we can no longer guarantee that some near optimal kernel π̂ satisfies condition
(M.1), which is also needed in the non-robust case to show the large deviations lower
bound.

6.3.2 Robust Weak Law of Large Numbers

Let (E, d) be compact. In this section, Theorem 6.1.4 is proven. We first show the
upper bound in Theorem 6.3.10 and explain afterwards how to obtain the lower bound.

Up to Theorem 6.3.10, let π satisfy the Feller property. Define

β(µ, ν) :=

 0, if dW (µ, ν) ≤ r,

∞, else,

for some r ≥ 0 and find
βθn(ν) =∞ · 11(Mn(θ))C (ν).



6.3. APPLICATIONS TO ROBUST MARKOV CHAINS 163

0 5 10 15 20 25 30
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Asymptotic Worst Case Rate

Asymptotic Normal Rate

0 5 10 15 20 25 30

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Simulation for Worst Case Transitions

Simulation for Normal Transitions

1 2 3

0

0.1

0.2

0.3

0.4

0.5

0.6

Stationary measure under π̂

Stationary measure under π

Figure 6.1: Illustration of convergence rates, simulated (100 paths) realized convergence and
the stationary distributions under the normal Markov chain and the robust worst-case Markov
chain.

Lemma 6.3.9. β·2(·) is convex and lower semi-continuous.

Proof. We first show convexity: Let θ1, θ2 ∈ P(E), ν1, ν2 ∈ P(E2) and λ ∈ (0, 1). We
have to show

β
λθ1+(1−λ)θ2
2 (λν1 + (1− λ)ν2) ≤ λβθ12 (ν1) + (1− λ)βθ22 (ν2).

To this end, it suffices to show that if the right hand side is zero, the left hand side
has to be zero as well. If the right hand side is zero, then both ν1 ∈ M2(θ1) and
ν2 ∈ M2(θ2). It follows by Lemma 6.3.2 that λν1 + (1 − λ)ν2 ∈ M2(λθ1 + (1 − λ)θ2)
and thus the left hand side is also zero.

We now show lower semi-continuity: Let (θn, νn)
w→ (θ, ν) ∈ P(E) × P(E2). We

have to show
lim inf
n→∞

βθn2 (νn) ≥ βθ2(ν).

Without loss of generality, the left hand side is not equal infinity. We have to show
that the right hand side is zero. We first choose an arbitrary subsequence and then a
further subsequence still denoted by (θn, νn)n∈N such that for all n ∈ N

βθn2 (νn) <∞,

dW (θn, θ) ≤
1

n
.

It follows that νn ∈M2(θn) for all n ∈ N and with the same notation and argumentation
as in the proof of Lemma 6.3.4 it follows ν ∈M r+ 1

n
2 (θ) for all n ∈ N and thus ν ∈M2(θ),

i.e. βθ2(ν) = 0.

By applying Theorem 6.1.1 and Corollary 6.1.2 we get:

Theorem 6.3.10. For all upper semi-continuous and bounded from above functions
F : P(E)→ [−∞,∞) it holds

lim sup
n→∞

sup
µ∈Mn(π0)

∫
En
F ◦ Lndµ ≤ sup

ν∈P(E):
∃q,νq=ν:ν⊗q∈M2(ν)

F (ν).
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We now focus on the lower bound in Theorem 6.1.4. Therefore, let π satisfy (M)
(but no longer has to satisfy the Feller property). We define

β(µ, ν) :=

 0, if dW (µ, ν) ≤ r and µ� ν,

∞, else,

so that (B.3) holds. We obtain

βθ
n
(ν) =∞ · 11(Mn(θ))C (ν).

Proving (B.1) for β works completely analogous to the case of β in Lemma 6.3.9 by
replacing Mn by Mn. Applying Theorem 6.1.1 yields

lim inf
n→∞

sup
µ∈Mn(π0)

∫
En
F ◦ Lndµ ≥ sup

ν∈P(E):
∃q,νq=ν:ν⊗q∈M2(ν)

F (ν)

for all F ∈ Cb(P(E)). Theorem 6.1.4 is shown.

6.4 Main theorem applied to a transport cost functional

In this appendix, the choice of β as a transport cost is discussed. The main purpose is
to showcase a standard technique to obtain applicability of the main Theorem 6.1.1.

For c : E2 → [0,∞] let β(ν, µ) := infτ∈Π(ν,µ)

∫
E2 cdτ which is simply a transport cost

between ν ∈ P(E) and µ ∈ P(E). Recall the definition of β2 which reads for θ ∈ P(E)
and ν ∈ P(E2):

βθ2(ν) = β(ν0,1, θ) +

∫
E

β(ν1,2(x), π(x))ν0,1(dx)

For this choice of β, the upper bound of Theorem 1.1. can be applied in compact
spaces, as Lemma 6.4.1 below establishes. For the lower bound on the other hand,
condition (B.3), i.e. if ν 6� µ, then β(ν, µ) =∞, is in general not satisfied. Intuitively
the reason for this is that transport distances do not agree with absolute continuity
conditions. There is a simple workaround however in discrete spaces if the Markov
chain satisfies π0({x}) > 0 and π(x)({y}) > 0 for all x, y ∈ E. Then, one can simple
define β(ν, µ) := β(ν, µ), if ν � µ and β(ν, µ) =∞, else. This is highly discontinuous
of course, but the only important thing for the applicability of the lower bound is that
it is still measurable and convex, which it is. The idea behind this choice of β is that
with π0 and π strictly positive, all terms in the main theorem read precisely the same
as for the functional β, and hence one obtains fitting upper and lower bounds. This
workaround is obviously not limited to the choice of β as presented here, but can be
applied whenever one works in discrete spaces with π0 and π strictly positive.

Lemma 6.4.1. Let (E, d) be a compact polish space, and c : E2 → [0,∞] be lower
semi-continuous. Assume π satisfies the Feller property, i.e. x 7→ π(x) is continuous.
For β(ν, µ) := infτ∈Π(ν,µ)

∫
cdτ conditions (B.1) and (B.2) are satisfied, i.e. the mapping

P(E)× P(E2) 3 (θ, ν) 7→ βθ2(ν)

is convex and lower semi-continuous.
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Proof. First, it suffices to show that the mapping

P(E2) 3 ν 7→ ϕ(ν) :=

∫
E

β(ν1,2(x), π(x))ν0,1(dx)

is convex and lower semi-continuous, since the other summand in the expression of
βθ2(ν) is a simplified version of this mapping (simplified in the sense that ν is a product
measure and π is constant).

By using the dual representation of β (see e.g. [189, Theorem 5.10.]) one obtains

ϕ(ν) =

∫
E

 sup
f1,f2∈Cb(E):
f1⊕f2≤c

∫
E

f1(y)ν1,2(x, dy) +

∫
E

f2(y)π(x, dy)

 ν0,1(dx)

where we use the notation (f1 ⊕ f2)(x, y) = f1(x) + f2(y). Since by compactness of E
the space Cb(E) endowed with the sup-metric is Polish, we can apply a measurable
selection argument [34, Proposition 7.50] to obtain

ϕ(ν) =

sup
F1,F2:E→Cb(E):
F1(x)⊕F2(x)≤c

∫
E

(∫
E

F1(x)(y)ν1,2(x, dy) +

∫
E

F2(x)(y)π(x, dy)

)
ν0,1(dx),

where one first obtains that the supremum is over all universally measurable functions.
A very slight adaptation of the arguments of [34, Lemma 7.27 and 7.28] yields that
Borel functions are sufficient, see Lemma 6.4.2. From there, Lemma 6.4.3 yields

ϕ(ν) = sup
F1,F2∈Cb(E2):

F1(x,·)⊕F2(x,·)≤c

(∫
E2

F1dν +

∫
E2

F2dν0,1 ⊗ π
)

which implies lower semi-continuity of ϕ, as by the Feller property of π the term inside
the brackets is continuous in ν (this follows by [73, Lemma 8.3.2.]). Since the term
inside the bracket is linear in ν, this representation implies convexity of ϕ as well.

Lemma 6.4.2. Let (E, d) be a compact polish space and Cb(E) be endowed with the
sup-metric. For F : E → Cb(E) universally measurable and ν ∈ P(E) there exists a
Borel measurable function Fν : E → Cb(E) such that F (x) = Fν(x) for ν almost all
x ∈ E (and for example Fν(x) = 0, else).

Proof. The proof is a slight adaptation of arguments in [34, Lemma 7.27 and 7.28].
First, fix a countable dense subset Q ⊆ E. For y ∈ Q let fy : E → R be given

by fy(x) := F (x)(y). Then fy is universally measurable since it can be written as
x 7→ F (x) 7→ F (x)(y) and is hence universally measurable as a concatenation of
universally measurable functions. By [34, Lemma 7.27] there exists a Borel set A ⊆ E
with ν(A) = 1 and functions f νy : E → R Borel such that for all x ∈ A and for all
y ∈ Q

f νy (x) = fy(x).
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We define Fν(x) := F (x) for all x ∈ A and Fν(x) = 0, else. Fν is Cb(E)-valued and ν
almost surely equal to F . It remains to show that Fν is Borel:

The Borel sigma algebra on the polish space Cb(E) with sup-metric is generated by
the family ⋃

S⊆Q finite

π−1
F (Bor(E)S)

where πF : Cb(E)→ ES, f 7→ (f(x))x∈S. Hence it suffices to show that for S ⊆ Q and
a ∈ RS the pre-image of {f ∈ Cb(E) : f(y) ≤ ay for all y ∈ S} under Fν is Borel. One
calculates

F−1
ν ({f ∈ Cb(E) : f(y) ≤ ay for all y ∈ S})

={x ∈ A : f νy (x) ≤ ay for all y ∈ S} ∪ {x ∈ AC : 0 ≤ ay for all y ∈ S}
which is Borel.

Lemma 6.4.3. Let (E, d) be a compact polish space and Cb(E) be endowed with the
sup-metric. Let c : E2 → [0,∞] be lower semi-continuous. Let ν ∈ P(E2). Define

(A) := sup
F1,F2:E→Cb(E) Borel

F1(x)⊕F2(x)≤c

∫
E

(∫
E

F1(x)(y)ν1,2(x, dy) +

∫
E

F2(x)(y)π(x, dy)

)
ν0,1(dx),

(B) := sup
G1,G2∈Cb(E2):

G1(x,·)⊕G2(x,·)≤c

∫
E2

G1dν +

∫
E2

G2dν0,1 ⊗ π.

Then it holds (A) = (B).

Proof. First step: It holds (B) ≤ (A) as for given G ∈ Cb(E
2) the mapping E 3

x 7→ G(x, ·) is Borel as it is continuous (by uniform continuity of G, one obtains
supy∈E |G(xn, y)−G(x, y)| → 0 for d(xn, x)→ 0).

Second step: It is (A) ≤ (C) for

(C) := sup
G1,G2:E2→R Borel:
G1(x,·)⊕G2(x,·)≤c

∫
E2

G1dν +

∫
E2

G2dν0,1 ⊗ π,

since for given F : E → Cb(E) Borel, the mapping E2 3 (x, y) 7→ F (x)(y) is Borel as
well (obvious if rewritten as (x, y) 7→ (F (x), y) 7→ F (x)(y)).

Third step: It holds (C) = (B), where (B) ≤ (C) is obvious. To show (B) = (C),
first note that by standard duality theory for optimal transport (e.g. [189, Theorem
5.10.]), where one can regard c as a function on E2 × E2 that is constant in two
components, one obtains for µ1 = ν, µ2 = ν0,1 ⊗ π

(B) = sup
Gi∈L1(µi):

G1(x,·)⊕G2(x,·)≤c

∫
E2

G1dν +

∫
E2

G2dν0,1 ⊗ π

On the other hand, in the definition of (C) we might as well impose that min{Gi, 0} ∈
L1(µ

i) due to the convention that ∞ − ∞ = −∞. For such a Gi, we can define
Gn
i := min{Gi, n} ∈ L1(µi) and obtain (B) = (C) by monotone convergence. Notably,

by approximating functions G1 and G2 in the definition of (C) from below, the inequality
constraint Gn

1 (x, ·)⊕Gn
2 (x, ·) ≤ c is always satisfied.



Chapter 7

Limits of random walks with
distributionally robust transition
probabilities

7.1 Introduction and main results

In this chapter we study the limiting object that results by passing from discrete to
continuous time for certain robust Lévy processes.

Lévy processes are mathematically tractable and therefore often used to model
certain real-world phenomena. This bears the task of correctly specifying / estimating
the corresponding parameters, e.g., drift and variance in case of a Brownian motion.
In many situations this can only be achieved up to a certain degree of uncertainty.
For this reason, Peng [151] introduced his nonlinear Brownian motion and started a
systematic investigation of this object. The nonlinear Brownian motion is defined via
a nonlinear PDE and, heuristically speaking, within each infinitesimal time increment
it is allowed to select its parameters (drift and variance) within a given fixed set.
Accordingly, a nonlinear Feynman-Kac formula makes it possible to compute the worst
case expectations of certain functions of the random process. Several works followed
this parametric nonlinearization approach to Lévy processes, see e.g. Neufeld and Nutz
[142].

On the other hand, in discrete time where no mathematical limitations force one
to restrict to parametric uncertainty, a more natural and general nonlinearization of
a given (baseline) random walk is of nonparametric nature. We start with a random
walk which is the discrete-time restriction of an Rd-valued Lévy process starting in
zero, who’s marginal laws we denote by (µt)t≥0. For instance, µt can be the normal
distribution with mean 0 and variance t in which case we end up with a Gaussian
random walk.

For a fixed parameter δ ≥ 0 representing the level of freedom (or uncertainty) and
n ∈ N, the nonlinear random walk with time index T = {0 = t0 < t1 < t2 < · · · } ⊂ R+

is defined as follows: for each time step tn  tn+1, the nonlinear random walk is allowed
select its transition probability within the neighborhood of size δ(tn+1 − tn) of the
transition probability µtn+1−tn of our baseline random walk, where the neighborhood is
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taken w.r.t. the p-th Wasserstein distance Wp.1
This means that, conditioned on the event that the nonlinear random walk takes

the value x ∈ Rd at time tn, the worst possible expected value of an arbitrary function
f ∈ C0(Rd) at time tn+1 is given by

S(tn+1 − tn)f(x) := sup
{∫

Rd
f(x+ y) ν(dy) : ν s.t. Wp(ν, µtn+1−tn) ≤ δ(tn+1 − tn)

}
.

Recall here that C0(Rd) is the set of continuous function vanishing at infinity. Iterating
this scheme, conditioned on the event that the nonlinear random walk starts in x at
time 0, the worst possible expectation at time tn ∈ T is given by

S T(tn)f(x) := S(t1 − t0) ◦ · · · ◦ S(tn − tn−1)f(x). (7.1)

In conclusion, the corresponding processes follow the same heuristics as the nonlinear
Brownian motion and can be seen as a discrete time nonparametric reincarnation
thereof.

Regarding the computation of S T we stumble on a recurring scheme in discrete
time: while definitions are mathematically simple, explicit computations are often
very challenging. Here this is evident as S and therefore S T are results of (iterated,
nonparametric, and infinite dimensional) control problems. In the following, we shall
show that when passing from small to infinitesimal time steps, the S T’s give rise to a
nonlinear semigroup and that a computation of the limit is possible via a nonlinear
PDE.

For the rest of this chapter we shall fix p ∈ (1,∞) and assume that our initial Lévy
process has finite p-th moment, i.e.

∫
Rd |x|p µ1(dx) < ∞. For convenience, for every

n ∈ N consider dyadic numbers Tn := 2−nN0 and set S n(t) := S Tn(tn) ◦ S(t− tn) for
t ≥ 0, where tn ∈ Tn is the closest dyadic number prior to t.

Proposition 7.1.1 (Semigroup). Both S n and S := limn→∞S n are well defined
and the family (S (t))t≥0 defines a sublinear semigroup on C0(Rd). More precisely, for
every s, t ≥ 0 and x ∈ Rd, we have that

(i) S (t) maps C0(Rd) to itself and S (t) ◦S (s) = S (t+ s),
(ii) S (t)(·)(x) : C0(Rd) → R is sublinear, increasing, and maps zero to zero, and

S (t) is contractive, i.e. ‖S (t)f −S (t)g‖∞ ≤ ‖f − g‖∞ for all f, g ∈ C0(Rd).

Now that the semigroup property is established, we can state our main result.

Theorem 7.1.2 (Feynman-Kac). Let f ∈ C0(Rd) and define u : [0,∞)× Rd → R via
u(t, x) := S (t)f(x). Then u a viscosity solution of{

∂tu(t, x) = Aµu(t, ·)(x) + δ|∇u(t, x)| for (t, x) ∈ (0,∞)× Rd,

u(0, x) = f(x) for x ∈ Rd,

where Aµ is the generator of the initial Lévy process.
1 For µ, ν ∈ Pp(Rd) (the set of Borel probabilities on Rd with finite p-th moment), define Wp(µ, ν) :=

inf
{ ∫

Rd×Rd |y−x|p γ(dx, dy) : γ ∈ Cpl(µ, ν)
}1/p where Cpl(µ, ν) is the set of all Borel probabilities on Rd×Rd

with first and second marginal µ and ν, respectively. Throughout | · | is the Euclidean norm.
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Here, as always, ∇ denotes the spatial derivative and the notation of viscosity
solution is that of [66], see the discussion before and after Theorem 7.2.12 below.

In the following chapter we consider a convex generalization of the above setting: in
the definition of S(s), instead of considering all ν in the δs neighborhood of µs, we take
into account all ν but penalize their distance to µs. In the limit this gives a convex
semigroup whose generator has a convex perturbation in ∇u (instead of the absolute
value), see Theorem 7.2.12.

The following remark showcases Theorem 7.1.2 on the particular case of a Brownian
motion.

Remark 7.1.3. Assume that the initial Lévy process is the Brownian motion with
drift b ∈ Rd and covariance matrix Σ ∈ Rd×d, and set A := {a ∈ Rd : |a − b| ≤ δ}.
Then a quick computation shows that the PDE of Theorem 7.1.2 takes the form

∂tu(t, x) =
d∑

i,j=1

Σij∇2
iju(t, x) + max

a∈A

d∑
i=1

au∇iu(t, x)

and the resulting process is called g-Brownian motion. This example illustrates the
concept that S corresponds to a nonlinear Lévy process with drift uncertainty.

Finally, let us point out that numerical computation of nonlinear PDEs like the ones
resulting from Theorem 7.1.2 and Remark 7.1.3 has received a lot of attention in recent
years and by now efficient methods are avaliable, see, e.g., [25, 162] and references
therein.

Possible extensions and related literature. There are several natural variations of
the results in this chapter. For instance, one can ask which effect additional constraints
on the measures ν in the definition of S(t) might have. Concretely, what would happen
if one allows only for those ν which (additional to being in a Wasserstein neighborhood
of µt) have the same mean as µt, or if one replaces the Wasserstein distance by it’s
martingale version [28]. In the latter case, when changing the scaling of the radius
from δt to δt2, one could guess the PDE to be{

∂tu(t, x) = ∆u(t, ·)(x) + δ|∇2u(t, x)| for (t, x) ∈ (0,∞)× Rd,

u(0, x) = f(x) for x ∈ Rd,

in case that the underlying Lévy process is the Brownian motion. However, with the
exact methods of this chapter, this can be made rigorous only with a technical twist
in definition of S(t) and understanding the full picture would require considerations
beyond the scope of this chapter.

In a similar spirit, it would be interesting to start with transition probabilities (µnt )t
which approximate (µt)t (e.g. a Binomial random walk which converges to a Brownian
motion). A (parametric) variant of this was done by Dolinsky, Nutz, and Soner [67] for
Binomial random walks with freedom in the Bernoulli-parameter. Related, one could
ask whether Donsker-type results hold, i.e., whether the family of laws of the nonlinear
random walks (on the path space) has a limiting family.

Finally, let us highlight the connection to distributionally robust optimization
(DRO) using the Wasserstein distance. In DRO, the basic task consists of computing
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infλ S(s)fλ, where (fλ)λ is a parametrized family of function; we refer to [19, 38, 139, 87]
for recent results and applications. Here duality arguments often help to compute the
(infinite dimensional) optimization problem appearing in the definition of S(s). In
multi-step versions of DRO (e.g. time-consistent utility maximization with Markovian
endowment [15]), the computation of S n(t)f is the key element. Related multi-step
versions also occur in the literature on robust Markov chains with interval probabilities
(see [?, 179] and references therein), and in particular on robust Markov decision
processes [193, 195]. As S (t)f can be seen as a proxy for S n(t)f for large n, a natural
question is whether the results in the current chapter can be used as an approximation
tool for these multi-step versions of DRO. This also motivates studying the speed of
convergence S n(t)f → S (t)f .

7.2 Convex version and proof of main results

Let ϕ : [0,+∞)→ [0,+∞] be a lower semicontinuous, convex, and increasing function
such that ϕ(0) = 0. Assume that x 7→ ϕ(x1/p) is convex, denote by ϕ∗(y) := supx≥0(xy−
ϕ(x)) for y ≥ 0 its convex conjugate, and set ϕ(+∞) := ϕ∗(+∞) = +∞. For every
f ∈ C0(Rd) and t ≥ 0, we define

S(t)f(x) = sup
ν∈Pp(Rd)

(∫
Rd
f(x+ y) ν(dy)− ϕt(Wp(µt, ν))

)
, (7.2)

where ϕt(·) := tϕ(·/t). The results stated in the introduction will follow from the choice
ϕ := +∞1(δ,+∞), in which case ϕ∗(y) = δy for all y ≥ 0. Notice that the supremum in
(7.2) can also be taken over the set

∆f,t := {ν ∈ Pp(Rd) : ϕt(Wp(µt, ν)) ≤ ‖f‖∞ + 1}. (7.3)

As ϕt is increasing and unbounded, this implies that there is a uniform upper bound
on Wp(µt, ν) over ν ∈ ∆f,t. Hence, by the following simple observation, the set ∆f,t is
tight, and therefore the supremum in (7.2) is attained.2

Lemma 7.2.1. For every ν ∈ Pp(Rd), t ≥ 0, and c > 0, we have that

ν({y ∈ Rd : |y| ≥ c}) ≤ 1

c

(
Wp(µt, ν) +

(∫
Rd
|x|p µt(dx)

)1/p)
.

Proof. An application of Markov’s and Hölder’s inequality implies that ν({y ∈ Rd :
|y| ≥ c}) ≤ c−1(

∫
Rd |y|p ν(dy))1/p. The latter equals c−1Wp(δ0, ν), so that the proof is

completed by the triangle inequality for Wp.

For further reference, we provide the proof of the following simple observation.

Lemma 7.2.2. For every c ≥ 0, we have that limt↓0 sup{r ≥ 0 : ϕt(r) ≤ c} = 0.
2Indeed, the set ∆f,t is weakly compact by Prokhorov’s theorem and lower semicontinuity of ν 7→

ϕt(Wp(µt, ν)).



7.2. CONVEX VERSION AND PROOF OF MAIN RESULTS 171

Proof. By assumption x 7→ ϕ(max{x, 0}1/p) is a convex lower semicontinuous function,
which is not constant equal to zero. Therefore, by the Fenchel-Moreau theorem there
exist a > 0 and b ∈ R, such that ϕ(x1/p) ≥ ax+ b for all x ≥ 0. Thus, for every given
r > 0, we conclude that

ϕt(r) = tϕ
(
r
t

)
≥ ta

(
r
t

)p
+ tb.

As p > 1, this term converges to infinity when t converges to zero.

Directly from the definition, the operator S(t) has the following properties.

Lemma 7.2.3. Let t ≥ 0 and f, g ∈ C0(Rd) such that f ≤ g. Then, S(t) is a convex
contraction on C0(Rd), which satisfies S(t)0 = 0, S(t)f ≤ S(t)g. Further, S(t)f has
the same modulus of continuity as f .

Proof. It is clear by definition that S(t) is convex and monotone. Moreover, as
inf ϕt = 0, it follows that S(t)0 = 0. To show that S(t) is a contraction, note that∫

Rd
f(x+ y) ν(dy) ≤

∫
Rd
g(x+ y) ν(dy) + ‖f − g‖∞

for all ν ∈ Pp(Rd) and x ∈ Rd. Hence, S(t)f(x) ≤ S(t)g(x) + ‖f − g‖∞ for all x ∈ Rd,
and changing the role of f and g yields contractivity.

It remains to prove that of S(t)f ∈ C0(Rd). First, since f is in particular uniformly
continuous it follows that S(t)f is also uniformly continuous. To that end, let ε > 0
be arbitrary and fix δ > 0 such that |f(x)− f(y)| ≤ ε for x, y ∈ Rd with |x− y| ≤ δ.
Then, for every such pair x, y, contractivity of S(t) implies that

S(t)f(x) = S(t)f(x+ ·)(0)

≤ S(t)f(y + ·)(0) + ‖f(x+ ·)− f(y + ·)‖∞
≤ S(t)f(y) + ε.

Replacing the role of x and y shows that S(t)f is uniformly continuous with the same
modulus of continuity as f .

Second, we prove that S(t)f is vanishing at infinity. Let ε > 0 be arbitrary and fix
a ≥ 0 such that |f(x)| ≤ ε for all x ∈ Rd with |x| ≥ a. Since Wp(µt, ν) is uniformly
bounded over ν ∈ ∆f,t, it follows form Lemma 7.2.1 that there is b > 0 such that
ν({y ∈ Rd : |y| > b}) ≤ ε uniformly over ν ∈ ∆f,t. Hence,

S(t)f(x) ≤ sup
ν∈∆t

∫
Rd
f(x+ y)1{|y|≤b} + f(x+ y)1{|y|>b} ν(dy) ≤ ε+ ε‖f‖∞

for all x ∈ Rd such that |x| ≥ a + b. For the reverse inequality, use that S(t)f(x) ≥∫
Rd f(x + y)µt(dy) for all x ∈ Rd, which follows from ϕ(0) = 0. Therefore the same
arguments as above show that S(t)f(x) ≥ −ε − ε‖f‖∞ for all x ∈ Rd such that
|x| ≥ a+ b. As ε was arbitrary, the claim follows.

At this point we know that S(t) maps C0(Rd) to itself, which allows us to define
S(t) ◦ S(s), or more generally S n as in (7.1). The following is the key result for our
analysis, and allows in particular to define the limit limn→∞S n.
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Lemma 7.2.4. For every 0 < s < t and f ∈ C0(Rd), we have that

S(s)S(t− s)f ≤ S(t)f.

Proof. Fix f ∈ C0(Rd) and x ∈ Rd. Let νs(db) ∈ Pp(Rd) such that

S(s)S(t− s)f(x) =

∫
Rd
S(t− s)f(x+ b) νs(db)− ϕs(Wp(µs, νs))

and let γs(da, db) ∈ Pp(Rd × Rd) be an optimal coupling between µs(da) and νs(db).
Similarly, for each b ∈ Rd, let νbt−s(de) ∈ Pp(Rd) be such that

S(t− s)f(b) =

∫
Rd
f(b+ e) νbt−s(de)− ϕt−s(Wp(µt−s, ν

b
t−s))

and let γbt−s(dc, de) ∈ Pp(Rd×Rd) be an optimal coupling between µt−s(dc) and νbt−s(de).
Now define the measure γt(dy, dz) ∈ Pp(Rd × Rd) by∫

Rd×Rd
h(y, z) γt(dy, dz) :=

∫
Rd×Rd

∫
Rd×Rd

h(a+ c, b+ e) γbt−s(dc, de) γs(da, db)

for all h : Rd × Rd → R bounded and Borel (we have ignored the fact that b 7→ γbt−s
needs to be γs-measurable for this expression to make sense, but this can be shown
by usual measurable selection arguments). Denoting by νt(dz) := γt(dz) the second
marginal of γt, it holds

S(t)f(x) ≥
∫
Rd
f(x+ z) νt(dz)− ϕt(Wp(µt, νt)).

Further, γt(dy, dz) is a coupling between µt(dy) and νt(dz). Indeed, by definition
γt(dz) = νt(dz), and γt(dy) = µt(dy) as

γt(A× Rd) =

∫
Rd×Rd

∫
Rd×Rd

1A(a+ c) γbt−s(dc, de) γs(da, db)

=

∫
Rd

∫
Rd

1A(a+ c)µt−s(dc)µs(da) = (µs ∗ µt−s)(A) = µt(A)

for every Borel set A ⊂ Rd. Similarly, we obtain

νt(B) = γt(Rd ×B) =

∫
Rd

∫
Rd

1B(b+ e) νbt−s(de) νs(db)

for every Borel set B ⊂ Rd. Moreover, by definition of the p-th Wasserstein distance it
holds

Wp(µt, νt) ≤
(∫

R2d

|y − z|p γt(dy, dz)
)1/p

=
(∫

R2d

∫
R2d

|(b− a) + (e− c)|p γbt−s(dc, de)γs(da, db)
)1/p

≤
(∫

R2d

|b− a|p γs(da, db)
)1/p

+
(∫

R2d

∫
R2d

|e− c|p γbt−s(dc, de) γs(da, db)
)1/p

.
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Denote by I the first term in the above equation and by J the second one. By definition
of ϕt = tϕ(·/t), together with the fact that ϕ is convex and increasing, it holds

ϕt(Wp(µt, νt)) ≤ tϕ
(s
t

1

s
I +

t− s
t

1

t− sJ
)

≤ sϕ
(1

s
I
)

+ (t− s)ϕ
( 1

t− sJ
)

= ϕs(I) + ϕt−s(J).

Moreover, convexity of x 7→ ϕ(x1/p) implies convexity of x 7→ ϕt−s(x
1/p). Therefore, by

Jensen’s inequality, we obtain

ϕt−s(J) ≤
∫
Rd×Rd

ϕt−s

((∫
Rd×Rd

|e− c|p γbt−s(dc, de)
)1/p

)
γs(da, db).

Recalling the definitions of I and J and that γs and γbt−s where optimal couplings, we
conclude

ϕt(Wp(µt, νt)) ≤ ϕs(Wp(µs, νs)) +

∫
Rd
ϕt−s(Wp(µt−s, ν

b
t−s)) νs(db).

Putting everything together, we obtain

S(t)f(x) ≥
∫
Rd
f(x+ z) νt(dz)− ϕs(Wp(µs, νs))−

∫
Rd
ϕt−s(Wp(µt−s, ν

b
t−s)) νs(db)

=

∫
Rd

(∫
Rd
f(x+ b+ e) νbt−s(de)− ϕt−s(Wp(µt−s, ν

b
t−s))

)
νs(db)− ϕs(Wp(µs, νs))

= S(s)S(t− s)f(x)

This completes the proof.

Lemma 7.2.5. For all f ∈ C0(Rd), t ≥ 0 and n ∈ N, we have that S n+1(t)f ≤
S n(t)f . Further, S n(t) is a contraction on C0(Rd), and S n(t)f has the same modulus
of continuity as f .

Proof. Both statements follow from Lemma 7.2.4 (respectively Lemma 7.2.3) together
with an induction.

Corollary 7.2.6. Let t ≥ 0 and f, g ∈ C0(Rd) such that f ≤ g. Then, the pointwise
limit S (t)f := limn→∞S n(t)f exists and is in fact uniform. Moreover, S (t) is a
convex contraction on C0(Rd) such that S (t)0 = 0 and S (t)f ≤ S (t)g.

Proof. By Lemma 7.2.5, the sequence (S n(t)f)n∈N is decreasing, hence the limit
S (t)f = limn→∞S n(t)f exists pointwise. Also, the limit S (t)f is vanishing at
infinity. Indeed, from the semigroup property of (Sµ(t))t≥0, it follows that Sµ(t)f ≤
S n(t)f ≤ S(t)f for all n ∈ N, and therefore Sµ(t)f ≤ S (t)f ≤ S(t)f . Since by
Lemma 7.2.3, S(t)f is vanishing at infinity, and (Sµ(t))t≥0 is a Feller semigroup, we
conclude that S (t)f is vanishing at infinity. Further, by Lemma 7.2.5, the sequence
S n(t)f is uniformly equicontinuous on every compact subset of Rd, which by the
Arzelà-Ascoli theorem and the fact that S (t)f is vanishing at infinity, implies that
limn→∞ ‖S n(t)f −S (t)f‖∞ = 0.

Finally, by induction over n ∈ N, it follows from Lemma 7.2.3 that S n(t) is a
convex contraction on C0(Rd), which satisfies S n(t)0 = 0 and S n(t)f ≤ S n(t)g.
These properties remain true for the limit S (t). The proof is complete.
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In the following, we shall often use that t 7→ µt is continuous w.r.t. Wp (at t = 0).
To see that this is true, use the assumption E[|X1|p] <∞ and [170, Theorem 25.18] to
obtain E[supt∈[0,1] |Xt|p] <∞. As X has càdlàg paths, dominated convergence implies
that Wp(µt, δ0)p =

∫
Rd |x|p µt(dx) = E[|Xt|p]→ 0 as t ↓ 0.

The next result states the strong continuity of the family (S (t))t≥0 at zero.

Lemma 7.2.7. For every f ∈ C0(Rd), we have that

lim
t↓0
‖S (t)f − f‖∞ = 0.

Proof. Let f ∈ C0(Rd) and ε > 0.
We first show an upper bound, namely that there is t0 > 0 such that S (t) ≤ f + 2ε

for all t < t0. As functions in C0(Rd) are uniformly continuous, there is δ > 0 such
that |f(x+ y)− f(x)| ≤ ε for all x, y ∈ Rd with |y| ≤ δ. Then,

S (t)f(x) ≤ S(t)f(x) = sup
ν∈∆f,t

(∫
Rd
f(x+ y)ν(dy)− ϕt(Wp(µt, ν))

)
≤ sup

ν∈∆f,t

(∫
Rd
f(x+ y)1{|y|≤δ} + f(x+ y)1{|y|>δ} ν(dy)

)
≤ f(x) + ε+ ‖f‖∞ sup

ν∈∆f,t

ν({y ∈ Rd : |y| > δ}).

(7.4)

By Lemma 7.2.2, it holds that

lim
t↓0

sup
ν∈∆f,t

Wp(µt, ν) ≤ lim
t↓0

sup
{
r ≥ 0 : ϕt(r) ≤ ‖f‖∞ + 1

}
= 0.

Since by assumption limt↓0
∫
Rd |y|p µt(dy) = 0, it follows from Lemma 7.2.1 that

lim
t↓0

sup
ν∈∆f,t

ν({y ∈ Rd : |y| > δ}) = 0,

which yields the upper bound.
As for the lower bound, similarly as in the proof of Lemma 7.2.3, we make use of

the fact that Sµ ≤ S . Since (Sµ(t))t≥0 is a Feller semigroup, it holds f − ε ≤ S (t)f
for all t < t0 for a suitable t0 > 0. This completes the proof.

For later reference, let us point out that the exact same proof as given for Lemma
7.2.7 yields the following.

Corollary 7.2.8. We have that limn→∞ ‖S n(tn)f − f‖∞ = 0 for all f ∈ C0(Rd) and
all sequences (tn)n∈N with limn→∞ tn = 0.

Lemma 7.2.9. Let t, tn ≥ 0 with tn ≤ t and g, gn ∈ C0(Rd) for all n ∈ N. If
limn→∞ tn = t and limn→∞ ‖gn − g‖∞ = 0, then

lim
n→∞

‖S n(tn)gn −S (t)g‖∞ → 0.
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Proof. As S n(t) = S n(tn)S n(t− tn) by definition, the triangle inequality implies that

‖S (t)g −S n(tn)gn‖∞ ≤ ‖S (t)g −S n(t)g‖∞
+ ‖S n(tn)S n(t− tn)g −S n(tn)g‖∞ + ‖S n(tn)g −S n(tn)gn‖∞.

By Corollary 7.2.6 the first term converges to zero as n→∞. As for the middle term,
by Lemma 7.2.5 we have that S n(tn) is a contraction, so that

‖S n(tn)S n(t− tn)g −S n(tn)g‖∞ ≤ ‖S n(t− tn)g − g‖∞.

The latter converges to zero by Corollary 7.2.8. Again by Lemma 7.2.5, the last term
converges to zero as n→∞. This completes the proof.

Now, we are ready to state our first main result (the convex generalization of
Proposition 7.1.1).

Proposition 7.2.10. The family (S (t))t≥0 is a strongly continuous, convex, monotone
and normalized contraction semigroup on C0(Rd), i.e., for every s, t ≥ 0 and f ∈ C0(Rd),
we have that

(i) S (t) : C0(Rd)→ C0(Rd) is a convex and monotone contraction such that S (t)0 =
0,

(ii) S (0)f = f ,
(iii) S (t) ◦S (s) = S (t+ s),
(iv) limt↓0 ‖S (t)f − f‖∞ = 0.

Proof. In view of Corollary 7.2.6 and Lemma 7.2.7, it remains to prove the semigroup
property S (t) ◦S (s) = S (t+ s). To that end, fix some f ∈ C0(Rd) and s, t ≥ 0 and
set denote by sn, tn ∈ 2−nN0 the closest dyadic elements prior to s and t, respectively.
By Lemma 7.2.9 (applied with g = gn = f) we have

S (t+ s)f = lim
n→∞

S n(tn + sn)f = lim
n→∞

S n(tn) ◦S n(sn)f,

where the last equality follows by definition of S n. Further, Lemma 7.2.9 also implies
that S n(sn)f converges uniformly to S (s)f . Therefore, we may applying Lemma
7.2.9 again (with g = S (s)f , and gn = S n(sn)f) and obtain

lim
n→∞

S n(tn) ◦S n(sn)f = S (t) ◦S (s)f.

This completes the proof.

Proposition 7.2.11. For every f ∈ D(Aµ) ∩ C1
0(Rd), we have that

A f := lim
t↓0

S (t)f − f
t

= Aµf + ϕ∗(|∇f |)

and the limit is uniform.
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Proof. Fix f ∈ D(Aµ) ∩ C1
0(Rd).

(a) We start by showing that

S (t)f − f ≥ tAµf + tϕ∗(|∇f |) + o(t) as t ↓ 0. (7.5)

To that end, let t > 0. For notational simplicity we assume that t is a dyadic number,
say t = k02

−n0 for some k0, n0 ∈ N; the general case is only notationally heavier but
works analogously. Then, S n0(t) is just the convolution of S(2−n0) with itself k0 times.
For every x ∈ Rd, let r = rx ∈ Rd with |r| = 1 and a = ax ≥ 0 such that

r∇f(x) = |∇f(x)| and ϕ∗(|∇f(x)|) = a|∇f(x)| − ϕ(a), (7.6)

where the product between elements in Rd is understood as the scalar product. Note
that such r exists as | · | is its own dual norm, and such a exists as limy→∞ ϕ(y)/y =∞
which follows from the assumption that y 7→ ϕ(y1/p) is convex. Moreover, since |∇f(x)|
is uniformly bounded over x ∈ Rd, the same holds for a = ax.

Now, for each n ≥ n0, set

νn2−n := µ2−n ∗ δa2−nr.

Then, one can compute that Wp(µ2−n , ν2−n) = a2−n, and therefore

S(2−n)g(y) ≥
∫
Rd
g(y + z + a2−nr)µ2−n(dz)− ϕ2−n(a2−n) (7.7)

for all g ∈ C0(Rd) and y ∈ Rd. Note that t = kn2−n for kn := k02
n−n0 , and that the

measure which results in taking the convolution of ν2−n with itself kn times, is equal to
µt ∗ δatr. As further,

knϕ2−n(a2−n) = k02n−n02−nϕ(a) = tϕ(a) = ϕt(at)

and each ϕ2−n(a2−n) does not depend on the state variable, estimating every S(2−n)
which appears in the definition of S n(t) (as the convolution of S(2−n) with itself kn
times) by (7.7) gives

S n(t)f(x) ≥
∫
Rd
f(x+ y + atr)µt(dy)− ϕt(at)

for all n ≥ n0. The right hand side does not depend on n, so that the definition of
S (t)f as the limit of S n(t)f therefore implies that

S (t)f(x)− f(x) ≥
∫
Rd
f(x+ y)− f(x)µt(dy)

+

∫
Rd
f(x+ y + atr)− f(x+ y)µt(dy)− ϕt(at) =: I1 + I2.

By definition of the infinitesimal generator Aµ of (Sµ(t))t≥0 and f ∈ D(Aµ), the first
term I1 equals tAµf + o(t) (uniformly over x ∈ Rd). The second term I2 is estimated
by a Taylor’s expansion: for some (measurable) ξ = ξ(x, y) with |ξ| ≤ ta, we may write

I2 =

∫
Rd
atr∇f(x+ y + ξ(x, y))µt(dy)− tϕ(a)
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≥ ar∇f(x) + o(1)− tϕ(a),

uniformly over x ∈ Rd, where we need to justify the last step. Indeed, this follows as in
the proof of Lemma 7.2.7 by splitting the µt(dy) integral into two parts (close to zero
{|y| ≤ b} and its complement {|y| > b}), and using uniform continuity of ar∇f(x+ ·)
together with the fact that µt({|y| > b}) → 0 and limt↓0 supx,y∈Rd |ξ(x, y)| = 0 as
a = ax is bounded uniformly over x ∈ Rd. Recalling (7.6) we conclude that∫

Rd
f(x+ y + atr)− f(x+ y)µt(dy)− ϕt(at) ≥ tϕ∗(|∇f(x)|) + o(t)

uniformly over x ∈ Rd, which shows (7.5).
(b) It remains to show that

S (t)f − f ≤ tAµf + tϕ∗(|∇f |) + o(t). (7.8)

Since
∫
Rd f(x+ y)µt(dy)− f(x) = tAµf(x) + o(t) as f ∈ D(Aµ) and S (t)f ≤ S(t)f

by Corollary 7.2.6, it holds

S (t)f(x)− f(x) ≤ S(t)f(x)−
∫
Rd
f(x+ y)µt(dy) + tAf(x) + o(t)

= sup
u,ν

(∫
Rd
f(x+ z) ν(dz)−

∫
Rd
f(x+ y)µt(dy)− tϕ

(
u
t

))
+ tAf(x) + o(t)

uniformly over x ∈ Rd, where the supremum is taken over all u ≥ 0 and ν ∈ Pp(Rd)
with Wp(µt, ν) = u. Actually, for every t ≥ 0, one may restrict to those u ≥ 0 for
which tϕ(u/t) ≤ ‖f‖∞ + 1. As ϕ grows faster than linear, this implies that there is
some u0 (independent of t) for which the latter implies u ≤ u0t.

Now, fix 0 ≤ u ≤ u0t and ν ∈ Pp(Rd) with Wp(µt, ν) = u, and a coupling π(dy, dz)
between µt and ν which is optimal for Wp(µt, ν). By Taylor’s theorem,

f(x+ z)− f(x+ y) = ∇f(x+ y + ξ)(z − y)

for all x, y, z ∈ Rd, where ξ = ξ(x, y, z) is a measurable function such that |ξ| ≤ |z− y|.
Hence, it follows from Hölder’s inequality that∫

Rd
f(x+ z) ν(dz)−

∫
Rd
f(x+ y)µt(dy) =

∫
Rd
∇f(x+ ξ)(z − y) π(dy, dz)

≤
(∫

Rd×Rd
|∇f(x+ ξ)|p∗ π(dy, dz)

)1/p∗(∫
Rd×Rd

|z − y|p π(dy, dz)
)1/p

,

where p∗ = p/(p − 1) is the conjugate Hölder exponent of p. For every 0 ≤ u ≤ u0t
and ν as above, it follows from Wp(δ0, ν) ≤ Wp(δ0, µt) + u0t = o(1), that(∫

Rd×Rd
|∇f(x+ ξ)|p∗ π(dy, dz)

)1/p∗

≤ |∇f(x)|+ o(1)

uniformly over x ∈ Rd, again by the same arguments as in the proof of Lemma 7.2.7.
Putting everything together yields

1

t

(
S(t)f(x)−

∫
Rd
f(x+ y)µt(dy)

)
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≤ sup
0≤u≤u0t

(u
t

(|∇f(x)|+ o(1))− ϕ
(u
t

))
≤ ϕ∗(|∇f(x)|)

uniformly over x ∈ Rd, where the last inequality follows from the definition of the
convex conjugate ϕ∗. This shows (7.8) and therefore completes the proof.

This is a good place to mention the recent paper [18] in which related ideas as
in Proposition 7.2.11 are applied in the context of stochastic optimization. With
Proposition 7.2.11 at our disposal, we can finally prove our main result (Theorem 7.1.2),
or rather its convex generalization (Theorem 7.2.12 below).

Before doing so, let us recall the notion of viscosity solution that we use: denote by
C1

0 (Rd) the space of all continuously differentiable functions f ∈ C0(Rd) who’s gradient
is vanishing at infinity, and call v : (0,∞)→ C0(Rd) test function if it is differentiable
(w.r.t. the supremum norm) and satisfies v(t) ∈ D(Aµ) ∩ C1

0(Rd) for every t ∈ (0,∞).
Then, following [66], we say that u is a viscosity subsolution to{

∂tu(t, x) = A u(t, x) for (t, x) ∈ (0,∞)× Rd,

u(0, x) = f(x) for x ∈ Rd.

if for every (t, x) ∈ (0,∞) × Rd and every test function v satisfying v ≤ u and
v(t, x) = u(t, x), it holds that ∂tv(t, x) ≤ A v(t, x). Similarly, u is called viscosity
supersolution if the above holds with ‘≤’ replaced by ’≥’ at both instances and a
viscosity solution if it is both a viscosity supersolution and subsolution.

As a consequence of the previous result we derive the following:
Theorem 7.2.12. Let f ∈ C0(Rd) and define u : [0,∞) × Rd → R via u(t, x) :=
S (t)f(x). Then u a viscosity solution of{

∂tu(t, x) = Aµu(t, x) + ϕ∗(|∇u(t, x)|) for (t, x) ∈ (0,∞)× Rd,

u(0, x) = f(x) for x ∈ Rd.
(7.9)

Proof. To show that u is a viscosity subsolution, let v be a test function such that
u ≤ v and v(t, x) = u(t, x) for some (t, x) ∈ (0,∞) × Rd. Since v is differentiable at
t there exists ∂tv(t) ∈ C0(Rd) such that v(t + h) = v(t) + h∂tv(t) + o(h) for |h| → 0.
Similar to the proof of Lemma 7.2.7 it follows that

S (h)
(
v(t)− h∂tv(t) + o(h)

)
− S(h)(v(t)) = −h∂tv(t) + o(h)

for |h| → 0. Hence, for h > 0 small enough, using Proposition 7.2.10, we have that

0 =
S (h)S (t− h)f −S (t)f

h
=

S (h)u(t− h)− u(t)

h
≤ S (h)v(t− h)− u(t)

h

=
S (h)

(
v(t)− h∂tv(t) + o(h)

)
−S (h)v(t)

h
+

S (h)v(t)− u(t)

h

= −∂tv(t) +
S (h)v(t)− v(t)

h
+
v(t)− u(t)

h
+ o(h).

In particular, since h−1(S (h)v(t, x) − v(t, x)) → A v(t, x) uniformly over x ∈ Rd

by Proposition 7.2.11, and v(t, x) = u(t, x) by assumption, we conclude that 0 ≤
−∂tv(t, x) + A v(t, x). This shows that u is a viscosity subsolution of (7.9). The
arguments that u is a viscosity supersolution follows along the same lines successively
replacing ‘≤’ by ‘≥’.
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