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Zusammenfassung

Diese Dissertation trägt zu unserem Verständnis bei, wie Menschen in Situationen ent-
scheiden, in denen sie vielmehr Ströme von Entscheidungen als einzelne Handlungen
durch Suche und Erfahrungslernen erzeugen müssen. Genauer gesagt untersuche ich
drei Varianten von solchen Problemstellungen zu Entscheidungsverteilungen, in denen
effektive Leistungsfähigkeit (i) Selbst-Kontrolle, (ii) soziale Kooperation, oder (iii) die
Koordination eines Konsens erfordert.

Um die Entscheidungsprozesse in diesen Situationen zu erforschen, verwende ich Ex-
perimente mit monetären Anreizen und ohne Täuschung. Mit Ausnahme der Studie zu
Selbst-Kontrolle beruhen alle Forschungsprojekte auf großangelegten Experimenten, in
denen Gruppen von Teilnehmenden online und in Echtzeit miteinander interagieren.
Darüber hinaus kombiniert meine Forschung Ansätze und Literaturstränge aus der Sozi-
alpsychologie, den Kognitionswissenschaften, der experimentellen Wirtschaftsforschung
und der Verhaltensbiologie, wodurch ich interdisziplinäre Perspektiven berücksichtige,
wie Individuen in sozialen und nicht-sozialen Umwelten über die Zeit hinweg Ströme
von Entscheidungen hervorbringen.

Der erste Forschungsaufsatz widment sich Selbst-Kontrolle aus einer Verhaltensper-
spektive. Selbst-Kontrolle als Problem der Entscheidungsverteilung bedingt zu lernen,
wie man sich wiederholt zwischen zwei Belohnungen entscheidenen soll, sodass der Ge-
samtnutzen über alle Einzelentscheidungen hinweg maximiert wird, wenn eine Belohnung
kleiner ist und früher eintritt, während die andere Belohnung größer ist und später ein-
tritt. Jedoch besagt das Prinzip der Melioration, dass Menschen die global beste Option
in Gegenwart einer lokal attraktiveren Option systematisch weniger häufig wählen. Ich
nehme eine umfassende Perspektive auf das Lernen von Maximieren versus Meliorie-
ren in einer dynamischen intertemporalen Entscheidungsaufgabe ein, indem ich sowohl
Individual- als auch Umwelteigenschaften berücksichtige. Ein zentrales Ergebnis ist, dass
Maximierungslernen durch eine individuelle Disposition für kognitives Reflektieren über
die Fähigkeit zum Zahlenverständnis hinaus erklärt wird, selbst bei unsicheren Beloh-
nungssignalen. Daraus folgt, dass eine adäquate kognitive Repräsentation von Signalen,
die den gegenwärtigen Zustand der Entscheidungsumwelt vermitteln, wichtiger ist als ei-
ne präzise Repräsentation von Belohnungssignalen. Als Schlussfolgerung ergibt sich aus
dem Aufsatz, dass sowohl Aufgabenumwelt als auch individuelle Kognition das Ausmaß
prägen, in dem Individuen lernen, global dysfunktionale Ströme von Entscheidungen zu
überwinden.

In dem zweiten Forschungsaufsatz untersuche ich soziale Kooperation als ein Lernpro-
blem. Während bisherige Forschung verschiedene situationale und handlungszentrier-
te Mechanismen zur Förderung von Kooperation adressiert hat, wurde bislang wenig
Aufmerksamkeit auf die Frage gerichtet, wie Menschen Anreizstrukturen in sozialen Di-
lemmas eigentlich entdecken. Wenn Menschen ein soziales Dilemma aus ihren eigenen
Suchhandlungen lernen müssen, besteht das Problem der Entscheidungsverteilung darin
zu lernen, wie man einen Strom von Entscheidungen zwischen zwei Belohnungen hervor-
bringt, von denen eine individuell lohnender, aber kollektiv geringerwertig und die andere
individuell geringerwertig, aber kollektiv lohnender ist. Ein zentrales Ergebnis der Stu-
die ist, dass Menschen daran scheitern, kooperative Gelegenheiten in nicht offengelegten
sozialen Dilemmas zu erkunden, da sie schon bei gemeinsamen Suchhandlungen nicht ko-
operieren. Die Hauptschlussfolgerung ist, dass in nicht offen gelegten sozialen Dilemmas
ein Trittbrettfahrerproblem bereits bei der gemeinsamen Gestaltung von Suchhandlun-
gen besteht.

In dem dritten Forschungsaufsatz untersuche ich Konsensbildung in Gruppen. Hier ist
das Problem der Entscheidungsverteilung die Koordination einer gemeinsamen Grup-
penentscheidung durch viele indviduelle Entscheidungen zwischen verstreuten Gruppen-
mitgliedern, die nicht direkt miteinander kommunizieren können und unterschiedliche
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Präferenzen zum Entscheidungsausgang haben. Ich manipuliere sowohl Kommunikati-
onsstrukturen als auch Interessenskonftlikte experimentell und untersuche zum Einen,
wie sich unterschiedliche Konfigurationen von eingeschränkter Kommunikation und In-
teressenskonflikten auf die Konsensfindung in Gruppen auswirken und zum Anderen,
welche lokalen Informationen vorhersagen können, wie sich Individuen entscheiden. Zwei
zentrale Ergebnisse sind: Erstens, auf der Gruppen-Ebene verlangsamen Interessenskon-
flikte die Konsensbildung sogar in stark vernetzten Gruppen. Zweitens, auf der Indivi-
dualebene entscheiden sich indifferente Individuen übereinstimmend mit einigen einfa-
chen, lokalen Regeln und können dadurch die effiziente Berücksichtigung der Interessen
von meinungstragenden Indiviuen ermöglichen. Insgesamt zeigt der Aufsatz auf, wie glo-
bale Kommunikationsstruktur und lokale Informationsweitergabe kollektive Ergebnisse
bei Interessenskonflikten formen, wenn die Einschränkung besteht, dass der Gruppenzu-
sammenhalt gewahrt werden muss.

Zusammenfassend stellt meine Dissertation drei wichtige Aspekte heraus. Erstens zei-
ge ich, dass zum Meistern von Entscheidungsumwelten mit zeitlichen Dynamiken sowohl
adäquate Umweltinformationen als auch individuelle Fertigkeiten benötigt werden. Zwei-
tens gestalten Interaktionsstrukturen die Suche nach adäquatem Verhalten in sozialen
Dilemmas bereits auf der vor-strategischen Ebene. Drittens ist es zum Verständnis der
Meinungsdynamik bei Konsensfindungen zentral, die (indirekten) Einflüsse von indiffe-
renten Individuen zu untersuchen und wie diese nicht nur lokale Normen, sondern auch
die zeitliche Stabilität von lokalen Informationen berücksichtigen und entscheiden, die-
se weiterzugeben. In der Gesamtschau liefert meine Forschung Erkenntnisse dazu, wie
zeitliche Dynamiken in Entscheidungsumwelten individuelle Entscheidungsverteilungen
formen und wie soziale Interdependenz Entscheidungsverteilungen zu sozialen Dynami-
ken formt.
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Summary

This dissertation adds to our understanding how humans decide in situations where
streams of decisions, rather than single acts, need to be generated by search and expe-
riential learning. More precisely, I investigate three variants of such distributed choice
problems where effective performance requires (i) self-control, (ii) social cooperation, or
(iii) consensus coordination, respectively.

To explore decision making in these situations, I use incentivized experiments without
deception. With the exception of the study on self-control, all projects rely on large
online experiments with groups of participants interacting in real time. In addition,
my research combines approaches and literature from social psychology, the cognitive
sciences, experimental economics, and behavioral biology, thus incorporating interdisci-
plinary perspectives on how individuals embedded in social and non-social environments
produce streams of decisions over time.

The first research paper studies behavioral self-control. Self-control as distributed
choice problem entails learning to distribute decisions across time between a smaller,
but sooner reward and a larger, but later reward, so that total utility across all decisions
is maximized. However, melioration predicts that humans systematically forgo the best
global option in the presence of a locally more attractive, but globally inferior option.
I employ a comprehensive perspective on learning maximization versus melioration in a
dynamic inter-temporal choice task by considering both features of the individual and of
the decision environment. One key result is that a disposition for cognitive reflection fuels
learning to maximize above and beyond numeracy, even with uncertain reward signals.
A resulting conclusion is that an adequate cognitive representation of signals indicating
the state of the world is more important for learning maximization than a noise-free
representation of reward signals. In conclusion, the research paper demonstrates that
both task environment and individual cognition shape the extent to which individuals
learn to overcome streams of globally dysfunctional choices.

In the second research paper, I study social cooperation as a learning problem. While
previous research has addressed different situational and agent-based mechanisms for
promoting cooperation, little attention has been paid to understand how humans actually
discover the incentive structure in social dilemmas. If participants need to learn a social
dilemma from their own search activities, the distributed choice problem consists in
learning to distribute choices between a reward that is individually larger, but collectively
inferior and a reward that is individually smaller, but collectively superior. I find that
humans fail to discover cooperative opportunities in undisclosed social dilemmas due to
defection in joint exploration. The main conclusion is that in undisclosed social dilemmas
a free riding problem already exists at the stage of socially organizing search.

In the third research paper, I investigate consensus formation in groups. Here, the
distributed choice problem is to coordinate a joint group decision via many individual de-
cisions between distributed group members that cannot communicate directly and have
different preferences about the final outcome. I directly manipulate both communication
structure and conflict of interest and investigate, first, how different configurations of
constrained communication and conflict of interest impact on consensus formation in
groups, and second, which local information predicts how individuals decide. Two key
findings are that, at the group-level, conflicts of interest slow down consensus formation
even in highly interconnected groups, and, at the individual-level, indifferent individu-
als behaving consistently to a set of simple, local rules can efficiently incorporate the
interests of opinionated individuals. In sum, the research paper illuminates how global
communication structure and local transmission behavior can shape collective outcomes
under conflicts of interest and the constraint to keep the group cohesive.

Taken together, my dissertation highlights three important aspects. First, I show that
navigating environments governed by temporal dynamics requires both adequate envi-
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ronmental information and individual capability. Second, interaction structures shape
search for adequate behaviors in social dilemmas even at the pre-strategic level. Finally,
understanding opinion dynamics in consensus formation requires to study the (indirect)
influences of indifferent individuals and how they consider not only local norms, but also
the stability of local information. In conclusion, my research provides insights into how
temporal dynamics in decision environments shape individuals’ choice distributions and
how social interdependence converts individual choice distributions into social dynamics.
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1
Synopsis

1.1 Introduction

Why do we leave a tip in a good restaurant if we do not expect to visit it again? Why

aren’t we drunk the whole time if we enjoy having a good drink? Why do we sometimes

join friends in going to the cinema if we would not watch the movie alone? In short:

Why do we display social cooperation, self-control, and compromise if these behaviors

do not maximize our self-interest?

An answer lies in widening our perspective: Human behavior is not shaped by single

decisions, but by streams of decisions and their consequences (Herrnstein, 1970; Her-

rnstein, Loewenstein, Prelec, & Vaughan Jr, 1993; Herrnstein & Prelec, 1991; Rachlin,

1995, 2019; Read, 2001). If our individual decisions were guided only by their direct con-

sequences, we would never cooperate with strangers on single interactions (tip), refrain

from short-term temptations (drink), or give in for the sake of group cohesion (movie

night). As a consequence, single decisions out of the stream of many small decisions may

seem irrational. Would you run a red traffic light in the middle of the night if no one

is around (Rachlin, 2016)? Most likely, you wouldn’t. Because wasting your time does

not benefit anyone, your decision could be rated as irrational in this situation. But this

single observation misses that an underlying larger-scale choice pattern can be very func-

tional: After all, abiding by traffic rules can save your own life. If streams of decisions

or distributions of choices shape human behavior, the crucial question then is: When

and how do humans learn to distribute their choices in functional, global patterns?

The goal of my dissertation is to add to our understanding of how humans decide in

three different, but related distributed choice problems. More precisely, I am interested

in how humans decide as they experience (i.e., learn) decision situations over time where

effective performance requires (i) self-control, (ii) social cooperation, (iii) and consensus
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coordination. In this introduction, I will briefly highlight the distributed nature of

choosing in each of these situations.

Exercising self-control requires an individual to choose between options that play out

over time (Rachlin, 1995). Everyday examples include refraining from procrastination

when work needs to get done or putting money in a pension scheme on payday instead

of spending it right away. The distributed choice problem with regard to self-control

is learning to distribute many small decisions over a period of time between a smaller,

but sooner reward and a larger, but later reward so that the combination maximizes

overall well-being. It is still unclear which situational and psychological features help

learning to overcome the tendency to forgo the best global option in the presence of a

locally more attractive, but globally inferior option under uncertainty (Gureckis & Love,

2009a, 2009b; Sims, Neth, Jacobs, & Gray, 2013). The main contribution of Chapter 2

is to study learning self-control by adopting a comprehensive perspective considering

both features of the individual and of the decision environment (Gigerenzer, Todd, &

ABC Research Group, 1999; Gigerenzer & Gaissmaier, 2011). A key finding is that

cognitive reflection fuels learning to maximize in undisclosed, dynamic environments

above and beyond numeracy, even with uncertain reward signals. This finding suggests

that both task environment and individual cognition shape learning to overcome streams

of globally dysfunctional choices.

Analogously to learning self-control when “short-term gains” imply “long-term pains”

(Gureckis & Love, 2009b), I treat social cooperation in Chapter 3 as a learning problem.

The mechanisms for promoting cooperation when individual goals conflict with collec-

tive interests have been addressed from various angles (for overviews, see e.g., Fehr &

Fischbacher, 2003; Nowak, 2006). However, little attention has been paid to understand

how humans actually discover the incentive structure of social dilemmas. If participants

need to learn social dilemmas from their own search activities, the distributed choice

problem consists in learning to distribute many small decisions between a reward that is

is individually larger, but collectively inferior, and a reward that is individually smaller,

but collectively superior. The main contribution of Chapter 3 is to place social and

intra-personal prisoner’s dilemmas in a common paradigm that illuminates the search

dynamics underlying detection of the prisoner’s dilemma’s incentive structure. The key

finding is that humans fail to discover cooperative opportunities in an undisclosed social

dilemma due to defection in joint exploration.

Producing an optimal stream of choices may be daunting not only due to conflict-

ing interests within an individual or among individuals, but also as a consequence of

contextual constraints to effectively coordinate choices in groups (Shirado & Christakis,

2017). The third study addresses coordination rather than cooperation and investigates

consensus decisions where groups must unanimously agree on a choice option. I focus on

situations where communication in groups is constrained and group members may prefer

different group outcomes. Here, the distributed choice problem is to coordinate a joint

group decision via many individual decisions between distributed group members that

cannot communicate directly and have different preferences about the final outcome.

The main contribution of Chapter 4 is to directly manipulate communication structures
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and opinion distributions in groups to understand both the group dynamics of consensus

formation and which local information predicts individual choices. A key finding is that

indifferent group members make choices consistent with a local “follow-the-majority”

rule that also keeps track of the rate of opinion changes in the local neighborhood. This

simple set of local rules could explain fast global consensus coordination while avoid-

ing deadlocks. In conclusion, the study provides insights in how global group structure

impacts on local transmissions between individuals in collective decision making.

To explore decision making in each of these distributed choice problems, I use incen-

tivized experiments without deception. With the exception of the study on self-control,

all projects rely on large online experiments with groups of participants interacting in

real time. In addition, my research combines approaches and literature from social

psychology, the cognitive sciences, experimental economics, and behavioral biology. In-

corporating interdisciplinary perspectives to illuminate how individuals embedded in

social and non-social environments produce streams of decisions over time is another

contribution of my work.

In this general introduction, I will first clarify the concept of distributed choice prob-

lems. The remainder of this chapter will then in turn cover the topics of my research

papers on self-control (Chapter 2), social cooperation (Chapter 3), and consensus coor-

dination (Chapter 4). For each topic, I will motivate and contextualize my research from

a broader angle, provide a high-level summary of my own research, and discuss possible

avenues for future research. In closing, I discuss broader implications of my findings and

present more general implications for future research.

1.2 Distributed choice problems: A perspective on human

decision-making

I refer to distributed choice problems as the class of decision situations that are governed

by streams of decisions. This denomination follows from the title of a paper by Herrnstein

and Prelec (1991). Richard Herrnstein made the fundamental distinction that it matters

a great deal if “A) the ‘choice’ corresponds to an actual decision, made at a specific point

in time; or B) the ‘choice’ is an aggregate of many smaller decisions, distributed over

a period of time“ (Herrnstein & Prelec, 1991, p. 137).1 To be clear, this thesis neither

fully subscribes to Herrnstein’s theory nor has the ambition to generate a new theory

about such situations. Rather, the notion of distributed choice problems seeks to provide

a label that subsumes the commonalities shared by my research projects. Having said

that, the denomination is not entirely atheoretical either.

The notion of distributed choice problems implies a set of default assumptions that

underlie and motivate my research: (1) Human behavior is governed by streams of deci-

1It should be noted, however, that Herrnstein was not the first to reason about the difference between
single choices and choice distributions. A similar distinction had been made earlier to explain sub-optimal
allocation efficiency in markets: “if one hundred consumers choose option x, and this causes the market to
make decision X (where X equals 100x), it is not necessarily true that those same consumers would have
voted for that outcome if that large decision had ever been presented for their explicit consideration.”
(Kahn, 1966, p. 24). However, this “tyranny of small decisions” (Kahn, 1966, p. 23) has been invoked
to explain failures in markets rather than to provide a mechanism for individual behavior.
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sions rather than single decisions (Herrnstein, 1970; Herrnstein et al., 1993; Herrnstein

& Prelec, 1991; Rachlin, 1995, 2019; Read, 2001). This means that very often not the

individual act, but the larger-scale activity should be seen as the object of reinforce-

ment or learning (Rachlin, 2019). As a consequence, I study the dynamics of decision

making over time without assuming independence between the decision situations an in-

dividual faces. (2) Decision situations “in the wild” are often characterized by a higher

demand for search and experiential learning than their domesticated effigies in the lab

(Gigerenzer et al., 1999; Fawcett et al., 2014; Hills, Todd, Lazer, Redish, & Couzin, 2015;

Hogarth, Lejarraga, & Soyer, 2015; Mehlhorn et al., 2015; Balliet, Tybur, & Van Lange,

2017). This is not to say that lab studies are not worthwhile or automatically lack

external validity. Research always requires making simplifying assumptions to render

phenomena amenable to analysis. However, in this thesis I try to get closer to real-

world decisions by assuming that decision problems do not come along fully disclosed

and pre-structured for a decision maker. As a consequence, I study decision situations

where crucial features are not described a priori, but have to be learned from experience

(Hertwig & Erev, 2009).2 (3) I evaluate (streams of) decisions as “good” if they result

in beneficial impacts for the decision maker in their respective situations. I therefore

subscribe to the notion of ecological rationality implying that assessments of decision-

making competence should be based on the match between task, strategy, individual

skill, and capacity, whereas context-independent notions of decision-making competence

can be highly misleading (Gigerenzer et al., 1999; Gigerenzer & Gaissmaier, 2011; Her-

twig & Hoffrage, 2013). As a consequence, I study decision making from a functional or

pragmatic perspective that is concerned with goal attainment given a problem or task

(Dunwoody, 2009). In conclusion, the notion of distributed choice problems implies a

set of fundamental assumptions and the resulting perspective that streams of decisions,

rather than single acts, generated by search and experiential learning are meaningful

units of observation for functional behavior.

The topics I cover in this thesis all tap into a domain of decision-making that is crucial

for the psychology of (collective) action and focus on decision situations that necessitate

to distribute choices. The studies on self-control (Chapter 2) and social cooperation

(Chapter 3) overlap conceptually as both situations require learning undisclosed dilemma

structures: Dilemmas are the class of “decision situations in which individuals make

independent choices in an interdependent situation” (Ostrom, 1998, p. 3). The study on

consensus decision making (Chapter 4) draws from a different class of decision situations.

To paraphrase Ostrom (1998), one might say that consensus decisions are situations

in which individuals make interdependent choices (group must remain cohesive) in an

interdependent situation (consequences of outcome affect others). Therefore the topics

2Here, I take a different (but not generally incompatible) perspective than the behaviorist research
program of Herrnstein and his student Rachlin that emphasizes external reinforcements and depreciates
cognition, i.e. mental information processing and problem solving. Also, the focus here is slightly differ-
ent than Gigerenzer’s research program on fast-and-frugal heuristics (Gigerenzer et al., 1999; Gigerenzer
& Gaissmaier, 2011). This program is concerned with decision making under uncertainty when the
decision maker does not know how decisions relate to either or both (i) future states of the world and
(ii) possible consequences of a decision given a state (Gigerenzer, 2019). While all paradigms in my
thesis incorporate uncertainty in this sense, the research on heuristics strongly focuses on information
search and use, but is less concerned with changes in behavior over time due to experience.
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of my thesis can be placed on gradient that runs from pure individuality (individual self-

control) over loosely knit sociality (social cooperation) to highly interdependent sociality

(coming to consensus while maintaining group cohesion).

1.3 Self-control

Situations demanding self-control choice are ubiquitous: Refraining from a second serv-

ing when one is on a diet or not having another drink at a social event (or any other drug)

to have a clear head the next morning are examples for decisions where someone should

(or could) display self-control or impulsivity as the lack thereof. However, when the con-

sequences of decisions yield conflicting rewards over time, humans frequently forgo the

best global option in the presence of a locally more attractive option, even if this local

option is globally inferior. This preference became known as melioration (Herrnstein &

Vaughan, 1980) and led Richard Herrnstein to formulate a theory of distributed choice

(Herrnstein & Prelec, 1991). It is worthwhile to backtrack the historic development of

research on melioration because it takes us through some of the history of ideas of learn-

ing in psychology and highlights the relevance of distributed choice problems in general

and the relevance of self-control as distributed choice problem in particular.

1.3.1 A brief history of distributed choice in individual behavior

Melioration is an advancement of Edward Thorndike’s famous law of effect. The law

of effect posits that if a behavioral response produces a satisfying state of affairs (a

positive reinforcer), this response will be more likely to be repeated in situations when

similar stimuli are present (Thorndike, 1927). Herrnstein discovered that the law of

effect can be formulated and formalized as B1
B1+B2

= R1
R1+R2

(Herrnstein, 1970) which

expresses that the relative rate of displaying a behavior B1 compared to another be-

havior B2 will match to the relative rate of reinforcement for the behavior R1 over the

rate for the other R2. Accordingly, this relationship was later called the matching law

(Poling, Edwards, Weeden, & Foster, 2011). Herrnstein’s major contribution was to

quantify the law of effect and to resolve the tautology in its verbatim statement (Baum,

2018).3 While the matching law posits a behavioral outcome, the notion of melioration

describes the underlying process: An organism meliorates by switching between choice

options and settling for the one that yields the highest local reinforcement rate. Given a

conflict between a local and a global optimum, a meliorating organism would forgo the

globally optimal option and settle for the locally better, but globally suboptimal option

(Herrnstein, 1991). This tendency is already captured in the denomination—melior in

Latin means “better”—and stands in contrast to maximus or optimus which means “the

greatest” or “the best”, respectively.

Melioration has been extensively studied within the research program of behaviorism

in both human and non-human animals (Herrnstein, 1970; Herrnstein & Vaughan, 1980;

3To better account for empirical data, the strict formulation of the matching law had to be extended
to a generalized formulation, B1

B2
= b · (R1

R2
)a, where b captures a bias for one option and a denotes the

sensitivity towards the reinforcement ratio (Baum, 1974). However, this extension is not relevant for my
argumentation here.
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Herrnstein, 1990, 1991; Herrnstein & Prelec, 1991; Herrnstein et al., 1993; Mazur, 1981;

Rachlin, 1995, 2016; Sanabria, Rachlin, & Baker, 2003). The most important—and con-

troversial—conclusion of this line of research was disseminated in the early 1990s and

argued that melioration explains human behavior better than utility maximization as

posited by classic economic theory (Herrnstein & Prelec, 1991; Herrnstein et al., 1993;

Tunney & Shanks, 2002). Melioration—just as its rival account of utility maximiza-

tion—seeks to answer the fundamental question of why someone is doing what she is

doing (Rachlin, 2019). However, melioration provides a behavioral rather than a nor-

mative account how people fare in situations where one is forced to choose between an

option that is better now, but worse in the long run, and an option that is worse now,

but better in the long run. Rewards conflicting over time in this manner define temporal

dilemmas (Read, 2001). Accordingly, melioration has been used in applied contexts to

explain temporal dilemmas such as addiction (rewarding short-term “high” vs. adverse

consequences in the long run; Bickel & Johnson, 2003; Heyman & Dunn, 2002; Rachlin,

2016) and has received much attention to study the more general aspect of self-control

(Warry, Remington, & Sonuga-Barke, 1999; Rachlin, 1995, 2016, 2019).

Researchers in a cognitive science tradition later studied melioration and how infor-

mation beyond pure reward feedback can prevent it (Neth, Sims, & Gray, 2005, 2006;

Gureckis & Love, 2009a, 2009b; Sims et al., 2013). Among the methodologies applied

were reinforcement learning models (Neth et al., 2005; Gureckis & Love, 2009b, 2009a;

Sims et al., 2013). Such models provide a formal framework which defines the interac-

tions between learner and environment in terms of states, actions, and rewards (Sutton

& Barto, 1998). This broke with the behaviorist tradition in which a “satisfying state

of affairs” referred to the organism as such (Baum, 2018), but not to mental represen-

tations within it (Gureckis & Love, 2009b). The most important conclusion of this line

of research was that melioration can be overcome and “rational” optimization in the

form of self-control to resist short-lived temptations can be learned given an adequate

problem representation (Gureckis & Love, 2009a, 2009b).

Sims et al. (2013) introduced an additional twist to the rationality debate by showing

that learning optimal behavior is intractable even for a Bayesian agent given outcome un-

certainty and a sufficiently long choice history: Seemingly irrational melioration behavior

therefore yields the optimal choice distribution under uncertainty for a non-omniscient,

but rational learner (Sims et al., 2013). Consequently, the classic melioration paradigms

(at least under outcome uncertainty) have forfeited their status as the ideal test bed

to empirically exhaust normative notions of rationality. However, distributed choice

problems over time remain an interesting case to descriptively study the learnability of

“wicked” environments (Hogarth et al., 2015) that dynamically trade–off “short-term

gains” versus “long-term pains” (Gureckis & Love, 2009b) and thus demand learning

behavioral self-control.

1.3.2 Self-control as a distributed choice problem

Until today, applying the perspective of distributed choices to inter-temporal decision

making offers important advantages: It brings us closer to what self-control usually
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means in our lives. First, it allows to capture self-control as a behavioral construct thus

nourishing both the behaviourist’s and cognitivist’s (and probably also the economist’s)

scepticism of introspective data (Rachlin, 1995). Second, and more fundamentally, un-

derstanding self-control as distributed choices overcomes shortcomings of operationaliza-

tions that rely on case-by-case decisions: Rachlin (1995) notes that choice options in real

life are often not mutually exclusive (one can have a couple of drinks and not be unfit on

the next day) and that the point in time for realizing the rewards for refusing the short-

term temptation is often unclear (it seems odd to imagine a particular moment when

slimness happens due to relinquishing a desert). Because achieving or maintaining sobri-

ety and slimness is a gradual process, self-control is more aptly captured by distributed

rather than single choices.4 Third, many inter-temporal decision problems in the real

world have in common that every time the more attractive option in the short-run is

selected, the future rewards of both options are lowered (Herrnstein et al., 1993). Platt

(1973) characterizes such situational dynamics as sliding reinforcement because the re-

wards steadily loose rewarding power.5 To revisit the example on spending versus saving,

the intuition is that the more we spend, the less enjoyable become both spending (we

get used to the luxury of it) and saving (we are not used to living in austerity anymore).

The same argument can be made for procrastination (Read, 2001) or substance abuse

(Rachlin, 2016). Such dynamics and interdependencies between decision situations are

often not considered in lab studies (Fawcett et al., 2014; Hogarth et al., 2015; Balliet

et al., 2017), but are captured in classic melioration paradigms (e.g., Herrnstein et al.,

1993). Fourth, the perspective of learning to distribute choices functionally opens up

a perspective that does not only better capture everyday decision situations, but offers

a link to how behavior shapes across many situations. One view is that groups of dis-

tributed choices change over an organism’s lifetime (ontogenesis) by behavioral evolution

analogously to how species evolve biologically over generations (in so-called phylogensis)

(Rachlin, 2016, 2019). Patterns of decisions are thus generated from smaller patterns,

prevail if they produce advantages, and die out if they do not.6

Next to these conceptual advantages, studying situations in which behavioral self-

control needs to be learned from experience is relevant because it complements our knowl-

edge on volitional self-regulation for predetermined goals (e.g., Gollwitzer & Sheeran,

2006). To give an example, to stop smoking is a goal that requires several decisions

across situations (e.g., every time a friend habitually offers a cigarette). Each of these

situations is characterized by choices between an option that feels better now (having

the cigarette over not having it), but worse in the long run (for health and financial

4As consequence, under this perspective single choices are revealed rather than reported preferences:
To revisit the earlier example of not running a traffic light at night to save time: If the global pattern
(abiding by traffic rules) is the object of reinforcement, stopping at the traffic light is a revealed preference
in the sense of economics and the behaviorist research program in psychology and not an internal attitude
or evaluative judgement about (dis)liking to stop, which are arguably the most common definitions of
preference in psychology.

5Sliding reinforcement captures what is sometimes also referred to as “satiation” in psychology and
“diminishing marginal utility” in economics.

6Rachlin suggests a multi-level selection account here. Biologists mostly reject group selection (Abbot
et al., 2011). However, group selection could plausibly explain cultural transmission via social learning
(Fehr & Fischbacher, 2003). Rachlin’s argument thus remains an analogy hinging on the assumption
that group selection could at least be possible under some conditions (Rachlin, 2019).
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reasons) and thus is a temporal dilemma as defined above (Read, 2001). To understand

how behavior is shaped in and by such dynamic temporal dilemmas can therefore help

to design adequate volitional (and possibly non-psychological) interventions. However,

it is still unclear which situational and psychological features help learning to overcome

the tendency to meliorate under outcome uncertainty (Gureckis & Love, 2009b; Sims et

al., 2013). I address this question in Chapter 2 and provide a high-level summary of this

research here.

1.3.3 Summary of research paper 1 on self-control

Behavioral self-control entails distributing decisions across time between consequences

that are better now, but worse in the long run and vice versa so that a pattern of deci-

sions arises that preferably maximizes the total pleasantness of consequences (Herrnstein,

1991; Rachlin, 1995; Read, 2001; Tunney & Shanks, 2002). However, melioration

(Herrnstein & Vaughan, 1980) predicts that humans systematically forgo the best global

option in the presence of a locally more attractive, but globally inferior option. Dy-

namic, sequential tasks model self-control as temporally distributed choice (Herrnstein

& Prelec, 1991; Tunney & Shanks, 2002; Rachlin, 2016) and provide a learning envi-

ronment that can pit melioration against global maximization. Previous research on

learning maximization in such tasks has focused either on changing the decision envi-

ronment by feedback manipulations (Gureckis & Love, 2009a, 2009b; Otto, Gureckis,

Markman, & Love, 2009; Tunney & Shanks, 2002; Neth et al., 2005, 2006) or on the

individual’s fit to the task (Otto, Markman, Gureckis, & Love, 2010; Otto, Markman, &

Love, 2012; Pang, Otto, & Worthy, 2015; Worthy, Otto, & Maddox, 2012). Our new con-

tribution is to study learning by adopting a comprehensive perspective considering both

features of the individual and of the decision environment (Gigerenzer & Gaissmaier,

2011; Gigerenzer et al., 1999): Which environmental feedback leads to learning globally

optimal behavior under outcome (un)certainty? And how do individual differences in

cognition facilitate learning?

To study conditions under which people succeed or fail to globally maximize instead

to locally meliorate, we use a simplified version of the classic Harvard Game (adapted

from Herrnstein et al., 1993): In this binary forced-choice task, current rewards per

choice depend on the choice history. Every time the more attractive option in the

short-run is selected, the future rewards of both options are lowered (Herrnstein et al.,

1993). Rather than static and repeated decision situations, the decision maker faces

a dynamic environment. The most rewarding and thus optimal strategy in the long

run is to always choose the locally inferior of two options. By contrast, choosing the

seemingly superior option yields local benefits at the cost of adopting a globally inferior

melioration strategy. The conflicting rewards between both choice options constitute a

temporal dilemma (Read, 2001). If the temporal trade–off of rewards is not disclosed

a priori, but rather has to be learned from experience, such learning problems can be

called (temporal) dilemmas in disguise.

To effectively navigate the Harvard Game as dynamic temporal dilemma in disguise,

a learner must integrate two functionally and psychologically distinct sources of envi-
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ronmental feedback: Signals on the state of the environment and signals on the rewards

(Gureckis & Love, 2009b, 2009a; Sims et al., 2013).

In our experiment, we manipulate both environmental signals by varying (i) the

(un)certainty of the reward signal and (ii) feedback on the state of the environment

as between-factors in a fully factorial 2 × 2 design (N = 260). In addition, we mea-

sure two sets of individual skills: (iii) numeracy and (iv) cognitive reflection. In each

of the four conditions, participants made 500 incentivized decisions. We manipulate

the factor (un)certainty of reward signals by randomizing participants to conditions

with either deterministic or probabilistic rewards. In both conditions, the reward for

each choice jointly depends on the participant’s current choice and on the proportion of

globally maximizing choice in the preceding three trials. In the deterministic rewards

scheme, participants receive a reward for each choice that varied in its magnitude. In

the probabilistic rewards scheme, the reward for each choice is fixed in magnitude, but

the probability of receiving it (versus not receiving anything) varies as a function of the

individual’s choice history. To manipulate the factor feedback format, participants either

see their last choice and the corresponding reward on the task screen (1-trial feedback)

or the full relevant choice history of three trials and corresponding rewards (3-trials

feedback).

We postulate that feedback on the full relevant choice history of three trials (vs. one

trial) and deterministic (vs. probabilistic) rewards will increase maximization learning.

We define numeracy as the ability to understand the operations of probabilistic and

statistical computation (Cokely, Galesic, Schulz, Ghazal, & Garcia-Retamero, 2012) and

assess it with the Berlin Numeracy Test (BNT; Cokely et al., 2012). Because individuals

with higher numeracy engage in deeper processing of risky choice tasks, make more op-

timal choices, and show greater sensitivity to numeric information (Peters, 2012; Jasper,

Bhattacharya, & Corser, 2017), we hypothesize that numeracy supports maximization

learning. Cognitive reflection is measured with a variant of the Cognitive Reflection Test

(CRT; Frederick, 2005; Mata, 2016) and captures the extensiveness of search in problem

spaces (Baron, Scott, Fincher, & Metz, 2015; Pennycook, Fugelsang, & Koehler, 2015).

Because a more elaborate search allows for a more adequate representation of the state

signal, which is crucial for maximization, we also postulate that participants who engage

more in analytic thinking (as measured by CRT scores) should show more maximizing

behavior.

Our results replicate the earlier finding that probabilistic rewards hurt optimal perfor-

mance. Evaluating the new feedback manipulation, we find that retrospective, descrip-

tive feedback (3-trials feedback) on the relevant choice history that governs the temporal

dilemma, however, does not generally improve the extent of maximizing performance.

Participants with higher levels of cognitive reflection learn to maximize more and to

maximize faster, even with uncertain reward signals. The positive effects of cognitive

reflection explain performance above and beyond numeracy.

These findings suggest that an adequate mental representation of the state signal is

more crucial for learning maximization than a precise numerical representation of the

reward signal. Additionally, because learning to maximize in dilemmas in disguise is
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rational from a normative perspective, the study more generally re-emphasizes that both

the decision environment and individual cognition jointly shape rational behavior.

1.3.4 Implications and future directions

The study on self-control (Chapter 2) highlights that psychological traits matter next

to situational factors in maximization learning. This finding is well in line with other

studies (Otto et al., 2009, 2010; Pang et al., 2015), However, to contextualize this

finding further, even vast amounts of learning experience (Tunney & Shanks, 2002) and

normative feedback (Neth et al., 2005, 2006) cannot completely overrule melioration

and elicit consistent maximization under outcome uncertainty (Sims et al., 2013). After

some 50 years of research on the behavioral process of melioration, we still have to

conclude that self-control under outcome uncertainty is not trivial to learn even with

state feedback in many cases (one of them is presented in Chapter 2), and probably

impossible to learn in some cases (especially for large time horizons; Sims et al., 2013).

An implication of the difficulty to learn self-control is to highlight situational features

that facilitate desired behaviors in temporal dilemmas. Many situations already make

use of such cues: Cancer pictures on cigarette boxes, calls to drink responsibly on liquor

bottles, and advertisements for condoms against STI and unwanted pregnancies all rely

on making the (or rather a possible) future state of the world salient in the present. They

thus disclose the underlying temporal dilemma in each of the situations and seek to in-

form actions by increasing the salience of the long-term (negative) outcomes. In doing

so, the messages also tend to drop the uncertainty about the outcome (e.g., “smoking

kills” on cigarette packages; while there is less controversy now that smoking can cause

lung cancer, the association is not completely deterministic; some outcome uncertainty

remains).7 Such contextual cues can influence behavior even at an early stage: A reli-

able social context moderates children’s propensity to wait for the second treat (Kidd,

Palmeri, & Aslin, 2013) in the classic marshmallow paradigm on delay of gratification

(Mischel & Ebbesen, 1970; Metcalfe & Mischel, 1999). Also cross-cultural studies imply

that sociocultural factors affect children’s self-regulation in this task (Lamm et al., 2018).

This adds further plausibility to context-sensitive and situation-specific assessments of

self-control.

Once an individual has discovered (or has been told) that a situation is conducive

to melioration, one does not need to face the uphill battle of sequentially controlling

one’s choices (Read, 2001). Rather, there are both psychological and situational tools

to harvest the power of pre-commitment—a course of action not available to our study

participants. For example, implementation intentions (simple, context-specific if–then

statements for action planning and goal achievement) proved very effective for volitional

self-regulation (Gollwitzer & Sheeran, 2006). Examples for institutional solutions that

capitalizes on pre-commitment are saving schemes that operate directly on the income

and do not rely on monthly transactions.8 However, no antidote comes without side-

7Whether one is well-advised to take the risk of getting lung cancer by continuing to smoke is a
different story entirely.

8I do not recommend to design “nudging” interventions. I agree that setting sensible default options
is useful for many decision situations (e.g., Johnson & Goldstein, 2003). However, one should be

10



Chapter 1. Synopsis

effects: There is an ongoing debate when and how both psychological and institutional

solutions can also exacerbate problems of self-control, for example by reducing individual

effort because some form of institutional pre-commitment is in place (Gneezy, Meier, &

Rey-Biel, 2011).

Melioration has often been used to explain annoying or pathological behaviors like

procrastination and addiction (Heyman & Dunn, 2002; Bickel & Johnson, 2003). How-

ever, melioration was originally intended to simply describe a learning mechanism based

on environmental reinforcement. Future research could investigate if melioration can

also be adaptive in some situations. Switching to local rates of reinforcement could be

adaptive (and thus rational) for a non-omniscient organism that needs to explore and

exploit its environment (Hills et al., 2015; Mehlhorn et al., 2015): In a situation where

food is a scarce resource, why not fill one’s belly as long as one has the chance (exploit)

and move on to other patches of food (explore) if the current rate of return diminishes?

Looking at choice anomalies from the perspective of ecological rationality (Gigerenzer et

al., 1999; Hertwig & Hoffrage, 2013) sometimes reveals underlying adaptive potentials:

For example, probability matching9 has been rated as violating normative rational be-

havior (Vulkan, 2000). However, probability matchers could discover patterns in their

environment more easily if there were any (Gaissmaier & Schooler, 2008; Gaissmaier,

Wilke, Scheibehenne, McCanney, & Barrett, 2016). Future research on melioration

could investigate changing environments where the reward contingencies are not only

dynamic, but change altogether (Navarro, Newell, & Schulze, 2016). One could expect

that a meliorating strategy outperforms a maximizing strategy by more easily detecting

this change in environment and adapting to it. Similarly, melioration learning could be

adaptive in “patchy” environments that are marked by spatiotemporal autocorrelation

of resources, features often found in nature (Fawcett et al., 2014). Melioration provides

a psychologically plausible account of behavior and requires few assumptions about cog-

nitive skills or memory (an organism must only be able to keep track of reward rates)

and can dynamically tune to rewards given some exploratory actions. By its nature,

meliorating behavior will not be optimal in many situations. But it could perform “well

enough” and robustly so over a wide range of environments with rugged and patchy

reward structures. Just as probability matching has some “smart potential” behind it

(Gaissmaier & Schooler, 2008), maybe this is also the case for melioration.

highly skeptic of the assumption underlying nudging that we are incapable of recognizing our individual
irrationality whereas some higher-order choice architect should not suffer from fallibility (Gigerenzer,
2015).

9Probability matching refers to selecting available choice options in proportion to the options’ relative
success rates (Vulkan, 2000). In a classic set-up of this binary forced choice task, a participant is asked
to bet on either of two events. Unbeknownst to the participant, one event happens with a probability
of 2

3
and the other with an (independent) probability of 1

3
. A maximizer would consistently bet on the

first event (after some trial-and-error) and would on expectation win with a probability of ≈ 0.67. A
matcher would bet on the events in proportion to their probability of occurrence, thus only wining with
a probability of 2

3
× 2

3
+ 1

3
× 1

3
≈ 0.56 on average. Probability matching can therefore be explained by

melioration in the presence of stable probabilities.
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1.4. Social cooperation

1.4 Social cooperation

Social dilemmas share fundamental features with temporal dilemmas. Temporal dilem-

mas have been defined before as decision situations in which an individual is forced to

choose between an option that is better now, but worse in the long run and vice versa.

In contrast, a social dilemma is defined as an inter-personal situation in which everyone

has an incentive to unilaterally defect on others, but all are worse off in the case of

universal defection (Dawes, 1980).10 Temporal dilemmas can be conceptualized as intra-

personal sequential game where one plays strategically with oneself at future points in

times (Read, 2001). Human and non-human animals alike discount future outcomes hy-

perbolically and thus time-inconsistently (Kirby, 1997; Berns, Laibson, & Loewenstein,

2007). Hyperbolic discounting makes an immediate short-term reward more attractive

than a delayed long-term reward: The decision maker has an incentive to defect on her

future self. The future self has to incur the costs for this decision but cannot overrule

her own decision in the past, which is similar to the concept of externalities in social

dilemmas (an impact on any party not involved in the decision) and has, analogously,

been referred to as internalitites (Herrnstein et al., 1993).11 Due to these shared fun-

damental features, the logic of distributed choice problems can serve as a framework to

put individual self-control and social cooperation in a comparative perspective.

1.4.1 Social cooperation as a distributed choice problem

Cooperation in (iterated) social dilemmas entails to distribute many small decisions be-

tween a larger individual, but collectively inferior reward that is conflicting with a smaller

individual, but collectively superior reward. The classic prediction in economics is that

individuals are self-interested and will thus not cooperate, even if joint cooperation pays

more than universal defection (e.g., Schick, 2001). However, the usual empirical obser-

vation is that cooperation rates start out at a non-zero level (e.g., Ostrom, 1998). Some

scholars argue that “[economic] experiments simply trigger conventions that evolved for

our real game of life” (Binmore, 2004, p. 19). If a participant does not arrive to the

lab as tabula rasa, but lives in a society where there exist labs for basic research, it is

not unlikely that cooperation is a sensible default choice in his “real game of life”. As

a consequence, we may observe cooperation even in one-shot situations simply because

participants may not treat the set-up as a one-shot situation, but as part of a larger set

10More formally, Dawes (1980) defines social dilemmas as situations where each of N players can make a
choice between defecting, D, and cooperating, C. If D(m) denotes the payoff to defectors when m players
(with 0 < m < N) cooperate, and C(m) denotes the payoff to cooperators when m players (including
themselves) cooperate, then two inequalities characterize a dilemma: (1) D(m) > C(m+ 1), that is, the
payoff for defection is always higher than for cooperation and a defector has no incentive to switch to
cooperation. (2) D(0) < C(N), that is, universal defection pays less than universal cooperation. An
individual cooperates if it willingly acts in a manner that contributes to the others’ welfare (Diekmann
& Lindenberg, 2001), while it defects if it willingly increases own profits.

11There is also a difference between temporal dilemmas as sequential games against oneself and social
dilemmas as games against others (Read, 2001). In temporal dilemmas, choosing the individually best
response in each of the sequential decisions (resulting in a Nash equilibrium) yields a global outcome that
cannot be changed without rendering other selves worse off (i.e., is Pareto efficient). In social dilemmas,
the Nash equilibrium is not Pareto efficient—by definition, universal defection among players pays less
than universal cooperation.
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of distributed choices (Rachlin, 2016).

Applying the perspective of distributed choice problems to decision making in social

dilemmas challenges us to study how individuals learn what constitutes a cooperative

choice in the first place. This necessitates to explicitly design experimental situations

that annul or minimize the influence of a priori conventions participants bring along

by not instructing, but obscuring which social situation they encounter. Put differ-

ently, this means to discard the usual assumption made for social dilemmas that all

decision makers “have common knowledge of the exogenously fixed structure of the sit-

uation and of the payoffs to be received by all individuals under all combinations of

strategies” (Ostrom, 1998, p. 2). Rather, the dilemma dynamics and the information

available need to arise endogenously through the actual behavior and information seek-

ing of participants. Studies from this perspective can provide insights on the interplay

of psychological and situational factors that support or constrain learning to cooperate

and can complement our knowledge about the situational conditions that can create

cooperation between individuals in disclosed settings (e.g., Fehr & Fischbacher, 2003)

and allow for the selection of cooperative individuals across generations (e.g., Nowak,

2006). Thinking about social dilemmas as distributed choice problem thus leads to a new

question: How do organisms come to discover a social dilemma’s incentive structure? I

present experiments on learning social cooperation in Chapter 3 and provide a high-level

summary of this research in the following section.

1.4.2 Summary of research paper 2 on social cooperation

Many of humanity’s most pressing challenges, such as conserving natural resources

(Hardin, 1968; Rustagi, Engel, & Kosfeld, 2010), climate change (Milinski, Semmann,

Krambeck, & Marotzke, 2006; Milinski, Sommerfeld, Krambeck, Reed, & Marotzke,

2008), or the replication of scientific knowledge (Everett & Earp, 2015) present social

dilemmas, in which individual goals conflict with collective interests. While the mech-

anisms promoting cooperation have been addressed from various angles, little attention

has been paid to understand how humans actually discover the incentive structure of

social dilemmas. Hence, we study social cooperation in the prisoner’s dilemma, arguably

the most prototypical embodiment of dilemmas in the social sciences, as a learning prob-

lem. Participants had to learn an undisclosed dilemma from their own search activities.

To disentangle the effect of exploring the incentive structure of prisoner’s dilemmas

from the social dependence between players, we designed an experiment that allows to

compare behavior in multi-person social dilemmas with behavior in intra-personal tem-

poral dilemmas. Both social dilemmas and temporal dilemmas maintain an isomorphic

relation to the prisoner’s dilemma. Social dilemmas amount to an N -person prisoner’s

dilemma (Dawes, 1980) and model situations in which multiple individuals can choose an

action that, if jointly taken, maximizes collective welfare, but all recognize that unilat-

eral defection on others’ cooperation maximizes individual payoffs. Temporal dilemmas

amount to a prisoner’s dilemma between one’s current self and one’s community of fu-

ture selves (Read, 2001). As an experimental paradigm, this type of dilemma models

problems such as addiction or procrastination in which individuals must forego maxi-
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mizing benefits for their current self in order to maximize welfare across all time states

(Herrnstein & Prelec, 1991). Both types of dilemma have in common that individu-

als pursuing their short-term self-interests reduce total welfare—either for a subsequent

self (Read, 2001) or concurrent others (Dawes, 1980). Bringing both dilemmas into a

comparative paradigm enables us to examine whether individuals explore undisclosed

prisoner’s dilemma differently when the dilemma dynamics unfold temporally as com-

pared to socially.

In our experimental studies, we placed participants in groups of three and asked them

to choose between two options (a blue or orange button) for 500 trials. On any given

trial, one option (e.g., the orange button) was more rewarding than the other option

(e.g., the blue button). However, every time one chooses the more attractive option,

the future rewards of both options decrease. Hence, past choices influence the current

state of the environment, which, in turn, determines how rewarding the outcomes of all

available choice options are at any moment (Herrnstein & Vaughan, 1980). In a fully

factorial 2 × 2 design (N = 360), we varied the type of the undisclosed prisoner’s dilemma

(temporal vs. social) and the difficulty of the dilemma (deterministic vs. probabilistic

rewards).

In the temporal dilemma condition, the consequences of participants’ choices were in-

dependent of other players’ choices; the current state for each decision in the temporal

dilemma depended on an individual’s choices in the past three trials. Choice of the

less-rewarding (blue) option in the past three rounds maximized welfare. In the social

dilemma condition condition, individual rewards for each decision at a given point in time

resulted from the group’s concurrent three choices in the preceding trial. Choice of the

less-rewarding (blue) option by all three group members, in the prior round, maximized

welfare in the current round. To maximize overall welfare in each dilemma, participants

must always choose the option that pays less at a given point in time. In a temporal

dilemma, this behavior corresponds to exercising self-control, while in a social dilemma

it corresponds to social cooperation. However, the maximization of individual resources

in any trial results from choosing the option that does not maximize overall welfare,

but pays more in the present. To vary the decision maker’s degree of uncertainty, we

create situations where searching the dilemma’s incentive structure is more difficult due

to random noise in the system. Uncertainty about outcomes characterizes many real-

world dilemmas and usually increases the propensity of selfish actions in social dilemmas

(Bereby-Meyer & Roth, 2006) and, analogously, short-term choices in temporal dilem-

mas (Sims et al., 2013). We provide participants in some conditions with deterministic

rewards where rewards on every trial were disbursed with a variable magnitude. In con-

ditions with probabilistic rewards, rewards were disbursed with a fixed magnitude, but

with a probability contingent on the participants’ performance in the dilemma.

We conducted a second study (N = 372) to rule out strategic self-interest as rival expla-

nation. As in the first study, we varied the nature of the undisclosed dilemma (temporal

vs. social) and its difficulty (deterministic vs. probabilistic rewards), but modified the

choice tasks in the second study such that all individual rewards were pooled and equally

split among group members on every trial. This procedure eliminates the possibility of
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strategic, self-interested defection in the social condition and can thus provide insights

whether the behavioral dynamics of the first experiment change as a result of shifting

the strategic focus of the environment from a competitive to cooperative one.

Our findings from both studies indicate a robust difference in the ability of humans to

cope with learning temporal dilemmas versus social dilemmas. In the temporal prisoner’s

dilemma, humans explore choice options thoroughly and learn to engage in welfare-

maximizing self-control. This trend also holds, albeit weakened, for probabilistic rewards.

Yet, in social dilemmas, the groups appeared less apt to explore the consequences of all

choice options and they settled for short-term benefits at the expense of long-term,

welfare-maximizing options, even with deterministic rewards. Because we find a similar

pattern of results in the second study, these findings together indicate that defection on

others’ cooperativeness can not only arise from strategic considerations and competitive

drives to exploit social partners, but also from incomplete exploration and the attendant

lack of appreciation for the benefits cooperation can offer.

These findings present a hitherto unrecognized challenge to cooperation. To achieve

cooperation, groups must first explore the choice options and outcomes resulting from

cooperation. Only then can they appreciate the fruits of all group members acting

cooperatively. However, a single defector has de facto veto power over successfully co-

ordinating exploration. The defector can prevent others’ acquisition of the information

needed to form an adequate task representation and to appreciate the prospect of coop-

eration—a phenomenon we refer to as the zero-order free-riding problem.

1.4.3 Implications and future directions

The most important finding of our studies on social cooperation (Chapter 3) is that

participants failed to engage in cooperative exploration and subsequently missed to

identify welfare-maximizing solutions in undisclosed social dilemmas. We coined the

term zero-order free-riding problem to describe this phenomenon. Whereas the first-

order free-riding problem amounts to defection in a prisoner’s dilemma and the second-

order free-riding problem involves refraining from participating in personally costly

group-benefiting mechanisms that support cooperation (Fowler, 2005; Ozono, Kamijo,

& Shimizu, 2017), the zero-order free-riding problem constitutes a failure to engage in

short-term personal costs that would allow one to discover the opportunities for and

gains of cooperation.

Linking the failure to jointly explore to an existing phenomenon naturally invites ques-

tions if it follows similar regularities as higher-order free-riding. Future research could

investigate if introducing mechanisms that trigger reciprocity (Nowak, 2006) such as

altruistic punishment (Fehr & Gächter, 2002) can create and enforce norms for coor-

dinating joint exploration just as they do for cooperation (Fehr & Fischbacher, 2004).

It is not clear if punishment can achieve this: Social punishment is probably so pow-

erful for changing behavior because it contains communicative intent which humans

likely treat differently from purely environmental feedback (Ho, MacGlashan, Littman,

& Cushman, 2017). In accordance with this, lab experiments that emulate ecological

complexity found that punishment is less effective unless combined with communication,
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likely because sanctioning in complex settings does not deliver a clear message about

which behavior is desired by the punisher (Janssen, Holahan, Lee, & Ostrom, 2010).

Therefore, it remains to be investigated if punished participants could “understand”

which action is expected of them to explore undisclosed social dilemmas.

Another interesting branch of research could diagnose the causes for failed joint ex-

ploration more precisely by examining if the failure stems from an a priori or acquired

self-fixation of individuals. Theoretical models on collective animal behavior (Guttal

& Couzin, 2010) predict that individual fitness trade–offs between information search

and social interaction lead to the emergence of groups with functionally separated roles:

A small proportion of individuals invests in information search, but ignores social in-

formation (leaders or producers), whereas the larger proportion of conspecifics simply

follows those leaders (scroungers). This producer–scrounger trade–off is similar to the

cooperate–defect decision in social dilemmas. To obtain additional insights into par-

ticipants’ search behavior, the same experimental conditions from Chapter 3 could be

replicated as mouse-tracking experiments (Freeman, 2018). In this set-up, the on-screen

feedback on the group’s choices would be obscured and participants can only explore it by

hovering the mouse cursor over it. Tracking these mouse movements makes information

search observable. Individuals could be classified by a measurement instrument for social

value orientation (Murphy, Ackermann, & Handgraaf, 2011) into individualists (caring

only about their own payoff), cooperative (caring about joint payoff) or competitive (car-

ing about own over others’ payoff). In other studies, individualistic participants have

been shown to seek out less social information than individuals with broad self-interests

(cooperative and competitive individuals alike) (Fiedler, Glöckner, Nicklisch, & Dickert,

2013). In our studies, we have presented temporal information column-wise and social

information row-wise. Manipulating the group composition of individuals with different

types of social preferences and analysing the patterns and priorities participants exhibit

in information collection could allow inferences if the failure to coordinate cooperation

stems from an a priori or acquired self-fixation. Empirically, individualistic individu-

als are rare and competitive individuals even rarer in participant pools (Murphy et al.,

2011; Fiedler et al., 2013; Ackermann, Fleiß, & Murphy, 2016). Despite this logistic

challenge, a strong prediction would be that groups with individualists are less likely

to fully explore the dilemma because individualists focus on own actions and rewards

and thus “vetoe” group exploration. In contrast, both cooperative and competitive in-

dividuals should be more likely to discover the undisclosed dilemma. Of course, after

exploring the incentive structure, groups with cooperative and competitive individuals

should display different levels of cooperation over time. Such a study could also provide

insights if individualists also rely less on social information if it could actually help them

to maximize own payoffs. In this case one would expect that individualists also perform

worse in the easier temporal dilemma, because they ignore useful social information on

how their environment works.
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1.5 Consensus formation

While humans apparently face serious problems in discovering social dilemmas, once

dilemmas are disclosed, cooperation is not a lost cause: Nobel laureate Elinor Ostrom

demonstrated that many real-world resource problems are in fact effectively managed

based on self-regulation by the involved individuals (Ostrom, 1998; Janssen, 2015) and

thus avert the curse of the “tragedy of the commons” (Hardin, 1968). Experiments

modeling ecological complexity (Janssen et al., 2010) as well as field studies (Rustagi et

al., 2010) and more abstract lab studies confirm that main driving factors for cooperation

are trust (Milinski et al., 2006), conditional cooperation (Fischbacher, Gächter, & Fehr,

2001; Fischbacher & Gächter, 2010), communication (Balliet, 2010), and sanctioning

(Fehr & Gächter, 2002; Fehr & Fischbacher, 2004).12 All these mechanisms suggest

that collective welfare does not necessarily follow from an individual’s cooperative acts,

but only comes about if (a sufficient amount of) others cooperate as well. Group-level

cooperation can therefore necessitate to coordinate collective action, with coordination

defined here as adjusting one’s behavior based on what others are doing (Balliet et al.,

2017).13 One important way for group members to agree on a joint course of action—not

only when facing social dilemmas—is consensus formation. Consensus decisions are an

important class of decision problems and constitute—next to undisclosed temporal and

social dilemmas—the third variant of distributed choice problems covered in this thesis.

1.5.1 Consensus coordination as a distributed choice problem

Coming to consensus on a group decision is commonly required in both human soci-

eties (Boehm, 1996; Kerr & Tindale, 2004; Hastie & Kameda, 2005) and animal groups

(Conradt & Roper, 2005; Dyer, Johansson, Helbing, Couzin, & Krause, 2009; Smith

et al., 2016). When groups must remain cohesive to reap the benefits of coordinated

action, theory predicts that shared consensus decisions, where multiple members rather

than a single individual contribute to the decision outcome, can produce less extreme

and therefore more beneficial outcomes (Conradt & Roper, 2003; Simons, 2004; List,

2004; Conradt & Roper, 2005; Couzin, Krause, Franks, & Levin, 2005). The perfor-

mance increase by pooling individual-level information can explain why voting and vote

counting are an adequate mechanism to arrive at a joint outcome both in past-day tribal

assemblies (Boehm, 1996) and modern-day democratic parliaments (and are also found

12Evidence from behavioral experiments provide “proximate patterns” (Fehr & Fischbacher, 2003,
p. 4785) of cooperation, whereas the accounts of Ostrom (1998) can be seen as mid-range explanations
combining different proximate patterns. For example, experiments modelling part of the ecological
complexity in real-world resource dilemmas showed that costly punishment without communication is
less effective. A possible explanation is that the behavior change intended by the punisher is less clear to
the punished (Janssen et al., 2010). Finally, there are more abstract mechanisms like kin selection, direct
reciprocity, indirect reciprocity, network reciprocity, and group selection that can explain why natural
selection in evolution can give rise to cooperation (Nowak, 2006). These accounts are not incompatible.
For example, costly punishment operates on indirect reciprocity.

13To avoid confusion with terminology from game theory: Coordination games in the game theoretic
sense contain several Nash equilibria and players choose the same or corresponding strategies. Further-
more, game theory posits that a player’s dominant strategy is an individually rational choice, irrespective
of what the other player actually does. Here, I am focusing on how individuals condition actual behavior
on each other over time.
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in the animal kingdom, Conradt & Roper, 2003). In fact, groups of humans proactively

create such situations of global communication when every individual (MP, tribesman)

can communicate freely with every other member of the group (parliament, tribe). Aside

from such instances and on a higher group or population level, however, most biological

and social systems are not characterized by direct linkages from everyone to everyone,

but by highly clustered sub-parts that are connected through some long-lasting paths

(Watts & Strogatz, 1998).

The structure of which group members (can) communicate with whom can be captured

by social networks (Milgram, 1967; Granovetter, 1973). Networks outline how informa-

tion can flow via communication channels (links) between group members (nodes). Un-

der local communication, in which group members can only communicate with spatially

neighboring (or digitally connected) members (Conradt & Roper, 2005), the mechanism

for arriving at a joint decision cannot be orchestrated by a centralized authority, but has

to be self-organizing based on local principles (Conradt & Roper, 2005; Couzin et al.,

2005; Dyer et al., 2009). Locally coordinating information transmission can already be

complicated (Kearns, Suri, & Montfort, 2006; Shirado & Christakis, 2017), but commu-

nication networks can additionally and drastically distort information flow if individuals

in the network have diverging opinions (Bakshy, Messing, & Adamic, 2015; Lerman, Yan,

& Wu, 2016; Stewart et al., 2019). However, these conflicts of interest must be resolved

so that the group can form a consensus and reap the benefits of a joint outcome. Here,

the distributed choice problem is to coordinate a joint group decision via many individ-

ual decisions between distributed group members that cannot communicate directly and

have different preferences about the final outcome.

Adopting the perspective of distributed choice problems to consensus formation in

such settings results in several questions: Assuming that search and experiential learn-

ing shape behavior, how is an individual’s behavior towards a group outcome influenced

by its spatial neighbors and vice versa? How do individuals behave if they have stronger

preferences about the group outcome than others? Assuming that decision makers have

imperfect knowledge about the global communication structure, how do constraints in

information flow in the group impact on the outcome of the consensus? And assuming

that streams of decisions are crucial, which group dynamics result from several individ-

uals simultaneously and interdependently distributing their choices? The perspective of

distributed choice problems suggests to comprehensively study how global structures in-

fluence local transmissions between individuals. However, previous research has mostly

focused on patterns of simulated interactions in networks or on information transmis-

sion without a larger group context (Raafat, Chater, & Frith, 2009). Bridging the gap

between global network structure and local choice requires to disentangle individual

preferences about the group outcome, the possible pathways of information through the

group (the communication network), and the actual transmission of information (indi-

viduals’ decisions which preferred outcome they communicate to their neighbors). This

usually provides a major challenge in observational studies because communication can

be confounded with interpersonal affect and it is hard to control for the formation of

new and extinction of existing communication links (Centola, 2010; Kearns et al., 2006).
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Experimental studies often dodge the bullet by assuming global communication where

every group member can communicate with every other or by investigating nominal

groups and staying mute about the underlying communication process. I present results

from two studies that directly manipulate communication networks and opinion distri-

butions in groups in Chapter 4 and provide a high-level summary thereof in the next

section.

1.5.2 Summary of research paper 3 on consensus formation

When groups must remain cohesive to reap the benefits of sociality, theory predicts that

shared consensus decisions, where multiple members rather than a single individual con-

tribute to the decision outcome, can produce less extreme and therefore more beneficial

outcomes (Conradt & Roper, 2003; Simons, 2004; List, 2004; Conradt & Roper, 2005;

Couzin et al., 2005). Coordinating on a joint outcome can be difficult in settings of local

communication (Conradt & Roper, 2005) in which group members can only communi-

cate directly with a subset of other group members (Shirado & Christakis, 2017). The

set-up of communication networks, specifying which members (nodes) possess mutual

communication channels (links), can additionally distort information flow (Kearns, Judd,

Tan, & Wortman, 2009; Bakshy et al., 2015). As a consequence, the “robust beauty of

majority rules” (Hastie & Kameda, 2005) can break down (Lerman et al., 2016; Stewart

et al., 2019). A second impediment for arriving at joint decisions are conflicts of interest

between group members about the outcome of the decision: Opinionated individuals

selectively absorb and transmit information consistent with their views (Bakshy et al.,

2015; Giese, Neth, Moussäıd, Betsch, & Gaissmaier, 2020; Moussäıd, Brighton, & Gaiss-

maier, 2015) which can sway group outcomes. And even in the absence of information

manipulation can a strongly opinionated minority dictate group choice (Kearns et al.,

2009).

We directly manipulate communication structures and conflict of interest in groups to

contribute to our understanding of consensus formation in humans in two ways: First,

by evaluating how different configurations of constrained communication and conflict

of interest impact on the speed and outcome of a consensus in groups, and second,

by exploring which local information individuals use to decide to choose an option or

compromise for the sake of reaching a collective outcome.

In two studies using a networked color coordination paradigm (total N = 4.291,

613 networks), we contrast three scenarios: (1) indifferent individuals spontaneously

form a consensus (pure coordination), (2) situations of leadership where a single opin-

ionated individual seeks to exert a “non-random differential influence on collective be-

havior” (Smith et al., 2016, p. 2), and (3) conflict of interest when two opinionated

individuals try to sway a group to their individually preferred, but mutually opposing

outcomes (conflict). In the first study, we assess across these scenarios how the speed

and outcome of consensus coordination in groups is influenced by two features of the

communication network: the number of links in the network (14 links vs. 8 links) and the

network structure (random vs. systematic with different propensity for polarization). In

the second study, we focus on one network type by keeping the communication structure
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constant and manipulate the position of opinionated individuals and analyse the same

outcomes. To understand how individuals decide whom to follow and when to compro-

mise, we use pooled data and predict individual choices from information available in

the local neighborhood of the communication network.

We find that a single opinionated individual (“leader”) can effectively drive the group

outcome, but that leaders do not significantly speed up consensus formation. Under

conflict, consensus is reached more slowly compared to both the leadership and pure

coordination scenarios. We replicate the finding that networks with more links generally

come to consensus faster. However, we newly find that this speed advantage does not

occur under conflict. At the individual level, indifferent group members make choices

consistent with a local “follow-the-majority” rule (Hastie & Kameda, 2005; Gigerenzer &

Gaissmaier, 2011; Hertwig & Hoffrage, 2013). As a crucial addition, our findings suggest

that this rule is modulated by the rate of opinion changes in the local neighborhood of

individuals.

We extend previous studies by illuminating the interplay between communication

structures and opinion distributions and predicting individual choices from local infor-

mation. One central conclusion is that a simple local “follow-the-majority” incorporat-

ing temporal information could explain fast global consensus coordination by efficiently

dealing with strongly opinionated individuals and effectively preventing deadlocks.

1.5.3 Implications and future directions

A key finding of the study on consensus formation (Chapter 4) is that humans under

constrained communication and conflict of interest act consistently with a follow-the-

majority rule that operates on the locally available information (Hastie & Kameda,

2005; Gigerenzer & Gaissmaier, 2011; Hertwig & Hoffrage, 2013). As crucial addition,

we incorporated the recent finding that temporal stability matters for preference in-

tegration (Suzuki, Adachi, Dunne, Bossaerts, & O’Doherty, 2015) and show that the

follow-the-majority rule is modulated by the rate of observed opinion changes in the lo-

cal neighborhood. Yet, we employed regression-based techniques and thus remain at the

level of an “as–if” description (Gigerenzer, 2019). A plausible next step and future re-

search direction is to specify and test process models such as heuristics that assume rules

for information search, stopping, and deciding on the level of the individual (Gigerenzer

& Gaissmaier, 2011). Yet another incremental step would be to turn to the group level

with agent-based simulations. Agent-based models describe interactions among individ-

ual (scripted) agents and their environment (Goldstone & Janssen, 2005) and offer a

third path next to inductive and deductive approaches—a generative one: “How could

the decentralized local interactions of heterogeneous autonomous agents generate the

given regularity?” (Epstein, 1999, p. 41). Agent-based modeling could be used to over-

come the restrictions to generalizability due to small network size in Chapter 4. Such

an approach would require to translate our findings from the regression analyses (and

the subsequent step of testing heuristic models) to rules for agents and explore if the

same speed patterns and effects for convergence emerge for such scripted agents on the

networks we used. This would also allow to test if our findings generalize to larger net-
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works or apply to other network features. In short, one could explore the possible space

of network topologies and the resulting consequences on consensus coordination further.

In addition, the research in Chapter 4 constitutes a proof of concept and showcases

the feasibility and informative value of interactive networked consensus formation stud-

ies. The studies have prepared the ground for future work and it is currently planned

to follow-up with a new PhD thesis (Giese & Strandburg-Peshkin, 2020). The research

goals are: (1) To go beyond conflicts of interest between two individuals and probe

how different constellations of opinionated majorities, minorities, and indifferent indi-

viduals influence the speed and outcome of a consensus decisions. (2) By relaxing the

assumption that the network structure is fixed over time, assess how network dynam-

ics influence opinion dynamics if individuals can choose with whom they communicate.

This illuminates how groups on networks balance the need to rally like-minded and

persuade other-minded individuals (homophily vs. heterophily). (3) Evaluate consensus

decision making when global communication is possible, but costly. This models situa-

tions where, for example, an animal uttering a vocal signal may warn conspecifics, but

faces higher predatory risk due to giving away its position.

Another future direction for research is to relate consensus decisions under preferential

conflict to consensus decisions under informational conflict. Examples for truth-seeking

groups range from juries (Davis, Stasser, Spitzer, & Holt, 1976) over estimation tasks

(“wisdom of crowds”; Galton, 1907; Surowiecki, 2005) to group navigation in animals

(Simons, 2004; Guttal & Couzin, 2010). In such cases, individuals have homogeneous

preferences but uncertain information (Hastie & Kameda, 2005), whereas in the cases we

studied here, information is certain (at least locally), but individuals have heterogeneous

preferences. A possible linking concept between those lines of research is confidence.

Research on the wisdom of crowds (Koriat, 2012; Hertwig, 2012) showed for nominal

dyads that group accuracy is boosted when relying on the individual more confident

about her judgment in decision environments where most individuals are correct. The

authors conclude that in such matters of fact the “subjective confidence monitors the

consensuality rather than the accuracy of a decision” (Koriat, 2012, p. 360, emphasis

added)—and is tuned to the common knowledge—that is, the majority’s view. A similar

point was made by Moussäıd, Kämmer, Analytis, and Neth (2013). Based on our findings

we can speculate that relying on common norms (as opposed to common knowledge) and

repeatedly insisting on a choice option (temporal stability) could allow an individual to

signal confidence and could thus be a cue for consensuality. Therefore group decisions

under the constraint to maintain group cohesion in the domains of both preferences and

inferences might be largely governed by the same mechanisms for integrating personal

and social information. Future research could explore whether consensus decision making

in indifferent vs. opinionated individuals and ignorant vs. knowledgeable individuals

differs in degree or in kind.
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1.6 General discussion: Broader implications and the way

forward

The aim of this dissertation is to contribute to a better understanding of how people

produce globally functional streams of decisions when they need to rely on search and

experiential learning. As a part of this question, I have investigated three variants of

distributed choice problems where effective performance requires self-control (Chapter 2),

social cooperation (Chapter 3), and consensus coordination (Chapter 4), respectively.

These topics have great importance for the psychology of (collective) action and can

be placed on a gradient ranging from pure individuality to interdependent sociality. In

the following, I will distill some broader conclusions from my research. In order to do

so, I will focus on search as one central aspect of distributed choice problems and will

lay out what we have learned about its role for domain-specific, functional decision-

making (ecological rationality). Then, I will outline open challenges resulting from these

conclusions and which lead they give us for future research.

1.6.1 Main findings and general conclusions

The notion of distributed choice problems entails search, that is, goal attainment under

uncertainty (Hills et al., 2015). All paradigms in this thesis incorporated uncertainty by

not a priori disclosing the space of possible states in the task environments (Gigerenzer,

2019), but letting the participants search and learn them. Search in this sense is not

bound to humans, but is also a necessity in the animal kingdom (Mehlhorn et al., 2015).

Search spaces can be inter alia individual memory, an abstract problem space, or the

behavior of visible others in a network (Hills et al., 2015). Across all these domains,

search “involves trade–offs between exploiting known opportunities and exploring for

better opportunities elsewhere” (Hills et al., 2015, p. 46).

Chapter 2 on learning self-control in undisclosed temporal dilemmas is an example for

searching a global optimum: Self-control as distributed choice problem entails distribut-

ing decisions across time between consequences that are better now, but worse in the

long and vice versa so that a pattern arises that preferably maximizes the total utility

of consequences. Participants could focus on solutions that pay well now (exploit the

locally superior melioration option) versus seeking new solutions that might pay better

in the long run (explore the maximizing option, the global optimum). One important

result was that cognitive reflection fuels learning to maximize above and beyond nu-

meracy, even with uncertain reward signals. A resulting conclusion is that an adequate

representation of signals indicating the state of the world is more important than a noise-

free representation of reward signals for learning maximization in undisclosed temporal

dilemmas. From a broader angle, an important conclusion from this study is that eco-

logically rational behavior—that is, behavior functional in a specific domain—is shaped

by both individual cognition and environmental structure.

Chapter 3 covers learning undisclosed dilemma structures in social settings. Here,

the available search space for problem solutions is extended to also include social infor-

mation: In some experimental conditions, participants faced a socialized version of the
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self-control problem of Chapter 2 (an undisclosed temporal dilemma). Individuals could

observe others and managed to maximize their own welfare. In contrast, participants in

other conditions faced an undisclosed social dilemma. Social dilemmas present a setting

of social interdependence where multiple individuals engage in the same task (albeit

unknowingly in the case studied). In the social dilemma conditions, participants could

focus on solutions that pay well only for themselves (exploit the self-interested option)

versus seeking new solutions that benefit the group (explore the welfare-maximizing op-

tion). However, groups of individuals failed to jointly acquire information about valuable

states of the world. Due to the highly paralleled settings, the differential performance in

undisclosed temporal and social dilemmas illuminates the crucial difference between an

individual’s actions and individuals’ interactions. The failure of cooperative exploration

re-emphasizes that information in an interdependent group “is not manna from heaven;

it is collected and processed at the agent level and transmitted through interaction struc-

tures that are endogenous.” (Epstein, 1999, p. 46; emphasis added). In disclosed social

dilemmas, usually a substantial share of people are conditional cooperators which means

that they are willing to cooperate, if others cooperate as well (Fischbacher et al., 2001;

Fischbacher & Gächter, 2010). The (endogenously) resulting interaction structure from

conditional cooperation (a reciprocity norm), however, leads to a decline of cooperation

over time:14 Because (i) people are imperfect conditional cooperators by only partially

matching others’ cooperative acts and (ii) cooperative acts depend on the belief to which

extent others will cooperate at the next interaction, over time cooperation spirals down-

wards (Fischbacher & Gächter, 2010). The reciprocity norm does not enforce itself

and participants do not seek cooperation in disclosed dilemmas as a consequence. In

other words, the interaction structure shapes the search for behavioral solutions. While

previous studies suggest that exogenous variation can help to produce better solutions

for groups in competitive (McNamara, Barta, & Houston, 2004) and non-competitive

situations (Shirado & Christakis, 2017), our findings indicate that search efforts can re-

main uninformative about cooperative opportunities in endogenously arising interaction

structures which in turn leads to the non-consideration of cooperation. One important

conclusion from our results is therefore that interaction structures shape search even at

a pre-strategic level.

Chapter 4 addresses consensus formation in communication networks. Here, the dis-

tributed choice problem is to coordinate a joint group decision via distributing individual

decisions between group members that cannot communicate directly (local communica-

tion) and have different preferences about the final outcome (conflict of interest). Func-

tional behavior required preparing the ground for a global consensus by following others

(exploit known options) versus using deviation (explore consensuality of other option).

However, benefits can only be reaped if the group is cohesive with regard to the decision

14I use the term interaction structure in the sense of patterned social relations which is close to the
meaning suggested in the quote by Epstein (1999). I do not use the term social structure because of its
broad use and meaning in sociology (Chazel, 2001) although the notion of interaction structure here is
contained therein. To be clear, the norms discussed in this section such as reciprocity are injunctive norms
that convey which behavior is socially expected or (dis)approved (Schultz, Nolan, Cialdini, Goldstein, &
Griskevicius, 2007). In contrast, the follow-the-majority rule in Chapter 4 is an example of a descriptive
norm by conveying majority behavior without evaluating its social desirability (Schultz et al., 2007).
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outcome. A key finding is that individuals indifferent about the joint outcome produce

streams of decisions that are consistent with a local follow-the-majority rule. As a cru-

cial new addition, we found that participants are also sensitive to the temporal stability

of local majorities and successfully balance acts of conforming for consensus with de-

viating against deadlock. In contrast, opinionated individuals only compromise when

facing high levels of peer or time pressure which concurrently makes even densely inter-

connected communication networks loose their speed advantage for coming to consensus

under conflicts of interest. The finding that the bulk of search for consensus in the group

is performed by indifferent individuals re-emphasizes the importance of understanding

how indifferent individuals interact with the efforts of opinionated individuals to sway

collective outcomes (Couzin et al., 2011). Because indifferent individuals seem to proac-

tively incorporate preferences of others to resolve conflicts, one important conclusion is

that understanding social dynamics requires to study the (indirect) influences of indif-

ferent individuals and how they consider not only local norms, but also the stability of

local information.

In sum, this thesis on three variants of distributed choice problems contributes to

our understanding how goal attainment under uncertainty (search) is shaped by tempo-

ral dynamics and how these temporal dynamics in situations of social interdependence

translate to social dynamics.

1.6.2 Future directions

The previous section has highlighted the relevance of studying goal attainment under

uncertainty in social situations. I suggest that future research should seek to further

broaden our understanding how humans individually and collectively search, represent,

and structure situations of social interdependence under uncertainty.

Despite the great importance of social interactions for humans, little research exists

on the psychological mechanisms that allow people to detect and respond to the nature

of social interdependence in interactions with others (Balliet et al., 2017). My research

on learning social dilemmas in Chapter 3 has provided a first step in this direction by

investigating which behaviors people display if they do not know a priori about their

(possible) interdependence with others. An open question is which cognitive represen-

tations participants form of this social learning problem. The need for research in this

direction is echoed in the literature on the explore–exploit trade–off where it is still an

outstanding question how search processes are cognitively adapted to the structure of

different environments and how humans switch between them, e.g. by trading–off look-

ing up solutions in internal search spaces such as memory and external search spaces

such as observing others in the same situation (Hills et al., 2015).

Explaining behavior at this level would require formal cognitive or computational

models how humans search for information, when to stop search, and how to arrive at

a decision based on the collected information (Gigerenzer et al., 1999), thus outlining

another direction for future research. Chapter 4 has provided a small step in the direction

to understand which local information in networks predicts decisions, but has remained

on an “as–if” level of explanation.
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Hertwig and Hoffrage (2013) have argued that uncertainty in social situations can be

tackled with heuristics—“strategies that ignore information to make decisions faster,

more frugally, and/or more accurately than more complex methods” (Gigerenzer &

Gaissmaier, 2011, p. 453). Indeed, a “follow-the-majority” rule can be understood as

a socialized version of the non-social heuristic of “tallying”, which ignores cue weights

and simply counts the number of cues favoring each alternative (Gigerenzer & Gaiss-

maier, 2011). Social heuristics in this research program have mostly focused on one-shot

decisions.15 However, Chapter 4 also suggests that the majority heuristic is modulated

by time and by information about local norm stability, indicating that learning over

time in a given situation is important. Another resulting challenge therefore is to un-

derstand how simple decision rules such as heuristics can deal with social and uncertain

environments when their dynamics stretch out over time.

Once we move beyond one-shot situations, there are good arguments why with regard

to learning “social is special” (Ho et al., 2017, p. 91): Rewards and punishments imposed

by other social beings (e.g., Fehr & Gächter, 2002; Fehr & Fischbacher, 2004) can reveal

what one is expected to do in future (inter)actions (Janssen et al., 2010). Such com-

municative intent is missing in feedback emitted by an indifferent environment. Social

feedback therefore possibly allows to short-cut learning by providing “inferentially rich”

(Ho et al., 2017, p. 104) information containing what others have learned already. Chap-

ter 3 has illustrated that humans fail to jointly explore undisclosed social dilemmas, but

participants did not have the opportunity to exchange information (beyond primitive

signaling). Therefore, another direction for future research is to explore how humans

fare in socially interdependent situations under uncertainty when it is possible to form

institutional arrangements (e.g., through reward or punishment), but one is required to

discover and seize this possibility together with others. This could not only indicate if

people can fully explore their social interdependence with others by organizing collective

exploration, but also if they respond to it by exploiting environmental rewards or each

other.

Taken together, investigating goal attainment under uncertainty in situations of so-

cial interdependence remains an important area of future research and can help us to

better understand how, when, and why we can produce streams of decisions that are

functional—both ecologically and socially.

15However, the research program on fast-and-frugal heuristics has formally studied learning to explain
which strategy out of the set of possible heuristics is selected (Rieskamp, 2008; Marewski & Schooler,
2011).
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Abstract

When the consequences of decisions yield conflicting rewards over time, humans fre-

quently forgo the best global option in the presence of a locally more attractive, but

globally inferior option—a preference called melioration. We study learning globally

maximizing over meliorating behavior in a dynamic sequential decision-making task

with undisclosed dilemma structure (a temporal dilemma in disguise). Our approach

is to consider both environmental feedback and individual differences. We manipulate

two sources of environmental feedback: (i) the (un)certainty of the reward signal and (ii)

feedback on the state of the environment. In addition, we measure two sets of individual

skills: (iii) numeracy and (iv) cognitive reflection. We replicate previous research show-

ing that deterministic rewards render learning to maximize much easier than probabilis-

tic rewards. Providing retrospective, descriptive feedback on the relevant choice history

that governs the temporal dilemma, however, does not generally improve the extent of

optimal performance. Cognitive reflection fuels maximizing and learning to maximize

above and beyond numeracy, even with uncertain reward signals. This suggests that

an adequate representation of the state signal is more crucial for learning maximization

than a precise numerical representation of the reward signal. More broadly, our study

provides a powerful demonstration of how rational behavior (here: learning to maximize

in dilemmas in disguise) is shaped both by the structure of the task environment and

the cognitive capabilities of individuals.

2.1 Introduction

Should I enjoy another drink now and risk a hangover tomorrow? Should I spend

my money today or save it for retirement? When the consequences of decisions yield

conflicting rewards over time, humans frequently forgo the best global option in the

presence of a locally more attractive, but globally inferior option—a preference known

as melioration (Herrnstein & Vaughan, 1980).

Melioration has been demonstrated to persist across a range of experimental set-ups

(e.g., Herrnstein, 1990, 1991; Herrnstein et al., 1993; Tunney & Shanks, 2002; Neth et

al., 2005, 2006; Gureckis & Love, 2009a, 2009b; Sims et al., 2013; Warry et al., 1999)

and was also found in pigeons (Mazur, 1981). A classic paradigm to contrast local melio-

ration with global optimization is the Harvard Game: In this binary forced-choice task,

current rewards depend on the choice history. Every time the more attractive option in

the short-run is selected, the future rewards of both options are lowered (Herrnstein et

al., 1993). Rather than static and repeated decision situations, the decision maker faces a

dynamic and sequential environment. The most rewarding and thus optimal strategy in

the long run is to always choose the option that is inferior in the short-run. By contrast,

choosing the more attractive option yields local benefits but prevents a globally supe-

rior maximization strategy. The conflicting reward rates between both choice options

constitute a temporal dilemma (Read, 2001). If the temporal trade–off of rewards is not

disclosed a priori, but rather has to be learned from experience, such learning problems

can be called dilemmas in disguise.
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Previous research on learning optimization in dynamic, sequential tasks such as the

Harvard Game has focused either on changing the decision environment by feedback

manipulations (Gureckis & Love, 2009a, 2009b; Otto et al., 2009; Tunney & Shanks,

2002; Neth et al., 2005, 2006) or on the individual’s fit to the task (Otto et al., 2010,

2012; Pang et al., 2015; Worthy et al., 2012).

Our contribution is a comprehensive perspective on learning in the Harvard Game by

considering both features of the individual and of the decision environment (Gigerenzer

et al., 1999; Gigerenzer & Gaissmaier, 2011): Which environmental feedback leads to

learning globally optimal behavior under outcome (un)certainty? And how do individual

differences in cognition facilitate learning? We manipulate two sources of environmen-

tal feedback (the level of outcome uncertainty and the presence of retrospective feed-

back) and investigate the influence of two measures of individual differences on learning

maximizing behavior: Numeracy and cognitive reflection. To foreshadow our results,

we replicate previous research that probabilistic (i.e., uncertain) rewards hurt optimal

performance. Furthermore, retrospective feedback does not generally foster optimal per-

formance, but only does so for people high in cognitive reflection—above and beyond

numeracy—, and this even holds true under outcome uncertainty.

2.1.1 The Harvard Game as temporal dilemma in disguise

To study conditions under which people succeed or fail to globally optimize instead

of melioration, we use a simplified version of the classic Harvard Game (adapted from

Experiment 3 in Herrnstein et al., 1993): This binary forced-choice task simulates the

sequential dynamics of many real-world decisions situations—a structural feature often

not considered in laboratory studies (Fawcett et al., 2014). In our instantiation of the

paradigm, participants are asked to repeatedly make their choices by pressing one of

two buttons (blue vs. orange). The rewards of both choice options vary as a function

of the state of the decision environment, which is determined by the number of globally

optimal, maximizing choices (here: blue) over the last three trials. The corresponding

reward functions for both options are designed to be linear with the same slope (Fig. 2.1).

On any given trial, the meliorating (here: orange) option provides a local maximum

by being more rewarding than the other option (Fig. 2.1). However, every time the

meliorating option is selected, the future rewards of both options are lowered. Hence,

the global reward maximizing strategy is to choose the locally inferior (blue) option on

every trial. This conflict between local short-term and global long-term rewards places

the decision maker in a temporal dilemma (Read, 2001). Crucially, this trade-off is not

disclosed to the participants, but rather must be learned from experience (Hertwig &

Erev, 2009; Herrnstein et al., 1993)—participants face a temporal dilemma in disguise.

2.1.2 The role of environmental feedback

To effectively navigate a sequentially dynamic environment, the learner must integrate

two functionally and psychologically distinct sources of environmental feedback, both

of which we manipulated experimentally: Signals on the state of the environment and
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signals on the rewards (Herrnstein et al., 1993; Gureckis & Love, 2009a, 2009b; Otto et

al., 2009; Sims et al., 2013).

Figure 2.1: Reward functions. The rewards of both choice options (blue vs. orange)
vary as a function of the state of the decision environment (x-axis). The state of the
environment is determined by the number of choices allocated to the blue option over
the last three trials. Deterministic rewards vary in magnitude based on the state of
the environment (left y-axis). Under a probabilistic reward scheme, the state of the
environment determines the probability of receiving a fixed reward (right y-axis).

2.1.2.1 State signals

State signals are cues that help agents to map different choice histories onto the same

state of the decision environment. For example, because the state of the environment in

Fig. 2.1 is determined by the proportion of maximizing (blue) choices, the choice histo-

ries blue-orange-orange, orange-blue-orange, and orange-orange-blue all lead to the same

state, 1
3 . Gureckis and Love (2009b) provided participants with a small light on the task

screen. This visual percept moved, similar to a progress bar, further right [left] when

participants filled their choice history with more maximizing [meliorating] choices. This

intervention assisted participants in determining how functionally distinct states corre-

spond to a single visual percept and boosted maximization (Gureckis & Love, 2009a,

2009b; Otto et al., 2009). Instead of providing a unifying visual percept, we study if

maximization can also be learned from “noisier” state signals. In our task environment,

three trials represent the complete and relevant choice history to identify how choices

map to functionally different states of the environment that in turn determine the re-

wards. We therefore predict that retrospective feedback on the last three choices and

rewards should foster maximizing more than only feeding back the last trial, which does

not provide sufficient information on screen to readily generate such a mapping and
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should thus hinder learning maximization.

2.1.2.2 Reward signals

Reward signals contain information on the monetary reward per decision and thus pro-

vide the valuation of state–action pairs. The uncertainty of these reward signals (de-

terministic vs. probabilistic) affects how well people learn to maximize: If rewards are

deterministic, the reward signal varies in magnitude as a function of the state of the

decision environment. For example, participants choosing the optimal (blue) option

could earn 0.012, 0.008, 0.004, or 0 dollars, depending on their current state (Fig. 2.1).

Such deterministic reward signals provide quantitative and continuous feedback on the

valuation of the different state–action pairs and make learning to maximize easier, yet

far from trivial (Tunney & Shanks, 2002; Gureckis & Love, 2009b, 2009a; Otto et al.,

2009). With probabilistic reward signals, in contrast, the reward magnitude is con-

stant, but the probability of getting it varies as a function of the state of environment.

For example, participants in our task choosing the optimal (blue) option could earn

US$-0.018 with a probability of 0.67, 0.44, 0.22, or 0.00, depending on their current

state. Probabilistic rewards mask the reward signal by creating outcome uncertainty

and hinder maximization in probabilistic tasks including the Harvard Game (Tunney

& Shanks, 2002; Bereby-Meyer & Roth, 2006; Sims et al., 2013). Under outcome un-

certainty, even normative, prospective feedback after a streak of trials is not sufficient

to overcome melioration learning (Neth et al., 2005, 2006). We therefore predict to

replicate that participants maximize more consistently with deterministic rather than

probabilistic rewards.

2.1.3 The role of individual differences

Which capabilities help individuals to learn maximizing from environmental feedback?

Already early studies observed considerable variation in how learners deal with feedback

(Herrnstein et al., 1993; Warry et al., 1999), and what seems to matter is the fit between

individual cognition and decision environment (Otto et al., 2010, 2012; Pang et al.,

2015; Worthy et al., 2012). Here, we focus on two individual differences that could

influence how participants use environmental feedback to learn maximizing: Numeracy

and cognitive reflection.

2.1.3.1 Numeracy

It has been speculated that numeric representations of rewards foster maximization

learning (Herrnstein et al., 1993). Indeed, individuals with higher numeracy engage in

deeper processing of risky choice tasks, make more optimal choices, and show greater

sensitivity to numeric information in decision-making in general (Jasper et al., 2017;

Peters, 2012). We therefore predict that numeracy supports maximization learning in

the Harvard Game.
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2.1.3.2 Cognitive reflection

In addition, we assess the Cognitive Reflection Test (CRT) to study its relation to

maximizing. The CRT which was designed by Frederick (2005) to measure “the ability

or disposition to resist reporting the response that first comes to mind” (p. 35) and

has been shown to correlate with common biases in judgments and decisions (Frederick,

2005; Campitelli & Labollita, 2010; Oechssler, Roider, & Schmitz, 2009; Toplak, West, &

Stanovich, 2014). However, recent evidence suggests that the CRT measures a broader

concept than originally proposed (Campitelli & Labollita, 2010; Cokely & Kelley, 2009;

Sinayev & Peters, 2015; Pennycook & Ross, 2016; Stupple, Pitchford, Ball, Hunt, &

Steel, 2017). Rather than to capture the sequential overriding of impulsive thoughts,

the CRT indexes the extensiveness of search in problem spaces (Baron et al., 2015) or an

analytical thinking style in general (Pennycook et al., 2015). In the Harvard Game, we

predict that higher cognitive reflection supports maximizing, because a more elaborate

search allows for a more adequate representation of the state signal, which is crucial for

maximization.

2.2 Methods

2.2.1 Participants

Two hundred and sixty (116 female) workers on the crowd-working platform Amazon

Mechanical Turk participated.1 Participants received a turn-up fee of USD$-1.50 plus

the cumulative payoffs from the experiment as performance-based bonus. They were

informed that they would earn between USD$-3.00 and USD$-6.00.

2.2.2 Materials

The experiment was conducted with the software oTree (Chen, Schonger, & Wickens,

2016). The screen included information about the current trial number (out of 500), the

total earnings so far, and the two choice options (blue vs. orange button). The screen

additionally included reward feedback from the last round of the three last rounds in

the 1-trial feedback and the 3-trials feedback condition, respectively (Fig. 2.2)

2.2.3 Design

We experimentally varied outcome (un)certainty by manipulating the reward scheme

(deterministic vs. probabilistic rewards) and evaluate a new feedback format (1-trial vs.

3-trials) as between-factors in a 2×2 design. In each of the four conditions, participants

made 500 incentivized decisions.

In the deterministic rewards scheme, participants received a reward for each choice.

Its magnitude ranged from USD$-0.00 to USD$-0.018 per trial and was determined by

the current choice and the proportion of globally maximizing choices over the preceding

1Zhou and Fishbach (2016) warn that unattended dropout in online experiments can lead to spurious
conclusions due to selective attrition. Additional analyses reported in Supplement A.2 suggest that our
results are unlikely to be compromised by selective attrition.
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three trials. In the probabilistic reward scheme, the magnitude of the reward was fixed

at USD$-0.018 per trial, but the probability of receiving it (versus receiving nothing)

ranged from 0 to 100% and was determined by the current choice and the proportion of

globally maximizing choices over the preceding three trials. In expectation, both reward

schemes yielded the same payoffs over the whole session: Always choosing the globally

maximizing option would return a cumulative payoff of USD$-6.00; always choosing the

suboptimal meliorating option would return a cumulative payoff of USD$-3.00.

Depending on the feedback format condition, participants saw either their last choice

and the corresponding reward (1-trial feedback) or the full relevant choice history of

three trials and corresponding rewards (3-trials feedback) (Fig. 2.2).

2.2.4 Procedure

After providing informed consent and demographic information, participants were ran-

domized into one of the 2 (reward scheme) × 2 (feedback) conditions and asked to repeat-

edly choose between an orange and a blue button. There were three non-incentivized

practice trials before the 500 incentivized main trials. The buttons represented the

maximization and melioration option, respectively: On any given trial, the melioration

option (orange in Fig. 2.1) was more rewarding than the other option.2 However, every

time this locally more attractive (orange) option was selected, the global (long-term)

reward of both options was lowered. The global reward maximizing strategy therefore

was to choose the locally inferior option (blue) on every single trial. Participants were

told that every choice might result in a small financial reward. Crucially, the reward

function was not disclosed, but had to be learned from experience. After the choice task,

participants received feedback on total earnings, answered exploratory questions about

their strategies, and concluded the Berlin Numeracy Test (BNT ; Cokely et al., 2012) as

well as a variant of the Cognitive Reflection Test (CRT ; Frederick, 2005) developed by

Mata (2016).3

2.2.5 Data analysis

2.2.5.1 Experimental conditions

We applied Binomial Generalized Linear Mixed Models to model the probability that

an individual maximizes over time. This approach can capture individual behavior on

every trial. It is therefore using more statistical information than traditional repeated-

measures ANOVA that relies on more course-grained aggregate measures of groups and

trial blocks. The dependent variable was the participant’s choice of the maximizing

2For the sake of readability, we will adhere to this color convention throughout this paper. In the study,
color (blue vs. orange) and position (left vs. right) of the choice options (maximizing vs. meliorating)
on the task screen were randomly determined for every participant.

3This CRT version also yielded the typical bimodal distribution of responses over the correct and
intuitive (yet wrong) answers (Appendix A.2). We did not use the original items by Frederick (2005)
because some authors have raised concerns about participants’ nonnäıvité, especially on Amazon Me-
chanical Turk, due to the frequent use of the CRT (Chandler, Mueller, & Paolacci, 2014; Haigh, 2016;
Stieger & Reips, 2016). More recent research, however, seems to suggest that such effects are negligible
(Meyer, Zhou, & Frederick, 2018; Stagnaro, Pennycook, & Rand, 2018).
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2.2. Methods

Figure 2.2: Task screens of the between-participants feedback manipulation. Partici-
pants either received feedback for the last trial (upper panel) or the last three trials (lower
panel), provided as past choices (colored boxes) and corresponding rewards (numbers in
colored boxes).
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option versus the sub-optimal melioration option (reference category). We entered effect-

coded variables for reward scheme (deterministic vs. probabilistic rewards; deterministic

as reference) and feedback format (1-trial vs. 3-trials; 1-trial as reference). Trial number

was the independent within-participants variable and was set to 0 for round 495 to

capture learning at the end of the all rounds, but before a potential endgame effect

(Gureckis & Love, 2009b). We included dummies for reward scheme and feedback format,

trial number, and all two-way and three-way interactions between them as fixed effects

in the model. We modeled as random effects (a) intercepts for participants (to allow for

individuals learning different strategies), and (b) participant slopes for round number

(to allow for different individual learning rates).

2.2.5.2 Individual differences

To test the potential influences of numeracy (BNT) and cognitive reflection (CRT), we

extended the best-fitting model for the experimental results in the following ways: We

added age (standardized), gender (effect-coded with male as reference), and education

(dichotomized and effect-coded with an education below a Bachelor’s degree as refer-

ence). Because BNT and CRT are measured rather than manipulated, we cannot rely

on the randomization assumption that possibly spurious other variables cancel out on

expectation. This is especially true for MTurk samples, like ours, which have been shown

to yield equal data quality, but higher sociodemographic diversity than university partic-

ipant pools (Buhrmester, Kwang, & Gosling, 2011; Horton, Rand, & Zeckhauser, 2011;

Paolacci & Chandler, 2014; Arechar, Kraft-Todd, & Rand, 2017; Goodman & Paolacci,

2017). By including the sociodemographic covariates, we reduce the variation in the

data that stems from sources not of interest to our questions. To this baseline model,

we step-wise added the (standardized) scores of either the BNT or CRT and all possible

interactions between the score, trial, reward scheme, and feedback format. Finally, to

corroborate the unique influence of both the BNT and CRT, we also specified a model

containing both measures as well as all possible interactions with trial, reward scheme,

and feedback format.

2.2.5.3 Analysis of simple slopes and effects

To better understand models with interaction effects (both for the experimental and

individual differences data), we analyse simple slopes and simple effects: An equation

regressing the dependent variable Y on the predictor X and the moderator Z, ŷ =

b̂0 + b̂1x + b̂2z + b̂3xz, can be rearranged so that the regression of Y on the variable of

interest X is expressed as a function of the moderator Z: ŷ = (b̂0 + b̂2z) + (b̂1 + b̂3z)x.

The terms in parentheses are the simple intercept and simple slope, respectively. In

simple slope analysis, plugging in different (meaningful) values of Z helps to probe the

conditional relation.
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2.2.6 Pilot experiments 1a and 1b

We extensively pre-tested and calibrated our paradigm by conducting two pilot exper-

iments (Pilot 1a and 1b) with 64 Amazon Mechanical Turk workers (32 in each pilot)

and the same turn-up and performance fees. The pilots were identical to the main ex-

periment reported here with the single difference that we did not vary feedback format

as a factor within each pilot but between studies. Because of the small sample sizes and

the between experiment (rather than between condition) comparison, we are cautious

in interpreting these pilots, but believe that the main pattern of results is still informa-

tive for the main study. Naturally, we technically ensured that participants could only

participate in either one of the pilots or the main study.

For the pilots, we pooled the data (however, separate analyses for each (sub-)experiment

yielded the same pattern of results). Using the same data analysis strategy as for the

main experiment, we summarize the most important findings here: Participants were

more likely to maximize with deterministic rewards (as compared to probabilistic re-

wards) both on average and over time. The feedback intervention did on average not

have an effect on maximizing. In the pilot experiments, we only assessed the BNT.

We found that participants with higher levels of numeracy tended to maximize more

when provided with feedback on the last 3 trials under deterministic rewards, whereas

numeracy did not affect performance in the other conditions. Due to these promising

results regarding individual differences, we decided to additionally include the CRT for

the main experiment. The results of the pilots are fully disclosed in Supplement A.1.

2.3 Results

2.3.1 Probability of choosing the maximizing option

2.3.1.1 Model comparisons

The inclusion of random intercepts for participants significantly improved model fit

relative to the baseline model, χ2 = 34073.00, df = 1, p <0.001, as did adding trial

number, χ2 = 2943.36, df = 1, p <0.001. Adding the effect-coded variables for the 2

× 2 conditions significantly improved model fit, χ2 = 11.05, df = 3, p = 0.011, as did

adding participant slopes for trial number, χ2 = 8495.88, df = 2, p <0.001, and adding

the cross-level interactions between conditions and round number, χ2 = 10.39, df = 3,

p = 0.016. In the following sections, we report the results from this best-fitting model

(Model 1 in Table 2.1).

2.3.1.2 Simple effects and slopes

On average across all trials, participants with deterministic rewards were more likely to

maximize than participants with probabilistic rewards, breward scheme = 0.846, p = 0.010,

OR = 2.33 (reference: probabilistic), and were more likely to maximize over time,4

breward scheme× trial = 0.004, p = 0.006, OR = 1.004, Fig. 2.3A. To probe the 2-way

4While the estimate for the trial variable may seem small, recall that it captures the influence of time
(learning experience) for a single trial out of a total of 500 trials.
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Figure 2.3: Experimental results. Predicted probabilities of maximizing choices over
time by reward scheme (Panel A) and feedback format (Panel B). Ribbons represent
95%-confidence intervals. Deterministic rewards cause more maximization (compared
to probabilistic rewards) both in general and over time, whereas there is no effect of
feedback format on maximizing behavior (Panel B): Retrospective feedback of the last
3 trials does not improve mean group performance.

interaction reward scheme × trial, we conducted a simple slope analysis. Across all trials

(and averaged over the levels of feedback format), participants with deterministic rewards

learned faster than those with probabilistic rewards (Fig. 2.3A), b∆ trial slope = 0.004,

p = 0.003, OR = 1.003. Participants learned to maximize more towards the end of the

task (trial 495) compared to the beginning (trial 1), btrial 495vs. trial 1 = 2.67, p <0.001,

OR = 14.50. Contrary to our expectations, maximizing did not differ on average between

the 1-trial and 3-trials feedback conditions (Fig. 2.3B), b3−trials vs. 1−trial feedback = 0.083,

p = 0.801, OR = 1.09.

2.3.2 Individual differences

2.3.2.1 BNT

A model containing the BNT and all possible interactions between BNT, experimental

conditions, and time improved fit over the baseline model, χ2 = 18.44, df = 8, p = 0.018.

Interpreting this model (Model 3 in Table 2.1), and replicating the pilot experiments, par-

ticipants with higher BNT scores were more likely to maximize, bBNT = 1.219, p <0.001,

OR = 3.38, and were more likely to learn maximizing over time, bBNT × trial = 0.003,

p <0.001, OR = 1.003. Different from the pilot experiments (Supplement A.1), however,

the effect of the BNT was not different for the different reward schemes.

2.3.2.2 CRT

A model containing the CRT and all possible interactions between CRT, experimen-

tal conditions, and time improved fit over the baseline model, χ2 = 38.46, df = 8,

p <0.001. Interpreting this model (Model 4 in Table 2.1) yielded a similar pattern of
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Table 2.1: Analysis of choice behavior using binomial generalized linear mixed models

Dependent variable:

Maximizing choice (1) over meliorating choice (0)

Fixed effects (1) (2) (3) (4) (5)

Intercept 2.321∗∗∗ 2.392∗∗∗ 2.406∗∗∗ 2.349∗∗∗ 2.364∗∗∗

(0.338) (0.334) (0.333) (0.312) (0.311)
Feedbacka: 3-trials (reference: 1-trial) 0.002 −0.032 −0.005 −0.054 −0.030

(0.710) (0.647) (0.639) (0.614) (0.622)
Rewardsa: deterministic (reference: probabilistic) 1.842∗∗ 1.830∗∗ 2.030∗∗ 1.956∗∗ 1.930∗∗

(0.710) (0.647) (0.638) (0.614) (0.622)
Trial (set to 0 for trial 495) 0.005∗∗∗ 0.006∗∗∗ 0.006∗∗∗ 0.005∗∗∗ 0.006∗∗∗

(0.001) (0.001) (0.001) (0.001) (0.001)
Feedback: 3-trials × Rewards: deterministic 1.118 1.068 1.567 1.305 1.142

(1.573) (1.294) (1.247) (1.112) (1.269)
Feedback: 3-trials × Trial −0.0004 −0.0005 −0.0004 −0.001 −0.0004

(0.001) (0.001) (0.001) (0.001) (0.001)
Rewards: deterministic × Trial 0.004∗∗ 0.004∗∗ 0.004∗∗∗ 0.004∗∗∗ 0.004∗∗

(0.001) (0.001) (0.001) (0.001) (0.001)
Feedback: 3-trials × Rewards: deterministic × Trial 0.002 0.002 0.003 0.002 0.002

(0.003) (0.003) (0.003) (0.002) (0.003)

Age (standardized) −0.095 −0.100 −0.119 −0.130
(0.071) (0.072) (0.071) (0.073)

Gendera: male (reference: female) 0.050 0.041 0.052 0.048
(0.072) (0.072) (0.072) (0.072)

Educationa: B.A./B.Sc. or higher (reference: lower) −0.175∗ −0.182∗ −0.192∗∗ −0.192∗∗

(0.072) (0.071) (0.072) (0.072)

BNT score (standardized) 1.219∗∗∗ 0.604
(0.341) (0.348)

BNT score × Trial 0.003∗∗∗ 0.001
(0.001) (0.001)

BNT score × Feedback: 3-trials −0.560 −1.003
(0.638) (0.712)

BNT score × Rewards: deterministic 0.971 1.025
(0.640) (0.707)

BNT score × Feedback: 3-trials × Rewards: deterministic −0.235 −0.995
(1.302) (1.209)

BNT score × Feedback: 3-trials × Trial −0.002 −0.002
(0.001) (0.001)

BNT score × Rewards: deterministic × Trial 0.002 0.002
(0.001) (0.001)

BNT score × Feedback: 3-trials × Rewards: deterministic × Trial −0.000 −0.001
(0.003) (0.003)

CRT score (standardized) 1.704∗∗∗ 1.503∗∗∗

(0.314) (0.336)
CRT score × Trial 0.004∗∗∗ 0.003∗∗∗

(0.001) (0.001)
CRT score × Feedback: 3-trials 0.687 1.262

(0.620) (0.657)
CRT score × Rewards: deterministic 0.391 −0.019

(0.620) (0.656)
CRT score × Feedback: 3-trials × Rewards: deterministic 1.241 1.534

(1.027) (1.286)
CRT score × Feedback: 3-trials × Trial 0.001 0.002

(0.001) (0.001)
CRT score × Rewards: deterministic × Trial 0.001 0.0003

(0.001) (0.001)
CRT score × Feedback: 3-trials × Rewards: deterministic × Trial 0.003 0.003

(0.002) (0.003)

Random effects (1) (2) (3) (4) (5)

Intercept for individual 28.59∗∗∗ 28.12∗∗∗ 27.06∗∗∗ 24.94∗∗∗ 23.81∗∗∗

(5.35) (5.30) (5.20) (4.99) (4.88)
Time slope for individual 0.0001 0.0001 0.0001 0.0001 0.0001

(0.011) (0.011) (0.011) (0.010) (0.010)

Likelihood Ratio-χ2 8.57∗ 18.44∗ 20.02∗∗∗ 7.42
degrees of freedom 3 8 0 8
AIC 129,651.800 129,649.200 129,646.800 129,626.800 129,635.300

N = 130.000 (500 trials nested in 260 individuals). a effect-coded. Coefficients for fixed effects are logits (standard error in parentheses). Coefficients
for random effects are variances (standard deviations in parentheses).
∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001. p-values are two-tailed, except for variance components.
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results as for the BNT: Participants with higher CRT scores were more likely to max-

imize, bCRT = 1.503, p <0.001, OR = 4.50, and were more likely to learn maximizing

over time, bCRT × trial = 0.004, p <0.001, OR = 1.004.

Importantly, when specifying a model that includes both BNT and CRT at the same

time (as well as the corresponding interactions), the CRT explains unique variance above

and beyond the BNT (Fig. 2.4A), χ2 = 27.44, df = 8, p <0.001, whereas the reverse

is not true (Model 5 in Table 2.1). The pattern of CRT effects in this full model is

comparable to the model with the CRT alone, also showing a main effect of CRT and

an interaction between CRT and trial, whereas the BNT effects are strongly weakened

in terms of magnitude and significance.

Figure 2.4: Results of individual differences. Panel A: In a model containing both
measures, numeracy does not influence maximizing whereas cognitive reflection fuels
maximizing both on average and over time. Effects are estimated simple slopes of nu-
meracy (Berlin Numeracy Test, BNT) and cognitive reflection (Cognitive Reflection Test,
CRT), respectively, conditioned on trial. Panel B: High scores on the CRT fuel maximiz-
ing: Predicted probabilities of maximizing across all rounds by feedback format, reward
scheme, and CRT score values. For both panels, results are averaged across the variables
not depicted. Ribbons and bars represent 95%-confidence intervals, respectively.

2.3.2.3 Simple effects and slopes

To better understand the CRT × time interaction, we estimated the CRT simple slopes

per trial (averaged across experimental conditions and covariates) from the full model

containing also the BNT and its interactions (Model 5 in Table 2.1). While the CRT is

non-influential at the onset of learning (Fig. 2.4A), for example in trial 5, bCRT slope trial 5 =

−0.09, [95%-CI: −0.25, 0.06], it has a positive influence on maximizing during the task,

for example in trial 250, bCRT slope trial 250 = 0.70, [0.36, 1.05], and increases to have a pos-

itive effect on maximizing until the end, for example in trial 495, bCRT slope trial 495 = 1.50,

[0.84, 2.16].

To further explore how different levels of cognitive reflection support learning in the

presence of different environmental information, we estimated the average probability
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to maximize for all experimental conditions and CRT score values (CRT simple effects).

Combining the additive effects of environment with CRT scores, an interesting pattern

emerges (Fig. 2.4B): Participants who could not solve a single CRT item do not fare

better than guessing in most experimental conditions. Participants who successfully

solved a single item can learn above-chance performance, but only if rewards are deter-

ministic. Only high levels of cognitive reflection enable participants to effectively learn

to maximize in all conditions, even with probabilistic rewards.

2.4 Discussion

Participants faced a dynamic and sequential decision-making task known as the Harvard

Game. Because the temporal trade-off between short- and long-term rewards was not

disclosed, but rather had to be discovered by experience, this learning problem consti-

tutes a temporal dilemma in disguise. The maximization strategy in the long run was to

always choose the locally inferior of two options, whereas choosing the locally superior

option represented globally inferior melioration.

Previous studies have either focused on state feedback with certain outcomes (Gureckis

& Love, 2009a, 2009b) or outcome uncertainty while ignoring state feedback (Neth et

al., 2006, 2005; Tunney & Shanks, 2002; Sims et al., 2013). Later studies additionally

highlighted the influence of individual-level features (Otto et al., 2010, 2012; Worthy et

al., 2012; Pang et al., 2015). Therefore, our approach was to consider both features of the

individual and of the decision environment (Gigerenzer & Gaissmaier, 2011; Gigeren-

zer et al., 1999): Which environmental feedback leads to maximizing under outcome

(un)certainty? And how do individual differences facilitate learning?

2.4.1 Environmental information: Outcome (un)certainty and feed-

back format

To manipulate outcome (un)certainty, we systematically varied the reward scheme be-

tween-participants: We find (in both the main experiment and two pilots) that partic-

ipants learn to maximize much more with deterministic rewards, whereas probabilistic

rewards lead to more sub-optimal performance (melioration). This finding is in line

with previous studies (Tunney & Shanks, 2002; Neth et al., 2005, 2006; Gureckis &

Love, 2009a, 2009b; Otto et al., 2009).

The effects of different feedback formats were studied by providing participants in-

formation on their choice(s) and corresponding reward(s) in either the last trial or the

last three trials. Providing feedback on the last three trials rather than just the last

one should help pariticipants to identify how different environmental states relate to the

choice options and the corresponding rewards (Gureckis & Love, 2009a, 2009b). Con-

trary to our expectations, providing feedback on the full relevant choice history of three

trials (as compared to the last trial only) did not have an effect on maximization learning.

While it was demonstrated in the past that a single visual percept facilitates learning

the mapping between environmental states and the valuations of actions (Gureckis &

Love, 2009b), we must conclude that it is harder to learn maximization from “noisier”
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descriptive, retrospective feedback on the state of the environment.

2.4.2 Individual differences: Cognitive reflection and numeracy

We expected that both high numeracy and high cognitive reflection could fuel maxi-

mizing. Numeracy, assessed by the BNT, could matter because learning the reward

signal requires the ability to process and represent numerical information (Herrnstein et

al., 1993; Peters, 2012; Jasper et al., 2017). Cognitive reflection, assessed by the CRT,

could facilitate integrating the feedback on the last three trials to form adequate repre-

sentations of the state signal contained therein, because it allows for a more elaborate

information search and problem representation (Campitelli & Labollita, 2010; Penny-

cook et al., 2015; Baron et al., 2015). Our results indicate that, when looking at the

BNT and the CRT separately, both fuel overall maximizing and also learning to maxi-

mize over time. When looking at both BNT and CRT together, however, it turns out

that the CRT explains maximizing and learning above and beyond the BNT. This finding

suggests that an adequate representation of the state signal is more crucial for learning

maximization than a precise numerical representation of the reward signal, which aligns

with the finding by Otto et al. (2009). Participants do not fail on the task due to a lack

of numerical skills, but rather because they do not get its dynamic nature—unless they

have a disposition for analytical thinking. Seemingly, the hard part of our task is to iden-

tify that and how one’s past choices relate to functionally different states of one’s present

surroundings (i.e., deciphering the state signal). After that, more analytically thinking

participants may not find it too challenging to map these states onto rewards (i.e., to

decipher the reward signals). On the other hand, knowing how to process numerical

information does not help as long as one does not decipher the state signal.

A possible criticism of this interpretation is that the CRT consists of numerical items

and positively correlates with numeracy scales in general (Cokely & Kelley, 2009; Lib-

erali, Reyna, Furlan, Stein, & Pardo, 2012; Sinayev & Peters, 2015) and the BNT in

particular (Cokely et al., 2012). Our study is no exception, r(258) = .41, p < .001.

Therefore, one might question whether the CRT in fact measures a distinct construct

beyond numeracy—a controversy that has been discussed by other authors (Campitelli

& Labollita, 2010; Gaissmaier et al., 2016; Sinayev & Peters, 2015; Pennycook & Ross,

2016). For example, Sinayev and Peters (2015) argue that numeric ability is the key

mechanism for cognitive reflection. While most authors acknowledge that numeracy

as computational ability is important for performance in the CRT, there is a growing

consensus that the CRT taps more into the disposition to think analytically (Toplak et

al., 2014; Baron et al., 2015; Pennycook et al., 2015; Pennycook & Ross, 2016). This

notion is supported by findings that both the CRT and BNT explain unique variance

in everday-tasks (Cokely et al., 2012; Pennycook et al., 2015; Pennycook & Ross, 2016).

Similarly, we find that the BNT in our regression models strongly loses predictive power

once controlling for the CRT. Apparently, the unique variance captured by the CRT

beyond what is measured by the BNT is decisive for picking up the state signal from

the feedback format.
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2.4.3 Final remark: Rationality vs. learnability

The Harvard Game was designed to pit melioration against maximization (Herrnstein &

Vaughan, 1980; Herrnstein, 1990; Herrnstein et al., 1993). The often replicated failure of

participants to maximize long-term expected utility has been interpreted to contradict

rational choice theory (Herrnstein, 1991; Tunney & Shanks, 2002; Gureckis & Love,

2009b; Sims et al., 2013) and has sparked attempts to “rationalize” the phenomenon

(Tunney & Shanks, 2002).

This assessment, however, is too superficial. The extent of optimal performance in the

Harvard Game heavily depends on the time horizon used (a point made by Herrnstein

himself, Herrnstein et al., 1993) and environmental feedback as both our present and

previous studies epitomize (Gureckis & Love, 2009a, 2009b; Neth et al., 2005, 2006;

Tunney & Shanks, 2002; Sims et al., 2013). Therefore one has to be cautious with

context-independent notions of rationality. They may be fruitfully applied to develop

and fine-tune normative theories, but can be uninformative (at best) or misleading (at

worst) when trying to describe actual human behavior. Sims et al. (2013) brought an

additional twist to the rationality debate by showing that learning optimal behavior

is intractable given outcome uncertainty and a choice history of 10 trials, even for a

Bayesian agent: Seemingly irrational melioration behavior therefore yields the optimal

choice distribution under uncertainty for a non-omniscient, but rational learner.

In our assessment, the Harvard Game under uncertainty has by now forfeited its status

as the ideal test bed to empirically exhaust normative notions of rationality. However,

it remains an interesting test bed to empirically exhaust descriptive accounts of the

learnability of environments with dynamic, but undisclosed dilemma structure.

2.5 Conclusion

When the consequences of decisions yield conflicting rewards over time, humans fre-

quently forgo the best global option in the presence of a locally more attractive op-

tion—they meliorate. We examined how people allocate their choices in a dynamic and

sequential decision making task by studying both outcome (un)certainty and different

feedback formats as features of the environment and numeracy and cognitive reflection

as individual differences. We replicate previous findings that higher outcome uncertainty

(probabilistic rewards) render maximizing much more difficult than lower outcome uncer-

tainty (deterministic rewards). In addition, we show how strongly learning to maximize

in this notoriously difficult task depends on individual capabilities, particularly cognitive

reflection. A disposition for an analytic thinking style seemingly helps to form an ade-

quate representation of the dynamics of the problem and thus allows people to perform

well, even under high outcome uncertainty. This provides a powerful demonstration how

rational behavior (here: learning to maximize in dilemmas in disguise) is shaped both

by the structure of the task environment and the cognitive capabilities of individuals.
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3.1. Introduction

Abstract

Prisoner’s dilemmas (PDs) such as climate change and vaccine compliance come without

warning labels: individuals must discover that their incentive structures pit individual

benefits against group welfare. Research largely ignores that fact, thus we experimentally

study how individuals explore the PD’s incentives in intrapersonal temporal dilemmas

and multi-person social dilemmas. Participants used exploration and social information

to identify welfare-maximizing solutions in our intrapersonal prisoner’s dilemma exper-

iments, but failed to do so in social dilemmas. This failure resulted from inadequate

search of the social dilemma’s incentive structure, rather than strategic defection. So-

cial dilemmas therefore appear more difficult than their intrapersonal analogues because

exploration of their incentives itself requires joint activity. This challenge constitutes a

previously unrecognized ‘zero-order’ free-riding problem, which precedes first-order and

second-order free riding.

3.1 Introduction

Many of humanity’s key challenges—addressing climate change (Bisaro & Hinkel, 2016;

Milinski et al., 2008), conserving natural resources (Acheson & Gardner, 2011; Hardin,

1968; Rustagi et al., 2010), maintaining the scientific record (Everett & Earp, 2015), and

rearing young (Hrdy, 2011)—constitute prisoner’s dilemmas (PDs): they reward free-

riding more generously than cooperation, thus inducing widespread defection. Study of

the PD indicates that various mechanisms can support cooperation in such settings

(Nowak, 2006). Some mechanisms—such as population dispersal (Hamilton, 1972),

network structure (Ohtsuki, Hauert, Lieberman, & Nowak, 2006; Santos & Pacheco,

2005; Szabó & Fáth, 2007), and group selection (Queller, 1992)—promote cooperation

without individual agency. Other mechanisms—such as direct reciprocity (Axelrod &

Hamilton, 1981; Trivers, 1971), indirect reciprocity (Nowak & Sigmund, 2005), partner

selection (McNamara, Barta, Fromhage, & Houston, 2008), and costly punishment (Fehr

& Gächter, 2002; Brandt, Hauert, & Sigmund, 2006)—require cognition and basic in-

formation about the PD to be implemented. Organisms using these latter mechanisms

must know their choice options, discern outcomes, and comprehend others’ play, at least

to a limited degree.

Little research, however, has sought to understand how organisms come to discover

the PD’s incentive structure. Although researchers have investigated how incomplete

information (Dal Bó, 2005), endogenous memory of past decisions (Vogt, 2000), and the

evolution of payoff structures (Akçay & Roughgarden, 2011) affect cooperation, they

have focused little attention on how individuals become familiar with the PD’s choice

options and their associated outcomes in the first place.

Recognizing that PDs in the day-to-day world rarely carry a warning label or in-

structions, we designed a laboratory study that examined how individuals explore the

contours of undisclosed PDs through their own choices. Participants could choose op-

tions in the PD freely, learn the outcomes associated with those options, and observe

others’ experiences. However, we did not provide participants with thorough instructions
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that would allow them to understand the dilemma without their own search activities.

Moreover, as in the world writ large, the choice environment in these PDs contained

noise and changed over time as a function of participants’ actions.

To distinguish the effect of the PD’s incentive structure from the social dependence

between players, we devised a novel experimental paradigm that allowed us to com-

pare behavior in multi-person social dilemmas with behavior in intra-personal temporal

dilemmas. Both the social dilemma and the temporal dilemma maintain an isomor-

phic relation to the PD. Social dilemmas amount to N -person PDs (Dawes, 1980). They

model situations in which multiple individuals can choose an action that, if jointly taken,

maximizes community welfare, whereas unilateral defection on others’ cooperation max-

imizes individual payoffs, thus inspiring defection. The temporal dilemma amounts to a

PD between one’s current self and one’s community of future selves (Skog, 1999; Read,

2001). It depicts problems such as addiction or procrastination in which individuals must

forego maximizing benefits for their current self in order to maximize welfare across all

time states (Herrnstein & Prelec, 1991). Similar to cooperation in social dilemmas, the

trade–off between short-term and long-term benefits in temporal dilemmas has received

considerable attention (Sims et al., 2013). Both types of dilemma have in common that

individuals pursuing their short-term self-interest reduce total welfare—either for a sub-

sequent self (Read, 2001) or concurrent others (Dawes, 1980). By merging both dilemmas

into a common paradigm, we can examine whether individuals explore undisclosed PDs

differently when their dynamics unfold temporally as compared to socially.

Using this paradigm, our experiment placed participants in groups of three. Each

participant repeatedly chose between two options (a blue or orange button) for 500 tri-

als. Importantly, the experiment did not reveal the underlying structure of the task

to participants; instead, it required participants to learn the structure from experience.

On any given trial, one option (the orange button) yielded more reward than the other

option (the blue button). However, every time one chose the option that generated

greater instantaneous rewards, the future rewards of both options decreased. Hence,

past choices influenced the current state of the environment by determining the rewards

associated with the available choice options in a given trial (Herrnstein et al., 1993).

In the temporal dilemma condition, participants could observe the choices and out-

comes of the other two group members, but only their own choices influenced the rewards

they received. Specifically, the rewards in any given trial depended on an individual’s

choices in the past three trials. Choosing the less-rewarding (blue) option in the past

three rounds maximized overall welfare, whereas selection of the option that maximized

benefits in a given trial (orange) reduced future rewards. Participants could observe

other players’ choices to learn about the underlying incentive structure.

In the social dilemma condition, participants could observe the choices of their group

members and those choices influenced each participant’s outcomes. When all three par-

ticipants in a group chose the less-rewarding (blue) option in the prior round, participants

maximized overall welfare. However, a participant always received the maximal personal

reward in a given trial by choosing orange. Figure 3.1 summarizes the payoff structure

of both dilemmas.
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Figure 3.1: Decision environments. In Study 1, we randomized participants into (i) one
of two undisclosed dynamic dilemmas (temporal vs. social, shown on the x-axes) and
(ii) one of two difficulty conditions (deterministic vs. probabilistic payoffs, shown on
the y-axes). For a given choice option (blue vs. orange), either the level of reward in
the deterministic condition or the probability of reward in the probabilistic condition
depends on prior choices. In the social dilemma condition, these prior choices are those of
the participant and its two other group members on the previous round. In the temporal
dilemma condition, these prior choices are those of the participant on the previous three
rounds. For instance, in the deterministic condition, the choice sequences “blue–orange–
orange”, “orange–blue–orange”, and “orange–orange–blue” (proportion blue = 1/3) all
result in an environment in which choosing the orange option returns US$-0.010, whereas
choosing the blue option pays US$-0.004. In the probabilistic condition, the same choice
sequence results in an environment in which the probability of receiving US$-0.018 is
slightly above chance (0.55) when choosing orange and slightly less than 1/3 (0.22) when
choosing blue. We shifted the strategic focus from competition in Study 1 to cooperation
in Study 2 by using the same decision environment but pooling individual rewards in
the group and evenly distributing them to all group members on every trial.
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In sum, to maximize overall welfare in each dilemma, participants always needed to

choose options that paid less in a given trial. In the temporal dilemma condition, this

behavior corresponded to exercising self-control. In the social dilemma condition, it

corresponded to social cooperation. However, the maximization of individual resources

on a given trial resulted from choosing the option that did not maximize overall welfare

but paid more at the present point in time.

As a second experimental factor, we varied whether rewards resulted from a probabilis-

tic or deterministic process. Dilemmas outside the laboratory exhibit uncertainty in their

outcomes, which increases the propensity of selfish actions in social dilemmas (Bereby-

Meyer & Roth, 2006) and myopic choices in temporal dilemmas (Sims et al., 2013).

We experimentally manipulated uncertainty by providing participants with either deter-

ministic or probabilistic rewards (between subjects). In conditions with deterministic

rewards, participants received rewards that directly reflected their choices; in conditions

with probabilistic rewards, participants received rewards of a fixed magnitude, but with

a probability contingent on the participants’ previous choices in the dilemma.

Figure 3.2: Exemplary screen of the choice task in Study 1. The screen depicts an
undisclosed temporal prisoner’s dilemma with deterministic rewards. In this condition,
a participant had to learn that her own choice sequence of the last three trials (player
columns in the array of social information) determines the current payoff. The task
screen for undisclosed social prisoner’s dilemmas was equivalent. In this condition, a
participant had to learn that the group’s choice sequence in the last trial (round rows
in the array of social information) determine the current payoff. When rewards are
probabilistic, the payoffs in the array will be either 0 or 0.0018, with the probability
depending on choice sequence relevant in the randomly assigned undisclosed dilemma
(temporal dilemma: own choices; social dilemma: group’s choices).

Participants did not receive information about the dynamics that governed their re-

wards; instead, they had to discover the consequences of their actions from experience

(Hertwig & Erev, 2009). In both types of dilemmas, this experience included both the
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participant’s individual experiences and the experiences of two other participants. In

all conditions, each participant’s computer interface displayed the actions and rewards

of the participant and the other participants for the last three rounds (Fig. 3.2 pro-

vides a screenshot of the computer interface). In the social dilemma condition, the two

other participants were the focal participant’s group members in the social dilemma.

In the temporal condition, the other two participants were a pair of randomly selected

participants placed in the same group. These features of the experiment ensured that

we could account for the role of social context and social information, respectively, in

participants’ exploration of the PD’s incentive structure across both the temporal and

the social dilemma.

Figure 3.3: Exploration–exploitation trade–off in competitive environments (Study 1).
The distribution of proportion of welfare-maximizing choices made by individuals in
Study 1 over time. Percentage of environmental states reached by individuals by type
of dilemma (temporal vs. social), difficulty (deterministic vs. probabilistic rewards), and
trial (1—500). The color gradient and left y-axis show the state reached, with darker
shades of blue indicating more exploitation. The dark lines and right y-axis show the
coefficient of variation across all individuals per condition and trial, with higher levels
indicating more exploration. For a graphical display of the raw data consisting of all
incentivized decisions, see supplementary materials, Fig. B.1. The same pattern of results
holds when we model the probability of choosing the optimal option among individual
decision makers in the groups (Fig. B.2). Further analyses indicate that selective attrition
in our online sample is unlikely to compromise our results (Table B.2).

3.2 Results

We found that participants gravitated toward the welfare-maximizing option in the tem-

poral dilemma, but not in the social dilemma (Fig. 3.3). In the deterministic version of

the temporal dilemma, participants had been in the welfare-maximizing state of 3 blue
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choices in about roughly 14% of the first 50 trials, and this proportion increased to

about 50% by the 250th trial and 70% in the 500th (final) trial. In contrast, the percent

of participants experiencing the welfare maximizing state of all group members choos-

ing blue remained below 2% across all trials of the deterministic version of the social

dilemma condition. In the conditions involving noise, welfare-maximizing behavior oc-

curred at a lower level overall, but differed between the temporal and social dilemma

conditions. In temporal dilemmas with probabilistic rewards, participants were in the

welfare-maximizing state in 45% of all trials, whereas participants in the noisy social

dilemma were in the welfare-maximizing state in 1.32% of all trials.

In the process of producing those patterns of outcomes, participants’ exploration of

choice options and their outcomes differed substantially across conditions. Figure 3.3

shows that individuals in the temporal dilemma engaged in early exploration of choice

options, then settled into a pattern of welfare maximizing behavior once the task’s in-

centive structure became clear. Participants in the social dilemma condition, conversely,

varied behavior throughout the experiment, as indicated by higher values of the coeffi-

cient of variation, but a large percent of them never encountered the welfare-maximizing

outcome. Across the deterministic and probabilistic conditions, 54.1% of participants

who completed all 500 trials in the social dilemma condition never experienced all group

members selecting the blue option. In comparison, not a single participant across the

deterministic and probabilistic temporal dilemma conditions failed to experience the

welfare-maximizing option over the course of the 500 trials.

One interpretation of these findings is that participants in the social dilemma condi-

tion could not explore in the joint, systematic manner that is required to discover the

game’s incentive structure. Strategic self-interest, however, offers an alternative expla-

nation. Welfare maximization via selection of the less-rewarding (blue) option in the

temporal dilemma accords with material self-interest, whereas it conflicts with material

self-interest in the social dilemma. Thus, the observed behavior might reflect strategic

defection rather than a failure to learn the welfare-maximizing behavior.

To distinguish between these explanations, we conducted a second study involving

372 unique online participants (Study 2). As in our first study, Study 2 varied the

nature of the dynamic dilemma (temporal vs. social) and its difficulty (deterministic vs.

probabilistic rewards). We modified the choice tasks in Study 2, however, such that

all individual rewards were pooled and equally split among group members on every

trial. This procedure eliminated the possibility of strategic, self-interested defection in

the social condition, thus letting us test whether the behavioral dynamics of the first

experiment resulted from inadequate search of the outcomes resulting from choice options

or strategic defection.

Results from Study 2 show a similar pattern as the findings of Study 1: participants in

the temporal coordination conditions more-frequently generate the welfare-maximizing

outcome than participants in the social dilemma conditions (Fig. 3.4). Despite an in-

centive structure that eliminates the possibility of free riding on others’ contributions,

participants in the social coordination conditions achieved the welfare-maximizing state

of 3 blue choices in less than 5% of all trials. Participants in the temporal coordination
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condition, on the other hand, produced that welfare-maximizing outcome in over 60%

of all trials when rewards were deterministic, and they produced the outcome in close

to 30% of all instances when rewards were probabilistic. These findings imply that par-

ticipants’ less-frequent discovery of the welfare-maximizing outcome in Study 1’s social

dilemma condition was not due to free riding. Participants’ search activities in the social

condition seem to drive their inability to identify the welfare-maximizing outcome.

Noticeably, this failure to identify and maintain the welfare-maximizing option even

occurs when participants’ search activities are less sporadic. In contrast to behavior in

Study 1, participants in Study 2’s social condition showed less variation in their search

behavior; across Study 2’s 500 rounds, the coefficient of variation held a consistently low

value (Fig. 3.4B, Fig. 3.4D), whereas it varied erratically at higher values in Study 1

(Fig. 3.3B, Fig. 3.3D). The exploratory behavior in the temporal dilemma, however,

remains comparable to Study 1 (Fig. 3.4A, Fig. 3.4C).

Figure 3.4: Exploration–exploitation trade–off in cooperative environments (Study 2).
Percentage of environmental states reached by individuals by type of cooperation situ-
ation (temporal vs. social), difficulty (deterministic vs. probabilistic rewards), and trial
(1—500). The color gradient and left y-axis show the state reached, with darker shades
of blue indicating more exploitation. The dark lines and right y-axis show the coefficient
of variation across all individuals per condition and trial, with higher levels indicating
more exploration. For a graphical display of the raw data consisting of all incentivized
decisions, see supplementary materials, Fig. B.3. The same pattern of results holds
when we model the probability of choosing the optimal option among individual deci-
sion makers in the groups (Fig. B.4). Further analyses indicate that selective attrition
in our online sample is unlikely to compromise our results (Table B.4).

50



Chapter 3. Social cooperation

3.3 Discussion

Our findings indicate a robust difference in the exploration of temporal dilemmas versus

social dilemmas. In the temporal prisoner’s dilemma, humans explored choice options

thoroughly and learned to engage in welfare-maximizing self-control. Yet, in social

prisoner’s dilemmas, our groups explored the consequences of all choice options less

adequately and they settled for short-term benefits at the expense of long-term, welfare-

maximizing options. Such findings indicate that defection on others’ cooperativeness in

real-world dilemmas may not only arise from strategic considerations and competitive

drives to exploit social partners, but also from incomplete exploration and the attendant

lack of appreciation for the benefits that cooperation can offer.

These basic challenges to cooperation may prove to be even more vexing in everyday

environments where prisoner’s dilemmas transpire over longer time horizons and exhibit

more-complicated reward functions (Platt, 1973). Humans exhibit difficulty processing

temporal dynamics resulting from time horizons of ten decisions without feedback on en-

vironmental states, even under instructive, parallel reward functions (Sims et al., 2013).

Thus, the prospect of tracking the effects of, say, minimizing greenhouse emissions, or

other cooperative actions whose effects emerge over lengthy periods, appears unlikely.

Likewise, the ability to discern the causal effect of, say, individually refraining from

over-harvesting in a fishery, where myriad factors might influence outcomes, is doubtful.

More fundamentally, our findings indicate a heretofore-unrecognized challenge to co-

operation. To achieve cooperation, groups must first explore the choice options and

outcomes resulting from cooperation. Only then, when the consequences of their choices

are clear, can they appreciate the fruits of all group members acting cooperatively. How-

ever, a single defector has de facto veto power over successfully coordinating exploration,

which is a prerequisite for subsequent cooperation. The defector therefore has the power

not only to prevent cooperation, but, also, even unintentionally, to inhibit others’ acqui-

sition of the information needed to form a task representation that indicates the value

of cooperation.

This phenomenon is the zero-order free-riding problem. Whereas the first-order free

riding problem amounts to defection in a prisoner’s dilemma and the second-order

free-riding problem involves refraining from participating in personally costly group-

benefiting mechanisms that support cooperation (Yamagishi, 1986), the zero-order free-

riding problem constitutes a failure to engage in short-term personal costs that would

allow one to discover the opportunities for and gains of cooperation. That is, one must

incur costs—at a minimum, opportunity costs—that benefit the community to seek out

potentially cooperative outcomes; self-interested defection, after all, pays more in the

short term. How and in what instances humans overcome this zero-order free-riding

problem represents a key puzzle for the social and psychological sciences. Resolving

that puzzle will require researchers to examine how core features of cognition—namely,

search and experiential learning (Hills et al., 2015)—are brought to bear on the problem

underlying many of humanity’s key challenges—namely, the prisoner’s dilemma.
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Abstract

In human and non-human animals alike, groups of individuals must often come to con-

sensus even when individuals have conflicting preferences for the decision outcome and

when only a subset of individuals can communicate directly. Using an interactive color

coordination task, we test how groups of 7 people arrive at a joint decision outcome

when they populate different communication networks with varying levels of conflict

of interest. In two online experiments (total N = 4.291, 613 networks), we contrast

scenarios where (i) indifferent individuals spontaneously form a consensus (pure coor-

dination), (ii) one individual is incentivized and thus opinionated about the outcome

(leadership), and (iii) two individuals hold opposing opinions (conflict). We find that a

single “leader” can effectively drive the group outcome, but that leaders do not signifi-

cantly speed up consensus formation. Under conflict, consensus is reached more slowly

compared to both the leadership and pure coordination scenarios. Networks with more

links generally come to consensus faster, but this speed advantage does not occur under

conflict. At the individual level, indifferent group members make choices consistent with

a local “follow-the-majority” rule that also keeps track of opinion changes over time in

the local neighborhood. This simple set of local rules could explain fast global consensus

coordination by efficiently dealing with strongly opinionated individuals and effectively

preventing deadlocks.

4.1 Introduction

Coming to consensus on a group decision is commonly required in both human soci-

eties (Boehm, 1996; Kerr & Tindale, 2004; Hastie & Kameda, 2005) and animal groups

(Conradt & Roper, 2005; Dyer et al., 2009; Smith et al., 2016). Consensus decisions are

decisions where members of a group—sometimes also called jury, team, crowd, or swarm

(Hertwig, 2012)—choose between two or more mutually exclusive outcomes while seek-

ing to maintain group cohesion (Conradt & Roper, 2005). When groups must remain

cohesive to reap the benefits of sociality, theory predicts that shared consensus deci-

sions, where multiple members rather than a single individual contribute to the decision

outcome, can produce less extreme and therefore more beneficial outcomes (Conradt &

Roper, 2003; Simons, 2004; List, 2004; Conradt & Roper, 2005; Couzin et al., 2005).

Empirical evidence suggests, however, that the “robust beauty of majority rules” (Hastie

& Kameda, 2005) can break down depending on which group members (can) commu-

nicate with each other—the communication network (Lerman et al., 2016; Stewart et

al., 2019). Under local communication (Conradt & Roper, 2005), when group members

can only communicate with spatially neighboring members, the mechanism for arriv-

ing at a joint decision cannot be orchestrated by a centralized authority, but has to be

self-organizing based on local principles (Conradt & Roper, 2005; Couzin et al., 2005;

Dyer et al., 2009; Moussaid, Garnier, Theraulaz, & Helbing, 2009; Raafat et al., 2009;

Strandburg-Peshkin, Farine, Couzin, & Crofoot, 2015). Here we assess how groups co-

ordinate a consensus in such settings. In particular we examine the interactive effects of

network structure, leadership, and conflict of interest on both the speed and outcomes
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of consensus attainment.

Communication networks represent how information can flow via communication chan-

nels (links) between group members (nodes). Yet, social networks in general and com-

munication networks in particular vary dramatically in their propensity to spread infor-

mation (Watts & Strogatz, 1998; Kearns et al., 2006, 2009; Lerman et al., 2016; Stewart

et al., 2019) and behavior (Christakis & Fowler, 2007; Centola, 2010; Giese, Stok, & Ren-

ner, 2017). A greater number of links in a network can facilitate coordination (Centola,

2010). However, the structural arrangement of links in a network also matters: Clus-

tered, grid-like communication networks with many ‘redundant’ communication channels

between individuals can mutually reinforce coordination efforts and transmit behavior

faster compared to random networks (Centola, 2010). In contrast, networks slow down

consensus formation if they have a higher propensity for polarization, e.g. when individ-

uals form highly connected sub-groups that are only loosely connected to one another

(Kearns et al., 2009).

Furthermore, even if all individuals desire group consensus, group members’ opinions

about the preferred outcome can diverge due to individual dispositions (Johnstone &

Manica, 2011), private information (Couzin et al., 2005), or personal needs (Rands,

Cowlishaw, Pettifor, Rowcliffe, & Johnstone, 2003). If (at least) two opinionated in-

dividuals try to lead the group to opposing group outcomes, the group has to resolve

this conflict of interest to achieve a consensus. Whether opinionated individuals exert

“effective leadership” (Johnstone & Manica, 2011) and sway the group in their direction

depends not only on their own behavior (“intrinsic leadership”; Johnstone & Manica,

2011), but also on the group’s willingness to follow (Couzin et al., 2011; Barkoczi &

Galesic, 2016) and the communication structure (Kearns et al., 2006): Communication

networks can distort information flow, even in some cases producing the illusion that a

majority of group members supports one option when in fact the true majority supports

the other, thus leading to biased outcomes (Lerman et al., 2016; Stewart et al., 2019).

In addition, opinionated individuals within networks can distort information flow and

ultimately affect group outcomes by selectively deciding which information to absorb

(Bakshy et al., 2015) and which to transmit (Moussäıd et al., 2015; Giese et al., 2020).

The structure of networks and the biases of individuals within them also interact, with

intrinsic leaders more central to the communication network predicted to be better able

to sway the group to their preferred outcome or to prevail against a less central opponent.

Similarly, speed of conflict resolution may depend on whether two intrinsic leaders get

caught up in a quarrel themselves (direct conflict) or need to mobilize camps of followers

(indirect conflict).

Ultimately, the outcomes of collective decision-making processes on communication

networks are driven by the behavior of individuals embedded within those networks.

Under local communication, individuals are constrained by whom they can interact

with and can therefore only operate on information available in their local neighbor-

hood. Thus, to understand how group decisions arise it is necessary to understand the

local behavioral rules governing how individuals make decisions. How do indifferent

individuals embedded in networks decide which leader to follow? And how do opinion-
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ated individuals decide when to insist and when to compromise for the sake of group

consensus? Individuals tend to follow a group’s majority—both in humans (Davis et

al., 1976; Kerr & Tindale, 2004; Hastie & Kameda, 2005; Dyer et al., 2009; Smith et

al., 2016) and non-human animals (Strandburg-Peshkin et al., 2015; Conradt & Roper,

2003; Couzin et al., 2011; Smith et al., 2016). Beyond this simple follow-the-majority

heuristic (Gigerenzer & Gaissmaier, 2011; Hertwig & Hoffrage, 2013), however, recent

work (Suzuki et al., 2015) suggests that when making such decisions humans integrate

the (i) majority’s view with (ii) their own preferences and (iii) information about how

consistently each option was chosen by other group members.

Studies of consensus decision-making in humans have mostly ignored the underly-

ing communication structures by (implicitly) assuming global communication where all

group members can communicate directly (but see Kearns et al., 2009; Stewart et al.,

2019), whereas insights on consensus decision-making from non-human animals mostly

rely on theoretical models and observational data where the structure of communica-

tion networks is difficult to infer, let alone control. Here we assess experimentally how

different configurations of constrained communication and conflict of interest impact

on coordinating a joint decision outcome in small groups of humans and explore which

information predicts individual choices.

We study how groups of 7 individuals seek to unanimously coordinate on a joint out-

come over time. In a networked color coordination paradigm, we contrast three scenarios:

(1) spontaneous consensus formation among individuals with no specific preferences re-

garding the outcome (pure coordination among indifferent individuals), (2) situations of

leadership where a single opinionated individual seeks to exert a “non-random differen-

tial influence on collective behavior” (Smith et al., 2016) (leadership), and (3) conflict

of interest when two opinionated individuals try to sway a group to their individually

preferred, but mutually opposing outcomes (conflict). Across these scenarios, we will

specify predictions following a description of the methodology and assess how features of

the communication structure (number of links, propensity for polarization) and network

positions of opinionated individuals influence the dynamics and outcomes of consensus

formation in groups, including situations of direct vs. indirect conflict. To understand

how individuals decide whom to follow and when to compromise, we use pooled data

and predict individual choices from information available in the local neighborhood of

the communication network.

In sum, our study directly manipulates communication structure and conflict of in-

terest and thereby seeks to contribute to our understanding of consensus formation in

humans in two ways: First, by evaluating how different configurations of constrained

communication and conflict of interest impact on the speed and outcome of a consensus

in groups, and second, by exploring which local information individuals use to decide to

side or compromise for the sake of reaching a collective outcome.
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4.2 Materials and methods

We study group dynamics in 2 experiments. In Experiment 1, we vary features of

networks and levels of conflict between participants (N = 2.695, 385 networks). In

Experiment 2, we keep the network structure constant and vary the network position of

opinionated individuals (N = 1.596, 228 networks). To explore how individuals decide,

we pool the data across experiments.

4.2.1 Procedures

Both experiments were conducted online using the software otree (Chen et al., 2016).

After informed consent, participants were presented with a CAPTCHA to screen out

automated scripts (Chmielewski & Kucker, 2019), followed by detailed instructions and

a comprehension test. For the main task, participants were placed in groups of seven

individuals and were instructed to form a group-wide consensus by unanimously choosing

the same out of two colors (blue vs. yellow button) within 50 rounds (see Fig. 4.1). It

was explained to participants that the “color coordination game” is guaranteed to be

solvable, but that all players must work together. At the start of the task, each player

was randomly assigned to a group (network), a position in the group (a node in a

network), and a random letter as name, but was not assigned a pre-selected color. The

task ended when all players had chosen the same color or when 50 rounds had passed

without consensus. After the main task participants received feedback on their total

earnings, completed a short survey, and were debriefed.

Figure 4.1: Left: Screen display of the color coordination task. A horizontal array of
colored boxes represents the choices made in the last round. The choices of players not
neighboring in the network are greyed out. In the example, players S, K, and Y are
invisible to focal player E, who has been assigned the leader role. Only individuals
incentivized to be opinionated about a specific target color in the leadership and conflict
scenario saw the information about the extra reward and target color (dashed box).
Right: The underlying network of this example is a dumbbell structure with 8 links in
the leadership scenario. Node colors represent players’ choices in the last round. Red
links between nodes represent local conflict, black links represent local color convergence.
The black dashed frame represents the neighbors visible to focal player E.
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4.2.2 Materials

We developed a networked color coordination paradigm to study consensus formation

under varying levels of conflict. In the standard set-up, we incentivized all participants

in a group to reach a consensus as fast as possible by unanimously coordinating on

the same option over time. If the network converged on one color, everyone received a

bonus fee which started at US$-0.50 and linearly decreased at US$-0.01 increments per

round down to US$-0.01 in round 50. If the network members did not reach consensus

within the 50 rounds, participants received the participation fee of US$-1.50 only. If a

participant dropped out of the study prematurely, we terminated the whole group. The

abandoned group members were debriefed and received the participation fee, while the

drop-out did not receive any compensation (see Fig. 4.1 for the screen display of the

task). Individuals incentivized to favor a particular decision outcome in the leadership

and conflict scenarios, respectively, saw their target color and the additional bonus for

the network’s convergence on this color on screen. Visible network members and their

corresponding choices in the last round (as well as one’s own choice) were represented

as an array of colored boxes. Non-neighboring players were displayed by grey boxes. On

the task screen, we indicated that the network had not yet converged and presented the

two choice options as a blue and a yellow button, respectively.

4.2.3 Experiments on group dynamics

4.2.3.1 Experimental designs

We manipulated the scenario for consensus formation by varying the distribution of

indifferent and opinionated individuals through incentivizing up to two individuals within

the networks to prefer a specific color (i.e., to be opinionated). In the coordination

scenario, all seven network members solved the standard set-up of the task. This reward

scheme incentivizes all members to coordinate on one color as fast as possible while being

indifferent about the outcome color. In the leadership scenario, one randomly selected

individual (the “leader”) was additionally instructed that she or he would receive a bonus

of US$-0.50 if the networked converged on a specific color. By extension, we randomly

selected two individuals (the “opponents”) with conflicting target colors for the conflict

scenario.

Experiment 1 used a fully factorial 3 × 2 × 2 design. We varied the scenario for

consensus formation (coordination vs. leadership vs. conflict), the number of links in

the network (8 links vs. 14 links), and the structure of the network (systematic vs. ran-

dom) between networks (Fig. 4.2). To vary the structure of the network, we randomized

groups either to systematic or random networks. Random networks allow for general

comparisons because network idiosyncrasies level out on expectation. We created ran-

dom networks by using the Erdős-Rényi G(n,m) model (Erdős & Rényi, 1959), for which

a network G is sampled uniformly from the set of all possible networks with n nodes

and m edges. Random networks were built for each group in the experiment on the

fly, always ensuring that the network was fully connected and matching the respective

fixed number of links (8 links vs1̇4 links). In addition, we instantiated two theoretically
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Figure 4.2: Communication structures in the experiments. Experiment 1 employed a
fully factorial 2 × 2 × 3 design varying the number of links in the networks (8 links
[A, C] vs. 14 links [B, D] and the structure (systematic [A, B] vs. random Erdős-Rényi
[C, D]). In addition, we varied the scenario (not depicted) by having groups with only
indifferent individuals (coordination), a single opinionated individual (leadership), and
two individuals with opposing opinions (conflict). Experiment 2 employed a nested
design, in which we focused on the dumbbell network [A] and varied the scenario for
consensus formation (leadership vs. conflict). Within each scenario, we varied between
all possible positions of opinionated individuals (3 configurations for leadership, 7 for
conflict).

and practically interesting systematic networks. First, we connected individuals in a

hierarchical structure with 8 links resembling a dumbbell (Fig. 4.2A). In this network,

individuals are connected in two sub-groups that are linked through a single node to

each another. This network should therefore be more “polarizable”. Second, we con-

nected individuals in a lattice-like structure with 14 links. This network is characterized

by many short-range connections and few long-range connections between individuals

(Fig. 4.2B). This structure is “egalitarian” in the sense that none of the individuals has

a positional advantage over communication channels.

Experiment 2 used a nested design. We experimentally varied the scenario for consen-

sus formation (leadership vs. conflict) and the position of opinionated individuals, but

kept the network constant. We focused on the dumbbell network (Fig. 4.2A), because it

emulates the relevant real-world case of coming to consensus in a sub-grouped population

and allows to contrast set-ups of both different (vs. same) centrality and direct (vs. indi-

rect) conflict between opinionated individuals. First, we randomly assigned individuals

to a scenario. Within the leadership scenario, we randomly determined one individual

as leader and randomly assigned it to one out of the 3 possible positions of leaders in

the network. Within the conflict scenario, we randomly assigned groups to one out of

the 7 possible configurations of opponent positions in the network. This allows us to test

the influence of neighboring vs. non-neighboring opponents with the same vs. different

“positional influence”. We operationalize influence of an opinionated individual by its

centrality in the network and probe two measures: (1) Degree centrality, defined as the

number of direct neighbors, and (2) information centrality, a measure of the control of

information flow, defined as the harmonic average of the inversely related path lengths
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between a focal node and all other nodes (Stephenson & Zelen, 1989; Fitch & Leonard,

2013).

4.2.3.2 Predictions

In Experiment 1, we expect that consensus formation will be faster in networks with

more communication channels (14 links compared to networks with 8 links) and in the

clustered and dumbbell networks (compared to random networks with the same num-

ber of links) based on previous findings that information spreads faster in networks with

higher clustering (Kearns et al., 2006; Centola, 2010). Because single more central nodes

in networks tend to improve group coordination (Kearns et al., 2006; Fitch & Leonard,

2013), we postulate that networks with leaders will be faster compared to spontaneous

consensus coordination (Kearns et al., 2006). Leaders should also successfully lever-

age their influence to get their will (networks in leadership scenario converge on target

color of opinionated individual). In contrast, conflicts of interest between two opin-

ionated individuals (conflict scenario) should slow down consensus formation compared

to the other two scenarios. Generally, we expect that opinionated individuals (leaders,

opponents) on more central network positions will exert more influence over decision out-

comes across scenarios. We also pre-registered more specific, additional sub-hypotheses

(https://osf.io/ubgqe) regarding the interaction between scenarios. However, we do

not find support for these additional predictions and omit them here for the sake of

readability.

In Experiment 2, we again contrast two scenarios of opinion distributions in the net-

work (leadership vs. conflict). For the leadership scenario, we expect to replicate that

networks with more central leaders will form a consensus faster. For conflicts of inter-

est, we evaluate competitively if consensus arises faster if the conflict of interest must

be resolved directly (i.e., between neighboring opponents) or indirectly (i.e., between

non-neighboring opponents). We expect that direct clashes between opponents are re-

solved faster because opinionated individuals experience imminent deadlocks first-hand,

whereas non-compromising behavior in indirect conflict should need more time to diffuse

along camps of followers before reaching opponents.

4.2.3.3 Participants

Participants were recruited online on the crowd-working platform Amazon Mechanical

Turk (MTurk), received a flat fee of US$-1.50 after completion, and could earn an ad-

ditional bonus of up to US$-1.00 depending on the experimental condition and their

performance in the task. We ensured technically that MTurk workers could only partic-

ipate in one of the studies. Across experiments and conditions, participants on average

earned a performance bonus of US$-0.38 (SD = US$-0.27) after completion and needed

about 10 minutes to complete the whole study. In Experiment 1, a total number of

2.695 unique participants in 385 networks started the main task (52.69% self-reported

as female, Mage = 35.84 years, SDage = 11.16 years). In Experiment 2, a total number

of 1.596 unique participants in 228 networks started the main task (56.33% self-reported

as female, Mage = 35.27 years, SDage = 10.62 years). For both studies, drop-out rates
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were well in line with comparable online studies (Arechar, Gächter, & Molleman, 2018)

and it is highly unlikely that selective attrition (Zhou & Fishbach, 2016) compromises

our conclusions (details in Supplement C.1.2).

4.2.3.4 Data Analysis

We analysed time-until-consensus for networks with Cox Proportional Hazard Models.

Observations were treated as right-censored if the network did not reach consensus within

50 rounds or if the network dropped out of the study prematurely. In Experiment 1,

we regressed time-until-consensus on scenario (coordination vs. leadership vs. conflict),

number of links (8 links vs. 14 links), and network structure (systematic vs. random),

as well as all interactions between them in the full data set of n = 385 networks. We

tested the influence of our experimental factors by comparing a full model against a

restricted model containing all factors (and, if applicable, interaction terms) except the

factor of interest. In Experiment 2, we analyzed the data separately for each scenario

(leadership vs. conflict) due to the nested design. For the leadership scenario (n = 72

networks), we compared the speed of consensus between the networks with different

leader positions. For the conflict scenario (n = 156), we compared the speed of consensus

formation between the 2 × 2 cases that opponents are neighbors (vs. apart) and have

the same (vs. different) centrality.

In both experiments, we test whether the network position of opinionated individuals

(as captured by degree and information centrality) in the leadership scenario impacts

the speed of convergence. For the conflict scenario, we used the absolute difference in

information and degree centrality between opponents, respectively, as a simple measure

for power imbalance and analysed the time-until-consensus in each experiment with Cox

Proportional Hazard regressions. In Experiment 1, we excluded clustered networks for

these analyses because, by design, all individuals have the same centralities. To decom-

pose and test the effect of one independent variable on time-until-consensus at different

values of a second independent variable and/or controlling for additional covariates, we

use simple effects analysis, sometimes also called estimated marginal means.

4.2.4 Exploring individual choice behavior

While the experiments illuminate group dynamics, we also seek to explore how individ-

uals decide: (1) How do indifferent individuals decide to follow a side? (2) And how

do opinionated individuals decide to give up their private target for the sake of a group

consensus?

4.2.4.1 Data

We pool data across experiments and scenarios. For indifferent individuals, we use the

observations for individuals without an incentivized target color, resulting in a total of

N = 23.829 individual-level decisions. For opinionated individuals, we use observations

for individuals with an incentivized target color (leaders and opponents), resulting in a

total of N = 5.977 individual-level decisions.
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4.2.4.2 Data analysis

We model the probability that an indifferent individual in a network selects one color over

the other by fitting binomial generalized linear mixed models. The dependent variable

is the participant’s choice of the blue option over the yellow option (reference category).

We include as fixed-effects (i) the round number, (ii) the participant’s own choice in

the last round, (iii) the proportion of blue choices in the participant’s visible network

neighborhood in the last round, (iv) the local stability of a participant’s neighborhood

in the last round, defined as the proportion of switches between colors by the visible

network neighbors from the next-to-last to the last round, (v) the proportion of blue

choices in the whole network in the last round, and (vi) all interactions between the

participant’s local information and her actions in the last round (ii-iv). We model

as random effects (a) intercepts for participants (to allow for individual initial color

preferences), (b) participant slopes for round number (to allow for different individual

time trends), and (c) intercepts for networks (to allow for different starting conditions

on the network-level).

We model individual behavior for opinionated individuals by using a similar model-

ing approach as for indifferent individuals with the following exceptions: The dependent

variable is the participant’s choice of the unincentivized color (compromising choice) over

the incentivized color option (reference category). We include the same fixed-effects but

define both local and global support as the proportion of choices to the participant’s in-

centivized target color in the last round and controlled for the participant’s incentivized

target color. Random network intercepts cannot capture variation beyond individual

intercepts and are obsolete because networks contain only one or two opinionated indi-

viduals.

4.3 Results

4.3.1 Experiments on group dynamics: Speed of consensus formation

The speed with which groups came to consensus was affected by both the level of con-

flict, LR-χ2 = 22.30, df = 2, p <0.001, and the number of links in the underlying

communication network, LR-χ2 = 34.16, df = 1, p < 0.001. Contrary to our expecta-

tions, we do not find that network structure on average influences convergence speed,

LR-χ2 = 0.40, df = 1, p = 0.52 (Fig. 4.3, Supplement Table C.1): Clustered and dumb-

bell networks do not outperform their random counterparts, bclus. vs. random = −0.25,

padj. = .16, HR = 0.78 [95% CI:0.54, 1.11], bdumb. vs. random = −0.08, padj. = .67,

HR = 0.93 [0.65, 1.32] (Fig. 4.3).

Contrary to our expectations having a single “leader” did not speed up consensus

compared to situations in which all group members are indifferent, blead vs. coord = −.128,

padj. = 1.000, HR = .880 [0.61, 1.27]. As expected, conflicting preferences resulted in

slower consensus formation compared to both pure coordination, bcoord vs. confl = .670,

padj. < 0.001, HR = 1.95 [1.35, 2.83], and leadership, blead vs. confl = .543, padj. = .003,

HR = 1.72 [1.16, 2.56]. We replicate in Experiment 2 that convergence is slower under
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Figure 4.3: Convergence of groups on consensus (Cox Proportional Hazard estimates), by
scenario (coordination vs. leadership vs. conflict), number of links (14 links vs. 8 links),
and structure (systematic vs. random). Ribbons represent 95%-confidence intervals,
points represent the median time until consensus formation. Total n = 385 networks.
The overall speed of consensus formation is lower in the conflict scenario where two
individuals in the network have contradicting preferences. While structure does not
influence convergence speed, networks with more links are overall faster to converge.
However, the speed advantage of more links does not occur in the conflict scenario.
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conflict compared to leadership, log-rank-χ2 = 3.6, df = 1, p = 0.06, Supplement Fig. C.1.

In accord with our predictions converged networks consisting of 14 links faster than

those consisting of 8 links, b14 vs. 8 links = .808, p < 0.001, HR = 2.26 [1.72, 2.96]. Taken

together, this indicates that the number of communication links is crucial for consensus

speed, whereas the specific structural arrangement of links in our set-up is not.

Figure 4.4: Estimated effects (Cox Proportional Hazards) on time-until-consensus by
experimental conditions. Bars represent 95%-confidence intervals. In the coordination
and leadership scenarios (left and middle), networks with more links outperform networks
with less links, irrespective of the structure (random vs. systematic). “Egalitarian”
clustered networks outperform “polarizable” dumbbell networks only in the presence of
opinionated individuals (middle and right). In the conflict scenario (right), the speed
advantage of more links does not occur.

However, the speed advantage of more links is dampened under conflict of interest (sce-

nario × number of links × structure, LR-χ2 = 5.37, df = 2, p = 0.069). Because network

idiosyncrasies level out on expectation, comparisons between random networks provide

an appropriate test for the influence of different numbers of links. Bonferroni-corrected,

pairwise comparisons yield that the effect of more links for faster convergence decreases

for random networks with increasing levels of conflict (Fig. 4.4): While random networks

with 14 links outperform their counterparts with 8 links both in the leadership scenario,

b = 1.493, padj. < 0.001, HR = 4.45 [2.25, 8.81], and coordination scenario, b = 1.140,

padj. < 0.001, HR = 3.13 [1.82, 5.39], the speed advantage of more communication links

on consensus formation does not occur under conflict b = .056, padj. = .87, HR = 1.06

[0.54, 2.08]. On the other hand, the systematic structures contrast two canonical struc-

tures with different propensities for polarization (clustered: low; dumbbell: high). We

find that “egalitarian” clustered networks only have a speed advantage over “polariz-

able” dumbbell network in the presence of opinionated individuals: Clustered networks

converge faster under leadership, b = .932, padj. = .004, HR = 2.54 [1.35, 4.79], and

conflict b = .744, padj. = .016, HR = 2.11 [1.15, 3.85], they do not outperform dumb-

bell structures under coordination, b = .485, padj. = .107, HR = 1.62 [0.90, 2.93]. The

comparisons between these two boundary conditions further qualify our result that the

positive influence of more communication channels for consensus formation is attenuated

under conflict of interests: In the absence of opinionated individuals, an “egalitarian”

communication structure does not outperform easily polarized networks. This changes,

however, in the presence of opinionated individuals: Now, more direct opportunities for

64



Chapter 4. Consensus formation

communication speed up consensus formation.

Does consensus speed depend on initial, spontaneous majorities? In a follow-up anal-

ysis, we find that initial leanings among indifferent individuals are amplified, whereas

leaders need more time to overcome an initial, spontaneous opposition. We compared the

coordination and leadership scenario by adding a variable with 3 levels that captures

whether (1) the group’s choices in the first round supported the opinionated individ-

ual, (2) opposed it, or (3) if there was no opinionated individual (pure coordination as

reference). This variable improves model fit, LR-χ2 = 10.32, df = 2, p = 0.006. If

opinionated individuals need to override an initial, spontaneous majority for the tar-

get option, convergence comes with a speed penalty compared to both initial support,

bcon vs. pro = −0.763, padj. = 0.045, HR = 0.47 [0.26, 0.09], and the spontaneous coordi-

nation scenario, bcon vs. spon = −0.535, padj. = .003, HR = 0.586 [0.35, 0.99]. If the initial

majority supports the opinionated individual’s target, a consensus is reached as swiftly

as it is reached among only indifferent individuals, bpro vs. spon = 0.228, padj. = 0.596,

HR = 1.256 [0.82, 1.92]. We replicate this effect in Experiment 2, bcon vs. pro = −1.44,

p = 0.001, HR = 0.237 [0.10, 0.57].

Summing up, we find that groups under local communication come to consensus faster

if there are more communication channels (network links) and opinionated individuals

are absent. A single opinionated individual slows down reaching a consensus if opposed

by an initial (random) majority. Coordinating a consensus is slowest under conflict

of interest—in this case, even the speed advantage of more communication channels is

nullified.

Figure 4.5: Leadership. Outcome of consensus formation in the leadership scenario
of Experiment 1 (left; N = 115; 4 experimental conditions) and Experiment 2 (right;
N = 72; 3 experimental conditions). Bars represent 95%-Clopper-Pearson confidence
intervals. Outcome trends are the same across experiments and independent of both
network structure (Experiment 1) and the leader’s position (Experiment 2).

4.3.2 Experiments on group dynamics: Influence of a single opinion-

ated individual (leadership)

We find in both experiments that a single, opinionated individual dictates group choice

thus effectively exerting leadership. The speed and success rate of leadership, however,

is independent of both of network structure (Experiment 1) and individual centrality in

the network (Experiment 2). Out of the 115 leadership networks in Experiment 1, most
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converge on the leader’s target color (Fig. 4.5). Instances of deadlock were rare and

drop-out low compared to similar studies (Arechar et al., 2018). The same pattern holds

for the 72 networks in Experiment 2. In Experiment 1, there was no association between

network features (number of links and structure) and the outcome of consensus formation

under leadership, χ2 = 6.4, psimulated = .72, and the leader’s degree centrality (relative to

the network’s mean centrality) did not predict consensus speed, LR-χ2 = 0.01, df = 1,

p = 0.91 (the same holds for relative information centrality, LR-χ2 = 0.16, df = 1,

p = 0.69). Experiment 2 mirrors the results: The leader’s position in the network

predicted neither the outcome of consensus formation, χ2 = 1.4, df = 6, p = 0.97, nor

the speed of the process, log-rank-χ2 = 1.3, df = 2, p = 0.50.

Figure 4.6: Conflicts of interest. Outcome of consensus formation in the conflict scenario
of Experiment 1 (left; N = 129) and Experiment 2 (middle; N = 156). Bars represent
95%-Clopper-Pearson confidence intervals. Outcome trends are the same across exper-
iments and independent of network structure (Experiment 1) and opponents’ positions
(Experiment 2). Right: Estimated effect of different vs. same degree centrality of op-
ponents in conflict of interest on speed of consensus (log Hazard Ratios) by opponent
position in Experiment 2. Bars represent 95%-confidence intervals. An imbalance in
degree centrality between opponents only speeds up consensus formation if opponents
are spatially apart in the network.

4.3.3 Experiments on group dynamics: Influence of opposing opinion-

ated individuals (conflict)

Even under conflicts of interest most networks converge and hence successfully avert

deadlocks (Fig. 4.6). Importantly, a greater differential in the centrality of opponents

slows down consensus formation if opponents are neighboring. More precisely, the out-

come of consensus formation (convergence vs. deadlock vs. drop-out) is independent of

the network’s features (number of links and structure) in Experiment 1, χ2 = 8.16,

df = 6, p = 0.23. Analogously to the leadership scenario, we predict consensus speed by

the differences in influence of position. We do not find an effect of difference in degree

centrality between opponents, but an interaction with the number of links in the net-

work. However, because we do not find an effect of centrality difference in Experiment 2,

we regard this finding as inconclusive (details provided in Supplement C.2.1.1).

Differences in degree centrality between opponents are not associated with the out-

come of the consensus process (converged vs. deadlock vs. drop-out) in Experiment 2,

χ2 = 3.18, df = 2, p = 0.20. Out of the converged networks with differing degree cen-
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trality between opponents, opponents with higher degree centrality were more likely to

win (probwin = 0.675 [0.51, 0.81]), whereas opponents with higher information centrality

won only about half the time (probwin = 0.477 [0.32, 0.63]).

As with Experiment 1 we study the effect of the absolute difference in centrality be-

tween opponents on the speed of consensus formation. The results are presented in

Supplement Table C.4 and indicate that an imbalance in degree centrality moderates

the effect on the speed of consensus formation if opponents are (non-)neighboring, LR-

χ2 = 5.49, df = 1, p = 0.019: A difference in the opponents’ number of communica-

tion channels leads to faster consensus formation if both opponents are spatially apart,

b = 0.815, HR = 2.260, p = 0.024, but not when opponents are neighboring, b = −0.450,

HR = 0.638, p = 0.206. Information centrality neither predicts convergence, χ2 = 0.03,

df = 1, p = 0.86, nor moderates the influence of neighboring opponents, χ2 = 1.91,

df = 1, p = 0.17.

Taken together, an imbalance in degree centrality only leads to resolving conflicts

of interest faster if opponents are spatially apart (vs. neighboring). Hence, consensus

decisions are facilitated if conflicts of interest are resolved indirectly rather than in direct

clashes between opponents.

Figure 4.7: Indifferent individuals: Probabilities of choosing blue in the next round as
predicted by the 3-way interaction between local social norm × stability of local norm ×
round. The norm effect is captured by the steepness of each line. In general, participants
synchronize to the local majority color. This influence of the local social norm is stronger
in volatile compared to stable neighborhoods at the onset of the task (left), but not later
on (right).

4.3.4 Individual choices: Indifferent individuals

How do indifferent individuals decide which option to choose? We find an “inertia effect”

such that participants tend to stick to their previous choice rather than switching colors,

but generally synchronize to the local majority color, indicating a “follow-the-majority”

rule. This norm effect of the local majority is stronger in volatile compared to stable

neighborhoods at the onset of the task, but not later on. More precisely, we find that
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participants are on average more likely to choose the same color as in the previous round

(compared to switching), blast choice = 2.74, OR = 15.49, 95%-CI [10.84, 22.20], p <0.001,

indicating an auto-regressive or “inertia” effect. Crucially, a larger local majority for

a color is associated with a higher probability of following this social norm in the next

round by also choosing the same color. This local norm explains choice behavior above

and beyond the global proportion of blue choices in the network (the global norm), LR-

χ2 = 2318.09, df = 1, p <0.001, boverall norm slope = 3.42 [2.87, 3.97]. This behavior is

consistent with a local “follow-the-majority” rule.

The strength of this norm effect is furthermore modulated by the norm’s local sta-

bility and the number of rounds passed. More specifically, we find a 3-way interaction

local social norm × stability of local norm × round, LR-χ2 = 4.46, df = 1, p = 0.034

(predictions of the best-fitting model are presented in Fig. 4.7, the models are disclosed

in the Supplement C.3). At onset (due to lagged variables the first prediction is possible

for round 3), the local norm was stronger in volatile neighborhoods, bnorm slope = 5.65,

[5.07, 6.22], than in stable neighborhoods, bnorm slope = 3.19, [2.93, 3.45] (difference is

significant at p = 0.004). This pattern of behavior can be interpreted as exploring choice

options in stable situations and displaying consistency in locally volatile situations to

facilitate the emergence of consensual options. In the middle of the task (round 25),

the local norm was still influential, but not different between stable, bnorm slope = 4.02,

[3.05, 4.99] and volatile environments, bnorm slope = 3.02, [2.70, 3.34] (difference is in-

significant at p = 0.37). Over time, the norm effect weakened significantly in volatile

neighborhoods, p = 0.04, whereas it did not change in stable environments, p = 1.00.

Because convergence in our networks is rather fast, the lack of differences in norm effects

later in the task likely captures networks that have gravitated towards deadlock states.

We also find that the 3-way interaction local social norm × stability of local norm

× round is additionally moderated by a participant’s last choice for a color (yellow

vs. blue), LR-χ2 = 5.16, df = 1, p = 0.023, indicating some color bias (see Supplement

Fig. C.2). This color bias also mitigates the initial stability effect on majority rule (local

social norm × stability of local norm × round: LR-χ2 = 5.16, df = 1, p = 0.023) after

blue choices, b∆ norm stable vs. volatile | round 3, last choice: blue = 1.02 [0.10; 1.94], but not after

yellow choices, b∆ norm stable vs. volatile | round 3, last choice: yellow = 3.89 [3.01, 4.77].

Summing up, the results indicate that individuals are hesitant to switch colors (“iner-

tia” effect), but overall display behavior consistent with a follow-the-majority rule in the

local neighborhood that is sensitive to the local stability of group preferences. If local

majorities are stable but do not result in a global consensus, individuals are more likely

to deviate from that local norm.

4.3.5 Individual choices: Opinionated individuals

When do opinionated individuals decide to compromise? We find that local opposi-

tion and time pressure each impact the propensity of opinionated individuals to give in

(Fig. 4.8). Opinionated individuals are less likely to switch to their not-preferred option

for the sake of reaching a consensus the more the local norm supports their desired out-

come, blocal support = −3.254, OR = 0.039, p <0.001. However, they are more likely to
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Figure 4.8: Opinionated individuals: Probabilities of compromising in the next round
as predicted by the best-fitting model by round, local preference norm, and stability of
the local preference norm. The norm effect is captured by the steepness of each line.
Opinionated individuals are more likely to compromise and deviate from their preferred
color under local opposition and after some time has passed.

switch the more time has already passed, bround = 0.081, OR = 1.085, p <0.001. Seem-

ingly, forgoing some payoffs due to a bad deal is preferred to foregoing all payoffs because

of deadlock. In contrast to our findings for indifferent individuals, for opinionated in-

dividuals the stability of local norms does not moderate the influence of local norms,

LR-χ2 = 0.59, df = 1, p = 0.44. We also find an indication of color bias: On average

across all trials, opinionated individuals are less likely to compromise if supported by lo-

cal norms when their target color is yellow (vs. blue), b∆ local support = −0.848, p = 0.015.

The generalized linear mixed models are fully reported in Supplement C.3.2.

Summing up, while opinionated individuals are sensitive to time and local preference

norms, they do not act on the temporal stability of such norms—in other words, they

try to get their will by insisting on their preferred option.

4.4 Discussion

When groups must remain cohesive to reap the benefits of sociality, theory predicts

that shared decisions are favorable (Conradt & Roper, 2003; Simons, 2004; List, 2004;

Conradt & Roper, 2005; Couzin et al., 2005). However, constrained communication

(Bakshy et al., 2015; Lerman et al., 2016; Stewart et al., 2019) and conflicts of interest

(Kearns et al., 2009; Stewart et al., 2019) can seriously distort information flow and

outcomes of group decisions. Here, we used a networked color coordination task to

directly manipulate (1) features of communication networks (number of links, structure)

and (2) opinion distributions (coordination, leadership, and conflict of interest) and the

position of opinionated individuals to study the impacts on consensus formation.
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4.4.1 Local coordination without and with leaders

When groups consist of only indifferent individuals (our benchmark condition), coming

to consensus is surprisingly fast. This speed results from amplifying random, initial

leanings in the group and the absence of opinionated individuals trying to push their

own agenda. More communication channels between individuals speed up consensus

formation, but beyond this speed effect of the number of links, this swiftness is robust

whether structures in our set-up are more or less prone to polarization. These findings

epitomize how efficient decisions can emerge without central authority from solely local

interactions (Conradt & Roper, 2005).

Group dynamics are similar in scenarios of leadership. However, single, opinionated

individuals incentivized to act as non-designated “intrinsic leaders” (Johnstone & Man-

ica, 2011) drive the decision outcome and thus exert effective leadership (Smith et al.,

2016). Our results are well in line with theoretical models in biology that predict that a

proportion of opinionated individuals as small as 10% can sway group outcomes (Couzin

et al., 2005; Dyer et al., 2009; Couzin et al., 2011). While we anticipated this outcome,

we expected different group dynamics. We postulated that adding an opinionated in-

dividual would to some degree “centralize” and thus speed up the coordination effort

(Kearns et al., 2006). To the contrary, consensus formation under leadership was on

average as fast as under pure coordination or slower if the leader had to overrule a spon-

taneous, initial majority. In addition, the leader’s chances to win over the group and the

speed of consensus formation were independent of their position in the network and the

global network structure. Thus, the speed of the process is not driven by an opinionated

individual that orchestrates local coordination by providing a goal. Rather, indiffer-

ent individuals absorb the interests of single, strongly opinionated individuals and this

integration in the group can take time. However, our study employs relatively small net-

works (7 individuals/nodes). While this provides a meaningful context for both human

and non-human animals, future research could find that leadership can outperform pure

coordination in larger groups or other set-ups. Note that the leader’s incentivization to

lead was unknown to the other group members. Had the leader not acted out of private

need (to reap benefits) but out of private information about a better group outcome, the

whole group could have benefited. Swiftly incorporating the preferences of opinionated

individuals can therefore be adaptive by minimizing costs (i.e. forgone payoffs) for both

the group and the opinionated individuals in the absence of both global communication

and knowledge about others’ motives.

4.4.2 Resolving conflicts of interest

When (at least) two individuals prefer opposing outcomes, the conflict of interest must

be resolved in order for the group to achieve consensus and potentially benefit from a

coordinated outcome. We find that most groups reach consensus and avert deadlock,

but consensus formation takes longest in conflict scenarios compared to both pure co-

ordination and leadership situations. Under conflict, even the speed advantage of more

communication links between group members cannot be harvested. Rather, power im-

balances and relative position of opponents vis-à-vis each other drive the speed to resolve
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conflicts and achieve consensus. We find, against our expectation, that centrality imbal-

ances between opponents lead to faster consensus formation only if both opponents clash

indirectly (are spatially apart in the network), but not under direct conflict (neighboring

opponents). We reasoned that direct clashes between opponents would be resolved faster

because opinionated individuals experience imminent deadlocks first-hand. However, our

finding indicates that direct clashes do not only get the opponents caught up locally, but

the whole group globally. Therefore, set-ups suitable to “divide-and-conquer” seem to

outperform those of “trial by combat”. This result can be aligned with a complex con-

tagion account of opinion dynamics (Centola, 2010): A neighborhood of only indifferent

individuals (in indirect conflict settings) could give the more central opponent a relative

advantage to send more signals promoting its preferred decision, and thus to outrun

the less central opponent in the arms race for supporters. Our individual-level models

suggest that this base of supporters is crucial in influencing the willingness to compro-

mise over time: While time pressure generally softens private preferences of opinionated

individuals, the need to give in is lower in the absence of peer pressure.

4.4.3 Individual decisions

Next to group dynamics, we explored which information persuades indifferent individu-

als to pick a side or make an opinionated individual give up its preferred outcome and

compromise. We replicate the finding that local, i.e. subjectively perceivable, informa-

tion drives individual choices above and beyond the information globally available in the

network (Kearns et al., 2006; Centola, 2010; Lerman et al., 2016; Shirado & Christakis,

2017; Stewart et al., 2019). We show that opinionated individuals, which we incentivized

to have private preferences, trade–off the available information differently than indiffer-

ent individuals who are agnostic about the decision outcome as long as a consensus is

reached. Choices by indifferent individuals are consistent with a “follow-the-majority”

rule (Gigerenzer & Gaissmaier, 2011; Hertwig & Hoffrage, 2013; Hastie & Kameda, 2005)

that operates locally. As crucial addition, our results suggest that individual behavior

is also sensitive to the temporal stability of the local norm (Suzuki et al., 2015). If

majorities in the local neighborhood are stable but do not result in global consensus

as a consequence, individuals are more likely to deviate from their previous choices.

Therefore, indifferent individuals seem to use the temporal stability of choice options as

cues for their emergent consensuality and balance acts of conforming for consensus with

deviating against deadlock accordingly.

For opinionated individuals, we find that time pressure increases the willingness to

compromise and that—similar to indifferent individuals—compromising choices are driven

by local preference norms (less likely under local support and more likely under local op-

position). Unlike indifferent individuals, however, the actions of opinionated individuals

do not depend on the temporal stability of social norms. Theoretical models on collective

animal behavior (Guttal & Couzin, 2010; Smith et al., 2016) predict that groups emerge

along a division of labor under individual fitness trade–offs between information search

and social interaction: A small group searches non-social and ignores social information

(leaders or producers), whereas the larger proportion of conspecifics simply follow those

71



4.4. Discussion

leaders (scroungers). Our experiments simulate a similar environment where costs for

a consensus (or fitness) are higher for opinionated individuals. It is interesting to note

that we also find a lower sensitivity of leaders to (the stability of) social information

and efficient socially facilitated choices by indifferent individuals. However, we find that

opponents behavior is “‘tastefully’ stubborn” (Kearns et al., 2009, p. 1352), and they

compromise eventually for the sake of consensus and preventing deadlock.

4.4.4 Final remark: The functionality of consensus decisions

It has been repeatedly argued that submission to peers (“copying”) can lead to cascades

of incorrect decisions (Rendell et al., 2010; Rahwan, Krasnoshtan, Shariff, & Bonnefon,

2014), thus epitomizing “irrational” or “maladaptive” behavior. For example, a recent

study demonstrated that zealots (scripted agents preferring deadlock to losing) cause

strongly biased information cascades that sway outcomes of group votes in networks,

even if the groups are numerically at par (Stewart et al., 2019). The authors conclude

that their study “provides an account of the vulnerabilities of collective decision-making”

(Stewart et al., 2019, p. 117). While we neither seek to discard these findings nor want

to deny that non-compromising decision makers exist, we hasten to stress that instances

of zealotry are boundary conditions. In our decision paradigm with a similar MTurk

sample and incentivization scheme, we find that our participants rely on a mechanism

that can harvest the “robust beauty of majority rules in group decisions” (Hastie &

Kameda, 2005) and effectively and efficiently avoid deadlocks through compromising

and breaking up frozen norms. The advantage of such exploratory actions has recently

been demonstrated by using scripted agents as well (Shirado & Christakis, 2017), which

further highlights that zealotry is but one specific configuration of the real social world.

We therefore side with previous conclusions (Conradt & Roper, 2005; Sumpter, Krause,

James, Couzin, & Ward, 2008; Rendell et al., 2010) that negative cascades in groups can

be explained as byproduct of usually accurate and adaptive mechanisms for consensus

decision making.
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A.1 Pilot experiments 1a and 1b

A.1.1 Motivation

To calibrate our paradigm and design an informative experiment, we conducted two pilot

experiments (Pilot 1a and 1b). Because their results influenced our reasoning for the

experiment reported in the main body of the paper, we disclose them here.

A.1.2 Methods

A.1.2.1 Participants

Sixty-four participants were recruited via Amazon Mechanical Turk (32 in both Pilot 1a

and 1b). As in the main experiment, participants received a turn-up fee of USD$-1.50

and the cumulative payoffs from the experiment as performance-based bonus. They were

informed that in any case they could win at least USD$-3 and at most USD$-6.

A.1.2.2 Materials

Materials for the pilots were identical to the experimental conditions in main experiment.

A.1.2.3 Design

The set-up of the pilot experiments 1a and 1b was identical to the main experiment with

a single exception: We did not vary the experimental factor feedback format between

participants, but between Pilot 1a and 1b. In Pilot 1a, feedback was provided on the

previous trial only, whereas in Pilot 1b we displayed on the previous three trials, the full

relevant choice history.
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A.1.2.4 Procedure

The procedure of Pilot 1a and 1b were identical to the main experiment. We only assessed

the Berlin Numeracy Test (BNT ; Cokely et al., 2012) in the pilots and decided, based

on the promising results, to also assess the Cognitive Reflection Test (CRT ; Frederick,

2005) in the main experiment.

A.1.2.5 Data analysis

We applied the same approach to analyse the data as in the main experiment. For the

sake of readability, we pool the data across both pilot studies and present them together.

Separate analyses for each (sub-)experiment yielded the same pattern of results.

A.1.3 Results

A.1.3.1 Probability of choosing the optimal option

The full model containing fixed effects for trial, feedback format, and reward scheme as

well as all interactions, and random intercepts for participants and participant slopes

for trial number best fitted the data. As expected, participants were on average less

likely to maximize in the probabilistic compared to the deterministic reward condition,

breward scheme = −2.27, p = .007, OR = .103 (deterministic as reference). On average

across all trials, feeding back the full choice history of 3 trials did not have an effect

compared to feedback on 1 trial, bfeedback format = 0.571, p = .493, OR = 1.77. But

recall that the factor feedback format is confounded with sub-experiment. With more

trials, participants improved their performance on average, which indicates learning over

time, btrial = .008, p < .001, OR = 1.008. The performance improvement over time was

lower for participants facing probabilistic rewards (compared to deterministic rewards),

breward scheme× trial = −0.010, p = .001, OR = 0.990.

A.1.3.2 Moderating influence of BNT

We added the (standardized) BNT and all possible interactions between BNT, trial,

reward scheme, and feedback format to the experimental model and additionally con-

trolled for the sociodemographic covariates age, gender, and education. It is noteworthy

that all experimental results remain stable with regard to sign, (approximate) size, and

significance after adding the BNT and interaction terms. In addition, numeracy as mea-

sured by the BNT moderated the effect of state feedback on average as well as over time.

An increase of 1 SD in the BNT was associated with an increased positive influence of

3 trials feedback on maximizing, b∆BNT | 3−trials feedback = 2.40, p < .001, but not for

1-trial feedback, b∆BNT | 1−trial feedback = 0.66, p = .281. Over time, an increase of 1 SD

in the BNT score led to faster maximization learning in the 3-trials feedback condition,

b∆trial slope | 3−trials feedback = 0.009, p < .001, but not in the 1-trial feedback condition,

b∆trial slope | 1−trial feedback = 0.002, p = .323.

In addition, there was a significant four-way interaction BNT × feedback format ×
reward scheme × trial, χ2 = 9.97, df = 1, p = 0.002. Probing the 4-way interaction with
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simple slope analyses revealed that an increase of 1 SD in the BNT only improved max-

imization learning in the conditions with 3-trials feedback and deterministic rewards,

b∆ trial slope | det. rewards & 3−trials feedback = 0.004, p < 0.001, but none of the other condi-

tions.

A.1.4 Discussion

We expected that feedback on the full relevant choice history of three trials (vs. one

trial) and deterministic (vs. probabilistic) rewards in dynamic temporal dilemmas sup-

port learning maximization (over melioration). In Pilot 1a, we found that participants

learned to identify and exploit the globally superior option (maximization) in the condi-

tion with deterministic rewards. Participants in a condition with probabilistic rewards,

however, tended to settle at stable suboptimal performance (melioration). This can be

interpreted as calibration of the paradigm: Even a simple environment that rendered

rewards contingent upon as few as the last three trials could induce differential perfor-

mance in intertemporal choice (Tunney & Shanks, 2002; Bereby-Meyer & Roth, 2006;

Gureckis & Love, 2009b). It is important to note that the choice task is neither trivial

nor intractable: Individual classification of participants’ behavior showed that all strate-

gies (suboptimal melioration, optimal maximization, and mixed, respectively) surface

in both conditions, albeit with different prevalence. The crucial difference between Ex-

periment 1a and 1b was the feedback provided to participants: Feedback in Pilot 1b

contained the full relevant choice history determining a participant’s current state of the

environment. As postulated, participants now mostly approached maximization with

similar performance under both certain and uncertain outcomes. There was a slight

decrease in optimal performance under deterministic rewards in Pilot 1b, which could

indicate that processing the information contained in 3 trials feedback makes the task

slightly more difficult than when receiving feedback on only one trial. Because we did not

randomize participants to feedback format conditions, an alternative explanation could

be that average performance in the participant pools of Pilot 1a and 1b differed due to

other idiosyncratic reasons. Regarding individual differences, we found that participants

scoring higher on the BNT showed higher optimal performance and were more affected

by the reward scheme manipulation. These findings supported the early speculation that

the numeric representation of rewards facilitates maximization learning (Herrnstein et

al., 1993)—highly numerate learners can make better use of the quantitative information

in the reward signal.

A.2 Attrition analysis

To diagnose whether our results suffer from selective attrition (Zhou & Fishbach, 2016),

we checked the condition-based attrition rates, which are unsuspicious (Table A.1). In

addition, we conducted a survival analysis. The dependent variable was time until drop-

out. For participants who completed the study, the variable was set to 500 (trials) and

treated as right-censored. The independent variables were dummies for the experimental

conditions reward scheme (deterministic vs. probabilistic), feedback format (1-trial vs.
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3-trials), and an interaction term of both factors. However, the model did not provide a

better description of the data than an empty baseline model, χ2 = 4.01, df = 3, p = 0.26.

Also, the survival curves for the 2 × 2 conditions did not differ from each other, (log-

rank test) χ2 = 3.9, df = 3, p = .30, Fig. A.1. This indicates that dropout in the main

experiment is highly unlikely to have led to selective attrition.

Table A.1: Condition-based and total attrition rates

Experiment Condition Completed Dropped out Attrition per condition Total attrition

[percentage] [percentage]

Pilot 1a Deterministic 15 2 11.76 15.79
Probabilistic 17 4 19.05

Pilot 1b Deterministic 16 3 15.79 15.79
Probabilistic 16 3 15.79

Main Experiment Deterministic × 1 trial 68 25 26.88 33.33
Probabilistic × 1 trial 63 26 29.21

Deterministic × 3 trials 64 43 40.19
Probabilistic × 3 trials 65 36 35.64

Note: A χ2-test for given probabilities, testing whether the condition-based attrition rates deviate from the total attrition
rate in the main experiment, was insignificant, χ2 = 6.8, df = 3, p = .079.

Figure A.1: Survival analysis of attrition in the main experiment. Probabilities are esti-
mated from a Cox proportional hazard model, colors depict the experimental conditions.
The survival curves do not differ, log-rank test χ2 = 3.9, df = 3, p = .30, suggesting
that attrition was non-selective across conditions.
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A.3 Additional tables

Table A.2: Cognitive Reflection Test (CRT) items by Mata (2016) and response distri-
butions.

Answer Percentage
Nr. Item wording correct intuitive correct wrong

intuitive
wrong
non-
intuitive

1 A TV and a DVD together cost
88 dollars. The TV costs 80 dol-
lars more than the DVD. How much
does the DVD cost?

4 dollars 8 dollars 36.92 55.77 7.31

2 If it takes 10 hens 10 days to lay
10 eggs, how long would it take
100 hens to lay 100 eggs?

10 days 100 days 66.92 28.46 4.62

3 A computer virus is spreading
through the system of a computer.
Every minute, the number of in-
fected files doubles. If it takes
100 minutes for the virus to infect
all of the system, how long would it
take for the virus to infect half of
the system?

99 minutes 50 minutes 53.46 27.31 19.23

Note: N = 260.

Table A.3: Descriptive statistics of the variables used in regression analysis and their
intercorrelations.

M SD 1 2 3 4 5 6 7

1 Gender: Femalea 0.45 0.50 — 0.453 0.824 0.891 0.163 0.122 0.712
2 Education: Bachelor or highera 0.47 0.50 0.047 — 0.049 0.649 0.377 0.433 0.115
3 Age (in years) 36.13 11.65 0.014 -0.087 — 0.011 0.452 0.498 0.695
4 Reward scheme: Probabilistica 0.49 0.50 0.122 -0.055 -0.049 — 0.931 0.175 0.431
5 Feedback format: 3 trialsa 0.50 0.50 -0.009 -0.047 -0.042 0.023 — 0.508 0.586
6 BNT raw score 1.69 1.21 -0.028 -0.005 0.084 0.098 0.049 (0.54) 0.000
7 CRT raw score 1.57 1.15 -0.158 -0.096 -0.041 0.024 0.034 0.413 (0.70)

N = 260.
a Dummy-coded; BNT: Berlin Numeracy Test; CRT: Cognitive Reflection Test.
Pearson correlation coefficients are presented below the diagonal, and unadjusted p-values are presented above the diagonal. Only the correlation between CRT and
BNT is significant after Holm-adjusting the p-values and is displayed in bold. Cronbach’s α for the BNT and the CRT, respectively, is reported in parentheses.
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B.1 Materials, methods, and additional analyses

B.1.1 Study 1: Competitive environments

B.1.1.1 Sample

Complete data were obtained for 360 unique workers on the crowd-working platform

Amazon Mechanical Turk (167 female, Mage = 36.6 years, SD = 11.1 years). Partici-

pants received a flat fee of US$-1.50 after completion and could expect to earn between

US$-6.00 and US$-3.00 as bonus based on their performance in the main task (up to

US$-0.0018 per decision), if they only choose the welfare-maximizing option or never

choose the welfare-maximizing, respectively. Participants on average earned US$-4.23

(SD = US$-0.99). We set the following requirements for participation in this study

(Peer, Vosgerau, & Acquisti, 2014): Workers had (a) a record of at least 50 approved

Human Intelligence Tasks (HITs), (b) an approval rate of at least a 95% of their HITs,

and (c) the United States set as their software locale. We technically assured that

workers could only participate in one of the two studies reported here. For a general

overview on research on Amazon’s Mechanical Turk, see Mason and Suri (2012). It has

been demonstrated that online populations from Amazon Mechanical Turk are sociode-

mographically more diverse and produce data of equal or better quality than traditional

participant pools (Buhrmester et al., 2011; Horton et al., 2011; Goodman & Paolacci,

2017; Paolacci & Chandler, 2014; Arechar et al., 2017).

The overall attrition rate (participants prematurely terminating the study after ran-

dom assignment to the treatment conditions) was 49.72% and in line with comparable

interactive online studies (Arechar et al., 2018). The condition-based attrition rates

ranged between 47.09% and 54.72% and were statistically indistinguishable across ex-

perimental conditions, χ2 = 2.13, df = 3, p = 0.546. When the drop-out of participants
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systematically varies with the experimental conditions, this selective attrition can pro-

duce erroneous conclusions about experimental results (Zhou & Fishbach, 2016; Arechar

et al., 2017). We therefore later conduct an attrition analysis.

B.1.1.2 Procedures

The experiment was conducted using the software oTree (Chen et al., 2016). After

informed consent, participants were first asked to complete some items on sociodemo-

graphics. After the main choice task and feedback on total earnings, participants were

asked to answer a short post-experimental questionnaire, including the Berlin Numeracy

Test (Cokely et al., 2012), and were debriefed. For the choice task, participants were

instructed that “on each of 500 rounds you have to choose 1 of 2 options” that were

represented as an orange and a blue button and that “each choice may earn you a small

payment”. Crucially, the reward function was not disclosed, but had to be learned from

experience.

The respective screen displays of the choice tasks are presented in Fig. 3.2. On the top,

both task screens indicated the current round out of the 500 rounds. An array of colored

boxes represented the choices of all three players in the last three rounds (blue vs. orange

button). The corresponding reward earned for these choices was written inside in the

box and the round number was written next to the box. Below the array, the display

showed the cumulative rewards earned by every participant so far. On the bottom of

the task screen, the two choice options were represented side by side as a blue and an

orange button, respectively. Participants made their choices by clicking one button or

the other.

The buttons represented the welfare-maximizing option and the instantaneously bet-

ter, but globally not welfare-maximizing option, respectively. Which color and button

position represented the welfare-maximizing option was randomly determined for every

group. On any given round, the not welfare-maximizing option was more rewarding than

the other option. However, every time this instantaneously more attractive option was

selected, the reward prospects of both options were decreased. The strategy maximizing

rewards and thus global welfare was to choose the locally inferior option on every single

trial.

On each round, each participant made a choice and was forwarded to a waiting page

until all group members had submitted their choices. Then the next round commenced

with all visible information on the displays updated. The participant could then make the

next choice. Participants were granted three unincentivized practice rounds to familiarize

themselves with the screen layout before the 500 incentivized rounds.

B.1.1.3 Experimental conditions

We experimentally varied the type of the dilemma (undisclosed temporal vs. social pris-

oner’s dilemma) and difficulty (deterministic vs. probabilistic rewards) between par-

ticipants in a fully factorial 2 × 2 design. In the temporal dilemma conditions, the

rewards associated with both options are individually determined as a function of the

choice history of every individual group member over the last three rounds. In the social
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dilemma condition, the rewards associated with both options are group-wise determined

as a function of the choices of all group members in the last round. We manipulated

difficulty by assigning participants either to a deterministic or a probabilistic reward

scheme (Bereby-Meyer & Roth, 2006; Berger & Hershey, 1994; Sims et al., 2013). In the

deterministic condition, participants received a small financial reward for every choice

they made. The magnitude of each reward was determined by the current choice and

the proportion of choices allocated to the welfare-maximizing option. In the temporal

dilemma, the proportion of welfare-maximizing choices in the last three rounds by an

individual determined how rewarding its current choice was. In the social dilemma, the

proportion of welfare-maximizing choices by the group in the last round determined how

rewarding an individual’s current choice was. In the deterministic condition, rewards

per choice ranged between US$-0 and US$-0.018 per round. By contrast, participants

in the probabilistic condition could receive a reward for every choice. The probability

of receiving a reward was determined by the participants’ current choice and the pro-

portion of welfare-maximizing choices either in the participant’s preceding three trials

(temporal dilemma condition) or the in the last trial by the participant’s group (social

dilemma condition). The magnitude of the reward this condition was fixed at US$-0.018

per choice.

The reward functions in both deterministic and probabilistic reward conditions yielded

the same payoffs on expectation over the whole session: Choosing only the welfare-

maximizing option over the 500 rounds would return a cumulative payoff of US$-6.00.

Exclusively choosing the option not maximizing welfare would return a cumulative payoff

of US$-3.00.

B.1.1.4 Additional analyses and results

The raw data for all incentivized decisions in Study 1 are presented in Fig. B.1. To

analyze the dynamics in the main choice task, we applied Generalized Linear Mixed

Models to account for the unbalanced and nested structure of the data (rounds nested

in participants nested in groups). An analysis using repeated-measures Analysis of

Variance with the dependent variable binned across groups and trial blocks of 50 trials

each yielded the same basic pattern of results described below.

We modeled the probability that an individual in a group chooses the welfare-maximizing

option over time by fitting binomial generalized linear mixed models in R (R Core Team,

2019) using the lme4 package (Bates, Mächler, Bolker, & Walker, 2015). The dependent

variable was the participant’s choice of the welfare-maximizing option (reference cate-

gory: not welfare-maximizing option). The independent between-groups variables were

effect-coded dummies for the experimental conditions difficulty (deterministic vs. prob-

abilistic reward scheme; deterministic as reference) and type of dilemma (undisclosed

temporal vs. social prisoner’s dilemma; temporal as reference). The independent within-

participants variable was the round number which was set to 0 for round 495 to capture

learning at the end of the all rounds, but before a potential endgame effect (Gureckis

& Love, 2009b). We included condition dummies, trial number, and all interactions

between them as fixed effects in the model. We modeled as random effects (a) intercepts

81



B.1. Materials, methods, and additional analyses

Figure B.1: Raw choice data over time in Study 1. The x-axis shows the trials. The
y-axis shows groups of three participants each per condition. The color of the rectangles
signifies how each of the 360 individuals has allocated his or her 500 choices to the
welfare-maximizing (blue) or not welfare-maximizing (orange) option, respectively.

Figure B.2: Predicted probabilities of welfare-maximizing choices over time in Study 1.
The x-axis shows the trials. The y-axis shows the predicted probability to choose the
welfare-maximizing option. Dark lines are the average predicted probabilities across
all participants per condition and trial, grey ribbons show 95% confidence intervals
generated from 800 bootstrap samples.
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for participants (to allow for individuals learning different strategies), (b) participant

slopes for round number (to allow for different individual learning rates), (c) intercepts

for groups (to allow for learning different strategies on the group-level, and (d) group

slopes for round numbers (to allow for different learning rates on the group-level).

The inclusion of random intercepts for participants significantly improved model fit

relative to the baseline model, χ2 = 90920.35, df = 1, p < 0.001, as did adding random

intercepts for groups, χ2 = 217.50, df = 217.50, p < 0.001. Further adding participant

slopes for round number improved model fit, χ2 = 23361.71, df = 2, p < 0.001, as well

as adding group slopes for round number, χ2 = 116.91, df = 2, p < 0.001. Crucially,

the inclusion of the two-way and three-way interaction terms between the two dummies

for conditions and round number significantly improved model fit, χ2 = 132.29, df = 3,

p < 0.001. The generalized linear mixed models are presented in Table B.1, the results

of the best fitting model are presented in Fig. B.2.

Table B.1: Binomial generalized linear mixed models for Study 1

Dependent variable:

Choosing the welfare-maximizing option

Fixed effects (1) (2) (3) (4) (5) (6) (7)

Intercept −0.743∗∗∗ −0.743∗∗∗ −0.076 −0.033 0.101 0.241 0.146
(0.120) (0.187) (0.193) (0.089) (0.567) (0.738) (0.434)

Rounda 0.003∗∗∗ 0.003∗∗∗ 0.003∗ 0.003† 0.003∗∗

(0.000) (0.000) (0.001) (0.002) (0.001)

Probabilistic rewardsb 0.072 0.581∗∗∗ 0.554∗∗∗ −1.557∗∗∗

(0.088) (0.085) (0.088) (0.434)

Social dilemmac −1.804∗∗∗ −0.511∗∗∗ −0.600∗∗∗ −7.211∗∗∗

(0.088) (0.104) (0.138) (0.457)

Probabilistic rewards × social dilemma 0.529∗∗∗ 0.142† 0.173† 1.999∗∗∗

(0.088) (0.086) (0.091) (0.434)

Round × social dilemma −0.014∗∗∗

(0.001)

Round × probabilistic rewards −0.005∗∗∗

(0.001)

Round × prob. rewards × social dilemma 0.004∗∗∗

(0.001)

Random effects (1) (2) (3) (4) (5) (6) (7)

Intercept for individual 5.32∗∗ 1.27 1.32 1.300 105.08∗∗∗ 35.70∗∗∗ 34.87∗∗∗

(2.31) (1.13) (1.15) (1.14) (10.25) (5.97) (5.90)
Intercept for group 3.900∗∗ 4.090∗∗ 0.490 0.410 54.17∗∗∗ 10.670∗∗∗

(1.98) (2.02) (0.70) (0.64) (7.36) (3.20)
Time slope for individual 0.00 0.00 0.00

0.02 0.01 0.012
Time slope for group 0.00 0.00

0.02 0.01

Likelihood Ratio-χ2 90920.35∗∗∗ 217.50∗∗∗ 3814.22∗∗∗ 187.34∗∗∗ 23361.71∗∗∗ 116.91∗∗∗ 132.29∗∗∗

degrees of freedom 1 1 1 3 2 2 3
AIC 152,819.5 152,604.0 148,791.8 148,610.4 125,252.7 125,139.8 125,013.5

N = 180.000 (500 trials nested in 360 individuals nested in 120 groups). aSet to 0 for round 495. bEffect-coded; reference: deterministic rewards. cEffect-coded;
reference: temporal dilemma.
Coefficients for fixed effects are logits (standard error in parentheses). Coefficients for random effects are variances (standard deviation in parentheses).
†p <0.10; ∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001. p-values are two-tailed, except for variance components.

To diagnose whether our results might suffer from selective attrition, we applied lo-

gistic regressions in R (R Core Team, 2019). The dependent variable was whether

the participant completed the main choice task (reference category: dropped out pre-

maturely). The independent variables were dummies for the experimental conditions

difficulty (deterministic vs. probabilistic reward scheme; deterministic as reference) and

type of dilemma (undisclosed temporal vs. social prisoner’s dilemma; temporal as ref-

erence), participants’ total earnings relative to his or her fellow group members up to
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the round of dropout, relative average welfare-maximization (participant’s proportion of

welfare-maximizing choices minus the average proportion of welfare-maximizing choices

of the fellow group members up to the round of dropout), and finally age, gender, and

an education dummy (Bachelor’s degree or higher) as sociodemographic covariates. We

used robust standard errors clustered on the group level.

None of the models in Table B.2 provided a good fit for the data as indicated by low

Pseudo-R2 indices and insignificant Likelihood Ratio-χ2 tests. The dummies for the

treatment conditions did not reach statistical significance in any of the models tested.

This indicates that the dropout in Study 1 is highly unlikely to have led to selective

attrition.

Table B.2: Attrition analysis for Study 1

Dependent variable: Dropout
(0: completed, 1: dropped out)

(1) (2) (3) (4)

Intercept −.189 −.189 −.189 .243
(.276) (.276) (.276) (.402)

Probabilistic rewardsa .285 .285 .285 .288
(.374) (.374) (.374) (.374)

Social dilemmab .157 .157 .157 .150
(.377) (.377) (.377) (.376)

Prob. rewards × soc. dilemma −.219 −.219 −.219 −.214
(.521) (.521) (.521) (.521)

Relative earningsc .000 .000 −.016
(.000) (.000) (.025)

Relative welfare-maximizationd .000 .016
(.000) (.020)

Age −.010
(.007)

Gendere −.177
(.151)

Bachelor degree or higherf .048
(.153)

AIC 995.87 997.87 999.87 1002.60
R2 (Nagelkerke) 0.004 0.004 0.004 0.010
Likelihood Ratio-χ2 1.89 1.89 1.89 5.16
df 3 3 3 8
p-value 0.595 0.755 0.863 0.740

N = 714 (360 completers, 354 drop-outs). Numbers in parentheses are robust standard errors
clustered on the 238 groups. aDummy coded, reference: deterministic rewards. bDummy
coded, reference: temporal dilemma. cParticipant’s total earnings minus the average earnings
by the fellow group members until the round of dropout. dParticipant’s proportion of welfare-
maximizing choices minus the average proportion of welfare-maximizing choices by the fellow
group members until the round of dropout. eDummy coded, reference: female. fDummy
coded, reference: Education lower than Bachelor’s degree.
∗p <0.05; ∗∗p < 0.01; ∗∗∗p < 0.001.
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B.1.2 Study 2: Cooperative environments

B.1.2.1 Overview

Study 1 established that humans can navigate undisclosed temporal prisoner’s dilemmas

in a social context but fail to welfare-maximize in dynamic social prisoner’s dilemmas

due to incomplete exploration. Whether the observed behavioral dynamics are caused

by a lack of information processing or rather by strategic reasoning is determined in

Study 2 which addresses the following question: Can participants learn comparably

complex environments that instead of competition rather reward cooperation?

B.1.2.2 Sample

Complete data were obtained for 372 unique workers on the crowd-working platform

Amazon Mechanical Turk (169 female, Mage = 34.97 years, SD = 9.72 years). Partic-

ipants received a flat fee of US$-1.50 after completion and could again earn between

US$-3.00 and US$-6.00 as bonus based on their performance in the main task (up to

US$-0.0018 per decision). Participants on average earned US$-4.34 (SD = US$-0.68).

The same requirements for participation in this study were set as for the previous study.

The overall attrition rate (participants prematurely terminating the study after random

assignment to the treatment conditions) was 71.69% and thus higher compared to the

first study. The condition-based attrition rates ranged between 65.56% and 74.80% and

were statistically indistinguishable across experimental conditions, χ2 = 7.115, df = 3,

p = 0.068.

B.1.2.3 Procedures

The procedures and materials for Study 2 were identical to those for Study 1 except for

a crucial and new element. The decision environments in Study 2 called for cooperation.

This was incentivized by “socializing” all rewards earned in a group: All individual

rewards earned per group member and round were pooled and equally divided between

all three group members. This removes the potential confound of strategic incentives in

Study 1.

B.1.2.4 Experimental Conditions

The nature of the decision situation is varied in two ways: In the temporal decision

situation, the rewards associated with both options are individually determined as a

function of the distributed choices of every individual group member over the last three

rounds. In the social decision situation, the rewards associated with both options are

group-wise determined as a function of the simultaneously distributed choices of all

members of the collective in the last round. As the crucial and new element, however, all

decision environments call for cooperation: In any case are the rewards earned per round

split equally between all group members. We manipulated difficulty as in Study 1 by

assigning participants either to deterministic or a probabilistic reward scheme (Bereby-

Meyer & Roth, 2006; Berger & Hershey, 1994; Sims et al., 2013).
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Figure B.3: Raw choice data over time in Study 2. The x-axis shows the trials. The
y-axis shows groups of three participants each per condition. The color of the rectangles
signifies how each of the 372 individuals has allocated his or her 500 choices to the
welfare-maximizing (blue) or not welfare-maximizing (orange) option, respectively.

Figure B.4: Predicted probabilities of welfare-maximizing choices over time in Study 2.
The x-axis shows the trials. The y-axis shows the predicted probability to choose the
welfare-maximizing option. Dark lines are the average predicted probabilities across
all participants per condition and trial, grey ribbons show 95% confidence intervals
generated from 800 bootstrap samples.
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B.1.2.5 Additional analyses and results for Study 2 (cooperative environ-

ments)

All analyses for Study 2 were analogously conducted to Study 1. The raw data for all

incentivized decisions in Study 2 are presented in Fig. B.3. To analyze the dynamics in

the main choice task, we applied Generalized Linear Mixed Models to account for the

unbalanced and nested and structure of the data (rounds nested in participants nested in

groups). An analysis using repeated-measures Analysis of Variance with the dependent

variable binned across groups and trial blocks of 50 trials each yielded the same basic

pattern of results described below.

We modeled the probability that an individual in a group chooses the welfare-maximizing

option over time by fitting binomial generalized linear mixed models in R (R Core Team,

2019) using the lme4 package (Bates et al., 2015). The dependent variable was the

participant’s choice of the welfare-maximizing option (reference category: not welfare-

maximizing option).

Table B.3: Binomial generalized linear mixed models for Study 2

Dependent variable:

Choosing the welfare-maximizing option

Fixed effects (1) (2) (3) (4) (5) (6) (7)

Intercept −0.429∗∗∗ −0.427∗∗ 0.049 0.061 0.726† 0.925∗ 0.474
(0.111) (0.142) (0.150) (0.105) (0.429) (0.421) (0.307)

Rounda 0.002∗∗∗ 0.002∗∗∗ 0.004∗∗∗ 0.004∗∗∗ 0.003∗∗∗

(0.00004) (0.00004) (0.001) (0.001) (0.001)

Probabilistic rewardsb −0.076 0.394∗∗∗ 0.307∗∗ −1.196∗∗∗

(0.104) (0.101) (0.114) (0.305)

Social situationc −0.944∗∗∗ −0.475∗∗∗ −0.551∗∗∗ −2.230∗∗∗

(0.104) (0.105) (0.129) (0.317)

Probabilistic rewards × social situation 0.671∗∗∗ 0.221∗ 0.319∗ 1.924∗∗∗

(0.104) (0.103) (0.125) (0.315)

Round × probabilistic rewards −0.003∗∗∗

(0.001)

Round × social situation −0.004∗∗∗

(0.001)

Round × prob. rewards × social situation 0.004∗∗∗

(0.001)

Random effects (1) (2) (3) (4) (5) (6) (7)

Intercept for individual 4.43∗∗ 2.61 2.66 2.64 67.47∗∗∗ 38.56∗∗∗ 22.95∗∗∗

(2.11) (1.61) (1.63) (1.63) (8.21) (6.21) (4.79)
Intercept for group 1.82 1.86 0.46 0.51 6.68∗∗ 3.04∗∗

(1.35) (1.37) (0.67) (0.72) (2.58) (1.74)
Time slope for individual 0.00 0.00 0.00

(0.02) (0.01) (0.01)
Time slope for group 0.000 0.000

(0.006) (0.003)

Likelihood Ratio-χ2 73232.00∗∗∗ 54.98∗∗∗ 2394.21∗∗∗ 86.25∗∗∗ 18268.27∗∗∗ 7.64∗ 59.84∗∗∗

degrees of freedom 1 1 1 3 2 2 3
AIC 182,636.9 182,583.9 180,191.7 180,111.4 161,847.2 161,843.5 161,789.7

N = 186.000 (500 trials nested in 372 individuals nested in 124 groups). aSet to 0 for round 495. bEffect-coded; reference: deterministic rewards. cEffect-coded;
reference: temporal decision situation. Coefficients for fixed effects are logits (standard error in parentheses). Coefficients for random effects are variances
(standard deviation in parentheses).
†p <0.10; ∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001. p-values are two-tailed, except for variance components.

The independent between-groups variables were effect-coded dummies for the experi-

mental conditions difficulty (deterministic vs. probabilistic reward scheme; deterministic

as reference) and type of decision situation (undisclosed temporal vsṡocial decision sit-

uation; temporal as reference). The independent within-participants variable was the

round number which was set to 0 for round 495 to capture learning at the end of the all

rounds, but before a potential endgame effect (Gureckis & Love, 2009b). We included
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condition dummies, trial number, and all interactions between them as fixed effects in

the model. We modeled as random effects (a) intercepts for participants (to allow for in-

dividuals learning different strategies), (b) participant slopes for round number (to allow

for different individual learning rates), (c) intercepts for groups (to allow for learning

different strategies on the group-level, and (d) group slopes for round numbers (to allow

for different learning rates on the group-level).

The inclusion of random intercepts for participants significantly improved model fit

relative to the baseline model, χ2 = 73231.97, df = 1, p < 0.001, as did adding random

intercepts for groups, χ2 = 54.98, df = 1, p < 0.001. Adding participant slopes for

round number improved model fit, χ2 = 18268.27, df = 2, p < 0.001, as did adding

group slopes for round number, χ2 = 7.634, df = 2, p <0.022. Crucially, the inclusion of

the two-way and three-way interaction terms between the two dummies for conditions

and round number significantly improved model fit, χ2 = 59.84, df = 3, p <0.001. The

generalized linear mixed models are presented in Table B.3, the results of the best fitting

model are presented in Fig. B.4.

Table B.4: Attrition analysis for Study 2

Dependent variable: Dropout
(0: completed, 1: dropped out)

(1) (2) (3) (4)

Intercept .644∗∗ .644∗∗ .644∗∗ .482
(.222) (.222) (.222) (.305)

Probabilistic rewardsa .444 .444 .444 .528
(.304) (.304) (.304) (.305)

Social situationb .357 .357 .357 .407
(.303) (.303) (.303) (.304)

Prob. rewards × social situation −.515 −.515 −.515 −.583
(.426) (.426) (.426) (.427)

Relative contributionc .000 .000 .005
(.000) (.000) (.015)

Relative welfare-maximizationd .000 −.035
(.000) (.020)

Age −.003
(.005)

Gendere −.136
(.125)

Bachelor degree or higherf .476∗∗∗

(.129)

AIC 1566.96 1568.96 1570.96 1561.94
R2 (Nagelkerke) 0.008 0.008 0.008 0.024
Likelihood Ratio-χ2 6.97 6.97 6.97 21.99
df 3 4 5 8
p-value 0.073 0.138 0.223 0.005

N = 1.314 (372 completers, 942 drop-outs). Numbers in parentheses are robust standard errors clustered
on the 438 groups. aDummy coded, reference: deterministic rewards. bDummy coded, reference: tempo-
ral decision situation. cParticipant’s total contribution to joint payoff minus the average contribution by
the fellow group members until the round of dropout. dParticipant’s proportion of welfare-maximizing
choices minus the average proportion of welfare-maximizing choices by the fellow group members until
the round of dropout. eDummy coded, reference: female. fDummy coded, reference: Education lower
than Bachelor’s degree.
∗p <0.05; ∗∗p < 0.01; ∗∗∗p < 0.001.

As in Study 1, we applied logistic regressions in R (R Core Team, 2019) to exclude

that selective attrition might compromise our conclusions. The dependent variable was
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whether the participant completed the main choice task or dropped out prematurely

(reference category). The independent variables were dummies for the experimental

conditions difficulty (deterministic vs. probabilistic reward scheme; deterministic as ref-

erence) and type of decision situation (temporal vs. social decision situation; temporal

as reference), participants’ total contribution to the group’s joint payoff relative to the

mean contribution of the two other group members up to the round of dropout, relative

average welfare-maximization (participant’s proportion of welfare-maximizing choices

minus the average proportion of welfare-maximizing choices of the fellow group mem-

bers in the rounds up to dropout), and finally age, gender, and an education dummy

(Bachelor’s degree or higher) as sociodemographic covariates. We used robust standard

errors clustered on the group level.

None of the models in Table B.4 provided a good fit for the data as indicated by low

Pseudo-R2 indices and insignificant Likelihood Ratio-χ2 tests. The dummies for the

treatment conditions did not reach statistical significance in any of the models tested.

This indicates that the dropout in Study 2 is highly unlikely to have led to selective

attrition.
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B.2 Additional tables

B.2.1 Study 1: Competitive environments

Table B.5: Percentage of participants who have reached the welfare-maximizing state at
least once in Study 1

Percentage of participants who have reached the welfare-maximizing state least once
Type of dilemma temporal temporal social social temporal social total
Reward scheme deterministic probabilistic deterministic probabilistic deterministic probabilistic

Trial 1 11.49 8.89 9.68 16.67 10.17 13.11 10.56 12.78 11.67
Trials 1-50 50.57 88.89 22.58 53.33 70.06 37.70 36.11 71.11 53.61
Trials 1-100 71.26 97.78 22.58 60.00 84.75 40.98 46.11 78.89 62.50
Trials 1-150 81.61 98.89 22.58 63.33 90.40 42.62 51.11 81.11 66.11
Trials 1-200 86.21 100.00 25.81 63.33 93.22 44.26 55.00 81.67 68.33
Trials 1-250 86.21 100.00 25.81 63.33 93.22 44.26 55.00 81.67 68.33
Trials 1-300 94.25 100.00 25.81 63.33 97.18 44.26 58.89 81.67 70.28
Trials 1-350 100.00 100.00 25.81 63.33 100.00 44.26 61.67 81.67 71.67
Trials 1-400 100.00 100.00 25.81 63.33 100.00 44.26 61.67 81.67 71.67
Trials 1-450 100.00 100.00 25.81 63.33 100.00 44.26 61.67 81.67 71.67
Trials 1-500 100.00 100.00 29.03 63.33 100.00 45.90 63.33 81.67 72.50

N 87 90 93 90 177 183 180 180 360

Table B.6: Cumulative percentage of welfare-maximizing states over time in Study 1

Cumulative percentage of welfare-maximizing states over time
Type of dilemma temporal temporal social social temporal social total
Reward scheme deterministic probabilistic deterministic probabilistic deterministic probabilistic

Trial 1 11.49 8.89 9.68 16.67 10.17 13.11 10.56 12.78 11.67
Trials 1-50 13.91 22.49 1.16 3.93 18.27 2.52 7.32 13.21 10.27
Trials 1-100 24.17 28.36 0.77 2.70 26.30 1.72 12.08 15.53 13.81
Trials 1-150 34.61 31.90 0.60 2.60 33.23 1.58 17.04 17.25 17.14
Trials 1-200 42.67 34.36 0.69 2.33 38.44 1.50 20.98 18.34 19.66
Trials 1-250 49.41 36.27 0.65 2.00 42.73 1.31 24.21 19.13 21.67
Trials 1-300 54.71 38.24 0.67 1.78 46.34 1.21 26.79 20.01 23.40
Trials 1-350 59.35 40.80 0.87 1.64 49.92 1.25 29.13 21.22 25.18
Trials 1-400 63.56 42.46 1.01 1.49 52.83 1.25 31.24 21.97 26.61
Trials 1-450 66.68 43.89 1.13 1.39 55.10 1.26 32.82 22.64 27.73
Trials 1-500 69.23 45.17 1.29 1.32 57.00 1.30 34.13 23.25 28.69

N 87 90 93 90 177 183 180 180 360
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B.2.2 Study 2: Cooperative environments

Table B.7: Percentage of participants who have reached the welfare-maximizing state at
least once in Study 2

Percentage of participants who have reached the welfare-maximizing state least once
Type of situation temporal temporal social social temporal social total
Reward scheme deterministic probabilistic deterministic probabilistic deterministic probabilistic

Trial 1 6.45 11.83 0.00 13.33 9.14 6.45 3.17 12.57 7.80
Trials 1-50 65.59 81.72 31.25 70.00 73.66 50.00 48.15 75.96 61.83
Trials 1-100 89.25 92.47 37.50 70.00 90.86 53.23 62.96 81.42 72.04
Trials 1-150 92.47 93.55 40.63 73.33 93.01 56.45 66.14 83.61 74.73
Trials 1-200 93.55 93.55 46.88 80.00 93.55 62.90 69.84 86.89 78.23
Trials 1-250 95.70 93.55 46.88 80.00 94.62 62.90 70.90 86.89 78.76
Trials 1-300 96.77 94.62 50.00 83.33 95.70 66.13 73.02 89.07 80.91
Trials 1-350 96.77 95.70 59.38 83.33 96.24 70.97 77.78 89.62 83.60
Trials 1-400 97.85 95.70 59.38 86.67 96.77 72.58 78.31 91.26 84.68
Trials 1-450 97.85 95.70 59.38 86.67 96.77 72.58 78.31 91.26 84.68
Trials 1-500 97.85 95.70 59.38 86.67 96.77 72.58 78.31 91.26 84.68

N 93 93 96 90 186 186 189 183 372

Table B.8: Cumulative percentage of welfare-maximizing states over time in Study 2

Cumulative percentage of welfare-maximizing states over time
Type of situation temporal temporal social social temporal social total
Reward scheme deterministic probabilistic deterministic probabilistic deterministic probabilistic

Trial 1 6.45 11.83 0.00 13.33 9.14 6.45 3.17 12.57 7.80
Trials 1-50 19.44 20.19 1.13 6.33 19.82 3.65 10.14 13.38 11.73
Trials 1-100 33.45 22.90 1.16 5.47 28.18 3.24 17.05 14.33 15.71
Trials 1-150 40.91 25.46 1.13 5.13 33.19 3.06 20.70 15.46 18.13
Trials 1-200 46.48 26.33 1.81 4.93 36.40 3.32 23.79 15.81 19.86
Trials 1-250 50.34 27.29 2.18 4.87 38.82 3.48 25.88 16.26 21.15
Trials 1-300 53.81 27.20 2.29 5.08 40.51 3.64 27.64 16.32 22.07
Trials 1-350 56.86 27.40 2.41 5.08 42.13 3.70 29.20 16.42 22.92
Trials 1-400 59.32 28.02 2.40 5.03 43.67 3.67 30.41 16.71 23.67
Trials 1-450 61.40 28.56 2.49 5.11 44.98 3.76 31.48 17.03 24.37
Trials 1-500 63.16 28.94 2.57 5.34 46.05 3.91 32.38 17.33 24.98

N 93 93 96 90 186 186 189 183 372

91



B.2. Additional tables

92



C
Supplements for Chapter 4: Consensus Formation

C.1 Experiments: Additional information

C.1.1 Online data collection

Data collection was conducted online on the platform Amazon Mechanical Turk (Mason

& Suri, 2012). Online populations from Amazon Mechanical Turk are sociodemograph-

ically more diverse and produce data of equal or better quality than traditional partic-

ipant pools (Buhrmester et al., 2011; Goodman & Paolacci, 2017; Horton et al., 2011;

Mason & Suri, 2012; Paolacci & Chandler, 2014). We set the following requirements

for participation in this study (Peer et al., 2014): Workers had (a) a record of at least

50 approved Human Intelligence Tasks (HITs), (b) an approval rate of at least a 95% of

their HITs, and (c) the United States set as their software locale. We technically assured

that workers could only participate in one of the studies or similar studies by our lab. We

paid participants for the time they spent waiting to be grouped in a “waiting lobby” (up

to a total of USD$-0.50). If they could not be grouped within 10 minutes, participants

could finish the study, were debriefed, and received the participation fee and wait bonus.

Participants were free to leave the online study at any point in time, but did not

receive any compensation if they did. We excluded participants during the data col-

lection without compensation at different stages (these exclusions were pre-registered

at https://osf.io/ubgqe): Participants were excluded if (1) they missed to pass a

CAPTCHA (choosing 4 pictures with cars out of 8 pictures in total); (2) they failed to

press one out of six differently colored buttons matching a target color within five sec-

onds; (3) they submitted incorrect answers to a four-item comprehension test regarding

the instruction of the main task for five times; (4) they did not have the browser window

displaying the page collecting participants for group formation in focus for more than 20

seconds in total; (5) our server side could not register a participant’s response on each
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page of the main choice task within 20 seconds (user timed out).

C.1.2 Attrition

Because attrition in online studies is the rule, rather than the exception, we deal with

it proactively. We therefore disclose condition-based attrition rates here and conducted

additional analyses to demonstrate that our experiment was not affected by selective

attrition. We include networks affected by drop-out in our analyses because drop-out

can be considered an outcome of interest as well: Obviously, some group members value

group cohesion less than the possible joint outcome after consensus. We employ survival

analyses to predict the time-until-convergence thus exhausting all statistical information

available for networks up to the trial prior to drop-out.

We define participants as dropouts if they indicate their willingness to participate in

the study at the informed consent page, but do not finish the main task. We define

attrition as the subset of participants who drop out of the study after being randomized

into a condition for the main task (participants meet the fifth of our exclusion criteria

stated above). We consider attrition more problematic than general dropout, because

it can be a threat to the internal validity of our conclusions (Zhou & Fishbach, 2016;

Arechar et al., 2018), whereas drop-out prior to randomization can threat the external

validity due to selection bias.

In Experiment 1, 2.695 unique participants started the study, of which 2.566 indi-

viduals completed the study, resulting in an overall attrition rate after random assign-

ment of 4.79% on the individual level and 30.65% on the network level, respectively.

This is well in line with comparable interactive online studies (Arechar et al., 2018).

The condition-based attrition rates ranged between 15.00% and 44.00%. We conducted

survival analyses predicting the time-until-dropout by our experimental conditions and

treated converged networks as right-censored data. These analyses yielded that attri-

tion trends were statistically indistinguishable between conditions, log-rank-χ2 = 13.6,

df = 11, p = 0.3. It is therefore highly unlikely that selective attrition compromises our

conclusions.

In Experiment 2, 1.596 unique participants started the study, of which 1.483 individ-

uals completed the study, resulting in an overall attrition of 7.08% on the individual

level and 44.86% on the network level, respectively. The condition-based attrition rates

ranged between 31.82% and 64.71%, but attrition trends were statistically indistinguish-

able both between all conditions, log-rank-χ2 = 4.6, df = 9, p = 0.9, and the leadership

and conflict scenario, log-rank-χ2 = 0.2, df = 1, p = 0.6, again indicating that selective

attrition did not happen.
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C.2 Experiments: Additional results

C.2.1 Experiment 1: Additional results

Table C.1: Experiment 1: Cox Proportional Hazard regression of the experimental fac-
tors

Dependent variable:
Rounds until convergence

Coefficient Hazard Ratio (HR) SE(Coefficient)
95%-CI for HR

lower CI upper CI

Scenarioa

Conflict (reference)
Coordination 0.670∗∗∗ 1.955 0.155 1.443 2.648
Leadership 0.543∗∗ 1.721 0.165 1.244 2.379

Number of linksb

8 links
14 links 0.400† 1.492 0.231 0.949 2.346

Structurec

Random
Systematic −0.096 0.909 0.231 0.578 1.428

Interactions
Coordination × 14 links 0.413 1.511 0.308 0.827 2.761
Leadership × 14 links 0.812∗ 2.253 0.332 1.175 4.320
Coordination × structure −0.175 0.839 0.306 0.461 1.528
Leadership × structure −0.035 0.966 0.328 0.507 1.838
14 links × structure 0.689 1.991 0.464 0.802 4.940
Coordination × 14 links × structure 1.343∗ 0.261 0.617 0.078 0.875
Leadership × 14 links × structure −1.249† 0.287 0.661 0.078 1.049

Notes: N = 385 observations. R2 = 0.146. LR-χ2(df = 11) = 60.65∗∗∗. adummy-coded (reference: conflict scenario); beffect-
coded (reference: 8 links); ceffect-coded (reference: random structure).
†p <0.1; ∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001.

C.2.1.1 Conflict scenario

We have cautioned to interpret the interaction effect of centrality × number of links

in Table C.2 because we do not find an effect of centrality difference in Experiment 2.

We discuss the effect here nevertheless for the sake of transparency. The interaction

suggests that the larger the power imbalance between opponents (comparing the 25%

and 75% percentiles of difference in degree centrality), the slower is consensus formation

in networks with 8 links, HR = 0.67 [0.45, 1.01], p = 0.055, but not in networks with

14 links, HR = 1.57 [0.94, 2.63], p = 0.08. This finding could in principle be aligned

to a complex contagion account of opinion dynamics (Centola, 2010): If an opinionated

individual is more central than its opponent, it has a relative advantage to send more

signals promoting its preferred decision outcome. However, this advantage is weakened

in networks with fewer communication channels. Also, the less influential opponent will

receive fewer signals that its preferred outcome is unlikely to find general consensus

and will thus compromise later. However, because we do not replicate the effect of

centrality difference in Experiment 2, we consider the interaction effect in Experiment 1

as inconclusive.
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C.2. Experiments: Additional results

Table C.2: Experiment 1: Cox Proportional Hazard Regression of consensus formation
in the conflict scenario

Dependent variable:

Time until consensus

(1) (2) (3) (4) (5)

Systematic structure (effect-coded; reference: random) −0.487 −0.428 −0.903∗ −0.418 −0.945∗

(0.348) (0.378) (0.403) (0.359) (0.391)

14 links (effect-coded; reference: 8 links) 0.053 0.064 −0.267 0.001 −0.206
(0.346) (0.347) (0.378) (0.355) (0.390)

Absolute difference between opponents’ degree centrality (centered) 0.063 −0.029
(0.158) (0.165)

14 links × opponents’ difference in degree centrality 0.847∗

(0.338)

Absolute difference between opponents’ information centrality (centered) 0.444 −0.867
(0.554) (0.732)

14 links × opponents’ difference in information centrality 4.103∗∗

(1.507)

AIC 399.82 401.66 397.16 401.19 395.63
LR-χ2 3.61 0.16 6.50∗ 0.64 7.56∗∗

df 2 1 1 1 1
R2 0.036 0.037 0.099 0.042 0.112

Notes. N = 99 networks in conflict scenario, excluding clustered networks. ∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001.

C.2.1.2 Leadership scenario

Table C.3: Experiment 1: Cox Proprotional Hazard Regression of consensus formation
in the leadership scenario

Dependent variable:

Time until consensus

(1) (2) (3) (4) (5)

Systematic structure (effect-coded; reference: random) 0.109 0.113 0.103 0.126 0.125
(0.326) (0.329) (0.329) (0.329) (0.336)

14 links (effect-coded; reference: 8 links) 1.379∗∗∗ 1.382∗∗∗ 1.384∗∗∗ 1.391∗∗∗ 1.391∗∗∗

(0.379) (0.380) (0.380) (0.381) (0.381)

Leader’s difference in degree centrality (centered) 0.018 0.026
(0.161) (0.164)

14 links × leader’s degree centrality 0.116
(0.327)

Leader’s difference in information centrality (centered) 0.243 0.238
(0.611) (0.667)

14 links × leader’s information centrality 0.021
(1.328)

AIC 355.52 357.51 359.38 357.36 359.36
LR-χ2 12.60∗ 0.01 0.13 0.16 0.00
df 2 1 1 1 1
R2 0.142 0.143 0.144 0.144 0.144

Notes. N = 82 networks in leadership scenario, excluding clustered networks. A leader’s difference in centrality is calculated as the difference
between the leader’s centrality and the mean centrality in the whole network for degree and information centrality, respectively.
∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001.
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Appendix C. Supplements for Chapter 4: Consensus Formation

C.2.2 Experiment 2: Additional results

Figure C.1: Experiment 2: Convergence of groups on consensus by scenario (Kaplan-
Meier estimates due to violated Proportional Hazard Assumption). Ribbons represent
95%-confidence intervals, points represent the median time until consensus formation.
Total n = 228 networks. The overall speed of consensus formation is lower in the
conflict scenario, log-rank-χ2 = 3.6, df = 1, p = 0.06, where two individuals in the
network have contradicting preferences as compared to the leadership scenario with a
single opinionated individual.

Table C.4: Experiment 2: Neighboring opponents: Cox Proportional Hazard Models

Dependent variable:

Time-until-consensus

(1) (2) (3) (4)

Neighboring opponents:a yes 0.431† 0.327 0.344 0.303
(0.228) (0.283) (0.246) (0.250)

Difference in degree centrality:b yes 0.175 0.183 0.598
(0.283) (0.246) (0.560)

Neighboring × Difference in degree centrality −1.266∗ −1.189∗

(0.523) (0.528)

Difference in information centrality:c yes −0.458
(0.545)

AIC 601.08 602.69 599.20 600.42
LR-χ2 3.57† 0.38 5.49∗ 0.78
df 1 1 1 1
R2 0.023 0.025 0.059 0.063

Notes. N = 156 networks. aeffect-coded, reference: opponents apart; beffect-coded, reference:
same degree centrality; ceffect-coded, reference: same information centrality.
†p <0.1; ∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001.
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C.3. Multi-level models for individual choice behavior

C.3 Multi-level models for individual choice behavior

C.3.1 Indifferent individuals

The inclusion of random intercepts for participants significantly improved model fit

relative to an intercept-only model, χ2 = 5409.10, df = 1, p < 0.001, as did adding

random intercepts for groups, χ2 = 752.40, df = 1, p < 0.001. We used a model

controlling for round, (lagged) last choice of the participant, and the (global) proportion

of blue choices in the network as baseline model. Adding the (local) proportion of blue

choices in one’s neighborhood significantly improved fit, χ2 = 2318.09, df = 1, p < 0.001,

as did adding the (local) stability in the neighborhood, χ2 = 17.82, df = 1, p < 0.001,

and adding interaction terms between those local measures and last choice, χ2 = 102.57,

df = 4, p < 0.001. Entering variables for the scenario did not improve fit, χ2 = 0.38,

df = 2, p = 0.83, indicating that choice behavior of indifferent individuals is comparable

across scenarios and even in the presence of opinionated individuals. Further adding

participant slopes for round number improved model fit, χ2 = 86.39, df = 2, p < 0.001,

as well as adding (cross-level) interactions between round number and the local measures

and last choice, χ2 = 61.49, df = 7, p < 0.001.

Table C.5: Logistic Mixed Effects Model of choice behavior by indifferent individuals

Dependent variable:

Choosing blue option over yellow option

Fixed effects (1) (2) (3) (4) (5) (6) (7) (8)

Intercept 0.289∗∗∗ 0.094∗∗ 0.090∗∗ 0.157∗∗∗ 0.041 0.038 0.050 0.046
(0.0004) (0.031) (0.031) (0.035) (0.039) (0.040) (0.039) (0.044)

Round −0.014∗∗∗ −0.004∗ −0.005∗ −0.003 −0.002 −0.002 −0.005 −0.006
(0.0004) (0.002) (0.002) (0.002) (0.002) (0.002) (0.004) (0.005)

Last choice (lagged; effect-coded) 3.218∗∗∗ 2.650∗∗∗ 2.825∗∗∗ 2.841∗∗∗ 2.971∗∗∗ 2.970∗∗∗ 2.948∗∗∗ 3.012∗∗∗

(0.0004) (0.043) (0.045) (0.046) (0.073) (0.073) (0.071) (0.088)
Proportion blue in network (lagged) 4.433∗∗∗ 0.898∗∗∗ 0.910∗∗∗ 0.875∗∗∗ 0.874∗∗∗ 0.840∗∗∗ 0.862∗∗∗

(0.124) (0.137) (0.136) (0.136) (0.136) (0.134) (0.137)
Proportion blue in neighborhood (lagged) 3.702∗∗∗ 3.653∗∗∗ 4.252∗∗∗ 4.252∗∗∗ 4.143∗∗∗ 4.421∗∗∗

(0.088) (0.088) (0.126) (0.126) (0.121) (0.160)
Stability in neighborhood (lagged) −0.326∗∗∗ −0.076 −0.075 −0.067 −0.054

(0.077) (0.089) (0.089) (0.088) (0.112)
Last choice × Proportion blue in neighborhood −0.395† −0.396† −0.310 −0.572∗

(0.227) (0.227) (0.224) (0.290)
Last choice × Stability −0.077 −0.073 −0.057 −0.907∗∗∗

(0.173) (0.173) (0.170) (0.227)
Proportion blue in neighborhood × Stability −2.139∗∗∗ −2.139∗∗∗ −2.067∗∗∗ −2.456∗∗∗

(0.253) (0.253) (0.253) (0.324)
Last choice × Proportion blue in neighborhood × Stability 1.777∗∗∗ 1.769∗∗∗ 1.852∗∗∗ 2.868∗∗∗

(0.506) (0.505) (0.503) (0.647)
Scenario: Coordination (effect-coded; conflict as reference) −0.024 −0.015 −0.016

(0.040) (0.037) (0.038)
Scenario: Leadership (effect-coded; conflict as reference) 0.007 −0.010 −0.003

(0.038) (0.035) (0.036)
Round × Last choice −0.011

(0.009)
Round × Proportion blue in neighborhood −0.041∗∗

(0.014)
Round × Stability 0.006

(0.010)
Round × Last choice × Proportion blue in neighborhood 0.033

(0.027)
Round × Last choice × Stability 0.092∗∗∗

(0.021)
Round × Proportion blue in neighborhood × Stability 0.066∗

(0.030)
Round × Last choice × Proportion blue in neighborhood × Stability −0.137∗

(0.059)

Random effects (1) (2) (3) (4) (5) (6) (7) (8)

Intercept for network 1.55 0.00 0.00 0.00 0.00 0.00 0.01 0.00
(1.24) (0.00) (0.00) (0.00) (0.00) (0.00) (0.07) (0.01)

Intercept for individual 0.22 0.52 0.35 0.34 0.29 0.29 0.00 0.11
(0.47) (0.72) (0.60) (0.59) (0.53) (0.53) (0.00) (0.33)

Time slope for individual 0.002 0.001
(0.04) (0.03)

LR-χ2 1020.05∗∗∗ 2318.09∗∗∗ 17.82∗∗∗ 102.57∗∗∗ 0.38 86.39∗∗∗ 61.49∗∗∗

degrees of freedom 1 1 1 4 2 2 7
Observations 23,829 23,829 23,829 23,829 23,829 23,829 23,829 23,829
Log Likelihood -9,873.459 -9,363.434 -8,204.388 -8,195.479 -8,144.196 -8,144.006 -8,100.810 -8,070.063
Akaike Information Criterion 19,756.920 18,738.870 16,422.780 16,406.960 16,312.390 16,316.010 16,233.620 16,186.130

Notes. N = 23.829 choices (nblue = 12.549 = 52.66%). †p <0.1; ∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001.
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Figure C.2: Indifferent individuals: Probabilities to choose blue in the next round as
predicted by the 4-way interaction between local social norm × stability of local norm ×
round × last choice. Results indicate a color bias at the onset of the task (left pan-
els): The norm effects (steepness of lines) are stronger for blue (vs. yellow) in stable
environments, whereas the norm effects are stronger for yellow (vs. blue) in volatile
environments.

C.3.2 Opinionated individuals

The inclusion of random intercepts for participants significantly improved model fit

relative to an intercept-only model, χ2 = 360.99, df = 1, p < 0.001. We used a model

controlling for round and incentivized target color (yellow as reference), (lagged) last

choice of the participant, and the (global) proportion of choices to the incentivized

option in the network as baseline model. Adding the (local) proportion of choices to

one’s incentivized option in one’s neighborhood significantly improved fit, χ2 = 382.36,

df = 1, p < 0.001, as did adding the (local) stability in the neighborhood, χ2 = 5.19,

df = 1, p = 0.023. Adding an interaction term for local support × stability did not

improve model fit, χ2 = 0.59, df = 1, p = 0.44, and thus marks a difference to the choice

behavior of indifferent individuals. Scenario did not have an influence, χ2 = 1.32, df = 1,

p = 0.25, indicating that choice behavior of opinionated individuals is comparable across

the leadership and conflict scenario. We statistically controlled for a potential color bias

by adding an scenario × target color interaction term. However, this did not have a

significant effect, χ2 = 1.76, df = 1, p = 0.19. Further adding participant slopes for

round number improved model fit, χ2 = 149.84, df = 2, p < 0.001, and yielded the best-

fitting model. Adding (cross-level) interactions between round number and the measures

for local support and stability did not increase model fit, χ2 = 3.31, df = 3, p = 0.35.

The generalized linear mixed models are presented in Table C.6.
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C.3. Multi-level models for individual choice behavior

Table C.6: Logistic Mixed Effects Model of choice behavior by opinionated individuals

Dependent variable:

Choosing unincentivized option over incentivized option

Fixed effects (1) (2) (3) (4) (5) (6) (7) (8)

Intercept −2.140∗∗∗ −2.398∗∗∗ −2.486∗∗∗ −2.460∗∗∗ −2.521∗∗∗ −2.533∗∗∗ −2.958∗∗∗ −3.009∗∗∗

(0.101) (0.108) (0.116) (0.120) (0.133) (0.134) (0.170) (0.180)

Round 0.018∗∗∗ 0.024∗∗∗ 0.022∗∗∗ 0.022∗∗∗ 0.022∗∗∗ 0.023∗∗∗ 0.081∗∗∗ 0.090∗∗∗

(0.005) (0.005) (0.005) (0.005) (0.005) (0.005) (0.017) (0.019)

Target color: Blue (effect-coded; yellow as reference) 0.525∗∗∗ 0.503∗∗∗ 0.483∗∗∗ 0.476∗∗∗ 0.471∗∗∗ 0.539∗∗∗ 0.584∗∗∗ 0.615∗∗∗

(0.090) (0.096) (0.096) (0.097) (0.097) (0.110) (0.115) (0.116)

Proportion choices for incentivized option in network (lagged) −4.905∗∗∗ −2.076∗∗∗ −2.064∗∗∗ −2.054∗∗∗ −2.034∗∗∗ −2.016∗∗∗ −2.228∗∗∗ −2.213∗∗∗

(0.231) (0.271) (0.272) (0.272) (0.272) (0.272) (0.296) (0.296)

Proportion choices for incentivized option in neighborhood (lagged) −3.218∗∗∗ −3.232∗∗∗ −3.107∗∗∗ −3.108∗∗∗ −3.119∗∗∗ −3.254∗∗∗ −3.428∗∗∗

(0.181) (0.181) (0.241) (0.241) (0.241) (0.253) (0.325)

Stability in neighborhood (lagged) 0.379∗ 0.292 0.294 0.297 0.342 0.635∗

(0.168) (0.201) (0.201) (0.200) (0.211) (0.290)

Proportion choices for incentivized option in neighborhood × Stability −0.392 −0.403 −0.447 −0.698 0.100
(0.506) (0.506) (0.505) (0.528) (0.698)

Scenario: Leadership (effect-coded; conflict as reference) −0.245 −0.242 −0.280 −0.270
(0.216) (0.216) (0.246) (0.245)

Target color: Blue × Proportion choices for incentivized option in neighborhood 0.418 0.848∗ 0.988∗∗

(0.316) (0.348) (0.349)

Round × Proportion choices for incentivized option in neighborhood 0.033
(0.028)

Round × Stability −0.036
(0.024)

Round × Proportion choices for incentivized option in neighborhood × Stability −0.113†

(0.064)

Random effects (1) (2) (3) (4) (5) (6) (7) (8)

Intercept for network 1.51 1.55 1.59 1.59 1.63 1.62 2.70 2.69
(1.23) (1.25) (1.26) (1.26) (1.28) (1.27) (1.64) (1.64)

Time slope for network 0.02 0.02
(0.14) (0.14)

LR-χ2 382.36∗∗∗ 5.19∗ 0.59 1.32 1.76 149.84∗∗∗ 3.31
degrees of freedom 1 1 1 1 1 2 3
Log Likelihood -2,224.963 -2,033.785 -2,031.188 -2,030.893 -2,030.233 -2,029.354 -1,954.432 -1,952.777
Akaike Information Criterion 4,459.926 4,079.571 4,076.377 4,077.785 4,078.466 4,078.709 3,932.864 3,935.554

Note: N = 5.977 choices (ncompromise = 1.1010 = 16.90%). The best fitting model is Model 7.
†p <0.1; ∗p <0.05; ∗∗p <0.01; ∗∗∗p <0.001.
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Fischbacher, U., & Gächter, S. (2010). Social preferences, beliefs, and the dynamics

of free riding in public goods experiments. American Economic Review , 100 (1),

541–56.
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