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1

Zusammenfassung

Das Verstehen kausaler Zusammenhänge auf der Basis empirischer Beobachtungen ist
keine einfache Aufgabe. Der klassische wissenschaftliche Ansatz, die Auswirkungen
von Kausalitäten mittels kontrollierter, unabhängiger und wiederholter Zufallsexperi-
mente zu erfassen, ist in der Praxis durch ethische, finanzielle, politische, zeitliche und
weitere Bedingungen limitiert. Insbesondere das Replizieren von kontrollierten Umge-
bungen zur Beantwortung angewandter Fragestellungen bezüglich der Auswirkungen
von Interventionen oder Programmen ist oft nicht möglich. Das bedeutet, dass die
Effekte eines Treatments (Deutsch: Behandlung) auf die relevanten Ausgangskriterien
nicht ohne Weiteres bestimmt werden können. Für empirisch fundiertes Planen und
Implementieren von (politischen) Rahmenbedingungen oder allgemein dem Treffen
von Entscheidungen ist es jedoch notwendig, die relevanten kausalen Zusammenhän-
ge zu verstehen.

In der empirischen Arbeit unterscheiden sich Einheiten aus einer Grundgesamt-
heit häufig im Bezug auf beobachtbare und unbeobachtbare Faktoren, die im di-
rekten Zusammenhang zu den kausalen Wirkungszusammenhängen stehen können.
Daher lassen deskriptive Vergleiche von Beobachtungen, die sich durch ihre Zugehö-
rigkeit hinsichtlich eines potenziellen Grundes unterscheiden, im Allgemeinen keinerlei
Rückschlüsse auf fundamentale kausale Zusammenhänge oder die Effekte von weite-
ren Interventionen zu. Diese Unterschiede, oder Heterogenitäten, sind nicht nur von
Relevanz wenn es um die Frage der Entscheidungs- oder Richtlinienfindung geht, son-
dern sind umittelbar mit den statistischen Eigenschaften quantitativer Schätz- und
Inferenzverfahren verknüpft. In dieser Doktorarbeit geht es es darum, Schätz- und
Inferenzmethoden zur Analyse von heterogenen kausalen Effekten, insbesondere für
wirtschaftswissenschaftliche Fragestellungen, zu entwickeln und zu verbessern.

Um nachvollziehbare reduktionistische Konzeptionen von Kausalität und kausa-
len Effekten aus einer quantitativen Perspektive zu entwickeln, wurden während der
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vergangenen 50 Jahre eine Vielzahl von disziplinübergreifenden Anstrengungen un-
ternommen, insbesondere in den Feldern der Biomedizin, der Politikwissenschaft, der
Statistik und den Wirtschaftswissenschaften.1 Auf Basis des kausalen Neyman-Rubin
Modells potenzieller Ereignisse (Neyman 1923; Rubin 1974) wurde eine Vielzahl von
Strategien zur Identifikation von kausalen Parametern entwickelt (Abadie und Cat-
taneo 2018; Imbens und Rubin 2015). Diese unterscheiden sich primär hinsichtlich
der zugrundeliegenden kontextabhängigen identifizierenden Annahmen. Grundsätz-
lich beruhen letztere auf der Verwendung sogenannter exogener Variationen vergleich-
bar mit der Randomisierung eines kontrollierten Zufallsexperimentes. Diese Variatio-
nen können unter anderem durch tatsächlich unabhängige Randomisierungsverfahren,
institutionelle Gegebenheiten oder nichtantizipierte Schocks entstehen. Im Allgemei-
nen muss die Anwendbarkeit solcher Annahmen von Fall zu Fall bewertet werden.
Die erwähnten Konzeptionen potenzieller Ereignisse, kausaler Effekte und exogener
Variationen sind mittlerweile auch Bestandteil der mikroökonometrischen Literatur,
in der diese Komponenten in strukturierte Modelle integriert werden, die sich durch
eine engere Verknüpfung zu ökonomischer Entscheidungs- und Verhaltenstheorie aus-
zeichnen (Heckman und Vytlacil 2005, 2007a,b).

Das Identifizieren von relevanten kausalen Zusammenhängen wird zusätzlich durch
das aktive oder passive Selektionsverhalten der Analyseeinheiten, wie z. B. Haushalte,
Schüler oder Unternehmen, erschwert. Dies gilt insbesondere, falls jene sich bezüglich
ihrer Eigenschaften, Erwartungen, Präferenzen und der Reaktionen auf das Treatment
unterscheiden. Ein empirisches Modell für entsprechende Phänomene muss über eine
ausreichende Flexibilität verfügen, um die relevanten Heterogenitäten zu erfassen. Sie
zu ignorieren führt zu verzerrten Schätzungen und letztendlich inkorrekter Inferenz.
Aus ökonometrischer und statistischer Perspektive ist es jedoch höchst problematisch,
sämtliche Heterogenitäten erfassen und modellieren zu wollen. In dieser Doktorarbeit
wende ich mich drei relevanten Problembereichen dieses Themenkomplexes zu: Ers-
tens kann das Modellieren von Heterogenitäten zur Überparametrisierung statistischer
Modelle führen, was in der Konsequenz zu instabilen Parameterschätzungen und Vor-
hersagen führt (Hastie u. a. 2009). Zweitens führt das Messen von kausalen Effekten
für extreme Einheiten oder Gruppen zu Problemen, die sich aus der Konstruktion
der statistischen Verfahren ergeben. Das Punktschätzrisiko bestehender Methoden
kann von diesen Extremen dominiert werden (Busso u. a. 2014) und konventionelle

1Exemplarische Artikel sind unter anderem Rubin (1997) in der Biomedizin, Sekhon (2008) für
eine Übersicht in der Politikwissenschaft, Rosenbaum und Rubin (1983) und Holland (1986) in der
Statistik und Dehejia und Wahba (2002) und Heckman und Vytlacil (2005) in den Wirtschaftswis-
senschaften.
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Verfahren statistischer Inferenz können selbst in unendlichen Stichproben zusammen-
brechen, falls die Prävalenz von Einheiten mit einer beliebig extremen Neigung, in
ein bestimmtes Treatment selektiert zu werden, zu groß ist (Khan und Tamer 2010).
Drittens verwenden Schätzverfahren, die eine explizite statistische Modellierung von
heterogenen Abhängigkeitsprozessen verlangen, häufig unüberprüfbare Extrapolatio-
nen, um sogenannte kontrafaktische Beobachtungen zu generieren, die für kausale
Vergleiche benötigt werden. Sie sind daher äußerst anfällig für Fehlspezifizierungen
und die auf ihnen basierende kausale Inferenz kann durch vorherige Modellselektions-
schritte ihre Gültigkeit verlieren (Rubin 2007). Bestehende Methoden, die ohne diese
restriktiven Modellierungen auskommen, haben allerdings in endlichen Stichproben
häufig das Problem, dass sie die unterschiedlichen Verteilungen von beobachtbaren
Einflussvariablen auf den kausalen Mechanismus nicht vollständig berücksichtigen und
dadurch verzerrte und instabile Schätzungen produzieren können (Zhao 2019).

Die drei Kapitel dieser kumulativen Doktorarbeit adressieren bestimmte Aspekte
der genannten methodologischen Problemstellungen aus einer ökonometrischen Be-
trachtungsweise. Sämtliche Aufsätze sind unabhängige Forschungsarbeiten, die ich
während meiner Zeit als Doktorand an der Universität Konstanz geschrieben habe.
Das erste Kapitel ist eine gemeinsame Arbeit mit Jana Mareckova, das zweite Kapitel
ging aus einer Zusammenarbeit mit Ekaterina Kazak hervor und das dritte Kapitel
ist ohne Mitautorenschaft entstanden. Beide Co-Autoren sind ehemalige Doktoran-
den der Universität Konstanz. Zur Vereinheitlichung werden sowohl die Autoren als
auch der Autor durchgehend mit dem Pronomen “wir” bezeichnet.

Das erste Kapitel, Shrinkage for Categorical Regressors, beschäftigt sich mit dem
grundlegenden Problem der Parametrisierung von Mittelwerten in Situationen, in
denen die Analyseeinheiten durch heterogene Gruppenzugehörigkeiten beschrieben
werden können. Wir entwickeln einen flexiblen Ansatz zur Regularisierung des Schätz-
problems, der das statistische Risiko der Punktschätzer reduziert. Die Verlustfunktio-
nen der Mittelwerte werden durch Bestrafungsterme modifiziert, die aus gewichteten
`2-Normen zwischen den Mittelwertsparametern der Gruppen und einer zusätzlich
informativen, vorausgehenden Schätzung bestehen. Im Falle einer quadratischen Ver-
lustfunktion führt das Schätzproblem zu einer simplen und leicht interpretierbaren
Lösung, die eine Verallgemeinerung bestehender Methoden wie Ridge Regressionen,
Kernel-Regressionen mit diskretem Träger und Modellmittelungsverfahren darstellt.
Wir konstruieren risikooptimale Bestrafungsparameter und entwickeln eine Einset-
zungsmethode zu deren Schätzung. Die statistischen Eigenschaften in großen Stich-
proben werden innerhalb eines asymptotischen nahe an Null (Englisch: local to zero)
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Rahmens analysiert. Letzerer besteht aus unterschiedlichen Folgen datengenerieren-
der Prozesse, die eine Vielzahl empirisch relevanter Konstellationen abdecken können.
Darauf aufbauend bestimmen wir die asymptotischen Verteilungen der Schätzer mit
unterschiedlichen Bestrafungsansätzen. Der Schätzer auf Basis der Einsetzungsme-
thode zeigt eine gleichmäßige Dominanz über die konventionelle Methode kleinster
Quadrate im Bezug auf das asymptotische Schätzrisiko, sofern Beobachtungen für
mehr als drei Gruppierungen zur Verfügung stehen. Monte Carlo Simulationen do-
kumentieren robuste Verbesserungen gegenüber etablierten Methoden in endlichen
Stichproben. Wir illustrieren die Methode anhand zweier empirischer Beispiele: dem
Schätzen von zeitlichen Trends in einem Panel zur Abschreckungswirkung von finan-
ziellen Bestrafungen und einer Differenz-von-Differenzen Studie zu den Auswirkungen
von Mindestlöhnen auf die Beschäftigung.

Das zweite Kapitel, Valid Inference for Treatment Effect Parameters under Ir-
regular Identification and Many Extreme Propensity Scores, adressiert das Problem
der Durchführung statistischer Inferenz zu kausalen Parametern in der Präsenz von
Einheiten, die extreme Wahrscheinlichkeiten aufweisen, sich in ein Treatment zu selek-
tieren oder selektiert zu werden. Es geht insbesondere um kausale Parameter, die auf-
grund mangelnder Übereinstimmungen der Verteilungen der beobachtbaren Einfluss-
faktoren zwischen den unterschiedlichen Treatmentgruppierungen nur irregulär iden-
tifiziert werden können. Wir bestimmen die statistischen Grenzwertverteilungen für
häufig angewandte Verfahren wie der invers wahrscheinlichkeitsgewichteten Schätzung
und der doppelt robusten Schätzung. Diese Grenzwertverteilungen sind per Konstruk-
tion Teil der alpha-stabilen Klasse, was zur Folge hat, dass konventionelle Verfahren
wie z. B. nichtparametrisches Bootstrapping selbst in unendlich großen Stichproben
keine zuverlässige Inferenz ermöglichen. Die Klasse der Grenzwertverteilung erlaubt
jedoch die Anwendung modifizierter Stichprobewiederholungsverfahren, die Konfiden-
zintervalle mit asymptotisch korrekter Größe produzieren. Wir entwickeln eine adapti-
ve Variante des m-aus-n Boostrapping-Verfahrens, welche hinsichtlich der Annahmen
bezüglich Übereinstimmung der Einflussfaktorverteilungen in großen Stichproben ro-
bust ist. Darüber hinaus wird eine Bootstrap-Aggegrationsmethode verwendet, um
die optimalen Blockgrößen im Stichprobewiederholungsverfahren zu bestimmen. Wir
analysieren die Eigenschaften in endlichen Stichproben mittels Monte Carlo Simula-
tionen und illustrieren die Methode in einer wiederholten Analyse zur Auswirkung
von Rechtsherzkathetern auf die Überlebenswahrscheinlichkeiten kranker Patienten.

Das dritte Kapitel, Efficient Covariate Balancing for the Local Average Treatment
Effect, entwickelt ein Verfahren zur Angleichung der Verteilungen von beobachtba-



Zusammenfassung 5

ren Einflussfaktoren in unterschiedlichen Gruppen, um kausale Effekte auf der Basis
einer binären, bedingt unabhängigen Instrumentenvariable bei beidseitiger Nichtein-
haltung (Englisch: two-sided noncompliance) zu schätzen. Die Methode gewichtet
jeweils Ergebnis- und Treatmentbeobachtungen mittels inverser Wahrscheinlichkei-
ten, um eine exakte Angleichung in endlichen Stichproben zu erreichen. Es werden
keine Annahmen hinsichtlich funktioneller Zusammenhänge für die Ergebnis- und
Treatmentvariablen benötigt. Durch das Maßschneidern der Verlustfunktion für die
bedingten Wahrscheinlichkeiten, auf einem bestimmten Instrumentlevel zu sein, kann
zugleich eine geringe Verzerrung und eine reduzierte Varianz im Vergleich zu her-
kömmlichen invers wahrscheinlichkeitsgewichteten Methoden in endlichen Stichpro-
ben erzielt werden. Der Schätzer hat automatisch normalisierte Gewichtungen und
ähnliche Verzerrungseigenschaften wie die zweistufige Methode kleinster Quadrate im
Falle von konstanten Kausaleffekten für Einheiten, die bezüglich ihrer Treatmentse-
lektion dem Instrument Folge leisten. Wir präsentieren hinreichende Bedingungen für
eine asymptotische Normalverteilung und semiparametrische Effizienz des Schätzver-
fahrens und zeigen wie zusätzliche Informationen bezüglich der Treatmentselektion
für das Reduzieren von Verzerrungen in endlichen Stichproben verwendet werden
können. Die Methode kann leicht mit Regularisierungs- oder anderen statistischen
Lernverfahren kombiniert werden, um eine große Anzahl an beobachtbaren Faktoren
zu handhaben. Monte Carlo Simulationen dokumentieren, dass die theoretischen Vor-
züge der Methode eine zutreffende Beschreibung für endliche Stichproben darstellen.

Im Zuge der expandierenden Verfügbarkeit unterschiedlichster Daten auf der Mi-
kroebene werden die Möglichkeiten und Herausforderung für das akkurate Messen
von kausalen Beziehungen weiter an Bedeutung zunehmen. Ich hoffe, dass meine Ar-
beit auf diesem Gebiet einen Beitrag leistet, die anhaltenden Bestrebungen für ein
besseres Verständnis und kompetentere Entscheidungsfindungen in einer Welt zuneh-
mender Komplexität zu unterstützen.
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Summary

Learning about causal relationships on the basis of empirical observation is not a
trivial task. The classical scientific approach of running repeated independent con-
trolled randomized experiments to measure effects of causes is limited in practice due
to ethical, financial, political, temporal or other constraints. In particular, it can be
infeasible to replicate controlled conditions to answer real-world questions regarding
the impact of a policy or a program currently in place, i.e. to measure the effect of a
treatment on a set of outcomes of interest. However, for empirically informed policy
or general decision making, knowing about the fundamental causal relationships is
crucial.

In empirical work, units of analysis often vary along observable and unobservable
dimensions that can be related to the causal mechanism of interest. Therefore, simple
descriptive information that compares units across different states is generally unin-
formative about true causal relationships and does not answer questions about the
effectiveness of programs or the efficiency of current allocation mechanisms. These
variations, or heterogeneities, are not only relevant for decision and policy making
but fundamentally tied to the statistical properties of quantitative techniques for
estimation and inference. This dissertation is concerned with developing and improv-
ing on empirical methods for estimation and statistical inference for causal effects in
economics when the units of analysis are heterogeneous.

Over the last 50 years, considerable effort has been put into developing transparent
reductionist notions of causality and effects of causes from a quantitative perspective
spanning the disciplines from biomedical sciences over economics and political sci-
ence to statistics and beyond.2 Starting from the Neyman-Rubin model of potential

2Exemplary publications include but are not limited to Rubin (1997) for biomedical sciences,
Dehejia and Wahba (2002) and Heckman and Vytlacil (2005) for economics, Sekhon (2008) for an
overview in political science, and Rosenbaum and Rubin (1983) and Holland (1986) for statistics.



Summary 8

outcomes and causality (Neyman 1923; Rubin 1974), there are now a variety of iden-
tification strategies that impose contextual assumptions that allow to extract causal
parameters using both experimental and observational data (Abadie and Cattaneo
2018; Imbens and Rubin 2015). Fundamentally, they rely on exploiting some type of
exogenous variation similar to the randomization act in a perfectly controlled exper-
iment. These variations could be the results of actual independent randomization,
institutional setups, unanticipated shocks or other underlying factors. In general,
the validity of such identification assumptions has to be judged on a case by case
basis. The notions of potential outcomes, causality, and exogenous manipulations
have also been integrated and expanded within the microeconometric literature that
tries to embed effects and causes into models that have a behavioral decision mak-
ing or structural underpinning tied to economic theory (Heckman and Vytlacil 2005,
2007a,b).

From an identification perspective, detecting relevant causal effects is particularly
difficult if units such as households, firms, or students have diverse characteristics
and heterogeneous responses and select themselves or are selected based on potential
gains or losses from the treatments. An empirical model for a phenomenon at hand
has to be sufficiently flexible to capture the relevant heterogeneities as ignoring them
distorts estimation and thus compromises causal inference. From an econometric
and statistical perspective, however, there are many shortcomings that arise when
trying to incorporate a sufficient amount of heterogeneity into a model. I focus on
three major aspects in this dissertation: First, modeling heterogeneities bears the
risk of overparameterizing models which in consequence leads to instable parameter
estimates and predictions (Hastie et al. 2009). Second, if causal effects ought to be
identified at the extremes, e.g. for units drawn from a population with a high propen-
sity of being subjected to a certain cause, then by construction conventional methods
for estimation tend to be imprecise (Busso et al. 2014) and statistical inference can
become fundamentally unreliable even in infinitely large samples (Khan and Tamer
2010). Third, approaches that require explicit statistical models for heterogeneous
outcome processes run into the risk of relying heavily on extrapolation to create coun-
terfactual comparison units necessary for causal inference. Thus, they are prone to
be sensitive to misspecification and statistical inference on the causal parameters can
be compromised by model searching steps (Rubin 2007). In finite samples, however,
conventional methods that avoid restrictive outcome model assumptions often do not
guarantee to properly take differences in the distributions of observable confounding
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variables into account and consequently tend to produce biased and instable estimates
(Zhao 2019).

The three chapters in this cumulative dissertation address particular aspects of
these methodological concerns from an econometric viewpoint. All essays are inde-
pendent research papers that I wrote during my doctoral studies at the University of
Konstanz. The first article is a joint project with Jana Mareckova. The second article
originated from a collaboration with Ekaterina Kazak. The third article is entirely
my own work. Both co-authors are former doctoral students from the University
of Konstanz. For consistency, the author or authors are always referred to as “we”
throughout the dissertation.

Chapter 1, Shrinkage for Categorical Regressors, tackles the primal problem of
parameterizing heterogeneous means when units are described by their group mem-
bership. We introduce a flexible regularization approach that reduces point estima-
tion risk for these group means. The loss functions are penalized by adding weighted
squared `2-norm differences between group location parameters and informative first-
stage estimates. Under quadratic loss, the penalized estimation problem has a simple
interpretable closed-form solution that nests methods established in the literature on
ridge regression, discretized support smoothing kernels, and model averaging meth-
ods. We derive risk-optimal penalty parameters and propose a plug-in approach for
estimation. The large sample properties are analyzed in an asymptotic local to zero
framework by introducing a class of sequences for close and distant systems of lo-
cations that is sufficient for describing a large range of data generating processes.
We provide the asymptotic distributions of the shrinkage estimators under different
penalization schemes. The proposed plug-in estimator uniformly dominates the ordi-
nary least squares in terms of asymptotic risk if the number of groups is larger than
three. Monte Carlo simulations reveal robust improvements over standard methods
in finite samples. Real data examples of estimating time trends in a panel about the
deterrence effects of fines and a difference-in-differences study regarding the impact
of minimum wages on employment illustrate potential applications.

Chapter 2, Valid Inference for Treatment Effect Parameters under Irregular Iden-
tification and Many Extreme Propensity Scores, addresses the problem of conduct-
ing statistical inference for causal parameters in the presence of units with extreme
propensities to select themselves or to be selected into a treatment regime. In par-
ticular, it covers the case of irregularly identified treatment effect parameters due to
insufficient overlap between the covariate distributions across treatment regimes. We
provide limit theorems for commonly applied estimators used for causal or counter-
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factual parameters such as inverse probability weighting or doubly robust estimation.
By construction, the limiting distributions of these estimators belong to the alpha-
stable class which implies that standard inference methods such as the nonparametric
bootstrap are inconsistent. This limiting domain, however, allows for the application
of resampling methods that yield confidence intervals with asymptotically correct
coverage rates. We propose an adaptive version of the m-out-of-n bootstrap that is
robust with respect to the overlap identification assumptions in large samples and
a bootstrap aggregation method for the optimal block length choice. Monte Carlo
simulations and a re-analysis of the causal impact of right heart catheterization on
survival rates are included.

Chapter 3, Efficient Covariate Balancing for the Local Average Treatment Effect,
develops an empirical balancing approach for the estimation of treatment effects un-
der two-sided noncompliance using a binary conditionally independent instrumental
variable. The method weighs each treatment and outcome observations with inverse
probabilities to produce exact finite sample balance across instrument level groups.
It is free of functional form assumptions on the outcome or the treatment selection
step. By tailoring the loss function for the instrument propensity scores, the result-
ing treatment effect estimates exhibit both low bias and a reduced variance in finite
samples compared to conventional inverse probability weighting methods. The esti-
mator is automatically weight normalized and has similar bias properties compared
to conventional two-stage least squares estimation under constant causal effects for
the compliers. We provide conditions for asymptotic normality and semiparametric
efficiency and demonstrate how to utilize additional information about the treat-
ment selection step for bias reduction in finite samples. The method can be easily
combined with regularization or other statistical learning approaches to deal with a
high-dimensional number of observed confounding variables. Monte Carlo simulations
suggest that the theoretical advantages translate well to finite samples.

As the availability of micro-level data increases, the opportunities and challenges
for accurate measurements of causal relationships become increasingly important. I
hope that my work in this field contributes to the ongoing endeavors to improve
the basis for a better understanding and more competent decision making in an
increasingly complicated world.

References

Abadie, A. and M. D. Cattaneo (2018). “Econometric Methods for Program Evalua-
tion”. Annual Review of Economics 10, 465–503.



Summary 11

Busso, M., J. DiNardo, and J. McCrary (2014). “New Evidence on the Finite Sample
Properties of Propensity Score Reweighting and Matching Estimators”. Review of
Economics and Statistics 96 (5), 885–897.

Dehejia, R. H. and S. Wahba (2002). “Propensity Score-Matching Methods for Non-
experimental Causal Studies”. Review of Economics and Statistics 84 (1), 151–
161.

Hastie, T., R. Tibshirani, and J. Friedman (2009). The Elements of Statistical Learn-
ing. (2nd edition). Springer.

Heckman, J. J. and E. J. Vytlacil (2005). “Structural Equations, Treatment Effects,
and Econometric Policy Evaluation”. Econometrica 73 (3), 669–738.

— (2007a). “Econometric Evaluation of Social Programs, Part I: Causal Models,
Structural Models and Econometric Policy Evaluation”. Handbook of Econometrics
6, 4779–4874.

— (2007b). “Econometric Evaluation of Social Programs, Part II: Using the Marginal
Treatment Effect to Organize Alternative Econometric Estimators to Evaluate
Social Programs, and to Forecast Their Effects in New Environments”. Handbook
of Econometrics 6, 4875–5143.

Holland, P. W. (1986). “Statistics and Causal Inference”. Journal of the American
Statistical Association 81 (396), 945–960.

Imbens, G. W. and D. B. Rubin (2015). Causal Inference in Statistics, Social, and
Biomedical Sciences. Cambridge University Press.

Khan, S. and E. Tamer (2010). “Irregular Identification, Support Conditions, and
Inverse Weight Estimation”. Econometrica 78 (6), 2021–2042.

Neyman, J. (1923). “Sur les applications de la théorie des probabilités aux experiences
agricoles: Essai des principes”. Roczniki Nauk Rolniczych 10, 1–51.

Rosenbaum, P. R. and D. B. Rubin (1983). “The Central Role of the Propensity Score
in Observational Studies for Causal Effects”. Biometrika 70 (1), 41–55.

Rubin, D. B. (1974). “Estimating Causal Effects of Treatments in Randomized and
Nonrandomized Studies.” Journal of Educational Psychology 66 (5), 688.

— (1997). “Estimating Causal Effects from Large Data Sets Using Propensity Scores”.
Annals of Internal Medicine 127 (8–2), 757–763.

— (2007). “The Design versus the Analysis of Observational Studies for Causal Ef-
fects: Parallels with the Design of Randomized Trials”. Statistics in Medicine
26 (1), 20–36.

Sekhon, J. S. (2008). “The Neyman-Rubin Model of Causal Inference and Estimation
via Matching Methods”. The Oxford Handbook of Political Methodology 2, 1–32.

Zhao, Q. (2019). “Covariate Balancing Propensity Score by Tailored Loss Functions”.
The Annals of Statistics 47 (2), 965–993.



12

Chapter 1
Shrinkage for Categorical Regressors



Chapter 1. Shrinkage for Categorical Regressors 13

1.1. Introduction

In general, estimation of conditional mean functions with categorical regressors can
be very challenging. Even models with a moderate number of parameters lead to
substantial estimation risk if the numbers of observations per group or cell that are
determined by the explanatory variables are small. Regression models with multiple
interactions, (quasi-)experimental designs or panel data models with time trends and
fixed effects naturally fall into that category.

We propose a flexible penalization approach called pairwise cross-smoothing (PCS)
to improve on the issue of point estimation risk. The method penalizes the loss func-
tion by adding sums of weighted squared `2-norm differences between group loca-
tion (reference) parameters and informative first-stage estimates (targets). It nests
existing smoothing and averaging methods for orthogonal regressors, has favorable
computational costs due to closed-form solutions for both estimator and penalty or
smoothing parameters and can easily be extended to the case of mixed data. Using
a simple projection as a first-stage estimate, we derive mean squared error optimal
smoothing parameters and propose a plug-in approach for estimation. The addi-
tional flexibility provides a substantial decrease in the oracle risk bounds compared
to more restrictive aggregation methods such as (generalized) ridge regression or ker-
nel smoothing.

We further contribute to the literature by analyzing the behavior of both estimated
smoothing parameters as well as the PCS estimator in an asymptotic local to zero
framework. We introduce a class of sequences for close and distant systems of locations
that covers a wide range of data generating processes. We derive the asymptotic
distribution of the PCS estimator under fixed, theoretically optimal and estimated
smoothing parameters. In addition, we show that the feasible PCS dominates the
OLS estimation risk uniformly over the class of sequences if the number of groups is
larger than three.

Monte Carlo evidence suggests that the asymptotic uniform dominance property
of the feasible PCS translates into superior finite sample performance over the OLS.
More often than not, the method compares favorably to alternative shrinkage and
model selection approaches such as (generalized) ridge regression, kernel smoothing
and Mallows Cp.

Nonparametric methods in the fashion of Aitchison and Aitken (1976) are origi-
nally intended to deal with the small to empty cell problem in the context of multi-
variate discrete distributions (Hall 1981; Simonoff 1996) or mixed data distributions
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(Hall et al. 2004; Li and Racine 2003). In the nonparametric regression framework
Hall et al. (2007) and Ouyang et al. (2009) propose kernel methods with particular
emphasis on cross-validated smoothing parameters and their behavior under the pres-
ence of irrelevant regressors. In a Bayesian sense, these methods shrink a multivariate
mean towards a target value such as the global mean. The smoothing parameters de-
pend only on a specific target covariate and are independent of the reference group.
This is similar to (generalized) ridge regression (GRR) (Hoerl and Kennard 1970).
Smoothing a multivariate mean in the GRR context yields an optimization problem in
which every location parameter k is effectively shrunk towards a “leave the k-th group
out average”. Thus for any group, GRR effectively pushes the location parameter to-
wards a joint target. In contrast to kernel regression, smoothing parameters depend
only on the reference group and not the target. Pairwise cross-smoothing on the
other hand allows nonhomogeneous smoothing for both reference and target groups.
Therefore, in the context of estimating group means, both kernel and (generalized)
ridge regression can be seen as different restricted versions of PCS.

For probability distribution functions there is also a literature on empirical Bayes
methods with data driven shrinkage parameters under appropriate priors for multi-
nomial data, see e.g. Fienberg and Holland (1973), Titterington and Bowman (1985)
or Simonoff (1995) for a comprehensive review with particular focus on sparse asymp-
totics.

The question of how to aggregate across distinctive groups can also be rephrased
from a model or variable selection perspective, i.e. which groups require their own
location parameter and which groups can be merged into one? In terms of a regres-
sion framework, one would like to know whether a more or less saturated model in
terms of group dummy variables is appropriate. Classical model selection aims at
selecting a single best model from a set of candidates by an appropriate criterion
such as the Akaike Information Criterion (AIC, Akaike (1973)), Mallows Cp (Mallows
1973), the Schwarz-Bayes Criterion (BIC, Schwarz (1978)) or traditional multivariate
testing procedures. There is no particular reason, why these discrete model selec-
tion approaches should always yield a risk-optimal solution. In particular, if groups
or parameters are different but close to each other, averaging parameter estimates
across different models could serve as a superior model selection strategy. Hjort and
Claeskens (2003) consider maximum likelihood based frequentist model averaging es-
timators and their distributional theory in a local to zero asymptotic framework, see
also Claeskens and Hjort (2008) for a comprehensive overview. Buckland et al. (1997)
and Burnham and Anderson (2003) consider smooth variants of the AIC by applying
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exponential weighting structures. Hansen (2007) introduces a weighting procedure
for least squares estimates based on Mallows Criterion. Liang et al. (2011) consider
optimal weighting schemes in terms of the mean squared error for the linear model
and general likelihood models. Zhang and Liang (2011) propose a focused informa-
tion criterion and a model averaging estimator for generalized additive partially linear
models with polynomial splines.

These smooth model averaging or shrinkage methods often have superior asymp-
totic risk properties over their non-shrunken counterparts. Hansen and Racine (2012)
develop a jackknife model averaging estimator using cross-validation for conditional
mean functions under potential misspecification of the submodels. They allow for
heteroskedastic errors and non-nested models and show asymptotic optimality in the
class of averaging estimators with weights in the unit simplex or a constrained subset
thereof. Hansen (2014) derives conditions for asymptotic dominance of the averag-
ing estimator in a nested least squares setup in a local to zero framework, i.e. weak
partial correlations of additional regressors beyond a correctly specified base model.
Liu (2015) derives distributional theory for least squares averaging estimators in the
linear framework under different data-dependent weighting schemes and generalized
error term structures. He considers a local to zero asymptotic framework for subsets
of regressors and shows the nonstandard distributional behavior of the averaging esti-
mators. Hansen (2016a) considers shrinkage of parametric models towards restricted
parameter spaces under locally quadratic loss functions and provides conditions for
risk dominance. Cheng et al. (2019) consider averaging between two general method
of moments estimators under potential misspecification of the second, overidentified
model. They show that the averaging estimator using estimated mean squared error
optimal weights can dominate the asymptotic risk of the base estimator uniformly
over all degrees of misspecification. If applied to cell means or selection of orthogonal
dummies, many of these methods become special cases of PCS estimators, i.e. PCS
estimators with a more restricted shrinkage subspace and thus behave qualitatively
similar in terms of asymptotic distribution and estimation risk. They are also closely
related to classical shrinkage estimators that shrink parametric estimates towards
constant vectors or restricted subspaces (Oman 1982; Stein 1956).

In the literature on regularization methods, coefficient estimates are enhanced by
adding L1-norm penalties of pairwise differences which allow for partial and com-
plete fusion of groups, see e.g. Tibshirani et al. (2005) for linear models and Tutz
and Oelker (2017) for group-specific generalized linear models. The main differences
to the other methods are nonsmooth aggregation, i.e. groups are set to be identical,
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and estimation that is done in a single, one-step procedure while e.g. model aver-
aging directly and nonparametric smoothing implicitly use first-stage estimates such
as submodels or averages. These regularization methods are more suited for sparse
high-dimensional applications but suffer from similar criticism as pre-testing or super-
efficient estimators, i.e. in finite samples actual risk gains can be inferior to standard
likelihood or least squares approaches and heavily depend on the magnitude of the
coefficients (Hansen 2016b).

The direct or implicit aggregation that is introduced by all of these methods for
regression models leads to the question of what an “optimal” aggregation rule is.
Our framework allows for almost any linear aggregation based on a set of smoothing
parameters. Thus, comparing PCS to the aforementioned methods, the theoretical
potential for a reduction in point estimation risk is generally larger and hence the
PCS class also serves as a benchmark for future research.

The method is applied to the estimation of time trends in a short panel based
on the field experiment in private day-care centers for children in Haifa by Gneezy
and Rustichini (2000a) and to the difference-in-differences study about the effect of
minimum wages on employment by Card and Krueger (1994) illustrating potential
applications.

Section 1.2 introduces the model, the pairwise cross-smoothing estimator and its
connection to established smoothing and regularization methods. Section 1.3 presents
the MSE optimal smoothing parameters and the plug-in estimator. Section 1.4 in-
troduces the local asymptotic framework and provides the distributional properties
of the PCS estimator under fixed, optimal, and plug-in weights. It also contains
the asymptotic risk properties of the feasible PCS. Section 1.5 provides Monte Carlo
evidence on estimation risk in finite samples. Section 1.6 contains the applications.
Section 1.7 concludes. The proofs and major technical aspects are collected in Ap-
pendix A.1. The extended Appendix A.2 contains additional technical aspects and
further simulation evidence.

1.2. Pairwise Cross-smoothing

In this section we introduce and discuss the model, the penalization strategy and
the pairwise cross-smoothing estimator. Column vectors are denoted in boldface
letters. Consider independent and identically distributed data (Yi,X

′
i), i = 1, . . . , n,

where Yi is a real-valued random variable and Xi contains ordered and/or unordered
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discrete random variables.1 These always uniquely determine J orthogonal groups.
For example, two binary discrete random variables determine four orthogonal groups.
Let the J × 1 vector Di indicate whether an observation i belongs to a group j ∈
{1, . . . , J}. In such a case, the j-th entry of the vector Di contains a one, Dij = 1,
and the remaining entries are equal to zero, Dij′ = 0 for all j′ 6= j, i.e. Di’s have
realizations in {ej, 1 ≤ j ≤ J}. For the remainder we assume that the groups are
asymptotically non-empty, i.e. P (Dij = 1) ≡ pj > 0 for all j.

Within this framework, a regression model for the conditional mean of Yi looks as
follows:

Yi = D′iµ+ εi (1.1)

with µ = (µ1, . . . , µJ)′, E[εi|Di] = 0 and V [εi|Di] = σ2(Di) allowing for heteroskedas-
ticity. Let µ̂ = (µ̂1, . . . , µ̂J)′ be a consistent first-stage estimator for the group means.
We propose to estimate the model for the conditional mean of Yi as a penalized least
squares problem:

(µ̂PCS1 , . . . , µ̂PCSJ ) = arg min
µ1,...,µJ

n∑
i=1

(Yi −D′iµ)2 +Q(Λ,µ, µ̂) (1.2)

Q(Λ,µ, µ̂) =
J∑
k=1

J∑
j=1

λkj(µk − µ̂j)2,

where Λ = (λ11, λ12, . . . , λ1J , . . . , λJJ)′ are given smoothing or penalty parameters
with λjj = 0 for all j ∈ {1, . . . , J}. PCS stands for pairwise cross-smoothing since
geometrically the penalty term Q(Λ,µ, µ̂) can be seen as a set of smooth real quadric
iso-hypersurfaces that cross each other in a J-dimensional space.2 The idea behind the
penalty is to improve the conditional group mean estimates by using information from
other groups which is collected in the first-stage estimates. By allowing for reference
and target dependent penalty parameters λkj, the penalty provides maximal flexibility
for smoothing.

Regarding the choice of the smoothing parameters, the more informative group j
is for group k, the larger the smoothing parameter λkj should be and vice versa. In
the special case of λkj = 0 for all pairs (k, j), none of the groups uses information
from the other groups and the optimization is identical to the ordinary least squares
problem. By choosing a large λkj, µ̂PCSk is shrunk towards µ̂j. Setting all λkj’s to

1 For an extension to mixed data consider Appendix A.2.1.
2For example, if J = 3, then the quadric iso-hypersurfaces are elliptic or hyperbolic cylinders and

for each j ∈ {1, 2, 3} the quadric iso-hypersurface is centered around the point [µ̂j , µ̂j , µ̂j ].
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large values pushes µ̂PCSk towards the mean of all µ̂j where j 6= k. We discuss the
issue of selecting risk-optimal smoothing parameters in Section 1.3.

Let nk :=
∑n

i=1Dik denote the number of observations within group k. Existence
and uniqueness of the solution to (1.2) are guaranteed if

∑
l 6=k λkl > −nk for all

k ∈ {1, . . . , J}.3 Under this condition, the k-th group estimate is given by

µ̂PCSk (Λk) =
nkȲk

nk +
∑

l 6=k λkl
+
∑
j 6=k

λkjµ̂j
nk +

∑
l 6=k λkl

, (1.3)

with Λk = (λk1, . . . , λkJ)′ and Ȳk denoting the sample mean of group k. One can see
that the k-th group location estimator is a linear combination of its own cell mean
and the first-stage group estimates.

A possible choice for µ̂ is the linear (cell-based) projection of Yi on Di, i.e. µ̂ =

(
∑n

i=1 DiD
′
i)
−1
∑n

i=1 DiYi, the vector of cell means. The cell-based projection is also
referred to as frequency approach in the literature since it weighs the outcomes only
according to cell probabilities to form estimates for the means. The k-th mean PCS
estimator can then be written as:

µ̂PCSk (Λk) =
nkȲk

nk +
∑

l 6=k λkl
+
∑
j 6=k

λkjȲj
nk +

∑
l 6=k λkl

, (1.4)

which is a linear combination of cell means.
It is noteworthy that the smoothing parameters and therefore also the implicit

weights λkj/(nk +
∑

l 6=k λkl) are not all restricted to be larger or equal than zero.
Just the overall smoothing for one reference category cannot be too negative. This
fundamentally differentiates our approach from discretized support kernel approaches
that are built as weighted averages using probability mass functions (Hall et al. 2004).
They lead to weights which are restricted to be larger than zero. Shrinking simulta-
neously to different targets demands high flexibility from the smoothing parameters.
Imposing strict positivity might not necessarily be optimal since smoothing away
from distant groups can help to increase the smoothing to closer groups. The actual
signs then depend on the absolute distances between group locations. For further
discussion of the presence of negative smoothing parameters consider Section 1.3.

We next show that the penalty function can be considered a generalization of
both generalized ridge regression (Hoerl and Kennard 1970) and nonparametric kernel
regression in the case of orthogonal binary regressors (Aitchison and Aitken 1976;

3For a complete proof see Appendix A.1.1.
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Ouyang et al. 2009). The generalized ridge estimator can be obtained by imposing
equivalent shrinkage intensities λkj = λk within all reference groups, i.e.

QGRR(Λ,µ, µ̂) =
J∑
k=1

∑
j 6=k

λk(µk − µ̂j)2, (1.5)

µ̂GRRk (λk) =
nkȲk

nk + (J − 1)λk
+ λk

∑
j 6=k

µ̂j
nk + (J − 1)λk

. (1.6)

Thus, the GRR smooths every location parameter heterogeneously towards the cor-
responding shrinkage targets 1

J−1

∑
j 6=k µ̂j that can be interpreted as “leave the k-th

group out” averages.
The nonparametric smoothing kernel estimator can be obtained by imposing ho-

mogeneous shrinkage intensities λkj = λj across all reference groups, i.e.

QKernel(Λ,µ, µ̂) =
J∑
k=1

∑
j 6=k

λj(µk − µ̂j)2, (1.7)

µ̂Kernelk (Λ) =
nkȲk

nk +
∑

l 6=k λl
+

∑
j 6=k λjµ̂j

nk +
∑

l 6=k λl
. (1.8)

In this case, the estimator effectively smooths to a “weighted leave the k-th group out”
average with homogeneous smoothing parameters for identical components across
reference categories k.

Further restricting the shrinkage intensities to be equal for all reference groups
and targets λkj = λ yields an ordinary ridge regression with a nonzero target, i.e.

QRR(Λ,µ, µ̂) = λ

J∑
k=1

∑
j 6=k

(µk − µ̂j)2, (1.9)

µ̂RRk (λ) =
nkȲk

nk + (J − 1)λ
+ λ

∑
j 6=k µ̂j

nk + (J − 1)λ
. (1.10)

Ridge regression in this case smooths homogeneously towards the unweighted “leave
the k-th group out” averages. It is reasonable to assume that allowing for more flexible
shrinkage should be beneficial in terms of statistical risk if the smoothing parameters
are chosen appropriately. This should be particularly pronounced if the groups are
heterogeneous in terms of their size and variance.
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Figure 1.1: Oracle Estimators - Relative Mean Squared Errors
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The figure depicts the simulated mean squared error relative to OLS for the estimators with risk-
optimal (oracle) shrinkage parameters under normally distributed errors for n = 400, equal selection
probabilities, and different parameter values δ. The parameter vectors are µA = µB = (0, 0, 0, δ)′,
µC = (0, 3δ,−2δ, δ)′. The group variances are σ2

A = (1, 1, 1, 1)′ and σ2
B = σ2

C = (1, 1, 1, 10)′.
Simulations are based on 5000 replications.

Figure 1.1 depicts the mean squared error of the different estimators relative to
the OLS using mean squared error optimal smoothing parameters4 in the case of four
groups and different levels of heterogeneity regarding both means and variances. One
can see that all of the approaches compare favorably to the OLS if the differences in
group locations are not too big. The theoretically optimal PCS not only dominates all
other approaches but also qualitatively behaves closer to a correctly chosen restricted
estimator that has superior risk properties even when locations are not close to iden-
tical. In addition, for the very heterogeneous design C, the differences compared to
the optimal kernel and optimal (G)RR are most pronounced. Thus, the flexibility of
the PCS penalty should in principle be able to generate substantial risk improvements
compared to the alternative shrinkage methods.

1.3. Oracle Risk, Optimal Weighting and Plug-in Estimation

In the following, we provide a simple mean squared error criterion for evaluating the
estimation risk, derive the optimal smoothing parameters and introduce a plug-in

4The PCS optimal smoothing parameters can be found in Section 1.3. For the alternative methods
consider Appendix A.1.5.
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approach as a feasible counterpart. For the remainder we use a modified cell average
(OLS) as a first-stage µ̂ to assure existence, i.e.

µ̂k =

∑n
i=1 DikYi∑n

i=1 Dik + 1(
∑n

i=1Dik = 0)
(1.11)

for all k. Under given assumptions, a first order approximation5 for the first-stage is
given by

µ̂k − µk =
1

npk

n∑
i=1

Dik(Yi − µk) + op(n
−1/2). (1.12)

Note that rewriting (1.3) yields a weight-based representation of the PCS

µ̂PCSk (Λk) ≡ µ̂PCSk (ωk) =

(
1−

∑
j 6=k

ωkj

)
Ȳk +

∑
j 6=k

ωkjµ̂j (1.13)

with ωk = (ωk1, . . . , ωkJ)′ and ωkj = λkj/(nk +
∑

l 6=k λkl) being a one-to-one corre-
spondence.6 While the penalized regression representation is insightful for comparison
with alternative regularization methods, using the weighted version will simplify fur-
ther analysis. Using (1.12), the approximate parameter mean squared error is given
by the following proposition:

Proposition 1.3.1 Let E[Yi|Dij = 1] = µj, V [εi|Dij = 1] = σ2
j be finite, P (Dij =

1) ≡ pj > 0 and µ̂ be chosen according to (1.11). The MSE of the leading term of
µ̂k(ωk) for k = {1, . . . , J} is then given by

MSE(µ̂PCSk (ωk)) =

(∑
j 6=k

ωkj(µk − µj)
)2

+

(
1−

∑
j 6=k

ωkj

)2
σ2
k

npk
+
∑
j 6=k

ω2
kj

σ2
j

npj

= ω′k∆kµµ
′∆′kωk + n−1ω′kdiag(γ)−1ωk (1.14)

with ωk = (ωk1, . . . , ωkJ)′ s.t. ω′kιJ = 1, ∆k being the k-th J×J dimensional partition
of ∆ = (IJ⊗ιJ)−(ιJ⊗IJ) and γ = (γ1, . . . , γJ)′ being vector of inverse OLS first-stage
variances with γj = pj/σ

2
j .

Note that due to the diagonal structure of the Gram matrix of the set of Di’s, the
PCS estimator only depends on the smoothing parameters within its own reference
category but is independent from the remaining smoothing parameters. Therefore,
optimization of the parameter MSEs can be done group by group contrary to kernel

5See Appendix A.1.2.
6See Appendix A.2.2.
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smoothing and ridge regression. The following theorem establishes the MSE optimal
smoothing parameters:

Theorem 1.3.1 For given k = {1, . . . , J}, the criterion in Proposition 1.3.1 is min-
imized at ω∗k = (ω∗k1, . . . , ω

∗
kJ), where

ω∗kj =

pj
σ2
j

+ n
∑

m 6=k(µk − µm)(µj − µm)
pmpj
σ2
mσ

2
j∑J

l=1
pl
σ2
l

+ n
∑J

l=1

∑
m 6=k(µk − µm)(µl − µm) plpm

σ2
l σ

2
m

=
γj(1 + nµ′∆′kdiag(γ)∆jµ)

γ ′ιJ + n
2
µ′∆′M1∆µ

(1.15)

with M1 = diag(γ)⊗ diag(γ).

The solution is always unique.7 The minimizers corresponding to the λkj’s can be
found in the Appendix A.2. Note that if the first-stage estimates are all identical for
a reference group, the corresponding optimal smoothing parameters become strictly
positive. This is in line with Hoerl and Kennard (1970) who show for generalized
ridge regression that MSE optimal smoothing parameters have to be positive in the
case of a common target. For the general case, negative smoothing parameters can
be optimal due to different group specific targets.

The properties of PCS using oracle weights can be found in Section 1.4. One can
construct the oracle weights for the restricted PCS, i.e. (G)RR and kernel regression
in a similar fashion, however (weighted) MSE optimal ridge regression weights and
kernel weights in general do not have a closed-form solution for larger J , see Appendix
A.1.5.

While the oracle weights are theoretically appealing, they depend on unknown
quantities through cell means, variances, and probabilities and hence are generally
infeasible. To construct a feasible counterpart we propose to replace the unknown
quantities by consistent estimators. The plug-in weights are then given by

ω̂kj =

p̂j
σ̂2
j

+ n
∑

m 6=k(µ̂k − µ̂m)(µ̂j − µ̂m)
p̂mp̂j
σ̂2
mσ̂

2
j∑J

l=1
p̂l
σ̂2
l

+ n
∑J

l=1

∑
m 6=k(µ̂k − µ̂m)(µ̂l − µ̂m) p̂lp̂m

σ̂2
l σ̂

2
m

=
γ̂j(1 + nµ̂′∆′kdiag(γ̂)∆jµ̂)

γ̂ ′ιJ + n
2
µ̂′∆′M̂1∆µ̂

(1.16)

7The optimal MSE smoothing parameters satisfy the existence and uniqueness condition for
µ̂PCS . For more details consider Appendix A.2.3 and A.2.4.
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with p̂k = nk/n, σ̂2
k = 1

nk−1

∑n
i=1 Dik(Yi − µ̂k)2 and equivalently for γ̂ = (γ̂1, . . . , γ̂J),

γ̂k = p̂k/σ̂
2
k and M̂1 = diag(γ̂) ⊗ diag(γ̂) assuming nk ≥ 2 for all k. The feasible or

plug-in PCS is then given by

µ̂PCSk (ω̂) =
J∑
j=1

ω̂kjµ̂j. (1.17)

The idea is that a first step is sufficiently informative for the optimal weights such
that using a plug-in estimate will yield an estimated weighting scheme that improves
on the actual performance of the resulting estimator. This approach is very close
in spirit to other approaches based on MSE optimal averaging, focused information
criteria and corresponding averaging estimators such as Hjort and Claeskens (2003),
Liu (2015) and Cheng et al. (2019). In Section 1.4.3 we show that while oracle
performance cannot be obtained for arbitrary data generating processes, the plug-in
estimator still uniformly dominates the ordinary least squares in terms of (weighted)
mean squared error.

Note that in contrast to the model averaging literature (Hansen and Racine 2012;
Liu 2015) the weights are not restricted to lie in the unit simplex. Under fixed
weights, the model averaging and the PCS estimator are linear in the outcome. For
admissibility of linear estimators of the mean of a multivariate normal distribution,
Cohen (1966) shows that symmetry and nonnegative eigenvalue bounds have to be
met by the linear operator that maps outcomes to predictions, see also Li (1987)
in a regression context. Hansen and Racine (2012) show that in the case of nested
linear regression models, positivity of the model weights is a necessary condition for
admissibility under mean squared error loss. However, if data dependent weights are
used, the resulting estimator is no longer linear in the outcome. Furthermore, the
less restrictive weighting scheme of the PCS can contradict the nesting requirement
by Hansen and Racine (2012) despite the fact that the submodels are effectively lin-
ear. As a consequence, the overall shrinkage sum and not each shrinkage parameter
is bounded from below and thus inadmissibility of the PCS does not follow. Inter-
estingly, the eigenvalue conditions of Cohen (1966) for admissibility still hold with
probability one for both optimal and feasible PCS.8

8See Appendix A.2.6.
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1.4. Large Sample Theory

1.4.1. Local Parameterization

In the following, we outline and discuss the large sample properties of the different
weighting schemes and of the PCS estimator over a sufficient class of data generating
processes relevant in the context of heterogeneous group means. In particular, we
would like to distinguish between systems of locations in which the differences between
group means are small (close systems) and large (distant systems) for a given sample
size. For simplicity, instead of invoking standard assumptions to assure consistency
and asymptotic normality of the first stage through moment conditions or similar,
we start from a less rigorous point.9 Let F be the set of distribution functions and
denote δ = (δ1, δ2, . . . , δJ)′, Z ∼ N (0, V0), V0 = diag(σ2

j/pj), and V̂ = diag(nσ̂2
j/nj).

Definition 1 A sequence of data generating processes {Fn} is close with local param-
eter δ ∈ RJ if

{Fn} ∈ S(δ, V0)

S(δ, V0) =
{
{Fn} : Fn ∈ F ,

√
n∆µ→ ∆δ ∈ RJ2

,
√
n(µ̂− µ)

d→ Z, V̂
p→ V0

}
.

Definition 2 A sequence of data generating processes {Fn} is distant if

{Fn} ∈ S(∞, V0)

S(∞, V0) =
{
{Fn} : Fn ∈ F , sup

k,j

√
n|µk − µj | → ∞,

√
n(µ̂− µ)

d→ Z, V̂
p→ V0

}
Close systems require that all scaled pairwise differences do not diverge, i.e. their
differences depend on the local parameters (δk − δj) for all k, j.10 This nests the case
in which all means are exactly identical and the local parameters are zero. For distant
systems we require the scaled differences to go to infinity for at least one pair in the
system. The union of these systems is sufficiently rich to describe a wide range of
data generating processes.

To further motivate these classes of sequences and in particular the rate at which
the differences converge to the local parameters, consider J locations that are esti-

9Note that standard regularity conditions usually imply asymptotic normality for estimated cell
probabilities and variances as well. However, this is not required for any of the results in this and
the following subsection.

10Note that since the system effectively depends only on differences in local parameters, constant
shifts to δ do not affect the analysis. In principle, the mean vector µ could have subscript n as it is
allowed to depend on the sample size. We omit the subscript for readability.
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mated via least squares. Assume that the asymptotic variances are known. Let Zn
be a random variable that converges in distribution to a standard normal random
variable. A simple test statistic for testing the equality of two means µk and µj can
be written as follows:

Tn =
√
n
µ̂k − µ̂j√
σ2
k

pk
+

σ2
j

pj

=
√
n
µk − µj√
σ2
k

pk
+

σ2
j

pj

+ Zn (1.18)

Using the local parameterization it follows that

Tn(Fn)
d→ N

(
(δk − δj)

/√
σ2
k/pk + σ2

j/pj, 1

)
if {Fn} ∈ S(δ, V0), (1.19)

P (|Tn(Fn)| > c)→ 1 for all c > 0 if {Fn} ∈ S(∞, V0). (1.20)

Therefore, depending on the local parameter difference δk − δj, one can obtain a
small, moderate or even large mean for the distribution of the test statistic. In the
special case of δk − δj being exactly equal to zero, the local parameterization does
no longer affect the asymptotic distribution and classical inference can be conducted
using the standard normal distribution. It is apparent that in any other case, choosing
a model based on such a test might be misleading. If the local parameter is at a size
that centers the limiting distribution e.g. around the critical value used for rejection
of the null hypothesis, rejection would occur with probability one half. If this pretest
is used for model selection, it is likely to suggest an underparameterized model that
translates into higher parameter risk. The PCS estimator can be considered as a
smooth variant of such a classical pretesting based estimator. Hence, we expect it
to perform better exactly in these regions in which type-II errors are relatively large.
Standard asymptotic analysis, however, will always favor the more parameterized
model except if parameters are exactly equal. Thus, the approximations based on
the local asymptotic framework should be closer to the actual finite sample behavior.
The intuition can directly be translated to simultaneous tests of equality in locations
for more than two groups.11

1.4.2. Distributional Theory

For investigation of the large sample properties of the PCS, the behavior of the
smoothing parameters along the sequences of DGPs is crucial. We consider PCS with
weights ωfkj that correspond to fixed penalty parameters λkj in (1.2), MSE optimal

11Appendix A.2.5 contains an example using a Wald test for equality of all means.
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weights ω∗kj and plug-in weights ω̂kj. The following lemma demonstrates the behavior
of the different weighting schemes in large samples.

Lemma 1.4.1 Let ωfkj, ω
∗
kj and ω̂kj denote the PCS weights in (1.17) corresponding

to fixed values12, MSE optimal weights according to (1.15) and plug-in weights accord-
ing to (1.16). Their limiting behavior along the local parameterization is then given
by

ωfkj = Op(n
−1) if k 6= j and ωfkk = 1 +Op(n

−1) if {Fn} ∈ S(δ, V0) ∪ S(∞, V0),

ω∗kj → w̄kj =
γj(1 + δ′∆′kdiag(γ)∆jδ)

γ ′ιJ + 1
2
δ′∆′M1∆δ

if {Fn} ∈ S(δ, V0),

ω∗kj → w̄kj = 2γj
µ′∆′kdiag(γ)∆jµ

µ′∆′M1∆µ
if {Fn} ∈ S(∞, V0),

ω̂kj
d→ wakj =

γj(1 + (Z + δ)′∆kdiag(γ)∆j(Z + δ))

γ ′ιJ + 1
2
(Z + δ)′∆′M1∆(Z + δ)

if {Fn} ∈ S(δ, V0),

ω̂kj
p→ w̄kj = 2γj

µ′∆′kdiag(γ)∆jµ

µ′∆′M1∆µ
if {Fn} ∈ S(∞, V0).

∆k is the k-th J × J dimensional partition of ∆ = (IJ ⊗ ιJ) − (ιJ ⊗ IJ) and γ =

(γ1, . . . , γJ)′ is the vector of inverse OLS first-stage variances with γj = pj/σ
2
j .

Note that the MSE optimal smoothing parameters do not in general vanish asymp-
totically, i.e. there is potential aggregation even in the limit. This, however, does
not exclude the possibility to completely smooth out uninformative groups in large
samples. It is qualitatively different from the smoothing kernel approach where unin-
formative, i.e. conditionally independent, regressors are always smoothed to a global
average with smoothing parameters converging to their upper bound (Hall et al. 2004,
2007). The estimated smoothing parameters converge in distribution to a function
of a normal random vector if groups are locally close while under a distant system,
they converge in probability to the oracle parameters. Thus, adding a single distant
parameter to a locally close system is sufficient to obtain convergence in probability.
This is due to the fact that the effective shrinkage targets in the PCS are weighted
leave the k-th group out averages. If the k-th group is the distant one, a weighted
combination of locally close locations will be distant enough to pin down the optimal
weights in probability. If the k-th group is within the set of the locally close groups,
the leave the k-th group out average will contain the distant group which is sufficient
in large samples to distinguish the shrinkage target from the reference mean and thus

12Please note that the smoothing parameters λkj ’s are fixed. The weights ωfkj ’s can then be seen
as a function of the fixed smoothing parameters and the sample size.
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lead to probabilistic convergence. Only in the case of all groups being locally close,
the differences are not sufficient such that the limiting behavior is governed by a con-
tinuous function of a random normal vector. However, due to the rate of convergence
of the estimated smoothing parameters in the case of distant systems, they will have
an effect on the first order term determining the limiting distribution of the PCS
under estimated smoothing parameters compared to the oracle distribution.

The following theorem establishes the distributional behavior of the different PCS
variants.

Theorem 1.4.1 Let ωfk, ω
∗
k and ω̂k denote the vector of fixed values, MSE optimal

weights according to (1.15) and plug-in weights according to (1.16) for the PCS. The
asymptotic distributions of the PCS estimators are given by

√
n(µ̂PCSk (ωf )− µk −B1k(ω

f ))
d→ Zk ∼ N

(
0,
σ2
k

pk

)
if {Fn} ∈ S(δ, V0) ∪ S(∞, V0),

√
n(µ̂PCSk (ω∗)− µk −B2k(ω

∗))
d→ N

(
0,

J∑
j=1

ω̄2
kj

σ2
j

pj

)
if {Fn} ∈ S(δ, V0) ∪ S(∞, V0),

√
n(µ̂PCSk (ω̂)− µk)

d→
J∑
j=1

ωakjZj +
J∑
j=1

ωakj(δj − δk) if {Fn} ∈ S(δ, V0),

√
n(µ̂PCSk (ω̂)− µk −B3k(ω̄))

d→ Zk ∼ N
(

0,
σ2
k

pk

)
if {Fn} ∈ S(∞, V0).

The bias terms are given by B1k(ω
f ) =

∑
j 6=k ω

f
kj(µj−µk), B2k(ω

∗) =
∑

j 6=k w
∗
kj (µj−

µk), B3k(ω̄) =
∑

j 6=k ω̄kj(µj − µk).

Theorem 1.4.1 contains the asymptotic distributions of the different PCS estimators.
There are some results that clearly parallel the literature on (generalized) ridge re-
gression. In particular, a fixed penalty is asymptotically negligible for the distribution
and thus the efficiency of the estimator, i.e. PCS with fixed weights converges in dis-
tribution to the corresponding OLS limit. The PCS under optimal weights differs in
terms of its distribution from the OLS and thus the improvements in MSE in general
do not disappear even for large samples. The behavior of the PCS under estimated
smoothing parameters is particularly noteworthy. Note that the distribution to the
normal is not uniform along all sequences of DGPs. In particular, the PCS with
estimated smoothing parameters under locally close systems converges in distribu-
tion to a sum of normal random variables and local parameters multiplied by the
limiting weights that are themselves functions of the same random normal variables,
local parameters, and other features of the DGP. Thus, the limiting distribution in
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close systems is in general different from the normal. Assessing or estimating that
limiting distribution has to be done with caution as the local parameters cannot be
estimated consistently due to the

√
n multiplier. This is similar to other shrinkage

and model averaging methods that rely on smooth aggregation methods in the spirit
of James-Stein shrinkage and frequentist model averaging (Cheng et al. 2019; Hansen
2016a; Hjort and Claeskens 2003; Liu 2015).

1.4.3. Asymptotic Risk

Theorem 1.4.1 shows that when evaluating the risk of the feasible PCS, one has to
take the additional variation of the weights under locally close systems into account.
In the following, we will focus on the risk under close systems as the risk for distant
systems can be obtained as a special case by letting ||∆δ||∞ →∞. For the derivation
of the oracle risk, recall that due to the flexibility of the PCS, optimization can be
done separately for each individual group. When evaluating the risk of the feasible
PCS parameters however, the additional (co)variation introduced by the weighting
parameters has to be taken into account since the latter are functions of the same
random vector. The choice for the joint loss function will be the (weighted) parameter
vector MSE

l(µ̃,µ) = (µ̃− µ)′W (µ̃− µ) (1.21)

with the canonical weighting matrix being the inverse of the asymptotic variance of
the OLS parameter vector W = diag(γ). Thus W is proportional to the identity
matrix under homoskedasticity and equal group probabilities. The choice of W also
renders the evaluation of the risk invariant to rotations of the parameter vector, such
that PCS risk properties are preserved even if outcomes are not generated on the
same scale across groups.

To assure existence of a criterion that properly approximates the risk, a trimmed
expected scaled loss criterion is used with vanishing trimming boundaries as in Hansen
(2016a). Alternatively one could impose additional moment assumptions along the
sequences to assure uniform integrability of the scaled loss function. In the limit, the
risk is determined by a function of random normal vectors and thus easier to evaluate
via the distributional limit. Let µ̂n be a sequence of estimators along {Fn} ∈ S(δ, V0).
The asymptotic risk along the sequences of DGPs is then given by

ρ(µ̂n,µ) = lim
ζ→∞

lim inf
n→∞

EFn [min{nl(µ̂n,µ), ζ}]. (1.22)
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Note that under normality, this would collaps to the exact finite sample risk. The
asymptotic risk of the OLS µ̂ is then given by

ρ(µ̂,µ) = tr(WV0).

The following theorem provides the asymptotic risk of the PCS estimator under esti-
mated weights for close systems of locations.

Theorem 1.4.2 Let {Fn} ∈ S(δ, V0). If ω̂ is chosen according to (1.16), then

ρ(µ̂PCS(ω̂),µ) =E

[
(Z + δ)′∆′{M2 − tr(∆′M3V0)M1 + 2M3V0∆′M1}∆(Z + δ)

(tr(V −1
0 ) + 1

2
(Z + δ)′∆′M1∆(Z + δ))2

]
+tr(WV0)− 2tr(V −1

0 )tr(∆′M3V0)E

[
1

(tr(V −1
0 ) + 1

2
(Z + δ)′∆′M1∆(Z + δ))2

]
with V0 = diag(γ)−1, M1 = diag(γ) ⊗ diag(γ), M2 = diag(γ) ⊗ γγ ′ and M3 =

diag(γ)⊗ γ.

Thus, the asymptotic risk is given by the sum of the OLS risk, the expectation of
the ratio of a quadratic form and a strictly positive random variable, and a strictly
negative term. It depends on the limiting vector of the OLS, its asymptotic variance
components and the unknown local parameter vector δ.

Theorem 1.4.2 allows us to establish sufficient conditions for a strict uniform
dominance of the PCS estimator compared to the OLS. Uniform in the sense that for
all bounded δ vectors, the risk is strictly smaller than the risk of the OLS. It turns
out that an easily interpretable sufficient condition is that the number of groups has
to exceed three, i.e. we obtain the following corollary:

Corollary 1.4.1 Let {Fn} ∈ S(δ, V0) and ω̂ be chosen according to (1.16). If J ≥ 4,
then

sup
δ∈B

ρ(µ̂PCS(ω̂),µ)− ρ(µ̂,µ) < 0 (1.23)

for any bounded B ⊂ RJ2.

Thus, a sufficient (but by no means necessary) condition for uniform dominance is
a simple condition on the dimensionality of the mean vector. This is similar to
classical James-Stein estimation that as a necessary condition requires at least a three-
dimensional multivariate mean vector when shrinking to a fixed target for global risk
reduction over the maximum-likelihood estimator (Stein 1956). Here, the somewhat
more flexible shrinkage target requires one additional dimension, i.e. at least four
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groups to assure a strictly smaller risk for any close system of locations. Consistency
follows directly as a corollary. In a similar spirit, the PCS shrinks towards a restricted
subspace, i.e. an estimator that equalizes the group locations under a generalized error
term structure. The corresponding subspace has exactly dimensionality l = 1 thus
the minimal condition for superior risk (Oman 1982) is that J ≥ 3 + l which equals
the sufficient condition from Corollary 1.4.1.

1.5. Monte Carlo Study

The following simulations compare the small sample behavior of the PCS estimator to
potential alternatives over a range of data generating processes that vary with respect
to mean parameters and error variances across groups. We investigate the weighted
parameter vector MSE under close systems for different local parameter values δ. The
distant system behavior can be inferred for large values of δ. The following estimators
are considered:

1. Ordinary least squares/frequency method (OLS),
2. pairwise cross-smoothing with plug-in smoothing parameters (PCS),
3. ridge regression with the plug-in smoothing parameter (RR),
4. generalized ridge regression with plug-in smoothing parameters (GRR),
5. nonparametric smoothing kernel with plug-in smoothing parameters (Kernel),
6. a selection/pretesting estimator based on Mallows Cp (Mallows).13

We study a setup with a moderate number of groups, i.e. J = 4, that are selected
with equal likelihood. The three designs A, B and C are set such that mean vectors
converge to the origin but vary in the degree of deviations from the origin in finite
samples. The mean vectors take the following values µA = (0, 0, 0, δ/

√
n)′, µB =

(0, 0,−3δ/
√
n, δ/
√
n)′ and µC = (0, 2δ/

√
n,−3δ/

√
n, δ/
√
n)′ with δ varying over a

positive grid starting at 0. For δ = 0, we are in the case of identical means, i.e. a
global average would be the most efficient estimator. Regarding the error term, we
consider homoskedastic and heteroskedastic standardized log-normal distributions.14

All results are based on 5000 simulations. For the plug-in weights we use the formulas
from (1.16). In the homoskedastic designs, we apply a variance estimator as if we

13We consider all possible submodels and choose the one with the lowest criterion value according
to Mallows (1973). We also experimented with generalizations that are robust with respect to
different error term structures. However, the classical Cp seems to dominate all adaptations in our
simulations and thus results are omitted.

14All results are robust with respect to the error distribution. Results for the normal distribution
do not differ qualitatively and are therefore omitted.
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knew in advance that the error is homoskedastic, i.e. all residuals are used to estimate
a single variance parameter for all groups.

Weighted mean squared errors relative to OLS for n = 400 are reported in Figure
1.2. Results for other sample sizes follow the same patterns and are therefore omitted.
First, note that GRR, RR and Cp estimator do not always outperform the OLS in the
chosen setups. Only PCS and kernel estimators seem to uniformly dominate OLS.
Depending on the value of δ one can get up to 30% improvement in the parameter
vector MSE by using PCS over OLS. The largest benefits are obtained at lower values
of δ as in these settings the shrinkage estimator can benefit from taking information
from the other similar groups.

The kernel estimator follows virtually the same pattern as the PCS especially for
larger δ parameters. For smaller δ values, however, kernel performs worse (up to 5
percentage points) due to its restricted flexibility when exploiting designs of almost
equal means.

Figure 1.2: Relative Weighted Parameter Vector Mean Squared Errors
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The figure depicts the simulated relative weighted parameter vector mean squared errors for the es-
timators with plug-in shrinkage parameters under log-normally distributed errors for n = 400, equal
selection probabilities, different parameter values δ, and different structures of the error variance
with OLS as a benchmark. The parameter vectors are

√
nµA = (0, 0, 0, δ)′,

√
nµB = (0, 0,−3δ, δ)′

and
√
nµC = (0, 2δ,−3δ, δ)′. The group variances are σ2

hom = (1, 1, 1, 1)′ and σ2
het = (1, 1, 1, 10)′.

Simulations are based on 5000 replications.
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The RR generally performs well especially for small δ yielding MSE improvements
up to 50% compared to OLS. In these designs, RR seems to benefit from the smaller
amount of penalty parameters in comparison to PCS which has to deal with addi-
tional estimation noise. Nevertheless, RR loses its advantage in heterogeneous designs
where the more flexible methods can further improve on the parameter vector MSE,
i.e. under heteroskedasticity it even performs similar or slightly worse than OLS for
moderate δ values in design A.

The GRR performs poorly in design A for large values of δ as it tends to shrink
three groups to the rather distant leave the k-th group out targets in finite samples.
Thus GRR estimation lacks robustness regarding the shrinkage target in asymmetric
designs. It can perform substantially worse than ordinary least squares for a large
range of δ values inflating the risk by more than 20%. Introducing a higher degree of
symmetry around the origin in designs B and C helps GRR to shrink to the correct
targets and improves its performance. However, as these symmetries are usually
unknown, we do not recommend the use of the plug-in GRR for shrinking categorical
regressors in applied work.

The pretest estimator based on Mallows Cp has its worst performance for moderate
values of δ as in this range it is challenging for the model selection criterion to detect
the optimal aggregation strategy. It often yields an underfitted model that introduces
too much bias into the parameter estimates in line with the discussion in Section 1.4.1.
This is particularly prominent in designs B and C with risk inflations of over 60%

compared to OLS. With a higher degree of deviations from the origin (design C), the
Cp estimator performs worse than OLS over a larger range of δ parameters. However,
for extreme values of δ parameters, it can perform better or close to OLS if there
are risk gains from aggregating identical groups (design A and B). In practice, these
mean differences are usually unknown and thus using the model selection criterion
can be detrimental to the estimation. The presence of data generating processes for
which model selection criteria yield inferior risk is a well-known phenomenon in the
literature on model selection and post-selection risk, see e.g. Leeb and Pötscher (2008)
among many others.

PCS on the other hand is virtually never worse than OLS, i.e. it shows uniformly
dominant behavior in line with our results in Section 1.4.3. However, PCS is not
always beating all the competitors over all the designs and δ values. For example, for
small δ values GRR and RR are up to 20 percentage points superior profiting from
an accurate shrinkage target in the design of almost equal means and less penalty
parameters to estimate. For large values of δ, the pretest estimator can perform better
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than PCS as the risk optimal model can be obtained through strict aggregation. PCS
and kernel estimator show similar behavior and both show robustness in terms of
different designs. From the two, PCS slightly outperforms the kernel estimator for
smaller values of δ.

Therefore, PCS seems to be a robust refinement over OLS for a wide range of
DGPs as alternatives are either dominated by PCS (OLS and kernel) or are very
design sensitive (GRR and Cp). For the first category, PCS seems to be particularly
superior for small values of δ. For the latter category, there are always designs in
which they perform (substantially) worse than OLS. Note that in general there is
still room for further improvement since the large risk gains that can be obtained by
the theoretically optimal PCS (see Section 1.2, Figure 1.1) cannot be reached by any
method considered in the simulations designs.

1.6. Applications

1.6.1. Application I: A Fine is a Price

Gneezy and Rustichini (2000a) investigate the prediction of the deterrence hypothesis,
i.e. that ceteris paribus introducing fines will decrease the likelihood of the associated
action or behavior. They run a controlled field experiment at ten day-care centers
for young children in Haifa, Israel over a period of twenty weeks. This leads to a
small panel with ten observations and twenty time periods. In period five, a fine is
introduced for parents that arrive too late to pick up their children in six of these
centers. They find that the fine increases the number of delayed parents and even
after removal of the fine, the rate stayed at the same, higher level. The results have
also been quoted in the literature on intrinsic and extrinsic motivation and crowding-
out effects (Gneezy et al. 2011). Most of their major findings are summarized in a
plot similar to the first subplot in Figure 1.3 which has been reused by e.g. Gneezy
and Rustichini (2000b). In the variant used here, it depicts the share of late arrivals
in both, treatment and control group over the duration of twenty weeks. Note that
each point is an average over the subgroups of six and four data points in treatment
and control group respectively which are basically predictions of a simple panel data
model.15 In statistical terms, it contains estimates for the expected share of late
arrivals conditional on time period and treatment status. Our method is well-suited
for this application since by construction, there are small orthogonal groups that

15Note that if only time trend dummy variables are used, a pooled OLS, fixed effect and random
effect models coincide.
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are determined by time and treatment status. We stabilize the estimates of the
conditional means by using the plug-in PCS within treatment groups and time periods
closely related to Gneezy and Rustichini (2000a), Table 2. Hence we smooth the
averages within weeks 1-4, 5-8, 9-16 and 17-20 for both groups using the original
means as first stage.16

Figure 1.3: Mean Share of Late Arrivals, OLS and PCS estimates
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Figure 1.3 depicts OLS (Gneezy and Rustichini 2000a) and PCS estimates for the
conditional mean over time and treatment status. The major findings of the original
visualization are confirmed. In fact, our estimates reveal the pattern much clearer
since the PCS suggests a more stable share of the control group and a less fluctuating
mean of the treatment group before and after the time of treatment.

1.6.2. Application II: Minimum Wage Study

The Card and Krueger (1994) paper is a case study evaluating the effects of a min-
imum wage increase on the employment of low-wage workers. They collected data

16This is based on the prior characterization of the periods by Gneezy and Rustichini (2000a). Of
course other smoothing strategies could be employed as well.
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from fast food chains in New Jersey and Pennsylvania in a telephone survey before
and after a minimum wage increase in New Jersey from 4.25$ to 5.05$ in 1992. The
dependent variable full-time employment equivalent is measured as the number of
full-time workers plus 0.5 times the part-time workers.

The setup is well-suited for our method since there are four orthogonal groups by
construction that are determined by state and time. The PCS estimator is applied
to the difference-in-differences model on the original Card and Krueger (1994) data
and for each fast food chain separately to account for potentially different time trends
and heterogeneous effects on employment across chains. As mentioned in Card and
Krueger (1994), KFC differs in its size, opening hours, and type of food from the
other chains which might be a source of heterogeneity. The chain by chain analysis
further reduces the observations per cell and thus benefits the application of PCS
over OLS. An alternative strategy would be to also smooth across chains to further
increase the possible number of shrinkage targets.

The OLS (Card and Krueger 1994) and PCS results for pooled data and for each
chain separately are reported in Table 1.1.17 We find a positive significant change
in employment for the pooled data. As further analysis shows, this result is driven
by the significant positive employment change in Burger King. The other chains
have no significant change in employment. Comparing the results across chains, KFC
shows a different pattern from the other stores, as KFC is the only chain with a point
estimate that is in line with the theory of increasing labor demand in a less labor
costly environment, however the estimate is statistically insignificant.

All the estimated effects of the minimum wage on the employment are closer to
zero for the PCS in comparison to the OLS. In the case of pooled data, Burger King,
KFC and Roys, the differences between OLS and PCS are not as large. However
in case of Wendys, the chain with smallest number of observations in the data set,
the difference is more pronounced, showing the stabilizing property of PCS in such
scenarios.

1.7. Concluding Remarks

Pairwise cross-smoothing provides a unifying framework to analyze and compare
smoothing methods for categorical data that nests different approaches from the liter-
ature on (generalized) ridge regression, nonparametric smoothing kernels and model
averaging. It penalizes `2 differences between estimation parameters and first-stage

17Table A.2 in Appendix A.1.9 includes means, variances and number of observations for all
subgroups.
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Table 1.1: Mean and Difference-in-Differences Estimates

All Chains OLS PCS
NJ (t) PEN (c) NJ (t) PEN (c)

B 20.44 23·33 20.53 22·87
A 21.03 21·17 21.01 21·12

DiD 2·75∗ 2·22∗

Burger King OLS PCS
NJ (t) PEN (c) NJ (t) PEN (c)

B 22.16 29·42 22.25 29·06
A 23.63 26·22 23.63 26·06

DiD 4·67∗∗ 4·38∗∗

KFC OLS PCS
NJ (t) PEN (c) NJ (t) PEN (c)

B 12.79 10·71 12.76 10·92
A 13.73 13·00 13.60 12·96

DiD −1·35 −1·20

Roys OLS PCS
NJ (t) PEN (c) NJ (t) PEN (c)

B 23.14 19·74 22.99 19·80
A 21.73 15·81 21.68 16·12

DiD 2·52 2·37

Wendys OLS PCS
NJ (t) PEN (c) NJ (t) PEN (c)

B 22.08 24·12 22.43 23·46
A 23.40 22·10 23.10 22·44

DiD 3·35 1·69

The table contains the mean estimates of the full-time employment equivalents. B = before
the minimum wage increase, A = after the minimum wage increase, NJ = New Jersey, PEN =
Pennsylvania, t = treated, c = control. DiD formula: (µ̂NJ,A− µ̂NJ,B)−(µ̂PEN,A− µ̂PEN,B).
p-values (∗ < 0.1, ∗∗ < 0.05) are computed using conventional confidence bounds.

estimates. The estimator can be easily implemented with standard software packages
using the closed-form solutions derived in this chapter. It has favorable risk properties
compared to the ordinary least squares and other commonly used approaches. For
future research, relaxing the assumption of a fixed number of groups, i.e. allowing for
J to grow with the sample size with closeness restrictions that are related to sparsity
in the sense of few different locations and alternative risk functions in the sense of
(Hansen 2016a) should be considered.
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Appendices for Shrinkage for Categorical
Regressors

A.1. Appendix I

A.1.1. First and Second Order Conditions for Pairwise Cross-smoothing

Let SΛ(µ) denote the objective function in (1.2) where Λ = (λ11, λ12, . . . , λ1J , λ21,

. . . , λJJ) and λkk = 0 for all k = {1, . . . , J}. Note that:

∂SΛ(µ)

∂µk
= −2

n∑
i=1

(Yi −D′iµ)Dik + 2
J∑
j=1

λkj(µk − µ̂j) (A.24)

∂2SΛ(µ)

∂µ2
k

= 2nk + 2
J∑
j=1

λkj (A.25)

∂2SΛ(µ)

∂µk∂µl
= 0 l 6= k (A.26)

Setting (A.24) equal to zero to solve for µ̂PCSk and rearranging the terms yields

n∑
i=1

YiDik +
J∑
j=1

λkjµ̂j = µ̂PCSk

( J∑
j=1

λkj + nk

)
.

The estimate µ̂PCSk exists if and only if
∑J

j=1 λkj 6= −nk.
The matrix of second derivatives of SΛ(µ) is a diagonal matrix that leads to a

strictly convex penalty if and only if

J∑
j=1

λkj > −nk for all k ∈ {1, . . . , J}.
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An estimator defined as the solution to (1.2) exists and is a unique global minimizer
if and only if

∑J
j=1 λkj > −nk for all k ∈ {1, . . . , J}.

A.1.2. First Order Approximation of the Modified Least Squares

µ̂k =

∑n
i=1 DikYi∑n

i=1 Dik + 1(
∑n

i=1Dik = 0)

By definition

µ̂k − µk =

∑n
i=1Dik(Yi − µk)∑n

i=1Dik + 1(
∑n

i=1Dik = 0)
− µk

1(
∑n

i=1Dik = 0)∑n
i=1 Dik + 1(

∑n
i=1 Dik = 0)

.

Using iid and pk = E[Dik] > 0, the WULLN and CLT imply

n−1

n∑
i=1

Dik = pk + op(1)

n−1/2

n∑
i=1

Dik(Yi − µk)
d→ N (0, σ2

kpk).

Because pk > 0 and sample means and the indicator are bounded a.s., we have that

n−1/2µk1

( n∑
i=1

Dik = 0

)
= op(1)

and

n−1/2

∑n
i=1Dik(Yi − µk)

n−1
∑n

i=1Dik + n−11(
∑n

i=1Dik = 0)
= n−1/2

∑n
i=1 Dik(Yi − µk)

pk
+ op(1)

which together imply that

µ̂k − µk =
1

npk

n∑
i=1

Dik(Yi − µk) + op(n
−1/2).
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A.1.3. Proof of Proposition 1.3.1

The bias of the PCS using the first order approximation is given by

E[µ̂PCSk (ωk)]− µk =
J∑
j=1

ωkj(E[µ̂j]− µk)

=
J∑
j=1

ωkj(µj − µk).

The variance of the approximated PCS is given by

V [µ̂PCSk (ωk)] =
J∑
j=1

ω2
kjV [µ̂j]

as E[µ̂j] − µj ≈ 0, observations being independent, and cell means being approxi-
mately uncorrelated, i.e.

E[(µ̂k − µk)(µ̂l − µl)] ≈
1

n2pkpl

n∑
i=1

n∑
j=1

E[Dik(Yi − µk)]E[Djl(Yj − µl)]

= 0

for all k 6= l. The variances are given by

V [µ̂j] ≈ E

[(
1

npj

n∑
i=1

Dij(Yi − µj)
)2]

=
1

np2
j

E[Dij(Yi −D′iµ)2]

=
1

np2
j

E[Dijε
2
i ]

=
1

npj
E[ε2

i |Dij = 1]

=
σ2
j

npj
.

where second step is due to independent observations. The MSE in (1.14) then follows
by the usual bias-variance decomposition.



Chapter 1. Shrinkage for Categorical Regressors 40

A.1.4. Proof of Theorem 1.3.1

The problem of the constrained minimization of (1.14) can be rewritten as the fol-
lowing Lagrangian:

min
ωk,αk

L(ωk, αk) = min
ωk,αk

ω′kHkωk + 2αk(1− ι′Jωk),

with ωk = (ωk1, ωk2, . . . , ωkJ)′,

Hk = ∆kµµ
′∆′k + diag(γ)−1/n,

αk = Lagrange multiplier.

The FOCs are given by

∂L(ωk, αk)

∂ωk
= 2Hkωk − 2αkιJ= 0

∂L(ωk, αk)

∂αk
= 2(1− ι′Jωk) = 0

The solution of setting the FOC to zero gives optimal values:

α∗k = [ι′J(H ′kHk)
−1H ′kιJ ]−1

ω∗k = [ι′J(H ′kHk)
−1H ′kιJ ]−1(H ′kHk)

−1H ′kιJ

The expression for ω∗kj can be inferred from the j-th entry of ω∗k. For uniqueness
conditions consider Appendix A.2.3.

A.1.5. Weighted Mean Squared Error Optimal and Plug-in Smoothing
Parameters for Kernel and (Generalized) Ridge Regression

For all methods we choose the weighted MSE criterion with W = V −1
0 being the

inverse of the MLE/least squares variance-covariance matrix. The first-stage estimate
is chosen to be the (modified) ordinary least squares. Note that for a given PCS
estimator (or restricted version thereof) µ̂(Λ) with smoothing parameter vector Λ,
the criterion can be written as:

E[(µ̂(Λ)− µ)′W (µ̂(Λ)− µ)] =
J∑
k=1

γkE[(µ̂k(Λ)− µk)2].
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Kernel Smoothing

The implicit kernel constraints yield the estimator of the form

µ̂Kernelk (Λ) =
nkȲk

nk +
∑

l 6=k λl
+

∑
j 6=k λjµ̂j

nk +
∑

l 6=k λl
. (A.27)

or equivalently by using the WLLN and Ȳk = µ̂k

µ̂Kernelk (Λ)− µk =
npk(µ̂k − µk) +

∑
j 6=k λj(µ̂j − µk)

npk +
∑

l 6=k λl
+ op(1) (A.28)

and thus

(µ̂Kernelk (Λ)− µk)2 ≈
(npk)

2(µ̂k − µk)2 + 2npk(µ̂k − µk)
∑

j 6=k λj(µ̂j − µk)
(npk +

∑
l 6=k λl)

2

+

∑
j 6=k
∑

m 6=k,j λjλm(µ̂j − µk)(µ̂m − µk) +
∑

j 6=k λ
2
j(µ̂j − µk)2

(npk +
∑

l 6=k λl)
2

.

(A.29)

Since the group means are uncorrelated, the expected risk for group k is given by

E[(µ̂Kernelk (Λ)− µk)2] ≈
(npk)

2 1
γkn

+
∑

j 6=k
∑

m 6=k,j λjλm(µj − µk)(µm − µk)
(npk +

∑
l 6=k λl)

2

+

∑
j 6=k λ

2
j [

1
γjn

+ (µj − µk)2]

(npk +
∑

l 6=k λl)
2

(A.30)

which yields the overall weighted MSE

J∑
k=1

γkE[(µ̂Kernelk (Λ)− µk)2] ≈
J∑
k=1

[
npk

npk +
∑

l 6=k λl

]2
1

n
+

∑J
k=1

∑
j 6=k λ

2
j
γk
γj

1
n

(npk +
∑

l 6=k λl)
2

+

∑J
k=1

∑
j 6=k
∑

m6=k γkλjλm(µj − µk)(µm − µk)
(npk +

∑
l 6=k λl)

2
.

(A.31)

The plug-in estimator can be obtained by replacing the expression for pk, γk and µk
for k = 1 . . . , J by the corresponding estimates as for the PCS and optimizing with
respect to Λ using numerical optimization. Similar to kernel estimation for continuous
data, there is no closed-form solution for the general case.
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Ridge Regression

For the ridge regression (RR), the restrictions imposed on the smoothing parameters
are λkj = λ. This yields an estimator:

µ̂RRk (λ) =
nk

nk + (J − 1)λ
Ȳk +

(J − 1)λ

nk + (J − 1)λ

∑
j 6=k

µ̂j
J − 1

.

Under the choice of µ̂j = Ȳj, the weighted MSE of the leading term of a first-order
approximation18 of the RR estimator takes form:

MSE(µ̂RR(λ)) = E
[
(µ̂RR(λ)− µ)′W (µ̂RR(λ)− µ)

]
= E

[
J∑
k=1

pk
σ2
k

(µ̂RRk (λ)− µk)2

]

≈
J∑
k=1

pk
σ2
k

( (J − 1)λ

npk + (J − 1)λ

)2
(∑

j 6=k

µj
(J − 1)

− µk

)2

+
∑
j 6=k

σ2
j

(J − 1)2npj


+

(
npk

npk + (J − 1)λ

)2
σ2
k

npk

)
.

The FOC for the weighted MSE optimal parameter λ takes form:

J∑
k=1

pk
σ2
k

 λ(J − 1)npk
(npk + (J − 1)λ)3

(∑
j 6=k

µj
(J − 1)

− µk

)2

+
∑
j 6=k

σ2
j

(J − 1)2npj


− np2

k

(npk + (J − 1)λ)3

σ2
k

npk

)
!

= 0

The sum notation of the FOC reveals that the smoothing parameter λ is non-trivially
intertwined across the reference groups. This implies that a closed-form solution
exists only in special cases, e.g. for a balanced design when pk = 1/J for all k or for
a design with 2 groups. In general, the FOC is a polynomial equation of any order
between 1 and 3(J−1)+1. This means that already for some designs with more than
two groups, one has to solve a polynomial equation of order larger than 4. According
to the Abel-Ruffini theorem, there is no guarantee that a solution in radicals exists
for polynomial equations of order five and higher with arbitrary coefficients. In these
cases, one has to solve the FOC numerically and find the global minimum.

18For more details about the first-order approximation please refer to Section 1.3.
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Generalized Ridge Regression

For the generalized ridge regression (GRR), the restrictions imposed on the smoothing
parameters are λkj = λk. This yields an estimator:

µ̂GRRk (λk) =
nk

nk + (J − 1)λk
Ȳk +

(J − 1)λk
nk + (J − 1)λk

∑
j 6=k

µ̂j
J − 1

,

which can be rewritten in the following weighted form:

µ̂GRRk (ωk) = (1− ωk)Ȳk + ωk
∑
j 6=k

µ̂j
J − 1

.

The GRR estimator depends on the weights within its own reference category k.
Therefore, optimization of the parameter vector MSE can be done group by group
and is invariant to any MSE weighting. Under the choice of µ̂j = Ȳj, the MSE of the
leading term of a first-order approximation19 of the GRR estimator takes form:

MSE(µ̂GRRk (ωk)) ≈ ω2
k

[∑
j 6=k

µj
(J − 1)

− µk

]2

+ (1−ωk)2 σ
2
k

npk
+ω2

k

∑
j 6=k

σ2
j

(J − 1)2npj
.

The optimal solution for ωk is:

ω∗k =

σ2
k

npk

σ2
k

npk
+
∑

j 6=k
σ2
j

(J−1)2npj
+
[∑

j 6=k
µj
J−1
− µk

]2 .

A.1.6. Proof of Lemma 1.4.1

Proof: ωfkj = Op(n
−1) if {Fn} ∈ S(δ, V0) ∪ S(∞, V0):

nωfkj =
λkj

nk/n+
∑

l 6=k λkl/n

p→ λkj
pk

= O(1)

by WULLN for nk/n, continuous mapping and assuming λkj fixed. wfkk follows by
definition.

Proof: ω∗kj → w̄kj =
γj(1+δ′∆′kdiag(γ)∆jδ)

γ′ιJ+ 1
2
δ′∆′M1∆δ

if {Fn} ∈ S(δ, V0). Use the closed-form in
(1.15) and continuity together with

√
n∆kµ→ ∆kδ and

√
n∆µ→ ∆δ.

19For more details about the first-order approximation please refer to Section 1.3.
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Proof: ω∗kj → w̄kj = γj
µ′∆′kdiag(γ)∆jµ

1
2
µ′∆′M1∆µ

if {Fn} ∈ S(∞, V0). Follows from dividing by
n and taking simple limits, i.e.

ω∗kj =
γj(1/n+ µ′∆′kdiag(γ)∆jµ)

γ ′ιJ/n+ 1
2
µ′∆′M1∆µ

→ 2γj
µ′∆′kdiag(γ)∆jµ

µ′∆′M1∆µ

which exists as {Fn} ∈ S(∞, V0).

Proof: ω̂kj
d→ wakj =

γj(1+(Z+δ)′∆kdiag(γ)∆j(Z+δ))

γ′ιJ+ 1
2

(Z+δ)′∆′M1∆(Z+δ)
if {Fn} ∈ S(δ, V0). Take ω̂kj ac-

cording to (1.16). Note that γ̂ p→ γ and thus M̂1
p→M1. Additionally

√
n(µ̂k− µ̂j) =

√
n(µ̂k−µk)−

√
n(µ̂j −µj) +

√
n(µk−µj)

d→ Zk−Zj + δk− δj since {Fn} ∈ S(δ, V0).
Similarly

√
n∆kµ̂

d→ ∆k(Z + δ) and
√
n∆µ̂

d→ ∆(Z + δ). The rest follows from
continuity of ω̂kj.

Proof: ω̂kj
p→ w̄kj if {Fn} ∈ S(∞, V0). Note that µ̂ p→ µ, γ̂ p→ γ and thus M̂1

p→
M1. Thus by continuous mapping

ω̂kj =
γ̂j(1/n+ µ̂′∆′kdiag(γ̂)∆jµ̂)

γ̂ ′ιJ/n+ 1
2
µ̂′∆′M̂1∆µ̂

p→ 2γj
µ′∆′kdiag(γ)∆jµ

µ′∆′M1∆µ

which exists as {Fn} ∈ S(∞, V0).

A.1.7. Proof of Theorem 1.4.1

Proof:
√
n(µ̂PCSk (ωfk) − µk − B1k(ω

f
k))

d→ Zk ∼ N
(

0,
σ2
k

pk

)
if {Fn} ∈ S(δ, V0) ∪

S(∞, V0). By definition of the PCS and using fixed weights we have

√
n(µ̂PCSk (ωfk)− µk) =

√
n

J∑
j=1

ωfkj(µ̂j − µj) +
√
n

J∑
j=1

ωfkj(µj − µk)

Using Lemma 1.4.1 together with
√
n(µ̂j − µj) = Op(1) for all {Fn} we have that

√
n(µ̂PCSk (ωfk)− µk −

J∑
j=1

ωfkj(µj − µk)) =
√
n(µ̂k − µk) + op(1)

d→ Zk
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Proof:
√
n(µ̂PCSk (ω∗k) − µk − B2k(ω

∗
k))

d→ N
(

0,
∑J

j=1 ω̄
2
kj

σ2
j

pj

)
if {Fn} ∈ S(δ, V0) ∪

S(∞, V0). Using the definition from the PCS, the CLT for
√
n(µ̂j−µj) together with

Lemma 1.4.1 yields

√
n

(
µ̂PCSk (ω∗k)− µk −

J∑
j=1

ω∗kj(µj − µk)
)

=
√
n

J∑
j=1

ω∗kj(µ̂j − µj)

=
√
n

J∑
j=1

ω̄kj(µ̂j − µj) + o(1)

d→
J∑
j=1

ω̄kjZj

with the final quantity being distributed N (0,
∑J

j=1 ω̄
2
kjσ

2
j/pj) since Zj, Zk are asymp-

totically independent for all j 6= k due to the orthogonality of the groups.

Proof:
√
n(µ̂PCSk (ω̂k) − µk)

d→
∑J

j=1 ω
a
kjZj +

∑J
j=1 ω

a
kj(δj − δk) if {Fn} ∈ S(δ, V0).

Rewriting the PCS in the usual manner yields

√
n(µ̂PCSk (ω̂k)− µk) =

√
n

J∑
j=1

ω̂kj(µ̂j − µj) +
√
n

J∑
j=1

ω̂kj(µj − µk)

d→
J∑
j=1

ωakjZj +
J∑
j=1

ωakj(δj − δk)

where convergence in distribution follows from joint convergence of the ω̂kj’s and
√
n(µ̂j−µj)’s as they are continuous functions of the same random normal vector and

using the distributional Lemma for the weights for {Fn} ∈ S(δ, V0) and
√
n(µj−µk)→

δk − δj by definition of sequences in S(δ, V0).

Proof:
√
n(µ̂PCSk (ω̂k)− µk − B3k(ω̄k))

d→ Zk ∼ N
(

0,
σ2
k

pk

)
if {Fn} ∈ S(∞, V0). By

Lemma 1.4.1, ω̂kj
p→ ω̄kj as {Fn} ∈ S(∞, V0). Rewriting the PCS yields

µ̂PCSk (ω̂k)− µk =
J∑
j=1

ω̂kj(µ̂j − µj + µj − µk)

=
J∑
j=1

ω̂kj(µ̂j − µj) +
J∑
j=1

ω̄kj(µj − µk) +
J∑
j=1

(ω̂kj − ω̄kj)(µj − µk)
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or equivalently

√
n(µ̂PCSk (ω̂k)− µk−

∑
j 6=k

ω̄kj(µj − µk)) =
J∑
j=1

(ω̂kj − ω̄kj)
√
n(µ̂j − µj)

+
J∑
j=1

ω̄kj
√
n(µ̂j − µj) +

∑
j 6=k

√
n(ω̂kj − ω̄kj)(µj − µk)

=
J∑
j=1

ω̄kj
√
n(µ̂j − µj) +

∑
j 6=k

√
n(ω̂kj − ω̄kj)(µj − µk) + op(1).

The right hand side is asymptotically normal as the components are stabilizing trans-
formations of continuous functions of the same random normal vector. In terms of
its asymptotic variance, one can either show the equivalence to Zk using the delta
method or simpler by Theorem 1.4.2. It implies that as ||∆δ||∞ → ∞, the PCS
risk is converging to the OLS. Since both estimators are asymptotically normal, the
asymptotic variances have to coincide.

A.1.8. Proof of Theorem 1.4.2 and Corollary 1.4.1

Proof: Let {Fn} ∈ S(δ, V0). The plug-in weights are given by

ω̂kj =
γ̂j + n

∑J
m=1(µ̂k − µ̂m)(µ̂j − µ̂m)γ̂j γ̂m∑J

l=1 γ̂l + 0.5n
∑J

l=1

∑J
m=1(µ̂l − µ̂m)2γ̂lγ̂m

.

which by Lemma 1.4.1 converge in distribution, i.e.

ω̂kj
d→ wakj =

γj +
∑J

m=1(Zk − Zm + δk − δm)(Zj − Zm + δj − δm)γjγm
d0

with d0 = γ ′ιJ + 1
2
(Z + δ)′∆′M1∆(Z + δ). By Theorem 1.4.1, the distributional limit

for the PCS under {Fn} ∈ S(δ, V0) is given by

√
n(µ̂PCSk (ω̂k)−µk)

d→
J∑
j=1

ωakjZj+
J∑
j=1

ωakj(δj−δk) =
J∑
j=1

ωakj(Zj−Zk+δj−δk)+Zk ≡ ψk
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since
∑J

j=1 ω
a
kj = 1 for all k. By Lemma 1 of Hansen (2016a), the asymptotic weighted

MSE criterion then yields

ρ(µ̂PCS(ω̂),µ) =
J∑
k=1

γkE[ψ2
k]

= E[
J∑
k=1

J∑
j=1

J∑
l=1

γkγjγl(Zk − Zj + δk − δj)(Zk − Zl + δk − δl)/d2
0]

− 2E[
J∑
k=1

J∑
j=1

γkγj(Zk − Zj + δk − δj)Zk/d0] + E[
J∑
k=1

γkZ
2
k ]

≡ E[A]− 2E[B] + ρ(µ̂,µ)

with

A = (Z + δ)′∆′M2∆(Z + δ)/d2
0

M2 = diag(γ)⊗ γγ ′

B = (Z + δ)′∆′M3Z/d0

M3 = diag(γ)⊗ γ

To further simplify E[B] we use a multivariate version of Stein’s Lemma given by
Lemma 2 in Hansen (2016a) which yields

E[B] = E[η(Z + δ)′∆′M3Z] = E

[
tr

(
∂

∂x
η(Z + δ)′∆′M3V0

)]
with η(x) = x/(γ ′ιJ + 0.5x′∆′M1∆x) and derivative

∂

∂x
η(x)′ =

1

d0

IJ −
∆′M1∆

d2
0

xx′

and hence

E[B] = tr(∆′M3V0)E

[
1

d0

]
− E

[
tr(∆′M1∆(Z + δ)(Z + δ)′∆′M3V0)

d2
0

]
= γ ′ιJtr(∆

′M3V0)E

[
1

d2
0

]
+

1

2
tr(∆′M3V0)E

[
(Z + δ)′∆′M1∆(Z + δ)

d2
0

]
− E

[
(Z + δ)′∆′M3V0∆′M1∆(Z + δ)

d2
0

]
.
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Since γ ′ιJ = tr(V −1
0 ), plugging in and bringing the terms together with E[A] yields

the following asymptotic risk:

ρ(µ̂PCS(ω̂),µ) =ρ(µ̂,µ) + E

[
(Z + δ)′∆′C∆(Z + δ)

(tr(V −1
0 ) + 1

2
(Z + δ)′∆′M1∆(Z + δ))2

]
− 2tr(V −1

0 )tr(∆′M3V0)E

[
1

(tr(V −1
0 ) + 1

2
(Z + δ)′∆′M1∆(Z + δ))2

]
with C = M2−tr(∆′M3V0)M1+2M3V0∆′M1. The corollary then follows from C being
negative semidefinite if J > 3. We show that for J > 3, −C is positive semidefinite.
Some algebra yields the following characterization for −C:

−Cij =

γi(2J − 7)
∑

l 6=i γl
∑J

m=1 γm if i = j,

−γiγj(2J − 7)
∑J

l=1 γl if i 6= j.

Due to positivity of the γj’s, the diagonal elements of −C are strictly positive
if (2J − 7) > 0. Thus, a sufficient condition for −C being positive semidefinite is
(absolute) diagonal dominance, i.e. | − Cii| ≥

∑
j 6=i | − Cij| which yields

γi(2J − 7)
∑
l 6=i

γl

J∑
m=1

γm ≥
∑
j 6=i

γiγj(2J − 7)
J∑
l=1

γj ⇔ 0 ≥ 0

which proofs the sufficiency.

A.1.9. Supplementary Material for Section 1.6.2

Table A.2: Summary Statistics of the Card and Krueger (1994) Data

Chain
NJ (treated) PEN (control)

Before After Before After
µ̂ σ2 n µ̂ σ2 n µ̂ σ2 n µ̂ σ2 n

All 20.44 82.92 321 21.03 86.36 319 23.33 140.57 77 21.17 68.5 77

BK 22.16 61.95 131 23.63 70.63 131 29.42 182.81 33 26.22 50.31 35
KFC 12.79 21.83 67 13.73 39.60 68 10.71 7.83 12 13.00 11.59 12
Roys 23.14 109.36 81 21.73 89.30 78 19.74 32.96 17 15.81 43.89 17

Wendys 22.08 79.99 42 23.40 96.64 42 24.12 61.20 15 22.10 39.35 13
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A.2. Appendix II

Note: Some of the derivations in this Appendix rely on the following reformulation
for the MSE optimal smoothing parameters λ∗kj:

λ∗kj =
σ2
knpj

/
σ2
j

akj −
∑

l 6=k
σ2
kplakj
σ2
l pkakl

for all k 6= j, λ∗kk = 0 (A.32)

where akj =

(
1 +

σ2
k/npk
1+bkj

∑
l 6=k

1+bkl
σ2
l /npl

+
µkj

1+bkj

∑
l 6=k

µkl
σ2
l /npl

)
and bkj =

∑
m 6=k

µkmµjm
σ2
m/npm

and

µkj = µk − µj.

A.2.1. Pairwise Cross-smoothing for Mixed Data

The original framework is rather restrictive beyond applications that form orthogonal
groups by construction. In this section we provide a multi-level approach for applying
the PCS in additive linear models with mixed categorical and continuous regressors.
Imagine an n×k-dimensional continuous regressor matrix X = (X(1), . . . ,X(k)) and
an additive linear model:

Y = Xβ +Dµ+ ε

with Y = (Y1, . . . , Yn)′, D being an n × J matrix where D′i is the i-th row, µ =

(µ1, . . . , µJ)′, ε = (ε1, . . . , εn)′, E[ε|X,D] = 0 and V [ε|D] = ΣD. We propose to
use the PCS in a two-step procedure to estimate both the location parameters as
well as the parameters of the continuous regressors. It works by partialling out the
expectations conditional on the set of orthogonal dummies. Note that

Y − E[Y|D] = (X − E[X|D])β + ε− E[ε|D].

Replacing the conditional expectations by PCS estimators, that only rely on the
orthogonal data, yields the following estimator for β:

β̂
PCS

= [(X − Ê[X|D])′(X − Ê[X|D])]−1(X − Ê[X|D])′(Y − Ê[Y|D])
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with

Ê[X|D] = (Ê[X(1)|D], . . . , Ê[X(k)|D])

Ê[X(j)|D] = D(D′D + U ′WjU)−1(I + U ′WjV (D′D)−1)D′X(j)

Ê[Y|D] = D(D′D + U ′WyU)−1(I + U ′WyV (D′D)−1)D′Y

where U = (IJ ⊗ ιJ), V = (ιJ ⊗ IJ) and Wj,Wy being the diagonal matrix of
PCS smoothing parameters for the regression model of X(j) on D and Y on D

respectively. Note that the step for estimating slope parameter β could be combined
with additional means for regularization such as e.g. LASSO or ridge estimation in the
presence of e.g. high-dimensional or multicollinear regressors. To obtain an estimator
for µ one can subtract the continuous component and use a projection, i.e.

µ̂PCS,a = (D′D)−1D′(Y −Xβ̂
PCS

)

One can show that both estimators are root-n consistent. The two-stage approach is
computationally very efficient and does not require numerical optimization since the
closed-form of the PCS can be used directly in the first stage. Note however, that
optimality can now only be achieved with respect to the risk of the first stages. A
better approach would be to use the residuals Y∗ := (Y −Xβ̂

PCS
) in another PCS

step, i.e. estimate the model20

Y∗ = Dµ+ u

which yields

µ̂PCS,b = (D′D + U ′Wy∗U)−1(I + U ′Wy∗V (D′D)−1)D′Y∗

where u = X(β − β̂
PCS

) + ε and Wy∗ being the diagonal matrix of PCS smoothing
parameters for the regression of Y∗ on D. Note that due to u depending on the
first-stage estimator, MSE optimal smoothing parameters are not exact anymore.
Simulations reveal that the regularization positively affects the parameter risk for both
the continuous and the discrete part. In fact, the improvements on the continuous
part are non negligible. As for the exclusively discrete regressor case, the parameter
risk of the discrete part seems to dominate the simple OLS, in particular in the

20A potential drawback of this approach is its violation of Neyman orthogonality due to construc-
tion of the second stage that differs from a standard partialling out procedure which uses residuals
on both sides of the equation.
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presence of small and/or very volatile groups. The gains are more pronounced if D
and X are correlated.

A.2.2. One-to-one Correspondence between Penalization and Weighting

By using the following relationship nk+
∑

j 6=k λkj = nk/ωkk, the smoothing parameters
can be expressed as

λkj =
nkωkj
ωkk

j 6= k. (A.33)

Now we want to check if there is a one-to-one correspondence between λkj and
ωkj. To get the same λkj’s from two different sets ω(1)

k and ω(2)
k , where ω(1)

k =(
ω

(1)
k1 , . . . , ω

(1)
kJ

)′
and ω(2)

k =
(
ω

(2)
k1 , . . . , ω

(2)
kJ

)′
, the following ratios have to hold:

ω
(1)
kj

ω
(1)
kk

=
ω

(2)
kj

ω
(2)
kk

∀(k, j), j 6= k. (A.34)

Without a loss of generality, we can express the last elements of ω(1)
k and ω(2)

k as
follows:

ω
(1)
kJ = 1−

∑
j 6=J

ω
(1)
kj , (A.35)

ω
(2)
kJ = 1−

∑
j 6=J

ω
(2)
kj . (A.36)

By construction,
ω
(1)
kj

ω
(2)
kj

=
ω
(1)
kk

ω
(2)
kk

= ck,∀(k, j), j 6= k, where ck is any non-zero constant.

Thus,

ck =
ω

(1)
kJ

ω
(2)
kJ

=
1−

∑
j 6=J ω

(1)
kj

1−
∑

j 6=J ω
(2)
kj

=
1− ck

∑
j 6=J ω

(2)
kj

1−
∑

j 6=J ω
(2)
kj

.

For this equality to hold, ck = 1. This implies that there are no two different sets of
ωk which would give us the same λkj’s and vice versa.
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A.2.3. Uniqueness of the Mean Squared Error Optimal Regularization
Parameters

The problem of the constrained minimization of (1.14) can be rewritten as the fol-
lowing Lagrangian:

min
ωk,αk

L(ωk, αk) = min
ωk,αk

ω′kHkωk + 2αk(1− ι′Jωk), (A.37)

with ωk = (ωk1, ωk2, . . . , ωkJ)′,

Hk = ∆kµµ
′∆′k + diag(γ)−1/n,

αk = Lagrange multiplier.

The FOCs are given by

∂L(ωk, αk)

∂ωk
= 2Hkωk − 2αkιJ= 0

∂L(ωk, αk)

∂αk
= 2(1− ι′Jωk) = 0

The solution of setting the FOC to zero gives optimal values:

α∗k = [ι′J(H ′kHk)
−1H ′kιJ ]−1

ω∗k = [ι′J(H ′kHk)
−1H ′kιJ ]−1(H ′kHk)

−1H ′kιJ

The expression for ω∗kj can be inferred from the j-th entry of ω∗k.
To investigate if the ω∗k is a unique global minimizer of (A.37), we first rewrite

the optimization problem (A.37) into a form used in null-space methods to solve
equality quadratic problems, see e.g. Gould (1985). The idea behind the null-space
methods is to reduce the dimensionality of the optimization problem by exploiting the
constraints and obtain the original solution as a combination of the optimal solution
from the reduced space and a corresponding vector stemming from the constraint. By
choosing a J × (J − 1) matrix Z such that ι′JZ = 0 and rank(ιJ

... Z) = J , solving the
following null-space method problem yields the same solution as minimizing (1.14) or
its equivalent (A.37):

min
ωZ,k∈RJ−1

ω′Z,kZ
′HkZωZ,k + ω′Z,kZ

′HkιJωι,k (A.38)

where ι′JιJωι,k = 1 (A.39)
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and then ω∗k = Zω∗Z,k + ιJωι,k and α∗k = (ι′JιJ)−1ι′JHkω
∗
k. Note that (A.39) just

determines the value of ωι,k and (A.38) is in fact an unconstrained problem.

Case 1 - Finite n: The advantage of rewriting the problem into the form used
in null-space methods is the possibility to deduce whether the problem has a unique
solution. For completeness, theorem quoted below from Gould (1985, Theorem 1.1(i))
enables to assess the uniqueness of the solution.

Theorem A.2.1 Suppose (A.38) is as given with ι′J of full row rank and Z is con-

structed so that ι′JZ = 0′ and rank(ιJ
... Z) = J . Then (A.38) has a strong minimizer

if and only if Z ′HkZ is positive definite.

It is easy to see that ι′J has a full row rank of one. We choose

Z =



−1 0 · · · 0

1 −1
. . . ...

0 1
. . . 0

... . . . . . . −1

0 · · · 0 1


such that ι′JZ = 0′ and rank(ιJ

... Z) = J . Note that Z has a full column rank =
J−1. This implies that if Hk is positive definite, then Z ′HkZ is also positive definite.

We know that Hk = ∆kµµ
′∆′k + diag(γ)−1/n. For a finite n, diag(γ)−1/n is a

diagonal matrix with positive elements and thus positive definite. Since ∆kµµ
′∆′k

gives a matrix which is rank deficient, it can happen that for some non-zero vector x

we get that x′∆kµµ
′∆′kx = 0 but it cannot be negative as illustrated below:

x′∆kµµ
′∆′kx = (µ′∆′kx)′µ′∆′kx = a2 ≥ 0 for all x 6= 0.

Therefore, ∆kµµ
′∆′k is a positive semi-definite matrix. A sum of a positive definite

and positive semi-definite matrix gives a positive definite matrix:

x′Hkx = x′(∆kµµ
′∆′k + diag(γ)−1/n)x = x′∆kµµ

′∆′kx︸ ︷︷ ︸
≥0

+ x′diag(γ)−1/nx︸ ︷︷ ︸
>0

> 0

for all x 6= 0.
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This means that Hk is a positive definite matrix and that ω∗k is a unique minimizer
of (1.14).

Case 2: n→∞:
Subcase 2.1 - asymptotically close group location system,

√
n∆kµ → ∆kδ ∈ RJ :

In this case, squared bias and variance converge to zero. The variance vanishes to
zero at rate n dominating (1.14). In order to assess the uniqueness of the solution
in this case, we have to look at the positive definiteness of nHk to take care of both
convergence rates:

x′nHkx = nx′∆kµµ
′∆′k︸ ︷︷ ︸

=O(n−1)

x + x′diag(γ)−1x = O(1)︸︷︷︸
≥0

+ x′diag(γ)−1x︸ ︷︷ ︸
>0

> 0

for all x 6= 0.

As mentioned before, x′∆kµµ
′∆′kx cannot be negative, thus the O(1) element is non-

negative. Matrix diag(γ)−1 is a diagonal matrix with positive elements and thus
positive definite. This means that nHk is a positive definite matrix and according to
Theorem A.2.1, ω∗k is a unique minimizer of (1.14).

Subcase 2.2 - asymptotically distant group location system supk,j
√
n|µk − µj| →

∞: In this case, the variance in (1.14) asymptotically vanishes to zero at rate n
meanwhile the squared bias dominates the MSE. In order to assess the uniqueness
of the solution in this case, we have to look again at the positive definiteness of
Hk. To do that properly, we assess the positive (semi)definiteness of ∆kµµ

′∆′k and
diag(γ)−1/n separately to take proper care of their different convergence rates.

Denoting supk,j
√
n|µk − µj| = O(f(n)), we get the following convergence rate

corrected form to analyse positive (semi)definiteness of ∆kµµ
′∆′k

n

f(n)2
x′ ∆kµµ

′∆′k︸ ︷︷ ︸
=O(f(n)2n−1),

α>0

x = O(1) ≥ 0 for all x 6= 0.

As mentioned before, x′∆kµµ
′∆′kx cannot be negative, thus the O(1) element is

non-negative and ∆kµµ
′∆′k is positive semidefinite.

After correcting for the convergence rate of the diag(γ)−1/n we get

x′diag(γ)−1x > 0 for all x 6= 0.
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Matrix diag(γ)−1 is a diagonal matrix with positive elements and thus positive def-
inite. This means that Hk is a sum of a positive semidefinite and positive definite
matrix yielding a positive definite matrix. According to Theorem A.2.1, ω∗k is then
a unique minimizer of (1.14). There is a one-to-one correspondence between ω∗k and
Λ∗k, see Section A.2.2. Thus, these results translate to Λ∗k.

A.2.4. Proof of Second Order Constraints for Optimal Weights

Since ω∗kj = λ∗kj/(nk +
∑J

j=1 λ
∗
kj), if sign

(
λ∗kj
)

= sign
(
ω∗kj
)
then

∑J
j=1 λ

∗
kj > −nk

holds for all j 6= k. Assuming the reverse yields
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)
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, (A.40)

where akl =

(
1 +

σ2
k/npk
1+bkl

∑
q 6=k

1+bkq
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q/npq

+ µkl
1+bkl

∑
q 6=k

µkq
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q/npq

)
and bkl =

∑
m 6=k

µkmµlm
σ2
m/npm

. In

the first step we plug in results from (A.32). Evaluating the individual terms in the
sum of (A.40) yields
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. (A.41)

Summing over all l 6= k yields

∑
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. (A.42)

Since pk
σ2
k

+
∑

m6=k
µ2kmpmpk
σ2
kσ

2
m

> 0, (A.42) is smaller than 1. Thus by contradiction∑J
j=1 λ

∗
kj > −nk where λ∗kk = 0.
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A.2.5. A Wald Test for Equality of Means under Local Parameterization

Consider a Wald statistics for equality between all possible pairs in the system, i.e.
the H0 is that µk = µj for all j, k. Again, we assume knowledge of the variances. Let
Zkj,n be random variables that converge in distribution to a standard normal. The
test statistics can be written as follows:

Wn = n
∑
k

∑
j>k

(µ̂k − µ̂j)2

σ2
k

pk
+

σ2
j

pj

=
∑
k

∑
j>k

(
n(µk − µj)2

σ2
k

pk
+

σ2
j

pj

+ 2

√
n(µk − µj)√
σ2
k

pk
+

σ2
j

pj

Zkj,n + (Zkj,n)2

)
.

Using the local parameterization it follows that

Wn(Fn)
d→
∑
k

∑
j>k

(
(δk − δj)2

σ2
k

pk
+

σ2
j

pj

+ 2
δk − δj√
σ2
k

pk
+

σ2
j

pj

Nkj + X 2
kj

)
if {Fn} ∈ S(δ, V0),

P (|Wn(Fn) > c|)→ 1 for all c > 0 if {Fn} ∈ S(∞, V0)

where Nkj are standard normal random variables and X 2
kj are Chi-squared random

variables with one degree of freedom.
Hence under distant systems, the first term goes to infinity as the Wald statistics

does under the alternative of at least one single different mean. If the local parameters
are all zero, the statistics is classical X 2 with J(J − 1)/2 degrees of freedom. Under
any other close system however, the asymptotic distribution is a mixture between a
chi square and mean zero normal plus a strictly positive constant. Hence depending
on the norm of the pairwise differences, the distribution of the test statistics can yield
very different critical values compared to a standard Wald testing procedure. As in
the case of two groups, one can expect that for moderate sizes of the local parameters,
a test will not reject the equality leading to larger type-II errors. Therefore, the local
asymptotic framework allows for a better representation of the finite sample behavior,
in particular when test statistics are moderate.

A.2.6. Effective Degrees of Freedom

Let D be the n× J dimensional matrix of stacked transposed Di’s and Y the vector
of outcomes. Many estimators for µ have a corresponding linear map that maps Y

to its predictions Ŷ. In particular, these estimators determine an n× n-dimensional
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matrix Π such that ΠY = Ŷ. In the case of the standard projection in the first
stage one obtains that Π = D(D′D)−1D′. The complexity of the linear map or of
the estimator can be described by the effective degrees of freedom, i.e. the sum of the
eigenvalues which can be computed as the trace over the linear operator Π. Consider
the following examples that illustrate directly why `2 penalization can be beneficial
since it reduces the sum of the eigenvalues of the linear map that is its trace. For the
OLS one obtains that

tr(D(D′D)−1D′) = J.

Without loss of generality, assume now we have some prior belief on why regularization
of the group means towards zero should be beneficial. A simple ridge estimator with
shrinkage parameter κ > 0 yields a corresponding matrix with effective degrees of
freedom

tr(D(D′D + κIJ)−1D′) =
J∑
j=1

nj
nj + κ

< J for all κ > 0.

The ridge estimator basically pushes the eigenvalues towards zero and for a nonorthog-
onal design reduces the impact of large covariances between different regressors. In
the case of orthogonalized groups it limits the impact of each category specific obser-
vation by moving it towards zero. In a generalized ridge setup, other shrinkage targets
such as the global average are feasible as well, i.e. the zero target does not affect the
general conclusion about the complexity. Regularization lowers the effective degrees
of freedom and therefore potentially reduces estimation noise. This illustrates why
the effective degrees of freedom are often used as description of the dimensionality of
the parameter space, i.e. the complexity of the statistical model.

The complexity of both, optimal as well as estimated PCS is non-standard, i.e. we
obtain the following results for the effective degrees of freedom:

Theorem A.2.2 Let Π(Λ∗) and Π(Λ̂) denote the linear operator based on the MSE
optimal smoothing parameters and the plug-in estimator respectively. It follows that
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tr(Π(Λ∗)) ∈ [1, 2] if {Fn} ∈ S(δ, V0) ∪ S(∞, V0)

tr(Π(Λ∗))↘ 1 if {Fn} ∈ S(δ, V0),∆δ = 0

tr(Π(Λ∗))→ t, t ∈ (1, 2) if {Fn} ∈ S(δ, V0),∆δ 6= 0

tr(Π(Λ∗))↗ 2 if {Fn} ∈ S(∞, V0)

and

tr(Π(Λ̂)) ∈ [1, 2] a.s. if {Fn} ∈ S(δ, V0) ∪ S(∞, V0)

tr(Π(Λ̂)) = 2 +Op(n
−1/2) if {Fn} ∈ S(∞, V0)

with ↗ and ↘ denoting convergence from below and from above.

First we show the bounds for the trace. Note that tr(Π(Λ∗)) =
∑J

k=1 ω
∗
kk. This

can be rewritten as
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and hence the denominator of w∗kk is independent of k which yields

J∑
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pkpm
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σ2
l σ

2
m

)
which behaves like (1 + nx)/(1 + nx/2) with x ≥ 0 and hence is bounded between
one and two. This derivation is independent from whether true or estimated means
are used. Now we derive the convergence results for the optimal PCS under close and
distant systems.
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If {Fn} ∈ S(δ, V0) with ∆δ = 0 then nx→ 0, i.e. we have that

ω∗kk =

pk
σ2
k∑J

l=1
pl
σ2
l

+ o(1)⇒
J∑
k=1

ω∗kk = 1 + o(1)

where convergence from above in n follows from the form.
If {Fn} ∈ S(δ, V0) with ∆δ 6= 0 then nx→ x̃ ∈ R+\{0} and thus

J∑
k=1

ω∗kk =
1 + x̃

1 + x̃/2
+ o(1)

with (1 + x̃)/(1 + x̃/2) ∈ (1, 2).
If {Fn} ∈ S(∞, V0), then dividing numerator and denominator by n yields
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+O(n−1) = 2 +O(n−1).

where convergence from below follows from the form. For the estimated smoothing
parameters however the equality only holds for probability limits and hence we have

ω̂kk =
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which is equivalent to the expression for the optimal weights plus remainder. Hence
the result from above for the sum follows by adjusting the approximation order from
O(n−1) to Op(n

−1/2).
The effective degrees of freedom for both optimal and estimated PCS are bounded

between one and two by construction. For the optimal PCS, the sum of the eigenvalues
converges to one if the local parameters are all zero and to a fixed number between
one and two if the local parameters are nonzero but finite. In the case of distant
systems, it converges to the upper bound of two. Note, however, that the parameter
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t is not necessarily monotonic in the norm of the local parameter vector.21 For the
estimated smoothing parameters under distant systems, convergence in probability
as in Lemma 1.4.1 assures that the trace converges to two in probability as well.
However, under close systems convergence is not achieved.

As a corollary for the optimal PCS, if there are at least two different groups,
the sum of the eigenvalues of the linear operator will converge to two as the sample
size increases. If there is only one location, i.e. the global mean, it converges to
one. Independently of the total number of different groups under the true DGP, the
effective degrees of freedom will always be between one and two. This seems to imply
that, for large samples, any system described by a finite number of locations should
optimally (in a MSE sense) be modeled by at most two effective parameters. We are
not aware of any comparable result in the literature. It implies that the eigenvalue
conditions by Cohen (1966) for admissibility are met, however under data dependent
smoothing parameters his framework does not exactly coincide with the PCS.

A.2.7. Finite Sample Properties of Optimal Smoothing Parameters

This section contains a qualitative discussion of the small sample behavior of MSE
optimal smoothing parameters with four groups, i.e. J = 4. Let group 1 be the
reference category, i.e. the group whose mean is shrunk to the means of the target
groups. We report the MSE optimal smoothing weights22 ω11, ω12, ω13 and ω14 as
functions of (1) number of observations: n1, n2 and n3, (2) error variances: σ2

1, σ2
2 and

σ2
3 and (3) differences in group means:23 ∆µ12, ∆µ23 and ∆µ13 since the smoothing

parameters depend only on differences in means, not on mean levels. For simplicity,
effects are reported for shifting single group means which can be directly translated
into mean differences.

For each DGP, a group mean vector, µ = (µ1, µ2, µ3, µ4)′, error variance vector,
σ2 = (σ2

1, σ
2
2, σ

2
3, σ

2
4)′ and number of observations vector, n = (n1, n2, n3, n4)′, have to

be specified. There are three mean designs - equal means design (A), unequal means
design (B) with three equal means and one distant mean and unequal means design
(C) with 3 almost equal means and one distant mean. In addition, each design is
combined with homoskedastic or heteroskedastic error variances and small or large

21This statement is true for all the Lp norms, including the sup norm used for the sequence
characterization in Definition 2.

22All ω’s in the following text should have a star superscript which is left out unless necessary for
readability.

23Note that the MSE optimal smoothing parameters depend on cell probabilities, not observations.
The analysis is one-to-one if nk = npk.
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number of observations. The upper part of the Table A.3 contains all parameter
values. The lower part contains the ranges in which parameters are shifted ceteris
paribus.

Table A.3: Design Values

n1 n2 n3 n4 σ2
1 σ2

2 σ2
3 σ2

4 µ1 µ2 µ3 µ4

Small Design Homosked. Equal Means
5 5 5 5 1 1 1 1 (A) 0 0 0 0

Large Design Heterosked. Non-Equal Means
100 100 100 100 3 5 1.5 1 (B) 0 0 0 100

(C) 0 100 2 0

Ranges of Inputs in ω11(·), ω12(·), ω13(·), and ω14(·)

No. of obs., nj Variances, σ2
j Means, µj

[2,100] [1,10] [-400,400]

Note that for design (A) the effects of inputs are monotonic. The effects under
the designs (B) and (C) are not monotonic and therefore illustrated graphically. For
the sake of brevity, only the most relevant results are mentioned.

Equal Means Design (A) In design (A), µ = (0, 0, 0, 0)′, we analyze the effect of
number of observations under both types of error variances and the effect of variance
in a small and large sample design. Note that the MSE optimal smoothing parameters
under equal means simplify to

ωkj =
nj
σ2
j

/ J∑
l=1

nl
σ2
l

. (A.43)

Effects of changing number of observations: Keeping the other parameters
constant, ωkj increases in nj and decreases in nm where m 6= j. In other words,
the target group with more observations is relatively more informative for the other
groups with equal means and therefore gets a relatively higher smoothing weight, see
Figure A.4.

In smaller samples, additional observations play a more important role for ωkj and
help to smooth the mean of base category relatively more towards the largest group.
In larger samples, additional observations are not as important since the whole system
is already stabilized towards large groups.

Under heteroskedasticity, target groups with larger variances have lower smoothing
weights, see Figure A.5. In a small sample design under equal means, the number
of observations in a group is more important to get a higher smoothing weight in
comparison to a large design in which the variance is the more important factor
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Figure A.4: Effect of n1 on ω11, ω12, ω13, ω14, Equal Means (A), Homoskedasticity
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Effect of changing n1 for µ = (0, 0, 0, 0)′ under homoskedasticity σ2 = (1, 1, 1, 1)′. n1 ranges from 2 to 100. The
other groups contain 5 observations (small design) or 100 observations (large design).

(compare ω11 and ω14 in Figure A.5). This implies that a small variance can be
exploited well only when the number of observations in the group is reasonably large.

Figure A.5: Effect of n1 on ω11, ω12, ω13, ω14, Equal Means (A), Heteroskedasticity
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Effect of changing n1 for µ = (0, 0, 0, 0)′ under heteroskedasticity, σ2 = (3, 5, 1.5, 1)′. n1 ranges from 2 to 100. The
other groups contain 5 observations (small design) or 100 observations (large design).

Effects of changing error variance: In general, ωkk is decreasing in its own
variance σ2

k while ωkj increases in σ2
q where q 6= j and decreases in σ2

j . Intuitively,
groups with lower variance can provide more precise mean estimates and therefore
the smoothing towards them is relatively stronger, see Figure A.6. Since group 4 has
always the lowest variance, it has the largest smoothing weight.

At high variance levels, groups with large variances get almost zero weight and thus
all smoothing weights stay relatively stable. Note that the results are independent of
the sample size because the number of observations in all groups are scaled by the
same constant and by (A.43) the values coincide.

Figure A.6: Effect of σ2
1 on ω11, ω12, ω13, ω14, Equal Means (A), Heteroskedasticity
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Effect of changing σ2
1 for µ = (0, 0, 0, 0)′ for 5 observations (small design) or 100 observations (large design). σ2

1
ranges from 1 to 10. The variances are given by σ2 = (σ2

1 , 5, 1.5, 1)′.
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Unequal Means Design (B) Design (B), µ = (0, 0, 0, 100)′, represents a situation
of three equal means and one distant mean. We report the effect of an increase in
the number of observations and of changing mean differences. In addition, the effect
of changes in variance is presented for the heteroskedastic design.

Effect of a distant mean The large distance between µ1 and µ4 decreases the
smoothing of group 1 towards the distant mean considerably, see Figure A.7. As
group 4 gets almost zero weight, the changes in n1, n2, n3, σ2

1, σ2
2 and σ2

3 have an
effect mainly on the three equal mean groups as in the design (A).

Figure A.7: Effect of n1 on ω11, ω12, ω13, ω14, Unequal Means (B), Homoskedasticity and Effect of
σ2
1 on ω11, ω12, ω13, ω14, Unequal Means (B), Heteroskedasticity
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Effects of changing n1 and σ2
1 for µ = (0, 0, 0, 100)′.

1st Row: Effect of changing n1 under homoskedasticity, σ2 = (1, 1, 1, 1)′. n1 ranges from 2 to 100. The other groups
contain 5 observations (small design) or 100 observations (large design).
2nd Row: Effect of changing σ2

1 for 5 observations (small design) or 100 observations (large design). σ2
1 ranges from

1 to 10. The variances are given by σ2 = (σ2
1 , 5, 1.5, 1)′.

Effects of changing a group mean The impact of shifting a mean depends on:
(1) which group mean changes, (2) the size of the shift and (3) the presence of another
close group mean. Under heteroskedasticity, relatively larger variances lead to flatter
curves and lower smoothing levels. Relatively smaller variances lead to more amplified
curves and higher smoothing levels but the qualitative results described below do not
change.

The main effects are illustrated on shifting µ1, see Figure A.8. The effects are no
longer monotonic: Shifting µ1 far away from all the other group means puts most
weight into ω11, as there is no other close group mean to which it would be sensible
to smooth. Note that ω12, ω13 and ω14 are close to zero or even slightly negative for
extreme values of µ1. The smoothing weight ω11 takes its lowest values in an interval,
in which there are other close means towards which it pays off to smooth. Meanwhile,
the other smoothing weights have their peaks in this interval.
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The asymmetric decrease of the curves of ω12 and ω13 around 0 is caused by the
absence or presence of other close means with respect to µ1. Shifting µ1 from 0
towards negative values causes a milder decrease, since there is no other close mean
to compete with for groups 2 and 3. Shifting µ1 from 0 towards positive values causes
a steeper decrease, since in this direction there is a mean of group 4 to which it is
also sensible to smooth. Similar logic can be used to explain the asymmetry around
the peak of ω14.

Figure A.8: Effect of shifting µ1 on ω11, ω12, ω13, ω14, Unequal Means (B), Homoscedasticity
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Effects of shifting µ1 under homoskedasticity, σ2 = (1, 1, 1, 1)′, for 5 observations (small design) or 100 observations
(large design). µ1 ranges from -400 to 400. The group means are given by µ = (µ1, 0, 0, 100)′.

Unequal Means Design (C) Design (C), µ = (0, 100, 2, 0)′, represents a situation
of three almost equal means (2 of them are equal to each other) and one distant mean.
We report the effects under heteroskedasticity for small and large samples.

Effect of a distant mean In this design, the distant mean group 2 gets an almost
zero or even slightly negative smoothing weight. Moreover, changes in n2 or σ2

2 have
almost no effect on all the smoothing weights because ∆µ21 is too large and therefore
group 2 has close to zero weight regardless of how many observations it has and how
small the variance is, see Figure A.9. Leaving group 2 aside, the effects of n1, n3, σ2

1

and σ2
3 are very similar to the effects in the design (B), since µ3 is close enough to µ1

and µ4, i.e. they are almost as equal.

Effects of changing a group mean The effect of a mean shift depends on: (1)
which group mean changes, (2) size of the shift, (3) presence of another close group
mean and (4) error variances.

The effect of shifting µ1 is comparable to shifting µ1 in design (B). The only change
is that in design (C), group 2 represents now the “distant group mean” and group 4
is now in the set of “equal group means”. Shifting µ2 follows a same logic as shifting
µ1 in design (B) only on a smaller scale, since there is no large stabilizing mean, see
Figure A.10. Lower error variances lead to a higher smoothing and vice versa.
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Figure A.9: Effect of n2 and σ2
2 on ω11, ω12, ω13, ω14, Unequal Means (C), Heteroskedasticity
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Figure A.10: Effect of shifting µ2 on ω11, ω12, ω13, ω14, Unequal Means (C), Heteroscedasticity
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If the means are very close to each other, the MSE optimal smoothing parameters
change their values sharply in a narrow interval covering the close distance between
the means. This behavior could potentially cause problems for any estimator of
the optimal smoothing parameters that is subject to small sample variation. Finite
sample deviations from the true parameters might yield smoothing parameters far
away from the optimal ones leading to unfavorable aggregation. Once there is one
distant mean, the smoothing parameters stabilize.
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2.1. Introduction

In this chapter we consider the influence of extreme conditional probabilities of being
selected into treatment, the propensity scores, on the limiting distributions of esti-
mators for treatment effect parameters and the consequences for statistical inference.
Statistical models for causal parameters such as the average treatment effect or other
counterfactual parameters often invoke two major assumptions: First, the potential
outcomes have to be independent of the treatment after conditioning on an appropri-
ate set of confounding variables. Second, the propensity score cannot be equal to zero
or one. While these assumptions are sufficient for point identification (Rosenbaum
and Rubin 1983), they do not guarantee standard estimators to be root-n consistent
because it allows for infinite information bounds and variances even when propensity
scores are known. Invoking a more restrictive support condition sometimes referred to
as strong overlap, i.e. assuming that the propensity scores are supported on (δ, 1− δ)
for some δ > 0 or directly imposing variance restrictions is a common practice in the
literature to assure that estimators converge to a normal distribution at the usual
root-n rate which can consequently be used for asymptotically valid inference. How-
ever, these are very restrictive assumptions that rule out a variety of empirically
relevant data generating processes.

We show how to conduct valid inference for causal parameters without imposing
variance or support restrictions on the propensity score, i.e. when treatment effect
parameters are irregularly identified. We provide several limit theorems for typical
estimators of causal or counterfactual parameters such as inverse probability weight-
ing and doubly robust estimation. In particular, we cover the most challenging case
of many extreme propensity scores. We show that through the inverse probabili-
ties, the limiting distributions of the estimators belong to the alpha-stable class by
construction. This allows for heavy-tailed, skewed limiting laws and contains the
normal distribution as a special case. The result implies that common approaches
for inference such as analytical confidence intervals based on asymptotic normality or
resampling methods such as the nonparametric bootstrap can yield incorrect p-values
and test decisions. To our knowledge, this work is the first to explicitly address the
link between identification conditions and distributional behavior in a general setup,
i.e. without changing the sample and target parameter of interest via trimming and/or
weighting (Crump et al. 2009; Hirano et al. 2003; Li et al. 2018) or explicit distri-
butional assumptions (Khan and Tamer 2010). Our limit theorems allow for the
application of modified bootstrap methods that are robust with respect to the dif-
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ferent limiting distributions. Furthermore, we provide evidence that changes in the
limiting distribution can be caused by misspecification of the propensity score model.
In particular, it is possible that misspecification does not affect the consistency of
the estimator for the treatment effect but causes standard inferential methods based
on asymptotic normality or the nonparametric bootstrap to fail. This is particu-
larly relevant for doubly robust estimation that guarantees consistency under partial
misspecification of either propensity score or potential outcome models.

The literature has been concerned with the presence of extreme propensity scores
for many years. It is known that restricting the propensity score to strong overlap
is a sufficient condition to assure that the treatment effect estimators converge to a
normally distributed random variable at the usual root-n rate. This is due to the fact
that a standard central limit theorem can be applied if the limiting variance is finite.
Papers concerned with the statistical properties of different estimation approaches
such Robins and Rotnitzky (1995), Wooldridge (2002, 2007), Hirano et al. (2003),
Belloni et al. (2014), Farrell (2015), Rothe and Firpo (2018) or Chernozhukov et
al. (2017) either impose this support restriction or directly assume finiteness of the
asymptotic variance. Khan and Tamer (2010) show that without knowledge of the
propensity score, the semiparametric efficiency bound is infinite if the propensity score
is supported on (0, 1) which implies non-regular convergence of the inverse probability
weighting estimator.

A standard solution to assure a finite variance is to trim the sample based on
the propensity scores. Heckman et al. (1998) remove observations with a propen-
sity score density below a certain threshold to assure uniform convergence of their
nonparametric estimator. Dehejia and Wahba (1999) propose to trim observations
in the treatment or control group that are outside the range of the propensity score
values in the complementary sample. Imbens (2004) and Huber et al. (2013) suggest
to remove observations that have a relative impact above a certain threshold on the
final estimate. Frölich (2004) considers a rule similar to winsorizing that instead of
removing observations with extreme propensities limits their impact to a fixed thresh-
old. Crump et al. (2009) derive an optimal trimming rule for the average treatment
effect that minimizes the critical term in the semiparametric efficiency bound by re-
stricting the sample and show that a good rule of thumb for trimming is the interval
[0.1, 0.9] if propensity scores follow a beta distribution. Alternative approaches that
do not trim the sample are usually based on the propensity score as well. Pohlmeier
et al. (2016) suggest to shrink the propensity score to the unconditional mean using
different data-driven or fixed shrinkage rules. Li et al. (2018) propose to reweight the
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sample to achieve optimal balance in covariates which effectively gives low weights
to extreme propensity score units. While these approaches improve point estimation
risk in finite samples, they either vanish asymptotically or affect the distribution of
the treatment effect estimator, i.e. instead of estimating a parameter for the whole
population only the parameter for a reweighted population in the sense of Hirano
et al. (2003) is considered and/or the effects are only valid within a subpopulation.
This is particularly questionable if there is strong heterogeneity in the conditional
treatment effects at the boundary, i.e. for observations that have propensity scores
close to zero or one. Neglecting the heterogeneity can have a large distorting impact
on both point estimates and inference. The method proposed in this chapter is com-
plementary to trimming as it is a way to evaluate the robustness of the statistical
inference with respect to disregarding information.

There is a variety of studies that investigate the effects of extreme propensity
scores from a small sample perspective using (empirical) Monte Carlo simulations.
Frölich (2004) compares different treatment effect estimators and shows that weight-
ing estimators are heavily affected by extreme propensities. Busso et al. (2014) show
that the relative performance in terms of point estimation risk between different es-
timation strategies depends heavily on the degree of overlap assumed. Pohlmeier
et al. (2016) show that shrinking propensity scores and combining shrinkage with
trimming improves point estimation risk for doubly robust and weighting estimators.
Lechner and Strittmatter (2017) discuss the effects of removing extreme propensity
scores from the common support perspective using an empirical Monte Carlo design
and find that moderate trimming is beneficial in terms of point estimation risk. All
these studies usually look at the (root) mean squared error differences between vari-
ous estimation methods and do not consider the impact of extreme propensity scores
on distributional properties and statistical inference.

Rothe (2017) argues that for a given sample there is no conceptual difference be-
tween an arbitrarily small δ or simply a very small δ (“limited overlap”) as in finite
samples propensities are always bounded. It is then only important to judge the
quality of the applied approximation to the distribution of the test statistic for given
overlap. He shows that under limited overlap standard coverage rates are driven by
small local sample sizes and proposes to use a finite-sample correction for confidence
bounds following the literature on the Behrens-Fisher problem and two-sample testing
that relies on distributional assumptions. The local sample size argument, however,
cannot directly be translated to the case of irregular identification as the asymp-
totic behavior is then driven the thin region arbitrarily close to the boundary of the
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support.1 Moreover, for the repeated sequence from experiment/data-generation to
inference, varying support conditions will eventually lead to different unconditional
distributions and test decisions. Going beyond limited overlap, our approach differs
from Rothe (2017) as it provides an accurate characterization of the large sample
behavior of the treatment effect estimators under irregular identification that can be
used for asymptotically valid inference without restrictive distributional assumptions.

The main assumptions behind our limit theorems control the behavior of the trun-
cated second moment of the inverse probability weighted potential outcome or the
conditional mean error. For relevant special cases, it reduces to regular variation
(Bingham et al. 1989; Feller 1968) of the density of the propensity score at zero or
one. We show that the rate of convergence of the treatment effect estimator is directly
linked to the behavior of the propensity score density at these boundaries, i.e. the
stronger the divergence for extreme propensities, the slower the rate of convergence.
Our results also raise questions regarding the validity of mean squared error compar-
isons common in the literature as estimates of sample variances do not converge to
finite numbers if treatment parameters are irregularly identified.

Athreya (1987) and Knight (1989) show that the standard nonparametric boot-
strap is invalid if the data has a limiting alpha-stable distribution. Bickel et al. (1997)
show the validity of them-out-of-n bootstrap for heavy-tailed distributions if the block
length m is chosen correctly. Cornea-Madeira and Davidson (2015) propose a para-
metric bootstrap procedure that is valid for alpha-stable limiting distributions. Both
methods rely on the properties of self-normalizing sums under tail indices larger than
one. The parametric bootstrap, however, is not robust to the case of regular identi-
fication under estimated nuisance parameters, i.e. it is valid only if the (ir)regularity
of the problem would be known ex ante. Thus, we propose to use a modified version
of the m-out-of-n bootstrap by Bickel et al. (1997) that replaces the denominator of
the test statistic by a normalization that is adaptive to the degree of identification.
For the optimal m-choice we introduce bootstrap aggregation (bagging) version of the
method by Bickel and Sakov (2008) which stabilizes estimates in finite samples. The
proposed resampling method is not only consistent for the stable limiting case but
also yields asymptotically correct coverage rates under regular identification and thus
the researcher can apply it without knowledge of the regularity of his or her identifi-
cation problem. Under regular identification, it is superior to fixed m-rules as it can

1In principle, the expansions in Rothe (2017) could be used to model a case for which δ goes to
zero as the sample size increases. This would require a parameterization of local-to-zero sample sizes
and should affect the limiting behavior of the estimator in a non-trivial fashion. This is beyond the
scope of this chapter and an interesting topic for further research.
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selectm = n in large samples which helps to achieve the same second-order properties
as pivotal bootstrap methods. Our Monte Carlo simulations suggest that for doubly
robust estimation, the adaptive m-out-of-n bootstrap yields sizes close to the nominal
level in finite samples while conventional methods or trimming can produce rejection
rates up to 100% under the null hypothesis. For purely inverse probability weight-
ing methods, large m-choices lead to undercoverage in finite samples under irregular
identification.

The method is applied to a re-evaluation of the causal impact of right heart
catheterization (RHC) on 30-day survival rates of initial care patients, see Murphy and
Cluff (1990), Connors et al. (1996), and Hirano and Imbens (2001). Typically, these
studies report a significant negative effect of RHC on survival rates. However, the
empirical distributions of the propensity scores indicate a potential violation of strong
overlap which advocates for a robust inferential method. Our robust resampling
technique suggests that the significant effects reported in the literature are mostly
robust with respect to a more relaxed overlap assumption. However point estimates
obtained by inverse probability weighting are no longer significant at the 1%-level
with a p-value of 0.015.

The chapter is organized as follows: Section 2.2 motivates and outlines the main
theoretical results using a stylized example of an inverse probability weighting esti-
mator under simplified assumptions. Section 2.3 introduces and discusses the main
assumptions and provides the large sample theory for inverse probability weighting
and doubly robust estimation. It also contains some examples including an irregular
limiting domain caused by misspecification of the propensity score model. Section 2.4
provides the basic theory for inference and outlines the inferential procedures. Sec-
tion 2.5 contains a Monte Carlo study that compares the performance of the robust
to the naive methods of constructing confidence intervals. Section 2.6 contains the
empirical application. Section 2.7 concludes.

Notation If not stated differently, all statements about random variables are with
probability one. l(·) denotes (different) slowly varying functions at infinity, i.e.
lim
z→∞

l(λz)/l(z) = 1 for all λ > 0. f(z) ∼ g(z) means that lim
z→∞

f(z)
g(z)

= 1. f(z) 4

g(z) is used to point out that f(z) is either equal to g(z) or smaller and o(g(z)).
fX and FX denote the probability density and cumulative distribution functions of
random variable X. p→ and d→ denote convergence in probability and distribution
respectively. We say that a random variable Xi belongs to the domain of attraction
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of a (class of) distribution(s) F if there exist normalizing sequences cn, bn such that
cn
n

∑n
i=1Xi − nbn

d→ F with F ∈ F . V is a placeholder for finite variance terms.

2.2. Motivating Example

Assume we observe independent identically distributed data (Yi, Di, X
′
i) for i =

1, . . . , n where Yi is a real-valued outcome variable of interest, Di a treatment indi-
cator and Xi a k-dimensional vector of real-valued confounding variables. Let Yi(d),
d ∈ {0, 1} denote the potential outcomes after receiving treatment status d for unit
i and p(Xi) = P (Di = 1|Xi) denote the propensity score. For the remainder of this
chapter assume that unconfoundedness and overlap hold:

Unconfoundedness
Yi(1), Yi(0) |= Di|Xi.

Overlap
0 < p(Xi) < 1 with probability one.

The fundamental problem of causal inference (Holland 1986) yields the observational
rule Yi = DiYi(1) + (1 − Di)Yi(0). Say, we would like the estimate the potential
outcome mean E[Yi(1)] = θ0. A typical inverse probability weighting estimator θ̂n for
estimating θ0 is then given by

θ̂n =
1

n

n∑
i=1

DiYi
p(Xi)

(2.1)

see e.g. Hirano et al. (2003). For simplicity, assume that propensity scores p(Xi)

are observed and that the conditional second moment of the potential outcome is
bounded, i.e. C1 < E[Yi(1)2|Xi] < C2 < ∞. Neither boundedness nor the specific
estimator nor knowledge of the propensity scores are required for the core results of
the chapter. It merely serves illustrative purpose at this stage. For a generalization
consider Section 2.3. Under unconfoundedness and overlap one can show that θ̂n

p→
θ0. For constructing confidence bands for θ0 we are typically using a stabilizing
transformation, i.e. we investigate the limiting behavior of

√
n(θ̂n − θ0) =

1√
n

n∑
i=1

(
DiYi
p(Xi)

− E[Yi(1)]

)
. (2.2)
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By invoking a standard central limit theorem, one can show that the stabilizing
transformation converges in distribution to a normal random variable if the variance
of the components of the sum is finite, i.e. if2

V

[
DiYi
p(Xi)

]
= E

[
E[Yi(1)2|Xi]

p(Xi)

]
− E[Yi(1)]2 <∞. (2.3)

We are worried about finiteness of the first component on the right-hand side as it
contains components divided by propensity scores which can be arbitrarily close to
zero. In the literature, (2.3) is often invoked directly or the identification condition
overlap is strengthened to strong overlap:

Strong Overlap

δ < p(Xi) < 1− δ with probability one for some δ > 0. (2.4)

See e.g. Wooldridge (2002), Hirano et al. (2003), Abadie and Imbens (2006), Wooldridge
(2007), Belloni et al. (2014), Farrell (2015), Chernozhukov et al. (2017) or Rothe and
Firpo (2018) among many others. Note that by the boundedness assumption

C1E

[
1

p(Xi)

]
< E

[
E[Yi(1)2|Xi]

p(Xi)

]
< C2E

[
1

p(Xi)

]
. (2.5)

Thus, for a finite asymptotic variance of (2.2) finiteness of E[1/p(Xi)] is necessary
and sufficient. Strong overlap is enough to bound (2.3) from above since

E

[
1

p(Xi)

]
<

1

δ
<∞. (2.6)

Therefore,
√
n(θ̂n − θ0)

d→ N
(

0, V

[
DiYi
p(Xi)

])
, (2.7)

which allows for construction of asymptotically valid confidence intervals and thus
valid statistical inference. However imposing (2.3) or strong overlap (2.4) is not
harmless since it severely restricts the class of distributions for the propensity score.
For example, consider a simple threshold crossing model for selection into treatment

Di = 1(Xi − ui > 0), (2.8)
2The derivations follow from the law of total variance and conditional indepen-

dence: V [DiYi/p(Xi)] = E[V [DiYi(1)|Xi]/p(Xi)
2] + V [E[Yi(1)|Xi]] and V [DiYi(1)|Xi] =

p(Xi)E[Yi(1)2|Xi]− p(Xi)
2E[Yi(1)|Xi]

2.
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which implies that p(x) = Fu(x). Hence if Xi and ui are continuously distributed on
the real line then for any δ > 0 there exists a value x in the support of Xi such that
p(x) < δ violating strong overlap. Then E[1/p(Xi)] and hence the variance will only
be finite if the density for Xi vanishes fast enough for these extreme propensity scores,
a point also made by Khan and Tamer (2010). Xi and ui just having equally tailed
distributions is sufficient for an infinite variance which rules out e.g. a probit model
with a normally distributed regressor Xi that enters (2.8) with a unit coefficient or
larger. Strong overlap is also violated if the propensity score has tails like a beta
distribution with parameters smaller than one, i.e. if p ∼ B(a, b) then

E

[
1

p(Xi)

]
=

∫ 1

0

pa−2(1− p)b−1

B(a, b)
dp, (2.9)

where B(a, b) is the beta function. Thus the sum of the variance components in (2.3)
is finite if and only if a > 1. Note that this also excludes propensity score densities
that have uniform like tails (a = 1). For more intuition consider Figure 2.1. We

Figure 2.1: Beta Distribution: Examples
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focus on the part of the distribution around zero. Shapes like these are very common
in empirical research.3 Note that the dotted (yellow) and the dash-dotted (purple)
curves are examples for which the propensity score density goes to zero at the bound
while the uniform (dashed, red) or the solid (blue) exhibit a nonzero limit from the
right. While all densities are supported on (0,1) and violate strong overlap, only tails

3Using the keywords inverse probability weighting and propensity score, we went through a
selection of research papers published in major journals after the year 2000. 17 papers included his-
tograms or densities of their estimated propensity scores. 35.29% of these articles show distributions
with relevant probability mass close to the boundaries of the support.
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like the solid (blue) or the dashed (red) curve will not yield a finite variance. Hence,
only if extreme propensity scores have sufficient probability asymptotic normality
will break down. However, a limit theorem for a stabilizing transformation without
any trimming can still be obtained under additional assumptions. It is necessary to
restrict the behavior of the density of the propensity score as p goes to zero from the
right. In particular, if the propensity score density varies regularly at zero, a suitable
normalized version of θ̂n converges in distribution to an alpha-stable distribution with
location parameter zero and tail index α > 1. Regular variation of the propensity
score density fp(·) at zero means that

lim
t→0+

fp(zt)

fp(t)
= h(z) ≤ ∞ (2.10)

exists and is finite for some z.4 Then, h(z) must be of shape zα−2 with 1 < α ≤ 2,
which is equivalent to fp(z) ∼ zα−2l(1/z) as z → 0. Regular variation rules out
densities that oscillate infinitely often with increasing peak amplitude or that grow
at super fast rates (e.g. factorial) on an even faster vanishing range as p goes to zero.
We do not expect these extreme patterns to be relevant for empirical applications.
The beta distribution is one example for a density that has tails according to (2.10).
Thus, even if E[1/p(Xi)] is infinite, under (2.10) there exists a normalizing constant
cn = o(

√
n) such that

cn(θ̂n − θ0)
d→ S(α, β, 0, c),

where S(α, β, 0, c) denotes a random variable with an alpha-stable distribution with
tail index 1 < α ≤ 2, skewness parameter −1 ≤ β ≤ 1, location parameter 0, and
scale parameter c > 0. For 1 < α ≤ 2, an alpha-stable random variable S(α, β, µ, c)

has the characteristic function

ϕ(t;α, β, µ, c) = exp

(
itµ− cα|t|α

(
1− iβ tan

απ

2
sgn(t)

))
. (2.11)

For α < 2, the corresponding distributions are heavy-tailed with polynomial tail
decay. The smaller the tail index α, the slower the tail decay. For α = 2, the
distribution collapses to the Gaussian. β determines the relative probability mass of
left versus right tail. Thus, the limiting distributions of estimators for counterfactual
or treatment effect parameters under irregular identification have more mass in the
tails compared to the normal distribution and are potentially asymmetric.

4Existence is only required on a dense set, see Section 2.3.
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For illustration, we simulate an estimator for the potential outcome E[Yi(1)] using
uniformly distributed Xi and beta distributed propensity scores. Note again that the
beta distribution is continuously distributed on (0,1) therefore violating strong over-
lap. The variance of the estimator in (2.2) is then determined by the parameterization
of the beta distribution. Consider first the density corresponding to the dash-dotted
(purple) curve in Figure 2.1, i.e. p ∼ B(2, 5) which implies that E[1/p(Xi)] is fi-
nite. Figure 2.2 depicts the simulated distribution of estimator (2.1) together with
parametric density estimates assuming a normal and an alpha-stable distribution re-
spectively. One can see that the estimator is approximately normally distributed in
line with the standard central limit theorem.

Figure 2.2: Distribution of Simulated θ̂n, Regular Design α = 2

The Figure depicts a histogram for θ̂n based on 50000 Monte Carlo replications and probability
density function estimates based on maximum likelihood estimation for the normal distribution
and the alpha-stable distribution. The potential outcome is generated as Yi(1) = Xi + εi with
Xi ∼ U(1, 2) and εi ∼ N(0, 1/12) for an equal signal to noise ratio. p ∼ B(2, 5). The sample size is
1000.

Figure 2.3 shows the distribution of the estimator and the density fit for p ∼
B(0.5, 5). One can show that for this design E[1/p(Xi)] is not finite but the density
of the propensity score is regularly varying with tail index α = 1.5, i.e. the param-
eter E[Yi(1)] is irregularly identified. In this case, the rate of convergence will be
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approximately n1/3 up to a slowly varying function.5 One can see that the normal
distribution does not match the actual behavior of the treatment effect estimator
while the stable distribution accurately captures the skewness and heavy tails that
are induced through the probability weighting.6

Figure 2.3: Distribution of Simulated θ̂n, Irregular Design α = 1.5

The Figure depicts a histogram for θ̂n based on 50000 Monte Carlo replications and probability
density function estimates based on maximum likelihood estimation for the normal distribution
and the alpha-stable distribution. The potential outcome is generated as Yi(1) = Xi + εi with
Xi ∼ U(1, 2) and εi ∼ N(0, 1/12) for an equal signal to noise ratio. p ∼ B(0.5, 5). The sample size
is 1000.

Although irregular identification still allows the conventional estimators to be con-
sistent, it is not obvious how to conduct valid inference in cases where the limiting
distribution of the treatment effect estimators belongs to the alpha-stable class. An
intuitive way of computing confidence bands when the limiting behavior of an estima-
tor deviates from normality would be to use the nonparametric bootstrap by Efron
(1979). However, this type of bootstrap is invalid if the data belongs to the domain
of attraction of a stable law as the limiting distribution of the bootstrap mean is not
the same as the limiting distribution of the mean from the original sample, i.e. the

5For more details regarding the beta distribution and the associated tail index and convergence
rates consider Section 2.3.3.

6The wide fit of the normal distribution is explained by extreme observations that are outside
the range of this plot. The axis limit was chosen for a better visual comparison of the distributions
around zero.
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bootstrap distribution of the sample mean does not converge to a fixed distribution,
but to a random probability distribution (Athreya 1987; Knight 1989). One of the
possible ways how to conduct valid inference for the mean with a limiting stable law is
the m-out-of-n bootstrap Bickel et al. (1997) or the parametric bootstrap by Cornea-
Madeira and Davidson (2015). Both methods are consistent for the data belonging
to the stable domain of attraction. However, parametric resampling for i.i.d. stable
random variables such as Cornea-Madeira and Davidson (2015) fails under regular
identification and estimated propensity scores, as the latter yield inverse probability
weighted units that are not independent from each other. Thus, we propose to use a
modified version of the m-out-of-n bootstrap by Bickel et al. (1997) that replaces the
denominator of the test statistic by a normalization which is adaptive to the degree of
identification. Furthermore, we employ a bagging algorithm for the optimal m-choice
based on the method by Bickel and Sakov (2008) that yields robust m-choices in finite
samples and has superior second-order properties compared to fixed m rules under
regular identification. As the proposed resampling method is not only consistent for
the stable limiting case but also yields asymptotically correct coverage rates under
regular identification, the researcher can apply it without knowledge of the regular-
ity of his or her identification problem. For more details on the inferential methods
consider Section 2.4.

2.3. Large Sample Estimation Theory

This section states the assumptions and limiting theory for both inverse probability
weighting and doubly robust estimation. The distinction between these two classes
is necessary as some assumptions on the underlying data generating process can
be substantially weakened or even completely omitted when moving from inverse
probability weighting to doubly robust estimation. For the remainder of this section,
we focus on regular parametric binary response models for the propensity scores:

Assumption 2.3.1 Let Di(d) = 1(Di = d). The propensity scores P (Di = d|Xi) =

pd(Xi) are estimated via a regular likelihood model:

γ̂ = arg max
γ∈Γ

n∑
i=1

∑
d

Di(d) ln pd(Xi, γ)

with Γ being a nonempty compact subset of Rk and

i) pd(Xi) = pd(Xi, γ0) twice continuously differentiable around γ0,
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ii) E[s4
ij] <∞ for all j = 1, . . . , k,

iii) E[SiS
′
i] = −E[∂Si/∂γ

′]

with Si = Si(γ0) = (si1, . . . , sik)
′ being the score function evaluated at the true param-

eter γ0 ∈ Γ.

Assumption 2.3.1 allows for methods commonly used in applied research such as
logistic or probit regression. Information equality in iii) is not necessary for any
of the main results but simplifies the asymptotic properties in the case of regular
identification (Wooldridge 2002, 2007). Alternatively, the asymptotic variance in the
following subsection can be adjusted by using a general score function.

2.3.1. Inverse Probability Weighting

We consider inverse probability weighting with normalized weights (IPWII) which
implies that the potential outcome mean estimates are within the range of the ob-
servable outcome variables in finite samples. It is commonly preferred over the non-
normalized inverse probability weighting (IPWI) due to its superior finite sample
properties (Busso et al. 2014; Pohlmeier et al. 2016). The theory for IPWI can be
constructed along the same lines. The IPWII estimator for the average treatment
effect using estimated propensity scores is given by

θ̂n =

[
1

n

n∑
i=1

Di(1)

p1(Xi, γ̂)

]−1
1

n

n∑
i=1

Di(1)Yi
p1(Xi, γ̂)

−
[

1

n

n∑
i=1

Di(0)

p0(Xi, γ̂)

]−1
1

n

n∑
i=1

Di(0)Yi
p0(Xi, γ̂)

.

(2.12)

We impose the following assumptions:

Assumption 2.3.2 (Moments, IPW) Let kid = (Yi(d) − E[Yi(d)])Di(d)/pd(Xi).
For both d = 0, 1, there exist (potentially different) neighborhoods Nγ0 around γ0 such
that

i) E
[

sup
γ∈Nγ0

∣∣∣∣ Di(d)
pd(Xi,γ)

∣∣∣∣] <∞,

ii) E
[

sup
γ∈Nγ0

∣∣∣∣kidSi(γ)
∣∣∣∣] <∞,

and the maximum eigenvalue λ1 of the following matrix is bounded from above

iii) λ1(E[SiS
′
i]
−1E[Sikid]E[kidS

′
i]E[SiS

′
i]
−1) <∞.
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Assumption 2.3.3 (Regular Identification, IPW) The inverse probability weighted
squared centered outcomes have finite second moment

i) E
[

(Yi(d)−E[Yi(d)])2

pd(Xi)

]
<∞

for both d = 0, 1.

Assumption 2.3.4 (Irregular Identification, IPW) The tails of the weighted out-
comes are regularly varying with tail index αd > 1 for both d = 0, 1 and balanced

i) Ud(z) ≡ E

[
(Yi(d)−E[Yi(d)])2

pd(Xi)
1

(
|(Yi(d)−E[Yi(d)])|

pd(Xi)
< z

)]
∼ z2−αdld(z),

ii) lim
z→∞

E[1((Yi(d)−E[Yi(d)])/pd(Xi)>z)pd(Xi)]
E[1(|Yi(d)−E[Yi(d)]|/pd(Xi)>z)pd(Xi)]

= qd,

lim
z→∞

E[1((Yi(d)−E[Yi(d)])/pd(Xi)<−z)pd(Xi)]
E[1(|Yi(d)−E[Yi(d)]|/pd(Xi)>z)pd(Xi)]

= rd

for qd + rd = 1, and the unweighted potential outcomes have finite second moment,

iii) E[Yi(d)2] <∞.

Assumption 2.3.2 puts some regularity conditions on the score of the propensity score
likelihood function and its interaction with the inverse probability weights. As the
scores depend on inverse probability weights, the second moment assumption might
seem restrictive. However, we provide some sufficient conditions in Appendix B.1.6
for single index models that demonstrate that the assumption usually reduces to a
simple moment condition for the confounding variables. In general, these assumptions
are substantially weaker than strong overlap. Assumption 2.3.3 is a standard regular
identification assumption implied by the strong overlap condition. Relaxing strong
overlap, Assumption 2.3.4 restricts the behavior of the truncated second moment of
the squared weighted outcome in i) and assures that the tail probabilities for positive
and negative values have a constant ratio in the limit in ii), i.e. right and left tail are
“balanced”. Note that there is a nontrivial impact of the potential outcome variable
Yi(d) on the tail index αd. In particular, if the potential outcome diverges as the
propensity score goes to zero, the index of regular variation can be affected as well,
i.e. αd for both d = 0, 1 can potentially be closer to one compared to the index of
the inverse propensity score only. Thus Assumption 2.3.4 is not only concerned with
the behavior of the propensity score at zero but also with its interplay with the po-
tential outcome. This is a particular feature of the IPW methodology in the context
of irregular identification. One could in principle restrict the range of the potential
outcomes conditional on the propensity score, however this would not be meaningful
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for many applications as it rules out commonly applied functional forms such as lin-
ear mean functions with continuous, unbounded regressors. Assumptions 2.3.3 and
2.3.4 are mutually exclusive, i.e. we assume only one to hold. The following proposi-
tion characterizes the large sample behavior of the IPWII under both identification
conditions:

Proposition 2.3.1 Let θ̂n be chosen according to (2.12). If Assumptions 2.3.1, 2.3.2,
and either 2.3.3 or 2.3.4 hold, then there exists a strictly increasing non-random
sequence cn 4

√
n such that

cn(θ̂n − θ0)
d→ S(α, β, 0, c),

where S(α, β, 0, c) denotes a random variable with an alpha-stable distribution with
tail index 1 < α ≤ 2, skewness parameter −1 ≤ β ≤ 1, location parameter 0, and
scale parameter c > 0.

Proposition 2.3.1 shows that even if the propensity scores are allowed to be ar-
bitrarily close to zero or if the second moments of the weighted potential outcomes
are infinite, the IPWII estimator still has a well-defined limiting distribution in the
alpha-stable class. Thus, weighting by the conditional probabilities is a transforma-
tion that leads to a potentially different limiting distribution than the Gaussian. Note
that convergence can be slower than the usual root-n rate. The rate of convergence
depends on the tail index α and is proportional to [nα−1/l(n)]

1
α , i.e. the smaller the

tail index the slower the rate of convergence. The proposition also covers the case
α = 2, i.e. when the limiting distribution is normal. If Assumption 2.3.3 holds, the
limiting distribution is normal with cn =

√
n. However, there are cases for which

α = 2 but cn = o(
√
n), see Section 2.3.4. Note that since α > 1 the limiting stable

distribution will always have a mean of 0, i.e. there is no asymptotic bias in the sta-
bilizing transformation that occurs for some trimming estimators (Khan and Tamer
2010). This limiting behavior is a consequence of the construction of the treatment
effect estimators that use inverse probabilities and not driven by the tails of the po-
tential outcome variables, which themselves are in the domain of attraction of the
normal distribution. A thorough inspection of the proof for Proposition 2.3.1 (see
Appendix B.1.1) reveals that, contrary to a regularly identified problem, the first
order asymptotics of the IPWII using estimated propensity scores are identical to
using true propensity scores for the case of irregular identification. In particular, the
result of increased efficiency using estimated propensities over true propensities as in
Wooldridge (2002, 2007) has no parallel under irregular identification. This is due to
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the parametric propensity score model converging at the fast root-n rate. Thus, the
projection of the weighted outcome onto the tangent space of the likelihood function,
the source of the increased efficiency in the regular case, is dominated in probability
by the weighted outcome with true weights and regularly varying tails.

2.3.2. Doubly Robust Estimation

Doubly robust estimation is a combination of regression adjustment for confounding
variables and inverse probability weighting (Kang and Schafer 2007; Robins et al.
1994). It yields consistent estimates of the causal effects even if either the propen-
sity score or the regression function is misspecified. Moreover, the underlying moment
function guards against learning bias and thus can yield root-n consistent and asymp-
totically normal treatment effect parameter estimates in the case of high-dimensional
nuisance quantities and regular identification under weak conditions (Chernozhukov
et al. 2017). Doubly robust estimates weigh the residuals of the potential outcome
equations by the inverse propensity scores and hence are subject to the small denom-
inator critique as well.

Let E[Yi(d)|Xi] = µd(Xi, δd) for d = 0, 1 with δd being in a nonempty compact
subset of Rk. In the following we consider a typical doubly robust estimator based
on the efficient influence function (Hahn 1998; Robins and Rotnitzky 1995) with
unknown quantities replaced by sample estimates:

θ̂n =
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ̂1))

p1(Xi, γ̂)
− 1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ̂0))

p0(Xi, γ̂)

+
1

n

n∑
i=1

µ1(Xi, δ̂1)− µ0(Xi, δ̂0). (2.13)

We first present assumptions and limit characterizations parallel to those of the
inverse probability weighting estimator and then consider additive separable outcome
models with bounded heteroskedasticity. We show that for the latter, the conditions
on the tail behavior can be substantially weakened and the limiting distributions can
be characterized more precisely. Consider the following assumptions:

Assumption 2.3.5 (Outcome Model, DR) The mean functions are estimated via
a regular parametric model

i) E[Yi(d)|Xi] = µd(Xi, δd) continuously differentiable around δd,

ii) δ̂d − δd = Op(n
−1/2)
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for both d = 0, 1.

Assumption 2.3.6 (Moments, DR) For both d = 0, 1, there exist (potentially dif-
ferent) neighborhoods Nγ0 around γ0 and N(γ0,δd) around (γ0, δd) such that

i) E
[

sup
γ∈Nγ0

∣∣∣∣ Di(d)
pd(Xi,γ)

∣∣∣∣] <∞,

ii) E
[

sup
γ∈Nγ0

∣∣∣∣Di(d)(Yi(d)−E[Yi(d)|Xi])
pd(Xi,γ)

Si(γ)
∣∣∣∣] <∞,

iii) E
[

sup
(γ,δ)∈N(γ0,δd)

∣∣∣∣∂µd(Xi,δd)
∂δd

Di(d)
pd(Xi,γ)

Si(γ)′
∣∣∣∣] <∞.

Assumption 2.3.7 (Regular Identification, DR) The weighted conditional mean
errors have finite second moment

i) E
[

(Yi(d)−E[Yi(d)|Xi])2
pd(Xi)

]
<∞

for both d = 0, 1.

Assumption 2.3.8 (Irregular Identification, DR) The tails of the weighted con-
ditional mean errors are regularly varying with tail index αd > 1 for both d = 0, 1 and
balanced

i) Ud(z) ≡ E

[
(Yi(d)−E[Yi(d)|Xi])2

pd(Xi)
1

(
|Yi(d)−E[Yi(d)|Xi]|

pd(Xi)
< z

)]
∼ z2−αdld(z),

ii) lim
z→∞

E[1((Yi(d)−E[Yi(d)|Xi])/pd(Xi)>z)pd(Xi)]
E[1(|Yi(d)−E[Yi(d)|Xi]|/pd(Xi)>z)pd(Xi)]

= qd,

lim
z→∞

E[1((Yi(d)−E[Yi(d)|Xi])/pd(Xi)<−z)pd(Xi)]
E[1(|Yi(d)−E[Yi(d)|Xi]|/pd(Xi)>z)pd(Xi)]

= rd

for qd + rd = 1, and the unweighted potential outcomes have finite second moment,

iii) E[Yi(d)2] <∞.

Assumption 2.3.6 puts some constraints on the interactions between score of the
likelihood function and both weighted conditional mean error and conditional mean
function. Again, the assumptions are substantially weaker than strong overlap. For
sufficient conditions consider Appendix B.1.6. Assumption 2.3.5 imposes a regular
parametric model for the outcome. Assumptions 2.3.7 and 2.3.8 collect the cases of
regular and irregular identification. Note that the tail conditions in Assumption 2.3.8
are usually weaker than the corresponding Assumption 2.3.4 used for inverse proba-
bility weighting. In particular, instead of regular variation of the truncated second
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moment of the weighted potential outcome, only regular variation of the truncated
second moment of the weighted conditional mean error (Yi(d)− E[Yi(d)|Xi]) is re-
quired. As the latter usually has a smaller truncated second moment, the index of
regular variation αd for doubly robust estimation will be larger or equal to the case of
inverse probability weighting. Thus estimation will concentrate around the true val-
ues at a weakly faster rate of convergence. The only exception is the hypothetical case
of potential outcome means converging to zero as propensities go to zero as this can
imply slower divergence of the truncated variance in Assumption (2.3.8), i) and thus
a larger tail index. The following proposition contains the limiting distribution of the
doubly robust estimator of the average treatment effect under general identification
conditions:

Proposition 2.3.2 Let θ̂n be chosen according to (2.13). If Assumptions 2.3.1, 2.3.6,
2.3.5, and either 2.3.7 or 2.3.8 hold, then there exists a strictly increasing non-random
sequence cn 4

√
n such that

cn(θ̂n − θ0)
d→ S(α, β, 0, c),

where S(α, β, 0, c) denotes a random variable with an alpha-stable distribution with
tail index 1 < α ≤ 2, skewness parameter −1 ≤ β ≤ 1, location parameter 0, and
scale parameter c > 0.

Similarly to inverse probability weighting, the doubly robust estimator has a well-
defined limiting distribution that can differ from the Gaussian in the case of irregular
identification with convergence rates possibly slower than the parametric rate. It
is also possible to relax Assumption 2.3.5 such that convergence of the parameter
estimates occurs at a slower than root-n rate in the case of irregular convergence,
i.e. if cn is not equal to

√
n. For this case it is sufficient if the product of estimated

propensity score parameters (γ̂− γ0) and estimated outcome model parameters (δ̂d−
δd) is op(cn). Thus, for a very small α and hence a slow convergence rate, estimation of
the nuisance parameters can be slower as well. Depending on the tail index, this could
in principle allow for less restrictive conditions on nonparametric estimation of the
nuisance quantities (Rothe and Firpo 2018) or on learning rates for high dimensional
nuisance functions and model selection methods such as `1-regularization with sparsity
conditions (Belloni et al. 2014) or general machine learning methods (Chernozhukov
et al. 2017). However without knowledge of cn we still recommend to stick with the
conditions and methods from the aforementioned papers as they work reliably in the
case of regular identification. We leave a potential extension of our method to the
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high-dimensional or nonparametric case along the lines of Chernozhukov et al. (2017)
for future research.

2.3.3. Doubly Robust Estimation under Additive Separability

The conditions in the previous subsection can be simplified and become intuitively
more appealing when applied to doubly robust estimation in an additive separable
model. Moreover, it allows for an explicit characterization of the skewness parameter
of the limiting distribution. Consider the following assumption:

Assumption 2.3.9 For both d = 0, 1, the outcomes are generated by a location scale
model

Yi(d) = µd(Xi, δd) + σd(Xi)εi(d)

with

i) E[µd(Xi, δd)
2] <∞ and E[εi(d)2] <∞,

ii) σ ≤ σd(Xi) ≤ σ with probability one for σ, σ ∈ R+ and density fσ(σ),

iii) εi(d) and Xi are independent,

iv) lim
t→0+

fpd (zt)

fpd (t)
= hd(z) exists on a dense set and is finite for some z.

Assumption 2.3.9 puts regularity conditions on the moments of the mean function
and the independent error and allows for bounded conditional heteroskedasticity.
Note that compared to Assumption 2.3.8, the additional structure on the potential
outcome process allows to substantially weaken the tail conditions for doubly robust
estimation in the case of irregular identification. In particular, iv) only requires
regular variation of the propensity score density at the boundaries instead of the
weighted conditional mean error. Thus, any dependence between outcome model and
propensity scores through confounding variables in accordance with simple moment
condition i) is admitted. Put differently, the DR estimator allows for almost arbitrary
heterogeneity in treatment effects and is comparable to IPW in terms of the tail
index under constant potential outcomes. Moreover, the tail balance condition can
be omitted completely due to the independence of εi(d). Since the inverse propensity
scores and conditional variances are always positive this implies that the relative
tail probabilities will only be determined by the relative tails of the independent
component εi(d) according to the results on products of independent random variables
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with stable domains by Breiman (1965). The following proposition provides the
characterization of the limiting behavior of the doubly robust estimator under the
additive separable model:

Proposition 2.3.3 Let θ̂n be chosen according to (2.13). If Assumptions 2.3.1, 2.3.6,
2.3.5, and either 2.3.7 or 2.3.9 hold, then there exists a strictly increasing non-random
sequence cn 4

√
n such that

cn(θ̂n − θ0)
d→ S(α, β, 0, c),

where S(α, β, 0, c) denotes a random variable with an alpha-stable distribution with
tail index 1 < α ≤ 2, location parameter 0, scale parameter c > 0, and skewness
parameter β given by

β =
1− E[εαi−]/E[εαi+]

1 + E[εαi−]/E[εαi+]

with ε− = min(ε, 0) and ε+ = max(ε, 0) and εi = εi(d
∗) with d∗ being the treatment

group with smallest tail index αd.

The tail index in Proposition 2.3.3 is uniquely determined by the rate of regular vari-
ation of the propensity score density, i.e. the α in Proposition 2.3.3 is determined by
Assumption 2.3.9 as hd(z) must be of form zãd with ãd = αd − 2, see e.g. Feller (1968),
Section VIII.8. The proposition also reveals that for the doubly robust estimator, the
skewness parameter of the limiting distribution is determined by the ratio between
negative and positive part α-th moment of the independent component εi(d). Again,
this is qualitatively different from inverse probability weighting estimators for which
the tail balance condition determines the effective skewness parameter. Furthermore,
the tail index is potentially affected by the mean function if the latter diverges or
converges to zero as the propensity score approaches zero. Thus under additive sepa-
rability, the tail conditions permit a much larger class of outcome models if a doubly
robust approach is used.

2.3.4. Example I: Beta Distribution

In the following we provide an example about the relationship between the behavior
of the propensity score density at the boundary, the limiting distribution, and the
corresponding convergence rate. Assume that the propensity scores follow a beta
distribution, i.e. p1(Xi) ∼ B(a, b) for some a, b > 0. In order to characterize the
limiting distribution of the DR estimator under Assumption 2.3.9 it is sufficient to
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only consider the truncated second moment of the inverse propensity scores (see
Appendix B.1.3) given by

E[1/p1(Xi)1(1/p1(Xi) < z)] =

∫
1/p1>z

1

p1

pa−1
1 (1− p1)b−1

B(a, b)
dp1, (2.14)

with B(a, b) being the beta function. Note that for 1/p1 →∞

lim
p1→0

(1− λp1)b−1B(a, b)

(1− p1)b−1B(a, b)
= lim

p1→0

(
1− λp1

1− p1

)b−1

= 1, (2.15)

which by definition corresponds to slow variation as p1 → 0 and hence∫
1/p1>z

1

p1

pa−1
1 (1− p1)b−1

B(a, b)
dp1 =

∫
1/p1>z

pa−2
1 l(1/p1)dp1. (2.16)

From Feller (1968), Section VIII.9, Lemma I, it follows that E[1/p1(Xi)1(1/p1(Xi) <

z)] is regularly varying with exponent α = a + 1, i.e. E[1/p1(Xi)1(1/p1(Xi) < z)] ∼
z1−al(z). Thus, for a ≤ 1

[
na

l(n)

] 1
(a+1)

(θ̂n − θ0)
d→ S(a+ 1, β, 0, c), (2.17)

while for a > 1

√
n(θ̂n − θ0)

d→ N (0, V ), (2.18)

which is in line with the previous propositions as a > 0 and thus α > 1 for the
limiting stable distribution. From (2.17) and (2.18) we can see how the tail behavior
of the propensity score is linked to the rate of convergence. The faster the density
diverges, i.e. the smaller a, the slower the rate of convergence. The latter can be
almost arbitrarily slow if the a parameter gets close to zero or equivalently if the left
tail of the beta distribution approaches a function resembling the behavior of 1/p1.

An interesting special case is a = b = 1, i.e. when the beta distribution is equal
to the uniform. It then follows that

E[1/p1(Xi)1(1/p1(Xi) < z)] =

∫ 1

1/z

1

p1

dp1 = ln(z) (2.19)
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which implies that √
n

ln(n)
(θ̂n − θ0)

d→ S(2, β, 0, c). (2.20)

This is equivalent to √
n

ln(n)
(θ̂n − θ0)

d→ N (0, V ). (2.21)

Note that this coincides with the rate and distribution obtained by Khan and Tamer
(2010) for a trimmed IPW estimator under distributional assumptions for confounder
and latent error of a selection equation that yield a uniform distribution for the
propensity score. Khan and Tamer (2010) assume a logistic propensity score model
with a single logistic regressor that enters with a unit coefficient7 and apply a theoreti-
cally optimal trimming rate to get a limiting theorem similar to (2.21) but containing
a limiting bias. Our limit theorem is valid without any trimming. In general the
propensity score densities that go to a nonzero constant from the right as p1 goes to
zero such as the uniform density can be considered as interesting intermediate cases
as the estimators do converge to a normal distribution but not at the usual root-n
rate. For a zero limit as p1 goes to zero, regular convergence is achieved. A diverging
propensity score density together with assumption of regular variation yields a stable
limiting distribution at a strictly slower rate than root-n. These results translate to
estimating average treatment effects or other parameters that weigh by the comple-
mentary probabilities as well. The rate of convergence is then dictated by the tail of
the propensity score density that diverges faster. This is because one corresponding
estimated potential outcome mean will dominate the other in terms of the rate at
which its truncated second moment goes to infinity.

2.3.5. Example II: Irregularity through Misspecification

In the previous sections we only considered irregularities arising from the distribution
of the true propensity scores under regularly varying tails. However, a change in the
limiting domain can also be obtained through simple misspecification of the propen-
sity score model even if the misspecified model still yields consistent estimates of the
treatment effect parameters. The parameters of the propensity score model under
misspecification usually converge to pseudo-true parameters often being the minimiz-

7Any threshold crossing model with index and error that have identical tails yields a uniform
distribution for the propensity score.
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ers on the Kullback-Leibler information criterion. If the density of the corresponding
pseudo-true propensity scores has regularly varying tails at the boundaries, then the
limiting distribution will be affected accordingly independently of whether the treat-
ment effect is estimated consistently or not. The latter is particularly relevant for
homogeneous treatment effects and more importantly for doubly robust estimation
with misspecified propensity scores. Under a misspecified propensity score model, the
DR estimator remains consistent if the potential outcome models are chosen correctly.
The limiting distribution, however, will be altered.

Consider the following example of a boundary case with a limiting normal distri-
bution with uniformly distributed propensity scores and compare it to a misspecified
model that uses a logistic regression. For the characterization of the limiting behav-
ior, it is sufficient to only consider the tail of the density at zero, as the density of
the misspecified propensity scores will be bounded from above for larger scores in
this example. Let Xi

i.i.d.∼ U(0, 1). Assume that p1(x) = x, i.e. uniformly distributed
propensity scores. As shown in the previous section, a treatment effect estimator us-
ing a correctly specified propensity score model yields a limiting normal distribution
with convergence rate

√
n/ ln(n). However now assume the propensity scores are

estimated using the following misspecified logistic model with ln(x) as regressor:

p
[m]
1 (x, γ) = 1/(1 + exp(−γ0 − γ1 ln(x))). (2.22)

Figure 2.4: True and Misspecified Propensity Score Distributions
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Figure 2.4 contains the simulated distributions for the true and misspecified propen-
sity scores estimated via maximum likelihood using n = 10000 observations. The
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densities of the propensity scores differ from each other particularly at the tails. In
fact, the density of the misspecified scores is increasing as scores get closer to zero.
In fact, the misspecified inverse probability weights have regular varying probability
tails with tail index α = 2/γ1, see Appendix B.1.7. However, γ1 is not arbitrary as the
misspecified likelihood estimator will yield parameter estimates concentrating around
the pseudo-true parameters (γ∗0 , γ

∗
1) given by the minimizers of the Kullback-Leibler

information criterion:

(γ∗0 , γ
∗
1) = arg min

(γ0,γ1)
KLIC(fp[m] , fp1) ≈ (1.6807, 1.9835). (2.23)

Thus with probability approaching one, the tail index is α = 2/1.9835 ≈ 1.008 which
corresponds to a heavy-tailed limiting distribution with a vastly slower convergence
rate compared to the correctly specified model that uses uniformly distributed scores
with a limiting normal distribution or a tail index α = 2.

2.4. Statistical Inference

In the following we demonstrate how to use the results from Section 2.3 to construct
asymptotically valid confidence bounds and p-values for testing the statistical signif-
icance of treatment effect parameters. The goal is to conduct a two-sided hypothesis
test for the parameter of interest θ against the null-value θ0:

H0 : θ = θ0 vs H1 : θ 6= θ0.

Consider the IPW or DR estimator θ̂n chosen according to (2.12) or (2.13) respectively.
In principle, one could invert the limiting alpha-stable distributions in Propositions
2.3.1 and 2.3.2 with unknown parameters replaced by consistent sample estimates.
In the case of regular identification, this would yield the typical confidence bounds
based on asymptotic normality of

√
n(θ̂n − θ0). For the general case, the same can

be done for the three unknown parameters in the stable limiting distributions α,
β, and c. Precise estimation of the tail index α tends to require large samples and
additional tuning parameters (Danielsson et al. 2001; Hall 1990; Hill 1975). Moreover,
the unknown normalizing constant cn for cn(θ̂n−θ0) has to be estimated as well. The
form of the sequence cn depends on the true tail index α and a slowly varying function
which can be very difficult to estimate in finite samples. Therefore we instead exploit
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the properties of self-normalizing sums following Logan et al. (1973). Consider the
following quantity that does not rely on an estimate for cn:

Tn =

√
n(θ̂n − θ0)√
V̂n[θ̂n]

. (2.24)

with V̂n[θ̂n] being a consistent estimate for the asymptotic variance of the stabiliz-
ing transformation under regular identification, see Appendix B.1.5. The following
theorem shows that under regular identification, the statistic (2.24) converges in dis-
tribution to a Gaussian while under irregular identification it is suitably normalized
to have a well defined limiting-distribution:

Theorem 2.4.1 Let θ0 be the true average treatment effect and θ̂n be chosen accord-
ing to (2.12) [ (2.13)]. Under Assumptions 2.3.1, 2.3.2 [2.3.1, 2.3.6, 2.3.5],

i) and 2.3.3 [2.3.7], the normalized statistic (2.24) has limiting distribution

Tn
d→ N (0, 1).

ii) and 2.3.4 [2.3.8], the normalized statistic (2.24) has limiting distribution

Tn
d→ T

with T being a random variable with a distribution independent of the sample size and
a continuous density f(x) with bumps at x = ± 1 and symmetry for |x| < 1.

The distribution of the limit under irregular identification converges to the normal
distribution as α → 2 but is generally complicated to evaluate (Logan et al. 1973).
However, since independently of the identification assumption the self-normalizing
sum has a well-defined limit, Theorem 2.4.1 calls for the application of resampling
methods that are valid within the stable domain of attraction. The nonparametric
bootstrap by Efron (1979) is not applicable as it fails to approximate the distribution
of Tn in the case of regular varying tails with a tail index smaller than two. In
particular, Athreya (1987) and Knight (1989) show that for a sequence of i.i.d. random
variables belonging to the alpha-stable domain of attraction with 1 < α < 2, the
bootstrap distribution of the test statistic Tn converges in distribution to a random
limit. This implies that the nonparametric bootstrap can produce almost arbitrary
and unpredictable distortions in the coverage rate of the corresponding confidence
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bounds under irregular identification, i.e. significant over- or under-rejections can
occur.

The failure of the nonparametric bootstrap can be avoided by evaluating the dis-
tribution of resampled test statistic with a sample size m = o(n). We consider the
m-out-of-n bootstrap as a feasible alternative to a direct inversion of the analyti-
cal limiting distributions. Alternatively subsampling approaches (Politis et al. 1999;
Romano and Wolf 1999) can be applied. However, they have worse second-order
properties under regular identification, see the discussion below. The m-out-of-n
bootstrap approximates the null-distribution of the self-normalizing sum (2.24) by a
data-centered bootstrapped test statistic computed over bootstrap samples of size m:

Tm,n =
√
m

θ̂mn − θ̂n√
V̂ m[θ̂mn ]

, (2.25)

where m denotes the length of the bootstrap sample, θ̂mn denotes the treatment
effect estimator using the m-out-of-n bootstrap sample and V̂ m[θ̂mn ] corresponds to
a consistent estimator of the asymptotic variance under regular identification using
only m observations. Bickel et al. (1997) show the general asymptotic validity of the
m-out-of-n bootstrap:

Theorem 2.4.2 (Bickel et al. 1997): If (2.24) has a non degenerate limit, θ̂n
p→

θ0 as n → ∞ and if m/n → 0 for m,n → ∞, then the bootstrap distribution of
the m-out-of-n test statistic (2.25) converges uniformly to the limiting distribution of
(2.24).

Note that this includes the case of regular identification, i.e. asymptotic validity of the
inferential procedure is guaranteed without knowledge of the degree of overlap. The
choice of m is crucial as many sequences fulfill the asymptotic requirement m = o(n)

but yield basically zero power in finite samples. Moreover, fixedm-rules are not adap-
tive to the different identification assumptions. Thus, we propose to select m by a
modified version of the method of Bickel and Sakov (2008). They propose to compare
(a simulated version of the) finite sample distributions of the test statistic of interest
along a grid of resampling sizes m. The optimal resampling size is then chosen as
the argument that minimizes a metric consistent with convergence in distribution
such as the Kolmogorov sup distance. The procedure yields close to optimal rates
for the estimation of the limiting distributions under irregular identification and, in
contrast to subsampling, allows for the selection of m = n if the bootstrap is valid
(Bickel and Sakov 2008). Thus, it can adopt the desirable second-oder properties of



Chapter 2. Inference for Treatment Effects under Irregular Identification 96

the nonparametric bootstrap for the pivotal test statistic (2.24) under regular identi-
fication (Hall 1992). In finite samples under regular identification selection of m = n

is unlikely to happen with probability one. Thus, we expect some power loss com-
pared to the nonparametric bootstrap in this case. Evaluating the exact empirical
finite sample distributions for resampling sizes m is generally computationally infea-
sible as the number of possible data permutations is of order nm. However, using a
smaller number of Monte Carlo iterations for the method by Bickel and Sakov (2008)
can yield unstable m-choices for a given sample. In order to reduce the variance
of the m-choice procedure we propose to use bootstrap aggregation, i.e. to simulate
the choice of the optimal m repeatedly and use the mean of the selected resampling
sizes as the optimal m. This yields stable estimates that behave qualitatively similar
compared to the infeasible solution of using the empirical distributions of all possible
permutations.8 In a nutshell, the inference procedure follows the following steps:

1. Given sample (Yi, Di, X
′
i), i = 1, ..., n, compute Tn.

2. Choose m-grid of the form mj = bqjnc, 0 < q < 1.

3. for s from 1 to S
Select m[s] according to:

i) For b1 = 1 . . . , B1 and each element mj in the m-grid, draw mj samples
with replacement from (Yi, Di, X

′
i) and calculate T [b1]

mj .

ii) For each j, let L[mj ] denote the empirical distribution of
(T

[1]
mj , . . . , T

[B1]
mj ).

iii) Chose m[s] = arg min
mj

ρ(L[mj ], L[mj+1]), with ρ being a metric consistent

with convergence in distribution.

end loop

4. Calculate the optimal m̂ = 1
S

∑S
s=1m

[s]

5. For b2 = 1, . . . , B2, draw m̂ observations with replacement from (Yi, Di, X
′
i)

and calculate T [b2]
m̂,n.

6. Calculate the p-value according to 1
B2

∑B2

b2=1 1(|T [b2]
m̂,n| > |Tn|).

8Note that under correctly chosen m, the m-out-of-n resampling is valid even for partial domains
of attraction (Feller 1968; Hall and LePage 1996). However, the method by Bickel and Sakov (2008)
requires that the bootstrap distribution of the test statistic for the sequence of resampling sizes has
a well-defined limit. Thus, Theorem 2.4.1 allows for a consistent application of their method.
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It is important to note that within each iteration, b1 and b2, the nuisance pa-
rameters are reestimated as well, i.e. draws are not using fixed propensity scores or
potential outcome predictions. Instead of calculating the p-value directly, one can
also invert the empirical quantiles of the second bootstrap step to construct con-
fidence intervals in the usual manner. For the grid, we usually set q = 0.75. In
practice, we also recommend to set a lower bound for the grid in step 2 such that
mj > k[ln(n)/max{1, ln(k)}]2 with k being the dimensionality of the confounding
vector. This assures that mj > k for all j and does not affect the asymptotic behav-
ior as the optimal m is polynomial in n for tail index α > 1. Instead of the mean,
other aggregation schemes for step 3 can also be applied. The number of bootstrap
replications B1 and B2 should generally be large. For estimating m̂, results tend to
stabilize after S ≈ 200 iterations. In principle, one can also use the data-centered
T

[b1]
m,n in step 3 instead of the non-centered test statistic T [b1]

m to determine the m-range
for which the empirical distributions are close to each other. In the case of irregular
identification, this is asymptotically equivalent as m/n → 0. As discussed in the
previous section, for doubly robust estimation the limiting behavior of Tn will be
solely driven by the weighted residual part under irregular identification. Thus, for
the optimal m-choice in step 3 one can also use a test statistic Tn that ignores the
unweighted outcome model component with corresponding self-normalizing sum:

θ̂n =
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ̂1))

p1(Xi, γ̂)
− 1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ̂0))

p0(Xi, γ̂)

V̂n[θ̂n] =
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ̂1))2

p1(Xi, γ̂)2
− 1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ̂0))2

p0(Xi, γ̂)2
.

Monte Carlo simulations suggest that the resulting m-choices are comparable in finite
samples.

2.5. Monte Carlo Simulations

In this section we investigate the finite sample coverage rates of the confidence in-
tervals based on the conventional and the overlap robust inference methods outlined
in previous sections. We consider three cases: regular identification, irregular iden-
tification, and irregular identification originating from misspecification. We use a
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simulation design with heterogeneous treatment effects depending on the propensity
scores similar to Frölich (2004) and Busso et al. (2014):

Yi(0) = ln
(
0.02 + 0.05p(Xi)

)
+ εi(0), Di = 1(βXi − ui > 0),

Yi(1) = ln
(
0.01 + 0.25p(Xi)

)
+ εi(1), Yi = DiYi(1) + (1−Di)Yi(0), (2.26)

where εi(0) and εi(1) are independent standard normal errors and ui are standard
logistic. Therefore p(Xi) = Λ(βXi) with Λ(·) being the standard logistic cdf. The
support of the propensity score distribution and the limiting distribution of the treat-
ment effect estimator θ̂n crucially depends on the relative tail behavior of the scaled
regressor βXi and the error term ui. We consider a standard logistic Λ(0, 1) distribu-
tion for Xi together with different scaling parameters β, which determine the shape
of the propensity score distribution and the (ir)regularity of identification. Note that
the shape of propensity score is determined not only by the relative tail behavior of
Xi and ui but also by the scaling parameter β, i.e. for any two pairs of continuous
FX and Fu one can find a β coefficient, which alters the (ir)regularity of identification
and thus limiting behavior of the treatment effect estimator.

Figure 2.5: DGP: Propensity Score Densities and Conditional Treatment Effect
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The left panel depicts the theoretical density of propensity score depending on β in p(Xi) = Λ(βXi)
and Xi ∼ Λ(0, 1). The right panel depicts the conditional average treatment effect for different
propensity scores as defined in (2.26).

The left panel in Figure 2.5 depicts the true density functions of the propensity
score for different values of β. The dash-dotted (black) line for β = 0.5 corresponds to
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the regular identification case where the limiting distribution of θ̂n is root-n normal.
The solid (red) line for β = 1.5 depicts the distribution of the propensity score which
corresponds to an alpha-stable limiting law for the average treatment effect estimator
with a tail index α = 5/3. The right panel in Figure 2.5 depicts the conditional
average treatment effect as a function of the propensity score. The functional form
is chosen to introduce heterogeneous treatment effects for extreme propensity scores
and to assure that for the IPW estimator the identification of the problem is solely
driven by the propensity score distribution and not by interactions with the potential
outcome means.

We now consider several methods of testing the null H0 : θ = θ0: symmetric
percentile bootstrap of Efron and Tibshirani (1994), denoted as i.i.d., and the m-out-
of-n bootstrap with aggregated m-choice as described in Section 2.4. For all inference
methods we use 500 bootstrap iterations and for the modified bootstrap aggregation
method for choosing an optimal block length m we set q = 0.75, S = 200, and
B1 = 1000. We also consider three trimming approaches: fixed trimming of propensity
scores outside [0.1, 0.9], data-driven efficiency optimal trimming as in Crump et al.
(2009), and relative weight trimming by Imbens (2004) and Huber et al. (2013), which
removes observations whose inverse probability weights are larger than 4% of the sum
of the weights over the whole sample. The p-values of the trimming procedures are
computed via i.i.d. bootstrap, ignoring the uncertainty in the trimming as suggested
by Crump et al. (2009). We have also considered alternative methods for heavy-
tail robust inference such as the alpha-parametric bootstrap by Cornea-Madeira and
Davidson (2015). For more details consider Appendix B.1.8.

We estimate the propensity scores using a correctly specified logistic propensity
score model. For the doubly robust estimator defined in (2.13) we also assume a
correctly specified mean function estimated with linear GMM. In the first step we
repeatedly draw data (Yi, Di, X

′
i) with replacement to obtain bootstrap samples of

the corresponding length.9 In the second step, for a given random sample, we estimate
a logistic regression and compute the estimate of the average treatment effect with
IPW estimator (2.12) or DR estimator (2.13) based on p̂(Xi) and the pivotal test
statistic with normalization corresponding to the estimator chosen, see Appendix
B.1.5. We repeat this bootstrap procedure B2 = 500 times to take the variation in

9For the i.i.d. bootstrap the length of the bootstrap sample is n, for the trimming approaches
the length of the bootstrap sample equals to the length of the original trimmed sample and for the
m-out-of-n bootstrap to the optimally selected m.
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estimated propensities into account.10 Therefore, the m-out-of-n bootstrap estimates
the propensity score less precisely using only m ≤ n observations compared to the
i.i.d. bootstrap.

Table 2.1: Null Rejection Rates for Nominal 5% Level under Regular Identification

n=500 n=1000 n=5000 n=10000
IPW

i.i.d. 6.33% 4.80% 5.02% 5.14%
trim. fix. 6.38% 4.73% 4.95% 7.52%
trim. Crump (2009) 5.82% 5.35% 5.67% 8.86%
trim. Huber (2013) 6.43% 4.95% 5.02% 5.14%
m-out-of-n 6.27% 4.55% 4.67% 5.20%

DR
i.i.d. 4.75% 4.65% 4.93% 3.36%
trim. fix. 5.28% 5.47% 6.32% 5.83%
trim. Crump (2009) 5.62% 5.90% 6.62% 8.00%
trim. Huber (2013) 4.60% 4.65% 4.93% 3.36%
m-out-of-n 4.07% 4.05% 4.73% 3.03%

Regular identification: β = 0.5, correctly specified models for propensity score and mean function.
The numbers in the table correspond to the share of Monte Carlo draws where H0 : θ = θ0 was
rejected against the two-sided alternative. Columns correspond to different sample sizes n. All
simulations are based on 6000 Monte Carlo repetitions. For all methods the number of bootstrap
iterations is set to B2 = 500. In the m-choice algorithm: q = 0.75, S = 200, B1 = 1000.

Table 2.1 reports empirical null rejection rates over 6000 simulations for the nom-
inal 5% level of significance for the case of regular identification (β = 0.5). The upper
block corresponds to the rejection rates of the IPW estimator and the lower block to
the rejection rates of the DR estimator of the average treatment effect under the null
hypothesis. All resampling methods have rejection rate close to the nominal level.
Note that for trimming-based approaches the average treatment effect of the trimmed
sample no longer corresponds to the ATE of the full population. However, in case of
regular identification the probability of extreme propensity scores is very low. There-
fore in our simulations the trimmed sample usually happens to cover about 98% of
the original sample and the bias of the ATE estimates only affects the rejection rates
in the range from −2% to +3%.

Table 2.2 reports empirical null rejection rates for the case of irregular identifica-
tion β = 1.5, i.e. many extreme propensity scores. For the IPW estimator all of the

10For computational reasons in the simulation study the propensity score is not reestimated in
the bagging m-choice procedure, i.e. the approximation of the distribution of the test statistic in
the B1 loop is done conditional on the propensity score estimates obtained on the whole sample
n. The results of the simulations remain similar for a selection of designs but it requires further
investigations as, for IPW, m-choices tend to be too close to n, see Appendix B.1.9



Chapter 2. Inference for Treatment Effects under Irregular Identification 101

Table 2.2: Null Rejection Rates for Nominal 5% Level under Irregular Identification

n=500 n=1000 n=5000 n=10000
IPW

i.i.d. 18.55% 18.08% 14.58% 14.23%
trim. fix. 18.15% 33.02% 94.25% 99.94%
trim. Crump (2009) 17.95% 32.93% 94.68% 99.94%
trim. Huber (2013) 17.23% 17.20% 14.43% 14.04%
m-out-of-n 17.80% 17.18% 14.43% 14.29%

DR
i.i.d. 2.95% 2.97% 3.08% 2.33%
trim. fix. 20.15% 37.73% 97.08% 100.00%
trim. Crump (2009) 19.68% 37.83% 97.33% 100.00%
trim. Huber (2013) 3.35% 3.17% 3.13% 2.40%
m-out-of-n 1.50% 1.50% 1.80% 1.38%

Irregular identification: β = 1.5, correctly specified models propensity score and mean function. The
numbers in the table correspond to the share of Monte Carlo draws where H0 : θ = θ0 was rejected
against the two-sided alternative. Columns correspond to different sample sizes n. All simulations
are based on 6000 Monte Carlo repetitions. For all methods the number of bootstrap iterations is
set to B2 = 500. In the m-choice algorithm: q = 0.75, S = 200, B1 = 1000.

considered methods have an over-rejection rate of at least 9%. The fixed and optimal
trimming rules by Crump et al. (2009) have an asymptotic bias which results in im-
plausible rejection rates, getting worse with increasing sample size up to 99.94%. The
over-rejection rate of other methods decreases with n, but is still relatively far from
the nominal 5%. For the DR estimator however, the size distortions are not that se-
vere and the m-out-of-n bootstrap with improved m selection has an under-rejection
of only 3%. For this design, the i.i.d. bootstrap and trimming by Huber et al. (2013)
are performing relatively similar to the m-out-of-n bootstrap.

Consider now the case of propensity score misspecification as discussed in Section
2.3.5. We took an example of a regularly identified model with β = 0.9 and standard
uniform Xi

i.i.d.∼ U(0, 1), but propensity scores estimated using a logit model with
ln(Xi) as regressor as in (2.22). Table 2.3 contains the null rejection rates for IPW
and DR for the different sample sizes. For IPW, i.i.d. bootstrap, m-out-of-n boot-
strap, and relative weight trimming show implausible rejection rates up to 30.42%

while all other trimming approaches yield rejection rates up to 100%. Under a mis-
specified propensity score model the IPW estimator will be biased independently of
the regularity of the problem. The DR estimator is robust against misspecification
and produces consistent estimates of the treatment effect. As discussed in Section
2.3.5, misspecification of the propensity score model changes the identification of the
problem to the irregularly identified treatment effect parameters with an alpha-stable
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Table 2.3: Null Rejection Rates for Nominal 5% level under Misspecified Propensity Score Model

n=500 n=1000 n=5000 n=10000
IPW

i.i.d. 5.18% 4.07% 14.45% 30.29%
trim. fix. 28.05% 51.37% 99.85% 100.00%
trim. Crump (2009) 33.60% 61.93% 100.00% 100.00%
trim. Huber (2013) 5.08% 4.08% 14.45% 30.42%
m-out-of-n 4.68% 3.45% 12.00% 25.08%

DR
i.i.d. 2.97% 2.47% 6.43% 12.86%
trim. fix. 27.70% 51.58% 99.52% 100.00%
trim. Crump (2009) 31.30% 56.83% 99.70% 100.00%
trim. Huber (2013) 3.27% 2.83% 6.83% 13.10%
m-out-of-n 1.32% 1.32% 2.25% 4.52%

Irregularity through misspecification. In the true DGP β = 0.9, Xi
i.i.d.∼ U(0, 1), p(Xi) = βXi.

Mean functions remain the same as in (2.26) and are correctly specified for estimation. Misspec-
ified propensity score model: p̂[m](Xi) = 1/(1 + exp(−γ̂0 − γ̂1 ln(Xi))). The numbers in the table
correspond to the share of Monte Carlo draws where H0 : θ = θ0 was rejected against the two-sided
alternative. Columns correspond to different lengths of sample size n. All simulations are based on
6000 Monte Carlo repetitions. For methods the number of bootstrap iterations is set to B2 = 500.
In the m-choice algorithm: q = 0.75, S = 200, B1 = 1000.

instead of normal limiting distribution. Thus conventional inference methods such as
nonparametric bootstrap and trimming approaches are inconsistent. The empirical
null rejection rates for the DR estimator in Table 2.3 show that the over-rejection
rate of the i.i.d. bootstrap and trimming approaches increases with the sample size
n. Only the m-out-of-n bootstrap combined with the bootstrap aggregated m se-
lection method shows the rejection rates close to the nominal 5% level. Note that
a data-driven way of choosing the block length m is adaptive to both the degree of
identification and the chosen estimator.11 Thus, m-out-of-n resampling also provides
the empirical researcher with a safeguard against the consequences of misspecification
on statistical inference for doubly robust estimation.

2.6. Empirical Application: The Effect of Right Heart Catheter-

ization on Survival Rates

In this section we re-analyze the causal impact of right heart catheterization (RHC)
on survival rates of ill adult patients based on the observational study by Connors et

11The m selection generally differs from fixed m rules (see Figure B.7) such as n/(log log n)1+δ

by Romano and Wolf (1999).
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al. (1996) using data from the study to understand prognoses and preferences for out-
comes and risks of treatments, see Murphy and Cluff (1990). RHC is a diagnostic tool
for monitoring cardiovascular activity such as right atrium pressure to supervise and
guide therapy. The data set contains 2184 treatment and 3551 control observations.
An observation is defined as treated if the patient was subject to RHC within 24 hours
of admission. Health is evaluated using 30-day survival of the patients. The data set
comprises over 72 covariates including a large set of medical information about the
subjects such as blood pressure, heart rate, and various cancer diagnoses. Moreover,
socio-economic information such as sex, education, and income are recorded as well,
for more details consider Connors et al. (1996). As selection of initial care patients
into treatment depends on observable, medically relevant information that is also re-
lated to survival chances, Connors et al. (1996) use a propensity score pair matching
approach to control for potential selection bias. They find that RHC leads to a lower
30-day survival rate compared to no RHC. The data set has also been studied with
propensity score based methods by Hirano and Imbens (2001), Crump et al. (2009),
and Rothe (2017).

We estimate the average treatment effect using both inverse probability weight-
ing and a doubly robust approach similar to Hirano and Imbens (2001) and Crump
et al. (2009). The propensity score model uses the same regressors as Hirano and
Imbens (2001) in a probit model. Figure 2.6 shows the distributions of the estimated
propensity scores for treatment and control group.

Figure 2.6: Propensity Score Distributions
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For both groups, the propensity scores cover almost the full support from zero to
one indicating a violation of strong overlap. Moreover, for the control group the share
of observations in the propensity score bins increases as the scores get closer to zero
which is a first indicator for irregular identification with regularly varying propensity
score density at zero. Using our model, the smallest estimated propensity score is
about 0.0004 which corresponds to an inverse weight of 2500 to 1.

Table 2.4 contains the point estimates, 95% and 99% confidence intervals, and
p-values for the average treatment effect of RHC on 30-day survival using asymptotic
normality with analytical standard errors, nonparametric bootstrap with symmetric
percentiles, and the overlap robust confidence intervals. For the latter, the resam-
pling sizes m are chosen according to the optimal m-choice method with bootstrap
aggregation as in Section 2.4. The suggested m-choices are 871 and 712 for inverse
probability weighting and doubly robust estimation respectively which is about 12%
to 15% of the full sample size of 5735.12 Note that the higher m-choice for IPW
compared to DR is weak evidence for a faster convergence rate, as the true optimal
m is monotonically increasing with a larger tail index. This difference could well be
due to finite sample properties of the m-choice method or the parametric estimation.
An alternative explanation is the convergence of the potential outcome after control
(no RHC) to zero as the propensity scores vanish. As discussed in Section 2.3, for
IPW the index of regular variation is determined by the tail index of the weighted
potential outcome while for DR, it is driven by the weighted conditional mean er-
ror, see Assumptions (2.3.4) and (2.3.8). The former can yield a larger tail index
exactly in the case where the potential outcome approaches zero as the propensities
go to zero. In the case of the binary RHC, the conditional means of the potential
outcomes are defined as surviving probabilities. Thus different m-choices could be
driven by patients with virtually zero survival probabilities that are not frequently
treated with RHC as the intervention either amplifies their risk dramatically or has
no expected effect on survival evaluated by the medical professionals. However, using
the respective m-estimates from the alternative estimation approach does not yield
qualitatively different results for the confidence bounds.

Our point estimates are similar or equivalent to the ones in Hirano and Imbens
(2001):13 RHC decreases the expected 30-day survival probability by 6% for both

12Inspection of the simulated distribution of Tm̂,n reveals some of the features that would be
expected from the limiting law of Tn under irregular identification, i.e. symmetry around [−1, 1] and
small modes at ±1 which argues in favor of using robust inference.

13The results differ somewhat from Rothe (2017) as he uses a stratification approach and a slightly
different model for the propensity score that does not fully exploit the information on missing body
weight entries for some patients.
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Table 2.4: Average Treatment Effects and Confidence Intervals

θ̂IPWII -0.0582

Asymptotic Normality 95% [-0.0950, -0.0213]
99% [-0.1066, -0.0097]

p-value 0.0020

Symmetric Percentile Bootstrap 95% [-0.0951, -0.0213]
99% [-0.1061, -0.0102]

p-value 0.0012

Overlap Robust (m̂ = 871) 95% [-0.1050, -0.0114]
99% [-0.1201, 0.0040]

p-value 0.0150

θ̂DR -0.0609

Asymptotic Normality 95% [-0.0936, -0.0282]
99% [-0.1039, -0.0179]

p-value 0.0002

Symmetric Percentile Bootstrap 95% [-0.0942, -0.0275]
99% [-0.1049, -0.0169]

p-value 0.0004

Overlap Robust (m̂ = 712) 95% [-0.0993, -0.0224]
99% [-0.1116, 0.0102]

p-value 0.0032

Results are based on 5000 bootstrap/m-out-of-n iterations. The aggregated m
choice is based on 250 iterations. The propensity score and potential outcome
models are reestimated within each bootstrap iteration.

inverse probability weighting and doubly robust estimation. Without controlling for
the presence of extreme propensity scores, the results are significant at the 1% level
using both normal approximation and conventional percentile bootstrap. Depending
on the estimator and significance level, the robust confidence intervals are about 17%
to 29% wider. Our adaptive inference method suggests that the findings are robust
with respect to the weaker overlap assumption at a 5% level. However, using inverse
probability weighting, the treatment effect is no longer significant at a 1% level with
an asymptotic p-value of 0.015.

2.7. Concluding Remarks

In this chapter we provide a method for conducting asymptotically valid inference
for treatment effect estimators without imposing restrictive support conditions on
the propensity score, distributional assumptions on the data, and/or trimming ob-
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servations. Using the key assumption of regular variation, we show that treatment
effect parameter estimates converge in distribution to an alpha-stable random vari-
able with tail index larger than one. Thus, conventional inference methods based
on asymptotic normality or the nonparametric bootstrap are invalid. We propose to
use a modified version of the m-out-of-n bootstrap that replaces the denominator of
the test statistic by normalization that is adaptive to the degree of identification. In
addition, a bootstrap aggregation scheme for an optimal m-choice is applied. The
proposed resampling method is not only consistent for the stable limiting case but also
yields asymptotically correct coverage rates under regular identification and thus the
researcher can apply it without knowledge of the regularity of his or her identification
problem. In addition, it provides some safeguard against the effects of misspecifi-
cation on statistical inference. Our Monte Carlo simulations suggest that, for DR
estimation, the adaptive m-out-of-n bootstrap yields sizes close to the nominal level
in finite samples. For IPW, large m-choices lead to undercoverage in finite samples
under irregular identification.

For future work, the proposed framework and inference method could be extended
to other parameters or general missing data problems that rely on inverse probability
weights. Moreover, it would be interesting so see how the power properties of the
proposed inference procedure and the corresponding length of the confidence intervals
depend on different values of the tail index in finite samples.
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Appendix for Valid Inference for Treatment
Effect Parameters under Irregular
Identification and Many Extreme
Propensity Scores

B.1. Appendix

B.1.1. Proof of Proposition 2.3.1

Proof: Under Assumption 2.3.1 for the propensity scores we have

γ̂ − γ0 =

(
E[Si(γ0)Si(γ0)′]−1 + op(1)

)
1

n

n∑
i=1

Si(γ0)

with

Si(γ) =
∑
d

Di(d)

pd(Xi, γ)

∂pd(Xi, γ)

∂γ
.
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Expanding around the true propensity score yields

µ̂d − µd =

[
1

n

n∑
i=1

Di(d)

pd(Xi, γ̂)

]−1 1

n

n∑
i=1

Di(d)

pd(Xi, γ̂)
(Yi − µd)

=

(
1 + op(1)

)(
1

n

n∑
i=1

Di(d)

pd(Xi, γ0)
(Yi(d)− µd)

− (Yi(d)− µd)
Di(d)

pd(Xi, γ̃)2
∂pd(Xi, γ̃)

∂γ
(γ̂ − γ0)

)
=

(
1 + op(1)

)(
1

n

n∑
i=1

Di(d)

pd(Xi, γ0)
(Yi(d)− µd)

−
1

n

n∑
i=1

(Yi(d)− µd)
Di(d)

pd(Xi, γ̃)
Si(γ̃)

(
E[Si(γ0)Si(γ0)′]−1 + op(1)

)
1

n

n∑
i=1

Si(γ0)

)

with γ̃ being on the line-segment between γ0 and γ̂. The second equality follows
from continuity and the moment bound in Assumption 2.3.2, together with Newey
and McFadden (1994), Lemma 4.3. By the second moment bound in Assumption
2.3.2 it follows equivalently that

µ̂d − µd =

(
1 + op(1)

)(
1

n

n∑
i=1

kIPWid − (E[kIPWid Si(γ0)′] + op(1))(E[Si(γ0)Si(γ0)′]−1 + op(1))Si(γ0)

)

with

kIPWid =
Di(d)

pd(Xi, γ0)
(Yi(d)− µd).

Thus under the regular identification according to Assumption 2.3.3 we have

√
n(µ̂d − µd) =

1√
n

n∑
i=1

kIPWid − bdSi(γ0) + op(1)

with bd = E[kIPWid S ′i]E[SiS
′
i]
−1 for both d = 0, 1. Using a standard CLT yields

√
n(θ̂n − θ0)

d→ N (0, κ1 + κ0 − 2ω)

with

κd = E[(kIPWid − bdSi)2]

ω = E[kIPWi1 S ′i]E[SiS
′
i]
−1E[Sik

IPW
i0 ].

Now assume Assumption 2.3.3 to be violated, i.e. the second moments are singular
but instead there is regular variation of the truncated second moment plus tail balance
for the components of the first two partial sums according to Assumption 2.3.4.
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Let u be independent uniform on (0, 1) and F be the probability measure with
respect to all other random variables. Note that

E

[(
Di(d)(Yi(d)− µd)

pd(Xi)

)2

1

(
Di(d)|(Yi(d)− µd)|

pd(Xi)
< z

)]
=

∫ ∫
1(pd ≥ u)(yd − µd)2

p2d
1(|1(pd ≥ u)(yd − µd)|/pd < z)dudF

=

∫ ∫ pd

0

(yd − µd)2

p2d
1(|(yd − µd)|/pd < z)dudF

=

∫
(yd − µd)2

p2d
1(|(yd − µd)|/pd < z)

∫ pd

0
dudF

=

∫
(yd − µd)2

pd
1(|(yd − µd)|/pd < z)dF

= E

[
(Yi(d)− µd)2

pd(Xi)
1

(
|(Yi(d)− µd)|/pd(Xi) < z

)]

and

P

(
Di(d)(Yi(d)− µd)

pd(Xi)
> z

)
= E[1(Di(d)(Yi(d)− µd)/pd(Xi) > z)]

=

∫ ∫
1

(
1(p ≥ u)(yd − µd)

pd
> z

)
dudF

=

∫ ∫ pd

0
1

(
(yd − µd)

pd
> z

)
dudF

=

∫
1

(
(yd − µd)

pd
> z

)
pddF

= E[1((Yi(d)− µd)/pd(Xi) > z)pd(Xi)]

and equivalently for P (|Di(d)(Yi(d)− µd)/pd(Xi)| > z) and P (Di(d)(Yi(d) − µd)/

pd(Xi) < −z). Thus, the conditions in Assumption 2.3.4 are equivalent to the ones
in Feller (1968) Theorem XVII.5.2. The latter implies that both kIPWi1 and kIPWi0

are in the domain of attraction of an alpha-stable distribution with tail index being
equal to α1 and α0 respectively. Thus, there are two sequences an and bn with
cn = min{an, bn} = o(n1/2) such that

cn(θ̂n − θ0) =

(
an

1

n

n∑
i=1

kIPWi1

)
cn
an
−
(
bn

1

n

n∑
i=1

kIPWi0

)
cn
bn

−
(
b1

1√
n

n∑
i=1

Si(γ0)− b0
1√
n

n∑
i=1

Si(γ0)

)
cn√
n

+ op(1)

≡Sn,1 − Sn,0 − Sn,a + op(1)

=Sn,1 − Sn,0 +Op(1)O(
cn√
n

) + op(1)

=Sn,1 − Sn,0 + op(1).
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If U0(z) = o(U1(z)), an = o(bn) thus

Sn,1 =

(
an

1

n

n∑
i=1

kIPWi1

)
d→ S(α1, β1, 0, c1)

Sn,0 =

(
bn

1

n

n∑
i=1

kIPWi1

)
an
bn

= Op(1)O(an/bn) = op(1)

⇒ cn(θ̂n − θ0)
d→ S(α1, β1, 0, c1).

Similarly if U1(z) = o(U0(z)), bn = o(an) thus

Sn,1 =

(
an

1

n

n∑
i=1

kIPWi1

)
bn
an

= Op(1)O(bn/an) = op(1)

Sn,0 =

(
bn

1

n

n∑
i=1

kIPWi0

)
d→ S(α0, β0, 0, c0)

⇒ cn(θ̂n − θ0)
d→ S(α0, β0, 0, c0).

However, if U1(z) = O(U0(z)), an ∼ bn, thus

Sn,1 =

(
an

1

n

n∑
i=1

kIPWi1

)
d→ S(α1, β1, 0, c1)

Sn,0 =

(
bn

1

n

n∑
i=1

kIPWi0

)
d→ S(α0, β0, 0, c0)

with α1 = α0 = α. Note that by construction of the independent samples, the two
components are asymptotically independent and hence

cn(θ̂n − θ0)
d→ S(α, β, 0, c)

with

c = (|c1|α + |c0|α)1/α, β =
β1|c1|α − β0|c0|α

|c1|α + |c0|α

by the closure property under convolution for stable random variables with equivalent
α. Thus, depending on the tail index of both components, the limiting behavior of
the stabilizing transformation is only driven by the one with the slower decaying tails,
i.e. the limiting distribution of the average treatment effect will then be determined
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by the tail properties of one of the potential outcome means except for the case of
equivalent tail indices.

B.1.2. Proof of Proposition 2.3.2

Proof: Under parametric estimators according to Assumptions 2.3.1 and 2.3.5 for
the first-stage we have

γ̂ − γ0 = Op(n
−1/2)

δ̂d − δd = Op(n
−1/2)

for both d = 0, 1. Expanding the differentiable mean function yields

µd(Xi, δ̂d) = µd(Xi, δd) +
∂µd(Xi, δ̃d)

∂δd
(δ̂d − δd)

with δ̃ being on the line segment between δ̂d and δd. For the doubly robust estimator
we obtain the following expansion

θ̂n − θ0 =
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ̂1))

p1(Xi, γ̂)
−

1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ̂0))

p0(Xi, γ̂)
+

1

n

n∑
i=1

µ1(Xi, δ̂1)− µ0(Xi, δ̂0)− θ0

=
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ1))

p1(Xi, γ0)
−

1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ0))

p0(Xi, γ0)

−
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ1))

p1(Xi, γ̃)2
∂p1(Xi, γ̃)

∂γ
(γ̂ − γ0) +

1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ0))

p0(Xi, γ̃)2
∂p0(Xi, γ̃)

∂γ
(γ̂ − γ0)

+
1

n

n∑
i=1

Di(1)

p1(Xi, γ̃)2
∂p1(Xi, γ̃)

∂γ
(γ̂ − γ0)

∂µ1(Xi, δ̃1)

∂δ1
(δ̂1 − δ1)

−
1

n

n∑
i=1

Di(0)

p0(Xi, γ̃)2
∂p0(Xi, γ̃)

∂γ
(γ̂ − γ0)

∂µ0(Xi, δ̃0)

∂δ0
(δ̂0 − δ0)

+
1

n

n∑
i=1

(
1−

Di(1)

p1(Xi, γ0)

)
∂µ1(Xi, δ̃1)

∂δ1
(δ̂1 − δ1)−

1

n

n∑
i=1

(
1−

Di(0)

p0(Xi, γ0)

)
∂µ0(Xi, δ̃0)

∂δ0
(δ̂0 − δ0)

+
1

n

n∑
i=1

µ1(Xi, δ1)− µ0(Xi, δ0)− θ0.

Note that by the law of iterated expectations and conditional independence

E

[
Di(d)(Yi − µd(Xi, δd))

pd(Xi, γ0)2

∂pd(Xi, γ0)

∂γ

]
= E

[
(E[Yi(d)|Xi]− µd(Xi, δd))

pd(Xi, γ0)

∂pd(Xi, γ0)

∂γ

]
= 0
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and

E

[(
1− Di(d)

pd(Xi, γ0)

)
∂µd(Xi, δd)

∂δd

]
= E

[(
1− E[Di(d)|Xi]

pd(Xi, γ0)

)
∂µd(Xi, δd)

∂δd

]
= 0.

Since γ̂ − γ0 = Op(n
−1/2) and δ̂d − δd = Op(n

−1/2), Newey and McFadden (1994),
Lemma 4.3 in conjunction with Assumption 2.3.6 implies that

1

n

n∑
i=1

Di(d)(Yi − µd(Xi, δd))

pd(Xi, γ̃)2

∂pd(Xi, γ̃)

∂γ
(γ̂ − γ0) = op(n

−1/2)

1

n

n∑
i=1

(
1− Di(d)

pd(Xi, γ0)

)
∂µd(Xi, δ̃d)

∂δd
(δ̂d − δd) = op(n

−1/2)

while for the cross-terms we have

1

n

n∑
i=1

Di(d)

pd(Xi, γ̃)2

∂pd(Xi, γ̃)

∂γ
(γ̂ − γ0)

∂µd(Xi, δ̃d)

∂δd
(δ̂d − δd) = Op(n

−1).

Thus the expansion simplifies to

θ̂n − θ0 =
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ1))

p1(Xi, γ0)
− 1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ0))

p0(Xi, γ0)

+
1

n

n∑
i=1

µ1(Xi, δ1)− µ0(Xi, δ0)− θ0 + op(n
−1/2).

Note that the cross-terms have zero correlation, i.e.

E

[
Di(1)(Yi − µ1(Xi, δ1))

p1(Xi, γ0)

Di(0)(Yi − µ0(Xi, δ0))

p0(Xi, γ0)

]
= 0

E

[
Di(d)(Yi − µd(Xi, δd))

pd(Xi, γ0)
(µ1(Xi, δ1)− µ0(Xi, δ0)− θ0)

]
= 0

by the law of iterated expectations. Thus under regular identification according to
Assumption 2.3.7, the central limit theorem implies that

√
n(θ̂n − θ0)

d→ N
(

0,
∑
d

E

[
(Yi(d)− µd(Xi, δd))2

pd(Xi, γ0)

]
+ E

[
(µ1(Xi, δ1)− µ0(Xi, δ0)− θ0)2

])
.
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Under irregular identificationDi(d)(Yi−µd(Xi, δd))/pd(Xi, γ0) are of regular variation
with potentially different tail indices. By equivalent arguments as in Section B.1.1,
let cn = min{an, bn} = o(n1/2). We have

cn(θ̂n − θ0) = cn
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ1))

p1(Xi, γ0)
− cn

1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ0))

p0(Xi, γ0)

+Op(cnn
−1/2) + op(cnn

−1/2)

= cn
1

n

n∑
i=1

Di(1)(Yi − µ1(Xi, δ1))

p1(Xi, γ0)
− cn

1

n

n∑
i=1

Di(0)(Yi − µ0(Xi, δ0))

p0(Xi, γ0)
+ op(1)

d→ S(α, β, 0, c)

according to Feller (1968). Note again that depending on the tail index of the two
weighted components, one will prevail and determine the convergence rate of the
stabilizing transformation if the tails are different.

B.1.3. Proof of Proposition 2.3.3

The case of Assumption 2.3.7 is equivalent to the previous Section, therefore we only
consider α < 2 in the following. Note that since Di(d)σd(Xi)/pd(Xi) is nonneg-
ative and independent from εi(d) it follows by Breiman (1965), Proposition 3 that
Di(d)σd(Xi)/pd(Xi)εi(d) is in the domain of attraction of an alpha-stable distribution
with α being equal to the index of regular variation of Di(d)σd(Xi)/pd(Xi). Note that
regular variation of the propensity score density in Assumption 2.3.9 implies regular
variation of any truncated moment and thus of the cumulative distribution function
of Di(d)/pd(Xi) as well. Therefore

P (Di(d)σd(Xi)/pd(Xi) ≤ z) = P (Di(d)/pd(Xi) ≤ z/σd(Xi))

= E[1(Di(d)/pd(Xi) ≤ z/σd(Xi))]

= E[E[1(Di(d)/pd(Xi) ≤ z/σd(Xi))|σd(Xi)]]

= E[FD/p(z/σd(Xi))]

∼
∫ σ̄

σ

(
z

σ

)−αd
l

(
z

σ

)
fσ(σ)dσ,
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where the last equality follows from regular variation of the pdf of Di(d)/pd(Xi). Now
for some z > 0 consider the limit of the ratio of the CDFs

lim
t→∞

P (Di(d)σd(Xi)/pd(Xi) ≤ tz)

P (Di(d)σd(Xi)/pd(Xi) ≤ t)
= lim

t→∞

(tz)−αd

t−αd

∫ σ̄
σ
σαdl(tz/σ)fσ(σ)dσ∫ σ̄

σ
σαdl(t/σ)fσ(σ)dσ

= lim
t→∞

(tz)−αd

t−αd

∫ σ̄
σ
σαdl(tz/σ)/l(tz)fσ(σ)dσ∫ σ̄
σ
σαdl(t/σ)/l(t)fσ(σ)dσ

l(tz)

l(t)
.

Now note that by Seneta (1973) slowly varying functions are bounded on finite in-
tervals far enough to the right. Thus, for t large l(t/σ) is bounded uniformly since
σ is compactly supported. The inverse of slowly varying functions are also slowly
varying and thus bounded on the compact set for large t. By Assumption 2.3.9 σαd

and fσ(σ) are uniformly bounded and hence dominated convergence can be applied.
Note that by compactness, Karamata’s uniform convergence theorem applies to the
ratios of the slowly varying functions, i.e. l(tσ)/l(t) and l(tz/σ)/l(tz) both converge
to one uniformly over the support of σ. Thus it follows that

lim
t→∞

P (Di(d)σd(Xi)/pd(Xi) ≤ tz)

P (Di(d)σd(Xi)/pd(Xi) ≤ t)
= z−αd

∫ σ̄
σ
σαd lim

t→∞
l(tz/σ)/l(tz)fσ(σ)dσ∫ σ̄

σ
σαd lim

t→∞
l(t/σ)/l(t)fσ(σ)dσ

lim
t→∞

l(tz)

l(t)

= z−αd

∫ σ̄
σ
σαdfσ(σ)dσ∫ σ̄

σ
σαdfσ(σ)dσ

,

= z−αd ,

which implies regular variation of the cdf of Di(d)σd(Xi)/pd(Xi) with same tail
index αd as the cdf of Di(d)/pd(Xi). Moreover, one can use Breiman (1965), equation
(3.2) and (3.3) to show that for α 6= 2 the corresponding skewness parameter of the
stable law is given by

lim
z→∞

1− P (Di(d)σd(Xi)εi(d)/pd(Xi) < z)− P (Di(d)σd(Xi)εi(d)/pd(Xi) < −z)

1− P (Di(d)σd(Xi)εi(d)/pd(Xi) < z) + P (Di(d)σd(Xi)εi(d)/pd(Xi) < −z)

=
1− E[εαi−(d)]/E[εαi+(d)]

1 + E[εαi−(d)]/E[εαi+(d)]
,

which completes the proof.
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B.1.4. Proof of Theorem 2.4.1

(Part I, IPW). For the following let

ki − bSi ≡ kIPWi1 − b1Si − kIPWi0 + b0Si (B.27)

Tn =

√
n(θ̂n − θ0)√

1
n

∑n
i=1(ki − bSi)2

(B.28)

i) follows from the approximation of Proposition 2.3.1 using a CLT for independent
data under finite variance and Slutsky’s theorem. For ii) note that

√
n(θ̂n − θ0)√

1
n

∑n
i=1(ki − bSi)2

=

∑n
i=1(ki − bSi)√∑n
i=1(ki − bSi)2

+ op(1).

From the proof of Proposition 2.3.1 one can infer that there exists a sequence cn =

o(n1/2) such that

cn
√
n

n

1√
n

n∑
i=1

bSi = Op(cnn
−1/2)

cn
n

n∑
i=1

ki = Op(1)

and thus

n∑
i=1

bSi = op(|
n∑
i=1

ki|).

For the denominator we have

n∑
i=1

(ki − bSi)2 =
n∑
i=1

k2
i − 2

n∑
i=1

kibSi + b

n∑
i=1

SiS
′
ib
′.
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Let λ1(A) be the largest eigenvalue of a matrix A. Note that

b
n∑
i=1

SiS
′
ib
′ = tr(b

n∑
i=1

SiS
′
ib
′)

= tr(b′b
n∑
i=1

SiS
′
i)

≤ λ1(b′b)
∑
j

n∑
i=1

s2
ij

with s2
ij being the j-th component of the score Si at the true parameter. By As-

sumption 2.3.2, λ1(b′b) is bounded from above. By Assumption 2.3.1, the squared
scores are (regular) means, i.e. a weak law of large numbers applies. Note that k2

i

are distributed on the positive half-axes and by Assumption 2.3.4, their truncated
variance is also regularly varying with tail index α̃ = α/2. As α̃ < 1, it follows from
Feller (1968), Theorem XVII.5.2 and Theorem XVII.5.3, that (without centering)
the means are in the domain of attraction of a stable random variable that does not
possess a mean, i.e. for some ζn = o(1) with ζnn1/2 →∞

ζn
n

n∑
i=1

k2
i

d→ S(α/2, 1, µ̃, c̃).

This implies that 1
n

∑n
i=1 k

2
i = Op(ζ

−1
n ). Moreover, by the WLLN 1

n

∑n
i=1 s

2
ij = Op(1)

and thus
∑n

i=1 s
2
ij = op(

∑n
i=1 k

2
i ) which implies that

b
n∑
i=1

SiS
′
ib
′ = op(

n∑
i=1

k2
i ).

Using the intermediate results yields the order for the cross-product by the Cauchy-
Schwarz inequality:

n∑
i=1

kibSi ≤

√√√√ n∑
i=1

k2
i b

n∑
i=1

SiS ′ib
′

= op

(√√√√(
n∑
i=1

k2
i )

2

)

= op(
n∑
i=1

k2
i ).
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Plugging in the rates into the normalized sum∑n
i=1(ki − bSi)√∑n
i=1(ki − bSi)2

=

∑n
i=1 ki√∑n
i=1 k

2
i

+ op(1)

=
n−1/α

∑n
i=1 ki√

n−2/α
∑n

i=1 k
2
i

+ op(1)

≡ Un
Vn

+ op(1).

By Assumption 2.3.4 and Feller (1968), Theorem XVII.5.2 it follows that ki are in the
domain of a stable distribution with tail parameter α > 1. By Logan et al. (1973), for
an appropriate sequence cn, there is joint convergence in distribution of (cnUn, c

2
nV

2
n ).

The smoothness and symmetry properties in Theorem 2.4.1 are also shown in Logan
et al. (1973).

(Part II: DR). For the following let

ki ≡
Di(1)(Yi − µ1(Xi, δ1))

p1(Xi, γ0)
− Di(0)(Yi − µ0(Xi, δ0))

p0(Xi, γ0)

+ µ1(Xi, δ1)− µ0(Xi, δ0)− θ0

≡ ki1 − ki0 + a(Xi) (B.29)

Tn =

√
n(θ̂n − θ0)√

1
n

∑n
i=1 k

2
i1 − k2

i0 + a(Xi)2
. (B.30)

i) follows from the approximation of the proof in Section B.1.2 using a central
limit theorem for independent data under finite variance and Slutsky’s theorem. For
ii) note that

√
n(θ̂n − θ0)√

1
n

∑n
i=1 k

2
i1 + k2

i0 + a(Xi)2
=

∑n
i=1 ki1 − ki0 + a(Xi)√∑n
i=1 k

2
i1 + k2

i0 + a(Xi)2
+ op(1).

Without loss of generality assume that an = o(bn). Note that Assumption 2.3.8, iii)
implies that E[µd(Xi, δd)

2] < ∞ by the law of total variance. Thus, by regularity of
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the “regression component” and regular variation for the “weighted component” we
have

n∑
i=1

a(Xi) = op(|
n∑
i=1

ki1|)

n∑
i=1

ki0 = op(|
n∑
i=1

ki1|)

and equivalently

n∑
i=1

a(Xi)
2 = op(

n∑
i=1

k2
i1)

n∑
i=1

k2
i0 = op(

n∑
i=1

k2
i1).

Thus ∑n
i=1 ki1 − ki0 + a(Xi)√∑n
i=1 k

2
i1 + k2

i0 + a(Xi)2
=

∑n
i=1 ki1√∑n
i=1 k

2
i1

+ op(1)

=
n−1/α

∑n
i=1 ki1√

n−2/α
∑n

i=1 k
2
i1

+ op(1)

≡ Un
Vn

+ op(1),

where, for appropriately cn, (cnUn, c
2
nV

2
n ) converge jointly by the arguments in Logan

et al. (1973). The same holds true for the reverse case with flipped indices and
bn = o(an). For an ∼ bn note that by construction

ki1ki0 =
Di(1)(Yi − µ1(Xi, δ1))

p1(Xi, γ0)

Di(0)(Yi − µ0(Xi, δ0))

p0(Xi, γ0)
= 0

and thus ∑n
i=1 ki1 − ki0 + a(Xi)√∑n
i=1 k

2
i1 + k2

i0 + a(Xi)2
=

∑n
i=1(ki1 − ki0)√∑n
i=1(ki1 − ki0)2

+ op(1),

as the “regression components” are still dominated by the regularly varying tails of
the “weighting components”. Thus, under irregular identification the variance-like
denominator in (B.30) serves as a self-normalizing sum. Since the leading term is
now a proper self-normalizing sum with zero mean in the numerator, the Theorem
follows similarly as for the IPW estimator from Logan et al. (1973).
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B.1.5. Asymptotic Variance and Self-normalizing Sums

For IPWII according to (2.12), the estimated variance/normalizing sum is given by

V̂n[θ̂IPWn ] = κ̂1 + κ̂0 − 2ω̂

with

κ̂d =
1

n

n∑
i=1

(k̂IPWid − b̂dSi(γ̂))2

ω̂ =

[
1

n

n∑
i=1

k̂IPWi1 Si(γ̂)′
][

1

n

n∑
i=1

Si(γ̂)Si(γ̂)′
]−1[

1

n

n∑
i=1

Si(γ̂)k̂IPWi0

]
b̂d =

[
1

n

n∑
i=1

k̂IPWid Si(γ̂)′
][

1

n

n∑
i=1

Si(γ̂)Si(γ̂)′
]−1

k̂IPWid =
Did

pd(Xi, γ̂)
(Yi − µ̂d)

µ̂d =
1

n

n∑
i=1

DidYi
pd(Xi, γ̂)

/
1

n

n∑
i=1

Did

pd(Xi, γ̂)

for d = 0, 1. Note that alternatively, every term containing k̂IPWid could be re-
placed by the sum-normalized version. For DRI according to (2.13), the estimated
variance/normalizing sum is given by

V̂n[θ̂DRn ] = V̂1 + V̂0 + V̂∆

with

V̂d =
1

n

n∑
i=1

Di(Yi − µd(Xi, δ̂d))
2

pd(Xi, γ̂)2

V̂∆ =
1

n

n∑
i=1

(µ1(Xi, δ̂1)− µ0(Xi, δ̂0)− θ̂DRn )2

for d = 0, 1.



Chapter 2. Inference for Treatment Effects under Irregular Identification 120

B.1.6. Sufficient Conditions for Assumptions 2.3.2 and 2.3.6

In the following we provide sufficient conditions for the critical moment assumptions
in the case of popular parametric specifications of the propensity score model. The
moment Assumptions 2.3.2 and 2.3.6 of inverse probability weighted treatment indi-
cator times score might seem restrictive on first sight as the likelihood scores contain
inverse probability weighted terms as well. However, as propensity scores are usually
cumulative distribution functions, their derivatives are densities and thus will com-
pensate these inverse weights and lead to rather simple moment bounds. Consider
two popular single index models:

1. Logistic regression:

pd(Xi, γ) =
1

1 + exp(−X ′iγ)

2. Probit regression:

pd(Xi, γ) = Φ(X ′iγ)

with Φ(·) denoting the cumulative distribution function of the standard normal
distribution. Recall that the corresponding score functions at some γ ∈ Γ are given
by

Si(γ) =
∑
d

Di(d)

pd(Xi, γ)

∂pd(Xi, γ)

∂γ
.

Note that for the logit for any x:

∣∣∣∣ 1

pd(x, γ)

∂pd(x, γ)

∂γ

∣∣∣∣ = ||(1− pd(x, γ))x|| < ||x||.

Thus Assumption 2.3.2, ii) is implied by

E

[
sup
γ∈Nγ0

∣∣∣∣ Di(d)

pd(Xi, γ)
Si(γ)

∣∣∣∣] ≤ E

[
sup
γ∈Nγ0

∣∣∣∣pd(Xi, γ0)

pd(Xi, γ)
Xi

∣∣∣∣] <∞.
For the probit, note that using the asymptotic properties of the inverse Mills ratio
implies a linear bound for the score component

∣∣∣∣ 1

pd(x, γ)

∂pd(x, γ)

∂γ

∣∣∣∣ =
∣∣∣∣xφ(x′γ)

Φ(x′γ)

∣∣∣∣ ≤ || − Cxx′γ||
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for some C > 0, and x′γ small as asymptotically the inverse mills ratio is linear for
x′γ → −∞. This is without loss of generality as large values of the single index would
always yield large propensities away from zero and thus a bounded expectation by
construction. Thus Assumption 2.3.2, ii) is implied by

E

[
sup
γ∈Nγ0

∣∣∣∣ Di(d)

pd(Xi, γ)
Si(γ)

∣∣∣∣] ≤ CE

[
sup
γ∈Nγ0

||γ||
∣∣∣∣pd(Xi, γ0)

pd(Xi, γ)
XiX

′
i

∣∣∣∣] <∞.
As the parameter lies in a compact finite-dimensional space, this is equivalent to

E

[
sup
γ∈Nγ0

∣∣∣∣pd(Xi, γ0)

pd(Xi, γ)
XiX

′
i

∣∣∣∣] <∞.
This implies that the “confounder-weighted” ratios of true propensity score over
propensity score model around the true parameter are not permitted to diverge too
fast. Thus, for both probit and logit, the moment conditions on the interaction be-
tween score and weighted outcome boil down to simple moment conditions on the
covariates in conjunction with the propensity score model.

B.1.7. Index of Regular Variation for the Misspecified Propensity Scores

The example is chosen for its analytical simplicity, similar results can also be obtained
through other variants of misspecification. For γ = (γ0, γ1)′, the truncated variance
of the misspecified inverse probability weights at truncation point z in then given by

U1(z) = E

[
Di(1)

p
[m]
1 (Xi, γ)2

1(Di(1)/p
[m]
1 (Xi, γ) < z)

]
=

∫ 1

0

p1(x)

p
[m]
1 (x, γ)2

1(p
[m]
1 (x, γ) > 1/z)dx

=

∫ 1

g(z)

x[1 + exp(−γ0 − γ1 ln(x))]2dx

≡
∫ 1

g(z)

a(x)dx

with g(z) ≡ (z − 1)−1/γ1 exp(γ
−1/γ1
0 ). By the Leibniz integral rule,

∂U1(z)

∂z
= −a(g(z))

∂g(z)

∂z
.
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Moreover, note that

a(g(z)) = g(z)z2

∂g(z)

∂z
= g(z)

(
− 1

γ1

1

z − 1

)
exp(γ

−1/γ1
0 ).

To verify regular variation of the propensity score density at zero, we consider the
limit of the ratio of the truncated variances as in Feller (1968), Section VIII.9:

lim
t→∞

U1(tz)

U1(t)
= lim

t→∞

a(g(tz))

a(g(t))

g′(tz)

g′(t)
z

= lim
t→∞

g(tz)(tz)2

g(t)t2
g′(tz)

g′(t)
z

= lim
t→∞

g(tz)

g(t)

g(tz)

g(t)

t− 1

tz − 1
z3

= lim
t→∞

[
g(tz)

g(t)

]2

z2

for z > 1, where the first equality follows from L’Hospital’s rule as both numerator
and denominator are assumed to diverge. Note that since

lim
t→∞

g(tz)

g(t)
= lim

t→∞
exp

(
1

γ1

ln

(
t− 1

tz − 1

))
= lim

t→∞

(
t− 1

tz − 1

)1/γ1

= z−1/γ1

it follows that

lim
t→∞

U1(tz)

U1(t)
= z2−2/γ1

which implies that U1(z) is of regular variation with index 2 − 2/γ1 or equivalently,
the misspecified inverse probability weights have regular varying probability tails with
tail index α = 2/γ1.

B.1.8. Simulations: Alpha-parametric Bootstrap

The parametric bootstrap by Cornea-Madeira and Davidson (2015) is explicitly de-
signed for the distributions belonging to the stable domain of attraction with tail
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index 1 < α < 2. The main idea of the proposed procedure is to use a CLT for
self-normalizing sums to get consistent estimates of the p-value via a modified boot-
strap that yields asymptotically valid inference if a random variable belongs to the
domain of attraction of an α-stable distribution. The procedure by Cornea-Madeira
and Davidson (2015) is similar to a standard parametric bootstrap. The bootstrapped
data is generated as y

[b]

α̂,β̂
= θ0 + zα̂,β̂ , with zα̂,β̂ being a randomly drawn vector of

n independent elements from a stable distribution S(α̂, β̂, 1, 0). The bootstrap test
statistic is then computed according to

T
[b]

α̂,β̂
=
√
n

y
[b]

α̂,β̂
− θ0√

1
n−1

∑n
i=1(y

[b]

α̂,β̂
− y[b]

α̂,β̂
)2

and the p-value is approximated by the bootstrapped p-value. Firstly note that
this parametric bootstrap procedure requires consistent estimation of two parameters
of the stable distribution, the tail index parameter α and the skewness parameter
β. In our simulation study we follow the advise of Cornea-Madeira and Davidson
(2015) and use the estimator of Hill (1975) improved by the order statistic choice of
Danielsson et al. (2001) to estimate the tail index α. The skewness parameter β can
be estimated using the tail indexes for positive and negative parts of the weighted
outcome (see Cornea-Madeira and Davidson (2015) for more details). Next note that
the way a bootstrap sample y[b]

α̂,β̂
is generated requires independent observations in

the original weighted outcomes. This poses a problem for robust inference in the case
of using estimated propensity scores for IPW. A parametric bootstrap that simply
resamples residuals from a mean model will not incorporate the effect of estimating
the propensities sufficiently as it approximates the distribution of the test statistic
of the treatment effect parameter under known propensities. The exact difference
depends on how much variation of the transformed data is explained by its projection
onto the score of the propensity score likelihood (Wooldridge 2002, 2007). As the
differences are generally nonzero, we can expect some size-distortions in the case of
parametric propensities, see also Bodory et al. (2018) who show that ignoring the
estimation step in a regular design leads to less precise inference in finite samples for
IPW.

Table B.5 reports the empirical null rejection rates for the alpha-parametric boot-
strap for the simulation design discussed in Section 2.5. For DR, the alpha-parametric
bootstrap performs well with empirical null rejections close to the nominal 5% in
the case of regular and irregular identification. However, under irregular identifica-
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Table B.5: Null Rejection Rates for Nominal 5% Level of the α-parametric Bootstrap

n=500 n=1000 n=5000 n=10000
IPW: regular β = 0.5

4.02% 3.15% 3.88% 3.74%
DR: regular β = 0.5

5.80% 5.12% 5.05% 4.72%
IPW: irregular β = 1.5

2.50% 2.62% 2.00% 1.94%
DR: irregular β = 1.5

11.60% 9.57% 6.73% 4.90%
IPW: misspecified β = 0.9

17.97% 25.87% 65.20% 89.02%
DR: misspecified β = 0.9

3.77% 2.77% 0.05% 0.00%

The numbers in the table correspond to the share of Monte Carlo draws where H0 : θ = θ0 was
rejected against the two-sided alternative. Columns correspond to different lengths of sample size n.
All simulations are based on 6000 Monte Carlo repetitions. For all methods the number of bootstrap
iterations is set to B2 = 500.

tion through misspecification it reaches zero coverage as n increases contrary to the
m-out-of-n bootstrap. For IPW, it tends to under-reject for both regular and ir-
regular designs while under misspecification its inconsistency leads to rejection rates
approaching 89.02%. This suggests that the form of the test statistic used in the
alpha-parametric bootstrap in its original form is unsuitable for testing treatment
effect estimators under estimated propensity scores.

B.1.9. Simulations: m-choice

Figure B.7 reports the distribution over the Monte Carlo draws of the optimal block
length choice m̂. For DR estimator there is a probability mass shift towards the
smaller m̂ values with the degree of identification, i.e. the procedure selects smaller
m̂ when the tail index α of the corresponding limiting distributions is smaller. Note
that due to the generally high variability of the IPW in finite samples, it requires
large resampling sizes for convergence in the sup norm. Thus, compared to DR larger
m-sizes are selected which can partially explain the over-rejection rates close to the
i.i.d. bootstrap as reported in Table 2.2.
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Figure B.7: Block Length Choices for m-out-of-n Bootstrap

Histograms over 6000 simulation draws of the block length m̂ chosen by a bootstrap aggregation
algorithm discussed at the end of Section 2.4. m̄ denotes the average block length chosen over
all simulation draws. The simulation design is described in Section 2.5. Left column corresponds
to the IPW estimator, right column is for the DR estimator. Rows correspond to the degree of
identification. The sample size n = 5000.
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3.1. Introduction

Estimation of causal effects is at the heart of modern empirical research in economics.
In particular, evaluating the impact of policies or programs on units with heteroge-
neous preferences and characteristics such as households, workers, unemployed, firms,
or students is necessary to develop a thorough understanding of fundamental economic
relationships. This chapter deals with the problem of estimating a causal effect of
a treatment using variation from a conditionally independent instrumental variable
when units have heterogeneous responses to the instrument and to the treatment. We
develop a semiparametric estimation method for the local average treatment effect
(LATE) based on inverse probability weighting (IPW). The method is designed to
increase internal validity by reducing bias in estimation of the treatment effect while
allowing for dependent observable and unobservable variables to affect both treatment
participation and potential outcomes of interest (selection on unobservables). It is
more robust than conventional instrumental variable methods as it does not require
parametric functional form assumptions about outcome or treatment selection step
or other restrictions such as constant causal effects. Moreover, it has appealing point
estimation properties compared to conventional IPW estimators for the LATE.

The key insight required is that IPW estimation of the LATE fundamentally rests
on balancing the distribution of observable confounders for two reduced form type
components. In particular, for the reduced form type component of the outcome,
observations that are instrumented at a given level are weighted by their inverse
probability of being in that state, i.e. by their instrument propensity scores. This
assures that differences in observed confounders are correctly taken into account when
estimating the reduced form type effect for units that choose treatment in accordance
with the instrument (compliers). For the overall LATE, the remaining differences
due to heterogeneous treatment selection responses to the instrument are then taken
into account by another reduced form type component that applies the same inverse
probability weights to the corresponding treatment indicators.

On a technical level, balancing means that the empirical distributions of inverse
probability weighted observable covariates between the groups that are defined by
the instrument are imposed to be identical. However, conventional methods for esti-
mation of the weights such as maximum likelihood or even true weights do not yield
perfect balance in finite samples. We exploit recent advances in the literature on the
evaluation of causal effects that have been established under the more restrictive con-
ditionally independent treatment and overlap assumptions (selection on observables)
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to construct empirical balancing conditions for the estimation of inverse probability
weights. We achieve exact finite sample balance through tailoring the loss function
for the instrument propensity scores that are used for estimation of the LATE. The
method compares favorable to conventional inverse probability weighting methods as
the tailored loss approach minimizes approximate bias while simultaneously favoring
weights that do not exhibit too much variance. In addition, it preserves the design
philosophy by Rubin (2007) as it does not require the use of any outcome or treat-
ment data when selecting a model for the instrument propensities which helps to
avoid p-hacking and other post-model-selection problems.

Throughout the chapter we show that the proposed balancing estimator has de-
sirable bias properties that compare to the conventional two-stage least squares es-
timator under homogeneous causal effects for the compliers. Moreover, the bias can
be further reduced by incorporating additional information into the balancing con-
straints, in particular from the treatment selection step. The balancing approach
implicitly penalizes deviations from moderate inverse probability weights and thus
helps to reduce the variance in estimation of the LATE. Moreover, the balancing es-
timator is asymptotically normal and reaches the semiparametric efficiency bound if
the number of balancing constraints grows appropriately with the sample size. The
method can be easily combined with regularization or other statistical learning ap-
proaches to deal with a high-dimensional number of observed confounding variables.
Monte Carlo simulations suggest that the theoretical advantages over conventional
methods translate well to finite samples.

Identification and non/semiparametric estimation of the LATE under a binary
conditionally independent instrument has been first considered by Abadie (2003) and
Frölich (2007). Abadie (2003) relies on implicit identification of complying units by
inverse probability weights to estimate or approximate conditional expectation func-
tions for compliers that can consequently be used to construct estimates for local
average treatment effects. His method requires an (approximate) model for complier
outcomes and is thus more prone to misspecification and post-model-selection prob-
lems. In practice, the method often yields estimates close or identical to conventional
two-stage least squares if linear models are used (Angrist and Pischke 2009). Frölich
(2007) proposes nonparametric imputation/matching estimators for estimation of the
LATE and shows that the semiparametric efficiency bound is not affected by knowl-
edge of the instrument propensity scores similar to Hahn (1998) in the context of
selection on observables. Frölich (2007) also suggests the use of an IPW estimator
but does not provide any theory for estimation. Donald et al. (2014b) close this gap in
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the literature by using an IPW estimator for the LATE that relies on nonparametric
series estimation for the instrument propensity scores similar to Hirano et al. (2003)
in the context of selection on observables and provide conditions for semiparametric
efficiency. Donald et al. (2014a) suggest to estimate the LATE semiparametrically
efficient via IPW with instrument propensity scores estimated by local polynomial
regression and provide a higher order mean squared error expansion. The IPW esti-
mators in Frölich (2007), Donald et al. (2014a), and Donald et al. (2014b) are all of
the “IPWI”-type, i.e. do not impose normalization of the inverse probability weights.
Our approach is closest to Donald et al. (2014b) but uses balancing conditions in-
stead of a series logistic estimator. Moreover, our balancing estimator is automatically
weight-normalized, favors moderate instrument propensities, and imposes exact mean
balance in finite samples. Thus, despite their asymptotic equivalence, we expect ma-
jor differences in bias and overall point estimation risk in finite samples.

Improving IPW estimation through imposing exact or approximate balancing con-
straints has been considered in the literature on estimation of treatment effect under
the more restrictive selection on observables assumptions. Graham et al. (2012) con-
siders tilted moment conditions for estimation of the conventional propensity scores
that bear close resemblance to balancing approaches. Hainmueller (2012) proposes di-
rect optimization of a distance criterion depending on the inverse probability weights
(e.g. Kullback entropy divergence) subject to approximate empirical balancing and
positivity constraints. Zhao and Percival (2017) provide conditions under which the
balancing method by Hainmueller (2012) is doubly robust for the average treatment
effect on the treated. Imai and Ratkovic (2014) consider exact balancing of covari-
ates through propensity scores in a parametric GMM or empirical likelihood frame-
work. Zubizarreta (2015) proposes to minimize a quadratic problem in terms the in-
verse probability weights subject to similar approximate mean balancing constraints.
Athey et al. (2018) employ approximate balancing weights for bias-correction of a
high-dimensional linear model for estimation of treatment effects. Zhao (2019) devel-
ops a unifying framework for empirical balancing approaches and demonstrates how
to tailor the (negative) loss function to produce weights that correspond to the treat-
ment effect of interest. Moreover, Zhao (2019) proposes methods for regularization
and shows how the bias is affected by relaxing exact balancing conditions to approxi-
mate balancing. All of these contributions suggest that, for selection on observables,
empirical balancing can substantially outperform conventional weighting estimators
by reducing differences between the weighted empirical distributions of treatment and
control units. Our balancing approach in its most basic form is a repeated application
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of the exact balancing method by Imai and Ratkovic (2014) and Zhao (2019) using
the instrument instead of the treatment indicators. However, it has different bias
and weight normalization properties that do not apply in the context of selection on
observables. Moreover, for the LATE there is an extended hierarchy in terms of the
available information that consists of three different levels: The basic instrument as-
signment and the higher-order treatment selection and outcome generation steps. We
demonstrate that using information from the higher-order steps can help to achieve
approximately unbiased estimates for the causal effect. In particular, balancing esti-
mated treatment participation probabilities for a given instrument level can help to
reduce point estimation risk even when the treatment selection model is misspecified.

Applications that rely on identification of a conditionally independent instrument
are manifold. Angrist (1990) studies the effect of military service on lifetime earnings
using the Vietnam era draft lottery as an instrument. Card (1995) uses college prox-
imity as an instrument for education, see also Card (2001). Poterba et al. (1995) and
Abadie (2003) exploit eligibility to 401(k) programs as an instrument to investigate
whether contributions to these plans crowd out other personal savings. Cawley et al.
(2007) and Cawley et al. (2013) use minimum requirements for physical education
(PE) as an instrument for actual time spend in PE to evaluate the impact on health
outcomes for elementary school children and high school students respectively. Based
on individual data from different federal states in Germany, Knaus et al. (2018) exploit
between and within variation of compulsory PE lessons as an instrument to estimate
the effects of PE on multiple measurements for child development. The working pa-
per by Knaus et al. (2018) is an application of an idea similar to the one proposed
in this chapter. They combine two steps of the inverse probability tilting method by
Graham et al. (2012) to obtain a balanced estimate for the LATE. However, they do
not provide any theory for estimation or statistical inference.

The chapter is structured as follows: Section 3.2 introduces the identification as-
sumptions and provides the basic arguments behind the balancing approach. Section
3.3 presents the estimation strategy. Section 3.4 provides the statistical properties of
the balancing estimator. Section 3.5 demonstrates how to use higher-order informa-
tion for balancing and sketches extensions to the case of high-dimensional observed
confounding variables. Section 3.6 contains the Monte Carlo simulations. Section 3.7
concludes. All major proofs and derivations are collected in the Appendix.
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3.2. Identification and Balancing

We consider standard identification conditions for treatment effects under unobserv-
able heterogeneity and a binary conditionally independent instrument often referred
to as assignment. Assume we observe independent data (Yi, Di, Zi, X

′
i) for units

i = 1, . . . , n. Xi is a vector of (causally) predetermined1 random variables supported
on X ⊂ RdimXi , Zi a binary instrument, Di a binary treatment indicator, and Yi a
real-valued outcome variable. In principle, there are four potential outcome states
Yi(d, z) for d, z ∈ {0, 1} but only Yi = Yi(Di, Zi) is observed. For each instrument
level z ∈ {0, 1}, there is a potential treatment status Di(z) which yields the observed
treatment Di = Di(Zi) according to

Di = ZiDi(1) + (1− Zi)Di(0). (3.1)

The following identification assumptions along the lines of Abadie (2003) and Frölich
(2007) are imposed, see also Donald et al. (2014a,b):

A.1) (Conditional Independence) {Yi(d, z);∀d, z}, Di(1), Di(0) |= Zi|Xi.

A.2) (Exclusion) P (Yi(d, 1) = Yi(d, 0)) = 1 for d = 0, 1.

A.3) (Monotonicity) P (Di(1)−Di(0) ≥ 0) = 1.

A.4) (First Stage) E[Di(1)−Di(0)] 6= 0.

A.5) (Strong Instrument Overlap) Let π(x) = P (Zi = 1|Xi = x). There exists a
δ > 0 such that δ < π(x) < 1− δ for all x ∈ X .

A.6) (Stable Unit Treatment Values) ({Yi(d, z);∀d, z}, Di(1), Di(0)), i = 1, . . . , n are
independent for i 6= j.

A.1-A.4 together are a weaker version of the conditions for identification of the
LATE in the seminal paper by Imbens and Angrist (1994) that rely on a completely in-
dependent instrument. Assumption A.1 is the fundamental identification assumption.
It implies that after controlling for a sufficient set of observed confounding variables,
all residual variation in potential outcomes and potential treatment statuses is com-
pletely independent of the instrument. Thus, conditional on observed confounders,

1Predetermined variables are set before the cause have an effect, e.g. a priori attributes, see
Imbens and Rubin (2015).
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the instrument can be thought of as being allocated like in a completely random-
ized experiment. Assumption A.2 rules out any direct effects of the instrument on
potential outcomes other than through the indirect treatment channel. Thus, there
cannot be any unobserved confounders affected by the instrument and no feedback
from potential outcomes to the instrument. Under this exclusion, the fundamental
problem of causal inference (Holland 1986) determines the observation rule for the
outcome, i.e.

Yi = DiYi(1, Zi) + (1−Di)Yi(0, Zi)

= DiYi(1) + (1−Di)Yi(0). (3.2)

Assumption A.3 imposes a monotonous effect of the instrument on the treatment
choice, i.e. receiving instrument Zi = 1 makes any unit at least as likely to select itself
or to be selected into treatment compared to Zi = 0. This is sometimes referred to as
the “no defiers” assumption, see Angrist et al. (1996). Assumption A.4 assures that
there is overall variation in potential treatment statuses as a result from variation in
the instrument. Together with monotonicity, this requires the data to have a nonzero
share of compliers, i.e. there must be units for which Di(1) > Di(0). Thus, the
population cannot only be comprised of units that are always treated or never treated
independently of their instrument level. Assumption A.5 requires that potentially
each unit could have been exposed to a different instrument level. In principle, point
identification only requires instrument overlap (δ = 0). However, for regular behavior
of the point estimators considered throughout the chapter, strong instrument overlap
is required.2 Assumption A.6 rules out any spillover or general equilibrium effects in
terms of both potential treatment states and potential outcomes. This, together with
the assumption that covariates are predetermined, allows for a coherent definition
of individual causal effects as differences in potential outcomes (Imbens and Rubin
2015; Rubin 1974). The causal effect of the treatment on the outcome for a unit i is
then given by

τi = Yi(1)− Yi(0). (3.3)

Note that there are no further restrictions on the functional relationship between a
unit’s potential outcomes, instrument, or covariates. Thus, the framework allows for
almost any type of observable and unobservable heterogeneity in potential outcomes

2Irregular estimators for the case of identification under selection on observables are considered
in Chapter 2.
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and causal effects, e.g. it allows for nonconstant treatment effects even conditional
on the observed confounders. Frölich (2007) shows that under similar assumptions as
A.1-A.6, the local average treatment effect (LATE)

τLATE = E[Yi(1)− Yi(0)|Di(1) > Di(0)] (3.4)

is nonparametrically identified. τLATE is the average treatment effect for the sub-
population of compliers, i.e. the expected causal effect for a unit randomly drawn
from the population of units that alter their potential treatment choice in accordance
with the instrument. Without further assumptions, identification does not extend to
more general causal effects such as the average treatment effect (ATE) or the treat-
ment effect on the treated (TT). Under treatment effect homogeneity, the LATE is
equal to the ATE and the TT. Moreover, in the case of one-sided noncompliance,
i.e. P (Di(0) = 1) = 0, the LATE equals the TT (Bloom 1984; Frölich and Melly
2013). One-sided noncompliance often occurs in randomized field experiments with
imperfect compliance if the treatment can only be provided by the experimenter.

The identification results in Abadie (2003) and Frölich (2007) allow for the con-
struction of matching, model-based imputation, and inverse probability weighting
estimators for the LATE. In this chapter we focus on the latter as they only re-
quire estimation of the instrument propensity scores π(Xi) and no information from
outcome or treatment selection steps. Both treatment selection and in particular
potential outcome mechanisms can be more difficult to model as they are often the
results of complicated mechanisms such as markets, search and matching processes,
or social and biological structures and interactions. Thus, focusing on the instrument
or assignment phase avoids misspecification and post-model-selection problems with
statistical inference as outcome and treatment data are not used for obtaining the
instrument propensities. This is along the lines of the argument for focusing on the
design phase of experimental and observational studies made by Rubin (2007).

In the following we outline the balancing principle behind inverse probability
weighting and show how this allows us to extract population constraints that can
be used for estimation of the instrument propensity scores. For exploiting identifica-
tion via inverse probability weighting note that

E[Yi(1)− Yi(0)|Di(1) > Di(0)] =
∆

Γ
(3.5)
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with

∆ = E

[
ZiYi
π(Xi)

]
− E

[
(1− Zi)Yi
1− π(Xi)

]
(3.6)

Γ = E

[
ZiDi

π(Xi)

]
− E

[
(1− Zi)Di

1− π(Xi)

]
. (3.7)

Thus both numerator and denominator of the LATE can be written as a difference
of two expectations of inverse probability weighted quantities that can be identified
from the joint distribution of (Yi, Di, , Zi, X

′
i). The fundamental mechanism behind

identification via inverse probability weighting is the balancing property, i.e. the in-
verse probability weights will balance the distribution of any function of covariates
across instrument levels. Let fx(x) denote the density of the observed confounders
and fx|z=1(x) the density of the observed confounders conditional on Zi = 1. By
Bayes’ Law it follows that for all x ∈ X

fx|z=1(x)

π(x)
P (Zi = 1) = fx(x). (3.8)

Thus, under Assumptions A.1 and A.5 we have that

E

[
ZiDi

π(Xi)

]
= E

[
Di(1)

π(Xi)

∣∣∣∣Zi = 1

]
P (Zi = 1)

=

∫
X

E[Di(1)|Xi = x]

π(x)
fx|z=1(x)dxP (Zi = 1)

=

∫
X
E[Di(1)|Xi = x]fx(x)dx

= E[Di(1)]. (3.9)

Note that the conditional mean of the observed treatment status for the units with
Zi = 1 receives a weight such that it corresponds to the conditional mean of the
potential treatment status (normalized) over the full population. Equivalently, it
holds that (1− π(x))−1fx|z=0(x)P (Zi = 0) = fx(x). Thus, similar derivations as in
(3.9) can be done for all components in (3.5). In general, property (3.8) of the inverse
probability weights implies a mean balancing for any function of the covariates: Let
g : X → R be a measurable function with E[|g(Xi)|] < ∞. The mean of g(·) is
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balanced across inverse probability weighted instrument groups and corresponds to
the unweighted population mean, i.e.

E

[
g(Xi)Zi
π(Xi)

]
= E

[
g(Xi)(1− Zi)

1− π(Xi)

]
= E[g(Xi)]. (3.10)

Thus, despite allowing for correlated unobservables driving potential outcome and
treatment decision, under Assumptions A.1-A.6 balancing on observed confounders is
enough to achieve causal identification for the compliers. This is due to the fact that
conditional on observables the instrument is as good as randomly allocated. Thus,
any imbalances in unobservables that would introduce a bias when comparing means
between units from different treatment levels for always-takers, never-takers, and
compliers combined do not matter for the (unidentified) population of compliers as for
the latter we have that treatment is chosen according to the instrument, i.e.Di(z) = z.
The remaining differences due to varying treatment selection probabilities is then
accounted for by the denominator in (3.5) that identifies the share of compliers. Thus,
balancing for compliers boils down to balancing two instrument assignment groups
twice for different outcomes. In its mechanic, each step corresponds to balancing
different treatment groups via inverse propensity score weighting under the more
restrictive selection on observables assumptions for identification of general average
treatment effects (Imai and Ratkovic 2014; Zhao 2019).

While population balance (3.10) is certainly present when true instrument propen-
sities are used, note that when using true scores or when choosing a model for π(Xi)

in finite samples, the ultimate goal is to impose balance on conditional means, not to
necessarily choose a model that best predicts π(Xi) or Zi in a given sample according
to standard loss functions such as entropy/likelihood, accuracy or mean squared er-
ror. From a population perspective or asymptotically these goals are usually aligned.
For example, a correctly specified instrument propensity score obtained via maximum
likelihood will eventually converge to the maximizer of the population likelihood that
is the true instrument propensity score. In finite samples, however, balance is not
guaranteed and hence any differences between the weighted distributions can still sub-
stantially compromise estimation and causal inference. Thus, to reduce bias choosing
an estimator that exploits (3.10) directly should be beneficial.
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3.3. The Balancing Estimator

To impose balancing for the functions of choice we propose to use a tailored loss
approach that explicitly exploits sample equivalents of (3.10) for estimation of the
LATE. For selection on observables, this in spirit of the tailored loss framework
by Zhao (2019) and the covariate balancing propensity score method by Imai and
Ratkovic (2014). In particular, we would like to estimate instrument propensity scores
that yield exact balance in finite samples for a vector-valued function φ : X → Rr with
r < n. This amounts to adapting the loss function and to choosing a logistic link
for the instrument propensity score with regressors φ(Xi) = (φ1(Xi), . . . , φr(Xi))

′.
In particular, for some θ ∈ Rr let L(φ(Xi)

′θ) = 1/(1 + exp(−φ(Xi)
′θ)) denote the

standard logistic cumulative distribution function at index φ(Xi)
′θ. The balancing

estimator for θ is obtained via maximizing the following tailored (negative) loss func-
tion:

θ̂ = arg max
θ

1

n

n∑
i=1

S(Zi, Xi, θ), (3.11)

S(Zi, Xi, θ) = (2Zi − 1) ln

(
L(φ(Xi)

′θ)

1− L(φ(Xi)′θ)

)
+ (Zi − L(φ(Xi)

′θ))

(
1

L(φ(Xi)′θ)
− 1

1− L(φ(Xi)′θ)

)
. (3.12)

This function is globally concave and has the same population maximizer as the
maximum likelihood estimator for an equivalent logit model. Choosing the logistic
link has the advantage of imposing exact balance in finite samples as can be seen from
the first order condition of the maximization problem. Setting the first derivative of
(3.11) equal to zero at θ = θ̂ yields

1

n

n∑
i=1

Zi
π̂(Xi)

φ(Xi)−
1

n

n∑
i=1

1− Zi
1− π̂(Xi)

φ(Xi) = 0 (3.13)

with π̂(Xi) = L(φ(Xi)
′θ̂). Thus, the tailored loss with logistic link chooses the propen-

sity score model such that balance holds exactly for the empirical counterparts of
(3.10). In principle, other link functions or balancing approaches are possible as well,
see e.g. Imai and Ratkovic (2014). However, the logistic link yields a transparent
connection between the choice of balancing functions and the choice of regressors in
the instrument propensity score model. As problem (3.11) can be understood as a
just-identified moment problem, standard model diagnostics or significance tests can
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be applied, see also Imai and Ratkovic (2014) for a GMM version of this argument
for selection on observables. The balanced IPW estimator for the LATE is then given
by

τ̂LATE =
∆̂

Γ̂
, (3.14)

with

∆̂ =
1

n

n∑
i=1

ZiYi
π̂(Xi)

− 1

n

n∑
i=1

(1− Zi)Yi
1− π̂(Xi)

, (3.15)

Γ̂ =
1

n

n∑
i=1

ZiDi

π̂(Xi)
− 1

n

n∑
i=1

(1− Zi)Di

1− π̂(Xi)
. (3.16)

A particular feature that is unique to the balanced LATE approach is that if φ(Xi)

contains an intercept, then the LATE estimator in (3.14) is automatically weight-
normalized, i.e. numerically identical to its “IPWII” version that uses weights of the
form Zi/π̂(Xi)/[n

−1
∑n

i=1 Zi/π̂(Xi)] and (1−Zi)/(1− π̂(Xi))/[n
−1
∑n

i=1(1−Zi)/(1−
π̂(Xi))]. This follows from the ratio form of τ̂LATE together with (3.13) for φ(Xi) = c

for any c 6= 0. It is not the case that balanced inverse probability weights themselves
are normalized to unity, i.e. in general n−1

∑n
i=1 Zi/π̂(Xi) 6= 1 and equivalently for

the complementary weights. Under selection on observables, there is clear evidence
that weight-normalized versions of inverse probability weighting estimators generally
outperform their unweighted counterparts due to a reduction in variance (Busso et
al. 2014; Pohlmeier et al. 2016). We expect these results to translate to the case
of selection on unobservables. The Monte Carlo study in Section 3.6 suggests that
a substantial part of the superior finite sample performance of the balanced IPW
compared to the maximum likelihood based IPW is due to this default normalization.

3.4. Statistical Properties of the Balancing Estimator

3.4.1. Approximate Finite Sample Bias

A central goal of imposing the balancing constraint (3.13) is to reduce estimation bias
in finite samples. Under the more restrictive selection on observables assumptions and
treatment effect homogeneity, Zhao (2019) demonstrates that a sufficiently flexible
model for the conventional propensity score is enough to achieve an unbiased estimator
of the treatment effect up to weight normalization. As discussed in Section 3.3, in
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contrast to the estimator by Zhao (2019), the balanced IPW estimator of the LATE
achieves weight normalization by construction if an intercept is included into the
model. Thus, it would seem straightforward to assume that the balanced LATE
estimator should be equal to a ratio of two unbiased estimators if both conditional
treatment effects E[Yi(1)− Yi(0)|Xi] and conditional first stage E[Di(1)−Di(0)|Xi]

are constant independently of Xi. It turns out, however, that it is sufficient to have
treatment effect homogeneity within the groups of compliers only and that there are no
restrictions required for the conditional potential treatment to instrument responses.
In particular, we obtain the following proposition:

Proposition 3.4.1 For any z ∈ {0, 1}, let E[Di(z)|Xi], E[Di(z)(Yi(1) − Yi(0))|Xi]

and E[Yi(0)|Xi] be in the linear span of {φ1(Xi), φ2(Xi), . . . , φr(Xi)}. Under con-
stant conditional causal effects for the compliers E[Yi(1)−Yi(0)|Xi, Di(1) > Di(0)] =

τLATE(Xi) = τLATE, the inverse probability weighting estimator (3.14) that uses bal-
anced instrument propensity scores (3.11) is a ratio of two unbiased estimators, i.e.

E[∆̂]

E[Γ̂]
= τLATE. (3.17)

The span condition demonstrates the requirement of the instrument propensity
score model to be able to contain elements that capture variation in the conditional
mean of the control outcome E[Yi(0)|Xi]. Moreover, the balancing components have
be flexible enough to cover the relevant building blocks for the conditional mean
of a potential treatment level and the conditional causal effect for a combination
of different units. These conditions can be reformulated by using the monotonicity
assumption. For the case with z = 0, it reduces to the assumption that E[Di(0)|Xi]

and the product between E[Di(0)|Xi] and the conditional causal effect for the always-
takers τAT (Xi) have to be contained in the linear span as

E[Di(0)(Yi(1)− Yi(0))|Xi]

= E[Yi(1)− Yi(0)|Xi, Di(0) = 1, Di(1) = 1]P (Di(0) = 1, Di(1) = 1|Xi)

+ E[Yi(1)− Yi(0)|Xi, Di(0) = 1, Di(1) = 0]P (Di(0) = 1, Di(1) = 0|Xi)

= E[Yi(1)− Yi(0)|Xi, Di(0) = 1, Di(1) = 1]P (Di(0) = 1|Xi)

= τAT (Xi)E[Di(0)|Xi] (3.18)
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with the second equality following from monotonicity. For the case of z = 1, it is
required that the linear combination of probability weighted versions of the causal
effects of compliers and always-takers are captured since

E[Di(1)(Yi(1)− Yi(0))|Xi]

= E[Yi(1)− Yi(0)|Xi, Di(1) > Di(0)]P (Di(1) > Di(0)|Xi)

+ E[Yi(1)− Yi(0)|Xi, Di(1) = 1, Di(0) = 1]P (Di(1) = 1, Di(0) = 1|Xi)

= τLATEE[Di(1)−Di(0)|Xi] + τAT (Xi)E[Di(0)|Xi] (3.19)

with the second equality following from constant complier causal effects and mono-
tonicity. Thus, the conditions in Proposition 3.4.1 effectively demand a special type
of flexibility regarding which transformations of regressors φ(Xi) should be contained
in the balancing constraints for the instrument propensity score. Depending on the
application at hand, these conditions can be rather restrictive. However, note that the
derivations required for Proposition 3.4.1 reveal that it is actually not necessary that
the instrument scores used in the denominator have the same degree of flexibility as
the ones in the numerator. In particular, for denominator scores only a condition for
E[Di(z)|Xi] for a z ∈ {0, 1} is required. This can be exploited by choosing different
instrument propensity score models for numerator and denominator. We return to
this point in Section 3.5.1.

The robustness property in Proposition 3.4.1 is best understood in comparison
with the two-stage least squares (2SLS) estimator. In general, if the first stage for
the endogenous treatment variable is fully saturated, the model behind 2SLS iden-
tifies a weighted version of conditional LATEs with weights being proportional to
the conditional variances of the first stages V [E[Di|Xi, Zi]|Xi], see Angrist and Im-
bens (1995). Under homogeneous treatment effects, however, this corresponds to
the LATE. Morever, the parameters from the reduced forms for both outcome and
endogenous variable can be estimated without bias. Thus, 2SLS is a ratio of two
unbiased estimators with the ratio of the expectations being equal to the LATE.
Proposition 3.4.1 states that the balanced IPW estimator has an equivalent prop-
erty under comparable assumptions. However, instead of having a flexible model for
the treatment choice E[Di|Xi, Zi], the flexibility is incorporated through the choice
of the variables and transformations φ(Xi) in the model for instrument propensity
score E[Zi|Xi]. For IPW estimators of the LATE, the finite sample bias property
in Proposition 3.4.1 is unique to the balanced instrument propensities and generally
does not apply to any other estimation approach such as maximum likelihood or even
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true instrument propensity scores. We also expect this property to be beneficial in
finite samples if there are moderate deviations from homogeneous causal effects for
the compliers. In general, the ratio of the expectations is only an approximation to
the expectation of the ratio in finite samples. Therefore, the actual finite sample bias
for has to be further investigated. We return to this point in Section 3.6.

3.4.2. Duality and Variance Reduction

In this section, we show that in finite samples the balancing approach favors moderate
instrument propensity scores in the sense of being close to one half. As instrument
propensity scores are inversely related to the (conditional) variance of the IPW es-
timator for the LATE, there are potential gains in terms of point estimation risk
compared to using likelihood scores. For moderate inverse probability weights, the
dual problem of maximizing the (negative) tailored loss in (3.11) penalizes deviations
from the unconditional mean in a manner that is proportional to the conditional vari-
ance of the estimator for the LATE. Let the inverse probability weights be defined
as

wi =
Zi

π̂(Xi)
+

1− Zi
1− π̂(Xi)

(3.20)

and denote W = (W1, . . . ,Wn) with Wi = (X ′i, Zi) for i = 1, . . . , n. Conditional
on W , the balanced instrument propensity scores are known. Thus, a second order
Taylor expansion of the variance of the balanced LATE (3.14) conditional onW yields

nV

[
∆̂

Γ̂

∣∣∣∣W] ≈ 1

n

n∑
i=1

w2
i a(Xi, Zi) (3.21)

with

a(Xi, Zi) =

(
V [Yi|Wi]E[Γ̂|W ]2 − 2Cov(Yi, Di|Wi)E[∆̂|W ]E[Γ̂|W ]+

E[Di|Wi]E[∆̂|W ]2
)
E[Γ̂|W ]−4 (3.22)

which is strictly greater than zero. Hence, approximately the conditional variance is
bounded from above by

nV

[
∆̂

Γ̂

∣∣∣∣W] ≤ sup
x∈X ,z∈{0,1}

a(x, z)
1

n

n∑
i=1

w2
i (3.23)
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which is proportional to the average of the squared inverse probability weights.
The conditional variance is directly proportional to the latter, i.e. nV [∆̂/Γ̂|W ] ∼
n−1

∑n
i=1 w

2
i if there is homoskedasticity within outcomes and treatment levels and

constant correlation across Yi and Di conditional on Wi or if the corresponding com-
ponents in the numerator of (3.22) are proportional such that a(x, z) = a for all
x ∈ X and z ∈ {0, 1}. To approximate the effect of using a balancing estimator on
the squared weights, it is insightful to study the Lagrangian dual problem of the max-
imization problem (3.11) in terms of the weights wi. If φ(Xi) contains an intercept,
the dual problem is given by the following constraint optimization:

min
w1,...,wn

1

n

n∑
i=1

(wi − 1) ln(wi − 1)− wi,

subject to
1

n

n∑
i=1

(2Zi − 1)wiφm(Xi) = 0, for m = 1, . . . , r

wi ≥ 1 for i = 1, . . . , n, (3.24)

see also Chan et al. (2016) and Zhao (2019). While this is generally not equivalent to
minimizing the sum of squared weights, consider the case of an independent instru-
ment such as assignment to treatment in a randomized experiment with imperfect
compliance. Under such a circumstance, units receive instrument levels with constant
likelihood, e.g. P (Zi = 1) = 0.5. The true inverse probability weights are then given
by 1/P (Zi = 1) = 2. Naturally, even under perfect randomization there can be imbal-
ances im terms of the covariates across the two instrument groups in finite samples.
Thus, balancing scores π̂(Xi) will generally differ from the true inverse probability
weights. Consider a deviation from the true probability of one half to a more extreme
one, i.e. an inverse probability weight exceeding two. A Taylor series of the uncon-
strained loss function for a single observation in the dual problem (3.24) at w = 2

yields

(w − 1) ln(w − 1)− w = −2 +
1

2
(w − 2)2 +O((w − 3)3) (3.25)

which is a convergent series for moderate deviations, i.e. |w − 2| < 1. For more
general deviations from moderate instrument propensities, the tailored loss behaves
qualitatively similar. Expansion (3.25) reveals that the dual problem locally penalizes
deviations from the equal weighting in a quadratic manner. As equal weighting is
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variance minimizing by construction3, this implies that, approximately, the balancing
weights seek to minimize an upper bound for the conditional variance of the LATE
estimator. They do not succeed in imposing an exactly constant weighting scheme due
to the constraints in (3.24) that are designed to minimize any bias from imbalances
across assignment groups.

Moderate weights and balancing covariates without perfect randomization are
generally opposing goals. In principal, one could also use the characterization of the
conditional variance in (3.22) to choose minimizing weights within a class of balancing
weights as proposed in the context of selection on observables by Li et al. (2018). This
strategy, however, changes the definition of the underlying identified causal parameter
from the LATE to a ratio of two weighted reduced form estimates which put a higher
weight to individuals with instrument propensities close to one half. The resulting
identified parameter does not lend itself to an intuitive causal interpretation with
similar policy relevance compared to the conventional LATE.

3.4.3. Nonparametric Estimation and Large Sample Properties

In light of Proposition 3.4.1 it seems reasonable to choose a model for the instrument
propensity score that eventually incorporates a large set of balancing constraints
as the sample size increases. In this section we show that using a nonparametric
approach within the tailored loss framework can efficiently incorporate all required
information for estimation of the LATE in a semiparametric sense. It does so while
still retaining the exact finite sample balancing property in (3.13). We rely on a
series approach using power series similar to the series logistic approach proposed
by Hirano et al. (2003) and Donald et al. (2014b) that rely on a local maximum
likelihood step for estimation of the (instrument) propensity scores. For K > 0,
let φK(x) = (xλ(1), . . . , xλ(K))′ be a vector of power functions such that ||λ(k)||1 ≤
||λ(k+ 1)||1 for k ∈ Nr

0 with λ = (λ1, . . . , λr)
′ nonnegative and || · ||1 denoting the `1-

norm, i.e. ||λ||1 =
∑r

j=1 |λj|. We assume that the series is orthogonalized with respect
to a weight function such that E[φK(Xi)φ

K(Xi)
′] = IK . This is always possible since

a logistic link function is used and thus we approximate the log-odds ratio by a
linear single index φK(x)′θK = θ′KA

−1
k Akφ

K(x). Therefore, one can always use basis
3Equal weighting corresponds to the simple Wald estimator that only relies on binary reduced

forms and does not use any covariates. The conditional variance of the latter is proportional to
1/(P (Zi = 1)(1−P (Zi = 1))) and thus always below the conditional variance of the IPW estimator
that is equally proportional to n−1

∑n
i=1 w

2
i using true instrument propensities under homoskedas-

ticity for the different assignment groups.
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Akφ
K(x) for approximation instead, see also Appendix A in Hirano et al. (2003). The

balanced instrument propensity scores are then given by π̂(x) = L(φK(x)′θ̂K) with

θ̂K = arg max
θ

1

n

n∑
i=1

S(Zi, Xi, θ), (3.26)

S(Zi, Xi, θ) = (2Zi − 1) ln

(
L(φK(Xi)

′θ)

1− L(φK(Xi)′θ)

)
+ (Zi − L(φK(Xi)

′θ))

(
1

L(φK(Xi)′θ)
− 1

1− L(φK(Xi)′θ)

)
. (3.27)

Let Cd denote the space of d-times continuously differentiable functions. We impose
the following regularity and smoothness assumptions:

B.1) Xi are r-dimensional random variables compactly supported on X with abso-
lutely continuous density f(x) in C2 and bounded away from zero.

B.2) E[Yi|Xi, Zi = z] = mz(Xi) and E[Di|Xi, Zi = z] = µz(Xi) are in C1.

B.3) π(Xi) are in Cq with q ≥ 7r.

B.4) All second moments of potential outcome levels exist and are finite.

B.5) K = O(nv) with 1/(4(q/r − 1)) < v < 1/9.

The assumptions are standard in the literature, see Hirano et al. (2003) and Donald
et al. (2014b) and also Donald et al. (2014a,b) and Li et al. (2009) for possible restric-
tions on the series terms and adaptations to discrete covariates and kernel methods.
Assumption B.1 assures a uniform approximation of any continuous function of the
covariates, in particular conditional means such as the instrument propensity score.
Assumptions B.2 and B.3 are smoothness conditions on the observed outcome and
treatment status conditional on covariates and instrument level and on the instrument
propensity score. The higher the dimensionality of the covariates, the more smooth-
ness conditions are required. B.4 is a regularity condition that is necessary to assure
a finite asymptotic variance for the LATE estimator. Assumption B.5 controls the
rate at which the order of basis functions is allowed to grow with increasing sample
size depending on the degree of smoothness. We obtain the following theorem:

Theorem 3.4.1 (Efficient Balancing) Under Assumptions A.1-A.6, B.1-B.5, and
instrument propensity scores estimated according to (3.26), the inverse probability
weighting estimator for the LATE
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1. is asymptotically normal

√
n(τ̂LATE − τLATE)

d→ N (0, V )

2. and reaches the semiparametric efficiency bound

V =
1

Γ2

(
E[(m1(Xi)−m0(Xi)− τLATEµ1(Xi) + τLATEµ0(Xi))

2]

+
∑
z=0,1

E

[
σ2
Yz

(Xi)− 2τLATEσ
2
YzDz

(Xi) + τ 2
LATEσ

2
Dz

(Xi)

P (Zi = z|Xi)

])

with σ2
Yz

(Xi) = V [Yi|Xi, Zi = z], σ2
Dz

(Xi) = V [Di|Xi, Zi = z], and σ2
YzDz

(Xi) =

Cov[Yi, Di|Xi, Zi = z] for any z ∈ {0, 1}.

Theorem 3.4.1 shows that the inverse probability weighting estimator using a suffi-
ciently flexible nonparametric model for the instrument propensity score that imposes
empirical balancing constraints efficiently incorporates all information available for es-
timation of the LATE and is consistent. This is in line with the insights from the
bias characterizations in Section 3.4.1. There, the instrument propensity scores yield
first-order unbiased estimates if they incorporate the structure of the potential treat-
ment effects and potential treatment levels sufficiently. If these conditional mean
functions are continuous, then a series approximation will eventually contain all the
components necessary to uniformly approximate them on compact sets. The proof
of Theorem 3.4.1 mainly relies on the global concavity of the tailored loss function
together with the strong instrument overlap assumption. Theorem 3.4.1 also implies
that in large samples there is no qualitative difference between tailored instrument
propensity scores and standard nonparametric approaches. However, the balancing
approach additionally guarantees finite sample balance. The efficiency bound for the
LATE has originally been derived by Frölich (2007), see also Hong and Nekipelov
(2010). The asymptotic variance V can be consistently estimated using the series ap-
proach as in Hirano et al. (2003) and Donald et al. (2014b) by replacing the population
quantities with sample estimates, see Appendix C.1.5 for more details.

3.5. Extensions

3.5.1. Using Higher-order Information to Improve Balance

The results on nonparametric estimation in Section 3.4.3 make a strong case for
eventual flexibility of the balancing constraints used for estimation of instrument
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propensity scores. In large samples, however, the exact choice or order of inclusion of
transformations of regressors is not of primary concern. Thus, the question remains,
which empirical means should be prioritized for balancing in finite samples, i.e. how
to pick φ(Xi)? From a model selection perspective, choosing informative balancing
variables first will be beneficial if they do not render the estimation step infeasible
or instable due to e.g. multicollinearity. It might even be useful to exploit a set of
generated regressors whose balancing is beneficial for precise estimation of the treat-
ment effect. Looking at the LATE from an applied perspective, it is often reasonable
to assume a hierarchy in terms of the knowledge about the different steps of the un-
derlying causal mechanism. This hierarchy usually goes in ascending order from a)
assignment over b) treatment choice to c) outcome process. Consider the example of
evaluating the causal impact of a job search training program on future earnings for
the unemployed offered by an employment agency. In this case, the decision to assign
units to a program might be based on a set of observable characteristics such as age,
employment history, and qualifications available to the agent responsible for assign-
ment. The instrument assignment on level a) is conditionally independent if all other
variables that affect the assignment decision are independent of the potential earnings
and potential treatment levels. On hierarchy level b), the unemployed units choose
whether to comply with the assignment. If enough information about their trade-offs
and restrictions are available, we can model the choice problem and its constraints
guided by economic theory. The outcome process determining earnings, however, is
likely generated as a consequence of a complicated searching and matching process
on the labor market under additional constraints. Thus, relying only on data from
the employment agency might not be enough to really inform a model for hierarchy
level c).

In light of Proposition 3.4.1, balancing the following quantities would in principle
be desirable:

(i) E[Yi(0)|Xi], E[Di(z)(Yi(1)− Yi(0))] and

(ii) E[Di(z)|Xi]

for any z ∈ {0, 1}. (i) requires outcome data to generate e.g. model-based quantities.
Hence, using them for empirical balancing constraints operates on the highest hierar-
chy level c) and goes against the design arguments outlined by Rubin (2007). (ii) on
the other hand is a better candidate as it only concerns the treatment choice step. For
simplicity assume that Xi is discrete. From the results of Vytlacil (2002) it follows
that Assumptions A.1-A.4 (conditional on Xi) imply the existence a nonparametric
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single index model that rationalizes the identical choices as the LATE framework
conditional on each x ∈ X and vice versa, see also Kline and Walters (2019) for es-
timation and numerical equivalence. Thus, it motivates a fully nonparametric model
for the first stage. In particular, one obtains

Di = 1(µ(Xi, Zi) > vi) (3.28)

with vi |= Zi|Xi, µ(x, z) non-degenerate conditional on x, and Fv|x(v) continuous.
Without any further restrictions and Xi discrete, this would correspond to the first
stage of a fully saturated instrumental variables approach. The estimates for selection
probabilities E[Di(z)|Xi] are obtained as the estimates for Fv|x(µ(Xi, z)). They can
then be included into the vector of transformations of regressors φ(Xi) to balance the
empirical counterpart of E[Di(z)|Xi] in finite samples.4 The proof of Proposition 3.4.1
(see Appendix C.1.4) reveals that this strategy is enough for the denominator to fulfill
its role in having an estimator for the LATE under conditional independence that is
given by the ratio of two unbiased estimators. For the numerator, however, informa-
tion about the outcome process as in (i) would be required. If one is willing to impose
a model for the potential outcomes, then from a bias perspective it would be sufficient
to include them into the balancing constraints for the instrument propensity scores
that enter the numerator only. Thus one can in principal operate with two differ-
ent instrument propensity scores for numerator and denominator that differ by using
balancing constraints for the empirical counterparts of either E[Di(z)|Xi] (denomi-
nator) or E[Yi(0)|Xi] and E[Di(z)(Yi(1) − Yi(0))|Xi] (numerator). Note that under
constant treatment effects for some z ∈ {0, 1}, i.e. for always-takers and compliers or
never-takers and compliers we have that E[Di(z)(Yi(1)− Yi(0))|Xi] = E[Di(z)|Xi]τ .
Thus, the second component in (i) is balanced by simply including E[Di(z)|Xi] into
the instrument propensity score model. Therefore, using a single instrument propen-
sity score for both numerator and denominator that only additionally incorporates
E[Di(z)|Xi] for balancing seems like a reasonable middle-ground between the fully
agnostic approach and imposing a lot of structure on the outcome process.

If a parametric model for µ(Xi, Zi) is used, there are two additional aspects to
consider. First, statistical inference has to be adjusted to the presence of the generated
regressors.5 Second, there are two potentially highly correlated choices for inclusion

4For a regressor with many categories or multiple discrete regressors, using additional smoothing
methods as in Ouyang et al. (2009) or Chapter 1 for estimation of (3.28) might be desirable.

5This can be done by a standard asymptotic expansion that captures the additional parametric
uncertainty in estimating µ(Xi, Zi) or by using a bootstrap approach.
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into the balancing constraints, E[Di(1)|Xi] and E[Di(0)|Xi]. In general, one of these
components is enough for approximate unbiasedness. If φ(Xi) also contains other
transformations of regressors, it seems reasonable to include the balancing constraint
that adds more information. Including both can quickly lead to multicollinearity
problems, in particular if variation in the instrument only has a mild effect on the
conditional probability of choosing a certain treatment, i.e. if the expected share of
compliers is not very large. This phenomenon and general finite sample performance
of the different strategies are further investigated in Section 3.6.

3.5.2. High-dimensional Models and Regularization

If the dimensionality of the transformation of regressors is large relative to the sample
size, i.e. if r > n, solving for the parameters of the balancing constraints in (3.13) is
generally infeasible. However, with the cost of imposing some bias, balancing can be
relaxed to tolerance level which makes estimation feasible. There is a growing litera-
ture on approximate balancing approaches in the context of estimation of treatment
effects under selection on observables using standard propensity scores. Zubizarreta
(2015) proposes to minimize the squared `2-norm of the balancing weights subject to
an empirical balancing constraint. Athey et al. (2018) combine approximate balanc-
ing using a supremum-type constraint with a high-dimensional linear model for the
outcome under mild sparsity conditions for bias correction. Zhao (2019) suggests the
use of regularized generalized linear models, reproducing kernel Hilbert spaces, and
boosted trees as penalization strategies for general tailored loss functions. There are
no intrinsic differences to the case of the LATE using balanced instrument propensity
scores. We briefly outline the general principle of approximate balancing adapted to
the tailored loss considered in this chapter with a focus on commonly used param-
eter norm constraints. Let the transformation of regressors φ(Xi) be standardized.
Consider the penalized optimization problem

θ̂λ = arg max
θ

1

n

n∑
i=1

S(Zi, Xi, θ)− λJ(θ) (3.29)

with J : Rr → R being a (convex) penalty function. Typical choices are lasso J(θ) =

||θ||1, ridge regression J(θ) = ||θ||22/2, combinations thereof (elastic net), or any `a-
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norm J(θ) = ||θ||aa/a for a ≥ 1. Convexity of J(·) assures that (3.29) is equivalent to
the following dual problem (Zhao 2019):

min
w1,...,wn

1

n

n∑
i=1

(wi − 1) ln(wi − 1)− wi,

subject to
∣∣∣∣ 1n

n∑
i=1

(2Zi − 1)wiφm(Xi)

∣∣∣∣ ≤ λ|(θλ)m|a−1, for m = 1, . . . , r

wi ≥ 1 for i = 1, . . . , n, (3.30)

with weights wi depending on θλ as before. Thus, penalization relaxes the empirical
balancing constraint from exact balance to tolerance level depending on the penalty of
choice. In the simple case of a lasso type penalty, i.e. a = 1, the empirical balancing
is relaxed to tolerance level λ. For λ = 0, (3.29) is equivalent to exact balancing
while for λ → ∞ all weights are set to a constant by the same argument as for the
non-regularized dual problem in Section 3.4.2. In case of the latter, the variance of
the estimator is minimized as in Section 3.4.2. However, as balancing constraints
are imposed to decrease bias, see Section 3.3 and Section 3.4.1, a larger amount of
regularization will introduce some bias into the estimation of the LATE. To solve this
trade-off, Zhao (2019) proposes to select λ via cross-validation using the covariate
imbalance in the validation set for tuning and to compare standardized differences
along different choices of λ.

3.6. Monte Carlo Study

3.6.1. Design

In this section, we compare the finite sample performance of the balancing estimator
and some of the proposed extensions to standard estimation approaches from the
literature. In particular, the question arises whether balancing approaches can out-
perform conventional methods in terms of point estimation risk and if so, what are
the driving forces behind it. In Sections 3.4.1 and 3.4.2 we provide some reasoning
why reductions in points estimation risk from balancing could be due to both chan-
nels, bias and variance. We evaluate the impact of using higher-order information
from the treatment selection step as proposed in Section 3.5.1 and disentangle it from
the additional estimation noise and the effects of simple weight normalization. We
consider multiple designs that highlight different features of the balancing approaches
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compared to conventional methods. Table 3.1 contains the basic Monte Carlo design
in spirit of a generalized Roy model:6

Table 3.1: Monte Carlo Study: Generalized Roy Model

Xi ∼ Uniform(0, 1)

Zi = 1(ui < π(Xi))

Di(z) = 1(µd(Xi, z) > vi)

Yi(1) = µy1(Xi) + εi(1)

Yi(0) = εi(0)

π(Xi) = 1/(1 + exp(−(2Xi − 1)θ0))

ui ∼ Uniform(0, 1)εi(1)
εi(0)
vi

 ∼ N
0

0
0

 ,
1 0 ρ

0 1 0
ρ 0 1


with ρ = 0.5, θ0 = ln((1 − δ)/δ) and µd(·) and µy1(·) see below. The parameter

θ0 controls the degree of overlap based on the desired bounds (δ, 1 − δ) for the in-
strument propensity score. ρ 6= 0 allows for selection on unobservables. We assume a
nonzero correlation between unobservables driving the potential treatment outcome
and treatment selection only to simplify analysis. This is without loss of generality as
in the generalized Roy model under normality the functional form of the treatment
effect is not affected by this choice up to a scaling factor depending on ρ.7 Moreover,
the model allows for additive separable contributions of observables and unobserv-
ables to the overall treatment effect which simplifies calculations. In particular, the
LATE parameter for the model in Table 3.1 is given by

τLATE =
E[µy(Xi)(F (µd(Xi, 1))− F (µd(Xi, 0)))]

E[F (µd(Xi, 1))− F (µd(Xi, 0))]
+ ρ

E[f(µd(Xi, 0))− f(µd(Xi, 1))]

E[F (µd(Xi, 1))− F (µd(Xi, 0))]

(3.31)

with F (·) and f(·) being the cumulative distribution function and the density func-
tion of the univariate standard normal distribution respectively. Table 3.2 contains
the different design specifications for the treatment selection step and the potential
treatment outcome.

The Roy model together with the functional form assumptions assure that none
of the identification conditions for the LATE are violated. In particular, the linear
index for the treatment choice with the given parameters imposes monotonicity and
a share of compliers E[Di(1) − Di(0)] = 0.5 for all designs. In design A and design

6See Heckman and Vytlacil (2005) for a simulation of a simple generalized Roy model using a
continuous instrument.

7The contribution of the unobservables to the conditional LATE is of the form ρf(Xi). If we
assume that Cov(εi(0), vi) = ρ0, then the control function simply changes to (ρ − ρ0)f(Xi). As
these correlations can have different signs, one could in principle increase the overall contribution of
selection from unobservables to the conditional treatment effect for a given share of compliers.
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Table 3.2: Monte Carlo Study: Designs

Design A Design B Design C
µd(x, z) 4z −1 + 2x+ 2.122z −1 + 2x+ 2.122z
µy1(x) 0.3989 0.3989 9(x+ 3)2

B, heterogeneity in causal effects is achieved through the correlation ρ of the unob-
servable variables εi(1) and vi. For design C, there is heterogeneity stemming from
both the direct contribution of observables to the potential outcome one and from
the correlated unobservable variables. Design A represents the special case of a fully
independent instrument as the observed confounder does not affect the treatment
choice. It also corresponds to a controlled randomized experiment with close to one-
sided noncompliance as P (Di = 1|Zi = 1) > 0.9999. The choice of the homogeneous
mean function for the outcome assures that the unconditional LATE in (3.31) is com-
posed of two equally sized components, i.e. the overall contributions of the potential
outcome mean and the “control function” part are identical. For this design, a simple
Wald estimator would yield precise estimates for the LATE. Design B is a condition-
ally independent design with a homogeneous potential outcome mean function. The
parameters are chosen to be favorable towards linear IV with exogenous covariates
Xi and instrument Zi. Design C is a conditionally independent design with a non-
linear potential outcome mean. In this design, the semiparametric approaches that
do not require specification of an outcome model still yield asymptotically unbiased
results. The precise functional form of the potential outcome mean is not crucial.
In general, other nonlinear mean functions with sufficient heterogeneity will produce
qualitatively similar results.

Table 3.3 contains all estimation approaches used in the Monte Carlo study. IV
denotes the standard instrumental variables estimator that differs from the Wald
estimator by additionally including Xi as exogenous variable into the first-stage and
the outcome equation. MLE and MLE(2) are the IPW estimators for the LATE using
likelihood instrument propensities with (MLE(2)) and without (MLE) normalization
of the inverse probability weights. B(X) is the basic balancing estimator using the
same regressors as the maximum likelihood approaches. As it contains an intercept, it
is automatically weight normalized. B(D) and B(D,X) try to exploit the conditions
for approximate unbiasedness in Proposition 3.4.1 by using E[Di(0)|Xi] as additional
(or only) variable for balancing. Theoretically, both should be able to reduce the bias
of the components of the LATE. Despite their general infeasibility, they are included
to see the potential gains from including additional information without the statistical
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Table 3.3: Monte Carlo Study: Estimation Methods

Name Description
IV Instrumental variables estimator using binary instrument Zi and addi-

tional control Xi.
MLE IPW estimator for the LATE using correctly specified maximum likeli-

hood instrument propensity scores.
MLE(2) MLE with weight normalization (“IPWII”-type).
B(X) Balanced IPW with φ(Xi) = (1 Xi)

′.
B(D) Balanced IPW with φ(Xi) = (1 E[Di(0)|Xi])

′ (infeasible).
B(D,X) Balanced IPW with φ(Xi) = (1 E[Di(0)|Xi] Xi)

′ (infeasible).
B(D̂) Balanced IPW with φ(Xi) = (1 Ê[Di(0)|Xi])

′ with Ê[Di(0)|Xi] obtained
from binary maximum likelihood estimation using a correctly specified
probit model.

B(D̂m) Balanced IPW with φ(Xi) = (1 Ê[Di(0)|Xi])
′ with Ê[Di(0)|Xi] obtained

from binary maximum likelihood estimation using a misspecified logit
model.

noise from estimation of the generated regressor E[Di(0)|Xi]. B(D̂) is similar to B(D)
but with estimated quantities, i.e. it uses a correctly specified model for E[Di(0)|Xi]

by extracting the probability predictions from a probit model that uses Zi and Xi

as regressors at Zi = 0. B(D̂m) is similar to B(D̂) but uses a misspecified logit
model instead of the true probit model. Note that, when incorrect specifications for
the treatment selection are used as additional balancing constraints, this does not
affect the asymptotic validity of the balancing IPW estimator for the LATE as even a
misspecified quantity as a function of Xi still leads to a valid balancing constraint but
not necessarily one that minimizes bias in finite samples in the sense of Proposition
3.4.1.

3.6.2. Results

Tables 3.4, 3.5, and 3.6 contain the mean squared errors and absolute biases for
designs A, B, and C and all estimation approaches from Table 3.3. Mean squared
errors are all normalized by the MSE of the linear instrumental variables estimator.
Results are obtained from an experiment using 20000 Monte Carlo replications with
overlap parameters δ = 0.01, 0.02, 0.05 and sample sizes n = 500, 1000 yielding an
expected number of 250 and 500 complier units respectively.

Overall, the results suggest that the unnormalized MLE approach is outclassed
by all other methods due to its large finite sample variance. In general, most bal-
ancing approaches outperform the conventional MLE based IPW estimators MLE
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Table 3.4: Design A: Relative Mean Squared Errors and Absolute Biases

IV MLE MLE(2) B(X) B(D) B(D,X) B(D̂) B(D̂m)

δ = 0.01

n = 500 MSE 1.0000 336.0527 2.7960 2.7641 0.4411 2.7641 2.7330 2.7278
|BIAS| 0.0079 0.0574 0.0240 0.0237 0.0012 0.0237 0.0229 0.0228

n = 1000 MSE 1.0000 15.9247 2.6831 2.6903 0.4450 2.6903 2.6665 2.6637
|BIAS| 0.0044 0.0437 0.0090 0.0079 0.0020 0.0079 0.0079 0.0078

δ = 0.02

n = 500 MSE 1.0000 3.1695 1.9305 1.9422 0.5044 1.9422 1.9291 1.9267
|BIAS| 0.0061 0.0410 0.0132 0.0125 0.0037 0.0125 0.0124 0.0124

n = 1000 MSE 1.0000 2.2236 1.8835 1.9013 0.5061 1.9013 1.8925 1.8915
|BIAS| 0.0025 0.0150 0.0058 0.0061 0.0014 0.0061 0.0063 0.0063

δ = 0.05

n = 500 MSE 1.0000 1.4475 1.3212 1.3292 0.6076 1.3292 1.3243 1.3236
|BIAS| 0.0068 0.0141 0.0085 0.0085 0.0030 0.0085 0.0085 0.0085

n = 1000 MSE 1.0000 1.3882 1.3064 1.3104 0.6045 1.3104 1.3070 1.3066
|BIAS| 0.0021 0.0050 0.0023 0.0024 0.0011 0.0024 0.0027 0.0027

δ determines the strength of overlap by setting bound (δ, 1 − δ) for the true instrument propensity scores. n is the
sample size. Mean squared errors (MSE) are all relative to the MSE of the instrumental variables estimator (IV).
Empty entries refer to the results of a simulation that could not be conducted due to multicollinearity or other
convergence problems. Results are based on 20000 Monte Carlo replications.

Table 3.5: Design B: Relative Mean Squared Errors and Absolute Biases

IV MLE MLE(2) B(X) B(D) B(D,X) B(D̂) B(D̂m)

δ = 0.01

n = 500 MSE 1.0000 8279.1000 35.9510 2.6970 2.3924 · · · 2.3656 2.2798
|BIAS| 0.0611 0.0701 0.0190 0.0234 0.0231 · · · 0.0223 0.0218

n = 1000 MSE 1.0000 20.1634 2.5671 2.5270 2.2154 3.2025 2.2046 2.1188
|BIAS| 0.0564 0.0380 0.0070 0.0077 0.0089 0.0072 0.0087 0.0089

δ = 0.02

n = 500 MSE 1.0000 29.9923 1.9067 1.8873 1.7314 · · · 1.7147 1.6688
|BIAS| 0.0526 0.0336 0.0139 0.0152 0.0160 · · · 0.0153 0.0152

n = 1000 MSE 1.0000 2.3012 1.8002 1.8009 1.6456 2.0001 1.6395 1.5948
|BIAS| 0.0470 0.0174 0.0054 0.0057 0.0069 0.0052 0.0068 0.0070

δ = 0.05

n = 500 MSE 1.0000 1.4798 1.3218 1.3281 1.2741 1.4044 1.2679 1.2505
|BIAS| 0.0369 0.0139 0.0068 0.0072 0.0082 0.0068 0.0079 0.0080

n = 1000 MSE 1.0000 1.3709 1.2769 1.2783 1.2281 1.3107 1.2242 1.2076
|BIAS| 0.0336 0.0071 0.0039 0.0040 0.0050 0.0038 0.0050 0.0052

δ determines the strength of overlap by setting bound (δ, 1 − δ) for the true instrument propensity scores. n is the
sample size. Mean squared errors (MSE) are all relative to the MSE of the instrumental variables estimator (IV).
Empty entries refer to the results of a simulation that could not be conducted due to multicollinearity or other
convergence problems. Results are based on 20000 Monte Carlo replications.
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Table 3.6: Design C: Relative Mean Squared Errors and Absolute Biases

IV MLE MLE(2) B(X) B(D) B(D,X) B(D̂) B(D̂m)

δ = 0.01

n = 500 MSE 1.0000 4762.7000 10.2364 0.7328 0.6277 · · · 0.6146 0.5880
|BIAS| 4.7321 0.1183 0.8877 0.0475 0.3145 · · · 0.4947 0.7011

n = 1000 MSE 1.0000 226.2384 1.4826 0.4277 0.3610 0.5703 0.3507 0.3322
|BIAS| 4.6805 1.4438 0.3254 0.0780 0.2508 0.1955 0.3438 0.5277

δ = 0.02

n = 500 MSE 1.0000 397.0863 1.8028 0.6438 0.5684 · · · 0.5441 0.5211
|BIAS| 3.8752 0.2996 0.3860 0.1093 0.1764 · · · 0.3229 0.4983

n = 1000 MSE 1.0000 1.3279 0.9548 0.3717 0.3263 0.4189 0.3120 0.2978
|BIAS| 3.8584 0.2735 0.1672 0.0674 0.1918 0.1266 0.2688 0.4244

δ = 0.05

n = 500 MSE 1.0000 1.5293 1.1372 0.6202 0.5804 0.6658 0.5466 0.5281
|BIAS| 2.6284 0.2239 0.0654 0.0707 0.1129 0.0991 0.2070 0.3331

n = 1000 MSE 1.0000 0.7532 0.6583 0.3754 0.3511 0.3884 0.3322 0.3219
|BIAS| 2.6325 0.0698 0.0479 0.0313 0.1442 0.0462 0.1922 0.3057

δ determines the strength of overlap by setting bound (δ, 1 − δ) for the true instrument propensity scores. n is the
sample size. Mean squared errors (MSE) are all relative to the MSE of the instrumental variables estimator (IV).
Empty entries refer to the results of a simulation that could not be conducted due to multicollinearity or other
convergence problems. Results are based on 20000 Monte Carlo replications.

and MLE(2) by a substantial margin depending on the design. The differences are
most pronounced for small sample sizes and small δ. Adding higher-order informa-
tion is generally helpful to reduce points estimation risk if there are no estimation
problems due to a strong correlation between the different balancing variables as for
method B(D,X). While some of the differences between MLE(2) and the balancing
approaches are due to a slightly reduced bias, the reduction in variance seems to be
the main driver, in particular for designs with strong treatment effect heterogeneity.
Unsurprisingly, for all approaches point estimation risk drops with an increase in the
sample size.

For design A, the IV estimator serves as a benchmark as it is correctly specified.
The MLE(2) and all balancing approaches except for B(D) are very close in terms of
point estimation risk. This is not surprising as under perfect randomization differences
in the distributions of observed covariates across instrument levels can only happen
by chance. Note that the infeasible B(D) outclasses even the (correctly specified)
parametric IV estimator. This is due to the fact that in design A, both the true
instrument propensity scores and treatment selection probability are constant and
thus the balanced IPW estimator B(D) collapses to the standard Wald estimator.
The latter efficiently incorporates the information on independence of the instrument
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in this homogeneous design and thus yields lower point estimation risk compared to
the overparameterized IV.

For design B, the IV estimator only has a very small bias and thus can serve
as a benchmark method. The balancing approaches other than B(D,X) outperform
MLE and, more importantly, MLE(2). The differences are particularly substantial for
n = 500 and δ = 0.01. Here, even the worst balancing approach leads to a reduction
in MSE of 92.5% compared to MLE(2). Including higher-order information seems
to be beneficial both theoretically (B(D)) and empirically (B(D̂) and B(D̂m)). In
fact, using estimated treatment selection probabilities for balancing seems to be even
slightly superior over using true probabilities by a margin of 0 to 3 percentage points.
Surprisingly, the slightly misspecified model for balancing (B(D̂m)) outperforms all
other IPW approaches by a margin of at least 1 to 9 percentage points. The infeasible
B(D,X) has convergence problems for n = 500 and δ = 0.01, 0.02 due to the strong
correlation between Xi and E[Di(0)|Xi] in the Roy model under normality similar
to multicollinearity problems of standard control function approaches in the spirit of
Heckman (1979).

For design C, the IV estimator will be severely biased due to the nonlinear poten-
tial outcome mean. Here, the differences between balancing and MLE based methods
are most pronounced. In fact, all balancing approaches lead to a substantial reduction
in MSE compared to IV, MLE and MLE(2). In fact, the consistent MLE(2) needs a
much larger sample size to make up for its larger variance compared to the biased IV
estimator. All balancing approaches, however, outperform IV by 27 to 69 percentage
points in terms of MSE. In general, the gains over IV are more pronounced for larger
samples and larger values of δ. Balancing methods also outperform MLE(2) by a
factor between 1.7 (δ = 0.05, n = 1000) to 17.4 (δ = 0.01, n = 500) in terms of MSE.
There is a clear hierarchy between the different balancing and MLE methods similar
but not identical to design B, i.e. in terms of MSE we have that B(D̂m) < B(D̂) <
B(D) < B(X) < MLE(2) < MLE. Again, the slightly misspecified model comes out on
top with a margin of at least 1 to 3 percentage points. As in design B, the infeasible
B(D,X) has convergence problems for n = 500 and δ = 0.01, 0.02. If it is feasible
it ranks as the worst balancing approach but still substantially above MLE(2). It is
interesting that in this design the superior performance of the balancing approaches
compared to MLE(2) is mainly due to a reduction in variance as they sometimes have
a larger bias than MLE(2). This is not a contradiction to the bias Proposition (3.4.1),
as in this design treatment effects are highly heterogeneous even for the compliers.
Therefore, there is no guarantee for a small finite sample bias while the effects on
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the variance through pushing the inverse probability weights towards more moderate
values as outlined in Section 3.4.2 are still in place.

The simulation results are evidence that balancing is a superior strategy compared
to using likelihood instrument propensity scores for the inverse probability weighting
estimator for the LATE in finite samples. The main channel is the reduction in vari-
ance, in particular for heterogeneous designs and small sample sizes. This is in line
with the results in the literature on balancing weights for selection on observables,
see e.g. Imai and Ratkovic (2014). Moreover, if one is willing to model the treat-
ment selection process, then including higher-order information through estimates
of E[Di(0)|Xi] as balancing constraints seems to be beneficial for estimation of the
LATE even under mild misspecification. However, if the information that enters the
treatment step is heavily correlated with other regressors used for balancing, then
using the generated regressors only is superior to incorporating them jointly in all
designs considered. In applied research, the severity can be examined by looking
at the Hessian of the empirical (negative) tailored loss function. Alternatively, all
information can be used jointly with regularization as suggested in Section 3.5.2.

3.7. Concluding Remarks

In this chapter we develop an estimation method for the local average treatment
effect that relies on empirical balancing constraints to improve the internal validity
of the causal estimand. It has favorable bias and variance properties compared to
conventional approaches, is asymptotically normal, and reaches the semiparametric
efficiency bound if a sufficiently flexible model is used. Moreover, it does not rely
on the use of outcome or treatment selection information and is easy to implement.
Monte Carlo simulations suggest that the theoretical advantages translate well to
finite samples.

As the estimator for the local average treatment effect has the typical ratio form,
future work should be done to see whether finite sample bias can be further reduced
by imposing alternative balancing constraints that do not have to go through two
separate reduced form estimates but instead minimize the bias of the ratio directly.
In addition, the empirical performance of different modifications and extensions re-
quire further attention. For example, using different instrument propensities for the
two reduced form type components that also require different normalization schemes
could be beneficial in designs with strong heterogeneities in the potential outcomes.
Moreover, the simple balancing approach that uses higher-order information and basic
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covariates together used in the Monte Carlo study could be combined with e.g. `2-
regularization to overcome multicollinearity problems. An additional contribution
would be to derive conditions required for the higher-order approaches to conduct
semiparametric inference in the presence of generated regressors from nonparametric
models.



160

Appendix for Efficient Covariate Balancing
for the Local Average Treatment Effect

C.1. Appendix

C.1.1. Proof of Theorem 3.4.1

Asymptotically Linear Representation

We use Lemma 1 and 2 from Hirano et al. (2003) (denoted as HIR throughout) for the
two components of the LATE to obtain asymptotically linear representations. The
adjustments required for Lemma 1 and Lemma 2 of HIR shown below fundamentally
rely on the global concavity of the tailored (negative) loss functions, see also the
online supplement of Zhao (2019) for a sketch of this argument. Note that the results
are not uniform in K. Lemma 1 and 2 from HIR yields the asymptotically linear
representations:

√
n(∆̂−∆) =

1√
n

n∑
i=1

δ(Yi, Xi, Zi) + op(1)

√
n(Γ̂− Γ) =

1√
n

n∑
i=1

γ(Di, Xi, Zi) + op(1)
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with

δ(Yi, Xi, Zi) =
ZiYi
π(Xi)

− (1− Zi)Yi
π(Xi)

−∆− (Zi − π(Xi))

(
m1(Xi)

π(Xi)
+

m0(Xi)

1− π(Xi)

)
γ(Di, Xi, Zi) =

ZiDi

π(Xi)
− (1− Zi)Di

π(Xi)
− Γ− (Zi − π(Xi))

(
µ1(Xi)

π(Xi)
+

µ0(Xi)

1− π(Xi)

)
.

As Assumption A.4 rules out a zero denominator for the LATE with probability going
to one, one obtains

√
n(τ̂ − τ) =

√
n

(
∆̂

Γ̂
− ∆

Γ

)
=

1

Γ

√
n(∆̂−∆)− τ

Γ

√
n(Γ̂− Γ) + op(1)

as for the case of using the standard logistic series estimator, see Donald et al. (2014b).
Asymptotic normality follows from the standard CLT. The asymptotic variance can
be derived from the expected squares of the sum of the leading terms of the linearized
estimators (Frölich 2007; Hahn 1998).

C.1.2. Adaptation of Lemma 1 in Hirano et al. (2003)

Let L(φK(x)′θ) = 1/(1 + exp(−φK(x)′θ)) denote the logistic instrument score using
K basis functions. The negative tailored loss function is given by

Sn(θ) =
1

n

n∑
i=1

S(Zi, Xi, θ)

=
1

n

n∑
i=1

(2Zi − 1) ln

(
L(φK(Xi)

′θ)

1− L(φK(Xi)′θ)

)
+ (Zi − L(φK(Xi)

′θ))

(
1

L(φK(Xi)′θ)
− 1

1− L(φK(Xi)′θ)

)
.

Let the expected loss and pseudo loss for a given K be defined as

Q∗(θ) = E[S(π(Xi), Xi, θ)]

QK(θ) = E[S(L(φK(Xi)
′θK), Xi, θ)]
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with maximizers

θ∗K = arg max
θ

Q∗(θ)

θK = arg max
θ

QK(θ).

Now define the compact set with bounded instrument propensity scores

ΘK = {θ ∈ RK : inf{ inf
x∈X

L(φK(x)′θ), inf
x∈X

(1− L(φK(x)′θ))} ≥ η/2}

for η = inf{ inf
x∈X

π(x), inf
x∈X

(1− π(x))} > 0 by strong instrument overlap. By the series
approximation and the monotonicity of the logistic link it follows as in HIR that

sup
x∈X
|π(x)− L(φK(x)′θK)| < CK−q/r. (C.32)

Thus for large K we have that θK ∈ ΘK . Moreover, note that the difference between
negative expected and expected pseudo loss is given by

Q∗(θ)−QK(θ) = E

[
2(φ(Xi)− L(φK(Xi)

′θ)) ln

(
L(φK(Xi)

′θ)

1− L(φK(Xi)′θ)

+ (π(Xi)− L(φK(Xi)
′θ))

(
1

L(φK(Xi)′θ)
− 1

1− L(φK(Xi)′θ)

))]
which for θ ∈ ΘK is bounded by a universal constant depending on η from C.32 and
continuity of the natural logarithm and the inverse. Thus, there exists a constant C1

such that

sup
θ∈ΘK

|Q∗(θ)−QK(θ)| ≤ C1K
−q/r.

Now define a compact set around the maximizer of the pseudo true negative loss

Θ̃K = {θ ∈ RK : ||θ − θK || ≤ C2K
−q/(2r)}.

By following HIR (page 1179), one can show that for K large it must hold that
Θ̃K ⊂ ΘK . A mean-value expansion of the difference of the expected tailored loss
around the optimum yields

Q∗(θK)−Q∗(θ) ≥ ∂QK(θK)

∂θ′
(θ − θK)− 1

2
(θ − θK)′

∂2QK(θ̃)

∂θ∂θ′
(θ − θK)− 2C1K

−q/r
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with the first expression on the right-hand side being equal to zero by definition. To
bound the second term, note that θ̃ is on the line segment between θ and θK and
thus θ̃ ∈ Θ̃K ⊂ ΘK . On this set, the tailored loss function is bounded and thus the
derivative of its expectation is given by

∂QK(θ)

∂θ
= E

[
∂S(L(φK(Xi)

′θK), Xi, θ)

∂θ

]
= E

[(
L(φK(Xi)

′θK)

L(φK(Xi)′θ)
− 1− L(φK(Xi)

′θK)

1− L(φK(Xi)′θ)

)
φK(Xi)

]
.

Regarding the second derivative note again that ΘK is compact and Xi compactly
supported which implies a bounded first derivative and therefore

∂2QK(θ)

∂θ∂θ′
= −E

[(
L(φK(Xi)

′θK)

L(φK(Xi)′θ)
(1− L(φK(Xi)

′θ))

− 1− L(φK(Xi)
′θK)

1− L(φK(Xi)′θ)
L(φK(Xi)

′θ)

)
φK(Xi)φ

K(Xi)
′
]
.

Moreover, since the probabilities are nonnegative and below one and θK ∈ ΘK it
follows that

−∂
2QK(θ)

∂θ∂θ′
≥ E[inf{ inf

x∈X
L(φK(x)′θ), inf

x∈X
(1− L(φK(x)′θ))}φK(Xi)φ(Xi)

′]

≥ η/2E[φ(Xi)φ(Xi)
′]

= η/2IK .

Thus, we have that the minimal eigenvalue of the negative Hessian is also bounded
from below

λmin

(
− ∂2QK(θ)

∂θ∂θ′

)
≥ η/2λmin(IK) = η/2.

Which then implies that for θ 6= θK

Q∗(θK)−Q∗(θ) > 0.

As the expected tailored loss is globally concave like the expected binary likelihood
with logistic link in HIR, Lemma 1 from HIR then follows equivalently (see HIR, page
1179).
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C.1.3. Adaptation of Lemma 2 in Hirano et al. (2003)

First, we need to show that the derivate of the tailored loss evaluated at the optimum
of the expected loss is bounded at the same rate as in HIR, i.e.

∂Sn(θ∗K)

∂θ
= Op(

√
K/n). (C.33)

Note that by the derivations for Lemma 1, we know that θ∗K ∈ Θ̃K ⊂ ΘK and thus
by independence

E

[∣∣∣∣∣∣∣∣∂Sn(θ∗K)

∂θ

∣∣∣∣∣∣∣∣2] =
1

n
tr

(
E

[
∂S(θ∗K)

∂θ

∂S(θ∗K)

∂θ′

])
=

1

n
tr

(
E

[(
π(Xi)

L(φK(Xi)′θ∗K)2
+

1− π(Xi)

(1− L(φK(Xi)′θ∗K))2

)
φK(Xi)φ

K(Xi)
′
])

≤ 2

n
tr

(
E

[
sup
x∈X

{
1

L(φK(x)′θ∗K)2
,

1

(1− L(φK(x)′θ∗K))2

}
φK(Xi)φ

K(Xi)
′
])

≤ 2

nη2
tr(E[φK(Xi)φ

K(Xi)
′])

=
2

η2

K

n
.

η is a universal constant by strong instrument overlap thus (C.33) follows from
Markov’s inequality. Now we need to show that with arbitrarily high probability, the
likelihood evaluated at θ∗K is strictly larger than any other θ for ||θ− θ∗K || = C

√
K/n

as in HIR. The proof simplifies due to the different structure of the Hessian compared
to the likelihood case in HIR. A mean value expansion of the tailored loss yields

Sn(θ)− Sn(θ∗K) =
∂Sn(θ∗K)

∂θ′
(θ − θK) +

1

2
(θ − θK)′

∂2Sn(θ̃)

∂θ∂θ′
(θ − θK)



Chapter 3. Efficient Covariate Balancing for the LATE 165

with θ̃ being on the line segment between θ and θK . The expected negative Hessian
at the intermediate for a fixed K is given by

−E
[
∂2Sn(θ̃)

∂θ∂θ′

]
= E

[(
π(Xi)

L(φK(Xi)′θ̃)
(1− L(φK(Xi)

′θ̃))

+
1− π(Xi)

1− L(φK(Xi)′θ̃)
L(φK(Xi)

′θ̃)

)
φK(Xi)φ

K(Xi)
′
]

≥ E[(π(Xi)(1− L(φK(Xi)
′θ̃))

+ (1− π(Xi))L(φK(Xi)
′θ̃))φK(Xi)φ

K(Xi)
′]

≥ inf{ inf
x∈X

π(x), inf
x∈X

(1− π(x))}E[φK(Xi)φ
K(Xi)]

≥ η

2
IK

since θ̃ is on the line-segment between θ and θK and thus θ̃ ∈ Θ̃K . Since the right-
hand side is also bounded from above by the equivalent argument as for the Hessian
at θ∗K , it implies that for a fixed K

−∂
2Sn(θ̃)

∂θ∂θ′
≥ η

2
IK + op(1).

Thus, we can find a sample size n0 such that with probability of at least 1− ε/2 for
n ≥ n0 it holds that λmin(∂2Sn(θ̃)/∂θ∂θ′) ≥ η/2. Now, using (C.33) choose n ≥ n0

large and a constant C such that

P

(∣∣∣∣∣∣∣∣∂Sn(θ∗K)

∂θ

∣∣∣∣∣∣∣∣ < η

4
C

√
K

n

)
≥ 1− ε/2.

Thus, for K and n large we have with probability of at least 1− ε

Sn(θ)− Sn(θ∗K) ≤
∣∣∣∣∣∣∣∣∂Sn(θ∗K)

∂θ

∣∣∣∣∣∣∣∣||θ − θK || − η

4
||θ − θ∗K ||2

≤
(∣∣∣∣∣∣∣∣∂Sn(θ∗K)

∂θ

∣∣∣∣∣∣∣∣− η

4
C

√
K

n

)
||θ − θ∗K ||

< 0.

The remaining steps for Lemma 2 follow from continuity and global concavity of the
tailored loss function as in HIR, page 1181.



Chapter 3. Efficient Covariate Balancing for the LATE 166

C.1.4. Proof of Proposition 3.4.1

We first derive the individual expectations of numerator and denominator using the
tailored loss scores. The proposition then follows from the law of iterated expecta-
tions. Let π̂(Xi) for i = 1, . . . , n denote the instrument propensity scores obtained
from the tailored loss. We make use of the conditional independence, in particular
of the fact that conditional on the full set of X1, . . . , Xn and Z1, . . . , Zn the balanced
scores π̂(Xi) are deterministic. The potential outcomes and potential treatment lev-
els Di(z) and Yi(d) however do not depend on Xj and Zj for j 6= i by Assumption
A.6 and are jointly independent of Zi conditional on Xi by Assumption A.1, which
implies for example that

E

[
Zi

π̂(Xi)
Di(1)

∣∣∣∣X1, . . . , Xn, Z1, . . . , Zn

]
= E

[
Zi
ˆπ(Xi)

E[Di(1)|X1, . . . , Xn, Z1, . . . , Zn]

]
= E

[
Zi
ˆπ(Xi)

E[Di(1)|Xi]

]
.

Similarly, in the following derivations, all iterated expectations reduce to condi-
tioning on Xi only. For the remainder of the proof let Sφ be the linear span of
φ1(Xi), . . . , φr(Xi) (which can include a constant).

Expectation of the Numerator

For the denominator of the balanced LATE estimator we have that

Γ̂ =
1

n

n∑
i=1

Zi

π̂(Xi)
Di −

1

n

n∑
i=1

(1− Zi)
1− π̂(Xi)

Di

=
1

n

n∑
i=1

Zi

π̂(Xi)
(Di(1)− E[Di(1)|Xi]) +

1

n

n∑
i=1

Zi

π̂(Xi)
E[Di(1)|Xi]

−
1

n

n∑
i=1

1− Zi
1− π̂(Xi)

(Di(0)− E[Di(0)|Xi]) +
1

n

n∑
i=1

1− Zi
1− π̂(Xi)

E[Di(0)|Xi]

=
1

n

n∑
i=1

Zi

π̂(Xi)
(Di(1)− E[Di(1)|Xi])−

1

n

n∑
i=1

1− Zi
1− π̂(Xi)

(Di(0)− E[Di(0)|Xi])

+
1

n

n∑
i=1

Zi

π̂(Xi)
(E[Di(1)|Xi]− E[Di(0)|Xi]) +

1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
E[Di(0)|Xi]

or equivalently

Γ̂ =
1

n

n∑
i=1

Zi

π̂(Xi)
(Di(1)− E[Di(1)|Xi])−

1

n

n∑
i=1

1− Zi
1− π̂(Xi)

(Di(0)− E[Di(0)|Xi])

+
1

n

n∑
i=1

1− Zi
1− π̂(Xi)

(E[Di(1)|Xi]− E[Di(0)|Xi]) +
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
E[Di(1)|Xi].
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Thus, if E[Di(0)|Xi] = E[Di|Xi, Zi = 0] ∈ Sφ then

E[Γ̂] = E

[
1

n

n∑
i=1

Zi

π̂(Xi)
(E[Di(1)|Xi]− E[Di(0)|Xi])

]

and equivalently if E[Di(1)|Xi] = E[Di|Xi, Zi = 1] ∈ Sφ then

E[Γ̂] = E

[
1

n

n∑
i=1

1− Zi
1− π̂(Xi)

(E[Di(1)|Xi]− E[Di(0)|Xi])
]
.

Expectation of the Denominator

∆̂ =
1

n

n∑
i=1

Zi

π̂(Xi)
Yi −

1

n

n∑
i=1

(1− Zi)
1− π̂(Xi)

Yi

=
1

n

n∑
i=1

Zi

π̂(Xi)
(Yi(0) +Di(1)(Yi(1)− Yi(0))−

1

n

n∑
i=1

(1− Zi)
1− π̂(Xi)

(Yi(0) +Di(0)(Yi(1)− Yi(0))

=
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
Yi(0) +

1

n

n∑
i=1

Zi

π̂(Xi)
(Di(1)−Di(0))(Yi(1)− Yi(0))

+
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
Di(0)(Yi(1)− Yi(0))

=
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
E[Yi(0)|Xi] +

1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
(Yi(0)− E[Yi(0)|Xi])

+
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
E[Di(0)(Yi(1)− Yi(0))|Xi]

+
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
(Di(0)(Yi(1)− Yi(0))− E[Di(0)(Yi(1)− Yi(0))|Xi])

+
1

n

n∑
i=1

Zi

π̂(Xi)
(Di(1)−Di(0))(Yi(1)− Yi(0))

or equivalently

∆̂ =
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
E[Yi(0)|Xi] +

1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
(Yi(0)− E[Yi(0)|Xi])

+
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
E[Di(1)(Yi(1)− Yi(0))|Xi]

+
1

n

n∑
i=1

Zi − π̂(Xi)

π̂(Xi)(1− π̂(Xi))
(Di(1)(Yi(1)− Yi(0))− E[Di(1)(Yi(1)− Yi(0))|Xi])

+
1

n

n∑
i=1

1− Zi
1− π̂(Xi)

(Di(1)−Di(0))(Yi(1)− Yi(0)).
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Thus, if E[Yi(0)|Xi], E[Di(0)(Yi(1)− Yi(0))|Xi] ∈ Sφ then

E[∆̂] = E

[
1

n

n∑
i=1

Zi

π̂(Xi)
(Di(1)−Di(0))(Yi(1)− Yi(0))

]

= E

[
1

n

n∑
i=1

Zi

π̂(Xi)
E[(Di(1)−Di(0))(Yi(1)− Yi(0))|Xi]

]

and equivalently if E[Yi(0)|Xi], E[Di(1)(Yi(1)− Yi(0))|Xi] ∈ Sφ

E[∆̂] = E

[
1

n

n∑
i=1

1− Zi
1− π̂(Xi)

(Di(1)−Di(0))(Yi(1)− Yi(0))

]

= E

[
1

n

n∑
i=1

1− Zi
1− π̂(Xi)

E[(Di(1)−Di(0))(Yi(1)− Yi(0))|Xi]
]
.

Ratio of Expectations and Homogeneity

Thus, we have that if E[Di(0)|Xi], E[Yi(0)|Xi], E[Di(0)(Yi(1)− Yi(0))|Xi] ∈ Sφ

E[∆̂]

E[Γ̂]
=

E

[
1
n

∑n
i=1

Zi
π̂(Xi)

E[(Di(1)−Di(0))(Yi(1)− Yi(0))|Xi]
]

E

[
1
n

∑n
i=1

Zi
π̂(Xi)

(E[Di(1)|Xi]− E[Di(0)|Xi])
]

or equivalently if E[Di(1)|Xi], E[Yi(0)|Xi], E[Di(1)(Yi(1)− Yi(0))|Xi] ∈ Sφ

E[∆̂]

E[Γ̂]
=

E

[
1
n

∑n
i=1

1−Zi
1−π̂(Xi)

E[(Di(1)−Di(0))(Yi(1)− Yi(0))|Xi]
]

E

[
1
n

∑n
i=1

1−Zi
1−π̂(Xi)

(E[Di(1)|Xi]− E[Di(0)|Xi])
] .

Thus, if the conditional LATE is constant, i.e. if E[(Yi(1) − Yi(0))|Xi, Di(1) >
Di(0)] = τ , then since P (Di(1) > Di(0)|Xi) = E[Di(1) − Di(0)|Xi], it follows from
monotonicity that

E[∆̂]

E[Γ̂]
=

E

[
1
n

∑n
i=1

Zi
π̂(Xi)

E[(Yi(1)− Yi(0))|Xi, Di(1) > Di(0)]P (Di(1) > Di(0))|Xi]
]

E

[
1
n

∑n
i=1

Zi
π̂(Xi)

(E[Di(1)|Xi]− E[Di(0)|Xi])
]

= τ

and equivalently for the other normalization. Thus the balanced LATE estimator is
a ratio of two unbiased estimators.
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C.1.5. Asymptotic Variance Estimation

The following is taken from Donald et al. (2014b) and adapted to the notation in this
chapter. It follows from the derivations in Appendix C.1.1 that the LATE estimator
can be written in an asymptotically linear representation, i.e.

√
n(τ̂LATE − τLATE) =

1√
n

n∑
i=1

ψ(Yi, Di, Zi, Xi) + op(1)

with

ψ(Yi, Di, Zi, Xi) =
1

Γ

[
Zi(Yi −m1(Xi)− τLATE(Di − µ1(Xi))

π(Xi)

− (1− Zi)(Yi −m0(Xi)− τLATE(Di − µ0(Xi)))

1− π(Xi)

+m1(Xi)−m0(Xi)− τLATE(µ1(Xi)− µ0(Xi))

]
.

The estimator for the asymptotic variance is then given by

V̂ =
1

n

n∑
i=1

ψ̂(Yi, Di, Zi, Xi)
2

with ψ̂(·) corresponding to ψ(·) with all population moments replaced by sample
estimates, i.e.

m̂1(Xi) =

( n∑
i=1

YiZi
π̂(Xi)

φK(Xi)

)′( n∑
i=1

φK(Xi)φ
K(Xi)

′
)−1

φK(Xi)

m̂0(Xi) =

( n∑
i=1

Yi(1− Zi)
1− π̂(Xi)

φK(Xi)

)′( n∑
i=1

φK(Xi)φ
K(Xi)

′
)−1

φK(Xi)

µ̂1(Xi) =

( n∑
i=1

DiZi
π̂(Xi)

φK(Xi)

)′( n∑
i=1

φK(Xi)φ
K(Xi)

′
)−1

φK(Xi)

µ̂0(Xi) =

( n∑
i=1

Di(1− Zi)
1− π̂(Xi)

φK(Xi)

)′( n∑
i=1

φK(Xi)φ
K(Xi)

′
)−1

φK(Xi).
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