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I can calculate the motion of heavenly bodies, but not the madness of people.

- Isaac Newton
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Summary
The holy grail in finance is to predict the behavior of the financial market. Such prediction
would require to model the actions of billions of market participants, a simply impossible task. Financial economists are thus forced to simplify the complex economic universe
by building financial market models that are subject to various assumptions. While some
economists focus on quantifying the dynamics of financial assets with mathematical models,
others try to measure the fundamental value of a company by investigating its operations.
Both approaches have their drawbacks: Modeling the dynamics of financial assets requires a
severe over-simplification of asset-specific features. One established concept in the financial
modeling literature is to assume that the average investor is risk-averse and follows a specific utility function. Fundamental valuation, on the other hand, is complex and oftentimes
misses a lot of parameters as well. As an example, the long-term performance of a company
may not only depend on the decisions of its investors and managers but also on various other
factors such as consumer satisfaction or the well-being of the company’s employees.
In this cumulative thesis, I address three research questions: (i) Can the recovery theorem
introduced in Ross (2015) be used to predict S&P 500 returns and realized variances? (ii)
What are the properties of the Ross recovery stochastic discount factors and the related
utility function of the representative investor? (iii) What is the causal effect of stronger
shareholder rights on employee satisfaction?
The first project in this thesis, Does the Ross Recovery Theorem Work Empirically?, is
joint work with my supervisor Prof. Jens Jackwerth. It has been presented at several conferences and workshops, including the Annual Meetings of the German Finance Association, the
American Finance Association, the European Financial Management Association, and the
Society for Financial Econometrics. The project investigates the theorem presented in Ross
(2015) from an empirical perspective. In financial research, option prices are useful to back
out state prices, which are related to risk-neutral probabilities and represent investors’ risk
adjusted beliefs. These state prices were considered to be of little use in predicting the physical return distribution but are linked to it by an ex-ante unknown stochastic discount factor.
This stochastic discount factor is nothing but the ratio of state prices and physical probabilities and comprises information about a representative investors’ utility function. Ross (2015)
presents a recovery theorem that allows to back out both the stochastic discount factor and
physical probabilities by only using state prices. In other words, Ross recovery allows, in
theory, to simultaneously predict future returns and learn about the utility function of the
investor by just using information on observed option prices.
We empirically investigate the performance of such recovery on the S&P 500 index by
testing if future, realized S&P 500 returns are indeed compatible with the recovered physical
distributions. We further analyze if the shape of the recovered stochastic discount factor is in
line with utility theory. To apply the theorem, transition state prices on a discrete state space
are required. These transition state prices represent not only the state prices with the current
5

state (e.g. the current level of the S&P 500) as an initial state, but also the state prices
with other hypothetical states (alternative levels of the S&P 500) as an initial state. We
implement and test several methods to identify transition state prices from the option price
surface, starting with a basic method to which we gradually add economically reasonable
constraints. For each method, we then recover subjective probabilities according to Ross.
We further develop a method that is able to apply Ross recovery without requiring transition
state prices altogether. We show that the recovery theorem fails to predict future S&P 500
returns and does also not deliver plausible stochastic discount factors for several methods of
implementation. Additional findings show that recovered means and variances also do not
match realized means and variances. Next, we investigate the reason why the theorem fails.
In a simulation study, we proof the numerical instabilities of the recovery algorithm. We
then demonstrate the inability of the constrained versions to generate stochastic discount
factors sufficiently away from risk-neutrality. Simple methods, such as physical probabilities
based on a stochastic discount factor with a power utility function or the five year historical
return distribution, perform better in predicting future S&P 500 returns.
Our findings add new insights to the empirical recovery literature, also from a methodological perspective, and are useful for researchers in the field of empirical recovery and for
investors who plan to implement trading strategies based on methods that promise recovery.
The second project in this thesis, The Ross Recovery Stochastic Discount Factor, is singleauthored and extends the empirical analysis of Jackwerth and Menner (2018) by investigating
the empirical properties of the stochastic discount factor coming from Ross recovery in detail.
I start by testing whether recovered stochastic discount factors are able to price the S&P
500 and the risk-free asset. More specifically, I compute a time series of stochastic discount
factor realizations for each recovery method and test whether the standard pricing equation
in Cochrane (2000) holds.
I find that stochastic discount factors based on Ross recovery struggle to simultaneously
price the risk-free asset and the market. Yet, a model based on a power utility stochastic
discount factor is able to price both assets. As a baseline method, I introduce the Minimum
Variance stochastic discount factor, which is constructed as the stochastic discount factor
with the lowest variance that perfectly prices both assets. In the next analysis, I show
that a stochastic discount factor can be decomposed into the Minimum Variance stochastic
discount factor plus a component that is orthogonal to the returns of the assets being priced.
Analyzing that orthogonal component for recovered SDFs, I find that the Power Utility
stochastic discount factor is much more similar to the Minimum Variance stochastic discount
factor than the Ross recovery stochastic discount factors.
The literature on the decomposition stochastic discount factors shows that the theoretical Ross recovery stochastic discount factor misses the permanent stochastic discount factor
component. As a result, it should equal the transitory stochastic discount factor component. Yet, I reject that the Ross recovery stochastic discount factor empirically equals the
transitory stochastic discount factor component.
The findings from this project provide further insights into why the Ross recovery theorem fails empirically and additionally contribute to the literature on the decomposition of
6

stochastic discount factors.
The third project in this thesis, The Causal Effect of Corporate Governance on Employee
Satisfaction, is joint work with Frederic Menninger from the University of Konstanz. This
work has been presented at internal seminars at the University of Konstanz and at the 4th
Workshop in Empirical Accounting and Finance in 2018. We investigate whether an increase
in shareholder rights has a causal effect on employee satisfaction. To ensure causality, we
use close shareholder votes at annual meetings on anti-takeover provisions included in the
Entrenchment Index (E-Index) by Bebchuk et al. (2009) as exogenous shocks to the corporate
governance of a company. Based on employee reviews on job satisfaction provided by the
U.S. career website Glassdoor, we construct a measure for a company’s average employee
satisfaction during periods prior and after the annual meeting. We find that an increase in
shareholder rights by one point on the scale of the E-Index causes a lower average employee
satisfaction of approximately 10%. We identify decreases in the employee’s opinion on firm
culture, their opinion on the CEO, the number of employees, and the capital expenditures
as channels that drive our results.
This work adds a new perspective on corporate governance, which has long-term financial
consequences for shareholders and non-financial consequences for employees.
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Zusammenfassung
Der heilige Gral in den Finanzwissenschaften ist es, die Reaktion des Finanzmarktes vorherzusagen. Für solch eine Vorhersage wäre es notwendig, das Verhalten von Milliarden von Marktteilnehmern zu modellieren - ein schlicht unmögliches Unterfangen. Finanzökonomen sind
daher dazu gezwungen das komplexe Universum der Ökonomie zu vereinfachen, indem sie
Finanzmarktmodelle entwerfen, die verschiedensten Annahmen unterliegen. Während einige
Ökonomen sich auf die Quantifizierung der Dynamiken von Finanzanlageprodukten mithilfe
von mathematischen Modellen konzentrieren, versuchen andere wiederum den Fundamentalwert eines Unternehmens anhand der Analyse dessen operativen Geschäftes zu bestimmen.
Beide Ansätze haben ihre Nachteile: das Modellieren der Dynamiken von Finanzanlageprodukten erfordert eine drastische Übersimplifizierung der Charakteristiken des Finanzanlageproduktes. Ein etabliertes Konzept in der Literatur zur Finanzmarktmodellierung ist dabei
die Annahme eines risikoaversen Investors, welcher sich gemäß einer bestimmten Nutzenfunktion verhält. Die Fundamentalanalyse, auf der anderen Seite, ist komplex und ignoriert
ebenfalls häufig viele Parameter. Beispielsweise hängt das langfristige Ergebniss eines Unternehmens nicht nur von den Entscheidungen dessen Investoren und Geschßäftsführern ab,
sondern auch von vielen anderen Faktoren wie Kunden- oder Arbeitnehmerzufriedenheit.
In dieser kumulativen Arbeit behandle ich drei Forschungsfragen: (i) kann das Findungstheorem von Ross (2015) dazu genutzt werden, die Renditen und realisierten Varianzen des
S&P 500 Index vorherzusagen? (ii) Welches sind die Eigenschaften des nach Ross gefundenen stochastischen Diskontierungsfaktors sowie der damit in Verbindung stehenden Nutzenfunktion des repräsentativen Investors? (iii) Gibt es einen kausalen Effekt von stärkeren
Aktionärsrechten auf das Wohlbefinden der Mitarbeiter im Unternehmen?
Das erste Projekt dieser Arbeit ”Does the Ross Recovery Theorem Work Empirically?”
wurde gemeinsam mit meinem Betreuer Prof. Jens Jackwerth durchgeführt. Es wurde auf
mehreren Konferenzen und Workshops präsentiert, unter anderem den jährlichen Treffen
der deutschen Gesellschaft für Finanzwissenschaften, der amerikanischen Gesellschaft für
Finanzwissenschaften, und der europäischen Gesellschaft für Finanzmanagement, sowie der
Gesellschaft für Finanzmarktökonometrie. Dieses Projekt befasst sich mit dem Findungstheorem von Ross (2015) von einer empirischen Perspektive. In der Finanzmarktforschung
erweisen sich Optionen als nützlich um Zustandspreise zu gewinnen, welche im Bezug zu
risikoneutralen Wahrscheinlichkeiten stehen und die risikoadjustierten Vorstellungen des Investors widerspiegeln. Diese Zustandspreise gelten bisher als wenig hilfreich, wenn es darum
geht die subjektive Wahrscheinlichkeitsverteilung der Renditen vorherzusagen, sie sind jedoch mit dieser Wahrscheinlichkeitsverteilung über einen ebenfalls unbekannten stochastischen Diskontierungsfaktor verknüpft. Dieser stochastische Diskontierungsfaktor ist schlicht
der Quotient aus Zustandspreisen und den subjektiven Wahrscheinlichkeiten und enthält
zudem Informationen über die Nutzenfunktion des repräsentativen Investors.
Ross (2015) präsentiert ein Findungstheorem, welches erlaubt den stochastischen Diskontierungsfaktor sowie subjektive Wahrscheinlichkeiten nur mithilfe der Zustandspreise zu extrahieren. Anders gesagt wäre das Findungstheorem in der Lage gleichzeitig zukünftige
8

Renditen sowie die Nutzenfunktion des Investors ausschließlich mithilfe von beobachteten
Optionspreisen vorherzusagen.
Wir untersuchen die Nützlichkeit solch einer Vorhersage anhand des S&P 500 Index indem wir testen ob zukünftige realisierte Renditen des S&P 500 tatsächlich kompatibel mit
der gewonnenen subjektiven Wahrscheinlichkeitsverteilung sind. Zusätzlich analysieren wir
ob der gewonnene stochastische Diskontierungsfaktor im Einklang mit den Annahmen in der
Theorie der Nutzenfunktionen steht. Um das Findungstheorem anzuwenden werden sogenannte Transitions-Zustandspreise benötigt. Diese repräsentieren nicht nur die Zustandspreise
für den aktuellen Zustand der Ökonomie (wie beispielsweise dem aktuellen Wert des S&P
500 Index), sondern auch Zustandspreise, die von anderen hypothetischen Zuständen in der
Wirtschaft (wie beispielsweise möglichen anderen Werte des S&P 500 Index) ausgehen.
Wir implementieren und testen mehrere Methoden mit denen wir Transitions-Zustandspreise aus Optionspreisen extrahieren indem wir mit einer Basismethode beginnen, welche
wir graduell um zusätliche ökonomisch sinnvolle Annahmen erweitern. Für jede dieser Methoden gewinnen wir schließlich subjektive Wahrscheinlichkeiten nach der Methode von Ross.
Auch entwickelten wir eine Methode, die solche Wahrscheinlichkeiten findet ohne dafür die
Transitions-Zustandspreise kennen zu müssen.
Wir zeigen, dass das Findungstheorem für keine der implementierten Methoden in der
Lage ist die zukünftigen Renditen des S&P 500 Index vorherzusagen und auch keine
sinnvollen stochastischen Diskontierungsfaktoren liefert. Zusätzlich finden wir, dass der
gewonnene Erwartungswert beziehungsweise die gewonnene Varianz nicht mit dem realisierten Erwartungswert beziehungsweise der realisierten Varianz übereinstimmt. Anhand
einer Simulationsstudie zeigen wir die numerischen Instabilitäten des Algorithmus des Findungstheorems auf. Wir zeigen, dass diejenigen implementierten Methoden, die zusätzliche
ökonomisch sinnvolle Bedingungen fordern, nicht in der Lage sind stochastische Diskontierungsfaktoren zu extrahieren, die sich weit genug von Risikoneutralität abgrenzen. Einfache Methoden, wie beispielsweise gewonnene subjektive Wahrscheinlichkeiten basierend
auf einem stochastischen Diskontierungsfaktor, der aus einer Power-Nutzenfunktion stammt,
oder die fünfjährige historische Monatsrenditenverteilung können zukünftige Renditen des
S&P 500 Index deutlich besser vorhersagen.
Unsere Ergebnisse tragen mit neuen Erkenntnissen zur Literatur über das Gewinnen
von subjektiven Wahrscheinlichkeiten bei, auch aus einer methodologischen Perspektive,
und sind nützlich sowohl für Forscher in diesem Feld als auch für Investoren die versuchen
Handelsstrategien basierend auf Methoden zu entwickeln, die das Gewinnen von subjektiven
Wahrscheinlichkeiten versprechen.
Das zweite Projekt dieser Arbeit ”The Ross Recovery Stochastic Discount Factor” ist
ein von mir selbst verfasstes Projekt und erweitert die Analyse von Jackwerth and Menner
(2018), indem es die empirischen Eigenschaften des nach Ross gefundenen stochastischen
Diskontierungsfaktors im Detail analysiert. Zu Beginn teste ich ob gewonnene stochastische
Diskontierungsfaktoren in der Lage sind den S&P 500 Index sowie die risikofreie Anleihe zu
bepreisen. Dazu berechne ich eine Zeitreihe von Realisierungen des stochastischen Diskontierungsfaktors für alle implementierten Methoden aus Jackwerth and Menner (2018) und
9

teste ob die allgemeine Preisgleichung aus Cochrane (2000) erfüllt ist. Ich finde heraus, dass
die mit dem Findungstheorem von Ross gewonnenen stochastischen Diskontierungsfaktoren
nicht in der Lage sind den S&P 500 Index sowie die risikofreie Anleihe zu bepreisen. Ein
Modell, welches eine einfache Power-Nutzenfunktion verwendet, ist hingegen in der Lage
beide Produkte zu bepreisen. Ich führe zudem den Minimal-Varianz stochastischen Diskontierungsfaktor ein, welcher als Vergleichsmethode dient und defniniert ist als der stochastische Diskontierungsfaktor, welcher eine minimale Varianz aufweist und dennoch in der Lage
ist beide Produkte perfekt zu bepreisen. Danach zeige ich, dass der gewonnene stochastische Diskontierungsfaktor in den Minimal-Varianz stochastischen Diskontierungsfaktor und
eine weitere Komponente zerlegt werden kann, welche orthogonal zu den Renditen der zu
bepreisenden Produkte ist. Mittels einer Analyse dieser orthogonalen Komponente zeige ich,
dass der stochastische Diskontierungsfaktor, der durch eine Power-Nutzenfunktion generiert
wurde, mehr Ähnlichkeit zu einem gültigen stochastischen Diskontierungsfaktor, wie beispielsweise dem Minimal-Varianz stochastischen Diskontierungsfaktor, aufweist als stochastische
Diskontierungsfaktoren, die mit dem Findungstheorem gewonnen wurden.
Die Literatur über die Zerlegung des stochastischen Diskontierungsfaktors zeigt auf, dass
dem theoretisch gewonnenen stochastischen Diskontierungsfaktor nach Ross eine permanente Komponente fehlt und dieser daher gleich einer anderen sogenannten transitorischen
Komponente entsprechen sollte. Jedoch verwerfe ich die Hypothese, dass der gewonnene
stochastische Diskontierungsfaktor empirisch der transitorischen Komponente entspricht.
Die Ergebnisse aus diesem Projekt tragen signifikant zum Verständnis bei warum das
Findungstheorem von Ross empirisch nicht funktioniert und liefern neue empirische Erkenntnisse im Bereich der Zerlegung des stochastischen Diskontierungsfaktors.
Das dritte Projekt dieser Arbeit ”The Causal Effect of Corporate Governance on Employee Satisfaction” ist in Zusammenarbeit mit Frederic Menninger von der Universität Konstanz entstanden. Das Projekt wurde in internen Forschungsseminaren der Universität Konstanz sowie beim vierten Workshop für empirisches Accounting and Finanzwissenschaften
2018 vorgestellt. In diesem Projekt untersuchen wir ob stärkere Aktionärsrechte einen
kausalen Einfluss auf die Mitarbeiterzufriedenheit im Unternehmen haben. Um Kausalität zu
gewährleisten, verwenden wir knappe Abstimmungsergebnisse bei Jahreshauptversammlungen über die Maßnahmen gegen Übernahmen, welche im Entrenchment Index (E-Index) von
Bebchuk et al. (2009) enthalten sind, als exogenen Schock auf die Corporate Governance
eines Unternehmens. Mithilfe von Bewertungen zur Jobzufriedenheit der Arbeitnehmner,
welche uns vom U.S. Karriereportal GlassDoor zur Verfügung stehen, konstruieren wir ein
Maß für die durchschnittliche Arbeitnehmerzufriedenheit während eines Zeitraums vor und
nach der Jahreshauptversammlung.
Die Stärkung der Aktionärsrechte um eine Einheit auf der Skala des E-Index verringert
die Arbeitnehmerzufriedenheit um etwa 10%. Weiter finden wir, dass Verschlechterungen in
den Bereichen Firmenkultur, Wertevorstellungen, Zufriedenheit mit dem Top-Management,
Arbeitsplatzabbau, sowie verringerte Investitionen mit wachsender Unzufriedenheit einhergehen. Dieses Projekt leistet einen wichtigen Beitrag zum Verständnis von Corporate Governance und dessen langfristige Konsequenzen sowohl für Aktionäre als auch für Arbeitnehmer.
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Chapter 1

Does the Ross Recovery Theorem Work
Empirically?

This project is joint work with Jens Jackwerth. We received helpful comments and suggestions from
Guenther Franke, Anisha Ghosh, Eric Renault, Christian Schlag, and Bjorn Eraker. We thank seminar
participants at the University of Konstanz, the University of Strasbourg, the University of Zurich, the
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1.1

Introduction

Much of financial economics revolves around the triangular relation between physical return
probabilities p, which are state prices π divided by the stochastic discount factor (SDF) m:

physical probability p =

state price π
SDF m

(1)

Researchers typically pick any two variables to find the third. Yet Ross (2015), based
on earlier work by Hansen and Scheinkman (2009), presents a recovery theorem that allows
him to back out both the SDF and physical probabilities by using state prices only. To
achieve this amazing feat, he needs to make strong assumptions. We investigate his claim
and test if the recovered physical probabilities are compatible with future realized S&P 500
returns. We further analyze if the shape of the recovered SDF is in line with utility theory.
To understand our sobering results, we discuss in detail why the recovery theorem does not
perform well empirically.
Ross (2015) makes three explicit assumptions, which we discuss in detail below. First, he
assumes time-homogeneous transition state prices πi,j that represent state prices of moving
from any given state i today to any other state j in the future. Second, all transition state
prices need to be positive. Third, the SDF mi,j is restricted to be a constant times the ratio
of values in state j and values in state i.
Taken together, the three assumptions allow Ross (2015) to formulate an eigenvalue
problem based on transition state prices. Its unique solution yields the physical transition
probabilities pi,j , which represent physical probabilities of moving from state i to state j,
and the SDF.
Yet, how useful are the spot physical probabilities p0,j emanating from the current state,
indexed i = 0? Are future realized returns really drawn from those recovered distributions? We reject this hypothesis strongly, using four different density tests: The Berkowitz
(2001) test, two versions of the uniformity test introduced by Knüppel (2015), and the
Kolmogorov-Smirnov test. Further, we show that the means and variances of the recovered
physical distributions cannot predict future realized mean returns and variances. Also, Ross
recovery does not produce downward sloping SDFs (as one would expect based on risk averse
preferences) but that they are riddled with local minima and maxima.
In contrast, two simple benchmark methods perform well on all accounts. Our first
benchmark uses a power-utility SDF to transform option-implied state prices into physical
probabilities. Our second benchmark simply uses the five-year historical return distribution.
Neither benchmark can be rejected.
The empirical problems of Ross recovery stem from several sources and are related to his
strong assumptions. First, it is hard to obtain transition state prices from option prices. Our
basic implementation of Ross recovery requires only positivity of transition state prices and
leads to unstable transition state prices that exhibit multi-modality and imply extremely
high and low risk-free rates in different states. Yet, if we introduce economically reasonable
constraints to calm down the transition state prices (bounding state-dependent risk-free
12

rates and requiring unimodal transition state prices), then Ross recovery generates almost
flat SDFs. A stable version which uses only spot state prices without the need to estimate
transition state prices also does not work.
Second, we argue that the strong assumption concerning the functional form of the SDF
is rather limiting. For example, the state-dependent SDF from Ross recovery is incompatible
with the state-independent one under power utility. We further document that the recovered
SDF is highly dependent on the structure of the transition state price matrix, which in turn
is not well identified from the option prices.
Third, the assumption of time-homogeneous transition state prices might not hold, and
different periods may require different transition state prices. Indeed, we show empirically
that the simultaneous fit to short- and long-dated options is poor for most Ross recovery
methods.
We add to the empirical literature concerning Ross recovery by pinpointing exactly where
Ross recovery goes awry. Moreover, we answer the intriguing question if Ross recovery, despite its theoretical short-comings, might still be useful empirically as a rough approximation
of reality. Alas, our work confirms the negative theoretical outlook.
Closest to our work are Audrino et al. (2015), who also implement Ross recovery on
S&P 500 index options. Their recovered SDFs tend to be rather smooth and U-shaped, as
opposed to our wavy SDFs. This surprising behavior seems to be due to a particular modeling
choice for a penalty term.1 Their further empirical focus is on developing profitable trading
strategies based on the recovered physical probabilities, but, unlike our work, they do not
statistically test if future realized returns are drawn from the recovered distribution.
As an alternative to the numerically difficult recovery of transition state prices from spot
state prices, we suggest an additional, implicit method (Ross Stable), which obviates that
recovery and works directly with the spot state prices. In independent work, Jensen et al.
(2017) suggest the same method but add further restrictions on the SDF. They then focus on
analyzing the theoretical properties of their generalized recovery. They also employ density
tests using Berkowitz (where they reject their model) and predict means and volatilities
(where they do not reject their model). We differ by employing two simpler methods close to
the original work of Ross (2015), two more economically constrained Ross recovery methods,
two benchmark methods, more density tests, variance predictions, and an analysis of the
reasons for failure.
Our approach has been reproduced by Dillschneider and Maurer (2018), who confirm our
density test results. They further generalize Ross recovery to unbounded continuous state
spaces. Yao (2018) reproduces our study using both short- and long-dated S&P 500 options
and confirms our results. Massacci et al. (2016) use a fast non-linear programming approach
for Ross recovery, which allows for economic constraints such as positive state-dependent
1

The subtle reason is a quadratic penalty term, which they use to force all transition state prices toward
zero. This penalty is stronger for states further away from the current states as option prices are more
sensitive to state prices around the current state. As a result, the implied risk-free rates increase in the
distance to the current state, which in turn leads to U-shaped SDFs.

13

risk-free rates and the unimodality of transition state prices.
While we do not add to the theoretical literature, Ross recovery has been theoretically
extended by Borovicka et al. (2016), Carr and Yu (2012), and Walden (2017). Additional
works on Ross recovery in continuous time are Qin and Linetsky (2016), Qin et al. (2016),
and Dubynskiy and Goldstein (2013).
The remainder of the paper proceeds as follows. Chapter 1.2 explains the Ross recovery
theorem. In Chapter 1.3, we introduce our methods to obtain spot state prices, to back
out transition state prices, and to apply the theorem without using transition state prices.
Chapter 1.4 states our hypotheses, introduces our tests, and describes our results. Reasons
why the Ross recovery theorem empirically fails are given in Chapter 1.5. Chapter 1.6
provides several robustness checks, while Chapter 1.7 concludes.

1.2

The Ross Recovery Theorem

The Ross (2015) recovery theorem is based on three explicit assumptions. First, it requires
time-homogeneous transition state prices πi,j that represent state prices of moving from any
given state i today to any other state j in the future. That means, they are independent of
calendar time. Such transition state prices include the usual spot state prices π0,j with 0 being
the current state of the economy. Spot state prices can be readily found from option prices,
see e.g. Jackwerth (2004). Yet Ross recovery also requires as inputs the transition state
prices emanating from alternative, hypothetical states of the world.2 We use information on
spot state prices with different maturities to obtain these transition state prices and suggest
several different methods, including one that allows us to apply the recovery theorem directly
to spot state prices π0,j without the need to estimate all the other transition state prices.
Second, all transition state prices πi,j need to be strictly positive, which turns out to be
a fairly benign assumption as we can always force some small positive transition state price.
Third, the SDF mi,j is transition independent, which means it can be written as:

mi,j = δ

u0j
u0i

(2)

for a positive constant δ and positive state-dependent values u0j and u0i . Ross (2015) suggests
a possible interpretation of those values u0 as marginal utilities, while viewing δ as a utility
discount factor.
Given the three assumptions and using Equation 1, the physical transition probabilities
pi,j have the form:
2

Imagine that the current state of the world is characterized by the S&P 500 being at 1000. Let there be
two future states, 900 and 1000, to which the spot state prices (emanating from 1000) relate. The required
other transition state prices are the ones emanating (hypothetically) from 900 and ending at 900 or 1000
one period later.
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pi,j =

πi,j
1 πi,j · u0i
= ·
.
mi,j
δ
u0j

(3)

For a fixed initial state i, we can sum the physical transition probabilities pi,j across
transition states j to one. After rearrangement, this leads to:
X

πi,j

j

1
1
=δ· 0
0
uj
ui

∀i.

(4)

Given N different states with indices i and j both running from 1 to N , Ross collects
the state transition probabilities πi,j in an N × N state transition matrix Π. Each row i in
Π represents state prices of moving from a particular state i to any other state j.
Ross then collects the N equations from Equation 4 and formulates the following eigenvalue problem where z is a vector of the inverse marginal utilities:

Πz = δz,

where

zi =

1
.
u0i

(5)

An application of the Perron-Frobenius theorem leads to the result that there is only one
eigenvector z with strictly positive entries zi . That eigenvector corresponds to the largest
(and positive) eigenvalue δ of the eigenvalue problem. This property implies a unique positive
SDF mi,j as in Equation 2 and unique physical transition probabilities pi,j for all i and j
across N states as in Equation 3. We provide a worked example with N = 2 states in the
Online Appendix OA.1.1
Based on the three assumptions, Borovicka et al. (2016) argue that the SDF is the product
of a transitory and a permanent component, the second of which Ross (2015) implicitly sets
to unity. Using long-dated bond option prices instead of index option prices, Bakshi et al.
(2017) empirically find the permanent component to be time-varying, contradicting the above
assumptions and hinting at potential empirical problems. We for now keep the assumptions
in place and interpret, as Ross (2015) did, the recovered transitory SDF to be identical to
the total, economy-wide SDF as the permanent SDF is unity. This allows us to recover SDFs
and physical probabilities, where we show the latter to be incompatible with future realized
returns. We use the recovered quantities to analyze the reasons for failure in Chapter 1.5
and link them to violations of the three assumptions.
In this paper, we always label the current state with i = 0 out of a set of state indices
I = {−Nlow , ..., 0, ..., Nhigh } where N = Nlow + Nhigh + 1. The ending transition state index
j is drawn from the same set I. The 0 − th row of Π contains the one period transition state
prices, starting from the current state, which, in theory, coincides with the one period spot
state prices.
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1.3

Methodology

The basic ingredient missing for Ross recovery at this point is the matrix Π of transition
state prices, which are not readily observable in the market. Yet, we are able to extract
transition state prices by exploiting that they link spot state prices at different maturities
with each other. Those spot state prices can be readily obtained from observed option prices.
1.3.1

Obtaining spot state prices from observed option prices

We collect European put- and call options quotes on the S&P 500 from the Berkeley
Options Database (April 1986 to December 1995) and from OptionMetrics (January 1996
to December 2017), see Online Appendix OA.1.2. We consider 380 monthly sample dates,
which we find by going 30 calendar days back in time from the option expiration date. After
applying standard filters, we average bid and ask quotes to obtain midpoint option prices,
which we then transform to implied volatilities. For any given sample day, quotes are only
available for specific moneyness levels and maturities, yet we would like to obtain state prices
on a grid compatible with the recovery theorem. Thus, we first generate a smooth implied
volatility surface on a fine auxiliary grid, from which we later interpolate to the grid required
for the recovery theorem.
For the auxiliary grid, we discretize option strike prices with a step size of $1.25 and
add additional lower and higher states such that all positive spot state prices occur in the
interior of the state set. The number of auxiliary states varies between 227 for earlier sample
days and 2579 for later sample days. We then convert strike prices into moneyness levels
by normalizing them by the current level of the S&P 500 index. We discretize the maturity
dimension into 120 steps with ten steps per month. This discretization ensures that all
available option prices lie on our fine auxiliary grid.
To generate a smooth implied volatility surface, we apply an extension of the fast and
stable method in Jackwerth (2004) that balances minimizing the sum of squared local total
second implied volatility derivatives (insuring smoothness of the volatility surface) and minimizing the sum of squared deviations of the model implied volatilities from the observed
implied volatilities (insuring the fit of the surface).
To obtain state prices on the coarser grid suitable for the recovery theorem, we linearly
interpolate the fine implied volatility surface. We typically use more than 100 states while
Ross (2015) orginally used only twelve states. From the implied volatilities on the coarser
grid, we compute call option prices and, at each maturity t, apply the Breeden and Litzenberger (1978) approach to find the spot state prices on the coarser grid. See Online Appendix
OA.1.3 for details.
1.3.2

Finding transition state prices from spot state prices: Ross Original

Now that we have the spot state prices in place, we return to the task of finding transition
state prices from spot state prices. Following Ross (2015), we can identify the transition state
t
prices πi,j since they link spot state prices π0,i
at different maturities t with one another.
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Using twelve non-overlapping, monthly transition state prices and spot state prices with
monthly maturities of up to one year, we have the following relations:
t+1
π0,j
=

X

t
π0,i
· πi,j

∀j ∈ I, t = 0, ..., 11,

(6)

i∈I


0
where today’s spot state prices with a maturity of zero π0,i
are 0 for all states but the
current state, for which the spot state price is one. Equation 6 states that one can find the
t+1
spot state price π0,j
of reaching state j at maturity t + 1 by adding up all the state price

t
times the transition
contributions of visiting state i one month earlier at maturity t π0,i
state price from i to j (πi,j ).
Directly solving Equation 6 is not advisable as the problem is ill-conditioned and does
not necessarily deliver positive transition state prices. Rather, we impose an additional nonnegativity constraint on the transition state prices πi,j and back them out from the following
least squares problem, which penalizes violations of Equation 6:

min
πi,j

11
XX

!2
t+1
π0,j
−

j∈I t=0

X

t
π0,i
· πi,j

s.t. πi,j > 0.

(7)

i∈I

We collect the transition state prices πi,j in the transition state price matrix Π and recover
physical transition probabilities by applying the recovery theorem. We label this recovery
method Ross Original.
Ross (2015) already mentions that such coarse non-overlapping grid of dimension twelveby-twelve leads to poorly discretized transition state prices and to coarse discrete physical
probabilities. We confirm that the method does not work and the realized future returns do
not seem to be drawn from the recovered physical distribution, see Chapter 1.6.1.
1.3.3

Finding transition state prices from spot state prices: Ross Basic

Instead of using the coarse non-overlapping grid of dimension twelve-by-twelve from Ross
Original, we follow Audrino et al. (2015) and apply an overlapping approach to determining
the transition state prices. Based on steps of one-tenth of a month (and a state price
transition lasting one month, i.e., ten steps), our new relation is:
X
t+10
t
π0,j
=
π0,i
· πi,j ∀j ∈ I, t = 0, ..., 110.
(8)
i∈I

This results in a total number of 111 overlapping transitions and thus allows N =111
states, which we choose to be equidistant and where we include the current state i = 0.
Again, we impose an additional non-negativity constraint on the transition state prices πi,j
and we recover them from the following least squares problem, which penalizes violations of
17

Equation 8:
110
XX

min
πi,j

!2
t+10
π0,j
−

j∈I t=0

X

t
π0,i
· πi,j

s.t. πi,j > 0.

(9)

i∈I

We label this method Ross Basic and depict the results of our implementation for a
typical day in our sample, February 17, 2010. Figure 1 illustrates the transition state prices,
which best relate spot state prices at one maturity to those at a maturity one month later.
Transition State Prices (Basic), 17-Feb-2010

Transition State Prices

0.2

0.1

1.5
1

1.5
1
0.5

State in t

0.5

State in t+1 month

Figure 1. Transition state prices and recovered physical transition probabilities, Ross
Basic. We show the transition state prices as identified by the Ross Basic method. All data are
from February 17, 2010. States are expressed in terms of moneyness.

We would expect large transition state prices on the main diagonal, as it is more likely to
end up in states j which are close to the initial state i. However, the optimization quite
often generates large state prices for states j that are far away from the initial state i.
The large transition state prices away from the main diagonal can occur because short
maturity option prices are hardly affected by such irrelevant transition state prices, which
link states that are not important for the short maturity spot state prices and thus the value
of the short maturity options. The optimization allocates prices to these irrelevant states
to minimize the objective function, while not much changing the short maturity spot state
prices much in the process.
As a result, some rowsums in Π have values much higher than one, which would imply
high negative risk-free rates for some initial states. On our sample day, February 17, 2010,
we observe that one-third of all one-month state-dependent risk-free rates are lower than
-20% with the lowest value being -98%, and that one-third of the rates are higher than 80%
with the highest value being 576%. We thus impose further economic restrictions on the
problem in Equation 7.
18

1.3.4

Adding economic constraints: Ross Bounded

We first demand all rowsums of Π to lie in the interval [0.9, 1]. As the inverse of the
rowsum is equal to one plus the risk-free rate for this state, we limit the monthly risk-free
rates to between 0% and 11.11% (0% and 254.07% annualized). We again solve Equation 7
but additionally restrict the rowsums:
!2
110
XX
X
t+10
t
min
π0,j
−
π0,i
· πi,j
s.t. πi,j > 0
πi,j

j∈I t=0

and 0.9 ≤

X

i∈I

(10)

πi,j ≤ 1.0 ∀i ∈ I.

j∈I

We label this method Ross Bounded. Figure 2 illustrates the transition state prices
for Ross Bounded. They are now highly concentrated around the current state (labeled by a
Transition State Prices (Bounded), 17-Feb-2010
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Figure 2. Transition state prices, Ross Bounded. We show the transition state prices as
identified by the Ross Bounded method. All data are from February 17, 2010. States are expressed
in terms of moneyness.

moneyness level of one). On the positive side, this eliminates high values in irrelevant states
(i.e., far away from the main diagonal). Yet worryingly, even the values on the main diagonal
fall off as we move away from the current state. The optimization allocates the restricted
state prices in an almost uniform way for very low and very high states. As a result, we
do not obtain the economically reasonable diagonal structure for the transition state prices
with Ross Bounded.
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1.3.5

Adding economic constraints: Ross Unimodal

Next, in addition to bounding the rowsums, we outright force the rows in our Π matrix
to be unimodal with maximal values on the main diagonal. We solve Equation 10 but add
the requirement of unimodality:
!2
110
XX
X
t+10
t
min
π0,j
−
π0,i
· πi,j
s.t. πi,j > 0
πi,j

j∈I t=0

and 0.9 ≤

X

i∈I

πi,j ≤ 1.0 ∀i ∈ I

(11)

j∈I

and πi,j ≤ πi,l

∀j, l, i ∈ I

with j < l ≤ i

and πi,j ≥ πi,l

∀j, l, i ∈ I

with j > l ≥ i.

We label this method Ross Unimodal. Figure 3 shows the transition state prices for Ross
Unimodal. By construction, the modes line the main diagonal, steeply falling off further
away from the main diagonal. However, higher values are again concentrated around the
current state. Results are robust to shifting the modes five index levels up or one index level
down in parallel to the main diagonal. Here we were guided by the fact that, across our
sample, the mode of the spot state prices is at most five index levels above and one index
level below the current state.
Transition State Prices (Unimodal), 17-Feb-2010
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Figure 3. Transition state prices, Ross Unimodal. We show the transition state prices as
identified by the Ross Unimodal method. All data are from February 17, 2010. States are expressed
in terms of moneyness.
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1.3.6

Recovery without using transition state prices: Ross Stable

The computation of transition state prices is a key challenge in the application of the
recovery theorem. Yet, the one row in the transition state price matrix Π associated with
the current state i = 0 offers a novel way out. For this current state, the transition state
prices ought to coincide with the spot state prices, which we readily obtain from option
prices. We use this insight to suggest an alternative recovery method that does not require
explicitly solving for the transition state prices.3 The trick is to use the eigenvalue problem
in Equation 5 and multiply both sides from the left with the transition state price matrix Π:
Π · Πz = Π · δz = δ(Πz) = δ 2 z.

(12)

Again, the row of Π2 associated with the current state i = 0 contains the spot state
prices, but now with a maturity of two transition periods. In this case, the discount factor
δ appears in the second power to account for the two periods. Iterating, we obtain the
following relation:
Πt z = δ t z with t = 1, ..., T,

(13)

where t determines how often we apply the transitions. For each t, we focus on the row
in Πt associated with the current state i = 0, where the t-period transition state prices
coincide with the t-period spot state prices. We collect all those current rows with different
maturities t, which results in the following system of equations (see Online Appendix OA.1.4
for details):
X

t
π0,j

j∈I


zj
= δt,
·
z0


t = 1, ..., T

(14)

We are worried that the system of equations is ill-conditioned and, thus, might violate
sensible economic constraints. Namely, we want to insure that the utility discount factor δ
and the resulting SDF are non-negative. Thus, we penalize deviations from Equation 14 and
include the two new constraints:

i
hmin
zj
,δ
z
0

T
X
X
t=1

j∈I

t
π0,j





zj
− δt
·
z0

!2


s.t.


zj
> 0, 1 > δ > 0.
z0

(15)

As we solve for the SDF with the least squares approach of Equation 15, the system of
Equations 14 does not hold exactly. As a result, the recovered physical spot probabilities do
not necessarily sum up to one, and so we normalize them.
3

See the independent derivation in Jensen et al. (2017).
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Full identification requires at least as many equations T for different maturities t as there
are number of states N . Using only N = 12 as in Ross Original results in a very coarse grid
and recovered physical probabilities which are incompatible with future realized returns, see
Chapter 1.6.1. Thus, we use N = 120 and T = 120 periods of one-tenth of a month each
and recover the SDF spanning one-tenth of a month. We make use of the property that the
structure of the SDF in Ross recovery for different maturities only varies by a factor, see
Online Appendix OA.1.4 for details:
mt0,j = δ t−1 · m0,j ,

(16)

where mt0,j is the spot SDF with a maturity of t transition periods and m0,j is the spot
SDF with a maturity of one transition period. We use Equation 16 to find the ten period
(i.e., one-month) SDF and use it to transform one-month spot state prices into one-month
physical probabilities. We label this method Ross Stable. Note that we cannot provide the
corresponding figures for the transition state prices and the transition physical probabilities
as we no longer compute them explicitly.
1.3.7

Competing Benchmark Methods: Power Utility

In addition to our methods based on Ross recovery (Ross Basic, Ross Bounded, Ross
Unimodal, and Ross Stable), we introduce two competing benchmark methods, which are not
related to Ross recovery, to obtain physical distributions. For one, we assume a representative
investor having a power utility with a risk aversion coefficient of three.4 Based on the power
utility SDF, we transform the spot state prices into physical probabilities. For comparability,
we use the same one-month spot state prices as in Ross Stable, which lie on a moneyness
grid defined on 120 points. We label this method Power Utility with γ = 3.
1.3.8

Competing Benchmark Methods: Historical Return Distribution

In addition, we use the empirical distribution of the past five years of monthly S&P 500
returns. It is irregularly spaced at the historical returns with probability 1/60 at each return.
We label this method Historical Return Distribution.

1.4

Testing the Recovered Physical Probabilities

Our hypothesis is then, for each method in turn:
H0: Future realized one-month S&P 500 returns (with distribution pτ ) are drawn from
the one-month physical distribution p̂τ , i.e. pτ = p̂τ .
We test our hypothesis first with density tests and then with mean and variance predictions. For details see Online Appendix OA.1.5.
4

Bliss and Panigirtzoglou (2004) find an optimal risk aversion factor of four in a power utility framework
for their sample (1983-2001). We repeat their analysis for our much longer sample (1986 to 2017) and find
an optimal risk aversion factor of three.
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1.4.1

Density tests: Methodology

Each month, we find the date τ which is 30 calendar days before the option expiration
date. We obtain the realized future return rτ (i.e., the return from date τ to the expiration
date) on the S&P 500 from Thomson Reuters Datastream. That return is one realization
drawn from the true physical distribution pτ . Our six methods give us the physical spot
distribution p̂τ and the corresponding cumulative distribution P̂τ for date τ .5 We then find
the percentile xτ of the cumulative distribution P̂τ that corresponds to the realized future
return rτ using
Z

1+rτ

p̂τ (v)dv,

xτ = P̂τ (1 + rτ ) =

(17)

−∞

and collect those percentiles xτ for all dates τ across moneyness levels 1 + r. Under our
null that future realized returns are indeed drawn from the physical distribution based on a
particular method (i.e., p̂τ = pτ ), the percentiles should be i.i.d. uniformly distributed. We
use four different tests to establish the uniformity of the percentiles xτ : The Berkowitz test,
two versions of the Knüppel test, and the Kolmogorov-Smirnov test.
Berkowitz test
The Berkowitz (2001) test jointly tests uniformity and the i.i.d. property of xτ . For this
test, the series xτ is transformed by applying the inverse standard normal cumulative density
function Φ to xτ :
zτ = Φ−1 (xτ ).

(18)

As zτ is distributed standard normally, we test the following AR(1) model:
zτ − µ = ρ(zτ −1 − µ) + τ ,

(19)

where the null requires µ = 0, Var(τ ) = 1, and ρ = 0. Berkowitz then applies the following
likelihood ratio test:
LR3 = −2(LL(0, 1, 0) − LL(µ̂, σ̂, ρ̂)),

(20)

where LL characterizes the log likelihood of Equation 19.
Knüppel test
√
The Knüppel (2015) test first scales the series xτ to yτ = 12 (xτ − 0.5). In order to test
5

Summing the physical probabilities p̂τ results in a discrete cumulative distribution which is made up of
piece-wise constant parts with jumps at the defined states. To construct a continuous cdf P̂τ , we interpolate
through a piece-wise linear function with breakpoints at the midpoints of those jumps. We use a left limit
at a return of -100% with value zero and a right limit at 200% with a value of one.
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xτ for standard uniformity, the series yτ is tested for scaled uniformity with zero mean and
unit variance. The test then compares the first S moments of the series yτ to the respective
theoretical moments in the following GMM-type procedure with test statistic αS :
αS = T · DS| Ω−1
S DS ,

(21)

P
where DS is a vector that consists of the differences between the sample moments T1 Tτ =1 yτs
and the theoretical moments µs for s = 1, ..., S. ΩS is a consistent covariance matrix estimator of all S moment differences. We follow Knüppel (2015) and set all elements of ΩS
which represent covariances between odd and even moment differences to zero and apply
the test by considering the first three moments (S=3) and the first four moments (S=4),
respectively. We account for serial correlation of xτ by estimating a Newey-West covariance
matrix with automated lag length as proposed by Andrews (1991).
Kolmogorov-Smirnov test
The Kolmogorov-Smirnov test looks at the maximum distance between the empirical cumulative distribution function Û , which is based on the percentiles xτ and computed as
in Kaplan and Meier (1958), and the uniform cumulative density function U . It uses the
following test statistic:
KS = sup |U (v) − Û (v)|.

(22)

v

In comparing the four tests, Bliss and Panigirtzoglou (2004) argue that the Berkowitz
test is superior to the Kolmogorov-Smirnov test in small samples with autocorrelated data.
While more powerful than the Kolmogorov-Smirnov test, the Berkowitz test uses only the
first two moments and ignores higher moments. The Knüppel (2015) test has the advantage
of testing for higher moments, can deal with autocorrelated data, and still has power even
in small samples.
In Online Appendix OA.1.6, we provide a power analysis for our four density tests. The
tests do not summarily reject too often, and tests differ in their statistical power. Rather than
picking among tests, we simply report all results below, which turn out to be qualitatively
similar.
1.4.2

Density tests: Results

Table 1 presents the density test results. All four versions of the recovery theorem (Ross Basic, Ross Bounded, Ross Unimodal, and Ross Stable) reject our null hypothesis (p-values less
than 5%) for all four tests. Future realized returns are not drawn from physical distributions
recovered via Ross (2015).
In contrast, our simple benchmark methods (Power Utility and Historical Return Distribution) are not rejected by any of our four tests (p-values higher than 8%). We are thus
facing a complete empirical failure of the recovery theorem, while our benchmark methods
cannot be rejected.
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Table 1. Density tests of the recovered physical probabilities. We present our results
when future realized returns are drawn from physical probabilities generated by one of our six
methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross Stable, Power Utility, and Historical
Return Distribution. For each method, we show the p-values from the Berkowitz, KolmogorovSmirnov, and Knüppel (using both 3 and 4 moments) tests for uniformity of the percentiles of
future realized returns under the method physical cumulative distribution.

H0: pτ = p̂τ

Berkowitz KolmogorovSmirnov

Recovery Method
Ross Basic
πi,j > 0
Ross Bounded
πi,j > 0, rowsums ∈ [0.9, 1]

Knüppel

Knüppel

3 moments 4 moments

p-value

p-value

p-value

p-value

0.001

0.020

0.000

0.000

0.000

0.049

0.012

0.000

0.000

0.044

0.000

0.000

0.002

0.045

0.028

0.002

0.155

0.530

0.594

0.088

0.763

0.663

0.939

0.832

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
No transition state prices
Power Utility
with γ = 3
Historical Return
Distribution

To understand our results, we take a closer look at the probabilities in Figure 4. The
black lines show the spot state prices, which are derived from the option prices and are
virtually the same in all six panels but for small differences in the number of states (Panels
A-C use 111 states, Panels D-F 120). The risk-neutral distributions, differing by only a
small interest rate adjustment, would also look just the same. The gray dashed lines show
the physical probabilities.
We start with the Historical Returns Distribution in Panel F, for which we cannot reject
our null that future realized returns were drawn from the physical distribution of the past 60
monthly returns. The physical distribution has been kernel-smoothed (MATLAB ksdensity
with default bandwidth) onto the same state space as Power Utility and Ross Stable (N =
120) and normalized. The physical distribution is more peaked around at-the-money than
the spot state prices and still shows some waviness due to the original data.
25

Panel A: Basic

Panel B: Bounded
0.12

State Prices / Pdf

State Prices / Pdf

0.12

0.08

0.04

0.8

0.9

1

1.1

0.8

0.9

1

Moneyness

Panel C: Unimodal

Panel D: Stable

1.1

0.12

State Prices / Pdf

State Prices / Pdf

0.04

Moneyness
0.12
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1
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Panel E: Power Utility

Panel F: Historical Return Distribution
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Figure 4. State prices and recovered physical probabilities. We depict spot state prices
(black lines), transition state prices (light gray lines), and physical probabilities (gray dashed lines)
on February 17, 2010. Our methods are Ross Basic in Panel A, Ross Bounded in Panel B, Ross
Unimodal in Panel C, Ross Stable in Panel D, Power Utility with γ = 3 in Panel E, and the
kernel-smoothed Historical Return Distribution in Panel F.
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The Power Utility method in Panel E changes the spot state prices into physical probabilities using a power SDF with γ = 3, for which we cannot reject our hypothesis that future
realized returns are drawn from it. Again, the physical distribution is more peaked around
at-the-money than the spot state prices and somewhat lower than the spot state prices for
moneyness levels below one. Such a shift implies a positive market-risk premium and thus
makes much economic sense. The realized market risk-premium during our sample from
April 1986 to December 2017 is 6.65% per year.
We now turn to the recovery methods (Panels A-C) that have an additional light gray
line for the transition state prices. This is because the methods allow for the transition state
prices to differ from the spot state prices, thus incorporating a pricing error for the option
prices. Yet, Ross Basic in Panel A does not use this possibility, which is why the spot and
transition state prices plot on top of each other. The reason can be found in the lack of
economic constraints on the transition state prices (other than positivity), which then allows
the optimization to closely follow the spot state prices. As a result, Ross Basic exhibits
implausible fluctuations for the transition state prices and rowsums, which imply extremely
large negative or positive monthly risk-free rates, ranging from -98% to 576% on a typical
sample day (February 17, 2010). The physical distribution is somewhat right-shifted but
insufficiently so, as we reject our hypothesis for Ross Basic as well as for all other methods.
Adding economic constraints on the rowsums in Ross Bounded (Panel B) leads to a very
slight separation of the transition state prices from the spot state prices. Further adding the
economic constraint of unimodality in Ross Unimodal (Panel C), the separation becomes
somewhat stronger. We quantify this mispricing below in Chapter 1.5.2. Also, the physical
probabilities are almost identical to the transition state prices in both cases. As a result, the
physical distributions end up being too close to the spot state prices, and we reject our main
hypothesis that the recovered distribution is compatible with the future realized returns.
Finally, in Ross Stable, we do not explicitly compute transition state prices. The physical
probabilities are again very close to the spot state prices, and we also reject our hypothesis.
Summing up, all recovery methods, as opposed to our benchmark methods, are incompatible with future realized S&P 500 returns. Ross Basic suggests extreme fluctuations in
the transition state prices and risk-free rates in different states. The other recovery methods
cannot generate a sufficiently high risk premium as the recovered physical distributions stay
too close to the spot state prices. This implies SDFs that are too flat and almost risk-neutral.
1.4.3

Mean predictions: Methodology

Our null that the distribution of future realized returns is the same as the physical
distribution based on each of our six methods implies that the one-month mean µτ of the
physical distribution at date τ should predict the one-month future realized return rτ . We
collect both time series and run the following regression:
rτ = a + bµτ + τ

(23)

Our null implies that the intercept a = 0 and that the slope b = 1. So we test three
different models. In the Intercept model, we fix the slope at b = 1 and test for the intercept
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being a = 0. In the Slope model, we fix the intercept at a = 0 and test for the slope being
b = 1. In the Joint model, we test for the intercept being a = 0 and, at the same time, the
slope being b = 1.
1.4.4

Mean predictions: Results

Table 2 presents the mean prediction results for all recovery methods.
Table 2. Mean predictions. We test if future realized returns rτ can be predicted by recovered
means µτ generated by one of our six methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross
Stable, Power Utility, and Historical Return Distribution. For each method, we show the p-values
and estimated coefficients for three different regression models.

Intercept

Slope

Joint

Model

Model

Model

Set b = 1

Set a = 0

Test a = 0

Test a = 0

Test b = 1

and b = 1

Intercept

Slope

Intercept / Slope

(p-value)

(p-value)

(p-value)

Ross Basic

-0.001

0.075

0.008 / 0.035

πi,j > 0

(0.652)

(0.000)

(0.000)

Ross Bounded

0.008

0.069

0.009 / -0.185

πi,j > 0, rowsums ∈ [0.9, 1]

(0.001)

(0.055)

(0.000)

0.008

0.106

0.009 / -0.080

(0.001)

(0.022)

(0.000)

Ross Stable

0.007

0.198

0.010 / -0.940

No transition state prices

(0.002)

(0.219)

(0.000)

Power Utility

-0.002

0.393

0.009 / -0.067

with γ = 3

(0.432)

(0.000)

(0.000)

Historical Return

0.001

0.668

0.009 / -0.077

Distribution

(0.788)

(0.156)

(0.022)

rτ = a + bµτ + τ

Recovery Method

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]

For the Intercept model (fixing the slope at b = 1), we cannot reject a zero intercept
for Ross Basic, Power Utility, and the Historical Return Distribution (p-values above 0.43).
For Ross Bounded, Ross Unimodal, and Ross Stable, intercepts are all significantly different
from zero (p-values below 0.002), which indicates that those means are significantly lower
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than average returns. This finding supports our above insight that those three methods
imply an almost flat SDF and thus do not generate much of a risk premium.
For the Slope model (fixing the intercept at a = 0), we cannot reject a unit slope for Ross
Bounded, Ross Stable, and the Historical Return Distribution. Yet we note that the point
estimates are far away from one for Ross Bounded (b=0.067) and Ross Stable (b=0.158).
The slope for the Historical Return Distribution (b=0.668) is much more reasonable in
comparison. For Ross Basic, Ross Unimodal, and Power Utility, the slopes are significantly
different from one (p-values below 0.022).
The Joint model is rejected for all methods. We conclude that all methods poorly predict
mean returns, with the Historical Return Distribution performing best as we cannot reject
the Intercept and the Slope models separately, even though we have to reject the Joint model.
1.4.5

Variance predictions: Methodology

Our null further implies that the one-month variance στ2 of the physical distribution at
date τ should predict the one-month future realized variance RVτ , which we compute as the
sample variance of all future daily returns in the month following date τ multiplied by the
number of days in that month. We collect both time series and run the following regression:
RVτ = a + bστ2 + τ

(24)

As with the mean predictions, our null implies that the intercept a = 0 and that the
slope b = 1. So we test three different models. In the Intercept model, we fix the slope at
b = 1 and test for the intercept being a = 0. In the Slope model, we fix the intercept at
a = 0 and test for the slope being b = 1. In the Joint model, we test for the intercept being
a = 0 and, at the same time, the slope being b = 1.
1.4.6

Variance predictions: Results

Table 3 presents the variance prediction results for all recovery methods. For the Intercept
model (fixing the slope at b = 1), we cannot reject a zero intercept for Power Utility (p-value
0.524). For all the other methods, intercepts are significantly different from zero (p-values
below 0.010), which is due to most method variances being significantly higher than realized
variances (except for the Historical Return Distribution, where they are significantly lower).
For the Slope model (fixing the intercept at a = 0), we cannot reject a unit slope for
Power Utility and the Historical Return Distribution. For all Ross recovery methods, the
slopes are significantly different from one (p-values of 0.000).
The Joint model is again rejected for all methods. We conclude that all methods have a
hard time predicting variances, with Power Utility performing best as we cannot reject the
Intercept and the Slope models separately, even though we have to reject the Joint model.
The Historical Return Distribution cannot be rejected for the Slope model.
We conclude from our density tests as well as our mean and variance predictions that Ross
recovery does not work, not in its basic form (Ross Basic), nor in the economically constrained
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forms (Ross Bounded, Ross Unimodal, and Ross Stable). Our benchmark methods (Power
Utility and Historical Return Distribution) perform much better as they tend not to reject
our null in our various tests.
Table 3. Variance predictions. We test if future realized variances RVτ can be predicted
by recovered variances στ2 generated by one of our six methods: Ross Basic, Ross Bounded, Ross
Unimodal, Ross Stable, Power Utility, and Historical Return Distribution. For each method, we
show the p-values and estimated coefficients for three different regression models.

Intercept

Slope

Joint

Model

Model

Model

Set b = 1

Set a = 0

Test a = 0

Test a = 0

Test b = 1

and b = 1

Intercept

Slope

Intercept / Slope

(p-value)

(p-value)

(p-value)

Ross Basic

-0.005

0.118

0.002 / 0.067

πi,j > 0

(0.000)

(0.000)

(0.000)

Ross Bounded

-0.007

0.326

-0.002 / 0.436

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.000)

(0.000)

-0.008

0.304

-0.002 / 0.401

(0.000)

(0.000)

(0.000)

Ross Stable

-0.001

0.871

0.000 / 0.915

No transition state prices

(0.000)

(0.000)

(0.000)

Power Utility

0.000

1.058

-0.001 / 1.150

with γ = 3

(0.524)

(0.180)

(0.037)

Historical Return

0.001

1.124

0.002 / 0.252

Distribution

(0.010)

(0.261)

(0.001)

RVτ = a + bστ2 + τ

Recovery Method

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]

1.5

Reasons for Failure

We now investigate why the recovery theorem empirically fails by looking at SDFs, the
time-homogeneity of transition state prices, and simulated economies.
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1.5.1

Recovered Stochastic Discount Factors

Based on a theoretical risk averse representative investor, we expect SDFs to be positive
and monotonically decreasing. However, Jackwerth (2004), Ait-Sahalia and Lo (2000), and
Rosenberg and Engle (2002) find the empirical SDF to be locally increasing, the so-called
pricing kernel puzzle. Yet how do the SDFs of our six methods in Figure 5 line up with the
above suggestions? The black line shows the implied SDF for each method, measured as
spot state prices divided by the physical probabilities.
We start with Power Utility in Panel E, as the SDF is, by construction, monotonically
decreasing and well-grounded theoretically. From our main results, we already know that
this SDF translates the spot state prices into physical probabilities that are compatible with
future realized returns. The SDF for Ross Basic in Panel A looks somewhat similar. It is
not very smooth yet decreasing for moneyness levels larger than one. As a result, the shift
from state prices to physical probabilities is insufficient in that we reject our hypothesis that
future realized returns are drawn from the recovered physical distribution. Here, we also
depict as a gray line the method SDF, measured as transition state prices for the current
state divided by the recovered physical probabilities. Any difference in the two SDFs is due
to the optimization failing to exactly match the spot state prices (and thus the observed
option prices). For Ross Basic, this is not an issue as the optimization is free to fit option
prices as long as the transition state prices are positive. We learned that this freedom comes
at the cost of extreme rowsums, which in turn lead to extreme monthly risk-free rates.
Once we implement reasonable economic constraints in Ross Bounded and Ross Unimodal
(Panels B and C), the implied SDFs become even more wavy overall and flatter for center
moneyness levels of about 0.9 to 1.1. The physical probabilities remain closer to the spot
state prices and are no longer compatible with future realized returns. Interestingly, now the
implied and method SDFs pull apart, indicating that the optimization struggles to match the
spot state prices as the transition state prices now need to satisfy our economic constraints.
The method SDF (the part driven by the recovery theorem and not due to the fit of option
prices) is now virtually flat.
We also find a flat implied SDF for Ross Stable in Panel D.6 Yet that flatness stems
partially from the numerical implementation. We first recover the SDF with maturity of 0.1
months to allow a larger number of 120 states (instead of only twelve), and then convert
the 0.1-month SDF into a one-month SDF by the multiplicative adjustment of Equation 16.
The negligible curvature of the 0.1-month SDF then directly translates into an almost flat
one-month SDF, which again implies that we recover physical probabilities that are close to
the spot state prices.
Last, the implied SDF for the Historical Return Distribution in Panel F is rather irregular
on this particular day, even after we smooth the historical distribution through a kernel
density. Yet in general and across our whole sample, we cannot reject our main hypothesis,
and the implied SDFs manage to translate spot state prices into generally right-shifted
physical probabilities.
6

The method SDF does not exist as we never explicitly compute the transition state prices.
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Figure 5. Stochastic discount factors. We present SDFs for six different methods on February
17, 2010. Black lines depict implied SDFs, measured as spot state prices divided by physical
probabilities, while gray lines depict method SDFs measured as transition state prices for the
current state divided by physical probabilities. Panel A shows the SDFs for Ross Basic, Panel
B for Ross Bounded, Panel C for Ross Unimodal, Panel D for Ross Stable, Panel E for Power
Utility with γ = 3, and Panel F for Historical Return Distribution. Only the implied SDF exists
for methods D-F.
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We conclude that the major problems with Ross Basic are the extreme fluctuations of
transition state prices and the risk-free rates associated with the different states. Empirically,
those risk-free rates are highly correlated with the SDF (0.68 on average); see also Audrino
et al. (2015). Ross Basic does not restrict the risk-free rates, and the resulting SDFs turn out
to be quite wavy functions of moneyness. The major problem with the other Ross recovery
methods is their inability to generate sufficiently sloped SDFs due to additional economic
constraints. All Ross recovery methods produce SDFs, which are incompatible with future
realized returns. The benchmark methods fare better, and their physical probabilities are
compatible with future realized returns. Power Utility generates a perfectly downward sloping SDF, while the Historical Return Distribution SDF exhibits locally increasing segments.
1.5.2

Time-Homogeneity of Transition State Prices and Option Pricing Errors

We learned above that the Ross recovery methods (except for Ross Stable) allow for some
discrepancy between the current transition state prices and the spot state prices observed
in the option market. How large is that discrepancy? As a measure, we compare one-month
observed implied volatilities σ obs with one-month method implied volatilities σ̂.7 For each
date τ , we compute the root-mean-squared error between the two implied volatilities for all
observed options. Our final measure M RM SE is the time series average of all the RM SEτ .
Table 4 shows the one-month M RM SE for Ross Basic, Ross Bounded, and Ross Unimodal in column 2. We can compare those values to the one-month M RM SE of 0.005 of
Ross Stable and Power Utility in column 3. These two methods exclusively use spot state
prices and, thus, the M RM SE measures the fit of the spot state prices based on observed
option prices. As 0.005 is very small compared to a typical implied volatility of about 0.170,
we fit the observed option prices very well with our smooth interpolation technique. Note
that the Historical Return Distribution does not use state prices at all and cannot be used
to price options.
Among the transition state price versions, Ross Basic has only a slightly higher M RM SE
of 0.006. As we require only positivity of the transition state prices, the optimization can
freely choose transition state prices to match the spot state prices. This results in a good fit
of one-month spot state prices but comes at the price of implying extreme monthly statedependent risk-free rates.
For the other two transition state price methods (Ross Bounded and Ross Unimodal),
we find more than 20 times higher M RM SEs, 0.124 and 0.134. The transition state prices

7

For the method implied volatilities, we first compute method call option pricesRĈ with the corresponding
∞
transition state prices π̂ for the current state using numerical integration: Ĉ(K) = 0 π̂(S)·max(S−K, 0)dS.
We then transform method call option prices into method implied volatilities σ̂.
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Table 4. Accuracy of Transition State Prices. We present a measure for how closely the
observed option prices are fitted by each of the five methods: Ross Basic, Ross Bounded, Ross
Unimodal, Ross Stable, and Power Utility with γ=3. Our measure is the time series average of
the root-mean-squared errors of method versus observed implied volatilities, M RM SE. Columns 2
and 3 present the M RM SE for a one-month maturity, where method implied volatilities are based
on either transition state prices or spot state prices. Columns 4 and 5 present the M RM SE for a
twelve-month maturity, where method implied volatilities are based on either conflated transition
state prices or spot state prices.

Recovery Method

Ross Basic
πi,j > 0

One-month

One-month

12-month

12-month

transition

spot

transition

spot

state prices

state prices

state prices

state prices

MRMSE

MRMSE

MRMSE

MRMSE

0.006

0.050

0.124

0.052

0.134

0.065

Ross Bounded
πi,j > 0,
rowsums ∈ [0.9, 1]
Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
No transition state prices
Power Utility
with γ = 3
Historical Return
Distribution

n/a

0.005

0.003

0.005

0.003

n/a

n/a

n/a

for those methods are almost useless for pricing, as the M RM SE is of the same magnitude
as the implied volatility of about 0.17 itself. Adding even mild economic constraints removes
many degrees of freedom in the allocation of transition state prices. Therefore, choices for
the transition state prices for the current state are more limited, increasing the M RM SE.
We further want to investigate how the assumption of time-homogeneous transition state
prices influences our empirical results. Given time-homogeneity, we may multiply the onemonth-maturity transition state price matrix Π t-times with itself to again generate transition
state prices (and thus also spot state prices) with a maturity of t months. Empirically, we
are concerned that the longer-dated transition state prices will not fit the option prices well.
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For the recovery methods using transition prices (Ross Basic, Ross Bounded, and Ross
Unimodal) and on every date τ , we conflate the transition state price matrix Π twelve times
with itself to extract one-year spot state prices. Similarly to the one-month horizon, we compute the root-mean-squared differences of method and observed option implied volatilities.
Last, we take the time series mean of the RM SEs over all dates with available twelve-month
maturity option data to arrive at the twelve-month M RM SE. We report the results in column 4 of Table 4. For the methods using the spot state prices directly (Ross Stable and
Power Utility), we proceed analogously but use the twelve-month spot state prices instead
of the transition state prices. We report those results in column 5 of Table 4.
We find the lowest twelve-month M RSM E with 0.003 for Ross Stable and Power Utility,
which is even lower than the one-month M RM SE of those methods (0.005). The reason is
that the longer-dated distributions cover a greater range of states and thus approximate the
observed spot prices better. The twelve-month M RM SE (0.052 and 0.065) for Ross Bounded
and for Ross Unimodal are again up to 20 times the value of 0.003. Most interestingly, while
the transition state prices for Ross Basic were able to approximate one-month option prices
quite well, the conflated 12-month transition state prices imply a large M RM SE of 0.050.
We conclude that Ross Basic, Ross Bounded, and Ross Unimodal fail to produce transition spot state prices that approximate option prices well. Only Ross Basic prices the
one-month options reasonably well but at the cost of implausibly shaped transition state
prices and extreme risk-free interest rates.
1.5.3

Insights from Simulated Economies

We are concerned that small data errors in the option prices might cause the recovery theorem
to fail. To check, we simulate economies, where a particular recovery method holds true,
and generate future realized returns by drawing from the recovered physical distribution. In
that case and with a 5% significance level for our statistical tests, we should have a 95%
non-rejection rate (i.e., future returns are compatible with the simulated recovery method)
and a 5% rejection rate.
Next, we perturb the option prices; for details see Online Appendix OA.1.7. Such perturbation will increase the rejection rates as the perturbed recovery methods generate physical
distributions, which will deviate from the true physical distribution, from which we drew the
future realized returns.
Without any perturbation, the rejection rates are all very close to the theoretical value of
5%. Beyond that, we find that only Ross Basic turns out to be very sensitive to perturbations
of up to two times the mean bid-ask spread. For Ross Bounded, Ross Unimodal, Ross
Stable, and Power Utility, rejection rates stay below 7% for perturbations of up to the mean
bid-ask spread and only increase for even larger perturbations. Thus, the failure of Ross
Basic could also be driven by its sensitivity with respect to small data errors in the option
implied volatilities. Adding economic constraints results in methods which are less sensitive
to perturbations.
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1.6

Robustness

To demonstrate the stability of our results, we implement two types of robustness checks.
First, we investigate if variations of the state space influence our empirical results. Second,
we repeat our study but now exclude the Early 1990s Recession, the Early 2000s Recession,
and the Great Recession from our original sample. Tables for all our robustness results are
in the Online Appendix OA.1.8.
1.6.1

Variations of the State Space

The recovery theorem works on a finite state space and we are concerned that our choices
for the states might drive the results, Tran and Xia (2015). This is not the case when we
use (i) log returns instead of straight returns or (ii) a 20% coarser state space than our usual
fine state spaces with N = 111 (120 for Ross Stable and Power Utility). If we (iii) use the
non-overlapping state space with N = 12 from Ross Original, then we reject all Ross recovery
methods and also Power Utility. The fit to the option prices deteriorates markedly in the
process. Note that the Historical Return Distribution is always unaffected by the choice of
the state space, and we thus always maintain our result that we cannot reject the Historical
Return Distribution.
Log returns
We now define our state-space in log-returns and construct our volatility surface by linearly
interpolating the log-moneyness of the fine implied volatility surface. In our density tests,
we still reject our hypothesis that future realized returns are compatible with the recovered
physical distributions for all Ross recovery methods at the 5% level. For Power Utility, we
find lower p-values compared to the main results, but we still cannot reject our hypothesis at
the 5% level for three out of our four tests. Our moment predictions hardly change except
that Ross Basic now predicts means worse than before, while Power Utility predicts means
slightly better and variances slightly worse.
Reducing the state-space by 20%
Next, we reduce the overlapping fine state space by 20%. We thus reduce the state space to
eight (instead of ten) maturity steps per month and end up with 89 (instead of 111) states
for Ross Basic, Ross Bounded, and Ross Unimodal and 96 (instead of 120) states for Ross
Stable and Power Utility. Again, the Ross recovery methods are strongly rejected at the 5%
level, while our benchmark methods are not. Our moment predictions hardly change at all.
Using a non-overlapping state space with twelve states: Ross Original
Finally, we use a very coarse non-overlapping state space with just twelve states per month,
just as in the original work of Ross (2015). For Ross Basic, Ross Bounded, and Ross Unimodal, we now use a twelve by twelve transition state price matrix. For Ross Stable, we
solve Equation 15 to recover a one-month SDF on a twelve state moneyness grid. For both
the density tests and for the moment predictions, we reject all four Ross recovery methods
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and also Power Utility with p-values close to zero. Only the results for the Historical Return
Distribution are unaffected, as it does not rely on the changed state space.
So far, we chose our twelve states equidistant, which leads to many zeros for the short
maturity spot state prices. Using twelve non-equidistant states (see Online Appendix OA.1.9
for details) leads to a better approximation of the shorter maturity spot state prices and
a worse approximation of the longer maturity spot state prices. However, results are as
disappointing as for the equidistant state space.
1.6.2

Removing Recession Periods

Our main sample consists of 380 monthly dates from April 1987 to December 2017. During
this time, we encounter three recession periods: The Early 1990s Recession (July 1990 until
March 1991), the Early 2000s Recession (March 2001 until November 2001), and the Great
Recession (December 2007 until June 2009).8 We want to insure that our results are not
driven by these recession periods and consider the reduced sample with only 343 dates.
Our density tests do not change much. Also, the moment predictions hardly change for
the Ross recovery methods. Yet for Power Utility and the Historical Return Distribution,
removing recession periods leads to much better mean and worse variance predictions.

1.7

Conclusion

We implement and test several recovery methods in the framework of Ross (2015). We
further present a variant of Ross recovery without explicitly estimating the transition state
prices, which are numerically hard to determine. Using density tests, we find that future
realized S&P 500 returns are incompatible with the recovered physical probabilities. On
the other hand, two simple benchmark methods work much better. For one, we employ
the empirical distribution of non-overlapping monthly S&P 500 returns during the past five
years. Alternatively, we use the SDF of a power utility function with risk aversion parameter
γ = 3. Neither simple benchmark method can be rejected in the data. We confirm our results
when we use moment predictions instead of density tests. Our results are robust to variations
in the state space and the sample.
We further analyze why the recovery theorem fails. We find that the most basic method,
requiring minimal assumptions, delivers unstable transition state prices. Backed by a simulation study, we argue that it is very sensitive to small variations in the option prices to
which the method is fitted. Further, the extreme risk-free rates implied by this basic method
are economically implausible.
Alternative implementations of Ross recovery with mild economic constraints are much
more stable than the basic method but are not able to generate SDFs that are sufficiently far
away from risk-neutrality to being compatible with future realized index returns. Further,
the assumption of time-homogeneity of the transition state prices leads to poorly fitted option
prices for all Ross recovery methods that explicitly estimate transition state prices.
8

See e.g.: https://fred.stlouisfed.org/series/VIXCLS
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Online Appendix OA.1 for: ”Does the Ross Recovery
Theorem Work Empirically?”

OA.1.1

The Ross Recovery Theorem With Two States

In our main paper, we highlighted that in the Ross recovery setting, the physical transition
probabilities pi,j of moving from state i to state j have the form:
pi,j =

1 πi,j · u0i
πi,j
= ·
.
mi,j
δ
u0j

(25)

We now illustrate the recovery theorem in a simple example with two states, state 0 and
state 1. For either of the two initial states, the physical transition probabilities have to sum
up to one:
p0,0 + p0,1 = 1

⇔

1
u0
1
u0
· π0,0 · 00 + · π0,1 · 00 = 1,
δ
u0
δ
u1
(26)

p1,0 + p1,1 = 1

⇔

1
· π1,0 ·
δ

u01
u00

+

1
· π1,1 ·
δ

u01
u01

= 1.

We can rewrite this system of equations in matrix form and obtain the following eigenvalue problem:
π0,0 π0,1
π1,0 π1,1

!
·

z0
z1

!
=δ·

z0
z1

!
where

z0 =

1
u00

and

z1 =

1
.
u01

(27)

Solving this eigenvalue problem for the largest positive eigenvalue δ gives us the values
for u00 , u01 , and δ, which we can insert in Equation 25 to obtain the physical probabilities.
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OA.1.2

Data

We obtain end-of-day option data on the S&P 500 index from the Berkeley Options Database
(prior to 1996) and OptionMetrics (after 1995). We use the midpoints of bid and ask option
quotes as our option prices. Consistent with the literature, we use only out-of-the-money
put- and call options with positive trading volume and eliminate all options that violate no
arbitrage constraints. We find the average implied dividend yield from put-call parity pairs
for a given maturity where the risk free rate is given by the interpolated zero-curve from
OptionMetrics or the Berkeley Options Database. We consider monthly dates τ , which we
find by going 30 calendar days back in time from the expiration date.
On October 21, 1987 there are no option prices available for options expiring 30 calendar
days later on November 20, 1997, and so we use October 22, 1997 as the corresponding sample
date. In all of September, 1992 there are no option prices available for options expiring in
October, 1992. We end up with 380 dates. Our sample period, as well as our option data,
ranges from April 1986 to December 2017.
For the historical return distribution, we further obtain end-of-day S&P 500 index levels
from Datastream. We compute monthly S&P 500 returns from April 1981 to December
2017, which includes a five year period prior to April 1986.
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OA.1.3

Obtaining the Implied Volatility Surface

To generate a smooth implied volatility surface, we apply an extension of the fast and stable
method of Jackwerth (2004), which finds smooth implied volatilities σi on a fine grid of states
i for a fixed maturity. The fast and stable method minimizes the sum of squared second
derivatives of implied volatilities (insuring smoothness of the volatility smile) plus the sum
of squared differences between model and observed implied volatilities (insuring the fit to
the option data) using a trade-off parameter λ.
We extend the method to volatility surfaces by adding a maturity dimension to the S&P
500 level dimension. Again, we minimize the sum of squared local total second implied
00
(insuring smoothness of the volatility surface and not only of the
volatility derivatives σi,t
volatility smile) plus the sum of squared deviations of the model from the observed implied
volatilities (insuring the fit of the surface) by using the trade-off parameter λ. We weight the
00 2
) with maturity t to compensate for the stronger curvature
squared second derivatives (σi,t
of the short-term volatility smile. The optimization problem is:
min
σi,t

T
1 X X 00 2
·
(σ ) · t
T N t=1 i∈I i,t

+

λ·

L
2
1 X
obs
σi(l),t(l) − σi(l),t(l)
·
L l=1

(28)

s.t. σi,t ≥ 0,
00
where σi,t
is the local second derivative (to be defined momentarily) and where t compensates
obs
for the higher curvature at shorter maturities. σi(l),t(l)
is the l − th observed implied volatility
00
of implied
with a total number of L observations. We define the local second derivatives σi,t
volatilities as:
00
σi,t
=

σi+1,t − 2σi,t + σi−1,t σi,t+1 − 2σi,t + σi,t−1
+
(∆i )2
(∆t )2
σi+1,t+1 − σi+1,t−1 − σi−1,t+1 + σi−1,t−1
+
,
(4∆i ∆t )

(29)

where the first and second terms are approximations of the partial second derivative with
respect to moneyness and maturity. The third term approximates the cross derivative. We
00
evaluate the local second derivatives σi,t
on a fine equidistant grid at time t and moneyness
f ine
f ine
indexed by i ∈ I, where I = {−Nlow , ..., 0, ..., Nhigh
} with N states. We impose the following
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boundary conditions for all i and t:
σi,0 = σi,1 ,
and

σi,T +1 = σi,T

f ine
σi−1,t = σi,t , for i = −Nlow
,

and

f ine
σi−1,T +1 = σi,T , for i = −Nlow
,

and

f ine
σi−1,0 = σi,1 , for i = −Nlow
,

f ine
σi+1,t = σi,t , for i = Nhigh
f ine
σi+1,0 = σi,1 , for i = Nhigh

(30)

f ine
σi+1,T +1 = σi,T for i = Nhigh
.

We then solve Equation 28 to obtain the implied volatility surface on the fine grid.
We start with a high trade-off parameter λ and iteratively increase the smoothness of the
volatility surface by reducing λ, thus reducing the fit of observed implied volatility, until we
obtain a smooth and positive state price surface.
To obtain state prices on the coarser grid suitable for the recovery theorem, we linearly
interpolate the fine implied volatility surface. The number of fine states N varies between 227
for earlier sample days and 2579 for later sample days. The number of coarse states is either
111 (Ross Basic, Ross Bounded, Ross Unimodal) or 120 (Ross Stable, Power Utility) with
two states of padding for taking derivatives in the next step. From the implied volatilities on
that coarser grid, we compute call option prices and, at each maturity t, apply the Breeden
and Litzenberger (1978) approach to find the spot state prices on the coarser grid. Namely,
for each maturity t, we take the numerical second derivative of the call prices to obtain spot
state prices, where we lose the lowest and highest index levels due to the numerical second
derivative. The spot state prices will then be exactly on the desired coarser grid.
We depict the results of our implementation for a typical day in our sample, February
17, 2010. Figure 6, Panel A, shows the interpolated smoothed implied volatility surface on
the coarser state space suitable for the recovery theorem. We note that the volatility surface
is smooth yet passes through the observed implied volatilities (black squares). The volatility
smile is clearly visible for short maturities and flattens out at longer maturities. Panel B
shows the related spot state price surface, which also turns out to be smooth. Spot state
prices tend to be high around the current state (moneyness of one) and are more spread out
at longer maturities.
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Panel A: Implied Volatility Surface, 17-Feb-2010
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Panel B: Spot State Price Surface, 17-Feb-2010
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Figure 6. Implied volatility and spot state price surfaces. We show the interpolated
implied volatility surface and the observed implied volatilities (as black dots) in Panel A. We show
the related spot state price surface in Panel B. Based on data from February 17, 2010, we depict
these surfaces for S&P 500 index options across maturities and moneyness levels.
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OA.1.4

Recovery Without Using Transition State Prices

Starting with the eigenvalue problem in Ross (2015), we can multiply both sides from the
left with the transition state price matrix Π:
Π · Πz = Π · δz = δ(Πz) = δ 2 z.

(31)

Iterating, we obtain the following relation:

Πt z = δ t z with t = 1, ..., T,

(32)

We continue with Equation 32 and show how it can be used to achieve recovery without
explicitly deriving transition state prices. We restate the equation in greater detail:
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(33)

t
is the transition state price of moving from state i to state j over t transition
where πi,j
periods. Note that the current row in Πt (indexed by i = 0) represents the transition state
prices with maturity equal to t transition periods:





t
t
t
π0,−N
π0,−N
· · · π0,N
low
low +1
high −1


z−Nlow
 . 
 . 
  . 


t
·  z0  = δ t · z0 .
π0,N
high
 . 
 . 
 . 
zNhigh

(34)

After dividing both sides by z0 , we use Equation 34 for every t = 1, ..., T and stack the
resulting equations to obtain the following system of equations:
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z0

To solve this system of equations, we note that all transition state prices (starting at the
current state but with different maturities) can be replaced by the spot state prices of the
same maturity, which can be directly obtained
from the spot
 state price surface. The new

zj
system of equations has N unknowns z0 with j ∈ I and δ and as many equations.9 As
δ is the utility discount factor, we require it to be larger than zero and smaller than one.
z
We force the ratios z0j to be non-negative, as these ratios are directly linked to the SDF.
Then, we solve the system of equations by means of least squares. Solving Equation 32, the
t-period SDF for state j can be found as:
mt0,j = δ t

z0
,
zj

j ∈ I.

(36)

The SDFs for different maturities of t transition periods thus only differ from the fraction
by a factor involving the discount factor δ and t. We can use this property and link SDFs
with different maturities in the following way:
z0
zj

mt0,j = δ t

z0
z0
= δ t−1 δ = δ t−1 m0,j ,
zj
zj

j ∈ I,

(37)

where m0,j represents the SDF value for state j with a maturity of one transition period.
OA.1.5

A Stepwise Illustration of our Testing Procedure

On each sample date τ , we do the following:
Step 1: Generate an implied volatility surface from option prices
9

Note that I has N elements, but there are only N − 1 fractions as
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z0
z0

= 1.

• Exclude options that violate no-arbitrage conditions
• Exclude options with maturity t of less than one month or more than one year
• Find the dividend yield for each maturity as the average option-implied dividend yields
from put-call parity pairs
• Remove in-the-money options and transform remaining option prices into (observed)
option-implied volatilities σi(l),t(l) with states i(l) and maturities t(l) for observations
l = 1, ..., L using the Black-Scholes formula. For the transformation, use the above
option-implied dividend yields and the interpolated zero curve from OptionMetrics as
the risk-free rate
• Discretize option strike prices with a step size of $1.25 and set low and high state
bounds such that all positive spot state prices occur in the interior of the state set.
The number of auxiliary states N varies between 227 for earlier sample days and 2579
for later sample days
• Apply Equation 28 (with the conditions of Equations 29 and 30 in place) to obtain
a fine auxiliary volatility surface σi,t . That auxiliary surface is defined on N states
(ranging from 227 to 2579 depending on the sample date) and on T = 120 maturity
steps (10 maturity steps each month)
• Interpolate the fine volatility surface to obtain a volatility surface on a coarse grid
suitable for a given recovery method:
For Ross Basic, Ross Bounded, and Ross Unimodal:
Equidistantly select 113 states where the current state (moneyness=1) is included. The
coarse volatility surface is then defined on N = 113 states and on T = 120 maturities
(10 maturity steps each month). The maturity discretization is the same as for the
fine auxiliary grid
For Ross Stable and Power Utility:
Equidistantly select 122 states where the current state (moneyness=1) is included.
That coarse volatility surface is then defined on N = 122 states and on T = 120 maturities (10 maturity steps each month). The maturity discretization is the same as for
the fine auxiliary grid
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Step 2: Generate spot state price surfaces
• Transform the coarse implied volatility surfaces into call option price surfaces using
the Black-Scholes formula
• Transform call option price surfaces into spot state price surfaces by applying the
approach of Breeden and Litzenberger (1978) for each maturity. Taking numerical
second derivatives in the moneyness dimension leads to the first and last state being
dropped in that dimension
• The spot state price surfaces are defined on N = 111 states and on T = 120 maturities
for Ross Basic, Ross Bounded, and Ross Unimodal and on N = 120 states and on
T = 120 maturities for Ross Stable and Power Utility
Step 3: Extract transition state prices from spot state prices
Only for Ross Basic, Ross Bounded, and Ross Unimodal:
• Use the spot state price surface to generate a transition state price matrix Π for
methods Ross Basic, Ross Bounded, and Ross Unimodal as explained in detail in
the Methodology chapter of the main paper. For those methods, we have 111 states,
which results in 111 × 111 - dimensional transition state price matrices.
Step 4: Recover one-month cumulative physical distributions P̂τ
For Ross Basic, Ross Bounded, and Ross Unimodal:
• Apply the Ross recovery theorem to the transition state prices πi,j to obtain the physical
transition probabilities pi,j
• Obtain one-month spot physical probabilities p̂τ = p0,j from the recovered physical
transition probabilities pi,j with current initial state i = 0
For Ross Stable, Power Utility, and Historical Return Distribution:
• Ross Stable: Make direct use of the spot state price surface to recover one-month (spot)
physical probabilities pτ as described in the Online Appendix OA.1.4.
• Power Utility: Read out one-month spot state prices and transform them into onemonth physical probabilities pτ using a power utility SDF with risk-aversion coefficient
γ=3
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• Historical Return Distribution: Collect 5 years of monthly S&P 500 returns prior to
date τ and construct the one-month empirical pdf pτ with those returns. The resulting
discrete distribution is based on 60 irregularly spaced states (returns) and probabilities
of 1/60 in each state
Having recovered one-month distributions for all dates τ = 1, ..., 380 at hand, we then:
Step 5: Transform recovered one-month probabilities p̂τ into a one-month physical cumulative distribution function P̂τ
• Summing the physical probabilities p̂τ results in a discrete cumulative distribution
which is made up of piece-wise constant parts with jumps at the defined states. To
construct a continuous cumulative distribution function P̂τ , we fit a piece-wise linear
function with breakpoints at the midpoints of those jumps. We use a left limit at a
return of -100% with a value of zero and a right limit at 200% with a value of one

Step 6: Test the recovered physical distributions
• For each date τ , collect the one-month future realized return rτ
• For each date τ , plug the one-month future realized return rτ into the recovered cumulative distributions function P̂τ to obtain one percentile value xτ for each recovery
method, where xτ = P̂τ (1 + rτ )
• Apply the Knüppel tests and the Kolmogorov-Smirnoff test to test the percentile set
xτ , τ = 1, ..., 380, for uniformity and obtain the p-values, which we report in the main
results
• For the Berkowitz test, first convert a given percentile set xτ into a standard normal
percentile set zτ with the inverse standard normal cumulative distributions function
Φ−1 , where zτ = Φ−1 (xτ ) for τ = 1, ..., 380. Then apply the Berkowitz test to test the
set zτ for standard normality and obtain the p-values, which we report in the main
results
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Step 7: Run mean predictions
• For each recovery method, compute a time-series of means µτ of the recovered physical
distributions p̂τ with τ = 1, ..., 380
• Regress the recovered means µτ on the time-series of future realized returns rτ :
rτ = a + bµτ + τ ,

τ = 1, ..., 380

(38)

• Apply Equation 38 using three different regression models: The Intercept model by
setting b = 1 and testing a = 0, the Slope model by setting a = 0 and testing b = 1,
and the Joint model by testing both a = 0 and b = 1.

Step 8: Run variance predictions
• For each recovery method, compute a time-series of variances στ2 of the recovered
physical distributions p̂τ with τ = 1, ..., 380
• For each date τ , compute the realized variance RVτ as the sample variance of all future
daily returns in the month following date τ multiplied by the number of days in that
month
• Regress the recovered variances στ2 on the time-series of realized variances RVτ :
RVτ = a + bστ2 + τ ,

τ = 1, ..., 380

(39)

• Apply Equation 39 using three different regression models: The Intercept model by
setting b = 1 and testing a = 0, the Slope model by setting a = 0 and testing b = 1,
and the Joint model by testing both a = 0 and b = 1
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OA.1.6

Power Analysis of the Statistical Tests

We provide a power analysis for each of our four statistical tests by analyzing how well
they perform in rejecting the hypothesis that returns drawn from a particular distribution
come from an alternative distribution. For any given recovery method, we simulate 10,000
economies, where each economy is generated by drawing 380 realized returns (one for each
sample date) from that method’s recovered distributions. For each economy, we then apply
our main testing procedure to test if the generated returns, which are based on a particular
recovery method, are drawn from the recovered distributions of any other method. We report
the number of rejections (p-value ≤ 0.05) within the 10,000 economies for each combination
of methods. Table 5 reports results when using the Berkowitz test, Table 6 when using the
Kolmogorov-Smirnov test, Table 7 when using the Knüppel test with 3 moments, and Table
8 when using the Knüppel test with 4 moments.
Our results show that tests do not summarily reject alternative distributions. Rather,
the tests correctly reject the true distribution in 5% of all cases (Knüppel 3 moments test
with 2%). Alternative distributions are rejected more frequently in general and less similar
distributions are rejected more frequently than more similar distributions. As we expected,
some distributions cluster: Ross Bounded, Ross Unimodal, and Ross Stable can be grouped
into a ”risk-neutral” cluster. Power Utility and the Historical Return Distribution can be
clustered into a ”similar to the future realized returns” cluster. Ross Basic seems to be closer
to the second than the first cluster but is not obviously part of either.
Concerning our four tests, we note that the Knüppel 3 moments test has a rejection rate
which is a little bit too low (2% when it should be 5%). This however is conservative in that
it makes rejections harder. Thus, given that we can still reject our null for the four Ross
recovery methods, we can rest assured that our main empirical findings are correct.
Studying the rejection rates for our four tests, the Kolmogorov-Smirnov test tends to
have the least power of rejecting the null when a similar distribution is true (see the low
percentages when comparing Ross Bounded against Ross Unimodal, Ross Bounded against
Ross Stable, and Ross Unimodal against Ross Stable). More powerful are in turn the Knüppel
3 moments test, then the Knüppel 4 moments test, while the Berkowitz test is the most
powerful. Still, as all our results are strongly supported by all four tests, we simply report
them all.
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Table 5. Power Analysis of the Berkowitz Test. We generate 10,000 realizations of an
economy, where a particular recovery method holds. For each realization, we draw 380 future
realized returns. For any simulated economy, we report the rejection rates for the hypothesis
that the future realized returns were drawn from another particular recovery method’s physical
distributions. We use a Berkowitz test with a significance level of 5%.
Rejection

Ross

Ross

Ross

Ross

Power Utility

Hist. Return

Rates

Basic

Bounded

Unimodal

Stable

with γ = 3

Distribution

cdf

cdf

cdf

cdf

cdf

cdf

5%

94%

79%

100%

100%

100%

98%

5%

10%

97%

100%

100%

100%

13%

5%

100%

100%

100%

94%

33%

87%

5%

66%

97%

26%

84%

98%

69%

5%

85%

47%

56%

55%

90%

77%

5%

Ross Basic
return draws
Ross Bounded
return draws
Ross Unimodal
return draws
Ross Stable
return draws
Power Utility
with γ = 3
return draws
Hist. Return
Distribution
return draws
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Table 6. Power Analysis of the Kolmogorov-Smirnov Test. We generate 10,000 realizations
of an economy, where a particular recovery method holds. For each realization, we draw 380 future
realized returns. For any simulated economy, we report the rejection rates for the hypothesis
that the future realized returns were drawn from another particular recovery method’s physical
distributions. We use a Kolmogorov-Smirnov test with a significance level of 5%.
Rejection

Ross

Ross

Ross

Ross

Power Utility

Hist. Return

Rates

Basic

Bounded

Unimodal

Stable

with γ = 3

Distribution

cdf

cdf

cdf

cdf

cdf

cdf

5%

93%

88%

97%

49%

94%

85%

5%

5%

6%

56%

68%

78%

7%

5%

10%

55%

80%

91%

5%

7%

5%

62%

68%

20%

60%

58%

68%

5%

22%

53%

52%

54%

57%

16%

5%

Ross Basic
return draws
Ross Bounded
return draws
Ross Unimodal
return draws
Ross Stable
return draws
Power Utility
with γ = 3
return draws
Hist. Return
Distribution
return draws
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Table 7. Power Analysis of the Knüppel (3 Moments) Test. We generate 10,000 realizations of an economy, where a particular recovery method holds. For each realization, we draw 380
future realized returns. For any simulated economy, we report the rejection rates for the hypothesis
that the future realized returns were drawn from another particular recovery method’s physical
distributions. We use a Knüppel (3 moments) test with a significance level of 5%.
Rejection

Ross

Ross

Ross

Ross

Power Utility

Hist. Return

Rates

Basic

Bounded

Unimodal

Stable

with γ = 3

Distribution

cdf

cdf

cdf

cdf

cdf

cdf

2%

88%

70%

97%

72%

96%

70%

2%

6%

4%

43%

61%

62%

5%

2%

17%

55%

78%

88%

5%

24%

2%

48%

54%

19%

48%

63%

53%

2%

16%

25%

48%

56%

49%

21%

2%

Ross Basic
return draws
Ross Bounded
return draws
Ross Unimodal
return draws
Ross Stable
return draws
Power Utility
with γ = 3
return draws
Hist. Return
Distribution
return draws
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Table 8. Power Analysis of the Knüppel (4 Moments) Test. We generate 10,000 realizations of an economy, where a particular recovery method holds. For each realization, we draw 380
future realized returns. For any simulated economy, we report the rejection rates for the hypothesis
that the future realized returns were drawn from another particular recovery method’s physical
distributions. We use a Knüppel (4 moments) test with a significance level of 5%.
Rejection

Ross

Ross

Ross

Ross

Power Utility

Hist. Return

Rates

Basic

Bounded

Unimodal

Stable

with γ = 3

Distribution

cdf

cdf

cdf

cdf

cdf

cdf

5%

91%

82%

99%

82%

100%

87%

5%

19%

17%

63%

98%

92%

14%

5%

61%

86%

100%

91%

29%

93%

5%

57%

94%

26%

75%

99%

60%

5%

76%

50%

59%

67%

77%

41%

5%

Ross Basic
return draws
Ross Bounded
return draws
Ross Unimodal
return draws
Ross Stable
return draws
Power Utility
with γ = 3
return draws
Hist. Return
Distribution
return draws
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OA.1.7

Insights from Simulated Economies

We are concerned that small data errors in the option prices might cause the recovery theorem
to fail. To check, we simulate economies where a particular recovery method holds true and
generate future realized returns by drawing from the recovered physical distributions. In
that case and with a 5% significance level for our statistical tests, we should have a 5%
rejection rate (i.e., future returns are incompatible with the simulated recovery method).
Next, we perturb the option prices. This will increase the rejection rates as the perturbed
recovery methods generate physical distributions, which deviate from the true physical distribution, from which we drew the future realized returns.
Our methodology is as follows. For each date τ in our sample, we assume that the
true risk-neutral economy is represented by the observed implied volatilities σi(l),t(l) with
moneyness i(l) and maturity t(l) for observation l = 1, ..., L. At date τ , we further draw a
that we recovered with
one-month future return Rτtrue from the physical distributions ptrue
τ
a particular recovery method. This gives us a time series of 380 drawn one-month future
realized returns from an economy where the particular recovery method holds.
On each date, we then add v times a standard normally distributed error  to the observed
implied volatilities σi(l),t(l) and obtain perturbed implied volatilities σ̂i(l),t(l) as:

σ̂i(l),t(l) = σi(l),t(l) + v · ,

 ∼ N (0, 1).

(40)

We apply our standard algorithm to recover the physical distributions p̂τ , which are now
based on the perturbed implied volatilities σ̂i(l),t(l) . We then use a Berkowitz test10 to test
the hypothesis that the simulated future returns Rτtrue are compatible with the recovered
distributions p̂τ . We draw 10,000 realizations of future return time series, each consisting of
380 returns, and report the rejection rates for our hypothesis at the 5% significance level.
We use four different levels of perturbation, based on the multiplier v of the error term 
in Equation 40. We express v on each date τ as a multiple of the mean implied volatility
bid/ask spread on that date.11 Our four levels of perturbation are none, one-half, one, and
twice the mean spread of a particular date.
Table 9 presents how often our hypothesis is rejected at the 5% significance level for
10

Using the Knüppel (4 moments) test at the 5% level instead does not change our results qualitatively.

11

On each date, we compute the mean across all options of (ask implied volatility - bid implied volatility).
The mean spread ranges from 0.001 to 0.085 during our 380 sample dates with an average value of 0.013.
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different multipliers v of the error-term . Without any perturbation, the rejection rates all
equal the theoretical value of 5%. Beyond that, we find that only Ross Basic turns out to be
very sensitive to perturbations. Even though we simulate under the assumption that Ross
Basic holds, we have rejection rates of around 41% to 99% with perturbations instead of
5% without. Thus, the failure of Ross Basic could be driven by errors in the option implied
volatilities.
Yet for all other methods12 , the increase of the rejection rates is barely noticeable up to
perturbations by the mean spread and much slower than for Ross Basic as we increase our
perturbations to two times the mean spread. We thus reason that the empirical failure of
Ross Bounded, Ross Unimodal, and Ross Stable is not likely to be driven by perturbations
of the option prices.
We conclude that, while Ross Bounded, Ross Unimodal, and Ross Stable suffer from
rather flat SDFs, the methods are less sensitive to perturbations of the option prices than
Ross Basic. It seems that adding economic constraints results in methods which are less
sensitive to perturbations. This finding also holds for Power Utility.
Table 9. Stability of Simulated Recovery Methods. We generate 10,000 realizations of
an economy, where a particular recovery method holds. For each realization, we draw 380 future
realized returns. Next, we perturb option implied volatilities by adding v times a standard normally
distributed error . Given v, we report the rejection rates for the hypothesis that the future realized
returns were drawn from the perturbed physical distributions. We use a Berkowitz test with a
significance level of 5%.

v = 0·spread

v = 12 ·spread

v = 1·spread

v = 2·spread

rej. rate

rej. rate

rej. rate

rej. rate

Ross Basic

5%

41%

59%

99%

Ross Bounded

5%

5%

6%

12%

Ross Unimodal

5%

5%

6%

10%

Ross Stable

5%

5%

6%

20%

Power Utility

5%

5%

7%

41%

Hist. Return Distr.

n/a

n/a

n/a

n/a

Recovery Method

12

The rejection rate cannot be computed for the Historical Return Distribution.
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OA.1.8

Robustness Result Tables

We present result tables for all our robustness tests.
Log-Return Spacing
Table 10 shows results for our density tests when using a log-return spacing for the state
space.

Table 10. Density tests of the recovered physical probabilities for log returns. We
present our results when future realized log returns are drawn from physical probabilities generated
by one of the six log-scaled methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross Stable,
Power Utility, and Historical Return Distribution. For each method, we show the p-values from the
Berkowitz, Kolmogorov-Smirnov, and Knüppel (using both 3 and 4 moments) tests for uniformity
of the percentiles of future realized returns under the method physical cumulative distribution.
H0: pτ = p̂τ
Recovery Method
Ross Basic

Berkowitz

Kolmogorov-

Knüppel

Knüppel

Smirnov

3 moments

4 moments

p-value

p-value

p-value

p-value

0.000

0.000

0.000

0.000

0.000

0.001

0.000

0.000

0.000

0.000

0.000

0.000

0.000

0.006

0.002

0.000

0.100

0.620

0.415

0.049

0.762

0.663

0.939

0.833

πi,j > 0
Ross Bounded
πi,j > 0, rowsums ∈ [0.9, 1]
Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
No transition state prices
Power Utility
with γ = 3
Historical Return
Distribution
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Table 11 shows the mean prediction results when using a log-return spacing for the state
space.

Table 11. Mean predictions using log returns. We test if future realized log returns rτ can
be predicted by recovered means µτ generated by one of our six log-scaled methods: Ross Basic,
Ross Bounded, Ross Unimodal, Ross Stable, Power Utility, and Historical Return Distribution. For
each method, we show the p-values and estimated coefficients for three different regression models.

Intercept

Slope

Joint

Model

Model

Model

Set b = 1

Set a = 0

Test a = 0

Test a = 0

Test b = 1

and b = 1

Intercept

Slope

Intercept / Slope

(p-value)

(p-value)

(p-value)

Ross Basic

0.098

-0.009

0.007 / -0.001

πi,j > 0

(0.000)

(0.000)

(0.000)

Ross Bounded

0.024

-0.235

0.008 / 0.022

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.000)

(0.000)

0.028

-0.154

0.010 / 0.108

(0.000)

(0.000)

(0.000)

Ross Stable

0.011

-0.351

0.000 / 0.029

No transition state prices

(0.000)

(0.000)

(0.000)

Power Utility

0.001

0.487

0.009 / -0.284

with γ = 3

(0.600)

(0.057)

(0.004)

Historical Return

0.001

0.583

0.008 / -0.057

Distribution

(0.776)

(0.101)

(0.020)

rτ = a + bµτ + τ

Recovery Method

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
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Table 12 shows the variance prediction results when using a log-return spacing for the state
space.

Table 12. Variance predictions using log returns. We present our results if future realized
variances RVτ based on log-returns can be predicted by recovered variances στ2 generated by one
of our six log-scaled methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross Stable, Power
Utility, and Historical Return Distribution. For each method, we show the p-values and estimated
coefficients for three different regression models.

Intercept

Slope

Joint

Model

Model

Model

Set b = 1

Set a = 0

Test a = 0

Test a = 0

Test b = 1

and b = 1

Intercept

Slope

Intercept / Slope

(p-value)

(p-value)

(p-value)

Ross Basic

-0.097

0.001

0.003 / 0.000

πi,j > 0

(0.000)

(0.000)

(0.000)

Ross Bounded

-0.014

0.127

0.001 / 0.110

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.000)

(0.000)

-0.016

0.118

0.000 / 0.104

(0.000)

(0.000)

(0.000)

Ross Stable

-0.002

0.540

0.000 / 0.509

No transition state prices

(0.000)

(0.000)

(0.000)

Power Utility

0.000

1.088

-0.001 / 1.275

with γ = 3

(0.376)

(0.063)

(0.000)

Historical Return

0.001

1.063

0.002 / 0.272

Distribution

(0.026)

(0.547)

(0.001)

RVτ = a + bστ2 + τ

Recovery Method

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
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Reducing the State Space Dimension by 20%
Table 13 shows results for our density tests when using a state space that is reduced by 20%.

Table 13. Density tests of the recovered physical probabilities using a reduced statespace size. We present our results when future realized returns are drawn from physical probabilities generated by one of the six methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross
Stable, Power Utility, and Historical Return Distribution. We reduce the original state-space size
by 20 %. For each method, we show the p-values from the Berkowitz, Kolmogorov-Smirnov, and
Knüppel (using both 3 and 4 moments) tests for uniformity of the percentiles of future realized
returns under the method physical cumulative distribution.

H0: pτ = p̂τ
Recovery Method
Ross Basic

Berkowitz

Kolmogorov-

Knüppel

Knüppel

Smirnov

3 moments

4 moments

p-value

p-value

p-value

p-value

0.000

0.010

0.000

0.000

0.000

0.039

0.010

0.000

0.000

0.027

0.002

0.000

0.000

0.003

0.000

0.000

0.117

0.447

0.459

0.062

0.763

0.663

0.939

0.832

πi,j > 0
Ross Bounded
πi,j > 0, rowsums ∈ [0.9, 1]
Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
No transition state prices
Power Utility
with γ = 3
Historical Return
Distribution

59

Table 14 shows the mean prediction results when using the state space is reduced by 20%.

Table 14. Mean predictions using a reduced state-space size. We present our results
if future realized returns rτ can be predicted by recovered means µτ generated by one of our six
method: Ross Basic, Ross Bounded, Ross Unimodal, Ross Stable, Power Utility, and Historical
Return Distribution. We reduce the original state-space size by 20 %. For each method, we show
the p-values and estimated coefficients for three different regression models.

Intercept

Slope

Joint

Model

Model

Model

Set b = 1

Set a = 0

Test a = 0

Test a = 0

Test b = 1

and b = 1

Intercept

Slope

Intercept / Slope

(p-value)

(p-value)

(p-value)

Ross Basic

-0.002

-0.011

0.009 / -0.058

πi,j > 0

(0.616)

(0.000)

(0.000)

Ross Bounded

0.007

0.280

0.009 / -0.216

πi,j > 0, rowsums ∈ [0.9, 1]

(0.001)

(0.201)

(0.000)

0.008

0.164

0.010 / -0.559

(0.000)

(0.098)

(0.001)

Ross Stable

0.007

0.592

0.010 / -0.559

No transition state prices

(0.004)

(0.477)

(0.001)

Power Utility

-0.002

0.394

0.009 / -0.065

with γ = 3

(0.427)

(0.000)

(0.000)

Historical Return

0.001

0.668

0.018 / -0.077

Distribution

(0.788)

(0.156)

(0.022)

rτ = a + bµτ + τ

Recovery Method

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
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Table 15 shows the variance prediction results when using the state space is reduced by 20%.

Table 15. Variance predictions using a reduced state-space size. We present our results
if future realized variances RVτ can be predicted by recovered variances στ2 generated by one of our
six methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross Stable, Power Utility, and Historical
Return Distribution. We reduce the original state-space size by 20 %. For each method, we show
the p-values and estimated coefficients for three different regression models.

Intercept

Slope

Joint

Model

Model

Model

Set b = 1

Set a = 0

Test a = 0

Test a = 0

Test b = 1

and b = 1

Intercept

Slope

Intercept / Slope

(p-value)

(p-value)

(p-value)

Ross Basic

-0.007

0.131

0.002 / 0.078

πi,j > 0

(0.000)

(0.000)

(0.000)

Ross Bounded

-0.005

0.398

-0.001 / 0.493

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.000)

(0.000)

-0.008

0.304

-0.002 / 0.401

(0.000)

(0.000)

(0.000)

Ross Stable

-0.002

0.683

0.000 / 0.730

No transition state prices

(0.000)

(0.000)

(0.000)

Power Utility

0.000

1.058

-0.001 / 1.149

with γ = 3

(0.518)

(0.185)

(0.039)

Historical Return

0.001

1.124

0.002 / 0.252

Distribution

(0.010)

(0.261)

(0.001)

RVτ = a + bστ2 + τ

Recovery Method

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
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Removing Recession Periods
Table 16 shows results for our density tests when using our main setting but excluding months
that are associated the Early 1990s Recession (July 1990 until March 1991), the Early 2000s
Recession (March 2001 until November 2001), and the Great Recession (December 2007 until
June 2009), as defined at https://fred.stlouisfed.org/series/VIXCLS.
Table 16. Density tests of the recovered physical probabilities when excluding recession periods. We present our results when future realized returns are drawn from physical
probabilities generated by one of our six methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross
Stable, Power Utility, and Historical Return Distribution. We use our sample period from April
1986 until December 2017 but exclude months that are associated with the Early 1990s Recession
(July 1990 until March 1991), the Early 2000s Recession (March 2001 until November 2001), and the
Great Recession (December 2007 until June 2009). For each method, we show the p-values from the
Berkowitz, Kolmogorov-Smirnov, and Knüppel (using both 3 and 4 moments) tests for uniformity
of the percentiles of future realized returns under the method physical cumulative distribution.

H0: pτ = p̂τ
Recovery Method
Ross Basic

Berkowitz

Kolmogorov-

Knüppel

Knüppel

Smirnov

3 moments

4 moments

p-value

p-value

p-value

p-value

0.001

0.038

0.000

0.000

0.000

0.033

0.008

0.000

0.000

0.032

0.000

0.000

0.000

0.016

0.013

0.001

0.093

0.689

0.532

0.057

0.805

0.522

0.946

0.871

πi,j > 0
Ross Bounded
πi,j > 0, rowsums ∈ [0.9, 1]
Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
No transition state prices
Power Utility
with γ = 3
Historical Return
Distribution
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Table 17 shows the mean prediction results when excluding months that are associated with
the Early 1990s Recession (July 1990 until March 1991), the Early 2000s Recession (March
2001 until November 2001), and the Great Recession (December 2007 until June 2009).
Table 17. Mean predictions when excluding recession periods. We present our results
if future realized returns rτ can be predicted by recovered means µτ generated by one of our six
methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross Stable, Power Utility, and Historical
Return Distribution. We use our sample period from April 1986 until December 2017 but exclude
months that are associated with the Early 1990s Recession (July 1990 until March 1991), the Early
2000s Recession (March 2001 until November 2001), and the Great Recession (December 2007 until
June 2009). For each method, we show the p-values and estimated coefficients for three different
regression models.

Intercept

Slope

Joint

Model

Model

Model

Set b = 1

Set a = 0

Test a = 0

Test a = 0

Test b = 1

and b = 1

Intercept

Slope

Intercept / Slope

(p-value)

(p-value)

(p-value)

Ross Basic

0.001

0.062

0.009 / 0.025

πi,j > 0

(0.659)

(0.000)

(0.000)

Ross Bounded

0.009

0.117

0.010 / -0.124

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.051)

(0.000)

0.009

0.073

0.010 / -0.097

(0.000)

(0.011)

(0.000)

Ross Stable

0.008

1.176

0.009 / 0.075

No transition state prices

(0.000)

(0.781)

(0.000)

Power Utility

0.001

0.689

0.009 / 0.079

with γ = 3

(0.785)

(0.099)

(0.010)

Historical Return

0.002

0.732

0.011 / -0.138

Distribution

(0.486)

(0.216)

(0.007)

rτ = a + bµτ + τ

Recovery Method

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
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Table 18 shows the variance prediction results when excluding months that are associated
with the Early 1990s Recession (July 1990 until March 1991), the Early 2000s Recession
(March 2001 until November 2001), and the Great Recession (December 2007 until June
2009).
Table 18. Variance predictions when excluding recession periods. We present our results
if future realized variances RVτ can be predicted by recovered variances στ2 generated by one of our
six methods: Ross Basic, Ross Bounded, Ross Unimodal, Ross Stable, Power Utility, and Historical
Return Distribution. We use our sample period from April 1986 until December 2017 but exclude
months that are associated with the Early 1990s Recession (July 1990 until March 1991), the Early
2000s Recession (March 2001 until November 2001), and the Great Recession (December 2007 until
June 2009). For each method, we show the p-values and estimated coefficients for three different
regression models.

Intercept

Slope

Joint

Model

Model

Model

Set b = 1

Set a = 0

Test a = 0

Test a = 0

Test b = 1

and b = 1

Intercept

Slope

Intercept / Slope

(p-value)

(p-value)

(p-value)

Ross Basic

-0.006

0.077

0.002 / 0.037

πi,j > 0

(0.000)

(0.000)

(0.000)

Ross Bounded

-0.007

0.241

0.000 / 0.286

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.000)

(0.000)

-0.007

0.221

0.000 / 0.230

(0.000)

(0.000)

(0.000)

Ross Stable

-0.001

0.698

0.000 / 0.640

No transition state prices

(0.000)

(0.000)

(0.000)

Power Utility

0.000

0.830

0.000 / 0.780

with γ = 3

(0.003)

(0.000)

(0.000)

Historical Return

0.000

0.893

0.001 / 0.318

Distribution

(0.724)

(0.080)

(0.000)

RVτ = a + bστ2 + τ

Recovery Method

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
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OA.1.9

A Non-Equidistant State Space With Twelve States

Our usual twelve-by-twelve state space is equidistant in maturity and moneyness. For a nonequidistant state space in the moneyness dimension, we initially need 14 moneyness level,
which will be reduced by the Breeden-Litzenberger approach to the final twelve moneyness
levels. We pick the first six moneyness levels at: the beginning N 1 and the end N 12 of the
moneyness range needed to cover the tails of one-year spot state prices, the beginning N 3
and the end N 10 of the moneyness range needed to cover the tails of one-month spot state
prices, a moneyness of zero N 0 where we assign the same implied volatility value as at N 1,
and a moneyness of three N 13 where we assign the same implied volatility value as at N 12.
We optimize for the location of the eight remaining moneyness levels in a way that the
least squares distance between the interpolated volatility surface and the volatility surface
on the fine grid is minimized, while we require N 2 to lie in between N 1 and N 3, N 4 to N 9
(with one of them being the current state with moneyness of one) to lie in between N 3 and
N 10, and N 11 to lie between N 10 and N 12.
Figure 7 shows one-month spot state prices (black) and 12-month spot state prices (gray
dotted) for a non-equidistant state space with N = 12 on February 17, 2010.
Spot State Prices - N=12 Non-Equidistant State Space, 17 - Feb - 2010

0.3

N12 (1.52)

N11 (1.31)

N10 (1.16)

N7 (1.04)
N8 (1.08)
N9 (1.11)

N6 (1.00)

N5 (0.95)

N4 (0.86)

N3 (0.77)

0

N2 (0.54)

0.15

N1 (0.28)

Spot State Prices

0.45

States

Figure 7. Spot state prices for a non-equidistant N = 12 state-space. We show one-month
spot state prices (black) and twelve-month spot state prices (gray dotted) on February 17, 2010
when using a non-equidistant state space with N = 12 states.
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Chapter 2

The Ross Recovery Stochastic
Discount Factor

I thank Jens Jackwerth for helpful suggestions. Parts of this paper were included in an earlier version
of Jackwerth and Menner (2018). I further thank seminar participants at the University of Konstanz and
seminar participants at the University of St. Gallen for insightful comments.
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2.1

Introduction

The recovery of physical probabilities from available market information is widely regarded as
a challenging task. Several recovery methods are based on state prices, which can be obtained
from option prices. The stochastic discount factor (SDF), which contains information on
the representative investor’s preferences, is then used to change a sample of state prices
into physical probabilities. Differently, the ”pricing kernel puzzle” literature (surveyed in
Cuesdeanu and Jackwerth (2018)) starts out with state prices and physical probabilities in
order to find the stochastic discount factor. Without making additional assumptions, both
physical probabilities and the stochastic discount factor are, however, unknown and cannot
be determined simultaneously by reference to state prices alone.
The work of Ross (2015) is based on a given a set of economic assumptions, which led to
the formulation of a recovery theorem that can recover both the SDF and physical probabilities from option prices.13 Jackwerth and Menner (2018) use density tests to demonstrate
that the future realized S&P 500 returns do not match such recovered physical probabilities. They find that a most basic implementation of Ross recovery, which uses the minimum
assumptions required for applying the theorem, is ill-conditioned and implies unreasonably
high state-dependent risk-free rates. The addition of reasonable economic constraints improves numerical stability but pushes recovered physical probabilities towards risk-neutral
ones. In this paper, I provide a detailed analysis of the properties of recovered stochastic
discount factors.
First, I implement a novel approach to evaluate the performance of the recovery theorem
by testing whether recovered one-month SDFs can be used to price the S&P 500 and the riskfree asset. For each recovery method, I obtain a total number of 380 SDFs, one for each month
from April 1986 to December 2017.14 I then determine 380 realizations of those recovered
SDFs, where each realization corresponds to one realized future one-month S&P 500 return.
I arrive at one time series of monthly SDF realizations for each recovery method. Next, I test
whether each SDF time series can (i) price the S&P 500, (ii) price the risk-free asset, and (iii)
simultaneously price the S&P 500 and the risk-free asset. I find strong rejections for all Ross
recovery methods. A naive method using a Power Utility SDF with risk-aversion parameter
γ = 3 is able to individually, yet not simultaneously, price both assets. I further introduce
the Minimum Variance (MinVar) stochastic discount factor, which is defined as the SDF
13

I explain the assumptions and the mechanism behind Ross recovery in detail in Chapter 2.2.

14

For September 1992 there are no option data available.
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with the lowest variance that perfectly prices both assets. There are many other valid SDFs,
which can be decomposed into the MinVar SDF and a component that is orthogonal to the
assets’ returns and has zero expectation, see Cochrane (2000) page 68. Yet, an SDF with a
low variance of that residual component can be helpful in reducing the variance of pricing
assets. For each recovery method, I estimate the residual component by subtracting the
MinVar SDF from the recovered SDF. For Ross Stable and Power Utility, I cannot reject the
hypothesis that the residual component has zero expectation. Moreover, the Power Utility
SDF has a residual component with a much lower variance than the components of the Ross
recovery stochastic discount factors.
In an additional study, I focus on the decomposition of recovered SDFs. The literature on
stochastic discount factor decomposition (see Alvarez and Jermann (2005)) allows examining
the theoretical properties of the Ross recovery SDF. Prior to the work of Ross (2015), Hansen
and Scheinkman (2009) showed that, given the underlying Markovian environment (which
is also assumed by Ross), the Perron-Frobenius theorem can be used to recover physical
probabilities p. They further argue that those probabilities provide useful long-term insights
into risk pricing. One can then relate the probabilities p via a multiplicative adjustment to
the spot state prices. I concur with the studies of Alvarez and Jermann (2005) who call this
adjustment the transitory stochastic discount factor component.
Further, Hansen and Scheinkman (2009) relate the true physical probabilities via another
multiplicative adjustment to the probabilities p. Building on the work of Alvarez and Jermann (2005), I call this adjustment the permanent stochastic discount factor component,
the total stochastic discount factor being the product of the permanent and the transitory
components. Borovicka et al. (2016) show that Ross (2015) recovers the probabilities p and,
by implicitly setting the permanent stochastic discount factor component to one, Ross interprets p as the true physical probabilities. Notwithstanding, is the permanent component
truly one? Bakshi et al. (2017) use options on 30-year Treasury bond futures and solve
convex minimization problems to find that this component indicates considerable dispersion
and does not equal unity, contrary to the implicit assumption made by Ross. My approach
differs in that it directly recovers the SDF according to Ross from S&P 500 index options.
By recovering the probabilities p (and not the true physical probabilities), Ross (2015)
should allow me to extract the transitory stochastic discount factor component. Alternatively, Bakshi et al. (2017) extract the transitory component of the stochastic discount factor
using data on 30-year Treasury bond futures. I obtain a time series of realizations of the
SDF from Ross recovery and implement the approach of Bakshi et al. (2017) in order to
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derive the transitory SDF component. I show that the two approaches generate different
outputs, which is further evidence that Ross recovery has empirical limitations.
One explanation for the empirical failure of the Ross recovery theorem is the flatness
of recovered SDFs for methods with reasonable economic constraints added, an argument
made by Jackwerth and Menner (2018) based on graphical evidence. I use a statistical
testing approach to verify this finding. More specifically, I use pseudo-return draws from the
risk-neutral cumulative distribution function (cdf) and test with a Berkowitz (2001) test,
a Kolmogorov-Smirnov test, and two versions of the Knüppel (2015) test whether those
pseudo-returns come from the recovered cdf. The tests reject less often for the constrained
Ross recovery methods than for the basic Ross recovery method or the Power Utility method,
which confirms that they recover physical probabilities that are close to risk-neutral ones.
The Ross recovery theorem is extensively discussed in the existing literature. From
the empirical perspective, Jackwerth and Menner (2018) provide an in-depth analysis of
the theorem and use density tests and a prediction analysis of realized moments to verify its
failure. Dillschneider and Maurer (2018) and Yao (2018) repeat the density-testing approach
for their implementations of the recovery theorem and arrive at a similar conclusion. Earlier
empirical work on Ross recovery is Audrino et al. (2015), who develop a profitable trading
strategy that is based on recovered moments. They show that this trading strategy performs
worse when using risk-neutral moments instead. However, their implementation crucially
pre-determines the structure of the recovered SDF, a problem discussed in Jackwerth and
Menner (2018). Another empirical paper on the subject is Jensen et al. (2017), who generalize
the Ross recovery theorem by adding structure to the SDF and empirically test that model
by regressing recovered moments on realized returns and standard deviations.
Accordingly, my paper contributes to the empirical literature about Ross recovery in
several ways. As opposed to Bakshi et al. (2017), who use long-term bond market data
to show that the permanent SDF component does not equal unity, I directly recover SDF
realizations using S&P 500 index options. I am the first to show that such recovered SDFs
fail in pricing the market and the risk-free asset. By also finding that recovered SDFs do
not match the transitory SDF component, my approach brings together the empirical Ross
recovery literature and the theoretical literature on the Ross recovery SDF. I further add to
understanding why the Ross recovery theorem fails by using density tests to confirm that
constrained Ross recovery methods virtually recover risk-neutrality.
Relevant theoretical papers are Carr and Yu (2012), Qin and Linetsky (2016), Qin et al.
(2016), Dubynskiy and Goldstein (2013), and Walden (2017). They mainly analyze implied
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properties of Ross recovery or focus on extensions of the theorem to continuous time.
The remaining part of this paper is organized as follows. Chapter 2.2 introduces the Ross
recovery theorem. Chapter 2.3 explains the methods used to recover physical distributions
as well as the statistical tests that are used to test recovered distributions for risk-neutrality.
Chapter 2.4 provides the empirical results of my analyses, including robustness. In Chapter
2.5, recovered distributions are tested for risk-neutrality. Chapter 2.6 concludes.

2.2

Ross Recovery

The Ross recovery theorem relies on certain economic assumptions and so-called transition
state prices. Transition state prices differ from regular spot state prices: spot state prices
π0,j are nothing but discounted risk-neutral probabilities of moving from the current state
0 to another state j and can be easily computed from option prices using Breeden and
Litzenberger (1978). Transition state prices πi,j , on the other side, are discounted riskneutral probabilities of moving from any given state i to another state j. Thus, more
information is needed to determine such state prices, which commence at initial states i that
do not necessarily equal the current state 0 of the economy.
The trick for recovery lies in the three assumptions underpinning the theorem. First, Ross
(2015) requires transition state prices πi,j to be positive, which is a reasonable assumption.
Second, transition state prices need to be time-homogeneous. This assumption, although
strong, is crucial to achieving recovery, since it allows us to back out transition state prices
πi,j , which have to be determined for several initial states and one maturity (this study relies
t
for one initial state (the
on a maturity of one month) by using available spot state prices π0,j
current state of the economy) and several maturities t. Third, the Ross recovery stochastic
discount factor SDFi,j is transition independent, meaning it can be expressed in the form
SDFi,j

u0j
=δ 0
ui

(41)

with a positive scalar δ, which can be interpreted as a utility discount factor, and positive
terms u0j and u0i , which can be interpreted as state-dependent marginal utilities. Assuming
that we have N different states and a known transition state price matrix Π with entries
πi,j , for i, j = 1, ..., N , Ross then is able to state the eigenvalue problem
Πz = δz,

where

zi =
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1
,
u0i

i = 1, ..., N,

(42)

which delivers a unique positive eigenvector z and a positive eigenvalue δ.15 Physical transition probabilities pi,j are then determined as the ratio between transition state prices πi,j
and the (transition) stochastic discount factor SDFi,j .

2.3

Methodology

In this chapter, I explain how I obtain spot state prices from observed option prices and then
focus on the extraction of transition state prices from spot state prices. I also implement a
method that applies Ross recovery without using transition state prices. Finally, I introduce
the Berkowitz test, the Knüppel (2015) test, and the Kolmogorov-Smirnov test, which are
applied in a simulation study to test recovered distributions for risk-neutrality.
2.3.1

Data

t
for
The application of Ross recovery requires me to first calculate spot state prices π0,j
different states j and maturities t. The current state is labeled with i = 0 and comes from
a set of state indices I with I = {−Nlow , ..., 0, ..., Nhigh } where N = Nlow + Nhigh + 1. The
transition state j is also part of that set I.
Spot state prices are calculated from a rich option price surface. First, I collect prices
of European options (computed as averages of bid- and ask quotes) on the S&P 500 with
a maturity of up to one year from the Berkeley Options Database (April 1986 - December
1995) and OptionMetrics (January 1996 - December 2017). My sample uses all dates that
are 30 calendar days prior the third Friday of each month. Next, I apply standard filters to
remove options that violate no-arbitrage conditions. I exclude in-the-money options since
they are less liquid than out-of-the-money options. Option prices are then converted into
observed implied volatilities.

2.3.2

Obtaining Spot State Prices from Observed Option Prices

I follow Jackwerth and Menner (2018) to obtain a rich implied volatility surface from observed
implied volatilities. Their approach balances between the sum of squared local total second
00
derivatives of implied volatilities σi,t
(to achieve smoothness of the volatility surface) and
the sum of squared differences between model- and observed implied volatilities (to achieve
a good fit of the surface). To balance between smoothness and fit, a trade-off parameter λ
15

The uniqueness of a positive eigenvector z and a positive eigenvalue δ is guaranteed by the PerronFrobenius theorem, which can be applied when the assumptions of the Ross recovery theorem hold.
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00 2
is used. The squared second derivatives (σi,t
) are multiplied with maturity t to give less
weight to the short-term volatility smile, which usually has a stronger curvature. I solve

min
σi,t

T
X
X
1
00 2
·
(σi,t
) ·t
T Nf ine t=1 i∈I

+

f ine

L
2
1 X
obs
λ· ·
σi(l),t(l) − σi(l),t(l)
L l=1

(43)

s.t. σi,t ≥ 0,
obs
being the l − th observed implied volatility (out of L observations) and If ine
with σi(l),t(l)
being a fine set of indexes for states i with a total number of Nf ine states. The numerical
00
second derivatives σi,t
are computed with a finite differences approach.
For the fine state space, I discretize the strike prices with a step size of $1.25 and divide
strike prices by the level of the S&P 500 index to convert them into moneyness levels. The
maturity is discretized with ten steps per month using a total number of 120 steps (i.e., a
maximum maturity of one year). All observed options lie on this fine grid. More details on
the procedure are given in Jackwerth and Menner (2018). The identification of transition
state prices requires an upper bound of the state space dimension, which is set by the
maturity dimension of the volatility surface, see Chapter 2.3.3 for details. After solving the
optimization in (43), I thus linearly interpolate the fine volatility surface to obtain a coarser
volatility surface that is required to compute transition state prices. Further, I ensure that
the current state i = 0 lies on the coarse volatility surface. Converting this coarse implied
volatility surface into option prices and applying Breeden and Litzenberger (1978) finally
t
delivers the spot state prices π0,j
for states j ∈ I and maturities t = 1, ..., 120 that are
needed to compute transition state prices.

2.3.3

Empirical Ross Recovery: Obtaining Physical Probabilities

Next, I use the methods introduced in Jackwerth and Menner (2018) to extract transit
tion state prices πi,j from spot state prices π0,j
. Since transition state prices are timehomogeneous, they can be linked to spot state prices by the law of total probability
t+10
π0,j
=

X

t
· πi,j ,
π0,i

∀j ∈ I,

t = 0, ..., 110,

(44)

i∈I
t
where π0,i
are spot state prices with a maturity indexed by t, πi,j are one-month transition
t+10
state prices, and π0,i
are spot state prices with a maturity indexed by t + 10. Because of
to the chosen maturity step size of 0.1 months, the maturity indexed by t + 10 exceeds the
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maturity indexed by t by exactly one month, which matches the length of one transition
t
are defined as a vector with an entry of one for the
period. For t = 0, spot state prices π0,i
current state i = 0, and entries of zero, otherwise.
Equation 44 links spot state prices with a one-month maturity difference via transition state prices by using an overlapping approach. I call this an overlapping approach
because this linkage is performed for each point on the fine 0.1-month maturity grid. A nonoverlapping approach would still link spot state prices with a one-month maturity difference
via transition state prices but would do so on a much coarser one-month maturity grid.
This, however, would drastically limit the state space dimension: For the non-overlapping
approach, one could only use a total number of 13 monthly maturities (including a starting
maturity of zero). This means that identification in Equation 44 can only be achieved when
limiting the number of states in the set I to N =12. Having only 12 states available, however,
leads to extremely coarse spot state prices and transition state prices.
Jackwerth and Menner (2018) thus implement the overlapping approach, which allows
to extract one-month transition state prices that are defined on a finer grid with N =111
states. They first introduce a basic Ross recovery method (labeled as Ross Basic), which
only requires transition state prices to be positive π0,j . They find that this method delivers
jagged transition state prices with many extreme local peaks. Further, rowsums of the transition state price matrix Π are not bounded. This proves to be problematic since transition
state prices should, for a given initial state i, sum to that state’s risk-free discount factor.
Ross Basic thus leads to unreasonably high and low state-dependent risk-free rates. To
stabilise transition state prices, Jackwerth and Menner (2018) introduce another method,
Ross Bounded. This additionally demands all rowsums of Π to lie between 0.9 and 1,
which restricts the monthly risk-free rates to between 0% and 11.11%, and delivers smooth
transition state prices. Yet another problem is that transition state prices should be higher
when the initial state i is closer to the ending state j since it is more likely to end up in a
neighboring state than in some far away state. This is neither guaranteed nor observed with
the previous methods. In addition to bounding the rowsums, Jackwerth and Menner (2018)
thus force the rows in the Π matrix to be unimodal, with the highest values lying on the
main diagonal of Π. They label this method Ross Unimodal. I implement all the above
methods and extract transition state prices with the following least squares approach:
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Ross Basic:

min

110
XX

πi,j

!2
t+10
π0,j
−

j∈I t=0

X

t
· πi,j
π0,i

i∈I

above and 0.9 ≤

Ross Bounded:

s.t. πi,j > 0

X

πi,j ≤ 1.0 ∀i ∈ I

(45)

j∈I

Ross Unimodal:

above and πi,j ≤ πi,l

∀j, l, i ∈ I

with j < l ≤ i

and πi,j ≥ πi,l

∀j, l, i ∈ I

with j > l ≥ i.

Next, I apply the Ross recovery theorem to obtain one-month physical transition probabilities pi,j from πi,j for each recovery method. For my analysis, I only require the recovered
probabilities p0,j for which the initial state i equals the current state 0.
Another method in Jackwerth and Menner (2018), labeled as Ross Stable, is able to
achieve recovery without using transition state prices altogether. That method exploits the
stochastic discount factor structure implied by the recovery theorem. I introduce the idea
by considering a t-month transition state price matrix Π(t) . Due to the time-homogeneity
assumption, Π(t) can be obtained by multiplying the one-month transition state price matrix
Π t-times with itself. Using the eigenvalue problem from Equation 42 gives:
Π(t) z = Π(t−1) · Π · z = Π(t−1) · δ · z = δ · Π(t−2) · Π · z = ... = δ t z

(46)

Next, I only consider the row of Π(t) with current initial state i = 0. In theory, that row
t
. I then make use of Equation 46 to set up the system:
consists of known spot state prices π0,j
X

t
π0,j

j∈I


zj
= δt,
·
z0


t = 1, ..., 120

(47)

h i
z
Directly solving that equation for z0j does not guarantee the positivity of stochastic discount
factors and the utility discount factor δ. I thus follow Jackwerth and Menner (2018) and
apply the following least squares approach:

hmin
i
zj
,δ
z
0

T
X
X
t=1

j∈I

t
π0,j

!2

zj
·
− δt
z0
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s.t.


zj
> 0, 1 > δ > 0.
z0

(48)

h i
z

I solve for z0j and δ, which are used to compute the stochastic discount factor and to
transform spot state prices into physical probabilities, see Jackwerth and Menner (2018).
The physical probabilities for this method are recovered on N =120 states.
Lastly, I implement a benchmark method that assumes a power utility SDF with riskaversion parameter γ = 3. I label that method Power Utility. For comparison, physical
probabilities are computed on the same N =120 states that are used for Ross Stable.
For all five methods (Ross Basic, Ross Bounded, Ross Unimodal, Ross Stable, and Power
Utility), I divide one-month spot state prices by the recovered probabilities to determine the
SDFs.16 For each method, I end up with one SDF for each of the 380 sample days.
2.3.4

Density Tests

Jackwerth and Menner (2018) provide graphical evidence that recovered SDFs often tend
to be flat, which implies equality of recovered physical and risk-neutral distributions. I
introduce four different tests to check whether recovered physical distributions do indeed
match the risk-neutral ones. For each month τ in my sample, I first draw one pseudo riskneutral return rτ from the risk-neutral cdf Qτ . Additionally, I recover the physical probability
distribution pτ and the corresponding cdf Pτ for that day. Given Qτ = Pτ , the following
transformation of 1 + rτ into uτ is i.i.d uniformly distributed, uτ ∼ i.i.d. U (0, 1):
Z

1+rτ

pτ (x)dx

uτ = Pτ (1 + rτ ) =

(49)

−∞

I generate 10.000 sequences of uτ (each sequence consisting of 380 uniform points, one for
each month) and test whether each sequence is i.i.d. uniformly distributed. I repeat that
approach for all recovery methods and report how often each of the following statistical tests
rejects uniformity at the 5% significance level.
First, I use the Berkowitz (2001) test, which jointly tests uτ for uniformity and the i.i.d.
property. This test first transforms the series uτ into another series zτ with the inverse
standard normal cdf Φ:
Z 1+rτ

−1
−1
zτ = Φ (uτ ) = Φ
pτ (x)dx
(50)
−∞
16

Jackwerth and Menner (2018) label this SDF the implied SDF. Additionally, they define the model SDF
m0,j as the ratio between transition state prices π0,j and recovered probabilities p0,j . Since extracted onemonth transition state prices π0,j only match one-month spot state price in theory yet not empirically, the
model SDF and the implied SDF do not coincide. The main study in this paper uses the implied SDF.
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Given Qτ = Pτ , it follows that zτ ∼ i.i.d. N (0, 1). Berkowitz tests independence and
standard normality of zτ by estimating the following AR(1) model:
zτ − µ = ρ(zτ −1 − µ) + τ

(51)

where under the null hypothesis µ = 0, Var(τ )=1 and ρ = 0. Berkowitz suggests a likelihood
ratio test with
LR3 = −2(LL(0, 1, 0) − LL(µ̂, σ̂, ρ̂))

(52)

with LL being the log likelihood of Equation 51.
Next, I use a test introduced in Knüppel (2015). Instead of testing uτ for uniformity,
√
this test first linearly transforms the series uτ into yτ = 12 (uτ − 0.5) and tests yτ for
standardized uniformity with mean=0 and variance=1. Next, the test compares the first
S moments of yτ to the respective moment of its theoretical counterpart in a GMM-type
procedure with test statistic αS :
αS = T · DS| Ω−1
S DS

(53)

P
with DS being a vector that consists of the differences between sample moments T1 Tτ =1 yτs
and theoretical moments µs for s = 1, ..., S. ΩS is a consistent estimator of the covariance
matrix of moment differences between yτ and its theoretical counterpart. As in Knüppel
(2015), I set all covariances in ΩS between odd and even moment differences to zero. In my
analysis, I perform the test by (i) using three moments (S=3) and (ii) using four moments
(S=4). The test accounts for serial correlation of uτ by estimating a Newey-West covariance
matrix with automated lag length as suggested by Andrews (1991).
Lastly, I apply a Kolmogorov - Smirnov (KS) test. This test determines the maximum
distance between the uniform cdf U and the empirical cdf UQ of the percentiles uτ and is
based on the following test statistic:
KS = sup |UQ (v) − U (v)|

(54)

v

2.4

Empirical Results

Recovering wrong physical probabilities is equivalent to recovering the wrong stochastic
discount factor. Thus, the empirical usefulness of the Ross recovery theorem stands and falls
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with the pricing abilities of the recovered SDFs. By switching to a time series perspective,
I investigate whether recovered stochastic discount factors are able to price the market
and the risk-free asset. I further compare realizations of the recovered stochastic discount
factor to theoretically motivated stochastic discount factors, namely, the Minimum Variance
stochastic discount factor and the transitory stochastic discount factor component.
2.4.1

Do realized SDFs price the S&P 500 and the risk-free asset?

Jackwerth and Menner (2018) show that for a particular day (February 17, 2010), the
recovered stochastic discount factors are often rather flat. Yet, how do they behave in
general? A time series perspective can help here and I ask for a time series of positive
stochastic discount factor realizations mτ being able to price the market and the risk-free
asset.17 Out of the many stochastic discount factors satisfying these constraints, I introduce
the Minimum Variance (MinVar) stochastic discount factor:

min V ar(SDF ) s.t.

SDFτ

T
T
1 X
1 X
SDFτ · Rτ = 1,
SDFτ · Rfτ = 1, SDFτ > 0
T τ =1
T τ =1

(55)

with Rτ being the realized 30-day future return market return and Rfτ the realized 30-day
future risk-free return at date τ . Additionally, I compute one time series of realizations of the
stochastic discounts for each recovery method. I determine this stochastic discount factor
realization for each date τ as the value of the method’s implied SDF that corresponds to the
market return Rτ .
Figure 8 depicts the realized stochastic discount factors (gray squares) for the four Ross
recovery methods (Panel A-D), for Power Utility (Panel E), and for the Minimum Variance
stochastic discount factor (Panel F). The black line in each panel represents a Gaussian
kernel regression line through the realized SDF values.
The realized stochastic discount factor for Ross Basic moves around widely and demonstrates the instability of that method over time. In comparison, Ross Bounded, Ross Unimodal, and Ross Stable are less variable and exhibit rather flat stochastic discount factors.
These cluster around one, approximating risk-neutrality. The picture is different for Power
Utility and the Minimum Variance stochastic discount factor, which are both decreasing in
future realized returns.
17

See, e.g., Cochrane (2000) page 6 for more details.

77

Ross Basic

Ross Bounded
2

Realized Pricing Kernel

Realized Pricing Kernel

2

1.5

1

0.5
1

1.1

0.9

1

Market Return

Market Return

Ross Unimodal

Ross Stable

1.1

2

Realized Pricing Kernel

2

Realized Pricing Kernel

1

0.5
0.9

1.5

1

0.5

1.5

1

0.5
0.9

1

1.1

0.9

1

Market Return

Market Return

Power Utility

Minimum Variance

1.1

2

Realized Pricing Kernel

2

Realized Pricing Kernel

1.5

1.5

1

0.5

1.5

1

0.5
0.9

1

1.1

0.9

Market Return

1

1.1

Market Return

Figure 8. Time Series of Stochastic Discount Factors. I depict a time series of realized
stochastic discount factors (gray squares) for different recovery methods. I further depict a Gaussian
kernel regression line (black) through the realized stochastic discount factor values. Panel A shows
realized stochastic discount factors for Ross Basic, Panel B for Ross Bounded, Panel C for Unimodal,
Panel D for Ross Stable, Panel E for Power Utility with γ = 3 , and Panel F for the Minimum
Variance stochastic discount factor.
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The stochastic discount factor realizations for the Ross recovery methods and for Power
Utility are not constrained to exactly price the S&P 500 and the risk-free asset. This is in
contrast to the Minimum Variance stochastic discount factor from Equation 55 and enables
a way of testing the pricing ability of recovered stochastic discount factors and, by that, the
performance of the Ross recovery theorem. For each recovery method, I test the hypotheses
that recovered realized SDFs can (H1) price the S&P 500, (H2) price the risk-free asset,
(H3) price the S&P 500 and the risk-free asset simultaneously:

H1 :

T
1 X
SDFτ · Rτ = 1
E(SDF · R) =
T τ =1

(56)

H2 :

T
1 X
E(SDF · Rf ) =
SDFτ · Rfτ = 1
T τ =1

(57)

H3 :

E(SDF · R) = 1 and E(SDF · Rf ) = 1

(58)

Results are given in Table 19.
The Minimum Variance SDF perfectly prices both assets. Ross Basic performs worst
in pricing the market and the risk-free asset with expected SDF-adjusted returns above 1.3
instead of 1. The other Ross recovery methods perform slightly better with expected values
closer to (yet still significantly above) unity. For all Ross recovery methods I can, however,
reject the ability to price the S&P 500, the risk-free asset, or both simultaneously. Only
for the ability of Ross Stable to price the risk-free asset, I do not find a rejection at the 5%
significance level. The Power Utility SDF performs much better. Here, I cannot reject its
ability to price both assets individually. However, I can also reject its ability to price both
assets simultaneously at the 5% level (yet not at the 1% level).
For robustness, I repeat the above analysis but apply Ross recovery on a reduced state
space. While the original analysis uses 120 maturity steps (10 steps per month), the reduced
state space only uses 96 maturity steps (8 steps per month). This limits the state space from
111 to 89 states for the methods Ross Basic, Ross Bounded, and Ross Unimodal, and from
120 to 96 states for the methods Ross Stable and Power Utility.
For the sake of robustness, I repeat the original analysis but exclude recession periods
classified by the NBER (see e.g. https://fred.stlouisfed.org/series/VIXCLS) from my main
sample. Removed periods are the Early 1990s Recession (July 1990 until March 1991),
the Early 2000s Recession (March 2001 until November 2001), and the Great Recession
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(December 2007 until June 2009). This reduces my main sample from 380 dates to 343
dates. Both robustness studies do not qualitatively change my main findings. Result tables
are given in Appendix A.2.1.
Table 19. Test if SDFs price the S&P 500 and the risk-free asset. I test whether the
time series of realized recovered SDFs is able to price the S&P 500 and the risk-free asset. The
first column shows the values of E [SDF · R] for S&P 500 returns R and the p-values for testing
this expectation against unity. The second column shows the values of E [SDF · Rf ] for risk-free
returns Rf and the again p-values for testing this expectation against unity. The third column
shows the p-values of a Wald test that simultaneously tests both expectation values against unity.

SDF from

E [SDF · R]

E [SDF · Rf ]

Joint Wald Test

Method

(p-value - unity)

(p-value - unity)

(p-value - joint unity)

Ross Basic

1.304

1.308

-

πi,j > 0

(0.000)

(0.000)

(0.001)

Ross Bounded

1.035

1.030

-

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.000)

(0.001)

1.060

1.056

-

(0.000)

(0.000)

(0.000)

Ross Stable

1.010

1.005

-

No transition state prices

(0.002)

(0.076)

(0.007)

Power Utility

0.999

1.000

-

with γ = 3

(0.895)

(0.980)

(0.022)

1.000

1.000

-

(1.000)

(1.000)

(1.000)

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]

MinVar

2.4.2

How do recovered SDFs compare to the MinVar SDF?

The Minimum Variance SDF is not the only stochastic discount factor that is able price
the market and the risk-free asset. Any other valid stochastic discount factor SDF ? can
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be decomposed into the Minimum Variance stochastic discount factor SDF MinVar and a
residual component ? that is orthogonal to the returns of the market R and the returns of
the risk-free asset Rf :18
SDFτ? = SDFτMinVar + ?τ ,

where

E(R · ? ) = E(Rf · ? ) = 0.

(59)

Since all valid stochastic discount factors SDF ? have the same expected value, the expected
orthogonal component E(? ) further must equal zero. Moreover, given that the Minimum
Variance stochastic discount factor SDF MinVar is uncorrelated with the orthogonal component ? , a lower variance of ? can lead to a lower asset pricing variance and implies an SDF
that is more similar to the MinVar SDF.19 Out of all valid stochastic discount factors, an
SDF which comes with a low variance of ? would thus be preferable to an SDF which comes
with a high variance of ? .
I am interested in the properties of the empirical residual component ˆ for a given recovered stochastic discount factor SDFτ , which I estimate as:
ˆτ = SDFτ − SDFτMinVar .

(60)

First, I use a t-test to test the hypothesis that E (ˆ) = 0, a condition that must be fulfilled for
valid stochastic discount factors. Further, I compute the variance of the residual component,
V ar(ˆ). Results are given in Table 20. The second column reports the expected value of the
residual component ˆ and the p-value for testing whether the residual component ˆ has an
expectation of zero. I can reject that hypothesis for all recovery methods but Ross Stable
(p-value of 0.45) and Power Utility (p-value of 0.92) at the 5% significance level. This finding
shows again that Ross Basic, Ross Bounded, and Ross Unimodal all deliver invalid stochastic
discount factors. The variance of the residual component for the Ross recovery SDFs is much
higher (values above 0.016 topped by a value of 2.602 for Ross Basic) than for the Power
Utility SDF (a value of 0.001).20 Unreported results further show that the Ross recovery
SDFs are highly (negatively) correlated with their residual component. The Power Utility
SDF, on the other hand, does not correlate with its residual component.
Ross Basic is so noisy that it hardly bears any resemblance with the Minimum Variance
stochastic discount factor. On the other hand, even mild economic constraints in Ross
18

See Cochrane (2000) page 68 for details on that decomposition.

19

See Appendix A.2.4 for details.

20

For comparison, the variance of the MinVar SDF equals 0.016.
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Bounded, Ross Unimodal, or Ross Stable lead to stochastic discount factors that are almost
risk-neutral and, again, do not resemble the Minimum Variance stochastic discount factor.
Table 20. Analyzing the residual SDF component of recovered SDFs. I present the
results for analyzing the empirical residual component for several Ross recovery methods. That
component is computed as the difference between the recovered SDF and the Minimum Variance
SDF. Column two shows the expected value of the residual component and the p-value for testing
the hypothesis that the expected value of the residual component equals zero using a t-test. Column
three shows the variance of the residual component.

Analyzing the error component
ˆτ = SDFτ − SDFτMinVar

E (τ )

Recovery Method

(p-value) of testing E (τ ) = 0:

Ross Basic

0.308

πi,j > 0

(0.000)

Ross Bounded

0.030

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

Ross Unimodal

0.056

πi,j > 0 and unimodal,

(0.000)

rowsums ∈ [0.9, 1]
Ross Stable

0.005

Do not use transition state prices

(0.450)

Power Utility

0.000

with γ = 3

(0.919)

V ar (τ )

2.602
0.016

0.019

0.017
0.001

Again, I perform two robustness studies. My findings do not qualitatively change much
when reducing the state space by approximately 20%. When removing recession periods, I
cannot reject E (τ ) = 0 for the Power Utility residual component anymore. It seems that
when leaving out recession periods, the expected value of the Power Utility SDF with a
risk-aversion parameter of γ = 3 significantly decreases, which increases its distance to the
expected value of the MinVar SDF. Robustness result tables are given in Appendix A.2.2.
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2.4.3

Do recovered SDFs explain the transitory SDF component?

Ross (2015) interprets his recovered probabilities pi,j as subjective beliefs of an investor
whose preferences are reflected by the particular choice of stochastic discount factor SDFi,j =
δu0j /u0i . Borovicka et al. (2016) highlight that the recovered pi,j are not necessarily the true
ptrue
i,j . Only if the true stochastic discount factor, which translates true probabilities into
state prices, were of exactly the functional form of Ross’ assumption (SDFi,j = δu0j /u0i ),
would the two probabilities coincide. Formally, Borovicka et al. (2016) decompose the state
prices in the following way:
πi,j = SDFi,j · pi,j = SDFi,j ·

pi,j
true
P
· ptrue
i,j = SDFi,j · SDFi,j · pi,j ,
true
pi,j

(61)

P
with SDFi,j
being the ratio of recovered and true probabilities. The authors interpret the
P
as a permanent component of the stochastic discount factor, which could be
term SDFi,j
caused by permanent shocks to the macro-economy. They label the Ross recovery stochastic
discount factor SDF in contrast as the transitory stochastic discount factor component.
P
= 1. As
They further note that Ross (2015) will only recover the true probabilities if SDFi,j
I use this interpretation in my empirical work, I would like to know if the implicit assumption
made by Ross (namely, that the permanent component of the stochastic discount factor is
one) might contribute to the empirical failure of the recovery theorem. Empirically, Bakshi
P
exhibits substantial variation and does not equal one. The
et al. (2017) suggest that SDFi,j
authors further point out that the transitory stochastic discount factor component (which
should equal our usual SDF from Ross recovery) can be found empirically, for date τ , as:

SDFτT =

1
Fτ +,∞
·
,
Rfτ Fτ,∞

(62)

where Rfτ is the 30-day risk-free return at date τ , Fτ,∞ is the price of a 30 year Treasury
bond future at date τ , and Fτ +,∞ is the price of a 30 year Treasury bond future 30 calendar
days after date τ . To uncover if recovered stochastic discount factors empirically equal the
transitory component, I regress realized SDFs implied by a particular recovery approach on
the empirical transitory component, which I construct as in Equation 62:
SDFτRecovery = β0 + β1 SDFτT + τ ,

τ = 1, ..., T .

(63)

Results for that regression are given in Table 21. For Ross Basic, I again find a large
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negative intercept and a large positive slope coefficient. For Ross Bounded, Ross Unimodal,
Ross Stable, and Power Utility I find positive intercepts as well as slopes lower than one. The
adjusted R2 is about zero for all these methods, so they all exhibit very low similarity with
the transitory component. Also, I can reject the hypothesis of the intercept being equal to
zero and the slope being equal to one for all methods. However, that result does not discredit
the Power Utility method, as there is no theoretical reason why its stochastic discount factor
should equal the transitory component. The story is different for the Ross recovery methods.
Their stochastic discount factors should theoretically match the transitory SDF component,
yet empirically do not, which is further evidence why the Ross recovery theorem does not
work well empirically.
Table 21. Stochastic discount factors and the transitory SDF component. I present the
results from regressing the time series of realized stochastic discount factors for different recovery
methods (including Power Utility) on the time series of the empirical transitory component of the
stochastic discount factor.

SDFτ = β0 + β1 SDFτT + τ
Recovery Method
Ross Basic

p-value

adj. R2

Intercept β0

Slope β1

4.30

-3.01

0.000

0.000

1.11

-0.09

0.000

-0.002

0.97

0.08

0.000

-0.002

0.88

0.12

0.000

0.002

0.96

0.03

0.000

-0.003

β0 =0 and β1 =1

πi,j > 0
Ross Bounded
πi,j > 0, rowsums ∈ [0.9, 1]
Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
Do not use
transition state prices
Power Utility
with γ = 3
My main findings in this study are robust to (i) reducing the state space by approximately
20% and (ii) removing recession periods. Robustness result tables are given in Appendix
A.2.3.
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2.5

Recovered SDFs and and Risk-Neutrality

Based on graphical evidence, Jackwerth and Menner (2018) argue that the failure of the
constraint Ross recovery methods is caused by SDFs that are close to risk-neutrality. I
verify this observation by testing if pseudo risk-neutral returns come from the recovered
distributions. First, I generate 10,000 realizations of a risk-neutral economy. For each
realization, I draw 380 pseudo risk-neutral returns from the risk-neutral cdfs. I plug in those
pseudo returns into the recovered cumulative distribution functions to obtain 380 percentile
value uτ , one for each sample day τ . I then test the percentiles uτ for uniformity using the
four introduced density tests. For each of the 10,000 economies, I report whether uniformity
of uτ is rejected at the 5% level. Table 22 shows the rejection rates for all recovery methods.
Table 22. Test for equality to the risk-neutral distribution. I generate 10,000 realizations
of a risk-neutral economy. For each realization, I draw 380 pseudo risk-neutral returns. I report
the rejection rates for the hypothesis that the pseudo returns were drawn from another particular
recovery method’s physical distributions. I use the Berkowitz test, two versions of the Knüppel
test (3 and 4 moments), and the KS test, each at a 5% significance level.

H0: pτ = q̂τ
Recovery Method
Risk-Neutral
Ross Basic
πi,j > 0
Ross Bounded
πi,j > 0, rowsums ∈ [0.9, 1]

Berkowitz

Kolmogorov-

Knüppel

Knüppel

Smirnov

3 moments

4 moments

rej. rate

rej. rate

rej. rate

rej. rate

5%

5%

2%

5%

94%

91%

88%

91%

28%

5%

4%

26%

83%

7%

20%

91%

5%

5%

2%

4%

70%

65%

51%

58%

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
No transition
state prices
Power Utility
with γ = 3
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A high rejection rate indicates that the recovered cumulative distribution functions do significantly differ from the risk-neutral ones. Unsurprisingly, I find a low 5% rejection rate (2% for
the Knüppel 3 moments test) for the hypothesis that risk-neutral returns indeed come from
the risk-neutral distribution. For Ross Basic and Power Utility the risk-neutrality hypothesis
is rejected for most of the realized economies. Those methods clearly recover physical probabilities that do not equal risk-neutral ones. For Ross Unimodal, I find mixed results. While
the Berkowitz test and the Knüppel 4 moments test mostly find a rejection of risk-neutrality,
the Kolmogorov-Smirnov test only rejects in 7% of the cases and the Knüppel 3 moments
test in only 20% of the cases. For Ross Bounded, rejection rates are all below 28%, which
indicates that its recovered physical probabilities are close to risk-neutrality. With rejection
rates at 5% or below, Ross Stable essentially recovers risk-neutral probabilities.

2.6

Conclusion

In this paper, I investigate the empirical properties of the recovered stochastic discount
factors. I implement several methods of Ross recovery starting with ’Ross Basic’, which
requires minimal assumptions, and continue with the methods ’Ross Bounded’, and ’Ross
Unimodal’, for which I subsequently add plausible economic constraints. An alternative
implementation of Ross recovery is ’Ross Stable’, which allows recovery without requiring
transition state prices as an ingredient. I use a Power Utility stochastic discount factor with
risk-aversion parameter γ = 3 as a benchmark method.
For my 380 sample days, I compute a time series of stochastic discount factor realizations,
one for each recovery method.
First, I investigate whether recovered realized stochastic discount factors are able to
price the S&P 500 and the risk-free asset using the standard pricing equation. All Ross
recovery methods fail in doing so. The Power Utility SDF is able to individually (yet not
simultaneously) price both assets. I further introduce the Minimum Variance stochastic
discount factor, which is constructed as the SDF with the lowest variance that perfectly
prices both assets, as a baseline method.
Next, I decompose the recovered stochastic discount factors into the Minimum Variance
stochastic discount factor plus a residual SDF component. For any valid stochastic discount
factor, that component must be orthogonal to the assets being priced and must equal zero in
expectation. For each recovery method, I then test whether that component has an expected
value of zero. I can reject that hypothesis for all methods but Ross Stable and Power Utility.
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I further compute the variance of the residual SDF component. A low variance implies a
high resemblance of the recovered SDF to the Minimum Variance SDF and can reduce the
variance for asset pricing. Yet, all Ross recovery methods deliver a much higher variance
of that residual component compared to the Power Utility method. Overall, I find that the
Power Utility SDF compares much better to the theoretically motivated Minimum Variance
SDF.
In my next study, I check on an implicit assumption of Ross, which sets the permanent
stochastic discount factor component to one and leads to the recovery of only the transitory
stochastic discount factor component. Comparing the recovered transitory component to an
empirically estimated transitory component as in Bakshi et al. (2017), I find that the two
approaches do not coincide. This provides further evidence that the Ross recovery theorem
does not work well empirically.
Finally, I implement a simulation study to show that those Ross recovery methods for
which additional plausible economic constraints are added, namely Ross Bounded and Ross
Unimodal, recover physical distributions that are close to risk-neutral ones. This also holds
for the Ross Stable method. For Ross Basic and the Power Utility method, recovered distributions significantly differ from risk-neutral ones.
My study on the properties of recovered stochastic discount factors provides further
evidence that the Ross recovery theorem fails empirically and adds to the understanding of
the reason behind this finding. I further contribute to the literature on the decomposition of
stochastic discount factors by linking a direct application of a Ross recovery theorem using
index options to the research that focuses on Ross recovery from a long-term risk pricing
perspective.
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Appendix A.2 for: ”The Ross Recovery Stochastic
Discount Factor”
A.2.1

Robustness: Pricing the S&P 500 and the risk-free asset

Table 23 shows results of my study on the pricing ability of SDFs when applying Ross
recovery on a state space for which the number of states is reduced by approximately 20%.
Table 23. Test if SDFs price the S&P 500 and the risk-free asset when reducing the
original state space for Ross recovery by approximately 20%. The first column shows the
values of E [SDF · R] for S&P 500 returns R and the p-values for testing this expectation against
unity. The second column shows the values of E [SDF · Rf ] for risk-free returns Rf and the again
p-values for testing this expectation against unity. The third column shows the p-values of a Wald
test that simultaneously tests both expectation values against unity.

SDF from

E [SDF · R]

E [SDF · Rf ]

Joint, Wald Test

Method

(p-value - unity)

(p-value - unity)

(p-value - joint unity)

Ross Basic

2.121

2.213

-

πi,j > 0

(0.203)

(0.212)

(0.004)

Ross Bounded

1.024

1.019

-

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.000)

(0.000)

1.046

1.041

-

(0.000)

(0.000)

(0.000)

Ross Stable

1.036

1.032

-

No transition state prices

(0.000)

(0.000)

(0.000)

Power Utility

0.999

1.000

-

with γ = 3

(0.910)

(0.970)

(0.028)

1.000

1.000

-

(1.000)

(1.000)

(1.000)

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]

MinVar
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Table 24 shows the results of my analysis on the pricing ability of SDFs when excluding
recession periods from my sample.
Table 24. Test if SDFs price the S&P 500 and the risk-free asset when excluding recession periods from the original sample. The first column shows the values of E [SDF · R] for
S&P 500 returns R and the p-values for testing this expectation against unity. The second column
shows the values of E [SDF · Rf ] for risk-free returns Rf and the again p-values for testing this
expectation against unity. The third column shows the p-values of a Wald test that simultaneously
tests both expectation values against unity.

SDF from

E [SDF · R]

E [SDF · Rf ]

Joint, Wald Test

Method

(p-value - unity)

(p-value - unity)

(p-value - joint unity)

Ross Basic

1.306

1.309

-

πi,j > 0

(0.001)

(0.001)

(0.002)

Ross Bounded

1.033

1.027

-

πi,j > 0, rowsums ∈ [0.9, 1]

(0.000)

(0.000)

(0.001)

1.061

1.055

-

(0.000)

(0.000)

(0.000)

Ross Stable

1.009

1.003

-

No transition state prices

(0.007)

(0.324)

(0.007)

Power Utility

0.994

0.993

-

with γ = 3

(0.216)

(0.292)

(0.001)

1.000

1.000

-

(1.000)

(1.000)

(1.000)

Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]

MinVar
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A.2.2

Robustness: The orthogonal SDF component

Table 25 shows the results of my analysis on the orthogonal SDF component when applying
Ross recovery on a state space for which the number of states is reduced by approximately
20%. The main results do qualitatively not change much. I cannot reject E (τ ) = 0 for
Ross Basic anymore. However, when looking at the expected value and the variance of τ it
becomes clear that the Ross Basic SDF is now even more chatic and less reasonable than in
the original study. In this robustness study, Ross Stable performs worse than in the original
study.
Table 25. Analyzing the residual SDF component of recovered SDFs when reducing
the original state space for Ross recovery by approximately 20%. I present the results for
analyzing the empirical residual component for several Ross recovery methods. That component is
computed as the difference between the recovered SDF and the Minimum Variance SDF. Column
two shows the expected value of the residual component and the p-value for testing the hypothesis
that the expected value of the residual component equals zero using a t-test. Column three shows
the variance of the residual component. I reduce the dimension of the original state-space by 20%.

Analyzing the error component
E (τ )

ˆτ = SDFτ − SDFτMinVar
Recovery Method

V ar (τ )

(p-value) of testing E (τ ) = 0:

Ross Basic

1.212

πi,j > 0

(0.212)

Ross Bounded

0.019

πi,j > 0, rowsums ∈ [0.9, 1]

(0.002)

356.9

0.014

Ross Unimodal
0.041
πi,j > 0 and unimodal,

0.018

(0.000)

rowsums ∈ [0.9, 1]
Ross Stable

0.032

Do not use transition state prices

(0.000)

Power Utility

0.000

with γ = 3

(0.880)
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0.022

0.001

Table 26 shows the results of my analysis on the orthogonal SDF component when excluding
recession periods from my sample. Results for the Ross Recovery SDFs barely change.
The Power Utility SDF performs worse when looking at the expected value of its residual
component (an expectation of -0.007 and a p-value of 0.007).
Table 26. Analyzing the residual SDF component of recovered SDFs when removing
recession periods. I present the results for analyzing the empirical residual component for several
Ross recovery methods. That component is computed as the difference between the recovered SDF
and the Minimum Variance SDF. Column two shows the expected value of the residual component
and the p-value for testing the hypothesis that the expected value of the residual component equals
zero using a t-test. Column three shows the variance of the residual component. I remove recession
periods from the original sample.

Analyzing the error component
E (τ )

ˆτ = SDFτ − SDFτMinVar
Recovery Method

V ar (τ )

(p-value) of testing E (τ ) = 0:

Ross Basic

0.308

πi,j > 0

(0.000)

Ross Bounded

0.027

πi,j > 0, rowsums ∈ [0.9, 1]

(0.003)

2.772

0.028

Ross Unimodal
0.055
πi,j > 0 and unimodal,

0.030

(0.000)

rowsums ∈ [0.9, 1]
Ross Stable

0.003

Do not use transition state prices

(0.780)

Power Utility

-0.007

with γ = 3

(0.007)
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0.031

0.003

A.2.3

Robustness: Equality to the transitory SDF component

Table 27 shows the results of my analysis on the equality of recovered SDFs and the transitory
SDF component when applying Ross recovery on a state space for which the number of states
is reduced by approximately 20%.
Table 27. Stochastic discount factors and the transitory SDF component when reducing the original state space for Ross recovery by approximately 20%. I present the
results from regressing the time series of realized stochastic discount factors for different recovery
approaches (including Power Utility) on the time series of the empirical transitory component of
the stochastic discount factor. I reduce the dimension of the original state-space by 20%.

SDFτ = β0 + β1 SDFτT + τ
Recovery Method
Ross Basic

p-value

adjusted R2

Intercept β0

Slope β1

26.29

-24.20

0.340

-0.001

1.07

-0.06

0.000

-0.002

1.19

-0.16

0.000

0.000

0.54

0.49

0.000

0.010

0.96

0.03

0.000

-0.003

β0 =0 and β1 =1

πi,j > 0
Ross Bounded
πi,j > 0, rowsums ∈ [0.9, 1]
Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
Do not use
transition state prices
Power Utility
with γ = 3
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Table 28 shows the results of my analysis on the equality of recovered SDFs and the transitory
SDF component when excluding recession periods from my sample.
Table 28. Stochastic discount factors and the transitory SDF component when removing recession periods from the original sample. I present the results from regressing
the time series of realized stochastic discount factors for different recovery approaches (including
Power Utility) on the time series of the empirical transitory component of the stochastic discount
factor. I remove recession periods from the original sample.

SDFτ = β0 + β1 SDFτT + τ
Recovery Method
Ross Basic

p-value

adjusted R2

Intercept β0

Slope β1

5.34

-4.05

0.000

0.002

1.29

-0.27

0.000

0.009

1.24

-0.19

0.000

0.000

0.97

0.03

0.000

-0.002

1.22

-0.24

0.000

0.000

β0 =0 and β1 =1

πi,j > 0
Ross Bounded
πi,j > 0, rowsums ∈ [0.9, 1]
Ross Unimodal
πi,j > 0 and unimodal,
rowsums ∈ [0.9, 1]
Ross Stable
Do not use
transition state prices
Power Utility
with γ = 3
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A.2.4

The orthogonal component of the SDF

Given that the stochastic discount factor SDF ? = SDF MinVar +? has a component ? that is

orthogonal to the return RA of an asset A and that E (? ) = 0 and Cov SDF MinVar , ? = 0,
it follows for the variance of pricing asset A with the stochastic discount factor SDF ? :
V ar (SDF ? · RA ) = V ar

 
SDF MinVar + ? · R



= V ar SDF MinVar · RA + 2 · Cov SDF MinVar · RA , ? · RA + V ar (? · RA )



2
− 2 · E SDF MinVar RA E (? RA )
= V ar SDF MinVar · RA + 2 · E SDF MinVar ? RA
| {z }
=0

?

+ V ar ( · RA )




2
2
= V ar SDF MinVar · RA + 2 · Cov SDF MinVar ? , RA
+ 2 · E SDF MinVar ? E RA
|
{z
}
=Cov(SDF MinVar ,? )=0

+ V ar (? · RA )


2
= V ar SDF MinVar · RA + 2 · Cov SDF MinVar ? , RA
+ V ar (? · RA )
2








2
2
2
= V ar SDF MinVar · RA + 2 · Cov SDF MinVar ? , RA
+ E ? · RA
− E (? · RA )
| {z }
=0

 2

 2



2
2
2
= V ar SDF MinVar · RA + 2 · Cov SDF MinVar ? , RA
+ Cov ? , RA
+ E ? · E RA

 2

2
= V ar SDF MinVar · RA + Cov ? · ? + 2 · SDF MinVar , RA
+ V ar (? ) · E RA
(64)
Setting RA = 1 gives


V ar (SDF ? ) = V ar SDFτMinVar + ?τ = V ar SDF MinVar + V ar (? ) .

(65)

Equation 65 demonstrates that a lower variance of the orthogonal component ? implies a
stochastic discount factor SDF ? that resembles the Minimum Variance SDF. Although the
 2
covariance term Cov ? · ? + 2 · SDF MinVar , RA
in Equation 64 would have to be studied
?
2
in more detail, a lower variance of  reduces the value of V ar (? ) · E (RA
) and indicates a
lower variance for pricing the asset A.
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Chapter 3

The Causal Effect of Corporate Governance
on Employee Satisfaction

This project is joint work with Frederic Menninger. We thank Andrew Chamberlain, Marcel Fischer,
Patrick Hauf, Jens Ihlow, Jens Carsten Jackwerth, Axel Kind, Nawid Siassi, Malte Nussberger, Johannes
Zaia, Glassdoor, Inc. and all their employees, participants of the research seminar of University of Konstanz,
and 4th Workshop in Empirical Banking and Finance for valuable comments.
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3.1

Introduction

In this paper, we investigate the causal effect of shareholder rights on employee satisfaction.
We find a 10% decrease in employee satisfaction following shareholder proposals that pass
by a small margin in favor of stronger shareholder rights compared to failed shareholder
proposals. Employee satisfaction is relevant for financial and non-financial reasons. From
a financial perspective, human capital is an intangible asset. The importance of this asset
increased dramatically in the past decades, as companies changed from capital-intensive
processing of raw materials to the development of highly sophisticated products and services
(Zingales, 2000). The competitive advantages of modern products result to a large extent
from the creativity of their developers.
Symitsi et al. (2018) show that one additional point on a five-point scale of employee
satisfaction is associated with an abnormal annual stock return of 1.5% and a 0.5% higher
Return on Assets. Edmans (2011) and Goenner (2008) also find positive abnormal long-term
returns for companies with high employee satisfaction. Sophisticated long-term investors are
aware of the importance of the workforce and urge managers to act accordingly. In his letter
to CEOs, Larry Fink, founder and CEO of Exchange Traded Fund (ETF) giant BlackRock,
criticized companies for underinvesting in skilled workforces (2015) and reminded CEOs that
“[c]ompanies must benefit all of their stakeholders, including shareholders, employees, [...]”
(2018). Larry Fink is not the only investor interested in employee satisfaction. According to
a 2017 Institutional Investor study by Edelman, 69 percent of investors answered that they
care about how a company treats its employees.
In addition to the impact on shareholder value, employee satisfaction is important from
a social responsibility perspective. Stress at the workplace causes more than 120,000 deaths
per year in the U.S. and leads to annual costs in excess of $180 billion (Goh et al., 2015).
Additionally, stakeholders with interests other than the stock price, such as unions, political
groups, and employees themselves, prefer higher employee satisfaction.
Employee satisfaction is also at the center of the current political attention. Recent
legislative initiatives such as the “Accountable Capitalism Act”21 introduced by U.S. Senator
Elisabeth Warren in August 2018 force companies to increase the focus on the well being
of employees. This legislation would weaken shareholder rights (see, e.g., Lipton, 2018) and
includes a mandatory shift from shareholder primacy to stakeholder governance, including a
21

Available at: https://www.warren.senate.gov/imo/media/doc/Accountable%20Capitalism%20Act.pdf
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40% board representation by employees for large corporations.22
The effect of stronger shareholder rights on employee satisfaction is a priori not clear.
On the one hand, classic corporate finance is shareholder-centric and expects managers to
maximize stock prices instead of employee satisfaction, which implies a negative relation
between shareholder rights and employee satisfaction.23 An increase in employee satisfaction
usually comes at the expense of the company, therefore stronger shareholder rights (which
align the interests of shareholders and managers) might lead to a decrease in employee
satisfaction. Another possible reason for a negative effect is stock-market pressure to deliver
short-term results, even at the expense of long-term shareholder value (short-termism). Stein
(1988) introduces the problem of short-termism with a theoretical model. Bertrand and
Mullainathan (2003) confirm this problem empirically and find decreasing wages following
increased takeover pressure. According to a survey by Graham et al. (2005), 78% of CFOs are
willing to sacrifice long-term projects despite a positive NPV in order to increase short-term
earnings.
On the other hand, one can expect a positive relation between stronger shareholder rights
and employee satisfaction. The combination of (i) increasing investments in ETFs (see, e.g.,
Batts, 2018), (ii) sufficient resources of institutional investors to investigate and appreciate
the value of employee satisfaction as an intangible asset, and (iii) institutional investors’
influence on CEOs, such as the Larry Fink’s letters to CEOs, suggest an improved employee
satisfaction.24 In their theoretical paper, Marinovic and Varas (2017) suggest a negative relation between stronger shareholder rights and short-termism, which can potentially explain
an increase in employee satisfaction following the approval of stronger shareholder rights.
Positive and negative effects should be measurable in employee satisfaction immediately after
the management expects a change in the shareholder rights, even when the actual modification of the charter or bylaws occurs only months later. Assuming the number of anti-takeover
provisions is reduced, then management can mitigate the increasing takeover vulnerability
in the coming month with strong financial results. In order to achieve such results in the
upcoming quarterly reports, managers have an incentive to cut costs as soon as possible.
22
The stakeholder principal itself is not new, but it is not mandatory. See, e.g. the Supreme Court of
Delaware ruling in the Unocal v. Mesa Petroleum case in 1985.
23

Jeff Tryka, an equity analyst at Delafield Hambrecht, described this view by: “[Costco’s] management
is focused on [...] employees to the detriment of shareholders. To me, why would I want to buy a stock like
that?” - BusinessWeek on 8.28.2003
24

Another increasingly influential group affecting shareholder votes with similar analytic resources are
proxy advisory firms. For an overview of this industry see Copland et al. (2018).
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Empirical evidence on the relation between corporate governance and employee satisfaction is sparse, caused by limited data on company specific employee satisfaction. We
overcome this problem by using data provided by Glassdoor, a website where, after creating an account, employees can anonymously review their employer. The information in
this dataset is relevant for two reasons. First, it allows us to measure the level of employee
satisfaction for each company at different points in time. Second, satisfaction scores from
Glassdoor are available online. This visibility makes employee satisfaction more important
to stakeholders because it attracts or discourages potential employees.
We measure the changes in employee satisfaction around quasi-exogenous shocks to the
corporate governance of companies. Specifically, we employ a Regression Discontinuity Design (RDD) to close votes on shareholder proposals. This methodology allows us to ensure
a causal interpretation of the results. As the outcome of a close vote, e.g. a proposal that
passes with 50.5% or fails with 49.5%, is uncorrelated with firm characteristics and cannot
be anticipated, it is akin to an exogenous shock and hence overcomes potential endogeneity
issues of cross sectional regressions. Our main finding of a decrease in employee satisfaction is
robust to different windows around the majority threshold, alternative measures of employee
satisfaction, and various time periods to measure employee satisfaction. The companies with
close passed and failed proposals show no significant pre-existing differences and we find no
discontinuity in the density of votes in favor of shareholder proposals, which could suggest
manipulation of the votes.
We contribute to the existing literature in several ways. First, we identify stronger
shareholder rights as a source of employee dissatisfaction. This finding is important for
investors with long-term financial interests and stakeholders with non-financial interests,
such as managers who have an interest in the well-being of their workforce, unions, law
makers, and employees themselves.
Second, we extend the list of consequences of stronger shareholder rights. Previous studies
mainly focus on quantitative aspects, such as stock prices (Gompers et al., 2003; Bebchuk
et al., 2013; Cuñat et al., 2012), equity risk (Ferreira and Laux, 2007), and compensation
(Core et al., 1999). Our findings are among the first (see, e.g. Li et al., 2008) to show causal
effects of corporate governance on intangible assets, in this case employee satisfaction. A
better understanding of the effects on employee satisfaction caused by changes in corporate
governance contribute to the current legislative discussions which focus on the stakeholder
principal, such as the Accountable Capitalism Act.
Third, we contribute to the existing discussion on short-termism. Scholars (e.g., Jordan
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et al., 2016), corporate lawyers (e.g., Lipton, 2017), and politicians (e.g., Warren, 2018)
observe an ongoing focus of executives and board members on short-term results, which
damages the long-term success of companies and the well-being of the economy. Empirical
evidence for this stock-market driven short-termism is rare and some scholars, such as Roe
(2018), question whether economically relevant short-termism exists at all. Others, such as
Bebchuk (2013a), find no evidence that weaker shareholder rights have positive long-term
effects. Given a positive relation between employee satisfaction and the long-term success
of companies (see, e.g., Edmans, 2011) we provide evidence of a causal relationship between
stronger shareholder rights and short-termism.
Previous studies that investigate the relation between corporate governance and characteristics connected to employee satisfaction include Cronqvist et al. (2009), who use Swedish
data and show that stronger governance leads to lower wages. Liskovich (2016) uses data
from the Texas Workforce Commission and shows that board destaggerings lead to a replacement of high-wage employees with low-wage employees. Popadak (2014) uses the similarity
in written employee reviews to show a decrease in a proxy for corporate culture following
stronger shareholder rights.
The remainder of this paper is organized as follows. Chapter 3.2 describes the methods
we use to quantify employee satisfaction and the Regression Discontinuity Design. Chapter
3.3 describes our employee satisfaction and shareholder proposal data. We show and discuss
results including robustness checks and placebo checks in Chapter 3.4. Chapter 3.5 concludes.

3.2

Methodology

In this chapter, we explain how we quantify employee satisfaction and the Regression Discontinuity Design (RDD) employed to quantify the effect that stronger shareholder rights
have on employee satisfaction.
3.2.1

Quantification of Employee Satisfaction

Our empirical study is based on employee satisfaction scores (ES) between 1 and 5 assigned
by individual employees on their company. For our analysis, we are interested in the change
of employee satisfaction (∆ESi ) around an annual meeting i. To obtain ∆ESi , we require
aggregated measures in employee satisfaction for the company that holds annual meeting
i in a specific time period before and after the meeting. We start by defining ES i (−T, 0)
as the average employee satisfaction within T months prior and ES i (0, T ) as the average
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employee satisfaction within T months after annual meeting i:
−

+

Ni
Ni
1 X
1 X
ES i (−T, 0) = −
ESi,j (−T, 0) and ES i (0, T ) = +
ESi,j (0, T ),
Ni j=1
Ni j=1

(66)

where ESi,j (−T, 0) is the j − th review out of Ni− total reviews on employee satisfaction
for the company with annual meeting i within T months prior the annual meeting and
ESi,j (0, T ) is the j − th review out of Ni+ total reviews on employee satisfaction for the
company with annual meeting i within T months after the annual meeting. We further
compute an employee satisfaction index score ES I (−T, 0) within T months prior and an
employee satisfaction index score ES I (0, T ) within T months after annual meeting i. The
index scores are computed analogous to Equation 66 but use reviews on employee satisfaction
for all U.S. companies in the Glassdoor database within the relevant time periods.
We then measure the change in employee satisfaction ∆ESi as the difference between
the index-adjusted satisfaction measure within T months after the annual meeting and the
index-adjusted satisfaction measure within T months before the annual meeting:
∆ESi =

ES i (0, T )
ES i (−T, 0)
−
ES I (0, T ) ES I (−T, 0)

(67)

For our study, we use a window of T = 6 months before and after the annual meeting. We
discard annual meetings for which we have less than 30 employee satisfaction reviews within
that 6 months before and that 6 months after the annual meeting available. We choose a
minimum of 30 reviews and 6 month windows to balance between statistical stability of the
employee satisfaction averages and our sample size. Our results are robust to using 9 month
windows with a minimum of 45 reviews. Using 3 month windows with a minimum of 15
reviews reduces the significance, yet does not change the direction of our results.
For further robustness, we (i) use an absolute instead of a relative index-adjustment, i.e.
define

(68)
∆ESi = ES i (0, T ) − ES I (0, T ) − ES i (−T, 0) − ES I (−T, 0)
and (ii) ignore the index-adjustment altogether, i.e. define
∆ESi = ES i (0, T ) − ES i (−T, 0).
Both approaches hardly change our main results.
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(69)

3.2.2

Regression Discontinuity Design and Shareholder Proposals

We follow Cuñat et al. (2012) and use close votes on shareholder proposals as exogenous
shocks to the governance of a company. This methodology, known as Regression Discontinuity Design (RDD), has several advantages.
First, shareholder proposals concern, by definition, aspects of the corporate governance
that are within the control of shareholders. This advantage ensures not only a better understanding of corporate governance, it also allows stakeholders to act on our findings. Other
aspects of corporate governance, such as the legal environment or institutional ownership,
are certainly important, yet can hardly be influenced by shareholders or managers.
Second, shareholder proposals are not subject to a selection bias. The requirements and
costs to file a shareholder proposal are very low, therefore all types of shareholders can file
a proposal and recommend a course of action for the company. According to the relevant
regulation25 , shareholders can submit a proposal if they owned stocks worth $2,000 for at
least one year and intend to hold their stocks through the date of the meeting. Unless the
Securities and Exchange Commission (SEC) allows otherwise, companies have to include all
shareholder proposals that comply with the formal requirements in their proxy statement.26
The costs for the distribution of the proposal are borne by the company. While management
proposals have some advantages in our research setting compared to shareholder proposals,
they can be placed and strategically withdrawn by management. This managerial power
leads selection bias for proposals at the annual meeting. Potentially, managers allow proposals in favor of stronger shareholder rights only in times of good economic performance when
their job is not at risk.
Third, close votes in favor (forcing variable) of a shareholder proposal induce an exogenous
shock to selected aspects of the corporate governance of a company. The voting outcome is a
continuous variable between 0 and 100%, yet the success of shareholder proposals is a binary
variable that jumps at the majority threshold. While market participants and managers can
anticipate a tendency of the vote outcome prior to the annual meeting, the exact outcome of
the votes in favor is only revealed after counting the votes at the annual meeting. A focus on
small window sizes around the threshold ensures a surprise element. Although the effect of
25

Title 17 §240.14a-8 of the Code of Federal Regulation (CFR) defines shareholder proposals and the
procedure to include the proposal and an accompanying supporting statement in the proxy statement of the
shareholder meeting.
26

The list of potential reasons to exclude a proposal is limited to 13 aspects and can be found in CFR
Title 17 §240.14a-8 (i) Question 9.
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a proposal that passes with a large margin should be the same as of a proposal that passes
with a small margin, we exclude non-close votes because we are unable to determine when
the management became aware of this information.
Fourth, shareholder proposals can only contain a single issue. This aspect of shareholder
proposals allows us to classify the change in corporate governance very accurately. Other
exogenous shocks, such as legal changes, simultaneously introduce several changes, which
makes it impossible to isolate the effect of a selected governance characteristic.
Fifth, the RDD is not biased by managers who anticipate the outcome of shareholder
proposals and act on these expectations.
We exploit these advantages with employee satisfaction as the dependent variable. In
a nutshell, we measure the changes in employee satisfaction around annual meetings with
close votes and compare these changes in two cases: The proposal fails or passes. In formal
terms, we define ∆ES(v) as the change of employee satisfaction, depending on the votes in
favor of a close governance-related proposals (v) and the cutoff v̄. In our case, the cutoff is
the majority threshold. Due to the binary outcome of the vote, we can write this function
as:
∆ES(v) = ∆ES (Passed) if v > v̄ (proposal passed)
∆ES(v) = ∆ES (Failed) if v ≤ v̄ (proposal failed)

(70)

We define our variable of interest, τ , as the difference in changes in employee satisfaction for
passed and failed proposals:
τ := ∆ES (Passed) − ∆ES (Failed)

(71)

Empirically, we apply a regression with ∆ES(v) as the dependent variable and the outcome
of the vote as the explanatory variable. In a perfect world we could estimate the effect τ
using a sufficient number of votes within a very small margin, e.g. v ∈ [49.5%, 50.5%], as
these votes provide the best shock. For our smallest sample around the majority threshold
(±3%), we use the following regression, which provides a simple and clean way to estimate
τ:
∆ESi = α + τ Di + i ,
(72)
where ∆ESi is the observed change in employee satisfaction following the annual meeting i.
The intercept α captures the average change in employee satisfaction around all shareholder
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proposals in our sample, independent of the vote outcome. Di is a binary variable with
Di = 1 if the proposal passed and zero, otherwise. The error term i captures changes in
employee satisfaction caused by all reasons other than the outcome of the vote, such as the
loss of a key customer, the failure of air conditioning, or the announcment of additional
employee benefits. These events do not mitigate our effect, because they are, on average,
the same in companies with shareholder proposals that pass or fail by a small margin. The
coefficient τ provides an unbiased estimate of the effect stronger shareholder rights have on
employee satisfaction around the majority cutoff, known as the Local Average Treatment
Effect (LATE).
In addition to a window size of ±3% around the majority threshold, we estimate the effect
using window sizes of ±5% and ± 7% to increase our sample size. For the larger window
sizes, we follow Lee and Lemieux (2010) and add polynomials in Equation 72 to control for
the dependency between the observed change in employee satisfaction and the distance of
votes in favor to the majority threshold. Vote outcomes with v̄ ± 5% still have a random
component, but managers can better anticipate the outcome in advance, which mitigates
the unexpected shock. Without any adjustment, Equation 72 would underestimate the true
effect, because vote outcomes away from the cutoff can be anticipated better in advance of
the annual meeting, lowering the observed effect around the annual meeting itself (see, Lee
and Lemieux, 2010). We extend Equation 72 with a polynomial of degree one on both the
left side and the right side of the cutoff:
∆ESi = α + τ Di + (1 − Di ) · β (F ailed) · (vi − v̄) + Di · β (P assed) · (vi − v̄) + i ,

(73)

where β (F ailed) (β (P assed) ) captures the relation of the distance between votes v to the cutoff
v̄ and the reaction in employee satisfaction left (right) of the cutoff. The discontinuity effect
is captured in τ , since both polynomials equal zero at the cutoff (v = v̄).
According to Lee and Lemieux (2010), three assumptions are required to apply a RDD
to close shareholder votes: (i) No systemic differences in characteristics for companies with
passed and failed proposals, (ii) no precise manipulation of votes, and (iii) a sharp cutoff point. We test assumption (i) by comparing characteristics of companies with failed
shareholder proposals to characteristics of companies with passed proposals. The results are
shown in Chapter 3.3.2. We find that differences in these company characteristics are not
statistically significant for our sample of companies with votes close to the cutoff. We ensure
assumption (ii) by running the conventional McCrary (2008) density (p = 0.45) test, as well
as the robust method (p = 0.98) suggested by Cattaneo et al. (2016) and find no statistical
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evidence of precise manipulation.27 The McCrary tests control for manipulation around the
majority cutoff based on the density of the votes in favor of the proposals. In addition to
this result, we are convinced that precise manipulation of voting outcomes is unrealistic for
large companies, despite recent findings by Bach and Metzger (2017). Their results suggest
the possibility of systemic manipulation of shareholder votes at annual meetings by management. In order to manipulate the voting outcome, managers first need to anticipate the
voting behavior of shareholders accurately. This seems nearly impossible given the large
number of private investors and the inability to forecast close votes in general, as seen in the
Brexit referendum and the U.S. presidential election in 2016. In a second step, managers
need to control sufficient votes prior to the cum-voting date of the annual meeting, which
is on average 46 days before the annual meeting (see, e.g. Kind and Poltera, 2017). The
average company in our sample has a market capitalization above $25 billion, which implies
that managers would have to control voting rights corresponding to shares worth more than
$250 million in order to change the outcome of a proposal from 50.5 % to 49.5%. While
shareholder proposals are not binding, the majority threshold provides a sharp cutoff for the
probability of implementation, which ensures assumption (iii). We use SharkRepellent data
on the subsequent implementation of close proposals (±5%) and classify by hand whether
each proposal was implemented or not. The vast majority (53%) of passed proposals was
implemented or followed by a binding management proposal. The corresponding number for
failed proposals is 9%. Unreported results show that removing passed proposals that have
not been implemented from our sample does not change the findings of our paper.
Although the RDD described in this chapter has the disadvantage of uncertain implementation and a small sample size, we consider it to be the best empirical setting to quantify
a causal effect of corporate governance on employee satisfaction. Cross-sectional regressions benefit from large sample sizes but potential omitted variables and reversed causality
compromise any causal relationship.28 The alternative quasi-natural experiment in corporate governance uses changes in anti-takeover legislation at the end of the 1980’s (see, e.g.
Bertrand and Mullainathan, 2003; Giroud and Mueller, 2010). Yet, recent papers, including
Karpoff and Wittry (2018), question the exogenous shock provided by these legal changes,
because the legal changes wre forestalled by court rulings or lobbying efforts of affected companies. In addition, large datasets on employee satisfaction in the 1980’s are not available.
27

We thank Mathias Cattaneo, Michael Jansson, and Xinwei Ma for their code.

28

For a paper on the potential problems of cross-sectional regressions applied in corporate governance see
Cremers et al., 2017.
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3.3

Data

In this chapter, we introduce the employee satisfaction and shareholder proposal data that
we use in our study.
3.3.1

Data on Employee Satisfaction

We use company review data provided by Glassdoor, Inc. to measure employee satisfaction.
Glassdoor was founded in 2007 and is, with around 60 million daily visits (of which 78%
are U.S.-based), the second largest U.S. job and recruitment site after Indeed.com. After
email verification on the Glassdoor website, employees can anonymously rate their employer.
Only after submitting a review, employees have access to information on reviews, salary, and
interview reports of other companies.
Our main study uses scores on the Overall Satisfaction of employees for their company,
which is the main criterion that can be rated on the Glassdoor website. The Overall Satisfaction scores range from 1 (low satisfaction) to 5 (high satisfaction). The Glassdoor database
contains more than 5 million Overall Satisfaction reviews on different U.S. companies with
12 to 5,982 reviews per day. Figure 9 shows a time series of daily average review values in
the database (Panel I) and a time series of the number of reviews on each day (Panel II).
Figure 9. Glassdoor Data. This figure shows the daily average Overall Satisfaction across
all companies in the Glassdoor database (Panel I) and the daily number of total reviews in the
Glassdoor database (Panel II) in grey. The black line represents a kernel-smoothed function through
the data.
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While the number of reviews considerably increases during our sample period, the average
overall satisfaction increases only slightly through our sample period with several local turn105

ing points. For narrow voting outcomes between 45% and 55%, our main study makes use
of a total number of 12,171 Overall Satisfaction scores.
In addition to the Overall Satisfaction, employees can rate other criteria. We investigate
whether our main result is driven by one of the four criteria, Culture and Values, CEO
Opinion, Career Opportunities, and Compensation and Benefits. While CEO Opinion is
either set to a value of 1 if the employee approves the CEO, or set to 0 if there is no opinion
on the CEO, or set to -1 if there is disapproval of the CEO, the other three criteria can again
be rated with a score between 1 and 5. Results are given in Chapter 3.4.2.
3.3.2

Data on Shareholder Proposals

Our sample of shareholder proposals covers all companies in the S&P 1500 between January
2008 and December 2017. The data is provided by the SharkRepellent database and contains
company details, a description of the proposal, the date of the annual meeting, and votes in
favor of the proposal. We completed missing information using the SEC’s EDGAR database.
Our initial dataset includes 1,480 shareholder proposals. Figure 10 shows the density of votes
in favor of all governance-related shareholder proposals.
The density shows that the majority of proposals does not reach majority support and
that few proposals have very little support (below 20%) or very high support (above 80%).
We only consider shareholder proposals in our empirical study that comply with the following
criteria: First, we limit our dataset to ordinary annual general meetings and exclude all
proposals at special meetings. This ensures that our results are not driven by effects caused
by the unusual circumstances around special meetings. Second, we exclude annual meetings
with opposing close-vote outcomes. If two governance proposals are subject to a vote in the
same meeting and one fails while the other passes, we cannot separate the effects caused by
the individual proposals. We keep proposals if two (that is the maximum in our sample)
close votes both pass or fail, but divide the corresponding change in employee satisfaction by
a factor of two to adjust for the larger effect caused by two proposals.29 Third, we only focus
on shareholder proposals that affect the E-Index by Bebchuk et al. (2009).30 We manually
screen all governance related shareholder proposals and classify each proposal whether it is
29

Unreported results show that removing annual meetings for which we observe more than one proposal
from our sample altogether does not change our findings.
30

The E-Index quantifies the level of shareholder rights by counting whether an anti-takeover provision,
such as a staggered board or a poison pill, is implemented (+1) or not (+0). The score varies between 0 for
strong shareholder rights and 6 for weak shareholder rights.
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Figure 10. Distribution of Votes in Favor of Shareholder Proposals. This figure shows
the density of votes in favor (in %) of G-Index related shareholder proposals (N = 1,103) in our
initial data set.

relevant for the E-Index or not. Each proposal in our final sample potentially changes this
index by a value of one in favor of stronger shareholder rights. For robustness, we also use
the broader Governance Index (G-Index) by Gompers et al., 2003, which does not change
our findings.31 Fourth, we focus on close-vote shareholder proposals, i.e. proposals that
fail or pass by 5 percentage points or less. In addition, we report all results using 3 and 7
percentage point vote windows. The bandwidth choice for vote windows around the majority
threshold is due to the surprise element only present in close votes (see, Chapter 3.2.2). In
addition, companies with proposal outcomes away from the 50% cutoff differ significantly in
many aspects other than whether the proposal passed or failed.
Table 29 shows the mean differences in characteristics between companies with passed or
failed shareholder proposals using different windows for vote outcomes.32 All characteristics
are measured prior to the relevant annual meeting.
31

The six provisions in the E-Index are a subset of the 24 provisions in the G-Index.

32

Figure 12 in Appendix A.3 shows company characteristics depending on the outcome of the vote for the
entire sample.
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Table 29. Preexisting Differences and Company Characteristics. This table shows means
of log values. t-values are displayed in parenthesis. Significant differences in means at the 10%, 5%,
and 1% levels are indicated by *, **, and ***, respectively. N describes the number of observations
in the sample of companies with passed/failed proposals.
[47,53]

Near Cutoff
[45,55]

[43,57]

Away from Cutoff
[35,40] vs. [60,65]
[30,40] vs. [60,70]

Log Total Assets

Mean Passed
N
Mean Failed
N
Difference Mean

10.225
43
10.363
59
-0.138

10.145
64
10.343
112
-0.198

10.127
78
10.342
163
-0.215

9.395
57
10.867
120
-1.472***

9.383
105
10.783
211
-1.400***

Capital Exp. / Total Assets

Mean Passed
N
Mean Failed
N
Difference Mean

0.046
42
0.041
57
0.005

0.045
60
0.040
109
0.005

0.046
72
0.040
157
0.006

0.063
56
0.042
115
0.021**

0.056
102
0.044
202
0.012**

Log EBIT

Mean Passed
N
Mean Failed
N
Difference Mean

6.988
43
7.170
59
-0.182

6.866
64
7.350
112
-0.484

6.976
78
7.424
163
-0.448

6.421
57
7.919
120
-1.498***

6.187
105
7.700
211
-1.513***

Log EBITDA

Mean Passed
N
Mean Failed
N
Difference Mean

7.987
43
7.787
59
0.200

7.835
63
7.839
111
-0.004

7.826
76
7.926
162
-0.100

6.957
57
8.434
118
-1.477***

6.901
102
8.343
207
-1.442***

EBIT / Total Assets

Mean Passed
N
Mean Failed
N
Difference Mean

0.090
43
0.099
59
-0.009

0.086
64
0.108
112
-0.022

0.088
78
0.108
163
-0.020*

0.091
57
0.094
120
-0.003

0.090
105
0.094
211
-0.004

Log Number of Employees

Mean Passed
N
Mean Failed
N
Difference Mean

3.682
43
3.462
59
0.220

3.343
64
3.524
112
-0.181

3.317
78
3.616
163
-0.299

2.737
57
3.930
120
-1.193***

2.639
105
4.006
211
-1.367***

Log Sales

Mean Passed
N
Mean Failed
N
Difference Mean

9.802
43
9.617
59
0.185

9.550
64
9.694
112
-0.144

9.530
78
9.758
163
-0.228

8.819
57
10.136
120
-1.317***

8.758
105
10.163
211
-1.405***

R&D / Total Assets

Mean Passed
N
Mean Failed
N
Difference Mean

0.038
22
0.035
26
0.003

0.042
32
0.033
52
0.009

0.039
36
0.032
74
0.007

0.053
26
0.049
59
0.004

0.041
41
0.047
109
-0.006

Log Net income

Mean Passed
N
Mean Failed
N
Difference Mean

5.722
43
5.580
59
0.142

5.523
64
6.113
112
-0.590

5.520
78
6.322
163
-0.802

5.132
57
6.799
120
-1.667***

4.868
105
6.652
211
-1.784***

Employee Satisfaction

Mean Passed
N
Mean Failed
N
Difference Mean

3.206
19
3.162
25
0.044

3.191
25
3.197
49
-0.006

3.208
28
3.230
77
-0.022

3.534
11
3.336
58
0.198

3.583
19
3.334
115
0.249**

Log Number of Reviews

Mean Passed
N
Mean Failed
N
Difference Mean

4.194
19
4.694
25
-0.500

4.248
25
4.624
49
-0.376

4.195
28
4.725
77
-0.530**

3.217
11
5.082
58
-1.865***

3.025
19
5.025
115
-2.000***

E-Index Level

Mean Passed
N
Mean Failed
N
Difference Mean

1.735
40
2.381
52
-0.646*

1.951
57
2.308
98
-0.357

2.129
68
2.243
144
-0.114

3.200
39
1.404
120
1.696***

3.225
72
1.514
190
1.711***
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The results show that votes in favor of proposals and, for example, company size and the
level of the E-Index are correlated. This correlation can be problematic when using larger
window sizes around the threshold: Companies with a high E-Index score move towards the
average level of shareholder rights following a passed proposal. In contrast, companies with a
low E-Index score move away from the average level of shareholder rights. Moving towards or
away from the average level of shareholder rights can have different consequences. Therefore,
we focus on close shareholder proposals where companies in the passed- and failed-sample
have similar preexisting E-Index scores. Other variables, such as employee satisfaction or
R&D density, show no clear pattern. All pre-existing differences in company characteristics,
including employee satisfaction, between companies with passed and failed proposals are not
statistically significant for the close votes that we use in our sample (±3, 5, 7 p.p.).
Windows for vote outcomes that are further away from the cutoff, including [30%,40%]
vs. [60%,70%] show significant differences for multiple company characteristics. Companies
with votes further away from the cutoff can also vary in non-measurable items, such as shareholder’s satisfaction with managers. A proposal designed to increase shareholder rights at
the expense of manager rights should have less support at the annual meeting when shareholders are convinced by the abilities and good intentions of the management. If we include
proposals with vote outcomes further away from the cutoff in our sample, we potentially
measure changes in employee satisfaction caused by other differences in the sample such as
company size and not whether the proposal passed or failed.

3.4

Results

This chapter presents our main results, robustness checks, placebo checks, as well as alternative dependent variables to identify the channels between corporate governance and
employee satisfaction.
3.4.1

Corporate Governance and Employee Satisfaction

Table 30 shows the relative change in employee satisfaction, as computed in Equation 67,
for passed proposals compared to the relative change following failed proposals (τ ). We
estimate all effects (τ ) using the regression in Equation 72 for the 3% vote window and using
the regression in Equation 73 for window sizes of 5% and 7%. Panel I includes shareholder
proposals relevant for the E-Index, Panel II additionally includes proposals in the broader
G-Index by Gompers et al. (2003). The change in employee satisfaction for companies
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Table 30. Results - Base Case. This table shows the effect of stronger shareholder rights
included in the E-Index of Bebchuk et al. (2009) and the G-Index of Gompers et al. (2003) on
employee satisfaction. We adjust employee satisfaction for average employee satisfaction in the U.S.
during the same period. All effects are obtained using a Regression Discontinuity Design (RDD)
applied to close votes on shareholder proposals at annual meetings. ’Poly. degree’ describes the
degree of the polynomials used in the RDD. ’Window size’ ±W % specifies that proposals with votes
in favor within W percentage points around the majority threshold are considered in the estimation.
’Number of Months’ describes the time frame before and after the annual meeting to estimate the
change in employee satisfaction. ’Min. Number of Reviews’ defines the minimum number of
employee reviews required to be included in our sample. ’Economic Adjustment’ specifies whether
the changes in employee satisfaction are adjusted for nationwide changes in employee satisfaction.
The treatment effect, τ , represents the difference between changes (before and after) in employee
satisfaction of companies with passed and failed proposals. t-values are displayed in parenthesis.
Significance at the 10%, 5%, and 1% levels are indicated by *, **, and ***, respectively.
Dependent Variable: Change in Employee Satisfaction

τ
α
Poly. degree
Window size
(in p.p.)
Number of Months
Min. Number of Reviews
Economic Adjustment
adj. R-squared
Annual Meeting Observations
Number of Observed Reviews

(1)
-0.08*
(-2.05)
0.03
(1.18)
0
±3
6
30
YES
0.151
19
5,005

I. E-Index
(2)
-0.15**
(-2.07)
0.04
(1.30)
1
±5
6
30
YES
0.051
35
12,171

(3)
-0.16***
(-2.98)
0.01
(0.43)
1

(4)
-0.05**
(-2.11)
0.03*
(1.81)
0

II. G-Index
(5)
-0.07*
(-1.87)
0.04*
(1.85)
1

(6)
-0.04
(-0.98)
0.02
(1.02)
1

±7
6
30
YES
0.155
48
18,233

±3
6
30
YES
0.083
39
17,587

±5
6
30
YES
0.026
67
27,420

±7
6
30
YES
-0.009
91
41,729

with passed proposals is 8 to 16 percent lower compared to companies with failed proposals, which equals approximately one standard deviation of the employee satisfaction measure
in our sample. Based on a previous study by Symitsi et al. (2018), this difference of 8 to 16
percent in employee satisfaction translates into a reduced annual abnormal return of 0.4 0.8%.33 All t-values are below minus 2 in our base case (Panel I in Table 30), which includes
5,005, 12,171, and 18,233 individual reviews for the 3%, 5%, and 7% window. The average
effects are larger for proposals included in the E-Index (Panel I) compared to proposals in
the broader G-Index (Panel II) which is in line with previous studies. Bebchuk et al. (2009)
show that the positive stock price effect of stronger shareholder rights is mainly caused by
the six provisions in the E-Index while Kind and Menninger (2018) make a similar finding
for the negative effect of stronger shareholder rights on equity risk. Therefore, we use the
33

The number is based on a difference of approximately 0.40 on the GlassDoor 5 point-scale for the average
company with a overall satisfaction if 3.2 and 1.5% per point in Symitsi et al. (2018).
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E-Index in all further analysis. The effect when using the 3% window size (Column 1) around
the threshold has less statistical significance than when using larger window sizes, which we
assign to the lower number of observations. Our estimates for τ are conservative since they
were to increase if we would control for the fact that employees who write a review partly
take the situation prior to the annual meeting into account.34
In addition to the change in the average employee satisfaction, we analyze the change
in the standard deviation of employee satisfaction scores and the change in the number of
reviews within companies following close shareholder votes. Results are given in Table 31.
Table 31. Results - Changes in Standard Deviation and Number of Reviews. This table
shows the effect of stronger shareholder rights included in the E-Index of Bebchuk et al. (2009) on
the standard deviation of employee satisfaction (Panel I) and on the number of company reviews
(Panel II). We adjust the standard deviation of employee satisfaction for the average standard
deviation of employee satisfaction in the U.S. during the same period. Further, we adjust the
number of company reviews for the average number of company reviews in the US during the
same period. All effects are obtained using a Regression Discontinuity Design (RDD) applied to
close votes on shareholder proposals at annual meetings. ’Poly. degree’ describes the degree of
the polynomials used in the RDD. ’Window size’ ±W % specifies that proposals with votes in
favor within W percentage points around the majority threshold are considered in the estimation.
’Number of Months’ describes the time frame before and after the annual meeting to estimate
the change in each variable. ’Min. Number of Reviews’ defines the minimum number of employee
reviews required to be included in our sample. ’Economic Adjustment’ specifies whether the changes
in our variable are adjusted for nationwide changes in that variable. The treatment effect, τ ,
represents the difference between changes (before and after) in our variable of companies with
passed and failed proposals. t-values are displayed in parenthesis. Significance at the 10%, 5%, and
1% levels are indicated by *, **, and ***, respectively.
E-Index - Dependent Variables: Change in Standard Deviation of ES (Panel I)
and Change in Number of Reviews (Panel II)

τ
α
Poly. degree
Window size
(in p.p.)
Number of Months
Min. Number of Reviews
Economic Adjustment
adj. R-squared
Annual Meeting Observations
Number of Observed Reviews

I. Standard Deviation
(1)
(2)
(3)
0.037
0.065
0.024
(1.48)
(1.52)
(0.71)
-0.026
-0.042**
-0.023
(-1.59)
(-2.13)
(-1.46)
0
1
1
±3
6
30
YES
0.062
19
5,005

±5
6
30
YES
0.057
35
12,171

±7
6
30
YES
0.025
48
18,233

34

II. Number of Reviews
(4)
(5)
(6)
0.22
7.16
8.14
(0.05)
(0.38)
(0.45)
5.81*
-1.48
-2.64
(1.97)
(-0.17)
(-0.30)
0
1
1
±3
6
30
YES
-0.059
19
5,005

±5
6
30
YES
0.001
35
12,171

±7
6
30
YES
0.056
48
18,233

Assuming the average review is based on the situation after the annual meeting with fraction η ∈ [0, 1]
and based on the situation prior to the meeting with (1 − η), the adjusted effect is ∆ESAdjusted = ∆ES
η .
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A larger standard deviation would suggest that different parts of the workforce are affected to a different degree by the increase in shareholder rights. We find no such effect
(Panel I). A significant increase in the number of reviews for companies with a passed shareholder proposal (for which we observe a lower level of employee satisfaction) would indicate
that reviews are mainly written by dissatisfied employees. Again, we find no significant effect
(Panel II).
3.4.2

Alternative Measures of Employee Satisfaction and Channels

Glassdoor provides us with review information on Culture and Values, CEO Opinion, Career
Opportunities, and Compensation and Benefits.35 We use these variables in our RDD for a
better understanding why changes in corporate governance lead to the observed decrease in
employee satisfaction. The results are shown in Table 32. We observe a strong decrease in
Culture and Values (Panel I). While it is unclear what each individual reviewer understands
by Culture and Values, Frances Frei and Anne Morriss suggest a summary for readers of
the Harvard Business Review: ”Culture tells us how to respond to an unprecedented service
request. It tells us whether to risk telling our bosses about our new ideas, and whether
to surface or hide problems.” 36 Assuming a sufficient number of reviewers has a similar
understanding of Culture and Values, then its decrease is a clear indication that stronger
shareholder rights reduce a valuable intangible asset. We further observe a decrease in CEO
Opinion (Panel II). This result supports the idea that stronger shareholder rights increase
performance pressure on top managers, who then pass on that pressure to their subordinates.
For Career Opportunities (Panel III), we only observe a small decrease, which allows us to
exclude the possibility that our results are mainly driven by bad economic outlooks for some
companies. A bad economic outlook that simultaneously affects employee satisfaction and
votes in favor of the proposal should especially reduce career opportunities, yet we only find a
small effect. For Compensation and Benefits (Panel IV), we find a negative, yet insignificant
effect. This result ensures the effect on employee satisfaction is not substantially driven
by reduced compensation. In contrast, Cronqvist et al. (2009) find a significant drop in
compensation following an increase in shareholder rights. We believe the difference between
our effect and their significant effect is because they use a different country for their study
(Sweden and U.S.). Additionally, employees who complete a review on the Glassdoor website
35

Not all variables were available from 2008, therefore the sample size is smaller than in our main result.

36

May 10, 2012; available at https://hbr.org/2012/05/culture-takes-over-when-the-ce
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Table 32.

Results - Channels and Alternative Measures of Employee Satisfaction. This table shows the effect
of stronger shareholder rights included in the E-Index of Bebchuk et al. (2009) on different measures of employee satisfaction
and alternative dependent variables. We adjust all employee satisfaction measures for the corresponding average employee
satisfaction in the U.S. during the same period. Number of Employees shows the log-changes of the average number of employees
in the three years prior to the shareholder proposal to the same number 3 years after the proposal. Capital Expenditures is
calculates in accordance. All effects are obtained using a Regression Discontinuity Design (RDD) applied to close votes on
shareholder proposals at annual meetings. ’Poly. degree’ describes the degree of the polynomials used in the RDD. ’Window
size’ ±W % specifies that proposals with votes in favor within W percentage points around the majority threshold are considered
in the estimation. ’Number of Months’ describes the time frame before and after the annual meeting to estimate the change in
employee satisfaction. ’Min. Number of Reviews’ defines the minimum number of employee reviews required to be included in
our sample. ’Economic Adjustment’ specifies whether the changes in employee satisfaction are adjusted for nationwide changes
in employee satisfaction. The treatment effect, τ , represents the difference between changes (before and after) in employee
satisfaction of companies with passed and failed proposals. t-values are displayed in parenthesis. Significance at the 10%, 5%,
and 1% levels are indicated by *, **, and ***, respectively.
E-Index - Alternative Dependent Variables

τ
α
Poly. degree
Window size
(in p.p.)
Number of Months (T)
Min. Number of Reviews
Economic Adjustment
adj. R-squared
Annual Meeting Observations
Number of Observed Reviews

τ
α
Poly. degree
Window size
(in p.p.)
Number of Months (T)
Min. Number of Reviews
Economic Adjustment
adj. R-squared
Annual Meeting Observations
Number of Observed Reviews

τ
α
Poly. degree
Window size
(in p.p.)
adj. R-squared
Annual Meeting Observations

(1)
0
±3
6
30
YES
¡10
-

I. Culture & Values
(2)
(3)
-0.39**
-0.36*
(-2.43)
(-2.05)
0.01
-0.02
(0.30)
(-0.62)
1
1
±5
6
30
YES
0.230
19
8,240

±7
6
30
YES
0.120
29
13,337

(4)
-0.42
(-1.44)
0.11
(0.61)
0
±3
6
30
YES
0.062
17
3,970

II. CEO Opinion
(5)
(6)
-1.42**
-1.01**
(-2.12)
(-2.13)
0.25
0.02
(0.87)
(0.08)
1
1
±5
6
30
YES
0.051
31
9,742

±7
6
30
YES
0.085
43
14,106

III. Career Opportunities
(1)
(2)
(3)
-0.02
-0.11
-0.10*
(-0.57)
(-1.43)
(-1.88)
0.00
0.01
-0.02
(0.13)
(0.38)
(-0.62)
0
1
1

IV. Compens. & Benefits
(4)
(5)
(6)
-0.01
-0.05
-0.04
(-0.46)
(-1.02)
(-1.01)
0.01
0.01
-0.01
(0.52)
(0.65)
(-0.52)
0
1
1

±3
6
30
YES
-0.041
18
4,601

±3
6
30
YES
-0.049
18
4,588

±5
6
30
YES
-0.016
33
11,146

±7
6
30
YES
0.149
45
16,531

V. Number of Employees
(1)
(2)
(3)
-0.089
-0.33**
-0.12
(-0.87)
(-2.26)
(-0.94)
0.05
0.87
0.09
(0.78)
(1.06)
(1.20)
0
1
1
±3
0.022
36

±5
0.127
63

±7
0.011
91
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±5
6
30
YES
-0.050
33
11,130

±7
6
30
YES
0.040
45
16,525

VI. Capital Expenditures
(4)
(5)
(6)
-0.51**
-0.68**
-0.58**
(-2.48)
(-2.36)
(-2.47)
0.40***
0.53***
0.41***
(3.33)
(3.25)
(2.98)
0
1
1
±3
0.180
30

±5
0.160
50

±7
0.124
72

in the months following the annual meeting most likely have contracts that date back to
periods prior to the annual meeting, which also explains our insignificant effect.
We use log-changes in the number of employees reported in the annual filings to investigate whether the drop in employee satisfaction is accompanied by layoffs (Panel V). We
observe a decrease in the number of employees for all three window sizes, with only results
for the 5% window being significant. In addition, we observe a significant decease in capital expenditures (Panel VI). Both reductions suggest that stronger shareholder rights cause
managers to reduce costs at the expense of long-term profits. This reduction in long-term
investments allows two explanations for a decrease in employee satisfaction. First, because
employees are frustrated by outdated equipment and fear layoffs, the drop in both variables
could be responsible for the decrease in employee satisfaction. Alternatively, the decreases
in the three measures, employee satisfaction, capital expenditures, and workforce could all
be a direct consequence of increased short-termism by managers.
In conclusion, decreases in corporate culture, satisfaction with the CEO, number of employees, and capital expenditures suggest that stronger shareholder rights lead to a reduced
focus on long-term success factors, including employee satisfaction.
3.4.3

Robustness

In our main study, we compute the change in employee satisfaction ∆ESi around annual
meeting i by accounting for a relative employee satisfaction index-adjustment, see Equation 67. For robustness, we repeat our main study but compute the change in employee
satisfaction by (i), using Equation 68, which accounts for an absolute employee satisfaction
index-adjustment and by (ii), using Equation 69, which ignores the index-adjustment altogether. Table 33 shows the results. Our results are robust in that we, for all settings, find
negative effects (τ ) that are at least significant at the 10% level. We further investigate if
our results are robust to alternative time periods to measure employee satisfaction in Equation 67. Column 1-3 in Table 34 show the same estimation as in our main result, except
that we include employee reviews within 3-month time periods prior and after the annual
meeting. We reduce the minimum number of employee reviews required accordingly by a
factor of 0.5 to ensure a similar sample size to our main result. The results are negative for
all combinations and similar to our main result in terms of size. Only the 3% window size
around the threshold (Column 1) is significant at the 5% level. We believe the reduction
in number of available reviews caused by the bisection of the time periods increases the
variance of the means, which reduces the significance of the results. Column (4-6) show
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the same effect using a time window of 9 month. Again, we adjust the minimum number
of employee reviews required by the same factor as the time period (1.5). For all window
sizes, we observe decreases in employee satisfaction around 10%, which are all significant at
the 10% level. The longer time period adds more noise by including additional events that
are unrelated to the shareholder proposal to systemically affect employee satisfaction of a
company.
Table 33. Results - Robustness Economic Adjustment. This table shows the effect of
stronger shareholder rights included in the E-Index of Bebchuk et al. (2009) on employee satisfaction when using an absolute economic adjustment to measure changes in employee satisfaction
using Equation 68 (Panel I), and when using no economic adjustment estimated with Equation 69
to measure changes in employee satisfaction (Panel II). All effects are obtained using a Regression
Discontinuity Design (RDD) applied to close votes on shareholder proposals at annual meetings.
’Poly. degree’ describes the degree of the polynomials used in the RDD. ’Window size’ ±W % specifies that proposals with votes in favor within W percentage points around the majority threshold
are considered in the estimation. ’Number of Months’ describes the time frame before and after the
annual meeting to estimate the change in employee satisfaction. ’Min. Number of Reviews’ defines
the minimum number of employee reviews required to be included in our sample.’Economic Adjustment’ specifies whether the changes in employee satisfaction are adjusted for nationwide changes in
employee satisfaction. The treatment effect, τ , represents the difference between changes (before
and after) in employee satisfaction of companies with passed and failed proposals. t-values are
displayed in parenthesis. Significance at the 10%, 5%, and 1% levels are indicated by *, **, and
***, respectively.

E-Index - Dependent Variable: Change in Employee Satisfaction

τ
α
Poly. degree
Window size
(in p.p.)
Number of Months
Min. Number of Reviews
Economic Adjustment
adj. R-squared
Annual Meeting Observations
Number of Observed Reviews

I. Absolute Economic Adjustment
(1)
(2)
(3)
-0.23*
-0.45*
-0.49***
(-1.99)
(-2.01)
(-2.86)
0.09
0.13
0.03
(1.15)
(1.28)
(0.41)
0
1
1
±3
6
30
YES
0.141
19
5,005

±5
6
30
YES
0.044
35
12,171

±7
6
30
YES
0.140
48
18,233
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II. No Economic Adjustment
(4)
(5)
(6)
-0.23*
-0.42*
-0.47**
(-1.79)
(-1.76)
(-2.53)
0.12
0.18
0.07
(1.42)
(1.61)
(0.76)
0
1
1
±3
6
30
NO
0.109
19
5,005

±5
6
30
NO
0.030
35
12,171

±7
6
30
NO
0.094
48
18,233

Table 34. Results - Robustness Time. This table shows the effect of stronger shareholder
rights included in the E-Index of Bebchuk et al. (2009) on employee satisfaction. We adjust
employee satisfaction for average employee satisfaction in the U.S. during the same period. All
effects are obtained using a Regression Discontinuity Design (RDD) applied to close votes on
shareholder proposals at annual meetings. ’Poly. degree’ describes the degree of the polynomials
used in the RDD. ’Window size’ ±W % specifies that proposals with votes in favor within W
percentage points around the majority threshold are considered in the estimation. ’Number of
Months’ describes the time frame before and after the annual meeting to estimate the change in
employee satisfaction. ’Min. Number of Reviews’ defines the minimum number of employee reviews
required to be included in our sample. ’Economic Adjustment’ specifies whether the changes in
employee satisfaction are adjusted for nationwide changes in employee satisfaction. The treatment
effect, τ , represents the difference between changes (before and after) in employee satisfaction of
companies with passed and failed proposals. t-values are displayed in parenthesis. Significance at
the 10%, 5%, and 1% levels are indicated by *, **, and ***, respectively.
E-Index - Dependent Variable: Change in Employee Satisfaction

τ
α
Poly. degree
Window size
(in p.p.)
Number of Months (T)
Min. Number of Reviews
Economic Adjustment
adj. R-squared
Annual Meeting Observations
Number of Observed Reviews

3.4.4

I. Short
(1)
-0.09**
(-2.44)
0.05**
(2.32)
0
±3
3
15
YES
0.199
21
2,495

Time Interval
(2)
(3)
-0.10
-0.10
(-1.31)
(-1.38)
0.04
0.02
(1.08)
(0.43)
1
1
±5
3
15
YES
-0.006
37
6,124

±7
3
15
YES
0.011
52
9,361

II. Long Time Interval
(4)
(5)
(6)
-0.06*
-0.12*
-0.10*
(-2.04)
(-1.77)
(-1.83)
0.01
0.04
0.00
(0.75)
(1.36)
(0.07)
0
1
1
±3
9
45
YES
0.149
19
7,297

±5
9
45
YES
0.062
35
17,722

±7
9
45
YES
0.024
47
26,426

Placebo Checks

We perform a series of placebo tests to ensure that our results are not driven by effects other
than the passing of the proposal. In Table 35, we replicate the main result with artificial
voting cutoffs at 25% and 75% instead of the majority threshold (Panel I and Panel II)
or with artificial event dates 6 and 12 months prior to the annual meeting (Panel III and
Panel IV). All results are close to zero and non-significant. Table 29 and Figure 12 show
a non-significant difference in various company characteristics for close votes. Based on
our main results alone, we cannot rule out the possibility that these small differences drive
the change in employee satisfaction, independent of a shareholder proposal and whether it
failed or passed. It is also possible that the votes in favor of the proposal approximate an
omitted variable which is correlated with changes in employee satisfaction. If one of these
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Table 35. Placebo Checks. This table shows the effect of stronger shareholder rights included
in the E-Index of Bebchuk et al. (2009) on employee satisfaction. In the top of the table, we
use other cutoffs instead of the majority threshold as placebo checks. In the bottom, we use the
majority threshold but shift the event date by 6 months (Column 1-3) and 12 months (Column
4-6). We adjust employee satisfaction for average employee satisfaction in the U.S. during the
same period. All effects are obtained using a Regression Discontinuity Design (RDD) applied to
close votes on shareholder proposals at annual meetings. ’Poly. degree’ describes the degree of
the polynomials used in the RDD. ’Window size’ ±W % specifies that proposals with votes in
favor within W percentage points around the majority threshold are considered in the estimation.
’Number of Months’ describes the time frame before and after the annual meeting to estimate
the change in employee satisfaction. ’Min. Number of Reviews’ defines the minimum number of
employee reviews required to be included in our sample. ’Economic Adjustment’ specifies whether
the changes in employee satisfaction are adjusted for nationwide changes in employee satisfaction.
The treatment effect, τ , represents the difference between changes (before and after) in employee
satisfaction of companies with passed and failed proposals. t-values are displayed in parenthesis.
Significance at the 10%, 5%, and 1% levels are indicated by *, **, and ***, respectively
E-Index - Dependent Variable: Change in Employee Satisfaction

τ
α
Poly. degree
Window size
(in p.p.)
Number of Months (T)
Min. Number of Reviews
Economic Adjustment
adj. R-squared
Annual Meeting Observations
Number of observed Reviews

τ
α
Poly. degree
Window size
(in p.p.)
Number of Months (T)
Min. Number of Reviews
Economic Adjustment
adj. R-squared
Annual Meeting Observations
Number of observed Reviews

(1)
0.01
(0.31)
-0.01
(-0.43)
0

I: 25% Cutoff
(2)
(3)
0.01
0.01
(0.32)
(0.29)
-0.01
0.00
(-0.46)
(0.17)
1
1

±3
6
30
YES
-0.043
23
17,515

±5
6
30
YES
-0.051
38
28,363

±7
6
30
YES
-0.049
51
37,197

(4)
0
±3
6
30
YES
< 10
-

II. 75% Cutoff
(5)
(6)
-0.11
-0.07
(-0.80)
(-0.52)
0.04
0.04
(0.33)
(0.33)
1
1
±5
6
30
YES
-0.078
10
1,576

±7
6
30
YES
-0.237
13
1,888

III. Annual Meeting - 6 Months
(1)
(2)
(3)
0.00
0.06
0.09
(0.13)
(0.80)
(1.50)
-0.03
-0.02
-0.01
(-1.24)
(-0.56)
(-0.58)
0
1
1

IV. Annual Meeting -12 Months
(4)
(5)
(6)
-0.01
-0.11
-0.05
(-0.16)
(-1.64)
(-0.82)
0.02
0.02
0.01
(1.34)
(0.72)
(0.38)
0
1
1

±3
6
30
YES
-0.065
17
4,272

±3
6
30
YES
-0.069
16
3,865

±5
6
30
YES
0.026
31
10,560

±7
6
30
YES
0.235
43
15,055
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±5
6
30
YES
0.221
29
9,173

±7
6
30
YES
0.093
42
13,099

possibilities is the case, we should observe similar effects to our main result at different
cutoffs away from 50%. Since we do not observe any effect at the 25% or 75% cutoff, we can
rule out these alternative explanations of our main finding. The results from the artificial
event date (Panel III and Panel IV) ensure that companies with passed proposals do not
have increasing employee satisfaction consistently over time, independent of the shareholder
proposal. Figure 11 depicts the change in employee satisfaction around various cutoffs . The
Figure 11. Change in Employee Satisfaction and Number of Observations at Different
Cutoffs. This figure shows a smoothed function through the observed employee satisfaction values
(black line) at different cutoffs. Further, the number of observed proposals at different cutoff
buckets is illustrated (light grey histogram).
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abrupt decrease in employee satisfaction around the 50% cutoff is clearly visible. We only
observe changes in employee satisfaction different from zero at the 50% cutoff or in areas
where the number of observations is below N = 10.

3.5

Conclusion

In this paper we use shareholder proposals that pass or fail by a small margin as exogenous
shocks to the corporate governance of a company and measure the subsequent change in
employee satisfaction. The Regression Discontinuity Design allows us to observe a negative
causal effect of stronger shareholder rights on employee satisfaction. We quantify employee
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satisfaction using employee reviews provided by the U.S. career website Glassdoor. Our
dataset includes more than 5 million individual reviews in the time period 2008-2017.
Employee satisfaction drops by approximately 10% following a shareholder proposal that
passes within a small margin (±5% around the majority threshold) compared to a similar
proposal that fails within the same small margin. From a financial perspective alone, this
implies a drop in abnormal annual returns of 0.6%. Each shareholder proposal in our sample
affects one of the six provisions in the Entrenchment Index by Bebchuk et al. (2013) in favor
of stronger shareholder rights.
Our results are robust to different model specifications, such as various window sizes
around the majority threshold, alternative methods to adjust for employee satisfaction in all
U.S. companies, and different time periods used to estimate employee satisfaction. Placebo
checks, using artificial event dates or thresholds other than the majority, do not lead to
significant effects, which excludes alternative explanations of our results.
We repeat the RDD using alternative dependent variables to understand why stronger
shareholder rights have a negative effect on employee satisfaction. Decreases in four of these
variables (corporate culture, satisfaction with top management, number of employees, and
capital expenditures) suggest that stronger shareholder rights increase managers’ focus on
short-term results and away from long-term investments, including employee satisfaction as
an intangible asset.
Our findings are important to shareholders, managers, politicians, and employees. Shareholders can take the decrease in employee satisfaction into account when making their future
voting decisions, especially when they have interests beyond short-term stock price maximization. In contrast to classic corporate finance, which expects managers to serve shareholders
by increasing the stock price, institutional investors expect managers to also serve other
stakeholders, such as their workforce. The general public, represented by politicians, has an
interest in high employee satisfaction because stress at the workplace causes high costs for
society (see, e.g., Goh et al., 2015). Our findings especially help employees who own stocks
with voting rights of the company they work at to make informed decisions on their future
votes related to shareholder rights. In contrast to the positive effects on their portfolio following stronger shareholder rights, our results allow them to take the negative non-financial
effects at their workplace into account. We are among the first to show a causal effect of
corporate governance on an intangible asset that is associated with long-term performance of
a company. Thereby our work provides empirical evidence of a causal relationship between
corporate governance and managerial short-termism.
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Appendix A.3 for: ”The Causal Effect of Corporate
Governance on Employee Satisfaction”
Figure 12. Preexisting Differences. This figure shows averages of different company characteristics (of which some are log-scaled) for various voting outcomes. The sample consists of all
companies within our initial dataset of S&P 1500 companies with votes on governance related
shareholder proposals between 2008 and 2017.
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