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Deutsche Zusammenfassung

Eine Vielzahl der gegenwärtig gesammelten Daten kann durch Graphen modelliert
werden. Ein Graph in seiner einfachsten Form besteht aus einer Menge von Entitäten,
auch Knoten genannt, und einer Menge von ungerichteten Beziehungen zwischen die-
sen, Kanten genannt. Prominente Beispiele für Daten, die mit Graphen modelliert
werden können, sind soziale Netzwerke und andere soziale Medien, wie beispielsweise
Facebook, Google+, Twitter oder ResearchGate. Das Anwendungsgebiet von Gra-
phen ist jedoch nicht auf die Modellierung von sozialen Netzwerken begrenzt; sie
können überall da eingesetzt werden, wo Beziehungen zwischen Objekten untersucht
werden. Ebenso vielfältig wie das Anwendungsgebiet von Graphen ist auch die Men-
ge an Werkzeuge für deren Analyse. Da das Sammeln von massiven Datensätzen
in Zeiten des Internets vergleichbar einfach geworden ist, stößt eine Vielzahl dieser
Analysetechniken an die Grenzen ihrer Anwendbarkeit. Gleichzeitig ist die Analy-
se eben jener massiven Datensätze von unschätzbarem Wert für Wirtschaft, Politik,
Gesundheitswesen, Sicherheit, Sport, und Wissenschaft, um nur einige Beispiele zu
nennen. Eine Lösung, um die Analyse dieser Daten zu ermöglichen, besteht darin, die
Komplexität des Graphens zu reduzieren, indem man diesen ausdünnt.

Das Ziel der Ausdünnung von Graphen ist eine schlankere Darstellung des Origi-
nals, indem man die Anzahl von Knoten bzw. Kanten vermindert, wobei man gleich-
zeitig einige seiner Eigenschaften aufrecht erhält oder zumindest approximiert. Zwar
führt die Ausdünnung zu einem Informationsverlust, jedoch sind nicht alle Knoten
bzw. Kanten gleichermaßen wichtig für die durchzuführende Analyse. Insofern der
Ausdünnungsprozess jene Knoten und Kanten verschont, welche unentbehrlich für
die anschließende Analyse sind, kann diese für große Graphen durchgeführt werden
und potentiell zu den gleichen Ergebnissen, oder zumindest einer Approximation die-
ser, führen.

Die vorliegende Arbeit beschäftigt sich mit drei unterschiedlichen Ausdünnungsver-
fahren und deren effizienten Berechnung, das Hauptaugenmerk liegt dabei auf dem

”
Quadrilateral Simmelian Backbone“.

Die Berechnung des Quadrilateral Simmelian Backbone besteht aus zwei Teilpro-
blemen, nämlich der Aufzählung aller vollständigen Teilgraphen mit drei Knoten,
sogenannten Dreiecken, und dem Zählen, wie oft eine Kante in einem speziellen nicht
induzierten Viereck, das heißt einem Teilgraphen mit vier Knoten, vorkommt.

In Kapitel 3 beschäftigen wir uns mit effzienten kombinatorischen Algorithmen zum
Aufzählen von Dreiecken und zeigen, dass die meisten Dreiecksaufzählungsverfahren
aus der Literatur Instanziierungen eines einzigen generischen Verfahren sind. Basie-
rend auf dieser Abstraktion zeigen wir, dass nahezu alle dieser Algorithmen eine
Laufzeit von O(a(G)m) haben, wobei a(G) die Arborizität des Graphen bezeichnet

iii



und m die Anzahl seiner Kanten ist. Diese Laufzeit wurde bisher nur für den Algorith-
mus von Chiba and Nishizeki (1985) bewiesen. Weiterhin zeigen wir hier, dass unsere
verbesserte Implementation dieses Algorithmus in der Praxis der schnellste ist.

Das effiziente Aufzählen von Dreiecken ist nicht nur relevant für den Quadrila-
teral Simmelian Backbone, sondern auch für die Berechnung eines anderen Aus-
dünnungsverfahren, dem

”
Irreducible Spine“(Pfaltz, 2013). In Kapitel 4 präsentieren

wir einen dynamische Algorithmus zur Bestimmung des Irreducible Spine inO(a(G)m)
Zeit und beweisen seine Eindeutigkeit bis auf Isomorphie. Die Konstruktion des Ir-
reducible Spines basiert darauf, dominierte Knoten aus dem Graphen sukzessive zu
entfernen. Da die verwendete Definition von Dominanz nur eine von vielen möglichen
Instanziierungen des Dominanzkonzepts von Brandes (2016) und daher austauschbar
ist, präsentieren wir zusätzlich weitere Algorithmen zur Berechnung anderer Arten
von Dominanz.

In Kapitel 5 widmen wir uns wieder der effizienten Berechnung des Quadrilate-
ral Simmelian Backbone. Obgleich für dessen Berechnung nur die Anzahl eines be-
stimmten Subgraphs mit vier Knoten wichtig ist, führen wir hier einen ganzheitlichen
Ansatz zur Berechnung der Häufigkeiten aller induzierten und nicht-induzierten Sub-
graphen mit vier Knoten ein. Genauer gesagt präsentieren wir einen Algorithmus mit
Komplexität in O(a(G)2m), der diese Häufigkeiten für jeden Knoten und jede Kante
berechnet mitsamt einer Unterscheidung der Automorphismusklassen in diesen Teil-
graphen. Weitherhin zeigen wir in diesem Kapitel am Beispiel des

”
Triaden Zensus“,

wie man unserer Ansatz auf gerichtete Graphen erweitern kann.
Ausgehend von den Ergebnissen von Kapitel 3 und 5, führen wir in Kapitel 6

den Algorithmus zur effizienten Berechnung des Quadrilateral Simmelian Backbone
mit einer Laufzeit in O(m(a(G)+logm)) ein. In einer umfangreichen experimentellen
Studie zeigen wir, dass der Quadrilateral Simmelian Backbone besonders gut geeignet
ist, um die Gruppenstruktur eines Graphens herauszuarbeiten und bessere Ergebnisse
liefert als verwandte Ansätze.

Die Ergebnisse der Evaluation in Kapitel 6 zeigen, dass die Qualität des Quadrilate-
ral Simmelian Backbone stark von der Anzahl der ausgedünnten Kanten abhängt. Da-
her zeigen wir in Kapitel 7, wie man diese Anzahl automatisch in O(m(a(G)+logm))
Zeit bestimmen kann und veranschaulichen die Effektivität unseres Verfahrens anhand
von Experimenten.

Abschließend präsentieren in Kapitel 8 ein weiteres Ausdünnungsverfahren. Wie wir
durch Experimente zeigen, ermöglicht diese Methode der

”
Stressminimierung“, ein

energiebasiertes Graphenzeichenverfahren, in einem Bruchteil der Zeit annähernd die
selben Zeichnungen zu erzeugen wie wenn es den Originalgraphen als Eingabe erhalten
hätte. Weiterhin zeigt unsere Evaluation, dass dieses Ausdünnungsverfahren bessere
Ergebnisse bei vergleichbarer Laufzeit liefert als alternative Herangehensweisen, um
Zeichnungen mit geringem Stress zu erzeugen.
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CHAPTER1
Introduction

A wide variety of today’s collected data can be modeled using graphs. A graph in
its simplest form consists of a set of entities, called nodes, and a set of undirected
relations among these entities called edges. Prominent examples for data that can be
expressed via graphs encompass online social networks and other social media, such as
Facebook, Google+, Twitter, or ResearchGate. In the case of Facebook, the graph’s
entities represent users and an edge exists between two nodes if they are “friends”.
Clearly the application of graphs is not restricted to social networks, but they can be
used in any field studying relations among objects.

As diverse as the application area of graphs, so is the set of available tools to ana-
lyze them. However, as collecting massive data, and consequently very large graphs,
has become comparably easy with the prevalence of the Internet, a wide range of
these techniques are stretched to their limits. Still the analysis of massive graphs is
a pressing topic not only for the economy but also for politics, healthcare, security,
sport, and science to name but a few. One way to scale these analysis techniques to
this kind of graphs is to scale the computation, e.g., by reducing the algorithm’s com-
plexity, parallelizing it, distributing the workload over different systems, or investing
into better hardware. In this thesis, however, we opt for a different approach, namely
(graph) sparsification.

The overall goal of graph sparsification is to reduce the graph’s complexity by
finding a sparser substitute of the original graph in terms of its number of nodes or
edges, while maintaining or at least approximating some of its properties. Clearly
sparsification comes with a loss of information, however not all nodes or edges are of
equal importance for the planned analysis. Hence, if the sparsifier keeps those nodes
or edges which are essential for the subsequent task, this allows scaling the analysis
to large graphs while potentially yielding the same results, or at least approximates.

Probably one of the first sparsifiers whose aim is to maintain the connectivity of
the graph while removing as many edges as possible from the graph, is the notion of
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Chapter 1. Introduction

a spanning tree (Kruskal, 1956; Prim, 1957). Another example is a random sparsifier
where each edge is removed with a certain probability which allows to efficiently
approximate the number of triangles in a graph (Tsourakakis et al., 2011). Further
sparsifiers aim on extracting sparse subgraphs approximating the distances (Peleg
and Schäffer, 1989), cut weights (Benczúr and Karger, 1996), Laplacian quadratic
form (Spielman and Srivastava, 2011; Spielman and Teng, 2004), connectivity (Zhou
et al., 2010), and node centralities (Lindner et al., 2015) of the original graph.

Beside others, e.g., the concept of centrality, one of the most essential tools in
the analysis of big data is the discovery and extraction of cohesive groups, often
referred to as community detection (Fortunato, 2010). In their work Nick et al.
(2013) propose a novel sparsifier, called Triadic Simmelian Backbone, based on the
(structural) embeddedness of an edge, i.e., the (local) density of the graph around that
edge (Coleman, 1990; Granovetter, 1985), to amplify the graph’s group structure. To
capture the embeddedness of an edge Nick et al. propose in a first step to rank all
edges according the number of triangles they are contained in. Thereafter, edges
are maintained only if their endpoints show a considerable agreement on their top-
ranked neighbors. By experiments the authors can show the effectiveness of their
sparsifier in terms of its ability to distinguish between inter- and intra-group edges.
Note that in the context of community detection it has already been claimed that
weighting the graph’s edges by their embeddedness leads to an enhanced performance
of community detection approaches (Satuluri et al., 2011; Xiang et al., 2016; Yan and
Gregory, 2012).

Building on the work of Nick et al. we propose an alternative initial edge weight
to the number of triangles, i.e., common neighbors. While measures building on
the number of common neighbors have not only been proven to be useful for graph
sparsification (Nick et al., 2013; Satuluri et al., 2011), but also in the context of link
prediction (Adamic and Adar, 2003; Liben-Nowell and Kleinberg, 2003; Lü and Zhou,
2011), our approach builds upon quadrangles.

Besides showing that our alternative sparsifier, the Quadrilateral Simmelian Back-
bone, exceeds other embeddedness based sparsifiers, i.e., backbones, from the literature
in its ability to effectively remove edges likely to run between different groups, we also
demonstrate that it is particularly useful for graph drawing purposes. More precisely,
we show that the Quadrilateral Simmelian Backbone enables well-established force-
directed layout algorithms to produce layouts for a certain class of graphs that clearly
display the underlying group structure. In this context we additionally introduce a
technique to find the optimal sparsification ratio, i.e., threshold, respective the promi-
nence of the group structure in the graph as well as the layout.

We already argued that graph sparsification is especially interesting in order to
adapt algorithms with a relatively high running time complexity to large graphs.
This, however, means that the computation of the sparsifier itself, in our case the
Quadrilateral Simmelian Backbone, has to be fast. Therefore, we introduce efficient
combinatorial algorithms to list all triangles of a graph as well as for (orbit-aware)
counting of all four-node subgraphs. While the latter method is used to calculate
the initial edge weight of the Quadrilateral Simmelian Backbone, triangle listing is
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important to efficiently compare the top-ranked neighborhoods and finding the opti-
mal sparsification threshold. Combining these approaches allows us to compute the
Quadrilateral Simmelian Backbone in O(m(a(G) + logm)) time, where a(G) is the
arboricity of the graph and m the number of edges. As the arboricity is rather small
in social networks (Eppstein and Spiro, 2012) this implies that the Quadrilateral
Simmelian Backbone scales to large graphs.

Although this thesis is mostly concerned with the effectiveness of the Quadrilateral
Simmelian Backbone and its efficient computation, we also study two other kinds of
sparsifier.

The one sparsifier, called Irreducible Spine (Pfaltz, 2013), is computed by iteratively
removing dominated nodes from the graph. A node is said to be dominated if it
has a neighbor with at least the same set of neighbors. However, this definition of
dominance is only one possible instantiation of the more general concept of positional
dominance (Brandes, 2016). Hence, rather than solely proving the uniqueness up to
isomorphism of the Irreducible Spine and that it can be computed in the same time
as triangles can be listed, we also present algorithms to compute further notions of
dominance. Clearly, each of these definitions itself could also be used to derive a
sparsifier in the same fashion as the Irreducible Spine.

The other sparsifier, in contrast to the Irreducible Spine and Quadrilateral Sim-
melian Backbone, relies on distance rather than on fixed-size subgraphs.1 Like the
Quadrilateral Simmelian Backbone this sparsifier removes edges, but tries to pre-
serve the information loss by informing a dedicated undeleted edge. This sparsifier,
as we will show by extensive experiments, is very well-suited to scale a particular
graph drawing algorithm called stress minimization (Gansner et al., 2004; Kamada
and Kawai, 1989) to large graphs while creating drawings of approximately the same
quality.

This thesis is structured as follows:

Chapter 2: Preliminaries
We introduce formal concepts and definitions that are required throughout this thesis
here. Additional definitions are only given if necessary.

Chapter 3: Triangle Listing Algorithms: A unifying Framework
In this chapter we show that most algorithms from the literature on listing the tri-
angles of a graph have a common abstraction. Our unifying framework highlights
that these seemingly different algorithms are in fact instantiations of a single generic
procedure, and even suggests some additional variants. More importantly, it yields
parsimonious implementations that are in general more efficient than those described
in the original works. In addition, we show that the running time of nearly every
triangle listing variant is in O(a(G)m). So far this bound has been proven only for

1The Irreducible Spine relies on subgraphs of size three; the Quadrilateral Simmelian Backbone on
subgraphs of size four
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Chiba and Nishizeki’s (1985) triangle listing algorithm. Finally, algorithmic experi-
mentation reveals that an improved implementation of this algorithm outperforms all
subsequently proposed algorithms.

Chapter 4: Dominance: Concept, Algorithms and Sparsification
Triggered by a recent result on the preservation of the vicinal preorder in rankings
obtained from common centrality indices (Schoch and Brandes, 2016), we review and
extend notions of domination among nodes and give efficient algorithms to construct
the associated partial rankings in this chapter. As the concept of positional domi-
nance naturally allows for the construction of sparsifiers, we additionally introduce
the Irreducible Spine (Pfaltz, 2013). Besides proving its uniqueness up to isomor-
phism, an efficient algorithm for its computation with a complexity in O(a(G)m) is
presented.

Chapter 5: Orbit-aware Quad Census
To compute our Quadrilateral Simmelian Backbone we do not only need an efficient
triangle listing, but also a quadrangle counting algorithm. Although our backbone
relies on a very specific type of 4-node subgraph, i.e., quad, we present a holistic
approach to count all quads in a graph on a per-node and per-edge basis, complete
with a separation into their non-automorphic roles in these subgraphs. This is the
first approach to do so in a unified manner, and is based on only a clique-listing sub-
routine. Computational experiments indicate that despite its simplicity, the approach
outperforms previous, less general approaches and therefore fits the computation of
the Quadrilateral Simmelian Backbone. By way of the more presentable triad cen-
sus, we additionally show how to extend the quad census to directed graphs. As a
byproduct, we obtain the asymptotically fastest triad census algorithm to date.

Chapter 6: Quadrilateral Simmelian Backbone
Here we present the general backbone approach and in particular introduce the
Quadrilateral Simmelian Backbone. Combining the results of Chapter 3 and 5 we
devise an algorithm for its computation, while maintaining the graphs connectivity,
with a running time in O(m(a(G) + logm)). Via experiments on a special class of
graphs, we reveal that the Quadrilateral Simmelian Backbone is superior compared
to other backbones based on embeddedness in its capability to distinguish between
inter- and intra-community edges. Furthermore, our experiments give clear evidence
that using the Quadrilateral Simmelian Backbone as a proxy for the original graph al-
lows to amplify the group structure in graph drawings computed using force-directed
methods.

Chapter 7: Visualizing Hairballs by Adaptive Filtering
Since the effect of the Quadrilateral Simmelian Backbone obtained using different
sparsification thresholds on the layout is difficult to describe analytically, this filter-
ing parameter typically has to be selected manually and individually for each input
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instance. We here show that the use of graph invariants, more precisely the clustering
coefficient (Watts and Strogatz, 1998), is suitable to automatically determine that
threshold which most distinctively reveals the group structure in the layout. The
results of our experimental evaluation show the effectiveness of our approach and
suggest that it can be used by default to increase the robustness of force-directed
layout methods.

Chapter 8: Sparse Stress Minimization
Force-directed layout methods are among the most common approaches for drawing
general graphs. Among them, stress minimization produces layouts of comparatively
high quality. Although the Quadrilateral Simmelian Backbone allows stress mini-
mization to smooth out its shortcoming respective small-world graphs, it does not
enable this graph drawing algorithm to scale to large graphs. Therefore, we intro-
duce in this chapter an alternative sparsifier which drastically reduces the complexity
of stress minimization. An experimental study informs a method to select the set
of maintained edges, and subsequent more extensive experiments indicate that our
method yields better approximations of minimum-stress layouts in less time than
related methods.

Chapter 9: Conclusion
In this chapter we summarize the main results as well as contributions and point out
directions for future research.

The contents of all chapters were fully, or in most parts, previously published:

• Chapter 3:

– Ortmann, M. and Brandes, U. (2014). Triangle listing algorithms: Back
from the diversion. In McGeoch, C. C. and Meyer, U., editors, 2014 Pro-
ceedings of the Sixteenth Workshop on Algorithm Engineering and Exper-
iments, ALENEX 2014, Portland, Oregon, USA, January 5, 2014, pages
1–8. SIAM

– This paper and therefore the chapter finalize the research process that was
started within the scope of my master’s thesis (Ortmann, 2012).

– In this work I showed that using a directed acyclic graph allows for a com-
mon abstraction of triangle listing algorithms from the literature. Fur-
thermore, I contributed the running time proofs and conducted as well as
evaluated the experiments. However, the idea to use an directed acyclic
graph was not mine.
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• Chapter 4:

– Brandes, U., Heine, M., Müller, J., and Ortmann, M. (2017). Positional
dominance: Concepts and algorithms. In Gaur, D. R. and Narayanaswamy,
N. S., editors, Algorithms and Discrete Applied Mathematics - Third In-
ternational Conference, CALDAM 2017, Sancoale, Goa, India, February
16-18, 2017, Proceedings, volume 10156 of LNCS, pages 60–71. Springer

– In this paper I significantly contributed to the development and design of
the algorithms as well as proving their correctness and running times.

– Chapter 4.6 (“Irreducible Spine”) is part of a yet to be finished paper in
collaboration with Michael Aichem, Ulrik Brandes, and Julian Müller.

• Chapter 5:

– Ortmann, M. and Brandes, U. (2017). Efficient orbit-aware triad and quad
census in directed and undirected graphs. Applied Network Science, 2(1):13

– Ortmann, M. and Brandes, U. (2016). Quad census computation: Simple,
efficient, and orbit-aware. In Wierzbicki, A., Brandes, U., Schweitzer, F.,
and Pedreschi, D., editors, Advances in Network Science - 12th Interna-
tional Conference and School, NetSci-X 2016, Wroclaw, Poland, January
11-13, 2016, Proceedings, volume 9564 of LNCS, pages 1–13. Springer

– My contributions in this work comprise the development of the solution,
running time and correctness proofs of the algorithms as well as the design
and execution of the runtime experiments.

• Chapter 6:

– Nocaj, A., Ortmann, M., and Brandes, U. (2015). Untangling the hairballs
of multi-centered, small-world online social media networks. J. Graph Al-
gorithms Appl., 19(2):595–618

– Nocaj, A., Ortmann, M., and Brandes, U. (2014). Untangling hairballs
- from 3 to 14 degrees of separation. In Duncan, C. A. and Symvonis,
A., editors, Graph Drawing - 22nd International Symposium, GD 2014,
Würzburg, Germany, September 24-26, 2014, Revised Selected Papers, vol-
ume 8871 of LNCS, pages 101–112. Springer

– Arlind Nocaj and I were equally involved in defining the Quadrilateral
Simmelian Backbone and the development of the algorithms for its efficient
computation.

• Chapter 7:

– Nocaj, A., Ortmann, M., and Brandes, U. (2016). Adaptive disentangle-
ment based on local clustering in small-world network visualization. IEEE
Trans. Vis. Comput. Graph., 22(6):1662–1671

– I contributed to the development of the clustering coefficient as a metric
to quantify the quality of different sparsification thresholds.
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• Chapter 8:

– Ortmann, M., Klimenta, M., and Brandes, U. (2017). A sparse stress
model. J. Graph Algorithms Appl., 21(5):791–821

– Ortmann, M., Klimenta, M., and Brandes, U. (2016). A sparse stress
model. In Hu, Y. and Nöllenburg, M., editors, Graph Drawing and Network
Visualization - 24th International Symposium, GD 2016, Athens, Greece,
September 19-21, 2016, Revised Selected Papers, volume 9801 of LNCS,
pages 18–32. Springer

– My contributions to this research are on the one hand the design as well
as execution of the experiments as well as the development of the new
similarity measures. On the other hand, I proposed the weight adaption,
identified the similarities to the Barnes and Hut approximation and derived
the requirements for adequate pivot selection.
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CHAPTER2
Preliminaries

This chapter introduces definitions and formal concepts utilized in this thesis. Ad-
ditional definitions will be given if necessary. For more details on graph theory, the
interested reader is referred to Diestel (2006).

Graphs A graph is an ordered tuple G = (V,E) consisting of a finite set V = V (G)
of n = n(G) = |V | nodes and a finite set E = E(G) of m = m(G) = |E| edges.
Nodes are commonly indexed by numbers, e.g., V = {1, ..., n} or V = {v1, ..., vn}. A
graph is called weighted if its edges, or edges and nodes carry weights ω : V ∪E → R
and unweighted otherwise. Every unweighted graph can be considered weighted by
assuming ω : V ∪ E → 1.

A graph is called directed if E ⊆ V × V or, in other words, all its edges are node
pairs of the form (u, v). For an edge e = (u, v) of a directed graph u is called the
source and v the target of e. If all edges are two-element subsets {u, v} ⊆ V , thus
E ⊆

(
V
2

)
, the graph is called (simple) undirected. Edges in {(v, v) : v ∈ V } are

denoted loops. A loopless graph is called simple.1 This thesis is restricted to simple
directed and undirected graphs. The following definitions, unless marked differently,
are analogous for directed graphs.

Two undirected graphsG andG′ are isomorphic if and only if there exists a bijection
ϕ : V (G)→ V (G′) such that {v, w} ∈ E(G)⇔ {ϕ(v), ϕ(w)} ∈ E(G′).

A node u is adjacent to a node v or, vice versa, if e = {u, v} ∈ E and e is said to be
incident to u and v. Two edges e1, e2 are incident to each other if they have one node
in common. If G is directed and (u, v), (v, u) ∈ E, these edges are called reciprocal.

The neighborhood or neighbors N(v) of a node v in an undirected graph is the set
of its adjacent nodes, i.e., N(v) = {u ∈ V : {u, v} ∈ E}. For directed graphs we dis-
tinguish between two types of neighbors, namely predecessors or incoming neighbors
N−(v) = {u ∈ V : (u, v) ∈ E} and N+(v) = {w ∈ V : (v, w) ∈ E}, i.e., successors

1In general simple means the graph contains no multi-edges and is free of loops
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Chapter 2. Preliminaries

or outgoing neighbors of v. The undirected neighborhood of a node v in a directed
graph is the union of outgoing and incoming neighbors, thus N(v) = N+(v)∪N−(v).
Furthermore, for simple directed graphs N↔(v) = {w ∈ V |(v, w) ∈ E ∧ (w, v) ∈ E}
denotes the set of neighbors that is connected to v via a reciprocal edge. If not clear
from the context we use NG(v), N+

G (v), N−G (v), and N↔G (v) to refer to the neighbor-
hood in G.

A node’s degree is d(v) = |N(v)|, the indegree is d−(v) = |N−(v)|, the outdegree
is d+(v) = |N+(v)| and the reciprocal degree is d↔(v) = |N↔(v)|. For a graph
δ(G) = minv∈V {d(v)} denotes the minimum degree and ∆(G) = maxv∈V {d(v)} the
maximum degree, δ+(G), δ−(G),∆+(G), and ∆−(G) are analogously defined. It is
known by the Handshake Lemma that

∑
v∈V d(v) = 2m since every edge appears in

two neighborhoods. A node with degree zero is called isolated. Like for the neighbor-
hood, we use dG(v), d+G(v), d−G(v), and d↔G (v) to refer to the degree of v respective G
if not clear from the context.

Paths, Distance and Connectivity A walk of length k in an undirected graph G is
a sequence (v1, v2, ..., vk) of nodes such that {vi, vi+1} ∈ E for 0 < i < k. A walk is
called path if vi 6= vj for i 6= j and cycle if v1 = vk and vi 6= vj for 0 < i < j < k.

For a path (v1, . . . , vk) the (path) distance between nodes v1 and vk is given by∑k−1
i=1 ω({vi, vi+1}). The path connecting i and j with minimum length is called

shortest path and its length is called the shortest path distance or graph-theoretic
distance between i and j.

G is connected if there exists a path between every pair of nodes i and j and is
called disconnected otherwise. Throughout this thesis, we will only consider connected
graphs.

Graph Structures An undirected graph is complete if every pair of nodes is con-
nected by an edge. A complete graph with n nodes is denoted by Kn. A Kn is also
called a clique of size n.

G′ = G[V ′] = (V ′, E′) is a subgraph of G if V ′ ⊆ V and E′ ⊆ E. If V ′ = V ,
it is called a spanning subgraph. G′ is denoted a (node-) induced subgraph of G iff

E′ =
(
V ′

2

)
∩ E and non-induced iff E′ ⊆

(
V ′

2

)
∩ E. Note that this implies that an

induced subgraph is also non-induced, but this does not necessarily hold the other
way around. A graph G′ is called trivial subgraph of G if its node set consists of
exactly one node of V (G). A connected component is a connected, inclusion-maximal
induced subgraph of G. To indicate that H is a subgraph of G we write H ⊆ G.

A triad is an induced subgraph on three nodes, and a triangle is a triad, where
each pair of nodes is connected, i.e., a K3. An induced subgraph consisting of four
nodes is called a quad.

If a graph is free of cycles and contains exactly n − 1 edges it is called a tree
T = (V,E). A disconnected graph whose connected components are trees is called
forest. A subgraph G′ = (V,E′) of G with E′ ⊆ E that is a tree is called spanning
tree of G.
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The clustering of a graph G = (V,E) denotes the decomposition of the node set
V into k sets C1, . . . , Ck with

⋃k
i=1Ci = V . A clustering is called non-overlapping

or a partition if Ci ∩ Cj = ∅ for i 6= j and overlapping otherwise. An edge incident
to two nodes from different clusters is called an inter-cluster edge and intra-cluster
edge otherwise. Given that the node set of a graph can be partitioned into two sets
V1 ∪ V2 = V such that for all edges e ∈ E the condition |e ∩ V1| = |e ∩ V2| = 1 holds
the graph is called bipartite.

A directed acyclic graph, in the remainder called DAG, is a simple directed graph
that contains no directed cycles.

Arboricity, Degeneracy and Cores The arboricity a(G) of a undirected graph G
is the minimum number of edge-disjoint spanning forests such that their union is
G (Harary, 1972). Nash-Williams (1961) proved that

a(G) = max
H⊆G

{⌈
|E(H)|
|V (H)| − 1

⌉}
(2.1)

where H is every non-trivial induced subgraph of G. Since a complete graph has
(
n
2

)
edges, it follows immediately that a(G) ≤ dn/2e. Furthermore, Chiba and Nishizeki
(1985) prove that a(G) ≤ d(2m+n)1/2/2e. Note that if G is a simple directed graph,
then a(G) refers to the arboricity of the underlying undirected graph of G.

A graph G is called s-degenerate if there exists an elimination sequence of its nodes
(v1, ..., vn) such that dG[{vi,...,vn}](vi) ≤ s holds for each i ∈ {1, . . . , n}. The smallest
integer s such that there exists such a sequence is called the degeneracy of G denoted
s(G) (Zhou and Nishizeki, 1999). An equivalent definition of the degeneracy has been
given by Lick and White (1970) which is s(G) = maxH⊆G{δ(H)}.

Theorem 2.1. For a simple undirected graph G = (V,E) it holds that

a(G) ≤ s(G) ≤ 2a(G)− 1.

Proof. (Zhou and Nishizeki, 1999) The first inequality, i.e., a(G) ≤ s(G), directly
follows from the fact that any subgraph H of G has m(H) ≤ s(G)(n(H)−1) edges and
Equation (2.1). It remains to prove that s(G) ≤ 2a(G)− 1. Therefore, let n′ denote
the number of nodes whose degree is smaller than 2a(G). Using the Handshake-
Lemma, it holds that n′ + 2a(G)(n− n′) ≤ 2m with equality if n′ = 0. Furthermore,
it holds that m ≤ a(G)(n − 1) since every spanning forest has at most n − 1 edges.
From these inequations follows:

2a(G)(n− n′) + n′ ≤ 2(a(G)(n− 1))

2a(G)n− n′(2a(G)− 1) ≤ 2a(G)n− 2a(G)

n′ ≥ 2a(G)

2a(G)− 1

This shows that n′ ≥ 1 and hence there exists a node with degree strictly less than
2a(G), it follows that s(G) ≤ 2a(G)− 1.
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Chapter 2. Preliminaries

The inclusion-maximal induced subgraph with minimum degree k of an undirected
graph G = (V,E) is called the k-core, Corek(G). The coreness of a node v, denoted
κ(v), is the maximal k such that v ∈ V (Corek(G)) and κ(G) = maxv∈V (G){κ(v)}
is the core number of the graph. Recalling the degeneracy definition, one can see
that s(G) = κ(G). The concept of cores has been introduced by Seidman (1983)
and Matula and Beck (1983) independently, although Matula and Beck refer to it as
linkage. Note that s(G) is also known as the width of a graph (Freuder, 1985) and
is one less then the graph coloring number (Eppstein et al., 2010; Erdös and Hajnal,
1966; Matula and Beck, 1983).

Asymptotic Growth To classify the behavior of algorithms in relation to varying
input sizes the Landau notation is used which compares the asymptotic behavior of
two functions f, g : N0 → R. In this thesis the following Landau notation families are
used:

• o: f ∈ o(g) iff ∀ c ∈ N>0 and ∃ n0 ∈ N such that f(n) ≤ c · g(n) holds for all
n > n0

• O: f ∈ O(g) iff ∃ c ∈ N>0 and ∃ n0 ∈ N such that f(n) ≤ c · g(n) holds for all
n > n0

• ω: f ∈ ω(g) iff g ∈ o(f)

• Ω: f ∈ Ω(g) iff g ∈ O(f)

• Θ: f ∈ Θ(g) iff ∃ c0, c1 ∈ N>0 and ∃ n0 ∈ N such that for all n > n0 it holds
that c0 · g(n) ≤ f(n) ≤ c1 · g(n)

Graph Representation There are two standard ways to represent a graph. One uses
adjacency matrices, the other adjacency lists. An adjacency matrix A = (aij) ∈ Rn×n
of a simple directed graph G = (V,E) encodes each edge (u, v) ∈ E by setting
auv = 1 while non-edges are encoded by 0. If G is undirected, A is symmetric. Since
this representation requires Θ(n2) space, one typically favors the representation by
adjacency lists, especially for large graphs.

An adjacency or neighbor list solely stores the neighborhood N(v) for each node.
Consequently, its space requirement is in Θ(n+m) and therefore linear in the size of
G.

12



CHAPTER3
Triangle Listing Algorithms: A unifying
Framework

S1 S2

L

CONTENTS

3.1. Introduction . . . . . . . . . 14
3.2. Triangle Listing Algorithms 15
3.3. Unifying Framework . . . . . 17

3.4. Experimental Study . . . . . 20

3.5. Conclusion . . . . . . . . . . 24

13



Chapter 3. Triangle Listing Algorithms: A unifying Framework

3.1 Introduction

Interest in analyzing the triangles of a graph has increased considerably because of
several important concepts in network science, the most prominent examples being
the clustering coefficient (Watts and Strogatz, 1998) and the triad census (Holland
and Leinhardt, 1976). The latter is an essential ingredient in statistical network mod-
eling (Robins et al., 2007; Snijders, 2001), where it needs to be determined repeatedly.
Furthermore, determining all triangles efficiently is a key step for the sparsification of
graphs by dominance and embeddedness, as we will show in Chapter 4 and Chapter 6
respectively.

We focus on algorithms for listing all triangles; although there are fast matrix
methods for counting triangles (Alon et al., 1997; Itai and Rodeh, 1978). Using such
methods for the triad census does not appear to be beneficial (Moody, 1998) and,
more importantly, are insufficient for the computation of the Quadrilateral Simmelian
Backbone.

Besides triangle listing and counting, there also exist the tasks of detecting and
finding a single triangle in a graph. Detection differs from finding, as the latter has
to return the involved nodes/edges. For general graphs, these tasks are typically
solved by employing triangle counting/listing routines (Kowaluk et al., 2011). Thus,
even though detecting and finding are seemingly easier, in general they cannot be
solved more efficiently than counting and listing.

One of the first efficient algorithms for listing all triangles of a graphG was proposed
by Chiba and Nishizeki (1985) and runs in O(a(G)m) time. Several other algorithms
have been proposed, e.g., (Itai and Rodeh, 1978; Latapy, 2008; Schank, 2007; Schank
and Wagner, 2005), and proclaimed to be more efficient. However, these claims have
never been substantiated convincingly.

The theoretical contribution of this chapter is the description of a unifying frame-
work for triangle listing algorithms. This makes it easy to spot the differences between
various instances, despite their largely differing original presentation. As a byproduct,
the framework yields even more variant algorithms, and provides simple proofs that
almost all of the known algorithms actually have a worst-case running time bound
of O(a(G)m) which, so far, has only been proven for the algorithm by Chiba and
Nishizeki. The practical contribution is an experimental analysis showing that our
variant implementation of Chiba and Nishizeki’s algorithm is by far the fastest in-
memory algorithm to list all triangles of a graph.

In the following section we review triangle listing algorithms from the literature before
introducing our unifying framework. In Sect. 3.4 we show by experiments that our
alternative implementation of Chiba and Nishizeki’s (1985) approach outperforms all
subsequently proposed algorithms. We conclude in Sect. 3.5.
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Algorithm 1: K3 (Chiba and Nishizeki (1985))

1 sort nodes such that d(v1) ≥ . . . ≥ d(vn);
2 for u = v1, . . . , vn−2 do
3 for v ∈ N(u) do mark v;
4 for v ∈ N(u) do
5 for w ∈ N(v) do
6 if w is marked then
7 output triangle {u, v, w};

8 unmark v;

9 G← G− u;

3.2 Triangle Listing Algorithms

In the following we will thoroughly introduce the triangle listing algorithm by Chiba
and Nishizeki (1985). Based on the technique employed by this approach, we will
thereafter categorize the subsequently proposed triangle listing algorithms from the
literature before explaining them in more detail.

3.2.1 Algorithm of Chiba and Nishizeki

In 1985, Chiba and Nishizeki proposed an algorithm to list all triangles of a graph by
intersecting the neighborhoods of adjacent nodes. We will refer to this algorithm as
K3. For efficiency, the intersections are performed in a certain order which ensures
that for each intersection only the neighborhood of the node with smaller degree
needs to be scanned. This is made specific in Alg. 1 and is motivated by the following
theorem.

Theorem 3.1 (Chiba and Nishizeki (1985)). For a graph G = (V,E) it holds that∑
{u,v}∈E

min{d(u), d(v)} ≤ 2a(G)m ∈ O(m3/2).

Recall that since arboricity is related to edge density via a(G) = maxH⊆G

{
m(H)
n(H)−1

}
(Nash-Williams, 1961), it is rather small in sparse graphs which in turn are typical
for empirical network analysis (Eppstein and Spiro, 2012), see Fig. 3.1. Note that
since a graph with n nodes can contain up to Θ(n3) triangles, every triangle listing
algorithm has a worst-case running time in O(n3) or equivalently O(m3/2) (Schank
and Wagner, 2005).

After intersecting their neighborhood with those of their neighbors, nodes are
deleted from the graph in the last line of Alg. 1 to avoid intersecting the same pairs of
neighborhoods again by scanning the larger neighborhood. Chiba and Nishizeki pro-
pose to represent the graph with doubly-linked adjacency lists and mutual references
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Figure 3.1.: Comparison between ∆(G) (left) and degeneracy a(G) ≤ s(G) < 2a(G)
(right) for 100 Facebook networks (Traud et al., 2011).

between the two stubs of an edge to ensure constant time deletion of edges. Since the
number of triangles in a graph is bounded by a(G)m, K3 is worst-case optimal.

While Chiba and Nishzeki were most likely only interested in proving that the
asymptotic running time of Alg. 1 is in O(a(G)m), it seems that the rather involved
data structures have hampered adoption of the algorithm (Schank, 2007). We show
in the remainder of this chapter that substantial improvements are possible and that
double linkage and node deletion can be avoided altogether.

3.2.2 Other Triangle Listing Algorithms

Subsequently proposed triangle listing algorithms can be classified into one of two
categories. The first category consists of those that intersect, like K3, the neighbor-
hoods of adjacent nodes. Algorithms in the other category turn this view around: for
each pair of incident edges, the other two nodes are tested for adjacency.

Neighborhood intersection. Algorithms in this category include forward (Schank
and Wagner, 2005), edge-iterator (Schank, 2007), and compact-forward (Latapy, 2008).
They iterate over all edges and intersect the neighborhoods of the two adjacent nodes
using a procedure called sorted-merge-join (Blasgen and Eswaran, 1977). While this
requires O(d(u) + d(v)) per edge {u, v}, and thus more time than K3, it does not
require additional space for node marks. The two variants edge-iterator-hashed and
forward-hashed (Schank, 2007) utilize O(m) extra space to represent neighborhoods
in hash sets and thus carry out the intersection in O(min{d(u), d(v)}) time. A com-
bination of K3 and edge-iterator has been termed new-listing (Latapy, 2008).

Adjacency testing. The complementary approach is to iterate over all nodes and,
for each pair of incident edges, to test whether the two neighbors are also adjacent to
each other. Algorithms of this kind have been termed node-iterator and node-iterator-
core in (Schank, 2007). Both use hash sets to test pairs of nodes for adjacency in
constant time, and thus also require O(m) extra space. Since adjacency lists are
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Table 3.1.: Algorithms and running times by operation count.

strategy extra space variant running time related algorithm

intersection

O(1)

S1+1 O
(∑

v∈V
(
d+(v)

2

)
+ d− (v) d+ (v)

)
S2+1 O

(∑
v∈V

(
d−(v)

2

)
+ d− (v) d+ (v)

)
(compact-)forward

L+1
O
(∑

v∈V
(
d+(v)

2

)
+
(
d−(v)

2

))
edge-iterator

L’+1

O(n)

S1+n
O
(
m+

∑
v∈V d

+ (v) d− (v)
) K3

S2+n

L+n O
(
m+

∑
v∈V

(
d+(v)

2

))
L’+n O

(
m+

∑
v∈V

(
d−(v)

2

))
K3

O(m)

S1+m O
(
m+

∑
v∈V

(
d+(v)

2

))
S2+m O

(
m+

∑
v∈V

(
d−(v)

2

))
forward-hashed

L+m
O
(
m+

∑
v∈V

(
d+/−(v)

2

))
edge-iterator-hashed

L’+m

testing

O(1)

T1+1 O
(

log ∆+/− (G)
∑

v∈V
(
d+(v)

2

))
T2+1 O

(
log ∆+/− (G)

∑
v∈V d

− (v) d+ (v)
)

T3+1 O
(

log ∆+/− (G)
∑

v∈V
(
d−(v)

2

))
O(m)

T1+m O
(
m+

∑
v∈V

(
d+(v)

2

))
node-iterator-core

T2+m O
(
m+

∑
v∈V d

− (v) d+ (v)
)

node-iterator, tree-lister

T3+m O
(
m+

∑
v∈V

(
d−(v)

2

))
tree-lister

ordered in these algorithms, binary search (Goodrich and Tamassia, 2006) can be
used to trade space for running time. A related technique called tree-lister (Itai and
Rodeh, 1978) determines a spanning forest, tests whether non-tree edges complete a
triangle with two incident tree edges, removes the forest, and iterates.

Asymptotic running times of these algorithms have not been analyzed in detail.
We give straightforward bounds derived from their description in Tab. 3.1. These
bounds depend on the enumeration order of nodes and edges. By choosing a suitable
such order we can make them match the bound of K3; see Tab. 3.2.

3.3 Unifying Framework

It turns out that many triangle listing algorithms are best described by aligning the
execution with an acyclic orientation of the input graph. Let us fix a node ordering
π : V → {1, . . . , n} and orient the edges from the lower-numbered node to the higher-
numbered node respective π. Let G[π] = (V,E[π]) denote the resulting DAG.

Then, each triangle of G yields a transitive triad in G[π] relative to which nodes and
edges assume unique roles. Shorthand names for these roles are assigned as shown
in Fig. 3.2. We refer to an algorithm by the basic element from which triangles are
supposed to be constructed (edge or node with a given role) with the amount of extra
space used by the algorithm (constant or linear in n or m).
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S1 S2

L

Figure 3.2.: In a transitive triad, each node and edge has a unambiguous role. Nodes
come first, second, or third, and edges serve either as the long edge, or as the first or
second short edge.

To list each triangle exactly once, intersection-based algorithms may iterate over all
edges and intersect incoming or outgoing neighborhoods of its nodes based on the role
(L, S1, S2) that the edge is assumed to play in the triad. The resulting algorithms
are listed and put in relation to previous algorithms in Tab. 3.1. In variant L’+n, for
example, an edge (u, v) is considered to be the transitive (long) edge, i.e., (t1, t3), and
utilized to identify triads {t1, t2, t3} by fixing N+(u) and scanning N−(v) for nodes
t2 ∈ N+(u) ∩N−(v). Indeed, variant S1+n also fixes N+(u), but (u, v) is considered
to be edge S1 so that N+(v) is processed instead. With an appropriate ordering,
the combination of these two variants corresponds to K3, although each variant is
sufficient by itself to list all triangles.

Adjacency-testing algorithms, on the other hand, iterate over all nodes and examine
incident pairs of edges based on the role (t1, t2, t3) that the node is assumed to play
in the triad.

3.3.1 Orderings

As summarized in Tab. 3.1, the running time of each variant algorithm hinges on the
node ordering π. The ordering employed in K3 is determined by non-increasing node
degrees in the input graph. For ease of exposition, we consider the reverse of this
order and refer to it as degree ordering.

The rationale of this ordering was to reduce the number of neighbors tested for
membership in the intersection. Since the degree in the input graph is only an upper
bound on the remaining degree after several nodes have been processed and deleted, a
potential improvement is to dynamically select the next node based on the remaining
degree.

Orderings determined by iteratively removing nodes of minimum induced degree in
the remaining subgraph are called smallest-first ordering (Batagelj and Zaveršnik, 2011;
Matula and Beck, 1983). Recall that the maximum value encountered when elimi-
nating all nodes is known as the degeneracy (Lick and White, 1970), width (Freuder,
1985), or core number (Seidman, 1983) of a graph. Since this number equals arboric-
ity up to a constant factor (Zhou and Nishizeki, 1999), we obtain easy bounds on
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Table 3.2.: Asymptotic running times relative to node ordering. These running
times derive directly from Tab. 3.1, Thm. 3.1 and the characteristics of the smallest-
first ordering ordering. Note that smallest-first ordering always applies and in some
cases the ordering has to be reversed, e.g., T3+1 and T3+m.

variant suffix ordering running time previous results

S1, S2

+1 smallest-first O(a (G)m) S2+1 ≈ (compact)-forward: O(m3/2)

+n degree O(a(G)m) S1+n ≈ K3: O(a (G)m)

+m any O(a (G)m) S2+m ≈ forward-hashed: O(
∑

(u,v)∈E min{d−(u), d−(v)})

L, L’

+1 smallest-first O (m (a (G) + ∆−(G))) edge-iterator: O(∆(G)m)

+n degree O(a (G)m) L’+n ≈ K3: O(a(G)m)

+m any O(a (G)m) edge-iterator-hashed: O
(∑

(u,v)∈E min{d(u), d(v)}
)

T1, T2, T3

+1 smallest-first O (log (a (G)) a (G)m)

+m smallest-first O(a (G)m)
T1+m ≈ node-iterator-core: O(κ(G)m)

T2+m ≈ node-iterator: O(∆(G)2n)

the running time of all instantiations of the above framework (see Tab. 3.2). Note
that there exists no node ordering π with ∆+(G[π]) strictly less than s(G) (Eppstein
et al., 2010).

3.3.2 Running Times

From the explanations given in Sect. 3.3, the running times presented in Tab. 3.1 can
be derived as follows.

The algorithms based on adjacency testing strategy generate all pairs of outgoing,
incoming, or mixed neighbors of a given node v. Consequently, the operation count of

both T1 variants is in O(
∑

v∈V
(
d+(v)

2

)
), where each operation consists of an adjacency

test. Given that adjacency testing can be done in constant time using hash sets,
this is also the total running time. If the extra space is to be avoided, however,
binary search can be used instead at an additional cost of O(log ∆+/−(G)) time per
operation. Running times of the T2 and T3 variants can be derived analogously.

For the algorithms based on the intersection strategy, we only give the idea of
the proof for the example of L+n. Recall that this variant marks all w ∈ N−(v),
where v is the currently processed node, and computes intersections with the outgoing
neighborhood of each w. From the construction of G[π] it is known that {u ∈ N+(w) :
π(u) ≥ π(v)}∩N−(v) = ∅. Since the adjacency lists are ordered, these entries can be
omitted from N+(w). Therefore, between two consecutive intersections with N+(w),
the number of relevant entries differs exactly by one, resulting in the presented running
time. Keeping in mind that some entries can be omitted, the running times of the
other variants are obtained.

The transition from Tab. 3.1 to Tab. 3.2 for smallest-first ordering is obtained by

using the inequality
∑

v∈V
(
d+/−(v)

2

)
≤
∑

v∈V d
+/−(v)2 and replacing d+/−(v) with

∆+/−(G). Since ∆+/−(G) ∈ O(a(G)) for smallest-first ordering the presented running
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times directly derive. For the algorithms running in O(a(G)m) on an ordering other
than smallest-first ordering, this bound is the result of an armortized running time
analysis based on Thm. 3.1. Recall that the time to intersect two hash sets H1 and
H2 is in O(min{|H1|, |H2|}).

3.4 Experimental Study

We have seen that asymptotic analysis does not discriminate between the different
instantiations of our algorithmic framework. Algorithmic experimentation is thus
needed to shed more light on practical and relative performance. All comparable
algorithms from above were implemented and tested on both collected and generated
data. Instead of reporting repetitive details, we focus on the main findings and the
evidence supporting them.

3.4.1 Setup and Data

All framework instantiations and original versions of all previous algorithms listed in
Tab. 3.1 except tree-lister have been implemented by the same person in C++ using
the Standard Template Library and the g++ version 4.6.3 compiler set to the highest
optimization level.

For the algorithms using O(m) additional space, we used the hash set implemen-
tation provided in the C++ Technical Report 1 library extension. We implemented
counting sort to sort nodes by degree in O(n) time, and used the std::sort routine
to sort adjacency lists. For the smallest-first ordering and related orderings, we used
a slight variant of the linear-time algorithm of Batagelj and Zaveršnik (2011).

The code was executed on a 64-bit machine with a quad-core 3.40 GHz Intel Core
i7-2600K CPU and 16 GB RAM, running Ubuntu 12.04.1 LTS, in a single thread on
a single CPU. Elapsed CPU time was measured using the gettimeofday command
with a precision of 10−6 seconds.

Generated Data. The experimental region is defined by two graph generators with
two parameter selection schemes. The generators can be controlled for the expected
number of triangles they contain and differ strongly in the degree sequences produced.

Small-worlds (Watts and Strogatz, 1998): Given parameters n, 0 < r � n, and 0 ≤
p ≤ 1, we first create a 2r-regular graph ({1, . . . , n}, {{v, w} : |v−w| ≤ r}) and
then add random noise by flipping each dyad independently with probability p.
This process yields graphs in which the expected degree and number of triangles
can be controlled via r and the degrees are concentrated around 2r.

Preferential attachment with triadic closure (Holme and Kim, 2002): Given param-
eters n, 0 < r � n, 0 ≤ p ≤ 1, we create an n-node graph one node at a time.
Each new node v is made adjacent with r existing nodes, each of which selected
either preferentially according to its degree or randomly from

⋃
u∈N(v)N(u).
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Table 3.3.: Running times of L+n with degree ordering on data from the Stanford
Large Network Dataset Collection (Leskovec and Krevl, 2014).

network n m #triangles time (sec)

ca-AstroPh 18, 772 198, 050 1, 351, 441 0.011

ca-CondMat 23, 133 93, 439 173, 361 0.004

ca-GrQc 5, 242 14, 484 48, 260 0.001

ca-HepPh 12, 0008 118, 489 3, 358, 499 0.008

ca-HepTh 9, 877 25, 973 28, 339 0.001

cit-HepPh 34, 546 420, 877 1, 276, 868 0.025

cit-HepTh 27, 770 352, 285 1, 478, 735 0.021

cit-Patents 3, 774, 768 16, 518, 947 7, 515, 023 2.425

com-LiveJournal 3, 997, 962 34, 681, 189 177, 820, 130 5.691

com-Orkut 3, 072, 441 117, 185, 083 633, 319, 568 32.433

com-Youtube 1, 134, 890 2, 987, 624 3, 056, 386 0.285

com-DBLP 317, 080 1, 049, 866 2, 224, 385 0.083

com-Amazon 334, 863 925, 872 667, 129 0.080

email-Enron 36, 692 183, 832 727, 044 0.001

email-EuAll 265, 214 364, 481 267, 313 0.025

loc-Brightkite 58, 228 214, 079 494, 728 0.011

loc-Gowalla 196, 591 950, 329 2, 273, 138 0.066

soc-Epinions1 75, 879 405, 740 1, 624, 481 0.027

soc-LiveJournal1 4, 847, 571 42, 851, 237 285, 730, 264 7.469

soc-Slashdot0811 77, 360 469, 180 551, 724 0.030

soc-Slashdot0922 82, 168 504, 230 602, 592 0.032

wiki-Talk 2, 394, 385 4, 659, 565 9, 203, 519 0.407

wiki-Vote 7, 115 100, 762 608, 389 0.006

The second case is applied with probability p. While the number of triangles is
controlled via p, the degree sequence follows a power law.

For both classes, sampling is performed using adaptations of the algorithms by
Batagelj and Brandes (2005). After sampling, nodes and adjacency lists are per-
muted randomly via Fisher-Yates shuffle to prevent potential systematic biases.

We generated graphs from both models using two families of parameters that are
motivated by the empirical data described below (see also Fig. 3.3). In the first
family, the number of nodes is fixed to n = 250, 000 and r is varied to obtain graphs
with an average degree of 6, 12, . . . , 66. In the second family, the number of nodes
and the average degree grow simultaneously from n = 500, 000 and d(G) = 6 to
n = 5, 000, 000 and d(G) = 36 in proportional increments of 900, 000 nodes and 6
degrees. Further variance is introduced by choosing p such that the ratio of the
number of edges in the regular graph and the expected number of flips is 0.5, 1, and
2, and the percentage of attachments that yield a triangle edge is 25%, 50%, and 75%.
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Figure 3.3.: Average degree for graphs of Tab. 3.3. With the exception of instance
com-Orkut, two clusters are apparent. One with fixed order and increasing edge
density, the other with correlated increases. Dashed lines indicate these clusters.

For each of the 17 parameter combinations we sampled 4 graphs; reported running
times are averages over five repetitions for each generated graph.

Collected Data. We used data downloaded from the Stanford Large Network Set
Collection (SNAP) (Leskovec and Krevl, 2014) which includes mostly bibliometric,
email, and online social networks. The networks described in Tab. 3.3 are not repre-
sentative of anything, but provide realistic examples of large networks for which the
clustering coefficient or triad census may be of interest.

3.4.2 Findings

We present the most interesting conclusions from our experiments together with tai-
lored summaries. Note that in the remainder L denotes L+n.

The first finding relates K3, the implementation proposed by Chiba and Nishizeki
(1985), to subsequently proposed algorithms.

Finding 3.1. K3 is outperformed by subsequently proposed algorithms.

Figure 3.4(a) compares the running time (excl. time needed for the orderings) of
K3 with the best running times observed for other algorithms from the literature.1

It thus shows that an approximately 5-fold improvement has indeed been achieved.
In fact, algorithms forward (Schank and Wagner, 2005) and compact-forward (Latapy,
2008) are fastest on every instance which is consistent with (Latapy, 2008; Schank,
2007). It should be noted, however, that other algorithms do not dominate K3 as
clearly.

1For the graph family with static (changing) n the algorithms have been stopped after 5 (25) seconds
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Figure 3.4.: Paired comparisons of running times on generated graphs (in seconds,
excl. node ordering). Each dot represents one of four graphs sampled for each of the
17 parameter combinations, and two generators; coordinates are determined from five
runs each for two algorithms on the same graph. Dots below (above) the diagonal
indicate that the algorithm on the x-axis is slower (faster).

As it turns out, the reasons for the relative inefficiency of K3 are not in the design
of the algorithm, but in the proposed implementation with doubly-linked lists and
node and edge deletions.

Finding 3.2. L with smallest-first ordering, our variant implementation of K3, out-
performs all other algorithms and framework instantiations.

Figure 3.4(b) shows that running times are reduced substantially by our streamlined
implementation of the K3 approach. In fact, L with smallest-first ordering consistently
outperforms all previous algorithms and nearly always all other instantiations of our
framework, and is roughly 7× faster than the original, cf. Fig. 3.4(a). On com-Orkut
we observe a speedup of about 28×.

Finding 3.3. Running times are substantially affected by the given node ordering.
Yet the extra running time to determine smallest-first ordering as compared to degree
ordering does not pay off. As a consequence, L with degree ordering outperforms L with
smallest-first ordering.

Overall, the theoretical argument that the smallest-first ordering is the superior

ordering because of its lower outcome for
∑

v∈V
(
d+(v)

2

)
and therefore for algorithm L,

cf. Tab. 3.1, is confirmed2. Still, the advantage is insufficient to compensate for the
additional efforts during node ordering. In Fig. 3.5(a) it can also be seen that, while

2Our experiments expose that removing the node with the highest degree in the remaining subgraph
yields always the best results for

∑
v∈V d+(v)d−(v) and thus is beneficial for variants S1, S2, and

T2 in many cases

23



Chapter 3. Triangle Listing Algorithms: A unifying Framework

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●

●●●●●●●●●●●●●●●●●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●

●●●●●●●●●●●●●●●●●●●●

0 5 10 15

0
5

10
15

20

avg. time of L with smallest−first ordering in seconds

m
in

. a
vg

. t
im

e 
ov

er
 a

ll 
ot

he
r 

al
go

rit
hm

s
ex

cl
. s

m
al

le
st

−
fir

st
 v

ar
ia

nt
s 

in
 s

ec
on

ds

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●

●●●●●●●●
●●●●●●●●●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●

●●●●●●●●
●●●●●●●●●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●
●●●●●●●●
●●●●●●●●
●●●●

●

●

color

preferential attachment graphs
small world graphs

(a) avg. time of L with smallest-first ordering
vs. minimum avg. time of non smallest-first
ordering variants (excl. time for orderings)

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●

●●●●●●●●●●●●●●●●●●●●

0 5 10 15 20 25

0
5

10
15

20
25

30

avg. time of L with degree ordering in seconds

av
g.

 ti
m

e 
in

 s
ec

on
ds

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●

●●●●●●●●●●●●●●●●
●●●●●●●●●●●●●●●●●●●●●●●●●●●●

●

●

color

preferential attachment graphs
small world graphs

●

shape

min. over all other previous algorithms
min. over all other algorithms and variants

(b) avg. time of L with degree ordering vs.
minimum avg. time of other variants and al-
gorithms

Figure 3.5.: Running times on generated graphs (in seconds).

the smallest-first ordering is strongly beneficial for regular graphs, such as small-worlds,
the gain rapidly drops with increasing random noise and is rather negligible for a
skewed degree distribution. As a result, L with degree ordering essentially outperforms
all other algorithms and instantiations of our framework, as illustrated in Fig. 3.5(b).

Finding 3.4. The previous findings are reinforced on collected data, and the dominant
combination of L with degree ordering is practical even for large graphs.

All experiments were repeated on collected data, but did not provide any additional
insight. As can be seen in Tab. 3.3, concrete running times are negligible except for
the largest and densest networks.

3.5 Conclusion

We have presented a generic framework for triangle listing algorithms which makes
the strategies of known algorithms comparable and introduces several other possi-
ble variants. From this framework, running time bounds for previous algorithms are
straightforward to obtain, and several superfluous steps can be avoided in implemen-
tations. Especially for the case of algorithm K3, our framework allows to develop an
alternative implementation that does not only (i) exceed the originally proposed algo-
rithm in its practical running time, but (ii) is also simpler to implement since it does
not require a doubly-linked list representation of the graph as well as node deletions,
and (iii) is easier to understand, processes each triangle exactly once, compared to
twice by K3, and exhibits straight-forward running time and correctness proofs.

The most important findings are that, given an appropriate ordering, nearly all
algorithms have a worst-case running time bound of O(a(G)m), and that our im-
proved implementation, cf. Alg. 2, of one of the oldest algorithms for triangle listing,
K3 (Chiba and Nishizeki, 1985), is actually the fastest.

24



3.5. Conclusion

Algorithm 2: L our variant implementation of K3 (Alg. 1)

1 order nodes w.r.t. smallest-first or degree ordering;
2 orient G and sort adjacencies according node order;
3 for t3 = vn, . . . , v3 do
4 for t1 ∈ N−(t3) do mark t1;
5 for t1 ∈ N−(t3) do
6 for t2 ∈ N+(t1) such that t2 < t3 do
7 if t2 is marked then
8 output triangle {t1, t2, t3};

9 unmark t1;

In our experiments, we also observed that the number of elementary operations is
not always indicative of the actual running time, mostly due to cache misses when
switching between adjacency lists of different nodes. Future work on the most prac-
tical variant will have to study the consequences of these effects in more detail.

We finally note that any of these triangle listing algorithms, when combined with
the Tricode routine in (Batagelj and Mrvar, 2001) and the system of linear equations
from Eppstein et al. (2012), can be used to compute the triad census. In Chapter 5,
we will show that this technique can be further extended to compute the orbit-aware
triad-census on a node and edge level. As the running time of the resulting algorithms
is dominated by the time to list all triangles, the full (orbit-aware) triad census
can also be determined in O(a(G)m) time. This, as we will show in Chapter 5,
is an improvement on the running time of the currently fastest approach for the
computation of the triad census on a graph level by Eppstein et al. (2012).

In the following chapter we will introduce the concept of positional dominance pro-
posed by Brandes (2016) and study the algorithmic challenges posed by various in-
stantiations of this framework. As the positional dominance naturally allows for the
construction of various sparsifiers, we will in addition review the Irreducible Spine
introduced by Pfaltz (2013) which, as we will show, can be efficiently computed with
a slightly modified version of Alg. 2.
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Chapter 4. Dominance: Concept, Algorithms and Sparsification

4.1 Introduction

One of the core concepts of network analysis is the identification of central nodes
(Lü et al., 2016). The most commonly applied centrality indices measure, e.g., the
number of nodes a node can communicate with directly (degree), the expenses of a
node to reach any other node in the network (closeness (Sabidussi, 1966)), and the
control over communication of others in the network (betweenness (Freeman, 1977)).

While all centrality indices assign numerical values to each node in the graph,
one is typically only interested in the derived ranking. Although well established
centrality indices differ substantially in their definition, the rankings they induce
all coincide on the vicinal preorder. In the vicinal preorder (Foldes and Hammer,
1978), a node w ∈ V dominates another node v ∈ V , i.e., v ≤ w, if and only if
N(v) ⊆ N [w] with N [u]) = N(u) ∪ {u} denoting the closed neighborhood of node u
in the graph. This implies that it is possible to construct a partial ranking of the
nodes by simply comparing their neighborhoods, and this ranking is preserved by any
centrality index (Schoch and Brandes, 2016).

The vicinal preorder, or neighborhood inclusion, is itself the union of two other
preorders: (i) the dominance preorder where v ≤a w ⇐⇒ N [v] ⊆ N [w] and (ii) the
structural preorder where v ≤n w ⇐⇒ N(v) ⊆ N(w). Furthermore, it is an
instantiation of positional dominance (Brandes, 2016), a generic concept that allows
for valued relationships and the expression of levels of homogeneity, i.e., admissible
substitutions of nodes in the comparison of neighborhoods. Positional dominance
provides a building block on which concepts of centrality can not only be generalized
more easily, but also more coherently, to more complex kinds of data. While we are
motivated by the implications of variant preorders for centrality, in this chapter we
are especially interested in their computational complexity and application to graph
sparsification.

As it is the case for the concept of embeddedness, the positional dominance natu-
rally allows to construct a sparser representation G′ = G[V \D] of a graph G = (V,E)
by successively removing all nodes vi ∈ D ⊂ V from V such that vi is dominated by
some other node in G[V \

⋃
j<i{vj}]. If D is constructed w.r.t. the dominance preorder,

Pfaltz (2013) denotes the resulting sparsifier I = G′ the Irreducible Spine. The class
of graphs for which |V (I)| = 1 is called cop-win graphs (Nowakowski and Winkler,
1983; Poston, 1971) or (fully) dismantlable graphs (Bandelt and Prisner, 1991) and
encompasses for example trees, threshold graphs (Mahadev and Peled, 1995; Schoch
and Brandes, 2016), quasi-threshold graphs (Brandes et al., 2015; Yan et al., 1996),
and cliques. However, there also exist graph classes for which I = G, for instance
cycles of length greater than 3 or bipartite graphs with minimum degree 2. Fol-
lowing the definition of the dominance preorder, it can be shown that the shortest
path distances between each pair {v, w} ∈ V (I) in I match those in G. As a con-
sequence, Irreducible Spines are of potential use for the approximation of a graph’s
diameter (Pfaltz, 2013).
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4.2. Preliminaries

Contribution. We present efficient algorithms for instances of positional dominance.
Our main contribution is an algorithm with O(nm log log ∆(G)) running time for the
homogeneous case with weights on both edges and nodes. This is an improvement
over the straightforward approach with an O(nm∆(G)3/2) time bound. In addition
we give lower bounds for worst-case running times by constructing families of graphs
with large output size, i.e., dense preorders. Although we consider simple undirected
graphs, our results can be adapted for weighted, directed, and graphs with a given
bipartition (two-mode graphs).

Note, however, that in the remainder of this chapter we assume that the input
graphs do not contain isolated nodes. This is because isolated nodes are dominated
by every other node in the graph (or no other node in the dominance preorder), so
that their relationships can be checked in constant time and are best represented
implicitly.

Furthermore, we introduce an O(a(G)m) algorithm for the computation of the Irre-
ducible Spine which builds on our triangle listing technique presented in the previous
chapter. Although the asymptotic running time of our algorithm matches the com-
plexity of the fastest approach to compute the Irreducible Spine by Lin et al. (2012),
it exceeds their method not only with its simplicity, but also in its practical running
times, as we show by runtime experiments. In addition, we give a formal proof that
shows that the Irreducible Spine of a graph is unique up to isomorphism.

In the following section we provide the basic notation before presenting the algorithm
for the computation of the dominance preorder in Sect. 4.3. We prove in Sect. 4.4 that
the output size of the structural and consequently vicinal preorder is in ω(a(G)m) and
give an algorithm to calculate both of these preorders in O(∆(G)m) time. In Sect. 4.5
we present our algorithm to efficiently compute the positional preorder. Thereafter,
in Sect. 4.6 we introduce our approach for the computation of the Irreducible Spine,
prove its uniqueness up to isomorphism, and present running time experiments. We
conclude in Sect. 4.7.

4.2 Preliminaries

For the most part, we consider simple undirected graphs G = (V,E), where both
nodes and edges may carry weights ω : V ∪ E → R. For edges {v, w} ∈ E, we use
shorthand notation ω(v, w) = ω({v, w}). Weights can be thought of as non-negative
reals for convenience, but any ordered range of values will do.

Recall that H ⊆ G indicates that H is a subgraph of G. For convenience, we use
in the remainder of this chapter the short-term notation G− U with U ⊆ V to refer
to G[V \ U ].

The closed neighborhood of a node v ∈ V is N [v] = N(v)∪{v}, the average degree
of a graph is 〈d〉 = 2m

n , and throughout this chapter we assume that N(v) 6= ∅.
A binary relation R ⊆ (V × V ) is called a preorder if it is reflexive and transitive.

Since a total preorder gives a ranking, we may refer to a preorder also as a partial
ranking. If a (partial) ranking is antisymmetric, it is a (partial) order.
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Chapter 4. Dominance: Concept, Algorithms and Sparsification

Algorithm 3: Dominance Preorder

Input : simple undirected graph G = (V,E)
Output: partial ranking ≤a on V (dominance)

1 initialize ≤a with v ≤a v for all v ∈ V ;
2 for {v, w} ∈ E do d(v, w)← 0;
3 order nodes w.r.t. smallest-first or degree ordering (see Chapter 3.3.1);
4 orient G and sort adjacencies according node ordering;
5 for t3 = vn, . . . , v2 do
6 for t1 ∈ N−(t3) do mark t1;
7 for t1 ∈ N−(t3) do
8 for t2 ∈ N+(t1) such that t2 < t3 do
9 if t2 is marked then

10 foreach {i, j} ∈
({t1,t2,t3}

2

)
do increment d(i, j);

11 if d(t1, t3) = d(t3)− 1 then add t3 ≤a t1;
12 if d(t1, t3) = d(t1)− 1 then add t1 ≤a t3;
13 unmark t1;

4.3 Dominance

The dominance preorder is a restriction of the more general vicinal preorder. A node
w ∈ V dominates a node v ∈ V, v ≤a w, if N [v] ⊆ N [w]. The subscript indicates
that a relation w.r.t. the dominance preorder can only exist for pairs of adjacent
nodes. Any two nodes that dominate each other are also referred to as true twins,
because they are adjacent and have exactly the same neighborhood. Consequently,
each equivalence class of the dominance relation ≤a induces a clique.

To construct the dominance preorder, we extend the concept of neighborhood to
edges {v, w} ∈ E via N(v, w) = N(v) ∩ N(w), and denote d(v, w) = |N(v, w)| <
min{d(v), d(w)}. Since d(v, w) = d(v) − 1 means every neighbor of v other than w
itself is also a neighbor of w, it implies v ≤a w. Thus, the dominance preorder can be
determined using any algorithm that counts the number of triangles an edge is part
of, see Chapter 3 for an overview. Our algorithm to compute the dominance preorder
is presented in Alg. 3 and is based on our efficient realization of the triangle listing
algorithm of Chiba and Nishizeki (1985), see Alg. 2.

Theorem 4.1. Algorithm 3 determines the dominance preorder of a simple undirected
graph in time O(a(G)m).

Proof. The running time directly follows from the proofs given in Chapter 3, the fact
that Line 1 is in O(n), Line 2 in O(m), and Lines 10-12 of Alg. 3 in O(1) time.

As the arboricity of a graph can be as large as n, Alg. 3’s running time is far from
being linear in the size of the input and output, respectively, since clearly the size of
the dominance preorder is bounded from above by m.

30



4.4. Structural Equivalence and Neighborhood Inclusion

However, although in the worst case the arboricity is linear in n, it is often small in
social networks (Eppstein and Spiro, 2012) and can, in fact, be even smaller than the
average degree (Chiba and Nishizeki, 1985). We show next that there is no simple
relationship between these two graph invariants because arboricity is determined by
the densest subgraph.

Theorem 4.2. There is a family of graphs Gn, n > 3, with 〈d〉 ∈ O(1) and a(Gn) ∈
Ω(n1/2).

Proof. Let G be a graph with n = k2 nodes with k ∈ Z consisting of a
√
n-clique where

each node of the clique except for one has additionally
√
n pendants. Consequently,

G has m < 3n edges and therefore 〈d〉 ∈ O(1). However, its arboricity is a(G) ≥ d
√
n
2 e

(Chiba and Nishizeki, 1985).

4.4 Structural Equivalence and Neighborhood Inclusion

The dominance preorder requires that dominating nodes are adjacent. This is a se-
vere restriction, as all non-adjacent pairs are necessarily incomparable. A natural
extension of the dominance preorder that softens this requirement is the vicinal pre-
order (Foldes and Hammer, 1978). In the vicinal preorder, a node w ∈ V dominates
a node v ∈ V, v ≤ w, if N(v) ⊆ N [w]. Another way to look at the vicinal preorder is
that it is the union of the dominance preorder and the following.

In the structural preorder a node w ∈ V dominates a node v ∈ V, v ≤n w, if N(v) ⊆
N(w). Analogously to the dominance preorder, the subscript indicates that this
relation can only exist between non-adjacent pairs of nodes. The resulting equivalence
classes induce independent sets, and nodes that dominate each other are also known
as structurally equivalent (Lorrain and White, 1971), or false twins.

As the vicinal preorder is the union of dominance and structural preorder, each
equivalence class induces either a clique or an independent set. The graphs for which
the vicinal preorder is complete are known as threshold graphs (Mahadev and Peled,
1995).

Computing the set of false twins as well as recognizing threshold graphs can be done
in O(m) time (Heggernes and Kratsch, 2007; Lerner, 2004; Paige and Tarjan, 1987).
Moreover, constructing the dominance preorder using Alg. 3 and counting cycles of
length 4 (the problem underlying the structural and thus the vicinal preorder) is
possible in time O(a(G)m) (Chiba and Nishizeki (1985); Chapter 5). However, these
algorithms cannot be adapted for our purposes without increasing their running time.
This is due to the fact that the sizes of structural and vicinal preorder are not bounded
by O(a(G)m), as we will show now by using a concept closely related to the structural
and vicinal preorder, i.e., subset partial orders.

Given a family of subsets of a domain, the subset partial order represents all the
subset inclusions between the subsets. Expressing our problem in terms of subset
partial orders, the domain is the node set, the subsets are the neighborhoods of the
nodes and the preorders correspond to the subset partial order.
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Chapter 4. Dominance: Concept, Algorithms and Sparsification

Y X Z

Figure 4.1.: Graph G4 as produced by the construction in the proof of Theorem 4.3.

Yellin and Jutla (1993) constructed subset partial orders of size Θ(m2/ log2m)
which was later shown to be a tight upper bound (Pritchard, 1999). The example
below adapts Yellin and Jutla’s construction to graphs. It shows the Ω(m2/ log2m)
lower bound for the structural and vicinal preorder, and demonstrates that we cannot
hope to construct any of the two preorders in time O(a(G)m).

Theorem 4.3. There exists a family of graphs for which even the transitive reductions
of both vicinal and structural preorder have size Θ(m2/ log2m) and thus ω(a(G)m).

Proof. Let X = {x1, . . . , xk}, Y = {y1, . . . , y( k
k/2)
}, and Z = {z0, . . . , z( k

k/2)−1
} be

disjoint sets and k be a positive, even integer. Let A1, . . . , A( k
k/2)

be the subsets of

X of size k/2. We construct the graph Gk as follows: The node set of Gk is given
by V = X ] Y ] Z. Each node yi is adjacent to all nodes in Ai. Finally, each node
zi is adjacent to all nodes in X, to node z

i−1 mod ( k
k/2)

and to z
i+1 mod ( k

k/2)
; i.e., the

nodes in Z form a cycle. Fig. 4.1 exemplifies the construction for k = 4.

First, the graph has m = k
2

(
k
k/2

)
+ (k + 1)

(
k
k/2

)
∈ Θ(k

(
k
k/2

)
) edges. Second, note

that all nodes in Z dominate all nodes in Y in the vicinal and structural preorder,

but any two other nodes are incomparable. Thus, both preorders have size
(
k
k/2

)2
,

and since the preorders do not contain any transitive relationships, this is also the
size of the transitive reductions. Finally, the graph has arboricity at most k + 2, as
we can cover all edges by k stars centered at the nodes in X and two paths that cover
the edges of the cycle within Z.

Using Stirling’s formula, we obtain
(
k
k/2

)
∈ Θ(2k/

√
k) and thus k ∈ Θ(logm).

Putting it all together, the transitive reductions of the preorders have size
(
k
k/2

)2 ∈
Θ(m2/ log2m) ⊆ Ω(a(G)m2/ log3m) ⊆ ω(a(G)m).

Several algorithms have been developed that compute the subset partial order in
O(m2/ logm) randomized or worst-case time (Pritchard, 1995, 1999; Yellin and Jutla,
1993). However, these algorithms require substantive book keeping (Pritchard, 1999),
cannot be generalized to weighted edges (Pritchard, 1995) or use complex data struc-
tures (Yellin and Jutla, 1993).
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4.4. Structural Equivalence and Neighborhood Inclusion

Algorithm 4: Vicinal Preorder

Input : graph G = (V,E)
Output: partial ranking ≤ on V (neighborhood-inclusion)

1 initialize ≤ with v ≤ v for all v ∈ V ;
2 for v ∈ V do
3 for u ∈ N(v) do
4 for w ∈ N [u] \ {v} do // use N(u) to determine ≤n
5 if w not marked with v then
6 mark w with v;
7 m[w]← 0;

8 increment m[w];
9 if m[w] = d(v) then add v ≤ w;

Algorithm 4 adapts a simple subset partial order algorithm introduced by Pritchard
(1995) to the vicinal preorder, and it can also be straightforwardly modified to de-
termine the structural preorder instead. As this algorithm can also be used to count
all cycles of length 4 in a graph, it can also be viewed as an adaption of Chiba and
Nishizeki’s (1985) algorithm C4, see Alg. 7 in Chapter 5.

Theorem 4.4. Algorithm 4 determines the vicinal preorder of a simple undirected
graph in O(∆(G)m) time with space linear in the size of the input.

Proof. For each non-isolated node v ∈ V , the algorithm marks neighbors u ∈ N(v)
and nodes w ∈ N(u) \ {v} at distance two. For a marked node w, m[w] holds the
number of times it was encountered from a neighbor u of v (plus one for the neighbors
themselves). This counter reaches d(v) if and only if all (other) neighbors of v are
also neighbors of w.

As for the running time, note that the first two loops yield
∑

v∈V d(v) ∈ O(m)
iterations in total. During each iteration, the inner loop is executed d(u) ≤ ∆(G)
times.

We note that Pritchard (1995) also gave an optimized variant of the algorithm
that runs in O(min{m2/ log n, ∆(G)m}) time. This can be a substantial improve-
ment on sparse graphs with o(n log n) edges, and the algorithm can also be faster
on graphs with o(log n) high-degree nodes. However, there appears to be no simple
generalization of this optimization to weighted edges.

4.4.1 A Heuristic Based on Modular Decomposition

Closely related to the problem of computing the preorders is modular decomposition.
The modular decomposition of a graph can be computed in O(m) time (Habib and
Paul, 2010), and it lends itself to a heuristic approach to compute the dominance,
structural and vicinal preorders on unweighted graphs that we will describe now.
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Table 4.1.: Modular decomposition heuristic: Ordering of v and w based on the
type of the containing module M and the distinct children Cv 3 v, Cw 3 w of M in
MD(G).

M dominance preorder structural preorder

series N [v] ⊆ N [w] ⇐⇒ Cw = {w} N(v) 6⊆ N(w)

parallel N [v] 6⊆ N [w] N(v) ⊆ N(w) ⇐⇒ Cv = {v}
prime N [v] ⊆ N [w] ⇐⇒ N(v) ⊆ N(w) ⇐⇒

1. NR(M)[Cv] ⊆ NR(M)[Cw] 1. NR(M)(Cv) ⊆ NR(M)(Cw)

2. Cw = {w} or 2. Cv = {v} or

Cw is series with child {w} Cv is parallel with child {v}

In a modular decomposition, a module defines a subset M ⊆ V such that all nodes
in M have exactly the same neighborhood in V \M . A module is strong if there is no
other module overlapping it. The modular decomposition tree MD(G) represents the
inclusion structure of strong modules in the graph. The representative graph R(M)
of the module M is the quotient graph G[M ]/P , where P is the partition of M given
by the child modules of M in MD(G); in other words, it is the graph obtained from
the subgraph G[M ] by contracting all child modules into single nodes. There are
three types of strong modules: In a series module, R(M) is a complete graph; in a
parallel module, R(M) is an empty graph; otherwise, the module is prime.

The heuristic computes the preorders by processing the modular decomposition tree
MD(G). Suppose we are currently at module M and consider two nodes v, w ∈ V
that are contained in different child modules Cv, Cw of M in MD(G). The heuristic
decides the relation between v and w in the dominance and structural preorders as
summarized in Tab. 4.1. The vicinal preorder arises by combining the cases for the
other two preorders.

The bottleneck in this heuristic is condition 1 for prime modules. While we can
construct the representative graphs in O(m) time (Lagraa and Seba, 2016), we also
need algorithms that compute the preorders on them. Using Alg. 3 and Alg. 4, the
heuristic computes the dominance preorder in time O(m+a′(G)m′) ⊆ O(a(G)m) and
the structural and vicinal preorders in time O(m + ∆′(G)m′ + |≤|) ⊆ O(∆(G)m),
where a′(G) and ∆′(G) denote the maximum arboricity and the maximum degree of
a representative prime graph in G, m′ is the total number of edges in representative
prime graphs in G, and |≤| refers to the size of the output. This heuristic can thus
significantly improve the runtime on decomposable graphs.
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4.5. Positional Dominance
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Figure 4.2.: Sweep Line Approach: blue/red nodes are neighbors of v/w, and red
nodes are partitioned into bins Xi and Yj along dotted and dashed lines, respectively.
Nodes connected by a black line have been matched. (left) Potential candidates for
the matching of the node under the sweep line; (right) matching an unmatched node
in the non-empty bin Yk (here Y2) that contains the nodes with smallest edge-weight
greater than or equal to the one of the node under the sweep line.

4.5 Positional Dominance

The notions of dominance considered so far all require adjacency with identical neigh-
bors. Common centrality indices, on the other hand, are typically invariant un-
der automorphisms. For degree centrality, for instance, it is sufficient to have more
neighbors, no matter which. Positional dominance (Brandes, 2016) generalizes such
assumptions by allowing comparison of neighbors using sets of admissible permuta-
tions. We here consider the case in which any neighbor with at least the same node
weight and at least an equally strong relationship may serve as a replacement.

A node w dominates node v w.r.t. positional dominance,

v ≤ w if

{
there ex. π : V → V such that ω(u) ≤ ω(π(u)) and

ω((v, u)) ≤ ω((w, π(u))) ∀(v, u) ∈ E : ω((v, u)) 6= 0 .

Restricting π to the identity permutation or transpositions we can derive the struc-
tural and dominance preorders, therefore positional dominance is a generalization of
the previous notions. Note that diagonal entries and the dyads (v, w), (w, v) may
be treated specially when comparing v and w in the positional dominance approach,
however, we will not address this topic in more detail here.

The straightforward approach to decide whether v ≤ w or not consists of two
phases.1 In the first phase for each node u ∈ N(w), the subset of nodes in N(v)
that is dominated by u is computed which requires O(k+d(w) log d(v)) time (Lueker,
1978) with k denoting the total number of dominance pairs. Based on these dominance

1In the following we assume that d(v) ≤ d(w) since otherwise w cannot dominate v w.r.t. positional
dominance.
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relations, it is tested in the second phase if there exists a mapping π such that v ≤ w.
Finding this mapping is equivalent to finding a perfect matching in the bipartite graph
induced by the dominance relations and can be done in O(

√
d(v) + d(w)k) (Hopcroft

and Karp, 1973). Consequently, computing the positional dominance preorder using
this approach has a complexity of O(nm∆(G)3/2).

In the following, we will show that this problem can be solved more efficiently
by using a greedy sweep line approach, cf. Alg. 5 and Fig. 4.2. The basic idea of
this approach is to process all neighbors vi of node v in decreasing order of their
node-weights. The algorithm maintains bins Y = (Y1, . . . , Yd(v)) that partition the
set of unmatched candidates u with node-weight ω(u) ≥ ω(vi). Here, a bin Yj con-
tains all those unmatched candidates u whose associated edge-weights lie between
ω(v, vσ(j)) ≤ ω(w, u) < ω(v, vσ(j+1)), where σ is a permutation such that neighbors
vσ(1), . . . , vσ(d(v)) of v are sorted in increasing order of their associated edge-weights.
Hence, the bins Yσ−1(i), . . . , Yd(v) contain all unmatched candidates with edge-weight
at least ω(v, vi). To find a node to match with vi, we thus identify a non-empty bin
Yk with k ≥ σ−1(i). If there are several such bins, we choose the one with the smallest
index k. We then match vi with an arbitrary node in bin Yk. This greedy matching is
correct since v’s remaining unprocessed neighbors all have smaller node-weights than
all the nodes in the bins Y due to the way we process the neighbors of v. Matching
vi with a candidate from the non-empty bin Yk with minimal index k ≥ σ−1(i) con-
sequently retains those candidates in the bins that have the highest potential to also
dominate the remaining neighbors of v respective their edge-weights.

Before we actually prove the correctness and running time of this algorithm, we
first show an invariant of the outer for loop. Assume that node v is dominated by
node w w.r.t. positional dominance via the permutation π′ : V → V . This means
that Alg. 5 would succeed if it matched according to the permutation π′ since neigh-
bor π′(vi) of w would always be available for matching in some bin while processing
vi. Now let Y = (Y1, . . . , Yd(v)) be the actual bins produced by the algorithm, and
Y ′ = (Y ′1 , . . . , Y

′
d(v)) be the bins that would be produced by the algorithm if it matched

according to the permutation π′ instead. Observe that at any point during the execu-

tion of the algorithm, we have
∑d(v)

j=1 |Yj | =
∑d(v)

j=1 |Y ′j |, and T and T ′ always contain
the indices of all non-empty bins Y and Y ′, respectively. We say that Y covers Y ′ if

and only if for all k ∈ {1, . . . , d(v)} we have
∑d(v)

j=k |Yj | ≥
∑d(v)

j=k |Y
′
j |.

Lemma 4.5. Y covers Y ′ at the end of each successful iteration performed by the
outer for loop.

Proof. We prove the loop invariant by induction on the number of loop iterations
performed by the outer for loop.

• Basis: Before the first iteration of the outer for loop, all bins are empty, so Y
trivially covers Y ′.

• Inductive step: By induction, Y covers Y ′ at the end of the (i− 1)-th iteration.
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Algorithm 5: Positional Dominance Test v ≤ w
Input : graph G = (V,E;ω : V ∪ E → R) and v, w ∈ V
Data : bins X = (X1, . . . , Xd(v)),Y = (Y1, . . . , Yd(v)),

node array of bin indices b[u], list of indices of non-empty bins T
Output: boolean indicating whether v ≤ w, or not

1 if d(w) < d(v) then return FALSE ;
2 let N(v) = 〈v1, . . . , vd(v)〉 s.t. ω(v1) ≥ · · · ≥ ω(vd(v));

3 let σ be permutation s.t. ω(v, vσ(1)) ≤ · · · ≤ ω(v, vσ(d(v)));

4 partition N(w) into Xi = {u ∈ N(w) : ω(vi) ≤ ω(u) < ω(vi−1)} where

ω(v0) :=∞;
5 for u ∈ N(w) do
6 if ω(v, vσ(1)) ≤ ω(w, u) then b[u]← max{k : ω(v, vσ(k)) ≤ ω(w, u)} ;

7 T, Y1, . . . , Ym ← ∅;
8 for i = 1, . . . , d(v) do
9 for u ∈ Xi do

10 if ω(v, vσ(1)) ≤ ω(w, u) then

11 if Yb[u] = ∅ then T ← T ∪ {b[u]};
12 Yb[u] ← Yb[u] ∪ {u}

13 if k < σ−1(i) for all k ∈ T then return FALSE ;
14 k ← min{` ∈ T : ` ≥ σ−1(i)};
15 remove some node u from Yk // match vi and some node u ∈ Yk
16 if Yk = ∅ then T ← T \ {k};
17 return TRUE

During the i-th iteration, the inner for loop adds the same nodes to the bins in
Y and Y ′, therefore at the end of this loop Y still covers Y ′.
Finally, Alg. 5 tries to match the current neighbor vi of v with some neighbor of
w. Since w dominates v via permutation π′, ω(w, π′(vi)) is at least as large as
ω(v, vi), and since π′(vi) thus must be matchable, π′(vi) must be in some bin Y ′k.
Additionally, Y still covers Y ′ after the inner for loop, so there is a non-empty
bin Y` with σ−1(i) ≤ ` minimal. Alg. 5 will pick a node from Y` and match
it with vi. If ` ≤ k, then the invariant still holds trivially after the matching.

If ` > k, observe that
∑d(v)

j=` |Yj | =
∑d(v)

j=k |Yj | ≥
∑d(v)

j=k |Y
′
j | ≥ 1 +

∑d(v)
j=k+1 |Y

′
j |

before the removal, as bins Yk, . . . , Y`−1 are empty. Thus, Y still covers Y ′ after
removing nodes from Y` and Y ′k in both cases.

Theorem 4.6. Alg. 5 decides for a given pair of nodes v, w with d(v) ≤ d(w) and
weights ω in O(d(w) log d(v)) time whether v ≤ w or not.

Proof. We will start by proving the correctness of the algorithm and thereafter show
the correctness of the claimed running time.
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Correctness: Assume for now that w dominates v w.r.t. positional dominance via
permutation π′. Suppose that Alg. 5 already succeeded in performing 0 ≤ i − 1 <
d(v) iterations of the outer for loop, and let Y and Y ′ denote the respective bins at
the beginning of the i-th iteration. During the i-th iteration, Alg. 5 tries to match
neighbor vi of v with some neighbor of w. In π′, vi has already been matched with
π′(vi) ∈ N(w). First, assume that π′(vi) was already in a bin Y ′k at the beginning
of the i-th iteration; i.e., it was already a candidate in previous iterations. Since Y
covers Y ′ (Lemma 4.5), there is a non-empty bin Y` with ` ≥ k. Since ` ≥ k ≥ σ−1(i),
we have ω(w, u) ≥ ω(v, vi) for any node u ∈ Y`, so the algorithm finds a node to
match with vi in the i-th iteration. Next, suppose that π′(vi) was newly added to
the bins Y ′ in the inner for loop of the i-th iteration. All newly added nodes are
inherently unmatched in the algorithm and thus can be matched with vi. Therefore,
the algorithm will also succeed in performing the i-th iteration, and hence, correctly
decide that v ≤ w.

Conversely, assume the algorithm succeeds. Let π be the permutation computed
during the run of the algorithm. The algorithm ensures that any neighbor vi of v
is only matched with a single neighbor π(vi) of w if ω(π(vi)) ≥ ω(vi), as π(vi) will
not be added to the bins Y otherwise, and ω(w, π(vi)) ≥ ω(v, vi), as otherwise π(vi)
cannot be extracted from a bin Yk, k ≥ σ−1(i). Thus, w dominates v w.r.t. positional
dominance via permutation π.

Time complexity: Sorting the neighbors of v (Lines 2–3) and (pre-)binning the
neighbors of w (Lines 4–6) can be done in O(d(w) log d(v)) time. It remains to show
that the work done by the outer for loop does not exceed this complexity. The cost
of the outer for loop is composed of (i) adding neighbors of w to a bin Yk, (ii) adding
indices of non-empty bins to T (iii) testing if T contains a bin Yk with k ≥ σ−1(i)
and (iv) possibly removing the index of a bin from T if that bin becomes empty
again. Since each neighbor of w is sorted into a bin Yk at most once, (i) costs in total
O(d(w)) time. Furthermore, there are at most d(v) deletions and tests in T , so steps
(ii), (iii) and (iv) are performed at most O(d(v)) times. When T is implemented by a
specialiced data structure on a bounded integer domain like a van Emde Boas tree (van
Emde Boas, 1977), (ii), (iii) and (iv) cost in total O(d(v) log log d(v)) time. Thus, the
total running time of the outer for loop of Alg. 5 is in O(d(w) +d(v) log log d(v)).

To compute the positional dominance preorder, we can sort the neighborhoods of all
nodes in advance in O(m log ∆(G)) time. Thus, sorting the neighborhood (Lines 2–3)
in Alg. 5 becomes redundant and (pre-)binning (Lines 4–6) is possible inO(d(w)) time.
That means that on pre-sorted neighborhoods, the runtime is dominated by the outer
for loop which requires O(d(w) + d(v) log log d(v)) time. Hence, we can compute the
positional dominance preorder of G = (V,E, ω) in O(nm log log ∆(G)) time since

∑
v,w∈V

d(v)≤d(w)

(d(w) + d(v) log log d(v)) ≤ 2n

(∑
v∈V

d(v)

)
log log ∆(G)

= 4nm log log ∆(G).
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4.6. Irreducible Spine

Figure 4.3.: Node-link diagram of the largest component of the co-authorship net-
work of the research training group ”Explorative Analysis and Visualization of Large
Information Spaces” at the University of Konstanz compiled by Nocaj (2015) with
n = 521 and m = 2113. Members of the group are highlighted reddish. Nodes be-
longing to the Irreducible Spine I with n(I) = 29 and m(I) = 60 have increased size
and edges in E(I) are drawn black.

4.6 Irreducible Spine

The concept of positional dominance naturally allows for graph sparsification by suc-
cessively removing dominated nodes from the graph. Pfaltz (2013) shows that if
dominance is operationalized in terms of the dominance preorder, then the shortest
path distances of the resulting sparsifier I = G[V ′] with V ′ ⊆ V , i.e., the Irreducible
Spine, match those of the input graph G = (V,E). An example of the Irreducible
Spine of a co-authorship network compiled by Nocaj (2015) is presented in Fig. 4.3.

Besides proposing to use the Irreducible Spine to approximate the graph’s diameter,
Pfaltz introduces a technique for its computation. The proposed algorithm determines
an elimination sequence D = (v1, . . . , vk) such that vi ∈ V is dominated by some
other node in G′i = G[V \

⋃
j<i{vj}]. Here it is important to understand that it is

not sufficient to remove all dominated nodes respective the input graph in order to
obtain the Irreducible Spine I = G[V \D] as nodes that are initially not dominated
can become dominated during the sparsification process, see Fig. 4.4. To compute the
elimination sequence, Pfaltz adapts the triangle listing algorithm edge-iterator with
a running time in O(∆(G)m), cf. Chapter 3.2, and since k ∈ O(n), see Fig. 4.4, the
total running time of this approach is in O(n∆(G)m). As algorithm edge-iterator can
be replaced by Alg. 3, we can improve this running time to O(na(G)m), however even
this complexity can be further reduced to O(a(G)m)) by a dynamic update scheme.
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v5

v2

v4

v1

v3

v6 vn−1 vn. . . v5

v2

v4

v1

v3

v6 vn−1. . .

Figure 4.4.: The input graph G (left) contains exactly one dominated node, i.e., vn,
w.r.t. the dominance preorder. After the removal of vn from G (right) the previously
non-dominated node vn−1 becomes dominated.

In the following we will prove that after the removal of a dominated node u ∈ Q(G),
where Q(G) ⊆ V denotes the set of dominated nodes in G = (V,E), no node v ∈
V \N [u] changes from being dominated to non-dominated, or vice versa, respective
G′ = G[V \ {u}]. This property is of utmost importance as it ensures the correctness
of our dynamic update scheme. Recall that d(v, w) = |N(v)∩N(w)| and N [v] ⊆ N [w]
if and only if d(v) ≤ d(w) and d(v, w) = d(v)− 1, see Sect. 4.3.

Lemma 4.7. dG′(v, w) + 1 = dG(v, w) if {v, w} ∈
(
NG(u)

2

)
∩ E and dG′(v, w) =

dG(v, w) otherwise.

Proof. Directly follows from the definition of d(v, w).

Lemma 4.8. Q(G)4Q(G′) \NG[u] = ∅.

Proof. Assume thatQ(G)4Q(G′)\NG[u] 6= ∅ and let v ∈ Q(G)4Q(G′)\NG(u). Since
v 6∈ NG[u], it holds that NG(v) = NG′(v) and by Lemma 4.7 dG(v, w) = dG′(v, w) for
w ∈ NG(v). Consequently, v cannot be exclusively dominated in G or G′, respectively,
contradicting the assumption.

Lemma 4.8 has two implications. One is that all nodes that were dominated
in G and are not adjacent to u are also dominated in G′ and the other is that
Q(G)4Q′(G) ⊆ N [u]. Consequently, we can design an algorithm that calculates
the set of dominated nodes Q of the input graph via Alg. 3 and then iteratively re-
moves the nodes u ∈ Q from the graph while dynamically updating Q by exclusively
processing nodes in N [u].

Let us in the following focus on the routine to update Q after the removal of the
dominated node u from the graph. From Lemma 4.8 we know that only nodes in
NG[u] can flip from being dominated to non-dominated or vice versa. Consequently,
it is sufficient to compute R = NG[u]∩(Q(G)\Q(G′)) and I = NG[u]∩(Q(G′)\Q(G)).
These are the node sets that have to be removed and inserted in order to update Q,
respectively. Equivalently one can initially set Q = Q \NG[u] and then (re-)insert all
nodes in NG(u) that are dominated in G′. In the following we will present the latter
version since it is computationally as costly as the version computing I and R, but
its presentation is easier to digest. Note that for a node v 6= u that was dominated in
G and is non-dominated in G′, it holds by definition that N [u] = N [v], consequently
we could have also removed node v instead. This partly explains why the Irreducible
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u

v

G

u/v

G′

Figure 4.5.: The set of dominated nodes in G (left) consists of {u, v}. After the
removal of u from G (right) the node v is not dominated in G′. Removing v instead
of u yields the same result up to isomorphism.

Spine is unique only up to isomorphism, cf. Fig. 4.5. The formal proof of this property
will be given at a later moment.

In the following we show that in order to decide whether a node v ∈ NG(u) is
dominated in G′, it is sufficient to process neighbors in HG′(v) = {w ∈ NG′(v) :
dG′(v) ≤ dG′(w)} as proposed by Lin et al. (2012).

Lemma 4.9. A node v ∈ NG(u) cannot be dominated in G′ by a node in
NG′(v) \HG′(v).

Proof. Let w ∈ NG′(v) \HG′(v) and assume that w dominates v in G′. By definition
it holds that dG′(w) < dG′(v). However, since v can only be dominated by nodes of
degree greater than or equal the degree of v this contradicts the assumption.

As a consequence of Lemma 4.9, we can compute the subset of nodes of NG(u)
that are dominated in G′ by only processing HG′(v) for each v ∈ NG(u). Since to
test whether v is dominated in G′ depends on the edge’s degree in G′ – recall that
this is the number of triangles an edge is contained in – we will first show how we can
update these values before finally introducing the test itself.

As the edges’ degree only differs for edges in
(
NG(u)

2

)
∩ E between G and G′

(Lemma 4.7), we can directly apply the technique by Chiba and Nishizeki (1985),
cf. Chapter 3.2, to update these values. This means we mark all nodes v ∈ NG(u), then
process the neighborhood of u and whenever we witness a marked node w ∈ HG′(v),
we update dG′(v, w). Note that in comparison to Alg. 2, we cannot unmark v directly
after processing its neighborhood since HG′(v) does not exclusively contain nodes
with a smaller or higher index. Consequently, edge {v, w} ⊆ NG(u) might be found
while processing HG′(v) and HG′(w). However, this can only occur if dG′(v) = dG′(w)
and therefore we can test for this property and properly update d(v, w) in constant
time. The correctness of this update routine directly follows from the correctness of
the algorithm by Chiba and Nishizeki (1985), the fact that {v, w} ⊆ NG(u), and that
the respective stub of each edge in {v, w} ∈

(
NG(u)

2

)
∩E is either in HG′(v) or HG′(w),

or in both.
Finally we can introduce the routine to test whether v ∈ NG(u) is dominated or not

in G′. For this test we only have to check if dG′(v)− 1 = dG′(v, w) is fulfilled for any
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Algorithm 6: Irreducible Spine

Input : Undirected graph G = (V,E)
Output: Irreducible Spine I ⊆ G

1 calculate Q and d(v, w) via Alg. 3;
2 for v ∈ V do
3 d′(v)← d(v);
4 sort N(v) in order of ascending/descending degree of the nodes;

5 while Q 6= ∅ do
6 u = pop(Q);
7 mark u dominated;
8 d′(u)← 0;
9 for v ∈ N(u) do

10 if d′(v) = 0 then N(u)← N(u) \ {v};
11 else mark v; d′(v)← d′(v)− 1;

12 for v ∈ N(u) do
13 Q = Q \ {v};
14 for w ∈ N(v) such that d(w) ≥ d′(v) do
15 if d′(w) = 0 then N(v)← N(v) \ {w};
16 else if d′(w) ≥ d′(v) then
17 if w marked then
18 if d′(v) = d′(w) then d(v, w)← d(v, w)− 0.5 ;
19 else d(v, w)← d(v, w)− 1 ;

20 if d′(v)− 1 = bd(v, w)c then Q← Q ∪ {v} ;

21 for v ∈ N(u) do unmark v;

22 return I = G[{v ∈ V (G) : v not marked dominated}]

w ∈ HG′(v) and given the case v is dominated we set Q = Q ∪ {v}. The correctness
of this test directly follows from Lemma 4.9, the correctness of the routine to update
the edges’ degree and the definition of the dominance preorder.

We present the algorithm for the computation of the Irreducible Spine using the
presented dynamic update scheme in Alg. 6. We note that the updating routine of
Alg. 6 slightly differs from the described approach due to Line 14. In Line 14 all
neighbors of v whose degree in the input graph is greater than or equal the degree of
v in the current subgraph G′ are processed, rather than HG′(v). However, since the
degrees are only decreasing during the execution of Alg. 6 it follows that HG′(v) is a
subset of the nodes processed in Line 14. Furthermore, see that the condition in Line
16 restricts the set of processed nodes in Line 14 to HG′(v).

Theorem 4.10. Alg. 6 calculates the Irreducible Spine of a graph G in time
O(a(G)m).

Proof. Correctness: The correctness of the algorithm directly follows from the correct-
ness of Alg. 3, Lemmas 4.8 and 4.9, the fact that in each iteration we set Q = Q\NG[u]
(Line 13), that HG′(v) is a subset of the nodes processed in Line 14 and the correct-
ness of the routines for updating the edges’ degree and deciding whether v ∈ NG(u)
is dominated in G′ or not.

Running time: The computation of Q(G) and the edges’ degree in Line 1 requires
O(a(G)m) time (Thm. 4.1) and Lines 2–4 and 22 can be implemented to run in O(m)
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time. We note that if Alg. 3 orders the nodes w.r.t. the degree ordering Line 4 can be
omitted. Furthermore, see that in the following we assume that the neighborhoods
are stored in linked lists and that Q is implemented by a hash set. The required
modifications in Lines 6, 10, 13, 15 and 20 consequently require constant time.

It remains to prove that the dynamic update algorithm, i.e., Lines 5–21, does not
exceed the claimed running time of O(a(G)m). First observe that the outer-loop is
executed at most n− 1 times since a single node is not dominated by any other node.
Consequently, ignoring Lines 13–20, the dynamic update procedure has at least a
complexity of O(m). Let us now concentrate on the total number of times we execute
Lines 15–20 for a pair (v, w), where v is adjacent to the removed node u and w
denotes a neighbor of v with d(w) ≥ d′(v), cf. Line 14. Since the pair (v, w) can only
be processed if a neighbor of v is removed from the graph, it holds that (v, w) is treated
at most d(v) times. From the fact that we only find w in Line 14 if its degree respective
the input graph is greater than or equal the current degree of v, we can furthermore
infer that (v, w) is processed at most min{d(v), d(w)} times (Lin et al., 2012). Finally,
as (v, w) only exists if {v, w} ∈ E and the same bound applies for the pair (w, v) the
overall number of executions of Lines 15–20 is at most

∑
{v,w}∈E 2 min{d(v), d(w)}

and by Thm. 3.1 this is in O(a(G)m). Since executing Lines 15–20 requires constant
time and as the sorting of the adjacency lists in Line 4 allows us to exclusively access
the relevant entries of NG(v) in Line 14, this completes the proof.

In (Lin et al., 2012) the authors propose an approach very similar to Alg. 6 in order
to recognize cop-win and strongly-chordal graphs, i.e., graphs such that |V (I)| = 1,
in O(a(G)m) time. The only difference between our and their approach is that their
algorithm exclusively processes nodes in HG′(v) in Line 14 (Alg. 6). Note that this
implies that this algorithm can also be used to compute the Irreducible Spine. To
directly access HG′(v), Lin et al. introduce the h-graph data structure. This data
structure mutually references the stubs of an edge, as it is the case with the approach
of Chiba and Nishizeki (1985) (Chapter 3), and splits the neighborhood of each node
v ∈ V into at most d(v) buckets Bv, where bucket Bv(i) is a linked list containing all
nodes {w ∈ N(v) : min{d(v), d(w)} = i}. Hence, the set of nodes in bucket Bv(d(v))
equals H(v) by definition. To update this data structure after the removal of node u
for each v ∈ N(u), Bv(d(v)) is appended to Bv(d(v)−1) before clearing Bv(d(v)) and
removing u from Bv(min{d(u), d(v)−1}). Thereafter, for each w ∈ Bv(d(v)−1) node
v is moved from Bw(d(v)) to Bw(d(v)−1). As it can be shown that the overall number
of times v becomes relocated in Bw is less than or equal the number of times, we falsely
assume v to be an element of HG′(w) in Line 14 of Alg. 6, our algorithm executes at
most the same number of elementary operations as the algorithm by Lin et al. (2012).
Furthermore, since the implementation of the h-graph data structure is nontrivial,
our approach exceeds Lin et al.’s algorithm with its simplicity, and as we will show,
also its practical running time. However, before presenting our experiments and their
results, we will prove that the Irreducible Spine is unique up to isomorphism. This
implies that the structure of the Irreducible Spine is independent of the elimination
order of the nodes determined by Alg. 6.
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4.6.1 Uniqueness

The aim of this subsection is to prove the following theorem:

Theorem 4.11. The Irreducible Spine of a graph is unique up to isomorphism.

Recall that two graphs G and G′ are isomorphic, i.e., G ∼= G′, if and only if
there exists a bijective mapping ϕ : V (G) → V (G′) such that (u, v) ∈ E(G) ⇐⇒
(ϕ(u), ϕ(v)) ∈ E(G′).

To prove this theorem, we will consider sequences of subsumptions that produced
two Irreducible Spines, and show how to transform one subsumption sequence into
the other while maintaining the invariant that the resulting Irreducible Spine is still
isomorphic to the original one.

A subsumption sequence S is a sequence of node pairs S = ((u1, v1), . . . , (uk, vk))
such that ui ≤a vi in G − {u1, . . . , ui−1}, in other words S extends the elimination
order D by informing which node explains the removal of ui. We refer by S(i) to
the i-th pair (ui, vi) in the sequence and denote the graph sequence that S induces
by G0 := G and Gi := Gi−1 − {ui} for 0 < i ≤ |S|. Furthermore, a node u is called
directly subsumed by v, in symbols u x v, if (u, v) ∈ S. For convenience we will
sometimes use the notation (u x v) ∈ S instead of (u, v) ∈ S. If there exists a
sequence of direct subsumptions u = w0 x w1 x . . .x wk = v (k ≥ 0) we say that u
is indirectly subsumed by v, in symbols u x∗ v. In particular, u is always indirectly
subsumed by itself, and if ux v then it is also indirectly subsumed by v.

The following lemma shows that if u is dominated by some other node v in G,
then, as long as u was not subsumed in S, it will be dominated by a node w that has
indirectly subsumed v.

Lemma 4.12. Let G be a graph, S be a subsumption sequence that induces the graphs
G = G0, . . . , G|S| = I, and let u, v ∈ V (G) with u ≤a v in G. For each j ∈ {0, . . . , |S|}
with u ∈ V (Gj), there exists a node w ∈ V (Gj) with v x∗ w such that u ≤a w in Gj.

Proof. We prove the claim by induction on j.

• If j = 0, then the claim holds by setting w = v since u ≤a v and v x∗ v.

• For j > 0, let (xx y) = S(j) and let w′ ∈ V (Gj−1) with v x∗ w′. By induction
hypothesis, u ≤a w′ in Gj−1. Let w ∈ V (Gj) with v x∗ w. We will now show
that u ≤a w in Gj . If w′ is not directly subsumed in S(j), then we have w = w′,
and we find that NGj [u] = NGj−1 [u]\{x} ⊆ NGj−1 [w′]\{x} = NGj [w], so u ≤a w
in Gj . Otherwise, (w′ x w) = S(j), and thus w′ ≤a w in Gj−1. By transitivity,
u ≤a w in Gj−1. Thus, NGj [u] = NGj−1 [u] \ {w′} ⊆ NGj−1 [w] \ {w′} = NGj [w],
so u ≤a w in Gj .

As a consequence of the previous result, a dominated node can only exist in the
Irreducible Spine if it has indirectly subsumed the node it is dominated by.

Lemma 4.13. Let G be a graph, let S denote a subsumption sequence inducing the
Irreducible Spine I, and let u, v ∈ V (G) with u ≤a v.

If v is not indirectly subsumed by u, then u /∈ V (I).
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Proof. We prove the contrapositive: If u ∈ V (I), then v x∗ u. Assume u ∈ V (I).
By Lemma 4.12, there is a node w ∈ V (I) with v x∗ w and therefore u ≤a w in I.
However, no two nodes can dominate one another in the Irreducible Spine. Thus, we
have w = u, and v x∗ u.

Lemma 4.14 introduces the fundamental operations that we want to apply to a
subsumption sequence in order to prove Thm. 4.11. Our idea is to find two nodes
u and v where u is dominated by v, and then to modify the subsumption sequence
such that u is subsumed by v right at the beginning of the sequence, but the resulting
Irreducible Spine still remains the same up to isomorphism. Two basic operations
are needed for that, depending on whether v is indirectly subsumed by u or not.
Corollary 4.15 finally combines these two operations into a single one. Note that in
the following we will use the notation I(S) to denote the Irreducible Spine induced
by S.

Lemma 4.14. Let G be a graph, let S denote a subsumption sequence inducing the
Irreducible Spine I, and let u, v ∈ V (G) with u 6= v and u ≤a v.

1. If v 6x∗ u, then there is a subsumption sequence Ŝ with (u x v) = Ŝ(1) such
that I(Ŝ) = I.

2. If v x∗ u, then there exists a valid subsumption sequence Ŝ such that v 6x∗ u
and I(Ŝ) ∼= I.

Proof. Let G = G0, . . . , G|S| = I be the graph sequence induced by S.

Case 1: Since v 6x∗ u following Lemma 4.13, we have u /∈ V (I), so u was directly
subsumed by some other node. We show how to transform the subsumption sequence
S into sequence Ŝ such that the subsumption of u can be moved to the first position
in Ŝ:

First, we have to update those subsumptions at each position j of the form (k x
u) = S(j). Since u is subsumed in S, by Lemma 4.12, there is a node w ∈ V (Gj−1)
such that u ≤a w in Gj−1 and v x∗ w holds before the j-th subsumption. Since k
is subsumed by u, we have k ≤a u in Gj−1. By transitivity, we conclude k ≤a w in
Gj−1. Thus, the subsumption (k x u) can be replaced by (k x w) at position j
without changing the graph sequence and the subsumption sequence remains valid.

Finally, we can remove the original subsumption (u x ·) in S and insert the
subsumption (ux v) at the first position of Ŝ. Since u no longer subsumes any other
node and dominations between nodes other than u are not affected by u’s earlier
deletion, Ŝ is valid. Furthermore, while the order of subsumptions is different, the
same set of nodes is subsumed in Ŝ, hence I(Ŝ) = I.

Case 2: Since v x∗ u, there is a node w ∈ V (G) such that v x∗ w x u. Let
j be the position in the sequence such that (w x u) = S(j). By Lemma 4.12, we
have u ≤a w in Gj−1, and due to the subsumption, we have w ≤a u in Gj−1. Thus,
NGj−1 [u] = NGj−1 [w].
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We now modify S as follows: We replace the subsumption (w x u) by the sub-
sumption (u x w) at position j, and we exchange u by w in all subsumptions after
position j. This yields the sequence Ŝ.

Let Ĝ0, . . . , Ĝ|S| be the graphs induced by Ŝ. First, we show that Ŝ is valid. Since
u and w have the same closed neighborhood in Gj−1, w has the same neighbors in
Ĝi as u respective Gi for each j ≤ i ≤ |S|. Thus, w can subsume each node in Ŝ that
u subsumed in S, and if u is subsumed in S then w can be subsumed by exactly the
same node in Ŝ. Therefore, Ŝ is valid. Finally, we show that the Irreducible Spines
I(Ŝ) and I are isomorphic. If u is subsumed in S, then w is subsumed in Ŝ. Thus, the
same nodes are subsumed in both sequences and consequently I(Ŝ) = I. Otherwise, u
is not subsumed in S and hence w is not subsumed in Ŝ. Thus, both are contained in
their respective Irreducible Spines and have the same neighbors there. Furthermore,
all other nodes in I(Ŝ) also exist in I and vice-versa. Hence, I(Ŝ) ∼= I.

Corollary 4.15. Let G be a graph, let S denote a subsumption sequence inducing
the Irreducible Spine I, and let u, v ∈ V (G) with u 6= v and u ≤a v.

There is a subsumption sequence Ŝ such that (ux v) = Ŝ(1) and I(Ŝ) ∼= I.

Proof. If v x∗ u, then we determine the subsumption sequence Ŝ using Lemma 4.14
Case 2 first and then Case 1. Otherwise, we have v 6x∗ u, and determine Ŝ using
Lemma 4.14 Case 1 only. By Lemma 4.14, the Irreducible Spine induced by Ŝ is
isomorphic to I.

Finally, we can prove the Thm. 4.11 by making use of Corollary 4.15.

Proof of Thm. 4.11. Consider two Irreducible Spines I, I ′ of a graph G, and let S
and S′ be the respective subsumption sequences inducing those spines. We prove by
induction on the number of nodes n = |V (G)| that I and I ′ are isomorphic.

• n ≤ 1 or G is irreducible: Since the graph G is irreducible, it immediately
follows that G ∼= I ∼= I ′.

• n > 1 and G is reducible: Consider the first subsumption (u, v) = S′(1). Thus,
u ≤a v in G. Using Corollary 4.15, we can transform S into a subsumption
sequence Ŝ with (ux v) = Ŝ(1) such that I(Ŝ) ∼= I.

Applying the subsumption (u x v) = S′(1) = Ŝ(1) will yield the same graph
G − {u}. I(Ŝ) and I ′ are both spines of G − {u}, as applying the remaining
subsumptions in S′ and Ŝ to the graph G − {u} will produce them. Since
|V (G−{u})| < n, we have I(Ŝ) ∼= I ′ by induction hypothesis, and since I(Ŝ) ∼=
I, we have I ∼= I ′ by transitivity.

4.6.2 Runtime Experiments

Since the asymptotic analysis of Alg. 6 and LLS, i.e., the algorithm by Lin et al.
(2012), allows for no further distinction, but both approaches differ heavily in their
implementation details, we will in the following evaluate their practical performance
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by algorithmic experimentation. Besides these two algorithms we also consider the
iterative algorithm, denoted IncSpine, introduced by Pfaltz (2013), to additionally
assess the speed-up of our dynamic update scheme.

Implementation Details: Since pre-tests showed that implementing the set of dom-
inated nodes by a linked-list rather than a hash-set results in significantly lower
running times, all algorithms under consideration represent Q using this data struc-
ture. In order to decide in constant time whether a node is in Q or not, we use an
additional marker storing this information. Since this causes minor adaptations of the
algorithms, compared to their presentations in Algorithms 3 and 6, we give additional
implementation details before introducing the data and presenting the results of our
experiments.

IncSpine: While Pfaltz’s approach for the incremental computation of the Irre-
ducible Spine builds on algorithm edge-iterator, we make use of Alg. 3, thereby re-
ducing the asymptotic complexity to O(na(G)m). Rather than eliminating all nodes
in Q from the graph in an additional step, we incorporate this into the following ex-
ecution of Alg. 3. Furthermore, the condition of Line 12 Alg. 3 is replaced by else-if
guaranteeing the correctness of the algorithm as this ensures that we keep a single
representative of a set of nodes mutually dominating one another. See that without
this modification the algorithm would remove both nodes u and v from G in Fig. 4.5.

Alg. 6: The realization of Q by a linked list causes that Line 13 cannot be executed
in constant time. Therefore, we introduce an additional marker indicating whether
a node u is dominated in the currently processed subgraph. Note that during the
execution of Lines 12-20 we update this marker since here it is decided whether v
is dominated in the current subgraph or not. Clearly if the marker changes from
non-dominated to dominated we have to add v to Q and if it flips from dominated
to non-dominated v has to be removed. Yet, immediately removing v would also
not be a constant time operation, therefore this task is overtaken by the outer-loop.
Whenever we remove a node u in Line 6 that is currently not dominated, we skip this
entry. Delaying the removal of a node in this way allows for constant time elimination
of a node from Q. Note that a node can flip several times from non-dominated to
dominated during the execution of the algorithm and therefore might be contained
several times in Q. Consequently, we have not only to check whether u is dominated
in the currently processed subgraph, but also whether it is still existent. Besides
this adaptation, we furthermore use arrays to store the neighborhoods of a node. To
remove an entry in O(1), we swap it with the last entry in the array and reduce
the array’s size. As arrays are more cache efficient than linked-lists, this results in a
reduced running time. Note that for the correctness of the algorithm, it is sufficient
that the neighborhood of v with degree smaller than the current degree of v remains
sorted during the execution, therefore eliminating entries this way causes no problems.

LSS: Since the results in Chapter 3.4 indicate that data structures relying on mutual
referencing of the edges’ stubs have drawbacks compared to simpler data structures
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like arrays or linked lists, we removed this dependency from the h-graph data structure
to ensure a fair runtime comparison. This implies that we cannot relocate the entry
v in Bw for w ∈ H(v) while processing v in constant time. Therefore, we delay
this update until we process w. Note that this results in at most as many update
operations as the version using mutually referenced stubs would take. Contrary to
Lin et al. (2012), we store the entries of the individual buckets in array lists rather
than linked lists since pre-tests showed that this yields lower running times. Finally,
to delete entries from the array lists we use the same technique as for Alg. 6.

Setup and Data: All algorithms have been implemented by the same person in Java

using Oracle SDK 1.8 and times were measured using the System.currentMillis()

command with a precision up to 10−9 seconds. In order to quantify the speed-up
of the dynamic update algorithms over IncSpine, we excluded the time required by
the (first) execution of Alg. 3 from our measurements as well as the time for the
construction of the required data structures. To obtain representative running times,
we forced the execution of the algorithms to a single core dedicated for this task and
report the avg. running time over 25 repetitions for each combination of graph and
algorithm. If the input graph was disconnected, we kept only its largest connected
component.

Data: For the experimental evaluation we executed the algorithms on a variety
of large networks, whose study would typically incorporate the analysis of centrality
indices such as closeness or betweenness. The one set of graphs, which includes mostly
bibliometric, email, and online social networks, has been taken from the Stanford
Large Network Set Collection (SNAP) (Leskovec and Krevl, 2014). We refer the
reader to Fig. 3.3 and Tab. 3.3 (Chapter 3) for a more detailed description. The
second set consists of the Facebook100 dataset (Traud et al., 2011) which comprises
100 Facebook friendship networks of higher educational institutes in the US with
network sizes of 762 ≤ n < 41K nodes and 16K < m < 1.6M edges.

Results: In Fig. 4.6 we present the speed-ups achieved by our dynamic update ap-
proach over IncSpine for the computation of the Irreducible Spine. Apart from the
speed-ups (x-axis), the figure shows the sparsification ratio on the y-axis, i.e., the
percentage of remaining nodes in the Irreducible Spine. Furthermore, the size of each
point encodes the average degree of the removed nodes and the color shows the total
number of iterations required by IncSpine. Focusing on the speed-ups, we can see
that for the Facebook100 dataset our approach is around 40 to 3308 times faster than
IncSpine. In comparison, for the Stanford graphs, we see a lower speed-up between
1.28 and 112. These heavily differing speed-ups are mainly explained by the relative
size of the Irreducible Spine. While the percentage of dominated nodes for each of
the Facebook graphs is very small, the Stanford dataset contains networks with heav-
ily differing sparsification ratios. For those Stanford graphs with a similar relative
size of the Irreducible Spine respective the Facebook networks, we can see around the
same speed-up, yet we can also see that as the percentage of removed nodes increases
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Figure 4.6.: Percentage of remaining nodes in the Irreducible spine versus the speed-
up of our approach, Alg. 6, over IncSpine, i.e., our improved version of the algorithm
by Pfaltz (2013), on a log2 scale. Each point refers to a single graph of the Facebook100
(left) and Stanford (right) dataset. The color encodes the number of iterations re-
quired by algorithm IncSpine and the size is proportional to the average degree of the
nodes removed from the input graph.

the speed-up drops. Furthermore, Fig. 4.6 shows that the difference of the achieved
speed-ups for graphs with approximately the same relative size is mostly explained
by the average degree of the removed nodes, but surprisingly the number of iterations
required by IncSpine seems not to be an indicator for this characteristic. Still, since
the running time of our approach is in general and mostly even significantly lower for
each of the tested graphs than IncSpine, we can conclude that the presented dynamic
update scheme is preferable over the iterative approach for the computation of the
Irreducible Spine.

The running time comparison of our approach and LSS is shown in Fig. 4.7. The top
subfigure shows the avg. running time of LSS plotted against the avg. running time of
our approach for all but the largest Stanford graphs (bottom). Each point represents
a single graph and a point lying above the main diagonal, i.e., the gray dashed line,
indicates our approach is faster on this network. Therefore, it is easy to see that
our approach not only exceeds LSS with its simplicity, but also its practical running
time. Clearly, the speed-up of our approach, except for com-orkut, is rather low, on
average around 1.5. However, this is not surprising since both algorithms exhibit
only very minor differences respective the number of iterations performed in Line 14
Alg. 6. Consequently, the speed-ups are mainly due to the data structures employed
to represent the neighborhoods by the two algorithms. Taking their construction
into account the speed-up slightly increases. Recall that LSS is a strongly optimized
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Figure 4.7.: Top: Median running time in seconds of LSS versus of our approach,
Alg. 6. Each point refers to a single graph of the Facebook100 (left) dataset and all
except the largest Stanford (right) graphs. A point lying above the main diagonal
(dashed gray line) indicates that the algorithm plotted against the x-axis is faster.
Points are plotted with low alpha values to highlight dense regions. Bottom: Time
comparison for the largest Stanford graphs.

version of the algorithm by Lin et al. (2012). Therefore it can be expected that the
speed-up of our approach over the original proposal is several order of magnitudes
higher, as it is the case for our variant implementation of K3 (Alg. 2) respective its
original proposal by Chiba and Nishizeki (1985), see Chapter 3.4.

4.7 Conclusion

We studied various notions of dominance which can serve as potential building blocks
for the generalization of the concept of centrality and extraction of sparsifiers. Using a
greedy sweep line approach, cf. Alg. 5, we were able to show that positional dominance
can be computed in O(nm log log ∆(G)) time compared to O(nm∆(G)3/2) required
by a straight-forward algorithm to solve this problem. For this problem, we see the
greatest potential for further runtime improvements in avoiding some of the pairwise
comparisons between nodes.

Restricting positional dominance to the identity permutation, i.e., assuming het-
erogeneity, translates into the structural preorder which is a restriction of the vicinal
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preorder and a variant of (node) dominance. With Alg. 3 we presented an algorithm
running in O(a(G)m) to compute the dominance preorder. The running time may be
far from being linear in the size of the input and output, for social networks, however,
where the arboricity is often negligible (Eppstein and Spiro, 2012), it is acceptable,
not least since we are not aware of any faster solution to this problem. While the
main challenge in the computation of the structural preorder lies in finding cycles of
length four we proved that a running time of O(a(G)m), which is the running time of
an efficient algorithm to solve this problem (Chiba and Nishizeki (1985); Chapter 5),
is not achievable as the size of the preorder can already be much larger. As a result of
this finding we proposed with Alg. 4 a procedure to compute the structural as well as
vicinal preorder in time O(∆(G)m). For computing dominance, structural and vicinal
preorder, we additionally presented a heuristic that can yield substantial speed-ups
on unweighted graphs that are decomposable through modular decomposition.

Besides studying these different notions of dominance we introduced with Alg. 6
a procedure to compute a sparser representation of a graph based on the dominance
preorder, i.e., the Irreducible Spine, in O(a(G)m) time and proved its uniqueness up
to isomorphism. While this algorithm shows similarities to the approach by Lin et al.
(2012), it impresses with its simplicity and, as we showed by experiments, exceeds
even a strongly optimized version of Lin et al.’s approach in practice. We note that, as
positional dominance naturally allows for sparsification, any of the other dominance
notions could also be used to derive a sparsifier in the same fashion as the Irreducible
Spine by iteratively applying the here presented techniques.

After this excursus on sparsification based on positional dominance, in the following
chapter we will introduce an efficient algorithm to count quadrangles. Recall that
the initial weight of the Quadrilateral Simmelian Backbone relies on this count. Still,
rather than to restrict ourself to a single type of four-node subgraph (quadrangles)
we present a holistic approach to count any four-node subgraph configuration, i.e.,
the quad-census, for undirected as well as directed graphs.
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Chapter 5. Orbit-aware Quad Census

5.1 Introduction

Discrimination of graphs by their F-census, i.e., the frequency distribution of sub-
graphs from a family F of non-isomorphic graphs in an input graph, was already pro-
posed by Holland and Leinhardt (1970, 1976) in the context of social networks. Fur-
thermore, it is paramount for the effects of exponential random graph models (Robins
et al., 2007). In this chapter we focus on four-node subgraphs, i.e., quads, not least
since the Quadrilateral Simmelian Backbone relies on these substructures.

While there is extensive work on determining the subgraph census for varying
subgraph sizes (Kloks et al., 2000; Kowaluk et al., 2011; Lin et al., 2012) and also
for directed graphs (Eppstein et al., 2012), the focus is almost always on the global
distribution, i.e., the distribution on a graph level. However, for many properties
characterizing nodes and edges, it is necessary to know the subgraph census on the
node or edge level, e.g., the number of times a given node or edge is part of a triangle.
For example, to calculate a node’s clustering coefficient (Watts and Strogatz, 1998),
we need to know in how many triangles it is contained. The same holds for the
Jaccard index (Jaccard, 1901) computed with respect to an edge. Although for these
two examples it is not necessary to calculate the frequencies of all non-isomorphic
induced 3-node subgraphs, i.e., the triad census, there exist edge weights that take
different subgraph configurations into account (Auber et al., 2003). Furthermore, for
most edge metrics (Melançon and Sallaberry, 2008), the computational complexity is
dominated by calculating the frequencies of particular subgraphs. Clearly, since the
Quadrilateral Simmelian Backbone relies on quadrangles, i.e., a special type of quad,
the k-subgraph census finds application for sparsification based on embeddedness,
however, it is also of vital importance for the evaluation of graph models with respect
to the accuracy by which they resemble observed graphs (Pržulj et al., 2004).

While k-subgraph censuses specific for nodes and edges are not widely used in social
network analysis, it is different for bioinformatics. So far, however, even here the use
is restricted to connected k-node subgraphs, so-called graphlets (Pržulj et al., 2004)
or motifs (Milo et al., 2002).

A further differentiation of subgraph censuses consists in the distinction of node
and edge automorphism classes (orbits) in each graphlet. For example, in a diamond
(i.e., a complete four-node graph minus one edge), there are two node and two edge
orbits as shown in Fig. 5.1. The node orbits are defined by the nodes with degree 2
and 3, respectively. The edge orbits are determined by the edge connecting the nodes
with degree 3 and all remaining edges, respectively. This differentiation by orbits is
particularly interesting for the distinction of roles nodes and edges fill in a quad. For
example two nodes might have the same number of occurrences in a claw, cf. Fig. 5.1,
which would lead to the assumption that they are similar, however, by distinguishing
the orbits we might see that the one node is always in orbit 11, and therefore in control
of e.g., the information flow, while the other is always in orbit 12. That is the reason
why the orbit-aware subgraph census has been used to mine central role structures in
graphs (Doran, 2014), but restricted to triads. Direct applications of the orbit-aware
quad census can for example be found in the context of graph clustering (Milenković
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and Pržulj, 2008; Solava et al., 2012).

Due to the importance of subgraph enumeration and censuses in bioinformatics,
various computational methods (Hočevar and Demšar, 2014; Marcus and Shavitt,
2012; Milenković et al., 2008; Wernicke and Rasche, 2006) were proposed.

The general approach to determining a subgraph census on the global level is to
solve a system of linear equations that relates the non-induced subgraph frequency
of each non-isomorphic k-node subgraph with the number of occurrences in other
k-node subgraphs (Eppstein et al., 2012; Eppstein and Spiro, 2012; Kloks et al., 2000;
Kowaluk et al., 2011; Lin et al., 2012). It is known that the time needed to compute
the quad census, i.e., solving the system of linear equations for the four-node subgraph
census, on a global level is O(a(G)m+ i(G)) (Lin et al., 2012), where i(G) is the time
needed to calculate the induced frequency of a given four-node subgraph in G. Recall
that a(G) is the arboricity, i.e., the minimum number of forests needed to cover E.
Following the idea of relating non-induced and induced subgraph counts, Marcus
and Shavitt (2012) present a system of equations for the orbit-aware connected quad
census on a node level that runs in O(∆(G)m + m2) time. Because of the larger
number of algorithms invoked by Marcus and Shavitt’s approach, Hočevar and Demšar
(2014) present a different system of equations, again restricted to connected quads,
that requires fewer counting algorithms and runs in O(∆(G)2m) time, but does not
determine the non-induced counts.

Contribution: We present the first algorithm to count both induced and non-induced
occurrences of all four-node subgraphs (quads). It is based on a fast algorithm for
listing a single quad type building on the triangle listing technique introduced in
Chapter 3 and is capable of distinguishing the various roles (orbits) of nodes and
edges. While this simplifies and generalizes previous approaches, our experimental
evaluation indicates that it is also more efficient. Furthermore, using the example
of the orbit-aware directed triad census we show a strategy to extend the orbit-
aware quad census computation to directed graphs and thus obtain the asymptotically
fastest algorithm for graph-level triad census computation along the way.

In the following section we provide further notation followed by an introduction of the
system of linear equations and our algorithm in Sect. 5.3. In Sect. 5.4 we present a
running time comparison on observed and synthetic graphs showing that our approach
is more efficient than related methods. Using the example of the triad census, we
present in Sect. 5.5 a strategy to calculate the orbit-aware quad census of directed
graphs without changing its asymptotic running time, before we conclude in Sect. 5.6.

5.2 Preliminaries

Recall that a complete graph with k nodes is denoted by Kk, K3 is also called a
triangle, and G[V ′] = (V ′ ⊆ V,E′) is called an induced subgraph of G = (V,E) if

E′ =
(
V ′

2

)
∩ E and non-induced if E′ ⊆

(
V ′

2

)
∩ E.
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Figure 5.1.: All non-isomorphic subgraphs with four nodes (quads). Node and edge
labels refer to the orbits (different automorphism classes in each quad) and were
enumerated such that each orbit is identified with a single quad.

We use T (u) =
(
N(u)
2

)
∩ E to refer to the set of node pairs completing a triangle

with u and T ({u, v}) = N(u) ∩ N(v) for the set of nodes completing a triangle
with edge e = {u, v}. For the cardinality of these sets we write t(u) = |T (u)| and
t(e) = |T (e)|. A triad and a quad are any graphs on exactly three and four nodes.

Furthermore, recall that two undirected graphs G and G′ are said to be isomorphic,
if and only if there exists a bijection ϕ : V (G)→ V (G′) such that {v, w} ∈ E(G) ⇐⇒
{ϕ(v), ϕ(w)} ∈ E(G′). Each permutation, including identity, of the node set V , such
that the resulting graph is isomorphic to G is called an automorphism and the groups
formed by the set of automorphisms is denoted automorphism class or orbit.

5.3 Determining the Orbit-aware Quad Census

The k-node subgraph census is usually computed via a system of linear equations
relating the non-induced and induced k-subgraph frequencies, as the non-induced
frequencies are easier to compute. Note that in the following when we talk about non-
induced frequencies, we exclude those of the K4, as it equals the induced frequency.
Lin et al. (2012) show that for k = 4 all non-induced frequencies can be computed
in O(a(G)m) time. This implies that the total running time to calculate the quad
census at the level of the entire graph is in O(a(G)m+ i(G)), where i(G) is the time
needed to compute the induced frequencies for some induced quad-type.

The approach of Lin et al., however, is not suitable to answer questions as to how
often a node or an edge is contained in a K4. Furthermore, the automorphism class of
the node/edge in the quad is sometimes of interest. All non-isomorphic graphs with
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=



en0(u, v) =
(
n−2
2

)
en1(u, v) = m− d(u)− d(v) + 1

en2(u, v) = (d (u) + d (v)− 2) (n− 3)

en3(u, v) = t(u, v)(n− 3)

en4(u, v) =
∑

w∈N(u) d(w) +
∑

w∈N(v) d(w)− 2(d(u) + d(v)) + 2− 2t(u, v)

en5(u, v) = (d(u)− 1)(d(v)− 1)− t(u, v)

en6(u, v) =
(
d(u)−1

2

)
+
(
d(v)−1

2

)
en7(u, v) = t(u) + t(v)− 2t(u, v)

en8(u, v) = t(u, v)(d(u) + d(v)− 4)

en9(u, v) =
∑

w∈T (u,v) d(w)− 2t(u, v)

en10(u, v) = |(N(u) \ v ×N(v) \ u) ∩ E|
en11(u, v) =

∑
w∈T (u,v)(t(u,w) + t(v, w))− 2t(u, v)

en12(u, v) =
(
t(u,v)

2

)
en13(u, v) = Alg. COMPLETE



Figure 5.2.: System of equations for orbit-aware quad census on an edge level. ei
refers to induced and en to non-induced counts.

four nodes are shown in Fig. 5.1 and the node/edge labels refer to their automorphism
classes (orbits). For example in a diamond all edges of the C4 belong to the same
orbit while the diagonal edge belongs to another. Analogously, the orbits of the nodes
can be distinguished.

As our approach also relies on relating non-induced and induced frequencies, we will
start by presenting how the non-induced frequencies for a node/edge in a given orbit
relate to the induced counts. Thereafter, we will present equations to compute the
respective non-induced frequencies and prove that our approach matches the running
time of Lin et al., implying that it is asymptotically as fast as the fastest algorithm
to compute the frequencies on a node and edge level for any induced quad.

5.3.1 Relation of Induced and Non-Induced Frequencies

To establish the relation between induced and non-induced frequencies, the number
of times G′ is non-induced in any other graph G with the same number of nodes has
to be known. For instance, let us assume that G′ is a P3 and G a K3 (co-paw and
-claw without isolated node cf. Fig. 5.1). Having the definition of the edge set for
non-induced subgraphs in mind, we see that G contains three non-induced P3, as each
edge can be removed from a K3 to create a P3. Consequently, if we know the total
number of non-induced P3 and we subtract three times the number of K3 we obtain
the number of induced P3 of the input graph.

Similarly, we can establish systems of equations relating induced and non-induced
frequencies on a node and edge level distinguishing the orbits for quads, see Figs. 5.2
and 5.3. Note that both systems of equations are needed since we cannot compute
the node from the edge frequencies and vice versa, but from both we can compute
the global distribution. In the following we show the correctness for ei10(e).
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ni0(u)

ni1(u)

ni2(u)

ni3(u)

ni4(u)

ni5(u)

ni6(u)

ni7(u)

ni8(u)

ni9(u)

ni10(u)

ni11(u)

ni12(u)

ni13(u)

ni14(u)

ni15(u)

ni16(u)

ni17(u)

ni18(u)

ni19(u)



=



nn0(u) =
(
n−1
3

)
nn1(u) =

(
n−2
2

)
d(u)

nn2(u) = (m− d(u))(n− 3)

nn3(u) =
∑

v∈N(u)(m− d(v))− d(u)(d(u)− 1)

nn4(u) =
(
d(u)
2

)
(n− 3)

nn5(u) = (
∑

v∈N(u) d(v)− d(u))(n− 3)

nn6(u) =
∑

v∈V
(
d(v)
2

)
−
(
d(u)
2

)
−
∑

v∈N(u) d(v) + d(u)

nn7(u) = t(u)(n− 3)

nn8(u) = 1
3

∑
v∈V t(v)− t(u)

nn9(u) =
∑

v∈N(u)((d(u)− 1)(d(v)− 1)− t(u, v))

nn10(u) =
∑

v∈N(u)(
∑

w∈N(v) d(w)− d(v))− d(u)(d(u)− 1)− 2t(u)

nn11(u) =
(
d(u)
3

)
nn12(u) =

∑
v∈N(u)

(
d(v)−1

2

)
nn13(u) = t(u)(d(u)− 2)

nn14(u) =
∑
{v,w}∈T (u)(d(v) + d(w)− 4)

nn15(u) =
∑

v∈N(u)(t(v)− t(u, v))

nn16(u) =
∑
{v,w}∈(N(u)

2 ) |N(v) ∩N(w)| −
(
d(u)
2

)
nn17(u) =

∑
{v,w}∈T (u) t(v, w)− t(u)

nn18(u) =
∑

v∈N(u)

(
t(u,v)

2

)
nn19(u) = Alg. COMPLETE



Figure 5.3.: System of equations for orbit-aware quad census on a node level. ni
refers to induced and nn to non-induced counts.

Induced orbit 10 edge census. Let us assume we want to know how often edge e
is in orbit 10 or in other words part of a C4. We know that a C4 is a non-induced
subgraph of a diamond, K4 and of itself, cf. Fig. 5.4, and that there is no other quad
containing a non-induced C4. Let us first concentrate on the diamond. In a diamond
we have two different edge orbits, orbit 11, i.e., the edges on the C4, and orbit 12,
i.e., the diagonal edge. Figure 5.4 shows that for every diamond where e is in orbit
12, there is no way to remove an edge such that this graph becomes a C4, but for
each diamond where e is in orbit 11 we can remove the diagonal edge and end up
with a C4. Therefore, the non-induced number of subgraphs where e is in orbit 10
contains once the number of induced subgraphs where e is in orbit 11, but not those
in orbit 12. As for the case of the C4, in a K4 all edges are in the same orbit. From
a K4 we can construct a C4 containing a specific edge in two ways. The first is to
remove both diagonal edges, cf. Fig. 5.4; and the second to delete the two horizontal
edges. As a consequence, the induced number of e being in orbit 10 is given by
ei10(e) = en10(e)− ei11(e)− 2ei13(e) with en10(e) denoting the number of times e is
non-induced in orbit 10.

Following this concept all other equations can be derived.

5.3.2 Calculating Non-Induced Frequencies

The calculation of the non-induced frequencies is (computationally) easier than for
the corresponding induced counts, except for K4s. This is due to the fact that the
non-induced frequencies can be constructed from smaller, with respect to the number
of nodes, subgraphs cf. Figs. 5.2 and 5.3. In the following we show the correctness of
nn14(u) and en4(u, v).

58



5.3. Determining the Orbit-aware Quad Census

10

C4

⇐ 11 12

diamond

13 13

K 4

Figure 5.4.: The three quads containing a non-induced C4. Dashed lines indicate
that their removal creates a C4. Edge label correspond to orbits.

Non-induced orbit 14 node census. To determine nn14(u) we start by enumerating
all triangles containing u. Let v and w form a triangle together with u. As u is
in orbit 14, we know that each neighbor of v and w that is not u, v or w definitely
creates a non-induced paw with u in orbit 14; while this does not necessarily hold
for neighbors of u as they might not be connected to v or w (and, if they are, we
already gave credit to this). Note that even if a neighbor of either v or w is a
neighbor of u as well there is no additional paw with u in orbit 14 and therefore
nn14(u) =

∑
{v,w}∈T (u)(d(v) + d(w)− 4).

Non-induced orbit 4 edge census. Edge e = {u, v} is non-induced in orbit 4 for each
P3 starting at u or v that neither contains e nor closes a K3 with e. The number of P3s
starting at u not containing e equals

∑
w∈N(u)\v(d(w)−1). However, the node v might

be a neighbor of w and therefore there is a path of length two (via w) connecting u and
v. Since this creates a three-node subgraph, more precisely a triangle, and not a quad
we have to adjust for this by subtracting twice the number of triangles containing e.
Consequently, en4(u, v) =

∑
w∈N(u) d(w)+

∑
w∈N(v) d(w)−2(d(u)+d(v))+2−2t(u, v).

In the following, we focus on the algorithm calculating all required frequencies to
solve the systems of equations.

5.3.3 Listing Complete Quads

In order to be able to solve the systems of equations, we need to compute the non-
induced quad counts as well as any of the induced frequencies. This requires an
algorithm that is capable of solving the following tasks on a node and edge level:

1. Counting and listing all K3

2. Calculating non-induced C4 frequencies

3. Determine induced counts of any quad

We chose to calculate the induced counts for K4 to fulfill requirement 3. The
reasons are (i) to our knowledge there are no algorithms calculating induced counts
on a node and edge level for any other quad more efficiently than the algorithm we
are presenting here; (ii) a K4 has the property that all nodes and edges lie in the same
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u u u u u

⇓
u u u u u

Figure 5.5.: Top: Configurations that have to be found by our algorithm. Bottom:
Resulting patterns to be detected when processing node u. Filled nodes are marked
as neighbors of u.

orbit; (iii) all non-induced C4 can be counted during the execution of our algorithm.
Since listing, also known as enumerating, all K4 has to solve the subproblem of listing
all K3, we will start explaining our algorithm by presenting how K3s can be listed
efficiently. Note that this algorithm satisfies requirement 1.

Listing all triangles in a graph is a well studied topic as we have seen in Chapter 3.
Recall that in Chapter 3 we showed that our variant implementation of one of the
oldest triangle listing algorithms, namely K3 by Chiba and Nishizeki (1985) is in
practice the fastest and that it is based on neighborhood intersection computations.
To achieve the running time of O(a(G)m), Chiba and Nishizeki process the graph in a
way such that for each intersection only the neighborhood of the smaller degree node
has to be scanned. This is done by processing the nodes sequentially in decreasing
order of their degree. The currently processed node marks all its neighbors and is
removed from the graph. Then the number of marked neighbors of a marked node is
calculated.

Let us think of this algorithm differently. When we process node u and remove it
from the graph, then every triangle that contains u is an edge where both endpoints
are marked, cf. Fig. 5.5. This perception of the algorithm directly points us to a
solution for the second and third requirement. As shown in Fig. 5.5, when node
u is removed from the graph, every K4 that contains u becomes a K3 where all
nodes are marked, implying that K3 can be easily adapted to list all K4s. Chiba and
Nishizeki call this extension COMPLETE. Furthermore, only nodes that are connected
to a neighbor of u can create a non-induced C4 and each C4 contains at least two
marked nodes. Since all these nodes are processed already during the execution of
algorithm K3, counting non-induced C4s on a node and edge level can be also done in
O(a(G)m) time. The corresponding algorithm is called C4 in (Chiba and Nishizeki,
1985) and the combination of these different algorithms is presented in Alg. 7. It runs
in O(a(G)2m) (Chiba and Nishizeki, 1985), and its novelty is that it follows the idea
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Algorithm 7: K3 / C4 / COMPLETE (Chiba and Nishizeki, 1985)

1 initialize mark with 0;
2 order nodes w.r.t. smallest-first (see Chapter 3.3.1);
3 orient G and sort adjacencies according node order;
4 calculate t(u) and t(e) using Alg. 2 (our variant of K3); // line 5-8 & 13-16

5 for u = v2, . . . , vn do
6 for v ∈ N−(u) do mark(v)← mark(v) + 1;
7 for v ∈ N−(u) do
8 mark(v)← mark(v)− 1;
9 for w ∈ {w ∈ N(v) : w < u} do

10 visited(w)← visited(w) + 1;
11 processed(w)← processed(w) + 1;

12 for w ∈ {w ∈ N+(v) : w < u} do mark(w)← mark(w) + 2;
13 for w ∈ {w ∈ N+(v) : w < u} do
14 mark(w)← mark(w)− 2;
15 if mark(w) 6= 0 then
16 increment K3 related non-induced counts;
17 for x ∈ {x ∈ N+(w) : x < u} do
18 if mark(x) = 3 then
19 increment induced K4 count;

20 for v ∈ N−(u) do
21 for w ∈ {w ∈ N(v) : w < u} do
22 processed(w)← processed(w)− 1;
23 if processed(w) = 0 then

24 increment non-induced C4 of u and w by
(
visited(w)

2

)
;

25 visited(w)← 0;

26 increment non-induced C4 of {u, v}, {v, w} and v by visited(w)− 1;

27 solve system of linear equations (Figs. 5.2 and 5.3);

of directing the graph acyclic as we already proposed in the context of triangle listing,
cf. Chapter 3. Furthermore, this acyclic orientation allows omitting node removals,
and given the proper node ordering, it has the property that the maximum outdegree
is bounded by O(a(G)). Therefore, unlike for algorithm COMPLETE and C4 (Chiba
and Nishizeki, 1985), no amortized running time analysis is needed to prove that the
running time is in O(a(G)2m) and O(a(G)m), respectively, as we will show next.
Note that the different marks used in Alg. 7 encode for each node its connectivity
respective u and v.

Runtime We will first show that the running time bound of our variant implemen-
tation of algorithm C4 is in O(a(G)m), therefore we ignore Lines 4, 6, 8, 12–19 and 27
of Alg. 7 for now.
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The running time of the remaining algorithm is given by the following equation:

t(C4) ≤
∑
u∈V

(d−(u) + 2
∑

v∈N−(u)

d−(v) + d+(v))

= m+ 2
∑
v∈V

d+(v)(d−(v) + d+(v))

≤ m+ 4m∆+(G)

As we order the nodes by successively removing the node of minimum degree from
the graph, which can be computed in O(m) using a slightly modified version of
the algorithm presented in (Batagelj and Zaveršnik, 2011), it holds that ∆+(G) <
2a(G) (Zhou and Nishizeki, 1999). The time required to initialize all marks is in
O(n), orienting the graph is in O(n+m), and consequently the total running time is
in O(a(G)m).

Let us now focus on the time required for calculating all K4s and therefore ignore
Lines 9–11 and 20–27 of Alg. 7 leading to the following equation:

t(COMPLETE) ≤
∑
u∈V

(d−(u) +
∑

v∈N−(u)

2d+(v) +
∑

w∈N+(v)

d+(w))

≤ m+ ∆+(G)
∑
v∈V

(2d+(v) +
∑

w∈N+(v)

d+(w))

≤ m+ 2m∆+(G) + ∆+(G)
∑
v∈V

d−(v)∆+(G)

= m+ 2m∆+(G) +m∆+(G)2

By the same arguments it follows that our variant implementation of COMPLETE
runs in O(a(G)2m). Since Line 4 is in O(a(G)m) as proved in Chapter 3 and solving
the systems of equations requires O(n+m) time, the overall complexity of Alg. 7 is
in O(a(G)2m).

Before we give experimental evidence that our algorithm is not just asymptotically,
but also in practice, superior to the currently fastest orbit-aware quad census algo-
rithm, we want to give a more detailed explanation as to why algorithm C4 runs in
O(a(G)m) instead of O(a(G)2m), although every K4 contains three non-induced C4.
The reason lies in the fact that COMPLETE belongs to the class of listing algorithms,
while C4 is a counting algorithm. Since a listing algorithm has to enumerate every
single occurrence of the subgraph of interest, its running time cannot be asymptoti-
cally faster than the number of subgraphs it has to list. For example, every algorithm
for listing all triangles in a graph cannot be asymptotically faster than Θ(n3) since the
complete graph contains

(
n
3

)
triangles. However, as counting does not require to enu-

merate every single triangle there exist algorithms with a lower worst-case complexity,
e.g., via matrix multiplication (Coppersmith and Winograd, 1990). This difference
and the fact that in the non-induced scenario we can ignore the existence of some
edges explain the asymptotical differences between the two algorithms.
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5.4 Runtime Experiments

We provide experimental evidence that our approach is not only asymptotically faster,
but also more efficient in practice than the currently fastest orbit-aware quad census
algorithm. Comparison is restricted to the orca software (v1.0) implementing the
approach of Hočevar and Demšar (2014), as the authors show that it is superior to
other software tools in the context of quad census computation. Additionally, it is
the only software we are aware of which can compute the orbit-aware quad census on
an edge level, even if only for connected quads. To the best of our knowledge, except
in the orca code, there is no other documentation of their approach.

5.4.1 Setup and Data

We implemented our approach in C++ using the Standard Template Library and com-
piled the code with the g++ compiler version 4.9.1 set to the highest optimization
level. The orca software is freely available as an R package. To avoid measuring errors
due to the R and C++ interface communication we extracted the C++ code and cleaned
it from all R dependencies.

The tests were carried out on a single 64-bit machine with an 3.60GHz quad-
core Intel Core i7-4790 CPU, 32GB RAM, running Ubuntu 14.10. The times were
measured via the gettimeofday command with a resolution up to 10−6 seconds.
We ran the executable in a single thread and forced it to one single core which was
dedicated solely for this process. Times were averaged over 5 repetitions.

Data We compared both approaches on a number of real world networks. The
Facebook100 dataset (Traud et al., 2011) comprises 100 Facebook friendship networks
of higher educational institutes in the US with network sizes of 762 ≤ n < 41K
nodes and 16K < m < 1.6M edges, see Chapter 4.6. Although these networks are
rather sparse, they feature a small diameter, thereby implying a high concentration of
connected quads. Apart from this, we tested the algorithms on a variety of networks
from the Stanford Large Network Dataset Collection (SNAP) (Leskovec and Krevl,
2014). The downloaded data were taken from different areas to have realistic examples
that encompass diverse network structures. A more detailed description of the utilized
SNAP data can be found in Fig. 3.3 and Tab. 3.3.

Additionally, we generated synthetic networks from two different models. The one
class of generated graphs are small-worlds, which were created by arranging nodes
on a ring, connecting each one with its r nearest neighbors, and then switching each
dyad with probability p. The other class of graphs was drawn from a preferential
attachment like model. Here we added n nodes over time to the initially empty
network and each new node v connects to r existing nodes, each of which either chosen
by preferential attachment or with probability p randomly from

⋃
u∈N(v)N(u). We

generated graphs with fixed n = 20000 and varying average degree as well as graphs
with n ∈ {50000, 140000, . . . , 500000} and gradually increasing average degree. Four
graphs were generated for each parameter combination.
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Figure 5.6.: Top: Avg. running time of of our approach vs. avg. running time of
orca in seconds for all but the largest Stanford graphs. Dots below the main diagonal
indicate that the algorithm on the y-axis is faster. Embedded plot displays gray area
in higher resolution. Bottom: Time comparison for the largest Stanford graphs.

We refer the reader to Chapter 3.4.1 for a more detailed description of the utilized
graph models, the tested SNAP graphs, the chosen average degree, and parameters r
and p.

5.4.2 Results

In Fig. 5.6 we present the results of our experiments. In the top subfigure we plotted
the avg. running time of of our approach against the avg. time needed by orca for
all but the largest Standford graphs. Each point that lies below the main diagonal
indicates that our approach is faster. Consequently, the picture clearly shows that
our algorithm is faster than the orca software for each tested network, even though
we compute the whole node and edge orbit-aware quad census. The same findings
are obtained for the larger graphs taken from SNAP.
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The speed-up we achieve lies between 1.6 and 10 for the tested graphs. In general,
however, the speed-up should be in Θ(log ∆(G)) for larger graphs. The reason is
that, once n exceeds 30K, the algorithm implemented in the orca software runs in
O(∆(G)2m log ∆(G)), instead of O(∆(G)2m). The logarithmic factor originates from
the time required for adjacency testing. While the orca software uses an adjacency
matrix for these queries for graphs with n ≤ 30K, it takes log ∆(G) for larger graphs
(binary search) since no adjacency matrix is constructed. In contrast, Alg. 7 requires
only O(n) additional space to perform adjacency tests in constant time. Note that
orca’s algorithm using the adjacency matrix appears to follow the ideas of Chiba and
Nishizeki, but without exploiting the potential of utilizing a proper node ordering.
Besides the faster K4 algorithm, another important aspect explaining the at least
constant speed-up of our approach is our system of equations. For both the node
and edge orbit-aware quad census Hočevar and Demšar do not calculate the exact
non-induced counts. This requires that each induced subgraph with 3 nodes is listed
several times and, more importantly, also non-cliques, which is not the case in our
approach.

5.5 Triad Census

So far we have shown a general framework building on relating non-induced and
induced frequencies to compute the orbit-aware k-subgraph census on a node and edge
level basis using the example of quads. While this approach was restricted to simple
undirected graphs, we show in the following how it can be extended to directed graphs.
However, since the number of non-isomorphic directed quads is already 218 (Davis,
1953), we will introduce this framework in the context of the (directed) triad census.
As the required modifications for node and edge orbit-awareness are the same we will
restrict our explanations to the node orbit-aware triad census computation. Note that
since solving the (directed) quad census relies on non-induced frequencies of smaller,
i.e., subgraph of size less than four, the distinctions of directed triads is required in
order to solve the quad census for directed graphs and therefore some of the following
equations are necessary for its computation.

The triad census of a graph denotes the frequency distribution of all non-isomorphic
directed triads, cf. Fig. 5.7, in an input graph and finds application, among others,
in social sciences, e.g., to compare different graphs (Faust, 2007; Wasserman and
Faust, 1994) or to extract distinct roles in networks (Doran, 2014). The probably
first algorithm to compute the triad census on a graph level is attributed to Moody
(1998) with a running time of O(n2.376) (Coppersmith and Winograd, 1990). While
this approach relies on matrix multiplication, Batagelj and Mrvar (2001) propose
a combinatorial algorithm calculating the triad census in O(∆(G)m) time. Like
Batagelj and Mrvar’s approach the proposed technique by Eppstein et al. (2012)
requires to enumerate all connected triads. However, using a proper data structure
allows them to further reduce the asymptotical complexity to an amortized O(h(G)m)
running time where h(G) is the largest integer such that there exist h nodes of degree
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Figure 5.7.: All directed non-isomorphic subgraphs with three nodes (triads). The
graph labeling is based on the number of mutual, asymmetric, and null dyads in each
triad with an additional indicator where needed (Wasserman and Faust, 1994). Node
labels refer to the orbits and were enumerated such that each orbit is identified with
a single triad.

at least h (Hirsch, 2005). Still, the algorithm of Eppstein et al. is not optimal, as we
will show in the following, since, as it is the case for the quad census, it is sufficient
to list only all complete triads which is asymptotically faster.

Following the framework presented in the context of the undirected quad census we
can relate orbit-aware non-induced and induced triad census frequencies via a system
of linear equations as presented in Fig. 5.8. Since deriving this system of linear equa-
tions follows exactly the same strategy we presented earlier, we omit the correctness
proofs here. Although the system of linear equations in Fig. 5.8 requires the compu-
tation of several induced frequencies, compared to only one in the undirected case,
cf. Figs. 5.2 and 5.3, we can make the following observation. All the induced orbit
frequencies, i.e., 21 to 35, are triangles in the underlying undirected graph. Since
each triangle in the underlying undirected representation G′ of G corresponds to a
directed triangle in G, and vice versa, we can list all triangles, T (G′), in G′ and then
calculate the orbits of the nodes in each triangle t ∈ T (G′) w.r.t. G. This directly
implies that, since orbit 0 to 20 can be computed in O(m) which matches the run-
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Table 5.1.: Mapping of code(u, v, w) to the triad and the orbits of u, v, and w.
Code Triad Orbits Code Triad Orbits Code Triad Orbits Code Triad Orbits

u v w u v w u v w u v w

0 003 0 0 0 16 012 3 1 2 32 012 1 3 2 48 021D 12 12 11

1 012 2 3 1 17 021C 6 8 7 33 021U 10 9 10 49 030T 24 22 23

2 012 2 1 3 18 102 5 4 5 34 021C 7 8 6 50 111U 15 13 14

3 021D 11 12 12 19 111U 14 13 15 35 030T 23 22 24 51 120U 26 25 26

4 012 3 2 1 20 021U 9 10 10 36 021C 8 6 7 52 030T 22 24 23

5 102 5 5 4 21 111D 17 18 16 37 111D 18 17 16 53 120D 28 28 27

6 021C 6 7 8 22 111D 17 16 18 38 030C 21 21 21 54 120C 31 29 30

7 111U 14 15 13 23 201 20 19 19 39 120C 30 31 29 55 210 33 34 32

8 012 1 2 3 24 021C 8 7 6 40 102 4 5 5 56 111U 13 15 14

9 021C 7 6 8 25 030C 21 21 21 41 111D 16 17 18 57 120C 29 31 30

10 021U 10 10 9 26 111D 18 16 17 42 111D 16 18 17 58 201 19 19 20

11 030T 23 24 22 27 120C 30 29 31 43 120D 27 28 28 59 210 32 34 33

12 021D 12 11 12 28 030T 22 23 24 44 111U 13 14 15 60 120U 25 26 26

13 111U 15 14 13 29 120C 31 30 29 45 201 19 20 19 61 210 34 33 32

14 030T 24 23 22 30 120D 28 27 28 46 120C 29 30 31 62 210 34 32 33

15 120U 26 26 25 31 210 33 32 34 47 210 32 33 34 63 300 35 35 35

ning time to construct G′, that the total running time of the orbit-aware triad census
on a node level is in O(a(G)m +

∑
t∈T (G) o(t)), as m(G′) ≤ m(G). The O(a(G)m)

factor is the running time of Chiba and Nishizeki’s algorithm K3 to list all triangles
in a graph (Chiba and Nishizeki, 1985; Chapter 3), and o(t) denotes the complexity
to compute the orbit of each node in a triangle. In the following we will show that
o(t) ∈ O(1) and therefore the time complexity for the computation of the orbit-aware
triad census on a node level is O(a(G)m). As the (orbit-aware) triad census on a
graph level can be computed from the node level, and since a(G) ≤ h(G) (Lin et al.,
2012), this implies that our approach is not just easier to implement than the cur-
rently best algorithm for the triad census computation (Eppstein et al., 2012) on a
graph level, but also asymptotically faster.

The idea of working on G′ rather than on G for the computation of the triad census
has already been used by Batagelj and Mrvar (2001). In order to relate the undirected
triad u, v, w ∈ V in G′ with its directed version in G, they propose to map a triad to
a number computed by the following formula

code(u, v, w) = l(u, v) + 2l(u,w) + 4l(v, u) + 8l(v, w) + 16l(w, u) + 32l(w, v)

with l(i, j) = 1 if (i, j) ∈ E(G) and 0 otherwise. Since this mapping is unique for
each possible triad, each number encodes exactly one of the 16 non-isomorphic triads,
cf. Fig. 5.7. Furthermore, as we know for each possible triad the orbits of the nodes,
we can extend this mapping to also encode the node orbits, cf. Tab. 5.1. Note that
Tab. 5.1 contains all codes, yet our approach requires only those entries encoding
orbits larger than 20. Since Tab. 5.1 allows us in constant time to map the code of
u, v, w to their orbits, it remains to show that the computation of the encoding can
also be done in constant time and therefore o(t) ∈ O(1).
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Figure 5.8.: System of equations for orbit-aware directed triad census on a node
level. ni refers to induced and nn to non-induced counts.

With minor modifications it is possible to enable algorithm K3 to list, besides all
nodes, also all edges belonging to a triangle in G′, while not changing the algorithms
asymptotic running time. If we further attach during the transformation from G to G′

to each edge the information how it is directed in G, we can access l(i, j) in constant
time. Consequently, we can compute code(u, v, w) and therefore o(t) in O(1). Note
that if N↔ and d↔(u) are not part of the input, they can also be computed during
the construction of G′. Even though the described algorithm can be directly derived
from Alg. 7, for convenience we present in Alg. 8 the orbit-aware triad census on a
node level algorithm. Since the additional work that has to be done compared to plain
triangle listing is in O(m), we refer the reader to the evaluation of triangle listing
algorithms in Chapter 3.4.2 to get an impression of the practical running times. Note
that the presented strategy can also be used for orbit-awareness on an edge level
without changing the asymptotic running time and that it can be directly applied to
derive the orbit-aware directed quad census.
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Algorithm 8: Orbit-aware Triad Census on a Node Level
Input : Simple directed graph G = (V,E)

1 transform G to underlying undirected graph G′ containing additional edge information;
2 calculate n0, . . . , n20;
3 order nodes of G′ w.r.t. smallest-first (see Chapter 3.3.1);
4 orient G′ and sort adjacencies according node order;
5 for v ∈ V (G′) do mark(v)← ∅;
6 for t3 = vn, . . . , v3 ∈ V (G′) do
7 for t1 ∈ N−G′(t3) do mark(t1)← {t1, t3};
8 for t1 ∈ N−G′(t3) do
9 mark(t1)← ∅;

10 for t2 ∈ N+
G′(t1) such that t2 < t3 do

11 if mark(t2) 6= ∅ then
12 calculate encoding using edge information;
13 increment orbits of t1, t2, t3 w.r.t. encoding (Tab. 5.1)

14 solve system of linear equations (Fig. 5.8);

5.6 Conclusion

We presented two systems of equations that enable us to efficiently determine the
orbit-aware quad census of a graph down to the level of nodes and edges by applying
an efficient single-subgraph listing algorithm and its subroutine. It was shown how
induced and non-induced frequencies relate to one another and that we can compute
the non-induced frequencies in O(a(G)m) time. This matches the best known running
time bound for the more restricted non-induced quad census on the graph level which
is oblivious to the specific nodes and edges involved in each quad. With Alg. 7 we
showed a routine, building on the triangle listing technique presented in Chapter 3,
that is capable of computing all non-induced frequencies and listing all K4 while
running in O(a(G)2m) time. This running time again matches the asymptotically
best known running time bound for listing any induced quad. This implies that
the total running time of our approach equals the best known running time for quad
census computation on a graph level in sparse graphs (Lin et al., 2012). In experiments
we were able to show that the simplicity of our system of equations in combination
with this efficient algorithm outperforms the currently best software to calculate the
quad census.

Furthermore, using the example of the orbit-aware directed triad census on the
node level, we outlined a strategy to extend the orbit-aware quad census on both the
node and edge level to directed graphs. As a byproduct, we presented with Alg. 8
the asymptotically fastest algorithm for the triad census computation on the graph
level. We note that both algorithms can be parallelized with little effort and that
the technique to relate non-induced and induced frequencies via a system of linear
equations is applicable to any fixed-size subgraph census.
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Chapter 5. Orbit-aware Quad Census

Now that we introduced efficient algorithms for the orbit-aware quad-census compu-
tation on a node and edge level, and listing of triangles (Chapter 3) respectively, we
finally turn our attention to sparsifiers based on embeddedness. More precisely, in
the following chapter, we introduce their definition, efficient computation based on
Algorithms 2 and 7, and evaluate their ability to amplify the graph’s group-structure.
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Chapter 6. Quadrilateral Simmelian Backbone

6.1 Introduction

Online social networks such as Facebook friendship graphs are an amalgamation of
a variety of social relations. The presence of a friendship might be due to shared in-
terests, spatial proximity, kinship, or professional relations to name but a few. When
such a multitude of relations is conflated in the same network, any two nodes are
likely to be connected via at most a few links – thus leading to a small-world ef-
fect (Schnettler, 2009). Visualizations of these graphs using standard layout methods
such as force-directed placement produce drawings in which variation in local struc-
ture is hidden in a densely-looking, overlap-ridden hairball.

Hairball drawings, as for example shown in Fig. 6.1(a), however, are not only the re-
sult of small-world graphs, but of any graph which exhibits a low variation in pairwise
shortest path distances. In the following we refer to graphs with this characteristic
as hairball graphs.

Various approaches to reduce the clutter in drawings of small-worlds and other
hairball graphs have been proposed (Jankun-Kelly et al., 2013), most notably edge
bundling (Holten and van Wijk, 2009; Nocaj and Brandes, 2013), edge lensing (Hurter
et al., 2011), modified layout algorithms (Boitmanis et al., 2007) or representa-
tions (Auber et al., 2003; Dwyer et al., 2013; Newberry, 1989; Pfaltz, 2013; Zaidi
et al., 2009), and graph sparsification (Benczúr and Karger, 1996; Nick et al., 2013;
Satuluri et al., 2011; Spielman and Srivastava, 2011; van Ham and Wattenberg, 2008;
Zhou et al., 2010). As our aim is to enable well established force-directed layout al-
gorithms to create drawings of hairball graphs rather than to introduce a new layout
routine we build our approach on graph sparsification. The sparsifier in turn acts as
a proxy for the original network and is then used to determine the layout.

However, in contrast to the sparsifier introduced in Chapter 4, in this chapter we
will concentrate on sparsifiers that reduce the complexity of a graph by removing
a certain share of its edges rather than nodes. Besides sparsifiers tailored e.g., for
approximating the number of triangles in a graph (Tsourakakis et al., 2011), there
exist others trying to preserve, if not amplify, certain properties of the graph such as
cuts (Benczúr and Karger, 1996), spectra (Spielman and Srivastava, 2011; Spielman
and Teng, 2004), connectivity (Zhou et al., 2010), node centralities (Lindner et al.,
2015), and group structure (Nick et al., 2013; Satuluri et al., 2011). Since we do
not only want to untangle hairball graphs, but also to emphasize the underlying
group structure in the drawing, we opt for sparsification based on the (structural)
embeddedness of an edge, as proposed by Nick et al. and Satuluri et al., not least
since graph invariants such as cuts are more easily affected by noise in empirical
networks. In the remainder of this thesis we call the class of sparsifiers based on
embeddedness backbones.

While the strength of a social tie, i.e., edge, is an inherent characteristic of an
individual relationship (Granovetter, 1973), embeddedness refers to the density of
the graph around that edge (Coleman, 1990; Granovetter, 1985). In the context of
community detection (Fortunato, 2010), one of the most essential tools in the analysis
of social networks, it has already been claimed that weighting the graph’s edges
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by their embeddedness leads to an enhanced performance of community detection
approaches (Satuluri et al., 2011; Xiang et al., 2016; Yan and Gregory, 2012). In
line with sociological ideas of Simmel (1950), Satuluri et al. (2011) determine the
embeddedness of an edge as the fraction of common neighbors. The approach by
Nick et al. (2013) introduces an additional local adaptation step that starts from an
initial weight – a strength or embeddedness criterion such as the number of triangles
an edge is contained in – and then re-weights each edge by comparing the ranked
neighborhoods of the incident nodes. In both methods, the backbone is obtained
by removing all edges with embeddedness values below a specified nodal or network-
wide threshold. Note that these filtering techniques are related to graph partitioning
techniques based on edge weights (Newman and Girvan, 2004) and, more importantly,
do not guarantee that the graph remains connected.

As we finally want to use the backbone for graph drawing purposes, it is vital to
maintain the graph’s connectivity. Otherwise, the layout algorithm is oblivious to
edges of the original graph connecting nodes in different components of the backbone
as, for example, in Fig. 6.1(b). When connected components happen to be placed
far apart, these edges will run across the drawing and produce even worse clutter.
However, maintaining the connectivity property is not only important for the appli-
cation of backbones in the context of graph drawing but also for community detection
since backbones tend to create isolate nodes (Lindner et al., 2015) which cannot be
assigned to any group by community detection approaches.

Here we present the Quadrilateral Simmelian Backbone, a new sparsifier based
on the embeddedness of an edge, in line with its efficient computation. Its novelty
lies in the method to identify deeply embedded edges based on subgraphs of size 4,
see Chapter 5, and its sparsification technique which ensures connectedness while
avoiding subtree-ordering ambivalences. By experimental evaluation on observed as
well as generated data we show that the Quadrilateral Simmelian Backbone allows to
draw a certain class of small-world social networks with standard force-directed layout
algorithms that otherwise would produce hairball layouts. Furthermore, these exper-
iments reveal that the Quadrilateral Simmelian Backbone is not only favorable over
the approaches by Satuluri et al. (2011), Auber et al. (2003), and Nick et al. (2013)
in the context of graph drawing, but also exceeds them by its ability to distinguish
between inter- and intra-cluster edges.

We introduce the Quadrilateral Simmelian Backbone in the next section before turn-
ing our attention to its computational complexity in Sect. 6.3. In Sect. 6.4 we show
how backbones can be used to draw hairball graphs and evaluate the performance of
various backbones respective their ability to amplify the graph’s group structure. We
conclude in Sect. 6.5.
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(a) hairball drawing, original network (b) Triadic Simmelian Backbone (Nick et al., 2013)

(c) Triadic Simmelian backbone with
UMST

(d) Quadrilateral Simmelian Backbone with UMST
(our approach)

(e) Jaccard (Satuluri et al., 2011) with
UMST

(f) Density (Auber et al., 2003)
with UMST

Figure 6.1.: Facebook friendships at California Institute of Technology (Caltech36 ).
Node color corresponds to dormitory (gray for missing values), but has not been uti-
lized by the layout algorithm. The layout in (a) is based on the entire graph, whereas
(b)-(f) use edge embeddedness which spreads the graph while keeping cohesive groups
together. Embeddedness mapped to edge color; backbone edges dark gray.
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6.2 Backbone Approach

The overall work flow of the backbone approach, as suggested by Satuluri et al. (2011)
and Nick et al. (2013), consists of two steps. In the first step an edge embeddedness
measure ω : E → R≥0 solely relying on the graph’s structure is computed. The
underlying idea here is that edges that are strongly embedded, i.e., showing high
weights ω, are more likely to run within cohesive groups. Since the goal of the
backbone approach is to find a sparser representation of the graph that emphasizes
its inherent group structure in the second and final step all edges that are likely to run
between groups are removed. More precisely, given ω, in the filtering or sparsification
step the actual backbone is extracted by removing all edges from the graph whose
embeddedness value is below a given threshold θ.

In the following we introduce the Quadrilateral embeddedness before describing our
filtering technique which ensures that the backbone remains connected while avoiding
subtree-ordering ambivalences. The backbone obtained by applying this filtering step
to a graph whose edges are weighted according the Quadrilateral embeddedness is
called Quadrilateral Simmelian Backbone.

6.2.1 Edge Embeddedness by Accumulating Triadic Effects

One of the most basic measures to capture the embeddedness of an edge, as it only
takes the direct neighborhood of the nodes incident to the edge under consideration
into account, is the Jaccard coefficient (Jaccard, 1901). More formally the Jaccard

coefficient of two nodes u, v is defined by J(u, v) = |N(u)∩N(v)|
|N(u)∪N(v)| . While being a rather

straight-forward measure, common neighbors and consequently the Jaccard coefficient
have already been proven very efficient in the context of link prediction (Adamic and
Adar, 2003; Liben-Nowell and Kleinberg, 2003; Lü and Zhou, 2011).

While Satuluri et al. (2011) propose to use the Jaccard coefficient for the extraction
of backbones, Nick et al. (2013) suggest a more general framework consisting of the
following main steps:

1. weighting: Determine edge weights ω : E → R≥0.

2. (adaptive) re-weighting:

a) For each node u ∈ V calculate the rank ru(v) = |{ω(u,w) : ω(u,w) >
ω(u, v), w ∈ N(u)}| for v ∈ N(u).

b) For each edge {u, v}, set ω to the maximum prefix Jaccard coefficient
(Equation (6.1)) observed by restricting N(u) and N(v) to those neighbors
with a rank smaller than 1 ≤ k < max{d(u), d(v)}.

The approach of Satuluri et al. can be seen as using uniform edge weights for the
weighting step. Since in this case all nodes have the same rank, the re-weighting step
computes the Jaccard coefficient, as proposed by the authors. Contrary to this, Nick
et al. use the number of triangles an edge is embedded in for the first step and the
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Figure 6.2.: Triangles at edge e (Nick et al., 2013; Satuluri et al., 2011) do not
capture mediator edges (bold), while quadrangles, i.e., non-induced C4s, do.

maximum prefix Jaccard coefficient for the second step. The maximum prefix Jaccard
coefficient Jmax(u, v) is defined as

Jmax(u, v) = max
0≤i<max{d(u),d(v)}

{
Ji(u, v) :=

|Ni(u) ∩Ni(v)|
|Ni(u) ∪Ni(v)|

}
(6.1)

with Ni(u) = {v ∈ N(u) : ru(v) ≤ i}.
The effect of the maximum prefix Jaccard coefficient is that the highly ranked

neighbors have more importance attached since fewer common nodes are needed to
achieve a high coefficient. A more intuitive interpretation of this framework is that for
an edge e = {u, v}, the initial edge weight allows us to determine the most important
neighbors of u and v. If these most important neighbors are the same, e is deeply
embedded; otherwise e is connecting two nodes which are likely to be in different
groups.

While we follow the main idea of Nick et al., we propose a different initial edge
weight relying on subgraphs of size 4 rather than the number of triangles. Consider
the setting in Fig. 6.2. Clearly, edge e is strongly embedded. Compared to all other
edges it closes many triangles resulting in an increase of the group performance (Burt,
2001) by introducing mediator effects. Similar to this, an edge (s, t) connecting two
triangles at e introduces additional mediator effects on the triangles which in turn
increases the importance of e. We call these edges mediator edges on e.

Counting the number of triangles at e does not capture the importance of mediator
edges. But since each mediator edge creates two quadrangles, i.e., non-induced C4s,
at e, cf. dashed-contour in Fig. 6.2, we can use the number of quadrangles containing
e to capture this mediator effect. While there can be other quadrangles than K4s at
e, they will be counted only once from e’s perspective which makes their influence
rather low. Furthermore, distinguishing between the different types of quadrangles
at e using the approach presented in Chapter 5, although being efficient, would be
too time consuming for our purposes.
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Figure 6.3.: Density distribution for the number of triangles and quadrangles per
edge for a graph from a planted partition model (500 nodes and 9 clusters). Gray area
under the curve (auc) corresponds to the error made by distinguishing between intra-
/inter-cluster edges using the corresponding feature. While normalization reduces this
error in general, the normalized number of quadrangles discriminates better between
the two edge types.

Using the absolute number of quadrangles poses difficulties when the graph contains
subgroups of different densities. Hence, we normalize this absolute value by putting
it into relation to all edges incident to node u and v.

Figure 6.3 shows the distribution of the number of triangles and quadrangles per
edge for a synthetic graph with 500 nodes and 9 denser subgroups, generated using the
planted partition model (Sect. 6.4). While the triangle feature discriminates better
between intra-/inter-cluster edges using the absolute value, the quadrangle feature
clearly dominates when normalized which becomes more evident by comparing the
gray area under the curve.

Let q(u, v) be the number of quadrangles containing edge {u, v} ∈ E.1 We define
the Quadrilateral edge weight as

Q(u, v) =
q(u, v)√
q(u) · q(v)

with q(v) =
∑

w∈N(v)

q(v, w). (6.2)

We use the geometric mean over the arithmetic mean since it takes the dependency
of two variables into stronger consideration (Hines, 2004). Utilizing Q(u, v) in the
re-weighting step we derive the Quadrilateral embeddedness.

Note that edge-metrics using quadrangles have already been proposed by Auber
et al. (2003) and Radicchi et al. (2004), but are different from our method as they
focus on density. For a comparison of different edge metrics we refer the reader to
Melançon and Sallaberry (2008).

1Note that q(u, v) = en10(u, v) (Chapter 5.3)
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6.2.2 Edge Filtering

Two common approaches to sparsifying a graph G = (V,E, ω) where ω reflects the
embeddedness of an edge are sampling (Benczúr and Karger, 1996; Spielman and Sri-
vastava, 2011) and thresholding (Auber et al., 2003; Nick et al., 2013; Satuluri et al.,
2011). Although sampling can be used for sparsification purposes, the random selec-
tion of edges would make the embeddedness calculation step redundant as it neglects
the edge weights. In contrast, thresholding, i.e., removing all edges below a certain
value θ, guarantees that edges are favored based on their weights and consequently
their structural properties. Recall that it is assumed that edges that are strongly
embedded are more likely to run within cohesive groups. Nevertheless, neither nodal
nor network-wide thresholding can ensure that the backbone remains connected.

While there is generally no necessity for backbones to be connected, loss of this
property would cause problems respective their application as a proxy for the original
graph to draw hairball graphs. This is due to the fact that most drawing algorithms
such as force-directed methods (Kobourov (2013); Chapter 8) cannot put nodes of
different graph components into a meaningful spatial relation, cf. Fig. 6.1(b).

Sparse, connected subgraphs of edges not likely to be between cohesive groups
have been proposed, e.g., by van Ham and Wattenberg (2008) (planar graphs) and
Tumminello et al. (2005) (graph of bounded genus). A minimally connected subgraph
of edges with high weights is a maximum spanning tree (MST) which was proposed
by Mantegna (1999) as a sparsifier. Trees, however, have severe drawbacks: firstly,
they do not maintain any local variation in density and, secondly, they introduce a
subtree ordering ambiguity. While the first also means that arbitrary choices must be
made when edges have equal embeddedness, the second creates a degree of freedom
that is almost as bad as disconnected components.

We combine thresholding (to maintain local variation) with the union of all maxi-
mum spanning trees (UMST ) to maintain connectedness. The UMST does not only
solve the problem of tie breaks, but also reduces the ordering problem by resulting in
higher connectivity (Figs. 6.1(c) to 6.1(f)).

6.3 Computation and Time Complexity

For the asymptotic running time analysis of the Quadrilateral Simmelian Back-
bone computation, we address each of its steps separately. Recall that these steps
are (i) weighting, (ii) re-weighting, and (iii) sparsification using UMST. Note that the
following algorithms can also be used to determine the Triadic Simmelian Backbone
by Nick et al. (2013) by simply replacing the initial edge weight by the number of
triangles an edge is contained in.

Weighting Complexity: The weighting step of the Quadrilateral Simmelian Back-
bone extraction consists of the computation of the Quadrilateral edge weight Q(u, v)
(Equation (6.2)). The computation of Q(u, v) for {u, v} ∈ E requires O(m) time once
q(u) and q(u, v) are determined and calculating q(u) for u ∈ V in turn requires in
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Algorithm 9: Quadrilateral edge weight

Input: Undirected graph G = (V,E)
Output: Edge weights Q(u, v) and T (u, v) = N(u) ∩N(v) for {u, v} ∈ E

1 Calculate q(u, v) and T (u, v) = N(u) ∩N(v) for {u, v} ∈ E using Alg. 7;
2 for u ∈ V do
3 q(u)← 0;
4 for v ∈ N(u) do q(u)← q(u) + q(u, v) ;

5 for {u, v} ∈ E do Q(u, v)← q(u,v)√
q(u)·q(v)

;

total O(m) time given q(u, v). Consequently, the overall weighting complexity is at
least O(m). In Chapter 5.3 we introduced with Alg. 7 an approach that can count
the number of occurrences of an edge in an non-induced C4, i.e., en10(u, v), with com-
plexity O(a(G)m). Since q(u, v) = en10(u, v) it immediately follows that the overall
complexity of the weighting step is in O(a(G)m). The algorithm computing the intial
Quadrilateral edge weight is presented in Alg. 9. Note that the algorithm not only
computes the edge weights, but also calculates for each edge {u, v} ∈ E the set of
common neighbors T (u, v) = N(u) ∩N(v). As listing all triangles can be done while
calculating en10, as shown in the previous chapter, this does not affect the running
time. While storing T (u, v) is not important for the weighting task itself, this allows
us to efficiently compute the maximum prefix Jaccard index as we will show later on.

Re-weighting Complexity: The re-weighting consists of two substeps. In the first
substep the rank of each neighbor v ∈ N(u) for u ∈ V is determined. From the
definition of ru(v) it follows that the ranks of v ∈ N(u) can be computed by initially
sorting N(u) in non-increasing order of the Quadrilateral edge weight ω and then
counting the number of distinct edge weights. Therefore, all ranks can be assigned in
O(m log ∆(G)) using Alg. 10 and if all weights are integers in range [0,O(m)], as it
is the case for the Triadic Simmelian Backbone (Nick et al., 2013), the running time
reduces to O(m).

The second substep determines the Quadrilateral edge embeddedness via the max-
imum prefix Jaccard coefficient (Equation (6.1)). Rewriting Ji(u, v) to the form

Ji(u, v) = |Ti(u,v)|
|Ni(u)|+Ni(v)|−|Ti(u,v)| with Ti(u, v) = Ni(u) ∩Ni(v) we see that in order to

determine Jmax(u, v) only |Ni(u)|, |Ni(v)|, and Ti(u, v) for 0 ≤ i < max{d(u), d(v)}
have to be computed. Although |Ni(u)| and |Ni(v)| can be determined while calcu-
lating Ti(u, v), we opt for outsourcing it to the ranking subroutine, see Alg. 10.

As we compute |Ni(u)| during the ranking step, which does not affect its asymptotic
behavior, we can access |Ni(u)| in constant time. As a consequence all that is needed
to calculate Jmax(u, v) is to determine Ti(u, v) for each 0 ≤ i < max{d(u), d(v)}.
Therefore, let us assume in the following that for each edge {u, v} ∈ E we know
T (u, v). Recall that this is a valid assumption since we compute T (u, v) during the
Quadrilateral edge weight computation, see Alg. 9. Given we computed T (u, v) for
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Algorithm 10: Re-weighting: Ranking

Input: Undirected graph G = (V,E), Quadrilateral edge weight Q
Output: Neighbor ranks ru and si(u) = |Ni(u)| for u ∈ V and 0 ≤ i < d(u)

1 for u ∈ V do
2 sort N(u) = (v1, . . . , vd(u)) in descending order of Q;

3 ru(v1)← 0; s0(u)← 1;
4 for i = 2, . . . , d(u) do
5 if Q(u, vi) = Q(u, vi−1) then ru(vi)← ru(vi−1) ;
6 else ru(vi)← ru(vi−1) + 1;
7 sru(vi) ← i

each edge, the following lemma points us directly to an efficient algorithm for the
computation of the maximum Jaccard coefficient.

Lemma 6.1. Ti(u, v) ⊆ Tj(u, v) for 0 ≤ i < j < max{d(u), d(v)}. Furthermore,
Ti(u, v) 6= Ti−1(u, v) if and only if ∃w ∈ T (u, v) : i = max{ru(w), rv(w)}.

Proof. The correctness of these properties immediately follows from the definition of
Ni(u), Ti(u, v) and T (u, v).

The first property (Lemma 6.1), i.e., Ti(u, v) ⊆ Tj(u, v) tells us that if we know
|Ti(u, v)| it is sufficient to compute |Tj(u, v)\Ti(u, v)| in order to determine |Tj(u, v)|.
Furthermore, the second property shows that if Ti(u, v) \ Ti−1(u, v) 6= ∅, then the
sets differ by {w ∈ T (u, v) : max{ru(w), rv(w)} = i}. Consequently, if we sort
the nodes in T (u, v) in ascending order of their maximum rank respective u and v,
we can iteratively calculate Tk(u, v) for k ∈ {max{ru(w), rv(w)}, w ∈ T (u, v)} and
consequently Jmax(u, v). Note that this implies that we only compute Ti(u, v) for
those ranks where Ti(u, v) differs from Ti−1(u, v), however, the following theorem
shows that this is sufficient to ensure the correctness of our approach.

Theorem 6.2. Ji(u, v) > Jj(u, v) if Ti(u, v) = Tj(u, v) for i < j < max{d(u), d(v)}

Proof. See that from the definition of the ranks and the rank k restricted neighbor-
hood it follows that |Nj(u) ∪ Nj(v)| > |Ni(u) ∪ Nj(u)|. Since Ti(u, v) = Tj(u, v)
implies that |Ti(u, v)| = |Tj(u, v)| it follows that Ji(u, v) > Jj(u, v).

Given T (u, v) is sorted properly, we can compute Jmax(u, v) in Θ(|N(u) ∩ N(v)|)
time which summed over all edges equals three times the number of triangles in
the graph. Consequently, since the number of triangles is bounded by O(a(G)m)
(Chapter 3), computing the maximum prefix Jaccard coefficient takes at least this
time. In the following we show that the required ordering of T (u, v) can also be
computed in O(a(G)m) time.

As our goal is to stay within the bound of O(a(G)m), sorting the common neighbor
sets for each edge {u, v} ∈ E individually cannot be done, as this would require at
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Algorithm 11: Re-weighting: Maximum prefix Jaccard coefficient

Input: Undirected graph G = (V,E), common neighbors
T (u, v) = N(u) ∩N(v), neighbor ranks ru and si(u) = |Ni(u)| for
u ∈ V and 0 ≤ i < d(u)

Output: Quadrilateral edge embeddedness ω = Jmax

1 S ← ∅;
2 for {u, v} ∈ E do
3 ω({u, v})← 0;
4 vis({u, v})← 0;
5 for w ∈ T (u, v) do S ← S ∪ (max{ru(w), rv(w)}, {u, v}) ;

6 sort S in ascending order of the ranks via counting sort;
7 for (rank, {u, v}) ∈ S do
8 vis({u, v})← vis({u, v}) + 1;

9 ω({u, v})← max{ω({u, v}), vis({u,v})
srank(u)+srank(v)

}

least O(a(G)m log ∆(G)) time. Therefore, we propose to create for each w ∈ T (u, v)
a tuple of the form (rank := max{ru(w), rv(w)}, {u, v}). Since the total number of
tuples is bounded by O(a(G)m) and all ranks are integers in range [0,∆(G)), they
can be sorted in ascending order of their ranks in O(a(G)m) time using counting
sort. Given we have ordered these tuples properly, the sorted sets T (u, v) can be
constructed in O(m) time. Consequently, the maximum prefix Jaccard computation
is in O(a(G)m).

The algorithm to compute the maximum prefix Jaccard coefficient in O(a(G)m)
time is presented in Alg. 11. Its correctness immediately follows from Lemma 6.1,
Thm. 6.2, and the explanations given above.

Sparsification Complexity: Recall that the sparsification consists of removing the
lowest x-percent embedded edges, or equivalently, all edges below a given thresh-
old while maintaining connectivity via the UMST. After sorting all edges in non-
increasing order of ω the set of edges contained in the Quadrilateral Simmelian Back-
bone can be calculated in O(mτ(m,n)) using Alg. 12, our adapted version of Kruskal’s
algorithm. Since τ(m,n), the inverse Ackermann function (Cormen et al., 2009), is
practically a small constant, extracting the Quadrilateral Simmelian Backbone re-
quires O(m logm) time given ω.

Finally, by combining the different steps we can compute the Quadrilateral Simmelian
Backbone with a running time in O(m(a(G) + logm)), matching the running time
to extract the Triadic Simmelian Backbone while maintaining connectivity. Before
turning our attention to the evaluation of the effectiveness of the Quadrilateral Sim-
melian Backbone respective its ability to highlight the graph’s group structure, we
will show that this sparsifier indeed can be computed for large graphs. Therefore, we
calculated the Quadrilateral Simmelian Backbone for the Facebook100 dataset (Traud
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Algorithm 12: Sparsification

Input: Undirected Graph G = (V,E), Quadrilateral edge embeddedness
ω : E → R≥0, sparsification ratio s ∈ [0, 1]

Data: Union-Find datastructure
Output: Quadrilateral Simmelian Backbone

1 EUMST ← ∅;
2 partition edges by weight into buckets B1, . . . , Bk;
3 sort buckets by decreasing weight;
4 for i← 1 to k do
5 M ← ∅;
6 foreach e = (u, v) ∈ Bi do
7 if find(u) 6= find(v) then M ←M ∪ {e};
8 foreach e = (u, v) ∈M do union(u, v);
9 EUMST ← EUMST ∪M ;

10 Ethreshold ← {e ∈ E : ω(e) ≥ ω(ed(1−s)|E|e)};
11 Quadrilateral Simmelian Backbone = (V (G), EUMST ∪ Ethreshold))

et al., 2011) which we already used in Chapter 4 and 5 and will introduce in more
detail in the next section.

For the running time measurements we implemented Algorithms 7 and 9 to 12
in Java using Oracle SDK 1.8. For the running time measurement we employed
the System.currentMillis() command with a precision up to 10−9 seconds. The
algorithm was executed on a 64-bit machine with an 3.60GHz quad-core Intel Core i7-
4790 CPU, 32GB RAM, running Ubuntu 14.10. Furthermore, the execution of the
algorithms were forced to a single core dedicated for this task and the reported times
were averaged over 25 repetitions, see Chapter 4.6.2.

The results of these tests are presented in Fig. 6.4 and clearly show the scalability
of our sparsification approach to large graphs. Recall that the arboricity of these
graphs is shown in Fig. 3.1 (Chapter 3).

6.4 Evaluating Methods for Edge Embeddedness

In this section we introduce the datasets and graph models from which we generated
artificial small-world graphs. Then we explain our output quality indicators and the
different edge embeddedness methods to which we compare our Quadrilateral edge
embeddedness. While most of these measures capture the ability of the different
metrics respective the quality of the resulting hairball drawing, we also evaluated
them in terms of their ability to distinguish between inter- and intra-cluster edges.

For each graph and edge embeddedness method, we iteratively increase the sparsi-
fication ratio by 10% and compute the corresponding backbone. For the visualization
of the hairball graphs we use these backbones as a proxy for the original network
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Figure 6.4.: Avg. running times of the Quadrilateral Simmelian Backbone for 100
graphs taken from the the Facebook100 dataset (Traud et al., 2011).

and calculate the layout via stress minimization (Gansner et al. (2004); Chapter 8)
initialized by PivotMDS (Brandes and Pich, 2006) as suggested in (Brandes and Pich,
2008). Stress minimization tries to draw the graph such that the pairwise Euclidean
distance between nodes matches their shortest path distance. As the different back-
bones differ in their edge sets, the resulting layouts will differ as well. Note that
for larger graphs, we recommend the usage of more scalable force-directed layout
methods, see Chapter 8.

6.4.1 Dataset and Models

As real world samples, we use the Facebook100 dataset (Traud et al., 2011) which we
already used in Chapter 4 and 5. Recall that this dataset contains social relations of
100 higher educational institutes in the US and their size vary from 762 to 41K nodes
and from 16K to 1.6M edges. The dataset is directly from Facebook, not sampled,
and thus very complete in terms of capturing the social relations according to a
widely used service at that time. Besides the graphs themselves, this dataset contains
additional attributes. These attributes were obtained from the Facebook profiles and
encompass the gender, expected year of graduation, dormitory, etc., of each user.
Due to incomplete profiles, however, a number of attribute values are missing. We
will use the dormitory attribute for our evaluation, because it has been argued to be
important for the creation of social relations in many of the networks (Traud et al.,
2011).

In spite of a strong empirical association with homophilous attribute values, no
ground-truth group structure is available for Facebook networks. Therefore, we gen-
erated artificial networks that represent the idealized version of multi-core networks,
considered in this application, using the planted partition model (McSherry, 2001).
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Additionally, we consider single-centered core-periphery networks; a different type
of small-world graphs. The low variation in local density, compared to the multi-core
networks, and rather consistent increase of density towards the center usually does
not allow for identification of other subgroups than the core or periphery. We used
artificial core-periphery networks based on threshold graphs (Mahadev and Peled,
1995) as well as the world trade network (Subramanian and Wei, 2007) as a real
world example.

Planted Partition Model: A simple model generating random graphs with cohe-
sive groups that are connected into a small-world is the planted partition model
(PPM) (McSherry, 2001). Let C = {C1, . . . , Ck} be a partition of V for a graph
G = (V,E). Then C is called a clustering of G with class c(v) ∈ C for a node v ∈ V .
The probability of an edge (u, v) is pin if c(u) = c(v) and pout if c(u) 6= c(v).

We generated 50 graphs from a PPM with 500 nodes, k = 9, pin = 0.3, and
pout = 0.01. On top of that, we ran a random noise model with pin = pout = 0.1 to
obfuscate the underlying group structure. The resulting graphs are very dense, have
a low diameter, and are real hairballs without any visible structure when laid out
using force-directed methods. The presented results of our model are averaged over
these 50 samples.

Threshold Graphs: A threshold graph G = (V,E) can be defined by assigning non-
negative real weights xi to each node i ∈ V and forming an edge for any pair of nodes
{i, j} for which xi + xj > θ holds for some threshold θ.

We generated threshold graphs by assigning an uniformly distributed binary value
at random bi ∈ {0, 1} to each node vi ∈ V and construct G by repeatedly adding
an isolated node vi and connecting it with all previously added nodes if bi = 1. The
node set can be split into a core (bi = 1) and a periphery set (bi = 0). We set
b|V | = 1 to ensure that the resulting graph is connected and define the core size to

be 4
10 |V | =

∑
i∈V bi, see Fig. 6.11(c) for an example with 500 nodes. Since we do not

want to have a perfect threshold graph, we only keep each edge with a probability of
80%.

6.4.2 Edge Embeddedness Methods

We compare different methods which assign a weight ω : E → R≥0 to each edge e =
{u, v} ∈ E describing its embeddedness. All these methods are then extended using
our UMST approach to guarantee connectivity such that a layout can be computed
from the resulting graph. We use the following approaches to assign a weight to the
edges.

Random: Assigns uniform random weights, as base line.

Jaccard: Jaccard coefficient, |N(u)∩N(v)|
|N(u)∪N(v)| , as proposed by Satuluri et al. (2011).

Triadic: Triadic Simmelian Backbone, as proposed by Nick et al. (2013).

Quadrilateral: Our Quadrilateral Simmelian Backbone (Sect. 6.2.1).
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Figure 6.5.: Layout error of different edge embedding methods combined with UMST
for a real world network (b) and a synthetic network (c). In (a) the layout error for
a single point of the line chart in (b) is presented.

Density: Metric by Auber et al. (2003) accumulating densities of different subgroups
in the local neighborhood.

Ground Truth: Knowledge of class membership in the synthetic network is used
to assign a low value directly to inter-cluster edges and a high value to intra-cluster
edges.

6.4.3 Quality Metrics

In contrast to the synthetic networks there is no ground truth available for the Face-
book networks. This makes it hard to evaluate outcomes of the different methods.
Nevertheless, it was found that for many of the Facebook networks, the housing struc-
ture (dormitory attribute) is highly relevant for the underlying formation of social
relations (Nick et al., 2013; Traud et al., 2011). We therefore use the dormitory
attribute as a reference for evaluation.

Assume that we know the ground truth, meaning the class membership c(v) of each
node. A perfect algorithm, for example, would first remove all inter-cluster edges
before starting to remove intra-cluster edges while obeying the required sparsification
ratio. Since inter-cluster edges are removed prior, this increases the ratio between
intra-cluster or homophily edges and the total number of edges.

If the edge embeddedness methods perform similar to this, the ratio of homophily
edges

homophily(G) =
#homophily edges

#homophily edges + #heterophily edges

should increase monotonically while gradually removing edges from the network ac-
cording to their weight. Edges for which the class membership (attribute) of at least
one node is missing are neglected in this analysis.
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axis). Overall Quadrilateral performs better than the others.
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Figure 6.7.: Dormitory-homophily of different backbones with sparsification ratio
70% (y-axis), compared to the homophily in the original network (x-axis) for all
Facebook100 networks. Points above/below the dashed line indicate homophily in-
crease/decrease respective the original network. Triadic and Quadrilateral homophily
values for corresponding networks have been connected by colored segments compar-
ing their performance.

Additionally, we would like to see how well this class membership is reflected in the
layouts. Node pairs of the same class should have a small Euclidean distance, while
pairs of different classes should have a large Euclidean distance. Looking at the curve
of the Euclidean distance distribution of the intra-cluster and inter-cluster node pairs
in Fig. 6.5(a), we define the layout error as the intersection area of these two curves.
The layout error can also be interpreted as the percentage of node pairs for which
it is not clear whether or not they are in the same cluster based on the Euclidean
distance. Since the computation of this quality metric is very time intensive, it was
not feasible to analyze all Facebook100 graphs with it.

6.4.4 Results and Discussion

An interesting observation from Fig. 6.6 is that Jaccard and Triadic perform very
similar for most Facebook networks. Our method (Quadrilateral) clearly manages
to distinguish between the different types of edges better than the other methods,
especially in earlier phases of the sparsification.

For all 100 Facebook networks, the difference in homophily between Triadic and
Quadrilateral is shown by the length of a vertical segment in Fig. 6.7.

87



Chapter 6. Quadrilateral Simmelian Backbone
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Figure 6.8.: Layout error of Facebook networks w.r.t. the dormitory attribute. While
the improvement for Pepperdine86 and Vassar85 is not clear, the layout is strongly
improved for the networks with high homophily (Rice31 and Smith60 ).

While both approaches increase the percentage of homophily edges (all segments
above the diagonal dashed line), Quadrilateral clearly performs better, especially for
networks with a higher percentage of homophily edges.

Although the homophily of Jaccard and Quadrilateral is nearly the same for the
second last step of the Caltech36 network (Fig. 6.6(b)), the Quadrilateral embedding
creates the superior layout, as can be seen by the lower layout error in Fig. 6.5(b)
or the drawings in Figs. 6.1(d) and 6.1(e). Furthermore, for the synthetic networks
(PPM), Quadrilateral comes very close to the ground truth (Fig. 6.5(c)).

Figure 6.8 shows the layout error for four Facebook networks and the three best
performing edge metrics (according to homophily). The layout clearly improves for
the Rice and Smith network, but not much for the other two. One possible explanation
for this could be that the dormitory attribute is not the explanatory variable for the
formation of social relations in these two networks. Other attributes, as the expected
year of graduation, can also explain parts of the revealed group structure, as can be
seen in Fig. 6.9 for the Pepperdine86 network.

One can also observe in the final drawings that Jaccard keeps the clusters connected
to a single center in multiple radial layers, while Quadrilateral expands the clusters
more clearly, see Figs. 6.12 and 6.13.

The effectiveness of our layout quality metric is substantiated by the drawings in
Figs. 6.1(c) and 6.1(d). In the latter, many clusters, such as light green and light
blue, are visible more clearly. For the synthetic networks, Quadrilateral comes very
close to the ground truth in terms of layout error (Fig. 6.5(c)). This finding is also
supported by the drawings (Fig. 6.10) of a synthetic network.
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6.4. Evaluating Methods for Edge Embeddedness

Figure 6.9.: Drawing of the Pepperdine86 network. The year attribute is mapped
to node color using interpolation (blue-white-red). Nodes with missing values are
colored gray.

For the threshold graph, Jaccard performs slightly better than Quadrilateral ac-
cording to homophily, cf. Fig. 6.11(a), but the layout error is nearly the same, see
Fig. 6.11(b). The increase of the layout error for less than 50% remaining edges can
be explained by the skewed elliptic core shape (Figs. 6.11(e) and 6.11(f)) which is
a characteristic of the threshold graph structure. The backbone layout of the world
trade network can be seen in Fig. 6.14. The core, mostly consisting of the countries
with a large GDP, is separated from the periphery, based on the network structure
only.

However, besides separating the core from the periphery our backbone approach is
of limited use for these types of networks, as the low structural variation within the
core does not allow further disassembly.
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Chapter 6. Quadrilateral Simmelian Backbone

(a) Density (Auber et al.,
2003)

(b) original network
(hairball)

(c) Jaccard (Satuluri et al.,
2011)

(d) Triadic Simmelian Backbone (Nick
et al., 2013)

(e) Quadrilateral Simmelian
Backbone (our approach)

Figure 6.10.: Backbone layouts of the same synthetic network determined by dif-
ferent edge embeddedness methods combined with UMST (20% remaining edges).
Colors encode groups – ground truth, but have not been utilized by any of the meth-
ods.

6.5 Conclusion

Adopting the approach by Nick et al. (2013), we proposed the Quadrilateral Sim-
melian Backbone, a sparsification approach based on the embeddeddness of an edge,
to amplify the group structure in a graph. Based on the algorithms presented in
Chapter 3 and 5 we introduced algorithms for its computation in O(m(a(G)+logm))
time.

In an extensive evaluation with empirical and generated networks, we showed that
our novel metric manages to reveal relations deeply embedded in latent primary
groups better than previous approaches. In the resulting drawings of hairball graphs,
such groups are separated from each other, but still positioned in their global context,
not least due to the use of the UMST. For the Facebook100 dataset, average distances
increased from about 3 in the original friendship networks to about 14 in the back-
bone thereby easing the layout task for force-directed algorithms. Besides proving
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Figure 6.11.: Threshold graph with extreme core-periphery structure (yellow-red).
Untangling the hairball stretches the core due to the skewed connectivity of the pe-
riphery. Layout error increases due to skewed elliptic core shape.

useful in the context of graph drawing our experiments showed that the Quadrilat-
eral embeddeddness measure is very well-suited to increase homophily. Thus, it is
likely that the Quadrilateral Simmelian Backbone is useful as a preprocessing step
for graph clustering algorithms.

Although our approach separates the core from the periphery in core-periphery
networks, the drawings obtained for single-centered networks are rather inappropriate.
By design, our technique appears to be best suited for small-world networks with
multiple centers. While these are common, especially in social media, it would be
interesting to identify variants for core-periphery and hierarchically clustered graphs.
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Chapter 6. Quadrilateral Simmelian Backbone

(a) Jaccard (Satuluri et al., 2011) with UMST

(b) Quadrilateral Simmelian Backbone with UMST

Figure 6.12.: Drawings of Rice31 from the Facebook100 dataset with 4083 nodes and
10% of the 184K edges, using different edge embeddedness methods. Color encodes
dormitory attribute, but has not been utilized by the drawing algorithm.
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(a) Jaccard (Satuluri et al., 2011) with UMST

(b) Quadrilateral Simmelian Backbone with UMST

Figure 6.13.: Drawings of Smith60 from the Facebook100 dataset with 2970 nodes
and 10% of the 97K edges, using different edge embeddedness methods. Color encodes
dormitory attribute, but has not been utilized by the drawing algorithm.
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Chapter 7. Visualizing Hairballs by Adaptive Filtering

Automatic 
selection

Force-directed
layout

Input Graph Structural embeddedness
edge metric Edge filtering

Maintain connectivity
UMST

Simplified
graph

Backbone approach

Analyze possible
thresholds User threshold

Force-directed
layout

Figure 7.1.: The work flow of the backbone approach (Chapter 6) is extended by
a routine which analyzes all possible threshold parameters with respect to the group
structure. This allows to point out interesting thresholds to the user as well as a fully
automatic selection of this parameter.

7.1 Introduction

In the previous chapter we have seen that backbones, i.e., sparsifiers based on the
embeddedness of an edge, are particularly useful for enabling standard force-directed
methods to emphasize the group structure in drawings of small-world graphs. Our
experiments also revealed that different sparsification ratios, i.e., thresholds, yield
backbones of varying quality respective the homophily ratio and layout quality. In
this context, layout quality refers to the ease of discovering and visually exploring
the cohesive groups and their relation among one another in the graph, an important
task in social network analysis (McGrath et al., 1996).

The major problem here is that a small difference in the threshold value might
already change the layout completely. Consequently, quantifying the influence of the
sparsification parameter on the final drawing is hard to describe analytically. Hence
the optimal threshold, which most prominently emphasizes the group structure of the
graph and in the layout, typically has to be found individually for each input instance
on a trial and error basis. Although the Quadrilateral Simmelian Backbone can be
efficiently computed, as shown in the previous chapter, trying out various thresholds
to find the best one is a time consuming task, not least since force-directed layout
algorithms are typically costly, see Chapter 8.

We therefore propose a preprocessing technique which adaptively determines the
threshold value for which the group structure is most evident in the graph as well as
in the layout (as indicated by our experiments), see Fig. 7.1. To find this parameter,
our technique quantifies for each possible threshold value the quality of the inherent
groups in the resulting backbone using the clustering coefficient (Watts and Strogatz,
1998).

Contribution. We here propose a novel approach to quantifying the impact of ev-
ery single threshold on the group structure of the backbone by using the clustering
coefficient. While computing the clustering coefficient for a single backbone requires
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O(a(G)m) time, we present an efficient dynamic algorithm (under edge deletion)
within the same time bound that calculates this value for a series of backbones of
differing sparsification ratios of the same input graph given edges are sorted accord-
ing to their embeddedness. In addition, we show by extensive experimentations the
effectiveness of our approach on a number of real-world as well as synthetic graphs.

While our preprocessing technique can be applied to any kind of backbone, for our
experiments we make use of the Quadrilateral Simmelian Backbone as the results
presented in the previous chapter clearly show its superiority over other backbone
approaches.

We start by explaining our proposed quantification measure for the adaptive filtering.
Thereafter, in Sect. 7.3, we first evaluate the quality of this measure respective its
sensibility to find the backbone where the group structure is most evident, and then
investigate its influence on the graph layout. Sect. 7.4 summarizes our results.

7.2 Adaptive Filtering using the Clustering Coefficient

In this section, our goal is to quantify the structural degree of clusterability in a
backbone which should serve as an indicator of how clear the group structure in this
backbone is. This quantification then allows for visual support for manual selection
and a fully automatic threshold parameter extraction. However, instead of performing
clustering by choosing among the vast amount of existing methods (Fortunato, 2010;
Schaeffer, 2007) to quantify the degree of clusterability, we measure an often observed
side effect of clusters in graphs, namely a high average clustering coefficient (Watts
and Strogatz, 1998).

In a series of backbones, with varying sparsification parameter, the main assump-
tion is that a backbone with a high clustering coefficient is more likely to contain
cohesive groups than a backbone with a low clustering coefficient. If the quantifi-
cation using the clustering coefficient is effective, its highest value should point us
to the sparsification parameter for which the resulting backbone is most similar to
a predefined cluster graph (Shamir et al., 2004) representing the underlying group
structure.

More precisely, we use the phi coefficient as a similarity measure to evaluate the
effectiveness of the clustering coefficient. The phi coefficient can be understood as
a correlation measure between the entries of two matrices, where the first matrix is
the adjacency matrix of the backbone graph and the second one is the block matrix
of a given cluster structure. Figure 7.2 gives an overview of the overall process and
shows the clustering and phi coefficient for a synthetic network with a planted parti-
tion, together with four drawings of backbones with varying sparsification thresholds
(Figs. 7.2(b) to 7.2(e)).

Since Fig. 7.2 gives clear support that the clustering coefficient can indeed be used
as an indicator for the cluster structure and points us to the sparsification parameter
which is very likely to emphasize the grouping information, we show in the following
how it can be efficiently determined for a series of backbones.
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(a) Clustering effect measured by clustering coefficient (top) and similarity of backbone to
the ground truth community (bottom) for different sparsification parameters (x-axis).

(b) 100% (c) 34% (d) 25% (e) 5%

Figure 7.2.: Evaluating the effectiveness of clustering coefficient on Quadrilateral
Simmelian Backbone for a synthetic network with a hidden group structure. Highest
clustering coefficient (a) denotes the parameter, where the groups just start breaking
apart (d) which is also the point where the resulting backbone is most similar to
the ground-truth cluster graph. Filtering beyond this point removes more and more
intra-cluster edges and destroys the relative positioning of the groups (e).

Dynamic Clustering Coefficient Computation

The local clustering coefficient measures for a node v ∈ V how close its neighbors are
to forming a clique and is defined as follows:

C(v) =
t(v)(
d(v)
2

) , (7.1)

with t(v) = |
(
N(v)
2

)
∩ E| being the number of closed triads, i.e., triangles, containing

v and
(
d(v)
2

)
being the maximum number of potential triangles containing v. For

d(v) ≤ 1 we define the clustering coefficient to be zero which punishes peripheral
degree one nodes. The (global or average) clustering coefficient is then defined as

C(G) =
1

|V |
∑
v∈V

C(v).

98



7.2. Adaptive Filtering using the Clustering Coefficient

As the most expensive part of computing the clustering coefficient of a graph is
the counting of its triangles, it can be determined in O(a(G)m) time using Alg. 2.
Consequently, to compute the clustering coefficient for a series of backbones, we
could apply this technique to each backbone individually. The overall complexity
of this approach is in O(a(G)m2) since the total number of backbones of a given
input graph is bounded by O(m). However, this running time can be reduced to
O(m(a(G) + logm)) by calculating C(G) and iteratively updating this value while
successively deleting edges from G, as we will show next.

Let ω : E → R≥0 be the edge weight reflecting a structural edge embeddedness,
W = {ω(e) : e ∈ E} the set of possible edge weights, and Gz with z ∈ W denote the
resulting backbone according to Chapter 6.2. Recall that Gz contains all edges with
ω(e) > z and in addition edges from the UMST to ensure connectivity. However, as
these additional edges very likely affect the clustering coefficient adversely as they
are typically not contained in any triangle, we ignore these edges for the calculation
of C(Gz). As ignoring these edges can be operationalized by removing them from
Gz and by definition it holds that E(Gj) ⊆ E(Gi) for i < j, we can calculate the
clustering coefficient for a series of backbones by successively removing all edges from
the graph in non-decreasing order of ω. This implies that we have to compute m
distinct clustering coefficients rather than |W |. However, as we are removing one
edge at a time it is possible to update the clustering coefficient with comparably
small effort. The algorithm carrying out these updates is presented in Alg. 13.

Theorem 7.1. Alg. 13 correctly calculates the clustering coefficient for a series of
backbones

Proof. From the definition of the clustering coefficient it follows that C and conse-
quently C0 is correct for the initial graph, i.e., C0 = C(G). Furthermore, since we
process all edges in non-decreasing order of ω, it is ensured that we calculate the
clustering coefficient for all possible backbones.

It remains to show that after each edge deletion, we update the affected summands,
i.e., local clustering coefficients, of C, and hence C itself, correctly. Thus, it suffices
to show that the local clustering coefficient for u, v, and their common neighbors is
properly updated, as by definition, see Equation (7.1), these are the only nodes whose
value is affected by the removal of edge e = {u, v}. Since the removal of e reduces
the number of triangles u and v are contained in by |T [e]|, we need to reduce t[u]
and t[v] by exactly this value. Furthermore, since we also decrease d[u] and d[v] it
follows that c[u] and c[v] are correctly updated. In addition each common neighbor w
of u and v loses exactly one triangle, hence t[w] has to be reduced by one (Line 16).
By removing v and u from the respective sets of common neighbors T [{u,w}] and
T [{v, w}], we ensure that this triangle will never be considered again. Finally, as the
degree of w does not change due to the removal of e, it follows that c[w] is correctly
updated. Since c[v] is correct for all v ∈ V in the beginning of each iteration of the
loop starting in Line 8 and, as we just showed, also at its end, it follows that we
update C correctly.
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Algorithm 13: Computation of the Clustering Coefficient for all possible fil-
tering parameters

Input: Graph G = (V,E) with n = |V |, m = |E|,
and edge embeddedness ω : E → R≥0 with k distinct values.

Data: T [{u, v}] = N(u) ∩N(v): set of common neighbors of u and v,
d[v] : degree of node v,
t[v] : number of triangles containing node v

Output: Clustering coefficient Ci for backbones i = 0, . . . , k
1 Calculate t[v]v∈V and T [e]e∈E ← via Alg. 2 (Chapter 3);

2 for v ∈ V do c[v]← t[v]/
(
d[v]
2

)
;

3 C ←
∑

v∈V c[v];
4 C0 = 1

nC;
5 partition edges by weight into buckets B1, . . . , Bk;
6 sort buckets by non-decreasing weight ω;
7 for i← 1 to k do
8 foreach e = {u, v} ∈ Bi do

// remove contribution of e from triangle statistics

9 C ← C − (c[u] + c[v]);
10 t[u]← t[u]− |T [e]|; t[v]← t[v]− |T [e]|;
11 d[u]← d[u]− 1; d[v]← d[v]− 1;

12 c[u]← t[u]/
(
d[u]
2

)
; c[v]← t[v]/

(
d[v]
2

)
;

13 C ← C + (c[u] + c[v]);
14 foreach w ∈ T [e] do
15 C ← C − c[w];
16 t[w]← t[w]− 1;

17 c[w]← t[w]/
(
d[w]
2

)
;

18 C ← C + c[w];
19 T [{u,w}]← T [{u,w}] \ v; T [{v, w}]← T [{v, w}] \ u;

20 Ci ← 1
nC;

Theorem 7.2. Alg. 13 calculates the clustering coefficient for a series of backbones
in O(m(a(G) + logm)) time.

Proof. The running time of the first part of Alg. 13 is dominated by the triangle
listing (O(a(G)m)) and sorting routine (O(m logm)). In the second for-loop, each
triangle is processed exactly once, and the required updates need constant time.
Since there can be at most O(a(G)m) triangles, the total runtime of Alg. 13 is in
O(m(a(G) + logm)).

Note that Sun et al. (2009) also present an update scheme for the clustering coeffi-
cient. In their work the authors claim that they can update the clustering coefficient
after a single edge deletion in O(〈d〉) with 〈d〉 being the average degree of the graph.

100



7.3. Evaluating the Effectiveness

1

2

3

4

6

5

7

X =


1 1 0 1 0 0 0
1 1 1 1 0 0 0
0 1 1 1 0 1 0
1 1 1 1 0 0 0
0 0 0 0 1 1 1
0 0 1 0 1 1 1
0 0 0 0 1 1 1

 Y =


1 1 1 1 0 0 0
1 1 1 1 0 0 0
1 1 1 1 0 0 0
1 1 1 1 0 0 0
0 0 0 0 1 1 1
0 0 0 0 1 1 1
0 0 0 0 1 1 1


Figure 7.3.: The graph G on the left is similar to a perfect partitioning (node
colors), as indicated by the high similarity between G’s adjacency matrix X and
the block structure of the perfect partitioning Y : φ(X,Y ) = (23 · 22 − 2 ·
2)/
√

(23 + 2)(2 + 22)(23 + 2)(2 + 22) = 0.84.

Considering that a single edge deletion can require up to n updates of the local
clustering coefficient, it is not clear to us how the authors can achieve this running
time.

7.3 Evaluating the Effectiveness

The sparsification of the original graph results in various backbones, based on the
chosen sparsification value. For each of these backbones, we want to quantify how
similar its structure is to a given set of inherent clusters.

Modularity is often used for cluster quality assessment, but we do not use it due to
its counterintuitive behavior. Even for a perfect partitioning of a graph, consisting
only of cliques as connected components, modularity can vary and differ a lot from
the optimal value of 1. We refer the reader to (Brandes et al., 2007) and (Freeman,
2011) for a more extensive discussion on this behavior.

Instead, we measure the similarity of a backbone graph with respect to a per-
fect partitioning, consisting of disconnected cliques, using the phi coefficient on the
corresponding adjacency matrices. The phi coefficient is a variation of Pearson’s cor-
relation coefficient, when applied on binary variables (Chedzoy, 2004). Freeman also
calls it Borgatti’s η (Freeman, 2011).

The intuitive interpretation is that its value is large if a graph is similar to a
given perfect partitioning, and small (towards 0) if the graph is dissimilar to this
partitioning.

Since the pairwise shortest path distances are translated to Euclidean distances by
the force-directed layout, we compute the average pairwise shortest path distance to
quantify the expansion of the graph for a specific parameter. In addition to that, we
evaluate the influence of the threshold value on the final layout using the negated
average neighbor distance in the Euclidean space as a local compactness measure.
If the cluster structure is prominent for a specific backbone, then the local layout
compactness should be high.

We now define the phi coefficient more precisely and also give a concrete example.
After that we introduce the dataset and graph models used in our experiments before
finally discussing the results.
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7.3.1 Phi Coefficient

For a backbone graph G′ = {V,E′} with E′ ⊆ E and a partitioning C = {C1, . . . , Ck}
of V , let C(v) ∈ C denote the cluster of v ∈ V . Further, let X be the adjacency matrix
of G′:

xij =

{
1 if {i, j} ∈ E′ or i = j

0 otherwise

and Y the adjacency matrix of the perfect graph on that partitioning

yij =

{
1 if C(i) = C(j)
0 otherwise

Loops are not important here, as long as their existence or absence is defined consis-
tently for X and Y . Since we are only interested in binary values for a node pair, the
Pearson correlation reduces to the phi coefficient which is defined as follows:

φ(X,Y ) =
ad− bc√

(a+ b)(c+ d)(a+ c)(b+ d)

where a, b, c, and d represent the frequencies of observation, derived from the 2x2
contingency table:

Yij

1 0

Xij
1 a b

0 c d

An example of a similarity between a graph and a perfect partitioning is given in
Fig. 7.3.

7.3.2 Dataset and Models

For the evaluation we use the networks from the Facebook100 dataset (Traud et al.,
2011) which we already introduced in detail in Chapter 6.4. For the evaluation using
the phi coefficient we use the dormitory attribute as the partitioning C. While the
backbone and clustering coefficient computation consider all nodes of the graph, nodes
with a missing dormitory value are ignored when computing the phi coefficient. Thus,
a high amount of missing values can bias the phi coefficient as an evaluation criterion.

For this reason, we additionally generated artificial networks with a predefined
ground-truth group structure using the planted partition model (McSherry, 2001)
(PPM ) as described in Chapter 6.4, and the model by Lancichinetti et al. (2008)
(LFR).
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Figure 7.4.: Phi vs. maximum clustering coefficient over all possible sparsification
ratios for the Facebook100 networks and PPM500. Labeled networks were chosen for
further analysis.

7.3.3 Results and Discussion

First, we discuss the usefulness of the clustering coefficient as a proxy for the phi
coefficient. Then we evaluate whether this behavior is also reflected in the final
layout by looking at the local layout compactness.

The results of the experiments are two curves for each network, similar to those in
Fig. 7.2(a). Going from the left to the right, more and more edges are removed ac-
cording to the embeddedness measure. These curves typically have one apex. Fig. 7.4
shows the clustering and phi coefficient value of these apexes against each other.

Rather than showing the results for all Facebook100 networks, we restrict ourselves
to those eleven carrying name labels in Fig. 7.4. The selection criterion was coverage
of different regions, reflecting various properties of the networks.

Figure 7.5 shows the curves of the clustering and phi coefficients for the selected
networks. Maxima are highlighted with a dashed line. Note that the shape of the
clustering coefficient curves is likely to be related to the re-weighting step of the
Quadrilateral Simmelian Backbone since the (maximum prefix) Jaccard coefficient in
a certain way measures a similar property as the clustering coefficient.

For the PPM500 network the peak of the clustering coefficient is extremely close
to the peak of the phi coefficient, whereas a higher threshold would start to thin out
the clusters. If the phi coefficient is high, e.g., for Auburn71, Caltech36, Lehigh96, or
Smith60, then the two maxima tend to be close to each other. This means that the
maximum clustering coefficient points us to the filtering value for which the density
is highest for the inherent clusters. Auburn71 is slightly different compared to the
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Figure 7.5.: Phi and clustering coefficient along the sparsification ratio for various
networks (Facebook100+PPM500 ). Peak positions are very close if the phi coefficient
is high.

other networks, as its phi coefficient is larger than the clustering coefficient on the
first half. Looking at Fig. 7.4, we can see that 80% of its edges have missing values for
the dormitory attribute of the corresponding nodes. While the clustering coefficient
considers all nodes of the network, the phi coefficient has to ignore the ones with
missing values since no partition is known for them. Knowledge of these missing
values, hence, might change the shape of the curve.

We can see that for many of the other networks, the phi coefficient does not increase
which might indicate that the dormitories are not an explanatory variable for the
inherent groups. However, there is a clear peak for the clustering coefficient, allowing
us to identify an important global aspect of the inherent group structure.

We also experimented with many weighted variants of the clustering coefficient
as, e.g., discussed by Opsahl and Panzarasa (2009), however, we did not see an
improvement of accuracy over the unweighted one. The results were comparable. We
expect other variants, like the transitive ratio (Luce and Perry, 1949; Wasserman and
Faust, 1994), i.e., number of triangles in the network divided by the number of triples,
to work too.

Using the graph model of Lancichinetti et al. (2008), we generated networks with
a ground-truth community structure.1 We varied the mixing parameter µ from 0.1
to 0.8 in 0.05 increments which increases the underlying noise and blurs the group
structure increasingly. Our practical experience using this model is that the group
structure is hardly existent anymore if the mixing parameter exceeds 0.6. Figure 7.6

1LFR parameters: -N 2000 -k 30 -maxk 200 -minc 10 -maxc 60 -t1 2 -t2 1 -on 0 -om 0
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Figure 7.6.: Graphs with ground-truth community structure and varying noise level
based on the LFR model (Lancichinetti et al., 2008). Selecting the sparsification ratio
based on maximum clustering coefficient gives nearly the same results as using the
phi coefficient on the ground-truth.

shows that the maximum clustering coefficient suggests nearly the same sparsification
ratio as the maximum phi coefficient using the ground-truth information.

This means that the maximum clustering coefficient is a good proxy to identify
the sparsification threshold for which the group structure is most prominent in the
resulting backbone.

Filtering Value

An interesting observation can be made when looking at the threshold filtering value
of the Quadrilateral Simmelian Backbone for which the clustering coefficient is max-
imal (Fig. 7.7). One can clearly see a grouping of the Facebook100 networks around
three different threshold values. This suggests that the local community structure is
similar in these networks and that the density decay between different communities in
a network is consistent (within these groups). It would also be interesting to find out
the size of the communities and see if they correlate with these groups. Additional
analyses using more information of the institutions, e.g., infrastructural properties,
might give further understanding for this observed effect.

Layout Quality

For the smaller graphs we computed the force-directed layout for various filtering val-
ues and evaluated the local compactness of each layout (Fig. 7.8). One can observe
that the local compactness curve is very similar to the curve of the clustering coeffi-
cient. Recall that a high compactness indicates that the neighbors of a node in the
graph are very close to this node in the layout. Considering the fact that the layout
is actually expanding, as denoted by the monotonically increasing average shortest
path curve (Fig. 7.8 top), this means that the underlying clusters are getting more
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Figure 7.7.: Maximum clustering coefficient and its filtering value (Quadrilateral
Simmelian) for Facebook100+PPM500. Grouping around three threshold values in-
dicates similar density decay among different inherent communities.

and more compact in the layout as we approach the optimal clustering coefficient
parameter.

To see the impact of our adaptive filtering on graphs with a very clear cluster
structure, we apply our approach to the PPM500 (25%) graph (Fig. 7.2(d)). Its
curve of the clustering coefficient in Fig. 7.8 shows that the group structure would be
destroyed if many edges are removed. This indicates that the Quadrilateral Simmelian
Backbone using adaptive filtering can be applied even on non-hairball graphs, leaving
graphs with a clear group structure mostly as they are.

Drawings

Looking at the resulting backbone drawings in Fig. 7.9, various clusters can be distin-
guished. Emphasizing the local density in networks with the backbone layout allows
us to get insights about the local graph structure in the global context of the graph.
The backbone drawings indicate that:

• Many strong communities exist.

• Communities are often highly overlapping.

• Many nodes are not well integrated in the strong communities.

A graph clustering (or community detection) method following these suggestions
should thus focus on strong, possibly overlapping communities together with a set
of nodes which are not part of these strong communities. Of course these nodes
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Figure 7.8.: Networks generally have a sweet spot at which pairwise distances (gray
curve) are increased but where the groups (blue curve) are compact, as indicated by
the clustering coefficient (red curve).

could be assigned to their closest community on demand, e.g., if it is required by the
application.

The only exception among the analyzed networks is Harvard1, where no local clus-
ters are visible in the drawing, see Fig. 7.9(d). Its bordering position among the
Facebook networks in Fig. 7.7 indicates that it has different structural properties
compared to the other selected networks. This might be a consequence of Harvard’s
housing policy which offers students a dorm room only in their first year.

Note that the backbone with the maximum clustering coefficient emphasizes the
group structure in its global context. It might be necessary to filter out more edges
to observe the finer structure of the inherent groups.

7.4 Conclusion

We proposed the use of the clustering coefficient to quantify the influence of spar-
sification ratios on the backbone approach in terms of the cluster structure. The
experimental evaluation using real-world and synthetic networks confirms its effec-
tiveness when applied to the Quadrilateral Simmelian Backbone, and the results are
likely to extend to other density based backbones as well.

In addition to this evaluation we proposed with Alg. 13 an approach to efficiently
compute the clustering coefficient for every possible threshold value in O(m(a(G) +
logm)) time. This is especially useful when exploring and visualizing large networks,
where the selection of an appropriate sparsification level on a trial-and-error basis is
very cumbersome due to time-intensive layout recomputations.

While both the layout metric and visual inspection of drawings suggest that clusters
are indeed clearly pronounced, a detailed user study along the lines of (McGrath et al.,
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1996) would have to show how significant this visual effect is for specific tasks such
as cluster selection.

In Chapter 6 we showed that the Quadrilateral Simmelian Backbone is very useful to
enable force-directed methods to create drawings highlighting the graph’s underlying
group structure which otherwise would lack variation in local structure. Furthermore,
we here showed that our adaptive filtering technique allows us to automatically extract
the backbone for which the group structure is most prominent. While this automatic
Quadrilateral Simmelian Backbone extraction is applicable to large graphs, most
force-directed layout techniques are not due to their running time or space constraints.
In the following chapter we therefore present a sparsifier specifically designed for a
particular force-directed technique to allow for scalability while yielding drawings of
approximately the same quality.
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(a) Auburn71, |V | = 18k, E| = 900k (b) Caltech36, |V | = 762, E| = 16k

(c) Duke14, |V | = 10k, E| = 500k (d) Harvard1, |V | = 15k, E| = 800k

(e) Lehigh96, |V | = 5k, E| = 200k (f) Rice31, |V | = 4k, E| = 184k

Figure 7.9.: Drawings of networks from the Facebook100 dataset. Left: Original
force-directed layout, Right: Force-directed layout with our automatic filtering on the
Quadrilateral Simmelian Backbone.
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(g) Smith60, |V | = 3k, E| = 97k (h) UCSC68, |V | = 9k, E| = 224k

(i) Vassar85, |V | = 3k, E| = 120k (j) Wake73, |V | = 5k, E| = 280k

(k) WashU32, |V | = 8k, E| = 367k (l) William77, |V | = 6k, E| = 266k

Figure 7.9. (cont.): Drawings of networks from the Facebook100 dataset. Left:
Original force-directed layout, Right: Force-directed layout with our automatic filter-
ing on the Quadrilateral Simmelian Backbone.
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Chapter 8. Sparse Stress Minimization

8.1 Introduction

There are two main variants of force-directed layout methods, expressed either in
terms of forces to balance or an energy function to minimize (Brandes, 1999; Kobourov,
2013). For convenience, we refer to the former as spring embedders and to the latter
as multidimensional scaling (MDS) methods.

Force-directed layout methods are in wide-spread use and of high practical signif-
icance, but their scalability is a recurring issue. Besides investigations into adapta-
tion, robustness, and flexibility, much research has therefore been devoted to speed-
up methods (Hu and Shi, 2015). These efforts address e.g., the speed of convergence
(Frick et al., 1994; Fruchterman and Reingold, 1991) or the time per iteration (Barnes
and Hut, 1986; Greengard, 1988). Generally speaking, the most scalable methods are
based on multi-level techniques (Gajer et al., 2000; Hachul and Jünger, 2004; Hu,
2005; Walshaw, 2003).

Experiments (Brandes and Pich, 2008) suggest that minimization of the stress
function (McGee, 1966)

s(X) =
∑
i<j

wij(||Xi −Xj || − dij)2 (8.1)

is the primary candidate for high-quality force-directed layouts X ∈ Rn×2 of a simple
undirected graph G = (V,E) with Xi being the two dimensional position of i ∈ V in
X. The target distances dij are usually chosen to be the graph-theoretic distances, the
weights set to wij = 1/d2ij , and the dominant method for minimization is majoriza-
tion (Gansner et al., 2004). Several variant methods reduce the cost of evaluating the
stress function by involving only a subset of node pairs over the course of the algo-
rithm (Brandes et al., 2001; Cohen, 1997; Gajer et al., 2000). If long distances are
well represented already, for instance because of initialization with a fast companion
algorithm, it has been suggested that one restricts further attention to short-range
influences from l-neighborhoods only (Brandes and Pich, 2008).

Here we propose to stabilize the sparse stress function restricted to 1-neighbor-
hoods (Brandes and Pich, 2008) with aggregated long-range influences inspired by the
use of Barnes and Hut approximation (Barnes and Hut, 1986) in spring embedders
(Tunkelang, 1998). Extensive experiments suggest how to determine representatives
for individually weak influences, and that the resulting method represents a favorable
compromise between efficiency and quality.

While we will introduce our sparse stress model on the basis of the stress function
(Equation (8.1)), as this eases the understanding, we will, at the appropriate moment,
reveal that what we are proposing is basically a (graph) sparsifier.

In the following section we discuss related work in more detail. Our approach is
derived in Sect. 8.3, and evaluated in Sect. 8.4. We conclude in Sect. 8.5.
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8.2 Related Work

While we are interested in approximating the full stress model of Equation (8.1),
there are other approaches capable of dealing with given target distances such as the
strain model (Brandes and Pich, 2006; de Silva and Tenenbaum, 2002; Klimenta and
Brandes, 2012) or the Laplacian (Hall, 1970; Koren et al., 2002).

An early attempt to make the full stress model scale to large graphs is GRIP (Gajer
et al., 2000). Via a greedy maximal independent node set filtration, this multi-level
approach constructs a hierarchy of more and more coarse graphs. While a sparse
stress model calculates the layout of the coarsened levels, the finest level is drawn by
a localized spring-embedder (Fruchterman and Reingold, 1991). Given the coarsening
hierarchy for graphs of bounded degree, GRIP requires O(nq2) time and O(nq) space
with q = log max{dij : i, j ∈ V }.

Another notable attempt has been made by Gansner et al. (2013b). Like the spring
embedder, the maxent-model is split into two terms:

∑
{i,j}∈E

wij(||Xi −Xj || − dij)2 − α
∑
{i,j}6∈E

log ||Xi −Xj ||

The first part is the 1-stress model (Brandes and Pich, 2006; Gajer et al., 2000), while
the second term tries to maximize the entropy. Applying Barnes and Hut approxima-
tion technique (Barnes and Hut, 1986), the running time of the maxent-model can be
reduced from O(n2) per iteration to O(m+ n log n), e.g., using quad-trees (Quigley,
2000; Tunkelang, 1999). In order to make the maxent-model even more scalable,
Meyerhenke et al. (2015) embed it into a multi-level framework, where the coars-
ening hierarchy is constructed using an adapted size-constrained label propagation
algorithm.

Gansner et al. (2013a), inspired by the idea of decomposing the stress model into
two parts, proposed COAST. The main difference between COAST and maxent is
that it adds a square to the two terms in the 1-stress part and that the second term is
quadratic instead of logarithmic. Transforming the energy system of COAST allows
to apply fast-convex optimization techniques making its running time comparable to
the maxent model.

While all these approaches somewhat steer away from the stress model, MARS
(Khoury et al., 2012) tries to approximate the solution of the full stress model. Build-
ing on a result of Drineas et al. (2004), MARS requires only t � n instead of n
single-source shortest path computations. Reconstructing the distance matrix from
two smaller matrices and by setting wij = 1/dij , MARS runs in O(tn+ n log n+m)
per iteration with a preprocessing time in O(t3 + t(m + n log n) + t2n), and a space
requirement in O(nt).
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8.3 Sparse Stress Model

The full stress model, Equation (8.1), is in our opinion the best choice to draw general
graphs, not least because of its very natural definition. However, its O(n2) running
time per iteration and space requirement, and expensive processing time of O(n(m+
n log n)), hamper its way into practice.

The reason sparse stress models are still in early stages of development is that
their application to large graphs requires not just a reduction in the running time
per iteration, but also the preprocessing time and its associated space requirement.
Where these problems originate from is best explained by rewriting Equation (8.1)
to the following form:

s(X) =
∑
{i,j}∈E

wij(||Xi −Xj || − dij)2 +
∑

{i,j}∈(V2)\E

wij(||Xi −Xj || − dij)2 (8.2)

As minimizing the first term only requires O(m) computations and all dij are part of
the input, solving this part of the stress model can be done efficiently. However, the
second term requires an all-pairs shortest path computation (APSP), O(n2) time per
iteration, and in order to stay within this bound O(n2) additional space. We note
that the 1-stress approaches presented in Sect. 8.2 of Gajer et al. (2000) and Brandes
and Pich (2006) ignore the second term, while Gansner et al. (2013a,b) replace it.
Discounting the problems arising from the APSP computation, we can see that the
spring embedder suffered from exactly the same problem, namely the computation of
the second term – there called repulsive forces. Barnes and Hut introduced a simple,
yet ingenious and efficient solution, namely to approximate the second term by using
only a subset of its addends.

To approximate the repulsive forces operating on node i, Barnes and Hut partition
the graph. Associated with each of these O(log n) partitions is an artificial represen-
tative, a so-called super-node, used to approximate the repulsive forces of the nodes in
its partition affecting i. However, as these super-nodes only have positions in the Eu-
clidean space, but no graph-theoretic distance to any node in the graph, they cannot
be processed in the stress model. Furthermore, deriving a distance for a super-node
based on the graph-theoretic distances of all the nodes it represents appears to be
both too costly and a poor approximation since the partitioning is computed in the
layout space. Choosing a node from the partition as a super-node would not solve
the problems, not least because the partitioning changes over time.

Therefore, adapting this approach cannot be done in a straightforward manner.
However, the model we are proposing sticks to its main ideas. In order to reduce the
complexity of the second term in Equation (8.2), we restrict the stress computation
of each i ∈ V to a subset P ⊆ V of k = |P| representatives, from now on called
pivots. The resulting sparse stress model, where w′ip denote the adapted weights, has
the following form:

s′(X) =
∑
{i,j}∈E

wij(||Xi −Xj || − dij)2 +
∑
i∈V

∑
p∈P\N(i)

w′ip(||Xi −Xp|| − dip)2 (8.3)
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k = 20 k = 25

Figure 8.1.: Nodes to pivot assignment computed via Alg. 15 for (left) plat1919 and
(right) bodyy5. Pivots are colored black and nodes belonging to the same pivot are
encoded in the same color.

Note that the Glint framework (Ingram and Munzner, 2012) uses a similar function.
However, in contrast to our proposal, it does not involve the first term and the set of
pivots in the second term differs for each node i ∈ V . Consequently, this approach
requires in the worst-case an APSP computation and therefore is not a sparse stress
model in the narrow sense of the definition.

Like Barnes and Hut, we associate with each pivot p ∈ P a set of nodes R(p) ⊆ V ,
where p ∈ R(p),

⋃
p∈P R(p) = V , and R(p) ∩ R(p′) = ∅ for p, p′ ∈ P. However,

we propose to use only one global partitioning of the graph that does not change
over time. Still, just like the super-nodes, we want that the pivots are representative
for their associated region. In terms of the localized stress minimization algorithm
(Gansner et al., 2004), this means that we want for each i ∈ V and p ∈ P∑

j∈R(p)\N(i)wij(X
α
j + dij(X

α
i −Xα

j )/||Xi −Xj ||)∑
j∈R(p)wij

≈ Xα
p +

dip(X
α
i −Xα

p )

||Xi −Xp||
,

where Xα denotes a single dimension of the layout. As the left part is the weighted
average of all positional votes of j ∈ R(p) for the new position of i, we require p to
fulfill the following requirements in order to be a good representative:

• The graph-theoretic distances to i from all j ∈ R(p) should be similar to dip

• The positions of j ∈ R(p) in X should be well distributed in close proximity
around p.

We propose to construct the partitioning induced by R only based on the graph
structure, not on the layout space, and associate each node v ∈ V with R(p) of the
closest pivot subject to their graph-theoretic distance. As our algorithm incrementally
constructs R, ties are broken by favoring the currently smallest partition. Since all
nodes in R(p) are at least as close to p as to any other pivot, and consequently in the
stress drawing, it is appropriate to assume that both conditions are met, cf. Fig. 8.1.
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Algorithm 14: Sparse Stress

Input: Graph G = (V,E) with w : E → R>0, and k number of pivots.
Output: 2-dimensional layout X ∈ Rn×2

1 sample P with |P| = k
2 calculate R, all adapted weights w′ip, and all dip via Alg. 15

3 X ←PivotMDS(G) (Brandes and Pich, 2006)
4 rescale X such that

∑
{i,j}∈E ||Xi −Xj || =

∑
{i,j}∈E wij

5 while relative change in Equation (8.3) > 10−4 do
6 foreach i ∈ V do
7 foreach dimension α do

8 tα ←

∑
j∈N(i)

wij

(
Xα
j +

dij(X
α
i −X

α
j )

||Xi−Xj ||

)
+

∑
p∈P\N(i)

w′ip

(
Xα
p +

dip(X
α
i −X

α
p )

||Xi−Xp||

)
∑

j∈N(i)

wij+
∑

p∈P\N(i)

w′ij

9 Xi ← t

Even if the positional vote of each pivot is optimal w.r.t. R(p), it is still not enough
to approximate the full stress model. In the full stress model, the iterative algorithm
to minimize the stress moves one node at a time while fixing the rest. By setting
node i’s position in dimension α to

Xα
i =

∑
j 6=iwij(X

α
j + dij(X

α
i −Xα

j )/||Xi −Xj ||)∑
j 6=iwij

,

it can be shown that the stress monotonically decreases (Gansner et al., 2004). How-
ever, in our model we move node i according to

Xα
i =

∑
j∈N(i)

wij

(
Xα
j +

dij(X
α
i −Xα

j )

||Xi−Xj ||

)
+

∑
p∈P\N(i)

w′ip

(
Xα
p +

dip(X
α
i −Xα

p )

||Xi−Xp||

)
∑

j∈N(i)

wij +
∑

p∈P\N(i)

w′ij
. (8.4)

This implies that in order to find the globally optimal position of i, we also have to

find weights w′ip such that
w′ip∑

j∈N(i) wij+
∑
p∈P\N(i) w

′
ip
≈
∑
j∈R(p)\N(i) wij∑

i 6=j wij
. Since our goal

is only to reconstruct the proportions, and our model only knows the shortest path
distance between all nodes i ∈ V and p ∈ P, we set w′ip = s/d2ip where s ≥ 1. At first
glance, setting s = |R(p)| seems appropriate since p represents |R(p)| addends of the
stress model. Nevertheless, this strongly overestimates the weight of close partitions.
Therefore, we propose to set s = |{j ∈ R(p) : djp ≤ dip/2}|. This follows the idea
that p is only a good representative for the nodes in R(p) that are at least as close to
p as to i. Since the graph-theoretic distance between i and j ∈ R(p) is unknown, our
best guess is that j lies on the shortest path from p to i. Consequently, if djp ≤ dip/2,
node j must be at least as close to p as to i. Note that w′pp′ does not necessarily equal
w′p′p for p, p′ ∈ P, and if k = n our model reduces to the full stress model.
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Algorithm 15: Multi-Source Shortest Path

Input: Graph G = (V = {0, . . . , n− 1}, E), w : E → R>0, and pivots
{p0, . . . , pk−1}.

Data: Priority-Queue Q containing dummy element (k · n,∞)
Output: distances dip and weights w′ip

1 for 0 ≤ i < k do pP (i)← 0; pD(i)← ∅; upsert(Q, i · n+ pi, 0);
2 oDist← 0; tA← ∅; tC ← ∅;
3 while Q not empty do
4 cInd, cDist← pop(Q);
5 if oDist 6= cDist then
6 assign nodes in tA to pivot of smallest region
7 for each new node in the region of pi do push(pD(i), oDist)
8 for index ∈ tC do
9 pInd← bcInd/nc; v ← cInd− pInd · n; p← ppInd;

10 if v and p not adj. then
11 dv,p = oDist; w′v,p = pP (pInd)/(oDist · oDist);

12 for 0 ≤ i ≤ k do
13 while pD(i)pP (i) ≤ cDist/2 do pP (i)← pP (i) + 1

14 oDist = cDist; tA← ∅; tC ← ∅;
15 if cInd = dummy then continue
16 mark cInd; tC ← tC ∪ {cInd};
17 pInd← bcInd/nc; v ← cInd− pInd · n;
18 if v not assigned to region then tA← tA ∪ {cInd}
19 for w ∈ N(v) do
20 wInd← cInd− v + w
21 if wInd not marked then upsert(Q, wInd, cDist+ w({v, w})

Asymptotic running time: To minimize Equation (8.3) in each iteration we displace
all nodes i ∈ V according to Equation (8.4). Since this requires |N(i)| + k constant
time operations, given that all graph-theoretic distances are known, the total time
per iteration is in O(kn+m). Furthermore, only the distances between all i ∈ V and
p ∈ P have to be known which can be done in O(k(m + n log n)) time and requires
O(kn) additional space. If the graph-theoretic distances for all p ∈ P are computed
with a multi-source shortest path algorithm (MSSP), it is possible to construct R as
well as calculate all w′ip during its execution without increasing its asymptotic running
time, see Alg. 15. The full algorithm to minimize our sparse stress model is presented
in Alg. 14.

Before evaluating the effectiveness of our sparse stress model, we will in the following
show that our approach is at its very core a graph sparsifier. Therefore, see that we
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can rewrite Equation (8.1) to the form

s(X) =
1

2

∑
i∈V (G′)

∑
j∈NG′ (i)

(||Xi −Xj || − ω(i, j))2

ω′(i, j)

with G′ = (V ′ = V (G), E′ =
(
V (G)
2

)
) where each edge {i, j} is associated with weights

ω(i, j) = dij and ω′(i, j) = d−2ij . For example if G is unweighted, restricting the
stress function to the l-neighborhoods as proposed (Brandes and Pich, 2008) can be
operationalized by removing all edges e ∈ E′ from G′ with ω(e) > l. This implies
that removing any addend from Equation (8.1) equals deleting the corresponding edge
from E′. Consequently, in terms of graph sparsification we here propose on the one
hand to remove V ′ \ (NG(v) ∪ P) from the neighborhood of each node v ∈ V ′. On
the other hand we compensate for the loss of these edges by adjusting the weights ω′.
Note that besides this weight adaption our stress sparsifier differs from the backbone
approach, see Chapter 6.2, as it never processes G′.

8.4 Experimental Evaluation

We report on two sets of experiments. The first is concerned with the evaluation of
the impact of different pivot sampling strategies. The second set is designed to assess
how well the different sparse stress models approximate the full stress model, in both
absolute terms and in relation to the speed-up achieved.

For the experiments, we implemented the sparse stress model, Alg. 14, as well as
different sampling techniques in Java using Oracle SDK 1.8 and the yFiles 2.9 graph
library (www.yworks.com).1 The tests were carried out on a single 64-bit machine with
a 3.60GHz quad-core Intel Core i7-4790 CPU, 32GB RAM, running Ubuntu 14.10.
The reported running times were averaged over 25 iterations and measured using the
System.currentTimeMillis() command. We note here that all drawing algorithms,
except stated otherwise, were initialized with a 200 PivotMDS layout (Brandes and
Pich, 2006). Furthermore, the maximum number of iterations for the full stress
algorithm was set to 500. As stress is not resilient against scaling, see Equation (8.1),
we optimally rescaled each drawing such that it creates the lowest possible stress
value (Borg and Groenen, 2005).

Data: We conducted our experiments on a series of different graphs, see Tab. 8.1,
most of them taken from the sparse matrix collection (Davis and Hu, 2011). We
selected these graphs as they differ in their structure and size, and are large enough
to compare the results of different techniques. Two of the graphs, LeHavre and com-
manche, have predefined edge lengths that were derived from the node coordinates.
We did not modify the graphs in any way, except for those that were disconnected,
in which case we only kept the largest component.

1A stand-alone version is available at https://github.com/MarkOrtmann/sparse-stress.
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Table 8.1.: Dataset: n, m, δ(G), ∆(G), and D(G) denote the number of nodes,
edges, the min. and max. degree, and the diameter, respectively. Column {deg(i)}
and {dij} show the degree and distance distribution, respectively. Bipartite graphs
are marked with ∗ and weighted graphs with ∗∗.

graph n m δ(G) ∆(G) D(G) {deg(i)} {dij}
dwt1005 1005 3808 3 26 34

1138bus 1138 1458 1 17 31

plat1919 1919 15240 2 18 43

3elt 4740 13722 3 9 65

USpowerGrid 4941 6594 1 19 46

commanche 7920 11880∗∗ 3 3 438.00

LeHavre 11730 15133∗∗ 1 7 33800.67

pesa 11738 33914 2 9 208

bodyy5 18589 55346 2 8 132

finance256 20657 71866 1 54 55

btree (binary tree) 1023∗ 1022 1 3 18

qh882 1764∗ 3354 1 14 32

lpship04l 2526∗ 6380 1 84 13

8.4.1 Sampling Evaluation

In Sect. 8.3 we discussed how vital the proper selection of the pivots is for our model.
In the optimal case we would sample pivots that are well distributed over the graph,
creating regions of equal complexity, and are central in the drawing of their regions.
In order to evaluate the impact of different sampling strategies on the quality of our
sparse stress model and recommend a proper sampling scheme, we compared a set of
different strategies:

• random: nodes are selected uniformly at random

• MIS filtration: nodes are sampled according to the maximal independent set
filtration algorithm by Gajer et al. (2000). Once n ≤ k, the coarsening stops.
If n < k, unsampled nodes from the previous level are randomly added

• max/min Euclidean: starting with a uniform, randomly chosen node, P is ex-
tended by adding arg maxi∈V \P minp∈P ||Xi −Xp||

• max/min sp: similar to max/min Euclidean, except that P is extended accord-
ing arg maxi∈V \P minp∈P dip (Brandes and Pich, 2006)
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Pretests showed that the max/min sp strategy initially favors sampling leaves, but
nevertheless produces good results for large k. Thus, we also evaluated strategies
building on this idea, while trying to overcome the problem of leaf node sampling.

• max/min random sp: similar to max/min sp, but each node i is sampled with
a probability proportional to minp∈P dip

• k-means layout : the nodes are selected via a k-means algorithm, running at
most 50 iterations, on the initial layout

• k-means sp: initially k nodes with max/min sp are sampled, succeeded by k-
means sampling using the shortest path entries of these pivots

• k-means + max/min sp: P is initialized with k/2 pivots via k-means layout
and the remaining nodes are sampled via max/min sp

Using the k-means algorithm comes with a problem since the representative computed
for each of the k regions, the so-called centroid, is an artificial data point. Therefore,
after every single iteration of the algorithm we replace each centroid by that node in its
region which has the smallest (Euclidean) distance. This is a reasonable replacement
strategy, as the position of a centroid equals the arithmetic mean position of the
points in its region.

To quantify how well-suited each of the sampling techniques is for our model, we
ran each combination on each graph with k ∈ {50, 51, . . . , 200} pivots. For all tests
we forced termination of the sparse stress algorithm after 200 iterations if it did not
converge before. Since all techniques at some point rely on a random decision, we
repeated each execution 20 times in order to ensure we do not rest our results upon
outliers. To distinguish the applicability of the different techniques to our model, we
used two measures. The first measure is the normalized stress which is the stress
value divided by

(
n
2

)
. While the normalized stress assesses the quality of our drawing,

we also calculated the Procrustes statistic (Cox and Cox, 2000; Sibson, 1978) which
measures how well the layout matches the full stress drawing. More precisely, the
Procrustes statistic R2(X,Y ) ∈ [0, 1] is the normalized sum of squared (Euclidean)
distances of the node positions in layout X and the (ideal) reference layout Y . In
order to minimize the Procrustes statistic the layout X is transformed under scaling,
translation, and rotation to match Y as best as possible respective R2(X,Y ). This
implies that a low value R2(X,Y ) indicates that X and Y are very similar. The
equation for the Procrustes statistic incorporating the transformation of X (Cox and
Cox, 2000) is given by

R2(X,Y ) = 1− [tr(XTY Y TX)
1
2 ]2

tr(XTX) tr(Y TY )

with tr(A) denoting the trace of the squared matrix A and A
1
2 being the square root

of A.
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Figure 8.2.: Comparison of different sampling strategies and number of pivots
w.r.t. the resulting normalized stress value.
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Figure 8.3.: Comparison of different sampling strategies and number of pivots
w.r.t. the Procrustes statistic.
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max/min sp k-means sp

Figure 8.4.: Pivots sampled by (left) max/min sp and (right) k-means sp for pesa.
While the first 50 pivots sampled (red) by max/min sp mostly lie on the contour,
already for 100 pivots (red+purple), the pivots lie central in the left arm and for
k = 200 (red+purple+cyan) the pivots are well distributed all over the arm. In
comparison, k-means sp for k = 200 still mainly samples pivots in the left arm that
are central in the layout.

The results of these experiments are presented in Figs. 8.2 and 8.3. Each dot in these
plots represents the median and each line starts at the 25%, 75% percentile and ends
at the 5%, 95% percentile, respectively. For the sake of readability we binned each 25
consecutive sample sizes. Furthermore, the strategies were ordered according to their
overall ranking w.r.t. the evaluated measure. Therefore, the ordering summarizes the
overall performance of each strategy for the given measure (left plot / top legend
lowest performance; right plot / bottom legend highest performance). For most of
the graphs, using k-means sp sampling yields the layouts with the lowest normalized
stress value. There are only two graphs where this strategy performs worse than
other tested strategies. The one graph where k-means sp is outclassed, albeit only for
large k by max/min sp, is pesa. The reason for this result is that k-means sp mainly
samples pivots in the center of the left arm creating twists, see Tab. 8.6. Max/min
sp for small k in contrast mostly samples nodes on the contour of the arm, but once
k reaches a certain threshold, the resulting distribution of the pivots prevents twists,
yielding a lower normalized stress value, see Fig. 8.4.

The explanation for the poor behavior for lpship04l is strongly related to its struc-
ture. The low diameter of 13 causes, after a few iterations, the max/min sp strategy
to repeatedly sample nodes that are part of the same cluster, see Tab. 8.6, and con-
sequently are structurally very similar. As k-means sp builds on max/min sp, it can
only slightly improve the pivot distribution. The argument that the problem is related
to the structure is reinforced by the outcome of the random strategy. Still, except for
these two graphs, k-means sp generates the best outcomes, and since this strategy is
also strongly favorable over the others subject to the Procrustes statistics, see Fig. 8.3,
our following evaluation always relies on this sampling strategy. However, we note
that the Procrustes statistic for btree and lpship04l are by magnitudes larger than
for any other tested graph. While for lpship04l this is mostly caused by the quality
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(a) Normalizes stress Glint vs. highest
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(b) 3elt drawn using Glint with 200 pivots.

Figure 8.5.: Comparison between Glint (Ingram and Munzner, 2012) and our sparse
stress model. In (a) the (median) normalized stress of Glint is plotted against that of
our model. Each point corresponds to a single graph of Tab. 8.1 in combination with
the number of pivots ([50, 200] binned each 25 consecutive pivot sizes) used to calcu-
late the drawing. A point lying above the main diagonal (black dashed line) means
that our approach creates a drawing with lower stress than Glint even when using
the lowest performing sampling strategy respective the graph-pivot combination. The
drawing of 3elt created by Glint using 200 pivots is shown in (b).

of the drawings, this is only partly true for btree. The other factor contributing to
the high Procrustes statistic for btree is caused by the restricted set of operations
provided by the Procrustes analysis. As scaling, translation, and rotation are used
to find the best match between two layouts, the Procrustes analysis cannot resolve
reflections. Therefore, if in one layout of btree, the subtree T1 of v is drawn to the
right of subtree T2 of v and vice versa in the other drawing, although the two layouts
are identical, the statistic will be high. This symmetry problem mainly explains the
low performance w.r.t. btree.

Recall that the Glint framework (Ingram and Munzner, 2012) samples the set of
pivots independently and uniformly at random, for each node. As a result, this tech-
nique requires in the worst-case an APSP computation and therefore is not a sparse
stress model in the narrow sense of the definition. Figure 8.5(a) shows a comparison
between our model and the Glint model. Each point in the figure corresponds to
a single graph of Tab. 8.1 in combination with the (binned) number of pivots used
to calculate the drawing. The y-axis shows the (median) normalized stress of Glint
and the x-axis the (median) normalized stress of our model when using the lowest
performing sampling strategy for the given graph - number of pivots combination. A
point lying above the main diagonal indicates that our approach creates a drawing
with lower stress than Glint. As all points except for lpship04l lie above the main
diagonal, we can see that our approach is not only applicable to large graphs, but also
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that selecting pivots based on the graph’s structure is favorable over random assign-
ments. Furthermore, comparing Fig. 8.5(b) to the drawing obtained by our approach
for 3elt, cf. Tab. 8.6, we can see that Glint’s random pivot assignment strategy creates
blurred drawings hiding the otherwise clearly visible graph structure.

8.4.2 Full Stress Layout Approximation

The next set of experiments is designed to assess how well our sparse stress model
using k-means sp sampling, as well as related sparse stress techniques, resemble the
full stress model. For this we compared the median stress layout over 25 repetitions
on the same graph of our sparse stress model with k ∈ {50, 100, 200}, with MARS,2

maxent,3 PivotMDS, 1-stress, and the weighted version of GRIP.4 The number of
iterations of our model as well as for MARS and 1-stress have been limited to 200.
Furthermore, we tested MARS with 100 and 200 pivots and report the layout with
the smallest stress from the drawings obtained by running mars with argument -p

∈ {1, 2} combined with a PivotMDS or randomly initialized layout.

Besides comparing the resulting stress values and Procrustes statistics, we com-
pared the distribution of pairwise Euclidean distances subject to their graph-theoretic
distances. Since, as mentioned in the previous subsection, the Procrustes statistic can-
not handle reflective symmetries, we propose to evaluate the similarity of the sparse
stress layouts with the full stress layout via Gabriel graphs (Gabriel and Sokal, 1969).
The Gabriel graph GG(X) of a given layout X contains an edge between a pair of
points if and only if the disc associated with the diameter of the endpoints does not
contain any other point. Since the treatment of identical positions, i.e., nodes with
identical coordinates in the layout, is not defined for Gabriel graphs, we resolve this
by adding edges between each pair of identical positions. We assess the similarity
between the Gabriel graph of the full stress layout (X) and the sparse stress layouts
(Y ) by comparing the l-neighborhoods of a node in the graphs using the Jaccard coef-
ficient. More formally the l-neighborhood Gabriel graph similarity of a node v ∈ V is

defined as
|NGG(X)(v,l)∩NGG(Y )(v,l)|
|NGG(X)(v,l)∪NGG(Y )(v,l)|

∈ [0, 1] with NG(v, l) = {w ∈ V \ {v} : dG,vw ≤ l}.

2https://github.com/marckhoury/mars
3We are grateful to Yifan Hu for providing us with the code.
4http://www.cs.arizona.edu/~kobourov/GRIP/
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Table 8.2.: Stress and Procrustes statistics: sparse model values are written in bold when no larger than
minimum over previous methods.

graph full stress sparse 200 sparse 100 sparse 50 maxent MARS 200 MARS 100 GRIP 1-stress PivotMDS

stress

dwt1005 10 729 10 940 11 081 11 329 21 623 17 660 20 134 52 517 12 495 14 459

1138bus 39 974 40 797 41 471 42 686 44 650 64 363 63 614 54 986 73 512 75 427

plat1919 18 572 18 840 19 072 19 719 23 850 53 246 64 166 113 765 75 973 82 865

3elt 422 940 426 564 430 200 437 051 585 967 503 600 754 134 934 206 555 934 634 401

USpowerGrid 702 055 720 642 731 187 749 464 1 021 457 766 535 783 888 1 495 373 1 111 216 1 123 698

commanche 654 694 677 220 699 890 749 609 1 507 654 2 761 605 3 145 489 1 539 767 2 085 818 2 157 943

LeHavre 439 188 433 030 441 986 454 785 1 231 283 12 012 307 12 570 692 8 658 371 1 255 474 1 305 577

pesa 1 373 514 1 417 449 1 452 975 1 495 512 10 423 779 3 563 772 8 281 116 2 957 738 3 486 176 3 325 889

bodyy5 3 547 659 3 566 636 3 585 087 3 630 380 5 248 755 6 385 559 4 072 905 10 389 846 4 245 006 4 715 728

finance256 6 175 210 6 415 761 6 474 787 6 582 890 8 151 335 7 267 598 8 643 239 19 817 355 12 257 268 11 380 089

btree 60 206 61 839 63 325 66 122 67 871 103 436 100 767 96 235 157 988 164 329

qh882 84 524 86 345 87 695 89 556 103 601 117 195 161 113 127 914 146 935 143 142

lpship04l 250 599 297 547 316 674 343 694 329 255 558 923 542 667 771 284 775 813 793 238

Procrustes statistic

dwt1005 0.001 0.005 0.003 0.027 0.008 0.018 0.263 0.004 0.008

1138bus 0.009 0.016 0.025 0.022 0.148 0.145 0.071 0.097 0.102

plat1919 0.000 0.000 0.001 0.015 0.026 0.031 0.236 0.045 0.051

3elt 0.001 0.001 0.002 0.026 0.009 0.029 0.199 0.017 0.023

USpowerGrid 0.006 0.008 0.012 0.068 0.014 0.018 0.256 0.051 0.051

commanche 0.001 0.002 0.005 0.039 0.026 0.167 0.092 0.066 0.066

LeHavre 0.001 0.001 0.001 0.012 0.163 0.173 0.256 0.010 0.010

pesa 0.009 0.010 0.010 0.095 0.025 0.070 0.017 0.021 0.021

bodyy5 0.000 0.000 0.000 0.012 0.011 0.003 0.100 0.004 0.007

finance256 0.009 0.006 0.005 0.013 0.007 0.018 0.206 0.042 0.041

btree 0.748 0.165 0.241 0.233 0.360 0.367 0.386 0.361 0.364

qh882 0.015 0.015 0.021 0.046 0.061 0.114 0.075 0.086 0.079

lpship04l 0.176 0.112 0.148 0.160 0.246 0.587 0.463 0.393 0.401

1
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Table 8.3.: Runtime in seconds: fastest sparse model yielding lower stress than
best previous method, cf. Tab. 8.2, is written in bold. Times of implementations
written in C/C++ (marked with ∗) measured via clock() command.

graph full

stress

sparse

200

sparse

100

sparse

50

maxent∗ MARS

200∗

MARS

100∗

GRIP∗ 1-stress Pivot

MDS

dwt1005 1.26 0.33 0.15 0.09 0.47 1.02 2.36 0.06 0.08 0.06

1138bus 2.20 0.41 0.16 0.09 0.91 3.16 1.96 0.20 0.06 0.04

plat1919 9.70 1.00 0.45 0.24 1.15 6.80 4.79 0.19 0.31 0.20

3elt 31.82 2.28 0.93 0.43 2.26 16.31 8.43 0.71 0.37 0.23

USpowerGrid 36.48 1.85 0.67 0.37 2.53 13.54 7.62 1.67 0.28 0.21

commanche 340.10 10.78 3.63 1.51 3.60 22.72 12.43 2.29 0.47 0.35

LeHavre 475.05 12.75 4.90 2.19 6.31 27.57 19.50 10.18 0.81 0.54

pesa 373.23 9.61 4.14 1.50 5.96 50.10 42.68 3.56 0.95 0.60

bodyy5 463.47 12.53 4.31 2.01 9.97 46.63 9.27 10.43 1.64 1.04

finance256 1016.92 10.44 4.27 2.28 14.76 32.16 24.66 12.12 2.51 1.60

btree 7.79 0.42 0.18 0.09 0.63 2.70 1.48 0.06 0.06 0.03

qh882 6.61 0.65 0.28 0.15 0.97 8.45 5.79 0.15 0.17 0.14

lpship04l 18.30 0.73 0.31 0.18 0.99 7.06 7.63 0.16 0.15 0.10

A further measure we introduce evaluates the visual error. More precisely, we
measure for a given node v the percentage of nodes that lie in the drawing area of
the l-neighborhood, but are not part of it. We calculate this value by computing the
convex hull induced by the l-neighborhood and then test for each other node if it
belongs to the hull or not. This number is then divided by n− |{w ∈ V : dvw ≤ l}|.
Therefore, a low value implies that there are only a few nodes lying in the region while
high values indicate we cannot distinguish non l-neighborhood and l-neighborhood
nodes in the drawing. This measure is to a certain extent similar to the precision
of neighborhood preservation (Gansner et al., 2013b). Let CH(N ′G(v, l)) denote the
convex hull of v ∈ V induced by N ′G(v, l) = {v} ∪NG(v, l) in the layout X. Then the
distance l visual error of v is given by

|{w ∈ V \N ′G(v, l) : w ∈ CH(N ′G(v))}|
n− |N ′G(v, l)|

∈ [0, 1].

Note that for this evaluation we always calculated NG(v, l) w.r.t. the unweighted
shortest path distances.

The results of all these experiments, see Tabs. 8.2 and 8.6, and Figs. 8.6 and 8.7,
reveal that our model is more adequate in resembling the full stress drawing than any
other of the tested algorithms, while showing comparable running times that scale
nicely with k, cf. Tab. 8.3. The error plots in Tab. 8.6 expose the strength of our
scheme. We can see that, while all approaches work very well in representing short
distances, our approach is more precise in approximating middle and especially long
distances of the full stress model, explaining our good results. As the evaluation
clearly shows that our approach yields better approximations of the full stress model,
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Figure 8.6.: The similarity of the Gabriel graph of the full stress layout and the
Gabriel graph of the layout algorithms under consideration as a function of l. For
each node of the graph the l-neighborhood in the Gabriel graph of the full stress
layout and the layout algorithm are compared by calculating the Jaccard coefficient.
A higher value indicates that the nodes share a high percentage of common neighbors
in the different Gabriel graphs.
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Figure 8.7.: Error charts as a function of l. For each node of the graph, the convex
hull w.r.t. the coordinates of the nodes in the l-neighborhood is computed. For each of
the convex hulls the error is calculated by counting the number of non l-neighborhood
nodes that lie inside or on the contour of this hull divided by their total number.
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Figure 8.8.: Running time composition of sparse 50, sparse 100, sparse 200 with
k-means sp (c = k) respective the times shown in Tab. 8.5. For increasing number of
pivots, the time of k-means sp with c = k starts dominating the overall running time
of the sparse stress model.

we rather want to discuss the low performance of our model for lpship04l and thereby
expose one weakness of our approach.

Looking at the sparse 50 drawing of lpship04l in Tab. 8.6, we can see that a large
portion of nodes has a similar or even the same position. This is because lpship04l
has a lot of nodes that share very similar graph-theoretic distance vectors, exhibit
highly overlapping neighborhoods, and are drawn in close proximity in the initial Piv-
otMDS layout. While our model would rely on small variations of the graph-theoretic
distances to create a good drawing, we diminish these differences even further by re-
stricting our model to P. Consequently, the positional vote for two similar non-pivot
nodes i and j that lie in the same partition will only slightly differ, mainly caused
by their distinct neighbors. However, as these neighbors are also in close proximity
in the initial drawing of lpship04l, the distance between i and j will not increase.
Therefore, if the graph has a lot of structurally very similar nodes and the initial
layout has poor quality, our approach will inevitably create drawings where nodes are
placed very close to one another. Note that this also explains the good performance
of Glint compared to our model for lpship04l, see Fig. 8.5(a).

8.4.3 Runtime Improvement

While k-means sp is preferable over other sampling techniques, as shown in Figs. 8.2
and 8.3, it has one serious drawback. Since the input for the k-means algorithm used
by this sampling strategy is an n× k matrix, the running time complexity is O(nk2).
This implies that the preprocessing time of our sparse stress model using k-means
sp is O(max{nk2, k(m + n log n)}). Consequently, at some point the running time
of the sparse stress model is entirely dominated by k-means sp. The composition of
the running times (Tab. 8.5) shown in Fig. 8.8 draws a clear picture, namely that
already for 100/200 pivots the sparse stress model mostly spends 25%/50% of its
overall running time for the sampling via k-means sp.
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Figure 8.9.: Running time composition of sparse 50, sparse 100, sparse 200 with
k-means sp (c = 25) respective the times shown in Tab. 8.5. Increasing the number
of pivots does not affect the share of the total running w.r.t. k-means sp with c = 25.

The simplest way to resolve this issue is to sample only a constant number, c,
shortest path entries via max/min sp and then use this n× c matrix as input for the
k-means algorithm. We will in the following show that setting c = 25 clearly reduces
the running time, while the results compared to the c = k version of k-means sp used
in the above evaluation stay approximately the same.

In order to evaluate the impact of setting c = 25, we reran the exact same evaluation
process using the above given parameters and graphs. Looking at Fig. 8.9, we can
see that fixing the number of features stabilizes the share of the total running time
w.r.t. k-means sp. Furthermore, Fig. 8.9 shows that minimizing Equation (8.3) takes
most of the time, yet as the number of pivots raises the share of MSSP increases. We
note that for bodyy5 the portion of minimizing Equation (8.3) is comparably small,
as Alg. 14 converges after only a small number of iterations.

Tabs. 8.4 and 8.5 show the results w.r.t. stress, Procrustes statistic and the running
time in seconds using k-means sp with c = k and c = 25. Looking at the running
times (Tab. 8.5) we can see that fixing the number of features reduces the overall
running time and the speed-up raises as the number of pivots increases. While this
is not a surprising result, taking a closer look at the stress values (Tab. 8.4) reveals
that, except for btree and lpship04l, the difference in these values is below 0.5%. This
and the fact that the Procrustes statistics are also very similar implies that reducing
the running time by setting c to a small constant does not necessarily come at the
cost of a lower layout quality. Since the results for c = 25 are approximately the same
as for c = k, except for btree and lpship, we omit showing the results of the evaluation
via Gabriel graphs and convex hulls as well as the drawings and distance-error charts.
However, it should be emphasized that k-means sp with a constant number of features
still outperforms all the other considered sampling techniques.
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Table 8.4.: Comparison of the stress and Procrustes statistics of the sparse stress model with k ∈ {50, 100, 200} for k-means
sp sampling using c = k and c = 25. The smaller of the two values is written in bold.

graph sparse 200 sparse 100 sparse 50

stress

c = k c = 25 difference % c = k c = 25 difference % c = k c = 25 difference %

dwt1005 10 940 10 953 0.119 11 081 11 112 0.280 11 329 11 323 -0.053

1138bus 40 797 40 965 0.412 41 471 41 459 -0.029 42 686 42 548 -0.323

plat1919 18 840 18 858 0.096 19 072 19 121 0.257 19 719 19 780 0.309

3elt 426 564 426 621 0.013 430 200 430 701 0.116 437 051 437 379 0.075

USpowerGrid 720 642 721 206 0.078 731 187 732 818 0.223 749 464 751 848 0.318

commanche 677 220 678 432 0.179 699 890 700 412 0.075 749 609 746 150 -0.461

LeHavre 433 030 433 000 -0.007 441 986 442 242 0.058 454 785 457 175 0.526

pesa 1 417 449 1 409 833 -0.537 1 452 975 1 447 871 -0.351 1 495 512 1 492 049 -0.232

bodyy5 3 566 636 3 567 009 0.010 3 585 087 3 587 358 0.063 3 630 380 3 629 886 -0.014

finance256 6 415 761 6 391 041 -0.385 6 474 787 6 458 748 -0.248 6 582 890 6 562 610 -0.308

btree 61 839 63 509 2.701 63 325 63 906 0.917 66 122 66 993 1.317

qh882 86 345 86 397 0.060 87 695 87 449 -0.281 89 556 89 622 0.074

lpship04l 297 547 308 109 3.550 316 674 317 765 0.345 343 694 350 164 1.882

Procrustes statistic

c = k c = 25 difference c = k c = 25 difference c = k c = 25 difference

dwt1005 0.001 0.003 0.002 0.005 0.003 -0.002 0.003 0.003 0.000

1138bus 0.009 0.010 0.001 0.016 0.011 -0.005 0.025 0.019 -0.006

plat1919 0.000 0.000 0.000 0.000 0.000 0.000 0.001 0.001 0.000

3elt 0.001 0.001 0.000 0.001 0.001 0.000 0.002 0.002 0.000

USpowerGrid 0.006 0.007 0.001 0.008 0.008 0.000 0.012 0.013 0.001

commanche 0.001 0.001 0.000 0.002 0.002 0.000 0.005 0.003 -0.002

LeHavre 0.001 0.001 0.000 0.001 0.001 0.000 0.001 0.001 0.000

pesa 0.009 0.009 0.000 0.010 0.008 -0.002 0.010 0.009 -0.001

bodyy5 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000 0.000

finance256 0.009 0.006 -0.003 0.006 0.006 0.000 0.005 0.006 0.001

btree 0.748 0.133 -0.615 0.165 0.244 0.079 0.241 0.208 -0.033

qh882 0.015 0.015 0.000 0.015 0.015 0.000 0.021 0.030 0.009

lpship04l 0.176 0.103 -0.073 0.112 0.125 0.013 0.148 0.127 -0.021
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Table 8.5.: Comparison of the runtime in seconds of the sparse stress model with
k ∈ {50, 100, 200} for k-means sp sampling using c = k and c = 25. The smaller of
the two values is written in bold.

graph sparse 200 sparse 100 sparse 50

c = k c = 25 speed-up c = k c = 25 speed-up c = k c = 25 speed-up

dwt1005 0.33 0.17 1.94 0.15 0.11 1.36 0.09 0.08 1.12

1138bus 0.41 0.25 1.64 0.16 0.13 1.23 0.09 0.08 1.12

plat1919 1.00 0.59 1.69 0.45 0.34 1.32 0.24 0.22 1.09

3elt 2.28 1.04 2.19 0.93 0.58 1.60 0.43 0.38 1.13

USpowerGrid 1.85 0.85 2.18 0.67 0.49 1.37 0.37 0.33 1.12

commanche 10.78 5.96 1.81 3.63 2.73 1.33 1.51 1.38 1.09

LeHavre 12.75 7.78 1.64 4.90 3.87 1.27 2.19 2.14 1.02

pesa 9.61 4.50 2.14 4.14 2.79 1.48 1.50 1.39 1.08

bodyy5 12.53 4.00 3.13 4.31 2.35 1.83 2.01 1.58 1.27

finance256 10.44 5.82 1.79 4.27 3.28 1.30 2.28 2.12 1.08

btree 0.42 0.24 1.75 0.18 0.14 1.29 0.09 0.08 1.12

qh882 0.65 0.38 1.71 0.28 0.21 1.33 0.15 0.14 1.07

lpship04l 0.73 0.55 1.33 0.31 0.26 1.19 0.18 0.17 1.06

8.5 Conclusion

In this chapter we proposed a sparse stress model building on graph sparsification
that requires O(kn + m) space and time per iteration, and a preprocessing time of
O(k(m + n log n)). While Barnes and Hut derive their representatives from a given
partitioning, we argued that for our sparsifier/model it is more appropriate to first
select the pivots and then to partition the graph only relying on its structure. Since
the approximation quality heavily depends on the proper selection of these pivots,
we evaluated different sampling techniques, showing that k-means sp works very well
in practice. Additionally, we showed that using only a constant number of features
for k-means sp in general does not reduce the quality of the resulting layout, but
decreases the overall running time.

Furthermore, we compared a variety of sparse stress models w.r.t. their performance
in approximating the full stress model. We therefore proposed two new measures: the
first one assesses the similarity of two layouts of the same graph via Gabriel graphs
and the second one quantifies the visual error in a layout using convex hulls. For
the tested graphs, all our experiments clearly showed that our proposed sparse stress
model exceeds related approaches in approximating the full stress layout without
compromising the computation time.
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Table 8.6.: Layouts and error charts of the algorithms. Each chart shows the zero y coordinate (black horizontal line), the
median (red line), the 25 and 75 percentiles (black/gray ribbon) and the min/max error (outer black dashed line). The error
(y-axis) is the difference between the Euclidean distance and the graph-theoretic distance (x-axis). 1000 bins have been used
for weighted graphs.
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Table 8.6. (cont.): Layouts and error charts of the algorithms. Each chart shows the zero y coordinate (black horizontal
line), the median (red line), the 25 and 75 percentiles (black/gray ribbon) and the min/max error (outer black dashed line).
The error (y-axis) is the difference between the Euclidean distance and the graph-theoretic distance (x-axis). 1000 bins have
been used for weighted graphs.
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Table 8.6. (cont.): Layouts and error charts of the algorithms. Each chart shows the zero y coordinate (black horizontal
line), the median (red line), the 25 and 75 percentiles (black/gray ribbon) and the min/max error (outer black dashed line).
The error (y-axis) is the difference between the Euclidean distance and the graph-theoretic distance (x-axis). 1000 bins have
been used for weighted graphs.
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Table 8.6. (cont.): Layouts and error charts of the algorithms. Each chart shows the zero y coordinate (black horizontal
line), the median (red line), the 25 and 75 percentiles (black/gray ribbon) and the min/max error (outer black dashed line).
The error (y-axis) is the difference between the Euclidean distance and the graph-theoretic distance (x-axis). 1000 bins have
been used for weighted graphs.
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Table 8.6. (cont.): Layouts and error charts of the algorithms. Each chart shows the zero y coordinate (black horizontal
line), the median (red line), the 25 and 75 percentiles (black/gray ribbon) and the min/max error (outer black dashed line).
The error (y-axis) is the difference between the Euclidean distance and the graph-theoretic distance (x-axis). 1000 bins have
been used for weighted graphs.
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CHAPTER9
Conclusion

The relative ease to collect data nowadays has lead to graphs so massive that many
conventional analysis techniques are stretched to their limits. However, for many of
these methods not all of the data is equally important. Restricting the graph to those
nodes or edges that are essential for the planned analysis allows to process bigger data
while potentially yielding the same results, or at least approximates. As the meaning
of “essential” depends on the particular analysis, not every sparsification techniques
is of equal fit. In other words, only the choice of the proper sparsifier can ensure the
validity of the results. In this context we introduced three different graph sparsifi-
cation techniques, namely the Irreducible Spine, Quadrilateral Simmelian Backbone,
and the sparse stress model.

While, as we showed by experiments (Chapter 6 and 7), the Quadrilateral Sim-
melian Backbone, which is based on embeddedness (density of local substructures), is
able to amplify the group structure in a graph and its drawing, the distance related
definition of the sparse stress model allows to draw graphs of approximately the same
quality as if one would have considered the whole graph information, see Chapter 8.
As we were in this thesis mainly interested in proving the uniqueness up to isomor-
phism of the Irreducible Spine and its efficient computation (Chapter 4), we believe
that it is of potential use for centrality analysis and to analyze hierarchical changes
in dynamic graphs, i.e., graphs that change over time.

Besides evaluating the effectiveness of the different sparsifiers, we also introduced
several efficient algorithms ensuring their scalability. Since the Irreducible Spine as
well as the Triadic and Quadrilateral Simmelian Backbone depend on subgraphs of
fixed-size we first reviewed in Chapter 3 algorithms to list all triangles in a graph.
Based on the consequent insights, we showed how induced and non-induced sub-
graphs of size four, i.e., quads, can be counted orbit-aware on a node and edge level
in O(a(G)2m) time, see Chapter 5. Using these techniques allowed us to devise algo-
rithms to compute the Irreducible Spine in O(a(G)m), the Quadrilateral Simmelian
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Backbone in O(m(a(G) + logm)) time and to automatically extract that backbone
having the most pronounced group structure in O(m(a(G)+logm)) time. In addition,
in Chapter 4 we introduced algorithms to compute various instances of the positional
dominance framework that could also be used for graph sparsification purposes. Fur-
thermore, we showed how to extend the orbit-aware quad census to directed graphs
and introduced the asymptotically fastest algorithm to compute a graph’s triad census
to date in Chapter 5.

The following list summarizes the main contributions of the research presented in
this thesis:

• We introduced a general framework for triangle listing algorithms. Based on
this framework we were able to classify and point out differences between ex-
istent algorithms from the literature as well as derive additional variants. We
showed that, using a proper node ordering, nearly every triangle listing algo-
rithm achieves a O(a(G)m) complexity which so far was only proven for the
algorithm by Chiba and Nishizeki (1985). In an experimental evaluation we
revealed that our variant implementation of this approach is in practice the
fastest.

• Adapting our variant implementation of Chiba and Nishizeki’s approach we
introduced anO(a(G)m) algorithm to compute the Irreducible Spine and proved
its uniqueness up to isomorphism. Albeit our algorithm is asymptotically not
faster than the technique proposed by Lin et al. (2012), it stands out due to its
comparably simple implementation and, as we showed by experiments, is also
faster in practice. As the Irreducible Spine is only one possible sparsifier based
on the positional dominance we introduced algorithms for the computation of
other instances of this framework. Besides proving their correctness and running
time we also gave lower running bounds.

• Following the general idea of our triangle listing framework we proposed an
O(a(G)2m) algorithm to compute the orbit-aware quad census on a node and
edge level basis. By relating non-induced and induced counts we showed that
in order to compute the quad-census only a single clique algorithm and its
subroutines are needed. Besides this conceptual advantage over the approach
of Hočevar and Demšar (2014) we saw that it is not only asymptotically but
also practically faster. Using the example of the orbit-aware triad census, we
additionally showed how the quad-census can be extended to directed graphs
and obtained the asymptotically fastest triad census algorithm to date along
the way.

• Building on the Triadic Simmelian Backbone by Nick et al. (2013), we intro-
duced the Quadrilateral Simmelian Backbone. Besides proposing to maintain
the connectivity of the backbone via the UMST, we gave an efficient algorithm
for its computation with a running time in O(m(a(G)+logm)). In an extensive
study using real and synthetic networks we showed that our alternative edge
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embeddedness measure is more effective in terms of amplifying the homophily
and improving the quality of hairball drawings than related measures.

• Using the clustering coefficient, we presented an adaptive filtering technique
to automatically detect that threshold for which the group structure in the
backbone is most prominent. Besides giving a dynamic algorithm calculating
the clustering coefficient for a series of backbones in O(m(a(G) + logm)) time,
we also showed the effectiveness of our approach by an experimental evaluation
using real world and synthetic networks.

• We proposed a novel sparsifier that allows us to create drawings of large graphs
with comparably low stress. Drawing an analogy to the use of the Barnes
and Hut approximation in spring embedders, we proposed to stabilize the 1-
stress model by Brandes and Pich (2008) with aggregated long-range influences,
i.e., pivots. In a pre-study we showed that selecting the pivots using k-means
sampling on a fixed number of shortest path distances is preferable over other
sampling methods. In a subsequent more extensive study, we showed that our
model yields better approximations of low stress layouts in less time than related
methods. In this context we also proposed two new measures to determine the
similarity of two layouts of the same graph.

We conclude this thesis with various open problems and directions for future research.

• While we cannot improve on the maximum outdegree of the DAG (Eppstein
et al., 2010), we see two potential directions for further research in the context
of triangle listing. One is to find faster intersection algorithms, as recently
proposed by Eppstein et al. (2017). The other targets those approaches based
on adjacency testing. Here, it would be interesting to see if one can find a
general rule that allows to omit some of these tests and thereby reduce the
running time complexity.

• As we pointed out, any instance of the positional dominance framework can
be used to create sparsifiers like the Irreducible Spine. It would be interesting
to investigate their structural properties. Recall that the vicinial preorder and
consequently dominance preorder allow statements respective the centrality of
a node. Therefore, another potential area of research would encompass un-
derstanding how the Irreducible Spine can be used in the context of centrality
analysis. Furthermore, the development of dynamic algorithms for the com-
putation of sparsifiers based on other positional dominance concepts than the
dominance preorder appears to be an interesting direction for future research.

• Although we are not aware of any orbit-aware induced quad counting algorithm
that is more efficient than the one we presented, it would be interesting to prove
this. Another direction for future research would be to develop sparsifiers, as
already proposed in the context of triangle counting (Tsourakakis et al., 2011),
that can be used to approximate the quad-census.
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• The Quadrilateral Simmelian Backbone, as we showed by experiments, helps to
amplify the graph’s group structure. Therefore, it would be interesting to eval-
uate its application to graph clustering, especially in the context of streaming
clustering. Furthermore, extending our backbone approach for core-periphery
and hierarchically clustered graphs would be an attractive research direction.

• Dynamic graph clustering often relies on matching clusterings of temporary
adjacent graphs. In an informative study (Brandes et al., 2018), we show that
strongly embedded edges, i.e., edges with a high Quadrilateral embeddedness,
are relatively more stable over time. It would be interesting to investigate
whether this allows for defining over-time communities in terms of strongly
embedded edges.

• We showed that the choice of the pivots is vital for our sparse stress sparsifier.
Since these pivots, as we argued, should lie in the center of their partition, a
direction for further research would be to evaluate how sampling the pivots
respective the backbone or Irreducible Spine, rather than the original graph
structure, affects our model.
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