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Abstract

In this thesis we present new insights into the research area of abstraction and simpli�cation of

geometric shapes, and to the �eld of simulation of botanical processes.

Abstracting and simplifying 3D shapes is one of the fundamental problems in shape process-

ing research. Many application areas, including architecture, urban modeling, gaming, and

movies, require shapes in a reduced form. In the �rst part of this thesis we introduce three

novel approaches, each addressing speci�c issues in the problem domain of abstraction and

simpli�cation of shapes.

A new method for the automatic simpli�cation of botanical tree models is presented based on

adaptive Billboard Clouds. An iterative optimization is applied to the tree structure to evaluate

which geometric parts of the tree are substituted by Billboards. The entire process is guided by a

newly developed quality measure that accounts for intrinsic properties of the tree. We evaluate

our method by measuring the visual di�erence between full polygonal tree models and their

simpli�cations. Inspired by non-photorealistic rending methods, we further introduce a novel

paradigm for the abstraction of 3D shapes. The idea is to analyze a shape in a semi-automatic

way with regard to symmetries and regular patterns to determine important structures. By

using this information, the original geometry of a shape is replaced by a number of pre-de�ned

and parameterized geometric �ll patterns, which are derived from an initial user study. This

allows us to produce abstractions in which the expressiveness of a shape is directly manifested

in its geometry, rather than only in its rendering. Another novel method for the abstraction of

3D shapes presented in this thesis allows users to easily convey abstractions with only a few

simple strokes. For this we propose, a new user interface that combines perceptual rules de�ned

by Gestalt principles with sketches that capture the user’s intent. In particular, we extend the

formulation of 2D Gestalt grouping principles to 3D elements. Compared to previous abstraction

methods, this allows us to preserve important visual structures perceived by humans. Finally,

we validate the e�ectiveness of our system through two extensive user studies.

The second part of this thesis is dedicated to contributions anchored in the �eld of simulation of

botanical processes. Especially in computer graphics, an accurate simulation of such processes

is often required to produce plausible results from a biological point of view. In our work we

focus on the simulation of botanical tree growth. In particular, we introduce a new method that

captures the so-called cambial growth of a tree – the process that causes individual branches to

thicken. Moreover, the simulation is coupled to a physical cracking model to produce plausible

bark structures. By applying our method, we can give ordinary objects a tree-like appearance

with familiar ligni�ed features and cracked bark textures.





Zusammenfassung

In dieser Arbeit werden neue Erkenntnisse zum Forschungsgebiet der Abstraktion und Verein-

fachung geometrischer Formen sowie zur Simulation botanischer Prozesse vorgestellt.

Das Abstrahieren und Vereinfachen von 3D-Formen ist eines der grundlegenden Probleme im

Forschungsbereich der Geometrieverarbeitung. Viele Anwendungsbereiche, wie Architektur,

Stadtmodellierung, Computerspiele sowie Filme, erfordern Modelle in einer reduzierten Form.

Im ersten Teil dieser Arbeit werden drei neue Ansätze vorgestellt, die sich mit spezi�schen

Problemen in diesem Bereich auseinandersetzen.

Es wird eine neue Methode zur automatischen Vereinfachung botanischer Baummodelle auf

Basis adaptiver Billboard Clouds vorgestellt. Die Baumstruktur wird iterativ optimiert, um zu

ermitteln, welche geometrischen Bereiche des Baumes durch Billboards ersetzt werden. Der

gesamte Prozess wird von einem neu entwickelten Qualitätsmaß geleitet, welches spezi�sche

Eigenschaften des Baumes berücksichtigt. Die vorgestellte Methode wird durch Messung des vi-

suellen Unterschieds zwischen polygonalen Baummodellen und deren Vereinfachung evaluiert.

Inspiriert durch nicht-photorealistische Rendering-Methoden, wird außerdem ein neuartiges

Paradigma für die Abstraktion von 3D Modellen vorgestellt. Die grundlegende Idee besteht

dabei darin ein Modell in Hinblick auf Symmetrien und regelmäßige Muster zu analysieren, um

wichtige Strukturen zu bestimmen. Anhand dieser Informationen wird die ursprüngliche Ge-

ometrie eines Modells durch eine Anzahl geometrischer Füllmuster ersetzt, die aus einer ersten

Anwenderstudie abgeleitet wurden. Dadurch können Abstraktionen erzeugt werden, bei denen

die Ausdruckskraft des Modells in der Geometrie selbst und nicht nur in der Darstellung liegt.

Eine weitere Methode, welche in dieser Arbeit vorgestellt wird, ermöglicht es Abstraktionen

von 3D Modellen durch einfache Striche zu erzeugen. Hierfür wird eine neuartige Benutze-

rober�äche vorgestellt, die Wahrnehmungsregeln – de�niert durch Gestalt-Prinzipien – mit

Skizzen, die die Absicht des Benutzers erfassen, vereint. Insbesondere wird die Formulierung

von 2D Gestalt-Gruppiereungprinzipien auf 3D-Elemente erweitert. Im Vergleich zu bisherigen

Abstraktionsmethoden können so wichtige visuelle Strukturen, die vom Menschen wahrgenom-

men werden, erhalten werden. Die E�ektivität des vorgestellten Systems wird durch zwei

Anwenderstudien validiert.

Der zweite Teil dieser Arbeit präsentiert Forschungbeiträge auf dem Gebiet der Simulation

von botanischen Prozessen. Gerade in der Computergra�k ist eine genaue Simulation solcher

Prozesse oft erforderlich, um aus biologischer Sicht plausible Ergebnisse zu erzielen. Diese

Arbeit konzentriert sich dabei auf die Simulation des botanischen Baumwachstums. Es wird

eine neue Methode präsentiert, die das sogenannte Kambiumwachstum eines Baumes simuliert,

welches für das Verdicken von einzelnen Ästen verantwortlich ist. Darüber hinaus ist die Simu-

lation an ein physikalisches Modell zur Erzeugung von Rissen gekoppelt, um plausible Rinden-

strukturen zu generieren. Durch die Anwendung der vorgestellten Methode auf gewöhnliche

Objekte können diese in ein baumartiges Erscheinungsbild mit holzhaltigen Merkmalen und

Rindenstrukturen überführen werden.
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CHAPTER 1

Introduction

In this thesis we present new insights into the research area of abstraction and simpli�cation of

geometric shapes, and into the �eld of simulation of botanical processes. The thesis is structured

according to these themes, with the �rst part presenting contributions into the former research

area, and the remainder dedicated to the latter one. It concludes with a discussion on challenges

and future goals for both research areas.

1.1 Abstraction and Simplification of Shapes

Reducing and simplifying a 3D shape while keeping its structural essence has long been a chal-

lenge for artists, architects and cartographers. This problem has inspired researchers to develop

computational models and representations as powerful means for guiding the observer’s atten-

tion to speci�c features and for expressing information e�ectively. Common 3D models can be

very detailed and complex in their geometric structure, however, humans tend to need only a

few key features and characteristics to remember and infer to such models [235]. Therefore,

geometric shape abstraction is directly related to human perception and cognition. A compact

and abstract representation communicates information about its major characteristic features,

while minor details and irregularities are omitted. The resulting representation is visually more

appealing compared to the original detailed model, which may be perceived as visually clut-

tered. Furthermore, due to the minimalistic representation, the human visual system is relieved,

allowing information to be communicated more e�ciently. On the other hand, an abstract rep-

resentation also o�ers more room for interpretation caused by perceptual ambiguities. This has

inspired artists to create abstract images or sculptures that describe well-known objects with

simple shapes and curves, as well as cartographers to depict landmarks in tourist maps with

few single building blocks [100].

Three masterpieces of artistic artwork can be seen in Figure 1.1. Abstracting a model while

maintaining its semantic structure (structure-aware shape processing) is one of the fundamental

problems in shape modeling research [18, 199]. In addition to the perceptual importance, many
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Chapter 1 Introduction

technical applications, such as 3D printing or Level of Detail rendering, bene�t from geometric

simpli�cation because they require data often in a speci�c resolution or complexity. Due to

physical limitations, common 3D printers are only able to print a model’s structure up to a

certain scale. Fine details on the surface may be inaccurate or even lost, in�uencing the overall

quality of the print. However, this problem could be solved by using an abstracted model that

is reduced to its key features, thus making the object printable.

Figure 1.1: Abstraction in art. From left to right: Two sculptures, “Annette” and “Walking Man”, by Alberto
Giacometti, “Guernica” and “The Bull” by Pablo Picasso.

Since the early beginnings, computer graphics researchers have been interested in synthesizing

images that are as close to reality as possible. Besides sophisticated algorithms and techniques,

this also requires complex geometric models that have to be processed e�ciently, not only in

o�ine rendering systems, but also for real-time applications, such as computer games. This

poses considerable challenges, especially for the rendering of natural phenomena like trees or

large forest scenes, because even recent (graphics) hardware cannot handle the huge amount of

data that describes such models. A common way to handle this problem is to produce di�erent

simpli�ed representations of a given model, so-called Levels of Detail. Based on the distance

or size of the rendered model, the appropriate level is chosen such that the visual impression

remains closest to the original model.

The goal of both abstraction and simpli�cation is to represent the original model in a reduced

form. Common simpli�cation approaches operate on a vertex-triangle level, aiming to reduce

the geometric complexity, often based on an error-metric driven optimization. In contrast,

abstraction tries to extract high-level shape characteristics, which might be expressed even

by new and more complex geometry. In this thesis we introduce three novel approaches for

the abstraction and simpli�cation of shapes, each addressing speci�c issues in the problem

domain. Finding adequate abstractions and simpli�cations, however, is a challenging problem

that interfaces with diverse research areas [199]:

Geometric Shape Analysis. The input models of the abstraction and simpli�cation process

are mostly shapes that only have low-level geometric representation in the form of polygonal

meshes. These meshes are generated, for example, with the help of 3D scanners or taken

from large online repositories. The resulting meshes can vary strongly in complexity and

quality, including meshes with poor connectivity or, in extreme cases, so-called “polygon soups”.

Moreover, there is generally little available information, such as semantics or relationships

between di�erent parts of the input model, which could be used to guide the abstraction and

6



1.2 Simulation of Botanical Processes

simpli�cation process. Therefore, it is a key challenge to �nd algorithms that robustly analyze

such input models with the goal of identifying important structures and their relationships.

Furthermore, because the abstraction and simpli�cation of shapes is highly related to human

perception, insights from cognition science should also be considered for shape analysis in

addition to pure geometric analysis.

Production of New Geometry. Once structural information is available, appropriate methods

are necessary to process the model further towards a simpli�ed or abstracted version. Therefore,

the general intent and application of the resulting model plays an important role. For e�cient

rendering, di�erent Levels of Details have to be produced. Thus, the geometric complexity of

the model has to be reduced successively by maintaining the original visual impression. This is a

challenging task, especially for models which are described by a number of many disconnected

geometric pieces, such as the foliage of plants. Simpli�cation methods have to be designed

and developed that operate on the speci�c geometric descriptions of the models and take into

account the structural information from the analysis step. If an abstract version of the model is

needed, it is necessary to develop new algorithms and paradigms that convey information about

most of the characteristic features and semantic structures in an abstract way. Here, methods

from the �eld of non-photorealistic rendering can serve as inspiration, where symbolic shape

representations have received increasing attention in recent years. However, corresponding

techniques typically only render the model in a particular style, focusing on aesthetic or technical

aspects to increase the clarity of the subject, but do not alter the underlying geometry. In order

to obtain the same kind of expressiveness directly on a 3D shape new methods are required.

User-assisted Interaction. Another important area in the �eld of geometric shape abstraction

relates to the integration of the user’s intent in order to guide the abstraction into a certain

direction. This is essential because the aesthetic quality of the resulting model is perceived and

judged by the user. By incorporating the user’s intent, it is possible to produce abstractions that

directly ful�ll the perceptual needs of the user. This requires algorithms and methods that have

certain properties. An e�ective interactive abstraction tool must be easy to use, intuitive and

able to guide the user into producing coherent geometric models that maintain the semantic

structure of the original model.

1.2 Simulation of Botanical Processes

One of the key challenges in computer graphics is to create images, models and animations

that resemble the real world as closely as possible. Researchers in the �eld have thus devel-

oped various methods that aim to directly simulate complex processes of the real world. This

encompasses physically-based simulations of �uids and solid bodies in order to create natural

phenomena such as water, wind or �re [81, 233]. Using models inspired by real-world mechan-

ics enables the creation of accurate and plausible e�ects. Due to the increasing computational
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Chapter 1 Introduction

power of recent hardware, previously simple models have been developed into sophisticated

systems that cover more and more complex interactions even in real-time. One of the research

topics that has gained increasing importance in utilizing such simulation models deals with

the modeling of plants and vegetation. Botanical plant models are part of almost every virtual

scene and can be applied to far-reaching domains including architectural landscape planning,

computer generated movies and games.

The complex structure of plants is characterized by the inhomogeneity of many individual

parts, including leaves, branches or blossoms. The shape of a plant is de�ned by internal plant

characteristics as well as external factors, such as light, temperature and available space.

Figure 1.2: Synthetic results of an ecosystem and individual trees using a botanical simulation of plant
resources (Images from Palubicky et al. [221], Figure 1 and 20).

As a result, the modeling of plants requires a deep understanding of botanical processes in order

to produce plant models that are biological plausible. In the past, research was focused primarily

on simulating the apical tree growth, which is responsible for the introduction and elongation of

branches. The latest proposed techniques are environmentally aware Open L-Systems [207, 221]

and the space colonization algorithm [248]. Both approaches focus on building the general plant

structure by simulating the plant’s competition for resources. Results of this simulation can be

seen in Figure 1.2. However, there are many more factors that are known to in�uence a plant’s

visual appearance. Besides apical growth, the so-called cambial growth is decisively responsible

for a plant’s physical features. Cambial growth is the process that increases a tree’s girth so

that it can support more branches and leaves, transport more water and nutrients, and produce

wood and its tree-ring structure. Cambial growth further produces familiar tree features, such

as crotches, bulges, burls and knobs. In particular, cambial growth is directly related to the

process of bark generation. Until now few studies in computer graphics have addressed this

type of growth and the coupling to other related processes, such as bark generation. An accurate

simulation of cambial growth is thus still missing from the �eld. In this thesis we introduce

a novel method to simulated such growth. The following presents a discussion of di�erent

components and challenges that have to be addressed in order to build appropriate models to

simulate botanical processes, such as the cambial growth.
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1.2 Simulation of Botanical Processes

Descriptive Model. Due to the interdisciplinary character of botanical simulations, it is nec-

essary to �rst understand the underlying complex biological principles. In regards to plant

growth, this means that factors such as nutrient concentration in soil, which in�uences the

development of roots, or competition for space and light have to be considered. Plant growth

rate is de�ned by a function that is obtained from real-world data. Bringing this all together, we

can de�ne a model that describes botanical growth to a certain extent. In many cases, however,

simpli�ed assumptions must be made on certain parts in order to limit computation time and

to provide intuitive parametrization. Once the descriptive model is de�ned, an appropriate data

representation has to be chosen to drive the simulation. Based on the simulated process, this

could include a set of particles, a polygonal surface mesh or a volumetric representation. If

no common representation satis�es the requirements, a combination of new or existing data

structures must be explored. The appropriate choice and design of the data structure is crucial

for the resulting accuracy and quality of the simulation.

Rendering. The goal of rendering is to produce visually appealing images and animations

of the simulation. For botanical plant models, this is a complicated task due to the complex

structure of bark and leaf tissue. In order to create photo-realistic images, material characteristics

and interaction with light have to be faithfully modeled. Methods such as Ray Tracing, Path

Tracing [137] or more general Global Illumination techniques can approximate this to a very

high degree of realism but are also very time consuming and do not provide immediate response.

For interactive applications, real-time processing of the models is essential. Due to the high

geometric complexity of plants, new sophisticated techniques are required that directly utilize

new features provided by recent (graphics) hardware.

User-Interaction. In addition to the need for descriptive models and accurate rendering, a

further challenge involves integrating the user into the simulation process. In many situations,

the system is described by a large number of parameters. To explore the parameter space,

it is thus essential to provide a set of tools to interact with the simulation that enables the

user to adjust the parameters according to their needs. This has the e�ect of discovering new

insights about the underlying botanical process that would otherwise remain hidden. From a

modeling point of view, interaction methods should also enable artists to produce content much

faster compared to manual production. The provided tools should be intuitive, easy to use and

importantly should elicit an immediate response from the system.

9
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1.3 Summary of Contributions

This thesis outlines contributions to the aforementioned problem domains in the �eld of ab-

straction and simpli�cation of shapes and in the �eld of simulation of botanical processes. The

speci�c contributions are:

• An automatic method, speci�cally designed for the geometric simpli�cation of botanical

tree models based on hierarchical Billboard Clouds [62]. These clouds react to quality

measures developed speci�cally for plant models. They are optimized for providing mini-

mum visual di�erences compared to the full polygonal models. The method enables fast

production of di�erent Levels of Detail for a given polygonal tree model.

The author of this thesis developed the main idea of the work, implemented a prototype

plugin for the modeling software MAXON CINEMA 4D

®

and took the lead in writing the

paper, which was published in

KRATT, J., COCONU, L., DAPPER, T., SCHLIEP, J. W., PAAR, P., AND DEUSSEN, O.

2014. Adaptive billboard clouds for botanical tree models. In Proceedings of Digital
Landscape Architecture 2014 at ETH Zurich, Wichmann, Berlin, W. Hayek, Ed., 274–282.

• A novel paradigm of non-realistic 3D abstraction, in which the expressiveness of a given

3D model is manifested in the 3D shape itself rather than only in its rendering. An input

model is analyzed using abstraction, simpli�cation, and symmetrization operators to de-

termine important features. Based on this information the original geometry is replaced

by a number of pre-de�ned and parameterized geometric �ll patterns, which were derived

from an initial user study. As a result, a stylized and expressive representation of the input

is produced that can be rendered or printed in 3D.

The author of this thesis was involved in developing the main contribution of this work,

which included generating new ideas about alternative shape representations, implement-

ing code for a prototypic application and writing text for the paper. The �nal results were

published in

KRATT, J., EISENKEIL, F., PIRK, S., SHARF, A., AND DEUSSEN, O. 2014. Non-realistic
3D object stylization. In Proceedings of theWorkshop on Computational Aesthetics, ACM,

New York, NY, USA, CAe 14, 67-75.

• An interactive tool that allows users to easily convey abstractions of complex 3D models

with only a few simple strokes. The key idea is to employ the well-known Gestalt prin-

ciples to help in generalizing user inputs into a full model abstraction while accounting

for form, perceptual patterns and semantics of the model. To achieve this the idea of

2D Gestalt principles is extended to 3D space. Two conducted user studies validate the

e�ectiveness and e�ciency of the proposed method.
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1.4 Other Publications

The author of this thesis took the lead in the project and was directly involved in develop-

ing the main contribution (3D Gestalt principles) as well as writing code for a prototypic

application and text for the paper. Further, the author conducted both user studies men-

tioned above. All �ndings were published in

KRATT, J., NIESE, T., HU, R., HUANG, H., PIRK, S., SHARF, A., COHEN-OR, D., AND

DEUSSEN, O. Sketching in Gestalt Space: Interactive Shape Abstraction through
Perceptual Reasoning. Computer Graphics Forum, (2018).

Contributions in the �eld of simulation of botanical processes:

• A botanical simulation of secondary (cambial) tree growth coupled to a physical cracking

simulation of its bark. Whereas level set growth would use a �xed resolution voxel grid,

the presented system extends the Deformable Simplicial Complex (DSC) [195, 196], sup-

porting new biological growth functions robustly on any surface polygonal mesh with

adaptive subdivision, collision detection and topological control. The DSC is extended

with temporally coherent texturing and surface cracking with a user-controllable biologi-

cal model coupled to the stresses introduced by the cambial growth model.

The author of this thesis took the lead in this project, was involved in developing the key

ideas, supervised other members in the team in writing code for a prototype system and

wrote text for the paper. The results were published in

KRATT, J., SPICKER, M., GUAYAQUIL, A., FISER, M., PIRK, S., DEUSSEN, O., HART, J. C.,

and BENES, B. Woodi�cation: User-controlled cambial growth modeling. Com-
puter Graphics Forum 34, 2 (2015), 361–372.

In this thesis, we use text from the above-mentioned publications without citation marks.

1.4 Other Publications

Further publications to which the author of this thesis contributed are listed in the following.

These papers are not part of the thesis.

• KRATT, J., EISENKEIL, F., SPICKER, M., WANG, Y., WEISKOPF, D., and DEUSSEN, O.

Structure-aware Stylization of Mountainous Terrains. In Vision, Modeling Visual-
ization (2017), M. Hullin, R. Klein, T. Schultz, and A. Yao, Eds., The Eurographics Associa-

tion.

• SPICKER, M., KRATT, J., ARELLANO, D., and DEUSSEN, O. Depth-aware coherent line
drawings. In SIGGRAPH Asia 2015 Technical Briefs (New York, NY, USA, 2015), SA ’15,

ACM, pp. 1:1-1:5.
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• STAVA, O., PIRK, S., KRATT, J., CHEN, B., MĚCH, R., DEUSSEN, O., AND BENES, B.

Inverse procedural modelling of trees. Computer Graphics Forum 33, 6 (2014), 118-

131.

• PIRK, S., STAVA, O., KRATT, J., SAID, M. A. M., NEUBERT, B., MĚCH, R., BENES, B., AND

DEUSSEN, O. 2012. Plastic trees: interactive self-adapting botanical tree models.
ACM Transaction on Graphics, 31, 4 (July), pp. 50:1-50:10.

• KRATT, J., STROBELT, H., AND DEUSSEN, O. 2011. Improving Stability and Com-
pactness in Street Layout Visualizations. In Vision, Modeling, and Visualization (2011),
Eurographics Association, pp. 285-292.

1.5 Thesis Structure

The �rst �ve chapters of this thesis are dedicated to the �eld of abstraction and simpli�cation

of 3D shapes. In Chapter 2 related works and state of the art techniques are reviewed. In

particular related methods are discussed for analyzing 3D shapes with respect to segmentation,

symmetries and repetitive structures. Moreover, pure geometric simpli�cation and various

abstraction techniques are discussed in detail. Chapter 2 �nally concludes with an overview

about related non-photorealistic rendering techniques.

In Chapter 3, an automatic method for the simpli�cation of botanical tree models is proposed.

The method uses speci�c information of the tree model to e�ciently reduce the geometric

complexity. Chapter 4 introduces a new paradigm for the abstraction and stylization of 3D

shapes inspired by 2D non-photorealistic rendering methods. The key idea is to replace the

original shape geometry with a number of prede�ned and parametrized geometric �ll patterns

found in an initial user study. The method is realized within a semi-automatic framework that

allows e�cient conversion of 3D models into abstract representations. In Chapter 5, a new

method for the abstraction of shapes is presented, whereby the user can simply sketch the

intended abstraction over the view projection of the model. The presented work accounts for

perceptual patterns and semantic structures of the model by considering and formalizing 2D

Gestalt principles in 3D space.

The remaining part of this thesis comprises contributions to the �eld of botanical simulations.

In Chapter 6, a new method is introduced for the accurate simulation of secondary (cambial)

tree growth coupled to a physical cracking simulation of its bark. The method is realized as

an artistic tool, which provides interactive user control over the growth and bark simulation,

and allows ordinary objects to be given a tree-like appearance. Finally, Chapter 7 concludes

the thesis by summarizing the presented contributions and delivering an overview of possible

topics for future work.

12



CHAPTER 2

State of the Art

Abstraction and simpli�cation of shapes has been studied in many research �elds, including

non-photorealistic rendering, human perception, geometric modeling and shape analysis. The

process of abstraction involves a deep understanding of shape characteristics, such as volume

distributions, segmentation, symmetries and regular structures. Proper shape analysis is es-

sential for producing meaningful abstractions. The simpli�cation of shapes aims to reduce the

number of geometric primitives, often represented by a set of vertices and triangles. Local and

global simpli�cation algorithms were introduced that operate on polygonal meshes. In recent

years, also a set of algorithms have been proposed speci�cally designed for the polygonal sim-

pli�cation of botanical tree models. In the following sections we provide an overview of recent

approaches in these �elds.

2.1 Shape Analysis

Shape analysis describes the process of extracting relevant information of a shape and then

using this to produce an abstraction or simpli�cation. This thesis focuses on the analysis of

shapes that are described by polygonal surface mesh representations. Shape segmentation is

one of the fundamental problems in shape analysis and represents the starting point for most

abstraction techniques. Dividing a shape into meaningful parts enables the identi�cation of

important structures and their relations. Various classes of segmentation methods have been

proposed that address the problem in di�erent ways. Closely related to segmentation is the

detection of regularities and symmetries in shapes. Such structures also indicate important parts

of the shape because they provide cues about how humans perceive and understand shapes.

2.1.1 Mesh Segmentation

The goal of mesh segmentation is to divide a polygonal surface into disjoint sets of polygons,

whereby each set ful�lls some partitioning criteria. For example, each region de�ned by the set is
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separated by sharp creases in the mesh. A vast number of segmentation methods are available. In

this section, we present an overview about di�erent strategies for mesh segmentation. Following

the classi�cation of Shamir [262], �ve di�erent classes can be identi�ed.

Region Growing. The �rst class comprises techniques that follow a region growing strategy.

Starting with an initial seed polygon, such methods iteratively add surrounding elements (poly-

gons) to the current region if a geometric criterion is satis�ed. If no element can be assigned

anymore, a new region is started. Various algorithms have been proposed that are based on

di�erent geometric criteria including linear planarity [138], curvature [152], convexity [26, 37]

or motion characteristics [153]. A common extension of the region growing idea is to start from

multiple seed points in parallel [182, 220]. Recently, Demir et al. [66] have developed a method

to simultaneously segment and identify symmetrical structures in architectural models based

on a weighted minimum set cover formulation. Moreover, Dessein et al. [69] have proposed a

region growing method for symmetry-aware mesh segmentation.

Hierarchical Clustering. Hierarchical clustering represents the next class of mesh segmenta-

tion algorithms. Here, each face of the input model is initialized with its own cluster, followed by

an iterative merging process of nearby clusters. As has been done for region growing techniques,

di�erent geometric criteria have been proposed to decide which clusters should be merged. Gar-

land et al. [93] used a measure of planarity, while Attene et al. [7] presented primitive �tting to

evaluate the costs of merging. Sander et. al [251] exploited hierarchical clustering to partition

the mesh into regions with disk-like topology, called charts. The method evaluates planarity

as merging criteria, de�ned by the mean-squared distance of the best-�tting plane through

the chart to the chart itself. Gelfand and Guibas [94] presented a method for segmentation of

scanned shapes based on slippage analysis. Hierarchical clustering can also be expressed as a

sequence of edge contraction operations in the dual graph of the mesh [264].

Iterative Clustering. Another mode of mesh segmentation is provided by iterative clustering

methods. Compared to region growing and hierarchical clustering techniques, the user has

to specify an initial number of segments a priori, where each segment is represented by a

representative face of the mesh. In a subsequent step, remaining faces are assigned to one of the

clusters and new representatives are evaluated. This process terminates when the clusters stop

changing. Shlafman et al. [267] use a distance measure based on a combination of di�erences in

the dihedral angle and the geodesic distance between faces to determine the cluster assignment.

Cohen-Steiner et al. [44] introduced Variational Shape Approximations, where a set of proxies

(ellipses) is used to represent an input mesh in an abstracted form. In order to �nd these proxy

shapes, an error-minimizing iterative clustering is applied to the mesh based on two distance

metrics. Wu and Kobbelt [304] extended this clustering process to also allow higher order

surface proxies such as spheres, cylinders and rolling ball blend patches. Several variants of

iterative clustering have been proposed focusing on di�erent application tasks, including texture

parametrization and texture atlas generation [135, 252], the production of developable surface

patches for paper crafting [263], or the e�cient compression of animation sequences [253].
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2.1 Shape Analysis

Spectral Analysis. Spectral-based segmentation techniques [28, 211, 259, 292] follow intrin-

sically the same idea. By taking the dual graph of the mesh, an a�nity matrix is computed

that encodes the pair-wise probability of mesh faces belonging to the same segment. An appro-

priate number of eigenvectors of the normalized a�nity matrix is then computed to obtain an

embedding of the mesh. Finally, k-means clustering is applied within the spectral embedding

space to induce a segmentation of the mesh. Instead of an a�nity matrix, some methods use

the close related graph Laplacian matrix [25] to construct a low-dimensional embedding of the

mesh [169, 192].

Implicit Segmentation. Implicit segmentation techniques do not directly partition the mesh.

A number of works de�ne the boundaries of the segments in order to infer the partitioning

implicitly. Lee et al. [154] compute curvature-based feature contours, while Lévy et al. [158]

and Mitani and Suzuki [198] used feature-lines on the mesh to de�ne such boundaries. An-

other method of implicit segmentation is to transfer the problem of partitioning to di�erent

representations of the mesh. Both Li et al. [162] and Raab et al. [237] segmented the skeleton

representation of the mesh to infer to the actual partitioning of it.

In this section we presented the most relevant approaches in each �eld. A detailed and exten-

sive overview about further segmentation techniques can be found in the survey published

by Shamir [262]. Furthermore, there is also a large body of work focusing on sketch-based

and unsupervised segmentation [76, 142], as well as co-segmentation of an entire class of

shapes [98, 269, 308].

2.1.2 Symmetries and Regular Structures

This section gives an overview about computational methods to detect symmetries and regular

structures in geometric 3D models. The elementary task of identifying such structures consists

of �nding matching geometry, that is, similar parts of the shape that can be aligned with respect

to certain transformations including combinations of translation, rotation, and scaling. The

used measure to evaluate the similarity de�nes the equivalence of shape parts, and so further

determines whether exact or only approximate concurrences are considered.

Partial Symmetry Detection. Methods to identify partial symmetries, or self-similar parts

and their relations within the same shape, have been developed by many researchers. Zabrodsky

et al. [314, 315] introduced a distance measure to capture the amount of partial symmetry. The

proposed distance re�ects the e�ort of transforming the original shape into a symmetric shape.

Mitra et al. [201] identi�ed partial and approximate symmetries in 3D models by pairing sample

points on the surface mesh that have the same local shape signature (see Figure 2.1). Clusters of

these matches indicate symmetries in the input model. Other methods, such as RANom Sample

Consensus (RANSAC) [82] and geometric hashing techniques [88, 300], identify symmetric
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structures by analyzing the mesh data in an appropriate transformation space. This commonly

reduces the overall search space of possible symmetry candidates.

Figure 2.1: Detection of partial and approximate symmetric structures on a sculpted model. Identi�ed
structures and color-coded deviations (blue low, red high) from perfect symmetry are shown in the middle
and on the right side respectively (Mitra et al. [201], Figure 1).

Another means of identifying partial symmetries was proposed by Podolak and colleagues [234].

They introduced the planar re�ective symmetry transform, which provides a continuous measure

of shape symmetry with regard to all planes in space. Bokeloh et al. [24] worked on feature

lines of the shape to extract symmetries. The idea is to match local coordinate frames, de�ned

by the lines, to identify candidate regions of potential symmetric parts. Berner et al. [17] further

extended this approach to also �nd symmetries that occur under non-ridged transformations.

Lipman and co-workers [166] use spectral clustering to produce a symmetry-aware segmenta-

tion of the input shape. A symmetry correspondence matrix is constructed that encodes pair-wise

symmetry relations of points sampled on the shape surface. By taking the eigenvectors of the

matrix, a spectral embedding is achieved. Within the resulting embedding space similarities are

determined through clustering. Recently, Sipiran et al. [272] have presented a method to detect

partial symmetries in incomplete 3D shapes by analyzing local maxima of surface functions.

Global SymmetryDetection. In early works, Atallah et al. [6] and Wolter et al. [301] addressed

the problem of identifying global symmetries, that is, �nding transformations that map the

entire shape to itself. They presented algorithms for the exact detection of symmetries in

planar point sets that, however, are not applicable to complex geometric models. Later, Alt et

al. [4] proposed e�cient algorithms to compute exact or even approximate congruences and

symmetries described by rigid transformations in point set data. To detect global symmetries

in 3D shapes, Martinet et al. [184] developed a method that computes extrema and spherical

harmonics coe�cients of generalized moment functions. A number of approaches rely on the

computation of shape descriptors to identify global rotational and re�ective symmetries. This

includes methods using the symmetry correlated extended Gaussian image [277], a collection

of spherical [141] or moment-based functions [283]. Kazhdan et al. [140] introduced a shape

descriptor that measures the re�ective symmetry of a 3D model. The proposed technique �rst

voxelizes the input model and then applies Fourier methods to extract symmetries. Raviv and

colleagues [240] developed an e�cient method for �nding global intrinsic symmetries of non-

ridged shapes. This is done by computing an embedding that preserves geodesic distances

on the shape based on generalized multi-dimensional scaling. Another way to extract intrinsic
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similarities was published by Ovsjanikov et al. [218]. In their work, the eigenfunctions of Laplace-

Beltrami operators are analyzed to transform intrinsic concurrences into a signature space.

Recently, Litany et al. [167] have introduced an approach for calculating partial dense intrinsic

correspondence between non-ridged shapes based on the partial functional maps formalism and

an approximation of the Laplace-Beltrami operators.

Regular Structures. Discovering regularly aligned structures in shapes is closely related to

the extraction of similarities. The overall goal is to identify parts of a shape that can be aligned

by a repeated application of the same transformation. The above-mentioned methods are very

e�cient in detecting large-scale symmetries that consist only of a small number of parts. If

this number increases, however, more specialized algorithms are needed. Shikhare et al. [266]

developed a compression method that exploits repetitive patterns in CAD models. The method

uses a similarity measure to identify classes of equivalent connected components. Within each

class the transformations of repeating elements are derived and e�ciently encoded to reduce

storage of the model.

Figure 2.2: Regular structures discovered in di�erent shapes using themethod from Pauly et al. [225] (Figure 1).
Extracted regularities are visualized by a grid structure.

Cai and co-workers [34] further extended this approach to compress repeating structures also

with di�erent scalings. Li et al. [160] decomposed boundary representations of shapes to build

regularity feature trees. These trees capture regularities and symmetries of the shape and

provide important insights about the underlying geometric design intent. In another study by

Liu and colleagues [170], periodic relief patterns on triangle meshes are segmented with the

help of interactive user annotations. Pauly et. al. [225] presented a computational framework

for identifying regular and repeated structures in 3D geometry by analyzing pairwise similarity

transformations. The method applies a nonlinear optimization to �nd regular grid structures

in an appropriate transformation space. Examples of regularities discovered in shapes can

be seen in Figure 2.2. This approach has been further generalized to discover also intrinsic

regularities [200]. Huang et al. [125] formulated the extraction of near-regular structures as an

optimization problem that is solved with linear programming techniques.

The methods presented above e�ciently identify regular and symmetric structures in geometric

models. A comparison and classi�cation of such techniques was published by Mitra et al. [202].

Various methods have also been proposed for identifying similarities in 2D image data. A

detailed and in-depth discussion can be found in the survey published by Liu et al. [172].
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2.2 Shape Abstraction

Existing techniques for shape abstraction work in two complementary ways. Geometry-based

approaches rely on purely geometric properties of the polygonal input mesh, while perceptual-

based methods utilize insights from cognition sciences. In this section, we present the most

relevant works in these �elds.

2.2.1 Geometry-based Abstraction

In an early study, Akleman et al. [3] generated 3D face caricatures in an interactive way to

highlight artistic concepts in the modeling process. In a �rst step, users describe facial features

in an exaggerated way by a set of disconnected pieces modeled as polygonal surfaces. Users

determine the features and also the extent to which the exaggeration is performed. The abstract

3D caricature is then obtained by creating a subdivision surface that closely approximates the

shape de�ned by the disconnected pieces.

Figure 2.3: 3D Collages as means for abstraction. An input model is approximated by �tting a set of shapes,
in this case fruits, to parts of the model (Gal et al. [190], Figure 12).

Inspired by the surrealistic art of Giuseppe Acrimboldo (1527 - 1593), Gal et al. [89] created

3D collages on top of target shapes by using a database of objects as primitive building blocks.

The presented framework allows users to freely specify the desired set of elements from the

database that should be used for abstraction. A local �tting function is evaluated that assigns

the element that �ts best to each point on the target surface. The user can interactively control

the semantic relations between the entire composition and its individual parts at any point.

Figure 2.3 shows two examples of collages that are composed of fruits. Theobalt et al. [281]

extended this idea and proposed a method for automatically transforming animated meshes into

abstract representations by using such 3D collages. Similarly, Huang et al. [124] introduced a

method that allows input images to be resembled from a set of 2D image found on the Internet.

Attene et al. [7] approximated a 3D model with a set of simple primitives such as planes, spheres

and cylinders. This is done by hierarchical face clustering of the input mesh followed by an

automatic �tting of optimal shapes to the clusters. The presented clustering is robust to noise
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and can even be applied to irregularly triangulated models. Mehra et al. [190] abstracted three-

dimensional shapes with a set of characteristic 3D curves and contours. Their method processes

the input model in two stages. First a closed manifold envelope surface is generated that ap-

proximates the original shape to a certain degree. In the second step, the envelope is used to

extract a hierarchical curve network, which serves as a vector representation. Based on this, an

abstracted version of the input model is reconstructed. For the input geometry, there must be

no special assumptions made; even meshes with poor quality can be handled. Figure 2.4 shows

two models and their abstractions.

Figure 2.4: Abstractions of man-made shapes. Result images from Mehra et al. [190] (Figure 13). By repre-
senting the input model as a curve network (not shown), an abstract representation can be computed. Each
input model is given on the left, followed by two abstractions with di�erent resolution.

Planar abstractions have also been proposed and investigated by many researchers. Focused on

3D manufacturing, Li et. al. [163] studied the geometric structure of pop-up sculptures, while

Willis et al. [296] and Schwartzburg and Pauly [258] developed radial and orthogonal planar

abstractions respectively. McCrae et al. [189] presented a learning algorithm to produce abstrac-

tions of shapes using a minimal number of planar sections. The authors conducted an initial user

study, which revealed strong correlations between user-de�ned planes and geometric features.

These observations provided the foundation of their proposed method. Inspired by sculptural art

and architecture, Hildebrand et al. [115] introduced an algorithm to produce so-called cardboard
sculptures, where a set of mutually intersecting planar slices is used for abstraction. A compre-

hensive perceptual evaluation of state of the art planar abstraction techniques can be found

in [188]. Yumer and Kara [313] made the assumption that there is no single abstraction for one

object and presented a co-abstraction method that generates identity preserving and mutually

consistent abstractions for shape collections. The models in the resulting shape collection are

abstracted to the maximum extent while maintaining their distinguishing characteristics.

It has been shown that even a small set of characteristic curves is su�cient for humans to

recognize and identify shapes [235]. Skeleton representations are therefore a common means

for abstraction. Possibly the most well-known form is the medial axis transform [23]. So far,

a number of methods have been invented that extract skeletons from di�erent data sources.

Au et al. [8] presented a contraction algorithm to generate curve-skeletons from polygonal

meshes by applying constrained Laplacian smoothing. Mean Curvature Skeletons, introduced

by Tagliasacchi et al. [278], are also directly obtained from a polygonal mesh by collapsing the
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input geometry driven by mean curvature �ow. An example is given on the left side in Figure 2.5.

For 3D point cloud data, a usable method was proposed by Huang et al. [123], which computes

a L1-medial skeleton. For incomplete and noisy point cloud data, the method by Tagliasacchi

et al. [280] can be applied. A detailed overview about further state of the art methods for curve

skeleton extraction can be found in [52], or more recently in [279]. Inspired by common curve

skeleton representations, De Goes et al. [57] presented the concept of the so-called exoskeleton

to convey geometric structures of a shape through a curve network that remains on the surface.

The input model is segmented into parts, where each part is represented by a number of patches.

The contours of these patches form the exoskeleton (see Figure 2.5).

Figure 2.5: Skeleton representations. Left: Result image from Tagliasacchi et al. [278] (Figure 1) showing the
Mean Curvature Skeleton of a model. Right: Part-based segmentation of a model and its resulting exoskeleton
(De Goes et al. [57], Figure 2).

Vidimce et al. [284] provided means for the synthesis of multi-material 3D printed objects. The

authors introduce shader-like programs, called fablets, which procedurally change the geome-

try and material of an input shape. Motivated by procedural modeling and constructive solid

geometry, researchers have long proposed to approximate a given 3D model with parametric

parts [7, 255]. Parametric descriptions enable the creation of di�erent abstraction levels by direct

manipulation, for instance by removing some of the parts while preserving others. However,

most discrete digital models lack such semantic information and deducing regularity from 3D

geometry poses a di�cult problem [225].

More recently Calderon and Boubekeur [35] have proposed a method to automatically generate

bounding shape approximations of arbitrary complex meshes based on an asymmetric morpho-

logical closing. The method produces shape proxies that are tight on the input model, even for

the coarsest level of approximation. The user can locally in�uence the proxy scale, resolution

and topology in an intuitive way by applying a brush tool, but the method does not account for

perceptual important structures.

The abstraction of buildings and urban scenes has also been of interest to researchers for improv-

ing, clarifying, and emphasizing visual representations of urban data sets. Kada [136] introduced

a method for automatic generalization of 3D building models by remodeling the input shape

based on half spaces. Forenberg [83] uses scale-space theory: faces of the input model are

moved against each other until 3D features of a certain scale are removed. While Adabala et

al. [1] suggested to create maps as a combination of two- and three-dimensional information
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to increase functionality and aesthetic appeal, Grabler et al. [100] on the other hand introduced

a technique for the automated design of tourist maps with a focus on emphasizing important

cues. The approach of Loya et al. [177] employs Fourier series to identify periodic features and

to abstract facade structures from images. Glander et al. [97] focused on the perception of city

models by introducing a hierarchical abstraction of buildings and streets. Their work allows

computing abstracted representations of important landmarks and supports smooth transitions

of varying Levels of Details. Sidiropoulos and Vasilakos [270] provide an overview of di�erent

techniques for modeling cities and discuss various symbolic and realistic visualizations.

2.2.2 Perceptual-based Abstraction

A large amount of work addresses the abstraction and stylization of 2D line drawings. In the

context of perceptual abstraction, Grabli et al. [101] generalized line drawings using a complexity

measure that accounts for stroke density and regularity variations. The method is based on

two strategies used by artists to prevent clutter in line drawings caused by repetitive or near-

regular structures. Barla et al. [13] presented an algorithm for line drawing abstraction based

on perceptual line grouping, accounting for proximity, color and continuation principles. For a

certain scale, the original line drawing is analyzed and a number of line clusters are detected.

These clusters are processed and represented as new lines, reducing the overall line density in

the drawing. The proposed method was inspired by an early work of Rosin [244], who already

proposed perceptual grouping principles for curved line drawings. Many of the existing methods

analyze the geometry for grouping and simpli�cation [265], the arrangement of patterns and

the relations of neighboring elements [128] or the appearance and placement of stroke-based

vectors [126]. Wang et al. [287] perform abstraction of video sequences using semi-automatic

segmentation of semantical contiguous volumes.

Mi et al. [193] developed a computational method for the abstraction of 2D shapes based on

perceptual parts. Motivated by �ndings from cognition science, a part of a shape is de�ned by

a local region that has a signi�cant symmetry axis. A number of pruning and simpli�cation

operations are applied to the 2D part decomposition to get the �nal abstraction.

Figure 2.6: Gestalt-based abstraction of a cityscape line drawing. Groups of lines are detected in the input
drawing (left) that conform Gestalt principles and are successively summarized and abstracted (adapted
from Nan et al. [209], Figure 1).

Gestalt-based abstraction has also been extensively addressed in recent years. Gestalt princi-

ples describe how humans tend to perceive arrangements of elements and thereby provide a
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fundamental means for perceptual reasoning of shape abstraction and modi�cation (see also

Wertheimer [293, 294]). Nan et al. [209] introduced a method for structural summarization

and the abstraction of complex spatial arrangements found in architectural drawings based on

Gestalt principles. Figure 2.6 illustrates di�erent levels of abstraction of a cityscape line drawing.

In order to identify Gestalt groups they describe their scenes by a proximity graph connecting

elements to their neighbors. Con�icts within multiple Gestalt principles are resolved by formal-

izing the problem as an optimization solved with a multi-graph cut. Finally, detected groups are

summarized and abstracted using simple primitives.

Other methods used Gestalt principles to abstract 2D footprints of buildings for urban abstrac-

tion. In an early work, Yan et al. [310] proposed a method to automate building grouping and

generalization. They presented a quantitative description of three principles, namely proximity,

similarity and common directions. Based on Delaunay triangulation, groups are detected and

then abstracted by generalization operations. Yang et al. [311] introduced a hierarchical abstrac-

tion approach for building footprints with regard to Gestalt theory and urban legibility. Later,

Zhang et al. [317] extended this method by considering more Gestalt principles. Recently, Wang

et al. [289] have presented multiple Gestalt principles and a graph-cut-based optimization with

similarities to Nan et al [209]. Their framework allows for generalization of urban footprints,

as well as the abstraction of facade textures into multiple Levels of Detail.

Figure 2.7: Closure-aware sketch simpli�cation. Coarse strokes of an input drawing, each originally given
on the left side, are grouped with respect to the Gestalt principle of closure and converted into a clean
representation (Images taken from Liu et al. [171], Figure 1 and 15).

In a recent work, Liu et al. [171] have exploited the Gestalt phenomenon of closure to simplify

sketch-based line drawings (see Figure 2.7). The principle of closure describes the tendency

to complete a simple shape that is only shown in parts. By taking closure into account, the

method summarizes sketchy strokes from the input drawing in the way that both coarse and

�ne details are represented as clean line drawings. Gestalt principles are powerful means for

guiding abstractions into perceptually coherent representations. In the past, researchers also

used these laws for assisting human sketching [165] or for the selection of elements [309].

Furthermore, some authors highlight the importance of also using Gestalt laws for geometric

abstraction [56, 175].
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2.3 Mesh Simplification

In the past, various polygonal mesh simpli�cation algorithms were proposed, which can be

mainly grouped into local and global simpli�cation operators. Local operators are limited to

work only on a small subset of the mesh geometry and its local connectivity, while global

operators consider a much larger part of the mesh and are also able to simplify the topology.

The following paragraphs give an overview of general local and global simpli�cation operators.

Moreover, as this thesis contributes to the simpli�cation of botanical tree models, a detailed

review of related work in this �eld is presented.

2.3.1 Local and Global Simplification Operators

The �rst proposed local simpli�cation operators were developed to work solely on triangle

meshes. In order to simplify arbitrary polygonal surfaces, the corresponding meshes have to be

triangulated. All of these operators follow the same strategy. By collapsing mesh components,

such as vertices, edges or triangles, the geometric complexity is locally reduced. Schroeder et

al. [256] and Renze and Oliver [242] proposed algorithms to simplify triangle meshes, based

on iterative removal of vertices. A vertex is removed if the local topology of the mesh remains

unchanged, and, if the distance between the resulting mesh and the unsimpli�ed is under a user-

speci�ed threshold. Removing a vertex and its associated triangles causes a hole in the mesh,

which is then retriangulated. Schroder et al. used a local recursive loop splitting mechanism to

retriangulate the hole, while Renze and Oliver applied the Delaunay triangulation. Hoppe et

al. [121] used the same kind of decimation scheme on an edge basis. Besides collapsing edges, the

authors also proposed local split and swap operations of edges. These are applied to minimize

an energy function that re�ects the deviation of the simpli�ed mesh from the original.

Figure 2.8: Progressive meshes. A sequence of simpli�cations produced by applying edge collapse and vertex
split operations. Number of triangles from left to right: 150, 500, 100, and 13,546 faces. Original model is
given on the right side (Hoppe et al. [118], Figure 8).

Hoppe et al. [118] further proposed the progressive mesh data structure, which allows for the

representation of a triangle mesh with continuous levels of simpli�cations based on edge collapse

and vertex split operators. Figure 2.8 shows a sequence of simpli�cations of a plane model. This

type of view-independent simpli�cation is especially well suited to produce continuous Level
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of Detail representations. The idea of local edge and vertex operations was further applied to

progressive transmission [11, 103], progressive compression [11], as well as view-dependent

simpli�cations [119, 306]. As an alternative to removing vertices and edges, the collapse of an

entire triangle at once has also been proposed [95, 106].

Decimation algorithms are guided by error metrics, which measure the quality or distance of the

original mesh to the simpli�ed mesh. To date, a variety of di�erent metrics have been proposed.

Garland and Heckbert [92] applied the quadric error metric (QEM) for simpli�cation. In order to

preserve more information of the surface mesh, Hoppe [120] extended the de�nition of the QEM

by introducing additional properties such as normals and colors. An overview and evaluation

of error metrics used for mesh simpli�cation was conducted by Kaick and Pedrini [185].

Vertex clustering methods, also known as local cell collapse operators, simplify the surface

mesh by decimating all vertices in a certain volume. The �rst vertex clustering algorithm was

proposed by Rossignac and Borrel [245]. In their work, a uniform 3D grid is overlayed on the

model and the vertices within each cell are collapsed. The original proposed algorithm was

further enhanced by adapting the volume subdivision using spatial data structures, such as

an octree [178], or by directly de�ning a volume in space [176]. DeCoro and Tatarchuk [63]

proposed a real-time variant of the vertex clustering algorithm by utilizing the GPU.

Figure 2.9: Result images from Nooruddin and Turk [213] (Figure 7). The proposed global simpli�cation
operators are able to simplify the mesh topology. The mesh and wireframe of the original model (left) and
the simpli�ed model (right) are shown.

Global simpli�cation operators are able to simplify the mesh topology in a gradual and con-

trolled way. He et al. [111] presented a voxel-based simpli�cation algorithm inspired by signal

processing approaches. The surface mesh is converted into a volumetric representation, namely

a 3D grid, by sampling points in the spatial domain of the surface. If a sample point lies inside

the volume of the mesh, the corresponding voxel is assigned a value of one, otherwise it is

assigned zero. The resulting volumetric representation is then down-sampled, causing high

frequency features to disappear. Finally, the marching cubes algorithm [174] is applied to create

the simpli�cation. Nooruddin and Turk [213] presented an algorithm in which the distance �eld

of the surface mesh is a�ected by morphological operators of erosion and dilation [130]. After

modifying the distance �eld, the simpli�ed geometry is extracted utilizing marching cubes. The
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result of this algorithm can be seen in Figure 2.9. The topology of the original mesh is simpli�ed

and previously intersecting mesh components are resolved, resulting in one single manifold.

El-Sana and Varshney [73] presented another mode of simplifying and controlling the mesh

topology based on alpha-shapes. The underlying idea can be intuitively described by rolling

a sphere of a certain radius over the mesh surface. All regions that cannot be accessed by the

sphere are �lled. Cohen et al.[43] introduced the concept of surface envelopes for simpli�cation

to preserve local and global topology. The original mesh is embedded between two o�set

surfaces, which are created by displacing copies of the mesh along the vertex’s normal directions

according to a user-de�ned distance. A sequence of triangle and vertex collapses is then applied

to the original mesh, while the simpli�ed mesh is kept between the envelopes. Cohen et al. [42]

further presented an algorithm for appearance-preserving simpli�cation using a decoupled

representation of the surface. Mesh attributes, such as surface colors and normals, are stored in

texture maps. For simpli�cation, these maps are down-sampled using mip-mapping techniques

[295]. The authors employ a new texture-deviation metric, which guides the actual geometric

simpli�cation, in order to guarantee a high appearance quality.

There is also a large body of research focusing on real-time mesh simpli�cation by exploiting

recent graphics hardware capabilities. Hjelmervik and Léon [117] described a hybrid CPU-

GPU algorithm, where the actual triangulation is held in system memory and edge collapse

operations are performed in parallel on the GPU. Peng and Cao [228] designed an algorithm for

parallel mesh simpli�cation and coherence-based GPU streaming to accelerate the rendering of

massive 3D models. A dependency free progressive mesh data structure, which allows for fast

and parallel simpli�cation on the GPU, has been presented by Derzapf and Guthe [68]. Recently,

Yuan et al. [312] have proposed a real-time algorithm based on inverse tessellation on the GPU.

An already simpli�ed mesh is sent to the graphics pipeline, while additional geometric details

are added in the tessellation stage to approximate the original mesh. Many methods exploit the

computation power of hardware tessellation. A state of the art report about recent algorithms

that use tessellation can be found in [212, 254].

Previously, algorithms have been introduced that are speci�cally designed for certain types of

geometry, including tetrahedral meshes, voxel-based representations, point clouds or paramet-

ric curves. Furthermore, the application of Level of Detail representations and their smooth

transition has been extensively discussed in previous research. Because an in-depth review of

these parts exceeds the scope of this thesis, we refer to [112, 179, 180] for detailed information.

2.3.2 Simplification of Botanical Plant Models

A number of approaches have been invented that reduce the high polygon count of complex

models, as shown in the last section. However, these methods mainly work on smooth surfaces

by applying local or global simpli�cation operators. For polygonal plant models, this approach is
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problematic because botanical objects are represented by many disconnected triangles, including

individual leaves and small branches. This is also called as aggregate detail, which poses new

challenges in the simpli�cation process. In the following, we discuss methods that attempt to

reduce the high aggregate detail of plant models and simplify entire forest scenes in order to

accelerate their rendering.

In 1985, Reeves and Blau [241] introduced the �rst simpli�cation approach speci�cally for tree

models based on a combination of simple branching structures and a particle system. The

branching structures are created with the help of recursive procedures, while leaves and small

twigs are represented by particles, rendered as a set of colored disks. Despite generating only

a rough approximation of the tree, at the time the visual quality of the rendering was very

impressive and convincing. Inspired by this early model, Weber and Penn [291] and Deussen et

al. [70] proposed that plant objects are represented by a combination of polygons, points and

lines. Their goal was to simplify plant models to render a large number of them in real-time.

Figure 2.10: Simpli�cation of plant models using points and lines. Left: The structure of a small palm is
approximated by a set of 160 lines. Fifteen hundred palm models are then distributed on a plane. Right:
Sun�ower �eld rendered at interactive frames. Plants in the far distance are represented by points and lines
(Deussen et al. [70], Figures 3 and 7).

The original geometry of the model is reinterpreted using lines and points to approximate

branches and leaves, respectively. At rendering time, the appropriate representation is chosen

based on the distance to the model. In the method presented by Weber and Penn, branches and

leaves simply disappear and are replaced by lines and points, causing visual popping artifacts. In

contrast, Deussen et al. store the primitives in individual bu�ers to achieve smooth blending be-

tween di�erent levels of simpli�cation. The rendering of simple primitives has been shown to be

highly e�cient [231, 249, 319]. Deussen et al. also have demonstrated that even scenes with tens

of millions of polygons can be rendered at interactive rates by using this kind of simpli�cation

technique. Two result images rendered with there method are shown in Figure 2.10.

Gilet et al [96] also suggested using a point-based representation for tree models. In their

work a hierarchy of points with di�erent sizes is constructed, enabling continuous levels of

simpli�cation. Deng et al. [67] proposed a simpli�cation method speci�cally for the leaves of

coniferous tree models. In the presented work, polygonal leaves are substituted by a combination
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of multi-resolution cylinders and semi-transparent lines. Nearby lines are merged to further

simplify the model.

Deussen et al. [70] and later Cook et al. [50] further introduced a stochastic reduction strategy

for simpli�cation of aggregate detail. The idea is to reduce the number of geometric primitives

while scaling up the remaining primitives in order to preserve the overall appearance. While

Deussen et al. use this reduction and scaling scheme to accelerate their points and lines repre-

sentation, Cook et al. applied it to arbitrary polygonal entities, such as entire leaves. This kind

of simpli�cation is also known as Stochastic Pruning and is especially applicable to botanical

tree models, as illustrated in Figure 2.11. Stochastic Pruning was further improved by Neubert

et al. [210] by applying optimized plant-speci�c geometry reduction and scaling functions. The

authors make use of Precision and Recall as a quality measure to determine better scaling and

pruning values.

Geometry: 100% Scale: 1.0 Geometry: 75% Scale: 1.3 Geometry: 50% Scale: 2.0

Figure 2.11: Stochastic Pruning. A tree model is simpli�ed by stochastically removing leaves while scaling
the residuals. Original model is shown on the left and two simpli�cations on the right. Close views of the
geometry are given by the insets (Image taken from Pirk [232], Figure 2.10).

Image-based representations are another means to render plant models in a simpli�ed and

e�cient way. Instead of having a high number of polygons, only a few images are used to

depict the model. In 1984, Gardner [91] proposed one of the �rst image-based approaches of

natural scenes whereby a number of textured quadratic surfaces represented natural features

such as trees. Using Billboards, viewer-facing surfaces was also a common technique for many

years, e.g. by Rolph et al. [243]. Here, a tree is represented by a single image; however, this can

be done only in the far distance because no 3D information is represented. Jakulin [131] use a

combination of mesh-based representation for solid parts of the tree, namely the trunk and limbs,

and a set of crossing Billboards to represent sparse parts of the tree, such as leaves and small

twigs. In this case, only blending between the two nearest Billboards is performed at rendering

time. Décoret et al. [62] introduced Billboard Clouds, a technique in which an optimized set of
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arbitrarily oriented Billboards is used to represent complex geometry. The proposed algorithm

transforms all triangles of the original model into the dual plane-space, where each triangle is

represented as a point. Clusters of those points are then approximated by Billboards. For tree

models, however, this approach does not work well. Due to the uniform volume distribution of

tree foliage, evenly distributed points appear in plane-space, resulting in weak clustering.

Figure 2.12: Simpli�cation of plant models using Billboard Clouds. For each plant, the original model with
full geometry is shown on the left and two approximations with decreasing number of billboards is shown
on the right (Behrendt et al. [15], Figure 1).

Following Décoret et al., Behrendt et al. [15] extended the original presented algorithm to pro-

duce better results for aggregate detail. The authors apply the k-means clustering algorithm

directly on the vertices of the model. Clusters are then mapped into plane-space and approx-

imated by one or more Billboards, as before. Figure 2.12 shows the result for di�erent plant

models. This approach, however, requires considerable user input to create such approxima-

tions. Furthermore, the creation of Billboards is not optimal because, geometric relations within

the tree are not considered. Colditz et al. [46] combined the point and line-based rendering of

Deussen et al. [70] with Billboard approximations from Behrendt et al. [15] to create almost in-

visible transitions from full geometric models to simple Billboard representations. Bao et al. [12]

developed a simpli�cation tool to generate discreet simpli�cations for tree models, based on the

algorithm designed by Behrendt et al. [15]. For close distance viewing trees, a hybrid represen-

tation is proposed in which branches remain fully polygonal while the tree foliage it replaced

by Billboard Clouds. Trees viewed from afar are modeled by only three crossed Billboards.

Another interesting method was proposed by Clasen and Prohaska [39]. In their work, a hier-

archy of simpli�cations is constructed by successively approximating the original model with

ellipsoids and lines based on an error metric. The authors show that, compared to Billboard

Clouds, the rendering of large scenes can be performed two times faster by using their method.

Livney et al. [173] introduced a lobe-based tree representation, which also provides progressive
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levels of simpli�cation. The tree’s foliage is abstracted with a set of clusters, which are then

�lled with a number of prede�ned patches consisting of branch geometry. For simpli�cation

purposes, patches are successively removed. To avoid visual popping artifacts between di�erent

levels, the authors also apply Stochastic Pruning to their models. Besides an accurate geometric

approximation, the realistic lighting and shadowing of plants play an important role. Candussi

et al. [36] represent complex tree foliage by using a number of Billboards. For realistic lighting,

the authors propose a system based on density and occlusion computations to simulate the light

interaction within the tree.

Figure 2.13: Simpli�cation and rendering of large forest scenes. Left: Result image from Decaudin et al. [15].
Thirty thousand tree models rendered at interactive rates using volumetric textures. Right: Billboard Clouds
are used to enable e�cient rendering of 80,000 plant models. Image from Fuhrmann et al. [87] (Figure 1).

Some researchers have investigated more specialized methods to simplify and render large

collections of plant models. Decaudin et al. [60] use volumetric-texture tiling to approximate and

render large forest scenes in real-time. In a pre-processing step, each plant model is converted

into a volumetric representation using a set of texture slices, which are then rendered as normal

planes. A result image is illustrated in Figure 2.13 (left). The method by Decaudin et al., however,

does not support dynamic shadowing and lighting. Instead, this was later added by Cohen et

al [41]. Decaudin and Neyret [61] further introduced Volumetric Billboards, where the tree’s

foliage is represented by a set of volumetric textures. Compared to normal Billboard Clouds, a

full parallax e�ect can be achieved from any viewing direction. Although this representation

leads to good results for close views, only a small number of trees can be rendered at the same

time due to the high memory costs. Fuhrmann et al. [87] presented another approach for e�cient

rendering of forests. The authors proposed a number of improvements to the original Billboard

Clouds algorithm that produce better results for tree models. Additionally, they introduced a

hierarchy of incremental levels of simpli�cations in order to provide smooth transitions, and a

solution for dynamic lighting. Figure 2.13 (right) shows a forest scene with 80,000 trees rendered

at interactive rates.

Utilizing depth textures to encode plant models has also been proposed by researchers. In

general, plant models are sampled from a number of viewing directions in a pre-processing

step to produce such textures. Zhang et al. [316] presented a new representation for forest

scenes based on hierarchical layered depth images. The method creates a discrete number of
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depth images by sampling polygonal plant models, which are then organized in a hierarchical

structure. But while the proposed representation enables fast rendering of large scenes, real-time

shadows and dynamic e�ects are not supported. Liu et al. [168] developed a novel method for

view-dependent forest rendering by adopting a dynamic quad stream residing on GPU bu�ers.

In a pre-processing step, a set of parallel depth textures is created to represent a tree model.

These textures de�ne a quad stream, which can be re�ned progressively on the GPU. Bruneton

and Neyret [30] have introduced a hybrid system to render large collections of plants in real-

time, including realistic lighting at all scales. To render close and far plant models, the authors

use a z-�eld, a number of depth maps enhanced with lighting information and a shader map
representation. A smooth transition between these representation can also be achieved.

In addition to creating di�erent forms of representations, in recent years the increasing capabili-

ties of graphics hardware has been exploited more and more. Cui and Zhao [54] have presented

a new geometry reduction method for realistic and fast rendering of forest scenes on the GPU.

The authors use an octree serialization to spatially organize plant geometry, afterwhich the

data is sent to the GPU with one single draw-call. In the rendering stage, dynamic Level of

Detail is achieved by traversing the octree data structure accordingly. In the work by Wang and

Xing [286], the view on tree models from di�erent directions is precomputed using frame bu�er

objects and stored as textures on the GPU. At rendering, the appropriate textures are acquired

from GPU memory and displayed. Recently, Kohek and Strnad [144] have introduced a hybrid

approach which combines a particle �ow simulation and volumetric modeling techniques to

construct large procedural forest scenes. Their method is realized as GPU implementation to

enable the rendering of large scenes at interactive rates.

2.4 Non-Photorealistic Rendering and Modeling

A major goal of non-photorealistic rendering (NPR) methods lies in highlighting, exaggerating

and clarifying object characteristics and features [99, 275]. Many styles have been explored

in NPR literature to serve di�erent artistic needs. Salisbury et al. [250] and Winkenbach and

Salesin [298] created pen and ink line drawings from greyscale input images. In their work,

stroke textures are aligned to features extracted from the image. Deussen and Strothotte [71]

also produce illustrations in the same style, but specialized for complex tree models. Depth

discontinuities are used to render simple primitives such as lines or circles at di�erent levels of

abstraction. In Figure 2.14, two example renderings of pen and ink line drawings can be seen.

Other works faithfully resemble paintings [114, 191], charcoal drawings [53], and mosaics [85,

110], or simulate informal sketching based on silhouette edges [238]. Hegde and colleagues [113]

presented an extensive survey of painterly rendering techniques. Because low-level geometry

does not provide natural prioritization of shape features, NPR techniques often focus on high-

lighting view-speci�c features to exaggerate or convey form [47]. A signi�cant amount of

research has been devoted to identifying object features. This ranges from silhouettes, ridges
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Figure 2.14: Pen and ink illustrations produced by Winkenbach and Salesin [298] (Figure 6) and Deussen and
Strothotte [71] (Figure 6). To capture light and shadow e�ects, di�erent stroke textures with varying density
for the house and small elliptic primitives for the tree model are applied.

and valleys [208] to contours and suggestive contours [58]. 2D abstraction is a continuing line

of research in the �eld of non-photorealistic rendering. DeCarlo and Santella [59] proposed a

method for stylization and abstraction of photographs, where important visual elements are high-

lighted using eye tracking data. Figure 2.15 shows three abstractions of real-world photographs.

Orzan et al. [216] developed a framework for structure-aware manipulation and enhancement

of images. Other methods have been introduced that focus on clarifying and exposing the essen-

tial structures in segmentation-based rendering [145], line drawings [13, 132, 155], or even in

video data [287, 299]. In particular, the creation of continuous line drawings from images have

been addressed in di�erent ways. While Kang et al. [139] have applied �ow-based anisotropic

�ltering on images, Wong and Takahashi [302, 303] inferred a graph from extracted edges to

create coherent and smooth line drawings. Recently, Spicker et al. [273] have utilized depth

information to enhance the spatial awareness in line drawings.

Figure 2.15: Abstraction of photographs. Visually meaningful areas in the images are highlighted by using
less abstraction. Images taken from DeCarlo and Santella [59] (Figure 5, 6 and 7).

Bengtsson et al. [16] obtained abstractions by studying contours at di�erent scales, and recent

attempts have been made to learn abstractions using a set of exemplars [77] or by performing

abstraction through organizing shapes and analyzing local and global features of images [193].

Other avenues explored for abstraction include rule-based simpli�cation [29], user-guided para-

metric models [75] or topology-based inference [19]. These approaches aim to abstract the

content of 2D imagery using segmentation, clustering, and scale-space processing to �nd re-

gions or lines that can be omitted from imagery.
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CHAPTER 3

Adaptive Billboard Clouds

for Botanical Tree Models

In this chapter we present a new method for the simpli�cation of botanical tree models. In partic-

ular, our proposed method allows for the automatic Level of Detail (LoD) control of botanical tree

models based on hierarchical Billboard Clouds. An iterative optimization is applied to the tree

structure to determine an optimal set of Billboards. The process is guided by a newly developed

quality measure that captures intrinsic properties of the model such as branching structures and

occlusion within the tree. Compared to the state of the art simpli�cation technique proposed by

Behrendt et al. [15], our method only requires a small amount of user input, and we show that

we can even further reduce the geometric complexity. We only specify either an upper limit for

the number of remaining polygons or a maximum visual error that is acceptable. Our method is

validated by measuring the visual di�erence between simpli�ed versions of di�erent trees with

their full polygonal models based on Precision and Recall analysis. Moreover, we realized our

system as a plug-in for the modeling software MAXON CINEMA 4D

®

.

3.1 Introduction

A signi�cant part of the challenge in creating interactive photo-realistic virtual landscapes is the

management of Levels of Detail to reach the best possible balance between frame rate and the

realism of represented features. Several studies have demonstrated that an appropriate Level of

Detail, in particular for features in the foreground, is a key factor for how people emotionally

relate to landscape visualizations [5, 219]. At the same time, realistic rendering of large 3D scenes

with dense vegetation still remains a challenge due to their high geometric complexity. In the

following, a new method is presented for automatic Level of Detail control of botanical tree

models based on hierarchical Billboard Clouds. As stated in Chapter 2, Billboard Clouds [243]

can be applied to approximate complex geometry. However, the originally introduced algorithm

does not work well for tree models, because of a weak clustering in plane-space. The most

similar work to ours has been proposed by Behrendt et al. [15]. While this approach requires
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users to tune many parameters for a good approximation, our method is capable of automatically

deciding which parts of the tree are represented as a Billboard Cloud. Moreover, compared to

Behrendt et al., we can even further reduce the geometric complexity of tree models, while

maintaining the same visual quality. Our resulting Billboard representation is optimized for

providing minimum visual di�erences compared to the full polygonal model with respect to a

newly developed quality measure.

We analyze the tree structure in a pre-processing step to determine the geometric parts of the

tree that are later substituted by Billboards. By computing the implicit surface of the tree model

we determine the average occlusion of each area within a tree. The geometry of highly occluded

parts is more likely to be substituted by Billboards. The other important aspect that directs

Billboard production is given by the hierarchical branching information of the tree. We validate

our system by comparing simpli�ed versions of di�erent trees with their full polygonal models

using Precision and Recall computations. We realized our method as plug-in for the modeling

software MAXON CINEMA 4D

®

, thus enabling 3D content creators to directly use the system.

In summary, we present the following novel contributions:

• A new method to reduce the geometric complexity of polygonal tree models based on

adaptive Billboard Clouds.

• A novel quality measure that is applied within an iterative optimization and accounts for

intrinsic properties of trees including hierarchical branching structure and occlusion.

• A quantitative evaluation of the simpli�cation quality of di�erent trees by means of

Precision and Recall analysis.

3.2 System Overview

The proposed method can be applied to a wide range of tree models: they may be generated by

procedural methods such as L-Systems, manually designed or models from real trees obtained

by reconstruction methods. Given a polygonal tree model, �rst the skeleton structure is de-

termined and stored as a graph, represented by a set of points with connectivity information.

Our algorithm then makes an initial pick of sub-graphs to be turned into Billboards using a

simple heuristic based on the sub-graph size. Starting with this initial set of sub-graphs, our

algorithm iteratively generates Billboards for each sub-graph. An error metric is applied to

estimate the quality of the Billboard Cloud representation of the sub-graphs. The error metric

is evaluated for each sub-graph independently and the algorithm then decides whether to keep

the current approximation (if the accepted error range is met), to merge sub-graphs, or to split

them up further if the acceptable error range is not met. We evaluate the simpli�cation quality

of the result with respect to a given upper limit of the polygon count and/or a maximum visual

error that is acceptable. This process is repeated until all sub-graphs pass the quality check. An

overview of the entire system can be seen in Figure 3.1.
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Heuristic based
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- Sub-graph size
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expected quality is reached.

Skeletize
Generate

Billboards

Figure 3.1: Overview of the system to produce adaptive Billboard Clouds for botanical tree models (Figure 1
from [146]). More details about each step are given in the text.

3.2.1 Input Model

The proposed method is able to handle tree models from di�erent sources. The only requirement

is that the model has to be described by a polygonal surface mesh. This mesh is analyzed and

the skeletal structure is extracted. For this, we apply the contraction algorithm presented by

Au et al. [8], which iteratively moves vertices of the original mesh in the opposite directions

of the surface normals. By subsequent joining of nearby vertices, a skeleton structure repre-

sented as a graph can be obtained. Furthermore, the graph structure is enriched with additional

data including hierarchical branching and allometric information. The hierarchical structure is

computed using the Gravelius ordering [102], which allows main branching structures and side

branches to be distinguished. A detailed description about the exact processing of polygonal

tree models into the mentioned graph structure is also described by Pirk [232]. It is assumed

that leaves are represented as disconnected geometry. These are collected and similarities are

computed. Leaf objects that meet a certain similarity criterion are considered only once. This al-

lows us to use a relatively lightweight data structure in which the original topological structure

of the tree is directly described and on which the following steps can be executed.

3.2.2 Initial Sub-Graph Selection

It is possible to select the graph for the whole tree as a starting point for the computation

and simply allow the Billboard creation and quality estimation to split the graph until the

speci�ed detail range is met. However, this will increase in complexity with increasing quality

requirements and tree model size. Therefore, choosing a good initial sub-graph size is not a
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functional requirement for our algorithm but can result in a performance boost. These steps

need an estimation of how large a sub-graph bounding box can get while still meeting the quality

requirements. It then walks recursively through the graph from the tips to the trunk and picks

sub-graphs that are close to the selected bounding box size for initial generation of Billboards.

3.2.3 Billboard Generation Algorithms

Plant models vary widely. Due to this, there is no “one size �ts all” Billboard representation that

works well for all plants, or even for all parts of the same plant. For example, some “amorphous”

plant structures such as the foliage of most deciduous trees can be represented well by two

cross Billboard planes. Other structures such as long leaves or leaf structures of tropical trees

are not well suited for such an approximation. In these cases, a long and curved strip made

up of multiple segments might yield better results. Unlike previous systems that requires user

intervention, our goal was to make an automatic choice among di�erent representation options.

Given a sub-tree of the original model that needs to be represented by Billboards, our system

iteratively attempts to �nd the best representation within the quality metric constraints. Thus,

di�erent Billboard generators can be freely mixed, which o�ers a signi�cant degree of �exibility.

In total, three Billboard generators are proposed.

(a) (b) (c) (d)

Figure 3.2: Billboard Clouds generators (Figure 2 from [146]). Original geometry of a tree part (a), basic
2-cross (b), plane �t (c) and plane �t strip (d) Billboard approximation.

Basic 2-Cross: The most simple Billboard generation algorithm just produces two orthogonal

quads that share the main axis of the bounding box of the respective model part (Figure 3.2 b).

This axis is computed as an average of all vectors emerging from the connector point (the vertex

corresponding to the node in the skeleton graph from which we are generating the Billboard)

to all vertices of the geometry that should be represented. This representation is in most cases

a good �t for typical branch foliage.

Plane Fit: A more evolved version �ts an arbitrarily oriented plane through all vertices. It then

generates a quad in this plane (Figure 3.2 c). This approach yields potentially better results than

cross Billboards if the foliage of a branch is rather �at. This generator could be extended to

produce several planes that better �t more complex foliage structures; however, at the expense

of more polygons and the risk of potentially unpleasant artifacts due to intersecting planes.
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Plane Fit Strip: For matching long and curved foliage structures, a third and more complex

Billboard generation strategy is used. First, a main bounding box axis is computed as described in

the basic algorithm above. The original vertices are partitioned along this axis into a prede�ned

number of equally sized sections. For each section, we �t a freely oriented plane to the vertices

that is constrained by the end points of the previous section (Figure 3.2 d). The resulting quad

can be connected to the previous section.

3.3 Simplification �ality

To guide the generation process for Billboard Clouds we de�ne a measure that re�ects the quality

of simpli�ed parts compared to their geometric representation. The simpli�cation is given by a

set of textured planes. Similar to Décoret et al. [62] we use the notion of validity and coverage.

A point is considered as valid if the Euclidean distance to its simpli�cation, thus the distance to

one of the planes, is less than a certain threshold ε. This idea can be further generalized to faces

(triangles or other primitives): a face is considered to be valid if every vertex of the face is valid.

In contrast to Décoret et al. we are interested in analyzing given simpli�cations with respect to

their approximation quality. As a result, not every point has to ful�ll the validity criterion.

Assuming we have one part of the original tree geometry de�ned by a number of faces and its

simpli�cation given by a set of Billboards B. The valid and invalid set of faces is denoted by

validε(B) and invalidε(B) respectively. Following the idea of coverage, we compute for every

valid and invalid face the projected area of the triangle on its nearest Billboard plane. Intuitively,

high coverage is achieved when all faces of the geometry are valid and the area of the projection

is relatively large. In our work we extend the formula of coverage presented in Décoret et al. by

taking this into account:

C(B) =
∑

f∈validε(B)

area(f)

/ ∑
f∈validε(B),
invalidε(B)

area(f) (3.1)

with area(f) being the projected area of face f . The value of coverage is in the range [0, 1],

where a value of 1 is reached when all faces are valid, thus having a smaller distance of ε to one

of the Billboards. Décoret et al. introduce a penalty term that also penalizes planes that “miss”

faces. This is necessary for the de�nition of a proper plane space in order to �nd an optimal set

of Billboards. However, in our case we already have a set of planes that we want to evaluate,

thus, we directly incorporate the penalty into the coverage term by considering invalid faces.
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3.3.1 Occlusion-based Weighting

Many tree models have a large number of leaves and small twigs, and these geometric entities

de�ne the characteristic shape of the tree. Further, these entities are often hiding the inner

parts of the tree. Because those highly occluded areas provide less visual information about tree

shape, it should be more likely to replace them by Billboards. In order to take this into account,

we add an additional weighting term to our approximation-based measure (Equation 3.1). For a

given point within the tree we can e�ciently determine the occlusion by surrounding geometry

if we de�ne this geometry by an implicit function. Following the idea of Metaballs [206, 290],

an implicit surface is de�ned by a set of generator points P . Each generator point pi ∈ P has a

certain in�uence radius ri. The in�uence for an arbitrary point q is then given by the density

function Di:

Di(q) =


(

1−
(
‖q − pi‖

ri

)2
)2

, if ‖q − pi‖ < ri

0, othwerwise

(3.2)

The implicit surface can now be represented by the density �eld F de�ned by the sum over

all individual density functions. Following the approach presented by Luft et al. [181], we

use the set of leaves of the tree model to de�ne the generator points. A leaf is given by one

geometric entity, such as a single point, triangle or any other complex polygon. The position of

the generator point for one leaf is the mass of the corresponding geometry. The in�uence radius

is one parameter that has to be set by the user. In all our tests the tree models are normalized

into the unit cube and a value of 0.01 for the radius leads to good results. To compute the

occlusion value for a point q, we directly evaluate the density �eld: dq = F(q). Large positive

values describe highly occluded parts within the tree. Similar to Luft et al., a transfer function

is applied to map the occlusion value into the range [0, 1]:

σ(q) =


0, dq ≤ 0
dq
dmax

, 0 < dq < dmax

1, dq ≥ dmax

(3.3)

with dmax as upper bound for all density values. In all our examples we set dmax to the maximum

density value occurring in the �eld. σ(q) thus represents a normalized occlusion value for a

given point q. Because we want to increase the probability that occluded areas are represented

by Billboards, we directly use the occlusion value to modulate the coverage term. We �nally

de�ne our quality measure that re�ects how well a simpli�cation approximates its original

geometry with:

quality(B) = σ̄(B) · C(B), (3.4)

where σ̄(B) represents the normalized average occlusion of all points of the geometry that are

described by the set of Billboards B.
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3.4 Evaluation

To validate the visual quality of simpli�ed tree models we use Precision and Recall, which are

well-known statistical measures for exactness and completeness mainly applied in information

retrieval. Assuming a database containing a collection of documents, the quality of a query

is determined by computing Precision and Recall. The result of the query can be seen as a

binary classi�cation. All documents that are wanted in the result are correctly classi�ed while

unwanted documents are left unclassi�ed. Once we have the total number of all documents in

the database, the correctly classi�ed documents and not correctly classi�ed ones, Precision and

Recall can be computed. In general, Precision (P) is given by the fraction of correctly classi�ed

items (true positives) to all existing items, i.e. correctly identi�ed and incorrectly identi�ed

items (true positives and false positives). The ratio describes the exactness of a query. Recall (R)

is de�ned by the ratio of correctly classi�ed items (true positives) and all relevant items (true

positives and false negatives) and is a measure for completeness:

P =
tp

tp+ fp
and R =

tp

tp+ fn
, (3.5)

with true positives fp, false positives fp and false negatives fn. Both values, Precision and

Recall, are in the range [0, 1]. Neubert et al. [210] use this concept to measure how well a

simpli�ed tree model visually represents the information of the original one. They consider

the set of pixels covered by the original tree model (Porig) in comparison to the set of pixels

covered by the simpli�ed one (Psimplified). Following the notation of Neubert et al. we compute

Precision and Recall with:

tp = {p|(p ∈ Psimplified) ∧ (p ∈ Porig)}
fp = {p|(p ∈ Psimplified) ∧ (p /∈ Porig)}
fn = {p|(p /∈ Psimplified) ∧ (p ∈ Porig)}.

(3.6)

To determine the true positive rate, we count the pixels that are covered by both models – the

original model rendered at full detail and the simpli�ed model using our adaptive Billboard

Clouds. False positive describes the number of pixels that are not correctly set, i.e. the number

of pixels that are only set for the simpli�ed model. False negative is given by the number of

covered pixels that are missed from the simpli�ed model, i.e. the number of pixels that are only

covered by the original model.

Figure 3.3 shows the Precision and Recall values for three di�erent tree models and their sim-

pli�cations. The simpli�cations are automatically generated using our method. We achieve

high scores even when the full polygonal tree model is highly simpli�ed. Please note that these

Precision and Recall values are evaluated from a single viewpoint on the models. In order to

evaluate a general simpli�cation quality of a model, we compute Precision and Recall from

multiple viewpoints. In particular, we sample viewing directions by uniformly distribute points

on the unit sphere centered at the origin of the normalized tree model. Here, we use Poisson
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Figure 3.3: Evaluation of adaptive Billboard Clouds. Precision and Recall diagram (left) for di�erent tree
models and their LoDs. Visualization of Precision and Recall for one of the tree models: light grey true
positive, grey false negative, black false positive (right). (Figure 3 from [146]).

disk sampling with a minimal distance of 0.1 in all our examples. For each view, de�ned by the

direction from a sample point to the origin, we compute Precision and Recall. In the following

we further express the accuracy of a simpli�cation for a speci�c view by computing the F1 score

described as F1 = 2 · (P · R)/(P + R). The F1 score combines Precision and Recall and is

regarded as a weighted average of both values. Thus, high scores indicate a simpli�cation that

represents the original tree model with high accuracy.

Figure 3.4 shows the distribution of f1 values for two complex tree models and their simpli�ca-

tions. For each tree we automatically produce three Levels of Details, which signi�cantly reduce

the geometric complexity of the original models. As described above, we compute f1 scores

from sampled view directions and visualize their distributions with boxplots. It can be seen

that each level of simpli�cation receives relatively high f1 values, even if the original model

is extremely simpli�ed. All values are measured in the range between 0.81 and 0.94, meaning

that the full polygonal models are represented with high accuracy. By looking at the individual

distributions, we further observe that tree model A has a slightly higher spread of f1 scores over

all levels compared to tree model B. This is due to the larger extent of tree model A, causing

individual Billboards to cover only a small portion of the entire tree. In contrast, tree model B

is more compact and thus allows Billboards to cover the original tree model to a larger extent,

which results in higher PR values.

The e�ect of occlusion-based weighting is illustrated in Figure 3.5. Here, we apply our method to

a tree model without and with consideration of the occlusion. Both simpli�cations are generated

with a threshold value of ε = 0.05. While there is no signi�cant visual di�erence between the

two simpli�cations, as shown by the distributions of f1 scores, the required amount of geometry

is nearly halved if occlusion is considered. Inner parts of the original tree are highly occluded

and thus are represented by larger and fewer Billboards. In all our experiments, taking occlusion

into consideration resulted in a further reduction of geometry between 10% and 50% depending

on the tree structure.
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Figure 3.4: Evaluation of the distribution of F1 scores for two tree models and their Levels of Details using
our adaptive Billboard Clouds. The geometric complexity of the original models, given each on the very left
side, is successively reduced by increasing the threshold ε in the optimization. The thresholds are 0.01 (LoD 1),
0.025 (LoD 2), and 0.035 (LoD 3). For all LoDs we compute F1 scores from sampled viewpoints and visualize
their distributions (top).
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Figure 3.5: The e�ect of occlusion-based weighting. A tree model, originally given on the left side, is simpli�ed
without (A) and with (B) consideration of occlusion in the optimization. The distribution of f1 scores for both
simpli�cations is shown on the right side.

Figure 3.6 shows a comparison between two simpli�cations produced by the Billboard generation

method proposed by Behrendt et al. [15] (tree A) and our adaptive method (tree B). In order to

apply the method by Behrendt et al. we have to specify the number of clusters, which are then

represented by Billboards, and a branching level from which clusters are computed. Here, we

chose 300 clusters and a branching level of two. Moreover, we have to de�ne a parameter that
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Figure 3.6: A full polygonal tree model, given on the left, is simpli�ed with the Billboard generation method
proposed by Behrendt et al. [15] (A) and with our adaptive method (B). A comparison of the visual di�erence
between each simpli�cation and the original model is illustrated on the right.

in�uences the number of Billboards used to approximate a cluster. We set this parameter to 0.5

as suggested by the authors. In contrast, our method only requires us to de�ne the threshold ε in

order to produce Billboards. There is also no need to manually select which Billboard generator

should be applied. This is done automatically during optimization with respect to the quality
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measure. For a valid comparison between the two methods, we adjusted our parameter ε in the

way that the outcome of the optimization closely matches the result produced with the method

by Behrendt et al. In particular, we set ε to 0.015. Even if the two simpli�cations are visually

close, as shown by the f1 distributions, the di�erence in the amount of used polygons is large.

Because our method exploits intrinsic properties of the tree, such as occlusion, we reduce the

geometric complexity even further.

3.5 Implementation and Results

We realized our system as a plug-in for MAXON CINEMA 4D

®

, which enables content creators

to directly use our method. While this gave us the freedom to concentrate on the core algorithms

without spending time on regular “housekeeping” tasks such as user interface and 3D viewing

methods, the technology itself is completely independent from CINEMA 4D

®

and could be

brought into most other 3D applications or turned into a standalone program if needed. Figure 3.7

shows a typical application of our method. Given a full polygonal tree model we automatically

produce two Levels of Detail that are used to e�ciently render a large populated scene. In this

example we speci�ed an upper limit for the polygon count for each simpli�cation.

3.6 Summary

In this chapter we introduced a new method for reducing the geometric complexity of botanical

tree models based on adaptive Billboard Clouds. Tree models from di�erent sources can serve as

input for the proposed method. In a �rst step, an input model is converted into a uni�ed graph

data structure that is then used within an iterative optimization process to �nd a set of Billboards.

The entire process is guided by a newly developed quality measure, which captures intrinsic

properties of the tree, and a set of three Billboard generators. In our evaluation we considered

the visual di�erence between an input tree model and its simpli�cation based on a Precision

and Recall analysis. We have shown that by taking occlusion into account within a tree, the

geometric complexity can be even further reduced without impairing the visual impression.

Moreover, compared to the state of the art technique presented by Behrendt et al. [15], our

method produces less polygons and has less parameters while having the same visual quality.

Future avenues of research include developing Billboard representations that allow smoother

transitions, and improving methods for picking an initial set of nodes for Billboard generation,

which would eliminate unnecessary generation and evaluation of Billboard sets.
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LoD 1: 135,628 Polygons LoD 2: 1,600 Polygons LoD 3: 80 Polygons

LoD 3

LoD 2

LoD 1

Figure 3.7: Application of Level of Detail models. Top: a full polygonal tree model and two simpli�ed versions
produced with our system. Bottom: Visualization of a large botanical scene using the three tree models. Color
indicates di�erent Levels of Detail (adapted from [146], Figure 4).
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CHAPTER 4

Non-Realistic 3D Object Stylization

Figure 4.1: Our method creates stylized objects from a given input model. We analyze the shape and geometry
of the input model to guide the stylization and abstraction of the object. Essentially, the user makes a selection
from a prioritized list of style operands and applies it to the object. The stylized versions of the input can be
rendered in various ways using non-photorealistic rendering (Figure 1 from [147]).

In this chapter, we introduce a novel paradigm of non-realistic 3D stylization in which the

expressiveness of a given 3D model is manifested in the 3D shape itself, rather than only in its

rendering. We analyze the input model to determine important features that are later represented

by new geometry. In doing so, we create an abstract and expressive representation of the input

that can be rendered or might be printed using a 3D printer. We conducted a user study to

verify the proposed stylizations and demonstrate the approach by using standard geometry of

buildings as well as natural and technical objects.

4.1 Introduction

For many years, one of the primary goals of computer graphics research has been the generation

of realistic models and photorealistic images. With the evolution of 3D digital content and the

emergence of novel technologies such as 3D printing and urban modeling, symbolic shape

representations have also begun to receive more attention. This shift from realistic rendering

to stylized representations has been apparent in the �eld of non-photorealistic rendering (NPR).

Corresponding methods, which typically assume that the geometric model is given, often render

the model in a speci�c style, focusing on aesthetic or technical aspects to increase the clarity of

the subject. In particular, our work is based on the idea of the techniques that create abstracted

line or pen and ink drawings [250, 298]. These methods render shapes in an abstracted and
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stylized way in order to convey information in a specif form. However, these methods work

only in image space and not directly on the 3D geometry as opposed to our goal. Inspired

by such rendering methods, we introduce a novel paradigm of non-realistic 3D abstraction in

which the expressiveness of a model is manifested in the 3D shape itself. Because the input

model is altered to express certain features and semantics, we call this approach non-realistic

stylization. Essentially, 3D stylization provides alternate shape representations that move away

from classical surface meshes towards high-level semantic models. One of the �rst algorithmic

3D stylizations to visualize phenomena such as hair, �re or glass was proposed by Perlin and

Ho�ert [229]. Among previously used methods, abstraction, simpli�cation, and symmetrization

are means for modeling an object in an expressive style. These techniques serve as non-realistic

representations that spark and inspire human perception of shape and are thus powerful visual

communication tools for creating a variety of digital content.

Figure 4.2: Conceptual idea of non-realistic 3D object stylization. An input model (left) is analyzed and
simple primitives (center), in this case parallel planes, are aligned to features of the object. These primitives
are then clipped against the surface boundary of the shape to get a stylized version of the input (right).

Due to the complexity and diversity of shapes, the stylization of 3D models is a challenging

problem. While simpli�cation of geometry is an interesting domain of research, the proposed

method does not geometrically simplify the object and may even increase its complexity in order

to represent its essence. Examples of stylized representations of two models produced with our

approach are shown in Figure 4.1. Our work is inspired by the method of Nan et al. [209]

that analyzes the intricate relations in 2D urban drawings for their simpli�cation. Because this

complexity may increase exponentially in 3D, we take a semi-automatic approach. With the

help of the user we analyze the 3D shape and provide a list of compatible stylization suggestions.

The stylizations are either based on clipping simple geometric primitives against the surface

boundary of the input or by growing geometric structures explicitly inside the volume of the

shape. This allows us to express shape characteristics in an abstracted way. Both clipping and

growing structures are called �ll patterns because they are aligned and placed inside a shape.

Figure 4.2 provides a high-level overview of the general idea, where a building model is stylized

with a set of planes. The planes are aligned to features of the input model and then clipped against

the surface boundary in order to preserve the original shape. Our method introduces a novel

editing framework for stylization and abstraction of 3D structures by geometry replacement.

While our work borrows from NPR, whereby a wide variety of expressive styles and �lters are
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applied to render 2D images, we develop high-level editing operands for semantic modeling in

order to achieve this e�ect in 3D. These operands o�er a multitude of possibilities for modifying

3D shapes taking into account geometric, topological and volumetric features. In contrast

to previous techniques, we focus on the stylization of 3D input models. Although our method

produces models that are more complex in terms of geometry, it does, however, generate visually

pleasing replicas that can also be printed on custom hardware.

In order to clarify which geometric structures are commonly used to stylize models, we perform

an initial user study with hand-drawn artwork from subjects. Based on the �ndings our set of

�ll patterns was designed. While the presented pipeline allows us to generate visually pleasing

stylizations for a large variety of input models, the �ndings of the user study help the system

to suggest good initial �ll patterns that later can be re�ned by the user. In total, we present the

following contributions in this chapter:

• A novel paradigm for the non-realistic stylization of 3D polygonal input models based on

geometry replacement.

• The results of a user study, which was performed to evaluate suitable stylization patterns.

• An interactive framework that realizes our new stylization paradigm and allows to abstract

models with only a few user interactions.

4.2 Stylization Pa�erns Drawn in Initial Study

The number of possible primitives that could be used for stylization is rather limited, because

the entire process is highly subjective. However, one can observe that several patterns are more

suitable than others to express characteristics of an object. In order to �nd out which geometric

structures are commonly used, we performed a study with �fteen students from a design and

architectural school who are skilled in drawing by hand.

Figure 4.3: Hand-drawn stylizations created by subjects of the initial user study (Figure 2 from [147]).

The subjects were introduced to our new paradigm of 3D abstraction and asked to draw styl-

ized versions of four given input models: two buildings, a tree model (based on the geometric

modeling of trees proposed by Livny et al. [173], more details are given in Section 4.6) and a

wooden toy. The models are shown in Figure 4.1, Figure 4.12 (upper right) and Figure 4.13 (lower
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Chapter 4 Non-Realistic 3D Object Stylization

left). To guide the subjects, these objects were printed on papers with less opacity. In addition,

we provided videos showing how each object rotates around its central axis to give the users

a better spatial understanding. The participants of the study were then asked to apply simple

geometrical shapes in order to provide a 3D abstraction on paper. The drawn shapes of the

abstraction were further hatched to give an indication of their spatial impression. Figure 4.3

shows some results of the study. The input model is represented on the left side in Figure 4.1.

Figure 4.4: Fill patterns used for stylization. These patterns are visualized in the user interface as buttons.
The user selects a pattern that is then applied to a segment of the input model. Left: Clipping patterns that
are derived from the user study. Right: Spiral and spline structures. The presented growing patterns (Voronoi
and branching structures) are not proposed by our ranking because they are not based on the result of the
user study. (Figure 3 from [147]).

Throughout the study, particular patterns were prominently utilized to highlight or exaggerate

certain features of the models. For example, to express the essence of buildings, such as �oors

or repetitive windows, most of the subjects drew structures like planes, crossing planes, tubes

and parallel rings in the way that those characteristics were preserved. Especially for irregular

structures, the participants suggested �lling geometry such as spirals and splines. In summary,

we have found that users prefer to apply more regular patterns to shapes that also have a regular

appearance. In contrast, segments with an irregular shape are represented by irregular patterns.

Similar to buildings with symmetric structures such as windows, repeating patterns in other

3D objects are treated in the same way. Further observations of the study are that symmetric

parts of an input model are stylized in the same way, and that the used geometric primitives

are often arranged along the main axis of a shape segment. Based on our �ndings we propose

eight �ll patterns that are summarized in Figure 4.4. We implemented two additional patterns

(3D Voronoi structures and organic growth patterns), which do not directly rely on our study,

but might result in interesting and expressive stylization results.

4.3 System Overview

A sequence of four steps is performed to produce a stylized object. Figure 4.5 presents an

overview of our pipeline. We assume that the model is already divided into a number of seg-

ments. Segmentation can be performed automatically using common segmentation techniques,

48



4.3 System Overview

as discussed in Chapter 2, or manually de�ned by the user. All following steps are computed

within a few seconds, thus enabling the possibility for user interaction with fast feedback.

Pre-segmented
3D Input Model Stylization

Analysis and
 Ranking

Primitive 
Generation

Clipping and 
Assembly

Fill Patterns
User Input

- Symmetry Detection
- Repetitive Patterns

User Input
Adjust Primitive 

Parameters

Figure 4.5: System Overview: Given a pre-segmented input model, we initially analyze the geometry of
each part and compatible �ll patterns are suggested to the user. We then apply these patterns as volumetric
operands inside the shape. For an aesthetic appearance, the generated abstraction can be rendered in a
number of di�erent ways using NPR methods (adapted from [147], Figure 4).

Shape Analysis and Fill Pattern Ranking: We analyze each segment individually to deter-

mine the type, location and orientation of possible �ll patterns. To identify important structures

of the model, we make use of symmetry detection and global-to-local features such as repetition

patterns and volume distribution. The goal of the analysis is to provide the user with a ranking

of �ll patterns that preserve the characteristic features of a given segment. We may use di�erent

analyses of the shape such as local curvature, earth-movers distance [246] to database objects

that are already abstracted, as well as upright orientation [86]. In our work, however, we only

use a subset of possible alignment methods – RANSAC [82] and PCA [226] – in order to compute

the best �tting representation and orientation of the �ll patterns. After the analysis step, we

provide the user with a ranking of possible patterns. In particular, the system provides three

suggestions for each segment of the input model.

Primitive Generation: Once we know what kind of �ll pattern is used to abstract a segment,

the corresponding geometry is generated. For patterns that are clipped against the surface

boundary, we use the information from the PCA and repetition analysis to �t such patterns to

structures of the input model. Floor height and prominent facade elements are such primary

and repetitive structures. The user is also able to select multiple segments at a time to apply

the same pattern to all of them. Another possibility is to apply �ll patterns that grow inside the

segment. This has the advantage that no clipping is needed and that the generated geometry

can interact with the segment boundary. We direct the growth of such patterns by using the

distance �eld of the segment.

Clipping and Assembly: In the next step, we perform clipping of the �ll patterns, if needed,

against the surface boundary in order to preserve the original shape of the input model. The

geometry of the �ll patterns of all segments is then assembled to the �nal stylized model that can

be exported for 3D printing or subsequent rendering methods. At this step, common 2D NPR

approaches such as toon shading or hatching can be applied to enhance the visual appearance

of the abstraction.
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4.4 Shape Analysis and Pa�ern Ranking

Proper stylization depends on the shape and combination of the segments in order to produce a

stylized model. While the combination of segments is a creative decision, the shape of segments

can be supported by a geometric analysis. RANSAC determines the geometric primitive that

is most similar to the segment, while PCA determines the direction with the highest variances

as main axes of the segment and also the ratio between the dimensions of these axes. Both

values help us to select good �ll patterns from our pre-de�ned library. Our results show that

the regularity of the �ll patterns is related to the regularity of the segment geometry. As our

study shows, users prefer more regular patterns for box-like or cylinder-like segments and more

organic patterns for irregular shapes.

4.4.1 Geometric Features for Parameter Derivation

To determine the general shape of a segment, we use RANSAC – an iterative algorithm to

estimate parameters of a mathematical model from a set of data points. In our case, the vertices

are sampled from the input mesh and are �tted to implicit surfaces. Particularly, we consider

the implicit functions of a box, ellipsoid and cone. In order to estimate which model �ts best,

we perform the following steps for each function.

(a) (b) (c)

Figure 4.6: Schematic diagram that shows the outcome of RANSAC and PCA applied to segments of the
Empire State building (a). The shapes detected with RANSAC are illustrated in (b) and the main directions
of PCA for each segment are shown in (c). (Figure 5 from [147]).

First, we randomly sample as many vertices from the surface mesh as needed to compute

the corresponding parameters of the implicit function. Second, we determine the subset of all

vertices that have a small distance to the implicit surface, which is also known as the consensus set.
Here, the distance is given by a user-de�ned threshold. The �rst and second steps are repeated

several times and we take those parameters for the model that have the largest consensus set.

By evaluating the mean squared error of the distances of all vertices to the obtained implicit
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surface, we estimate the quality of the model. Finally, we choose that model that have the lowest

error. Using RANSAC helps us to limit the set of possible �ll patterns.

In addition to RANSAC, we perform PCA on each segment of the input model. Orthogonal

�lling structures such as crossing planes are oriented along the orthogonal main axes resulting

from the PCA. Further, we use the eigenvalues of the principle components to propose an initial

distribution of the structures. In particular, the eigenvalues are scaled by a user-de�ned value to

propose an estimation about the initial number of primitives that are evenly distributed along

the main axes. The number and placement can further re�ned according to semantic structures

on the surface mesh as explained in the next Section. The outcome of both analysis methods is

illustrated in Figure 4.6. It is necessary to provide both methods, since a box and a sphere can

have the same principal components, even though they are completely di�erent forms.

4.4.2 Semantic Features

The stylization should preserve characteristic semantic features of the input model, such as

repetitive patterns like windows or �oor structures on a facade. In order to identify such patterns,

we exploit the help of the user. The user draws simple lines on the surface of the object to mark

prominent structures. Our system subsequently detects repetitive patterns of these structures

with a very simple adaption of the Gestalt rules [209].

(a) (b) (c)

Figure 4.7: Semi-automatic detection of repetitive structures. A user draws vertical and horizontal lines on
the surface of a building model and then our system automatically identi�es repetitive patterns. Input model
and user drawn strokes are given in (a) and (b), respectively. Edges of the surface mesh that belong to detected
patterns are colored in blue and shown in (c).

In particular, we �rst determine sharp edges on the input model. A sharp edge is de�ned between

two faces of the geometry with an angle of their normal vectors exceeding a certain threshold.

In all examples we set this threshold to a value of 80 degrees. In the next step, our system tries to

�nd paths of incident sharp edges that have the same orientation and length as the user strokes.

For regular appearing structures, these paths should have the same distance to each other on the

surface. As illustrated in Figure 4.7, only a few strokes on the facade of a building are needed to

determine horizontal and vertical repeating structures. We use information about the location

and spacing of such structures to align our �ll patterns to those important features.
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4.4.3 Ranking

Based on the information resulting from the analysis step, we suggest a ranking of possible �ll

patterns for each segment. The ranking provides an estimation of the quality of a �ll pattern and

how well it represents a given segment. In order to determine the ranking, we map our �ndings

from the initial user study to the outcome of the geometric analysis. Thereby, RANSAC estimates

the general shape of a segment that mainly in�uences the used primitive type. This means for

instance that planes are more likely for box-like shapes, whereas a sequence of rings and spirals

are proposed for cone- and ellipsoid-like shapes. If no implicit function could be matched in the

RANSAC analysis, organic growth structures are proposed. In addition to information about the

alignment of patterns, the PCA also provides us with information about whether the patterns

should be crossed. If, for example, the three eigenvalues calculated by the PCA are identical, we

suggest crossed planes as �ll patterns. Only one large eigenvalue would lead to parallel planes

along the main principal component. This exactly matches what we observed from the user

study. In our framework, the proposed �ll patterns are displayed to the user who can select one

and interactively adapt the parameters of the pattern if needed.

4.5 Clipping and Filling

The ranking that is produced on the basis of the analysis provides us with di�erent patterns

for abstraction, which can be divided into two groups. The �rst group consists of parametric

primitives, such as a combination of planes, and has to be clipped against the input surface. The

other group is composed of growing and �ll patterns, which have a more organic appearance.

(a) (b) (c) (d) (e)

Figure 4.8: Di�erent growth patterns applied to a vase model. The distance �eld of the input model (a) is
used to sample seed points with small distance to the surface. This allows us to produce structures appearing
at the boundary of the model such as random splines (b), spirals (c), branching-like patterns generated by
the space colonization algorithm, and Voronoi structures (e).

These organic patterns can be further subdivided into explicitly given geometry and patterns,

which are computed from given seed points within the volume of a segment. We can control

this process using the distance �eld of the segment. In contrast to discrete clipping, which is

fast to compute, �lling with growth patterns takes more computational time, but does not need
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any clipping. Figure 4.8 shows an example of a vase model that is abstracted with four di�erent

growth patterns. In the following we describe in detail how these patterns are generated.

4.5.1 Oriented Growth Pa�erns

The �rst type of �lling primitive is any kind of spline-like structure. In its simplest form, we

sample points inside the volume of a segment and interpolate these by a spline curve. To give

the splines thickness, we use the Parallel Transport Frame (PTF) approach [107] to compute

smoothly varying coordinate frames over the spline curve that are then used to de�ne general-

ized cylinders. In addition to the appearance of the spline curve, the shape of the �lling is also

given by the point sampling. The distance �eld of a segment helps us to detect whether or not a

given sample point is inside the volume. Further we can de�ne a range ε around the zero-level

set that goes inside the volume. All our models are normalized to a unit cube and we initially

suggest a value of 0.01 for ε. Therefore, the resulting structures are quite shape-aware. While

our initial value is small, larger distances to the surface will lead to a more general �lling of

the shape. Figure 4.8 (b) illustrates an abstracted vase model using random splines. Here, the

sample points are distributed with a small distance to the surface.

Spiral-like structures represent the next type of �ll pattern. In order to accurately represent a

given segment, we produce spirals at its border while remaining within the volume. Starting

from a base point in the segment and a given direction ~n, we compute the largest enclosed

diameter for the spiral along the axes by utilizing again the distance �eld. Therefore, we start

with an initial radius and check how many points on the corresponding circle lie inside and

outside the segment. If the ratio between these two numbers is under a given threshold, we

increase the radius gradually until we �nd the optimal size. Once we have found the maximal

possible radius, we proceed with the next base point, sampled along the direction ~n, in the same

way. Finally, we have a set of base points and their corresponding radii that are then interpolated

to build the spiral. Figure 4.8 (c) shows the vase model abstracted with only a single spiral.

4.5.2 Seed-Point-Based Growth Pa�erns

Organic structures may be needed for more arti�cial stylizations without correlation to geomet-

ric features of the input model. In our system we use the space colonization algorithm [247, 248]

to produce tree-like branching structures within the segment. The method was originally in-

troduced to build leaf venation patterns. In tree modeling, the general idea is that branches

compete for space while they are growing. To simulate this complex process, seed points are

distributed in space where each point acts like an attractor.

Starting from one point in space, the tree skeleton is iteratively developed by adding new

branches oriented by nearby attractors within a radius of in�uence. Once attractor points are
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reached they are excluded from further computations. Figure 4.8 (c) illustrates the result of

the space colonization pattern evolved at the boundary of a vase model. For this, again, seed

points are distributed near the surface of the model by utilizing the distance �eld. In addition

to space colonization, 3D Voronoi structures [72] are another �ll pattern based on seed points,

and also provide an organic �lling for arbitrary segment shapes. While these structures are

very aesthetic, their calculation is very time and memory consuming. The Voronoi structures

are controlled by distributing seed points as per the method described above. In Figure 4.8 (e)

we show the vase model abstracted with Voronoi structures. In this example, we sampled seed

points with small distance to the surface. These structures as well as the space colonization

�lling are not derived from our user study and only the user is able to decide whether they

should be used for stylization.

4.6 Results

With the support of our system, we abstracted a wide range of di�erent input models. In addition

to arbitrary objects, we also utilize the meshes presented in [190] to generate stylized geometry.

In terms of the appearance of the �nal rendered result, the user is able to post-process the

abstracted geometry by applying di�erent rending methods.

Figure 4.9: Stylization of two building models in di�erent ways of abstraction (Figure 9 from [147]).

In addition to creating realistic images using ray-tracing, it is also possible to apply 2D non-

photorealistic rendering methods like suggestive contour detection or toon shading. In all our

examples, the models are abstracted mostly with the primary proposal generated by our system.
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Figure 4.9 shows two building models and their abstractions rendered in di�erent styles using

NPR techniques. For the Japanese house, we selected parallel planes as the �ll pattern for all

segments and slightly adapted the orientation of the planes to give it a more stylized look. The

second model in Figure 4.9 is abstracted by a set of planes and spheres for the lower and upper

part. Interestingly, the spheres are clipped against the surface boundary of the model, which

results in hemispheres.

Figure 4.10: 3D printing of stylizations. Two abstractions of a building model are printed in 3D. The original
input model is given on the very left side followed by the two abstractions rendered o�ine and two photos
showing the 3D physical printings. (Adapted from [147], Figure 10 and 12).

Our method also allows for the physical creation of stylized geometries via 3D printing, as

illustrated in Figure 4.10. Here, we abstract a building model in two di�erent ways by applying

crossed planes and Voronoi structures as �ll patterns, before printing with a custom 3D printer.

Please note that our �ll patterns are not optimized for 3D printing, and some may not be printable.

Figure 4.11: Stylization of castle model using planes and growing structures (Figure 13 from [147]).

Figure 4.12 illustrates di�erent stylizations of some real-world towers such as the Arc de Triom-

phe, the Empire State Building and the Petrona Towers. While some abstractions emphasize the

characteristics of facade structures such as windows and �oors, other abstractions use growth

and Voronoi structures to achieve more artistic results. This can also bee seen in Figure 4.11,

which shows a complex castle model completely represented by growing structures.
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Figure 4.12: Stylization of three building models in di�erent ways of abstraction. For each group of buildings,
the left model is the input model. The right models are abstractions rendered with di�erent NPR techniques
(adapted from [147], Figure 10).
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We are also able to apply our method to botanical tree models, for which we use the intermediate

cluster representation for tree modeling proposed by Livny et al. [173]. In their work, a tree is

de�ned by a skeleton graph representing the main branching structure and a set of lobes. The

lobes specify the area of the foliage and de�ne a closed volume that is �lled with our primitives.

All of these lobe clusters can be treated individually or as a single segment. Figure 4.13 shows

two tree models, their intermediate cluster representations and two stylizations per tree.

Figure 4.13: Stylization of tree models. Left to right: input tree model, intermediate cluster-based representa-
tion proposed by Livny et al. [173] and two stylizations (Figure 11 from [147]).

4.6.1 Evaluation

In order to verify the ranking of the �ll patterns as well as the pattern, proposed by our system,

we performed a user evaluation with the same �fteen users from the initial study. Given a seg-

mented input model, the users were asked to interactively stylize the object using our proposed

framework but without having any suggestions from the system. All �ll patterns were shown

from our library. To represent characteristic features in architectural models, the majority of

participants applied variants and combinations of planes and tubes. The users selected the type

of primitive with respect to the spatial extension of a segment. For instance, the spherical wheels

of the elk model (see Figure 4.1) were represented in most cases by crossed planes. This re�ects

nicely the compact structure of the wheels without a prominent axis.

For organic models such as trees, the users tended to select more irregular patterns (e.g. splines),

which matches the top three suggestions given by the ranking of our proposed system. The

user study also showed that stylization is a very subjective process. When applying patterns to

a segment, the discrepancy of spatial parameters is quite large while the choice of the pattern

itself is often similar. For instance, users applied planes to the same segment with individually

di�erent spacing.
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4.7 Summary

In this chapter, we presented an interactive framework for the abstraction and stylization of

3D shapes. By replacing the input geometry with stylized geometric �ll patterns, which were

derived from an initial user study, we provide a step towards high-level abstraction of geometry

in addition to non-photorealistic rendering. This opens an additional space for abstraction and

stylization and helps to create expressive models for 3D printing. Two powerful methods are

used in a semi-automatic way to apply our �ll patterns to segments of an input model. In the

�rst method, which is based on geometric features, we produce new primitives that are clipped

against the input mesh. The second approach is the use of distance �elds: By using an implicit

function, an explicit �lling mesh is generated. For analysis of the input models, the current

system is a very basic implementation, drawing on only a few analysis methods. In future, this

will have to be extended. Furthermore, the user should be able to create style con�gurations as

a proposal of the �lling shape. Finally, even if our approach results in printable 3D models, we

hope to extend this in future work by focusing on �ll patterns optimized for 3D printing.
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CHAPTER 5

Interactive Shape Abstraction

through Perceptual Reasoning

Figure 5.1: User-assisted abstraction of a Japanese house (Figure 1 from [148]). The user sketches his intention
on di�erent parts of the object. The system �nds Gestalt groups based on the loose scribbles and abstracts
these groups according to them. By automatically propagating abstractions to similar parts, the whole model
is abstracted e�ciently (right).

In this chapter we present an interactive method that allows users to easily abstract complex

3D models with only a few strokes. The key idea is to employ well-known Gestalt principles to

help generalizing user inputs into a full model abstraction while accounting for form, perceptual

patterns, and semantics of the model. Using these principles, we alleviate the user’s need to

explicitly de�ne shape abstractions. We utilize structural characteristics such as repetitions,

regularity and similarity to transform some user strokes into full 3D abstractions. As the user

sketches over shape elements, we identify Gestalt groups and later abstract them to maintain

their structural meaning. Unlike previous approaches, we operate directly on the geometric

elements, in a sense applying Gestalt principles in 3D. We demonstrate the e�ectiveness of our

approach with a series of experiments, including a variety of complex models ranging from

architecture to technical artifacts and two extensive user studies to evaluate our framework.
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5.1 Introduction

The abstraction and simpli�cation of 3D shapes has been extensively addressed by many re-

searchers, as shown in Chapter 2. The primary goal of the proposed methods consist in main-

taining or even in exaggerating semantic structures of the shape while reducing unimportant

ones. Most techniques rely on a pure geometric analysis to identify such structures. In contrast,

in our work we incorporate the user into the abstraction process and introduce an interactive

tool that allows to easily sketch abstractions of complex models. Shape abstractions are meant

to be observed by humans. Judging the aesthetic qualities of an abstracted model are virtues

that belong to humans or more precisely, to artists. Thus, we have to involve the human into

shape abstraction and cannot leave it to a fully automatic process.

An abstraction tool must be intuitive and easy to use, while guiding the user into producing

coherent geometric models that maintain the perceived structure of the original models. Our key

idea for realizing this is to employ well-known Gestalt rules, which allow to maintain the form

and overall patterns of such simpli�ed shapes as perceived by humans. The challenge here is to

combine the users’ intent and Gestalt rules together in a computational framework. The user

expresses his intent by sketching over the 3D model. Our system interprets these sketches using

their underlying geometric context, thus narrowing down the space of possible abstractions

considerably. Then it generalizes the detected Gestalt groups by applying a concise series of

3D abstraction operations. Figure 5.1 illustrates an example of user-assisted abstraction of a

building model. Features such as visibility of group elements and whole groups will be used to

resolve con�icts between di�erent applicable Gestalt rules and for selecting proper abstraction

operations.

As already discussed in Chapter 2, some methods, i.e. the work by Nan et al. [209], use Gestalt

rules for the automatic 2D abstraction of facades. While their system was an inspiration for

us, our problem domain is in 3D and therefore lacks a straightforward de�nition of Gestalt

rules. Emerging from 2D to 3D exposes a number of new challenges, e.g., in resolving occlusion,

con�icts betweens groups and ambiguities in user-de�ned sketches, which have not been ad-

dressed before. In our work, we apply such rules on 3D elements while accounting for structural

characteristics of the input model as well as for its visual perception. We do not aim for a fully

automatic abstraction but instead to assist the user in his interactive abstraction operations.

This de�nes a novel operational domain, which is the space that employs user-de�ned sketches

to simplify 3D shapes while maintaining the constraints de�ned by Gestalt rules. We denote

it as “Gestalt space”. Metaphorically, the user “sketches in Gestalt space”, triggering a series of

Gestalt-based operations on 3D objects.

Results of our method are abstracted geometries that can be used for a number of applications.

Abstraction can be performed in a way that the output can be printed in the given resolution

of a 3D printer. The resulting models can also be created in a requested geometric complexity

with respect to Gestalt-based perception, while the overall model characteristics are preserved.
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We demonstrate our technique on models of buildings and technical artifacts. In summary, our

main contributions presented in this chapter are:

• The formalization of a new operational domain, denoted as “Gestalt space”, that assists

users to abstract complex 3D models while maintaining their structural essence.

• A novel user interface that combines perceptual rules de�ned by Gestalt principles with

3D sketches that capture the users’ intent.

• A framework that computes shape abstractions in real-time and thereby provides imme-

diate feedback to e�ciently operate even on complex shapes or on entire scenes.

• Abstraction results of a variety of 3D models and the e�ectiveness evaluation through

two extensive user studies.

5.2 Overview

Our interactive system interprets user sketches and seeks for a sequence of Gestalt-based ab-

stractions that best matches the users’ intent. The output is a series of abstractions, each of

which is a simpli�cation of the original model that considers Gestalt principles while preserving

characteristic features of the 3D input. Figure 5.2 presents a high-level overview of our method.

User Interaction

Pre-segmented
3D Input Model

Abstracted
Input Model

Analysis
- Gestalt-based grouping
- Evaluation of Gestalts

Conjoining Gestalts
- Resolve conflicts
  between Gestalts

Abstraction
- Generation of sugg-
  ested abstractions

Figure 5.2: System overview. A model is analyzed and potential Gestalt groups are detected. Based on user
sketches, groups are selected and the model is abstracted accordingly. The user can repeat this process until
the resulting abstraction meets his requirements (adapted from [148], Figure 2).

We assume that the input 3D model is already segmented into low-level elements. In our work

we apply the method introduced by Li et al. [161] to segment the input model into meaningful

parts. Our method then analyzes the model in terms of Gestalt principles, which are regarded as

rules for visually grouping low-level elements into larger aggregated structures. Some of these

rules can be quanti�ed, namely similarity, proximity, continuity, closure, and regularity. Each

rule forms independent (Gestalt) groupings. The challenge is to resolve possible con�icts among

the groupings while identifying the groups that match the users’ intent – di�erent Gestalt prin-

ciples can be applied on the same shape. To resolve such con�icts, we formulate the grouping

as an optimization problem (cf. [209]) and introduce an objective energy function which encap-

sulates the characteristics of the Gestalt groups and users’ intent. By minimizing the energy,

con�icts are relaxed and unique Gestalt groups are identi�ed.
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A fundamental problem of applying Gestalt-rules in 3D is visibility, as illustrated in Figure 5.3.

The arrangement of 3D objects might form a Gestalt group, but some of the objects are occluded

by other surrounding objects. This means that for only some viewpoints Gestalt groups are

perceived. To overcome this limitation, we also consider the visibility of objects when resolving

group con�icts in 3D by introducing two novel visibility-related measures, denoted as group
dominance and element visibility. Both visibility terms are integrated in the objective function for

the optimization to favor visually more dominant groups in the abstraction process. Moreover,

we use the visibility terms to determine the degree of abstraction applied to the groups. As

we are interested in preserving visually prominent features, visible groups are abstracted more

conservatively compared to partially covered or hidden groups.

Figure 5.3: Visibility a�ects Gestalt formation: given two Gestalt groups in 3D (left), one group may be
occluded by the other under certain viewpoints and thus will not be visible as a group anymore (right). The
cylinders are only rendered to provide a better spatial orientation (Figure 3 from [148]).

Group dominance values re�ect whether objects are seen as a Gestalt group from multiple

views. We perform occlusion analysis and compute the average dominance for each group,

which describes its relative importance. Element visibility expresses the extent by which an

element is occluded by other elements in its vicinity, computed through ambient occlusion [318].

Next, we abstract the resulting groups by using one of three possible operations: (i) we create

embracing objects in 3D (convex hulls, alpha shapes); (ii) we perform a visual summarization,

where a large number of similar objects in a group are represented by a subset of these objects

that are potentially scaled; (iii) or we substitute the group by a planar object that shows some

engravings of group objects as a form of bas relief. The visibility terms will alter what form of

abstraction is suggested for a group: occluded groups are simpli�ed more signi�cantly (e.g. by

embracing objects) compared to fully visible ones.

For abstraction it is not required to apply these operators explicitly. The user directly sketches

over the 2D projection of the model to indicate his intent about the abstraction. The idea is

that the resulting model abstraction follows the user-de�ned sketches as closely as possible.

For this, the system maps the sketches into the Gestalt space by assigning them to the Gestalt

groups. The interpretation may not always have a single solution. To resolve such ambiguities,

the system presents a gallery of plausible solutions. Once a group is selected by the user, it can

automatically be transferred to similar con�gurations of elements within the model.
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5.3 Grouping Principles

Gestalt principles describe how humans tend to perceive arrangements of elements and thereby

provide a fundamental means for perceptual reasoning about shape abstraction and modi�cation.

Unlike previous methods, our approach aims at providing perceptually plausible abstractions

of 3D shapes. Sketching in Gestalt space allows to abstract shapes while maintaining their key

visual features, we simplify what is perceptually not important. While psychologists di�erentiate

a large number of such principles, our geometric abstraction operations focus on similarity,

proximity, regularity, continuity and closure (cf. Nan et al. [209]). Note, however, that such

principles only describe groupings seen by the viewer and do not give us concrete operations

how to abstract them.

(a) (b) (c) (d) (e)

Figure 5.4: Gestalt principles. First row shows con�gurations of 2D shapes, where arrangements of elements
can be perceived based on di�erent Gestalts: a) similarity; b) proximity; c) regularity; d) closure; e) continuity.
Second row highlights each principle (Figure 4 from [148]).

Figure 5.4 demonstrates how humans perceive arrangements of shapes by using Gestalt princi-

ples of similarity, proximity, regularity, closure and continuity. In particular, shapes of the same

form are often perceived as distinct groups (Figure 5.4 a), whereas proximity and regularity

also form clusters of shapes (Figures 5.4 b-c). The principle of closure describes the tendency of

humans to complete a simple shape that is only shown in parts, while the continuity principle

states that we continue the directions of shapes in the most simple way (Figure 5.4 c-d). Because

both principles add content, we do not want to apply them for geometric abstraction. We do,

however, apply a special variant of the law of closure by replacing a group of elements with a

base shape that serves as its simpli�ed representation.
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In many cases more than one Gestalt principle applies to the same set of elements, e.g. one set

of elements might form a proximity group and another, overlapping set, might form a repetition

group. In this case the geometric con�guration determines the predominant principle. Nan

et al. [209] describe how Gestalt groups can be identi�ed in 2D line drawings and even how

con�icts between multiple groups can be resolved using a multi-label graph cut optimization.

Because our work build upon this method, the following sections recap the work by Nan et al.

and outline our adaptations in order to support 3D shapes.

5.3.1 �antifying Gestalt Groups

In our work the input consists of 3D models that have already been segmented into low-level

elements. In order to �nd all potential Gestalt groups formed by these elements, we extend the

2D Gestalt rules to 3D. Similar to Nan et al. [209], we build a proximity graph G that connects

the 3D elements of our scene to their direct neighbors and then we try to �nd Gestalt groups.

For each element pi one node in the graph is constructed. Further, for each element pi, we �nd

its k-closest neighbors, pj , and connect them with an edge eij . The edge is associated with a

weight d(pi, pj) that is related to the Hausdor�-distance dH(pi, pj) between the elements:

d(pi, pj) = max{dH(pi, pj), dH(pj , pi)},

dH(pi, pj) = max
vi∈pi
{min
vj∈pj

{‖vi − vj‖2}}, (5.1)

where vi and vj are vertices of elements pi and pj , respectively. Note that the edges of this

graph connect the actual 3D elements of our pre-segmented input model. The center points

de�ned by the vertices of the elements are used for building the edges. While proximity groups

are detected by �nding connected elements in G with distances (edge weights) below a given

threshold tp, we detect similarity groups by employing a similarity measure that compares the

shapes of 3D objects [33] and try to �nd groups with a similarity between all their elements

that is larger than a given value ts. We identify regularity groups in 3D by �nding paths in G

that have a regular pattern. A path q that represents a regularity Gestalt in 3D is de�ned by a

sequence of edges (e0, e1, . . . , en) in G, where the edge lengths vary only to a small extent:

⋃
{qi}

∣∣∣ 1

n

n∑
j=0

|‖ej‖ − ē| < tl. (5.2)

Here, qi are the elements of the associated edges and ē is the average edge length of the path.

Furthermore, the angles αi and αi+1 between two successive edges along the path should only

have a small variation:

min
( αi
αi+1

,
αi+1

αi

)
< ta, 0 ≤ i < n. (5.3)
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More speci�cally, every node of the proximity graph corresponds to a 3D element of the input

model. Therefore, an edge has an orientation in 3D space and we can compute angles αi and

αi+1 between successive edges along the path. The thresholds tl and ta are used to control

variations of lengths and angles that can occur between two successive edges. Besides being

arranged regularly, all elements within the group have to be similar. We �nd such paths by

picking a node of the graph and check for all incident edges if it is possible to start a path in

this direction. We keep track of all paths by labeling the corresponding edges.

To account for rotations within a regularity group, we store the main axis of shape elements

in the corresponding nodes. To evaluate such axis we apply Principle Component Analysis

(PCA) [134] on the vertices of each element. The PCA determines the directions with the

highest variances of vertices, which are used as main axis of an element. Given these axes, we

can compute the rotation needed to map one element onto the other. For regular structures, the

rotations required to map consecutive elements onto each other is static. While this method

seems to be su�cient to detect all regular structures in our scenes, more evolved techniques

such as Pauly et. al. [225] may be used to identify more complex patterns.

5.3.2 Conjoining Gestalt Groups

Once we have identi�ed all potential Gestalt groups, each element p is assigned labels fp of the

corresponding Gestalt groups they belong to. Some elements get more than one label, resulting

in an over-segmented scene. Nan et al. [209] employ an approximate multi-label graph-cut

energy minimization [65] to solve this combinatorial problem e�ciently. The result is the joint

labeling f , which assigns a single Gestalt label to each element and minimizes an objective

energy function. This function consists of three terms: data, smoothness and label costs. In

the following explanation LP , LS and LR are the sets of elements that belong to a proximity,

similarity or a regularity group.

Label Cost. Within the optimization, the label cost term favors con�gurations with only few

and cheap labels and is de�ned as:

Fcost =
∑
l∈L

hl · δl(f), (5.4)

where L describes the entire set of labels and hl is the actual cost value of label l. δl(f) being

an indicator function which has either a value of 1, if there exists at least one element that is

assigned the label l, 0 otherwise. The cost value hl depends on the type of Gestalt group and

measures the a�nity for a speci�c principle. Since our implementation works on 3D elements,

we have to adjust the individual costs. In particular, for proximity groups we measure the volume

density in 3D space. For regularity groups we exploit the structure of the pattern, de�ned by

the underlying path in the proximity graph, rather than computing the cost in frequency space

as proposed by Nan et al. The individual costs are de�ned as follows:
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• Proximity Group: The cost value for a group that follows the law of proximity is de�ned

by the di�erence between the volume of the convex shape and the uni�ed volume of all

elements that belong to the proximity group: hl =p∈LP vol(CH(p))−
⋃

(vol(p)).

• Similarity Group: Similarity label cost is computed as the similarity variance among ele-

ments within the group: hl =(pi,pj)∈LS var(sim(pi, pj)), where sim() ∈ [0, 1] measures

the similarity between two elements. sim() returns a value of 0 if two shapes are equal.

• Regularity Group: For regularity Gestalts, the cost is de�ned by the inverse density multi-

plied by the variance of edge lengths and angles between edges of the corresponding path:

hl =p∈LR (vol(CH(p))−
⋃

(vol(p)))×var(||ei||)×var(αj)×||LR||−1
, with 0 ≤ i ≤ n

and 0 ≤ j < n for a given path (e0, e1, . . . , en).

Smoothness Cost. Elements that are close together are more likely to belong to the same

Gestalt group. To consider this in the optimization, Nan et al. de�ne the smoothness cost as the

inverse Hausdor�-distances between neighboring elements:

Fsmooth =
∑
p,q∈N

= d(p, q)−1, (5.5)

where N is the set of all neighbor elements in G. The inverse distances are further normalized

into the range [0, 1] using the minimal and maximal distance that appear in the graph.

Data Cost. The data cost term re�ects how well elements �t to their assigned Gestalt groups

and is de�ned as:

Fdata =
∑
p∈P

D(p, fp), (5.6)

where P is the entire set of elements. D(p, fp) is the data cost value for an element p ∈ P

assigned to label fp. The evaluation of the individual cost depends on the type of Gestalt group.

Similar to the label cost, we have to adapt the computations:

• Proximity Group: The data cost for an element p with respect to its proximity group LP

is measured as the closest Hausdor�-distance of p from all other elements in the group:

D(p, fp) = min
q∈LP \{p}

d(p, q).

• Similarity Group: The data cost for an element p that belongs to a similarity group LS

is de�ned by the average similarity distance of p from all other elements in the group:

D(p, fp) = 1
|LS\{p}|

∑
q∈LS\{p}

sim(p, q). Again, sim() ∈ [0, 1] is the used similarity mea-

sure, returning 0 if two shapes are equal.

66



5.4 Gestalt and Abstraction in 3D

• Regularity Group: The data cost of an element p that is part of a setLR of regularly aligned

elements is computed by measuring the distance of p to its ideal element p′, that would

be perfectly aligned with the regular pattern: D(p, fp) = d(p, p′).

In order to compute the data cost for an element that belongs to a regularity group, we have to

determine the ideal position of the element that perfectly aligns with the regular structure of the

group. This is done by taking the average edge length and the average angle of the underlying

path. Having these two values, we can construct a path that has no variation in edge length and

angles between two successive edges. This path serves as approximation for the perfect regular

aligned pattern and we can compute the distances. Finally, the energy function is de�ned by:

E(f) =
∑
p∈P

D(p, f) +
∑
p,q∈N

Vp,q +
∑
l∈L

hl · δl(f). (5.7)

The joint labeling f , that minimizes the energy function, is obtain by using the multi-label

normalized graph-cut method proposed by Delong et al. [65]. In their work the well-known α-

expansion algorithm [27] is extended to support the optimization of label costs. For more details

about the actual optimization and α-expansion algorithm, we refer to the original papers. The

result of this minimization depends on the values of the cost terms. In our case, the con�guration

of groups directly in�uences these values. To avoid getting stuck in a local minimum that does

not correspond to the desired result, we slightly vary the thresholds (tp, ts, tl, ta) applied at the

beginning to �nd Gestalt groups.

5.4 Gestalt and Abstraction in 3D

A fundamental di�erence between abstractions in 2D and 3D is that the viewpoint in 3D plays

an eminent role in perceiving shapes and groups. For example, objects can have large distances

in 3D, while appearing as a proximity group from a certain viewpoint (Figure 5.5).

Figure 5.5: Distant objects in 3D are sometimes seen as proximity groups through perspective projection. The
cylinders are only rendered to provide a better spatial orientation (Figure 5 from [148]).

Similar ambiguous and view-dependent e�ects can be demonstrated for all Gestalt principles.

Some of these e�ects only occur for speci�c views, which are called as accidental views, as
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opposed to generic views that show objects and groups from a standard viewpoint [20]. Since our

goal here is to create object abstractions, we are not interested in such accidental views. Instead,

we want to �nd Gestalt groups in generic views. Therefore, we have to de�ne conditions under

which a group of elements appears as Gestalt in such views. In the following we introduce two

terms to evaluate the visibility of each Gestalt group: group dominance and element visibility.

These terms are used for abstraction and re�ect the visual importance of groups under generic

views. We integrate the visibility properties into the optimization to resolve con�icts as well as

to determine the amount of abstraction.

5.4.1 Group Dominance

Some 3D Gestalt groups may be visually more dominant than others based on their location

with regard to other groups. A group is considered to be dominant if it is perceived as a Gestalt

group from multiple views. In order to evaluate the dominance for a speci�c view point we

consider the projected area of the entire group and the sum of the projected areas of all individual

elements of the group. Our idea is that if all elements of the group are clearly perceivable from

the given view point, this also applies to the Gestalt. Further, we consider occlusion caused by

other elements which lowers the perception of the Gestalt.

Figure 5.6: Visualization of group dominance: we sample the sphere around a group and compute from which
directions the group is visible. This determines group dominance. Here, the visibility of two con�icting regu-
larity groups (both colored in dark blue) is blocked by surrounding elements (light blue). The corresponding
spheres are shown on the left and right side. We apply a heat map color scheme to visualize the measured
dominance values. The average group dominance is denoted by τ̄ (Figure 6 from [148]).

We sample the sphere around a group to get a set of view directions D, compute the associated

visibility values, and obtain an average dominance value per group. This allows us to quantify

what we considered as being visible under generic views. Figure 5.6 visualizes the dominance of

two con�icting Gestalt groups.

In our work we apply Poisson disk sampling directly on the sphere to sample the set of view

directionsD. In all our experiments we chose a minimal geodesic distance of 0.1 between sample

points. For a given view ~v ∈ D, we then estimate how many elements of the group are visible
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without considering other objects in the scene. We compute the ratio between the projected

area of the entire group K and the sum of all projected areas of individual elements {κi}:

ρ~v =
area(K)
n∑
i=0

area(κi)

, (5.8)

where area() is the projected area of the elements and the group without considering any other

objects in the scene. A value of ρ~v = 1 indicates no occlusion within the group. If the value is

close to zero, elements of the group are highly occluded and therefore the corresponding Gestalt

is hardly perceivable. To evaluate the in�uence of other objects, we determine how much of

the group is visible while considering all other elements in the scene. We compute the ratio

between the projected area of the group K with and without considering these elements as:

σ~v =
areaT (K)

area(K)
, (5.9)

where T is the set of all elements in the scene without elements of K and areaT (K) is the

projected area of group K when considering the occlusion caused by T . Similarly, σ~v = 1

if there is no occlusion caused by other elements in the scene; a value close to zero indicates

occlusion is getting serious. The dominance value for a view direction ~v is given by: τ~v = ρ~v ∗σ~v .

Small values of τ indicate that the group is less visible from the given direction (caused by self-

occlusion or through occlusion from other objects). Finally, we compute the average dominance

value for group K :

τ̄K =
1

|D|
∑
~v∈D

τ~v. (5.10)

5.4.2 Element Visibility

In addition to the group dominance we also evaluate the visibility for each of its elements. Even

if a group has a large group dominance, some of its elements can be signi�cantly occluded by

surrounding objects. This disturbs the visual grouping and prohibits using Gestalt principles

for certain views. To capture element interferences, we compute a per element visibility [318]

that in�uences the data costs for elements in the optimization step:

Aκi =
1

2π

∫
Ω
V (~ω)d~ω. (5.11)

V (~ω) is the visibility function that is either 1, if the object is visible along direction ~ω, or 0

otherwise. The result of Aκi is in the range [0, 1] and describes how much of the sphere Ω

centered at the position of κi is covered. We only consider occlusion caused by other objects in

the scene, not the occlusion within the group itself.
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5.4.3 Energy Function

The average dominance value and the element visibility are used to infer the visual importance

of 3D Gestalt groups. These measures are important as they specify which parts of a scene can

be abstracted while maintaining the main shape characteristics. If a Gestalt group has large

dominance and if its elements are not occluded by surrounding elements, abstracting these

elements will a�ect the perception of the overall scene. Thus, for visual abstraction we aim

for simplifying visible groups �rst, since these groups convey most information of the model.

To account for these e�ects within our interactive system, we introduce element visibility and

average visual dominance to the energy function (Equation 5.7):

E(f) =
∑
p∈P

(1−A(p, fp)) ·D(p, fp) +
∑
p,q∈N

Vp,q +
∑
l∈L

(1− τ̄l) · hl · δl(f), (5.12)

where A(p, fp) is the visibility and D(p, fp) is the data cost for element p if the label fp is

assigned to it. Vp,q is the smoothness cost for two neighboring elements p and q. τ̄l is the

average dominance value and hl · δl(f) represents the label cost for a group assigned with label

l. Please note that both visibility terms have to be inverted since the optimization seeks for

minimizing the energy function.

By weighting the individual costs of elements by their visibility, the data cost term re�ects how

well elements �t to the assigned Gestalt group. Occluded elements are penalized, whereas visible

ones are favored in the optimization. Similarly, the label cost term favors con�gurations with

only a few and cheap labels. By incorporating the dominance value, the label cost of highly

occluded groups will be higher, whereas the cost of visible groups will be lower. Thereby, the

optimization favors groups that are visually more important.

(a) (b) (c)

Figure 5.7: E�ects of dominance and visibility: (a) Simple setup of a 3D grid of cubes covered by surrounding
planes (transparent). All sides of the grid are covered except the front side. Results of the graph cut based
optimization without considering the visibility (b) and with the modi�ed energy function (c). Elements that
belong to the same Gestalt group have the same color. (Figure 7 from [148]).

Figure 5.7 shows how visibility modi�es the optimization result. Around a 3D grid of cubes

we placed planes rendered transparently for demonstration purposes. All sides of the grid are
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covered except the front side. The planes enclose the interior cubes and block their visibility

from most view directions. Without considering the visibility, the optimization will combine the

groups in the interior due to their proximity (b). If visibility is considered, the visible exterior

is instead selected as a group that will be abstracted �rst (c). This will force all other (parallel)

groups to be abstracted consistently and thus will propagate through the whole grid.

5.5 User-assisted Abstraction

Using the aforementioned Gestalt-based 3D principles, our goal is to employ user sketches and

to derive an appropriate abstraction sequence. The Gestalt groupings during this process de�ne

a space, we call it the Gestalt space, as the basis for the abstraction process. In the following we

introduce our interactive tools for abstraction, di�erent operations that we apply to achieve the

corresponding abstractions, and how user intent is incorporated into the optimization.

5.5.1 Operations for 3D Abstraction

Abstraction is achieved by applying a sequence of Gestalt-based group simpli�cations. We

implemented the following abstraction operations that are either selected automatically by

the system based on the geometric con�guration of a Gestalt group and its visibility or the

abstraction operations are interactively selected based on the user sketch.

(a) (b) (c)

Figure 5.8: Abstraction operations: (a) embracing object: a set of elements can either be abstracted by an
alpha shape or its convex hull; (b) visual summarization: a set of cubes can be abstracted by reduced number
of elements with additional scaling; (c) base shape substitution: a set of long objects which is substituted by
a base plane can be abstracted by engraving parts of the original surface into the base plane, which allows
to keep the essence of the original geometry. (Figure 9 from [148]).

Embracing Objects. If objects are close together, i.e., their distance is small in comparison to

the overall group extent, we abstract them by creating an embracing object (Figure 5.8, a). This

can be performed by utilizing a bounding box, a convex hull or an alpha shape [2]. It is also

possible to use more complex simpli�cation methods such as presented by Mehra et al. [190].
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Visual Summarization. Larger groups of repeating elements (e.g., n > 10 by default) are

visually summarized by a smaller number of elements that can additionally be scaled to match

a given resolution criteria, e.g. for 3D printing (Figure 5.8, b).

Base Shape Substitution. Sometimes groups of repeating small elements cannot be scaled

enough to match a given resolution criterion, because it could lead to excessive distortions of

the geometry. In this case we employ a specialized version of the Gestalt principle of closure. If

a group is mostly de�ned along a plane, we determine the hull of the group and replace it with a

plane. The original elements are then merged with this plane, similar to a bas-relief (Figure 5.8, c).

Thereby, we keep important details of the original geometry while creating a larger object with

less nuanced details.

5.5.2 Interactive Tools

Gestalt Grouping Tools: Initially, the system performs the described Gestalt group optimiza-

tion (Equation 5.12) on the input model. By hovering the mouse over the model, the user can see

the detected Gestalt groups and is able to split and join them by a cutting and a lasso tool. This

enables the user to use his semantic knowledge of the object to direct the abstraction and to

resolve ambiguities during the optimization. Furthermore, this helps to achieve user preferred

styles, such as a preference for vertical elements.

Figure 5.9: User interface (Figure 10 from [148]). The user sketches an abstraction over the projected view of
the input model. Di�erent interaction modes such as selection or sketching can be used, abstraction results
can be re�ned (scaling / changing the number of visual representatives, etc.), see buttons on the left. Two
possible abstractions are shown on the right for the user to select.

We implemented a sketch-based interface that shows the input model and provides di�erent

interaction possibilities. The user can adjust the view to �nd the most appropriate viewpoint

and can sketch an abstraction. Figure 5.9 shows a screenshot of the user interface. Based on

the sketch and the current viewpoint, the system determines which Gestalt groups of the 3D
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model are a�ected and generates the corresponding abstraction. Often more than one possible

solution exists. In this case, the proximity graph is copied and the abstraction is applied to each

con�guration. All results are presented to the user, who can select the most favorable outcome

to progress with the abstraction.

Sketching Tools. Since the abstraction of shapes is a highly subjective task, the user should

be able to directly in�uence the abstraction process. We provide this functionality by allowing

the user to express his intent on the model with some simple strokes. In most cases the user

sketch consist of many individual strokes. We consider time-stamps and the proximity of such

strokes to build stroke sets. Strokes appearing directly after each other are considered to belong

together and are summarized to describe a stroke set. These sets are used to infer the type of

abstraction applied to an underlying Gestalt group. Our system is able to interpret di�erent

types of sketches. By drawing some space-�lling strokes, such as zig-zag or enclosing lines,

embracing objects are used for abstraction (Figure 5.10 a,b).

(a) (b) (c) (d)

Figure 5.10: Abstraction of parts of the Japanese house with di�erent sets of sketches (Figure 8 from [148]).
Using closed sketches or zig-zag lines (a) result in abstractions using embracing objects (b). Single strokes (c)
instruct the system to use visual summarization (d).

Visual summarization is applied for abstraction if the user draws individual lines over some

regular structure (Figure 5.10 c,d). The number of remaining exemplars of the regular structure

then corresponds to the number of stroke sets. To indicate the desired scaling and spacing of

the remaining objects, the user can sketch the shape of elements, instead of drawing single

lines. By doing this, the system scales the remaining elements accordingly. In case of combining

space-�lling sketches and individual stroke sets to describe the elements of a regular structure,

the base shape substitution operator is applied for abstraction.

Another tool allows the user to transfer the abstraction to other, but similar parts of the model.

This is done similar to Xing et al. [307] and helps to abstract models more e�ciently. We

�nd such structures by employing a graph-isomorphism algorithm [51], which is extended

by also employing 3D orientations. The algorithm �nds all isomorphisms in the proximity

graph, regardless if their 3D shape is similar or completely di�erent. Therefore, we have to
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additionally check geometric correspondence within each isomorphism by measuring element-

wise geometric distances. After the abstraction of a Gestalt group is done, the user activates

the group transfer and the system detects all similar groups, which can then be abstracted

automatically in an e�cient way.

Automatic Abstraction. Additionally, the user is able to de�ne an entire area to be abstracted

automatically. This might involve a number of consecutive abstraction steps and is initiated

by a special lasso tool. Please note, that the con�ict between Gestalt groups are automatically

resolved based on our visibility based optimization, thus, visual important groups are selected

for abstraction. Based on the speci�ed 2D area and the geometric con�guration of the groups,

a sequence of abstraction operations (embracing objects, visual summarization and base shape

substitution) are executed and applied to these groups. Here, the abstraction operators are

applied based on the type of Gestalt. Proximity and similarity groups will be abstracted by

embracing elements, repetition groups will be processed by visual summarization. If elements

of a repetition group form a very thin structure, we use a bas relief. Here, we also use the visibility

to control the number of remaining elements and their scaling. The higher the occlusion of the

regularity group the more elements are removed. The scaling of remaining elements is adapted

in the way that the size of the abstracted group matches the size of the original group.

5.5.3 Incorporating User Intent

Coverage Analysis. To identify which groups are intended for abstraction, we consider the

coverage of the user sketch and the projected silhouette of the group. For this we employ

Precision and Recall analysis. For each group we compute a bounding volume depending on

the type of Gestalt. For proximity and similarity groups we use the convex hull of the group

elements; for regularity groups an alpha shape is computed.

A

C

B

alpha shape convex shape

Recall =

C

A

Precision =

C

B

Figure 5.11: Precision and Recall computation. The convex hull of a proximity group (red, B) is projected
onto the canvas. Based on the area of the alpha shape of the sketch (blue, A) and the overlap between the
areas (C) the Precision and Recall values can be computed (Figure 11 from [148]).

These bounding volumes are then projected onto the 2D canvas and compared against the alpha

shape of the 2D sketch. Figure 5.11 shows an example for a proximity group and a user sketch
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that partially covers the group. Precision and Recall provide a measure to identify which group

is intended for abstraction. A high Precision value indicates that the sketch covers most of

the projected area of the group envelope, whereas a high Recall value indicates that the entire

sketch falls nearly into the projected area. In order to determine which group is intended for

abstraction we compute the F1 score that combines Precision and Recall into a single value.

This score is de�ned as F1 = 2 · (P ·R)/(P +R). For abstraction we then consider that group

with the highest score. Please note that the visibility of the selected group has to be taken into

consideration, because the group might be occluded by other groups.

Besides detecting the intended group for abstraction, we also use coverage analysis to control

the visual summarization abstraction operator. We compute the number of stroke sets with a

projected area that falls completely into the Gestalt group (Recall values close to one). This

number is used to infer the number of representative exemplars of the abstracted regularity

group. In the next step, we compare the projection of these exemplars with the dimensions of

the stroke sets to determine a proper scaling factor for these elements that matches the sketch

best, i.e., scales the exemplars to the size of the stroke sets.

Adapting Group Importance. Only groups with Recall values larger than zero are further

processed, since for all other groups the projection of the bounding volume is not covered by

the user’s sketch. However, due to group con�icts, selected groups may still “lose” during the

graph-cut optimization and disappear during abstraction. To prevent this from happening, their

importance value is increased. This is done by temporarily adjusting the data cost term for

all elements of the group, in which the user is interested, so that the group will “win” during

optimization:

D(p, fp) := wc · min
fc∈Lc

(D(p, fc)) . (5.13)

Here, fp is the label assigned to element p, which is part of the potential Gestalt group we are

interested in. Lc is the set of labels (potential groupings) that are in con�ict with fp. With this

adaption we ensure that the data costs of all elements of group fp have at least a value of the

same costs for all other con�icting potential groups. Since the optimization seeks for minimizing

the energy function, groups indicated by the user will “win” this way. The parameter wc is in

the range [0, 1] and controls the importance. We set wc = 0.2 as default in all our examples.

5.6 Evaluation

We conducted two user studies to evaluate the automatic 3D Gestalt-based grouping and our

proposed sketch-based interface. The participants were both undergraduate and graduate stu-

dents from di�erent universities. The students are normal computer users without backgrounds

in computer science. Further, we also provide statistics about the performance of our system.
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5.6.1 3D Gestalt Grouping

In the �rst user study, we evaluated the e�ciency and accuracy of our method to group 3D

elements with respect to Gestalt principles. We asked 15 students to manually de�ne Gestalt

groups based on how they perceive groups of elements. In total, we showed �ve input models and

their segmentation. By clicking on individual segments the subjects were able to manually build

groups. We recorded the time and history of applied operations (adding or removing elements

to a group) to compare the e�ciency. Table 5.1 summarizes the average timings needed to build

one group and the average number of groups that were perceived. Depending on the model

complexity, the process of building groups manually takes up to several minutes.

Model (Figure) #segments t̄[s] #groups

Japanese House ( 5.21) 754 22.98 64.80

Building ( 5.21) 1396 7.91 100.67

City ( 5.16) 148 17.43 16.13

Bridge ( 5.17) 517 11.55 44.87

Ei�el Tower ( 5.19) 424 13.63 30.40

Table 5.1: Overview of the average time t̄ needed by the users to de�ne one group and the average number
of groups found per model (Table 1 from [148]).

To determine the accuracy of the grouping, we compute the average F1 measure over all manu-

ally generated groups for a given model with respect to the automatically detected ones. More

speci�cally, for each user-de�ned group A and automatically generated group B, we can com-

pute the Precision (P ) and Recall (R) value pair in a similar way as illustrated in Figure 5.11,

where C is the set of segments that are shared by both groups. To account for the extent of

group elements in the computation, we use the volume of segments vol():

P =

∑
κi∈C vol(κi)∑
κi∈B vol(κi)

and R =

∑
κi∈C vol(κi)∑
κi∈A vol(κi)

. (5.14)

The F1 score is then de�ned as F1 = 2 · (P · R)/(P + R). Finally, we �nd the best matching

automatically generated group with highest F1 score for each user-de�ned group and use the

average over F1 values to compute the accuracy. Figure 5.12 shows the distribution of the

average values per model. The user-perceived groups match the automatically generated groups

well with high accuracy throughout the models. For the building model, we observe a relatively

high spread within the average F1 values. This can be explained by how the students build the

Gestalt groups. Most students did not build individual groups for each interior window, but

instead used one large group. In contrast, our system groups elements within each window,

which results in low Recall values, thus lowering the F1 score.
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In conclusion, our system is able to identify groups of elements automatically that are also

perceived by most of the users. Since the grouping of elements is a highly subjective task, we

measured subtle di�erences between manually and automatically generated groups (spread in

average F1 scores). Furthermore, our proposed automatic grouping is performed much faster

(Table 5.2). By exploiting the Gestalt grouping tools (see Section 5.5.2), the user can adjust the

automatically detected Gestalt groups according to his requirements.

Japanese House Building City Bridge Ei�el Tower
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Figure 5.12: Evaluation of the accuracy of 3D-Gestalt based grouping. We compare manually generated
groups with the groups that are automatically detected by our system and compute F1 scores. The plot shows
average F1 scores measured for di�erent input models (adapted from [148], Figure 13).

5.6.2 Sketching Interface

We conducted a second user study with 31 students with no experience in modifying or editing

3D shapes to evaluate the e�ectiveness of our system. For this task we considered the Japanese

house in Figure 5.21 and the bridge model in Figure 5.15. For both models, we presented possible

abstractions of di�erent parts. Additionally, we showed multiple sets of sketches. The subjects

were asked to rate how well a sketch represents a possible abstraction. The score is given in the

range 0 to 10, where 0 means that a sketch does not �t well to the abstraction and a score of 10

indicates a sketch represents the abstraction very well.

It turns out that the interpretation of user sketches by our system �ts very well the expectations

of the resulting abstraction. With an average score of 8, most subjects expect a bounding volume

for abstraction if the sketch has a closed shape, e.g. Figures 5.10 (a-b). If only single strokes

were used, the expectations of the produced abstraction are met with an average score of 6.5,

e.g. Figures 5.10 (c-d). By using only zig-zag lines without an enclosing shape was misleading

(average score of 4.5). Our system indicates such zig-zag lines in the way that the abstraction is

generated using embracing objects.
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We also invited two people with modeling experience to use our system. The modeling experts

reported that the interaction concept was considered to be very intuitive and easy to control.

For objects with many elements, the selection of groups was identi�ed to be challenging as the

system sometimes does not support to focus on selection areas in the projected view. However,

once groups were selected properly, the solutions provided by the system in most cases matched

the users expectations. The automatic selection of similar groups within complex objects, such

as the facade in Figure 5.15, was considered to be very helpful and e�cient.

5.6.3 Visibility

The visibility terms (group dominance and element visibility) indicate the importance of ele-

ments and groups. We use these terms to resolve con�icts if two or more groups act on the same

element and to adapt the form of abstraction used to simplify groups. Please note that for visual-

ization clarity, we omit the user sketches in the following examples. Figure 5.13 shows a model

of a balcony and demonstrates the usefulness of the integration of visibility computation into the

abstraction process. Highly occluded parts (Figure 5.13 b, dark red) are simpli�ed signi�cantly.

The strength of abstraction for the plants on the right side of the balcony is reduced successively

due to receding occlusion. Also the abstraction of structures on the windows compared to those

on the front door is adapted to visibility.

(a) (b) (c)

Figure 5.13: Abstraction of a balcony. The strength of the group simpli�cation is based on the visibility,
hence the higher the occlusion is the more signi�cant the abstraction is. Original model given in (a), group
dominance visualization in (b) and �nal abstraction in (c). (Figure 12 from [148]).

Besides the adaption of the amount of abstraction, we also integrate the visibility terms into

the objective function to resolve con�icts between groups in a meaningful way. Our goal is

to abstract parts of the model that are perceived as visually important. This importance is

de�ned by Gestalt groups and our visibility analysis. Since visible groups communicate most

of the information of the model, the optimization will favor those groups within the graph

cut. Figure 5.14 shows a temple model and exempli�es how visibility integration a�ects the

abstraction. For demonstrating purposes, some additional walls (rendered transparently) have

been added. The columns of the temple are arranged on a grid, where each column is part of more

than one Gestalt group. The resulting ambiguities are resolved by the graph cut. Figure 5.14 (b)

shows an abstraction result where visibility was not considered. Here, the optimization favors
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groups that are occluded, which causes an abstraction similar to the original model given in

Figure 5.14 (a). In contrast, Figure 5.14 (c) shows the result of an abstraction with our modi�ed

objective function. The resulting abstraction reduces the complexity of visible groups. The

entire abstraction sequence of the temple model can be seen in Section 5.7

(a) (b) (c)

Figure 5.14: E�ects of visibility. A temple model (a) is abstracted using the objective function without (b)
and with (c) visibility consideration (Figure 15 from [148]).

5.6.4 Performance

We measured the performance of our system to demonstrate its usefulness for real-time edit-

ing. Table 5.2 shows computation times in milliseconds for the proposed method. We have

implemented our system in C++ on a desktop computer with an Intel i7 processor at 3.2Ghz

and 32GB RAM. Depending on the model complexity and the number of segments and groups,

the overall computation time per interaction is between 41ms and 216ms. The table shows the

number of groups the model consists of, the initial time to build the proximity graph and Gestalt

groups, the average time per interaction that is required to update the groups, the time to �nd

isomorphisms and the total time per interaction including the simpli�cation.

Model (Figure) #groups tig tug tiso top #ops

Japanese House ( 5.21) 286 538 0.93 23.34 80.72 7

Building ( 5.21) 1824 2791 1.19 36.24 109.62 4

City ( 5.16) 113 52 1.53 2.83 4.65 11

Bridge ( 5.17) 206 695 0.31 45.77 215.83 10

Ei�el Tower ( 5.19) 320 146 0.03 7.42 41.37 8

Table 5.2: Performance statistics showing the number of groups #grps, the computation time tig for the initial
grouping, the time tug needed to update the grouping after changes, the time tiso needed to �nd similar
structures, and the computation time top spent to apply one abstraction operation and the total number of
operations #ops. All timings are average values and given in milliseconds (Table 2 from [148]).
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5.7 Results

In order to show the usefulness of our system, we interactively abstract a number of di�erent

models. Besides manual simpli�cations we also demonstrate automatic abstraction sequences,

which allows to produce di�erent Levels of Detail of a model e�ciently.

5.7.1 User-assisted Abstraction

In Figure 5.15 we show a number of user-assisted abstraction operations. A user directs the

abstraction of a building facade: �rst he selects two window frames and scribbles over the

vertically repeating elements to substitute them by �ve bounding boxes (b). By marking the

right part of the sketch with two blue outlines, the system is enforced to completely replace

the content by bounding boxes (c). The abstracted version is further simpli�ed by labeling

the windows as a whole and subsequently by replacing vertical and horizontal repetitions of

windows with bounding boxes (d).

(a) (b) (c) (d)

Figure 5.15: User-assisted abstraction sequence of a building facade. Starting with an input model (left),
sketches are iteratively applied to the model. Applied user strokes are shown in the insets. Note that abstrac-
tions are automatically transferred to similar parts (Figure 17 from [148]).

In Figure 5.16, we demonstrate that the system can also be applied for the abstraction of city

models. Here, the user groups and visually summarizes buildings and whole building blocks.

Especially in this example, there are many con�icts between Gestalt groups (i.e. vertical and

horizontal regularity groups), which however are resolved by taking user sketches into consid-

eration and adapt the cost weights within the global optimization.

Figure 5.16: Abstraction of a city model. With a few strokes the user is able to combine building models
and replace them by embracing objects or visual summarization. This way even complex city models can be
processed very e�ciently. Input model is shown on the right, user strokes in the middle, and �nal abstraction
on the left side. (Figure 19 from [148]).
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Two alternative abstractions of a complex bridge model are shown in Figure 5.17. The input

model consists of many structural repetitions. For the �rst abstraction, the user replaces the

�ne-grained truss network by a solid plane using base shape substitution, whereas the second

abstraction is achieved by replacing the �ne strings that attach the road to the bridge by a small

number of larger elements, i.e., visual summarization.

Figure 5.17: Two abstractions of a bridge model using di�erent sets of strokes. The original input model is
given on the left side, user sketches applied to parts of the model are shown in the middle insets, and �nal
abstractions are illustrated on the right side (adapted from [148], Figure 17).

As a result, we achieve a model that can be printed using a 3D printer. Two abstracted models,

the bridge and also the Japanese house, printed in 3D are shown in Figure 5.18. Note that 3D

printers have physical limitations in their resolution that inspires to think of Levels of Detail

techniques to explicitly address these limitations and the visual a�ordance of printed models.

We do not claim to provide a more e�cient means in terms of the material consumption, but

instead focus on maintaining important visual clues that de�ne an object while abstracting it.

Figure 5.18: Visualization of the segmentation of two input models for further processing (left) and two
abstracted models printed in 3D (right). (Figure 14 from [148]).
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In Figure 5.19 we demonstrate that Gestalt-based selection and abstraction goes far beyond

conventional processing possibilities. The user draws some steps over a circular staircase to

indicate a group and at the same time his abstraction intention. The system �nds all similar

steps on the stairs and replaces them by a few appropriately scaled steps. In particular, we scale

the stairs in such a way that the projected area of the element matches the area of the strokes.

Moreover, the bounding volume of the entire model limits the scaling, thus, there is no change

in the radius. Similarly, the system �nds similar truss structures in the Ei�el Tower and allows

to abstract them with just few strokes.

Figure 5.19: User-assisted abstraction of the Ei�el Tower model and circular stairs. Input model given on
the left side each, user sketches in the middle and �nal abstraction on the right side. Only few sketches are
needed to transform the input models into full abstractions. (Figure 17 from [148]).
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Figure 5.20 demonstrates the e�ect of dominance and visibility with a small temple model. Here,

we show two di�erent abstractions. User sketches drawn over the original input model and the

resulting abstractions are shown in (a,c) and (b,d) respectively. As the side view is blocked by

the walls, the frontal view is visually more important and thus abstracted �rst, when the user

only scribbles on the frontal part. The user also scribbles on the basement of the temple to evoke

summarization into two base plates. Please note, this is not a trivial operation as we have to

�rst compute the Gestalt group and then �nd a representation of the input base plates by two

other plates that are scaled accordingly. In (c) the user draws rectangles over the columns to

indicate their desired size. Furthermore, the user also marks columns in rows behind the �rst

visible row enabling the the system to abstract all rows in the same way.

(a) (b) (c) (d)

Figure 5.20: Two di�erent abstractions of a temple model when Gestalt group visibility is included. The
original models and the sketches are shown in (a) and (c), the �nal corresponding abstractions are given in
(b) and (d). (Image adapted from [148], Figure 18).

5.7.2 Automatic Abstraction and Levels of Detail

In addition to user-guided abstractions, our system also provides an automatic shape abstraction.

For this, the user has to de�ne an area of the model which is intended for abstraction. The system

then performs a number of consecutive abstraction operations until a user-speci�c degree of

abstraction is established. Thereby, the user forces the system to apply a number of Gestalt

abstractions without directing the graph cut and the minimal solution is selected without any

user-de�ned adaptation of the weights.

In Figure 5.21 we show such an automatic abstraction sequence applied on the Japanese house

and a building model. For both examples the user selects the entire model for the abstraction. In

every step we reduce the number of exemplars by a �x percentage. Compared to a user-guided

abstraction of the same building model (see Figure 5.15), the automatic process ends up with a

di�erent abstraction. Nonetheless, it is still a valid result. Furthermore, the top row in Figure 5.22

illustrates the application of user-de�ned directions. By drawing a simple line over the model,

the user expresses the desired direction. For abstraction the system favors then all groups that

are aligned with this direction by adjusting their weights in the optimization.
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Figure 5.21: Automatic Levels of Detail sequences of complex 3D models. A number of abstraction operations
are automatically applied to the input models, each given on the left side, to match an intended degree of
abstraction, i.e., a given number (range) of elements. (Figure 21 from [148]).

(a) (b) (c)

(d) (e) (f)

Figure 5.22: A building model (a) is automatically abstracted using user-de�ned directions (indicated by blue
arrows). First, the user indicates his preference for vertical abstraction in the �rst abstraction step (shown in
b), then in the next step for horizontal abstraction (result in c). The second row shows another input building
model (d) that is abstracted manually by a professional modeler in two di�erent ways (e-f). The abstraction
results are similar to what our system produces automatically. (Figure 20 from [148]).
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We asked a professional artist to abstract some of the presented models without seeing the

results of our system. The task for him was to abstract and group together the elements of

the given shape in a semantically meaningful way. Some steps of our automatic abstraction

sequence are very similar compared to how an artist would simplify a model. Figures 5.22 (d-f)

show the results, which closely match our abstraction results.

Furthermore, Figure 5.23 shows a comparison to the automatic abstraction method presented by

Mehra et al. [190]. In contrast to our approach, their method does not consider Gestalt principles

and works only on a �xed global scale. Therefore, there is no support for local adjustments. Each

part of the input model is abstracted equally and thus, visual important structures of the model

might be lost. With our method the user has full control over the �nal abstraction result.

Figure 5.23: Models abstracted with our method (left) compared to abstractions produces by the state of the art
method presented by Mehra et al. [190] (right). While Mehra et al. create very rough model approximations,
in our case more or less visual important details can remain in the abstraction (Figure 16 from [148]).

5.7.3 View-Dependent Abstraction

Our method can also be applied to abstract models or even entire scenes in a view-dependent

way while considering Gestalt principles. To achieve this we compute our visibility terms (group

dominance and element visibility) from a given view on the model. This is di�erent compared to

previous results, where we evaluated these terms from the viewpoint of an element or a Gestalt

group. This allows us to quantify the importance of elements and groups for a speci�c view on

the model, rather than computing a general importance for generic views.

Figure 5.24 shows an example of a city scene, where we apply our view-dependent abstraction.

The scene consists of regularly arranged buildings, forming di�erent Gestalt groups. Please

note that most of these groups con�ict with each other. Each row of Figure 5.24 shows an

automatic abstraction of the scene from a di�erent viewpoint. Based on each view we evaluate

the visibility terms, which are then used within our optimization to resolve con�icts between

Gestalt groups and to determine the amount of abstraction. Figures 5.24 (a) and (b) illustrate
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(a) (b) (c)

Figure 5.24: View-dependent abstraction of a city model. Each row shows the abstraction for a speci�c
viewpoint on the scene. The camera position and orientation of each viewpoint is indicated by the red camera
frustum. Based on each view, we compute our visibility terms, which are then used to guide our Gestalt-based
optimization and to determine the amount of abstraction. A colored-coded visualization of element visibility
is shown in (a). Buildings that are visible are colored in blue. The �nal view-dependent abstractions shown
from above and from the perspective of each camera are illustrated in (b) and (c). (Figure 22 from [148]).

the color-coded element visibility and the resulting abstractions shown from above. In (a) we

use color coding to indicate highly visible buildings in blue and occluded ones in white. The

abstractions shown from the perspective of the cameras are given in (c). By comparing the results

of the two viewpoints, it can be seen that con�icts between groups are resolved di�erently. The

optimization favors regularity groups that are mostly aligned with the viewing direction due to

higher visibility. This allows us to keep relevant structures in the scene that are perceived from

a given view. We also use the visibility to adjust the amount of abstraction applied to groups.

While visible buildings remain unchanged, highly occluded ones are abstracted signi�cantly.

Even if some parts of the city are completely occluded, we use embracing objects for abstraction,

which allows us to keep plausible shadows in the scene.

5.7.4 Limitations

Our system has some limitations. For the visual summarization abstraction we �rst reduce the

number of exemplars of a group and scale the remaining elements. The scaling is performed in

the direction of the main axis of the element, which is determined by the Principle Component

Analysis. However, if these directions are not aligned with the symmetry axis of the element,

the shape might be distorted after scaling. Another limitation regarding the scaling emerges if

we want to abstract groups that lie on curved surfaces. Here, the maximum scaling factor of

the elements is limited by the curvature. If the scaling is chosen to large, elements might not be

attached to the surface anymore.
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Although our system is able to abstract nested shape elements that are provided by the segmen-

tation, it is not possible to detect those dependencies automatically with the current implemen-

tation. This is shown in Figure 5.25. Here, we have three plants and the detected Gestalt groups

are indicated by di�erent colors: one regularity group (red) and three proximity groups (blue).

Even though multiple plants would form a regularity group, our system is not able to detect it.

Moreover, the connection between two regularity groups that are close to each other cannot be

automatically resolved by our system. This might result in a wrong abstraction as exempli�ed

in Figure 5.25 (right). To overcome these problems, we have to rely on the segmentation.

Figure 5.25: Failure case: given three plants (left) with the detected regularity group (red) and proximity
groups (blue), the abstraction (right) of the regularity group does not account for the scene composition
(Figure 23 from [148]).

5.8 Summary

In this chapter we applied Gestalt principles for the abstraction of complex 3D models. Fully

automatic or guided by a number of user sketches, Gestalt principles are applied to elements of

the input and visual groups are abstracted by a number of operations such as embracing with

bounding objects, visual summarization, or base shape substitution. With our work we extended

the de�nition of 2D Gestalt principles to elements in 3D space. By introducing two visibility

related terms we could show that con�icts between 3D Gestalt groups can be resolved in a

meaningful way. In a number of experiments, we abstracted building models, technical artifacts

as well as a city model. In most cases our method allows for creating a semantically meaningful

abstract representation with a few user interactions that can be compared to what professional

modelers will do to abstract such objects. Compared to previous abstraction methods, our

method is able to preserve important visual structures described by Gestalt principles. We also

demonstrated that our method can be applied to abstract larger scenes in a view-dependent

way while still considering Gestalt laws. Moreover, we conducted two user studies to show the

e�ciency and e�ectiveness of the proposed interactive framework.

In this work we only implemented the most simple Gestalt principles, in the future others will

follow. We also want to explore the conceptional space between 2D Gestalt principles and 3D

modeling much further, since we feel that we only scratched the surface of possibilities here.

Adapting 3D model representations to user perception is in our opinion a big challenge for

future works in geometric simpli�cation and abstraction.
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CHAPTER 6

Woodi�cation: User-Controlled

Cambial Growth Modeling

Figure 6.1: A polygonal object developed by using cambial growth against an obstacle. The original input
model is shown on the left side followed by three steps of the simulation (Figure 1 from [149]).

In this chapter we present a botanical simulation of secondary (cambial) tree growth coupled to

a physical cracking simulation of its bark. Whereas level set growth would use a �xed resolution

voxel grid, our system extends the deformable simplicial complex (DSC) [195, 196], supporting

new biological growth functions robustly on any surface polygonal mesh with adaptive subdivi-

sion, collision detection and topological control. We extend the DSC with temporally coherent

texturing, and surface cracking with a user-controllable biological model coupled to the stresses

introduced by the cambial growth model.

6.1 Introduction

D’Arcy Thompson [282] demonstrated that the history of a natural object is revealed by its form.

This is well-known for trees in temperate geographic regions, as the history of their development

is represented by their growth rings. Much of the shape of trees is thus dictated by the growth

documented by these rings. The �eld of computer graphics includes many explorations in

the study of primary “apical” tree growth, most notably through L-systems [236] and recently

through environmental factors [207, 221]. These works simulate the entire tree, focusing on the

introduction and elongation of branches as opposed to their thickening. Fewer studies can be

found in computer graphics (though many exist in the botanical literature) about the secondary

“cambial” growth. Cambial growth is the process that increases a tree’s girth so that it can support
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more branches and leaves, transport more water and nutrients, and produce wood and its tree-

ring structure. Cambial growth also produces familiar tree features such as crotches, bulges,

burls and knobs. A simulation of cambial growth would provide designers and animators with a

time-saving tool for producing such e�ects on a large forest scenery scale, as well as enchanting

any computer graphics shape model by synthesizing such familiar woodgrown features. To the

best of our knowledge an automatic tool that would allow simulation of wood-like appearance

of general polygonal mesh objects does not exist.

Figure 6.2: Real-world examples of wood grown around obstacles. The left and center images show tra�c
signs partially covered by wood (©Michael Rieth, ©bildws, Fotolia.com). The right image shows an example
of a tree part growing around a fence (Creative Commons Zero License).

In this chapter a new cambial growth model based on recent advances in robust meshed surface

propagation is introduced. This new model derives biologically motivated growth functions

that transfer a variety of natural botanical processes into the shape morphology of o�setting.

We also incorporate obstacle collision detection with the novel method of embedding obstacles

directly into the surface propagation data structure, along with botanically motivated collision

response. We also incorporate user control into the growth model to support species-dependent

behavior simulation, environmental e�ects and natural image synthesis. Unlike previous work,

we do not focus exclusively on tree modeling, but also on small wood-like features that enhance

ordinary polygonal meshes.

We combine this cambial growth model with an existing surface fracture model, extended with

speci�c botanical stress computations and responses, to simulate the realistic appearance of bark.

A key observation motivating our coupling of cambial growth and bark cracking is that cambial

growth causes lateral expansion which produces stress that we use in our cracking simulation

to produce a visually plausible bark model. We also introduce the notion of woodi�cation, a

process of converting ordinary everyday meshed geometric objects into a tree-like appearance,

with familiar woodgrown features and cracked bark textures. Our cambial growth simulation on

trees and other objects can also be reversed, to infer the growth history and therefore the growth

rings of a scanned real-world tree or any other object. Figure 6.1 shows an example produced

by our framework. The input tree trunk is a simple polygonal-mesh cylinder, along with a user-

positioned obstacle (a sign) also embedded in the simulation propagation data structure. The
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simulation computes the cambial growth of the tree as it grows and adapts around the obstacle,

maintaining a coherent texture parameterization and supporting bark that cracks based on

growth stress. This result compares well to real-world examples, such as given in Figure 6.2.

Preprocessing Mesh Evolution Obstacles
and Cracks3D Input Model

User Interaction

“Woodified”
Input Model

Figure 6.3: System Overview. A polygonal model is converted to a tetrahedral mesh during pre-processing.
The mesh is evolved by using our developmental model and, at the same time, is covered by cracks and
checked for collisions in the surrounding environment. The user can control the de�nition of the cracks and
the growth function (adapted from [149], Figure 3).

Our system, summarized in Figure 6.3, operates directly on polygonal meshes. Our growth

model is based on the deformable simplicial complex (DSC) [195, 196]. The DSC simulates

surface evolution directly and robustly on a polygonal mesh lying along the boundary between

an interior and an exterior tetrahedral meshes. The DSC evolves the shape model over time

using a biological growth function, which creates stress that our cracking model uses to simulate

bark fractures on the surface. The user can control the simulation by sketching areas to increase,

reduce, or modify the growth direction and by sketching stresses during the simulation to guide

bark cracks. In summary, this chapter includes the following novel contributions:

• A robust botanical simulation of secondary cambial tree growth coupled to a physical

simulation of bark structures based on the DSC.

• An extension of the DSC to support biological growth functions, collision detection with

obstacles, persistent texturing and the integration of a surface cracking model.

• An interactive framework that allows users to control biological growth functions and to

de�ne crack patterns on the surface by using a sketching tool.

• A reversible growth function for inferring tree ring structures.

6.2 Related Work

Woodi�cation relates to the results in simulation of natural phenomena, fracture simulation and

surface propagation. In this section the most related works to these �elds are reviewed.

Bark modeling. The modeling of bark has evolved from phenomenological approximations

to more botanically faithful simulations. In an early work, Bloomenthal [22] parameterized a

branching tree model to support realistic bark texturing. Hart and Baker [109] parameterized an
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implicit tree model using particle �ows from the trunk to the branches. The trajectories of the

particles are stored and used to imitate bark fractures. Lefebvre and Neyret [156] also parame-

terized the surface of a branching tree model using horizontal strips, which were procedurally

fractured and propagated to generate a bark texture. Here, a spring model is used to handle

the behavior of the strips. By expanding and initiating new strips, tree growth and associated

cracks are simulated. Two result images of this method are shown in Figure 6.4 (left side).

Figure 6.4: Simulation of bark. On the left side two result textures are shown, which were produced by
the method of Lefebvre and Neyret [156] (Figure 11) using a spring-based simulation model. The displaced
surface mesh of two trees presented in Wang et al. [288] (Figure 9) can be seen on the right side.

A number of procedural and also implicit synthesis methods have been used to model bark and

branching junctions geometrically [90, 108, 215]. Wang et al. [288] developed a texture synthesis

method to create a variety of di�erent bark textures. In a pre-processing step an input image

is analyzed and a set of texton channels is extracted, representing common bark features. By

composing these textures, new bark textures can be synthesized that are used as height�elds to

displace a surface mesh (Figure 6.4, right side). Federl and Prusinkiewicz [78] simulated a bark

cracking texture by using a mass-spring network and an associated �nite-element model [80],

which they applied to a layered model [79] for capturing the stresses and strains while growing

di�erential cambial layers. Hirota et al. [116] similarly applied a layered mass spring model

to simulate cracked appearance of bark. In a recent work, Pfa� et al. [230] have restructured

a surface mesh to mimic tearing and cracking of thin sheets. The approach presented in this

chapter is based on a surface model as well, however, it does not focus on thin layers.

Biological growth modeling. Various approaches exist that use or are inspired by biological

growth. Researchers have been investigated the simulation of the lateral growth of plants and

several models haven been proposed that theoretically describe this natural phenomenon [55].

The modeling of biological growth includes methods constructed from statistical models on �eld

measurements, e.g., [48, 222, 274], and pure simulation-based approaches. Cambial growth is

part of such growth processes and can be described by an o�setting operation that is supported

by the level set method [143, 217, 261]. Here, a growth function is de�ned over a surface;

typically, however, only on voxel grid models with �xed resolution that is much too low for our

approach. Nevertheless, there have been attempts to simulate cambial growth: Buchanan [31]
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visually simulated woodgrain and growth rings with a user-controlled growth function. The

method starts with an initial voxel con�guration representing dead and living wood cells. In a

number of growth steps living cells on the outer surface are then propagated to empty cells in

the voxel grid. Mann et al. [183] computed cambial growth with level sets that encompassed

growth around obstacles and curvature-dependent growth functions. Sellier et al. [260] coupled

a level set cambial growth model with an apical growth model and used the result to investigate

various botanical hypotheses. In their work, growing wood is modeled as di�erent segments,

each having its own expansion rule de�ned as mathematical function. Similarly, Mizoguchi et

al. [203] used a combination of L-systems and cell subdivision to simulate the development of

trees by using polygonal meshes.

Surface propagation. Surface propagation is commonly implemented using the level set

method, which operates on a volumetric representation for robustness, but su�er appearance

artifacts, large memory footprints, and additional volumetric work for a surface simulation,

which can be reduced by adaptive and compressed level set methods [122]. Surface meshes can

also be directly propagated in a robust way. Jiao [133] proposed the face o�setting approach,

which work on a Lagrangian surface mesh representation. Instead of moving vertices along

their normal vector directions, the method propagates faces using numerical integration. Based

on local eigenvalue analysis the actual surface geometry is obtained while preserving the mesh

quality. However, maintaining a high quality and consistent mesh when self-intersections oc-

cur poses a challenging problem. In our work, we utilize the deformable simplicial complex

(DSC) [195, 196], which maintains an interior and exterior tetrahedral mesh. The DSC allows us

to operate directly, robustly and adaptively on a surface mesh, even though topological changes

appear during deformation. Furthermore, compared to volumetric approaches, cuberille voxel

grid artifacts are avoided. A detailed overview of the DSC is given in Section 6.3.

Our interactive interface supports shape modeling by painting a growth function on a polygonal

surface model. Previous work propagated mesh vertices regardless of the mesh topology and

limited growth rates to values that are small enough to avoid shocks, collisions and fold overs [49,

187]. We show that the interface now runs robustly using the DSC method. Furthermore, we

are able to maintain a parametrization on the deforming shape. This is done by using weighted

primitive coordinate systems [227, 305]. Rasmussen et al. [239] created textures with level sets

by attaching texture coordinates to advected particles. The method fails when the topology of

the surface changes, e.g., if wood grows around an obstacle.

Cracking and fracture modeling. Pauly et al. [224] used a meshless approach to simulate

crack fronts within a volume. The method is able to generate arbitrary cracks or cuts for an object

by using a highly dynamic surface sampling. By doing so they avoid numerical instabilities. The

method proposed by Sifakis et al. [271] works on tetrahedralized objects. For e�cient simulation
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the tetrahedral mesh is quite coarse. However, to achieve visual detailed surfaces they embed a

high resolution boundary mesh into the tetrahedral mesh. Parker and O’Brien [223] proposed a

real-time system to simulate fractures and deformations of solid objects. Their method is also

based on tetrahedral �nite elements and is robust to unpredictable user interaction. Typical

applications are nowadays video games.

O’Brien and Hodgins [214] simulated cracks in three dimensional volumes by using a �nite

element description of the input model. Each element is represented by a tetrahedral volume.

By considering stress tensors within the elements the method can determine where cracks occur

and split the volume accordingly. Since this method works on a three dimensional discretization

of an object, it is very time consuming to compute. Later, Iben and O’Brien [127] extended this

approach by working directly on the 2D surface mesh of an object instead of the entire volume.

In the same way they de�ne a stress �eld over the mesh. By evolving the stress �eld cracks

are initiated on the surface mesh. The stress �eld can initialized in various ways to simulate

di�erent crack appearances, such as ceramic glaze, mud or glass. In Figure 6.5 three result

images are illustrated that were produced by this method.

Figure 6.5: Result images from Iben and O’Brien [127] (Figure 6, 7 and 10). Brittle fractures are produced on
the surface of di�erent objects using a physically based stress simulation.

In our work we build upon this approach to simulate wooden cracks. For this we introduce

a new way to initialize the stress �eld interactively and evolve it during the growth process.

The presented approach by Müller et al. [205] is able to destruct large complex objects. Their

method can be performed dynamically in real-time. The input object is approximated by convex

decompositions and enables the user to fracture the volume interactively. Busaryev et al. [32]

provided an approach for fracturing animation of thin plate models. In order to realize a realistic

simulation they use a stress model based on Delaunay triangulation. Their method can be applied

to multi-layered input such as foil or paper.

A number of researchers have performed deformation and crack generation using spring-mass

systems [40, 157], high-dimensional Voronoi diagrams [257] or adaptive smoothed particle

hydrodynamics (SPH) [159]. In recent works by Hahn and Wojtan [104, 105], brittle fractures

are simulated using a boundary element method. Both, Torres [204] and Frerichs et al. [84]

presented surveys on general fracture modeling, object deformation and decomposition, which

also includes the formation of cracks.
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6.3 Background

In the this section we provide an overview of the cambial growth and the deformable simplicial

complex method. It is important to understand such growth from a biological point of view in

order to simulate this process faithfully.

6.3.1 Cambial Growth

Wood and bark grow primarily because of new cells that are added to the plant surface at its

cambium layer [10, 151], demonstrated by trees when they grow around obstacles. The cambium

generates new interior xylem wood cells that transport water and exterior phloem living tissue

bark cells that transport sugar, both in vertical “fusiform” and horizontal “ray” con�gurations.

The interior heartwood eventually dies but continues to serve as a structural support for the tree.

Cambial growth forms visible growth rings in temperate geographic regions due to di�erences

between lighter thin-walled cell springtime earlywood and darker thick-walled cell autumnal

latewood [297].

Trees must support the mass of extensive branching structures designed to gather photosynthate.

A growing tree is able to regulate its cambial growth to support limbs through the production

of “reaction wood”. Softwood species generate compression wood that supports from below,

whereas hardwood species generate tension wood that suspends from above [186]. The (cork)

cambium also produces exterior vertical fusiform cork cells that form the protective layer of

the bark. As the cambium circumference grows, it stresses the outer smaller-circumference

cork-cell layers, which then shed, peel or crack vertically along the fusiform cell walls [297].

This results in typical bark patterns.

6.3.2 The Deformable Simplicial Complex

We simulate such cambial growth with a con�gurable o�setting deformation using the de-

formable simplicial complex. The DSC deforms a surface mesh directly by moving its ver-

tices xi, usually along the surface normal ni controlled by a speed function s(xi, t) evaluated

at the vertex position at di�erent time steps:

ẋi = s(xi, t) · ni. (6.1)

The function ẋi can control the speed function to orient the direction of reaction wood growth

and the resulting eccentricity of the growth rings. While level set methods only grow in their

normal direction, the DSC can grow in any user de�ned direction and can support both the

95



Chapter 6 Woodi�cation: User-Controlled Cambial Growth Modeling

lateral growth of the cambium in the normal direction and the apical growth of meristems in

the tangential direction. Hence, the DSC provides the �exibility to simulate all aspects of tree

growth with a single method.

The DSC also overcomes the common roadblocks of Lagrangian surface mesh deformation

caused by self-intersections (e.g., fold-overs) by maintaining an interior and exterior tetrahedral

mesh that conform to the surface triangle mesh. Both local and global self-intersections of

the surface mesh are detected by inverted tetrahedra in these internal and external tetrahedral

meshes. The method robustly grows a surface mesh by moving each of its vertices (in arbitrary

order) to its destination. If this motion would invert a tetrahedron in the internal or external

mesh, then the vertex motion is temporarily limited to the point where it yields a degenerate (�at)

tetrahedron, which is removed by a local retesselation allowing the vertex motion to continue.

The amount of retesselation needed can be controlled by the time step, which determines how

far a vertex moves relatively to its neighbors. Furthermore, smoothing of the interior and

exterior meshes improves performance. We can adaptively re�ne and coarsen the surface mesh

to improve mesh quality without undue computation.
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Figure 6.6: The DSC method propagates surface mesh vertices, using interior and exterior tetrahedral meshes
to detect collisions, and can maintain contact between components (Figure 4 from [149]).

Figure 6.6 demonstrates DSC propagation, and how it provides control over geometry and

topology. Geometric control is provided by adaptive remeshing options. A big advantage of

the DSC over voxel level set approaches is that it provides complete control of the surface

topology. When the two interfaces in Figure 6.6 meet, they preserve their shared boundary

instead of merging as they would with a level set approach. The DSC can support both merging

and precise-contact surfaces, but the latter is needed for simulating cambial growth, e.g., when

di�erent limbs overlap.
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6.4 Simulation of Cambial Growth

To simulate cambial growth, we embed our input watertight polygonal surface mesh in a tetra-

hedral mesh, generated by TetGen [268]. The DSC evolves this representation using a supplied

surface growth speed function in the direction of the surface normal. This section describes how

we include biological growth properties into the speed function, how we can reverse growth to

predict a tree’s prior development, and how we extend DSC to manage obstacles and textures.

The stress due to cambial expansion is signi�cant enough to produce cracking in the cork, but

not enough to a�ect the tree shape or the growth rate, and so this stress is not included in our

macroscopic growth function. The stresses that a�ect the growth rate have been accounted for

in our reaction wood approximation. Unlike some previous work (e.g., [49, 183]), we did not

incorporate curvature into our growth model. Curvature has been used to regulate growth in

e.g., the level set method to smooth shocks but it is not needed for the DSC. We did incorporate

curvature in the reversed growth function, however, to predict the growth history where stems

emerge from branches, instead of appearing out of thin air.

6.4.1 Allometric Growth

Allometric growth simulates how the rate of tree growth varies with the age of the tree. The

rules of allometry and the �eld of forest mensuration produce data-driven models of tree growth

based on �eld measurements. Cambial growth has been modeled as a single-parameter Weibull

distribution function [150]:

s(t) = ctc−1 exp(−tc), (6.2)

where t represents time of growth and c > 0 is a species-dependent parameter that represents

the stretching strength associated to the surface growth. In all our experiments we use c = 2.

Figure 6.7: Graph of the allometric growth function s(t) de�ned in Equation (6.2) over value t (proportional
to age) for di�erent values of species parameter c (Figure 5 from [149]).
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Figure 6.7 shows the plot of this function for varying parameters c, indicating a peak “prime of

life” growth rate which marks the transition from a juvenile period of increasing growth rates

into a mature period of declining growth rates. The use of this function is an approximation, as

the function accounts for the entire tree growth instead of just cambial growth.

6.4.2 Structural Growth

In our work we also focus on simulating structural growth that is mainly responsible to support

the mass of extensive branching structures. Structural growth is a special variant of cambial

growth with the goal of producing tension and compression wood, also known as reaction wood,

in order to support limbs. We introduce an eccentricity parameter e to our speed function to

approximate the growth of such reaction wood:

se(t,x) = (1 + e · n̂(x) · ŷ) · s(t), (6.3)

where ŷ and n̂ are both unit vectors pointing upwards in vertical direction and in the direction

of the normal. The compression wood of softwood trees is modeled by negative eccentricity,

whereas the tension wood of hardwood species is modeled by positive eccentricity. Figure 6.8

(left) shows the inner structure of the wood with growth rings that were generated by com-

positing successive cambial meshes of the growth model. The positive eccentricity simulates

the growth of extra wood at places with high tension.

Figure 6.8: Left: Annual growth rings generated by intermediate cambial meshes demonstrate positive
eccentricity to simulate the growth of tension wood. Right: Positive eccentricity that is rendered in transparent
white overlays non-eccentric growth, shown in red (Figure 6 from[149]).

Figure 6.8 (right) shows the growth of such reaction wood, in this case positive eccentric tension

wood (transparent white), in comparison to the ordinary growth (in red). A complete growth

model would couple cambial growth for reaction wood with the apical growth of e.g., an L-

system to better estimate the structural needs of the branching skeleton and hence the growth

rate of the reaction wood [194]. These e�ects are omitted here since we concentrate on the details

of the cambial wood production. We further neglect factors such as light, water concentration,

and wood density for our model.
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6.4.3 Reversed Growth

Our cambial lateral growth model operates on an initial polygonal surface mesh. A full apical

growth model, e.g. an L-system would grow tree limbs from their sapling radii, but would also

require signi�cant growth of the tangential meristem. Because we want to concentrate on lateral

growth, we model an adult tree surface, and simulate its growth both forward and backward

in time. We simulate forward growth with varying dilation using the introduced growth speed

functions. To obtain a tree’s growing history we use backward simulation by applying a number

of successive erosion operations on the adult tree. We thus negate the speed function and in this

way model the interior annual growth rings by inverse growth. Figure 6.8 (left) shows a result

of this process. Note that such negative growth should include a small proportion of curvature

in its speed function to avoid unrealistic sharp “shock” features [261].

6.4.4 User-Defined Growth

The described growth functions work in a fully automatic way and can be controlled by their

input parameters and the user interface at runtime. To provide extra control, we allow the user

to interactively modify the growth function on the surface. Such user-de�ned growth can be

de�ned when the object is created or applied during each iteration by letting the user sketch

changes to the growth function on the surface of the object.

Figure 6.9: Visualization of the brush tool. Left: The purple region shows growth directions to be modi�ed
interactively. Right: the growth magnitude and direction of the ears and back have been modi�ed by dragging
the green normal vectors (Figure 7 from [149]).

A ray-casting technique is used to change the growth by user interaction with the value and

direction of the growth function depicted as length and direction of vectors at the vertices as

shown in Figure 6.9. A Gaussian �lter de�nes the spatial decay of the brush that is used to alter

the values on the surface.

99



Chapter 6 Woodi�cation: User-Controlled Cambial Growth Modeling

6.4.5 Growth Around Obstacles

Trees grow around obstacles, such as nearby fences or sign posts (Figure 6.2). When the cambium

and the obstacle collide, the cambium continues to grow around the obstruction, eventually

absorbing it into the interior of the tree. We utilize the DSC data structures to simplify the

collision detection and response within our cambial growth simulation. Please remember that

the DSC maintains an external tetrahedral mesh that conforms to the growing surface mesh used

to simulate our cambial growth. This external tetrahedral mesh also conforms to the boundaries

of any obstacles, which is also how DSC �uids handle obstacles [74, 197].

The DSC propagates each moving front vertex until it reaches a tetrahedral face. If this face

is also the face of an obstacle embedded in the external mesh, then that vertex is “frozen” at

the point of collision. The DSC will do the same for the associated tetrahedrons in the external

mesh, such that the front propagation process cannot alter these vertices any longer. Figure 6.10

shows the reaction of the simulation to an obstacle. The volume of the obstacle is shown in red.

As soon as the front hits the volume, its vertices are frozen and the rest of the mesh continues

to grow. Thanks to the subdivision feature of the DSC, the interaction with an obstacle can be

modulated to create a smooth wrapping.

Figure 6.10: Di�erent frames of an animation of a tree surface growing around an obstacle. The exterior
tetrahedral mesh is indicated in blue, the box obstacle is colored in red. (Figure 8 from [149]).

Even though vertices move only in their normal direction, di�erences in growth rate due to

obstacle collision a�ect the normal direction since they change the relative positioning of neigh-

boring vertices. Hence, normal growth produces growth components tangential to the original

normal direction, as seen in Figure 6.1, where the tree grows around the sign and begins to cover

it. If the growth continues, the front will eventually surround the obstruction and intersect with

itself. Since the DSC can maintain precise contact after self collision (Figure 6.6) by a similar

“freezing” procedure, the front in this case creates a crease wound that realistically persists

through future growth iterations. Figure 6.1 shows a result of such a simulation.
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6.4.6 Persistent Texture Coordinates

Our growth simulation is initialized with a mesh that is parameterized to support texture map-

ping. As the mesh expands due to its growth, the original parametrization is also propagated.

However, the DSC approach moves front vertices until they create a degenerated external tetra-

hedral mesh with subsequent inversion. At this point, the DSC performs a local remeshing,

which can result in vertex insertions and deletions, and various edge swaps. Such adaptations

require an update of the parametrization.

Figure 6.11: Texture coordinates are preserved after DSC propagation and numerous remeshing operations.
The original input model and the evolved mesh after some simulation steps are shown on the left and right
side. For demonstration purposes a checkerboard texture is placed on the surface. (Figure 9 from [149]).

When an existing vertex is deleted, its texture coordinates are removed. When a new vertex is

inserted, we interpolate its texture coordinates from its neighborhood. When a vertex moves,

we decompose the motion into the tangent and the bi-normal components, by using the Gram-

Schmidt process [21], with respect to the vertex normal. Normal motion preserves texture

coordinates, whereas tangential space spatial motion requires a proportional movement of the

corresponding texture coordinates. The amount of this motion can be either computed from the

spatial motion using the texture Jacobian ∂u/∂x, or reinterpolated from the neighborhood. In

all of our experiments no visible numerical dissipation on the texture maps were visible.

As the cambial surface grows, so will the texture Jacobian, which magni�es the texture. This

growth is primarily due to the insertion of new cells of the same size, so cellular details in the

base texture should not greatly expand. We realize this phenomenon with a mip-map of textures

of increasing resolution that maintain a constant pixel resolution of cellular details. Figure 6.11

shows how texture coordinates are updated after remeshing and growth by using the DSC.
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6.5 Surface Cracking Model

The cambial growth model from Section 6.4 expands the surface over time, creating tension

which is eventually relieved by creating cracks. We simulate such behavior by using the

physically-based approach of Iben et al. [127]. This algorithm uses a stress �eld de�ned over

a triangle mesh and evolves it over time. Stress is distributed from regions of higher stress to

regions of lower stress. Each simulation step computes the separation tensor [214] to represent

the forces acting on the vertices of the mesh. If the stress exceeds a user-given threshold, a new

crack edge is inserted perpendicular to the separation tensor’s maximum eigenvector.

We encourage crack propagation by adding additional stress at the tips of crack edges, which

makes them prone to grow in subsequent steps, instead of creating and merging nearby cracks.

In comparison to related methods, it o�ers a large amount of user control and the possibility to

initialize the stress �eld heuristically. This allows to create di�erent crack patterns appearing

on bark of di�erent species. Patterns emerge due to the initialization of the stress and develop

during the simulation. If no stress is speci�ed, the stress �eld is initialized as an equilibrium.

Figure 6.12: User-de�ned cracks. The left image shows all triangles on a surface mesh that are selected by
the user. The resulting crack patterns are illustrated on the right (Figure 11 from [149]).

Working directly on surface meshes, in contrast to some previous work [156], allows for an

easier coupling between the growth modeling and crack simulation. Stress is initialized on the

input mesh either by a prede�ned pattern [127] or interactively sketched on the mesh or texture

as seen in Figure 6.12. Here, a user-sketched stroke in�uences the formation of cracks along the

corresponding triangles of the mesh, shown in yellow on the left. The direction of the stroke is

used to initialize the orientation and magnitude of the stress tensors: The outer product of the

vector orthogonal to the stroke direction through the triangle is used as the stress tensor at the

center of this triangle. Thereby the main direction of the stress tensor in the selected triangles is

oriented to produce the painted crack path. The resulting crack pattern follows the location and

direction of the user input, as shown on the right side in Figure 6.12. In Figure 6.13 we compare

our results for the cracks with real photographs of tree bark from di�erent species. We removed

existing cracks in the photographs with the technique presented by Barnes et al. [14] and used

the remainder as input texture. The stress was initialized by a set of prede�ned patterns.
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Figure 6.13: Comparison between photographs of tree bark (top row) and synthetic results rendered with the
proposed cracking model (bottom row). Stress tensor initialization creates di�erent patterns. Left: vertical
stress. Middle: horizontal stress. Right: mix. (Figure 10 from [149]).

During the growth simulation, the DSC method can perform local changes to the mesh. The

cracking and stress information stored in the vertices and faces of the mesh has to be transferred

to the evolved mesh in order to achieve coherence in the �nal results. To track those local

changes, every vertex within the DSC is assigned an unique identi�er. If new vertices are added

or the identi�er is lost due to vertex deletion, a local proximity-based similarity model is used

to identify corresponding vertices in subsequent evolution steps of the meshes. This also allows

us to track faces and their stored stress information. With this, cracks and stress tensors can be

transferred between evolved meshes at consecutive time steps. If a corresponding face cannot

be found in the previous mesh, the stress in this face is interpolated from the local neighborhood.

In case the cracking model introduces new edges and vertices, these have to be created in the

subsequent mesh as well. We set time steps for the evolution and cracking small enough that

only a few local remeshing operations are necessary and tracking is most of the time possible.

The growth process introduces additional stress, measured as the displacement of a triangle

barycenter between subsequent DSC time steps. The user can freely de�ne the mapping between

the displacement and the stress increment. In each step, this increment is added to the stress that

was transferred from the previous time step of the evolution. Additionally, the stress in regions

with high curvature can be increased, resulting in more cracks in strongly curved regions. The

curvature tensor [45] is determined and added to the stress tensor.
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The edges associated with cracks are divided into connected components for rendering. Each

connected component of edges represents a single crack. The width of the crack is determined

per-vertex based on the distance to the nearest endpoint of its crack component. Hence, cracks

open more in the middle. We use displacement mapping to create the depth of the cracks. The

depth also correlates with its width: The closer to the crack edge, the larger the displacement,

creating a V-shaped pro�le. Both the depth and the width of the cracks are modulated by

noise to add a realistic natural variance. The mesh is also re�ned near crack ridges to improve

displacement mapping quality. The properties of a crack including its appearance can change,

so we use full dynamic displacement mapping instead of static displacement maps.

6.6 Implementation and Results

Our system is implemented in C++, using OpenGL and GLSL for rendering, and the 3D DSC

library [9, 38] for surface propagation. All results were generated on a 2.0 GHz Intel Xeon E5

2620 CPU with 32GB RAM, and rendered with a 2GB Nvidia Quadro 4000 GPU. In the following

various result images are shown produced from di�erent input models. All models are given as

watertight polygonal triangle meshes and converted to tetrahedral meshes using TetGen [268].

In all examples the growth direction is given in the direction of the surface normals.

Figure 6.14: A tree growing around a fence obstacle at di�erent evolution steps. The original input model is
shown on the left side. After some iterations of the simulation, the model collides with the fence and adapts
its shape. Growth causes stress on the surface that is used to create bark structures. (Figure 13 from [149]).

Figure 6.14 shows frames from the animation of successive growth of a tree trunk model against

a fence obstacle. The DSC method smoothly and robustly adapts the cambium around the fence

geometry embedded in its external mesh. Two ordinary objects “woodi�ed” with the proposed

method can be seen in Figure 6.15. Here, the input models are shown on the left side each and

the resulting mesh after some evolution steps right next to it. Deep cracks on the surface are

visible due to the introduction of stress during growth. Figure 6.16 further shows a variety of

other cambial growth examples.
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Figure 6.15: Images from the sequence of two evolving objects with their initial mesh on the left and the �nal
evolved mesh on the right (Figure 12 from [149]).

Figure 6.16: Growth sequences of complex geometries (Figure 15 from [149]).
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The presented method allows for interactive adaption of the underlying growth function. Fig-

ure 6.17 exempli�es this with a kitten model. For demonstration purposes only the mesh evolu-

tion is considered and no formation of cracks. The initial uniform growth function is altered by

the user in the way that some parts of the model grow faster indicated by longer normal vectors.

As a result, the mesh gets distorted in those areas after growth.

Figure 6.17: User-de�ned growth: Left: The initial mesh and a uniform growth function, indicated by the
uniform length of the normal vectors. Right: the user altered the growth function, which causes a signi�cant
distortion of the mesh during growth (Figure 14 from [149]).

Tables 6.1 and 6.2 list parameters used in the simulations. The DSC parameters tradeo� speed

with quality. Values that increase simulation speed created deformed tetrahedrons, whereas

values that increase precision slowed down the simulation. In all our simulations the time step

was set to one. Cracking parameters were chosen in a range proposed by Iben et al. [127].

Model (Figure) vi vf S t [s] t/S [ms] SG SL

Tree Close-up (6.1) 10k 39k 200 32,4 162 0.01 0.3

Tree Rings (6.8) 6k 5k 100 3,6 36 0.01 0.2

Hand (6.15) 7.3k 7.9k 200 5,4 27 0.01 0.3

Kitten ( 6.15) 5.5k 8.7k 200 5,4 27 0.02 0.4

Bunny ( 6.16) 4.0k 6.6k 200 3,0 15 0.01 0.4

Knot ( 6.16) 8k 13k 200 4,5 22.5 0.05 0.3

Memento ( 6.16) 7.6k 8.1k 200 7,2 36 0.02 0.2

Table 6.1: Performance statistics showing the number of initial vertices vi, �nal vertices vf and iterations
S, as well as the computational time t and average time per step t/S. Additionally, growth speed SG and
subdivision length SL are shown, selected to best tradeo� performance with mesh quality (adapted from
from [149], Table 1 and 2).

Table 6.1 shows the computation times of our method. The table shows the number of the

initial vertices, number of the vertices at the end of the simulation, number of iterations, overall

time of the simulation, and the average time per step. The most time-demanding operation

of the simulation is incurred by the DSC library when it checks propagated vertices against

tetrahedra. The number of vertices has increased for the forward growth simulations because

of the adaptive nature of the DSC method. The example in Figure 6.8 was generated by using

inverse growth and therefore it ends with fewer vertices. Our single-core implementation was
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designed primarily to prove the concepts and image quality, and not for speed and interactive

rendering. Our simulation is built on a beta DSC library that focuses on robust Lagrangian mesh

propagation, and has not yet been optimized for speed. We expect the DSC to run in linear

time, given a constant bound on the number of tetrahedra traversed by a moving vertex, and a

constant bound on the number of tetrahedra involved in a local remeshing operation. Similar

performance concerns were reported when the DSC was introduced [195] and applied for �uid

simulations [74, 197].

We found the method ran in acceptable computational times on meshes consisting of several

thousands of vertices. The cambial growth simulation can handle even larger meshes, given that

the DSC can control the introduction of new vertices. We tuned the growth speed to acquire

a stable vertex advection and the subdivision length threshold to introduce few new triangles,

which reduce the number of topology checks by the DSC in each iteration. All parameters used

for the growth of the models are also depicted in Table 6.1.

Model (Figure) CPI RPI α ESA [π]

Tree Close-up ( 6.1) 10 0 0.6 0.4

Hand ( 6.15) 8 1 0.4 0.5

Kitten ( 6.15) 15 5 0.3 0.3

Bunny ( 6.16) 3 1 0.2 0.5

Knot ( 6.16) 10 5 0.54 0.3

Memento ( 6.16) 15 5 0.6 0.3

Table 6.2: Cracking parameters. CPI: Cracks introduced into the mesh per iteration. RPI: Relaxation steps per
iteration. α: Amount of stress added to the tips of the crack edges ([0, 1]). ESA: Angle under which a newly
created crack edge snaps onto an existing edge (Table 3 from [149]).

The cracking model, on the other hand, can introduce many more vertices depending on its

parameters which could result in signi�cantly longer computation times if not properly tuned.

Parameters used for the cracking simulation of the models are shown in Table 6.2. For a

more detailed description of the cracking parameters we refer to the original work of Iben

and O’Brien [127].

6.7 Summary

In this chapter we introduced a novel botanical simulation of cambial pant growth together

with the simulation of bark structures. Our proposed framework allows for user-controlled

woodi�cation of polygonal meshes. A polygonal mesh is converted to a tetrahedral mesh and is

evolved by using deformable simplicial complexes. The mesh development can be controlled by

a biologically-motivated growth function based on the Weibull distribution or by a user-de�ned

growth function sketched on the mesh surface. The evolving mesh can collide with objects in the

scene and with itself while geometrical and topological changes are consistently maintained.
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The growth generates stress on the surface that is alleviated by cracks. Moreover, cracks can

also be painted on the surface by interactively modifying the stress map. It has been shown

that the introduced method is capable of growing objects around obstacles, creating complex

woodi�ed geometries, predicting growth rings, and reproducing di�erent bark structures. These

tools also support interactive control to enable artists to intuitively in�uence these processes.

One of the main limitations of the method is that the growth and cracking parameters depend

on the mesh resolution. A �ner mesh requires a di�erent set of parameters than a coarser mesh

to produce similar results. The transfer of cracks between meshes of di�erent simulation steps

can also create errors due to local remeshing operations. This is especially conspicuous when

using an uneven growth speed over the mesh. Another limitation is the time needed for robust

DSC growth, and so an obvious avenue for future work is optimizing the DSC method. The

retesselation that occurs when each vertex propagates through a tetrahedral mesh face makes

the approach robust but also time consuming.

The DSC also includes an internal tetrahedral mesh that a future simulation could use to simulate

interior cracking. An interesting problem to explore would be to incorporate di�erent surface

features, such as knots, defects, or cellular-based surface features such as moss or lichen to the

simulation. The presented cambial growth is always in the normal direction, but a more detailed

simulation would represent the orientation of the fusiform cells, to more accurately simulate

cambial growth around obstacles and wounds.
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CHAPTER 7

Conclusion and Future Work

In this thesis we have introduced new methods and paradigms to advance the processing of

abstractions and simpli�cations of shapes. Moreover, a new technique for the simulation of

botanical growth was presented. In this chapter, we summarize our contributions to these �elds

and outline new research questions for future work.

7.1 Abstraction and Simplification of Shapes

7.1.1 Conclusion

In Chapter 3 we presented a method speci�cally designed for the simpli�cation of botanical

tree models using hierarchical Billboard Clouds. There is still a high demand for simpli�ed tree

models, because even recent (graphics) hardware cannot handle the huge amount of geometric

data in real-time applications. Due to the inhomogeneous structure of tree models, a number

of specialized algorithms have been proposed for simpli�cation, including points and lines

representations and Billboard Clouds. Especially the use of Billboards to approximate a tree

model is still a common way to reduce the complex geometry, i.e. in computer games or movie

productions. Existing techniques, however, do not consider information about the intrinsic

structure of tree models. Moreover, manual adjustment of parameters is often necessary to

produce good approximations. In our work, we addressed these issues and proposed a new

method that analyzes a given tree model with respect to the hierarchical branching structure and

occlusion within a tree. An iterative optimization on the hierarchical structure was presented

to evaluate which geometric parts of the tree are substituted by Billboards. The optimization is

guided by a new quality measure, which accounts for the occlusion information. Compared to

previous Billboard techniques, our proposed method allows the number of polygons to be further

reduced, while keeping the same approximation quality. Because our method is performed

automatically, we further enable content creators to e�ciently produce di�erent Levels of Detail

representations for polygonal tree models.
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Chapter 4 introduced a new paradigm for shape abstraction, in which high-level characteristics

of an input model are expressed by a number of stylized geometric �ll patterns. Our work was

inspired by the area of architectural and landscape planning. Here, models are typically rendered

in an abstract and stylized way in order to convey information about characteristics and semantic

structures of shapes in a more aesthetic and technical way. As discussed in Chapter 2, various

non-photorealistic rendering methods haven been proposed that can be applied to achieve

such impressions. These techniques, however, mostly work in 2D image-space or only abstract

the surface representation of 3D models. In contrast to previous work, we create abstractions

directly de�ned in 3D space by introducing a new way of shape abstraction. The general idea

consists of depicting a shape with the help of simple primitives (i.e. planes, spheres) that are

distributed in the volume of the shape. These primitives replace the original geometry and are

aligned to surface features of the shape. Based on an initial user study, we could reveal a �xed

number of stylization patterns as well as strong correlations between features of the shape and

preferred primitives. With our contributions, we enable fast production of stylized geometry.

The resulting abstractions communicate information about a shape in a more aesthetic and

stylized way. Our work provides a step towards high-level abstractions of geometry, which we

hope might also inspire further researchers to think beyond traditional surface representations

to express shapes in an abstracted form.

As stated at the beginning of this thesis, the quality of an abstraction is strongly related to hu-

man perception. An abstract representation should capture important characteristic structures

of an object that are visually perceived by humans. It has been shown that existing abstraction

techniques, however, mostly rely on pure geometric properties and do not consider insights

from cognition science. As discussed in Chapter 2, a small number of studies have aimed for

perceptual-based abstraction, but these consider line drawings or shape compositions only in

2D space, rather than the abstraction of 3D objects. Therefore, we proposed in Chapter 5 a novel

interactive tool for the abstraction of 3D shapes that builds upon Gestalt principles. Unlike

previous methods, our framework allows users to easily convey abstractions of complex 3D

models with only a few simple strokes. For this we developed a novel user interface that com-

bines perceptual rules de�ned by Gestalt principles with sketches that capture the user’s intent.

Considering sketches to guide the abstraction has not been addressed by previous techniques.

In particular, we extended the formulation of 2D Gestalt grouping principles to 3D elements,

which de�nes a new operational domain denoted as “Gestalt space”. Moreover, our proposed

framework computes shape abstractions in real-time and thereby enables immediate feedback

for e�cient operation even on complex shapes. We have shown the e�ectiveness of our system

through two user studies and by interactively abstracting a variety of di�erent 3D models.

In conclusion, the presented techniques and paradigms contribute to speci�c needs in the �eld

of geometric shape abstraction and simpli�cation. Our work has inspired and motivated other

researchers to use or further extent the introduced methods. In particular, this has led to a

commercial application in addition to the following publications:
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• KOHEK S̆., and STRNAD, D. Interactive large-scale procedural forest construction
and visualization based onparticle �ow simulation. Computer Graphics Forum (2017).

• ZHANG, X., BAO, G., MENG, W., JAEGER, M., Li, H., DEUSSEN, O., AND CHEN, B. Tree
branch level of detail models for forest navigation. Computer Graphics Forum 36, 8

(2017), 402-417.

• PAAR, P., GROTZ, K., KAHRAMAN, B., SCHLIEP, J. W., AND DAPPER, T. 2016. The
World’s Tallest Plants in a Single Glasshouse: Creating a Utopian Virtual Reality
Diorama. Journal of digital landscape architecture, 1-2016: 118-124, Wichmann.

• LaubwerkPlayer Plug-In for 3DSMAX® andCinema4D®
, Laubwerk GmbH, August-

Bebel-Straße 27, 14482 Potsdam-Babelsberg, Germany.

7.1.2 Future Work

The simpli�cation method introduced in Chapter 3 can be applied to botanical tree models to

produce di�erent Levels of Detail representations; a contribution of great importance particu-

larly in real-time applications. By storing tree models in di�erent complexities, ranging from

full polygonal models to very coarse approximations, large vegetation scenes can be rendered

e�ciently. At runtime, the rending system selects those models that provide the best trade-o�

between visual quality and geometric complexity. Here, the distance to the rendered trees plays

an important role. Because only a few pixels on the screen are covered for a tree model rendered

at a distance, a coarse approximation is su�cient. However, the full polygonal model is needed

for very close rendered models. This means that at a certain distance the system has to switch

between di�erent Levels of Details, which can result in visual popping artifacts when using

Billboard Clouds. To overcome this problem, alpha blending is commonly applied to smoothly

blend between two levels. However, the system then has to render both levels at the same time,

which lowers the rendering performance. Moreover, the blending process is apparent to the

viewer and visible as a ghosting e�ect. Future work will focus on how these issues could be

solved for simpli�cations that are described by Billboard Clouds. For instance, instead of having

a �xed number of precomputed Levels of Detail representations, we will elucidate the extent

to which our introduced simpli�cation algorithm could be evaluated on the GPU. This would

allow us to dynamically adapt the number, positions and sizes of Billboards at runtime, which

could be used to minimize the visual di�erence between two levels of simpli�cation.

Another aspect of future work will focus on extending the presented simpli�cation technique

beyond botanical tree models to other geometric data. This creates new and interesting chal-

lenges. To apply our proposed iterative optimization, the models have to provide a hierarchical

structure. Procedural generated models, such as facades or entire buildings, are of special in-

terest because, such models inherently supply this information due to their construction. The

hierarchy will be utilized in the same fashion as presented in this thesis. Guided by a measure

to evaluate the simpli�cation quality, parts of the hierarchy are successively simpli�ed until a
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given level of abstraction is reached. Our current work mainly utilizes occlusion computations

to adjust the amount of simpli�cation applied to tree parts. While this is a valid choice for other

models as well, more sophisticated quality measures will be explored. In particular, we will

investigate shape measures that are based on the concept of information entropy to identify

important parts of the models [164, 276].

The methods presented in Chapter 4 and 5 have shown that perception plays an important role

when producing abstract representations, because it is the visual human system that perceives

and judges the �nal abstraction. We have accounted for perception in our work by conducting

user studies to identify structures and patterns that are commonly used to abstract shapes.

Furthermore, we introduced quantitative measures to detect parts of a model that follow the

rules of Gestalt principles. This helps us to produce abstractions that account for form, patterns

and semantics of the model. Our future work will move beyond pure geometric modeling aspects

to investigating perceptual-based abstractions in greater detail. For example, understanding the

in�uence and impact of abstracted representations on the perception of organisms and their

behavior – an area that, to date, remains underexplored. A pertinent line of research will be

exploring how presenting abstracted representations to organisms can in�uence their behavior,

which has particular relevance to the �eld of collective animal behavior. A driving challenge

in collective behavior is to derive conceptual models that describe and predict the complex

interaction between animals. These same models can be further applied to understanding the

interaction between individual cells or even information exchange in human society, which gives

great importance to the insights generated in this �eld. To evaluate the impact and in�uence of

abstracted representations, we will exploit new technology that allows animals to be embedded

in virtual environments. Our research will approximate methods presented in [129], in which a

bluegill sun�sh hunts virtual prey projected inside a �sh tank. This will facilitate observations

of how animals react to various abstractions including plants, obstacles or even natural enemies.

And, it will open up opportunities to explore whether or not abstract representations, which

contain only the most important features, are in fact more easily perceived by organisms.

Most of the abstraction techniques presented in Chapter 2 do not provide a proper parametriza-

tion to control the degree of abstraction. Further, the relation between available parameters

and the �nal abstraction is nonintuitive in most cases. Slight changes in the parameters might

result in large changes in the degree of abstraction. Many applications, however, would bene�t

if this degree of abstraction could be quantitatively de�ned. Therefore, as a future research

topic we will investigate how to control the abstractness in a linear way. We will focus on 2D

abstraction techniques within the �eld of non-photorealistic rendering, which mostly di�er in

regard to the number, distribution and shape of the used drawing primitives, such as lines or

dots. These attributes will be further parametrized to produce di�erent visual abstractions of a

certain style. With the help of user studies, the parameter space of di�erent abstraction styles

will be interactively explored and relations between the perceived degree of abstraction and the

used parameter sets are revealed. Based on this, we will try to propose a quantitative model to

describe the visual abstractness in a perceptual linear way.
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7.2 Simulation of Botanical Processes

7.2 Simulation of Botanical Processes

7.2.1 Conclusion

In order to model the complex branching structures of real trees, various methods have been

introduced that simulate botanical tree growth [207, 221, 248]. Most of these techniques, how-

ever, only consider apical growth, which is responsible for the elongation and introduction of

branches. Although this leads to biologically plausible results, it does not account for other

important aspects of plant structure such as cambial growth. Cambial growth, also known as

secondary growth, is the process that causes individual branches to thicken through cell division

in the cambium layer. This type of growth is also responsible for typical bark structures and

tree-like features on the surface such as crotches, bulges, burls and knobs. Because these aspects

contribute to the overall appearance of a tree, we considered cambial growth to be an important

factor to include within the modeling process. Chapter 6 thus presents a botanical simulation

of secondary cambial tree growth coupled to a physical cracking simulation of its bark.

More speci�cally, our framework extends a recent mesh surface propagation technique to sup-

port biological growth functions, collision detection along with botanically motivated response

and topological control. For the realistic appearance of bark structures, we combined our growth

model with an existing surface fracture model extended with speci�c botanical stress compu-

tations. We have shown that our framework is able to apply the simulation of cambial growth

and its associated wood-like features on ordinary polygonal meshes. Further, by incorporating

interactive user control into the growth and surface fracture models, we have also demonstrated

that species-dependent plant behavior and environmental e�ects can be simulated. As a result,

our work has addressed another important challenge in the accurate simulation of plant growth.

Our user controlled growth simulation has already inspired other researchers in the �eld of

plant modeling and in the �eld of simulation of chemical processes:

• HÄDRICH, T., BENES, B., DEUSSEN, O., AND Pirk, P. Interactive modeling and au-
thoring of climbing plants. Computer Graphics Forum 36, 2 (2017), 49-61.

• JAIN, N., KALRA, P., RANJAN, R., AND KUMAR, S. User guided generation of cor-
roded objects. In Proceedings of the Tenth Indian Conference on Computer Vision, Graphics
and Image Processing (New York, NY, USA, 2016), ICVGIP ’16, ACM. 89:1-89:8.

7.2.2 Future Work

We will continue our work in the simulation of plant growth and development to produce even

more accurate and realistic results. The shape and structure of plants is directly determined

by the sum of intrinsic and extrinsic factors, including the transport of water and nutrients, or

the amount of available space and light. Previous studies have shown that while many of these
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factors can be simulated independently, accurate and precise biological simulations are only pos-

sible when these factors and their interactions are considered together [64]. Our work coupling

the simulation of secondary cambial growth to the process of bark generation provides com-

pelling evidence of how including biologically relevant factors in models leads to improved sim-

ulations of botanical objects. Our work can also be seen in the context of Functional-Structural
Plant Modeling [285]. A Functional-Structural Plant Model (FSPM) combines two components:

a 3D representation of the plant (plant structure) and a set of physiological and physical pro-

cesses that a�ect plant growth and development (plant functioning). The factors that a�ect

plant structure and functioning are closely linked and interact with each other.

Changes in the plant structure caused by a function may change the conditions in which the

function is evaluated. For example, the amount of light that each part of a plant receives directly

in�uences its growth rate. Due to plant growth, however, the amount of light will be changed

and in turn in�uencing the growth rate again. Such mutual interactions are typical of plant

growth and can be captured and modeled with the help of FSPM. A FSPM allows modeling of

biological processes occurring at di�erent scales, ranging from microscopic simulations of cell

devision in plant meristems to the macroscopic modeling of entire plant ecosystems. Because

an in-depth discussion of the construction of FSPM is beyond the scope of this thesis, we refer

to the work presented by Vos et al. [285].

Most existing techniques that are based on the FSPM concept only focus on the simulation of

speci�c biological processes at a certain scale. To date there exists no general approach that can

unify and capture these processes at all scales. In future research we will investigate how such

an approach could be realized by exploring how functioning parts of plants can be generalized

over di�erent scales. It is for instance possible to simulate the transport of water and nutrients

at several levels. One could model individual xylem cells to simulate the transport of water and

nutrients from the roots to the leaves of the plant. Or, it is also possible to de�ne an abstract �ow

model that describes the same process at a higher level. Our goal in future work is to develop

a uni�ed model that provides smooth transitions between di�erent levels of functioning parts.

This uni�ed model could be applied in various ways while still being biologically plausible

because the complexity and precision of a biological simulation could be smoothly adapted

according to the applications needs while still being in the domain of FSPM.

In addition to investigating the functioning part of plant growth and development over various

scales, we will explore mutual interactions between botanical processes in more detail. Here,

we will focus on the interplay of intrinsic and extrinsic functions of a FSPM. While intrinsic

functions describe processes which in�uence the plant structure from the inside (water trans-

port, hormone production or mechanical stress due to growth, etc.), extrinsic functions model

the impact from the environment (diseases, reaction to wind, pruning of plant parts etc.). By

carefully modeling such functions and their interactions, the realism and plausibility of today’s

botanical simulations will be further enhanced.
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