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Abstract
The term “big data” is now becoming more and more important in many fields. This
data should not only be gathered, but also analyzed and, in some cases, classified. The
categorization of each sample is becoming increasingly multifaceted, since it often means
to assign not only one category from one ontology but multiple labels from multiple
ontologies. This study investigates the improvement of classification performance in
such multi-label problems with the help of association rule mining. The innovative
character of the study lies in the use of an extended neural classifier based on adaptive
resonance theory-networks, as well as of rare association rule mining to extract useful
knowledge from classification data. The central hypothesis of the study is that the
discovery of deep connections between multi-labels of different taxonomies improves the
prediction of the classifier system and allows the extraction of interesting knowledge.
This is based on the fact that classifiers can learn well labels that are high in the ontology,
since these labels have many examples. The deeper the labels, the fewer samples the
classifier will have for training, and other methods need to be developed to cope with this
difficulty. On the other hand, some taxonomies are easier to learn and their predictions,
together with association rules, can help to increase the prediction quality of the system.
Further, since the classification system in the big data setup will become increasingly
complex, the interaction of experts with the system should allow to identify conflicts in
the classification rules and to correct them.
To formalize the problem, we seek to create a classification model that maps objects
from a description space into a set of classes given by multiple taxonomies (taxonomy
space). Here, we prefer models that provide sensible and understandable rules, as they
allow examining and verifying the knowledge that they extract. We assume that the
taxonomies’ spaces are so complex that for the practical use, each taxonomy is organized
as a tree. We expect the most interesting connections between taxonomies to be found
in the cases when the taxonomies are very different, both conceptually and in nature
(including those mapped by different structures). In such scenario, we expect new,
surprising knowledge to arise from the connections between the taxonomies.
The main contribution of the thesis is the extensive examination of using rare association rules for the improvement of multi-label predictions in the setup of cross-ontology
classification, especially the proposed approach called Multi-label Improvement with
Rare Association Rules (MIRAR). A further contribution is the ML-HARAM, a hierarchical multi-label classifier based on the Adaptive Resonance Theory (ART). The last
contribution is the Rule Explorer, a graphical user interface to analyze each step of the
classification process in depth: from the creation of the classification rule over its examination up to the use with interestingness measures to improve the prediction quality of
the classifier and its predicted labels. Extensive experiments indicate, under statistical
significance, that the results support well the hypothesis and, with common multi-label
classification measures, the results achieved were over state-of-the-art performance.
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Zusammenfassung
Der Begriff Big Data gewinnt in mehreren Bereichen immer mehr an Bedeutung. Die
Daten müssen nicht nur gesammelt und analysiert werden, sie müssen in mehreren
Fällen auch kategorisiert werden. Die Kategorisierung von jedem Datenexemplar wird
auch vielfältiger; sie benötigt oft nicht nur eine Klasse von einer Ontologien, sondern
mehrere Klassen von mehreren Ontologien. Die vorliegende Dissertation untersucht die
Verbesserung der Vorhersage in Multi-Label-Klassifikationsproblemen mithilfe von automatisch extrahierten Assoziationsregeln. Neu dabei ist die Benutzung von “Adaptive
Resonance Theory”-Netzen (ART-Netz) als Klassifikatoren und von rare Assoziationsregeln, um nützlicheres Wissen zu extrahieren. Die zentrale Hypothese dieser Arbeit
ist, dass die Entdeckung von in den Hierarchien tiefliegenden Verbindungen zwischen
Multi-Labels aus verschiedenen Taxonomien sowohl die Qualität der Vorhersage des
Klassifikationssystems erhöht als auch ermöglicht, daraus interessantes Wissen zu extrahieren. Dies beruht auf der Tatsache, dass Klassifikatoren die oberen Klassen einer
Hierarchie besser erlernen können, da diese mehr Instanzen zugewiesen bekommen. Je
tiefer in der Hierarchie sich die Klassen befinden, desto weniger Instanzen werden ihnen
zugewiesen und stehen den Klassifikatoren zu Trainingszwecken zur Verfügung. Um dem
entgegenzuwirken müssen andere Methoden entwickelt werden. Andererseits sind einige
Taxonomien einfacher zu erlernen, so dass ihre Vorhersage, gekoppelt mit Assoziationsregeln, helfen kann, die Vorhersagequalität des Systems allgemein zu verbessern. Vor
dem Hintergrund einer zunehmenden Komplexität von Klassifikatoren im Zusammenhang mit Big Data stellt außerdem die Einbeziehung von Experten in Interaktion mit
dem Klassifikationssystem eine Möglichkeit dar, Konflikte innerhalb der Klassifikationsregeln zu eruieren und zu lösen.
Formell ausgedrückt zielt diese Arbeit darauf ab, ein Klassifikationsmodell zu erschaffen, das alle Objekte aus einem Beschreibungsraum mithilfe von mehreren Taxonomien
mehrfach kategorisiert. Hier werden Modelle bevorzugt, die sinnvolle und nachvollziehbare Regeln produzieren, zumal das von den Modellen extrahierte und zu Trainingsund Klassifikationszwecken verwendete Wissen sich besser untersuchen und überprüfen
lässt. Wir gehen davon aus, dass aufgrund der hohen Komplexität der Taxonomieräume
jede einzelne Taxonomie in der Praxis als Baum strukturiert wird. In diesem Rahmen
erwarten wir, dass die interessantesten Verbindungen zwischen den Taxonomien dort zu
finden sind, wo sie sich sowohl im Konzept als auch in ihrer Natur stark voneinander
unterscheiden (dies schließt die Fälle ein, die in unterschiedlichen Strukturen abgebildet
sind). In diesem spezifischen Zusammenhang erwarten wir neues, überraschendes Wissen
aus den Verbindungen zwischen den Taxonomien, mit einem besonderen Augenmerk auf
die tiefer liegenden Verbindungen: Je tiefer die Verbindung, desto überraschender und
interessanter das Wissen (und desto nützlicher für den Klassifikator).
Die Beiträge dieser Dissertation bestehen zum einen in der umfassenden Untersuchung
von Interessantheitsmaß für rare Assoziationsregeln in Bezug auf die Verbesserung von
Multi-Label-Vorhersagen einer Klassifikation mit mehreren Ontologien, mit besonderem
Blick auf den “MIRAR” Ansatz: Multi-label Improvement with Rare Association Rules.
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Ein weiterer Beitrag dieser Arbeit ist ML-HARAM, ein auf den ART-Netzen basierter
hierarchischer Multi-Label-Klassifikator. Schließlich stellt der Rule Explorer den letzten Hauptbeitrag dar: Es handelt sich um eine graphische Benutzeroberfläche zur tiefgreifenden Analyse von Klassifikationsprozessen, vom Entstehen der Klassifikationsregeln
über deren Überprüfung bis hin zur Anwendung mit Interessantheitsmaßen mit dem Ziel,
die Qualität der Vorhersage durch den Klassifikator und der vorgeschlagenen Kategorien
zu verbessern. Die Ergebnisse umfangreicher Experimente belegen mit statistischer Signifikanz die oben dargelegte Arbeitshypothese. Im Vergleich mit gängigen Multi-LabelKlassifikationsmethoden schneiden die hier erzielten Ergebnisse insgesamt besser ab als
der aktuelle Stand der Technik.
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1 Introduction
The intensive use of computers and automated machinery sparked the digital revolution
bringing about a new era known as the information age. Nowadays, data is becoming
increasingly multifaceted and ever more complex, and the sheer amount of data has
also expanded drastically over the past few decades. In order to manage, process, use
and understand this data, machines and computers are indispensable, as they are much
faster than humans in many tasks and are designed to overcome the numerous obstacles
inherent to this challenge. One core asset that enables computers to perform such tasks
is data mining, a research field focused on designing algorithms for information extraction and machine learning. The algorithms designed for these tasks have also grown in
complexity over recent decades. Still, despite the progress already made, the information
extracted is not ordered, and it is often hard to comprehend and condense into human
knowledge. Furthermore, in complex problems, it can be difficult to ascertain what the
machine actually learned from the training data. In this study, we will examine a specific case from data mining, namely the classification of objects that are connected to
multiple ontologies, concentrating on the understandability of the classification process
for large data and on methods to increase the speed and accuracy of this process.

1.1 Problem Statement
A current major challenge in the field of computer science involves how to deal with the
increasing amount of information available; the specific term used for this phenomenon
is “big data”. A significant part of this data is ordered and categorized into classes
embedded into ontologies1 , i.e. each object has a label (belonging to a class) assigned
to it in order to organize the data and facilitate searches. This system results from the
need to develop more finely granulated and precise structures to classify objects, thereby
enabling users to locate objects more quickly and to more accurately organize these objects. Ontologies are necessary when the number of labels becomes excessive (i.e. in
the thousands). At that point, labels are generally structured in an ontology, which is
defined as to comprehend many classes/labels interconnected by rules, for example, a
genealogy tree would be part of an ontology in which the labels are people and the rules
are of the type is-a-child-of. We are interested primarily in the hierarchical structure of
the ontologies in which multiple labels are assigned to objects. A divide-and-conquer
approach for the embedding objects into the structure results in a hierarchical form,
1

As understood in [BCM05] in terms of concepts, taxonomy and non-hierarchical relations.
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Subfields by academic discipline
Computer science
Artificial intelligence
A.I. researchers

Alan Turing
From Wikipedia, the free encyclopedia

Alan Mathison Turing, OBE, FRS
(/ˈtjʊərɪŋ/; 23 June 1912 – 7 June 1954)
was a British pioneering computer
scientist, mathematician, logician,
cryptanalyst, philosopher, mathematical
biologist, and marathon and ultra
distance runner. He was highly influential
in the development of computer science,
providing a formalisation of the concepts
of algorithm and computation with the
Turing machine, which can be considered
a model of a general purpose
computer.[2][3][4] Turing is widely
considered to be the father of theoretical
computer science and artificial
intelligence.[5]
During the Second World War, Turing
worked for the Government Code and
Cypher School (GC&CS) at Bletchley
Park, Britain's codebreaking centre. For
a time he led Hut 8, the section
responsible for German naval
cryptanalysis. He devised a number of
techniques for breaking German ciphers,
including improvements to the pre war
Polish bombe method, an
electromechanical machine that could
find settings for the Enigma machine.
Turing played a pivotal role in cracking
intercepted coded messages that enabled
the Allies to defeat the Nazis in many
crucial engagements, including the Battle
of the Atlantic; it has been estimated that
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Institutions University of Manchester
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University of Cambridge

NETFLIX
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Biographical
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Figure 1.1: Wikipedia page of Alan Turing linked to multiple ontologies

giving rise to an is-a relationship among labels (i.e. grouping objects and assigning them
to labels of various structure levels, producing a different granulation). Furthermore,
many tasks require multiple perspectives, with each perspective featuring a unique ontology. As Figure 1.1 demonstrates, a Wikipedia article may be connected to multiple
ontologies, having assigned multiple labels from them. The article about Alan Turing
can be connected to individual entities, such as Winston Churchill, and therefore with
broader but still specific terms, such as World War II, but also with completely different
broad terms such as scientific fields (e.g. mathematics and computer science) or even the
hierarchy node responsible for movie pictures. The movie pictures connected to the article are embedded into other hierarchies such as that of Netflix, opening another source
of categorization that is likely to be independent from the Wikipedia hierarchy in that
the general-specific relationship and granularity differ. Because the number of objects
and perspectives is growing, the ontologies themselves are also becoming more and more
complex. Another problem that arises when many labels can be assigned, depending on
the perspective and context, is that inconsistencies may be created. This is especially
the case when the labelling is manually performed, since different people may assign
different labels to the same object based on their individual decisions.
For the labelling of an ever-growing number of objects in situations in which manual
methods would be costly and slow (and occasionally inconsistent), scalable automatic
methods are required. Useful algorithms in this regard come from the field of MultiLabel Classification (MLC). In MLC, samples are classified in different classes, whereas
multiple label assignments are allowed. The growth of ontologies has forced MLC into
diversified label spaces of increasing complexity. The enormous number of objects and labels makes the MLC task even more difficult and many MLC algorithms cannot complete
categorization tasks in an adequate amount of time and memory, creating a high barrier
to engage this issue. As a result, the problem of how to connect multiple ontologies
within the MLC framework is an under-research question [LM10]. Recently, initial work
on the improvement of MLC predictions through reductions in label space [CRdJH14]
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produced poor results. Thus, although the question of how to handle heterogeneous
attributes in classification has been thoroughly discussed in the literature [Wis09], the
next step – how to connect a diversificated output space in a useful way – is to the
best of the author’s knowledge, yet to be investigated. We will focus on this research
field, concentrating on the question how to improve MLC quality and performance in
the presence of multiple ontologies.
In brief, the central hypothesis of the proposed study is that the discovery of crossontologies rules between the multi-labels of different ontologies will allow these connections to be used to improve the predictions of the classifier. These connections will
especially have significant impact on the improvement in large data which is usually
organized in large ontologies. Furthermore, the hierarchical nature of the ontologies will
be exploited to elicit these rules and relate them to the classification rules, creating an
easy-to-navigate rule base. Consequently, methods to handle these tasks, the improvement of predictions as well as the rule analysis, need to be developed. An important
requirement for these methods is the ability to deal with large data efficiently. For that
an MLC algorithm which can handle not only rapidly but also accurate such data must
be the basis of the approach.
We are confident that these cross-ontology rules can improve classification results. It
is generally easier to predict the labels of one ontology than another; therefore, finding relations between the ontologies and using the predictions of the ontology that has
greater accuracy will help predict labels of the less accurate ontology. In the example
depicted in Figure 1.1, through the various movies about Alan Turing, it is widely known
that he was a computer scientist. However, a link between Turing and the field of philosophy might be more seldom known, although many theoretical researchers engage in
Gedankenexperiments, joining their disciplines with philosophy. Thus, if Alan Turing
can be identified as theoretical researcher in the field of computer science and the information that theoretical researchers are linked to philosophy is used, linking Alan Turing
to philosophy is within reach – combining a fact with a known relationship to discover
a new fact.
A more concrete example is depicted in Figure 1.22 . On the left side of the picture is
the training data with the selected objects and their respective features and labels, as well
as the sample to be classified. On the right side are the ontologies and the classification
improvement. The arrows represent classification steps. From the training data, a
classification rule for sport cars can be inferred, but for a new sample (dump truck), the
rule cannot be successfully applied. By evaluating the features of the extracted sport car
rule the dump truck sample would fit. However, the company Hitachi does not produce
any sport cars, therefore it would be a misprediction. The reason being that the sport car
rule is incomplete because of the restricted training set. But since the new sample is also
classified as belonging to the Hitachi company, it is possible to infer that the closest thing
to a sport car that this company makes, is a dump truck. Thus, using the prediction
2

This extends the idea of [Wis09].
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Passenger car
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Cargo

Truck

Tractor

D-truck

Figure 1.2: Car example: classification rules with only feature space and with additional
label space

of another ontology3 and a cross-ontology rule the prediction is improved, by labelling
the sample with the correct class (Type). A schema of the classification workflow for
this example is depicted in Figure 1.3. On the left is the standard classification with
multiple ontologies. Rules are extracted from these ontologies in the top module and in
the final module both outputs are combined improving the predictions. The approach
can be distilled to the simple idea that scavenging the training data will not always
provide the best feature. Also, such an exhaustive search is very costly and not always
possible. Identifying relations just in the label space between labelsets of different nature
will probably be more fruitful, improving prediction quality with relatively low training
cost increase. This will be in large multiple-ontology datasets even more important since
the number of labels will be high and the number of cross-ontology relations which have
a significant impact will be more likely to happen. Here specific and rare labels will be
more difficult to train and predict, so this is where our focus lies. By using an automatic
classification system, also new relations between the multiple ontologies might emerge
and provide new knowledge.
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It is assumed that the classification into companies is easier to perform.

1.2 Goals

Knowledge
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Rule
Application

Ontology
B

Improved
Predicted
Labels

Improvement

Classification

Figure 1.3: Approach: Workflow Schema Improvement

1.2 Goals
The goals of this study are bound up with several requirements. For one thing, many
connections can be found between output spaces, but an important objective is to discover surprising and rare links. The higher the labels in the ontologies, the more obvious
the connections between them, and the more easily classifiers can learn them. However,
the deeper connections are more interesting, in particular because many of them (their
number will be huge if the ontologies are large) may be unknown to experts. Nevertheless, such connections will be more difficult to identify, since the co-occurrence of deep
labels will be less frequent in comparison to those of the higher labels, and the accuracy
of multi-label classifiers usually diminishes with the depth of the hierarchy [HF+ 05].
A research stream which focuses on connections with such properties is presented by
Interestingness Measures for Rare Association Rules (IMRARs)[ASR10].
An additional challenge that arises in real-world problems within this framework is
that the structures of the ontologies and the data change over time. Classifiers that allow
online learning and are not restricted by the structure of the hierarchy are preferable here.
Another requirement for the classifier is that it extracts classification rules in a way that
is easy to understand. This will allow an expert to easily connect the classification rules
with the cross-ontology rules in the diversificated output space, such that classification
rules that are linked to one node of an ontology can be connected to a node of the
other ontology, for example. The resulting opportunity to examine the built model
by machine-learning algorithm for surprising information to humans but as well for
deviations (e.g. bad examples, noise) that may cause mispredictions is highly valuable.
This will also be accomplished by linking the improvements made by cross-ontology
rules to the mispredictions of the classification rules. An easy to navigate graphical user
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Research Directions
KE by
Association
Analysis

MLC

ML-HARAM

IMRARs
Rule Explorer

Improved MLC

Figure 1.4: Approach: Research Fields Schema
interface would facilitate the handling of large datasets, and such will later be referred
to as Rule Explorer.
To summarize the goals and requirements, the proposed system should be able to:
• execute online-learning MLC with good performance on large datasets with multiple ontologies,
• use the cross-ontology relations to improve the predictions of classifiers (in special
by using IMRARs), and
• connect classification rules extracted from a classifier to the cross-ontologies rules.
These research goals will be the anchor point of our perspectives when performing the
analysis of the different experiments undertaken in this study.

1.3 Proposed System
To achieve the research goals and meet the requirements discussed above, the proposed
approach focuses equally on two different research fields related to data mining: MLC
and Knowledge Extraction (KE) by association analysis. In Figure 1.4, a schematic
representation of the approach is shown. The research directions taken in this study
were chosen in order to design a system which is capable of achieving the goals better
than the state of the art.
The new MLC algorithm Multi-Label HARAM (ML-HARAM [BS15a]) was proposed
to rapidly and accurately handle large datasets: it consists of a hierarchically modified
Fuzzy ML-ARAM [Sap09a] network optimized for different scenarios, as GPU paral-
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lelism for large sample sets or sparsity for large feature sets. On the other side, the use
of IMRARs between multiple ontologies was studied in depth. Rare ARs [ASR10] refer
to connections between labels in which at least one of the labels does not often occur4
and thus can be surprising. The improvement in classification performance was achieved
through post-processing with cross-ontology ARs in the multi-label setup. The schema,
focusing on the improvement, is presented in Figure 1.3 – namely, the workflow whereby
the classification by the rule classifier (ML-HARAM) produces predictions of two ontologies A and B (as a special case) for the incoming objects. The relations extracted
from ontologies5 A and B (with IMRARs) are then used in the improvement module to
output improved predicted multi-labels. As can be seen, the MLC and KE aspects are
first separated and then merged in the improvement section.
A more detailed workflow of the entire system, with a division of training and test
examples, is depicted in Figure 1.5. Again, the objects are the input for the rule classifier
which outputs predicted labels belonging to separate ontologies or the output is reviewed
in the Rule Explorer. With the help of the ARs extracted from the training examples, the
labels meeting certain criteria are set in a post-processing step, increasing the prediction
quality. Multi-label classifiers that attempt to learn and predict such deep connections
require much more time and memory; thus, they are unable to handle large datasets and
further exacerbate the problem of overfitting. At a certain depth, it will be better to
break up the search and rely on label correlation instead.
The key contributions of this study are the extended rule classifier, the post-processing
strategies for the improvement of predicted multi-labels (of multiple ontologies) and the
rule-exploration system which allows rules to be searched in the feature and label spaces.
The individual components of the system are described below in detail.
ARAM was chosen as the base classification algorithm because of the advantages listed
below. In the specific part of improvement, it could be easily replaced by other MLC
methods. This algorithm can learn online (instance-incremental learning), and rules can
be easily extracted6 ; moreover, the learning process is very intuitive. ML-HARAM is
an extension of ML-ARAM that allows large datasets to be classified in a manner that
requires only a small fraction of the time and memory needed by the original algorithm.
It also features classification accuracy comparable in the MLC setup. This modification also enables the extraction of hierarchical classification rules that group multiple
neighbour classification rules into clusters (hierarchical classification rules). Through the
hierarchical approach using the neighbourhood we can identify commonalities between
the rules and creating subspaces, which is an important aspect for high-dimensional large
data. Analyzing such structures can extend further the KE.
Another important part of the developed system is the extraction of ARs by IMRARs
used in a post-processing method for MLC improvement. In the proposed method, the
4

Specifically, at least one label does not have high support (i.e. the number of occurrences divided by
the total number of transactions).
5
Although the use of two ontologies is consistent throughout this study, the use of multiple is easily
implemented.
6
Such rules can be ported with little effort to the well-known IF-THEN rule patterns.
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Figure 1.5: Implemented System: The input and data components are green and yellow,
processing steps are blue and the output components are orange. Study
accomplishments are bold marked.

predictions of the classifier are compared to the selected rare ARs. The main idea is
to rely on good-quality predictions (emerging from one ontology), utilizing them as antecedents of the selected ARs, and to enforce weak predictions if they are the consequents.
The system allows the extraction of ARs between the labels from the training set
(and in case of debugging from the test set). It also allows the extraction of hierarchical
classification rules from the ML-HARAM. These are combined in a rule-exploration
system that enables the analysis of the classification process in a hierarchical fashion,
grouping rules and searching different levels of the hierarchies. The Rule Explorer assists
users in the analysis and understanding of the process.
The improvement of predictions with ARs has produced better results than the state
of the art [PF08, BS15c]. The Rule Explorer goes a step further to create an explorative
analysis system. To the best of the author’s knowledge, there is still no comparable
data mining system that can extract hierarchical classification rules from multi-ontology
problems, scale well with the number of dimensions in the feature/label space in terms of
accuracy and classification time and enable KE with classification rules and association
analysis of the multiple ontologies. The system integrates well all aspects together, each
aspect enriching the others. The system is so designed that performing big data MLC
becomes more precise, more efficient and understandable. The implemented workflow
in KNIME is depicted in Figure 1.6, with the components of Figure 1.4 outlined in the
respective colors.
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ML-HARAM
Learner

ARFF Reader

Meka Predictor

Prediction
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Figure 1.6: KNIME Workflow Example
<text><p>Germany’s cocoa grind figure for the number quarter of XXXX will probably be
ready for release on XXXX, the confectionery industry association XXX.</p><p>The data, a
key pointer to chocolate demand, showed an XX.XX percent year-on-year XXXX in the number
quarter to XX,XXX.X tonnes.</p><p>–German City newsroom </p></text>
true
AGRICULT. AND HORT. + AGRICULT., FORESTRY...
+
AGRICULT. + COCOA GROWING + CONFECTIONERY + FOOD,
DRINK... + PROCESSING INDUSTRIES
predicted
FOOD, DRINK.. + PROCESSING INDUSTRIES
ranks
PROCESSING INDUSTRIES + FOOD, DRINK ...
+ CONFECTIONERY + COCOA GROWING + FINANCIAL AND BUSINESS
SERVICES + AGRICULTURE + AGRICULTURE, FORESTRY AND
FISHING + AGRICULTURE AND HORTICULTURE + METAL
MANUFACTURING + METALS AND MINERALS + ...
improved
PROCESSING INDUSTRIES + FOOD, DRINK ...
+ CONFECTIONERY + COCOA GROWING + FINANCIAL AND BUSINESS
SERVICES + AGRICULTURE + AGRICULTURE, FORESTRY AND
FISHING + AGRICULTURE AND HORTICULTURE + METAL
MANUFACTURING + METALS AND MINERALS +...
Table 1.1: Example: green=true positive, brown=false negative, red=false positive, orange=true negative, text was anonymized for copyright

9

1 Introduction

1.4 Application Example
A real-world application example is provided by the MLC of the Reuters news dataset,
RCV1-v2, a collection of news articles. Most of the approaches that experiment on this
dataset use the “Topics” or “Regions” labelset exclusively; the “Industries” dataset,
which includes only a subset of the 800k news articles (about 300k), has been neglected,
mostly because it is much harder to predict. “Industries” has almost the same number of labels as “Regions” (about 360, in comparison to the 103 of “Topics”), and it is
also hierarchically organized. Classification into the “Industries” categories is a difficult
MLC task because many classes, which are deep in the hierarchy, are often wrongly predicted. Learning “Topics” and “Industries” labelsets together reduces the quality of the
multi-label classifiers’ predictions because the number of unique multi-labels explodes,
decreasing the number of examples per unique multi-label. In the proposed system, one
can use “Topics” predictions – which are generally of much better quality than those of
“Industries” – to improve the “Industries” predictions. The strategy for cross-ontology
ARs applied to this example dataset was that the antecedents of the rules were labels
from the ontology Oh with higher accuracy (“Topics”) and the consequents were labels
of the ontology Ol with lower accuracy (“Industries”). The output of the classifier for
both ontologies and the chosen ARs were combined to set labels that did not achieve a
ranking high enough to be set for the labelset Ol .
An exploration of the rules shows that some news items are labelled insufficiently or
inconsistently. One connection that was determined to be useful in this dataset was
“PRODUCTION/SERVICES” → “COCOA GROWING”, which increased the performance on the latter class by about 15 % over the original value. Every time “PRODUCTION/SERVICES” was set, the algorithm checked whether the ranking of “COCOA
GROWING” was high enough to set this label. As multiple rules were selected and
applied, a significant improvement in the performance was achieved, increasing the performance measure per class over all classes by about one-third.
An example news story is depicted in Table 1.1. The label “COCOA GROWING”
was not ranked highly enough to be set, but “PROCESSING INDUSTRIES” was. Of
the seven labels that were set after the improvement, only two were false; starting from a
performance measure of 0.29, the strategy increased it to 0.78, an improvement of 150%.

1.5 Contributions
This dissertation was developed in the context of the research project DAMIART which
aimed to apply data mining to heterogeneous data with the aid of adaptive resonance
theory-based neuronal networks. The research fields of the project can be divided into
three main areas: MLC and KE, as explained above, and MLC improvement. Out of
the many modules of the system, this study is composed of the modification of the ART
module to handle large multi-labels and the improvement of the predicted multi-labels.
The important results have been published in part in journal articles and have been
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presented at conferences as noted below:7
• Large Scale MLC with Multiple Hierarchies
+[BBS10] : Extraction of hierarchies from predictions with automatic confidence
threshold
+[BBS11b] : Evaluation of hierarchical classification performance measures
*[BS15a] : Development of ML-HARAM
*[BS16] : Extension of [BS15a] (Section 4.2 of this thesis)
• Cross-Ontology Rules for KE
+[BS12] : Introduction of Hierarchical Interestingness Measures (HIMs)
+[BS13] : Application of HIM concept to non-standard AR measures
+[BSS14] : HIMs applied to biology in order to enhance KE
+[BS14a] : Thorough analysis of HIMs in comparison to flat (Section 3.2.4)
+[BS15b] : Extension of [BS14a] to generalization on both sides
• MLC Improvement with Cross-Ontology Rare Association Rules
+[BBS11a] : Extension of [BBS10] also using hierarchies to improve labels
*[BS15c] : Improvement of multi-label predictions with rare ARs (Section 4.1)
The three fields of the project are clearly identified and show how they converge into
the MLC prediction’s improvement. An important focus of these studies was to find
interesting rules in a hierarchical context, which can be easily integrated within the
Rule Explorer. ML-HARAM was presented in [BS15a, BS16], yet in the cross-ontology
context. The study [BS15c] introduced the use of IMRARs to cross-ontology MLC
improvement, although in a very brief manner. The Rule Explorer itself is an additional
unpublished contribution, being the last piece of the Data Mining System which will be
introduced in this thesis. The system consists of an MLC algorithm, the postprocessing
and the visualization/exploration system. Furthermore, in this thesis, we will discuss
the results in relation to one another and to the state of the art.

1.6 Overview of the Thesis
The study is structured as follows: in Chapter 2, the MLC and AR principles are introduced. In Chapter 3, the methods applied in this study are described in the context
of the state of the art in the literature. In Chapter 4, we discuss how MLC and crossontology ARs will be connected in this study. In Chapter 5, the experiments conducted
to probe the effectiveness of the approach and their results are described and analyzed.
In Chapter 6, the Rule Explorer is presented. Lastly, Chapter 7 concludes the study and
outlines follow-up projects for future research.
7

The “+” sign mark contributions related to the project, where the author of this thesis had a minor
to equal contribution, and the “*” marked papers were directly related to this study, with a major
contribution of the author.
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2 Background
In this chapter, a brief introduction to the methods of classification in special Multilabel Classification (MLC), and Association Rule (AR) mining will be presented. First,
we provide an overview of the various aspects of MLC and its basic concepts. The
same will then be done for association analysis. The final part of the chapter concerns
improvements to the predictions of MLC algorithms.

2.1 Multi-label Classification
An example of a multi-label task is depicted in Figure 2.1. Emails can receive multiple
labels, depending on whether they are from one’s employer or family, or on whether
they include an important keyword pointing to an action that should be initiated. Many
applications have been discussed in the MLC literature, among other gene function
prediction, video and image classification and music, all of which can be handled well
by MLC approaches. Nonetheless, we will primarily present the MLC in a general
task manner. When convenient, we will place special emphasis on text classification
and discuss certain particularities of these tasks, since they are the focus of most of the
relevant MLC studies we reviewed and are therefore particularly suitable for comparison.
Formally, in machine learning classification, a model is constructed from data that
consists of instances. Instances consist in turn of a set of attributes and classes (also
referred to as labels). The goal is to minimize the error in assigning classes to a set of
unseen instances – that is the test sample class should be the same as the class predicted
by the model. More formally, the goal of classification is to identify a function (classifier)
Ψ : X → L that assigns every point xi ∈ X, i = 1, . . . , N to a point li ∈ L, generally
X ⊂ RR , L = {0, 1}Q . Here, i is the instance to which the attributes xi belong, li is the
label assigned to it, R is the number of attributes of each instance and Q is the number
of possible labels. In a binary classification for a single label,1 Q = 1; in Multiclass
Classification (MC), Q > 1 and only one label is set: |li | = 1∀i. In MLC, multiple labels
can be set: |li | > 1. An equivalent description is that a multi-label y is any subset of
the labelset L = {1, . . . , Q} [TKV10]. A comparison of single-label and two multi-label
notations is shown in Figure 2.2. This notation is also applied to the example in Figure
2.1, in which there is a set of features (X={From, Subject, Spam Factor}) and a set of
labels ({Work, Important, Spam, Private, Calendar } ⊆ L).
1

In MLC notation, this can be written as [TK07] Q = 2, with |li | = 1.
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Figure 2.1: Example e-mail multi-label classification: X = {From, Subject, Spam Factor} → {Work, Important, Spam, Private, Calendar} ⊆ L

Single label
1 0.1
0 0.9
0 0.8

0
1
0

Multi-label
1 0.1 { , }
0 0.9 { }
0 0.8 { }

1 0.1
0 0.9
0 0.8

0 1 1
1 0 0
0 1 0

Figure 2.2: Single label and multi-label problem notation
One major goal of the classification task in machine learning is to increase the generalization of the model, which, in this context, refers to the capability to abstract from
the training set (T I) to good prediction quality on the test set.
Some classifiers also assign a probabilities/confidence/score to each label. In such a
case, the predictions can be binarized using a threshold. For MLC, this is not trivial,
since probabilities scores might be interrelated. The ranking of a label involves a value
given for each individual label, based on the score assigned to that label by the classifier;
this ranking can be ordered, resulting in a ranking list of labels. This issue will be
discussed further in Section 2.3.
In the beginning of the century, researchers started focusing on the problem of MLC.
Training a binary classifier for each label independently (using the statistically independence assumption), a method known as Binary Relevance (BR) [TKV10], is an obvious
approach that often serves as a baseline [TV07, NKLM+ 14]. Although many MLC approaches treat the labels independently, early the assumption raised that using the label’s
co-appearance could in some way improve the prediction quality of an MLC algorithm.
This motivated many approaches to the design of MLC algorithms seeking to harvest
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the relationships between labels. However, treating the labels independently is generally faster and easier to setup. The main questions are therefore: how to reliably and
efficiently find such relations, and how to treat negative relations. This enables a wide
range of solutions to be successful. Possibly the first overview of the field was presented
in [TK07]. A major categorization of MLC methods has been made by [TKV10], who
divide it into Problem Transformation (PT) and Algorithm Adaptation (AA). In the
former method, the learning task is transformed so that it can be handled by standard
Binary or Multi-class Classification (BMC) algorithms. The latter describes methods
that adapt a BMC algorithm to handle the MLC problem directly, e.g. by adapting a
loss function.
Problem transformation is a well-explored approach with many proposed solutions
(BR and Label Powerset (LP), where each unique labelset is the target of a multi-class
classifier) [TKV10], Calibrated Label Ranking [FHMB08], RAkEL [TV07], HOMER
[TKV08b], etc). One great advantage of the PT approaches is the possibility to focus
exclusively on relations between the labels, abstracting from the properties of the base
classifier. The most frequently applied method as the baseline for MLC is still BR, as it
breaks an MLC problem down into simpler problems that can be more readily understood
[TDS+ 09, NKLM+ 14]. Because of the independence assumption, each binary classifier
has to deal with only a single label at a time, significantly decreasing the complexity
but losing any relations between the labels that could potentially increase the prediction
quality. An alternative is LP, which takes the co-appearance of labels into account.
One major disadvantage of LP is that in large labelsets, it will probably be the case
that there will not be enough positive examples for one unique labelset to classify it
accurately. Consequently, many approaches seek to find a balance between BR and LP
(e.g. [TRS09] and RAkEL). An additional problem of LP is that it is not clear how to
rank the labels. Although LP can create a ranking between the unique labels turning this
ranking into the ranking between the labels it usually produces worse prediction quality
than other ranking-based methods. BR is therefore a good choice for the baseline, since
using the relations between the labels is not trivial. [MP12] provides evidence that using
subsets of labels may be even worse than LP, i.e. not splitting the co-appearances at all.
This approach was developed with the aim of treating sets of labels as single labels, using
the correlation of the labels directly. It breaks the problem down into sub-labelsets (or
even into a single label) that, occur frequently, dividing infrequently appearing labelsets
into frequent appearing ones. Whereas LP uses in a unique label frequent and infrequent
labels. This points to one assumption of this thesis, that using the connection between
frequent labels and infrequent might improve the results of the infrequent ones.
Another approach is to employ anchor labels or sub-labelsets. Some algorithms are
based on the assumption that correctly predicting one key label (sub-labelset) first can
improve the accuracy of the whole multi-label if the following predictions take this first
one into account (e.g. chain of classifiers [RPHF09] or HOMER). Identifying frequent
or anchor labelsets are similar tasks with which many of the PT problems struggle and
focus.
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Prominent solutions of the algorithm adaptation are ML-kNN [ZZ07], C4.5 for MLC
[Cla03] and Neuro-Fuzzy for MLC [Sap09b]. A remarkable advantage of such algorithms
is that the label relations are taken into account: the underlying algorithm must work on
these relations, connecting the attributes to the various labels at the same time. Thus,
the model will be more compact and, if the method allows rule extraction, the relations
can usually be seen more clearly.
Those techniques can be further boosted by ensemble methods. Ensembles train multiple classifiers (also heterogeneous set) with the aim that many errors, as often discussed,
will be caused by effects that are not inherent in the data but instead due to the algorithm, parameters, training or the initial state of the classifier. Many such approaches
to MLC have been proposed [TV07, RPH08, TKMY10, RPHF11]. The two major problems with these approaches are that the understandability of the model is lost and the
classifiers consume a significant amount of resources.
One additional important difference between MLC and single-label classification involves the calculation of error in the prediction, i.e. the estimation of the prediction’s
quality. In MLC, this calculation can be more elaborated than in the single label case,
since there is not only one true positive, one false positive and one false negative but
there can be many, i.e. the weighting of the error is not anymore trivial, the simple check
if the class was missed or not transforms into a how much did the prediction deviated
from the true labelset for the instance at hand. Consequently, it is not so simple to
construct a confusion matrix in this case. Many performance measures have been introduced to assess errors in the classification process, using not only the predicted labels
but also the ranking order of the labels dictated by the classifier for each test sample.
Each of these measures has a different focus (as we will describe in greater detail later
in the chapter). Because each MLC solution can improve a different measure, choosing
the measure is crucial when comparing different approaches.
In the following section, certain important aspects of MLC settings are presented, and
the selected MLC algorithms are introduced. This is followed by a presentation of HMC
and ensembles strategies in the MLC context and a description of the methods selected
to evaluate the predictions are described. A discussion of MLC concludes this section.

2.1.1 Properties of Multi-label Data
Multi-label data is generally used in complex classification tasks in which the selection of
a machine-learning algorithm and its parameters maybe critical for the prediction quality.
The specification that fits multi-class problems such as numbers of samples, attributes
and labels might not be sufficient to make such a choice, particularly when memory
and time performance are taken into account. Certain key statistics were proposed in
[TKV10] specifically to describe multi-label data: label cardinality, label density and
uniqueness.
N
1 X
|yi |
Label-Cardinality =
N i
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N

1 X
Label-Density =
|yi |
N ∗Q i
Label-Unique = |{y ∈ L}|
Cardinality describes the average number of labels per sample, density is the cardinality divided by the total number of labels and uniqueness refers to the number of unique
multi-labels in the dataset.
Although quite simple, these statistics can help in the estimation of the time and
memory consumption of a certain MLC algorithm. In particular, Label − Unique can
influence the time and memory of MLC approaches, e.g. LP. In [CRS11], a large number
if multi-label data properties specifically aimed at the variance in the labels were presented in order to train a meta learner, which then selected the best algorithm for the
given dataset. However, many of these statistics are not intuitive and do not facilitate
the description or understanding of the datasets.
Hierarchical MLC can also count the number of leaf labels, the maximum and mean
depths, the number of root nodes and the mean number of parents and children, as well
as whether the label path always stops at the leaf or not [SF10].

2.1.2 Requirements for the Classifier
As described above, for today’s challenges, a system must include certain key properties. We will discuss which requirements for the base classifier are most important, for
integration into our Data Mining System (DMS). The classifier should be able to handle
MLC tasks and make high-quality predictions regarding several performance measures;
it should also possess a number of key properties for integration into the proposed DMS.
We have described the system as to be capable of handling large datasets and of extracting rules from the classification model. This goal can be achieved in multiple ways,
but we also regard online learning as a key requirement for a classifier of large datasets,
as this facilitates knowledge extraction as well as many applications such as knowledge
translation, process understanding and error search, as discussed above.
Online Learning
An MLC algorithm can learn online if an additional sample is presented after the initial
training and the algorithm does not need to access any previously presented training
samples [Opp]. In other words, in order to integrate an example into the model, the
learning model only requires the example in question and the already learned model.
The obvious advantage is that because algorithms using online learning do not need all
of the data at once, the memory consumption of the implementations can be maintained
at acceptable ranges. This property is especially important for large datasets [ZGH10]. In
such cases, the memory and time consumption of an MLC algorithm must be minimized.
Comparing the sample to a compressed model is a step in the right direction. In the
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special case of large data, it is also likely that the data will change or be extended, i.e.
the process of data collection may not yet be finished or refined. Furthermore, labels
may be added to the labelset, as in the case of gene function prediction with the Gene
Ontology, where this ontology (labelset) has been steadily increasing for years. For the
most classifiers, this would mean a complete retraining of the model; however, some
models using online learning can address this issue (data changing) more elegantly.
Although MLPs allow online learning through recursive gradient descent, stability is
only achieved with multiple iteration over the training samples (batch modes). This
theoretically limits the convergence to the lowest error rate, since, as [BA98] states,
convergence can only be achieved through simulated annealing (decreasing the learning
rate), increasing the probability of being trapped in local minima. 2 A fast-learning mode
(high learning rate) would result in the loss of presented patterns causing oscillations
in the learning. However, several authors argue that the stochastic nature of online
learning makes it possible to occasionally escape from local minima [WM03].3 In [WM03],
empirical evidence was found indicating that convergence can be reached significantly
faster using online learning than batch learning, with no apparent differences in accuracy.
As discussed in [WM03], online learning for neural networks, which has several other
names, is performed sample by sample, but generally over many epochs in order to the
pattern stored in the network to converge. Here, we require a fast and stable online
learning property such that the algorithm can perfectly learn the presented pattern after
only one presentation (one epoch).
Rule Interpretability
Training a classification model to solve a complex task such as the one described in
Section 1 is a costly enterprise. The data preparation, choice of classification algorithm
and exploration of parameter space will all take time, as will the study of the classification
model should it not perform well. Classification rules are therefore an indispensable tool
when dealing with large datasets. They enable an insight not only into the classification
process but also into the patterns the model can extract/learn from the training data,
and consequently extract knowledge in the form of rules [CT95]. The understanding of
the problem can be enhanced by the classification rules, as many correlations between
features and classes become clear through such rules, pointing to underlying processes.
Furthermore, this knowledge can be ported to other tasks and classification models, i.e.
adapting using the learned model instead of retraining can save resources. Especially in
text classification, the extraction of classification rules allows the application of semantic
methods, extending the features and creating relations in meta levels between features
and classes and thereby enhancing both the interpretability of rules extracted from the
classifier [BS14b] and possibly the prediction quality.
2

Also stochastic gradient descent, an advanced and highly recommended method for MLPs, requires
all the samples to be known in advance.
3
Online learning is also referred as online training in the literature.
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Under the aspect of human-understandable rules, a general division of trainable classifiers into three groups can be made. One group includes the models for which classification rules are not easily extracted, called black-box approaches; prominent examples
are the Multi-Layer Perceptrons (MLPs) with backpropagation [Wer74] and Support
Vector Machines (SVMs)[CV95]. In a second group, there are the rule classifiers, such
as decision trees or Fuzzy Rule Learners but also Fuzzy Adaptive Resonance Theory
(Fuzzy-ART) networks. The last group encompasses the lazy learners, such k-Nearest
Neighbors (kNN), where no model is extracted from the data.
Although there are several methods to extract rules from popular black-box classifiers,
the classification rules are generally difficult to describe; however, some of these classifiers
(e.g. Multi-Layer Perceptron (MLP) and Support Vector Machines (SVMs)) are based
on the simple idea of hyperplanes dividing the space and assigning a class for each space
slice. The multi-layers of an MLP and the kernel trick (using a kernel to map a nonlinear
problem to a linear one, often seen in SVM classifiers) allow the two methods to handle
non-linear problems with the complexity of a more elaborated model. By using this
non-linearity, the simple linear rule cannot be extracted easily; it may even be the case
that the rule cannot be formulated in a simple form. However, for text mining, for
large data and in MLC, linear kernels are normally used, facilitating the extraction of
rules. But there are many factors that still make the rules difficult to process. BR is still
usually applied as a MLC method in these cases, i.e. the dependency of labels is ignored,
causing an analysis relation between the rules and labels tedious. Furthermore, in MLC,
the hyperplanes may be used in several ways, dividing not only classes but groups of
classes (LP). From the hyperplanes, the topology of the sample structure is abstracted;
this usually aids in generalization, but it makes rule analysis more difficult.
Regarding the third approach, despite the fact that it is easy to explain the classification of a single sample with lazy learners, the extraction of easy-to-read rules is much
more complicated, particularly in the MLC case. This will further be discussed in the
context of ML-kNN.
The classification algorithms that are not lazy learners, especially the ANNs, can also
be divided into two major groups: Margin-based Learners (MbLs) and Prototype-based
Learners (PbLs).4 The first seeks to separate samples belonging to different classes using
a margin, based on the hyperplane separation theorem or on the concept of maximummargin hyperplanes [BV04]; the second seeks to cluster similar patterns of equal classes
(pattern clustering, e.g. Fuzzy ART [KSPK15, CT95]).5
The MbL paradigm has been used to create a large number of successful neural networks and general classifiers. The main concept is that in higher dimensional spaces or
after a kernel modification (or a non-linear transformation), samples of different classes
4

We are interested here in a general categorization between the division and aggregation of features,
represented by MbL and PbL respectively.
5
However, some of the algorithms mentioned here are not so easy to classify: Bayes learners do not
fall into either of these groups, yet they try to group data together, seeking similarities. Decision
trees are also difficult to categorize into these two groups, but one main aspect is that they search
for the differences between the samples.
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can be better separated (i.e. with less error) by a hyperplane than in the initial space.
The greater the distance between the samples and the hyperplane, the greater the socalled “generalization” and the more accurate the estimated performance of the resultant
learned pattern.
PbL, on the other hand, is a class of classifiers based on the concept that several
representatives or prototypes, each covering a cluster of patterns, are responsible for
the classification. The most prominent representative of this class of classifiers is the
Self-Organizing Map (SOM). The main aspect of the approaches are that similar input
patterns are grouped together, resulting in similar outputs. This similarity is calculated
between the input sample from the prototypes generally by using a distance measure
which is minimized during the learning phase.
The PbL approach has another important property: the knowledge gathered by the
classifier is condensed to and represented by prototypes. Since each prototype is responsible for a defined region, an easy analytic rule extraction method is then possible. This
is particularly true for Fuzzy ARTMAP [CT95]. These rules can be in IF-THEN form
and are thus easy to read for humans. Rules can also be verified and checked for outliers
and noise. With that in mind, users can debug their created rule system.
Black-boxes approaches can learn and prioritize properties which are not key ones for
what humans normally would assign samples to the class given. Thus, if a black-box
learner gets stuck in a local minimum and learns an odd property from the problem,
it can be difficult to remove it from that system. With prototypes, one can identify
which training sample is problematic and remove it from the training collection. Rules
may be extracted from MbL and converted into the rules used in PbL and rule classifiers; nonetheless, PbL approaches are more adapt for online learning in one epoch, rule
translation and error search.
These issues will serve as a basis for examination of the selected classifiers presented
below.

2.1.3 Multi-label Classifiers
We will present now the classifiers chosen to serve as a basis and comparison for our
system. Where possible, we will discuss the approaches under certain criteria. One
aspect in particular is paramount for the approach we target: the classifier must allow
the model that it created during the training to be easily understood. Few parameters
is also an important criterion, since parameter search can be very time intensive. For
this reason, the training and classification time should also be brief. Furthermore, online
learning should be allowed, as discussed above. We have selected these classifiers with
the following criteria in mind: they are well-known, have been tested on important
datasets, are easy to implement, have few parameters, classify rapidly and can handle
large datasets.
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2.1.3.1 ML-kNN

The k-nearest-neighbor (kNN) classifier uses the neighborhood of the test sample’s point
in the feature space, searching for k nearest training samples to be employed in a voting
system to set the label of the test sample. In order to adapt the classifier to the task
at hand, multiple weighting systems can be used: modifying the distance (with different
distance metrics), over-weighting the label of the training sample or weighting the label
with a probability of occurrence.
In [ZZ07], a modification to the kNN is introduced to cope with the MLC setting,
ML-kNN. This method calculates a prior and a posterior probability for the labels.
First, for each training sample x and label λ ∈ L, count how many neighbors have
label λ:
X
C(x)λ :=
yiλ
i∈ℵk (x)

where yi ∈ Y is the training label belonging to sample i, yiλ is 1 if λ is in yi ; else 0 and
ℵk (x) are the next k sample neighbors of x in the training data for the chosen metric.
Furthermore, the events hλ1 and hλ0 define the hypotheses: sample has label λ or not,
respectively.
We denote with eλτ the event that exactly τ of the k neighbors in ℵk (x) have label λ,
where τ ∈ {0, . . . , k}. To decide whether λ will be included in the predicted multi-label
of x, ML-kNN computes the posteriori probabilities of hλ1 and hλ0 , given the multi-label
distribution among the neighbors ℵk (x). These probabilities are denoted by P (hλ1 |eλC(x)λ )
and P (hλ0 |eλC(x)λ ), respectively. The predicted multi-label y̆(x) for x is then determined
using the maximum likelihood principle:
y̆(x)λ = argmax P (hλb | eλC(x)λ )
b∈{0,1}

In other words, λ is included in the prediction y̆(x) if and only if P (hλ1 | eλC(x)λ ) >
P (hλ0 | eλC(x)λ ). Using Bayes’ Law, this can be rewritten as
y̆(x)λ = argmax P (hλb )P (eλC(x)λ | hλb ).
b∈{0,1}

The prior probabilities P (hλb ) and posterior probabilities P (eλC(x)λ | hλb ) required for the
computation of y̆(x)λ are estimated from the training set T I = {1, ..., Nr } based on
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frequency counting:
|TI λ |
|TI |
λ
P (h0 ) = 1 − P (hλ1 )
|{y ∈ TI λ | C(y)λ = τ }|
P (eλτ |hλ1 ) ≈
|TI λ |
|{y ∈ TI \ TI λ | C(y)λ = τ }|
P (eλτ |hλ0 ) ≈
|TI \ TI λ |
P (hλ1 ) ≈

where λ ∈ L and τ ∈ {0, . . . , k}. Here, the set of training instances whose multi-label
contains λ is defined as TI λ := {i ∈ TI | λ ∈ yi }.
Furthermore, the method can be boosted by using kd-trees [Spr91], dividing the feature
space and facilitating the search for neighbors. However, this method is very costly for
large datasets when it calculates the probabilities and structure of the tree. Another
important cost point is that it is very likely that the algorithm will need repeated access
to all training data during the test phase.
There is an analytical way to calculate rule equivalents from this lazy known for the
two-dimensional case, the problem is as yet unsolved for higher dimensions [BDE+ 05]. An
additional further problem involves the integration of multi-labels within the extracted
rules. Moreover, the calculation and access to neighbors must take place for every test
sample, contradicting the idea behind online learning. Nonetheless, ML-kNN has been
shown to have competitive prediction quality in some MLC datasets [ZZ07] and is a
well-known lazy learner representative.

2.1.3.2 TWCNB
In [RST+ 03], an approach was presented to overcome the problem of text classification
with standard Naive Bayes Classifiers (NBCs). Although this algorithm can be used
for any MLC problem,6 we will present it here with its original preprocessing for text
classification and therefore later assume this terminology. The standard approach of
NBCs is to calculate the probability of a class depending on the probability of the words
appearing in the labels (class documents). Each sample is treated as a sequence of
attributes (words), and it is assumed that each attribute (word position) is generated
independently of any other. Only the frequency of attribute values (words) is relevant,
not its immediately attribute (word) context.
Some NBCs model the distribution of words in a document as a multinomial, referred to as Multinomial Naive Bayes. For classification, we assume that for each a
λ ∈ 1, 2, ..., |L|:
6

This is despite the fact that it should work better on sparse/missing data.
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P
xr )! Y
p(iθ λ ) = Q r
(θλr )xr
r xr !
r
(

P
where xr is the frequency count for word r in document i.
r θλr = 1 and θλr is the
probability that word r will occur in class λ.
The most widely used feature-weighting method for text classification is the Term
Frequency Inverse Document Frequency (TF-IDF) method [MRS08]. The main idea
behind this approach is that a word can be more important for a document if it appears
often in this document but seldom in others. The TWCNB algorithm has eight steps:
Preprocessing
1. xir = log(xir + 1) (TF transform)
P Nr

1

2. xir = xir log PNjr δ
j

3. xir =

r xir
P Nf
2
j (xij )

(IDF transform)

jr

(length normalization)

Probabilities
Calculation
P
4. θ̄λr =

xjr +αr
P
h xjh +α

j:λ∈y
/ j

P

j:λ∈y
/ j

(complement)

5. wλr = log(σ + θ̄λr ) (log)
(weight normalization )
6. wλr = Pwλr
wλj
j

Testing
7. Let x̊ be a test document; let x̊r be the count of word r.
8. Label the document according to
X
x̊r wλr
y(x) = argmin
λ

(2.1)

r

where Nr is the number of training samples, Ns the number of test samples, Nf
the number of attributes and δjr is P
1 if word r occurs in document j, 0 otherwise.
Furthermore, αr is a prior such that r αr = α, is set in our implementation to 0 and
σ = 1. Equation 2.1 assigns the class for which the opposite probability is the lowest.
This approach is very fast, but it has the lowest prediction quality of all selected
algorithms. One possible explanation for this shortcoming is that it treats the features
independently, which is not the case in text classification. The method’s “rules” are
very easy to understand in terms of probability and are similar to the BR-linear SVMs
(weights wλr ), but they also have similar issues: no correlation between the labels, a
very limited number of rules and a lack of online learning in one epoch property, which
can be theoretically implemented but only with a trade-off.7
7

The sums for θ̄ can be saved and reused in the next step without recalculating them again. The
problem would then be the TF-IDF transformation which can only be roughly estimated.
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2.1.3.3 Support Vector Machines
MbL/black-box models have been shown to have good classification accuracy in many
studies, if their parameter setting is properly chosen [NKLM+ 14].8 This condition is
especially important for MLPs. Ideally, SVMs should perform better than MLPs and
feature more easily adjusted parameters, but they have other disadvantages, such the
complexity that increases more than linearly with the number of examples and difficulty
performing online learning, even with many epochs. These two issues complicate the
processing of very large datasets. SVMs and MLPs have many links [CB04], although
in recent decades, SVMs have been preferred over MLPs, also because they are easier to
setup.9
One major problem with MbLs is their interpretability. Rule extracting methods for
SVMs can be divided into two groups [BB10]: “the first is based on the SVM (model)
components utilized for rule extraction, while the second is based on the rule extraction
approach”. The methods that are kernel-independent produce the most comprehensible
rule set and exhibit the greatest fidelity to the SVM. Still, it is not clear how they should
be applied to the MLC task. Despite this, and due to their much-appreciated qualities
in terms of in classification SVMs have been studied in length in MLC. Here, we present
only a very brief overview.
Rank SVM Probably the first algorithm adaptation of SVMs in MLC, Rank SVM was
proposed in [EW01b]. The key modification was the modification of the SVM equations
to minimize the ranking-loss function:
RL(f, x, y) =

1
|{(λi , λj ) ∈ Y × Ȳ s.t. rλi (x) ≤ rλj (x)}|
|Y ||Ȳ |

Despite their high generalization and accuracy, SVMs (and in principle all approaches
using kernel tricks), do not scale well with the number of samples [LGKM06]. For each
new example, the kernel need to be recalculated, making large dataset classification and
online learning very difficult.
Linear Kernel Support Vector Machines Although, other approaches have introduced
SVMs using algorithm adaptation into the domain of the multi-label problem [KRKZ10],
none has become as popular as this method, which has been consistently referred to as
the state of the art for comparison in the studies we reviewed.
Linear SVMs have been proven to perform well in large text datasets [FCH+ 08] and
feature easily defined parameters [YHJL13]. The latter citation describes the process as:
8

MbLs are designed to obtain the highest sample generalization; however, as the No Free Lunch
Theorem for Optimization [WM97] proclaims, it may be impossible to extract the perfect model
of an excessively small training sample if there is no problem-specific knowledge. This means that
other algorithms can have higher accuracy even in the binary classification problem.
9
This is about to change with the intensive research on deep learning.
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N

X
1
min wT w + C
ξ(w; xi ; yi )
w 2
i=1

where C > 0 is a penalty parameter, w a weight vector and ξ a loss functions.
For SVM, the two most common loss functions are max(1 − yi wT xi , 0) and max(1 −
yi wT xi , 0)2 : the former is referred to as L1-SVM, whereas the latter is L2-SVM [FCH+ 08].
T
For L2-regularized logistic regression, the loss function is log(1 + eyi w xi ), which is derived from a probabilistic model. In some cases, the discriminant function of the classifier
includes a bias term, b.
Ranks are added by using a distance metric (based on a regression function) from the
hyperplane. As a rule of thumb, the nearer the sample is to the hyperplane, the less
confident the predictions.
Although it is very fast, as the loss functions are simple to calculate, this function is
restringed to be calculated over all the examples available (i = 1, . . . , N ). Thus, online
learning is difficult to achieve and only occurs with certain sacrifices, such as oscillations.
It is used normally in the MLC as BR, and thus the extraction of rules is easily accomplished; however, for each example, all label/models must be evaluated, and therefore,
for large label and feature sets, the rule will be quite large and difficult to analyze (i.e.
there is no simple way to narrow down the rules that might be important). Furthermore,
the co-occurrence of labels is not taken into account, as in all BR approaches.
This also hampers the rule analysis process: the algorithm searches for the best way to
divide the two classes by a hyperplane; consequently, if there is a cluster of classes, this
algorithm cannot identify it. This means that the commonalities of the data are considered only in part, as the method focuses on the differences between the data. In the dual
representation, difficult training instances can be easily identified [BBHK10], facilitating
the analysis of the model. Nonetheless, the generation of human-understandable rules is
more complicated, and it is more difficult to express what is unique about a certain class
or multi-label in comparison to others than in PbL approaches, as we will show later.
2.1.3.4 Classification Rule Extraction - Knowledge Extraction
The classifiers described above, despite their advantages, do not allow entirely extraction
of easy-to-read, accurate, well-structured MLC rules. Most of the classifiers that enable
easy-to-read rules do not create good systems of rules, i.e. the commonalities and differences among the rules may be not clear. Another important aspect is that such rule
systems often do not enable fast, stable online learning. Nonetheless, the information
created by the training of the classifiers is interesting and useful, as described above.
Up to this point, we have discussed important representatives of classification paradigms;
there are still a few important approaches remaining that will be briefly described with
reference to our criteria. Rule extracting from MLPs is a wide research field with many
potential solutions available [SKZ02, MMB08, BPdMLS13]. Although a number of meth-
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ods have been presented, an analytical method seems missing. More importantly, most
of the methods are complicated and difficult to verify.
Rule-based learners such as Decision Trees [Cla03] and boosting algorithms (AdaBoost
[SS00]) allow easy-to-read rule extraction from the trained classifier. However, they are
not incremental learners10 and do not achieve the best results [BBS11a] in terms of
prediction quality; moreover, the training time can increase exponentially.
Our conclusion is that only one learning paradigm allows fast and stable online learning
with easy-to-read rules for MLC.
2.1.3.5 Supervised Neural Networks with Competitive Learning
Despite its success and favorable accuracy results compared to other machine-learning
methods, it is still very difficult to adjust the parameters of most ANNs, making them
arduous to use.
One prominent ANN approach inspired by nature resulted in the Adaptive Resonance
Theory (ART) ([Gro76, Gro80]) Neural Networks, first developed by Grossberg and,
in a joint work with Carpenter, elaborated into fuzzy version Fuzzy ART [CGM+ 92].
When further developed, these ANNs are able to perform prototype-based classification,
enabling fast and stable online learning with simple rule extraction for easy rule system
analysis.
One important key for the Fuzzy ART is fuzzy logic, which was first introduced in
[Zad65]. In the period in which the development of the connectionism approach was
virtually dormant, algorithms built on [Zad68] proved very useful for solving problems
in which exact rules were difficult to postulate. The knowledge of the data was also not
exact, and uncertainties and imprecision were inherent to these problems. The solution
was to assign the elements of a set only a certain grade of membership to this set,
evolving from the old conception of binary/crisp membership of elements to sets. More
impressive still was the number of new applications based on the concept of fuzzy sets.
Carpenter and Grossberg developed an extension of ART based on fuzzy logic [CGM+ 92]
to overcome the restriction of ART 1 systems which uses crisp set operations. Additionally, each prototype can be changed to fuzzy rules representation, easing the understanding of what creates a prototype/cluster/rule.
Fuzzy ART ANNs are based on prototypes, in form of hyperboxes, which are then
“sets” with members having value 1. The spaces not occupied by any hyperboxes have
membership values that depend on the activation of the hyperboxes through fuzzy set
logic (fuzzy logic). Thus, the extraction of the rules is easily accomplished, and the
understanding of these rules is intuitive. Furthermore, the learning and activation of
these hyperboxes takes place through fuzzy logic.
One of the main technical support pillars of this work is the Multi-label Adaptive
Resonance Associative Map ANN (ML-ARAM) [Tan95, Sap09a], which is based on Fuzzy
10

AdaBoost can be turned into an incremental learner [MLMP06], but it has many other disadvantages;
see Section 2.1.5.
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Figure 2.3: ARAM neural network.
ART. This method allows rule extraction, as well as fast and stable online learning.
Multi-label Fuzzy ARTMAP (ML-FAM) [CGM+ 92, Sap09a] is a similar approach with
a key difference in the label-prototype assignment. For our purposes, we prefer MLARAM because it is simpler to implement and creates a direct link between prototype
and label. We now present the foundations of this ANN model.

ARAM Due to space constraints, only the basic steps of the algorithms are presented
below; for more details, see [CGM+ 92, Tan95, TP05]. ARAM neural networks consist
of two self-organizing Fuzzy ART modules, ARTa and ARTb (Figure 2.3), which process
inputs X and targets Y, respectively, by adapting existing or creating new prototype
nodes in their second layers F2 . The F2 fields link ARTa and ARTb prototypes directly.
This enables ARAM to learn the mappings between input and target pairs during training. In classification tasks, the target vectors usually represent class labels, for example
in the binary form.
Initially, ART modules have only one uncommitted prototype node for which, the
weight vector is set to unity. The preprocessing steps of normalization and complement
coding [CGM+ 92] in which the inputs are mapped as follows: X i = 1 − X i , A =
(X, X ), similarly for label vector B = (Y , Y), are applied in order to take account
of category proliferation’s avoidance and amplitude information’s preservation [Tan95].
When learning the search process for a prototype takes place. After presentation of A
to the F1 field of ARTa , the activation function Tk given by (2.2) is calculated for each
of the Γ nodes in F2 , and the winner is then chosen by the Winner-Take-All (WTA) rule
(2.3):
Tk (A) =

|A ∧ W ak |
α + |W ak |

(2.2)

where ∧ denotes the fuzzy AND, element-wise min operator, and α > 0 is called the
choice parameter;

TK = max Tk : k = 1, . . . , Γ .
(2.3)
The choice of K must be confirmed by checking the match criterion:
ςa =

|A ∧ W aK |
≥ ρa
|A|

(2.4)
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where ρa ∈ [0, 1] is the vigilance parameter. Using `1 -norm as the distance metric should
prevent problems with the curse of dimensionality [AHK01], as stated in [BBS11a]. If
(2.4) fails, the system inhibits the winner K and enables another node to be selected. If
a winner has been selected, the choice should be further confirmed by the class match
criterion:
ςb =

|B ∧ W bK |
≥ ρb
|B|

(2.5)

Resonance occurs if the match functions (2.4) or (2.5) are satisfied; the input is then
encoded into that prototype at ARTa and ARTb (similarly):


a(new)
a(old)
a(old)
WK
= βa A ∧ W K
+ (1 − βa ) W K
(2.6)
where βa ∈ [0, 1] is the learning rate. The fast-learning mode corresponds to setting βa,b
= 1.
If the match functions are violated, following the match tracking rule, node K is
inhibited and the vigilance ρa is raised slightly above ς a . This search process is then
iterated again with another F2 node. If the only the uncommitted node is left, then it is
used for learning, and a new uncommitted node is added.
This is a fast, easy to implement and to debug classifier. It allows fast and stable
online learning and uncomplicated rule extraction. The main difference between Fuzzy
ART and other PbL (and also MbL) in terms of learning and rule extraction is that the
former can learn a pattern after just one presentation and recover it correctly (in fastlearning mode), with one exception: when the hyperboxes overlap and have the same
weight and the index are not favorable (see the Appendix for an illustration). Some
algorithms avoid this scenario by recalculating the boxes and eliminating overlap, as
in FMMN [Sim93, Sap04], but this can be harmful for MLC, since it contradicts the
principle of distributed activation [Sap09a], as will be discussed later. Unlike MLPs and
SVMs, Fuzzy ART, by adding nodes, can leave the prototypes representing patterns it
has learned almost untouched, and still learn new patterns.
2.1.3.6 ART-based Multi-label Classifier
ARAM can be modified for use in on MLC using algorithm adaptation, referred to as
ML-ARAM [Sap09a]. The first step is to alter the class vector B to work with multilabels. Each prototype is then a LP like base classifier.11
It has been shown in [Sap09b] that standard ARAM algorithm does not perform well
on multi-label datasets due to the use of the WTA rule (2.3), prompting the following
modification. A set of Nb best categories with the largest activation values is chosen
according to the rule: a category k is included in the set if the relative difference (TK −
11

This could also be described as PT but since the dataset is not altered (the same data format could
be used by an algorithm adaptation method), we describe it as algorithm adaptation.
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MbL
PbL

Figure 2.4: Margin-based Learner (MbL) versus Prototype-based Learner (PbL)
Tk )/TK is below a predefined fraction t of the activation range r = TK − Tmin , where
Tmin is the minimum activation of committed neurons. Activations of the Nb categories
are subsequently normalized, uk = PNTbk . The resulting distributed output pattern P
is calculated as follows:

s=1

Ts

P =

Nb
X

us ps .

(2.7)

s=1

where ps = W bs . Thus, P contains a score for each label that is proportional to the
number of neurons among the Nb best categories predicting this label. Because the
fast learning of ART networks leads to varying performance with the input presentation
order, voting across several networks trained with different orderings of a training set
improves classification performance. The sum over the output of Equation (2.7) for each
voter produces a collective distributed output pattern P , which is used to determine the
predicted classes.
Finally, a post-processing filter method [CMO05] is applied: the signals P are sorted
in descending order, and then all corresponding output classes are included in the multilabel up to the point of maximum decrease in signal size from one class to the next.
A small modification is also made in the ARTb weights, which now count label occurrences during learning by increasing their values by 1 each time the corresponding
multi-label is presented. Another difference between the multi-label and standard algorithms is that the former does not use match tracking: the winner is simply inhibited.
The filter method is necessary because after activation several, labels are set from
multiple prototypes with different weightings. After the filtering, the resulting labelset
might no longer occur in the training data.
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Figure 2.5: Part of Newsgroups 20
The rules extracted from each prototype are simple and have a very well defined
activation zone, whereas MbLs depend on planes separating the feature space, which
in theory can go to infinity. The enclosed samples also can point to future boundaries
where MbLs would have open space (other side of the cluster). In Figure 2.4, the X is
far away from the cluster of +. For MbLs this is not possible to directly access, but for
PbL the distance can tell that it is far apart from the others pointing to the possibility
of X not belonging to the cluster.
The classifiers presented here can serve as base classifiers for more complex methods
able to handle more complex tasks or achieve a higher prediction quality. Two main
groups will be presented next, hierarchical MLC and ensembles.

2.1.4 Hierarchical Multi-label Classification
MLC can be extended to Hierarchical Multi-label Classification (HMC) by imposing a
hierarchical structure on the labelset L: a hierarchy H on L is a set of pairs (b
l, l) where
b
b
l, l ∈ L and l is considered a parent of l (the symbol b will be used as a sign of parenthood
relation between variables). That is, H can be interpreted as a directed graph on the
vertex set L, which will be assumed to be acyclic (i.e. a Directed Acyclic Graph (DAG)).
P (l), A(l), C(l) and D(l) denote the set of parents, ancestors, children, and descendants,
respectively, of a label l ∈ L with respect to the hierarchy H, all of them excluding l
itself. A label l ∈ L is called a root label if A(l) = ∅. The depth of a label l ∈ L, denoted
depth(l), is the length of the shortest path from l to a root label in H Sand depth(l) = 0
if i is a root label. The leaf labels LL(l) of l are given by LL(l) := l \ li ∈l A(li ).
An example of a hierarchy is depicted in Figure 2.5. At the top is a root node, and
each label (except the lead labels) has children. If a label is assigned to a sample all its
ancestors are as well, e.g. Ψ(xi )mac hw = 1 ⇒ {mac hw,sys,comp,root} ⊆ Ψ(xi ).
Many classification tasks, mainly those in large datasets, are structured hierarchically.
This helps us organize the data more efficiently and improves the ease of searching in the
data for the user. However, the data is labeled more specifically, resulting in rare classes
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appearing in documents very often. That is, the number of labels and the number of documents are both large, such that rare labels (but each time different) appear frequently
in the documents. In contrast, the because the upper nodes are more populated with
documents, the classifiers can more readily create a high-quality prediction model, since
they have more examples per class, and on the other hand the probability of a match is
higher when setting one of these. Several methods have been proposed for management
of a large number of labels, a large number of documents or both. The focus of this
study involves both a large number of labels and a large number of documents. The
Pascal challenge uses datasets with millions of labels and documents. This study will be
limited to the management of thousands of labels and documents, since, to the author’s
best knowledge, there is no dataset available with at least two hierarchies and millions
of labels and documents.
Many aspects of hierarchical MLC are tied to the subject of this study. One important
issue is how to evaluate the accuracy of predicted labels, a non-trivial task. Some
authors argue that upper nodes should be weighted higher, since they are essential to
the corrected prediction. Other assert that more specific labels should be weighted higher
because they occur less frequently and are more difficult to predict. A decision which
one is better might also depend on the task at hand.
One common mistake is to confound hierarchical classification and hierarchical classifiers. A good introduction to and definition of the problem can be found in [SF10].
Moreover, the description of HMC datasets can be complicated because of the many parameters. There are three main categories of classifiers that can be applied to HMC: flat
(ignoring the hierarchy completely), global and local approaches [SF10]. The global approaches learn the multi-label and class hierarchy in one shot; much like LP approaches
for MLC, the structure of the hierarchy is only employed in the multi-labels. The local
approach is generally a sequence of classifiers in a chain obeying the hierarchy structure,
much like stacking.12 In the example presented in Figure 2.5, a BR classifier could assign
the label “sys” to a sample, which would trigger the classification with the models for
“mac hw” and “ibm pc hw”. In this study, we do not use the local methods of HMC (i.e.
algorithms only designed to work with a hierarchy) because we assume that the data
will change over time (therefore online learning in one epoch), which also comprises the
hierarchy. If the hierarchy is modified, it will trigger the retraining of the all classifiers.
Local HMC methods can be described as stacking based on the structure of the hierarchy, which is a special form of methods categorized as ensembles. Such method are often
employed to boost the prediction quality of MLC approaches and therefore represent an
important point in the context of this study.

12

Using PT, where each classifier is a node in the hierarchy graph, and the results are propagated.
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2.1.5 Ensembles
Ensembles describe a wide variety of methods to apply multiple classifiers to data in order
to improve the prediction.13 In many studies, ensembles strategies have been presented
and successfully applied to multi-label classification; the most prominent examples are
voting [BBS11a], boosting [SS00], stacking (classifier chains) and also bagging (bootstrap
aggregating) Ensemble of Classifier Chains (ECC) [RPHF09]. Although ensemble methods have achieved the best results in the multi-label context, they do not always ensure
a label prediction that is consistent with the multi-labels shown in the learning phase.
Especially in hierarchical text classification, if the base classifiers (HMC algorithms) are
trained independently from the hierarchy, they will probably make contradictory predictions that semantically cannot be in accordance with the hierarchy. This can easily
happen with e.g. BR as base classifier combined with voting (within MLC and HMC).
Even using base classifiers that obey the constraints of the multi-labels using multiple
classifiers and applying voting, a contradiction to previous seen examples might be the
result. How to merge the predictions of the base classifiers is one of the key research
aspects on the ensemble learning and in MLC the label constraints should be considered.
To date, there has been no extensive review of ensembles in MLC (only a short note
on [JBWN14]). An experimental comparison between certain approaches is made in
[RSI14], which shows that parameter-setting in ensembles can be a difficult task.
Most of the problem of ensembles for MLC involves how to divide the label space into
small pieces that can be better handled by MLC algorithms (similar to PT). A simple
example of how the choice of sublabel division can greatly influence the outcome is the
RCv1v2 dataset, a collection of news articles divided into three main taxonomies: Topics,
Regions and Industries. Using the first two labelsets together decreases the accuracy of
LP methods (see Section 5) in comparison to dividing the two taxonomies, which allows
such methods to achieve relatively high accuracy. This is mostly due to the fact that
the combinations create many unique labels, such that each classifier of LP has only a
few examples. User knowledge is usually required to divide the labelsets in a beneficial
way for a classifier.
Splitting the label space randomly (i.e. attribute bagging in the label space), as
in the Random Subspace method [RPHF11] or random k-labelsets (RAkEL) [TV07],
allows us to achieve high accuracy at cost of the efficiency through the exhaustive search
for favorable subspaces. Examining all the possible label combinations (467 labels in
RCv1v2) would cause the algorithm to not finish in a reasonable amount of time. Also
in [TKV08a], this strategy was applied enabling the algorithm (HOMER): it divides the
data for training each single classifier using balanced k-means clustering algorithm on
the labelset. A sample is then in the classification process reached through the classifiers,
which are organized in a tree-like structure. The classifier decides to which subgroup of
multi-labels the sample is alike. At the top of the tree are all the multi-labels; in the
second level, the multi-labels are divided into two groups; and so on. This makes an
13

A general introduction can be found in the standard literature, such as [BBHK10].
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online learning in one epoch impractical: to construct the tree, all multi-labels must be
known in advance. Extracting and merging the rules is also an unresolved problem. In
[RSI14], an analytical method is presented that splits the labels into smaller problems
and is mostly better then plain random, e.g. as ECC, if the parameter setting is right.
However, the method is expensive and is not compared to plain BR, further it seems to
be not apt for online learning in one epoch.
The most popular method on MLC for comparison is still PT. Here, the focus is on
dividing the data in such a way that the base classifiers can best manage the classification
task. Although the term ensemble is not used, the PT approach uses many base classifiers
for the task, and therefore many of the classifiers above belong to both categories of
classifiers. There are many commonalities between PT and ensembles, but there is an
important difference: PT is used when the base classifier cannot solve the task at hand.
We will use the term “ensembles” when the method could be applied to BMC or when
it focuses on increasing the classification accuracy of the classifier and not transforming
a MLC problem to the solved by multiple BMC classifiers. Ensembles can be also used
as meta-classifiers, i.e. they can have PT and ensembles as base classifiers, which PT
usually does not allow. Most ensembles and PT approaches analyze the training data
and create a certain structure that is fixed and will not change with future samples,
contradicting the online learning in one epoch requirement of this study.
An additional peculiarity of ensembles in MLC can be identified. Generally, ensembles
are used to deal with deviations in the data (i.e. variance): the data is divided, and each
individual classifier can focus on one aspect of the problem; however, this use of different
classifier approaches may also diminish the bias of the entire model. The choice of the
base classifiers is especially large for MLC. We will use a very basic form of ensembles:
in voting of classifiers the aggregation of predictions is performed in a basic form: the
predictions of multiple classifiers of, generally, a single sample are summed (also weighted
summed or normalized summed) to the final prediction value. The classifiers are trained
by variations in the parameter or training set with the same algorithm and/or different
algorithms (heterogeneous).
We will discuss now some common approaches to MLC based on ensembles.
AdaBoost
Boosting is a technique whereby multiple weak classifiers are combined into a single
strong classifier with the objective of outperforming the constituent classifiers. BoosTexter [SS00] is an implementation of this method for the field of text categorization,
based on the well-known AdaBoost algorithm [FS97]. It linearly combines simple linear
classifiers into a strong learner, treating each label independently.
During learning, the algorithm creates a new weak hypothesis in each iteration step,
focusing on samples that were incorrectly classified by the already existing hypotheses.
This focus is given by a distribution calculated for each document (sample) xi and label
l of the training data, based on its classification by the last weak hypothesis produced
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and the actual distribution (indirectly representing all the other created hypotheses).
This distribution has higher values for incorrectly classified samples and small values
otherwise. The new hypothesis should rank better those samples that have not been
properly learned by the existing hypotheses by paying more “attention” to high values
of the distribution. The weak hypotheses are represented by one-level decision trees, also
called decision stumps. These simple rules have two outcome values indicating whether
a single input feature of the sample conforms to the rule or not. The difference in the
multi-label is that the loss measure is the one-error, which evaluates how many times
the top-ranked label is not present in the set of relevant labels of the instance.
This approach has a few drawbacks in the MLC case. Although the base classifiers
are easy to calculate, the necessary number of such base classifiers is unknown, should
be defined up front and might be huge, significantly slowing down the process. In
addition, each label is treated independently, which avoids the benefits of taking cooccurrences of labels into account. Furthermore, online learning in one epoch is difficult
to achieve: because the weighting of the weak classifiers is performed over all training
data points, adding an additional sample could change the outcome of the weighting,
forcing a retraining to take place.

Ensembles of Classifier Chains
Another ensemble method, referred to as ECC, is presented in [RPHF09]. ECC is a
three-level method. On the bottom, there is a binary classifier, i.e. a BR linear SVM.
The method Classifier Chains (CC) is build up: the first classifier receives only the
sample’s features as input, but the second classifier takes the features and the output
of the first classifier as input, the third takes the features and the outputs of the both
classifiers preceding it, and so on (stacking). In the third level, the order of the labels
is changed, and multiple CCs are trained, in the hope that dependency on the label
order will be eliminated. It is obvious that its complexity increases very rapidly with
the number of labels. It is also not clear how to optimize the parameters to the dataset,
since each base classifier normally has parameters to adjust; the number of CCs required
to achieve higher prediction quality than in the standard is also an open question.
The accuracy improvement resulting from the variation of the data and classifiers
comes with the increase of complexity, i.e. calculation time and memory needed. Although this can be heavily parallelized, when there are thousands of labels, it can be
a major obstacle to using the algorithm. All the permutations and parameters must
be recorded in order to achieve a deterministic result. Moreover, an analysis of the
learned models and classification process is much more difficult to retrace than with
other approaches. It is also unclear what should be done if new labels are added to the
labelset.

34

2.1 Multi-label Classification

Decision Forests
A random forest of ML-C4.5 (RFML-C4.5) was presented in [MKGD12]. The main
aspect of random forests is associated with that of ECC: the permutation of classifiers
trained by different data. In this case, however, the features selected from the data to
pass to the classifier are also influenced (bagging), i.e. only some of the features of the
samples are learned by each decision tree.
Although rules can be easily extracted from a tree, many will overlap because of the
ensemble strategies. Merging them is not trivial and interpretability is hard to achieve.
Decision trees also do not allow online learning.
Given the many classifiers presented in this section one main issue remains to be
discussed: namely, how to compare the prediction quality among the predictions.

2.1.6 Performance Measures
The quality of MLC results can be assessed by many different performance measures,
since the predictions cannot be only classified as wrong or right. How to weight the
prediction quality is a decisive question when discussing results under a performance
measures. First, we describe common approaches that employ a measure counting simple
true and false predicted labels. Other ways to measure the prediction quality of MLC
approaches will then be presented.

Instance-based
Two basic concepts can be defined instead of wrong or right prediction: the precision
P , which measures how many of the predicted labels are actually present, and the recall
R, which measures how many of the present labels have been predicted [TSK06]. The
instance-based F-measure can then be defined as the harmonic mean of precision and
recall for each sample i [TKV10]:
Pi :=

|yi ∩ y̆i |
|y̆i |

Ri :=

|yi ∩ y̆i |
|yi |

N
N
1 X
|yi ∩ y̆i |
1 X
Pi ∗ Ri
2∗
:=
2∗
IF :=
N i=1
|yi | + |y̆i |
N i=1
Pi + R i

(2.8)

where y̆i is the predicted multi-label of xi and yi is its true label. The accuracy A of the
predictions refers to the proportion of correctly predicted labels:
Accuracy :=

N
1 X
|yi ∩ y̆i |
2∗
N i=1
|yi ∪ y̆i |

(2.9)

35

2 Background

Label-based
However, averaging over the instances is only one way to average and to weight the
results. Two other approaches to average are micro-averaged and macro-averaged. The
former builds a single global contingency table and thus only calculates one MLC measure for the whole dataset. In the latter, on the other hand, the overall MLC measure for
the whole dataset is given by the mean measure value over the labels. As a consequence,
micro-averaging gives equal weight to each multi-label, whereas macro-averaging assigns
equal weight to each label [Yan99]. A single label with higher support can have more
influence on the outcome of micro-averaged measures than many small support labels,
with macro-averaging, the contrary is generally true. A contingency table can be constructed based on the number of true positives TP , false positives FP , true negatives
TN and false negatives FN . These will be calculated here as follows:14
TP λ :=
FP λ :=

N
X
i=1
N
X

|{λ|λ ∈ yi ∧ λ ∈ y̆i }|,
|{λ|λ 6∈ yi ∧ λ ∈ y̆}|,

TN λ :=
FN λ :=

i=1

N
X
i=1
N
X

|{λ|λ 6∈ yi ∧ λ 6∈ y̆i }|,
|{λ|λ ∈ yi ∧ λ 6∈ y̆i }|,

i=1

PQ
PQ
PQ
P
such that TP = Q
λ=1 FN λ .
λ=1 FP λ , FN =
λ=1 TN λ , FP =
λ=1 TP λ , TN =
The micro-average F-1 measure can then be defined as:
mF :=

2 ∗ TP
2∗P ∗R
=
.
P +R
2 ∗ TP + FP + FN

(2.10)

Instead of using the term macro F-1 measure we will use Label F-1 (LF -1) or just
LF since we want to direct the focus, that this measure give more weight for the labels.
Because we are interested in the performance of the classifier on rare labels, as described
in the Introduction, assigning equal weights to the labels allows a more fine-grained
evaluation of the prediction quality among the rare labels:
Q

2 ∗ TP λ
1 X
LF :=
.
Q λ=1 2 ∗ TP λ + FP λ + FN λ

(2.11)

An additional problem with macro F-1 is that it can be understood as the calculation
of LF (as in [TKV10]) or as the harmonic measure between macro Recall and Precision,
but they do not yield generally the same result.15
14

Here, we sum over the labels so that it is easier to define macro-averaging, but for micro-averaging,
we can also sum over the instances.
PQ
P
TP λ
TP λ
2
( Q
PQ
λ=1 TP λ +FP λ )∗(
λ=1 TP λ +FN λ )
2∗TP λ
Q2
1
15
Since this generally holds: Q
=
6
P
P
TP
TP λ
Q
Q
1
1
λ=1 2∗TP λ +FP λ +FN λ
λ
(Q
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)+( Q

λ=1 TP λ +FN λ
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All of the measures above (instance- and label-based) take values in [0, 1], with higher
values indicating better predictions. The difference between choosing which way to
average may be consequently substantial leaning the discussion of the results towards
certain directions. However, there are approaches that do not directly rely on simple
contingency tables, providing more independence over these averages (usually also at a
much higher cost and with a more difficult analysis).
Ranking-based
There are many measures for prediction quality estimation of classifiers based on label
ranking [TKV10], e.g. one-error, ranking loss, coverage and average precision. In our
experiments, the results of such measures will be not analyzed, since we are interested
in the label predictions and not their ranking. This would also entail an analysis of the
rankings for each classifier, which would surpass the scope of this study.
Only the ranking loss, defined as the average fraction of pairs of labels that are ordered
incorrectly, is important in the context of this dissertation as a cost function.
Hierarchy-based
A wide range of HMC performance measures were compared in [BBS11b]. We presented
there a method to evaluate a set of performance measures for hierarchical multi-label
classification with regard to redundancy and discrimination power. The most important
aspect of that study was that some measures can be combined to identify different
characteristics of the predictions, but bias and similarities between the measures must
be taken into account. That can be used in very thorough and hierarchical evaluations,
but such evaluations would also surpass the scope of this study.
By definition, HMC datasets are also MLC datasets, and hence traditional, “flat” MLC
performance measures can also be used to evaluate the HMC performance. They lack
the semantic of the hierarchy, and so “flat” ones can misjudge the difficulty to predict a
certain label, but they are easier to understand.
Voting of Measures
Many studies have counted how many wins over the selected performance measures the
MLC algorithms have in order to assess the goodness of the predictions of the classifiers.
However, they do not verify the correlation between these measures. If two measures
seek to evaluate the same aspect, they may only have different values but the ordering
of the predictions, i.e. whether one prediction is better than the other, will still hold
(the discriminancy power will be the same). This is principally an issue in the context of
hierarchical multi-label classification. [BBS11b] presents a methodology for assessing the
correlation of the performance measures and determining whether a voting system will
be fair to a classifier. Because we have already chosen to use only a few flat measures,
this methodology can be avoided here.
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2.1.7 Discussion
In this section, many basic concepts of MLC have been presented. We have also further
described the choices we made in selecting the classifiers and performance measures used
in this study.
Some of the approaches discussed invest too much effort in identifying the label correlations, resulting in overfitting and burdensome calculations; consequently, many of the
discussed approaches will not be further considered. Most of the selected approaches do
not comply with the requirements we have imposed on the DMS, but they are representatives of a classifier class.
In a (heterogeneous) ensemble, the output can be incoherent to the training multilabels because in most of the approaches there is no global instance to overlook it –
and sometimes the incoherent solution may be a good one. Still, when merging different
multi-label predictions into a single entity, many issues should be considered so that the
labels can be improved by different means. One promising approach involves counting
the co-occurrence of labels in the multi-labels, which can be covered by association rules.

2.2 Association Rules
The goal of Association Rule (AR) mining is to search for the co-occurrences of different
items in transactions, as seen in market basket analysis (e.g. identifying sets of products
that are frequently bought together) [BBHK10]. This concept was probably first introduced into the field of computer sciences by [HHC66]. However, it was not intensively
used until it was reproposed by Agrawal et al. in their seminating paper [AIS93], which
created an understandable basis for applications and further research. We will adapt the
descriptions and terminology of Agrawal et al. for our task.

2.2.1 Concepts and Notation
In AR mining, the basic concepts are transaction, items, frequent-items and rules. A
transaction is a set of items. We want to know how often itemset appears in the set of
transactions S together with itemset. Given a set of transactions of size N , nA (nB ) and
nAB correspond to the number of transactions (also referred as instances) containing the
itemset A (B) and both itemsets, respectively; A, B ⊂ L = {1, . . . , N }, A ∩ B = ∅, in
order to avoid trivial rules. Further, nĀ is the number of transactions without the item
A. The corresponding frequencies of the items are defined as Support, denoted by p (i.e.
AB
). If an itemset has a Support greater than a predefined minimum Support,
pAB = nN
it is called a frequent itemset. Based on these definitions, an Interestingness Measure
(IM) can be calculated for the relations (referred later as rules) between two disjoint
parts of the itemset, an antecedent A and a consequent B, e.g. A → B. The motivation
is to quantify the relation between the itemsets for comparison with other rules. These
relations might or might not be symmetric, e.g. the IM values for A → B and B → A
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might or might not be equal. The most popular of such IMs is the Confidence of a
rule A → B, that is, an estimate of the conditional probability P(B|A) of B given A:
Cnf (A, B) = nnAB
. An AR A → B is defined as strong if the itemset A ∪ B is frequent as
A
well as the rule has a Confidence greater than a predefined minimum Confidence. The
application of the minimum Support and minimum Confidence for strong rules filtering
creates the Support-Confidence framework.
Historically, AR mining first focused on efficient and fast algorithms to extract rules.
One of the first was Apriori, for which the basic idea is to use frequent-itemsets to
generate further frequent items by changing just one item (breadth-first search). Further
development was made optimizing the search for new frequent items, e.g. Eclat [Zak00],
based on a depth-first search algorithm using set intersection, and FP-growth [HPY00],
based on an FP-tree for itemset generation. Each frequent itemset was then split into
antecedent and consequent, creating a rule. Only strong rules were of interest; all others
were pruned.
Contemporaneously to the algorithm mining development, questions about the strong
rules approach were posed and certain problems were pointed out regarding the quality
of the rules extracted by Confidence. This led to more than a decade of studies on how
to measure the quality (interestingness) of a rule. Many IMs were proposed with the
intention of overcoming the problems with the Support-Confidence framework. But, first
a short discussion of itemset redundancy will follow next.

Itemset Redundancy
There are numerous ways to deduce that an AR subsum another one, as described by
[ATS05]. A method widely spread and often integrated in AR mining algorithms is the
itemset redundancy: if adding an item to the itemset would change the value of a certain
IM, then this new set should be considered. If it does not change the smaller itemset
should be kept. This goes from the premise that the smaller set is more general.
In [MG10] many heuristics were applied to prune redundant rules using Confidence and
itemset simplification. Further, the method allowed to use rule schemas and provided
a framework for iterative pruning and filtering rules by an expert. Although this is
claimed by the authors to be based on Generalized ARs (GARs) ([SA95])(which will be
introduced in 2.2.3) it does not involve the key aspect of expectation. Generalization
is understood differently in [MG10] than it usually is in the context of AR mining as
introduced in [SA95].
Still much of background knowledge or data analysis of the task is required to create
the rule schema or to set a certain minimum rule threshold. Also, the approach did not
use a test framework, therefore the findings cannot be transferred to other tasks with the
same parameters. The evaluation for each application requires therefore a great effort.
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2.2.2 Interestingness Measures
Although Confidence and Support are still in widespread use in AR mining, utilizing
such a framework implies the admission of two major problems. First, depending on
what is defined as interesting, interesting rules can generally have a low Support, even
below the minimum Support; as a result, defining a minimum Support level entails
the risk that interesting information will be ignored. Rules including items with low
Support that are interesting in relation to an IM are also called interesting rare ARs.
Second, Confidence is not a good measure at all, since it may misguide the user. Even
if a rule has a high Confidence, it may point to an association that has a Confidence
value lower than the Support of the consequent, i.e. looking for this combination may
lower the probability of finding the consequent. The items are then negatively correlated
[BVW03, Bal10]. This is the case because the consequent’s Support pB is not taken into
account in Confidence: this also disables Confidence to measure the point of statistical
independence pA ∗ pB = pAB . IMs that try to cope with this problem normally use
0 as the point of statistical independence and negative values for negative correlation
(e.g. Centered Confidence, Pearson coefficient). An additional disadvantage of the wellestablished Support-Confidence framework is that “Confidence is unable to extract truly
interesting rules”, as stated in [BVW03]. The underlying reason is not only because of
the disattention to the point of independence, but also because rules with high Support
are usually obvious ones. However, minimum Support avoids a group of rules that Confidence may extract that have a peculiar property: surprising rules and random/noisy
rules sometimes cannot be distinguished until the reasons/semantics are analyzed (i.e.
is there a causality relation, or it is just a series of random co-occurrences?).16 For applications in which statistical significance (and therefore minimum Support) is important,
such as market basket analysis, the Support-Confidence framework will generally work
well. However, there are other applications that will suffer performance decreases and
will require other ways of measuring the relation of quality/importance/interestingness
between itemsets.
Many IMs have been applied to association analysis, and even review articles have
been published. For the most part, we implemented the IMs from review papers, since
they introduce a coherent notation and comparison. Good review papers about IMs
for ARs are [LTP07], [ASR10] and [LBLL12]. However, none of these contributions
provide a benchmark framework for rule interestingness. They primarily discuss a specific
important property, i.e. whether a measure is able to mine rare ARs. [LTP07] uses a
classification framework to verify the accuracy of the extracted rules, but it is usually
difficult to select which rules should be analyzed by humans and which should not in
such a context. A list of the standard IMs is depicted in Table 2.1; they are divided into
null-invariant and not, which will be explained later in this section.
For the sake of simplicity, in the notation of formulas and argumentation, single items
will be used instead of itemsets, i.e. a := A, b := B with a, b ∈ L, rules are then
16

See the “beer and diaper” story: http://www.dssresources.com/newsletters/66.php stand October 2015.
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pairwise. We require here the use pairwise because it is the best fit for our needs for
relation extraction between labels and offers a good baseline.
In our main task, we can measure whether the application of an IM increased or
decreased the prediction quality of the results. Because we are interested in large datasets
with many small classes, a formal introduction to GARs and ARs with hierarchies, is
warranted.

2.2.3 Generalized Association Rules
Generally speaking, when the number of items (labels) used to categorize the data begins to become overwhelming, information scientists develop an ontology to handle the
connections between labels and proceed to organize the data in a divide-and-conquer
manner, with the goal of improving user experience and the understandability of the
context of the domain and the data within it. This results into the labels being usually organized into a taxonomy or more generally into an ontology. An ontology, as
described by [DGB07], formally specifies the concepts (usually hierarchically organized)
and their relations within a domain. The concepts of ontologies are often used to classify
or annotate objects. An ontology O is a structure O = (T m, C, Rel, G), where Terms
T m usually cover natural language aspects and are assigned to concepts C and relations
Rel. Examples for concepts are “biological process” or “membrane fission” and for relations “to transport sugar” or “positively regulates”. The relations connect concepts
producing a labelled graph structure G over these concepts, like there is a direct path
between “biological process” and “membrane fission”. More specifically, we focus on the
underlying taxonomies which contain concepts connected only by the is-a relation. They
are also often referred to as concept hierarchies [DGB07]. The concepts are in this study
represented by labels, so the hierarchy is the graph H ⊂ (L ∪ {0}) × L on the items of
L. A parent lbi and a child li have then the vertex (li , lbi ). If we assume two ontologies,
i.e. the subgraphs with is-a relationship of the hierarchies, over L with li ∈ Hi , lj ∈ Hj ,
li , lj ∈ L, i 6= j, Hi ∩ Hj = ∅. Each transaction with item li is assumed to have the
ancestors of li .
The final structure may be utilized or not when the data is mined by a data-mining
algorithm. Although ontologies can improve the results, the improvements cannot be
always quantified. The idea to use a hierarchy over the itemsets to mine ARs was
discussed in [SA95], as well as creating also a hierarchy over the rules. For example, a
rule “Headgear”→“Clothes” would be more general in the hierarchies of Figure 2.6 than
a rule “Hats”→“Coats” because it is placed higher in the hierarchy. Pairwise GARs
are then the associations a→b, a ∈ H 1 and b ∈ H 2 , elements of hierarchical itemsets,
such that b is not an ancestor of a, allowed to have items from different levels of the
hierarchies. We define also the parent rules of a→b as b
a→b, a→bb and b
a→bb, where b
a ∈ H1
2
and bb ∈ H are parents of a and b within the respective ontology. Generalization means
that the items of a rule are replaced by their parents and can thus be done on either side
of the rule or simultaneously on both.
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Table 2.1: List of used Interestingness Measures and Abbreviations. NI: null-invariant,
Nr.: Number, Abbr.: Abbreviation
Nr. Measure name
Abbr. Formula
Ref.
Null-invariant
pab
1.
Confidence
Cnf
[AIS93]
pa
[ASR10]

min(Cnf (a,b),Cnf (b,a))

[TKS04]
[ASR10]
[WCH10]

Cosine

Cos

3.
4.
5.

Jaccard
All-Confidence
Kulczynski

Jac
ACnf
Kulc

6.

Sebag-Schoenauer

7.
8.

Support
Lift

Seb
Not null-invariant
Sup
pab
pab
Lif
pa ∗pb

9.

Conviction

Cnv

10.

Certainty
Cfactor

Crf

11.

Piatetsky-Shapiro

PS

N ∗ (pab − pa ∗ pb )

[PS91]
[LTP07]

pab
∗ ( p1a
2
pab
pa −pab

+

1
)
pb

[LTP07]
[AIS93]
[BMS97]

pa ∗pb̄
pab̄

(

Cnf −pb
1−pb
Cnf −pb
pb

[BMUT97]
if Cnf >pb
otherwise

[GBSM02]

12.

Bayes Factor

BF

13.

Loevinger
Centered
Confidence
Klosgen
Odds Ratio
Kappa
J-measure
Least
Contradiction

Loe

Seb∗(1−pb )
pb
pab −pa ∗pb
pa −pa ∗pb

CCnf

Cnf −pb

[LTP07]

Klos
OD
κ
JM

√

pab ∗(Cnf −pb )
pab ∗pāb̄
pab̄ ∗pāb
p −pa ∗pb
2∗ p ab
ā ∗pb +pa ∗pb̄
p b̄
p
pab ∗log( p ab
)+pab̄ ∗log( p a∗p
)
a ∗pb
a b̄

[KB09]
[ASR10]
[LBLL12]
[ASR10]

LC

pab −pab̄
pb

[LTP07]

14.
15.
16.
17.
18.
19.
20.

Gini index

GINI

21.

Yule’s Q

YQ

22.

Yule’s Y

YY

23.
24.
25.
26.
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pab
pa ∗pb
pab
pa +pb −pab
√

2.

Collective
Strength
Laplace
Zhang
φ-coefficient

[LTP07]

pab̄ 2
) )+pā ∗
pa
p
p
(( pāb )2 +( pāb̄ )2 )−p2b −p2b̄
ā
ā
pab ∗(pāb̄ )−(pab̄ )∗(pāb )
pab ∗(pāb̄ )+(pab̄ )∗(pāb )

pa ∗(Cnf 2 +(

√
√
p ∗(p )−
(p )∗(p )
√ ab āb̄ √ ab̄ āb
pab ∗(pāb̄ )+

(pab̄ )∗(pāb )

[TKS04]
[TKS04]
[TKS04]

CS

pā ∗p +pa ∗pb̄
pab +pāb̄
∗ p b +p
pa ∗pb +pā ∗pb̄
āb
ab̄

[LBLL12]

L
Zhang
φ

(pab ∗N )+1
(pa ∗N )+2
pab −pa ∗pb
max (pab ∗pb̄ ,pab̄ ∗pb )
pab −pa ∗pb

[LBLL12]
[LBLL12]
[TKS04]

√

pa ∗pb ∗(pā )∗(pb̄ )
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Headgear

Caps

Hats

Clothes

Outerwear

Jackets

Shirts

Socks

Coats

Figure 2.6: Example Hierarchy

The method proposed in [SA95] utilizes the hierarchy to remove redundant rules under
the condition that the redundancy is caused because the items of the rules correlate less
than what would be expected from the assumption of statistical independence between
two labels and their ancestor. This method is based on the concept of expectation more
specifically, the idea that the actual support value of two items appearing together is
higher than what would be expected under the assumption of independence (as in the
covariance(a,b)= pab − pa ∗ pb ).
A key aspect is that for a child node to be able to obey this property with respect to
a parent node (i.e. they are assigned many instances in common), the items should be
more strongly correlated than another sibling. This method [SA95] can be seen as an
extension of the study causing the dissemination of ARs [AIS93] but did not have the
same impact. The greatest difficulty with the method is identifying real word problems
where it can be used. The toy example given in the paper helps the reader to understand
the problem and the method’s solution. It still uses confidence and support but extend
them to treat parent and children relations. The expectation for a child depends on the
amount of support it gets from its parent node.
The concept of combining the standard Support-Confidence framework with the thresholds and hierarchy was introduced shortly afterward: multi-level ARs were presented in
[HF95]. Although the idea is typical for standard hierarchical approaches (i.e. adapting
everything to the node/depth) it only moves the main difficulty of the ARs approach,
namely setting the right confidence and support threshold values, to each single level of
the hierarchy. This bring a degree of parameter independence to handle the problem better, but at the same it makes the problem of parameter setting much more intractable.
In their original setting, GARs instead use only one threshold, which can be set to unity,
making rules only interesting if they surpass their parents’ expectations.
One motivation was that some data can be categorized in different ontologies, with
each ontology having its own domain, logic and structure. Connecting data through
the domains has attracted increased interest among researchers only in the last decade,
within the research of Ontology Alignment (OA). Despite the differences between OA
and GARs they have many common aspects, which allows GARs to be applied to OA
problems and vice versa. However, the standard GAR framework suffers from the same
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shortcomings of the Support-Confidence framework. In fact, the drawbacks can even be
worse, since rules on the top are preferred, hiding interesting rules on the bottom of the
hierarchy with small support. Another key piece in resolving that problem is presented
below.
Statistical Interestingness/ Rare ARs
The strong rules framework does not work well on hierarchies (and probably on large
itemsets) where the top nodes are often strongly connected (obvious) and there might
be many leaf nodes with small support (hidden interesting rules among random rules).
Therefore, avoidance of minimum Support is a key aspect. The question is then the
property that an IM must possess to still extract quality rules.
The problem of finding rare ARs was discussed in [ASR10]. There, the authors propose five properties relevant to IMs seeking to mine rare ARs in addition to the three
properties proposed by [PS91]. The most important of these is null-invariance: a measure is null-invariant if the value of an AR does not change when transactions are added
to the transaction set that do not contain items of the AR. This comes from the fact that
the number of transactions N can be removed from the measure’s equation. Such IMs
were also considered by [LTP07] as descriptive which are contrasted to the statistical
measures. Moreover, it was argued that “It seems logical to prefer statistical measures,
as the reliability of its assessment increases with N , the number of transactions”. However, preferring dependence of N points indirectly to strong Support items, i.e. strong
Support rules will be more perceptive, and therefore obvious rules will be extracted,
contradicting one of our main goals within this study. We will therefore focus on nullinvariant IMs in our discussion. In Table 2.1, the IMs are divided into null-invariant and
not null-invariant.
The null-invariant property enables us to accomplish our goal by considering IMs that
can cope with large number of labels with small support.

2.2.4 Cross-Ontology Association Rules
The IMs were created with a focus on market-basket analysis and have been thoroughly
discussed and examined under this premise by many studies. We will not use this method
to extract high support and confidence rules, but we will apply ARs to examine relations
between ontologies, in particular connections between deep down nodes of the hierarchy.
For that a new perspective is due.
For our prediction task, the standard AR framework will likely decrease the prediction
quality. Classes with strong Support will probably be predicted well; in contrast, prediction in classes with small Support will be difficult, resulting in poor quality. Therefore,
we will not use minimum Support on any of the IMs in the experiments. We are confident
that the proper IM will enforce the classes with small Support and will not change the
correct predictions with high Support. The class of IMs that best fits our needs is the
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rare ARs. However, in order to apply an AR to the labels, we must regard the problem
with a different set of concepts, or at least translate them. In this study, a multi-label
(predicted or not) will be treated as a transaction, each label λ being an item of the
transaction with A = li , B = lj λ ∈ li , li ⊂ L = {1, . . . , N }. Here, for simplicity, we are
interested in one-to-one links between labels.
Some of the null-invariant measures might give a high score for rules with high Support
(e.g. Confidence), but under our condition of avoiding minimum Support, a large number
of items with small Support will not be pruned; thus, there will very likely be many
top-ranked rules with small Support. Because most null-invariant measures still weight
certain properties differently, some will be more adapt for our requirements, probably
the ones that are symmetric and can detect the point of statistical independence.
Surprisingness can also be a fashion of rare interestingness, as described in [Köt12].
The Jaccard measure used in that work to discover surprising connections between semantically different subnetworks complies with our null-invariant/descriptive requirements (being a symmetrical, null-invariant IM). Finding such rules/connections in large
data is an actual research question. As in this example, we want to find relations between
ontologies (semantic disjunct subgraphs), enabling not only the extraction of relations
between these subgraphs (and therefore extraction of knowledge), but also improvement
in the predictions through that knowledge. The rules extracted between the ontologies
with rare labels will be not as obvious as the strong rules of the standard SupportConfidence framework but might be surprising and reveal unknown knowledge about
the task at hand (see Chapter 1 for a more detailed motivation).
Some methods have been devised to measure the quality of the extracted rules, ranging
from comparison to a rule set designed by an expert to examination of the top-k-ranked
rules. Another path is presented by research on pruning methods such as [DMDH02] and
[DGB07] which have used the framework of the academic dataset of the Ontology Alignment Evaluation Initiative (OAEI).17 This provides a good benchmark to test whether
“interesting” rules18 can be extracted, since the rules are easy to understand. The main
goal of the authors was to find courses linked to departments and faculties from two
different universities. The assumption was that they would be described with similar
vocabulary and would be connected by the classifier, whereas opposite courses would be
easy to distinguish (i.e. relatively obscure language courses vs. Western European languages or engineering vs. law courses). Where appropriate, we will use this benchmark
in the experiments.
These rare ARs can be used in our task to enforce connections between labels with
low Support, improving their prediction quality.

17
18

http://oaei.ontologymatching.org/
In this context, an interesting rule would connect items that are similar among the ontologies.
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2.3 Multi-label Classification Improvement
As described in the introduction, a post-processing is applied in order to improve the
prediction quality of the MLC. In this section, we will present the background to some
post-processing approaches in MLC.
An important issue to be discussed regarding MLC improvement is the known problem
of the trade-off between bias and variance, but this time in the MLC context. The authors
of [TRS09] describe bias in this context as a means of measuring the distance between
the predictions of a learning algorithm for an example and the target value. They also
describe variance as a way to measure the effect of a training set on the predictions of the
learning algorithm. We can divide the approaches to increasing prediction quality that
do not modify a base MLC algorithm into three groups: the first includes methods using
bagging/bootstrapping/resampling and only attempts to diminish the variance. The
second involves ensembles and meta-classifier approaches aimed at diminishing the bias,
especially when the method is heterogeneous with regard to the base classifiers. Some
approaches combine both resampling and ensembles to decrease the error introduced by
bias and variance. Meta-classifiers are built on top of base multi-label classifiers, with
the goal of combining and improving the output of these base classifiers. The last group
of methods is applied to the output (i.e. the prediction of a multi-label classifier) as a
post-processing step that seeks to diminish the bias; it will be referred to here as multilabel predictions improvement. In this section, we are interested exclusively in this last
group, as it is the least cost intensive to setup.
Furthermore, the authors of [TRS09] state that “in general, bias and variance both
depend on the complexity of the model but in opposite directions”. There is no guarantee
that if the training data is perfectly integrated into the prediction model, this model will
perform well on unseen data. As the model is adapted to fit certain training data, its
generality19 decreases, and thus the model may over-fit the seen data. Consequently, it
is assumed that there is an optimal trade-off between these two sources of error.
With multi-labels, classification bias and variance have another degree of freedom:
the co-occurrence between the labels. This is because the bias and variance can also
be observed label-wise, i.e. if a method decreases the bias and/or variance of one label,
it may increase for another. It can be also even related to the performance measure
employed, since in the case of MLC, the error can be calculated in many ways. An
optimal trade-off can therefore be achieved in multiple ways, depending on the objective
function/performance measure. Optimizing this trade-off for one label may decrease
or increase the prediction quality for other, i.e. positive and negative correlations may
influence the result.
A division of approaches with regard to how to analyze the correlations was probably first given in [ZZ10]. This division is based on the order of the label correlation,
having three classes: first, second and high-order correlation analysis. The first-order
strategy class concerns the strategies that do not care about the correlation of the labels.
19

See the definition of generalization in MLC in Section 2.1.
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Figure 2.7: Division of Approaches for Improvement of Multi-label Prediction
High efficiency and simplicity are the positive points of this class; BR is an example.
The second-order algorithms only use pairwise correlations; an example is the pairwise
comparison of CLR [FHMB08]. The high-order approaches go great lengths of effort
to consider the correlations between labels in the classification process, as in classifier
chains [RPHF09], random subsets of labels to find connections [TV07], etc. Generally,
the correlations analyzed are the positive ones; the negatives are apparently neglected.
The correlation order is also an important factor when dealing with predictions of classifiers from which no assumptions can be made except that the output is MLC conform.
When using MLC approaches (in special ensembles, but also PT), the output might not
be consistent with labels within the training set. It might make predictions that were
not seen in the training data, since most of the ensemble classifiers do not check with
each other, if the prediction is consistent across the internal models of all base classifiers.
For example, for Newsgroups 20, in an ensemble a classifier might predict “comp” and
another “religion” for the same test sample, but no training set would have the labels
“comp” and “religion” assigned at the same time. Thus, second or high-order correlations
might be violated. Dealing with this label prediction incongruity/uncertainty/ambiguity
in order to increase prediction quality is also a significant part of multi-label prediction’s
improvement.
The multi-label prediction’s improvement approaches can be divided as shown in Figure 2.7, although there are some intersections. One group optimizes the threshold for
the confidences of the labels or rankings given by the classifier whereas the other group
works on rules over the multi-labels, referred to as label constraints. On the threshold
side, the approaches search for the proper threshold for turning the confidence prediction
positive or negative by using samples, labels (categories), rankings or a class hierarchy.
Through one of these options, the threshold value is optimized for a given performance
measure.
The label constraint approaches use the hierarchy or rules extracted by ARs. The
ranking conformity is also motivated by preserving the relations of the labels and therefore maintaining the label constraints, but it is usually also linked to a threshold. The
threshold and the label constraints approaches should be independent, and therefore the
two approaches can be combined, but some approaches and orders of application should
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work best. However, certain combinations of methods can be contradictory, i.e. a label
that was removed by a threshold method may later be set by a label constraint. In our
experiments, we will not access any combination of the approaches because we do not
expect any significant decrease in bias nor increase in generality when applying multiple
methods of improvement. Later in this section, each leaf node of the tree from Figure
2.7 will be discussed.
The basic methods for multi-label prediction improvement approaches will be presented in more detail in the following section.

2.3.1 Threshold
Most of the research on the post-processing improvement of predictions concentrates
on how to set the threshold in order to turn the scores assigned to the labels by the
MLC algorithm into positive or negative predictions. The most important issue is which
performance measure to use; depending on micro- or macro-averaging of the results, the
value of the chosen measure may increase or decrease depending on the selected threshold.
For example, using a different threshold can increase the true positives discovery of a
singular label but in the process significantly worsen the F-1 of most of the samples
(instance-based) or other labels (label-based). This will generally also have an impact
on the other performance measures.
Score-based
[Lew92] exposes this problem on how to properly set the threshold of classifiers to obtain
multiple (i.e. using multi-class classifiers) and proper predictions, not by using the top-k
categories but by assigning each class proportionally to the amount it had in the training
set. Yang first introduces in [Yan99] the RCut, PCut and SCut strategies and elaborates
on their improvements, RTCut and SCutFBR, in [Yan01]. The main idea is to use a
validation set to optimize a threshold – by using either scores or rankings of the classifier
(SCut, RCut, SCutFBR and RTCut) – from where the labels should be assigned, or
optimize the number of samples (PCut) assigned to each class. The threshold can be
fixed either globally (just one), or for each label depending on the method. PCut and
SCut are very similar, setting a threshold per category. Whereas PCut focuses on setting
the number of samples per category for a global measure, SCut emphasizes the value of
the measure for each label separately.
An unpublished study [eFjL] compares different approaches with different measures,
showing that the binary method (setting the label if it is higher than a given threshold)
can improve the results of binary classifiers, especially within the LF-measure. However,
for general purposes, the authors propose a simple method based on a validation set, a
selected performance measure and the method of [Yan01].
In [PFR13], a small improvement of SCut was proposed guarantying the global minimum of micro F-1 over the threshold strategy. In addition, a method to create a
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micro-R-P curve was presented.
None of these approaches considers the correlation of the labels, and some require cost
intensive cross-validation to set the parameters.
Rankings
The scores can also be ordered into a ranking. Although RCut was discussed above,
there are some peculiarities when using rankings instead of directly applying a threshold
on the scores. The advantage is that the order or the labels is (indirectly) taken into
account and thus the correlation among the labels might be preserved, as long as the
underlying classifier belongs to any order of correlation analysis but the first. These
approaches no longer rely on the confidence given by the classifiers, i.e. if the two topranked have a much better than the third and the ranking threshold is set to use the
third, the third-ranked label will be set, despite its low score. Still, some methods using
just the score of the classifier might assign no label at all for a test sample, here this
does not happened.
In [MRUnL06], a review is presented of certain methods to select the best rankings
and turn them into labels. The authors compare three algorithms based on [Yan99],
R-Cut, P-cut and S-Cut. This was a very limited study, and R-Cut had not achieved
good results in comparison to the others; consequently, generalization to other cases is
only very limited.
In [FHMB08], the authors propose to insert a meta label into the ranking. Although
the classifier uses binary classification to decide which label will win over another (onevs-one), resulting in a ranking over the labels, the meta label is selected using a BR
approach: it counts how many BR classifiers were positive, and uses this number to
cut the labels with fewer wins. Although, the one-vs-one might indirectly consider label
correlations the BR approach for the meta label does not, and therefore contradicts the
base premise of the algorithm.
Label Cardinality
Read and Pfahringer [RPHF09] introduce a method (referred hereinafter to as LCA) to
estimate the threshold globally. Their method chooses the threshold that minimizes the
difference between the label cardinality of the training set and the predicted set.
t = argmin |LCard (DT ) − LCard (Ht (DS ))|

(2.12)

t∈[0,1]

where LCard (DT ) denotes the label cardinality of training set and LCard (Ht (DS ))
the label cardinality of the predictions on test set if t was applied as the threshold.
Although the method indirectly considers the correlations of the labels (by counting
the average number of labels), it relies too much on the average (i.e. the distribution of
the labels), which can be modified by a bagging algorithm. Furthermore, it oversimplifies
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the problem by using only a single threshold for the entire test set – that is, each instance
must comply with this threshold. This method can be assigned to the category-threshold
based in Figure 2.7.
Neural Networks, Kernel-based and kNN
These approaches must be considered separately from the above because they weight the
output differently and specialize in a base classifier output.
Some approaches specialized the threshold procedure for the neural networks. [Sap09a]
introduces a dynamic sample-dependent approach on how to binarize the rankings output
from ART neural networks to labels, as explained in Section 2.1.3.6. BP-MLL [GMW08]
is a neural network based algorithm that uses a threshold value for each label in the
error function. This means that while training the network the threshold is also learned.
ML-kNN’s threshold for the labels is usually set to 0.5, i.e. the probability of this
label being set is greater than the alternative. MLRS [YPM14] uses a more sophisticated
approach:
XX
t = argmax(
1 − δ(yiλ , Ψ(xi )λ ≥ t)))
t

i

λ

where δ is equal to 0 if the arguments are equal and 1 otherwise. This function tries
to maximize on the training data the number of true positives by selecting the right
threshold.
In [XlW11], the scores from a weighted voted kNN are scaled to 1 using the highest
predicted score, and then a binarization with a predefined threshold for a certain ranking
position is applied. Normally, the threshold for the first ranking is t1 1.0, such that the
top candidate is always set. The thresholds for ranks 2, 3 and so on must be optimized
by the training data, which is very costly and does not count the correlation between the
labels. It seeks to gain robustness against variation of confidence over different samples
by normalizing the score of the prediction. Still this is a chimera between ranking and
threshold based approaches.
In [CGH00], a SVM is trained one-vs-all, dividing training set in training and validation sets (cross-validating), classifying the validation samples and on each instance’s
prediction saving the best threshold. This approach uses kNN on the test set to determine the best saved threshold from the training data to be applied on the SVMs
predictions for the given test sample. The approach goes to great lengths to set the
threshold individually, which is also a major disadvantage for large datasets.
These methods covers most of the nodes from Figure 2.7: they can be assigned to
Threshold, Category, Sample and Ranking.

2.3.2 Label Constraints
Most MLC approaches invest a great deal of effort when training the classifiers so that
the classifiers incorporate the constraints, which requires a much higher number of cal-
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culations from the classifiers compared to the case in which such relations are ignored.
The use of correlations and therefore constraints on the output as a post-processing
procedure is a scarcely investigated issue.
To the best of the author’s knowledge, the study published in [CMO05] was the first
to apply IM confidence to the selection of rules from a set of predictions. Still they
were not applied to the predictions correcting them, but only to create a graph to verify
whether the extracted rule set (also constructing a hierarchy) corresponded to common
sense.
In [PF08], the integration of ARs with strong rules as label constraints or label rules
was attempted. The work was vast and used multi-item to item rules without using
ranking. Negative correlations were also considered. For the label constraints extraction, standard AR mining was used with minimum support varying from 20 to 60%
and confidence between 90 and 100%. Smaller itemsets were preferred over larger, i.e.
A → B was preferred over C → B if C ⊂ A. In addition, two different approaches to
change CLR rankings into rankings obeying the label constraints were presented. However, improvement could only be stated in the artificial datasets; in real-world data, no
improvement at all could be stated.
Error-correcting output codes for MLC were tested in [Kou10, FL11, KK12, FP12].
In this method, labels are first described by a coding matrix, each classifier is trained
accordingly and then the output is grouped together creating an output code. The
code next to it is used as output, recoding the predictions as multi-labels. Although
the method shown to improve the results in some cases, it has several disadvantages:
it is difficult/costly to extract rules, online learning in one epoch is not possible (a
preprocessing before the classifier excludes such a possibility), the results depend heavily
on the coding matrix and the final classifier is highly complex.20

2.3.3 Comparison of Approaches
For the multi-label prediction’s improvement methods, we have some conditions that
must be fulfilled for integration into the DMS. As already requested from the classifier
it should be able to perform with fast and stable online learning, so the post-processing
method should support it. Furthermore, it should have few parameters to adjust and be
economical with regard to the calculations performed, since the methods will be applied
to large datasets with large labelsets. Consequently, a large proportion of the labels will
have small Support value21 and should be considered by the approach.
Some approaches using the threshold for the confidence can enable small labels to be
set (using sample-wise or category-wise). However, approaches from this group do not
take into account the correlation among the labels at all. Furthermore, they have to
20

We refer here primarily to the difficulty of understanding the final model but also the classification
speed could also be noticeably impaired.
21
This assumes that the label cardinality will be much less than the label density, which generally is
the case.
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Table 2.2: Comparison of multi-label prediction improvement approaches
Method
online learning correlation few parameters small labels
Threshold
Sample
X
X
Category
X
X
Label Constraints
Association Rules
X
X
X
X
Threshold / Label Constraints
Ranking
X
X
Hierarchy
X
X
optimize the value over the whole training set, i.e. online learning is not possible. The
approaches based on ranking, using threshold or label constraints, suffer from the same
issue; however, these two groups require only a few parameters to be adjusted. Moreover,
when using ranking, correlations are indirectly respected. It should be noted that by
taking the correlation but also strongly relying on the confidence given by the classifier,
strong support labels will be preferred. The hierarchy based methods also give preference
to strong support labels and do not allow flexible online learning (the hierarchy structure
is not allowed to change).
The only approach that meets all our requirements is the label constraints. This is
because the constraints take into account the correlation among the labels but also because they can be extracted online from the data and applied accordingly. Additionally,
these approaches have only a few parameters. Still, standard AR mining framework will
not succeed and methods which enable improvement on small support labels should be
preferred.

2.4 Discussion
We have presented the basic notions of the fields that will be used in the approach
to be introduced, including the notation and basic concepts of MLC. The multi-label
classifiers that will serve as the baseline for the MLC experiments were briefly reviewed
with reference to our requirements.
The key aspects of ARs were written down in our notation and reviewed in terms of
our goals. The weaknesses of the Support-Confidence framework were pointed out, and
other interestingness measures were presented. Some key aspects of rule extraction were
also discussed.
Multi-label improvement was defined as it will be understood in this study, and we
highlighted the concepts that are most important from our perspective. Many of the
methods do not take into account the correlation of the labels and use the training data
in order to optimize the transformation between label scores of classifiers into positive
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or negative predictions, largely ruling out any online procedures. Among the approaches
presented, the label constraints method meets our requirements best. However, the
straight forward application of label constraints is not a guarantee for improvement. In
our opinion, one serious problem is that the labelset is too small for the classifiers to
miss repeatedly so the improvement would be remarkable. Further, the labelset must
be much greater so the correlations have a significant impact on the improvement. This
will be discussed in depth in the following chapters.
Next, we will present the state of the art that motivated our approach and discuss this
from the perspective of our goals.
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In this chapter, we investigate the state-of-the-art methods relevant to our system and
discuss why they do not fulfill our requirements. In particular, we consider approaches
that could be used in the DMS and have similarities to our approach. We again examine
the three main research fields highlighted in the previous chapters: MLC, association
analysis and MLC improvement.

3.1 Multi-label Classification
The requirement for the multi-label classifier set out in Chapter 1 was the ability to
execute online-learning MLC with good performance on large datasets with multiple
class ontologies. We can divide this requirement into three main conditions and one
additional for an MLC algorithm to fit the DMS, although all the elements complement
one another: the ability to handle large datasets, online learning (instance-incremental
learning) and multiple class ontologies, as well as the ease of model understandability.
Regarding the multi-ontology aspect, to the best of our knowledge, no studies have
yet examined the simultaneous prediction of two labelsets or the use of the prediction
of one labelset to predict another. The method proposed in [DMDH02] trains a text
classifier on one dataset and predicts a new label for a text sample that is already labelled
by another dataset in order to perform ontology matching. For example, a classifier
trained on courses at the University of Washington then classifies courses descriptions
from Cornell University into the taxonomy of the University of Washington. Here, the
predictions are not used cooperatively; rather, the training occurs independently of the
other labelset. At the end, the labelsets can be put in relation by counting which courses
were assigned to the same instance (either manually or by the classifier). The studies
(e.g. [YYT05, LM10, WZG12]) that have two labelsets for the same object predict them
independently and do not investigate the question of how they could be combined in
order to achieve higher-quality predictions.
Large datasets are often associated with evolving data streams, which implies a requirement for drift-detection and instance-incremental learning (online learning): when
the stream changes, the classifier must adapt to it. We review this field in a comparative
fashion at the end of this section. First, however, we will discuss the approaches that
exclusively concern large datasets.
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3.1.1 Large Data / Efficient Multi-label Classifiers
Only in recent years, the scalability of MLC approaches has been explored, with improved
and new algorithms developed to cope with the increasing complexity of problems, either
in the labelset or in attribute space or in sample size.
In [RPHF11], a comparison of various approaches (mostly ensembles) to the multi-label
classification of large datasets is presented. One key aspect identified is that although the
correlations between the labels are indispensable in MLC, utilizing them in the classifier
entails many difficulties: “not only does it become computationally challenging to model
all label correlations, but there are no significant predictive advantages in doing so”.
The authors argue that by exerting too much effort in the utilization of correlations,
the prediction quality of individual labels suffers. This assertion is based on the premise
that not all labels are correlated to one another; more importantly, only a fraction of
the correlations are strong and should be considered, as is usually the case for realworld datasets. The implemented algorithm uses ECC (described in Section 2.1.5)).
This method can achieve very high accuracy in comparison to other methods, but for
hundreds or even thousands of labels, the base classifiers must be very simple to solve
the problem in a reasonable time frame, since the classification tasks will be sequentially
performed by the classifiers in the chain. However, decreasing the complexity of the base
classifier will very likely decrease the prediction quality of the system.
In [MF10], a Calibrated Label Rank (CLR) method is presented that only uses simple
perceptrons as classifiers [Ros58] (i.e. simple linear base classifiers that can be incrementally trained). CLR divides the classification into L2 ∗ (L − 1) one-vs-one problems;
that is, each classifier tests the probability of one label against the other. These pairwise
predictions can then be ordered, creating a ranking. The main contribution of CLR is a
pseudo-label that defines the cut point in the ranking, determining the relevancy of labels. The key issue with this approach is that classification problems are not always well
modeled by linear methods, even when they are divided into L2 ∗ (L − 1) sub-problems;
in addition, the use of non-linear methods in CLR does not scale well. Increasing the
number of labels makes enormous demands on memory space and time, as the number of
classifiers is proportional to |L|2 . Although only the examples relevant to a certain class
pair should be considered, fast and stable online learning is not guaranteed: if there is a
new label |L| − 1, new classifiers must be created to access previously processed training
data. Most importantly, in order to set the pseudo-label, a one-vs-all classification (BR)
must be performed to count how many labels should be set, a method that does not
comply with the use of label correlations. Still the study used a dataset (EUR-Lex) with
two class ontologies, but they were independently predicted.
[NKLM+ 14] describes a further development of neural networks for the purpose of
handling large datasets. Here, the comparison was performed using multi-labelled Backpropagation BP-MLL [ZZ06], which did not finish classification of the EUR-Lex dataset
in a reasonably short time period. However, the study does not disclose the time required by the proposed methods to complete each task. Furthermore, the parameter
search seems to be very difficult, thereby disqualifying the method for use with large
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datasets. In particular, the search is impeded because it must be applied multiple times
on the training set in order to determine the right parameters, resulting in a very long
total training time.
Some researchers have called for the use of bagging, especially for decision trees (random decision forest; [MKGD12]). Also here, the combinatorial explosion means that
the high number of permutations for large datasets must be kept in memory in order to
avoid identical trees1 , which exponentially increases the training and testing effort. A
random search of the possible parameter space is a compromise but should be avoided
for very large datasets, as it is far more difficult to ensure diversity between the sampled
learners2 .

3.1.2 Evolving Data Streams
The research that comes closest to our application from the perspective of MLC is the
field examining the task of evolving data streams [BG09, RBHP12]. Notably, because
we do not yet know how to evaluate the problems of evolving data, the time variable
is not always provided for datasets and is not used in the metrics; to the best of our
knowledge, there is no measure that can assess and evaluate whether an error is due
to MLC, concept-drift or both. We simply require that the classifier can be adapted
to a new label or that the training can be continued after the testing phase has begun
without looking up previously processed training samples.
In [RBHP12], approaches to solve the instance-incremental problem of MLC for evolving data streams are discussed. The authors present a multi-label Hoeffding tree with
pruned sets [RPH08] and multi-label classifiers at the leaves, especially suited for the
concept-drift with the incremental learning setup. However, this approach does not meet
our requirements for a simple model (the process is difficult to analyze), high accuracy3 ,
and short running time.

3.1.3 Discussion
In Table 3.1, the relevant approaches are discussed in relation to our criteria. We compare
the approaches to our requirements of online learning (instance-incremental learning) and
the ability to handle large datasets and create models that are easily understood. Although the approaches presented in this section are in part comparable to ours, certain
major drawbacks make them unsuitable for our task. In particular, approaches that
1

Although the probability of producing identical trees is small enough to neglect, it is difficult to test
the heterogeneity of the created forest without exploring a significant part of the permutation space;
if some trees are very similar, the prediction would be biased.
2
Although the search space increases, the number of trees will also probably increase even steeper since
the correlations must be taken into account.
3
The base classifier, J48 decision tree, is known to perform poorly on text categorization tasks; consequently, recent papers use forests of decision trees (bagging), as in [MKGD12].
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Table 3.1: Comparison of MLC approaches
Approach (Ref.)
Online learning Large Datasets Simple Model
ECC [RPHF11]
N
Y
N
EaHTP S [RBHP12]
Y
Y
N
DCMLPP [MF10]
N
Y
N
NNAD [NKLM+ 14]
Y
Y
N
engage large datasets do not create simple models4 , rendering interpretation and investigation more difficult. All of the approaches sacrifice the understandability of the base
classifiers in use (perceptrons, decision trees) in order to increase accuracy and cope with
large datasets. Models must include an easy way to identify noise and errors in large
datasets, allowing erroneous and faulty samples to be removed; however, this search
generally requires significant processing time. Easily understood models enable users to
debug and comprehend the model extracted from the dataset, facilitating the handling of
large amounts of data. In addition, the traceability of the learning process is paramount
so that users can exactly pinpoint the sample causing problems5 .
Only the study by [MF10] considers a dataset with two labelsets as a special case,
but their approach predicts each labelset independently. The authors do not examine
whether it would be more difficult to predict them together or separately, or even whether
the prediction of one labelset could facilitate the prediction of the other, or not.
We could not find any MLC approach that fulfills all our requirements, including the
need for model understandability.

3.2 Knowledge Extraction with Association Rules
The key elements of KE with ARs are rule extraction (finding itemsets and turning them
into rules) and rule selection. Because we are exclusively interested in one-to-one rules,
we will focus only on the latter aspect. One-to-one rules are more easily understood;
additional items make the conditionality (when the additional item is truly relevant)
more difficult to explain, especially when an association is linked to a classification rule6 .
Moreover, an approach that is shown to work for one-to-one rules could in the future be
extended for multi-item-to-one relations.
4

Although many of them are based on simple models, the interactions between these base models are
complex.
5
Although instance-incremental learning algorithm can indicate which sample might be responsible,
none of the approaches examined this possibility.
6
We do not expect many relations with multi-item antecedents to be successful in MLC improvement
experiments, as the improvements will rarely profit from them. Only multi-item-to-one-item rule
types would be relevant here; that is, every item of the antecedent itemset should have a high
prediction confidence. Furthermore, in order to employ such rules, the datasets should have a very
high cardinality, especially in the approach for the leaf labels (as explained in Section 4.1).

58

3.2 Knowledge Extraction with Association Rules

In this section, the selection of rules that decreases the rule set’s size will be thoroughly
discussed. How to measure and order the quality of the rules is also an important
issue. To the best of the author’s knowledge, only the work of [Köt12] has utilized
the null-invariant Jaccard interestingness measure – in their case, to extract surprising
information from a network with nodes (a dataset of Wikipedia articles) and edges
created by the links between them. Although working on a Wikipedia dataset, the
approach does not use Wikipedia as an ontology (the neighborhood, not the hierarchy,
is the focus of the approach) in order to improve the measure’s value; rather, it relies
solely on the values calculated by the Jaccard measure to find interesting connections
between subgraphs. Thus, our focus will be on methods that select the rules based on
the given hierarchy in order to avoid predefined redundancy.
The second requirement of the Goals set out in Chapter 1 will be addressed here. Stateof-the-art approaches that search for cross-ontology rules, with special focus on rare and
surprising rules, will be of interest in this section. We will first discuss the interestingness
measures, followed by the hierarchical pruning methods and cross-ontology ARs.

3.2.1 Interestingness Measures
Although not many Interestingness Measures (IMs) use the hierarchy, some developments
are interesting with regard to the improvements that can be made to the Confidence
measure.
In [CG04], Confidence was combined with φ (φCnf ) in order to improve the measure’s
ability to spot statistical independence. A further advantage is that φ is symmetrical;
however, combining it with Confidence would make it asymmetrical, thereby indicating
which direction of the rule is more important. An interesting aspect of this method
is that after the rules are pruned, the author recommends the use of other subjective
measures within the extracted rule set. The method also allows the rules to be sorted by
only one measure, simplifying the priority. Although this approach considers Confidence
and statistical independence (through φ), it does not take into account the hierarchy;
more importantly, it may prefer high Support rules (i.e. it is not null-invariant).
In [TS05], Confidence Gain (CG) is described as a way to find human associations
– in contrast to most AR approaches, which search for associations suited for market
basket analysis. The authors define human associations as having a strong asymmetry,
a property that is not as important for market basket associations. CG calculates a
Mean Confidence for a Consequent (MCC) and divides the Confidence of a rule by the
MCC of the rule’s consequent. Thus, it creates a sort of expectation, and depending
on the deviation, the rule score may be boosted. This method also takes into account
how a label relates to other labels that are affected by the rule. One problem with the
approach is that the original Confidence value is neglected (although minimum Support
and Confidence thresholds are applied). Because the distribution of the MCC is not
considered, interesting rules with high MCC consequents will be neglected; if many
rules are near the MCC, the rule with the highest deviation might be interesting but
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overlooked. Moreover, the approach relies on the standard AR framework and does not
use a hierarchy.

3.2.2 Hierarchical Rule Pruning
A variety of studies have demonstrated that many rules extracted by standard AR mining
are redundant and do not provide any new information, although they are all strong ARs.
One way to remove redundant rules is to use the hierarchy over the items. Association
Analysis is often applied to the task of ontology matching, where the most similar nodes
of two ontologies are linked in a one-to-one fashion. One prominent method is AROMA,
or the Association Rule Ontology Matching Approach [DGB07], although it uses a rule
selection criterion with the implication intensity measure rather than any hierarchical
IMs. The method consists of checking the IM value of a rule to determine whether it
is more generative than a given rule r. The authors define a rule as more generative
when it has a more general antecedent than a given rule, a more specific consequent or
both. This is similar to the generalization of GARs, but it is more specific, as whether a
generalization is more generative or not depends on the side of the rule. If a generative
rule with a greater IM value than that of r does not exist, r is said to be significant and
is selected.
The remaining methods do not involve ontology matching, but they also seek to find
a heterogeneous set of interesting rules. For example, the Generalized rule Confidence
Constraint (GCC) method is proposed in [BCCG12]. This method compares each rule
r with all rules for which the consequent has any descendant of the consequent of r and
the same antecedent. If none of these rules has a Confidence greater than the minimum Confidence threshold, then r should be retained; otherwise, it should be discarded.
The approach makes use of Confidence and minimum Confidence, incorporating all the
previously described problems with the standard AR framework.
Pruning by Ancestral Rules (PAR), in turn, ensures the selection of only those rules
that have values of the chosen metric that are greater than the corresponding values of all
their ancestors [SA95]. Such pruning differs from GAR Pruning (GRP) (also proposed in
[SA95]) in that it does not consider decreases and increases in a wave-like manner along
the path. The authors argue that the latter method is better because the rule pruning
should consider only the closest ancestors (parents), but because we seek to select only
the most interesting rules, we use ancestral pruning (i.e. the value of a rule must be
greater than all values of rules of the antecedent’s ancestors). However, PAR will be
used as a baseline method and compared to GRP in the experiment’s section.
In GRP, it is assumed that a child rule is better than its parent rule in relation to the
same antecedent (and the child or parent) and the same consequent of a rule. “Better”
here means that the rule’s value corresponding to a given measure is greater by a given
factor γ > 1 : ri > γb
rie , where ri is the rule value and rbie is the expectation of the rule
parent of ri with regard to ri as described in Section 2.2.3. This is motivated by the
fact that the important rules describe the relationships between the hierarchies, and the
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less important rules can be deduced from the more important ones. GAR pruning was
formalized in [SA95] using expected values. The hierarchical expectation is an important
contribution, since a child might have a smaller value than the parent, but depending
on the measure, it is expected, e.g. Support, but in connection with another item the
Support might decrease more or less than ”expected” turning the child more interesting
than the parent.
In [dCRdC07], rules are generalized by replacing items with more general items in the
given ontology (GARPA). The rules are kept only if Support or Confidence (or another
metric) is higher by a given percentage than the value of any generalization of that rule.
The difference between this method and GRP is the lack of expectation: GARPA uses
the generalization of the rule by its items and compares the actual value of the rule to
its generalization (any sort of generalization by the ontology over the items).
We will now discuss some studies dealing with the applications of KE with ARs.

3.2.3 Cross-Ontology Association Rules
The approaches involving Cross-Ontology ARs differ from others such as Ontology
Matching in the assumption that the ontologies’ natures are different; Ontology Matching expects them to be similar or compatible. In the Cross-Ontology task, an exact
match may not be possible; in addition, top ranked rules might be trivial, and while
some relations might be of great interest, others will be created because of noise. This
distinctive nature raises the possibility that new insights from links between the ontologies, these links being created by the data (objects), will be extracted. These unexpected
links may arise from new evidence but be hidden beneath the large amount of data.
One of the main applications of cross-ontology ARs is in the field of biology, where
many ontologies have been created and are being maintained and curated. Many previous
studies have applied AR mining to Gene Ontology (GO); all of the studies discussed here
satisfy this description.
In [FSP+ 12], the quality of electronically inferred annotations with GO-terms is verified by means of ARs. The authors examined the annotations for inconsistency and
redundancy, as high quality was defined as scarcity of each of these features. They used
the ontology in order to allow only terms that were not too generic or too closely related
to one another, pruning certain rules in advance. The authors also added a new measure
that counts how often two terms appear together as opposed to alone (like Confidence)
by using only the unique transactions instead of using all transactions (similar to unique
labels, i.e. all different annotations that occurred). The manual setting of hierarchy
pruning is a relatively unreliable method for the pruning of rules. Furthermore, this new
measure of Confidence will hide rare ARs, since it inherits the Confidence problems and
analyze mostly labels with a high frequency.7
7

Creating a high Confidence in the unique labels means that many common labels will be affected by
the rule.
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Table 3.2: φ-based flat Interestingness Measures
27. φ-Cnf
φCnf φ∗Cnf
[CG04]
28. φ-Jac
φJac φ∗Jac
[BS14a]
φ-All29.
φAC φ∗ACnf [BS14a]
Confidence
30. φ-Kappa
φκ
φ∗κ
[BS14a]

In [MOW+ 12], the authors propose the use of multiple branches and the ontology to
generate interesting multi-level cross-ontology GARs (COLL). This method uses a levelby-level generalization in the Apriori algorithm to gather rules. The comparison was
to a relatively old algorithm [BBAM04] that applies ontological, lexical and statistical
approaches but extracts too many known relations. COLL still has many parameters to
set, a task accomplished by synthetic datasets. By employing synthetic datasets, a great
many assumptions are made, thereby influencing the parameters gathered for COLL and
thus biasing the final results.
The GO-WAR method presented in [ACGM15] uses weighted ARs to extract rules from
GO annotations. This weighting of rules is performed using the GO and the information
content measure.8 In order to achieve the performance of the MIRAR method (described
in Section 3.2.4), GO-WAR must adjust the values of the weighted Confidence, which
might be difficult to set properly. Additionally, the information content is utilized in
relation to the hierarchy and not the number of nodes assigned to a given node. This
makes it impossible to distinguish between siblings even when they differ in importance
for their parent.

3.2.4 Knowledge Extraction with Association Rules
An important ability of the system will be to find important cross-ontology ARs, both
to improve the prediction results but also to extract interesting connections between the
ontologies. We did research on this as a part of the project DAMIART, we present now
the results which will be relevant for the DMS, referring the extraction of important
cross-ontology ARs for KE.
As described in Section 2.2 ARs were designed to extract connections between itemsets
in databases. They have also been used to extract connections between entities in text
mining tasks [HNNDK08, BS13]. The constantly increasing volume and complexity of
data in general, as well as the need to structure and organize it, requires a platform
capable of measuring the connections between the elements to be organized. Association
analysis provides such a platform, but it must be adapted to each problem. Although
8
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The authors claim that the approach presented in Section 3.2.4 is only one-to-one. We accept that
the method described in the publication was applied as one-to-one; however, it is not limited to that
usage.
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the standard AR-framework is able to grasp the basic structure of such data, it has
parameters that may be difficult to set, in addition to the problems of confidence and
support that were discussed at length in the previous sections. New measures have been
proposed to replace the Support-Confidence measures. In recent years, one important
feature of large databases has been neglected in this research – specifically, the hierarchy.
Already in [SA95], the hierarchy was used in combination with IMs. The statistical independence between parent and child in the hierarchy was employed to measure
an important landmark. Subsequent research on the association analysis utilized the
statistical independence to design new measures, but the hierarchy was cast aside.
The φ-Confidence introduced in [CG04] was a first step in the direction of using statistical independence with other measures (discussed above). In the project DAMIART,
we combined φ also with other IMs, which are suitable for rare ARs, depicted on Table
3.2. Such important points, as statistical independence and expectation, constitute a
fundamental concept in our approach. Because our study deals with large hierarchies,
we have investigated this idea with other IMs.

Hierarchical Interestingness Measures
The method proposed in [SA95] and discussed in Section 2.2.3 employs the hierarchy and
the dependency between nodes to filter out uninteresting rules, but it relies on Support
and Confidence for that. As discussed before, the Support-Confidence framework may
filter out interesting rules and retain uninteresting ones. Better9 IMs should be used
when pruning the rule sets, such as CCnf and Jac. The main idea behind the GARs is
to calculate an expectation for the given node. To the best of our knowledge, a merger
of these two ideas was not pursued until [BS12, BS13].
In [BS12, BS13], we extended this idea to group together the confidence-based and
the support-based IM and make them be equivalent under the given circumstances (generalizing only one side of the hierarchy); in addition, we discovered that the proposed
measure was very sensitive to rare rules. We now formalize the concept of expectation
with respect to (w.r.t.) itemsets and hierarchies.

Hierarchical Expectation As in [BSS14], we calculate expectation by substituting pab
with the support expectation SupExp, as implied by [SA95] in their calculation of confidence expectation. Taking into account the generalization of the rule on both antecedent
and consequent sides, SupExp can be defined as follows:
9

Regarding the aspects surprising and not obvious.
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2)
SupExp =
3)




4)

if a,b∈roots
if a∈roots
/
and b∈roots
p
pabb ∗ pb , if a∈roots and b∈roots
/
b
pa ∗pb ,

pabb ∗ ppa ,
a
b

(3.1)

b

p

pabbb ∗ ppa ∗ pb ,
a
b

otherwise

b
b

where roots is the set of the root nodes of both ontologies and b
a (bb) is the parent of
a (b) within the respective hierarchy. Note that the handling of root nodes differs from
[SA95], as we use the statistical independence assumption here. In contrast, GRP always
defines rules involving the root nodes as interesting. If there are multiple parents (e.g.
the hierarchy is a Directed Acyclic Graph (DAG)), only the smallest expectation value
over all parents is kept.
If, for simplicity, only the left-hand hierarchy is taken into account, Equation 3.1
reduces to cases one and two. Thus, for example, for non-root nodes, the expectation of
Jac will be:
JacExp(a, b) =

pabb ∗pa
pab

pa + pb −

pabb ∗pa
pab

,

In this case, the expectation expresses the Jac value of the child’s rule a → b which is
expected on the basis of the Jac value of the parent rule b
a → b and the distribution of
instances between the parent and the child.10
The following formula, introduced in [BS12], can order the expectations and real values
of confidence and support, as long as the generalization is only made on the antecedent
side:
Sup(a, b)
Int(a, b) =
Sup(a, b) + SupExp(a, b)
Interestingness by Difference
Although Int can extract interesting results, it focuses on rare rules, especially those for
which the expectation becomes zero. To overcome this aspect, we proposed the following
metric in [BS13]:
Dif (a, b) = M V (a, b) ∗ (M V (a, b) − ME (a, b))
M V can be any metric within the range of [0,1] for which a meaningful expectation
ME can be defined. The main advantage is that the actual value of the metric is also
taken into account, not only merely the deviation of the expectation. Taking confidence
as an example, a rule for which confidence is low but the deviation of the expectation is
10

An example of the concept of expectation will be given in the context of Interestingness by Difference.
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31.
32.
33.
34.
35.
36.
37.
38.
39.
40.
41.

Table 3.3: Hierarchical Expectation and related IMs
Support
SupExp
pâb ∗ ppaâ
Expectation
Confidence
pâb
CnfExp
pâ
Expectation
pâb ∗ ppa
Jaccard
â
JacExp
pa +pb −pâb ∗ ppa
Expectation
â
Support
Sup
Int
SupExp+Sup
Interestingness
Confidence
Cnf
CnfInt
=Int
CnfExp+Cnf
Interestingness
Confidence
CnfDif
Cnf ∗(Cnf −CnfExp)
Difference
Jaccard
JacDif
Jac∗(Jac−JacExp)
Difference
ACnfDif
min(CnfDif (a,b),CnfDif (b,a))
All-Confidence-Dif
φJD
φ∗JacDif
φ-JacDif
Jaccard
JacExpAB pa +pSupExpAB
b −SupExpAB
ExpectationAB
Jaccard
JacDifAB Jac∗(Jac−JacExpAB )
DifferenceAB

[SA95]
[SA95]
[BS13]
[BS12]
[BS13]
[BS14a]
[BS13]
[BS14a]
[BS14a]
[BS15b]
[BS15b]

Table 3.4: Example for Hierarchical Measure
Nr.
Rule
Support
Item
Support
1
Clothes ⇒ Hiking Boots
30
Clothes
150
2 Outerwear ⇒ Hiking Boots
20
Outerwear
100
3
Jackets ⇒ Hiking Boots
15
Jackets
90
4 Travel Pants ⇒ Hiking Boots
10
Travel Pants
15
Hiking Boots
30

high may be ranked highly, but it will be lower than a rule that has high confidence and
a high positive deviation from the expectation.
To better explain the role of expectations, we can examine the example presented by
Figure 3.1 and Tables 3.4 and 3.5. As is evident from Rule 3, the SupExp value is higher
than the actual Sup value and JacExp is greater than Jac. This results in a negative
JacDif. Rule 4 has a higher Jac value than Rule 3, but its JacExp is much lower.
Thus, its JacDif achieves a higher value. Because the expectation is calculated based
on the original assumption that the distribution of transactions between children and
their parent holds w.r.t. the items of a rule, a higher actual value points to a stronger
correlation than expected. Such rules are unexpected from the point of view of the
hierarchy and should be ranked higher than rules like Rule 3.
Some hierarchical and Dif-measures are depicted in Table 3.3. The first two based on
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Table 3.5: Hierarchical Measures JacDif and SupExp Example
Nr.

Rule

Sup

Jackets ⇒ Hiking Boots

3

4 Travel Pants ⇒ Hiking Boots

SupExp

Jac =

pab
pa +pb −pab

15
150

20
150

∗

90
100

=

18
150

15
90+30−15

=

1
7

10
150

20
150

∗

15
100

=

3
150

10
15+30−10

=

2
7

Clothes

Outerwear

Jackets

JacExp =

pa
pa
bb ∗ p
a
b

pa
pa +pb −pa
bb ∗ p

90
20∗ 100

90
90+30−20∗ 100
15
20∗ 100
15
15+30−20∗ 100

JacDif

a
b

=

3
17

4
− 833
=-0.005

=

1
14

3
49 =0.06

Footwear

Shirts

Shoes

Hiking Boots

Travel Pants

Figure 3.1: Example Hierarchy
Confidence and Support proposed in [SA95] can be used as a basis for other measures
by replacing Support with the Support-Expectation. This is particularly interesting
in the context of our goal, since rare AR IMs can be used to create Dif measures,
thereby identifying rare ARs that consider the redundancy produced by the hierarchy.
Such IMs allow us to find deeper, more interesting rules than the previous SupportConfidence frameworks, even in the hierarchical context employed by [SA95]. We use
SupExp and SupExpAB, with the former referring to the special case of generalization
on the antecedent and the latter on generalization on both sides.11
Interestingness by Difference on two Hierarchies Expectation can be calculated from
one side or from both sides. The main argument for using both sides is that if a rule
is actually surprising, in the sense that it deviates from the expectation, it should be
surprising in both hierarchies. If both directions of a rule are considered its value for
a given rule will differ for some IMs, but not for others (such as All-Confidence) that
already take both hierarchies into account. Using both hierarchies can significantly
change the results, turning expected rules into unexpected rules, and vice versa. We
investigated this issue in [BS15b], finding evidences that this approach can achieve better
results in some cases.
11

SupExp was already defined for both sides in [SA95] but the side differences was not examined and
this new support was not applied to other IMs than Confidence.
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Table 3.6: Comparison of Association Rule Approaches
Approach (Ref.)
IM Hierarchy Expectation Cross-ontology
φCnf [CG04]
Y
N
N
N
CG [TS05]
Y
N
N
N
[ATS05]
N
N
N
N
[MG10]
N
N
N
N
AROMA[DGB07]
N
Y
N
N
GCC [BCCG12]
Y
Y
N
N
GRP[SA95]
N
Y
Y
N
GARPA [dCRdC07] N
Y
N
N
[FSP+ 12]
Y
Y
N
N
+
COLL [MOW 12]
Y
Y
N
Y
GO-WAR[ACGM15] Y
Y
N
Y
Dif [BS15b]
Y
Y
Y
Y
Still, identifying the right IM for the task at hand is only one part of the solution.
Selecting the right number of rules is another key problem, which we will discuss in the
next Chapter.

3.2.5 Discussion
Table 3.6 lists the research studies and the key properties discussed in this section. Not
all of the approaches use an IM other than Support and Confidence or the given hierarchy.
Only two ([SA95, BS15b]) employs expectations regarding the hierarchy, meaning that
the redundancy is also measured by a value composed in part from the parent and from
the child and compared to the actual value of the child. This is an important aspect:
using only the hierarchy and the actual values to create a form of redundancy does
not access how much the actual value deviates from what it would be normally. For
example, a node could have a Confidence value of 0.8 whereas its parent has 0.9, but
because the parent has a much greater Support value and the consequent is relatively
rare, the expectation would be only 0.3 for the node; the difference between 0.8 and 0.3
indicates a stronger relation between the child and the consequent than for certain other
children of the same parent, and if the parent has a Support of 0.9, the Confidence of
0.9 would be uninteresting. Many of the approaches do not take into consideration the
siblings of a rule with respect to the hierarchy, thereby neglecting important information.
Although CG could be extended to employ the hierarchy, no such approach has been
presented. Many of the approaches are still based on the Confidence measure, despite
the criticism discussed in Section 2.2.
The use of cross-ontology has been recently proposed. Here, the siblings must be
considered to avoid obvious rules. However, many of the approaches require an enormous
number of parameters to be set; one approach even demands an automatic estimation of

67

3 State of the Art

the parameters in synthetic datasets. This causes a bias of the method and may impede
the discovery of new insights in real-world data.
Considering all the approaches from Table 3.6, two ([MOW+ 12],[ACGM15]) come
closest to our goals, but the lack of any sort of expectation measure and the use of many
parameters are in contradiction with our objectives to simplify the process, to make the
selection process easy to understand and traceable12 .
Our approach from [BS15b] is a general solution to this question, but it is optimized
for Knowledge Extraction. These metrics can be easily plugged into the Rule Explorer
for KE. However, they will extract high level rules whereas for MLC improvement very
specific rules are required.
Rare ARs provide exactly such rules for MLC improvement, yet they were neglected in
the research on ARs reviewed in this section, especially those using hierarchies. Such rare
ARs not only permit the discovery of surprising rules but also prevent the high ranking of
obvious (often high level) rules. Furthermore, they render a minimum Support threshold
obsolete, diminishing the number of parameters. To the best of the author’s knowledge,
there is no published approach that combines hierarchy pruning with rare ARs13 .
We established in this section that the use of rare ARs are conform to our objectives
and that the other approaches have major drawbacks in this regard. We now present
the state-of-the-art methods that address the focus of this study.

3.3 Multi-label Classification Improvement
The main contribution of this study involves the task of MLC improvement. As explained
in Section 3.1.1, for the classification of large amounts of multi-label data, some of the
correlations of the labels must be neglected in order to complete the task in a limited
amount of time. Furthermore, updating all aspects of the model built by the classifier
when a new sample is presented for learning runs counter to the attempt to create an
instance-incremental learner. Therefore, only approaches that utilize a post-processing
step to improve and to consider further correlations of the labels in MLC will be discussed
here. The eligible approaches are limited; the ones most similar to ours will be discussed
in depth.
With these requirements in mind, the approaches can be divided into two scenarios
(potentially overlapping): those in which there is a hierarchy, and/or those in which ARs
can be utilized for improvement.
12

This additionally means that the system can determine the degree to which a rule is more important
than other rules, i.e. there is an ordering of the rules over the pruning criterion.
13
We do not count Confidence as in [SA95] to it because of its many drawbacks.
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3.3.1 Hierarchy-based Threshold
UNISMOOTH [PR09] focuses on the problem of hierarchical multi-label classification.
This approach is based on the assumption that along a path of the hierarchical classification, the score given by the classifier at each node of the graph will first increase
and then decrease. The node with the highest score will thus be the break point. This
method, which basically uses a variable threshold with the help of the hierarchy, can help
the classifier achieve higher precision, but the recall will decrease. There is no bounding
how to limit this trade-off. Furthermore, the method does not indicate whether the
prediction for a label is much higher than for other samples, i.e. comparison between
predictions of samples is limited; in addition, a dominant parent node may inhibit the
consideration of its children for prediction.
Brucker [BBS11a] proposes a simple way to repair labels based on a hierarchy extracted
from the training labels: if a parent is set, then its child should be set, a proposed removing label strategy performed worse than this additive method. This strategy was able to
slightly improve the predictions of the ML-kNN and Adaboost classifiers. However, the
classifier’s scores of the predictions were not used, and the labels were all treated equally,
i.e. a preference for a reliable antecedent was not investigated. Moreover, the evaluation
did not use a suitable prediction quality measure in order to access the improvement to
labels with lower Support (such as LF1).

3.3.2 Label Constraints with Association Rules
One approach that meets our requirements involves the use of AR mining to gather
the correlations of the labels and subsequent post-processing of the predictions of the
classifiers to comply with the rules over the label.
In [PF08] and [CHDH13] (which is based on the former), ARs were used as a postprocessing step. The authors sought to extract rules from the training set of the type
itemset → item (i.e. constraints in the form of an implication from a multi-item set
towards an item). These constraints can be positive or negative, setting or removing the
given label.
In the former approach, instead of BRs pairwise classifiers (SVMs are used as base
classifiers in both approaches) are used in a CLR setup. The constraint rules serve to
create a distance metric assessing the difference between the predicted rankings and
a ranking that would hold for all constraints considered. To minimize this distance,
the authors apply two strategies to change the ranking order: preference swapping and
neighborhood swapping. The first strategy swaps the CLR preferences in order to change
the ranking, whereas the second changes the ranking directly. The first method will not
change the labels directly in order to satisfy the constraint and output a valid prediction,
but it must change several pairwise classification outputs. Because the method uses label
calibration (i.e. there is a pseudo-label that defines the threshold from which the labels
are set), this classifier must also be “bypassed”, raising doubts as to the suitability of the
threshold-setting classifier for this task. The second method directly alters the ranking,
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a simpler and probably more effective strategy. The constraints are also extracted using
the standard AR mining framework, with the restriction that the rules must be manyto-one. The results reported in [PF08] were mixed: the methods achieved better results
than the baseline on synthetically generated data, but not on real-world datasets. The
author’s explanation is that the rules extracted were of no use; moreover, the synthetic
dataset was built to work with the algorithms, and pairwise preferences might not work
with the ranking improvement. In our opinion, the sizes of the real-world datasets were
too small for this approach to be successful, as they lacked the kinds of correlations
present in the synthetic datasets. Furthermore, the extracted ARs might be of poor
quality, but this might be due to the AR framework. Changing this framework might
improve the results, as will be shown in the next chapter.
In the latter approach [CHDH13], the objective is to create simple implication rules to
facilitate a binary ensemble strategy. First, binary SVMs are trained, and then the rules
are extracted from a multi-label subset of the training data; these subsets are discovered
by clustering of the multi-label training set (using the Affinity Propagation (AP) clustering [FD07]). In the testing step, the outputs of the binary SVMs are combined using the
ensemble strategy. A final threshold strategy converts the consensus probability output
from the ensemble strategy into a multi-label prediction. The key aspect of this approach
is the division of the subsets of labels through the AP clustering method, which does
not define the number of clusters in advance. The partitioning of the training set avoids
the explosion of ARs between the labels which could be potentially discovered. After
separating the training set into subsets with clustered labels, the AR learning method
is applied to mine label constraint rules. Afterward, the scores produced by the SVM
ranking method (note that the output is a probability, not a binary value) are employed
in an ensemble strategy to combine these local predictions of base classifiers with the
constraint decisions arising from the other classifiers, as in Eq. 3.2.
pj (x) = w × p̄j (x) +

1−w X
p̄i (x)
|φj (x)|

(3.2)

i∈φj (x)

The consensus probability pj (x) of class j depends on the local predictions p̄i (x) from
the classifier i but also on the local predictions of the constraints φ = li1 , li2 , . . . , lik
extracted from the rule li1 , li2 , . . . , lik → lj , where lj is the label of j. Thus, the rankings
of classifiers belonging to the consequents of the rules will indirectly depend on the
rankings of the classifiers from the antecedents.
A previous version of this approach is presented in [GCH10], which uses a simplistic
method of extracting the ARs but invested a great deal to calculate the value of the
weight w. The value of w and the rules are selected by applying cross-validation to the
training data with the criterion of reducing the ranking loss value. The approach using
AP can result in a heavy workload and is not recommendable for large datasets. For
the sake of comparison, we implemented the approach as proposed in [GCH10] for the
experiments part.
In [CRdJH14] a method for the reduction of the label dimensionality problem is pre-

70

3.4 Discussion

Table 3.7: Comparison of MLC Improvement Approaches with Constraints
Approach
Online IM Use ranks Multi-taxonomy
[BBS11a]
Y
N
N
N
LC [PF08]
N
N
N
N
LCS [CHDH13]
N
N
Y
N
LCS [GCH10]
N
N
Y
N
LI-MLC[CRdJH12]
N
N
N
N
LI-MLC[CRdJH14]
N
Y
N
N
sented. First, an AR mining algorithm (FP-growth [HPY00]) extracts candidate rules
(given a minimum Support and Conviction threshold). Subsequently, the labels that
only appear in consequents of these rules are removed, and the classifier is applied to the
reduced labelset. After classification, the rules are applied to recover the missing labels.
One significant problem with this approach is the unification of labels. Although it may
improve the precision and recall in some noisy cases, it implies a systematic error, as
rare associations and labels will not be affected by the approach.
The approaches are considered with respect to our objectives in Table 3.7. Only
one approach (in two different versions) targets the strategy of changing predicted label
rankings. By changing the ranking, the threshold may indirectly be altered; thus, such
changes will also influence labels that may be uninvolved in the rules. The approach
(in the version presented in [GCH10]) does consider the fact that some labels (rules)
might be more useful than others (prediction is easier for the antecedent but not for the
consequent), but it uses a computation-intensive method for the selection of such rules.
As discussed earlier, we expect that some labels will be better suited to be antecedents,
and this is especially true in the multi-taxonomy setup. Unfortunately, none of the
approaches consider this aspect.
Only the approach of [BBS11a] involves an online learning method. LI-MLC is designed for large datasets, because the approach tries to diminish the labelset, but it
was not tested on actual large datasets. It requires a preprocessing step, which is still
instance-incremental learning compatible; however, depending on the data, it can decrease the prediction quality instead of increasing it. Only a variation of LI-MLC
([CRdJH14]) deviates from the standard AR framework and uses a different IM. Nonetheless, the drawbacks for our DMS remain.

3.4 Discussion
In this chapter, we presented the state-of-the-art approaches that come closest to our
goals and requirements. In Section 3.1, we examined MLC methods in relation to the
requirements of online learning and the ability to handle large datasets and multiple taxonomies while maintaining a simple model. In the discussion, we analyzed the various
disadvantages of the approaches; in particular, the lack of a simple model for debug-
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ging and knowledge extraction makes the investigated approaches unsuitable for our
objectives.
In 3.2, we discussed approaches which could extract interesting rules from large data.
A special case present the cross-ontologies approaches since they come close to our requirements. Although all approaches deviate from the standard AR framework, the
majority uses a different IM and the hierarchy, only two uses hierarchy expectation and
only three focuses on cross-ontology. None of them presented new developments to use
rare ARs with hierarchy, in order to obtain specific interesting rules.
In 3.3, methods seeking to improve MLC predictions were reviewed. Only one approach
used the predicted score of the classifiers to the labels (ranking). In addition, only one
used online learning classifiers, and one did not use Confidence. None of the strategies
investigated a multi-taxonomy setup, and only one regarded some labels as more suitable
for antecedents than other labels, but through a very cost-intensive, not online learningcompatible method.
None of the reviewed approaches fulfill all of our objectives for each subtopic. More
importantly, their focus lies usually where we do not expect any improvement towards
our goals: they do not investigate how to create understandable models for large datasets,
search for rare ARs or seek to improve predictions to cope with large datasets.
We now present our contributions and explain their advantages over these approaches.
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The challenge we target is to efficiently and precisely classify large amount of samples in
a cross-ontology setup. Also important is the possibility to understand the classification
process. The reviewed approaches cannot fulfill all these requirements.
Our approach bases on a simple premise: labels with small Support (later referred
as small-support labels) are often considered noise or too unimportant to be linked to
other labels, but they compose a large part of the classification problem. When more
labels and samples are added to the classification problem, multi-label approaches tend
to become inaccurate and very expensive. The combinatorial explosion takes place in
such setups, and only a small, privileged number of labels have enough data to be learned
well.
The approach will search for cross-ontology rules to improve these labels. This is the
main idea of this thesis. To cope to the main challenge, it is supported by two other
contributions, improving further the DMS.
The main contribution of this study, Multi-label Improvement with Rare Association
Rules (MIRAR), will be presented later; first, the knowledge extraction process of the
multi-label classification will be discussed. In this regard, two methods will be introduced, that are important for MIRAR in order to obtain the right amount of IMRARs.1
The innovation of MIRAR involves the use of very large data and a focus on smallsupport labels with suitable IMs. The first point is complementary to the second, since
the relations between small-support labels or positioned deep in large hierarchies may
be unknown.
Afterward we present ML-HARAM, a method that can handle efficiently large data,
as well as enables easy rule extraction and retraceability of the rule learning procedure.
Lastly, the Rule Explorer is presented. It is a graphical user interface for the DMS
facilitates IM rule examination together with examination of the rules and predictions
of the classification process.

4.1 Multi-label Classification Improvement by RAR
Multi-label classification and association analysis have been combined in studies to classify and improve predictions. However, many aspects related to association analysis
have been neglected. The previously introduced methods in our approach can be used
1

We count these methods as part of the MIRAR contribution.
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in combination to improve the labels. In this section, we introduce the strategies we
devised and analyzed in key cases of improvement.

4.1.1 Motivation
Our work focuses on two essential facts that are frequently neglected in this task. First,
the larger the labelsets become, the greater the number of small-support labels.2 Setting
such small support labels correctly thus becomes increasingly important. AR measures
that consider these small-support labels are crucial tools for handling this challenge.
Furthermore, as the number of labelsets grows large, they are usually embedded into
hierarchies. This creates a distribution in which the top labels of the hierarchy are well
populated but the lower nodes are less and less populated, precisely the distribution we
need for our method to perform well.
The second fact, which is directly linked to the first, is that the strong support correlations of the labels will have already been considered by the multi-label classifiers. This
means that the top nodes of the hierarchical labelset will be well learned and generalized.
The lower nodes will have many fewer examples and will be more difficult to predict.
Any indications that could point to setting a lower node will thus become increasingly
important.
The nearest approaches to ours are [PF08] and [CHDH13]. We differ from these contributions in that we use rare IMs instead of the standard AR framework with minimum
thresholds for support and confidence. We also assume that the improvement will only
be useful in large datasets with many labels, and that the labels with less support will
yield the greatest improvement. Moreover, our AR extraction method differs: we extract
only ARs that are one-to-one. Many-to-one3 rules are more specific and will have a definite advantage on labelsets with high label cardinality over one-to-one rules. However,
the datasets that we examine, are hierarchical and have only a few different end nodes,
although the cardinality may still be high. Many-to-one rules will therefore have very
limited evidence. Nonetheless, our approach is easily extended to this case. Also, the
method to select the amount of rules is fundamentally different as will be described later.
As described previously, the co-occurrences of labels in the training may be used
for the improvement of the prediction. More importantly, the exhaustive search for
all relationships between the data in the attribute and the label space may result in
overfitting. We will therefore compare some key basic strategies using the IMs described
in Tables 2.1, 3.2 and 3.3.
An important requirement for the use of the IMs is the restriction to a small group of
selected rules. Although the IMs define an ordering over the rules it is still unclear how
to select the exact number for the task at hand. One method is to apply a threshold on
2

We assume here a normal distribution, in which a few labels are more densely populated than the
great majority of labels.
3
The many-to-many or one-to-many rules are upper sets of the one-to-one or many-to-one; and will
therefore be disregarded.
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the IM value of the rules. We present below automatic methods to perform this task.

4.1.2 Automatic Pruning of Uninteresting Association Rules
between Multiple Class Taxonomies
Generally speaking, the hierarchical pruning step (see Section 3.2.2) cannot remove all
uninteresting rules, and the size of a rule set will remain large; consequently, pruning by
means of an IM threshold is still necessary. The manual selection of a proper threshold
value for each IM is difficult, expensive and possibly error-prone. To automatically
select the rules that might be interesting, we propose two new methods based the IM
curve analysis; specifically, our methods examine the IM curve shape. This IM curve is
obtained by plotting IM values for all rules sorted in descending order. The first method,
referred to as Turning Point Search (TPS) attempts to find a point on an IM curve where
it flattens out following a steep descent. The second method, Plateau Area Recognition,
uses other techniques to determine which rules are “normal” and which are high-valued.
To the best of the author’s knowledge, the automation of the threshold selection
has not yet attracted much attention in the research community. In [LMVL08], the
authors argue that one important property for IMs is the ability to easily fix a threshold.
However, they examine this aspect rather theoretically and not very specifically, i.e. they
want a measure to provide a sense of strength against the H0 hypothesis in a p-value
test. This requirement is generally easy to satisfy for all the measures studied here, but
recommendations for setting a specific threshold value are not defined in [LMVL08].
In [CG04], the search for a threshold value for purposes pruning uninteresting rules was
conducted very thoroughly, but only the IM presented in the contribution was studied
in depth. As previously described in the last Chapter, this IM is the Pearson-coefficient
times the confidence. The threshold for the measure was found with a statistical test
on an artificial dataset. The author asserts that the measure with this threshold should
mostly separate the ARs into two sets: one containing only uninteresting rules, and
the other with only a limited number of uninteresting rules among the interesting rules.
However, the experiments were too brief to provide solid support for this claim. We
also believe that the confidence is not a good IM, as discussed in depth above and as
will be shown in the experiments. Furthermore, the method cannot be translated well
to other measures. As stated in [CG04], we will only examine objective measures, since
subjective ones can be applied afterward. By our methods, the only condition required
for a measure is that it should discriminate sufficiently well between interesting rules
(those with high values) and uninteresting rules.

Turning Point Search
The motivation behind the Turning Point Search (TPS) method is that in the neighborhood of this point, the discrimination rate changes rapidly, stabilizing afterward to a low
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Figure 4.1: TPS Example Curve
S

rate4 .
First, the rules are sorted in descending order by their IM values, building the curve
S. Then, a linear curve L connecting the maximum and the minimum points of S is
drawn. The cut-off point pl 0 on S below L will be the point with the greatest distance
to L. Up until pl 0 , all rules are accepted; the rest are discarded. The motivation is that
the part of the S curve left of the point pl 0 has a higher decreasing rate (discrimination
between values) than the average rate of change. To the right of this point, the distance
from the points on S to L is shorter, meaning that the IM does not discriminate as much
between the values. Obviously, this is only true for monotonically decreasing curves. For
concave curves with no point under the curve, the method will produce the point at the
largest distance above the curve. The goal is to find the point between the first interval
of high discriminancy versus the interval where most of the points are concentrated.
This method also offers a way to identify areas with high discriminancy or high concentration, depending on whether the curve has convex parts or is strictly concave. After
such pruning, the method can also be applied on these new value ranges/rule sets, and
from there it may be iteratively utilized until a certain number of rules, defining a threshold, is trespassed. An example for the application of the method is depicted in Figure
4.1, in which the IM curve is simulated by the formula M (x) =

−2
1+e

−x
2

+ 2.

Plateau Area Recognition
The second method, referred to as Plateau Area Recognition (PlAR), tries to find the
region in which most values are situated; the best values should be located above that
region. In order to select only the best rules based on this assumption, adaptive thresholding without a predefined value is applied as follows: after calculating the IM value of
all rules, the values are sorted in descending order as a curve C. We assume that there
will be a slope between a few high-scoring rules and the rest. In order to select these
4

The method can also be understood from another perspective, the point which is farthest from the
maximum-minimum-values line will be selected.
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rules, the curve C is smoothed into S, and only the part with a relatively low variance
is analyzed. Thus, we must first determine whether the variance of the curve S is high:
CV =

MEAN (S) − VAR(S)
> 0.2
MEAN (S)

(4.1)

where MEAN (S) is the average value of the curve S and VAR(S) is its variance. If
the condition in Eq. (4.1) is true, we use only the values in the slope of the curve and
calculate the median that defines a threshold value TV for the most interesting rules:
TV = CMEDIAN ({i|DIFF (Si )>MEAN (DIFF (S))})
where DIFF (S) is the difference between two neighboring values in the curve S. Since
the step size between two values is 1, DIFF (S) can also be seen as the derivative of S.
Otherwise (i.e. if the variance is high), the average is taken of the values not much lower
than the mean of the entire curve:
TV =

MEAN (Sj ) .
j∈{i|Si >MEAN (S)∗.75}

With a threshold defined in this way, we select only those rules that have IM values above TV as good enough for application in association analysis tasks, e.g. for
improvement of predictions.

4.1.3 Strategies
We divide the many possible strategies for improving the labels into two overarching
approaches: using the ARs (IUAR hereafter), and using only the hierarchy (IUH hereafter). When using ARs, there are two main issues5 : a) how to employ the rankings
produced by the MLC predictor (IRP), and b) how to select the ARs to use (IAE).
The former issue will be handled in three different ways: α) the ranking will be not
considered, β) some score was assigned to the label and will be considered (ranking is
irrelevant, but there is an ordering) and γ) the ranking of the rule’s antecedent and
consequent will obey a certain relation.
The IAE issue can be reduced to the problem of finding the right threshold for the IM6 .
We first engaged in this problem in the study [BBS10], in which an automatic method
selected the rules based on confidence to create a hierarchy. In this thesis, we use both
a similar method and a new method (both described in Section 4.1.2).
The strategies employed here that use only the hierarchy to improve the multi-labels
(HZ) are based on the assumption that the lower nodes of the hierarchy have been
5

The selection of the right IM for the given problem is also an issue. In the experiments section, the
number of selected IMs is chosen to be relatively large to diminish preconceptions of the problem.
6
The selection of ARs can be made more contextualized by using more available information, but we
preferred a more automatic and general method.
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assigned a low score and might not pass the threshold. The strategies thus try to find
the node most likely to be set from among the children of a parent.
Two of the greatest challenges in the improvement of multi-label predictions are determining which labels are trustworthy and whether the rule applies to the case at hand.
With regard to the first point, a high prediction score by the classifier may testify for use.
The second issue is related to the application of an appropriate IM for rule extraction.
We are confident that our approach consider both aspects.
We implemented strategies that will target multiple issues above discussed but are
primarily orthogonal, i.e. they can be applied consecutively to further improve the result.
An additional advantage of examining these different strategies is that we can identify
which strategy performs best in which scenario. The selected strategies listed below
implement solutions for the issues discussed above (basic strategy issues in parentheses);
in particular, labels used as antecedents must be predicted for the rule to be applied.
HB (IUAR): For every antecedent label set a given label (taken as consequent) if the
antecedent is set and the rule IM value is greater than 0.2.
HX (IUAR,IRP): For every antecedent label find all respective rules that surpass the
threshold α. If there is a score7 greater than zero predicted for the consequent
apply the rule. α was varied as follows: HXa : α=0.2, HXb : α=0.4 and HXc :
α=0.7.
HC (IUAR,IRP,IAE): The PlAR strategy for rule threshold selection presented in Section 4.1.2 is used to extract the rule set. For every rule in this set, the following
condition is verified: the score of the rule consequent label is divided by the score
of the rule antecedent label; if the result is greater than 0.3 (HCa ) or 0.5 (HCb ),
the consequent is set.
HE (IUAR,IAE):
a) Using the threshold method TPS from Section 4.1.2, extract rules and apply
all of them.
b) (IRP) Also using the threshold method TPS, extract a rule set. Apply the
rule if the score of the consequent divided by the score of the antecedent is
greater than 0.2.
HZ (IUH,IRP):
a) For a label whose parent is set and other children of this parent are not set,
the label will be set if the ranking of this node divided by the maximum over
the scores of this sample is less than β=0.5.
b) (IAE) Given a consequent label, set it: if the condition HZa is true; or if the
parent is set and the score of this node (label) divided by the score of the
parent is less than α=0.5; or if from the rule set with this label as consequent
chose the rule with maximum value w.r.t. the chosen IM and set the consequent if the value is greater θ=0.7. Furthermore, a strategy to consolidate
7

The score of a label is the value a classifier assigns to a label.
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Table 4.1: Strategies and Issues Addressed
Strategy
IUAR IUH IRP IAE
HB
Y
N
N
N
HXa ,HXb ,HXc
Y
N
Y
N
HCa ,HCb
Y
N
Y
Y
HEa ,HEc
Y
N
N
Y
HEb
Y
N
Y
Y
HZa
N
Y
Y
N
HZb ,HZc
N
Y
Y
Y
labels is applied: search for the most similar unique label that appeared in the
training set (minimize the difference between predicted and unique training
labels), and then set labels that appeared in the unique label and have a score
greater than 0.8 times the score of the lowest scored predicted label.
c) (IAE) Same as HZb but the threshold α is set to 0.8.
The first strategies (HB and HX) are basic operations. The idea is to select the rule
if its IM value surpasses a predefined threshold. The difference between them is that in
HX, the consequent must have a score greater 0. This will work for classifiers like MLARAM that only assign a score to high-ranked labels, and only between them selects
the labels to be set. SVM classifiers, when ranking activated, assign a probability to
every label, applying of HX strategy will lead to the same results as HB. We also use
indexes to indicate a different parameter setting for each strategy; in HX, there are three
different parameter settings.
HC and HE are similar to [PF08] and [CHDH13]; however, we do not employ the
Support-Confidence AR framework in two fundamental ways. We use different IMs that
are more suitable for rare AR extraction, and we apply our rule extraction methods to
build a set of suitable rules. The main difference between these two strategies is the
utilization of a different method for the extraction of AR rules. The PlAR strategy to
determine the best threshold is less restrictive than that of TPS; HC therefore requires
the consequent to receive a score as well as a higher quotient between the scores of
consequent and antecedent.
Finally, HZ explores various sub-strategies to set the threshold depending on the hierarchy and the available training labels. As discussed in Section 2.3.2 many approaches
in MLC use the constraints extracted from the training data to build the classifiers.
The HZ strategy takes the prediction of the classifiers and then applies the constraints
implemented in the sub-strategies under consideration of the training data.
Table 4.1 summarizes the strategies and issues addressed. The strategies are designed
to cover most of the issues, and some strategies are modified so that another issue is also
implied in the solution.
Among the aspects to consider for the strategies, using the ranking to weight the
decision is a particularly promising feature for a strategy, since the classifier and the
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AR rules can confirm that this might be a good decision. Additionally, strategies that
consider the quotient between the consequent and the antecedent have the advantage
that the classifier has already provided a weight for each label; labels with similar weights
should be set if there is already a rule. However, for labels that were given very different
scores, albeit in an extracted rule, it might be the case that with these attributes, the
rule should not be applied.
The parameters are fixed for the experiments, but in principle they can be set by
exhaustive methods, as in [GCH10]. We decided against this approach because the data
we want to examine is large, and such a parameter search would only provide minor
improvements.
As emphasized above, our approach was designed to work on classification problems
with two different multi-label sets coming from two ontologies, but it can still be applied
to problems with only one class taxonomy for purposes of comparison to other methods,
as shown in the first experimental Section.

4.1.4 Prediction of Unseen Companion Data
The predictions of a given multi-label algorithm can be used to roughly predict a second
taxonomy that is unseen by the classifier. The advantage here is that one can quickly
explore the labelsets instead of engaging in highly costly learning of a classifier.
For this case, we use only the extracted rules and apply them to the predictions.
The experiments will show that this method can achieve even better prediction quality
than methods relying on the features. This method can also be used to estimate lower
bounds for quality estimation instead of employing the support of the labels to make an
estimation of the prediction quality.

4.2 ML-HARAM: ML-ARAM for Large Multi-label
Datasets
The most important advantages of the supervised Fuzzy ART networks, Fuzzy ARTMAP
(FAM) and ARAM, are the fast-learning capability inherent in ART [CGM+ 92], the
simple extraction of the learned fuzzy rules, and the ease of parameter setting, debugging
and implementation. These qualities provide an excellent fit for our DMS, but the
standard algorithms have some difficulties w.r.t. multi-label and large datasets for which
we have developed better techniques.
ML-ARAM, discussed in Section 2.1.3.6, is in principle a label powerset multi-label
classification algorithm. It is a label powerset because the number of prototypes to
be activated has as its lower bound the number of unique labelsets (unique labelset
combination) in the dataset. A unique label also creates an atomic label used internally
by ARTb to differentiate between the training samples. This is important in the match
tracking procedure. If a neuron produces the highest activation but has a different unique
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label than the training sample, then the match tracking is triggered and greater vigilance
is required. This results in a higher accuracy in the single label classification but also
causes smaller prototypes to be created, possibly leading to overfitting. However, on
multi-label this case should not be ruled out, as some neurons might have similar but
not exactly the same labels, i.e. the labels are no longer exclusive. This also means
that shared spaces and overlapping regions in the feature space would not decrease the
prediction quality and should be considered in the learning algorithm.
For large datasets with a significant number of features and samples, the activation
time for a test sample can be quite high. Not only does the number of neurons present a
problem, but the number of operations per prototype/sample also increases considerably.
One way to address this is to divide the feature space and only allow neurons in a
certain region to be activated. Nevertheless, the prediction quality may decrease, as the
neighborhood in high-dimensional spaces is difficult and costly to estimate8 . There are
many ways to divide the space. We decided to use ART clustering; we describe later
why this structure was selected and exactly how the procedure works.
Two other minor implementation issues related to large datasets and parallelization
were also addressed. Prototypes do not need to be fully populated in the large-data
scenario, i.e. two sparse vectors can be used. One problem with using complement
representation in text classification is that many of the feature vectors are zero for the
lower indices and one for the upper indices. Using zeros also on the upper indexes (those
representing the “top-right” point of the hyperbox) can significantly decrease memory
consumption when using sparsing conventions. Only in the activation phase do these
data points need to be transformed back. The increase in calculation complexity is very
low, since we merely need to add a “1-” in the activation phase, and only for the features
that are non-zero. Moreover, the lengths of the vectors are more easily calculated, as all
unused features will add 1 to the norm of the vector in Eq. (2.4).
In addition, the activation of the prototypes can be parallelized to a great extent,
and implementations in the framework of OpenCL (Open Computing Language) for
python, using GPU and CPU, were carried out with success in this study. To this
end, a chunk of the test samples and the neurons were load into the memory, and each
“worker” activated exactly one neuron per cycle. Afterward, the activation results were
sorted as in Eq. (2.3). All further processing (as described in Section 2.1.3.6) was
performed sequentially. Threaded and sparse activations were also implemented in Java.
The training can also be parallelized: the unique multi-labels can be calculated, and
each worker can learn separately with their different assigned unique labels, ensuring
a similarly easy merging process. However, this process was not implemented, as the
training was already fast enough.
These key improvements can make ARAM very fast (the activation process is quite
rapid, and every prototype activation can be parallelized) while significantly decreasing
the memory consumption. This allows large datasets to be processed efficiently and in
8

The idea to use the neighborhood is placed in order to decrease the time. Thus, a fast (and usually
estimated) method is used.
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a user-friendly fashion. We now describe how to divide the input space such that fewer
prototypes are activated.
Hierarchical Prototypes
As discussed above, the problem of ML-ARAM for large datasets is two-fold. Even
without match tracking, the LP approach can create many prototypes due to the high
number of unique labels; a high vigilance parameter can result in even more. The
activation of many prototypes increases the test’s procedure time. Although this process
can be largely parallelized, it comes at a high cost in terms of resources.
One way to resolve this problem and reduce the activation time is to use special/spatial
indexing methods such as k-d Tree [Ben75], R-Tree [Gut84] or X-Tree [BKK96]. The
idea here is the hierarchical organization of data into a tree structure using the features
in order to accelerate access to it. Although k-d Trees can quickly locate neighbors, as
in the case of the k-Nearest-Neighbors (kNN) classifier [GCB97], the representation of
a hyperbox by only one point is too inaccurate for classification purposes. Approaches
that directly employ hyperboxes, such as R-Tree (and even X-tree, its extension for high
dimensions), are much slower when searching for prototypes in the neighborhood of a
test sample, even slower than the activation of all prototypes in ML-ARAM, especially
in classification problems with thousands of features (high dimensional space).
Therefore, we propose to change the structure of ARAM by adding intermediate layers
in which learned prototypes can be clustered as input patterns. Such a layer would then
cluster already-learned prototypes at the end of the training stage. This method also
has a vigilance parameter, which we call clustering vigilance. If the cluster size is chosen
to be sufficiently large by setting a relatively low value for the clustering vigilance, each
cluster can be responsible for a subset of prototypes, providing a hierarchical structure
with only a few clusters. The extended network, called Hierarchical ARAM (HARAM),
can activate only one or several such clusters, i.e. a subset of all learned prototypes
at the lowest level, and thus accelerate the classification process in comparison to the
standard (ML)-ARAM algorithm.
Using different values for the vigilance parameters in order to obtain different degrees
of detail (resolution), has already been discussed in [Bar96, Tsc10, HLS+ 96, KW11] (all
four of which employ hierarchical clustering). To the best of the author’s knowledge,
this subject has only been studied with the perspective of clustering. Moreover, the
learning process in previous research was also different, and the samples were used in
all hierarchical levels of the networks, e.g. the direct use of prototypes as input was
not investigated. Moreover, the goals of the network were completely different: the first
layer with the lower vigilance helped to filter noise from the data, creating the second
layer with higher vigilance. Our approach proceeds in the other way, first we train
the layer with the highest vigilance, then the layers with lower vigilances (or the layer
with the lower number of nodes), by clustering the next layer with more nodes, or the
higher vigilance. This makes the training much faster: in the layer with lower vigilance
we only need to train using the compressed data samples in the prototypes, not each
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Figure 4.2: Cluster Growth
data sample in every layer. Furthermore, we allow multiple prototypes to be selected as
winners, allowing a better approximation.
In [KW11] (PHF-ART), there is a clear connection between the prototypes learned
with different vigilances, but their method entails an additional difference w.r.t. our
approach: in PHF-ART, the layer with lower vigilance is trained first, and the samples
are then presented to the next layers. Each layer with higher vigilance has multiple ART
networks, and each network is linked directly to the responsible network in the anterior
layer, whereas our approach groups the prototypes together in one network, allowing
neighborhood to be considered in the activation.
Also in [YA12, ST12], hierarchical ART was used for planning and for robot behavior
categorization. However, both papers use ART modules to integrate several submodules
in order to cope with heterogeneous data sources, a much different objective.

4.2.1 HARAM
HARAM differs from the original algorithm by an additional preparation step that takes
place after the training process is completed. In this step, higher layers are organized
(i.e. the Fuzzy ART clusters), reducing the number of activated F2 prototypes to be
built.9 During the clustering of prototypes, their identifiers are stored for rapid access
from the top. To enable this process, the learned F2 prototypes are used as input for an
unsupervised Fuzzy ART network to learn from. Similarly to Eq. (2.2), the winner is
determined by choosing the cluster with the highest activation:
Tkc (W aj ) =

|W aj ∧ W ck |
α + |W ck |

(4.2)

where W ck is the weight vector of the cluster and W aj the prototype of the network.
An important difference here is that two points (r min and a r max ) coded in W aj are
used rather than a single input point. Thus, in contrast to Eq. (2.2) both the distance of a prototype from the cluster C and the prototype size influence the activation
9

We differentiate here between F2 prototypes, which are coded in the category nodes and connected
to labels, and clusters of higher layers that are not part of the ARAM network.
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value. This activation function therefore rewards the creation of compact clusters. The
smaller prototypes among the equidistant ones produce larger activation values for a
given cluster.
The learning equation is as follows. The winner is found in a similar manner to Eq.
(2.2) and (2.3) by choosing the cluster with the highest activation:
c(new)

WK



c(old)
c(old)
= βc W aj ∧ W K
+ (1 − βa ) W K

(4.3)

The learning rate βc is set to unity in the fast-learning mode. The growth process of
a cluster C after learning a prototype P is depicted in Figure 4.2. The corresponding
hyperbox P with the corner points (pmin , pmax ) becomes incorporated into the cluster
max
C = (cmin , cmax ), changing it to Cnew =(cmin
new , cnew ). This differs from the standard Fuzzy
ART training algorithm in which only a point is learned by the network each time. In
HARAM two points describing a prototype are learned simultaneously in the higher
layer. This allows the more rapid clustering of prototypes. If Cnew is the winner of the
higher layer, the prototype P is activated at F2 along with all other prototypes that have
been involved in the creation of C.
The Fuzzy ART network usually has a lower vigilance than the level chosen during
ARAM training. Clustering can be performed recursively for several layers, using prototypes/clusters from a lower layer as input for the next layer and decreasing the vigilance
for each new higher layer. Although this builds a hierarchy of prototypes, the gain in
speed decreases significantly with each additional layer and accuracy scarcely changes
at all. The experiments show that apart from the prototype layer, it is the first cluster
layer that influences the accuracy of the classifier most. For this reason, only one cluster
layer is used in this study.
This clustering process creates larger (and more importantly, fewer) clusters than
prototypes and is therefore able to accelerate access to them. In order to maximize the
gain in speed, one can use a simple rule of thumb as a guiding value for the optimal
number of clusters: assuming the equal distribution of prototypes in clusters, this value
can be obtained by minimizing the sum of the number of activated clusters and the
number of activated prototypes, which gives the square root of the number of prototypes.
The hierarchical activation process starts by activating the clusters of higher layers and
then proceeds downward, only activating the prototypes of the lower layer that belong
to the winner at the higher layer. First, the clusters of the highest layer are activated by
a test sample. The winner propagates the pointers to the prototypes to be activated in
the layer below. After activating only the selected prototypes in this layer, new pointers
are restored from the winning cluster, and the process continues until the lowest layer
F2 is reached, from which the corresponding classification labels can be obtained.
A nice byproduct of HARAM is that hierarchical IF-THEN rules can be easily extracted from the network, simplifying the knowledge representation of the learned data.
Through the use of prototypes and not training samples in creating the clusters,
HARAM has several advantages compared to other approaches to hierarchical ART:
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Figure 4.3: Potential Problems with HARAM
a) HARAM can be much more efficient, since prototypes are a compressed representation of the training samples and thus the calculations for cluster-building are rapid; b)
the training set must not be presented multiple times (in other hierarchical approaches a
training sample should be presented into each layer); c) because our extension only needs
prototypes, it can also be used without any training data as an add-on to an already
trained ARAM network; and d) clusters are direct generalizations for the prototypes,
and thus hierarchical fuzzy rules can be extracted from the network. The evaluation of
the hierarchical rules and their use in the understanding of the classification process are
left for future research.
Although the process described above is performed offline, it can be modified in order
to retain the valuable online learning property of ART. It is also possible to train the
clusters directly on the training samples at the same time as the prototypes; however
this would result in a much longer training time.
Two potential (related) problems with HARAM involve the neighborhood and overlapping clusters. In the first case, if a data point is not covered by any prototype, it
can still be covered by a cluster. A simple way to visualize this is, if we start from a
rectangle (Cluster C) and divide it equally into four subrectangles, as depicted in Figure
4.3. Two of these subrectangles on opposite corners, Pi and Pj , represent prototypes; the
other two represent empty spaces that were aggregated through the training process. If
a point A lies in these empty spaces farther away, near the border, there may be another
prototype Pk just outside of C that could be closer to this point than wither of the two
prototypes in C. Thus, the cluster may create borders between the prototypes that may
be suboptimal. The other issue, which can also be seen in Figure 4.5, concerns cases in
which a point lies in a region of overlap – that is, where multiple clusters have the maximum activation value at the same time. To overcome both problems, we propose not
using the WTA rule of Eq. (2.3), but rather its weaker form with more than one winning
cluster to select the prototypes for activation.10 Several experiments were performed in
order to determine the appropriate number of clusters for participation in the selection
of prototypes. If not explicitly specified, the Number of Selected Clusters (NSC) that
10

One important issue with high-dimensional spaces is the consideration of the neighborhood. When
only one winning cluster is activated, some prototypes might be close to it despite their membership
in a neighboring cluster. The use of multiple winners increases the probability of activating all
prototypes that are close to the presented test sample.
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Figure 4.5: HARAM Schema: Circle-in-Square Problem

contribute to the prototype activation will be three.
The schematic training and test procedures for HARAM are depicted in Figure 4.4.
The dashed arrows point in the direction of the training. The training samples are used
for learning the prototypes; afterward, clusters are created using the learned prototypes.
The test procedure is depicted by the solid arrows: each test sample is passed to the
cluster layer which selects the prototypes (IDs) to be activated and for participation in
the prediction.
Figure 4.5 shows HARAM handling the well-known “the circle in the square” problem
[CGM+ 92]. The ARAM network trained with a vigilance of 0.95 had 125 prototypes. In
the upper layer, only five clusters were created with the clustering vigilance set to 0.8.
In the classification phase with the sample (0.5,0.5), the middle cluster (number 3) in
the higher layer won. It contained 30 prototypes to be activated, plus 42 from both its
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neighbors. In total, only 77 prototypes from two levels were activated while classifying
the sample, requiring only about 60% the effort of the standard ARAM network.
ML-HARAM
The second difference between HARAM and ARAM concerns their multi-label versions.
ML-ARAM [Sap09b] increases its precision by relaxing the WTA rule, allowing multiple
prototypes to be involved in the label-ranking calculation. To that end, it first calculates
the difference in activation between the most activated and the least activated prototype.
This difference is subsequently multiplied by a user-defined ML-threshold to select a
fraction of highly activated prototypes for the creation of label-rankings. For more details
on this process and the subsequent transformation from label-rankings to multi-labels,
see [Sap09b].
In HARAM, instead of all prototypes being activated, an estimation of the lowest
activation value is made: the least activated prototype from the selection made by the
clustering process is used as lower bound. The main difference is that the user-specified
threshold must be changed accordingly. The variation resulting from this method is
noticeable in the experiments only in the third or fourth decimal digit place.
A strategy more faithful to the original approach, which is associated with higher
computational costs and will therefore be disregarded, involves adding the prototypes
belonging to the least activated cluster to the selected prototypes, and then using the
least activation. The threshold should be by this method in the same order of magnitude
as in the original method.
One major advantage of the approach as opposed to RAkEL and HOMER, which are
built by dividing the label space and not the feature space, is that we assume not that
the labelset or sub-labelsets are in a neighborhood, i.e. similar label occupies a limited
compact space in the feature space. ML-ARAM divides the feature space based on the
prototypes, which may or may not have similar labels. This is a more successful strategy
from a linear and generalization of classification perspective, since the label correlation
may be positive or may interfere with the classification, and therefore the feature space
and not the label space should be used as divisor.

4.2.2 Implementation
In order to cope with large datasets and to be competitive in terms of implementation
speed, two following modifications of the standard ARAM were undertaken.
GPU
GPUs can be used to highly parallelize algorithms. Although, some algorithms cannot
be parallelized, and others have bottlenecks requiring the results to be merged together,
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breaking up the parallelization. ARAM can be parallelized well, but mostly in the activation part; deciding which prototype wins is a sequential part where the parallelization
needs to be joined (bottleneck). Therefore, the activation part will be parallelized, but
not just sample-wise. In the test phase, when all prototypes were loaded into the GPU
memory, we further sliced the test samples into big chunks that were also loaded into
the memory, one chunk at a time. The algorithm proceeded through the matrix of test
samples times prototypes (pair (test sample, prototype)), each time applying a kernel
that activated each prototype on a certain test sample. At the end of the calculation of
each chunk, we gathered the sorted activations and calculated the results for each sample
of the chunk separately. This can only be done efficiently in the test phase, since the
prototype matrix must be changed continuously for each sample during training. The
GPU implementation of HARAM was as follows: analogously to the matrix constructed
from samples and prototypes (N ), the matrix of samples and clusters (C) must first
be processed by applying the kernel to this matrix. Then, the winning clusters (those
with the highest activation) are selected for each sample, gathering the identifiers of
the prototypes to be used for storage in a matrix (samples times prototype identifiers
(I); if the prototype identifier is to be used, the value is 1, else 0). When the kernel is
applied to the samples and the prototypes (N ), I is checked to determine whether the
kernel should be calculated or not for this prototype and sample. The activations of
used prototypes are then gathered, and the algorithm proceeds as in the normal GPU
implementation. Although all prototypes must be checked to determine whether they
should be activated, which requires a few more calculations in comparison to standard
HARAM, this implementation uses the GPUs at its disposal and should accelerate the
process significantly.11
Our algorithm is similar to [MZPHR07], but with some differences that arise from
the use of (ML-)ARAM rather than Fuzzy ART. [MZPHR07] also used the algorithm
to visualize the results, saving the result in the frame buffer, whereas we output classes
in the CPU. Moreover, we compute only the activation of the neurons in the GPU,
as explained above; the sorting of the activations and selection of the most activated
are performed in the CPU, whereas in [MZPHR07] this step was done by the GPU, as
was the training. We believe that these two steps – the training and the calculation
of the activation – are rather sequential procedures and are more rapidly performed
with the CPU paradigm, especially with the multi-label techniques employed in MLARAM. We use the GPU as a means for comparison with other, faster methods of ART
activation. Still, the GPU method performs every step of ARAM, whereas HARAM’s
clusters eliminate a significant number of potentially uninteresting prototypes, avoiding
a large number of computations. We utilized a GPU with 8 (4 real, 4 Hyper-Threading)

11

The GPU implementation of HARAM also differs from [KW11] in that, we additionally parallelize
in terms of the samples – that is – we determine the prototypes to be activated by calculating the
activation for all clusters and samples. The selection of the prototypes is done in the GPU; in the
next step, we perform the activation for all selected prototypes in the GPU.
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cores12 .
Sparse Activation
A general issue with Fuzzy ART networks is that their complement-coded normalization
leads to double-length weight vectors. Thus, if feature vectors possess high dimensionality, this will result in sizable memory consumption. One way to solve this problem is to
represent the feature vectors using only the indices and values of the non-zero features.
In this case, we are interested in increasing the number of features that are equal to
zero; therefore, we replace the complement-coded representation of weight vectors with
the representation involving the minimum and the maximum points of a hyperbox r min
and r max . The sparse activation T S is then calculated by taking the minimum between
an input vector A and r min plus those of the complement and minus the maximum
between A and r max as follows:
X
X
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This removes all but a fraction of the original calculations remaining to be performed at
each test iteration.13 An important condition for the sparse activation to be faster than
the standard one is that rkmax must have (many) more non-zero features than the input
vector A.

4.3 Rule Explorer
The presented approach can improve the predictions of multi-labels. It can additionally
be used to discover the relations that the classifier did not learn, since these were the
12

This means that an actual graphic card for GPU was not used; instead, we used the CPU with
its processors in a highly parallelized fashion, i.e. like a GPU as it is provided by the OpenCL
framework.
13
Assuming the input is from a sparse source, which is generally true for text classification.
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Figure 4.6: Rule Explorer with Configuration Window

improved ones. It can then retrace the labels that were wrongly predicted and the
classification rules by which such predictions were made.
A manual examination of these steps is cost-intensive. This is especially the case in
high-dimensional sparse spaces such as text-mining tasks, since the relevant features and
labels may be difficult to identify. However, such analysis can reveal a great deal about
the tasks and enable a more advanced data analysis and handling of the problem.
Below, we present a visualization tool that helps explain the classification process,
enabling a form of visualization for each of the above-mentioned steps. The Rule Explorer
facilitates navigation through the data, the analysis of label co-occurrences and the search
for the causes of misclassification’s.
The Rule Explorer consists of two main perspectives: input and output space examination. We will describe the output first, since the process needs to be reproduced
backward to retrace the steps. However, there are certain setup variables that must first
be established. The first step in the Rule Explorer process involves selecting a (hierarchical) IM and setting a threshold. The selected IM will be used to show the connections
between the labelsets and the threshold in order to only visualize the connections with
IM values that are above the threshold. This prevents the display of excessive unnecessary relations but can be easily modified. To set this threshold the configuration window
of the node must be opened, as can be seen from Figure 4.6. In addition, the data
required by the Rule Explorer must be made available: the two hierarchies, the training
data and labels of the two labelsets, the rules calculated by the classifier (in this case,
ML-ARAM), the lists of training instances belonging to the rules, and (optionally) two
lists linking the instances to their text data. We now continue with the first view of the
Rule Explorer node.
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Hierarchy 1

Hierarchy 2

Interestingness Measures Values
between labelsets 1 and 2

Figure 4.7: Rule Explorer Main Window

4.3.1 Rules: Output and Input Space
The view frames of the Rule Explorer enable us to examine the output and input spaces
of the classification problem. We start explaining the output views, as this is the first
step when examining an error. Subsequently, the views related to the input space will
be described.
Output Space
The main view of the Rule Explorer starts is shown in Figure 4.7. The upper tree
depicts the hierarchy of labelset 1; the bottom hierarchy, that of labelset 2. The tree
layout is automatically calculated by the library org.abego.treelayout14 . However, the
nodes can be selected by clicking on them and dragging them to other positions. Thus, if
a connection between two far-apart positioned nodes is interesting, this distance can be
diminished, and a new view with only the interesting nodes can be produced. Moreover,
the root node of labelset 2 is renamed “root1” in order to distinguish it from the “root”
node of labelset 1. In the table below, the connections between the labels and their
values for the selected IM are shown. There is also the possibility to search for nodes
in the text field above. Found nodes are marked in red to ensure ease of identification
across the labelsets.
In Figure 4.8, we see how the “Enable Connections” entry from the “Option” menu
operates. Clicking on a label shows all the rules associated with this node on the lower
14

https://github.com/abego/treelayout, accessed May 2015.
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Figure 4.8: Rule Explorer Main Window: IM Rules
panel, ordered by their IM value (here, JacDif ). The first two rules have a value above
the threshold 0.05, so they are displayed – the stronger with a thicker line, the weaker
with a thinner line. Clicking on one of these edges opens a new window displaying the
IM values (selected IM, support, expectation and absolute support) as well as certain
IM values from the parents, so that the resulting Dif IM value will be more readily
understood.
These tables can be saved for later comparison to tables belonging to other relations.
This enables a direct comparison of the measure values involved and therefore provides
an indispensable way of seeing how labels are interconnected. Furthermore, a comparison
between labels with similar values can be undertaken, and the influence of the parents
and the expectations can be assessed.
Input Space
The prototypes created by the ML-(H)ARAM classifiers are IF-THEN-rules in the input
(features) space, and the prototypes link each input cluster to a specific multi-label.
In Figure 4.9, selecting “Option” from the menu, then the entry “Enable Rules” and
finally clicking on a label in the tree window changes the lower table to display a view
of the data from the testing arff-file: each row is a sample and the columns are ordered
with the labels first, and then the attributes. It also opens a new window showing the
specific rules in which the selected label is involved. Rules can also be searched by their
number.
Clicking on a row in the lower table classifies the sample and the results are shown in a
new window (Figure 4.10a). Here, a table at the top displays the labels and rankings set
by the classifier. The table in the middle shows the rule number, whether it was selected
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Figure 4.9: Rule Explorer Main Window: IF-THEN Rules
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(a)

(b)

Figure 4.10: Rule Explorer: Classification rule activations and instances belonging to
selected rule

for ranking (those marked with an asterisk) and how many true and false positives and
false negatives were produced. Also displayed are which labels belong to the rules and
whether they are true or false for the sample, the number of instances involved in the
creation of the rule and the result of |A ∧ W ak | (caption: Act. Total) and |W ak | (caption:
HP Volume15 ) – as it was presented in Section 2.1.3.5. We adapted the Rule Explorer to
the text-mining setup; as a result, many features are available for this specific task (e.g.
the text of the classified sample is shown below). Clicking on a given rule additionally
opens the window displayed in Figure 4.10b. In the table on the left, the features actually
calculated with the sample are shown. Also depicted are the values of the differences
between the lower bound and the sample and the upper bound and the sample, but also
the values of the sample and the lower and upper bound. In this way, deviations between
samples and prototypes and their magnitudes can easily be detected.
The table on the left shows which instances were involved in the creation of the rule;
clicking on them displays the text for the selected training instance in the text field
below. If a feature row is clicked, this word is highlighted red in the text. This facilitates
the location of appearances the word in the text as well as providing an impression of
how much an individual instance was responsible for a given feature.

15

This is a reference to the hyperbox and the norm, since we used the Manhattan the circumference
instead of Volume would be more appropriated. We used in the caption the more general term since
the norm can be later changed as Volume is, in our opinion, a more intuitive concept.
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4.3.2 Traceability
The ML-(H)ARAM networks allow us to examine the training samples that were responsible for the creation of rules. In particular, one can identify why certain samples
were merged together and others were not. Furthermore, the samples responsible for a
rule might fit a new sample better, but the label might then diverge. We can examine
in detail why a certain rule achieved a higher activation, which words were involved and
why the value of a certain attribute of a rule was closer to any given sample than another
rule. This also enable the identification of attribute values of rules that can be changed
in order to increase the prediction of the classifier.
The search for noise, outliers and mislabelling becomes much easier with the proposed
platform. Words that are homonyms, false stemmed, or out of context can be located
more easily, and rules based on words from such instances can be “repaired” or erased.
However, the preprocessing employed in this study bases on a bag of words model.
This forms a distance space in which instances that share only the same layout or author
will be close to each other. This can cause instances to be grouped together that are
relatively different, creating a rule that does not correspond to the instances in the test
set. The other side of this problem is that one author may use a certain set of words
and label an article with a given set of labels, whereas another may write differently on
the same issue and label slightly differently. This might lead also to different rules being
created based on instances that should be grouped together. This latter case is more
difficult to identify and will be not examined in this study.

4.3.3 Rule Linking
With the visualization features described above, groups of classification rules connecting
a node from one labelset with another node from the second labelset can be discovered.
Key features that are important in the classification process can then be identified in
order to connect the labels within the data mining process.
In this case, hierarchical rules such as hierarchical IMs or ML-HARAM can also be
extracted and examined and certain commonalities can be found. This enables a simple
method of knowledge extraction in the data mining process linking ARs within hierarchies with classification rules.

4.4 Discussion
We have presented many enhancements to the methods chosen for the DMS that can
handle multiple labelsets.
The prediction of the chosen classifier can be improved by using ARs. As we will
show in the next chapter, some of the rare association rules are especially suited for this
task when the classifier meets certain criteria. In contrast to previous approaches and in
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order to overcome their main problems, we focus on small support labels and on crossontology rules. In addition, we have presented methods for selecting an adequate rule
set based on a given IM. The main idea was to remove the majority of the rules, since
only specific, high-valued rules will be overlooked by the classifiers employed. Moreover,
determining the optimal threshold of ARs for use in MLC in order to improve the labels
has the advantage of jump over labels, setting labels further down, skipping labels that
are higher-ranked but unlikely to be used with the others above. This poses an advantage
to the traditional threshold methods that predict in order from top ranked down to the
label still meeting the threshold condition.
We have also presented a further development of the neuro-fuzzy classifier ML-ARAM,
which is faster and (in some cases), achieves results with greater prediction quality, as
will be shown in the experiments. It is also able to extract hierarchical rules, grouping
them in the attribute space, which enables a topological analysis of the rules.
The Rule Explorer helps us to investigate the classification process and adds an additional layer that facilitates the analysis of the task. It allows examination of very specific
data and identification of commonalities. The division between output and input space is
also based on the steps of this DMS and enhances the analysis in each step. The process
can be scrutinized with the Rule Explorer in order to retrace errors to the training data
and to support the association analysis between the two label sets. Especially in text
mining, it can help us to locate certain features and patterns in order to understand the
rules extracted from the DMS.
With these tools, we now have an easier and more efficient way to explore large datasets
with multiple ontologies. The prediction and knowledge extraction by association analysis and rule examination provides higher quality. This facilitates the adaptation of the
DMS to the problem as well as the detailed understanding of the complex problem at
hand. With the developed contributions, the DMS can cope with all the requirements
providing features the previous approaches could not.
In the next chapter, we put every presented piece of the DMS to the test and analyze the results, concentrating in particular on the improvement of the multi-labels. In
Chapter 6, two use cases will demonstrate the features of the Rule Explorer and how
they can help us to better understand the examined problem with the DMS.
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The goal of this study is to develop a DMS that can cope with the requirements set
out in Section 1. The following experiments were designed to test these specified key
properties and the results will be discussed accordingly. First we will describe the setups,
the parameters of the used methods and the evaluation methods.
In the experiments part, we will begin with the MLC experiments, since they will
serve also as the base for some of the experiments performed in the association analysis
part, which follows next. We will finish this section with the experiments on the MLC
improvement. The DMS itself will be presented in Chapter 6.

5.1 Setup
The two very different fundaments of this study are multi-label classification and association analysis. First, the implementation of the used algorithms and their parameters
will be shortly described. This will be followed by an explanation of the methods used for
data preprocessing of the text data. Then, the evaluation methods for the classification
and association analysis will be presented.

5.1.1 Implementation and Parameters
Classifiers
The parameters selected for the applied classifiers1 were the standard settings. The MLkNN (http://scikit.ml/ implementation) was set as default to have 10 neighbors, a
smooth parameter set to 1 and the distance metric was Euclidean, with the exception
of the single label dataset, where only 1 neighbor was used, because it achieved better
results. For SVM (Liblinear implementation2 ) we used the L2-regularized logistic regression (primal) to get the rankings. Since it can have different results on the EUR-Lex
dataset depending on the L2 regularization method, the L2-regularized L2-loss support
1

Namely, (ML-)ARAM, (ML-)HARAM, (ML-)kNN, SVM (BR and LP) and TWCNB, whose descriptions were given in Section 2.1.3. In Section 5.2.2 Random Forest was exceptionally applied in
this dataset in request of a reviewer for the article in [BS16]. We reference to [Bre01] for an algorithm description. Since the dataset was single label Section 2.1.5 does not apply completely. The
implementation used was of scikit-learn http://scikit-learn.org/stable/modules/generated/
sklearn.ensemble.RandomForestClassifier.html.
2
https://www.csie.ntu.edu.tw/~cjlin/liblinear/
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vector regression (dual) was used there, also to obtain the better results. Further, the
LP ranking is done by adding the score of the unique labels weighted by their support3 . TWCNB (python) does not have any parameter at all. The thresholds to binarize
the label prediction score were set to 0.5 in most experiments for these classifiers, only
TWCNB needed to use the threshold method reviewed from Section 2.3.1 in the EURLex, since the value range of the score assigned to the labels shifted to the negative (the
high number of labels causes the probabilities calculation to produce very low values).
The ARAM vigilance parameter varied from experiment to experiment. It usually
depends on the dimension of the input space but also on other data specifics (like the
distribution of the data points in the feature space). The value for threshold for multilabel depends on the activation distribution of the prototypes and is optimized for each
dataset as well.
For HARAM, the preparation time was not included since there are many ways to
perform it. Calculation of the clusters depends heavily on the clustering vigilance and it
is a separate step taking place after each sample of the training data has been processed.
We also did not examine if the clusters could grow “online”. The exhaustive search on so
many options would shift the focus of this study away from its main purpose, therefore
we leave it for future work.
Knowledge Extraction Methods
There were many small tools for the knowledge extraction part, we will describe the
most important. The Apriori Algorithm used for hierarchy extraction from [BBS11a] was
implemented in MATLAB. The various IMs were also implemented in this environment,
as well as the one-to-one relation extraction algorithms, like the selection of the right
threshold. The analysis of the rules was also conducted within MATLAB.
Multi-label Improvement
The methods used for the multi-label improvement were implemented in MATLAB and
used together with the ones of the knowledge extraction part in order to improve the
labels and analyze the used rules.

5.1.2 Data Preprocessing
Most of the datasets were part of text classification tasks, one of the reason being that
in the literature, it is the most used data type for large MLC. Text classification has
specific preprocessing methods (preprocessing (stop words removal, stemming), feature
selection (e.g. selection by term frequency) and feature weighting (e.g. term weighting as
TF-IDF, see Section 2.1.3.2). Only the classification dataset Yeast was from a different
3

Although this is bad for rare labels, it can at least predict the high support labels.
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nature and normalization for classification4 was applied as sole preprocessing step. We
will present the used methods in this study.
The AR datasets’ preparation was very simple, the data was gathered and transformed
in the transaction form (depending on the dataset, creating the transactions could be
more complex and will be described in the proper place).
Feature selection plays an important role in classification, in multi-label classification there are already considerable number of studies ([GLH11, SML12]). Since we use
multiple ontologies (labelsets) and apply also cross-ontology classification, unsupervised
methods are preferred for better comparison between the classifiers and also enable online
learning5 .
Text Features
In text classification and mining, it is usual to transform the text into a vector space
model representation [MRS08] with the word frequency. Each row represents a document
and each column how many times a certain extracted word appeared in it. Despite the
lack of context of a single word, it is one of the most used methods in text classification.
The matrix with all the instances can now be examined for key properties of the features,
on which features will be selected or pruned.
In this study, we use term frequency strategy for feature selection, i.e. we select the
words with the highest term frequency, an unsupervised method. Although this can
select obvious words and words with little meaning to the document category, the words
after the first several terms can be very specific, and as we select several thousand words
this effect should be negligible. Many unsupervised methods will have similar problems,
since it is not clear which words would help to discern a given class. Unsupervised methods counteracting such problems like TF-IDF would for example select very rare words
and which might give no information about a class but only about a certain document
and they are usually more expensive, while term frequency has a relatively low complexity. Another method, the document frequency, might correlate with term frequency
but the total number of terms used might be low within the documents creating a small
range, which can be problematic for the classifiers depending on the normalization. Also,
[MRS08] suggests to use term frequency (collection frequency) for multinomial model
Naive Bayes, as TWCNB is, instead of document frequency. Furthermore, using the
term weighting strategy of TF-IDF allows the documents to be further differentiated.
The combination of term frequency filtering and TF-IDF was used throughout our publications on text classification and the results were comparable to other state-of-the-art
results.
As indicated, after the feature selection with term frequency, the matrix is transformed
4
5

Feature selection could also be examined here, but it was not the focus of this study.
The combination of feature selection and online learning is a difficult issue, since the features removed
can later become important, for the training. For that reason too simple methods were preferred,
and optimization in that issues is leaved for future work.
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with the method TF-IDF to a new matrix of the same size where each value corresponds
to the frequency of each word in the text for a given instance, but also linked to the
amount of the frequency it has in all other documents. The motivation is that if a word
is very infrequent in all documents but in a specific document it is very frequent, it is
important for that document. The other way around, if a word appears very often in all
documents, it does not have any important discriminating function of any document.
The exact formula is (as also described in Section 2.1.3.2):
Mij = T Fij ∗ IDFij = P

Fij

k=1...R

Fik

N
)
k=1...N |{Fkj |if Fkj > 0}|

∗ log( P

Where M is the new TF-IDF matrix, F the frequency word matrix, Fij is therefore the
word count of the j word in the i document. Further, R is the number of attributes and
N the number of documents. The first term T Fij is the simple term frequency of the
word in the given document. The IDF term measures in how many documents the term
appears, giving a higher score to infrequent terms.
Although, it is a statistically simple approach, it is often used and achieves good
results. Yet, in classification there is a great problem in specific cases. For once, when
training a classifier, the testing set is unknown. This means that the IDF matrix can
only be calculated on the training data, leaving the question open as to how to calculate
the IDF matrix for the test data. A possible approach is to calculate the IDF for the test
data independently6 . This requires that the distribution should be the same, excluding
scenarios like temporal classification or online learning. Another way is to use the IDF
from the training data and calculate only the TF term for each test instance. We chose
this latter approach (TF*IDFtr ) since it allows, to a certain degree, online learning to
be performed meaningfully.
Normalization
Many classifiers require that or perform better when the input features are normalized.
We used three types of normalization: row-wise with cosine and column-wise with maximum and minimum over the column-values for text classification. In the Yeast dataset,
we used a normalization (referred to as matrix normalization) over all the values of
the attribute space of the training data in order to preserve the topology of the space
(neighborhood). For column-wise and matrix-wise normalization, a main difficulty is
how to handle test samples. We chose to use the maximum value between the maximum
determined by the training data and the maximum of the given test sample. This was
performed likewise for the minimum value. We did not apply matrix normalization for
the text classification because of the feature selection and the term weighting methods
chosen. They could overweight some features over others, since the number of dimensions of the feature space was large, those with small values would have less weight in
some classification methods. The no free lunch assumption also can be applied to these
6

This means that the training procedure is separately and as many as possible test samples are known.
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problematics, i.e. normalization may depend on the dataset and the classifier. We will
name the normalization selected for each dataset. We also made the choice not only
based on the prediction quality, but also in order to make our results comparable to
other results in the literature.

5.1.3 Evaluation
In MLC, the prediction quality cannot be assessed easily also because of the multiplicity
of the error: the sum of true and false positive is not anymore 1 for each sample as it is
for one or multi-class classification, but may vary for each sample. The consequence is
that there is an implicit weighting of the prediction, e.g. labels which have high support
are for many commonly used measures more important. Other measures were proposed
to take into account this important aspect. The performance measures which will be
used in the MLC were already discussed in Section 2.1.6.
For association analysis, the performance is often assessed by means of an expert
analysis on the extracted rule set. Such an analysis is difficult and cost intensive, so
it will be only applied were the results are promising. In the section, where the item
relation discovery is examined, we use different techniques to access the quality of the
results, very different to the ones used in the classification part. Yet, we will use a new
method, that was developed within this study, to assess how representative the extracted
rule set are. In the improvement part, we will employ mostly the classification quality
assessment measures, but will discuss where convenient the single rules used and their
properties from the point of view of an association analysis.
Next, we will discuss how the classification methods will be evaluated in terms of
statistical significance.
Cross-Validation
To ensure the generalization and validity of the results, most studies in the field of
MLC do use some sort of Cross-validation (CRV), also because most of the datasets are
relatively small. In CRV, the data is divided into several slices, one slice is used for
testing and the others for training the classifier. The main question is how to divide
the data so that the variation and noise in the data, i.e. variation of the data compared
to the bias of the algorithm, can be ruled out by the statistical tests or at least kept
bounded. One main advantage to use CRV against a simple division of test and train
is that standard deviation and variance can be estimated, further, statistical tests can
also point out if a classifier achieved consistently better performance measures results
and is statistically better. Further, using a relatively high number of folds has also the
advantage that if a label is relatively rare, it is probable that it was in the training set.
We will perform, when CRV is appropriated, a 5 or 10-fold CRV.
The stratified k-fold CRV ensures for the classification process that the distribution of
the classes will be equal in all folds. The main advantage of stratification is that, when
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dividing the samples in test and training set, we can assure that there is enough data
to cover all classes to classify. Without it, there might be some underrepresented class
which may be missing in the training set, especially when the data examined is very
large and sparse (with rare labels). In [STV11], a method for the stratification of MLC
is presented, which uses unique labels as classes, so the number of instances of a unique
label should be the same throughout the folds. Yet, it has a major disadvantage in data
with overwhelming amounts of unique labels: when there is a class or unique label with
just one instance, it normally has to be dropped. Many of our datasets have such an
amount of unique labels with not enough instances for this procedure. As most studies
do not use stratification, we will also not employ it in the rest of this study.
Statistical tests can help to analyze in case of ties of small improvements. We will
not employ them in every dataset, since the difference between the classifiers is mostly
clear or at least not crucial. In Section 5.4, we will perform such tests to underlie the
significance of the results. Next, a description of the used test is given.
Statistical Significance
The CRV process only provides mean and variance, it cannot assert directly if a result of
a classifier was statistically significantly better than the other. For such tasks, statistical
tests can assess the significance and probability of the generality of the results. A simple
statistical test is to assume a normal distribution around the mean M E with standard
deviation σ, so that 95% of the population would lie within [M E −1.96∗σ, M E +1.96∗σ]
[Com95], a so called confidence test.
With 10 or more samples of the distribution, one can apply more powerful tests as
described next.
Wilcoxon Signed-Rank Test [Dem06] [Wil45] The Wilcoxon Signed-Rank Test (WSRT)
[Wil45] assumes a population of data points to be distributed symmetrically. Each pair
of points are chosen randomly and independently. In our case, the points will come from
two classifiers (c1 , c2 ) building a pair and each of these points will be a performance measure value on a given slice of the CRV procedure. The H0 hypothesis is then, that both
classifiers perform equally, i.e. the population distribution is the same. The differences
between the values are calculated (di = c1i −c2i ) for each pair (i), zero values are excluded
(the new number of samples is denoted by Nr ). The absolute value of the differences
is calculated and sorted from smallest to largest, ranking each pair (ties receive a rank
equal to the average of theP
ranks they span) by Ri . Denote as R+ the sum of ranks
+
−
where cP
1 was higher (R =
di >0 rank(di )) and R the sum of ranks for the other case
+
(R = di <0 rank(di )). Under the null hypothesis, the test statistic W = min(R+ , R− )
follows a specific distribution with no simple expression. Its expected value and variance
r +1)
, respectively. For our number of slices (10) with a given α7
are 0 and Nr ∗(Nr +1)∗(2∗N
6
7

α normally denotes significance level at which the hypothesis is rejected, and the p-value measures
how extreme the observation is and if it is smaller than predefined α the hypothesis is rejected.
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Figure 5.1: Example hierarchies (adapted excerpt from CL-GO) and relation mismatches
the p-value can be looked up in precalculated tables.
Rule Performance Measures
To examine how a found rule set is related to the true rule set given by the hand-coded
relations, we improved the method of Generic Relation Learning Accuracy (RLA) proposed in [MS00]. The idea of RLA is to measure an average distance between discovered
and true relations. While RLA considers the quality of a found rule set only in terms
of accuracy, we were also interested in most compact rule sets, and therefore developed Relation Learning Recall (RLR), Precision (RLP ), and F -1 measure (RLF -1) in
[BS14a]8 . As stated in Section 2.1.6, the definitions of precision and recall are based on
an exact match between relations. In contrast, the use of RLA enables the matching
degrees between each pair of relations to be assessed, leading to more sensitive perfor[
mance measures. To obtain RLR and RLP , we renamed the original RLA into RLA
and changed its meaning by focusing on the true rule set rather than on the discovered
one. Consequently, the sum over found rules was replaced by the sum over the true rules
– RLAs . The following formulas describe the calculation of RLR and RLP in detail.
(
0, if root is not an ancestor of lcs(a1 , a2 )
(5.1)
CLA(a1 , a2 ) =
δ(lcs(a1 ,a2 ),root)+1
, otherwise
δ(lcs(a1 ,a2 ),root)+1+δ(a1 ,a2 )
p
(5.2)
MA((a1 , b1 ), (a2 , b2 )) = CLA(a1 , a2 ) ∗ CLA(b1 , b2 )
RLA(v, U ) = maxu∈U MA(u, v)
1 X
RLA(U, V ) =
RLA(v, U )
|V | v∈V
8

(5.3)
(5.4)

For details please refer to this citation.
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[ V ) = maxv∈V MA(u, v)
RLA(u,
X
[ V)
RLAs (U, V ) =
RLA(u,
RLR(U, V ) =

(5.5)
(5.6)

u∈U
1
1
RLAs ; RLP (U, V ) =
RLAs
|U |
|V |

(5.7)

where U is the true rule set and V the discovered rule set. For each true rule u ∈ U the
so-called Matching Accuracy MA(u, v) = MA((a1 , b1 ), (a2 , b2 )) is calculated (Eq. 5.2)
w.r.t. each discovered rule v ∈ V on the basis of Concept Learning Accuracy CLA (Eq.
5.1).
First, for each side of a rule, CLA(u, v) measures the distance between two nodes in
the hierarchy (δ(u, v)) in relation to the distance between their least common superconcept (lcs) and the root node root. The distance is measured by the number of edges
traversed on the shortest path between two nodes. In this way, mistakes made at higher
levels of the hierarchy or having large distances are penalized more severely. In contrary
to [MS00], we allow multiple root concepts for an ontology and do not bridge the top
concepts that are too far away ontologically, creating new roots.
For each r, the MA value of the best matching rule among all discovered relations is
[ (Eq. 5.5). This allows a single found relation to cover multiple true
then taken as RLA
relations, although not perfectly. The main advantage of this approach as compared to
that of [MS00] is that RLR and RLP play complementary roles similarly to R and P
and combining them by RLF -1 leads to better performance assessment.
A simple example is depicted in Figure 5.1: the true rule (for this example) osteoclast→bone remodeling, named rOsBr (Os stands for osteoclast and Br for bone remodeling), is compared to the found rule bone→bone remodelling, named rBoBr (Bo stands for
bone). The calculation of MA(rOsBr , rBoBr ) is then as follows: MA((Os, Br), (Bo, Br)) =
q
q
δ(Bo,Ce)+1
δ(Br,Bp)+1
3
∗
=
≈ 0.87, Ce stands for cell eukaryotic and
δ(Bo,Ce)+1+δ(Os,Bo)
δ(Br,Bp)+1+δ(Br,Br)
4
Bp for biological process. For comparison the distance to the rule marrow →cell proliferation in bone marrow : rM aCm (M a standsq
for marrow and Cm for cell proliferation inq
bone
marrow) is: MA((Os, Br), (M a, Cm))=

δ(Bo,Ce)+1
δ(Bo,Ce)+1+δ(Os,M a)

∗

δ(So,Bp)+1
=
δ(So,Bp)+1+δ(Br,Cm)

1
5

≈

0.45, So stands for single-organism. The rule MA((Os, Br), (Bo, Br)) gets a much higher
M A value because it is nearer to the true rule.
The advantage of this approach is that deeper rules are seen to be closer to each other
than higher rules even with the same relative difference. It is similar to the approaches
proposed in the field of hierarchical multi-label classification [BBS11b].
The range of the RLA and RLR goes from 0 for a total miss for every rule to 1 for a
perfect match of the two rule sets. It should be noted that RLP can theoretically become
greater than 1 when |U | > |V |, i.e. when it is no longer normalized. Nevertheless, in
practice, the number of found rules is often higher than the number of true ones. Ideally,
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Table 5.1: Datasets properties: inst.:= Number of instances, feat.:= Number of features,
Nl H1:= Number of labels in Hierarchy 1, Nl H2:= Number of labels in hierarchy 2, lc H1:= Label cardinality of hierarchy 1, lc H2:= Label cardinality
of hierarchy 2, dp H1: depth of hierarchy 1, dp H2: depth of hierarchy 2
Dataset
inst.
feat. Nl H1 Nl H2 lc H1 lc H2 dp H1 dp H2
20 News
18774 53,975
20
0
1
0
0
0
Yeast
2417
103
14
0
4.24
0
0
0
RCV1-v2 Topics-Small
23,149
5000
103
0
3.18
0
3
0
RCV1-v2 Topics-Large
804,414 47,236
103
0
3.18
0
3
0
RCV1-v2 Topics-Industries 30,000
5000
103
364
3.65
3.61
3
4
EUR-Lex
19305
5000
440
4207
3.75 15.50
4
7
all found rules would correspond to the true rules and it would produce RLP equal to
1, but usually it is much smaller.

5.2 Classification
To access the quality of the system, experiments were performed testing the classifier
proposed which fulfills the technical requirements of the DMS. We will examine the
results in order to access speed, sometimes memory, and most importantly prediction
quality and as we will compare it with other state-of-the-art classifiers.

5.2.1 Data
We used a variety of datasets, with increasingly complexity, to test our hypothesis. A
key point of this study is to understand the results and be able to see the semantics
behind the utilized rules. Therefore, we will concentrate only on real-world datasets9 .
Unfortunately, there are not many real-world large benchmark datasets in MLC with two
ontologies. One well-known benchmark was gathered, the RCV1-v2 (also later referred
to as Reuters) in its original form and the second dataset set EUR-Lex, which was used
in some studies, was adapted. We also used single class and a standard MLC dataset in
order to access the quality of the proposed ML-HARAM as compared to other state-ofthe-art classifiers. All datasets with their MLC key characteristics are depicted in Table
5.1.
First, a single-label text classification was performed on the 20 Newsgroups dataset
downloaded from http://qwone.com/~jason/20Newsgroups/ in January 2015. We
used the bydate version [Lan95]. The data from 20 topics was already preprocessed
9

Synthetical datasets are often used in classification to test certain hypothesis. Yet, the results of MLC
between real world data and synthetical usually diverged, e.g. [RBHP12], and since the data behind
the synthetical dataset cannot be interpreted we discarded their use here.
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and converted in 53975 TF-IDF weighted features. We further normalized it columnwise and split it in a training set containing 11,269 samples and a test set with 7505
samples.
For the sake of comparison, the Yeast dataset was also taken from the MULAN package
[EW01a, mul16], a dataset often used in MLC studies. It contains only 14 labels for
functional classes of genes of Saccharomyces cerevisia in one non-hierarchical labelset
and is a good sandbox for our experiments, as it can be compared to other studies. The
2417 samples (genes) were used in a 10-fold CRV. Here, the 103 numeric attributes were
used to describe microarray expression data and phylogenetic profile. They were matrix
normalized, as this form achieved better results.
Another MLC dataset we experimented with was the dataset RCV1-v2 (http://
trec.nist.gov/data/reuters/reuters.html ) consisting of Reuters news articles with
23,149 training, 781,265 test samples, respectively. This dataset was often used in MLC
in many different versions, we chose three versions: in the first one, called ReutersSmall, the original training data was split into a training and a test set as 9:1, and
the labelset was Topics. The preprocessing included the stop-word removal, stemming, the selection of 5000 most frequent terms from the training set and tf-idf weighting. The second version of the dataset, Reuters-Large was taken directly from http:
//www.csie.ntu.edu.tw/~cjlin/libsvmtools/multilabel/ in December 2014. It is
already preprocessed and has 47,236 features and it was used with swapped training
and test samples (about 780k for training and 23k for test) as in [NKLM+ 14]. The
two-ontology Reuters dataset with ontologies Topics and Industries was formed by preprocessing with stop-word removal and stemming the original data joining training and
test samples. In the original 800k samples, only 300k contained at least one Industries
label. From these, we selected randomly 30k samples and applied 10-fold CRV. In total, there were 103 Topics labels and 364 Industries labels. The feature selection and
weighting was the same as the Reuters-Small dataset.
We further downloaded the EUR-Lex dataset from http://www.ke.tu-darmstadt.
de/resources/eurlex in 2011, shortly after the publication in [MF10], more specifically
the dataset with Directory Codes (DC) and EUROVOC labels. It consists of 19,348
samples of websites with legal articles drafted for the European Parliament. We used
the raw data provided by the website from 201110 to create the hierarchy and fill the
labels accordingly. Our own preprocessing was performed by filtering out all non-words
terms and one-symbol terms, removed stop-words, and stemming. As the first taxonomy
we used the DC, which consists of the official classification hierarchy of the Directory
of Community Legislation in force. It contains 20 chapter headings with up to four
sub-division levels, adding up to 440 hierarchical labels. The second taxonomy was the
most important categorization for EUR-Lex, provided by the EUROVOC descriptors
and containing 7570 possible labels, whereas a total of 4207 were actually used. We also
removed any samples with no DC or EUROVOC labels or samples that had no attributes
left after the preprocessing. This resulted in 19,306 samples, which were then divided
10

A new version can be found in http://eurovoc.europa.eu/drupal/?q=de/navigation&cl=en
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in a 10 CRV in training and test samples. Further, we selected the 5000 most frequent
terms in the training set, and applied on each fold TF-IDF, were the IDF of the training
was applied in the test set and the data was subsequently normalized column-wise.

5.2.2 Single Label Classification: Newsgroups 20
We will start by comparing HARAM with ARAM in different implementations on the
Newsgroups 20 dataset11 . One peculiarity of this experiment is the use of match tracking.
Only here it makes sense, since the ARAM algorithm can only achieve its best result
with match tracking for BMC. In the multi-label setting, the prototypes with different
labels can overlap, since the winner-take-all rule is loosened, the match tracking would
ignore this possibility, leading to the creation many prototypes and causing overfitting.
But we will put it to a test later in the MLC Section.
The algorithms have been trained once and run multiple times to access the variation
in the test time. As can be seen in Table 5.2, ARAM and HARAM produced similar
results in terms of performance measures. The test time of HARAM was significantly
shorter than that of the standard algorithm, though.
However, the time performance of ARAM can be significantly improved by applying
multicores or GPU. Using GPU with 8 (4 real, 4 Hyper-Threading) cores for testing
decreases the test time to only about 24% of the original time. Still, the test time with
GPU is almost the same as that of HARAM if we consider The Time per Sample (TTpS)
of about 0.04s. Although using more GPUs would make the difference even more evident,
one should note, as stated earlier, that HARAM can be parallelized too, although this
requires more effort. Yet still with no parallelization, increasing the clustering vigilance
from 0.8 to 0.95 makes HARAM almost twice as fast as ARAM GPU. It is important to
note that here increasing the clustering vigilance did decrease the time and increased the
performance. But, this might not be always the case: under certain conditions (equal
distribution of prototypes), the best number of cluster in order to increase
√ speed should
be the square root of the number of prototypes, which 26 is close ( 1124 = 33.53).
HARAM using GPU could also decrease the time to almost one third of the original
value, needing by cv=0.95 only one-fifth of ARAM GPU by almost the same Accuracy.
Moreover, the use of voting strategy [CGM+ 92] with multiple networks trained on
different orderings of training samples can improve the results of ART networks because
they are, in the fast-learning mode, sensitive to the order of input presentations. Thus,
applying multiple HARAM to classification allows one to achieve a higher Accuracy than
that of a single ARAM within the same period of time.
In Table 5.2, the voting strategy with five voters12 increased the performance of all
ARAM based algorithms (only the average time values for a single voter are depicted,
since each voter can run in parallel). The difference between the measured time of multiple voters and that of running one network multiple times comes from many factors:
11
12

Part of the results were published in [BS15a, BS16].
Each voter has been trained with a different presentation order of the training set.
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Table 5.2: Results obtained on 20 Newsgroups, with the test time (GPU = GPU used in
the test phase) and TTpS: test time per sample in sec. The test time for one
network was averaged over 5 trials. The test time for voting is the averaged
time of a single voter. The vigilance was set to 0.9.
Classifier
test time (s)
TTpS Accuracy Neurons/Clusters
ARAM
4084.22±51.61 0.5442
0.733
ARAM GPU
268.76 ±2.29
0.0358
0.733
1124
ARAMS
633.66 ±0.96
0.0844
0.733
HARAM cv=0.8
1589.50±146.27 0.2118
0.725
HARAMS cv=0.8
312.84 ±0.79
0.0417
0.725
1124/8
HARAM GPU cv=0.8
131.19 ±1.66
0.0175
0.725
HARAMS cv=0.95
160.87±1.23
0.0214
0.732
1124/26
HARAM GPU cv=0.95
47.96±2.59
0.0064
0.732
5 voters
ARAM
3530.67±523.93 0.4704
0.740
ARAM GPU
232.76±29.84
0.0310
0.740
964±147.5
ARAMS
573.69±74.48
0.0764
0.740
HARAM cv=0.8
1168.69±209.63 0.1557
0.734
964±147.5/8±0.4
HARAMS cv=0.8
280.95±35.68
0.0374
0.734
964±147.5/8±0.4
HARAMS cv=0.95
163.76±4.51
0.0218
0.740
964±147.5/ 25±1.0
Other classifiers
SVM
0.99±0.04
0.0001
0.804
Random Forest (100)
0.72±0.01
0.0001
0.701
Random Forest (1000)
6.96±0.1
0.0009
0.735
Random Forest (5000)
34.49±0.35
0.0046
0.740
kNN (k = 1)
11.59±0.03
0.0015
0.244
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for once, the created networks varied in structure because of the presentation order, this
being expressed in the different number of neurons and clusters, adding an additional
variable to the testing time, but also the garbage collection of Python, other concurrent processes, disk usage etc. can influence the time. It can be useful to see how
much variation can be expected from this implementation13 . The differences in the test
times of ARAM and HARAM are still so significant that such oscillations do not have a
remarkable impact on the comparison.
The sparse implementation was much faster in this experiment, since the number of
features in this dataset is high (53,975) and thus the sparse activation has a tremendous
advantage against the dense algorithms, between 2 and 7 times faster, even for HARAM.
For the other datasets (Reuters and EUR-Lex) with far fewer features (5000), this is not
true.
An interesting issue which we left for future work, would be to investigate how the
presentation order of the learned prototypes influences the clustering process, and therefore the test time and accuracy, although there is an indication that it can make up to
30% (HARAM cv=0.8 single versus 5 voters).
A comparison to other state-of-the-art classifiers shows that ARAM had similar accuracy to Random Forrest with 5000 trees. SVM was by far the best and one of the
fastest. kNN had the worst Accuracy and a relatively long classification time. We did
not use the C++ implementation of (H)ARAM since it had been written to perform the
classification without match tracking. Match tracking was actually one of the reasons
ARAM and HARAM were so slow.
We could see that HARAM can have similar Accuracy to ARAM but be much faster
in the BMC setup. We will now investigate how the winner-takes-all and the MLC setup
influences this relation.

5.2.3 Multi-label Classification

The following lines will draw a comparison of ML-HARAM with ML-ARAM in the
MLC setup. Specially, we will investigate how these adaptive resonance theory networks
behave against other standard MLC algorithms. First, we will address the impact of
match tracking in a small dataset, in order to gather evidence of its obsoleteness in MLC
and, therefore, evidence of the success of our future procedures without this feature.
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Table 5.3: Results for dataset Yeast: the best three different values for each column are
marked in bold; H: HARAM, C : C stripped version, c: C++ implementation,
G: GPU implementation, d: dense implementation. The index wom stands
for without match tracking.
Classifier
ARAMwom
H
ARAM Gwom
H Gwom
ARAM dwom
H dwom
ARAM c+wom
H c∗wom
ARAM
HG
ML-kNN
SVM BR
SVM BRc
SVM LP
TWCNB

Accuracy
0.551±0.016
0.545±0.018
0.551±0.013
0.544±0.018
0.550±0.016
0.545±0.019
0.548±0.02
0.545±0.02
0.543±0.018
0.551±0.022
0.510±0.015
0.503±0.016
0.503±0.016
0.526±0.013
0.363±0.025

mF1
IF1
LF1
tr(s) ts(s) ∅#Neur. ∅#Clu.
0.668±0.014 0.653±0.015
0.461±0.014
28.3
31.2
375.0
0.662±0.016 0.655±0.018 0.478±0.024
29.3
12.5
686.4
146.4
0.669±0.012 0.653±0.013
0.462±0.015
16.4
2.9
375.0
0.660±0.016
0.653±0.018
0.477±0.026
10.0
2.4
686.4
146.4
0.668±0.014 0.653±0.016
0.462±0.015
7.0
1.6
375.0
0.661±0.017
0.655±0.019 0.480±0.027
8.8
1.5
686.4
146.4
0.665±0.01
0.658±0.02 0.493±0.02 0.007 0.01
375.0
0.661±0.02
0.655±0.02 0.488±0.02 0.006 0.01
685.2
167.3
0.661±0.017
0.647±0.017
0.428±0.022 185.5 23.5
1370.1
0.666±0.017 0.656±0.019 0.455±0.018 210.7
2.4
1592.0
400.8
0.640±0.014
0.610±0.015
0.420±0.018
6.8
0.7
0.637±0.015
0.612±0.016
0.358±0.009 2.516 0.384
0.637±0.015
0.612±0.016
0.358±0.009 0.259 0.01
0.637±0.012
0.622±0.013
0.354±0.010
2.9
0.027
0.497±0.024
0.472±0.027
0.187±0.007 0.135 0.189

Yeast
Table 5.3 shows the results for the MLC14 for the Yeast dataset. We compared the
different classifiers, in different implementations. We stripped the python preprocessing15
of SVM BR in SVM BRc to speed up and get more accurate time measurements. MLARAM had vigilance set to 0.82 and threshold to 0.02 and ML-HARAM vigilance to
0.88, threshold=0.02 and clustering vigilance 0.88, with both 5 voters. We set these
values by an optimization in one slice for all used parameters. We also implemented
ML-(H)ARAM without match tracking16 in plain C++ ( c) to see how much gain it
could achieve in comparison to the python implementation.17
The results are impressive, the time required by the python implementation are much
13

An important factor is the sum over the values and how it is performed. In the different implementations the order can have a small influence in the float point precision. Although the system used
was 64 bit the types were sometimes 32 bit (for GPU and for the latter C++ implementation). A
different winner can arise and cause a cascade event changing significantly the network. This will
come to light in the other datasets.
14
Although in the Table the multiclass naming convention is used, the multi-label counter-parts of
ARAM and HARAM were used.
15
In the testing phase each sample is converted to another format, consuming unnecessary time.
16
Since the optimization and development of C++ is very time intensive we implemented only the
fastest version.
17
Here, there were some discrepancies also, because the data was first written in a text file, which have
changed the precision. Therefore, the ML-ARAM need to change the threshold to 0.01, marked as
+, and ML-HARAM the threshold also to 0.01 as well as clustering vigilance to 0.89, marked as ∗,
in order to achieve similar results in the performance measures.

110

5.2 Classification

higher, it is 30 times slower than the stripped one for SVM BR. For ML-ARAM18 , it was
from 120 times (for dense data) to 2400 times (for sparse) slower than the C++ implementation. Still, we will prefer the python implementation for most of the experiments
later on, since the ease of implementation for large datasets (also using sparse data) and
the possibility of a result analysis on the fly is more important to us than absolute speed.
We will focus later on the relative difference. The SVM implementation in python in
only partial, the data is transformed in a C construct and then the C Liblinear function
is called. As a result, the main difference between SVM BR and SVMc BR is due to
of data transformation. The difference between the implementations of ML-HARAM
in python and C++ are also high: about 190 times slower (for dense data) and 1600
(for sparse data). ML-(H)ARAM C++ implementations were as fast as the SVM BR
stripped implementation. Although there were small variations and ML-HARAM was
sometimes faster, it stayed in the time measurement error range.
This shows that match tracking can hinder ML-ARAM from achieving the best possible value. The variation in the prediction quality of ARAM, ARAM d (dense implementation), and ARAM with GPU lies in how they handle the large sums and round
them, analogously to the variation of the ML-HARAM implementations. Most of the
ML-(H)ARAM predictions achieved much better values in LF1 than the other classifier
paradigms.
In a problem with low feature and label space, ML-HARAM cannot develop its full
potential, as can be seen from the marginal less time that it spent when testing. This
is as well the reason why ARAM with GPU had also a higher test time than ARAM d
(dense version). The preparation time for the classification process in the GPU is higher
than the actual calculation time.
The results for ML-ARAM with activated match tracking showed a slightly lower
prediction quality, especially in LF1, but it took much longer to train (about 10 times)
and 10 times longer to test (compared with the dense variant). In mF1, the p-value of
the WSRT between ML-ARAM and ML-ARAMwom was about 0.01, showing a clear win
of wom over match tracking. We see here that the higher effort to correct the overlaps
between prototypes of different labels increases the training and test time by a huge
factor and can even diminish the prediction quality in the MLC setting. Further, in text
classification, the dimensions which we used were relatively high, so that the space was
sparsely populated, thus the samples were all close to the null vector. Without match
tracking, a high vigilance is needed to avoid excessive overlap, as will be expected in
the large datasets, increasing even more the number of neurons used. Interestingly, it
helped ML-HARAM, since it has an extra abstraction layer (the clustering layer) it could
counteract the overfitting, since it created about 1500 prototypes in average to represent
about 2100 samples. The p-value for mF1 here to ML-ARAMwom was of 0.33, similar
to the results from ML-HARAM with match tracking. Still, the excessive correction
is not justified by ML-ARAM and in text as well as online learning, it degrades many
advantages of the ML-(H)ARAM approach. These are the reasons why we will not
18

The time measurement for ML-(H)ARAM was per voter.
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employ any more match tracking in MLC.
In this setting, ML-ARAM and ML-HARAM had better results in terms of performance measures than SVM BR and SVM LP. The LP method of SVMs can even achieve
a much higher LF1 than SVM BR, by comparable accuracy, mF1 and IF1. This is an important indication that the label correlation is essential for this task and specially for the
small support classes. Effectively, ML-HARAM had comparable results to ML-ARAM
in all performance measures, but it required mostly less time for testing.
The two other methods, ML-kNN and TWCNB, were relatively fast but their performance prediction was lower, especially for TWCNB. Still, the prediction achieved by
this algorithm is surprisingly good, since it is actually designed for text classification.
Especially in LF1, it produced a good score, comparable to the one of ML-kNN.
Three major conclusions can be drawn from this small dataset: the number of features
and samples can affect significantly the performance of the classifiers compared to the
others; ML-(H)ARAM can perform better than the other state-of-the-art classifiers in
terms of performance measures; match tracking can decrease the performance of MLARAM in a multi-label setup.
Bearing these three conclusions in mind, we will now examine what happens in a much
larger dataset with more labels.
RCV1-v2
The RCV1-v2 dataset is a standard benchmark for multi-label text classification. Unfortunately, it is used in different configurations, which often makes it difficult to draw
a comparison. We use three configurations: one small based on the predefined training
samples (Reuters-Small), a large one, which is not often used in the literature (ReutersLarge), and lastly a configuration using two labelsets (Reuters-Topics-Industries 30k).
The labelset Industries used here is seldom considered and never in combination with
the Topics labelset.
Reuters-Small In this dataset configuration we focus on the differences between MLARAM and ML-HARAM and explore in depth questions around the new parameters of
the latter. Some of the parameter settings optimized here will be used in the configurations of the experiments to follow.
In Table 5.4, we compare ML-ARAM and ML-HARAM, their sparse implementations
as well as the C++ on the Reuters-Small dataset19 . We varied the vigilance parameter
of the cluster layer and used the modification without match tracking (denoted as wom),
since this dataset is multi-label and has more labels than the previous one. Comparing
the results of the standard and modified algorithms, it is obvious that match tracking
causes too many neurons to be created without any performance improvement. As it has
been discussed earlier, one can see that in the multi-label context, it does not achieve the
19

Most parts of the results were published in [BS15a, BS16].
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ML-HARAM

ML-ARAM

Table 5.4: Results obtained on Reuters-Small with 23149 samples divided as 9/1, TTpS:
test time per sample in sec; The index wom stands for without match tracking.
vg stands for vigilance and cv for clustering vigilance. ML-threshold was 0.02.
Classifier [vg{,cv}]
IF1
mF1 LF1 TTpS Neurons/Clusters
Dense
[0.9]
0.757 0.736 0.360 0.237
5590
wom [0.9]
0.791 0.774 0.419 0.048
1553
[0.975]
0.813 0.797 0.497 0.302
7118
wom [0.975]
0.837 0.822 0.553 0.067
2230
Sparse
[0.975]
0.814 0.798 0.495 0.290
7049
wom [0.975]
0.836 0.823 0.552 0.123
2230
Dense
[0.975,0.9]
0.791 0.770 0.482 0.015
7118/133
wom [0.975,0.9]
0.816 0.797 0.521 0.010
2230/139
wom [0.975,0.95] 0.822 0.803 0.542 0.014
2230/287
wom [0.975,0.975] 0.830 0.812 0.541 0.020
2230/500
Sparse
[0.975,0.9]
0.787 0.770 0.473 0.023
7049/132
wom [0.975,0.9]
0.816 0.800 0.524 0.021
2230/139
wom [0.975,0.95] 0.821 0.805 0.541 0.031
2230/287
wom [0.975,0.975] 0.829 0.812 0.539 0.041
2230/500
C++
wom [0.975,0.975] 0.830 0.809 0.552 0.003
2230/500
Sparse, 7 neighbors, threshold=0.005
wom [0.975,0.975] 0.834 0.817 0.542 0.002
2230/500
C++, 7 neighbors, threshold=0.005
wom [0.975,0.975] 0.834 0.816 0.549 0.003
2230/500
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goals of increasing classification performance. Moreover, for activation, we used not only
the prototypes associated to the first 3 most active clusters but also the ones associated
to the first 7.
The performance measures micro F-1 and instance-based F-1 attested similar values
of ML-ARAM and ML-HARAM when the clustering vigilance was high. This parameter
has a great impact on the performance measures and TTpS. In most cases, the following
simple relation is true: the higher the clustering vigilance, the higher the measures and
TTpS. However, even with a lower clustering vigilance of 0.9 and a higher vigilance for
the F2 prototypes (0.975), the performance measures and TTpS of ML-HARAM were
better than those of ML-ARAM using a vigilance of 0.9. Furthermore, its test time
was about 15 times shorter in terms of TTpS (0.015 against 0.237 comparing the dense
variants).
It is important to note that applying the same vigilance value to clustering as used
for classification can still improve performance, because prototype building is controlled
not only by the vigilance parameter but also by their labels. This can be seen in the
ML-HARAM results with vg=0.975 and cv=0.975. The TTpS is still much better in
such cases, about three times better.
ML-HARAM without match tracking, with a vigilance of 0.975 and a clustering vigilance of 0.9 was, by comparable performance, 30 times faster than the standard MLARAM with the same vigilance and match tracking (comparing the python dense implementations). Even with higher values of clustering vigilance, it was still up to 15 times
faster and achieved better F-1 performance.
The sparse version of ML-ARAM takes about twice as long than the standard MLARAM in terms of TTpS on this dataset. It is because the number of features is relatively
small (5000) and they are mostly dense (these were the most used terms). With a higher
number of features, the sparse version would achieve better results, as shown by the 20
Newsgroups dataset and will be shown later in the Reuters-Large version.
We also analyzed the difference between the use of a global estimation of the least
activated prototype and the precise value of the lowest activation for each test sample,
as it is needed for the selection of the most activated prototypes. As discussed in 4.2.1,
this value is needed to calculate how many prototypes should be used in the calculation
of rankings and then multi-labels. Activating all prototypes and taking the explicit value
of the lowest activation led to a higher mean number of used prototypes (1.58 vs. 1.46)
as expected. This did not change the results very much: for a vigilance of 0.975 and a
clustering vigilance of 0.9, the absolute difference in mF1 was only about 0.001.
The C++ implementation of ML-HARAM differs only slightly from the results for
Sparse and remains in the expected range, since adding large sums of numbers with
many decimal digits can cause diversion of the results. Still, the former implementation
is much faster, close to 13 times. The Dense implementation is also slower, it took about
5 times longer than the C++ implementation. Surprisingly, the sparse method was faster
in the C++ implementation, which might have to do with the fact that the hash accessing
in C++ is much more efficient than the python one decreasing the overhead, and there
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M
Clusters

Figure 5.2: Reuters-Small: mF1 (micro F-1) and Time versus number of created clusters
for HARAMwom
are still enough dimensions with zero value to compensate the increased complexity of
the hash access in comparison to the array access.
We also used more than 3 neighbor clusters (7) and obtained results comparable to the
best of ML-ARAM, and ML-HARAM was still much faster (about 40-60 times faster).
The time needed did not increase significantly, but the prediction quality did. This will
be later investigated in more detail.
Figure 5.2 illustrates the dependence of mF1 and the time needed to classify all data
of ML-HARAM Sparse20 on the number of created clusters. The clusters were generated
by varying the clustering vigilance in five runs with different presentation orders of the
prototypes. Results are then sorted by number of clusters in ascending order. One
can see that the test time linearly increases with the number of clusters whereas the
mF1 curve21 rapidly increases and settles down between 0.81 and 0.82. The graph
would suggest that the best number of clusters to trade-off between speeding up and
classification performance would be 1000, although because of the variation 500 would
also be fine, as was used in the previous experiments.
The problem of the neighborhood and the WTA rule, using more than 3 neighbors, was
20

We used here the sparse implementation since it is the one whose results we will examine in the large
datasets settings.
21
The small peaks appear due to the distribution of the points which form clusters of data points,
the variations in the data points’ clusters are high and the spaces between the data points’ clusters
increase with the number of clusters, e.g. a data points’ cluster is about 600 HARAM clusters and
the other about 1000, between them is the linear connection of the points. In the beginning of the
curve, the clusters of points are closer to each other, so there is a higher fluctuation.
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HARAM
HARAM
HARAM
HARAM

NAC=1
NAC=3
NAC=|clusters|/2
NAC=sqrt(|clusters|)

Clusters

Figure 5.3: Reuters-Small mF1 (micro F-1) versus number of clusters with different number of selected clusters for HARAMwom

NAC=1
NAC=3
NAC=|clusters|/2
NAC=sqrt(|clusters|)

Time(s)

HARAM
HARAM
HARAM
HARAM

Clusters

Figure 5.4: Reuters-Small classification time versus number of clusters with different
number of selected clusters for HARAMwom

116

5.2 Classification

also in depth investigated. Figures 5.3 and 5.4 show similar dependencies as Figure 5.2
but now we also varied the number of activated clusters (NAC) and used different strategies instead: the most activated (WTA), the most activated three, the most activated
half the clusters and the square root of the number of clusters available22 . I.e. if half of
number of clusters ordered by their activation were selected, all prototypes associated
to these clusters contributed to the prototype activation. Here, one can see that WTA
shows a poor performance but taking the three most activated clusters greatly improves
the result and brings a very small loss of classification time. Using the square root of
the number of clusters increases further the mF1 almost to the level of ML-ARAM and
still remains very fast. With half of the clusters contributing to prototype activation,
the mF1 curve converges to 0.82 even more rapidly but the time also increases very fast
and is almost twice as slow as with the square root of the clusters. The more clusters,
the more important neighbor clusters become for high classification performance. Thus,
the use of square root estimation may be advisable for obtaining good predictions if time
is not of essence, otherwise using three clusters might suffice, confirming our previous
choice.
Reuters-Large Table 5.5 summarizes the results for the Reuters-Large (Topics) dataset.
Here, in principle, only sparse implementations of batch algorithms could cope with the
amount of data. The data in the full form would occupy 142 gigabytes with single precision (804414 ∗ 47236 ∗ 4/(1024 ∗ 1024 ∗ 1024)), whereas in the sparse form it requires only
about 240 megabytes. Using the sparse representation, there are many ways to calculate
the activation of prototypes in ART networks, since the effectivity of the calculation
depends on the assumptions made about the sparseness of the data. We developed and
implemented a method able to deal quickly with large data. Further, only the methods
without match tracking were fast enough to train the networks in a reasonable time
period. Still, the C++ implementation, which is dense, could perform the training by
online learning, i.e. the data was loaded in 50k big chunks of samples, from the total of
780k samples in sparse mode, and those 50k were turned to dense and then learned, iteratively. This fact illustrates why the proposed method – and the property online learning
in general – is paramount for large datasets. The results encouraged us to implement a
sparse C++ version, which is even faster.
On the Reuters-Large dataset, ML-ARAM with five voters has a lower performance
than SVM BR in terms of all F-measures. The performance of ML-HARAM is still
slightly lower than ML-ARAM, but its test time is much shorter: ML-HARAM is about
5-10 times faster than ML-ARAM on the same implementation framework. However,
the votation did improve significantly the performance measure results, indicating a high
dependence on the presentation order. Yet, there is no significant difference between 5
and 10 voters for ML-ARAM, while for ML-HARAM, there is. ML-HARAM results get
22

Here, in order to create the curves, we chose to use two constants values, a linear increasing number
and the square root which should be between the both, although a function proportional to the
logarithm would be also possible, still it would increase too slowly for this experiment, without
proper parameter setting, e.g. log2 (parameter*|clusters|).
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to a prediction quality comparable to ML-ARAM 5 voters when using 10 voters, yet per
voter, it is much faster, about 7 times.
Additionally, we can state that the classification performances of both ML-ARAM and
ML-HARAM are consistent with the recent results of other neural networks obtained
on this dataset [NKLM+ 14] and presented in Table 5.6. The neural networks used there
were variations of multi-label Backpropagation (denoted in the table as BP-MLL) as
well as single-layer models with elements of deep learning (NNA and NNAD). We could
also reproduce to a large extent the binary-relevance SVM results shown there (BRB and
BRR, binary relevance), while the minor variations are due to the parameter optimization
on a validation set that we did not perform. Here, the BR approaches achieved higher
mF1 and LF1 results, that are consistent with our results. Still, our method’s predictions
produced similar mF1 values. BP-MLL variations were much worse, achieving only in
LF1 results comparable to ours.
One interesting result here is that with a higher clustering vigilance, the network was
faster but did not achieve better prediction. With a clustering vigilance equal to 0.8, 18
clusters partition about 22,000 prototypes into very large groups. Although the activation of few clusters is fast, the activation of the prototype layer is then slow because a
cluster contains roughly thousand prototypes23 . On the other hand, with a clustering
vigilance of 0.95, there are 318 clusters each containing roughly 69 prototypes. This
makes the activation of the prototype layer faster and explains the time difference of the
test phases. The issue with the decrease in classification performance is more complicated, but there is a strong indication that the clusters did not divide the prototypes
well and are so small that accessing the right cluster might be influenced by noise. Using
more clusters to gather the prototypes to be activated can increase the probability of
accessing the proper prototypes. This can be seen from Table 5.5: using 7 instead of
3 most activated clusters with cv=0.95 increases the classification performance to the
level of cv=0.8 but the test time remains still much shorter (about half). Using 17 most
activated clusters for the selection of prototypes for activation as used in the C++ sparse
with 5 voters, allows ML-HARAM with 0.95 clustering vigilance to achieve comparable
mF1 and IF1 as with 0.8, but better LF1, comparable to ML-ARAM.
Further, the C++ sparse implementation of ML-HARAM is about 44 times faster
than the SVM BR python version. Even the results presented in https://www.csie.
ntu.edu.tw/~cjlin/libsvmtools/multilabel/ show that this implementation is very
fast, with a slight decrease of the prediction quality24 . The lower LF1 can come from
the fact, that the data was grouped by prototypes with low and very high support, the
latter shading the contribution of the former. Furthermore, strong support labels are
foreseen to prevail over low support labels/prototypes because of the avoidance of the
WTA rule and the instance counting. Increasing even more the number of voters did
23
24

It is an estimated average value.
The computer that we used was relatively fast which explains the gap between our 9.6k seconds
and the 13.2k seconds; still, our stripped version is much faster. This indicates that the MATLAB
implementation used in the website has similar data transformation as the python which we used.
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Table 5.5: Results obtained on Reuters-Large, vigilance for ML-(H)ARAM was 0.995,
ML-threshold=0.00001 (cv= clustering vigilance; rt = number of voters).
Classifier (Sparse)
IF1
mF1 MF1
test time (s)
Neurons/Clusters
ML-ARAMwom
0.820 0.800 0.592
48132.03
21863
ML-HARAMwom cv=0.8 0.802 0.790 0.536
8528.62
21863/18
ML-HARAMwom cv=0.95 0.780 0.762 0.516
3765.89
21863 /318
7 Cluster
ML-HARAMwom cv=0.95 0.802 0.781 0.556
4490.40
21863 /318
5 voters
ML-ARAMwom
0.833 0.816 0.609 50782.10±34.2
22884.4±2.4
ML-HARAMwom cv=0.8 0.826 0.811 0.579 9557.86±32.78
22884.4/22±0
ML-HARAMwom cv=0.95 0.812 0.800 0.567 7742.70±40.24
22884.4/363.2±0.5
C++ 5 voters, 17 Clusters,
ML-HARAMwom cv=0.95 0.827 0.811 0.601
983.67±49.92 22686.4±412.2/354.6±18.3
C++ 5 voters, 17 Clusters,Sparse
ML-HARAMwom cv=0.95 0.827 0.811 0.600
217.8±0.9 22684.0±410.5/354.2±18.1
C++ 10 voters (voter threshold 4), 17 Clusters,Sparse
ML-ARAMwom
0.834 0.815 0.610
3694.6±140.9
22784.9±307.3
ML-HARAMwom cv=0.8 0.833 0.818 0.600
541.7±1.9 227784.9±307.3/21.6±1.2
ML-HARAMwom cv=0.95 0.830 0.814 0.604
227.1±0.9 22773.2±321.8/358.3±14.3
SVM BR
0.859 0.852 0.656
9588.97
c
SVM BR
0.859 0.852 0.656
6.24
not improve significantly the results, but, they were closer to ML-ARAM results. An
interesting point is that the variation in prototype and cluster numbers was higher while
the standard deviation decreased.
The difference between SVM BR and SVMc25 BR is impressive. Although the difference between SVMc BR and the C++ Sparse implementation of ML-HARAM is
substantial, it remains in the expected frame. A simple complexity analysis can explain this difference: SVM BR linear does need only one multiplication per sample and
non-zero feature. ML-HARAM, on the other side, needs the “minimum” operation for
lower and upper bound requiring in mean about 2884 ((number of bounds)*((number
of clusters)+(most activated clusters selected)*(mean number of prototype per cluster))
)) operations per sample and non-zero feature. Since SVM is BR, it
= 2*(354+17* 22684
354
would apply 103 times, for each label, so the difference would be about 28 (2884/103)
times. The result of 6.3 seconds*28 is 176.4 seconds, which is close to the 217.8 seconds
needed by ML-HARAM. The more labels BR needs to process, the closer it comes to
the time that ML-HARAM needed, if the number of neurons /cluster remains the same.
25

The SVMc implementation counts only the time spent in the c application, which is basically the
multiplication of weight and feature value. The other implementation also counts the time to convert
from the preferred format to the C-implementation format.
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Table 5.6: Results from [NKLM+ 14] obtained on Reuters-Large.
Classifier
mF1
LF1
Reuters-Large
NNA
0.8385 0.6457
NNAD
0.8397 0.6404
BP-MLLTA 0.7154 0.4855
BP-MLLTAD 0.6874 0.4483
BP-MLLRA 0.7889 0.5823
BP-MLLRAD 0.7809 0.5694
BRB
0.8533 0.6842
BRR
0.8476 0.6923
Still, we expect that neurons and in special clusters to have only a logarithm grow with
the data (regarding samples as well as labels). This can be accounted as the price for
the online learning ability and traceability. As explained earlier, if new samples arrived
for training, SVM would need to start from scratch26 , whereas ML-HARAM could just
learn the new training samples, integrating them into the old model. The traceability
aspect is important for debugging and model explanation: each prototype can be linked
directly to a training sample, whereas in BR SVM, it is not obvious which example
(group) was responsible, or at least to what extent, for the prediction. Moreover, the
interaction between the labels is relatively cheap in ML-HARAM (compared with e.g.
the ECC), SVM BR spent no time on it. As was shown in Yeast and will be seen later,
SVM LP can improve test time but at high cost on the training phase. On the other
side, would the dataset (in number of samples and/or labelset) be even bigger, SVM BR
would need much more time and memory to train than ML-HARAM, causing the gain
speed in the test phase to be negligible27 .
We now will move our focus to the problem with two labelsets to the same dataset.
In particular, we will examine the influence of co-occurrence between the labelsets to
the prediction quality of the classifiers. For the future experiments, we will prefer the
python implementations, since they enable an easier data / result analysis28 .
Topics-Industries 30k The results of the experiments for the Topics and Industries
30k dataset are shown on 5.7 and 5.8, respectively.
26

Although an approximation with perceptrons could be done, many problems could occur as explained
earlier in Section 2.1.2.
27
There was not enough space to put it into the table, but the time for training for SVMc BR was
2769.76 seconds and for ML-HARAM sparse C++ about 450 seconds. We shall remind here that
SVM BR needs to go 103 times over the 780k samples, optimizing and comparing all samples, while
ML-(H)ARAM only requires one run and only compares samples and prototypes of the same unique
label.
28
Still, we will discuss some differences between train and test time when appropriate, but without a
thorough analysis of the differences between the implementations.
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Table 5.7: Results for dataset Reuters-Topics 30k: ML-(H)ARAM parameters were vigilance=0.975, threshold=0.001, 5 voters, clustering vigilance 0.975, threshold
for TWCNB was 0.3.
Classifier
ML-ARAM
ML-HARAM
ML-kNN
SVM BR
SVM LP
TWCNB

Accuracy
0.749±0.006
0.719±0.006
0.455±0.006
0.760±0.005
0.763±0.005
0.462±0.005

mF1
0.812±0.005
0.787±0.005
0.603±0.007
0.829±0.004
0.808±0.005
0.560±0.007

IF1
0.818±0.005
0.795±0.005
0.587±0.005
0.830±0.004
0.821±0.004
0.571±0.005

LF1
0.454±0.017
0.434±0.019
0.238±0.013
0.445±0.018
0.363±0.012
0.300±0.008

tr(s)
172.2±1.5
171.0±2.9
815.1±9.4
194.2±6.0
1004.5±46.2
3.5

ts(s)
715.75±7.3
349.50±4.6
84.5±0.6
36.3±3.1
0.96±0.1
3.215±0.03

In Topics, ML-ARAM had the best29 score in LF1, and was consistently better than
ML-HARAM, whose test time was, however, twice as fast. ML-ARAM also had better
scores in mF1 than SVM LP (with a p-value of 0.006). The difference between SVM BR
and ML-ARAM in prediction quality was statistically significant (greater even considering the standard deviations), but the quality gain was not much. This consolidates our
choice and the statement that ML-ARAM can be on a par with state-of-the-art MLC
algorithms.
SVM BR scored better than LP in mF1 and IF1 and much better in LF1. The BR
approach was the best, which indicates that the co-appearance between the labels did
also interfere with the prediction, and especially small labels were neglected (so that
the difference between mF1 and LF1 scores was much higher). This is supported by
the analysis on the unique labels: there were 2230 unique labels with a mean of 13.6
occurrences but only a median of 1. The most frequent unique label occurred 4395
times. Each label had a mean of 1062.7 instances and a median of 173. Learning them
as in BR would give more instances per label as in LP per class. Interestingly, regarding
LF1, the LP approach produced yet better results within ML-ARAM than SVM. SVM
LP could predict well the labels with large support, as pointed by its relatively high
mF1; on the other hand, the LF1 value is much lower than the other classifiers with
high LF1 value, which indicates a poor performance in the labels with low support.
One of the reasons that ML-(H)ARAM is so successful in LF1 is that it also weights
the prediction with its occurrence (count label occurrence). As a consequence, labels
with small support, when linked by a prototype with a high count label, will have a
considerable influence on the result, despite the overall low probability. In LP only the
winner can set the label. With the distributed activation in ML-ARAM, it also depends
on the count label of ARTb . The median of labels with a rank assigned by ML-ARAM
was 6, which indicates, because of the cardinality of the labelset, that the ranks were
often calculated using 2 prototypes with different labels. There are 4 types of outcome
by the multi-label procedures of prototypes: a) only one prototype was selected setting
29

Although using the confidence test does not allow to pronounce, a WSRT attested a 94% probability
that the results of ML-ARAM and SVM BR are representative and so ML-ARAM is statistically
better.
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Table 5.8: Results for dataset Reuters-Industries 30k: ML-(H)ARAM parameters were
vigilance=0.975, threshold=0.0001, 5 voters, clustering vigilance 0.975;
TWCNB was thresholded using training label cardinality as described in Section 2.3.1.
Classifier
ML-ARAM
ML-HARAM
ML-kNN
SVM BR
SVM LP
TWCNB

Accuracy
0.495±0.007
0.469±0.009
0.247±0.008
0.495±0.008
0.548±0.009
0.185±0.005

mF1
0.585±0.007
0.585±0.006
0.389±0.008
0.645±0.007
0.600±0.010
0.247±0.005

IF1
0.562±0.007
0.529±0.009
0.296±0.009
0.563±0.008
0.596±0.008
0.259±0.006

LF1
0.326±0.002
0.333±0.007
0.152±0.007
0.301±0.010
0.302±0.008
0.182±0.004

tr(s)
110.162±1.0
109.654±2.3
829.9±7.9
700.6±25.0
1674.9±74.3
11.452±0.1

ts(s)
826.786±5.5
393.522±9.0
88.2±1.2
113.2±10.3
1.4±0.1
7.474±0.1

all labels linked to it; b) the selected prototypes agree on all labels; c) the selected
prototypes agree on some labels and disagree on others: the partially agreed labels will
be set, the others probably removed; d) if the selected prototypes disagree, it depends
on the label count: if they have about the same, all labels are set, else only the ones with
high label count are turned into a positive label prediction. If all 6 ranks were set, the
number of false positives would increase, affecting the mF1. Thus, a noticeable difference
between the rankings was present, indicating different label counts of the prototypes, as
can be inferred from the outcome of the post-processing filter method of ML-ARAM.
Surprisingly, TWCNB had better results than ML-kNN in Accuracy and in LF1, but
in mF1 and IF1 it was otherwise. The fastest method for training was TWCNB, followed
by ML-(H)ARAM and then SVM BR, the slowest one being SVM LP, which on the other
hand was the fastest one on testing.
In the labelset Industries, ML-ARAM scored significantly better than ML-HARAM in
two performance measures, but it took more than twice as long. Further, ML-HARAM
is better in LF1, achieving the highest score, yet with comparable mF1 to ML-ARAM.
SVMs were better than the other classifiers in mF1, highest being BR. In Accuracy,
SVM LP was better while SVM BR was comparable to ML-(H)ARAM. In LF1, their
performance measure scores were lower than the ones of ML-(H)ARAM. SVM LP could
improve its results in comparison to the ones in Topics, principally because the number
of unique labels was a little higher (3645), but the number of labels was triplicated (364
against 103 in Topics), diminishing significantly the number of training instances per
label for BR. We also see that the training time of ML-(H)ARAM was one of the lowest.
ML-kNN and TWCNB produced prediction with a lower quality than the other classifiers. In the instance based measures, ML-kNN was much better, but in the label based
LF1 TWCNB was better.
We will now investigate a dataset with a much higher number of labels, but, again,
with two labelsets.
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Table 5.9: Results for EUR-Lex DC: ML-ARAM and ML-HARAM (H) trained with
vigilance=0.99, threshold=0.001, voters=5, and NAC=3; clustering vigilance
in brackets; neurons for ML-HARAM, ML-ARAM=5230.6±4.1
Classifier
ML-ARAM
H [0.9]
H [0.975]
H [0.99]
ML-kNN
SVM BR
SVM LP
TWCNB

Accuracy
0.821±0.01
0.800±0.01
0.816±0.01
0.816±0.01
0.656±0.01
0.778±0.01
0.810±0.01
0.474±0.01

mF1
0.849±0.01
0.843±0.01
0.850±0.01
0.848±0.01
0.736±0.01
0.835±0.01
0.828±0.01
0.491±0.01

IF1
0.855±0.01
0.834±0.01
0.849±0.01
0.850±0.01
0.709±0.01
0.828±0.01
0.841±0.01
0.577±0.01

LF1
0.608±0.01
0.603±0.01
0.616±0.01
0.609±0.01
0.447±0.02
0.594±0.01
0.555±0.01
0.117±0.01

tr(s)
55.7±5.0
56.7±3.3
62.1±16.7
55.9±1.7
1.7E3±89.4
255.2±3.4
634.8±9.9
35.6±2.2

ts(s)
405.7±14.8
23.0±1.1
71.4±11.6
187.5±5.9
174.7±9.5
3.1±0.1
3.4±0.3
4.4±0.8

# clusters
184.1±0.1
991.8±4.5
2.2E3±1.7

EUR-Lex
Published results in [BS15a] concerned a non-hierarchical form of EUROVOC labelset of
this dataset, where ML-HARAM was better than ML-ARAM in most of the measures
here presented (Accuracy was not assessed) and much faster, by an order of magnitude.
It was even faster than SVM BR (python) and had higher LF1. The results discussed
next were partly published in [BS16].
Tables 5.9 and 5.10 show the CRV results for EUR-Lex DC and EUROVOC labelsets,
respectively. The greatest difference between the labelsets is not only the number of
labels (DC has 440 and EUROVOC 4207) but also the number of unique label combinations of 1588 and 16,400, respectively.
As can be seen in Table 5.9, ML-ARAM had most of times the best values of the performance measures, whereas ML-HARAM ([0.975] and [0.99]) had better LF1 and mostly
comparable results. SVM LP and BR achieved the third best results, in alternation. The
test time of ML-ARAM was the worst, while the test times of ML-HARAM were much
shorter and achieved the fourth best result. The shortest test time was achieved by both
SVM versions. TWCNB had, again, the worst performance on this dataset, followed by
ML-kNN.
The difference between the performance measures results of ML-ARAM and MLHARAM depended heavily on the clustering vigilance. For a clustering vigilance of 0.9,
mF1 and LF1 the results were very close, but for Accuracy and IF1, the difference was
about 0.02 points. With 0.975 and 0.99, the performance measures were comparable (in
the range of the standard deviation) but the test time was much shorter. It is interesting
to note that the highest used clustering vigilance creates one cluster for two neurons on
average, doubling this number in comparison to the 0.975 setting. Still, there was no
significant increase on prediction quality, but only the test time took almost 3 times
longer.
SVM LP had better results in Accuracy and IF1 than BR, indicating a certain importance of label correlation within this labelset. SVM LP results were a little worse
than ML-HARAM with higher clustering vigilance, but not significantly (mostly in the
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Table 5.10: Results for EUR-Lex EUROVOC: ML-ARAM and ML-HARAM (H) trained
with vigilance=0.999, threshold=0.0001, voters=5, and mostly NAC=3,
[cv,NAC]; HARAM, ARAM had 17057.3±0.4 prototypes, clustering vigilance in brackets
Classifier
ML-ARAM
H [0.85]
H [0.9]
H [0.975,5]
H [0.99]
ML-kNN
SVM BR
SVM LP
TWCNB

Accuracy
0.404±0.01
0.435±0.01
0.446±0.01
0.471±0.01
0.473±0.01
0.368±0.01
0.493±0.01
0.423±0.01
0.191±0.01

mF1
0.505±0.01
0.593±0.01
0.602±0.01
0.615±0.01
0.614±0.01
0.533±0.01
0.644±0.01
0.550±0.01
0.216±0.01

IF1
0.506±0.01
0.551±0.01
0.564±0.01
0.594±0.01
0.596±0.01
0.492±0.01
0.627±0.01
0.542±0.01
0.302±0.01

LF1
0.279±0.01
0.299±0.01
0.308±0.01
0.319±0.01
0.317±0.01
0.208±0.01
0.363±0.01
0.278±0.01
0.020±0.00

tr(s)
18.0±0.7
17.8±0.3
18.7±0.2
41.6±32.6
19.5±0.8
2E3±137.1
2.3E3±29.1
5E3±883.1
342.2±26.9

ts(s)
1.2E3±41.2
41.0±1.3
35.3±0.5
134.4±15.3
425.5±18.6
226.1±14.9
29.3±0.3
31.1±1.4
67.2±5.6

clusters
124.3±0.7
242.6±0.1
1.7E3±4.3
5.2E3±3.5

standard deviation range) with the exception of LF1, where the ML-(H)ARAM were
much better. However, SVM BR was also better in this measure than SVM LP. A probable cause was that the correlation of labels with strong support with the ones with low
support was more difficult to predict. Indeed, the LF1 for level 1 of the hierarchy (root
nodes) was 0.799 for SVM LP and 0.812 for SVM BR. For level 4 (leaf labels) however,
i was 0.394 for SVM LP and 0.486 for SVM BR, a remarkable difference.
Table 5.10 depicts the EUROVOC CRV classification results. This labelset is more
difficult to classify, among other things because of the high number of unique multi-labels
(about 15,000) in the training set. Moreover, the depth of the hierarchy and the label
distribution play an important role in the model quality. Consequently, the label correlation was difficult to grasp and therefore, SVM BR was much better than SVM LP. The
performance measures clearly indicated that the predictions of SVM BR had the best
quality. Interestingly, ML-HARAM was the second one, with a small gap to SVM BR
but a greater distance to SVM LP and ML-ARAM regarding the performance measures.
In this labelset, ML-HARAM outperformed ML-ARAM in terms of all performance
measures, and its test time was also much shorter. Due to the large number of unique
multi-labels, ML-ARAM could not build different prototype structures for each voter, as
can be seen from the low variance. At the same time, ML-HARAM could create very different cluster structures. These structures clearly helped filter the relevant prototypes to
the given input sample more efficiently. Still, the amount of clusters had a great impact
on the prediction quality. With clustering vigilance set to 0.9, the prediction quality was
relatively low but the test time was relatively fast. SVM BR has to compute 4207 multiplications per feature/sample, ML-HARAM with cv=0.9 only ((number of bounds) ∗
((number of clusters) + (clusters selected) ∗ (mean number of prototype per cluster)) =
2 ∗ ((242.6 + 3 ∗ 70.3)) which is on average about 907 operations per sample and feature.
Although the cv=0.85 has almost the square root of the number of prototypes as clusters – an optimal average distribution – in the multi-label setup, the following equation
should be considered: x + |selected clusters| ∗ |neurons|/x, which gives 226.2 for EU-
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ROVOC with 3 selected clusters. With an average value of 242.6 clusters, ML-HARAM
with 0.9 comes close to it among the ML-HARAM configuration tested, therefore it has
also the lowest test time. Although ML-HARAM with cv=0.99 had about three times
more clusters than with cv=0.975, it did not improve the results and consequently took
three times longer to finish30 .
ML-ARAM had much better results than ML-kNN in Accuracy and LF1, but it performed slightly better in IF1 and slightly worse in mF1. Once again, TWCNB obtained
the worst results in terms of all performance measures.
We clearly see in this dataset that ML-HARAM can overcome some limitations of MLARAM, notably in the prediction quality. EUROVOC labelset has many unique labels,
disabling a strictly label dependency analysis to become successful. Still, the samples of
this dataset could be predicted better with a simpler labelset, as performance measures
indicated in the DC labelset. This issue will also be the subject of our next experiment.
In the RCV1-v2 and EUR-Lex datasets, we did examine how the prediction quality
was dependent on the labelset when predicting separately. We will now investigate the
same question when they are learned together.

5.2.4 Multi-Ontology Classification
Here, we will investigate the effect of joining and separating the labelsets of a multiontology dataset. In the reviewed papers in the literature, there is no examination of
such a case, each labelset was always predicted independently. In this experiment, each
dataset has multiple labels of different labelsets assigned to each instance. As proposed
in several approaches on the MLC literature, the use of the whole labelset is not always
advisable, therefore some approaches break the unique labels into smaller ones (see
Section 2.1.5 and 3.1.2). We will not examine such approaches, because they include an
additional parameter (to control the splitting of the unique labels) and in cases where
there is an evolving data stream of labels, they can miss the changes and theoretically
hinder the learning procedure (which also conflicts with online learning).
The question is here also much more favorable to explore: we will use as split point
the predefined labelset, i.e. we will compare the results of the simultaneous prediction
of both labelsets to the previous separate setup.
Reuters Topics-Industries
Table 5.11 shows the results for the multi-label classification comparison between MLARAM, ML-HARAM and the selected classifiers.
30

A side remark regarding the C++ implementation and the SVM BR stripped version: the C++
sparse ML-HARAM with clustering vigilance 0.975 took about 2.8 seconds to train, 230 second to
create the clusters and about 50 seconds to classify per slice and voter. The SVM BR stripped took
about 2400 seconds to train and 23 seconds to test per slice. As can be seen from the test time of
the Table, the stripped version was used here.
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Table 5.11: Results for labelset Topics-Industries
Classifier
ML-ARAM
ML-HARAM
ML-kNN
SVM BR
SVM LP
TWCNB

Accuracy
0.513±0.006
0.486±0.006
0.342±0.006
0.619±0.006
0.501±0.006
0.198±0.003

mF1
0.652±0.005
0.628±0.005
0.503±0.006
0.744±0.005
0.622±0.005
0.295±0.004

IF1
0.635±0.005
0.607±0.006
0.472±0.006
0.739±0.005
0.622±0.005
0.312±0.004

LF1
0.255±0.006
0.247±0.007
0.172±0.007
0.334±0.009
0.263±0.009
0.192±0.004

tr(s)
103.328±4.8
101.062±5.0
855.1±15.8
927.6±27.5
5522.2±314.3
17.277±0.356

ts(s)
1490.025±62.2
667.751±23.7
91.2±1.6
141.4±4.7
4.6±0.2
10.575±0.533

The performance of SVM BR can be estimated from the Tables 5.7 and 5.8, and using a
weighted sum over the label cardinality of the datasets: mF1e = (3.65∗0.829+3.61∗0.645)
=0.738,
(3.65+3.61)
a small difference of 0.004, which can be explained by the variances of the mean (used
in the label cardinalities). For SVM LP, the estimated, if they were predicted separated and then remerged, would be mF1e = (3.65∗0.808+3.61∗0.600)
= 0.705 against actual
(3.65+3.61)
0.622. The gap of about 0.08 points is significant, and cannot be ignored. ML-ARAM
(and similarly ML-HARAM) can perform better, as the combined values would give
an estimated mF1e =0.682, but it achieves only mF1=0.659, still the gap is not that
much, compared to SVM LP. This estimated value and the actual mF1 is nearly the
same for ML-kNN, which makes sense, since the labels are independently evaluated.
TWCNB performance is the same as the industries, mostly because the threshold is
just too high. This will be discussed later in the improvement section. This estimation
method must be modified for LF1: instead of weighting with the cardinality, it must
be weighted with the number of labels in the dataset. The estimation for SVM BR
=0.332 against actual 0.334, which is very close. For
produces LF1e = (103∗0.445+364∗0.301)
(103+364)
LP, the estimation produces LF1e = (103∗0.363+364∗0.302)
= 0.315 versus actual 0.263, a no(103+364)
ticeable difference of around 0.05. ML-(H)ARAM perform even worse, with differences
around 0.10 to the estimated values.
The difficulty of the LP based classifiers lies, for a great part in the number of unique
labels in the dataset: 12,790. While Topics had 2236 unique labels and Industries 3645,
we can see that the combination of both create many unique labels. This consequently diminished the number of training samples per unique label, greatly increasing the difficulty
of the task for pure LP methods like SVM LP. One of the reasons why ML-(H)ARAM
performed better was that it does not use an WTA rule on unique labels as does SVM
LP. In the next experiment, we can examine further how unique labels influence the
prediction quality of simultaneously predicted labelsets.
EUR-Lex
In Table 5.12, the results for this experiment are depicted. Most of the results are very
similar with the results of EUR-Lex EUROVOC, since it has higher cardinality, more
number of labels and unique labels than the DC labelset, then dominating the results.
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Table 5.12: Results for dataset DC-EUROVOC: ML-ARAM and ML-HARAM (H)
trained with vigilance=0.999, threshold=0.0001, voters=5, and NAC=3,
clustering vigilance in brackets
Classifier
ML-ARAM
H [0.9]
H [0.99]
ML-kNN
SVM BR
SVM LP
TWCNB

Accuracy
0.438±0.010
0.489±0.007
0.517±0.005
0.412±0.008
0.536±0.005
0.462±0.006
0.224±0.007

mF1
0.522±0.018
0.642±0.007
0.657±0.005
0.577±0.008
0.683±0.005
0.591±0.006
0.253±0.009

IF1
0.542±0.013
0.610±0.007
0.643±0.004
0.541±0.009
0.671±0.005
0.586±0.005
0.347±0.009

LF1
0.304±0.008
0.339±0.007
0.349±0.004
0.239±0.005
0.392±0.008
0.308±0.006
0.028±0.002

tr(s)
23.4±1.7
71.3±1.1
17.7±1.4
2.0E3±16.8
1.5E4±208.6
5.4E3±619.8
378.0±23.1

ts(s)
4.2E3±286.4
1.3E3±34.3
1.3E4±1.1E3
225.0±2.0
1.9E3±60.3
31.5±0.4
68.9±1.8

We can further see here that, the weighted sum taking the label cardinalities gives the
same relation between estimated and actual for SVM BR mF1e = (3.7474∗0.835+15.4963∗0.627)
=
(3.7474+15.4963)
0.668 and actual mF1=0.683 (i.e. 0.015 is actual higher). It is also true for SVM LP
mF1e = (3.7474∗0.828+15.4963∗0.550)
=0.604 (.591). The estimation also holds for SVM BR
(3.7474+15.4963)
and LF1: LF1e =(440*0.594+4207*0.363)/(440+4207)=0.385 which is also close to the
actual 0.392 achieved. The estimated LF1e =0.304 for SVM LP is, this time, close to the
actual 0.308. The number of unique labels increased slightly from 16,400 for EUROVOC
to 16,965 for DC-EUROVOC. Apparently, the DC structure was partly embedded into
the EUROVOC. This is our main motivation for focusing on the increase of performance
of the smaller support classes. With the more training samples, the classes of DC can be
predicted more easily, and so the classes from EUROVOC “connected” to these of DC
can be better predicted. We will investigate that in Section 5.4.

5.2.5 Discussion
In this section, we performed various classification experiments with two objectives: to
show that ML-HARAM is an important development for ML-ARAM and to point out
the promising potential of MLC improvement, especially in large labelsets.
The comparison of the MLC prediction of two ontologies separately and simultaneously
predicted is new in the literature, to the best of the author’s knowledge, and similar
experiments had only been performed in one single labelset so far. We showed evidence
for embedded substructures of the smaller labelset in the large labelset. The prediction
quality was higher in the smaller labelset, inspiring the assumption that an explicit
connection between them can improve the prediction.
Further, we showed evidence for the advantages of ML-HARAM over ML-ARAM.
Based on the findings in these experiments, we can state that ML-(H)ARAM can outperform BR SVM in some cases (Yeast, EUR-Lex DC, Reuters-Topics and -Industries
have comparable results). When there were comparable results, SVM BR was most of the
times better for mF1 measure and IF1 measure, whereas ML-(H)ARAM performed bet-
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ter in LF1. Although in EUR-Lex EUROVOC, the SVM LP was much worse than BR,
the ML-HARAM’s performance measure’s results were between them and ML-ARAM
was a little worse than SVM LP. As was shown in the several datasets, there is strong
indication that ML-(H)ARAM has state-of-the-art prediction quality.
Scalability
ML-HARAM can easily outperform ML-ARAM in terms of speed with comparable prediction quality. In difficult tasks with large labelsets, it can even achieve a better prediction quality, as in EUR-Lex EUROVOC. Further, with an increasing amount of labelsets
and examples, it can classify faster. Using an LP approach without match tracking for
training and a clustering on the input space for testing allows ML-HARAM to compare
the input to only a fraction of the possible objects. This is an important consideration
in MLC since the possible multi-label combinations can become a problem within large
datasets with large labelsets.
We will now investigate how to select some of these multi-label combinations to fulfill
different tasks.

5.3 Knowledge Extraction
A key piece of the DMS presented in this study is the ability to connect different ontologies by means of ARs, also called here cross-ontology ARs, and so the possibility to
gain new insights on how the ontologies are linked by the data.
To gather evidence for that purpose in a reliable manner, we performed experiments
to tests our hypothesis: a) The IMs selected can extract important relations between the
ontologies which are not bound by support. b) The automatic threshold method used
can extract important sets of the rules removing the most part of redundant ones. The
experiments with a gold-standard will be investigated first. They have two similar class
hierarchies and a set of manually created rules connecting them (the ground truth): an
approach which is often used to validate results [DMDH02, MS00] because it is typically
not known how many and what type of relations between different taxonomies should be
discovered. The latter experiments are more of an exploratory nature, where we employ
different methods to analyze the results. The automatic threshold method was applied
on the datasets where the results were easier to explain. We did not apply it on all
datasets for reasons of conciseness of the study.
Some of the results of the experiments regarding the IMs were, in parts, published in
[BSS14]. The results on the IMs were further confirmed by the publication of [BS14a,
BS15b]. Finally, the study and findings on the automatic threshold for IMs are a new
contribution.
The proposed method was compared experimentally with standard AR mining by
several popular IMs shown in Table 2.1, as well as with the methods GRP and GRL
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(assuming that obtained rules are ranked by Cnf ). The measures sensitive to rare
associations were the focus of the comparison. The ground truth set of the dataset
DBpedia-Yago was first exploited for the performance comparison of the IMs. Such
an approach is often used to validate results, as mentioned above. Still, the number
of discovered true associations was employed as an indicator of the measure’s quality.
Next, we will present the data that was used.

5.3.1 Data
A common problem of knowledge discovery or extraction is the measure of the process’
success. As explained above, we use different methods to access the quality of the
extracted information and different datasets to substantiate our findings. We will now
describe the datasets used in the experiments and examine whether there was a goldstandard which could help assessing the quality of the results.
The Movies dataset [MSA08] was kindly donated to us by Trevor Martin and comprises
movies of two databases: Internet Movie Database (IMDb) and Rotten Tomatoes (RT).
We used 3089 entries which appeared in both datasets. The labelset size was 88 for
IMDb and 76 for RT. The hierarchy trees from the multi-labels of each labelset were
extracted using the Apriori algorithm, similarly to [BBS11a]. 48 connections between
the IMDb and RT hierarchies were created manually to serve as a ground truth set: e.g.
“Sci-Fi→Science Fiction and Fantasy”.
A large dataset, DBpedia-Yago from [PF12] is based on Wikipedia articles with structured information, as the main goal of DBpedia is to make them available in a unified format. Yago is a semantic knowledge base created on top of Wordnet, Wikipedia
and Geonames. The used dataset was downloaded from the internet page of DBpedia
[dbp12a]. It had 264 concepts for DBpedia (the root node “Thing” was removed) and
96,472 for Yago. We also removed too broad nodes from Yago: abstraction100002137,
physicalentity100001930, thing104424418, and entity100001740, so that not every branch
is connected to each other. If they were interconnected, the RLF -1 would connect very
unrelated rules, worsening the results, in regard to comparison between the rule sets
of the metrics and in regard to understanding the relation between the rule sets. As
the ground truth set, we chose a partial gold standard mapping between the DBpedia
and the Yago ontologies [dbp12b] containing 170 connections, but only 162 associations
actually appeared in the data. There were a total of 159,889 instances and each one had
a mean number of labels of 4.4 for DBpedia and of 9.3 for Yago.
To convert each one of the DAG hierarchies of DBpedia-Yago into a tree, for every node
with multiple parents we created a new node for each parent, copying the descendants
and assuring that each node had only one parent.
The EUR-lex dataset [MF10] is a collection of documents about European Union
law, as used in Section 5.2.1. The difference was here that we used a tree instead of
DAG in order to test our implementation and compare it with the results in Movies
and DBpedia-Yago. The data was classified by the multi-label neuro-fuzzy classifier
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ML-ARAM without match tracking, similarly as described previously. There were no
predefined true rules, but we compared rules connecting true labels and predicted ones
of a classification experiment.
The dataset GO-GO was constructed similarly to that of [FSP+ 12] in order to compare
obtained ARs. However, there were some small deviations, as we could not obtain
exactly the same support values but only very close ones for the rules listed, due to
the different data acquisition date. We could reproduce the extraction of rules and
their ranking to a large extent. In this dataset, the GO-MF annotations were gathered
from the UniProtKB for every protein of the database in October 2010. Additionally,
we constructed a more recent dataset in May 2013, in order to analyze the differences
in annotations that occurred during this period, for example corrected errors. We also
gathered the respective GO structure for the corresponding time frame. Each annotation
was expanded by its ancestors from the GO ontology. In October 2010, about 6 million
proteins had a GO-MF annotation corresponding to 8892 different GO-MF terms. In
May 2013, there were already more than 19 million proteins with 9568 different GO-MF
terms. In this dataset, the proteins with the Inferred from Electronic Annotation (IEA)
assignments were also allowed, in order to be able to compare to the results of [FSP+ 12]
and reproduce them. In the GO-GO dataset, the created tree would be too large, which
is why we used the DAG structure.
Another remark on these datasets: in the first three experiments, we transformed the
ontologies into trees if they were DAGs, in order to avoid the use of any strategy when
calculating the hierarchical measures. In the last experiment (GO-GO), we used the
parent which produced the least expectation.
All data were downloaded from the online sources, parsed and preprocessed with
customized python scripts and imported into MATLAB, where our own implementation
of the Apriori algorithm was applied to the data with all discussed IMs and pruning
methods.

5.3.2 Movies Dataset: automatic Threshold
This experiment focuses on the impact of using different IMs on discovering the handcoded associations of the Movies dataset. We first investigated how the measures rank
the true rules among an increasing amount of found rules (Figure 5.5). The whole rule set
consisted of 4895 rules. At the Y-axis, the graph shows the number of true rules among
the top X rules as found by the measures Jac and Cnf as well as by their respective
Dif counterparts and Int. Obviously, the steeper the increase of a curve, the better the
IM. One can see that Cnf was the worst among the presented measures. Jac, Cos,
and ACnf were among the best measures in this task, the latter two having curves very
similar to Jac (not shown in the figure). Note that all three measures are considered to
be well-suited for rare ARs. Indeed, the manually created associations of this dataset
were rather rare. In only eight of them, the Support was higher than 5%. This was the
reason why they were difficult to find. Thus, all hand-coded relations could be found by
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Figure 5.5: Number of true rules found in the top X rules extracted by Cnf and Jac,
their respective Difs and Int.
Jac only after reaching about 3000 rules in total. The growth of other curves was even
slower.
The comparison of curves between Cnf and CnfDif is especially interesting, as well as
between Jac and JacDif. Both Dif measures significantly outperformed their conventional counterparts at first, but lost their advantage towards the end. It can be explained
by the hierarchically redundant nature of a large part of the true rules. Both curves had
a steep increase approaching the end because redundant true rules were discovered by
both measures very late, i.e. the rules which are expected from the hierarchy. This is
due to the fact that such rules typically have a small difference between their actual
values and the expectations and are therefore ranked very low by the Dif measures. Int
behaved similarly: it had a good start but it could not find general rules and therefore
it performed worse than Cnf towards the end.
We are also interested in the impact of using the ATS method with different IMs on
discovering the hand-coded associations of the Movies dataset. Table 5.13 shows the
number of rules extracted by each measure, the number of true rules among them found
after PAR and after using the ATS method as well as the corresponding performance
measures. We removed iteratively one rule from the PAR set of rules for each measure
and registered corresponding F -1 values until there was no rule left. After that, we
extracted the best score among the F -1 values and used the corresponding values in
the Table. The performance scores obtained in this way are shown in the column “best
possible” (rule set). The aim was to compare the ATS method with the special case of
constructing the optimal rule set.
The ATS method could greatly improve the F -1 values of every metric compared to
the PAR method. TPS produced results not too far from the best possible F -1 value,
with some exceptions. The recall was relatively high for all measures, despite the fact
that some rules were already pruned by the PAR and some had very low support, i.e.
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Table 5.13: Movies: the number of found rules (f), the number of true rules among them
(t) and the compression rate (comp) after each pruning step. Performances
are in %. Three best values are shown in bold.
Measure
Sup
Cnf
Jac
Cos
ACnf
Kulc
Lift
Cnv
Crf
Seb
PS
BF
Loe
CCnf
JacDif
CnfDif
SupDif
mean

PAR
f t F -1
862 16 0.04
2954 40 0.03
1980 36 0.04
1292 35 0.05
2482 37 0.03
1125 21 0.04
2954 40 0.03
2954 40 0.03
2954 40 0.03
2954 40 0.03
2684 26 0.02
2954 40 0.03
2954 40 0.03
2954 40 0.03
2822 33 0.02
2985 34 0.02
2402 22 0.02
2486 34 0.03

TPS
f comp t
57 15.12 6
356 8.27 32
135 14.67 32
129 10.02 28
142 17.48 30
226 4.98 18
183 16.14 27
80 36.92 18
171 17.17 30
96 30.77 11
89 30.16 21
121 24.41 31
171 17.17 30
219 13.49 33
67 42.12 26
105 28.43 22
36 66.72 8
140 23.18 24

F -1
11.43
15.84
34.97
31.64
31.58
13.14
23.38
28.13
27.40
15.28
30.66
36.69
27.40
24.72
45.22
28.76
19.05
26.17

Best possible
f comp t F -1
34 24.63 6 14.63
246 11.96 29 19.73
45 43.04 22 47.31
53 23.93 22 43.56
57 42.79 26 49.52
17 62.50 10 30.77
35 82.06 17 40.96
89 32.82 22 32.12
89 32.82 22 32.12
246 11.96 29 19.73
89 29.82 21 30.66
43 67.14 21 46.15
89 32.82 22 32.12
55 52.75 21 40.78
38 72.36 23 53.49
83 35.54 20 30.53
12 184.77 7 23.33
78 51.44 20 34.56

could be seen as rare rules.
The improvement of the F -1 values is explained by the fact that the increase in the
number of pruned rules enhanced the precision much more than the following degradation
of recall. This degradation was in turn caused by the loss of the true rules through this
severe pruning. The high F -1 values also indicate that the true rules were, by a great
part, ranked very high by most of the IMs. The mean F -1 value was 26.2 for TPS. For
best possible, it was 34.4. JacDif was actually the IM with the best possible F -1 value
and the ATS method could find this out.
The reduction of the rule set length after PAR to the one set after the ATS method
can best be described by the compression rate: the overall compression rate was 23.2
for TPS and 51.4 for best possible. SupDif had the best mean value for TPS and the
best possible rule set. The worst measure for compression was Kulc for TPS, and, in
contrast, for the best possible rule set the worst was Cnf. This means that SupDif could
discriminate very well between the rules and Cnf distributed the rule values evenly over
the whole value range, i.e. there was no relatively high concentration of rules for a specific
slice of the value range. It is, however, not that clear for Kulc and Cos, since compared
to the other measures, both had the most rules already filtered out by PAR. Therefore,
the most part of the uninteresting rules were already ruled out and the reference rule
set length was much smaller. After PAR, only the rules on the top of the hierarchy
remained for Sup. That is why there were only very few after PAR. SupDif allows rules
from deeper levels of the hierarchy and so it had more true rules and better values than
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Figure 5.6: Cut-off points for Cnf, Jac and CCnf in Movies dataset.

Sup.
Figure 5.6 shows examples of the cut-off points obtained by TPS for Cnf, Jac, Cnv
, and CCnf. Further, it shows the tangent on pl 0 (tan) (see Section 4.1.2) and the true
rules (True). We selected these IMs because the other IMs’ graphs had shapes similar
to one of them, i.e. they represent them well. As can be seen from 5.6a, the Cnf curve
did not decrease as fast as Jac and therefore the method set a relatively large amount of
rules between the point where to start to prune the rules. The ATS method managed to
find a reasonable threshold on CCnf, although its curve had not a strictly concave form.
Most of the true rules were distributed around the pl 0 and up to the highest value along
the curve as shown in the graphs of 5.6.
Most of the measures for the ATS method had values near their best possible F -1
value, but there were exceptions, as mentioned before. Kulc had a very different number
of rules after the ATS method and for best possible. There are multiple reasons: not
many true rules were ranked high, the curve was very steep and concave, also because
there were not many rules in the extracted rule set after PAR and also among these not
many true rules, as can be seen on Figure 5.6c. Remarkably, JacDif had the best result
for TPS, although the best possible method points out that even more rules could be
dropped (29 rules) to have a greater density of true rules.
Despite the fact that the measures, as seen in the graphs of Figure 5.6, show very
different curves, several measures obeyed the confidence condition in the PAR method,
having the same rule set after PAR as Cnf. Therefore, it is interesting to analyze the
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difference between these measures, namely Cnf, Lift, Cnv, Crf, Seb, BF, Loe, and CCnf
, since they not only had the same start rule set, but also the results of some of these
measures were very similar, indicating the same ranking of rules, like Crf and Loe.
Actually, both measures had the same rules extracted by the ATS method. Although
they are not obviously connected, for Cnf > pb this is actually so. This is especially the
case for the high values extracted by TPS.
We can state that JacDif had the best F -1 value for the TPS method. The ATS
method retained a number of rules far below 100 and achieved high F -1 performance.
TPS delivered good results, having the important advantage of abdicating any expert
intervention in form of parameters. Although it had good values, it is difficult to find
the right cut without an objective target, as will be seen in the EUR-Lex experiment
later on. The next experiment will be similar to this one but in a much larger dataset.

5.3.3 DBpedia-Yago
In this experiment, there was already a known gold-standard, but the labelset is much
larger: DBpedia’s hierarchy has about 264 nodes and Yago’s 96,472 nodes. Further,
the number of instances was significantly higher with about 160k in total. Moreover,
because the hierarchies are much larger, we use the RLF -1 and RLA to measure the
representation quality of the extracted rule sets to the true rule set. With that setup,
we want to investigate how the Dif measures perform in contrast to the other ones.
The results of the DBpedia-Yago dataset for the setting “top 162 rules” are shown in
Table 5.14, and were also published in [BS14a]. The highest performance in terms of
F -1 was achieved by two Dif measures with 76 found true rules: JacDif and φJacDif .
Several measures including φ, κ, and φκ were able to find 73 true rules in this setting,
which was the second-best result. Surprisingly, the same result was obtained by Kulc and
LC, which had performed poorly on the previous two datasets. This can be explained
by the large amount of true, very balanced rules: pab ≈pa ≈pb . Among 73 true rules of
Kulc, LC and φ, there were 71 common rules with this property. For this reason, the
IMs sensitive to such rules were superior on the dataset.
In general, the Dif measures outperformed their counterparts in terms of RLF -1.
Except for ACnfDif, they were also superior in terms of F -1.
From the table, one can observe that the lack of exact matches of true rules can be
successfully compensated by the higher quality of the whole rule set. It can be seen on
the RLF -1 values of JacDif and ACnfDif. The latter discovered 12 true rules less but
still obtained a better RLF -1 value, actually the best one among all measures. This was
due to the high mean coverage of the rules without an exact match in the true rule set.
Thus, the average RLAs value of 98 such rules of ACnfDif was 0.59 in contrast to 0.47,
as obtained for 86 rules of JacDif. Consequently, a higher average value was the key
reason for the better RLF -1 performance of ACnfDif.
Another illustration of the difference between F -1 and RLF -1 is the fact that, although
Lift and L produced comparable RLF -1 values and both found at least one true rule,
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Table 5.14: DBpedia-Yago, three best results are marked in bold; fnd=nr. of extracted
rules, tf=nr. of true rules found. CCL=Cnv/Crf/Loe
“top 162 rules”

Measure
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.
24.
25.
26.
27.
28.
29.
30.
31.
32.
33.

Cnf /Seb
Jac
Cos
ACnf
Kulc
Lift
CCL
PS
BF
CCnf
Klos
OD
κ
JM
LC
GINI
YQ/YY
CS
L
Zhang
φ
φCnf
φJac
φACnf
φκ
Int
JacDif
CnfDif
ACnfDif
φJacDif
GCC
AROMA
GRP

tf
4
71
72
71
73
6
4
11
4
14
22
52
73
26
73
18
0
72
1
0
73
71
71
72
73
0
76
20
64
76
43
4
6

F -1 RLF -1 RLA
2.47
43.76 56.54
43.83 70.89 84.23
44.44 70.94 84.37
43.83 70.68 84.02
45.06 71.01 84.42
3.70
32.15 56.58
2.47
43.76 56.54
6.79
52.65 70.86
2.47
43.76 56.54
8.64
43.52 60.31
13.58 55.37 74.25
32.10 69.01 80.20
45.06 71.19 84.43
16.05 57.61 73.58
45.06 71.80 84.18
11.11 54.69 67.38
0
35.21 74.80
44.44 70.94 84.37
0.62
29.48 57.41
0
41.93 51.65
45.06 71.13 84.43
43.83 70.90 84.09
43.83 70.89 84.23
44.44 71.10 84.30
45.06 71.13 84.43
0
22.22 49.06
46.91 71.84 83.56
12.35 46.96 57.56
39.51 75.47 81.05
46.91 72.54 83.78
26.54 65.47 68.96
2.47
63.77 72.20
3.70
45.01 55.55

“best possible”
fnd
2133
195
193
213
195
262
2030
844
1656
889
449
121
193
387
212
511
10000
197
1753
1656
198
184
196
200
197
268
265
508
219
182
223
408
973

tf
128
89
88
93
88
10
127
71
59
108
64
49
89
65
93
64
0
89
117
59
89
84
89
91
89
3
105
86
81
86
53
50
111

R
79.01
54.94
54.32
57.41
54.32
6.17
78.40
43.83
36.42
66.67
39.51
30.25
54.94
40.12
57.41
39.51
0
54.94
72.22
36.42
54.94
51.85
54.94
56.17
54.94
1.85
64.81
53.09
50
53.09
32.72
30.86
68.52

P
F -1 RLR RLP RLF -1 RLA
6.00 11.15 93.95 7.14 13.26 62.07
45.64 49.86 77.24 64.17 70.10 83.79
45.60 49.58 77.05 64.68 70.32 83.83
43.66 49.60 79.95 60.81 69.08 83.83
45.13 49.30 77.34 64.25 70.19 83.87
3.82
4.72 41.92 25.92 32.03 55.71
6.26 11.59 93.46 7.46 13.81 62.51
8.41 14.12 73.76 14.16 23.75 73.54
3.56
6.49 71.83 7.03 12.80 58.24
12.15 20.55 86.46 15.76 26.65 69.29
14.25 20.95 71.80 25.90 38.07 76.61
40.50 34.63 63.73 85.33 72.97 83.29
46.11 50.14 77.24 64.83 70.49 84.15
16.80 23.68 69.55 29.12 41.05 75.65
43.87 49.73 78.41 59.92 67.93 84.11
12.52 19.02 69.65 22.08 33.53 70.37
0
0
56.45 0.91
1.80
65.33
45.18 49.58 77.27 63.54 69.73 83.83
6.67 12.22 89.76 8.30 15.19 63.43
3.56
6.49 71.83 7.03 12.80 58.24
44.95 49.44 77.96 63.78 70.16 84.32
45.65 48.55 75.67 66.62 70.86 84.57
45.41 49.72 77.70 64.22 70.32 84.24
45.50 50.28 77.98 63.16 69.79 83.98
45.18 49.58 77.67 63.87 70.10 84.28
1.12
1.40 27.75 16.77 20.91 50.94
39.62 49.18 86.36 52.79 65.53 84.19
16.93 25.67 79.33 25.30 38.36 64.45
36.99 42.52 83.25 61.58 70.79 82.37
47.25
50
77.73 69.19 73.21 84.61
23.77 27.53 73.89 53.68 62.19 70.47
12.25 17.54 84.26 33.45 47.89 70.80
11.41 19.56 88.11 14.67 25.15 66.26
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their RLF -1 values were still lower than the ones from Zhang, which did not discover
any true rule. This was mostly because Zhang had very few true rules not covered at
all by its found rule set. The other two measures had more than twice as much rules –
of that kind (25 of Zhang against 62 and 68 of Lift and L, respectively). The important
problem with Zhang was that 733 rules achieved unity. This happens when the maximum
of pab −pb ∗pab or pa ∗pb −pab ∗pb is equal to pab −pa ∗pb which is true for pab =pa . This is
a strong evidence for the poor discriminating power of the measure. Nevertheless, the
selected first 162 rules (their order is arbitrary and depends on how the items were
ordered and how the algorithm extracted the indices) were coincidentally able to cover
the true rules better than the corresponding rule sets of Lift and L. For example, the
rule “DB:Vein→YG:vein105418717”, was ranked by Zhang as 554th and by L as 365th.
However, Zhang had a relative rule (“DB:Vein→YG:bloodvessel105417975”) in the first
162 rules. Discriminating more efficiently, L ranked this rule similarly to the former rule,
at a position around 360, thus producing a worse RLF -1 value.
Another measure which did not find any true rules was YY. It has even poorer discriminating power since it is equal to unity if pab =pa or pab =pb and there were 287,066 such
rules. Yet, its RLF -1 value was still higher than that of Lift with six true rules found.
This demonstrates the need for the simultaneous use of F -1 and RLF -1 performance
measures because of their complementary natures.
In this experiment, GCC surprisingly outperformed AROMA and GRP in terms of
F -1. It strongly improved the F -1 score of Cnf. AROMA and GRP achieved results
comparable to that of Cnf. However, all hierarchical pruning methods were inferior to
the majority of the standard IMs.
The results of DBpedia-Yago for the “best possible” setting are depicted in Table
5.14. For the sake of simplicity, we only used the top first 10,000 rules and from them,
we calculated the best F -1 value.
One can see that the average number of found rules for all measures in this experiment
is larger than in the other experiments. This was also the reason why none of the
measures had an RLP greater than 100.
Only the measure YQ/YY was not able to find the true rules at all. The φ based
measures performed well, most achieving very high scores. φACnf had the highest F -1
value, followed by κ and φJacDif. Multiplying by φ again highly improved the F -1 score
of Cnf, φCnf even obtained the third best RLF -1 value.
φ extracted a rule set similar to that of JacDif. While the discovered true rules of
JacDif were also high ranked by φ, the reverse was not true. From three true rules
found by φ in its top 198 rules and not found by JacDif in its 265 rules, one produced
a JacDif value of zero and the other two were ranked 533rd and 826th by JacDif. This
was because the expectations of these rules were high.
Although JacDif can often optimize the size of a discovered rule set, it was not the case
this time. A significant amount of the true rules were concentrated around the places
between 240th and 265th positions (10 true rules in 25 discovered ones). Therefore,
the measure had a large rule set and its precision was penalized. φJacDif was able to
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improve the results of its base measures because it compressed its rule set and boosted
its precision.
In the last two experiments, we could see that the Dif measures, in special JacDif,
could discover more of the true rules than the other standard IMs. We will now examine
setups where there is no gold-standard and we will employ different exploratory methods
to measure our findings.

5.3.4 EUR-Lex
In this experiment, there was no ground truth rule set to be discovered but we investigated how often evident rules appeared in the top 200 rules for each measure, with the
objective to see how the measures and the ATS method behave on this dataset. Those
evident rules were obvious rules like “Motor vehicles→motor vehicle” or “Silkworms→
sericulture” and should receive high scores by all IMs. Although 200 rules are a very
small fraction of the whole rule set, the pruning methods should be able to retain them.
We must emphasize that a bad score for F -1 for the top 200 is not always a sign that
the measure is unsuitable for the task, but much more that it could discover unexpected
rules. Since our focus lies in the pruning ATS method on exploratory dataset, we leave
a more thorough examination of the rule set for each metric as future work.
Another comparison was performed between true and predicted labels with the aim of
selecting a measure for the ATS method, which behaved similarly with both. The reason
is that it is usually expected the distribution of labels in the predicted labelset to be
similar to that of the true labelset and the combination of IM with pruning should not
distort it. Thus, each deviation can point to an important aspect of the classification
process, which later can extend the knowledge about the domain or improve the classifier
Accuracy. The true labels were used to extract the reference rules and the predictions
to extract the rules to be compared to. The predictions were obtained by the classifier
trained in 10-fold CRV fashion.
The number of rules extracted without any pruning was 103,185 for true labels and
84,199 for predicted labels. There were more rules for true than for predicted labels
because the classifier did not predict the labels down in the hierarchy unless they were
sufficiently high ranked. Another reason is that some unique multi-labels were preferred
over others, i.e. were predicted more often than they appeared in the training set,
changing the co-occurrence of the labels. Thus, some co-occurrences of labels in the
true set did not happen in the predicted one. The results of the rule extraction and
pruning are depicted in Table 5.15. The starting rule sets are the results of the pruning
with PAR, i.e. a rule is pruned if it has a value not higher than any of the parent rule.
For assessing the quality of the intersection between true labels and predicted ones, we
used an analog of the F -1 measure, denoted as F 0 . It was calculated as the harmonic
mean of precision and recall, whereas the length of the intersection set divided by the
number of true labels corresponded to recall, and the same length divided by the number
of predicted labels corresponded to precision. The last columns of Table 5.15 show the
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Table 5.15: EUR-Lex DC-EUROVOC results: extracted rules with PAR; recall (R), precision (P) and F 0 is over the intersection of true labels (tl) and predicted
ones (pl). Pt: number of evident rules divided by 2 in the top 200 rules for
true labels, Pp the same as Pt for predicted labels. fint is the number of
rules in the intersection between top 200 for true and predicted and eint is
the number of evident rules among the rules of fint.
Measure
Sup
Cnf
Jac
Cos
ACnf
Kulc
Lift
Cnv
Crf
Seb
PS
BF
Loe
CCnf
JacDif
CnfDif
SupDif

138

tl
18843
79557
63357
56770
63568
50431
79557
79557
79557
79557
62041
79557
79557
79557
66461
74536
44054

PAR
pl
14973
62774
50550
45162
50033
40617
62774
62774
62774
62774
53960
62774
62774
62774
52408
57442
37394

0

F
71.58
58.38
57.64
57.28
58.06
55.26
58.38
58.38
58.38
58.38
56.01
58.38
58.38
58.38
56.23
56.66
54.98

tl
495
10383
3377
5448
3882
9614
1076
990
6627
939
840
1287
7620
7413
1253
4390
191

TPS
pl int F 0
415 345 75.82
8887 5717 59.34
3137 1952 59.93
4323 2894 59.24
3122 2036 58.14
9445 4951 51.95
1093 347 32.00
644 349 42.72
6383 3792 58.29
767 414 48.53
949 620 69.31
1115 395 32.89
6986 4258 58.30
7352 4254 57.62
1142 673 56.20
3834 2180 53.02
180 141 76.01

Pt
49.5
23
84.5
83
81.5
80
41.5
80.5
23
77
63.5
57
23
39
80.5
34
57.5

top 200
Pp fint eint
43 168 78
13.5 69 6
69 99 84
65 95 80
63.5 106 83
59.5 92 75
39.5 43 24
58 59 49
13.5 58 6
55.5 71 54
56.5 150 94
49 44 28
13.5 57 6
29 27 8
64.5 95 75
21 16 7
48.5 153 86
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Figure 5.7: Relation factors between each iteration step, each gray level stand for an
iteration step of TPS for true labels.
results of searching the top 200 rules of each rule set for evident rules.
The relative difference between the sizes of true label rule sets for PAR and TPS
as well as for predicted label rule set was almost the same: this means that TPS cut
proportionally in the case of true labels and predicted ones. After PAR, there were more
rules for true labels than for predicted ones for all measures. The same also applied after
TPS, except for Lift and PS. Since the ATS method’s thresholds resulted in rule sets of
similar sizes for true and predicted labels and since their sets were similar, the F 0 values
were relatively high for all measures.
Another interesting observation was also that the Cnf (and measures ranking like
Cnf ), Crf and Loe had much more rules than all other measures. It is mainly because
there were 466 rules with the maximum value and several with values near to the maximum but with shallow slope, which shifted the peak of the difference values; therefore,
the threshold was reached later than for the other measures. For TPS, Cnf, Crf and Loe
had very different results. This is related to the fact that TPS did not treat these measures equally, since the lines connecting the maximum and the minimum of each curve
did not have the same slope. In addition, for TPS, the global aspects of the curve affect
the decision of the threshold. Crf and Loe had negative values, so that their tangents’
slopes were steeper than that of Cnf, despite a strong similarity at the beginning of the
curves.
All of the measures had more than 200 entries after the first step of pruning by the
ATS method, except for CCnf and SupDif and SupDif for TPS. The TPS method does
not need any adjustment of parameters, making it very appealing for a fully automated
setup. Furthermore, it can be applied iteratively until a predefined number of rules is
trespassed. Thus, in each iteration step, zones with poor discrimination can be pruned.
Further, the TPS method does not depend on any parameter since it is auto-scale, i.e.
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Figure 5.8: Sorted values of AR for Cnf and Jac. Iteration steps cut-offs points are cross
marked and the dashed lines are their respective tangent for true labels.
each time that rules are pruned, it will adapt the discrimination range so that the cut-off
threshold will depend on the range at hand. Therefore, we applied this method until less
than 20 rules were extracted or the method could not remove any more rule because all
the remaining rules had the same value. Figure 5.7 shows the compression rates of each
iteration step for each measure. The whiter the bar, the more steps it needed to reach
the final step, with less than 20 rules. The mean number of steps was 4.7, most measures
required three or five steps, as can be seen on the dark bars of the Figure 5.7. SupDif
had the highest compression factor on the first step, since the number of rules in the rule
set decreased from 44,054 to 191 and then to 18. This indicates that the most significant
rules were selected in only two steps. For BF, TPS needed only 3 steps in order to prune
all but 16 rules. In contrast, CCnf and CnfDif required 11 and 10 steps to achieve 12
and 15 rules, respectively. This was mainly because the curves were very flat on the top
100 rules (i.e. had a poor discrimination) and had not a smooth course, as can be seen
in Figure 5.8, that shows how TPS performed iteratively on Cnf, Jac, BF and CCnf
. The curves are plotted on the logarithmic scale over the number of rules so that the
tangents are better seen and do not hide each other. The graphs also show that TPS
placed the cut-off points almost equally spaced in the logarithmic scale, which highlights
to the advantage of being scale-invariant. Another interesting issue finding regards how
the thresholds were selected for Cnf : they were first 81 then 13 , 12 , 32 , and finally 1, which
means that they were well distributed over the range of [0,1].
We used the 200 evident rules for a twofold purpose: first, to identify which metrics had
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the most evident rules. This evident rules would have a high correlation and should be
top ranked by the measures that are not designed for surprisingness. Second, we wanted
to see how many rules of the intersection of true and predicted labels were actually shared
for a fix number of rules for all measures, and how much evident rules were among them.
Obviously, Sup had the best results, confirming the good classification results: for micro,
F -1 was 68.59 for DC and 51.50 for EUROVOC31 . PS had also very good results, even
better than Sup for the number of evident rules in true and predicted labels. Cnf did
not show good results and even the intersection had only six evident rules.
Due to its iterative application, TPS constitutes a good automatic solution for rule
pruning and discovering zones of high discrimination. The rules found by Sup and SupDif
with TPS had a high F 0 value indicating triviality of the rule set. This was expected,
since these measures point to rules with high support.
In the next part, we will focus again on the hierarchical IMs, and rare association in
order to find interesting rules. For this purpose, we will use a setup with a very large
ontology.

5.3.5 Gene Ontology
One important question in genetics is the annotation to genes about their function and
role in the biological system. A prominent annotation ontology is the Gene Ontology,
with ten thousands of terms. Still, there are many problems related to the annotation,
from inconsistency to subjectivity. With large ontologies, these problems become increasingly urgent to discover and to solve. Methods finding interesting co-occurrences
of annotations are important and should take the ontology relations into consideration.
We published part of the results of this experiment in [BSS14].
In this setup, we investigated the quality of the top ranked rules extracted by our
method with the rules from [FSP+ 12]. Further, the annotation data was gathered in
May 2013 and compared with the data from October 2010.
Results
The analysis of the Table S3 from [FSP+ 12] with the ARs found by GRL in this dataset
demonstrates another problem with Cnf. All of the 100 top-ranked rules reported there
(extracted by Cnf and sorted by the decreasing Sup) are highly asymmetrical: only
eleven of them show a Cnf of more than 0.1 in the opposite direction. This means that
an antecedent is often connected to a very frequent term – “ATP binding”, for example.
This behavior is similar to that of GRL on the previous dataset and may be useful
31

The preprocessing was the same as in [MF10] and different from the one used in the Sections 5.2.3
and 5.4.3. In addition, EUROVOC was turned hierarchically but as a hierarchy and not DAG. In the
other Sections, we used a more optimized preprocessing achieving better results. These experiments
were performed between 2011 and 2012, before new insights were acquired, to preprocess this data
better. Voting was not used either, in order to not favor classes with high support.
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Table 5.16: Median absolute support and the
MF-GO-MF
Metric Nr. of rules Median Sup. Cos ACnf
Jac
5445
5
433
436
Cos
5485
6
379
ACnf
5518
5
φ
5495
5.5
JacDif
5678
5
CosDif
5717
5
GRP
5688
2
GRL
513
146

number of intersections for GOφ JacDif
433
227
498
203
379
197
203

CosDif
206
230
176
231
431

GRP
47
53
39
53
33
38

GRL
11
16
10
16
14
14
67

Median absolute support and the number of intersections between the best 500 rules
extracted by different methods from the GO-MF-GO-MF dataset. Nr. of rules refers to
the total number of rules after preprocessing.

for the search for inconsistent annotations when a missing term is supposed. However,
in general, there is no clear evidence whether such asymmetrical rules may be reliably
considered as confident [WCH10]. Furthermore, in such relations, the antecedent is
connected only with a part of the consequent, that is the feature of a specific-to-general
relationship of an ontology as discussed above. Although GRL could not detect any rare
associations in the first 100 rules, one should note that they were sorted by Sup and are
therefore not directly comparable with the rules of other methods, which are sorted by
their IMs.
To overcome this problem, we analyzed the best 500 rules of GRL sorted by Cnf in
the descending order (Table 5.16). One can see that GRL found the rules with a much
higher support as compared to the other methods. Its median absolute support was
146 (compared to 5 for most of the other methods). In its 500 rules, only 101 had an
absolute support below 20, whereas for JacDif, there were 342 such rules. The small
number of intersections between the sets of found rules also shows that GRL detected
different rules as compared with the other methods. One of the reasons for this is the
agreement parameter, which is designed to identify itemsets that often relate to each
other. One of its properties is that it favors more general terms higher in the hierarchy
as they occur frequently. Many small inconsistencies of the protein annotation can have
a considerable impact on the number of assigned unique GO-term sets which a GO-term
belongs to. This results in the decrease of the agreement down in the hierarchy. The
most common rules were extracted by Cos and φ: their rule sets were almost identical.
The rule set of Jac was also very similar to them, while the rule sets of JacDif and
CosDif were very similar to each other, even more than to each of their counterparts.
To analyze the quality of the rules obtained by JacDif more precisely, we focused
on the first 20 of them (Table 5.17, supplemental material S2). We were able to prove
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Table 5.17: 20 best rules extracted by JacDif the GO-MF dataset.
Nr. Sup Cnf JD GO name
1.
5
1 1.00 GO:0008954 peptidoglycan synthetase activity
2.
1
1 1.00 GO:0034437 glycoprotein transporter activity
3.
2
1 1.00 GO:0010490 UDP-4-keto-rhamnose4-keto-reductase activity
4.
1
1 1.00 GO:0015518
arabinose:hydrogen
symporter activity
5.
1
1 1.00 GO:0070905 serine binding
6.

1

7.

1

8.

1

9.

9

10.
11.

2
2

12. 1130
13. 3590
14. 2407

15. 1756

1

1.00 GO:0050241
pyrroline-2carboxylate reductase activity
1 1.00 GO:0017045 adrenocorticotropinreleasing hormone activity
1 1.00 GO:0017045 adrenocorticotropinreleasing hormone activity
1 1.00 GO:0047376
all-trans-retinylpalmitate hydrolase activity
1 1.00 GO:0035473 lipase binding
1 1.00 GO:0080048 GDP-D-glucose phosphorylase activity
1 0.99 GO:0043752 adenosylcobinamide kinase activity
1 0.97 GO:0004743 pyruvate kinase activity
1 0.87 GO:0004643
phosphoribosylaminoimidazolecarboxamide
formyltransferase activity
0.99 0.86 GO:0019134
glucosamine-1-phosphate N-acetyltransferase activity

16. 2424 0.97 0.85 GO:0004486 methenyltetrahydrofolate dehydrogenase activity
17. 329 0.93 0.85 GO:0051861 glycolipid binding
18. 1862 0.95 0.84 GO:0004633
phosphopantothenoylcysteine decarboxylase activity
19. 1619 0.84 0.67 GO:0008066 glutamate receptor activity
20. 2074 0.86 0.65 GO:0008531 riboflavin kinase activity

GO name
Sup13 10-13 13-10
GO:0016807 cysteine-type car0
5
0
boxypeptidase activity
GO:0034041
sterol-transporting
19
0
18
ATPase activity
GO:0010489 UDP-4-keto-6-deoxy4
0
2
glucose-3,5-epimerase activity
GO:0015150 fucose transmembrane
1
0
0
transporter activity
GO:0010855 adenylate cyclase in20
0
19
hibitor activity
GO:0050132 N-methylalanine dehy2
0
1
drogenase activity
GO:0051431 corticotropin-releasing
3
0
2
hormone receptor 2 binding
GO:0051430 corticotropin-releasing
3
0
2
hormone receptor 1 binding
GO:0050251 retinol isomerase activ0
9
0
ity
GO:0035478 chylomicron binding
13
0
11
GO:0010475 galactose-1-phosphate
8
0
6
guanylyltransferase (GDP) activity
GO:0008820 cobinamide phosphate 1518 812 1,202
guanylyltransferase activity
GO:0030955 potassium ion binding 11,356 188 7,975
GO:0003937 IMP cyclohydrolase activity

7759

83

5,438

GO:0003977
UDP-Nacetylglucosamine diphosphorylase
activity
GO:0004477 methylenetetrahydrofolate cyclohydrolase activity
GO:0017089 glycolipid transporter
activity
GO:0004632 phosphopantothenate–
cysteine ligase activity
GO:0005234
extracellularglutamate-gated
ion
channel
activity
GO:0003919 FMN adenylyltransferase activity

6889

77

5,211

4

2,418

0

935

14

624

6009

86

4,234

3967

69

2,435

7022

78

5,028

20 best rules extracted by JacDif (JD) with Faria’s filtering method without filtering by min Sup, min
Cnf and min Agr.
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that all 20 rules were true. One can see that our approach did not extract asymmetrical
rules, although it was able to detect rare associations: all 20 rules have a relatively
symmetrical nature and eleven rules show an absolute support below 10. It seems that
they connect very specific terms and thus are not used frequently. For instance, the GO
terms of Rule 3 are consecutive reactions and therefore the combination of both activities
is reasonable. Furthermore, the GO terms of Rule 4 “transport arabinose” and “fucose”
are both monosaccharides. Even though the transporter specificity is normally quite high
(one or a few), it is reasonable to assume that more proteins can transport arabinose and
fucose interchangeably than annotated so far, especially since the reference publication
[BTMH87] for the co-occurrence of both reports that L-galactose and D-arabinose can
also be transported. Furthermore, according to a BLAST (blastp) search [AMS+ 97], the
gene for L-fucose transporter is present in many species of bacteria.
Rule 5 was explained in [FPR+ 97]: mGluR4, -7, and -8 are negatively coupled to
adenylate cyclase when expressed in hamster ovary cells. These mGluRs are also selectively activated by l-serine-O-phosphate [PD95]. These studies form the basis for
assigning the items of Rule 5 to GRM7 HUMAN. The glutamate receptor, metabotropic
7 marker, also appears in 19 other proteins found in the dataset of 2013. This confirms
the high evidence of the rule. Rules 7 and 8 are trivial, GO:0017045 describes a hormone
and GO:0051430 or GO:0051431 the corresponding receptors (adrenocorticotropin is also
known as corticotropin). Rule 9 describes, again, the consecutive reactions.
The rules in the lower part of the table have much higher support, since they are
mostly IEA based on InterPro rules.
We also analyzed the annotation data from May 2013 in order to examine whether the
rules extracted from the data of 2010 could be confirmed by future annotations. Indeed,
for most of the rules, the support increased considerably (Table 5.17). The differences
in the table should not sum up since the numbers may contain doubles. We used the
protein name and not the accession number – this is only relevant in a few cases. Most
of the first eleven rules have more co-occurrences in 2013 than in 2010, which confirms
their biological merit. The support decreased only for Rules 1, 9 and 16. The antecedent
of Rule 1 was declared obsolete and the new replacement (GO:0071972) also has five
co-occurrences with the consequent of that rule in the data of 2013. Rule 9 was based
on the gene RPE65 of several species. The antecedent and the consequent of the rule
were replaced by their siblings (“GO:0042574→GO:0052884”, 5 co-occurrences). Rule
16 had GO:0004486 in the antecedent, since this GO term was the parent of GO:0004488
in 2010 and was assigned to many proteins supporting the rule. In 2013, the former GO
term became merely the sibling of the latter, thus the concerned proteins covered by
GO:0004488 no longer support the rule.
The consequent of Rule 12 was removed from IPR003203, which explains the drop
of many proteins from this rule (since the IEA rule does not apply anymore). On the
other hand, the consequent was assigned to many proteins with this antecedent based on
the EC 2.7.7.62 (EC2GO with the base protein P0AE76), i.e. from another IEA source.
The base protein (Q05599) of IPR003203 also has this consequent (stand of August 19,

144

5.3 Knowledge Extraction

2013), and is cross-referenced in EC 2.7.7.62. This explains the total increase of proteins
covered by that rule.
Rules 13-15 and 17-20 probably follow the same pattern: some proteins were removed
(deleted from the database) and many new ones obey the rules. To sum up, one can see
that only a few rules discovered from the data of 2010 do not hold anymore, mainly because of ontology changes. Such ontology changes are common and provide an additional
reason why inconsistency analysis should be conducted in large datasets.
Comparing the sets of the first 20 best rules of the other methods to those of JacDif,
the sets extracted by the metrics were relatively similar. ACnf differed by only three
rules, Jac, Cos and φ by four. As before, JacDif favors rules that are unexpected in
terms of hierarchy, therefore this is where the difference tends to lie between the sets of
the metrics. The sets extracted by the methods GRP and GRL were totally different in
comparison with what was extracted by JacDif. Again, the best rules extracted by the
methods GRL and GRP had a specific to general character, but there were many rules
with Cnf that equaled the unity value (for GRP 1214 and for GRL 177). Given that
the metrics tried to find rules where pab ≈ pa ≈ pb , they were better at discriminating,
i.e. there were not many rules with the highest score.

5.3.6 Discussion
In this Section, we investigated the proposed hierarchical IMs and the automatic threshold method. The results were promising, as the TPS method proved capable of finding
representative and interesting rule sets. The resulting sets were very close to the one
calculated by best possible in Movies dataset. The method can be used iteratively, adjusting the set to a more user-friendly size. Further, the graphs of IMs showed how the
scores of the rules were distributed and that the TPS is an intuitive and easy solution
to find a good rule set.
The hierarchical IMs had good results as well and proved to fulfill their purpose.
Especially in the Movies and in Gene Ontology setups we found evidence that this
measure is well-suited to find interesting, rare rules that are not redundant regarding
the given ontology. The Dif measures could extract more compact sets, which generally
represented more accurately the true rule sets. Still, some of the standard IMs could
perform very well and should be taken into consideration for the next experiments. GARs
and hierarchical IMs also have a different purpose than the improvement of MLC, the
former aims at obtaining a general rule set, the latter need specific rules for improving
as many labels as possible.
We will now investigate a setup where the use of automatic threshold methods and
IMs can help improving the prediction quality of different classifiers.
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5.4 Multi-label Classification Improvement
In this Section, we will assess the results of the improvements by the MIRAR method
presented in Section 4.1. The experiments were designed in order to measure the improvement in prediction quality, more particularly the increase in recall. Yet the precision should not be substantially diminished. We will also investigate which rules were
important for the improvement strategies and why the classifiers overlooked them.
First, we will describe the data, then we will present results already published with
simplified data. After that, we will conduct more extensive experiments, basing on the
ones done in Section 5.2, also investigating the statistical significance of the improvements.

5.4.1 Data
The first part of the experiments was already published in [BS15c] and will be briefly
discussed. For these experiments, we used simplified versions of the datasets presented
in Section 5.2.1: first, a further simplified version of RCV1-v2 Topics-Small described
before, Reuters 5k with only 5000 training and 5000 test samples chosen randomly from
the original 23k training set. The data was preprocessed similarly to RCV1-v2 TopicsSmall. We also used the RCV1-v2 Topics-Industries in a simplified form, using only
20k randomly chosen samples for training and the remaining 10k for testing instead of
10-fold CRV , and preprocessing similarly to the 30k CRV case. The Yeast dataset was
different: from its 2417 samples, 1500 were selected randomly for training and the rest
for test. We did not use CRV on these datasets since certain aspects would be more
difficult to analyze thoroughly – for example, the created graphs.
The second part of this Section’s experiments uses the data that we already presented
in Section 5.2.1. This will allow a comparison of the results gained with previous results
obtained and in depth discussed in Section 5.2.1.

5.4.2 Previous Results
We will briefly discuss here the results from [BS15c] that concerning the experiments on
improving MLC predictions. For these experiments, we used only one case from Section
4.1.3 and one metric, namely, HC and Kulc. As Kulc is an IM suitable for discovering
rare ARs and we also used relatively large labelsets, we are confident that small support
labelsets will profit from the use of such a measure.
These results were preliminary, hence not put to significance tests; moreover, they
were focused on state-of-the-art classifiers which are not online. The experiments were
designed to assess the improvement in all performance measures.
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Table 5.18: LCS, LRwAR, and MIRAR applied to Yeast and Reuters 5k, OF=Only
Filling, t = threshold, bold values mark the best values per dataset and
column.
SVM BR
IF1
LF1

Metrics

mF1

LCA

0.6498

baseline
LCS Cnf=0.6
LRwAR Cnf=0.6
LRwAR OF Cnf=0.6
MIRAR

0.6477
0.6516
0.6328
0.6480
0.6544

LCA

0.7893

baseline
LCS n=6,Cnf=0.8
LCS n=6, Cnf=.85
LRwAR Cnf=0.8
LRwAR Cnf=0.85
LRwAR OF Cnf=0.8
LRwAR OF Cnf=0.85
MIRAR

0.7849
0.7856
0.7856
0.7465
0.7667
0.7851
0.7849
0.7900

ML-kNN
mF1
IF1
LF1
Yeast
0.6362 0.4088 0.6583 0.6467 0.4042
t=0.45
t=0.5
0.6288 0.3915 0.6221 0.5978 0.3496
0.6326 0.3983 0.6263 0.6016 0.3596
0.6160 0.3479 0.6034 0.5838 0.2982
0.6293 0.3935 0.6221 0.5978 0.3496
0.6400 0.4453 0.6560 0.6446 0.4101
Reuters 5k
0.7955 0.4177 0.7361 0.7446 0.4306
t=0.3
0.7817 0.3690 0.7339 0.7376 0.4303
0.7823 0.3696 0.7335 0.7377 0.4311
0.7823 0.3696 0.7335 0.7377 0.4311
0.7442 0.3576 0.7002 0.7015 0.4191
0.7633 0.3614 0.7189 0.7204 0.4231
0.7819 0.3690 0.7340 0.7378 0.4303
0.7817 0.3690 0.7339 0.7376 0.4303
0.7895 0.3958 0.7174 0.7347 0.4433

mF1

SVM CC
IF1
LF1

0.6455 0.6326
t=0.45
0.6370 0.6184
0.6313 0.6144
0.6223 0.6057
0.6367 0.6183
0.6031 0.5992

0.4053
0.3854
0.3540
0.3401
0.3857
0.4760

0.7608 0.7716 0.3910
0.7567
0.7382
0.7383
0.7170
0.7377
0.7584
0.7584
0.7452

0.7492
0.7305
0.7307
0.7119
0.7302
0.7508
0.7508
0.7490

0.3302
0.3246
0.3249
0.3194
0.3231
0.3313
0.3313
0.4001

147

5 Experiments

Number of True Positives per Class

Number of True Positives per Class

MIRAR

(a) Yeast, MIRAR, number of true positives

(b) Yeast, LCA, number of true positives

Figure 5.9: Distributions of true positives for SVM BR on Yeast data.
Datasets with One Class Taxonomy
First, we compared our approach MIRAR to improvement methods from the literature
LRwAR, LCS, and LCA (see Section 3.3.2 and 2.3.1) on the datasets used in other
studies. Table 5.18 depicts the results for Yeast and Reuters 5k.
On the Yeast data, MIRAR, LCS, and LRwAR OF32 could improve the results of
BR and ML-kNN baseline classifiers in terms of mF1, IF1, and LF1. The improvement
achieved by MIRAR was the highest. Among them, LRwAR was the worst, its results
were even worse than those of the baseline classifiers in terms of all performance measures.
In contrast to the other methods, MIRAR was also better than LCA for SVM and
comparable to it for ML-kNN. This shows that a powerful thresholding strategy can
outperform many improvement methods based on label constraints. Still, LCS bases on
a relatively fixed value of label cardinality dependent on the training set. The approach
is well suited for labels with large support and therefore for measures like mF1. The
methods based on label constraints allow more degrees of freedom, which can be better
fitted to unseen data, and labels with smaller support, for example LF1. MIRAR was
the only improvement methods that could increase the CC results. This was the highest
LF1 value by far on this dataset.
This is consistent with the important fact that MIRAR could increase the LF1 value
significantly more than the other methods, in almost all configurations. The only exception was for Reuters 5k and BR, where it improved second best. This can be explained
by the better improvement of the classification performance on small classes. Indeed,
as Figure 6.3a shows, the number of true positives on small and middle-sized classes
obtained by MIRAR was higher than that of LCA (Figure 6.3b). This difference is even
more pronounced if we compare F-1 values for each class obtained by all improvement
methods and presented in Figure 5.10a. One can see, for example, that MIRAR achieves
32

The Only Filling (OF) strategy does not remove the labels, as described in the original paper.
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LF1 and mF1 vs threshold

Improvement of LF1 Yeast

M

(a) Yeast, improvement of LF1 per class for
LCS, LRwAR, and MIRAR

(b) Yeast, LF1 and mF1 calculated using the
respective threshold on the rankings

Figure 5.10: Improvement for SVM BR comparison on Yeast data.

a significant improvement in F-1 for the last class, where the other methods show no
improvement at all, or that it has much more improvement on the classes 5-10.
Analyzing the curves of mF1 and LF1 in dependence on the threshold t, one can see
a trade-off between them (Figure 5.10b). MIRAR is able to achieve both high LF1 and
mF1 values near their crossing point, about 0.65 mF1 and 0.45 LF1, and threshold 0.3.
This is the trade-off: giving both measures the highest value without diminishing the
other too much. LCA was equivalent to setting the threshold to 0.4 achieving a LF1 of
about 0.4 and an mF1 of 0.65.
On the Reuters 5k dataset, MIRAR had again the highest improvement against the
baseline classifier, as compared to the other improvement methods in terms of all performance measures. The largest performance difference was again in LF1. MIRAR
performance was comparable to that of LCA. LCS and LRwAR achieved a very small
improvement against the baseline classifier and were worse than LCA in terms of all
performance measures. Here, we can see that CC had was the second-best classifier, but
no improvement could surpass the LCA method. Again, the exception remains MIRAR
with LF1, having an 18% value increase over the baseline performance and 3% over LCA.
MIRAR even achieved the highest LF1 value of 0.44 with ML-kNN; although in SVM
BR, LCA was remarkably better – about 0.02 in LF1, MIRAR was better by 0.01 in the
other two classifiers.
CC did not outperform BR in the experiments, although CC does consider the connections between the labels in a certain way. A solution would be to use Ensembles of
CC (ECC) [RPHF09], since it can take into account the order of the labels. However,
for ECC, the issue of complexity on larger label sets will be even more severe, since the
label order must be permuted when creating a new CC to exhaust all alternatives at
best.
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Table 5.19: LCS, LRwAR, and MIRAR applied to Reuters-Topics and -Industries 10k,
OF=Only Filling, t = threshold, bold values mark the best values per dataset
and column.
Metrics

mF1

IF1
LF1
mF1
IF1
LF1
Topics
Industries t=0.3
LCA
0.8257 0.8335 0.4237 0.6462 0.6466 0.2884
t=0.45
t=0.3
SVM
0.8258 0.8282 0.3938 0.6589 0.6060 0.2772
LCS k=5,n=6,Cnf=.7
0.8264 0.8287 0.3942 0.6605 0.6077 0.2778
LCS k=5,n=6,Cnf=0.85 0.8264 0.8287 0.3942 0.6603 0.6076 0.2776
LRwAR Cnf=0.7
0.7912 0.7890 0.3819 0.5491 0.4649 0.2672
LRwAR Cnf=0.85
0.8143 0.8145 0.3871 0.5936 0.5138 0.2698
LRwAR OF Cnf=0.7
0.8259 0.8284 0.3940 0.6592 0.6068 0.2773
LRwAR OF Cnf=0.85
0.8260 0.8285 0.3940 0.6592 0.6067 0.2773
MIRAR
0.8187 0.8312 0.4298 0.6539 0.6120 0.2918
Topics→Industries, t=0.3
LCS Cnf=0.7
0.6589 0.6060 0.2772
LCS k=5,n=6,Cnf=0.85, 0.6589 0.6060 0.2772
LRwAR Cnf=0.7
0.3482 0.2880 0.2293
LRwAR OF Cnf=0.7
0.6585 0.6056 0.2771
MIRAR
0.6590 0.6092 0.2825

Datasets with Two Class Ontologies
Table 5.19 depicts the results of classification improvement for the Reuters 10k dataset,
first classified separately in Topics and Industries and then with improved Industries
predictions, by using cross-ontological ARs. As indicated before in Section 5.2.4, the
prediction of both labelsets simultaneously by MLC would very likely worsen the result,
which is also the reason why we used only the SVM BR. As well, the baseline results
here are very similar to those obtained in Section 5.2.3.
In general, the classification performance for Topics was higher than for Industries
classes. The results of the improvement methods LCS and MIRAR for this class ontology
were better than those of the baseline classifier. At the same time, LRwAR showed
negative improvement and LRwAR OF only improvement at the fourth decimal place
after the point. In contrast, MIRAR was able to achieve the overall best LF1. Its results
also presented similarities with the results of LCA. It is interesting to note that MIRAR
outperformed LCA in terms of LF1, while LCS did in terms of mF1. This leads to
the conclusion that MIRAR is more effective for small classes and LCS for large ones.
LCA is best in terms of IF1; a possible reason for that is that LCA bases on the label
cardinality, an average value over all instances.
The improvement results for Reuters 10k Industries are similar to those obtained for
Topics. Here, LRwAR had even more negative improvement in terms of all performance
measures and LRwAR OF showed again only marginal improvement. LCS was equal
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or better than the baseline and achieved again the highest mF1 value. This time, both
LCA and MIRAR were worse than the baseline in terms of mF1, but improved IF1 and
LF1. However, MIRAR was better than LCA in three out of four performance measures
and had, again, the best LF1.
Using cross-ontology ARs for the improvement of Industries predictions revealed an
interesting fact: the results of LCS and both LRwAR variants worsened in comparison
with those shown in the previous experiment, while MIRAR could improve its mF1 values. Here, LCS uses the thresholds of different classifiers trained with different labelsets
that may obstruct its performance. Additionally, the low occurrence of labels in the
labelsets may lead to poor results of the Confidence-based methods.
The results indicate that for achieving a high value in a certain performance measure,
there is a right IM and strategy. We will investigate now in depth which strategies
presented in Section 4.1.3 – and IMs can improve the predictions in large datasets.

5.4.3 Extended Improvements
We now present the results of further strategies for improvement introduced in Section
4.1, in more challenging datasets and tests. The IMs are taken from Tables 2.1, 3.2
and 3.3. We used the same Reuters 30k dataset as in the previous Section but we used
CRV instead of a single training and test division. We also examined the improvement
strategies on the EUR-Lex dataset. Both datasets were already investigated for MLC in
Section 5.2.4. The employed strategies are specialized for cross-ontology rules, i.e. for
datasets with two class ontologies. We focused on the cross-ontologies scenarios only to
keep the discussion concise, the results of the last Section having already shown that
these strategies were also successful within a labelset.
From the point of view of improvement, it is interesting to assess the prediction quality and to discuss which strategy should be used as well as how much it improves the
prediction. This also implies a discussion about which rules uncovered important information and whether they follow a certain pattern. In this experiment, we will assess the
improvement of each performance measure.
The strategies of improvement using rankings are very important in order to know if
the rank assigned by the chosen multi-label classifier is of good quality as well. Some
classifiers will give a good label prediction, but the subsequent label rankings are of poor
quality. Since the data was predicted with CRV, the improvements were made in each
slice, which is why we will present the mean and standard deviation.
We assessed and analyzed the two settings prediction of labels without prior prediction
by the classifier and multi-label prediction improvement.
Reuters Topics-Industries
Table 5.20 shows besides the results of the 10-fold CRV experiment for the classifiers
(baseline) on the Reuters 30k Industries dataset, the improved results and also compa-
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Table 5.20: Cross-validation Reuters 30k CRV: results of classification with baseline, best
case improvement with difference to baseline and comparison methods
Method
baseline
Acc. HZa -Sup:
mF1 HCb -Kulc:
IF1 HZa -Sup:
LF1 HCb -Kulc:
Diff
baseline
Acc. HZc -CnfDif :
mF1 HCb -CnfDif :
IF1 HZc -SebDif :
LF1 HCb -SebDif :
Diff
baseline
Acc. HEb -Kulc:
mF1 HCa -Crf :
IF1 HEb -Kulc:
LF1 HEb -Kulc:
Diff
baseline
Acc. HEb -Kulc:
mF1 HEb -Kulc:
IF1 HEb -Kulc:
LF1 HEb -Kulc:
Diff
baseline
Acc. HCa -Lift:
mF1 HCa -Lift:
IF1 HCa -Lift:
LF1 HCa -Lift:
Diff
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baseline
Acc. HZc -Cos:
mF1 HZc -Cnf :
IF1 HZc -Cnf :
LF1 HZc -Cos:
Diff
baseline
LCS Cnf =0.6
LI-MLC OF Cnf =0.7
LI-MLC Cnf =0.7

Acc.

mF1
ML-ARAM
0.495±0.007 0.585±0.007
0.506±0.007 0.585±0.007
0.499±0.008 0.588±0.007
0.506±0.007 0.585±0.007
0.499±0.008 0.588±0.007
0.011±0.002 0.003±0.002
ML-HARAM
0.469±0.009 0.585±0.006
0.482±0.010 0.579±0.006
0.470±0.009 0.586±0.005
0.481±0.009 0.579±0.006
0.471±0.009 0.576±0.006
0.012±0.002 0.001±0.001
ML-kNN
0.247±0.008 0.389±0.008
0.310±0.005 0.420±0.006
0.272±0.009 0.423±0.009
0.310±0.005 0.420±0.006
0.310±0.005 0.420±0.006
0.063±0.007 0.035±0.003
SVM BR
0.495±0.008 0.645±0.007
0.544±0.007 0.664±0.006
0.544±0.007 0.664±0.006
0.544±0.007 0.664±0.006
0.544±0.007 0.664±0.006
0.049±0.005 0.019±0.003
SVM LP
0.548±0.009 0.600±0.010
0.548±0.009 0.600±0.010
0.548±0.009 0.600±0.010
0.548±0.009 0.600±0.010
0.548±0.009 0.600±0.010
0.000±0.000 0.000±0.000
TWCNB
0.185±0.005 0.247±0.005
0.291±0.007 0.333±0.006
0.290±0.006 0.339±0.005
0.290±0.006 0.339±0.005
0.291±0.007 0.333±0.006
0.106±0.007 0.112±0.008
0.495±0.01
0.645±0.01
0.496±0.01
0.645±0.01
0.478±0.01
0.629±0.01
0.178±0.02
0.310±0.02

IF1

LF1

0.562±0.007
0.570±0.007
0.566±0.007
0.570±0.007
0.566±0.007
0.009±0.002

0.326±0.002
0.330±0.003
0.333±0.006
0.330±0.003
0.333±0.006
0.007±0.006

0.529±0.009
0.540±0.009
0.532±0.009
0.541±0.009
0.538±0.009
0.011±0.002

0.333±0.007
0.336±0.005
0.333±0.007
0.336±0.005
0.338±0.010
0.005±0.009

0.296±0.009
0.418±0.005
0.340±0.011
0.418±0.005
0.418±0.005
0.122±0.008

0.152±0.007
0.246±0.007
0.196±0.009
0.246±0.007
0.246±0.007
0.094±0.008

0.563±0.008
0.638±0.006
0.638±0.006
0.638±0.006
0.638±0.006
0.075±0.004

0.301±0.010
0.381±0.010
0.381±0.010
0.381±0.010
0.381±0.010
0.080±0.011

0.596±0.008
0.596±0.008
0.596±0.008
0.596±0.008
0.596±0.008
0.000±0.000

0.302±0.008
0.303±0.009
0.303±0.009
0.303±0.009
0.303±0.009
0.001±0.001

0.259±0.006
0.364±0.008
0.368±0.006
0.368±0.006
0.364±0.008
0.109±0.006
0.563±0.01
0.564±0.01
0.551±0.01
0.279±0.02

0.182±0.004
0.193±0.005
0.193±0.005
0.193±0.005
0.193±0.005
0.011±0.005
0.301±0.01
0.301±0.01
0.290±0.01
0.289±0.01
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rable improvement approaches using labels from the Topics labelset as antecedents. The
results for baseline are the same as in Section 5.2.3 (cf. Table 5.8) for each classifier.
LCS was applied with Cnf =0.6, in order to gather a large number of rules. In LI-MLC,
Cnf was set to 0.7 in order to be more careful in setting and but specially in erasing the
labels.
We emphasize some of the best results without improvement and look statistically
significant differences. ML-HARAM was best in LF1 and comparable to ML-ARAM in
mF1, with a WSRT estimated p-value of 0.92. Further, SVM LP was clearly best in IF1
and in average in Accuracy, with a p-value of 0.002 for both measures, in comparison
to SVM BR. SVM BR had the best score by far in mF1. In Accuracy, SVM BR and
ML-ARAM have a the significance test p-value of 0.85, suggesting that they probably
have the same performance.
ML-ARAM and ML-HARAM with improvements gained about 0.01 point in Accuracy
and IF1. ML-ARAM still had a better average performance than ML-HARAM in these
measures. Further, ML-ARAM’s score in LF1 improved by 0.008, almost closing the gap
to ML-HARAM in average. Before improvement, the null hypothesis could be rejected
by 5% (0.02), but after improvement, the p-value increased to 0.23. ML-ARAM with
improvements was better in average in Accuracy, IF1 and LF1 than SVM BR without
improvements in every single slice. After improvement, SVM BR was better than any of
the other classifiers by far in every single measure, and the gains were also impressive.
In LF1, it gained about one quarter, and in IF1 almost one seventh.
ML-kNN also benefited greatly from the improvements. It gained in average about
24% in Accuracy, 41% in IF1 and 61% in LF1. In IF1, it achieved the highest increase
of the value, with a remarkable plus of 0.122.
SVM LP was better in baseline than SVM BR in Accuracy, IF1 and very slightly in
LF1. After the improvements, SVM BR was better by far in IF1 and LF1. Additionally,
it widened the gap in mF1 and had only slightly worse prediction quality in Accuracy.
SVM LP did not show any improvement, mainly because the label ranking of the LP
method is difficult to estimate. The strategies could not improve the predictions of SVM
LP, also because the obvious classes were already predicted. Moreover, there was little
variance in the label cardinality, meaning that any additional set label would be more
likely to decrease than increase the prediction quality in an LP method.
TWCNB’s improvement lead to remarkable gain as well, turning better than baseline
ML-kNN in two of the measures. Although the 0.112 gain by improvement in mF1 is
impressive, it cannot totally close the original gap. It also achieved the best increase in
Accuracy of 0.106. In LF1, it was already better than ML-kNN, but after improvement
ML-kNN results were much better.
The strategies HEb , HCs, and HZs had the best results in this experiment. HEb was
especially good for ML-kNN and SVM BR, setting automatically the threshold for the
rule extraction. Another important criterion for this strategy was a good ranking. SVM
LP had apparently no difference, although HC seemed not to decrease the performance
measure results. ML-(H)ARAM achieved the highest improvement with the strategy
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HC for mF1 and LF1, and with HZ for Accuracy and IF1. The latter strategy did also
improve the results of TWCNB.
As in the previous results, one can see that Kulc was remarkably good in several
situations, but in particular for SVM BR. The Dif measures achieved good results with
ML-HARAM. An interesting point is that between the strategies HCb and HZc , the
difference was greater than between different Dif measures within one single strategy
(one reason was that the rule ranking is very similar). Still, using a different measure
for the same method caused a noticeable difference, especially in the case of LF1. In
detail, with ML-HARAM, the strategy HZc which does not depend heavily on the IMs
achieved good results in Accuracy and IF1, two closely related performance measures.
Strategy HCb was good in the other two measures. We can also notice that CnfDif and
SebDif were applied twice in the different strategies.
In ML-ARAM, the strategies were linked to the same performance measure but this
time, they were linked to an IM, clearly showing the difference between Accuracy and
IF1 with HZa and Sup, and mF1 and LF1 with HCb and Kulc. Further, in comparison
to ML-HARAM, the HZ strategies had a difference index pointing to different threshold
and subroutine. Kulc was essential pointing to rules between rare classes, especially
relevant for LF1. On the other hand, the rules with a high Sup score were also very
important, which points to the other extreme, a relation to Accuracy.
We can see that the strategies using rankings and the automatic threshold achieved
good results. This is particularly the case for the methods assigning rankings to more
labels as ML-kNN and SVM BR, whereas ML-(H)ARAM usually only assign the rankings
to a few selected labels.
The other improvement comparison methods did not achieve an improvement beyond
the 95% confidence, as confirmed by the confidence test. LI-MLC based methods even
decreased the quality of the predictions. LCS, although very expensive in calculation,
only improved in two measures in average, but not statistically significantly.
We will now focus on which rules did mostly influence the improvement of the predictions.
Rule Examination We will first analyze the results of ML-ARAM. Looking at the
strategy HCb with Kulc, which worked best for LF1 among the slices, we can see that
the highest performance gain was 0.02 (best slice for improvement value: 0.346) while
the lowest was 0.002 (worst slice for improvement value: 0.3324). The improvement
achieved a high-performance boost in one slice, and no degradation on performance in
any slice, with the lowest improvement in the slice with the best prediction regarding
the performance measure. One possible reason: in this slice, it was particularly difficult
to further improve the predictions of the classifier on that slice with the given rankings.
The most applied rule on the slice33 with highest improvement (number 4) was the one
33

We will restrain the discussion of the rules to specific slices, for the sake of conciseness. Statistical
methods would mostly deviate only slightly from the presented results. Still, in this very case, we
will make a statistical analysis and show exemplary that this was representative.
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Table 5.21: ML-ARAM improvement with strategy HCb and Kulc for label “COMPUTER SYSTEMS AND SOFTWARE” and slice 4 of the cross-validation.
Mode
TP FN FP F -1
ML-ARAM 61 62 69 0.482
Imp
67 56 82 0.493

connecting “CORPORATE AND INDUSTRIAL PERFORMANCE” to “COMPUTER
SYSTEMS AND SOFTWARE”: the condition required by strategy HCb with Kulc was
fulfilled in 10 times for that rule. It achieved an average of rank 4.4 and an average
number of applications of 8.8, having the worst position 18, with 4 applications. The
number of average used rules were 339.5. This slice can be seen as representative for 5
other slices, where this rule was first and had about 10 applications.
Table 5.21 shows the result of improvement with the rule on the slice 4. We gathered
the individual components of F-1 measure label-based for the given label: true positive,
false negative and false positive. Six times, the prediction was right, and 13 times wrong.
We see here a peculiarity of the F-1 measure, as shown in the Equation 2.10. Since the
true positives are double weighted, it is advantageous34 to set true positives as long as
the false positives are at highest twice as much and the F-1 measure’s value does not
exceed 0.5. Consequently, it is recommended to use greedy strategies for setting labels
if the F-1 measure’s value is below 0.5.
For ML-HARAM, the strategy HCb had also improved predictions regarding LF1 but
this time with SebDif. Although in most (7 times) of the slices of the CRV, the method
did improve the prediction quality, it occasionally (three times) harmed. The highest
improvement was of 0.015 and the lowest of -0.011. Again, for the slice with the highest
improvement, for the rule most used “regulation, deregulation, self regulation, rulings,
government policy, licensing → FINANCIAL AND BUSINESS SERVICES” the relation
between false positive and true positive was even skewer, about 5 to 1. The use of fewer
prototypes for activation might have reduced the quality of the ranking predictions,
turning the improvement task harder to manage in comparison to ML-ARAM. This
leads to the assumption that using more clusters in the activation and a different MLthreshold value in ML-HARAM could improve the rankings and so the improvement, as
previous experiments pointed out that such changes increase the prediction quality.
The highest improvement for LF1 regarding ML-kNN was 0.108 and the lowest was
0.083 in the slices of the CRV (the one with the highest improvement). Figure 5.11
shows the improvement of strategy HEb with Kulc on F -1 per label for ML-kNN in slice
5. We can see that many labels had a remarkable improvement. Further, since the lowest
improvement per slice was 0.083 and the difference to the highest is not enormous, all the
34

It is easily illustrated with a dummy example, if the number of true positives is half the number of
2∗x
x
false positives and there is no false negative, the F-1 value is 2∗x+2∗x
= 2∗x
= 0.5.
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Figure 5.11: ML-kNN F -1 improvement with strategy HEb and Kulc minus F -1 without
improvement for each label in slice 5 of the cross-validation.
graphs of the slices would be similar35 . Still, some labels had F -1 changes for negative,
but there is a commonality: where the mean F -1 before improvement in the labels with
negative F -1 change was about 0.5 also relatively high, the mean for the labels with
positive F -1 difference was 0.17. It seems that the improvement strategy had a very low
threshold setting too many labels, which is recommended for a low F -1 under certain
circumstances, as described above. Indeed, the label cardinality of the prediction was
only 1.4, while the true was about 3.5 and the improved about 6.3.
The rule most applied for SVM BR in slice 8, which had the highest LF1 gain, was
“corporate and industrial performance→METAL GOODS AND ENGINEERING” using
the combination strategy and IM HEb Kulc. The antecedent had an absolute support
of 10’980 samples in the training set and was a child of a root node. The consequent
is itself a root node and had an absolute support of 3168 samples, still the Cnf was
only 0.14 but the inverse rule had a value of 0.48. The Kulc value was 0.31. It was
applied 237 times, label “METAL GOODS AND ENGINEERING” was actually set 461
times, by other rules. After improvement, this label had 144 true positive more but
also 309 false positives, causing the F -1 value of this label to drop from 0.715 to 0.693.
Nevertheless, through the many positive labels, it increased the whole prediction quality,
35

Figure .2 at the Appendix Section shows the average improvement with std deviation over all slices.
One can see that most labels profited from the improvement most of the times. For simplification
and better visualization, only slice 5 was used in this explanation.
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i.e. for Accuracy from 0.525 (with improvement applied on all the labels but this label)
to 0.542 (with improvement on all labels). Yet, this rule was only ranked 514th by Kulc,
and using the ranking predictions helped to select this important rule for improvement.
For TWCNB and LF1, the label “METAL GOODS AND ENGINEERING” was the
mostly right set, with 259 times correctly set and 162 times wrongly set. This was a much
higher absolute number of instances correctly set than the other classifiers, although this
classifier had the worst prediction quality.
We could see that the rules employed by the improvement strategies were relatively
good. They were also dependent on the classifiers rankings and their quality. We could
further see that in the standard configuration with 3 NSC ML-HARAM also creates
poorer rankings for the improvement. This can be backed up by the previous findings.
In addition, the connections could improve the SVM BR by implementing a form of cooccurrence, as required by MLC approaches. Most the slices of the CRV were improved,
which points to a good generalization and a low variance of the method.
Zeros Here, we examined a setup where only one labelset was learned by the classifier,
and the second was not. Only the associations are available. This is the case when a new
labelset is merged to the dataset and a first assessment should be made. The association
analysis and the results of the one labelset already allow us to produce some insights:
here, only strategies that do not work directly with rankings can achieve a remarkable
improvement in prediction quality.
The results are depicted in Table 5.22. TWCNB had by far the best results, except
for LF1. Apparently, the rules extracted from the IMs and applied by the strategies
produced the best connection between TWCNB predicted Topics labels and unknown
Industries labels. The same strategies and IMs had less success by ML-(H)ARAM. One
explanation is that TWCNB set about 700 instances more in Topics labelset than MLARAM. In Industries it was about 3000 more, which also was linked to the different
prediction of labels. Still, ML-HARAM and ML-ARAM predictions followed as best
results, both very similar to each other. The SVMs had, as well, results similar to each
other and slightly lower than ML-(H)ARAM. The worse prediction quality was from
ML-kNN.
The HB strategy is relatively simple and the most part of the successful IMs are Cnf
and Seb. The latter is very similar to the former one w.r.t. ordering relations, i.e. both
assign the same ranking to the rules.
For LF1, HEa achieved also the highest scores with ML-(H)ARAM and TWCNB in
connection with CS. HB and Seb achieved good results with the rest of the classifiers.
SVM LP achieved comparable improvement to other classifiers, in contradiction to
previous results. This shows that in this experiment the labels sets were also easily
predicted by the classifier, given the predictions of the antecedent labelset.
As is to be expected by the selected measures, very obvious rules were extracted and
often set. For example, the two top most set for ML-HARAM were “ALL CorporateIndustrial → METAL GOODS AND ENGINEERING” and “ALL Corporate-Industrial
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Table 5.22: Cross-validation Reuters Zeros Improvement: results of classification with
baseline, best case improvement with difference to baseline and comparison
methods with no predictions on the target labelset
Method
Acc.
mF1
IF1
LF1
ML-ARAM
baseline
0.0
0.0
0.0
0.0
Acc. HB-Cnf : 0.156±0.002 0.269±0.004 0.239±0.003 0.040±0.003
mF1 HB-Cnf : 0.156±0.002 0.269±0.004 0.239±0.003 0.040±0.003
IF1 HB-Seb: 0.155±0.002 0.269±0.004 0.241±0.002 0.042±0.003
LF1 HEa -CS : 0.098±0.004 0.174±0.006 0.160±0.006 0.051±0.002
Diff
0.156±0.002 0.269±0.004 0.241±0.002 0.051±0.002
ML-HARAM
baseline
0.0
0.0
0.0
0.0
Acc. HB-Cnf : 0.157±0.002 0.269±0.004 0.240±0.003 0.039±0.003
mF1 HB-Cnf : 0.157±0.002 0.269±0.004 0.240±0.003 0.039±0.003
IF1 HB-Seb: 0.156±0.002 0.269±0.004 0.242±0.003 0.041±0.003
LF1 HEa -CS : 0.098±0.003 0.173±0.005 0.162±0.005 0.051±0.002
Diff
0.157±0.002 0.269±0.004 0.242±0.003 0.051±0.002
ML-kNN
baseline
0.0
0.0
0.0
0.0
Acc. HB-Cnf : 0.135±0.003 0.232±0.004 0.211±0.005 0.026±0.002
mF1 HB-Seb: 0.135±0.003 0.236±0.004 0.213±0.004 0.027±0.003
IF1 HB-Seb: 0.135±0.003 0.236±0.004 0.213±0.004 0.027±0.003
LF1 HB-Seb: 0.135±0.003 0.236±0.004 0.213±0.004 0.027±0.003
Diff
0.135±0.003 0.236±0.004 0.213±0.004 0.027±0.003
SVM BR
baseline
0.0
0.0
0.0
0.0
Acc. HB-Cnf : 0.150±0.003 0.255±0.004 0.230±0.004 0.033±0.004
mF1 HB-Seb: 0.149±0.002 0.257±0.004 0.233±0.003 0.034±0.003
IF1 HB-Seb: 0.149±0.002 0.257±0.004 0.233±0.003 0.034±0.003
LF1 HB-Seb: 0.149±0.002 0.257±0.004 0.233±0.003 0.034±0.003
Diff
0.150±0.003 0.257±0.004 0.233±0.003 0.034±0.002
SVM LP
baseline
0.0
0.0
0.0
0.0
Acc. HB-Seb: 0.148±0.002 0.253±0.003 0.230±0.003 0.031±0.003
mF1 HB-Seb: 0.148±0.002 0.253±0.003 0.230±0.003 0.031±0.003
IF1 HB-Seb: 0.148±0.002 0.253±0.003 0.230±0.003 0.031±0.003
LF1 HB-Seb: 0.148±0.002 0.253±0.003 0.230±0.003 0.031±0.003
Diff
0.148±0.002 0.253±0.003 0.230±0.003 0.031±0.002
TWCNB
baseline
0.0
0.0
0.0
0.0
Acc. HB-Cnf : 0.186±0.002 0.289±0.004 0.274±0.003 0.050±0.002
mF1 HB-Cnf : 0.186±0.002 0.289±0.004 0.274±0.003 0.050±0.002
IF1 HB-Cnf : 0.186±0.002 0.289±0.004 0.274±0.003 0.050±0.002
LF1 HEa -CS : 0.100±0.004 0.178±0.004 0.159±0.005 0.055±0.002
158
Diff
0.186±0.002 0.289±0.004 0.274±0.003 0.055±0.002
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→ FINANCIAL AND BUSINESS SERVICES”, applied 2278 and 2206 to the sample/labels, respectively. Such measures are very good in such scenarios, therefore the
comparison methods failed in the task with actual predictions.
Using the rankings is an important aspect in the improvement, so that difficult labels
can also be predicted. We will now examine these approaches in the much different
Eurolex dataset.
Eurolex
The Eurolex dataset differs from Reuters Topics-Industries in two main aspects: first,
the large labelsets DC and EUROVOC, and second, the higher number of unique labels.
The latter makes this a much harder task to solve for LP approaches. Improvement can
boost prediction quality here even more, since the co-occurrence of one-to-one relations
between labels is much more reliable than the small samples of unique labels.
Table 5.23 shows the results of the DC-EUROVOC labelsets combination for 10-fold
CRV improvement experiment. The baselines are the same as in Table 5.10.
The improvement of ML-ARAM was relatively high, except for LF1, still all results
were better and verified by the significance test. In Accuracy and in LF1, ML-ARAM
had much better results than ML-kNN but the latter had higher values in mF1. In IF1,
ML-ARAM was better but not by much; however, the significance test indicated a very
small p-value of 0.002 to ML-kNN being better, so it was better in every single CRV’s
slice.
As discussed in Section 5.2.3, ML-HARAM has better prediction results than MLARAM on this dataset. Although the improvement gain of ML-ARAM is higher than
the improvement gain of ML-HARAM, it is not enough to reduce significantly the gap to
ML-HARAM. ML-HARAM with improvement and SVM BR baseline are very close, but
a significance test tells that SVM BR is very likely to be better with a WSRT p-value
of 0.002 for the same distribution, which means that SVM BR was always better.
ML-kNN had very high improvement gains in every metric, especially in LF1. Still,
the ranking did not change in comparison with ML-ARAM and improvement (the significance test, even with 1%, seconds that). The very high improvement achieved in LF1
was so high that it almost equaled the one of SVM LP. However, the null hypothesis of
the significance test was rejected for 5%, i.e. the distributions of the results for both
classifiers are very likely to differ and SVM LP is better.
SVM BR had a relatively high improvement, with a WSRT p-value of 0.002, meaning
that the baseline and the improvement definitely did not have the same distribution and
the improvement’s results were in the 10 folds higher for every performance measure.
Especially with LF1, the gain was important, bearing in mind the 4207 labels.
This time, SVM LP showed higher improvement than SVM BR, except for LF1; as
well, all improvements were significant regarding the WSRT at a level of 0.002. SVM
LP had a remarkable gain of 0.014 in IF1. The strategy HXc is relatively simple and
requires only a high Cnf to be successful.
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Table 5.23: Cross-validation Eurolex: results of classification with baseline,
best case improvement with difference to baseline and comparison
methods
Method
Acc.
mF1
IF1
LF1
ML-ARAM
baseline
0.403±0.008 0.503±0.007 0.507±0.010 0.279±0.006
Acc. HEa -Seb:
0.415±0.006 0.525±0.006 0.534±0.006 0.282±0.006
mF1 HEa -Seb:
0.415±0.006 0.525±0.006 0.534±0.006 0.282±0.006
IF1 HEa -Seb:
0.415±0.006 0.525±0.006 0.534±0.006 0.282±0.006
LF1 HEa -Seb:
0.415±0.006 0.525±0.006 0.534±0.006 0.282±0.006
Diff
0.013±0.003 0.022±0.003 0.027±0.005 0.003±0.001
ML-HARAM
baseline
0.473±0.005 0.614±0.006 0.596±0.005 0.316±0.005
Acc. HXa -SebDif :
0.482±0.006 0.620±0.006 0.609±0.006 0.318±0.004
mF1 HXa -SebDif :
0.482±0.006 0.620±0.006 0.609±0.006 0.318±0.004
IF1 HXa -SebDif :
0.482±0.006 0.620±0.006 0.609±0.006 0.318±0.004
LF1 HXa -Crf :
0.482±0.006 0.619±0.006 0.609±0.006 0.319±0.004
Diff
0.009±0.001 0.006±0.000 0.013±0.001 0.002±0.001
ML-kNN
baseline
0.368±0.008 0.533±0.008 0.492±0.009 0.208±0.005
Acc. HEb -CnfDif :
0.391±0.006 0.555±0.006 0.524±0.006 0.223±0.006
mF1 HEb -CnfDif :
0.391±0.006 0.555±0.006 0.524±0.006 0.223±0.006
IF1 HEb -CnfDif :
0.391±0.006 0.555±0.006 0.524±0.006 0.223±0.006
LF1 HCa -Kulc:
0.372±0.007 0.529±0.005 0.510±0.008 0.268±0.004
Diff
0.023±0.002 0.022±0.003 0.032±0.003 0.060±0.005
SVM BR
baseline
0.493±0.005 0.644±0.005 0.627±0.005 0.363±0.008
Acc. HEb -Seb:
0.498±0.005 0.649±0.005 0.634±0.005 0.364±0.008
mF1 HEb -Seb:
0.498±0.005 0.649±0.005 0.634±0.005 0.364±0.008
IF1 HEb -Seb:
0.498±0.005 0.649±0.005 0.634±0.005 0.364±0.008
LF1 HZb -Crf :
0.474±0.005 0.622±0.005 0.615±0.005 0.378±0.007
Diff
0.005±0.001 0.005±0.001 0.007±0.001 0.015±0.002
SVM LP
baseline
0.423±0.008 0.550±0.008 0.542±0.008 0.278±0.008
Acc. HXc -Cnf :
0.431±0.008 0.560±0.008 0.556±0.008 0.280±0.008
mF1 HXc -Cnf :
0.431±0.008 0.560±0.008 0.556±0.008 0.280±0.008
IF1 HXc -Cnf :
0.431±0.008 0.560±0.008 0.556±0.008 0.280±0.008
LF1 HXc -Cnf :
0.431±0.008 0.560±0.008 0.556±0.008 0.280±0.008
Diff
0.008±0.001 0.011±0.001 0.014±0.001 0.002±0.001
TWCNB
baseline
0.191±0.007 0.216±0.010 0.302±0.010 0.020±0.002
Acc. HXb -Seb:
0.243±0.004 0.271±0.005 0.372±0.005 0.025±0.001
mF1 HXb -Seb:
0.243±0.004 0.271±0.005 0.372±0.005 0.025±0.001
IF1 HXb -Seb:
0.243±0.004 0.271±0.005 0.372±0.005 0.025±0.001
LF1 HXb -Seb:
0.243±0.004 0.271±0.005 0.372±0.005 0.025±0.001
160
Diff
0.052±0.004 0.055±0.005 0.071±0.005 0.005±0.001
baseline
0.493±0.005 0.644±0.01 0.627±0.005 0.363±0.01
LCS Cnf =0.8
0.492±0.005 0.644±0.01
0.626±0.01
0.363±0.01
LI-MLC Cnf =0.8
0.492±0.005 0.643±0.005 0.627±0.005 0.362±0.01
LI-MLC OF Cnf =0.8 0.471±0.01
0.626±0.01
0.610±0.01
0.362±0.01

5.4 Multi-label Classification Improvement

The performance of SVM LP lied mostly between ML-ARAM and ML-HARAM; only
in LF1, the performance was the same, also confirmed by a significance test with a pvalue of almost 0. Using improvement, ML-ARAM comes near SVM LP in Accuracy,
this hypothesis can be rejected at a significance level of 5%, however not at 1% since the
p-value was of 0.04. In addition, all the improvement gains were positive and in each
slice, so that the significance test rejected the null hypothesis36 .
The difference between SVM LP and ML-ARAM is significant at 1%, with ML-ARAM
predictions improved only at 5% regarding Accuracy. Thus, the improvement results in
ML-ARAM performing better in one slice of CRV. Using improvement in SVM LP helps
lower the WSRT p-value again. Regarding LF1, the null hypothesis can be accepted
with ML-ARAM and SVM LP, that is they have the same performance in the results,
even after improvement.
Although TWCNB predicted very poorly, it showed the greatest improvement as SVM
BR except for LF1. This is true even in the performance measures which weights more
high support labels indicating also a missing of obvious labels. Moreover, the used
measure points to a Cnf like ranking indicating patterns learned by the other classifiers.
The other improvement methods from the literature could improve neither significantly
nor positively the predictions in order to achieve higher performance measure values.
The most successful strategies were HE and HX. The parameters varied from classifier to classifier, and HEb produced good results for both, ML-kNN and SVM BR.
Certain strategy and IM combination worked best for most of time for the classifiers and
performance measures, indicating to certain properties arising from the combination of
classifier and performance measure. Yet, as discussed many times before, LF1 behaves
very differently from the other measures and required in three cases different strategies
than the other performance measures for each classifier.
For ML-(H)ARAM, the strategies did not use the rankings, which suggests that the
rankings for the labels not set were relatively bad. Achieving a right threshold was difficult, so that the automatic threshold worked for ML-ARAM but not for ML-HARAM.
With ML-kNN and SVM BR, the rankings for the labels not set were much better, so
that the strategies using rankings could be applied and the automatic threshold also
produced better rule sets to improve the predictions.
Cnf was very important here, as well as the measures Seb and Crf, which have ranking
behavior resemblance to Cnf. Surprisingly, also the Dif measures could be used successfully here. We will now examine more carefully the rules extracted by the strategies and
IMs.
Rule Examination For ML-ARAM, only one strategy and IM combination were successful, therefore the discussion of the results extends to all performance measures. The
rule “03 Agriculture →AGRI-FOODSTUFFS” was the most set, with 346 times set, 99
36

This means that the difference between the measure results of the predictions and of the improved
predictions is not likely to be 0.

161

5 Experiments

new true positives, additionally to its 428 already set (thus 774 samples corresponding
this rule). Furthermore, the rule “11.40 Bilateral agreements with non-member countries
→EUROPEAN COMMUNITIES” was important, and had a similar ratio of true and
false positives set by the improvement although it had already a higher absolute number
of true positives – this follows again the premise that setting almost twice false positives
is a good strategy for this dataset. The F -1 measure for this label decreased from 0.808
to 0.807, but the total number of true positives increased by 99, only for this label. This
shifts the value for mF1, Accuracy and IF1 towards the one of this high support label.
For ML-HARAM with HXa and SebDif in slice 3 (a good combination for improvement
of large support labels), there was no predominant rule but it used 1052 rules, the highest
of which was “03 Agriculture →agricultural activity”, with 55 applications. One interesting rule was “03.50 Approximation of laws and health measures →agricultural policy”,
since the nature of the relationship is not directly clear. It was applied 19 times. Many
connected top rules were linking Agriculture nodes or European affairs with geography
and partnerships, thus reflecting important structures in the European Union.
ML-kNN had a very high increase in LF1, with about 4000 rules being used and an
average of 3.6 label instances being changed. The rule with most applications (170) was
“03 Agriculture →GEOGRAPHY”. “GEOGRAPHY” was a label originally set with
relatively high precision, 600 true positives and only 154 false positives. Applying the
strategy, the number of true positives increased to 753 but the number of false positives
also went up to 447. The relation of 153 to 293 is similar to the one discovered above:
applying twice as much false positives as true positives is a good strategy under the given
conditions.
SVM BR had also a remarkable improvement w.r.t the LF1 performance measure
and therefore, many labels have been set. 2919 rules were applied with a relatively
high mean application of 14.92. The same rule as for ML-ARAM, “03 Agriculture
→AGRI-FOODSTUFFS”, was most applied here, with 562 times. As for ML-HARAM,
the top rules were linking Agriculture nodes or European affairs with geography and
partnerships, but also “Approximation of laws and health measures” with agriculture,
social questions and trade. Among these connections, there were obvious ones but also
others that would be difficult to infer or give the right degree of importance to without
the help of the special measure Crf.
The strategy HXc on the predictions of SVM LP of slice 3 results in the fact that the
most applied rule was “11.40 Bilateral agreements with non-member countries →EUROPEAN COMMUNITIES”, which was also an important rule for ML-ARAM. Far fewer
rules were applied on SVM LP, totaling only 831 and a mean of 12.22 instances changed
by each rule. The 25 most applied rules involved subjects linked to economical and
commercial policies. Since the use of Cnf is most successful here, the rules have a
relatively obvious connection.
HXb used a great amount of rules to improve the predictions of TWCNB. 19,241
rules were applied with a mean of 108.7 instances set. The top rules were linking “03
Agriculture” to many non-EU countries. For example, the top rule connected the label
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above to Algeria in 670 samples.
The strategies and IMs improved the results and employed interesting rules. We see
that in a more skewed dataset, the successful strategies can be different. Still, in both
cases, they can cover aspects that a classifier did not anticipate.
Zeros The improvement achieved by just using zeros is impressive, as can be seen in
Table 5.24: TWCNB achieved higher results this way – especially in measures depending
on high support labels – than, when it was actually predicting the labels. In particular
with mF1 and LF1, in this manner, it achieved higher scores even after improvement.
The rankings and accordingly the performance measures are similar to what they were
with predictions, i.e. SVM BR, ML-HARAM, and so on. One exception remains, though:
ML-ARAM has the highest mean value in Accuracy and IF1. Another interesting point
is that the most part of the classifiers had better predictions this way than TWCNB
using the learned model.
Although the results were, for most classifiers much worse than with actual prediction,
they were still very high, pointing to key labels linked between the two datasets. The
results were relatively better than the zeros of the experiment in Section 5.4.3, despite
the fact that the results for full predictions were closer to each other.
The prevalent strategy was HB, which is a simple one, yet the threshold is relatively
low and the other strategies – even the ones with automatic thresholding – could not
find a proper threshold. This lies mainly in the aforementioned problem of many unique
labels and consequently many rules with the highest value for many IMs. Yet, many
important rules occur only lower below, and many were important down the hierarchy,
which is why the best measure was SebDif in the most cases. The other important
measure was Crf, that weights the value with the support of the antecedent, i.e. the
more support the consequent has, the less important the rule becomes (if the support of
the other variables is fixed).
A rule examination can clarify better which labels were linked and contributed to such
results.
Rule Examination ML-HARAM had the same IM for improvement for predictions
and for zeros, leaving the top used rules unchanged. ML-ARAM switch from Seb to the
same as ML-HARAM, SebDif. Many rules have support values satisfying the equation
pa ≈ pab and thus achieving a high score. This is not surprising, considering the high
number of unique labels.
For SVM BR and LP, the two top most used rules in the slices with highest gain
were the same. The top one linked the label of DC, “03 Agriculture” to set the label
“TRADE” of EUROVOC (1278 and 1253 times where 717 and 691 times right for BR
and LP respectively) in the fourth slice of the CRV. This rule is surely due to the rules
employed in the European Community, and cannot be inferred from language itself.
The second most applied rule is “11 External relations →GEOGRAPHY”, a more
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Table 5.24: Cross-validation Eurolex Zeros Improvement: results of classification with
baseline, best case improvement with difference to baseline and comparison
methods
Method
Acc.
mF1
IF1
LF1
ML-ARAM
baseline
0.0
0.0
0.0
0.0
Acc. HB-SebDif : 0.292±0.004 0.438±0.005 0.429±0.004 0.090±0.003
mF1 HB-SebDif : 0.292±0.004 0.438±0.005 0.429±0.004 0.090±0.003
IF1 HB-SebDif : 0.292±0.004 0.438±0.005 0.429±0.004 0.090±0.003
LF1 HEa -Crf :
0.236±0.005 0.368±0.008 0.368±0.007 0.119±0.004
Diff
0.292±0.004 0.438±0.005 0.429±0.004 0.119±0.004
ML-HARAM
baseline
0.0
0.0
0.0
0.0
Acc. HB-SebDif : 0.290±0.004 0.438±0.005 0.425±0.005 0.090±0.003
mF1 HB-SebDif : 0.290±0.004 0.438±0.005 0.425±0.005 0.090±0.003
IF1 HB-SebDif : 0.290±0.004 0.438±0.005 0.425±0.005 0.090±0.003
LF1 HEa -Crf :
0.235±0.006 0.370±0.008 0.364±0.007 0.120±0.003
Diff
0.290±0.004 0.438±0.005 0.425±0.005 0.120±0.003
ML-kNN
baseline
0.0
0.0
0.0
0.0
Acc. HB-SebDif : 0.256±0.004 0.408±0.005 0.379±0.006 0.074±0.003
mF1 HB-SebDif : 0.256±0.004 0.408±0.005 0.379±0.006 0.074±0.003
IF1 HB-SebDif : 0.256±0.004 0.408±0.005 0.379±0.006 0.074±0.003
LF1 HEa -Crf :
0.214±0.006 0.357±0.007 0.332±0.008 0.105±0.003
Diff
0.256±0.004 0.408±0.005 0.379±0.006 0.105±0.003
SVM BR
baseline
0.0
0.0
0.0
0.0
Acc. HB-SebDif : 0.289±0.004 0.440±0.005 0.424±0.005 0.091±0.003
mF1 HB-SebDif : 0.289±0.004 0.440±0.005 0.424±0.005 0.091±0.003
IF1 HB-SebDif : 0.289±0.004 0.440±0.005 0.424±0.005 0.091±0.003
LF1 HEa -Crf :
0.236±0.005 0.374±0.007 0.365±0.006 0.123±0.003
Diff
0.289±0.004 0.440±0.005 0.424±0.005 0.123±0.003
SVM LP
baseline
0.0
0.0
0.0
0.0
Acc. HB-SebDif : 0.291±0.004 0.436±0.006 0.427±0.005 0.087±0.003
mF1 HB-SebDif : 0.291±0.004 0.436±0.006 0.427±0.005 0.087±0.003
IF1 HB-SebDif : 0.291±0.004 0.436±0.006 0.427±0.005 0.087±0.003
LF1 HEa -Crf :
0.239±0.006 0.374±0.008 0.370±0.007 0.118±0.003
Diff
0.291±0.004 0.436±0.006 0.427±0.005 0.118±0.003
TWCNB
baseline
0.0
0.0
0.0
0.0
Acc. HB-Cnf :
0.222±0.004 0.319±0.004 0.347±0.004 0.036±0.002
mF1 HB-SebDif : 0.214±0.004 0.321±0.006 0.333±0.005 0.028±0.002
IF1 HB-Cnf :
0.222±0.004 0.319±0.004 0.347±0.004 0.036±0.002
LF1 HEa -Crf :
0.205±0.002 0.280±0.004 0.323±0.003 0.041±0.003
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obvious choice, (1178 and 1212 times from which 733 and 726 right for BR and LP,
respectively). The often application of root rules shows the dominance of such nodes for
this task. This points to the already stated facts that such nodes are well learned by the
classifiers, and that rare rules are important for improvement of predictions.
The LF1 measure was successfully improved only by Crf and HEa strategies. Although
the same strategy with Cnf would achieve, for example in ML-HARAM, a LF1 of 0.118,
this value was higher for Crf. This was mainly due to a lower number of selected rules,
increasing the quality of the rule set. As well, a lower application of high quality rules
by Crf leads to a more precise result. The standard IM Cnf could not cope with the
many unique labels, and therefore more specialized IMs will produce better results in
such cases.

5.4.4 Conclusion
We presented the improvement with different IMs, without a support threshold, we
demonstrated that the standard IMs have poorer results and we showed that the proposed
measures (especially the Dif and rare ARs) can boost significantly the quality of large
labelset’s predictions.
In RCV1-v2, a widely-used dataset, the results showed that the improvement strategies
with the Kulc, which is qualified to extract rare ARs, could produce an impressive gain in
quality for one of the best classifiers SVM BR, achieving the best results. The automatic
threshold strategy was also very successful here.
In the EUR-Lex dataset, the results were impressive as well, especially the zeros setting. Here, IMs similar to Cnf had the best performance. Strategies with automatic
threshold were successful as well.
The strategies and IMs varied according to the experiments and datasets, reflecting the
particularities of the data and experiment setups. With predictions, the IM best suited
were Kulc for RCV1 and Seb and its derivatives for EUR-Lex. The strategies with
automatic threshold (HE, HC) were very good for predictions. In zeros, HB and with
Seb/Cnf were very successful for Reuters and HB for large support label performance
measures with SebDif for EUR-Lex, but for LF1, HEa and Crf were better.
HB is a very basic strategy, yet with the right IM, it can prove very powerful. Strategies, using the automatic threshold can adapt better to the data and achieved better
results, for predictions when using ranking.
Summarizing, the proposed strategies and IMs, but also the standard IMs, could improve the prediction quality of the classifiers. The extracted rules were partly interesting
and, in some classifiers, obeyed a pattern.
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In this chapter, we present two use cases how to use the developed system, find interesting
and surprising connections, understand the extracted model and distilled actionable
knowledge to improve the classification task.
This will be performed using the Rule Explorer since it was designed to improve the
error search and rule examination. Whereas there are two types of rules, the rules which
the ML-ARAM classifier extracts from the data, and the ARs between the labels of the
two chosen labelsets. We will focus on the classification rules since the rules between
ontologies was discussed already in length in the previous experiments. Further, with
cross-ontology rules it is even more difficult to speak of a misprediction.
We use the Reuters Topics and Industries dataset from Section 5.4.2 and utilize the
first slice to perform the classification and data analysis. We also use the results of
improvement presented in Section 5.4.3.
Each of the named tasks need basic functions as examination of certain attributes,
labels, rules. These basic functions were explained in Section 4.3. We now link these
basic functions to the tasks.

6.1 Setup Description
The Reuters RCV1-V2 dataset has many problems which are normally overlooked. Although the dataset is often used, not many studies did analyse in depth the news and
made an estimation of the accuracy of the labelling. As previously explained, one hope
linked to using machine learning for labelling is the advantage of consistent labelling.
A quick examination showed that two news were associated with rugby news which
were inconsistently labelled. One handled about the English rubgy team which would
receive visitors from Australia, South Africa, Argentina and New Zealand, and was
labelled only with UK. The other was about the South Africa team which would be
visiting France, Argentina and UK, being labelled with these regions as well.
Thus, we have a mismatch in labelling and cardinality, creating an inconsistency difficult to be coped for a multi-label prediction algorithm. Such cases should be revisited
and a consistent labelling performed. In special, many mispredictions could come from
such inconsistencies and correcting them in the training set should be paramount.
The Rule Explorer will help to find such mistakes and clarify which text features were
important to the prediction. The feature extraction was the same as the used in Section
5.4.2, therefore the number of features used were 5000. This is in so far important to know
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Figure 6.1: Workflow
how the maximum activation can be and improve the understanding and examination
of the features and feature values (normalization with many features could lead to very
small values).
In Figure 6.1 the used workflow is showed. As described, above we will focus, in this
chapter, on the prediction of the classifiers. The relations between the ontologies will
only be briefly examine.

6.2 Use Cases
We will use two use cases, which incorporate basic and orthogonal analysis, first the
misprediction analysis of the classifier and the second is the use of uncommon rules
not discovered by the classifier (i.e. improvement). These two cases show important
aspects of the analysis on results of cross-ontology MLC. For once it is not clear which
labelset (labels) should be used as anchor and have the better classification. Second, the
improved results can contain important information about the cross-ontology rules.

6.2.1 Use Case 1: Misprediction Analysis
The first use case will show how classification predictions can be examine in the rule explorer. The first sample of the first slice of the cross-validation will be examined and was
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Figure 6.2: Rules Activation for first sample and first cross-validation slice
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a news article about the yearly report of a company (Glenealy Plantations). The Topics assigned (true labels) to it were “PERFORMANCE”, “ACCOUNTS/EARNINGS”,
“ANNUAL RESULTS” and “CORPORATE/INDUSTRIAL”.
The rule with the highest activation did have all the labels but “ANNUAL RESULTS”
and actually had very similar news associated with, yet none of them were yearly reports
but they were quarterly or half-year results. This first rule was selected mainly because
one of the articles involved was about a report from a company engaged in gaming,
hotel, property investment and development, plantation and stockbroking from Malaysia.
Covering most of the words using in the presentation samples with very similar TF-IDF
values. The other 4 selected rules did have this missing label so that at the end the
full prediction was correct. But in three from these prototypes/prediction rules the word
plant was missing. In the one prediction rule that had plant, the words kuala and lumpur
had not a high enough TF-IDF value in order to achieve the highest activation. This was
because of the normalization since the TF and the IDF values were also the same in both
news. Interesting is that the highest activation had not the highest |A ∧ W | (the highest
had the second prototype with 4874.970) since it was only 4874.575. This was because
the value of |W | was only of 4875.037 while the second had 4875.584. This means that
the second was either composed of less words or the words had a lower TF-IDF value1 .
As we can see also the first one had more news articles involved in its creation. Therefore,
the smaller hyperbox (prototype) was selected, which is incorporated in the design of
ML-ARAM. Yet, for text classification this feature should be taken into consideration,
and although the normalization column-wise chosen in the preprocessing gives higher
prediction quality it indirectly includes the length. A cosine normalization would be a
solution, yet sometimes the length of the document points to its format and this can
also be an important feature.
The predictions regarding the industries deviates greatly from the true labels. First
of all, the keywords malay, kual and lumpur which are the stemmed words for Kuala
Lumpur in Malaysia are normally connected to the words compan, million, net and
profit when the results of financial holding companies are published. One of them is
situated in Malaysia, named Mycom Bhd (23522, rule 3818 and 17079, rule 2769). In rule
1253 there is a news article about the results of Malaysia’s Sime Darby Bhd diversified
conglomerate with interests including plantations, banking, among others. There we
have also the same style, an article about financial results of a company in malaysia
about plantations. Still, it is here labelled with “WHOLESALE DISTRIBUTION” which
is part of “DISTRIBUTION, HOTELS AND CATERING”, so we find also a partly
mislabelling here. The fourth activated rule has Timber Processing as the sample and
most of the news associated with it are about timber and about financial results. But the
word plantat does not appear. The words are garden, timber, wood, but no plantations.
Thus, the activation is less than the others (this is responsible for a gap of 0.569 of a
total of about 1.00).
1

A point (collapsed hyperbox/hyperbox of one sample point) would have a value equivalent to the
number of features in this case 5000.
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(a)

(b)

Figure 6.3: Different activation for the sample 0 for Neurons 2733 and 2753
Although the label “TIMBER PROCESSING” is assigned many others, they are not
linked to it. In special, the news article was too short and only about the financial
results. A background information about the companies might have helped the classifier
to solve the task better. Also “TIMBER PROCESSING” has no connections using
JacDif which could be helpful in the improvement prediction. The rule with highest
value is from “EQUITY MARKETS” with 0.00021. Still a semantic use of the text
might have improved the results here, linking plantation and timber and so helping
prototypes with closer semantic meaning achiever higher activations.

6.2.2 Use Case 2: Improvement Analysis
We will examine now a sample (number 307 of slice 1) with a successful improvement.
Interesting is that not all Topics labels were correctly predicted. We have three wrong
predictions, two correct predictions which were not set because of the low ranking and one
false negative. The problem is that the sample is about the El nino impact on Phillipine
farm growth. Thus, it is indirect about “SOFT COMMODITIES MARKETS”, yet this
label is not used. The “WEATHER” is normally an important issue in plantations and
seeds related news, so many words are typical in news relevant to harvest results.
In the Industries labelset the prediction would be easy, only three labels all relevant to
agriculture should be set (see activation results for Industries in Figure 6.4). Yet, since
farms are mainly related to the label “GRAIN, CEREALS FARMING”, many high
activated rules have this label alongside with “AGRICULTURE”. Further, some rules
have it not causing the “AGRICULTURE” label to have a ranking not high enough to
be set. Specially the rule 263 referring to soya growing deviated the prediction from
setting the label “AGRICULTURE”. The activation of the rule is lower than the next
rule (3143) (Act(W ) = |A ∧ W |: Act(W263 ) = 4873.721 and Act(W3143 ) = 4873.094)
but the norm of the prototype is lower (|W263 | = 4875.834 and |W3163 | = 4876.425). So
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Figure 6.4: Rule Explorer: Sample 306 Activation
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Figure 6.5: Rule Explorer AR Connection Examination: Example for “PRODUCTION/SERVICES” to other nodes, in special to “AGRICULTURE”. Line
thickness points to connection strength.
mainly the style of the news diverged enough to get a wrong classification (causing same
words being in different labels with similar TF-IDF), also the number of news assigned
to the rule (ARTb weights) with 24 for 263 and 19 for 3163 might have played a role in
the ranking value of the rule.
Still the rule “PRODUCTION/SERVICES → AGRICULTURE” with a Kulc value
of 0.33 can be applied to this sample. Also, the relation between the score of the
consequent and antecedent is 0.83, relatively high, allowing strategy HCb to be applied,
increasing the recall of the sample. We can see from Figure 6.5 that many strong relations
connected “PRODUCTION/SERVICES” to the tree of “AGRICULTURE, FORESTRY
AND FISHING”.

6.3 Conclusion
The Rule Explorer allows a precise and fast examination of a prediction in a crossontology setup. Further, the text mining adaptation help to find important words,
indicating actionable options like increasing the weight of some prediction rule for a
certain word.
It also allows to examine why an improvement rule was applied and why it resulted in
a better prediction quality. An examination of the rules involved and the interestingness
measures values is easy and fast.
The Rule Explorer can be a valuable asset to the data mining of text mining tools. The
examination of the cross-ontologies is efficient and can rapidly lead to prediction model
improvement. In combination of ML-ARAM it allows also to reconstruct the creation of
rules visualizing the tracibility of the model.
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One of the greatest challenges in multi-label classification is that by considering the
combinations of the labels (label co-occurrences) in the algorithms the complexity of
the whole classification task can significantly increase. In order to postpone the combinatorial challenge, the direct application of standard data mining methods on the
predicted data, improving the predictions, can diminish the problem. However, with
greater amount of data, it becomes increasingly more difficult to perform successfully
such improvements as well as to perform an analysis of the built model, to ensure quality
of the solution and coverage of the problem by the model. The overcoming of these both
challenges are paramount goals for the following reasons:
The former issue, improving the predictions, is related to the event that prediction
algorithms cannot analyze in large datasets every co-occurrence for label and attribute.
A generalization is imperative and labels with small support will suffer by that being
treated often as noise. Post-processing the predictions becomes a logical step, when the
special cases can be considered, lowering the complexity of the main classification task.
The latter issue, analyzing the built model, relates to the general question of knowledge
extraction and optimizing the model to the given tasks, either by adapting the model or
examining attributes and optimizing the input space. The solutions for both issues can
be combined and reinforce each other.
Also, the data accumulated requires methods which are adapted to handle large
amounts, often called Big Data methods. Such mountains of data can hide important
information, connections that are not obvious and even surprising. A key objective of
data mining is unveiling these connections between the data.
We did engage these questions and developed methods in order to combine them into
a single data mining system which can successfully manage these challenges. We distilled
two main issues we tackled, in this study and in this context: Multi-Label Classification
(MLC) and MLC improvement.

7.1 Contributions
One important issue when dealing with large data is the task of organizing and discovering relations within the data. The organization of the data objects is usually realized
with an ontology of classes, each data object receiving at least one label. When using different perspectives to label the data, different ontologies are needed, and the connection
between these ontologies might help the understanding of the data.
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An important challenge of large data classification is the traceability of the model.
The ML-ARAM has this property but it is too slow for large data. I proposed in this
study the method ML-HARAM which proved to work in the MLC setup. In some
setups, it even outperformed ML-ARAM in terms of many MLC performance measures,
indicating better prediction quality. The parameters of ML-HARAM can be changed to
converge to the results of ML-ARAM, so a trade off between speed and prediction quality
can be made if necessary. Experiments on different implementation paradigms based
on sparsity, parallelization and programming language were also performed, showing
that the choice for an individual implementation heavily depends on the density of the
data. Also the algorithm performed well in different tasks and datasets, ranging from
multi-class classification to MLC. The key advantage is that ML-HARAM divides the
input space in subspaces, diminishing the number of rules to be tested on the data
significantly. The learning of the subspace division is performed much more efficiently
than with previous methods, also integrating the clusters and prototypes in one network
allowing neighborhood activation.

The predictions given in large MLC will have many labels with low support. Many approaches do ignore and handle them as noise. We developed and examined improvement
methods based on the assumption that the highest improvement would come from such
labels. This is the key achievement of the study. Another important distilled assumption
was that the cross-ontology rules would be an important aspect. We focused on Interestingness Measures (IMs) and in special on IMs for Rare Association Rules (IMRARs)
in order to extract suitable rules for applying them to the predictions. We applied a vast
range of methods and IMs, as no other study did, to the best of our knowledge, achieving
good results. This also merges the both different research fields, MLC and knowledge
extraction into this application. Furthermore, one of the most successful improvement
methods considers the score assigned by the classifiers to each label when applying the
rule to the predictions. We found evidence that this can have a significant impact on
the improvements and depends heavily on the classifiers used. We also examined the
case when there are no predictions available for the second labelset. The predictions
obtained by applying the IMRARs were better than the ones of a naive-Bayes-based
classifier, and comparing these results with the obtained by using the classifier with the
highest score, the IMRARs predictions achieved still 70% of the classifier’s performance
measures results without any expensive training.

Furthermore, we developed a visualization for rule analysis, Rule Explorer, in order to
be able to examine the cross-ontology rules and use easily the traceability of ML-ARAM.
We examined the RCV1-V2 dataset in detail, discovered several problems and pointed
some solutions. The use cases examined with the Rule Explorer are also a demonstration
of how the data mining system performs and helps find new insights about the problem
as well as improve the predictions.
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7.2 Outlook
The rule hierarchy created by ML-HARAM can be further used to cluster the input space
and find commonalities between the labels belonging to such a cluster. We can connect
the cross-ontology rules between the output space with the relations between the input
and output spaces. This can be used to show how the cross-ontologies related in presence
of certain patterns in the input space, that is, if a certain pattern in the attribute space
can be a trigger for a certain rule between the label of different ontologies. Thus, cooccurrences (which may reveal causalities) can unveil new knowledge about the task at
hand.
Also, the Rule Explorer can help find semantic links in text datasets. The use of
semantic features and ontologies will be important for neural networks in the years to
come. The feature extraction methods are based on statistics and therefore how the
language is used and not how to connect the words creating meaning. Many approaches
use N-Grams grasping for a more stronger correlation between words and a more solid
statistic, but the research on how to extract important features from text (e.g. how words
are linked, which are synonyms and how the ontology graph connect them, pretraining
datasets that allow a better feature extraction) has to improve greatly in order that
automatic classifiers can perform better than humans. When it comes to that point,
such powerful feature extraction will require a suitable data mining visualization. This
will be important in order to find the causes and relevance of a certain feature for the
prediction, pointing to causalities in the data and rules.
Another issue to be investigated would be to apply cross-ontology ARs methods to
the ML-HARAM rules between the ontologies. Since each sample is classified with
a hierarchical and a set of base prototypes for each ontology the connection between
prototypes across the ontologies can be established and examined by the methodology
developed in this study. This could enable the linking of similar training samples through
the use of test data enabling a further analysis of the feature space across ontologies.
Multi-label methods will also have to incorporate deep neural networks in a fashion
that the combinatorial explosion is bounded. Input space subdivision is a key feature
which new classification methods should have, especially in the MLC setup. Examination of convolution and N-Grams for feature extraction for ML-ARAM will be a logical
development of this work.
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Ferreira, Mario Albrecht, and André O. Falcão. Mining go annotations for
improving annotation consistency. PLoS ONE, 7(7):e40519, 07 2012.
[GBSM02] Fernando Berzal Galiano, Ignacio J. Blanco, Daniel Sánchez, and Marı́a
Amparo Vila Miranda. Measuring the accuracy and interest of association
rules: A new framework. Intel. Data Analysis, 6(3):221–235, 2002.
[GCB97] Patrick J. Grother, Gerald T. Candela, and James L. Blue. Fast
implementations of nearest neighbor classifiers. Pattern Recognition, 30(3):459
– 465, 1997.
[GCH10] Weifeng Gu, Benhui Chen, and Jinglu Hu. Combining binary-svm and pairwise
label constraints for multi-label classification. In Systems Man and Cybernetics
(SMC), 2010 IEEE International Conference on, pages 4176–4181, Oct 2010.
[GLH11] Quanquan Gu, Zhenhui Li, and Jiawei Han. Correlated multi-label feature
selection. In Proceedings of the 20th ACM International Conference on
Information and Knowledge Management, CIKM ’11, pages 1087–1096, New
York, NY, USA, 2011. ACM.
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[HHC66] P. Hájek, I. Havel, and M. Chytil. The guha method of automatic hypotheses
determination. Computing, 1:293–308, 1966.
[HLS+ 96] Hai-Lung Hung, H.-Y.M. Liao, Chwen-Jye Sze, Shing-Jong Lin, Wei-Chung
Lin, and Kuo-Chin Fan. Cfart: a multi-resolutional adaptive resonance system.
In Neural Networks, 1996., IEEE International Conference on, volume 2, pages
1312–1317 vol.2, Jun 1996.
[HNNDK08] Robert Hoehndorf, Axel-Cyrille Ngonga Ngomo, Michael Dannemann, and
Janet Kelso. From terms to categories: Testing the significance of
co-occurrences between ontological categories. In Tapio Salakoski, Dietrich
Rebholz-Schuhmann, and Sampo Pyysalo, editors, Proceedings of the Third
International Symposium on Semantic Mining in Biomedicine (SMBM 2008),
Turku, Finland, pages 53–60. Turku Centre for Computer Science (TUCS),
2008.
[HPY00] Jiawei Han, Jian Pei, and Yiwen Yin. Mining frequent patterns without
candidate generation. In ACM SIGMOD Record, volume 29, pages 1–12. ACM,
2000.
[JBWN14] Anna Jurek, Yaxin Bi, Shengli Wu, and Chris Nugent. A survey of commonly
used ensemble-based classification techniques. The Knowledge Engineering
Review, 29:551–581, 11 2014.
[KB09] S. Kannan and R. Bhaskaran. Association rule pruning based on
interestingness measures with clustering. CoRR, abs/0912.1822, 2009.
[KK12] Tomasz Kajdanowicz and Przemyslaw Kazienko. Multi-label classification using
error correcting output codes. International Journal of Applied Mathematics
and Computer Science, 22(4):829–840, 2012.

185

Bibliography

[Köt12] Tobias Kötter. Konzepterkennung in Informationsnetzwerken. PhD thesis,
University of Konstanz, January 2012.
[Kou10] Abbas Z. Kouzani. Advances in Computation and Intelligence: 5th
International Symposium, ISICA 2010, Wuhan, China, October 22-24, 2010.
Proceedings, chapter Multilabel Classification Using Error Correction Codes,
pages 444–454. Springer Berlin Heidelberg, Berlin, Heidelberg, 2010.
[KRKZ10] Pattaraporn Khuwuthyakorn, Antonio Robles-Kelly, and Jun Zhou. Object of
interest detection by saliency learning. In Computer Vision–ECCV 2010, pages
636–649. Springer, 2010.
[KSPK15] KwangBaek Kim, DooHeon Song, HyunJun Park, and Sungshin Kim.
Automatic extraction of cervical vertebrae from ultrasonography with fuzzy art
clustering. In Xiaolin Hu, Yousheng Xia, Yunong Zhang, and Dongbin Zhao,
editors, Advances in Neural Networks – ISNN 2015, volume 9377 of Lecture
Notes in Computer Science, pages 297–304. Springer International Publishing,
2015.
[KW11] S. Kim and D. C. Wunsch. A gpu based parallel hierarchical fuzzy art
clustering. In Neural Networks (IJCNN), The 2011 International Joint
Conference on, pages 2778–2782, July 2011.
[Lan95] Ken Lang. Newsweeder: Learning to filter netnews. In Proc. of the 12th Intl.
Conf. on Machine Learning, pages 331–339, 1995.
[LBLL12] Yannick Le Bras, Philippe Lenca, and Stéphane Lallich. Optimonotone
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Figure .1: Conflict Situation on ART with Overlap: X, Y prototype learned after presentation of xi and yi , respectively, where xi and yj are not in the same class.
Upscript points to presentation time. One of x11 and y12 cannot be classified
correctly after learning, either x11 will be assigned to Y or y12 will be assigned
to X depending on the implementation.
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Figure .2: ML-kNN F1 improvement with strategy 43 and Kulc minus F1 without improvement for each label in average over all slices for Reuters 30k Industries
(Section 5.4.3).
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